AC⁰ ◦ MOD₂ Lower Bounds for the Boolean Inner Product

Mahdi Cheraghchi¹¹, Elena Grigorescu², Brendan Juba¹³, Karl Wimmer⁸⁴, and Ning Xie⁵⁵

1 Department of Computing, Imperial College London, London, UK
m.cheraghchi@imperial.ac.uk
2 Department of Computer Science, Purdue University, IN, USA
elena-g@purdue.edu
3 Department of Computer Science and Engineering, Washington University, St. Louis, MO, USA
bjuba@wustl.edu
4 Department of Mathematics and Computer Science, Duquesne University, Pittsburgh, PA, USA
wimmerk@duq.edu
5 School of Computing and Information Sciences, Florida International University, Miami, FL, USA
nxie@cs.fiu.edu

Abstract
AC⁰ ◦ MOD₂ circuits are AC⁰ circuits augmented with a layer of parity gates just above the input layer. We study AC⁰ ◦ MOD₂ circuit lower bounds for computing the Boolean Inner Product functions. Recent works by Servedio and Viola (ECCC TR12-144) and Akavia et al. (ITCS 2014) have highlighted this problem as a frontier problem in circuit complexity that arose both as a first step towards solving natural special cases of the matrix rigidity problem and as a candidate for constructing pseudorandom generators of minimal complexity. We give the first superlinear lower bound for the Boolean Inner Product function against AC⁰ ◦ MOD₂ of depth four or greater. Specifically, we prove a superlinear lower bound for circuits of arbitrary constant depth, and an Ω(n²) lower bound for the special case of depth-4 AC⁰ ◦ MOD₂. Our proof of the depth-4 lower bound employs a new “moment-matching” inequality for bounded, nonnegative integer-valued random variables that may be of independent interest: we prove an optimal bound on the maximum difference between two discrete distributions’ values at 0, given that their first d moments match.

1998 ACM Subject Classification F.1.1 Models of Computation, F.1.3 Complexity Measures and Classes

Keywords and phrases Boolean analysis, circuit complexity, lower bounds

Digital Object Identifier 10.4230/LIPIcs.ICALP.2016.35

* A draft of the full version of this paper appears as ECCC Technical Report TR15-030, available online at http://eccc.hpi-web.de/report/2015/030/.
† This work was done in part while Mahdi Cheraghchi was with the Simons Institute for the Theory of Computing at the University of California, Berkeley, supported by a Qualcomm fellowship.
‡ Brendan Juba is supported by an AFOSR Young Investigator Award.
§ Karl Wimmer’s research is supported by NSF award CCF-1117079.
¶ Ning Xie’s research is supported by NSF award CCF-1423034.
We study lower bounds for computing the inner product function by $\text{AC}^0$ circuits with parity gates on the level just above the input gates ($\text{AC}^0 \circ \text{MOD}_2$). As we will review, this problem has emerged as a common, particularly simple special case of several major open problems in Computational Complexity, about which we know surprisingly little. We therefore view progress on this special case as a benchmark for new techniques in circuit complexity for these larger questions.

A core program in Computational Complexity is to understand the power of restricted circuit families. One facet of such understanding is to identify functions that these circuits cannot compute. In practice, it turns out that once we can prove such lower bounds, then we become surprisingly facile with the class, gaining the ability to learn the functions computed by such circuits [14] (and this is necessary in some form [10, 11, 29]), the ability to generate inputs that are pseudorandom for the class [16, 18] (again necessary in some form [7, 24, 27]), and more. As a consequence, “understanding” the class is often identified with proving such lower bounds. It is therefore interesting when this intuition fails to hold.

Shaltiel and Viola [25] noticed such a gap: although we can prove that, e.g., the MOD$_3$ function has constant hardness for $\text{AC}^0[2]$ circuits [21, 26] (where $\text{AC}^0[2]$ is $\text{AC}^0$ equipped with parity gates), we still do not have pseudorandom generators for $\text{AC}^0[2]$. The trouble is that known constructions of pseudorandom generators require strongly hard on average functions [18], and proofs of hardness amplification require the class in question to compute the majority function, which $\text{AC}^0[2]$ cannot even approximate [21]. Shaltiel and Viola therefore highlight the problem of establishing such strong average case hardness against $\text{AC}^0[2]$ circuits as a challenge in circuit complexity. Servedio and Viola [23] pointed out that such strong hardness is not even known for $\text{AC}^0 \circ \text{MOD}_2$, and suggest the problem as a natural special case. In particular, they conjecture that, for this special case, the Inner Product function (IP), defined below, is an example of such a function (although it is trivially computable by $\text{AC}^0[2]$).

**Definition 1.** $\text{IP}(x, y) : \{0, 1\}^{2n} \rightarrow \{0, 1\}$ is the function $\sum_{i=1}^n x_i y_i \pmod{2}$.

Thus, showing that IP cannot be computed by small $\text{AC}^0 \circ \text{MOD}_2$ circuits is a natural step towards a better understanding of $\text{AC}^0[2]$.

On the other hand, a better understanding of the class $\text{AC}^0 \circ \text{MOD}_2$ turns out to be of interest to practical cryptography as well. Along similar lines, Akavia et al. [1], in the course of proposing a candidate weak pseudorandom function of minimal complexity (computable in $\text{AC}^0 \circ \text{MOD}_2$ in this case), made a strong conjecture: namely that every $\text{AC}^0 \circ \text{MOD}_2$ circuit has a quasipolynomially heavy Fourier coefficient. Since IP only has small Fourier coefficients, this conjecture also entails the same consequence considered by Servedio and Viola, and simply showing that IP cannot be computed by small $\text{AC}^0 \circ \text{MOD}_2$ circuits is again a special case of this problem.

Finally, Servedio and Viola [23] note that a special case of Valiant’s matrix rigidity problem [28] is to exhibit a function that has low correlation with all sparse polynomials. $\text{AC}^0 \circ \text{MOD}_2$ circuits are in turn well-approximated by such sparse polynomials, so giving explicit functions that are not correlated with any $\text{AC}^0 \circ \text{MOD}_2$ functions is again a natural special case; and IP is again the natural candidate for such a function.

Proving lower bounds for $\text{AC}^0 \circ \text{MOD}_2$ circuits computing IP is challenging since the usual techniques from the literature do not immediately apply. Specifically, although Razborov’s technique [21] establishes strong lower bounds against $\text{AC}^0[2]$, we note that IP does have small $\text{AC}^0[2]$ circuits. There is thus no hope in using Razborov’s technique directly to prove...
lower bounds for IP. And of course, techniques based on random restrictions are helpless against the input layer parity gates.

Servedio and Viola noted that it follows from Jackson’s work [8, Fact 8] that depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuits (i.e., a DNF of parities) cannot approximate IP. Also, Jukna [9] has shown that such circuits computing IP must have exponential size (a bound recently optimized by Cohen and Shinkar [4]). And yet, as Servedio and Viola noted, nothing is known about depth-4 circuits, let alone $\text{AC}^0 \circ \text{MOD}_2$ circuits of arbitrary depth.

1.1 Our results

In this work, we give the first nontrivial (superlinear) lower bound for IP against (arbitrary depth) $\text{AC}^0 \circ \text{MOD}_2$. In fact, our result is slightly stronger and applies to the broader class of bent functions (i.e., functions whose Fourier coefficients are all equal in magnitude, IP being a special case).

**Theorem 2.** If $C$ is an $\text{AC}^0 \circ \text{MOD}_2$ circuit of depth $k$ and size $S$ that computes the IP function on $n$ variables, then $S = \Omega(n^{1+4^{-k}})$.

The proof of this theorem follows by an adaptation of the results of Chaudhuri and Radhakrishnan [3] who showed a similar bound for $\text{AC}^0$ circuits; a similar adaptation for $\text{AC}^0[2]$ circuits was previously given by Kopparty and Srinivasan [13].

Our main theorem is an $\tilde{\Omega}(n^2) \text{AC}^0 \circ \text{MOD}_2$ lower bound for IP:

**Theorem 3.** Any depth-4 $\text{AC}^0 \circ \text{MOD}_2$ circuit computing the IP function on $n$ variables must have size $s = \Omega(n^2 / \log^6 n)$.

An intuitive interpretation of the above results is the following. IP is a means to “generate” all possible parities on $n$ bits. $\text{AC}^0 \circ \text{MOD}_2$ circuits are merely $\text{AC}^0$ circuits that are given access to an arbitrary but fixed set of parity functions, bounded in number by the size of the circuit. Our results address the question of how much these few parities can aid the computation of most remaining parities.

1.2 Our technique: a moment-matching bound

At the heart of this second lower bound is a lemma that may be of independent interest:

**Lemma 4 (Moment-matching bound).** Let $X$ and $Y$ be random variables taking values in $\{0, 1, 2, \ldots, s\}$. Suppose that the first $d$ moments of $X$ and $Y$ are equal. Then, $\Pr(Y = 0) \leq \Pr(X = 0) + e^{-\Omega(d/\sqrt{s})}$.

Several other “moment-matching” bounds appear in the literature, and here we briefly discuss the relationship of our work to these bounds. First, the classical “truncated moments” problem concerns the conditions for the existence of a probability distribution on a given set with a given sequence of moments [2, 5]. But, as noted by Rashkodnikova et al. [20], the solutions generated by these techniques do not necessarily lie on integers, and so the conditions refer to a different class of random variables. Klivans and Meka [12] likewise considered bounds on the difference in probability of general events that may be induced by distributions with $d$ matching moments. Their bounds apply to much more general properties (than simply the event $X = 0$) and much more general distributions; as such, in spite of some
similarities in the techniques employed in their work\textsuperscript{1}, they do not obtain bounds in a useful form for our purposes. Rashkodnikova et al. \cite{20} in turn consider nonnegative, bounded, and integer-valued random variables as we do, but they consider a different property; namely, given that the first \(d\) moments are \textit{proportional} (not necessarily identical), they maximize their ratio.

Interestingly, it turns out that the moment-matching bound we obtain has a close technical relationship to the \textit{approximate inclusion-exclusion} bounds obtained by Linial and Nisan \cite{15}.\textsuperscript{2} Indeed, the technique we use to prove Lemma 4 is essentially the same as the core technique underlying Linial and Nisan’s work, and in fact, we can show that our moment-matching lemma is essentially equivalent to Linial and Nisan’s approximate inclusion-exclusion bounds (details of this equivalence appear in the full version of the paper). In view of the naturalness of the statement of our moment-matching bound, we believe that this lemma may be of interest, even if one is familiar with the approximate inclusion-exclusion bounds.

### 1.3 Overview of the depth-4 lower bound

Our argument consists of two main steps: (1) We show that any depth-4 \acsym{AC0} \o \acsym{MOD2} circuit (without loss of generality, with an AND top gate) of size \(s \leq n^2\) computing the Inner Product function must have a one-sided approximation by a DNF of parities in which the terms are all small: It is correct when it outputs 0, and the circuit outputs zero on at least a \(1/n^2\) fraction of inputs. (2) We then show that such one-sided approximators for the Inner Product function can only output 0 with small probability, which can be made smaller than \(1/n^2\) for some \(s = \Theta(n^2/\log n)\).

The first part is relatively straightforward. We let a candidate circuit for the inner product function of size \(s \leq n^2\) be given. We first obtain a one-sided approximation to our circuit by invoking the Discriminator Lemma of Hajnal et al. \cite{6} to obtain a depth-3 circuit (eliminating the top AND layer) that is correct whenever it reports 0, and reports 0 on a large (\(\geq 1/n^2\)) fraction of the inputs. We then reduce the fan-in of the second (from bottom) layer of AND gates by trimming the AND gates with large fan-in at a slight cost in the approximation error (asymptotically smaller than \(1/n^2\)).

Towards the second part of our argument, we consider the \textit{degree} of an arbitrary parity in the \(\{\pm1\}\)-representation in terms of the original variables as well as the bottom layer parities. That is, the degree of a parity \(\chi\) is now defined as the minimum number of variables and/or bottom layer parities that need to be added together (over \(\mathbb{F}_2\)) to obtain \(\chi\): e.g., a single parity gate (new variable) has degree 1, and a parity of \(k\) new variables (parity gates or old variables) has degree \(\leq k\). Given the size of the circuit \(s\), we obtain that w.h.p. over the setting of the input \(y\) variables, the inner product function \(\IP(x, y)\) is a parity in the \(x\) variables that remains of high degree (at least \(\Omega(n/\log s)\)) over these new variables.

We show that, for a \(1 - o(1)\) fraction of fixings of the \(y\) variables, the probability that our circuit outputs 0 when \(\IP(x, y) = 0\) is small as follows. We apply the above-mentioned moment-matching bound (Lemma 12) to the random variable \(N(x)\) (over a random \(x\)) that counts the number of the AND gates in the depth-3 approximator obtained by the Discriminator Lemma that output 1. We can then show that the first \(m = \tilde{\Omega}(n)\) moments of \((N(x) \mid \IP(x, y) = 0)\) and \((N(x) \mid \IP(x, y) = 1)\) are identical and \(\Pr_x(N(x) = 0 \mid \IP(x, y) = 1) = 0\) since \(N(x) = 0\)

\begin{footnotes}
\item[1] Indeed, although like us, Klivans and Meka related this problem to the existence of some polynomials via LP duality, for Klivans and Meka, constructing these (sandwiching) polynomials was the \textit{problem}, not the \textit{solution}.
\item[2] We are indebted to Johan Håstad for pointing out to us the similarity in the underlying technique.
\end{footnotes}
exists a subcircuit be any two disjoint sets of inputs such that the circuit 

where all operations are performed in \( \mathbb{F}_2 \). We view \( \mathbb{F}_2 \) as \( n \)-bit binary strings – that is elements of \( \{0,1\}^n \) – alternatively. If \( x \) and \( y \) are two \( n \)-bit strings, then \( x+y \) (or \( x-y \)) denotes bitwise addition (i.e. XOR) of \( x \) and \( y \). We view \( \mathbb{F}_2^m \) as a vector space equipped with an inner product \( \langle x, y \rangle \), which we take to be the standard dot product: \( \langle x, y \rangle = \sum_{i=1}^n x_i y_i \), where all operations are performed in \( \mathbb{F}_2 \).

Often times, it is convenient to switch the range of Boolean functions between \( \{0,1\} \) and \( \{-1,1\} \). We use \( f^\pm \) to denote the \( \{-1,1\}\)-valued Boolean function corresponding to \( f \). They are related by \( f^\pm = (-1)^f = 1 - 2f \) and \( f = (1-f^\pm)/2 \).

A linear threshold gate \( T^n_k(x_1, \ldots, x_t) \) of fan-in \( t \) outputs 1 if and only if \( \sum_{i=1}^t a_i x_i \geq k \), where \( a = (a_1, \ldots, a_t) \) is vector of weights. The Discriminator Lemma of Hajnal et al. is a powerful tool for proving lower bounds of threshold circuits.

\[ \textbf{Lemma 5} \] \textbf{(Discriminator lemma, Lemma 3.3 in [6]).} Let \( C = T^n_k(C_1, \ldots, C_m) \) be a circuit on \( n \) inputs with a threshold gate at the top level, and write \( a = \sum_{i=1}^m |a_i| \). Let \( A, B \subseteq \{0,1\}^n \) be any two disjoint sets of inputs such that the circuit \( C \) accepts \( A \) and rejects \( B \). Then there exists a subcircuit \( C_i \), \( i \in [m] \), such that \( |\Pr_A(C_i(x) = 1) - \Pr_B(C_i(x) = 1)| \geq 1/a \), where \( \Pr_A(C_i(x)) \) (resp., \( \Pr_B(C_i(x)) \)) denotes the uniform probability over the set \( A \) (resp., \( B \)).
2 Lower bound for depth-4 circuit

In this section we will show an $\tilde{\Omega}(n^2)$ lower bound for any depth-4 $\text{AC}^0 \circ \text{MOD}_2$ circuit that computes $\text{IP}(x,y)$. Note that all circuits here are allowed to have negations below the XOR gates; these negations are not counted in the depth of the circuit.

2.1 Depth-3 discriminator

Let $C$ be any depth-4 $\text{AC}^0 \circ \text{MOD}_2$ circuit that computes $\text{IP}(x,y)$. First, without loss of generality, we may assume the top layer gate of $C$ is an AND gate; the case that top layer gate is an OR gate follows a similar argument. Second, suppose $C = \text{AND}(C_1, \ldots, C_m)$, where each subcircuit $C_i$ is a parity-DNF circuit; then because $C(x,y) = \text{IP}(x,y)$ for every input, each subcircuit $C_i$ must compute IP with one-sided error only. Specifically, for every input $(x,y)$ with $\text{IP}(x,y) = 1$ and every $i$, $C_i(x,y) = 1$.

We invoke a consequence of the Discriminator Lemma of Hajnal et al. [6].

Claim 6 (Consequence of Lemma 5). There is a subcircuit $C_i$, $i \in [m]$, such that $\Pr_{(x,y)}: \text{IP}(x,y) = 1 \implies (C_i(x,y) = 1)$ and $\Pr_{(x,y)}: \text{IP}(x,y) = 0 \implies (C_i(x,y) = 1) \leq 1 - 1/m$.

We call such a depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit $C_i$ a one-sided $1/m$-discriminator for IP. Our main lemma is an upper bound on the discriminator parameter $1/m$ of such discriminators in terms of its size.

Lemma 7 (Main). Suppose that a depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit of size $s$ is a one-sided $\epsilon$-discriminator for IP. Then $\epsilon$ satisfies

$$
\epsilon \leq 4 \exp \left( -\frac{n^2}{128s \log^2 n \log^2 s} \right) + \frac{4s}{n^3} + 2^{-n/2}.
$$

The proof of Lemma 7 is discussed in Section 2.3. Assuming Lemma 7, the proof of Theorem 3 is straightforward. If $m \geq n^2$, then we are done already. Suppose otherwise, so $\epsilon \geq 1/n^2$. Then by Lemma 7, the size of discriminator subcircuit $C_i$ is of size at least $s = \tilde{\Omega}(\frac{n^2}{\log n}) = \tilde{\Omega}(n^2)$.

2.2 Random y-restrictions

Let $C'$ be a size-$s$ depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit which is a one-sided $\epsilon$-discriminator for IP. So $\Pr_{(x,y)}: \text{IP}(x,y) = 0 \implies (C'(x,y) = 0) \geq \epsilon$, and $C' = \text{OR}(f_1, f_2, \ldots, f_s)$, where each $f_i$ is an AND of parities and $s' < s$. Without loss of generality, we can assume that none of these AND gates are constant (i.e., always 0 or 1).

Reducing the fan-in of AND gates

Define the codimension of $f_i$ (each of which is an AND of parities) to be the codimension of the subspace corresponding to the coset of inputs on which $f_i$ evaluates to 1.

For example, if $f_1 = \text{AND}(x_1 + x_2, x_1 + x_3, \neg(x_2 + x_3))$, then $x_1 + x_2$ and $x_1 + x_3$ both evaluating to 1 necessarily implies that $\neg(x_2 + x_3)$ evaluates to 1. Hence, the set of inputs for

---

3 One way to see this is to notice that our proof also shows the same lower bound for the negation of the Inner Product function (since negating only incurs an affine shift that our methods are not sensitive to). Thus it suffices to note that when the top gate is an OR one can just negate the layers and get a circuit in which the top gate is AND that computes the negation of the Inner Product.
which $f_1(x) = 1$ is the affine subspace specified by $\{x_1 + x_2 = 1 \land x_2 + x_3 = 1\}$; consequently, the codimension of $f_1$ is 2.

The codimension of $f_1$ measures the “effective” fan-in of the AND gate in $C'$. It is straightforward that without loss of generality one can assume the co-dimension of each AND gate to be equal to its fan-in (one can simply eliminate linearly dependent inputs to each AND gate). From now on, we assume that all redundant parity inputs have already been removed and each AND gate in $C'$ has its fan-in equal to its codimension. Our next step is to trim those AND gates of $C'$ whose fan-in is large.

Call an AND gate in $C'$ “bad” if its fan-in is larger than $4 \log n$. We reduce $C'$ to a circuit $C''$ by trimming all “bad” AND gates to an arbitrary set of $4 \log n$ inputs in their fan-in. Note that each trimmed AND gate may cause an error, only from 0 to 1, and only when all its (non-trimmed) inputs evaluate to 1 (an event that happens with probability at most $2^{-4 \log n}$, since the inputs of each gate are uniform and independent). Define $\tau = \Pr_{x,y}(C'(x,y) \neq C''(x,y))$. By the union bound, $\tau \leq s2^{-4 \log n} = s/n^4$. Further, if $C'(x,y) \neq C''(x,y)$ then we must have $C'(x,y) = 0$ and $C''(x,y) = 1$. In other words, if $\epsilon' := \Pr_{(x,y)}(\text{IP}(x,y) = 0|\text{IP}(x,y) = 0)$, then $\epsilon' \geq \epsilon - \tau$, and moreover, if $C'$ approximates $\text{IP}$ with a one-sided error (i.e., $C'' = 1$ whenever $\text{IP} = 1$), then so does $C''$.

**Definition 8.** For a function $F(x,y)$ (resp., a circuit $C(x,y)$) that maps $\{0,1\}^n \times \{0,1\}^n$ to $\{0,1\}$, a $y$-restriction $\rho \in \{0,1\}^n$ is an assignment of all the $y$ variables in the input according to $\rho$. Denote the resulting function $F$ (resp., circuit $C$) after applying restriction $\rho$ by $F|_{\rho}$ (resp., $C|_{\rho}$).

A simple fact exploited in the proof is that, for any $y$-restriction $\rho$, $\text{IP}|_{\rho}$ is a parity over the $x$ variables, which we denote by $\ell_\rho$. Note that $\ell_\rho(x) = \sum_{i: \rho_i=1} x_i \mod 2$. We next argue that for any fixed depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit $C''$, the parity function $\ell_\rho$ resulting from a random $y$-restriction $\rho$ is of “high degree” with respect to the parity inputs of $C''$, and thus “hard” for the circuit.

Fix an arbitrary depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit $C''$, of which the fan-in of each AND gates is at most $4 \log n$. Let the parity inputs for $C''$ be $\ell_{(a_1,S_{a_1}^t,S_{a_1}^s)}, \ldots, \ell_{(a_\ell,S_{a_\ell}^t,S_{a_\ell}^s)}$, where $a_i \in \{0,1\}$, $S_{a_i}^t, S_{a_i}^s \subseteq [n]$, $\ell_{S_{a_i}^t, S_{a_i}^s}(x,y) = a_i + \sum_{j \in S_{a_i}^t} x_j + \sum_{j \in S_{a_i}^s} y_j$, and $s' < s$.

Observe that after applying a $y$-restriction $\rho$ to $C''$, the inputs to $C''|_{\rho}$ become the $x$-part of the original parities or their negations, namely $\ell_{(a_1,S_{a_1}^t,S_{a_1}^s)}|_{\rho} = a'_1 + \sum_{j \in S_{a_1}^t} x_j$ and $a'_i = a_i$ or $a'_i = 1 - a_i$. Since there is a natural one-to-one correspondence between subsets of $[n]$ and vectors in $\mathbb{F}_2^n$, we may use a set of vectors $S \subseteq F_2^n$ to identify the set of parities (or their negations), namely $\{S_{a_i}^t\}_{i \in [\ell]}$, that are fed into $C''|_{\rho}$. A key point is that the subset $S$ depends only on the circuit $C''$, and is essentially independent of the choice of $y$-restriction $\rho$. Note also that $|S| \leq s' < s$. In the following, we will slightly abuse notation and use a parity and the subset of $[n]$ corresponding to that parity interchangeably.

**IP results in high degree parity under random restriction**

Following standard additive combinatorial notation, for a subset $S \subseteq F_2^n$ and a positive integer $k$, let $kS = \{x_1 + \cdots + x_k : x_1, \ldots, x_k \in S\}$. Clearly we have $|S \cup 2S \cup \cdots \cup kS| \leq (|S| + 1)^k$.

**Definition 9.** For any $S \subseteq F_2^n$ and $z \in F_2^n$, the $S$-degree of $z$ is the smallest integer $d$ such that $z \in dS$, or $\infty$ if no such $d$ exists. Further, the $S$-degree of a parity function $(\alpha, x)$ for $\alpha \in F_2^n$ is the $S$-degree of $\alpha$.

Our next claim shows that for any fixed size-$s$ depth-3 $\text{AC}^0 \circ \text{MOD}_2$ circuit $C''$, after applying a random $y$-restriction, then almost surely, the resulting parity function $\ell_\rho$ is of
high degree with respect to the parity inputs of $C''|_\rho$.

Claim 10. Let $S \subseteq \mathbb{R}^n_2$ be the set of input parities (or their negations) of $C''|_\rho$. Then with probability at least $1 - 2^{-n/2}$ over the choice of $\rho$, $\ell_\rho$ has $S$-degree larger than $n/(2\log s)$.

Proof. Set $k = n/(2\log s)$. We have $|\{S \cup 2S \cup \cdots \cup kS\}| \leq (|S|+1)^k \leq s^k = s^{n/(2\log s)} = 2^{n/2}$, so the probability that the $S$-degree of $\ell_\rho$ being at most $k$ is no more than $2^{n/2}/2^n = 2^{-n/2}$. ◀

We will call a $y$-restriction $\rho$ good (for circuit $C''$) if the $S$-degree of $\ell_\rho$ is larger than $n/(2\log s)$ and bad otherwise. Therefore a random $\rho$ is bad with probability at most $2^{-n/2}$. Let $N_\rho : \{0,1\}^n \to \mathbb{N}$ be the function that counts the number of AND gates of $C''|_\rho$ that are 1.

Lemma 11. Let $S \subseteq \mathbb{R}^n_2$ be the set of input parities (or their negations) of $C''|_\rho$. Suppose $\ell_\rho$ has $S$-degree larger than $k$ and each AND gate in $C''|_\rho$ has fan-in at most $w$, then $N_\rho^i$ is uncorrelated with $\ell_\rho$ for $i = 1, 2, \ldots, k/w$. In other words, $E_x(N_\rho^i(x) \mid \ell_\rho(x) = 0) = E_x(N_\rho^i(x) \mid \ell_\rho(x) = 1)$ for $i = 1, 2, \ldots, k/w$.

Proof. For convenience, we switch to the $[-1,1]$ representation of Boolean values for parities, i.e. $\chi(x) = (-1)^{f(x)}$. Let $\chi_1, \ldots, \chi_{s'}$ be the input parities of $C''|_\rho$, and let $f_1', f_2', \ldots, f_{t'}$ (each still taking value in $\{0,1\}$) be the functions computed by the AND gates in $C''|_\rho$. Then $N_\rho^i(x) = f_1'(x) + f_2'(x) + \cdots + f_i'(x)$. Note that since each $f_i'(x)$ is the AND of at most $w$ parities from $\{\chi_1, \ldots, \chi_{s'}\}$, $f_i'(x)$ can be expressed as a polynomial of degree at most $w$ with $\chi_1, \ldots, \chi_{s'}$ as variables (indeed, if $f_1'(x) = \text{AND}(\chi_1, \ldots, \chi_{s'})$, then $f_1' = (1 - \chi_1) \cdots (1 - \chi_{s'})$). Consequently, $N_\rho^i$ is a polynomial of degree at most $i \cdot w$ in $\chi_1, \ldots, \chi_{s'}$. Now because $\ell_\rho$ is of $S$-degree larger than $k \geq i \cdot w$ for $i = 1, 2, \ldots, k/w$, we have that $\ell_\rho$ is not in the support of the polynomial representation of $N_\rho^i$. Finally, by the orthogonality of parities, letting $\chi_\rho(x) := (-1)^{f_\rho(x)}$, we have

$$0 = \langle N_\rho^i, \ell_\rho \rangle = E_x(N_\rho^i(x) \cdot \ell_\rho(x)) = \frac{1}{2} \left[ E_x(N_\rho^i(x) \mid \chi_\rho(x) = 0) - E_x(N_\rho^i(x) \mid \chi_\rho(x) = 1) \right].$$

Since each of the AND gates in $C''$ has fan-in at most $4\log n$ and the $S$-degree of $\ell_\rho$ is larger than $n/(2\log s)$, Lemma 11 implies that $N_\rho^i$ is uncorrelated with $\ell_\rho$ for $i$ up to $d := n/(8\log n \log s)$ for every good $y$-restriction.

2.3 Linear programming and feasible solutions based on Chebyshev polynomials (Proof of Lemma 7)

In this section we prove Lemma 7. Let $X_\rho$ (resp. $Y_\rho$) be the (conditional) random variable of $N_\rho^i(x) \mid (\ell_\rho(x) = 1)$ (resp., $N_\rho^i(x) \mid (\ell_\rho(x) = 0)$). Our key observation is that, by Lemma 11, these two random variables both take values in $\{0, 1, \ldots, s'\}$ and their moments match up to $n/8\log n \log s$. So intuitively, if $s'$ is not too large, these two random variables should have close to identical distributions; in particular, we should have $\text{Pr}(X_\rho = 0) \approx \text{Pr}(Y_\rho = 0)$. Since $C'$ (and thus, $C''$) computes IP with only one-sided error, we have that for every $y$-restriction $\rho$, $\text{Pr}(C''|_\rho(x) = 1 \mid \ell_\rho(x) = 1) = 1$ and consequently $\text{Pr}(X_\rho = 0) = 0$. Combining this with the consequence of moment-matching condition between $X_\rho$ and $Y_\rho$, implies that $\text{Pr}(Y_\rho = 0) \approx 0$ for every good $\rho$.

Fix a good $y$-restriction $\rho$. The following key lemma provides the desired upper bound on $\text{Pr}(Y_\rho = 0) = \text{Pr}_x(C''|_\rho(x) = 0 \mid \ell_\rho(x) = 0)$. The lemma allows an additional parameter $\xi_\rho$ which in our application is set to zero (since we have $\text{Pr}_x(C''\rho(x) = 0 \mid \ell_\rho(x) = 1) = 0$. However, since the lemma applies to general random variables with matching moments and may be of independent interest, it is stated in the more general form.
Max \[ y_0 \] (primal LP)  
\[
\text{s.t. } \sum_{i=0}^{s'} i^j x_i - \sum_{i=0}^{s'} i^j y_i = 0, \quad j = 1, \ldots, d \\
\sum_{i=0}^{s'} x_i = 1 \\
\sum_{i=0}^{s'} y_i = 1 \\
x_0 = \xi_ho \\
x_i, y_i \geq 0, \quad i = 0, \ldots, s'
\]

Min \[ 1 - (1 - \xi_ho)z \] (dual LP)  
\[
\text{s.t. } p \text{ is a polynomial of degree at most } d \\
p(0) = 0 \\
z \leq p(i) \leq 1 \quad i = 1, \ldots, s'
\]

\[ \text{Figure 1} \] Primal LP for finding maximum \( \Pr(Y = 0) \) (top), and the final dual LP for finding maximum \( \Pr(Y = 0) \) (bottom).

\[ \text{Lemma 12.} \] Let \( X_\rho \) and \( Y_\rho \) be random variables supported on \( \{0, 1, \ldots, s'\} \) such that 
\( \text{(i) } E(X_\rho^i) = E(Y_\rho^i) \text{ for } i = 1, \ldots, d; \) and 
\( \text{(ii) } \Pr(X_\rho = 0) = \xi_\rho. \)  
Then \( \Pr(Y_\rho = 0) \leq \xi_\rho + 4(1 - \xi_\rho)e^{-d/\sqrt{2s'}}. \)

\[ \text{Proof.} \] We set up a linear program to maximize \( \Pr(Y_\rho = 0) \) over the choices of random variables \( X_\rho \) and \( Y_\rho \). The variables in the LP are \( x_i \) and \( y_i \) where \( x_i = \Pr(X_\rho = i) \) and \( y_i = \Pr(Y_\rho = i) \). Aside from nonnegativity and an upper bound constraint for \( x_0 \), we have \( d + 2 \) equality constraints; 2 of them to force \( X_\rho \) and \( Y_\rho \) to have probability distributions, and the other \( d \) for the moment matching condition. The linear program and the corresponding dual are listed in Figure 1. In order to upper bound the value of the primal program (i.e., \( \Pr(Y_\rho = 0) \)) and prove Lemma 12, it suffices to find a feasible solution to the corresponding dual program. We show that by choosing the polynomial \( p \) in the dual to be a Chebyshev polynomial (appropriately shifted and scaled), an essentially optimal bound on the primal value can be found.

Denote by \( P_\rho \) the value of the primal LP in Figure 1. The dual linear program is

\[
\text{minimize } z_{d+1} + z_{d+2} + \xi_\rho z_{d+3} \\
\text{subject to } z_{d+1} + z_{d+3} \geq 0 \\
z_{d+2} \geq 1 \\
\left( \sum_{j=1}^{d} i^j z_j \right) + z_{d+1} \geq 0 \quad i = 1, \ldots, s' \\
\left( \sum_{j=1}^{d} -i^j z_j \right) + z_{d+2} \geq 0 \quad i = 1, \ldots, s'
\]

We can interpret the dual as a problem involving polynomials. The feasible solutions correspond to coefficients of degree-\( d \) polynomials \( p(x) = \sum_{j=1}^{d} z_j x^j \) with \( p(0) = 0. \) By duality, the objective value of the dual is nonnegative for any feasible solution. Thus, by scaling, we can assume \( z_{d+2} = 1. \) Further, since \( z_{d+3} \) only appears in the first constraint in this minimization problem, we can always take \( z_{d+3} = -z_{d+1}. \)

Rearranging the last two constraints of this problem yields that \( p(1), p(2), \ldots, p(s') \) must all lie in the interval \([-z_{d+1}, z_{d+2}]. \) Setting \( z = -z_{d+1}, \) the dual problem can be rephrased...
as the final Dual LP showed in Figure 1.

Denote by $D_p$ the value of this dual LP. By the Strong Duality Theorem, $P_p = D_p$, and therefore if $V(p)$ is the value of any feasible solution corresponding to a polynomial $p$ to the dual LP, we have $Pr(Y_p = 0) \leq P_p = D_p \leq V(p)$.

The above modified problem about polynomials is strikingly similar to the problem of approximating OR functions by low-degree polynomials, for which Nisan and Szegedy gave an optimal solution based on Chebyshev polynomials [17]. Recall that Chebyshev polynomial (of the first kind) $T_k(x)$ is a degree $k$ polynomial defined by $T_k(x) = \cos(k \arccos(x))$, or more explicitly

$$T_k(x) = \frac{1}{2} \left[ \left( x + \sqrt{x^2 - 1} \right)^k + \left( x - \sqrt{x^2 - 1} \right)^k \right].$$

It is well-known that $-1 \leq T_k(x) \leq 1$ for all $x \in [-1, 1]$ and $T_k(x) > 1$ when $x > 1$. For a detailed treatment of Chebyshev polynomials see e.g. [22].

We now construct a dual feasible polynomial $p$ based on Chebyshev polynomials. Define

$$q(x) := 1 - \frac{T_d(\frac{x}{\sqrt{1-x^2}})}{T_d(\frac{x}{\sqrt{1-x^2}})}; \quad p(x) := \frac{q(x)}{\max_{i\in\{1,\ldots,s\}} q(i)}.$$ 

Clearly $p(x)$ is a degree $d$ polynomial, $p(0) = 0$ and $p(i) \leq 1$ for $i = 1, \ldots, s'$, hence a feasible solution to the dual LP.

**Claim 13.** The value of $p(x)$ with respect to the dual LP satisfies that $D(p) \leq \xi_q + \frac{2(1-\xi_q)}{T_d(1+\frac{1}{\sqrt{2}})}$.

**Proof.** Since $-1 \leq T_d(w) \leq 1$ for all $-1 \leq w \leq 1$, then for $i = 1, \ldots, s'$,

$$p(i) = \frac{q(x)}{\max_{i\in\{1,\ldots,s\}} q(i)} = \frac{T_d(1 + \frac{1}{\sqrt{1-x^2}}) - T_d(\frac{x}{\sqrt{1-x^2}})}{T_d(1 + \frac{1}{\sqrt{1-x^2}}) - \min_{j\in[s']} T_d(\frac{x_j}{\sqrt{1-x_j^2}})} \geq \frac{T_d(1 + \frac{1}{\sqrt{1-x^2}}) - 1}{T_d(1 + \frac{1}{\sqrt{1-x^2}}) + 1} = 1 - \frac{1/T_d(1 + \frac{1}{\sqrt{1-x^2}})}{1 + 1/T_d(1 + \frac{1}{\sqrt{1-x^2}})} \geq 1 - \frac{2}{T_d(1 + \frac{1}{\sqrt{2}})} \geq 1 - \frac{2}{2}.$$ 

Therefore the value $z$ in the objective function of dual LP is at least $z \geq 1 - \frac{2}{T_d(1+\frac{1}{\sqrt{2}})}$ and the claim follows. \hfill \blacktriangleleft

We will need the following two inequalities bounding $T_k(x)$’s growth when $x \geq 1$.

**Claim 14.** For any nonnegative integer $k$, we have

1. $T_k(1+\mu) \geq \frac{1}{2} e^{(\sqrt{2\mu+\mu^2})k/2}$ for all real number $0 \leq \mu \leq 1$.
2. $T_k(1+\mu) \leq e^{2(\sqrt{2\mu+\mu^2})k}$ for all $\mu \geq 0$.

**Proof.** For the first part, using that $1+x \geq e^{x/2}$ for $0 \leq x \leq 2$, we obtain

$$T_k(1+\mu) \geq \frac{1}{2} (1 + \mu + \sqrt{2\mu+\mu^2})^k \geq \frac{1}{2} (1 + \sqrt{2\mu+\mu^2})^k \geq \frac{1}{2} e^{(\sqrt{2\mu+\mu^2})k/2},$$ 

for all $0 \leq \mu \leq 1$.

For the second part, by the standard inequality $(1 + t/n)^n \leq e^t$ for all nonnegative $t$ and $n$,

$$T_k(1+\mu) \leq (1 + \mu + \sqrt{2\mu+\mu^2})^k \leq (1 + 2\sqrt{2\mu+\mu^2})^k \leq e^{2(\sqrt{2\mu+\mu^2})k}. \hfill \blacktriangleleft$$

\footnote{The second inequality also appeared in [19].}
Finally, by setting $\mu = 1/s'$ in the first inequality of Claim 14, we have $T_d(1 + 1/s') \geq \frac{1}{d}e^{\sqrt{\log n/\log s}}$. Combining this with Claim 13, we get $\Pr(Y_\rho = 0) \leq \xi_\rho + 4(1 - \xi_\rho)e^{-d/2\sqrt{s}}$, which completes the proof of Lemma 12.

In order to complete the proof of Lemma 7, recall that $X_\rho$ (resp. $Y_\rho$) is the (conditional) random variable of $N_\rho(x) \mid (\ell_\rho(x) = 1)$ (resp., $N_\rho(x) \mid (\ell_\rho(x) = 0)$), where $N_\rho(x)$ counts the number of AND gates in $C'_\rho$ that evaluate to 1. Since $C'_\rho$ provides a one-sided approximation of the function $\ell_\rho$, we have that $\xi_\rho := \Pr_x(N_\rho(x) = 0 \mid \ell_\rho(x) = 1) = 0$.

Taking $d = \pi n \log n \log s$ and $s' < s$ into Lemma 12, we have that for any good $g$-restriction $\rho$,

$$
\Pr_x(C'_\rho|x)(x) = 0 \mid \ell_\rho(x) = 0) = \Pr(Y_\rho = 0) \leq \xi_\rho + 4(1 - \xi_\rho)\exp(-d/2\sqrt{s})
= 4\exp(-d/2\sqrt{s}).
$$

Taking into account bad $\rho$’s, which happens with probability at most $2^{-n/2}$ (according to Claim 10), the discriminator parameter $\epsilon'$ for $C'_\rho(x, y)$ can now be upper bounded as

$$
\epsilon' = \Pr_x(C'_\rho|x)(x) = 0 \mid \ell_\rho(x) = 0) = \mathbb{E}_\rho(\Pr_x(C'_\rho|x)(x) = 0 \mid \ell_\rho(x) = 0)) = \mathbb{E}(Y_\rho)
\leq \mathbb{E}_{\text{good, } \rho}(Y_\rho) \Pr(\rho \text{ is good}) + \mathbb{E}_{\text{bad, } \rho}(Y_\rho) \Pr(\rho \text{ is bad}) \leq 4\exp(-d/2\sqrt{s}) + 2^{-n/2}.
$$

Finally, since $\epsilon' \geq \epsilon - \tau$, where we recall that $\tau = \Pr_{x, y}(C'(x, y) \neq C''(x, y)) \leq s/n^4$, the proof of Lemma 7 is complete.

### 2.4 Limitations of our approach

We remark that the $\Omega(n^2)$ lower bound is optimal (up to a polylogarithmic factor) for our current approach. This follows from a theorem of Paturi [19], which states that if $p(x)$ is a degree $d$ polynomial such that $0 \leq p(i) \leq 1$ for $i = 0, 1, \ldots, s$ and $|p(0) - p(1)| \geq c$ for some constant $c$, then $d = \Omega(\sqrt{s})$, or equivalently $s = O(d^2)$. Since in our setting $d = \Theta(n/\log n \log s)$, the best lower bound one can show in the current framework is $O(n^2)$.

### 3 Superlinear Lower Bound for General Circuits

In this section we prove the following superlinear lower bound for $\text{AC}^0 \circ \text{MOD}_2$ circuits of arbitrary depth. Throughout this section we find it more convenient to use $(x_1, \ldots, x_n)$ as the entire input to IP rather than the two-input notation $(x_1, \ldots, x_n, y_1, \ldots, y_n)$ used previously. We remark that the results of this section hold for a more general class of functions than IP, namely bent functions$^5$. We state the results here for IP, and prove them for bent functions in the appendix.

\begin{itemize}
  \item \textbf{Theorem 15.} If $C$ is an $\text{AC}^0 \circ \text{MOD}_2$ circuit of depth $k$ and size $S$ that computes IP: $\{0, 1\}^n \rightarrow \{0, 1\}$, then $S = \Omega(n^{1+4^{-k}})$.
\end{itemize}

$^5$ A Boolean function is bent if all its Fourier coefficients are equal in magnitude. The Inner Product function (IP) is a special case. In fact, our result holds for any function whose Fourier coefficients are all exponentially small in magnitude.
Deterministic restrictions

The high level idea of the proof is to adapt the technique of “deterministic restrictions” [3] to $\text{AC}^0 \circ \text{MOD}_2$ circuits. In contrast to random restrictions which simplify circuits probabilistically, deterministic restrictions aim to show that, if the circuit size is small, then one can find a (small) set of input variables deterministically based on the structure of the circuit, such that fixing them forces the circuit to output a constant. This implies that small circuits fail to compute functions that cannot be made constant without setting a large number of input variables. The only twist when applying this framework to $\text{AC}^0 \circ \text{MOD}_2$ circuits is, instead of fixing independent input variables, one now fixes linear functions which in general are no longer independent. We use a folklore result (called the Folk Lemma below) that $\text{IP}$ cannot be made constant by imposing less than $n/2$ linear constraints on the inputs; i.e., $\text{IP}$ is not constant on a linear subspace of dimension more than $n/2$.

The main ingredient of the proof is the following lemma, which is the exact analogue of a result of Chaudhuri and Radhakrishnan [3] for $\text{AC}^0$ circuits.

\begin{lemma}
Let $C(x)$ be an $\text{AC}^0 \circ \text{MOD}_2$ circuit of depth $k$ and size $S$, with variable inputs $x_1, \ldots, x_n$ and bottom parity gates $p_1(x), \ldots, p_r(x)$. Then there exists a set of $t$ linearly independent linear restrictions, $t < 5S^{1-\frac{k}{4}}$, such that imposing them on $x_1, \ldots, x_n$ makes $C(x)$ constant (on the restricted space).
\end{lemma}

\begin{proof}
We will adapt the argument of [3]. The algorithm of [3] constructs a partial assignment to the inputs of an $\text{AC}^0$ circuit so that the output is fixed and the number of fixed variables is small. In particular, it fixes the values of gates at each level (by fixing the bottom variables and propagating the values up the circuit), starting at level 0 (the input level), and proceeding successively up to the output gate at level $k$. The specific way of fixing these gates ensures that after level $i$ is fixed, all gates at levels $j \leq i$ have both small fan-in and small fan-out (fan-ins and fan-outs are defined with respect to the current partial restriction and gates that are not fixed yet). At the end of such fixing, a so-called “regular” circuit is obtained. Then it is straightforward to show that one can fix an additional small number of variables of such regular circuit to make it output a constant. Our argument proceeds in an almost identical way. However, we fix parities in addition to input variables, and once a new parity gate is fixed, we need to fix the free parity gates which linearly depend on the fixed parity gates. This can only possibly reduce the number of parity gates needed to be fixed in the process, thus the original proof works in the setting of $\text{AC}^0 \circ \text{MOD}_2$ circuits as well. We defer the details to the full version of the paper.
\end{proof}

Now we are ready to prove the main theorem of this section.

\begin{proof}[Proof of Theorem 15]
Suppose $C$ has size $S < \frac{1}{4}n^{1+4^{-k}}$ (hence, it has at most that many parity gates) and computes the IP function. By Lemma 16, there exists a set of linearly independent linear restrictions of size at most $5S^{1-\frac{k}{4}} < (n^{1+4^{-k}})^{1-\frac{k}{4}} = n^{1-\frac{16^{-k}}{4}} < n/2$ (for large enough $n$), under which $C$ becomes a constant function. But by the Folk Lemma, we must impose at least $n/2$ linear restrictions to make IP a constant; a contradiction.
\end{proof}

\begin{thebibliography}{9}


\end{thebibliography}


AC⁰ ⊕ MOD₂ Lower Bounds for the Boolean IP
