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Abstract
The area of algorithmic data science provides new opportunities for researchers in the algorithmic
community. In this paper we will see examples that demonstrate that algorithm engineering is the
perfect basis for algorithmic data science. But there are also many open interesting questions for
purely theoretically interested computer scientists. In my opinion, these opportunities should be
taken because this will be fruitful for both areas, algorithmics as well as data sciences. I like to call
for more participation in algorithmic data science by our community. Now we have the opportunity
to shape this new emerging field.
2012 ACM Subject Classification Theory of computation → Design and analysis of algorithms;
Theory of computation → Graph algorithms analysis; Theory of computation → Complexity theory
and logic; Mathematics of computing → Combinatorial algorithms
Keywords and phrases Algorithmic Data Science, Graph Similarity, Weisfeiler-Leman
Digital Object Identifier 10.4230/LIPIcs.STACS.2019.3
Category Invited Talk
Funding This work has been supported by the German Science Foundation (DFG) within the
Collaborative Research Center SFB 876 “Providing Information by Resource-Constrained Data
Analysis”, project A6 “Resource-efficient Graph Mining”.

1

Introduction

“Data is the new oil. It’s valuable, but if unrefined it cannot really be used.” – You may
have read this quote, originally phrased by the Mathematician Clive Humby in 2006, several
times. However, more than 12 years later, it is still relevant.
The ongoing digital transformation of business and society also affects science. The
incoming amount of data that is stored and communicated is still increasing. Autonomously
driving cars are not only recording data by various sensors but also sending their data (e.g.,
location, speed) to other cars that will be analysed in order to avoid critical situations.
Smart home sensors are not only convenient but are very helpful for senior citizens who
prefer to spend their life at home instead of institutional care. There are many other
application domains, e.g., social media interaction, web mining, and video streaming systems.
Concerning science, data analysis already became essential in many areas, e.g., biology,
chemistry, medicine, neuroscience, linguistics, and geography.
Data science is the field responsible for extracting information out of (unstructured)
data. This includes data integration, data cleaning, mathematical modelling, data analysis,
and visualisation. Originally settled in the field of statistics, with increasing data sizes,
also computer science and applied mathematics became increasingly relevant to the field.
However, in contrast to common believe, for the analysis of the data, not only machine
learning knowledge is needed. The area of data science is very broad, and not all the
tasks need statistical concepts or machine learning. There are many problems for which
fundamental and deep knowledge of theoretical aspects of computer science is needed.
© Petra Mutzel;
licensed under Creative Commons License CC-BY
36th International Symposium on Theoretical Aspects of Computer Science (STACS 2019).
Editors: Rolf Niedermeier and Christophe Paul; Article No. 3; pp. 3:1–3:15
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

3:2

Algorithmic Data Science

In this paper we will see that data analysis provides many opportunities for researchers
based in theoretical computer science as well as in algorithmic theory and algorithm engineering. However, there is only a very small overlap of researchers having published in both,
leading theoretical computer science venues and data mining venues. The author is convinced
that the field of data science will need more researchers from the theoretical computer science
community. Experience shows that when co-authors from both communities join their forces,
the outcome is quite profitable. For example, very recently, the mixed team Ben-David,
Hrubeś, Moran, Shpilka, and Yehudayoff [8] has shown that simple scenarios of learnability
are undecidable using the standard axioms of mathematics. For their proof they used the
equivalence between learnability and compression. The purpose of this paper is to call for
more activity of our community concerning data science tasks. In order to be more visible
and to make our algorithmic basis clear, we could, e.g., start an initiative and make the
name algorithmic data science our own.
The paper is organised as follows. Section 2 motivates the need for algorithmic data
science performed by theoretical computer scientists and provides a brief introduction into
data science and its main analysis tasks. Section 3 is more specific and gives an introduction
to the wide area of graph similarity. The author has chosen this topic, since it is quite
important in data science and machine learning, and it has many relations to different fields,
since it connects graph algorithms with graph theory, algebra, descriptive logic, pebble games,
linear programming relaxations, and functional analysis. Last but not least, there are plenty
of interesting open questions.

2

Motivation

The vast majority of publications in data mining conferences and journals is applied. Similarly
to algorithm engineering, in the top ranked publication venues also some kind of theory is
mandatory. The area of algorithm engineering is relatively close to algorithmic data science,
since it is about the design, theoretical analysis, implementation, and experimental evaluation
of algorithms and data structures. The focus is on solving a real problem with realistic
data provided by practitioners. Algorithm engineering researchers are always interested in
the application of their research results. In order to be successful (in publishing at high
ranked algorithmic venues) a solid basis on fundamental theoretical algorithmic knowledge is
needed. It is important to be able to assess the limits of what is feasible and, if this does
not meet the practical requirements, to be able to extend feasibility by means of guaranteed
approvals. Alternatively, the structure of the data may help for making an approach efficient
or sometimes also the change of the mathematical model of the problem. Sometimes this
even leads to better practical and theoretical methods (see, e.g., subsection 3.1). Algorithmic
data science essentially asks for the same. The aim is to develop new algorithms and tools for
the analysis of the given data. Also for these tasks, a solid and deep knowledge of algorithmic
concepts is needed. In both areas, close cooperation with the respective domain scientists is
necessary.

Topics of interest for theoretical computer scientists
Blum, Hopcroft, and Kannan [9] recently published a book titled “Foundations of Data
Science”, since they were convinced that the “emergence of the web and social networks as
central aspects of daily life presents both opportunities and challenges for theory” ([9], p. 9).
They state that in their book they “cover the theory we expect to be useful in the next 40
years” ([9], p. 9). This includes high-dimensional geometry, singular value decomposition,
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random walks, sampling, sketching, streaming, clustering, graphical models, and foundations
of machine learning.
In his book “Data Mining: The Textbook” [2] Aggarwal argues that the following
four problems are fundamental to the process of analysing data: clustering, classification,
association pattern mining, and outlier detection. However, an important basis for all of
these are distances and similarity.
Clustering is the task to group the given data points so that items within the same group
are more similar to each other than to outside items. Already from this definition it becomes
clear that there are many possibilities to formally define the clustering problem. Clustering
has been studied for a long time in the statistics community and in practical computer
science (e.g., data bases, machine learning). Only recently, there is increasing interest by
researchers in theoretical computer science (see, e.g., [1, 18]). Clustering has become even
more popular during the big data hype, since it can be used for data sparsification and
sampling approaches (e.g., [18]). Also for big data approaches on graphs, clustering plays an
important role and became a research object of its own in the area of sublinear algorithms
(e.g., [14]).
In contrast to clustering which belongs to so-called unsupervised learning, classification is
a supervised learning approach. In classification a training set of data is provided whose items
are labelled by its classes (groups). The aim is to train a classifier so that a new incoming
item will be assigned to its correct class. Similar to clustering, also classification problems
differ widely and have many applications in practice, e.g., in medicine for making decisions
or predictions. Other popular applications are in spam detection. Classification is mostly
studied in the machine learning community, while the related regression problems, where the
labels are continuous, are mostly studied in statistics. However, this separation increasingly
disappears. Popular approaches are support vector machines (e.g., in combination with
kernel functions), k-nearest neighbour methods, logistic regression, Bayes classifiers, decision
tree methods, and deep learning.
A popular data mining task is to find frequent patterns in a data set. A given parameter
defines the minimum support s. An item is said to be frequent if it occurs at least s times.
For example, in a graph G the set of (frequent) subgraphs (often restricted to a certain size)
are those appearing at least s times in G. In a (temporal) sequence of data the considered
patterns are subsequences. The aim is to find inherent regularities in the data. This is
useful for deriving similarity measures on given data sets, which is important for clustering,
classification, and outlier detection. Association pattern mining denotes a generalisation of
frequent pattern mining, since it does not only rely on absolute frequencies but also on other
statistical quantifications leading to association rules from a statistical perspective. The
confidence of a rule A ⇒ B is defined as the fraction of data points containing A that also
contain B. The algorithmic aspects of frequent pattern mining problems have been studied
widely in the early data mining literature. In their book [3], Aggarwal and Han provide a
great survey on the current state of this topic.
Outlier detection is the problem of finding data items that are different from the majority
of the given data set. Outliers may reflect errors in the data or they may belong to certain
interesting rare events (e.g., in physics). Applications include fraud detection, network
intrusion detection, finding unusual symptoms in medicine, or measuring errors from sensors.
Also for this task, many models and approaches have been developed so far. There are
statistical models (e.g., statistical tests), models based on spatial proximity (e.g., k-nearest
neighbour), density-based techniques, ensemble techniques, and many more. The three above
mentioned data analysis tasks clustering, classification, and association pattern mining can
be used for finding outliers.
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All of the above tasks rely on a notion of similarity or dissimilarity. For vectorial data
or spatial data it is natural to use distance functions (two points are close to each other if
their distance is small), whereas for graphs the notion of similarity is more common. In this
context, also fundamental algorithmic techniques and data structures such as finding nearest
neighbours and locality-sensitive hashing are useful.
It is important to develop special methods for certain data domains. For text data, pattern
mining algorithms as well as compressed data structures are relevant. Of increasing interest
are sequence data and time-series data recorded by sensors. For these data types, topics
like sequence similarity, time series forecasting, classification, motifs, clustering, and outlier
detection are of interest. Streaming algorithms are essential for dealing with continuous data
streams.
Spatial data appears in the public health sector, energy and water supplies, smart cities,
and many other domains. Examples are, e.g., remotely-sensed satellite images for weather
forecast, climate, or crops. In summer 2018, the University Consortium for Geographic
Information Science (UCGIS) published a call to action for bringing the geospatial perspective
into data science degrees and curricula [47].
A natural representation for linked data sets are graphs. Some applications lead to
sequences of large graphs, such as the web graph, while others to large numbers of small
static graphs as in chemical molecule databases. One example of successful algorithmic data
science where both communities, the data mining and the algorithmic community merged,
is the computation of distances in a graph, which is important for social network analysis
(e.g., centrality metrics). Other topics such as connectivity, matchings, network design and
partitioning problems have not yet been brought to data science attention, although there
will be potential. Concerning the classical basic graph algorithms, Skiena states: “I have
not seen these tools applied as generally in data science as I think they should be” ([45],
p. 323). A possible reason for this may be that the graphs tend to be quite large. On the
other hand, this maybe overcome with graph sketching, graph sparsification, graph sampling,
sublinear graph algorithms, and network summarisation. All of these are topics studied in
the theoretical computer science community and of interest to data science.

3

Graph Similarity

The basis for many data analysis tasks for graphs and networks like clustering, classification
and outlier analysis is graph similarity. One can think of many different models and
definitions for this depending on the current applications. Although some similarity notions
have been studied from practical and theoretical perspectives already, there are still many
open questions.

3.1

Isomorphism based Approaches

Graph similarity is closely related to graph isomorphism. In the data mining literature, the
notion of exact graph matching is devoted to find strict correspondences between two graphs
being matched, or at least their subgraphs.

Graph isomorphism
Obviously, two graphs are most similar if they are isomorphic to each other.
I Definition 1. Let G = (VG , EG ) and H = (VH , EH ) be two simple graphs. A bijective map
π : VG → VH is a graph isomorphism if the following holds:
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∀ v, w ∈ VG : (v, w) ∈ EG ⇐⇒ (π(v), π(w)) ∈ EH .
The graph isomorphism problem asks the question if a graph isomorphism between two given
graphs exists.
The complexity of the graph isomorphism problem is still open. NP-completeness of the
problem would result in the collapse of the polynomial time hierarchy to its second level [41].
There are quite a few special graph classes for which the graph isomorphism problem is known
to be solvable in polynomial time such as planar graphs [26], bounded degree graphs [33], and
graphs of bounded tree width [10]. A quite general result by Grohe and Marx shows that the
graph isomorphism problem can be solved in O(nf (|H|) ) time for H-topological-minor-free
graphs [22], where f denotes a function. For a long time, fixed-parameter-tractability of
the graph isomorphism problem concerning the parameter tree width was open. Recently,
Lokshtanov et al. [32] solved the problem by suggesting a graph canonisation approach
5
leading to a 2O(k log k) n5 time algorithm that either solves the graph isomorphism problem
for two given graphs or concludes that one of the graphs does not have tree width bounded
by k. Grohe et al. [23] have improved this result to an isomorphism test for graphs with tree
width k with running time O(2k polylog(k) poly(n)).
The theoretically best algorithm for general graphs known is the quasi-polynomial time
algorithm by Babai [6]. Surprisingly, most practical instances on general graphs can be solved
quite fast. However, most of the graph pairs provided for graph analysis are not isomorphic
to each other and we are interested in their similarity.

Maximum common subgraph
A natural extension of graph isomorphism to graph similarity between G and H is to search
for the largest subgraph that is contained in G and H. This gives rise to the maximum
common subgraph problem.
I Definition 2. Let G = (VG , EG ) and H = (VH , EH ) be two simple graphs. A graph C is
called a common subgraph if there exist two vertex sets R ⊆ VG and S ⊆ VH so that the
induced subgraphs G[R] and H[S] are isomorphic to C. The common subgraph of largest size
is called the maximum common subgraph.

G

H

Figure 1 Two graphs and their maximum common subgraph displayed with blue vertices. The
red darts demonstrate the mapping between the two isomorphic subgraphs.

Figure 1 shows two graphs and their maximum common subgraph. In contrast to the
graph isomorphism problem, the maximum common subgraph problem is well-known to
be NP-hard. Also here many variants are possible by asking for non-induced subgraphs
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or introducing weights to the vertices and edges. Kann studied the complexity of several
variations of the maximum common subgraph problem including approximation [27]. In
practice, researchers often use the relationship between the maximum common subgraph
problem and the maximum clique problem in the product graph of G = (VG , EG ) and
H = (VH , EH ). If the graphs are small, then the algorithm by Bron and Kerbosch [12] can
be used which enumerates the set of all maximal cliques in a graph. For larger graphs, this
can be combined with branch-and-bound techniques. The theoretical fastest clique algorithm
by Robson [40] leads to running time O(20.249|VG ||VH | ). However, this algorithm has not
been published so far and is quite involved. Therefore, the result by Fomin, Grandoni, and
Kratsch [19] is of interest for practitioners, since it introduces a simple algorithm with running
time O(20.288|VG ||VH | ). In [30] Kriege suggested an algorithm based on graph canonisation
1/2+o(1)
with running time O(2VH +VG
) assuming that |VG | ≤ |VH |.
Concerning special graph classes, the maximum common subgraph problem remains
NP-hard even if both given graphs are trees [11]. However, if the output is restricted to be
connected, then this problem can be solved in polynomial time [35]. Akutsu and Tamura [4]
have shown that the maximum common connected subgraph problem is NP-hard in vertexlabeled partial 11-trees of bounded degree. Kriege et al. [28] have shown that the problem
remains NP-hard in biconnected partial 2-trees with all but one vertex of degree three or less.

Figure 2 The structure of the caffeine molecule and its molecule graph with vertex labels (atoms)
and edge attributes (single or double bonds).

In practice, this problem is highly relevant for chemical molecule databases used for
drug design. Molecule graphs are often outerplanar, almost all of them are planar. They
have bounded tree width and vertex degree. Very important are the vertex and edge labels
corresponding to atoms and activity attributes (see Fig. 2). Chemists want to find small
molecules having a similar function as a given molecule or they want to conduct highthroughput screening in order to find promising candidates. Graph similarity approaches
work well for answering these type of questions, since there is a direct connection between the
structure (atoms and their bonds) and the effect of a molecule. When studying the chemical
problem, it turned out that a restricted version of the maximum common subgraph problem
which preserves the blocks (maximal biconnected components) and the bridges of the input
graphs, is even of more relevance to the chemists. Luckily, this restricted version can be solved
in polynomial time [28] in contrast to the original stated problem. For outerplanar bounded
degree graphs, the block-and-bridge preserving maximum common connected subgraph can
be computed in quadratic time [16]. These examples show that looking at the practical data
as well as analysing the given practical problem may often help to find theoretically and
practically useful algorithms. A new direction relevant to molecular graphs is to further relax
the restriction of isomorphism and instead only require a homeomorphism (see, e.g., [17]).
Recently, Kriege, Humbeck and Koch [29] have provided a survey on chemical similarity and
substructure search in the area of drug design.
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Distance based Approaches

Distance based approaches for graph comparison have been used widely in the machine
learning community and in certain application domains like bioinformatics.

Frobenius distance
A natural distance measure between two graphs G and H is to search a permutation of the
vertex set of G so that the number of edge mismatches is minimised. The Frobenius distance
between two graphs investigated in [25] takes up this idea. Here, a permutation π of the
rows and columns of the adjacency matrix AG is searched that minimises the Frobenius
norm of the matrix AπG − AH . Although this problem has been extensively studied in the
machine learning literature (also called graph matching) only few theoretical results are
known. Recently, Grohe, Rattan, and Woeginger [25] have investigated the complexity of
this and related problems. They have shown that this graph similarity problem is NP-hard
even if both input graphs are trees or if one input graph is a path. On the other hand,
the authors show that in the case that the two graphs are a path and a tree, the problem
can be solved in polynomial time. On the positive side, they also show that the weighted
version (taking weights of the edges into account) of the graph similarity problem related
to the Frobenius norm is tractable if both adjacency matrices are positive semidefinite and
have bounded rank, and where one of the matrices has a bounded clustering number. For
details, please see [25]. Many problems in this area are worth further studying. It would
be of interest if the problem or some restrictions can be approximated in polynomial time.
Also results concerning fixed-parameter-tractability would be of great interest for algorithmic
data science.

Graph edit distance
A more general distance is the graph edit distance in which the goal is to transform graph
G into graph H by adding, substituting or deleting vertices and edges with the smallest
total cost. This very general problem is often used in bioinformatics (e.g., for sequence
comparisons), since it has the advantage that arbitrary vertex and edge attributes (e.g.,
labels) and many different cost functions and edit operations can be taken into account.
However, this flexibility also comes with costs. The graph edit distance is a generalisation of
the maximum common subgraph problem, which is NP-complete and hard to approximate
with given guarantees [27]. Practical approaches for computing the graph edit distance of
two given graphs are often based on backtracking or tree search algorithms and work for
small graphs only. Recently, a binary linear programming formulation for computing the
graph edit distance has been proposed (Lerouge et al., 2017), which allows to compare graphs
of moderate size using state-of-the art general purpose solvers.

3.3

Weisfeiler-Leman Approaches

Despite the fact that the complexity of the graph isomorphism problem is open, experience
shows that the problem can be solved quite fast in practice for most instances. The basis for
many of the practical algorithms (e.g., nauty [36]) as well as for the quasi-polynomial time
algorithm by Babai [6] is the vertex colouring algorithm by Weisfeiler-Leman1 . The hypothesis

1

In the literature found as Lehman as well as Leman
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that similar graphs tend to have similarly coloured vertex sets led to its usage for classification
tasks. For many practical tasks, Weisfeiler-Leman based classification (also called colour
refinement) successfully competes with or even dominates the best state-of-the-art methods.

Basic Weisfeiler-Leman
The Weisfeiler-Leman algorithm (WL) simultaneously colours the vertices of the two given
graphs iteratively. In the beginning, all vertices get the same colour c. In each iteration,
the vertex sets of each colour class are further separated. This is done by looking at the
neighbours of each vertex. E.g., if a vertex v has three neighbours of a colour c while vertex
w has only two neighbours of colour c, then v and w will get different colours. The algorithm
stops if the colour classes do not change anymore. If now the two given graphs have different
colour classes, we know that these graphs cannot be isomorphic to each other.
Figure 3 shows two graphs and their colouring after the second iteration. By looking at
the colour histograms of each graph, which are different for our example, it becomes clear
that the two graphs cannot be isomorphic to each other. So we do not even need to compute
further iterations. We say that the Weisfeiler-Leman algorithm distinguishes the two graphs
if the colour patterns are different.

G
H
Initialisation

G
H
1st iteration

G
H
2nd iteration

Figure 3 The first iterations of the WL-algorithm for two graphs G and H.

In the case that the colour classes are identical after the final round of the WeisfeilerLeman algorithm, we cannot be sure if both graphs are isomorphic to each other. Consider,
for instance, a k-regular graph (all vertices have degree k). The algorithm would stop after
the first round, since every vertex has the same number of neighbours of colour c. Hence
all vertices get the same colour. Hence, the WL algorithm can be used as a heuristic with
one-sided error for solving the graph isomorphism problem.
WL has the nice property that two random graphs will end up with different colour
classes with high probability [7]. In data analysis, the algorithm is been used for solving
classification problems via graph kernels. Graph kernels have been used with established
learning algorithms such as support vector machines and have proven to be a key technique
for solving classification and prediction tasks on graphs [43].
A graph kernel is a similarity measure between graphs, which can be represented as a
dot product between feature vectors obtained from the graphs. The colour histograms after
every round of the WL-algorithm directly provide such a feature vector. E.g., in our example
the feature vector after the first round for G would be (3, 1, 1) (three yellow, one red, one
blue) and after the second round (2, 0, 0, 1, 1, 1, 0) (because there is no red, blue or dark green
coloured vertex in G). In order to get one feature vector, we can simply concatenate the
two feature vectors, hence we get (3, 1, 1, 2, 0, 0, 1, 1, 1, 0). We could also scale some of these
vectors up or down. The similarity measure is then given by the dot product of these feature
vectors. By doing this for all pairs of graphs in a given data set, we get a similarity function
that can be plugged into a learning algorithm, such as a support vector machine.
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G

initialisation 2-WL

1st iteration 2-WL

Figure 4 An example for the first rounds of 2-WL (set-based) for a graph G.

Higher dimensional Weisfeiler-Leman approaches
We get a stronger version of the WL algorithm by colouring the set of all k-tuples or k-sets of
vertices. There are many different possibilities to generalise the WL approach to k dimensions
by defining the neighbourhood of the elements. So be aware about the different definitions
in the literature, in particular, if results from other papers concerning the k-WL are used.
Most results may be true for the various definitions, but not all of them.
For simplicity we discuss the version in which we consider the set of all unordered k-sets
instead of tuples. Then we say that two k-sets of vertices are neighbours if they differ in
exactly one element. Initially, the k-sets R and S get the same colour if the induced graphs
G[R] and H[S], respectively, are isomorphic to each other. In each iteration two k-sets R
and S of the same colour get different colours, if there exists a colour c for which R and S
have a different number of neighbours coloured c. Figure 4 shows an example for k = 2.
It turns out that, in general, the k-WL algorithm is stronger than the original WLalgorithm in the sense that it is able to distinguish two non-isomorphic graphs (answer
“not isomorphic”) whenever the original is able to do so. Moreover, for large enough k,
the generalised approach would be able to solve the graph isomorphism problem. However,
note that already the initialisation phase for k = n asks for solving the graph isomorphism
problem. Babai in his quasi-polynomial algorithm uses the k-tuple WL for k = O(log n)
and many other involved algebraic techniques [6]. Cai, Führer, and Immerman [13] have
shown that for every k there exist 3-regular graphs Gk and Hk of size O(k) that are not
distinguishable by the k-WL. Altogether we can say that the k-WL for k ≥ 2 is quite strong,
but it is also slow to compute.
Because the k-WL algorithm is too slow for using it for classification tasks in data analysis,
we have suggested a local version which takes the graph structure into account [37]. Here, we
say that two k-sets are neighbours if they differ in exactly one element and there is an edge
from a vertex in R (resp. S) to a vertex in S (resp. R). So our new local kernel takes both,
local and global graph properties into account. Since for sparse graphs the neighbourhood
of a k-set in the local WL is much smaller compared to the neighbourhood in the original
k-WL, the algorithm runs much faster on such graphs. Our experiments on several graph
classification benchmarks have shown that our kernels often outperform the state-of-the-art
in terms of classification accuracies.
Surprisingly, in our experiments, our local version concerning k-sets (we tested for k = 2, 3)
was at least as strong as the global k-WL and often even stronger. Also the number of colour
classes of our local version is in general larger than that of k-WL (see, e.g., Fig. 5). This
is nice, since in the best case, every vertex gets a different colour; and then it is easy to
distinguish two non-isomorphic graphs. Currently, we are investigating the relationships
more deeply; our theoretical as well as new empirical results can be found in [38]. Observe
that there are quite a few different definitions of the k-WL in the literature, which differ in
their strength. For more information, see, e.g., [21].

S TA C S 2 0 1 9

3:10

Algorithmic Data Science

G

initialisation 2-LWL

1st iteration 2-LWL

Figure 5 An example for the first rounds of the local 2-LWL (set-based) for a graph G.

Linear programming provides a nice relationship between graph isomorphism and the
outcome of the Weisfeiler-Leman algorithm. There is a natural integer linear program for the
graph isomorphism problem in which the nonnegative integer solutions of the equation system
correspond to permutation matrices. Tinhofer [46] has denoted the nonnegative fractional
solutions of the LP-relaxation of this integer linear program fractional isomorphisms. He
has shown that two graphs are fractional isomorphic if and only if the Weisfeiler-Leman
algorithm is not able to distinguish them.

Weisfeiler-Leman and its relation to descriptive complexity
Cai, Han, and Führer [13] have revealed interesting connections between the k-WL and
descriptive complexity. They provide a linear lower bound for the number of variables
needed for first-order logic with counting to distinguish a sequence of pairs of graphs Gn and
Hn . The authors prove the equivalence of the k-variable language with counting and the
(k − 1)-dimensional WL. Then they introduce combinatorial pebble games and prove that
they are logically equivalent in the considered languages.
Atserias and Maneva [5] provide an equation system related to the generalisation of the
Weisfeiler-Leman algorithm to k-tuples which is in close relation to the level-k Sherali-Adams
relaxation of Tinhofer’s equation system. More precisely, they show that the levels of the
Sherali-Adams hierarchy of linear programming relaxations applied to Tinhofer’s equation
system interleave with the levels of k-dimensional Weisfeiler-Leman, and in addition with
the levels of indistinguishability in a logic with counting quantifiers and bounded number
of variables. The former results have also been obtained by Malkin [34] using polyhedral
arguments. Grohe and Otto [24] have further simplified the arguments and strengthened the
above result using a modified k-pebble counting game.

Counting homomorphisms
In the graph mining community, graph similarity is often measured by counting small
subgraphs. For example, for a given input graph, the number of triangles, paths of length
4, and subtrees of certain sizes and structure are counted. These counts provide the input
values for a feature vector for this graph. The dot product yields a graph kernel which can
then be used for graph classification using a support vector machine (e.g., see [44]).
Dell, Grohe, and Rattan [15] suggest to count homomorphism vectors restricted to certain
subgraphs instead. Their motivation is a classical result due to Lovász stating that a graph
G can be characterised by counting the homomorphisms from the set of all graphs F to
G. The authors show that if the homomorphism vectors are restricted to trees, then the
feature vectors of the homomorphism counts of two graphs are identical if and only if the
Weisfeiler-Leman algorithm does not distinguish the graphs. The LP-relaxation of the natural
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integer linear program for the graph isomorphism problem has a rational solution if and
only if the two feature vectors of the homomorphism counts are identical [15]. Moreover, the
authors generalised their result to the k-dimensional Weisfeiler-Leman algorithm. For this,
they restrict the homomorphism counts to the graph class of all graphs of tree width at most
k. Then they show that the following three statements are equivalent:
(i) The feature vectors of the homomorphism counts restricted to the graph class of graphs
with tree width at most k of two given graphs are identical.
(ii) The k-dimensional Weisfeiler-Leman algorithm does not distinguish both graphs.
(iii) The system of linear equations has a nonnegative solution.
The following results have been proven for one direction only: In the case that the system of
linear equations has a real solution, then the feature vectors of the homomorphism counts
restricted to the graph class of graphs with path width at most k of two given graphs are
identical. It is still open if the converse holds. The authors state that it would be very
interesting to study the graph similarity measures induced by the homomorphism vectors [15].

Weisfeiler-Leman and deep learning
Deep neural networks are incredibly popular these days, since they have led to qualitative
breakthroughs on a wide variety of tasks. They are among the most successful machine
learning approaches for voice recognition and image recognition. Today they are used
for almost any application related to sound, text, images, videos, graphs, and time series.
Although there is plenty of successful empirical research on a wide variety of applications,
there are only few theoretical papers explaining their behaviour.
Gilmer et al. [20] have suggested a message passing neural network for graphs with
vertex and edge features which covers most of the current graph neural networks. Similar to
Weisfeiler-Leman, also these graph neural networks are based on neighbourhood aggregation.
In contrast to WL, the aggregation functions do not need to be discrete, and the architecture
of the T -layered network defines the neighbourhood.
Morris et al. [39] have studied the relationship between Weisweiler-Leman and graph
neural networks. The authors have shown that graph neural networks can be viewed as
a neural version of the Weisfeiler-Leman algorithm, in which the colours are replaced by
continuous feature vectors. The neural networks aggregate over the vertex neighbourhoods.
The paper shows that although the graph neural networks are more flexible concerning
learning tasks, they are not able to distinguish pairs of non-isomorphic graphs that cannot
be distinguished by Weisfeiler-Leman. On the other hand, there exist architectures and
parameters so that graph neural networks have the same strength as Weisfeiler-Leman. Based
on their observation, the authors have suggested so-called k-graph neural networks as well as
new hierarchical versions, and prove an equivalence concerning strength to the k-dimensional
Weisfeiler-Leman approach. Their experimental study has revealed that their new hierarchical
approach is able to dominate the state-of-the-art approaches. This a nice example where
theory does lead to innovative approaches improving the practical state-of-the-art.

4

Conclusion

This paper tries to motivate the readers to get interested to the area of algorithmic data
science. There are plenty of opportunities for achieving new theoretical results as well as
practical impact. The paper should not be seen as a survey on the area of data analysis on
graphs but rather as an attempt to get the reader interested in algorithmic data science. If
you want to learn a bit more, you can find some suggestions in the following.
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Skiena [45] wrote a great book that gives a nice introduction into data science focusing
on the skills and principles needed for the whole process including data integration, data
cleaning, data analysis and visualisation. In particular, the author provides intuition for
the presented statistical and mathematical concepts. The recent books by Blum, Hopcroft,
and Kannan [9] as well as Aggarwal [2] dig deeper into theory (see section 2). Leskovec,
Rajaraman and Ullman [31] cover certain aspects concerning Web mining including the
technology of search engines like link-spam detection and recommendation systems. Other
interesting books are, e.g., [48] and [42].
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