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Preface
The papers in this volume were presented at the 11th Innovations in Theoretical Computer
Science (ITCS 2020) conference. The conference was held at the University of Washington
in Seattle, WA, USA, January 12-14, 2020. ITCS seeks to promote research that carries a
strong conceptual message, for instance, introducing a new concept or model, opening a new
line of inquiry within traditional or cross-interdisciplinary areas,introducing new techniques,
or making novel connections between existing areas and ideas. The conference format is
single-session and aims to promote the exchange of ideas between different areas of theoretical
computer science and with other disciplines. The call for papers welcomed all submissions,
whether aligned with current theory of computation research directions or deviating from
them. A record 204 submissions were received. Of these, the program committee selected 86
papers. I would like to thank the authors of all submissions, whether accepted or not, for
their interest in ITCS.
The program committee consisted of 32 members (plus the chair): Nikhil Bansal, CWI
+ TU Eindhoven; Nir Bitansky, Tel-Aviv University; Clement Canonne, Stanford; Timothy
Chan, University of Illinois at Urbana-Champaign; Edith Cohen, Google and Tel-Aviv
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Abstract
In this paper, we prove a general hardness amplification scheme for optimization problems based on
the technique of direct products.
We say that an optimization problem Π is direct product feasible if it is possible to efficiently
aggregate any k instances of Π and form one large instance of Π such that given an optimal feasible
solution to the larger instance, we can efficiently find optimal feasible solutions to all the k smaller
instances. Given a direct product feasible optimization problem Π, our hardness amplification
theorem may be informally stated as follows:
If there is a distribution D over instances of Π of size n such that
every randomized algorithm running in time t(n) fails to solve
1
Π on α(n)
fraction of inputs sampled from D,
then, assuming some relationships on α(n) and t(n),
there is a distribution D0 over instances of Π of size O(n · α(n)) such that
t(n)
every randomized algorithm running in time poly(α(n))
fails to solve
Π on 99/100 fraction of inputs sampled from D0 .
As a consequence of the above theorem, we show hardness amplification of problems in various
classes such as NP-hard problems like Max-Clique, Knapsack, and Max-SAT, problems in P such as
Longest Common Subsequence, Edit Distance, Matrix Multiplication, and even problems in TFNP
such as Factoring and computing Nash equilibrium.
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Introduction

The widely believed conjecture P 6= NP asserts that the class NP cannot be decided efficiently
on the worst-case. That is, no polynomial time algorithm can decide the satisfiability of
a CNF formula on every instance. However, the worst case hardness of NP still does not
clarify its average-case hardness: how hard is to decide the satisfiability on a uniformly
random instance.
© Elazar Goldenberg and Karthik C. S.;
licensed under Creative Commons License CC-BY
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Studying the average-case hardness of NP has a two-fold motivation. First, it may
provide a more meaningful explanation than worst-case complexity about the intractability
of NP-hard instances actually encountered in practice. In other words, if NP is hard only on
the worst-case, then the theory of worst-case complexity that has been extensively developed
over the last fifty years, might not be a good reflection of reality. Second, hardness on average
is the cornerstone of modern cryptography as the security of any nontrivial cryptosystem
requires some computational problem to be average-case hard (for some nice distribution).
Additionally, showing average-case hardness for functions is a stepping stone towards proving
strong derandomization results and the construction of pseudorandom generators.
The study of hardness amplification is the task of connecting the worst-case and averagecase hardness. More specifically, based on a worst-case hardness (assumption) one would like
to prove the average-case hardness of the problem.

1.1

Utopic Theorem of Hardness Amplification

A utopic theorem in the context of hardness amplification would assert that if a function is
hard in the worst-case then it implies the average-case hardness for the same function against
algorithms with essentially the same running time complexity. More formally it would look
as follows:
I Utopic Theorem 1 (A Utopic Hardness Amplification Theorem). Let {fn }n∈N be a family
of functions. Assume that every algorithm running in time t(n), fails to compute fn on at
least γ(n) fraction of inputs. Then there exists a family {gn }n∈N of functions, such that every
algorithm running in time t0 (n), fails to compute gn on at least γ 0 (n) fraction of inputs.
Ideally, we would like to achieve the above amplification for the following parameters1
1. γ(n) = O(1/2n ) and γ 0 (n) = 1/2 − O(1/2n ),
2. t0 (n) ≈ t(n),
3. {fn }n∈N = {gn }n∈N .
We briefly elaborate here why we would like the above three setting of parameters in
our utopic hardness amplification theorem. Item 1 would yield a worst-case to average-case
reduction, and therefore extend all the lower bounds and hardness results that have been
achieved in the theory of worst-case complexity for f to the average-case complexity of g. In
fact, achieving γ 0 (n) = 1/2 − O(1/2n ) would imply that no algorithm running in time t0 (n) can
do much better than randomly guessing the output. Item 2 would imply that our worst-case
complexity lower bounds meaningfully translate to lower bounds in the average-case. Item 3
expresses the notion of self-reducability: if we are interested in understanding the average
complexity of a problem, our hardness amplification theorem should enable us to do so by
analyzing the worst-case complexity of the same problem. In summary, obtaining a hardness
amplification result satisfying the three items is in a sense an attempt to bridge the gap
between theory and practice. Finally, we remark that our utopic theorems would gain more
importance if the family of functions for which we show hardness amplification are natural
(in some broad sense).
Specifically, if we prove such a theorem for the family of deciding satisfiability of CNF
formulas, then we get that the assumption that P 6= NP implies that every polynomial
time algorithm fails to decide satisfiability on slightly more that half of the CNF formulas –

1

In order to succinctly specify the desirable parameters of a hardness amplification theorem, we assume
here that fn and gn are Boolean functions.
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a highly non-trivial and very desirable result that would pave the way for the construction of
one-way functions from (weak) worst-case assumptions. However, as we wake up from the
dream of a utopia, one may wonder if such a result can even be achieved [7].
Remarkably, nearly three decades ago, Lipton [26, 9] proved the above type of (utopic)
theorem for the function of computing the permanent (a #P-complete problem) against
probabilistic polynomial time algorithms. Trevisan and Vadhan [32] following a line of
works [3, 24, 29] proved such an amplification result for PSPACE and almost proved such
an amplification result for the class EXP (they couldn’t achieve Item 3). For the class NP
we are far from proving a strong hardness amplification result, and there are some known
barriers while trying to convert worst-case NP-hardness into average-case hardness (see e.g.
[6]). More recently, strong hardness amplification results have been proved for functions
in P [4, 16, 17]. We also note that hardness amplification results have also been shown for
one-way functions [34, 15, 5].
Given the above state-of-the-art picture, we raise a few natural questions and address
them in this paper. There are many problems that are hard in the worst-case but easy on
average. For example, 3-coloring is a well-known NP-hard problem, but it is an easy exercise
to show that it can be solved in linear time with high probability on a random graph. This
motivates us to distinguish within worst-case hard problems as to which of them remain
hard on average. One way to go about this task is to identify which worst-case hard problem
admits a hardness amplification theorem.
For which problems can we amplify hardness?
Can we identify a mathematical structure that allows us to amplify hardness?
The latter question has been implicitly addressed in literature (for example, if the problem
has algebraic structure like in the case of computing permanent [26] or counting k-cliques
[17]), but are quite specific and not broad enough to capture the class of problems that we
believe are hard on average. In Section 1.2.1 we address the above two questions.
Next, we turn our attention to NP-hard problems. In a beautiful paper, O’Donnell [28]
initiated the study of (non-uniform) hardness amplification in NP. His result was improved
by [19] who showed that if for some function in NP (with n inputs) we have that any s(n)
size circuit fails to compute the function correctly on 1/poly(n) fraction of the inputs then,
the hardness can be amplified to show that there is some function in NP such that any
√
√
s( n)Ω(1) size circuit fails to compute the function on 1/2 − 1/s( n)Ω(1) fraction of the inputs.
However, the best uniform hardness amplification results (against algorithms as opposed
to circuits) that have been achieved do not match the parameters of [19]: Trevisan [31, 8]
improving on his previous work [30] showed that we can amplify hardness from 1/poly(n) to
1/2 − 1/polylog(n) for NP against randomized polynomial time algorithms (later extended to
deterministic algorithms in [18]). However, it is important to note that all these hardness
amplification results are for decision problems, and this leads us to our next question, do we
gain anything by moving to search problems, or more precisely to the focus of this paper, to
optimization problems?
Can we improve our hardness amplification results for optimization problems?
Can we prove stronger uniform hardness amplification results for MaxSAT?
Arguably, optimization problems are as natural as decision problems, but are strictly
harder from the point of view of computational complexity. Does this mean we can either
give simpler proofs of hardness amplification for optimization problems or prove stronger
results? We address the above questions in Section 1.2.2.
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We now shift our focus to the class P. As mentioned earlier, we have strong worst-case
to average-case results established for problems in P [4, 17]. The drawback however is that
they are all for counting problems. This is indeed inherent as the underlying technique these
works use are the same as the one used to show worst-case to average-case reduction for the
permanent problem. While counting the number of k-cliques (the problem considered in [17])
is a natural problem, and therefore hardness amplification for that problem is interesting, it
still leaves the door open for proving hardness amplification for the search problem of just
finding one k-clique in a graph (an easier problem and thus harder to amplify hardness).
Can we prove hardness amplification results for natural search problems in P?
Moreover, there is a barrier [1] to using the algebraic techniques of [4, 17] to obtain
hardness amplification for important problems studied in fine-grained complexity such as
computing the Longest Common Subsequence (LCS) and Edit Distance (Edit-Distance) for a
pair of strings. In particular, if these string problems can be represented using low-degree
polynomials, then we could obtain small speedups by using the polynomial method [11],
which would imply new circuit lower bounds [2]. This suggests we might need to look beyond
these algebraic techniques for proving hardness amplification for these string problems. Is
there a different technique to prove hardness amplification in P? We address these aforestated
questions in Section 1.2.3.

1.2

Our Results

Our main contribution is a general hardness amplification theorem for optimization problems
which we state in Section 1.2.1. Next, we apply our main theorem to various problems. In
Section 1.2.2 we state our hardness amplification theorems for various NP-hard problems such
as Knapsack and MaxSAT. In Section 1.2.3 we state our hardness amplification theorems
for various string problems in P such as LCS and Edit-Distance. Finally, in Section 1.2.4 we
state our hardness amplification theorems for various problems in TFNP (believed to not be
in P) such as Factoring and computing Nash equilibrium.

1.2.1

Hardness Amplification of Optimization Problems

Aggregation is a key tool in the field of hardness amplification. If a function f is hard to
compute on a tiny fraction of the domain, then, intuitively, computing multiple instances
of f in one shot should be hard on a larger fraction of the inputs. More formally, for a
function f : [N ] → Σ and k ∈ N, its k-direct product encoding is defined as a function
f (k) : [N ]k → Σk mapping each tuple (x1 , . . . , xk ) into (f (x1 ), . . . , f (xk )). Using standard
techniques one can show a “direct product theorem” stating that if f is hard against t(n)
running-time algorithms on α(n)-fraction of the domain, then f (k) is hard against t0 (n)
running-time algorithms on ≈ k · α(n)-fraction of its domain. But in order to utilize such a
direct product result, we need to be able to stitch k-instances into a single (larger) instance.
To address this task we introduce the following notion of direct product feasibility.
I Definition 1 (Direct Product Feasibility; Informal statement). Let Π be an optimization
problem. We say that Π is (S, T )-direct product feasible2 if the exists a pair of deterministic
algorithms (Gen, Dec) satisfying the following:

2

In the formal definition of direct product feasibility, it is defined for a pair of optimization problems
(Π, Λ) for technical reasons which will be addressed later in Section 1.2.3. In the case Π = Λ we formally
call it as self direct product feasible and this notion coincides with the informal definition given here.
For most of the applications given in this paper, self direct product feasibility notion suffices.
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Gen takes as input k instances (I1 , . . . , Ik ) of Π each of size n and outputs an instance I 0
of Π of size S(n, k).
Dec gets as input (I1 , . . . , Ik ), the instance I 0 which is the output of Gen on input
(I1 , . . . , Ik ), an optimal solution for I 0 , and i ∈ [k]. It outputs an optimal solution for the
instance Ii .
The running time of Gen and Dec is bounded by T (n, k).
Our main theorem is about hardness amplification for an arbitrary direct product feasible
problem Π. In particular we show that if Π is hard against t(n) running time randomized
algorithms on a tiny fraction of the domain, then Π is hard on a much larger fraction of the
domain against randomized algorithms with a similar running time.
I Theorem 2 (Informal Statement). Let Π be (S, T )-direct product feasible. Let D(n) be an
efficiently samplable distribution over the instances of Π of size n. Assume the following:
Any t(n) running-time algorithm with success probability at least 2/3 fails to compute an
optimal solution on at least α(n)-fraction of the inputs sampled from D.
Fix k = poly((α(n))−1 ). Then we have T (n, k) = o(t(n)).
We can (deterministically) decide the optimality of a given solution to any instance in
o(t(n)) time.
Then there exists an efficiently samplable distribution D0 (S(n, k)) over instances of Π of
size S(n, k) such that every t(n) running-time algorithm with success probability at least 2/3
fails to compute an optimal solution on at least 99% of the inputs sampled from D0 .
Naturally, the distribution D0 is defined as follows: Draw k independent samples I1 , . . . , Ik
from D, and output Gen(I1 , . . . , Ik ). The proof of our main theorem is based on a reduction
using an oracle access to an algorithm that solves D0 on 1% of the inputs, we convert it into
an algorithm solving D on greater than 1 − α(n) fraction of the inputs. The reduction is
uniform, so in case that the algorithms (Gen, Dec) are uniform we get a uniform hardness
amplification result.
Another key point is that our hardness amplification is a self-reduction, i.e., if a problem
is somewhat hard against one distribution D, then the same problem is much harder against
a different distribution D0 .
To the best of our knowledge, this is the first result to study hardness amplification for
optimization problems. It opens avenues to prove results in various subclasses as we will see
in subsequent subsections.

1.2.2

Hardness Amplification for NP-hard Problems

In the NP world, we generalize the results of [28, 31] to optimization problems. In particular
we show that if MaxSAT is hard to solve on 1/poly(n) fraction of the inputs of samples drawn
from some samplable distribution D. Then there exists a samplable distribution D0 such
that solving MaxSAT on D0 is hard on at least 99/100-fraction of the samples.
I Theorem 3 (Informal Statement). Let D(n) be a distribution over 3-CNF formulas with n
variables and poly(n) clauses, such that for every randomized algorithm A running in time
poly(n), we have:
Pr [A finds a optimal assignment for Ψ w.p. ≥ 2/3] ≤ 1 − 1/poly(n).

Ψ∼D
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Then there exists a distribution D0 (n0 ) over 3-CNF formulas with n0 variables poly(n0 )
clauses, such that for every randomized algorithm A0 running in time poly(n0 ), we have:
Pr [A0 finds a optimal assignment for Ψ0 w.p. ≥ 2/3] ≤ 0.01.

Ψ0 ∼D 0

Moreover, if D(n) is poly(n)-samplable then D0 (n0 ) is poly(n0 )-samplable.
Observe that the failure probability on D0 is much larger than in [28, 31] and can even
tend to 0 for a proper choice of our parameters. This can be achieved since we deal with
optimization problems instead of decision problems.
We also remark that our reduction and the proof correctness are much simpler, and in
particular we do not rely the hard core set lemma [20], a powerful and non-trivial key tool in
the previous known proofs.
Our result easily extends into other NP-hard problems such as finding the largest clique
in a graph, or finding smallest dominating set or vertex cover of a graph, etc.
However, there are other NP-hard problems for which establishing a hardness amplification
result through Theorem 2 is not easy. A special highlight is that of proving such a result
for the Knapsack problem, as it isn’t immediately clear if it’s direct product feasible for
reasonable range of parameters. This is because, for the Knapsack problem, when we
aggregate instances in the natural way, optimal solutions of one instance may interfere with
other instances. Nonetheless, with some care, the direct product feasibility of Knapsack
problem was established.
The Exponential Time Hypothesis (ETH) [22, 23, 10] asserts that that we cannot decide
whether a given 3-CNF is satisfiable in time which is sub-exponential in the number of
variables. That is a worst case assumption, and it raises a natural question arises: Can we
prove stronger hardness amplification result based on ETH? In fact, can we prove a worst
case to an average case hardness amplification based on ETH?
Our next theorem is a step towards proving such a worst-case to an average case reduction
for MaxSAT.
I Theorem 4 (Informal Statement). Let D(n) be a distribution over 3-CNF instances with
n variables and O(n)-clauses, such that for every randomized algorithm A running in time
2o(n) , we have:
Pr [A finds an optimal assignment for Ψ w.p. ≥ 2/3] ≤ 1 −

Ψ∼D

1
2o(n)

.
0

Then there exists a distribution D0 (n0 ) over 3-CNF instances with n0 variables and 2o(n )
clauses, such that for every polynomial time randomized algorithm A0 , we have:
Pr [A0 finds an optimal assignment for Ψ0 w.p. ≥ 2/3] ≤ 0.01.

Ψ0 ∼D 0

Heally et al. [19] proved a similar result for the non-uniform case. Our result is stronger
in the sense that we use a weaker assumption: we rely on the ETH that is assuming that
every uniform algorithm fails on 1/2o(n) -fraction of inputs. While Heally et al. use similar
assumption against non-uniform algorithms.

1.2.3

Hardness Amplification in P

We investigate hardness amplification in P and can show results for string problems, such as
LCS and Edit-Distance, which were not possible in previous works.
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I Theorem 5 (Informal statement). Fix ε > 0. Let D(n) be an efficiently samplable distribution over the instances of LCS/Edit-Distance of length n. Assume that any n2−ε running-time
algorithm with success probability at least 2/3 fails to compute an optimal alignment on
at least 1/no(1) -fraction of the inputs sampled from D. Then for some ε0 > 0 there exists
an efficiently samplable distribution D0 (n1+o(1) ) over instances of LCS/Edit-Distance of size
0
n1+o(1) such that every n2−ε running-time algorithm with success probability at least 2/3
fails to compute an optimal solution on at least 99% of the inputs sampled from D0 .
Recall from earlier in this section that Abboud [1] had pointed out a barrier to obtaining a
result such as above, through algebraic techniques. Another similarity search problem that is
studied along with LCS and Edit-Distance, is the problem of computing the Fréchet distance
between two (discrete) curves. Strangely, this problem resists all natural approaches to show
that it is direct product feasible. Therefore, it is an interesting question as to whether it
is possible to show that it is direct product feasible (for relevant range of parameters) or
whether it is a candidate for a problem that is not direct product feasible.
Additionally, we show hardness amplification for a very different kind of problem, that of
computing the product of two matrices. We highlight this problem, as it does not directly
follow from our main theorem (i.e., Theorem 2). Elaborating, a detail that was brushed
under the carpet while discussing Theorem 2 was that, given an instance of an optimization
problem and a candidate solution, we need to able to efficiently compute the value of the
objective of the candidate solution for that instance. This naturally holds for all the problems
considered in this paper except the task of computing the product of two matrices, i.e., we do
not know a way to deterministically verify if the product of two matrices is equal to a given
third matrix, which is significantly faster than actually multiplying the two given matrices
and checking if it’s equal to the third matrix [25, 33]. Nonetheless, we modify the proof of
Theorem 2 to handle this issue.

1.2.4

Hardness Amplification in TFNP

Total problems (with not necessarily efficient verification of totality) are essentially equivalent
to Optimization problems. The class TFNP is special as it is in an informal sense the
intersection of Search NP and Optimization problems. Problems in TFNP capture problems
in various areas such as game theory, cryptography, computational geometry, etc. We show
that our general theorem can be applied to TFNP problems as well, and as an example
show it for the Factoring problem and the End of a Line problem. The latter hardness
amplification result directly implies the hardness amplification of various problems in game
theory such as computing an approximate Nash equilibrium.

1.3

Open Problems

Our work leaves open several questions. We state a few of them below.

1.3.1

Stronger Hardness Amplification

In Theorem 4 we showed that if MaxSAT is hard to compute on 1 − 1/2o(n) -fraction of inputs
for sub-exponential time algorithm, then there exists a distribution on which it is hard on a
constant fraction of inputs for algorithms running in time nω(1) . A natural open question is
the following:
Can we improve Theorem 4 and get hardness amplified against sub-exponential time
algorithms (instead of super-polynomial time algorithms)?
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It seems to us that derandomized direct product theorems may serve as the key tool to
address the above question (for example, see [21]). In particular, if one can prove a (strongly)
derandomized version of [14] then it might be possible to both aggregate sub-exponentially
many instances succinctly and sample from the (derandomized) direct product distribution
efficiently.

1.3.2

Direct Product Feasibility

In this paper, we were able to show direct product feasibility for certain problems quite easily
(for example, see Theorems 3 and 5), but had to work harder to prove them for some other
problems (for example, Knapsack and Matrix Multiplication), and in some problem(s) were
unable to establish the property of direct product feasibility (for example, computing Fréchet
distance). This leads us to the following question.
Can we pinpoint what property of a problem makes it possible to establish
direct product feasibility?

1.3.3

Gap Amplification versus Hardness Amplification

Direct Product theorems are key ingredients for both gap amplification and hardness amplification. Also, there are many philosophical similarities in the techniques known in literature
of the aforementioned two kinds of amplifications. Thus we can ask the following (ambitious)
question:
Can we obtain a trade-off between gap amplification and hardness amplification?
In particular, can we show that if one problem is hard to approximate on worst case within
some factor α > 0, then it is hard to approximate within a factor α/100 on average? We
note here that Feige [13], did answer the converse of this question, i.e., he used average case
hardness assumptions to prove hardness of approximation results for various problems in NP.
It seems to us that analyzing the operation of performing a small perturbation on the
given instance may be the right direction to proceed. Elaborating, consider a (worst case)
hard distribution over gap instances of some problem. If we build a new distribution, which
samples from the aforementioned distribution, then performs a small perturbation on the
sampled gap instance, and outputs the perturbed instance, then we would still retain most
of the gap in the instance sampled from the new distribution, but on the other hand, the
fraction of instances on which it is hard to solve the problem should increase significantly. It
would be interesting if this intuition/approach could be made to work.
A related question is to ask if we can improve our result in Theorem 4 (for example, by
making progress on the question detailed in Section 1.3.1) using Gap-ETH [12, 27] (instead
of ETH)?

1.3.4

Average Case Hard Problems in P

In this paper, we looked at average case hardness of some problems in P against some
efficiently sampleable distribution but one can ask if we can achieve more.
Can we show for some natural problem in P that it is hard to solve for the
uniform distribution?
Another important question stemming from cryptography [4] is whether we can construct
a fine-grained one way function from worst case assumptions?
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Proof Overview

We provide a proof overview for our hardness amplification result for the problem of finding
the maximum clique in a graph and then in the subsequent section we will show how our
general result (i.e., Theorem 2) would follow.

2.1

Hardness Amplification for Max Clique

To illustrate the main ideas behind our scheme let us focus on MaxCLIQUE, the problem of
finding the largest clique in a given graph G.
Assume the existence of a distribution D over graphs on n vertices which is somewhat
hard to compute. That is for every randomized algorithm A running in time poly(n), we have
Pr [A finds max-clique in G w.p. ≥ 2/3] ≤ 1 − 1/n.

G∼D

(1)

We would like to prove the existence of a new distribution D0 over graphs on poly(n)
vertices which is much harder to compute. That is, for every randomized algorithm A0
running in time poly(n0 ), we have:
Pr [A0 finds max-clique in G0 w.p. ≥ 2/3] ≤ 0.01.

G0 ∼D 0

(2)

Moreover if D is poly(n)-time samplable, then so is D0 .

Construction of New Distribution
D0 samples a graph H as follows:
1. Independently sample G1 , . . . , Gk from D, where k = poly(n).
˙ (Gk ).
2. Define V (H) = V (G1 )∪˙ · · · ∪V
3. For every i ∈ [k], connect the vertices in V (Gi ) using the original edges in Gi .
4. For every i, j ∈ [k] such that i 6= j, insert all the possible edges between Gi and Gj .
5. Output H.
Clearly, if D is poly(n)-time samplable, then so is D0 . Now assume for sake of contradiction,
that there exists A0 running in time poly(n0 ), violating Equation (2). We show the existence
of an algorithm A running in time poly(n) violating Equation (1).
The algorithm A on input graph G with n vertices is defined as follows:
1. Let S be an empty set.
2. Repeat following O(n) times.
a. Pick randomly i ∈ [k].
b. Independently sample G1 , . . . , Gi−1 , Gi+1 , . . . Gk from D.
c. Construct H setting Gi to be G.
d. Find clique in H using A0 .
e. Restrict clique in H to the vertices of G and add it to S.
3. Output the largest clique in S.
Clearly, the running time of A is poly(n), as n0 = poly(n) and the running time of A0 is
poly(n0 ). Our first observation is that for any graph H constructed by A, and for every
i ∈ [k] the restriction of a maximal clique in H into Gi , is a maximal clique for Gi .
Let A0 be one iteration of step 2 of A. If we show that A0 outputs maximum clique w.p.
Ω(1/n) on 1 − 1/n fraction of samples from D then, A outputs maximum clique w.p. 2/3 on
1 − 1/n fraction of samples from D.
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Now, observe that if instead of planting the given input graph G as the i-th subgraph
of H, we were planting a uniformly random sample of D, then we get a graph H which is
drawn according to D0 . Consequently, if that was the case, then the success probability of
A0 was equal the probability of A0 and we were done.
0
Let DG
denote the marginal distribution over H, where the graph G is planted at a
random coordinate i ∈ [k]. We conclude the proof by showing that for 1 − 1/n-fraction of
instances G drawn from D we have:
Pr [A0 finds max-clique in G0 w.p. ≥ 2/3]

0
G0 ∼DG

≥

PrG0 ∼D0 [A0 finds max-clique in G0 w.p. ≥ 2/3]
.
2

Towards this goal we use a result by Feige and Kilian [14] that was proven in the context of
parallel repetition. Under minor manipulations their result can be stated as follows:
Let X be a universe and T be a distribution over X. Let f : X k → {0, 1}. Define


µ= E
f xk ,
xk ∼T k

µx =

E

i∈[k],x1 ,...,xi−1 ,xi+1 ,...,xk ∼T

[f (x1 , . . . , xi−1 , x, xi+1 , . . . xk )] .

h
i
Pr |µx − µ| ≥ k −1/6 ≤ k −1/6 ,

x∼T

(3)

To conclude the result, set X as the set of graphs with n vertices, and T be the distribution
D. We have D0 = Dk . Define f : X k → {0, 1} by:
f (G0 ) = 1 ⇐⇒ A0 finds a maximal clique in G w.p. ≥ 2/3.
In these notations,
µ =
µx

=

Pr [A0 finds max-clique in G0 w.p. ≥ 2/3]

G0 ∼D 0

Pr [A0 finds max-clique in G0 w.p. ≥ 2/3] .

0
G0 ∼DG

By an application of (3), and a proper choice of k, we get that for all but at most k 1/6 -fraction
of graphs G drawn according to D, the success probability of A0 on D0 G is Ω(n), as claimed.

2.2

Abstraction

In the previous subsection, we showed the main ingredients used for proving hardness
amplification for the task of finding a maximal clique in a given graph. What were the
properties of MaxCLIQUE that we utilized to prove the result?
One property that we used was that if we are given k input graphs G1 , . . . , Gk , there
exists an efficient way to construct a large graph H such that a maximal clique in H induces
a maximal clique on each of the graphs Gi . The second property was that given a maximal
clique in H there exists an efficient algorithm to construct a maximal clique on each of the
graphs Gi .
These two properties are captured in Definition 1: The first property of a problem Π being
Direct Product feasible is the existence of an efficient algorithm Gen stitching k instances
I1 , . . . , Ik of Π into a larger instance I 0 of Π, such that: an optimal solution for I 0 induces
an optimal solution for each of the instances Ii . The second property the existence of an
efficient algorithm Dec converting an optimal solution for I 0 into an optimal solution of I 0 .
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Once we show Π is Direct Product feasible then the rest of the proof goes through. Indeed,
assuming the existence of a distribution D on instances of Π for which any efficient algorithm
fails to compute on 1 − 1/n fraction of inputs, we define the distribution D0 , D0 I as follows:
D0 is the k-product distribution of D, where we pick k random samples from D0 independently.
D0 I is the distribution where we pick uniformly at random i ∈ [k], and independently
sample I1 , . . . , Ii−1 , Ii+1 , . . . Ik from D. Finally, we construct I 0 by setting Ii to be I.
Now we can use [14] to show that for most instances I ∼ D to connect the success
probability of A0 on D0 and D0 I , to conclude the proof.

Remark about Direct Product results and Hardness Amplification
The direct product lemma at the heart of most hardness amplification results is the XOR
lemma [34]. But here we critically use the fact the problem is total, so at the surface at least,
our results are incomparable to the hardness amplification results for NP and EXP obtained
via XOR lemmas.
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Abstract
Probabilistically checkable proofs (PCPs) can be verified based only on a constant amount of random
queries, such that any correct claim has a proof that is always accepted, and incorrect claims are
rejected with high probability (regardless of the given alleged proof). We consider two possible
features of PCPs:
A PCP is strong if it rejects an alleged proof of a correct claim with probability proportional to
its distance from some correct proof of that claim.
A PCP is smooth if each location in a proof is queried with equal probability.
We prove that all sets in N P have PCPs that are both smooth and strong, are of polynomial
length, and can be verified based on a constant number of queries. This is achieved by following the
proof of the PCP theorem of Arora, Lund, Motwani, Sudan and Szegedy (JACM, 1998), providing a
stronger analysis of the Hadamard and Reed–Muller based PCPs and a refined PCP composition
theorem. In fact, we show that any set in N P has a smooth strong canonical PCP of Proximity
(PCPP), meaning that there is an efficiently computable bijection of N P witnesses to correct proofs.
This improves on the recent construction of Dinur, Gur and Goldreich (ITCS, 2019) of PCPPs that
are strong canonical but inherently non-smooth.
Our result implies the hardness of approximating the satisfiability of “stable” 3CNF formulae
with bounded variable occurrence, where stable means that the number of clauses violated by an
assignment is proportional to its distance from a satisfying assignment (in the relative Hamming
metric). This proves a hypothesis used in the work of Friggstad, Khodamoradi and Salavatipour
(SODA, 2019), suggesting a connection between the hardness of these instances and other stable
optimization problems.
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Introduction

A probabilistically checkable proof system (PCP) offers verification based only on a tiny
amount of random locations in an alleged proof. It is complete and sound: correct claims
have a proof that is always accepted, and incorrect claims are rejected with high probability
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regardless of the alleged proof. The study of these systems culminated in the PCP theorem
([3, 2]), stating that membership in any set in N P can be verified by reading a constant
number of random locations from a PCP of polynomial length.
While soundness guarantees that incorrect claims are rejected with high probability, what
about incorrect proofs for correct claims? By definition, a proof of a claim is incorrect if
it is not always accepted by the probabilistic verifier. But how often is it rejected? In a
strong PCP, an alleged proof is rejected with probability proportional to its distance from a
correct proof.
Strong PCPs are intuitively appealing: simply put, it is desirable to seek verification
procedures that are sensitive to the correctness of the given claim as well as the given proof.
From the perspective of property testing, the verifier of a strong PCP can be viewed as a
(proximity oblivious) tester for the property of being a correct proof. In addition, strong
PCPs have been used to construct better locally testable codes (see Section 1.3.1).
One immediately wonders if a strong PCP theorem holds as well; that is, whether any set
in N P admits a strong PCP of polynomial length and constant query complexity. Dinur et
al. answer this in the positive in a recent work [10],1 however, their construction is inherently
non-smooth, in the sense that certain locations in the proof are much more likely to be read
than others.
A PCP is smooth if each location in its proof is equally likely to be read by the verifier.
We expect natural PCPs to have smooth verifiers since, intuitively-speaking, we expect the
verifier to treat all parts of the proof equally. Concretely, smooth PCPs are tolerant of errors,
as a few corrupt locations in a correct proof still give high acceptance probability.2 Prior
works considered smoothness in the context of locally decodable codes (see Section 1.3.2).
Before moving on to the main result, let us motivate why smooth and strong PCPs
are particularly natural in tandem. Fix a correct claim and consider two innate measures
of the “incorrectness” of a proof: its probability of being rejected by the verifier and its
distance from a correct proof. Denoting the first by ρ and the second by δ, a strong PCP
guarantees that ρ = Ω(δ). On the other hand, the tolerance of a smooth, constant-query
PCP implies that ρ = O(δ). Thus, for a constant-query PCP that is both smooth and strong
these measures coincide (up to a constant).
This work presents a construction of simultaneously smooth and strong PCPs of polynomial length for any set in N P, verifiable by reading a constant number of bits from the
proof. Specifically, we reanalyze and enhance the construction used in [3, 2] (with proof
composition as in [6]) to obtain smooth and strong PCPs. The enhancements include the
introduction of multi-piece PCPs, a smooth and strong-preserving transformation of these to
single-piece PCPs, and a new composition theorem for smooth and strong PCPs.
Our result implies the hardness of approximating the satisfiability of stable 3CNF formulae
with bounded variable occurrence, where stability means that the number of clauses violated
by an assignment is proportional to its distance from a satisfying assignment (in the relative
Hamming metric). We believe that the hardness of approximating 3SAT even under stability
guarantees is related to the hardness of other stable optimization problems. Friggstad et
al. provide evidence to this in [12], as they show that this result implies the hardness of
approximating perturbation-stable Euclidean k-means (see Section 1.3.3).

1
2

For technical reasons, their result is stated only for the class UP ⊆ N P, but can be easily adapted to
suit all of N P.
Indeed, tolerance is (oppositely) related to strong PCPs which guarantee detection of errors in a correct
proof. See next paragraph.
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Main notions

In this section we formally define strong PCPs and smooth PCPs. But first, a reminder of
standard PCPs and their basic properties.
I Definition 1.1 (PCP). A probabilistically checkable proof system (PCP) for a set S ⊆
{0, 1}∗ is a probabilistic polynomial-time oracle machine V , called a verifier and denoted V ,
that satisfies the following conditions:
Completeness: For all x ∈ S there exists a proof π ∈ {0, 1}∗ such that the verifier V
accepts explicit input x and proof oracle π with probability 1.
Soundness: For all x ∈
/ S and proof oracle π ∈ {0, 1}∗ , the verifier V rejects explicit input
x and proof oracle π with probability at least 1/2.3
The maximal number of random coin tosses made by verifier V on inputs of length n is its
randomness complexity, denoted r(n). The maximal number of queries made by the verifier
V on inputs of length n is its query complexity, denoted q(n).
A PCP is nonadaptive if it determines all queries solely by its random coins and explicit
input. All PCPs in this work are nonadaptive, and furthermore, they query the same number
of bits regardless of the sampled coin sequence.
Notice that Definition 1.1 doesn’t mention the length of the proof itself. That is because
the number of possible locations the verifier might read in the proof can be upper-bounded
based on its randomness and query complexities: a nonadaptive PCP that tosses r random
coins and then makes q queries can query at most q · 2r different locations in the proof.
Thus, from here on we will ignore the proof length and focus on the randomness and query
complexities.

1.1.1

Strong PCPs

Strong PCPs are PCPs that reject incorrect proofs even for correct claims with probability
proportional to the distance of such proofs from correct ones. Throughout this work, distance
refers to the relative Hamming distance: For a fixed alphabet Σ (one can think of {0, 1}, but
we will use different alphabets later), the relative hamming distance between strings x, y ∈ Σn
equals the fraction of locations on which they differ, and is denoted δ(x, y). If δ(x, y) < d
then x is said to be d-close to y, and if δ(x, y) ≥ d then x is d-far from y. The distance of a
string x from a set T ⊆ {0, 1}∗ is defined to be δ(x, T ) := minx0 ∈T ∩{0,1}|x| δ(x, x0 ), with the
minimum over the empty set defined to be 1.
I Definition 1.2 (Strong PCP). A strong PCP for membership in set S with strongness
parameter α ∈ (0, 1] is a probabilistic polynomial-time oracle machine, called a verifier and
denoted V , that satisfies the following conditions:
Completeness: For all x ∈ S there exists a proof π ∈ {0, 1}∗ such that the verifier V
accepts explicit input x and proof oracle π with probability 1. Such a proof π is called a
correct proof for x.
Strong soundness:
If x ∈
/ S then x has no correct proof.
Let P(x) denote the set of correct proofs for x. Then, the verifier rejects explicit input
x and proof oracle π with probability at least α · δ(π, P(x)).

3

The constant 1/2 can be replaced with any other constant α ∈ (0, 1).
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Note that strong soundness implies standard soundness, i.e. rejection of instances x ∈
/S
with constant probability regardless of the given proof oracle, because for these instances the
verifier rejects with probability α · δ(x, ∅) = α.

1.1.2

Smooth PCPs

Smoothness is a straightforward notion and is defined for any oracle Turing machine. To us,
oracles always have finite domains, and we associate the oracle f : [n] → {0, 1} with an n-bit
string f (1) · · · f (n).
I Definition 1.3 (Smooth oracle machine). A probabilistic oracle Turing machine M is
smooth if for any explicit input and oracle, the probability that M queries each location of its
oracle (in any of its queries) is equal. That is, given access to oracle f and letting Q(j) be the
event that M queries location j of f in any of its queries, it holds that P [Q(j)] = P [Q(j 0 )]
for every j, j 0 ∈ [|f |], where |f | denotes the length of the oracle f .
Additional discussion on smoothness and a nearly-equivalent definition can be found in
Appendix B.

1.2
1.2.1

Contributions
Smooth and Strong PCPs for N P

The main contribution is a proof of the following result.
I Theorem 1.4 (Main result). Every set in N P has a smooth and strong PCP with logarithmic
randomness and constant query complexities.
At this point one might wonder: A strong PCP rejects incorrect proofs with probability
proportional to their distance from correct proofs – but who are these correct proofs? In the
case of Theorem 1.4, we can say that the correct proofs for any fixed instance are obtained
by a polynomial-time computable bijection of N P-witnesses to correct proofs.
I Theorem 1.5 (Main result, strengthened). Fix a set S ∈ N P, and let W (x) denote the
set of N P-witnesses for an instance x of S. Then, S has a PCP as in Theorem 1.4 with
a polynomial-time computable canonical proof strategy Π : {0, 1}∗ × {0, 1}∗ → {0, 1}∗ such
that for every x ∈ {0, 1}∗ , Π(x, ·) is a bijection between the set W (x) and the set of correct
proofs P(x).

1.2.2

Hardness of approximation

Recall that the PCP theorem implies that for some ρ ∈ (0, 1), it is N P-hard to distinguish
3CNF formulas that are satisfiable from ones in which any assignment violates at least a
ρ fraction of the clauses. Theorem 1.4 yields a similar result for 3CNF formulas that are
“stable” and have each variable occurring in a bounded number of clauses. Here stability
means that the number of clauses violated by an assignment is (at least) proportional to its
distance from a correct assignment (in the relative Hamming metric). Formally,
I Definition 1.6 ((α, b)-stable3SAT). A 3CNF formula ϕ is α-stable if any assignment that
that is δ-far from a satisfying assignment violates at least an αδ fraction of clauses in ϕ. A
formula has b-bounded-occurrence if any variable occurs in at most b clauses. For constants
α and b, the promise problem (α, b)-stable3SAT is distinguishing b-bounded-occurrence 3CNF
formulas that are α-stable and satisfiable from ones in which any assignment violates at least
an α fraction of the clauses.

O. Paradise

2:5

One motivation for our interest in stable and bounded-occurrence formulas is that they
exhibit an interesting structural property. For a fixed satisfiable formula, we consider two
natural measures of the “cost” (i.e., “badness”) of an assignment. The first and most common
one is the fraction of clauses violated by the assignment. The second is the fraction of
variables on which the assignment disagrees with the closest satisfying assignment (i.e. the
relative Hamming distance of the assignment from the set of satisfying assignments). We
denote the first by δ and the second by ρ. Now, stable formulas have δ = Ω(ρ), while
bounded-occurrence formulas satisfy δ = O(ρ), since changing the value of a variable affects
a bounded number of clauses. Hence, these two measures coincide for stable and boundedoccurrence formulas (up to a constant factor); the fraction of clauses unsatisfied by an
assignment approximately reflects its distance from a satisfying assignment. Theorem 1.5
implies a hardness of approximation result for such formulas.
I Corollary 1.7. There exist α ∈ (0, 1) and b ∈ N such that (α, b)-stable3SAT is N P-hard.
Furthermore, it is N P-hard under parsimonious Karp reductions.
The proof of Corollary 1.7 are deferred to Appendix A. We proceed with a discussion of
two of its implications.
Consider a distance oracle that, given a 3CNF formula ϕ and assignment σ, returns the
(relative Hamming) distance of σ from the set of satisfying assignments of ϕ if ϕ is satisfiable,
and answers arbitrarily otherwise. Efficiently finding a satisfying assignment given such an
oracle can be done by greedily minimizing the distance returned by the oracle. What if
instead we are given access to an approximate distance oracle, which returns the distance
of an assignment from the set of satisfying assignments up to some multiplicative constant?
Corollary 1.7 and the observation that precedes it imply that an approximate distance oracle
is not enough to find even an approximately satisfying assignment; that is, that for some
constant α ∈ (0, 1), finding an assignment that satisfies more than an α-fraction of clauses
is N P-hard even when given access to an approximate distance oracle. This is because,
as observed, the answers of an approximate distance oracle can be efficiently emulated for
stable and bounded-degree formulas, and Corollary 1.7 asserts N P-hardness of finding an
approximately satisfying assignment for such formulas.
In addition to the aforementioned intrinsic motivation for the study of stable and bounded
occurrence instances, Corollary 1.7 implies a hypothesis used in the recent work of Friggstad
et al. [12, Hypothesis 1], yielding the first hardness of approximation result for perturbationstable Euclidean k-means. More on this in Section 1.3.3.

1.2.3

Smooth and Strong Canonical PCPs of Proximity for
N P-relations

PCPs of Proximity (abbreviated PCPPs, aka assignment testers), introduced in [11, 6], are
PCPs placed on an even tighter budget, with access to their input accounted for in their query
complexity. Since PCPPs cannot read the entirety of their input oracle, they aren’t able to
distinguish inputs in the set from inputs close to being in the set. As such, PCPPs should
satisfy a relaxed notion of soundness that requires them to reject (with high probability)
only input oracles far from correct ones.
More generally, PCPPs verify membership of a pair (x; y) in a relation R ⊆ {0, 1}∗ ×
{0, 1}∗ , when given explicit (i.e. unaccounted) access to x and oracle (i.e. accounted) access
to y, as well as access to a proof oracle.
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I Definition 1.8 (PCP of Proximity (PCPP)). A PCP of Proximity system (PCPP) for relation
R ⊆ {0, 1}∗ × {0, 1}∗ with proximity parameter δ > 0 is a probabilistic polynomial-time
oracle machine, called a verifier and denoted V such that the following hold:
Completeness: If (x, y) ∈ R then there exists a proof π such that the verifier V accepts
explicit input x, input oracle y and proof oracle π with probability 1.
Soundness: If y is δ-far from {y 0 : (x, y 0 ) ∈ R}, then for any proof oracle π, the verifier
rejects explicit input x, input oracle y and proof oracle π with probability at least 1/2.

Strong canonical PCPPs
PCPP soundness is somewhat reminiscent of strong soundness, but note that in the former
rejection probability is related to the distance of the input oracle from being correct, rather
than the distance of the proof oracle from being correct (here we think of the explicit input
as fixed).4 Indeed, the adaptation of strong soundness to the setting of proximity verification,
i.e. strong PCPPs,5 combines these two requirements: a strong PCPP is required to reject
with probability proportional the maximum between the distance of the input oracle y to a
correct input oracle y 0 , and the proof oracle π to a correct proof oracle π 0 for y 0 .
Actually, we won’t bother to formally define strong PCPPs, because we show the existence
of even stronger (pun intended) constructs. Our PCPPs have a canonical transformation
of correct inputs to correct proofs, meaning that for each correct input (x; y), our PCPPs
have a unique canonical proof Π(x; y) that is always accepted by the verifier, whereas all
other strings are rejected with nonzero probability.6 But with what probability? Right, the
maximum between the distance of the input oracle y to a correct input oracle y 0 , and the
proof oracle π to the canonical proof for x and y 0 (i.e. δ(π, Π(x; y 0 ))).
I Definition 1.9 (Strong canonical PCPP). A strong canonical PCPP for relation R with
strongness parameter α ∈ (0, 1] is a probabilistic polynomial-time oracle machine, called a
verifier and denoted V , coupled with a polynomial-time computable canonical proof strategy
denoted Π : {0, 1}∗ × {0, 1}∗ → {0, 1}∗ , such that when the verifier is given explicit input x
and access to an input oracle y and a proof oracle π, the following hold:
Canonical completeness: The verifier accepts with probability 1 if and only if (x; y) ∈ R
and π is the corresponding canonical proof, i.e. π = Π(x; y).
Strong canonical soundness: Let R(x) := {y 0 : (x; y 0 ) ∈ R}. Then, the verifier rejects with
probability at least
α · 0min {max (δ(y, y 0 ), δ(π, Π(x; y 0 )))}
y ∈R(x)

In particular, if R(x) is empty then the verifier rejects with probability α.
Again, strong canonical soundness implies standard PCPP soundness, e.g. rejection of
any input y that is 0.1-far from R(x) with constant probability, because in this case the
verifier rejects with probability at least α · min {0.1, 1}, where α is the (constant) strongness
parameter.

4

5
6

Furthermore, Definition 1.9 is proximity-oblivious, in the sense that rejection probability grows with
the distance of the oracles from being correct, whereas Definition 1.8 offers rejection with constant
probability of inputs whose distance from being correct is farther than some constant.
Not to be confused with the related [17][Definition 5.7], which we will soon refer to as strong canonical
PCPPs. See also Footnote 7.
This is the bijection mentioned in Theorem 1.5.
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I Remark 1.10. Previously (e.g. [17, 15, 10]), strong canonical PCPPs were considered
only for unambiguous relations; that is, only for relations R ⊆ {0, 1}∗ × {0, 1}∗ for which
|R(x)| ≤ 1 for any x. Our definition is more general as it does not place a restriction on
the relation R.7 Furthermore, Definition 1.9 allows the verifier to take an explicit input
(as in [6]), whereas past works studied PCPPs that have access to input and proof oracles
but no (auxiliary) explicit input.

Smooth PCPPs
PCPP verifiers are oracle machines that have two oracles, and we say that a PCPP is smooth
if it is smooth on each of its oracle. Formally, we generalize Definition 1.3 to suit a t-oracle
Turing machine for any constant t ∈ N, which is a machine that has access to a t oracles
(where t is a constant).
I Definition 1.11 (Smooth multi-oracle machine). A probabilistic t-oracle Turing machine M
is smooth if for any explicit input and oracles, the probability that M queries each location
of each of its oracle (in any of its queries) is equal. That is, given access to oracles f1 , . . . , ft
and letting Q` (i, j) be the event that the ith query of M is to location j of f` , it holds that
Sq
Sq
P [ i=1 Q` (i, j)] = P [ i=1 Q` (i, j 0 )] for each ` ∈ [t] and every j, j 0 ∈ [|f` |], where |f` | denotes
the length of the `th oracle f` .
We prove the following theorem.
I Theorem 1.12. Every N P-relation has a smooth and strong canonical PCPP with logarithmic randomness complexity and constant query complexities.
Notice that a PCPP for relation R yields a PCP for the set SR := {x : ∃y (x; y) ∈ R}: a
proof that x ∈ SR (in the PCP for SR ) is composed of some y such that (x; y) ∈ R, followed
a proof (in the PCPP for R) that (x; y) ∈ R. Furthermore, the PCP for SR retains the
strongness of the PCPP for R and, under a reweighing of the input oracle (presented in
Section 2), smoothness is retained as well. Therefore, Theorem 1.5 follows from Theorem 1.12.

1.3
1.3.1

Related work
Strong (canonical) soundness

The term strong in the definition of strong PCPs is inspired by strong locally testable codes
(strong LTCs), which are codes whose local test rejects with probability proportional to the
distance of the input from the code. In fact, strong canonical PCPPs have seen numerous
uses in works on strong LTCs, as follows.
Goldreich and Sudan [17] defined strong canonical PCPPs in their work on strong
LTCs,8 and constructed such PCPPs for certain linear codes. An extension of this initial
construction saw use by Gur and Rothblum [19] as they obtained strong LTCs that allow for a
relaxed notion of local decoding (of [6, Section 4.2]). Goldreich et al. [15] later improved these

7

8

In fact, our work is the first to make a semantic distinction between strong and strong canonical,
recognizing strong canonical PCPPs as special type of strong PCPPs in which there is an efficient
canonical transformation between N P-witnesses and proofs, in addition to strong soundness. In previous
works, the terms strong PCPP and strong canonical PCPP were used synonymously, which is consistent
with our distinction, given that these works considered PCPPs only for unambiguous relations. See
Section 1.3.1 for more on previous works using strong canonical PCPPs.
See Footnote 7 for a warning on the usage of the terms strong and strong canonical in previous works.
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codes, again utilizing strong canonical PCPPs. Gur et al. [18] employed strong canonical
PCPPs in their work on relaxed locally correctable codes. We stress that all these works
featured PCPPs for linear subspaces (e.g. linear codes).
As mentioned, Dinur et al. [10] characterized unambiguous N P (UP) in terms of strong
canonical PCPPs, under the original and more restricted definition of strong canonicality
generalized in this work (see Remark 1.10).
In [14, Section 13.2.2], strong PCPs are presented from the perspective of property testing
as locally testable proofs, in analogy to locally testable codes.

1.3.2

Smoothness

Like strongness, smoothness too has its roots in coding theory, with the work Katz and
Trevisan [21] examining smooth locally decodable codes. These are codes whose local decoding
algorithm reads each bit in an alleged codeword with approximately equal probability (cf.
Definition 1.3, which requires the probability to be exactly equal). Since its inception, this
property has appeared in numerous works relating to locally decodable codes, e.g. [16, 24, 13]).
Goldreich and Sudan [17, Definition 5.14] considered a similar feature for their Linear Inner
Proof Systems (LIPS), which are fundamentally different from PCPs.
To avoid possible confusion, it is worth pointing out that the smoothness referred to in
this work is as in the aforementioned works in coding theory, and not as in the smooth label
cover of Khot [22].
The PCPPs of Theorem 1.12 are used in the recent work of Alman and Chen [1] which
shows an explicit construction of rigid matrices using an N P oracle. They make use only of
the smoothness of these PCPPs, but not the additional strong canonicality feature.9

1.3.3

Hardness of perturbation-stable Euclidean k-means

The hardness of approximating bounded-degree stable3SAT (Corollary 1.7) is the starting
point of the first hardness of approximation result for perturbation-stable instances of
Euclidean k-means, due to Friggstad et al. [12]. This connection between stable3SAT and
perturbation-stable problems is an interesting direction for future research, so we provide a
brief description of their result.
The study of optimization on perturbation-stable instances was initiated by Bilu and
Linial [8] and Awasthi et al. [4] as a way of focusing on instances that can “occur in reality” (to
quote the former). We consider the Euclidean k-means problem and its perturbation-stable
instances, which are defined as follows:
An instance of the k-means problem consists of k ∈ N, dimension d ∈ N, a metric
µ : Rd × Rd → [0, ∞), data points X ⊆ Rd , and candidate centers C ⊆ Rd . The objective
is to choose centers S ⊆ C such that |S| = k so as to minimize Px∈X [minc∈S (µ(x, c))].
An instance is Euclidean if µ is the Euclidean metric.
Fix γ > 1 and metric µ. A γ-perturbation of µ is a function µ0 : Rd × Rd → [0, ∞) such
that for any x 6= y ∈ Rd ,
1≤

µ0 (x, y)
≤γ
µ(x, y)

Notice that µ0 is not necessarily a metric.

9

As opposed to [12] (see Section 1.3.3) which uses both features simultaneously.
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For some fixed γ > 1, an instance (k, d, X, C, µ) of k-means is γ-perturbation-stable if
it has a unique optimal solution S ∗ ⊆ C, and for any γ-perturbation µ0 of µ, S ∗ is
the optimal solution of the related instance (k, d, X, C, µ0 ). The γ-perturbation-stable
Euclidean k-means problem is the k-means problem as previously described, under the
promise that instances are Euclidean and are γ-perturbation-stable.
While solving (general, non-stable) Euclidean k-means is known to be N P-hard to
approximate [5], Awasthi et al. showed that√introducing some perturbation-stability makes
the problem easy; namely, they show that ( 2 + 3)-stable Euclidean k-means can be solved
exactly in polynomial time. Could the introduction of any amount of perturbation-stability
render Euclidean k-means easy, or even just easy to approximate? The answer is no, as
demonstrated by Friggstad et al. [12]. Their result is conditioned on an hypothesis asserting
hardness of approximation of bounded-occurrence and stable3SAT (see Section 1.2.2), which
is implied by Corollary 1.7.
I Theorem 1.13 ([12]). Assuming Corollary 1.7, there are γ > 1 and ε > 1 such that
γ-perturbation-stable Euclidean k-means cannot be approximated within factor ε, unless
RP = N P.

1.4

Proof outline

To prove Theorem 1.12 we construct a PCPP with the necessary properties for the circuit
valuation relation, denoted CircuitVal, which consists of all pairs (C; y) such that circuit
C accepts when given y as input. Then, any N P-relation R has a PCPP (with the same
properties) that, given explicit input x, efficiently computes a circuit Cx such that (x; y) ∈ R
if and only if Cx accepts y, and then runs the PCPP of CircuitVal on explicit input Cx
and the same input and proof oracles. Following are highlights of our smooth and strong
canonical PCPP for CircuitVal.

Multi-piece PCPPs (Section 2)
The PCPP for CircuitVal will be a variant of the PCPP presented in [3, 2, 6]. However,
even a high-level inspection of this construction reveals that it is not at all smooth: for
example, one building block (the Hadamard-based PCPP, mentioned below) consists of two
“pieces” from which the verifier samples uniformly random locations, with the first piece
substantially shorter than the second (so its bits are queried far more often). Indeed, this
PCPP is not smooth when viewed as a single proof, but when partitioned into two proof-pieces
(given as two proof-piece oracles), the verifier is smooth as a three-oracle machine (one input
oracle and two proof-piece oracles). We present a transformation of multi-piece PCPPs to
single-piece ones that simultaneously preserves smoothness and strong canonicality. This is
done by replacing each proof-piece with a list of copies, so that the length of each list of
copies is roughly the same.10

10

To be clear, the Hadamard-based PCPP is but one example of non-smoothness (or rather, multi-piece
smoothness) in the construction of [3, 2, 6]; the Reed–Muller-based PCPP, as well as PCPP composition,
exhibit similar traits. Thus, our transformation of multi-piece PCPPs to single-piece PCPPs is used by
all components of our construction, not just by the Hadamard-based PCPP.
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Composing smooth strong canonical PCPPs (Section 3)
The run of a nonadaptive PCPP verifier can be viewed as a two-step process: first, it tosses
some random coins and generates a residual (decision) circuit and query locations based on
the coins it tossed, and then it queries its oracles and accepts or rejects according to the
residual circuit’s computation of their answers. A strong canonical and robust PCPP is such
that, in expectation, the distance of its oracles’ answers from satisfying the residual circuit
reflects the distance of the oracles (in their entirety) from correct ones (i.e. a correct input
oracle and a canonical proof oracle). Our composition theorem asserts that for a smooth
strong canonical and robust PCPP, replacing the residual circuit’s computation with an
additional probabilistic verification (by an inner smooth strong canonical PCPP) yields a
smooth strong canonical PCPP.
With a composition theorem at hand, we turn to the construction of smooth strong
canonical and robust PCPPs, whose composition gives the PCPP postulated by Theorem 1.12.

The Hadamard-based smooth strong canonical PCPP (Section 4)
This is the Hadamard-based PCPP presented in [2], used as the innermost PCPP of the
composition. Its proofs are based on the Hadamard encoding of the input oracle, and its
verifier checks that the proof oracle encodes the input oracle (a “consistency check”), and
uses the structure of the Hadamard code to check that the input oracle satisfies the (explicitly
given) circuit. To show strong canonicality, we consider three cases:
Case 1: Both the input and proof oracles are close to correct ones. That is, the input oracle
y is close to an input y 0 that is accepted by the (explicitly given) circuit, and the proof
oracle π is close to its canonical proof oracle Π0 of y 0 . The verifier checks consistency by
performing a strong codeword test on the proof oracle, and checks that the decoding of
the proof oracle agrees with the input oracle on a random bit. Strong testability means
precisely that the first check rejects with probability Ω(π, Π0 ), and the local decoding of
a random location rejects with probability Ω(y, y 0 ).
Case 2: The input oracle is far from any correct input oracle. Then, standard PCPP
soundness guarantees rejection with high probability.
Case 3: The proof oracle is far from the canonical proof of the input oracle. If the proof oracle
is close to the canonical proof for some input y 0 6= y then the consistency check between
the proof oracle and the input oracle rejects with probability Ω(δ(y, y 0 )). Otherwise the
proof oracle is far from any canonical proof, and is therefore rejected with high probability
by the strong codeword test.
Lastly, as mentioned above, we observe that it is smooth as a two-piece PCPP, and can
therefore be transformed to a single-piece strong canonical PCPP.

The Reed–Muller-based smooth strong canonical robust PCPP (Section 5)
This PCPP is used in the outer layers of the composition, so we must show that it is
smooth and robust strong canonical. Again, smoothness amounts to observing that it is
multi-piece smooth. The analysis of its strong canonicality follows the same lines of the
Hadamard-based PCPP, this time relying on a generalization of the strong Reed–Muller
codeword test (provided by Oded Goldreich and Madhu Sudan in Appendix C). We first
present a smooth strong canonical robust PCPP whose proofs are over a large alphabet,
and then show that alphabet reduction (encoding each letter in an error correcting code)
preserves smoothness and strong canonicality.
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As said in Section 1.4, several of the PCPPs in the [2] construction are not smooth per
se, but they spread their queries smoothly on each of a few significant proof-pieces. Such
multi-piece PCPPs are required to satisfy a stricter form of strong canonicality, in which
the rejection probability is related to the maximum between each proof-piece oracle to its
corresponding proof-piece in a correct proof (and, as usual, the distance of the input oracle y
to a satisfying input oracle y 0 ). Motivated by this observation, we define multi-piece strong
canonical PCPPs.
I Definition 2.1. For a constant t, a t-piece strong canonical PCPP system for relation R
with strongness parameter α ∈ (0, 1] is a probabilistic polynomial-time oracle machine, called
a verifier and denoted V , coupled with a sequence of polynomial-time computable canonical
proof-piece strategies, denoted Π1 , . . . , Πt : {0, 1}∗ × {0, 1}∗ → {0, 1}∗ , such that when the
verifier is given explicit input x and access to an input oracle y and a proof-piece oracles
π1 , . . . , πt , the following hold:
Canonical completeness: The verifier accepts with probability 1 if and only if (x; y) ∈ R
and πi is the corresponding canonical proof-piece, i.e. πi = Πi (x; y), for each i ∈ [t].
Strong canonical soundness: Let R(x) := {y 0 : (x; y 0 ) ∈ R}. Then, the verifier rejects with
probability at least
α · 0min {max (δ(y, y 0 ), δ(π1 , Π1 (x; y 0 )), . . . , δ(πt , Πt (x; y 0 )))}
y ∈R(x)

In particular, if R(x) is empty, then the verifier rejects with probability α.
For each i ∈ [t], the ith proof-piece length complexity, denoted `i (n), is the length of the ith
proof piece. The ith proof-piece query complexity, denoted qi (n), is the number of queries
the verifier issues to the ith proof-piece given an input of length n.11

2.1

From multi-piece to single-piece

We present a smoothness-preserving transformation of strong canonical multi-piece PCPPs
to strong canonical PCPPs that use a single proof oracle. This transformation is not only
convenient (for example, composition of multi-piece PCPPs gives one a multi-headache), but
is also necessary for Theorem 1.12 which asserts the existence of single-piece smooth strong
canonical PCPPs for every N P relation.
I Lemma 2.2. Suppose that, for some constant t, a relation R has a t-piece smooth strong
canonical PCPP with strongness parameter α, randomness complexity r(n), and query
complexity q(n). Then, R has a single-piece smooth strong canonical PCPP with strongness
parameter α/3, randomness complexity O(r(n) + log q(n)) and query complexity O(q(n)).
Proof. Notice that if proof-piece lengths vary significantly, then simply concatenating the
proof-pieces will not do, because bits of shorter pieces are sampled with higher probability than
bits of longer pieces. Instead, each proof-piece is replaced with a list of copies such that each
list is of equal length (up to a factor related to the proof-piece’s query complexity). That is,
the number of copies in the ith list is proportional to qi /`i , which, by multi-piece smoothness,
equals the probability that a bit in the ith proof-piece is queried by the multi-piece verifier.

11

Tedious comment: We require the number of queries that the verifier issues to each proof-piece to
depend only on the explicit input’s length. This requirement is met by the all PCPPs used in this work.
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The single-piece verifier emulates the multi-piece verifier on a random choice of proof-pieces
(each proof-piece sampled uniformly from its list of alleged copies), and checks consistency
of the copies in each list. Some care must be taken so that the consistency check does not
harm smoothness (for example, checking consistency against a fixed copy would result in its
bits being queried more often than others).
Strong canonicality of the single-piece verifier then follows from examining two possible
cases: The first is that the given lists are noticeably inconsistent (i.e., there is a large
discrepancy between the alleged copies), in which case the consistency check rejects with
good probability. Otherwise, the lists are almost entirely consistent (i.e., each list of the
given proof essentially consists of copies of some proof-piece), and then strong canonicality
follows from strong canonicality of the multi-piece verifier.
Following is a detailed description and analysis of the construction. Let V be the
postulated t-piece smooth strong canonical PCPP verifier with canonical proof-piece strategies
Π1 , . . . , Πt : {0, 1}∗ × {0, 1}∗ → {0, 1}∗ . We construct a single-piece PCPP V and start by
describing its canonical proof strategy Π. Fixing (x, y) ∈ R, we use the following notation:
r denotes the number of random coins tossed by V when given x as explicit input.
qi denotes the number of queries V makes to the ith proof-piece oracle when given x
as explicit input. The total number of queries V makes to all proof-piece oracles is
Pt
q := i=1 qi
Πi := Πi (x; y) denotes the ith canonical proof-piece of (x; y), and `i := |Πi | denotes its
length.
Q
Now, let Πi be a list of mi := (qi + 1) j6=i `j copies of Πi .12 Indeed, mi is proportional to
the probability that a certain fixed bit of Πi is sampled, namely qi /`i .13 The canonical proof
of (x; y) in the single-piece PCPP V is then the concatenation of all Πi ’s.
We describe the run of the new verifier V given explicit input x and access to input oracle
m(i)
y and proof oracle π = (π1 , . . . , πt ), where πi = (πi1 , . . . , πi ) is a list of m(i) strings, each
of length `i :
1. Emulation: For each i ∈ [t], sample a uniformly random index ci ∈ [mi ]. Next, emulate
V on explicit input x, input oracle y and proof-piece oracles π1c1 , . . . , πtct , rejecting if the
emulation rejected. Let Ji denote the set of locations that V queries in πici .
2. Consistency check: For each i ∈ [t], sample uniformly from the remaining copies c0i ∈
c0
[mi ] \ {ci } and a uniformly random ji ∈ Ji and check that πi i [ji ] = πici [ji ]. That is, check
c0

that πici and πi i agree on a uniformly random location from the locations queried by the
emulated verifier V in Step 1.14
(Note that smoothness of V implies that ji is uniformly distributed in [`i ] (as detailed in
c0
Appendix B.2), and that only πi i [ji ] needs to be queried in this step.)
The single-piece verifier V uses t more queries than the emulated (multi-piece) verifier
V since the consistency check requires querying an additional location from each list. The
number of random coins is upper-bounded by O(t2 · (r + log q)) = O(r + log q).

12

The value qi + 1 is used instead of qi to account for the additional query made by the consistency check
(Step 2 in the description of V ).
13
Letting mi := (qi + 1)L/`i for any L that is a common multiple of {`i }i∈[t] would have worked as well.
14
Indeed, the consistency check can be implemented in several other ways, for example without reusing
the emulation copy ci in the consistency check (i.e. checking consistency between c0i and some c00
i ), or
by uniformly sampling ji from all of [`i ] rather than from Ji . However, other implementations require
setting mi to other (less informative) values.
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Canonical completeness follows by observing that a proof is accepted with probability 1
if and only if it is formed of consistent lists (i.e. each list holds copies of some proof-piece),
such that the proof-pieces in each list form a canonical proof in the multi-piece PCPP. We
prove the remaining properties:

Smoothness
Fix a location in the proof oracle π, which is the jth location of πiki for some i ∈ [t], ki ∈ [m(i)]
and j ∈ [`i ]. This location is queried if and only if one of two disjoint events occur:
In Step 1, ki = ci and ji ∈ Ji , i.e. the jth location of πici was queried by the emulated
verifier. By multi-piece smoothness of the emulated verifier V , this event occurs with
probability m1i · q`ii .
In Step 1, ki 6= ci and ji ∈ Ji . In addition, in Step 2, ki = c0i and the jth location is
chosen from Ji (i.e. from the set of all locations queried by the verifier). This event
occurs with probability (1 − m1i ) · q`ii · mi1−1 · q1i = m1i · `1i .
All in all, we have that the probability that this location is queried is
1 qi
1 1
qi + 1
1
· +
· =
= Qt
mi `i
mi `i
mi · `i
i=1 `i
Therefore, each bit in π is queried with equal probability.

Strong canonical soundness
Let α be the strongness parameter of the multi-piece verifier V . We show that the (singlepiece) PCPP V has strongness parameter α/3. Fix explicit input x, input oracle y and proof
oracle π = (π1 , . . . , πt ), where πi is purported to contain mi copies of the ith canonical proofpiece for (x; y). If R(x) is empty, then the emulated verifier (and therefore the single-piece
verifier) rejects with probability α · 1 for any choice of (alleged) copies ci , so we may focus
on the case that R(x) 6= ∅. Let y 0 ∈ R(x) be a minimizer of ρ, defined



ρ := max δ(y, y 0 ), δ π1 , Π1 (x; y 0 ) , . . . , δ πt , Πt (x; y 0 ) ≥ max δ(y, y 0 ), δ π, Π(x; y 0 ) (1)
It suffices to show that the verifier rejects with probability at least α3 · ρ. Assume wlog
that the maximum in the left hand side of Equation (1) is obtained in the first proof-piece
oracle, so ρ = max (δ(y, y 0 ), δ(π 1 , Π1 (x; y 0 ))). We proceed by examining the case that the first
proof-piece has noticeable inconsistency, and the case where it is almost entirely consistent.
c0

Case 1: The first proof-piece list is noticeably inconsistent: Ec1 6=c01 ∈[m1 ] [δ(π1c1 , π11 )] ≥ ρ/3.
Smoothness of the emulated verifier implies that a uniformly random location from the
set of locations queried in π 1 is distributed uniformly in [`i ] (as detailed in Appendix B.2).
Hence, the probability that the consistency check rejects equals the expected distance
between two distinct (alleged) copies sampled uniformly, which is assumed to be at
least ρ/3.
c0

Case 2: The first proof-piece list is almost entirely consistent: Ec1 6=c01 ∈[m1 ] [δ(π1c1 , π11 )] < ρ/3.
By an averaging argument, there exists a “typical” copy such that all other (alleged)
copies in first-proof piece list are close to it in expectation; namely, there is an a ∈ [m1 ]
such that Ec1 ∈[m1 ] [δ(π1c1 , π1a )] ≤ ρ/3. We argue that since the alleged copies are close to
the typical copy (in expectation), the multi-piece verifier rejects with probability similar
to that of the strong canonical single-piece verifier given the typical copy as proof.
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For each c1 , let y c1 ∈ R(x) be a minimizer of max (δ(y, y c1 ), δ(π1c1 , Πc11 )) where Πc11 :=
Π1 (x; y c1 ). Using strong canonicality of the emulated verifier, we can lower-bound the
probability that the single-piece verifier rejects in the emulation check by
E

[α · max (δ(y, y c1 ), δ(π1c1 , Πc11 ))]

c1 ∈[m1 ]

≥ α · E [max (δ(y, y c1 ), δ(π1a , Πc11 ))] − α · E [δ(π1c1 , π1a )]
c1

c1

ρ
≥ α · max (δ(y, y
−α·
(2)
3
where the second inequality used the minimality of y a , which means that for any c1 it holds
that max (δ(y, y1c ), δ(π1a , Π1c1 )) ≥ max (δ(y, y a ), δ(π1a , Πa1 )). We can also lower-bound the
distance of the typical copy π1a from its corresponding canonical proof piece Πa1 by
a

δ(π1a , Πa1 ) ≥
≥

), δ(π1a , Πa1 ))

E

[δ(π1c1 , Πa1 )] −

E

[δ(π1c1 , Πa1 )] −

c1 ∈[m1 ]

c1 ∈[m1 ]

E

c1 ∈[m1 ]

[δ(π1c1 , π1a )]

(3)

 ρ
ρ
= δ π 1 , Π1 (x; y a ) −
3
3

Combining Equations (2) and (3), we have that the verifier rejects with probability at least

 ρ
2ρ
ρ
ρ
=α·
α · max δ(y, y a ), δ π 1 , Π1 (x; y a ) −
−α· ≥α·ρ−α·
3
3
3
3
where the inequality is because y a ∈ R(x) is not necessarily the minimizer of Equation (1),
i.e. it could be that y a 6= y 0 (and then max (δ(y, y a ), δ(π 1 , Π1 (x; y a ))) ≥ ρ).
J

3

Composing smooth strong canonical PCPPs

In this section, we adapt the composition theorem of Ben-Sasson et al. [6] to the strong
canonical setting.
We can think of a run of nonadaptive PCPP verifier as a two-step process: first, it tosses
some random coins and generates a residual (decision) circuit and query locations based on
the coins it tossed, and then it queries its oracles and feeds their answers to the residual circuit,
accepting or rejecting accordingly. Hence, the verifier accepts if and only if the residual circuit
and oracle answers are in CircuitVal. PCPP composition replaces the naive verification of
this claim of membership (in CircuitVal) by a probabilistic verification. That is, an inner
verifier probabilistically checks that the oracles’ answers satisfy the outer verifier’s residual
decision circuit. The resulting composite verifier accepts or rejects according to the inner
verifier’s decision.
The strong inner verifier rejects with probability that is proportional to the distance of
the oracles’ answers from satisfying the outer residual circuit. As such, this distance should
reflect the distance of the outer oracles (in their entirety) from correct ones. In other words,
if the outer oracles are far from correct ones, the outer verifier’s queries should not only be
rejected, but be far from being accepted by its residual circuit. In such a case we say that
the outer verifier is robust.
As in the composition of [6], when it comes to randomness and query complexities, the
composite verifier enjoys the best of both worlds: broadly speaking, its query complexity is
inherited from the inner verifier, and its randomness complexity is (mostly) determined by
the outer verifier. So, composing an outer verifier of low randomness complexity with an
inner verifier that issues a few queries yields a composite verifier with low randomness and
query complexities. The contribution of this section is in showing that, in addition, such
composition can be made to preserve smoothness and strong canonicality.
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First, we describe the run of a nonadaptive verifier as a two-step process: first sampling
random coins, then querying its oracles and computing a decision. Formally,
I Definition 3.1 (PCPPs, restated). Given explicit input x and oracle access input y and
proof π, a (nonadaptive) PCPP verifier for relation R of randomness complexity r(n) and
query complexity q(n) runs as follows:
1. Sample. The verifier uniformly samples a coin sequence c ∈ {0, 1}r(|x|) . Based on x and
c, the verifier generates query locations I := Ic := (i1 , . . . , iq(|x|) ) and residual circuit
D := Dc . Note that I contains the locations of queries to both y and π.
2. Query and compute. The verifier queries oracles y and π according to the query locations
I. Denoting the answers to these queries by yπ[I], the verifier then computes D(yπ[I])
and outputs 1 (“Yes”) if and only if yπ[I] satisfies D.
The event that the verifier V accepts, i.e. “V y,π (x) = 1”, is equal by definition to “yπ[Ic ] ∈
Sat(Dc )”, where Sat(Dc ) denotes the set of satisfying inputs of Dc , and the randomness in
both events being the coin sequence c. The decision complexity d(n) is the maximal size of a
residual circuit generated when the verifier is given explicit input of length n.
Strong canonical robustness guarantees that the expected distance of the oracles’ answers
from satisfying the residual circuit is proportional to the distance of these oracles from being
correct, and is formally defined as follows.
I Definition 3.2 (Strong canonical robust PCPPs). A strong canonical PCPP V for relation R with canonical proof strategy Π : {0, 1}∗ → {0, 1}∗ is a strong canonical robust
PCPP (RPCPP) with strongness parameter α ∈ (0, 1] if, in addition to the conditions of
Definition 1.8, it satisfies strong canonical robust soundness:
For any (x; y) such that (x; y) ∈
/ R it holds that Π(x; y) = ∅. When given explicit input
x, input oracle y and proof oracle π, the expected distance of the bits queried by V from
being accepted by the residual circuit is at least
α · 0min {max (δ(y, y 0 ), δ(π, Π(x; y 0 )))}
y ∈R(x)

(4)

That is,
(
E [δ(yπ[Ic ], Sat(Dc ))] ≥
c

α · miny0 ∈R(x) {max (δ(y, y 0 ), δ(π, Π(x; y 0 )))}

if R(x) 6= ∅

α

if R(x) = ∅

I Remark 3.3. This definition differs from a natural adaptation of the original definition of
robustness ([6, Definition 2.6]) in that it requires the expected distance to be large, rather
than require the distance be large with high probability. Markov’s inequality implies that
Definition 3.2 is stronger.

3.2

The composition theorem

Following the two-step description of a run of a PCPP verifier in Definition 3.1, a PCPP
verifier accepts explicit input x, input oracle y and proof oracle π if and only if the answers
received from its proof oracle (denoted yπ[I]) satisfy its residual circuit D. In a nutshell,
PCPP composition is done by replacing the verification of the claim “yπ[I] satisfies D” with
a probabilistic verification by an inner PCPP verifier.
Before turning to the theorem and its proof, we define an additional property we require
from outer verifiers.
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I Definition 3.4 (Residual circuit distance). For some constant ∆ > 0, we say that a PCPP
verifier V has residual circuit distance ∆ if for any input x and coin sequence c, any two
distinct inputs satisfying the residual circuit Dc are at least ∆-far apart.
In later sections, we show that the outer PCPP whose composition yields Theorem 1.12
satisfies this additional property for some constant ∆ > 0. Hence, it suffices to prove the
composition theorem for PCPPs with constant residual circuit distance.
I Theorem 3.5. Assume there are αout , αin , ∆ ∈ (0, 1] and rout , rin , dout , din , qin : N → N
such that the following holds:
The relation R has a smooth strong canonical RPCPP, denoted Vout , with residual circuit
distance ∆, strongness parameter αout and randomness and decision complexities rout
and dout respectively.
CircuitVal has a strong canonical PCPP, denoted Vin , with strongness parameter αin
and randomness, query and decision complexities rin , qin and din respectively.
Then, the relation R has a strong canonical PCPP, denoted Vcomp , with the following
properties:
Randomness complexity rout + rin ◦ dout .
Query complexity qin ◦ dout .
Decision complexity din ◦ dout
Strongness parameter αout · αin · ∆/4
Furthermore, if Vin is smooth then R has a smooth strong canonical P CP P with strongness
shrinking by a third (to αout · αin · ∆/12). If Vin is robust (resp. has residual circuit distance)
then Vcomp is robust (resp. has residual circuit distance).
Notice that smoothness of the outer verifier is used for strong canonicality of the composite
verifier.
Proof of Theorem 3.5. We affix the term outer, inner or composite when discussing components of the outer, inner or composite verifiers. For example, an inner canonical proof is a
proof obtained from the canonical proof strategy of the inner PCPP.
We start by describing the canonical proof strategy of the composite PCPP, which consists
of two proof-piece oracles: an outer proof-piece denoted Π, and an inner proof-piece denoted
T . For any explicit input x and input oracle y with (x; y) ∈ R, the outer proof-piece is the
outer canonical proof that (x; y) ∈ R (for Vout ), and the inner proof-piece is the concatenation
(over all possible coin sequences c of the outer verifier) of the inner canonical proof that
yΠ[Ic ] satisfies Dc (for Vin ), which we denote by Tc . With these in mind, we proceed by
describing the composite verifier.
I Algorithm 3.5.1 (PCPP composition [6, Section 2.4]). The composite PCPP system has
verifier Vcomp that takes explicit input x, input oracle y, and two proof-piece oracles: an
outer proof-piece π, and an inner proof-piece τ = (τc )c , with c ranging over all possible coin
sequences of the outer verifier. It runs as follows:
1. Emulates the Sample step of the outer verifier, obtaining a coin sequence c, outer query
locations Ic and outer residual circuit Dc . (Vcomp does not issue any queries yet!)
2. Emulates the inner verifier with explicit input Dc , input oracle yπ[Ic ] and proof oracle τc .
Vcomp accepts if and only if the inner verifier accepted.
Since Algorithm 3.5.1 is the same composition used in the proof of [6, Theorem 2.7], the
composite PCPP enjoys all properties described there, and in particular it is a PCPP with
the required complexities. Canonical completeness follows from the canonical completeness
of the outer and inner verifiers, and so we turn to prove strong canonical soundness. Then,
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if Vin is smooth then Vcomp is two-piece smooth, and we may apply Lemma 2.2 to obtain
a smooth strong canonical composite PCPP for R while losing an additional factor 1/3 in
strongness.
Fix an explicit input x, input oracle y, and alleged proof-piece oracles and π and τ , where
π corresponds to the outer proof-piece and τ := (τc )c corresponds to the inner proof-piece.
If R(x) is empty then we may refer to the standard soundness analysis of the composite
PCPP, so we focus on the case that R(x) is nonempty. Let y 0 be a satisfying input that
minimizes the maximal distance between the given oracles and correct oracles; that is, the
maximum between δ(y, y 0 ), δ(π, Π) and δ(τ, T ), where Π and T are the canonical outer and
inner proof-pieces for y 0 . Denote the distance between the given oracles and the correct
oracles by δy := δ(y, y 0 ), δπ := δ(π, Π) and δτ := δ(τ, T ) = Ec [δ(τc , Tc )]. We shall show that
the verifier rejects with probability αout · αin · ∆ · max (δy , δπ , δτ )/4. The analysis considers
two cases.
Case 1: max (δy , δπ ) ≥ ∆
4 · δτ . For any fixed outer coin sequence c, the strong canonical inner
verifier rejects the circuit Dc , input oracle yπ[Ic ] and proof oracle τc with probability
αin · δ(yπ[Ic ], Sat(Dc )). The rejection probability of the composite verifier equals the
expected rejection probability of the inner verifier (over random c), therefore the composite
verifier rejects with probability at least Ec [αin · δ(yπ[Ic ], Sat(Dc ))] which, by the robust
strong canonicality of the outer verifier, is at least αout · αin · max (δy , δπ ) ≥ αout · αin ·
∆
4 · max (δy , δπ , δτ ).
Case 2: max (δy , δπ ) < ∆
4 · δτ . As a warm-up, consider the case that δy = δπ = 0. In this
case, yπ[Ic ] satisfies Dc for any outer coin sequence c. Recall that the outer verifier has
constant residual circuit distance, so all other inputs that satisfy Dc are far from yπ[Ic ],
and therefore the inner verifier’s strong canonicality implies that the composite verifier
rejects with probability Ω(δ(τc , Tc )). Taking expectation over the coin sequence c, we
have that the composite verifier rejects with probability Ω(δτ ) = Ω(max (δy , δπ , δτ )).
In the actual analysis, δy and δπ are not necessarily zero, but the general ideas of the
warm-up are still applicable: using the smoothness of the outer verifier, we can relate
Ec [δ(yπ[Ic ], δ(y 0 Π[Ic ]))] with δy and δπ . Since δy and δπ are assumed to be O(δτ ), then
for sufficiently many c’s it holds that yπ[Ic ] is close to y 0 Π[Ic ]. Then, the constant residual
circuit distance of the verifier implies that for these c’s the inner verifier rejects with
probability proportional to δ(τc , Tc ). Details follow.
We say that a fixed coin sequence c is good if yπ[Ic ] is ∆/2-close to y 0 Π[Ic ]. Strong
canonicality of the inner verifier means that the probability it rejects circuit Dc , input
oracle yπ[Ic ] and proof oracle τc is at least
αin ·

min
s∈Sat(Dc )

{max (δ(yπ[Ic ], s), δ(τc , Tc (Dc ; s)))}

The outer verifier has residual circuit distance ∆, so for good coins c, δ(yπ[Ic ], s) ≥ ∆/2
for all s ∈ Sat(Dc ) \ {y 0 Π[Ic ]}. Therefore, for good c’s, max (δ(yπ[Ic ], s), δ(τc , Tc (Dc ; s)))
is at least δ(τc , Tc ) when taking s = y 0 Π[Ic ], and is at least ∆/2 when s satisfies Dc but
differs from y 0 Π[Ic ]. Hence,
P [Vinτc (Dc ) = 0 | c good] ≥ αin · min {∆/2, δ(τc , Tc )} ≥

αin · ∆
· δ(τc , Tc )
2

(5)

Now, we show that since δy and δπ are O(δτ ), then the expected distance between
inner proofs over good c’s upper-bounds the distance between all inner proofs δτ (up
to constants). Smoothness of the outer verifier implies that sampling a random coin
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sequence c and location j in Ic is the same as uniformly sampling from [|yπ|] (as detailed
in Appendix B.2). Therefore,
δ(yπ, y 0 Π) := P [yπ[k] 6= y 0 Π[k]] = P [yπ[Ic ][j] 6= y 0 Π[Ic ][j]] = E [δ(yπ[Ic ], y 0 Π[Ic ])]
c

j,c

k

Thus,


∆
∆
∆
0
δ(yπ, y Π) ≥
· P δ(yπ[Ic ], y Π[Ic ]) >
=
· P [c ¬good]
2 c
2
2 c
0

Note that max (δy , δπ ) ≥ δ(yπ, y 0 Π), so by the assumption that max (δy , δπ ) < ∆ · δτ /4
we have that δτ /2 ≥ P [c ¬good]. In addition,
δτ = E [δ(τc , Tc )] ≤ E [δ(τc , Tc ) | c good] · P [c good] + P [c ¬good]
c

c

c

c

Which implies
E [δ(τc , Tc ) | c good] · P [c good] ≥ δτ /2
c

c

(6)

Using Equations (5) and (6), the probability that the composite verifier rejects the given
input and proof is at least
E [P [Vinτc (x) = 0] | c good]·P [c good] ≥
c

c

αin · ∆
αin · ∆
·E [δ(τc , Tc ) | c good]·P [c good] ≥
·δτ
c
c
2
4

If Vin is a strong canonical robust PCPP, then we note that the lower bounds on the
rejection probability hold for the expected distance of the bits read from (yπ[Ic ], τc ) from
satisfying Vcomp ’s residual circuit.15 As for residual circuit distance: any two strings satisfying
the composite residual circuit satisfy the inner residual circuit, so the residual circuit distance
of the inner verifier is inherited by the composite verifier.
J

3.3

Composing the construct of Theorem 1.12

Now that we know how to compose PCPPs, let’s talk about which PCPPs we compose. For
now, we postulate two smooth strong canonical (R)PCPPs of certain complexities and reckon
that their composition yields a PCPP of logarithmic randomness and constant queries (their
actual construction and analysis constitutes the rest of this work).
I Proposition 3.6 (Hadamard-based PCPP). There exists a smooth strong canonical PCPP
for CircuitVal of quadratic randomness and constant query complexities.
I Proposition 3.7 (Reed–Muller-based RPCPP). There exists a smooth strong canonical
robust PCPP for CircuitVal of logarithmic randomness complexity, polylogarithmic decision
complexity, and constant residual circuit distance.
As in [2, 6], the Reed–Muller-based RPCPP is composed with itself to obtain a smooth
strong canonical RPCPP of logarithmic randomness complexity, poly log log decision complexity and constant residual circuit distance. The resulting RPCPP is then composed (as
an outer verifier) with an inner Hadamard-based PCPP to obtain a smooth strong canonical
PCPP of logarithmic randomness and constant query complexities, proving Theorem 1.12.
15

To transform the multi-piece robust PCPP to a single-piece robust PCPP, we note that Lemma 2.2
holds for robust PCPPs as well: for strong canonicality, rather than analyzing the rejection probability
of the verifier, we can analyze the expected distance from being accepted by the verifier (using exactly
the same reasoning).
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The Hadamard-based smooth strong canonical PCPP

We now turn to the actual construction of smooth strong canonical PCPPs, starting with
the Hadamard-based PCPP of [2, Section 4] as presented in [20, Chapter 4].

4.1

Algebrization and the Hadamard code

A circuit and its input can be expressed as a system of quadratic equations and an assignment,
such that the input satisfies the circuit if and only if the assignment satisfies the equation
system. The Hadamard-based PCPP verifier capitalizes on this fact, with the proof for an
input consisting of the truth tables of evaluations of all (linear and) quadratic equations
on the assignment corresponding to the input. First, let’s take a more detailed look at this
correspondence, which is sometimes called an algebrization of the combinatorial problem of
circuit valuation to the algebraic problem of quadratic equation valuation.
I Definition 4.1 (Computational extension). Let C be a circuit of size n with n0 input gates
and let y ∈ {0, 1}n0 . The computational extension of y w.r.t C is the string corresponding to
the values output by each gate of C when computing y, and is denoted yC ∈ {0, 1}n . That is,
yC [i] is the output of the ith gate of C when computing input y. Assuming wlog that the first
n0 gates of C are its input gates, it holds that y = yC [1] · · · yC [n0 ].
I Definition 4.2 (Outer product). The outer product of vectors u, v ∈ {0, 1}n , denoted u ⊗ v,
is the n2 dimensional vector obtained by “flattening” the n × n matrix whose entry in the ith
column and jth row is u[i] · v[j]. That is, u ⊗ v[(i − 1)n + j] := u[i] · v[j] for all i, j ∈ [n].
I Proposition 4.3. There exists a polynomial-time computable mapping that maps circuit C
of size n with m input bits to an n × n2 matrix AC and vector bC ∈ {0, 1}n such that input
y ∈ {0, 1}m satisfies C if and only if yC ∈ {0, 1}n satisfies AC (yC ⊗ yC ) = bC .
Proof sketch. Let C be a circuit of size n that has n0 input gates. The reduction computes
2
b ∈ {0, 1}n and a1 , . . . , an ∈ {0, 1}n according to Table 1, and lets AC be the matrix whose
ith row is ai .
J
2

Table 1 Mapping of gates to equations. ei,j ∈ {0, 1}n is all zeroes except for coordinate
(i − 1)n + j.
Gate

First input gate

Second input gate
k

i

Gate type
AND

Reduction output
ai := ei,i + ej,k
bi := 0

j
OR

ai := ei,i + ej,j + ek,k + ej,k
bi := 0

NOT

ai := ei,i + ej,j
bi := 1

OUTPUT

ai := ei,i
bi := 1

INPUT

ai := 0
bi := 0
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The Hadamard encoding of a string y ∈ {0, 1}n is the evaluation of all linear equations
(over F2 ) on n variables on the assignment y. Formally,
I Definition 4.4. The Hadamard encoding of a vector y ∈ {0, 1}n is the function
Pn
Hady : {0, 1}n → {0, 1} given by Hady (z) := y · z = i=1 y[i]z[i] mod 2.
Recall some useful facts about this encoding:
I Fact 4.5. For all n ∈ N:
Distance. A function f : {0, 1}n → {0, 1} is linear if and only if there exists y ∈ {0, 1}n such
that f = Hady . For all y 6= y 0 it holds that δ(Hady , Hady0 ) = 1/2, associating Hady with
its 2n -bit-long truth table. That is to say that the Hadamard code has relative distance
1/2.
Strong Testability. Consider a test that given f : {0, 1}n → {0, 1} uniformly samples x, x0 ∈
{0, 1}n and accepts if and only if
f (x) + f (x0 ) = f (x + x0 )
As shown in [9], if f is δ-far from all Hadamard codewords then the test rejects with
probability at least min (δ/2, 1/6). Note that the test makes three queries to f and tosses
2n random coins.
Self-correction. Consider a self-correction procedure that given f : {0, 1}n → {0, 1} and
x ∈ {0, 1}n , uniformly samples r ∈ {0, 1}n and outputs f (x + r) − f (r). It holds that if
f is δ-close to the Hadamard codeword fe then for all x the procedure outputs fe(x) with
probability at least 1 − 2δ. Note that the procedure makes two queries to f and tosses n
random coins.

4.2

The PCPP and its analysis

I Algorithm 4.6 (The Hadamard-based PCPP [2]). The canonical proof-piece strategies
of circuit C and satisfying input y are the Hadamard encodings of yC and yC ⊗ yC (the
computational extension of y, and the outer product of the latter with itself, respectively).
That is, Π1 (C; y) := HadyC and Π2 (C; y) := HadyC ⊗yC . The verifier takes explicit input C
and is given access to input oracle y and alleged proof-piece oracles π1 and π2 . It performs
the following tests, and accepts if and only if all of them passed:
1. Strong codeword checks. Perform the strong codeword test of Fact 4.5 on both π1 and π2 .
2. Oracle-oracle consistency check: Check that the assignment allegedly encoded by π2 is
the outer product of the assignment allegedly encoded by π1 ; that is, uniformly sample
u, v ∈ {0, 1}n and check that π1 (u)π1 (v) = π2 (u ⊗ v), using self-correction on π2 .
3. Satisfaction check. Compute the quadratic equation system (AC , bC ) corresponding to
circuit C via Proposition 4.3, and check that the assignment allegedly encoded by π2
satisfies the quadratic equation system (AC , bC ) by checking that it satisfies a random
linear combination of equations; that is, uniformly sample w ∈ {0, 1}n and check that
π2 (w> AC ) = HadbC (w), using self-correction on π2 . Note that the verifier computes AC
and HadbC based only on the circuit C, which is given explicitly.
4. Oracle-witness consistency check. Check that π1 encodes the computational extension of
y; that is, uniformly sample i ∈ [m] and check that y[i] = π1 (ei ) using self-correction on
π1 , where ei ∈ {0, 1}m is the unit vector 0i−1 10n−i .
It is known that Algorithm 4.6 is a PCPP for CircuitVal with polynomial randomness
complexity and constant query complexity (see [2] or later reformulation in [20, Section 4.1]).
It is smooth (as a two-piece PCPP), as only a single uniformly random location of y is queried,
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and locations queried in π1 and π2 are all uniformly random. We show that it is strong
canonical, and can therefore be transformed into a single-piece smooth strong canonical
PCPP for CircuitVal using Lemma 2.2, thereby proving Proposition 3.6.
Proof. Fix circuit C, input oracle y and proof-piece oracles π1 and π2 . We show that the
verifier rejects with probability at least
5
· min {max (δ(y, y 0 ), δ(π1 , Π1 (C; y 0 )), δ(π2 , Π2 (C; y 0 )))}
72 y0 ∈Sat(C)

(7)

where Sat(C) denotes the set of satisfying inputs of C.
Let π
f1 and π
f2 be the Hadamard codewords closest to π1 and π2 respectively. Let
ze ∈ {0, 1}n and Ze ∈ {0, 1}n×n be the decodings of π
f1 and π
f2 respectively, so that π
f1 = Hade
z
and π
f2 = HadZe. Fact 4.5 implies that if π1 or π2 are 1/12-far from π
f1 or π
f2 (respectively)
then one of the linearity tests reject with probability at least 1/24. Hence, we may assume
max (δ(π1 , π
f1 ), δ(π2 , π
f2 )) ≤ 1/12. Let ye be the n0 -bit-long prefix of ze, which corresponds to
the values ze gives to the input gates of C.
We start by reckoning that if π
f1 , π
f2 aren’t the canonical proof-pieces for (C; ye) then
rejection occurs with high probability, and then show that if they were the canonical proofpieces then the oracle-witness consistency check (resp. strong codeword check) rejects
the input oracle (resp. proof-piece oracles) with probability proportional to δ(y, ye) (resp.
f1), δ(π2 , π
max (δ(π1 , π
f2 ))).
Observe that π
f1 , π
f2 are the canonical proof-pieces of (C; ye) if and only if the following
conditions hold:
ye satisfies the circuit C. (Otherwise, ye has no canonical proof.)
π
f1 is the Hadamard encoding of the computational extension of ye, denoted yeC .
π
f2 is the Hadamard encoding of yeC ⊗ yeC .
By Proposition 4.3, we have that π
f1 , π
f2 are the canonical proof-pieces of (C; ye) if and only if
e
Z = ze ⊗ ze and ze satisfies the equation system (AC , bC ). With this observation in mind, we
examine the following cases.
Case 1: π
f1 , π
f2 are not the canonical proof-pieces of ye.
We claim that rejection occurs with high probability. Indeed, by the foregoing observation,
one of two sub-cases must hold:
e 6= ze ⊗ ze.
Case 1.1: Z
In this case, oracle-oracle consistency check rejects with high probability: The inequation π
f1 (u)e
v 6= π
f2 (u ⊗ v) holds for at least a quarter of possible u, v ∈ {0, 1}n ,16 therefore π1 (u)π1 (u) 6= π
f2 (u ⊗ v) with probability at least 1/4−2·δ(π1 , π
f1 ) ≥ 1/12. The selfcorrected query to π2 gives the value of π
f2 with probability 1−2·(δ(π2 , π
f2 )) ≥ 5/6, so we
have that π1 (u)π(v) =
6 π2 (u ⊗ v) occurs with probability at least (1/12) · (5/6) = 5/72.
e = ze ⊗ ze but ze does not satisfy the quadratic equation system (AC , bC ).
Case 1.2: Z
In this case, it is the satisfaction check that rejects with high probability: By Proposition 4.3 it holds that AC Ze 6= bC , and notice that HadZe(w> AC )(w) = HadA Ze(w)
C
for all w ∈ {0, 1}n . Therefore, the inequation π
f2 (w> AC )(w) 6= HadbC (w) holds with
probability 1/2 over the choice of a uniformly random w, as the Hadamard code has
relative distance 1/2. Accounting for a single self-corrected query, the satisfaction test
rejects with probability at least (1/2) · (1 − 2δ(π2 , π
f2 )) ≥ 5/12.
16

This follows from the fact that for two distinct n × n matrices A and B, the inequation u> Av 6= u> Bv
for at least a quarter of all possible u, v ∈ {0, 1}n .
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Case 2: π
f1 , π
f2 are the canonical proof-pieces of ye.
In particular, ye is a satisfying input for circuit C. By definition of the Hamming
distance and accounting for self-correction, the oracle-witness test rejects with probability
δ(y, ye)(1 − 2δ(π1 , π
f1 )) ≥ 5δ(y, ye)/6. Additionally the linearity tests reject with probability
greater than both δ(π1 , π
f1 )/2 and δ(π2 , π
f2 )/2. All in all, in this case the verifier rejects
with probability at least


5
1
1
max
· δ(y, ye), · δ(π1 , π
f1 ), · δ(π2 , π
f2 ) ≥
6
2
2
5
· min {max (δ(y, y 0 ), δ(π1 , Π1 (C; y 0 )), δ(π2 , Π2 C; y 0 ))}
72 y0 ∈Sat(C)
where the inequality is justified by the fact that ye satisfies circuit C (however it does not
necessarily minimize the expression on the right hand side).
J

5

The Reed–Muller-based smooth strong canonical robust PCPP

The construction of the Reed–Muller-based RPCPP is more involved than that of the
Hadamard-based PCPP. We follow its presentation in [20, Part 1] (a reorganization of [6]),
noting that some components mentioned therein appeared in prior works (for example [3, 2]).
We find this presentation appealing as it breaks the construction down to four bite-sized steps.
Essentially, we prove that the first step yields a PCPP that is smooth and strong canonical,
and that the transition between each step preserves smoothness and strong canonicality.
Along the way, we will also keep track of the residual circuit distance (see Definition 3.4)
and observe that it is constant.
So how do we go about proving this? First, it’s worth noting that the intermediate PCPPs
are multi-piece and, more importantly, issue queries to oracles of larger, non-binary alphabets.
Don’t worry, eventually (Section 5.4) we show how to reduce alphabet size back to binary,
and of course our old friend Lemma 2.2 will reduce the number of pieces to one.17 Anyways,
the first step is constructing a smooth and strong canonical RPCPP for the algebraic problem
of determining whether a function is a low-degree polynomial that is identically zero on a
subcube (Section 5.1). This problem is closely related to circuit satisfiability: fixing a circuit,
inputs can be encoded in a way such that the input satisfies the circuit if and only if its
encoding is Zero on Subcube. Section 5.2 capitalizes on this to derive an RPCPP for the
problem of circuit satisfiability, which is then transformed to an RPCPP for CircuitVal by
adding a consistency test (Section 5.3).

PCPPs over larger alphabets
Though the final result of this section is a (Boolean) smooth and strong canonical RPCPP,
the PCPPs used along the way are non-Boolean, meaning that their queries are answered
not with bits but with elements of an alphabet of larger size. Furthermore, the intermediate
multi-piece PCPPs may have different alphabets for different pieces.
So far, we did not explicitly mention which alphabet was used (indeed, it was always
binary) so the previously introduced notions and definitions need not be changed, except for
replacing relative Hamming distance with the generalized relative Hamming distance.
17

As in Section 3, to transform the multi-piece robust PCPP to a single-piece robust PCPP we note that
Lemma 2.2 holds for robust PCPPs as well: for strong canonicality, rather than analyzing the rejection
probability of the verifier, we can analyze the expected distance from being accepted by the verifier (using
exactly the same reasoning exactly).
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I Definition 5.1 (Generalized relative Hamming metric). Fix sets Σ1 , . . . , Σk and let x =
(x1 , . . . , xk ) and y = (y1 , . . . , yk ) such that xi , yi ∈ Σi for all i ∈ [k]. The generalized
(relative) Hamming distance between x and y is the fraction of locations in which x and y
differ, that is δ(x, y) := Pi [xi 6= yi ] for a uniformly random i ∈ [k].
Note that some of the sets Σ1 , . . . , Σk may not be distinct. In particular, if Σ1 = · · · = Σk ,
then the generalized relative Hamming distance coincides with the relative Hamming distance
as defined way back in Section 1.1.1.
I Remark 5.2. A letter in the alphabet Σi can be represented by log |Σi | bits. However,
the size of Σi is (deliberately) not accounted for in the generalized Hamming distance,
therefore the generalized Hamming distance between x and y is not necessarily the same as
the Hamming distance between the binary representation of x and y (in which xi and yi are
each replaced with log |Σi | bits for each i ∈ [k]).
All distances referred to in Section 5 are in the generalized Hamming metric.

5.1

A smooth strong canonical RPCPP for Zero on Subcube

In this section we follow [20, Section 5.3.2] in constructing an RPCPP for the algebraic
problem of determining whether a function is (close to) a low-degree polynomial that is
identically zero on a subcube (formalized in Definition 5.9). Before we turn to the main
construction, we present a generalization of a property tester for low-degree polynomials to
sequences (vectors) of functions, which will be used in the RPCPP construction. Specifically,
given oracle access to a function f : Fm → Fk , we test whether it is close to a sequence
(vector) of k low-degree polynomials (see Definition 5.3 quoted below).
I Definition 5.3 (Vector-valued low-degree polynomial). A function f : Fm → Fk is a vectorvalued multivariate polynomial of degree at most d if for all i ∈ [k] the projection of f to the
ith coordinate is a multivariate polynomial of (total) degree at most d, where the projection of
f to the ith coordinate is denoted fi : Fm → F and defined by fi (x) := f (x)i for all x ∈ Fm .
The distance between such vector-valued functions is measured according to the generalized
Hamming metric of Definition 5.1; that is, f : Fm → Fk is δ-far from being a low-degree
vector-valued polynomial if Px [f (x) 6= fe(x)] > δ for any vector-valued polynomial fe of degree
at most d. We stress that f (x) 6= fe(x) when there exists i such that fi (x) 6= fei (x).
Recall that the line L through Fm with intercept x ∈ Fm and slope h ∈ Fm is the set of
points L := {x + ih : i ∈ F}. A uniformly random line (through Fm ) is obtained by sampling
x, h ∈ Fm uniformly at random and letting L be the line with slope h and intercept x.
Throughout this section we will use f [L] to denote the restriction of f to the line L.
I Algorithm 5.4 (PL-VLDT). The point-line vector-valued low-degree test (PL-VLDT) is
given access to an oracle f : Fm → Fk and a “lines” proof oracle g that maps line L to
vector-valued univariate polynomial gL : L → Fk of degree at most d. It samples a uniformly
random line L through Fm and uniformly random point x ∈ L, and accepts if and only if
f (x) = gL (x).
PL-VLDT uses 2m log |F | random coins and makes a single query to each of its two
oracles. Its soundness proof is due to Oded Goldreich and Madhu Sudan and can be found
in Appendix C. We quote the relevant proposition:
I Proposition 5.5 (Proposition C.4). Assuming |F| > 25k, if the input oracle f : Fm → Fk is
δ-far from being a vector-valued polynomial of degree at most d then for any lines oracle g,
PL-VLDT rejects f and g with probability at least δ/40.
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We will use a variant of PL-VLDT that has higher query complexity, but does not require
an auxiliary “lines” oracle; instead, it queries f on an entire line. As shown in Proposition 5.7,
this test has robust soundness, meaning that the expected distance of answers to its queries
from agreeing with a univariate low-degree polynomial (and therefore being accepted by the
test) is proportional to the distance of the input function from being low-degree.
I Algorithm 5.6 (VLDT). The vector-valued low-degree test is given explicit inputs F, m
and d and access to an input oracle f : Fm → Fk . It samples a uniformly random line L
through Fm , queries f on all points in L, and accepts if and only if the obtained values
(describing the restriction of f to L) agree with a univariate vector-valued polynomial of
degree at most d.
Algorithm 5.6 uses 2m log |F| random coins and makes |F| queries to its input. Its robust
soundness is asserted in Proposition 5.7.
I Proposition 5.7. Assuming |F| > 25k, if the input f is δ-far from being a vector-valued
polynomial of degree at most d, then the expected distance of answers to the queries of VLDT
from agreeing with a univariate low-degree polynomial (and therefore being accepted by the
test) is at least β · δ, for β = 1/40.
Proof. Given a function f , we define a lines oracle g that assigns each line L the (univariate,
vector-valued) low-degree polynomial gL closest to f [L]. By definition, when line L is sampled
by VLDT, the distance of answers received from f (namely f [L]) from being accepted is
δ(f [L], gL ). On the other hand, PL-VLDT rejects input oracle f and the lines oracle
g := (gL )L with probability EL [Px∈L [f (x) 6= gL (x)]] = EL [δ(f [L], gL )] which, invoking
Proposition 5.5, is at least δ/40. Therefore, the expected distance of the answers that VLDT
receives from being accepted is at least δ/40.
J
Finally, we recall a basic and important property of low-degree polynomials.
I Fact 5.8 (The Schwartz-Zippel Lemma). For any finite field F and integers m and d, if
P : Fm → F is a nonzero polynomial of degree at most d, then Px [P (x) = 0] ≤ d/|F| for
x ∈ Fm sampled uniformly at random.
With these tools in hand, the construction can commence. We analyze the smoothness
and strongness of a robust PCPP for Zero on Subcube [20, Section 5.3.2], an algebraic
analogue of CircuitVal, starting with a formal definition of this property.
I Definition 5.9 (ZoS). Fix a finite field F, positive integers m and d and set H ⊆ F. A
degree d polynomial f : Fm → F is Zero on the Subcube H m ( Zero on Subcube for short) if its
restriction to H m is identically 0. We denote the set of all Zero on the Subcube polynomials
by ZoS(F, m, d, H). When the parameters are obvious from context, the shorthand ZoS is
used instead.
We quote a useful characterization of Zero on Subcube polynomials that gives rise to a
natural robust PCPP for the set ZoS.
I Fact 5.10 ([20, Proposition 5.3.4]). For any field F, positive integers m and d and set
H ⊆ F, a polynomial f : Fm → F of degree at most d is zero on the subcube H m if and only
if there exists a sequence of polynomials P1 , . . . , Pm : Fm → F each of degree at most d, and
a sequence of polynomials Q1 , . . . , Qm : Fm → F each of degree at most d − |H|, such that
for all x1 , . . . , xm ∈ F and i ∈ [m]:
Pi−1 (x1 , . . . , xm ) = η(xi ) · Qi (x1 , . . . , xm ) + Pi (x1 , . . . , xm )
Pm (x1 , . . . , xm ) = 0

(8)
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where P0 := f , and η is a univariate polynomial of degree |H| that vanishes on H which we
Q
define by η(x) := h∈H (x − h).
The vector-valued polynomials P = (P1 , . . . , Pm ) and Q = (Q1 , . . . , Qm ) are called the
division witnesses of f .18
I Algorithm 5.11 (ZoS-RPCPP). The canonical proof-pieces for f ∈ ZoS are the division
witnesses of f , denoted P (f ) := (P1 (f ), . . . , Pm (f )) and Q(f ) := (Q1 (f ), . . . , Qm (f )), as
guaranteed by Fact 5.10. For input field F, dimension m and degree d, given oracle access
to input f : Fm → F and proof-pieces p : Fm → Fm and q : Fm → Fm , the verifier samples
a random line L through Fm , queries f , p and q on each point in L, and performs the
following checks:
1. Low-degree checks. Check that the restrictions of f and p to the line L, denoted f [L] and
p[L], are vector-valued univariate polynomials of degree at most d.19 Check that q[L] is
a vector-valued univariate polynomial of degree at most d − |H|.
2. “Unbundle” the answers received from p and q to obtain pi (x) and qi (x) for each i ∈ [m]
and x ∈ L. Check the following:
a. Division checks. For each i ∈ [m] and (x1 , . . . , xm ) ∈ L, check that
pi−1 (x1 , . . . , xm ) = η(xi ) · qi (x1 , . . . , xm ) + pi (x1 , . . . , xm )
where p0 := f , and η is a univariate polynomial of degree |H| that vanishes on H,
Q
defined η(x) := h∈H (x − h).
b. Identity check. For each (x1 , . . . , xm ) ∈ L, check that
pm (x1 , . . . , xm ) = 0
The verifier accepts if and only if all the above checks passed.
ZoS-RPCPP is piecwise-smooth, makes |F| queries to each of its three oracles and uses
2m log |F| random coins. Its residual circuit distance (Definition 3.4) is 1/2 as any satisfying
input to its residual circuit is composed of three univariate polynomials of degree at most d,
each occupying a third of the input. As such, any two different satisfying inputs agree on at
most a 2/3 · d/|F| ≤ 1/2 fraction of locations.
I Lemma 5.12. Suppose ZoS-RPCPP is given field F and degree d such that 1 − β ≥ 4d/|F|,
and access to oracles f , p and q. Then the expected distance (over a random line) of the
answers to ZoS-RPCPP’s queries from being accepted is at least
β
·
min
{max (δ(f, f 0 ), δ(p, P (f 0 )), δ(q, Q(f 0 )))}
12 f 0 ∈ZoS(F,m,d,H)

(9)

where β is the constant of Proposition 5.7, and P (f 0 ) and Q(f 0 ) are the canonical proof-pieces
of f 0 as described in Algorithm 5.11.
Proof. Fix input oracle p0 := f : Fm → F and proof oracles p = (p1 , . . . , pm ) and q =
(q1 , . . . , qm ) with pi , qi : Fm → F. Let fe and pe be the vector-valued polynomials of degree at
most d closest to f and p, and qe be the polynomial of degree at most d − |H| closest to q.
Let pei and qei be the projections of p and q to their ith coordinate. Note that p0 := f and so
pe0 := fe.
We start by showing that unless fe is Zero on Subcube and pe, qe are its canonical proof-pieces,
then the expected distance is Ω(1).
18

This ad-hoc term alludes to the proof of Fact 5.10: an iterative process that starts with the polynomial
f = P0 , and in the ith iteration divides Pi−1 by η(xi ) to obtain quotient Qi and remainder Pi .
19
Indeed the term “vector-valued” is degenerate for f : Fm → F as its range is one-dimensional.
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Case 1: Either f , p or q are 1/4-far from fe, pe or qe. Assume wlog that p is 1/4-far from
pe. By Proposition 5.7, the expected distance of p[L] from a univariate polynomial of
degree at most d is at least β/4. However the answers of p are just a third of the answers
received by all oracles, so the expected distance of (f [L], p[L], q[L]) from satisfying the
low-degree checks is at least 13 · β4 .
Case 2: f , p and q are close to low-degree polynomials that do not satisfy Equation (8); that
is, f , p and q are 1/4-close to fe, pe and qe but for some i it holds that pg
ei and qei don’t
i−1 , p
satisfy Equation (8). By Fact 5.8, either pg
,
p
e
or
q
e
do
not
satisfy
Equation
(8) on at
i−1
i
i
m
least a fraction of 1 − d/|F | of points in F . Since pi−1 , pi and qi are 1/4-close to pg
i−1 ,
pei and qei respectively,20 then pi−1 , pi and qi do not satisfy Equation (8) on at least a
fraction of 1 − d/|F| − 3/4 = 1/4 − d/|F| points in Fm . Therefore the expected distance of
(f [L], p[L], q[L]) from satisfying the division checks is at least 1/3 · (1/4 − d/|F|) ≥ β/12.
Case 3: pm is 1/4-close to pf
f
m but p
m 6≡ 0. By Fact 5.8, pm (x) 6= 0 on at least a fraction of
1/4 − d/|F| of points x ∈ Fm . As the answers of p are a third of the answers received by
all oracles, the expected distance of (f [L], p[L], q[L]) from satisfying the identity check is
at least 1/3 · (1/4 − d/|F|) ≥ β/12.
If all three previous cases are are false, then the input oracle is close to a Zero on Subcube
polynomial, and the given proof-piece oracles are close to the canonical proof-pieces for that
polynomial. These proof-pieces are low-degree polynomials, therefore the distance of the
given oracles from proving that the input is Zero on Subcube is exactly their distance from
being low-degree polynomials (similarly, the distance of the input from being Zero on Subcube
is its distance from being low-degree), and VLDT rejects with probability proportional to
this distance. Details follow.
As we said, in this case fe is zero on the subcube H m , and pe, qe are its canonical proofpieces. Since δ(f, fe) < 1/4 then fe is the only low-degree polynomial 1/4-close to f , and since
fe ∈ ZoS it must be that fe is function from ZoS(F, m, d, H) closest to f . We conclude the
proof by showing that the expected distance of all answers from satisfying is greater than
Expression 9: Assume that δ(q, qe) maximizes Expression 9. The expected distance of answers
to queries made by VLDT to oracle q from satisfying is at least β · δ(q, qe). But as the answers
of q account for a third of the all answers received, we have that the expected distance of all
answers on a random line from satisfying is at least β · δ(q, qe)/3 = β · δ(q, Q(fe))/3. If f or p
maximized Expression 9 then similar arguing gives the required result.
J

5.2

A smooth strong canonical RPCP for CircuitSat

To construct a robust PCP for CircuitSat, we first recall an algebrization (i.e. algebraic
description) of circuits and their inputs such that an input satisfies the circuit if and only if
an encoding of the input is zero on a certain (fixed) subcube.
I Definition 5.13 (Low-degree extension). Let z : H m → F. The low-degree extension of z to
Fm is the unique polynomial zb : Fm → F of degree at most m|H| that agrees with z on H m .21
20
21

Indeed, notice that δ(pi , pei ) ≤ δ(p, pe) for all i ∈ [m] and similarly for q and qe.
We will only use the uniqueness and low-degree properties of the extension, but if you insist, know that
it is given by

b
z (x) :=

X
h∈H m

z(h) ·

Y
i∈[m]
h0 ∈H\{hi }

xi − h0
hi − h0
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We loosely summarize the algebrization of [20, Section 5.4.1]. A circuit C of size n is
associated with a function C 0 : [n]3 × {0, 1}3 → {0, 1} such that C 0 (i1 , i2 , i3 , b1 , b2 , b3 ) = 1 if
and only if assigning gates i1 , i2 and i3 the values ¬b1 , ¬b2 and ¬b3 necessarily results in
an invalid or unsatisfying computation of the circuit. The interested reader is referred to
[20] for a formal definition of these,22 and we will describe them by example: if gate 5 is the
output gate of C then C 0 (5, 1, 2, 1, 0, 0) = 1 because (by definition) a satisfying computation
does not have the output gate outputting the value 0. As another example, suppose that the
7th gate is an OR gate taking input from gates 2 and 4, then C 0 (2, 4, 7, 1, 1, 0) = 1 because in
a valid computation an OR gate taking two 0 inputs cannot output 1.
So, C 0 indicates when an assignment to C’s gates results in an invalid or unsatisfying
computation. Thus for any alleged computational extension z (see Definition 4.1), the product
F 0 = C 0 (i1 , i2 , i3 , b1 , b2 , b3 ) · (z[i1 ] − b1 )(z[i2 ] − b2 )(z[i3 ] − b3 ) will be zero if and only if z is
a computational extension of a satisfying input. Another key observation is that replacing
b and z by its low-degree extension zb results in a product F
C 0 by its low-degree extension C
that has low-degree. Conversely, F is Zero on Subcube (and in particular low-degree) only if
z was a satisfying assignment.
We refer the reader to [20, Section 5.4.1] for a deeper discussion, which is summarized in
the following statement.
I Fact 5.14 (Algebrization of CircuitSat). There exists a polynomial reduction that maps
b : F3m+3 → F of degree at most d where m :=
a circuit C of size n to a polynomial C
b
log n/ log log n, H := [n1/m ], d = (3m + 3)|H| and |F| = O((d + 3m|H|)3 ), such that C
satisfies the following:
For any e : Fm → F, let FC,e : F3m+3 → F be given by
b 1 , . . . , x3m+3 ) · (e(x1 , . . . , xm ) − x3m+1 )
FC;e (x1 , . . . , x3m+3 ) :=C(x
· (e(xm+1 , . . . , x2m ) − x3m+2 ) · (e(x2m+1 , . . . , x3m ) − x3m+3 )
Then, for any polynomial e : Fm → F of degree at most m|H|, the function FC;e is
identically zero on H 3m+3 if and only if e is the low-degree extension of a computational
extension of an assignment that satisfies C.
I Algorithm 5.15 (CircuitSat-RPCP). For any circuit C and satisfying input y the
canonical proof consists of four pieces: the low-degree extension of the computational
extension of y denoted yc
as defined in Fact 5.14, followed by the
C , the polynomial FC;yb
C
proof-pieces (for ZoS-RPCPP) that FC;ybC is zero on the subcube H 3m+3 , namely its division
witnesses (of Fact 5.10) denoted P (C; y) and Q(C; y). Given explicit access to circuit C of
0
0
0
0
0
size n, and oracle access to e : Fm → F, f : Fm → F, p : Fm → Fm and q : Fm → Fm
where |F| = O((d + 1m|H|)3 ) and m0 := 3m + 3, the verifier samples a uniformly random
0
line L0 through Fm and performs the following checks:
1. Zero on Subcube check. Check that f is a polynomial of degree at most d0 that is zero on
0
the subcube H m using ZoS-RPCPP with the random line L0 , p and q as its proof-piece
oracles, and with d0 := m0 |H| and H = [n1/m ].
2. Low-degree check. Check that e is a polynomial of degree at most d using VLDT where
d = m|H|, with the projection of L0 onto its first m coordinates used as the random line.
That is, check that {e(x1 , . . . , xm ) : (x1 , . . . , xm , . . . , xm0 ) ∈ L0 } agrees with a univariate
polynomial of degree at most d.

22

In [20] these notions are both referred to as invalid configurations.
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3. Satisfaction check. For each x = (x1 , . . . , xm0 ) ∈ L0 , check that
b 1 , . . . , x3m+3 ) · (e(x1 , . . . , xm ) − x3m+1 )
f (x1 , . . . , x3m+3 ) :=C(x

(10)

· (e(xm+1 , . . . , x2m ) − x3m+2 ) · (e(x2m+1 , . . . , x3m ) − x3m+3 )
b is as guaranteed by the algebrization of CircuitSat (Fact 5.14).
where C
The verifier accepts if and only if all the above checks passed.
CircuitSat-RPCP tosses m0 log |F| = O(m log |F|) random coins. It issues a total of
6|F| queries to all of its oracles. Namely, for each x ∈ L0 it issues the following queries:
f (x), p(x), q(x), e(x1 , . . . , xm ), e(xm+1 , . . . , x2m ), e(x2m+1 , . . . , x3m )
It has constant residual circuit distance (Definition 3.4), as any answer string that satisfies
its decision circuit consists of 6 univariate low-degree polynomials, each composing a sixth of
the entire string. Thus, two different strings satisfying its decision circuit agree on at most a
5
d
6 · |F| ≤ 1/2 fraction of locations.
I Lemma 5.16. Suppose CircuitSat-RPCP is given satisfiable circuit C and access to
0
0
0
proof-piece oracles e : Fm → F, f : Fm → F, and p, q : Fm → Fm , with 1 − β ≥ 5d0 /|F|
where β is the constant of Proposition 5.7. Then the expected distance of the answers to
CircuitSat-RPCP’s queries from satisfying is at least
n
 
 

o
β
0
0
0 , δ f, F
· 0 min
max δ e, yc
,
δ(p,
P
(C;
y
)),
δ(q,
Q(C;
y
))
(11)
0
C
C;yb
30 y ∈Sat(C)
C
0
0
0
where Sat(C) denotes the set of satisfying inputs of C, and yc
C , FC;yb0 , P (C; y ) and Q(C; y )
C
are the canonical proof-pieces of y 0 as described in Algorithm 5.15.

Proof. Fix circuit C and oracles e, f , p and q. Let ee be the closest polynomial to e of degree
at most d, and let fe, pe, qe, pei and qei be the closest low-degree polynomials (as in Lemma 5.12).
Consider the following cases:
Case 1: Either of the oracles are 1/5-far from their closest low-degree polynomial. By
Proposition 5.7, at least β/5 of the points read on a random line must be changed in
order to satisfy VLDT. The answers to queries made by the low-degree checks (either of
Step 2 or Step 1) make up for at least a sixth of the all answers received, therefore the
expected distance of all received answers from satisfying is at least β/30.
Case 2: All oracles are 1/5-close to low-degree polynomials, but pe, qe are not the canonical
proof-pieces (for ZoS-RPCPP) that fe is Zero on Subcube. Just like in the proof of
Lemma 5.12, the answers to queries made in Step 1 are β/5-far from satisfying. These
answers are a half of answers to all queries, therefore the expected distance of all received
answers from satisfying is at least β/10.
Case 3: All oracles are 1/5-close to low-degree polynomials, but ee and fe do not satisfy
Equation (10). Then the expected number of points (on a random line) on which e and f
violate Equation (10) is at least 1 − d0 /F − 4 · 1/5 = 1/5 − d0 /F, which is larger than β/5.
Since the answers to queries made in Step 3 make up for at least two-thirds of answers to
all queries, the expected distance of all answers from satisfying is at least 2β/15.
If all of the above are false, then the given oracles are close to proof-pieces proving that C is
satisfiable. These proof-pieces are low-degree polynomials, therefore the distance of the given
oracles from proving that C is satisfiable is exactly their distance from being low-degree, and
VLDT rejects with probability proportional to this distance. Details follow.
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In this case, ee is a low-degree extension of a computational extension of a satisfying
assignment to C, and fe, pe and qe are its canonical proof-pieces. Since δ(e, ee) < 1/5 then
0
0
ee is the only low-degree polynomial 1/5-close to e, so it must be that ee = yc
C (where y is
the minimizer of Expression 11). Assume that q maximizes Expression 11. The expected
distance of answers to queries made by VLDT to q from satisfying is at least β · δ(q, qe). But
as the answers of q account for a sixth of all answers received, the expected distance of all
answers from satisfying is at least βδ(q, qe)/6. If the maximizers were e, f or p the claim
follows using similar reasoning.
J

5.3

A smooth strong canonical RPCPP for CircuitVal

In this section we transform CircuitSat-RPCP to an RPCP of proximity for CircuitVal.
The RPCPP is constructed by (additionally) testing consistency of the input oracle (an
allegedly satisfying input to the circuit) with the proof-piece oracle corresponding to the
alleged low-degree extension of its computational extension (see Definition 4.1). Low degree
extension is systematic, in the sense that the extended function is embedded in its extension,
so consistency may be checked by testing that the input oracle agrees with the systematic
part of its alleged low-degree extension on a uniformly random location. However, the
systematic part of the proof-piece oracle is only a tiny fraction of it (as n = o(|Fm |)), so a
particularly nasty proof-piece oracle could be close to an arbitrary low-degree polynomial
(therefore passing the low-degree check), whose systematic part was changed to match the
input oracle (therefore passing the consistency check) – causing the verifier to accept a
proof that’s extremely far from the canonical one. This is resolved via self-correction: the
verifier checks that the proof-piece oracle is a low-degree univariate polynomial on a random
(punctured, see below) line through the location queried in the systematic part.
Unlike previous steps in this construction, some care must be taken so that the consistency
check does not harm smoothness. If the verifier reads the entire line, locations in the systematic
part would be queried more often than others. Indeed, the verifier does not need to read
the systematic point on the line and can interpolate it from the others. But if the verifier
always avoids reading the systematic part, its locations would be queried less often than
others. Thus, the verifier chooses the puncture (i.e. point on the line not to be read) to be
the location in the systematic part with probability 1 − Θ(1/|F |m−1 ), and to be a different
point on the line with the remaining probability.
I Algorithm 5.17 (CircuitVal-RPCPP). The canonical proof of a circuit and its satisfying
input consists of the same four proof-pieces as in Algorithm 5.15. Given explicit access
to circuit C of size n with n0 input gates, and oracle access to input y : [n0 ] → {0, 1} and
0
0
0
0
0
proof-pieces e : Fm → F, f : Fm → F, p : Fm → Fm and q : Fm → Fm where m0 := 3m + 3,
the verifier performs the following checks:
1. Satisfiability check. Check that C is satisfiable using CircuitSat-RPCP with e, f , p
and q as proof-piece oracles.
2. Consistency check. Sample a location in the input oracle by uniformly sampling x ∈
[n0 ] ≡ H m . Sample a random line L with intercept x by sampling h ∈ Fm and letting L :=
(x + ih : i ∈ F). Let the puncture z be z := x with probability 1 − (|F| − 1)/(|F|m + 1),
and z := x + h with the remaining probability.
Query e on the line L punctured at z, i.e. e[L \ {z}]. Query y(x), giving the query a
weight of |L| = |F|.23 . Do the following:

23

Reweighting is achieved by repeating the input gate corresponding to y(x) in the verifier’s residual
circuit.
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a. Check that e[L \ {x}] agrees with a univariate polynomial of degree at most d. If the
check passed, let eL : L → F be the unique low-degree polynomial that agrees with
e[L \ {z}].
b. Check that y(x) = eL (x): If z = x, obtain eL (x) using interpolation (not by querying
e(x)). If z = x + h then eL (x) = e(x) has already been queried and is known to the
verifier.
The verifier accepts if and only if the above checks passed.
CircuitVal-RPCPP tosses (m + m0 ) log |F| = O(m log |F|) random coins. It issues
a total of 8|F| − 1 (weighted) queries to its oracles: in addition to the 6|F| queries of
CircuitSat-RPCP, it queries e on L \ {z} in Step 2a, and issues a query of weight |F| to w.
It has constant residual circuit distance (Definition 3.4), which is shown by an application of
Fact 5.8, just as with ZoS-RPCPP and CircuitSat-RPCP.

Smoothness of CircuitVal-RPCPP
We explain how the randomized choice of puncture in Step 2 preserves smoothness. Let α
denote the probability that the puncture z is at x (i.e., verifier reads e[L \ {x}]), and 1 − α
be the probability that the puncture is at x + h. We show that each point in Fm is queried
with equal probability.
The non-systematic part: A point from the non-systematic part, i.e. Fm \ [n0 ], is read
only if it lies on the line L and does not equal the puncture. This occurs with probability
|F| − 2
1
+
·α
|F|m
|F|m

(12)

The systematic part: Consider a point from the systematic part, i.e. [n0 ]. If it is chosen
to be the intercept x of line L, then it is read only if the puncture is not at x but at
x + h – which occurs with probability 1 − α. If it is not chosen to be the intercept x,
then it is queried with probability equal to that of points in the non-systematic part, as
analyzed above. Thus, points in the systematic part are queried with probability


 
1
1
|F| − 2
1
+
·α
(13)
· (1 − α) + 1 −
·
n0
n0
|F|m
|F|m
Indeed, choosing α = 1 − (|F | − 1)/(|F|m + 1) equalizes Expressions 12 and 13.

Soundness of CircuitVal-RPCPP
Robust strong canonical soundness of CircuitVal-RPCPP follows from the following lemma.
I Lemma 5.18. Suppose CircuitVal-RPCPP is given a satisfiable circuit C, input oracle
0
0
0
y : [n0 ] → {0, 1} and proof-piece oracles e : Fm → F, f : Fm → F, and p, q : Fm → Fm , with
1 − β ≥ d/|F|. Then the expected distance of the answers to CircuitVal-RPCPP’s queries
from satisfying is at least
n


 

o
β
0
0
0
· 0 min
max δ(y, y 0 ), δ e, yc
(14)
C , δ f, FC;yb0 , δ(p, P (C; y )), δ(q, Q(C; y ))
64 y ∈Sat(C)
where Sat(C) denotes the set of satisfying inputs of C, β is the constant of Proposition 5.7,
0
0
0
0
and yc
C , FC;yb0 , P (C; y ) and Q(C; y ) are the canonical proof-pieces of y as described in
C

Algorithm 5.15.
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Proof. Fix input C and oracles y, e, f , p and q. Let ee, fe, pe, qe, pei and qei as in the proof of
Lemma 5.16, and let y 0 be the minimizer of Expression 14.
Following the analysis of CircuitSat-RPCP, if fe, pe and qe are not the canonical proofpieces of ee proving that it is the low-degree extension of a satisfying assignment to C, then
the expected distance of answers to queries issued to e ,f , p and q from satisfying is at
least β/30. Since these answers account for more than 6/8 of all answers, then the expected
distance of answers to queries issued to all oracles is at least 6/8 · β/30.
Otherwise fe, pe and qe are the canonical proofs proving that ee encodes a satisfying
assignment denoted ye. Again using the analysis of CircuitSat-RPCP we have that the
expected distance of answers to queries issued to all oracles is at least
 
 


6 β
0
0
0 , δ f, F
·
· max δ e, yc
,
δ(p,
P
(C;
y
)),
δ(q,
Q(C;
y
))
0
C
C;yb
8 30
C
We now argue that the expected distance is proportional also to δ(y, y 0 ). With probability
Ω(δ(y, y 0 )), either the query from y must be changed (and it has a constant fraction of the
weight of all queries), or e must be changed on a constant fraction of locations on the line L
(due to self-correction). Details follow.
Notice that if e is 1/4-far from ee then by Proposition 5.7 and a similar weighting argument,
the distance of all answers from satisfying is at least 1/4 · β · (1/8 − 1/|F|),24 so what’s left is
to show that the expected distance is proportional to δ(y, ye). Indeed, if the sampled location
x in Step 2 is one on which y and ye differ, i.e. such that y(x) 6= ee(x), then either the value
of y(x) must be changed or e[L \ {z}] must be changed to agree with a univariate degree d
polynomial whose value at x is y(x). Even with x fixed, all points in L \ {x} are marginally
uniform, so by linearity of expectation,
E

Random L with intercept x

[δ(e[L \ {x}], ee[L \ {x}])] = δ(e, ee) ≤ 1/4

By Markov’s inequality, for any x ∈ Fm and random line L with intercept x, with probability
at least 1/2 it holds that e[L \ {x}] is 1/2-close to ee[L \ {x}] and therefore e[L \ {z}] is
2/3-close to ee[L \ {z}] (this accounts for the case that z = x + h in Step 2. Conditioned on
this event, e[L \ {z}] must be changed on at least 1 − d/|F| − 2/3 ≥ 1/4 fraction of locations
to make the consistency check of Step 2 pass.
All in all, we have that with probability at least δ(y, ye)/2, at least a quarter of the
answers received either from y or from e (in Step 2) must be changed so that Step 2 does
not reject. As these account for at least a (1/8 − 1/|F|) of all answers received, we have that
the expected distance is at least δ(y, ye)/64.
J

5.4

Alphabet Reduction

So we have an RPCPP for CircuitVal, but we aren’t done just yet: CircuitVal-RPCPP
is non-Boolean, meaning that it’s proofs are written using non-binary symbols. It’s time to
show how to transform it to a Boolean RPCPP. Actually, we will show how to transform any
non-Boolean RPCPP to a Boolean one of comparable complexities – provided its symbols
are not much larger than the number of queries it issues. Most importantly, we prove that
this transformation preserves smoothness and strong canonicality.
We show this even for multi-piece RPCPPs that have different-sized alphabets for different
pieces. That is, letting the ith proof-piece oracle answers its queries with symbols in the
alphabet Σi = {0, 1}σi it could be that not all σi ’s are equal. We call σi the ith proof-piece
answer-length complexity of the RPCPP.
24

Due to Step 2, but in fact low-degree tests occur in Step 1 as well.
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I Lemma 5.19. Suppose CircuitVal has a smooth and strong canonical multi-piece RPCPP
with constant residual circuit distance, ith answer complexity σi and query complexity q, and
the additional property that the verifier makes the same amount of queries to each of its
oracles up to a constant multiplicative factor ρ.25 Then, CircuitVal has a Boolean smooth
and strong canonical multi-piece RPCPP with query complexity O(q · maxi∈[k] σi ), decision
e · maxi∈[k] σi ), and strongness parameter
complexity growing by an additive factor of O(q
shrinking by a constant factor.
Following [20, Section 5.4.3], the Boolean PCP is obtained by replacing each letter of the
non-Boolean PCP with its encoding in an error correcting code of constant relative distance.
Since each proof-piece may have different answer complexity, we choose a different code for
each proof-piece. Starting with a good code (i.e., of constant relative distance and rate) for
the proof-piece with maximal answer-length complexity, we take the other codes to have
equal distance and block length, increasing the rate if necessary using code repetition. Equal
block length is necessary so that the generalized Hamming distance between two non-Boolean
proofs is reflected accurately by their corresponding Boolean proofs (and is not scaled with
differences in answer complexities as in Remark 5.2).
The Boolean verifier emulates the non-Boolean one: for each symbol the non-Boolean
verifier queries, the Boolean verifier queries all bits in the corresponding block and answers
the emulated verifier with their decoding (rejecting if the block was not decodable). We then
prove that any Boolean proof is either far from being composed of codewords (therefore far
from being accepted by the Boolean verifier in expectation), or its expected distance from
satisfying the Boolean verifier is similar to the expected distance of its decoding from satisfying
the non-Boolean verifier, where its decoding refers to the non-Boolean string obtained by
decoding each of its blocks. Since the distance of the Boolean proof from the canonical
proof (for the Boolean verifier) is proportional to the distance of the decoded proof from the
canonical proof (for the non-Boolean verifier), strong canonicality of the non-Boolean verifier
implies strong canonicality of the Boolean one. A formal proof follows.
Proof of Lemma 5.19. Let Vb be the smooth strong canonical RPCPP for CircuitVal with
corresponding proof-piece strategies Π1 , . . . , Πt , with Πi answering its queries with symbols
in the alphabet Σi = {0, 1}σi . For each i ∈ [t] let `i denote the length complexity of the ith
proof-piece oracle, and let ECCi : Σi → {0, 1}b with b = O(maxi∈[t] σi ) be an error correcting
e
code of constant minimal distance 2c > 0, decodable using circuits of size O(b).
The ith
canonical proof-piece of circuit C and input y is Γi (C; y), where Γi (C; y)[j] := ECCi (Πi (C; y))
is a binary string of length b.26
The Boolean RPCPP verifier, denoted V , expects circuit C, input oracle y and proof-piece
oracles γ1 , . . . , γt . It emulates Vb on circuit C and input oracle y as follows:
When Vb queries the jth location of the ith proof-piece oracle, issue b queries to γi to
receive a binary string γi [j] of length b. Decode γi [j] using the decoding algorithm of
ECCi . If decoding failed then reject, and otherwise answer Vb ’s query with the decoded
string.
When Vb queries its input oracle, answer it according to the input oracle y, giving the
query weight b.

25

That is, for any two oracles, the ratio between the number of queries that the verifier makes to each
oracle is at least ρ.
26
To be clear, Πi (C; y) is a string of length `i over alphabet Σi = {0, 1}σi , and Γi (C; y) is a string of
length `i · b over the binary alphabet.
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Smoothness of V follows immediately from the smoothness of Vb : for each proof-piece, a bit
is queried if and only if the emulated verifier queried the location which it allegedly encodes,
and the the probability that the latter is queried is the same for all locations.
We show that V is a strong canonical RPCPP for CircuitVal. Fix circuit C, input
oracle y and alleged proof-piece oracles γ1 , . . . , γt . For each i ∈ [t] and j ∈ [`i ], let πbi [j] ∈ Σi
be the “best decoding” of γi [j], namely, the string x ∈ Σi that minimizes the expression
δ(ECCi (x), γi [j]). Let γbi [j] be the encoding of πbi [j], that is γbi [j] := ECCi (πbi [j]).
B Claim 5.19.1. For all i ∈ [t], the expected distance of answers to V ’s queries from being
accepted is greater than
ρ
· δ(γi , γbi )
t+1
Proof of Claim 5.19.1. Fix i ∈ [t] and denote by J the locations that V queries in γi . To
satisfy V , the answers of γi to V ’s queries (denoted γi [J]) must be codewords, therefore
the expected distance of γi [J] from satisfying V (over J generated according to V ’s random
coins) is at least the expected distance of γi [J] from being codewords; that is, at least
E [δ(γi [J], γbi [J])] =
J

E

J, j∈J

[δ(γi [j], γbi [j])]

(15)

Smoothness of V implies that a uniformly random element of j ∈ J is distributed uniformly
at random in [`i ] (as detailed in Appendix B.2). Thus,
Equation (15) = E [γi [k], γbi [k]] = δ(γi , γbi )
k∈[`i ]

The distance shrinks by ρ/(t + 1) because γi [J] make up for only (at least) a ρ/(t + 1)
fraction of all bits read by V .
C
B Claim 5.19.2. Fix a random coin sequence and suppose that the Boolean verifier V received
answers s = s1 · · · sq from the oracles y, γ1 , . . . , γt . Let sb = sb1 · · · sb1 denote the answers that
the non-Boolean verifier Vb received from oracles y, π
b1 , . . . , π
bt when it samples the same coin
sequence; in other words, letting sk = γi [j] for some i and j, we denote sbk = πbi [j].
b be the residual circuits generated by V and Vb upon sampling the fixed
Let D and D
b where Sat(·) denotes the
random coin sequence. It holds that δ(s, Sat(D)) ≥ c · δ(b
s, Sat(D)),
set of satisfying inputs of a circuit, and 2c is the distance of the error correcting codes ECCi .
Proof of Claim 5.19.2. The proof follows from the Markov bound and a triangle inequality.
Suppose there is s0 = s01 · · · s0q that satisfies D such that δ(s, s0 ) = ∆. For at least a 1 − ∆/c
fraction of k ∈ [q] it holds that sk is c-close to s0k . For these k’s, s0k is the closest codeword
to sk , because distinct codewords are 2c-far apart, and s0k is a codeword for it satisfies D.
Therefore, for a 1 − ∆/c fraction of k’s it holds that s0k encodes sbk , and it follows that sb is
∆/c-close to satisfying Vb .
C

Concluding the proof of Lemma 5.19
Fix y 0 ∈ Sat(C) such that maxi∈[t] {δ(y, y 0 ), δ(πbi , Πi (C; y 0 ))} is minimal, and let Π0i :=
Πi (C; y 0 ) and Γ0i := Γi (C; y 0 ). Suppose we give Vb oracle access to y, π
b1 , . . . , π
bt . Robust
strong canonicality means that the expected distance of locations it reads from satisfying its
residual circuit is at least
α · max (δ(y, y 0 ), δ(πbi , Π0i ))
i∈[t]
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By Claim 5.19.2, this implies that when the Boolean verifier V is given y, γ1 , . . . , γt , the
expected distance of locations it reads from satisfying its residual circuit is at least
α · c · max (δ(y, y 0 ), δ(πbi , Π0i ))
i∈[t]

Noticing that δ(πbi , Π0i ) = 2c · δ(γbi , Γ0i ), this is at least
αc · 2c · max (δ(y, y 0 ), δ(γbi , Γ0i ))

(16)

i∈[t]

Claim 5.19.1 means that the expected distance of answers to V from satisfying is lower
bounded not merely by Expression 16, but by


ρ
2
0
0
2αc · max δ(y, y ), δ(γbi , Γi ),
· δ(γi , γbi )
(17)
t+1
i∈[t]
For each i ∈ [t], if δ(γi , γbi ) ≤ δ(γbi , Γ0i )/2 then by the triangle inequality δ(γbi , Γ0i ) ≥ δ(γi , Γ0i )/2,
and otherwise δ(γi , γbi ) > δ(γbi , Γ0i )/2, so Expression 17 is at least


ρ
αρc2
2αc2 ·
·max (δ(y, y 0 ), δ(γi , Γ0i )) ≥
· 00 min
max (δ(y, y 00 ), δ(γi , Γi (x; y 00 )))
2(t + 1) i∈[t]
(t + 1) y ∈Sat(C) i∈[t]
where the inequality is because y 0 is a satisfying input for C, but not necessarily a minimizer
of the above quantity. Thus, V is robust strongly canonical.
If Vb has residual circuit distance c0 (Definition 3.4), then V has residual circuit distance
c · c0 , because an answer string that satisfies the decision circuit of V must be formed of
encodings of an answer string that satisfies Vb .
J

5.5

Putting it all together

Because CircuitVal-RPCPP is the Reed–Muller-based RPCPP of [20, Section 5.4], it
enjoys the (standard) soundness analysis presented in that work. Paired with the strong
canonical soundness of Lemma 5.18, we have a non-Boolean smooth strong canonical RPCPP
for CircuitVal of logarithmic randomness complexity, polylogarithmic query complexity
and constant residual circuit distance. Decision complexity is also polylogarithmic (though
we did not keep track of it explicitly). Using Lemma 5.19 we get a Boolean RPCPP for
CircuitVal of similar properties, and a final application of Lemma 2.2 reduces the number
of oracles to one – proving Proposition 3.7.
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Hardness of approximating bounded-occurrence stable3SAT

To see the connection between our PCP result (i.e. Theorem 1.5) and the hardness of
approximating bounded-occurrence stable3SAT (i.e. Corollary 1.7), first recall the connection
between standard PCPs and constraint satisfaction problems (CSPs).27 At its heart stands
a correspondence between the probability that a nonadaptive PCP verifier V for a set S
accepts an input x and proof π, and the fraction of simultaneously satisfiable constraints
in a CSP ΦV,x over |π| variables. Consider the CSP ΦV,x of 2r constraints that express the
verifier’s decision after tossing r random coins and querying its proof oracle in q locations.
These are constraints over |π| variables, with each constraint depending on the q variables
corresponding to locations that the verifier queries (i.e., ΦV,x is a qCSP). A proof π is an
assignment to these variables; completeness means that if x ∈ S then there is an assignment
that satisfies all constraints in ΦV,x , and soundness means that if x ∈
/ S then no assignment
satisfies more than half of the constraints in ΦV,x simultaneously.
Now, what can be said about the CSP ΦV,x if the PCP verifier V was also strong and
smooth?
A strong PCP verifier with strongness parameter α yields a stable CSP ΦV,x , in the sense
that an assignment that is δ-far from all satisfying assignments violates an α · δ fraction
of constraints. Like strong soundness, this property holds both when ΦV,x is satisfiable
(i.e. when inputs x ∈ S) and when ΦV,x is unsatisfiable (i.e. when x ∈
/ S). We note
that in the latter case, ΦV,x cannot have more than an α fraction of constraints satisfied
simultaneously.
A smooth PCP verifier yields a CSP such that each variable occurs in the same number
of constraints.
Thus, Theorem 1.5 implies that for any set S ∈ N P there is an efficient parsimonious
reduction from S to α-stable bounded-arity qCSPs with equal variable occurrence. To prove
Corollary 1.7, we show a polynomial-time computable parsimonious reduction of α-stable
qCSPs with equal variable occurrence to Ω(α)-stable qCNFs with bounded variable occurrence
(Proposition A.1), and then reduce the latter to Ω(α)-stable 3CNFs with bounded variable
occurrence (Proposition A.2).
Recall that a formula has b-bounded-occurrence if any variable appears in at most b clauses,
and that the promise problem (α, b)-stableqSAT is distinguishing b-bounded-occurrence
qCNF formulas that are α-stable and satisfiable from ones in which any assignment violates
at least an α fraction of the clauses.
27

A CSP Φ of size m over ` variables is a set of m functions (called constraints) Φ = {C1 , . . . , Cm } with
Ci : {0, 1}` → {0, 1}. An assignment A : [`] → {0, 1} satisfies constraints Ci if Ci (A(1), . . . , A(`)) = 1.
We say that Φ has arity q (is a qCSP) if each Ci depends on at most q variables. If constraint Ci
depends on variable v then we say that v occurs in Ci .
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I Proposition A.1. For any q ∈ N there is b ∈ N such that there is a polynomial-time
computable parsimonious reduction from α-stable qCSPs with equal variable occurrence to
(α/qb, b)-stableqSAT.
Proof. We will show a reduction to α/qb0 -stable qCSPs with b0 -bounded variable occurrence
for some constant b0 ∈ N (independent of q, actually). Then, q-arity of the resulting CSP
implies that each of its constraints can be expressed as the conjunction of at most 2q disjunctive
clauses, and conjuncting all these clauses gives a CNF formula that is α/qb0 2q -stable and
b0 2q -bounded variable occurrence. Setting b := b0 2q gives the required result.
The reduction, taken from [23], replaces the occurrence of each variable in a constraint
with a copy of that variable, and adds consistency (i.e. equality) constraints between copies
based on an expander graph of constant degree. We stress that the stability of the obtained
CNF crucially relies on the equal variable occurrence of the reduced CSP so that each variable
is replaced with the same number of consistency checks, and that the new instance is not
necessarily stable without this property (see [12, Appendix D]).
Fix an α-stable CSP Φ consisting of m constraints over ` variables, such that each
constraint depends on exactly q variables and each variable occurs in exactly mq/` constraints.
Fix a d-regular, explicit28 graph G over mq/` vertices, with an expansion property
guaranteeing that for any set of vertices T that consists of at most a half of the vertices,
there are 2|T | edges crossing from T to its complement (for example, the expanders of [7]).
The variables of Φ0 are {vC } for each variable v of Φ and each constraint C ∈ Φ in which v
occurs. There are two types of constraints in Φ0 :
For each constraint C ∈ Φ, a primal constraint C 0 is added, which is simply C but
with variables replaced by their corresponding (alleged) copies. For example, if C =
(x ∨ y ∨ z ∨ w) ∧ (w ∨ x ∨ u), then C 0 = (xC ∨ yC ∨ zC ∨ wC ) ∧ (wC ∨ xC ∨ uC ).
d
0
For each variable v of Φ, mq
` · 2 consistency constraints are added to Φ : letting
{C1 , . . . , Cmq/` } be the set of constraints in which v occurs, for each edge {i, j} in
G we add a constraint that is satisfied if and only if vCi equals vCj .
d
All in all, Φ0 has ` · mq/` = mq variables and m + ` · mq
` · 2 = (1 + qd/2)m constraints.
Each variable of Φ0 occurs in d + 1 constraints, and the reduction is indeed parsimonious
since any assignment that satisfies Φ0 must be consistent and therefore gives a satisfying
α
assignment to Φ (and vice-versa). We show that Φ0 is qd
-stable. The case that Φ is
unsatisfiable follows from [23], so we focus on the case that Φ is satisfiable (and then so is
Φ0 ). Let A0 be an assignment to Φ0 that violates a γ 0 fraction of its constraints. Let AMaj be
an assignment to Φ that gives each variable a value according to the majority value that A0
gives to its (alleged) copies; that is, for each variable v, AMaj (v) := MajC (A0 (vC )). Let A0Maj
be the extension of AMaj back to the variables of Φ0 ; that is, A0Maj (vC ) := AMaj (v) for each
variable v and constraint C that depends on v. Let γMaj denote the fraction of constraints
in Φ unsatisfied by AMaj .

B Claim A.1.1.
γ0 ≥

28

γMaj + δ(A0 , A0Maj )
qd

I.e. there is an algorithm that constructs G in polynomial time when given mq/` as input.
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Proof of Claim A.1.1. To prove the claim, we show that whatever primal constraints may be
satisfied by A0 but not by A0Maj (which works against the lower bound we need) are “made
up for” in consistency clauses unsatisfied by A0 . It will be nicer to deal with whole numbers
rather than fractions, so we let a0 (resp. aMaj ) denote the number of constraints of Φ0 (resp.
Φ) unsatisfied by A0 (resp. AMaj ), and notice that the claim follows from showing that

a0 ≥ aMaj + vC : A0 (vC ) 6= A0Maj (vC )
Fix a variable v, and let k be the number of constraints C such that A0 disagrees with
A0Maj on the value assigned to vC . Then v occurs in at most k constraints of Φ that are
unsatisfied by AMaj but whose corresponding primal constraint is satisfied by A0 . But by
the expansion property of the graph G, each of the k inconsistencies result in 2k consistency
constraints unsatisfied by A0 .
C
Now, let B be the closest satisfying assignment to AMaj . Note that the extension of B
to the variables of Φ0 , denoted B 0 , is a satisfying assignment to Φ0 , and that δ(AMaj , B) =
δ(A0Maj , B 0 ). Using Claim A.1.1 and stability of Φ, we have
γ0 ≥

γMaj + δ(A0 , A0Maj )
αδ(AMaj , B) + δ(A0Maj , B 0 )
α
≥
≥
· δ(A0 , B 0 )
qd
qd
qd

J

I Proposition A.2. For any α ∈ (0, 1] and b, q ∈ N there is α0 ∈ (0, 1] such that there is a
polynomial-time parsimonious reduction from (α, b)-stableqSAT to (α0 , b)-stable3SAT.
Friggstad et al. show a similar reduction in [12][Section 4]. Furthermore, their reduction
yields CNFs that have exactly three literals per clause.
Proof. We use the standard parsimonious reduction of qSAT to 3SAT to transform a formula
ϕ to a formula ϕ0 . The reduction operates clause-by-clause according to the following
recurrence relation: for each clause C := (x1 ∨ · · · ∨ xk ) in ϕ (where k ≤ q),
If k < 4, add the clause C to ϕ0 and halt.
Otherwise, introduce a “fresh” auxiliary variable z, add the clauses (x1 ∨ x2 ∨ z), (x1 ∨ z)
and (x2 ∨ z) to ϕ0 , and then recurse on C 0 := (z ∨ x3 ∨ · · · ∨ xk ).
If ϕ is not satisfiable then no assignment satisfies more than an α/3q fraction of the
clauses of ϕ0 (by the standard soundness of this reduction), so we focus on the case that ϕ
(and therefore ϕ0 ) is satisfiable. Let A be some assignment for ϕ0 , given as an assignment
X to the original variables (i.e. to ϕ) and an assignment Z to the auxiliary variables. Let
X ∗ be a satisfying assignment to ϕ closest to X. By parsimony of the reduction, there is
a unique assignment Z ∗ to the auxiliary variables such that A∗ := (X ∗ , Z ∗ ) is a satisfying
assignment.
Again, it would be more convenient for us to deal with absolute quantities rather than
relative quantities, so let VA denote the number of clauses violated by A, and ∆(A, A∗ )
denote the number of variables on which A and A∗ disagree. Similarly define VX , ∆(X, X ∗ )
and ∆(Z, Z ∗ ). Since ϕ0 has b-bounded variable occurrence then the ratio between its
number of variables and number of clauses is at least 1/b, therefore it suffices to show that
VA = Ω(α · ∆(A, A∗ )).
Now, on the one hand, α-stability of ϕ means that VX ≥ αb ∆(X, X ∗ ) (using the assumption
that ϕ has b-bounded variable occurrence to transition from fractional to absolute quantities,
just like in the previous paragraph). Additionally, VA ≥ VX /3q because if X doesn’t satisfy a
clause in ϕ then A doesn’t satisfy at least one of the corresponding clauses in ϕ0 . Therefore,
α
VA ≥
· ∆(X, X ∗ )
(18)
3qb
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On the other hand, the parsimony of the reduction implies that, for any clause C of ϕ, if
X and X ∗ agree on all q variables occurring in C, and A satisfies all clauses introduced by C
(in ϕ0 ), then it must be that Z and Z ∗ agree on all of the auxiliary variables introduced by C.
That is, for any clause C, if Z and Z ∗ disagree on any of the auxiliary variables introduced
by C, then either X and X ∗ disagree on some of the q variables occurring in C, or A violates
some of the clauses introduced by C. Therefore,
q · ∆(X, X ∗ ) + VA ≥ ∆(Z, Z ∗ )

(19)

α
Combining Equations (18) and (19), we have that VA ≥ 4qb
· max (∆(X, X ∗ ), ∆(Z, Z ∗ )), and
α
since ∆(A, A∗ ) = ∆(X, X ∗ ) + ∆(Z, Z ∗ ) we have VA ≥ 8qb
∆(A, A∗ ).
J

B
B.1

Tedious notes regarding smoothness
On uniform sampling

Recall that probabilistic Turing machines (and PCP verifiers in particular) obtain their
randomness by tossing random coins. It is clear how this ability enables uniform sampling
from sets of size that is a power of 2, but throughout this work we allow verifiers to
sample uniformly random elements from sets of arbitrary (finite) size. Since the technical
implementation of such sampling may affect the smoothness of the verifier, a clarification on
this matter is due.
To implement a PCP verifier that uses its randomness only to sample a uniformly random
element from a set [N ], rejection sampling may be employed while losing a constant factor
in soundness: the verifier samples a uniformly random element i ∈ [2dlog N e ]; if i > N the
verifier immediately accepts, and otherwise it proceeds as intended. Soundness is halved
because the sampled i is in [N ] with probability N/2dlog N e ≥ 1/2.
PCP verifiers in this work use their randomness only to sample uniformly random
elements from a constant number of sets, and are implemented using rejection sampling
on the product of sets from which they sample. Namely, a verifier that uniformly samples
from sets Ω1 , . . . , Ωk is implemented using rejection sampling on the set Ω1 × · · · × Ωk . Still,
this (only) halves soundness, and adds at most k random coin tosses (as the randomness
Pk
Pk
complexity r := i=1 log |Ωi | grows to i=1 dlog |Ωi |e ≤ r + k).

B.2

Smoothness and uniformity

Without loss of generality, we may require that PCP verifiers query each bit in their proof
with some positive probability and never query the same location more than once. Any
verifier that doesn’t satisfy these simplifying assumptions can be transformed into one that
does: we add a single uniformly random query, and then modify the verifier so that whenever
it attempts to query the same location twice, it uniformly samples from the remaining
unqueried locations in the proof instead.
Now here’s a thought: Suppose we have a smooth verifier that issues q queries to a proof
oracle of length `. We claim that if we look at a set of query locations I ⊆ [`] generated
by this verifier (based on its random coins), and subsequently choose a uniformly random
element i ∈ I from this set, then i is uniformly distributed in [`]. Why? Well, smoothness
means that the probability that the verifier queries a certain location in the proof oracle in
any of its q queries is equal for any certain location (it’s equal to q/`, if you must know). By
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the previous paragraph, we can assume all queries of the verifier are distinct, so if a certain
location is queried by the verifier it’s queried exactly once. Therefore, a uniformly random
element from the set of query locations is distributed uniformly in the proof.

Smoothness and marginal uniformity
It may seem natural to define smooth PCPs to be those whose queries are marginally
uniform.29 That is, that the first query of the verifier is distributed uniformly in the proof,
and so is the second, third, and so on. We claim that there’s almost no difference between
this notion and ours (Definition 1.3): by the observation made in the previous paragraph,
any nonadaptive PCP satisfying Definition 1.3 can be transformed into one that satisfies
marginal uniformity by randomly permuting the order of its queries. Actually, even a random
cyclic shift would suffice, and only incurs a log q additive overhead in randomness complexity
– exponentially smaller than the original randomness complexity in the constructions used
throughout this work.

C

The vector-valued low-degree polynomial test

This section was kindly contributed by Oded Goldreich and Madhu Sudan. It sees the
generalization of the Point-line low-degree polynomial test ([2, Section 7.2]) to the vectorvalued setting.
I Definition C.1 (Definition 5.3 restated). A function f : Fm → Fk is a vector-valued
multivariate polynomial of degree at most d if for all i ∈ [k] the projection of f to the ith
coordinate is a multivariate polynomial of (total) degree at most d, where the projection of f
to the ith coordinate, denoted fi : Fm → F, is defined fi (x) := f (x)i for all x ∈ Fm .
I Algorithm C.2 (Algorithm 5.4 restated). The point-line vector-valued low-degree test
(PL-VLDT) is given access to an oracle f : Fm → Fk and a “lines” proof oracle g that maps
line L to vector-valued univariate polynomial gL : L → Fk of degree at most d. It samples a
uniformly random line L through Fm and uniformly random point x ∈ L, and accepts if and
only if f (x) = gL (x).
I Fact C.3. For k = 1, PL-VLDT is the low degree test of [2, Theorem 65], therefore if
input oracle f : Fm → F is δ-far from being a polynomial of degree at most d then PL-VLDT
rejects with probability at least δ/2 for any lines oracle g.
I Proposition C.4 (Proposition 5.5 restated). Assuming |F| > 25k, if input oracle f : Fm → Fk
is δ-far from being a vector-valued polynomial of degree at most d then for any lines oracle g,
PL-VLDT rejects f and g with probability at least δ/40.
The proof follows three main cases. If a projection of the input is far from being a
(scalar-valued) low-degree polynomial then we are done due to Fact C.3. If δ = Ω(1/|F|) then
the distance of the restriction f [L] from being a univariate low-degree univariate polynomial
is proportional to the distance of f from being a low-degree polynomial (i.e. δ) with high
probability, and assuming gL is the closest low-degree polynomial to f [L], rejection occurs
with this very probability. The third case is when δ = O(1/|F|), and then we capitalize on
δ being very small to show that with probability Θ(|F|δ) the restriction f [L] is low-degree
except for exactly one point, which is sampled with probability 1/|F|. A formal proof follows.

29

For example, as used in [1].
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Proof. Throughout this proof, low-degree means of degree at most d. For each i ∈ [k] let
fi : Fm → F be the projection of f onto its ith coordinate, and let gi be a mapping of lines
through Fm to low-degree univariate polynomials given by gL,i (x) := gL (x)i ∈ F for each
line L and point x ∈ L. Let fei : Fm → F be a low-degree polynomial closest to fi , and notice
that fe := (fe1 , . . . , fek ) is a vector-valued low-degree polynomial closest to f . Let δ and δi be
the distances of f from fe and fi from fei respectively.
First, note that if fi (x) 6= gL,i (x) for the sampled L and x then the test rejects, therefore
the probability that PL-VLDT rejects f and g is greater than the probability that it rejects
input oracle fi and lines oracle (gL,i )L . Hence, if there exists i such that δi ≥ 1/5 then by
Fact C.3 rejection occurs with probability at least 1/10. Therefore, we may assume that
δi < 1/5 for all i ∈ [k]. We proceed with a partial analysis that assumes that δ ≤ 2/5, and
later show how the remaining possibilities follow.
Case 1: δ > 5/|F|. Points on a randomly sampled line L are pairwise independent and
marginally uniform, so the Chebyshev inequality implies that the relative distance
between f [L] and fe[L] is at least δ/2 and at most 3δ/2 with probability greater than
δ(1−δ)
1 − (δ/2)
2 |F| ≥ 1/5. Conditioned on this event, one of two cases must hold:
6 fei [L]. Note that gL,i and fei [L] are distinct
Case 1.1: There is i such that gL,i =
(univariate) polynomials of degree at most d so they agree on at most d points in L.
Since fi [L] disagrees with fei [L] on at most 3δ|F|/2 ≤ 3|F|/5 points, it holds that f [L]
and gL agree on at most d + 3|F|/5 ≤ 4|F|/5 points. Therefore rejection occurs with
probability at least 4/5 ≥ δ/2.
Case 1.2: For all i it holds that gL,i = fei [L]. Then rejection occurs if and only if f [L]
and fe[L] disagree on the sampled x ∈ L, which occurs with probability at least δ/2.
δ
All in all, rejection occurs with probability at least 15 · 2δ = 10
.
e
Case 2: δ < 1/2|F|. We claim that f [L] and f [L] agree on exactly 1 point with probability
at least |F|δ/2. Again we use pairwise independence and marginal uniformity of points
on a random line, this time served with a side of inclusion-exclusion. Let each line L have
a fixed ordering L = {x1 , . . . , x|F| }. Then,
h
i
P ∃! x ∈ L f (x) 6= fe(x)
L
i
h
i
X h
X
≥
P f (xi ) 6= fe(xi ) −
P f (xi ) 6= fe(xi ), f (xj ) 6= fe(xj )
i∈[|F|]

xi

j∈[|F|\{i}]

xi ,xj


≥ |F| δ − |F|δ 2 = |F|δ(1 − |F|δ) ≥ |F|δ/2
As in Case 1, conditioned on this event rejection occurs with probability at least 4/5 ≥
1/|F| or 1/|F|, depending on whether g and fe agree on the random line L. All in all,
1
δ
rejection occurs with probability at least |F|δ
2 · |F| = 2 .
Now, if δ > 2/5 we show that there exists k 0 < k such that the distance of f[k0 ] :=
(f1 , . . . , fk0 ) from being a vector-valued low-degree polynomial, denoted δ[k0 ] , is greater than
1/5 ≥ 5/|F| and less than 2/5, and since the rejection probability of f and g is greater
than that of f[k0 ] and g[k0 ] := (g1 , . . . , gk0 ) we may then apply Case 1 to f[k0 ] . Indeed,
δ[k0 ] − δ[k0 −1] ≤ δk0 ≤ 1/5 and δ[k] = δ ≥ 2/5, so by a greedy argument there must exist
k 0 ≤ k such that δ[k0 ] ∈ [1/5, 2/5].
Finally, we tend to the case that δ ∈ [1/2|F|, 5/|F|]. If there exists i such that δi ≥ 1/4|F|
then by Fact C.3 rejection occurs with probability at least 1/8|F| ≥ δ/40. Otherwise, by a
greedy argument there exists k 0 ≤ k such that δ[k0 ] ∈ [1/4|F|, 1/2|F|]. Applying Case 2 to
f[k0 ] , we have that rejection occurs with probability at least δ[k0 ] /2 ≥ 1/8|F| ≥ δ/40.
J
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Abstract
We consider the manipulability of tournament rules, in which n teams play a round
robin tournament

and a winner is (possibly randomly) selected based on the outcome of all n2 matches. Prior work

defines a tournament rule to be k-SNM-α if no set of ≤ k teams can fix the ≤ k2 matches among
them to increase their probability of winning by > α and asks: for each k, what is the minimum
α(k) such that a Condorcet-consistent (i.e. always selects a Condorcet winner when one exists)
k-SNM-α(k) tournament rule exists?
k−1
A simple example witnesses that α(k) ≥ 2k−1
for all k, and [22] conjectures that this is tight (and
prove it is tight for k = 2). Our first result refutes this conjecture: there exists a sufficiently large
k such that no Condorcet-consistent tournament rule is k-SNM-1/2. Our second result leverages
similar machinery to design a new tournament rule which is k-SNM-2/3 for all k (and this is the
first tournament rule which is k-SNM-(< 1) for all k).

Our final result extends prior work, which proves that single-elimination bracket with random
seeding is 2-SNM-1/3 [22], in a different direction by seeking a stronger notion of fairness than
Condorcet-consistence. We design a new tournament rule, which we call Randomized-King-of-the-Hill,
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1

Introduction

Consider n teams vying for a single championship via pairwise matches. A Tournament Rule
maps (possibly randomly) the outcome of all n2 matches to a single winner. A successful
tournament rule should on one hand be fair, in that it selects a team that could reasonably be
considered the best. For example, a tournament rule is Condorcet-consistent if whenever an
undefeated team exists, that team is selected as the winner with probability 1. On the other
hand, a successful tournament rule should also incentivize teams to win their matches. For
example in a monotone tournament rule, no team can unilaterally increase their probability
of winning by throwing a match.
While numerous rules satisfy the two specific properties mentioned above, these hardly
suffice to call a tournament both fair and incentive compatible. Consider for example a
single-elimination tournament, which is Condorcet-consistent and monotone. One might
reasonably argue that single-elimination is unfair in the sense that a covered team may win.
That is, some team x, who is beaten by y, and for which all z who beat y also beat x,
could be crowned the champion (Observation 19), even though y is in some sense clearly a
superior team. When multiple teams come from the same organization (e.g. in the Olympics
where multiple teams from the same country participate, or in eSports where the same
organization sponsors multiple teams), one could also argue that single-elimination is not
incentive compatible: two teams from the same organization may wish to fix the match
between them so that the team with the best chance of winning gold advances.
Prior work establishes, however, that this stronger notion of incentive compatibility
(termed 2-Strongly Nonmanipulable by [1], and previously Pairwise Nonmanipulable in [2])
is incompatible even with the basic notion of Condorcet-consistency: no 2-SNM tournament
rule is Condorcet-consistent (recapped in Lemma 17). This motivated [1] to seek instead
tournaments that were 2-SNM and approximately Condorcet-consistent (i.e. guaranteed to
pick an undefeated team with probability at least α > 0, whenever one exists), and later [22]
to seek tournaments which were Condorcet-consistent and approximately 2-SNM (i.e. the
maximum probability with which two teams can improve their joint probability of winning
by fixing a match is α < 1, termed 2-SNM-α).
Like [22], we find it more reasonable to seek a tournament which is only approximately
strategyproof rather than one which is only approximately Condorcet-consistent: it is hard
to imagine a successful sporting event which sends an undefeated team home empty-handed.
The main result of [22] proves that a Single-Elimination Bracket with Random seeding (RSEB,
formally defined in Section 2) is both Condorcet-consistent and 2-SNM-1/3. This is tight,
as no Condorcet-consistent tournament is 2-SNM-α for any α < 1/3. They also define a
tournament to be k-SNM-α if no set of ≤ k teams can fix the ≤ k2 matches between them
and improve their joint probability of winning by α, establish that no Condorcet-consistent
k−1
tournament rule is k-SNM-α for α < 2k−1
(recapped in Lemma 17), and conjecture that this
is tight. The main open problem posed in their work is to prove this conjecture (recapped in
Question 18). The main results of this paper extend [22] in three different directions:
First, we resolve the main open problem posed in [22] by refuting their conjecture
(including two weaker forms): There exists a sufficiently large k such that no Condorcetk−1
consistent tournament rule is k-SNM-1/2 (and therefore not k-SNM- 2k−1
either).
Second, we develop a new Condorcet-consistent tournament rule which is k-SNM-2/3 for
all k. All tournament rules are trivially k-SNM-1 for all k, and this is the first tournament
rule known to be k-SNM-α for all k, for any α < 1.
Finally, we develop a new cover-consistent tournament rule which is 2-SNM-1/3, which
we call Randomized King-of-the-Hill (RKotH).
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Theorem Statements, Roadmap, and Technical Highlights

After overviewing related work in Section 1.3, and establishing preliminaries in Section 2,
we develop machinery related to our first two results in Section 3. Specifically, consider
the following: there are two kinds of manipulations which may cause a set S of teams to
improve their joint probability of winning under a Condorcet-consistent tournament rule r(·).
First, perhaps S contains i and every team which beats i (for some i). Then S can make
i a Condorcet winner, and improve their joint probability of winning to 1 (the maximum
possible). Or, perhaps every team in S loses to at least one team outside S, but S can
increase their joint probability of winning anyway.
If, for a particular tournament graph T , we wish to ensure that no set S can improve their
joint probability of winning by more than α under r(·) by creating a Condorcet winner in S,
this is a fairly simple linear constraint: we must only ensure that for each team i, the joint
probability of winning (under r(T )) of i and all teams that beat i in T is at least 1 − α. For
each tournament graph T , this reasoning gives a feasibility linear program (with n variables
corresponding to the probability that each team wins under r(T ), and n linear constraints
which depend on T ) that every winning-probability vector r(T ) must satisfy in order for r(·)
to possibly be k-SNM-α. Note that these constraints are by no means sufficient to guarantee
k-SNM-α, however, as we have completely ignored the second type of constraints.
Inspired by this feasibility LP, we study a similar LP in Section 3, which we call the
Special Linear Program (SLP). In particular, we show that SLP has a unique solution, and
therefore well-defines a tournament rule (if the outcome of the matches is T , solve the
SLP parameterized by T and select according to these probabilities). Surprisingly, this LP
and its unique optimal solution have been studied decades ago [16, 10] (see Section 1.3 for
further discussion of this – the LP describes the unique Nash equilibrium of a generalized
rock-paper-scissor game). In Section 4, we explain why the SLP Tournament Rule is special:
if any tournament rule is k-SNM-1/2 for all k, then the SLP Tournament Rule
is k-SNM-1/2 for all k. The remainder of Section 4 is then just a simple six team example
witnessing that the SLP Tournament Rule is not 3-SNM-1/2 (and therefore not k-SNM-1/2
for all k), yielding our first main result:
I Theorem 1. There exists k < ∞ such that no Condorcet-consistent tournament rule is
k-SNM-1/2.
Note that Theorem 1 implies that (a) no Condorcet-consistent tournament rule is simk−1
ultaneously k-SNM- 2k−1
for all k, (b) there exists a k for which no Condorcet-consistent
k−1
tournament rule is k-SNM- 2k−1
, and (c) no Condorcet-consistent tournament rule is kSNM-1/2 for all k, thereby refuting the main conjecture of [22] along with two weaker
conjectures.
We also wish to emphasize the following: in principle, if one wishes to determine whether
a particular tournament rule is k-SNM-α for tournaments of n teams, one could do an
n
exhaustive search over all 2( 2 ) tournament graphs (with some savings due to isomorphism),
and all nk possible manipulating sets. This is a feasible search for small values of n, k. If one
wishes to determine whether there exists a rule that is k-SNM-α for tournaments of n teams,
one could still imagine an exhaustive search. But observe that the space of tournament rules
n
for n teams lies in n2( 2 ) -dimensional space, and it is hard to imagine a successful exhaustive
search beyond n = 10 (and even that is likely impossible).
Our proof establishes that no 939-SNM-1/2 tournament rule exists for n = 1878 teams,
and there is no hope of discovering this via exhaustive search. Indeed, our own exhaustive
searches found numerous candidate rules which were k-SNM-1/2 on n teams for k, n ≤ 7
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(indicating that large parameters are provably necessary before the conjecture is false). Yet,
the SLP Tournament Rule is already not 3-SNM-1/2 even for 6 teams (which we found via
exhaustive search), and the machinery of Sections 3 and 4 allows us to use this tiny example
to conclude that no 939-SNM-1/2 tournament rules exist for n = 1878 teams.
In Section 5, we show how to use the machinery developed in Section 3 to propose new
tournament rules. The main idea is the following: the SLP Tournament Rule, by design,
does a great job discouraging manipulations that produce a Condorcet winner. In fact, no
such manipulation benefits the manipulators by more than 1/2. Unfortunately, the rule
itself may still be only k-SNM-1 (due to manipulations which don’t produce a Condorcet
winner). However, we show that a convex combination of the SLP Tournament Rule with
the simple rule which selects a Condorcet winner when one exists, or a uniformly random
winner otherwise can leverage the SLP properties to be less manipulable:
I Theorem 2. There exists a Condorcet-consistent tournament rule that is k-SNM-2/3 for
all k.
I Observation 3. The rule referred to in Theorem 2 is not monotone. We provide an
example of its non-monotonicity in Appendix B for completeness.
Finally, in Section 6, we shift gears and extend the results of [22] in a different direction.
Specifically, we design a new tournament rule called Randomized King-of-the-Hill (RKotH)
which is cover-consistent and 2-SNM-1/3. Each round, the rule checks if there is a team
that is a Condorcet winner. If there is one, it declares that team the winner and terminates.
Otherwise, it selects a uniformly random “prince” among the remaining teams, and then
removes it and every team which the prince beats. When there is only one team left, that
team is crowned champion. It is not hard to see that RKotH is cover-consistent, so the main
result of this section is that RKotH is 2-SNM-1/3. The main idea in the proof is that the
joint winning probability of {u, v} when v beats u is only higher than when u beats v if u is
selected as a prince while v still remains in contention, and at least one team which beats
either u or v remains in contention as well. We are then able to show that the probability of
this event is at most 1/3, and therefore the rule is 2-SNM-1/3.
I Theorem 4. Randomized King-of-the-Hill is cover-consistent and 2-SNM-1/3.
In fact, RKotH satisfies a property stronger than cover-consistency. It will provably pick
teams that belong to the Banks set of the tournament, which may be strictly smaller than
the set of uncovered teams. We defer the definition of the Banks and related proofs set to
Section 6 but point out that the support of RKotH is exactly the Banks set of a tournament.
I Lemma 5. A team v is in the Banks set of a tournament T if, and only if, RKotH declares
v as the winner with non-zero probability.

1.2

Extensions and Brief Discussion

While the main appeal of our results is clearly theoretical (it is hard to imagine a 939team coalition manipulating a real tournament), the events motivating a deep study of fair
and incentive compatible tournament rules are not purely hypothetical. In the popular
“group stage” format, strategic manipulations have occurred on the grandest stage, including
Badminton at the 2012 Olympics and the “disgrace of Gijón” in the 1982 World Cup.
But narrowing one’s focus exclusively to incentives (and, e.g., running a single-elimination
bracket) may have negative consequences for the quality of winner selected. For example in
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the 2010 World Cup, eventual winners and second seed Spain lost their opening match to
Switzerland, who didn’t advance out of the group stage (the implication being that Spain
could be considered a “high quality winner” who would have been immediately eliminated
in a single-elimination bracket). So while our particular results are valuable mostly for
their theoretical contributions, the surrounding literature provides valuable insight on the
tradeoff between incentive compatibility of the winner selection process and quality of the
winner selected.
We also wish to briefly note that while we formally define SNM only for deterministic
tournaments (i.e. the teams try to manipulate from a fixed tournament graph T to another fixed tournament graph T 0 ), [22] establishes that all results extend to (arbitrarily
correlated) distributions over tournament graphs as well (where the “real” outcomes may
be a distribution T over tournament graphs, and the coalition may try to manipulate to
a different distribution T 0 ). We refer the reader to [22] for a formal statement, but the
main idea is that any lower bounds immediately carry over, while for every rule the largest
possible manipulation occurs on a deterministic instance anyway (so positive results carry
over as well).

1.3

Related work

The most related works have already been discussed above: [2] first introduces the terminology
used for these problems (and establishes that no deterministic tournament rule is 2-SNM), [1]
first considers randomized tournament rules and designs tournament rules which are 2-SNM
but only approximately Condorcet-consistent. [22] is the most closely related, which also
considers rules which are Condorcet-consistent and approximately incentive compatible. Our
work can most appropriately be viewed as extending [22] in multiple directions (including
resolving their main open problem) as detailed in Section 1.
Also related are some recent works which rigorously analyze the manipulability of specific
tournament formats (most notably, the World Cup and related qualifying procedures) [20, 7].
Incentive compatibility of voting rules has an enormous history, dating back at least to
seminal works of [3, 11, 21, 12]. While there are obvious conceptual connections between
voting rules and tournament rules (e.g. any tournament rule can be used as a voting rule: call
the “match” between alternatives x and y won by x if more voters prefer x to y), the notions
of manipulability are quite different. For one, voters have preferences over alternatives
whereas teams in tournaments only care about their collusion’s joint probability of winning.
Moreover, in a voting rule, a voter has a tiny role to play in every single “match,” whereas
in a tournament, the teams themselves can manipulate only matches that involve them. So
there is little technical (and even conceptual) similarity between works which study incentives
in voting rules versus tournament rules.
The linear program we introduce in Section 3 has been studied in a related context by two
independent works [16, 10]. They consider the following two player zero-sum game. Given a
tournament T the players must pick a team to represent them and reveal it simultaneously. If
they pick the same team, no one wins. Otherwise, the winner is determined by the edge that
they jointly query from T . The two works showed that, for any given tournament T , there
is a unique mixed strategy Nash equilibrium which can be computed in polynomial time
through linear programming (and this LP is exactly our SLP(T )). Some proof techniques are
similar, but our interest in SLP(T ) is a means to drastically different end. For more on the
history and properties of the solution to these LPs, known as maximal lotteries, see [8, 5].
The notion of uncovered teams is also extremely well-studied in computational social
choice theory (see, e.g., [6, 17], the latter attributes the concept’s introduction to [9] and [19]
independently). Additionally, an uncovered team is equivalent to the notion of a “king” [23]
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(a team x such that for all teams y, either x beats y or there exists a z who beats y
such that x beats z – not to be confused with the kings of our hill) in works which study
how a single-elimination bracket designer can rig the seeding to make a particular team
win [24, 15, 25] or sufficient conditions under which a covered team can be crowned winner
of a single-elimination bracket [14]. The volume of these works certainly helps establish that
cover-consistence is a valuable endeavor beyond Condorcet-consistence, but otherwise bear
no technical similarity to our work. To the best of our knowledge, this is the first paper to
consider cover-consistence jointly with a notion of incentive compatibility.
Another related notion is that of the Banks set of a tournament [4], which is stricter
than the set of uncovered teams. While it is NP-Complete to decide if a given team is in the
Banks set of a tournament [26], there exist algorithms that can efficiently output an element
from the Banks set [13]. It is worth pointing out that the algorithm we propose to sample
teams from the Banks set, Algorithm 1, has a different implementation from that of [13]
even if they will output the same set of teams.

2

Preliminaries

In this section we introduce notation, and develop some concepts that will be relevant
throughout the paper, consistent with prior work [22, 1].
I Definition 6 (Tournament). A (round robin) tournament T on n teams is a complete,
directed graph on n vertices whose edges denote the outcome of a match between two teams.
Team i beats team j if the edge between them points from i to j. Tn denotes the set of all
n-team tournaments.
I Definition 7 (Tournament Rule). A tournament rule r is a function r : Tn → ∆([n]) that
maps n-team tournaments T ∈ Tn to a distribution over teams, where ri (T ) = Pr(r(T ) = i)
denotes the probability with which team i is declared the winner of tournament T under
rule r. We will often abuse notation and refer to r as a collection of tournament rules
{r1 (·), . . . , rn (·), . . .}, of which exactly one operates on Tn (for all n).
Like prior work, we will be interested in tournaments which satisfy natural properties.
For instance, [22] concerned tournaments which always select a Condorcet winner, when one
exists. Below are the main properties we consider in this paper.
I Definition 8 (Condorcet-consistency). Team i is a Condorcet winner of a tournament T if
i beats every other team according to T . A tournament rule r is Condorcet-consistent if for
every tournament T with a Condorcet winner i, ri (T ) = 1 (i.e. the tournament rule always
declares the Condorcet winner as the winner of T ).
I Definition 9 (cover-consistency). Team i covers team j under T if (a) i beats j and (b)
every k ∈
/ {i, j} which beats i also beats j. A team is covered if it is covered by at least one
team. A tournament rule r is cover-consistent if for all T , rj (T ) = 0 when j is covered.
I Observation 10. Every cover-consistent rule is Condorcet-consistent.
Proof. If T has no Condorcet winner, then a Condorcet-consistent rule can be aribtrary
on T . If T has a Condorcet winner i, then i is the only uncovered team. Therefore, any
cover-consistent rule will have ri (T ) = 1, and is Condorcet-consistent as well.
J
Intuitively, one should think of i covering j to mean that any reasonable evaluation should
declare team i better than team j. Cover-consistence proposes that no team should win if
they are inferior to another by any reasonable evaluation, but does not always propose who
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the winner should be. Condorcet-consistence can therefore be interpreted as a relaxation of
cover-consistence, which only binds when cover-consistence would propose a unique winner.
The following lemma establishes this formally.
I Lemma 11 (Restated Theorem 4 from [18]). Whenever tournament T has a unique uncovered
team i, i is a Condorcet winner in T .
Proof. We first claim that the covering relation is transitive: if i covers j and j covers k,
then i covers k. Indeed, let S(k) denote the teams that k defeats, S(j) for j, and S(i) for
i. Then as j covers k and i covers j, we have S(k) ∪ {k} ⊆ S(j) ⊆ S(i), meaning that i
covers k.
Therefore, if we draw the directed graph G(T ) with an edge from j to k iff j covers k,
the graph must be acyclic. If not, then the work above establishes that a path from j to k
implies that j covers k, while a path from k to j implies that k covers j, a contradiction (as
we cannot have both that j beats k and k beats j). Uncovered teams are exactly those with
indegree 0 in G(T ). If there is a unique such team i, then there must be a path from i to
every other team j (follow edges backwards starting from j. This process must terminate,
and can only terminate at a team with indegree 0, which must be i). Therefore, i covers every
other team j, which in particular implies that i beats every other team j and is therefore a
Condorcet winner.
J

The above conditions concern natural properties of the winner selected, and essentially say
that good tournament rules should never select obviously inferior teams as their winner. We
are also concerned with properties regarding the procedure by which the winner is selected,
and in particular how manipulable this procedure is. We formalize these properties below
(which are proposed in [1, 22]).
I Definition 12 (S-Adjacent Tournaments). Two tournaments T, T 0 ∈ Tn are S-adjacent
when the outcomes of all matches in T, T 0 are identical, except for the matches between two
teams in S ⊆ [n]. Formally, for all i, j ∈ [n], if |{i, j} ∩ S| < 2, then the edge between i and
j in T is identical to the one in T 0 . Less formally, T and T 0 are S-adjacent if teams in S
can manipulate the outcomes of matches only between pairs of teams in S and cause the
tournament results to change from T to T 0 .
I Definition 13 (k-SNM-α). A tournament rule r is k-strongly non-manipulable at probability
α (henceforth k-SNM-α) if for all subsets S ⊆ [n] with |S| ≤ k, and all pairs T, T 0 of SP
adjacent tournaments, i∈S (ri (T ) − ri (T 0 )) ≤ α. Informally, if a set S of ≤ k teams decide
to manipulate their pairwise matches, they cannot improve the probability that the winner is
in S by more than α. We abuse notation and use ∞-SNM-α to refer to a tournament rule
which is k-SNM-α for all k.

2.1

Technical Recap of Prior Work

Finally, let’s recap [22], which serves as the starting point for our work. Their main
result establishes that the Random Single-Elimination Bracket (formally defined below) is
2-SNM-1/3.
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I Definition 14 (Random Single-Elimination Bracket). The Random Single-Elimination
Bracket (RSEB) rule places n teams uniformly at random among 2dlog2 ne seeds 1 (and
fills the remaining seeds with byes)2 . Then, a single-elimination tournament is played with
these seeds to determine the winner. That is, whenever i meets j in the bracket, T determines
which team advances to the next round, and the other team is eliminated. Note that the only
randomness in the rule is in the seeding.
I Theorem 15 ([22]). RSEB is 2-SNM-1/3 and Condorcet-consistent.
The following explicit tournament was also used in [22] for lower bounds:
I Definition 16 (Balanced Tournament). The k-balanced tournament is the tournament
T Bal ∈ T2k−1 where team i beats exactly the k − 1 teams in {i + 1, i + 2, ..., i + k − 1
mod (2k − 1)}.
I Lemma 17 ([22]). No Condorcet-consistent Tournament rule is k-SNM-α for any α <
k−1
2k−1 .
Proof Sketch. Consider r(T Bal ). There exists some adjacent set of teams S = {i − k + 1
k
(mod 2k − 1), . . . , i} of size k which together win with probability at most 2k−1
in r(T Bal ).
These teams can make i into a Condorcet winner, which necessarily wins with probability 1.
k−1
Therefore, for any r(·), some set of size k can gain at least 2k−1
by manipulating when the
Bal
original tournament is T .
J
Inspired by the tightness of Theorem 15 with the simple balanced tournament T Bal , [22]
conjectured that same simple tournament would be the worst-case tournament for larger k:
I Open Question 18 ([22]). Does there exist a tournament rule that is Condorcet-consistent
k
and k-SNM- 2k−1
for all k? What about a family of rules F such that for all k, Fk is
k−1
k-SNM- 2k−1 ? What about a rule that is k-SNM-1/2 for all k?
The first results of this paper refute all three conjectures from [22] and resolve Question 18. The following results concern the difference between Condorcet-consistence and
cover-consistence, as the following observation shows that RSEB is not cover-consistent.
I Observation 19. RSEB is not cover-consistent.
Proof. Consider a tournament with eight teams A, B, C, D, E, F, G, H, where A beats exactly
{B, C, E}, and H beats exactly {A, B, C, E}. C beats D, E beats F , E beats G. Any matches
not explicitly stated can be arbitrarily decided. Consider the seeded bracket shown in Figure 1.
This bracket shows A can win with non-zero probability. But H covers A. Therefore, RSEB
is not cover-consistent.
J

2.2

Linear Algebra Preliminaries

Some of our proofs require linear algebra. Below are facts that we use, both proofs are in
Appendix A.
I Definition 20 (Unit Skew Symmetric Matrix). An n × n matrix A ∈ Rn×n is unit skew
symmetric if |Aij | = 1 ∀i 6= j, and Aij = −Aji ∀i, j.
1
2

A seed is a position in the tournament bracket associated to a specific number.
A bye is a dummy team that loses to all non-bye teams.
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Figure 1 In this example there exists a bracket where a covered team A (covered by H) may
still be declared the winner.

I Proposition 21. If A is a unit skew symmetric matrix and n is even, rank(A) = n. If n
is odd rank(A) = n − 1.
I Proposition 22. Let ε ∈ R≥0 , A ∈ Rm×n , and ~b ∈ Rm and denote by Pε := {~x ∈
Rn , A · ~x ≥ ~b − ε~1} ∩ [0, 1]n . Then for all δ > 0, there exists a sufficiently small ε > 0
such that:
max{d`1 (P0 , ~y )} ≤ δ,
~
y ∈Pε

where d`1 (S, ~x) = min~y∈S {|~x − ~y |1 }.

3

A Special Linear Program SLP (T )

In this section we present a linear program SLP (T ) and characterize its optimal solutions.
The analysis of SLP (T ) is the main tool which allows us to conclude both the non-existence
of rules which are ∞-SNM-1/2 (Section 4) and the existence of a rule which is ∞-SNM-2/3
(Section 5). The main result of this section is Proposition 26, which states that SLP (T )
has a unique solution, and therefore yields a well-defined tournament rule. In Section 4 we
show that a tournament rule that is ∞-SNM-1/2 exists if and only if the SLP (T ) rule is
k-SNM-1/2 (and subsequently show that this rule is not k-SNM-1/2 via Proposition 26). Let
T be a tournament graph and let δT− (v) denote the set of teams that beat v in T (and δT+ (v)
the set that v beats). Then SLP (T ) is the following:
SLP (T ):
minimize

n
X

pi

i=1

subject to

1
1
pj + pi ≥
2
2

∀i ∈ [n]

pi ≥ 0

∀i ∈ [n]

X
−
j∈δT
(i)
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Before further proceeding, let’s get some (informal) intuition for why SLP (T ) is possibly
related to Question 18. Starting from a tournament rule r, if we define pi := ri (T ),
P
then i pi = 1, pi ≥ 0 for all i. Moreover, if r is ∞-SNM-1/2, it must be that for all i,
P
−
−
j∈δT
(i) pj + pi ≥ 1/2. If not, then i together with δT (i) could collude to make i a Condorcet
winner, and i would win with probability 1. So the initial probability of winning for i together
with δT− (i) must have been at least 1/2.
Of course, the afore-described constraints seem very weak in comparison to all of the
constraints imposed by k-SNM-1/2. In particular, they only guarantee that no coalition can
gain by making one of their members into a Condorcet winner (but do not guarantee that no
coalition can otherwise gain by manipulating their matches). Notice now that the constraints
in SLP (T ) are slightly stronger than this (because they have a multiplier of 1/2 instead
of 1 in front of pi in the constraint for i). In particular, the constraints in SLP (T ) imply
Condorcet-consistence (while the afore-mentioned do not): if i is a Condorcet winner, then
δT− (i) = ∅ and the constraint reads pi /2 ≥ 1/2 as desired. Of course, we’ve yet to establish a
formal relationship, but at this point the reader may have some intuition for a connection
P
between a profile of solutions to SLP (T ) with i pi ≤ 1 (for all T ) and Condorcet-consistent
tournament rules which are ∞-SNM-1/2.
We postpone a formal discussion of this connection (as this connection is the entire focus
of Section 4), but note here that it is not particularly direct. For example, a profile of
solutions to SLP (T ) for all T ∈ Tn does not imply a tournament rule for n teams which is
∞-SNM-1/2. Similarly, an ∞-SNM-1/2 tournament rule for n teams does not imply a profile
of solutions to SLP (T ) for all T ∈ Tn . However, we show that ∞-SNM-1/2 rules exist for all
n if and only if for all n, the rule defined via profiles of solutions to SLP (T ) is ∞-SNM-1/2
(i.e. we will relate this LP on n teams to tournament rules for  n teams).
We now begin our analysis of SLP (T ) by taking the dual, and refer to it as DSLP (T ).
Below, we use ri as the dual variable for the constraint corresponding to team i. On the
left-hand side, we’ve taken the dual directly. On the right hand side, we did a change of
variables and redefined qi := ri /2 (so the two programs below are identical).
DSLP (T ):
maximize

n
X

ri /2

maximize

i=1

subject to

X
+
j∈δT
(i)

n
X

qi

i=1

1
rj + ri ≤ 1 ∀i ∈ [n]
2
ri ≥ 0 ∀i ∈ [n]

subject to

X

1
1
qj + qi ≤
∀i ∈ [n]
2
2

+
j∈δT
(i)

qi ≥ 0 ∀i ∈ [n]

We now prove that the optimal value of SLP (T ) is always 1. This is stated in Corollary 24,
which uses Lemma 23 as a building block.
P
I Lemma 23. Suppose there exists a feasible solution p~ to SLP (T ) with i∈[n] pi = c. Then
1
c
~q with qi := pi · 2c−1
is a feasible solution to DSLP (T ) with value 2c−1
. Likewise, if there
P
1
exists a feasible solution ~q to DSLP (T ) with i∈[n] qi = c, then p~ with pi := qi · 2c−1
is a
c
feasible solution to SLP (T ) with value 2c−1 .
P
Proof. Consider any solution p~ with i pi = c. First, we observe that we must have c > 1/2.
P
If not, there certainly exists some i with j∈δ− (i) pj + pi /2 < 1/2, and a constraint is
T
violated (to see this, observe that maybe c = 0, in which case all the constraints are violated.
Or 0 < c ≤ 1/2, in which case we can take i to be any i with pi > 0). Then because
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P

P
pj + pi /2 ≥ 1/2, we must have j∈δ+ (i) pj + pi /2 ≤ c − 1/2. As qi := pi /(2c − 1),
T
P
we immediately conclude that j∈δ+ (i) qj +qi /2 ≤ c−1/2
each qi ≥ 0
2c−1 = 1/2. Also, as c > 1/2,
T
P
c
(and is well-defined). Therefore, ~q is feasible for DSLP (T ), and it’s clear that i qi = 2c−1
.
The other direction follows from identical calculations.
J
−
j∈δT
(i)

I Corollary 24. SLP (T ) always has an optimal solution with value 1.
Proof. It is clear that SLP (T ) is feasible for all T , since setting pi = 1 for all i is a feasible
solution. Suppose we had a primal solution p~ with value c < 1. Applying Lemma 23, we can
c
> c. By weak LP duality, the existence
conclude ~q would be a dual solution with value 2c−1
of such a dual would verify that there are no primal solutions with value c, a contradiction.
Similarly, suppose we had an optimal primal solution p~ with value c > 1. This implies
there is an optimal dual solution ~q with value c > 1. Applying the opposite direction of
c
< c, a contradiction. J
Lemma 23 we can conclude there is a primal solution with value 2c−1
Now that we know the optimal value of SLP (T ), we wish to understand its optimal
solution. We now begin taking steps towards characterizing the solution (and in particular,
that it is unique).
I Corollary 25. Let p~ be an optimal solution to SLP (T ). Then for all i s.t pi > 0 and for
P
all optimal solutions w
~ to SLP (T ), j∈δ− (i) wj + 12 wi = 12 .
T

p|1 = 1 by Corollary 24), we conclude p~ is
Proof. If we apply Lemma 23 to p~ (which has |~
also a feasible dual solution. Hence, p~ is an optimal dual solution (as it has equal value
in both the primal and the dual). Now consider applying the complementary slackness
conditions for the alternative optimal primal w,
~ and optimal dual solution p~. If pi > 0, we
know that the corresponding primal constraint in w
~ must be tight. This exactly states that
P
1
1
−
w
+
w
=
whenever
p
>
0.
J
j
i
i
j∈δ (i)
2
2
T

I Proposition 26. The optimal solution p~ to SLP (T ) is unique.
Proof. By Corollary 24, we know that all solutions to SLP (T ) have value 1. Assume toward
contradiction there exist two distinct solutions, p~ and ~q to SLP (T ) such that |~
p|1 = 1 and
|~q|1 = 1. Let P = {i : pi > 0} and let Q = {i : qi > 0}. Let A be the unit skew symmetric
matrix where Aij = 1 if i beats j in T and −1 otherwise, with Aii = 0. By Corollary 25, we
know for all i in P ∪ Q that
X
−
j∈δT
(i)

1
qj + qi = 1/2
2

which implies for those same i ∈ Q ∪ P that (because
(A · q)i =

X
+
j∈δT
(i)

qj −

X

P

j

qj = 1)

qj = 0.

−
j∈δT
(i)

Now, let A0 denote the submatrix A restricted only to rows and columns in P ∪ Q. Let p~0
and ~q0 be the vectors p~ and ~q (respectively) restricted also to the entries in P ∪ Q. Observe
now that (A0 · p~0 )i = (A · p~)i = 0 for all i, and also that (A0 · ~q0 )i = (A · ~q)i = 0 (both of these
follow because we have simply deleted all non-zero entries of A · p~ and A · ~q by restricting
to P ∪ Q).
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Now we are ready to derive our contradiction. The above paragraph concludes that
both p~0 and ~q0 are in the null space of A0 , which is a unit skew symmetric matrix. But also
|~
p|1 = |~q|1 , meaning that the null space of A0 must have dimension at least 2. But this
contradicts Proposition 21, which claims that the dimension can be at most 1. We therefore
conclude that no such distinct p~, ~q can exist.
J

P
Now that we know the solution to SLP (T ) is unique, and has i pi = 1, it yields a
well-defined tournament rule, which is the main takeaway from this section:
I Definition 27 (SLP Tournament Rule). Let p~(T ) denote the (unique, by Proposition 26)
solution to SLP (T ). Define the SLP Tournament Rule to select i as the winner with probability
pi (T ) on input T .

4

No Condorcet-consistent ∞-SNM-1/2 Rule Exists

In this section we leverage our analysis of SLP to prove Theorem 1. First, we make the
connection between rules that are k-SNM-α and SLP, by introducing a series of linear
programs and relaxations.
Recall that for a Condorcet-consistent tournament rule r to be k-SNM-α, it must be that
no coalition of size k can gain more than α probability of winning by manipulating the pairwise
P
matches between them. In particular, if |δT− (v)| < k, it must be that rv (T )+ j∈δ− (v) rj (T ) ≥
T

1 − α. Otherwise the set δT− (v) ∪ {v} can collude to make v a Condorcet winner. Formally,
any k-SNM-α rule must satisfy the following feasibility LP0 (T, α, k) for all tournaments T .
LP1 (T, α, z):
pi +

X

pj ≥ 1 − α

∀i ∈ [n] such that |δT− (i)| ≤ k − 1

−
j∈δT
(i)

X

pi = 1

∀v

pi ≥ 0

∀i ∈ [n]

Note that any k-SNM-α rule certainly satisfies LP0 (T, α, k) for all T , but that a profile
of solutions to LP0 for all T ∈ Tn does not necessarily imply a rule which is k-SNM-α (as
the LP only considers deviations which produce a Condorcet winner). Note also that the
k−1
k-balanced tournament witnesses that no rule satisfies LP0 (T, α, k) for any α < 2k−1
. We
−
will also consider the case where k → ∞ (and therefore, all i ∈ [n] have |δT (i)| ≤ k − 1, and
refer to this LP simply as LP0 (T, α) := LP0 (T, α, ∞)).
Our first step will be switching from LP0 (T, α) to LP1 (T, α, z) for z ≥ 1. Below, observe
that we have made two changes. The first is insignificant: we’ve phrased LP1 (T, α, z) as a
minimization LP instead of a feasibility LP. The second is a strengthening: we’ve changed
z
≤ 1 (so the space of
the multiplier of pi in the constraint corresponding to i from 1 to 2z−1
feasible solutions is smaller).

A. Schvartzman, S. M. Weinberg, E. Zlatin, and A. Zuo

3:13

Figure 2 A tournament T (top) and its associated construction T 0 (bottom), as described in the
proof of Lemma 28 for z = 3. The outcomes of the games between teams in different components of
T 0 mimic the outcomes of the games between the representative nodes in T .

LP1 (T, α, z):
minimize

n
X

pj

j=1

subject to

X
−
j∈δT
(i)

pj +

z
pi ≥ 1 − α
2z − 1

∀i ∈ [n]

pi ≥ 0

∀i ∈ [n]

Observe that LP1 (T, 1/2, z) is a relaxation of SLP (T ) (the only difference is a multiplier
z
of 2z−1
> 1/2 in front of pi in the constraint corresponding to i). The main step in this
section is Lemma 28 below, which formally connects LP1 (T, 1/2, z) to k-SNM-α rules.
I Lemma 28. If for all n there exists a tournament rule r(·) which is ∞-SNM-α, then for
all z ∈ N+ and all n, there exists a tournament rule w(·) which is ∞-SNM-α and for which
P
w(T ) is a feasible solution to LP1 (T, α, z) with i pi = 1 for all T .
Similarly, if for all n there exists a tournament rule r(·) which is k-SNM-α, then for all
k
z ∈ N+ and all n, there exists a tournament rule w(·) which is 2z−1
-SNM-α 3 and for which
P
w(T ) is a feasible solution to LP1 (T, α, z) with i pi = 1 for all T .
Proof. Consider an arbitrary tournament T with n teams, and consider a related tournament
T 0 with n(2z − 1) teams, labeled vij , for i ∈ [n] and j ∈ [2z − 1]. Conceptually, think that
we have split each original team into a group of 2z − 1 copies. For i 6= j, and x, y ∈ [2z − 1],
have vix beat vjy in T 0 if and only if vi beat vj in T (that is, match results in T are preserved

3

We abuse notation throughout this section to define
may not be an integer.

k
2z−1 -SNM-α

k
as b 2z−1
c-SNM-α when the first term
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between different groups in T 0 ). Within each group, have vix beat viy in T 0 iff x < y < x + z
(mod 2z − 1) (so each group is isomorphic to the z-balanced tournament, recall Definition 16
and see Figure 2 for a small example). Let G(i) denote i’s group, G(i) := {vij , j ∈ [2z − 1]}.
Now, we wish to claim that if r(·) is a rule that is ∞-SNM-α (respectively, k-SNM-α)
P2z−1
for n(2z − 1) teams, and we define w(T ) so that wi (T ) := j=1 rij (T 0 ), then w(·) is a rule
k
that is ∞-SNM-α (respectively, 2z−1
-SNM-α) for n teams, and w(T ) is a feasible solution to
LP1 (T, α, z) for all T .
P
Let’s first confirm that w(T ) is a feasible solution to LP1 (T, α, z) with i pi = 1. The
P
P
latter statement is clear: as r(·) is a tournament rule, we have
pi =
i
i wi (T ) =
P
r (T ) = 1. Next, it is also clear that pi ≥ 0 for all i, so we just need to check that
Pij i,j
z
j∈δ − (i) pj + 2z−1 pi ≥ 1 − α.
T

To this end, we know that there exists some adjacent set of z teams in G(i) such that the
z
· pi . Call this set Sx and let vix denote
total probability that these teams win is at most 2z−1
the team in this set which loses to the others. Then the set of teams ∪j∈δ− (i) G(j) ∪ Sx
T
together can create a Condorcet winner (vix ) in T 0 . Therefore, we get that this set of teams
must have won with probability at least 1 − α under r(·), and by definition of w(·) (and
P
z
the choice of Sx above), we immediately get that j∈δ− (i) wj (T ) + 2z−1
wi (T ) ≥ 1 − α,
T
as desired.
P
So now we know that w(·) satisfies LP1 (T, α, z) with i pi = 1 for all T . We now need to
k
confirm that it is also ∞-SNM-α (respectively, 2z−1
-SNM-α). But suppose for contradiction
k
that w(·) was not k-SNM-α for some k (respectively, 2z−1
-SNM-α). This would imply the
existence of tournaments T1 and T2 that are S-adjacent for some set S ⊆ [n] (respectively,
P
P
k
S ⊆ [n], with |S| ≤ 2z−1
) where i∈S wi (T1 ) − i∈S wi (T2 ) > α. If we let T10 and T20
represent the corresponding tournaments that determined the values of T1 and T2 from
P
P
r(·) respectively, and let S 0 = ∪i∈S G(i), we can conclude i∈S 0 ri (T10 ) − i∈S 0 ri (T20 ) > α,
contradicting the fact that r is ∞-SNM-α (respectively, that r is k-SNM-α, as |S 0 | = |S|·(2z−1)
k
and |S| ≤ 2z−1
).
J
With Lemma 28 in hand, we’re very close to our goal. In particular, we’ve now shown that
∞-SNM-α rules exist for all n if and only if ∞-SNM-α rules exist for all n which additionally
satisfy the constraints in LP1 (T, α, z) for all z ∈ N+ . Note that as z → ∞, the constraints
of LP1 (T, 1/2, z) approach those of SLP (T ). So one might reasonably expect that SLP (T )
can be used in place of LP1 (T, 1/2, z) above, specifically when α = 1/2. Indeed, this is the
case (and the only place where we use Proposition 22).
I Theorem 29. There exists an ∞-SNM-1/2 tournament rule for all n if and only if the
SLP Tournament Rule is ∞-SNM-1/2 for all n.
Moreover, if the SLP Tournament Rule is not ∞-SNM-1/2 for all n, there exists a pair
of integers k, n < ∞ such that no k-SNM-1/2 Tournament Rule exists on n teams.
Proof. The proof follows from a proper application of Lemma 28 and Proposition 22. Suppose
towards contradiction that the SLP Tournament Rule is not k-SNM-1/2 for some k, n. This
implies that there must be some tournaments T, T 0 ∈ Tn and manipulating set S which verify
this fact by gaining probability c > 12 . Call A(T ), b(T ) be the constraint matrix and vector of
SLP (T ), respectively, when written in standard form (i.e. A(T ) has n rows, corresponding
to the n non-trivial constraints in SLP (T ). b(T ) is just the n-dimensional vector of all 1/2s).
c− 1

Now apply Proposition 22 with A := A(T ) and b := b(T ), with δ = 4 2 , and let ε(T ) be
the promised ε. Do the same for T 0 , and set ε = min{ε(T ), ε(T 0 )}. Pick now a sufficiently
z
large z such that 2z−1
− 12 ≤ ε (such a z exists as ε > 0).
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Now, observe that any feasible solution ~x for LP1 (T, 1/2, z) satisfies A(T ) ·~x ≥ ~b − ε~1 (and
any feasible solution ~y for LP1 (T 0 , 1/2, z) satisfies A(T 0 ) · ~y ≥ ~b − ε~1). If there is an ∞-SNM1/2 tournament rule (respectively, k-SNM-1/2 tournament rule, for k to be chosen later),
k
Lemma 28 tells us that there exists an ∞-SNM-1/2 (respectively, 2z−1
-SNM-1/2) tournament
0
rule y such that y(T ) is feasible for LP1 (T, 1/2, z) and y(T ) is feasible for LP1 (T 0 , 1/2, z).
So we know A(T ) · y(T ) ≥ ~b − ε · ~1, and also that A(T 0 ) · y(T 0 ) ≥ ~b − ε · ~1. Proposition 22
then allows us to conclude that |y(T ) − w(T )|1 ≤ δ, and also that |y(T 0 ) − w(T 0 )|1 ≤ δ. But
now we are ready to derive a contradiction and claim that in fact y(·) is not ∞-SNM-1/2.
Indeed, we know that
X
wv (T ) − wv (T 0 ) ≥ c,
v∈S

by definition of S, T, T 0 . But from the triangle inequality, we get that:
X
X
wv (T ) − yv (T ) ≤
|wv (T ) − yv (T )| ≤ |w(T ) − y(T )|1 ≤ δ,
v∈S

X
v∈S

v∈S

yv (T 0 ) − wv (T 0 ) ≤

X

|wv (T 0 ) − yv (T 0 )| ≤ |w(T 0 ) − y(T 0 )|1 ≤ δ.

v∈S

Summing these three equations then yields:
X
v∈S

y(T )v − y(T 0 )v + 2δ ≥ c

⇒

X
v∈S

y(T )v − y(T 0 )v ≥

c+
2

1
2

>

1
.
2

k
This contradicts that y(·) was ∞-SNM-1/2 (and contradicts that y(·) is 2z−1
-SNM-1/2, as
k
long as |S| ≤ 2z−1 , or k ≥ |S|(2z − 1). Note that k can indeed be defined after z and S), as
now S can manipulate from T 0 to T and gain > 1/2.
J

To briefly recap the entire proof of Theorem 29: we first showed that the existence of
∞-SNM-α rules imply the existence of specific kinds of ∞-SNM-α rules (those which satisfy
LP1 (T, α, z) for all z ∈ N+ ). Note that we relied on the existence of ∞-SNM-α rules for
n0  n in order to show the existence of our specialized ∞-SNM-α rules for n. Then, we
showed that for α = 1/2, the existence of specialized rules implies that a particular rule
(the SLP Tournament Rule) is ∞-SNM-1/2 (and the fact that the SLP Tournament Rule is
well-defined is the focus of Section 4).
Now, we make use of Theorem 29 by proving that the SLP Tournament Rule is not
∞-SNM-1/2.
I Lemma 30. The SLP Tournament Rule is not ∞-SNM-1/2.
Proof. See Figure 3 where two {B, C, E}-adjacent tournaments are evaluated under the SLP
Tournament Rule. The three teams {B, C, E} together have probability 4/9 under T , but 1
under T 0 , and therefore gain 5/9 > 1/2 by manipulating. So the rule is not ∞-SNM-1/2.
Note that in order to verify that we have computed the SLP Tournament Rule correctly
on T and T 0 , the reader need only verify (in each graph) that the probabilities sum to 1,
P
and the SLP constraints: for all i, j∈δ− (i) pj + pi /2 ≥ 1/2. By Proposition 26, any such
T
solution is the unique optimum, and therefore output by the SLP Tournament Rule.
J
Proof of Theorem 1. The proof of Theorem 1 now follows immediately from Theorem 29
and Lemma 30.
J
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Figure 3 The tournaments T, T 0 are {B, C, E} adjacent. The distribution of winners as prescribed
by SLP is provided below each tournament, where the teams are presented alphabetically. Note that
under T , the collusion wins with chance 4/9 but in T 0 they win with probability 1, gaining 5/9.

4.1

Concluding Thoughts on Lower Bounds

We emphasize again that our lower bounds reduce the problem of determining existence
of Condorcet-consistent ∞-SNM-1/2 tournament rules for large n0  n to the problem
of determining whether the specific SLP Tournament Rule is ∞-SNM-1/2 for small n. In
particular, now that we have a specific n, k for which the SLP Tournament Rule is not
k-SNM-1/2 on n teams, we can backtrack through Theorem 29 and recover a specific k 0 , n0 for
k0 −1
0
which no k 0 -SNM-1/2 (and therefore no k 0 -SNM- 2k
0 −1 ) Tournament Rule exists on n teams:
In our example, there are n = 6 teams, and the SLP Tournament Rule is not better
than 3-SNM-5/9. So we may take c = 5/9 in the proof of Theorem 29, which results in
δ = 1/72. Note that ε is now a function of δ via Proposition 22, and is ≈ 0.0016, so we’d
set z := d 1/2+ε
2ε e = 157. This therefore rules out the possibility of a tournament rule that is
939-SNM-1/2 for 1878 teams. While of course portions of the proof of Theorem 29 could be
optimized to yield a smaller k 0 , n0 , the point we are trying to make is that there could very
well be k-SNM-1/2 tournament rules for n teams for quite large values of k, n, and there
is virtually no hope of uncovering the non-existence for extremely large k via exhaustive
n
search – recall that the space of tournament rules is all functions from the 2( 2 ) different
complete directed graphs on n teams to the n-dimensional simplex (indeed, the authors
had no luck via exhaustive search, and numerous rules appeared k-SNM-1/2 for small n
in simulations). However, the machinery developed in this section allows us to brute-force
search for manipulations of a single tournament, which happened to resolve for k = 3, n = 6
and conclude our desired claim, which would have required a significantly larger exhaust for
significantly larger k 0 , n0 .
Finally, we note that it may be tempting to use our machinery, almost as is, to rule out
Condorcet-consistent ∞-SNM-α rules for α > 1/2. In particular, it is tempting to conclude
that because Figure 3 exhibits that the SLP Tournament Rule is no better than 3-SNM-5/9,
that there should not be an ∞-SNM-5/9 tournament rule for all n. Note, however, that the
SLP is really special for α = 1/2. Indeed, if we were to replace 1/2 with 4/9 in the SLP, we
would (for instance) no longer have a unique solution. Therefore, we’d lose the well-defined
SLP Tournament Rule, and still have to do a broad exhaustive search, and significantly
new ideas would be needed to get leverage out of this. Still, while our current tools only
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preclude rules which are ∞-SNM-1/2 (and ever so slightly more: ∞-SNM-.50016 via similar
reasoning to the previous paragraph), it is reasonable to expect that our general approach
(e.g. Lemma 28) may help rule out the existence of SNM-α tournament rules for α > 1/2.

5

Less Manipulable Tournament Rules via SLP

In this section we prove Theorem 2: an ∞-SNM-2/3 tournament rule exists (for all n).
Fortunately, a lot of the work has been done in Sections 3 and 4 in the form of our
understanding of how feasible solutions to SLP (T ) and LP0 (T, β, k) relate. We first show
how any k-SNM-α rule that is a valid solution to LP0 (T, β, k) (for some β) can be transformed
α
into a k-SNM- α−β+1
rule. This transformation yields a stronger tournament rule if α ≥ β.
Our proof then exploits the fact that an optimal solution to SLP (T ) satisfies LP0 (T, 1/2, k)
by design and, trivially, is ∞-SNM-1. The naive upper bound of α ≤ 1 suffices to yield a
∞-SNM-2/3 rule (previously no ∞-SNM-< 1 rule is known). Moreover, this reduction now
allows any improved bounds (even if  2/3) on the manipulability of the SLP Tournament
Rule to imply tournament rules which are ∞-SNM-α for α < 2/3. Below is the main lemma
of this section.
I Lemma 31 (Augmentation Lemma). Let tournament rule r(·) be such that r(T ) satisfies
LP0 (T, β, k) for all tournaments T , and be k-SNM-α. Then a tournament rule w(·) exists
α
which is k-SNM- α−β+1
.
Proof. Consider the following rule: pick a c ∈ [0, 1] (to be chosen later). Set wi (T ) =
ri (T ) · c + 1−c
n , if T does not have a Condorcet winner. If T has a Condorcet winner, allocate
probability 1 to the Condorcet winner.
To evaluate the manipulability of this rule, first consider a manipulating set which creates
a Condorcet winner. The total probability gained is at most β · c + (1 − c). To see this,
observe that because the set can create a Condorcet winner, they must have total probability
at least β under r(·) (and therefore at least β · c after scaling down by c).
Now consider a manipulating set that does not create a Condorcet winner. Then there
is certainly no Condorcet winner in T 0 , and so the extra (1 − c) probability mass is still
allocated uniformly (and the set gains nothing here). So the set can only gain what they
would by manipulating under r(·) (scaled down by c), which is at most α · c.
1
To minimize max{αc, βc + (1 − c)}, set c := α−β+1
. This results in w(·) being k-SNMα
.
J
α−β+1
Proof of Theorem 2. By construction the SLP Tournament Rule is Condorcet-consistent,
and is feasible for LP0 (T, 12 , k) for all k. Thus the SLP Tournament Rule satisfies the
requirements of the augmentation lemma for β = 12 and α = 1 (as all rules are k-SNM-1 for
all k) for all k, so Lemma 31 results in an ∞-SNM-2/3 rule.
J
At this point the experienced reader may wonder about other useful properties of the SLP
Tournament Rule. In Appendix B we show that the SLP Tournament Rule is not monotone.

6

Cover-Consistent Tournament Rules

In this section we shift gears and return to 2-SNM-α tournaments. We extend the results
of [22] not in the direction of larger k or smaller α, but towards a more stringent requirement
than Condorcet-consistence (cover-consistence). The main result of this section is Theorem 4,
which develops a new tournament rule which is cover-consistent and 2-SNM-1/3 (the smallest
α possible, by Lemma 17). We call our rule Randomized-King-of the Hill and define it below.
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Algorithm 1 Pseudocode for the Randomized-King-of-the-Hill Tournament Rule.

Input: A tournament graph T = (V, E) on n teams.
Output: A winning team i ∈ V .
repeat
Choose a team j ∈ V uniformly at random ;
if (j is a Condorcet winner);
then
return j;
end
V ← V \ {j ∪ δT+ (j)};
until;

I Definition 32 (Randomized-King-of-the-Hill). The Randomized-King-of-the-Hill Tournament Rule (RKotH) starts every step by first checking whether there is a Condorcet winner
among the remaining teams. If so, that team is declared the winner. If not, it picks a
uniformly random remaining team i (which we’ll call the prince) and removes team i and all
teams which lose to i. Algorithm 1 provides pseudocode.
The main distinction we’ll emphasize between RSEB and RKotH is that RKotH is coverconsistent (Lemma 33 below), while RSEB is not (Observation 19). We later show that
RKotH is also 2-SNM-1/3, just like RSEB.
I Lemma 33. RKotH is cover-consistent.
Proof. Consider any two teams u, v where u covers v. If RKotH is to possibly output v, the
team u must be removed at some round where team x is selected. If at the start of this
round, v has already been removed, then v will clearly not be declared the winner. If at the
start of this round, v has not already been removed, then v is removed this round because
v loses to x (as x beats u and u covers v). Therefore, v can never be declared the winner
by RKotH.
J
In fact, RKotH satisfies an even stronger property than cover-consistency. Before stating
this we need to introduce some definitions.
I Definition 34 (Sub tournament). A sub tournament of a tournament T with respect to a
set of teams S is the tournament induced by the games between teams in S.
I Definition 35 (Transitive tournaments). A tournament T is transitive if there are no
directed cycles.
I Definition 36 (Banks set). Team v is a Banks winner of tournament T if there exists
a maximal (with respect to inclusion) transitive sub tournament T 0 of T where v is the
Condorcet-winner. The Banks set of a tournament T is the set of Banks winners of the
tournament.
B Claim 37. The Banks set of a tournament is a subset of the set of uncovered teams of the
tournament.
Proof. We will show the contrapositive. Consider a team v that is covered by some other team
u. No maximal transitive sub tournament of T can have v as its Condorcet-winner because
u beats v and everyone v beats and hence can always be added on top of v, contradicting
the maximality of the sub tournament.
C
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We can now prove Lemma 5, which states that the Banks set of a tournament T is exactly
the set of teams RKotH can declare as winner.
Proof of Lemma 5. First, we argue that any Banks winner can be output by RKotH with
non-zero probability. Indeed, consider any Banks winner v, and let T 0 denote the maximal
transitive subtournament in which v is the Condorcet winner. Name the teams in T 0 \ {v}
as u1 , . . . , uk , where ui beats uj for all j < i (and v beats ui for all i). Now, because T 0
is a maximal transitive subtournament, there does not exist any w which beats all teams
in T 0 (otherwise we could add w to the subtournament, witnessing non-maximality). Now,
consider an execution of RKotH which first selects princes in order of ui (u1 , then u2 , etc.)
and then finally v. First, observe that each ui has not yet been eliminated by the time we
hope they are selected (by definition of ui ). Second, observe that every team w ∈
/ T 0 must be
0
eliminated by the end, because they lose to some team in T . Therefore, after this execution,
v is the only remaining team, and crowned champion.
It remains to show that any team in the support of RKotH is always a Banks winner.
Out of all the executions of RKotH where v wins, consider one that goes through the most
princes before v is picked. We claim this will be a maximal transitive sub tournament. Let
P = {p1 , ..., pk } be the set of princes used by the algorithm in that order. Since v wins under
those princes, it must beat every team in P . Moreover, since the algorithm first picks p1 ,
then p2 , and so on, it must be the case that pi beats pj for i > j. Otherwise pi would be
eliminated on the step where pj was selected as the prince. Therefore, the sub tournament
v ∪ P is transitive, and has v as its Condorcet-winner.
Consider any team x 6∈ v ∪ P . If x beat teams p1 , ..., pi and lost to teams pi+1 , ..., v for
some i ∈ {0, ..., k + 1}, then an execution that places x between pi , pi+1 would be feasible.
It would still output v but run for one more step than P , contradicting the maximality of
P . Therefore, v ∪ P is a maximal transitive sub tournament where v is a Condorcet-winner,
implying v is in the Banks set.
J
We will also use the fact that RKotH is monotone in our remaining proof. Below (and for
the remainder of this section), we’ll refer to a prince as the most recently selected remaining
team, and we’ll refer to an execution of RKotH as simply an ordering over potential princes
(to be selected if they haven’t yet been eliminated when their turn comes).
I Lemma 38. RKotH is monotone. That is, if T, T 0 are {u, v}-adjacent and u beats v in T ,
then ru (T ) ≥ ru (T 0 ).
Proof. Consider any execution of RKotH and consider the first time that either u or v is
prince (observe that prior to this, the edge between u and v is never queried, so the execution
on T and T 0 is identical). If either u or v is already eliminated, then it doesn’t matter
whether u beats v or vice versa, and the outcome is the same. Otherwise, if u is the prince
and u beats v, then there is a chance that u wins. If u loses to v, then u is eliminated
immediately. If v is the prince and u beats v, then there is a chance that u wins. If u loses
to v, then u is eliminated immediately. Therefore, for every execution, if u wins in T 0 , u also
wins in T , and the lemma holds.
J
The rest of this section is devoted to proving that RKotH is 2-SNM-1/3. The key approach
of our proof is the following: consider any round in which both u and v still remain. The
next team selected as prince might beat both u and v (in which case the outcome between u
and v is never queried), lose to both u and v (in which case the outcome has not yet been
queried), or beat exactly one of {u, v} (in which case again the outcome between u and v is
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never queried). The only event in which we ever query the outcome of the match is when
one of {u, v} is selected as prince while the other remains (and even then, the outcome only
matters if some teams remain which beat exactly one of {u, v}). So the key approach in the
proof is a coupling argument between different possible executions of RKotH (some of which
make the match between u and v irrelevant, and some of which cause {u, v} to prefer the
match turn one way or the other).
Proof of Theorem 4. In order to show the rule is 2-SNM-1/3, consider two teams u, v who
are trying to collude in a given tournament T . Suppose wlog that u beats v in T and let T 0
be the {u, v}-adjacent tournament to T where v beats u.
To begin the analysis, we first introduce some notation. Let S be the subset of teams
which either beat at least one of u or v, or are u or v. For a given execution of RKotH let x
denote the first prince in S on tournament T . Observe first that there must be a prince in
S at some point (otherwise neither u nor v is ever eliminated), and also that x is the first
prince in S on tournament T 0 as well (for the same execution). Let also X denote the set of
princes strictly before x was chosen, and Y (X) denote the set of un-eliminated teams after
the set X of princes. We first observe that, conditioned on X, the next prince is a uniformly
random element of Y (X) ∩ S.
I Lemma 39. For all X ⊂ [n] \ S, conditioned on the set X being princes so far, and
the next prince being an element of S, the next prince is a uniformly random element of
Y (X) ∩ S.
Proof. For all X ⊆ [n] \ S, conditioned on the set X being princes so far, the next prince is
a uniformly random element of Y (X), so each element of Y (X) ∩ S is selected with equal
probability.
J
The main step in the proof is the following lemma, which claims that after conditioning
on X, the difference between T and T 0 in terms of whether one of {u, v} wins under RKotH
is small.
I Lemma 40. For all X, let ru,v (T, X) denote the probability that RKotH selects a winner
in {u, v}, conditioned on X being exactly the set of princes before the first prince in S. Then
for all X, |ru,v (T 0 , X) − ru,v (T, X)| ≤ 1/3.
Proof. We consider a few possible cases, conditioned on the structure of Y (X) ∩ S, and
which team is the next prince. To aid in formality, we’ll use the notation ru,v (T, X|E) to
denote the probability that RKotH selects a winner in {u, v} on tournament T conditioned
on exactly the set X of princes before the first prince in S and event E.
Case One: Y (X) ∩ S = {u, v}. In this case, certainly u or v will win in tournament T
and T 0 . This is because all remaining teams lose to both u and v, so whoever wins
the match between u and v is a Condorcet winner among the remaining teams and
will therefore win. So if E1 denotes the event that Y (X) ∩ S = {u, v}, we have that
ru,v (T, X|E1 ) = ru,v (T 0 , X|E1 ).
Case Two: |Y (X) ∩ S| > 2, next prince ∈
/ {u, v}. In this case, at least one of {u, v} are
eliminated immediately, and the match result is never queried. Therefore, the result is
the same under T and T 0 . So if E2 denotes the event that |Y (X) ∩ S| > 2 and the next
prince is not in {u, v}, we have that ru,v (T, X|E2 ) = ru,v (T 0 , X|E2 ).
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Case Three: |Y (X) ∩ S| > 2, next prince is u. In this case, we claim it is always better
for {u, v} to be in T 0 (v beats u) versus T . To see this, first consider that maybe some
remaining element of Y (X) ∩ S beats u. Then u certainly will not win. If u beats v, then
v also will certainly not win. But if v beats u, then maybe v can win. If no remaining
element of Y (X) ∩ S beats u, then either u will win in T , or v will win in T 0 (because all
teams aside from u and v are eliminated). So if E3 denotes the event that |Y (X) ∩ S| > 2
and the next prince is u, we have that ru,v (T 0 , X|E3 ) ≥ ru,v (T, X|E3 ).
Case Four: |Y (X) ∩ S| > 2, next prince is v. This case is symmetric to the above, and
it is always better for {u, v} to be in T versus T 0 . So if E4 denotes the event that
|Y (X) ∩ S| > 2 and the next prince is v, we have that: ru,v (T, X|E4 ) ≥ ru,v (T 0 , X|E4 ).
So to conclude, we’ve seen that if |Y (X) ∩ S| = 2, then the outcome is the same under T
and T 0 , so the lemma statement clearly holds for any X with |Y (X)∩S| = 2. If |Y (X)∩S| > 2,
then there is exactly one choice for the next team which may cause {u, v} to prefer T to
T 0 (and vice versa). By Lemma 39, the next prince is drawn uniformly at random from
|Y (X) ∩ S|, so this element is selected with probability at most 1/3. Formally, for any X
with |Y (X) ∩ S| > 2 we have:
ru,v (T, X) − ru,v (T 0 , X) = Pr[E2 ] · (ru,v (T, X|E2 ) − ru,v (T 0 , X|E2 ))
+ Pr[E3 ] · (ru,v (T, X|E3 ) − ru,v (T 0 , X|E3 ))
+ Pr[E4 ] · (ru,v (T, X|E4 ) − ru,v (T 0 , X|E4 ))
1
≤ Pr[E2 ] · 0 + Pr[E3 ] · 0 + Pr[E4 ] · 1 ≤
≤ 1/3.
|Y (X) ∩ S|
Similar inequalities hold for ru,v (T 0 , X) − ru,v (T, X) but with the role of E3 and E4 swapped,
allowing us to conclude that indeed |ru,v (T, X) − ru,v (T 0 , X)| ≤ 1/3.
J
The rest of the proof now follows easily. Below, if ru,v (T ) denotes the probability that
either u or v wins under RKotH for tournament T , and p(X) denotes the probability that X
is exactly the set of princes before the first prince in S is selected (under tournament T ),
we have:
X
|ru,v (T ) − ru,v (T 0 )| ≤
p(X) · |ru,v (T, X) − ru,v (T 0 , X)| ≤ 1/3.
J
X

While RKotH and RSEB are optimal tournament rules against collusions of size 2, their
effectiveness disappears as the collusions become larger. In particular, in Appendix B we
show a specific tournament against both rules for which large collusions can increase their
odds of winning up to close to 1.

7

Conclusion

We extend work of [22] in three different directions: First, we refute their main conjecture
(Theorem 1, Sections 3 and 4). Next, we design the first Condorcet-consistent tournament rule
which is ∞-SNM-(< 1) (Theorem 2, Sections 3 and 5). Finally, we design a new tournament
rule (RKotH) which is 2-SNM-1/3 (just like RSEB), but which is also cover-consistent
(Theorem 4, Section 6).
Reiterating from Section 1, the main appeal of our results is clearly theoretical, and some
of this appeal comes from the process itself. For example, Theorem 29 reduces the search for
a Condorcet-consistent ∞-SNM-1/2 rule to determining whether or not the SLP Tournament
Rule is ∞-SNM-1/2. Additionally, the same tools developed in Section 3 proved useful both
for proving lower bounds and designing new tournament rules, suggesting that these tools
should be useful in future works as well.
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One clear direction for future work, now that the main conjecture of [22] is refuted, is to
understand what the minimum α is such that an ∞-SNM-α tournament rule exists. It is
also interesting to understand how large k needs to be in order for the [22] conjecture to be
false. Our work does not rule out the existence of a 3-SNM-2/5 tournament rule, yet we also
do not know of any 3-SNM-2/5 rule (nor even a 3-SNM-1/2 rule). More generally, our work
contributes to the broad agenda of understanding the tradeoffs between incentive compatibility
and quality of winner selected in tournament rules, and there are many interesting problems
in this direction.
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Missing proofs from Section 2.2

To prove Proposition 21, we first need some additional machinery.
I Definition 41 (Pfaffian). The Pfaffian of an n × n skew-symmetric matrix A (when
n = 2k is even) is defined as follows. First, let Π be the set of all partitions of [2k] into
pairs without regard to order. If we write an element α ∈ Π as {(i1 , j1 ), (i2 , j2 ), · · · (ik , jk )}
with i` < j` for all ` and i1 < i2 < . . . < ik , then let πα denote the permutation with
πα (2` − 1) = i` and πα (2`) = j` (i.e. πα sorts elements in the order i1 , j1 , i2 , j2 , . . .).
Qk
Let Aα := sgn(πα ) `=1 Ai` ,j` .4 Then the Pfaffian of A, denoted by P f (A), is equal to
P
α∈Π Aα .
I Theorem 42. When n is even, any n × n skew-symmetric matrix A satisfies Det(A) =
(P f (A))2 .
Proof of Proposition 21. We will first prove the case when n is even, using Theorem 42.
We first observe that as A is unit skew-symmetric, |Aij | = 1 for all i =
6 j. Therefore, for
all α ∈ Π, |Aα | = 1. So the Pfaffian of A is the sum of |Π| terms, each of which are ±1.
Therefore, if we can show that |Π| is odd, the Pfaffian must be non-zero, Theorem 42 implies
that Det(A) 6= 0 as well (meaning that A has full rank).

4

Recall that the sign of a permutation π, denoted here by sgn(π) is equal to the number of inversions in
π (that is, the number of pairs i < j with π(i) > π(j)).
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It is straight forward to count the number of elements in Π: first, there are n − 1 choices
for the partner of 1. Then, there are n − 3 choices for the partner of the smallest unpartnered
element. After choosing the first ` pairs, there are n − 2` − 1 choices for the partner of the
smallest unpartnered element. So there are (n − 1) · (n − 3) . . . 5 · 3 elements of Π, which is
an odd number.
Now we consider the case where n is odd. Observe first that the submatrix of A created by
removing the last row and last column is a unit skew symmetric matrix with even dimension,
and therefore has rank n − 1. Therefore, the rank of A is also at least n − 1. By Jacobi’s
theorem, all skew symmetric matrices of odd dimension have determinant zero (and are
therefore not of full rank). Therefore, the rank must be exactly n − 1.
J
Proof of Proposition 22. For a given δ > 0, let Y be the set of all vectors in the unit
hypercube with `1 distance strictly less than δ from some element of P0 (i.e. there exists an
element in P0 within `1 distance strictly less than δ). It is easy to see that Y is an open set.
Now let S = [0, 1]n \ Y . Note that S is closed and bounded, and therefore compact.
Definte now the function f (~y ) = max{0, maxi∈[n] ~bi − (A · ~y )i }. First observe that f (·)
is continuous, as it is a composition (via maximums, subtractions, etc.) of affine functions.
Observe also that ~y ∈ Pε for all ε ≥ f (~y ), and that ~y ∈
/ Pε for all ε < f (~y ). We now consider
two possible cases for inf ~y∈S {f (~y )}, and find our desired ε.
Case 1: inf ~y∈S {f (~y )} = 0. As S is compact, f achieves its infimum over S. Therefore,
there exists a ~y ∈ S with f (~y ) = 0. Let’s parse what this means. First, as f (~y ) = 0, we
know that ~y ∈ P0 . But also, P0 ⊆ Y , and S ∩ Y = ∅. So any ~y ∈ S cannot also be in P0 ,
which means f (~y ) > 0 for all ~y ∈ S, meaning that we can’t have inf ~y∈S {f (~y )} = 0 after
all.
Case 2: inf ~y∈S {f (~y )} = c > 0. Then let ε = c/2. Now, observe that all elements of S are
not in Pε , as they all have f (~y ) > ε.
So to wrap up, we must have inf ~y∈S {f (~y )} = c > 0, and if we set ε = c/2, then S ∩ Pε = ∅.
Therefore, as S ∩ Y = [0, 1]n , it must be the case that all of Pε is contained in Y . But this is
exactly the desired statement: all elements of Pε have some point in P0 within distance δ.
So take this to be our desired ε.
J

B

Further properties of the proposed tournament rules

In this section we analyze further properties of the two main tournament rules discussed on
this paper. First we show that the SLP tournament rule fails to satisfy monotonicity, a very
natural and desirable property from the point of view of a tournament designer.
B Claim 43. SLP is not a monotone tournament rule.
Proof. Consider the tournament T and it’s {3, 5}-adjacent tournament T 0 , both depicted
in Figure 4. In T , 5 beats 3 originally and the SLP tournament rule awarded team 5 a .2
chance of winning. If instead 5 purposely throws its game to 3, the SLP tournament rule
rewards team 5 by increasing its chance of winning to 1/3. Therefore the SLP tournament
rule is not monotone.
C
Next we show that the optimality of RSEB, RKotH against collusions of size 2 fails to
translate to larger collusions. In particular, we show that the manipulability of both rules
tends to 1 as the size of the collusion increases, ruling both of them out as candidates for
∞-SNM-α for constant α < 1. First we define a family of tournaments that will be useful in
showing lower bounds for both rules. These tournaments were introduced in [22].
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Figure 4 The tournament T can be unilaterally manipulated by team 5 to become the tournament T 0 .

I Definition 44 (Kryptonite Tournament [22]). A kryptonite tournament T on n teams has
a superman team (wlog label it 1) who beats everyone except a kryptonite team (wlog label
it n). Moreover, team n loses to every other team except 1. The outcomes of the matches
between the remaining teams may be arbitrary.
We now proceed with the main claim of this section.
B Claim 45. RKotH is no better than k-SNM-(k − 1)/(k + 1) for any k. RSEB is no better
than k-SNM-(k − 1)/k when k + 1 is a power of 2.
Proof. Consider k and let n = k + 1. Let T be any kryptonite tournament on n teams, with
team 1 as the superman team and team n as the kryptonite team. In order for team 1 to
win under RKotH, the rule must avoid selecting teams 1 and n. Under any other first choice
of prince, RKotH will declare team 1 the winner. Therefore it declares team 1 the winner
with probability (k − 1)/(k + 1). However, if all teams but the superman collude they can
make the kryptonite a Condorcet-winner. The collusion’s combined odds of winning before
were exactly 2/(k + 1), so RKotH is at least k-SNM-(k − 1)/(k + 1).
Now let k + 1 be a power of two and consider the same T as before. In order for the
superman team to win under RSEB it must avoid the kryptonite team in the first round.
Therefore RSEB crowns the superman team winner with probability (k − 1)/k. However, all
other teams can form a collusion and turn the kryptonite team into a Condorcet-winner,
increasing their winning mass by (k − 1)/k. Therefore, RSEB is at least k-SNM-(k − 1)/k
when k + 1 is a power of 2.
C
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Abstract
While quantum computers hold the promise of significant computational speedups, the limited size
of early quantum machines motivates the study of space-bounded quantum computation. We relate
the quantum space complexity of computing a function f with one-sided error to the logarithm
of its span program size, a classical quantity that is well-studied in attempts to prove formula size
lower bounds.
In the more natural bounded error model, we show that the amount of space needed for a unitary
quantum algorithm to compute f with bounded (two-sided) error is lower bounded by the logarithm
of its approximate span program size. Approximate span programs were introduced in the field of
quantum algorithms but not studied classically. However, the approximate span program size of a
function is a natural generalization of its span program size.
While no non-trivial lower bound is known on the span program size (or approximate span
program size) of any concrete function, a number of lower bounds are known on the monotone span
program size. We show that the approximate monotone span program size of f is a lower bound on
the space needed by quantum algorithms of a particular form, called monotone phase estimation
algorithms, to compute f . We then give the first non-trivial lower bound on the approximate span
program size of an explicit function.
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Introduction

While quantum computers hold the promise of significant speedups for a number of problems,
building them is a serious technological challenge, and it is expected that early quantum
computers will have quantum memories of very limited size. This motivates the theoretical
question: what problems could we solve faster on a quantum computer with limited space?
Or similarly, what is the minimum number of qubits needed to solve a given problem (and
hopefully still get a speedup).
We take a modest step towards answering such questions, by relating the space complexity
of a function f to its span program size, which is a measure that has received significant
attention in theoretical computer science over the past few decades. Span programs are a
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model of computation introduced by Karchmer and Wigderson [10] in an entirely classical
setting. They defined a span program for a Boolean function f : {0, 1}n → {0, 1} as a matrix
A with each of its columns labelled by an index i ∈ [n] and a bit b ∈ {0, 1}, and some fixed
target vector in the columnspace of A. The span program decides f if for all x such that
f (x) = 1, the target vector is in the span of the vectors labelled by (i, xi ) for i ∈ [n]. The size
of the span program is the sum over i of the dimension of the span of the columns labelled
by (i, 0) or (i, 1) (see also Definition 12). The span program size of f is then the minimum
size of any span program deciding f , and was originally defined to lower bound the size of
counting branching programs.
Several decades after the introduction of span programs, Reichardt and Špalek [18] related
them to quantum algorithms, and introduced the new measure of span program complexity
(see Definition 13). The importance of span programs in quantum algorithms stems from the
ability to compile any span program for a function f into a bounded error quantum algorithm
for f [17]. In particular, there is a tight correspondence between the span program complexity
of f , and its quantum query complexity – a rather surprising and beautiful connection for
a model originally introduced outside the realm of quantum computing. In contrast, the
classical notion of span program size had received no attention in the quantum computing
literature before now.
Ref. [8] defined the notion of an approximate span program for a function f . Loosely
speaking, a span program approximates f if for every x such that f (x) = 1, the target is
close to the span of the columns labelled by {(i, xi )}i∈[n] , and otherwise, the target is far
from this span. They showed that even an approximate span program for f can be compiled
into a bounded error quantum algorithm for f . In this work, we further relax the definition
of an approximate span program for f , making analysis of such algorithms significantly easier
(see Definition 15).
Let SU (f ) denote the bounded error unitary space complexity of f , or the minimum
space needed by a unitary quantum algorithm1 that computes f with bounded error (see
Definition 7). For a function f : {0, 1}n → {0, 1}, we can assume that the input is accessed
by queries, so that we do not need to store the full n-bit input in working memory, but we
need at least log n bits of memory to store an index into the input. Thus, a lower bound of
ω(log n) on SU (f ) for some f would be non-trivial.
f ) the
Letting SP(f ) denote the minimum size of a span program deciding f , and SP(f
minimum size of a span program approximating f (see Definition 16), we have the following
(see Theorem 24):
I Theorem 1 (Informal). For any Boolean function f , if SU (f ) denotes its bounded error
f ) its approximate span program size, then
unitary space complexity, and SP(f
f ).
SU (f ) ≥ log SP(f
Similarly, if S1U (f ) denotes its one-sided error unitary space complexity, and SP(f ) its span
program size, then
S1U (f ) ≥ log SP(f ).

1

A unitary quantum algorithm is a quantum algorithm in which all measurements are delayed until the
end. In contrast to time complexity, the space complexity of an algorithm may be significantly smaller
if we allow intermediate measurements. See [6] for a discussion of the distinction between unitary and
non-unitary quantum space.

S. Jeffery

4:3

The relationship between span program size and unitary quantum space complexity is rather
natural, as the span program size of f is known to lower bound the minimum size of a
symmetric branching program for f , and the logarithm of the branching program size of a
function f characterizes its classical deterministic space complexity.
The inequality S1U (f ) ≥ log SP(f ), although not observed previously, follows straightforwardly from a construction of [17] for converting a one-sided error quantum algorithm
for f into a span program for f – one need only observe that the size of the resulting
span program is closely related to the space complexity of the algorithm. We adapt this
construction to show how to convert a bounded (two-sided) error quantum algorithm for f
with query complexity T and space complexity S ≥ log T into an approximate span program
f )). The connection
for f with complexity Θ(T ) and size 2Θ(S) , proving SU (f ) ≥ Ω(log SP(f
f ) is tight up to an additive term of the logarithm of the minimum
between SU (f ) and log SP(f
complexity of any span program for f with optimal size. This follows from the fact that
an approximate span program can be compiled into a quantum algorithm in a way that
similarly preserves the correspondence between space complexity and (logarithm of) span
program size, as well as the correspondence between query complexity and span program
complexity (see Theorem 17). While the preservation of the correspondence between query
complexity and span program complexity (in both directions) is not necessary for our results,
it may be useful in future work for studying lower bounds on time and space simultaneously
– somewhat analogous to branching programs, which capture both the time and space of
classical algorithms.
The significance of Theorem 1 is that span program size has received extensive attention in
theoretical computer science. Using results from [3], the connection in Theorem 1 immediately
implies the following (Theorem 25):
I Theorem 2. For almost all Boolean functions f on n bits, S1U (f ) = Ω(n).
If we make a uniformity assumption that the quantum space complexity of an algorithm is
at least the logarithm of its time complexity, then Theorem 2 would follow from a lower
bound of Ω(2n ) on the quantum time complexity of almost all n-bit Boolean functions.
Notwithstanding, the proof via span program size is evidence of the power of the technique.
In the pursuit of lower bounds on span program size of concrete functions, several nice
expressions lower bounding SP(f ) have been derived. By adapting one such lower bound on
f ), we get the following (see Lemma 29):
SP(f ) to SP(f
I Theorem 3 (Informal). For any Boolean function f , and partial matrix M ∈ (R ∪
−1
−1
{?})f (0)×f (1) with kM k∞ ≤ 1:
 
SU (f ) ≥ Ω log

1
2 -rank(M )

maxi∈[n] rank(M ◦ ∆i )


,

where ◦ denotes the entrywise product, and ∆i [x, y] = 1 if xi 6= yi and 0 else.
f such
Above, 12 -rank denotes the approximate rank, or the minimum rank of any matrix M
1
1
f
that |M [x, y] − M [x, y]| ≤ 2 for each x, y such that M [x, y] 6= ?. If we replace 2 -rank(M )
with rank(M ), we get the logarithm of an expression called the rank measure, introduced by
Razborov [15]. The rank measure was shown by Gàl to be a lower bound on span program
size, SP [7], and thus, our results imply that the log of the rank measure is a lower bound on
S1U . It is straightforward to extend this proof to the approximate case to get Theorem 3.
Theorem 3 seems to give some hope of proving a non-trivial – that is, ω(log n) – lower
bound on the unitary space complexity of some explicit f , by exhibiting a matrix M for
which the (approximate) rank measure is 2ω(log n) . In [15], Razborov showed that the rank
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measure is a lower bound on the Boolean formula size of f , motivating significant attempts
to prove lower bounds on the rank measure of explicit functions. The bad news is, circuit
lower bounds have been described as “Complexity theory’s Waterloo” [2]. Despite significant
effort, no non-trivial lower bound on span program size for any f is known.
Due to the difficulty of proving explicit lower bounds on span program size, earlier work
has considered the easier problem of lower bounding monotone span program size, mSP(f ).
A monotone span program is a span program where the columns of A are labelled by (i, 1)
for i ∈ [n] (i.e. there are no columns associated with (i, 0)). For a monotone function f ,
the monotone span program size of f , mSP(f ) is the minimum size of any monotone span
program for f . We can similarly define the approximate monotone span program size of f ,
f ). Although log mSP(f
f ) is not a lower bound on SU (f ), even for monotone f , it is a
mSP(f
lower bound on the space complexity of any algorithm obtained by compiling a monotone
span program. We show that such algorithms are equivalent to a more natural class of
algorithms called monotone phase estimation algorithms. Informally, a phase estimation
algorithm is an algorithm that works by performing phase estimation of some unitary that
makes a single query to the input, and estimating the amplitude on a 0 in the phase register
(see Definition 41). Phase estimation algorithms are completely general, in the sense that
any unitary quantum algorithm can be transformed into a phase estimation in a way that
asymptotically preserves its space and query complexity. A monotone phase estimation
algorithm is a phase estimation algorithm where, loosely speaking, adding 0s to the input
can only make the algorithm more likely to reject (see Definition 42). We can then prove the
following (see Theorem 43):
I Theorem 4 (Informal). For any Boolean function f , any bounded error monotone phase
f ), and any one-sided error
estimation algorithm for f has space complexity at least log mSP(f
monotone phase estimation algorithm for f has space complexity at least log mSP(f ).
Fortunately, non-trivial lower bounds for the monotone span program complexity are
known for explicit functions. In Ref. [3], Babai, Gàl and Wigderson showed a lower bound
2
of mSP(f ) ≥ 2Ω(log (n)/ log log(n)) for some explicit function f , which was later improved to
2

mSP(f ) ≥ 2Ω(log (n)) by Gàl [7]. In Ref. [19], a function f was exhibited with mSP(f ) ≥ 2n
for some constant  ∈ (0, 1), and in the strongest known result, Pitassi and Robere exhibited a
function f with mSP(f ) ≥ 2Ω(n) [14]. Combined with our results, each of these implies a lower
bound on the space complexity of one-sided error monotone phase estimation algorithms.
For example, the result of [14] implies a lower bound of Ω(n) on the space complexity of
one-sided error monotone phase estimation algorithms for a certain satisfiability problem f .
This lower bound, and also the one in [19], are proven by choosing f based on a constraint
satisfaction problem with high refutation width, which is a measure related to the space
complexity of certain classes of SAT solvers, so it is intuitively not surprising that these
problems should require a large amount of space to solve with one-sided error.
For the case of bounded error space complexity, we also prove the following (see Theorem 32, Corollary 44):
I Theorem 5 (Informal). There exists a function f : {0, 1}n → {0, 1} such that any bounded
error monotone phase estimation algorithm for f has space complexity (log n)2−o(1) .
This lower bound is non-trivial, although much less so than the best known lower bound of
2−o(1)
Ω(n) for the one-sided case. Our result also implies a new lower bound of 2(log n)
on the
monotone span program complexity of the function f in Theorem 5.
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To prove the lower bound in Theorem 5, we apply a new technique that leverages the
best possible gap between the certificate complexity and approximate polynomial degree
2+o(1)
of a function, employing a function g : {0, 1}m
→ {0, 1} from [5]2 , whose certificate
1+o(1)
complexity is m
, and whose approximate degree is m2−o(1) . Following a strategy of
[19], we use this g to construct a pattern matrix [20] (see Definition 37) and use this matrix
in a monotone version of Theorem 3 (see Theorem 33). The fact that certificate complexity
g (g) ≤ C(g)2 for all g is a
and approximate degree of total functions are related by deg
1/3
2
barrier to proving a lower bound better than (log n) using this technique, but we also
give a generalization that has the potential to prove significantly better lower bounds (see
Lemma 40).

Discussion and open problems
The most conspicuous open problem of this work is to prove a lower bound of ω(log n) on
SU (f ) or even S1U (f ) for some explicit decision function f . It is known that any space S
quantum Turing machine can be simulated by a deterministic classical algorithm in space S 2
[21] so a lower bound of ω(log2 n) on classical space complexity would also give a non-trivial
lower bound on quantum space complexity. If anything, the relationship to span program
size is evidence that this task is extremely difficult.
2−o(1)
We have shown a lower bound of 2(log n)
on the approximate monotone span program
complexity of an explicit monotone function f , which gives a lower bound of (log n)2−o(1) on
the bounded error space complexity needed by a quantum algorithm of a very specific form:
a monotone phase estimation algorithm. This is much worse than the best bound we can get
in the one-sided case: a lower bound of Ω(n) for some explicit function. An obvious open
problem is to try to get a better lower bound on the approximate monotone span program
complexity of some explicit function.
Our lower bound of (log n)2−o(1) only applies to the space complexity of monotone phase
estimation algorithms and does not preclude the existence of a more space-efficient algorithm
for f of a different form. We do know that phase estimation algorithms are fully general,
in the sense that every problem has a space-optimal phase estimation algorithm. Does
something similar hold for monotone phase estimation algorithms? This would imply that
f ) is a lower bound on SU (f ) for all monotone functions f .
log mSP(f
In this work, we define an approximate version of the rank method, and monotone rank
method, and in case of the monotone rank method, give an explicit non-trivial lower bound.
The rank method is known to give lower bounds on formula size, and the monotone rank
method on monotone formula size. An interesting question is whether the approximate rank
method also gives lower bounds on some complexity theoretic quantity related to formulas.
Our results are a modest first step towards understanding unitary quantum space complexity, but even if we could lower bound the unitary quantum space complexity of an explicit
function, there are several obstacles limiting the practical consequences of such a result. First,
while an early quantum computer will have a small quantum memory, it is simple to augment
it with a much larger classical memory. Thus, in order to achieve results with practical
implications, we would need to study computational models that make a distinction between
quantum and classical memories. We leave this as an important challenge for future work.

2

An earlier version of this work used a function described in [1] with a 7/6-separation between certificate
complexity and approximate degree. We thank Robin Kothari for pointing us to the improved result
of [5].
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Second, we are generally only interested in running quantum algorithms when we get
an advantage over classical computers in the time complexity, so results that give a lower
bound on the quantum space required if we wish to keep the time complexity small, such
as time-space lower bounds, are especially interesting. While we do not address time-space
lower bounds in this paper, one advantage of the proposed quantum space lower bound
technique, via span programs, is that span programs are also known to characterize quantum
query complexity, which is a lower bound on time complexity. We leave exploration of this
connection for future work.
We mention two previous characterizations of SU (f ). Ref. [9] showed that SU (f ) is equal
to the logarithm of the minimum width of a matchgate circuit computing f , and thus our
results imply that this minimum matchgate width is approximately equal to the approximate
span program size of f . Separately, in Ref. [6], Fefferman and Lin showed that for every
function k, inverting 2k(n) × 2k(n) matrices is complete for the class of problems f such
that SU (f ) ≤ k(n). Our results imply that evaluating an approximate span program of
size 2k(n) (for some suitable definition of the problem) is similarly complete for this class.
Evaluating an approximate span program boils down to deciding if kA(x)+ |w0 ik is below a
certain threshold, where A(x) is the span program matrix A restricted to the rows labeled
by {(i, xi )}i∈[n] , and |w0 i is some input-independent initial state; so these results are not
unrelated3 . We leave exploring these connections as future work.

Organization
The remainder of this paper is organized as follows. In Section 2, we present the necessary
notation and quantum algorithmic preliminaries, and define quantum space complexity. In
Section 3, we define span programs, and describe how they correspond to quantum algorithms.
In particular, we describe how a span program can be “compiled” into a quantum algorithm,
and in Section 3.2, show how a quantum algorithm can be turned into a span program, with
both transformations moreorless preserving the relationships between span program size and
algorithmic space, and between span program complexity and query complexity. From this
correspondence, we obtain, in Section 4, expressions that lower bound the quantum space
complexity of a function. While we do not know how to instantiate any of these expressions
to get a non-trivial lower bound for a concrete function, in Section 5, we consider to what
extent monotone span program lower bounds are meaningful lower bounds on quantum space
complexity, and give the first non-trivial lower bound on the approximate monotone span
program size of a function.

2

Preliminaries

We begin with some miscellaneous notation. For a vector |vi, we let k|vik denote its `2 -norm.
In the following, let A be a matrix with i and j indexing its rows and columns. Define:
kAk∞ = max |Ai,j |,
i,j

3

and

kAk = max{kA|vik : k|vik = 1}.

In the notation of Definition 12, A(x) = AΠH(x) , and |w0 i = A+ |τ i for |τ i the target. Then one can
verify that the positive witness size of x is w+ (x) = A(x)+ |w0 i

2

(see Definition 13).
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Define the ε-rank of a matrix A as the minimum rank of any matrix B such that kA − Bk∞ ≤
P
ε. For a matrix A with singular value decomposition A = k σk |vk ihuk |, define:
col(A) = span{|vk i}k , row(A) = span{|uk i}k , ker(A) = row(A)⊥ , A+ =

X 1
|uk ihvk |.
σk
k

The following lemma, from [12], is useful in the analysis of quantum algorithms.
I Lemma 6 (Effective spectral gap lemma). Fix orthogonal projectors ΠA and ΠB . Let
U = (2ΠA − I)(2ΠB − I), and let ΠΘ be the orthogonal projector onto the eiθ -eigenspaces of
U such that |θ| ≤ Θ. Then if ΠA |ui = 0, kΠΘ ΠB |uik ≤ Θ
2 k|uik.
In general, we will let ΠV denote the orthogonal projector onto V , for a subspace V .

Unitary quantum algorithms and space complexity
A unitary quantum algorithm A = {An }n∈N is a family (parametrized by n) of sequences
(n)
(n)
of 2s(n) -dimensional unitaries U1 , . . . , UT (n) , for some s(n) ≥ log n and T (n). (We will
generally dispense with the explicit parametrization by n). For x ∈ {0, 1}n , let Ox be the
unitary that acts as Ox |ji = (−1)xj |ji for j ∈ [n], and Ox |0i = |0i. We let A(x) denote the
random variable obtained from measuring
UT Ox UT −1 . . . Ox U1 |0i
with some two-outcome measurement that should be clear from context. We call T (n) the
query complexity of the algorithm, and S(n) = s(n) + log T (n) the space complexity. By
including a log T (n) term in the space complexity, we are implicitly assuming that the
algorithm must maintain a counter to know which unitary to apply next. This is a fairly mild
uniformity assumption (that is, any uniformly generated algorithm uses Ω(log T ) space), and
it will make the statement of our results much simpler. The requirement that s(n) ≥ log n is
to ensure that the algorithm has enough space to store an index i ∈ [n] into the input.
For a (partial) function f : D → {0, 1} for D ⊆ {0, 1}n , we say that A computes f with
bounded error if for all x ∈ D, A(x) = f (x) with probability at least 2/3. We say that A
computes f with one-sided error if in addition, for all x such that f (x) = 1, A(x) = f (x)
with probability 1.
I Definition 7 (Unitary Quantum Space). For a family of functions f : D → {0, 1} for
D ⊆ {0, 1}n , the unitary space complexity of f , SU (f ), is the minimum S(n) such that there
is a family of unitary quantum algorithms with space complexity S(n) that computes f with
bounded error. Similarly, S1U (f ) is the minimum S(n) such that there is a family of unitary
quantum algorithms with space complexity S(n) that computes f with one-sided error.
I Remark 8. Since T is the number of queries made by the algorithm, we may be tempted
to assume that it is at most n, however, while every n-bit function can be computed in n
queries, this may not be the case when space is restricted. For example, it is difficult to
imagine an algorithm that uses O(log n) space and o(n3/2 ) quantum queries to solve the
following problem on [q]n ≡ {0, 1}n log q : Decide whether there exist distinct i, j, k ∈ [n] such
that xi + xj + xk = 0 mod q.
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Phase estimation
For a unitary U acting on H and a state |ψi ∈ H, we will say we perform T steps of phase
estimation of U on |ψi when we compute:
T −1
1 X
√
|tiU t |ψi,
T t=0

and then perform a quantum Fourier transform over Z/T Z on the first register, called the
phase register. This procedure was introduced in [11]. It is easy to see that the complexity
(either query or time) of phase estimation is O(T ) times the complexity of implementing a
controlled call to U . The space complexity of phase estimation is log T + log dim(H). We
will use the following properties:
I Lemma 9 (Phase Estimation). If U |ψi = |ψi, then performing T steps of phase estimation
of U on |ψi and measuring the phase register results in outcome 0 with probability 1. If
U |ψi = eiθ |ψi for |θ| ∈ (π/T, π], then performing T steps of phase estimation of U on |ψi
results in outcome 0 with probability at most Tπθ .
We note that we can increase the success probability to any constant by adding some
constant number k of phase registers, and doing phase estimation k times in parallel, still
using a single register for U , and taking the majority. This still has space complexity
log dim H + O(log T ).

Amplitude estimation
For a unitary U acting on H, a state |ψ0 i ∈ H, and an orthogonal projector Π on H, we
will say we perform M steps of amplitude estimation of U on |ψi with respect to Π when we
perform M steps of phase estimation of
U (2|ψihψ| − I)U † (2Π − I)
πt
on U |ψi, then, if the phase register contains some t ∈ {0, . . . , M − 1}, compute p̃ = sin2 2M
,
2
which is an estimate of kΠU |ψik in a new register. The (time or query) complexity of this is
O(M ) times the complexity of implementing a controlled call to U , implementing a controlled
call to 2Π − I, and generating |ψi. The space complexity is log T + log dim H + O(1). We
have the following guarantee [4]:
2

I Lemma 10. Let p = kΠU |ψik . There exists ∆ = Θ(1/M ) such that when p̃ is obtained
as above from M steps of amplitude estimation, with probability at least 1/2, |p̃ − p| ≤ ∆.
We will thus also refer to M steps of amplitude estimation as amplitude estimation to
precision 1/M .

3
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In Section 3.1, we will define a span program, its size and complexity, and what it means for
a span program to approximate a function f . In Section 3.2, we prove the following theorem,
which implies Theorem 1:
I Theorem 11. Let f : D → {0, 1} for D ⊆ {0, 1}n and let A be a unitary quantum
algorithm using T queries, and space S to compute f with bounded error. Then for any
constant κ ∈ (0, 1), there is a span program PA with size s(PA ) ≤ 2O(S) that κ-approximates
f with complexity Cκ ≤ O(T ). If A decides f with one-sided error, then PA decides f .
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Span Programs

Span programs were first introduced in the context of classical complexity theory in [10],
where they were used to study counting classes for nondeterministic logspace machines.
While span programs can be defined with respect to any field, we will consider span programs
over R (or equivalently, C, when convenient, see Remark 20). We use the following definition,
slightly modified from [10]:
I Definition 12 (Span Program and Size). A span program on {0, 1}n consists of:
Finite inner product spaces {Hj,b }j∈[n],b∈{0,1} ∪ {Htrue , Hfalse }. We then define H =
L
n
4
j,b Hj,b ⊕ Htrue ⊕ Hfalse , and for every x ∈ {0, 1} , H(x) = H1,x1 ⊕ · · · ⊕ Hn,xn ⊕ Htrue .
A vector space V .
A target vector |τ i ∈ V .
A linear map A : H → V .
We specify this span program by P = (H, V, |τ i, A), and leave the decomposition of H implicit.
The size of the span program is s(P ) = dim H.
P
To recover the classical definition from [10], we can view A = j,b AΠHj,b as a matrix,
with each of the columns of AΠHj,b labeled by (j, b).
Span programs were introduced to the study of quantum query complexity in [18]. In
the context of quantum query complexity, s(P ) is no longer the relevant measure of the
complexity of a span program. Instead, [18] introduce the following measures:
I Definition 13 (Span Program Complexity and Witnesses). For P = (H, V, |τ i, A) a span
program on {0, 1}n and input x ∈ {0, 1}n , we say x is accepted by the span program if there
exists |wi ∈ H(x) such that A|wi = |τ i, and otherwise we say x is rejected by the span
program. Let P0 and P1 be respectively the set of rejected and accepted inputs to P . For
x ∈ P1 , define the positive witness complexity of x as:
2

w+ (x, P ) = w+ (x) = min{k|wik : |wi ∈ H(x), A|wi = |τ i}.
Such a |wi is called a positive witness for x. For a domain D ⊆ {0, 1}n , we define the
positive complexity of P (with respect to D) as:
W+ (P, D) = W+ = max w+ (x, P ).
x∈P1 ∩D

For x ∈ P0 , define the negative witness complexity of x as:
2

w− (x, P ) = w− (x) = min{khω|Ak : hω| ∈ L(V, R), hω|τ i = 1, hω|AΠH(x) = 0}.
Above, L(V, R) denotes the set of linear functions from V to R. Such an hω| is called a
negative witness for x. We define the negative complexity of P (with respect to D) as:
W− (P, D) = W− = max w− (x, P ).
x∈P0 ∩D

Finally, we define the complexity of P (with respect to D) by C(P, D) =

p
W+ W− .

For f : D → {0, 1}, we say a span program P decides f if f −1 (0) ⊆ P0 and f −1 (1) ⊆ P1 .
4

We remark that while Htrue and Hfalse may be convenient in constructing a span program, they are not
necessary. We can always consider a partial function f 0 defined on (n + 1)-bit strings of the form (x, 1)
for x in the domain of f , as f (x), and let Hn+1,1 = Htrue and Hn+1,0 = Hfalse .
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I Definition 14. We define the span program size of a function f , denoted SP(f ), as the
minimum s(P ) over families of span programs that decide f .
We note that originally, in [10], span program size was defined
s0 (P ) =

X

dim(col(AΠHj,b )) =

j,b

X

dim(row(AΠHj,b )).

j,b

P
This could differ from s(P ) = dim(H) = j,b dim(Hj,b ), because dim(Hj,b ) might be much
larger than dim(row(AΠHj,b )). However, if dim(Hj,b ) > dim(row(AΠHj,b )) for some j, b,
then it is a simple exercise to show that the dimension of dim(Hj,b ) can be reduced without
altering the witness size of any x ∈ {0, 1}n , so the definition of SP(f ) is the same as if we’d
used s0 (P ) instead of s(P ). In any case, we will not be relying on previous results about
the span program size as a black-box, and will rather prove all required statements, so this
difference has no impact on our results.
While span program size has only previously been relevant outside the realm of quantum
algorithms, the complexity of a span program deciding f has a fundamental correspondence
with the quantum query complexity of f . Specifically, a span program P can be turned into
a quantum algorithm for f with query complexity C(P, D), and moreover, for every f , there
exists a span program such that the algorithm constructed in this way is optimal [17]. This
second direction is not constructive: there is no known method for converting a quantum
algorithm with query complexity T to a span program with complexity C(P, D) = Θ(T ).
However, if we relax the definition of which functions are decided by a span program, then
this situation can be improved. The following is a slight relaxation of [8, Definition 2.6]5 .
I Definition 15 (A Span Program that Approximately Decides a Function). Let f : D → {0, 1}
for D ⊆ {0, 1}n and κ ∈ (0, 1). We say that a span program P on {0, 1}n κ-approximates
f if f −1 (0) ⊆ P0 , and for every x ∈ f −1 (1), there exists an approximate positive witness
2
|ŵi such that A|ŵi = |τ i, and ΠH(x)⊥ |ŵi ≤ Wκ− . We define the approximate positive
complexity as


κ
2
2
κ
c
c
W+ = W+ (P, D) = max min k|ŵik : A|ŵi = |τ i, ΠH(x)⊥ |ŵi ≤
.
W−
x∈f −1 (1)
If
q P κ-approximates f , we define the complexity of P (wrt. D and κ) as Cκ (P, D) =
c+ W− .
W
c+ = W+ . By [8],
If κ = 0, the span program in Definition 15 decides f (exactly), and W
for any x,
min

n

ΠH(x)⊥ |ŵi

2

o
: A|ŵi = |τ i =

1
.
w− (x)

Thus, since W− = maxx∈f −1 (0) w− (x), for every x ∈ f −1 (0), there does not exist an
2

approximate positive witness with ΠH(x)⊥ |ŵi
< W1− . Thus, when a span program
κ-approximates f , there is a gap of size 1−κ
W− between the smallest positive witness error
ΠH(x)⊥ |ŵi

5

2

of x ∈ f −1 (1), the smallest positive witness error of x ∈ f −1 (0).

Which was already a relaxation of the notion of a span program deciding a function.
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I Definition 16. We define the κ-approximate span program size of a function f , denoted
f κ (f ), as the minimum s(P ) over families of span programs that κ-approximate f . We let
SP
f ) = SP
f 1/4 (f ).
SP(f
Then we have the following theorem, whose proof is nearly identical to that of [8, Lemma
3.6]. The only difference between [8, Lemma 3.6] and Theorem 17 below is that here we
2
let an approximate positive witness for x be any witness with error ΠH(x)⊥ |wi at most
κ/W− , whereas in [8], an approximate positive witness must have error as small as possible.
This relaxation has negligible effect on the proof.
I Theorem 17. Let f : D → {0, 1} for D ⊆ {0, 1}n , and let P be a span program that
κ-approximates f with size K and complexity C, for some constant κ ∈ (0, 1). Then
there exists a unitary quantum algorithm AP that decides f with bounded error in space
S = O(log K + log C) using T = O(C) queries to x.
f ) is arbitrary, as it is possible to modify a
We note that the choice of κ = 1/4 in SP(f
span program to reduce any constant κ to any other constant without changing the size or
complexity asymptotically. This convenient observation is formalized in the following claim.
B Claim 18. Let P be a span program that κ-approximates f : D → {0, 1} for some constant
κ. For any constant κ0 ≤ κ, there exists a span program P 0 that κ0 -approximates f with
0

s(P ) = (s(P ) + 2)

2

log 10
κ
log 1
κ

, and Cκ0 (P 0 , D) ≤ O (Cκ (P, D)).

We prove Claim 18 in Appendix A. We have the following corollary that will be useful
f κ is the monotone approximate span program size, defined in Definition 30:
later, where mSP
I Corollary 19. For any κ, κ0 ∈ (0, 1) with κ0 < κ, and any Boolean function f ,
1
1 log κ

f κ (f ) ≥ SP
f κ0 (f ) 2 log κ10 − 2.
SP
If f is monotone, we also have
f κ (f ) ≥ mSP
f κ0 (f )
mSP

1
1 log κ
2 log 1
κ0

− 2.

f κ (f ). Then by Claim 18,
Proof. Let P κ-approximate f with optimal size, so s(P ) = SP
0
0
there is a span program P that κ -approximates f with size
1



f κ (f ) + 2
f κ0 (f ) ≤ s(P 0 ) = SP
SP

2 log κ10
log

κ

.

The first result follows. The second is similar, but also includes the observation that if P is
monotone, so is P 0 .
J
I Remark 20. It can sometimes be useful to construct a span program over C. However, for
any span program over C, P , there is a span program over R, P 0 , such that for all x ∈ P0 ,
w− (x, P 0 ) ≤ w− (x, P ), for all x ∈ P1 , w+ (x, P 0 ) ≤ w+ (x, P ), and s(P 0 ) ≤ 2s(P ). Thus,
we will restrict our attention to real span programs, but still allow constructions of span
programs over C (in particular, in Section 3.2 and Section 5.2.1).
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3.2

From Quantum Algorithms to Span Programs

In this section, we will show how to turn a unitary quantum algorithm into a span program,
proving Theorem 11, which implies Theorem 1. The construction we use to prove Theorem 11
is based on a construction of Reichardt for turning any one-sided error quantum algorithm
into a span program whose complexity matches the algorithm’s query complexity [17, arXiv
version]. We observe that the logarithm of the span program’s size is closely related to the
algorithm’s space complexity. We also show that a similar construction works for two-sided
error algorithms, but the resulting span program only approximately decides f .

The algorithm
Fix a function f : D → {0, 1} for D ⊆ {0, 1}n , and a unitary quantum algorithm A such that
on input x ∈ f −1 (0), Pr[A(x) = 1] ≤ 13 , and on input x ∈ f −1 (1), Pr[A(x) = 1] ≥ 1 − ε, for
ε ∈ {0, 13 }, depending on whether we want to consider a one-sided error or a bounded error
algorithm. Let p0 (x) = Pr[A(x) = 0], so if f (x) = 0, p0 (x) ≥ 2/3, and if f (x) = 1, p0 (x) ≤ ε.
We can suppose A acts on three registers: a query register span{|ji : j ∈ [n] ∪ {0}}; a
workspace register span{|zi : z ∈ Z} for some finite set of symbols Z that contains 0; and an
answer register span{|ai : a ∈ {0, 1}}. The query operator Ox acts on the query register as
Ox |ji = (−1)xj |ji if j ≥ 1, and Ox |0i = |0i. If A makes T queries, the final state of A is:
|Ψ2T +1 (x)i = U2T +1 Ox U2T −1 . . . U3 Ox U1 |0, 0, 0i
for some unitaries U2T +1 , . . . , U1 . The output bit of the algorithm, A(x), is obtained by
measuring the answer register of |Ψ2T +1 (x)i. We have given the input-independent unitaries
odd indicies so that we may refer to the t-th query as U2t .
Let |Ψ0 (x)i = |Ψ0 i = |0, 0, 0i denote the starting state, and for t ∈ {1, . . . , 2T + 1}, let
|Ψt (x)i = Ut . . . U1 |Ψ0 i denote the state after t steps.

The span program
We now define a span program PA from A. The space H will represent all three registers
of the algorithm, with an additional time counter register, and an additional register to
represent a query value b.
H = span{|t, b, j, z, ai : t ∈ {0, . . . , 2T + 1}, b ∈ {0, 1}, j ∈ [n] ∪ {0}, z ∈ Z, a ∈ {0, 1}}.
We define V and A as follows, where c is some constant to be chosen later:
V = span{|t, j, z, ai : t ∈ {0, . . . , 2T + 1}, j ∈ [n] ∪ {0}, z ∈ Z, a ∈ {0, 1}}


|t, j, z, ai − |t + 1iUt+1 |j, z, ai if t ∈ {0, . . . , 2T } is even



b

 |t, j, z, ai − (−1) |t + 1, j, z, ai if t ∈ {0, . . . , 2T } is odd
A|t, b, j, z, ai =
|t,
if t = 2T + 1, a = 1, and b = 0
√ j, z, ai


 cT |t, j, z, ai
if t = 2T + 1, a = 0, and b = 0


 0
if t = 2T + 1 and b = 1.
For t ≤ 2T , A|t, b, j, z, ai should be intuitively understood as applying Ut+1 to |j, z, ai, and
incrementing the counter register from |ti to |t + 1i. When t is even, this correspondence is
clear (in that case, the value of b is ignored). When t is odd, so Ut+1 = Ox , then as long as
b = xj , (−1)b |t + 1, j, z, ai = |t + 1iUt+1 |j, z, ai. We thus define
Hj,b = span{|t, b, j, z, ai : t ∈ {0, . . . , 2T } is odd, z ∈ Z, a ∈ {0, 1}}.
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For even t, applying Ut+1 is independent of the input, so we make the corresponding states
available to every input; along with states where the query register is set to j = 0, meaning
Ox acts input-independently; and accepting states, whose answer register is set to 1 at
time 2T + 1:
Htrue = span{|t, b, j, z, ai : t ∈ {0, . . . , 2T } is even, b ∈ {0, 1}, j ∈ [n], z ∈ Z, a ∈ {0, 1}}
⊕ span{|t, b, 0, z, ai : t ∈ {0, . . . , 2T }, b ∈ {0, 1}, z ∈ Z, a ∈ {0, 1}}
⊕ span{|2T + 1, b, j, z, 1i : b ∈ {0, 1}, j ∈ [n] ∪ {0}, z ∈ Z}.
The remaining part of H will be assigned to Hfalse :
Hfalse = span{|2T + 1, b, j, z, 0i : b ∈ {0, 1}, j ∈ [n] ∪ {0}, z ∈ Z}.
√
Note that in defining A, we have put a large factor of cT in front of A|2T + 1, 0, j, z, 0i,
making the vectors in Hfalse very “cheap” to use. These vectors are never
√ in H(x), but
will be used as the error part of approximate positive witnesses, and the cT ensures they
contribute relatively small error.
Finally, we define:
|τ i = |0, 0, 0, 0i = |0i|Ψ0 i.
Intuitively, we can construct |τ i, the initial state, using a final state that has 1 in the answer
register, and using the transitions |t, j, z, ai − |t + 1iUt+1 |j, z, ai to move from the final state
to the initial state. In the following analysis, we make this idea precise.

Analysis of PA
We will first show that for every x there is an approximate positive witness with error
depending on its probability of being rejected by A, p0 (x).
I Lemma 21. For any x ∈ {0, 1}n , there exists an approximate positive witness |wi for x in
PA such that:
2

k|wik ≤ 2T + 2, and

ΠH(x)⊥ |wi

2

≤

p0 (x)
.
cT

In particular, if f (x) = 1,
ΠH(x)⊥ |wi

2

≤

ε
.
cT

Proof. Let Qx be the linear isometry that acts as
Qx |j, z, ai = |xj , j, z, ai

∀j ∈ [n] ∪ {0}, z ∈ Z, a ∈ {0, 1},

where we interpret x0 as 0. Note that for all |j, z, ai, and t ∈ {0, . . . , 2T }, we have
A(|tiQx |j, z, ai) = |t, j, z, ai − |t + 1iUt+1 |j, z, ai.
P
Let Πa =
j∈[n]∪{0},z∈Z |j, z, aihj, z, a| be the orthogonal projector onto states of the
algorithm with answer register set to a. We will construct a positive witness for x from the
states of the algorithm on input x, as follows:
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|wi =

2T
X

1
|tiQx |Ψt (x)i + |2T + 1i|0iΠ1 |Ψ2T +1 (x)i + √ |2T + 1i|0iΠ0 |Ψ2T +1 (x)i.
cT
t=0

To see that this is a positive witness, we compute A|wi, using the fact that Ut+1 |Ψt (x)i =
|Ψt+1 (x)i:
A|wi =

2T
X

(|ti|Ψt (x)i − |t + 1iUt+1 |Ψt (x)i)

t=0

+ |2T + 1iΠ1 |Ψ2T +1 (x)i + |2T + 1iΠ0 |Ψ2T +1 (x)i
=

2T
X

|ti|Ψt (x)i −

t=0

=

2T
+1
X

2T
X

|t + 1i|Ψt+1 (x)i + |2T + 1i|Ψ2T +1 (x)i

t=0

|ti|Ψt (x)i −

t=0

2T
+1
X

|ti|Ψt (x)i = |0i|Ψ0 (x)i = |τ i.

t=1
2

We next consider the error of |wi for x, given by ΠH(x)⊥ |wi . Since Qx |j, z, ai ∈
H(x) for all j, z, a, and |2T + 1, 0iΠ1 |Ψ2T +1 (x)i ∈ Htrue ⊂ H(x), ΠH(x)⊥ |wi = √1cT |2T +
1i|0iΠ0 |Ψ2T +1 (x)i, so
ΠH(x)⊥ |wi

2

=

p0 (x)
1
2
kΠ0 |Ψ2T +1 (x)ik =
.
cT
cT

Finally, we compute the positive witness complexity of |wi:
2

k|wik =

2T
X

2

1
2
kΠ0 |Ψ2T +1 (x)ik
cT

2

kQx |Ψt (x)ik + kΠ1 |Ψ2T +1 (x)ik +

t=0

≤

2T
X

2

2

k|Ψt (x)ik + k|Ψ2T +1 (x)ik = 2T + 2.

J

t=0

Next, we upper bound w− (x) whenever f (x) = 0:
I Lemma 22. For any x that is rejected by A with probability p0 (x) > 0,
w− (x) ≤

(c + 4)T
.
p0 (x)

In particular, if f (x) = 0, w− (x) ≤

c+4
2/3 T ,

so W− ≤

c+4
2/3 T .

Proof. We will define a negative witness for x as follows. First, define
|Ψ02T +1 (x)i = Π0 |Ψ2T +1 (x)i,
the rejecting part of the final state. This is non-zero whenever p0 (x) > 0. Then for
t ∈ {0, . . . , 2T }, define
†
†
0
|Ψ0t (x)i = Ut+1
. . . U2T
+1 |Ψ2T +1 (x)i.

From this we can define
hω| =

2T
+1
X
t=0

ht|hΨ0t (x)|.
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We first observe that
hω|τ i = hΨ00 (x)|0, 0, 0i = hΨ02T +1 (x)|U2T +1 . . . U1 |0, 0, 0i = hΨ02T +1 (x)|Ψ2T +1 (x)i = p0 (x).
Thus
hω̄| =

1
hω|
p0 (x)

is a negative witness. Next, we show that hω|AΠH(x) = 0. First, for |t, xj , j, z, ai ∈ Hj,xj (so
t < 2T is odd), we have
hω|A|t, xj , j, z, ai = hω|(|t, j, z, ai − (−1)xj |t + 1i|j, z, ai)
= hΨ0t (x)|j, z, ai − (−1)xj hΨ0t+1 (x)|j, z, ai
= hΨ0t+1 (x)|Ut+1 |j, z, ai − (−1)xj hΨ0t+1 (x)|j, z, ai
= hΨ0t+1 (x)|Ox |j, z, ai − (−1)xj hΨ0t+1 (x)|j, z, ai = 0.
The same argument holds for |t, 0, 0, j, z, ai ∈ Htrue . Similarly, for any |t, b, j, z, ai ∈ Htrue
with t ≤ 2T even, we have
hω|A|t, b, j, z, ai = hω|(|t, j, z, ai − |t + 1iUt+1 |j, z, ai)
= hΨ0t (x)|j, z, ai − hΨ0t+1 (x)|Ut+1 |j, z, ai = 0.
Finally, for any |2T + 1, b, j, z, 1i ∈ Htrue , we have
hω|A|2T + 1, b, j, z, 1i = hω|2T + 1, j, z, 1i = hΨ02T +1 (x)|j, z, 1i = 0.
Thus hω|AΠH(x) = 0 and so hω̄|AΠH(x) = 0, and hω̄| is a negative witness for x in P . To
compute its witness complexity, first observe that hω|A = hω|AΠH(x)⊥ , and
AΠH(x)⊥ =

T
X

X

(|2s − 1, j, z, ai + (−1)xj |2s, j, z, ai)h2s − 1, x̄j , j, z, a|

s=1 j∈[n]∪{0},
z∈Z,a∈{0,1}

X

+

√

cT |2T + 1, j, z, 0ih2T + 1, 0, j, z, 0|

j∈[n]∪{0},z∈Z

so, using hΨ02s−1 (x)|j, z, ai = hΨ02s (x)|U2s |j, z, ai = (−1)xj hΨ02s (x)|j, z, ai, we have:
hω|AΠH(x)⊥
=

T
X

X

(hΨ02s−1 (x)|j, z, ai + (−1)xj hΨ02s (x)|j, z, ai)h2s − 1, x̄j , j, z, a|

s=1 j∈[n]∪{0},
z∈Z,a∈{0,1}

X

+

√

cT hΨ02T +1 (x)|j, z, 0ih2T + 1, 0, j, z, 0|

j∈[n]∪{0},z∈Z

=

T
X

X

2(−1)xj hΨ02s (x)|j, z, ai)h2s − 1, x̄j , j, z, a|

s=1 j∈[n]∪{0},z∈Z,a∈{0,1}

+

X

√

cT hΨ02T +1 (x)|j, z, 0ih2T + 1, 0, j, z, 0|.

j∈[n]∪{0},z∈Z
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Thus, the complexity of hω̄| is:
2

khω̄|Ak =
=

=

T
1 X
p0 (x)2 s=1

1
hω|AΠH(x)⊥
p0 (x)2
X

2

4 hΨ02s (x)|j, z, ai

2

+

j∈[n]∪{0},
z∈Z,
a∈{0,1}

T
4 X
|Ψ02s (x)i
p0 (x)2 s=1

2

+

cT
|Ψ02T +1 (x)i
p0 (x)2

Because each Ut is unitary, we have |Ψ02s (x)i
2

khω̄|Ak =

1
p0 (x)2

2

2

X

cT hΨ02T +1 (x)|j, z, 0i

2

j∈[n]∪{0},
z∈Z

.

= |Ψ02T +1 (x)i

2

= p0 (x), thus:

4T
cT
4+c
+
≤
T when f (x) = 0.
p0 (x) p0 (x)
2/3

J

We conclude the proof of Theorem 11 with the following corollary, from which Theorem 11
9
follows immediately, by appealing to Claim 18 with κ = 10
and κ0 any constant in (0, 1).
I Corollary 23. Let c = 5, in the definition of PA . Then:
s(PA ) = 2S+O(1)
If A decides f with one-sided error, then PA decides f with complexity C ≤ O(T ).
9
If A decides f with bounded error, then PA 10
-approximates f with complexity Cκ ≤ O(T ).
Proof. We first compute s(PA ) = dim H using the fact that the algorithm uses space
S = log dim span{|j, z, ai : j ∈ [n] ∪ {0}, z ∈ Z, a ∈ {0, 1}} + log T :
dim H = (dim span{|t, bi : t ∈ {0, . . . , 2T + 1}, b ∈ {0, 1}})2S−log T = 2S+O(1) .
We prove the third statement, as the second is similar. By Lemma 22, using c = 5, we
have
W− ≤

27
5+4
T =
T.
2/3
2

By Lemma 21, we can see that for every x such that f (x) = 1, there is an approximate
positive witness |wi for x with error at most:
ε
1/3
1 27
9 1
2 T
=
≤
=
.
cT
5T
15T W−
10 W−
2
c+ ≤ 2T + 2. Observing Cκ =
Furthermore, k|wik ≤ 2T + 2, so W
completes the proof.

4

q

c+ ≤
W− W

p

27T (T + 1)
J
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Using the transformation from algorithms to span programs from Section 3.2, we immediately
have the following connections between span program size and space complexity.
I Theorem 24. For any f : D → {0, 1} for D ⊆ {0, 1}n , we have


f )
SU (f ) ≥ Ω log SP(f
and
S1U (f ) ≥ Ω (log SP(f )) .
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Theorem 24 is a corollary of Theorem 11. Theorem 17 shows that the lower bound for
SU (f ) in Theorem 24 is part of a tight correspondence between space complexity and
log s(P ) + log C(P ).
Theorem 2.9 of [3] gives a lower bound of SP(f ) ≥ Ω(2n/3 /(n log n)1/3 ) for almost all
n-bit Boolean functions. Combined with Theorem 24, we immediately have:
I Theorem 25. For almost all Boolean functions f : {0, 1}n → {0, 1}, S1U (f ) = Ω(n).
Ideally, we would like to use the lower bound in Theorem 24 to prove a non-trivial
lower bound for SU (f ) or S1U (f ) for some concrete f . Fortunately, there are somewhat nice
f ) in
expressions lower bounding SP(f ) [15, 7], which we extend to lower bounds of SP(f
the remainder of this section. However, on the unfortunate side, there has already been
significant motivation to instantiate these expressions to non-trivial lower bounds for concrete
f , with no success. There has been some success in monotone versions of these lower bounds,
which we discuss more in Section 5.
For a function f : D → {0, 1} for D ⊆ {0, 1}n , and an index j ∈ [n], we let ∆f,j ∈
−1
−1
{0, 1}f (0)×f (1) be defined by ∆f,j [y, x] = 1 if and only if xj 6= yj . When f is clear from
context, we simply denote this by ∆j . The following tight characterization of SP(f ) may be
found in, for example, [13].
I Lemma 26. For any f : D → {0, 1} for D ⊆ {0, 1}n ,
X
SP(f ) = minimize
rank(Λj )
j∈[n]
−1

subject to ∀j ∈ [n], Λj ∈ Rf
X
Λj ◦ ∆j = J,

(0)×f −1 (1)

j∈[n]

where J is the f −1 (0) × f −1 (1) all-ones matrix.
By Theorem 24, the logarithm of the above is a lower bound on S1U (f ). We modify Lemma 26
to get the following approximate version, whose logarithm lower bounds SU (f ) when κ = 14 .
I Lemma 27. For any κ ∈ [0, 1), and f : D → {0, 1} for D ⊆ {0, 1}n ,
X
f κ (f ) ≥ minimize
SP
rank(Λj )

(1)

j∈[n]

subject to ∀j ∈ [n], Λj ∈ Rf
X

−1

(0)×f −1 (1)

Λj ◦ ∆j − J

≤

j∈[n]

√

κ.

∞

f κ (f ), and let {hωy | : y ∈
Proof. Fix a span program that κ-approximates f with s(P ) = SP
−1
−1
f (0)} be optimal negative witnesses, and {|wx i : x ∈ f (1)} be approximate positive
2
witnesses with ΠH(x) |wx i ≤ Wκ− . Letting Πj,b denote the projector onto Hj,b , define
Λj =

X
y

|yihωy |AΠj,ȳj

X

Πj,xj |wx ihx|,

x

so Λj has rank at most dim Hj , and so

P

j∈[n]

f κ (f ).
rank(Λj ) ≤ s(P ) = SP

ITCS 2020

4:18

Span Programs and Quantum Space Complexity

We now show that {Λj }j is a feasible solution. Let |err(x)i be the positive witness error
Pn
of |wx i, |err(x)i = ΠH(x)⊥ |wx i = j=1 Πj,x̄j |wx i. Then we have:
hy|

n
X

Λj ◦ ∆j |xi = hωy |A

X

Πj,xj |wx i

j:xj 6=yj

j=1


= hωy |A |wx i −


X

Πj,xj |wx i − |err(x)i

j:xj =yj

= hωy |τ i − hωy |A

X

ΠH(y) Πj,xj |wx i − hωy |A|err(x)i

j:xj =yj

= 1 − 0 − hωy |A|err(x)i
1 − hy|

n
X

Λj ◦ ∆j |xi ≤ khωy |Ak k|err(x)ik =

j=1

r
√
κ
w− (y)
≤ κ.
W−

Above we used the fact that hωy |AΠH(y) = 0. Thus, {Λj }j is a feasible solution with objective
f κ (f ), so the result follows.
value ≤ SP
J
As a corollary of the above, and the connection between span program size and unitary
quantum space complexity stated in Theorem 24, the logarithm of the expression in (1) with
κ = 14 is a lower bound on SU (f ), and with κ = 0, it is a lower bound on S1U (f ). However,
as stated, it is difficult to use this expression to prove an explicit lower bound, because it
is a minimization problem. We will shortly give a lower bound in terms of a maximization
problem, making it possible to obtain explicit lower bounds by exhibiting a feasible solution.
−1
−1
A partial matrix is a matrix M ∈ (R ∪ {?})f (0)×f (1) . A completion of M is any
−1
−1
M ∈ Rf (0)×f (1) such that M [y, x] = M [y, x] whenever M [y, x] 6= ?. For a partial matrix
M , define rank(M ) to be the smallest rank of any completion of M , and ε-rank(M ) to be the
smallest rank of any M̃ such that |M [y, x] − M̃ [y, x]| ≤ ε for all y, x such that M [y, x] 6= ?.
Let M ◦ ∆i to be the partial matrix defined:

M [y, x] if ∆i [y, x] = 1
M ◦ ∆i [y, x] =
0
if ∆i [y, x] = 0.
Then we have the following:
I Lemma 28. For all Boolean functions f : D → {0, 1}, with D ⊆ {0, 1}n , and all partial
−1
−1
matrices M ∈ (R ∪ {?})f (0)×f (1) such that max{|M [y, x]| : M [y, x] 6= ?} ≤ 1:
 

rank(M )
S1U (f ) ≥ Ω log
.
maxi∈[n] rank(M ◦ ∆i )
In [15], Razborov showed that the expression on the right-hand side in Lemma 28 is a lower
bound on the logarithm of the formula size of f (Ref. [7] related this to SP(f )). Later,
in [16], Razborov noted that when restricted to non-partial matrices, this can never give
a better bound than n. Thus, to prove a non-trivial lower bound on S1U (f ) using this
method, one would need to use a partial matrix. We prove the following generalization to
the approximate case.
I Lemma 29. For all Boolean functions f : D → {0, 1}, with D ⊆ {0, 1}n , and all partial
−1
−1
matrices M ∈ (R ∪ {?})f (0)×f (1) such that max{|M [y, x]| : M [y, x] 6= ?} ≤ 1:
 

1
2 -rank(M )
SU (f ) ≥ Ω log
.
maxi∈[n] rank(M ◦ ∆i )

S. Jeffery

4:19

Proof. Let {Λj }j be an optimal feasible solution for the expression from Lemma 27, so
f κ (f ) ≥
SP

X

rank(Λj ),

and

X
j∈[n]

j∈[n]

≤

Λj ◦ ∆j − J

√

κ.

∞

Let M j be a completion of M ◦ ∆j with rank(M ◦ ∆j ) = rank(M j ). Then for any x, y such
that M [y, x] 6= ?:


X
X

M [y, x]∆j [y, x]Λj [y, x] − M [y, x]
M j ◦ Λj  [y, x] − M [y, x] =
j∈[n]

j∈[n]

≤ |M [y, x]|

X

≤

∆j ◦ Λj − J

j∈[n]

√

κ.

∞

Thus
√


κ-rank(M ) ≤ rank 


X

j∈[n]

M j ◦ Λj  ≤

X

rank(M j ◦ Λj ).

j∈[n]

Using the fact that for any matrices B and C, rank(B ◦ C) ≤ rank(B)rank(C), we have
X
√
f κ (f ) max rank(M ◦ ∆j ).
κ-rank(M ) ≤
rank(Λj )rank(M j ) ≤ SP
j∈[n]

j∈[n]

f ) = log SP
f 1/4 (f ) completes
Setting κ = 14 , and noting that by Theorem 24, SU (f ) ≥ log SP(f
the proof.
J
Unfortunately, as far as we are aware, nobody has used this lower bound to successfully
prove any concrete formula size lower bound of 2ω(log n) , so it seems to be quite difficult.
However, there has been some success proving lower bounds in the monotone span program
case, even without resorting to partial matrices, which we discuss in the next section.

5

Monotone Span Programs and Monotone Algorithms

A monotone function is a Boolean function in which y ≤ x implies f (y) ≤ f (x), where y ≤ x
should be interpreted bitwise. In other words, flipping 0s to 1s in the input either keeps the
function value the same, or changes it from 0 to 1. A monotone span program is a span
program in which Hi,0 = {0} for all i, so only 1-valued queries contribute to H(x), and
H(y) ⊆ H(x) whenever y ≤ x. A monotone span program can only decide or approximate a
monotone function.
I Definition 30. For a monotone function f , define the monotone span program size,
denoted mSP(f ), as the minimum s(P ) over (families of) monotone span programs P such
f κ (f ), as
that P decides f ; and the approximate monotone span program size, denoted mSP
the minimum s(P ) over (families of) monotone span programs P such that P κ-approximates
f ) = mSP
f 1/4 (f ).
f . We let mSP(f
In contrast to SP(f ), there are non-trivial lower bounds for mSP(f ) for explicit monotone
functions f . However, this does not necessarily give a lower bound on SP(f ), and in particular,
may not be a lower bound on the one-sided error quantum space complexity of f . However,
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f ) do give lower bounds on the space complexity
lower bounds on log mSP(f ) or log mSP(f
of quantum algorithms obtained from monotone span programs, and as we will soon see,
f ) are lower bounds on the space complexity of monotone phase
log mSP(f ) and log mSP(f
estimation algorithms, described in Section 5.2. The strongest known lower bound on mSP(f )
is the following:
I Theorem 31 ([14]). There is an explicit Boolean function f : D → {0, 1} for D ⊆ {0, 1}n
such that
log mSP(f ) ≥ Ω(n).
We will adapt some of the techniques used in existing lower bounds on mSP to show a
f ) for some explicit f :
lower bound on mSP(f
I Theorem 32. There is an explicit Boolean function f : D → {0, 1} for D ⊆ {0, 1}n such
that for any constant κ,
f κ (f ) ≥ (log n)2−o(1) .
log mSP
2−o(1)

In particular, this implies a lower bound of 2(log n)
on mSP(f ) for the function f in
Theorem 32. We prove Theorem 32 in Section 5.1. Theorem 32 implies that any quantum
algorithm for f obtained from a monotone span program must have space complexity
(log n)2−o(1) , which is slightly better than the trivial lower bound of Ω(log n). In Section 5.2,
we describe a more natural class of algorithms called monotone phase estimation algorithms
f ) is a lower bound on the quantum space complexity of any such algorithm
such that log mSP(f
computing f with bounded error. Then for the specific function f from Theorem 32, any
monotone phase estimation algorithm for f must use space (log n)2−o(1) .

5.1

Monotone Span Program Lower Bounds

Our main tool in proving Theorem 32 will be the following.
I Theorem 33. For any Boolean function f : D → {0, 1}, D ⊆ {0, 1}n , and any constant
κ ∈ [0, 1):
√

f κ (f ) ≥
mSP

max

M ∈Rf −1 (0)×f −1 (1) :kM k

κ-rank(M )
,
max
j∈[n] rank(M ◦ ∆j,1 )
∞ ≤1

where ∆j,1 [y, x] = 1 if yi = 0 and xi = 1, and 0 else.
When, κ = 0, the right-hand side of the equation in Theorem 33 is the (monotone) rank
measure, defined in [15], and shown in [7] to lower bound monotone span program size. We
extend the proof for the κ = 0 case to get a lower bound on approximate span program
size. We could also allow for partial matrices M , as in the non-monotone case (Lemma 29)
but unlike the non-monotone case, it is not necessary to consider partial matrices to get
non-trivial lower bounds.
f κ (f ). Let
Proof. Fix a monotone span program that κ-approximates f with size mSP
−1
−1
{hωy | : y ∈ f (0)} be optimal negative witnesses, and let {|wx i : x ∈ f (1)} be approximate
2
positive witnesses with ΠH(x)⊥ |wx i
≤ Wκ− . Letting Πj,b denote the projector onto
Hj,b , define
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X
y∈f −1 (0)

=

X

|yihωy |AΠj,ȳj

Πj,xj |wx ihx|

x∈f −1 (1)

X

X

|yihωy |AΠj,1

y∈f −1 (0):
yj =0

Πj,1 |wx ihx|,

x∈f −1 (1):
xj =1

P
f κ (f ). Furthermore,
so Λj has rank at most dimHj , and so j∈[n] rank(Λj ) ≤ s(P ) = mSP
Λj is only supported on (y, x) such that yj = 0 and xj = 1, so Λj ◦ ∆j,1 = Λj . Denoting the
P
error of |wx i as |err(x)i = ΠH(x)⊥ |wx i = j:xj =0 Πj,1 |wx i, we have
hy|

X

X

Λj |xi =

j:yj =0,xj =1

j∈[n]

X

hωy |AΠj,1 |wx i = hωy |A

Πj,1

j:yj =0

X

Πj,1 |wx i

j:xj =1

= hωy |A(|wx i − |err(x)i) = hωy |A|wx i − hωy |A|err(x)i
r
X
p
√
κ
1 − hy|
Λj |xi ≤ 1 − 1 + khωy |Ak k|err(x)ik ≤ W−
= κ.
W−
j∈[n]

Then for any M ∈ Rf
M −M ◦

X

−1

(0)×f −1 (1)

≤ kM k∞ J −

Λj

j∈[n]

with kM k∞ ≤ 1, we have:
X
j∈[n]

∞

≤

Λj

√

κ.

∞

Thus
√


κ-rank(M ) ≤ rank M ◦


X
j∈[n]

≤

X

Λj  ≤

X
j∈[n]

X

rank(M ◦ Λj ) =

rank(M ◦ ∆j,1 ◦ Λj )

j∈[n]

f κ (f ) max rank(M ◦ ∆j,1 ).
rank(M ◦ ∆j,1 )rank(Λj ) ≤ mSP

j∈[n]

j∈[n]

J

f ) for some explicit f : {0, 1}n → {0, 1}, it turns out to
To show a lower bound on mSP(f
be sufficient to find some high approximate rank matrix M ∈ RY ×X for finite sets X and Y ,
and a rectangle cover of M , ∆1 , . . . , ∆n , where each ∆i ◦ M has low rank. Specifically, we
have the following lemma, which, with rank in place of approximate rank, has been used
extensively in previous monotone span program lower bounds.
I Lemma 34. Let M ∈ RY ×X with kM k∞ ≤ 1, for some finite sets X and Y and
X1 , . . . , Xn ⊆ X, Y1 , . . . , Yn ⊆ Y be such that for all (x, y) ∈ X × Y , there exists j ∈ [n] such
that (x, y) ∈ Xj × Yj . Define ∆j ∈ {0, 1}Y ×X by ∆j [y, x] = 1 if and only if (y, x) ∈ Yj × Xj .
There exists a monotone function f : D → {0, 1} for D ⊆ {0, 1}n such that for any constant
κ ∈ [0, 1):
√
κ-rank(M )
f
mSPκ (f ) ≥
.
maxj∈[n] rank(M ◦ ∆j )
Proof. For each y ∈ Y , define ty ∈ {0, 1}n by:

0 if y ∈ Yj
y
tj =
1 else.
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Similarly, for each x ∈ X, define sx ∈ {0, 1}n by:

1 if x ∈ Xj
sxj =
0 else.
For every (y, x) ∈ Y × X, there is some j such that yj ∈ Yj and xj ∈ Xj , so it can’t be the
case that sx ≤ ty . Thus, we can define f as the unique monotone function such that f (s) = 1
for every s ∈ {0, 1}n such that sx ≤ s for some x ∈ X, and f (t) = 0 for all t ∈ {0, 1}n
−1
−1
such that t ≤ ty for some y ∈ Y . Then we can define a matrix M 0 ∈ Rf (0)×f (1) by
M 0 [ty , sx ] = M [y, x] for all (y, x) ∈ Y ×X, and 0 elsewhere. We have ε-rank(M 0 ) = ε-rank(M )
for all ε, and rank(M 0 ◦ ∆j,1 ) = rank(M ◦ ∆j ) for all j. The result then follows from
Theorem 33.
J
We will prove Theorem 32 by constructing an M with high approximate rank, and a good
rectangle cover {Xj × Yj }j . Following [19] and [14], we will make use of a technique due to
Sherstov for proving communication lower bounds, called the pattern matrix method [20].
We begin with some definitions.
I Definition 35 (Fourier spectrum). For a real-valued function p : {0, 1}m → R, its Fourier
coefficients are defined, for each S ⊆ [m]:
p̂(S) =

1
2m

X

p(z)χS (z),

z∈{0,1}m

where χS (z) = (−1)

P
i∈S

zi

. It is easily verified that p =

P

S⊆[m]

p̂(S)χS .

I Definition 36 (Degree and approximate degree). The degree of a function p : {0, 1}m → R is
g (p) = min{deg(p̃) : kp − p̃k ≤ ε}.
defined deg(p) = max{|S| : p̂(S) 6= 0}. For any ε ≥ 0, deg
ε
∞
Pattern matrices, defined by Sherstov in [20], are useful for proving lower bounds in
communication complexity, because their rank and approximate rank are relatively easy to
lower bound. In [19], Robere, Pitassi, Rossman and Cook first used this analysis to give
lower bounds on mSP(f ) for some f . We now state the definition, using the notation from
[14], which differs slightly from [20].
I Definition 37 (Pattern matrix). For a real-valued function p : {0, 1}m → R, and a positive
λm
m
m
integer λ, the (m, λ, p)-pattern matrix is defined as F ∈ R{0,1} ×([λ] ×{0,1} ) where for
y ∈ {0, 1}λm , x ∈ [λ]m , and w ∈ {0, 1}m ,
F [y, (x, w)] = f (y|x ⊕ w),
where by y|x , we mean the m-bit string containing one bit from each λ-sized block of y as
(1) (2)
(m)
specified by the entries of x: (yx1 , yx2 , . . . , yxm ), where y (i) ∈ {0, 1}λ is the i-th block of y.
For comparison, what [20] calls an (n, t, p)-pattern matrix would be a (t, n/t, p)-pattern
matrix in our notation. As previously mentioned, a pattern matrix has the nice property
that its rank (or even approximate rank) can be lower bounded in terms of properties of the
Fourier spectrum of p. In particular, the following is proven in [20]:
I Lemma 38. Let F be the (m, λ, p)-pattern matrix for p : {0, 1}m → {−1, +1}. Then for
any ε ∈ [0, 1] and δ ∈ [0, ε], we have:
rank(F ) =

X
S⊆[m]:p̂(S)6=0

λ|S|

and

egε (p)
δ-rank(F ) ≥ λdf

(ε − δ)2
.
(1 + δ)2
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This shows that we can use functions p of high approximate degree to construct pattern
λm
m
m
matrices F ∈ R{0,1} ×([λ] ×{0,1} ) of high approximate rank. To apply Lemma 34, we also
need to find a good rectangle cover of some F .
A b-certificate for a function p on {0, 1}m is an assignment α : S → {0, 1} for some
S ⊆ [m] such that for any x ∈ {0, 1}m such that xj = α(j) for all j ∈ S, f (x) = b. The size
of a certificate is |S|. The following shows how to use the certificates of p to construct a
rectangle cover of its pattern matrix.
I Lemma 39. Let p : {0, 1}m → {−1, +1}, and suppose there is a set of ` certificates for
p of size at most C such that every input satisfies at least one certificate. Then for any
positive integer λ, there exists a function f : {0, 1}n → {0, 1} for n = `(2λ)C such that for
√
any κ ∈ (0, 1) and ε ∈ [ κ, 1]:


√
egε (p)
f κ (f ) ≥ Ω (ε − κ)2 λdf
.
mSP
Proof. For i = 1, . . . , `, let αi : Si → {0, 1} for Si ⊂ [m] of size |Si | ≤ C be one of the `
certificates. That is, for each i, there is some vi ∈ {−1, +1} such that for any x ∈ {0, 1}m , if
xj = αi (j) for all j ∈ Si , then p(x) = vi (so αi is a vi -certificate).
We let F be the (m, λ, p)-pattern matrix, which has kF k∞ = 1 since p has range {−1, +1}.
We will define a rectangle cover as follows. For every i ∈ [`], k ∈ [λ]Si , and b ∈ {0, 1}Si ,
define:
Xi,k,b = {(x, w) ∈ [λ]m × {0, 1}m : ∀j ∈ Si , wj = bj , xj = kj }
(j)

Yi,k,b = {y ∈ {0, 1}λm : ∀j ∈ Si , ykj = bj ⊕ αi (j)}.
We first note that this is a rectangle cover. Fix any y ∈ {0, 1}λm , x ∈ [λ]m and w ∈ {0, 1}m .
First note that for any i, if we let b be the restriction of w to Si , and k the restriction of x
to Si , we have (x, w) ∈ Xi,k,b . This holds in particular for i such that αi is a certificate for
(j)
y|x ⊕w, and by assumption there is at least one such i. For such an i, we have yxj ⊕wj = α(j)
for all j ∈ Si , so y ∈ Yi,k,b . Thus, we can apply Lemma 34.
(j)
Note that if (x, w) ∈ Xi,k,b , and y ∈ Yi,k,b , then (y|x ⊕ w)[j] = yxj ⊕ wj = αi (j) for all
j ∈ Si , so p(y|x ⊕ w) = vi . Letting ∆i,k,b [y, (x, w)] = 1 if y ∈ Yi,k,b and (x, w) ∈ Xi,k,b , and
0 else, we have that if y ∈ Yi,k,b and (x, w) ∈ Xi,k,b , (F ◦ ∆i,k,b )[y, (x, w)] = p(y|x ⊕ w) = vi ,
and otherwise, (F ◦ ∆i,k,b )[y, (x, w)] = 0. Thus rank(F ◦ ∆i,k,b ) = rank(vi ∆i,k,b ) = 1. Then
P`
by Lemma 34, there exists f : {0, 1}n → {0, 1} where n = i=1 (2λ)|Si | ≤ `(2λ)C such that:
√ 2
√
κ)
egε (p) (ε −
f κ (f ) ≥ κ-rank(F ) ≥ λdf
√ 2 , by Lemma 38.
mSP
J
(1 + κ)
We now prove Theorem 32, restated below:
I Theorem 32. There is an explicit Boolean function f : D → {0, 1} for D ⊆ {0, 1}n such
that for any constant κ,
f κ (f ) ≥ Ω((log n)2−o(1) ).
log mSP
g (p) ≥ C(p)2−o(1) , which is, up
Proof. By [5, Theorem 38], there is a function p with deg
1/3
to the o(1) in the exponent, the best possible separation between these two quantities. In
g (p) ≥ M 2−o(1) , and C(p) ≤ M 1+o(1) , where C(p) is the
particular, this function has deg
1/3
certificate complexity of p, for some parameter M (see [5] equations (64) and (65), where
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p is referred to as F ), and p is a function on M 2+o(1) variables (see [5], discussion above
2+o(1) 
1+o(1)
equation (64)). Thus, there are at most M
such
M 1+o(1) possible certificates of size M
that each input satisfies at least one of them.
Then by Lemma 39 there exists a function f : {0, 1}n → {0, 1} for some n such that

M 2+o(1)
M 1+o(1)
n≤ M
such that for constant κ < 1/36 and constant λ:
1+o(1) (2λ)
f κ (f ) ≥ Ω(deg
g (p) log λ) ≥ M 2−o(1) .
log mSP
1/3
Then we have:
M 2+o(1)
log n ≤ log
M 1+o(1)




+ M 1+o(1) log(2λ) = O(M 1+o(1) log M ) = M 1+o(1) .

f κ (f ) ≥ (log n)2−o(1) , and the result for any κ follows using Corollary 19.
Thus, log mSP

J

g (p) ≤ C(p)2 , where C(p) is the certificate complexity
Since for all total functions p, deg
1/3
f
of p, Lemma 39 can’t prove a lower bound better than log mSP(p)
≥ (log n)2 for any n-bit
function. We state a more general version of Lemma 39 that might have the potential to
prove a better bound, but we leave this as future work.
I Lemma 40. Fix p : {0, 1}m → {−1, +1}. For i = 1, . . . , `, let αi : Si → {0, 1} for Si ⊆ [m]
be a partial assignment such that every z ∈ {0, 1}m satisfies at least one of the assignments.
Let pi denote the restriction of p to strings z satisfying the assignment αi . Then for every
P`
positive integer λ, there exists a function f : {0, 1}n → {0, 1}, where n = i=1 (2λ)|Si | such
√
that for any κ ∈ (0, 1) and ε ∈ [ κ, 1]:
!
√
egε (p)
(ε − κ)2 λdf
f
P
mSPκ (f ) ≥ Ω
.
maxi∈[`] S⊆[m]\Si :p̂i (S)6=0 λ|S|
To make use of this lemma, one needs a function p of high approximate degree, such that for
every input, there is a small assignment that lowers the degree to something small. This
generalizes Lemma 39 because a certificate is an assignment that lowers the degree of the
remaining sub-function to constant. However, we note that a p with these conditions is
necessary but may not be sufficient for proving a non-trivial lower bound, because while
P
|S|
≥ λdeg(pi ) , it may also be much larger if pi has a dense Fourier spectrum.
S:p̂i (S)6=0 λ
Proof. Let F be the (m, λ, p)-pattern matrix. Let {Xi,k,b × Yi,k,b }i,k,b be the same rectangle
covered defined in the proof of Lemma 39, with the difference that since the αi are no longer
certificates, the resulting submatrices of F may not have constant rank.
P
P
Let ∆i,k,b = y∈Yi,k,b |yi (x,w)∈Xi,k,b hx, w|. Then
F ◦ ∆i,k,b =

X

p(y|x ⊕ w)|yihx, w|.

y∈Yi,k,b ,(x,w)∈Xi,k,b

Note that when y ∈ Yi,k,b and (x, w) ∈ Xi,b,k , y|x ⊕w satisfies αi , so p(y|x ⊕w) = pi (y 0 |x0 ⊕w0 ),
where y 0 , x0 and w0 are restrictions of y ∈ ({0, 1}λ )m , x ∈ [λ]m and w ∈ {0, 1}m to [m] \ Si .
Thus, continuing from above, and rearranging registers, we have:
X
X
X
F ◦ ∆i,k,b =
pi (y 0 |x0 ⊕ w0 )|y 0 ihx0 , w0 | ⊗
|ȳihk, b|
y 0 ∈({0,1}λ )[m]\Si x0 ∈[λ][m]\Si ,
w0 ∈{0,1}[m]\Si

= Fi ⊗ J2(λ−1)|Si | ,1

ȳ∈({0,1}λ )Si :
ȳ|k =b⊕αi
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where Fi is the (m, λ, pi )-pattern matrix, and Ja,b is the all-ones matrix of dimension a by b,
which always has rank 1 for a, b > 0. Thus
X
rank(F ◦ ∆i,k,b ) = rank(Fi )rank(J2(λ−1)|Si | ,1 ) = rank(Fi ) =
λ|S| ,
S⊆[m]\Si :p̂i (S)6=0

by [20]. This part of the proof follows [19, Lemma IV.6].
Then by Lemma 34 and Lemma 38, we have:


 √ 2
ε−√κ


degε (p)
√
λ
κ-rank(F )
1+ κ


f κ (f ) ≥ Ω
P
mSP
≥ Ω
.
maxi,k,b rank(F ◦ ∆i,k,b )
maxi S⊆[m]\Si :p̂j (S)6=0 λ|S|

5.2

J

Monotone Algorithms

f ) for some explicit monotone
In Theorem 32, we showed a non-trivial lower bound on log mSP(f
f ), this does not give us a lower bound on the
function f . Unlike lower bounds on log SP(f
quantum space complexity of f , however, at the very least it gives us a lower bound on
the quantum space complexity of a certain type of quantum algorithm. Of course, this is
f ) gives us a lower bound on the quantum
naturally the case, since a lower bound on mSP(f
space complexity of any algorithm for f that is obtained from a monotone span program.
However, this is not the most satisfying characterization, as it is difficult to imagine what
this class of algorithms looks like.
In this section, we will consider a more natural class of algorithms whose space complexity
f ), and in some cases mSP(f ). We will call a quantum query
is lower bounded by mSP(f
algorithm a phase estimation algorithm if it works by estimating the amplitude on |0i in
the phase register after running phase estimation of a unitary that makes one query. We
assume that the unitary for which we perform phase estimation is of the form U Ox . This
is without loss of generality, because the most general form is a unitary U2 Ox U1 , but we
have (U2 Ox U1 )t |ψ0 i = U1† (U Ox )t |ψ00 i where |ψ00 i = U1 |ψ0 i, and U = U1 U2 . The weight on
a phase of |0i is not affected by this global (t-independent) U1† . Thus, we define a phase
estimation algorithm as follows:
I Definition 41. A phase estimation algorithm A = (U, |ψ0 i, δ, T, M ) for f : D → {0, 1},
D ⊆ {0, 1}n , is defined by (families of):
a unitary U acting on H = span{|j, zi : j ∈ [n], z ∈ Z} for some finite set Z;
an initial state |ψ0 i ∈ H;
a bound δ ∈ [0, 1/2);
positive integers T and M ≤ √1δ ;
such that for any M 0 ≥ M and T 0 ≥ T , the following procedure computes f with bounded
error:
1. Let Φ(x) be the algorithm that runs phase estimation of U Ox on |ψ0 i for T 0 steps, and
then computes a bit |biA in a new register A, such that b = 0 if and only if the phase
estimate is 0.
2. Run M 0 steps of amplitude estimation to estimate the amplitude on |0iA after application
of Φ(x). Output 0 if the amplitude is > δ.
The query complexity of the algorithm is O(M T ), and, the space complexity of the algorithm
is log dim H + log T + log M + 1.
We insist that the algorithm work not only for M and T but for any larger integers as
well, because we want to ensure that the algorithm is successful because M and T are large
enough, and not by some quirk of the particular chosen values. When δ = 0, the algorithm
has one-sided error (see Lemma 46).
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We remark on the generality of this form of algorithm. Any algorithm can be put into
this form by first converting it to a span program, and then compiling that into an algorithm,
preserving both the time and space complexity, asymptotically. However, we will consider a
special case of this type of algorithm that is not fully general.
I Definition 42. A monotone phase estimation algorithm is a phase estimation algorithm
such that if Π0 (x) denotes the orthogonal projector onto the (+1)-eigenspace of U Ox , then
for any x ∈ {0, 1}n , Π0 (x)|ψ0 i is in the (+1)-eigenspace of Ox .
Let us consider what is “monotone” about this definition. The algorithm rejects if |ψ0 i
has high overlap with the (+1)-eigenspace of U Ox , i.e., Π0 (x)|ψ0 i is large. In a monotone
phase estimation algorithm, we know that the only contribution to Π0 (x)|ψ0 i is in the
(+1)-eigenspace of Ox , which is exactly the span of |j, zi such that xj = 0. Thus, only
0-queries can contribute to the algorithm rejecting.
As a simple example, Grover’s algorithm is a monotone phase estimation algorithm.
Pn
Specifically, let |ψ0 i = √1n j=1 |ji and U = (2|ψ0 ihψ0 | − I). Then U Ox is the standard
p
Grover iterate, and |ψ0 i is in the span of eiθ -eigenvectors of U Ox with sin |θ| = |x|/n, so
phase estimation can be used to distinguish the case |x| = 0 from |x| ≥ 1. So Π0 (x)|ψ0 i is
either 0, when |x| =
6 0, or |ψ0 i, when |x| = 0. In both cases, it is in the (+1)-eigenspace of Ox .
It is clear that a monotone phase estimation algorithm can only decide a monotone
function. However, while any quantum algorithm can be converted to a phase estimation
algorithm, it is not necessarily the case that any quantum algorithm for a monotone function
can be turned into a monotone phase estimation algorithm. Thus lower bounds on the
quantum space complexity of any monotone phase estimation algorithm for f do not imply
lower bounds on SU (f ). Nevertheless, if we let mSU (f ) represent the minimum quantum
space complexity of any monotone phase estimation algorithm for f , then a lower bound on
mSU (f ) at least tells us that if we want to compute f with space less than said bound, we
must use a non-monotone phase estimation algorithm.
Similarly, we let mS1U (f ) denote the minimum quantum space complexity of any monotone
phase estimation algorithm with δ = 0 that computes f (with one-sided error).
The main theorem of this section states that any monotone phase estimation algorithm for
f with space S can be converted to a monotone span program of size 2Θ(S) that approximates
f ) imply lower bounds on mSU (f ); and that any monotone
f , so that lower bounds on mSP(f
phase estimation algorithm with δ = 0 and space S can be converted to a monotone span
program of size 2Θ(S) that decides f (exactly) so that lower bounds on mSP(f ) imply lower
bounds on mS1U (f ). These conversions also preserve the query complexity. We now formally
state this main result.
I Theorem 43. Let A = (U, |ψ0 i, δ, T, M ) be a monotone phase estimation algorithm for
f with space complexity S = log dim H + log T + log M + 1 and query complexity O(T M ).
Then there is a monotone span program with complexity O(T M ) and size 2 dim H ≤ 2S that
approximates f . If δ = 0, then this span program decides f (exactly). Thus
f )
mSU (f ) ≥ log mSP(f

and

mS1U (f ) ≥ log mSP(f ).

We prove this theorem in Section 5.2.1. As a corollary, lower bounds on mSP(f ), such as the
f ) such as the one
one from [14], imply lower bounds on mS1U (f ); and lower bounds on mSP(f
in Theorem 32, imply lower bounds on mSU (f ). In particular:
I Corollary 44. Let f : {0, 1}n → {0, 1} be the function described in Theorem 32. Then
mSU (f ) ≥ (log n)2−o(1) . Let g : {0, 1}n → {0, 1} be the function described in Theorem 31.
Then mS1U (g) ≥ Ω(n).
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We emphasize that while this does not give a lower bound on the quantum space complexity
of f , or the one-sided quantum space complexity of g, it does show that any algorithm
that uses (log n)c space to solve f with bounded error, for c < 2, or o(n) space to solve g
with one-sided error, must be of a different form than that described in Definition 41 and
Definition 42.
In a certain sense, monotone phase estimation algorithms completely characterize those
that can be derived from monotone span programs, because the algorithm we obtain from
compiling a monotone span program is a monotone phase estimation algorithm, as stated
below in Lemma 45. However, not all monotone phase estimation algorithms can be obtained
by compiling monotone span programs, and similarly, we might hope to show that an even
larger class of algorithms can be converted to monotone span programs, in order to give
more strength to lower bounds on mSU (f ).
I Lemma 45. Let P be an approximate monotone span program for f with size S and
complexity C. Then there is a monotone algorithm for f with query complexity O(C) and
space complexity O(log S + log C).
Proof. Fix a monotone span program, and assume it has been appropriately scaled. Without
loss of generality, we can let Hj = Hj,1 = span{|j, zi : z ∈ Zj } for some finite set Zj .
Then, Ox = I − 2ΠH(x) , which is only true because the span program is monotone. Let
U = 2Πrow(A) − I. Then U Ox = (2Πker(A) − I)(2ΠH(x) − I) is the span program unitary,
described in [8]. The algorithm obtained from compiling a span program works by performing
O(C) steps of phase estimation of this unitary, applied to |w0 i = A+ |τ i, and estimating
the amplitude on 0 in the phase register to constant precision (see [8, Lemma 3.6]). This is
clearly a phase estimation algorithm for f with query complexity O(C) and space complexity
O(log S + log C).
The algorithm is a monotone phase estimation algorithm because U = 2Πrow(A) − I is
a reflection, and |ψ0 i = |w0 i = A+ |τ i is in the (+1)-eigenspace of U , row(A). Since U is a
reflection, the (+1)-eigenspace of U Ox is exactly (ker(A) ∩ H(x)) ⊕ (row(A) ∩ H(x)⊥ ), and
so Π0 (x)|w0 i ∈ row(A) ∩ H(x)⊥ ⊂ H(x)⊥ .
J

5.2.1

Monotone Algorithms to (Approximate) Monotone Span
Programs

In this section, we prove Theorem 43. Throughout this section, we fix a phase estimation
algorithm A = (U, |ψ0 i, δ, T, M ) that computes f , with U acting on H. For any x ∈ {0, 1}n
and Θ ∈ [0, π], we let ΠΘ (x) denote the orthogonal projector onto the span of eiθ -eigenvectors
P
of U Ox for |θ| ≤ Θ. We will let Πx = j∈[n],z∈Z:xj =1 |j, zihj, z|.
We begin by drawing some conclusions about the necessary relationship between the
eigenspaces of U Ox and a function f whenever a monotone phase estimation computes f .
The proofs are somewhat dry and are relegated to Appendix B.
I Lemma 46. Fix a phase estimation algorithm with δ = 0 that solves f with bounded error.
Then if f (x) = 0,
2

kΠ0 (x)|ψ0 ik ≥
and for any d <

√

Πdπ/T (x)|ψ0 i

1
,
M2

8/π, if f (x) = 1, then
2

= 0,

and the algorithm always outputs 1, so it has one-sided error.
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I Lemma 47. Fix a phase estimation algorithm with δ 6= 0 that solves f with bounded error.
Then there is some constant c > 0 such that if f (x) = 0,
2

kΠ0 (x)|ψ0 ik ≥ max{δ(1 + c), 1/M 2 }
√
and if f (x) = 1, for any d < 8/π,
Πdπ/T (x)|ψ0 i

2

≤

δ
1−

d2 π 2
8

.

To prove Theorem 43, we will define a monotone span program PA as follows:
Htrue = span{|j, zi : j ∈ [n], z ∈ Z} = H
Hj,1 = Hj = span{|j, z, 1i : z ∈ Z}
1
A|j, z, 1i = (|j, zi − (−1)1 |j, zi) = |j, zi
2
A|j, zi = (I − U † )|j, zi
|τ i = |ψ0 i.

(2)

We first show that Π0 (x)|ψ0 i is (up to scaling) a negative witness for x, whenever it is
nonzero:
I Lemma 48. For any x ∈ {0, 1}n , we have
w− (x) =

1
kΠ0 (x)|ψ0 ik

2.
2

In particular, when Π0 (x)|ψ0 i =
6 0, Π0 (x)|ψ0 i/ kΠ0 (x)|ψ0 ik is an optimal negative witness
for x.
2

Proof. Suppose Π0 (x)|ψ0 i =
6 0, and let |ωi = Π0 (x)|ψ0 i/ kΠ0 (x)|ψ0 ik . We will first show
that this is a negative witness, and then show that no negative witness can have better
complexity. First, we notice that
hω|τ i = hω|ψ0 i =

hψ0 |Π0 (x)|ψ0 i
2

kΠ0 (x)|ψ0 ik

= 1.

Next, we will see that hω|AΠH(x) = 0. By the monotone phase estimation property,
Ox Π0 (x)|ψ0 i = Π0 (x)|ψ0 i, and so Ox |ωi = |ωi, and thus Πx |ωi = 0, where Πx is the
projector onto |j, zi such that xj = 1. Note that H(x) = span{|j, z, 1i : xj = 1, z ∈
Z} ⊕ span{|j, zi : j ∈ [n], z ∈ Z}. Thus ΠH(x) = ΠHtrue + Πx ⊗ |1ih1|. We have:
hω|A(Πx ⊗ |1ih1|) = hω|Πx = 0.
Since |ωi is in the (+1)-eigenspace of U Ox , we have U Ox |ωi = |ωi so since Ox |ωi = |ωi,
U |ωi = |ωi. Thus
hω|AΠHtrue = hω|(I − U † ) ⊗ h1| = (hω| − hω|) ⊗ h1| = 0.
Thus |ωi is a zero-error negative witness for x. Next, we argue that it is optimal.
Suppose |ωi is any optimal negative witness for x, with size w− (x). Then since hω|Πx =
hω|A(Πx ⊗ |1ih1|) must be 0, Ox |ωi = (I − 2Πx )|ωi = |ωi, and since hω|AΠHtrue = hω|(I − U † )
must be 0, U |ωi = |ωi. Thus |ωi is a 1-eigenvector of U Ox , so
2

kΠ0 (x)|ψ0 ik ≥

|ωihω|
k|ωik

2 |ψ0 i

2

=

|hω|ψ0 i|2
2

k|ωik

=

1
k|ωik

2.

We complete the proof by noticing that since hω|AΠHtrue = 0, we have hω|A = hω|h1|, and
2
2
w− (x) = khω|Ak = k|ωik .
J
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Next we find approximate positive witnesses.
I Lemma 49. For any Θ ≥ 0, the span program PA has approximate positive witnesses for
2
5π 2
any x with error at most kΠΘ (x)|ψ0 ik and complexity at most 4Θ
2.
Proof. We first define a vector |vi by:
|vi = (I − (U Ox )† )+ (I − ΠΘ (x))|ψ0 i.
Note that I − (U Ox )† is supported everywhere except the (+1)-eigenvectors of (U Ox )† ,
which are exactly the (+1)-eigenvectors of U Ox . Thus, (I − ΠΘ (x))|ψ0 i is contained in this
support.

Next we define |wi = |ψ0 i − (I − U † )|vi |1i + |vi. Then we have:
A|wi = |ψ0 i − (I − U † )|vi + (I − U † )|vi = |ψ0 i = |τ i.
So |wi is a positive witness, and we next compute its error for x:
ΠH(x)⊥ |wi

2

= Πx̄ |ψ0 i − (I − U † )|vi

2



2

= Πx̄ |ψ0 i − Πx̄ (I − U † )(I − (U Ox )† )+ (I − ΠΘ (x))|ψ0 i

.

Above, Πx̄ = I − Πx . We now observe that

Πx̄ (I − Ox U † ) = Πx̄ Πx̄ − (Πx̄ − Πx )U † = Πx̄ (I − U † ).
Thus, continuing from above, we have:
ΠH(x)⊥ |wi

2

= Πx̄ |ψ0 i − Πx̄ (I − Ox U † )(I − Ox U † )+ (I − ΠΘ (x))|ψ0 i
2

2

2

2

= kΠx̄ |ψ0 i − Πx̄ (I − ΠΘ (x))|ψ0 ik = kΠx̄ ΠΘ (x)|ψ0 ik ≤ kΠΘ (x)|ψ0 ik .
Now we compute the complexity of |wi. First, let U Ox =
decomposition of U Ox . Then
(I − (U Ox )† )+ =

X
j:θj 6=0

1
|λj ihλj | and
1 − e−iθj

P

j

eiθj |λj ihλj | be the eigenvalue

X

I − ΠΘ (x) =

|λj ihλj |.

j:|θj |>Θ

2

We can thus bound k|vik :
2
2

† +

k|vik = (I − (U Ox ) ) (I − ΠΘ (x))|ψ0 i

2

=

X
j:|θj |>Θ

=

X
j:|θj |>Θ

1
4 sin2

θj
2

1
hλj |ψ0 i|λj i
1 − e−iθj

π2
|hλj |ψ0 i|2 ≤
.
4Θ2

Next, using Ox + 2Πx = I − 2Πx + 2Πx = I, we compute:
|ψ0 i − (I − U † )|vi

2

= |ψ0 i − (I − Ox U † − 2Πx U † )(I − Ox U † )+ (I − ΠΘ (x))|ψ0 i

2

= |ψ0 i − (I − ΠΘ (x))|ψ0 i + 2Πx U † (I − (U Ox )† )+ (I − ΠΘ (x))|ψ0 i

2
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2


X

. . . ≤ kΠΘ (x)|ψ0 ik + 2 Πx U †

j:|θj |>Θ

1
hλj |ψ0 i|λj i 
1 − e−iθj
2



v
u X
u

≤ kΠΘ (x)|ψ0 ik + 2t

1

θ
4 sin2 2j
j:|θj |>Θ

≤



kΠΘ (x)|ψ0 ik +


|hλj |ψ0 i|2 

2
π
π2
k(I − ΠΘ (x))|ψ0 ik ≤ 2 .
Θ
Θ

Then we have the complexity of |wi:
2

k|wik = |ψ0 i − (I − U † )|vi

2

2

+ k|vik ≤

π2
π2
5π 2
+
=
.
Θ2
4Θ2
4Θ2

J

We conclude with the following two corollaries, whose combination gives Theorem 43.
I Corollary 50. Let A = (U, |ψ0 i, 0, T, M ) be a monotone phase estimation algorithm for
f with space complexity S = log dim H + log T + log M + 1 and query complexity O(T M ).
Then there is a monotone span program that decides f (exactly) whose size is 2 dim H ≤ 2S
and whose complexity is O(T M ).
2

Proof. If f (x) = 0, then by Lemma 46, we have kΠ0 (x)|ψ0 ik ≥ M12 , so by Lemma 48,
w− (x) ≤ M 2 . Thus W− ≤ M 2 .
2
If f (x) = 1, then by Lemma 46, we have Π2/T (x)|ψ0 i = 0, so by Lemma 49, there’s
an exact positive witness for x with complexity O(T 2 ). Thus W+ ≤ O(T 2 ), and so the
span program PA from (2) has complexity O(T M ). The size of the span program PA is
dim H = 2 dim H.
J
I Corollary 51. Let A = (U, |ψ0 i, δ, T, M ) be a monotone phase estimation algorithm for
f with space complexity S = log dim H + log T + log M + 1 and query complexity O(T M ).
Then there is a constant κ ∈ (0, 1) such that there exists a monotone span program that
κ-approximates f whose size is 2 dim H ≤ 2S and whose complexity is O(T M ).
2

Proof. If f (x) = 0, then by Lemma 47, we have kΠ0 (x)|ψ0 ik > δ(1 + c) for some constant
1
c > 0. Thus, by Lemma 48, W− ≤ (1+c)δ
.
q
c
If f (x) = 1, then by Lemma 49, setting Θ = dπ/T for d = π2 1+c
, (where c is the
constant from above), by Lemma 49 there is an approximate positive witness for x with error
2
ex = Π2√ c /T (x)|ψ0 i and complexity O(T 2 ). By Lemma 47, we have
1+c

ex ≤

δ
1−

d2 π 2
8

=

δ
1−

c
2(1+c)

=

δ(1 + c)
1
1
≤
.
1 + c − c/2
1 + c/2 W−

1
Thus, letting κ = 1+c/2
< 1, we have that PA κ-approximates f . Since the positive witness
complexity is O(T 2 ), and by Lemma 47, we also have W− ≤ O(M 2 ), the complexity of PA
is O(T M ). The size of PA is dim H = 2 dim H.
J
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A

Proof of Claim 18

In this section, we prove Claim 18, restated below:
B Claim 18. Let P be a span program that κ-approximates f : D → {0, 1} for some constant
κ. For any constant κ0 ≤ κ, there exists a span program P 0 that κ0 -approximates f with
0

s(P ) = (s(P ) + 2)

2

log 10
κ
log 1
κ

, and Cκ0 (P 0 , D) ≤ O (Cκ (P, D)).

Let |w0 i = A+ |τ i. We say a span program is normalized if k|w0 ik = 1. A span program
can easily be normalized by scaling |τ i, which also scales all positive witnesses and inverse
scales all negative witnesses. However, we sometimes want to normalize a span program,
while also keeping all negative witness sizes bounded by a constant. We can accomplish this
using the following construction, from [8].
2

I Theorem 52. Let P = (H, V, |τ i, A) be a span program on {0, 1}n , and let N = k|w0 ik .
For a positive real number β, define a span program P β = (H β , V β , |τ β i, Aβ ) as follows,
where |0̂i and |1̂i are not in H or V :
β
β
β
Hj,b
= Hj,b , Htrue
= Htrue ⊕ span{|1̂i}, Hfalse
= Hfalse ⊕ span{|0̂i}
p
β2 + N
|1̂ih1̂|, |τ β i = |τ i + |1̂i.
V β = V ⊕ span{|1̂i}, Aβ = βA + |τ ih0̂| +
β
Then we have the following:
(Aβ )+ |τ β i = 1;
for all x ∈ P1 , w+ (x, P β ) = β12 w+ (x, P ) + 2;
for all x ∈ P0 , w− (x, P β ) = β 2 w− (x, P ) + 1.

I Corollary 53. Let P be a span program on {0, 1}n , and P β be defined as above for
√
β = √ 1
. If P κ-approximates f , then P β κ-approximates f , with W− (P β ) ≤ 2,
W− (P )

c+ (P β ) ≤ W− (P )W
c+ (P ) + 2 and s(P β ) ≤ s(P ) + 2.
W
Proof. First note that by Theorem 52, W− (P β ) ≤ 2. Let |wi be an approximate positive
2
2
c+ (P ). Define
witness for x in P , with ΠH(x)⊥ |wi ≤ W−κ(P ) and k|wik ≤ W
|w0 i =

1
β
κ
|wi + p
|1̂i +
|0̂i.
2
β(1 + κ)
1
+
κ
β +N

One can check that Aβ |w0 i = |τ β i.
ΠH β (x)⊥ |w0 i

2

1
κ2
2
Π
+
⊥ |wi
H(x)
β 2 (1 + κ)2
(1 + κ)2
2
1
κ
κ
≤ 2
+
β (1 + κ)2 W− (P ) (1 + κ)2
√
κ + κ2
2κ(1 + κ)
1
2κ
κ
=
≤
=
≤
,
(1 + κ)2
W− (P β )(1 + κ)2
W− (P β ) 1 + κ
W− (P β )

=

c+ (P β ) by noting that:
where we have used W− (P β ) ≤ 2. We upper bound W
2

k|w0 ik ≤

2
1
κ2
c+ (P ) + β
c+ (P ) + 2.
W
+
≤ W− (P )W
β 2 (1 + κ)2
β2 + N
(1 + κ)2

Finally, s(P β ) = s(P ) + 2 because of the two extra degrees of freedom |0̂i and |1̂i.
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2

Proof of Claim 18. We will first show how, given a span program P such that k|w0 ik ≤ 1, and
2
P κ-approximates f , we can get a span program P 0 such that k|w00 ik ≤ 1, W− (P 0 ) ≤ W− (P )2 ,
0 2
0
0
2
c
c
P κ -approximates f , W+ (P ) ≤ 4W+ (P ), and s(P ) = s(P ) .
Define P 0 as follows, where S is a swap operator, which acts as S(|ui|vi) = |vi|ui for all
|ui, |vi ∈ H:


IH⊗H + S
0
Hj,b
= Hj,b ⊗ H,
A0 = (A ⊗ A)
,
|τ 0 i = |τ i|τ i.
2
Observe that for any |ui, |vi ∈ H, we have
A0 (|ui|vi − |vi|ui) = 0,

and A0 |ui|ui = A|ui ⊗ A|ui.
+

Note that A0 (|w0 i|w0 i) = |τ 0 i, so A0 |τ 0 i ≤ k|w0 i|w0 ik ≤ 1.
If hω| is a negative witness for x in P , it is easily verified that hω 0 | = hω| ⊗ hω| is a negative
witness in P 0 , and
2

khω 0 |A0 k =

1
1
(hω|A) ⊗ (hω|A) + (hω|A) ⊗ (hω|A)
2
2

2
4

= khω|Ak ,

so w− (x, P 0 ) ≤ w− (x, P )2 , and W− (P 0 ) ≤ W− (P )2 .
If |wi is an approximate positive witness for x in P , then define
|w0 i = |wi|wi − ΠH(x)⊥ |wiΠH(x) |wi + ΠH(x) |wiΠH(x)⊥ |wi − ΠH(x) |wiΠker(A) |wi.
We have
A0 |w0 i = A|wiA|wi −


1
AΠH(x) |wi ⊗ AΠker(A) |wi + AΠker(A) |wi ⊗ AΠH(x) |wi
2

= |τ i|τ i = |τ 0 i.
We can bound the error as:
ΠH 0 (x)⊥ |w0 i

2

= (ΠH(x)⊥ ⊗ I)|w0 i

2

= ΠH(x)⊥ |wi|wi − ΠH(x)⊥ |wiΠH(x) |wi

= ΠH(x)⊥ |wiΠH(x)⊥ |wi

2

≤

2

κ2
κ2
≤
.
2
W− (P )
W− (P 0 )

Next, observe that
(ΠH(x) + ΠH(x)⊥ ) ⊗ (ΠH(x) + ΠH(x)⊥ ) − ΠH(x)⊥ ⊗ ΠH(x) + ΠH(x) ⊗ ΠH(x)⊥
= ΠH(x) ⊗ ΠH(x) + ΠH(x) ⊗ ΠH(x)⊥ + ΠH(x)⊥ ⊗ ΠH(x)⊥ + ΠH(x) ⊗ ΠH(x)⊥
= ΠH(x) ⊗ I + I ⊗ ΠH(x)⊥
0

so |w i = ΠH(x) |wi ⊗ |wi + |wi ⊗ ΠH(x)⊥ |wi − ΠH(x) |wi ⊗ Πker(A) |wi.
Thus, using the assumption k|w0 ik ≤ 1, and the fact that Πrow(A) |wi = |w0 i:
2

k|w0 ik = ΠH(x) |wi|wi + |wiΠH(x)⊥ |wi − ΠH(x) |wiΠker(A) |wi
= ΠH(x) |wiΠrow(A) |wi + |wiΠH(x)⊥ |wi
= ΠH(x) |wi|w0 i

2

+ |wiΠH(x)⊥ |wi

2

2

2

2

+ 2 ΠH(x) |wi hw0 |ΠH(x)⊥ |wi
r
√
κ
c+ (P )
c+ (P ).
c+ (P ) + W
c+ (P ) κ
+ 2W
≤ (1 + κ + 2 κ)W
≤W
W− (P )
W− (P )
c− (P ) ≥ 1 because kw0 k ≤ 1.
Note that we could assume that W
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We complete the proof by extending to the general case. Let P be any span program
that κ-approximates f . By applying Theorem 52 and Corollary 53, we can get a span
c+ (P0 ) ≤ C(P )2 + 2, and s(P0 ) = s(P ) + 2,
program, P0 , with k|w0 ik = 1, W− (P0 ) ≤ 2, W
√
that κ-approximates f . We can then apply the construction described above, iteratively, d
√ 2d
d−1
times, to get a span program Pd that κ = κ2 -approximates f , with
d

d

s(Pd ) = s(P0 )2 = (s(P ) + 2)2 ,
d
c+ (Pd ) ≤ 4d W
c+ (P0 ) ≤ 4d C(P )2 + 2 · 4d .
W− (Pd ) ≤ 22 ,
and
W
 log 1 
Setting d = log log κ10 + 1 gives the desired κ0 .
κ

B

C

Proofs of Lemma 46 and Lemma 47

We will prove the lemmas as a collection of claims. Fix T 0 ≥ T and M 0 ≥ M with which to
√
√
run the algorithm. Suppose Φ(x) outputs |ψ(x)i = px |0iA |Φ0 (x)i + 1 − px |1iA |Φ1 (x)i,
P
and let p̃ denote the estimate output by the algorithm. We will let U Ox = j eiσj (x) |λxj ihλxj |
be an eigenvalue decomposition.
2

B Claim 54. If f (x) = 0 then kΠ0 (x)|ψ0 ik ≥

1
M2 .

Proof. Since the algorithm computes f with bounded error, the probability of accepting x is
at most 1/3, so p̃ ≤ δ with probability at most 1/3.
Amplitude estimation is just phase estimation of a unitary WΦ such that |ψ(x)i is in the
span of e±2iθx -eigenvectors of WΦ , where px = sin2 θx , θx ∈ [0, π/2) [4]. One can show that
2
the probability of outputting an estimate p̃ = 0 is sin2 (M 0 θx )/(M 0 sin2 (θx )), so
sin2 (M 0 θx )
1
≥ 02 2
.
3
M sin (θx )
If M 0 θx ≤

π
2,

M 0 θx >

π
2

then this would give
⇒

2θx
1
> 0
π
M

1
3

≥

⇒

4
π2 ,

which is a contradiction. Thus, we have:

sin θx >

1
M0

⇒

√

px >

1
.
M0

Since Φ(x) is the result of running phase estimation, we have
px =

X
j

|hλxj |ψ0 i|2

π2
sin2 (T 0 σj (x)/2)
2
≤
kΠ
(x)|ψ
ik
+
,
Θ
0
2
2
T 0 sin (σj (x)/2)
T 0 2 Θ2

for any Θ. In particular, if ∆ is less than the spectral gap of U Ox , we have kΠ∆ (x)|ψ0 ik =
kΠ0 (x)|ψ0 ik, so
1
π2
2
<
kΠ
(x)|ψ
ik
+
.
0
0
2
M0
T 0 2 ∆2
This is true for any choices T 0 ≥ T and M 0 ≥ M , so we must have:
1
2
≤ kΠ0 (x)|ψ0 ik .
M2
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√

B Claim 55. If f (x) = 1 and δ = 0, then for any d <

8
π ,

Πdπ/T (x)|ψ0 i

2

= 0.

2

Proof. Suppose towards a contradiction that Πdπ/T (x)|ψ0 i > 0. Then px > 0, and some
sufficiently large M 0 ≥ M would detect this and cause the algorithm to output 0, so we must
2
actually have Πdπ/T (x)|ψ0 i = 0. In fact, in order to sure that no large enough value M 0
detects amplitude > 0 on |0iA , we must have px = 0 whenever f (x) = 1. That means that
when f (x) = 1, the algorithm never outputs 0, so the algorithm has one-sided error.
C
2

B Claim 56. There is some constant c such that if f (x) = 0 and δ > 0 then kΠ0 (x)|ψ0 ik >
δ(1 + c).
Proof. Recall that p̃ ∈ {sin2 (πm/M 0 ) : m = 0, . . . , M 0 − 1}. We will restrict our attention to
choices M 0 such that for some integer d,
sin2

dπ
(d + 1/3)π
≤ δ < sin2
.
0
M
M0

To see that such a choice exists, let τ be such that δ = sin2 τ , and note that the condition
0
3τ M 0
holds as long as d ≤ τ M
π < d + 1/3 for some d, which is equivalent to saying that b π c = 0
π
mod 3. If K = b 12 3τ
c, then for any M 0 ≥ M , and ` ≥ 0, define M` = M 0 + `K. Then for
any ` > 0,


3τ
3τ
3τ
1 3τ 1
M` −
M`−1 =
K∈
−
,
,
π
π
π
2
π 2
so there must be one ` ∈ {0, . . . , 6} such that b 3τ
π M` e = 0 mod 3. In particular, there is
some choice M` satisfying the condition such that (using some M 0 ≤ √1δ ):


√
√
1
π
π sin τ
δM` ≤ δ √ + 6
=1+
≤ 1 + π.
(3)
6τ
τ
δ
We will use this value as our M 0 for the remainder of this proof.
Let px = sin2 θx for θx ∈ [0, π/2]. Let z be an integer such that ∆ = θx − πz/M 0 has
π
2 πz
|∆| ≤ 2M
0 . Then the outcome p̃ = sin M 0 has probability:
1
M 02

0
M
−1
X

2
i2t(θx −πz/M 0 )

e

t=0

since |M 0 ∆| ≤
z > d, so

π
2.

1
= 02
M

0
M
−1
X

t=0

2

e

i2t∆

=

sin2 (M 0 ∆)
4
≥ 2,
π
M 0 2 sin2 ∆

Thus, by correctness, we must have sin2 (πz/M 0 ) > δ ≥ sin2

dπ
M0 .

Thus

(d + 1)π
zπ
π
≤ 0 = θx − ∆ ≤ θx +
.
M0
M
2M 0
Thus:
(d + 1/3)π
2π
π
+
≤ θx +
0
0
0
M
3M
2M


(d + 1/3)π
π
sin
+
≤ sin θx
M0
6M 0




π
(d + 1/3)π
π
(d + 1/3)π
√
cos
+ cos
sin
≤ px
sin
0
0
0
0
M
6M
M
6M
r
√
√
π
π
√
δ 1 − sin2
+ 1 − δ sin
≤ px
0
0
6M
6M
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π
When sin2 6M
0 ≤ 1 − δ, which we can assume, the above expression is minimized when
2 π
√ , from (3):
sin 6M 0 is as small as possible. We have, using M 0 ≤ 1+π
δ

sin2

4
δ
π
≥
≥
.
2
0
0
6M
9(1 + π)2
36M

Thus, continuing from above, letting k =

1
9(1+π)2 ,

we have:

√ √
√
√
√
δ 1 − kδ + 1 − δ kδ ≤ px
p
δ(1 − kδ) + (1 − δ)kδ + 2δ k(1 − δ)(1 − kδ) ≤ px

Next, notice that (1 − kδ)(1 − δ) is minimized when δ =
using k < 1 and δ ≤ 1/2:
√ p
δ(1 + k(1 − 2δ) + 2 k (1 − k/2)(1 − 1/2)) ≤ px
√
δ(1 + 0 + k) ≤ px .

1+k
2k ,

but δ ≤

1
2

<

1+k
2k ,

so we have,

Since Φ(x) is the result of running phase estimation of U Ox for T 0 ≥ T steps, we have:
px =

X

|hλxj |ψ0 i|2

j

T 0 σj (x)
)
2
,
σ
(x)
j
2
(T 0 )2 sin ( 2 )

sin2 (

so in particular, for any Θ ∈ [0, π), we have
X

2

px ≤ kΠΘ (x)|ψ0 ik +

|hλxj |ψ0 i|2

j:|σj (x)|>Θ
2

≤ kΠΘ (x)|ψ0 ik + k(I − ΠΘ (x))|ψ0 ik

2

(T 0 )2

1
.
sin2 ( Θ
2)

π2
.
(T 0 )2 Θ2

In particular, for any Θ < ∆ where ∆ is the spectral gap of U Ox , we have kΠΘ (x)|ψ0 ik =
kΠ0 (x)|ψ0 ik, so for any T 0 ≥ T , we have
π2

2

kΠ0 (x)|ψ0 ik +

(T 0 )2 ∆2

≥ px ≥ δ(1 +

√
k).
2

0
Since this holds
√ for any T ≥ T , we get kΠ0 (x)|ψ0 ik ≥ δ(1 +
by letting c = k.

√

k). The proof is completed
C

2

(1 − d2 π 2 /8) ≤ δ.
√
Proof. If |λi is an eiθ -eigenvector of U Ox for some |θ| ≤ dπ/T < 8/T , then the probability
of measuring 0 in the phase register upon performing T steps of phase estimation is:
B Claim 57. If f (x) = 1 and δ > 0 then Πdπ/T (x)|ψ0 i

T −1
1 X itθ
px (θ) := 2
e
T t=0

2

=

Tθ
2
T 2 sin2 θ2

sin2

.

2

Let ε(x) = 1 − sinx2 x for any x. It is simple to verify that ε(x) ≤ x2 /2 for any x, and
ε(x) ∈ [0, 1] for any x. So we have:
px (θ) ≥

T 2 θ2
(T θ/2)2 (1 − ε(T θ/2))
≥ 1 − ε(T θ/2) ≥ 1 −
.
2
2
T (θ/2) (1 − ε(θ/2))
8
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Thus, we conclude that
px ≥ Πdπ/T (x)|ψ0 i

2



T 2 d2 π 2
1−
= Πdπ/T (x)|ψ0 i
8 T2

2



d2 π 2
1−
.
8

If this is > δ, then with some sufficiently large M 0 ≥ M , amplitude estimation would detect
this and cause the algorithm to output 0 with high probability.
C
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Abstract
Motivated by the quest for scalable and succinct zero knowledge arguments, we revisit worst-case-toaverage-case reductions for linear spaces, raised by [Rothblum, Vadhan, Wigderson, STOC 2013].
The previous state of the art by [Ben-Sasson, Kopparty, Saraf, CCC 2018] showed that if some
member of an affine space U is δ-far in relative Hamming distance from a linear code V – this is the
worst-case assumption – then most elements of U are almost-δ-far from V – this is the average case.
However, this result was known to hold only below the “double Johnson” function of the relative
distance δV of the code V , i.e., only when δ < 1 − (1 − δV )1/4 .
First, we increase the soundness-bound to the “one-and-a-half Johnson” function of δV and
show that the average distance of U from V is nearly δ for any worst-case distance δ smaller than
1 − (1 − δV )1/3 . This bound is tight, which is somewhat surprising because the one-and-a-half
Johnson function is unfamiliar in the literature on error correcting codes.
To improve soundness further for Reed Solomon codes we sample outside the box. We suggest a
new protocol in which the verifier samples a single point z outside the box D on which codewords
are evaluated, and asks the prover for the value at z of the interpolating polynomial of a random
element of U . Intuitively, the answer provided by the prover “forces” it to choose one codeword from
a list of “pretenders” that are close to U . We call this technique Domain Extending for Eliminating
Pretenders (DEEP).
The DEEP method improves the soundness of the worst-case-to-average-case reduction for RS
codes up their list decoding radius. This radius is bounded from below by the Johnson bound,
implying average distance is approximately δ for all δ < 1 − (1 − δV )1/2 . Under a plausible conjecture
about the list decoding radius of Reed-Solomon codes, average distance from V is approximately δ
for all δ. The DEEP technique can be generalized to all linear codes, giving improved reductions for
capacity-achieving list-decodable codes.
Finally, we use the DEEP technique to devise two new protocols:
An Interactive Oracle Proof of Proximity (IOPP) for RS codes, called DEEP-FRI. The soundness
of the protocol improves upon that of the FRI protocol of [Ben-Sasson et al., ICALP 2018] while
retaining linear arithmetic proving complexity and logarithmic verifier arithmetic complexity.
An Interactive Oracle Proof (IOP) for the Algebraic Linking IOP (ALI) protocol used to construct
zero knowledge scalable transparent arguments of knowledge (ZK-STARKs) in [Ben-Sasson et
al., eprint 2018]. The new protocol, called DEEP-ALI, improves soundness of this crucial step
from a small constant < 1/8 to a constant arbitrarily close to 1.
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1

Introduction

Arithmetization is a marvelous technique that can be used to reduce problems in computational complexity, like verifying membership in a nondeterministic language, to questions
about membership of vectors in algebraic codes like Reed-Solomon (RS) and Reed-Muller
(RM) codes [17, 15]. One of the end-points of such a reduction is the RS proximity testing
(RPT) problem. It is a problem of inherent theoretical interest, but also of significant
practical importance because it is used in recent constructions of succinct zero knowledge
(ZK) arguments including Ligero [1], Aurora [5], and Scalable Transparent ARguments of
Knowledge (ZK-STARKs) [2]. We discuss this connection after describing the problem and
our results.
In the RPT problem a verifier is given oracle access to a function f : D → F, we call
D ⊂ F the evaluation domain, and is tasked with distinguishing between the “good” case
that f is a polynomial of degree at most d and the “bad” case in which f is δ-far in relative
Hamming distance from all degree-d polynomials. To achieve succinct verification time,
poly-logarithmic in d, we must allow the verifier some form of interaction with a prover – the
party claiming that deg(f ) ≤ d. Initially, this interaction took the form of oracle access to a
probabilistically checkable proof of proximity (PCPP) [7] provided by the prover in addition
to f . Indeed, in this model the RPT problem can be “solved” with PCPPs of quasilinear size
|D|poly log |D|, constant query complexity and constant soundness [11, 13]. However, the
concrete complexity of prover time, verifier time and communication complexity are rather
large, even when considering practical settings that involve moderately small instance sizes.
To improve prover, verifier, and communication complexity for concrete (non-asymptotic)
size problems, the Interactive Oracle Proofs of Proximity (IOPP) model is more suitable [18,
6, 4]. This model can be viewed as a multi-round PCPP. Instead of having the prover write
down a single proof π, in the IOPP setting the proof oracle is produced over a number of
rounds of interaction, during which the verifier sends random bits and the prover responds
with additional (long) messages to which the verifier is allowed oracle access. The additional
rounds of interaction allow for a dramatic improvement in the asymptotic and concrete
complexity of solving the RPT problem. In particular, the Fast RS IOPP (FRI) protocol of
[3] has linear prover arithmetic complexity, logarithmic verifier arithmetic complexity and
constant soundness. Our results regarding the RPT problem improve the soundness of this
protocol and offer a better protocol in terms of soundness in the high-error regime (also
known as the “list decoding” regime).
Soundness analysis of FRI reduces to the following natural “worst-case-to-average-case”
question regarding linear spaces, which is also independently very interesting for the case of
general (non-RS) codes. This question was originally raised in a different setting by [20] and
we start by discussing it for general linear codes before focusing on the special, RS code, case.
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Maximum distance vs average distance to a linear code

Recall that the relative Hamming distance between u, v ∈ FD , denoted ∆(u, v), is the fraction
of entries i ∈ D such that ui 6= vi , and the relative Hamming distance between u and a set
V ⊂ FD is ∆(u, U ) = minv∈V ∆(u, v). Suppose that U ⊂ FD is a “line”, a 1-dimensional1
affine space over F. Let u∗ ∈ FD denote the origin of this line and u be its slope, so that
U = {ux = u∗ + xu | x ∈ F}. For a fixed linear space V ⊂ FD , pick u∗ to be the element in
U that is farthest from V , denoting by δmax its relative Hamming distance (from V ). This
is our worst-case assumption. Letting δx = ∆(ux , V ), what can be said about the expected
distance Ex∈F [δx ] of ux from V ?
Rothblum, Vadhan and Wigderson showed that Ex [δx ] ≥ δmax
2 − o(1) for all spaces U and
V , where, here and below, o(1) denotes negligible terms that approach 0 as |F| → ∞ [20].
√
A subset of the co-authors of this paper [9] improved this to E[δx ] ≥ 1 − 1 − δmax − o(1),
showing the average distance scales roughly like the Johnson list-decoding function of δmax ,
√
where J(x) := 1 − 1 − x. In both of these bounds the expected distance is strictly smaller
than δmax . However, the latter paper also showed that when V is a (linear) error correcting
code with large relative distance δV , if δmax is smaller than the “double Johnson” function of
δV , given by J (2) (x) := J(J(x)), then the average distance hardly deteriorates,




p
E[δx ] ≥ min δmax , J (2) (δV ) − o(1) = min δmax , 1 − 4 1 − δV − o(1)
(1)
and the equation above summarizes the previous state of affairs on this matter.
Our first result is an improvement of Equation (1) to the “one-and-a-half-Johnson”
function J (1.5) (x) = 1 − (1 − x)1/3 . Lemma 1 says that for codes V of relative Hamming
distance δV ,




p
E[δx ] ≥ min δmax , J (1.5) (δV ) − o(1) = min δmax , 1 − 3 1 − δV − o(1).
(2)
Our second result shows that Equation (2) is tight, even for the special case of V being
an RS code. We find this result somewhat surprising because the J (1.5) (x) function is not
known to be related to any meaningful coding theoretic notion. The counter-example showing
the tightness of Equation (2) arises for very special cases, in which (i) F is a binary field
(of characteristic 2), (ii) the rate ρ is precisely 1/8 = 2−3 and, most importantly, (iii) the
evaluation domain D equals all of F.Roughly speaking, the counter-example uses functions
u∗ , u : F2n → F2n that are 3/4 = 1 − ρ2/3 -far from polynomials of degree ρ2n yet pretend
√
to be low-degree because for all x ∈ F2n \ {0} the function u∗ + xu is 1/2 = 3 ρ-close to a
polynomial of degree ρ2n . See Lemma 22 for details.
Our next set of results, which we discuss below, show how to go beyond the above
limitation through a new interactive proximity proving technique.

1.2

Domain Extension for Eliminating Pretenders (DEEP)

The case that interests us most is when V is an RS code (although we will return to the
discussion of general linear codes later). Henceforth, the RS code of rate ρ evaluated over D is
RS[F, D, ρ] := {f : D → F | deg(f ) < ρ|D|} .
RS codes are maximum distance separable (MDS), meaning that δV = 1 − ρ and so
Equation (2) simplifies to
√
E[δx ] ≥ min(δmax , 1 − 3 ρ) − o(1).
(3)
1

The generalization of our results to spaces U of dimension > 1 is straightforward by partitioning U into
lines through u∗ and applying these results to each line.
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This improved bound can be translated, using some extra work, to FRI soundness analysis
with similar guarantees. Specifically, Equation (3) implies that for f : D → F that is δ-far
from RS[F, D, ρ], the soundness error of a single invocation of the FRI QUERY test (which
√
requires log |D| queries) is at most max{1 − δ, 3 ρ}, and this can be plugged into ZK-STARKs
like [2] and ZK-SNARGs like Aurora [5]. Roughly speaking, if the rejection probability is of
δ-far words is max(δ, δ0 ) then to reach soundness error less than 2−λ for codes of blocklength
n, communication complexity (and verifier complexity) scale roughly like logλδ0 · c · log n for
some constant c. Thus, the improvement from Equation (1) to Equation (2) translates to a
4λ
3λ
25% reduction in verifier complexity (from log
ρ · c · log n to log ρ · c · log n).
To break the soundness bound of Equation (2) and thereby further reduce verifier
complexity in the afore-mentioned systems, we suggest a new method. We discuss it first
for RS codes, then generalize to arbitrary linear codes. If u∗ , u : D → F are indeed the
evaluation of two degree d polynomials, say, P ∗ and P , our verifier will artificially extend the
domain D to a larger one D̄, sample uniformly z ∈ D̄ and ask for the evaluation of P ∗ (z)
and P (z). The answers provided by the prover can now be applied to modify each of u∗ and
u in a local manner to reflect the new knowledge, and along the way also prune down the
large list of polynomials which u∗ and u might pretend to be. If αz∗ = P ∗ (z), αz = P (z) are
the honest prover’s answers to the query z, then (X − z) divides P ∗ (X) − αz∗ and likewise
(X − z)|P (X) − αz . Letting αx = α∗ + xα and Px (X) = P ∗ (X) + xP (X) it follows that
(X − z)|Px (X) − αx . Consider now the soundness of this procedure. In the extreme case
that u∗ has a small list of polynomials that, each, somewhat agree with it, then with high
probability over z, any answer provided by the prover will agree with at most one of the
polynomials in this list. The proof of our main technical result, Theorem 3, formalizes this
intuition. For radius δ, let L∗δ be the maximal list size,
L∗δ = max | {v ∈ V | ∆(u∗ , v) < δ} |
u∗ ∈FD

where ∆ denotes relative Hamming distance. Let V |ux (z)=αx be the restriction of V to
codewords that are evaluations of polynomials of degree at most d that, additionally, evaluate
to αx on z. Our main Theorem 3 shows that if ∆(u∗ , V ) = δmax then for any pair of answers
αz∗ , αz given in response to query z,

1/3


ρ|D|
Ez,x ∆(ux , V |ux (z)=αx ) ≥ δmax − L∗δ ·
− o(1).
(4)
|D̄|
√
The Johnson bound (Theorem 20) says that when δ < J(1 − ρ) = 1 − ρ we have
L∗δ = O(1) and this improves the worst-case-to-average-case result from that of Equation (2)
to a bound that matches the Johnson bound:
√
Ez,x [∆(ux , V |ux (z)=αx )|] ≥ min (δmax , J(δV )) − o(1) = min (δmax , ρ) − o(1).
(5)
The exact behavior of the list size of Reed-Solomon codes beyond the Johnson bound is a
famous open problem. It may be the case that the list size is small for radii far greater than
the Johnson bound; in fact, for most domains D this is roughly known to hold [21]. If it
holds that that list sizes are small all the way up to radius equal to the distance δV = 1 − ρ
(i.e., if Reed-Solomon codes meet list-decoding capacity), then Equation (5) implies that the
technique suggested here has optimal soundness for (nearly) all distance parameters.

1.3

DEEP-FRI as an application of domain extended sampling

Applying the technique of domain extension for eliminating pretenders to the FRI protocol
requires a modification that we discuss next, after recalling that protocol.
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Fast RS IOPP (FRI)
The FRI protocol can be described as a process of “randomly folding” an inverse Fast
Fourier Transform (iFFT). The classical iFFT receives as input a function f : hωi → F
where ω generates a multiplicative group of order 2k for integer k. The iFFT computes (in
arithmetic complexity O(k2k )) the interpolating polynomial f˜(X) of the function f . This
computation follows by computing (in linear time) a pair of functions f0 , f1 : hω 2 i → F,
recalling |hω 2 i| = 12 |hωi|. Their interpolants f˜0 , f˜1 are then used to compute in linear time
the original interpolant f˜ of f .
The FRI protocol is an IOPP, which means that a prover interacts with a verifier by
submitting oracles in response to randomness received by the verifier (as explained earlier
in this section). The prover’s goal in the FRI protocol is to convince the verifier that the
function f , to which the verifier has oracle access, is a member of the RS code evaluated
over hωi and of rate ρ. Thus, the protocol starts with the prover committing to f as above.
The verifier now samples a random x(0) ∈ F and sends it to the prover, completing the first
round of interaction. In the second round, the prover commits to a function f (1) : hω 2 i → F
that is supposedly the x(0) -linear combination of f0 , f1 used in the iFFT above; namely, f (1)
should be equal to f0 + x(0) f1 . It turns out that if f is indeed of degree less than ρ|hωi| then
for all x(0) sampled by the verifier, the second function f (1) is of degree less than ρ|hω 2 i| as
well. The tricky part is showing that when f is δ-far from RS[F, hωi, ρ] this also holds with
high probability (over x) for f (1) and some δ 0 that is as close as possible to δ. (One can
show that invariably we have δ 0 ≤ δ, i.e., the green line of Figure 1 is an upper bound on
soundness of both FRI and the new DEEP-FRI protocol described below.)
The worst-case-to-average-case results of Equation (2) and Lemma 1 can be converted
√
to similar improvements for FRI, showing that for δ < 1 − 3 ρ we have δ 0 ≈ δ. This follows
directly from the techniques of [9, Section 7] (see the red line in Figure 1). But to use the
new DEEP technique of Equation (4) and Theorem 3 in order to improve soundness of
an RS-IOPP, we need to modify the FRI protocol, leading to a new protocol that is aptly
called DEEP-FRI. Instead of constructing f (1) directly, our verifier first samples z (0) ∈ F
and queries the prover for the evaluation of the interpolant of f (0) on z (0) and −z (0) . After
the answers αz(i) , α−z(i) have been recorded, the verifier proceeds by sampling x(0) and
expects the prover to submit f (1) , which is the linear combination of f00 , f10 derived from the
modification f 0 of f that takes into account the answers αz(i) , α−z(i) . Assuming f˜ is the
interpolant of f , an honest prover would set f 0 (X) := (f˜(X) − U (X))/(Z(X)) where U (X)
is the degree ≤ 1 polynomial that evaluates to αz(0) on z (0) and to α−z(0) on −z (0) and Z(X)
is the monic degree 2 polynomial whose roots are z (0) and −z (0) . As shown in Section 4,
the soundness bounds of Equation (4) and Theorem 3 now apply to DEEP-FRI. This shows
that the soundness of DEEP-FRI, i.e., the rejection probability of words that are δ-far from
RS[F, D, ρ]) is roughly δ for any δ that is smaller than the maximal radius for which list-sizes
are “small”. Figure 1 summarizes the results described here.

Practical Implications to reducing RPT query complexity
A number of recent implementations of zero knowledge (ZK) argument systems rely on
RPT protocols [1, 2, 5]. These systems are notable for their (i) lack of reliance on number
theoretic cryptographic assumptions (like hardness of the discrete log problem) and their
(ii) transparency – all verifier messages are public random coins (so-called Arthur-Merlin
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protocols)2 . The FRI and DEEP-FRI protocols are efficient RPT solutions and, in fact, the
FRI protocol is already deployed in code in the Github repositories libSTARK and libIOP.
To construct a ZK system with sufficiently small soundness error, smaller than 2−λ , one
needs to bound the soundness error of the RPT used in it. Viewed from this angle, the
previous analysis of FRI by [9] proved that λρ
4 queries to the FRI protocol suffice to reduce
soundness error below 2−λ . Lemma 2 lowers this number to λρ
3 for FRI. Theorem 8 shows
that a number λρ
of
queries
for
the
same
target
soundness
is
enough for DEEP-FRI, and
2
assuming Conjecture 21 the number of queries reduces to λρ, which is optimal as it matches
the soundness error upper bound for FRI and DEEP-FRI.
upper bound & conjectured lower bound (Conjecture 21)
DEEP-FRI lower bound (Theorem 8)
FRI lower bound based on Lemma 2
FRI previous lower bound [9]
FRI initial lower bound [3]

1
0.8
0.6
δ0
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0.4
0.2
0
0

0.2

0.4

0.6

0.8

1

ρ

Figure 1 FRI and DEEP-FRI soundness threshold δ0 as a function of RS code rate ρ, for a single
invocation of the QUERY phase, as field size q → ∞. δ0 (ρ) is defined to be the largest distance
parameter δ for which soundness (rejection probaiblity) of a single invocation of the FRI/DEEP-FRI
QUERY is δ − o(1). Higher lines are better. The top line is the trivial upper bound on soundness
which applies to both FRI and DEEP-FRI; the bottom line is the soundness of the original analysis
of [3]. Dashed lines represent prior results. The red line is the (tight) soundness lower bound for
FRI and the blue line is a lower bound on DEEP-FRI soundness. Under a plausible conjecture for
Reed-Solomon list-decodability (Conjecture 21), the actual soundness is as high as the green line.

Organization of the rest of the paper
Section 2 gives an improved worst-to-average case reductions for general spaces. Section 3
presents our main technical result, showing that the DEEP method improves worst-to-average
case reductions for RS codes up to the Johnson bound (provably) and perhaps even beyond.
Details of the two main applications of the DEEP method follow: the DEEP-FRI protocol in
Section 4 obtains better soundness than the state of the art FRI protocol, and the DEEP-ALI
protocol which improves soundness in ZK-STARK systems is explained in Section 5.

2

Improved High-error Distance Preservation

Our first result gives better distance preservation results for linear codes V of relative distance
λ. The previous state-of-the-art [9] said that when a 1-dimensional affine space U contains
some element u∗ that is δmax = ∆(u∗ , V ) far from V , then
Eu∈U [∆(u, V )] ≥ min(δmax , 1 − J (2) (λ)) − o(1).

2

By contrast, the ZK-SNARK used, e.g., in the Zcash cryptocurrency, relies on a setup phase involving
non-transparent randomness (and revealing the random coins that are used to create the system would
compromise its security).
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The following lemma improves the average-case distance to
Eu∈U [∆(u, V )] ≥ min(δmax , 1 − J (1.5) (λ)) − o(1).
Later on, in Appendix B, we will show that this result is tight (for a sub-family of RS codes).
I Lemma 1 (One-and-half Johnson distance preservation). Let V ⊆ Fnq be a linear code
of distance λ = ∆(V ) , min {∆(v, v 0 ) | v 6= v 0 , v, v 0 ∈ V }. Let , δ > 0 with  < 1/3 and
δ < 1 − (1 − λ + )1/3 .
Suppose u∗ ∈ Fnq is such that ∆(u∗ , V ) > δ + . Then for all u ∈ Fnq , there are at most
2
2/ values of x ∈ Fq such that ∆(u∗ + xu, V ) < δ.
This result is the contra-positive statement of the following, more informative, version of
it, that we prove below.
I Lemma 2 (One-and-half Johnson distance preservation – positive form). Let V ⊆ FD
q be a
linear code of distance λ = ∆(V ). Let , δ > 0 with  < 1/3 and δ < 1 − (1 − λ + )1/3 . Let
u, u∗ ∈ FD
q satisfy
Pr [∆(u∗ + xu, V ) < δ] ≥

x∈Fq

2
.
2 q

(6)

Then there exist v, v ∗ ∈ V and C ⊆ D such that the following three statements hold simultaneously:
|C| ≥ (1 − δ − )|D|,
u|C = v|C , and
u∗ |C = v ∗ |C .
Observe that if u, u∗ satisfy Equation (6) then the v, v ∗ , C deduced by Lemma 2 have the
property that for all x ∈ Fq , we have ∆(u∗ + xu, v ∗ + xv) ≤ δ + . In other words, the
existence of v, v ∗ and C almost completely explains Equation (6).
Quantitatively weaker statements in this vein were proved by [16, 3] in the low-error case,
and by [12, 9] in the high-error case. The proofs of the latter two results used combinatorial
tools (the Kőváry-Sós-Turán bound and the Johnson bound respectively) that are closely
related to one another. Our improved proof below is direct, and is based on the same
convexity principle that underlies both the Kőváry-Sós-Turán and Johnson bounds.
Proof. Let ux = u∗ + xu. Let A = {x | ∆(u∗ + xu, V ) < δ}. For each x ∈ A, let vx ∈ V be
an element of V that is closest to ux , and let Sx ⊆ D be the agreement set of ux and vx ,
defined as Sx = {y ∈ D | ux (y) = vx (y)}.
For x, β, γ picked uniformly from A and y picked uniformly from D, we have:
Ex,β,γ [|Sx ∩ Sβ ∩ Sγ |/|D|]

= Ey,x,β,γ [1y∈Sx ∩Sβ ∩Sγ ] = Ey [Ex [1y∈Sx ]3 ]
≥ Ey,x [1y∈Sx ]3 ≥ (1 − δ)3 > 1 − λ + .

The second equality above follows from the independence of the events y ∈ Sx , y ∈ Sβ , y ∈
Sγ given y ∈ D. The first inequality is Jensen’s and the last inequality is by assumption on
δ, λ, .
Thus Prx,β,γ [|Sx ∩ Sβ ∩ Sγ | ≥ (1 − λ)|D|] ≥ . Note that
Pr [x, β, γ are not all distinct] < 3/|A|.

x,β,γ

Since |A| ≥ 2/2 > 6 (recall  < 1/3), we have that 3/|A| ≤ /2 and hence x, β, γ are all
distinct with probability at least 1 − /2. Thus with probability at least /2 over the choice
of x, β, γ, we have that x, β, γ are all distinct and |Sx ∩ Sβ ∩ Sγ | > (1 − λ)|D|. This means
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that there are distinct x0 , β0 such that Prγ [|Sx0 ∩ Sβ0 ∩ Sγ | > (1 − λ)|D|] ≥ /2. Fix a γ
where this happens. Let S = Sx0 ∩ Sβ0 ∩ Sγ . We have that (x0 , ux0 ), (β0 , uβ0 ), (γ, uγ ) are
collinear. Thus (x0 , ux0 |S ), (β0 , uβ0 |S ), (γ, uγ |S ) are all collinear. By definition of S, we get
that: (x0 , vx0 |S ), (β0 , vβ0 |S ), (γ, vγ |S ) are all collinear. Since |S| > (1 − λ)|D| (and recalling
that λ is the distance of V ), we get that vγ is determined by vγ |S via a linear map. This
means that (x0 , vx0 ), (β0 , vβ0 ), (γ, vγ ) are all collinear.
Thus /2-fraction of the γ ∈ A have the “good” property that (γ, vγ ) is on the line passing
through (x0 , vx0 ) and (β0 , vβ0 ). Write this line as v ∗ + xv and notice that for all “good” γ
we have vγ = v ∗ + γv. Let A0 ⊆ A denote the set of good elements for this line, recording
that |A0 | ≥ |A| · /2 ≥ 1/.
Thus for x ∈ A0 , ∆(u∗ + xu, v ∗ + xv) < δ. Consider the set C ⊂ D that is defined by
C = {y ∈ D | u∗ (y) = v ∗ (y) AND u(y) = v(y)} . For each y ∈ D \ C there exists at most a
single value of x ∈ Fq satisfying u∗ (y) + x · u(y) = v ∗ (y) + x · v(y) because (u∗ (y) − v ∗ (y)) +
x · (u(y) − v(y)) has at most one value x on which it vanishes.
This implies

 

|D \ C|
1
|C|
|C|
δ ≥ Ex∈A0 [∆D (ux , vx )] ≥
· 1− 0 ≥ 1−
· (1 − ) ≥ 1 −
− .
|D|
|A |
|D|
|D|
Rearranging, we get

3

|C|
|D|

≥ 1 − (δ + ) and this completes the proof.

J

The DEEP Theorem – Using Domain Extension for Eliminating
Pretenders (DEEP) and Improving Soundness

We now come to the statement of our improved-soundness distance preservation result. We
describe it first for the special case of RS codes. A weighted variant of the theorem is shown
in Appendix C.1 because it is used later in the DEEP-FRI protocol (Section 4). We end with
Appendix C.2 in which we present a general version of the folowing result, that applies to all
linear codes.

3.1

DEEP Theorem for RS codes

The vectors u∗ , u discussed in the previous section are now viewed as functions u∗ , u : D → Fq
and we are interested in the distance of a random linear combination ux = u∗ + x · u from
the code V = RS[Fq , D, ρ], where x ∈ Fq is sampled uniformly. Lemma 1 established that if
max(∆(u∗ , V ), ∆(u, V )) = δmax , then with high probability (over x), the function ux will
have distance at least ≈ min(δmax , 1 − ρ1/3 ) from V .
Lemma 2 roughly gets used in the following way in the FRI protocol. There are two
functions u∗ , u : D → Fq and there is a prover who claims that both are evaluations of
low degree polynomials. In order to verify this, the verifier uniformly samples x ∈ Fq and
considers the function ux = u∗ + x · u. Lemma 2 shows that if any of u∗ , u is far from being
evaluations of a low degree polynomial, then so is u∗ + x · u. This then gets exploited in the
FRI protocol using FFT type ideas.
We now precede the random process of sampling x ∈ Fq with a step of domain extension,
explained next. Assume a prover claims that both u and u∗ are evaluations of low degree
polynomials (say P (Y ) and P ∗ (Y )). So these polynomials can be evaluated also outside of D.
Based on this, a verifier first samples z ∈ Fq uniformly and asks the prover to reply with
two field elements a∗ , a ∈ Fq which are supposedly equal to P ∗ (z), P (z), respectively. After
receiving these answers, the verifier proceeds as before, sampling uniformly x ∈ Fq . Then,
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setting b = a∗ + x · a, we examine the distance of ux from the sub-code Vz,b ⊂ V comprised
of all members of V whose interpolating polynomial evaluates to b on input z. The code
Vz,b is the additive coset (shifted by b) of a low-degree ideal, the ideal generated by (X − z)
(cf. Lemma 6).
Using the Johnson Bound (Theorem 20) we prove that with high probability ux is at
least ≈ min(δmax , 1 − ρ1/2 ) far from Vz,b . Assuming RS codes have a larger list-decoding
radius (Conjecture 21), we show that with high probability ux is ≈ δmax -far from Vz,b for
nearly all values of δmax . Later, in Section 4, we shall use the improved distance preservation
to construct the DEEP-FRI protocol for testing proximity to the RS code with improved
soundness.
The statement we give below is given more generally in terms of the list size bound
L(Fq , D, d = ρ|D|, δ); we instantiate it later with the Johnson bound and with Conjecture 21.
It is useful to keep in mind that this will be used in a setting where q is much larger than
|D| (and hence d), and where L∗δ is small.
I Theorem 3 (DEEP method for RS codes). Let ρ > 0 and let V = RS[Fq , D, ρ]. For z, b ∈ Fq ,
we let
Vz,b = {Q(Y )|D ∈ V | Q(z) = b} .
For δ > 0 let L∗δ = L(Fq , D, d = ρ|D|, δ).
Let u, u∗ ∈ FD
q . For each z ∈ Fq , let Bz (X) ∈ Fq [X] be an arbitrary linear function.
Suppose that for some 1/3 >  > 0 the following holds,
!

1/3
d
4
∗
∗
Pr [∆(u + xu, Vz,Bz (x) ) < δ] ≥ max 2Lδ
+
, 2
.
(7)
x,z∈Fq
q
 q
Then there exist v, v ∗ ∈ V and C ⊂ D such that: (i) |C| ≥ (1 − δ − )|D|, (ii) u|C = v|C ,
and (iii) u∗ |C = v ∗ |C . Consequently, we have ∆(u, V ), ∆(u∗ , V ) ≤ δ + .



1/3
4
∗ d
Proof. To simplify notation set η = max 2Lδ q + 
, 2 q , and let ux = u∗ + xu.
Let E[x, z] denote the event “∃P (Y ) ∈ List(ux , V, δ), P (z) = Bz (x)”. The assumption of
Equation (7) now reads as Prx,z∈Fq [E[x, z]] ≥ η. Thus we get, Prx [Prz [E[x, z]] ≥ η/2] ≥ η/2.
Let A = {x ∈ Fq | Prz [E[x, z]] ≥ η/2]} and notice |A| ≥ ηq/2.
For x ∈ Fq , pick Px ∈ V to be a member P ∈ List(ux , V, δ) that maximizes
Pr [P (z) = Bz (x)].

z∈Fq

Let Sx = {z ∈ Fq | Px (z) = Bz (x)} and set µx = |Sx |/q. By definition, |List(ux , V, δ)| ≤ L∗δ ,
and so by the pigeonhole principle, for each x ∈ A we have µx ≥ 2Lη ∗ .
δ
For x, β, γ picked uniformly from A, and z picked uniformly from Fq , we have:
Ex,β,γ [|Sx ∩ Sβ ∩ Sγ |/q] = Ez,x,β,γ [1z∈Sx ∩Sβ ∩Sγ ] = Ez [Ex [1z∈Sx ]3 ]

3
η
d
≥ Ez,x [1z∈Sx ]3 ≥
> + .
∗
2Lδ
q
The second equality above follows from the independence of x, β, γ. The first inequality
is an application of Jensen’s inequality and the last inequality is by assumption on η. Thus
Prx,β,γ [|Sx ∩ Sβ ∩ Sγ | > d] ≥ . Note that Prx,β,γ [x, β, γ are not all distinct] < 3/|A|. Since
|A| ≥ ηq/2 ≥ 2/2 ≥ 6/ we have 3/|A| ≤ /2. Thus Prx,β,γ [x, β, γ are all distinct and |Sx ∩
Sβ ∩ Sγ | > d] ≥ /2.
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This means that there are distinct x0 , β0 such that Prγ [|Sx0 ∩ Sβ0 ∩ Sγ | > d] ≥ /2.
Consider some γ where this happens. Let S = Sx0 ∩ Sβ0 ∩ Sγ . By construction we know that
for all z ∈ Fq , (x0 , Bz (x0 )), (β0 , Bz (β0 )), (γ, Bz (γ)) are collinear. So, in particular, for z ∈ S
this holds.
By definition of S, we get that for each z ∈ S, (x0 , Px0 (z)), (β0 , Pβ0 (z)), (γ, Pγ (z)) ∈
Fq × Fq are collinear. Since |S| > d, we have that Pγ is uniquely determined by Pγ |S by
a linear map. This allows us to conclude that (x0 , Px0 ), (β0 , Pβ0 ), (γ, Pγ ) ∈ Fq × Fq [Y ] are
collinear in the Fq -vector space Fq × Fq [Y ].
Thus, an /2-fraction of the γ ∈ A have the “good” property that (γ, Pγ ) is on the line
passing through (x0 , Px0 ) and (β0 , Pβ0 ). Write this line as {P ∗ + xP | x ∈ F} and notice that
for all “good” γ we have Pγ = P ∗ + γP . Let A0 ⊆ A denote the set of good elements for this
line, recording that |A0 | ≥ |A| · /2 ≥ 1/. By definition of List(ux , V, δ) and the assumption
Px ∈ List(ux , V, δ), we have that ∆(ux , Px ) < δ for x ∈ A0 .
Consider the set C ⊂ D defined by C = {y ∈ D | u∗ (y) = P ∗ (y) AND u(y) = P (y)} . For
each y ∈ D \ C there exists at most a single value of x ∈ Fq satisfying ux (y) = Px (y) because
ux (y) − Px (y) = (u∗ (y) − P ∗ (y)) + x · (u(y) − P (y)) has at most one value x on which it
vanishes. This implies

 

|D \ C|
1
|C|
|C|
· 1− 0 ≥ 1−
− .
δ ≥ max0 {∆D (ux , Px )} ≥
· (1 − ) ≥ 1 −
x∈A
|D|
|A |
|D|
|D|
Rearranging, we get

4

|C|
|D|

≥ 1 − (δ + ). Taking v = P and v ∗ = P ∗ completes the proof.

J

First Application – DEEP-FRI

In this section we describe the new fast RS IOPP, called DEEP-FRI. We start by recalling
the FRI protocol from [3], describing it nearly verbatim as in [10, Section 7].

4.1

FRI

Our starting point is a function f (0) : L(0) → F where F is a finite field, the evaluation
(0)
domain L(0) ⊂ F is a coset of a group3 contained in F, and |L(0) | = 2k . We assume the
target rate is ρ = 2−R for some positive integer R. The FRI protocol is a two-phase protocol
(the two phases are called COMMIT and QUERY) that convinces a verifier that f (0) is close
to the Reed-Solomon code RS[F, L(0) , ρ].
The COMMIT phase of the FRI protocol involves r = k (0) − R rounds. Before any
communication, the prover and verifier agree on a sequence of (cosets of) sub-groups L(i) ,
(0)
where |L(i) | = 2k −i . Let RS(i) denote the Reed-Solomon code RS[F, L(i) , ρ|L(i) |].
The main ingredient of the FRI protocol is a special algebraic hash function Hx , which
takes a seed x ∈ F, and given as input a function f : L(i) → F, it produces as output a hash
whose length is 1/2 as long as f . More concretely, Hx [f ] is a function
Hx [f ] : L(i+1) → F
with the following properties:
1. locality: For any s ∈ L(i+1) , Hx [f ](s) can be computed by querying f at just two points
in its domain (these two points are (q (i) )−1 (s)).

3

The group can be additive, in which case F is a binary field, or multiplicative, in which case it is not.
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2. completeness: If f ∈ RS(i) , then for all x ∈ F, we have that Hx [f ] ∈ RS(i+1) .
3. soundness: If f is far from RS(i) , then with high probability over the choice of seed x,
Hx [f ] is quite far from RS(i+1) .
These last two properties roughly show that for random x, Hx preserves distance to ReedSolomon codes. For the precise description of Hx see Appendix E and [9].
The high-level idea of the FRI protocol can then be described as follows. First we are in
the COMMIT phase of the protocol. The verifier picks a random x(0) ∈ F and asks the prover
to write down the hash Hx(0) [f (0) ] : L(1) → F. By Properties 2 and 3 above, our original
problem of estimating the distance of f (0) to RS(0) reduces to estimating the distance of
Hx(0) [f (0) ] to RS(1) (which is a problem of 1/2 the size). This process is then repeated: the
verifier picks a random x(1) ∈ F and asks the prover to write down Hx(1) [Hx(0) [f (0) ]], and so
on. After r rounds of this, we are reduced to a constant sized problem which can be solved
in a trivial manner. However, the verifier cannot blindly trust that the functions f (1) , . . .
that were written down by the prover truly are obtained by repeatedly hashing f (0) . This
has to be checked, and the verifier does this in the QUERY phase of the protocol, using
Property 1 above.
We describe the phases of the protocol below.
COMMIT Phase:
1. For i = 0 to r − 1:
a. The verifier picks uniformly random x(i) ∈ F and sends it to the prover.
b. The prover writes down a function f (i+1) : L(i+1) → F. (In the case of an honest
prover, f (i+1) = Hx(i) [f (i) ].)
2. The prover writes down a value C ∈ Fq . (In the case of an honest prover, f (r) is the
constant function with value = C).
QUERY Phase: (executed by the Verifier)
1. Repeat ` times:
a. Pick s(0) ∈ L(0) uniformly at random.
b. For i = 0 to r − 1:
i. Define s(i+1) ∈ L(i+1) by s(i+1) = q (i) (s(i) ).
ii. Compute Hx(i) [f (i) ](s(i+1) ) by making 2 queries to f (i) .
iii. If f (i+1) (s(i+1) ) 6= Hx(i) [f (i) ](s(i+1) ), then REJECT.
c. If f (r) (s(r) ) 6= C, then REJECT.
2. ACCEPT
The previous state of the art regarding the soundness
of FRI is given by the following
p
statement from [9]. In what follows let J (x) = 1 − 1 − x(1 − ).
I Theorem 4 (FRI soundness (informal)). Suppose δ (0) , ∆(f (0) , RS(0) ) > 0. Let n = |L(0) |.
Then for any  > 0 there exists 0 > 0 so that with probability at least
1−

2 log n
3 |F|

(8)

over the randomness of the verifier during the COMMIT phase, and for any (adaptively
chosen) prover oracles f (1) , . . . , f (r) , the QUERY protocol with repetition parameter ` outputs
accept with probability at most


n
o
`
1 − min δ (0) , 1 − (ρ1/4 + 0 ) +  log n .

(9)
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I Remark 5. Using the improved distance preservation of Lemma 2 in the analysis of FRI
from [9], one immediately improves the factor 1/4 in the exponent in Equation (11) to an
exponent of 1/3 (details omitted).

4.2

DEEP-FRI

We now describe our variation of FRI, that we call DEEP-FRI, for which we can give improved
soundness guarantees, at the cost of a small increase in the query complexity (but no increase
in the proof length or the number of queries to committed proofs – which is important in
applications).
Before we can describe our protocol we introduce the operation of “quotienting”, which
allows us to focus our attention on polynomials taking certain values at certain points.

4.2.1

Quotienting

Suppose we a set L ⊆ Fq and a function f : L → Fq . Suppose further that we are given a
point z ∈ Fq and a value b ∈ Fq .
We define the function QUOTIENT(f, z, b) : L → Fq as follows. Let Z(Y ) ∈ Fq [Y ] be the
polynomial Z(Y ) = Y − z. Then we define QUOTIENT(f, z, b) to be the function g : L → Fq
given by:
g(y) =

f (y) − b
Z(y)

(or more succinctly, g =

f −b)
Z ).

I Lemma 6. Let L ⊆ Fq . Let z ∈ Fq with z 6∈ L. Let d ≥ 1 be an integer.
Let f : L → Fq , and b ∈ Fq . Let g = QUOTIENT(f, z, b). Then the following are
equivalent:
There exists a polynomial Q(X) ∈ Fq [X] of degree at most d − 1 such that ∆(g, Q) < δ.
There exists a polynomial R(X) ∈ Fq [X] of degree at most d such that ∆(f, R) < δ and
R(z) = b.
Proof. If there is such a polynomial Q, deg(Q) ≤ d − 1 that agrees with g on all but a
δ-fraction of entries, we can take R = QZ + b. Notice deg(R) ≤ d because deg(Z) = 1.
Conversely, if there is such a polynomial R that agrees with f on all but a δ-fraction of
entries, we can take Q = (R − b)/Z. This is indeed a polynomial because R − b vanishes on
z, so Z|(R − b) in the ring of polynomials.
Finally, by construction R agrees with f whenever g agrees with R and this completes
the proof.
J

4.3

DEEP-FRI

Recall: We have linear spaces L(0) , L(1) , . . . , L(r) , with dimensions k, k − 1, . . . , k − r. We
(0)
(1)
(r)
(i)
further have 1 dimensional subspaces L0 , L0 , . . . , L0 with L0 ⊆ L(i) .
For this, it will be helpful to keep in mind the case that the domain L(0) is much smaller
than the field Fq (maybe q = |L(0) |Θ(1) ).
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I Protocol 7 (DEEP-FRI).
Input: a function f (0) : L(0) → Fq which is supposed to be of degree < d(0) .
COMMIT Phase:
1. For each i ∈ [0, r − 1]:
a. The verifier picks a uniformly random z (i) ∈ Fq .
(i)
b. The prover writes down a degree one polynomial Bz(i) (X) ∈ Fq [X] (which is
(i)

supposed to be such that Bz(i) (x) equals the evaluation of the low degree polynomial
Hx [f (i) ] at z (i) ).
c. The verifier picks uniformly random x(i) ∈ Fq .
d. The prover writes down a function
f (i+1) : L(i+1) → Fq .
(i)

(which on input y is supposed to equal QUOTIENT(Hx(i) [f (i) ], z (i) , Bz(i) (x)).)
2. The prover writes down a value C ∈ Fq .
QUERY Phase:
1. Repeat ` times:
a. The verifier picks a uniformly random s(0) ∈ D.
b. For each i ∈ [0, r − 1]:
i. Define s(i+1) ∈ L(i+1) by s(i+1) = q (i) (s(i) ).
ii. Compute Hx(i) [f (i) ](s(i+1) ) by making 2 queries to f (i) .
(i)
iii. If Hx(i) [f (i) ](s(i+1) ) 6= f (i+1) (s(i+1) ) · (s(i+1) − z (i) ) + Bz(i) (x(i) ), then REJECT.
c. If f (r) (s(r) ) 6= C, then REJECT.
2. ACCEPT.

4.4

Analysis

The following theorem proves the soundness of the DEEP-FRI protocol.
I Theorem 8 (DEEP-FRI). Fix degree bound d(0) = 3 · 2r − 2 and RS(0) = RS[Fq , L(0) , d(0) ].
Let n = |L(0) |.
For some , δ > 0, let
δ ∗ = δ − 2r,
L∗ = L(Fq , L(0) , d(0) , δ ∗ ),
ν ∗ = 2L∗



d(0)
+
q

1/3
+

4
2 q

.

Then the following properties hold when the DEEP-FRI protocol is invoked on oracle
: L(0) → Fq ,
Prover complexity is O(n) arithmetic operations over F
Verifier complexity is O(log n) arithmetic operations over F for a single invocation of
the QUERY phase; this also bounds communication and query complexity (measured in
field elements).
Completeness If f (0) ∈ RS(0) and f (1) , . . . , f (r) are computed by the prover specified in
the COMMIT phase, then the DEEP-FRI verifier outputs accept with probability 1.

(0)

f
1.
2.

3.
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4. Soundness Suppose ∆(f (0) , RS(0) ) > δ. Then with all but probability
errCOMMIT ≤ r · ν ∗ ≤ (log n) · ν ∗ .

(10)
(1)

(r)

and for any (adaptively chosen) prover oracles f , . . . , f , the QUERY protocol with
repetition parameter ` outputs accept with probability at most
errQUERY ≤ (1 − δ ∗ + (log n) · )

`

(11)

Consequently, the soundness error of FRI is at most
err (δ) ≤ (log n) · ν ∗ + (1 − δ ∗ + (log n) · )

`

(12)

We give a consequence below with a specific setting of parameters based on the Johnson
bound.
I Example 9. Continuing with the notation of Theorem 8, fix degree bound d(0) = 3 · 2r − 2
√
and assume n = |L(0) | < q. Let RS(0) = RS[Fq , L(0) , d(0) ] and let ρ = d(0) /n be its rate.
Let f (0) : L(0) → Fq be a function, and let δ (0) = ∆(f (0) , RS (0) ). Then with all but
probability errCOMMIT ≤ O(q −Ω(1) ), the query phase will accept with probability at most:
√
errQUERY ≤ (max(1 − δ (0) , ρ) + o(1))` as n → ∞.
√
Proof. Note that d(0) ≤ n ≤ q.
√
Set δ = min(δ (0) , 1 − ρ − q −1/13 ), and apply the previous theorem. Theorem 20 implies
√
that L∗ < q 1/13 /(2 ρ) = O(q 1/13 ). Set  = q −6/13 . Hence

1/3
ν ∗ = 2L∗ d(0) q −1 + q −6/13
+ 4q −6/13 = O(q −1/13 ),
which implies errCOMMIT ≤ Õ(q −1/13 ).
√
If δ = δ (0) , then 1 − δ ∗ + (log n) = 1 − δ + o(1). Otherwise δ = 1 − ρ − q −1/13 , and so
√
√
1 − δ ∗ + (log n) = ρ + q −1/13 + (log n) = ρ + q −1/13 + (log n)q −6/13 .
√
Thus errQUERY ≤ (max(1 − δ, ρ) + o(1))` .
J
We now give an example setting of DEEP-FRI under the optimistic Conjecture 21.
I Example 10. Assume Conjecture 21. Continuing with the notation of Theorem 8, fix
degree bound d(0) = 3 · 2r − 2 and n = |L(0) |. Let RS(0) = RS[Fq , L(0) , d(0) ] and let ρ = d(0) /n
be its rate.
Let C = Cρ be the constant given by Conjecture 21. Suppose q > n24C .
Let f (0) : L(0) → Fq be a function, and let δ (0) = ∆(f (0) , RS (0) ). Then with all but
probability errCOMMIT ≤ O(q −Ω(1) ), the query phase will accept with probability at most:
errQUERY ≤ (1 − δ (0) + o(1))` as n → ∞.
Proof. Set  = q −1/(6C) .
Set δ = min(δ (0) , 1 − ρ − q −1/(6C) ). Conjecture 21 gives us:
L∗ < nC q 1/6 .
We then apply the previous theorem. We get ν ∗  O(L∗ · (d/q + )1/3 + 21q )  q −1/12 ,
and this gives us the claimed bound on errCOMMIT .
For the bound on errQUERY , we note that δ = δ (0) + o(1). This is because every function
is within distance 1 − ρ of RS(0) (this follows easily from polynomial interpolation). Thus
1 − δ ∗ + (log n) = δ + o(1),
and we get the desired bound on errCOMMIT .

J
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Verifier complexity and completeness follow by construction (see, e.g., [3] for detailed
analysis of these aspects). We start by analyzing prover time and showing it is linear. In the
rest of the section we prove the soundness bound of Theorem 8.

4.5

Prover complexity

The prover is involved in two sub-steps of the COMMIT phase, Items 1b and 1d. Inspection
reveals that Item 1d requires O(|L(i) |) arithmetic operations. In what follows we show that
Item 1b can also be computed in similar asymptotic complexity. To show this it suffices to
prove the following claim.
B Claim 11 (Fast DEEP evaluation). Let f : L → F be a function and L be a group (additive
or multiplicative) of size 2k for integer k. Let Pf (X) be the interpolant of f as defined
in Appendix A. There exists an algorithm that, given z ∈ F, computes Pf (z) using O(|L|)
arithmetic operations.
Proof. We compute within O(|L|) arithmetic operations a pair (f 0 , z 0 ) satisfying
f 0 : L0 → F where L0 is a group of size 2k−1 .
z 0 ∈ F.
Pf (z) = Pf 0 (z 0 ) where Pf 0 is the interpolant of f 0 .
This suffices to solve the problem by induction, noticing the total sum of arithmetic operations
is a geometric sum (the base case, in which |L| = O(1), is trvially solvable using O(1)
arithmetic operations).
To construct f 0 let L0 be a subgroup of L of size 2. The quadratic polynomial q(X)
whose roots are L0 induces a 2-to-1 map on L. Let L0 = {q(x) | x ∈ L} be the image of this
map on L and notice that L0 is a group of size |L|/2, and for each y ∈ L0 there exists a
unique pair, denoted xy , x0y ∈ L, such that y = q(xy ) = q(x0y ). Furthermore, there exists a
unique bivariate polynomial Qf (X, Y ) satisfying:
degX (Qf ) ≤ 1
degY (Qf ) ≤ deg(Pf )/2
Pf (X) = Qf (X, q(X)) mod Y − q(X)
See [3, Claim 4.2] for a proof. We define z 0 = q(z) and for y ∈ L0 define f 0 (y) = Qf (z, y).
By the third item above we have f 0 (z 0 ) = Qf (z, z 0 ) = Qf (z, q(z)) = Pf (z). The second
item above shows that Pf 0 (Y ) is the interpolant of f 0 because deg(Pf 0 ) < |L0 | and both f 0
and Pf 0 agree on all of L0 . This implies Pf 0 (z 0 ) = f 0 (z 0 ) which we showed equals Pf (z), so
Pf (z) = Pf 0 (z 0 ) as required. All that is left is to argue that f 0 can be computed from f using
O(|L|) arithmetic operations. This follows from the first bullet because each entry f 0 (y) can
be computed from f (xy ) and f (x0y ) by interpolating the degree-1 polynomial Qf (X, y) and
evaluating it at z to obtain Qf (z, y) = f 0 (y). This completes the proof.
C

4.6

Preparations

We do the analysis below for the case ` = 1. The generalization to arbitrary ` easily follows.
Define d(0) = 3 · 2r − 2, and d(i+1) = d(i) /2 − 1. It is easy to check that d(r) = 1. Define
(i)
RS = RS[Fq , L(i) , d(i) ]. In the case of the honest prover (when f (0) ∈ RS(0) ), we will have
f (i) ∈ RS(i) for all i.
Our analysis of the above protocol will track the agreement of f (i) with RS(i) . This
agreement will be measured in a certain weighted way, which we define next.
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4.6.1

The success probability at s ∈ L(i)

There is a natural directed forest that one can draw on the vertex set
L(0) ∪ L(1) ∪ . . . ∪ L(r) ,
namely, where s ∈ L(i) is joined to q (i) (s) ∈ L(i+1) (and we say that s is a child of q (i) (s)).
Note that every vertex not in L(0) has two children.
Let i ≤ r − 1 and s0 ∈ L(i) . Let s ∈ L(i+1) be the parent of s0 , and let s1 ∈ L(i) the
sibling of s0 . We color s0 GREEN if f (i+1) (s) is consistent with f (i) |{s0 ,s1 } according to
the test
(i)

Hx(i) [f (i) ](s) = f (i+1) (s) · (s − z (i) ) + Bz(i) (x(i) )
and we color s0 RED otherwise. Notice that a vertex and its sibling get the same color.
For s ∈ L(r) , we color s GREEN if f (r) (s) = C and RED otherwise.
The QUERY phase of the protocol can be summarized as follows: we pick a uniformly
random s(0) ∈ L(0) and consider the path s(0) , s(1) , s(2) . . . , s(r) going through all its ancestors.
If all these vertices are GREEN, then we ACCEPT, otherwise we REJECT.
To capture this, we define functions η (i) : L(i) → R as follows. For s ∈ L(i) , let η (i) (s)
be the fraction of leaf-descendants s(0) of s for which the path from s(0) to s (including
s(0) but not including s) consists exclusively of GREEN vertices. Observe that pACCEP T =
Es∈L(r) [η (r) (s) · 1f (r) (s)=C ] equals the probability that the QUERY phase accepts.
The exact quantity that we will track is as i increases is the weighted agreement:
α(i) = agreeη(i) [f (i) , RS(i) ].
Notice that
α(0) = 1 − ∆(f (0) , RS(0) ),
and the acceptance probability, pACCEP T satisfies:
pACCEP T ≤ α(r) .
(i)

Our main intermediate claim is that with high probability over the choice of x(i) , z (i) , Bz(i) ,
we have that α(i+1) is not much more than α(i) . This gives us that pACCEP T is not much
more than 1 − ∆(f (0) , RS(0) ), as desired.

4.6.2

Operations AVG and ZERO

We define two important operations.
1. AVG. For a function w : L(i−1) → R, we define the function AVG[w] : L(i) → R as follows.
Let s ∈ L(i) , and let {s0 , s1 } = (q (i−1) )−1 (s). Then define:
AVG[w](s) =

w(s0 ) + w(s1 )
.
2

2. ZERO. For a function w : L(i) → R, and a set S ⊆ L(i) , we define the function
ZERO[w, S] : L(i) → R as follows. For s ∈ L(i) , we set:
(
0
s∈S
.
ZERO[w, S](s) =
w(s) s 6∈ S
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We can use these two operations to express η (i+1) in terms of η (i) . Let E (i+1) denote the
set of all s ∈ S (i+1) both of whose children are RED (i.e., the test
(i)

Hx(i) [f (i) ](s) = f (i+1) (s) · (s − z (i) ) + Bz(i) (x(i) )
fails at s).
Define θ(i+1) : L(i+1) → R by
θ(i+1) = AVG[η (i) ].
Then we have:
η (i+1) = ZERO(θ(i+1) , E (i+1) ).
Analogous to our definition of
α(i) = agreeη(i) (f (i) , RS(i) ),
we define
(i)

β (i+1) = agreeθ(i+1) (Hx(i) [f (i) ], {P (Y ) ∈ Fq [Y ] | deg(P ) ≤ d(i+1) and P (z (i) ) = Bz(i) (x(i) )}).

The following two lemmas control the growth of α(i) and β (i) .
I Lemma 12. For all i, with probability at least 1 − ν ∗ over the choice of x(i) , z (i) , we have:
β (i+1) ≤ max(α(i) , 1 − δ ∗ ) + .
We prove this using Theorem 25 in Appendix F.
I Lemma 13. For all i,
α(i) ≤ β (i) .
We prove this using Lemma 6 in Appendix F.
We can now complete the proof of Theorem 8.
Proof. As observed earlier, α(0) = 1 − ∆(f (0) , RS(0) ) < 1 − δ.
The two lemmas above imply that with probability at least 1 − rν ∗ ,
α(r) ≤ max(α(0) , 1 − δ ∗ ) + r ·  < (1 − min(δ, δ ∗ ) + r · ).
Finally, we use the observation that pACCEP T ≤ α(r) to complete the proof.

5

J

Second Application – The DEEP Algebraic Linking IOP (DEEP-ALI)
protocol

The techniques used earlier in Theorem 3 and Section 4 can also be used to improve soundness
in other parts of an interactive oracle proof (IOP) protocol. We apply them here to obtain a
Scalable Transparent IOP of Knowledge (STIK) [2, Definition 3.3] with better soundness
than the prior state of the art, given in [2, Theorem 3.4].
Proof systems typically use a few steps of reduction to convert problems of membership
in a nondeterministic language L to algebraic problems regarding proximity of a function
(or a sequence of functions) to an algebraic code like Reed-Solomon (or, in earlier works,
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Reed-Muller). The goal of such a reduction is to maintain a large proximity gap γ, meaning
that for instances in L, an honest prover will provide information that leads to codewords,
whereas for instances not in L, any oracles submitted by the prover will be converted by the
reduction, with high probability, to functions that are γ-far from the code. Considerable
effort is devoted to increasing γ because it is the input to the proximity protocols (like FRI
and DEEP-FRI) and the soundness of those protocols is correlated to γ (as discussed earlier,
e.g., in Theorem 8).
The STIK protocol is a special case of this paradigm. It requires the prover to provide
oracle access to a function f : D → F that is supposedly an RS encoding of a witness for
membership of the input instance in L. A set of t-local constraints is applied to f to construct
a function g : D → F, along with a gap-gurantee: If f is indeed an encoding of a valid witness
for the instance, then the resulting function g : D → F is also be a member of an RS code.
One of the tests that the verifier performs is a consistency test between f and g, and, prior
to this work, this consistency test was applied to the functions f and g directly. This leads
to a rather small gap γ ≤ 81 which results in a small soundness guarantee from the RPT
protocol applied to f, g later on.
In this section we apply the DEEP technique to this setting. After f and g have been
provided, the verifier samples a random z ∈ Fq and asks for the values of the interpolating
polynomials of f, g on all t entries needed to check the consistency test. Our verifier now
applies the QUOTIENT operation to f, g, using the information obtained from the prover.
Crucially, we prove that a single consistency test, conducted over a large domain D0 ⊃ D,
√
suffices to improve the proximity gap to roughly 1 − ρ, a value that approaches 1 as ρ → 0.
Assuming Conjecture 21 the proximity gap is nearly-optimal, at γ ≈ 1 − ρ (compare with
with the value γ ≤ 1/8 obtained by prior works). Details follow.
We focus on the the Algebraic linking IOP protocol (ALI) of [2, Theorem B.15], and
present a new protocol that we call DEEP-ALI (Protocol 17) that obtains the aforementioned
improved proximity gap(s).
In what follows, we will first recall (a variant of) the language (or, more accurately, binary
relation) which was the input to the ALI protocol of [2] and is likewise the input to our
DEEP-ALI protocol. The description of the protocol follows in Section 5.2. Its basic properties
are specified in Section 5.3 and we analyze its soundness in Theorem 15 and Section 5.4.

5.1

The Algebraic Placement and Routing (APR) Relation

In what follows we use the notation f˜ to refer to a polynomial in F[x]. Note that the operator
|D for D ⊆ F takes a polynomial to a function: f˜ |D : D → F.
We start by defining a simplified version of the Algebraic placement and routing relation
(APR). See [2, Definition B.10]. In particular, we only use one witness polynomial. This
relation will be the input to the reduction used in Protocol 17.
I Definition 14. The relation RAPR is the set of pairs (x, w) satisfying:
1. Instance format: The instance x is a tuple (Fq , d, C) where:
Fq is a finite field of size q.
d is an integer representing a bound on the degree of the witness.
C is a set of |C| tuples (M i , P i , Qi ) representing constraints. M i is the mask which is
|M i |

a sequence of field elements M i = {Mji ∈ Fq }j=1 . P i is the condition of the constraint
which is a polynomial with |M i | variables. Qi ∈ Fq [x] is the domain polynomial of the
constraint which should vanish on the locations where the constraint should hold.
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We further introduce the following notation:
Let M = {Mji | 1 ≤ i ≤ |C| and 1 ≤ j ≤ |M i |} ⊆ Fq be the full mask.
Let dC = maxi deg(P i ) be the maximal total degree of the P i s.
Let Qlcm ∈ Fq [x] be the least common multiple of the Qi s.
2. Witness format: The witness w is a polynomial f˜ ∈ Fq [x]. A constraint (M, P, Q) is
said to hold at a location x ∈ Fq if P (f˜(x · M1 ), . . . , f˜(x · M|M | )) = 0. We say that f˜
satisfies the constraint if the constraint holds at every x ∈ Fq for which Q(x) = 0.
We say that w satisfies the instance if and only if deg(f˜) < d and f˜ satisfies all of the
constraints.
To see that the notion of the RAPR relation defined above is strong enough, we follow
the ideas from [2] and show a reduction from an Algebraic Intermediate Representation
(AIR, see [2, Definition B.3]) to an APR. The following uses the notation from [2, Definition
B.3]. Let x = (Fq , T, w, P, C, B) be an instance of RAIR . Pick a multiplicative subgroup
˜
˜ tw+j ) = wj (t) for t ∈ [T ] and i ∈ [w] (here
hγi ⊆ F×
q of size T · w and pick f such that f (γ
[n] = {0, . . . , n − 1}). For all the constraints in P, choose the mask M = {1, γ, . . . , γ 2w−1 }
and choose the domain polynomial whose zeros are {γ tw }t∈[T −1] (Q(x) = (xT − 1)/(x − γ −w )).
Replace each boundary constraint (i, j, α) ∈ B with a regular constraint with mask M = {1},
P (x) = x − α and Q(x) = x − γ iw+j .

5.2

The DEEP-ALI protocol

We now describe our new protocol, that achieves improved soundness, as stated in the
following theorem.
I Theorem 15 (DEEP-ALI soundness). Fix a code rate 0 < ρ < 1 and a distance parameter
0 < δ ≤ 1 − ρ. Let D, D0 ⊆ Fq be two evaluation domains such that |D| = dρ−1 and
|D0 | = d · dC ρ−1 . Let RPTD , RPTD0 be two IOPPs with perfect completeness for the codes
RS[Fq , D, (d − |M|)/|D|]) and RS[Fq , D0 , (ddC − 1)/|D0 |]) respectively. Let , 0 be the bounds
on the soundness error (acceptance probability) for words that are at least δ-far from the
corresponding code. Denote
L = max{L(Fq , D, d, δ), L(Fq , D0 , d · dC , δ)}.
Then, there exists an IOP for RAPR with perfect completeness and soundness error  + 0 +
2L2 (d·dC +deg(Qlcm ))
.
q
I Example 16. Fix a code rate 0 < ρ < 1. Choosing DEEP-FRI as the RPT protocol and
√
setting δ = 1 − ρ − q −1/13 as in Example 9, using ` repetitions, we obtain an IOP for RAPR
with perfect completeness and soundness error that approaches 2ρ`/2 as q → ∞ assuming
the parameters d, dC , deg(Qlcm ) of the APR are constant with respect to q.
√
Proof. Theorem 20 implies that L ≤ q 1/13 /(2 ρ) = O(q 1/13 ). Hence the expression 2L2 (d ·
dC + deg(Qlcm ))/q approaches 0 as q → ∞. Moreover, Example 9 implies that , 0 approach
ρ`/2 .
J
We now describe the protocol that achieves the soundness of Theorem 15.
I Protocol 17 (DEEP-ALI).
1. The prover sends an oracle f : D → F (which should be f˜ |D ).
|C|
2. The verifier sends random coefficients α = (α1 , . . . , α|C| ) ∈ Fq .
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3. The prover sends an oracle gα : D0 → F (which should be g̃α |D0 , where
g̃α (x) =

|C|
X
i=1

αi ·

i
P i (f˜(x · M1i ), . . . , f˜(x · M|M
i | ))

Qi (x)

.

(13)

Note that deg(g̃α ) < d · dC ).
4. The verifier sends a random value z ∈ Fq .
5. Denote Mz = {z · Mji | 1 ≤ i ≤ |C| and 1 ≤ j ≤ |M i |}. The prover sends aα,z : Mz → F
(which should be f˜|Mz ). The verifier deduces bα,z , the alleged value of g̃α (z), using
Equation (13).
6. Let U (x), Z(x) as defined in Section 4.2.1 for QUOTIENT(f, aα,z ) and let
h1 (x) = h1α,z (x) = QUOTIENT(f, aα,z ) =

f (x) − U (x)
,
Z(x)

h2 (x) = h2α,z (x) = QUOTIENT(gα , {z 7→ bα,z }) =

gα (x) − bα,z
,
x−z

and note that the verifier has oracle access to h1 and h2 using the oracles f and gα .
7. They use RPTD and RPTD0 to prove that h1 is at most δ-far from RS[Fq , D, (d−|M|)/|D|]
(in other words, it is close to a polynomial of degree < d − |M|) and that h2 is at most
δ-far from RS[Fq , D0 , (ddC − 1)/|D0 |].

5.3

Properties of DEEP-ALI

Note that in the original ALI protocol, the equivalent to the expression P i (f˜(x · M1i ), . . . , f˜(x ·
i
i
M|M
i | ))/Q (x) is sampled at Q random locations from the evaluation domain, where Q is
the number of queries.
The main idea in DEEP-ALI is to use Quotienting to allow the verifier to choose one
random element z from the entire field, and check the consistency between f˜ and g̃ only at
x = z.
The fact that DEEP-ALI allows to sample from the entire field introduces several advantages
over the ALI protocol from [2]:
Soundness. As described above, the reduction in ALI has lower bound 1/8 on the distance
from the code for inputs that are not in the language, even for ρ → 0. In DEEP-ALI the
√
lower bound on the distance is 1 − ρ.
Query complexity. In ALI the verifier queries |M| · Q field elements as we need |M| elements
i
to evaluate P i (f˜(x · M1i ), . . . , f˜(x · M|M
i | )). In DEEP-ALI the verifier queries O(|M| + Q)
i
field elements as the evaluation of P is done once.
Verifier complexity. Previously, the verifier complexity was Ω(Q · Tarith ) (where Tarith is
the arithmetic complexity of evaluating all the constraints). The verifier complexity in
DEEP-ALI depends on Q + Tarith as we evaluate the constraints only once.
Prover complexity. It is possible to alter Definition 14 and DEEP-ALI to work with several
witness polynomials f1 , . . . , fw (as was done in ALI). The prover complexity in this case
will depend on (wρ−1 + dC ρ−1 + Tarith dC ) · d instead of (wdC ρ−1 + Tarith dC ) · d (in ALI).
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Soundness analysis

The proof of Theorem 15 will follow from the following lemma:
I Lemma 18. Let E be the event that the DEEP-ALI verifier accepts. If
Pr[E] ≥  + 0 +

2L2 (d · dC + deg(Qlcm ))
,
q

then there exists a polynomial of degree < d satisfying the constraints.
Proof. Let L(f ) ⊆ RS[Fq , D, ρ] be the set of codewords that are at most δ-far from f .
Similarly define L(gα ). We have |L(f )|, |L(gα )| ≤ L.
Let E1 be the event where the verifier accepts and h1 and h2 are at most δ-far from the
corresponding codes. Denote η = 2L2 (d · dC + deg(Qlcm ))/q. Then, Pr[E1 ] ≥ η. E1 implies
that there exists a polynomial h̃1 = h̃1α,z of degree < d − |M| such that {x ∈ D : h̃1 (x) 6=
f (x)−U (x)
} < δ|D|. Hence Z(x) · h̃1 (x) + U (x) ∈ L(f ). Similarly there exists a polynomial
Z(x)
h̃2 = h̃2α,z of degree < d · dC − 1 such that (x − z)h̃2 (x) + b ∈ L(gα ).
Fix r̃1 (x) (independent of α and z) to be the element in L(f ) maximizing the probability
that r̃1 (x) = Z(x) · h̃1 (x) + U (x) given E1 . Let E2 ⊆ E1 be the event that r̃1 (x) =
Z(x) · h̃1 (x) + U (x). It follows that Pr[E2 ] ≥ η/L.
Fix r̃α2 (x) ∈ L(gα ) maximizing the probability that r̃α2 (x) = (x − z)h̃2 (x) + b given E2
(note that r̃α2 depends on α as the oracle gα was sent only after the verifier sent α), and let
E3 ⊆ E2 be the event where r̃α2 (x) = (x − z)h̃2 (x) + b. We have Pr[E3 ] ≥ η/L2 . This implies,
Prα [Prz [E3 ] ≥ η/(2L2 )] ≥ η/(2L2 ).
The event E3 implies
r̃1 |Mz = U |Mz = aα,z ,
r̃α2 (z) = bα,z .
Recall that bα,z was defined according to (13), so
bα,z =

|C|
X

αi ·

i
P i (aα,z (z · M1i ), . . . , aα,z (z · M|M
i | ))

Qi (z)

i=1

.

Substituting values for aα,z and bα,z and multiplying by Qlcm (z) we obtain:
Qlcm (z) · r̃α2 (z) =

|C|
X

i
αi · P i (r̃1 (z · M1i ), . . . , r̃1 (z · M|M
i | )) ·

i=1

Qlcm (z)
.
Qi (z)

(14)

Both sides of the equation are polynomials of degree < d · dC + deg(Qlcm ) in z. For every
α for which Prz [E3 ] ≥ η/(2L2 ) = (d · dC + deg(Qlcm ))/q, we have at least d · dC + deg(Qlcm )
many z’s satisfying (14) and thus the two polynomials in (14) are identical. Let Gα (x) denote
the the right-hand side of (14) (replacing z with x).
So far we have:
Pr[Gα (x) is divisible by Qlcm (x)] ≥ η/(2L2 ) > 1/q.
α

Note that the set of α’s satisfying this event forms a vector space. If its dimension was
less than |C| then the probability would have been ≤ 1/q. Hence this event holds for every α.
Substituting the elements of the standard basis, we get that for every 1 ≤ i ≤ |C|,
i
P i (r̃1 (x · M1i ), . . . , r̃1 (x · M|M
i | )) ·

Qlcm (x)
is divisible by Qlcm (x).
Qi (x)

i
Substituting any x for which Qi (x) = 0 gives P i (r̃1 (x · M1i ), . . . , r̃1 (x · M|M
i | )) = 0 which
1
implies that r̃ satisfies all the constraints, as required.
J
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5.5

Further optimizations for practical implementation

As we saw, it makes sense to work with several witness polynomials rather than one, as it
improves the prover complexity. Another optimization is to apply the RPT only once for
both h1 and h2 by taking a random linear combination of the two (and using Theorem 3).
To make this work, the prover writes the degree < d · dC polynomial g̃(x) as:
g̃(x) =

dX
C −1

xi g̃i (xdC ),

i=0

where the g̃i s are of degree < d, and it sends oracles to g̃i |D instead of g̃ |D0 . In total, we
will have to run RPT on w + dC polynomials of degree < d, so we choose only one evaluation
domain D ⊆ Fq satisfying |D| = dρ−1 .
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Preliminaries

Functions
For a set D, we will be working with the space of functions u : D → F, denoted FD . For
u ∈ FD we use u(z) to denote the zth entry of u, for z ∈ D. For C ⊂ D we use f |C to
denote the restriction of f to C. For two functions f, g : D → F we write f = g when the two
functions are equal as elements in FD and similarly say f |C = g|C when their restrictions
are equal as elements in FC .

Distance
We use ∆D (u, v) = Prz∈D [u(z) 6= v(z)] for relative Hamming distance, and omit D when
it is clear from context. For a set S ⊂ FD we use ∆D (v, S) = mins∈S ∆D (v, s) and
∆D (S) = mins6=s0 ∈S ∆D (s, s0 ) denotes the minimal relative distance of S. For u ∈ FD let
B(u, δ) denote the Hamming ball in FD of normalized radius δ centered at u,

B(u, δ) = u0 ∈ FD | ∆D (u, u0 ) < δ .

Linear codes
An [n, k, d]q -linear error correcting code is a linear space V ⊂ Fnq of dimension k over Fq with
minimal Hamming
d. A generating matrix for V is a matrix G ∈ Fn×k
of rank k
q
 distance
such that V = Gx | x ∈ Fkq .
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Polynomials and RS codes
The interpolant of f : D → Fq is the unique polynomial of degree < |D| whose evaluation on
D is f . The degree of f , denoted deg(f ), is the degree of its interpolant. The RS code evaluated over domain D ⊂ F and rate ρ is denoted RS[F, D, ρ] = {f : D → F | deg(f ) < ρ|D|}.
Sometimes it will be more convenient to work with degree rather than rate, in which case we
abuse notation and define RS[F, D, d] = {f : D → F | deg(f ) < d}. We use capital letters like
P, Q to denote polynomials and when we say P ∈ RS[F, D, ρ] we mean that deg(P ) < ρ|D|
and associate P with the RS codeword that is its evaluation on D. We also use f˜ to denote
the interpolant of a function f .

A.1

List Decoding

I Definition 19 (List size for Reed-Solomon Codes). For u ∈ FD , a set V ⊂ FD , and distance
parameter δ ∈ [0, 1], let List(u, V, δ) be the set of elements in V that are at most δ-far from
u in relative Hamming distance. Formally, using B(u, δ) to denote the Hamming ball of
relative radius δ centered around u, we have List(u, V, δ) = B(u, δ) ∩ V .
The code V is said to be (δ, L)-list-decodable if |List(u, V, δ)| ≤ L for all u ∈ FD
q .
For D ⊆ Fq , let L(Fq , D, d, δ) be the maximum size of List(u, V, δ) taken over all u ∈ FD
q
for V = RS[Fq , D, ρ = d/|D|].
We recall the fundamental Johnson bound, which says that sets with large minimum
distance have nontrivial list-decodability. The particular version below follows, e.g., from [14,
√
Theorem 3.3] by setting d = (1 − ρ)|D| and e = (1 − ρ − ε)|D| there.
I Theorem 20 (Johnson√bound). Let V √⊂ FD be a code with minimum relative distance
√
δ ∈ (0, 1). Then V is (1− 1 − δ−ε, 1/(2ε 1 − δ))-list-decodable for every ε ∈ (0, 1− 1 − δ).
When V is a maximum distance separable (MDS) code like a Reed-Solomon code of rate
√
√
√
ρ we have ρ = 1 − δ, so V is (1 − ρ − ε, 1/(2ε ρ))-list-decodable for every ε ∈ (0, 1 − ρ).
In particular, for Reed-Solomon codes this implies the following list-decodability bound:


1
√
L(Fq , D, d = ρ|D|, 1 − ρ − ε) ≤ O
.
√
ε ρ
Extremely optimistically, we could hope that Reed-Solomon codes are list-decodable all
the way up to their distance with moderate list sizes. Staying consistent with the known
limitations [8], we have the following brave conjecture.
I Conjecture 21 (List decodability of Reed-Solomon Codes up to Capacity). For every ρ > 0,
there is a constant Cρ such that every Reed-Solomon code of length n and rate ρ is listCρ
decodable from 1 − ρ − ε fraction errors with list size nε
. That is:

L(Fq , D, d = ρ|D|, 1 − ρ − ε) ≤

B

|D|
ε

Cρ
.

Tightness of the one-and-a-half Johnson bound

Lemma 1 says that when V is a linear code with minimum distance λ, and u∗ is some element
that is δ-far from V , then for any u we have with high probability
∆(u∗ + xu, V ) ≥ min(δ, J (1.5) (λ) = 1 − (1 − λ)1/3 ).
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The rightmost term seems quite strange, as the J (1.5) (·) function is unfamiliar in other
settings of coding theory. However, as we show next, in certain settings this function gives
the correct bound!
I Lemma 22 (Tightness
of one-and-a-half Johnson bound). For every member Vn of following

family of RS codes Vn = RS[F2n , F2n , ρ = 2−3 ] | n ∈ N there exist u∗n , un ∈ FF2n2n satisfying
the following:
δmax , ∆(u∗n , Vn ) = ∆(un , Vn ) = 34 = 1 − ρ2/3
∀x 6= 0, ∆(u∗n + xun , Vn ) ≤ 12 = 1 − ρ1/3 = J (1.5) (∆(Vn ))
Consequently, E[δx ] ≤ J (1.5) (∆(Vn )) + o(1) ≤ δmax − 41 + o(1).
We shall need to following claim in our proof of the lemma.
B Claim 23. For every x ∈ F2n \ {0} there exists a polynomial Px (Y ) ∈ F2n [Y ] of the form
Px (Y ) = Y 2

n−1

+ xY 2

n−2

deg(P̃x ) < 2n−3 .

+ P̃x ,

that has 2n−1 distinct roots in F2n .
Proof. For x 6= 0 let βx = 1/x2 , noticing βx is unique because the map β 7→ β 2 is bijective
Pn−1 i
on F2n . Let Tr(Z) , i=0 Z 2 be the trace function from F2n to F2 . Define
Sx = {y ∈ F2n | Tr(βx y) = 0}.
It is well known that |Sx | = 2n−1 because the trace function has 2n−1 roots in F2n .
So we define
n−1
n−2
1
1
Px (Y ) = 2n−1 · Tr(βx Y ) = Y 2
+ 2n−2 Y 2
+ P̃x
βx
βx
=Y2

n−1

+ xY 2

n−2

deg(P̃x (Y )) < 2n−3 .

+ P̃x ,

n−2

The last equality follows because βx2

= x.

J

Proof of Lemma 22. Consider Vn in this family and let F = F2n . Define u∗ : F → F to be
n−1
n−2
the function u∗ (y) = y 2
and let u : F → F be the function u(y) = y 2 .
By Claim 23, for every x ∈ F \ {0} there is some vx ∈ Vn and Px with 2n−1 roots in F
such that
Px − (u∗ + xu) + vx = 0.
Then
∆(u∗ + xu, vx ) = Pr [u∗ (y) + xu(y) 6= vx (y)] = Pr[Px (y) 6= 0] = 1/2.
y∈F

y

Thus we get that for all x ∈ F \ {0}
∆(u∗ + xu, V ) ≤ 1/2.
On the other hand,
∆(u, V ) ≥ 3/4,
because for all v ∈ Vn , u − v is a polynomial of degree at most 2n−2 = |F|/4. This completes
the proof.
J
I Remark 24. Since this example is based on Reed-Solomon codes, it also easily translates
into a limitation on the soundness of FRI. In particular, it means that the improvement to
the soundness of FRI given in Remark 5 is optimal.
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C

DEEP Theorem – weighted version and general linear spaces

In this Section we provide a weighted version for Theorem 3 and generalize it to arbitrary
linear spaces.

C.1

Weighted version

For application to Reed-Solomon Proximity Testing, it is more convenient to have a weighted
version of the previous result. We briefly introduce some notation for dealing with weights,
and then state the new version.
D
Let u, v ∈ FD
q . Let η ∈ [0, 1] be a vector of weights. We define the η-agreement between
u and v by:
agreeη (u, v) =

1
|D|

X

η(i).

i∈D|ui =vi

For a subspace V ⊆ Fnq , we define
agreeη (u, V ) = max agreeη (u, v).
v∈V

I Theorem 25. Let ρ > 0 and let V = RS[Fq , D, d = ρ · |D|]. For z, b ∈ Fq , we let
Vz,b = {Q(Y ) ∈ V | Q(z) = b}.
For α < 1, let L∗ = L(Fq , D, d = ρ|D|, 1 − α) be the list-size for list-decoding V from
(1 − α)-fraction errors (without weights).
Let u, u∗ ∈ FD
q . For each z ∈ Fq , let Bz (X) ∈ Fq [X] be an arbitrary linear function.
Suppose that
!
1/3

4
d
∗
∗
+
, 2
,
(15)
Pr [agreeη (u + xu, Vz,Bz (x) ) > α] ≥ max 2L
x,z∈Fq
q
 q
Then there exist v, v ∗ ∈ V and C ⊂ D such that:
P
y∈C η(y) > (α − )|D|,
u|C = v|C ,
u∗ |C = v ∗ |C .
Consequently, we have agreeη (u, V ), agreeη (u∗ , V ) ≥ α − .
The proof is nearly identical to the proof of Theorem 3 so we only highlight the changes.
First, we observe that if η1 : D → [0, 1] is the the constant function with value 1, then
agreeη (u, v) ≤ agreeη1 (u, v) = 1 − ∆(u, v). Thus the set
{Q(Y ) ∈ Fq [Y ] | deg(Q) ≤ d, agreeη (u∗ + xu, Q) > α}
is contained in
{Q(Y ) ∈ Fq [Y ] | deg(Q) ≤ d, ∆(u∗ + xu, Q) < 1 − α}.
The size of this latter set is bounded by L∗ , and thus the size of the former set is too.
The proof then proceeds as before, until the very end, where we have a set A0 ⊆ Fq , with
|A0 | ≥ 2 , and polynomials P, P ∗ ∈ V such that for each x ∈ A0 , agreeη (u∗ +xu, P ∗ +xP ) > α.
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Then we take C = {y ∈ C | u∗ (y) = P ∗ (y), u(y) = P (y)}, and our goal is to show that
P
y∈C η(y) > (α − )|D|. To this end, consider:
1 X
agreeη (u∗ + xu, P ∗ + xP )
|A0 |
x∈A0
X X
1
=
(η(y) · 1u∗ (y)+xu(y)=P ∗ (y)+xP (y) )
0
|D| · |A |
x∈A0 y∈D
!
1 X
1 X
1u∗ (y)+xu(y)=P ∗ (y)+xP (y)
η(y)
=
|D|
|A0 |
0

α<

y∈D

x∈A

1 X
1 X
1
≤
η(y) +
η(y) · 0
|D|
|D|
|A |
y∈C

y∈D\C

1 X
≤
η(y) + /2.
|D|
y∈C

This implies that

C.2

P

y∈C

η(y) > (α − )|D|, and the rest of the proof is the same as before.

DEEP Lemma for general linear codes

Theorem 3 can be generalized to apply to arbitrary linear codes, and this is the focus of this
section. We explain the basic principles for an [n, k, d]q -linear code V with generating matrix
G ∈ Fk×n
, viewing codewords as evaluations of linear forms on the columns of G.
q
Let D ⊂ Fkq be the set of columns of G. A linear form ` ∈ Fqk can be “evaluated” at any
any element x of D. Similarly, if we fix a set of points S ⊆ Fkq (thinking |S|  |D|), we may
evaluate the linear form ` at any point of S – this corresponds to evaluation outside the
original domain D.
If we are given a function u : D → Fq which is supposed to be the evaluations of a linear
form ` on D, we can ask about what the evaluation of this linear form at a point z ∈ S is.
This is the viewpoint from which the DEEP lemma generalizes to general codes.
We start with two functions u, u∗ : D → Fq (which are supposed to correspond to linear
forms, say ` ∈ Fkq and `∗ ∈ Fkq . We have a verifier who samples z ∈ S and asking for
a = `(z) and a∗ = `∗ (z). Given these answers, the verifier now samples x ∈ Fq and computes
b = a∗ + xa which is supposedly equal to `∗ (z) + `(z) (if u∗ and u are indeed codewords of
V ). The result below says that if S is the set of columns of an error correcting code with
good distance, and V has small list size for list-decoding up to radius δ, then with high
probability, the function ux = u∗ + xu has distance at least ≈ min{∆(u∗ , V ), δ} from the
sub-code of V corresponding to the linear forms that evaluate to b on z.
I Definition 26 (Robust). A set S ⊆ Fk is called σ-robust if every subset of S of size σ
contains a basis for Fk .
The following claim is well-known in coding theory (cf. [19, Problem 2.8]).

B Claim 27. Fix a full-rank matrix G ∈ Fk×N
, N ≥ k, and let C = x · M | x ∈ Fkq be the
q
linear code generated by it. Then the set of columnss of G is σ-robust if and only if the
minimum distance of C is at least N − σ + 1.
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I Lemma 28 (DEEP method for general linear codes). Let V be an [n, k, d]q -code that is
(δ, L∗δ )-list decodable for some δ > 0, and fix G ∈ Fk×n
to be its generating matrix. Let
q
S ⊂ Fkq be a σ-robust set of size N . For z ∈ S, b ∈ Fq , let
Vz,b = {v ∈ V | v = G · `v AND h`v , zi = b}
Pk
where hv, zi = i=1 vi , zi .
Let u, u∗ ∈ Fnq . For each z ∈ S, let Bz (X) ∈ Fq [X] be an arbitrary linear function.
Suppose that for some  > 0 the following holds,

σ
1/3 4 
∗
∗
Pr [∆(u + xu, Vz,Bz (x) ) < δ] ≥ max 2Lδ
+
, 2
,
(16)
x∈Fq ,z∈S
N
 q
Then there exist v, v ∗ ∈ V and C ⊂ [n] such that:
|C| ≥ (1 − δ − )n,
u|C = v|C ,
u∗ |C = v ∗ |C .
Consequently, we have ∆(u, V ), ∆(u∗ , V ) ≤ δ + .
The proof is analogous to the proof in the Reed-Solomon case, and appears in Appendix D.

Discussion
For the special case of RS codes, the DEEP method can be used to locally modify the
problem and reduce degree. Indeed, the subcode Vz,b in the case of RS codes corresponds
is comprised of functions f : D → F that are evaluations of polynomials of degree d whose
interpolating polynomial Pf satisfies Pf (z) = b. From such a codeword, one can construct a
new codeword fz,b : D → F defined by fz,b (x) = f (x)−b
, which is well-defined for all z 6∈ D.
z
Notice that the transformation from f to fz,b is 1-local, meaning that each entry of fz,b is
constructed by making a single query to f . Furthermore, this transformation maps a subset
of the code RS[F, D, d] to the code RS[F, D, d − 1], so we may use this transformation in RS
IOPPs (as will done in the following section).
In contrast, for a general k-dimensional linear code V , the subcode Vz,b , while being an
affine subspace of V , has less structure. In particular, it is not clear how to locally convert
this subcode to a “nice” code of dimension k − 1. An interesting middle ground, left to future
work, is the case of algebraic codes like Reed Muller codes and Algebraic Geometry codes
which resemble RS codes.

D

Proof of the DEEP lemma for general codes


1/3 4 
σ
Proof of Lemma 28. To simplify notation set η = max 2L∗δ N
+
, 2 q , and let ux =
u∗ + xu.
Let E[x, z] denote the event “∃v ∈ List(ux , V, δ), hv, zi = Bz (x)”.
The assumption of Equation (16) now reads as
Pr

x∈Fq ,z∈S

[E[x, z]] ≥ η.

Thus we get,
Pr [ Pr [E[x, z]] ≥ η/2] ≥ η/2

x∈Fq z∈S

(17)
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Let

A=


x ∈ Fq | Pr [E[x, z]] ≥ η/2]
z∈S

and notice |A| ≥ ηq/2.
For x ∈ Fq , pick vx ∈ V to be a member of List(ux , V, δ) that maximizes Prz∈S [P (z) =
Bz (x)]. Let Sx = {z ∈ S | hvx , zi = Bz (x)} and set µx = |Sx |/s. By definition,
|List(ux , V, δ)| ≤ L∗δ , and so by the pigeonhole principle, for each x ∈ A we have µx ≥ 2Lη ∗ .
δ
For x, β, γ picked uniformly from A we have


|Sx ∩ Sβ ∩ Sγ |
Ex,β,γ∈A
= Ez∈S,x,β,γ∈Fq [1z∈Sx ∩Sβ ∩Sγ ]
s
= Ez∈S [Ex∈Fq [1z∈Sx ]3 ]
≥ Ez∈S,x∈Fq [1z∈Sx ]3
3

η
≥
2L∗δ
σ
>
+ .
N
The second equality above follows from the independence of x, β, γ. The first inequality
is an application of Jensen’s inequality and the last inequality is by assumption on η.
Thus
Pr [|Sx ∩ Sβ ∩ Sγ | > σ] ≥ .

x,β,γ

Note that Prx,β,γ [x, β, γ are not all distinct] < 3/|A|. Since |A| ≥ ηq/2 ≥ 2/2 ≥ 6/ we
have 3/|A| ≤ /2. Thus Prx,β,γ [x, β, γ are all distinct and |Sx ∩ Sβ ∩ Sγ | > σ] ≥ /2.
This means that there are distinct x0 , β0 such that
Pr[|Sx0 ∩ Sβ0 ∩ Sγ | > d] ≥ /2.
γ

Consider some γ where this happens. Let S̃ = Sx0 ∩ Sβ0 ∩ Sγ . Extend each of u∗ , u to
functions over domain S by defining for all z ∈ S \ [n] u∗ (z) = Bz (0) and u(z) = Bz (1), and
for x ∈ Fq let ux (z) = u∗ (z) + xu(z). Since V is systematic, we define vx (z) = hvx |[k] , zi and
thus extend vx to domain S̃. By construction we know
(x0 , ux0 ), (β0 , uβ0 ), (γ, uγ )
are collinear. So, in particular,
(x0 , ux0 |S̃ ), (β0 , uβ0 |S̃ ), (γ, uγ |S̃ ) ∈ Fq × FS̃q
are likewise collinear, as a special case. By definition of S̃, we get that:
(x0 , vx0 |S̃ ), (β0 , vβ0 |S̃ ), (γ, vγ |S̃ ) ∈ Fq × FS̃q
are also collinear. Since |S̃| > σ and S is σ-robust we conclude that vγ is uniquely determined
by vγ |S̃ . This allows us to conclude that
(x0 , vx0 ), (β0 , vβ0 ), (γ, vγ ) ∈ Fq × Fnq
are all collinear, recalling that vx0 ∈ List(ux0 , V, δ).
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Thus, an /2-fraction of the γ ∈ A have the “good” property that (γ, vγ ) is on the line
passing through (x0 , vx0 ) and (β0 , vβ0 ). Write this line as v ∗ + xv and notice that for all
“good” γ we have vγ = v ∗ + γv. Let A0 ⊆ A denote the set of good elements for this line,
recording that |A0 | ≥ |A| · /2 ≥ 1/. By definition of List(ux , V, δ) and the assumption
vx ∈ List(ux , V, δ), we have that ∆(ux , vx ) < δ for x ∈ A0 .
Consider the set C ⊂ [n] defined by
C = {y ∈ [n] | u∗ (y) = v ∗ (y) AND u(y) = v(y)} .
For each y ∈ [n] \ C there exists at most a single value of x ∈ Fq satisfying ux (y) = vx (y)
because
ux (y) − vx (y) = (u∗ (y) − v ∗ (y)) + x · (u(y) − v(y))
has at most one value x on which it vanishes. This implies

 

|[n] \ C|
1
|C|
|C|
δ ≥ Ex∈A0 [∆[n] (ux , vx )] ≥
· 1− 0 ≥ 1−
· (1 − ) ≥ 1 −
− .
n
|A |
n
n
Rearranging, we get

E

|C|
n

≥ 1 − (δ + ) and this completes the proof.

J

The algebraic hash function

We now describe the algebraic hash function Hx .
The description of the hash function requires fixing some choices of certain subspaces.
(i)
For each i ∈ [0, r] we choose F2 -subspaces L0 and L(i) , satisfying the following properties.
(i)
(i)
1. L0 ⊆ L(i) with dim(L0 ) = 1,
(i)
2. L(i+1) = q (i) (L(i) ), where q (i) (X) is the subspace polynomial of L0 ,
Y
q (i) (X) =
(X − α),
(i)

α∈L0

(i)

thus this is an F2 -linear map with kernel L0 ). In particular, dim(L(i+1) ) = dim(L(i) ) − 1.
(i)
Let S (i) denote the set of cosets of L0 contained in L(i) .
Given x ∈ F and f : L(i) → F, the hash of f with seed x is defined to be the function
Hx [f ] : L(i+1) → F as follows. For s ∈ L(i+1) , let s0 , s1 ∈ L(i) be the two roots of q (i) (X) − s.
Let Pf,s (X) ∈ F[X] be the unique degree ≤ 1 polynomial satisfying
Pf,s (s0 ) = f (s0 ),
Pf,s (s1 ) = f (s1 ).
Then we define
Hx [f ](s) = Pf,s (x).

(18)

Observe that Hx [f ](s) can be computed by querying f on the set {s0 , s1 } (this set is a coset
(i)
(i)
of L0 , and we denote it by Ss ).
To understand Hx better, it is instructive to see what it does to RS(i) . Let f ∈ RS(i) .
The underlying polynomial f (X) thus has degree at most ρ|L(i) |. We may write f (X) in
base q (i) (X) as:
f (X) = a0 (X) + a1 (X)q (i) (X) + . . . + at (X)(q (i) (X))t ,

(19)
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where each ai (X) has degree at most 1, and t ≤ ρ|L(i) |/2. Since the polynomials f (X) and
Pf,s (X) agree on the roots of q(X) − s, we get that f (X) ≡ Pf,s (X) mod (q (i) (X) − s).
From Equation (19), we get that
Pf,s (X) = a0 (X) + a1 (X)s + . . . + at (X)st .
In particular, for all x ∈ F,
Hx [f ](s) = Pf,s (x) = a0 (x) + a1 (x)s + . . . + at (x)st ,
and thus
Hx [f ] ∈ RS(i+1) .

F

Proof of Lemma 12 and Lemma 13

We first prove Lemma 12.
Proof of Lemma 12. Set γ = max(α(i) , 1 − δ ∗ ).
For simplicity, denote f (i) by f .
Recall the notation Pf,s from the definition of the algebraic hash function Hx in Section E.
We have that for each s ∈ L(i+1) , Hx [f ](s) = Pf,s (x) is a linear function of x. Thus we can
(i+1)
write Hx [f ] = u∗ + xu for u∗ , u ∈ FL
, and for any fixed s, we have the formal polynomial
q
equality Pf,s (X) = u∗ (s) + Xu(s).
We are interested in bounding the probability of the event β (i+1) > γ + . In other
words, we want to bound the probability that there exists a polynomial Q(Y ) ∈ Fq [Y ] with
deg(Q) < d(i+1) + 1 such that:
agreeθ(i+1) (u∗ + xu, Q) > γ + ,
(i)
Q(z (i) ) = Bz(i) (x).
This is exactly the scenario of Theorem 25. That Lemma tells us that if the probability
in question is larger than ν ∗ , then there exist polynomials P (Y ), P ∗ (Y ) of degree ≤ d(i+1)
and a set T ⊆ L(i+1) such that:
1
|L(i+1) |

X

θ(i+1) > γ,

s∈L(i+1)

u|T = P |T ,
u∗ |T = P ∗ |T .
Let
P̂ (X, Y ) , P ∗ (Y ) + X · P (Y )
and notice that degX (P̂ ) ≤ 1, degY (P̂ ) ≤ d(i+1) .
Consider the polynomial R(X) , P̂ (X, q (i) (X)). We have
deg(R) ≤ 2d(i+1) + 1 = d(i) − 1 < d(i) .
S
(i)
We claim that R agrees with f on T̃ = s∈T Ss .
(i)
Take any s ∈ T and let Ss = {s0 , s1 } ∈ S (i) be the pair of roots of the polynomial
q (i) (X) − s.
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First we show that the polynomials Pf,s (X) and P̂ (X, s) are identical. Indeed, P̂ (X, s)) =
P ∗ (s) + XP (s) = u∗ (s) + Xu(s) = Pf,s (X). It follows that


f (s0 ) = P̂ (s0 , s) = P̂ s0 , q (i) (s0 ) = R (s0 )
and similarly f (s1 ) = R (s1 ). Therefore, R and f agree on T̃ , as claimed.
We now use the above information to show that α(i) = agreeη(i) (f, R) > γ, which
contradicts the definition of γ. Indeed,
agreeη(i) (f, R) =
≥

1
|L(i) |

X

η (i) (r)

r∈L(i) |f (r)=R(r)

1 X (i)
η (r)
|L(i) |
r∈T̃

1 X X (i)
= (i)
η (r)
|L | s∈T
(i)
r∈Ss

1
|S (i) | · θ(i) (s) Since θ(s) equals the average of η(r) | r ∈ Ss(i)
|L(i) | s∈T s
X
1
θ(i) (s)
= (i+1)
|L
| s∈T
=

X

> γ.
J

This is the desired contradiction.
Next we prove Lemma 13.
Proof of Lemma 13. By definition,
(i−1)

β (i) = agreeθ(i) (Hx(i−1) [f (i−1) ], {P (Y ) ∈ Fq [Y ] | deg(P ) ≤ d(i) and P (z (i−1) ) = Bz(i−1) (x(i−1) )})

Next, by the properties of quotienting, Lemma 6,
(i−1)

β (i) = agreeθ(i) (Hx(i−1) [f (i−1) ], {P (Y ) ∈ Fq [Y ] | deg(P ) ≤ d(i) and P (z (i−1) ) = Bz(i−1) (x(i−1) )})
(i−1)

= agreeθ(i) (QUOTIENT(Hx(i−1) [f (i−1) ], z (i−1) , Bz(i−1) (x(i−1) )),
{P (Y ) ∈ Fq [Y ] | deg(P ) ≤ d(i) − 1}).

Now observe that η (i) is obtained from θ(i) by zeroing out coordinates in E (i) , and the only
(i−1)
coordinates where f (i) can differ from QUOTIENT(Hx(i−1) [f (i−1) ], z (i−1) , Bz(i−1) (x(i−1) )) are
in E (i) . Thus:
β (i) ≥ agreeθ(i) (f (i) , {P (Y ) ∈ Fq [Y ] | deg(P ) ≤ d(i) − 1})
= agreeθ(i) (f (i) , RS(i) )
= α(i) .
This completes the proof.
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completeness property.
2012 ACM Subject Classification Theory of computation → Computational complexity and cryptography
Keywords and phrases Cryptography, PLS, Lower Bounds, Incremental Computation
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.6
Funding This work was supported in part by ISF grant 18/484, and by Len Blavatnik and the
Blavatnik Family Foundation.
Nir Bitansky: Supported by the Alon Young Faculty Fellowship.

1

Introduction

Local search is a well known approach for tackling optimization problems. Local search
algorithms seek solutions that are locally optimal – they commonly try to improve on a given
solution by considering small perturbations of it, called neighbors, and testing whether they
are better according to some value function. Indeed, many algorithms use this approach with
empirical success, for instance, the Simplex linear programming algorithm, the Lin-Kernighan
TSP algorithm, and various machine learning algorithms [43, 38, 31]. Nevertheless, the
approach has its limitations and many natural local search problems are not known to admit
polynomial-time algorithms.
Aiming to characterize the computational complexity of local search, Johnson, Papadimitriou, and Yannakakis [33] introduced the class Polynomial Local Search (PLS). The class
is defined by its canonical complete problem Local-Search (LS) [33, 29]. Here the input
consists of two polynomial-size circuits: a successor circuit S : {0, 1}n → {0, 1}n , which
given a string x outputs a string x0 , and a value circuit F, which given a string x outputs
an integer value. The goal is to find a string x which is locally optimal in the sense that
F(x) ≥ F(S(x)). Here strings correspond to solutions, with a value assigned by F, and the
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successor assigned by S represents “the best” neighbor. Important problems that are known
to be PLS complete include finding a locally optimal max-cut [49] and finding pure Nash
equilibrium in congestion games [22].
As observed in [33], PLS belongs to the class TFNP of total search problems in NP; namely,
a local optimal solution always exists (and can be efficiently verified). As a result, it is
unlikely that PLS contains NP-hard problems, as this would imply that NP = coNP [33, 41].
This barrier is shared of course by other prominent subclasses of TFNP, perhaps the most
famous example being the class PPAD that captures the hardness of finding Nash equilibrium
in bimatrix games [18, 14]. Accordingly, researchers have turned to seek for alternative
evidence of hardness.
One natural place to look for such evidence is cryptography. Indeed, cryptography
typically relies on problems closer to the boundary of P than to NP hard problems. For
some subclasses of TFNP (such as PPP, PPA, and Ramsey) evidence of hardness has been
shown based on standard cryptographic assumptions [45, 12, 32, 36, 50]. Establishing the
hardness of PLS (and PPAD), however, has been far more elusive. Hubác̆ek and Yogev [29],
building on [7, 23], demonstrated a hard problem in PLS ∩ PPAD based on indistinguishability
obfuscation [4], a strong cryptographic primitive, yet to be constructed under standard
assumptions.2 Similar hardness was then shown by Choudhuri et al. [16] assuming hardness
of #SAT and the soundness of the Fiat-Shamir transform for the sumcheck protocol, which in
turn can be based on optimally-secure fully-homomorphic encryption against quasi-polynomial
attackers [13]. More recently, the same has been shown based on the hardness of iterated
squaring and soundness of Fiat-Shamir for the iterated-squaring protocol of Pietrzak [46] by
both Choudhuri et al. [15] and Ephraim et al. [21].
Basing the hardness of PLS (or PPAD) on standard assumptions remains an open problem.

1.1

Our Results

We provide new results regarding the hardness of PLS. Our first result shows worst-case
hardness of PLS based on the KPY assumption on bilinear groups and the randomized
Exponential Time Hypothesis (ETH). The KPY assumption was introduced recently by Kalai,
Paneth, and Yang [34] toward the construction of publicly-verifiable delegation schemes. The
assumption is similar in spirit to previous standard assumptions that generalize Decisional
Diffie Hellman (e.g., [8, 9]). It is polynomially falsifiable and holds in the generic group model.
Randomized ETH postulates that solving SAT in the worst case requires exponential-time
even for randomized algorithms [30].
I Theorem 1 (Informal). Under the KPY assumption on bilinear groups and randomized
ETH, PLS is hard in the worst case.
The result is, in fact, more general and shows a reduction of PLS hardness to a certain type
of incrementally-verifiable computation schemes (IVC) [51]. We then derive the required
IVC from the work of [34]. We can also show average-case hardness at the cost of assuming
superpolynomial hardness of the KPY assumption and average-case randomized ETH. See
further details in the technical overview.
Our second result is a construction of PLS instances that are unconditionally hard in the
random oracle model.
2

More accurately, they show a hard problem in the class Continuous Local Search (CLS), which is known
to be in PLS ∩ PPAD [19].
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I Theorem 2 (Informal). Relative to a random oracle, Local-Search is unconditionally
hard-on-average.
Previously, Choudhuri et al. [16] showed hardness of CLS ⊆ PLS ∩ PPAD relative to a
random oracle, but their result is conditioned on hardness of #SAT (the construction
does not relativize with respect to this hardness and hence it cannot be derived from the
random oracle itself). Indeed, our construction is quite different from theirs. Whereas their
construction is based on the sum-check protocol [39] (which explains the non-black-box
reliance on #SAT hardness), ours comes from recent advancements in proofs of sequential
work motivated by blockchain applications [40, 17, 20].
The reliance on proofs of sequential work, in fact, translates to a result on the hardness of
parallelizing local search. Such hardness, in the random oracle model, was recently shown for
CLS (and in particular for both PLS and PPAD) by Ephraim et al. [21] further assuming that
repeated squaring modulo a composite is hard to parallelize [47]. Specifically, they construct
CLS instances that can be solved in some tuneable sequential polynomial time, but cannot be
solved much faster by parallel algorithms. Our result gives a similar kind of hardness for PLS
in the random oracle model, without relying on any unproven computational assumptions.
We elaborate on this in the technical overview below.

2

Technical Overview

To motivate our approach, we start by recalling previous approaches taken toward proving
PLS (or rather CLS) hardness.

2.1

Hardness via Incremental Computation

So far, the common approach toward arguing cryptographic hardness of PLS went through
an intermediate problem called Sink-of-Verifiable-Line (SVL) [1, 7]. An instance of SVL
consists of a successor circuit S and a verifier circuit V. The successor S implicitly defines a
step-by-step (or, incremental) computation st+1 := S(st ) starting from a canonical source s0
and ending at a sink sT , for some superpolynomial T :
S

S

s0 −
→ ... −
→ sT
The verifier V(s∗ , t) is promised to accept any s∗ as the t-th state if and only if it is correct,
namely s∗ = S (t) (s0 ). The goal is to find the sink sT = S (T ) (s0 ), given (S, V).
It is not hard to see that solving SVL can be reduced to solving a local search problem in
PLS [29], and thus it is sufficient to prove the hardness of SVL.
Valiant’s Incrementally-Verifiable Computation and Uniqueness. A natural way to approach SVL hardness is Valiant’s notion of incrementally-verifiable computation (IVC) [51].
According to this notion, we can take a Turing machine computation given by a machine M
and input x with a configuration graph:
Mx0 →
− ... →
− MxT ,
and associate with each intermediate configuration Mxt a short proof πt , attesting to its
correctness. The proofs are incremental – the next proof πt+1 can be efficiently computed
from πt .
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At first glance, this general notion seems to directly yield SVL hardness. Indeed, we can
take any polynomial-space machine M solving some hard search problem R on input x and
consider the corresponding incrementally-verifiable computation:
S

S

(Mx0 , π0 ) −
→ ... −
→ (MxT , πT ) .
Here the successor simply advances the computation of M and incrementally computes the
corresponding proofs. The SVL verifier is derived directly from the IVC verifier.
The reason that the above simple transformation does not work is that the IVC proofs
may not be unique. In particular, a correct intermediate configuration may have many
different accepting proofs attesting to its correctness, whereas SVL requires that only a
single string can be accepted as the t-th node (for any t). Choudhuri et al. [16] show that
the SVL uniqueness requirement can be somewhat relaxed and traded with computational
uniqueness meaning that it is computationally hard to find more than a single proof for any
given statement (even if such proofs exist).
So far, however, incrementally-verifiable computation with (even computational) uniqueness has not been achieved under standard assumptions. This is, in fact, the case even for
specific (hard) computations, let alone for general ones.

2.2

Incremental Completeness

We show that the hardness of PLS does not require SVL hardness nor IVC with unique proof.
Rather, we observe that IVC with a conceptually simple incremental completeness property
suffices. Then we derive such IVC for polynomially-long computations from the delegation
scheme construction of Kalai, Paneth, Yang [34] and combine it with ETH to obtain PLS
hardness. We next explain the notion of incremental completeness and why it suffices. In
the next subsection, we explain how it is obtained.
Incremental-Complete IVC and PLS Hardness. An incremental complete IVC has the
property that given any accepting proof π for an intermediate state Mxt of the computation,
running the prover results in an accepting proof π 0 for the next state Mxt+1 . This differs
from Valiant’s original formulation where completeness is only guaranteed for the prescribed
proof generated by iteratively applying the prover t times.
Let us now describe how to construct hard Local-Search instances from incrementallycomplete IVC. Once again, we start from some hard computation given by a polynomial-space
machine M and instance x. Rather than considering a verifiable computation chain, we shall
consider a DAG with nodes of the form (t, C, π), where t is a timestamp, C is an alleged
configuration of M (x) at time t, and π is an IVC proof. We call such a node valid if the
corresponding proof is accepting. For simplicity, we assume for now that the IVC is also
perfectly sound, meaning that valid nodes are always such that C is the correct configuration
Mxt . Note that for every time t, there may very well be multiple corresponding valid nodes.
We can visualize this as multiple “parallel universes”, which the verifiable computation lives
in simultaneously. Incremental completeness says that in every such universe, as time moves
forward, the computation may proceed. In particular, by induction, we always reach a sink
of the form (T, MxT , π) that contains the last state of the computation.
This naturally gives an LS instance. Valid nodes (t, Mxt , π) are given value t and are always
succeeded by another valid node (t + 1, Mxt+1 , π 0 ) derived by advancing the computation and
incrementing the IVC proof. Invalid nodes are given value −1 and are succeeded by some
canonical source in the DAG (0, Mx0 , ε), where ε is the empty proof, which by convention is
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accepted as a proof for Mx0 . The local maximums of the corresponding instance are exactly the
sinks of the DAG, which by incremental completeness are of the form (T, MxT , π), containing
the last state. Therefore, finding a local-maximum reduce to solving the underlying hard
computational task given by the computation M (x).
Our actual construction does not assume perfect soundness of the IVC, but only computational soundness. There may exist so called fooling nodes (t, C ∗ , π ∗ ) that pass verification
although C ∗ is not the correct configuration Mxt . These nodes may be local maximums and
finding them may not reduce to solving the underlying problem. Nonetheless, finding fooling
local maximum corresponds to breaking the soundness of the IVC, which is computationally
infeasible.

2.3

Obtaining IVC with Incremental Completeness

Valiant [51] put forth a general approach toward constructing IVC by recursive proof
composition. Oversimplifying, the basic idea is that to move from the t-th configuration
C = Mxt and proof πt to the next configuration C 0 = Mxt+1 and proof πt+1 , the new proof
πt+1 asserts that:
1. There exists a proof π that passes IVC verification as a valid proof that C = Mxt (this
part is recursive in the sense that it relies on IVC verification for smaller times stamps),
2. C 0 is obtained from C by applying Mx ’s transition function.
For this to be feasible, each “single-step proof” is computed using a succinct non-interactive
NP proof system where verification time (and in particular, the size of the proof) is fixed and
is not affected by the complexity of the NP relation. We observe that any IVC construction
following the above blueprint is incrementally complete by definition as long as the succinct
NP proof system used has perfect completeness.
Succinct Proof Systems. Succinct proofs for NP with unconditional soundness are unlikely
to exist [26, 27]. Accordingly, Valiant suggested to instantiate the blueprint using computationally sound succinct arguments. This brings about some extra complications in following
the blueprint. For once, proving that a previous proof exists is meaningless in the case of
computational soundness. Rather we need the guarantee that a proof exists and can be
efficiently found. Such systems are known as succinct non-interactive arguments of knowledge
(SNARKs) and admit an efficient knowledge extractor that can efficiently extract a witness
from a convincing prover.
Using such SNARKs enables the construction of IVC for arbitrary poly-time computations (or superpolynomial ones, if the SNARK is superpolynomially secure) [51, 5], and the
corresponding constructions are incrementally complete by the fact that the underlying
SNARKs are perfectly complete. (The actual constructions are somewhat different from the
described blueprint; in particular, to deal with issues such as blowup in knowledge extraction
complexity, they aggregate proofs in a tree-like fashion rather than a chain, in order to reduce
the depth of the recursion. Incremental completeness holds just the same.)
Following the above, we can obtain an incrementally-complete IVC, and thus PLS hardness
from SNARKs. However, the existence of SNARKs is a strong non-falsifiable assumption. It is
only known under non-standard knowledge assumptions and its construction from standard
assumptions is subject to barriers [24, 6].
Incrementally-Complete IVC from Weaker Succinct Arguments. In a recent work, Kalai,
Paneth, and Yang [34] considered a relaxation of SNARKs called quasi-arguments that instead
of standard knowledge extraction only requires a certain weaker no-signaling extraction
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requirement. Unlike SNARKs, such arguments are not subject to any known lower bounds,
and were in fact constructed from the learning with errors assumption in their privatelyverifiable form [35, 44, 11, 3] and recently also in their publicly-verifiable form based on the
so called KPY assumption in bilinear groups [34].
Furthermore, Kalai, Paneth, and Yang show that similarly to SNARKs such quasiarguments can, in fact, be recursively composed toward verifying a long computation,
provided that the computation is deterministic. Their explicit goal was not to construct
IVC but rather to bootstrap quasi-arguments with a long common reference string (CRS)
to succinct arguments with a short CRS. However, this is done by implicitly constructing
an IVC (this connection is also apparent in previous constructions of SNARKs with a short
CRS from ones with a long CRS [5]). The resulting IVC, like other IVCs based on recursive
composition, is incrementally complete.
The Class of Supported Computations and the Reliance on ETH. In its native form, the
IVC derived from the KPY construction supports computations of arbitrary polynomial
length T = λO(1) in the security parameter λ, with fixed prover-verifier running time (say,
λ). However, as explained earlier, to get PLS hardness, we would like to apply the IVC for a
hard (and thus superpolynomial) computation.
To circumvent this difficulty, we employ a fine-grained reduction. The idea is to construct
instances which are tailor-made to be hard for LS algorithms of a specific polynomial running
time. Fix any constant c > 0 and nc -time algorithm A that supposedly solve LS (here n is
the size of the LS instance (S, F)). Consider a search problem R and a Turing machine M
that solves it in polynomial time T (λ), while no randomized algorithm can solve it in time
T δ for constant δ < 1. If we can bound the blowup of the IVC reduction by at most T δ/c ,
we can use A to construct a randomized adversary A0 that solves R in time T δ and get a
contradiction.
The blowup of the IVC reduction is polynomially related to (a) the input size, (b) the
space used by M , and (c) the efficiency of the IVC scheme. Accordingly, we require a
computation where there is an arbitrarily large (polynomial) gap between the space used and
the hardness of the underlying problem. To this end, we use the randomized ETH assumption.
By appropriately choosing the size of the underlying SAT instance, we get computations
that can be solved using fixed-space and some polynomial time via brute-force but not in
much faster polynomial time, even by randomized algorithms. To bound the blowup due to
the IVC efficiency, we follow the efficiency analysis by [34] and adapt it to the incremental
setting. (In the body, we show the above in the non-uniform setting: assuming non-uniform
ETH and using standard non-uniform derandomization techniques while taking special care
to bound the associated blowup.)
We note that the above only gives worst-case hardness. That is, we do not show a
single distribution that is hard for all polynomial-time algorithms. Assuming slight superpolynomial security of the KPY assumption and average-case randomized ETH, we can get
average-case PLS hardness by essentially the same reduction (in fact, we can slightly weaken
average-case ETH to a slightly subexponential time hypothesis).

2.4

Unconditional Hardness in the Random Oracle Model

Our second result, in the random model, is based on recent advancements in proofs of
sequential work (PoSW) [40]. Roughly speaking, in a PoSW, the prover is given a statement
χ and a time parameter T , and can generate a corresponding proof π by making T sequential
steps. The soundness requirement is that provers that make  T sequential steps, will fail to
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generate a valid proof for χ, except with negligible probability (namely, proof computation is
not parallelizable). The construction we present relies on the PoSW of Cohen and Pietrzak
[17] and its extension by Döttling, Lai, and Malavolta [20] to so called incremental proof
of sequential work; both are proven sound in the random oracle model. We now move to
recalling how these systems work, and explain how we derive from them hard PLS instances
relative to random oracles.
The CP PoSW. To construct a PoSW, Cohen and Pietrzak [17] suggest an elegant tree
labeling procedure that is inherently sequential. They consider a binary tree whose edges are
directed from the leaves toward the root. In addition, they add directed edges from every
node ` having a sibling r on the right, to all the leaves in the tree rooted at r. We call this
the CP graph (see Figure 1 in Section 6 for an illustration). The nodes of the CP graph are
then given random labels as follows: the label of any given node is obtained by applying a
random oracle Hχ = H(χ, ·) to the labels of its incoming nodes (the oracle is seeded with χ
to guarantee an independent oracle for every statement). Intuitively, the added edges enforce
that in order to compute the labels of some subtree rooted at some r, it is first necessary to
compute the labels of its left sibling `; in this sense, labeling must be done sequentially.
To turn this into an actual proof of sequential work π for χ, the prover publishes the
label of the root of the entire tree. The verifier then responds with random challenge leaves
to which the prover answers by providing all the labels in the corresponding paths toward
the root along with the labels of the siblings along the path, as in standard Merkle tree
authentication (indeed here the tree serves both the purpose of of a commitment and of
enforcing the sequential nature). Finally, they make the proof non interactive by using the
Fiat-Shamir transform. Cohen and Pietrzak prove that to successfully compute an accepting
proof, a prover must sequentially call the random oracle ≈ T times, where T is the size of
the tree.
Incremental PoSW and the DLM Construction. Cohen and Piertzak further show that
the standard streaming algorithm for Merkle commitments [42], can also be applied to their
labeling procedure. That is, one can keep track of a small amount of nodes (about log T ),
each a root of some tree in a gradually growing forest, and when needed, merging two
nodes on the same level. In other words, the CP labeling can be done by an incremental
computation with small space.
One thing that is of course missing toward getting PLS hardness is verifiability of the
corresponding intermediate states. One Naïve idea toward such local verifiability is to apply
the CP proof strategy for each subtree in the incremetal labeling process. Indeed, each such
subtree is, in fact, CP labeled on its own, so we can use Fiat-Shamir to compute random
challenges for that particular subtree. While this is a step in the right direction it is still
not enough for the goal of PLS hardness, since the intermediate proofs themselves are not
computed incrementally – computing each local proof may take time proportional the size of
the corresponding subtree.
Döttling, Lai, and Malavolta [20] suggested a neat idea to make the CP proofs incrementally computable.3 Roughly speaking rather than sampling fresh challenges for each subtree,
they suggested to derive them at random from the previously computed challenges of this
subtree. In a bit more detail, whenever merging two subtrees rooted at ` and r into a new

3

They were motivated by blockhains and aimed to make PoSW a process that can be advanced in a
distributed fashion by different parties.
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(taller) subtree, we assume by induction that each of the two already has a set of corresponding challenges S` and Sr , where say the size of each one is some parameter k. Then, for the
new subtree, rooted at their parent v, we choose a new set Sv of k challenges by choosing k
challenges at random from the 2k challenges in S` ∪ Sr (this is again done non-interactive
using Fiat-Shamir). Each of the challenges is again just a Merkle authentication path, which
can be easily augmented to an authentication path for v. They prove that this choice of
challenges guarantees, for every intermediate state, essentially the same soundness as the
original CP construction guarantees for the final state.
Incremental Completeness and PLS Hardness. What we get from the DLM incremental
PoSW (in the random oracle) is somewhat analogous to an IVC system in the standard
model. However, while in the standard model we applied general IVC over some long (hard)
computation, here there is no such underlying hardness. Rather, the difficulty is only in
computing the accepting proofs themselves. Similarly to our standard model approach, here
too we can address the concept of incremental completeness. Indeed, we observe that merging
two accepting proofs in the DLM construction always yields an accepting proof. From
here incremental completeness follows. Formally, we need to slightly augment the DLM
construction to enforce consistency among different subtrees in a forest to guarantee such
incremental completeness (see Section 6 for the details).
Choosing the parameters appropriately, yields problems in PLS relative to a random
oracle which are exponentially hard-on-average. This translates to sub-exponential hardness
of the canonical LS probalem (due to polynomial blowup of the reduction). Also, by choosing
the size of the tree to be a polynomial of our choice, we get search problems in PLS which
are moderately hard but “depth-robust” in the sense that they cannot be solved much faster
by parallel algorithms [21]. This follows from the sequential hardness of DLM.

2.5

More Related Work on Total Search Problems

The class TFNP was introduced by Megiddo and Papadimitriou [41]. They observed that
TFNP is unlikely to include NP hard problems as this would imply that NP = coNP.
Furthermore, it is strongly believed that TFNP does not have complete problems (see for
instance discussion in [25]). Toward understanding of the complexity of total search problems,
Papadimitriou [45] introduced several “syntactic” subclasses of TFNP that cluster problems
according to the mathematical argument used to establish their totality. Recently, Goldberg
and Papadimitriou [25] presented a subclass called provable TFNP that contains previously
defined subclasses (and can be seen as generalizing them) and admits complete problems.
A long line of works have investigated the complexity of TFNP and its subclasses, searching
for efficient algorithms on one hand and evidence of hardness on the other. As explained
earlier in the intro, cryptography is a natural place to look for such evidence. Indeed,
basing the hardness of TFNP or its subclasses, on standard cryptographic assumptions, has
been successful in several cases. For example, Papadimitriou [45] observed that PPP is
hard assuming one-way permutations or collision-resistant hash functions, and Jeřábek [32],
building on the work of Buresh-Oppenheim [12], demonstrated the hardness of PPA assuming
factoring is hard. Hubáček, Naor and Yogev [28] showed TFNP-hardness assuming any
average-case hard NP language exists (in particular one-way functions) and derandomization
assumptions. Komargodski, Naor, and Yogev [37] showed that hardness of the class Ramsey
is equivalent to the existence of multi-collision resistant hash functions.
As discussed earlier, demonstrating hardness for PPAD and PLS has been more challenging
and so far only achieved under non-standard cryptographic assumptions. Trying to explain
our failure so far to base such hardness on standard cryptographic primitives, Rosen, Segev

N. Bitansky and I. Gerichter

6:9

and Shahaf [48] show that TFNP hard instances constructed in a black box way from random
oracles (or some variants thereof) must have a nearly exponential number of solutions (which
is indeed the case in our result in the random oracle model).
Finally, we note that in the smooth complexity setting, several PLS complete problems,
with natural noise distributions, have been shown to be solvable in smooth polynomial-time.
This include finding locally optimal Max-Cut [2] and finding pure Nash equilibrium in
network coordination games [10]. These algorithms suggest an explanation of why local
search may be empirically easy, while hard instances exist under reasonable assumptions and
can be sampled.

Organization
In Section 3, we recall some preliminaries including the definition of PLS. In Section 4, we
construct a computational reduction from a search problem having an incremental complete
IVC to LS. In Section 5, we instantiate the computational reduction under the KPY
assumption and ETH to demonstrate PLS hardness in the plain model. In Section 6, we
argue the hardness of PLS relative to a random oracle.

3

Preliminaries

Notation. Throughout, λ will denote security parameters. When the input size is not the
security parameter, we denote it by n. For a ≤ b integers we denote by [a, b] the set {a, ..., b}
and by [a] the set [1, a].

3.1

PLS Definition

The complexity class polynomial local search (PLS) consists of all TFNP search problems
polynomial-time reducible to the Local-Search problem [33, 29] we denote by LS.
I Definition 3 (Local-Search). The search problem LS is the following: given two
polynomial-size circuits S : {0, 1}n → {0, 1}n and F : {0, 1}n → N, find a string v ∈ {0, 1}n
such that F(S(v)) ≤ F(v).
We refer to S as the successor circuit and to F as the value circuit. Intuitively, the circuits
S and F could be seen as representing an implicit DAG over {0, 1}n . In this graph, a node
v is connected to u = S(v) if and only if F(u) > F(w). This is a DAG since F induce
a topological ordering. Notice also that every sink corresponds to a local maximum with
respect to F. With this perspective, the totality of LS follows from the fact every finite DAG
has a sink.
Oracle aided PLS. We denote by C O = {CλO } an oracle aided circuit family. That is a
circuit family with oracle gates to Oλ : {0, 1}r(λ) → {0, 1}`(λ) . The complexity class PLSO
relative to an oracle O, is naturally defined as all TFNPO search problem polynomial-time
reducible to LSO .
I Definition 4 (Oracle Aided Local-Search). The search problem LSO is the following:
given two polynomial-size, oracle aided, circuits S O : {0, 1}n → {0, 1}n and F O : {0, 1}n → N,
find a string v ∈ {0, 1}n such that F O (S O (v)) ≤ F O (v).
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4

PLS Hardness from IVC

In this section, we give a computational reduction from search problems having an IVC with
incremental completeness to LS. This, in turn, establishes that any (worst/average-case)
hard search problem, having an IVC with incremental completeness, implies the hardness
of PLS (in the worst/average-case, respectively). We start by formally defining IVC with
incremental completeness.

4.1

IVC with Incremental Completeness

Conventions. Let M be a Turing machine with T = T (λ) and S = S(λ) bounds on its run
time and space, respectively, for input of length λ. Throughout, we assume w.l.o.g that M
always makes exactly T steps and the size of a configuration is exactly S. Let x ∈ {0, 1}λ be
an input to M , we denote by Mxt ∈ {0, 1}S the configuration in the t step of the computation
M (x). We denote by Mx : {0, 1}S → {0, 1}S the transition circuit between configurations.
I Definition 5 (IVC with Incremental Completeness). Let M be a Turing machine with
T = T (λ) and S = S(λ) bounds on its run time and space, respectively, for input of length λ.
An Incremental Verifiable Computation scheme (IVC) for M , with incremental completeness, consists of three algorithms IVC = (IVC.G, IVC.P, IVC.V):
IVC.G(x) is a randomized algorithm that given x ∈ {0, 1}λ outputs public parameters pp.
IVC.P(pp, t, C, π) is a deterministic algorithm that given public parameters pp, a natural
number t, an arbitrary configuration C and arbitrary proof π, outputs a proof π 0 .
IVC.V(pp, t, C, π) is a deterministic algorithm that given public parameters pp, a natural
number t, an arbitrary configuration C and arbitrary proof π, outputs ACC or REJ.
We make the following requirements:
1. Incremental Completeness: For every security parameter λ ∈ N:
a. For every input x ∈ {0, 1}λ , time t ∈ [0, T − 1] and candidate proof π ∈ {0, 1}∗ :

Pr

IVC.V(pp, t, Mxt , π) = ACC =⇒
IVC.V(pp, t + 1, Mxt+1 , π 0 ) = ACC

pp ← IVC.G(x)
π 0 = IVC.P(pp, t, Mxt , π)


=1 ,

where Mxt , Mxt+1 are the configurations in the t and t + 1 steps of the computation of
M (x), respectively.
b. For every input x ∈ {0, 1}λ :


Pr IVC.V(pp, 0, Mx0 , ε) = ACC pp ← IVC.G(x) = 1 ,
where Mx0 is the first configuration of the computation of M (x), and ε is the empty
proof.
2. Soundness: For every efficient adversary A, there exists a negligible function µ such
that for every λ ∈ N and x ∈ {0, 1}λ :

Pr

C ∗ 6= Mxt
IVC.V(pp, t, C ∗ , π ∗ ) = ACC

pp ← IVC.G(x)
(t, C ∗ , π ∗ ) ← A(x, pp)


≤ µ(λ) ,

where Mxt is the configuration in the t step of the computation of M (x).
3. Efficiency: The efficiency of IVC, denoted by TIVC (λ), is the maximal worst-case run-time
among IVC.G, IVC.P, IVC.V for input having security parameter λ. We require TIVC (λ) ≤
p(λ) for a fixed polynomial p.
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Computationally Sound Karp Reduction

As discussed in the introduction, since we use IVC with computational soundness, the
reduction we give is also computationally sound. In what follows, we define the notion of
computationally sound Karp reduction.
For R, R0 ∈ FNP, a computationally sound reduction from R to R0 consists of a pair of
efficient algorithms (X , W). Where X (x) is a randomized algorithm that given an instance
x of R, samples an instance x0 ← X (x) of R0 . W(w0 ) is a deterministic algorithm that
translates a witness w0 for x0 , to a candidate witness w of x. We require that its infeasible
to find w0 , such that w = W(w0 ) is not a witness for x in R.
I Definition 6 (Computational Karp Reduction). For R, R0 ∈ FNP, a computational Karp
reduction from R to R0 consists of a pair (X , W), where X (x) is a randomized efficient
algorithm and W(w) is a deterministic efficient algorithm. We make the following requirement:
Computational Soundness: For every efficient adversary A, there exists a negligible
function µ such that for every λ ∈ N and x ∈ {0, 1}λ for which Rx is non-empty:

Pr 

0

Rx0 0

w ∈
w 6∈ Rx


x0 ← X (x)
w0 ← A(x0 )  ≤ µ(λ) ,
w = W(w0 )

where Rx and Rx0 0 are the set of witnesses for x in R and x0 in R0 respectively.
I Definition 7 (Reduction Efficiency). The efficiency of a computational Karp reduction
(X , W), denoted TRed (λ), is the maximum of TX (λ), TW (λ) where:
1. TX (λ) is the worst-case run-time of X for input x ∈ {0, 1}λ .


x ∈ {0, 1}λ


2. TW (λ) is the worst-case run-time of W for input w0 ∈ w0 x0 ∈ Supp(X (x)) .


w 0 ∈ Rx0
Note that TRed (λ) is a bound on instance size sampled using X .

4.3

The Hardness Reduction

Using the notion of computational Karp reduction, our hardness result is formalized in the
following theorem.
I Theorem 8 (IVC Reduction). Let R ∈ FNP, solvable by a polynomial-space Turing machine
M . If there exists an IVC scheme with incremental completeness for M , there exists a
computationally sound Karp reduction (X , W) from R to LS. The efficiency of the reduction is
TRed = poly(TIVC , S, λ, |M |) ,
where S(λ) is a bound on M space and TIVC (λ) is the efficiency of the IVC. The polynomial
doesn’t depend on the IVC scheme, M nor R.
I Remark 9 (Efficiency Independent of T ). Jumping ahead, the fact that TRed does not depend
directly on the time of the computation T , plays an important role in the fine-grained
reduction for polynomial-time computations presented in Section 5.
Next, we describe the reduction and in the following section we analyze its security.
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4.3.1

The Reduction

Let IVC = (IVC.G, IVC.P, IVC.V) be an incremental verifiable computation scheme with
incremental completeness for M . Let S = S(λ) be the polynomial bound on space on M
when executed on x ∈ {0, 1}λ , guaranteed by the statement. Recall that we denote by Mxt
the configuration in the t step of the computation of M (x). We assume w.l.o.g that the
configuration size is exactly S. Let T = T (λ) = 2S(λ) ≤ 2poly(λ) be an upper bound on the
running time of M . We further assume w.l.o.g that M always makes exactly T steps. With
the above notation, the configuration graph of M when executing x is:
Mx0 −→ · · · −→ MxT .
In the following, we describe the construction of X (x) for an input x ∈ {0, 1}λ . Recall that
we denote by Mx : {0, 1}S → {0, 1}S the transition circuit of M (x), taking a configuration
as input and returning the next configuration as output.
Instance translation. The algorithm X (x) begins by sampling pp ← IVC.G(x). Given
pp, we apply a deterministic procedure I to generate an LS instance (S, F) = I(x, pp).
The constructed LS instance corresponds to a graph on vertices of fixed polynomial length
` = `(λ) ≥ λ. Each vertex is of the form (t, C, π) ∈ {0, 1}` where t is parsed as an integer in
[0, T ], C as a configuration of length S and π as a proof for the IVC padded to length ` if
needed. We describe the successor S and value circuits F formally in the following.
I Remark 10. We assume w.l.o.g that Mx always outputs something. If the transition
function of M fails to generate the next configuration given C, it will simply output Mx0 , the
initial state.
I Remark 11. We assume w.l.o.g that F outputs values in [−1, T ].
In what follows, v0 := (0, Mx0 , ε) where Mx0 is the initial state of M (x) and ε is the empty
proof.
Successor Circuit S(t, C, π)
Hardwired: The public parameters pp, and the input x.
Algorithm:
1. If IVC.V(pp, t, C, π) = REJ, output v0 .
2. If t = T , output (t, C, π).
3. Compute C 0 = Mx (C), π 0 = IVC.P(pp, t, C, π). Output (t + 1, C 0 , π 0 ).

Value Circuit F(t, C, π)
Hardwired: The public parameters pp.
Algorithm:
1. If IVC.V(pp, t, C, π) = REJ, output −1.
2. Else, output t.

Witness translation. The algorithm W(t, C, π) simply returns the content of the output
tape in the configuration C.

N. Bitansky and I. Gerichter

6:13

Efficiency. The successor circuit Mx is of size poly(S, λ, |M |). The computations related
to IVC are of size poly(TIVC ) by Turing machine simulation. All other computations are
polynomial in the input length `. We have that ` = poly(S, TIVC ). It follows that TRed =
poly(TIVC , S, λ, |M |). All the above polynomials don’t depend on M nor IVC.
By the fact M is poly-space and the efficiency requirement of IVC, that is TIVC ≤ poly(λ),
both X , W are polynomial-time algorithms, as required. In turn, this further implies that
S, F are of size poly(λ). Since the length is a polynomial such that `(λ) ≥ λ, we have that
S, F are polynomial-size circuits.

4.4

Security Analysis

Fix λ ∈ N and x ∈ {0, 1}λ . Let (S, F) be an instance in the support of X (x) and let pp be
the public parameters hardwired in (S, F). We prove that all local maximums of (S, F) are
one of two types:
Honest: Nodes (T, MxT , π) where IVC.V(pp, t, MxT , π) = ACC.
Fooling: Nodes (t, C ∗ , π ∗ ) for which C ∗ 6= Mxt and IVC.V(pp, t, C ∗ , π ∗ ) = ACC.
The proof of the following claim use the incremental completeness of IVC.
B Claim 12. All local maximums of (S, F) are honest-type or fooling-type.
Proof of claim. Let v = (t, C, π) be a local maximum of (S, F), that is F(S(v)) ≤ F(v). We
have that IVC.V(pp, t, C, π) = ACC, as otherwise it is given value −1 and is connected to
v0 = (0, Mx0 , ε) which is of value 0. If C =
6 Mxt then v is a fooling-type local maximum and if
C = Mxt and t = T then v is an honest-type local maximum.
We are left with the case C = Mxt and t < T . By construction, S(v) = (t + 1, Mxt+1 , π 0 )
for π 0 = IVC.P(pp, t, Mxt , π). By incremental completeness, IVC.V(pp, t + 1, Mxt+1 , π 0 ) = ACC
and thus F(S(v)) = t + 1 while F(v) = t. Therefore it is not a local maximum, proving
the claim.
C
Note that only honest-type local maximums translate by W to a valid witness for R, the
underlying search problem. While there exist fooling-type local maximums, by the security
of the IVC, finding them efficiently is infeasible. We proceed to prove Theorem 8.
Proof of Theorem 8. Let A be an efficient adversary that attempts breaking the computational soundness of the reduction (X , W). Let λ ∈ N and x ∈ {0, 1}λ be such that Rx is
non-empty. We denote by ε = ε(x) the probability of success of A. That is


F(S(w0 )) ≤ F(w0 )
ε(x) := Pr 
w 6∈ Rx


(S, F) ← X (x)
w0 ← A(S, F)  .
w = W(w0 )

It follows by Claim 12 that all witnesses w0 for (S, F) such that W(w0 ) = w 6∈ Rx are
fooling-type local maximums. Indeed, for every honest-type local maximum, W outputs the
content of the output tape of MxT . As M solves R and Rx is non-empty, we have that the
output tape of MxT , the last configuration, consists of w such that w ∈ Rx .
Consider A0 = {A0λ }λ∈N that attempts breaking the soundness of the IVC defined as
follows. Recall I(x, pp) is the deterministic procedure used by X to construct the circuits S
and F.
A0 (x, pp):
1. Compute (S, F) = I(x, pp).
2. Simulate w0 ← A(S, F).
3. Output w0 = (t, C, π).
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Note that, every fooling-type local maximum corresponds to (t, C ∗ , π ∗ ) breaking the IVC
scheme. Further notice that the distribution (S, F) = I(x, pp) for pp ← IVC.G(x) is, by
definition, the distribution of X (x). Therefore, the success probability of A0 (x, pp) is at least
ε(x). Using the soundness of IVC, there exists a negligible function µ such that for every
λ ∈ N and x ∈ {0, 1}λ such that Rx is non-empty we have the following:

ε(x) ≤ Pr

C ∗ 6= Mxt
IVC.V(pp, t, C ∗ , π ∗ ) = ACC

pp ← IVC.G(x)
(t, C ∗ , π ∗ ) ← A0 (x, pp)


≤ µ(λ) .

Establishing the computational soundness of the reduction. The efficiency part of the theorem
has been argued in Section 4.3.
J

4.5

Applying the Reduction

In this section we present results that establish that a computational Karp reduction from
an underlying hard (worst-case/average-case) problem R to LS implies the hardness of LS
(in worst-case/average-case respectively). The proofs for the following propositions are given
in the full version of this paper.

4.5.1

Worst-Case Hardness

The existence of a computational Karp reduction from R to LS and an efficient solver for
LS implies, in a straightforward way, the existence of an efficient randomized solver for R,
successful with high probability. Proposition 13 extends this and show the existence of a
deterministic solver for R. This is by standard non-uniform derandomization techniques. We
use n to denote the size of LS instances and λ the size of R instances.
I Proposition 13 (Worst-Case Hardness). Let R be an FNP search problem having a computational Karp reduction to LS. Assume there exists a adversary A = {An }n∈N of polynomial-size
s(n) solving LS in the worst-case. Then there exists an adversary A0 = {Aλ }λ∈N solving R
in the worst-case. The size of A0 is
size(A0 ) = poly(s(TRed ), TR , λ) ,
where TRed (λ) is the efficiency of the reduction and TR (λ) is the efficiency of the NP
verification R(x, y).

4.5.2

Average-Case Hardness

I Proposition 14 (Average-Case Hardness). If there exists a hard-on-average FNP problem
R, with a computationally sound Karp reduction from R to LS, then LS is hard-on-average.
Using the computational Karp reduction constructed in Section 4.3, we get the following
corollary:
I Corollary 15 (IVC Average-Case Hardness). Let R be a hard-on-average FNP problem. If
there exists an IVC scheme with incremental completeness for a polynomial-space Turing
machine M solving R, then LS is hard-on-average.
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Instantiation under the KPY Assumption and ETH

In Section 4, we were able to prove that an IVC scheme with incremental completeness
for some superpolynomially hard computation suffices to show that LS is hard. It is left
to instantiate the above under the KPY assumption and construct an IVC scheme for a
superpolynomially hard computation. Unfortunately, under the KPY assumption we are able
to construct IVC schemes only for polynomial computations4 . In this section, we show how
to circumvent this difficulty by employing a fine-grained reduction and further assuming the
non-uniform exponential time hypothesis (ETH). Finally proving the worst-case hardness of
LS under the KPY assumption and non-uniform ETH.
I Remark 16. For ease of notation, in the following section we assume w.l.o.g λ > 1.

5.1

IVC From KPY Assumption

The proof of Theorem 18 is given in the full version of this paper.
I Remark 17 (Dependence of Constants). In the following, we use the constant c instead of
big O notation in order to emphasize that the constant is independent of α.
I Theorem 18 (IVC from KPY Assumption). Fix any constants c, ε > 0. Let α be a large
enough constant and let M be a Turing machine of run-time T (λ) ≤ cλα , configuration size
S(λ) ≤ cλ and description size |M | ≤ c log2 α. Under the KPY assumption, there exists an
IVC scheme with incremental completeness for M having efficiency TIVC = λεα .
I Remark 19 (Non-Uniform Reduction). The security reduction of the IVC scheme given in
Theorem 18 is non-uniform and therefore we require that the IVC scheme, and accordingly
the KPY assumption, to hold against non-uniform polynomial-time attackers. This is to be
expected when dealing with worst-case hardness.

5.2

Fixed Space Polynomial Hardness via ETH

In this section, assuming the non-uniform ETH assumption, we show the existence of
arbitrarily polynomially hard computations for circuits that can be solved by Turing machines
using a fixed amount of space and slightly larger polynomial time.
I Assumption 20 (Non-Uniform ETH). There exists a constant δ > 0 such that no circuit
family of size O(2δn ) solves 3SAT, where n is the length of the input 3CNF formula.
I Proposition 21 (Polynomial Hardness). Under the non-uniform ETH assumption, there
exists constants c, δ > 0 such that for every constant α > 1 there exists a search problem
Rα ∈ FNP satisfying the following:
Algorithm: There exists a Turing machine Mα of run-time T (λ) ≤ cλα , configuration
size S(λ) ≤ cλ and description size |Mα | ≤ c log α solving Rα .
Lower Bound: No circuit family of size O(λδα ) can solve Rα .
Proof. Consider
n
|x|/α
−|x|
Rα := (x02
, w)
4

(x, w) ∈ 3SAT

o

.

This is for polynomial security of the KPY assumption. A super-polynomial security of the KPY
assumption yields an IVC scheme for computations of a corresponding superpolynomial length.
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Algorithm. The naive brute force algorithm for Rα satisfy the requirement. In the following
n/α
α is not suppressed by O notation. For x ∈ {0, 1}n and input of the form x02 −n , brute
force takes O(2n ) time while the whole input is of size λ = 2n/α . The description size is
O(log α) and the memory used is O(λ).
Lower Bound. Let δ > 0 be the constant assumed to exist by non-uniform ETH. Every
circuit family of size O(λδα ) solving Rα can be turned to a circuit of size O(2δα ) solving
3SAT. Contradicting non-uniform ETH.
J

5.3

Putting Things Together

In this section, we put things together to prove that under non-uniform ETH and the KPY
assumption we have PLS 6⊆ FP/Poly.
I Theorem 22 (PLS Hardness). Assuming non-uniform ETH and the KPY assumption we
have PLS 6⊆ FP/Poly.
Toward proving the theorem, we start by bounding the blowup associated with the IVC
reduction when applied to the brute-force computation solving Rα defined by Proposition 21.
I Lemma 23 (Bounding the Blowup). Fix a constant ε > 0. Let α be a large enough constant.
Under the KPY assumption, there exists a computationally sound Karp reduction (X , W)
from Rα to LS with efficiency TRed ≤ λεα .
Proof. Fix ε > 0 and let ε0 > 0 be a constant to be chosen later. Let c be the constant
guaranteed by Proposition 21. That is, for every α > 1 there exists a Turing machine Mα of
run-time T ≤ cλα , configuration size S ≤ cλ and description size |Mα | ≤ c log2 α solving Rα .
Let α be a large enough constant such that Theorem 18 apply to Mα with constant ε0 . This
0
gives an IVC scheme with incremental completeness for Mα having efficiency TIVC ≤ λε α .
Applying Theorem 8 using the aforementioned IVC results in a computationally sound
Karp reduction (X , W) from Rα to LS with efficiency:
0

0

TRed ≤ (TIVC · S · λ · |Mα |)η ≤ λε αη · (cλ log2 α)3η ≤ λ4ε αη ,
where η is a constant independent of α and ε and the last inequality is true for large α. By
taking ε0 < ε/4η we get TRed ≤ λεα . This completes the proof the lemma.
J
We are now ready to prove Theorem 22.
Proof of Theorem 22. Assume toward contradiction that under non-uniform ETH and the
KPY assumption we have that PLS ⊆ FP/Poly. Hence, there exists a constant η and
adversary A = {An }n∈N of size s(n) = nη solving LS instances of size n.
Let ε > 0 be a constant to be chosen later. By bounding the blowup lemma, Lemma 23,
there exists a large enough constant α such that there is a computationally sound Karp
reduction (X , W) from Rα to LS having efficiency TRed ≤ λεα . Note that the efficiency of
the NP verifier for Rα is TRα = O(λ) with a constant independent of α. By Proposition 13,
there exists an adversary A0 = {A0λ }λ∈N , solving Rα instances of size λ of circuit size:
size(A0λ ) ≤ poly (s(TRed ), TRα , λ) ≤ poly (λεαη , λ)

≤ poly (λεαη ) = O(λεαξ ) ,
|{z}

α>1/εη

where ξ is a constant independent of ε and α. Let δ > 0 be the constant associated with the
lower bound of Rα . Recall δ is fixed and independent of α. By choosing ε < δ/ξ we have
size(A0λ ) = O(λεαξ ) = O(λδα ) .
A contradiction to the lower bound. We conclude that PLS 6⊆ FP/Poly. This completes
the proof.
J
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Unconditional PLS Hardness in the ROM

In this section we show that relative to a random oracle, there exists exponentially averagecase hard problems in PLS. We further show, relative to a random oracle, the existence
of depth-robust moderately hard problems in PLS. Our result is based on the incremental
proofs of sequential work (iPoSW) construction by Döttling, Lai, and Malavolta [20]. We
modify the DLM construction such that an incremental completeness analogous is achieved.
We proceed to reduce breaking the modified DLM scheme to LS relative to a random oracle.

6.1

Graph Related Definitions

We recall some graph related definitions used in the DLM scheme.
Notation. Throughout, we consider directed acyclic graphs (DAGs) G = (V, E) where
V ⊆ {0, 1}≤d is the vertex set and we refer to the parameter d as the depth of G. A vertex
v ∈ V is a parent of u ∈ V if (v, u) ∈ E. The set of parents of u is denoted by parents(u). A
vertex v is an ancestor of u if there is a directed path from v to u in G. The set of ancestors
of u is denoted by ancestors(u). Any vertex v ∈ V ∩ {0, 1}n is called a leaf. Denote by
leaves(u) the set of all leaf nodes that are ancestors of u.

6.1.1

CP Graphs

We recall the definition of CP graphs (see Figure 1), a family of directed acyclic graphs defined
first in the PoSW construction of Cohen and Pietrzak [17]. We denote the aforementioned
graph family by CP = {CPd }d∈N .

Figure 1 The CP4 graph; red edges corresponds to E 00 .

I Definition 24 (CP Graphs, [17]). Let Bd = (V, E 0 ) be the complete binary tree of depth d
with edges pointing from the leaves to the root. The graph CPd = (V, E) is constructed from
Bd with some added edges E 00 . Where E 00 contains (v, u) for any leaf u ∈ {0, 1}d and any v
which is a left sibling to a node on the path form u to the root. Formally, E = E 0 ∪ E 00 where:
E 00 := {(v, u) | u ∈ {0, 1}d , u = a||1||a0 , v = a||0, for some a, a0 ∈ {0, 1}≤d } .
The following fact on non-leaves in CP graphs is used in the construction and analysis.
I Fact 25 (Left and Right Parents). Let CPd = (V, E) and let v ∈ V be a non-leaf node
which is not the root. The node v has exactly two parents ` and r. We have the following:
leaves(v) = leaves(`) ∪ leaves(r) .
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6.1.2

Graph Labeling

I Definition 26 (Partial Vertex Labeling). For a graph G = (V, E), a partial vertex labeling
is a function L : V → {0, 1}∗ ∪ {⊥}. The label for node u ∈ V is denoted by L[u].
I Definition 27 (Valid DAG Labeling). Let G = (V, E) be a DAG with V ⊆ {0, 1}∗ and let
f : {0, 1}∗ → {0, 1}w be a labeling function. The labeling of G with respect to f is defined
recursively, for every v ∈ V :
L[v] := f (v, L[p1 ], ..., L[pr ]) ,
where (p1 , ..., pr ) = parents(v), ordered in lexicographic order.
Note that the above labeling is well defined since G is a acyclic and can be computed with
|V | queries to f in a topological order.
In the following lemma we recall the CP labeling procedure given in [17]. See Figure 2
for an illustration of the procedure.
I Lemma 28 (CP Labeling Procedure, Lemma 3 in [17]). The labeling of CPd with respect
to f : {0, 1}∗ → {0, 1}w can be computed in a topologicial ordering using O(w · d) bits of
memory.

Figure 2 The CP labeling procedure for CP2 ; black nodes represent labels the algorithm keep
track of; denoted Ut when computing the t label.

We require additional properties from the labeling procedure for the modified DLM scheme.
For that purpose, we give a description of the procedure bellow and prove additional lemmas
regarding it.
Labeling Procedure Description. The algorithm is recursive. The base case CP1 is easy.
For d > 1, let v be the root of CPd and let `, r be the left and right parents of v, respectively.
The subtree rooted by ` is isomorphic to CPd−1 and hence its labels can be computed
recursively. Keep track of the last label L[`] and proceed to the subtree rooted by r. Apart
from edges coming from ` to the leaves, it is isomorphic to CPd−1 . One can use L[`], which
is in memory, and recursively compute the right subtree. Keep track of the last label L[r].
Compute the root label L[v] = f (v, L[`], L[r]) and forget both L[`] and L[r]. Output the
root label L[v].
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Incremental Labeling. We consider an incremental version of the above procedure. Fix
d ∈ N and let v1 , v2 , . . . , vT be the topological ordering in which labels are being outputted
by the CP labeling procedure with depth d. Let Ut ⊆ V be the set of nodes the procedure
keep track of after outputting vt . For the incremental version, we are interested in algorithms
that efficiently compute Ut and vt given t.
I Lemma 29 (Computing Ut Efficiently). For CPd , computing Ut can be done in poly(d)
time.
Proof. The algorithm is recursive and follows the same post-order traversal as the labeling
procedure. For CPd , let v be the root node and let `, r be its left and right parents respectively.
If t = 2d+1 − 1 return the root node, {v}. If t ≤ 2d − 1, proceed to recursively compute Ut
on the left subtree rooted by `, which is isomorphic to CPd−1 . Output the resulting set.
Else t > 2d − 1, recursively compute Ut−(2d −1) on the subtree rooted by r while ignoring the
extra edges from `. This graph is also isomorphic to CPd−1 . Append ` to the resulting set
and output.
The algorithm correctness follows by induction. For efficiency, notice that the depth of
the recursion is d and every level takes poly(d) time.
J
I Lemma 30 (Computing vt Efficiently). For CPd , computing vt can be done in poly(d) time.
Proof. Notice that by construction of the CP labeling procedure, v1 , . . . , vT is a post-order
traversal on the binary tree Bd which is the base of CPd . Finding the t-th node in a post-order
traversal can be done by a simple recursion with efficiency poly(d).
J
I Lemma 31 (One Vertex at a Time). For every t ∈ [2, T ] we have Ut = {vt }

U

(Ut ∩ Ut−1 ).

Proof. The theorem statement is equivalent to proving Ut \Ut−1 = {vt }. By definition we have
that vt ∈ Ut . Apart from vt , the procedure only forget nodes, hence Ut ⊆ {vt }∪Ut−1 . It is left
to show that vt 6∈ Ut−1 . Indeed, using the aforementioned, by induction Ut−1 ⊆ {v1 , . . . , vt−1 },
in particular vt 6∈ Ut−1 .
J

6.2

Construction

In this section, we present a modified version of the incremental proof of sequential work
(iPoSW) due to [20]. The main difference, apart from syntax, is that we require stricter
conditions when verifying nodes.
Parameters. Let λ be a computational security parameter. Let T (λ) = T = 2λ+1 −1 and let
s(λ) = s = Θ(λ3 ) that is a power of 2. Let H : {0, 1}∗ → {0, 1}λ and H0 : {0, 1}∗ → {0, 1}3s
be independently chosen random oracle ensembles depending on λ.
I Remark 32 (Random Coins Count). The use of 3s random coins allows to sample a statistically
close to uniform subset. See [20] for details.
0

0

Syntax. The scheme consists of two algorithms, DLM.PH,H (χ, t, π), DLM.VH,H (χ, t, π) with
the following syntax.
0
1. DLM.PH,H (χ, t, π) is a deterministic algorithm with oracle access to H, H0 . Given a
statement χ, a natural number t and a proof π, it outputs a proof π 0 .
0
2. DLM.VH,H (χ, t, π) is a deterministic algorithm with oracle access to H, H0 . Given a
statement χ, a natural number t and a proof π, it outputs ACC or REJ.
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Proof Structure.

The proofs π are of the form π = (L, (ui , Sui , Pui )m
i=1 ) where:

L is a partial vertex labeling for CPλ .
ui is a node of CPλ .
Sui is a set of challenge leaves, indexed by the node ui .
Pui is a set of candidate authentication paths, indexed by the node ui .
Path ∈ Pui is an ordered list of the form Path = (wj )j where each wj is a node of CPλ .
I Remark 33 (Labeling Data Structure). The partial vertex labeling L is given by a dictionary
data structure. Where keys are nodes v and the value associated is the corresponding label
L[v]. A node which is not in the dictionary is given the default value ⊥. Let n be the amount
of nodes v for which L[v] 6= ⊥. We use a dictionary implementation where size and retrieval
time are poly(n).

6.2.1

Algorithms Description

Conventions. A random oracle salted with the statement χ ∈ {0, 1}∗ is denoted by Hχ :=
H(χ, ·). Let v1 , v2 , . . . , vT be the topological order given by Lemma 28 for nodes of CPλ .
Recall that Ut is the list of nodes the CP labeling procedure keeps track of when computing
the label for vt . We extend the definition such that U0 = ∅.
0

DLM.PH,H (χ, t, π)
Input:
1. String χ ∈ {0, 1}λ .
2. Time t ∈ [T ].
3. Candidate proof π = (L, (ui , Sui , Pui )m
i=1 ) .
Algorithm:
1. If {u1 , . . . , um } =
6 Ut−1 output ε.
2. Set L[vt ] = Hχ (vt , L[p1 ], ..., L[pr ]) where (p1 , ..., pr ) = parents(vt ) in lexicographic
order.
3. If vt is a leaf, let Svt = {vt } and Pvt = {(vt )}.
4. Otherwise, vt has two parents, `, r ∈ Ut−1 .
a. Sample a random subset Svt of size min(s, |leaves(vt )|) from S` ∪ Sr using
rand ← H0χ (vt , L[vt ]) as random coins.
b. Let Pvt = ∅. For every Path ∈ P` ∪ Pr starting from a leaf in Svt , extend with
vt and append to Pvt .


u ∈ Ut






Path ∈ Pu
5. Remove labels from L for all nodes but v
.


w ∈ Path




v = w or v ∈ parents(w)
6. Output π 0 = (L, (u, Su , Pu )u∈Ut ).
Note that in the above we use the efficient algorithms due to computing Ut efficiently
Lemma 29 and computing vt efficiently Lemma 30 to compute Ut−1 , Ut and vt . We also use
one vertex at a time Lemma 31 in Line 5 and Line 6.
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0

DLM.VH,H (χ, t, π)
Input:
1. String χ ∈ {0, 1}λ .
2. Time t ∈ [T ].
3. Candidate proof π = (L, (ui , Sui , Pui )m
i=1 ) .
Algorithm:
1. Verify that {u1 , . . . , um } = Ut−1 and distinct. Otherwise, output REJ.


u ∈ Ut−1






Path ∈ Pu
2. Verify that the nodes having label in L are v
.


w ∈ Path




v = w or v ∈ parents(w)
Otherwise output REJ.
3. For every i = 1 . . . m:
a. Validate Sui ⊆ leaves(ui ) and is of size min(s, |leaves(ui )|). Otherwise output
REJ.
b. Check that every path in Pui is a valid path from a leaf in Sui to ui . Check
that every leaf in Sui has exactly one corresponding path in Pui . Otherwise
output REJ.
c. Let (Path1 , . . . , Pathk ) = Pui ordered in lexicographic order of corresponding
source leaves.
d. For j = 1, . . . , k:
i. If VerifyMerklePathH (Pathj , L, χ) rejects, output REJ.
0
ii. If VerifyRandChoiceH (Pathj , L, j, χ) rejects, output REJ.
4. Output ACC.
0

In the above description we used the subroutines VerifyAuthPath and VerifyRandChoiceH that
are described in the following.
Merkle Authentication Path Verification VerifyAuthPathH (Path, L, χ). Let Path = (wj )j
be a candidate authentication path. For every node wj with (p1 , . . . , pr ) = parents(wj ) ordered
in lexicographic order, verify
L[wj ] = Hχ (wj , L[p1 ], . . . , L[pr ]) .
If all checks pass, output ACC, otherwise output REJ.
0

Random Choice Verification VerifyRandChoiceH (Path, L, ind, χ). We give a sketch of
the verification, for further details see [20]. Let Path = w1 → · · · → wr be a path where
w1 ∈ leaves(wr ). In order to verify the random choice done by H0χ , we recreate the choice
going from the top down. We are given ind, the index of Path in P ordered by source leaves.
This is also the index of the leaf that was picked in the last random choice.
Note that since s is a power of 2, the random choice procedure we use in the prover either
choose an s subset from 2s set or take the whole set. Starting from wr , use H0χ to generate
the random coins rand. Using rand pick an s subset from the set [2s]. Let i be the ind-th
element in the resulting subset. If i ≤ s, we know that wr−1 should be a left parent to wr .
Otherwise i > s which tells us that wr−1 should be a right parent. We continue to wr−1
with ind = i if i ≤ s and ind = i − s otherwise. We continue with this procedure until we get
to a node with less than s leaves. If all verifications of the path passed, output ACC and
otherwise output REJ.
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Efficiency. All the computations done above are polynomial in the input length that is of
size poly(λ, |π|). Notice that due to the restriction on the size of L (Line 2 of DLM.V), the
size of all accepted proofs is poly(λ). Therefore, for all accepted proofs the runtime is poly(λ)
for a fixed polynomial. Hence, we may modify DLM.V to reject and DLM.P to output ε once
this poly(λ) time limit exceeds. This way, the efficiency of DLM.V and DLM.P is poly(λ) for
every input.
I Remark 34 (Proofs are Not Unique). Proofs in the DLM scheme are not computationally
unique. To see this, consider an adversary that attempts to find a collision for accepting
proofs of time t = Θ(s2 ) = Θ(λ6 ) that is of the form 2k+1 − 1. The first proof is generated
honestly. For the second proof, select randomly u ∈ leaves(vt ). Compute the proof honestly
up until the label for u is computed. Alter the label for u. Continue as the honestly generated
proof. With overwhelming probability, the two proofs generated are different. The second
proof is accepting if there is no authentication path starting with u. Since t is of the form
2k+1 − 1, there are s authentication paths starting with leaves in leaves(vt ). Also, all the
leaves have the same probability to be chosen. There are 2k leaves, therefore the probability
u is selected is s/2k = Ω(1/λ3 ). The described adversary is efficient and successful with
noticeable probability.

6.2.2

Incremental Completeness

The proof for the next proposition is in the full version of this paper.
I Proposition 35 (Incremental Completeness of Modified DLM). For every security parameter
λ ∈ N, time t ∈ [T − 1], candidate proof π ∈ {0, 1}∗ and statement χ ∈ {0, 1}λ :
0

0

If DLM.VH,H (χ, t, π) = ACC then DLM.VH,H (χ, t + 1, π 0 ) = ACC ,
0

where π 0 = DLM.PH,H (χ, t, π).

6.2.3

Soundness

In this section, we state the soundness property of the modified DLM system. While
we altered the DLM construction, we did so by enforcing stricter verification conditions.
Accordingly, we inherit the soundness of the original scheme – every valid proof in the
modified scheme corresponds to a valid proof in the original scheme without the use of the
random oracle in the correspondence.
0

0

I Theorem 36 (DLM Soundness, Follows From [20]). Let AH,H = {AH,H
} be an oracle aided
λ
adversary that makes at most q = q(λ) total queries to both H and H0 . For every λ, d ∈ N
with d ≤ λ, such that A makes less than 2d sequential queries to H we have:


χ ← {0, 1}λ
H,H0
Pr DLM.V
(χ, Td , π) = ACC
≤ O(q 2 )2−Ω(λ) ,
0
π ← AH,H (χ)
where Td = 2d+1 − 1.
I Corollary 37 (Sequential Hardness). Let d = d(λ) ≤ λ be a depth parameter. For every
0
0
oracle aided adversary AH,H = {AH,H
}λ∈N of depth 2d and size 2o(λ) , we have for every
λ
λ ∈ N:


χ ← {0, 1}λ
H,H0
Pr DLM.V
(χ, Td , π) = ACC
≤ 2−Ω(λ) ,
0
π ← AH,H (χ)
where Td = 2d+1 − 1.
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Single Oracle

The DLM construction is described in terms of two random oracles H, H0 (which is done
mostly to simplify the analysis). From hereon, it will be simpler to think of a single random
oracle O : {0, 1}∗ → {0, 1}. The algorithms DLM.PO , DLM.VO simulate oracle calls to
H, H0 in the above construction by setting an appropriate prefix for every output bit in H
and H0 . The security reduction incurs a multiplicative polynomial loss in efficiency and a
multiplicative logarithmic loss in depth (both in terms of λ).
Indeed, consider an adversary A attempting to break the scheme with O. In order reduce
this adversary to A0 attacking the scheme using H, H0 we modify the oracle gates to O in A
by examining the prefix and simulating the output of the associate output bit in H or H0 . In
this reduction, comparing the prefix, incurs a logarithmic loss in depth and polynomial loss
in size of the new adversary A0 . We conclude this in the following corollary.
I Corollary 38 (Single Oracle Sequential Hardness). Let d = d(λ) ≤ λ be a depth parameter.
d
o(λ)
For every oracle aided adversary AO = {AO
, we
λ }λ∈N of depth o(2 / log λ) and size 2
have for every λ ∈ N:


χ ← {0, 1}λ
O
Pr DLM.V (χ, Td , π) = ACC
≤ 2−Ω(λ) ,
π ← AO (χ)
where Td = 2d+1 − 1.
By considering d = λ, we derive the following corollary:
I Corollary 39 (Exponential Hardness). For every oracle aided adversary AO = {AO
λ }λ∈N of
o(λ)
size 2
and λ ∈ N:


χ ← {0, 1}λ
Pr DLM.VO (χ, Tλ , π) = ACC
≤ 2−Ω(λ) ,
π ← AO (χ)
where Tλ = 2λ+1 − 1.

6.3

Hard instances

In this section, we consider the problem RdO , where instances are strings χ and a witness
for χ is a corresponding proof of sequential work in the modified DLM scheme for time
Td = 2d+1 − 1. We show that RdO lies in PLSO .
I Remark 40 (Efficiently Computable Depth Parameter). In the following, a depth parameter
d(λ) is a polynomial-time computable function. We require this for the efficiency of the
reduction.
I Definition 41. Let d = d(λ) ≤ λ be a depth parameter. The search problem RdO is defined
as follows:
n
o
RdO = (χ, π) DLM.VO (χ, Td (|χ|), π) = ACC ,
where Td (λ) = 2d(λ)+1 − 1.
Note that RdO is in TFNPO . It is in FNPO by the efficiency of DLM. It is total by the
completeness of DLM, since for every χ, there exists a proof π that passes verification – the
honestly generated proof.
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6.3.1

The Reduction to Local Search

Fix a depth parameter d = d(λ) ≤ λ. We construct a polynomial-time search reduction
(fd , gd ) from RdO to LSO .
Instance Translation. Let χ ∈ {0, 1}λ be an instance for the problem RdO . We construct an
LSO instance fd (χ) = (S O , F O ) in the following. Intuitively, we embed the computation of
the modified DLM PoSW in an LSO instance such that local maximums correspond to valid
proofs for time Td = 2d+1 − 1. Concretely, every node will be of a fixed polynomial length
` = `(λ) ≥ λ. Every vertex is of the form (t, π) ∈ {0, 1}` where t is parsed as an integer
t ∈ [Td ] and π as a proof of the modified DLM scheme with padding to length ` if needed.
Let π1 be a valid proof for time t = 1 in the modified DLM scheme. For the node (t, π), if
the proof π is verified with respect to time t, the node will be given value t and be connected
to (t + 1, π 0 ) where π 0 is the proof the prover generates given π. If π is rejected, it is given
value −1 and is connected to (1, π1 ). A formal definition of the circuits is given bellow.
Successor Circuit S O (t, π)
Hardwired: The instance χ.
Algorithm:
1. If DLM.VO (χ, t, π) = REJ, output (1, π1 ).
2. If t = Td , output (t, π).
3. Compute π 0 = DLM.PO (χ, t, π) and output (t + 1, π 0 ).
Value Circuit F O (t, π)
Hardwired: The instance χ.
Algorithm:
1. If DLM.VO (χ, t, π) = REJ, output −1.
2. Else, output t.

Witness Translation.

The function gd (t, π) outputs π.

Efficiency. By the efficiency of the modified DLM scheme and the efficiency of the depth
parameter d(λ), the instance translation fd is done in poly(λ) time. The witness translation
gd is also done in poly(λ) time since the length of nodes ` is of size poly(λ). This further
implies that S O , F O are of size poly(λ). Since the input length is a polynomial such that
`(λ) ≥ λ, this implies that S O , F O are polynomial-size circuits.

6.3.2

Security Analysis

In the following claim we rely on the incremental completeness of the modified DLM
Section 6.2.2.
B Claim 42. Let d = d(λ) ≤ λ be a depth parameter. Fix λ ∈ N and χ ∈ {0, 1}λ . Let
w = (t, π) be a local maximum of (S O , F O ) = fd (χ). We have DLM.VO (χ, t, π) = ACC and
t = Td .
Proof. We have DLM.VO (χ, t, π) = ACC as otherwise w is given value −1 and his successor
is (1, π1 ) of value 1. If t < Td then w is given value t and is connected to (t + 1, π 0 )
for π 0 = DLM.PO (χ, t, π). By incremental completeness Proposition 35, we have that
DLM.P(χ, t + 1, π 0 ) = ACC. Therefore, the value of (t + 1, π 0 ) is t + 1, and w is not a local
maximum. We are left with t = Td . This concludes the claim.
C
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I Theorem 43 (Hard Problems in PLSO ). For every depth parameter d = d(λ) ≤ λ, the
search problem RdO lies in PLSO .
Proof. The class PLSO consists of all TFNPO search problems that are polynomial-time
reducible to LSO . The search problem RdO ∈ TFNPO and by Claim 42, the tuple (fd , gd )
is a valid polynomial-time reduction to PLSO . Indeed, for every string χ, we have that all
witnesses w0 for the instance (S O , F O ) = fd (χ) are mapped under gd to w = π such that
DLM.VO (χ, Td , π) = ACC – a valid witness to RdO . Hence RdO ∈ PLSO . A proof is given in
the full version.
J
I Corollary 44 (Exponential Hardness in PLSO ). There exists search problems in PLSO that
are average-case exponentially hard.
Proof. By Theorem 43, for every depth parameter d = d(λ) ≤ λ, the search problem RdO is
in PLSO . By Corollary 39, for d = λ the search problem RλO is exponentially average-case
hard.
J
This implies that LSO is sub-exponentially hard due to the polynomial blowup the reduction
incurs. We formulate it in the following corollary. In the following, n stands for the size of
the LSO instance (S O , F O ) and λ stands for the security parameter that is given as input to
the sampler. A proof is given in the full version of this paper.
I Corollary 45. There exists an efficient sampler HARD of LSO instances and a constant
nδ
δ > 0 such that for every oracle aided adversary AO = {AO
and for
n }n∈N of size at most 2
every λ ∈ N:

Pr F O (S O (w)) ≤ F O (w)

(S O , F O ) ← HARD(1λ )
w ← A(S O , F O )



≤ 2−Ω(λ) ,

where O : {0, 1}∗ → {0, 1} is a random oracle.

6.4

Depth Robust Instances

In this section, we deduce the existence of depth-robust, moderately hard, search problems
in PLSO . That is, search problems with instances that can be solved in polynomial time yet
also require high sequential time.
I Proposition 46 (Depth Robust Problems in PLSO ). Fix any constant ε > 0. For any
large enough constant α, consider RdO for d(λ) = α log2 λ a depth parameter. The following
properties hold for λ > 1:
Moderately Hard: The search problem RdO can be solved in time λ(1+ε)α .
Depth Robust: If A is an adversary of depth λ(1−ε)α and size 2o(λ) then:

Pr (χ, π) ∈ RdO

χ ← {0, 1}λ
π ← AO (χ)



≤ 2−Ω(λ) .

Proof. Fix ε > 0 throughout the proof. We start by proving that RdO is moderately hard.
B Claim 47 (Moderately Hard). The search problem RdO , where d(λ) = α log2 λ, can be
solved in time λ(1+ε)α when α is a large enough constant.
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Proof. Fix λ > 1 and let χ ∈ {0, 1}λ be an instance of RdO . We have Td = 2α log2 λ+1 − 1 ≤
2λα ≤ λα+1 . By efficiency of DLM, the run-time of DLM.PO is at most λc for some fixed
constant c, independent of ε and α. The proof π1 for time t = 1 can also be generated in
poly(λ) time. We assume w.l.o.g that it can be generated in time λc . By completeness of
DLM, generating π1 and applying the prover Td − 1 times on it, results in a valid proof for
time t = Td . This is a valid witness for the instance χ in RdO . The above algorithm takes
at most
Td · λc ≤ λα+1 · λc ≤ λ(1+ε)α ,
where the last inequality holds for large enough α, concretely α > (c + 1)/ε.

C

We proceed to show that RdO is depth robust.
B Claim 48 (Depth Robust). Let α be a large enough constant and let d = α log2 λ. For
every adversary A of depth λ(1−ε)α and size 2o(λ) we have for every λ ∈ N:


χ ← {0, 1}λ
Pr (χ, π) ∈ RdO
≤ 2−Ω(λ) .
π ← AO (χ)
Proof. This is a direct application of single oracle sequential hardness Corollary 38. We have
Td = 2α log2 λ+1 − 1 ≥ λα . Hence λ(1−ε)α = o(Td / log α) and the claim follows by Corollary 38.
C
The above two claims conclude the proof of the proposition.

J

References
1
2
3

4

5

6
7

8

9

Tim Abbot, Daniel Kane, and Paul Valiant. On algorithms for nash equilibria. Unpublished,
2004.
Omer Angel, Sébastien Bubeck, Yuval Peres, and Fan Wei. Local max-cut in smoothed
polynomial time. CoRR, abs/1610.04807, 2016. arXiv:1610.04807.
Saikrishna Badrinarayanan, Yael Tauman Kalai, Dakshita Khurana, Amit Sahai, and Daniel
Wichs. Succinct delegation for low-space non-deterministic computation. In Proceedings of the
50th Annual ACM SIGACT Symposium on Theory of Computing, STOC 2018, Los Angeles,
CA, USA, June 25-29, 2018, pages 709–721, 2018. doi:10.1145/3188745.3188924.
Boaz Barak, Oded Goldreich, Russell Impagliazzo, Steven Rudich, Amit Sahai, Salil Vadhan,
and Ke Yang. On the (Im)Possibility of Obfuscating Programs. J. ACM, 59(2):6:1–6:48, May
2012. doi:10.1145/2160158.2160159.
Nir Bitansky, Ran Canetti, Alessandro Chiesa, and Eran Tromer. Recursive Composition and
Bootstrapping for SNARKS and Proof-carrying Data. In Proceedings of the Forty-fifth Annual
ACM Symposium on Theory of Computing, pages 111–120, New York, NY, USA, 2013. ACM.
doi:10.1145/2488608.2488623.
Nir Bitansky, Ran Canetti, Omer Paneth, and Alon Rosen. On the Existence of Extractable
One-Way Functions. SIAM J. Comput., 45(5):1910–1952, 2016. doi:10.1137/140975048.
Nir Bitansky, Omer Paneth, and Alon Rosen. On the Cryptographic Hardness of Finding
a Nash Equilibrium. In 2015 IEEE 56th Annual Symposium on Foundations of Computer
Science, pages 1480–1498, October 2015. doi:10.1109/FOCS.2015.94.
Dan Boneh, Xavier Boyen, and Eu-Jin Goh. Hierarchical Identity Based Encryption with
Constant Size Ciphertext. In Ronald Cramer, editor, Advances in Cryptology – EUROCRYPT
2005, pages 440–456, Berlin, Heidelberg, 2005. Springer Berlin Heidelberg.
Dan Boneh, Craig Gentry, and Brent Waters. Collusion Resistant Broadcast Encryption
with Short Ciphertexts and Private Keys. In Victor Shoup, editor, Advances in Cryptology –
CRYPTO 2005, pages 258–275, Berlin, Heidelberg, 2005. Springer Berlin Heidelberg.

N. Bitansky and I. Gerichter

10
11

12
13

14
15

16

17

18

19

20

21

22

23

24

25
26

6:27

Shant Boodaghians, Rucha Kulkarni, and Ruta Mehta. Nash Equilibrium in Smoothed
Polynomial Time for Network Coordination Games, September 2018. arXiv:1809.02280.
Zvika Brakerski, Justin Holmgren, and Yael Tauman Kalai. Non-interactive delegation and
batch NP verification from standard computational assumptions. In Proceedings of the 49th
Annual ACM SIGACT Symposium on Theory of Computing, STOC 2017, Montreal, QC,
Canada, June 19-23, 2017, pages 474–482, 2017. doi:10.1145/3055399.3055497.
Buresh-Oppenheim. On the TFNP complexity of factoring. Unpublished, 2006.
Ran Canetti, Yilei Chen, and Leonid Reyzin. On the Correlation Intractability of Obfuscated
Pseudorandom Functions. In Proceedings, Part I, of the 13th International Conference on
Theory of Cryptography - Volume 9562, TCC 2016-A, pages 389–415, Berlin, Heidelberg, 2016.
Springer-Verlag. doi:10.1007/978-3-662-49096-9_17.
Xi Chen, Xiaotie Deng, and Shang-Hua Teng. Settling the Complexity of Computing Twoplayer Nash Equilibria. J. ACM, 56(3):14:1–14:57, May 2009. doi:10.1145/1516512.1516516.
Arka Rai Choudhuri, Pavel Hubacek, Chethan Kamath, Krzysztof Pietrzak, Alon Rosen, and
Guy N. Rothblum. PPAD-Hardness via Iterated Squaring Modulo a Composite. Cryptology
ePrint Archive, Report 2019/667, 2019. URL: https://eprint.iacr.org/2019/667.
Arka Rai Choudhuri, Pavel Hubáček, Chethan Kamath, Krzysztof Pietrzak, Alon Rosen, and
Guy N. Rothblum. Finding a Nash Equilibrium is No Easier Than Breaking Fiat-Shamir. In
Proceedings of the 51st Annual ACM SIGACT Symposium on Theory of Computing, STOC
2019, pages 1103–1114, New York, NY, USA, 2019. ACM. doi:10.1145/3313276.3316400.
Bram Cohen and Krzysztof Pietrzak. Simple Proofs of Sequential Work. In Jesper Buus
Nielsen and Vincent Rijmen, editors, Advances in Cryptology – EUROCRYPT 2018, pages
451–467, Cham, 2018. Springer International Publishing.
Constantinos Daskalakis, Paul Goldberg, and Christos H. Papadimitriou. The Complexity
of Computing a Nash Equilibrium. SIAM J. Comput., 39:195–259, February 2009. doi:
10.1137/070699652.
Constantinos Daskalakis and Christos Papadimitriou. Continuous Local Search. In Proceedings
of the Twenty-second Annual ACM-SIAM Symposium on Discrete Algorithms, SODA ’11,
pages 790–804, Philadelphia, PA, USA, 2011. Society for Industrial and Applied Mathematics.
URL: http://dl.acm.org/citation.cfm?id=2133036.2133098.
Nico Döttling, Russell W. F. Lai, and Giulio Malavolta. Incremental Proofs of Sequential
Work. In Yuval Ishai and Vincent Rijmen, editors, Advances in Cryptology – EUROCRYPT
2019, pages 292–323, Cham, 2019. Springer International Publishing.
Naomi Ephraim, Cody Freitag, Ilan Komargodski, and Rafael Pass. Continuous Verifiable
Delay Functions. Cryptology ePrint Archive, Report 2019/619, 2019. URL: https://eprint.
iacr.org/2019/619.
Alex Fabrikant, Christos Papadimitriou, and Kunal Talwar. The Complexity of Pure Nash
Equilibria. In Proceedings of the Thirty-sixth Annual ACM Symposium on Theory of Computing,
STOC ’04, pages 604–612, New York, NY, USA, 2004. ACM. doi:10.1145/1007352.1007445.
Sanjam Garg, Omkant Pandey, and Akshayaram Srinivasan. Revisiting the Cryptographic
Hardness of Finding a Nash Equilibrium. In Advances in Cryptology – CRYPTO 2016, pages
579–604, Berlin, Heidelberg, 2016. Springer Berlin Heidelberg.
Craig Gentry and Daniel Wichs. Separating Succinct Non-interactive Arguments from All
Falsifiable Assumptions. In Proceedings of the Forty-third Annual ACM Symposium on
Theory of Computing, STOC ’11, pages 99–108, New York, NY, USA, 2011. ACM. doi:
10.1145/1993636.1993651.
Paul W. Goldberg and Christos H. Papadimitriou. Towards a unified complexity theory of
total functions. J. Comput. Syst. Sci., 94:167–192, 2018. doi:10.1016/j.jcss.2017.12.003.
Oded Goldreich and Johan Håstad. On the Complexity of Interactive Proofs with Bounded
Communication. Inf. Process. Lett., 67(4):205–214, 1998. doi:10.1016/S0020-0190(98)
00116-1.

ITCS 2020

6:28

On the Cryptographic Hardness of Local Search

27

Oded Goldreich, Salil P. Vadhan, and Avi Wigderson. On interactive proofs with a laconic
prover. Computational Complexity, 11(1-2):1–53, 2002. doi:10.1007/s00037-002-0169-0.

28

Pavel Hubácek, Moni Naor, and Eylon Yogev. The Journey from NP to TFNP Hardness. In
Christos H. Papadimitriou, editor, 8th Innovations in Theoretical Computer Science Conference
(ITCS 2017), volume 67 of Leibniz International Proceedings in Informatics (LIPIcs), pages
60:1–60:21, Dagstuhl, Germany, 2017. Schloss Dagstuhl–Leibniz-Zentrum fuer Informatik.
doi:10.4230/LIPIcs.ITCS.2017.60.

29

Pavel Hubáček and Eylon Yogev. Hardness of Continuous Local Search: Query Complexity and
Cryptographic Lower Bounds, pages 1352–1371. ACM, 2016. doi:10.1137/1.9781611974782.
88.

30

Russell Impagliazzo, Ramamohan Paturi, and Francis Zane. Which Problems Have Strongly
Exponential Complexity? Journal of Computer and System Sciences, 63(4):512–530, 2001.
doi:10.1006/jcss.2001.1774.

31

Hisao Ishibuchi and Tadahiko Murata. A multi-objective genetic local search algorithm and
its application to flowshop scheduling. IEEE Transactions on Systems, Man, and Cybernetics,
Part C (Applications and Reviews), 28(3):392–403, August 1998. doi:10.1109/5326.704576.

32

Emil Jerábek. Integer factoring and modular square roots. CoRR, abs/1207.5220, 2012.
arXiv:1207.5220.

33

David S. Johnson, Christos H. Papadimitriou, and Mihalis Yannakakis. How easy is local
search? Journal of Computer and System Sciences, 37(1):79–100, 1988. doi:10.1016/
0022-0000(88)90046-3.

34

Yael Tauman Kalai, Omer Paneth, and Lisa Yang. How to Delegate Computations Publicly.
In Proceedings of the 51st Annual ACM SIGACT Symposium on Theory of Computing, STOC
2019, pages 1115–1124, New York, NY, USA, 2019. ACM. doi:10.1145/3313276.3316411.

35

Yael Tauman Kalai, Ran Raz, and Ron D. Rothblum.
How to Delegate
Computations:
The Power of No-Signaling Proofs.
In In Proceedings of the
46th annual ACM symposium on Theory of computing (STOC), pages 485–494.
ACM, January 2014. URL: https://www.microsoft.com/en-us/research/publication/
delegate-computations-power-no-signaling-proofs/.

36

Ilan Komargodski, Moni Naor, and Eylon Yogev. White-Box vs. Black-Box Complexity of
Search Problems: Ramsey and Graph Property Testing. In 2017 IEEE 58th Annual Symposium
on Foundations of Computer Science (FOCS), pages 622–632, October 2017.

37

Ilan Komargodski, Moni Naor, and Eylon Yogev. White-Box vs. Black-Box Complexity of
Search Problems: Ramsey and Graph Property Testing. In 58th IEEE Annual Symposium
on Foundations of Computer Science, FOCS 2017, Berkeley, CA, USA, October 15-17, 2017,
pages 622–632, 2017. doi:10.1109/FOCS.2017.63.

38

S. Lin and Brain W. Kernighan. An Effective Heuristic Algorithm for the Traveling-Salesman
Problem. Oper. Res., 21(2):498–516, April 1973. doi:10.1287/opre.21.2.498.

39

Carsten Lund, Lance Fortnow, H Karloff, and Noam Nisan. Algebraic Methods for Interactive
Proof Systems, November 1990. doi:10.1109/FSCS.1990.89518.

40

Mohammad Mahmoody, Tal Moran, and Salil Vadhan. Publicly Verifiable Proofs of Sequential
Work. In Proceedings of the 4th Conference on Innovations in Theoretical Computer Science,
ITCS ’13, pages 373–388, New York, NY, USA, 2013. ACM. doi:10.1145/2422436.2422479.

41

Nimrod Megiddo and Christos H. Papadimitriou. On total functions, existence theorems
and computational complexity. Theoretical Computer Science, 81(2):317–324, 1991. doi:
10.1016/0304-3975(91)90200-L.

42

Ralph Merkle. Secrecy, Authentication and Public Key Systems. PhD thesis, Stanford
University, Department of Electrical Engineering, June 1979.

43

John C. Nash. The (Dantzig) simplex method for linear programming. Computing in Science
Engineering, 2(1):29–31, January 2000. doi:10.1109/5992.814654.

N. Bitansky and I. Gerichter

44

45

46
47
48

49
50
51

6:29

Omer Paneth and Guy N. Rothblum. On Zero-Testable Homomorphic Encryption and Publicly
Verifiable Non-interactive Arguments. In Yael Kalai and Leonid Reyzin, editors, Theory of
Cryptography, pages 283–315, Cham, 2017. Springer International Publishing.
Christos H. Papadimitriou. On the complexity of the parity argument and other inefficient
proofs of existence. Journal of Computer and System Sciences, 48(3):498–532, 1994. doi:
10.1016/S0022-0000(05)80063-7.
Krzysztof Pietrzak. Simple Verifiable Delay Functions. Cryptology ePrint Archive, Report
2018/627, 2018. URL: https://eprint.iacr.org/2018/627.
Ronald L. Rivest, Adi Shamir, and David A. Wagner. Time-lock puzzles and timed-release
crypto. Technical Report MIT/LCS/TR-684, MIT, February 2000.
Alon Rosen, Gil Segev, and Ido Shahaf. Can PPAD Hardness be Based on Standard Cryptographic Assumptions? In Yael Kalai and Leonid Reyzin, editors, Theory of Cryptography,
pages 747–776, Cham, 2017. Springer International Publishing.
Alejandro Schaffer and Mihalis Yannakakis. Simple Local Search Problems That are Hard to
Solve. SIAM J. Comput., 20:56–87, February 1991. doi:10.1137/0220004.
Katerina Sotiraki, Manolis Zampetakis, and Giorgos Zirdelis. PPP-Completeness with Connections to Cryptography. CoRR, abs/1808.06407, 2018. arXiv:1808.06407.
Paul Valiant. Incrementally Verifiable Computation or Proofs of Knowledge Imply Time/Space
Efficiency. In Ran Canetti, editor, Theory of Cryptography, pages 1–18, Berlin, Heidelberg,
2008. Springer Berlin Heidelberg.

ITCS 2020

Interactive Coding with Constant Round and
Communication Blowup
Klim Efremenko
Ben Gurion University, Beersheva, Israel
http://www.cs.bgu.ac.il/~klim
klimefrem@gmail.com

Elad Haramaty
Harvard University, Cambridge, MA, USA
seladh@gmail.com

Yael Tauman Kalai
Microsoft Research, Boston, MA, USA
yael@microsoft.com

Abstract
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All these works only consider only an increase in communication complexity and did not consider
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protocols with arbitrarily round complexity this coding schemes will lead to large(and usually
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the round complexity by at most a constant factor. We consider the model where in each round each
party may send a message of arbitrary length, where the length of the messages and the length of
the protocol may be adaptive, and may depend on the private inputs of the parties and on previous
communication. We consider the adversarial error model, where -fraction of the communication may
be corrupted, where we allow each corruption to be an insertion or deletion (in addition to toggle).
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1

Introduction

Communication over a noisy channel is a fundamental problem in computer science, engineering and related fields. Starting from the seminal work of Shannon [30], this problem of
error-resilient communication has been extensively studied. Today, we have “good” errorcorrecting codes – ones that achieve constant information rate as well as constant error rate.
The two main error models that were considered are the stochastic error model, where the
errors are distributed according to some distribution (such as the binary symmetric channel),
and the adversarial error model, where errors may occur adaptively and adversarially, so
long as the prescribed error rate is not exceeded. This work considers the latter (stronger)
adversarial error model. In addition, we consider (adversarial) insertion and deletion errors.
In a sequence of innovative works, Schulman [27, 28, 29] initiated the study of errorresilience in the context of interactive protocols. Specifically, he considered the setting where
two parties are interacting via a protocol over a noisy channel, where the noise could be
stochastic or adversarial. Since Schulman’s seminal works, there have been many followup
works, that improve the error rate [9, 16, 17, 6, 1, 10], the information rate [24, 19, 12], the
computational efficiency [15, 2, 4, 3], and very recently that are been beautiful works that
generalize the error model of the adversary to allow insertions and deletions [8, 21, 31]. There
have also been several works that consider the multi-party setting [26, 23, 7, 14]. We refer
the reader to [11] for a fantastic survey on previous work on interactive coding. The focus of
this work is on the 2-party setting and the adversarial error model.
All previous works consider only an increase of total communication without looking
on number of rounds required to perform the task. In cryptography and in distributed
computing, protocols that consist of long messages are considered, and it is desirable to keep
the round complexity as low as possible. In fact, much research (in both cryptography and
distributed computing) focuses on reducing the round complexity of various protocols, as
often the round complexity is the bottleneck, and not the communication complexity. We
argue that since we consider interactive protocols, we should aim for error resilient protocols,
that not only blow up the communication by at most a constant factor, but also blow up the
number of rounds by at most a constant factor.
Our model is the typical synchronous model used in cryptography and distributed
algorithms. In our model we assume that the original protocol can be very versatile that is
each party can decide how many bit he wants to send next based on previous communication
and his private input. Therefore not only that number of rounds and communication of each
player depends not only on the communication over the channel but also on players private
input. We want to mention that more versatile original protocol is the harder it is to make a
coding scheme for it. We elaborate on this model in Section 1.1.
Moreover, we emphasize that we do not assume that the communication (or round)
complexity is fixed or a priori known. This is in contrast to all previous works, which assume
that the communication (and round) complexity T is fixed and known in advance, and that
the adversary can corrupt at most T bits.1 We note that such an assumption is often
unrealistic and results in protocols where the communication complexity is always worse-case.

1

We mention the work of Agrawal et. al. [1], which does assume that the communication complexity of
the underlying errorless protocol is a priori known. However, with the goal of maximizing the error rate,
the communication complexity in the error-resilient protocol is not fixed and is not a priori known. We
emphasize that in our work, we do not even assume that the parties a priori know the communication
complexity in the underlying errorless protocol.
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In this work, we allow the communication and round complexity to differ from execution to
execution, depending on the inputs, or “types” of the parties, and construct an error-resilient
protocol that preserves this per-execution communication (and round) complexity. We note
that the fact that we allow such adaptive (and not a priori known) communication length
adds substantial technical difficulties to our work, which we elaborate on in Section 1.4.2
Our Results in a Nutshell. We show how to convert any protocol, where messages can be
of arbitrary length, and where the communication and round complexity are not a priori
known, into an error-resilient one, with comparable (computational) efficiency guarantees,
that is secure against constant fraction of adversarial error, while incurring a constant blowup
both to the communication complexity and to the round complexity. We allow the adversary
not only to toggle with the bits of communication, but also allow the adversary to insert
and delete bits. We elaborate on our communication model and error model in Section 1.1.
Moreover, we try to minimize the (constant) overhead in communication and rounds: In
particular, we obtain (1 + Õ(1/4 )) blowup in communication and O(1) blowup in rounds.
We also show how to reduce the blowup in rounds at the expense of slightly increasing the
blowup in communication, and construct an error-resilient protocol where both the blowup in
rounds and communication approaches one as  approaches zero. We elaborate on our results
(and on the exact parameters we obtain) in Section 1.2, we give a high-level overview of our
techniques in Section 1.4, and give “evidence” that our parameters are “close to” optimal in
Section 2.3 (after formally stating our main theorem in Section 2.2).

Our Technical Hurdles
The reader may at first think that dealing with short messages is the “hard case”, since for
long messages we can use standard error-correcting codes. We argue that this intuition is
misleading. First, when considering adversarial error, applying an error-correcting code to
each message separately does not help, since the entire message can be corrupted (even if
the message is long), and indeed in this work we focus on adversarial error. We mention,
however, that even for the case of stochastic error, dealing with messages of varying lengths,
where some messages may be short while other messages may be long, is challenging.
Before explaining the difficulties that arise in this setting, we note that if we knew a
priori the number of rounds and the communication complexity of the underlying protocol,
then we could have “smoothed” it out perfectly, so that all the messages would have been of
equal length,3 and then we could have used a protocol (and analysis) from prior works.
Since we do not have such a bound, we cannot perfectly smooth out the underlying
protocol. Nevertheless, we must somehow smooth out the protocol, since a party cannot
send a long message before she is “sufficiently confident” that the transcript so far is correct,
as otherwise, this long message will be wasted (even if the adversary does not corrupt it at
all). Therefore, we “approximately” smoothen out the underlying protocol, by guaranteeing
that each message is of length at least half and at most twice the length of the previous
message. We refer the reader to Section 1.4 and Section 3 for details.

2

3

We believe (though we haven’t checked) that the tree-code based interactive coding schemes may easily
be adapted to the setting where the communication complexity is not a priori bounded, by having each
party construct an (infinitely growing) tree code. However, in tree-code based schemes the parties are
computationally inefficient and there is a large blowup to the round complexity.
This approach blows up the communication and round complexity by a constant factor. If the goal is
to optimize this blowup (as we do in this work) then one cannot afford to perfectly smoothen out the
protocol, in which case our techniques are needed.
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We mention that in order to minimize the blowup, we consider two small constants
α, β > 0 (that depend on the error rate) and guarantee that the length of each message is
at least α` and at most β` , where ` is the length of the message preceding it. This is not
important for the high-level overview.
We emphasize, that even after smoothing the underlying protocol, the length of the
messages can still grow (or shrink) at an exponential rate, which brings rise to several
challenges. For example, similar to many previous works (such as[27, 2, 19]), when a party
realizes that there was an error she backtracks. In our setting we need to be extremely
cautious when we backtrack. Note that the adversary can cause us to backtrack even though
we are synchronized, by making us believe that we are out of sync. Previous works ensure
that the adversary needs to invest enough error for such backtracking, and hence such “false”
backtracking is costly for the adversary. However, in the case where messages are of varying
length, this analysis becomes extremely delicate, since the adversary can corrupt a short
message (by investing a small amount of his error budget), and thus falsely cause the parties
to backtrack and delete a previous long message. Indeed, as opposed to previous protocols,
we do not erase when we backtrack. Rather, we keep this transcript as “questionable”. We
refer the reader to Section 1.4 and Section 4 for details.
Moreover, when messages are of varying lengths, even if the protocol is (approximately)
smooth, and even if we backtrack carefully, ensuring that the round complexity does not
blow up, does not only require a careful (and significantly more complex) analysis, but also
requires additional new ideas.
For example, the protocols in previous works, perform an equality test after every chunk
of length d (for some parameter d), where in this equality test the parties check whether they
are in sync by sending each other a hash of their transcript so far. In our setting, messages
may be very long, and we cannot chop a message to chunks of d bits each, since this will
blow up the round complexity. Instead, it is tempting to simply append to each message
a hash of length that is proportional to the message length (e.g., append a hash of length
b d` c to a message of length `). However, as we show in Section 1.4 and Section 5, in order
to ensure a constant blowup in round complexity, we must not only allow the length of the
hash value to depend on the length of the message it is being appended to, but rather it
should also depend on the length of the entire history. This is the case since if the protocol
has messages of varying lengths, the adversary can corrupt a single long message, in a way
that causes many hash collisions in future short messages. Thus, by corrupting one (long)
message many rounds can be wasted.
In order to get around this problem, we allow the length of the hash to depend on the
length of the entire history. Moreover, we consider randomized (i.e., seeded) hash function,
where the party sends the hash value together with the hash seed, so that the adversary does
not know which hash function will be used ahead of time. However, with a seed of length w
one can hash messages of length at most 2w , and the history may be longer than 2w . Thus,
in our scheme some of the seed is chosen ahead of time and some of the seed is chosen with
each message. We refer the reader to Section 1.4 and Section 5 for details.
Moreover, the fact that the communication complexity is not a priori known creates an
additional problem. Following previous works (such as [2, 3, 19]), we first construct a protocol
in the common random string (CRS) model (this is done in Section 5), and then we remove
the CRS (in Section 6). Removing the CRS in previous work was straightforward: First
show that the CRS can be made relatively short (of size proportional to the communication
complexity) by using a δ-biased source, and then argue that one of the parties can simply
send the CRS using a (standard) error correcting code. In our case this cannot be done since
we do not have an a priori bound on the communication complexity.
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We give an overview on how we overcome the technical hurdles mentioned above in
Section 1.4, but warn the reader that overcoming these challenges is quite difficult, and
results in a very complex analysis.
We next explain our model in more detail.

1.1
1.1.1

Our Model
The Noiseless Model

We consider 2-party protocols, between two parties, Alice and Bob. In our model, at
every round i, Alice and Bob do the following: Alice chooses `A (i) ∈ N (greater than 0)
and a message mA (i) ∈ {0, 1}`A (i) , based on her view of previous communication and her
private input, and sends mA (i) to Bob. Similarly, Bob chooses `B (i) ∈ N and a message
mB (i) ∈ {0, 1}`B (i) , based on his view of previous communication and his private input, and
sends mB (i) to Alice. At some round, one of the parties aborts, and both parties report
an output.
More generally, we allow Bob’s message in the i’th round to depend, not only on all
previous communication and his private input, but also on Alice’s message in the i’th round.
This corresponds to the synchronous model where in each round i, Alice and Bob do not
send their messages simultaneously, but rather first Alice sends her message and only then
Bob sends his message (which may depend on Alice’s message). This model is known as
the message-passing model, and is the most common model used in cryptography (and
distributed algorithms). We note that our results also apply to the synchronous simultaneous
message model, and the choice of presenting our results in the synchronous message-passing
model was due to the fact that we think that this model is more standard.
We denote the input of Alice by x, and we denote the input of Bob by y. Note that a pair
of inputs (x, y) define `A and `B for all rounds, and also define the number of rounds. Thus,
in the noiseless setting, for any protocol we can define CC(x, y), which is the communication
complexity of the protocol for the input pair (x, y). Similarly, we can define R(x, y), which is
the number of rounds for the input pair (x, y).

1.1.2

The Noisy Model

In this work, we consider the adversarial error model, and assume that the adversary can
corrupt any -fraction of the bits, for some a priori fixed small constant  > 0. We allow the
adversary, not only to toggle with the bits, but he can also insert and delete bits.
In our model, where messages can be of arbitrary length, protecting protocols against
insertions and deletions is extremely important, since otherwise the parties can securely
encode information via the length of the messages. Specifically, in our model, where messages
can be of varying lengths, one can trivially protect protocols against (adversarial) toggle
corruptions while incurring only a constant factor blowup in the communication complexity,
albeit an unbounded blowup in the round complexity, as follows: First convert the protocol
to a protocol where each party sends a single bit in each round. Then, encode this bit as
follows: If the bit is zero then encode it via a single bit (zero or one), and if the bit is 1
then encode it via any two bits. Upon receiving an encoded message the parties will decode
without looking at the content of the message, but rather only by the length of the message.
We note that most previous work on interactive coding do not consider insertion and
deletions. Indeed, in the synchronous model, where the parties send one bit per round,
insertions and deletions are not interesting, since the parties “can tell” when an insertion or
deletion occurs.
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An exception are the recent works of [8, 21, 31]. These works consider insertion and
deletions in the asynchronous model. More specifically, they consider an adversary who can
insert a message from one party and delete a message from the other party, and thus cause
the parties to be out-of-synch with regard to which round they are on (though similarly to
previous work, they are in the bit-by-bit model, thus their protocols incur a large blowup to
the round complexity, and they assume an a priori bound on the communication complexity).
In our work, we consider the synchronous model, where the parties always agree on
the number of speaking alternations (which in our case is exactly the number of rounds).
We emphasize, however, that the work of [21] shows a generic method for converting any
error-resilient protocol in the synchronized model into one that that is error resilient in the
asynchronized model. We believe that one can use their approach (and in particular the
use of a synchronization code [20]) to boost our result from the synchronous model to the
asynchronous model.
In the adversarial error model, in our work and in all previous works, there is an a priori
fixed constant  and it is assumed that the adversary can corrupt at most T bits, where T
is the number of bits communicated. In most previous work, the value of T was assumed to
be a priori known (and fixed). As mentioned above, in this work, we allow the length of the
protocol to depend on previous communication. This models the real world setting, where
we cannot a priori predict the length of our conversations, and it can depend on our private
inputs (or on our “types”).
In this model, care should be taken when defining the adversarial error model. One
possibility is to allow the adversary to corrupt T bits, where T is the number of bits that
would have been transmitted assuming no error.4
We note, however, that with such a definition the adversary can use his T bits of
corruption budget, and cause the parties to abort prematurely. Namely, he can convince
both parties that the other party is “boring” (i.e., that the other party has an input such that
if they were executing the error-free protocol without error, the number of bits exchanged
would have been less than T ). In such case both parties would abort prematurely and the
adversary would “win”.
Instead, we allow the adversary to corrupt only -fraction of the bits that were actually
communicated. We note that a similar model was used in the work of Agrawal et al. [1],
where their goal was to get optimal error-rate, and to that end, they considered error-resilient
protocols with an adaptive speaking order and where the communication complexity may
depend on the error pattern.5 We emphasize that this adversarial model is stronger than
alternative (natural) models, such as the the prefix model that allows the adversary to
corrupt -fraction of any prefix of the transcript.
In this work, we also add a bound 0 on the number of rounds that the adversary can
“fully” corrupt, where we say that a round is fully corrupt if the adversary corrupts more
than δ-fraction of the bits, for some small constant δ (which depends on the error bound ).
We note that all previous works also had such a bound (implicitly), since in previous works
there was no distinction between rounds and communication. In contrast, in our model, a
bound on the number of bits corrupted does not imply a bound on the number of rounds that
are fully corrupted. For example, consider the protocol in which there is one long message
of length `, followed by ` messages, each consisting of a single bit. In such a protocol, not
corrupting the long message gives the adversary the budget to corrupt all the short messages.

4
5

We note that the adversary knows T since we assume (similarly to all previous work that consider the
adversarial error model), that the adversary knows the private inputs of the parties.
As mentioned above, the work of [1] does assume an a priori known bound on the communication
complexity of the underlying (errorless) protocol.
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We emphasize that bounding the number of rounds that are fully corrupted is necessary,
since without such a bound, it is impossible to ensure a small blowup in round complexity.
This argument is deferred to Section 2.3 where we give evidence to the optimality of our
parameters.

1.2

Our Results

In what follows, we denote our error parameters by  and 0 , where  corresponds to the
fraction of corrupted bits, and 0 corresponds to the fraction of (fully) corrupted messages.
We show that for any (small enough) constants , 0 > 0 there exist blowup parameters
α, α0 > 0 such that one can convert any protocol into an error resilient one (with respect to
 and 0 ), with α blowup in communication, and essentially α0 blowup in rounds (with an
additional term that depends logarithmically on
 the communication complexity). We can set
0
1/4
α = O(1) we obtain a blowup of α = Õ 
in communication complexity. Alternatively,
one can set α, α0 such that they both approach 0 as , 0 approach 0.
Our error-resilient protocol is randomized, even if the original protocol was deterministic.
This is similar to all previous works that construct computationally efficient interactive coding
schemes that are robust to adversarial error (starting with the work of [2]). Schulman [28]
(followed by many followup works) gave a deterministic interactive coding scheme, at the price
of computational inefficiency. The parties in the error resilient scheme run in exponential
time in T , where T is an upper bound on the length of the underlying protocol.6 Recently,
Gelles et al. [13] gave a deterministic and efficient construction for the case of random error.
However, constructing a deterministic interactive coding scheme that is resilient to adversarial
error and is computationally efficient remains an interesting open problem.
We are now ready to state our main theorem. The most general theorem can be found in
Section 2, and in what follows we present our theorem in a regime of parameters that we
think is of particular interest.
In what follows, we let tmin denote the minimum value for which the underlying error-free
protocol Π transmits at least tmin bits.
I Theorem 1 (Main Theorem (informal)). For any sufficiently small  ≥ 0 and for any
0 ≤ 1/4 , there exist blowup parameters α and α0 , and a polynomial time probabilistic oracle
machine S, such that the following holds. For any adversary A that corrupts at most fraction of the bits of the simulated protocol Π0A (which is the protocol Π0 executed with the
adversary A), and “fully” corrupts at most 0 -fraction of the messages of Π0A , where A “fully”
corrupt a message if he corrupts at least α2 -fraction of the bits of the message, we have the
following guarantees.
1. CC(Π0A ) ≥ tmin .
2. Pr [CC(Π0A ) > (1 + α)CC(Π)] = exp (−CC(Π0A )).
3. Pr [R(Π0A ) > (1 + α0 )R(Π) + α0 log CC(Π)] = exp (−R(Π0A )).
4. Pr [(Output(Π0A ) 6= Trans(Π))] = exp (−CC(Π0A )).
Moreover, we can choose the parameter α, α0 such that α = Õ(1/4 ) and α0 = O(1), or we
can choose α, α0 such that α and α0 approach 0 as  approaches 0.

The purpose of tmin . In the theorem above, without adding the restriction that CC(S A , S B )
≥ tmin , the simulated protocol could have aborted as soon as more than -fraction of error
was detected. In particular, if the first bit was noticeably corrupted, then the parties in

6

Braverman [5] showed how to improve the parties’ runtime to be sub-exponential in T .
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the simulated protocol could have safely aborted. Thus, without adding the restriction
that CC(S A , S B ) ≥ tmin , this theorem does not even generalize previous works, which
all assume an a priori fixed transcript size t and assume the adversary makes at most t
corruptions. Adding this restriction, gives the adversary an initial budget of tmin corruption
bits. Moreover, since the error probability is exponentially small in the actual transcript
length, the requirement CC(S A , S B ) ≥ tmin guarantees a low error probability.
There was a long line of works that consider the case of unknown noise of

1.3

Related Works

This work is the first one that considers the blowup of round complexity in noisy setting.
While techniques from other papers can be easily adapted encode protocols with arbitrarily
round complexity this coding schemes will lead to large(and usually unbounded) increase in
round complexity of the protocol. However there are many papers that considered models
related to our model. We want to mention that in other papers consider an effect of message
length(what mean also the round complexity) on the rate of the communication complexity
of the coding one can see it non-explicitly in [24, 19] and more explicitly in [22]. In non-noisy
setting there was a long line of works showing that reducing round complexity may cause an
exponential gap in communication complexity.
The paper [1] considered a very adaptive models of the protocols where total communication is not known in advance. There was also a large line of works considering the case when
to total amount of noisy in unknown see survey by Gelles [11] for more details.

1.4

Overview of Our Techniques

In this section we give a high-level overview of the main ideas behind our construction
and our analysis. In this overview, we do not focus on getting “optimal” parameters, and
focus on constructing an error-resilient scheme that blows up the round and communication
complexity by a constant factor. We note that all the conceptual ideas in this work are
needed even to achieve constant overhead.
We start with an arbitrary protocol Π.
Smoothness. We first convert Π into a smooth protocol, with the property that after a
message of length ` comes a message of length at most 2`, and before a message of length `
comes a message of length at least `/2. We mention that in the actual protocol, to minimize
the blowup in rounds and communication, we define (α, β)-smoothness, where α and β are
functions of the error rate , and the guarantee is that after a message of length ` comes a
message of length at least α` and at most β` , and we show how to convert any protocol Π
into an (α, β)-smooth protocol.
As mentioned above, the reason we need to smoothen Π is that otherwise, if after receiving
a short message a party sends a long message, then the adversary by corrupting the short
message, can cause the long message to be wasted, thus effectively allowing him to corrupt
the long message by only using the budget needed to corrupt the short message.
Intuitively, we smoothen Π by instructing a party who wishes to send a long message
after receiving a short message, to do so “cautiously”, by sending the long message over
several rounds, each time increasing the message length by at most a factor of 2.
To ensure that this does not cause a blowup to the round complexity, we make sure that
a party does not send a short message after receiving a long one. Otherwise, suppose Alice
always sends long messages (each of length `) and Bob always sends single bit messages. Then

K. Efremenko, E. Haramaty, and Y. T. Kalai

7:9

by having Alice send her messages “cautiously”, as explained above, the round complexity
will blowup by a factor of log `, which is too large. Instead, we instruct Bob to send longer
messages, of length α`, so that the adversary will need to invest enough budget to corrupt
Bob’s message; in particular, enough to allow Alice to send her length ` message safely.
We refer the reader to Section 3 for the formal definition of smoothness, and to Lemma 6
for how to convert a protocol into a smooth one.
From now on we assume the protocol Π is smooth, and show how to convert it into an
error resilient one.

Message adversary. We first note that we can focus our attention only on adversaries, that
rather than corrupting individual bits, corrupt messages, where the price of corrupting a
message m is the maximum between the length of m and the length of the corrupted version
of m. If the adversary chooses to corrupt a message m then he may corrupt it adversarially,
and if the adversary chooses not to corrupt a message then he cannot make any changes to it.
The reason we can focus on such adversaries is that we can easily convert any protocol
that is resilient to errors made by message adversaries into a protocol that is error resilient
to any adversary by applying an error correcting code to each message, and hence if only
a small fraction of a message is corrupted (smaller than the allowed error rate) then this
corruption can be ignored, since it is immediately corrected by the error correcting code. We
use the error correcting code of Guruswami and Li [18], that is resilient to insertion and
√
deletions, and has a minimal blowup of 1 + Õ( ) to the message length.
Thus, from now on, throughout this section, we ignore the layer of error correcting code,
and consider only message adversaries.

1.4.1

The Protocol in the Ideal Hash Model

We first show how to convert any protocol Π into a protocol that is error resilient in the
Ideal Hash Model. As in previous works (starting with the original work of [27]), our starting
point is the idea of using hashing to check for consistency. Namely, in the protocol Alice
and Bob check equality of their partial transcripts, by sending to each other hashes of their
partial transcripts.
In the Ideal Hash Model, we assume the existence of an “ideal” hash function, that is
known to all parties and does not need to be communicated, and in the analysis we assume
that the number of hash collisions is bounded, yet adversarially chosen (where the cost for
each hash collision is proportional to the length of the hash value). We later elaborate on
how we remove this ideal model assumption, by implementing this ideal hash using a real
hash function.
For the sake of simplicity, throughout this overview we think of the parties appending to
each message they send a hash of their transcript so far. We mention however, that in the
actual protocol, since we want to optimize the communication blowup, we append a hash
only to “long enough” messages, i.e., messages of length at least d, for a carefully chosen
parameter d ∈ N. In particular, we do not append a hash to short messages, and instead
add a hash in every round that divides d (to take care of the case where all the messages
are short).
Each party, upon receiving a message, first checks the consistency of the corresponding
hash with its current transcript. If an inconsistency occurs, the parties enter a correction mode.
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Correction Mode. In correction mode, the parties realize that their transcripts are inconsistent, and they need to rewind their transcript to a point where they believe they
are consistent, yet without backtracking too much. Note that once an error is detected,
the parties cannot simply rewind their transcript one round at a time, since the adversary
can cause them to completely get out of sync. Moreover, they cannot send each other the
round number they are currently simulating, as was done in [2], since this will blowup the
communication by too much. Instead, we adapt the idea of backtracking to a “meeting
point”, an idea that was originated in [27] and used in [19]. For the sake of completeness, we
explain this idea below.
Once the parties realize they are not in sync, they enter a correction mode, and once
in error mode, they send two hashes of their transcript: One hash of the entire transcript,
and the other of the transcript up until the second largest round. If a consistency was
found they go back to the point of consistency. Otherwise, they send two hashes of their
transcript until the largest, and second largest, round which is a multiple of 2. Again, if a
consistency was found they go back to the point of consistency. Otherwise, in the i’th try,
they send two hashes of their transcript until the largest, and second largest, round which is
a multiple of 2i−1 .
In order to avoid the situation where the adversary invests O(1) corruptions, and causes
a party to go back 2i steps, and thus lose 2i bits of a possibly good transcript, the parties go
back 2i steps only after receiving roughly 2i confirmations. The confirmations cannot be in a
single round, since then the adversary could corrupt a single round and cause the parties
to go back (possibly) 2i rounds. Thus, instead these confirmations should span roughly 2i
rounds, and each party keeps a counter of how many confirmations it has.
One important missing piece is that they can be out of sync with respect to which are the
meeting points. Thus, we also append to the message a hash of E, which denotes the number
of rounds the party is in the error mode, and this length determines where the meeting points
should be (which is roughly the power of 2 closest to E).
In previous works, once the parties backtrack, they erase the (seemingly) inconsistent
transcript and continue to simulate the actual protocol. One important point where our
protocol differs from all previous work, is that in our protocol the parties cannot afford to
erase their (seemingly) inconsistent transcripts. This is due to the fact that the messages in
the (seemingly) inconsistent part may be very long. For example, consider the case where
the last message added to the transcript is of length 1, the one prior is of length 2, the one
prior is of length 4, then length 8, and so on. Suppose no errors occurred and everything
is consistent. The adversary can corrupt the hash appended to the short (1 bit) message,
making the parties believe that their transcripts are inconsistent. The parties will backtrack,
but the adversary will continue to make them believe that they are inconsistent, so that they
erase i messages. This means erasing 2i bits of communication, which is way more than the
parties can afford to erase. Therefore, in our protocol, rather than erasing the (seemingly)
inconsistent transcript, we keep it as questionable, and enter what we call a verification mode.
Verification Mode. In the verification mode, the parties simply test whether their questionable messages are consistent. They do this round-by-round, by sending a hash of the
messages corresponding to each round. If their hashes agree, they mark the round as valid,
and continue to the next round. If they arrive to a round where their messages do not
agree, they don’t immediately erase all the questionable transcript. Rather, they erase it
only after they are “sufficiently” confident that they are inconsistent. To this end, they
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send longer and longer hashes until the number of bits of hash are proportional to the
(seemingly) inconsistent transcript, and if the inconsistency persists then the parties erase
their questionable transcript, and continue to simulate the underlying protocol.
This protocol is formally presented in Section 4, and the formal analysis in the Ideal
Hash Model can be found in Section 4.2 and proof will appear in full version.

1.4.2

Our Protocol in the Shared Randomness Model

We next show how to implement the ideal hash functions with a specific hash function. To
this end, we construct a function family H = {hx }, where each hash function hx is associated
with a (possibly long) seed x.
We consider the shared randomness model, where the parties are allowed to share a
(possibly long) random string. We later show how to eliminate the need for shared randomness.
But for now, we assume that the shared randomness is as long as we need. In particular,
we use a different hash function (i.e, a different seed) for each equality test, and assume
that the shared random string contains all these seeds. Since the length of the protocol is
adaptive and not a priori bounded, the length of the common random string is also not a
priori bounded.7
We emphasize that the shared randomness (and in particular the seeds) are known to the
adversary. Therefore the adversary, given a seed x, can try to skew the protocol and cause
the parties to send many messages whose hashes collide.

Note that the adversary has tt = 2Õ()t different ways to corrupt the t bits of the
communication. Thus, he can cause hash collisions in approximately Õ()t bits. If we
append each message of size ` with O(`) bits of hash, the adversary will be able to cause
hash collisions in messages with total volume of Õ()t, which is within the allowed error
range. Indeed, our main challenge is to bound the number of rounds with hash collisions, a
challenge that previous works did not need to deal with since in their setting, communication
complexity and round complexity are equivalent.
If we a priori knew the length of the transcript t and the number of rounds R, then
we could add U = Rt bits of hash to each message, and since the adversary can cause only
Õ()t bits of hash collisions, the number of rounds in which the adversary can cause a hash
collision, is bounded by Õ()R, which is again within our allowed error range.
Since we don’t have such a bound, it is tempting to append to each message sent in
round r a hash of length Ur = trr , where tr is the communication up to the round r. But the
following example shows that such a padding does not suffice, and the adversary can still
force too many rounds with hash collisions.
Consider a protocol that consists of Õ(1/) chunks such that chunk 0 consists of k single
bit messages, and each chunk i 6= 0 consists of a single (long) message of length 2i k, followed
by Õ()k single bit messages. Note that in this case, the total number of hash bits in chunk i
is ≈ 2i , and thus an adversary that corrupts the long message of this chunk can cause hash
collisions in all the rounds of the chunk, resulting with a total of O(R) rounds with hash
collisions.8

7
8

We later show how we convert any such protocol in the unbounded shared randomness model into one
that uses only private randomness.
to be more precise, we need a long enough message at the end of the protocol to give the adversary
enough budget to corrupt all of the long messages.
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To overcome this issue, the idea is to partition the protocol to chunks (which we call
regimes), and append to each message a hash of length that is proportional to the average
length of a message in the chunk. To be precise, we append to each message a hash of length
−tr0
Ur = maxr0 <r trr−r
0 . Unfortunately, in this case the total amount of hash bits being added
can be as large as t log t, which we cannot afford.
To overcome this issue, in each round, instead of sending all the Ur bits of hash, we
send only a hash of these bits, where the seed of this (outer) hash is chosen using private
randomness. Specifically, rather than sending Hx (T ) (which consists of Ur bits), the party
chooses a random seed S, and sends HS (Hx (T )), together with S. This reduces the number
of bits being communicated from Ur to log Ur . Since the adversary does not a priori know
the private randomness chosen by the parties, he cannot corrupt the history to cause a hash
collision in HS in too many rounds. Moreover, since we saw that he cannot cause hash
collisions in Hx (T ) in too many rounds, these hash functions are “safe”. We note that a
similar idea of using a randomized hash function was used by Haeupler [19], for the sake of
improving the rate of his interactive coding scheme. We refer the reader to Section 5 formal
description of the hash function.
Finally, to conclude the analysis, we need to show that adding these (randomized) hash
functions does not blow up the communication by too much. More precisely, one needs
P
to show that r log Ur = O(t). This analysis is extremely delicate and requires several
new ideas.

1.4.3

The Protocol in the Private Randomness Model

Finally, we show how to remove the need for shared randomness, while using only the private
randomness of the parties. Namely, we show how to convert any protocol Π in the shared
random string model, to one that uses only private randomness.
The basic idea is to follow the approach used in previous works (such as [2, 19]), and
replace the long shared randomness with 2−O(T ) -biased randomness, where T is an upper
bound on the communication complexity. Such 2−O(T ) -biased randomness can be generated
using only O(T ) random bits. So, the basic idea is to send these O(T ) bits of randomness in
advance, using an error correcting code. If we indeed had a bound T on the communication
complexity, then this idea would work, and we would be done.
However, in our setting, we do not have an a priori bound on the communication
complexity. In particular, if the communication complexity exceeds O(T ), then the adversary
has the budget to corrupt more than O(T ) bits, and hence can completely corrupt the
randomness s. We overcome this problem by sending more (and “safer”) randomness as the
communication complexity increases.
The protocol starts when one of the paries, say Alice, samples the shared random string
s1 ∈ {0, 1}O(tmin ) on her own (using her private randomness), and sends it to Bob. Then the
parties execute Π with s1 as the shared randomness. Once the communication complexity
exceeds O(tmin /), where  is the corruption rate of the adversary, the random string s1 is no
longer “safe”, and the the parties exchange a new random string s2 of length O(t1 ), where t1
is the current communication complexity. In addition to sending the new random string s2
the parties also resend the previous random string s1 . The reason for resending previous
seeds is that by resending the seeds the goal is to ensure that if one of the seeds was ever
corrupted then the parties will “catch” the adversary, since the adversary does not have
enough budget to continue to corrupt that seed, and the first time that he does not corrupt
it, the parties will notice the inconsistency and abort, with the guarantee that the adversary
performed too many errors.
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In a similar way, after the communication complexity exceed t2 = O(t1 /) a party will
choose at random s3 such that |s1 | + |s2 | + |s3 | = t2 , and will send (s1 , s2 , s3 ), where t2 is the
current communication complexity, etc. As mentioned above, we ensure that if at any point,
a message encoding randomness was decoded incorrectly, then eventually the paries will
abort, and “catch” the adversary with injecting too many errors. This guarantee simplifies
the analysis: Either at some point a randomness message was decoded incorrectly, in which
case the adversary is “caught” with injecting too many errors, or all the parties always agree
on the randomness, in which case correctness follows from the correctness of the underlying
protocol in the shared randomness model.
A minor problem with the above idea is the following: a randomness message (s1 , s2 )
may have been corrupted and converted into a protocol message, and a few rounds later a
protocol message could have been corrupted and converted into the same randomness (s1 , s2 ).
To ensure that the parties will notice such corruption, we add to the randomness also the
rounds r1 , . . . , rk in which randomness were sent.
However, there is still a problem with the above idea, which is that in the early stage of
the protocol, the shared random string has relatively large bias since it is generated using a
short seed, and yet the adversary may have the budget to corrupt many bits, since the total
communication may be large. It can be shown that such a powerful adversary can make too
many hash collisions in the first part of the protocol.
To overcome this problem, we “enforce” that the adversary corrupts at most O() fraction
of any prefix of the protocol. To do so, in each time ti , in addition to sending (s1 , ..., si+1 )
(together with (r1 , . . . , ri )), the parties send the transcript they have seen so far. If the
parties detect that the adversary made significantly more than the allowed  fraction of error,
they abort, causing him to fail by exceeding his allotted corruption budget.
The formal protocol is described in Section 6.

2

Our Results

In this section we present our main theorem, and give an intuitive argument for why our
parameters seem to be optimal. We start by introducing notations and definitions that we
use in our theorem, and throughout the manuscript.

2.1

Notations and Definitions

For any 2-party protocol Π = (A, B), we denote by Trans(Π) the transcript of Π, which
consists of all the messages exchanged throughout an execution of the protocol Π. We denote
by Output(Π) the output of the parties after executing Π. We think of the protocol Π as
being a deterministic protocol with no inputs. This is without loss of generality since we
can always hard-wire the randomness and input into the protocol. We denote by CC(Π) the
communication complexity of Π, and we denote by R(Π) its communication complexity.
We consider simulators for simulating an interactive protocols. A simulator is a probabilistic oracle machine, that uses a protocol Π = (A, B) as an oracle, and produces a new
protocol Π0 = (S A , S B ) that outputs the transcript of Π (even in the presence of error). For
any adversary A we denote by Π0A the protocol Π0 executed with the adversary A.
I Definition 2. We say that an adversary A corrupts at most -fraction of the bits of a protocol
Π0 if the number of corruptions made by A is at most CC(Π0A ), where each corruption
is either a toggle, an insertion or a deletion. The adversary A can be computationally
unbounded, and its corruptions may depend arbitrarily on states of both parties in Π0 .
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I Definition 3. We say that a message is γ-corrupted if the adversary corrupts at least
γ-fraction of the bits of the message.
We say that f (x) = Õ(g(x)) if there exists a c ∈ N such that f (x) = O (g(x) logc (g(x)))

and we say that f (x) = Ω̃(g(x)) if there exists c ∈ N such that f (x) = Ω g(x) log−c (g(x)) .

2.2

Our Main Theorem

I Theorem 4. There exists a universal constant α0 ≥ 0 such
 that for any blowup parameters
0
3
3+ α10
0
α ≤ α0 and α ≤ 1, there exist parameters  = Ω̃ α
, 0 = Ω̃(αα0 ), and δ = αO(1/α ) ,
and there exists a probabilistic oracle machine S, such that for any protocol Π = (A, B), in
which the parties always transmit at least tmin bits (even in the presence of error), and for
any adversary A that corrupts at most -fraction of the bits of the simulated protocol Π0A , the
protocol Π0A (which is the protocol Π0 executed with the adversary A), satisfies the following
properties.
1. CC(Π0A ) ≥ tmin .
2. There exists t0 = (1 + Õ(α))CC(A, B) such that for all t > t0
Pr[CC(Π0A ) > t] ≤ 2 · 2−δt ,
where the probability over the private randomness
of S.


1
0
3. There exists r0 = (1 + O (α )) R(A, B) + O log 2 log CC(A, B) + 1 such that for any
α0

r ≥ r0 , if at most 0 -fraction of the messages are α2 -corrupted, then
Pr [R(Π0A ) > r] ≤ 2 · 2−δr ,
where the probability over the private randomness of S.
4. For any t > 0,
Pr [(Output(Π0A ) 6= Trans(Π)) ∧ (CC(Π0A ) > t)] ≤ 2 · 2−δt ,
where the probability over the private randomness of S.
5. S is a probabilistic polynomial time oracle machine, and hence the computational efficiency
of S A and S B is comparable to that of A and B, respectively.
In Section 2.3 below, we give an intuitive argument for why our parameters seem to
be optimal. Then, the rest of the manuscript is devoted to proving Theorem 4. Before,
explaining our choice of parameters, in what follows, we give a high-level overview of the
structure of the proof of Theorem 4.
Road Map. We first convert Π = (A, B) into a smooth protocol Πsmooth . We show how this
can be done in Section 3. Then, in Section 4, we show how to convert any smooth protocol
Πsmooth into a protocol Πideal , which is error-resilient in the ideal hash model. In this model,
we assume that the adversary is a “message adversary”, which means that if he corrupts
even a single bit of a message the price he pays for such a corruption is the length of the
entire message (more precisely, the maximum between the length of the original message and
the length of the corrupted version of it). Moreover, we assume that the number of hash
collisions is bounded and adversarially chosen. We refer the reader to Section 4 for details.
In Section 5, we show how to convert Πideal into a protocol Πrand1 , which is error resilient
in the common random string model, assuming the adversary is a “message adversary”.
Loosely speaking, this is done by instantiating the ideal hash using public (and private)
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randomness. In Section 6, we show how to instantiate the common random string using
private randomness, to obtain a protocol Πrand2 that is error resilient against any “message
adversary”. Finally, we convert Πrand2 into Π0 = (S A , S B ), where Π0 is the same as Πrand2 ,
except that each message is sent encoded with the error correcting code that is resilient to
insertions and deletions. In Section 7, we “put it all together” and prove that Π0 is the error
resilient protocol guaranteed in Theorem 4 above.

2.3

Intuition Behind our Parameters

In what follows, we give an intuitive argument for why our parameters seem to be optimal.
We emphasize that this is by no means a proof of optimality, but rather an intuition for
where these parameters came from.
As mentioned above, since messages can be of arbitrary length, and since we do not want
to blow up the round complexity by much, we must use an error-correcting code that is
resilient to (adversarial) insertions and deletions. To date, the maximal rate error-correcting
code that is resilient to (adversarial) insertions and deletions is due to Guruswami and Li [18].
√
This code blows up the message length by 1 + Õ( ) and is resilient to  fraction of errors.
Moreover, as argued in Section 1.4, in order to ensure a small blowup in communication
our error-resilient protocol must be relatively “smooth”. In other words, in the error-resilient
protocol, after a message of length ` we should not send a message much longer than `, since
then the adversary will corrupt the length ` message and as a result will cause the next long
message to be obsolete. Suppose for simplicity (for now) that all the messages are all of the
same length `.
Suppose our protocol has blowup 1 + Õ(α) in communication complexity. Thus, we can
use the error-correcting code of [18] that blows up the message length by at most (1 + Õ(α)).
This code is resilient to α2 fraction of errors. Thus, by corrupting α2 ` bits of a message the
adversary can make the next round completely obsolete. Since the adversary can corrupt
-fraction of the bits, he can make α2 -fraction of the rounds obsolete, which implies that it
must be the case that α2 ≤ α, which in turn implies that α > 1/3 .
Note, however, that we cannot assume that all the messages are of the same length since
this will blow up the round complexity by too much. And yet, as mentioned above, we do
need to assume that the error-resilient protocol is somewhat “smooth”, since otherwise the
communication complexity will blow up by too much. Thus, we let β > 0 be a parameter,
such that in the error-resilient protocol after a message of length ` comes a message of length
at most β −1 `. Now, an adversary corrupting Õ(α2 · `) bits of a message can cause β −1 ` bits
to be obsolete. Thus, intuitively, the parties may waste α−2 · β −1 bits of communication
per each corruption. This, together with the fact that the adversary has an -fraction of
corruption budget and the fact that the communication blows up by at most 1 + Õ(α),
implies that α−2 · β −1 ·  < α, which in turn implies that
α3 · β > .

(1)

Therefore, on the one hand we would like to make β as large as possible, to improve the
communication rate; on the other hand, increasing β blows up the round complexity. At
first it seems that requiring this smoothing condition (i.e., that after a message of length `
comes a message of length at most β −1 `), will blow up the round complexity by too much.
The reason is the following: Consider the real world example, where each message sent by
Alice is of length `, and each message sent by Bob is of length 1. Thus, to ensure that Alice
is not wasting ` bits of communication due to a single error in Bob’s message, we need to
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make the protocol smooth and have Alice send her message slowly, first sending the first β −1
bits, then after getting a bit of approval from Bob, Alice will send the next β −2 bits of her
message, and so on. Thus, the number of rounds it will take Alice to send her message is
roughly log β1 (`). This will cause a blowup of roughly log β1 (`) to the round complexity, which
is way too much.
To avoid this blowup, we want to make sure that after a long message does not come a
message which is too short, since short messages may cause a blowup to the round complexity
(if the following message is long). However, this should be done while adding at most an α
fraction to the communication complexity. Thus, we also smooth the protocol in the “other
direction” and require that after a message of length ` comes a message of length at least
α`. Thus, going back to our example above, where Alice is talkative (sends messages of
length `) and where Bob sends messages of length 1, we first convert this to another protocol
where Bob sends messages of length α`. This does not change the round complexity at all,
and changes the communication complexity by at most an α-factor. Now, we smoothen out
this protocol, by having Alice, rather than sending her ` bit message in “one shot”, she will
first send β −1 α` bits, then send the next β −2 α` bits, and so on. Note that this will cause
a blowup of log β1 (α−1 ) in the round complexity. Since we allow a blowup of at most α0 to
the round complexity (without taking into account the blowup due to error, or the additive
0
term), we take β so that log β1 (α−1 ) ≤ α0 , and thus we must take β such that β ≤ α1/α .
This together with Equation (1), implies that
0

α3+1/α > ,
as in Theorem 4 above.
It remains to explain the additive term in the round blowup and the multiplicative term
that depends on the round error-rate 0 . For the latter, clearly, if 0 -fraction of the rounds
were completely corrupted, these rounds need to be redone, and this incurs a blowup of 1 + 0
to the round complexity. As to the former, suppose the original protocol consists of a short
message followed by a very long message, to make this protocol error resilient we will have
to blow up the round complexity by essentially log β1 CC, where CC is the communication
complexity of the original protocol. This is the reason we have the log additive term in the
round complexity.
Finally, we explain why 0 = α · poly(α0 ). We note that for the purpose of our application
(Theorem 1) the exact power of α0 is not important. Consider a protocol that consists of a
single bit per round. In this case we can effort to add a hash check only every α−1 rounds.
In this case, the adversary can corrupt the first message of each chunk of α−1 rounds, which
would render the entire chunk useless. Thus, a corruption of 0 -fraction of the rounds, may
result with a round blowup of 0 α−1 ≤ α0 , which implies that indeed 0 ≤ αα0 .

3

Smooth Protocols

Throughout this section, we refer to “rounds” in a protocol as a one way communication.
Namely, the number of rounds in a protocol is equal to the number of messages that are sent
in the protocol. We note that in Section 4 we diverge from this interpretation, and refer
to “rounds” as a back-and-forth communication between Alice and Bob. This inconsistency
allows us to simplify the notation and the presentation. Note that these two interpretations
can be interchanged, while incurring a blowup of at most 2 in the round complexity.
Let Π be an arbitrary 2-party protocol. We denote by mr the messages sent in the rth
round in Π. In this section we show how to convert any protocol Π into a smooth protocol S Π .
In what follows we denote by Mr the message sent in the rth round in S Π .
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I Definition 5. A protocol is (α, β)-smooth if for every round r the following holds:
α · max{|Mr−1 |, |Mr−2 |, |Mr−3 |} ≤ |Mr | ≤

1
· min{|Mr−1 |, |Mr−2 |, |Mr−3 |}
β

(2)

I Lemma 6. For any α < 14 and β ≤ α8 , the following holds: Any protocol Π can be efficiently
converted into an (α, β)-smooth protocol S Π such that
1. CC(S Π ) ≤ CC(Π) · (1 + 50α).
1 ·CC(Π) + 4
2. R(S Π ) ≤ R(Π) · (1 + 8 log2β α) + 4 log 2β
3. If Π is computationally efficient then so is S Π .
We defer the proof of Lemma 6 to full version.
I Remark 7. In Sections 4, 5, and 6, we show how to convert a smooth protocol into an
error-resilient one. Similarly to previous error-resilient protocols in the literature, we will first
pad the smooth protocol, and only then we convert the padded protocol into an error-resilient
one. However, we will need to pad our protocol in a smooth way. This is done as follows:
Suppose we want to pad our protocol with anywhere between L and 2L bits of 0’s. Suppose
that
j k the last message in the smooth protocol
j k is of length `, then we add a message of length
`
`
β , followed by a message of length β 2 , and so on, until we add between βL and L bits,
after which we add L bits (if we haven’t added so already).
Note that such a padding results in a smooth protocol, where the communication
complexity increases by at least L and at most 2L bits. The number of additional rounds
required to do this padding is at most log β1 L + 1.
From now on, when we say that we convert a protocol Π to a smooth protocol, we assume
that the resulting smooth protocol is padded appropriately.

4

Interactive Coding in the Ideal Hash Model

In this section, we show how to convert any protocol Π into an error resilient protocol, and
analyze its properties in the Ideal Hash Model. This model assumes the existence of an
ideal hash. In our protocol, Alice and Bob check equality of their partial transcripts, by
sending to each other hashes of their partial transcripts. In this section, we consider the Ideal
Hash Model, where when we analyze the communication complexity of the protocol we do
not take into account the length of the hash values, and simply assume that the number of
hash collisions is bounded, yet adversarially chosen. (We explain how we bound the number
of collisions below). In Sections 5 and 6, we show how to remove this ideal model assumption,
by implementing this ideal hash using a real hash function. In these sections, we use hash
values that are short enough so the communication blowup is small, and yet we prove that
with high probability the amount of hash collisions is bounded.
Moreover, we consider an adversary that either leaves a message (and corresponding hash)
intact, or “fully” corrupts it. More precisely, we say that the hash is corrupted if and only if a
collision occurs. In the analysis of this ideal error-resilient protocol, we say that a message is
corrupted if the adversary corrupts any bit of the message (or if he corrupts the corresponding
hash). We let the budget of corrupting a message be the maximum between the original
message length, and the corrupted one. In particular, even if the adversary corrupted a
single bit of a long message of length n (or if he corrupts only the hash corresponding to this
message), we count it as n corruptions. We recall that the reason for this budgeting is that
in our actual error-resilient protocol we will apply the error correcting code of Guruswami
and Li [18] to each message (and hash) separately. Thus, in order to corrupt a message, the
adversary will need to corrupt a constant fraction of the bits in the message. We refer the
reader to Section 7 for details.
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In what follows, we set


1
1
1
0
α
α ≤ 0.01 , α ≤ 1 , d ≥
.
and β ≤ min α ,
α
5αd2
0

(3)

We assume for simplicity that α−1 and β −1 are integers. We assume without loss of
generality, that the underlying protocol Π is (α, β)-smooth. This is without loss of generality
since by Lemma 6, we can convert Π to an (α, β)-smooth protocol while increasing its
communication complexity by a multiplicative factor of (1 + O(α)), and increase the number
of rounds by a multiplicative factor of (1+O(α0 )) and an additive factor of at most log CC(Π),
as desired.

4.1

The Protocol

We note that this (ideal) protocol is quite similar to the error-resilient protocol of Haeupler [19].
The main difference being that we need to first convert the protocol into a smooth one
(whereas the protocol considered in [19] is perfectly smooth since in each round each party
sends a single bit to the other party). Moreover, and more importantly, since our protocol
is not perfectly smooth, when the parties backtrack, they do not erase the questionable
transcript (since the messages in the questionable part may grow exponentially). Instead, the
parties keep this transcript as questionable, and enter a “verification” state where they check
consistency round-by-round. We note that in [19] the questionable transcript is simply erased.
In what follows, we present the (error-resilient) protocol only from Alice’s perspective.
Bob’s perspective is symmetric. During the (error-resilient) protocol, Alice has a private
variable TA , which she believes to be a prefix of the transcript she is trying to reconstruct.
TA is initiated to ∅. We denote by mA the message that Alice sends in the error resilient
protocol.
In what follows, we define all the other notations (in addition to mA and TA ) that are
used in the protocol description:
(1)

(2)

SA , RA , `A , `+ , `− , wA , RA , RA ,
where all of these variables are defined as functions of TA and mA .
From now on we think of each round as consisting of consecutive two messages: a message
sent by Alice and a following message sent by Bob. We note that this diverges from the way
we defined rounds in Section 3, where we thought of each round as containing a single message
(sent by one party). The only reason for this inconsistency is that it is more convenient in
terms of notations. It is important to note that this is only a notational convenience and
does not affect our final result in any way.
For each variable used in our protocol
(1)

(2)

vA ∈ {TA , mA , SA , RA , `A , `+ , `− , wA , RA , RA },
we denote by vA,r the value of vA that Alice uses when sending her round r message, and we
occasionally omit r when it is clear from the context.
During the protocol Alice has a state
SA ∈ {Simulation, Verification} ∪ N.
Loosely speaking, Alice is in a Simulation state when she believes that the transcript TA
that she is holding is indeed a prefix of the correct transcript.
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If SA ∈ N then we say that Alice is in a Correction state. If Alice is in Correction state,
then SA is the first round (in the error-resilient protocol) that Alice has entered this
state. Alice enters a Correction state when she thinks her beliefs are wrong (for example,
when the hashes indicate that TA and TB are inconsistent). During this state, Alice tries
to go back to an earlier round in the transcript (corresponding to the original protocol)
which she believes to be correct. We denote this round by RA . Alice will continue the
simulation from TA [RA ], which denotes the truncated transcript of TA to round RA . As
mentioned above, as opposed to the protocol of Haeupler [19], in our protocol, she does
not delete the suffix of TA , and rather she keeps this suffix as questionable. The reason
she does not erase this questionable suffix, is that it may be the correct suffix (and the
only reason it is questioned is due to an error), and in this case it may be too expensive
to delete and reconstruct, since in our case the messages in the questionable suffix may
grow at an exponential rate.
After a Correction state, Alice enters either another Correction state or a Verification
state, where she decides whether to completely delete, partially delete, or keep, the
questionable suffix. After the Verification state (assuming there were no errors), Alice
enters Simulation state again.
We define r − SA to be zero, when SA ∈ {Simulation, Verification}.
As mentioned above, RA denotes the round in TA that Alice simulates. If SA = Simulation
then RA is equal to the number of rounds in TA .
Let mA,r be the message that Alice sends in round r (of the error resilient protocol), and
let `A,r denote its size. Let mB,r be the message that Alice received from Bob in round r,
and let `B,r denote its size. We define `max,r = max{`A,r , `B,r }. Note that if Bob’s
message was corrupted then `B,r may be arbitrarily large. However, our (error-resilient)
`
protocol has the property that if Bob’s message was not corrupted then `B,r ≤ A,r
β .
We define


`A,r
+
`r = min
, 2`max,r
β
and
`−
r = min




`A,r
, max β −1 , α`max,r
β


.

Let wA,r be 2blog(r−SA )c if SA,r ∈ N, and let wA,r be 0 otherwise. In other words, wA,r is
the number of rounds that the party has been in Correction state, rounded to the closest
power of two.
(1)

(1)

If wA = 0 then let RA = RA . Otherwise, let RA < RA be maximal that divided wA .
(2)

(1)

RA , RA − wA .
In the protocol, at each round r, Alice sends hashes to Bob if and only if r = 0 (mod d)
or `A,r ≥ d, in which case she sends five hashes, one hash corresponding to each of the
following strings:



(1)
(2)
TA [RA ], TA [RA + 1], TA [RA ], TA [RA ], SA .

We note that if RA is equal to the number of rounds in TA , then Alice will not know the
partial transcript TA [RA + 1]. In this case we define TA [RA + 1] = TA [R].
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Alice in round r.

Upon receiving a message from Bob, parse the message as

(mB,r−1 , H(TB,r−1 [RB,r−1 ]), H(TB,r−1 [RB,r−1 + 1]),
(1)

(2)

H(TB,r−1 [RB,r−1 ]), H(TB,r−1 [RB,r−1 ]), H(SB,r−1 )).
We assume that in this ideal model, parsing is easy. When we implement this ideal hash
function in Section 5, we will make sure that indeed Alice will be able to parse correctly
(assuming the message was not corrupted). Denote the size of mB,r−1 by `B,r−1 .
1. If SA,r−1 = Simulation then do the following:
a. If a hash was sent by Bob (i.e., if `B,r−1 ≥ d or d divides r − 1) then check that
H(SB,r−1 ) = Simulation and H(TA,r−1 [RA,r−1 ]) = H(TB,r−1 [RB,r−1 ]).
b. Check that the (partial) transcript (TA,r−1 [RA,r−1 ], mA,r−1 , mB,r−1 ) satisfies the
(α, β)-smoothness condition.
c. If one of these conditions does not hold then let
−
mA,r = 0`r−1
SA,r = r
(TA,r , RA,r ) = (TA,r−1 , RA,r−1 ).
d. Else, set
TA,r = (TA,r−1 , mA,r−1 , mB,r−1 )
RA,r = RA,r−1 + 1
mA,r = Π(TA,r )
SA,r = SA,r−1 = Simulation.
2. If SA,r−1 = Verification then check if all the following conditions hold:
a. |mB,r−1 | ≥ β −1 .
b. H(SA,r−1 ) = H(SB,r−1 )
c. H(TA,r−1 [RA,r−1 ]) = H(TB,r−1 [RB,r−1 ]).
If one of these conditions does not hold then let
−
mA,r = 0`r−1
SA,r = r
(TA,r , RA,r ) = (TA,r−1 , RA,r−1 ).
Else, do the following:
a. If number of rounds in TA,r−1 is greater than RA,r−1 + 1, and
H(TA,r−1 [RA,r−1 + 1]) = H(TB,r−1 [RB,r−1 + 1]),
then let
−
mA,r = 0`r−1
RA,r = RA,r−1 + 1
(SA,r , TA,r ) = (SA,r−1 , TA,r−1 ).
b. Else, if mA,r−1 = mB,r−1 = 1` for some ` > |TA,r−1 | − |TA,r−1 [RA,r−1 ]|, then set
TA,r = TA,r−1 [RA,r−1 ]
RA,r be the number of rounds in TA,r
mA,r = Π(TA,r )
SA,r = Simulation.
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c. Else, if `+
r−1 > |TA,r−1 | − |TA,r−1 [RA,r−1 ]| then let
+

mA,r = 1`r−1
(TA,r , RA,r , SA,r ) = (TA,r−1 , RA,r−1 , SA,r−1 ).
d. Else, let
+
mA = 0`r−1
(TA,r , RA,r , SA,r ) = (TA,r−1 , RA,r−1 , SA,r−1 ).
3. Else, do the following:
a. Compute the values vr0 , vr1 , vr2 as follows:
0
0
If H(SA,r−1 ) 6= H(SB,r−1 ) then
n set vr ← vr−1 + 1.

o
(1)
(1)
(2)
Else, if H(TA,r−1 [RA,r−1 ]) ∈ H(TB,r−1 [RB,r−1 ]), H(TB,r−1 [RB,r−1 ]) then set vr1 ←
1
vr−1
+ 1.

n
o
(2)
(1)
(2)
Else, if H(TA,r−1 [RA,r−1 ]) ∈ H(TB,r−1 [RB,r−1 ]), H(TB,r−1 [RB,r−1 ]) then set vr2 ←
2
vr−1
+ 1.
b. If r − SA,r−1 is not a power of 2,9 then set
−

mA,r = 0`r−1
(TA,r , RA,r , SA,r ) = (TA,r−1 , RA,r−1 , SA,r−1 ).
0
c. Else, if vr−1
> 12 (r − SA,r−1 ) then let
SA,r = r
−
mA,r = 0`r−1
Set vr0 = vr1 = vr2 = 0.
d. Else, if vr1 > 14 (r − SA,r−1 ) then let
SA,r = Verification
(1)
RA,r = RA,r−1
−

mA,r = 0`r−1
Set vr0 = vr1 = vr2 = 0.
e. Else, if vr2 > 14 (r − SA,r−1 ) then let
SA,r = Verification
(2)
RA,r = RA,r−1
−

mA,r = 0`r−1
Set vr0 = vr1 = vr2 = 0.
f. Else, set vr1 = vr2 = 0, and let
−
mA,r = 0`r−1
0
(vr0 , RA,r , SA,r , TA,r ) = (vr−1
, RA,r−1 , SA,r−1 , TA,r−1 ).
Send mA,r , and if r = 0(mod d) or |mA,r | ≥ d then append to mA,r also


(1)
(2)
H(TA,r [RA,r ]), H(TA,r [RA,r + 1]), H(TA,r [RA,r ]), H(TA,r [RA,r ]), H(SA,r ) .
Remark. Bob behaves identically to Alice, except in Steps 1 and 2b, when Bob computes
his next message corresponding to the underlying protocol Π, he computes it by mB,r =
Π(TB,r , mA,r ), whereas recall that Alice computed it by mA,r = Π(TA,r ).

9

Recall that we define r − SA = 0 if SA ∈ {Simulation, Verification}, and we consider 0 to be power of 2.
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4.2

Analysis

Terminology. In what follows, we introduce terminology that we use in the analysis.
We allow the adversary to create collisions in the ideal hash function, in which case we say
that the hash was corrupted. We say that a message is corrupted if the adversary corrupts
any bit of the message, or corrupts the associated hash. We define the budget of corrupting
a message m to be the maximum between the length of m and the length of the corrupted
version of m. Thus, even if the adversary corrupts a few bits of a long message of length n
(or corrupts the associated hash), then we count it as n corruptions. On the other hand, if
the adversary corrupted a single bit message by converting it into a long n-bit message, then
we count it as n corruptions.
We analyze the correctness of the (error-resilient) protocol assuming a bound on these
message corruptions.
I Definition 8. We say that the corrupted messages have volume e if the sum of lengths
of corrupted messages (where each such length is the maximum between the length of the
original message and the length of the corrupted version of it) is e.
Using this terminology we prove the following theorem.
I Theorem 9. Let Π = (A, B) be any (α, β)-smooth protocol, and let Π0 = (S A , S B ) be the
simulated protocol defined above. Let A be any adversary in Π0 , who corrupts at most e0
messages of total volume of at most e. Then, the protocol Π0 , executed with the adversary A,
denoted by Π0A , satisfies the following.
1. CC(Π0A ) ≥ tmin , where tmin is a lower bound of the communication of any instance of Π.
2. CC(Π0A ) ≤ CC(A, B) + 18β −1 e + 20dβ −1 e0 .
3. R(Π0A ) ≤ R(A, B) + 906d log β1 e0 .
4. The parties outputs transcripts of size at most CC(Π0A ) that agree with Π on the first
CC(Π0A ) − 18β −1 e − 20dβ −1 e0 ,
many bits.
5. S is a polynomial time oracle machine.
I Remark 10. We will apply Theorem 9 with an adversary A that corrupts at most e0 =
O(min{0 · R(Π0A ), d CC(Π0A )}) messages of total volume at most e = O( · CC(Π0A )), where
0
 ≤ O(α · β) and 0 ≤ d·logα β −1 . Thus,
CC(Π0A ) ≤
CC(A, B) + 18β −1 e + 20dβ −1 e0 ≤



CC(A, B) + 0(β −1  · CC(Π0A )) + O dβ −1 CC(Π0A ) ≤
d
CC(A, B)(1 + O(α)),
and
R(Π0A ) ≤
1 0
e ≤
β
1
R(A, B) + O(d log 0 · R(Π0A )) ≤
β
R(A, B) + 906d log

R(A, B)(1 + O(α0 )),
as desired.
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Moreover, we will apply this theorem with a protocol Π which is padded by 18β −1 e +
20dβ −1 e0 = O(α · CC(Π0A )) zeros. Thus, Item 4 from Theorem 9 implies correctness.
√
For example, one can set α = O(min{ , (0 )1/3 }), and set β = O(α), d = α1 , α0 = 1, to
obtain an error resilient protocol in the ideal hash model with constant blowup in round
complexity and 1 + O(α) blowup in communication complexity.
We defer the proof of Theorem 9 to full version.

5

Hash Implementation with Shared Randomness

Recall that in Section 4, we presented an interactive coding scheme with the desired guarantees,
in the ideal hash model, where we assume that the number of hash collisions is bounded,
and where the budget for making a collision is proportional to the message length (where
the message length is the maximum between the length of the message that was sent and
the corrupted version of it). We denote this ideal protocol by Π.
In this section, we show how to implement the ideal hash with a real hash function.
Loosely speaking, given a hash function h, we convert the protocol Π to the protocol Πh
which is identical to Π, where the ideal hash function is replaced by h. In order to maintain
the desired efficiency and error-resilience guarantees, we need to ensure that, on the one
hand, these hash values are not too long; and on the other hand there are not too many hash
collisions (i.e., that these hashes form a good equality test). To ensure the latter condition
holds, it is easy to see that we cannot use a single (deterministic) hash function. Instead we
use a family of randomized hash functions.
We construct a function family H = {hx }, where each hash function hx is associated with
a (possibly long) seed x. In this section, we consider the shared randomness model, where
the parties are allowed to share a (possibly long) random string. In Section 6 we show how
to eliminate the need for shared randomness.
In this section we assume that the shared randomness is as long as we need. In particular,
we use a different hash function (i.e, a different seed) for each equality query. Since the
length of the protocol is adaptive and not a priori bounded10 , the length of the common
random string is also not a priori bounded. We assume that there is a separate segment of
the common random string for each round r, and each such segment contains five hash seeds,
since in Π, in rounds that a party sends an ideal hash, the party sends five ideal hashes.
We emphasize that the shared randomness (and in particular the seeds) are known to the
adversary. Therefore the adversary, given a seed x can try to skew the protocol and cause
the parties to send many messages whose hashes collide. To get around this, we construct a
hash family, where each hx is a randomized hash function. When a party sends a hash of a
value V , the party will choose randomness S and will send (S, hx (V, S)). On the one hand,
the randomness S needs to be short, since otherwise this will blowup the communication
complexity by too much. On the other hand, the adversary cannot predict S, and thus will
not be able to skew the messages of the parties towards ones which the hashes collide. We
note that a similar idea of using a randomized hash function was used by Haeupler [19], for
the sake of improving the rate of his interactive coding scheme.
Before presenting our randomized hash family, we start with some preliminaries.

10

In Section 6, we convert any such protocol in the unbounded shared randomness model into one that
uses only private randomness.
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5.1

Preliminaries

Chernoff bounds.
I Lemma 11. For any N ∈ N, and any N independent Bernoulli random variables
X1 , . . . , XN , each with mean ≤ γ, it holds that
Pr[

N
X

1

Xi > 2γN ] ≤ e− 3 γN .

i=1

I Definition 12. A distribution D over Fn2 is δ-bias if for any v ∈ Fn2 \ {0n }, we have that
" n
#
X
1
Pr
≤δ.
vi x i = 0 −
x∼D
2
i=1
I Lemma 13 ([25]). There exists an absolute constant C ∈ N and an efficiently computable
function G : {0, 1}∗ → {0, 1}∗ such that for any size k and a uniformly random string
k
S ∈ {0, 1}Ck , we have that G(S) ∈ {0, 1}2 is a 2−k -biased distribution of length 2k .
I Lemma 14 (6.3 from [19]). There exists a hash family F = {FL }L∈N , such that for every
L ∈ N it holds that FL = {fx }x∈{0,1}2L , and for every x ∈ {0, 1}2L , fx : {0, 1}≤L → {0, 1}.
Moreover, for any k ∈ N and for any vectors V1A , ..., VkA , V1B , ..., VkB ∈ {0, 1}≤L the following
holds:
1. For uniform x = (x1 , . . . , xk ) ∈ ({0, 1}2L )k it holds that for each i ∈ [k], the probability
that fxi (ViA ) = fxi (ViB ) is 12 whenever ViA =
6 ViB , and 1 whenever ViA = ViB . Moreover,
for each i ∈ [k] these probabilities are independent.
2. For δ-biased distribution x = (x1 , . . . , xk ) ∈ ({0, 1}2L )k , it holds that the distribution


1fx1 (V1A )=fx1 (V1B ) , . . . , 1fx (V A )=fx (V B )
k

k

k

k

is δ-close to the case where x is uniform.

5.2

Our Hash Function

We are now ready to construct our family of randomized hash functions. We first define the
randomized hash family H0 = {h0x }, which uses the hash family F from Lemma 14. Recall
that the hash values of H0 should not be too long, since this will result in a large blowup in
communication complexity.
In our construction, as opposed to previous constructions [2, 3, 19], the length of each
hash value depends not only on the length of the message it is appended to, but it also
depends on the length of the entire communication up until the point that the hash was
sent. We note that if we were only concerned with the communication blowup and were not
concerned with the round blowup, then we could have the length of the hash value depend
only on the length of the message it is sent with (in similar spirit to prior work). However, as
we argue below, in order to ensure a constant blowup in round complexity, we must allow the
length of the hash value to also depend on the length of the entire history. This is illustrated
in the following example: Suppose that a short message is sent, and prior to this short
message were a few very long messages (in a way that satisfies the smoothness criterion).
By corrupting a few long messages, the adversary can cause a hash collision in many short
messages (with hash), which will result with a large blowup to the round complexity.
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Hence, we allow the length of the hash value, not only to depend on the length of the
message it is appended to, but also to depend on the length of the communication history.
Note that the parties do not necessarily agree on the history length even if no errors occur in
the current round, since the adversary may insert and delete bits throughout the protocol, in
which case they will fail to parse the message and hash pair correctly.
Thus, we define the hash family H = {hx }, where the output of hx includes the output
of h0x , the randomness used by h0x (which is needed in order check for equality), and also the
length of the hash value. Namely, we define
hx (V ) = (S, h0x (V ; S), 1 · 0w ),
where S is the (private) randomness used by h0x , and w is the length of Hx0 (V ; S).
We next define h0x . As we mentioned, the length of the hash values (denoted by w) may
differ from one round to the next, as they depend on the communication complexity so far,
and on the length of the current message sent. We will specify how w is defined below. But
we first, define h0x assuming w is known.
L
The seed x is random in {0, 1}2L , where we assume that L is greater than the input V
(which is bounded by the communication complexity of the protocol up until the point where
L
the hash is sent). For any y = (y1 , . . . , yL ) ∈ {0, 1}2L and for any k ≤ L, let
fyk (V ) = (fy1 (V ), ..., fyk (V )).
where F = {fy } is the hash family from Lemma 14. The randomness for h0x is denoted by S
and is of size 2C · w. Let h0x be the randomized hash function, that takes as input a variable
V , randomness S, and outputs
w
h0x (V ; S) = fG(S)
(Z) ,

where
Z=

( w
(fx2 (V ), 0)

if |V | ≥ 2w
if |V | < 2w

(V, 1)

In what follows we show how the length w of the hash values are chosen. To this end we
need to define the following variables with respect to a certain round r.
Let QA be the set of all rounds r in which Alice send a hash to Bob.
Note that these are exactly the set of rounds r such that r divides d or Alice send a
message of length ≥ d.
We define QB analogously.
Let aA
r be the number of messages that Alice sent with a hash until (and including)
round r. Namely,
0
0
A
aA
r = |{r ≤ r : r ∈ Q }|.

We define aB
r analogously.
Let tA
r be all the communication received by Alice until (and including) round r. We
define tB
r analogously.
For every r, if Alice sends the message in round r then define
ur =

max

r 0 ∈QA ∩[r−1]

log

A
tA
r − tr 0
.
A
aA
r − ar 0

The definition is analogous in the case that Bob sends the message in round r.
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For every round r, let `r denote the length of the message to be sent in round r, and let


1
+ 6,
wr = dα`r e + dur e + 9 log
γ
where α, γ > 0 are parameters of the scheme, where γ < α (it will be instructive to think
of γ = , where  is the corruption budget of the adversary, and of α as the communication
blowup in the error-resilient protocol).

5.3

Analysis

We denote by E the set of all messages mA,r or mB,r that were not corrupted but had a
hash associated with them that formed a hash collision. Recall that for any set of messages
T , we denote by |T | the volume of T (i.e., the number of bits in T ), and we denote by |T |0
the number of messages in T .
I Lemma 15. Fix  < 0.0005. The protocol ΠH defined in Section 5.2 satisfies the following:
If ΠH consists of ≤ t bits and ≤ r rounds, then for any adversary that corrupts messages
with total volume at most t, we get that
1. With probability ≥ 1 − 10 · e

−

αγ
3 log 1
γ

t

(over the common and private randomness),

|E| ≤ 20γt.
2

2. With probability ≥ 1 − 10e− 3 γr (over the common and private randomness),
|E|0 ≤ 70γr.

5.4

Communication Bound

In this section we will bound the blowup of the communication of ΠH , defined in Section 5.2.
To this end, fix any adversary A for the protocol ΠH , that corrupts at most e0 messages of
total volume at most e. We define a corresponding adversary D for the protocol Π, that
corrupts at most e0 message of total volume at most e, as follows:
The adversary D sends the exact same messages as A does, excluding the hash values.
Recall that for each message in ΠH
A , the part that belongs to the hash value is well-defined
by the suffix of the message 1 · 0w , and hence the adversary D is well defined.
I Lemma 16.
CC(ΠH
A ) ≤ (1 + 50Cα) CC(ΠD ) + e + 600C log

1
·k
γ

where C is the universal constant from Lemma 13, and k is the number of rounds with hash
in ΠD .
The proof of this lemma is deferred to full version.

6

Hash Implementation with Private Randomness

In this section we show how to implement the ideal hashes in protocol Π, defined in Section 4,
without resorting to shared randomness, but rather using only private randomness. To this
end, we will slightly modify the protocol Π, into a new protocol Π0 .
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High-level overview of Π0 . Lets first recall the approach used in previous works [2, 19].
In these works, the long shared randomness is replaced with δ-biased randomness, where
δ = 2−αt and t is a bound on the communication complexity. Such δ-biased randomness can
be generated using only O(αt) random bits. Hence, in previous works, these O(αt) bits of
randomness are sent in advance (using an error correcting code). If we indeed had a bound t
on the communication complexity, then this idea would work, as explained below.
Recall that the randomness is used for equality testing. From Lemma 14, we know that
for any oblivious adversary (i.e., one that is independent of the randomness), the fraction of
collisions in the case where the seed is random is δ-close to the fraction of collisions in the
case where the seed is δ-biased. Denoting by N the number of possible oblivious adversaries,
and by taking a union bound over all possible oblivious adversaries, we conclude that the
probability that there exists an oblivious adversary that causes “too many” hash collisions
in the case where the seed is δ-based is bounded by the same probability where the seed is
truly random plus an additive term of δN . We note that
1

N ≤ 2H()t · 4t = 2O( log  t) ,
and thus
1

δN = 2−αt · 2O( log  t) = 2−Ω(αt) .
Therefore, the probability that there exists an oblivious adversary that causes “too many”
hash collisions is at most 2−Ω(αt) . Note that we can view any (non-oblivious) adversary as
one that chooses an oblivious adversary as a function of the public randomness, and runs
this oblivious adversary. Therefore, we conclude that for any (non-oblivious) adversary the
probability that there are “too many” hash collisions is bounded by 2−Ω(αt) .
However, in our setting, we do not have an a priori bound on the communication complexity.
In particular, if we replace the CRS with δ-biased randomness, where δ = 2−αt for some t,
and if the adversary has a corruption budget of more than O(αt) bits (i.e., the communication
complexity is larger than αt
 ), then our protocol is no longer safe. We overcome this problem
by sending more randomness as the communication complexity increases.
More specifically, the parties start by assuming that the communication complexity is
some small tmin , where tmin is a lower bound on the communication complexity. So, the
protocol starts when one of the paries, say Alice, chooses a random string s ∈ {0, 1}αtmin ,
and sends it to Bob.11
Once t1 ≥ αtmin
bits are sent in the protocol, the safety of this randomness could be

compromised, since the adversary has enough budget to compromise αtmin bits. Hence, each
party, before sending its message, will check whether sending this message will cause the
communication complexity to exceed αtmin
 . If so, then instead of sending the message, the
party will send new randomness. This time, the party will choose at random s2 of size
αt1 − |s1 | and send (s1 , s2 ). If this randomness is inconsistent with the first randomness sent
(s1 ) then the party receiving the randomness aborts.
Once the communication complexity is t2 ≥ αt 1 , again the safety of the previous randomness could have been compromised, and hence as above, if a party is about to send
a message that will cause the communication complexity to exceed αt 1 , then instead of
sending the message, the party will choose at random s3 such that |s1 | + |s2 | + |s3 | = αt2 ,
11

As before, we ignore the error-correcting code, since we consider only message adversaries, that corrupt
messages as opposed to bits, and the budget for corrupting a message is the length of the message (or
the length of the corrupted message, whichever is longer).
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and will send (s1 , s2 , s3 ), etc. If at any point the randomness received is inconsistent with
the previous random string then the party aborts. We refer to these special messages that
transmit randomness by system messages.
There is a slight problem with this idea: How does Bob know which message sent by
Alice corresponds to a message in the initial protocol Π, and which is a system message?
We fix this problem by appending 1’s to system messages, and appending 0’s to messages
corresponding to Π. However, recall, that we do not want to blowup the communication
complexity. Hence we only append these bits to long messages. This is enough, since system
messages are always long.
Note that according to our protocol the parties first receive randomness s1 , then they
receive new randomness (s1 , s2 ), and so on. We ensure that if at any point, a system
message was decoded incorrectly, then eventually the paries will abort, and “catch” the
adversary with injecting too many errors. This guarantee simplifies the analysis: Either
at some point a system message was decoded incorrectly, in which case the adversary is
“caught” with injecting too many errors, or all the parties always agree on the randomness, in
which case correctness follows from the correctness of the underlying protocol in the shared
randomness model.
To ensure that indeed the parties will always notice when a system message was corrupted,
we add to the system message the rounds r1 , . . . , rk in which system messages were sent. This
is done to circumvent the case where the message (s1 , s2 ) was corrupted and converted into
a protocol message, and a few rounds later a protocol message was corrupted and converted
into the same system message (s1 , s2 ). If we do not include the round number then the
parties may never notice that there was a point in the protocol where they did not agree on
the shared randomness. In order to avoid dealing with such cases, we simply include the
round numbers of the system messages.
Finally, we notice that even though we ensure that the parties always agree on the shared
randomness (assuming the adversary does not inject too many errors), there is still a subtle
issue. Note that the first random string s1 is δ-biased for δ = 2−αtmin . As we saw in previous
work, this suffices if the number of oblivious adversaries, restricted to the first tmin -bits,
is bounded by 2O(αtmin ) . However, in our setting, since the total communication may be
significantly larger than tmin , the number of such oblivious adversaries can be as large as
2tmin , in which case the number of rounds with hash collisions can be large. To overcome this
problem, we ensure that in the first tmin bits of communication, the adversary cannot inject
too many errors (without being “caught”). This is done by re-sending the first tmin bits
after tmin /α bits of the protocol were transmitted, and the parties abort if these tmin bits are
/α-far from the first tmin bits of the transcript. More precisely, to each system message sent
after t bits of the protocol were communicated, we append the first αt bits of the transcript.
In what follows we present our protocol Π0 . For the sake of simplicity, after each system
message is sent, the party receiving a system message replies with an “echo” message, by
simply repeating the system message. The purpose of this “echo” message is simply to allow
the other party to send his protocol message (which he didn’t have the budget to send in the
previous round).
1
The protocol Π0 . Let b > 2, and let α ≤ 3200C
, where C is the constant defined in
Lemma 13. Fix any d ∈ N and γ > 0 such that


log γ1
1 −b
γ ≤ min
,2
and d ≥
.
(4)
d
α

For convenience the reader can think of b = 2 and γ = d1 .
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Let Π be the protocol, in the ideal hash model, defined in Section 4, instantiated with
α and d as above, and with any α0 > 0. Let tmin be a lower bound on the communication
complexity of Π, where
tmin ≥ max{α−2 , 250Cα−1 log d},

(5)

and let
W = αtmin .
Let H be the hash family defined in Section 5. The protocol Π0 makes oracle access to the
protocol ΠH (defined in Section 5).
In protocol Π0 , each party maintains a transcript T initialized to ∅, an integer k initialized
to 0, k strings s1 , ..., sk , k partial transcripts P1 , . . . , Pk , and k rounds r1 , ..., rk that will be
determined during the protocol. Intuitively, T is the transcript corresponding to Protocol ΠH ,
s1 , . . . , sk are k seeds that are used to generate the hash function implementing the ideal
hash, and r1 , . . . , rk correspond to rounds in ΠH where the common randomness changes.
Similarly to Π (and ΠH ), in Π0 we interpret the (partial) transcripts as strings.12 .
In Π0 , if a party aborts, it always waits until at least tmin bits are sent before aborting
the protocol, so as to fulfill the requirement that the communication complexity of Π0 is at
least tmin .
In the first round of Π0 Alice does the following:
1. Choose s1 ∈R {0, 1}W , and let k = 1, r1 = 0, and P1 = ∅.
2. Send (s1 , P1 , r1 , 1).
We next describe the protocol from Alice’s point of view, given her private state
(T, k, s1 , . . . , sk , r1 , . . . , rk , P1 , . . . , Pk ).
Bob’s view is symmetric (by switching between A and B). Upon receiving a message mB ,
Alice does the following
1. If in the previous round Alice computed her message in step 4(e)ii of the protocol (or if
the previous round was the first round of the protocol) then check that mB is an echo
of (i.e., equal to) the message sent by Alice in the previous round. If not then halt, and
otherwise goto Step 4c.
2. Otherwise, denote ` = |mB |.
3. If ` ≥ bk W and the least significant bit of mB is 1, then do the following:
k

a. If there exists s, P, r ∈ {0, 1}b

W

, where r is a binary representation of |T |0 , such that

(s1 , ...., sk , s, P1 , ...., Pk , P, r1 , ..., rk , r, 1) = mB ,
and such that P can be obtained from a prefix of T by corrupting messages of volume
|
at most bd|P
log d , then define sk+1 = s, define rk+1 = r, Pk+1 = P , update k ← k + 1,
and send (an echo message) mB .
b. Else, abort the protocol.
12

This is done by standard encoding, where after each bit of the transcript we add a bit that represents
whether the message ended or not. Thus, a transcript of length ` can be described by a string of length
2`.

ITCS 2020

7:30

Interactive Coding with Constant Round and Communication Blowup

4. Else, do the following:
a. If ` ≥ bk W then let m0B be the message mB when the least significant bit of mB is
truncated. Otherwise, let m0B = mB .
b. Update T ← T ∪ {m0B }
c. Define mA = ΠH (T ), using x = x(s1 , . . . , sk , r1 , . . . , rk ) as the shared randomness,
where the exact function x is defined later. If there is no mA to send then abort.
bk W
d. If |T ∪ mA | < 400Cα
then do the following:
i. Update T ← T ∪ {mA }.
ii. Let ` = |mA |.
iii. If ` < bk W then send mA , and otherwise send (mA , 0).
e. Else,
k
i. Let sk+1 , Pk+1 , rk+1 ∈ {0, 1}b W such that sk+1 is a uniformly chosen random string,
Pk+1 consists of the first bk W bits of T (where T is viewed as string) and rk+1 is a
binary representation of |T |0 .13
ii. Send
(s1 , . . . , sk , sk+1 , P1 , . . . , Pk , Pk+1 , r1 , . . . , rk , rk+1 , 1).
iii. k ← k + 1.
I Theorem 17. Fix any adversary A for Π0 that corrupts 0 R(Π0A ) of the messages of total
α
0
0
volume at most CC(Π0A ), for  ≤ bd log
d , where ΠA denotes the protocol Π executed with
the adversary A. Then there exists an adversary D for the protocol Π, that corrupts at most
0 R(ΠD ) + 20 logb CC(ΠD ) messages of total volume at most 2CC(ΠD ),14 such that the
following holds:
1. Π0A always sends at least tmin bits.
2. CC(Π0A ) ≤ (1 + 2600Cα) CC(ΠD ).
3. R(Π0A ) ≤ R(ΠD ) + 2 logb CC(ΠD ).
4. When Π0A ends, both Alice and Bob (separately) can efficiently compute their view of the
transcript of ΠD .
5. The adversary D chooses the hash collisions in a probabilistic manner such that for every
γ
t and every r, with probability ≥ 1 − 20 · 2− 3d t , the volume of hash collisions in the first t
7γ 8

bits of ΠD is at most 35γt, and with probability ≥ 1 − 80r · 2− d r , the number of rounds
with hash collisions in the first r rounds of ΠD is at most 100γr.
6. Π0 is efficiently computable if Π is efficiently computable.
The proof of Theorem 17 is deferred to full version.

7

Putting it all Together

In this section, we prove our main theorem (Theorem 4), using the theorems from previous
sections. We restate our main theorem for the sake of convenience.
I Theorem 18. There exists a universal constant α
0 ≥ 01 such
 that for any blowup parameters
0
3
3+ α0
0
α ≤ α0 and α ≤ 1, there exist parameters  = Ω̃ α
, 0 = Ω̃(αα0 ), and δ = αO(1/α ) ,
and there exists a probabilistic oracle machine S, such that for any protocol Π = (A, B),

The binary representation of |T |0 has length ≤ bk W since bk W ≥
14
ΠD denotes the protocol Π executed with the adversary D.
13

1
α

and so log |T |0 ≤ log

bk W
α

≤ bk W .
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in which the parties always transmit at least tmin bits (even in the presence of error), and
for any adversary A that corrupts at most -fraction of the bits of the simulated protocol
Π0 = (S A , S B ), the protocol Π0A (which is the protocol Π0 executed with the adversary A),
satisfies the following properties.
1. CC(Π0A ) ≥ tmin .
2. There exists t0 = (1 + Õ(α))CC(A, B) such that for all t > t0
Pr[CC(Π0A ) > t] ≤ 2 · 2−δt ,
where the probability over the private randomness
of S.


3. There exists r0 = (1 + O (α0 )) R(A, B) + O log1 2 log CC(A, B) + 1 such that for any
α0

r ≥ r0 , if at most 0 -fraction of the messages are α2 -corrupted, then
Pr [R(Π0A ) > r] ≤ 2 · 2−δr ,
where the probability over the private randomness of S.
4. For any t > 0,
Pr [(Output(Π0A ) 6= Trans(Π)) ∧ (CC(Π0A ) > t)] ≤ 2 · 2−δt ,
where the probability over the private randomness of S.
5. S is a probabilistic polynomial time oracle machine, and hence the computational efficiency
of S A and S B is comparable to that of A and B, respectively.
In the proof of this theorem, we use an error correcting code from a recent work of
Guruswami and Li [18].
I Theorem 19 ([18]). For every α > 0 there is an explicit encoding scheme Enc, Dec :
{0, 1}∗ → {0, 1}∗ with the following properties:
1. For any m ∈ {0, 1}∗ we have |Enc(m)| = (1 + Õ(α))|m|.
2. For any m ∈ {0, 1}∗ and any y that can be obtained from Enc(m) by α2 · |Enc(m)|
insertions and deletions, Dec(y) = m.
3. Enc and Dec are computable by a polynomial time Turing machine.
In the proof of Theorem 18 we use the following padding claim.
B Claim 20. Let α, β ≤ 0.1, and L0 ≥ α−1 . Then any (α, 2β)-smooth protocol Π can be
efficiently converted into an (α, β)-smooth protocol Π0 such that
Π can be computed from the first (1 − 2α) fraction of bits of Π0 .
CC(Π) + L0 ≤ CC(Π0 ) ≤ (1 + 13α)CC(Π) + 3L0 .
R(Π0 ) ≤ R(Π) + log β1 CC(Π) + log β1 L0 + 1.
The proof of this claim is deferred to full version.
Proof of Theorem 18. Fix any α ≤ α0 and α0 ≤ 1. Let C be the constant from Lemma 13
(see Section 5). Let Enc, Dec be the encoding scheme from Theorem 19 with the parameter α.
Recall that for all m, |Enc(m)| = (1 + Õ(α))|m|. Let α1 be the maximal constant that
satisfies,
∀m : |Enc(m)| ≤ 2|m|.

(6)

1
We define α0 = min{α1 , 3200C
}. Given α, α0 define,

1

β=

α α0
320 log2

1
α

,γ=

4
log γ1
α α0
2
,
b
=
,
d
=
, L0 = 250Cα−2 log d ,
240
α0
α
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 = min

α3
α3 β
,
2bd log d 320



3

, 0 =

αα0
, and δ = γ 9 .
log3 α1

These parameters were chosen to satisfy the following claim.
B Claim 21. Our parameters satisfy the following:15
1

3

0

1.  = Ω̃(α3+ α0 ) , 0 = Ω̃(αα0 ) and δ = αO(1/α ) .
2. α <

1
4

and β ≤

α
16 .

3. α, β < 0.1 and L0 ≥ α−1 .
n 1
o
1
4. α ≤ 0.01 , α0 ≤ 1 , d ≥ α1 and β ≤ min α α0 , 5αd
.
2
1

log
5. γ ≤ min d1 , 2−b , d ≥ α γ , and L0 ≥ max{α−2 , 250Cα−1 log d}.
6.
7.

α
bd log d .
18β −1 (35γ + α42 )
0
2
α2

≤

+ 20dβ −1 (35γ + 4) ≤ α.

8. (100γ +  ) · 906d log β1 ≤ α0 and 1812d log β1 0 ≤
9. δ ≤

1
(10α−1 +10)L0 ,

−δx

2·2

1
log α20

.

and for all x > 0 we have that


3 8
120d − γ x
≥ min 1,
· 2 3d + γ −17 · 2− 2 γ x
γ


.

The protocol Π0 is defined as follows:
1. Convert Π into a (α, 2β)-smooth protocol Πsmooth by applying Lemma 6 (Section 3) to
Π, with respect to parameters (α, 2β). These parameters satisfy the requirements in
Lemma 6 by Item 2.
2. Convert Πsmooth into Πpad using Claim 20 (above) with parameters α, β, L0 . These
parameters satisfy the requirements in Claim 20 by Item 3.
3. Convert Πpad to the error-resilient protocol Πideal , which is error-resilient in the ideal
hash model, by applying the protocol from Section 4 to Πpad , with parameters α, α0 , β, d.
Jumping ahead, note that by Item 4, these parameters satisfy Equation (3) which is
required in order to apply Theorem 9.
4. Convert Πideal to the protocol Πrand , which is obtained by instantiating the ideal hash
using private randomness, obtained by applying the protocol described in Section 6 to
Πideal . Jumping ahead, note that by Items 5 and 6, imply that Equations (4) and (5) are
satisfied and the requirements of Theorem 17 are satisfied with respect to any adversary A
that corrupts messages of total volume ≤ α22 CC((Πrand )A ).
5. Convert Πrand to Π0 = (S A , S B ), where Π0 is the same as Πrand , except that each message
is sent encoded with the error correcting code from Theorem 19 with parameter α.
I Lemma 22. The protocol Π0 = (S A , S B ) satisfies the conditions of Theorem 18.
The proof of Lemma 22 is deferred to full version.

15

Each of the following items will later be used to apply a different theorem from previous sections.
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Abstract
In the 1970’s, Lovász built a bridge between graphs and alternating matrix spaces, in the context of
perfect matchings (FCT 1979). A similar connection between bipartite graphs and matrix spaces
plays a key role in the recent resolutions of the non-commutative rank problem (Garg-GurvitsOliveira-Wigderson, FOCS 2016; Ivanyos-Qiao-Subrahmanyam, ITCS 2017). In this paper, we lay
the foundation for another bridge between graphs and alternating matrix spaces, in the context
of independent sets and vertex colorings. The corresponding structures in alternating matrix
spaces are isotropic spaces and isotropic decompositions, both useful structures in group theory and
manifold theory.
We first show that the maximum independent set problem and the vertex c-coloring problem reduce to the maximum isotropic space problem and the isotropic c-decomposition problem,
respectively. Next, we show that several topics and results about independent sets and vertex
colorings have natural correspondences for isotropic spaces and decompositions. These include
algorithmic problems, such as the maximum independent set problem for bipartite graphs, and exact
exponential-time algorithms for the chromatic number, as well as mathematical questions, such as
the number of maximal independent sets, and the relation between the maximum degree and the
chromatic number. These connections lead to new interactions between graph theory and algebra.
Some results have concrete applications to group theory and manifold theory, and we initiate a
variant of these structures in the context of quantum information theory. Finally, we propose several
open questions for further exploration.
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1
1.1

Introduction
Between graphs and matrix spaces: some known bridges

The bridge between perfect matchings and full-rank matrices
It is well-known that some graph-theoretic problems reduce to certain problems about
linear spaces of matrices. A classical example, tracing back to Tutte [105], and then more
systematically examined by Lovász [79, 81], concerns perfect matchings.
Let F be a field, and [n] := {1, . . . , n}. Let G = ([n], E) be a simple and undirected graph,
so E can be viewed as a subset of {{i, j} : i, j ∈ [n], i 6= j}. For n ∈ N and {i, j} where
i, j ∈ [n], i < j, the elementary alternating1 matrix Ai,j of size n × n is the matrix with the
(i, j)th entry being 1, the (j, i)th entry being −1, and the rest entries being 0. Let AG be
the linear space of alternating matrices spanned by Ai,j , {i, j} ∈ E. Then when the field is
large enough, G has a perfect matching if and only if AG contains a full-rank matrix.
A similar construction for bipartite graphs is also classical. Let G = (L ∪ R, E) be a
bipartite graph where L = R = [n], so E can be viewed as a subset of [n] × [n]. For n ∈ N
and i, j ∈ [n], the elementary matrix Ei,j of size n × n is the matrix with the (i, j)th entry
being 1, and the rest entries being 0. Let BG be the linear space of matrices spanned by Ei,j ,
(i, j) ∈ E. Then when the field is large enough, G has a perfect matching if and only if BG
contains a full-rank matrix.
As noted by Lovász [79], these observations give efficient randomized algorithms for
deciding the existence of perfect matchings on bipartite graphs and graphs over a large
enough F via the celebrated Schwartz-Zippel lemma [97, 117]. Furthermore, because the
determinant polynomial can be evaluated efficiently in parallel [14, 31], these are actually
randomized NC algorithms.
This work of Lovász has inspired several prominent results, including randomized NC
algorithms for constructing perfect matchings [66, 87], and the recent breakthrough of quasiNC algorithms for perfect matchings on bipartite graphs [46] and on general graphs [100].

1

An n × n matrix A over F is alternating, if for any v ∈ Fn , v t Av = 0. An alternating matrix is
always skew-symmetric (i.e. At = −A), and a skew-symmetric matrix is also alternating over fields of
characteristic not 2.
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Furthermore, derandomizing the corresponding algorithm for general linear spaces of matrices
– not necessarily those of the form BG or AG – is now known as the symbolic determinant
identity testing problem, and turns out to be of fundamental significance in complexity
theory, as that would imply strong circuit lower bounds which are considered to be beyond
current techniques [28, 65].
In the following, we shall call linear spaces of (alternating) matrices as (alternating)
matrix spaces. For a field F, we use M(s × t, F) to denote the linear space of all s × t matrices
over F, and write B ≤ M(s × t, F) to denote that B is a matrix space in M(s × t, F). Let
M(n, F) := M(n × n, F), and Λ(n, F) be the linear space of all n × n alternating matrices
over F.

The bridge between shrunk subsets and shrunk subspaces
For bipartite graphs, a structure closely related to perfect matchings is the following. Given a
bipartite graph G = (L ∪ R, E) where L = R = [n], we say that a subset S ⊆ L is a shrunk2
subset of G, if |S| > |N (S)| where N (S) is the set of neighbours of S in R. The celebrated
Hall’s marriage theorem [55] says that G has a perfect matching if and only if it does not
have a shrunk subset.
On the matrix space side, it is then natural to define the so-called shrunk subspaces.
Specifically, given a matrix space B ≤ M(n, F), a subspace U ≤ Fn is a shrunk subspace of
B, if dim(U ) > dim(B(U )) where B(U ) := h∪B(U ) : B ∈ Bi, and B(U ) denotes the image of
U under B.
As in the perfect matching case, a bipartite graph G has a shrunk subset if and only if
BG has a shrunk subspace [81]. However, for general matrix spaces, the natural analogue of
Hall’s theorem, namely a matrix space contains full-rank matrices if and only if it has no
shrunk subspaces, does not hold, as evidenced by the space of all 3 × 3 alternating matrices.
(The only if direction trivially holds, though.) Therefore, the bridge between shrunk subsets
and shrunk subspaces is different from the one between perfect matchings and full-rank
matrices.
The problem of testing whether a matrix space has a shrunk subspace arises naturally
from several mathematical and computational displines, including algebraic complexity,
non-commutative algebra, invariant theory, and analysis [48, 49, 61]. Not surprisingly then,
this problem has had several names. We adopt the non-commutative rank problem which
seems widely used now, and refer an interested reader to [48, 61] for the origin of this name.
With all these motivations, the non-commutative rank problem recently received considerable attention, and substantial progress has been made. First raised by Cohn [34] four
decades ago in the study of free fields, it was more recently reached at by Mulmuley in the
context of derandomizing the Noether’s Normalization Lemma [85, 86], and also by Hrubeš
and Wigderson in the context of non-commutative arithmetic circuits with divisions [56].
Only known to be in PSPACE before 2015 [35], this problem was shown to be in P over the
rational number field [48] and over any field [61].
The techniques supporting the solutions to the non-commutative rank problem are
reminiscent of the corresponding techniques for the perfect matching problem on bipartite
graphs. In [48], it is the scaling algorithm [78, 99], generalized to the quantum operator
setting [54]. In [61], it is the classical augmenting path algorithm, generalized to the matrix

2

We call S to be “shrunk” instead of “shrinking”, as we think of the bipartite graph G as shrinking the
set S.
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space setting [58, 60]. Ingredients from invariant theory are also crucial. For [48], Garg et al.
needed the exponential upper bound on generating the ring of matrix semi-invariants [38].
For [61], Ivanyos et al. need the polynomial upper bound [39], which in turn relies crucially
on the regularity lemma developed in [60].

1.2

Between graphs and matrix spaces: a new bridge

In this paper we lay the foundation for yet another bridge between graphs and matrix spaces.
We focus on undirected simple graphs, hence it is natural, as Tutte and Lovász did with
perfect matchings, to work with alternating matrix spaces. We start from independent sets
and vertex colorings, two central structures in graph theory with numerous results from
various motivations [40, 63]. By identifying analogues of them in the alternating matrix space
setting, we arrive at isotropic spaces and isotropic decompositions, which we define now.
I Definition 1. Let A ≤ Λ(n, F) be an alternating matrix space. A subspace U ≤ Fn is an
isotropic space of A, if for any u, u0 ∈ U , and any A ∈ A, we have ut Au0 = 0. For c ∈ N, an
isotropic c-decomposition of A is a direct sum decomposition of Fn into c nonzero subspaces
U1 ⊕ · · · ⊕ Uc , where every Ui is an isotropic space.
Recall that for a graph G = ([n], E), an independent set of G is a subset S ⊆ [n] such that
for any i, j ∈ S, there is no edge from E connecting these two vertices. A vertex c-coloring
of G is a partition of the vertex set into c independent sets. Therefore, the definitions of
isotropic spaces and isotropic decompositions do mimic those of independent sets and vertex
colorings. It is then natural to introduce the following definitions and the corresponding
algorithmic problems.
I Definition 2. Let A ≤ Λ(n, F). The isotropic number of A, denoted as α(A), is the
maximum d ∈ N such that A has an isotropic space of dimension d. The isotropic decomposition number, denoted as χ(A), is the minimum c ∈ N such that A admits an isotropic
c-decomposition.
Given d ∈ N and a linear basis of A ≤ Λ(n, F), the maximum isotropic space problem
asks to decide whether α(A) ≥ d. Given c ∈ N and a linear basis of A ≤ Λ(n, F), the isotropic
c-decomposition problem asks to decide whether χ(A) ≤ c.
Note that α(·) and χ(·) are used to denote the independent number and the chromatic
number of graphs [40], and these choices are deliberate. Also note that for any A ≤ Λ(n, F),
we have α(A) ≥ 1, and χ(A) ≤ n. Indeed, due to the alternating condition, any A ≤ Λ(n, F)
enjoys the property that any 1-dimensional subspace of Fn is an isotropic space of A. It
follows that any direct sum decomposition of Fn into n dimension-1 subspaces is an isotropic
n-decomposition of A. This property corresponds nicely to that for any undirected simple
graph, every single vertex is an independent set. On the other hand, symmetric matrix
spaces do not satisfy this property in general. Therefore, this small but pleasant coincidence
suggests that working with alternating matrix spaces is a natural choice in this setting.
Our first result follows what Lovász did with perfect matchings, and provides a first
indication on the new connection. Recall that given a graph G = ([n], E), we can associate an
alternating matrix spaces AG ≤ Λ(n, F), spanned by those elementary alternating matrices
Ai,j with {i, j} ∈ E.
I Theorem 3. Let G and AG be as above. Then we have
1. G has a size-s independent set if and only if AG has a dimension-s isotropic space. In
particular, α(G) = α(AG ).
2. G has a vertex c-coloring if and only if AG has an isotropic c-decomposition. In particular,
χ(G) = χ(AG ).
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The proof is in Section 4. Theorem 3 demonstrates that the maximum isotropic space problem
and the isotropic decomposition problem are genuine generalizations3 of the maximum
independent set problem and the vertex c-coloring problem, respectively. It also implies
the following.
I Corollary 4. The maximum isotropic space problem and the isotropic 3-decomposition
problem for alternating matrix spaces are NP-hard.
Emboldened by Theorem 3, we propose to view isotropic spaces and decompositions as
linear algebraic analogues of independent sets and vertex colorings, and study these two
structures from the perspectives of graph theory and algorithms. This leads to natural and
interesting mathematical and algorithmic problems, whose solutions bring together strategies,
techniques, and results from several areas, including graph theory, algorithm design, computer
algebra, and algebraic complexity. We regard these results as laying the foundation of a new
bridge between graphs and alternating matrix spaces.
While our investigation started with an analogy, isotropic spaces and decompositions
are actually classical notions, with natural interpretations in group theory and manifold
theory. Therefore, some of our results have concrete applications to these areas. We also
initiate a variant of this theory in quantum information, and find an interesting information
theoretic interpretation of isotropic spaces in quantum error correction. These demonstrate
the usefulness of this new bridge.
Before we go on to detailed descriptions of our results, we set up some notation. We use
Fq , Q, R, and C to denote the finite field with q elements, the rational number field, the
real number field, and the complex number field, respectively. Elements in Fn are column
vectors. In algorithms, subspaces of Fn and Λ(n, F) are represented by linear bases. We may
write Λ(n, Fq ) as Λ(n, q) for convenience. For more details on the computation model, see
Section 2.1.
We also recall some well-known graph-theoretic and/or algorithmic results [40], which
will be useful in seeing the analogues.
1. Whether a graph is bipartite can be tested in deterministic polynomial time.
2. On bipartite graphs, the maximum independent set problem is in P.
n2
3. Any n-vertex and m-edge graph has an independent set of size ≥ 2m+n
[104]4 .
n
4. The number of maximal independent sets on an n-vertex graph is ≤ 3 3 [84].
1
5. The chromatic number of an n-vertex graph can be computed in time (1 + 3 3 )n · poly(n)
[72]5 .
All the above results will be found to have natural correspondences in the alternating matrix
space setting. The reader may find some fun in trying to formulate the correspondences by
him/herself.

1.3

Linear algebraic analogues of bipartite testing and maximum
independent set on bipartite graphs

After Corollary 4, the isotropic 2-decomposition problem is of particular interest, as the vertex
2-coloring problem just asks whether a graph is bipartite, which can be tested efficiently by
breadth-first search. A moment’s thought sugggests that a breadth-first search type idea
seems not applicable to the isotropic 2-decomposition problem (see also Appendix A).
3
4
5

Note that for the maximum isotropic space problem and the isotropic decomposition problem, we
consider all alternating matrix spaces, not necessarily of the form AG coming from a graph G.
This follows from Turán’s celebrated result in extremal graph theory, which is usually stated for cliques,
and implies this by simply taking the complement graph.
This classical result of Lawler was from the 1970’s, and the current status of the art is 2n · poly(n) [17].
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Fortunately, it turns out that this problem has been studied in computer algebra over
finite fields by Brooksbank, Maglione, and Wilson in [20]. Their strategy can be readily
applied to R and C, using some ingredients from [59].
I Theorem 5 ([20, Theorem 3.6], [59]). The isotropic 2-decomposition problem can be solved
in randomized polynomial time over Fq with q odd, and in deterministic polynomial time
over R and C. Furthermore, over Fq with q odd, the algorithm also outputs the linear bases
of the two subspaces in an isotropic 2-decomposition.
While a proof for Fq was already sketched in [20], we still give an exposition of this proof
in Section 5. Besides indicating how to handle R and C, we wish to give some reader a flavor
of how the so-called ∗-algebra technique, pioneered by Wilson [111, 112] in computer algebra,
is applied to this setting. This technique was recently shown to be useful in polynomial
identity testing and multivariate cryptography [59].
Theorem 5 and its proof reveal that the isotropic spaces and the isotropic decompositions
do have connections with, and implications to, other disciplines, just like the case of noncommutative ranks. Furthermore, a quantum variant of the theory can be developed, and
the corresponding isotropic 2-decomposition problem can be solved efficiently using quantum
information theoretic techniques (see Section 12). As mentioned above, the techniques used
to solve the non-commutative rank problem also have their roots in algebra [61] and quantum
information [48]. Perhaps it is not so coincidental that techniques from these areas are
useful again.
In fact, the non-commutative rank problem arises naturally in our context. Since a
bipartite graph is just a graph admitting a vertex 2-coloring, it is natural to make the
following definition.
I Definition 6. An alternating matrix space is bipartite, if it admits an isotropic 2decomposition.
A well-known fact in graph theory is that, on bipartite graphs, the maximum independent
set problem can be solved in deterministic polynomial time, through a reduction to the
minimum vertex cover problem. The latter problem is equivalent to the maximum matching
problem via Kőnig’s theorem. It is then interesting to examine whether bipartite alternating
matrix spaces admit an efficient algorithm for the maximum isotropic space problem. It
turns out that the isotropic number of a bipartite alternating matrix space is closely related
to the non-commutative rank of some matrix space, as we shall see now.
We have mentioned the decision version of the non-commutative rank problem in Section 1.1. We now define the non-commutative rank in a slightly more general setting. Given
B ≤ M(s × t, F), its non-commutative rank is ncrk(B) := s + t − max{dim(U ) + dim(V ) :
∀u ∈ U, v ∈ V, B ∈ B, ut Bv = 0} [47]. Note that the recent works [48, 61] used a slightly
different formulation in the setting s = t.
Given a bipartite A ≤ Λ(n, F), up to isometry (i.e. the action
of T∈ GL(n, F) sending

0
B
A to T t AT := {T t AT : A ∈ A}), every A ∈ A is of the form
, where B is of size
−B t 0
s × t (see Section 3). Let B ≤ M(s × t, F) be the space of such B arising from some A ∈ A.
Then we have:
I Theorem 7. Let A ≤ Λ(n, F) and B ≤ M(s×t, F) be from above. Then α(A) = n−ncrk(B).
Thanks to the solution of the non-commutative rank problem over any field [61], and
Theorem 5 in the case of Fq with odd q, we have
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I Corollary 8. The maximum isotropic space problem for bipartite alternating matrix spaces
of size n × n over Fq , q odd, can be solved in randomized poly(n, log q) time.
The proofs of Theorem 7 and Corollary 8 are in Section 6. In some sense, the non-commutative
rank may be considered as corresponding to the minimum vertex cover size in the bipartite
alternating matrix space setting. However, unlike in the graph case, where the relation
between independent sets and vertex covers is so straightforward, the proof of Theorem 7
requires some twists, because of the “flexibility” of vectors and matrices.
Having seen the implication of the non-commutative rank problem to our setting, let us
examine the following mathematical problem that arises naturally in our context, whose
solution turns out to come from algebraic geometry. Again, let us trace back to the graph
setting, and consider α(n, m) := min{α(G) : G a graph with n vertices and m edges}, where
α(G) is the independence number. A celebrated result of Turán [104] in extremal graph
theory implies that
α(n, m) ≤

l

n2 m
.
2m + n

(1)

Turning to the alternating matrix space setting, it is natural to define α(F, n, m) :=
min{α(A) : A ≤ Λ(n, F), dim(A) = m}. This quantity has been studied by Buhler, Gupta,
and Harris [22] in relation to abelian subgroups of p-groups [4, 23]. The main result of [22],
proved using algebraic geometric techniques, is as follows: for any m > 1, we have
α(F, n, m) ≤

j m + 2n k
,
m+2

(2)

where the equality is attainable over algebraically closed fields6 . This inequality was also
obtained earlier by Ol’shanskii [89]. Comparing Equations 1 and 2, we see that α(n, m) and
α(F, n, m) behave quite differently. For example, by Equation 1, every graph with n vertices
and 2n edges has an independent set of size at least n/5. On the other hand, by Equation 2,
there exists a dimension-2n alternating matrix space in Λ(n, F) with no isotropic space of
dimension ≥ 2.
Motivated by the discussion in the last paragraph, we study the algorithmic problem
of deciding whether there exists an isotropic space of dimension ≥ 2 for A ≤ Λ(n, F). This
is equivalent to ask whether A has an isotropic (n − 1)-decomposition. Note that the
corresponding problem on graphs is trivial, as a graph has an independent set of size ≥ 2 if
and only if it is not the complete graph. It turns out that over Q, this problem is substantially
more difficult.
I Theorem 9. Over Q, assuming the generalized Riemann hypothesis, there is a randomized
polynomial-time reduction from deciding quadratic residuosity modulo squarefree composite
numbers to the problem of deciding whether an alternating matrix space has an isotropic
space of dimension ≥ 2.
The proof is in Section 7. It relies crucially on Rónyai’s fundamental work on computing
algebra structures [92]. One ingredient here is the introduction of the existential singularity
problem for matrix spaces, which turns out to have rich connections to several mathematical
disciplines (see Problem 25 and Section 7.1).

6

While in [22] the main result was stated for fields of characteristic 6= 2, the proof, at least the inequality,
works for any characteristic.
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1.4

Linear algebraic analogues of bounding the number of maximal
independent sets and exact exponential algorithms for chromatic
numbers

An independent set on a graph is maximal if it is not properly contained in some other
independent set. The study of maximal independent sets is a classical demonstration of how
graph theory and algorithm study are intertwined.
In the 1960’s, Erdős and Moser raised the question of bounding the number of maximal
independent sets on a graph. It was subsequently solved by Moon and Moser [84], and
alternative proofs have been found [108, 115]. They show that the number of maximal
independent set of an n-vertex graph is upper bounded by 3n/3 , and this bound is tight.
(Some refinement is required when n is not a multiple of 3.) Since the 1970’s, the problem of
outputting all maximal independent sets or maximal cliques received considerable attention
[7, 64, 73, 103]. One application was provided by Lawler [72], who showed that the MoonMoser bound together with dynamic programming give
√ an algorithm for computing the
chromatic number of an n-vertex graph in time (1 + 3 3)n · poly(n). This algorithm was
the starting point of exact exponential-time algorithms for chromatic numbers. Subsequent
improvements [15, 25, 44] lead to the breakthrough by Björklund, Husfeldt, and Koivisto,
who presented an algorithm in time 2n · poly(n) [17].
Getting back to alternating matrix spaces, the natural correspondence would be maximal
isotropic spaces. Formally, for an alternating matrix space A ≤ Λ(n, F), an isotropic space is
maximal, if there is no isotropic space properly containing it. We then ask analogous questions
over finite fields, namely upper bounding the number of maximal isotropic spaces of A ≤
Λ(n, Fq ), and exact exponential-time algorithms for computing the isotropic decomposition
number χ(A). Interestingly, on one hand, these problems demonstrate behaviours different
from the combinatorial counterpart. On the other hand, strategies and techniques from
graph theory and algorithm design do carry over, in a non-trivial way, to these problems.
Again, such phenomena have been witnessed in the non-commutative rank problem, and
it is interesting to see these happening in this context. Furthermore, our result on the
number of maximal isotropic spaces has a direct application to group theory, as we will see
in Section 1.6.
We now describe our results in more details. To start with, we note that, as in the graph
setting, an easy greedy algorithm outputs one maximal isotropic space (see Proposition 18).
We then consider the number of maximal isotropic spaces for alternating matrix spaces in
Λ(n, q), analogously as done by Moon and Moser for graphs [84]. A trivial upper bound is
1 2
the number of all subspaces of Fnq . This number, q 4 n +Θ(n) , is well-known and classical (see
Fact 29). Any alternating matrix space spanned by a single full-rank alternating matrix
1 2
has q 8 n +Θ(n) maximal isotropic spaces, providing a lower bound. This is also classical
but perhaps not that well-known (see Proposition 30). We show a non-trivial upper bound
as follows.
I Theorem 10. The number of maximal isotropic spaces of any A ≤ Λ(n, q) is upper bounded
1 2
by q 6 n +O(n) .
The proof is in Section 8. We adapt the proof strategy of the upper bound on maximal
independent sets by Wood [115]. This requires analogues of certain graph-theoretic concepts
such as degrees and neighbours in the alternating matrix space setting, which have been
developed in [90]. It works up to some point, but after that, we have to resort to certain
1 2
1 2
linear algebraic techniques. We leave closing the gap between q 8 n +Ω(n) and q 6 n +O(n) an
interesting open problem.
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The proof of Theorem 10 is constructive (see Corollary 35), so we can enumerate all
1 2
maximal isotropic spaces in time q 6 n +O(n) . We then consider the problem of computing
the isotropic decomposition number for A ≤ Λ(n, q). A naive brute-force algorithm, namely
2
enumerating all direct sum decompositions of Fnq , runs in time q n +O(n) . Inspired by Lawler’s
strategy in [72], we combine our Corollary 35 with a dynamic programming idea to obtain
the following.
I Theorem 11. The isotropic decomposition number of A ≤ Λ(n, q) can be computed in time
2
5
q 12 n +O(n) .
The proof is in Section 9. An open question is whether the strategy in [17] for chromatic
numbers can be adapted to obtain an algorithm for isotropic decomposition numbers in time
1 2
1 2
q 4 n +O(n) . This is because the number of subspaces of Fnq is q 4 n +Θ(n) , while the algorithm
in [17] runs in time 2n · poly(n) where 2n is the number of subsets of [n].

1.5

Complexity-theoretic upper bound over C, and the dependence of
the independence number on the maximum degree

We first consider complexity-theoretic upper bounds for the maximum isotropic space problem
and the isotropic 3-decomposition problem. Clearly, these problems are in NP over finite
fields. Over C, we have the following, by resorting to a celebrated result of Koiran on the
Hilbert Nullstellensatz problem [69]. The proof is in Section 10.
I Proposition 12. Let A ≤ Λ(n, C) be given by a linear basis consisting of integral matrices.
The maximum isotropic space problem and the isotropic 3-decomposition problem are in
PSPACE unconditionally, and in PH assuming the generalized Riemann hypothesis.
Our next result has two diverse motivations.
The first motivation is from linear algebra. Given a single alternating matrix A, its
canonical form suggests that hAi admits an isotropic 2-decomposition (see Section 2). Given
a pair of alternating matrices A1 and A2 , it is also known that hA1 , A2 i admits an isotropic
2-decomposition [51, 52, 96] (see also [20, Lemma 3.7]). A natural question is what happens
for alternating matrix spaces of dimension 3, or in general, any constant c.
The second motivation is from graph theory. Given a graph G = ([n], E), let ∆(G) be
the maximum degree over vertices of G. It is well-known that a simple greedy algorithm
yields that χ(G) ≤ ∆(G) + 1 [40, pp. 122]. For A ≤ Λ(n, F), the degree of v ∈ Fn in A can
be defined as degA (v) := dim(hAv : A ∈ Ai) [90]. As mentioned in Section 1.4, this notion
was already useful in the proof of Theorem 10. Let ∆(A) = max{degA (v) : v ∈ Fn }. It is
then natural to ask the relation between χ(A) and ∆(A) in analogy to the graph setting.
This question is closely related to the one in the last paragraph, since degA (v) ≤ dim(A) for
any v ∈ Fn , so ∆(A) ≤ dim(A).
We now present the following result, also deduced from a greedy algorithm.
I Proposition 13. Let A ≤ Λ(n, F). Then χ(A) ≤ O(∆(A) · log n). Furthermore, an
isotropic C-decomposition with C = O(∆(A) · log n) can be found in polynomial time.
The proof is in Section 10. Note that this implies that when dim(A) is a constant, then
χ(A) ≤ O(log n). We leave it an open problem for further improvement of the bound in
Proposition 13.
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1.6

Applications of our results

After studying problems on alternating matrix spaces mostly by way of analogy with graphs,
it is natural to ask whether some results have concrete applications. The answer is quite
affirmative.
In this subsection, we first provide two applications to finite groups, one being computational, and the other being enumerative. As will be explained below, these applications are
based on a family of finite groups, for which testing isomorphism has long been known to
be difficult, and is becoming more urgent in light of Babai’s recent breakthrough on graph
isomorphism [9].
We then describe a variant of our theory in the context of quantum information theory,
and present an information theoretic interpretation of isotropic spaces in the context of
quantum error correction. In Section 3.1, we also present the connections to manifold theory,
and mention a potential application. All these suggest that our results could be of interest
to group theorists, quantum information theorists, and geometers, in particular to those who
work on the computational aspects of these disciplines.
Of course, these applications and connections are not surprising to readers in these fields,
because alternating bilinear maps, and therefore alternating matrix tuples and spaces7 ,
naturally arise in group theory via the commutator bracket, and in manifold geometry via
the cup product in cohomology. Therefore, certain isotropic spaces and decompositions have
natural group-theoretic or geometric interpretations (see Section 3.1).
On the other hand, these applications may look exotic to some other readers, as they
will be stated purely in group theoretic or quantum information theoretic terms. This is
natural and expected, after a bridge is built. Indeed, the present bridge enables us to transfer
problems, techniques, and results in graph theory and algorithm study, to other mathematical
and computational disciplines which otherwise seem barely related to graph theory.
We now describe the first application to finite groups, more specifically, to computing
with matrix groups over finite fields. Matrix groups over finite fields given by generators
form an important model of computing with finite groups. In theoretical computer science,
the study of this model led to the inventions of the black-box group model by Babai and
Szemerédi [11], and the Arthur-Merlin class by Babai [8]. Though some algorithms with
worst-case analyses can be found in [13], even the very basic membership testing problem was
only recently known to be solvable in randomized polynomial time under a number-theoretic
oracle [10].
Overall, our knowledge about this model is rather limited, and many questions await
investigations. One interesting problem is to compute an abelian subgroup of the largest
size. Large abelian subgroups, besides motivations from computational group theory [95],
are useful in controlling the character degrees of the group, which in turn are useful in the
group-theoretic approach for fast matrix multiplication [33]. As a consequence of Corollary 4,
we have the following result, whose proof is in Section 11.
I Theorem 14. Let p be an odd prime. Given a matrix group G over Fp , and s ∈ N, deciding
whether G has an abelian subgroup of order ≥ s is NP-hard.
The proof of Theorem 14 relies on the connection between alternating matrix spaces over
Fp , and p-groups of class 2 and exponent p for odd p, via Baer’s correspondence [12] (see
Section 3.1).
7

For the relations among alternating matrix tuples and spaces, and alternating bilinear maps, see Sec. 2
and B.
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It has long been known that p-groups of class 2 and exponent p form a bottleneck
for testing isomorphism of finite groups. To solve the group isomorphism problem in time
polynomial in the group order is a long-standing open problem [83]. This problem is becoming
more prominent in light of Babai’s breakthrough on graph isomorphism [9], as Babai indicated
the group isomorphism problem as a key bottleneck to put graph isomorphism in P [9, arXiv
version, Section 13.2]. Some interesting progress on testing isomorphism of such p-groups
was recently made by utilizing the connection to alternating matrix spaces [76].
Let us turn to the second application to finite groups. The question of bounding the number
of maximal abelian subgroups has been considered for various group families [6, 42, 109, 116],
but to the best of our knowledge, there had been no results on this question for p-groups
of class 2 and exponent p. Let P be such a group, so that the center Z(P ) ∼
= Zm
p and the
n
Z
central quotient P/Z(P ) ∼
.
The
number
of
maximal
abelian
subgroups
is
upper
bounded
= p
1 2
n
+O(n)
n
trivially by p 4
, the number of subgroups of Zp . Our Theorem 10 then provides the
following improvement, whose proof is in Section 11.

I Theorem 15. Let P be as above. Then the number of maximal abelian subgroups of P is
1 2
upper bounded by p 6 n +O(n) .

Recall that the proof of Theorem 10 starts by following the strategy of Wood’s proof [115]
of bounding the number of maximal independent sets on a graph. We view this as an
interesting and somewhat unexpected example of transferring techniques from graph theory
to group theory.
We also initiate a quantum variant of the theory in Section 12. There, the objects are
a special type of quantum channels, and isotropic spaces and isotropic decompositions are
defined on the Kraus operators of such channels. Furthermore, we require the isotropic
decompositions to be orthogonal. One can then transform classical connected graphs into
such channels, and prove an analogue of Theorem 3. More surprisingly, we also obtain an
efficient isotropic 2-decomposition algorithm, as an analogue of Theorem 5, by resorting to
the recent development on the periodicity of quantum Markov chains [53].
We then present an information theoretic interpretation for isotropic spaces in the
context of quantum error correction. Briefly speaking, from the viewpoint of certain natural
generalizations of quantum gate fidelities [88], isotropic spaces can be viewed as the opposite
structure of noiseless subspaces (Proposition 47), which have been studied intensively in
quantum error correction [68, 77]. Indeed, noiseless subspaces are shelters for the information
residing in them under quantum noise, while the information in an isotropic space would be
completely destroyed by quantum noise.
Let us conclude this subsection with a remark on these applications. After building
a bridge, we expect it to serve as a two-way street between the two sides. However, in
reality there is usually more traffic in one direction than the other. For example, the traffic
between perfect matchings and full-rank matrices mostly goes from the algebra side to the
combinatorial side, e.g., the randomized NC algorithm for perfect matchings [79]. The traffic
between shrunk subsets and shrunk subspaces mostly goes in the other direction, e.g., linear
algebraic analogues of augmenting paths [58] and scaling [54]. So far, our applications in this
work mostly go in the direction from combinatorics to algebra, following the pattern of the
shrunk subset vs. shrunk subspace case. It will be very interesting to explore implications in
the other direction in the future.
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1.7

Outlook

Summary of our contributions
The concepts of isotropic spaces and isotropic decompositions for alternating bilinear maps
are classical, with natural interpretations in group theory and manifold theory. Our key new
insight is that they can be viewed and studied as linear algebraic analogues of independent
sets and vertex colorings. This insight leads us to study algorithmic and mathematical
problems about isotropic spaces and isotropic decompositions, by drawing inspirations from
results and techniques from graph theory and algorithm study. The techniques used to
address the problems range from combinatorics, to algebra, and to quantum information.
We believe that this investigation is fruitful, for the following reasons.
1. First, it discloses new algorithmic and mathematical questions. For example, in Section 1.4
we proposed and studied upper bounding the number of maximal isotropic spaces, and
exact exponential-time algorithms for isotropic decomposition numbers over finite fields.
2. Second, the results obtained have concrete applications to other mathematical and
computational disciplines. For example, in Section 1.6, we described the applications of
our results to finite groups and quantum information.
3. Third, it sheds new lights on known results from different research directions. For example,
in Section 1.3 we compared Turán’s extremal graph result with Buhler, Gupta, and Harris’
algebraic geometric result.
This investigation then lays the foundation for yet another bridge between graphs and
alternating matrix spaces, adding to the classical ones established by Tutte and Lovász.

Open ends
Several interesting open problems have been mentioned before, and here we give a summary
and propose some new ones.
1. By Theorem 10, the number of maximal isotropic spaces of A ≤ Λ(n, q) is upper bounded
1 2
1 2
by f (n, q) = q 6 n +O(n) . There exists an alternating matrix space with g(n, q) = q 8 n +Ω(n)
many maximal isotropic spaces (see Section 1.4). Either improve the current upper bound
f (n, q), or construct an alternating matrix space with more than g(n, q) maximal isotropic
spaces. Note that resolving this problem would lead to a sharp bound on the number of
maximal abelian subgroups of p-groups of class 2 and exponent p.
2. Improve the exact exponential-time algorithm for computing the isotropic decomposition
number for A ≤ Λ(n, q) in Theorem 11. An interesting question is whether the strategy
in [17] can be adapted here. The results in [16] should be useful in this context.
3. Despite Theorem 9, the complexities of deciding whether an alternating matrix space
has an isotropic space of dimension ≥ 2 are not clear over various fields. Even over Q,
our proof for Theorem 9 relies on a special case of the underlying existential singularity
problem for matrix spaces (see Section 7.1), so it is left open even for the general case of
that problem over Q.
4. Investigate the behaviours of the isotropic and isotropic decomposition numbers in the
linear algebraic Erdős-Rényi model [18, 76].
5. Improve the dependence of the isotropic decomposition number on the maximum degree, or
the dimension of the alternating matrix space (see Proposition 13). Note that this problem
has motivations from classical geometry (see the discussions before Proposition 13).

X. Bei, S. Chen, J. Guan, Y. Qiao, and X. Sun

8:13

The structure of the paper
We present certain preliminaries in Section 2. Then in Section 3, we collect some basic facts
and properties about isotropic spaces and decompositions, including their meanings in group
theory and manifold geometry in Section 3.1. We then prove Theorem 3 in Section 4, which
is the basis connecting the graph-theoretic structures and those structures on alternating
matrix spaces. We then prove all the main results mentioned above in the following sections.
(We have mentioned the corresponding section numbers when describing those results.) An
appendix then follows, containing some background material and discussions on certain
conceptual questions.

2

Preliminaries

Notation
For n ∈ N, [n] := {1, . . . , n}. We use ] for disjoint union of sets. The base of the logarithm
is 2 unless otherwise stated.
Let F be a field. We use Fn to denote the vector space of column vectors of length n over
F. The standard basis of Fn consists of vectors e1 , . . . , en , where ei is the vector with the ith
entry being 1, and other entries being 0. The linear span of several vectors or matrices is
denoted by h·i.
For n, d ∈ N, let M(n × d, F) be the linear space of n × d matrices over F, and GL(n × d, F)
the set of n × d matrices over F of rank min(n, d). We also let M(n, F) := M(n × n, F), and
GL(n, F) := GL(n × n, F). Dimension-d subspaces of Fn will be understood as represented
by elements from GL(n × d, F). Given A ∈ M(n × d, F), the transpose of A is denoted by
At ∈ M(d × n, F). For convenience, we sometimes write a vector v in Fn as v = (v1 , . . . , vn )t .
Let K/F be a quadratic extension, and let α denote the image of α ∈ K under the quadratic
involution. For a matrix A ∈ M(n × d, K), A† denotes the conjugate transpose of A.
Depending on the context, 0 may denote either the zero space, a zero vector, or a zero
matrix. The identity matrix in M(n, F) is denoted by In ; we may drop the subscript n when
it is understood from the context. Given a matrix A ∈ M(n, F), its kernel and image are
denoted by ker(A) and im(A), respectively. For U ≤ Fn , the image of U under A is denoted
by A(U ).

Linear algebra
Given U ≤ Fn , a complementary subspace, or just a complement, is some V ≤ Fn such
that V ∩ U = 0, and hU ∪ V i = Fn . Note that complement subspaces of U are not unique.
Indeed, the number of complements of a dimension-d subspace U ≤ Fnq is q d(n−d) . The space
orthogonal to U is {v ∈ Fn : ∀u ∈ U, v t u = 0}. (Over C, the conjugate transpose is used.)
Note that the space orthogonal to U is not necessarily a complement to U .

On matrix spaces
Given a matrix space A ≤ M(s × t, F), the image of U ≤ Ft under A is A(U ) := h∪A∈A A(U )i.
The dimension of A is denoted by dim(A). The (maximum) rank of A is rk(A) := max{rk(A) :
A ∈ A}. Let B ≤ M(s × t, F) be another matrix space. We say that A and B are equivalent,
if there exist C ∈ GL(s, F) and D ∈ GL(t, F), such that A = CBD := {CBD : B ∈ B}.
When working with A, an equivalence transformation is meant to left multiply A with some
C ∈ GL(s, F) and right multiply it with some D ∈ GL(s, F).
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On alternating matrices
Let A, B ∈ Λ(n, F). We say that A and B are isometric, if there exists T ∈ GL(n, F),
such that A = T t BT . Given a dimension-d U ≤ Fn represented by T ∈ GL(n × d, F), the
restriction of A to U by T , denoted as A|U,T , is T t AT ∈ Λ(d, F). The radical of A is the
subspace {u ∈ Fn : ∀v ∈ Fn , v t Au = 0}, which is just ker(A). The rank of A is always even.


0
Ir 0
If rk(A) = 2r, then A is isometric to −Ir 0 0 (see e.g. [71, Chap. XV, Sec. 8]). We
0
0 0
say that A ∈ Λ(n, F) is non-degenerate, if A is full-rank (so n is even).

On alternating matrix spaces
Let A, B ≤ Λ(n, F). We say that A and B are isometric, if there exists T ∈ GL(n, F),
such that A = T t BT := {T t BT : B ∈ B}. Given a dimension-d U ≤ Fn represented by
T ∈ GL(n × d, F), the restriction of A on U via T is A|U,T := {T t AT : A ∈ A} ≤ Λ(d, F).
When it does not cause confusion, we may not write T explicitly, and just say the restriction
of A to U , denoted by A|U . This corresponds to the concept of induced subgraphs in
graph theory. Indeed, we see that U is an isotropic space if and only if A|U is the zero
(alternating matrix) space. Given v ∈ Fn , the radical of v in A, denoted as radA (v), is
{u ∈ Fn : ∀A ∈ A, ut Av = 0} which is a subspace of Fn . Elements in radA (v) correspond
to non-neighbours in graph theory. The codegree of v in A, denoted as codegA (v), is
dim(radA (v)). Note that codegA (v) ≥ 1 for nonzero v, as v ∈ radA (v). The degree of v in
A is degA (v) := n − codegA (v). More generally, for U ≤ Fn , radA (U ) = {v ∈ Fn : ∀u ∈
U, ∀A ∈ A, ut Av = 0}. When A is clear from the context, we may drop the subscript A
in radA (v), codegA (v), degA (v), etc.. It is easy to see that for any v ∈ rad(U ), we have
U ≤ rad(v), or in other words, U ≤ rad(rad(U )).
A vector v ∈ Fn is called isolated in A, if for any A ∈ A, Av = 0, which is equivalent to
say that deg(v) = 0. This corresponds to the concept of isolated vertices in graph theory.
The radical of A, rad(A), is the subspace of Fn consisting of all isolated vectors. We say that
A is non-degenerate, if rad(A) = 0, and degenerate otherwise. If A ≤ Λ(n, F) is degenerate
with
= d > 0, then A is isometric to A0 where each A ∈ A0 is of the form
 0 dim(rad(A))

A 0
, where A0 ∈ Λ(n − d, F).
0 0

Sets, tuples, and spaces
Let A ≤ Λ(n, F) be given by a linear basis A1 , . . . , Am ∈ Λ(n, F). We can collect them as a
set A = {A1 , . . . , Am } ⊆ Λ(n, F). Sometimes it is also useful to impose an order on them,
and form a tuple A = (A1 , . . . , Am ) ∈ Λ(n, F)m . We shall use calligraphic fonts for spaces,
bold fonts for tuples, and sans serif fonts for sets.
Suppose A ≤ Λ(n, F) is given by a linear basis A1 , . . . , Am ∈ Λ(n, F). Then it is clear
that, given U ≤ Fn , for any u, u0 ∈ U and any A ∈ A, ut Au0 = 0, if and only if for any
u, u0 ∈ U and any i ∈ [m], ut Ai u0 = 0. We therefore can define isotropic spaces, and
isotropic decompositions, for sets or tuples of alternating matrices. In particular, since
alternating matrix tuples represent alternating bilinear maps naturally (see Appendix B),
this observation suggests that isotropic spaces and decompositions for alternating matrix
spaces and for alternating bilinear maps are basically the same object. Furthermore, many,
though not all, concepts introduced in Section 2 about alternating matrix spaces can be
translated natually to alternating bilinear maps, including degrees, degeneracy, radicals, etc..
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(Indeed, some notions there are actually borrowed from alternating bilinear maps.) On the
other hand, note that the maximum rank in A is more natually associated with the space
perspective. More discussions on the relation between these two notions are in Appendix B.
Therefore, in the context of isotropic spaces and decompositions, the choices between
alternating matrix spaces and tuples usually do not matter much. The tuple perspective
is more natural from the algorithm perspective, because the input of an alternating matrix
space to an algorithm is usually an ordered basis. The space perspective is more natural for
forming the analogy with graphs, and more naturally allows for some more notions including
the maximum rank, which is important in e.g. the proof of Theorem 9. The set perspective
will be used in the quantum variant of the theory in Section 12. Therefore, it is best to keep
all three perspectives in mind, and see how they fit into our problems.

2.1

Computational models

We will work with two computational models, depending on the problems. The first model
may be called the exact model; see e.g. [80]. This is the model to work with, if field extensions
are unavoidable. In this model, input matrices or vectors are over a field E where E is a
finite field extension over its prime field F, so F is either a field of prime order or Q. Suppose
dimF (E) = d. Then E is an extension of F by a single generating element α. We represent α
by the minimal polynomial of α over F, and an isolating interval for α in the case of R, or
an isolating rectangle for α in the case of C. Note that from this representation, one can
approximate the numerical value of α arbitrarily closely. When we say that we work over R
or C, the input is given as over some number field E in R or C. The algorithm is allowed to
work with extension fields of E in R or C, as long as the extension degrees are polynomially
bounded.
The second model may be called the arithmetic model. In this model, only basic field
operations are performed, and the issue of working with different field extensions does not
arise. Still, over number fields we will be concerned with the bit complexities, though it is
possible that we may be able to only bound the number of arithmetic steps, but not the bit
complexities.
We shall mostly work with Fq , Q, R, and C in this article, though some results extend to
number fields naturally. Sometimes, we make further restrictions like requiring q to be odd,
or the input to be integral.

3

Basic facts and properties

In this section we collect some basic results about isotropic spaces and isotropic decompositions.

On the definitions
The following is a somewhat more intuitive definition of these two notions.
Let A ≤ Λ(n, F), and let U ≤ Fn be an isotropic space. Suppose d = dim(U ). Then form
a change of basis matrix T ∈ GL(n, F), such that its first d columns form a basis of U , and
the rest columns together
with the first d ones span Fn . Then for any A ∈ A, we see that

0
B
T t AT is of the form
where 0 is of size d × d. It is not hard to see that A has a
t
−B C
dimension-d isotropic space if and only if there exists such a change of basis matrix T .
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Similarly, A has an isotropic c-decomposition, if and only if there exist T ∈ GL(n, F), and
P
d1 , . . . , dc ∈ Z+ with
d = n, such that for any A ∈ A, T t AT =

 i i
0
A1,2 . . . A1,c
−At1,2
0
. . . A2,c 


 .
.
.. , where the ith 0 on the diagonal is of size di .
..
..
 ..
.
. 
−At1,c

−At2,c

...

0

Computing the radical
For many problems about isotropic spaces, given a degenerate A ≤ Λ(n, F), usually it is
possible to reduce to the non-degenerate case. This is facilitated by the fact that the radical
of A is easy to compute.
I Observation 16. Suppose A = hA1 , . . . , Am i ≤ Λ(n, F) is given by a linear basis. There is
a polynomial-time algorithm that computes a linear basis of rad(A).
Proof. Observe that rad(A) = ∩ni=1 ker(Ai ). Computing ker(Ai ) and the intersection of
ker(Ai )’s are standard linear algebraic tasks that can be performed as stated.
J

Isotropic spaces and radicals of subspaces
Let A ≤ Λ(n, F). Recall that for U ≤ Fn , we defined radA (U ) = {v ∈ Fn : ∀u ∈ U, v t Au = 0}.
The following observation is immediate.
I Observation 17. Let U ≤ Fn and A ≤ Λ(n, F). Then we have the following.
1. U is an isotropic space of A if and only if U ⊆ rad(U ).
2. U is a maximal isotropic space of A if and only if U = rad(U ).
An easy application of Observation 17 gives a greedy algorithm for computing one maximal
isotropic space.
I Proposition 18. Given a matrix space A ≤ Λ(n, F), a maximal isotropic space can be
computed in polynomially many arithmetic steps.
Proof. We first present the algorithm. Recall that ei is the ith standard basis vector of Fn .
1. Let U = he1 i.
2. While U ( rad(U ):
a. Take any u ∈ rad(U ) \ U .
b. U ← hU, ui.
3. Output U .
To see the correctness, note that in Step (2.a), by the choice of u, we have U ⊆ rad(hU, ui)
and u ∈ rad(hU, ui), so hU, ui is an isotropic space by Observation 17 (1). In Step (3), U
satisfies U = rad(U ), so U is maximal by Observation 17 (2).
To see the running time, note that the while loop will be executed by at most n times,
since dim(U ) increases by 1 in each execution. Each step involves basic linear algebraic
computations which require only polynomially many arithmetic operations.
J
Over R or C, the bit sizes in the above algorithm may blow up, at least with a straightforward implementation, due to the iterative computations of the radicals.
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On field extensions
Let K be an extension field of F. Given A ≤ Λ(n, F), we let AK ≤ Λ(n, K) be the alternating
matrix spaces when we allow linear combinations over K, or in other words, AK = A ⊗F K.
We may write A as AF for further distinction. For AK we allow for isotropic spaces to come
from Kn . Since isotropic spaces and c-decompositions of AF naturally give isotropic spaces
and c-decompositions of AK , we have the following (see also [50, Lemma 6]).
I Proposition 19. Let AF ≤ Λ(n, F) and AK ≤ Λ(n, K) be as above. Then α(AF ) ≤ α(AK ),
and χ(AF ) ≥ χ(AK ).
In Proposition 19, the inqualities for α(·) and χ(·) could be strict, as shown by Buhler,
Gupta, and Harris [22, pp. 277]. Recall that in Section 1.3 we defined α(F, n, m) = {α(A) :
A ≤ Λ(n, F), dim(A) = m}, and Buhler et al. showed that α(F, n, m) ≤ d m+2n
m+2 e, when m > 1
and the characteristic of F is not 2. Furthermore the equality can be attained for algebraically
closed fields. Buhler et al. then demonstrated examples over Fq and Q, for which the
inequality is strict. Consider the example over Q, which is some A ≤ Λ(n, Q) of dimension
n. They show that α(AQ ) = 1 and α(AC ) = 2, which is equivalent to that χ(AQ ) = n and
χ(AC ) ≤ n − 1. This gives the desired separations. Some interesting discussions on R vs C
can be found in [22, Sec. 3].

3.1

Isotropic spaces and decompositions in group theory and manifold
theory

In this subsection, we explain the origins of isotropic spaces and decompositions for alternating
matrix spaces in group theory and manifold theory. These are classical, so the purpose here
is to provide references for interested readers who have not met with these before.

Group theory
Let p be a prime > 2. We consider p-groups of class 2 and exponent p, that is, a group G of
prime power order, with the commutator subgroup [G, G] contained in the centre Z(G), and
every group element g ∈ G satisfying g p = 1.
Let P be such a group of order p` . We have that the commutator subgroup [P, P ] ∼
= Zm
p ,
n
∼
and the commutator quotient P/[P, P ] = Zp . The commutator bracket then gives an
alternating bilinear map φ : P/[P, P ] × P/[P, P ] → [P, P ], or, after fixing bases of [P, P ]
and P/[P, P ], an alternating bilinear map φ : Znp × Znp → Zm
p . On the other hand, given
an alternating bilinear map φ : Fnp × Fnp → Fm
,
one
can
construct
a p-group of class 2
p
and exponent p, Pφ , called the Baer group corresponding to φ, as follows. The group
elements are (v, u) ∈ Fnp × Fm
p , and the group multiplication ◦ is by (v1 , u1 ) ◦ (v2 , u2 ) =
(v1 + v2 , u1 + u2 + 12 · φ(v1 , v2 )). This sets up a two-way correspondence between p-groups of
class 2 and exponent p and alternating biliear maps.
Having set up the connection, let us see the group-theoretic interpretations of isotropic
spaces and decompositions. The following is classical: an isotropic space of φ corresponds to
a normal abelian subgroup of P containing the commutator subgroup (see e.g. [4]). More
recently, Lewis and Wilson proposed the concept of a hyperbolic pair of P [75], which
just consists of two normal abelian subgroups of P which together generate P , and whose
intersection equals [P, P ]. A natural generalization is then the following. A hyperbolic csystem of P consists of c normal abelian subgroups A1 , A2 , . . . , Ac , such that P is generated
by Ai , and for any i, j ∈ [c], i 6= j, Ai ∩ Aj = [P, P ]. A hyperbolic c-system then naturally
corresponds to an isotropic c-decomposition of φ.
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Manifold theory
We then turn to the manifold theory side. We shall just walk through some examples of the
connection, and point the interested reader to the survey [41] for more detailed information.
Let M be a compact Kähler manifold. Let H i (M ; C) be the ith cohomology group of
M with coefficients in C. The cup product ^: H 1 (M ; C) × H 1 (M ; C) → H 2 (M ; C) is a
skew-symmetric bilinear map. Then as an application of results by Castelnuovo and de
Franchis, Catanese [29] showed that there exists a constant holomorphic map f : M → C,
where C is a curve of genus g ≥ 2, if and only if, ^ has a dimension-g maximal isotropic
space. Catanese went on to generalize this connection much further in [29].
Let M be a smooth closed orientable n-dimensional manifold. Let H i (M ; Q) be the ith
cohomology group of M with coefficients in Q. Gelbukh showed that an isotropic space of
^ corresponds to a geometric structure on M [50, Lemma 10, Definition 11, Theorem 13],
called an isotropic system, which consists of smooth closed orientable connected codimensionone submanifolds that are homologically non-intersecting, homologically independent, and
intersecting transversely. The isotropic index defined in [50] for an alternating bilinear map
is just the isotropic number introduced in Definition 1. In particular, our Theorem 3 shows
that computing this isotropic index is NP-hard. The relations of isotropic indices with other
basic notions in manifold cohomology, including the first Betti number and the co-rank of
the fundamental group, are also studied there.

4

Proof of Theorem 3

Recall that we have a graph G = ([n], E), and an alternating matrix space AG which is
spanned by those elementary alternating matrices Ai,j where {i, j} ∈ E.

(1) Isotropic spaces and independent sets
We need to show that G = ([n], E) has a size-s independent set if and only if AG has a
dimension-s isotropic space.
For the only if direction, let T = {i1 , . . . , is } be a size-s independent set of G. Let U
be the subspace of Fn spanned by ei1 , . . . , eis ; recall that ei denotes the ith standard basis
vector of Fn . It is easy to verify that U is an isotropic space of A of dimension s.
For the if direction, let U = hu1 , . . . , us i be a dimension-s isotropic space of AG . We form
an n×s matrix U such that the ith column of U is ui , that is, U = [u1 , . . . , us ] ∈ GL(n×s, F).
Suppose U t = [w1 , . . . , wn ] ∈ GL(s × n, F), wi ∈ Fs . Since U is of rank s, there exist integers
i1 , . . . , is , 1 ≤ i1 < · · · < is ≤ n, such that wi1 , . . . , wis are linearly independent. We now
claim that {i1 , . . . , is } forms an independent set of the original graph G = ([n], E). If not,
suppose {ij , ij 0 }, 1 ≤ j < j 0 ≤ s, is in E. As U is an isotropic space of AG , we have that for
any {k, `} ∈ E, U t Ak,` U = 0. As Ak,` = ek et` − e` etk , we have
U t Ak,` U = U t (ek et` − e` etk )U = wk w`t − w` wkt = 0,
which implies that wk and w` are linearly dependent. It follows that wij and wij0 are linearly
dependent. We then arrive at a contradiction.

(2) Isotropic decompositions and vertex colorings
We need to show that G = ([n], E) has a vertex c-coloring if and only if AG has an isotropic
c-decomposition.
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For the only if direction, assume G has a vertex c-coloring, and let [n] = T1 ] T2 ] · · · ] Tc
be a partition of [n] into disjoint union of independent sets. Suppose |Tj | = tj , and
Tj = {ij,1 , . . . , ij,tj } ⊆ [n]. Let Uj = heij,1 , . . . , eij,tj i ≤ Fn , so Fn = U1 ⊕ U2 ⊕ · · · ⊕ Uc . By
(1), every Uj is an isotropic space. This gives an isotropic c-decomposition of AG .
For the if direction, let Fn = U1 ⊕ U2 ⊕ · · · ⊕ Uc be an isotropic c-decomposition. Let
Pi
di = dim(Ui ), and bi = j=1 dj , for i ∈ [c]. Set b0 = 0. Let P = [p1 , . . . , pn ] be an n × n
invertible matrix, where pi ∈ Fn , such that pbi−1 +1 , . . . , pbi form a basis of Ui . By abuse
of notation, we also let Ui = [pbi−1 +1 , . . . , pbi ] ∈ GL(n × di , F), so P = [U1 , . . . , Uc ]. Let
Wi = Uit = [wi,1 , . . . , wi,n ] ∈ GL(di × n, F). Since Ui is an isotropic space, by (1), we know
that for any {k, `} ∈ E, wi,k and wi,` are linearly dependent.
We then use the following simple linear algebraic result, which is a consequence of the
Laplacian expansion. For A, B ⊆ [n] of the same size, we let C|A,B to denote the submatrix
of C with row indices from A and column indices from B.
I Lemma 20. Let P = [U1 , . . . , Uc ] ∈ GL(n, F), Ui ∈ GL(n × di , F), and suppose det(P ) 6= 0.
Then there exists a partition of [n] = T1 ] T2 ] · · · ] Tc , where |Ti | = di , such that ∀i ∈ [c],
rk(Ui |Ti ,[di ] ) = di .
We claim that the partition of [n] = T1 ] T2 ] · · · ] Tc from Lemma 20 gives a vertex
c-coloring of G. To see this, observe that, the condition rk(Ui |Ti ,[di ] ) = di is equivalent to
that the vectors wi,j , j ∈ Ti , are linearly independent. This implies that G cannot have edges
of the form {k, `} where k, ` ∈ Ti , as otherwise wi,k and wi,` would be linearly dependent.
Hence Ti is an independent set for any i ∈ [c]. This completes the proof of the second part
of Theorem 3.

5

An exposition of the proof of Theorem 5

As mentioned in Section 1.3, we give an exposition of the proof of Theorem 5 for Fq in [20],
using some ingredients from [59] to handle R and C. The main purpose is to give the reader
a flavor of how the so-called ∗-algebra technique is applied in this context. We could not
give all the details here, as that would be too long and unnecessary; the interested reader
may wish to go to [21, 59, 111], which contain detailed proofs for using ∗-algebras to solve
several closely related problems.
Recall that we are given A = hA1 , . . . , Am i ≤ Λ(n, F), and our goal is to find a non-trivial
direct sum decomposition Fn = U1 ⊕ U2 , such that A|Ui = 0 for i = 1, 2. We first reduce to
the non-degenerate setting as follows. Suppose A is degenerate, that is, there exists T ≤ Fn
of dimension n0 such that A0 = A|T is non-degenerate. Then it is not hard to verify that A
admits an isotropic 2-decomposition if and only if A0 admits an isotropic 2-decomposition.
In the following we assume that A is non-degenerate. Let A = (A1 , . . . , Am ) ∈ Λ(n, F)m .
The adjoint algebra of A is defined as Adj(A) := {D ∈ M(n, F) : ∃B ∈ M(n, F), ∀i ∈
[m], B t Ai = Ai D}. Since A is non-degenerate, if such B exists, then it is unique. Then
a natural involution (an anti-automorphism of order at most 2) on Adj(A) is to send
D ∈ Adj(A) to this unique B satisfying B t Ai = Ai D for any i ∈ [m], also denoted as D∗ .
The adjoint algbera is the key device for the algorithm.
We now translate the isotropic 2-decomposition problem for A, and therefore A, to a
problem about Adj(A). Any direct sum decomposition Fn = U1 ⊕ U2 can be encoded as
a projection matrix P ∈ M(n, F), that is, P 2 = P , im(P ) = U1 , ker(P ) = U2 . The key
observation in [20] is that, P corresponds to an isotropic 2-decomposition if and only if
P ∈ Adj(A) and P ∗ = I − P . This means that we need to search for an idempotent P
in Adj(A) satisfying P ∗ = I − P . Following [20], we call such an idempotent a hyperbolic
idempotent.
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To do that, we utilize the ∗-algebra structure of Adj(A). For this, we recall in a nutshell the
structure of ∗-algebras. Let A be a ∗-algebra. The Jacobson radical of A, denoted by rad(A),
is the largest nilpotent ideal of A, and it is invariant under ∗. The factor algebra A/rad(A)
is semi-simple, namely it is a direct sum of simple algebras. Let A/rad(A) ∼
= S1 ⊕ · · · ⊕ Sk ,
where each Si is simple. The ∗ either switches between Si and Sj , i 6= j, or preserves Si .
Both cases are referred to as ∗-simple. The former case is called the exchange type. In
the latter case, Si is a simple algebra with an involution. Over any field, Wedderburn’s
theory gives a characterization of such simple algebras (see e.g. [5, Chap. 5]). Based on this,
involutions on simple algebras are also classified [3, Chap. X.4], and explicit lists for Fq , R,
and C can be found in [59].
Given this structure, the idea is to reduce the search for a hyperbolic idempotent from
general ∗-algebras to simple ∗-algebras. Clearly, if A contains a hyperbolic idempotent, then
A/rad(A), and each ∗-simple summand of A/rad(A), all contain hyperbolic idempotents.
On the other hand, suppose each ∗-simple summand of A/rad(A) contains a hyperbolic
idempotent. Then the sum of these idempotents is a hyperbolic idempotent for A/rad(A).
From here, to obtain a hyperbolic idempotent for A, we can use the classical idempotent
lifting technique (see e.g. [112, Lemma 5.10]).
Therefore, it remains to handle the ∗-simple case. Let K denote some appropriate division
algebra containing F. The reader may as well think of K as an extension field, as for Fq , R,
and C, the only “non-field” case is the quaternion algebra over R. The exchange type is easy
to handle: it is ∗-isomorphic to M(`, K) ⊕ M(`, K)op with (A, B)∗ = (B, A). So one hyperbolic
idempotent can be (I, 0). The simple case is more interesting. It is isomorphic to M(`, K)
with the involution defined by some non-degenerate classical form F ; this includes alternating,
symmetric, and Hermitian ones.8 Then for A ∈ M(`, K), A∗ = F −1 A† F , where † denotes
either transpose (for alternating and symmetric) or conjugate transpose (for Hermitian). The
problem is then to find a hyperbolic idempotent, or equivalently, an isotropic 2-decomposition,
for this form F . But now this is a single form, so one can bring it to say a canonical form,
and examine case by case.
For example, over C, there are two types, symmetric and alternating. (The Hermitian
type does not appear because ∗ isrequired
 to preserve C.) A non-degenerate alternating
0 I
form can always be transformed to
, so isotropic 2-decomposable. A non-degenerate
−I 0
symmetric form can be transformed to the identity matrix I. When I is of odd size `,
then it does not admit an isotropic 2-decomposition. Because if so, then I is isometric to
0 A
J =
, where A is of size i × (` − i). But then rk(J) is either 2i or 2(` − i), an
At 0
even number, so J is degenerate, a contradiction. When
I is

 of even
  size`, then
 it has
 an
1 i 1 0 1 i
0 2i
isotropic 2-decomposition. This is because we have
=
. We
i 1 0 1 i 1
2i 0


0
2iI 0
can then use this to bring I to
, where I 0 is the `/2 × `/2 identity matrix. Similar
2iI 0
0
reasonings can be carried over R and Fq .
To make the above procedure constructive, we need to compute the algebra structure
efficiently. This can be done, over Fq with randomness [93] and over C deterministically [43,94].
We also need to compute the ∗-algebra structure, e.g. the forms associated with a simple
∗-algebra, by [21, 59, 111]. Finally, we need to compute the canonical forms of various forms
by [107, 113].

8

While in principle this is correct, depending on the field, some type may not exist. For details see [59].
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For the algorithm analysis, we work in the exact model, as going to extension fields is
already unavoidable in computing the algebra structure. Over Fq , one can always recover,
from the solutions in the simple cases, an explicit hyperbolic projection matrix P over
the original field, and then we can obtain the bases of the two subspaces in an isotropic
2-decomposition by computing the image and kernel of P . Over R and C, one can represent
this projection matrix as a product of matrices over different extension fields [59, Sec. 3.5].
This concludes an exposition of the algorithm.

6

Proof of Theorem 7

Let us first recall the alternative definition of non-commutative rank for a slightly more
general situation. Given B ≤ M(s × t, F), an isotropic pair is a pair of vector spaces (U, V ),
U ≤ Fs , V ≤ Ft , such that for any u ∈ U, v ∈ V , and any B ∈ B, we have ut Bv = 0. The
non-commutative rank of B is then defined as ncrk(B) := (s+t)−max{c+e : c = dim(U ), e =
dim(V ), (U, V ) is an isotropic pair of B}. Note that the recent works [48, 61] mostly deal
with the setting that s = t. Suppose
 ncrk(B) = r. By equivalence transformations, we can
B1 B2
assume that every B is of the form
, where B2 is of size a × b such that a + b = r.
0 B3
We review the setting for Theorem 7. Let A ≤ Λ(n, F) be a bipartite alternating matrix
space.
By isometric transformations, we can assume that every A ∈ A is of the form

0
B
where B ∈ M(s × t, F), s + t = n. All such B form a matrix space B ≤ M(s × t, F).
−B t 0
We call such B a matrix space induced from the bipartite structure of A.
Before proving Theorem 7, let us examine some examples of isotropic spaces of A.
1. First note that α(A) ≥ max{s, t}.
2. Second, suppose ncrk(B) = r, so there
exists

 P ∈ GL(s, F) and Q ∈ GL(t, F), such that
B1 B2
every matrix in P BQ is of the form
, where B2 is of size a×b such that a+b = r.
0 B3
 t

P
0
Let R =
. Then we have
0 Q




P 0
0
B Pt 0
Rt AR =
0 Qt −B t 0
0 Q


0
P BQ
=
−(P BQ)t
0


0
0
B1 B2
 0
0
0 B3 
,
= 
−B t
0
0
0
1
−B2t −B3t 0
0
from which we get an isotropic space, consisting of the zero blocks in the middle part, of
dimension n − r. (Note that the zero matrix at the (2, 3) position is of size (s − a) × (t − b),
and the isotropic space corresponding to the zero blocks in the middle part is of size
(s − a) + (t − b) = (s + t) − (a + b) = n − r.)
3. The third example we now describe represents a difference from the graph-theoretic
setting. Suppose s = t, and every B ∈ M(s, F) is symmetric. So n = 2s. Then let
U = {u ∈ Fn = F2s : u = (u1 , . . . , us , u1 , . . . , us )t ∈ Fn } ≤ Fn . That is, U consists
of those vectors whose ith component equals the (i + s)th component, for i ∈ [s], and
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dim(U ) = s. We claim
  that U is an isotropic space of A. To see this,
 for a given
 u ∈ U,
v
0
B
s
we can write it as
where v ∈ F . So for A ∈ A such that A =
, we have
v
−B t 0

 
 t
 0
B v
= −v t B t v + v t Bv = −v t Bv + v t Bv = 0.
v vt
−B t 0 v
The proof of Theorem 7 basically suggests that isotropic spaces of the third type are not
going to matter for the comparison with α(A). We now go into the proof.
Proof of Theorem 7. Let r = ncrk(B) and d = α(A).
We first show that α(A) ≥ n − ncrk(B). Note that r ≤ min{s, t}, because we have
the trivial isotropic pairs (Fs , 0) and (0, Ft ). If r = min{s, t}, note that n − min{s, t} =
max{n − s, n − t} = max{s, t}, and we do have isotropic spaces of dimensions s and t,
respectively, by (1) from above. If r < min{s, t}, then by (2) from above, there is an isotropic
space of dimensions n − r. This shows that α(A) ≥ n − ncrk(B).
We then show that α(A) ≤ n − ncrk(B), or equivalently, ncrk(B) ≤ n − α(A). Again,
if α(A) = max{s, t}, then ncrk(B) ≤ n − max{s, t} = min{s, t}, which trivially holds. So
we assume that α(A) > max{s, t}. Let U be an isotropic space of dimension d = α(A),
and take an n × d matrix whose columns
form a basis
 0
 of U , which, by abuse of notation,
v1 v20 . . . vd0
is also denoted by U . Let U =
, where vi0 ∈ Fs , and wi0 ∈ Ft . Let
w10 w20 . . . wd0




V 0 = v10 v20 . . . vd0 , and W 0 = w10 w20 . . . wd0 . By doing a linear combination


V
0
over the columns, we can assume that U is of the form
where V ∈ M(s × c, F),
W 00 W
W 00 ∈ M(t × c, F), and W ∈ M(t × e, F), such that c + e = d, rk(V ) = c, and rk(W ) = e.
By abuse of notation, let V be the subspace of Fs spanned by columns in V , and W the
subspace of Ft spanned by columns in W .
B Claim 21. Let V and W be as above. Then (V, W ) form an isotropic pair for B.




V
0
v1 v2 . . . vd
Proof. From above we have that U =
, and suppose U =
.
W 00 W
w1 w2 . . . wd
This means that vi = 0 for c < 
i ≤ d. Since U 
is an isotropic
  space of A, we have, for
 t

0
B
0
B
vj
any i, j ∈ [d], and A =
∈ A, vi wit
= −wit B t vj + vit Bwj =
t
t
−B
0
−B
0 wj
−vjt Bwi + vit Bwj = 0, so vit Bwj = vjt Bwi . In particular, for any column vector v ∈ V and
any column vector w ∈ W , we have v t Bw = 0t Bw00 = 0 for some column vector w00 ∈ W 00 .
This concludes the proof.
C
We then get that ncrk(B) ≤ (s+t)−(c+e) = n−d = n−α(A), and the proof is concluded.

J

We now set out to prove Corollary 8. For this we need one more ingredient. In the
literature [48, 61], the computation of the non-commutative ranks only deals with the case
when s = t. To use that for general M(s × t, F) we need a little twist.
I Proposition 22. Over any field F, computing the non-commutative rank of B ≤ M(s × t, F)
can be done in deterministic polynomial time.
Proof. If s = t, this follows from [61]. Without loss of generality, let us assume
s < t.
 then

0
We shall construct some C ≤ M(t, F) as follows. First, for any B ∈ B, let B 0 =
, where 0
B
is of size (t − s) × t, so B 0 ∈ M(t, F). Second, recall that Ei,j is the elementary matrix with
the (i, j)th entry being 1, and the rest entries being 0. Then C is the matrix space spanned
by all B 0 and Ei,j with 1 ≤ i ≤ t − s and 1 ≤ j ≤ t.
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We claim that ncrk(B)+(t−s) = ncrk(C). To see that ncrk(B)+(t−s) ≥ ncrk(C), let (U, V )
be an isotropic pair of B, where U ≤ Fs , V ≤ Ft , such that ncrk(B) = s+t−dim(U )−dim(V ).
Let U 0 ≤ Ft be the image of U under the embedding Fs to Ft by sending ei to ei+t−s . Clearly,
(U 0 , V ) is an isotropic pair for C, so ncrk(C) ≤ 2t − dim(U 0 ) − dim(V ) = (t − s) + s + t −
dim(U ) − dim(V ) = (t − s) + ncrk(B).
To show that ncrk(B) + (t − s) ≤ ncrk(C), let (U, V ) be an isotropic pair of C. If
ncrk(C) = t, then the equality is trivial. So in the following we assume ncrk(C) < t. We
claim that if V 6= 0, then U is a subspace of het−s+1 , . . . , et i. Suppose not, then U contains
a vector u = [u1 , . . . , ut ]t with some ui =
6 0 for 1 ≤ i ≤ t − s. Because Ei,j is present in C
for 1 ≤ j ≤ t, for v ∈ Fn to satisfy that ut Ei,j v = 0 for any 1 ≤ j ≤ t, v has to be 0. This
implies that V has to be 0. Therefore all isotropic pairs of C, except a trivial one (Ft , 0), are
also isotropic pairs of B. Therefore, if ncrk(C) < t, and (U, V ) is an isotropic pair for ncrk(C)
such that ncrk(C) = 2t − dim(U ) − dim(V ) < t, we have V =
6 0, so U ≤ het−s+1 , . . . , et i.
Let U 0 be the image of U under the projection from Ft to Fs by sending (v1 , . . . , vt )t to
(vt−s+1 , . . . , vt )t . We see then dim(U 0 ) = dim(U ), and (U 0 , V ) is an isotropic space for B.
From this we can conclude the proof.
J
We are now ready to prove Corollary 8.
Proof of Corollary 8. Given A ≤ Λ(n, Fq ), q odd, first put it into the explicit bipartite form
using Theorem 5, which also produces the bases of the two subspaces in an isotropic 2decomposition. Then for a matrix space B ≤ M(s × t, F) induced from the bipartite structure,
compute its non-commutative rank r = ncrk(B) using Proposition 22. The isotropic number
of A is then n − r, by Theorem 7.
J
I Remark 23. To obtain analogues of Corollary 8 over R and C, the bottleneck is that over
R and C, Theorem 5 only outputs the projection matrix as the product of a sequence of
matrices over different extension fields. This prevents us from working with the bases of
the subspaces in an isotropic 2-decomposition directly. Of course, if we are content with
approximating those algebraic numbers up to certain precision, we can use the representation
of the projection as a product of matrices over different extension fields to get such, and then
work with that.

7

Proof of Theorem 9

Let us first work with general F, and then restrict to our target field Q at some point. Recall
that the problem is to decide whether an alternating matrix space A ≤ Λ(n, F) has an
isotropic space of dimension 2. We first make the following easy observation.
I Observation 24. Let A = hA1 , . . . , Am i ≤ Λ(n, F). Then A has an isotropic space of
dimension 2, if and only if there exist linearly independent v, w ∈ Fn such that for any A ∈ A,
v t Aw = 0, which is further equivalent to that for any i ∈ [m], v t Ai w = 0.
We now need to prove some auxiliary results. Let B = hB1 , . . . , Bm i ≤ M(n, F), and let
B = (B1 , . . . , Bm ) ∈ M(n, F)m . Here is a natural problem about matrix spaces.
I Problem 25. The existential singularity problem for matrix spaces, or the linear ∃singularity problem, asks the following: given B ∈ M(n, F), decide whether there exists a
singular (e.g. non-full-rank) non-zero matrix in B.
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The linear ∃-singularity problem turns out to be quite interesting. We discuss this problem
in detail in Section 7.1. For the sake of proving Theorem 9, we need the following result,
whose proof can be found there.
I Lemma 26. Over Q, assuming the generalized Riemann hypothesis, there is a randomized
polynomial-time reduction from deciding quadratic residuosity modulo squarefree composite
numbers to the linear ∃-singularity problem.
We then show that the linear ∃-singularity problem reduces to deciding whether an
alternating matrix space has an isotropic space of dimension 2. This reduction works over
any field.
For this purpose, it will be convenient to define an intermediate problem, which may be
viewed as just a reformulation of Problem 25.
Recall that B = hB1 , . . . , Bm i ≤ M(n, F), and B = (B1 , . . . , Bm ) ∈ M(n, F)m . Think of
B as a 3-tensor TB of size n × n × m, such that TB (i, j, k) = Bk (i, j). That is, Bk ’s are the
slices according to the third index (lateral slices). We will also be interested in the matrices
obtained according to the first index (horizontal slices) and the second index (vertical slices).
Specifically, define Bv be the n-tuple of n × m matrices that are vertical slices of TB . That
is, B0 = (B10 , . . . , Bn0 ) ∈ M(n × m, F)n , where Bj0 = [B1 ej , . . . , Bm ej ], or in other words,
Bj0 (i, k) = TB (i, j, k) = Bk (i, j). Similarly we can define the matrix tuple consisting of the
horizontal slices of TB .
We now consider the matrix space B0 ∈ M(n × m, F)n . For v = (v1 , . . . , vm )t ∈ Fm ,
0
its right degree in B0 is defined to be the rank of [B10 v, . . . , Bm
v] = v1 B1 + · · · + vm Bm .
n
0
Therefore, every non-zero v ∈ F has right degree n in B , if and only if every matrix in B is
of rank n. Lemma 26 then immediately implies the following.
I Corollary 27. Over Q, assuming the generalized Riemann hypothesis, there is a randomized
polynomial-time reduction from deciding quadratic residuosity modulo squarefree composite
numbers to deciding whether there exists a non-zero v ∈ Fm of right degree < n w.r.t. a
matrix tuple B0 ∈ M(n × m, F).
Given B0 = (B10 , . . . , Bn0 ) ∈ M(n×m, F), we construct
a tuple

 of alternating matrices of size
0
Bi0
(n + m) × (n + m), as follows. For i ∈ [n], let Ai =
. For 1 ≤ i < j ≤ n, let Ci,j =
−Bi0t 0
ei etj − ej eti . For 1 ≤ k < ` ≤ m, let Dk,` = en+k etn+` − en+` etn+k . Note that Ci,j and Dk,` are
elementary alternating matrices. Let A = (A1 , . . . , An , C1,2 , . . . , Cn−1,n , D1,2 , . . . , Dm−1,m ).
We now claim the following.
n

m

B Claim 28. Let B0 ∈ M(n × m, F)n and A ∈ Λ(n + m, F)n+( 2 )+( 2 ) be as above. Let
A = hAi ≤ Λ(n + m, F). Then there exists a non-zero v 0 ∈ Fm of right degree < n in B0 if
and only if A has an isotropic space of dimension 2.
Proof. By Observation 24, to decide whether A has an isotropic space of dimension ≥ 2, we
only need to test whether there exist linearly independent u, v ∈ Fn+m , such that for any
E = Ai , or Ci,j , or Dk,` , ut Ev = 0.
The only if direction is easy to verify. Suppose v 0 ∈ Fm is of right degree n − 1 w.r.t. B0 ,
0 0
namely [B10 v 0 , . . . , Bm
v ] is of rank < n. Then take any non-zero u0 ∈ Fn in theleft kernel of
u0
0 0
[B10 v 0 , . . . , Bm
v ], and we have that for i ∈ [m], u0t Bi0 v 0 = 0. Now construct u =
∈ Fn+m ,
0
 
0
and v = 0 ∈ Fn+m . For i ∈ [n + m], let the ith component of u (resp. v) be ui (resp.
v
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vi ). Then for i ∈ {n + 1, . . . , n + m}, ui = 0. For i ∈ [n], vi = 0. Clearly, u and v are
linearly independent. Furthermore, it is easy to verify that (1) ut Ai v = u0t Bi0 v 0 = 0, (2)
ut Ci,j v = ui vj − uj vi = ui · 0 − uj · 0 = 0, as i, j ∈ [n], and similarly (3) ut Dk,` v = 0. Then
u and v spans a dimension-2 isotropic space of A.
For the if direction, suppose u and v are linearly independent
in Fn+m , and
 vectors

u
satisfy that for any E = Ai , or Ci,j , or Dk,` , ut Ev = 0. Write u = 1 , where u1 ∈ Fn and
u2
 
v
u2 ∈ Fm . Similarly write v = 1 , where v1 ∈ Fn and v2 ∈ Fm . By ut Ci,j v = 0, we have
v2
that u1 and v1 are linearly dependent. By ut Dk,` v = 0, we have that u2 and v2 are linearly
dependent. We first observe that it cannot be the case that u1 = v1 = 0, nor u2 = v2 = 0.
As otherwise, say if u1 = v1 = 0, then because u2 and v2 are linearly dependent, we have u
and v are linearly dependent, a contraction. Therefore, without loss of generality, we assume
that u1 6= 0, so v1 = α1 u1 for some α1 ∈ F. We then have two cases. In the first case, if
u2 = 0, then v2 =
6 0, and v 0 = v − α1 u and u are linearly independent. In the second case,
if u2 6= 0, then v2 =
6 α1 u2 , as otherwise u and v would be linearly dependent. Then again,
0
letting v 0 = v − α1 u, we have u and v 0 are linearly independent. Clearly,
 0  u and v still satisfy
v
that for any E = Ai , or Ci,j , or Dk,` , ut Ev 0 = 0. Write v 0 as 10 where v10 ∈ Fn , and
v2
v20 ∈ Fm , so v10 = 0, and v20 6= 0. We then have u2 = α2 v20 . Letting u0 = u − α2 v 0 , we have u0
and v 0 are linearly independent, and for any E = Ai , or Ci,j , or Dk,` , u0t Ev 0 = 0. Write u0
 0
u
as 10 where u01 ∈ Fn , and u02 ∈ Fm , so u01 6= 0, and u02 = 0. It is then straightforward to
u2
0 0
0
verify that the condition u0t Ai v 0 = 0 is equivalent to u0t
1 Bi v2 6= 0. Recall that neither u1 nor
0
0
0
v2 is the zero vector; this just translates to say that v2 is of right degree < n w.r.t. B . C
Theorem 9 follows by combining Claim 28 and Corollary 27.

7.1

The existential singularity problem for matrix spaces

In this subsection, we discuss on Problem 25, which we believe is a very interesting problem
in its own right. We therefore examine this problem over various fields, and prove Lemma 26
over Q.
The affine version of Problem 25 has been studied in [24]. More specifically, the ∃singularity problem for affine matrix spaces asks to decide whether an affine matrix space
contains a non-full-rank matrix (not necessarily nonzero). In [24], this problem was called
the singularity problem. This may cause some confusion, because in [48, 61] the singularity
problem for matrix spaces is to decide whether all matrices in a matrix space are singular. For
clarification, we then call the problem in [24] the affine ∃-singularity problem, and Problem 25
the linear ∃-singularity problem.
In [24], it was shown that the affine ∃-singularity problem is NP-hard over Fq , Q, or R.
We first note that the linear ∃-singularity problem reduce to that for affine matrix spaces,
but the inverse direction is not clear.9 Furthermore, the proof strategy of [24] cannot be
adapted directly to tackle Problem 25, because of the introduction of field constants in the
reduction. In particular, the use of field constants in the transformation from algebraic
branching programs to symbolic determinants by Valiant [106] seems particularly crucial.
Indeed, as we will see below, the ∃-singular problems for matrix spaces and for affine matrix
spaces demonstrate quite different behaviors.

9

To reduce the matrix space case to the affine case is easy: if B = hB1 , . . . , Bm i, then form m affine
spaces Bi + hB1 , . . . , Bi−1 , Bi+1 , . . . , Bm i.
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Matrix spaces in which every nonzero matrix is of full-rank has been studied in mathematics for a long time. More broadly, if B ≤ M(n, F) satisfies that every nonzero matrix in B
is of a fixed rank r, we say that B satisfies the fixed rank r condition. Such matrix spaces are
of interests in algebraic geometry (mostly when over algebraically closed fields), differential
topology (mostly when over R), number theory (mostly when over Q), and algebra (mostly
when over finite fields). It turns out that several results from these different branches of
mathematics will be useful for our algorithmic purposes as well.
To start with, the following quantity has been studied extensively in the literature. Let
ρ(n, r, F) be the maximum dimension over those B ≤ M(n, F) satisfying the fixed rank r
condition. Also let τ (n, r, F) be the maximum dimension over those affine matrix spaces
C ⊆ M(n, F) satisfying the fixed rank r condition. Also let ρ(n, F) := ρ(n, n, F), and
τ (n, F) := τ (n, n, F). As pointed out in [37], ρ(n, F) ≤ n, and τ (n, F) = n2 . Two remarks are
due
 here. First, ρ(n, F) can be much smaller than n for certain fields; see below. Second, the
n
2 bound for τ (n, F) can be easily achieved at In + U where U is the linear space of strictly
upper triangular matrices. This distinction already suggests that the difference between the
linear and the affine cases can be significant.
In this following, we discuss on C, R, and Q, comparing the linear and affine settings,
and presenting some algorithms for the linear case, including a proof of Lemma 26. We refer
the interested reader to [98] for the finite field case.

Over C
The affine ∃-singularity problem over C is only known to be in RP [24].
We then turn to the linear ∃-singularity problem over C. Sylvester showed that ρ(n, C) ≤ 1
[101], and Westwick generalized that to ρ(n, r, C) ≤ 2n − 2r + 1 [110]. Some subsequent
developments include [19, 57].
Sylvester’s result immediately translates to a deterministic efficient algorithm for the
linear ∃-singularity problem over C: if the input matrix space B ≤ M(n, C) is of dimension
≥ 2, then return “exists.” Otherwise, B = hBi, and return “exists” if and only if B is of
full-rank.

Over R
The affine ∃-singularity problem over R is NP-hard [24].
We then turn to the linear ∃-singularity problem over R. Based on the Radon-Hurwitz
construction and Adams’ vector field theorem [1], ρ(n, R) is equal to the so-called HurwitzRadon function (see [2]). For n ∈ N, write n in the form of 24a+b ·(2c+1) where b ∈ {0, 1, 2, 3},
and the Hurwitz-Radon function is HR(n) = 8a + 2b . The significance of this result for
our algorithmic purpose is that HR(n) ≤ 2(log n + 4). Some subsequent developments
include [30, 70, 82].
Therefore, the linear ∃-singularity problem over R admits the following quasipolynomialtime algorithm. If the input matrix space B ≤ M(n, C) is of dimension ≥ HR(n), then
return “exists.” Otherwise, B = hB1 , . . . , Bm i where m ≤ HR(n) ≤ 2(log n + 4). We form
m affine spaces, Ci := Bi + hB1 , . . . , Bi−1 , Bi+1 , . . . , Bm i, for every i ∈ [m]. The question
then becomes whether any of the Ci ’s contains a singular matrix. This can be done by
computing fi := det(B1 x1 + · · · + Bi−1 xi−1 + Bi + Bi+1 xi+1 + · · · + Bm xm ) explicitly. Since
the polynomial fi , involving O(log n) variables, is of degree n, fi has nO(log n) monomials,
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and we can fully write out fi in time polynomial in nO(log n) .10 After that, we can use the
existential theory of reals [27, 91] to determine whether fi has a non-trivial zero in time
nO(log n) . Return “exists” if and only if one of these fi ’s is solvable. This concludes the proof.

Over Q
The affine ∃-singularity problem over Q is NP-hard [24].
We then turn to the linear ∃-singularity problem over Q. To start with, observe that
ρ(n, Q) ≥ n. This is because we can take a degree-n extension field K over Q, and use
the regular representation of K. We now prove Lemma 26, which suggests that the linear
∃-singularity problem is not so easy either.
Proof of Lemma 26. We consider a special case of Problem 25 as follows. Assume B ≤
M(n, Q) is closed under matrix multiplication, so B forms an algebra over Q. In this setting,
Problem 25 just asks whether B is not a division algebra. We can even specialize further by
considering B being a central simple algebra over Q.
In [92], Rónyai considered the problem of testing whether a central simple algebra over Q
of dimension 4 is isomorphic to M(2, Q). He showed that assuming the generalized Riemann
hypothesis, there is a randomized efficient reduction from deciding quadratic residuosity
modulo squarefree composite numbers to this problem. In [92], the algebras are represented
by structural constants, but these can be turned into matrix representations in M(4, Q) (see
e.g. [62]). It follows that there is an analogous reduction for matrix algebras.
We can then conclude the proof, because such an algebra is either isomorphic to M(2, Q)
(in which there exists a nonzero singular matrix) or a division algebra (in which every nonzero
matrix is full-rank).
J

8

Proof of Theorem 10

8.1

Some basic statistics

All results in this subsection are either classical or straightforward. We collect them here,
and provide proofs, partly for completeness, and partly because we will use some of the
arguments here in the following.
We first recall the following bound on the number of subspaces of Fnq .
I Fact 29.
1. For d ≤ N, 0 ≤ d ≤ n, the number of dimension-d subspaces of Fnq is equal to the Gaussian
binomial coefficient
 
n
(q n − 1) · (q n − q) · . . . · (q n − q d−1 )
:= d
.
d q
(q − 1) · (q d − q) · . . . · (q d − q d−1 )
2. The Gaussian binomial coefficient satisfies:
 
n
(n−d)d
q
≤
≤ q (n−d)d+d .
d q
1

3. The number of subspaces of Fnq is q 4 n
10

2

+Θ(n)

.

There are several ways of doing this. One approach is to transform the determinant expression into an
arithmetic circuit, and then compute along this circuit to get the final polynomial.
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Proof. (1) is well-known. For (2), it is enough to verify that for any prime power q, and
n, d, k ∈ N, n ≥ d > k, we have
q n−d ≤

qn − qk
≤ q n−d+1 .
qd − qk

For (3), it is well-known that
1

q4n

2

− 14


≤

n
d q



achieves maximal over d at d = bn/2c. So we have




n  
X
1 2
n
n
n
≤
≤ (n + 1) ·
≤ q 4 n +bn/2c+log(n+1) ,
bn/2c q
d q
bn/2c q
d=0

J

from which the result follows.

Analogously, we consider the number of isotropic spaces of a non-degenerate alternating
form A ∈ Λ(n, q).
I Proposition 30. Let A ∈ Λ(n, q), n even, be a non-degenerate alternating matrix. Then
we have the following.
1. For d ∈ N, 0 ≤ d ≤ n/2, the number of dimension-d isotropic spaces of A is
I(A, d) :=

(q n − 1) · (q n−1 − q) · . . . · (q n−(d−1) − q d−1 )
.
(q d − 1) · (q d − q) · . . . · (q d − q d−1 )

For d ∈ N, d > n/2, there are no dimension-d isotropic spaces.
2. For d ∈ N, 0 ≤ d ≤ n/2, I(A, d) is bounded as follows:
3

2

q nd− 2 d

+ 12 d

3

≤ I(A, d) ≤ q nd− 2 d

2

+ 32 d

.
1

2

3. The number of isotropic spaces of A is q 6 n +Θ(n) .
1 2
4. The number of maximal isotropic spaces of A is q 8 n +Θ(n) .
Proof. For (1), suppose we have chosen u1 , . . . , ui such that hu1 , . . . , ui i is an isotropic space.
We then need to select the next eligible ui+1 , such that hu1 , . . . , ui+1 i forms an isotropic
space. Since ui+1 needs to satisfy uti+1 Auj = 0 for 1 ≤ j ≤ i, and A is non-degenerate,
ui+1 should be from a dimension-(n − i) subspace, namely the subspace orthogonal to Auj ,
1 ≤ j ≤ i. Furthermore, ui+1 is not in hu1 , . . . , ui i. So there are q n−i − q i choices of ui+1 in
the ith step. This explains the numerator. The denominator is of such form, because for
each isotropic space there are these many ordered bases.
For (2), it follows from the same argument as the proof for Fact 29 (2).
For (3), note that nd − 23 d2 achieves its maximum at d = 13 n.
For (4), note that maximal isotropic spaces are of dimension n/2. This is because for any
isotropic space U of dimension d < n/2, we can choose an eligible ud+1 as in the proof for
(1), such that hU, ud+1 i is also an isotropic space.
J
I Proposition 31. Let A ∈ Λ(n, q), n even, be a non-degenerate alternating matrix. Then
1 2
all isotropic spaces of A can be enumerated in time q 6 n +O(n) .
Proof. We enumerate isotropic spaces according to dimensions in an increasing order. Each
subspace of Fnq is represented by an ordered basis. We will maintain a list L of all isotropic
subspaces, and for each isotropic space U of dimension d, maintain a list of isotropic spaces
of dimension d + 1 that contain U , denoted as L(U ). Note that for a fixed U , there are at
most q n−d such spaces. In other words, we will record the lattice of isotropic spaces.

X. Bei, S. Chen, J. Guan, Y. Qiao, and X. Sun

8:29

Suppose we have enumerated all isotropic spaces of dimensions ≤ d. To enumerate
isotropic spaces of dimension d + 1, we maintain a list of such spaces. Then for each isotropic
space U of dimension d, and for each u ∈ rad(U ) \ U , we form U 0 = hu, U i, and test whether
U 0 is in L(U ). If not, then we add U 0 to L. We also add it to L(U ), and for every dimension
d-subspace Ũ of U 0 , add U 0 to L(Ũ ). Otherwise we move on.
Clearly, in the above procedure, each isotropic space will added, and only added to L
once. This procedure runs in time N · q O(n) , where N denotes the number of isotropic spaces
of A. We can then conclude by resorting to Proposition 30 (3).
J
When working with maximal isotropic spaces, it is enough to restrict our attention to
just non-degenerate matrix spaces.
I Observation 32. For A ≤ Λ(n, F), any maximal isotropic space of A contains rad(A).

8.2

A non-trivial upper bound on the number of maximal isotropic
spaces

For A ≤ Λ(n, q), let MI(A) be the set of maximal isotropic spaces of A, and NMI(A) be the
number of maximal isotropic spaces of A, e.g. the size of MI(A). Let MaxNMI(n, q) be the
maximum of NMI(A) over all A ≤ Λ(n, q). By Fact 29 (3) and Proposition 30 (4),
1

q4n

2

+O(n)

1

≥ MaxNMI(n, q) ≥ q 8 n

2

+Ω(n)

.

Theorem 10, slightly reformulated
1

2

Let MaxNMI(n, q) be as above. Then MaxNMI(n, q) ≤ q 6 n +C·n for some large enough
absolute constant C.
Let us illustrate the proof strategy for Theorem 10, before we enter the details.
The starting point of our proof is the alternative proof bounding the number of maximal
independent sets by Wood [115].
The core of Wood’s argument is the following. Let G = (V, E) be a graph on n vertices.
Recall that we want to prove that the number of maximal independent sets in G is no more
n
than g(n) = 3 3 . We shall do an induction on n. Let v ∈ V be a vertex of minimal degree
d. Let N (v) be the set of neighbours of v together with v (e.g. the closed neighbourhood
of v). Then any maximal independent set I contains some w ∈ N (v), as otherwise I ∪ {v}
would be a larger independent set. If I contains w ∈ N (v), then I \ {w} would be a maximal
independent set of G|V \N (w) , the induced subgraph of G on V \ N (w). Since G|V \N (w) is of
size ≤ n − d − 1, we then have
g(n) ≤ (d + 1) · g(n − d − 1).

(3)

From this relation and the induction hypothesis, the result follows in a rather straightforward
fashion.
In the following, we will develop a linear algebraic analogue of Equation 3. However, just
applying this does not suffice, when there are many vectors of degree 1.
We remedy this by showing that in this setting, the maximum rank is large, which allows
us to use an argument similar to one in Proposition 30. More specifically, recall that in
Proposition 30 (3), we showed that the number of isotropic spaces of a non-degenerate
1 2
alternating matrix is bounded from above by q 6 n +O(n) . Note that any maximal isotropic
space of A is an isotropic space of any A ∈ A. So if A contains a non-degenerate A, we
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can immediately obtain Theorem 10 in this case. However, there are non-degenerate matrix
spaces that do not contain non-degenerate alternating matrices. For example, the following
is an alternating matrix space of maximum rank 2, written in a parametrized form:


0
x1 . . . x n
 −x1 0 . . . 0 


A= .
.. . .
..  .
.
 .
. . 
.
−xn

...

0

0

For our purpose, we will need to bound the number of isotropic spaces for matrix spaces of
rank > 23 n. So the following lemma is required; its proof is postponed to Section 8.2.1.
I Lemma 33. Let A ∈ Λ(n, q) be of rank > 23 n. Then the number of isotropic spaces of A
1 2
is bounded from above by q 6 n +Dn for some large enough absolute constant D.
We are now ready to prove Theorem 10.
Proof of Theorem 10. Let A ≤ Λ(n, q). By Observation 32, for our purpose, we can assume
1 2
that A is non-degenerate. Let gq (n) = q 6 n +Cn . We prove by an induction on n. Assume
MaxNMI(`, q) ≤ gq (`) holds for any ` < n. Our goal is to show that NMI(A) ≤ gq (n).
Let d = min{degA (v) : v ∈ Fnq , v =
6 0}. As A is non-degenerate, d ≥ 1. Take any v ∈ Fnq
of degree d, and let c = n − d be the codegree of v. Let N (v) := (Fnq \ radA (v)) ∪ {v} =
{u ∈ Fnq : ∃A ∈ A, ut Av 6= 0} ∪ {v}. We call N (v) the closed neighbourhood of v. Note that
|N (v)| = q n − q c + 1.
Let U ≤ Fnq be a maximal isotropic space of A. Clearly, U ∩ N (v) 6= ∅. As otherwise,
we have U ⊆ rad(v) and v 6∈ U . This is equivalent to that v ∈ rad(U ) and v 6∈ U . It follows
that U ( rad(U ), so by Observation 17, U is not maximal, a contradiction.
Therefore there exists some w ∈ N (v)∩U . It follows that U ⊆ rad(w). Since U is maximal
isotropic in A, U is also a maximal isotropic space of A|rad(w) . As deg(w) ≥ deg(v) = d,
dim(rad(w)) ≤ c. Furthermore, note w is an isolated vector in A|rad(w) . We then have
X
NMI(A) ≤
NMI(A|rad(w) )
(4)
≤

w∈N (v)
n
c

(q − q + 1) · gq (c − 1),

(5)

where the second inequality is due to the induction hypothesis. Note that on the right hand
side, we have gq (c − 1) instead of gq (c), because w is an isolated vector in A|rad(w) , and
Observation 32. The reader may want to compare this with Equation 3.
Now suppose d ≥ 2, that is, c ≤ n − 2. We then have
NMI(A) ≤

q n · gq (n − 3)
1

2

≤

q n · q 6 (n−3)

=

q6n

1

2

+Cn+( 23 −3C)

≤

q6n

1

2

+Cn

+C(n−3)

.

Note that the second inequality is by the induction hypothesis, and the last inequality holds
as long as C ≥ 1.
Now suppose d = 1. In this case, Equation 5 is not enough for our purpose. We then
need the following refinement. Partition N (v) as N1 (v) ∪ N≥2 (v), where N1 (v) = {w ∈ Fnq :
w ∈ N (v), deg(w) = 1}, and N≥2 (v) = N (v) \ N1 (v). A refinement of Equation 4 gives that
NMI(A) ≤ |N1 (v)| · gq (n − 2) + |N≥2 (v)| · gq (n − 3).

(6)
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2

If |N1 (v)| ≤ q 3 n , then we have
NMI(A) ≤
≤
≤
≤
≤

2

q 3 n · gq (n − 2) + q n · gq (n − 3)
1

2

q 3 n · q 6 (n−2)
1

q6n
q
q

2

2

+C(n−2)

+Cn+( 23 −2C)

1 2
6 n +Cn−1
1 2
6 n +Cn

+q

1

1

+ q n · q 6 (n−3)

+ q 6n

2

2

+C(n−3)

+Cn+( 32 −3C)

1 2
6 n +Cn−1

.

Note that the second inequality is by the induction hypothesis, the second to the last
inequality holds as long as C ≥ 1.
2
If |N1 (v)| > q 3 n , then we first prove the following.
B Claim 34. We have rk(A) > 32 n.
Proof for Claim 34. Suppose dim(A) = m. Let s = b 23 nc + 1, the smallest integer larger
than 23 n. We will show that there exists a linear basis of some Ã that is isometric to A,
Ã1 , . . . , Ãm ∈ Λ(n, q), such that

B1
Ã1 =
C1





−C1t
0 0
0
, Ã2 =
, . . . , Ãm =
0 D2
0
D1


0
,
Dm

(7)

where B1 ∈ Λ(s,
 q),
 C1 ∈ M ((n − s) × s, q), and Di ∈ Λ(n − s, q). From this linear basis, it
B1
is clear that
is of rank s > 23 n, as otherwise Ã would be degenerate. It would follow
C1
then that rk(A) = rk(Ã) > 23 n.
We first start with an arbitrary linear basis of A, say A1 , . . . , Am ∈ Λ(n, q). Recall
2
that v is of degree 1, and |N1 (v)| > q 3 n . For later convenience, rename v as u1 . Then
there exist u2 , u3 , . . . , us ∈ Fnq , such that for i ≥ 2, ui ∈ N1 (v), and u1 , . . . , us are linearly
independent. As otherwise, suppose the maximum number of linearly independent ui ’s from
2
N1 (v) we can find is t < s. Then since N1 (v) > q 3 n ≥ q t = |hu1 , . . . , ut i|, we can find
ut+1 ∈ N1 (v) \ hu1 , . . . , ut i, a contradiction.
We then can arrange a change of basis matrix T whose first s columns are u1 , . . . , us .
Apply this change of basis matrix T (by T t · T ) to A1 , . . . , Am to get a linear basis Ā1 , . . . , Ām
for Ã = T t AT . Recall that ei denotes the ith standard basis vector. Since ui ’s are of degree
1, for any i ∈ [s], we have Ã(ei ) is of dimension 1. For 2 ≤ i ≤ s, since ui ∈ N (v), we have
eti (Ā1 , . . . , Ām )e1 6= (0, . . . , 0).

(8)

Without loss of generality, assume Ā1 e1 6= 0. As Ã(e1 ) is of dimension 1, we have for
any 2 ≤ j ≤ m, Āj e1 = λj Ā1 e1 for some λj ∈ Fq . We claim that for any 2 ≤ i ≤ s, the ith
entry of Ā1 e1 , Ā1 e1 (i) 6= 0. If not, then for any 2 ≤ j ≤ m, Āj e1 (i) = λj Ā1 e1 (i) = 0. This
is equivalent to say that eti (Ā1 , . . . , Ām )e1 = 0, contradicting Equation 8.
As Āi ’s are alternating matrices, we have for any i, j, k, (Āi ej )(k) = −(Āi ek )(j). It follows
that for 2 ≤ i ≤ s, Ā1 ei (1) = −Ā1 e1 (i) 6= 0, and for 2 ≤ j ≤ m, Āj ei (1) = −Āj e1 (i) =
−λj Ā1 e1 (i) = λj Ā1 ei (1). Since A(ei ) is of dimension 1 for 2 ≤ i ≤ s, we infer that for
2 ≤ j ≤ m and 2 ≤ i ≤ s, Āj ei = λj Ā1 ei . We then let Ã1 = Ā1 , and for 2 ≤ j ≤ m,
Ãj = Āj − λj Ā1 . Clearly, Ã1 , . . . , Ãm still form a basis of Ã, and they are of the form in
Equation 7. The claim then follows.
C
Combining Claim 34 and Lemma 33, the proof is concluded.

J
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8.2.1

Proof of Lemma 33

Let c be the corank of A. We then have c < 13 n.
Let (u1 , . . . , ud ) be an ordered basis of an isotropic space U of A of dimension d. For
i ∈ [d], let Ui = hu1 , . . . , ui i, and let ai = dim(A(Ui )). We also let U0 = 0, and a0 = 0.
Note that U = Ud , and we also let a = ad . We call such an isotropic space of (d, a) type.
Note that dim(hUi , rad(A)i) = dim(Ui ) + dim(rad(A)) − dim(Ui ∩ rad(A)) = dim(A(Ui )) +
dim(rad(A)) = ai + c.
After fixing u1 , . . . , ui , a valid ui+1 can come from two sources.
1. If ui+1 6∈ hUi , rad(A)i, then since ui+1 needs to satisfy uti+1 Auj = 0 for j = 1, . . . , i, the
number of choices of ui+1 is upper bounded by q n−ai − q i .
2. If ui+1 ∈ hUi , rad(A)i, then the number of choices of ui+1 is upper bounded by q c+ai − q i .
So the following indices are important: for i ∈ [a], let bi be the smallest j ∈ [d] such that
aj = dim(A(Uj )) = i. We then have 0 < b1 < b2 < · · · < ba ≤ d. We also let b0 = 0 and
ba+1 = d. We call such an ordered basis of (b1 , . . . , ba ) type of an isotropic space of (d, a)
type.
The number of possible types of an isotropic space is trivially upper bounded by n2 ,
and the number of possible types of ordered bases of isotropic spaces of type (d, a) is upper
bounded by ad ≤ 2d ≤ 2n . So by a multiplicative factor of n2 · 2n , we can restrict to
consider ordered basis (u1 , . . . , ud ) of a fixed type b = (b1 , . . . , ba ). By the discussion above,
if j = bi , then the number of choices for uj is upper bounded by td,a,b (j) := q n−(i−1) − q j−1 .
If bi < j < bi+1 , the number of choices for uj is upper bounded by td,a,b (j) := q c+i − q j−1 .
Recall that (q n − q i )/(q d − q i ) ≤ q n−d+1 , for any q and i < d ≤ n. If j = bi , we have
td,a,b (j)/(q d − q j−1 ) ≤ q · q n−(i−1)−d .

(9)

If bi < j < bi+1 , we have
td,a,b (j)/(q d − q j−1 ) ≤ q · q (c+i)−d ≤ q · q (c+a)−d

(10)

Each dimension-d subspace of Fnq has (q d − 1)(q d − q) . . . (q d − q d−1 ) ordered bases, and
each ordered basis of an isotropic space of type (d, a) is of a particular type. The number of
dimension-d isotropic spaces of type (d, a) can be upper bounded by
X
td,a,b (1) · . . . · td,a,b (d)
type b=(b1 ,...,ba )

=
≤

(q d − 1) · . . . · (q d − q d−1 )

td,a,b (1)
td,a,b (j)
td,a,b (d)
· ... · d
· ... · d
d
j−1
q −1
q −q
q − q d−1
type b=(b1 ,...,ba )
Pa
X
q d · q na− i=1 (i−1)−da · q (c+a)(d−a)−d(d−a)
X

type b=(b1 ,...,ba )

≤

2

2n · q na−a

/2+(c+a)(d−a)−d2 +d+a/2

.

Let us explain the first inequality. The q dP
term is because of the q terms on the right
a
hand sides of Equations 9 and 10. The q na− i=1 (i−1)−da is by collecting those terms from
Equation 9, and the q (c+a)(d−a)−d(d−a) term is by collecting those terms from Equation 10.
It is then clear that we need to bound f (n, d, a) = na − a2 /2 + (c + a)(d − a) − d2 for
1 ≤ a ≤ d ≤ n. After some arrangement, we have
3
1
1
f (n, d, a) = − (a − (n + d − c))2 + (n + d − c)2 − d2 + dc.
2
3
6
We then distinguish between two cases.
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1. Case (i): when 13 (n + d − c) ≤ d holds, namely d ≥ (n − c)/2. Only in this case, a can be
set to 13 (n + d − c), and the maximum can be set to g(n, d) := 16 (n + d − c)2 − d2 + dc.
After some arrangement, we have
5
1
1
1
g(n, d) = − (d − (n + 2c))2 + (n + 2c)2 + (n − c)2 .
6
5
30
6
Since c < n/3, we have (n − c)/2 > (n + 2c)/5. Recall that d ≥ (n − c)/2. So g(n, d)
achieves maximal at d = (n − c)/2. Plugging this in, the maximal value is
1
1
1
3
h(n) := g(n, (n − c)/2) = − (c − n)2 + n2 < n2 .
8
3
6
6
2. Case (ii): when 13 (n + d − c) > d holds, namely d < (n − c)/2. In this case, f (n, d, a)
achieves the maximal value at a = d, and
3
1
1
1
f (n, d, d) = − (d − n)2 + n2 ≤ n2 ,
2
3
6
6
where the inequality becomes an equality at d = n/3.
Since in both cases, the maximal value is no more than 16 n2 , we can then conclude the proof.

8.3

Turning Theorem 10 into an algorithm

The proof of Theorem 10 can be turned into an algorithm for enumerating all maximal
1 2
isotropic spaces in time q 6 n +O(n) . We briefly indicate some algorithmic issues for doing
this. Firstly, note that in time q O(n) , one can compute degA (v) for all v ∈ Fnq . Secondly, the
Equation 4 naturally suggests a recursive algorithm structure. In the cases when d ≥ 2, or
2
d = 1 and |N1 (v)| ≤ q 3 n , this recursive structure readily gives the desired algorithm. If d = 1
2
and |N1 (v)| > q 3 n , we need to make the proofs of Claim 34 and Lemma 33 constructive.
Then for each isotropic space of some A ∈ Λ(n, F), A of rank > 23 n, test whether it is maximal
using Observation 17.
For Claim 34, note that the selection of ui ’s from N1 (v) can be done easily in a greedy
way. Other steps are readily constructive. For Lemma 33, we use the same procedure as in
1 2
Proposition 31, whose running time is bounded in time q 6 n +O(n) by Lemma 33.
We then have the following.
I Corollary 35. Given A ≤ Λ(n, q), all maximal isotropic spaces can be enumerated in time
1 2
q 6 n +O(n) .

9

Proof of Theorem 11

Review of Lawler’s algorithm
We first review Lawler’s dynamic programming idea for computing the chromatic number [72],
and then adapt that idea to our problem.
Given a graph G = (V, E), Lawler’s algorithm for computing χ(G) goes as follows. The
idea is to build a table storing χ(H) for every induced subgraph H of G. Note that this
table is of size 2n . To fill in this table, the starting point is the empty graph with chromatic
number 0. Suppose we have computed the chromatic numbers of those induced subgraphs of
size < `. Let H = (U, F ) be an induced subgraph of size `. Then the chromatic number of
H can be computed by the following formula:
χ(H) = 1 + min{χ(H[U \ I])},
I⊆U
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where I goes over all maximal independent sets of H, and H[U \ I] is the induced subgraph of
H restricting to vertex set U \ I. Since there are at most 3`/3 maximal independent sets of H
and they can be enumeratedin time O(3`/3√· n), the exponential part of the time complexity
Pn
of this algorithm is `=0 n` · 3`/3 = (1 + 3 3)n .

Directly applying Lawler’s idea to isotropic numbers
The above idea can be adapted to compute χ(A) for A ≤ Λ(n, q) as follows. To start with,
recall that in the above algorithm we used the following simple fact: if a graph G admits a
vertex c-coloring, then there is a vertex c-coloring in which one part is a maximal independent
set. We leave the reader to check that the analogue of this fact in the alternating matrix
space setting also holds.
Given A ≤ Λ(n, q), we also store a table storing χ(B) for every induced alternating
1 2
matrix spaces B of A. Note that this table is of size q 4 n +O(n) . To fill in this table, the
starting point is the zero space with isotropic decomposition number 0. Suppose we have
computed the isotropic decomposition numbers of those induced alternating matrix spaces
of dimension < `. Let B ≤ Λ(`, q) be an induced alternating matrix space corresponding to
U ≤ Fnq of dimension `. Then the isotropic decomposition number of B can be computed by
the following formula
χ(B) = 1 +

min

V ≤U,W ≤U

{χ(B|W )},

where V goes over all maximal isotropic spaces of B, and W goes over all complement
subspaces of V in U . Note that here we also need to enumerate all complements of V , while
in the graph setting, the complement set is unique. Recall that by Theorem 10, there are at
1 2
1 2
most q 6 ` +O(`) maximal isotropic spaces of B, and they can be enumerated in time q 6 ` +O(`) .
This gives a bound on the number of V . We bound the number of W using the trivial
1 2
q 4 ` +O(`) bound. Note that we will need to test whether W is a complement of V , which
can be done easily. Another more efficient approach would be to enumerate all complements
of U in time q d(n−d) · poly(n, log q) (see [76, Proposition 17 in the arXiv version]).
So to fill in those entries corresponding to alternating matrix spaces induced by `dimensional subspaces, the time complexity is bounded by
 
1 2
1 2
n
· q 6 ` +O(`) · q 4 ` +O(`)
` q
≤

1 2

q `(n−`)+` · q 6 `

+O(`)

1 2

· q4`

+O(`)

7 2
`n− 12
` +O(`)

=

q

=

q − 12 (`− 7 n)

≤

q7n

7

3

2

2

6

+O(n)

+ 73 n2 +O(`)

.

Summing over ` ∈ {0, 1, . . . , n}, we see that the total time complexity is also bounded by
3 2
q 7 n +O(n) .

A new dynamic programming scheme
In the above, we see that directly following Lawler’s dynamic programming scheme does lead
to an improved algorithm for computing the isotropic decomposition number. However, a
key difference with the classical setting, namely the magnitude of complement subspaces,
impacts the analysis. In the following, we shall use another dynamic programming scheme,
1 2
still combined with the q 6 n +O(n) upper bound on the number of maximal isotropic spaces,
2
5
to achieve the q 12 n +O(n) running time as promised in Theorem 11.
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To do that, we first make a simple observation.
I Observation 36. Let A ≤ Λ(n, F). Then χ(A) ≤ k, if and only if, there exist k maximal
isotropic spaces U1 , . . . , Uk , such that Fn = h∪i∈[k] Ui i.
Proof. For the only if direction, recall that every isotropic space is contained in a maximal
one. For the if direction, note that from U1 , . . . , Uk , we can construct U10 , . . . , Uk0 , such
that Ui0 ≤ Ui , and U10 , . . . , Uk0 form a direct sum decomposition of Fn . This shows that
χ(A) ≤ k.
J
The key to our algorithm is the following function. For k ∈ [n] and W ≤ Fnq , let
f (k, U ) be the boolean function such that f (k, W ) = 1 if and only if W = h∪i∈[k] Ui :
Ui maximal isotropici. For example, f (1, W ) = 1 if and only if W is a maximal isotropic
space.
The following is then a dynamic programming scheme computing f (k, W ) for every
k ∈ [n] and W ≤ Fnq . Let A ≤ Λ(n, q) be an alternating matrix space. We assume that
χ(A) > 1, as χ(A) = 1 if and only if A is the zero space.
1. Use Corollary 35 to compute the set of maximal isotropic spaces of A, and let M I be
this set.
2. Build a table f , indexed by (k, W ) where k ∈ [n] and W ≤ Fnq , and initiate f (k, W ) = 0
for every k and W .
3. For every W ≤ Fnq , do:
a. If W is maximal isotropic, then f (1, W ) = 1.
4. For k = 2, . . . , n, do:
a. For every W ≤ Fnq and every T ∈ M I, do:
i. If f (k − 1, W ) = 1, then let U = hW ∪ T i, and set f (k, U ) = 1.
ii. If U = Fnq , then return “χ(A) = k.”
To prove the correctness of the algorithm, we first note that by induction, the algorithm
correctly computes f (k, W ) for every k and W . Then suppose the algorithm returns with
reporting that χ(A) = k. Note that in this case, it does find k maximal isotropic subspaces
covering the whole space Fnq . So by Observation 36, χ(A) ≤ k. So we are left to show that
χ(A) ≥ k. By way of contradiction, suppose χ(A) = k 0 < k, so by Observation 36, there exist
maximal isotropic subspaces U1 , . . . , Uk0 that cover Fnq . Let W = hU2 ∪ · · · ∪ Uk0 i. Then W
is a proper subspace of Fnq , as otherwise by Observation 36 χ(A) ≤ k 0 − 1 < k 0 , contradicting
that χ(A) = k 0 . But this means that f (k 0 − 1, W ) = 1, so in Step (4.a), when enumerating
W and T = U1 , the algorithm would go through steps (4.a.i) and (4.a.ii), and outputs that
χ(A) = k 0 . This gives us the desired contradiction.
1 2
To estimate the running time of the algorithm, note that Step (1) costs q 6 n +O(n) by
1 2
Corollary 35. All subspaces can be enumerated in time q 4 n +O(n) by the same technique
as in the proof of Proposition 31. The total running time is then dominated by the loop
2
1 2
1 2
5
in steps (4) and (4.a), which is n · q 6 n +O(n) · q 4 n +O(n) = q 12 n +O(n) . This concludes the
proof of Theorem 11.

10

Proofs for Propositions 12 and 13

Proof of Proposition 12. When F = C and the input instance is over Z, we shall formulate
the maximum isotropic space problem as a problem about the solvability of a system of
integeral polynomial equations over C. The result would follow then by using Koiran’s result
that the Hilbert Nullstellensatz is in PH, assuming the generalized Riemann hypothesis [69].
We first cite Koiran’s result as follows, following the formulation of [86, Theorem 2.10].
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I Theorem 37 ([69]). The problem Hilbert’s Nullstellensatz of deciding whether a given
system of multivariate integral polynomials, specified as arithmetic circuits, has a solution
over C is in PSPACE unconditionally, and in RP N P ⊆ Π2 assuming the generalized Riemann
hypothesis.
Therefore, to put the maximum isotropic space problem over C in PSPACE unconditionally,
and in PH assuming the generalized Riemann hypothesis, for instances given by integral
alternating matrices, we only need to formulate this problem as deciding the solvability of
a system of integral polynomials represented by arithmetic circuits. This can be done as
follows. Suppose we are given A = hA1 , . . . , Am i ≤ Λ(n, C) where Ai ’s are integral matrices,
and we want to know whether there exists an isotropic space of dimension d for A. Then
A has an isotropic space of dimension d if and only if there exists an invertible matrix
T such that for any i ∈ [m], the left-upper d × d submatrix of T t Ai T consists of all zero
entries. We then set up an n × n variable matrix X = (xi,j )i,j∈[n] , and a variable y. For
every i ∈ [m], set the entries of the left-upper d × d submatrix of X t Ai X to be zero. This
gives md2 integral quadratic polynomials in xi,j ’s. To enforce that the valid solutions are
from invertible matrices, we set up the equation det(X) · y = 1, which is also an integral
polynomial. Note that the polynomial det(X) can be expressed as a small arithmetic circuit.
It is straightforward to verify that these (md2 + 1) equations in xi,j and y have a non-trivial
solution if and only if A has a dimension-d isotropic space.
For isotropic 3-decomposition problem, the idea is basically the same. The only small
complication is that we need to specify the dimensions of the three isotropic spaces in a
3-isotropic decomposition. But the number of possibilities is at most n3 , which we can
enumerate. After fixing some (d1 , d2 , d3 ), where di ∈ Z+ , n ≥ d1 ≥ d2 ≥ d3 ≥ 1, and
d1 + d2 + d3 = n, we can construct a system of integral polynomial equations to express the
condition that there exists a 3-isotropic decomposition with these dimensions, just as in the
case of the maximum isotropic space problem. This concludes the proof.
J
Proof of Proposition 13. Recall that we have A ≤ Λ(n, F), and our goal is to prove χ(A) ≤
O(∆(A) · log n). Here, ∆(A) := max{degA (v) : v ∈ Fn }, and degA (v) := dim(hAv : A ∈ Ai).
We will also use a greedy algorithm to construct an isotropic C-decomposition with C ≤
O(∆(A) · log n).
For v ∈ Fn , recall that radA (v) = {u ∈ Fn : ut Av = 0}. Consider the following algorithm.
1. Set k = 0, and U = 0;
2. While dim(U ) < n, do:
a. Set k = k + 1;
b. Let W be any complementary subspace of U ;
c. Let S = ∅;
d. While dim(W ) > |S|, do:
i. Take any w ∈ W \ hSi; // h∅i := 0
ii. S = S ∪ w;
iii. W = W ∩ radA (w);
e. Let Uk = hSi;
f. U = hU ∪ Uk i;
3. Return U1 ⊕ U2 ⊕ · · · ⊕ Uk .
We first argue that U1 ⊕ U2 ⊕ · · · ⊕ Uk is an isotropic k-decomposition of A. To see this,
we note that because of Step (2.d.iii), the condition W ⊆ rad(hSi) holds in the loop of Step
(d), so hSi maintains as an isotropic space by Observation 17.
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We then show that k = O(∆(A) · log n) when the algorithm terminates. For this,
let di = dim(Ui ), and Di = d1 + · · · + di . Observe that dim(radA (w)) ≥ n − ∆(A).
It follows that dim(W ∩ radA (w)) = dim(W ) + dim(radA (w)) − dim(hW ∪ radA (w)i) ≥
dim(W ) + (n − ∆(A)) − dim(hW ∪ radA (w)i) ≥ dim(W ) − ∆(A). Therefore, in the computing
i−1
procedure of Ui , we have di = dim(Ui ) ≥ n−D
∆(A) . This implies that n − Di = n − Di−1 − di ≤
(n−Di−1 )(1−1/∆(A)). Therefore, adding a new Ui to the direct sum decomposition decreases
the value of n − Di by a factor of at least 1 − 1/∆(A). Therefore the algorithm terminates
in at most log1−1/∆(A) n1 = O(∆(A) · log n) steps.
J

11

Proofs of theorems 14 and 15

In this section we prove theorems 14 and 15. While the proofs are straightforward for experts,
we include details for completeness. We shall refer to some facts in Section 3.1 from time to
time.
Proof of Theorem 14. Recall that the goal is to show that deciding whether a matrix group
contains an abelian subgroup of order ≥ s is NP-hard for some s ∈ N. We shall reduce the
maximum isotropic space problem, which is NP-hard by Corollary 4, to this problem.
For this we shall need the following classical construction11 . Let p be an odd prime, and let
A ≤ Λ(n, p) be given by an ordered linear basis A = (A1 , . . . , Am ). Recall that ei denotes the
ith standard basis vector. From A, for i ∈ [n], construct Bi = [A1 ei , . . . , Am ei ] ∈ M(n×m, p).
That is, the jth column of Bi is the ith column of Aj . Then for i ∈ [n], construct


1 eti
0
B̃i = 0 In Bi  ∈ GL(1 + n + m, p),
0 0 Im
and for j ∈ [m], construct


1 0 etj
C̃j = 0 In 0  ∈ GL(1 + n + m, p).
0 0 Im
Let GA be the matrix group generated by B̃i and C̃j . Then it can be verified easily
that, GA is isomorphic to the Baer group (see Section 3.1) corresponding to the alternating
∼ n
bilinear map defined by A (see Appendix B). In particular, [G, G] ∼
= Zm
p , and G/[G, G] = Zp .
By the correspondence between isotropic spaces of A and abelian normal subgroups of GA
containing the commutator subgroup (see Section 3.1), deciding whether A has an isotropic
space of dimension ≥ d is equivalent to deciding whether GA has an abelian subgroup of
order ≥ s = pm+d . This completes the reduction.
J
Proof of Theorem 15. Let P be a p-group of class 2 and exponent p, and let φ : P/[P, P ] ×
P/[P, P ] → [P, P ] be the commutator map. The proof of Theorem 15 basically follows from
the correspondence between abelian subgroup containing [P, P ] and isotropic spaces of φ as
described in Section 3.1. The only small caveat here is that we need a bound on the dimension
of P/Z(P ) instead of the dimension of P/[P, P ]. To overcome this, we first observe that a
maximal abelian subgroup of P necessarily contains the center Z(P ), which in turn contains
[P, P ] by the class-2 condition. Then we only need to note that Z(P )/[P, P ] corresponds to
the radical of φ, and recall that the number of maximal isotropic spaces only depends on the
non-degenerate part of φ by Observation 32. The proof then can be concluded.
J
11

We thank James B. Wilson for communicated this construction to us.
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12

A quantum variant of the theory

One way to extend isotropic spaces and isotropic decompositions to the quantum information
setting is as follows. Briefly speaking, firstly we restrict to the complex number field C.
Secondly, instead of tuples of alternating matrices, we will consider tuples of matrices which
represent a so-called irreducible quantum channels. Thirdly, instead of general linear groups,
we will consider unitary groups.
For detailed explanations, we need some notation. For A ∈ M(n, C) we use A  0 to
denote that A is positive semi-definite, and A  0 to denote that A is positive definite.
For B = {B1 , . . . , Bm } ⊆ M(n, C), we let B̃ : M(n, C) → M(n, C) be the function sending
Pm
A ∈ M(n, C) to i=1 Bi ABi† . It is clear that B̃ can be represented as an n2 × n2 matrix
Pm
∗
∗
i=1 Bi ⊗ Bi , where Bi stands for the entry-wise complex conjugation of Bi .
Let D(n, C) ⊆ M(n, C) be the set of n × n semi-positive definite matrices with unit trace
over C, and let D+ (n, C) ⊆ D(n, C) consist of those positive definite matrices in D(n, C).
Elements from D(n, C) are known as quantum states.
Let QC(n, C) be the set of sets of matrices B = {B1 , . . . , Bm } ⊆ M(n, C) satisfying
Pm
†
i=1 Bi Bi = I. Functions of the form B̃ for B ∈ QC(n, C) are known as quantum channels,
as they are completely positive and trace preserving.
We then define isotropic spaces and decompositions in the quantum setting. To define
isotropic spaces, we essentially follow the same pattern as in the alternating matrix space
setting. For isotropic decompositions, we shall require that the direct sum decomposition
is also an orthogonal one, as the underlying spaces of quantum channels are Hilbert spaces
which come with a norm.
I Definition 38. Let B = {B1 , . . . , Bm } ∈ QC(n, C). An isotropic space of B is a subspace
U ≤ Cn , such that for any u, u0 ∈ U , and any Bi , we have u† Bi u0 = 0. An isotropic
c-decomposition of B is an orthogonal direct sum decomposition of Cn = U1 ⊕ U2 ⊕ · · · ⊕ Uc
such that each Ui is a non-zero isotropic space of B.

12.1

From connected graphs to irreducible quantum channels

In this subsection, we establish a connection between independent sets and vertex colorings of
connected graphs, and isotropic spaces and decompositions of a particular type of quantum
channels, called irreducible channels (defined below).
We obtain two main results. The first result, Proposition 40, reduces certain problems for
connected graphs to the corresponding ones for irreducible quantum channels. This result
corresponds to Theorem 3. The second result, Theorem 42, gives an efficient algorithm for
isotropic 2-decomposition in this setting. This result corresponds to Theorem 5, but the
techniques are completely different.
Let IQC(n, C) ⊆ QC(n, C) consist of those B ∈ QC(n, C) satisfying the following: there
exists a unique fixed ρ ∈ D(n, C) of B̃, and further ρ ∈ D+ (n, C), where ρ is said to be
fixed of B̃ if B̃(ρ) = ρ. Such B and B̃ are called irreducible. Irreducible quantum channels
have been studied in e.g. [36] and [114, Sec. 6.2]. In particular, the definition of irreducible
quantum channels follows from [36, Theorem 13]. Furthermore, given B ∈ QC(n, C), let M
be the n2 × n2 matrix representation of B̃. Then B ∈ IQC(n, C) if and only if the algebraic
and geometric multiplicities of the eigenvalue 1 of M are both 1, and any 1-eigenvector is of
full-rank.
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We first observe that a simple and connected graph can be realized as an irreducible
quantum channel as follows. This is classical, but for completeness we spell out the details.
Let G = ([n], E) be a connected graph. For each i ∈ [n], let di be the degree of i. We
construct the following set of matrices BG = { √1 · Ei,j , √1d · Ej,i : {i, j} ∈ E}. Note that
dj

i

|BG | = 2|E|.
I Proposition 39. Let G and BG be as above. Then BG ∈ IQC(n, C).
Proof. We first verify that B̃G is a quantum channel. For this, observe that ( √1 · Ei,j )† √1 ·
dj

dj

= d1j Ej,j . Since each vertex i connecting to j contributes one such term,
P
and it follows that E∈BG E † E = I. We then verify that B̃G is irreducible. For this, consider
P = (pi,j ) where pi,j = 1/di , which represents the transition matrix of the Markov chain
naturally associated with G. Since G is connected, this Markov chain is irreducible, so
there exists a unique probability distribution, e.g. a row vector s = (s1 , . . . , sn ) satisfying
P
si > 0, i si = 1, such that sP = s (see e.g. [74, Corollary 1.17]). It can then be verified
that the matrix S = diag(s1 , . . . , sn ) ∈ D+ (n, C) is fixed by B̃G . To see that this is the
unique fixed state, we represent B̃G as an n2 × n2 matrix M
 G . Itis not hard to see that by
P 0
conjugating with a permutation matrix, MG is of the form
. Therefore, the algebraic
0 0
and geometric multiplicities of the eigenvalue 1 of MG are the same as those for P , which
are 1 by the Perron-Frobenius theory. It follows that B is irreducible.
J
Ei,j =

1
dj Ej,i Ei,j

I Proposition 40. Let G = ([n], E) be a connected graph, and let BG ∈ IQC(n, C) be as
above.
1. G has a size-s independent set if and only if BG has a dimension-s isotropic space;
2. G has a vertex c-coloring if and only if BG has an isotropic c-decomposition.
Proof. (1) The only if direction is trivial. For the if direction, let U be a dimension-s
isotropic space of BG . Then U is also a dimension-s isotropic space of the alternating matrix
space hEi,j − Ej,i : {i, j} ∈ Ei, because it is a subspace of hBG i. We can then conclude by
resorting to Theorem 3.
(2) The only if direction is trivial; observe that the direct sum decomposition obtained
from a vertex coloring as in Theorem 3 is also an orthogonal direct sum decomposition. For
the if direction, we observe that, an orthogonal direct sum decomposition into isotropic
spaces for BG is also one for the alternating matrix space hEi,j − Ej,i : {i, j} ∈ Ei. We can
then conclude by resorting to Theorem 3.
J
Since the maximum independent set problem and the vertex 3-coloring problem on
connected graphs are also NP-hard, we have the following.
I Corollary 41. The maximum isotropic space problem and the isotropic 3-decomposition
problem for B ∈ IQC(n, C) are NP-hard.
This also leaves the isotropic 2-decomposition problem an interesting question. For this,
we can resort to the techniques developed for quantum Markov chains, mostly notably, based
on recent works of periodicity of quantum channels [53].
I Theorem 42. Suppose we are given B ∈ IQC(n, C) such that every matrix in B are over
Q. There exists an algorithm that decides whether B admits an isotropic 2-decomposition in
polynomial time.
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Proof. The key observation is to characterize isotropic 2-decompositions using the periodicity
of irreducible quantum channels.
I Definition 43 ([45]). Given B ∈ IQC(n, C), the period of B is the maximum integer m for
which there exists an orthogonal direct sum decomposition Cn = U1 ⊕ · · · ⊕ Um such that for
any i ∈ [m], and any B ∈ B, we have B(Ui 1 ) ≤ Ui , where indicates subtraction modulo
m in the range of [m].
The following lemma relates isotropic 2-decompositions with periodicity.
I Lemma 44. Given B ∈ IQC(n, C), B admits an isotropic 2-decomposition if and only if
the period of B is 2k for some integer k.
Proof. For the if direction, let Cn = U1 ⊕ U2 ⊕ · · · ⊕ U2k be the orthogonal direct sum
decomposition corresponding to the period of B. Let V1 = hUi : i = 2j − 1, j ∈ [k]i, and
V2 = hUi : i = 2j, j ∈ [k]i. Then V1 ⊕ V2 is an orthogonal direct sum decomposition, and
for any B ∈ B, B(V1 ) ≤ V2 , and B(V2 ) ≤ V1 . By the orthogonal condition, v1† v2 = 0 for any
v1 ∈ V1 , v2 ∈ V2 . We then have for any i = 1, 2, any vi , vi0 ∈ Vi , and any B ∈ B, we have
vi† Bvi0 = 0. That is, V1 and V2 are isotropic spaces.
For the only if direction, let Cn = V1 ⊕ V2 be an isotropic 2-decomposition. Let P1 be the
projection into V1 along V2 , and P2 the projection into V2 along V1 . We have P1 +P2 = I, and
Pi† = Pi . Since V1 and V2 are isotropic spaces, for any B ∈ B, and any i = 1, 2, Pi BPi = 0.
Using P1 + P2 = I, it follows that P2 B = BP1 , and P1 B = BP2 . We are then in the position
to apply [45, Lemma 4.2], to conclude that the period of B is 2k for some integer k.
J
Given Lemma 44, it is enough to compute the period of B, and this can be done by
resorting to the algorithm in [53]. For completeness, we give a brief sketch of the idea. By
Lemma 13 of [53], the period of irreducible quantum channel is equivalent to be the number
of eigenvalues with magnitude one of the quantum channel. Using the terminologies in the
present article, we have the following lemma.
I Lemma 45 ([53, Lemma 13]). Given B ∈ IQC(n, C), the period of B is equal to the number
of eigenvalues of B̃ with magnitude one.
Given this lemma, we can explicitly write out the form of B̃ as an n2 × n2 matrix, and
compute its eigenvalues using e.g. [26] in the exact model (Section 2.1). Therefore, each
eigenvalue α is represented by an irreducible polynomial f (x) and a separating rectangle in
the complex plane. To decide whether α has magnitude 1 can be done efficiently by resorting
to techniques from [80].
J
Finally, we remark that the investigation in this subsection is not completely satisfactory.
It would be more satisfying to consider isotropic spaces and isotropic decompositions for
arbitrary quantum channels, not just the irreducible ones. We adopt the current strategy,
partly because for irreducible channels, the periodicity is well-studied and well-connected
with isotropic 2-decomposition. We leave it a future work to study isotropic spaces and
decompositions in the general setting.
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Quantum gate subspace-fidelity and isotropic spaces

We provide one quantum information theoretic interpretation for isotropic spaces, by relating
it to quantum gate (state) fidelity [88, Section 9] and noiseless subspaces in quantum error
correction [68, 77]. For the sake of readers who have little quantum information knowledge,
we shall proceed by introducing all the necessary notions from quantum information, even
though most of them are standard.
In quantum information theory, the fidelity is a measure of the “closeness” of two
quantum states, generalizing the fidelity of two distributions over finite events. It expresses
the probability that one state will pass a test (quantum measurements) to identify as the
other. Formally, the fidelity of two quantum states ρ, σ ∈ D(n, C) is defined by
q
√ √ 2
F (ρ, σ) = [tr(
ρσ ρ)] .
It is worth noting that 0 ≤ F (ρ, σ) ≤ 1. Furthermore,
F (ρ, σ) = 0 if and only if ρ and σ are orthogonal, i.e., tr(ρσ) = 0;
F (ρ, σ) = 1 if and only if ρ = σ.
Quantum state fidelity induces quantum gate fidelity. Unitary channels (i.e. channels
of the form Ṽ (A) = V AV † for some unitary matrix V ∈ M (n, C)) are exactly the channels
that do not introduce mixedness (i.e., decoherence) into states. Therefore, in experimental
settings, they are considered to be the ideal type of channels to be implemented [88, Section
8]. However, no implementation of a channel is perfect, as there is no closed (isolated) system,
so environment errors are unavoidable, which cause the channel actually implemented to be
not unitary. The gate fidelity is a tool for comparing how well the implemented quantum
channel B̃ approximates the desired unitary channel Ṽ . Specifically, the gate fidelity on a
pure state (uu† for a normalized vector u ∈ Cn ) is a function defined as follows:
FB̃,Ṽ (u) = F (B̃(uu† ), V uu† V † ) = u† V † B̃(uu† )V u = u† [Ṽ † ◦ B̃(uu† )]u,
where Ṽ † (A) = V † AV . In particular, FB̃,Ṽ (u) = FṼ † ◦B̃,I˜(u), where I˜ is the identity channel.
Then the gate fidelity on all states is defined as follows:
F (B̃) = minn FB̃,I˜(u) =
u∈C

min
ρ∈D(n,C)

FB̃,I˜(ρ)

The second equation in the above follows from the joint concavity property of the state
fidelity F (see [88, Equation 9.121]).
As we can see, quantum gate fidelity is a global property over Cn . But in some cases,
we only need a subspace of Cn as the state space of quantum information processing. This
consideration motivates the following notions, which we call them quantum gate maximum
and minimum subspace-fidelities, respectively. For a subspace U ⊆ Cn ,
FUmin (B̃) = min FB̃,I˜(u),
u∈U

and FUmax (B̃) = max FB̃,I˜(u).
u∈U

Note that FUmin (B̃) and FUmax (B̃) quantify the worst-case and best-case behavior of the
system by minimizing and maximizing over all possible initial states, respectively. Obviously,
0 ≤ FUmin (B̃) ≤ FUmax (B̃) ≤ 1 as 0 ≤ F (ρ, σ) ≤ 1. We also have F (B̃) = minU ⊆Cn FUmin (B̃) =
minU ⊆Cn FUmax (B̃), where the second equation follows by examining one-dimensional subspaces.
One key notion in quantum error correction is that of noiseless subspaces, which have been
intensively discussed in the setting where B̃ as a noise model [68, 77]. Intuitively, noiseless
subspaces are shelters under quantum noise B̃, as they perfectly preserve quantum states
under B̃.
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I Definition 46. Let B = {B1 , . . . , Bm } ∈ QC(n, C). An noiseless subspace of B is a
non-zero subspace U ≤ Cn , such that for any u ∈ U , and any Bi , we have Bi u = u.
The following result formally shows that noiseless subspaces and isotropic subspaces are
totally opposite from the viewpoint of the two quantum gate subspace-fidelities.
I Proposition 47. Let B = {B1 , . . . , Bm } ∈ QC(n, C).
FUmax (B̃) = 0 if and only if U is an isotropic space;
FUmax (B̃) = 1 if and only if there is a noiseless subspace in U ;
FUmin (B̃) = 1 if and only if U is a noiseless subspace;
FUmin (B̃) = 0 if and only if there is an isotropic space in U .
Proof. These four claims are directly from the definitions of isotropic spaces, noiseless
subspaces, quantum gate minimum subspace-fidelity and maximum subspace-fidelity.
J
Knill devised an efficient algorithm to find all noiseless subspaces for a given B̃ [67].
So we have a quite good understanding on FUmin (B̃) = 1. On the other hand, isotropic
subspaces fully characterize FUmax (B̃) = 0. Therefore, isotropic spaces reveal the structure of
the worst-case behavior of the channel.
Let us further point out another potential application of isotropic spaces in quantum
control. A basic task of controlling quantum systems is to transfer all unknown quantum
states into some targeting subspace [32, 102]. So designing a control scheme as a quantum
channel with a non-trivial isotropic space (the dimension greater than 1) can turn all quantum
states residing in the isotropic space into the orthogonal complement of it.
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A

Breadth-first search in the alternating matrix space setting

Indeed, suppose A ≤ Λ(n, F) admits an isotropic 2-decomposition as Fn = U1 ⊕ U2 . Note
that U1 and U2 are not known to us. To follow the idea of breadth-first search, we would
start from a vector v ∈ Fn , and then find its neighbours, and then its neighbours’ neighbours,
etc.. Intuitively, for v ∈ Fn , we can view the linear span of Av, A ∈ A as those neighbours
of v, denoted by V1 ≤ Fn . Then the linear span of AV1 , A ∈ A, may be considered as the
neighbours of V1 . Continuing this way, if v ∈ U1 , we do see that Vi ’s alternates between
subspaces of U1 and U2 . It follows that Vi ∩ Vi+1 = 0, from which we can compute U1 and
U2 after this sequence stabilizes. However, if v is neither in U1 nor in U2 , it is not clear how
to read any information about U1 and U2 . In fact, it is possible that the linear span of Av is
the hyperplane orthogonal to v, so it is impossible to tell whether such U1 and U2 exist.

B

The relation between alternating bilinear maps and alternating
matrix spaces

We first recall the relation between alternating bilinear maps and alternating matrix tuples.
Let φ : U × U → V be an alternating bilinear map, that is, for any u ∈ U , φ(u, u) = 0. Fix
bases of U and V , so that U ∼
= Fn and V ∼
= Fm . Then φ can be represented by an m-tuple of
alternating matrices (A1 , . . . , Am ) ∈ Λ(n, F)m , such that φ(u, u0 ) = (ut A1 u0 , . . . , ut Am u0 )t .
Conversely, given an m-tuple of alternating matrices, one can define an alternating bilinear
map as such. Two alternating bilinear maps φ, ψ : U × U → V are isometric, if there exist
A ∈ GL(U ), B ∈ GL(V ), such that φ = B ◦ ψ ◦ A. (Some authors prefer to call this isometric
as pseudo-isometric [21].)
Let A ≤ Λ(n, F). Let A = (A1 , . . . , Am ) ∈ Λ(n, F)m be an ordered basis of A. Then A
defines an alternating bilinear map φA : Fn × Fn → Fm as above. While difference choices of
ordered bases give different alternating bilinear maps, it is easy to see that ordered bases
from isometric alternating matrix spaces give isometric alternating bilinear maps.
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Introduction

Probabilistically checkable proofs (PCPs) are one of the landmark achievements in theoretical
computer science. Loosely speaking, PCPs are proofs that can be verified by reading only
a very small (i.e., constant) number of bits. Beyond the construction of highly efficient
proof systems, PCPs have myriad applications, most notably within the field of hardness of
approximation.
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Hard Properties with (Very) Short PCPPs and Their Applications

A closely related variant of PCPs, called probabilistically checkable proofs of proximity
(PCPPs), was introduced independently by Ben-Sasson et al. [5] and Dinur and Reingold [13].
In the PCPP setting, a verifier is given oracle access to both an input x and a proof π. It
should make a few (e.g., constant) number of queries to both oracles to ascertain whether
x ∈ L. Since the verifier can only read a few of the input bits, we only require that it rejects
inputs that are far (in Hamming distance) from L, no matter what proof π is provided.
PCPPs are highly instrumental in the construction of standard PCPs. Indeed, using modern
terminology, both the original algebraic construction of PCPs [1] (see also [5]) as well as
Dinur’s [12] combinatorial proof utilize PCPPs.
By combining the seminal works of Ben-Sasson and Sudan [7] and Dinur [12], one
can obtain PCPs and PCPPs with only poly-logarithmic (multiplicative) overhead. More
specifically, the usual benchmark for PCPPs is with respect to the CircuitEval problem, in
which the verifier is given explicit access to a circuit C and oracle access to both an input x
and a proof π, and needs to verify that x is close to the set {x0 : C(x0 ) = 1}. The works of
[7, 12] yield a PCPP whose length is quasilinear in the size |C| of the circuit C.1
Given the important connections both to constructions of efficient proof-systems, and
to hardness of approximation, a central question in the area is whether this result can be
improved: Do PCPPs with only a constant overhead exist? In a recent work, Ben Sasson et
al. [6] construct PCPs with constant overhead, albeit with very large query complexity (as
well as a non-uniform verification procedure).2 To verify that C(x) = 1 the verifier needs to
make |C|δ queries, where δ > 0 can be any fixed constant.
Given the lack of success (despite the significant interest) in constructing constant-query
PCPPs with constant overhead, it may be the case that there exist languages that do not
have such efficient PCPPs. A natural class of candidate languages for which such PCPPs
may not exist are languages for which it is maximally hard to test whether x ∈ L or is far
from such, without a PCPP proof. In other words, languages (or rather properties) that do
not admit sub-linear query testers. Thus, we investigate the following question:
Supposing that L requires Ω(n) queries for every (property) tester, must any constantquery PCPP for L have proof length n · (log n)Ω(1) ?

1.1

Our Results

Our first main result answers the above question negatively, by constructing a property
that is maximally hard for testing, while admitting a very short PCPP. For the exact
theorem statement, we let log(`) denote the ` times iterated log function. That is, log(`) (n) =
log(log(`−1) (n)) for ` ≥ 1 and log(0) n = n.
I Theorem 1 (informal restatement of Theorem 30). For every constant integer ` ∈ N, there
exists a property P ⊆ {0, 1}n such that any testing algorithm for P requires Ω(n) many
queries, while P admits a (constant query3 ) PCPP system with proof length O(n · log(`) (n)).

1
2
3

Note that a PCPP for CircuitEval can be easily used to construct a PCP for CircuitSAT with similar
overhead (see [5, Proposition 2.4]).
Although it is not stated in [6], we believe that their techniques can also yield PCPPs with similar
parameters.
For detection radius (or proximity parameter) ε > 0 and constant soundness, the particular query
complexity of the PCPP system is bounded by (2` /ε)O(`) .
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We remark that all such maximally hard properties cannot have constant-query PCPP
proof-systems with a sub-linear length proof string (see Proposition 13), leaving only a small
gap of log(`) (n) on the proof length in Theorem 1.
Beyond demonstrating that PCPPs with extremely short proofs exist for some hard
properties, we use Theorem 1 to derive several applications. We proceed to describe these
applications next.

Tolerant Testing
Recall that property testing (very much like PCPPs) deals with solving approximate decision
problems. A tester for a property P is an algorithm that given a sublinear number of queries
to its input x, should accept (with high probability) if x ∈ P and reject if x is far from P
(where, unlike PCPPs, the tester is not provided with any proof).
The standard setting of property testing is arguably fragile, since the testing algorithm is
only guaranteed to accept all functions that exactly satisfy the property. In various settings
and applications, accepting only inputs that exactly have a certain property is too restrictive,
and it is more beneficial to distinguish between inputs that are close to having the property,
and those that are far from it. To address this question, Parnas, Ron and Rubinfeld [26]
introduced a natural generalization of property testing, in which the algorithm is required
to accept functions that are close to the property. Namely, for parameters 0 ≤ ε0 < ε1 ≤ 1,
an (ε0 , ε1 )-tolerant testing algorithm is given an oracle access to the input, and is required
to determine (with high probability) whether a given input is ε0 -close to the property or
whether it is ε1 -far from it. As observed in [26], any standard testing algorithm whose queries
are uniformly (but not necessarily independently) distributed, is inherently tolerant to some
extent. Nevertheless, for many problems, strengthening the tolerance requires applying
advanced methods and devising new algorithms (see e.g., [16, 23, 10, 8, 9]).
It is natural to ask whether tolerant testing is strictly harder than standard testing. This
question was explicitly studied by Fischer and Fortnow [15], who used PCPPs with polynomial
size proofs to show that there exists a property P ⊆ {0, 1}n that admits a tester with constant
query complexity, but such that every tolerant tester for P has query complexity Ω(nc ) for
some 0 < c < 1. Using modern quasilinear PCPPs [7, 12] in combination with the techniques
of [15] it is possible to construct a property demonstrating a better separation, of constant
query complexity for standard testing versus Ω(n/polylog n) for tolerant testing.
Using Theorem 1 we can obtain an improved separation between testing and tolerant
testing:
I Theorem 2 (informal restatement of Theorem 46). For any constant integer ` ∈ N, there
exist a property of boolean strings P ⊆ {0, 1}n and a constant ε1 ∈ (0, 1) such that P is
ε-testable for any ε > 0 with a number of queries4 independent of n, but for any ε0 ∈ (0, ε1 ),
every (ε0 , ε1 )-tolerant tester for P requires Ω(n/polylog(`) n) many queries.

Erasure-Resilient Testing
Another variant of the property testing model is the erasure-resilient testing model. This
model was defined by Dixit et. al. [14] to address cases where data cannot be accessed at
some domain points due to privacy concerns, or when some of the values were adversarially
erased. More precisely, an α-erasure-resilient ε-tester gets as input parameters α, ε ∈ (0, 1),

4

The query complexity of the intolerant ε-tester has the same asymptotic bound as in Theorem 1.
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as well as oracle access to a function f , such that at most an α fraction of its values have
been erased. The tester has to accept with high probability if there is a way to assign values
to the erased points of f such that the resulting function satisfies the desired property. The
tester has to reject with high probability if for every assignment of values to the erased
points, the resulting function is still ε-far from the desired property.
Similarly to the tolerant testing scenario, PCPPs were also used in [14] to show that there
exists a property of boolean strings of length n that has a tester with query complexity
independent of n, but for any constant α > 0, every α-erasure-resilient tester is required
to query Ω(nc ) many bits for some c > 0, thereby establishing a separation between the
models. Later, in [27] PCPP constructions were used to provide a separation between the
erasure-resilient testing model and the tolerant testing model.
Similarly to the tolerant testing case, we use Theorem 1 to prove a stronger separation
between the erasure-resilient testing model and the standard testing model.
I Theorem 3 (informal restatement of Theorem 47). For any constant integer ` ∈ N, there
exist a property of boolean strings P ⊆ {0, 1}n and a constant ε1 ∈ (0, 1) such that P is εtestable for any ε > 0 with number of queries5 independent of n, but for any α = Ω(1/ log(`) n)
and ε ∈ (0, ε1 ) such that ε < 1 − α, any α-erasure-resilient ε-tester is required to query
Ω(n/polylog(`) n) many bits.

Secret Sharing applications
As an additional application of our techniques we also obtain a new type of secret sharing
scheme. Recall that in a secret sharing scheme, a secret value b ∈ {0, 1} is shared between n
parties in such a way that only an authorized subset of the users can recover the secret. We
construct a secret sharing scheme in which no subset of o(n) parties can recover the secret
and yet it is possible for each one of the parties to recover the secret, if given access to a
PCPP-like proof, with the guarantee that no matter what proof-string is given, most parties
will either recover b or reject.
We obtain such a secret sharing scheme through a notion called Probabilistically Checkable
Unveiling of a Shared Secret (PCUSS), which will be central in our work. This notion is
loosely described in Subsection 1.2 and formally defined in Section 4.

1.2

Techniques

Central to our construction are (univariate) polynomials over a finite field F. A basic fact is
that a random polynomial p : F → F of degree (say) |F|/2, evaluated at any set of at most
|F|/2 points, looks exactly the same as a totally random function f : F → F. This is despite
the fact that a random function is very far (in Hamming distance) from the set of low degree
polynomials. Indeed, this is the basic fact utilized by Shamir’s secret sharing scheme [29].
Thus, the property of being a degree-|F|/2 univariate polynomial is a hard problem to
decide for any tester, in the sense that such a tester must make Ω(|F|) queries to the truth
table of the function in order to decide. Given that, it seems natural to start with this
property in order to prove Theorem 1. Here we run into two difficulties. First, the property
of being a low degree polynomial is defined over a large alphabet, whereas we seek a property
over boolean strings. Second, the best known PCPPs for this property have quasi-linear
length [7], which falls short of our goal.

5

Again, the query complexity of the (non erasure resilient) ε-tester has the same asymptotic bound as in
Theorem 1.
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To cope with these difficulties, our approach is to use composition, or more accurately, an
iterated construction. The main technical contribution of this paper lies in the mechanism
enabling this iteration. More specifically, rather than having the property contain the
explicit truth table of the low degree polynomial p, we would like to use a more redundant
representation for encoding each value p(α). This encoding should have several properties:
It must be the case that one needs to read (almost) the entire encoding to be able to
decode p(α). This feature of the encoding, which we view as a secret-sharing type of
property, lets us obtain a hard to test property over boolean strings.
The encoding need not be efficient, and in fact it will be made long enough to eventually
subsume the typical length of a PCPP proof-string for the low degree property, when
calculated with respect to an unencoded input string.
Last but not least, we need the value to be decodable using very few queries, when given
access to an auxiliary PCP-like proof string. This would allow us to “propagate” the
PCPP verification of the property across iterations.
In more detail, we would like to devise a (randomized) encoding of strings in {0, 1}k by
strings in {0, 1}m . The third requirement listed above can be interpreted as saying that given
oracle access to v ∈ {0, 1}m and explicit access to a value w ∈ {0, 1}k , it will be possible
verify that v indeed encodes w using a PCPP-like scheme, i.e. by providing a proof that can
be verified with a constant number of queries. We refer to this property as a probabilistically
checkable unveiling (PCU)6 . Note that in our setting a single value w may (and usually will)
have more than one valid encoding.
Going back to the first requirement of the encoding, we demand that without a proof,
one must query at least Θ(m) bits of v to obtain any information about the encoded w, or
even discern that v is indeed a valid encoding of some value. Given this combination of
requirements, we refer to the verification procedure as a Probabilistically Checkable Unveiling
of a Shared Secret (PCUSS).
Low degree polynomials can be used to obtain a PCUSS based on Shamir’s secret sharing
scheme. More specifically, to encode a k bit string w, we take a random polynomial whose
values on a subset H ⊆ F are exactly equal to the bits of w. However, we provide the values
of this polynomial only over the sub domain F \ H. Then, the encoded value is represented
by the (interpolated) values of g over H, which admit a PCU scheme. On the other hand, the
“large independence” feature of polynomials makes the encoded value indiscernible without a
a supplied proof string, unless too many of the values of g over F \ H are read, thus allowing
for a PCUSS.
This construction can now be improved via iteration. Rather than explicitly providing
the values of the polynomial, they will be provided by a PCUSS scheme. Note that the
PCUSS scheme that we now need is for strings of a (roughly) exponentially smaller size. The
high level idea is to iterate this construction ` times to obtain the ` iterated log function in
our theorems.
At the end of the recursion, i.e., for the smallest blocks at the bottom, we utilize a
linear-code featuring both high distance and high dual distance, for a polynomial size PCUSS
of the encoded value. This is the only “non-constructive” part in our construction, but since
the relevant block size will eventually be less than log log(n), the constructed property will
still be uniform with polynomial calculation time (the exponential time in poly(log log(n)),
needed to construct the linear-code matrix, becomes negligible).

6

In fact, we will use a stronger variant where the access to w is also restricted.

ITCS 2020

9:6

Hard Properties with (Very) Short PCPPs and Their Applications

Our PCUSS in particular provides a property that is hard to test (due to its shared
secret feature), and yet has a near-linear PCPP through its unveiling, thereby establishing
Theorem 1. We utilize this property for separation results in a similar manner to [15] and
[14], by considering a weighted version of a “PCPP with proof” property, where the proof
part holds only a small portion of the total weight. The PCPP proof part enables a constant
query test, whereas if the PCPP proof is deleted, efficient testing is no longer possible.

1.3

Related work

Short PCPPs
For properties which can be verified using a circuit of size n, [5] gave PCPP constructions with
proof length n · exp(poly(log log n)) and with a query complexity of poly(log log n), as well
as slightly longer proofs with constant query complexity. Later, Ben-Sasson and Sudan [7]
gave constructions with quasilinear size proofs, but with slightly higher query complexity.
The state of the art construction is due to Dinur [12] who, building on [7], showed a PCPP
construction with proof length that is quasilinear in the circuit size and with constant query
complexity. In a recent work Ben Sasson et al. [3] constructed an interactive version of
PCPPs [4, 28] of strictly linear length and constant query complexity.

Tolerant Testing
The tolerant testing framework has received significant attention in the past decade. Property
testing of dense graphs, initiated by [19], is inherently tolerant by the canonical tests of
Goldreich and Trevisan [21]. Later, Fischer and Newman [16] (see also [2]) showed that every
testable (dense) graph property admits a tolerant testing algorithm for every 0 < ε0 < ε1 < 1,
which implies that O(1) query complexity testability is equivalent to distance approximation
in the dense graph model. Some properties of boolean functions were also studied recently in
the tolerant testing setting. In particular, the properties of being a k-junta (i.e. a function
that depends on k variables) and being unate (i.e., a function where each direction is either
monotone increasing or monotone decreasing) [9, 24, 11].

Erasure-resilient Testing
For the erasure resilient model, in addition to the separation between that model and
the standard testing model, [14] designed efficient erasure-resilient testers for important
properties, such as monotonicity and convexity. Shortly after, in [27] a separation between
the erasure-resilient testing model and the tolerant testing model was established. The last
separation requires an additional construction (outside PCPPs), which remains an obstacle
to obtaining better than polynomial separations.

2

Preliminaries

We start with some notation and central definitions. For a set A, we let 2A denote the
power-set of A. For two strings x, y ∈ {0, 1}∗ we use x t y to denote string concatenation.
For an integer k, a field F = GF(2k ) and α ∈ F, we let hhαii ∈ {0, 1}k denote the binary
representation of α in some canonical way.
For two sets of strings A and B we use A t B to denote the set {a t b | a ∈ A, b ∈ B}.
F
For a collection of sets {A(d)}d∈D we use d∈D A(d) to denote the set of all possible
F
concatenations d∈D ad , where ad ∈ A(d) for every d ∈ D.
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Throughout this paper we use boldface letters to denote random variables, and assume a
fixed canonical ordering over the elements in all the sets we define. For a set D, we write
v ∼ D to denote a random variable resulting from a uniformly random choice of an element
v ∈ D.

2.1

Error correcting codes and polynomials over finite fields

The relative Hamming distance of two strings x, y ∈ Σn is defined as dist(x, y) = n1 ·
6 yi }|. For a string x ∈ Σn and a non-empty set S ⊆ Σn , we define
|{i ∈ [n] | xi =
dist(x, S) = miny∈S dist(x, y). The following plays a central role in many complexity-related
works, including ours.
I Definition 4. A code is an injective function C : Σk → Σn . If Σ is a finite field and C is
a linear function (over Σ), then we say that C is a linear code. The rate of C is defined
as k/n, whereas the minimum relative distance is defined as the minimum over all distinct
x, y ∈ Σk of dist(C(x), C(y)).
An ε-distance code is a code whose minimum relative distance is at least ε. When for a
fixed ε > 0 we have a family of ε-distance codes (for different values of k), we refer to its
members as error correcting codes.
In this work we use the fact that efficient codes with constant rate and constant relative
distance exist. Moreover, there exist such codes in which membership can be decided by a
quasi-linear size Boolean circuit.
I Theorem 5 (see e.g., [30]). There exists a linear code Spiel : {0, 1}k → {0, 1}100k with
constant relative distance, for which membership can be decided by a k · polylog k size Boolean
circuit.
Actually, the rate of the code in [30] is significantly better, but since we do not try to
optimize constants, we use the constant 100 solely for readability. In addition, the code
described in [30] is linear time decodeable, but we do not make use of this feature throughout
this work.
We slightly abuse notation, and for a finite field F of size 2k , view the encoding given
in Theorem 5 as Spiel : F → {0, 1}100k , by associating {0, 1}k with F in the natural way.
Note that for f : F → F, it holds that hhf (β)ii ∈ {0, 1}k for every β ∈ F, and therefore
Spiel(f (β)) ∈ {0, 1}100k . We slightly abuse notation, and for a function f : F → F we write
F
Spiel(f ) to denote the length 100k · 2k bit string β∈F Spiel(f (β)) (where we use the canonical
ordering over F).
I Definition 6. Let CF denote the set of polynomials g : F → F such that deg(g) ≤

|F|
2 .

The following lemma of [22], providing a fast univariate interpolation, will be an important
tool in this work.
I Lemma 7 ([22]). Given a set of pairs {(x1 , y1 ), . . . , (xr , yr )} with all xi distinct, we can
output the coefficients of p(x) ∈ F[X] of degree at most r − 1 satisfying p(xi ) = yi for all
i ∈ [r], in O(r · log3 (r)) additions and multiplications in F.
The next lemma states that a randomly chosen function λ : F → F is far from any low
degree polynomial with very high probability.
I Lemma 8. With probability at least 1 − o(1), a uniformly random function λ : F → F is
1/3-far from CF .
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Proof. Consider the size of a ball of relative radius 1/3 around some function λ : F → F in
the space of functions from F to itself. The number of points (i.e., functions from F → F)
contained in this ball is at most


|F|
· |F||F|/3 ≤ (3e|F|)|F|/3 .
|F|/3
By the fact that the size of CF is |F||F|/2+1 , the size of the set of points that are at relative
distance at most 1/3 from any point in CF is at most
|F||F|/2+1 · (3e|F|)|F|/3 = o(|F||F| ).
The lemma follows by observing that there are |F||F| functions from F to itself.

2.1.1

J

Dual distance of linear codes

We focus here specifically on a linear code C : Fk → Fn , and consider the linear subspace
of its image, VC = {C(x) : x ∈ Fk } ⊆ Fn . We define the distance of a linear space as
dist(V ) = minv∈V \{0n } dist(v, 0n ), and note that in the case of V being the image VC of
a code C, this is identical to dist(C). For a linear code, it helps to investigate also dual
distances.
I Definition 9. Given two vectors u, v ∈ Fn , we define their scalar product as u · v =
P
i∈[n] ui vi , where multiplication and addition are calculated in the field F. Given a linear
space V ⊆ Fn , its dual space is the linear space V ⊥ = {u : ∀v ∈ V, u · v = 0}. In other words,
it is the space of vectors who are orthogonal to all members of V .The dual distance of the
space V is simply defined as dist(V ⊥ ).
For a code C, we define its dual distance, dist⊥ (C), as the dual distance of its image
VC . We call C an η-dual-distance code if dist⊥ (C) ≥ η. The following well-known lemma is
essential to us, as it will relate to the “secret-sharing” property that we define later.
I Lemma 10 (See e.g., [25, Chapter 1, Theorem 10]). Suppose that C : Fk → Fn is a linear
η-dual distance code, let Q ⊂ [n] be any set of size less than η · n, and consider the following
random process for picking a function u : Q → F: Let w ∈ Fk be drawn uniformly at random,
and set u be the restriction of C(w) to the set Q. Then, the distribution of u is identical to
the uniform distribution over the set of all functions from Q to F.

2.2

Probabilistically checkable proofs of proximity (PCPP)

As described briefly in the introduction, a PCPP verifier for a property P is given access to
an input x and a proof π, as well as a detection radius ε > 0 and soundness parameter δ > 0.
The verifier should make a constant number of queries (depending only on ε, δ) to the input
x and the proof π, and satisfy the following. If x ∈ P, then there exists π for which the
verifier should always accept x. If dist(x, P) > ε, the verifier should reject x with probability
at least δ, regardless of the contents of π. More formally, we define the following.
I Definition 11 (PCPP). For n ∈ N, let P ⊂ {0, 1}n be a property of n-bit Boolean strings,
and let t ∈ N. We say that P has a q(ε, δ)-query, length-t Probabilistically Checkable Proof
of Proximity (PCPP) system if the following holds: There exists a verification algorithm V
that takes as input ε, δ > 0 and n ∈ N, makes a total of q(ε, δ) queries on strings w ∈ {0, 1}n
and π ∈ {0, 1}t , and satisfies the following:
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1. (Completeness) If w ∈ P, then there exists a proof π = ProofP (w) ∈ {0, 1}t such that
for every ε, δ > 0, the verifier V accepts with probability 1.
2. (Soundness) If dist(w, P) > ε, then for every alleged proof π ∈ {0, 1}t , the verifier V
rejects with probability greater than δ.
Note that soundness is easy to amplify: Given a PCPP as above with parameters ε, δ, t
and query complexity q(ε, δ), one can increase the soundness parameter to 1 − τ (for any
τ > 0) by simply running Θ(log(1/τ )/δ) independent instances of the verification algorithm
V , and rejecting if at least one of them rejected; the query complexity then becomes
Θ (q(ε, δ) · log(1/τ )/δ), while the parameters ε and t remain unchanged.
The following lemma, establishing the existence of a quasilinear PCPP for any property
P that is verifiable in quasilinear time, will be an important tool throughout this work.
I Lemma 12 (Corollary 8.4 in [12], see also [20]). Let P be a property of Boolean strings
which is verifiable by a size t Boolean circuit. Then, there exists a length-t0 PCPP system P
with parameters ε, δ > 0, that makes at most q(ε, δ) queries, where t0 = t · polylog t.
Specifically, q(ε, δ) = O(ε−1 ) suffices for any δ < 0.99.
As described briefly in the introduction, maximally hard properties cannot have a constant
query PCPP proof systems with a sublinear length proof string.
I Proposition 13. Let P ⊆ {0, 1}n and ε > 0 be such that any ε-tester for P has to make
Ω(n) many queries. Then, any constant query PCPP system for P (where e.g. δ = 1/3) must
have proof length of size Ω(n).
Proof. Suppose that there exists a PCPP for P with O(1) queries and proof length t = o(n).
Since the PCPP verifier has constant query complexity, we may assume that it is non adaptive
and uses q = O(1) queries. By an amplification argument as above, we can construct an
amplified verifier that makes O(q · t) = o(n) queries, with soundness parameter 1 − 2−t /3.
By the fact that the verifier is non-adaptive, it has the same query distribution regardless of
the proof string. Therefore, we can run 2t amplified verifiers in parallel while reusing queries,
one verifier for each of the 2t possible proof strings. If any of the 2t amplified verifiers accept,
we accept the input. If the input belongs to P, one of the above 2t verifiers will accept (the
one that used the correct proof). If the input was ε-far from P, then by a union bound, the
probability that there was any accepting amplified verifier is at most 1/3. This yields an
o(n) tester for P, which contradicts our assumption.
J

2.3

Testing, tolerant testing and erasure-resilient testing

In this subsection we define notions related to the property testing framework. We also
formally define a few variants of the original testing model that will be addressed in this
work. A property P of n-bit boolean strings is a subset of all those strings, and we say that
a string x has the property P if x ∈ P.
Given ε ≥ 0 and a property P, we say that a string x ∈ {0, 1}n is ε-far from P if
dist(x, P) > ε, and otherwise it is ε-close to P. We next define the notion of a tolerant tester
of which standard (i.e. intolerant) testers are a special case.
I Definition 14 (Intolerant and tolerant testing). Given 0 ≤ ε0 < ε1 ≤ 1, a q-query (ε0 , ε1 )testing algorithm T for a property P ⊆ {0, 1}n is a probabilistic algorithm (possibly adaptive)
making q queries to an input x ∈ {0, 1}n that outputs a binary verdict satisfying the following
two conditions.
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1. If dist(x, P) ≤ ε0 , then T accepts x with probability at least 2/3.
2. If dist(x, P) > ε1 , then T rejects x with probability at least 2/3.
When ε0 = 0, we say that T is an ε1 -testing algorithm for P, and otherwise we say that T is
an (ε0 , ε1 )-tolerant testing algorithm for P.
Next, we define the erasure-resilient testing model. We start with some terminology. A
string x ∈ {0, 1, ⊥}n is α-erased if xi is equal to ⊥ on at most αn coordinates. A string
x0 ∈ {0, 1}n that differs from x only on coordinates i ∈ [n] for which xi = ⊥ is called a
completion of x. The (pseudo-)distance dist(x, P) of an α-erased string x from a property P
is the minimum, over every completion x0 of x, of the relative Hamming distance of x0 from
P. Note that for a string with no erasures, this is simply the Hamming distance of x from P.
As before, x is ε-far from P if dist(x, P) > ε, and ε-close otherwise.
I Definition 15 (Erasure-resilient tester). Let α ∈ [0, 1) and ε ∈ (0, 1) be parameters satisfying
α + ε < 1. A q-query α-erasure-resilient ε-tester T for P is a probabilistic algorithm making
q queries to an α-erased string x ∈ {0, 1, ⊥}n , that outputs a binary verdict satisfying the
following two conditions.
1. If dist(x, P) = 0 (i.e., if there exists a completion x0 of x, such that x0 ∈ P), then T
accepts x with probability at least 2/3.
2. If dist(x, P) > ε (i.e., if every completion of x0 of x is ε-far from P), then T rejects x
with probability at least 2/3.
The next lemma will be useful to prove that some properties are hard to test. The lemma
states that if we have two distributions whose restrictions to any set of queries of size at
most q are identical, then no (possibly adaptive) algorithm making at most q queries can
distinguish between them.
I Definition 16 (Restriction). Given a distribution D over functions f : D → {0, 1} and a
subset Q ⊆ D, we define the restriction D|Q of D to Q to be the distribution over functions
g : Q → {0, 1}, that results from choosing a function f : D → {0, 1} according to D, and
setting g to be f |Q , the restriction of f to Q.
I Lemma 17 ([17], special case). Let D1 and D2 be two distributions of functions over some
domain D. Suppose that for any set Q ⊂ D of size at most q, the restricted distributions
D1 |Q and D2 |Q are identically distributed. Then, any (possibly adaptive) algorithm making
at most q queries cannot distinguish D1 from D2 with any positive probability.

3

Code Ensembles

It will be necessary for us to think of a generalized definition of an encoding, in which each
encoded value has multiple legal encodings.
m

I Definition 18 (Code ensemble). A code ensemble is a function E : Σk → 2Σ . Namely,
every x ∈ Σk has a set of its valid encodings from Σm . We define the distance of the code
ensemble as
min

min

x6=x0 ∈{0,1}k (v,u)∈E(x)×E(x0 )

dist(v, u).
m

It is useful to think of a code ensemble E : Σk → 2Σ as a randomized mapping, that given
x ∈ Σk , outputs a uniformly random element from the set of encodings E(x). Using the
above we can define a shared secret property. In particular, we use a strong information
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theoretic definition of a shared secret, in which o(m) bits do not give any information at
all about the encoded value. Later on, we construct code ensembles with a shared secret
property.
I Definition 19 (Shared Secret). For m, k ∈ N and a constant ζ > 0, we say that a code
m
ensemble C : {0, 1}k → 2({0,1} ) has a ζ-shared secret property if it satisfies the following. For
any Q ⊆ [m] of size |Q| ≤ ζm, any w, w0 ∈ {0, 1}k such that w =
6 w0 , and any t ∈ {0, 1}|Q| it
holds that
Pr [v|Q = t] =

v∼C(w)

Pr

[v 0 |Q = t].

v 0 ∼C(w0 )

Namely, for any w =
6 w0 and any Q ⊆ [m] of size at most ζm, the distribution obtained
by choosing a uniformly random member of C(w) and considering its restriction to Q, is
identical to the distribution obtained by choosing a uniformly random member of C(w0 ) and
considering its restriction to Q.

3.1

A construction of a hard code ensemble

We describe a construction of a code ensemble for which a linear number of queries is necessary
to verify membership or to decode the encoded value. This code will be our base code in
the iterative construction. The existence of such a code ensemble is proved probabilistically,
relying on the following simple lemma.
I Lemma 20. Fix constant α, β > 0 where β log(e/β) < α. Let s, t ∈ N so that s ≤ (1 − α)t.
Then, with probability 1 − o(1), a sequence of s uniformly random vectors {v1 , . . . , vs } from
{0, 1}t is linearly independent, and corresponds to a β-distance linear code.
Proof. The proof follows from a straightforward counting argument. If we draw s uniformly
random vectors v1 , . . . , vs ∈ {0, 1}t , then each non-trivial linear combination of them is
in itself a uniformly random vector from {0, 1}t , and hence has weight less than β with
probability at most
2−t ·

 
 βt
t
et
≤ 2−t
= 2−t · 2β log(e/β)t = 2(γ−1)t ,
βt
βt

where we set γ = β log(e/β) < α.
By a union bound over all 2s ≤ 2(1−α)t possible combinations, the probability that there
exists a linear combination with weight less than β is at most 2(γ−α)t = o(1). If this is not
the case, then v1 , . . . , vs are linearly independent, and moreover, {v1 , . . . , vs } corresponds to
a β-distance linear code (where we use the fact that the distance of a linear code is equal to
the minimal Hamming weight of a non-zero codeword).
J
Our construction makes use of a sequence of vectors that correspond to a high-distance
and high-dual distance code, as described below.
I Definition 21 (Hard code ensemble Hk ). Let k ∈ N and let {v1 , . . . , v3k } be a sequence of vectors in {0, 1}4k such that Span{v1 , . . . , v3k } is a 1/30-distance code, and that
Span{vk+1 , . . . , v3k } is a 1/10-dual distance code. Let


|
A = v1
|

|
···



v3k  .
|
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4k

We define the code ensemble Hk : {0, 1}k → 2{0,1}

as

Hk (w) = {Au : u ∈ {0, 1}3k where u|{1,...,k} = w},
where all operations are over GF(2).
The next lemma states that a collection of random vectors {v1 , . . . , v3k } in {0, 1}4k satisfies
the basic requirements of a code ensemble Hk with high probability (that is, with probability
tending to one as k → ∞), and hence such a code ensemble exists.
I Lemma 22. A set {v1 , . . . , v3k } of random vectors in {0, 1}4k satisfies with high probability
the following two conditions: Span{v1 , . . . , v3k } is a 1/30-distance code, and furthermore,
Span{vk+1 , . . . , v3k } is a 1/10-dual distance code. In particular, for all k large enough the
code ensemble Hk exists.
Proof. We apply Lemma 20 multiple times. First, picking t = 4k, s = 3k, α = 1/4, and
β = 1/30, we conclude that v1 , . . . , v3k with high probability correspond to a 1/30-distance
code.
To show that with high probability the code spanned by the last 2k vectors has high
dual distance, we compare the following two processes, whose output is a linear subspace of
(GF(2))4k , that we view as a code: (i) Choose 2k vectors and return their span. (ii) Choose
4k − 2k = 2k vectors and return the dual of their span. Conditioning on the chosen 2k vectors
being linearly independent, the output distributions of these two processes are identical.
Indeed, by a symmetry argument it is not hard to see that under the conditioning, the linear
subspace generated by Process (i) is uniformly distributed among all rank-2k subspaces V of
(GF(2))4k . Now, since we can uniquely couple each such V with its dual V ⊥ (also a rank-2k
subspace) and since V = (V ⊥ )⊥ , this means that the output distribution of Process (ii) is
uniform as well.
However, it follows again from Lemma 20 (with t = 4k, s = 2k, α = 1/2, and any β > 0
satisfying the conditions of the lemma) that the chosen 2k vectors are independent with
high probability. This means that (without the conditioning) the output distributions of
Process (i) and Process (ii) are o(1)-close in variation distance. Applying Lemma 20 with
t = 4k, s = 2k, α = 1/2, and β = 1/10 we get that the distance of the code generated by
Process (i) is at least β = 1/10 with high probability. However, the latter distance equals
by definition to the dual distance of the code generated by Process (ii). By the closeness of
the distributions, we conclude that the dual distance of Process (i) is also at least 1/10 with
high probability.
J
We next state a simple but important observation regarding membership verification.
I Observation 23. Once a matrix A with the desired properties is constructed (which may
take exp(k 2 ) time if we use brute force), given w ∈ {0, 1}k , the membership of v in Hk (w)
can be verified in poly(k) time (by solving a system of linear equations over GF(2)).

4

PCUs and PCUSSs

Next, we define the notion of Probabilistically Checkable Unveiling (PCU). This notion is
similar to PCPP, but here instead of requiring our input to satisfy a given property, we require
our input to encode a value w ∈ {0, 1}k (typically using a large distance code ensemble).
We then require that given the encoded value w, it will be possible to prove in a PCPP-like
fashion that the input is indeed a valid encoding of w.
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m

I Definition 24 (PCU). Fix m, t, k ∈ N, and let C : {0, 1}k → 2{0,1} be a code ensemble. We
say that C has a q(ε, δ)-query, length-t PCU if the following holds. There exists a verification
algorithm V that takes as inputs ε, δ > 0, m ∈ N, and w ∈ {0, 1}k , makes at most q(ε, δ)
queries to the strings v ∈ {0, 1}m and π ∈ {0, 1}t , and satisfies the following:
1. If v ∈ C(w), then there exists a proof π = ProofC (v) ∈ {0, 1}t such that for every ε, δ > 0,
the verifier V accepts with probability 1.
2. If dist(v, C(w)) > ε, then for every alleged proof π ∈ {0, 1}t , the verifier V rejects v with
probability greater than δ.
In order to facilitate the proof of the main theorem, we utilize a more stringent variant
of the above PCU definition. Instead of supplying w ∈ {0, 1}k to the algorithm, we supply
oracle access to a a string τ ∈ {0, 1}100k that is supposed to represent Spiel(w), along with
the proof π, and the algorithm only makes q(ε, δ) queries to the proof string π, the original
encoding v and the string τ . For cases where v ∈ C(w), we use Value(v) to denote Spiel(w).
m

I Definition 25 (Spiel-PCU). Fix m, t, k ∈ N, and let C : {0, 1}k → 2{0,1} be a code
ensemble. We say that C has a q(ε, δ)-query, length-t Spiel-PCU if the following holds. There
exists a verification algorithm V that takes as inputs ε, δ > 0, m ∈ N, makes at most q(ε, δ)
queries to the strings v ∈ {0, 1}m , τ ∈ {0, 1}100k and π ∈ {0, 1}t , and satisfies the following:
1. If there exists w ∈ {0, 1}k for which v ∈ C(w) and τ = Value(v) = Spiel(w), then there
exists a proof π = ProofC (v) ∈ {0, 1}t such that for every ε, δ > 0, the verifier V accepts
with probability 1.
2. If for every w ∈ {0, 1}k either dist(τ, Spiel(w)) > ε or dist(v, C(w)) > ε, then for every
alleged proof π ∈ {0, 1}t , the verifier V rejects v with probability greater than δ.
Note that a code ensemble admitting a Spiel-PCU automatically admits a PCU. Indeed,
given the string w, an oracle for Spiel(w) can be simulated.
The following lemma states the existence of Spiel-PCU for efficiently computable code
ensembles, and will be used throughout this work. The proof follows from Lemma 12 together
with a simple concatenation argument.
m

I Lemma 26. Let k, m, t ∈ N be such that t ≥ m, and let C : {0, 1}k → 2{0,1} be a code
ensemble. If given w ∈ {0, 1}k and v ∈ {0, 1}m , it is possible to verify membership of v in
C(w) using a circuit of size t, then there is a q(ε, δ)-query, length-t0 Spiel-PCU for C where
t0 = t · polylog t.
k
j
m
Proof. Assume without loss of generality that m ≥ |Spiel(0k )|. Let ξ = |Spiel(0
(note
k )|
that ξ ≥ 1), and define
def

Ceq =



v t (Spiel(w))ξ ∃w ∈ {0, 1}k for which v ∈ C(w) ,

where (Spiel(w))ξ denotes the ξ-times concatenation of Spiel(w).
For any string u it is possible to check, using a quasilinear size circuit (see [30]), that the
substring that corresponds to the domain of (Spiel(w))ξ is a ξ-times repetition of Spiel(w) for
some w. After doing so, we decode w using a quasilinear size circuit (as in [30]), and then,
by the premise of the lemma, we can verify membership in C(w) using a circuit of size t.
Therefore, membership in Ceq can be decided using a O(t) size boolean circuit, and therefore
by Lemma 12 admits a PCPP system whose proof length is quasilinear in t.
Given an input v to Spiel-PCU, let v 0 = v t (Spiel(w))ξ and use the PCPP system for Ceq ,
with detection radius ε/3 and soundness parameter δ, where each query to v 0 is emulated by
a corresponding query to v or Spiel(w). Note that if v ∈ C(w), then v 0 ∈ Ceq , so the PCPP
system for Ceq will accept with probability 1.
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Next, suppose that dist(v, C(w)) > ε, and observe that this implies that v 0 is at least ε/3far from Ceq . Thus, by the soundness property of the PCPP for Ceq , the verifier rejects with
probability at least δ, regardless of the contents of the alleged proof π it is supplied with. J
Next we define Probabilistically Checkable Unveiling of a Shared Secret (PCUSS).
n

I Definition 27. For m, k, t ∈ N, we say that a function C : {0, 1}k → 2({0,1} ) has a q(ε, δ)query, length-t PCUSS, if C has a shared secret property, as well as C has a q(ε, δ)-query,
length-t PCU. Similarly, when C has a shared secret property (for constant ζ), as well as C has
a q(ε, δ)-query, length-t Spiel-PCU, we say that C has a q(ε, δ)-query, length-t Spiel-PCUSS.
Note that C admitting a Spiel-PCUSS directly implies that it admits a PCUSS with similar
parameters.
The following lemma establishes the existence of a Spiel-PCUSS for Hk , where Hk is the
code ensemble from Definition 21.
I Lemma 28. For any k ∈ N, Hk has a q(ε, δ)-query, length-t0 Spiel-PCUSS where t0 =
poly(k).
Proof. By Observation 23, given w, membership in Hk (w) can be checked in poly(k) time,
which means that there exists a polynomial size circuit that decides membership in Hk (w).
Combining the above with Lemma 26 implies a q(ε, δ)-query, length-t0 Spiel-PCU where
t0 = poly(k). By Lemma 10, the large dual distance property of Hk implies its shared secret
property for some constant ζ, which concludes the proof of the lemma.
J

5

PCUSS construction

In this section we give a construction of code ensembles that admit a PCUSS. First we show
that our code ensemble has a PCU with a short proof. Specifically,
I Lemma 29. For any fixed ` ∈ N and any k ∈ N, there exists n0 (`, k) and a code ensemble
n
E (`) : {0, 1}k → 2({0,1} ) , such that for all n > n0 (`, k), the code ensemble E (`) has a
q(ε, δ)-query length-t PCU, for t = O(n · polylog(`) n).
Later, we prove that our code ensemble has a shared secret property, which implies that it
has a PCUSS (which implies Theorem 1, as we shall show).
I Theorem 30. For any fixed ` ∈ N and any k ∈ N, there exists n0 (`, k) and a code
n
ensemble E (`) : {0, 1}k → 2({0,1} ) , such that for all n > n0 (`, k), the code ensemble E (`) has
a q(ε, δ)-query length-t PCUSS, for t = O(n · polylog(`) n).
Specifically, by the discussion before Lemma 37, for any fixed soundness parameter 0 < δ < 1
it suffices to take
q(ε, δ) ≤ 2` /ε

O(`)

,

and for the high soundness regime where δ = 1 − τ (and τ > 0 is small), it suffices to have
q(ε, δ) ≤ 2` /ε

O(`)

log(1/τ ).
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The iterated construction

Our iterative construction uses polynomials over a binary finite field GF(2t ). In our proof
we will need to be able to implement arithmetic operations over this field efficiently (i.e., in
poly(t) time). This can be easily done given a suitable representation of the field: namely, a
degree t irreducible polynomial over GF(2). It is unclear in general whether such a polynomial
can be found in poly(t) time. Fortunately though, for t = 2 · 3r where r ∈ N, it is known
that the polynomial xt + xt/2 + 1 is irreducible over GF(2) (see, e.g., [18, Appendix G]). We
will therefore restrict our attention to fields of this form. At first glance this seems to give us
a property that is defined only on a sparse set of input lengths. However, towards the end of
this section, we briefly describe how to bypass this restriction.
We next formally define our iterated construction, starting with the “level-0” construction
as a base case. The constants c, d in the definition will be explicitly given in the proof of
Lemma 36. Additionally, for any ` ∈ N, we shall pick a large enough constant c` that satisfies
several requirements for the “level-`” iteration of the construction.
I Definition 31 (Iterated coding ensemble). For k ∈ N and w ∈ {0, 1}k , we define the base
code ensemble of w (i.e., level-` code ensemble of w for ` = 0) as
(0)

Ek (w) = Hk (w).
Let c, d ∈ N be large enough global constants, fix ` > 0, let c` be large enough, and let F be a
finite field for which |F| ≥ max{c` , c · k}.
We define the level-` code ensemble of w ∈ {0, 1}k over F as follows. Let r ∈ N be the
r
r
smallest integer such that (log |F|)d ≤ 22·3 , set F0 = GF 22·3 and k 0 = log |F|. Note that
these satisfy the recursive requirements of a level-(` − 1) code ensemble provided that c` is
large enough (specifically we require (log |F|)d−1 > c, so that |F0 | ≥ ck 0 ). Finally, let H ⊆ F
be such that |H| = k, and define
(`)

EF,k (w) =

[

G

(`−1)

EF0 ,k0 (hhg(β)ii).

g∈CF : g|H =w β∈F\H
(1)

(Note that for ` = 1 we just use EF,k (w) =
(`)

S

g∈CF : g|H =w

F

(0)

β∈F\H

Ek0 (hhg(β)ii)).

That is, v ∈ EF,k (w) if there exists a polynomial g ∈ CF such that v =

F

β∈F\H

vβ , where

(`−1)
EF0 ,k0 (hhg(β)ii)

vβ ∈
for every β ∈ F\H and g|H = w (where we identify the 0 and 1 elements
of F with 0 and 1 bits respectively). When the context is clear, we sometimes omit the
subscripts.
Our choice of the constants c, d, c` needs to satisfy the following conditions. The constant
c is chosen such that H will not be an overly large portion of F (this requirement is used in
Lemma 42). The constant d is needed to subsume the length of PCPP proof string which is
part of the construction (this requirement is used in Lemma 36). Finally, the constant c`
needs to be large enough to enable iteration (as explained in Definition 31 itself).
Let ` ≥ 0 be some fixed iteration. The following simple observation follows by a simple
inductive argument using the definition of the level-` coding ensemble, and in particular that
|F0 | = polylog |F|.
(`) def

I Observation 32. For ` > 0, let n = |F| and w ∈ {0, 1}k . If v ∈ E (`) (w), then mF = |v| =
n · poly(log n) · poly(log log n) · · · poly(log(`) n), where log(`) n is the log function iterated `
times.
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When the field F is clear from context, we shall usually write m(`) as a shorthand for
The following lemma, proved in the next subsection, establishes the existence of short
length Spiel-PCUs for our code ensembles.
(`)
mF .

(`)

I Lemma 33. For any ` ≥ 0, the code ensemble EF,k admits a q(ε, δ)-query, length-t
Spiel-PCU for t = O(m(`) · polylog(`) m(`) ).

5.2

Proof of Lemma 33
(`)

We start by defining the PCU proof string for a given v ∈ EF,k (w) for some w ∈ {0, 1}k .
(0)

I Definition 34 (The PCU Proof String). For ` = 0, let v ∈ Ek (w) and Value(0) (v) =
Spiel(w). We define the proof string for v, Proof(0) (v), as the one guaranteed by Lemma 28
(note that the length of Proof(0) (v) is poly(k)).
F
For ` > 0, let g ∈ CF and w ∈ {0, 1}k be such that v ∈ β∈F\H E (`−1) (hhg(β)ii),
def F
Value(`) (v) = Spiel(w) and g|H = w. In addition, set Sv = β∈F\H Value(`−1) (vβ ) =
F
(`)
β∈F\H Spiel(g(β)). The proof string for v ∈ EF,k is defined as follows.
Proof(`) (v) = Sv t

G

Proof(`−1) (vβ ) t ProofL (Sv )

β∈F\H
O(|F|·log |F|)

where the code ensemble L : {0, 1}k → 2{0,1}
is defined as follows. Given w ∈ {0, 1}k ,
S ∈ L(w) if and only if there exists a polynomial g ∈ CF such that the following conditions
are satisfied.
1. g|H = w.
F
2. S = β∈F\H Spiel(g(β)).
The following lemma establishes the existence of a Spiel-PCU for L.
I Lemma 35. L has a q(ε, δ)-query length-t Spiel-PCU for t = O(|F| · polylog |F|).
Proof. By Theorem 5, there exists a quasilinear size circuit that decodes Spiel(α). Using
such a circuit, we can decode g(β) from S for every β ∈ F. Then, using all the values g(β)
and w (where the i-th bit of w correspond to the value of the i-th element in H according to
the ordering), we use Theorem 7 to interpolate the values and achieve a representation of
a polynomial g : F → F. If g ∈ CF we accept S and otherwise we reject. Since deciding if
S ∈ L(w) has a quasilinear size circuit, by Lemma 26, there is a quasilinear length Spiel-PCU
for L.
J
Having defined Proof(`) , we first provide an upper bound on the bit length of the
(`)
prescribed proof string. For ` > 0, let zF,k denote the bit length of the proof for membership
in E (`) as defined in Definition 34, where for ` = 0 we replace the (nonexistent) field F
with |w|.
The following lemma, establishing the proof string’s length, relies on our choice of the
constant d in Definition 31. In particular, d needs to be large enough to subsume the size of
ProofL (·)

(`)
I Lemma 36. For any ` ≥ 0, we have that zF,k = O m(`) · polylog(`) m(`) .
Proof. The proof follows by induction on `. The base case (` = 0) follows directly from the
definition of P (0) by our convention that log(0) |w| = |w|.
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Consider ` > 0, and note that since the size of Sv is O(|F| log |F|), the size of ProofL (Sv )
is O(|F| · polylog |F|). By combining the above with the definition of the proof string we have
(`)

(`−1)

zF,k ≤ |F| · polylog |F| + |F| · zF0 ,k0 .
(`−1)

Now, assume that zF0 ,k0 = O(m(`−1) · polylog(`−1) |F0 |). Note that since the global constant d
(`−1)

was chosen so that |F|·|F0 | ≥ |ProofL (Sv )|, we have that |F|·zF0 ,k0 ≥ |F|·|F0 | ≥ |ProofL (Sv )|.
Therefore,
m(`) = Θ(|F| · m(`−1) ) = Ω(|F| · |F0 |) = Ω(|F| · polylog |F|),
so that |F| · polylog |F| = O(m(`) ), and
(`)

(`−1)

zF,k = O(|F| · zF0

).

In addition, by the fact that m` = Θ(|F| · m(`−1) ) and the induction hypothesis we obtain
(`−1)

|F|·zF0 ,k0 = O(|F|·m(`−1) ·polylog(`−1) |F0 |) = O(m(`) ·polylog(`) |F|) = O(m(`) ·polylog(`) m` ).
(`)

So overall, we get that zF,k = O(m(`) · polylog(`) m(`) ) as required.

J

Next, for an alleged proof π = Proof(`) (v), we use the notation π|Dom(X) to denote the
restriction of π to the bits that correspond to X in π as defined in Definition 34. For example,
π|Dom(Value(`−1) (vβ )) refers to the bits that represent Value(`−1) (vβ ).
(`)

We introduce the verifier procedure for EF,k (see Figure 1), and prove its completeness
and soundness. For technical considerations, the verifier procedure is only defined when
the soundness parameter δ is small enough (as a function of `); the soundness amplification
argument from Subsection 2.2 can easily take care of the situation where δ is larger, by
running sufficiently many independent instances of the verification step.
Before proceeding to the completeness and soundness proofs, let us analyze the query
complexity. Denote by Q` (ε, δ) the query complexity of the verifier in the above procedure
for a given ` ≥ 0. It follows from the recursive description of Verifier-Procedure E (`) and
the proof of Lemmas 26 and 35 that the query complexity satisfies the recurrence relation
Q` (ε, δ) ≤ O(1/ε) · Q`−1 (ε/O(1)), δ · O(1)) + q ∗ (Θ(ε), Θ(δ)), where q ∗ (ε∗ , δ ∗ ) = O((ε∗ )−1 ) is
the query complexity of Dinur’s PCP [12] with detection radius ε∗ and soundness parameter
δ ∗ ≤ 1/2; and furthermore, that Q0 (ε, δ) ≤ q ∗ (Θ(ε), Θ(δ)). Thus, we conclude by induction
that, provided that δ ≤ 2−`−1 ,
Q` (ε, δ) ≤

2
C C2
C` ∗
·
· ... ·
· q (ε/2O(`) , δ · 2` ) = 2O(` ) ε−O(`) ,
ε
ε
ε

where C > 0 is a large enough absolute constant. To achieve any given soundness δ > 1/2,
we can amplify by repeating
the verifier procedure with parameter δ 0 = 2−`−1 a total of

2O(`) · log (1 − δ)−1 times and rejecting if any of these instances rejected. The query
complexity is bounded by


2
2O(` ) ε−O(`) · 2O(`) · log (1 − δ)−1 = (2` /ε)O(`) · log (1 − δ)−1 ,
as desired. The next two lemmas establish the completeness and soundeness of the verifier
procedure, respectively.
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Verifier-Procedure E (`)
(`)

Input: Parameters ε, δ ∈ (0, 1) where δ ≤ 2−`−1 , an input v ∈ {0, 1}m , an alleged
(`)

value τ ∈ {0, 1}100k of v, and an alleged proof π ∈ {0, 1}zF,k for v.
1. If ` = 0, use the PCU for E (0) with parameters ε and δ.
2. If ` > 0:
a. Use the PCU verifier for L with radius ε/300 and soundness δ, to verify the
unveiling of π|Dom(Sv ) , using τ as the value oracle and π|Dom(ProofL (Sv )) as the
proof oracle.
b. For 6/ε many times:
i. Pick β ∈ F \ H uniformly at random.
ii. Use the PCU verifier procedure for E (`−1) with parameters ε/3 and 2δ, to
verify the unveiling of vβ , using π|Dom(Value(`−1) (vβ )) as the value oracle and
π|Dom(Proof(`−1) (vβ )) as the proof oracle.
If any of the stages rejected then Reject, and otherwise Accept.
Figure 1 Description of Verifier-Procedure E (`) .
(`)

I Lemma 37. If there exist w ∈ {0, 1}k for which v ∈ EF,k (w), then Verifier-Procedure E (`)
accepts v with probability 1 when supplied with oracle access to the corresponding Proof(`) (v)
and τ = Value(`) (v) = Spiel(w).
Proof. The proof follows by induction on `. The base case follows directly from Lemma 28.
Hence, the verifier for E (0) supplied with Proof(0) (v) as the proof oracle and Value(`) (v) as
the value oracle, will accept v with probability 1.
Assume that Verifier-Procedure E (`−1) accepts with probability 1 any valid encoding
0
v when supplied with the corresponding oracles for Value(`−1) (v 0 ) and Proof(`−1) (v 0 ). Let
F
v ∈ E (`) and write v = β∈F\H vβ , where there exist w ∈ {0, 1}k and g ∈ CF such that for
all β ∈ F \ H, vβ ∈ E (`−1) (g(β)), where g|H = w and τ = Value(`) (v) = Spiel(w). Then, by
the definition of the language L and the first two components of Proof(`) (v), Step (2a) of
Verifier-Procedure E (`) will always accept. In addition, for every β ∈ F \ H, we have that
vβ ∈ E (`−1) , and therefore by the induction hypothesis, Step (2b) of Verifier-Procedure E (`)
will accept the corresponding unveiling for any picked β ∈ F \ H.
J
I Lemma 38. If for every w ∈ {0, 1}k either dist(τ, Spiel(w)) > ε or dist(v, E (`) (w)) > ε (or
both), then with probability greater than δ, Verifier-Procedure E (`) will reject v regardless
of the contents of the supplied proof string.
(`)

Proof. Let τ ∈ {0, 1}100k be an alleged value for v, and π ∈ {0, 1}zF,k be an alleged proof
string for v. We proceed by induction on `. For ` = 0 we use the PCU verifier for E (0) with
error ε and soundness δ to check that v is a member of the code ensemble E (0) and τ is
its value. If the PCU verifier for E (0) rejects with probability at most δ, then there exist
w ∈ {0, 1}k such that dist(v, E (0) (w)) ≤ ε and dist(τ, Spiel(w)) ≤ ε, and the base case is
complete.

O. Ben-Eliezer, E. Fischer, A. Levi, and R. D. Rothblum

9:19

Next assume that the lemma holds for ` − 1. If the PCU verifier for L in Step (2a) rejects
with probability at most δ, then there exist a function g ∈ CF and w ∈ {0, 1}k for which
g|H = w so that
dist(π|Dom(Sv ) , Spiel(g|F\H )) ≤ ε/300

and

dist(τ, Spiel(w)) ≤ ε/300.

In particular, the leftmost inequality means that for at most 3ε |F\H| of the elements β ∈ F\H,
it holds that
dist(π|Dom(Value(`−1) (vβ )) , Spiel(g(β)) > 1/100.
We refer to elements β ∈ F \ H satisfying the above inequality as bad elements, and to the
rest as good elements. Let G denote the set of good elements.
Next, we show that if the loop that uses the PCU verifier for E (`−1) in Step (2b) rejects
with probability at most δ, then for at most an ε/3 fraction of the good β ∈ F \ H, it
holds that


dist vβ , E (`−1) (hhg(β)ii) > ε/3.

Assume that there are more than 3ε · |G| good elements such that dist vβ , E (`−1) (hhg(β)ii) >
ε/3. Then, by our induction hypothesis, each of them will be rejected by the PCU verifier for
E (`−1) with probability more than 2δ. In addition, with probability at least 1/2 we sample
at least one such good β, and then during this iteration the verifier in Step (2b(ii)) rejects
with conditional probability more than 2δ, and hence the verifier will reject with overall
probability more than δ. Summing everything up, when the input is rejected with probability
at most δ,


G
dist v,
E (`−1) (hhg(β)ii) ≤ ε/3 + (1 − ε/3) · ε/3 + (1 − ε/3)2 · ε/3 ≤ ε,
β∈F\H

where the three summands are respectively the contribution to the distance of the bad
elements, the good elements with vβ being far from any level ` − 1 encoding of hhg(β)ii, and
all the other elements.
J
The proof of Lemma 33 follows directly by combining Lemma 36, Lemma 37 and Lemma 38.
The following corollary follows directly from Lemma 33 and the definition of Spiel-PCU
(Definition 25), and implies Lemma 29.
I Corollary 39. Let F be a finite field and k ∈ N which satisfy the requirements
in Defin
(`)

(`)

ition 31. Then, for every ` ≥ 0 the coding ensemble EF,k : {0, 1}k → 2
(`)

q(ε, δ)-query, length-t Spiel-PCU for t = O(m

5.3

polylog

(`)

(`)

m

{0,1}m

has a

).

The Lower Bound

We turn to prove the linear query lower bound for the testability of our property. We start
by defining distributions over strings of length m(`) .
(`)

(`)
(w): Given w ∈ {0, 1}k , we define the distribution Dyes (w) to be the
Distribution Dyes
uniform distribution over elements in E (`) (w).
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(`)

(`)
Distribution Dno
: An element v from Dno is drawn by the following process. For ` = 0, v
is a uniformly random string in {0, 1}4k . For ` > 0, we pick a uniformly random function
F
λ : F \ H → F, and let v be a uniformly random element of β∈F\H E (`−1) (hhλ(β)ii)

I Lemma 40. For any ` ≥ 0, every w ∈ {0, 1}k and q = o(m(`) /10` ), any algorithm making
(`)
at most q queries cannot distinguish (with constant probability) between v ∼ Dyes (w) and u
which is drawn according to any of the following distributions:
(`)
1. Dyes (w0 ) for any w0 6= w.
(`)
2. Dno .
Note that Item (1) in the above follows immediately from Item (2). Additionally, the first
item implies the shared secret property of the code ensemble E (`) . Furthermore, we remark
that that above lemma implies a more stringent version of PCUSS. In addition to the shared
secret property, Item (2) implies that the ensemble E (`) is indistinguishable from strings that
(`)
are mostly far from any encoding (i.e., drawn from Dno ).
The proof of Lemma 40 follows by induction over `. Before we continue, we introduce
some useful lemmas that will be used in the proof.
I Lemma 41. For any ` ≥ 0 and w, w0 ∈ {0, 1}k for which w 6= w0 it holds that

min
dist(v, v 0 ) = Θ 1/4`+1 .
(v,v 0 )∈E (`) (w)×E (`) (w0 )

Proof. The proof follows by induction over `. The base case for ` = 0 follows directly by the fact that the code from Definition 21 has high distance, and in particular
dist(E (0) (w), E (0) (w0 )) > 1/10. Assume that the lemma holds for ` − 1. Namely, for
0
w, w0 ∈ {0, 1}k for which w 6= w0 it holds that

min
dist(v, v 0 ) = Θ 1/4` .
(v,v 0 )∈E (`−1) (w)×E (`−1) (w0 )

Let w̃, w̃0 ∈ {0, 1}k be such that w̃0 6= w̃. Then we can write (ṽ, ṽ 0 ) ∈ E (`) (w̃) × E (`) (w̃0 ) as
G
G
E (`−1) (hhg(β)ii)
and
ṽ 0 =
E (`−1) (hhg 0 (β)ii),
ṽ =
β∈F\H

β∈F\H

for some g, g 0 ∈ CF such that g|H = w̃ and g 0 |H = w̃0 . By the fact that g and g 0 are degree
|F|/2 polynomials (which are not identical), we have that g and g 0 disagree on at least
|F \ H|/4 of the elements β ∈ F \ H. By applying the induction hypothesis on the minimum
distance between E (`) (hhg(β)ii) and E (`) (hhg 0 (β)ii), for all β such that g(β) 6= g 0 (β), we have
that
 

1
1
0
min
dist(ṽ, ṽ ) > · Θ
= Θ 1/4`+1 .
J
`
(`)
(`)
0
0
4
4
(ṽ,ṽ )∈E (w̃)×E (w̃ )
(`)

I Lemma 42. For any ` ≥ 0, with probability
at least 1 − o(1), a string v drawn from Dno

satisfies dist(v, E (`) (w)) = Θ 1/4`+1 for all w ∈ {0, 1}k .

Proof. The proof follows by induction over `. For ` = 0, fix some w ∈ {0, 1}k . Consider
the size of a ball of relative radius 1/40 around some v ∈ E (0) (w) in the space of all strings
{0, 1}4k . The number of strings contained in this ball is at most


4k
≤ (40e)k/10 = 2k/10·log(40e) .
k/10
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Thus, the size of the set of strings which are at relative distance 1/40 from any legal encoding
of some word w ∈ {0, 1}k is at most
23k · 2k/10·log(40e) = o(24k ).
This implies that with probability at least 1 − o(1), a random string from {0, 1}4k is 1/40-far
from E (0) (w) for any w ∈ {0, 1}k .
(`)
For any ` > 0, consider v 0 sampled according to Dno . Then, v 0 can be written as
G
v0 =
E (`−1) (hhλ(β)ii),
β∈F\H

where λ : F \ H → F is a uniformly random function. On the other hand, each member ṽ of
P (`) can be written as
G
ṽ =
E (`−1) (hhg(β)ii),
β∈F\H

for some g ∈ CF such that g|H = w for some w ∈ {0, 1}k . Note that by Lemma 41, whenever
λ(β) 6= g(β), we have that the minimum distance between any ṽ ∈ E (`−1) (hhg(β)ii) and
v 0 ∈ E (`−1) (hhλ(β)ii) is at least Θ(1/4` ). In addition, by Lemma 8, we have that that with
probability at least 1 − o(1), a uniformly random function λ : F → F is 1/3-far from any
g ∈ CF . By the restrictions on k in Definition 31, which implies that |H| ≤ |F |/c, we can
ensure (by the choice of c) that with probability at least 1 − o(1), that a uniformly random
λ : F \ H → F is at least 1/4-far from the restriction g|F\H . This implies that for at least
|F \ H|/4 of the elements β ∈ F \ H, wehave that λ(β) 6= g(β). Therefore, we have that
dist(v 0 , E (`) (w)) = 14 · Θ 41` = Θ 1/4`+1 for all w ∈ {0, 1}k , and the proof is complete. J
0

I Lemma 43. Fix any ` > 0, and suppose that for any w0 ∈ {0, 1}k , and for any set Q0
(`−1)
of at most qF0 ,k0 queries (where F0 and k 0 are picked according to the recursive definition
of the level `-encoding, and for q (0) we substitute k 0 for the nonexistent F0 ) the restricted
(`−1)
(`−1)
distributions Dyes (w0 )|Q0 and Dno |Q0 are identical. Then, for any w ∈ {0, 1}k , and any
(`−1)
(`)
(`)
set Q of at most |F\H|
10 · qF0 ,k0 queries, the restricted distributions Dyes (w)|Q and Dno |Q are
identical.
Proof. Let Q ⊂ [m(`) ] be the set of queries, and fix a canonical ordering over the elements
(`)
in F \ H. Let v be an element drawn according to distribution Dyes (w), and let v 0 be an
(`)
(`)
element drawn according to distribution Dno . The sampling process from Dyes (w) can be
thought of as first drawing a uniformly random function g ∈ CF such that g|H = w, and for
every β ∈ F \ H, letting v β be a uniformly random element in E (`−1) (hhg(β)ii).
For each β ∈ F \ H we set Qβ = Q ∩ Dom(vβ ), and define the set of big clusters
n
o
(`−1)
I = β ∈ F \ H : |Qβ | ≥ qF0 ,k0 .
(`−1)

Note that since |Q| ≤ |F \ H| · qF0 ,k0 /10, we have that |I| ≤ |F \ H|/10.
By the fact that g is a uniformly random polynomial of degree |F|/2 > |I|, we have that
g|I is distributed exactly as λ|I (both are a sequence of |I| independent uniformly random
values), which implies that v|S Qj is distributed exactly as v 0 |S Qj .
j∈I

j∈I

Next, let F \ (I ∪ H) = {i1 , . . . , i|F\(I∪H)| } be a subset ordered according to the canonical
ordering over F. We proceed by showing that v|S
Qj is distributed identically to
j∈I∪{i1 ,...,it }
v 0 |S
by induction over t.
j∈I∪{i1 ,...,it }

Qj
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S
The base case (t = 0) corresponds to the restriction over j∈I Qj , which was already
proven above. For the induction step, let T = {i1 , . . . , it−1 } ⊆ F \ (I ∪ H) be an ordered
subset that agrees with the canonical ordering on F, and let it ∈ F \ (H ∪ T ∪ I) be the
(`)
successor of it−1 according to the ordering. We now prove that for each x ∈ {0, 1}m for
S
which v|S
Qj has a positive probability of being equal to x|
Qj , conditioned on the
j∈I∪T

j∈I∪T

above event taking place (and its respective event for v 0 ), v|Qit is distributed exactly as v 0 |Qit .
Observe that conditioned on the above event, v|Qit is distributed exactly as a uniformly
0
random element in E (`−1) (ρ) for some ρ ∈ {0, 1}k (which follows some arbitrary distribution,
0
possibly depending on x|S
Qj ), while v |Qit is distributed exactly as a uniformly random
j∈I∪T

0

(`−1)

element in E (`−1) (y) for a uniformly random y ∈ {0, 1}k . By the fact that |Qit | ≤ qF0 ,k0 /10,
we can apply the induction hypothesis and conclude that v|Qit is distributed exactly as v 0 |Qit ,
because by our hypothesis both are distributed identically to the corresponding restriction of
(`−1)
Dno , regardless of the values picked for ρ and y. This completes the induction step for t.
The lemma follows by setting t = |F \ H ∪ I|.
J
k
(`)
I Lemma
 44.
 For any ` ≥ 0, w ∈ {0, 1} and any set of queries Q ⊂ [m ] such that
(`)
(`)
(`)
|Q| = O m10` , the restricted distributions Dyes (w)|Q and Dno |Q are identically distributed.

Proof. By induction on `. For ` = 0 and any w ∈ {0, 1}k , by the fact that our base encoding
E (0) (w) is a high dual distance code, we can select (say) q (0) = k/c (for some constant c > 0),
making the assertion of the lemma trivial.
0
Assume that for any w0 ∈ {0, 1}k , and any set of queries Q0 of size up to O(m(`−1) /10`−1 )
(`−1)
(`−1)
the conditional distributions Dyes (w0 )|Q0 and Dno |Q0 are identically distributed. Then,
by Lemma 43, we have that for any w ∈ {0, 1}k and any set of queries Q of size at most


|F \ H|
(`−1)
O
·
m
,
10`
(`)

(`)

the restricted distributions Dyes (w)|Q and Dno |Q are identically distributed. Note that by
definition of the level `-encoding, m(`) = |F \ H| · m(`−1) , which implies the conclusion of
the lemma.
J
Proof of Lemma 40. Lemma 40 follows directly by combining Lemma 17, and Lemma 44.
J
Combining Lemma 40 with the definition of Spiel-PCU (Definition 25) establishes that
we have constructed a Spiel-PCUSS, which implies Theorem 30.
I Corollary 45. Let F be a finite field and k ∈ N which satisfy the requirements
in Defin

(`)

ition 31. Then, for every ` ≥ 0, the coding ensemble EF,k : {0, 1}k → 2
(`)

q(ε, δ)-query length-t Spiel-PCUSS for t = O(m

5.4

polylog

(`)

(`)

m

{0,1}m

(`)

has

).

Handling arbitrary input lengths

As mentioned in the beginning of this section, our construction of code ensembles relies
on the fact that operations over a finite field GF(2t ) can be computed efficiently. In order
to do so we need to have an irreducible polynomial of degree t over GF(2), so that we
have a representation GF(2t ). Given such a polynomial, operations over the field can be
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implemented in polylogarithmic time in the size of the field. By [18] (Appendix G), we know
that for t = 2 · 3r where r ∈ N, we do have such a representation. However, the setting of t
restricts the sizes of the fields that we can work with, which will limit our input size length.
We show here how to extend our construction to a set of sizes that is “log-dense”. For a
global constant c0 , our set of possible input sizes includes a member of [m0 , c0 m0 ] for every
m0 . Moving from this set to the set of all possible input sizes now becomes a matter of
straightforward padding.
r
r
For any n ∈ N, let r be the smallest integer such that n < 22·3 and let F = GF(22·3 ).
We make our change only at the level-` construction. First, we use 4d instead of d in the
calculation of the size of F0 . Then, instead of using F \ H as the domain for our input, we use
E \ H, for any arbitrary set E ⊆ F of size n ≥ max{4k, |F|1/4 , c` } that contains H. Then,
for the level-`, instead of considering polynomials of degree |F|/2, we consider polynomials of
degree |E|/2. The rest of the construction follows the same lines as the one defined above.
This way, all of our operations can be implemented in polylogarithmic time in |E|.

6

Separations of testing models

In this section we use Theorem 30 to prove a separation between the standard testing model,
and both the tolerant and the erasure resilient testing models. Specifically, we prove the
following.
I Theorem 46 (Restatement of Theorem 2). For every constant ` ∈ N, there exist a property
Q(`) and ε1 = ε1 (`) ∈ (0, 1) such that the following hold.
1. For every ε ∈ (0, 1), the property Q(`) can be ε-tested using a number of queries depending
only on ε (and `).
2. For every ε0 ∈ (0, ε1 ), any (ε0 , ε1 )-tolerant tester for Q(`) needs to make Ω(N/10` ·
polylog(`) N ) many queries on inputs of length N .
I Theorem 47 (Restatement of Theorem 3). For every constant ` ∈ N, there exist a property
Q(`) and ε1 = ε1 (`) ∈ (0, 1) such that the following hold.
1. For every ε ∈ (0, 1), the property Q(`) can be ε-tested using a number of queries depending
only on ε (and `).
2. For every ε ∈ (0, ε1 ) and any α = Ω(1/ log(`) N ) satisfying ε + α < 1, any α-erasure
resilient ε-tester for Q(`) needs to make Ω(N/10` · polylog(`) N ) many queries on inputs
of length N .
(`)

In order to prove the separation we use the code ensemble EF,k where k is set to 0. Namely,
we consider EF,0 (∅). Note that in this case, the code ensemble becomes a property (i.e. a
subset of the set of all possible strings).
Next, we define the property that exhibits the separation between the standard testing
model and both the tolerant testing model and the erasure resilient model. We prove
Theorem 46 and mention the small difference between the proof of Theorem 46 and the proof
of Theorem 47.
I Definition 48. Fix a finite field F and a constant integer ` ∈ N and let ε(`) = Θ(1/4` ).
def

(`)

(`)

Let n = mF , zF,0 ≤ n · polylog(`) n denote the length of the proof for the PCUSS from
(`)

Theorem 30, and let N = (log(`) n + 1) · zF,0 . Let Q(`) ⊆ {0, 1}N be defined as follows. A
string x ∈ {0, 1}N satisfies Q(`) if the following hold.
(`)

(`)

1. The first zF,0 · log(`) n bits of x consist of s =

zF,0 ·log(`) n
n

(`)

copies of y ∈ EF,0 .
(`)

(`)

2. The remaining zF,0 bits of x consist of a proof string π ∈ {0, 1}zF,0 , for which the
Verifier-Procedure E (`) in Figure 1 accepts y given oracle access to y and π.
F,0
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We first show that Q(`) can be tested using a constant number of queries in the standard
testing model.
Testing Algorithm for Q(`)
Input: Parameter ε ∈ (0, 1), an oracle access to x ∈ {0, 1}N .
def z

(`)

·log(`) n

.
1. Set s = F,0 n
2. Repeat 4/ε times:
a. Sample j ∈ [n] and i ∈ [s] \ {1} uniformly at random.
b. If xj 6= x(i−1)·n+j , then Reject.
3. Let v = (x1 , . . . , xn ), π = (xz(`) ·log(`) n+1 , . . . , x(log(`) n+1)z(`) ) and τ be the empty
F,0
F,0
string.
(`)
4. Run the PCU verifier for EF,0 with parameters ε/3 and δ = 2/3 on v, using π as the
alleged proof for v, and τ as the alleged value for v.
5. If the PCU verifier rejects, then Reject; otherwise Accept.

Figure 2 Description of Testing Algorithm for Q(`) .

For Item 4 in Figure 2, recall that running the PCU verifier with parameter δ = 2/3
actually involves running multiple instances of the verifier with smaller δ, as discussed in
Subsection 5.2.
I Lemma 49. The property Q(`) has a tester with query complexity depending only on ε.
Proof. We show that the algorithm described in Figure 2 is a testing algorithm for Q(`) . We
assume that n is large enough so that log(`) n > 6/ε.
(`)
Assume that x ∈ Q(`) . Then, there exists a string y ∈ EF,0 with x1 , . . . , xz(`) log(`) n = (y)s
F,0

(where (y)s is the concatenation of s copies of y), and xz(`) ·log(`) n+1 , . . . , x(log(`) +1)z(`) = π ∈
F,0

(`)

F,0

(`)
EF,0

zF,0

accept when given oracle
{0, 1} , where π is a proof that makes the PCU verifier for
access to y and π. Therefore, the algorithm in Figure 2 accepts x.
Next, assume that x is ε-far from Q(`) , and let y 0 = x1 , . . . , xn . Note that if the string
x1 , . . . , xz(`) ·log(`) n is ε/2-far from being (z 0 )s , then the loop in Step 2 rejects x with probability
F,0

at least 2/3, and we are done. If x1 , . . . , xz(`) ·log(`) n is ε/2-close to (y 0 )s , then y 0 must be
F,0

(`)

(`)

ε/3-far from EF,0 . To see this, assume toward a contradiction that y 0 is ε/3-close to EF,0 .
Then, by modifying at most

(`)
ε·zF,0 ·log(`)

2

n

bits, we can make x1 , . . . , xz(`) ·log(`) n equal to (y 0 )s .
F,0

(`)

Since, by our assumption y 0 is ε/3-close to EF,0 , we can further modify the string (y 0 )s to
ε·z

(`)

(`)

·log(`) n

(`)

(ỹ)s , where ỹ ∈ EF,0 , by changing at most F,0 3
bits. Finally, by changing at most zF,0
bits from π, we can get a proof string π̃ which will make the PCPP verifier accept ỹ. By our
assumption that 6/ε < log(`) n, the total number of changes to the input string x is at most
(`)

ε · zF,0 · log(`) n
2

(`)

+

ε · zF,0 · log(`) n
3

(`)

(`)

+ zF,0 ≤ ε · (log(`) n + 1) · zF,0 = εN,
(`)

which is a contradiction to the fact that x is ε-far from EF,0 .
(`)

(`)

Finally, having proved that y 0 is ε/3-far from EF,0 , the PCU verifier for EF,0 (when called
with parameters ε/3 and δ = 2/3) rejects with probability at least 2/3.
J
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def

I Lemma 50. For every constant ` ∈ N, there exists ε1 = Θ(1/4`) such that for
 every
N
(`)
ε0 < ε1 , any (ε0 , ε1 )-tolerant tester for Q needs to make at least Ω 10` ·polylog(`) N many
queries.
(`)

Proof. Fix some constant ` ∈ N. The proof follows by a reduction from 2ε1 -testing of EF,0 .
(`)

Given oracle access to a string y ∈ {0, 1}n which we would like to 2ε1 -test for EF,0 , we
(`)

construct an input string x ∈ {0, 1}N where N = (log(`) n + 1) · zF,0 as follows.
def

z

x = (y)

(`)
·log(`) n
F,0
n

(`)

t (0)zF,0 .
(`)

(`)

That is, we concatenate zF,0 · log(`) n/n copies of y, and set the last zF,0 bits to 0. Note that
a single query to the new input string x can be simulated using at most one query to the
string y.
(`)
(`)
If y ∈ EF,0 , then for large enough n we have that x is ε0 -close to Q(`) , since the last zF,0
bits that are set to 0 are less than an ε0 -fraction of the input length.
(`)
(`)
On the other hand, if dist(x, EF,0 ) > 2ε1 , since each copy of y in x is 2ε1 -far from EF,0 ,
then x is

2ε1 ·log(`) n
-far
log(`) n+1
(`)

tester for Q

from Q(`) (note that

would imply an 2ε1 -tester

log(`) n
> 1/2).
log(`) n+1
(`)
for EF,0 with the

Therefore, an (ε0 , ε1 )-tolerant
same query complexity. By
(`)

Lemma 40, since for some ε1 = Θ(1/4` ), every 2ε1 -tester for EF,0 requires Ω(n/10` ) queries


N
on inputs of length n, any (ε0 , ε1 )-tolerant tester for Q(`) requires to make Ω 10` ·polylog
(`) N
many queries.
J
Proof of Theorem 46. The proof follows by combining Lemma 49 and Lemma 50.

J

Proof of Theorem 47. The proof of Theorem 47 is almost identical to the proof of Theorem 46. The only difference is that we replace Lemma 50 with a counterpart for erasure
(`)

(`)

(`)

resilient testing, where instead of setting the last zF,0 bits of x to (0)zF,0 , we use (⊥)zF,0 ,
noting that the relative size of this part of the input is 1/(s + 1) = Θ(1/ log(`) (N )).

J
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Abstract
We answer a question, posed implicitly in [18, §11], [11, Rem. 15.44] and explicitly in [9, Problem 9.8],
showing the border rank of the Kronecker square of the little Coppersmith-Winograd tensor is the
square of the border rank of the tensor for all q > 2, a negative result for complexity theory. We
further show that when q > 4, the analogous result holds for the Kronecker cube. In the positive
direction, we enlarge the list of explicit tensors potentially useful for the laser method. We observe
that a well-known tensor, the 3 × 3 determinant polynomial regarded as a tensor, det3 ∈ C9 ⊗ C9 ⊗ C9 ,
could potentially be used in the laser method to prove the exponent of matrix multiplication is two.
Because of this, we prove new upper bounds on its Waring rank and rank (both 18), border rank
and Waring border rank (both 17), which, in addition to being promising for the laser method, are
of interest in their own right. We discuss “skew” cousins of the little Coppersmith-Winograd tensor
and indicate why they may be useful for the laser method. We establish general results regarding
border ranks of Kronecker powers of tensors, and make a detailed study of Kronecker squares of
tensors in C3 ⊗ C3 ⊗ C3 .
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Introduction

The exponent ω of matrix multiplication is defined as
ω := inf{τ | n × n matrices may be multiplied using O(nτ ) arithmetic operations}.
The exponent is a fundamental constant governing the complexity of the basic operations in
linear algebra. It is conjectured that ω = 2. There was steady progress in the research for
upper bounds from 1968 to 1988: after Strassen’s famous ω < 2.81 [39], Bini et al. [8], using
border rank (see below), showed ω < 2.78, then a major breakthrough by Schönhage [36]
(the asymptotic sum inequality) was used to show ω < 2.55, then Strassen’s laser method
© Austin Conner, Joseph M. Landsberg, Fulvio Gesmundo, and Emanuele Ventura;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 10; pp. 10:1–10:28
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

10:2

Kronecker Powers of Tensors

was introduced and used by Strassen to show ω < 2.48, and refined by Coppersmith and
Winograd to show ω < 2.3755 [18]. Then there was no progress until 2011 when a series of
improvements by Stothers, Williams, and Le Gall [38, 45, 33] lowered the upper bound to
the current state of the art ω < 2.373.
Strassen’s 1968 result is obtained by an explicit algorithm for multiplying matrices. This
algorithm is more efficient than the standard one in practical implementation as soon as
the size of the matrices is around 1000 × 1000, see [6]. Bini et al. exhibited a matrix
multiplication algorithm that is in principle implementable exactly (at a cost of a constant
size blow-up which does not effect the exponent) but as presented is only a sequence of
algorithms that limits to an exact one. This gave rise to the notion of border rank to describe
this phenomenon. To explain border rank, it is best to adopt the language of tensors.
A bilinear map b : Ca ×Cb → Cc may be regarded as a trilinear form bb : Ca ×Cb ×Cc → C
defined by bb(X, Y, α) = α · b(X, Y ) where b(X, Y ) is regarded as a column vector of Cc , α is
regarded as a row vector and · is the row-column multiplication. In this language, matrix
multiplication, as a trilinear map, becomes Ml,m,n (X, Y, Z) = trace(XY Z), where X, Y, Z
are matrices of size l × m, m × n and n × l, respectively. It is known [11, §14.1] that the
complexity of performing a bilinear map is captured, up to a factor of four, by the tensor
rank of the corresponding tensor. Thus, this geometric quantity may be used to determine ω.
Let A, B, C be fixed vector spaces. A tensor T ∈ A ⊗ B ⊗ C has rank one if T = a ⊗ b ⊗ c
for some a ∈ A, b ∈ B, c ∈ C. The rank of T , denoted R(T ), is the smallest r such that T is
sum of r rank one tensors. The border rank of T , denoted R(T ), is the smallest r such that
T is the limit of a sequence of rank r tensors. One has R(T ) ≤ R(T) and the inequality can
be strict: Let T = a1 ⊗ b1 ⊗ c2 + a1 ⊗ b2 ⊗ c1 + a2 ⊗ b1 ⊗ c1 , then R(T) = 3 and R(T ) = 2 as
1
T = limt→0 [(a1 + ta2 ) ⊗ (b1 + tb2 ) ⊗ (c1 + tc2 ) − a1 ⊗ b1 ⊗ c1 ].
t
Bini [7] proved that the border rank of matrix multiplication also captures its complexity.
More precisely,
ω = inf{τ : R(Mhni ) ∈ O(nτ )}.
Schönhage’s advance comes from his discovery that it can be more efficent to perform
two matrix multiplications together than one at a time. For tensors T ∈ A ⊗ B ⊗ C and
T 0 ∈ A0 ⊗ B 0 ⊗ C 0 , define a new tensor T ⊕ T 0 ∈ (A ⊕ A0 ) ⊗ (B ⊕ B 0 ) ⊗ (C ⊗ C 0 ) whose
computation is equivalent to computing T and T 0 . He gave explicit examples of matrix
multiplication tensors where R(T ⊕ T 0 )  R(T ) + R(T 0 ). To explain how he exploited this
we need some more definitions:
Given T ∈ A ⊗ B ⊗ C and T 0 ∈ A0 ⊗ B 0 ⊗ C 0 , the Kronecker product of T and T 0
is the tensor T  T 0 := T ⊗ T 0 ∈ (A ⊗ A0 ) ⊗ (B ⊗ B 0 ) ⊗ (C ⊗ C 0 ), regarded as 3-way
tensor. Given T ∈ A ⊗ B ⊗ C, the Kronecker powers of T are T N ∈ A⊗N ⊗ B ⊗N ⊗ C ⊗N ,
defined iteratively. We have R(T  T 0 ) ≤ R(T )R(T 0 ), and similarly for border rank.
The matrix multiplication tensor has the following important self-reproducing property:
Mhl,m,ni  Mhl0 ,m0 n0 i = Mhll0 ,mm0 ,nn0 i .
Given T, T 0
∈
A ⊗ B ⊗ C, we say that T degenerates to T 0 if
T 0 ∈ GL(A) × GL(B) × GL(C) · T , the closure of the orbit of T under the natural action of GL(A) × GL(B) × GL(C) on A ⊗ B ⊗ C. Here GL(A) denote the general linear group
of invertible linear maps A → A. Border rank is upper semi-continuous under degeneration:
if T 0 is a degeneration of T , then R(T 0 ) ≤ R(T ).
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Schönhage observed that if one takes a high Kronecker power of (Mhl,m,ni ⊕ Mhl0 ,m0 ,n0 i ),
that because of the reproducing property, it will be a sum of matrix multiplication tensors,
some of them quite large. One can then perform a degeneration to obtain a single very large
matrix multiplication tensor and exploit the strict sub-additivity to get an upper bound on
this large matrix multiplication tensor. This is his celebrated asymptotic sum inequality.
After Schönhage, Strassen realized that the starting tensor need not be a sum of matrix
multiplication tensors, as long as some high power of it degenerates to a large matrix
multiplication tensor. This gave rise to his laser method, where the starting tensor “resembles”
the sum of disjoint matrix multiplication tensors. All upper bounds since 1984 are obtained
via Strassen’s laser method. The best starting tensor for Strassen’s method (so far) was
discovered by Coppersmith and Winograd, the big Coppersmith-Winograd tensor.
In 2014 [4] gave an explanation for the limited progress since 1988, followed by further
explanations in [3, 2, 13, 1]: there are limitations to the laser method applied to the big
Coppersmith-Winograd tensor and other auxiliary tensors. These limitations are referred
to as barriers. Our main motivation is to eventually overcome these barriers via auxilary
tensors that avoid them, or, failing that, to prove structural results explaining the failure. We
deal with the little Coppersmith-Winograd tensor, which was known to potentially avoid the
barriers and a new series of tensors that are skew versions of the little Coppersmith-Winograd
tensor that we show also potentially avoid the barriers. We are interested in two kinds of
barriers: to proving the exponent is two, and barriers to proving the exponent is less than 2.3.
I Remark 1. A different approach to upper bounds was introduced by Cohn and Umans [15]
using the Fourier-transform on finite groups. One can show ω < 2.41 by this method [13, 14].

Definitions and notation
Let A, B, C be complex vector spaces. We will work with tensors in A ⊗ B ⊗ C. Let GL(A)
denote the general linear group of invertible linear maps A → A. Unless stated otherwise,
we write {ai } for a basis of A, and similarly for bases of B and C. Often we assume that all
tensors involved in the discussion belong to the same space A ⊗ B ⊗ C; this is not restrictive,
since we may re-embed the spaces A, B, C into larger spaces whenever it is needed. We say
that two tensors are isomorphic if they are the same up to a change of bases in A,B and C.
⊕r
One may define border rank in terms of degeneration: R(T ) ≤ r if and only if Mh1i
degenerates to T . The border subrank of T , denoted Q(T ), is the largest q such that T
⊕q
degenerates to Mh1i
.
The asymptotic rank of T is R
(T ) := limN →∞ R(T N )1/N . Thus ω = logm R
(Mhmi )
:
:
for any m > 2. The asymptotic subrank of T is Q(T ) = limN →∞ Q(T N )1/N . These limits
:

exist and are finite, see [41]. Moreover R
(T ) ≤ R(T ) and Q(T ) ≥ Q(T ).
:
:

A tensor T ∈ A ⊗ B ⊗ C is concise if the induced linear maps TA : A∗ → B ⊗ C, TB :
∗
B → A⊗C, TC : C ∗ → A⊗B are injective. We say that a concise tensor T ∈ Cm ⊗Cm ⊗Cm
has minimal rank (resp. minimal border rank) if R(T ) = m (resp. R(T ) = m).

The laser method and the Coppersmith-Winograd tensors
So far, the best upper bounds for ω have been obtained using the laser method applied to
the big Coppersmith-Winograd tensor, which is

TCW,q :=

q
X

a0 ⊗ bj ⊗ cj + aj ⊗ b0 ⊗ cj + aj ⊗ bj ⊗ c0 +

j=1

+ a0 ⊗ b0 ⊗ cq+1 + a0 ⊗ bq+1 ⊗ c0 + aq+1 ⊗ b0 ⊗ c0 ∈ (Cq+2 )⊗3 .
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It was used to obtain the current world record ω < 2.373 and all bounds below ω < 2.41.
The barrier identified in [4] said that TCW,q cannot be used to prove ω < 2.3 using the
standard laser method, and a geometric identification of this barrier in terms of asymptotic
subrank was given in [13]: Q(Mhni ) = n2 which is maximal, which is used to show any tensor
:

with non-maximal asymptotic subrank cannot be used to prove ω = 2 by the laser method,
and Strassen [43] had shown Q(TCW,q ) is non-maximal.
:

The second best tensor for the laser method so far has been the little CoppersmithWinograd tensor, which is
Tcw,q :=

q
X

a0 ⊗ bj ⊗ cj + aj ⊗ b0 ⊗ cj + aj ⊗ bj ⊗ c0 ∈ (Cq+1 )⊗3 .

(1)

j=1

The laser method was used to prove the following inequality:
I Theorem 2. [18] For all k and q,
ω ≤ logq (

3
4
k
(R(Tcw,q
)) k ).
27

(2)

More precisely, the ingredients needed for the proof but not the statement appears in [18].
3
k k
It was pointed out in [11, Ex. 15.24] that the statement holds with R(Tcw,q
) replaced by
R
(Tcw,q )3 and the proof implicitly uses (2). The equation does appear in [29, Thm. 5.1.5.1].
:
An easy calculation shows R(Tcw,q ) = q + 2 (one more than minimal). Applying Theorem
2 to Tcw,8 with k = 1 gives ω ≤ 2.41 [18]. Theorem 2 shows that, unlike TCW,q , Tcw,2 is
not subject to the barriers of [4, 3, 2, 13] for proving ω = 2, and Tcw,q , for 2 ≤ q ≤ 10 are
not subject to the barriers for proving ω < 2.3. Thus, if any Kronecker power of Tcw,q for
2 ≤ q ≤ 10 is strictly sub-multiplicative, one can get new upper bounds on ω, and if it were
the case that R
(Tcw,2 ) = 3, one would obtain that ω is two. Hence the questions:
:
k
I Question 3. For given q, k, what is R(Tcw,q
)? Does there exist q ∈ {2, . . . , 10} and k ∈ N
k
k
such that R(Tcw,q ) < [R(Tcw,q )] ]?

I Remark 4. Although we know little about asymptotic rank of explicit tensors beyond
matrix multiplication, most tensors have asymptotic rank less than their border rank:
For all tensors T ∈ Cm ⊗ Cm ⊗ Cm , with m > 3, outside a set of measure zero (more
m3
precisely, for all tensors outside a proper subvariety), Lickteig showed that R(T ) = d 3m−2
e
m
m
m
[35]. Strassen [42, Lemma 3.5] implicitly showed that for any T ∈ C ⊗ C ⊗ C , if
2ω
R(T ) > m 3 > m1.6 , then R
(T ) < R(T ). It is worth recalling Strassen’s proof: any
:
2

T ∈ Cm ⊗Cm ⊗Cm is a degeneration of Mh1,m,mi ∈ Cm ⊗Cm ⊗Cm , so T 3 is a degeneration
of Mhm2 ,m2 ,m2 i = Mh1,m,mi  Mhm,1,mi  Mhm,m,1i . In particular R(T 3 ) ≤ R(Mhm2 ,m2 ,m2 i )
2ω
and R
(T )3 = R
(T 3 ) ≤ R
(Mhm2 ,m2 ,m2 i ) = m2ω , so R
(T ) ≤ m 3 . Since ω < 2.4 we
:
:
:
:
conclude. In particular, note that R
(T ) ≤ m1.6 for all T ∈ Cm ⊗ Cm ⊗ Cm .
:

2
2.1

Results
Lower bounds for Kronecker powers of Tcw,q

2
We address Problem 9.8 in [9], which was motivated by Theorem 2: Is R(Tcw,q
) < (q + 2)2 ?
We give an almost complete answer:
2
2
I Theorem 5. For all q > 2, R(Tcw,q
) = (q + 2)2 , and 15 ≤ R(Tcw,2
) ≤ 16.
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We also examine the Kronecker cube:
3
) = (q + 2)3 .
I Theorem 6. For all q > 4, R(Tcw,q

Proofs are given in §4.
Proposition 25 below, combined with the proofs of Theorems 6 and 5, implies
I Corollary 7. For all q > 4 and all N ,
N
R(Tcw,q
) ≥ (q + 1)N −3 (q + 2)3 ,
N
and R(Tcw,4
) ≥ 36 × 5N −2 .
N
Previously, in [10] it had been shown that R(Tcw,q
) ≥ (q + 1)N + 2N − 1 for all q, N ,
whereas the bound in Corollary 7 is (q + 1)N + 3(q + 1)N −1 + 3(q + 1)N −2 + (q + 1)N −3 .
Previous to this work one might have hoped to prove ω < 2.3 simply by using the
Kronecker square of, e.g., Tcw,7 . Now, the smallest possible calculation to give a new upper
bound on ω from a tensor that has been used in the laser method would be e.g., to prove the
fourth Kronecker power of a small Coppersmith-Winograd tensor achieves the lower bound
of Corollary 7 (which we do not expect to happen). Of course, one could work directly with
the matrix multiplication tensor, in which case the cheapest possible upper bound would
come from proving the border rank of the 6 × 6 matrix multiplication tensor equaled its
known lower bound of 69 from [30].
The following corollary of Theorems 5 and 6 is immediate by the semi-continuity property
of border rank, as most tensors of border rank m + 1 in Cm ⊗ Cm ⊗ Cm may be degnerated
to Tcw,m−1 , in fact the set of tensors of border rank m + 1 is an orbit closure and Tcw,m−1
lives on the boundary of the orbit.

I Corollary 8. Most tensors T ∈ Cm ⊗ Cm ⊗ Cm of border rank m + 1, satisfy R(T 2 ) =
R(T )2 = (m + 1)2 for m ≥ 4 and R(T 3 ) = R(T )3 = (m + 1)3 for m ≥ 6. More precisely
all tensors outside of a Zariski closed subset of the set of tensors of border rank m + 1. In
particular the set of such is of full measure.

2.2

A skew cousin of Tcw,q

In light of the negative results for complexity theory above, one might try to find a better
tensor than Tcw,q that is also not subject to the barriers. In [16], when q is even, we introduced
a skew cousin of the big Coppersmith-Winograd tensor, which has the largest symmetry
group of any tensor in its space satisfying a natural genericity condition. However this tensor
turns out not to be useful for the laser method. Inspired by it, we introduce a skew cousin of
the small Coppersmith-Winograd tensor when q is even:

Tskewcw,q :=

q
X

q
2
X
a0 ⊗ bj ⊗ cj + aj ⊗ b0 ⊗ cj +
(aξ ⊗ bξ+ q2 − aξ+ q2 ⊗ bξ ) ⊗ c0 ∈ (Cq+1 )⊗3 . (3)

j=1

ξ=1

In the language of [11], Tskewcw,q has the same “block structure” as Tcw,q , which immediately implies Theorem 2 also holds for Tskewcw,q :
I Theorem 9. For all k,
ω ≤ logq (

3
4
k
(R(Tskewcw,q
)) k ).
27

(4)
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In particular, the known barriers do not apply to Tskewcw,2 for proving ω = 2 and to any
Tskewcw,q for q ≤ 10 for proving ω < 2.3. Unfortunately, we have
I Proposition 10. R(Tskewcw,q ) ≥ q + 3.
Proposition 10 is proved in §4.
Thus R(Tskewcw,q ) > R(Tcw,q ) for all q, in particular R(Tskewcw,2 ) = 5, as for all
T ∈ C3 ⊗ C3 ⊗ C3 , R(T ) ≤ 5.
However, unlike Tcw,2 , substantial strict sub-multiplicativity holds for the Kronecker
square of Tskewcw,2 :
2
) ≤ 17.
I Theorem 11. R(Tskewcw,2

I Remark 12. Regarding border rank strict submultiplicativity of Kronecker powers for other
explicit tensors, little is known. For matrix multiplication, the only explicit drop under a
2
Kronecker power that is known to our knowledge is [37]: R(Mh2i
) ≤ 46 < 49.
Previous to this work, we are only aware of one class of tensors other than Mh2i for which
any bound on the Kronecker squares other than the trivial R(T 2 ) ≤ R(T )2 is known. In
[12], they show that
P3
P3
P3
TCGJ,m :=a1 ⊗ b1 ⊗ c1 + a2 ⊗ b2 ⊗ c2 + a3 ⊗ b3 ⊗ c3 + (
+ 2(a1 + a2 ) ⊗ (b1 + b3 ) ⊗ (c2 + c3 ) + a3 ⊗ (

a)
i=1 i

Pm

b
s=4 s

⊗(

b )
j=1 j
3

⊗(
m

⊗ cs ) ∈ C ⊗ C

c )
j=1 k

⊗ Cm

⊗2
satisfies R(TCGJ,m ) = m + 2 and R(TCGJ,m
) ≤ (m + 2)2 − 1. Of course, for any tensor T ,
R(T 2 ) ≤ R(T ⊗2 ), and strict inequality, e.g., with Mh2i is possible. This is part of a general
theory in [12] for constructing examples with a drop of one when the last non-trivial secant
variety is a hypersurface.

We also show
2
I Theorem 13. R(Tskewcw,2
) ≤ 18.

Theorems 11 and 13 are proved in §5.

2.3

Two familiar tensors with no known laser method barriers

Recall from above that either R
(Tcw,2 ) = 3 or R
(Tskewcw,2 ) = 3 would imply ω = 2.
:
:
Let det3 ∈ (C9 )⊗3 and perm3 ∈ (C9 )⊗3 be the 3 × 3 determinant and permanent
polynomials considered as tensors. We observe that if either of these has minimal asymptotic
rank, then ω = 2: either R
(det3 ) = 9 or R
(perm3 ) = 9 would imply ω = 2. This observation
:
:
is an immediate consequence of the following lemma:
I Lemma 14. We have the following isomorphisms of tensors:
2 ∼
Tcw,2
= perm3
2
∼
T
= det3 .
skewcw,2

Lemma 14 is proved in §3.
Lemma 14 thus implies Theorems 11 and 13 may be restated as saying R(det3 ) ≤ 17
and R(det3 ) ≤ 18. Although it is not necessarily relevant for complexity theory, we actually
prove stronger statements, which are important for geometry:
A symmetric tensor T ∈ S 3 Cm ⊆ Cm ⊗ Cm ⊗ Cm has Waring rank one if T = a ⊗ a ⊗ a
for some a ∈ C3 . The Waring rank of T , denoted RS (T ), is the smallest r such that T is
sum of r tensors of Waring rank one. The Waring border rank of T , denoted RS (T ), is the
smallest r such that T is limit of a sequence of tensors of Waring rank r.
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We actually show:
I Theorem 15. RS (det3 ) ≤ 18.
and
I Theorem 16. RS (det3 ) ≤ 17.
Proofs are respectively given in §5.1 and §5.2.

2.4

Generic tensors in C3 ⊗ C3 ⊗ C3

I Remark 17. A generic tensor in C3 ⊗ C3 ⊗ C3 has border rank five. Our numerical
experiments suggest that for all T ∈ C3 ⊗ C3 ⊗ C3 :
R(T 2 ) ≤ 22 < 25.

(5)

This is obtained by starting with a tensor whose entries are obtained from making draws
according to a uniform distribution on [−1, 1], and proving the result for that tensor. The
data to perform an example of this computation is available in Appendix A at http:
//www.math.tamu.edu/~jml/CGLVkronsupp.html.
I Problem 18. Write a proof of (5). Even better, give a geometric proof.
The inequality (5) is not too surprising because C3 ⊗ C3 ⊗ C3 is secant defective, in
the sense that by a dimension count, one would expect the maximum border rank of a
tensor to be 4, but the actual maximum is 5. This means that for a generic tensor, there
is a 8 parameter family of rank 5 decompositions, and it is not surprising that the naïve
64-parameter family of decompositions of the square might have decompositions of lower
border rank on the boundary.

3

Symmetries of tensors and the proof of Lemma 14

3.1

Symmetry groups of tensors and polynomials

The group GL(A) × GL(B) × GL(C) acts naturally on A ⊗ B ⊗ C. The map Φ : GL(A) ×
GL(B)×GL(C) → GL(A⊗B⊗C) has a two dimensional kernel ker Φ = {(λIdA , µIdB , νIdC ) :
λµν = 1} ' (C∗ )2 .
In particular, the group (GL(A) × GL(B) × GL(C)) /(C∗ )×2 is naturally identified with
a subgroup of GL(A ⊗ B ⊗ C). Given T ∈ A ⊗ B ⊗ C, the symmetry group of a tensor T is
the stabilizer of T in (GL(A) × GL(B) × GL(C)) /(C∗ )×2 , that is
GT := {g ∈ (GL(A) × GL(B) × GL(C)) /(C∗ )×2 | g · T = T }.

(6)

Let Sk be the permutation group on k elements. We record the following observation:
I Proposition 19. For any tensor T ∈ A ⊗ B ⊗ C, GT N ⊃ SN .
P
Proof. Write T N = I,J,K T I,J,K aI ⊗ bJ ⊗ cK where I = (i1 , . . . , iN ), aI = ai1 ⊗ · · · ⊗
P
aiN , etc.. For σ ∈ SN , define σ · T = I,J,K T IJK aσ(I) ⊗ bσ(J) ⊗ cσ(K) . Since T IJK =
T i1 j1 k1 · · · T iN jN kN we have T IJK = T σ(I),σ(J),σ(K) and we conclude.
J
I Remark 20. For a symmetric tensor (equivalently, a homogeneous polynomial), T ∈ S d A,
one may also consider the symmetry group GsT := {g ∈ GL(A) | g · T = T } where the action
is the induced action on polynomials.
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3.2

Proof of Lemma 14

Write (−1)σ for the sign of a permutation σ. Let
X
(−1)τ aσ(1)τ (1) ⊗ bσ(2)τ (2) ⊗ cσ(3)τ (3) ,
det3 =
σ,τ ∈S3

perm3 =

X

aσ(1)τ (1) ⊗ bσ(2)τ (2) ⊗ cσ(3)τ (3)

σ,τ ∈S3

be the 3 × 3 determinant and permanent polynomials regarded as tensors in C9 ⊗ C9 ⊗ C9 .
Proof of Lemma 14. After the change of basis b̃0 := −b0 and c̃1 := c2 , c̃2 := −c1 , we obtain
Tskewcw,2 = a0 ⊗ b1 ⊗ c̃2 − a0 ⊗ b2 ⊗ c̃1 + a2 ⊗ b̃0 ⊗ c1
− a1 ⊗ b̃0 ⊗ c̃2 + a1 ⊗ b2 ⊗ c0 − a2 ⊗ b1 ⊗ c0 .
This shows that, after identifying the three spaces, Tskewcw,2 = a0 ∧ a1 ∧ a2 is the unique
(up to scale) skew-symmetric tensor in C3 ⊗ C3 ⊗ C3 . In particular, Tskewcw,2 is invariant
under the action of SL3 on C3 ⊗ C3 ⊗ C3 .
2
Consequently, the stabilizer of Tskewcw,2
in GL(C9 ) contains (and in fact equals) SL×2
3 o
Z2 . This is the stabilizer of the determinant polynomial det3 . Since the determinant is
characterized by its stabilizer, we conclude.
The tensor Tcw,2 is symmetric and, after identifying the three spaces, it coincides with
a0 (a21 + a22 ) ∈ S 3 C3 . After the change of basis ã1 := a1 + a2 , ã2 := a1 − a2 , we obtain
Tcw,2 = a0 ã1 ã2 ∈ S 3 C3 is the square-free monomial of degree 3. The stabilizer of Tcw,2 under
SL
the action of GL3 on S 3 C3 is TSL
denotes the torus of diagonal matrices
3 o S3 , where T3
with determinant one, and S3 acts permuting the three basis elements.
2
Consequently, the stabilizer of Tcw,2
in GL(C9 ) contains (and in fact equals) (TSL
3 o
×2
S3 ) o Z2 . This is the stabilizer of the permanent polynomial perm3 . Since the permanent
is characterized by its stabilizer, we conclude.
J
I Remark 21. For the reader’s convenience, here are short proofs that detm , permm are
characterized by their stabilizers: To see detm is characterized by its stabilizer, note that
SLm × SLm = SL(E) × SL(F ) acting on S m (E ⊗ F ) decomposes it to
M
Sπ E ⊗ Sπ F
|π|=m

which is multiplicity free, with the only trivial module S1m E ⊗ S1m F = Λm E ⊗ Λm F .
To see that permm is characterized by its stabilizer, take the above decomposition and
consider the TSL(E) × TSL(F ) -invariants, these are the weight zero spaces (Sπ E)0 ⊗ (Sπ F )0 .
F
By [24], one has the decomposition of the weight zero spaces as SE
m × Sm -modules to
(Sπ E)0 ⊗ (Sπ F )0 = [π]E ⊗ [π]F . The only such that is trivial is the case π = (d).
I Remark 22. Even Kronecker powers of Tskewcw,2 are invariant under SL×2k
, and coincide,
3
2k
up to a change of basis, with the Pascal determinants (see, e.g., [27, §8.3]), Tskewcw,2
=
3 3 ⊗2k
3
3 ⊗2k
P asDetk,3 , the unique, up to scale, tensor spanning (Λ C )
⊂ S ((C )
).
I Remark 23. One can regard the 3 × 3 determinant and permanent as trilinear maps
C3 × C3 × C3 → C, where the three copies of C3 are the first, second and third column
of a 3 × 3 matrix. From this point of view, the trilinear map given by the determinant
is Tskewcw,2 as a tensor and the one given by the permanent is Tcw,2 as a tensor. This
perspective, combined with the notion of product rank, immediately provides the upper
bounds R(perm3 ) ≤ 16 (which is also a consequence of Lemma 14) and R(det3 ) ≤ 20,
see [19, 26].
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I Remark 24. A similar change of basis as the one performed in the second part of proof of
Lemma 14 shows that, up to a change of basis, Tskewcw,q ∈ Λ3 Cq+1 . In particular, its even
Kronecker powers are symmetric tensors.

4

Koszul flattenings and lower bounds for Kronecker powers

In this section we review Koszul flattenings, prove a result on propagation of Koszul flattening
lower bounds under Kronecker products, and prove Theorems 5 and 6. We give two proofs
of Theorem 5 because the first is elementary and method of the second generalizes to give
the proof of Theorem 6.

4.1

Definition

Respectively fix bases {ai }, {bj }, {ck } of the vector spaces A, B, C. Given T =
bj ⊗ ck ∈ A ⊗ B ⊗ C, define the linear map

P

ijk

T ijk ai ⊗

TA∧p : Λp A ⊗ B ∗ → Λp+1 A ⊗ C
P
X ⊗ β 7→ ijk T ijk β(bj )(ai ∧ X) ⊗ ck .
Then [31, Proposition 4.1.1] states
R(T ) ≥

rank(TA∧p )
.
dim(A)−1

(7)

p

This type of lower bound has a long history: in general, one takes the space A ⊗ B ⊗ C
and linearly embeds it into a large space of matrices. Then if a rank one tensor maps to a
rank q matrix, a rank r tensor maps to a rank at most rq matrix, so the size rq+ 1 minors

a
give equations testing for border rank r. In this case the size of the matrices is ap b × p+1
c

a−1
and a rank one tensor maps to a matrix of rank p . Here a = dimA, b = dimB and
c = dimC.
∗
In practice, one takes a subspace A0 ⊆ A∗ of dimension 2p + 1 and restricts T (considered
∗
as a trilinear form) to A0 × B ∗ × C ∗ to get an optimal bound, so the denominator dim(A)−1
p

0∗ ⊥
0
is replaced by 2p
in
(7).
Write
φ
:
A
→
A/(A
)
=:
A
for
the
projection
onto
the
quotient:
p
the corresponding Koszul flattening map gives a lower bound for R(φ(T )), which, by linearity,
is a lower bound for R(T ). The case p = 1 is equivalent to Strassen’s equations [40]. There
are numerous expositions of Koszul flattenings and their generalizations, see, e.g., [27, §7.3],
[5, §7.2], [20], [28, §2.4], or [21].
Proof of Proposition 10. Write q = 2u. Fix a space A0 = he0 , e1 , e2 i. Define φ : A → A0 by
φ(a0 ) = e0 ,
φ(ai ) = e1

for i = 1, . . . , u,

φ(as ) = e2

for s = u + 1, . . . , q.

Pu
As an element of Λ3 A, we have Tskewcw,q = a0 ∧ i=1 ai ∧ au+i .
∧1
We prove that
l if T = mTskewcw,q then rank(TA0 ) = 2(q + 2) + 1. This provides the lower

bound R(T ) ≥

2(q+2)+1
2

= q + 3.
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We record the images via TA∧10 of a basis of A0 ⊗ B ∗ . Fix the range of i = 1, . . . , u:
TA∧10 (e0 ⊗ β0 ) = (e0 ∧ e1 ) ⊗
TA∧10 (e0 ⊗ βi )
TA∧10 (e0 ⊗ βu+i )
TA∧10 (e1 ⊗ β0 )
TA∧10 (e1 ⊗ βi )
TA∧10 (e1 ⊗ βu+i )
TA∧10 (e2 ⊗ β0 )
TA∧10 (e2 ⊗ βi )
TA∧10 (e2 ⊗ βu+i )

Pu

i=1 cu+i

− (e0 ∧ e2 ) ⊗

Pu

i=1 ci ,

= (e0 ∧ e2 ) ⊗ c0 ,
= (e0 ∧ e1 ) ⊗ c0 ,
Pu
= (e1 ∧ e2 ) ⊗ i=1 cu+i ,
= (e0 ∧ e1 ) ⊗ cu+i + e1 ∧ e2 ⊗ c0 ,
= e0 ∧ e1 ⊗ ci ,
Pu
= (e1 ∧ e2 ) ⊗ i=1 ci ,
= e0 ∧ e2 ⊗ cu+i ,
= (e0 ∧ e2 ) ⊗ ci − e1 ∧ e2 ⊗ c0 .

Pu
Pu
Notice that the image of i=1 (e1 ⊗ βi ) − i=1 (e2 ⊗ βu+i ) − e0 ⊗ β0 is (up to scale) e1 ∧ e2 ⊗ c0 .
This shows that the image of TA∧10 contains
Λ2 A0 ⊗ c0 + e1 ∧ e2 ⊗ h

Pu

i=1 ci ,

Pu

i=1 cu+i i

+ he0 ∧ e1 , e0 ∧ e2 i ⊗ hc1 , . . . , cq i.

These summands are in disjoint subspaces, so we conclude
rank(TA∧10 ) ≥ 3 + 2 + 2q = 2q + 5.

4.2

J

Propagation of lower bounds under Kronecker products

A tensor T ∈ A ⊗ B ⊗ C, with dim B = dim C is 1A -generic if T (A∗ ) ⊆ B ⊗ C contains a
full rank element. Here is a partial multiplicativity result for Koszul flattening lower bounds
under Kronecker products:
I Proposition 25. Let T1 ∈ A1 ⊗ B1 ⊗ C1 with dim B1 = dim C1 be a tensor with a Koszul
flattening lower bound for border rank R(T ) ≥ r given by T1 ∧p
A1 (possibly after a restriction
φ). Let T2 ∈ A2 ⊗ B2 ⊗ C2 , with dim B2 = dim C2 = b2 be 1A2 -generic. Then
&
R(T1  T2 ) ≥

'
rank(T1 ∧p
A1 ) · b2

.
2p

(8)

p

In particular, if

rank(T1 ∧p
)
A
1

(2p
p)

∈ Z, then R(T1  T2 ) ≥ rb2 .

Proof. After applying a restriction φ as described above, we may assume dim A1 = 2p + 1
so that the lower bound for T1 is
&
'
rank(T1 ∧p
A1 )

R(T1 ) ≥
.
2p
p

Let α ∈ A∗2 be such that T (α) ∈ B2 ⊗ C2 has full rank b2 , which exists by 1A2 -genericity.
Define ψ : A1 ⊗ A2 → A1 by ψ = IdA1 ⊗ α and set Ψ := ψ ⊗ IdB1 ⊗C1 ⊗B2 ⊗C2 . Then
(Ψ(T1  T2 )∧p
A1 ) provides the desired lower bound.
∧p
Indeed, the linear map (Ψ(T1  T2 )∧p
A1 ) coincides with T1 A1  T1 (α). Since matrix rank is
multiplicative under Kronecker product, we conclude.
J
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First proof of Theorem 5

When q = 3, the result is true by a direct calculation using the p = 2 Koszul flattening with
a sufficiently generic C5 ⊂ A∗ , which is left to the reader. In what follows we treat the case
q > 3.
Write aij = ai ⊗ aj ∈ A⊗2 and similarly for B ⊗2 and C ⊗2 . Let A0 = he0 , e1 , e2 i and
define the linear map φ2 : A⊗2 → A0 via
φ2 (a00 ) = φ2 (a01 ) = φ2 (a10 ) = e0 + e1 ,
φ2 (a11 ) = e0 ,
φ2 (a02 ) = φ2 (a20 ) = e1 + e2
φ2 (a33 ) = φ2 (a21 ) = e2
φ2 (a0i ) = φ2 (ai0 ) = e1

for i = 3, . . . , q

φ2 (aij ) = 0 for all other pairs (i, j).
2
0
Write Tq := Tcw,q
|A∗ 0 ⊗B ∗⊗2 ⊗C ∗⊗2 . Consider the p = 1 Koszul flattening (Tq )∧1
A0 : A ⊗
2 0
⊗2
B
→Λ A ⊗C .
⊗2 ∗

2
We are going to prove that rank((Tq )∧1
A0 ) = 2(q + 2) . This provides the lower bound
2
2
R(Tcw,q ) ≥ (q + 2) and equality follows because of the submultiplicativity properties of
border rank under Kronecker product.

We proceed by induction on q. When q = 4 one does a direct computation with the p = 1
Koszul flattening, which is left to the reader, and which provides the base of the induction.
Pq
Write Wj = a0 ⊗ bj ⊗ cj + ai ⊗ b0 ⊗ cj + ai ⊗ bi ⊗ c0 . Then Tcw,q = j=1 Wj , so that
P
2
Tcw,q
= ij Wi  Wj .
2
2
If q ≥ 4, write Tcw,q = Tcw,q−1 + Wq , so Tcw,q
= Tcw,q−1
+ Tcw,q−1  Wq + Wq  Tcw,q−1 +
Wq  Wq . Let Sq = (Tcw,q−1  Wq + Wq  Tcw,q−1 + Wq  Wq )|A0 ⊗B ∗⊗2 ⊗C ∗⊗2 .

Write U1 = A0 ⊗ hβij : i, j = 0, . . . , q − 1i and U2 = A0 ⊗ hβqi , βiq : i = 0, . . . , qi so
that U1 ⊕ U2 = A0 ⊗ B ⊗2∗ . Similarly, define V1 = Λ2 A0 ⊗ hcij : i, j = 0, . . . , q − 1i and
V2 = Λ2 A0 ⊗ hcqi , ciq : i = 0, . . . , qi, so that V1 ⊕ V2 = Λ2 A0 ⊗ C ⊗2 . Observe that (Tq−1 )∧1
A0 is
identically 0 on U2 and its image is contained in V1 . Moreover, the image of U1 under (Sq )∧1
A0
is contained in V1 . Representing the Koszul flattening in blocks, we have
∧1
(Tq−1 )A
0


=

M11
0

0
0



(Sq )∧1
A0


=

N11
0

N12
N22



therefore rank((Tq )∧1
A0 ) ≥ rank(M11 + N11 ) + rank(N22 ).
First, we prove that rank(M11 + N11 ) ≥ rank(M11 ) = 2(q + 1)2 . This follows by
a degeneration argument. Consider the linear map given by pre-composing the Koszul
flattening with the projection onto U1 . Its rank is semicontinuous under degeneration.
2
2
Since Tcw,q
degenerates to Tcw,q−1
, we deduce rank(M11 + N11 ) ≥ rank(M11 ). The equality
2
rank(M11 ) = 2(q + 1) follows by the induction hypothesis.
We show that rank(N22 ) = 2(2q + 3). The following equalities are modulo V1 . Moreover, each equality is modulo the tensors resulting from the previous ones. They are all
straightforward applications of the Koszul flattening map, which in these cases, can always
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be performed on some copy of Wi  Wj .
(Sq )∧1
A0 (e1 ⊗ βqj ) ≡ e1 ∧ e0 ⊗ cqj

for j = 3, . . . , q

(Sq )∧1
A0 (e1
∧1
(Sq )A0 (e0
(Sq )∧1
A0 (e0
∧1
(Sq )A0 (e0
(Sq )∧1
A0 (e0

for j = 3, . . . , q

⊗ βjq ) ≡ e1 ∧ e0 ⊗ cjq
⊗ β3q ) ≡ e0 ∧ e1 ⊗ c0q
⊗ βq3 ) ≡ e0 ∧ e1 ⊗ cq0
⊗ βq1 ) ≡ e0 ∧ e1 ⊗ cq1
⊗ β1q ) ≡ e0 ∧ e1 . ⊗ c1q

Further passing modulo he0 ∧ e1 i ⊗ C, we obtain
(Sq )∧1
A0 (e0 ⊗ β0q ) ≡ e0 ∧ e2 ⊗ c2q
(Sq )∧1
A0 (e0 ⊗ βq0 ) ≡ e0 ∧ e2 ⊗ cq2
(Sq )∧1
A0 (e0 ⊗ βq2 ) ≡ e0 ∧ e2 ⊗ c0q
(Sq )∧1
A0 (e0 ⊗ β2q ) ≡ e0 ∧ e2 ⊗ cq0
(Sq )∧1
A0 (e1 ⊗ β20 ) ≡ e1 ∧ e2 ⊗ c0q
(Sq )∧1
A0 (e1 ⊗ β02 ) ≡ e1 ∧ e2 ⊗ cq0
(Sq )∧1
A0 (e1 ⊗ βq0 ) ≡ e1 ∧ e2 ⊗ c2q
(Sq )∧1
A0 (e1 ⊗ β0q ) ≡ e1 ∧ e2 ⊗ cq2 ,
and modulo the above,
(Sq )∧1
A0 (e2 ⊗ βqj ) ≡ e2 ∧ (e0 + e1 ) ⊗ cqj

for j = 3, . . . , q

(Sq )∧1
A0 (e2
∧1
(Sq )A0 (e2
(Sq )∧1
A0 (e2

for j = 3, . . . , q

⊗ βjq ) ≡ e2 ∧ (e0 + e1 ) ⊗ cjq
⊗ βq1 ) ≡ e2 ∧ (e0 + e1 ) ⊗ cq1
⊗ β1q ) ≡ e2 ∧ (e0 + e1 ) ⊗ c1q .

Finally passing modulo he1 ∧ e2 i, we have
(Sq )∧1
A0 (e2 ⊗ βq0 ) ≡ e2 ∧ e0 ⊗ cq1
(Sq )∧1
A0 (e2 ⊗ β0q ) ≡ e2 ∧ e0 ⊗ c1q .
All the tensors listed above are linearly independent. Adding all the contributions together,
we obtain
rank((Sq )∧1
A0 ) = [2(q − 3) + 1] + 4 + 8 + 2 + [2(q − 3) + 1] + 4 = 2(2q + 3)
as desired, and since 2(q + 3)2 = 2(q + 1)2 + 2(2q + 3), this concludes the proof.

4.4

J

A short detour on computing ranks of equivariant maps

We briefly explain how to exploit Schur’s Lemma (see, e.g., [23, §1.2]) to compute the rank
of an equivariant linear map. This is a standard technique, used extensively e.g., in [32, 25]
and will reduce the proof of Theorems 5 and 6 to the computation of the ranks of specific
linear maps in small dimension.
Let G be a reductive group. In the proof of Theorems 5 and 6, G will be the product of
symmetric groups. Let ΛG be the set of irreducible representations of G. For λ ∈ ΛG , let
Wλ denote the corresponding irreducible module.
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L
L
Suppose U, V are two representations of G. Write U = λ∈ΛG Wλ⊕mλ , V = λ∈ΛG Wλ⊕`λ ,
where mλ is the multiplicity of Wλ in U and `λ is the multiplicity of Wλ in V . The direct
summand corresponding to λ is called the isotypic component of type λ.
Let f : U → V be a G-equivariant map. By Schur’s Lemma [23, §1.2], f decomposes
as f = ⊕fλ , where fλ : Wλ⊕mλ → Wλ⊕`λ . Consider multiplicity spaces Mλ , Lλ with
dim Mλ = mλ and dim Lλ = `λ so that Wλ⊕mλ ' Mλ ⊗ Wλ as a G-module, where G acts
trivially on Mλ and similarly Wλ⊕`λ ' Lλ ⊗ Wλ .
By Schur’s Lemma, the map fλ : Mλ ⊗ Wλ → Lλ ⊗ Wλ decomposes as fλ = φλ ⊗ Id[λ] ,
where φλ : Mλ → Lλ . Thus rank(f ) is uniquely determined by rank(φλ ) for λ ∈ ΛG .
The ranks rank(φλ ) can be computed via restrictions of f . For every λ, fix a vector
wλ ∈ Wλ , so that Mλ ⊗ hwλ i is a subspace of U . Here and in what follows, for a subset
X ⊂ V , hXi denotes the span of X. Then the rank of the restriction of f to Mλ ⊗ hwλ i
coincides with the rank of φλ .
We conclude
rank(f ) =

P

λ rank(φλ )

· dim Wλ .

The second proof of Theorem 5 and proof of Theorem 6 will follow the algorithm described
above, exploiting the symmetries of Tcw,q . Consider the action of the symmetry group Sq on
A ⊗ B ⊗ C defined by permuting the basis elements with indices {1, . . . , q}. More precisely,
a permutation σ ∈ Sq induces the linear map defined by σ(ai ) = aσ(i) for i = 1, . . . , q and
σ(a0 ) = a0 . The group Sq acts on B, C similarly, and the simultaneous action on the three
factors defines an Sq -action on A ⊗ B ⊗ C. The tensor Tcw,q is invariant under this action.

4.5

Second Proof of Theorem 5

When q = 3, as before, one uses the p = 2 Koszul flattening with a sufficiently generic
C5 ⊂ A ∗ .
2
For q ≥ 4, we apply the p = 1 Koszul flattening map to the same restriction of Tcw,q
as the first proof, although to be consistent with the code at the website, we use the less
appealing swap of the roles of a2 and a3 in the projection φ.
2
Since Tcw,q is invariant under the action of Sq , Tcw,q
is invariant under the action of
⊗2
⊗2
⊗2
Sq × Sq , acting on A ⊗ B ⊗ C . Let Γ := Sq−3 × Sq−3 where Sq−3 is the permutation
2
group on {4, . . . , q}, so Tcw,q
is invariant under the action of Γ. Note that Γ acts trivially on
0
∧1
A , so (Tq )A0 is Γ-equivariant, because in general, Koszul flattenings are equivariant under
the product of the three general linear groups, which is GL(A0 ) × GL(B ⊗2 ) × GL(C ⊗2 ) in our
2
case. (We remind the reader that Tq := Tcw,q
|A∗ 0 ⊗B ∗⊗2 ⊗C ∗⊗2 .) We now apply the method
∧1
described in §4.4 to compute rank((Tq )A0 ).

Let [triv] denote the trivial Sq−3 -representation and let V denote the standard representation, that is the Specht module associated to the partition (q − 4, 1) of q − 3. We have
dim[triv] = 1 and dim V = q − 4. (When q = 4 only the trivial representation appears.)
The spaces B, C are isomorphic as Sq−3 -modules and they decompose as B = C =
[triv]⊕5 ⊕ V . After fixing a 5-dimensional multiplicity space C5 for the trivial isotypic
component, we write B ∗ = C = C5 ⊗ [triv] ⊕ V . To distinguish the two Sq−3 -actions, we
⊕5
write B ⊗ B = ([triv]⊕5
L ⊕ VL ) ⊗ ([triv]R ⊕ VR ).
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Thus,
B ∗ ⊗2 = C ⊗2 =(C5 ⊗ [triv]L ⊕ VL ) ⊗ (C5 ⊗ [triv]R ⊕ VR )
=(C5 ⊗ C5 ) ⊗ ([triv]L ⊗ [triv]R ) ⊕
C5 ⊗ ([triv]L ⊗ VR ) ⊕
C5 ⊗ (VL ⊗ [triv]R ) ⊕
(VL ⊗ VR ).
Write W1 , . . . , W4 for the four irreducible representations in the decomposition above and
let M1 , . . . , M4 be the four corresponding multiplicity spaces.
Recall from [22] that a basis of V is given by standard Young tableaux of shape (q − 4, 1)
(with entries in 4, . . . , q for consistency with the action of Sq−3 ); let wstd be the vector
corresponding to the standard tableau having 4, 6, . . . , q in the first row and 5 in the second
row. We refer to [22, §7] for the straightening laws of the tableaux. Let wtriv be a generator
of the trivial representation [triv].
For each of the four isotypic components in the decomposition above, we fix a vector
wi ∈ Wi and explicitly realize the subspaces Mi ⊗ hwi i of B ∗ ⊗2 as follows:
Wi

wi

dim Mi

Mi ⊗ hwi i

25

Phβqij :i,j=0,...,3i⊕
βij :i=0,...,3i⊕
Pqj=4
h
β :j=0,...,3i⊕
i=4
Pqij
h

[triv]L ⊗ [triv]R

wtriv ⊗ wtriv

h

[triv]L ⊗ VR

wtriv ⊗ wstd

5

i,j=4

βij i

hβP
i5 −βi4 :i=0,...,3i⊕
q
h
(βi5 −βi4 )i
i=4

VL ⊗ [triv]R

wstd ⊗ wtriv

5

hβ5j
4j :j=0,...,3i⊕
P−β
q
h
(β5j −β4j )i
j=4

VL ⊗ VR

wstd ⊗ wstd

1

hβ55 − β45 − β54 + β44 i.

The subspaces in C ⊗2 are realized similarly.
2 ∧1
Since (Tcw,q
)A0 is Γ-equivariant, by Schur’s Lemma, it has the isotypic decomposition
2 ∧1
(Tcw,q )A0 = f1 ⊕ f2 ⊕ f3 ⊕ f4 , where
fi : A0 ⊗ (Mi ⊗ Wi ) → Λ2 A0 ⊗ Wi .
As explained in §4.4, it suffices to compute the ranks of the four restrictions Φi : A0 ⊗ Mi ⊗
hwi i → Λ2 A0 ⊗ Mi ⊗ hwi i.
Using the bases presented in the fourth column of the table above, we write down the
four matrices representing the maps Φ1 , . . . , Φ4 .
The map Φ4 is represented by the 3 × 3 matrix


−1
 0
0


1 0
0 1 ,
0 1

so rank(Φ4 ) = 2.
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The map Φ2 is represented by the 15 × 15 matrix (here q 0 = q − 3)












−1
−1
0
0
0
0
0
0
0
0
0
0
0
0
0

0
−1
0
0
0
0
0
0
−1
0
0
0
0
0
0

0
0
−1
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
−1
0
−1
0
0
0
0
0
0
0
0
0

0
0
0
0
−1
0
0
0
0
0
0
0
0
0
0

0
1
1
1
q0
0
0
0
0
0
0
0
0
−1
0

1
1
0
0
0
0
0
0
0
0
0
0
0
0
0

1
0
1
0
0
0
0
0
0
0
0
0
0
0
0

1
0
0
1
0
0
0
0
0
0
−1
0
0
0
0

1
0
0
0
1
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
1
1
1
q0
0
1
0
0
0

0
0
0
0
0
1
1
0
0
0
1
1
0
0
0

0
0
0
0
0
1
0
1
0
0
0
0
1
0
0

0
0
0
0
0
1
0
0
1
0
0
0
0
1
0

0
0
0
0
0
1
0
0
0
1
0
0
0
0
1













We prove the matrix above and those that follow are as asserted for all q in §7. The proof
goes by showing each entry must be a low degree polynomial in q, and then one simply tests
enough small cases to fix the polynomials. Thus rank(Φ2 ) = 12, and similarly for Φ3 .
The map Φ1 is represented by a 75 × 75 matrix that can be presented in block form


−X
 −Z
0


0
Y 
X

Y
0
−Z

with X the matrix






















0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
1
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
1
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

1
1
0
0
0
1
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
1
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
1
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
1
1
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
1
1
1
q0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
1
0
0
0
1
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
1
0
0
1
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
1
0
1
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
1
1
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
1
1
1
q0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1











,











Y the matrix






















0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
1
0
0
0
0
1
0
0
0
0
1
0
0
0
0
q0
0
0
0

0
0
0
0
0
0
0
1
0
0
0
0
1
0
0
0
0
1
0
0
0
0
q0
0
0

0
0
0
0
0
0
0
0
1
0
0
0
0
1
0
0
0
0
1
0
0
0
0
q0
0

0
0
0
0
0
0
0
0
0
1
0
0
0
0
1
0
0
0
0
1
0
0
0
0
q0

0
1
0
0
0
0
0
0
0
0
1
1
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
0
0
0
1
0
1
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
1
0
0
0
0
0
0
1
0
0
1
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
1
0
0
0
0
0
1
0
0
0
1
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
1
q0
0
0
0
0
0

0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
1
0
1
0
0
0
0
0
0
0

0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
1
0
0
1
0
0
0
0
0
0

0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
1
0
0
0
1
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
1
q0

0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0

0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
1
0
0

0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
1
0

0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
1











,
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and Z the matrix
 0 0 0 0 0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
1
0
0
0
0
0
0
0
0






















0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
1
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0

0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0

1
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0

0
0
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0























We compute rank(Φ1 ) = 72.
Although these matrices are of fixed size, they are obtained via intermediate tensors
whose dimensions depend on q, which created a computational challenge. Two ways of
addressing the challenge (including the one utilized in the code) are explained in §7.
The relevant matrices and the implementation of the method of §7 to justify them
for all q, together with the code for the computation of their ranks are available at the
website http://www.math.tamu.edu/~jml/CGLVkronsupp.html, Appendix D. The ranks
are bounded below by taking a matrix M (which has some entries depending linearly on q),
multiplying it on the left by a rectangular matrix P whose entries are rational functions
of q, and on the right by a rectangular matrix Q whose entries are constant, to obtain a
square matrix P M Q that is upper triangular with ±1 on the diagonal, and thus its rank is
its dimension. Finally one checks that the least common multiple of the denominators of the
entries of P has no integral solution when q > 4.
Adding all the contributions gives
rank(TA∧10 ) = 2 · dim(V ⊗ V ) + 12 · dim([triv] ⊗ V )+
+ 12 · dim(V ⊗ [triv]) + 72 · dim([triv] ⊗ [triv]) =
= 2 · (q − 4)2 + 12 · (q − 4) + 12 · (q − 4) + 72 · 1 = 2(q + 2)2 .
This concludes the proof of Theorem 5.
I Remark 26. One might have hoped to exploit the full symmetry group Sq × Sq to simplify
the argument further. However there is no choice of a restriction map ψ which is Sq−s ×Sq−s invariant for s < 3 that gives rise to a Koszul flattening map of sufficiently high rank to
prove the result.

4.6

Proof of Theorem 6

We will use a Koszul flattening with p = 2, so we need a 5 dimensional subspace of (A∗ )⊗3 .
Let
*
∗

A0 :=

α000 ,
+
(αi00 + α0i0 + α00i ),
.
α001 + α010 + α012 + α102 + α110 + α121 + α200 + α211 ,
α022 + α030 + α031 + α100 + α103 − α120 + α210 + α212 + α300 ,
α002 + α004 + α011 + α014 + α020 + α023 + α032 + α040 + α100 + α122 + α220 + α303

Pq

i=1
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Write φ3 : A⊗3 → A0 for the resulting projection map and, abusing notation, for the induced
3
map A⊗3 ⊗ B ⊗3 ⊗ C ⊗3 → A0 ⊗ B ⊗3 ⊗ C ⊗3 . Write T = φ3 (Tcw,q
), suppressing the q from
the notation. Consider the Koszul flattening:
2 0
∗ ⊗2
(T )∧2
→ Λ3 A0 ⊗ C ⊗2 .
A0 : Λ A ⊗ B
3
3
3
We will show rank((T )∧2
A0 ) = 6(q + 2) , which implies R(Tcw,q ) ≥ (q + 2) .
In order to compute rank((T )∧2
A0 ), we follow the same strategy as before. The code
to generate these matrices is available at www.math.tamu.edu/~jml/CGLVkronsupp.html,
Appendix D. The explanation of how we proved they are as asserted is outlined in §7.
The map (T )∧2
A0 is invariant under the action of Γ = Sq−4 × Sq−4 × Sq−4 where the
first copy of Sq−4 permutes the basis elements with indices 5, . . . , q of the first factors, and
similarly for the other copies of Sq−4 . Let [triv] be the trivial Sq−4 -representation and let
V be the standard representation, namely the Specht module associated to the partition
(q − 5, 1). Here dim V = q − 5, so if q = 5, only the trivial representation appears.
The Sq−4 -isotypic decomposition of B (and C) is C6 ⊗ [triv] ⊕ V and this induces the
decomposition of B ∗ ⊗3 ' C ⊗3 given by

B ∗ ⊗3 ' C ⊗3 =(C6 )⊗3 ⊗ ([triv]1 ⊗ [triv]2 ⊗ [triv]3 )⊕
(C6 )⊗2 ⊗ [([triv]1 ⊗ [triv]2 ⊗ V3 )⊕
([triv]1 ⊗ V2 ⊗ [triv]3 )⊕
(V1 ⊗ [triv]2 ⊗ [triv]3 )]⊕
(C6 ) ⊗ [([triv]1 ⊗ V2 ⊗ V3 )⊕
(V1 ⊗ V2 ⊗ [triv]3 )⊕
(V1 ⊗ [triv]2 ⊗ V3 )]⊕
V1 ⊗ V2 ⊗ V3
consisting of eight isotypic components. As in the previous proof, for each of the eight
irreducible components Wi , we consider wi ∈ Wi and we compute the rank of the restriction
to Λ2 A0 ⊗ Mi ⊗ hwi i of the Koszul flattening; call this restriction Φi .
The ranks of the restrictions are recorded in the following table:
Wi

dim(Λ2 A0 ⊗ Mi )


= 2160

2058

62 ·

5
2

= 360

294

6·

5
2

= 60

42

[triv]1 ⊗ [triv]2 ⊗ [triv]3

63 ·

[triv]1 ⊗ [triv]2 ⊗ V3
(and permutations)
[triv]1 ⊗ V2 ⊗ V3
(and permutations)
V1 ⊗ V2 ⊗ V3

5
2

rank(Φi )

5
2







= 10

6

The relevant matrices and the implementation of §7 to justify them for all q, with the code
computing their ranks are available at http://www.math.tamu.edu/~jml/CGLVkronsupp.
html, Appendix D. As before, the ranks are bounded below by taking a matrix M (which has
some entries depending linearly on q), multiplying it on the left by a rectangular matrix P
whose entries are rational functions of q, and on the right by a rectangular matrix Q whose
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entries are constant, to obtain a square matrix P M Q that is upper triangular with ±1 on
the diagonal, and thus its rank is its dimension. Finally one checks that the least common
multiple of the denominators of the entries of P has no integral solution when q > 4.
Adding all the contributions together, we obtain
rank(TA∧20 ) =6 · dim(V ⊗ V ⊗ V )+
42 · 3 · dim([triv] ⊗ V ⊗ V )+
294 · 3 · dim([triv] ⊗ [triv] ⊗ V )+
2058 · dim([triv] ⊗ [triv] ⊗ [triv]) = 6 · (q + 2)3 .
This concludes the proof.

Upper bounds for Waring rank and border rank of det3

5
5.1

Proof of Theorem 15

We give the rank 18 decomposition for det3 explicitly, as a collection of 18 linear forms
on C9 = C3 ⊗ C3 whose cubes add up to det3 . The linear forms are given in coordinates
P
recorded in the matrices below: the 3 × 3 matrix (ζij ) represents the linear forms ij ζij xij .
This presentation highlights some of the symmetries of the decomposition.
2
Let ϑ = exp(2πi/6) and let ϑ be its inverse. The tensor det3 = Tskewcw,2
= det(xij ) ∈
3
3
3
S (C ⊗ C ) satisfies
det3 =

18
X

L3i

1

where L1 , . . . , L18 are the 18 linear forms given by the following coordinates:






−ϑ 0
0
−ϑ 0
0
−ϑ 0 0
1

L1 =  0 − 13 0 
L2 =  0 − 13 0 
L3 =  0
3ϑ 0
0
0 ϑ
0
0 ϑ
0
0 ϑ






−1
0
0
ϑ
0
0
ϑ
0
0
L4 =  0
L6 =  0
0
−ϑ L5 =  0
0
−ϑ
0
1
1
1
1
0 −3ϑ 0
0 −3ϑ 0
0 −3ϑ 0






1
1
1
0
0
0
0
3ϑ 0
3ϑ
3ϑ 0
L7 = −ϑ 0 0
L8 = −ϑ 0
0  L9 = −ϑ 0 0
0
0 1
0
0 −ϑ
0
0 1





 .
1
1
1
0 −3ϑ 0
0
0 −3ϑ 0
0
3
L10 =  0
0
ϑ L11 =  0
0
ϑ L12 =  0 0 −1
−1
0
0
−1
0
0
−1 0 0






0 0 1
0 0 1
0
0 1
L13 = −1 0 0
L14 = ϑ 0 0
L15 = ϑ 0 0

L16

0 − 31 0


0
0
ϑ
= 0 − 13 ϑ 0 
1
0
0

0


L17

0

=
0
−ϑ

1
3ϑ

0

0
− 13 ϑ
0



ϑ
0
0

L18

0 31 ϑ 0


0
0
ϑ
= 0 − 13 ϑ 0 
1
0
0

The equality can be verified by hand. A Macaulay2 file performing the calculation is
available at http://www.math.tamu.edu/~jml/CGLVkronsupp.html, Appendix B.
J
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Proof of Theorem 16

As in the case of Theorem 15, we prove Theorem 16 by explicitly giving 17 linear forms,
depending on a parameter t, whose cubes provide a border rank 17 expression for det3 . The
algebraic numbers involved are more complicated than in the previous case.
The result was achieved by numerical methods, which allowed us to sparsify the decomposition and ultimately determine the value of the coefficients. The linear forms in the
decomposition are described below.
Consider






z1
0
−1

L1 (t) =

0
z2 t
0



0
−z34
0

L4 (t) =


L7 (t) =

z10
z12
z14
−z41
0
−z44


L13 (t) =

z28
z30
0

z3
z4
z6

L2 (t) =
t
0
−z35 t

0
0
z8 t
z11 t
0
0


L10 (t) =

0
0
0

0
z13 t
0







0
0
0
z29 t
0
t

−t
0
0

0
z17 t
0

z22
z23
z25

0
0
0

0
z24 t
0

z31
0
0

z32 t
0
z33 t

L11 (t) =

0
−t
0




L14 (t) =


L16 (t) =

z36
z38
0

z37 t
0
z40 t



z15
z16
z18



0
0
0

0
z39 t
−t

−z36
−z38
0

z7 t
0
0

0
−z39 t
t



−z22
−z23
−z25

z9 t
0
0

0
−z24 t
0



0
0
1

L3 (t) =

−z19 t
0
0


L8 (t) =

0
z5 t
0

0
0
−1

L5 (t) =



0
0
0

−z20 t
0
0

L6 (t) =


L9 (t) =



0
0
−t



−z31
0
0



0
z34
0

L12 (t) =





L15 (t) =


L17 (t) =

z41
0
z44

z42 t
z43 t
0

z19 t
z21 t
0

0
0
0

z20 t
0
0



z26 t
z27 t
0
0
0
0



0
0
t





−t
0
z35 t



The coefficients z1 , . . . , z44 are algebraic numbers described as follows. Let y∗ be a real
root of the polynomial
x27 − 2x26 + 17x25 − 29x24 + 81x23 + 52x22 − 726x21 + 3451x20 − 10901x19 + 25738x18 −
50663x17 + 72133x16 − 72973x15 + 10444x14 + 138860x13 − 308611x12 + 427344x11
− 267416x10 − 196096x9 + 762736x8 − 1236736x7 + 1092352x6 − 537600x5 − 42240x4 +
684032x3 − 1136640x2 + 1146880x − 520192.

For i = 1, . . . , 44, we consider algebraic numbers yj in the field extension Q[y∗ ], described as
a polynomial of degree (at most) 26 in y∗ with rational coefficients. Notice that all the yj ’s
are real. The expressions of the y1 , . . . , y44 in terms of y∗ are provided in the file yy_exps at
http://www.math.tamu.edu/~jml/CGLVkronsupp.html, Appendix C. Let zj be the unique
real cubic root of yj .
We are going to prove that, with this choice of coefficients zj ,
2

3

t det3 + O(t ) =

17
X

Li (t)3 .

(9)

i=1

P17
The condition t2 det3 + O(t3 ) = i=1 Li (t)3 is equivalent to the fact that the degree 0
P17
and the degree 1 components of i=1 Li (t)3 vanish and that the degree 2 component equals
det3 . Given the sparse structure of the Li (t), this reduces to a system of 54 cubic equations
in the 44 unknowns z1 , . . . , z44 . Our goal is to show that the algebraic numbers described
above are a solution of this system.
We show that the zi ’s satisfy each equation as follows. After evaluating the equations at
the zi ’s, there are two possible cases
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1. all monomials appearing in the equation are elements of Q[y∗ ]; we say that this is an
equation of type 1; there are 14 such equations;
2. at least one monomial appearing in the equation is not an element of Q[y∗ ]; we say that
this is an equation of type 2; there are 40 such equations.
For equations of type 1, we provide expressions of each monomial in terms of y∗ . To
verify that each expression is indeed equal to the corresponding monomial, it suffices to
compare the cube of the given expression and the expression obtained by evaluating the
monomial at the yj ’s. Finally, the equation can be verified in Q[y∗ ]. This is performed by
the file checkingType1eqns.m2.
For equations of type 2, let u be one of the monomials which do not belong to Q[y∗ ]. We
claim that it is possible to choose the monomial in such a way that Q[u3 ] = Q[y∗ ]. For each
equation, we choose one of the monomials and we verify the claim as follows. The element
u3 has an expression in terms of y∗ which equals the chosen monomial evaluated at the yi ’s.
Let Mu be the 27 × 27 matrix with rational entries such that

(1, u3 , · · · , u3·26 ) = 1, y∗ , . . . , y∗26 · Mu ;
Mu can be computed directly by considering the expressions of the powers of u3 in terms of
y∗ . Then Q[u3 ] = Q[y∗ ] if and only if Mu is full rank.
In particular y∗ has an expression in terms of u3 , which can be computed inverting the
matrix Mu . A consequence of this is that Q[u] = Q[y∗ , u].
At this point, we observe that Q[u] contains the other monomials occurring in the equation
as well. To see this, we proceed as in the case of equations of type 1. For each monomial
occurring in the equation, we provide an expression in terms of u (in fact, to speed up
the calculation, we provide an expression in terms of u and y∗ , which is equivalent to an
expression in u because Q[u3 ] = Q[y∗ ] and y∗ has a unique expression in terms of u3 ); we
compare the cube of this expression (appropriately reduced modulo the minimal polynomial
of y∗ and the relation between u3 and y∗ ) with the expression obtained by evaluating the
monomial at the yi ’s (expressed in terms of y∗ ). This shows that all monomials occurring in
the expression belong to Q[u], and verifies that the given expressions are indeed equal to the
corresponding monomials. Finally, the equation is verified in Q[u] as in the case of type 1.
This is performed by the file checkingType2eqns.m2.
J

5.2.1

Discussion of how the decomposition was obtained

Many steps were accomplished by finding solutions of polynomial equations by nonlinear
optimization. In each case, this was accomplished using a variant of Newton’s method applied
to the mapping of variable values to corresponding polynomial values. The result of this
procedure in each case is limited precision machine floating point numbers.
First, we attempted to solve the equations describing a Waring rank 17 decomposition of
P17
det3 with nonlinear optimization, namely, det3 = i=1 (wi0 )⊗3 , where wi0 ∈ C3×3 . Instead of
finding a solution to working precision, we obtained a sequence of local refinements to an
approximate solution where the norm of the defect is slowly converging to to zero, and some of
the parameter values are exploding to infinity. Numerically, these are Waring decompositions
of polynomials very close to det3 .
Next, this approximate solution needed to be upgraded to a solution to equation (9).
We found a choice of parameters in the neighborhood of a solution, and then applied
local optimization to solve to working precision. We used the following method: Consider
the linear mapping M : C17 → S 3 (C3×3 ), M (ei ) = (wi0 )⊗3 , and let M = U ΣV ∗ be its
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singular value decomposition (with respect to the standard inner products for the natural
coordinate systems). We observed that the singular values seemed to be naturally partitioned
by order of magnitude. We estimated this magnitude factor as t0 ≈ 10−3 , and wrote Σ0
as Σ where we multiplied each singular value by (t/t0 )k , with k chosen to agree with this
observed partitioning, so that the constants remaining were reasonably sized. Finally, we let
M 0 = U Σ0 V ∗ , which has entries in C[[t]]. M 0 is thus a representation of the map M with a
parameter t.
Next, for each i, we optimized to find a best fit to the equation (ai +tbi +t2 ci )⊗3 = M 0 (ei ),
which is defined by polynomial equations in the entries of ai , bi and ci . The ai , bi and ci we
constructed in this way proved to be a good initial guess to optimize equation (9), and we
immediately saw quadratic convergence to a solution to machine precision. At this point, we
greedily sparsified the solution by speculatively zero-ing values and re-optimizing, rolling
back one step in case of failure. After sparsification, it turned out the ci were not needed.
The resulting matrices are those given in the proof.
To compute the minimal polynomials and other integer relationships between quantities,
we used Lenstra-Lenstra-Lovász integer lattice basis reduction [34]. As an example, let
ζ ∈ R be approximately an algebraic number of degree k. Let N be a large number inversely
proportional to the error of ζ. Consider the integer lattice with basis {ei +bN ζ i cek+1 } ⊂ Zk+2 ,
for 0 ≤ i ≤ k. Then elements of this lattice are of the form v0 e0 + · · · + vk ek + Eek+1 , where
E ≈ N p(ζ), p = v0 + v1 x + · · · xk xk . Polynomials p for which ζ is an approximate root
are distinguished by the property of having relatively small Euclidean norm in this lattice.
Computing a small norm vector in an integer lattice is accomplished by LLL reduction of a
known basis.
For example, the fact that the number field of degree 27 obtained by adjoining any zα3 to
Q contains all the rest was determined via LLL reduction, looking for expressions of zα3 as a
polynomial in zβ3 for some fixed β. These expressions of zα3 in a common number field can be
checked to have the correct minimal polynomial, and thus agree with our initial description
of the zα . LLL reduction was also used to find the expressions of values as polynomials in
the primitive root of the various number fields.
After refining the known value of the parameters to 10, 000 bits of precision using Newton’s
method, LLL reduction was successful in identifying the minimal polynomials. The degrees
were simply guessed, and the results checked by evaluating the computed polynomials in the
parameters to higher precision.
I Remark 27. With the minimal polynomial information, it is possible to check that equation (9) is satisfied to any desired precision by the parameters.

6

Tight Tensors in C3 ⊗ C3 ⊗ C3

Following an analysis started in [17], we consider Kronecker squares of tight tensors in
C3 ⊗ C3 ⊗ C3 . We compute their symmetry groups and numerically provide bounds to their
tensor rank and border rank, highlighting the submultiplicativity properties.
We refer to [44, 11, 17] for an exposition of the role of tightness in Strassen’s work and in
the laser method. We point out that TCW,q and Tcw,q are tight. (If one uses the combinatorial
definition of tightness, which depends on a choice of basis, they are not tight in their standard
presentations.)
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6.1

Tight tensors

Recall the map Φ : GL(A) × GL(B) × GL(C) → GL(A ⊗ B ⊗ C) from Section 3.1 defining the
action of GL(A)×GL(B)×GL(C) on A⊗B ⊗C. Its differential dΦ defines a map at the level
of Lie algebras, mapping gl(A) ⊕ gl(B) ⊕ gl(C) to a subalgebra of gl(A ⊗ B ⊗ C), isomorphic
to (gl(A) ⊕ gl(B) ⊕ gl(C))/C2 . Write gT ⊆ gl(A) ⊕ gl(B) ⊕ gl(C) for the annihilator of T
under this action.
A tensor T ∈ A⊗B ⊗C is tight if gT /C2 contains a regular semisimple element. Tightness
can be defined combinatorially with respect to a basis, see e.g. [17, Def. 1.3]. In particular,
the combinatorial definition makes it clear that tightness depends on the support of a tensor
in a given basis; we say that a support S is tight if every tensor having support S is tight.
Given concise tensors T1 ∈ A1 ⊗ B1 ⊗ C1 and T2 ∈ A2 ⊗ B2 ⊗ C2 , [17, Theorem 4.1] shows
that
gT1 T2 ⊇ gT1 ⊗ IdA2 ⊗B2 ⊗C2 + IdA1 ⊗B1 ⊗C1 ⊗ gT2 ;

(10)

moreover if gT1 = 0 and gT2 = 0 then equality holds gT1 T2 = 0.
The strict containment in (10) occurs, for instance, in the case of the matrix multiplication
tensor. In [17], we posed the problem of characterizing tensors T ∈ A ⊗ B ⊗ C such that
gT ⊗ IdA⊗B⊗C + IdA⊗B⊗C ⊗ gT is strictly contained in gT 2 ⊂ gl(A⊗2 ) + gl(B ⊗2 ) + gl(C ⊗2 ).
Proposition 29 provides several additional examples of tensors in C3 ⊗ C3 ⊗ C3 for which
this containment is strict.

6.2

Tight supports in C3 ⊗ C3 ⊗ C3

From [17, Proposition 2.14], one obtains an exhaustive list of unextendable tight supports
for tensors in C3 ⊗ C3 ⊗ C3 , up to the action of Z2 × S3 , where S3 acts permuting the
factors and Z2 acts by reversing the order of the basis elements. In fact, tightness is invariant
under the action of the full S3 acting by permutation on the basis vectors. This additional
simplification, pointed out by J. Hauenstein, provides the following list of 9 unextendable
tight supports up to the action of ((S3 )×3 ) o S3 .
T1 = {(1, 1, 3), (1, 2, 2), (2, 1, 2), (3, 3, 1)};
T2 = {(1, 1, 3), (1, 3, 2), (2, 3, 1), (3, 2, 2)};
T3 = {(1, 1, 3), (1, 2, 2), (1, 3, 1), (2, 1, 2), (3, 2, 1)};
T4 = {(1, 1, 3), (1, 2, 2), (2, 1, 2), (2, 3, 1), (3, 2, 1)};
T5 = {(1, 1, 3), (1, 2, 2), (2, 3, 1), (3, 1, 2), (3, 2, 1)};
T6 = {(1, 1, 3), (1, 3, 2), (2, 2, 2), (3, 1, 2), (3, 3, 1)};
T7 = {(1, 1, 3), (1, 2, 2), (1, 3, 1), (2, 1, 2), (2, 2, 1), (3, 1, 1)};
T8 = {(1, 1, 3), (1, 3, 2), (2, 2, 2), (2, 3, 1), (3, 1, 2), (3, 2, 1)};
T9 = {(1, 2, 3), (1, 3, 2), (2, 1, 3), (2, 2, 2), (2, 3, 1), (3, 1, 2), (3, 2, 1)};
Supports S2 and S3 of [17] are equivalent to support S1 = T1 ; supports S8 and S10 are
equivalent to support S6 = T4 .
The following result characterizes tight tensors in C3 ⊗ C3 ⊗ C3 up to isomorphism.
I Proposition 28. Let T ∈ C3 ⊗ C3 ⊗ C3 be a tight tensor with unextendable tight support
in some basis. Then, up to permuting the three factors, T is isomorphic to exactly one of the
following.
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T1 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b2 ⊗ c2 + a2 ⊗ b1 ⊗ c2 + a3 ⊗ b3 ⊗ c1
T2 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b3 ⊗ c2 + a2 ⊗ b3 ⊗ c1 + a3 ⊗ b2 ⊗ c2
T3 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b2 ⊗ c2 + a1 ⊗ b3 ⊗ c1 + a2 ⊗ b1 ⊗ c2 + a3 ⊗ b2 ⊗ c1
T4 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b2 ⊗ c2 + a2 ⊗ b1 ⊗ c2 + a2 ⊗ b3 ⊗ c1 + a3 ⊗ b2 ⊗ c1
T5 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b2 ⊗ c2 + a2 ⊗ b3 ⊗ c1 + a3 ⊗ b1 ⊗ c2 + a3 ⊗ b2 ⊗ c1
T6 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b3 ⊗ c2 + a2 ⊗ b2 ⊗ c2 + a3 ⊗ b1 ⊗ c2 + a3 ⊗ b3 ⊗ c1
T7 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b2 ⊗ c2 + a1 ⊗ b3 ⊗ c1 + a2 ⊗ b1 ⊗ c2 + a2 ⊗ b2 ⊗ c1 + a3 ⊗ b1 ⊗ c1
T8 :=a1 ⊗ b1 ⊗ c3 + a1 ⊗ b3 ⊗ c2 + a2 ⊗ b2 ⊗ c2 + a2 ⊗ b3 ⊗ c1 + a3 ⊗ b1 ⊗ c2 + a3 ⊗ b2 ⊗ c1
T9,µ :=a1 ⊗ b2 ⊗ c3 + a1 ⊗ b3 ⊗ c2 + a2 ⊗ b1 ⊗ c3 + a2 ⊗ b2 ⊗ c2 + a2 ⊗ b3 ⊗ c1 + a3 ⊗ b1 ⊗ c2
+ µ · a3 ⊗ b2 ⊗ c1 .

Proof. The result of [17, Proposition 2.14] and the discussion above shows that T is, up to
permutation of the factors, equivalent to a tensor with support Ti for some i = 1, . . . , 9.
For i = 1, . . . , 8, it is straightforward to verify that all tensors with support Ti are
isomorphic, via the change of bases given by three diagonal matrices.
The case of T9 is slightly more involved but essentially the same argument shows that a
tensor T with support T9 is isomorphic to T9,µ , for some µ.
Finally, we have to show that any two of the tensors in the statement are not isomorphic.
For tensors having distinct supports, this is a consequence of Proposition 29 below: indeed,
if T, T 0 are two of the tensors above, Proposition 29 shows that either dim gT 6= dim gT 0 or
dim gT 2 6= dim gT 0 2 .
As for the tensors with support T9 , we proceed as follows. Let T = T9,µ and T 0 = T9,µ0
with µ 6= µ0 . We show that T is not isomorphic to T 0 . Suppose by contradiction that there
is a triple of 3 × 3 matrices g = (gA , gB , gC ) ∈ GL3 × GL3 × GL3 with g(T ) = T 0 . One sees
that in each case, gA , gB , gC have to be diagonal matrices, and an explicit calculation shows
that there is no triple of diagonal matrices such that g(T ) = T 0 .
J
We point out that T7 is isomorphic to the Coppersmith-Winograd tensor TCW,1 , as well
as to the structure tensor of the algebra C[x]/(x3 ).
The tensors Tcw,2 and Tskewcw,2 are degenerations of T9,µ , respectively for µ = 1 and
µ = −1. In particular, they do not have an unextendable tight support in some basis.
I Proposition 29. For i = 1, . . . , 9, the following table records dim gTi and dim gT 2 .
i

T
T1
T2
T3
T4
T5
T6
T7
T8
T9,−1
T9,µ (for µ 6= 0, −1)

dim gT

dim gT 2

5
3
5
4
3
2
6
1
5
1

22
9
13
9
7
5
28
2
10
2

In summary
dim gT 2 > 2 dim gT
for tight tensors in C3 ⊗ C3 ⊗ C3 with unextendable tight supports T1 , . . . , T7 .
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Proof. For T1 , . . . , T8 and for the T9,−1 , the proof follows by a direct calculation. The first part
of the file symmetryTightSupports.m2 at www.math.tamu.edu/~jml/CGLVkronsupp.html,
Appendix E computes the dimension of the symmetry algebras of interest in these cases.
The second part of the file deals with the case T9,µ when µ 6= −1. By tightness,
dim gT9,µ ≥ 1.
Consider the linear map ωT9,µ : gl(A) + gl(B) + gl(C) → A ⊗ B ⊗ C defined by (X, Y, Z) 7→
(X, Y, Z).T9,µ . Then gT9,µ = [ker(ωT9,µ )]/C2 , where C2 corresponds to ker dΦ.
The second part of the file symmetryTightSupports.m2 computes a matrix representation
of ωT9,µ , depending on a parameter µ (t in the file). Let Fµ be this 27 × 27 matrix
representation. Then, it suffices to select a 24 × 24 submatrix whose determinant is a nonzero
univariate polynomial in µ. If µ is a value for which dim gT9,µ > 1, then µ has to be a root
of this univariate polynomial.
In the example computed in the file, we select a 24 × 24 submatrix whose determinant is
(µ + 1)6 µ, showing that the only possible values of µ for which dim gT9,µ > 1 are µ = 0 or
µ = −1. The case µ = −1 was considered separately. The case µ = 0 does not correspond
to a unextendable support, so it is not of interest. We point out that however, ωT9,0 = 24,
namely dim gT9,0 = 1.
2
For T9,µ
, we follow essentially the same argument. By tightness, and (10), we obtain
dim gT 2 ≥ 2. The third part of symmetryTightSupports.m2 computes a matrix represen9,µ
tation of the map ωT 2 , depending on a parameter µ: this is a 729 × 243 matrix of rank at
9,µ
most 239.
In the example computed in the file, we select a 239 × 239 submatrix whose determinant
is the univariate polynomial µ8 (µ + 1)12 . As before, we conclude.
J
We also provide the values of the border rank of the tensors in C3 ⊗ C3 ⊗ C3 having
unextendable tight support and numerical evidence for the values of border rank of their
Kronecker square. They are recorded in the following table. The values of the border rank
for the Ti ’s are straightforward to verify. The lower bounds for the Kronecker squares are
obtained via Koszul flattenings. In the cases labeled by N/A the upper bounds coincide with
the multiplicative upper bound; in the other cases, the upper bound is obtained via numerical
method, and the last column of the table records the `2 distance (in the given basis) between
the tensor obtained via the numerical approximation and the Kronecker square.
R(T ) R(T 2 )

T
T1
T2
T3
T4
T5
T6
T7
T8
T9,−1
T9,µ (for µ 6= 0, −1)

7

3
4
4
4
4
4
3
4
5
4

`2 error for upper bound in T 2 decomposition

9
[11, 14]
[11, 14]
14
[11, 15]
[11, 15]
9
[14, 16]
[16, 19]
[15, 16]

N/A
0.000155951
0.00517612
0.0144842
0.0237172
0.00951205
N/A
N/A
0.0231353
N/A

Justification of the matrices

In this section, describe two ways of proving that the matrices appearing in the second
proof of Theorem 5 and the proof of Theorem 6 are as asserted, one of which is carried out
explicitly in the code at http://www.math.tamu.edu/~jml/CGLVkronsupp.html.
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The computational issue is that, although the sizes of the matrices are fixed, they are
obtained via intermediate matrices whose dimensions depend on q so one needs a way of
encoding such matrices and tensors efficiently. The first method of proof critically relies
on the definition of a class of tensors, which we call box parameterized, whose entries and
dimensions depend on a parameter q in a very structured way. In this proof one shows the
entries of the output matrices are low degree, say δ, polynomials in q, and then by computing
the first δ + 1 cases directly, one has proven they are as asserted for all q. The second
method, which is implemented in the code, does not rely on the structure to prove anything,
but the structure allows an efficient coding of the tensors that significantly facilitates the
computation.
A k-way sequence of tensors Tq ∈ Aq1 ⊗ · · · ⊗ Aqk parametrized by q ∈ N is basic box
parameterized if it is of the form
P
Tq = p(q) (i1 ,...,ik )∈Φ ti1 ,...,ik ,
where {aα,s } is a basis of Aqα , ti1 ,...,ik = a1,i1 ⊗ · · · ⊗ ak,ik , p is a polynomial, and the index
set Φ is defined by conditions fj q + hj ≤ ij ≤ gj q + dj , fj , gj ∈ {0, 1}, hj , dj ∈ Z≥0 , for each
j, and any number of equalities ij = ik between indices.
We sometimes abuse notation and consider Φ to be its set of indices or the set of equations
and inequalities defining the set of indices; no confusion should arise.
Tensor products of basic box parameterized tensors are basic box parameterized:
P
P
(p1 (q) (i1 ,...,ik )∈Φ1 ti1 ,...,ik ) ⊗ (p2 (q) (j1 ,...,jl )∈Φ2 ji1 ,...,jl )
P
= p1 (q)p2 (q) (i1 ,...,ik ,j1 ,...,jl )∈Φ1 ×Φ2 ti1 ,...,ik ,j1 ,...,jl .
We next show that contraction of a basic box parameterized tensor is basic box parameterized when q ≥ maxi,j {|hi − hj |, |di − dj |}, where i and j range over those indices related
by equality to the ones being contracted. To do this, we first show they are closed under
summing along a coordinate (with the same restriction on q), which we may take to be i1
P
without loss of generality. (This corresponds to contracting with the vector i1 a∗1,ii ∈ (Aq1 )∗ .)
That is, we wish to show
P
p(q) (i1 ,...,ik )∈Φ ti2 ,...,ik
is basic box parameterized with the above restriction on q. For this consider two cases. First,
suppose there is a coordinate j 6= 1 so that i1 = ij ∈ Φ. To construct the summed tensor,
adjoin to Φ equalities ij = ik for all k for which i1 = ik ∈ Φ. Then, deleting i1 from the
indices and replacing the bounds on ij with
max(fj q + hj , f1 q + h1 ) ≤ ij ≤ min(gj q + dj , g1 q + d1 )
yields the summed tensor. The max and the min can be replaced with one of their arguments
provided q ≥ max(|h1 − hj |, |d1 − dj |), so the sum is basic box parameterized with our
restriction on q. Otherwise, suppose there is no coordinate so that i1 = ij ∈ Φ. Then
P
the summed tensor is (g1 q + d1 − f1 q − h1 + 1)p(q) (i2 ,...,ik )∈Φ ti2 ,...,ik , which is basic box
parameterized.
Finally, to compute the contraction, say between indices ij and ik , adjoin ij = ik as a
condition to Φ and then sum over ij and then over ik using the previous technique.
Call a tensor box parameterized if it is a finite sum of basic box parameterized tensors.
Clearly box parameterized tensors are closed under tensor products and contraction, possibly
with an easily computed restriction on q.
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Now, Tcw,q ∈ (Cq+1 )⊗3 = A ⊗ B ⊗ C is clearly box parameterized as a 3-way tensor.
The tensors φ2 ∈ A0 ⊗ (A⊗2 )∗ (where dimA0 = 3) and φ3 ∈ A0 ⊗ (A⊗3 )∗ (where dimA0 = 5)
defining the projection maps are box parameterized as 3-way and 4-way tensors, respectively.
The tensors KF1 ∈ (A0 ⊗ B ⊗2 ⊗ C ⊗2 )∗ ⊗ ((A0 )∗ ⊗ B ⊗2 ) ⊗ (Λ2 A0 ⊗ C ⊗2 )) and KF2 ∈
(A0 ⊗ B ⊗3 ⊗ C ⊗3 )∗ ⊗ ((Λ2 A0 )∗ ⊗ B ⊗3 ) ⊗ (Λ3 A0 ⊗ C ⊗3 )) defining the Koszul flattenings are
also box parameterized, as they are the tensor product of tensors of fixed size with identity
tensors, which are basic box parameterized. From this, we see that the corresponding Koszul
∗
flattenings are box parameterized, viewed in A0 ⊗ B ⊗2 ⊗ Λ2 A0 ⊗ C ⊗2 as a 6-way tensor for
∗
the square and Λ2 A0 ⊗ B ⊗3 ⊗ Λ3 A0 ⊗ C ⊗3 as an 8-way tensor for the cube.
Finally, consider the change of basis map which block diagonalizes the flattening according
to Schur’s lemma. We explain the square case, the cube case is available in the Appendix.
This change of basis is the Kronecker product of the 3 × 3 identity with the Kronecker square
of the map represented by the following q + 1 × q + 1 matrix


1
 1





1




1




1
1 1 1 · · · 1





−1 1




−1
1




.
.. 1


−1 1
Let E0 denote the projection operator to the isotypic component of the trivial representation.
In bases, this corresponds to the first five rows of the matrix above. Let E1 denote the
projection onto the standard representation, which corresponds to the sixth row. It is easy
to see that the first 6 columns of the inverse is the matrix


q−3


q−3




q−3




q
−
3


1 



1
−(q
−
4)
q−3



1
1




..


.
1
1
Write F0 for the inclusion of the trivial representation into the space in the original basis,
which is represented by the first five columns of this matrix, and F1 for the inclusion of the
standard representation which is represented by the sixth column. Write V0 for the trivial
representation of Sq−3 and V1 for the standard representation. Then,
⊗2 ∧2
fVi Vj = (IdA0  Ei  Ej ) ◦ (Tcw,q
)A0 ◦ (IdΛ2 A0  Fi  Fj ).

(These four maps were labeled f1 , . . . , f4 in §4.5.) Since Ei and (q − 3)Fi are clearly box
parametrized, it follows that (q − 3)2 fVi Vj is box parametrized. A similar argument shows
that the cube (q − 3)3 fVi Vj Vk is box parameterized.
At this point the first method shows the entries of the matrices are low degree polynomials
in q so one can conclude by checking the first few cases.
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The fact that all tensors involved are basic box parameterized guided us how to encode
these maps efficiently so that they could be computed by direct calculation, which provides
the second method and is described in Appendix D.
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1

Introduction

The k-cycle problem, determining whether a graph on n nodes and m edges contains a cycle
of length k, is a fundamental subgraph detection problem. Past work has explored efficient
algorithms for detecting/counting, odd/even, directed/undirected cycles in both sparse and
dense graphs (e.g. [17, 5, 2, 8, 18]). In this paper, we explore k-cycle algorithms using small
space, e.g., poly(log n).
When k ≥ Ω(n), for example, k = n/2, detecting a k-cycle is well-known to be NP-hard [9].
When k is constant and algorithms are given O(n2 ) space, odd cycles can be detected in
matrix multiplication time [3, 5]. When k is constant and algorithms are given O(n) space,
even cycles can be detected in O(n2 ) time [17]. Given an undirected sparse graph, detecting
a 2k-cycle can be done faster, specifically O(m2k/(k+1) ) time [5]. However, this work leaves
open the question of what happens in the very small space regime.
When algorithms are allowed O(lg(n) · lg(k)) space, the Savitch algorithm can be used
to solve k-cycle detection in time nlg(k)+o(lg(k)) time. In particular, the Savitch algorithm
can be used to detect if two nodes s and t are connected by a path of length at most k in a
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directed graph, using nO(lg(k)) time and O(lg(n) · lg(k)) space. We explore the relationship
between small space k-cycle detection and algorithms for s-t connectivity, and show that the
complexities of the two problems are tightly connected. To the best of our knowledge, no s-t
connectivity algorithms have been reported running in O(lg2 n) space and n0.999·lg(n) time.

Our Results
The primary contribution of this paper is a reduction from directed k 0 -cycle to undirected
2k-cycle for constant k 0 and k such that k = k 0 poly lg(k). We use this reduction to show
hardness for even cycle detection in both small space and in sparse graphs.
We prove that, for small-space algorithms, the time complexities of k-cycle detection and
k-path detection are equivalent up to constant factors in the exponent. We show that an
no(lg(k)) time and O(lg(n)) space algorithm for the 2k-cycle detection problem would imply
an algorithm for s-t running in no(lg(n)) time and O(lg2 (n)) space, a significant improvement
over Savitch’s algorithm.
We propose two natural lower bound hypotheses, and derive interesting consequences
from them. The first hypothesis is that s-t connectivity in O(lg2 (n)) space requires nΩ(lg(n))
time. The second (stronger) hypothesis is that s-t connectivity in poly lg(n) space requires
nΩ(lg(n)) time. We call these hypotheses the Weak Savitch Hypothesis (WSH) and the Strong
Savitch Hypothesis (SSH) respectively.
I Definition 1. The Weak Savitch Hypothesis (WSH) states that given a directed graph G
with n nodes and two specified nodes s and t determining if a path exists from s to t requires
nΩ(lg(n)) time if the algorithm can only use O(lg2 (n)) space.
I Definition 2. The Strong Savitch Hypothesis (SSH) states that given a directed graph G
with n nodes and two specified nodes s and t determining if a path exists from s to t requires
nΩ(lg(n)) time if the algorithm can only use O(poly lg(n)) space.
Both of our Hypotheses are about the s-t connectivity problem, two well known algorithms
for s-t connectivity are:
Savitch’s algorithm [12] running in time Õ(nlg n ) and space O(lg2 n).
Depth-First search running in polynomial time and space Õ(n).
2
The only improvement over these for any space greater than
√ lg n is the algorithm of Barnes,
lg(n)
Buss, Ruzzo and Schieber [4] who gave a space O(n/2
), polynomial time algorithm.
They are also able to give a time space tradeoff of space s where s > lg2 n and time
2
2O(lg (n/s)) poly(n). This time space tradeoff would require n1−o(1) space to achieve no(lg n)
time. Our hypotheses are much weaker and only claim the non-existence of no(lg n) time
algorithms for O(lg2 (n)) space and O(poly lg(n)) space respectively.
We prove the following hardness for 2k-cycle under Weak Savitch Hypothesis.

I Theorem 3. Assuming Weak Savitch Hypothesis (WSH) solving k-cycle in undirected
graphs in O(lg n) space requires nΩ(lg k) time.
Could we strengthen the hypotheses (Weak Savitch Hypothesis (WSH) and the Strong
Savitch Hypothesis (SSH)) to state that there are no n(1−) lg(n) time algorithms for any
constant  > 0, instead of merely saying there is no no(lg(n)) time algorithms? We prove that
such a hypothesis would actually be false for randomized algorithms.
I Theorem 4. There is a randomized algorithm for directed st-connectivity which runs in
expected time nlg n/2+o(lg n) and O(lg2 (n)) space.
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Our randomized algorithm works as follows. First, for sufficiently short path lengths (up
to lg(n)) we run Savitch’s algorithm as usual. For longer path lengths, instead of trying
to find the middle vertex of the path we look for any vertex which is approximately in the
middle. We show that this minor modification can actually speed up Savitch’s algorithm by
a quadratic factor. Similar ideas were used by Zwick [19] to give algorithms for All pairs
shortest paths problem in arbitrary space regime.

Other Implications
Our k 0 -cycle to 2k-cycle reduction (k = k 0 poly lg(k)) has many more implications. We give
lower bounds for sparse even-cycle detection by reducing Max-3-SAT to sparse even-cycle
detection and give a tight combinatorial lower bound for sparse even-cycle. We achieve this
by combining our reduction and previous hardness results for directed k-cycle [10].
I Theorem 5. If undirected 2k-cycle, for any large enough constant k can be solved in a graph
0
G with m = O(n) in time O(m1.5− ) then max-3-SAT can be solved in time O∗ (2(1− )n ).
We additionally present a very simple reduction from detecting odd k-cycles to detecting
2k-cycles. This reduction is inspired by a reduction from Dahlgaard et al. [5]. Our
results here are tight, but only in the “combinatorial” regime. The notion of combinatorial
algorithms is not formally defined, however, it is a commonly used notion (e.g. [10, 1]) which
informally just excludes fast matrix multiplication as a subroutine (e.g. [6, 15]). The category
of combinatorial algorithms considered generally assumes boolean matrix multiplication
requires n3−o(1) time, and attempts to capture algorithms that are fast in practice [16]. We
can obtain a combinatorial lower bound for the undirected 2k-cycle detection of Θ(m2−o(1) )
time, for all large enough constants k, if the Combinatorial k-Clique Hypothesis is true.
Additionally for odd k we show a tight bound for combinatorial 2k-cycle detection. If
you can detect 2k-cycles combinatorially in time m(1−)2k/(k+1) for some  > 0 then you
violate the Combinatorial k-Clique Hypothesis. Dahlgaard et al. present an algorithm for
all 2k-cycles that runs in time m2k/(k+1) . So for odd k, we have a tight combinatorial lower
bound for 2k-cycles.

Previous Work
Over the years, there have been many algorithmic results for the cycle detection problem. In
arbitrary space, 2k-cycle can be solved in O(n2 ) space as long as k is a constant [17]. This
beats the matrix multiplication (nω ) time algorithms for odd k-cycle detection assuming
the matrix multiplication constant is larger than two (ω > 2) [2]. Dahlgaard et al. give an
algorithm for sparse even 2k-cycle detection which runs in O(m2k/(k+1) ) time, where m is the
number of edges in the input graph [5]. These algorithms require Ω(m) space to run. In very
small space finding a k-cycle takes much longer, and as we show in this paper has a strong
relationship to s-t connectivity in small space. Savitch’s algorithm solves s-t connectivity
in space lg2 (n) in time nlg(n)−o(lg(n)) [12]. In this paper we present a randomized algorithm
which runs in space lg2 (n) in time nlg(n)/2+o(lg(n)) , improving over the Savitch algorithm. The
problem of solving s-t connectivity in less than lg2 (n) space has also been explored. Gopalan
et al. present a randomized time space tradeoff for the s-t connectivity problem where given
lg2 (n)/ lg(d) space they acheive a running time of O(nd lg(n)/ lg(d) ) for d ∈ [2, n] [7].
While we provide a reduction from directed k-cycle for arbitrarily large k to even cycle,
a previous paper reduced 3-cycle specifically to even cycle [5]. Their reduction technique
inspired ours. They give a lower bound of m3/2−o(1) for even cycle relying on a combinatorial

ITCS 2020

11:4

Algorithms and Lower Bounds for Cycles and Walks: Small Space and Sparse Graphs

conjecture for the running time of 3-cycle detection. Notably, they assume no combinatorial
n3−o(1) algorithm exists for 3-cycle detection. We give a matching lower bound of m3/2−o(1)
using a non-combinatorial hypothesis.
Furthermore, our reduction gives an improved lower bound of m2−o(1) using a combinatorial assumption. Giving a tight combinatorial lower bound for the even cycle problem. We
2k
give a combinatorial lower bound of m k+1 −o(1) for the undirected 2k-cycle detection problem
for odd k. This is closely related to the running time of O(m2k/(k+1) ) for the algorithm
detecting even k cycles combinatorially by Dahlgaard et al. [5]. We can additionally use a
simple reduction inspired by Dahlgaard et al. [5] and a reduction from k-clique to sparse
k-cycle from previous work [10] to give a tight combinatorial lower bound for the 4k + 2-cycle
2k
problem. to give a lower bound of m k+1 −o(1) for detecting 2k = 4k 0 + 2 cycles. This shows
optimality of the Dahlgaard et al algorithm for half of all even k-cycle detection problems.
By giving a reduction from directed k 0 -cycle to 2k-cycle we can show nΩ(lg(k)) hardness
for 2k-cycle in O(lg(n)) space. However, one can not show this hardness using the 3-cycle
reduction of Dahlgaard et al., because 3-cycle has an O(n3 )-time logspace algorithm.
In the weaker model of AC0 formulas a nΩ(lg(k)) lower bound is known unconditionally
for the ≤ k connectivity problem [11].
Improving low-space algorithms for directed st-connectivity is a longstanding
√ open
problem [14]. Barnes, Buss, Ruzzo and Schieber [4] gave a sublinear space O(n/2 lg(n) ),
polynomial time algorithm. Even their results only give (lg n)O(lg n) factor improvements over
Savitch if we restrict to polylog space. Hence for polylog space they require nlg n(1−o(1)) time.
Melkebeek and Prakriya [13] gave a unambiguous algorithm running in polynomial time and
O(lg3/2 n) space. The time and space here are both better than the ones in our hypotheses
but unambiguous Turing machines are possibly much more powerful then deterministic ones.

Organization
In Section 2 we cover definitions and preliminaries. In Section 3 we present a faster s-t
connectivity algorithm. In Section 4 we give our reduction between directed k-cycle and even
k-cycle. In Section 5 we cover the implications of our reduction.

2

Preliminaries

We will always assume k in the k-cycle/walk problems to be a constant unless stated otherwise.

Notation

We will use the notation Õ(f (n)) to suppress sub-polynomial factors f (n)o(1) .

Definitions
I Definition 6. A k-cycle in a graph G is a set of k distinct vertices, x1 , . . . , xk in G such
that the edges (x1 , x2 ), . . . , (xk−1 , xk ), (xk , x1 ) all exist in G.
A k-walk in a graph G is a set of k not necessarily distinct vertices, x1 , . . . , xk in G such
that the edges (x1 , x2 ), . . . , (xk−1 , xk ) all exist in G.
Throughout the paper we will take k to be a large enough constant. We will have runtimes
of the form nΘ(lg(k)) where Θ hides a constant independent of k; such notation only makes
sense for k that can grow unboundedly.
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We will assume throughout that all graphs are presented in adjacency list format. This is
done for simplicity and not assuming this has no effect on our results.
I Reminder of Definition 1. The Weak Savitch Hypothesis (WSH) states that given a
directed graph G with n nodes and two specified nodes s and t determining if a path exists
from s to t requires nΩ(lg(n)) time if the algorithm can only use O(lg2 (n)) space.
I Reminder of Definition 2. The Strong Savitch Hypothesis (SSH) states that given a
directed graph G with n nodes and two specified nodes s and t determining if a path exists
from s to t requires nΩ(lg(n)) time if the algorithm can only use O(poly lg(n)) space.
Currently the best known algorithms for directed s t connectivity which run in time
no(lg(n)) require n1−o(1) space[4].

3

Making Savitch run faster

3.1

Savitch’s Algorithm

We begin by recalling Savitch’s classical algorithm.
Algorithm 1 Savitch’s Algorithm.

Input: Graph G = (V, E), vertices s, t, k ≥ 0
Output: If there exists a path of length at most k from s to t.
1: function SA(G, s, t, k)
2:
3:
4:
5:
6:
7:
8:

if k = 1 then
Output TRUE if (s, t) ∈ E, otherwise FALSE
Let |V | = n.
for v ∈ [n] do
if SA(G, s, v, bk/2c) ∧ SA(G, v, t, dk/2e) = TRUE then
Output TRUE
Output ret

I Lemma 7 ([12]). Savitch’s algorithm solves directed ≤ k-reachability in time TS (n, k) =
Õ(nlg(k) ) using space O(lg(k) lg(n)).
Savitch’s Algorithm [12] solves the directed s − t connectivity problem as follows. It
considers the more general problem of ≤ k connectivity. k = n is equivalent to s − t
connectivity. For determining if there is a path of length at most k between s and t, we
guess the middle vertex v in such a path, then recursively try to solve ≤ k/2 connectivity for
(s, v) and (v, t). This gives us the recurrence:
T (n, k) ≤ n(2 · T (n, k/2)) + poly(n)
with the base case T (n, 1) = O(poly(n)). This base case is unaffected by being in adjacency
list format or adjacency matrix format. This solves to T (n, n) = Õ(nlg n ).
We now turn improving the running time of s-t connectivity in O(lg2 (n)) space.
Similarly to the Savich’s algorithm we will be guessing a node in the middle of the
hypothetical path. However, Savich’s algorithm requires the node that is exactly in the
middle of the path. In our algorithm we will accept a node that is approximately in the middle.
There is a trade-off with approximating. By approximating we improve the probability of
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an accept. Consider if we accepted any node that was with k · k nodes of the true middle
of a k length path, then we have a 2k /n probability of correctly guessing such a node.
However, this approximation factor trades off how much progress we make with a correct
guess. In Savich’s Algorithm each correct guess halves the path length. In contrast, with an
approximation factor of k we divide the path into the less favorable 1/2 − k and 1/2 + k
split. This trade-off is optimal when k is approximately 1/ lg(n), so we accept any node
that is in the middle 1/ lg(n) fraction of a k length path.
Our square-root speedup intuitively comes from improving the probability of correctly
guessing from 1/n to k/(lg(n) · n). This approaches n as k approaches lg(n), but achieves a
huge savings when k is much larger than lg(n).
I Reminder of Theorem 4. There is a randomized algorithm for directed st-connectivity
which runs in expected time nlg n/2+o(lg n) and O(lg2 (n)) space.
Proof. For sufficiently short path lengths (up to lg(n)) we run Savitch’s algorithm as usual.
For longer path lengths, instead of trying to find the middle vertex of the path we look for
any vertex which is approximately in the middle. We describe the algorithm in full detail
below.
Algorithm 2 Improved Savitch’s Algorithm.

Input: Graph G = (V, E), vertices s, t
Output: If there exists a path from s to t in G.
1: function ISA(G, s, t)
2:

Output ISA2 (G, s, t, n)

3: function ISA2 (G, s, t, k)
4:
5:
6:
7:
8:
9:

if k ≤ lg(n) then
Output SA(G, s, t, k)
let Vr be a list of randomly sampled nodes from V .
for v ∈ Vr do
if ISA2 (G, s, v, k/2 + k/ lg(n))) ∧ ISA2 (G, v, t, k/2 + k/ lg(n)) = TRUE then
Output TRUE
Output FALSE

In Savitch’s algorithm we try to guess the middle vertex in a path. Our improvement
derives from the fact that we only look for a vertex which is approximately in the middle.
Savitch’s algorithm considers the subproblem of ≤ k connectivity. We consider a more
relaxed notion described below.
ISA2 (G, s, t, k) returns YES if there exists a path of length at most k between s and t
and returns NO if there is no path between s and t. ISA2 as implemented may return either
YES or NO if there is a path from s to t but no path of length at most k. Returning YES
on larger length paths does not affect correctness as in st-connectivity we are only concerned
about existence of a path, not a bounded length path.
Suppose there exists an at most k length path between s and t. We guess a vertex v
hoping that v is one of the middle 2δk = 2k/ lg(n) vertices in this path. We will guess v
uniformly at random. The probability of a correct guess is k = 2δk /n.
If our guess is correct distance between (s, v) and (v, t) are at most k/2 + δk hence we
can recurse on ISA2 (G, s, v, k/2 + δk ) and ISA2 (G, v, t, k/2 + δk ).
Let T (n, k, s, t) be the random variable which denotes the time for solving ISA2 (G, s, t, k)
using Algorithm 2.
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Let TE (n, k) = maxs,t E[T (n, k, s, t)].
Setting δk = max(k/(lg n), 1) gives us the following recurrence for k ≥ lg(n):
TE (n, k) ≤

∞
X

Pr[ith guess was the first correct guess] · i · (2TE (n, k/2 + δk )) + poly(n))

i=1

TE (n, k) ≤

∞
X

(1 − k )i−1 k · i · (2TE (n, k/2 + δk )) + poly(n) .



i=1

We can rewrite this equation as:
TE (n, k) ≤

∞
X

!
i (1 − k )i−1 k



· (2TE (n, k/2 + δk ) + poly(n))

i=1

≤ (1/k ) · (2TE (n, k/2 + δk ) + poly(n))
≤ 2 (1/k ) · TE (n, k/2 + δk ) + poly(n).
Now we can plug in k = 2δk /n and δk = max(k/(lg n), 1) to get the following:
TE (n, k) ≤ (n/δk ) · TE (n, k/2 + δk ) + poly(n)
≤

n lg(n)
· TE (n, k/2 + k/ lg(n)) + poly(n).
k

For k ≥ lg(n), at each recursion step k gets multiplied by (1/2 + 1/ lg(n)). Let kj denote
its value after j steps and k0 denotes its initial value. For directed st connectivity k0 = n.
lg(n/ lg(n))
j
For k0 = n and for j ≤ b = d− lg(1/2+1/
lg(n)) e we have kj = k0 (1/2 + 1/ lg(n)) = n(1/2 +
j
j
1/ lg(n)) as for j < b, n(1/2 + 1/ lg(n)) > lg(n). Note that b is positive (lg(1/2 + 1/ lg(n))
is negative). Note that kb = n(1/2 + 1/ lg(n))j ≤ lg(n).



n
lg(n)
 · (TE (n, kb ) + poly(n)).
TE (n, n) ≤ 
k
j
j=0
b−1
Y

As kj = n(1/2 + 1/ lg(n))j for j ≤ b and kb ≤ lg(n)



n
lg(n)
 · (TE (n, lg(n)) + poly(n)).
TE (n, n) ≤ 
j
n(1/2
+
1/
lg(n))
j=0
b−1
Y

When we are looking for paths of length at most lg(n) we will call the original Savitch’s
algorithm. So, TE (n, lg(n)) = TS (n, lg(n)) = Õ(nlg lg n ) = no(lg(n)) by Lemma 7. Recalling
lg(n/ lg(n))
that b is positive and b = d− lg(1/2+1/
lg(n)) e:



lg(n)
 · (no(lg(n)) + poly(n))
TE (n, n) ≤ 
j
(1/2
+
1/
lg(n))
j=0
!
lgb (n)
≤
· (no(lg(n)) )
(1/2 + 1/ lg(n))b2 /2
b−1
Y
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lg(n/ lg(n))
b
o(lg(n))
As b = d− lg(1/2+1/
we have
lg(n)) e, lg (n) = n
2

TE (n, n) ≤ (1/2 + 1/ lg(n))−b
−

≤2

/2

lg(1/2+1/ lg(n)) lg2 (n)
2 lg(1/2+1/ lg(n))2

· no(lg(n))

· no(lg(n))

lg2 (n)

≤ 2− 2 lg(1/2+1/ lg(n)) · no(lg(n))
lg2 (n)

≤ 2 2(1−lg(1+2/ lg(n))) · no(lg(n))
lg2 (n)

≤ 2 2(1−2/ lg(n))) · no(lg(n))
≤2

lg2 (n)
2

· no(lg(n))

≤ n(lg(n)/2+o(lg(n))) .
So TE (n, n) ≤ n(lg(n)/2+o(lg(n))) , giving the desired result.

4

J

Reductions Between k-cycle Problems

In this section we will give a reduction from directed k 0 cycle to 2k cycle, where k 0 is odd
and k 0 ≤ k/ lgO(1) (k). This will allow us to give lower bounds for even cycle as well as odd
cycle in the sparse setting. First, we will need a helper lemma about the existence of primes
with appropriate properties.
P4
I Lemma 8. There exists a constant k ? such that ∀k ≥ k ? we can write 2k = i=0 zi ri
P
where zi ∈ N, ri ≤ lgO(1) (k), |zi ri − 2k/5| ≤ lgO(1) (k) and any four of ri ’s together have a
common prime factor which does not divide k.
Proof. Let pi for 0 ≤ i ≤ 4 be distinct prime numbers which do not divide k. By the prime
Q
number theorem we can take pi ≤ lg2 (k) for large enough constant k. Define ri = j6=i pj .
This allows us to satisfy the requirements that ri ≤ lgO(1) (k) and any four of ri ’s together
have a common prime factor which does not divide k.
P
yi ri
As the gcd(ri ) = 1, by Eulid’s gcd algorithm there exists integers yi such that 1 =
P
P
hence there exists integers zi for which 2k = zi ri . Choose zi ’s such that |zi ri − 2k/5|
P
is minimized. Assume |zi ri − 2k/5| > 10 lg11 (k). This implies that there exists a j, j 0
such that zj rj − 2k/5 > lg11 (k) and zj 0 rj 0 − 2k/5 < − lg11 (k). We can substitute zj with
P
zi ri = 2k as rj pj = rj 0 pj 0 . The
zj − pj and zj 0 with zj 0 + pj 0 . This maintains the sum
Q
substitution decreases zj rj − 2k/5 by pi < lg10 (k) < lg11 (k) and increases zj 0 rj 0 − 2k/5
Q
by pi < lg10 (k) < lg11 (k). Hence both |zj rj − 2k/5| and |zj 0 rj 0 − 2k/5| decrease while
|zi ri − 2k/5| for i =
6 j, j 0 remain the same. This gives a contradiction as we chose zi ’s to
P
P
minimize |zi ri − 2k/5|. So we can assume that |zi ri − 2k/5| ≤ 10 lg11 (k). This also
implies that for all i, zi ri > 2k/5 − lgO(1) (k) hence zi > 0 for large enough k.
J
Given a sparse graph G there are many possible ways for the input to be formatted.
Given an adjacency list format there exist two different efficient algorithms for returning
if (u, v) is an edge in the graph. If one is worried about space and not time (as we are in
our O(lg(n)) space lower bounds) there is a O(lg(n)) space O(lg(n)) time algorithm. Simply
binary search through the adjacency list input to find (u, v). If one is worried about time
and not space then one can hash the adjacency list giving a O(n) space data structure that
has lookup time O(1). We don’t care about lg(n) factors in our time and thus default to the
O(lg(n)) space and time algorithm.
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I Theorem 9. There exists a constant k ? such that ∀k ≥ k ? , there exists k 0 ≥ k/(lgO(1) k)
such that a n-node, m edge instance of directed k 0 cycle can be reduced to Õ(m) node, Õ(m)
edge instance of 2k cycle on graph G. Further any bit in the description of G can be produced
by a O(lg(n)) space and O(lg(n)) time.
P
zi . Let G be a instance of directed
Proof. Take zi , ri ’s satisfying Lemma 8 for k. Set k 0 =
k 0 cycle with n nodes and m edges. We will first apply color coding using Lemma 20, to
produce a k 0 partite graph. This graph will only have edges between “adjacent” partitions.
As explained in Lemma 20.
P
Let si = j<i zj . We create a new graph G0 by replacing each directed edge in between
the si to the s(i+1 mod 5) (cyclically) parts by a ri length path with undirected edges. As we
are replacing zi partitions of edges by an ri length path this gives a natural partition of G0
P
with
zi ri = 2k parts.
Number of nodes and edges in G0 ≤ max(ri ) · m
≤ lgO(1) (k) · m
≤ O(m)

[By Lemma 8]
[As k is a constant]

We will now show that the new graph G0 has a 2k-cycle iff G had a directed k 0 -cycle.

r1 = 3

z1

z1

r2 = 2

z2

z2

Figure 1 Depicting the edge transformation from G to G0 . The dotted oval contains z1 edge sets.
The dashed oval contains z2 edge sets. Every edge in the dotted oval is turned into r1 edges by
replacing the edge with a path. Every edge in the dashed oval is turned into r2 edges by replacing
the edge with a path.

Each edge in the graph G0 is part of one of the introduced ri length paths. If one of the
edges from an ri length path is used for a 2k cycle then all the edges in the path must be
used as intermediate vertices in the path have no other edges that the edges in the path
itself. Hence we can think of our 2k cycle as composed of meta-edges of lengths ri . Suppose
for constructing the 2k cycle we only use at most 4 out of the 5 possible ri lengths. Then we
cannot construct a 2k cycle as these four ri ’s share a common prime factor which does not
occur in 2k. Hence we need to use all 5 possible ri lengths. Wlog we can assume that we
start from 0th partition. There are 2 approaches to hitting all 5 possible ri length paths:

ITCS 2020

11:10

Algorithms and Lower Bounds for Cycles and Walks: Small Space and Sparse Graphs

1. Go around all the 2k partitions.
2. Do not go around all partitions.
For type 1, note that we can never back-track as otherwise we will have more than 2k edges.
If we find a 2k cycle using type 1 without backtracking this exactly corresponds to a directed
k 0 cycle in G by replacing all meta-edges by the corresponding edge of G.
For type 2 paths note that we must hit all of the 5 possible lengths.
Let group i be the set of edges produced in G0 from the edges between the si and
sth
i+1 mod 5 partitions in G. To pass from one side of group i to the next requires passing
through at least zi paths of length ri . So passing from one side of group i to the other
requires a path of length at least zi ri .
To hit all possible lengths we must have at least one edge from all five groups. To pass
through all five groups at minimum requires doubling back through three groups. To double
back through a group requires two paths each of length zi ri . See Figure2 for a depiction.
z0

z1
z4

z3

z2

Figure 2 In bold we depict a path passing through partitions, reaching at least one ri length
path of each of the 5 possible lengths. Each oval represents a partition of sj . Between each partition
is a path of one of the lengths ri . Note that to reach all five the path must “double back” through
three partitions.

For simplicity understand ri+c and zi+c in the next equation to be r(i+c
z(i+c mod 5) respectively. So the minimum length of a type two cycle is

mod 5)

and

min (2ri + 2zi+1 ri+1 + 2zi+2 ri+2 + 2zi+3 ri+3 + 2ri+4 ) .
i

P
P
By Lemma 8 |zj rj − 2k/5| ≤ lgO(1) (k), so |2zj rj − 4k/5| ≤ 2 lgO(1) (k).
Pi+3
Thus, j=i+1 |2zj rj − 4k/5| ≤ 2 lgO(1) (k). Finally giving
i+3
X
j=i+1

2zj rj ≥

12
k − 2 lgO(1) (k) = 2.4k − 2 lgO(1) (k) > 2k.
5

A type 2 2k-cycle, which doesn’t form a cycle through all partitions, must have length
greater than 2k. So, no such cycle exists.
Thus, the only 2k-cycles in this graph correspond exactly to a directed k 0 -cycle in the
original graph.
J
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Implications of k-Cycle Reductions

We now discuss the implications of the reduction from directed k 0 -cycle to undirected 2kcycle. We will start by showing that the algorithms for 2k-cycle in lg(n) space are tight
up to constant factors in the exponent. Next, we will give lower bounds for 2k-cycle from
Max-3-SAT.

5.1

2k-Cycle lg(n) Space Algorithms are Tight

Given the Weak Savitch Hypothesis we can show that undirected 2k-cycle problems have
nearly optimal algorithms.
In this section we give a reduction that, for all large enough k, reduces directed k 0 -cycle to
undirected 2k-cycle. That is, there is some constant k ? such that for all k > k ? we can reduce
directed k 0 -cycle to undirected 2k-cycle. Furthermore, in our reduction k 0 = Θ(k/ lg(k)). So,
for all k > k ? we have that 2k-cycle reduces from directed Θ(k/ lg(k))-cycle.
Following Lemmas 10 and 11 are very similar to lemmas in previous work and are roughly
folklore. We present their proofs for completeness.
I Lemma 10. If the Weak Savitch Hypothesis is true then ≤ k−connectivity in an directed
graph G with n nodes requires nΩ(lg k) time if we are restricted to O(lg n) space.
Proof. We can consider the Savitch algorithm for determining if there is a path of length
≤ ` between two nodes in a graph with n nodes. The Savitch algorithm [12] as described in
Section 3 has the following recurrence :
T (n, `) ≤ 2nT (n, `/2) + poly(n).
Where the standard base case is T (n, 1) = O(lg(n)). This gives an algorithm running in time
O(n(lg `) poly(n)).
If Weak Savitch Hypothesis is true then there exists some constant  ≥ 0 such that no
algorithm solving st connectivity (equivalent to ≤ n connectivity) in lg2 (n) space runs in
time n lg(ell) .
If an algorithm for k-path runs in no(lg(k)) and O(lg n) space then we can repeatedly use
it to find an ≤ ` length path. Specifically, we will run the k-path algorithm where we treat
an edge as existing if there is an `/k walk between two nodes. To determine if such an edge
exists we will recurse. This gives us the following recurrence:
T (n, `) ≤ no(lg(k)) T (n, `/k) + Õ(1).
For ` = n, this recurrence gives us T (n, n) ≤ no(lg(k)) lgk (n) This running time can be
simplified to O(no(lg(k)) lg(n)/ lg(k) ).
For all  there exists some sufficiently large but constant k such that o(lg(k))/ lg(k) ≤ 
which contradicts the Weak Savitch Hypothesis.
J
I Lemma 11. Assuming Weak Savitch Hypothesis (WSH) directed, k-cycle cannot be solved
in O(lg n) space and no(lg k) time.
Proof. Suppose directed k-cycle is in O(lg n) space and no(lg k) time. Suppose we are given
an instance of k − 1-walk (G = (V, E), a, b). Construct a new graph G0 with k copies of
each vertex v named v1 , v2 , . . . , vk . Add ui , ui+1 as an edge. Add (ui , vi+1 ) as an edge in
G0 if (u, v) was an edge in G. Also add (ak , b1 ) as an edge. Now there is a k-cycle in G0
iff there was a k − 1-walk from a to b in G. As the number of vertices in G0 is kn and k
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is a constant hence we have a O(lg n) space and no(lg k) time algorithm for (un)directed
k-walk. By Lemma 10 this contradicts Weak Savitch Hypothesis (WSH). Note that we will
not actually construct G0 instead we use O(lg n) space and have a O(lg n) time algorithm
that serves as an oracle for G0 .
J
I Reminder of Theorem 3. Assuming Weak Savitch Hypothesis (WSH) solving k-cycle in
undirected graphs in O(lg n) space requires nΩ(lg k) time.
Proof. By Lemma 11 we know that k 0 -cycle in directed graphs cannot be solved in O(lg n)
0
space and no(lg k ) .
Suppose we have a O(lg n) space and no(lg k) time algorithm for k-cycle in undirected
sparse graphs for even k. Then let k 0 be the largest integer satisfying the definition in
Theorem 9. Then by Theorem 9 we can reduce directed k 0 -cycle to k-cycle and solve it
0
in time no(lg k) = no(lg k ) because k 0 ≥ k/ lgO(1) (k). Note that as in the reduction we can
produce each bit in O(lg(n)) space and time O(lg(n)) our space and running time bounds
are not affected. The reduction only increases the number of vertices by a constant factor
and k is large enough. Using Lemma 11 gives a contradiction.
J
I Corollary 12. Assuming Weak Savitch Hypothesis (WSH) detecting k-cycles in undirected
sparse graphs in O(lg(n)) space takes nΘ(lg k) time.
Proof. By Theorem 3 we have that k-cycle in log space requires nΩ(lg k) time. By Lemma 21
we have that k-cycle can be solved in log space and nO(lg k) time. Thus, the k-cycle problem
requires nΘ(lg k) time, conditioned on WSH.
J
Note that we can replace the Weak Savitch Hypothesis with the Strong Savitch Hypothesis in these proofs. They will in fact make the statements stronger. If the Strong Savitch
Hypothesis is true then k-cycle in undirected graphs cannot be solved in O(poly lg(n)) space
and no(lg k) time.

5.2

Even Cycle Lower Bounds From Max-CSP

Previous work [10] has connected efficiently detecting directed k-cycles in sparse graphs with
solving the Max-L-SAT problem [10]. In fact, this work connects directed k-cycle detection to
Max-L-CSP problems, where every clause is representable by a L degree Boolean polynomial.
In this section we will limit our focus to the Max-3-SAT and Max-L-SAT problems.
If, for some particular constant L, one believes that the Max-L-SAT problem requires
n(1−o(1))
2
time, then from this we get a super linear lower bound for constant length even
cycle. In fact, we get a super linear lower bound for constant length undirected even cycle in
sparse graphs where m = O(n). Such a super linear linear lower bound for undirected even
cycle has not previously been obtained.
Our reduction provides a lower bound for sparse undirected even cycle from assumptions
made about difficult exponential time Constraint Satisfaction Problems (CSPs). Notably, we
are able to provide super linear lower bounds for even cycles from assumptions stated in the
paper of Lincoln, Vassilevska Williams and Williams [10].
I Theorem 13 (Sparse Directed k-Cycle is Hard [10]). If directed k-cycle, for any large
enough k, can be solved in a graph G in time O(mck − ), where ck = k/(k − dk/3e + 1) then
0
max-3-SAT can be solved in time O∗ (2(1− )n ).
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Using our reduction and the above theorem we can provide a lower bound for undirected
sparse cycle.
I Reminder of Theorem 5. If undirected 2k-cycle, for any large enough constant k can be
solved in a graph G with m = O(n) in time O(m1.5− ) then max-3-SAT can be solved in time
0
O∗ (2(1− )n ).
Proof. By applying Theorem 9 we transform an input graph into one that has m = O(n).
Furthermore, it shows that if undirected 2k-cycle, for all constant k, can be solved in time
O(m1.5− ) then, there exists an infinite sequence of increasing odd cycle lengths solved in
time O(m1.5− ).
Given an infinite increasing sequence of odd cycle lengths they solve the same length of
directed cycle. Then, there exists some k ≥ 1 3 ≥ 1 49 which, if solved in O(m1.5− ) time is
solved faster than O(mck − ), where ck = k/(k − dk/3e + 1) time.
Thus, undirected even cycle can not be solved in time O(m1.5− )
J
We can give a more precise result due to our reduction’s tight relationship between
k 0 = lgO(1) (k)k. Note that 2k-cycle can be reduced to k 0 -cycle where k 0 = Θ(2k/ lgO(1) (2k))
then. Given this 2k-cycle requires Ω(mck0 −o(1) ), where ck0 = k 0 /(k 0 − dk 0 /3e + 1). Thus we
O(1)
have that 2k- cycle requires at least Ω(n1.5−O(lg (k)/k) ) time.
We would like to note that no super-linear hardness was known for even cycles prior to
this. And, here, we have connected the hardness of even cycles to that of Max-3-SAT.
We would further like to note that we can combine our reduction with the more general
result of [10], which gets super linear hardness for directed cycle from Max-L-SAT. MaxL-SAT is more believably 2n−o(n) hard the larger L is. From Max-L-SAT we continue to
show super-linear hardness for undirected 2k-cycle problems. However, instead of showing
L
O(m1.5−O(1) ) hardness the result is instead O(m L−1 −o(1) ) hardness.

5.3

Combinatorial Even Cycle Lower Bounds From the Combinatorial
K-Clique Conjecture

Abboud, Backurs and, Vassilevska Williams present the Combinatorial k-Clique Hypothesis (CKCH) [1]. First, what is a combinatorial algorithm? In her survey Vassilevska
Williams defines it as follows: “The desire for more practical algorithms motivates the notion
of “combinatorial” algorithms. This notion is not well-defined, however it roughly means
that the runtime should have a small constant in the big-O, and that the algorithm is feasibly
implementable.[16]” Generally, combinatorial assumptions assume that matrix multiplication
requires n3−o(1) time, that is there is no fast matrix multiplication allowed. Given this
context, we now re-produce the Combinatorial k-Clique Hypothesis from [1].
I Definition 14 (Combinatorial k-Clique Hypothesis [1]). Let C be the smallest constant such
that a combinatorial algorithm running in O(nCk/3 ) time exists for detecting a k-clique in a
n node O(n2 ) edge graph, for all sufficiently large constants k.
The Combinatorial k-Clique Hypothesis states that C = 31 .
More informally, no O(nk(1− ) combinatorial algorithm exists for the k-clique problem.
We can once again use the k-clique to k-cycle reduction of Lincoln, Vassilevska Williams
and Williams [10]. Their reduction is itself combinatorial.

1

See the discussion on page 2 of Abboud, Backurs and, Vassilevska Williams [1]. For a short formal
statement see Hypothesis 1.3 in Lincoln, Vassilevska Williams and Williams [10].

ITCS 2020

11:14

Algorithms and Lower Bounds for Cycles and Walks: Small Space and Sparse Graphs

I Theorem 15 (Combinatorial Sparse k-Cycle Lower Bound [10]). Detecting a directed odd kcycle in a graph with n nodes and m = n(k+1)/(k−1) in time O((nm)(1−) ) =
O(m(1−)2k/(k+1) ) = O(n(1−)2k/(k−1) ) for any constant  > 0 violates the Combinatorial k-Clique Hypothesis 2 .
I Corollary 16. Detecting a directed k-cycle in a graph with n nodes and m = nk/(k−2) in
time O(nm(1−) ) = O(m(2k−2)/k ) for any constant  > 0 violates the Combinatorial k-Clique
Hypothesis.
Proof. There is an immediate reduction from directed k-cycle to directed k + 1-cycle that
adds O(n) edges to the graph to get a lower bound for even k. For odd k we have a better
lower bound.
J
Recall that
 Dahlgaard et al. have an algorithm for even 2k-cycle detection that runs in
Õ m2k/(k+1) time [5]. We will show that this algorithm is optimal for even k > 3 that are
twice an odd number. That is, the half of even numbers represented by 4k + 2 for integer
k ≥ 1.
I Theorem 17. Let 2k = (4k 0 + 2) for some constant integer k 0 .
Detecting 2k-cycles combinatorially requires time m(1−ok (1))2k/(k+1) if the Combinatorial
k-Clique Hypothesis is true.
Proof. We will start with Theorem 15. Note that 2k 0 + 1 is odd. Take the directed instance
and use color coding to produce a 2k 0 +1-partite undirected instance. Furthermore, this graph
is a 2k 0 + 1-cycle graph. That is, partition P(i) only has edges to partitions P(i−1 mod (k0 +1))
and P(i+1 mod (2k0 +1)) .
To solve an undirected odd 2k 0 + 1-cycle problem in a 2k 0 + 1-cycle graph we will create
an instance of 4k 0 + 2-cycle by replacing every edge (u, v) with a node, xuv and two edges
(u, xu,v ) and (xu,v , v).
Any 4k 0 + 2-cycle in this new graph with contain 2k 0 + 1 xuv type nodes. In fact these
xuv type nodes will be every other node. If an xuv type node is in a cycle so are u and v.
So, a 4k 0 + 2 length path will look like v1 , xv1 v2 , v2 , xv2 v3 , v3 . . . , v2k0 , xv2k0 v2k0 +1 , v2k0 +1 . The
existence of a 4k 0 + 2 length path in our new graph corresponds exactly to there being a
2k 0 + 1 length path in the original graph.
0
0
Theorem 15 tells us that there is a m(4k +2)/(2k +2)−o(1) combinatorial lower bound if
Combinatorial k-Clique Hypothesis is true. In our new graph m has grown by a factor of
only two. If we plug in 2k = 4k 0 + 2 we get the desired lower bound of m2k/(k+1)−o(1) from
Combinatorial k-Clique Hypothesis.
J
The above result works for specific even cycles i.e. when 2k = 4k 0 + 2, next we prove a
lower bound which holds for 2k cycles for all large enough k.
I Corollary 18. If there exists a constant  > 0 such that for some k > 2 directed k-cycle
can be detected in O(m2− ) time using a combinatorial algorithm then the Combinatorial
k-Clique Hypothesis is violated.
Proof. For k > 2 , m2− = O(m(2k−2)/(k)(1−δ) ) for some constant δ. So, by Corollary 16
such an algorithm would violate the Combinatorial k-Clique Hypothesis.
J
2

See the discussion after Hypothesis 1.3 in the introduction of Lincoln, Vassilevska Williams and Williams
[10].
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I Theorem 19. Assume the Combinatorial k-Clique Hypothesis. Then, for all constant
 > 0 there exits a k0 such that for all k ≥ k0 even 2k-cycles in an undirected graph with n
nodes and m = O(n) edges requires Ω(m2− ) time.
Proof. By Theorem 9 there exits a k 0 ≥ k/(lgO(1) k) such that if directed k 0 cycle requires
Ω(m2− ) then so does undirected 2k cycle on a graph with O(m) vertices and O(m) edges.
As long as k 0 = k/(lgO(1) k) > 2/ we know that directed k 0 cycle is Ω(m2− ) hard. As
for a large enough k, k/(lgO(1) k) > 2/ we have that for large enough k undirected 2k cycle
on graphs with m = O(n) requires Ω(m2− ) time.
J
Note that for all constant k there exist O(n2 ) combinatorial algorithms for undirected
2k-cycle [17]. So, this suggests that these algorithms are optimal, for combinatorial algorithms
for all large enough k.

6

Conclusion

We present a faster algorithm for small space cycle detection. We also present lower bounds
for the efficiency of k-cycle in this small space regime. We show the running time of odd as
well as even k-cycle must grow as nΩ(lg(k)) when given only O(lg2 (n)) space.
There are many future directions of research. We leave open several algorithms questions
as well as questions about lower bounds.
While we get tight upper and lower bounds in the regime we consider, there are many
open questions about k-cycle outside of this regime. What is the space-time trade-off for
these k-cycle algorithms when the space available is polynomial in n? For example, how
efficient are algorithms when given n1/8 space? Additionally, our results apply to large
constant k, but do not imply statements for specific fixed k. What are the fastest small space
algorithms for k = 3, 4, 5 . . .? Finally, our results are not very fine-grained, we are agnostic to
the specific constants in the exponents of these algorithms. So, what is the specific constant?
Can k-cycle algorithms be solved in small space in nlg(k)/2 time? nlg(k)/100 time?
We also leave open related algorithmic questions about s t connectivity in small space.
We present a s t connectivity algorithm in small space which runs in nlg(n)/2 expected time.
Can a deterministic algorithm have the same running time? What are the fastest randomized
and deterministic algorithms for the s t connectivity problem?
We leave open lower bounds questions as well. Can we find matching, or at least nontrivial, lower bounds for k-cycle algorithms in small polynomial space. Relatedly, we get
combinatorial lower bounds for even cycle in arbitrary space. Can one find tight noncombinatorial lower bounds for even cycle in arbitrary space?
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Basic Lemmas for the Paper

The ideas in various lemmas below are not novel. These are just important working lemmas
for the rest of the paper. We cite lemmas we use directly. For those lemmas that are
variations on previous work we attempt to reference where the ideas came from.
We will be using color coding to simplify many proofs. To see an example of the output
graphs from color coding look at Figure 3.
I Lemma 20 (Color Coding [3]). Let E be the edge set of the graph G. Given a graph G one
2
can produce c = lg(n)k graphs G1 , . . . , Gc in Õ(|E|) time such that:
each graph has k partitions P1 , . . . , Pk and edges exist only between Pi and Pi+1 mod k ,
each graph Gi has at most |E| edges and |V | vertices,
if and only if G contains a k-cycle, at least one of the graphs Gi will contains a k-cycle,
and finally if G contains a k-cycle in at least one of the graphs Gi the k cycle will have
one node from every partition.

Figure 3 An example of the output of color coding with five colors. There are five partitions and
the partions are themselves in a cycle.

I Lemma 21. An algorithm exists to detect if a directed k-cycle exists using the edge (s, t)
in a graph G with n nodes and O(n2 ) edges in time nO(lg(k)) using space O(lg(k) lg(n)).
Proof. If a non-colorful cycle we start by using the color coding Lemma 20, to produce graphs
with k partitions such that our k-cycle, if it exists, uses one node from each partition in one
of these graphs. We consider only the color coded graphs where s and t are in partitions V1
and Vk respectively. If we start with colorful k-cycle then we simply use the colors themselves
for color coding.
Now, if we could detect if a k-path exists between s and t which uses one node from every
partition we are done. To do this we will guess, in sequence, each of the n possible choices
of nodes that could be in the middle partition. Then, we will recursively solve this same
colorful path problem on both shorter paths. The running time of this algorithm is given by
the following recurrence with base case T (n, 2) = nO(1) :
T (n, k) = n2T (n, k/2) + O(1).
Solving this recurrence gives us T (n, k) = 2lg(k) nlg(k) nO(1) . When simplified we find T (n, k) =
nlg(k)+o(lg(k)) = nO(lg(k)) . This gives us the desired result.
Keeping these guesses in memory requires lg(n) bits per guess of a node and we must
track O(lg(k)) guesses at a time. This gives us O(lg(k) lg(n)) space.
J
The above lemma is using the same ideas as Savitch [12].
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Introduction

Expander graphs are graphs which are sparse, yet well-connected. They play important roles
in applications such as the construction of pseudorandom generators and error-correcting
codes [23]. Motivated by both purely theoretical questions, such as the topological overlapping
problem, and applications in computer science, such as PCPs, a generalization of expansion
to high dimensional complexes has recently emerged. We work with d–dimensional complexes,
which not only have vertices and edges, but also hyperedges of k vertices, for any k 6 d + 1.
Whereas in the one-dimensional world of graphs, the properties of edge expansion, spectral
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expansion and rapid mixing of random walks are equivalent, their generalization to several
different characterizations of “expansion” have been developed for these high–dimensional
complexes. In particular, the high-dimensional extension of spectral expansion is simple to
state, and implies rapid mixing of high order walks [14] and agreement expanders [6].
We construct bounded-degree high–dimensional expanders of all constant–sized dimensions, where the high order random walks have a constant spectral gap, and thus mix rapidly.
We base our HDX’s from existing T -regular one-dimensional constructions, which can be
sampled readily from the space of all T -regular graphs. This endows a natural distribution
from which we can sample HDX’s of our construction as well. After the first version of this
paper was written, it was brought to our notice by a reviewer that the construction in this
paper has been previously discussed in the community. Nevertheless, a contribution of our
work is a rigorous analysis of the expansion properties of this construction.
One sufficient, but not necessary criterion that implies rapid mixing is spectral, which
comes from the graph theoretic notion below.
I Definition 1 (Informal). A d–dimensional λ–spectral expander is a d–dimensional simplicial
complex (i.e. a hypergraph whose faces satisfy downward closure) such that
(Global Expansion) The vertices and edges (sets of two vertices) of the complex constitute
a λ–spectral expander graph,
(Local Expansion) For every hyperedge E of size 6 d − 1 in the hypergraph, the vertices
and edges in the “neighborhood” of E also constitute a λ–spectral expander. (The precise
definition of “neighborhood” will be discussed later.)
Most known constructions of bounded-degree high–dimensional spectral expanders are
heavily algebraic, rather than combinatorial or randomized. In contrast, there are a wealth
of different constructions for bounded-degree (one-dimensional) expander graphs [10]. Some
of these are also algebraic, such as the famous LPS construction of Ramanujan graphs [19],
but there are also many simple, probabilistic constructions of expanders. In particular,
Friedman’s Theorem says that with high probability, random d-regular graphs are excellent
expanders [8].
Unfortunately, random d–dimensional hypergraphs with low degrees are not d–dimensional

1/d
expander graphs. For a hypergraph with n vertices, we need a roughly n logn n
-degree
Erdos-Renyi graph to make the neighborhood of every hyperedge of size 6 d − 1 to be
connected with high probability. While random low degree hypergraphs are not high–
dimensional expanders, our construction provides simple probabilistic high–dimensional
expanders of all dimensions.

1.1

Summary of our results

Construction
We construct an H–dimensional simplicial complex Q on n · s vertices, from a graph G of
n vertices and a (small) H–dimensional complete simplicial complex B on s vertices. To
construct Q, we replace each vertex v of G with a copy of B which we denote Bv . Denote
the copy of a vertex w ∈ B in Bv by (v, w). The faces of Q are chosen in the following way:
for every face {w1 , w2 , . . . , wk } in B, add it {(v1 , w1 ), (v2 , w2 ), . . . , (vk , wk )} to the complex,
where for some edge e in G, the vertices v1 , . . . vk are each one of the endpoints of e; in
particular there are 2 choices for each vi . The main punchline of our work is that when G is
a (triangle-free) expander graph, the high order random walks on Q mix rapidly. Specifically,
we prove:
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I Theorem 2 (Main theorem, informal version of Theorem 35). Suppose G is a triangle-free
expander graph with two-sided spectral gap ρ. For every k such that 1 6 k < H, there is a
constant C depending on k, H, s, ρ, but independent of n such that the Markov transition
matrix for the up-down walk on the k-faces of Q has two-sided spectral gap C.

First attempt at proving rapid mixing of high order random walks
[13], which introduced the notions of up-down and down-up random walks, and subsequent
works [6, 14, 15, 1] developed and followed the “local-to-global paradigm” to prove rapid
mixing of high order random walks. In particular, each of these works would:
A. Establish that all the links of a relevant simplicial complex have “small” second eigenvalue.
B. Prove or cite a statement about how rapid mixing follows from small second eigenvalues
of links (such as Theorem 4).
Then, step A and step B together would imply that the up-down and down-up random walks
on the simplicial complexes they cared about mixed rapidly. This immediately motivates
first bounding the second eigenvalue of the links of our construction, and applying the
quantitatively strongest known version of the type of theorem alluded to in step B. Thus, in
Section 4 we analyze the second eigenvalue of all links of Q and prove:
I Theorem 3 (Informal version of Theorem 37). The two-sided spectral gap of every link in
Q is bounded by approximately 12 .
And the “quantitatively strongest” known “local-to-global” theorem is
I Theorem 4 (Informal statement of [14, Theorem 5]). If the second eigenvalue of every
link of a simplicial complex S is bounded by λ, then the up-down walk on k-faces of S, Sk↑↓
satisfies:


1
λ2 (Sk↑↓ ) 6 1 −
+ kλ.
k+1
Observe that the upper bound on the second eigenvalue of all links must be strictly less
1
than k(k+1)
to conclude any meaningful bounds on the mixing time of the up-down random
walk. Thus, unfortunately, Theorem 3 in conjunction with Theorem 4 fails to establish rapid
mixing.
Hence, we depart from the local-to-global paradigm and draw on alternate techniques.

Decomposing Markov chains
Each k-face of Q is either completely contained in a cluster {(v, ?)} for a single vertex v in
G, or straddles two clusters corresponding to vertices connected by an edge, i.e., is contained
in {(v, ?)} ∪ {(u, ?)}. Consider performing an up-down random walk on the space of k-faces
of Q (henceforth Q↑↓
k ). If we record the single cluster or pair of clusters containing the k-face
the random walk visits at each timestep, it would resemble:
{17, 19} → {17, 19} → {17, 19} → {17} → {17} → {17, 155} → {17, 155} → {17, 155}
→ {155} → {155, 203} → {155, 203} → {155, 203} → {155, 203} → {155, 203} →
{203} → {6, 203} → {6, 203} → · · ·
In the above illustration of a random walk, let us restrict our attention to the segment of the
walk where the k-faces are all contained in, say, the pair of clusters {155, 203}. Intuitively,
we expect the random walk restricted to those k-faces to mix rapidly and also exit the set
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quickly by virtue of the state space being constant-sized. In particular, if we keep the random
walk running for t ≈ C log n steps for some large constant C, it would seem that the number
of “exit events”1 is roughly α · C log n for some other constant α. The sequence of “exit
events” can be viewed as a random walk on the space of edges and vertices of G, and since
there are many steps in this walk, the expansion properties of G tell us that the location of
the random walk after t steps is distributed according to a relevant stationary distribution.
In light of these intuitive observations of rapidly mixing in the walks within cluster pairs and
also rapidly mixing in a walk on the space of cluster pairs, one would hope that the up-down
walk on k-faces mixes rapidly.
This hope is indeed fulfilled and is made concrete in a framework of Jerrum et al. [11].
In their framework, there is a Markov chain M on state space Ω. They show that if Ω can
be partitioned into Ω1 , . . . , Ω` such that the chain “restricted” (for some formal notion of
restricted) to each Ωi , and an appropriately defined “macro-chain” (where each partition Ωi is
a state) each have a constant spectral gap, then the original Markov chain M has a constant
spectral gap as well. Our proof of the fact that Q↑↓
k has a constant spectral gap utilizes this
result of [11]. This framework of decomposable Markov chains is detailed in Section 2.2.1,
and the analysis of the spectral gap of the down-up random walk2 is in Section 5.

1.2

Related Work

While high–dimensional expanders have been of relatively recent interest, already many
different (non-equivalent) notions of high–dimensional expansion have emerged, for a variety
of different applications.
The earliest notions of high–dimensional expansion were topological. In this vein of
work, [17, 9] introduced coboundary expansion, [7] defined cosystolic expansion, and [7, 12]
defined skeleton expansion. To our knowledge, most existing constructions of these types of
expanders rely on the Ramanujan complex. We refer the reader to a survey by Lubotzky
[18] for more details on these alternate notions of high dimensional expansion and their uses.
To describe notions of high dimensional expansion that are relevant to computer scientists,
we need to first highlight a key property of (one-dimensional) expander graphs–that random
walks on them mix rapidly to their stationary distribution. The notion of a random walk on
graphs was generalized to simplicial complexes in the work of Kaufman and Mass [13] to the
“up-down” and “down-up” random walks, whose states are k-faces of a simplicial complex.
They were interested in bounded–degree simplicial complexes where the up-down random
walk mixed to its stationary distribution rapidly. They then proceed to show that the known
construction of Ramanujan complexes from [20] indeed satisfy this property.
A key technical insight in their work that the rapid mixing of up-down random walks
follows from certain notions of local spectral expansion, i.e., from sufficiently good two-sided
spectral expansion of the underlying graph of every link. A quantitative improvement
between the relationship between the two-sided spectral expansion of links and rapid mixing
of random walks was made in [6], and this improvement was used to construct agreement
expanders based on the Ramanujan complex construction. Later, [14] showed that one-sided
spectral expansion of links actually sufficed to derive rapid mixing of the up-down walk on
k-faces.

1
2

Transitions like {17, 19} → {17}, {155} → {155, 203}, and so on.
Which is actually equivalent to proving a spectral gap on the up-down random walk but is more
technically convenient. See Fact 33.
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HDX Constructions

Although this combinatorial characterization of high–dimensional expansion is slightly weaker
than some of the topological characterizations mentioned above, few constructions are known
for bounded degree HDX’s with dimension > 2. Most of these rely on heavy algebra. In
contrast, for one-dimensional expander graphs, there are a wealth of different constructions,
including ones via graph products and randomized ones. [8] states that even a random
d-regular graph is an expander with high probability.
The most well-known construction of bounded-degree high–dimensional expanders are
the Ramanujan complexes [20]. These require the Bruhat-Tits building, which is a high2
dimensional generalization of an infinite regular tree. The underlying graph has degree q O(d ) ,
where q is a prime power satisfying q ≡ 1 (mod 4). The links can be described by spherical
buildings, which are complexes derived from subspaces of a vector space, and are excellent
expanders.
Dinur and Kaufman showed that given any λ ∈ (0, 1), and any dimension d, the d–skeleton
of any d + d2/λe–dimensional Ramanujan complex is a d–dimensional λ–spectral expander
O((d+2/λ)2 )
[6]. Here, the degree of each vertex is (2/λ)
. In other words, they “truncate” the
Ramanujan complexes, throwing out all faces of size greater than some number k. Their
primary motivation was to obtain agreement expanders, which find uses towards PCPs.
Recently, Kaufman and Oppenheim [15] present a construction of one–sided high–
dimensional expanders, which are coset complexes of elementary matrix groups. The
construction guarantees that for any λ ∈ (0, 1) and any dimension d, there exists a infinite
family of high–dimensional expanders {Xi }i∈N , such that (1) every Xi are d–dimensional

q
(1/λ+d−1)(d+2)2
λ–one–sided–expander; (2) every Xi ’s 1-skeleton has degree at most Θ
;
2 log (1/λ+d−1)
(3) as i goes to infinity the number of vertices in Xi also goes to infinity.
Even more recently, Chapman, Linial, and Peled [5] also provided a combinatorial
construction of two-dimensional expanders. They construct an infinite family of (a, b)-regular
graphs, which are a-regular graphs whose links with respect to single vertices are b-regular.
The primary motivation for their construction comes from the theory of PCPs. They prove
an Alon-Boppana type bound on λ2 (G) for any (a, b)-regular graph, and construct a family of
graphs where this bound is tight. They also build an (a, b)-regular two-dimensional expander
using any non-bipartite graph G of sufficiently high girth; they achieve a local expansion
only depending on the girth, and the global expansion depending on the spectral gap of
G. Like ours, their construction also resembles existing graph product constructions of
one-dimensional expanders.

2

Preliminaries and Notation

2.1

Spectral Graph Theory

While we can describe our constructions combinatorially, our analysis of both the mixing
times of certain walks as well as the local expansion will heavily rely on understanding
graph spectra.
I Definition 5. For an edge-weighted directed graph G on n vertices, we use Adj(G) to
denote its (normalized) adjacency matrix, i.e. the matrix given by
1(u,v)∈E(G) · w((u, v))
Adj(G)(u,v) = P
v:(u,v)∈E(G) w((u, v))
and write its (right) eigenvalues as
1 = λ1 (G) > λ2 (G) > . . . > λn (G) > −1.
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Let Spectrum(G) to indicate the set {λi (G)}. We write OneSidedGap(G) for the spectral
gap of G, which is the quantity 1 − λ2 (G). Graphs with OneSidedGap(G) > µ are one-sided
µ-expanders.
Most of the graphs we analyze achieve a stronger condition; that the second largest
eigenvalue magnitude is not too large. Formally, we write |λ|i for the i-th largest eigenvalue
in absolute value. In particular, |λ|2 = max{|λ2 |, |λn |}. The absolute spectral gap of G,
denoted TwoSidedGap(G), is the quantity 1 − |λ|2 . Graphs with TwoSidedGap(G) > µ are
two-sided µ-expanders.
I Remark 6. For an undirected weighted graph, we simply have w((u, v)) = w((v, u)), and
use this to define the adjacency matrix the same way.

2.1.1

Graph Tensors

Our construction can roughly be described as a tensor product, defined below.
I Definition 7. The tensor product G × H of two graphs G and H is given by
1. Vertex set V (G × H) = V (G) × V (H),
2. Edge set E(G × H) = {((u1 , v1 ), (u2 , v2 )) : (u1 , u2 ) ∈ E(G) and (v1 , v2 ) ∈ E(H)}.
The adjacency matrix Adj(G × H) is the tensor (Kronecker) product Adj(G) ⊗ Adj(H). Due
to this structure, Spectrum(G × H) = {λi µj : λi ∈ SpectrumG, µj ∈ Spectrum(H)}. As 1 is
the largest eigenvalue of both Adj(G) and Adj(H), it follows that both
OneSidedGap(G × H) = min(1 − 1 · µ2 , 1 − λ2 · 1) = min(OneSidedGap(G), OneSidedGap(H))
TwoSidedGap(G × H) = min(1 − 1 · |µ|2 , 1 − |λ|2 · 1) = min(TwoSidedGap(G), TwoSidedGap(H))

2.2

Markov Chains

We provide a basic overview of the Markov chain concepts used to analyze our high order
walks. We refer to [16] for a detailed and thorough treatment of the fundamentals of Markov
chains.
I Definition 8. A Markov chain M = (Ω, P ) is given by states Ω and a transition matrix
P where P [i, j] is the probability of going to state j from state i. We may also write this
quantity as M [j → i].
I Remark 9. The literature often defines Pi,j as the probability Pr(i → j), so their P
is the transpose of ours. However, we work with column (right) eigenvectors to analyze
the spectrum of P , while this alternate convention uses row (left) eigenvectors, so both
conventions yield the same results.
I Definition 10. We can view any Markov chain M as a weighted, directed graph G, defined
by V (G) = States(M ), E(G) := {(i, j) : i, j ∈ V (G), M [i → j] > 0}, and w((i, j)) =
M [j → i].
The transition matrix of M is Adj(G), and we also refer to Spectrum(G) as the spectrum
of M . Every adjacency matrix has λ1 = 1, so transition matrix of M has an eigenvector
πM (normalized so that entries sum to 1) for the eigenvalue 1. We call πM a stationary
distribution of M .
I Remark 11. We may use the term “graph” in lieu of “chain” when we want to indicate the
random walk defined by the transition matrix Adj(G).
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The next property we introduce is present for every Markov chain we analyze.
I Definition 12. The Markov chain M = (Ω, P ) is time-reversible if for any integer k > 1:
πM (x0 )M [x0 → x1 ] · · · M [xk−1 → xk ] = πM (xk )M [xk → xk−1 ] · · · M [x1 → x0 ]
Intuitively, it means that if start at the stationary distribution and run the chain for a
sequence of time states, the reverse sequence has the same probability of occurring. Time
reversibility helps us compute stationary distributions via the detailed balance equations.
(This is especially helpful when there are a huge number of symmetric states.)
I Fact 13. The Markov chain M = (Ω, P ) is time-reversible if and only if it satisfies the
detailed balance equations: for all x, y ∈ Ω,
πM (x)M [x → y] = πM (y)M [y → x]
I Definition 14. The ε-mixing time of a Markov chain M is the smallest t such that for
any distribution ν over the states of M ,
kπM − P t νk1 6 ε
where πM is the stationary distribution of M .
I Theorem 15. For any Markov chain M , the ε-mixing time tmix (ε) satisfies:


1
1
tmix (ε) 6 log
.
·
ε min πM
TwoSidedGap(M )

2.2.1

Decomposing Markov Chains

Consider a finite-state time reversible Markov chain M whose structure gives rise to natural
state-space partition, M can be decomposed into a number of restriction chains and a
projection chain. [11] show that the spectral gap for the original chain can be lower bounded
in terms of the spectral gaps for the restriction and projection chains.
We now formally define the decomposition of a Markov chain. Consider an ergodic Markov
chain on finite state space Ω with transition probability P : Ω2 → [0, 1]. Let π : Ω → [0, 1]
denote its stationary distribution, and let {Ωi }i∈[m] be a partition of the state space into m
disjoint sets, where [m] := {1, . . . , m}.
The projection chain induced by the partition {Ωi } has state space [m] and transitions
!−1
X
X
P (i, j) =
π(x)
π(x)P (x, y).
x∈Ωi

x∈Ωi y∈Ωj

The above expression corresponds to the probability of moving from any state in Ωi to any
state in Ωj in the original Markov chain.
For each i ∈ [m], the restriction chain induced by Ωi has state space Ωi and transitions
(
P (x, y),
x 6= y,
Pi (x, y) =
P
1 − z∈Ωi \{x} P (x, z), x = y.
Pi (x, y) is the probability of moving from state x ∈ Ωi to state y when leaving Ωi is not
allowed.
Regardless of how we define the projection and restriction chains for a time reversible
Markov chain, they all inherit one useful property from the original chain.
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I Fact 16. Let M = (Ω, P ) be a time-reversible Markov chain. Then, for any decomposition
of M , the projection and restriction chains are also time-reversible.
We ultimately want to study the spectral gap of random walks. Luckily, the original
Markov chain’s spectral gap is related to the restriction and projection chains’ spectral gaps
in the following way:
I Theorem 17 ([11, Theorem 1]). Consider a finite-state time-reversible Markov chain
decomposed into a projection chain and m restriction chains as above. Define γ to be
maximum probability in the Markov chain that some state leaves its partition block,
X
γ := max max
P (x, y).
i∈[m] x∈Ωi

y∈Ω\Ωi

Suppose the projection chain satisfies a Poincaré inequality with constant λ̄ , and the restriction
chains satisfy inequalities with uniform constant λmin . Then the original Markov chain
satisfies a Poincaré inequality with constant


λ̄ λ̄λmin
,
.
λ := min
3 3γ + λ̄
Recall that if λ satisfies a Poincaré inequality, it is a lower bound on the spectral gap (cf. [16]).

2.3

High-Dimensional Expanders

The generalization from expander graphs to hypergraphs (more specifically, simplicial complexes) requires great care. We now formally establish the high dimensional notions of
“neighborhood”, “expansion,” and “random walk.”
I Definition 18. A simplicial complex S is specified by vertex set V (S) and a collection
F(S) of subsets of V (S), known as faces, that satisfy the “downward closure” property: if
A ∈ F(S) and B ⊆ A, then B ∈ F(S). Any face S ∈ F(S) of cardinality (k + 1) is called a
k-face of S. We use k-faces(S) to denote the subcollection of k-faces of F(S). We say S has
dimension d, where d = max{|F | : F ∈ F(S)} − 1.
I Example 19. A 1-dimensional complex S is a graph with vertex set V (S) and edge set
1-faces(S).
I Definition 20. To formally define random walks and Markov chains on a S, we need to
associate S with a weight function w : F(S) → R+ . We want our weight function to be
balanced, meaning for F ∈ k-faces(S):
X
w(F ) =
w(J)
J∈(k+1)-faces(S):J⊃F

If we restrict ourselves to balanced w, it suffices to only define w over d-faces(S) and propagate
the weights downward to the lower order faces.
I Definition 21. The (weighted) k-skeleton of S is the complex with vertex set V (S) and all
faces in F(S) of cardinality at most k + 1, with weights inherited from S.
I Example 22. The 1-skeleton of S only contains its vertices (0-faces) and edges (1faces). It can be characterized as a graph with edge weights, so we can also compute
OneSidedGap(1-skeleton(S)) and TwoSidedGap(1-skeleton(S)).
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I Definition 23. For S ∈ k-faces(S) for k 6 H − 1, we associate a particular (H − k)dimensional complex known as the link of S defined below.
link(S) := {T \ S : T ∈ F(S), S ⊆ T }
If S was equipped with weight function w, then link(S) “inherits” it. We associate link(S)
with weight function wS given by wS (T ) = w(S ∪ T ). If w is balanced, then wS is also
balanced. We call a link(S) a t-link if |S| has cardinality t.
I Example 24. In a graph, the link of a vertex is simply its neighborhood.
I Definition 25. The global expansion of S, denoted GlobalExp(S), is the expansion of its
weighted 1-skeleton.
I Definition 26. The local expansion of S, denoted LocalExp(S) is
LocalExp(S) :=

min

min

06k6H−1 S∈k-faces(S)

TwoSidedGap(1-skeleton(link(S))).

In words, it is equal to the expansion of the worst expanding link.
(H)

I Example 27. We use KH+2 to denote the complete H-dimensional complex on vertex
set [H + 2], i.e., the pure H-dimensional simplicial complex obtained by making the set of
(H + 1)-faces equal to all subsets of [H + 2] of size H + 1. The 1-skeleton is then a clique on
1
H +2 vertices whose expansion is 1− H+1
and the 1-skeleton of a t-link is a clique on H +2−t


(H)
1
vertices, which has expansion 1 − H+1−(t−1) . As a result, TwoSidedGap KH+2 = 12 .
I Remark 28. We often use Adj(S) to refer to the adjacency matrix of the 1-skeleton of S,
and we may also use λi (S) to refer to the i-th largest eigenvalue of Adj(S).
Previously, we mentioned that there are several different notions of high dimensional expansion:
some geometric or topological, some combinatorial. We now formally define high dimensional
spectral expansion, which is a more combinatorial and graph theoretic notion:
I Definition 29. S is a two-sided λ-local spectral expander if GlobalExp(S) > λ and
LocalExp(S) > λ.

2.3.1

High Order Walks on Simplicial Complexes

Let S be a H-dimensional simplicial complex and with weight function w : k-faces(S) → R>0
on the k-faces of S, for k 6 H. For each k < H, we can define a natural (periodic) Markov
chain on a state space consisting of k-faces and (k + 1)-faces of S.
At a (k + 1)-face J, there are exactly (k + 2) faces F ∈ k-faces(S) such that F ⊂ J, due to
the downward closure property. We transition from J to each k-face F with probability
1
k+2 .
At a k-face F , we transition to each (k + 1)-face J satisfying J ⊃ F with probability
w(J)
w(F ) . (Note that w must be balanced for these transitions to be well-defined.)
Restricting the above chain to only odd or even time steps gives us two new random walks:
one entirely on k-faces(S) and one entirely on (k + 1)-faces(S).

ITCS 2020

12:10

High-Dimensional Expanders from Expanders

↓↑
I Definition 30 (Down-up walk on k-faces of S). = Let Sk+1
be the Markov chain with state
space equal to k-faces(S) and transition probabilities S↓↑ [J → J 0 ] described by the process
above, where there is an implicit transition down to a k-face and back up to a (k + 1)-face.
Then:

X
1
w(J)


if J = J 0


k
+
1
w(F
)


F ∈k-faces(S):F ⊂J
S↓↑ [J → J 0 ] =
w(J 0 )
1

·
if J ∩ J 0 ∈ k-faces(S)

 k + 1 w(J ∩ J 0 )



0
otherwise

I Definition 31 (Up-down walk on k-faces of S). Let S↑↓ be the Markov chain with state
space equal to k-faces(S) and transition probabilities S↑↓ [F → F 0 ] described by the process
above, where there is an implicit transition up to a (k + 1)-face and back down to a k-face.
Then:

1


if F = F 0


k + 1
0
S↓↑ [F → F 0 ] = w(F ∪ F ) if F ∪ F 0 ∈ (k + 1)-faces(S)

w(F )



0
otherwise
↓↑
∨
I Remark 32. In the literature, we also see Sk+1
written as Sk+1
, and Sk↑↓ written as Sk∧ .

We now present some facts about these high order walks without proof. We refer to [14, 1]
for proofs of these facts.
↓↑
and Sk↑↓ share the same eigenvalues. The
I Fact 33. The transition matrices for Sk+1
nonzero eigenvalues occur with the same multiplicity. A straightforward but important
consequence of this fact is
↓↑
↑↓
Spectrum(Sk+1
) = Spectrum(Sk+1
)

I Fact 34. The Markov chains Sk↓↑ and Sk↑↓ have the same stationary distribution on
k-faces(S), which is proportional to w(F ) for each F ∈ k-faces(S). We will call this distribution πk (·).
For the remainder of the paper, we will assume a uniform weight function on d-faces(S),
which is useful for applications like sampling bases of a matroid [1]. When using the uniform
weighting scheme, for F ∈ k-faces(S), there is a natural interpretation of πk (F ): the fraction
of d-faces that contain F as a subface. (We also note that we will use symbolic variables to
represent various weight values, and that it is straightforward to adapt our computations to
cases where we have uniform weights over k-faces(S) for any k.)

3

Local Densification of Expanders

For a graph G and H-dimensional simplicial complex S, we give a way to combine the
two to produce a bounded-degree H-dimensional complex LocalDensifier(G, S) of constant
expansion. First, construct a graph G0 with
1. vertex set equal to V (G) × V (S), and
2. edge set equal to {{(v1 , b1 ), (v2 , b2 )} : {b1 , b2 } ∈ 1-faces(S), {v1 , v2 } ∈ E(G) or v1 = v2 }.
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LocalDensifier(G, S) is then defined as the H-dimensional pure complex whose H-faces
are all cliques on H + 1 vertices {(v1 , b1 ), (v2 , b2 ), . . . , (vH+1 , bH+1 )} such that there exists
an edge {a, b} in G for which v1 , . . . , vH+1 ∈ {a, b}.
To describe a k-face of LocalDensifier(G, S), we may also use the ordered pair (F, f ),
where F is a k-face of S, and f is a function mapping each element of F to a vertex of G.
Because of the local densifier’s tensor structure, image(f ) is either a single vertex, or a pair
of vertices that form an edge in G.
Linear algebraically, we can think of this graph construction as adding a self loop to each
vertex of G and then taking the tensor product with the 1-skeleton of S.
(H)
Our construction is Q := LocalDensifier(G, B), where B is equal to Ks , the H-dimensional
complete complex on some constant s > H + 1 vertices, and G is a T -regular triangle-free
expander graph on n vertices. We endow Q with a balanced weight function w induced by
setting the weights of all H-faces to 1.
As a first step to understanding this construction, we inspect the weights induced on
k-faces for k < H. Consider a k-face F := {(v1 , b1 ), . . . , (vk+1 , bk+1 )}. A short calculation
s
reveals that if v1 , . . . , vk+1 are all equal, then w(F
is equal to wJ,k := H−k
·[T 2H−k −(T −1)]
 )H−k
s
and otherwise, w(F ) is equal to wI,k := H−k · [2
]. Henceforth, write wJ and wI instead
of wJ,k and wI,k when k is understood from context.
We now list out what we prove about Q. Most importantly, we show:
I Theorem 35. For every 1 6 k < H, the Markov transition matrix Q↓↑
k for down-up (and
equivalently up-down) random walks on the k-faces satisfies:


TwoSidedGap Q↓↑
>
k

TwoSidedGap(G)
.
+ 1)2 (s − k)(2k − 1)

64T 2 (k

We dedicate Section 5 to proving Theorem 35.
As an immediate corollary of Theorem 35 and Theorem 15, we get that
I Corollary 36. Let Nk denote the number of k-faces in Q. Then the -mixing time of Q↓↑
k
satisfies:
t(ε) 6

64T 2 (k + 1)2 (s − k)(2k − 1)
· log
TwoSidedGap(G)



2Nk
ε


.

We note that Nk = Θ(n).
We also derive bounds on the expansion of links of Q. In particular, as a direct consequence
of Theorem 41 and the discussion of the expansion properties of the complete complex in
Example 27, we conclude:
I Theorem 37. We can prove the following bounds on the local and global expansion of Q:



1
1
GlobalExp(Q) >
−
· TwoSidedGap(G), and
2 2 · (T 2H + 1)
1
LocalExp(Q) > .
2
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I Remark 38. Suppose G is a random T -regular (triangle-free) graph and H > T . Then the
corresponding (random) simplicial complex Q, as a consequence of Friedman’s Theorem [8]3 ,
with high probability satisfies
√


T − 2 T − 1 − on (1)
↓↑
TwoSidedGap Qk >
64T 3 (k + 1)2 (s − k)(2k − 1)
√
T − 2 T − 1 − on (1)
GlobalExp(SQ ) >
, and
T +1
LocalExp(S) > 1/2.
Thus, Q endows a natural distribution over simplicial complexes that gives a high-dimensional
expander with high probability.
I Remark 39. If G is strongly explicit, such as an expander from [21, 3], then Q is also
strongly explicit since the tensor product of two strongly explicit graphs is also strongly
explicit.

4

Local Expansion

For this entire section, we will mainly work with the complex LocalDensifier(G, S), so when
we use link(·) without a subscript, it will be with respect to LocalDensifier(G, S). Next, fix
a face σ = (F, f ) ∈ k-faces(LocalDensifier(G, S)). In order to study the expansion of the
1-skeleton of link(σ), we need to first compute the weights on its 1-faces.
Let τ = {(v1 , b1 ), (v2 , b2 )} ∈ 2-faces(link(σ)), where as before, vi ∈ V (G) and bi ∈
1-faces(S). There are several cases we need to consider:
1. Case 1: |image(f )| = 2.
Here, wσ (τ ) = w(τ ∪ σ), which is proportional to the number of H-faces (F 0 , f 0 ) that
S
contain τ ∪σ. The face τ ∪σ already has (k+3) vertices, so there are H−(k+2)
possibilities
of F 0 . There are 2H−(k+2) choices for f 0 , since image(f 0 ) must equal image(f ).
2. Case 2: |image(f )| = 1.
a. Case 2(a): v1 = v2 ∈ image(f
 ) and {b1 , b2 } ∈0 2-faces(linkS (F )).
S
Again, there are H−(k+2)
possibilities for F . Since v1 = v2 ∈ image(f ), we will have
T · [2H−(k+2) − 1] + 1 choices for f 0 , as v1 has T neighbors in G, and when f 0 is not
constant on v1 , there are T choices for the other value it can take.
b. Case 2(b): v1 6= v2 but (v1 , v2 ) ∈ E(G), and {b1 , b2 } ∈ 2-faces(linkS (F )).
S
Again, we have H−(k+2)
possibilities for F , but we only have 2H−(k+2) choices for
0
0
f ; the image of f must be {v1 , v2 }.
c. Case 2(c): v1 = v2 ∈
/ image(f ) but v1 ∪image(f ) ∈ E(G), and {b1 , b2 } ∈ 2-faces(linkS (F )).
The analysis is identical to that of Case 2(b)
For simplicity, we’ll assign weights to the elements of 2-faces(LocalDensifier(G, S)) as below:
(
wS,k := 2H−(k+2)
for Case 1, 2(b), and 2(c)
w({(v1 , b1 ), (v2 , b2 )}) =
H−(k+2)
wC,k := 1 + T (2
− 1) for Case 2(a)
(Here, the C and S denote “center” and “satellite,” whose meanings will be more natural
when discussing link(σ) when σ 6= ∅.)

3

Friedman’s
theorem says that a random T -regular graph, whp, has two-sided spectral gap
√
T −2 T −1−on (1)
. Additionally, random graphs are triangle-free with constant probability.
T
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I Remark 40. Note that if we choose σ = ∅ (so k = −1), we simply get the weights of the
1-skeleton of LocalDensifier(G, S) itself, which will be useful for computing global expansion.
I Theorem 41. Let G be a triangle-free T -regular graph and let S be a pure H-dimensional
simplicial complex. Then


H−1
GlobalExp(LocalDensifier(G, S)) = min

T2
· TwoSidedGap(G), GlobalExp(S)
T 2H − (T − 1)

, and

LocalExp(LocalDensifier(G, S)) = TwoSidedGap(S).

e be the graph obtained by adding self-loops to G, with transitions
Proof. Let G
(
e → j] =
G[i

wC,−1
wC,−1 +T wS,−1
wS,−1
wC,−1 +T wS,−1

if i = j
otherwise

For large H, the self loop probabilities approach 21 , while the others approach
e ⊗ Adj(S). Thus,
First, observe that Adj(LocalDensifier(G, S)) = Adj(G)

1
2T

.

e µ ∈ Spectrum(S)}.
Spectrum(LocalDensifier(G, S)) = {λµ : λ ∈ Spectrum(G),
e
and hence the second largest absolute eigenvalue is no more than max{λ1 (G)|λ|
2 (S),
e
e
λ1 (S)|λ|2 (G)}, which is simply equal to max{|λ|2 (G), |λ|2 (S)}. This implies that
e GlobalExp(S)}.
GlobalExp(LocalDensifier(G, S)) = min{TwoSidedGap(G),
By Lemma 59,
e = (1 −
TwoSidedGap(G)
=

wC,−1
) · TwoSidedGap(G)
wC,−1 + T wS,−1

T 2H−1
· TwoSidedGap(G)
T 2H − (T − 1)

the first part of the theorem statement follows.
Next, we lower bound LocalExp(LocalDensifier(G, S)). For any face S in LocalDensifier(G, S),
there exists an edge {u, v} in G such that S is contained in {u, v} × S 0 where S 0 is a face
of S. If S contains vertices from both {u} × S 0 and {v} × S 0 , then link(S) is isomorphic to
LocalDensifier(edge, link(S 0 )) where edge denotes a single-edge graph.
Spectrum(LocalDensifier(edge, link(S 0 ))) = {0} ∪ Spectrum(link(S 0 ))
and hence
TwoSidedGap(1-skeleton(link(S))) = TwoSidedGap(S).
Without loss of generality, the remaining case is if S contains vertices from only {u} × S 0 .
In this case, link(S) is isomorphic to LocalDensifier(star, link(S 0 )) where star denotes a star
graph with T satellites.
Spectrum(LocalDensifier(star, link(S 0 ))) = {λµ : λ ∈ Spectrum(link(S 0 )), µ ∈ Spectrum(M )}

(1)

where M is star with self loops added on each vertex. We’ll call the center vertex of M the
“center” vertex, and we’ll call the remaining vertices the “satellites.”
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Using wC,k and wS,k for Cases
appropriate weights for M .

wC,k



T wS,k

 wC,kw+S,k
M [i → j] =
wC,k + T wS,k




1
2

2(a), 2(b), and 2(c) computed above, we can also find the

if i = j, i is the center
if i is the center vertex, j is a satellite
if i is a satellite

We can completely classify the eigenspaces of Adj(M ) and determine their corresponding
eigenvalues as follows.
w
+T w
1. The vector with value C,k2wS,k S,k on the center of the star and 1 on satellites is an
eigenvector of Adj(M ) with eigenvalue 1.
2. The (T − 1)-dimensional subspace of vectors which are 0 on the center of the star, and
whose entries sum to 0 is an eigenspace for eigenvalue 1/2.
3. The vector with value −T on the center and 1 on the satellites is an eigenvector with
wC,k
eigenvalue 12 − wC,k +T
wS,k . For large H, this eigenvalue approaches 0.
Since the above classification gives T + 1 eigenvectors it is complete and it is clear that the
second largest absolute eigenvalue of M2 is bounded by 1/2 and thus in this case as well,
using (1), we can infer
TwoSidedGap(1-skeleton(link(S))) > min{TwoSidedGap(S), 1/2}.
which means
LocalExp(LocalDensifier(G, S)) > min{TwoSidedGap(S), 1/2}.

5
5.1

J

Spectral Gap of High Order Walks
Offsets and Colors

We now inspect the structure of the k-faces of our construction Q in more detail.
I Definition 42 (k-faces of Q). The set of k-faces of Q is exactly equal to the set of
tuples (F, f ) where F is a k-face of B and f is a labeling of each element by endpoints
of some edge {u, v} in G. We call (F, f ) t-offset if either |{x ∈ F : f (x) = u}| = t or
|{x ∈ F : f (x) = v}| = t.
I Remark 43. Suppose t 6 k + 1 − t. Note that a (k + 1 − t)-offset state is also t-offset, but we
will stick to the convention of describing such states as t-offset. For example, a (k + 1)-offset
state is also 0-offset, but we will only use the term 0-offset.
I Definition 44 (Coloring of k-faces of Q). We color a k-face (F, f ) of Q with image(f ).
Each 0-offset face is then colored with a vertex of G and the remaining faces are each colored
with an edge of G.
In the rest of the section, we study the spectral gap of the Markov chain Q↓↑
k , the down-up
random walk on k-faces of Q induced by certain special weight functions – weight functions
w : k-faces(Q) → R>0 with the property that there are two values wI and wJ such that
(
wJ if (F, f ) is 0-offset
w((F, f )) =
wI otherwise.
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Figure 1 A 5-face in Q. Corresponding 5-face in B is {1, 3, 4, 5, 7, 8} is given by red vertices.
Labeling is (1, u), (3, v), (4, v), (5, u), (7, u), (8, v). {u, v} is an edge in G. Color of 5-face is {u, v}.

Figure 2 A 0-offset 5-face. Color of 5-face is {u}.

For instance, if we impose uniform weights on the highest dimensional faces of our complex,
the propagated weights on the k-th level will satisfy the above property. The wI and wJ
values for this setup is in Appendix 1.
For the sequel, we use D to refer to the quantity T wI + wJ . The transition probabilities
between states (F, f ) and (F 0 , f 0 ) depends on a number of conditions such as whether they
are 0-offset or 1-offset or a different type, whether they arise from the same k-face in B,
and the colors of (F, f ) and (F 0 , f 0 ) respectively. We provide a detailed treatment of the
0
0
transition probabilities Q↓↑
k [(F, f ) → (F , f )] in Table 1 in Appendix A. From the transition
probability table we observe that:
I Observation 45. For all k-faces in Q↓↑
k , the self-loop probability is at least
↓↑
1
Therefore, the smallest eigenvalue of Qk is at least s−k
· wDJ − 1.

5.2

1
s−k

·

wJ
D

.

High-Level Picture of Q↓↑
k

As noted in the previous subsection, each k-face can be described by three parameters: a
base face F ∈ k-faces(B), a “color” set C that is either a single vertex or an edge in E(G),
and a function f : F → C. The walk Q↓↑
k is difficult to analyze directly, but by grouping
states based on these three parameters, we can decompose the walk into a projection and
restriction chain, and analyze it using the tools from [11].
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Figure 3 This figure illustrates Q↓↑
k , with states clustered by their color. The rounded rectangles
correspond to colors that are edges, while circles correspond to colors that are single vertices. In
each cluster, the {F } indicates that all F could be represented. Similarly, {f } indicates that any f
with image(f ) as the color set can be represented. We use fu to denote the constant function on u.

At the outermost level, we can first group states into subchains based on their color. All
subchains whose color is an edge (the rounded rectangles in Figure 3) are isomorphic to each
other; similarly, all subchains whose color is a single vertex (the circles in Figure 3) are also
isomorphic to each other. At first, it seems promising to partition Q↓↑
k into these subchains;
however, it is inconvenient that these subchains are not all isomorphic. To remedy this, we
split the single-vertex-colored subchains into T isomorphic copies (with some changes to
transition probabilities), and absorb them into the edge-colored subchains. This is detailed
in the next section.
If we use this partition, the projection chain resembles a random walk on the line graph
of G. Each restriction chain corresponds to all states of a single color C. The states are still
represented by any base face F ∈ k-faces(B) and any function f : F → C. To analyze each
of these restriction chains, it is simplest to apply [11] once more.
Now, we first group states by which base face F they correspond to. The subchains
derived from fixing a particular F (the rectangles in Figure 4) are all isomorphic to each
other, which leads to a much simplified analysis. Using this partition, the projection chain is
simply the k-down-up walk on B. Each restriction chain is thus over states corresponding to
a fixed base face F and fixed color C, but the function f : F → C is allowed to vary. At this
point, we may assume |C| = 2; thus f corresponds to assigning every element of F one of
two elements. The inner restriction chain can be modeled by a hypercube.
Thus, the spectral gap of Q↓↑
k is a combination of the spectral gaps of (1) the line graph
of G, (2) the k-down-up walk on B, and (3) the random walk on a hypercube.

5.3

Splitting 0-Offset Vertices

Towards our end goal of lower bounding the spectral gap of Q↓↑
k , we find it convenient to
e↓↑ , since the related chain has a natural partition into
analyze a related Markov chain Q
k
e↓↑ has the property that its spectrum contains that of Q↓↑ , which
isomorphic subchains. Q
k
k
e↓↑ to a lower bound on the spectral
lets us translate a lower bound on the spectral gap of Q
k
gap of Q↓↑
k .
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Figure 4 This figure illustrates a subchain of Q↓↑
k , for particular color {u, v} and {u}. We can
further cluster the states in this subchain by which face F in B they represent. Again, {f } indicates
that f can be any function with image(f ) as the color.

e↓↑ and coloring of states in Q
e↓↑ ). We identify each state in
I Definition 46 (Split chain Q
k
k
↓↑
e
States(Qk ) with a tuple (F, f, c) where (F, f ) is a face in k-faces(Q) and c is a color.
1. For each 0-offset face (F, f ) in k-faces(Q), let {u} be the color of F , and let the neighbors
e↓↑ ) contains the states (F, f, {u, v1 }), . . . , (F, f, {u, vT })
of u in G be v1 , . . . , vT . States(Q
k
in place of the state (F, f, u).
e↓↑ )
2. For each remaining k-face (F, f ) of Q (i.e. each k-face that isn’t 0-offset), States(Q
k
contains (F, f, image(f )).
e↓↑ ),
For each pair of states (F, f, c), (F 0 , f 0 , c0 ) in States(Q
k
(
e↓↑ [(F, f, c)
Q
k

0

0

0

→ (F , f , c )] =

Q↓↑
[(F,f )→(F 0 ,f 0 )]
k
T
0
0
Q↓↑
k [(F, f ) → (F , f )]

if (F 0 , f 0 ) is 0-offset
otherwise.

Intuitively, we want to split any transition to a 0-offset face in Q into T separate transitions
e↓↑ , since each 0-offset face is also split into T new states.
in Q
k

Figure 5 This figure illustrates the post-split vertices of Definition 46. The new vertices can take
on any F , but their mappings f will be constant functions.

I Definition 47. We say two k-faces (F, f, e) and (F 0 , f 0 , e0 ) have identical base k-faces if
F = F 0 and different base k-faces if F 6= F 0 .
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I Definition 48. Given a state (F, f, e) such that (F, f ) is a 1-offset face, there is a single
vertex v such that f (v) is different from f (u) for all u in F \ {v}. We call this vertex v a
lonely vertex.
In the next lemma, we show that the spectrum of the original Markov chain Q↓↑
k is
↓↑
e
contained in that of Qk .




e↓↑ , and therefore, λ2 (Q↓↑ ) 6 λ2 (Q
e↓↑ ).
I Lemma 49. Spec Q↓↑
⊆ Spec Q
k
k
k
k
The proof can be found in Appendix B.
f↓↑
Stationary Distribution of Q
k

5.3.1

e↓↑ , we first need to compute
If we want to apply the projection and restriction framework to Q
k
its stationary distribution. To do this, we take advantage of the time-reversibility of the high
order random walks, and apply the detailed balance equations. The transition probabilities
e↓↑ are laid out in detail in Appendix A.
in Q
k
e↓↑ is given by:
I Lemma 50. The stationary distribution of the Markov chain Q
k
1
·
|E(G)|
πQ
(x) =
e↓↑
1

k

·

|E(G)|





1
2
1
1
·
s
2
k+1
1

s
k+1

·

wJ
− 1)T wI + wJ
T wI
· k
(2 − 1)T wI + wJ
·

(2k

for x 0-offset
otherwise

Proof. Via the detailed balance equations, we first observe that all vertices with the same
offset have the same stationary distribution. Now, let x be any 0-offset vertex and y be any
1-offset vertex. Using the detailed balance equations, we have:
πQ
e↓↑ (x) ·
k

wI
wJ
= πQ
(y) ·
e↓↑
(k + 1)(s − k)D
(k + 1)(s − k)DT
k

Now, let x be any t-offset vertex, with t > 1, and let y be any (t + 1)-offset vertex. Again,
using the detailed balance equations:
πQ
e↓↑ (x) ·
k

1
1
= πQ
↓↑ (y) ·
e
2(k + 1)(s − k)
2(k + 1)(s − k)
k

From here, we see that all 0-offset faces have one stationary distribution probability, and all
other faces also share the same stationary probability. The relations above tell us that for a
0-offset vertex x, and a t-offset vertex y with t > 1:
πQ
e↓↑ (x)
k

πQ
e↓↑ (y)

=

wJ
T wI

k

Normalizing so that

5.4

P

e↓↑
x∈Q
k

πQ
e↓↑ (x) = 1 gives the desired result.
k

J

Outer Projection and Restriction Chains

e↓↑ into a projection chain and m isomorphic restriction
Now, we can further decompose Q
k
chains, where m = |E(G)|, since we will have one partition element for each edge in G.
e↓↑ ) into m disjoint sets Ω1 ∪ · · · ∪ Ωm , where Ωi = {(F, f, c) |
Formally, we partition States(Q
k
c = ei }.
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The Outer Projection Chain

The partition Ω induces a projection chain ([m], Po ). The state space is [m]. The edge set is
e↓↑ [(F, f, ei ) → (G, g, ej )] > 0}
E(Po ) = {{i, j} | ∃(F, f, ei ) ∈ Ωi and (G, g, ej ) ∈ Ωj s.t. Q
k
In words, we have an edge between i and j if there are transitions from Ωi to Ωj .
We obtain the following lower bound on the spectral gap of Po .
I Lemma 51. The spectral gap of Po is
TwoSidedGap(G)
wJ + T wI
TwoSidedGap(G)
·
>
.
2
wJ + (2k − 1)T wI
2(2k − 1)
A detailed account of the transitional probabilities of the projection chain ([m], Po ) can be
found in Appendix C.1 and the proof of the lemma can be found in Appendix C.2.

5.4.2

The Outer Restriction Chain

Each partition block Ωi induces a restriction chain Ro,i . We show that all restriction chains
Ro,i for i ∈ [m] are isomorphic.
I Lemma 52. For any i 6= j, i, j ∈ [m], the restriction chains Ro,i and Ro,j are isomorphic.
The proof is in Appendix D.1. The transition probabilities of a restriction chain Ro,i is
deduced in Appendix D.2.

5.4.3

Stationary Distribution of Ro,1

To compute the spectral gap of Ro,1 , we will further decompose the chain in the next section.
In order to apply the projection and restriction framework once more to Ro,1 , we must again
compute a stationary distribution.
I Lemma 53. The stationary distribution of the outer restriction chain is given by:

1
1
wJ


for x 0-offset
 s  · 2 · (2k − 1)T w + w
I
J
k+1
πRo,1 (x) =
1
1
T wI


otherwise
 s · · k
2
(2
−
1)T
wI + wJ
k+1
Proof. By Fact 16, Ro,1 is also time-reversible. We proceed using the same analysis we used
for Lemma 50. At the very end, we use a slightly different normalization to get the desired
result.
J

5.5

Inner Projection and Restriction Chains

Now, we are left to study the outer restriction chain, which, for a fixed e ∈ E(G), is composed
e↓↑ ). Again, we further decompose this chain into projection and
of all (F, f, e) in States(Q
k
restriction chains which are easier to analyze.
We group all (F, f, e) with the same F ∈ k-faces(B) into the same restriction state space
ΩF , which induces a projection chain resembling B↓↑ , the down-up walk on k-faces of B, and
a restriction chain resembling a lazy random walk on a (k + 1)-dimensional hypercube.
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5.5.1

The Projection Chain

By defining the projection restriction chains as above, we end up with isomorphic restriction
chains for each F ∈ k-faces(B). Thus, we can identify each of the states of the inner projection
chain PI with some face F ∈ k-faces(S). Let {Fi } be this partition based on face.
Given F, F 0 ∈ k-faces(S), we can only transition from F to F 0 either when F = F 0 , or
when F ∩ F 0 ∈ (k − 1)-faces. This coincides with the feasible transitions in B↓↑ .
We detail the transition probabilities in B↓↑ in Appendix E.2 and are able to obtain the
following bounds on the spectral gap of the outer projection chain:
I Lemma 54. OneSidedGap(PI ) >

1
.
2T (k + 1)

The proof of Lemma 54 can be found in Appendix E.3.

5.5.2

The Restriction Chain

Each restriction chain RI can be treated as a (k + 1)-dimensional hypercube with self loops.
e↓↑ where both F
To see this, note that each restriction chain is a set of states (F, f, e) in Q
k
and e are the same. There are thus 2k+1 states in each restriction chain, since for each x, we
have two choices for f (x). Associating x where f (x) = u to a 0-coordinate in a hypercube
vertex, and x where f (x) = v to a 1-coordinate, gives us a bijection from the restriction
chain to the hypercube.
The transition probabilities are summarized in Appendix F.1, and we show:
I Lemma 55. If we impose uniform weights on the highest order faces,
OneSidedGap(RI ) >

wJ
1
2wJ
>
.
·
2T wI D(k + 1)(s − k)
(k + 1)(s − k)

We defer the proof of Lemma 55 to Appendix F.2. We also give relevant background in
Appendix F.3.

5.6

Rapid Mixing for High Order Random Walks

Now we put together the decomposition theorem, the lower bounds for the spectral gaps of
the project and restriction chains, and Observation 45 to obtain the following lower bound
e↓↑ :
on the two-sided spectral gap of Q
k
I Theorem 56 (Restatement of Theorem 35). The k down-up random walk Q↓↑
k has one-sided
spectral gap,
TwoSidedGap(Q↓↑
k )>

TwoSidedGap(G)
.
64T (k + 1)2 (s − k)(2k − 1)

(2)

Proof. Use OneSidedGap(M ) to denote the spectral gap of a Markov chain M . We deduce
from Lemma 49 and Theorem 17 that

S. Liu, S. Mohanty, and E. Yang

12:21

OneSidedGap(Q↓↑
k )

e↓↑
> OneSidedGap(Q
k )
OneSidedGap(Po ) OneSidedGap(Po )OneSidedGap(Ro,1 )
,
3
3γo + OneSidedGap(Po )



OneSidedGap(Po )
,
3

> min
> min

(Lemma 49)





e↓↑
(Theorem 17 on Q
k )

OneSidedGap(Po )
OneSidedGap(PI )
·
,
3γo + OneSidedGap(Po )
3
OneSidedGap(Po )
OneSidedGap(PI )OneSidedGap(RI )
·
3γo + OneSidedGap(Po )
3γI + OneSidedGap(PI )


(Theorem 17 on Ro,1 ),

where
γo = max max
i∈[m] x∈Ωi

γI =

max

X

e↓↑ (x, y) < 1
Q
k

y∈Ω\Ωi

max

F ∈k-faces(S) x∈V (RI )

X

Ro,1 (x, y) < 1.

y∈V (Ro,1 )\V (RI )

Furthermore, Lemma 51, Lemma 54 and Lemma 55 provide lower bounds for
OneSidedGap(Po ), OneSidedGap(PI ), and OneSidedGap(RI ). If we substitute the spectral-gap
lower bounds, and an upper bound of 1 for both γo and γI , we obtain a lower bound on
OneSidedGap(Q↓↑
k ):
OneSidedGap(Q↓↑
k )>

TwoSidedGap(G)
.
64T (k + 1)2 (s − k)(2k − 1)

(3)

Observation 45 gives a lower bound on 1 − |λmin (Q↓↑
k )| larger than the right hand side of (3),
which immediately lets us upgrade the statement (3) to (2), thus proving the theorem. J
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Transition Probabilities of the Down-Up Walk

If we impose uniform weights at the highest order faces, then
wI = 2H−k
wJ = T 2H−k − (T − 1)
For ease of notation, we use define another variable D = T wI + wJ , which will arise very
often. Note that for the uniform weights case, wJ is only slightly smaller than T wI , which
will help with some of our asymptotics.
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Table 1 Transition Probabilities in Q↓↑
k .
Source

Delete

Target

0-offset

anything

0-offset
1-offset
0-offset
minority
1-offset
1-offset
1-offset
majority
2-offset
t-offset
minority
t − 1-offset
t-offset
t-offset
majority
t + 1-offset

B

Same k-face
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No

Same edge
N/A
N/A
N/A
N/A
N/A
N/A
Yes
Yes
No
No
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes

Probability
1
· wDJ
s−k
1
1
· s−k
· wDJ
k+1
1
1
· s−k · wDI
k+1
1
1
· s−k
· wDI
k+1
1
1
·
· wDJ
k+1
s−k
1
1
·
· wDJ
k+1
s−k
1
1
· s−k · wDI
k+1
1
1
· s−k
· wDI
k+1
1
1
· s−k · wDI
k+1
1
1
· s−k
· wDI
k+1
k
1
· s−k · 12
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k · 12
k+1
1
1
· s−k
· 12
k+1
t
1
· s−k · 12
k+1
1
1
· s−k
· 12
k+1
1
1
·
· 12
k+1
s−k
1
1
·
· 12
k+1
s−k
1
k+1−t
·
· 12
k+1
s−k
1
1
1
· s−k · 2
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k · 12
k+1

Count
1
(s − (k + 1))(k + 1)
(k + 1)T
(k + 1)T (s − (k + 1))
1
s − (k + 1)
1
s − (k + 1)
T −1
(T − 1)(s − (k + 1))
1
(s − (k + 1))k
k
k(s − (k + 1))
1
t(s − (k + 1))
t
t(s − (k + 1))
1
(k + 1 − t)(s − (k + 1))
k+1−t
(k + 1 − t)(s − (k + 1))

f↓↑ : Proof of Lemma 49
Spectrum of Q
k

e↓↑ ,
Given a right eigenvector v of Q↓↑
e of Q
k for eigenvalue λ, we exhibit a right eigenvector v
k
also for eigenvalue λ. Let
(
ve[(F, f, c)] =

v[(F,f )]
T

if (F, f ) is 0-offset

v[(F, f )] otherwise.

We now verify that ve is indeed a right eigenvector of Pe.
Peve[(F, f, c)] =

e↓↑ [(F 0 , f 0 , c0 ) → (F, f, c)]e
Q
v [F 0 , f 0 , c0 ]
k

X
e↓↑
(F 0 ,f 0 ,c0 )∈States(Q
)
k

=

X
e↓↑
(F 0 ,f 0 ,c0 )∈States(Q
)
k
0
0
(F ,f ) 0-offset
X

0
0
e↓↑ [(F 0 , f 0 , c0 ) → (F, f, c)] v[F , f ] +
Q
k
T

e↓↑ [(F 0 , f 0 , c0 ) → (F, f, c)]v[F 0 , f 0 ]
Q
k

e↓↑
(F 0 ,f 0 ,c0 )∈States(Q
)
k
(F 0 ,f 0 ) not 0-offset
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e↓↑
Table 2 Transition Probabilities in Q
k .
Source

0-offset

Delete

Target

Same k-face

0-offset

Yes

0-offset

No

1-offset

Yes

Same edge
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
Yes
No
No
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes
Yes

anything

1-offset

No
Yes

0-offset
No
minority
1-offset

1-offset

1-offset
majority
2-offset
t-offset
minority
t − 1-offset
t-offset
t-offset
majority
t + 1-offset

Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No

Probability
1
s−k

·

wJ
DT

1
k+1

·

1
s−k

·

wJ
DT

1
k+1

·

1
s−k

·

wI
D

1
k+1

·

1
s−k

·

wJ
DT

1
k+1

·

1
s−k

·

wI
D

k
k+1

·

1
s−k

·

1
2

1
k+1

·

1
s−k

·

1
2

t
k+1

·

1
s−k

·

1
2

1
k+1

·

1
s−k

·

1
2

k+1−t
k+1
1
k+1

·

·

1
s−k

1
s−k

·

·

Count
1
T −1
(s − (k + 1))(k + 1)
(T − 1)(s − (k + 1))(k + 1)
(k + 1)
(k + 1)(T − 1)
(k + 1)(s − (k + 1))
(k + 1)(T − 1)(s − (k + 1))
1
T −1
s − (k + 1)
(s − (k + 1))(T − 1)
1
s − (k + 1)
T −1
(T − 1)(s − (k + 1))
1
(s − (k + 1))k
k
k(s − (k + 1))
1
t(s − (k + 1))
t
t(s − (k + 1))
1
(k + 1 − t)(s − (k + 1))
k+1−t
(k + 1 − t)(s − (k + 1))

1
2

1
2

If (F, f, c) is a 0-offset face, then the above quantity is equal to
X

Q↓↑
[(F 0 , f 0 ) → (F, f )] v[F 0 , f 0 ]
k
·
·T +
T
T

(F 0 ,f 0 )∈k-faces(Q)
(F 0 ,f 0 ) 0-offset

Q↓↑
[(F 0 , f 0 ) → (F, f )]
k

X

T

0

0

v[(F , f )]

(F 0 ,f 0 )∈k-faces(Q)
(F 0 ,f 0 ) not 0-offset

=

1
T

X

↓↑

0

0

0

0

Qk [(F , f ) → (F, f )]v[(F , f )]

(F 0 ,f 0 )∈k-faces(Q)

=

1
λv[(F, f )]
T

= λe
v [(F, f, c)].

And if (F, f, c) is not a 0-offset face, then the quantity is equal to
X
X
v[F 0 , f 0 ]
↓↑

0

0

Qk [(F , f ) → (F, f )]·

T

↓↑

·T +

(F 0 ,f 0 )∈k-faces(Q)
(F 0 ,f 0 ) 0-offset

0

0

0

0

Qk [(F , f ) → (F, f )]v[(F , f )]

(F 0 ,f 0 )∈k-faces(Q)
(F 0 ,f 0 ) not 0-offset

=

1
T

X

↓↑

0

0

0

0

Qk [(F , f ) → (F, f )]v[(F , f )]

(F 0 ,f 0 )∈k-faces(Q)

= λv[(F, f )]
= λe
v [(F, f, c)].

Since for every right
v of P, we can exhibit a right eigenvector ve of Pe, we can
 eigenvector

↓↑
e↓↑ .
conclude that Spec Qk ⊆ Spec Q
k
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Spectral Gap of Outer Projection Chain

C.1

Transition Probabilities of Outer Projection Chain

The table below summarizes the types of transition probabilities that occur between i and
j in Po . Each row corresponds to a specific vertex of “Source” type, and provides (1) the
transition probability to a specific vertex of “Target” type (where “Same k-face” denotes a
transition from (F, f ) to (F, f 0 )), and (2) the number of such transitions that occur from the
source.
Source

Target
0-offset

0-offset
1-offset
0-offset
1-offset
1-offset

Same k-face
Yes
No
Yes
No
Yes
No
Yes
No

Probability
wJ
1
· DT
s−k
wJ
1
1
· s−k
· DT
k+1
wI
1
1
· s−k · D
k+1
1
1
· s−k
· wDI
k+1
wJ
1
1
· s−k
· DT
k+1
wJ
1
1
· s−k · DT
k+1
wI
1
1
· s−k · D
k+1
1
1
· s−k
· wDI
k+1

Count in Ωj , j 6= i, (i, j) ∈ E(G)
1
(k + 1)(s − (k + 1))
(k + 1)
(k + 1)(s − (k + 1))
1
s − (k + 1)
1
s − (k + 1)

Using the table, Lemma 50, and the definition of projection chain from [11], the transition
probabilities of Po are:

1
T wI + wJ


·
,
i 6= j, and (i, j) ∈ E(Po ),

k − 1)T w + w ]

2T
[(2
J


 I

T wI + wJ
Po [i → j] = 1 − T − 1 ·
, i = j,

k − 1)T w + w

T
(2
I
J



0
otherwise.

C.2

Proof of Lemma 51

Due to the symmetry of the transition probabilities and the partition Ω, the spectrum of of
Po is easily computed from the spectrum of the following graph L:
V (L) = [m],
E(L) = {(i, j) ∈ E(Po ) | i 6= j}.
I Observation 57. L is the line graph of the base expander G.
Proof. By definition of the partition Ω, there is a natural bijection between vertices in
V (L) and edges in E(G). By construction, (i, j) ∈ E(L) if and only if there exists
e↓↑ ) such that (F, f, ei ) ∈ Ωi and (G, g, ej ) ∈ Ωj . In the chain
{(F, f, ei ), (G, g, ej )} ∈ E(Q
k
↓↑
e , two states (F, f, ei ) and (G, g, ej ) from different partition sets are connected only if they
Q
k
share a common endpoint in G. Thus, {i, j} ∈ E(Po ) only if ei , ej are adjacent in G. The if
direction is straightforward from the construction of Po . So L is the line graph of G.
J
The relationship between Spectrum(L(G)) and Spectrum(G) is also well understood.
I Theorem 58 ([22]). If G is a graph of degree d with n vertices and L(G) its line graph,
then the characteristic polynomials χ(G, λ) and χ(L(G), λ) satisfy
d

χ(L(G), λ) = (λ + 2)n( 2 −1) χ(G, λ + 2 − d).

ITCS 2020

12:26

High-Dimensional Expanders from Expanders

Proof of Lemma 51. Using Observation 57 and Theorem 58, we relate the spectrum of L
to the spectrum of G. Specifically, if λ is an eigenvalue of the normalized adjacency matrix
−2
of G, then λT2T+T
is an eigenvalue of the normalized adjacency matrix of L. From this, one
−2
can deduce that TwoSidedGap(L) = 2TT−2 · TwoSidedGap(G).

Po =


1−

T −1
T


·

(wJ + T wI )
(wJ + (2k − 1)T wI )


·I +

T −1
(wJ + T wI )
·
· Adj(L)
T
wJ + (2k − 1)T wI

It follows that if v, λ is an eigenvector, eigenvalue pair of Adj(L), then


T −1
(wJ + T wI )
T −1
(wJ + T wI )
v, 1 −
·
+λ·
·
T
(wJ + (2k − 1)T wI )
T
wJ + (2k − 1)T wI
is an eigenvector, eigenvalue pair of Po . Therefore,
wJ + T wI
T −1
·
T
wJ + (2k − 1)T wI
TwoSidedGap(G)
wJ + T wI
=
·
.
2
wJ + (2k − 1)T wI

TwoSidedGap(Po ) = TwoSidedGap(L) ·

D

J

Outer Restriction Chains

D.1

Proof of Lemma 52

Let ei , ej ∈ E(G) be the edges corresponding to Ωi , Ωj respectively. Suppose ei = {ui , vi }
and ej = {uj , vj }. Define a map tij : ei → ej to be tij (ui ) = uj , tij (vi ) = vj . Then Ro,i and
Ro,j are isomorphic under the map Mij : Ωi → Ωj , (F, f, ei ) → (F, tij ◦ f, ej ).

D.2

Transition Probabilities of Outer Restriction Chains

Since the restriction chains are isomorphic, we can focus on Ro,1 without loss of generality. Using the decomposition rule given in Section 2.2.1, we can compute the transition
probabilities of Ro,1 :
For all 0-offset (F, f, e1 ), the self loop probability is
T −1
wJ
+
.
T
DT (s − k)
The transition probability to each of its (k + 1)(s − k − 1) adjacent 0-offset neighbors
(F 0 , f, e1 ) is
wJ
.
DT (k + 1)(s − k)
The transition probability to each of its (k + 1)(s − k) non-0-offset neighbors (F 0 , f 0 ) is
wI
.
D(k + 1)(s − k)
For all 1-offset (F, f, e1 ), the self loop probability is
(T − 1)
wI
k
+
+
.
T (k + 1) D(k + 1)(s − k) 2(k + 1)(s − k)

S. Liu, S. Mohanty, and E. Yang

12:27

The transition probability to each of its (s − k) 0-offset neighbors (F 0 , f 0 ) is
wJ
.
DT (k + 1)(s − k)
The transition probability to each of its k non-0-offset neighbors with identical base k-face
(F, f 0 , e1 ) is
1
.
2(k + 1)(s − k)
The transition probability to each of its (s − k − 1) non-0-offset neighbors with a different
base k-face (F 0 , f 0 , e1 ) reached by deleting the lonely4 vertex and adding back a different
lonely vertex is
wI
.
D(k + 1)(s − k)
The transition probability to each of its 2k(s − k − 1) non-0-offset neighbors with a
different base k-face (F 0 , f 0 , e1 ) reached by deleting a non-lonely vertex and adding back
any other vertex is
1
.
2(k + 1)(s − k)
For the remaining (F, f, e1 ), the self loop probability is
1
.
2(s − k)
The transition probability to each of its (k + 1) neighbors with an identical base k-face
(F, f 0 , e1 ) is
1
.
2(k + 1)(s − k)
The transition probability to each of its 2(k + 1)(s − k − 1) neighbors with a different
base k-face (F 0 , f 0 , e1 ) is also
1
.
2(k + 1)(s − k)

E

Spectral Gap of Inner Projection Chain

E.1

Lazy Random Walks

Both the inner projection and the inner restriction chains have self-loops, so it will be useful
to first present some preliminary results on lazy random walks. If we start with Markov chain
f = (Ω, Pe) and wish to add a uniform self loop probability to each state to get Markov
M
chain M = (Ω, P ), we write P as a convex combination of Pe and I:
P = c · I + (1 − c) · Pe, where 0 6 c 6 1
Since this convex combination will appear a few different times throughout this paper, we’ll
prove a basic fact about the spectral gap of P :
4

Recall that “lonely” was defined in Definition 48
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I Lemma 59. For M = (Ω, P ) as defined above:
f)
OneSidedGap(M ) = (1 − c) · OneSidedGap(M
Proof. Let λ be any eigenvalue of Pe, with associated eigenvector v. Then, v is also an
eigenvector for P for eigenvalue:
c + (1 − c) · λ(M )
h
i
 
To see this, P v = c · I + (1 − c) · Pe v = cv+(1−c) Pev = [c + (1 − c) · λ] v. The spectrum
f is a linear shift and scaling of the spectrum of M , and the spectral gap scales by
of M
(1 − c).
J

E.2

Transition Probabilities of Outer Projection Chain

The table below indicates the transition probabilities from a specific face of “Source” type in
Fi to various “Target” faces in Fj for j 6= i. In the last column, we count transitions to any
Fj , rather than a specific Fj ; this made our computations much easier. Due to the symmetry
of the {Fi } partition elements, to get the transition from Fi to a specific Fj , we simply
S
divide the transition probability to j6=i Fj by the number of Fj adjacent to Fi , which is
(k + 1)(s − (k + 1)).
Source

Delete

0-offset

anything
minority

1-offset
majority
minority
t-offset
majority

Target
0-offset
1-offset
0-offset
1-offset
1-offset
2-offset
t-offset
(t − 1)-offset
t-offset
(t + 1)-offset

Probability
wJ
1
1
· s−k
· DT
k+1
wI
1
1
· s−k · D
k+1
wJ
1
1
· s−k
· DT
k+1
1
1
· s−k
· wDI
k+1
1
1
· s−k · 12
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k · 12
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k · 12
k+1

Count in Fj , j 6= i
1
1
1
1
1
1
1
1
1
1

Using the table above, Lemma 53, and the framework of [11], the specific transition probabilities for each state in the projection chain are:
1
[(2k − 2)T + 1]T wI + wJ
p :=
·
to each of its (k+1)(s−(k+1)) neighbors.
T (k + 1)(s − k)
(2k − 1)T wI + wJ
1 − (k + 1)(s − (k + 1))p for self loops, which can be verified to be nonzero.

E.3

Proof of Lemma 54

g
Let B
↓↑ be the non-lazy version (i.e. no self loops) of B↓↑ . Since in our construction, B↓↑
g
is a complete complex, w(F ) is uniform over F ∈ k-faces, so all transitions in B
↓↑ are also
uniform. To understand the spectrum of PI , we can express the transition matrix of PI as:
g
(k + 1)(s − (k + 1))p · B
↓↑ + [1 − (k + 1)(s − (k + 1))p] · 1
g
Luckily, for B↓↑ a complete complex, the spectrum of B
↓↑ is well understood. The following
can be deduced from the main theorem of [14].
I Theorem 60. OneSidedGap(B↓↑ ) >

1
.
(k + 1)
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g
We can now compute the second largest eigenvalue of the non-lazy walk B
↓↑ .
g
I Corollary 61. OneSidedGap(B
↓↑ ) >

1
1
+
.
(k + 1) (k + 1)(s − k − 1)

Proof. Since we are working with a complete complex, all weights on sets of a given size are
1
uniform. Thus, the self-loop probability of B↓↑ is s−k
.
1
1
g
We can next write B↓↑ = s−k · I + (1 − s−k ) · B↓↑ . Using Lemma 59, we conclude that
g
OneSidedGap(B
↓↑ ) =

OneSidedGap(B↓↑ )
1
(1 − s−k
)

We get the desired result after substituting

1
(k+1)

g
as a lower bound for OneSidedGap(B
↓↑ ). J

Proof of Lemma 54. By Lemma 59 again, we have
g
OneSidedGap(PI ) = OneSidedGap(B
↓↑ ) · (k + 1)(s − (k + 1))p.
Substituting for p:

OneSidedGap(PI ) >

 

1
1
s − k − 1 [(2k − 2)T + 1]T wI + wJ
+
·
·
(k + 1)
(k + 1)(s − k − 1)
T (s − k)
(2k − 1)T wI + wJ







1
1
1
+
·
(k + 1)
(k + 1)(s − k − 1)
2T
1
>
2T (k + 1)
>

It can be verified that

F
F.1

s − k − 1 [(2k − 2)T + 1]T wI + wJ
1
is a lower bound on
·
.
2T
T (s − k)
(2k − 1)T wI + wJ

J

Spectral Gap of Inner Restriction Chain
Transition Probabilities of Inner Restriction chain

The transition probabilities can be summarized succinctly:
Source
0-offset
1-offset
t-offset

F.2

Delete
anything
minority
majority
minority
majority

Target
1-offset
0-offset
2-offset
(t − 1)-offset
(t + 1)-offset

Probability
1
1
· s−k
· wDI
k+1
wJ
1
1
· s−k
· DT
k+1
1
1
1
· s−k · 2
k+1
1
1
· s−k
· 12
k+1
1
1
· s−k
· 12
k+1

Proof of Lemma 55

We can also define a related chain U , that has the same state space and transitions as R,
but the self loop probabilities are uniform across all vertices. More precisely:
wI
For all hypercube vertices, the self loop probability is 1 −
. The transition
D(S − k)
probability to each of their (k + 1) neighbors in the hypercube is
wI
.
D(k + 1)(s − k)
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The goal of this section is to bound on the spectral gap of RI . Our approach relates the
spectrum of R to the spectrum of U . Due to the uniformity of the self loop probabilities, the
spectrum of U is easy to compute.
e = 2wJ + wI T (2k+1 − 2). The key bound on OneSidedGap(RI ),
For ease, we will write D
which we provide a proof of in Appendix F.4 is the following:
I Lemma 62.
OneSidedGap(RI ) >

e
wJ
wJ D
· OneSidedGap(U ) >
· OneSidedGap(U ) .
2k+1 · (T wI )2
2T wI

We are able to explicitly compute OneSidedGap(U ) =
conclusion of Lemma 55 is then immediate.

F.3

2wI
D(k+1)(s−k)

(see Lemma 67). The

Variational Characterization of Spectral Gap

We will also use a different, variational characterization of the spectral gap of a time-reversible
Markov chain (Ω, P ), which will prove useful when working with self loops that have different
probabilities. This characterization provides bounds on λ2 without forcing us to analyze the
chain’s entire spectrum [4].
I Definition 63. Let M = (Ω, P ) be a time-reversible Markov chain. For functions f, g :
Ω → R, the Dirichlet form corresponding to M is:
EM (f, g) =

1XX
πM (x)M [x → y] · [f (x) − f (y)][g(x) − g(y)]
2
x∈Ω y∈Ω

We may omit the subscript M when there is no ambiguity.
I Definition 64. Again, let (Ω, P ) be a time-reversible Markov chain with stationary distribution πM . For a functions f : Ω → R, the variance corresponding to M is:
VarM (f ) =

1XX
πM (x)πM (y) · [f (x) − f (y)]2
2
x∈Ω y∈Ω

We may omit the subscript M when there is no ambiguity. This definition is equivalent to
VarM (f ) = EπM [f 2 ] − EπM [f ]2
These definitions are equivalent because for X, Y i.i.d, Var(X) = 21 E[(X − Y )2 ].
I Theorem 65. Let M = (Ω, P ) be a time-reversible Markov Chain. Then:


EM (f, f )
OneSidedGap(M ) = inf
| f : Ω → R, VarM (f ) 6= 0
VarM (f )
Often, we will not be able to compute the exact spectral gap of a chain, but it will
suffice to have a lower bound on it. We can determine whether λ is a lower bound on
OneSidedGap(M ) by checking if it satisfies the Poincaré inequality:
I Definition 66. We say λ > 0 satisfies the Poincaré inequality if for all f : Ω → R:
λ · VarM (f ) 6 EM (f, f )
By the variational characterization of spectral gap, we would also have λ 6 OneSidedGap(M ).
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Proof of Lemma 62

I Lemma 67. Let H be the uniform, non-lazy walk on the (k + 1)-dim. hypercube. Then
2
λ2 (H) = k+1
.
Proof. See [2] for a thorough treatment of Cayley graphs. The (k + 1)-dimensional hypercube
is the Cayley graph derived from the cyclic group Zk+1
.
J
2
I Observation 68. λ(U ) is

2wI
D(k+1)(S−k) .

Proof. Let PH denote the transition matrix of a uniform random walk on a (k+1)-dimensional
hypercube, with no self loops. Then, the transition matrix PU of U can be expressed as:


wI
wI
PU = 1 −
·I +
· PH
D(S − k)
D(S − k)
wI
By Lemma 59, we have λ(U ) = λ(H) · D(S−k)
, so we get the desired result via Lemma 67. J

We also observe that the stationary distribution of U , which we will call πU , is uniform
over the 2k+1 states. The stationary distribution of RI , denoted πRI can also be described
explicitly.
I Observation 69. The stationary distribution πRI of chain RI is
(
πRI (x) =

wJ
2wJ +wI T (2k+1 −2)
T wI
2wJ +T wI (2k+1 −2)

if x ∈ {~0, ~1}
otherwise

Proof. By time reversibility of RI [11], the detailed balance equations imply that for all y that
are t-offset, for t > 1, the stationary probability πRI (y) is the same, and πRI (~0) = πRI (~1).
Let x be 0-offset and y be 1-offset. Again, by time-reversibility of Ri and detailed balance:
wI
wJ
= πRI (y) ·
D(k + 1)(S − k)
DT (k + 1)(S − k)
P
This tells us πRI (x) = TwwJI · πRI (y). Solving for x∈{0,1}k+1 πRI (x) = 1 gives the desired
result.
J
πRI (x) ·

e = 2wJ + wI T (2k+1 − 2).
Recall that we write D
Proof of Lemma 62. Let g be a real-valued function over the k-faces of LocalDensifier(G, S).
Using Theorem 65, it suffices to prove that for all g,
e
ERI (g, g)
wJ D
EU (g, g)
> k+1
·
2
VarRI (g, g)
2
· (T wI ) VarU (g, g)
First, we compute both EU (g, g) and ER (g, g).
EU (g, g) =

1
2

X

2

πU (x) · [g(x) − g(y)] · PU (x, y)

x,y∈{0,1}(k+1)

1
1
wI
= · (k+1) ·
2 2
D(k + 1)(S − k)

X

2

[g(x) − g(y)]

x,y∈{0,1}(k+1)
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ERI (g, g) =

1
2

X

2

πRI (x) · [g(x) − g(y)] · PRI (x, y)

x,y∈{0,1}(k+1) :x∈{~
0,~
1}

+

1
2

X

2

πRI (x) · [g(x) − g(y)] · PRI (x, y)

x,y∈{0,1}(k+1) :x∈{
/ ~
0,~
1}

X

wJ

x,y∈{0,1}(k+1) :x∈{~
0,~
1}

e
D

1
=
2

2

· [g(x) − g(y)] ·

wI
D(k + 1)(S − k)


+

X

T wI

x∈{0,1}(k+1) :x 1-balanced

e
D

1
2

X

·

2

[g(x) − g(y)] ·

wJ
DT (k + 1)(S − k)

y∈{0,1}(k+1) :y 0-balanced


X

+

1

2(k + 1)(S − k)

2

[g(x) − g(y)] ·

y∈{0,1}(k+1) :y not 0-balanced

1
+
2

>

T wI

X

1
·
2 DD(k
e
+ 1)(S − k)

2

· [g(x) − g(y)] ·

e
D
x,y∈{0,1}(k+1) :x,y ∈{
/ ~
0,~
1}
X
wI wJ

[g(x) − g(y)]

1
2(k + 1)(S − k)

2

x,y∈{0,1}(k+1)

From the above computations, we can conclude that
ERI (g, g) >

2(k+1) · wJ
· EU (g, g)
e
D

Similarly, we can compute both VarU (g) and VarR (g):
X
1
VarU (g) =

πU (x)πU (y)[f (x) − f (y)]2

2
x,y∈{0,1}k+1

1
1
= · 2(k+1)
2 2
VarRI (g, g) =

1
2

X

X

[f (x) − f (y)]2

x,y∈{0,1}k+1

πRI (x)πRI (y)[f (x) − f (y)]2

x,y∈{~
0,~
1}

+

1
2

X

πRI (x)πRI (y)[f (x) − f (y)]2

k+1

x∈{~
0,~
1}, y∈{0,1}
\{~
0,~
1} or
x∈{0,1}k+1 \{~
0,~
1}, y∈{~
0,~
1}

+

1
2

X

πRI (x)πRI (y)[f (x) − f (y)]2

x,y∈{~
0,~
1}

=

1
2

X

wJ2

x,y∈{~
0,~
1}

e2
D

+

[f (x) − f (y)]2 +

(T wI )2

x,y∈{~
0,~
1}

e2
D

1 (T wI )2
6 ·
2
e2
D

X
x∈{~
0,~
1}, y∈{0,1}k+1 \{~
0,~
1} or
x∈{0,1}k+1 \{~
0,~
1}, y∈{~
0,~
1}

X

1
2

1
2

X

T wI wJ

e2
D

[f (x) − f (y)]2

[f (x) − f (y)]2

[f (x) − f (y)]2

x,y∈{0,1}k+1

From the above computations, we can conclude that
VarRI (g) 6

22(k+1) · (T wI )2
VarU (g)
e2
D

Combining this with what we know about ERI (g, g) and EU (g, g), we conclude the lemma.
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P

The cumulative pebbling complexity of a directed acyclic graph G is defined as cc(G) = minP
|Pi |,
i
where the minimum is taken over all legal (parallel) black pebblings of G and |Pi | denotes the number
of pebbles on the graph during round i. Intuitively, cc(G) captures the amortized Space-Time
complexity of pebbling m copies of G in parallel. The cumulative pebbling complexity of a graph
G is of particular interest in the field of cryptography as cc(G) is tightly related to the amortized
Area-Time complexity of the Data-Independent Memory-Hard Function (iMHF) fG,H [7] defined
using a constant indegree directed acyclic graph (DAG) G and a random oracle H(·). A secure
iMHF should have amortized Space-Time complexity as high as possible, e.g., to deter brute-force
password attacker who wants to find x such that fG,H (x) = h. Thus, to analyze the (in)security of
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1

Introduction

The black pebbling game is a powerful abstraction that allows us to analyze the complexity of
functions fG with a static data-dependency graph G. In particular, a directed acyclic graph
(DAG) G = (V, E) can be used to encode data-dependencies between intermediate values
produced during computation e.g., if Lv is the v th intermediate value and Lv := Lj × Li
then the DAG G would include directed edges (i, v) and (j, v) indicating that Lv depends
on the previously computed values Li and Lj . A black pebbling of G is a sequence P =
(P0 , . . . , Pt ) ⊆ V of pebbling configurations. Intuitively, a pebbling configuration Pi describes
the set of data labels that have been computed and stored in memory at time i. The rules of
the pebbling game stipulate that we must have parents(v) = {u : (u, v) ∈ E} ⊆ Pi for each
newly pebbled node v ∈ Pi+1 \ Pi i.e., before we can compute a new data value Lv , we must
first have the labels of each dependent data value Lu available in memory.
Historically, much of the literature has focused on the sequential black pebbling game
where we require that |Pi+1 \ Pi | ≤ 1 for all round i. In recent years, the parallel black
pebbling game has seen renewed interest due to the rapid expansion of parallel computing,
e.g., GPUs, FPGAs. In the more general parallel black pebbling game, there is no such
restriction on the number of new pebbles in each round, i.e., on a parallel architecture, it
is possible to determine Lv for each node v ∈ Pi+1 \ Pi simultaneously since the dependent
data-values are already in memory.
There are several natural ways to measure the cost of a pebbling. The space complexity
of a DAG G asks for a legal pebbling P = (P0 , . . . , Pt ) that minimizes the maximum space
usage maxi≤t |Pi | – even if the time t is exponential in the number of nodes N . Space-time
complexity asks for a legal pebbling P = (P0 , . . . , Pt ) that minimizes the space-time product
t × maxi≤t |Pi |. Alwen and Serbinenko [7] observed that in the parallel black pebbling game,
the space-time of pebbling G×m , m independent copies of a DAG G, does not always scale
linearly with m. In particular, for some DAGs G the total space-time cost of pebbling√G×m
is roughly equal to the space-time cost of pebbling a single instance of G for m = Õ( N )!
Alwen and Serbinenko [7] introduced the notion of the cumulative pebbling cost cc(G)
of a DAG G to model the amortized space-time costs in the parallel black pebbling game.
P
Formally, the cumulative pebbling cost of a pebbling P is given by cc(P ) = i |Pi | and
cc(G) = minP cc(P ), where the minimum is taken over all legal (parallel) black pebblings of
G. The cumulative pebbling cost is a fundamental metric that is worth studying. It captures
the amortized space-time cost of pebbling m copies of G in parallel, i.e., in the limit we have
cc(G) = limm→∞ ST (G×m ) /m where the space-time cost of a pebbling P = (P1 , . . . , Pt ) is
ST(P ) = t × maxi |Pi | and the notation G×m denotes a new graph consisting of m disjoint
copies of G.
In this paper, we address the following question:
Given a DAG G, can we (approximately) compute cc(G)?
This is a natural question in settings where we want to evaluate the function fG (with
data-dependency DAG G) on many distinct inputs – cc(G) models the amortized cost of
computing fG . The question is also highly relevant to the cryptanalysis of Data-Independent
Memory-Hard Functions (iMHFs). In the context of password hashing we want to find a
(constant indegree) DAG G with maximum cumulative pebbling complexity, e.g., to maximize
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the cost of a brute-force attacker who wants to evaluate the function fG on every input in a
password cracking dictionary. Thus, given a DAG G one might wish to lower-bound cc(G)
before using G in the design of a memory-hard password hashing algorithm.

Cumulative Pebbling Complexity in Cryptography
In many natural contexts such as password hashing and Proofs of Work, it is desirable to
lower bound the amortized space-time cost, e.g., in the random oracle model it is known
that the cumulative memory complexity of a (side-channel resistant) iMHF fG,H is Ω(cc(G)),
where fG,H is a labeling function defined in terms of the DAG G and a random oracle H [7].
Thus, in the field of cryptography there has been a lot of interest in designing constant
indegree graphs with cumulative pebbling cost cc(G) as large as possible and in analyzing
the pebbling cost cc(G) of candidate iMHF constructions fG,H , e.g., see [2, 5, 3, 6, 4, 14].
From an asymptotic standpoint many of the open questions have been (nearly) resolved.
Alwen and Blocki [2] showed that for any
DAG G with N nodes and constant indegree

2
we have cc(G) = O N log log N/ log N , while Alwen et al. [5, 4] gave constructions with
cc(G) = Ω(N 2 / log N ). For Argon2i, the winner of the password hashing competition,
we

have the upper bound cc(G) = O N 1.767 and the lower bound cc(G) = Ω̃ N 1.75 [14].
Most of these upper/lower bounds exploited a relationship between cc(G) and a combinatorial property called depth-robustness. A DAG G = (V, E) is (e, d)-reducible if we can
find a subset S ⊆ V with |S| ≤ e such that any directed path P in G of length d contains at
least one node in S. On the other hand, if G is not (e, d)-reducible, then we say that G is
(e, d)-depth robust. Depth-robustness is known to be both necessary [2] and sufficient [5] for
secure iMHFs. In particular,
any (e, d)-reducible DAG
 G with N nodes and indegree indeg(G)

has cc(G) ≤ ming≥d eN + gN × indeg(G) +

N 2d
g

[2] while any (e, d)-depth robust DAG G

has cc(G) ≥ ed [5]. The later observation was used to build a constant indegree graph G
with cc(G) = Ω(N 2 / log N ) by showing that the constructed G is (Ω(N/ log N ), Ω(N ))-depth
robust. The former observation was used to prove that any constant indegree graph has
cc(G) = O N 2 log log N/ log N by exploiting
the observation that any such DAG G is

O (N log log N/ log N ) , Ω(N/ log2 N ) -reducible (simply set g = O (N log log N/ log N ) in
the above [2] bound).
Although many of the open questions have been (nearly) resolved from an asymptotic
standpoint, from a concrete security standpoint for all practical iMHF candidates G, the
best known upper and lower bounds on cc(G) differ by several orders of magnitude. In
fact, Blocki et al. [11] recently found that for practical parameter settings (N ≤ 224 ),
Argon2i provides better resistance to known pebbling attacks than DRSample [4] despite
the fact that DRSample
(cc(G) = Ω(N 2 / log N )) is asymptotically superior to Argon2i

(cc(G) = Ω̃ N 1.75 ). Of course it is certainly possible that an improved pebbling strategy
for Argon2i will reverse this finding tomorrow making it difficult to provide definitive
recommendations about which construction is superior in practice.
Given a DAG G, one might try to resolve these questions directly by (approximately)
computing cc(G). Blocki and Zhou [15] previously showed that the problem of computing
cc(G) is NP-Hard. However, their result does not even rule out the existence of a (1 + ε)approximation algorithm for any constant ε > 0.
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1.1

Our Contributions

Our main result is the hardness of any constant factor approximation to the cost of graph
pebbling even for DAGs with constant indegree1 .
I Theorem 1. Given a DAG G with constant indegree, it is Unique Games hard to approximate cc(G) within any constant factor. (See Theorem 13.)
Along the way to proving our main result, we show that for any constant k > 0, ε > 0,
given a constant indegree graph G, it is Unique Games hard to distinguish between the
following two cases: (1) G is (e1 , d1 )-reducible with e1 = N 1/(1+2ε) /k and d1 = kN 2ε/(1+2ε)
and (2) G is (e2 , d2 )-depth-robust with e2 = (1 − ε)ke1 and d2 = 0.9N (1+ε)/(1+2ε) . This
intermediate result (see Corollary 8) generalizes a result of Svensson [45], who proved an
analogous result for DAGs G with arbitrarily large indegree indeg(G) = O (N ).
Corollary 8 may be of independent interest as depth-robust graphs have found many other
applications in cryptography including Proofs of Sequential Work [37], Proofs of Space [24],
Proofs of Replication [39, 25] and (relaxed) locally correctable codes for computationally
bounded channels [10, 12]. Testing the depth-robustness of a DAG G is especially relevant to
the analysis of (tight) Proofs of Space/Replication – several constructions rely on (unproven)
conjectures about the concrete depth-robustness of particular DAGs e.g., see [16, 25].

1.2

Technical Ingredients

To prove our result we use three technical ingredients. The first ingredient is a reduction of
Svensson [45] that it is Unique Games hard to distinguish between a DAG G (with indeg(G) =
O (N )) that is (e1 , d1 )-reducible or (e2 , d2 )-depth-robust. The second technical ingredient
is γ-Extreme Depth-Robust Graphs [6] with bounded indegree. We use γ-Extreme DepthRobust Graphs to modify the construction of Svensson [45] and show that the same result
holds for graphs with much smaller indegree. Finally, we use low depth superconcentrators
to boost the lower bound on cc to min{e2 N, d2 N }/8 instead of e2 d2 in the case the graph is
(e2 , d2 )-depth robust. We prove that this can be done without significantly increasing the
pebbling cost in the case the graph is (e1 , d1 )-reducible.

1.2.1

Technical Ingredient 1

Our first technical ingredient is a result of Svensson [45], who proved that for any constant
k > 0, ε > 0, it is Unique Games hard to distinguish between the following two cases (1)
G is (e1 , d1 )-reducible with e1 = N/k and d1 = k, or (2) G is (e2 , d2 )-depth robust with
e2 = N (1−1/k) and d2 = Ω(N 1−ε ). To prove this, Svensson gave a reduction that transforms
from any instance of Unique Games U to a directed acyclic graph GU on N nodes such
that GU is (e1 , d1 )-reducible for e1 ≈ N/k and d = k if U is satisfiable. Otherwise, if U
is unsatisfiable, it can be shown that GU is (e2 , d2 )-depth robust. This is a potentially
useful starting point because the pebbling complexity of a graph GU is closely related
to its depth-robustness. In particular, in the second case, a result of Alwen et al. [5]
establishes that cc(G
 U ) ≥ e2 d2 and in the first case,a result of Alwen and Blocki shows that
cc(GU ) ≤ ming≥d1 e1 N + gN × indeg(GU ) +

1

N 2 d1
g

[2].

Each node v in a data-dependency DAG G model an atomic unit of computation. Thus, in practice we
expect G to have indegree 2 or 3. If Lv = g(Lv1 , . . . , Lvk ) is a function of k  2 previously computed
values Lv1 , . . . , Lvk then we would have generated several additional intermediate data-values while
evaluating g(·). These data-values should have been included as nodes in G which is supposed to have a
node for every intermediate data-value.
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Challenges of Applying Svensson’s Construction
While the pebbling complexity of GU is related to depth-robustness, there is still a vast
gap between the upper/lower bounds. In particular, in Svensson’s construction we have
indeg(GU ) = O (N ), so the gN × indeg(GU ) term could be as large as gN 2  e2 d2 . Thus,
we would need to be able to reduce the indegree significantly to obtain a gap between cc(GU )
in the two cases. (In fact, we can show the that pebbling cost is exactly cc (GU ) = N (L+1)
2
independent of the Unique Games instance U – see Lemma 17 in the appendix.) We remark
that a naïve attempt to reduce indegree in Svensson’s construction GU by replacing every node
v (as in [5]) with a path of length N + indeg(v) would result in a constant indegree graph G0U
0
with N 0 ≈ 2N 2 nodes that will not be useful for our purposes.
√
 The new graph GU would
√ be

0
(e1 , d1 )-reducible in the first case with e1 = N/k = O
N /k and d1 = 2kN = O
N 0k .
In the second case, the DAG G0U would be (e2 , d2 )-depth
robust with e2 ≈
 ke1 and d2 =


02
O N 01−ε/2 . We would now have cc(G0U ) ≤ ming≥d1 e1 N 0 + 2gN 0 + N g d1 = ω(e1 N 0 ) for
our upper bound while the lower bound is at most e2 d2 ≈ ke1 N 01−ε/2 . At the end of the
day, the graph GU is still quite far from what we need.

1.2.2

Technical Ingredient 2: γ-Extreme Depth-Robust Graphs

It does not seem to be possible to obtain a suitable graph GU by applying indegree reduction
techniques to Svensson’s Construction in a black-box manner. Instead, we open up the
black-box and show how to reduce the indegree using a recent technical result of Alwen
et al. [6]. A DAG Gγ,N on N nodes is said to be γ-extreme depth-robust if it is (e, d)-depth
robust for any e, d > 0 such that e + d ≤ (1 − γ)N . Alwen et al. [6] showed that for any
constant γ > 0, there exists a family {Gγ,N }∞
N =1 of γ-extreme depth robust DAGs with
maximum indegree O (log N ). While Alwen et al. [6] were not focused on outdegree, it is
not too difficult to see that their construction yields a single family of DAGs with maximum
indegree and outdegree O (log N ).
In Svensson’s construction, the DAG GU is partitioned into L = N 1−ε symmetric layers
i.e., if u` (the copy of node u in layer `1 ) is connected to v`2 (the copy of node v in layer
`2 > `1 ) then for any layers
 i < j ≤ L, the directed edge (ui , vj ) exists. The fact that
this edge is “copied” O L2 times for every pair of layers i < j significantly increases the
indegree. However, Svensson’s argument that GU is depth-robust in the second case relies on
the existence of each of these edges. To reduce the indegree we start with a γ-extreme depth
robust DAG Gγ,L on L nodes and only keep edges between nodes ui and vj in layers i and j
if there is a path of length ≤ 2 between nodes i and j in Gγ,L . The new graph can
 also be
shown to have degree at most O (indeg(GL ) × outdeg(GL ) × N/L) = O N ε log2 N . Despite
the fact that the indegree is vastly reduced, we are still able to modify Svensson’s argument
to prove that (for a suitable constant γ > 0) our new graph is still (e2 , d2 )-depth robust with
e2 ≈ ke1 and d2 = O N 1−ε – note that the new graph is clearly still (e1 , d1 )-reducible if U
is satisfiable since we only remove edges from Svensson’s construction.
We can then apply the generic black-box indegree reduction of [5] to reduce the indegree to
2 by replacing every node with a path of length N 2ε . This established our first technical result
that even for constant indegree DAGs, it is Unique Games hard to distinguish between the
following two cases: (1) G is (e1 , d1 )-reducible with e1 = N 1/(1+2ε) /k and d1 = kN 2ε/(1+2ε) ,
and (2) G is (e2 , d2 )-depth-robust with e2 = (1 − ε)ke1 and d2 = 0.9N (1+ε)/(1+2ε) .
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1.2.3

Technical Ingredient 3: Superconcentrators

Although indegree reduction is a crucial step toward showing hardness of approximation for
graph pebbling complexity, we still cannot apply known results that relate (e1 , d1 )-reducibility
and (e2 , d2 )-depth robustness to pebbling complexity, since there is still no gap between the
pebbling complexity of the two cases. In particular, we are always stuck with the e1 N term
in the upper bound of [2] which is already much larger than the lower bound e2 d2 from [6].
To overcome this result we rely on superconcentrators. A superconcentrator is a graph that
connects N input nodes to N output nodes so that any subset of k inputs and k outputs
are connected by k vertex disjoint paths. Moreover, the total number of edges in the graph
should be O (N ).
Blocki et al. [11] recently proved that G0 , the superconcentrator overlay of an (e, d)-depth
robust graph, has pebbling cost cc(G0 ) ≥ max{eN, dN }/8, which is a significant improvement
on the lower bound cc(G0 ) ≥ ed when e = o(N ) and d = o(N ). This allows us to increase
the lower-bound in case 2, but we need to be careful that we do not significantly increase the
pebbling cost in case 1. To do this we rely on the existence of superconcentrators with depth
O (log N ) [40] and we give a significantly improved pebbling attack on the superconcentrator
overlay DAG G0 in case 1 when the original graph is (e1 , d1 )-reducible. With the improved
pebbling attack, we are able to show that cc(G) ≥ e1 kN/16 in case 2 and that cc(G) ≤ 16e1 N
in case 1. Since k is an arbitrary constant, this implies that it is Unique Games hard to
approximate cc(G) to within any constant factor c > 0.

2

Related Work

Pebbling games have found a number of applications under various formulations and models
(see the survey [38] for a more thorough review). The sequential black pebbling game was
introduced by Hewitt and Paterson [29], and by Cook [19] and has been particularly useful
in exploring space/time trade-offs for various problems like matrix multiplication [47], fast
fourier transformations [43, 47], integer multiplication [46] and many others [17, 44]. In
cryptography it has been used to construct/analyze Proofs of Space [24, 41], Proofs of
Work [23, 37] and Memory-Hard Functions [26]. Alwen and Serbinenko [7] argued that the
parallel version of the black pebbling game was more appropriate for Memory-Hard Functions
and they proved that any iMHF attacker in the parallel random oracle model corresponds to
a pebbling strategy with equivalent cumulative memory cost.
The space cost of the black pebbling game is defined to be maxi |Pi |, which intuitively
corresponds to minimizing the maximum space required during computation of the associated
function. Gilbert et al. [27] studied the space-complexity of the black-pebbling game and
showed that this problem is PSPACE-Complete by reducing from the truly quantified boolean
formula (TQBF) problem. In our case, the decision problem is cc(G) ≤ k is in NP because
the optimal pebbling strategy cannot last for more than N 2 steps since any graph with N
nodes has cc(G) ≤ N 2 .

Red-Blue Pebbling
Given a DAG G = (V, E), the goal of the red-blue pebbling game [30] is to place pebbles on
all sink nodes of G (not necessarily simultaneously) from an empty starting configuration.
Intuitively, red pebbles represent values in cache and blue pebbles represent values stored
in memory. Blue pebbles must be converted to red pebbles (e.g., loaded into cache) before
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they can be used in computation, but there is a limit m (cache-size) on the number of redpebbles that can be used. Red-blue pebbling games have been used to study memory-bound
functions [22] (functions that incur many expensive cache-misses [1]).
Ren and Devadas introduced the notion of bandwidth hard functions and used the red-blue
pebbling game to analyze the energy cost of a memory hard function [42]. In their model,
red-moves (representing computation performed using data in cache) have a smaller cost cr
than blue-moves cb (representing data movements to/from memory) and a DAG G on N
nodes is said to be bandwidth hard if any red-blue pebbling has cost Ω(N · cb ). Ren and
Devadas showed that the bit reversal graph [35], which forms the core of iMHF candidate
Catena-BRG [26], is maximally bandwidth hard. Subsequently, Blocki et al. [13] gave a
pebbling reduction showing that any attacker random oracle model (pROM) can indeed be
viewed as a red-blue pebbling with equivalent cost. They also show that it is NP-Hard to
compute the minimum cost red-blue pebbling of a DAG G i.e., the decision problem “is the
red-blue pebbling cost ≤ k?” is NP-Complete (A result of Demaine and Liu [20, 36] implies
that the problem is PSPACE-Hard to compute the red-blue pebbling cost when cr = 0 i.e.,
computation is free). In general, the red-blue cost of G is always lower bounded by cr N and
upper-bounded by 2cb N + cr N . The question of a more efficient c-approximation algorithm
for c = o(cb /cr ) remains open.

Unique Games
Recently, the Unique Games Conjecture and related conjectures have received a lot of
attention for their applications in proving hardness of approximation. Khot et al. [32]
showed that the Goemans-Williamson approximation algorithm for Max-Cut [28] is optimal,
assuming the Unique Games Conjecture. Khot and Regev [34] showed that Minimum Vertex
Cover problem is Unique Games hard to solve within a factor of 2 − ε, which is nearly tight
from the guarantee that a simple greedy algorithm gives. The Unique Games Conjecture
also leads to tighter approximation hardness for other problems including Max 2-SAT [32]
and Betweenness [18]. Although a previous stronger version of the conjecture asked whether
Unique Games instances required exponential time algorithms in the worst case, Arora
et al. [8] gave a subexponential time algorithm for Unique Games. Lately, focus has also
been drawn toward studying the related Label Cover Problem, such as the 2-Prover-1-Round
Games, i.e. the 2-to-1 Games Conjecture [21] and the 2-to-2 Games Conjecture [33].

3

Preliminaries

We use the notation [N ] to denote the set {0, 1, . . . , N − 1}. Given a directed acyclic
graph G = (V, E) and a node v ∈ V , we use parents(v) = {u : (u, v) ∈ E} (resp.
children(v) = {u : (v, u) ∈ E}) to denote the parents (resp. children) of node v. We use
indeg(v) = |parents(v)| (resp. outdeg(v) = |children(v)|) to denote the number of incoming
(resp. outgoing) edges into (resp. out of) the vertex v. We also define indeg(G) = max indeg(v)
v∈V

and outdeg(G) = max outdeg(v). Given a set S ⊆ V of nodes, we use G − S to refer to
v∈V

the graph obtained by deleting all nodes in S and all edges incident to S. We also use
G[S] = G − (V \ S) to refer to the subgraph induced by the nodes S, i.e., deleting every other
node in V \ S. Given a node v 6∈ S, we use depth(v, G − S) to refer to the longest directed
path in G − S ending at node v and we use depth(G − S) = maxv6∈S depth(v, G − S) to refer
to the longest directed path in G − S. Given a subset B, we will also use depthB (v, G − S) to
refer to the maximum number of nodes in the set B contained in any directed path in G − S
that ends at node v. We define depthB (G − S) = maxv6∈S depthB (v, G − S) analogously.
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I Definition 2 (Unique Games). An instance U = (G = (V, W, E), [R], {πv,w }v,w ) of Unique
Games consists of a regular bipartite graph G(V, W, E) and a set [R] of labels. Each edge
(v, w) ∈ E has a constraint given by a permutation πv,w : [R] → [R]. The goal is to output a
labeling ρ : (V ∪ W ) → [R] that maximizes the number of satisfied edges, where an edge is
satisfied if ρ(v) = πv,w (ρ(w)).
I Conjecture 3 (Unique Games Conjecture, [31]). For any constants α, β > 0, there exists
a sufficiently large integer R (as a function of α, β) such that for Unique Games instances
with label set [R], no polynomial time algorithm can distinguish whether: (1) the maximum
fraction of satisfied edges of any labeling is at least 1 − α, or (2) the maximum fraction of
satisfied edges of any labeling is less than β.

Graph Pebbling
The goal of the (black) pebbling game is to place pebbles on all sink nodes of some input
directed acyclic graph (DAG) G = (V, E). The game proceeds in rounds, and each round i
consists of a number of pebbles Pi ⊆ V placed on a subset of the vertices. Initially, the graph
is unpebbled, P0 = ∅, and in each round i ≥ 1, we may place a pebble on v ∈ Pi if either
all parents of v contained pebbles in the previous round (parents(v) ⊆ Pi−1 ) or if v already
contained a pebble in the previous round (v ∈ Pi−1 ). In the sequential pebbling game, at
most one new pebble can be placed on the graph in any round (i.e., |Pi \Pi−1 | ≤ 1), but this
restriction does not apply in the parallel pebbling game.
k
We use PG to denote the set of all valid parallel pebblings of G. The cumulative cost of a
k
pebbling P = (P1 , . . . , Pt ) ∈ PG is the quantity cc(P ) := |P1 | + . . . + |Pt | that represents the
sum of the number of pebbles on the graph during every round. The (parallel) cumulative
pebbling cost of G, denoted cc(G) := minP ∈P k cc(P ), is the cumulative cost of the best legal
G
pebbling of G.
A DAG G is (e, d)-reducible if there exists a subset S ⊆ V of size |S| ≤ e such that
depth(G − S) < d. That is, there are no directed paths containing d vertices remaining, once
the vertices in the set S are removed from G. If G is not (e, d)-reducible, we say that it is
(e, d)-depth robust.

4

Reduction

Svensson [45] showed that for any constant k,  > 0 it is Unique Games hard to distinguish
between whether a DAG G is (e1 , d1 )-reducible for e1 = N/k and d1 = k or G is (e2 , d2 )-depth
robust with e2 = N (1 − 1/k) and d2 = Ω(N 1−ε ). To prove this, Svensson showed how to
transform a Unique Games instance U = (G = (V, W, E), [R], {πv,w }v,w ) into a graph GU
such that GU is (e1 , d1 )-reducible if it is possible to satisfy 1 − α fraction of the edges and
GU is (e2 , d2 )-depth robust if it is not possible to satisfy β-fraction of the edges. To obtain
inapproximability results for cc, it is crucial to substantially reduce the indegree of this
construction.

4.1

Review of Svensson’s Construction

To construct GU , Svensson first constructs a layered bipartite DAG ĜU , which encodes
the unique games instance U and later transforms ĜU into the required DAG GU . For
completeness, we provide a full description of the DAG ĜU in the appendix. We will focus
our discussion here on the essential properties of the DAG ĜU .
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The graph ĜU has a number of bit-vertices B partitioned into bit-layers B = B0 ∪ . . . ∪ BL ,
where Bi is the set of bit-vertices in bit-layer i. Each Bi can be partitioned into sets Bi,w
for w ∈ W . Similarly, ĜU has a number of test-vertices T partitioned into test-layers
T = T0 ∪ . . . ∪ TL−1 , where Ti is the set of test-vertices in test-layer i. Outgoing edges for
test-layer T` must be directed into a bit vertex in layer B`0 with `0 > `. Similarly, outgoing
edges from B` must be directed into a test vertex in layer T`0 with `0 ≥ `. Each Ti can be
partitioned into sets Ti,v for v ∈ V . The constraints in our Unique Games instance U are
encoded as edges between the bit vertices and test vertices. We use N = |T | to denote the
total number of test nodes and remark that the parameter L is set such that L ≥ N 1− .
ĜU also displays symmetry between the layers in the sense that B` = {b`1 , . . . , b`m } and
T` = {t`1 , . . . , t`p }, so that the number of bit-vertices in each bit-layer is the same and the
number of test-vertices in each test-layer is the same.

Symmetry
In Svensson’s construction, we have exactly m bit vertices in every layer B` = {b`1 , . . . , b`m }
and exactly p test vertices in every layer T` = {t`1 , . . . , t`p }. The edges between B` and T` (resp.
T` and B`+1 ) encode the edge constraints in the unique games instance U. Furthermore,
the construction is symmetric so that directed edge (b`i , t`j ) exists if and only if for every
0
`0 ≥ ` the edge (b`i , t`j ) exists. Thus for any `0 ≥ `, the edges between B` and T`0 encode the
constraints in U. Similarly, the directed edge (t`j , b`+1
) exists if and only if any `0 > ` the
i
` `0
edge (tj , bi ) exists. We remark that this means that the indegree of the graph ĜU is at least
L (and can be as large as Ω(N ) in general).

Robustness of ĜU
Svensson argues that if it is possible to satisfy a 1 − α fraction of the constraints in U, then
there exists a subset S ⊆ T of at most |S| ≤ e1 test-vertices such that depthB (ĜU − S) ≤ d1 .
Similarly, if it is not possible to satisfy a β-fraction of the constraints, then for any subset
S ⊆ T of at most |S| ≤ e2 test-vertices, we have depthB (ĜU − S) ≥ d2 . This does not directly
show that ĜU is depth-robust since we are not allowed to delete bit-vertices. However,
one can easily transform ĜU into a graph GU on the N = |T | test nodes such that GU is
(e, d)-depth robust if and only if for all subsets S ⊆ T of |S| ≤ e test vertices in ĜU , we
have depthB (ĜU − S) ≥ d. It is worth mentioning that we can view these guarantees as a
form of weighted depth-robustness where all test-vertices have weight 1 and all bit-vertices
have weight ∞, i.e., if 1 − α fraction of the constraints in U, then we can find a subset S of
nodes with weight weight(S) ≤ e1 such that depth(ĜU − S) ≤ d1 , and if it is not possible
to satisfy β-fraction of the constraints, then for any subset S with weight(S) ≤ e2 we have
depth(ĜU − S) ≥ d1 .

Graph Coloring and Robustness
An equivalent way to view the problem of weighted reducibility (resp. depth-robustness)
is in terms of graph coloring. This view is central to Svensson’s argument. In particular,
if we can find a depth reducing set S ⊆ T of size |S| ≤ e such that depthB (ĜU − S) ≤ d,
then we can define a d-coloring χ : B → [d] of each of the bit-vertices such that the coloring
χ is consistent with every remaining test node v ∈ T \ S. Here, consistency means that
maxb∈parents(v) χ(b) < minb∈children(v) χ(b). In fact, it is not too difficult to see that there is
a subset S ⊆ T of |S| ≤ e test-vertices such that depthB (ĜU − S) ≤ d if and only if there
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is a d-coloring χ such that {v : maxb∈parents(v) χ(b) ≥ minb∈children(v) χ(b)} ≤ e, i.e., given
a d-coloring χ of the bit vertices, we can simply select S = {v : maxb∈parents(v) χ(b) ≥
minb∈children(v) χ(b)} of inconsistent test-vertices and then for every u ∈ B we can inductively
show that depthB (u, ĜU − S) ≤ χ(u).

Brief Overview of Svensson’s Proof
Svensson defines χ(w, i) to denote the largest color that is smaller than the colors of at least
(1 − δ) fraction of the bit-vertices in Bi,w , i.e., χ(w, i) = max{color c : Pr [χ(b) ≥ c] ≥
b∈Bi,w

2

1 − δ}. Suppose that it is not possible to satisfy a β = tδη
2 k 2 -fraction of the constraints
in U for tunable parameters t, η > 0 that are part of Svensson’s construction. The core
piece of Svensson’s proof is demonstrating that if the set S = {v : maxb∈parents(v) χ(b) ≥
minb∈children(v) χ(b)} of inconsistent test-vertices has size |S| ≤ (1 − 32δ)|T |, then we can find
some w ∈ W such that Pr[χ(w, i) > χ(w, i + 1)] ≥ 32δ 2 for some constant c that depends on
various parameters of the construction. Svensson notes that by symmetry of the construction
ĜU , we can assume without loss of generality that χ(i, w) ≤ χ(i + 1, w) for any i ≤ L. We
remark that this will not necessarily be the case after our indegree reduction step. Thus, it
immediately follows that χ uses more than 32|T |δ 2 colors, i.e., depthB (u, ĜU − S) ≥ 32|T |δ 2 .

4.2

Reducing the Indegree

As previously discussed, Svensson’s construction has indegree that is too large for the purposes
of bounding the pebbling complexity by finding a gap between known results implied by
(e1 , d1 )-reducibility and (e2 , d2 )-depth robustness. To perform indegree reduction, we use a
γ-extreme depth-robust graph Gγ,L+1 with L + 1 vertices in a procedure SparsifyGγ,L+1 (ĜU )
to decide which edges in ĜU to keep and which edges to discard. Intuitively, we will keep
the edge (b` , t`0 ) from a bit vertex b` ∈ B` on layer ` ≤ `0 to test vertex t`0 ∈ T`0 on layer
`0 if and only if ` = `0 or Gγ,L+1 contains the edge (`, `0 ). Similarly, we will keep the edge
(t` , b`0 ) from a test vertex t` ∈ T` on layer ` < `0 to bit vertex b`0 ∈ B`0 on layer `0 if and only
if (`, `0 ) ∈ Gγ,L+1 . The result is a new DAG SparsifyGγ,L+1 (ĜU ) with substantially smaller

indegree and outdegree O N ε log2 N instead of O (N ).
Transformation SparsifyGγ,L+1 (ĜU )
Input: An instance ĜU = (V, E) of the Svensson’s construction, whose vertices are
partitioned into L + 1 bit-layers B0 , . . . , BL and L test-layers T0 , . . . , TL−1 , a γ-extreme
depth robust graph Gγ,L+1 = (Vγ = [L + 1], Eγ ).
1. Let G0 = (V, E) be a copy of ĜU .
2. If e = (b, t) is an edge in G, where b ∈ Bi and t ∈ Tj , delete e from G0 if i 6= j and
(i, j) 6∈ Eγ .
3. If e = (t, b) is an edge in G, where b ∈ Bi and t ∈ Tj , delete e from G0 if (j, i) 6∈ Eγ .
Output: G0
We remark that we only delete edges from ĜU . Thus for any subset S ⊆ T of
|S| ≤ e1 test vertices, we have depthB (ĜU − S) ≥ depthB (SparsifyGγ,L+1 (ĜU ) − S). Hence,
SparsifyGγ,L+1 (ĜU ) is certainly not more depth-robust than ĜU . The harder argument is
showing that the graph SparsifyGγ,L+1 (ĜU ) is still depth-robust when our unique games
instance U has no assignment satisfying a β fraction of the edges.
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Assuming that the Unique Games instance is unsatisfiable, Lemma 4 implies that as long
as 32δ 2 |T | test-vertices are consistent with our coloring, we can find some w ∈ W such that
w is locally consistent on at least 32δ 2 L layers, i.e., w is locally consistent on layer ` if ∀`0 > `
we have χ(w, `0 ) > χ(w, `).
The parameters η, t in Lemma 4 are tunable parameters of the reduction.
I Lemma 4. Let χ be any coloring of SparsifyGγ,L+1 (ĜU ). If the Unique Games instance has
2

2
no labeling that satisfies a fraction tδη
2 k 2 of the constraints and at least 32δ |T | test vertices
are consistent with χ, then there exists w ∈ W with

Pr [χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥ 32δ 2 .

`∈[L]

We remark that the proof of Lemma 4 closely follows Svensson’s argument with a few
modifications. While the modifications are relatively minor, specifying these modifications
requires a complete description of Svensson’s construction. We refer an interested reader to
Appendix B for details and for the formal proof of Lemma 4.
Lemma 5 now shows that SparsifyGγ,L+1 (ĜU ) is still depth-robust in case 2. The main
challenge is that after we sparsify the graph, we can no longer assume that χ(w, `0 ) >
χ(w, `) for all `0 > ` without loss of generality, e.g., even if there are many i’s for which
χ(w, i + 1) > χ(w, i) we could have a sequence like χ(w, 1) = 1, χ(w, 2) = 2, χ(w, 3) =
2, χ(w, 4) = 2, χ(w, 5) = 1, χ(w, 6) = 2, . . .. We rely on the fact that Gγ,L+1 is extremely
depth-robust to show that for any sufficiently large subset LC ⊆ [L] of layers for which w
is locally consistent, there must be a subsequence Pw ⊆ LC of length |Pw | ≥ |LC| − γL over
which χ(w, ·) is strictly increasing.
2

I Lemma 5. If the Unique Games instance has no labeling that satisfies a fraction tδη
2 k2
of the constraints and γ ≤ 31δ 2 , then for every set S ⊆ T of at most |S| ≤ (1 − 32δ)|T |
test-vertices the graph G0 = SparsifyGγ,L+1 (ĜU ) has a path of length δ 2 L.
2

Proof. Suppose the Unique Games instance has no labeling that satisfies a fraction tδη
2 k2
of the constraints. Let S contain at most (1 − 32δ)|T | and define the labeling χ(b) =
depthB (b, G0 − S). By Lemma 4, there exists w ∈ W with
Pr [χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥ 32δ 2 .

`∈[L]

Let LC ⊆ [L] denote the subset of layers over which w is locally consistent. We remark that
each ` ∈ LC corresponds to a node in Gγ,L+1 and that Gγ,L+1 [LC] contains a path Pw =
(`1 , . . . , `k ) of length k ≥ |LC| − γL ≥ (32δ 2 − γ)L. We also note that χ(w, `i+1 ) > χ(w, `i ) for
each i < k. Hence, χ(w, `k ) ≥ k, which means that depthB (b, G0 − S) ≥ (32δ 2 − γ)L ≥ δ 2 L
as long as γ ≤ 31δ 2 .
J
Theorem 6, our main technical result in this section, states that it is Unique Games hard
to distinguish between (e1 , d1 )-reducible and (e2 , d2 )-depth robust graphs even for a DAG G
with N vertices and indeg(G) = O N ε log2 N .
I Theorem 6. For any integer k ≥
 2 and constant ε > 0, given a DAG G with N vertices and indeg(G) = O N ε log2 N , it is Unique
hard to distinguish between the
 Games

following cases: (1) (Completeness): G is 1−ε
N,
k
-reducible,
and (2) (Soundness): G is
k
(1 − ε)N, N 1−ε -depth robust.
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Proof. Recall that we can transform G0 = SparsifyGγ,L+1 (ĜU ) into an unweighted graph G
over the N = |T | test-vertices. In particular, we add the edge (u, v) to G if and only if there was
a path of length 2 from u to v in G0 . We remark that the indegree is indeg(G) = O N ε log2 N
and that for any S ⊆ T , we have depth(G − S) ≤ depthB (G0 − S) ≤ depth(G − S) + 1.
Completeness now follows immediately from Theorem 20 under the observation that we
only removed edges from Svensson’s construction. Soundness follows immediately from
Theorem 20 and Lemma 5.
J

Obtaining DAGs with Constant Degree
We can now apply a second indegree reduction procedure IDR(G, γ). For a graph G = (V, E),
the procedure IDR(G, γ) replaces each node v ∈ V with a path Pv = v1 , . . . , vδ+γ , where δ is
the indegree of G. For each edge (u, v) ∈ E, we add the edge (uδ+γ , vj ) whenever (u, v) is
the j th incoming edge of v, according to some fixed ordering. [5] give parameters e2 and d2 so
that IDR(G, γ) is (e2 , d2 )-depth robust if G is (e, d)-depth robust. For a formal description
of IDR(G, γ), see Appendix B. We complete the reduction by giving parameters e1 and d1 so
that IDR(G, γ) is (e1 , d1 )-reducible if G is (e, d)-reducible.
I Lemma 7. There exists a polynomial time procedure IDR(G, γ) that takes as input a DAG G
with N vertices and indeg(G) = δ and outputs a graph G0 = IDR(G, γ) with (δ + γ)N vertices
and indeg(G0 ) = 2. Moreover, the following properties hold: (1) If G is (e, d)-reducible, then
IDR(G, γ) is (e, (δ + γ) · d)-reducible, and (2) If G is (e, d)-depth robust, then IDR(G, γ) is
(e, γ · d)-depth robust.
I Corollary 8. For any integer k ≥ 2 and constant ε > 0, given a DAG G with N vertices
and maximum indegree indeg(G) = 2, it is Unique Games hard to decide whether G is (e1 , d1 )2ε
1
reducible or (e2 , d2 )-depth robust for (Completeness): e1 = k1 N 1+2ε and d1 = kN 1+2ε , and
1

1+ε

(Soundness): e2 = (1 − ε)N 1+2ε and d2 = 0.9N 1+2ε .

5

Putting the Pieces Together

We would now like to apply Theorem 18 and Theorem 19. However, the upper bound
2+2ε
on cc(G) that we obtain from Theorem 18 will not be better than e1 N = k1 N 1+2ε , while
2+ε

the lower bound we obtain from Theorem 19 is just (1 − ε)N 1+2ε , so we do not get our
desirable gap between the upper and lower bounds. We therefore discard Theorem 18 and
Theorem 19 altogether and instead apply a graph transformation with explicit bounds on
pebbling complexity.
I Definition 9 (Superconcentrator). A graph G with O (N ) vertices is called a superconcentrator if there exists N input vertices, denoted input(G), and N output vertices, denoted
output(G), such that for all S1 ⊆ input(G), S2 ⊆ output(G) with |S1 | = |S2 | = k, there are k
vertex disjoint paths from S1 to S2 .
Pippenger gives a superconcentrator construction with depth O (log N ).
I Lemma 10 ([40]). There exists a superconcentrator G with at most 42N vertices, containing
N input vertices and N output vertices, such that indeg(G) ≤ 16 and depth(G) ≤ log(42N ).
Now we define the overlay of a superconcentrator on a graph G (see Figure 1).
I Definition 11 (Superconcentrator Overlay). Let G = (V (G), E(G)) be a fixed DAG with N
vertices and GS = (V (GS ), E(GS )) be a (priori fixed) superconcentrator with N input vertices
input(GS ) = {i1 , · · · , iN } ⊆ V (GS ) and N output vertices output(GS ) = {o1 , · · · , oN } ⊆
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V (GS ). We call a graph G0 = (V (GS ), E(GS ) ∪ EI ∪ EO ) a superconcentrator overlay
where EI = {(iu , iv ) : (u, v) ∈ E(G)} and EO = {(oi , oi+1 ) : 1 ≤ i < N } and denote as
G0 = superconc(G).
We will denote the interior nodes as interior(G0 ) = G0 \ (input(G0 ) ∪ output(G0 )) where
input(G0 ) = input(GS ) and output(G0 ) = output(GS ). We remark that when using Pippenger’s construction of
 superconcentrators, it is easy to show that superconc(G) is
e + Nd , 2d + log(42N ) -reducible whenever G is (e, d)-reducible, which implies that


42N
N
42N + 2g(42N ) +
(2d + log(42N )) 42N.
cc(superconc(G)) ≤ min e +
g≥d
d
g
For more details, we refer an interested reader to Lemma 24 and Corollary 25 in Appendix D.
However, these results are not quite as strong as we would like. By comparison, we have the
following lower bound on the pebbling complexity from [11]:


eN dN
cc(superconc(G)) ≥ min
,
.
8
8
In Lemma 12 we obtain a significantly tighter upper bound on cc(superconc(G)) with an
improved pebbling strategy described at the end of this section.
I Lemma 12. Let G be n
an (e, d)-reducible graph with N vertices with indeg(G) = o
2. Then
2
24N 2 log(42N )
cc(superconc(G)) ≤ min 2eN + 4gN + 43dN
+
+
42N
log(42N
)
+
N
.
g
g
g≥d

With the improved attack in Lemma 12, we can tune parameters appropriately to obtain
our main result, Theorem 13.
I Theorem 13. Given a DAG G, it is Unique Games hard to approximate cc(G) within any
constant factor.
Proof. Let k ≥ 2 be an integer that we shall later fix and similarly, let ε > 0 be a constant
that we will later fix. Given a DAG G with N vertices, then it follows by Corollary 8
that it is Unique Games hard to decide whether G is (e1 , d1 )-reducible or (e2 , d2 )-depth
1+ε
1
2ε
1
robust for e1 = k1 N 1+2ε , d1 = kN 1+2ε and e2 = (1 − ε)N 1+2ε and d2 = 0.9N 1+2ε . If G
2
is (e1 , d1 )-reducible, then by Lemma 12, cc(superconc(G)) ≤ min {2e1 N + 4gN + 43dg1 N +
24N 2 log(42N )
+42N
g

log(42N )+N }. Observe that 2e1 N =

and sufficiently large N , 4gN +
for sufficiently large N ,
cc(superconc(G)) ≤

43d1 N 2
g

+

24N 2 log(42N )
g

g≥d
2
(2+2ε)/(1+2ε)
,
kN

whereas for g = e1
2+2ε

+ 42N log(42N ) + N ≤ k5 N 1+2ε . Hence

7 2+2ε
N 1+2ε .
k

On the other hand,
if G is (e2 , d2 )-depth robust, then by Lemma 23, cc(superconc(G)) ≥

e2 N d 2 N
min 8 , 8 . Specifically,
cc(superconc(G)) ≥

e2 N
1 − ε 2+2ε
=
N 1+2ε .
8
8

2
Let c > 1 be any constant. Setting ε = 0.1 and k = d 560
9 c e, we get that if G is

(e1 , d1 )-reducible, then cc(superconc(G)) ≤
cc(superconc(G)) ≥
factor of c.

9
80 N

2+2ε
1+2ε

9
80c2 N

2+2ε
1+2ε

but if G is (e2 , d2 )-reducible, then

. Hence, it is Unique Games hard to approximate cc(G) with a
J
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•
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⇒
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•
···

iN

i1

GS

i2

···

i`

G0 = superconc(G)

Figure 1 An example of the superconcentrator overlay G0 = superconc(G). We remark that as
illustrated in GS , for any k inputs and k outputs (highlighted in red), there exist k vertex disjoint
paths in a superconcentrator.

Improved Pebbling Strategy for G0 = superconc(G)
Step 1: Pebble the input nodes input(G0 ) = G.
Step 2: Efficiently pebble interior(G0 ) using the property of superconcentrator.
Step 3: Pebble all nodes in output(G0 ) by alternating between light and ballon phases.
Light Phase - Walk pebble across the interval Ii = [o(i−1)g+1 , oig ] in g steps.
◦ Precondition for the ith light phase:
(1) Pebbles on all nodes v ∈ parents(o(i−1)g+1 ).
(2) Pebbles on all nodes v ∈ parents(Ii ) \ Ii .
(3) Pebbles on the set S where S is a (e, d)-depth reducing set for G.
◦ Postcondition for the ith light phase:
(1) Pebbles on the set S and node oig .
Balloon Phase - Recover all the missing pebbles in input(G0 ) ∪ interior(G0 ) for the
upcoming light phase.
◦ Precondition for the ith balloon phase:
(1) Pebbles on the set S.
(2) Pebble on node oig+1 (the first node in the next light phase interval.)
◦ Postcondition for the ith balloon phase:
(1) Pebbles on all nodes in input(G0 ) ∪ interior(G0 ) = G0 \ output(G0 ).
(2) Pebble on node oig+1 (the first node in the next light phase interval.)
Figure 2 An improved pebbling strategy for G0 = superconc(G). It brought ideas from [2].
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Proof of Lemma 12. We will examine the pebbling cost of superconc(G) for each step shown
in Figure 2.
Step 1: We need to place pebbles on all input nodes in G0 . By Theorem 18, the pebbling
cost of input(G0 ) = G will be upper bounded by2

cc(G) ≤ min
g≥d

eN + 2gN +

N 2d
g


.

Step 2: Start with a configuration with pebbles on every node in input(G0 ). We have that
depth(G0 ) \ input(G0 ) = log(42N ). Therefore, in time log(42N ), we can place pebbles on
every node in input(G0 ) ∪ interior(G0 ). Hence, the total pebbling cost in Step 2 will be at
most 42N log(42N ).
Step 3: The goal for step 3 is to walk a pebble across the output nodes starting from o1
to oN . To save cost during this step, we should alternate light phases and balloon phases
repeatedly N/g times in total since we walk pebble across the interval Ii = [o(i−1)g+1 , oig ]
of length g in output(G0 ) in each phase. Let S be a (e, d)-depth reducing set for G. In
each light phase, to walk a pebble across the interval Ii , we should keep pebbles on S and
parents(Ii ) \ Ii . Since each node in Ii has two parents outside the interval and we keep one
pebble in Ii (the current node) for each step, the maximum number of pebbles to keep
would be |S| + 2g + 1 = e + 2g + 1 for each step. Hence, the maximum pebbling cost to
walk pebble across Ii in ith light phase is (e + 2g + 1)g. In each balloon phase, we recover
the pebbles in input(G0 ) ∪ interior(G0 ) for the next light phase. Since S is a (e, d)-depth
reducing set, we have that depth(G0 \ (S ∪ output(G0 ))) ≤ d + log(42N ). Therefore,
recovering the pebbles will cost at most (d + log(42N ))42N for each balloon phase. Hence,
the total pebbling cost for Step 3 will be at most [(e + 2g + 1)g + (d + log(42N ))42N ] Ng .
Taken together, we have that
cc(superconc2 (G)) ≤ min

n

eN + 2gN +

g≥d

|
≤ min
g≥d

as desired.

n

{z

N
N 2d
+ 42N log(42N ) + [(e + 2g + 1)g + (d + log(42N )42N ]
g
g
| {z }

Step 1

2eN + 4gN +

}

Step 2

|

{z

}

Step 3

24N 2 log(42N )
43dN 2
+
+ 42N log(42N ) + N
g
g

o

o
J
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A

Svensson’s Construction

In this section, we review Svensson’s Construction. Given an instance U of Unique Games,
Svensson first constructs a weighted instance ĜU of the DAG reducibility problem. Recall
that in the weighted DAG reducibility problem, we are given a DAG G with weights on each
node and a target depth d and the goal is to find a minimum weight subset S such that
(G − S) contains no path of length d. Given (e1 , d1 ) and (e2 , d2 ) with e1 < e2 and d1 > d2
a weaker goal is simply to distinguish between the following cases: (1) there is a set S of
weight at most e1 s.t. (G − S) contains no path of length d1 , and (2) for all sets S of weight
at most e2 the graph (G − S) contains a path of length d2 . Svensson constructs ĜU s.t.
distinguishing between these cases allows us to solve the original Unique Games instance U.

A.1

Notation

We first review some notation that is used to describe Svensson’s initial construction. For
x ∈ [k]R and a subset S of not necessarily distinct indices of [R], let
Cx,S = {z ∈ [k]R : zj = xj ∀j ∈
/ S}
denote the sub-cube whose coordinates not in S are fixed according to x. Let
Cx,S,v,w = {z ∈ [k]R : zj = xπv,w (j) ∀πv,w (j) ∈
/ S}
denote the image of the sub-cube Cx,s under πv,w . Similarly, let
⊕
Cx,S
= {z ⊕ 1 : z ∈ Cx,S },

where ⊕ denotes addition modulo k and 1 denotes an R-dimensional vector with all elements
1, and let
⊕
Cx,S,v,w
= {z ⊕ 1 : z ∈ Cx,S,v,w }.
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Construction

In Svensson’s initial construction, nodes are divided into two sets: bit-vertices and testvertices. Bit-vertices are assigned weight infinity to guarantee that these nodes are not
deleted. Test-vertices are assigned weight one. Here, we focus on the construction of ĜU
though the graph ĜU is later transformed into an instance GU of the unweighted DAG
reducibility problem, i.e., distinguishing between the cases that GU is (e1 , d1 )-reducible and
(e2 , d2 )-depth robust is sufficient to solve the original Unique Games instance U. See Figure 3
for a simple example of ĜU along with the transformation to the unweighted instance GU .
The DAG ĜU is defined formally as follows:
For some L to be fixed, there are L + 1 layers of bit-vertices. Each bit-layer ` with
0 ≤ ` ≤ L the DAG ĜU contains bit-vertices b`w,x for each w ∈ W and x ∈ [k]R . Each
bit-vertex is assigned weight ∞.
There are L layers of test-vertices. For each 0 ≤ ` ≤ L − 1, the DAG ĜU contains testvertices t`x,S,v,w1 ,...,w2t for every x ∈ [k]R , every sequence of indices S = (s1 , . . . , sεR ) ∈
[R]εR , every v ∈ V and every sequence (w1 , . . . , w2t ) of 2t not necessarily distinct neighbors
of v. Each test-vertex is assigned weight 1.
If ` ≤ `0 and z ∈ Cx,S,v,wj , then there is an edge from bit-vertex b`wj ,z to test-vertex
0
t`x,S,v,w1 ,...,w2t for each 1 ≤ j ≤ 2t.
0
⊕
If ` > `0 and z ∈ Cx,S,v,w
, then there is an edge from test-vertex t`x,S,v,w1 ,...,w2t to
j
bit-vertex b`wj ,z for each 1 ≤ j ≤ 2t.
If T is the total number of test-vertices, then L is selected so that δ 2 L ≥ T 1−δ .

A.3

Transformation

As mentioned before, in the Svensson’s construction, the bit-vertices are given weight ∞ so
that they are never deleted, and the graph can be simplified in the following manner without
altering the reduction. The transformation to GU is defined formally as follows:
`
For each 0 ≤ ` ≤ L − 1, there exists a vertex vx,S,v,w
for every x ∈ [k]R , every se1 ,...,w2t
εR
quence of indices S = (s1 , . . . , sεR ) ∈ [R] , every v ∈ V and every sequence (w1 , . . . , w2t )
of 2t not necessarily distinct neighbors of v.
If γ is the number of vertices in each layer, then L is selected so that δ 2 L ≥ (γL)1−δ .
0
`
There exists an edge between vx,S,v,w
and vx` 0 ,S 0 ,v0 ,w0 ,...,w0 if and only if ` < `0 and
1 ,...,w2t
1

⊕
there exist i, j such that Cx,S,v,w
∩ Cx0 ,S 0 ,v0 ,wj0 is nonempty.
i

2t

I Example 14. In this example, we will illustrate how to reduce from a Unique Games
instance U to a Svensson’s construction ĜU , and a simplification procedure from ĜU to GU
by examining a simple toy example.
Consider the following Unique Games instance U = (G = (V, W, E), [R], {πv,w }v,w ) with
V = {v1 }, W = {w1 }, E = {(v1 , w1 )}, πv1 ,w1 : {1, 2} → {2, 1}, a labeling ρ : (V ∪ W ) → [R]
such that ρ(v1 ) = 1, ρ(w1 ) = 2, and with the parameters R = 2, k = 2, t = 1, δ = 0.1 and
 = 0.5. Then we have the following observations when constructing ĜU :
Each bit-layer ` with 0 ≤ ` ≤ L contains bit-vertices b`w,x for each w ∈ W and x ∈ [k]R .
Hence, the number of bit-vertices in each layer is |W | × |[k]R | = 1 × 22 = 4. That is, for
each layer i, we have the following bit-vertices:
biw1 ,(11) , biw1 ,(12) , biw1 ,(21) , and biw1 ,(22) .
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Each test-layer ` with 0 ≤ ` ≤ L−1 contains test-vertices t`x,S,v,w1 ,...,w2t for every x ∈ [k]R ,
every sequence of indices S = (s1 , . . . , sεR ) ∈ [R]εR , every v ∈ V and every sequence
(w1 , . . . , w2t ) of 2t not necessarily distinct neighbors of v. Since εR = 1 and v1 has only
one neighbor w1 , the number of test-vertices in each layer is |[k]R |×|S|×|V |×|NG (v1 )2t | =
22 × 2 × 1 × 12 = 8, where NG (v) denotes the set of neighbors of v in a graph G. That is,
for each layer i, we have the following test-vertices (from now on, we omit the subscript
v, w1 , . . . , w2t in this example since there is only one such case for each test-vertex):
ti(11),(1) , ti(12),(1) , ti(21),(1) , ti(22),(1) , ti(11),(2) , ti(12),(2) , ti(21),(2) , and ti(22),(2) .
0

There exists an edge from bit vertex b`w1 ,z to test-vertex t`x,S if ` ≤ `0 and z ∈ Cx,S,v1 ,w1 .
We recall that Cx,S,v1 ,w1 = {z ∈ [k]R : zj = xπv1 ,w1 (j) ∀πv1 ,w1 (j) 6∈ S}. Now it is easy to
see that if S = {1}, z ∈ Cx,S,v1 ,w1 if and only if z1 = x2 , and if S = {2}, z ∈ Cx,S,v1 ,w1 if
and only if z2 = x1 . Therefore, we have an edge from biw1 ,(12) to tj(11),(1) , tj(21),(1) , tj(21),(2) ,
and tj(22),(2) for all 0 ≤ i ≤ j < L, and so on.
0

⊕
There exists an edge from test-vertex t`x,S to bit-vertex b`w1 ,z if ` > `0 and z ∈ Cx,S,v
,
1 ,w1
⊕
where ⊕ denotes addition modulo k = 2 and Cx,S,v1 ,w1 = {z ⊕ 1 : z ∈ Cx,S,v1 ,w1 }. Hence,
for example, if there is an edge from biw1 ,(12) to tjx,S then there should be an edge from
0

tjx,S to bjw1 ,(21) for all j 0 > j since (12) ⊕ 1 = (12) ⊕ (11) = (21).
⊕
When transforming ĜU into GU , we can observe that Cx,S,v
∩ Cx0 ,S 0 ,v1 ,w1 is nonempty if
1 ,w1
and only if there is a path between two test-vertices through one bit-vertex. Taken together,
we have the following structure of graphs reduced from a Unique Games instance U, as shown
in Figure 3.
J

B

Modified Construction

Given an instance ĜU of the Svensson’s construction and a γ-extreme depth-robust graph
Gγ,L+1 = (Vγ = [L+1], Eγ ), we formally define our modified instance G0 = SparsifyGγ,L+1 (ĜU )
in the following manner.
Transformation SparsifyGγ,L+1 (ĜU )
Input: An instance ĜU = (V, E) of the Svensson’s construction, whose vertices are
partitioned into L + 1 bit-layers B0 , . . . , BL and L test-layers T0 , . . . , TL−1 , a γ-extreme
depth robust graph Gγ,L+1 = (Vγ = [L + 1], Eγ ).
1. Let G0 = (V, E) be a copy of ĜU .
2. If e = (b, t) is an edge in ĜU , where b ∈ Bi and t ∈ Tj , delete e from G0 if i 6= j and
(i, j) 6∈ Eγ .
3. If e = (t, b) is an edge in ĜU , where b ∈ Bi and t ∈ Tj , delete e from G0 if (j, i) 6∈ Eγ .
Output: G0
We give an illustration of the Sparsify procedure in Figure 4.
Correspondingly, our modified instance can also be simplified in the following manner
without altering the reduction.
For a input parameter γ, let Gγ,L+1 = (Vγ = [L + 1], Eγ ) be an
graph with L + 1 vertices, which we use [L + 1] to represent.

γ
2 -extreme

depth robust
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Unique Games instance U:
v1

w1

V

W

Reduction ĜU :
..
.
Ti+1

ti+1
(11),(1)

ti+1
(12),(1)

ti+1
(21),(1)

ti+1
(22),(1)

ti(12),(1)

ti(21),(1)

ti(22),(1)

biw1 ,(12)

Transformation GU :
..
.

ti(11),(2)

ti(12),(2)

ti(21),(2)

ti(22),(2)

···
biw1 ,(21)

..
.

i+1
v(12),(1)

i+1
v(21),(1)

i+1
v(22),(1)

i+1
v(11),(2)

···
i
v(11),(1)

bi+1
w1 ,(22)

biw1 ,(22)

..
.

i+1
Layer (i + 1) v(11),(1)

..
.

ti+1
(22),(2)

···

···

biw1 ,(11)

ti+1
(21),(2)

bi+1
w1 ,(21)
···

···
Bi
..
.

ti+1
(12),(2)

···

bi+1
w1 ,(12)

···
ti(11),(1)

ti+1
(11),(2)

···

bi+1
w1 ,(11)

Bi+1

Layer i

πv1 ,w1 : {1, 2} → {2, 1}

..
.

···

Ti

[R] := {1, 2}

i+1
v(12),(2)

i+1
v(21),(2)

···
i
v(12),(1)

i
v(21),(1)

i
v(22),(1)

i
v(11),(2)

i+1
v(22),(2)

···
i
v(12),(2)

i
v(21),(2)

i
v(22),(2)

..
.

Figure 3 An example of reduction ĜU from a Unique Games instance U and a transformation
into GU illutrated in Example 14. We remark that in ĜU and GU , we only drew edges from the
highlighted vertices for simplicity and readability. In GU , we only keep test-vertices from ĜU and
connect two vertices if there is a path between those two through one bit-vertex. Therefore, we can
i
easily check that totally 6 edges (shown in snaked magenta edges) going out from the vertex v(11),(2)
in GU comes from the edges (ti(11),(2) , bi+1
) and (ti(11),(2) , bi+1
) (shown in a snaked red edge)
w1 ,(12)
w1 ,(22)
i+1
i+1
and edges from bw1 ,(12) and bw1 ,(22) to the test layer Ti+1 (shown in snaked blue/green edges) in
ĜU . We also note that the edges starting from the ith bit layer Bi go to every upper test layers Tj
for all j ≥ i. Those edges are represented as dashed ones.
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···

BL

···

TL−1
BL−1
..
.

···

···

···
...

···

B`
..
.

···

···

T0
···

B0

BL−1
..
.

..
.

+

⇒
`

···
..
.
···

···

···

ĜU

0

···
...

···

B`
..
.

···

···
···
..
.

···
···

B0

···
···

···

T`

T0
···

···
···

TL−1
L–1

···

···
..
.

···

BL

···

···

T`

L

···

···

···
···

···

SparsifyGγ,L+1 (ĜU )

Gγ,L+1

Figure 4 A description of the transformation SparsifyGγ,L+1 (ĜU ) where ĜU is Svensson’s construction and Gγ,L+1 is a γ-extreme depth-robust graph. We remark that the edges between the
subsets of nodes indicate that every node in the input subset is connected to every node in the
output subset (in this example, there should be 3 × 3 = 9 edges from B0 to T0 .)
`
For each 0 ≤ ` ≤ L − 1, there exists a vertex vx,S,v,w
for every x ∈ [k]R , every se1 ,...,w2t
εR
quence of indices S = (s1 , . . . , sεR ) ∈ [R] , every v ∈ V and every sequence (w1 , . . . , w2t )
of 2t not necessarily distinct neighbors of v.
If γ is the number of vertices in each layer, then L is selected so that δ 2 L ≥ (γL)1−δ .
0
`
There exists an edge between vx,S,v,w
and vx` 0 ,S 0 ,v0 ,w0 ,...,w0 if and only if ` < `0 , the
1 ,...,w2t
1

2t

⊕
edge (`, `0 ) is in Eγ , and there exist i, j such that Cx,S,v,w
∩ Cx0 ,S 0 ,v0 ,wj0 is nonempty.
i

We first recall the following definition of influence of the ith coordinate:
Infli (f ) = Ex [Var(f )|x1 , . . . , xi−1 , xi+1 , . . . , xR ] .
We now reference the key theorem used in Svensson’s analysis.
I Theorem 15 ([31, 45]). For every ε, δ > 0 and integer k, there exists η > 0 and integers
t, d such that any collection of functions f1 , . . . , ft : [k]R → {0, 1} that satisfies
∀j, E [fj ] ≥ δ
n
o
∀i ∈ [R], ∀1 ≤ `1 6= `2 ≤ t: min Infldi (f`1 ), Infldi (f`2 ) ≤ η

has

Pr 

x,Sε

t
^


fj (Cx,Sε ) ≡ 0 ≤ δ.

j=1

We now show that the transformed graph maintains similar properties as Svensson’s
construction, given an instance of Unique Games. The following statement is analogous to
Lemma 4.7 in [45].
I Reminder of Lemma 4.

Let χ be any coloring of SparsifyGγ,L+1 (ĜU ). If the Unique
2

Games instance has no labeling that satisfies a fraction tδη
2 k 2 of the constraints and at least
2
32δ |T | test vertices are consistent with χ, then there exists w ∈ W with
Pr [χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥ 32δ 2 .

`∈[L]
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Proof of Lemma 4. As in [45], an equivalent formulation of the problem is finding a coloring
χ in {1, 2, . . . , k} to each bit-vertex to minimize the number of unsatisfied test-vertices.
Unlike in [45], we say a test-vertex t`x,S,v,w1 ,...,w2t is satisfied if
max

1≤j≤2t
z∈Cx,S,v,wj

 0 
χ b`wj ,z <

 00 
χ b`wj ,z ,

min

1≤j≤2t
⊕
z∈Cx,S,v,w

j

for all `0 ≤ ` < `00 with (`0 , `00 ) ∈ Eγ , so that all the predecessors of ` are assigned lower
colors than the successors of `.
We also define the color χ(w, `) for w ∈ W and 0 ≤ ` ≤ L as the maximum color that
satisfies


Pr χ(b`w,x ) ≥ χ(w, `) ≥ 1 − δ.
x

For w ∈ W and 0 ≤ ` ≤ L − 1, define the indicator function fw` : [k]R → {0, 1} by

 0 
0
if
χ
b`w,x > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ,
fw` (x) =
1
otherwise.
We call a test-vertex w ∈ W good in test-layer ` if for χ(w, `0 ) > χ(w, `) for every edge of
the form (`, `0 ) in the γ-extreme depth-robust graph Gγ,L+1 = (Vγ = [L + 1], Eγ ).
2

B Claim 16. If the Unique Games instance has no labeling satisfying a fraction tδη
2 k 2 of the
constraints and a fraction 16δ of the vertices of test-layer ` are satisfied, then at least a 2δ
fraction of the vertices are good in test-layer `.
Proof. Let A` be the set of satisfied vertices of test-layer ` so that for all `0 ≤ ` < `00 with
(`0 , `00 ) ∈ Eγ , it follows that




x,S,v,w1 ,...,w2t 
Pr

max

1≤j≤2t
z∈Cx,S,v,wj

 0 
χ b`wj ,z <

 00 
χ b`wj ,z 
 ≥ 16δ,

min

1≤j≤2t
⊕
z∈Cx,S,v,w

j

since at least 16δ fraction of the vertices in A` are satisfied. We call a tuple (v, w1 , . . . , w2t )
good if



Pr 


x,S

max

1≤j≤2t
z∈Cx,S,v,wj

 0 
χ b`wj ,z <

 00 
χ b`wj ,z 
 ≥ 8δ,

min

1≤j≤2t
⊕
z∈Cx,S,v,w

j

for all `0 ≤ ` < `00 with (`0 , `00 ) ∈ Eγ . Observe that at hleast
fraction of the tuples are good.
 8δ
i
0
`0
From the definition of χ(w, ` ), we have that Pr χ bw,x ≥ 1 − δ. Hence for a good
x
tuple, it follows that




2t
 00 
^

7δ ≤ Pr 
max χ(wj , `0 ) <
min χ b`wj ,z 
Pr 
fw` j (Cx,S,v,wj ) ≡ 0 ,
 ≤ x,S
x,S 1≤j≤2t
1≤j≤2t
⊕
z∈Cx,S,v,w

j=1

j

for all `0 ≤ ` < `00 with (`0 , `00 ) ∈ Eγ .
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Therefore by Theorem 15, at least one of the following cases holds:
h i
1. more than t of the functions have E fw` j < δ so that χ(wj , `0 ) > χ(wj , `) for every edge
of the form (`, `0 ) in Eγ , or
2. there exist 1 ≤ `1 6= `2 ≤ t and j ∈ I [w`1 ] , j 0 ∈ I [w`2 ] such that πv,w`1 (j) = πv,w`2 (j 0 ),
where
I[w] = {i ∈ [R] : Infldi (fw` ) ≥ η}.
If Condition 1 holds for at least 12 of the good tuples, or equivalently a 4δ fraction of all
tuples, then at least a 2δ fraction of the test-vertices are good in test-layer ` because we
can pick a vertex wj ∈ W uniformly at random by picking a tuple (v, w1 , . . . , w2t ) and then
taking one of the vertices w1 , . . . , w2t at random. Conditioned on the (at least) 2δ probability
that the tuple is good and satisfies Condition 1, the probability that χ(wj , `0 ) > χ(wj , `)
for every edge of the form (`, `0 ) in Eγ for the sampled vertex wj is at least 12 . Therefore,
Pr [χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥ 2δ, so that at least 2δ fraction of the
w
test-vertices are good in test-layer `.
By way of contradiction, we can show that if Condition 2 were to hold for more than
half of the good tuples, the assumption that the Unique Games instance has no labeling
2
satisfying a fraction tδη
2 k 2 of the constraints is violated. The argument holds exactly as Claim
4.8 in [45], but we repeat it here for completeness.
For every w ∈ W , let ρ(w) be a random label from I[w]. For every v ∈ V , let w be
a random neighbor of v and let ρ(v) = πv,w (ρ(w)). If Condition 2 holds for half of the
good tuples, then a random tuple has this property with at least probability 4δ. Thus
with probability at least 4t12 , w = w`1 and w0 = w`2 for w, w0 randomly picked from the
2

set {w1 , . . . , w2t }. Moreover, [45, 9] observes that with probability at least kη2 , the labeling
procedure defines j = ρ(w) and j 0 = ρ(w0 ). Hence if Condition 2 holds for half of the good
tuples,
Pr 0 [πv,w (ρ(w)) = πv,w0 (ρ(w0 ))] ≥

v,w,w

4δη 2
,
4t2 k 2

so that over the randomness of the labeling procedure,
Pr [ρ(v) = πv,w (ρ(w))] ≥

(v,w)

δη 2
,
t2 k 2

which contradicts the assumption that the Unique Games instance has no labeling satisfying
2
a fraction tδη
C
2 k 2 of the constraints is violated.
Consider a subgraph induced by all bit-vertices and a fraction 32δ of the test-vertices and
consider the minimum number of colors required for a coloring χ to satisfy the 32δ fraction
of the test-vertices. Since at least 16δ fraction of the test-vertices are good in at least 16δ
fraction of the test-layers, then by Claim 16,
Pr
`∈[L],w∈W

[χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥ 16δ · 2δ = 32δ 2 .

Therefore, there exists w ∈ W with Pr [χ(w, `0 ) > χ(w, `) for all `0 > ` with (`, `0 ) ∈ Eγ ] ≥
`∈[L]

32δ 2 .

J

Interestingly, we can exactly compute the pebbling complexity of the simplified Svensson’s
construction, when the graph is only represented with the test-vertices.
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I Lemma 17. Given a (simplified) Svensson’s construction GU that consists of N vertices
partitioned across L layers, cc(GU ) = N (L+1)
.
2
. Observe that
Proof. We first show that the pebbling complexity of GU is at least N (L+1)
2
the Svensson’s construction contains N
vertices
in
each
layer
and
furthermore,
for each pair
L
of layers i and j, there is a perfect matching between vertices of layer i and vertices of layer
j among the edges connecting layers i and j. Let Mi,j be the subset of edges between i and
j that is perfect matching.
For a given pebble u in layer j, let vi be the vertex in layer i matched to u by Mi,j . To
pebble a vertex u in layer j, all of its parents must contain pebbles in the previous round.
Namely, there must be a pebble on vi for all 1 ≤ i < j in the previous round. Since each
Mi,j is a perfect matching, there must be j − 1 pebbles on the graph solely for the purpose
of pebbling node u in layer j. Thus pebbling each node in layer j induces a pebbling cost of
at least j − 1. Since there are N
L pebbles in each layer and L layers, then the total pebbling
PL
N
cost is at least L j=1 (j − 1) = N (L+1)
, which lower bounds cc(GU ).
2
On the other hand, consider the natural pebbling where all the pebbles in layer j are
pebbled in round j, and no pebble is ever removed. Then the graph is completely pebbled
in L rounds, since layer L is pebbled in round L. Moreover, the cost of pebbling round j
PL
N (L+1)
N
is N
, which upper bounds
j=1 (j − 1) =
L (j − 1). Hence, the pebbling cost is L
2
cc(GU ).
J
Finally, we give a formal description of the procedure IDR(G, γ). Recall that IDR(G, γ)
for a graph G = (V, E) replaces each vertex v ∈ V with a path Pv = v1 , . . . , vδ+γ , where δ is
the indegree of G. For each edge (u, v) ∈ E, we add the edge (uδ+γ , vi ) whenever (u, v) is
the ith incoming edge of v, according to some fixed ordering. [5] give parameters e2 and d2 so
that IDR(G, γ) is (e2 , d2 )-depth robust if G is (e, d)-depth robust. We complete the reduction
by giving parameters e1 and d1 so that IDR(G, γ) is (e1 , d1 )-reducible if G is (e, d)-reducible.
Transformation IDR(G, γ)
Input: An DAG G = (V, E) with indegree δ, parameter γ.
1.
2.
3.
4.

Let the vertices of G be [|V |].
Initialize G0 to be a graph with (δ +γ)|V | vertices and let these vertices be [(δ + γ)|V |]
If (δ + γ)n + 1 ≤ u < (δ + γ)n for some integer n, add edge (u, u + 1) to G0 .
If (u, v) is the ith incoming edge of v by some fixed predetermined ordering, then add
(uδ+γ , vi ) to G0 .

Output: G0
We given an illustration of the IDR transformation in Figure 5.
u1

u

···
v

G

···
···

uδ+γ
···
v1

v2

···

vδ+γ

IDR(G, γ)

Figure 5 An example of the transformation IDR(G, γ). We remark that if the red edge (u, v) is
the 2nd incoming edge of v, then in IDR(G, γ) we should add (uδ+γ , v2 ) to G0 .
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Approximating Cumulative Pebbling Cost Is Unique Games Hard

C

Useful Theorems

We rely on the following results in our constructions and proofs.
I Theorem 18 ([2]).
owith N vertices and indegree δ. If G is (e, d)-reducible,
n Let G be a DAG
N 2d
then cc(G) ≤ min eN + δgN + g .
g≥d

I Theorem 19 ([5]). Let G be a DAG with N vertices and indegree δ. If G is (e, d)-depth
robust, then cc(G) ≥ ed.
While Theorem 18 and Theorem 19 are nice results that relate the pebbling complexities of
(e1 , d1 )-reducible and (e2 , d2 )-depth robust graphs, these statements are ultimately misleading
in that d ≤ N and thus there will never be a gap between the pebbling complexities of the
graphs.
I Theorem 20 ([45]). For any integer k ≥ 2 and constant ε > 0, given a DAG G with N
vertices, it is Unique Games hard to distinguish between the following cases:


(Completeness): G is 1−ε
N, k -reducible.
k

(Soundness): G is (1 − ε)N, N 1−ε -depth robust.
I Definition 21. Given a parameter 0 < γ < 1, a DAG G = (V, E) is γ-extreme depth-robust
if G is (e, d)-depth robust for any e, d such that e + d ≤ (1 − γ)N .
I Theorem 22 ([6]). For any fixed 0 < γ < 1, there exists a constant c1 > 0 such that
for all integers N > 0, there exists an γ-extreme depth robust graph G with N vertices and
indeg(G), outdeg(G) ≤ c1 log N .
I Lemma 23 ([11]). Let G be an (e, d)-depth robust graph with N vertices. Then


eN dN
cc(superconc(G)) ≥ min
,
.
8
8

D

Missing Proofs

I Reminder of Lemma 7. There exists a polynomial time procedure IDR(G, γ) that takes
as input a DAG G with N vertices and indeg(G) = δ and outputs a graph G0 = IDR(G, γ)
with (δ + γ)N vertices and indeg(G0 ) = 2. Moreover, the following properties hold: (1) If
G is (e, d)-reducible, then IDR(G, γ) is (e, (δ + γ) · d)-reducible, and (2) If G is (e, d)-depth
robust, then IDR(G, γ) is (e, γ · d)-depth robust.
Proof of Lemma 7. Alwen et al. [5] show that IDR(G, γ) is (e, γ · d)-depth robust if G is
(e, d)-depth robust. It remains to show that IDR(G, γ) is (e, (δ + γ) · d)-reducible if G is
(e, d)-reducible.
Given an (e, d)-reducible graph G = (V, E) of N vertices, we use [N ] to represent the
vertices of G and let G0 = IDR(G, γ) so that the vertices of G0 can be associated with
[(δ + γ)N ]. Let S be a set of e vertices in G such that depth(V − S) < d. Let S 0 be a set of
e vertices in G0 so that (δ + γ)v ∈ S 0 for each vertex v ∈ S.
Suppose, by way of contradiction, that there exists a path P 0 of length (δ + γ) · d in G0 − S 0 .
Observe that if y, z ∈ G0 such that (δ + γ)a + 1 ≤ y ≤ (δ + γ)(a + 1) and (δ + γ)b + 1 ≤ z ≤
(δ + γ)(b + 1) for integers a < b, then y cannot be connected to z unless y = (δ + γ)(a + 1).
Hence that if P 0 contains vertex u ∈ G0 such that (δ + γ)c + 1 ≤ u ≤ (δ + γ)(c + 1) and u
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is not one of the final δ + γ − 1 vertices of P 0 , then (δ + γ)(c + 1) ∈ P 0 . Thus by a simple
Pigeonhole argument, there exists at least d integers j1 , j2 , . . . , jd such that (δ + γ)jn ∈ P 0
for 1 ≤ n ≤ d and moreover there exists an edge in P 0 from each vertex (δ + γ)jn to some
vertex w such that (δ + γ)(jn+1 − 1) + 1 ≤ w ≤ (δ + γ)jn+1 for 1 ≤ n ≤ d − 1. However,
this implies that j1 , . . . , jd is a path in G by construction of IDR(G, γ). Moreover, since
(δ + γ)v ∈ S 0 for each vertex v ∈ S, this implies that j1 , . . . , jd is a path of length d in G − S,
which contradicts the assumption that depth(G − S) < d.
J
I Reminder of Corollary 8. For any integer k ≥ 2 and constant ε > 0, given a DAG G
with N vertices and maximum indegree indeg(G) = 2, it is Unique Games hard to decide
1
whether G is (e1 , d1 )-reducible or (e2 , d2 )-depth robust for (Completeness): e1 = k1 N 1+2ε and
2ε

1

1+ε

d1 = kN 1+2ε , and (Soundness): e2 = (1 − ε)N 1+2ε and d2 = 0.9N 1+2ε .
Proof of Corollary 8. Suppose G0 is a graph with M vertices. By applying Lemma 7 to
Theorem 6 and setting k = M 2ε and γ = M 2ε −δ, then we start from a graph with M vertices
and end with a graph G with N = M 1+2ε vertices or equivalently, M = N 1/(1+2ε) . Thus, G =
1/(1+2ε)
IDR(G0 , γ) is (e, d)-reducible for e = (1−ε)M
= 1−ε
and d = kM 2ε = kN 2ε/(1+2ε) .
k
k N
M
0
Since e < k , it is clearly the case that G = IDR(G , γ) is (e1 , d1 )-reducible for e1 = M
k > e and
d1 = d = kN 2ε/(1+2ε) as we delete more nodes and the depth reducibility guarantees the same
upper bound of the remaining depth. On the other hand, IDR(G0 , γ) is (e2 , d2 )-depth robust
for e2 = (1 − ε)M = (1 − ε)N 1/(1+2ε) , while d2 = γM 1−ε = (M 2ε − δ)M 1−ε . By Theorem 6,
δ = O M ε log2 M so that for sufficiently large M , d2 = 0.9M 1+ε = 0.9N (1+ε)/(1+2ε) . J

I Lemma 24. If G is (e, d)-reducible, then superconc(G) is e + Nd , 2d + log(42N ) -reducible,
where N is the number of vertices in superconc(G).
Proof. Let G = (V, E) be a (e, d)-reducible DAG with N vertices. Let G0 = superconc(G)
and suppose G0 has M vertices, which we designate [M ]. Thus, there exists a set S ⊆ V
such that |S| ≤ e and depth(G − S) < d. Let T be the set of Nd vertices {M, M − d, M −
2d, . . . , M − N + d}, so that T ⊆ output(G0 ). We claim depth(G0 − S − T ) < 2d + log(42N ).
Suppose by way of contradiction that there exists a path P in G0 − S − T of length at least
2d + log(42N ). By Lemma 10, the depth of any path from an input node to an output vertex
is at most log(42N ). Moreover, all edges added in the superconcentrator overlay are either
between input vertices or two output vertices. Hence, then at least 2d vertices of P have to
lie in either the first N vertices or the last N vertices of G0 . Because P does not contain
vertices of T , there is no path of length of length d in the last N vertices of G0 , so there must
be a path of length d in the first N vertices
of G0 , which contradicts depth(G − S) < d.

Therefore, G0 is e + Nd , 2d + log(42N ) -reducible.
J
From Lemma 24 we immediately obtain an upper bound on the pebbling complexity of
superconc(G) by applying Theorem 18 to Lemma 24. However, the upper bound is not as
strong as we would like.
I Corollary 25. Let G be an (e, d)-reducible graph with N vertices. Then


42N
N
cc(superconc(G)) ≤ min e +
42N + 2g(42N ) +
(2d + log(42N )) 42N.
g≥d
d
g
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Abstract
In many traditional job scheduling settings, it is assumed that one knows the time it will take
for a job to complete service. In such cases, strategies such as shortest job first can be used to
improve performance in terms of measures such as the average time a job waits in the system. We
consider the setting where the service time is not known, but is predicted by for example a machine
learning algorithm. Our main result is the derivation, under natural assumptions, of formulae for the
performance of several strategies for queueing systems that use predictions for service times in order
to schedule jobs. As part of our analysis, we suggest the framework of the “price of misprediction,”
which offers a measure of the cost of using predicted information.
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1

Introduction

While machine learning research seems to be growing at an exponential rate, there seems
to be surprisingly little overlap with “traditional” algorithms and data structures and their
analysis. Here we attempt to bridge this gap for the area of job scheduling, providing a
general framework that may prove useful for additional problems.
Although we begin with settings with a finite number of jobs in order to provide insight
into our approach, our main results are in the area of queueing systems. In this setting,
we assume there is some algorithm (such as a neural network or other machine learning
algorithm) that predicts the job time1 upon entry; we model this predictor via a density
function g(x, y), so that g(x, y) is the probability density for a job having actual service time
x and predicted service time y. We emphasize that only the predicted service time is known
to the system on the job’s arrival, and we need not assume that the joint distribution is known
in order to perform the scheduling. Rather, we use the joint distribution to derive equations
for queue performance. This probabilistic model is sensible under the assumption that the
true distribution of jobs is not changing over time, and the prediction quality is not changing
over time; such assumptions frequently appear in settings utilizing machine learning.
In standard queueing theory, under standard assumptions such as Poisson arrivals, and
independent service times, one can derive formulae for the behavior of many natural scheduling
strategies, including shortest job first (SJF) and shortest remaining processing time (SRPT),
which both minimize the average time a job spends in the system. (Shortest job first assumes

1

We use the terms job time, service time, and processing time interchangeably; historically these different
terms have all been used.
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no preemption; shortest remaining processing time allows preemption.) In the setting where
job times are predicted, we refer to the corresponding natural strategies as shortest predicted
job first (SPJF) and shortest predicted remanining processing time (SPRPT). Our main
result is to derive formulae for the expected time a job spends in the system for such
strategies; the formulae can be computed in terms of the density function g(x, y). We further
provide some empirical evidence from simulations that even weak predictions can yield very
good performance.
More generally, we consider the cost of using predictions in place of accurate job service
times, and introduce the concept of the price of misprediction to describe this cost. Our
results provide the price of misprediction for these basic strategies.
We emphasize that our goal here is not to develop specific prediction methods, and we do
not do so in this work. Rather, our goal is to show that given a real or hypothetical prediction
system matching our assumptions, we can develop equations for its performance. This general
framework may apply to a variety of machine learning methods. In this way, we aim to
extend traditional queueing theoretic formulations to the general setting where machine
learning prediction systems are available. Just as queueing theoretic models and results
have historically guided many real-world systems (see, e.g., [12, 16, 17] for background),
our motivation stems from the idea that extending such models and results to setting with
predictions will enhance the use of machine learning prediction in real-world systems that
use queues. Indeed, we further hope that our approach may prove useful for the analysis of
other traditional algorithms and data structures.

2

Related Work

While traditional algorithmic analysis focuses on worst-case algorithm behavior, there is a
growing movement to develop frameworks that go beyond worst-case analysis [27]. While
such frameworks have existed in the past, most notably via probabilistic analysis (e.g., [24]),
semi-random models (e.g., [7, 9]), and smoothed analysis [31], one natural approach that has
received little attention is the use of machine-learning-based approaches to provide predictions
to algorithms, with the goal of realizing provable performance guarantees. (The idea of using
machine learning to give hints as to which heuristic algorithm to employ has been considered
in meta-heuristics for several large-scale problems, most notably for satisfiability [33]; this is
a distinct line of work.)
Notable recent work with this theme is that of Lykouris and Vassilvitskii [20], who show
how to use prediction advice from machine learning algorithms to improve online algorithms
for caching in a way that provides provable performance guarantees, using the framework of
competitive analysis. A series of recent papers consider the setting of optimization with noise,
such as in settings when sampling data in order to obtain values used in an optimization
algorithm for submodular functions [2, 14, 3, 4, 5, 26]. Other recent works analyze the
performance of learned Bloom filter structures [19, 23], a variation on Bloom filters [6] that
make use of machine learning algorithms that predict whether an element is in a given fixed
set as a subfilter structure, and heavy hitter algorithms that use predictions [15]. One prior
work in this vein has specifically looked at scheduling with predictions in the setting of a
fixed collection of jobs, and considered variants of shortest predicted processing time that
yield good performance in terms of the competitive ratio, with the performance depending
on the accuracy of the predictions [25].
In scheduling for queues, some works have looked at the effects of using imprecise
information, usually for load balancing in multiple queue settings. For example, Mitzenmacher
considers using old load information to place jobs (in the context of the power of two
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choices) [21]. A strategy called TAGS studies an approach to utilizing multiple queues when
no information exists about the service time; jobs that run more than some threshold in the
first queue are cancelled and passed to the second queue, and so on [11].
For single queues, the setting examined in this paper, Wierman and Nuyens look at
variations of SRPT and SJF with inexact job sizes, bounding the performance gap based on
bounds on how inexact the estimates can be [32]. Dell’Amico, Carra, and Michardi note that
such bounds may be impractical, as outliers in estimating job sizes occur frequently; they
empirically study scheduling policies for queueing systems with estimated sizes [8]. We note
[8] points out there are natural methods to estimate job size, such as by running a small
portion of the code in a coding job; we expect this or other inputs would be features in a
machine learning formulation. Recent work by Scully and Harchol-Balter have considered
scheduling policies that are based on the amount of service received, where the scheduler
only knows the service received approximately, subject to adversarial noise, and the goal is
to develop robust policies [29]. Our work differs from these past works in providing a model
specifically geared toward studying performance with machine-learning based predictions,
along with corresponding analyses. Finally, we note that our policies appear to fit within
the more general framework of SOAP policies presented by Scully et al. [30] This provides
an alternative approach to analyzing the policies studied here. We present derivations here
based on the original analyses of SJF and SRPT, as we feel they are more instructive and
straightforward.

3

Price of Misprediction

3.1

A Simple Example

To demonstrate our framework, we start with a simple example. Consider a collection of n
jobs j1 , . . . , jn , each of one of two types, short or long. Short jobs require time s to process
and long jobs require time ` to process, with s < `. Jobs are to be ordered and then processed
sequentially. When the job times are known, shortest job first is known to minimize the
average waiting time over all jobs. (Here and throughout waiting time is the time spent in
the system before starting being served.) If there are ns short jobs and n` long jobs the
average waiting time is


1
ns − 1
n` − 1
ns
s + n`
` + n` ns s .
n
2
2
That is, on average each of the ns jobs waits for half of the remaining ns − 1 short jobs, and
similarly for the long jobs, and the long jobs further have to wait for all of the short jobs.
We note that asymptotically if we drop lower order terms this is approximately
n2s s + n2` ` + 2ns n` s
.
2n
For simplicity, we will generally work with asymptotic expressions throughout.
If one has no information about the type of all of the jobs, the optimal policy (under the
assumption that an adversary can present the jobs in a worst-case order) is to randomize
the order of the jobs. In this case, using linearity of expectations, we can find the overall
expected waiting time by finding the expected waiting time of each job. A simple calculation
shows that if there are ns short jobs and n` long jobs the expected waiting time is
 



1
ns − 1
n`
ns
n` − 1
ns
s + ` + n`
s+
`
.
n
2
2
2
2
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Asymptotically, this is approximately
n2s s + n2` ` + ns n` (s + `)
.
2n
Finally, in the prediction setting, when a job’s type is predicted we assume short jobs are
misclassified as long jobs with some probability p and long jobs are misclassified as short
jobs with some probability q. We consider the policy of shortest-predicted-job-first; that is,
we apply shortest-job-first based on the predictions. Our analysis requires multiple cases, as
we must consider the expected waiting time for a job conditioned on whether it was classified
correctly or incorrectly. Considering all of these four cases leads to the following expression
for the expected waiting time when mispredictions occur:
1
n



(1 − p)ns

+ pns





(1 − p)(ns − 1)
qn`
s+
`
2
2

(1 − p)(ns − 1)s +

+ (1 − q)n`
+ qn`







p(ns − 1)
(1 − q)n`
s+
` + qn` `
2
2



(1 − q)(n` − 1)
pns
` + q(n` − 1)` +
s + (1 − p)ns s
2
2





q(n` − 1)
(1 − p)ns
`+
s
2
2

.

Asymptotically, this is approximately
n2s s + n2` ` + ns n` ((2 − (p + q))s + (p + q)`)
.
2n
This differs from the optimal (asymptotic) expression additively by ns n` (p+q)(`−s)
; it depends
2n
specifically on the “total error” p + q.
Following the standard terminology2 , we might refer to the ratio between the expected waiting time with imperfect information and the expected waiting time with perfect
information as the price of misprediction. We propose the following definition:
I Definition 1. Let MA (Q; I) be the value of some measure (such as the expected waiting
time) for a system Q given information I about the system using algorithm A, and let
MA (Q; P ) be the value of that metric using predicted information P in place of I when using
algorithm A. Then the price of misprediction is defined as MA (Q; I)/MA (Q; P ).
We note that often the “price of” terminology is used to compare to an optimal algorithm,
while here we are suggesting comparing to a (perhaps non-optimal) algorithm with perfect
information. Of course one could also compare against optimal algorithms, as one does for
online algorithms; see [20], for example.
In the example of short and long jobs above, the asymptotic price of misprediction for
the waiting time is the ratio R given by:
R=

2

n2s s + n2` ` + ns n` ((2 − (p + q))s + (p + q)`)
n2s s + n2` ` + ns n` (s + `)

The terms “price of anarchy” [18] and “price of stability” [1] are commonly used in game theoretic
situations, and in particular in job scheduling, when multiple players act in their own self interest
instead of cooperating. One could also view this as a multiplicative form of regret, but we think this
terminology is more general and potentially helpful.
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We can find where the ratio is maximized by considering ns = γn for a constant γ. Some
algebraic work yields that:
p
(p + q)( l/s − 1)
R≤1+
,
2
giving a bound on the price of misprediction. Note that the setting with no information, or
a random
ordering, is equivalent to the case p = q = 1/2, in which case R is bounded by
p
1 + ( l/s − 1)/2.

3.2

General Predictions

More generally, we can consider a setting where each job can be described as an independent
random variable, where the random variable for a job is given by a density distribution
g(x, y); that is, g(x, y) is the density function for a job, where a job has service time x and
predicted service time y. We assume that g(x, y) is “well-behaved” throughout this work,
so that it is continuous and all necessary derivatives exist. (The analysis can be readily
modified to handle point masses or
R ∞other discontinuities in the distribution.)
It is convenient to let fs (x) = y=0 g(x, y) dy be the density function for the service time,
R∞
and fp (y) = x=0 g(x, y) dx be the density function for the predicted service time. If there are
n total jobs, the expected waiting time for a job using shortest job first given full information
is given by
Z x

Z ∞
(n − 1)
fs (x)
zfs (z) dz dx,
x=0

z=0

while the expected waiting time for a job using predicted information using shortest predicted
job first is given by
Z ∞ Z y

Z ∞
(n − 1)
fp (y)
xg(x, z) dz dx dy.
y=0

x=0

z=0

In words, in the full information case, to compute the expected waiting time for a job, given
its service time, we can determine the probability each other job has a smaller service time
and the conditional value of that smaller service time to compute the waiting time. In the
predicted information case, to compute the expected waiting time for a job given its predicted
service time, we must determine the probability each other job has a smaller predicted service
time and the conditional value of the actual service time of a job given that it has a smaller
predicted service time to compute the waiting time.
Note that the factors of n − 1 are cancelled in the ratio of the expected waiting times, and
the function g suffices to determine to price of misprediction. As an example motivated by
the prevalence of exponential distributions in queueing theory, suppose that service times are
exponentially distributed with mean 1, and a job with service time x has a prediction that is
distributed according to an exponential distribution with mean x. Then g(x, y) = e−x−y/x /x,
R ∞ −x−y/x
dx. We note fp (y) does not appear to have a simple
fs (x) = e−x , and fp (y) = x=0 e x
closed form, though it is expressible in terms of Bessel functions.3 In fact the price of
misprediction can be shown to be exactly 4/3 using the integration features of Mathematica,
and we can directly and formally prove it is exactly equal to 4/3 through a subtle argument
allowing us to evaluate the corresponding integrals; this argument is given in the appendix.
3

This was determined using the integration features of Mathematica 11.3.
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In comparison, using no information and just scheduling in sequential order the expected
waiting time is a factor of 2 worse than when using full information. This example, while not
meant to match a real-world example,provides the right high-level intuition, in that it shows
that even a weak predictor can yield significant improvements. Indeed, this is natural; for a
predictor to work well in this setting, it simply has to order most of the jobs correctly in
the queue.
The key here is that the price of misprediction can be computed (at least numerically)
given the density distribution g. In practice, one might use this framework to determine the
benefit of using a predictor; for example, one might seek to trade off the reduction in total
waiting time with the cost of developing or using better prediction methods. While g may
not be known exactly, we expect in practice good approximations for g can be determined
empirically, which in turn will allow a good approximation for the price of misprediction or
related quantities.
We note that, for suitably good prediction schemes, ordering by predicted service time
should naturally correspond to ordering by the expected service time. That is, denote a job
by (X, Y ), where X is a random variable representing the true service time and Y is a random
variable representing the predicted service time. Then suppose the density distribution g
satisfies for any y1 , y2 with y1 < y2 the natural inequality
E[X | Y = y1 ] < E[X | Y = y2 ].
In this case ordering by predicted service times yields an ordering according to expected
service times.
We now extend these ideas to queueing theoretical models.

4

Single Queue Models

In this section, we present results providing formulae for prediction-based variants of shortest
job first and shortest remaining processing time for single queue systems, which yield
expressions for the price of misprediction. We briefly review the appropriate analysis methods
for standard queues, starting with jobs with priorities, and then extend them prediction
setting.

4.1

Priority-based Systems

Consider a queueing system with k types of jobs, t1 , . . . , tk . We assume Poisson arrivals,
Pk
and that the arrival rate for type ti is λi , with i=1 λi = λ. A natural setting is that the
ith type of job has service time qi , with q1 < q2 < . . . < qk . In this case, with complete
information about the service times, the shortest job first (SJF) strategy (without preemption)
corresponds to a priority-based strategy, with the types corresponding to priorities; t1 has
the highest priority, and so on. More generally, the ith type of job may have a service time
distribution, rather than a fixed service time. We describe this more general case, where job
ti has service distribution Si ; here the natural setting is E[S1 ] < E[S2 ] < . . . < E[Sk ], and
if the types are prioritized by expected service time, the strategy is expected shortest job
first (ESJF).
We describe some standard formula for priority systems, following the framework of [12].
Let ρi = λi E[Si ]; this represents the load on the system from jobs of type i. Further,
Pk
let ρ = i=1 ρi , and W (i) be the distribution of the waiting time in the queue for jobs
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of type i in equilibrium. Also, let S be service time distribution of an incoming job, so
Pk
E[S] = i=1 λi E[Si ]/λ, and ρ = λE[S]. Then the following is known (see Equation (31.1)
of [12]):

E[W (i)] =



2E[S] 1 −

ρE[S 2 ]

Pi−1  .
1 − j=1 ρj
j=1 ρj

Pi

We now consider a system where types are not known but are predicted, for example
according to a machine learning algorithm. For convenience, going forward, we refer to the
true type of a job for its type, and refer to the machine prediction for a job as the predicted
type where appropriate. We may represent the machine learning algorithm by a matrix M
where mij is the probability that a job of true type i has predicted type j; here we are
assuming that each job labelling can be treated as independent. In this case, let λ0i be the
arrival rate of jobs with predicted type i. Then
λ0i

=

k
X

λj mji .

j=1

Correspondingly, the distribution of service times for jobs having predicted type i is that the
job has service time given by S` with probability
λ` m`i /

k
X

λj mji .

j=1

If we use Si0 to represent the distribution of service times for jobs having predicted type i,
then
Pk
j=1 λj E[Sj ]mji
0
E[Si ] =
.
Pk
j=1 λj mji
Of course the expected service time S 0 over all jobs is
0

E[S ] =

k
X

λi E[Si ] = E[S].

i=1

Assuming we prioritize jobs now according to their predicted type, we may again use the
standard formula for priority systems. We derive the corresponding result. First, let
ρ0i = λ0i E[Si ] =

k
X

λj E[Sj ]mji .

j=1

Also let W 0 (i) be the distribution of the waiting time in the queue for jobs of predicted type
i in equilibrium. Then
E[W 0 (i)] =

=

ρ0 E[(S 0 )2 ]

P
Pi−1 
i
2E[(S 0 )] 1 − j=1 ρ0j 1 − j=1 ρ0j




2E[S] 1 −

ρE[S 2 ]

Pi−1 0  .
0
ρ
1
−
j=1 j
j=1 ρj

Pi
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Hence, by summing over all possible types, we can see that the price of misprediction for
the expected waiting time corresponds to the following expression:

Pi−1 −1
1 − j=1 ρ0j


Pk
Pi
Pi−1 −1 .
1 − j=1 ρj 1 − j=1 ρj
i=1 λi
Pk

0
i=1 λi

4.2



1−

Pi

0
j=1 ρj

Shortest Job First

We now show that the performance of shortest predicted job first, which we denote as SPJF,
can be readily expressed as a limiting case of the priority analysis, similarly to how shortest
job first is the limiting case of a priority queue based on service time. (Here we roughly
follow the methodology of Section 31.3 of [12].) To start, we recall the formula for shortest
job first; this is easily obtained as the limit of the priority system setting, where there are
an infinitely many possible “priorities”, and the priority corresponds to the service time.
Here again let S be the service distribution
let fs (x) be the
R x of an incoming job.R Further,
∞
corresponding density function, ρx = λ t=0 tfs (t)dt, and ρ = λ t=0 tfs (t)dt. We consider
W (x), the time spent waiting in the queue (not being served) for jobs with service time x in
equilibrium. Then for standard shortest job first without preemption, where we know the
exact service times without prediction, it is known that
E[W (x)] =

ρE[S 2 ]

2.

2E[S] (1 − ρx )

The overall expected time waiting in a queue, which we denote by E[W ] where W is the
waiting time in queue of an incoming job, is then simply
Z ∞
E[W ] =
f (x)E[W (x)] dx.
x=0

We now generalize this to SPJF. For a non-preemptive queue that uses a service time
estimate, if g(x, y) is the jointR distribution that a job has service time x and predicted service
∞
time y, we again let fs (x) = y=0 g(x, y) dy be the density function for the service time, and
R∞
fp (y) =R x=0
g(x, y) dx be the density function for the predicted service time. We also let
y R∞
ρ0y = λ t=0 x=0 xg(x, t) dx dt to be the load on the system associated with jobs of predicted
service time up to y. With the assumption that each job’s service time characteristics are
independently determined according to g(x, y), if we let W 0 (y) be the distribution of time
spent waiting in the queue for a job with predicted service time y in equilibrium, then
E[W 0 (y)] =

ρE[S 2 ]
2E[S] 1 − ρ0y

2 ,

where W 0 (y) is the distribution of time in the queue for jobs with predicted service time y.
Integrating over service time or predicted services time gives us that the price of misprediction
is given by:
R∞

fp (y)
y=0 (1−ρ0y )2
R ∞ fs (x)
x=0 (1−ρx )2

dy
.
dx
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Let us again consider the example of service times that are exponentially distributed with
mean 1, where a job with service time x has a prediction that is distributed according to an
exponential distribution with mean x. Then the price of misprediction can be expressed as
R ∞ e−x−y/x
R∞
dx
R y x=0
R∞ x
dy
y=0 (1−λ
e−x−y/x dx dt)2
t=0 x=0
.
R∞
e−x
dx
x=0 (1−λ(1−(x+1)e−x ))2
While there does not appear to be a simple closed form for this expression, it can be readily
evaluated numerically for a given λ.
We note that a similar analysis can be used for preemptive shortest predicted job first
(PSPJF), where a job may be preempted by another job that has an originally shorter
predicted time (note that the time a job has been serviced is not considered). This is
because preemptive shortest job first (PSJF) can be represented as the limit of a preemptive
priority-based system (as in Section 32.3 of [12]), leading to a similar analysis. (We provide
the analysis in the appendix.)

4.3

Shortest Remaining Processing Time

A more challenging variation involves extending the shortest remaining processing time
(SRPT) policy to predictions. With complete information, SRPT maintains the remaining
processing time for each job, and the job being processed can be preempted by an incoming
job with service time smaller than the remaining processing time. To generalize to the
prediction setting, we follow the framework of Schrage and Miller [28], who presented an
analysis of SRPT. (See also [10] for a similar derivation, or [12] for an alternative.) Because
the system is preemptive, it makes sense to consider the total time in the system, rather than
the waiting time (as jobs may have further waits after they start being served). Because of
the complexity of the expressions, we do not have a clean form for the price of misprediction,
but they can be found from the derived formulae.
Before starting, we note a key issue in using SPRPT and how we describe the predicted
remaining service time. Suppose that the original predicted service time for a job is y, but
the actual service time is x > y. If the amount of service received by the job has been t, then
the remaining service time is x − t, and it is natural to use y − t as the predicted remaining
service time. Of course, at some point we will have t > y, and the predicted remaining
service time will be negative, which seems unsuitable.
Here we simply use (y − t)+ = max(y − t, 0) as the predicted remaining service time.
We recognize that this remains problematic; clearly the predicted remaining service time
should be positive, and ideally would be a function f (y, t). However, determining the
appropriate function would appear to require some knowledge of the joint distribution g(x, y);
our aim here is to explore simple, general approaches that are agnostic to the underlying
distribution g, such as SPRPT. We therefore leave the question of how to optimize the
estimate of the predicted remaining time to achieve the best performance in this context
as future work. It is worth noting, though, that [8] finds empirically that with sufficiently
heavy-tailed service distributions and inaccurate predictions, large jobs whose service times
are significantly underestimated can delay many short jobs, leading to very poor performance.
They correspondingly suggest policies to deal with these situations, either sharing the
processor among jobs in some cases, or suggesting PSJF over SPRPT.
We again use g(x, y) for the joint
has service time x and
R ∞ distribution that a Rjob
R x predicted
∞
service time y, and let fs (x) = y=0 g(x, y) dy, fp (y) = x=0 g(x, y) dx, ρx = λ t=0 tfs (t) dt,
Ry R∞
and ρ0y = λ t=0 x=0 g(x, t)x dx dt. The expected time in the system in equilibrium for a job
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can be expressed as the sum of its residence time (time in the system once it has started
receiving service) and it waiting time (time spent waiting before being served). For SRPT, a
job with service time x has mean residence time
Z x
dt
;
1
−
ρt
t=0
one can think of this as the remaining service times drop from t to 0, at any instant there is
a possible addition (given by the 1/(1 − ρt ) factor) due to preemptions.
The corresponding mean residence time for a job of service time x and predicted service
time y under SPRPT is
Z x
dt
.
0
1
−
ρ
t=0
(y−t)+
That is, here the predicted remaining processing time drops from y to (y −t)+ = max(y −t, 0);
it is possible the predicted remaining processing time is 0, but the job continues to require
service, in which case we leave its predicted remaining processing time at 0, and it cannot be
preempted. It follows that the mean residence time E[R(y)] for a job of predicted service
time y is
Z
Z ∞
dt
g(x, y) x
dx.
E[R(y)] =
0
t=0 1 − ρ(y−t)+
x=0 fp (y)
We now compute the waiting time, which is more difficult. The steady-state probability
that an arriving job finds the server working on a job whose remaining predicted processing
time is less than q is given by
Z ∞Z ∞
b(q) = ρ0q + λ
g(x, t)(x − (t − q))+ dx dt.
t=q

x=0

The first term comes from arrivals with predicted service time less than q; the second
term comes from jobs that start with predicted service time greater than q, but later their
remaining predicted service time falls below q.
If Y (q) is the length of a busy period where all jobs processed have predicted remaining
processing times less than q, then the waiting time W (q) for a job of predicted service time
q is given by:
E[W (q)] = b(q)

E[Y (q)2 ]
.
2E[Y (q)]

To find the first two moments of Y (q), we use the fact that the length of the busy period
Y (q) has the same distribution as the busy period for a first-come, first-served server where
the job that initiates the busy period has processing time according to some distribution
Z(q), where additional jobs have a processing
time distribution X(q), and the arrivals are
Rq
Poisson with rate λFp (q), for Fp (q) = x=0 fp (x)dx. We require the first two moments of
Z(q) and X(q).
The moments for X(q) are fairly straightforward, as X(q) corresponds to the processing
time of a job with predicted processing time at most q:
Z q Z ∞
1
E[X(q)] =
g(x, t)x dx dt,
Fp (q) t=0 x=0
and
E[X(q)2 ] =

1
Fp (q)

Z

q

t=0

Z

∞

x=0

g(x, t)x2 dx dt.
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To determine the first two moments of Z(q), we note that there are two ways a job can
start the corresponding busy period. It either arrives when a busy period is not in progress
and has predicted processing time at most q, or it is a job with predicted processing time
greater than q (which starts a busy period when the predicted processing time reaches q).
Note that in the second case, if the predicted processing time t is greater than q, but the
actual processing time x is such that x < t − q, then the job cannot start a busy period,
as the job will finish before the remaining predicted processing time reaches q. (Ideally,
such situations should not occur with a suitably good predictor, but it must be taken into
account.) Hence the probability a job initiates a corresponding busy period is
Z ∞Z ∞
d(q) = (1 − b(q))Fp (q) +
g(x, t) dx dt.
t=q

x=t−q

If we let (for typesetting reasons)
Z q Z ∞
a1 (q) = (1 − b(q))
g(x, t)x dx dt
t=0 x=0
Z ∞Z ∞
g(x, t)(x − (t − q)) dx dt
+
t=q

x=t−q

and
Z q Z ∞
a2 (q) = (1 − b(q))
g(x, t)x2 dx dt
Z ∞ Z ∞ t=0 x=0
+
g(x, t)(x − (t − q))2 dx dt
t=q

x=t−q

then
E[Z(q)] = a1 (q)/d(q),
and
E[Z(q)2 ] = a2 (q)/d(q).
We now use the facts (see, e.g., Problem 49 of [10])
E[Y (q)] =

E[Z(q)]
1 − ρ0q

and
E[Y (q)2 ] =

E[Z(q)2 ]
E[X(q)2 ]
+ λE[Z(q)]Fp (q)
.
0
2
(1 − ρq )
(1 − ρ0q )3

This yields

E[W (q)] = b(q)

a2 (q)
E[X(q)2 ]
+ λFp (q)
0
2a1 (q)(1 − ρq )
2(1 − ρ0q )2


.

R∞
The expected time in the system for a job is simply y=0 fp (y)E[W (y) + R(y)]dy. From
this value (and the corresponding equations for standard SRPT) one can compute the price
of misprediction for the total expected time in the system. (Of course, the expected service
time can be subtracted if desired.)
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Table 1 Results from simulations and equations for Shortest Job First (SJF) and Shortest
Predicted Job First (SPJF).

5

λ

SJF
Eqns

SJF
Sims

SPJF
Eqns

SPJF
Sims

FIFO
Eqns

0.5
0.6
0.7
0.8
0.9
0.95
0.98
0.99

1.7127
1.9625
2.3122
2.8822
4.1969
6.2640
11.2849
18.4507

1.7128
1.9625
2.3121
2.8828
4.1987
6.2701
11.2734
18.4237

1.7948
2.1086
2.5726
3.3758
5.3610
8.6537
16.9502
29.0536

1.7949
2.1087
2.5730
3.3760
5.3609
8.6541
16.9782
29.1162

2.00
2.50
3.33
5.00
10.00
20.00
50.00
100.00

Simulation Results

We present a small number of simulation results to demonstrate that our equations are
accurate and, at least in the cases we have examined, the price of misprediction is generally
reasonably small. Correspondingly, this implies that even a small amount of predictive power
yields significantly better performance than standard First-In First-Out (FIFO) queueing.
We focus on high load settings, as under low load all systems perform well. We also note that
additional simulations we have performed further substantiate our high-level conclusions.
(Our simulation was written in C and runs on a standard laptop.)
We first compare simulation results against the results from our equations; we also provide
results for schemes with full information for comparison. Our results are for the setting with
Poisson arrivals, service times are exponential with mean 1, and predicted service times are
exponential with mean x when the actual service time is x. For consistency, we provide
the total expected time in the system (waiting and service). The results of the equations
were computed using Mathematica 11.3 and numerical integration. The calculations for
SPRPT and PSPJF are somewhat lengthy and can lead to numerical stability issues; we
found integrating up to predicted times of at most 50 gives accurate answers while being
computable in reasonable time, approximately half an hour on a modern laptop. (Predicted
service times greater than 50 are very rare; they occur with probability less than 5 · 10−7 .)
We did not optimize the calculations and expect this could be improved. The results of
simulations were from our own implementation of a queue simulator. The simulations are
the results of averaging the average time over 1000 trials, where in each trial we recorded
the time in system of each completed job. The trials were each run for 1 000 000 time units,
with jobs completing in the first 100 000 time units discarded from the calculations of the
averages to remove bias from starting with an empty system.
Table 1 shows both that the results from equations for SPJF match very closely to the
simulation results, and that the performance is not too much worse than when the service
times are known. With regards to accuracy, the difference is less than 1%, which appears
due to simulation variance. With regard to performance, using predicted times naturally
becomes increasingly worse as load grows, but the difference still shows the benefits of using
imperfect information. Recall that, with no information, for standard queueing schemes such
as FIFO the expected time in the system is 1/(1 − λ); for example, λ = 0.99 leads to an
expected time in the system of 100. We see that under high loads, the gains from prediction
remain substantial.
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Table 2 Results from simulations and equations for Preemptive Shortest Job First (PSJF) and
Preemptive Shortest Predicted Job First (PSPJF).

λ

PSJF
Eqns

PSJF
Sim

PSPJF
Eqns

PSPJF
Sim

FIFO
Eqns

0.5
0.6
0.7
0.8
0.9
0.95
0.98
0.99

1.5314
1.7526
2.0839
2.6589
4.0518
6.2648
11.5513
18.9556

1.5312
1.7524
2.0841
2.6594
4.0521
6.2688
11.5212
18.8717

1.6636
1.9527
2.3970
3.1943
5.2232
8.6166
17.1090
29.3783

1.6634
1.9521
2.3963
3.1940
5.2235
8.6118
17.1211
29.2907

2.00
2.50
3.33
5.00
10.00
20.00
50.00
100.00

Table 3 Results from simulations and equations for Shortest Remaining Processing Time (SRPT)
and Shortest Predicted Remaining Processing Time (SPRPT).

λ

SRPT
Eqns

SRPT
Sim

SPRPT
Eqns

SPRPT
Sim

FIFO
Eqns

0.5
0.6
0.7
0.8
0.9
0.95
0.98
0.99

1.4254
1.6041
1.8746
2.3528
3.5521
5.5410
10.4947
17.6269

1.4251
1.6039
1.8757
2.3519
3.5486
5.5466
10.5003
17.6130

1.6531
1.9305
2.3539
3.1168
5.04808
8.3221
16.6239
28.7302

1.6588
1.9397
2.3684
3.1376
5.0973
8.4075
16.7852
28.7847

2.00
2.50
3.33
5.00
10.00
20.00
50.00
100.00

Table 2 shows results for the same simulation setting using PSJF and PSPJF, with similar
conclusions; indeed, in this case, the numerical results are very similar.
Table 3 shows similar results for the same simulation setting using SRPT and SPRPT.
For SPRPT, the results from equations align a little less closely to the simulation results,
but the difference remains than 1%. Given the complexity of the equations, and the higher
variability in the time in system for SPRPT, this is unsurprising.
Figure 1 provides another example of prediction performance. Here we fix λ = 0.95,
and consider two types of service distributions: exponential
with mean 1, and a Weibull
√
distribution with cumulative distribution 1 − e− 2x . (The Weibull distribution is more
heavy-tailed, but also has mean 1.) The simulations are again the average of the measured
time in system, averaged from results of 1000 trials, in the same manner as previously. Here
the predictions depend on a scale parameter α; a job with service time x has a predicted
service time that is uniform over [(1 − α)x, (1 + α)x]. By varying α, we can see the impact on
performance as prediction accuracy diminishes. Note that when α = 0 the predicted service
time equals the true service time. In these examples, we observe that performance degrades
gracefully with α, a feature we see across values of λ in other experiments not presented.
The main point here is that even weak predictors may perform well under SPJF, PSPJF,
and SPRPT; as long as they generally lead jobs to be processed in the right order, they can
yield substantial benefits. (We note the standard deviation over trials ranges from 2-4%,
with higher variance for simulations with the Weibull distribution.)
We do point out some specific features of note. First, SPJF and PSPJF obtain essentally
the same performance with exponential service times, but are notably different with Weibull
distributed service times. Second, for the Weibull distribution, PSPJF is much better than
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average time in system
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6

4
SPJF (exp)
PSPJF (exp)
SPRPT (exp)
SPJF (wei)
PSPJF (wei)
SPRPT (wei)

2

0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

alpha: prediction parameter
Figure 1 Results from simulations at λ = 0.95 for exponential and Weibull distributions. A job
with service time x has predicted service time uniform over [(1−α)x, (1+α)x]. Performance degrades
gracefully with α. Note α = 0 corresponds to the full information case, as then the predicted service
time equals the true service time.

SPJF, and even becomes slightly better than SPRPT with large prediction errors. Both
of these feature are explained in large part by noting that the preemption of PSPJF is
particularly helpful when large jobs are significantly underestimated, as in those settings
without the preemption a large job can hold service for a long time, blocking shorter jobs;
this has also been noted previously in [8]. Under the Weibull distribution for service, there
are many much larger jobs than when the service times are exponentailly distributed. We
expect our equations for the expected time in system for SPJF, PSPJF, and PSRPT may
allow us to gain more insight into these kinds of behaviors, with provable results instead of
simulation-based results.

6

Conclusion

We have demonstrated that the analyses of various single-queue job scheduling approaches
can be generalized to the setting where predicted service times are used in place of true
values, under the assumption that the predictions can be modeled as joint distribution with
a corresponding density function. Such analyses can be used to determine the price of
misprediction, or the potential benefits of better prediction, for such systems.
In future work, we plan to provide analyses of multiple queue systems using predicted
service times. Multiple queue systems are quite common in practice, but can have more highly
variable performance depending on how the workload is divided among queues. Natural
strategies to consider include the power of two choices [22] and size interval task assignment
(SITA) [13]. We expect analysis of such systems may require additional techniques, but will
show that in this setting also even mildly accurate predictions can provide significant value.
In the problems considered here, we were able to determine exact formulae for performance,
based on our probabilistic assumptions. It would be interesting to consider more general job
scheduling scenarios with fewer assumptions, perhaps using methods more akin to online
analysis, as in [20].
We believe this work suggests there is great potential in analyzing the large variety of job
scheduling problems, as well as other similar traditional algorithmic problems, in the context
of prediction.
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Proof of 4/3 price of misprediction for the finite case

We recall the setting where there are n jobs, service times are exponential with mean 1, the
predicted service times are exponential with mean x when the actual service time is x, and
we seek to determine the expected waiting time. Since we care only about the expectation,
we may consider the expected waiting time with just a pair of jobs; linearity yields the price
of misinformation is the same.
When using the correct service times, the expected waiting time of a job with the shortest
job first is
Z x

Z ∞
e−x
ze−z dz dx,
x=0

z=0

which is easily found to evaluate to 1/4. When using predicted service times, the expected
waiting time is
Z ∞ Z y

Z ∞
fp (y)
e−x−z/x dz dx dy,
y=0

x=0

z=0

R ∞ −x−y/x
where fp (y) = x=0 e x
dx. This does not appear to evaluate to a closed form of simple
functions. However, suppose we use as our prediction an exponentially distributed service
time with mean 1/x instead of x. This effectively reverses the predicted order, but leads to
an easier integral calculation. Since the expected waiting time for a job over both orderings
is trivially 1, finding the expected waiting time for the reverse order suffices.
For the reversed order,
Z ∞
fp (y) =
xe−x−yx dx
x=0

=

1
,
(y + 1)2
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and the integral becomes

Z ∞ Z y
Z ∞
1
2 −x−xz
x
e
dz
dx
dy
2
x=0 z=0
y=0 (y + 1)
Z ∞

Z ∞
1
−x
−x−yx
=
(xe
−
xe
)
dx
dy
2
y=0 (y + 1)
x=0
Z ∞

Z ∞
1
−x
−x−yx
(xe − xe
=
) dx dy
2
x=0
y=0 (y + 1)

Z ∞ 
1
1
−
dy
=
2
(y + 1)
(y + 1)4
y=0
= 2/3.
The expected waiting time where predictions are exponential with mean x is therefore 1/3,
and the price of misprediction is 4/3 as claimed.

B

Derivation for PSPJF

We consider the expected time a job spends in the system in equilibrium for preemptive
shortest predicted job first (PSPJF), where a job may be preempted by another job that
has an originally shorter predicted time (note that the time a job has been serviced is not
considered). The analysis is similar to both SPJF and SPRPT.
Here we consider the expected waiting time and the expected residence time in steady-state.
We again use g(x, y) for the joint
R ∞ distribution that a job
R ∞ has service time x and
R y predicted
service time y, and let fs (x) = y=0 g(x, y) dy, fp (y) = x=0 g(x, y) dx, Fp (y) = t=0 fp (y) dt,
Ry R∞
and ρ0y = λ t=0 x=0 g(x, t)x dx dt. As a job will be preempted by another job with smaller
predicted service time, the mean residence time for a job of service time x and predicted
service time y is
x
.
1 − ρ0y
This is because the residence time with preemptions is the same as the busy period started
by a job of length x and predicted length y, where the only jobs that need to be considered
in the busy period have predicted length at most y. This leads to the additional 1/(1 − ρ0y )
factor.
It follows that the mean residence time E[R(y)] for a job of predicted service time y is
Z ∞
xg(x, y)
E[R(y)] =
dx.
0
x=0 fp (y)(1 − ρy )
The expected waiting time for a job with predicted service time y is the same as for a
shortest job first system, except that the job only waits for jobs of predicted service times as
most y. It follows that
Ry R∞
λ t=0 x=0 x2 g(x, t) dx dt
E[W (y)] =
.
2
2 1 − ρ0y
Note that here we have simplified the expression, which would originally have had a factor

Ry R∞ 2
x g(x, t) dx dt /Fp (y)
0
x=0
t=0

.
ρy R y R ∞
xg(x, t) dx dt /Fp (y)
t=0 x=0
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The integral expressions are the second and first moments
R y Rof∞the expected service time for a
job with predicted service time at most y. As ρ0y = λ t=0 x=0 g(x, t)x dx dt, the expression
for E[W (y)] follows.
R∞
The expected time in the system for a job is then again simply y=0 fp (y)E[W (y) +
R(y)] dy.
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1

Introduction

Licenses for carbon and other emissions are a market-based policy tool for reducing pollution
and mitigating the effects of climate change. Roughly speaking, a government agency
distributes pollution licenses to firms according to some mechanism. At the end of a period
of time (e.g., a year), firms must submit licenses to cover their pollution or else face severe
penalties. Different ways of distributing licenses are possible. For example, if licenses are
simply sold at a fixed price to anyone who wishes to pay, then this is equivalent to a carbon
tax where polluters must pay a linear fee to offset their emissions. Alternatively, in a capand-trade mechanism, the agency releases a fixed number C of pollution licenses, either via a
pre-determined allocation at no price (e.g., based on prior pollution or industry averages) or
via auction, and then polluters can trade these licenses on the open market. Many emission
trading systems take features of both schemes, combining a cap-and-trade market with a
price floor p, where each license must be sold above the reserve price of p, and/or a price
ceiling p, where an extra license beyond the cap can always be purchased at a price of p. In
general, such a pollution license market is referred to as an Emission Trading System (ETS).
There are many important ETS in effect today. The EU ETS has thousands of participating firms and has raised billions of dollars in auction revenue over the past 10 years [2].
The Western Climate Initiative runs a license auction that is linked between California and
Quebec [4, 1], and the Regional Greenhouse Gas Initiative (RGGI, pronounced “Reggie”)
serves New England and the New York region [3]. These markets differ in the details of
their implementations, but in each case, licenses are distributed on a regular schedule, with
a significant quantity of those licenses sold at auction.
One can model such a license auction as a multi-unit auction; that is, an auction for
multiple identical goods. There is no bound on the supply of goods, but there is a cost of
production corresponding to the social cost of more pollution. The social cost is typically
assumed to be increasing and convex, and the value for licenses for each buyer is commonly
assumed to be increasing and concave [27]. Each of the ETS described above uses a uniformprice auction rule to resolve this multi-unit auction. Such auctions proceed roughly as
follows. Participating firms declare bids, which take the form of a non-decreasing concave
function that describes their willingness-to-pay for varying quantities of licenses. This can
alternatively be viewed as a list of non-increasing marginal bids for each successive license.
Any marginal bids below the reserve price p are removed, and licenses are then distributed
to the highest remaining marginal bids while supplies last. Each firm then pays a fixed price
p per license, where p is set to some value between the lowest marginal winning bid and the
highest marginal losing bid. Such auctions are not truthful, but are common in practice due
to their many advantageous properties; see, e.g., Chapter 7 of [22].
Implementing a uniform-price auction for carbon licenses presents an optimization challenge: good outcomes require that the system designer correctly sets the quantity of licenses
to distribute and/or the price (either direct price or auction reserve) at which they will
be sold. The goal is to maximize social welfare: the aggregate value that firms receive for
their licenses (i.e., by producing goods) minus the externality on society caused by polluting
the corresponding amount during production. This optimization problem is complicated by
uncertainty. Even if the social cost of pollution is fully known, the designer may not know
what the demand for licenses will be, which makes it hard to predict the optimal level of
pollution to allow. The goal of the designer, then, is to set the parameters of the uniform
price auction to maximize the expected outcome over uncertainty in the market. Notably,
the presence of social costs significantly increases the complexity of multi-unit auctions,
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since efficiency becomes a mixed-sign objective. Even a slight misallocation of the licenses,
resulting in a small reduction of received value, might have a disproportionately large effect
on net welfare. In practice, inefficient allocations may be partially resolved in the trade phase
of cap-and-trade systems. However, there are significant trading frictions, so it is imperative
to choose an initial allocation, via the auction, that is as efficient as possible.
Since uniform price auctions are not truthful, one must account for strategic behavior
of participating firms. A notable feature of ETS markets in practice is that, despite their
size, they commonly have a small number of participants with significant market power.1
The presence of dominant players suggests imperfect competition and raises the issue of
strategic manipulation, in which large individual firms try to influence the market in their
favor. One particular concern is demand reduction, where firms reduce their bids to suppress
the price determined by the auction. We ask: how should one set auction parameters to
(approximately) maximize welfare, in the face of strategic bidding?

1.1

Our Results

In this paper we apply ideas from theoretical computer science to approach the design of
carbon license auctions with strategic firms. In this new domain, we use facts regarding
uniform price auctions to understand what is happening in these markets and probabilistic
analysis to handle the uncertainty of valuation realizations. We then apply a Price of Anarchy
analysis to give strategic guarantees. As a result, we provide a concrete recommendation
for how to set the parameters of the mechanism used in practice – a recommendation with
provable approximation guarantees.
A market instance is described by a convex social cost curve and, for each participating
firm, an independent distribution over concave valuations. To capture the relevant space of
auctions, we formalize a class of allocation rules that we call cap-and-price auctions.2 These
auctions are parameterized by a maximum number of licenses to allocate, a price floor, and
a price ceiling. They proceed by running a uniform-price auction for the given number of
licenses, subject to the price floor and ceiling. Given a market instance, there is some choice
of cap-and-price auction that maximizes the expected welfare generated under non-strategic
(truth-telling) behavior. This optimal non-strategic solution will serve as a benchmark, which
we denote opt. Our main result is an auction that approximates opt at any equilibrium of
strategic behavior.
We show that, in general, the welfare obtained at an equilibrium of a cap-and-price
auction can be negative, even for the auction that optimizes welfare under non-strategic
bidding. This motivates our main question: given a cap-and-price mechanism that achieves
a certain expected welfare W under truth-telling behavior, can one modify the auction
parameters so that the expected welfare is an O(1) approximation to W at any Bayes-Nash
equilibrium? To answer this question, we describe a subclass of cap-and-price auctions that
use safe prices. A safe-price auction is a cap-and-price auction in which the price floor is at
least the average social cost, per license, of selling all of that auction’s licenses. We show
that for any such auction the worst-case welfare at any Bayes-Nash equilibrium is within a
constant factor of the welfare under truth-telling. This result proceeds by transforming the
market instance into a corresponding instance without social costs, and makes use of bounds
on the Bayes-Nash price of anarchy for uniform-price auctions [20, 13].

1
2

For example, in the EU ETS, the top 10 firms together control approximately 30 percent of all licenses
allocated and traded; see [9], page 127.
Note, we are focused on the auction phase in this paper and do not model the trade phase of these
systems.
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To construct an auction that approximates opt at equilibrium, it therefore suffices to find
a safe-price auction whose non-strategic welfare approximates that of the best unconstrained
cap-and-price auction. However, as it turns out, there are market instances for which no
constant approximation by a safe-price auction is possible. Such a situation can occur if there
is a single firm that drives most of the demand for licenses, and this demand has very high
variance. We show that this is essentially the only barrier to our desired price of anarchy
result: one can always construct an auction that achieves a constant approximation to opt
minus the welfare obtainable by allocating licenses to any one single auction participant. In
other words, as long as no single firm accounts for most of the expected welfare of the carbon
license market, one can find a cap and price floor so that the welfare at any equilibrium
is within a constant of the optimal outcome achievable without strategic behavior. We
argue that this assumption is reasonable, since presumably the motivation for running a
carbon license market in the first place is that the demand for emission licenses is distributed
across multiple firms. An alternative way to view this result is that one can always achieve
a constant approximation to our benchmark by either running a safe-price auction, or by
selling to only a single firm.
Along the way, we also show that for any cap-and-price auction that sells all of its licenses
with probability q > 0, there is a safe-price auction whose welfare (under truth-telling) is
within a factor O(1/q) of the original auction’s welfare. In particular, if our benchmark is
implemented by a cap-and-price auction that distributes all of its licenses with constant
probability, then we can construct a safe-price auction whose welfare at any Bayes-Nash
equilibrium is a constant approximation to the benchmark.
Note that our results are applicable for any setting with imperfect competition where a
uniform price auction is used to allocate goods with a production or social cost. For instance,
they may apply to allocating queries to a database, where the social cost is privacy. Another
example might be allocating medallions to taxi and rideshare drivers in New York City,
where the social cost is congestion.

1.2

Related Work

Our work is related to rich line of literature in economics comparing emission licence auction
formats and flat “carbon tax” pricing methods to control the externalities of pollution.
Weitzman [27] proposed a model of demand uncertainty and initiated a study comparing
price-based vs quantity-based screening in the context of pollution externalities. Kerr and
Cramton [10] noted that auctions tend to generate more efficient outcomes than grandfathered
contracts (i.e., pre-determined allocations based on prior usage), which distort incentives
to reduce pollution and efficiently redistribute licenses. Cramton, McKay, Ockenfels and
Stoft [11] subsequently lay out arguments in favor of tax-based approaches. Murray, Newell,
and Pizer [23] analyze the use of price ceilings in emission license auctions, and argue that
they provide benefits of both auction-based and tax-based systems, improving efficiency
in dynamic markets with intertemporal arbitrage. For a recent overview of auction-based
systems used in practice, from both the economic and legal perspectives, we recommend [9].
A similar line of literature studied alternative approaches to the related electricity
markets, where individual providers sell electricity into a central grid. Whereas the main
issue in emission license sales is the social externality of production, the main focus in
electricity markets was incentivizing participation of small firms. The primary discussion
focused on using uniform pricing versus discriminatory pricing in the resulting procurement
auction [12, 24].
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Within the theoretical computer science community, there have been numerous studies of
the efficiency of auction formats at equilibrium. For multi-unit auctions without production
costs (or, equivalently, no social cost of pollution), the price of anarchy of the uniform-price
auction was shown to be constant for full-information settings, and this was subsequently
extended to Bayes-Nash equilibria [20, 13]. Our work can be seen as an extension of that
work to the setting with a convex cost of allocation. Auctions with production costs have
also been studied [6, 15], but primarily from the perspective of mechanism design, where
the goal is to develop allocation and payment rules to achieve efficient outcomes. In the
present work we do not take a mechanism design approach; we instead restrict our attention
to (non-truthful) uniform price auctions, as these are used in practice, and study bounds on
the worst-case welfare at equilibrium under different choices of the auction parameters.
Uniform-price auctions with costs can be viewed as games for which the designer has a
mixed-sign objective (i.e., total value generated minus the social cost of production). Prior
work on the price of anarchy under mixed-sign objectives has focused primarily on routing
games [25, 7, 8]. Results in this space tend to be negative, motivating alternative measures
of performance (such as minimizing a transformed measure of total cost) that avoid the
pitfalls of mixed-sign optimization. Our work shows that in an auction setting, use of an
appropriately-chosen thresholding rule (in the form of a reserve price) can enable a constant
approximation to our mixed-sign objective of total value minus a convex social cost.
There is a vast amount of work on auctions with externalities, such as the seminal work
of [16], and other work including externalities in advertising auctions [14], characterizations
of equilibria in auctions with externalities [19], and more. However, these externalities are
private and held by the buyers, as opposed to public and suffered by the seller as in this
paper. In this case, the externality functions more like a production cost, as described above.
Kesselheim, Kleinberg and Tardos [17] study the price of anarchy of an energy market
auction, which is a similar application to the carbon license auction that we study. Their
focus is on the uncertainty of the supply and temporal nature of the auction, and not on
externalities of production, and hence their technical model is quite different.
The theory of bidding in uniform-price auctions with imperfect competition is welldeveloped in the economic theory literature. Much of this work focuses specifically on the
efficiency and revenue impact of demand reduction, and how modifications to the auction
format or context might impact it. Demand reduction occurs at equilibrium even in very
simple settings of full information, can dramatically reduce welfare, and is a concern in
practice [28, 26, 5]. One way to reduce the inefficiency of demand reduction is to perturb the
supply, either by allowing the seller to adjust the supply after bids are received [21], or by
randomizing the total quantity of goods for sale (or otherwise smoothing out the allocation
function) [18]. Such results are typically restricted to full-information settings. Moreover,
these approaches are not necessarily appropriate in the sale of government-issued licenses,
where one typically expects commitment and certainty about the quantity being sold. In
contrast, we forego a precise equilibrium analysis and instead argue that setting a sufficiently
high price floor can likewise mitigate the impact of demand reduction.

1.3

Roadmap

Our main result is a cap-and-price auction whose welfare in equilibrium approximates the
maximum welfare of a cap-and-price auction with non-strategic reporting in markets without
a single dominant bidder. In Section 2, we introduce our model and formally define cap-andprice auctions. In Section 3, we first show that we can restrict attention to cap-and-price
auctions with an infinite price ceiling (i.e., ones who never sell more licenses than the cap).
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We then derive a class of such cap-and-price auctions, which we call safe-price auctions,
whose performance in equilibrium approximates the performance in a non-strategic setting.
Thus it suffices to show that the best safe-price auction approximates the best cap-and-price
auction in a non-strategic setting. However, this is not true: we give an example where it
can be unboundedly worse. In Section 4, we demonstrate that the only barrier to this is the
existence of a dominant bidder, yielding our main result.

2

Preliminaries

There are n firms seeking to purchase carbon licenses. Licenses are identical, and each permits
one pollution unit. Each firm i has a monotone non-decreasing concave valuation curve
Vi (·) that maps a number of pollution units x ∈ Z≥0 to a value R≥0 ; this is the value they
enjoy for polluting this amount. The profile of valuation curves V = (V1 , . . . , Vn ) is drawn
from a publicly-known distribution F over profiles, where the draw of Vi (·) is the private
information of firm i. Valuations are drawn independently across firms, so F = F1 × . . . × Fn
is a product distribution and Vi ∼ Fi .
There is a publicly known monotone non-decreasing convex cost function Q(·) that maps
a number of pollution units x ∈ Z≥0 to the value of externality that society faces for having
this much pollution. Given a valuation profile (V1 , . . . , Vn ), the welfare of a given allocation
P
Pn
rule x = (x1 , . . . , xn ) is i Vi (xi ) − Q( i=1 xi ). Our objective is to maximize expected
welfare.
Given some integer x ≥ 0, we write V (x) for the maximum aggregate value that could be
obtained by optimally dividing x licenses among the firms. That is,
X
V (x) =
max
Vi (yi ).
n
~
y ∈Z+ :||y||1 =x

i

We refer to V as the combined valuation curve. As each Vi (·) is weakly concave, so is V (·).
We will sometimes abuse notation and write V ∼ F to mean that V is distributed as the
aggregate value when (V1 , . . . , Vn ) ∼ F . We’ll write W (V, x) = V (x) − Q(x) for the welfare
generated by allocating x licenses optimally among the firms.
We’ll write vi (j) = Vi (j) − Vi (j − 1) for firm i’s marginal value for aquiring license j,
for each j ≥ 1. By the monotonicity and concavity of Vi (·), vi (·) is non-increasing. We’ll
also write Vi (j|k) = Vi (j + k) − Vi (k) for the marginal value of j additional items given k
already allocated. We’ll write di (p) = max{j : vi (j) ≥ p} for the number of units demanded
by bidder i at price p.
We will study equilibria and outcomes of license allocation auctions. An auction takes as
input a reported valuation Vi from each firm i. The auction then determines an allocation
x = (x1 , . . . , xn ) and a price pi ≥ 0 that each firm must pay. The auctions we consider will
be uniform price auctions, where the auction determines a per-license price p and each firm i
pays pi = p · xi . Given an implicit uniform-price auction, we will tend to write xi (Ṽ) (resp.,
p(Ṽ)) for the allocation to agent i (resp., per-unit price) when agents report according to Ṽ.
For a given valuation profile V, we’ll also write Ui (Ṽ) for the utility enjoyed by firm i when
agents bid according to Ṽ:
Ui (Ṽ) = Vi (xi (Ṽ)) − p(Ṽ) · xi (Ṽ).
Finally, given an auction M and a distribution F over input profiles, we will write W (M, F )
for the expected welfare of M on input distribution F . We will sometimes drop the dependence
of F and simply write W (M ) when F is clear from context. We emphasize that W (M ) is a
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non-strategic notion of welfare; it is the expected welfare of M with respect to inputs drawn
from F , or equivalently the welfare of M under truthful reporting when agent valuations
M
are distributed according to F . Let xM (V ) = (xM
1 (V ), . . . , xn (V )) be the allocation rule of
mechanism M for realization V . Then
"
!#
X
X

M
M
W (M ) = EV ∼F
Vi xi (V ) − Q
xi (V )
.
i

i

A Bayes-Nash equilibrium of a uniform-price auction is a choice of bidding strategies
σ = (σ1 , . . . , σn ) for each agent, mapping each realized valuation curve Vi to a (possibly
randomized) reported valuation σi (Vi ), so that each agent maximizes their expected utility
by bidding according to σi given that other agents are bidding according to σ−i . That is, for
all Vi and all Ṽi , we have
EV−i ∼F−i [Ui (σi (Vi ), σ−i (V−i ))] ≥ EV−i ∼F−i [Ui (Ṽi , σ−i (V−i ))].
We make a standard assumption of no overbidding on behalf of the firms uniform-price
auction, which is motivated by the fact that overbidding is a weakly-dominated strategy.
Motivated by license auctions used in practice, we study a particular form of uniform
price auction that we call a cap-and-price auction which forces prices to be within some fixed
interval.3
I Definition 1. A cap-and-price auction M (C, p, p) is parameterized by a quantity C ≥ 1, a
price floor p, and a price ceiling p > p. The allocation and price are determined as follows:
P
1. If i di (p) ≥ C, then xi = di (p) for all i and p = p.
P
2. If i di (p) < C, then xi = di (p) for all i and p = p.
3. Otherwise, choose p = V (C) − V (C − 1), the C th highest bid, and choose ~x to be any
P
optimal allocation of C licenses among the firms: x ∈ arg max~y∈Zn+ :||y||1 =C i Vi (yi ).
We can think of this as a uniform price auction of up to C licenses (case 3 above), where
the price is set to the lowest winning marginal bid, with two modifications. First, there is a
reserve price p, so that possibly fewer than C licenses are sold if there is not enough demand
at price p; this is case 2. Second, if the lowest winning marginal bid would be larger than p,
then the price is lowered to p and firms can purchase as many licenses as they like at this
price; this is case 1.
Given social cost function Q and valuation distribution F , we will write opt for the
optimal expected welfare obtained by any cap-and-price auction under truthful reporting.
That is, opt = maxC,p,p {W (M (C, p, p))}. We will also tend to write C ∗ , p∗ , and p∗ for
the parameters that achieve this maximum. We emphasize that this is a non-strategic
notion: opt is the maximum expected welfare attainable when bidders report truthfully.
We view opt as a benchmark against which we will compare performance at Bayes-Nash
equilibrium. Note also that, in general, opt may be strictly less than the expected welfare
of the unconstrained welfare-optimal allocation; an example is provided in Appendix C.

3

Safe-Price Auctions

We will derive a class of cap-and-price auctions, which we will call safe-price auctions, whose
performance in equilibrium approximates their non-strategic welfare. The hope is that the
non-strategic welfare of this class then approximates the non-strategic welfare of the larger
class of cap-and-price auctions.
3

Note the cap is not a hard constraint, but rather governs which prices bind.
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I Definition 2. A safe-price auction is a cap-and-price auction M (C, p, p) parameterized by
a license quantity C, a price floor p = Q(C)/C, and price ceiling p = ∞. We will write M (C)
for the safe-price auction with license quantity C, and P (C) = Q(C)/C for the associated
safe price.
This definition restricts cap-and-price auctions in two ways. The first is that the price
ceiling is now infinite. The second is that we have imposed a lower bound on the price floor.4
The first restriction is for convenience; the following lemma shows that it does not cause
much loss in welfare. Motivated by this lemma, we will restrict our attention from now on
to auctions with no price ceiling, that is, p = ∞. We notate such mechanisms M = (C, p).
Note that, in the language of definition 1, case (1) can no longer occur. That is, when is
there is no price ceiling, only exactly C or less than C licenses will be allocated.
I Lemma 3. For any distribution F and any cap-and-price auction M (C, p, p), there exist a
cap C 0 and price floor p0 such that W (M (C 0 , p0 , ∞)) ≥ 12 W (M (C, p, p)).
The proof of Lemma 3 appears in Appendix A.1. The main idea is to decompose the
expected welfare of a cap-and-price auction M (C, p, p) into the welfare attained from the
first (at most) C licenses sold plus the incremental welfare attained from any licenses sold
after the first C. The first can be approximated by M (C, p, ∞); the latter, if non-negative,
can be approximated by M (∞, p, ∞).
The second way safe-price auctions restrict price-and-cap auctions is with a lower bound
on the price floor. As the following example shows, the equilibrium welfare of cap-and-price
auctions, even those with an infinite price ceiling, suffer from a problem known as demand
reduction in which a bidder improves her price, and hence utility, by asking for fewer units.
This can have drastic consequences on welfare, causing it to become negative, due to the
existence of the social cost. In particular, this means the approximation of such auctions,
relative to the best welfare attainable in non-strategic settings, is unbounded.
I Example 4. Consider two agents, 1 and 2. Their distributions over valuations will be
point-masses, so that the valuations are actually deterministic. These valuation functions
are given by the following marginals: v1 (1) = 10, v1 (2) = 10, v2 (1) = 6, v2 (2) = 1, and all
other marginals are 0. We will have C = 2, p = 0, p = ∞, and the social cost function is
given by Q(x) = 9x. Under truthful reporting, the auction M (C, p) allocates 2 licenses to
agent 1 at a price of 6 each, resulting in a welfare of V1 (2) − Q(2) = 20 − 18 = 2. However,
we note that firm 1 could improve their utility from 8 to 9 by instead reporting a modified
valuation Ṽ given by ṽ1 (1) = 10 and ṽ1 (2) = 1. If agent 2 continues to report truthfully,
M (C, p) will allocate 1 license to each agent at a price of 1 each, resulting in a welfare
of V1 (1) + V2 (1) − Q(2) = 16 − 18 = −2. One can verify that this is indeed a pure Nash
equilibrium of the auction, and hence a Bayes-Nash equilibrium as well.
The issue illustrated in Example 4 is that strategic behavior can cause licenses to be
allocated to agents whose marginal values for these licenses are below Q(C)/C, causing the
aggregate value derived from allocating C licenses to fall below Q(C). Safe-price auctions
seek to prevent this by imposing a sufficiently high price floor.
Indeed, the following lemma shows that price floors do indeed circumvent the issue in the
above example. Namely, we show safe-price auctions have good equilibria, compared to their
own non-strategic welfare. This is the main result of this section, and motivates us to focus
on analyzing the non-strategic welfare of safe-price auctions.
4

In fact we set p to be equal to P (C) , but our results still hold if this is relaxed to p ≥ P (C).
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I Lemma 5. For any safe-price auction M (C), the expected welfare at any Bayes-Nash
1
equilibrium is at least ( 3.15
) · W (M (C)).
Proof. Fix a license cap C and write p = Q(C)/C for the corresponding safe price, and
recall that M (C) = M (C, p). We claim that this auction is strategically equivalent to a
modified auction, as follows. First, since each agent pays at least p per license, we can define
v̂i (j) = vi (j) − p for the residual marginal utility of agent i for their j th license, after taking
into account that they must pay at least p. Then from each agent’s perspective, playing
in M (C, p) with marginal values vi (j) gives the same utility as playing in M (C, 0) with
marginal values v̂i (j). The welfare generated by the original auction is V (x) − Q(x), which
is equal to V̂ (x) − (Q(x) − px). So the welfare generated by M is equivalent to the welfare
generated with modified valuations V̂ , where the marginal social cost of each unit of pollution
is reduced by p. But now note that from the definition of p, Q(x) − px ≤ 0 for all x ≤ C. So
in an auction with a cap of C, the welfare is at least the welfare obtained with a social cost
of 0; it is always non-negative.
We conclude that the welfare generated by M (C, p), at any equilibrium, is equal to the
welfare generated at an equilibrium of the standard uniform price auction with modified
valuations V̂ . Theorem 3 of [13] (which bounds the welfare in Bayes-Nash equilibria of
uniform auctions without costs) therefore applies5 , and the welfare at any equilibrium is
1
at least 3.15
times the optimum achievable under the modified valuations, which is at most
W (M (C)).
J

4

Welfare Approximation

Motivated by Lemma 5, we would like to show that the non-strategic welfare of safe-price
auctions approximates that of cap-and-price auctions. Unfortunately, there are cases where
this does not hold, as demonstrated by Example 6. The example consists of just a single
firm that dominates the market and whose demand for licenses has high variance. The firm’s
value is always large enough that even at a low price and high license cap, the resulting
allocation has high net welfare. However, safe-price auctions will generate much lower welfare.
Roughly speaking, for any number of licenses C that the auction designer selects as the cap
for a safe-price auction, significant welfare will be lost from realizations where the firm’s
demand is much higher than C, and the corresponding safe price will exclude welfare gains
from realizations where the firm’s demand is much lower than C. If the variance is high
enough, this will cause overall welfare to be low regardless of the choice of C.
I Example 6. We will present an example for which the expected welfare of any safe-price
auction M (C) is at most an O(1/n)-approximation to opt. Let Q(x) = x2 . There is a
single firm participating in the auction. That firm’s valuation curve is drawn according to a
distribution F over n different valuation curves, which we’ll denote V (1) , . . . , V (n) . For all i,
valuation V (i) is defined by V (i) (x) = max{2i+1 · x, 22i+1 }. The probability that V (i) (·) is
drawn from F is proportional to 212i . That is, the firm has valuation V (i) with probability β212i ,
Pn
where β = i=1 2−2i = 13 (1 − 2−2n ) is the normalization constant. Note that a cap-and-price
Pn
auction with cap C = ∞ and price floor p = 1 achieves welfare i=1 22i β212i = β1 · n, so opt
is at least this large.6
5

6

The proof of the 3.15 bound in [13] is actually for a uniform-second-price auction that charges the
highest losing bid, or V (C + 1) − V (C); however, the proof is also correct for charging a price of the
lowest winning bid V (C) − V (C − 1).
In fact, this is the “first-best” welfare obtainable at every possible realization, so this is actually the
best possible cap-and-price auction and hence the exact value of opt.
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Consider a safe-price auction with cap C 0 . Suppose that C 0 ∈ (2k , 2k+1 ] for some k ≥ 1.
Then the safe price is P (C 0 ) = Q(C 0 )/C 0 = (C 0 )2 /C 0 = C 0 > 2k . If the firm has valuation
V (i) with i ≤ k − 1, then all marginal values are strictly below P (C 0 ), then no licenses are
allocated and the welfare generated is 0. On the other hand, if the firm has valuation V (i)
for any i ≥ k, then since at most C 0 ≤ 2k+1 licenses can be purchased, the auction generates
welfare at most 2i+1 (2k+1 ) − (2k+1 )2 = 22k+2 (2i−k − 1).
The total expected welfare of M (C 0 ) is therefore at most
n
X
i=k

2

2k+2

(2

i−k

n
1
4 X −2(i−k) i−k
4
− 1) · 2i =
2
(2
− 1) ≤ = O(1).
β2
β
β
i=k

Since opt ≥ β1 · n but W (M (C 0 )) = O(1) for all C 0 , we conclude that no auction with a safe
price achieves an o(n)-approximation to opt. This concludes the example.
Example 6 is driven by a single firm that dominates the market and has high variance in
their demand. We next show that this is the only barrier to a good approximation: either a
safe-price auction is constant-approximate, or else one can approximate the optimal welfare
by selling to just a single firm. To this end, we will be interested in the expected maximum
welfare attainable by allocating licenses to just one firm, which we will denote W (1) . That is,


(1)
W = EV ∼F max {Vi (x) − Q(x)} .
i,x≥0

The following theorem is our main result.
I Theorem 7. There exists a constant c such that, for any cap C and price floor p, there
exists C 0 such that c · W (M (C 0 )) + W (1) ≥ W (M (C, p)).
Note that a corollary of Theorem 7 (combined with Lemmas 3 and 5) is that for any
cap-and-price auction M (C, p, p), there exists some C 0 such that the expected welfare of
any Bayes-Nash equilibrium of M (C 0 ) is at least a constant factor of W (M (C, p, p)) − W (1) .
That is, the worst-case equilibrium welfare is a constant-factor approximation to the best
welfare achievable by any cap-and-price auction under truth-telling, excluding the welfare
contribution of a single firm.
Also, W (1) is the expected welfare of a truthful mechanism that we will call M (1) . In
(1)
M , the firms first participate in a second-price auction for the right to buy licenses. The
firm with the highest bid wins, and they pay the second-highest bid. The winning firm
can then purchase any number of licenses x ≥ 0, for which they pay Q(x) (in addition to
their payment from the initial second-price auction). Since the utility obtained by firm i
if they win the initial auction is precisely maxx {Vi (x) − Q(x)}, and since a second-price
auction is truthful and maximizes welfare, we can conclude that W (M (1) ) = W (1) . Then
another corollary of Theorem 7 is that one can approximate the non-strategic welfare of any
cap-and-price auction using either a safe-price auction (in which case the approximation
holds at any Bayes-Nash equliibrium), or using the (truthful) mechanism M (1) that allocates
licenses to at most one firm.
We are now ready to prove Theorem 7. Fix a cost function Q and distribution F , and
choose the optimal cap C and price floor p such that W (M (C, p)) is maximized. Let d(·)
and x(·) be the demand and allocation functions for M (C, p). For any given realization of
P
preferences V , there is a total demand d(V ) = i di (p), where again, di (p) = arg maxx Vi (x)−
px. Recall also that W (x, V ) = V (x) − Q(x) is the welfare generated by allocation x given
aggregate valuation V .
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(b)

Figure 1 A visualization of the proofs of Theorem 8 (a) and Theorem 7 (b). The x-axis represents
quantity of licenses; the y-axis represents value. The expected welfare of benchmark W (M (C, p)) is
divided into separate contributions, based on the location of allocation outcome (x, V (x)); these
are depicted as shaded regions. Each of these contributions is bounded by either the welfare of a
safe-price auction or the welfare obtained from a single buyer. Figure (a) is the (simpler) partition
used in Theorem 8, and (b) is the partition used in Theorem 7.

We will begin by proving a simpler version of Theorem 7, which is parameterized by
q := Pr[d(V ) ≥ C], the probability that the auction sells C licenses. When q is bounded away
from 0, we show that there is a safe-price auction that achieves an O(1/q)-approximation to
W (M (C, p)). We note that this result does not require firm valuations to be independent,
and holds even if the valuations are drawn from an arbitrarily correlated distribution F . We
will explain in Section 4.1 how to extend the argument to the general case of Theorem 7,
with details deferred to the appendix.
I Theorem 8. For the welfare-optimal cap C and price floor p, there exists a cap C 0 such
that (1 + 2/q) · W (M (C 0 )) ≥ W (M (C, p)).

Proof. The welfare generated by M (C, p) can be broken down as follows:
W (M (C, p)) = PrV ∼F [d(V ) ≥ C] · E[W (x(V ), V ) | d(V ) ≥ C]
+ PrV ∼F [d(V ) < C] · E[W (x(V ), V ) | d(V ) < C].
The first term is the contribution to the welfare from events where C licenses are sold (or,
equivalently, at least C licenses are demanded). The second term is the contribution from
events where the total demand for licenses is less than C.
Consider price P (C), the safe price for quantity C. We wish to decompose the second term
in the expression above into marginal values above P (C) and those below P (C). For this,
we need to introduce some notation. Write θi for the largest j ≥ 1 such that vi (j) ≥ P (C),
<
>
>
or θi = 0 if Vi (1) < P (C). Write x>
i = min{xi , θi }, and write xi = xi − xi . Then xi is
the part of allocation xi for which firm i has marginal value at least P (C) per unit, and x<
i
is the part of xi for which firm i has a marginal value less than P (C) per unit. We’ll also
define Vi< as Vi< (x) = Vi< (x|θi ); this is the marginal value of i for receiving x additional
< <
licenses after already having received θi licenses. Note then that Vi (xi ) = Vi (x>
i ) + Vi (xi ),
for all i. We then have
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PrV ∼F [d(V ) < C] · E[W (x(V ), V ) | d(V ) < C]
!
Z
X
=
Vi (xi (V )) − Q(x(V )) dF V
V : d(V )<C

i

!

Z

X

≤
V : d(V )<C

Vi (x>
i (V

>

)) − Q(x (V )) dF V

i

!

Z

X

+
V : d(V )<C

<
Vi< (x<
i (V )) − Q(x (V )) dF V

i

where the final inequality used the fact that Q(x) ≥ Q(x< ) + Q(x> ), due to the convexity of
Q. We conclude that
W (M (C, p)) ≤ PrV ∼F [d(V ) ≥ C] · E[W (x(V ), V ) | d(V ) ≥ C]
!
Z
X
>
>
+
Vi (xi (V )) − Q(x (V )) dF V
V : d(V )<C

Z
+
V : d(V )<C

(1A)
(1B)

i

!
X

Vi< (x<
i (V

<

)) − Q(x (V )) dF V

(1C)

i

so that W (M (C, p)) ≤ (1A) + (1B) + (1C). See Figure 1(a) for an illustration.
We claim that the welfare obtained from the first two terms, (1A) and (1B), are covered
by the safe-price auction with cap C. The intuition is that a price floor of P (C) does not
interfere with the welfare contribution due to licenses with marginal values greater than
P (C). One subtlety is that some of the licenses in the summation (1A) might have marginal
values less than P (C), but it turns out that it can only improve welfare to exclude such
licenses from the allocation.
B Claim 9. W (M (C)) ≥ (1A) + (1B).
Proof. Write d0 and x0 for the demand and allocation under auction M (C), respectively. We
have
W (M (C)) = PrV ∼F [d(V ) ≥ C] · E[W (x0 (V ), V ) | d(V ) ≥ C]
+ PrV ∼F [d(V ) < C] · E[W (x0 (V ), V ) | d(V ) < C].
Note that we intentionally use d(V ), the demand for M (C, p), rather than d0 (V ) in the
expressions above. The second term is precisely (1B), since x0i = x>
i from the definition of
x> . We claim that the first term is at least (1A). To see why, fix any V with d(V ) ≥ C (and
corresponding allocation x = x(V ) where necessarily |x| = C), and note that x0i ≤ xi for all i.
Furthermore, Vi (x0i ) ≥ Vi (xi ) − (xi − x0i )P (C), since x0i is simply xi after possibly excluding
some items with marginal value less than P (C). Thus, since |x| = C,
V (x0 ) − |x0 | · P (C) ≥ V (x) − |x| · P (C) = V (x) − Q(|x|).
Also, by convexity, we have Q(y) ≤ y · P (C) for all y ∈ [0, |x|]. In particular, we have
V (x0 ) − Q(|x0 |) ≥ V (x0 ) − |x0 | · P (C) ≥ V (x) − Q(|x|), and hence
PrV ∼F [d(V ) ≥ C] · E[W (x0 (V ), V ) | d(V ) ≥ C]
≥ PrV ∼F [d(V ) ≥ C] · E[W (x(V ), V ) | d(V ) ≥ C]
as claimed.

C

K. Goldner, N. Immorlica, and B. Lucier

15:13

The more difficult part of the proof of Theorem 8 is to account for term (1C). This
represents the contribution of licenses whose marginal values lie below P (C), and are
therefore excluded when the price floor is set to p = P (C). What we show is that the welfare
contribution from all such licenses is approximated by W (M (C/2)), the welfare obtained by
the safe auction with cap C/2.7 We do this in three steps. First, we show that any optimal
cap-and-price auction M (C, p) must generate non-negative expected welfare conditional on
selling C licenses. The intuition is that if the expected welfare from selling C licenses is
negative, then it must be strictly preferable to reduce the quantity of licenses.
I Lemma 10. If cap C and price floor p are chosen to maximize W (M (C, p)), then
EV ∼F [W (M (C, p)) | d(V ) ≥ C] ≥ 0,
where d(V ) is the total quantity of licenses demanded at price p.
The proof of Lemma 10 appears in Appendix B.1. Next, for any cap-and-price auction
M , we provide an upper bound on the total welfare contribution that comes from events
where x < C licenses are sold, and the average marginal value of the sold licenses, V (x)/x,
is less than P (C). In fact, it will be useful to state the lemma more generally: we provide a
more general bound that applies to any C̃ ≤ C and any valuation that is at most P (C̃) · x
(not necessarily V (x)). The lemma bounds the total welfare contribution, P (C̃) · x − Q(x),
by the difference in price between (a) C̃ licenses sold at the safe price for C̃, and (b) the
same C̃ licenses sold at the safe price for C̃/2.
I Lemma 11. Choose some quantity C̃ and a number of licenses x ≤ C̃. Then P (C̃) · x −
Q(x) ≤ C̃ · (P (C̃) − P (C̃/2)).
The proof of Lemma 11 appears in Appendix B.2. We are now ready to bound the
contribution of (1C). The intuition is as follows. By Lemma 11, the contribution from (1C) is
at most (a constant times) the gap between the line y = P (C) · x and the curve Q(x) at point
x = C/2. But recall that Pr[d(V ) ≥ C] = q, and Lemma 10 implies that, on average, the
expected marginal value of licenses allocated subject to this event is at least P (C). Therefore,
if we set a license cap of C/2, then with probability at least q all C/2 licenses will be sold
at an average expected marginal value of at least P (C). The welfare generated in this case
covers the “gap” at C/2, and hence covers the loss due to excluding licenses with marginal
values at most P (C).
B Claim 12. W (M (C/2)) ≥ 12 q · (1C).
Proof. Write d0 and x0 for the demand and allocation under mechanism M (C/2), respectively.
Choose any V such that d(V ) ≥ C. For any such V , d0 (V ) ≤ d(V ), and is formed by
removing items with marginal value at most P (C/2). In particular, since x0 (V ) ≤ d0 (V ),
we have V (x0 (V )) ≥ V (C) − (C − x0 (V )) · P (C/2). Noting that Q(|x0 (V )|) ≤ |x0 (V )| · P (C)
since x0 (V ) ≤ x(V ), we have
V (x0 (V )) − Q(|x0 (V )|) ≥ V (x0 (V )) − |x0 (V )| · P (C)
≥ V (C) − (C − |x0 (V )|) · P (C/2) − |x0 (V )| · P (C).

7

For convenience we will assume C is even for the remainder of this section. When C is odd, the result
holds for at least one of the floor or the ceiling of C/2. Details appear in the full version.
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Taking an expectation over all V such that d(V ) ≥ C, we note that Lemma 10 implies
E[V (C)] ≥ C · P (C). We therefore have
E[V (x0 (V )) − Q(|x0 (V )|)] ≥ C · P (C) − (C − E[|x0 (V )|]) · P (C/2) − E[|x0 (V )|] · P (C)
= (C − E[|x0 (V )|])(P (C) − P (C/2))
≥ (C/2) · (P (C) − P (C/2))
where in the last inequality we used that |x0 (V )| ≤ C/2 by definition. Since Pr[d(V ) ≥ C] = q,
we therefore have that
W (M (C/2)) ≥ Pr[d(V ) ≥ C] · E[V (x0 (V )) − Q(|x0 (V )|) | d(V )
≥ C] ≥ q(C/2) · (P (C) − P (C/2).
We now claim that (C/2) · (P (C) − P (C/2) ≥ (1C)/2, completing the proof. To see why,
note that for any x∗ < C and any V , V < (x∗ ) − Q(|x∗ |) ≤ |x∗ | · P (C) − Q(|x∗ |). Thus (1C) ≤
maxx∗ {|x∗ | · P (C) − Q(|x∗ |)}. But note that for any x∗ > C/2, we have Q(x∗ ) > |x∗ |P (C/2),
and hence |x∗ | · P (C) − Q(|x∗ |) ≤ |x∗ | · (P (C) − P (C/2)) ≤ (C) · (P (C) − P (C/2)). Also, for
any x∗ < C/2, Q(|x∗ |) lies above the line joining (C/2, Q(C/2)) and (C, Q(C)), and hence
|x∗ | · P (C) − Q(|x∗ |) is at most the distance between |x∗ | · P (C) and this line, which is at
most (C) · (P (C) − P (C/2)). So in either case we have maxx∗ {|x∗ | · P (C) − Q(|x∗ |)} ≤
C · (P (C) − P (C/2)) as required.
C
Combining Claim 9 and Claim 12 we have that W (M (C)) + (2/q)W (M (C/2)) ≥
J
W (M (C, p)), which completes the proof of Theorem 8.
As a corollary, Theorem 8 combined with Lemma 5 and Lemma 3 implies that for any
cap and price auction M (C, p, p), there exists a safe-price auction M (C 0 ) such that, at any
1
1
Bayes-Nash equilibrium of M (C 0 ), the expected welfare generated is at least 3.15
· 12 · 1+2/q
·
W (M (C, p, p)). In particular, if q is a constant bounded away from 0, then M (C 0 ) obtains a
constant fraction of W (M (C, p, p)) at any Bayes-Nash equilibrium.

4.1

The General Case

We complete the proof of Theorem 7 in Appendix B.3. Here we describe at a high level what
steps are needed to complete the argument. We will focus on the case where Pr[d(V ) ≥ C] <
1 − 1/e, since if Pr[d(V ) ≥ C] ≥ 1 − 1/e then Theorem 7 follows from Theorem 8.
Recall that in Claim 12, we used the assumption that Pr[d(V ) ≥ C] = q to argue that the
welfare gained in M (C/2) in the event that d(V ) ≥ C covers the welfare lost from marginals
lying below P (C), up to a constant factor. If the probability that d(V ) ≥ C is small, then
this may no longer be true. To handle this, we consider a reduced cap Cmed < C set to be the
largest integer such that Pr[d(V ) ≥ Cmed ] ≥ 1 − 1/e. Our hope is to reproduce the argument
from Claim 12, but substituting Cmed for C. To this end, we divide the welfare of M (C, p)
into four parts: all welfare under the event that d(V ) > C; all welfare from individual agents
whose demand is at least Cmed ; the contribution of marginal values greater than P (Cmed )
(but with individual firms demanding at most Cmed ) when d(V ) < C, and the contribution
of marginal values less than P (Cmed ) when d(V ) < C. See Figure 1(b) for an illustration.
As in the proof of Theorem 8, the contribution due to events where d(V ) > C can be
covered by the welfare of M (C, P (C)).
The contribution from agents who individually demand at least Cmed licenses is a new
case that we didn’t have to handle in Theorem 8. It is here that we use M (1) , allocating to
any single agent. Because the total demand is at most than Cmed with probability at least
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1/e, independence implies that the expected number of agents who demand more than Cmed
licenses is at most 1, given that the probability that none have demand more Cmed must be
at least 1/e. So the total contribution to welfare of all such events is at most W (M (1) ).
If d(V ) ≤ Cmed , then the contribution from marginal values that are at least P (Cmed )
can be covered by the welfare of M (Cmed , P (Cmed )), precisely as in Claim 9. We must also
handle the case that d(V ) ∈ [Cmed , C], and consider the welfare contribution of agents that
do not (individually) demand more than Cmed licenses. Here we use independence: the total
quantity demanded by such “small” agents is likely to concentrate, so it is unlikely that the
total demand will be larger than 2Cmed . Thus, by imposing a cap of Cmed , we lose at most a
constant factor of the welfare from marginal values greater than P (Cmed ).
The final step is to show that W (M (Cmed /2)) obtains at least a constant fraction of the
welfare generated by marginal values less than P (Cmed ), similarly to Claim 12. When proving
Claim 12, we used Lemma 10 to argue about the welfare generated by events where d(V ) > C.
Unfortunately, Lemma 10 does not extend to Cmed : it could be that the expected welfare
generated by M (Cmed , P (Cmed )), conditional on selling Cmed licenses, is negative. However,
we can prove an upper bound on how negative this expected welfare can be. After all, if the
expected welfare is sufficiently negative sufficiently often, it would be welfare-improving to
increase the price floor of M (C, p) from p to P (Cmed ), contradicting the supposed optimality
of M (C, p). This turns out to be enough to prove a bound similar to Claim 12.
Combining these bounds, we can conclude that each of the four parts of the welfare of
M (C, p) can be covered by either a safe-price auction or by M (1) , which completes the proof
of the theorem.
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Omitted Proofs from Section 3

A.1

Proof of Lemma 3

Recall the statement of Lemma 3: for any distribution F and any cap-and-price auction M (C, p, p), there exist a cap C 0 and price floor p0 such that W (M (C 0 , p0 , ∞)) ≥
1
2 W (M (C, p, p)).
Proof. We show that given any mechanism M = (C1 , p, p), we can construct a mechanism
M 0 with price ceiling ∞ such that W (M 0 ) ≥ 12 W (M ).
We can decompose the expected welfare of M into (a) the welfare attained from the first
(at most) C1 licenses sold, and (b) the incremental welfare attained from any licenses sold
after the first C1 .
Note that the auction M 1 = (C1 , p, ∞), which is M but with price ceiling set to ∞,
achieves welfare precisely equal to the former of these two parts. This is because M 1 always
allocates at most C1 licenses, and will allocate them efficiently subject to all marginal values
being at least p.
Next consider the second of these two parts of the welfare of M . If the expected welfare
in the second part is negative, then we are already done, so suppose not. Whenever more
than C1 licenses are sold, all licenses are sold at price p, and therefore have marginal value
at least p. Auction M 2 = (∞, p, ∞), with no license cap and with a price floor of p, will
also sell all such licenses that have marginal value at least p. We note, however, that M 2
additionally also includes the marginal contribution of the first C1 licenses. But we claim
that this contribution is non-negative: when the event occurs that more than C1 licenses
are sold, the marginal contribution of the first C1 licenses to the welfare can only be greater
than that of those beyond the first C1 . Thus, since the expected welfare in the second part
is non-negative, the welfare is only higher if we also include the contribution of the first C1
licenses whenever more than C1 licenses are sold. This is precisely the welfare of auction
M 2 = (∞, p, ∞), so the welfare of M 2 is therefore at least that of the second of the two
parts of the welfare of M .
We conclude that W (M 1 ) + W (M 2 ) ≥ W (M ), and hence either W (M 1 ) or W (M 2 ) is at
least 12 W (M ).
J

B

Omitted Proofs from Section 4

B.1

Proof of Lemma 10

First recall the statement of the lemma. If C and p are chosen to maximize W (M (C, p)),
then E[W (V, x(V )) | d(V ) ≥ C] ≥ 0.
Proof. Suppose not. Then it must be that E[W (V, x(V )) | d(V ) ≥ C] < 0. We will show
this implies W (M (C − 1, p)) > W (M (C, p)), contradicting the optimality of C. To see why,
note that when d(p) < C, the welfare of the two auctions is identical. Write x and x0 for
the allocation functions from M (C, p) and M (C − 1, p), respectively. When x ≥ C, we have
C−1
0
x0 = C − 1, and V (x0 ) ≥ C−1
x · V (x) by concavity. Similarly, Q(x ) ≤ x · Q(x) by convexity.
Thus, for any V such that d(V ) ≥ C and hence x(V ) = C, we have
V (x0 (V )) − Q(x0 (V )) ≥

C −1
C −1
(V (x(V )) − Q(x(V ))) =
(V (x(V )) − Q(x(V ))).
x(V )
C
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Taking expectations, we therefore have
C −1
(E[V (x(V )) − Q(x(V )) | d(V ) ≥ C])
C
> E[V (x(V )) − Q(x(V )) | d(V ) ≥ C]

E[V (x0 (V )) − Q(x0 (V )) | d(V ) ≥ C] ≥

where the last inequality follows because E[V (x(V ))−Q(x(V )) | d(V ) ≥ C] < 0 by assumption.
This implies W (M (C − 1, p)) > W (M (C, p)), which is the desired contradiction.
J

B.2

Proof of Lemma 11

First recall the statement of the lemma. Choose some quantity C̃ and a number of licenses
x ≤ C̃. Then P (C̃) · x − Q(x) ≤ C̃ · (P (C̃) − P (C̃/2)).
x
Proof. Suppose x ≥ C̃/2. Then Q(x) ≥ C̃/2
· Q(C̃/2) by convexity. So P (C̃) · x − Q(x) ≤

x · P (C̃) − Q(C̃/2)/(C̃/2) ≤ C̃ · (P (C̃) − P (C̃/2)) as claimed.
Next suppose x < C̃/2. Then (x, P (C̃) · x) and (x, Q(x)) both lie between the line
˜ Q(C̃/2)).
through the origin with slope P (C̃), and the line between (C̃, Q(C̃)) and (C/2,
Their difference is therefore at most twice the difference between those two lines at xcoordinate C̃/2, which is (C̃/2) · (P (C̃) − P (C̃/2)).
J

B.3

Omitted Details from the Proof of Theorem 7

Recall the statement of Theorem 7: for any cap C and price floor p, there exists C 0 and a
constant c such that c · W (M (C 0 )) + W (M (1) ) ≥ W (M (C, p)).
As in the proof of Theorem 8, the welfare generated by M (C, p) can be broken down as
follows:
W (M (C, p)) = PrV ∼F [d(V ) ≥ C] · E[W (x(V ), V ) | d(V ) ≥ C]
+ PrV ∼F [d(V ) < C] · E[W (x(V ), V ) | d(V ) < C]

We will break down the second term into three sub-terms. Recall that we can assume
Pr[d(V ) ≥ C] ≤ 1 − 1/e. Choose Cmed < C so that Pr[d(V ) ≥ Cmed ] = 1 − 1/e. We will write
<
>
<
∗
xi = x∗i + x>
i + xi . If xi ≥ Cmed then we set xi = xi and xi = xi = 0, otherwise we set
<
x∗i = 0. In this latter case, we set x>
i and xi similarly as in case 1, except that we consider
marginal values above and below P (Cmed ) rather than P (C). That is, if θi is the largest
j ≥ 1 such that vi (j) ≥ P (Cmed ) (or θi = 0 if vi (1) < P (Cmed )), we have x>
i = min{xi , θi }
>
<
<
<
and x<
=
x
−
x
.
And
as
before,
we
will
define
V
as
V
(x)
=
V
(x|θ
),
i
i the valuation of
i
i
i
i
i
i counting only those marginal values less than P (Cmed ).
Using convexity of Q as in case 1, we then have
W (M (C, p)) ≤ PrV ∼F [d(V ) ≥ C] · E[W (x(V ), V ) | d(V ) ≥ C]
Z
X
+
(
Vi (x∗i (V )) − Q(x∗ (V )))dF V
V : d(V )<C

Z
+
V : d(V )<C

Z
+
V : d(V )<C

(2A)
(2B)

i

X
>
(
Vi (x>
i (V )) − Q(x (V )))dF V

(2C)

i

X
<
Vi< (x<
(
i (V )) − Q(x (V )))dF V
i

so that W (M (C, p)) ≤ (2A) + (2B) + (2C) + (2D).

(2D)
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As in Theorem 8, we have that W (M (C)) ≥ (2A). For (2B), note that the probability
that every bidder i has xi < Cmed is at least 1/e, from the definition of Cmed . If we
Q
write pi for the probability that xi < Cmed , then we have i pi ≥ 1/e. Subject to this
P
condition, the value of i (1 − pi ) is maximized by setting all pi equal, in which case we have
P
−1/n
) ≤ 1. But this means that the expected number of agents with
i (1 − pi ) ≤ n(1 − e
xi ≥ Cmed is at most 1. Thus, (2B) is at most the value of allocating to just a single bidder
with xi > Cmed , which is at most the maximum possible welfare attainable from allocating
to any one bidder. We therefore have that W (M (1) ) ≥ (2B).
We next claim that W (M (Cmed )) ≥ (2C)/4. To see why, note that
Z
X
>
Vi (x>
i (V )) − Q(x (V )))dF V

(

V : d(V )<C

i

Z
≤2

1[x(V ) < 2Cmed ] · (
V : d(V )<C

Z
≤4

X

>
Vi (x>
i (V )) − xi ·

Q(x> (V ))
x> (V )



dF V

i




X X

1[x(V ) < 2Cmed ] · 
vi (j)/2 − x>
i ·

V : d(V )<C

i


>

Q(min{Cmed ,x (V )})
min{Cmed ,x> (V )}

 dF V

j≤x>
i

≤ 4W (M (Cmed ))

where the last inequality follows because, when imposing a cap of Cmed on an allocation of
total size at most 2Cmed , the value obtained is at least the top half of all marginal values,
which is more than half of all marginal values.
Finally, we claim that W (M (Cmed /2)) ≥ (2D)/21. Define Ψ := (Cmed /2) · (P (Cmed ) −
P (Cmed /2)). Then Lemma 11, combined with the fact that the total demand is at most
Cmed with probability 1/e, implies that (2D) ≤ (2/e) · Ψ.
8
We claim that for β = 3(e−1)
≈ 1.55, we must have Pr[V (Cmed ) < Q(Cmed )−β·Ψ | d(V ) >
Cmed ] ≤ 1/4. That is, conditional on having total demand at least Cmed , the probability that
the welfare generated at Cmed is more negative than −β · Ψ is at most 1/4. Suppose not: then
consider the difference in welfare between M (C, p) and M (C, P (Cmed )). The difference is
that (2D) would be removed, as would any (negative) contribution with V (Cmed ) < Q(Cmed )
and d(V ) > Cmed . As we noted above, the total contribution of (2D) to the welfare is at most
2Ψ/e. But the contribution due to the event V (Cmed ) < Q(Cmed ) − Ψ and d(V ) > Cmed
is at most −(βΨ)(1 − 1/e)(3/4). So as long as β ≥ (8/3(e − 1)) ≈ 1.55, we would have
W (M (C, P (Cmed ))) > W (M (C, p)). This contradicts the optimality of M (C, p).
We can therefore assume Pr[V (Cmed ) ≥ Q(Cmed ) − βΨ | d(V ) > Cmed ] ≥ 1/4. By concavity of V and convexity of Q, this means Pr[V (Cmed /2) ≥ Q(Cmed /2) + (2 − β)Ψ/2 | d(V ) >
Cmed ] ≥ 1/4. Since d(V ) ≥ Cmed with probability at least 1 − 1/e, the total welfare generated
by M (Cmed /2) from the events d(V ) ≥ Cmed is at least (2 − β)(1 − 1/e)Ψ/8, and hence
W (M (Cmed /2)) ≥ (2 − β)(1 − 1/e)Ψ/8. Since (2 − β)(1 − 1/e)e/16 ≥ 1/21, the result follows.
We conclude that
W (M (C)) + W (M (1) ) + 4W (M (Cmed )) + 21W (M (Cmed /2)) ≥ W (M (C, p)).
This implies Theorem 7, with c = 26.

C

Cap-and-Price Auction Outcomes are not Fully Efficient

We note that cap-and-price auctions cannot always implement the fully optimal allocation
rule for every distribution F . For an allocation rule to be implementable by some M (C, p, p),
it must be that on every input V, either the total allocation is C, or the total allocation is
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at most C and each agent wins precisely their marginal bids above p, or the total allocation
is at least C and each agent wins precisely their marginal bids above p. When there is
uncertainty about V, such a restricted allocation rule might return suboptimal allocations
on some realizations.
In fact, we note that there are cases where, even under truthful reporting, no cap-andprice auction can achieve a non-vanishing approximation of the unrestricted welfare-optimal
allocation.
I Example 13. We present an example for which the expected welfare of any cap-and-price
auction M (C, p) is at most an O(1/n)-approximation to the unrestricted allocation that can
optimize individually for each realization of the valuation curves, the welfare of which we
call the “first-best welfare” in line with economics terminology.
Let Q(x) = x2 . There is a single firm participating in the auction. That firm’s valuation
curve is drawn according to a distribution F over n different valuation curves, which we’ll
denote V (1) , . . . , V (n) . For all i, valuation V (i) is defined by V (i) (x) = 2i+1 · x. These curves
are depicted in Figure 2. The probability that V (i) (·) is drawn from F is proportional to 212i .
Pn
That is, the firm has valuation V (i) with probability β212i , where β = i=1 2−2i = 13 (1−2−2n )
is the normalization constant.
Then in expectation over the realizations of V (·), the first-best welfare is
n
X

22i

i=1

1
1
= · n.
2i
β2
β

Consider a cap-and-price auction M (C, p). For any cap C, the optimal price floor is to
set p = 2C. This eliminates all possible negative welfare contributions at C. As a sanity
check, any smaller price floor allows negative contributions, yet any larger price floor excludes
positive contributions. For C 0 ∈ (2k , 2k+1 ], , if the firm has valuation V (i) with i ≤ k,
then all marginal values are strictly below p, so no licenses are allocated and the welfare
generate is 0. On the other hand, if the firm has valuation V (i) for any i ≥ k + 1, then
since at most C < 2k+1 licenses can be purchased, the auction generates welfare at most
2i+1 (2k+1 ) − (2k+1 )2 = 22k+2 (2i−k − 1). This yields expected welfare
n
X
i=k+1

22k+2 (2i−k − 1) ·

n
1 X −2(i−k−1) i−k
1
=
2
(2
− 1)
β22i
β
i=k+1

=

n−k
1 X −2(j−1) j
2
(2 − 1)
β j=1

≤

n−k
1 X −(j−1)
2
β j=1

1
(2 − 2−(n−k−1) )
β
2
≤ = o(n).
β

=

In comparison to opt, any cap-and-price policy is off by an order of n, so no o(1/n)approximation to the first-best welfare is possible. This concludes the example.
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Figure 2 A depiction of Example 13, with the welfare achieve by the vertical cap and dashed
price floor denoted by the checks and x’s.
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In this work, we study notions of fairness in decision-making systems when individuals have diverse
preferences over the possible outcomes of the decisions. Our starting point is the seminal work of
Dwork et al. [ITCS 2012] which introduced a notion of individual fairness (IF): given a task-specific
similarity metric, every pair of individuals who are similarly qualified according to the metric should
receive similar outcomes. We show that when individuals have diverse preferences over outcomes,
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addition, we show how to efficiently optimize any convex objective over the outcomes subject to PIIF
for a rich class of individual preferences. Finally, we demonstrate the broad applicability of the PIIF
framework by extending our definitions and algorithms to the multiple-task targeted advertising
setting introduced by Dwork and Ilvento [ITCS 2019].
2012 ACM Subject Classification Theory of computation → Theory and algorithms for application
domains
Keywords and phrases algorithmic fairness
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.16
Funding Michael P. Kim: Part of this work completed while visiting the Weizmann Institute of
Science. Supported, in part, by a Google Faculty Research Award, CISPA Center for Information
Security, and the Stanford Data Science Initiative.
Aleksandra Korolova: Part of this work completed while visiting the Weizmann Institute of Science.
Another part completed while visiting the Simons Institute for the Theory of Computing.
Guy N. Rothblum: Research supported by the ISRAEL SCIENCE FOUNDATION (grant number
5219/17).
Gal Yona: Research supported by the ISRAEL SCIENCE FOUNDATION (grant number 5219/17).
© Michael P. Kim, Aleksandra Korolova, Guy N. Rothblum, and Gal Yona;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 16; pp. 16:1–16:23
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

16:2

Preference-Informed Fairness

Acknowledgements This work grew out of conversations during the semester on Societal Concerns
in Algorithms and Data Analysis (SCADA) hosted at the Weizmann Institute of Science. The
authors thank Omer Reingold for helpful conversations, which influenced our understanding and the
presentation of the work.

1

Introduction

Increasingly, algorithms are used to make consequential decisions about individuals. Examples
range from determining which content users see online to deciding which applicants are
considered in lending and hiring decisions. Automated decision-making comes with benefits,
but it also raises substantial societal concerns (cf. [26] for a recent perspective). One
prominent concern is that these algorithms might discriminate against individuals or groups
in a way that violates laws or social and ethical norms [1, 29, 10, 7]. Thus there is an urgent
need for frameworks and tools to mitigate the risks of algorithmic discrimination. A growing
literature attempts to tackle these challenges by exploring different fairness criteria and ways
to achieve them.
One prominent framework for establishing fairness in algorithmic decision-making systems
comes from the seminal work of Dwork et al. [12], which introduced the notion of individual
fairness (IF). IF relies on a task-specific similarity metric that specifies, for every pair of
individuals, how similar they are with respect to the task at hand. Given such a metric,
individual fairness requires that similar individuals (according to the metric) be treated
similarly, i.e., assigned similar outcome distributions. This is formalized via a Lipschitz
condition, requiring that for any two individuals i and j, the distance between their outcome
distributions is bounded by their distance according to the metric. Although coming up with
a good metric can be challenging, metrics arise naturally in prominent existing examples
(e.g. credit or insurance risk scores), and in natural scenarios (e.g. a metric specified by
an external regulator). Given an appropriate metric, individual fairness provides powerful
protections from discrimination.

Accounting for individuals’ preferences
Our work is motivated by settings in which individuals may hold diverse preferences over the
possible outcomes. Natural examples of such settings include recommendation systems on
professional employment websites where job-searchers have diverse considerations (geography,
work-life balance, company culture, etc.) that affect their interest in potential employers,
and targeted advertising systems where different users have a wide variety of preferences over
the subset of ads they’d like to see out of an enormous set of possibilities. While the metricbased IF constraints prevent myriad forms of discrimination that can arise in automated
decision-making systems, we argue that when individuals have different preferences over
outcomes, IF can be too restrictive. Specifically, we show that in such settings, ignoring
individuals’ preferences (as IF does) can come at a high cost to the very individuals that IF
aims to protect.
We illustrate this observation using a simple example. Consider a university organizing
a career expo focused on software developer positions. The university would like to assign
each graduating student to (at most) a single interview slot with a prospective employer.
To prevent discrimination, the university would like to enforce individual fairness. For
simplicity, we assume that there is an unbiased metric for judging qualifications for software
development roles across employers based on GPA in the CS major. Consider candidates i,
j, and k, who are all similarly qualified, and suppose there are three employers X, Y , and
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Z. When the candidates are polled for their preferences, i prefers X  Y  Z, j prefers
Y  Z  X, and k prefers Z  X  Y (possibly due to geographic and work-life balance
considerations). Despite the diversity of their preferences, since i, j, and k are all similarly
qualified, IF requires that the candidates receive similar distributions over interviews with
the employers X, Y , and Z. Thus, IF rules out the allocation where each candidate gets their
most-preferred interview.
This toy example demonstrates that IF can be overly-restrictive, preventing some solutions
where every individual is very happy with their outcome. Moreover, under IF, even the most
socially-conscious decision-maker may be forced to disregard the preferences of some groups
of individuals in order to satisfy the constraints. For example, if a decision-maker is required
by IF to give similar members of majority and minority populations similar outcomes, then
the decision-maker may choose the IF solution that gives everyone the outcome preferred by
the majority, running the risk of ignoring the preferences of historically-marginalized groups
of individuals.
Faced with this shortcoming of IF, we consider alternative notions of fairness that may
be better suited to handle settings where individuals hold rich preferences over outcomes.
The most natural alternative notion is envy-freeness (EF) [32, 14], a classic game-theoretic
concept of fair division. A set of outcomes is said to be envy-free if no individual prefers
the outcome given to any other individual over their own. At first glance, EF seems like a
promising solution concept that addresses the concerns raised about IF: the decision where
every individual receives their most-preferred outcome is EF. Indeed, Balcan et al. [4] recently
presented EF as an alternative to IF in the context of fair classification.
However, we argue that EF may also be overly-restrictive, constraining the decisionmaker in unreasonable ways. Returning to the example of the career expo, suppose another
individual ` has similar preferences to i, (X  Y  Z), but ` has a significantly lower GPA
than i. Consider an allocation where i receives their most-preferred interview X, but `
does not receive any interview. In this case, ` envies i so this solution does not satisfy EF;
nevertheless, the solution is reasonable from a fairness perspective. Since i has a much better
GPA than `, it doesn’t seem unfair to give i the interview with X over `, especially if the
interview spots are limited.
This expanded example highlights the need for distinguishing between outcome distributions that might make some (or even all) individuals unhappy, from distributions that
are unfairly discriminatory; articulating this distinction was an important conceptual contribution of the definition of individual fairness [12]. Indeed, the unqualified individual `
might be unhappy that they do not receive an interview; further, they might be even less
happy when they see that the qualified individual i received an interview with their top
choice X. In the eyes of the task-specific similarity metric, however, these two individuals
are different – according to their GPAs, one is qualified, the other – unqualified. Thus, IF
does not consider such an outcome discriminatory. Furthermore, deciding to assign no one to
interviews (qualified and unqualified alike) might make no one happy, but it is not unfairly
discriminatory, since all individuals are treated similarly.
In this work, we adopt the perspective that given a suitable metric, solutions that are
individually fair provide strong protections from discrimination, even though they might not
be envy-free. Armed with this perspective, we seek to relax the IF requirements to allow for
a richer set of solutions, while still providing meaningful protections against discrimination.
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1.1

This Work: Preference-Informed Fairness

Building on the perspective from [12], we propose and study the notion of preference-informed
individual fairness (PIIF). Our guiding principle is:
Allocations that deviate from individual fairness may be considered fair,
provided the deviations are in line with individuals’ preferences.
Before describing PIIF, we establish some notation. We model a decision-maker’s policy
π as a mapping from individuals to allocations, i.e., distributions over outcomes. We assume
that each individual i has preferences over the possible allocations, where p i q denotes that
i (weakly) prefers allocation p to allocation q. To discuss notions of individual fairness, we
assume that D is a divergence where D(p, q) measures some distance between two allocations
p, q (e.g. the total-variation distance), and d is the task-specific metric where d(i, j) specifies
the similarity between individuals i and j.
Using this notation, we can restate the notions of IF and EF as follows. A policy π is
individually-fair (IF) if for all pairs of individuals i, j, the Lipschitz condition D(π(i), π(j)) ≤
d(i, j) is satisfied.1 A policy π is envy-free (EF) if for all individuals i, for all other individuals
j, π(i) i π(j).

Preference-informed individual fairness
As in both IF and EF, PIIF establishes fairness by comparing the allocation of each individual
i to the allocation of every other individual j. For each such comparison, PIIF requires that
either π(i) satisfies individual fairness with respect to π(j) or i prefers their allocation π(i)
over some alternative allocation that would have satisfied individual fairness with respect to
π(j). More technically, for π to be considered PIIF for each individual i, we require that
for every other individual j there exists some alternative allocation pi;j that i could have
received that satisfies the IF Lipschitz condition with respect to π(j) and where i (weakly)
prefers their actual allocation π(i) to the IF alternative pi;j .
I Definition 1 (PIIF). A policy π that maps individuals to allocations satisfies PreferenceInformed Individual Fairness with respect to a divergence D, a similarity metric d, and
individual preferences {i }, if for every individual i, for every other individual j, there exists
an alternative allocation pi;j such that:

pi;j is individually fair w.r.t π(j):
D pi;j , π(j) ≤ d(i, j).
i (weakly) prefers π(i) over pi;j :
π(i) i pi;j .
We emphasize that, in general, pi;j 6= pj;i ; that is, the alternative chosen for i with
respect to j’s allocation need not be the same as that chosen for j with respect to i. Figure 1
provides a succinct summary of the definitions of IF, EF, and PIIF.
PIIF preserves the spirit of the core interpersonal fairness guarantee of IF: for each
individual i, for every individual j who is similar to i, either i’s outcome distribution is
similar to j’s, or i receives an even better (more-preferred) outcome distribution. The main
advantage of PIIF over IF is that it allows for a much richer solution space, which can
lead to preferable outcomes for individuals. Further, PIIF does not restrict the allocations
unnecessarily; as in IF, the constraints only bind when a pairs of individuals are sufficiently
similar according to the metric. In other words, PIIF – unlike EF – permits solutions that
may be disappointing to some individuals (i.e. where i envies j) but should not be considered
discriminatory (because i and j are substantially different according to the task at hand).

1

Throughout, we assume that d and D are scaled appropriately to be in the same “units.” That is,
without loss of generality, we assume the relevant Lipschitz constant in the IF-style constraints is 1.
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Individual Fairness (IF)
for every i, for every j:
D(π(i), π(j)) ≤ d(i, j)
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Envy-Freeness (EF)
for every i, for every j:
π(i) i π(j)

Preference-Informed Individual Fairness (PIIF)
for every i, for every j, there exists pi;j s.t.
D(pi;j , π(j)) ≤ d(i, j)
π(i) i pi;j
Figure 1 Summary of individual fairness notions.

Referring back to the career expo example, we note that the allocation where the three
qualified candidates i, j, and k (deterministically) interview with their preferred employer
is PIIF. To see this, consider i comparing their outcome to those of j and k under such an
interview assignment. Comparing with j, i prefers outcome X to receiving outcome Y , which
would satisfy the IF constraint with respect to j. Similarly, she prefers X to Z, which would
satisfy the IF constraint with respect to k. Indeed, since i receives her preferred outcome,
one can argue that there is no discrimination against i in the allocation. Similar reasoning
applies to j and to k. In fact, the allocation where each individual deterministically receives
their preferred outcome is always PIIF, a property we find desirable for a fairness definition.
Further, consider the allocation of `, who we assumed was significantly less qualified than i
(and thus, j and k). If ` is sufficiently dissimilar to all other candidates, then the scheduler
can assign ` to any interview and still satisfy PIIF. To see this, note that if d(`, i) is sufficiently
large, we can always take p`;i = π(`), and the constraints for individual ` with respect to i
will be satisfied (with identical arguments when comparing ` to j and k).

1.2

Our Contributions

Our running example illustrates that in many reasonable situations (involving rich and
diverse individual preferences over outcomes), the existing notions of individual fairness
and envy-freeness may not capture an appropriate notion of fairness or may unnecessarily
constrain the decision-maker. In high-stakes domains, such as employment and personalized
content selection, both limitations are significant and may hinder adoption of fairnessconscious decision-making. We propose PIIF as a relaxation of IF that addresses the
identified shortcomings of existing notions while still providing meaningful protections against
discrimination. We view this as an important conceptual contribution in its own right.
With the motivation and definition for PIIF in place, we provide a comprehensive
characterization of the relationship between PIIF and other individual notions of fairness. In
Section 2, we show formally that PIIF can be viewed as a relaxation of both IF and EF; that
is, any solution that satisfies either IF or EF also satisfies PIIF. Further, we demonstrate
that PIIF is a non-trivial relaxation of both notions, by proving that there exist settings in
which PIIF solutions cannot be captured by IF or EF constraints alone, for any choice of
metrics d, D and preferences.
To introduce PIIF, we have argued qualitatively that relaxing IF to PIIF allows for
more preferable outcomes for individuals. We quantify these claims by comparing the social
welfare of a decision-maker’s policy achievable under PIIF and under IF. In Section 3, we
show optimal bounds on the ratio of the best social welfare under PIIF to that under IF; the
ratio can grow linearly in the number of individuals classified or in the number of possible
outcomes grows.
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With the definition and properties of PIIF in place, we turn our attention to the algorithmic
question of how to achieve PIIF. In Section 4, we show that for a rich family of individual
preferences, there is an efficient algorithm to minimize a convex objective subject to PIIF.
The result follows by observing that for structured classes of preferences, the set of PIIF
constraints is convex. In particular, to optimize over PIIF, we can augment the convex
program defined for IF in [12] to capture the additional preference constraints. As such,
optimization subject to PIIF is only slightly more complex than optimization subject to IF.
Finally, we demonstrate the versatility of the PIIF framework, by applying preferenceinformed fairness in the context of targeted advertising (as studied by [13]). Recent empirical
findings demonstrate that the ad allocation algorithms run by online advertising platforms
may result in discrimination [11, 24, 1] and are thus facing legal scrutiny [31, 29, 6]. As
such, developing formal frameworks for understanding fairness in such advertising systems is
of great importance. In Section 5, we extend our definition of PIIF and our results to the
multiple-task setting defined [13] to model fairness desiderata for the domain of large-scale
targeted advertising. We show that in this practically-motivated setting, IF still may restrict
the social welfare considerably compared to PIIF even when the individuals’ similarity and
preferences are perfectly aligned! The ratio of the best social welfare under PIIF to that of
IF grows linearly in the number of tasks.

Organization
Sections 2-5 contain the technical details and proofs of our major contributions with some
results deferred to the appendix. We conclude in Section 6 with comparisons to other
related works and a discussion of the strengths and limitations of the current approach of
preference-informed fairness as well as directions for future investigations.

2

Preference-Informed Individual Fairness

Preliminaries
Given a set of individuals X , we consider policies that assign every individual to an outcome
in the set C. We allow randomized allocation rules π : X → ∆(C), where for each individual
i ∈ X , their allocation π(i) ∈ ∆(C) represents a distribution over outcomes c ∈ C. We
model individuals’ preferences by assuming that every individual i ∈ X has a reflexive and
transitive binary relation i that encodes their preferences over allocations in ∆(C); for
p, q ∈ ∆(C), we use p i q to denote that i (weakly) prefers p to q.2 We use  to denote the
set of individuals’ preference relations, = {i }i∈X .
One important structured class of preference relations are those that admit a utility
function. Here, we assume each individual i ∈ X has a real-valued function over allocations
ui : ∆(C) → R, where ui (π(i)) represents the utility to individual i from the allocation given
by π. Given such a utility function, p i q if and only if ui (p) ≥ ui (q).
With this technical notation in place, for completeness, we restate the three definitions of
fairness.
I Definition 2 (Individual Fairness). Given a divergence D : ∆(C) × ∆(C) → [0, 1] and a
similarity metric d : X × X → [0, 1], a policy π : X → ∆(C) is (D, d)-individually fair if for
every two individuals i, j ∈ X × X , the following Lipschitz condition holds.
D(π(i), π(j)) ≤ d(i, j)
2

i need not be total nor antisymmetric over ∆(C).

(1)
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I Definition 3 (Envy Freeness). Given a set of preferences , a policy π : X → ∆(C) is
-envy-free if for all individuals i ∈ X , and for all other individuals j ∈ X ,
π(i) i π(i)

(2)

I Definition 4 (Preference-Informed Individual Fairness). Given a divergence D : ∆(C) ×
∆(C) → [0, 1], a similarity metric d : X × X → [0, 1], and a set of preferences , a policy
π : X → ∆(C) is (D, d, )-PIIF if for all individuals i ∈ X , for all other individuals j ∈ X ,
there exists an allocation pi;j ∈ ∆(C) such that:

D pi;j , π(j) ≤ d(i, j)
i;j

π(i) i p

(3)
(4)

Often, the divergence D, metric d, and preferences  will be fixed. In these contexts, we use
ΠIF , ΠEF , ΠPIIF to denote the set of IF, EF, and PIIF solutions, respectively.

2.1

PIIF relaxes IF and EF

We have argued informally that PIIF captures the appealing aspects of both IF (strong
discrimination protections) and EF (respecting the preferences of individuals) without being
overly prescriptive in a way that might hurt individuals or the decision-maker. Our first
result formalizes these claims, by characterizing PIIF as a relaxation of both IF and EF. We
show that any policy that is either IF or EF is also PIIF.
I Proposition 5. Fixing a divergence, the metric, and preferences, ΠIF ⊆ ΠPIIF and ΠEF ⊆
ΠPIIF .
As solution concepts, both IF and EF are always feasible, but for very different reasons: for IF,
any allocation that treats all individuals identically is feasible; for EF, the allocation that gives
everyone their most-preferred outcome is envy-free. Thus, both of these extreme solutions
will also be feasible for PIIF. In general, PIIF will be a strict relaxation of these concepts
that allows for interpolation between the notions. Intuitively, more diverse preferences of
individuals tend to give rise to richer sets of PIIF solutions compared to IF, and nontrivial
metrics d (i.e., further from the all-zeros “metric”) give rise to richer sets of PIIF solutions
compared to EF. Given the right framing, the proof of this result is almost immediate.
Proof. To see that an IF policy π satisfies PIIF, for each i, we take pi;j = π(i) for all
j. Consider an allocation π ∈ ΠIF . From the perspective of any individual i ∈ X , when
comparing to individual j ∈ X , if pi;j = π(i), then, by the fact that π satisfies IF, condition
(3) is satisfied. By reflexivity of i , (4) is also satisfied, so π ∈ ΠPIIF .
To see that an EF policy π satisfies PIIF, for each i, we take pi;j = π(j) for all j. Consider
an allocation π ∈ ΠEF . From the perspective of any i ∈ X , when comparing to j ∈ X ,
if pi;j = π(j), then, condition (3) is satisfied trivially because D(π(j), π(j)) = 0. Since π
satisfies EF, we know that π(j) i π(i), so condition (4) also holds; thus π ∈ ΠPIIF .
J

PIIF generalizes IF and EF
We remark that this intuition also shows that PIIF is a generalization of both IF and EF;
that is, both notions can be “implemented” as special cases of PIIF. To implement IF, we
can set all individual’s preference relation i to be the trivial reflexive relation, where for
all allocations p, p i p, and for all nontrivial pairs p 6= q, p and q are incomparable. To
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implement EF, we simply take d(i, j) = 0 for all i, j pairs. In other words, we can think of
the set of IF solutions as those where we require the alternative allocation for i compared
to j to be i’s actual allocation pi;j = π(i), and we can think of the set of EF solutions as
those where we require the alternative allocation for i compared to j to be j’s allocation
pi;j = π(j).

PIIF is a meaningful relaxation of IF and EF
A natural question to ask is whether we need to introduce a new definition of individual
fairness. In particular, we might hope that we could “implement” PIIF using IF with a
metric that incorporates preferences or with EF with preferences that incorporate distances.
We argue that when there is a rich set of possible outcomes and a correspondingly-rich set of
possible preferences, such an approach is infeasible. In particular, PIIF captures constraints
that could not be cast within the language of IF or EF alone.
To build intuition, we revisit the career expo example: suppose that two similarly
qualified individuals i and j have a similar top choice (say, X), but disagree on their second
choice (i prefers Y , whereas j prefers Z). Do these individuals have similar preferences or
divergent ones? Intuitively, a fair assignment could give them similar probabilities of seeing
X, but different probabilities of seeing Y and Z. Individual fairness treats all outcomes
symmetrically for all individuals, and does not let us make such distinctions. The following
proposition strengthens this intuition, demonstrating that there are in fact settings in which
EF preferences cannot be encoded using any IF metric, and vice versa. Note that this implies
that PIIF – a relaxation of both notions – captures constraints that cannot be cast within
the language of IF or EF alone.
I Proposition 6. There exists a set of preferences  such that for any choice of divergence
D and metric d
Π-EF 6= Π(D,d)-IF .
There exists a divergence-metric pair D, d such that for any choice of preferences ,
Π(D,d)-IF 6= Π-EF .
Proof. In both constructions, we will assume there are two disjoint groups of individuals
S, T ⊆ X . Consider two outcomes p, q ∈ C. Suppose  is such that for some i ∈ S and
j ∈ T , p i q and q j p. Consider any D and d: if D(p, q) ≤ d(j, i), then assigning p to j
and q to i will be (D, d)-IF, but it is not -EF; otherwise, if D(p, q) > d(i, j), then assigning
p to S and q to T will not be (D, d)-IF, even though it is -EF. Thus, no D, d can capture
-EF.
Now take D to be total variation distance and consider a metric d where d(i, j) = 0 for
i, j ∈ S × S and T × T , and d(i, j) = 1 for i, j ∈ S × T . Under this metric, assigning any
fixed allocation to everyone in S and any (potentially-different) fixed allocation to everyone
in T is (D, d)-IF. Consider some . If there is some i ∈ S such that p i q or if there is
some j ∈ T such that q j p, then the (D, d)-IF allocation that assigns q to every i ∈ S and
p to every j ∈ T is not -EF.
Thus, for all individuals in i ∈ S ∪ T , i must be either the relation, where p ≡ q or
the trivial reflexive relation where p and q are incomparable. Suppose i, j ∈ S × S both
have i =j =≡. Then, the solution that assigns p to i and q to j is -EF, but violates the
Lipschitz condition of (D, d)-IF. On the other hand, if there is some i ∈ S that holds the
trivial reflexive relation, then the (D, d)-IF solution that assigns p to all of S and q to all of
T will not satisfy -EF, because p 6i q.
J
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We arrived at PIIF by starting with the metric-based IF as a strong notion of nondiscrimination and relaxing the notion to incorporate individuals’ preferences and allow for a
richer set of solutions while providing a meaningful protections against discrimination. A
conceptually-different approach towards these goals would start with preference-based EF,
but allow the decision-maker some freedom by incorporating distances between individuals.
In particular, consider the following relaxation of EF, which we call Metric Envy-Freeness
(MEF), that intuitively captures the idea that no individual should envy the allocation of
any other similar individual.
I Definition 7. Suppose each individual i ∈ X has a utility function ui : ∆(C) → R;
let U = {ui }i∈X . Given a similarity metric d : X × X → R+ , a policy π : X → ∆(C) satisfies
(d, U)-metric-envy-freeness if for every individual i ∈ X , for every other individual j ∈ X ,
ui (π(i)) ≥ ui (π(j)) − d(i, j)
This definition starts with the envy-freeness constraint for utility-based preferences, but then
relaxes the constraint between i and j by their distance according to the metric. For the
metric-utility comparison of MEF to be meaningful, we assume that utilities and metric
distances are normalized to one another; without loss of generality, assume that each utility
and metric distance is bounded in [0, 1]. For each pair i, j, the notion interpolates between
two extremes based on the value of d(i, j): if d(i, j) = 0, then envy-freeness binds; when
d(i, j) = 1, the allocation i receives is not constrained by the allocation j receives.
As d(i, j) ≥ 0 for all pairs of individuals, MEF is clearly a relaxation of EF. That said,
it’s not immediately obvious how MEF relates to IF or PIIF. While conceptually different,
we show that MEF captures a closely-related notion of fairness to PIIF, in the special case
where preferences are given by structured utility functions. To relate MEF to PIIF, we need
to assume the following Lipschitz conditions.
I Definition 8 (Lipschitz utility). A utility function u : ∆(C) → R is `-Lipschitz with respect
to D : ∆(C) × ∆(C) → R+ if |u(p) − u(q)| ≤ ` · D(p, q).
Lipschitz utility functions are quite natural. For instance, taking D to be the total variation
distance, if individuals’ preferences admit an expected utility function, where each outcome
has utility in [0, 1], then individuals’ utilities will be 1-Lipschitz. In other words, individuals’
utilities are not highly sensitive to very small changes in the allocation they receive.
I Definition 9 (Reverse-Lipschitz utility). A utility function u : ∆(C) → R is `-reverseLipschitz with respect to D : ∆(C) × ∆(C) → R+ if 1` · D(p, q) ≤ |u(p) − u(q)|.
Reverse-Lipschitz utility functions are less natural. This assumption implies that no pair of
outcomes is valued very similarly. One natural setting where the reverse-Lipschitz condition
holds nontrivially is in the case of binary outcomes, where each individual prefers one outcome
over the other. Under these assumptions, we can show the following relationship between
MEF and PIIF.
I Theorem 10. Suppose D : ∆(C) × ∆(C) → R+ is a divergence, d : X × X → R+ is a
similarity metric, and U = {ui } is a family of utility functions. Let U denote the family of
preferences induced by U. Consider a policy π : X → ∆(C). For some constant ` ≥ 1:
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Suppose for all i ∈ X , ui is `-Lipschitz with respect to D. Then,
U

Π(D,d,

)-PIIF

⊆ Π(`·d,U )-MEF .

Suppose for all i ∈ X , ui is `-reverse-Lipschitz with respect to D. Then,
Π(d,U )-MEF ⊆ Π(D,`·d,

U

)-PIIF

.

Proof. To see that PIIF implies MEF, we start with a policy π that satisfies (D, d, U )-PIIF.
To establish MEF, we compare the utility of individual i on their allocation π(i) to that of
another individual π(j); we denote by pi;j the alternative allocation for i that satisfies the
PIIF constraints.
ui (π(i)) ≥ ui (pi;j )

(5)


i;j

≥ ui (π(j)) − ui (π(j)) − ui (p )

≥ ui (π(j)) − ` · D π(j), pi;j



≥ ui (π(j)) − ` · d(i, j)

(6)
(7)

where (5) follows by the fact that π satisfies PIIF; (6) follows by the Lipschitz condition; and
(7) follows again from the fact that π satisfies PIIF. Thus, ui (π(i)) ≥ ui (π(j)) − ` · d(i, j), so
π is (` · d, U)-MEF.
To see that MEF implies PIIF, we start with a policy π that satisfies (d, U)-MEF. To
establish PIIF, we consider an arbitrary pair of individuals i and j, and exhibit an allocation
pi;j that satisfies the PIIF conditions with respect to π(i) and π(j). Comparing individual i
to individual j, we consider two cases.
First, suppose ui (π(i)) ≥ ui (π(j)) and take pi;j = π(j). In this case, the Lipshitz
constraint is trivially satisfied,
D(pi,j , π(j)) = D(π(j), π(j)) = 0 ≤ ` · d(i, j)
and the assumption that ui (π(i)) ≥ ui (π(j)) implies that
π(i) i π(j) = pi;j ,
so the PIIF constraints are satisfied.
Next, suppose ui (π(i)) < ui (π(j)) and take pi;j = π(i). In this case, the preference
condition is trivially satisfied,
π(i) i π(i) = pi;j
and the Lipschitz condition follows as
D(pi;j , π(j)) = D(π(i), π(j))
≤ ` · (ui (π(j)) − ui (π(i)))

(8)

≤ ` · d(i, j)

(9)

where (8) follows by the reverse-Lipschitz condition and (9) follows by the fact that π satisfies
MEF. Thus, π is (D, ` · d, U )-PIIF.
J
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Relating PIIF and MEF
Theorem 10 shows that under appropriate assumptions, we can relate the notions of PIIF
and MEF. We interpret the theorem to say that, in most settings we would apply preferenceinformed fairness, MEF is a strictly more relaxed notion than PIIF; that is, every PIIF
solution will be MEF, but there will be MEF solutions that do not satisfy PIIF.
Specifically, as we remarked earlier, it is reasonable to assume that individuals’ utility
functions are 1-Lipschitz with respect to D. In this case, small changes in the allocation
according to D cannot result in dramatically different utilities, and Theorem 10 says that
(D, d, U )-PIIF implies (d, U)-MEF.
In general, with a rich set of outcomes, we do not expect that individuals’ utility functions
will be reverse-Lipschitz with respect to D. As such, there are cases when (d, U)-MEF will
be considerably more relaxed than (D, d, U )-PIIF, allowing for deviations from (D, d)-IF
that do not give utility improvements for all individuals. To see this point, consider the
following example with two individuals i, j, where d(i, j) = 0.5 and two outcomes p, q, with
the utility functions of i and j defined as follows.

ui
uj

p
1.0
0.5

q
0.5
1.0

We take D to be the total variation distance between allocations. It’s easy to verify that
all allocations that treat the individuals identically and the welfare-maximizing solution
where i receives p and j receives q will be MEF; this can be seen by noting that each of
these solutions satisfies EF, thus, also MEF. In fact, in this example, the utility functions
are sufficiently Lipschitz to guarantee that all PIIF solutions will be MEF.
On the other hand, consider the allocation where i receives q and j receives p, deterministically. This solution is not IF, because 1 = D(q, p) > d(i, j) = 0.5, nor EF, because both
individuals envy the others’ solution. Further, the solution is not PIIF. To see this, note that
because each individual receives their least favorite outcome, the only surrogate pi;j that can
be chosen for individual i such that q i pi;j is pi;j = q (similarly, pj;i = p for individual j).
As the actual allocation is not IF, one of the PIIF constraints will be violated.
Still, this allocation does satisfy MEF. Specifically, 0.5 = ui (q) ≥ ui (p) − d(i, j) = 1.0 − 0.5
and 0.5 = uj (p) ≥ uj (q) − d(j, i) = 1.0 − 0.5. In other words, in this instance, MEF allows
for a solution that is not permitted by any of the other notions of individual fairness we
consider. In particular, the allocation deviates from individual fairness in a way that does
not help either individual. This example suggests that in reasonable settings, MEF is a
strictly weaker concept than PIIF and may be too permissive.

3

Welfare under IF, EF, and PIIF

In order to motivate PIIF, we argued that IF may be overly-restrictive and limit the “quality”
of solutions from the perspective of individuals. In this section, we formalize this claim,
showing that PIIF admits solutions that can be significantly more preferable to individuals.
We quantify the idea of individual quality using the game-theoretic notion of social welfare.
We restrict our attention to the common setting where individuals hold preference relations
that admit a utility function. In this setting, given a policy π, we can track the social welfare
of the policy, defined to be the overall utility experienced by individuals.
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I Definition 11. Given a policy π : X → ∆(C), social welfare W(π) is the sum of the
individuals’ utilities under π.
X
W(π) =
ui (π(i))
(10)
i∈X

For a collection of allocations Π, we let W ∗ (Π) = maxπ∈Π W(π) denote the optimal social
welfare achievable by any allocation in Π, and let W ∗ = W ∗ (∆(C)X ) denote the optimal
(unconstrained) social welfare.
An important special case of preferences that admit a utility function are those that admit
an expected utility function. Using such preferences is a standard approach in economics for
modeling decision-making in the presence of uncertainty.3
I Definition 12 (Expected utility representation). A preference relation  admits an expected
utility representation if and only if there exists a function u : C → R+ , such that for any two
allocations p, q ∈ ∆(C),
X
X
p  q ⇐⇒
pc · u(c) ≥
qc · u(c)
(11)
c∈C

c∈C

Individual fairness may restrict social welfare
Using the notation introduced above, note that W ∗ (ΠPIIF ) = W ∗ because the welfaremaximizing allocation is feasible for PIIF. Here, we aim to understand how much IF may
restrict the best social welfare compared to PIIF, by relating W ∗ (ΠIF ) to W ∗ .
Intuitively, social welfare can be hurt significantly by requiring IF compared to PIIF
when many individuals are considered similar, but there is a diversity of preferences over
outcomes. Formalizing this intuition, we argue that without any assumptions about the class
of utility functions of individuals, the ratio between the best social welfare under IF and
PIIF can grow with the number of individuals. Further, even under the stronger assumption
that individuals’ preferences admit an expected utility representation, the ratio can grow
with the number of outcomes.
I Theorem 13. There exists a family of instances such that
W∗
≥ |X | .
W ∗ (ΠIF )
Additionally, there exists a family of instances where individuals’ preferences admit an
expected utility representation and
W∗
≥ |C| .
(ΠIF )

W∗

Proof. The two claims of the theorem follow by similar constructions. Suppose every
individual is considered similar according to d; that is, for all i, j ∈ X × X , d(i, j) = 0. This
means that any IF solution must assign every individual the same distribution over outcomes.
To show the gaps, we will compare the best IF solution (i.e. constant allocation) to the
welfare-maximizing solution, which is feasible under PIIF.

3

Although not all preference relations admit this form, a rich class of preferences do. For example,
different levels of tolerance towards risk can be captured within this framework (e.g., a risk-averse
individual would have a utility function u which is concave). Von Neumann and Morgensterm [33]
provide a complete characterization of this class of preference relations.

M. P. Kim, A. Korolova, G. N. Rothblum, and G. Yona

16:13

To begin, suppose we allow individuals to specify arbitrary utility functions; let each
individual i ∈ X hold a distinct pi ∈ ∆(C) (i.e., pi =
6 pj for all i 6= j) such that ui (pi ) = 1
and ui (q) = 0 for any q 6= pi . In this case, the optimal social welfare is W ∗ = |X |. For any
fixed allocation, however, the best social welfare is to choose a distribution over the set of
{pi }. Any such distribution will achieve welfare 1; thus, W ∗ (ΠIF ) = 1.
Now, suppose every individual is required to specify an expected utility representation.
Let each individual choose some c ∈ C, such that a 1/ |C|-fraction of individuals prefer each
outcome c; let ui (c) = 1 for their preferred outcome and ui (c) = 0, otherwise. Again, the
optimal social welfare is W ∗ = |X |. Under any policy that assigns every individual the same
P
P
| P
|X |
fixed allocation p, the social welfare is given by i∈X c∈C pc · ui (c) = |X
c∈C pc = |C| .
|C| ·
Thus, W ∗ (ΠIF ) =

|X |
|C| .

J

We note that the gaps demonstrated in Theorem 13 are optimal in their settings. In
particular, any constant allocation will be IF, and we can always recoup a 1/ |X | fraction
of the social welfare with a constant allocation tailored for the individual with the highest
utility. Further, in the case where preferences admit an expected utility representation, we
can choose the constant allocation on the c ∈ C of maximum welfare. Finally, we note that
one unsatisfying aspect of these constructions is that they rely on the fact that all individuals
are similar according to d. In Section 5.1, we show that in the multiple-task setting of [13],
such gaps exist even with nontrivial metrics that seem to be aligned with social welfare.

PIIF does not guarantee social welfare
Because PIIF is a relaxation of IF, the best social welfare achievable under PIIF is always at
least that of IF. That said, because PIIF is a strict relaxation of IF, it does not necessarily
guarantee that every allocation’s social welfare improves under PIIF. In particular, when the
decision-maker seeks to optimize a utility function that runs against individuals’ utilities
within the set of PIIF solution, the obtained social welfare may be arbitrarily worse under
the PIIF constraints than IF constraints.
Suppose that the decision-maker has an additive utility function of the form f (π) =
P
Let πfIF = argmaxπ∈ΠIF f (π) and πfPIIF =
i∈X fi (π(i)), for fi : ∆(C) → R.
argmaxπ∈ΠPIIF f (π) denote the optimal IF (resp., PIIF) solution in terms of f (·).
I Proposition 14. There exists a family of instances and an additive utility function f such
that
W(πfPIIF ) = 0 < W(πfIF ).
Proof. Suppose there are two disjoint classes of individuals, S and T , which each make up
half of X , and all individuals are similar; for all i, j ∈ X × X , d(i, j) = 0. Suppose there are
three outcomes C = {p, q, r}. Consider the utility functions defined as follows.

fi∈S
fj∈T
ui∈S
uj∈T

p
1/2 + ε
1/2 + ε
1
1

q
1
0
0
0

r
0
1
0
0

Under IF, the decision-maker must treat all individuals identically. Given this constraint,
the outcome that maximizes f is allocating p deterministically to everyone. This allocation
πfIF achieves W(πfIF ) = 1. Without the constraint that all individuals’ allocations are identical,
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the allocation that assigns q to individuals from S and r to individuals from T maximizes
f . In fact, this allocation will be feasible for PIIF: note that every individual experiences
0 utility from everyone’s allocation, so no one envies anyone else; under PIIF, envy-free
solutions are feasible. Thus, W(πfPIIF ) = 0. In fact, this reveals that the proposition holds
not only for PIIF, but also for any notion that relaxes EF.
J
This construction demonstrates that the PIIF constraints alone do not guarantee improved
social welfare compared to the IF constraints. We remark, however, that this is in line with
our initial motivation for PIIF: decoupling the objective of provably preventing discrimination
from the objective of ensuring beneficial outcomes in aggregate. Finally, we note that if
this is a concern, it can be addressed within our framework by adding a constraint to the
optimization program, discussed in detail in Section 4, that ensures the social welfare is
above some baseline. In particular, an appropriate individually fair solution could act as this
baseline, by first computing the social welfare obtained by it and then requiring that the
resulting PIIF solution has at least this social welfare. At the extreme, we could even add
such a constraint on the utility experienced by each individual; thus, obtaining the guarantee
that any deviations from an IF solution are optimal, from the individuals’ perspective,
compared to some benchmark IF solution.

4

Optimization subject to PIIF

As we have argued, satisfying PIIF is always feasible: on the one hand, we can take any IF
solution, including a trivial policy that treats all individuals identically; alternatively, we
can take any EF solution, including the welfare-maximizing policy that gives everyone their
most-preferred allocation. In this section, we study the question of efficient optimization of
a decision-maker’s utility function subject to PIIF constraints. As is standard in much of
learning and optimization, we frame this task as the following minimization problem:
minimize

π:X →∆(C)

f (π)

subject to π ∈ ΠPIIF
In this section, we answer the question of feasibility of efficient optimization in the positive
when f is convex, and the preferences arise from a structured, but rich class of relations.

4.1

Structured preferences

In principle, PIIF can be instantiated with any notion of preference. Without assuming
anything about the preferences, however, the PIIF constraints could be difficult to handle:
the space of allocations, over which the PIIF constraints are defined, is exponential. In
realistic settings, where the number of individuals or outcomes is large, this exponential
dependence may be intractable. Towards efficient optimization, we focus on two rich and
structured preference classes.
First, we include the prominent class of preferences that admit an expected utility representation, as defined in Definition 12. Additionally, we include the class of stochastic
domination preferences. Stochastic domination formalizes the intuition that for any distribution over outcomes, a shift of probability mass from less desirable outcomes to more desirable
outcomes is considered preferable. Viewing an allocation p ∈ ∆(C) as a discrete probability
distribution, we denote by c ∼ p an outcome randomly sampled from p.
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I Definition 15 (Stochastic domination). For an individual with a utility function u : C →
[0, M ] and for any two allocations p, q ∈ ∆(C), p stochastically dominates q if
p  q ⇐⇒ ∀x ∈ [0, M ],

Pr [u(c) ≥ x] ≥ Pr [u(c) ≥ x]

c∼p

c∼q

That is, an allocation p is (weakly) preferred over q if for every possible level of utility x,
the probability of achieving at least x is no worse under p than it is under q. Note that
stochastic domination represents an interesting example of a non-total preferences, as two
allocations may be incomparable.4

4.2

Efficient optimization subject to PIIF

Here, we prove that when individuals’ preferences are of the forms defined above, the PIIF
constraints admit efficient optimization. Formally, the following theorem demonstrates that
when the divergence over allocations D is taken to be total variation distance Dtv , and
assuming oracle access to the individual-fairness metric d, we can write the PIIF constraints
as a set of (polynomially-many) linear inequalities; thus, we can efficiently minimize any
convex objective f .
I Theorem 16. Let = {i }i∈X be the set of individuals’ preferences. If every i is either
the stochastic domination relation or admits an expected utility representation, then the set
of (Dtv , d, )-PIIF allocations forms a convex polytope in Rk , where k = poly (|X | , |C|).
Proof. We specify the PIIF constraints using the following variables: for all i ∈ X , let
π(i) ∈ ∆(C) be a vector denoting the actual allocation; for every pair of individuals
(i, j) ∈ X × X , let pi;j ∈ ∆(C) be a vector denoting the alternative allocation for i when
comparing to j. We argue that the PIIF constraints given in (3) and (4) can each be written
as linear inequalities over these variables.
First, since D is taken to be the total variation distance we can translate (3) as 12 ·
P
i;j
c∈C pc − π(j)c ≤ d(i, j). This can be written as 2 · |C| + 1 linear inequalities (with the
introduction of |C| additional variables representing the absolute values).
Next, we turn to the constraint given in (4). First, consider the case of the preference
relations admitting an expected utility form. Let ui be the utility function for individual i.
By definition,
X
X
π(i) i pi;j ⇐⇒
π(i)c · ui (c) ≥
pi;j
c · ui (c).
c∈C

c∈C

Thus, for every i ∈ X , the PIIF constraint given in (4) with respect to j ∈ X can be written
as a linear inequality in the variables pi;j and π(i).
Next, we consider the case of the stochastic domination preference relation. We introduce
some notation as follows. Fix an individual i and their allocation, π(i). Suppose |C| = k,
and that the outcomes in C are labeled in decreasing order according to i’s preferences:
ui (c0 ) ≥ ui (c1 ) ≥ · · · ≥ ui (ck−1 ). With this ordering in place, we have that for any allocation
Pr
p ∈ ∆(C) and every rank r ∈ [k], Prc∼p [ui (c) ≥ ui (cr )] = t=1 pt . Thus, for each i ∈ X we
can write the stochastic domination condition as k linear inequalities for each j ∈ X , where
X
X i;j
π(i) i pi;j ⇐⇒ ∀r ∈ [k] :
π(i)t ≥
pt .
t∈[r]

t∈[r]

Importantly, this demonstrates that for this preference relation, the constraint given in (4)
can be enforced using an additional O (|C|) linear constraints, one for every r ∈ [k].
J
4

We remark that this preference notion is a special case of the statistical concept of first-order stochastic
domination [16, 5].
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Other notions of preference
Theorem 16 focuses on the case in which individuals’ preferences satisfy one of the two forms
discussed above and formalized in Definitions 12 and 15. Naturally, however, not all preference
relations satisfy one of these two forms. Appealing examples include preferences where the
individual deems some of the outcomes to be substitutes (i.e., interested in exactly one) or
complements (i.e., only interested in the complete set) or possibly preferences that value
diversity of outcomes. We leave the question of whether PIIF admits efficient optimization
over such non-convex preferences as an interesting direction for future research.

5

Fairness in Targeted Advertising: Multiple-Task PIIF

In this section, we extend the definition and study of preference-informed individual fairness
to the multiple-task setting, formalized and studied by Dwork and Ilvento [13]. This setting
was introduced as a model in which to study fairness in targeted advertising, a form of online
advertising where ad platforms allow advertisers to specify the characteristics of users they
would like to reach, and then make algorithmic decisions as to which users will see which ads
based on the advertiser specifications, predictions of ad relevance to individuals, and the ad
platform’s revenue objectives. Targeted advertising has become pervasive and increasingly
moderates individuals’ exposure to opportunities. In recent years, numerous concerns have
been raised about its fairness and discrimination implications, ranging from concerns about
discriminatory advertiser targeting practices enabled by the platforms [3, 30, 2] to concerns
about the ad delivery and allocation algorithms run by the platforms introducing bias where
none was intended by the advertiser [11, 24, 1, 31, 29]. As part of a lawsuit settlement, the
most prominent targeted advertising platform, Facebook, has begun to take steps to ensure
advertisers cannot discriminate in their targeting practices [28]. However, the question of how
to ensure that the ad delivery and allocation algorithms do not lead to discrimination is wide
open [1, 25], in part due to lack of agreement over fairness definition(s) and ad platforms’
concerns that existing definitions will restrict allocations in ways that significantly impact
their revenue. As such, the multiple-task setting in the presence of individual preferences
provides an important model to investigate formal guarantees of non-discrimination without
being overly-restrictive for the decision-maker.
In the multiple task setting, we think of the set of outcomes C as arising from a collection
of distinct tasks, e.g. deciding whether to show an ad for a user of each ad campaign c ∈ C.
Importantly, in this setting, a separate fairness metric dc is specified for each task (ad
campaign), which naturally models real-world concerns in advertising, where different types
of ads (e.g. housing, employment, product) are subject to different regulations and standards
of fairness.
I Definition 17 (Multiple-task IF). An allocation π : X → ∆(C) is said to be (D, {d1 , . . . dk })individually fair in the multiple-task setting if for every two individuals i, j ∈ X × X , the
task-specific Lipschitz condition holds for each task:
∀c ∈ C : D(π(i)c , π(j)c ) ≤ dc (i, j).
In this setting, and particularly its application to ad delivery in the targeted advertising
context, the benefits of a preference-informed approach to ensuring fairness become particularly salient. For instance, consider the following example, due to [13]. Suppose there
are two ad campaigns, one for a high-paying tech job and another for childrens’ toys. The
ad-specific metrics capture the fact that differentiating based on a particular criteria could be
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permissible in some cases and not in others. For example, the metric associated with the tech
ad should assign a small distance to individuals of similar qualifications regardless of their
status as a parent, whereas the metric for toys might reasonably assign significant distance
between parents and non-parents. However, under Multiple-task IF, a parent that is qualified
for the tech job ad but is interested in toys must see the tech ad with the same probability as
a qualified non-parent – an overly restrictive requirement. PIIF in the multiple-task setting
addresses precisely this issue.
I Definition 18 (Multiple-task PIIF). An allocation π : X → ∆(C) satisfies (D, {d1 , . . . dk } , 
)-preference-informed individual fairness in the multiple-task setting if for all individuals
i ∈ X , for all other individuals j ∈ X , there exists an allocation pi;j ∈ ∆(C) such that:

∀c ∈ C : D pi;j
c , π(j)c ≤ dc (i, j)
π(i) i pi;j
Again, in the multiple-task setting, the preference-informed extension of IF will require that
for every individual i ∈ X , when comparing to every other individual j ∈ X , the individual i
prefers their actual allocation to some alternative allocation, pi;j . The main distinction is
that now pi;j has to satisfy multiple-task IF with respect to j’s current allocation.
Efficient optimization. Our results regarding efficient optimization subject to PIIF from
the single-task setting (Section 4) directly extend to the multiple-task setting. In particular,
given the ad-specific metrics, individuals’ utilities and the advertisers’ bids, the platform can
efficiently compute the revenue- (or social welfare-) maximizing PIIF allocation.
An interesting direction for future work is relaxing the full information assumption. In
particular, an online model, in which allocations are determined on a per-user basis, could
naturally be more applicable, as well as allow for the preferences to be “discovered” through
the allocation procedure (see [15] for a similar approach wrt the metric itself). This may
necessitate investigation of non-trivial tradeoffs, as learning individuals’ preferences requires
some exploration, which may be at odds with ensuring fair treatment.

5.1

Fairness and social welfare in the multiple-task setting

The construction of Proposition 13 demonstrates that in the single-task setting, the gap
between the best social welfare obtainable under IF and PIIF can be large even under very
structured classes of preferences. This construction can be generalized to the multiple-task
setting; however, an unconvincing aspect of it is the requirement that every individual is
identical according to the metric. In such a setting, it’s not surprising that IF is overlyconstrained.
Here, we describe a family of instances in the multiple-task setting where the per-task
similarity is perfectly aligned with individuals’ utilities; that is, if two individuals benefit
similarly from an outcome c, then they are similar. In such instances, we’d expect that the
metric constraints would be perfectly aligned with social welfare. Still, we show that this
intuition does not carry through for multiple-task IF: for a set of tasks, there are instances
where the optimal social welfare under PIIF approaches a factor |C| larger than the best IF
solution.
I Theorem 19. For any constant ε > 0, there is a sufficiently large |X | such that there exists
a distribution of multiple-task instances where for each task c ∈ C, dc (i, j) = |ui (c) − uj (c)|
and
W∗
≥ |C| − ε.
W ∗ (ΠIF )
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Intuition. Our proof is inspired by a construction of [13], which shows the impossibility of
multiple-task IF under “naive composition.” We begin by adapting their construction to
our setting. Suppose there are two subpopulations of individuals S ⊆ X and T = X \ S.
We assume that each task-specific similarity metric dc is determined by individuals’ utility:
dc (i, j) = |ui (c) − uj (c)|. Additionally, suppose there are two ad campaigns c0 and cS . c0
is a generic campaign where for all individuals i ∈ X , ui (c0 ) = 1; thus, dc0 (i, j) = 0 for all
i, j ∈ X × X . cS is targeted where subpopulation S receives nontrivial utility, but the rest of
the population receives no utility; thus, dcS treats pairs within S × S similarly, pairs from
T × T similarly, but for i, j ∈ S × T , is arbitrarily large, say dcS (i, j) = 1.
Given these campaigns, a natural allocation of ads to individuals, which we call π W ,
deterministically assigns π W (i) = cS to all individuals in i ∈ S since they receive positive
utility from cS . Further, it assigns the untargeted campaign π W (j) = c0 to individuals in
j ∈ T because they benefit positively from seeing c0 , whereas they get no benefit from cS .
Indeed, π W maximizes the social welfare; everyone sees their favorite ad. But π W violates
multiple-task IF on c0 ; that is, for i, j ∈ S × T , π W (j)c0 − π W (i)c0 = 1 but dc0 (i, j) = 0.
Intuitively, under multiple-task IF, because everyone in X is similar according to c0 , the
platform must decide whether it is more beneficial to show cS to the individuals in S at the
expense of not being able to show c0 to the individuals outside of T . The proposition follows
by extending this construction beyond the case of two campaigns and two subgroups, and
carefully constructing utility functions for individuals.
Proof. Suppose |C| = n. Let t ∈ N be some constant. Suppose the universe of individuals
X = S0 ∪ S1 ∪ . . . Sn−1 is partitioned into disjoint subpopulations (S` ∩ Sm = ∅ for ` 6= m)
for |X | ≥ tn . The subpopulations will become progressively smaller as ` increases; for each
Pn−1 |S` |
|S0 |
`|
`
` > 0, |S
`=1 S|X | .
|X | = 1/t and let |X | = 1 −
Notationally, for all ` ∈ [n], let T` = m≥` Sm . We construct individuals’ utilities as
follows: for each ` ∈ [n], for each individual i ∈ X ,
(
t` if i ∈ T `
ui (c` ) =
0 otherwise
First, note that for individuals i ∈ S` , c` maximizes their utility ui (c` ) = t` . So consider
the welfare-maximizing allocation that assigns every individual in S` to campaign c` ; this
allocation satisfies PIIF. The average social welfare can then be written as:
n−1
n−1
1 XX
|S0 | X |S` | `
·
ui (c` ) =
+
·t
|X |
|X |
|X |
`=0 i∈S`
`=1
! n−1
n−1
X
X
−`
= 1−
t
+
t−` · t`
`=1

=n−

n−1
X

`=1

t−`

`=1

Next, consider similarity metrics defined by the utilities: For each task c` , we take
d` (i, j) = |ui (c` ) − uj (c` )|. By the definition of ui , under these similarity metrics, every pair
of individuals i, j ∈ T` × T` are considered similar d` (i, j) = 0. We fix D to be the total
variation distance, in other words, D(pc , qc ) = |pc − qc |. As such, any allocation π that
satisfies IF must show c` to every individual i ∈ T` with some fixed probability α` = π(i)c` .
We can compute the expression for the average social welfare of any such assignment as a
function of the α` .
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n−1
n−1
X
1 X
|S0 | X
|T` |
·
+
α` ·
ui (c` ) = α0 ·
α` · t` ·
|X |
|X |
|X |
i∈T`
`=0
`=1
!
n−1
n−1
n−1
X
X
X
= α0 · 1 −
t−` +
α` · t` ·
t−m
`=1

≤ α0 +

n−1
X

α` +

`=1

≤

n−1
X

n−1
X

α`

·

n−1
X

1+

n−1
X

(12)

m=`

n−1
X

α` ·

`=1

!

t−m+`

m=`+1

!
−m

t

(13)

m=2

`=0

=1+

`=1

t−m

(14)

m=2
|Sm |
`|
−m
where (12) follows by expanding |T
; (13) applies Hölder’s inequality;
|X | in terms of |X | = t
and (14) uses the fact that individuals i ∈ Sn−1 are members i ∈ T` for all ` ∈ [n], so the
P
sum of the probabilities ` α` ≤ 1.
Given a desired ε, we can take t large enough, the ratio between the social welfares
exceeds n − ε.
J

Optimality under IF
Intuitively, this construction highlights the fact that allowing further targeting and more
ad campaigns to participate allows the gap in social welfare between the best IF and PIIF
solutions to grow considerably. Note that this gap applies even if the platform’s objective is
to optimize social welfare, so the proof also shows a gap in worst-case utility achievable by
the decision-maker under IF.
We remark that a corollary of our result is that the Dwork-Ilvento “RandomizeThenClassify” mechanism [13] for composition under multi-task IF achieves worst-case optimal
performance (in terms of both social welfare and utility to the platform). In particular, [13]
give an algorithm (in a setting with limited information modeling “competitive composition”)
that allocates a fixed distribution p ∈ ∆(C) to all individuals – thus, satisfying IF – that
achieves a 1/ |C|-fraction of the best unconstrained utility. Our result shows that no IF
solution, even with full information, can achieve a better fraction of the achievable utility.

6

Discussion

In this section, we review additional related work, note some possible extensions within the
preference-informed fairness framework, and conclude with a discussion of the strengths and
limitations of our current approach.

6.1

Further related works

Since [12], a number of recent works have aimed to extend the “fairness through awareness”
framework, including [27, 23, 15, 22, 20]. These works focus on translating the theoretical IF
framework into practically-motivated settings.
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Three recent works have suggested incorporating notions of individuals’ preferences into
the fairness definitions. First, [4] present EF as an alternative to IF and study its learningtheoretic properties. Their focus is on the question of generalization: given a classifier that
is envy-free on a sample, is it approximately envy-free on the underlying distribution? Their
main technical result is a positive answer to this question, when learning from a particular
structured family of classifiers. An interesting open question is whether the generalization
results for IF from [27] and EF from [4] can be combined to give generalization for PIIF.
Second, [34] considers two notions of fairness at the (weaker) group level: treatment
parity and impact parity. Their main contribution is a relaxation of both definitions, allowing
for solutions where every protected group is “better off” on average. From a technical
perspective, achieving their notion requires solving a non-convex optimization problem even
in the simple case of linear classifiers for two disjoint groups. Our approach is different in
that it focuses on defining both fairness and preferences at the individual level. This allows
for a significantly stronger fairness guarantee, as well as a much more general framework
that supports any notion of benefit or preference individuals may have. Importantly, our
notion provably admits efficient optimization for a rich class of preference relations.
Finally, independent of our work, [9] study and quantify trade-offs between individual
fairness and utility in an online version of the targeted advertising problem. [9] also observe
that IF can come at a high cost to utility in the multiple-task setting of [13], but propose a
different relaxation. Under their notion, every individual i chooses a subset of the outcomes
Si ⊆ C and is guaranteed that their probability of seeing an ad from Si is greater than the
probability of every other individual of seeing an ad from Si . Such a guarantee can be viewed
as a variant of EF over a more restricted class of preferences than those we consider. The
main distinction from PIIF is that this notion ignores the distance metrics entirely and in
this sense resembles envy-freeness more than individual-fairness.

6.2

Preference-informed group fairness

In this work, our focus was on incorporating individual preferences into the metric-based
individual fairness framework Dwork et al. [12]. The space of fairness definitions, however, is
large, and different definitions may be more appropriate in different contexts.
A different approach for defining fairness, often referred to as “group fairness,” proceeds
as follows. A protected attribute, such as race or gender, induces a partition of the individuals
into a small number of groups. For simplicity, we focus on the case where there is a single
protected group, S, where the rest of the population is denoted T = X \ S. A classifier is
considered fair if it achieves parity of some statistical measure across these groups. Group
fairness notions are typically weaker than individual notions of fairness: they only provide
a guarantee for the “average” member of the protected groups and might allow blatant
unfairness towards a single individual or even large subgroups; indeed, the shortcomings of
group notions motivated the original work on “fairness through awareness” and subsequent
works [12, 21, 17, 23]. Although group fairness notions can be fragile, they are widely studied
and used due to their simplicity and due to the fact that they are easier to enforce and
implement (for example, they do not require a task-specific similarity metric).
In principle, much of the reasoning behind our argument for incorporating preferences
into IF [12] also extends to group-fairness notions. In this section, we show how we might
augment a common group notion, called Statistical Parity (SP), to incorporate preferences.
When there is a clearly “desirable” outcome, SP aims to protect the group S by guaranteeing
equal average exposure to the desired outcome.
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I Definition 20 (Statistical parity). A binary classifier h : X → {±1} satisfies (exact)
statistical parity with respect to S if
Pr [h(i) = 1] = Pr [h(i) = 1]

i∼S

i∼T

In our context, when individuals have diverse preferences over the outcome space, enforcing
SP may again come at a cost to members of S, the group that SP aims to protect. As a
concrete example, suppose everyone in X prefers the outcome +1, with the exception of some
fraction of S, denoted S 0 , who prefer the outcome −1. In this case, the statistical parity
constraints prevents the solution where h(i) = +1 for i ∈ X \ S 0 and h(i) = −1 for i ∈ S,
which from the individuals’ perspective is optimal.
Building on this intuition, we extend the set of classifiers we deem fair. Assuming every
individual i ∈ X has a preference relation over {±1} (or even distributions over {±1}),
preference-informed statistical parity (PISP) allows deviations from SP, as long as they are
aligned with the individuals’ preferences.
I Definition 21 (Preference-informed statistical parity). A binary classifier h : X → {±1}
satisfies preference-informed statistical parity with respect to S if there exists an alternative
classifier, h0 : X → {±1} , such that:
∀j ∈ T, h0 (j) = h(j)
∀i ∈ S, h(i) i h0 (i)
Pr [h0 (i) = 1] = Pr [h0 (i) = 1]

i∼S

i∼T

That is, fixing the outcomes members of T receive under h, every single member of S
prefers their current outcome over what they would have received under a classifier satisfying
statistical parity. Importantly, the guarantee is still with respect to the preferences of the
individual members of S.
We conclude with several remarks regarding PISP. First, note that PISP only enriches the
set of solutions that satisfy SP; any classifier that satisfies SP also satisfies PISP, by taking
the alternative h0 = h. The classifier welfare-maximizing classifier, where each individual
is assigned their favorite outcome, is considered fair. For example, revisiting our example
above, the classifier that gives +1 to X \ S 0 , and −1 to S 0 is fair, because the alternative
classifier that gives everyone +1 satisfies the PISP constraints. Finally, we argue that PISP
maintains the core of the fairness guarantee of SP. For example, consider the classifier that
assigns +1 to members of T and −1 to members of S. This classifier benefits the members
of T in a way that is not aligned with the preferences of all members in S; rightfully, it does
not satisfy PISP, because i ∈ S \ S 0 are harmed.

6.3

Revisiting the assumptions underlying PIIF

Three main assumptions underlie our work. The first is that the outcome space is taken as
a given. This could be problematic if the outcomes themselves are biased, e.g., tailored to
the preferences of the majority, or worse yet, harmful to the minority. A biased outcome
space would also present a problem for both IF and EF, which PIIF does not escape entirely.
Still, PIIF may ameliorate the issue, by allowing the minority to receive outcomes that they
prefer. We see a study of fairness of the outcomes themselves as an exciting direction for
further inquiry.
The second assumption is that any deviation from an IF solution that is aligned with
individuals’ preferences should still be considered fair. This assumption follow from the
perspective that “fair” allocation algorithms should protect the welfare of individuals; this
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perspective naturally extends the perspective underlying IF that similar individuals should
be treated similarly. As discussed in [18, 19], in other (legal) settings, the notion of “fairness”
may necessarily imply “treatment as equal,” and notions of individual fairness may not
apply. In such settings, the societal notion of fairness may require going against individual
preferences. Handling such settings lies beyond the scope of our current work that focuses
on the computer science notions of individual fairness, in which the objective is to provide
strong protections from discrimination to the individuals themselves.
The third assumption is that the individuals’ preferences are known. This is certainly the
most nontrivial technical assumption we make; nevertheless, there are established techniques
for learning utility-functions from observed behaviour [8]. We also note that accurately
learning preferences could often be in the interest of the decision-maker (for example, ad
platforms often claim that their implementations of targeted advertising are in line with users’
interests [35]). Still, any practical estimation of the preferences runs the risk of injecting
further bias during the learning process (for example, if the minority’s preferences are
estimated with lesser accuracy) and, therefore, mandates special attention in future research.
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Abstract
Graph homomorphism has been an important research topic since its introduction [14]. Stated in
the language of binary relational structures in that paper [14], Lovász proved a fundamental theorem
that the graph homomorphism function G 7→ hom(G, H) for 0-1 valued H (as the adjacency matrix
of a graph) determines the isomorphism type of H. In the past 50 years various extensions have
been proved by Lovász and others [15, 9, 1, 19, 17]. These extend the basic 0-1 case to admit vertex
and edge weights; but always with some restrictions such as all vertex weights must be positive. In
this paper we prove a general form of this theorem where H can have arbitrary vertex and edge
weights. An innovative aspect is that we prove this by a surprisingly simple and unified argument.
This bypasses various technical obstacles and unifies and extends all previous known versions of this
theorem on graphs. The constructive proof of our theorem can be used to make various complexity
dichotomy theorems for graph homomorphism effective, i.e., it provides an algorithm that for any
H either outputs a P-time algorithm solving hom(·, H) or a P-time reduction from a canonical
#P-hard problem to hom(·, H).
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1

Introduction

More than 50 years ago the concept of graph homomorphism was introduced [14, 13]. Given
two graphs G and H, a mapping from V (G) to V (H) is called a homomorphism if every
edge of G is mapped to an edge of H. The graphs G and H can be either both directed or
undirected. Presented in the language of binary relational structures, Lovász proved in that
paper [14] the following fundamental theorem about graph homomorphism: If H and H 0 are
two graphs, then they are isomorphic iff they define the same counting graph homomorphism
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function, namely, for every G, the number of homomorphisms from G to H is the same
as that from G to H 0 . This number is denoted by hom(G, H). (Formal definitions are in
Section 2.)
In [14] the graph H is a 0-1 adjacency matrix; there are no vertex and edge weights.
In [9] Freedman, Lovász and Schrijver define a weighted version of the homomorphism
function hom(·, H), where H has positive vertex weights and real edge weights. The paper [9]
investigates what graph properties can be expressed as such graph homomorphism functions.
They gave a necessary and sufficient condition for this expressibility. This work has been
extended to the case with arbitrary vertex and edge weights in a field [5], and to “edge
models”, e.g., [20, 18]. A main technical tool introduced in [9] is the so-called graph algebras.
In [15] Lovász further investigated these graph algebras and proved precise bounds for their
dimensions. These dimensions are a quantitative account of the space of all isomorphisms
from H to H 0 . They are expressed in a theory of labeled graphs. Schrijver [19] studied
the function hom(·, H) where H is an undirected graph with complex edge weights (but
all vertex weights are restricted to 1). He also gave a characterization of a graph property
∼ H 0 for
expressible in this form, and proved that hom(·, H) = hom(·, H 0 ) implies that H =
undirected graphs with complex edge weights (but unit vertex weights). Regts in [18], in
addition to finding interesting connections between edge-coloring models and invariants of the
orthogonal group, also proved multiple theorems in the framework of graph homomophisms
(corresponding to “vertex models”) requiring that all (nonempty) sums of vertex weights
be nonzero. The possibility that vertex weights may sum to zero has been a difficult point.
Our main result is to extend this isomorphism theorem to both directed and undirected
graphs with arbitrary vertex and edge weights. We also determine the precise values of
the dimensions of the corresponding graph algebras. A variant of our result, in terms of
dimensions of associated algebras was proved by Goodall, Regts and Vena [11]; please see
Remark 12 in Section 5.
To prove our theorem, we introduce a surprisingly simple and completely elementary
argument, which we call the Vandermonde Argument. All of our results are proved by this
one technique.
Two vertices i and j in an unweighted graph H are called twins iff the neighbor sets
of i and j are identical. For weighted graphs, i and j are called twins iff the edge weights
β(i, k) = β(j, k) (and for directed graphs also β(k, i) = β(k, j)) for all k. In order to identify
the isomorphism class of H, a natural step is to combine twin vertices. This creates a super
vertex with a combined vertex weight (even when originally all vertices are unweighted, i.e.,
have weight 1). After this “twin reduction” step, our isomorphism theorem can be stated.
The following is a simplified form:
I Theorem 1. Let F be a field of characteristic 0. Let H and H 0 be (directed or undirected)
weighted graphs with arbitrary vertex and edge weights from F. Without loss of generality
all individual vertex weights are nonzero. Suppose H and H 0 are twin-free. If for all simple
graphs G (i.e., without loops and multiedges),
hom(G, H) = hom(G, H 0 ),

(1)

then the graphs H and H 0 are isomorphic as weighted graphs, i.e., there is a bijective map
from H to H 0 that preserves all vertex and edge weights.
Theorem 1 is the special case of k = 0 of the more general Theorem 2 which deals with
k-labeled graphs. In Section 8 we also determine the dimensions of the corresponding graph
algebras in terms of the rank of the so-called connection tensors, introduced in [5]. These
improve the corresponding theorems in [15, 19, 18] as follows.
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From the main theorem (Theorem 2.2) of [15] we generalize from positive vertex weights
and real edge weights to arbitrary weights. The main technique in [15] is algebraic. The proof
relies on the notion of quantum graphs and structures built from them, and uses idempotent
elements in the graph algebras. Similarly, from the isomorphism theorem in [19] we generalize
from unit vertex weights and complex edge weights to arbitrary weights. Also we allow
directed and undirected weighted graphs H. Theorem 2 also weakens the condition (1) on G
to simple graphs (i.e., no multiedges or loops). Schrijver’s proof technique is different from
that of Lovász [15], but is also algebraic and built on quantum graphs. He uses a Reynolds
operator and the Möbius transform (of a graph). The results of Lovász [15] and Schrijver [19]
are incomparable. While requiring all vertex weights to be positive is not unreasonable, it
is nonetheless a severe restriction, and has been a technical obstacle to all existing proofs.
In Regts’ thesis [18], multiple theorems were proved with the explicit requirement that all
(nonempty) sums of vertex weights be nonzero, which circumvented this issue. In this paper,
we allow arbitrary vertex weights with no assumptions. In particular, H can have arbitrary
complex vertex and edge weights.
However, more than the explicit strengthening of the theorems, we believe the most
innovative aspect of this work is that we found a direct elementary argument that bypassed
various technical obstacles and unified all previously known versions. We can also show that
the only restriction – F has characteristic 0 – cannot be removed, and thus our results are the
most general extensions on graphs. We give counterexamples for fields of finite characteristic
in Section 7.
This line of work has already led to significant applications in the graph limit literature,
such as on quasi-random graphs [16]. In [17] Lovász and B. Szegedy also studied these graph
algebras where “contractors” and “connectors” are used. In our treatment these “contractors”
and “connectors” can also be constructed with simple graphs.
In terms of applications to complexity theory, there has been a series of significant
complexity dichotomy theorems on counting graph homomorphisms which show that the
function hom(·, H) is either P-time computable or #P-hard, depending on H [7, 8, 2, 12,
21, 10, 4, 6, 3]. These theorems differ in the scope of what types of H are allowed, from
0-1 valued to complex valued, from undirected to directed. In all these theorems a P-time
tractability condition on H is given, such that if H satisfies the condition then hom(·, H) is
P-time computable, otherwise hom(·, H) is #P-hard. In the latter case, the theorem asserts
that there is a P-time reduction from a canonical #P-hard problem to hom(·, H). However,
various pinning lemmas are proved nonconstructively; for undirected complex weighted
graphs [4] it was unknown how to make this constructive. Consequently, there was no known
algorithm to produce a #P-hardness reduction from H. Because the proof in this paper
is constructive, it can be applied as a crucial step in making all these dichotomy theorems
effective, i.e., we can obtain an algorithm that for any H either outputs a P-time algorithm
solving hom(·, H) or a P-time reduction from a canonical #P-hard problem to hom(·, H).

2

Preliminaries

We first recap the notion of weighted graph homomorphisms [9], but state it for an arbitrary
field F. We let [k] = {1, . . . , k} for integer k ≥ 0. In particular, [0] = ∅. By covention F0 = {∅},
and 00 = 1 in Z, F, etc. Often we discuss both directed and undirected graphs together.
An (F-)weighted graph H is a finite (di)graph with a weight αH (i) ∈ F \ {0} associated
with each vertex i (0-weighted vertices can be deleted) and a weight βH (i, j) ∈ F associated
with each edge ij (or loop if i = j). For undirected graphs, βH (i, j) = βH (j, i). It is
convenient to assume that H is a complete graph with a loop at all nodes by adding all
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missing edges and loops with weight 0. Then H is described by an integer q = |V (H)| ≥ 0
(H can be the empty graph), a nowhere zero vector α = (αH (1), . . . , αH (q)) ∈ Fq and a
matrix B = (βH (i, j)) ∈ Fq×q . An isomorphism from H to H 0 is a bijective map from V (H)
to V (H 0 ) that preserves vertex and edge weights.
According to [9], let G be an unweighted graph (with possible multiple edges, but no
loops) and H a weighted graph given by (α, B), we define
X
hom(G, H) =
αφ homφ (G, H)
φ : V (G)→V (H)

=

X

Y

φ : V (G)→V (H) u∈V (G)

αH (φ(u))

Y

(2)
βH (φ(u), φ(v)).

uv∈E(G)

The unweighted case is when all node weights are 1 and all edge weights are 0-1 in H, and
hom(G, H) is the number of homomorphisms from G into H.
A k-labeled graph (k ≥ 0) is a finite graph in which k nodes are labeled by 1, 2, . . . , k (the
graph can have any number of unlabeled nodes). Two k-labeled graphs are isomorphic if there
is a label-preserving isomorphism between them. Uk denotes the k-labeled graph on k nodes
with no edges. In particular, U0 is the empty graph with no nodes and no edges. The product
of two k-labeled graphs G1 and G2 is defined as follows: take their disjoint union, and then
identify nodes with the same label. Hence for two 0-labeled graphs, G1 G2 = G1 t G2 (disjoint
union). Clearly, the graph product is associative and commutative with the identity Uk , so
the set of all (isomorphism classes) of k-labeled graphs togegher with the product operation
forms a commutative monoid which we denote by PLG[k]. We denote by PLG simp [k] the
submonoid of simple graphs in PLG[k]; these are graphs with no loops, at most one edge
between any two vertices i and j, and no edge between labeled vertices. A directed labeled
graph is simple if its underlying undirected one is simple; in particluar, for any i and j, we
require that if i → j is an edge then j → i is not an edge. Clearly, PLG simp [k] is closed
under the product operation (for both directed and undirected types).
Fix a weighted graph H = (α, B). For any k-labeled graph G and mapping ψ : [k] → V (H),
let
X
αφ
homψ (G, H) =
homφ (G, H),
(3)
αψ
φ : V (G)→V (H)
φ extends ψ

where φ extends ψ means that if ui ∈ V (G) is labeled by i ∈ [k] then φ(ui ) = ψ(i), and
Qk
Q
α
αψ = i=1 αH (ψ(i)), αφ = v∈V (G) αH (φ(v)), so αψφ is the product of vertex weights of αφ
not in αψ . Then
X
hom(G, H) =
αψ homψ (G, H).
(4)
ψ : [k]→V (H)

When k = 0, we only have the empty map ∅ with the domain ∅. Then hom(G, H) =
hom∅ (G, H) for every G ∈ PLG[k]. The functions homψ (·, H) where ψ : [k] → V (H) and
k ≥ 0 satisfy
(
homψ (G1 G2 , H) = homψ (G1 , H) homψ (G2 , H), G1 , G2 ∈ PLG[k],
(5)
homψ (Uk , H) = 1.
Given a directed or undirected F-weighted graph H, we call two vertices i, j ∈ V (H)
twins if for every vertex ` ∈ V (H), βH (i, `) = βH (j, `) and βH (`, i) = βH (`, j). Note that
the vertex weights αH (w) do not participate in this definition. If H has no twins, we call it
twin-free.
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The twin relation partitions V (H) into nonempty equivalence classes, I1 , . . . , Is where
e having I1 , . . . , Is as vertices, with
s ≥ 0. We can define a twin contraction graph H,
P
vertex weight t∈Ir αH (t) for Ir , and edge weight from Ir to Iq to be βH (u, v) for some
e with zero vertex
arbitrary u ∈ Ir and v ∈ Iq . After that, we remove all vertices in H
e
e Clearly,
weights together with all incident edges (still called H). This defines a twin-free H.
e for all G.
hom(G, H) = hom(G, H)
We denote by Isom(H, H 0 ) the set of F-weighted graph isomorphisms from H to H 0 and
by Aut(H) the group of (F-weighted) graph automorphisms of H.
It is obvious that for directed (or undirected) F-weighted graphs H and H 0 , and the maps
ϕ : [k] → V (H) and ψ : [k] → V (H 0 ) such that ψ = σ ◦ ϕ for some isomorphism σ : V (H) →
V (H 0 ) from H to H 0 , we have homϕ (G, H) = homψ (G, H 0 ) for every G ∈ PLG[k].

3

Our results

Theorem 1 is a direct consequence of the case k = 0 of the following Main Theorem.
I Theorem 2. Let F be a field of characteristic 0. Let H, H 0 be (directed or undirected)
F-weighted graphs such that H is twin-free and m = |V (H)| ≥ m0 = |V (H 0 )|. Suppose
ϕ : [k] → V (H) and ψ : [k] → V (H 0 ) where k ≥ 0. If homϕ (G, H) = homψ (G, H 0 ) for every
G ∈ PLG simp [k] then there exists an isomorphism of F-weighted graphs σ : V (H) → V (H 0 )
from H to H 0 such that ψ = σ ◦ ϕ (a fortiori, H 0 is twin-free and m = m0 ).
In Section 8 we will give our results about the space of such isomorphisms, expressed in
terms of the dimensions of the corresponding graph algebras.
In Corollaries 3 to 6, char F = 0. The following two corollaries extend Lovász’s theorem
(and lemmas that are of independent interest) in [15] from real edge weight and positive vertex
weight. Furthermore, it holds for both directed and undirected graphs, and the condition
on G is weakened so that it is sufficient to assume it for simple graphs only. The fact that
the theorem holds under the condition hom(G, H) = hom(G, H 0 ) for loopless graphs G is
important in making the complexity dichotomies effective in the sense defined in Section 1.
Theorem 2 is stated in a technical way where we only assume H is twin-free and
|V (H)| ≥ |V (H 0 )|. Corollary 3 is a symmetric statement.
I Corollary 3. Let H, H 0 be (directed or undirected) F-weighted twin-free graphs. Let
ϕ : [k] → V (H) and ψ : [k] → V (H 0 ) where k ≥ 0. If homϕ (G, H) = homψ (G, H 0 ) for every
G ∈ PLG simp [k], then there exists an isomorphism σ from H to H 0 such that ψ = σ ◦ ϕ.
I Corollary 4. Let H, H 0 be F-weighted twin-free graphs, either both directed or both undirected.
If hom(G, H) = hom(G, H 0 ) for every simple graph G, then H and H 0 are isomorphic as
F-weighted graphs.
For edge weighted graphs with unit vertex weight, the requirement of twin-freeness can
be dropped. The following two corollaries directly generalize Schrijver’s theorem (Theorem 2)
in [19]. Corollary 6 is a restatement of Corollary 5 using the terminology in [19]. Here we
strengthen his theorem by requiring the condition hom(G, H) = hom(G, H 0 ) for only simple
graphs G. Also our result holds for fields F of characteristic 0 generalizing from C, and for
directed as well as undirected graphs.
I Corollary 5. Let H, H 0 be (directed or undirected) F-edge-weighted graphs. If hom(G, H) =
hom(G, H 0 ) for every simple graph G, then H and H 0 are isomorphic as F-weighted graphs.
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0

I Corollary 6. Let A ∈ Fm×m and A0 ∈ Fm ×m . Then hom(G, A) = hom(G, A0 ) for
every simple graph G iff m = m0 and there is a permutation matrix P ∈ Fm×m such that
A0 = P T AP .
Our proof of Theorem 2 will show that for any given H, H 0 , there is an explicitly
constructed finite family of graphs in PLG simp [k] such that the condition for all G ∈
PLG simp [k] can be replaced with for all G in this family, thus we have an explicit finitary
family of test graphs. Moreover, this provides an explicit set of “witnesses” that can be
used to make various complexity dichotomy theorems for graph homomorphism effective, in
particular, making the pinning steps in [4] computable, which was an open problem.

4

Technical statements

We start with an exceedingly simple lemma, based on which all of our results will be derived.
We will call this lemma and its corollary the Vandermonde Argument.
I Lemma 7. Let n ≥ 0, and ai , xi ∈ F for 1 ≤ i ≤ n. Suppose
n
X

ai xji = 0,

for all 0 ≤ j < n.

(6)

i=1

Then for any function f : F → F, we have

Pn

i=1

ai f (xi ) = 0.

I Remark 8. The statement is vacuously true if n = 0, since an empty sum is 0. If (6) is
true for 1 ≤ j ≤ n, then the same conclusion holds for any function f satisfying f (0) = 0.
Fp
Proof. We may assume n ≥ 1. We partition [n] into `=1 I` such that i, i0 belong to the same
P
I` iff xi = xi0 . Then (6) is a Vandermonde system of rank p with a solution ( i∈I` ai )`∈[p] .
P
Pn
Thus i∈I` ai = 0 for all 1 ≤ ` ≤ p. It follows that i=1 ai f (xi ) = 0 for any function
f : F → F. We also note that if (6) is true for 1 ≤ j ≤ n, then the same proof works except
P
when some xi = 0. In that case, we can separate out the term i∈I` ai for the unique I`0
0
that contains this i, and we get a Vandermonde system of rank p − 1 on the other terms
P
( i∈I` ai )`∈[p],`6=`0 , which must be all zero.
J
By iteratively applying Lemma 7 we get the following Corollary.
I Corollary 9. Let I be a finite (index) set, s ≥ 1, and ai , bij ∈ F for all i ∈ I, j ∈ [s].
F
Further, let I = `∈[p] I` be the partition of I into equivalence classes, where i, i0 are equivalent
P
Q
`
iff bij = bi0 j for all j ∈ [s]. If i∈I ai j∈[s] bijj = 0, for all choices of (`1 , . . . , `s ) where each
P
0 ≤ `j < |I|, then i∈I` ai = 0 for every ` ∈ [p].
Proof. We iteratively apply Lemma 7. First, we define an equivalence relation where i, i0
e choose f with f (x) = 1
belong to the same equivalence class Ie iff bis = bi0 s . For any I,
e
for x = bis where i ∈ I, and f (x) = 0 otherwise. After the first application we get
P
Q
`
e and all 0 ≤ `j < |I|, j ∈ [s − 1]. The Corollary
a j∈[s−1] bijj = 0, for an arbitrary I,
i∈Ie i
follows after applying Lemma 7 s times.
J
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Proof of Main Theorem

In this conference version for the sake of simplicity of presentation we prove for undirected
graphs; the full version has proofs for directed graphs as well as other results.
We may assume that H is on the vertex set V (H) = [m], given by vertex and edge
weights (αi )i∈[m] ∈ (F \ {0})m , (βij )i,j∈[m] ∈ Fm×m . Similarly, H 0 is on V (H 0 ) = [m0 ], given
0
0
0
0
by (αi0 )i∈[m0 ] ∈ (F \ {0})m and (βij
)i,j∈[m0 ] ∈ Fm ×m .
We first make a technical condition of “super surjectivity”; it will be removed in Theorem 2.
I Lemma 10. Let H, H 0 be undirected F-weighted graphs such that H is twin-free and
m ≥ m0 . Suppose ϕ : [k] → V (H) and ψ : [k] → V (H 0 ) where k ≥ 0. Assume ϕ is “super
surjective”, namely: |ϕ−1 (u)| ≥ 2m2 for every u ∈ V (H). If homϕ (G, H) = homψ (G, H 0 ) for
every G ∈ PLG simp [k] then there exists an isomorphism σ from H to H 0 such that ψ = σ ◦ ϕ.
Proof. Assume m ≥ 1 (the case m = 0 is trivial). Taking any u ∈ V (H), we get k ≥
|ϕ−1 (u)| ≥ 2m2 > 0, thus m0 ≥ |ψ([k])| ≥ 1. For each κ = (bi )i∈[k] ∈ {0, 1}k , we can define a
graph Gκ ∈ PLG simp [k]:
V (Gκ ) = {u1 , . . . , uk , v}, with each ui labeled i. For each i ∈ [k], there is an edge
(v, ui ) iff bi = 1. There are no other edges.
Fm
We now define a specific set of Gκ , given ϕ and ψ. We can partition [k] = i=1 Ii where
each Ii = ϕ−1 (i) and |Ii | ≥ 2m2 . For every i ∈ [m], since |Ii | ≥ 2mm0 , there exists Ji ⊆ Ii
such that |Ji | ≥ 2m > 0 and the restriction ψ|Ji takes a constant value s(i), for some function
s : [m] → [m0 ]. Next, for each i ∈ [m] and for every 0 ≤ ki < 2m, we can fix Ki ⊂ Ji , with
|Ki | = ki . Then we let the tuple χ = χ(K1 , . . . , Km ) ∈ {0, 1}k take χ|Ki = 1, i ∈ [m], and all
other entries are 0. Let R be the set of all such tuples χ. Then homϕ (Gχ , H) = homψ (Gχ , H 0 )
for every Gχ with χ ∈ R is expressed by: For all 0 ≤ kj < 2m, j ∈ [m],
m
X
i=1

αi

m
Y

0

k
βijj

j=1

=

m
X
i=1

αi0

m
Y

0
(βis(j)
)kj .

(7)

j=1

In (7) the sums on i come from assigning v ∈ V (Gχ ) to i ∈ V (H) or to i ∈ V (H 0 ), respectively.
Because H is twin-free the m-tuples (βij )j∈[m] ∈ Fm for 1 ≤ i ≤ m are pairwise distinct.
In (7) the sum in the LHS has m terms, while the sum in the RHS has m0 ≤ m terms.
Transferring the RHS to the LHS we get at most 2m terms. Now we apply Corollary 9 to the
sum obtained by moving all terms of the RHS to the LHS in (7). By the pairwise distinctness
of the m-tuples (βij )j∈[m] ∈ Fm for 1 ≤ i ≤ m, and since there are only m0 ≤ m terms from
the RHS and every αi 6= 0, we see that each term from the LHS of (7) must be canceled by
exactly one term from the RHS. And this can only occur if m = m0 , and there is a bijective
map σ : [m] → [m]:
0
αi = ασ(i)

for i ∈ [m],

0
(βij )j∈[m] = (βσ(i)s(j)
)j∈[m]

for i ∈ [m].

(8)

0
0
Since H, H 0 are undirected graphs, we also have βij = βji = βσ(j)s(i)
= βs(i)σ(j)
for i, j ∈ [m].
Next we show that s is bijective. If for some x, y ∈ [m] we have s(x) = s(y), then
0
0
(βxj )j∈[m] = (βs(x)σ(j)
)j∈[m] = (βs(y)σ(j)
)j∈[m] = (βyj )j∈[m] .

Since H is twin-free we conclude that x = y. Thus the map s : [m] → [m] is injective and
(since [m] is finite) s is bijective. However, σ : [m] → [m] is also bijective, so it follows from (8)
0
that the tuples (βij
)j∈[m] for i ∈ [m] are pairwise distinct, which means that H 0 is twin-free
as well.
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Next we show ψ|Ii = s(i) for all i ∈ [m]. If for all i ∈ [m], we have Ji = Ii , then we are
done. Otherwise, take any w ∈ [m] such that Jw is a proper subset of Iw and we take any
t ∈ Iw \ Jw . Observe that t ∈
/ Ki for all i ∈ [m], in particular, χ(t) = 0 for each χ ∈ R.
For each χ ∈ R, let χ+ be the tuple obtained from χ by reassigning χ(t) (changing its t-th
entry) from 0 to 1 and let R+ be the set of all such χ+ . Then homϕ (Gκ , H) = homψ (Gκ , H 0 )
for every Gκ with κ ∈ R+ is expressed as (recall that we have already proved that m0 = m)
m
X

αi βiw

i=1

m
Y

k

βijj =

j=1

m
X

0
αi0 βiψ(t)

i=1

m
Y

0
(βis(j)
)kj ,

j=1

which can be compared to (7), and here for κ ∈ R+ we have one extra edge (v, ut ) in Gκ ,
and ϕ(t) = w since t ∈ Iw . So this holds for every 0 ≤ kj < 2m where j ∈ [m]. Transferring
the RHS to the LHS and using (8), we get
m
m
X
Y
k
0
0
(αi βiw − ασ(i)
βσ(i)ψ(t)
)
βijj = 0,
i=1

j=1

0
for every 0 ≤ kj < 2m where j ∈ [m]. Since αi = ασ(i)
6= 0, and the tuples (βij )j∈[m] for
0
1 ≤ i ≤ m are pairwise distinct, by Corollary 9, we get βiw − βσ(i)ψ(t)
= 0 for i ∈ [m]. On
0
0
0
the other hand by (8), βiw = βσ(i)s(w)
for i ∈ [m]. It follows that βσ(i)ψ(t)
= βσ(i)s(w)
for
0
i ∈ [m]. However, since σ : [m] → [m] is a bijection and, as shown before, H is twin-free,
this implies that ψ(t) = s(w). Recall that ψ|Jw = s(w). This proves that on Iw \ Jw , ψ also
takes the constant value s(w). Thus ψ|Ii = s(i) for all i ∈ [m].
0
Next we prove that βij = βσ(i)σ(j)
for all i, j ∈ [m], i.e., σ preserves the edge weights.
For each λ = (bi )i∈[k] , τ = (ci )i∈[k] ∈ {0, 1}k , we define a graph Gλ,τ ∈ PLG simp [k]:

V (Gλ,τ ) = {u1 , . . . , uk , v, v 0 }, with each ui labeled i. There is an edge (v, v 0 ) and, for
each i ∈ [k], there is an edge (v, ui ) if bi = 1, and an edge (v 0 , ui ) if ci = 1. There are
no other edges.
Let R2 = R × R. By the definition of R, every (λ, τ ) ∈ R2 corresponds to a sequence of
pairs (Ki , Li ), i ∈ [m], where Ki ⊂ Ji ⊆ Ii and Li ⊂ Ji ⊆ Ii such that |Ki | = ki , |Li | = `i ,
where 0 ≤ ki , `i < 2m, and λ|Ki = 1, τ|Li = 1, for i ∈ [m], and all other entries are 0.
Then homϕ (Gλ,τ , H) = homψ (Gλ,τ , H 0 ) for every Gλ,τ with (λ, τ ) ∈ R2 is expressed as
m
X
i,j=1

αi αj βij

m
Y
r=1

kr `r
(βir
βjr ) =

m
X

0
αi0 αj0 βij

i,j=1

m 
Y


0
0
(βis(r)
)kr (βjs(r)
)`r .

r=1

This holds for all 0 ≤ kr , `r < 2m where r ∈ [m]. Transferring the RHS to the LHS and
using (8), we get
m
X

0
(αi αj βij − αi αj βσ(i)σ(j)
)

i,j=1

m
Y

k r `r
(βir
βjr ) = 0,

r=1

for every 0 ≤ kr , `r < 2m, where r ∈ [m]. Since the tuples (βir , βjr )r∈[m] for 1 ≤ i, j ≤ m
are pairwise distinct, and αi αj 6= 0, by Corollary 9,
0
βij = βσ(i)σ(j)
,

for i, j ∈ [m].

(9)

This means that the bijection σ : [m] → [m] preserves the edge weights in addition to the
vertex weights by (8). Hence σ : [m] → [m] is an isomorophism of F-weighted graphs from H
to H 0 .
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0
0
Finally, we show that ψ = σ ◦ ϕ. From (8) and (9), we have βσ(i)s(j)
= βij = βσ(i)σ(j)
0
for i, j ∈ [m]. As H is twin-free and σ is bijective we get σ(j) = s(j) for j ∈ [m]. Now let
x ∈ [k], then x ∈ Ii for some i ∈ [m]. Therefore ϕ(x) = i and so ψ(x) = s(i) = σ(i) = σ(ϕ(x))
confirming ψ = σ ◦ ϕ.
J

Proof of Theorem 2. Consider an arbitrary ` ≥ k and let G ∈ PLG simp [`] be any `-labeled
graph. Let G∗ = π[k] (G) be the graph obtained by unlabeling the labels not in [k] from
G (if k = `, then G∗ = G). Clearly, G∗ ∈ PLG simp [k] so homϕ (G∗ , H) = homψ (G∗ , H 0 ).
Expanding the sums on the LHS and the RHS of this equality representing the maps ϕ, ψ
along the vertices formerly labeled by [`] \ [k], and then regrouping the terms corresponding
to the same extension maps of ϕ from [`] to [m] and of ψ from [`] to [m0 ], respectively, and
then bringing back the labels from [`] \ [k], we get
!
!
X
Y
X
Y
0
αµ(i) homµ (G, H) =
αν(i) homν (G, H 0 )
(10)
µ : [`]→[m]
µ extends ϕ

ν : [`]→[m0 ]
ν extends ψ

k<i≤`

k<i≤`

Q
for every G ∈ PLG simp [`]. (Here if ` = k, the empty product k<i≤` is 1.)
Now choose ` ≥ k so that we can extend ϕ to a map η : [`] → [m] such that |η −1 (u)| ≥ 2m2
for every u ∈ V (H). Clearly ` ≤ k + 2m3 suffices. (If ϕ already satisfies the property, we
can take ` = k and η = ϕ.) We fix ` and η to be such. Define


I = {µ : [`] → [m] | µ|[k] = ϕ ∧ (∃σ ∈ Aut(H)) µ = σ ◦ η },


J = {ν : [`] → [m0 ] | ν|[k] = ψ ∧ (∃σ ∈ Isom(H, H 0 )) ν = σ ◦ η }.
Obviously, η ∈ I so I =
6 ∅. For now, we do not exclude the possibility J = ∅ but our goal is to
show that this is not the case. If µ : [`] → V (H) extends ϕ but µ ∈
/ I, then by Lemma 10, there
exists a graph Gη,µ ∈ PLG simp [`] such that homη (Gη,µ , H) 6= homµ (Gη,µ , H). Similarly,
if ν : [`] → V (H 0 ) extends ψ but ν ∈
/ J, then by Lemma 10, there exists a graph G0η,ν ∈
simp
0
[`] such that homη (Gη,ν , H) 6= homν (G0η,ν , H 0 ). Let S be the set consisting of these
PLG
graphs Gη,µ and G0η,ν (we remove any repetitions). Note that if µ0 ∈ I, then homη (G, H) =
homµ0 (G, H) for any G ∈ PLG[`], and if ν 0 ∈ J, then homη (G, H) = homν 0 (G, H 0 ) for any
G ∈ PLG[`]. In particular, both equalities hold for each G ∈ S. We impose a linear order
on S and regard any set indexed by S as a tuple. For any tuple h̄ = (hG )G∈S of integers,
Q
where each 0 ≤ hG < 2m` , consider the graph Gh̄ = G∈S GhG ∈ PLG simp [`]. Substituting
G = Gh̄ in (10) and using the multiplicativity of partial graph homomorphisms (5), we obtain
!
!
X
Y
Y
X
Y
Y
hG
0
αµ(i)
(homµ (G, H)) =
αν(i)
(homν (G, H 0 ))hG
µ : [`]→[m]
µ extends ϕ

k<i≤`

ν : [`]→[m0 ]
ν extends ψ

G∈S

k<i≤`

G∈S

for every 0 ≤ hG < 2m` . By the previous observations and the fact that S contains each Gη,µ
and G0η,ν , the tuple (homη (G, H))G∈S coincides with the tuple (homµ (G, H))G∈S for µ ∈ I
and it also coincides with the tuple (homν (G, H 0 ))G∈S for ν ∈ J; on the other hand, this
tuple (homη (G, H))G∈S is different from the tuple (homµ (G, H))G∈S for each µ : [k] → V (H)
extending ϕ and not in I and it is also different from the tuple (homν (G, H 0 ))G∈S for each
ν : [k] → V (H 0 ) extending ψ and not in J. Transferring the RHS to the LHS and then
applying Corollary 9, we conclude that
!
!
X
Y
X
Y
0
αµ(i) =
αν(i) .
(11)
µ∈I

k<i≤`

ν∈J

k<i≤`
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If µ ∈ I, then µ = σ ◦ η for some σ ∈ Aut(H), and therefore αµ(i) = ασ(η(i)) = αη(i) for
Q
Q
1 ≤ i ≤ `. Hence k<i≤` αµ(i) = k<i≤` αη(i) (if k = `, then both sides are 1), so (11)
transforms to
!
Y
X
Y
0
|I|F ·
αη(i) =
αν(i) .
(12)
k<i≤`

ν∈J

k<i≤`

Here we let|I|F = |I| · 1F = 1F + . . . + 1F ∈ F (1F occurs |I| times). Since all αi 6= 0, we have
Q
0). Because I 6= ∅ (as η ∈ I) we have |I| ≥ 1;
k<i≤` αη(i) 6= 0 (if k = `, this product is 1F 6=Q
but char F = 0 so |I|F =
6 0 and therefore |I|F · k<i≤` αη(i) 6= 0. This implies that the RHS
of (12) is nonzero as well which can only occur when J 6= ∅. Take ξ ∈ J. Then ξ = σ ◦ η for
some isomorphism of F-weighted graphs σ : V (H) → V (H 0 ) from H to H 0 . Restricting to
[k], we obtain ψ = σ ◦ ϕ which completes the proof.
J
I Remark 11. Theorem 2 shows that the condition homϕ (G, H) = homψ (G, H 0 ) for all
G ∈ PLG simp [k] is equivalent to the existence of an isomorphism from H to H 0 such that
ψ = σ ◦ ϕ. This condition is effectively checkable. However, for the purpose of effectively
producing a #P-hardness reduction in the dichotomy theorems, e.g., in [4], we need a witness
G such that homϕ (G, H) 6= homψ (G, H 0 ).
The proof of Theorem 2 gives an explicit finite list to check. For ` = k + 2m3 , let
Q
P`,m = { G∈S GhG | 0 ≤ hG < 2m` }, where S is from the proof of Theorem 2 using the
construction of Lemma 10. We then define Qk,m = π[k] (P`,m ) ⊆ PLG simp [k]. Then the proof
of Theorem 2 shows that: the existence of an isomorphism σ : V (H) → V (H 0 ) from H to H 0
such that ϕ = σ ◦ ψ, is equivalent to homϕ (G, H) = homψ (G, H 0 ) for every G ∈ Qk,m .
I Remark 12. In their proof of Theorem 2.1 in [11], Goodall, Regts and Vena noted in a
footnote on p. 268 that “Even though Lovász [9] (this is [15]) works over R and assumes
ai > 0 for all i, it is easy to check that the proof of his Lemma 2.4 remains valid in our
setting.” The following is a sketch of this approach due to Goodall, Regts and Vena; we
thank Guus Regts for enlightening discussions. Notations below can be found in [15].
Following the proof of Lemma 2.4 by Lovász in [15] one comes to Claim 4.2. On p. 968
the set Ψ is defined as consisting of all maps equivalent to µ. This set appears in the sum on
line 2 of p. 969. Let Ψ0 be the subset of all maps η ∈ Ψ that restrict to φ. Since µ ∈ Ψ and
µ restricts to φ, the subset Ψ0 is nonempty; however it could have cardinality > 1. Then in
the sum on line 2 of p. 969 when one collects all terms with the same restriction, φ appears
P
with the coefficient η∈Ψ0 α(η(k + 1)). The crucial step in the proof of Claim 4.2 is that
this sum is nonzero. In [15] this is nonzero since all vertex weights are positive. Without
this positivity, it is possible that such a sum is 0. Thus one cannot directly follow the proof
in [15] in the general case when a nonempty subset of vertex weights can sum to 0.
However, instead of Claim 4.2 in [15] on line 6 of p. 970 after the proof of Claim 4.4, one
can extend φ to a surjective map µ : [`] → [m] for some ` ≥ k. Then apply the trace operator
of [15] ` − k times to an analogous sum defined on line −1 of p. 968, which is in A00` . This
P
Q
gives a sum Σ = η∈Ψ i∈[k+1:`] α(η(i))ηres , where ηres is the restriction of η to [k].
Q
Then use Claim 4.4, all α(η(i)) are the same for η ∈ Ψ and thus P = i∈[k+1:`] α(η(i)) is
a common factor. Since each α(η(i)) 6= 0, this P 6= 0. Since µ ∈ Ψ, φ = µres appears as a
term in Σ with a coefficient |S|P , where S is the subset of Ψ consisting of maps that restrict
to φ. As F has characteristic 0, this |S|P 6= 0.
Now since ψ is given as equivalent to φ, and the sum Σ is in A00k , ψ must have the same
coefficient as that of φ, which has the form |S 0 |P , where S 0 is the subset of Ψ that restrict to
ψ. So |S 0 | = |S|, in particular S 0 is nonempty. Thus there is some η ∈ Ψ such that η extends
ψ, and η is equivalent to µ.
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This leads to the following theorem:
I Theorem 13. Let F be a field of characterisitic 0. Let H be an undirected F-weighted
twin-free graph. For any k ≥ 0, if ϕ, ψ : [k] → V (H) and homφ (G, H) = homψ (G, H 0 ) for
all undirected graphs G, where G may have multiloops and multiedges, then there is an
automorphism σ of H such that φ = σ ◦ ψ.

6

Effective GH Dichotomies

We briefly discuss how to use Theorem 2 to make complexity dichotomies for graph homomorphism effective. A long and fruitful sequence of work [7, 8, 2, 12, 21, 10] led to the
following complexity dichotomy for weighted graph homomorphisms [4] which unifies these
previous ones: There is a tractability condition P such thatfor any (algebraic) complex
symmetric matrix H, if H satisfies P then hom(·, H) is P-time computable, otherwise there
is a P-time reduction from a canonical #P-hard problem to hom(·, H). However, in the long
sequence of reductions in [4] there are nonconstructive steps, a prominent example is the first
pinning lemma (Lemma 4.1, p. 937). This involves condensing H by collapsing “equivalent”
vertices, while introducing vertex weights. Consider all 1-labeled graphs G. We say two
vertices u, v ∈ V (H) are “equivalent” if homu (G, H) = homv (G, H) where the notation
homu (G, H) denotes the partial sum of hom(G, H) where we restrict to all mappings which
map the labeled vertex of G to u, and similarly for homv (G, H). This is just the special case
k = 1 in Theorem 2 (note that we first apply the twin compression step to H). Previously
the P-time reduction was proved existentially. Using Theorem 2 (see Remark 11 after the
proof), this step can be made effective.
There is a finer distinction between making the dichotomy effective in the sense discussed
here versus the decidability of the dichotomy. The dichotomy criterion in [4] is decidable
in P-time (measured in the size of the description of H); however, according to the proof
in [4] which involves nonconstructive steps, when the decision algorithm decides hom(·, H)
is #P-hard it does not produce a reduction. The results in this paper can constructively
produce such a reduction when hom(·, H) is #P-hard.
Previous versions of Theorem 2 (e.g., [14, 15]) show that the above equivalence on u, v
for suitably restricted classes of H can be decided by testing for graph isomorphism (with
pinning). However, to actually obtain the promised P-time reduction one has to search for
“witness” graphs G to homu (G, H) 6= homv (G, H). Having no graph isomorphism mapping
u to v does not readily yield such a “witness” graph G, although an open ended search is
guaranteed to find one. Thus Theorem 2 gives a double exponential time (in the size of H)
algorithm to find a reduction algorithm, while directly applying previous versions of the
theorem gives a computable process with no definite time bound. (But we emphasize that
no previous versions of Theorem 2 apply to the dichotomy in [4].)

7

Counterexample for fields of finite characteristic

In Lemma 10, the field F is arbitrary. By contrast, for Theorem 2 the proof uses the
assumption that char F = 0. We show that this assumption cannot be removed, for any fixed
k, by an explicit counterexample. The counterexample also applies to Corollaries 3 to 6.
Let char F = p > 0. For n ≥ 2 and `1 > . . . > `n > 0, define an (undirected) FSn
weighted graph H = Hn,`1 ,...,`n with the vertex set U ∪ i=1 Vi where U = {u1 , . . . , un }
and Vi = {vi,j | 1 ≤ j ≤ `i p}, for i ∈ [n], and the edge set being the union of the edge sets
that form a copy of the complete graph Kn on U and K1+`i p on {ui } ∪ Vi for i ∈ [n]. H
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is a simple graph with no loops. To make H an F-weighted graph, we assign each vertex
and edge weight 1. (So H is really unweighted.) It is easy to see that H is twin-free: First,
any two distinct vertices from U or from the same Vi are not twins because H is loopless.
(Note that for vertices i, j to be twin in an undirected graph, if (i, j) is an edge, then the
loops (i, i), (j, j) must also exist.) Second, for any i ∈ [n], ui ∈ U and any v ∈ Vi are not
twins by deg(ui ) > deg(v). Third, ui ∈ U (or any v ∈ Vi ) and any w ∈ Vj , for j =
6 i, are
not twins because w has some neighbor in Vj while ui (or v) do not. Let σ ∈ Aut(H) be an
automorphism of H. Each vertex u ∈ U has the property that u has two neighbors (one in U
and one not in U ) such that they are not neighbors to each other. This property separates
U from the rest. Furthermore deg(u1 ) > . . . > deg(un ). Therefore σ must fix U pointwise.
Then it is easy to see that σ must permute each Vi .
For any ϕ : [k] → U ⊂ V (H) where k ≥ 0, we claim that homϕ (G, H) = homϕ (G, KU )
for every G ∈ PLG[k], where KU is the complete graph with the vertex set U .
Qn
Let SN denote the symmetry group on N letters. We define a group action of i=1 S`i p
on {ξ | ξ : V (G) → V (H)} which permutes the images of ξ within each of V1 , . . . , Vn , and
Qn
fixes U pointwise. Thus for g = (g1 , . . . , gn ) ∈ i=1 S`i p , if ξ(w) ∈ Vi , then ξ g (w) = gi (ξ(w)).
This group action partitions all ξ into orbits. Consider any ξ : V (G) → V (H) extending
ϕ, such that the image ξ(V (G)) 6⊆ U . Let η be in the same orbit of ξ. The nonzero
contributions to homξ (G, H) and homη (G, H) come from either edge weights within U ,
where they are identical, or within each {ui } ∪ Vi . Hence by the definition of the group
action, homξ (G, H) = homη (G, H). The stabilizer of ξ consists of those g such that each gi
fixes the image set ξ(V (G)) ∩ Vi pointwise. Since ξ(V (G)) 6⊆ U , the orbit has cardinality,
which is the index of the stablizer, divisible by some `i p. In particular it is 0 mod p. Thus
the total contribution from each orbit is zero in F, except for those ξ with ξ(V (G)) ⊆ U .
The claim follows.
For k ≥ 1, we take H 0 = H. We say that maps ϕ, ψ : [k] → U have the same type if
for every i, j ∈ [k], ϕ(i) = ϕ(j) iff ψ(i) = ψ(j). Thus the inverse image sets ϕ−1 (ϕ(i)) and
ψ −1 (ψ(i)) have the same cardinality for every i ∈ [k]. It follows that the image sets ϕ([k])
and ψ([k]), consisting of the elements of U having a nonempty inverse image sets under ϕ−1
and ψ −1 respectively, are of the same cardinality. So there is a bijection σ of U , mapping
U \ ϕ([k]) to U \ ψ([k]), and also for every i ∈ [k], (σ ◦ ϕ)(i) = ψ(i). Thus σ ∈ Aut(KU )
and σ ◦ ϕ = ψ. Take ϕ, ψ : [k] → U such that ϕ =
6 ψ, and they have the same type. For
example, we can take ϕ(i) = u1 and ψ(i) = u2 for every i ∈ [k]. Since ϕ and ψ have the
same type, clearly homϕ (G, KU ) = homψ (G, KU ). For every G ∈ PLG[k], we have already
shown that homϕ (G, KU ) = homϕ (G, H), and since H 0 = H, homψ (G, KU ) = homψ (G, H 0 ),
implying that homϕ (G, H) = homψ (G, H 0 ). If Theorem 2 were to hold for the field F of
char F = p > 0, there would be an automorphism σ
b ∈ Aut(H) such that σ
b ◦ ϕ = ψ. But
every automorphism of H must fix U pointwise, and thus it restricts to the identity map on
U . And since ϕ([k]) ⊆ U , we have σ
b ◦ ϕ = ϕ 6= ψ, a contradiction.
When k = 0, in addition to H = Hn,`1 ,...,`n we also take H 0 = Hn,`01 ,...,`0n on the vertex set
Sn
U ∪ i=1 Vi0 , where n ≥ 2, `01 > . . . > `0n > 0 and (`01 , . . . , `0n ) 6= (`1 , . . . , `n ). As k = 0, the
only possible choices are the empty maps ϕ = ∅ and ψ = ∅, and hom(G, H) = hom(G, KU ) =
hom(G, H 0 ) still holds for every G ∈ PLG[0]. However, the same property that every vertex
u ∈ U has two neighbors such that they are not neighbors to each other separates U from
the rest in both H and H 0 . Then the monotonicity deg(u1 ) > . . . > deg(un ) within both H
and H 0 shows that any isomorphism from H to H 0 , if it exists, must fix U pointwise. Then
it is easy to see that σ must be a bijection from Vi of H to the corresponding copy Vi0 in H 0 .
This forces (`1 , . . . , `n ) = (`01 , . . . , `0n ), a contradiction.
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Rank of Connection Tensors and Dimension of Graph Algebras

The purpose of this section is to summarize the extensions of the main results from [15].
These are stated as Theorems 14 and 15.
An F-valued graph parameter is a function from finite graph ismorphism classes to F.
For convinience, we think of a graph parameter as a function defined on finite graphs and
invariant under graph isomorphism. We allow multiple edges in our graphs, but no loops, as
input to a graph parameter. A graph parameter f is called multiplicative, if for any disjoint
union G1 t G2 of graphs G1 and G2 we have f (G1 t G2 ) = f (G1 )f (G2 ). A graph parameter
on a labeled graph ignores its labels. Every weighted graph homomorphism fH = hom(·, H)
is a multiplicative graph parameter.
A (k-labeled, F-)quantum graph is a finite formal F-linear combination of finite k-labeled
graphs. G[k] = FPLG[k] is the monoid algebra of k-labeled F-quantum graphs. We denote
by G simp [k] the monoid algebra of simple k-labeled F-quantum graphs; it is a subalgebra of
G[k]. Uk is the multiplicative identity and the empty sum is the additive identity in both
G[k] and G simp [k].
Let f be any graph parameter. For all integers k, n ≥ 0, we define the following nn
dimensional array T (f, k, n) ∈ F(PLG[k]) , which can be identified with (V ⊗n )∗ , the dual
L
space of V ⊗n , where V = PLG[k] F is the infinite dimensional vector space with coordinates
indexed by PLG[k]. The entry of T (f, k, n) at coordinate (G1 , . . . , Gn ) is f (G1 · · · Gn ); when
n = 0, we define T (f, k, n) to be the scalar f (Uk ). The arrays T (f, k, n) are symmetric
n
with respect to its coordinates, i.e., T (f, k, n) ∈ Sym(F(PLG[k]) ). Fix f, k and n, we call
the n-dimensional array T (f, k, n) the (k-th, n-dimensional) connection tensor of the graph
parameter f . When n = 2, a connection tensor is exactly a connection matrix of the graph
parameter f studied in [9], i.e., T (f, k, 2) = M (f, k).
For graph parameters of the form fH = hom(·, H), where H has positive vertex weights
and real edge weights, the main results of [15] are to compute the rank of the corresponding
connection matrices, and the dimension of graph algebras, etc. We will prove these results
for arbitrary F-weighted graphs (without vertex or edge weight restrictions). Moreover we
will prove these for connection tensors (see [5]). Below we let H be a (directed or undirected)
F-weighted graph.
For k ≥ 0, let N (k, H) be the matrix whose rows are indexed by maps ϕ : [k] → V (H)
and columns are indexed by PLG[k], and the row indexed by ϕ is homϕ (·, H). We have a
group action of Aut(H) on the k-tuples from V (H)k = {ϕ : [k] → V (H)} by ϕ 7→ σ ◦ ϕ for
σ ∈ Aut(H) and ϕ : [k] → V (H). We use orbk (H) to denote the number of its orbits.
As mentioned before, fH = hom(·, H) ignores labels on a labeled graph, so we can think
of fH as defined on PLG[k] and then by linearity as defined on G[k]. Then we can define the
following bilinear symmetric form on G[k]:
hx, yi = fH (xy),

x, y ∈ G[k].

Let
K[k] = {x ∈ G[k] : fH (xy) = hx, yi = 0 ∀y ∈ G[k]}.
Clearly, K[k] is an ideal in G[k], so we can form a quotient algebra G 0 [k] = G[k]/K[k] . It is
easy to see that h ∈ K[k] iff M (fH , k)h = 0.
In order to be consistent with the notation in [15], when f = fH = hom(·, H) for an
F-weighted (directed or undirected) graph H, we let T (k, n, H) = T (fH , k, n) where k, n ≥ 0
and M (k, H) = M (fH , k) where k ≥ 0.
The following theorems extend Theorem 2.2, Corollary 2.3 and the results of Section 3
in [15].
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On a Theorem of Lovász that hom(·, H) Determines the Isomorphism Type of H

I Theorem 14. Let F be a field of characteristic 0. Let H be a (directed or undirected)
F-weighted twin-free graph. Then G 0 [k] ∼
= Frk as isomorphic algebras, where
rk = dim G 0 [k] = rkS T (k, n, H) = rk T (k, n, H) = rk M (k, H) = rk N (k, H) = orbk (H)
for k ≥ 0 and n ≥ 2. Here rkS denotes symmetric tensor rank, and rk on T and on M, N
denote tensor and matrix rank, respectively. In particular, if H has no nontrivial F-weighted
automorphisms, then the above quantities are all equal to |V (H)|k .
The following theorem generalizes Lemma 2.5 in [15]. Let k ≥ 0 be an integer and
H be an F-weighted graph. We say that a vector f : V (H)k → F is invariant under the
automorphisms of H if f (σ ◦ ϕ) = f (ϕ) for every σ ∈ Aut(H) and ϕ ∈ V (H)k .
I Theorem 15. Let F be a field of characteristic 0. Let H be a (directed or undirected)
F-weighted twin-free graph. Then for k ≥ 0, the column space of N (k, H) consists of precisely
those vectors f : V (H)k → F that are invariant under the authomorphisms of H. Moreover,
every such vector can be obtained as a finite linear combination of the columns of N (k, H)
indexed by PLG simp [k].
From this theorem, we can immediately conclude the existence of simple contractors and
connectors from PLG simp [k] when char F = 0 for GH functions (see [17] for the definitions).
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1

Introduction

Equilibria are paramount in economics, because guaranteeing their existence in a particular
strategic or market-like framework enables one to consider “What happens at equilibrium?”
without further analysis. Equilibrium existence theorems are nontrivial to prove. The
best known example is Nash’s theorem [18], whose proof in 1950, based on Brouwer’s fixed
point theorem, transformed game theory, and inspired the Arrow-Debreu price equilibrium
results [1], among many others. Decades later, complexity analysis of these theorems and
corresponding solution concepts by computer scientists has created a fertile and powerful
field of research [19].
Not all equilibrium theorems in economics, however, rely on Brouwer’s fixed point theorem
for their proof (even though, in a specific sense made clear and proved in this paper, they
could have...). Many of the exceptions ultimately rely on Tarski’s fixed point theorem [22],
stating that all monotone functions on a complete lattice have a fixed point – and in fact a
whole sublattice of fixed points with a largest and smallest element [23, 17, 24]. In contrast
to the equilibrium theorems whose proof relies on Brouwer’s fixed point theorem, there has
been relatively little complexity analysis of Tarski’s fixed point theorem and the equilibrium
results it enables. (We discuss prior related work at the end of this introduction.)
Here we present several results in this direction. Let [N ] = {1, . . . , N }. To formulate the
basic problem, we consider a monotone function f on the d-dimensional grid [N ]d , that is,
a function f : [N ]d 7→ [N ]d such that for all x, y ∈ [N ]d , x ≥ y implies f (x) ≥ f (y); in the
black-box oracle model, we can query this function with specific vectors x ∈ [N ]d ; in the
white-box model we assume that the function is presented by a boolean circuit1 . Thus, d
and N are the basic parameters to our model; it is useful to think of d as the dimensionality
of the problem, while N is something akin to the inverse of the desired approximation .
Tarski’s theorem in the grid framework is easy to prove. Let 1̄ = (1, . . . , 1) denote
the (d-dimensional) all-1 vector. Consider the sequence of grid points 1̄, f (1̄), f (f (1̄)),
. . . , f i (1̄), . . .. From monotonicity of f , by induction on i we get, for all i ≥ 0, f i (1̄) ≤
f i+1 (1̄). Unless a fixed point is arrived at, the sum of the coordinates must increase at
each iteration. Therefore, after at most dN iterations of f applied to 1̄, a fixed point is
found. In other words f dN (1̄) = f dN +1 (1̄).
This immediately suggests an O(dN ) algorithm. But an O(logd N ) algorithm is also
known2 : Consider the (d − 1)-dimensional function obtained by fixing the “input value”
in the d’th coordinate of the function f with some value rd (initialize rd := dN/2e).
Find a fixed point z ∗ ∈ [N ]d−1 of this (d − 1)-dimensional monotone function f (z, rd )
(recursively). If the dth coordinate fd (z ∗ , rd ) of f (z ∗ , rd ), is equal to rd , then (z ∗ , rd )
is a fixed point of the overall function f , and we are done. Otherwise, a binary search
on the d’th coordinate is enabled: we need to look for a larger (smaller) value of rd if
fd (z ∗ , rd ) > rd (respectively, if fd (z ∗ , rd ) < rd ). By an easy induction, this establishes
the O(logd N ) upper bound ([5]).
We conjecture that this algorithm is essentially optimal in the black box sense, for small
fixed constant dimension d. In Theorem 7 we prove this result for the d = 2 case. We
provide a class of monotone functions that we call the herringbones: two monotonic paths,

1

2

Naturally, one could have addressed the more general problem in which the lattice is itself presented
in a general way through two functions meet and join; however, this framework (a) leads quickly and
easily to intractability; and (b) does not capture any more applications in economics than the one
treated here.
This algorithm appears to have been first observed in [5].
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one starting from 1̄ and the other from N̄ , meeting at the fixed point, while all other
points in the N × N grid are mapped diagonally: f (x) = x + (−1, +1) or x + (+1, −1),
whichever of the points is closer to the monotonic path that contains the fixed point. We
prove that any randomized algorithm needs to make Ω(log2 N ) queries (in expectation)
to find the fixed point.
Can this lower bound result be generalized to fixed d ≥ 3? This is a key question left
open by this paper. There are several obstacles to a proof establishing, e.g., a Ω(log3 N )
lower bound in the 3-dimensional case (d = 3), and some possible ways for overcoming
them. First, it is not easy to identify a suitable “herringbone-like” function in three or
more dimensions – a monotone family of functions built around a path from 1̄ to N̄ . It
nevertheless seems plausible that logd N should still be (close to) a lower bound on any
such algorithm (assuming of course that N is sufficiently larger than d, so that the dN
algorithm does not violate the lower bound). We prove one encouraging result in this
context: We give an alternative proof of the d = 2 lower bound, in which we establish
that any deterministic black-box algorithm for Tarski in two dimensions must solve
a sequence of Ω(log N ) one-dimensional problems (Theorem 13), a result pointing to a
possible induction on d (recall that this is precisely the form of the logd N algorithm).
Tarski’s theorem further asserts that there is a greatest and a least fixed point, and
these fixed points are especially useful in the economic applications of the result (see for
example [17]). It is not hard to see, however, that finding these fixed points is NP-hard,
and takes Ω(dN ) time in the black box model (see Proposition 1).
In terms of complexity classes, the problem Tarski is obviously in the class TFNP of
total function (total search) problems. But where exactly? We show (Theorem 4) that it
belongs in the class PLS of local optimum search problems.
Surprisingly, Tarski is also in the class P PPAD of problems reducible to a Brouwer fixed
point problem (Theorem 5), and thus, by the known fact that the class PPAD is closed
under polynomial time Turing reductions ([2]) it is in PPAD (Corollary 6). This result
presents a heretofore unsuspected connection between two main sources of equilibrium
results in economics.
Supermodular games [23, 17, 24] – or games with strategic complementarities – comprise
a large and important class of economic models, with complete lattices as strategy spaces,
in which a player’s best response is a monotone function (or monotone correspondence)
of the other player’s strategies. They always have pure Nash equilibria due to Tarski’s
theorem. We show that finding an equilibrium for a supermodular game with (discrete)
Euclidean grid strategy spaces is essentially computationally equivalent to the problem
of finding a Tarski fixed point of a monotone map (Proposition 14 and Theorem 16). If
there are two players and one of them has a one-dimensional strategy space, we show that
a Nash equilibrium can be found in logarithmic time (in the size of the strategy spaces).
Stochastic games [21, 4]. We show that the problems of computing the (irrational) value
of Shapley’s discounted stochastic games to desired accuracy, and computing the exact
value of Condon’s simple stochastic games (SSG), are both P-time reducible to the Tarski
problem. The proofs employ known characterizations of the value of both Shapley’s
stochastic games and Condon’s SSGs in terms of monotone fixed point equations, which
can also be viewed as monotone “polynomially contracting” maps with a unique fixed
point, and from properties of polynomially contracting maps, see [12].

Prior related work. In recent years a number of technical reports and papers by Dang,
Qi, and Ye, have considered the complexity of computational problems related to Tarski’s
theorem [5, 7, 6]. In particular, in [5] the authors provided the already-mentioned logd N
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algorithm for computing a Tarski fixed point for a discrete map, f : [N ]d → [N ]d , which is
monotone under the coordinate-wise order. In [5] they also establish that determining the
uniqueness of the fixed point of a monotone map under coordinate-wise order is coNP-hard,
and that uniqueness under lexicographic order is also coNP-hard (already in one dimension).
In [7] the authors studied another variant of the Tarski problem, namely computing another
fixed point of a monotone function in an expanded domain where the smallest point is a
fixed point; this variant is NP-hard (the claim in the paper that this problem is in PPA has
been withdrawn by the authors [8]). In earlier work, Echenique [10], studied algorithms
for computing all pure Nash equilibria in supermodular games (and games with strategic
complementaries) whose strategy spaces are discrete grids. Of course computing all pure
equilibria is harder than computing some pure equilibrium; indeed, we show that computing
the least (or greatest) pure equilibrium of such a supermodular game is already NP-hard
(Corollary 17). In earlier work Chang, Lyuu, and Ti [3] considered the complexity of Tarski’s
fixed point theorem over a general finite lattice given via an oracle for its partial order (not
given it explicitly) and given an oracle for the monotone function, and they observed that
the total number of oracle queries required to find some fixed point in this model is linear in
the number of elements of the lattice. They did not study monotone functions on euclidean
grid lattices, and their results have no bearing on this setting.
Organization of the paper. The rest of the paper is organized as follows. Section 2 provides
basic definitions on lattices and monotone functions, and presents some simple basic results.
In Section 3 we define the Tarski problem and show that it is in PLS and PPAD. Section 4
proves the lower bound of log2 N on black-box algorithms. Section 5 concerns supermodular
games. Section 6 reduces Condon’s and Shapley’s stochastic games to the Tarski problem.
Finally, Section 7 concludes and discusses open problems. Several of the proofs are only
sketched or omitted; more details can be found in the full version of the paper [11].

2

Basics

A partial order (L, ≤) is a complete lattice if every nonempty subset S of L has a least upper
bound (or supremum or join, denoted sup S or ∨S) and a greatest lower bound (or infimum
or meet, denoted inf S or ∧S) in L. A function f : L → L is monotone if for all pairs of
elements x, y ∈ L, x ≤ y implies f (x) ≤ f (y). A point x ∈ L is a fixed point of f if f (x) = x.
Tarski’s theorem ([22]) states that the set F ix(f ) of fixed points of f is a nonempty complete
lattice under the same partial order ≤; in particular, f has a greatest fixed point (GFP) and
a least fixed point (LFP).
In this paper we will take as our underlying lattice L a finite discrete Euclidean grid,
which we fix for simplicity to be the integer grid [N ]d , for some positive integers N, d, where
[N ] = {1, . . . , N }. Comparison of points is componentwise, i.e. x ≤ y if xi ≤ yi for all
i = 1, . . . , d. We will also consider the corresponding continuous box, [1, N ]d that includes all
real points in the box. Both, the discrete and continuous box are clearly complete lattices.
Given a monotone function f on the integer grid [N ]d , the problem is to compute a fixed
point of f (any point in F ix(f )). A generally harder problem is to compute specifically the
LFP of f or the GFP of f . We consider mostly the oracle model, in which the function f is
given by a black-box oracle, and the complexity of the algorithm is measured in terms of the
number of queries to the oracle. Alternatively, we can consider also an explicit model in which
f is given explicitly by a polynomial-time algorithm (a polynomial-size Boolean circuit),
and then the complexity of the algorithm is measured in the ordinary Turing model. Note
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that the number of bits needed to represent a point in the domain is d log N , so polynomial
time here means polynomial in d and n = log N . The number N d of points in the domain is
exponential.
Tarski’s value iteration algorithm provides a simple way to compute the LFP of f : Starting
from the lowest point of the lattice, which here is the all-1 vector 1, apply repeatedly f .
This generates a monotonically increasing sequence of points 1 ≤ f (1) ≤ f 2 (1) ≤ . . . until a
fixed point is reached, which is the LFP of f . In every step of the sequence, at least one
coordinate is strictly increased, therefore a fixed point is reached in at most (N − 1)d steps.
In the worst case, the process may take that long, which is exponential in the bit size d log N .
Similarly, the GFP can be computed by applying repeatedly f starting from the highest
point of the lattice, i.e., from the all-N point, until a fixed point is reached.
Another way to compute some fixed point of a monotone function f (not necessarily the
LFP or the GFP) is by a divide-and-conquer algorithm. In one dimension, we can use binary
search: If the domain is the set L(l, h) = {x ∈ Z|l ≤ x ≤ h} of integers between the lowest
point l and the highest point h, then compute the value of f on the midpoint m = (l + h)/2.
If f (m) = m then m is a fixed point; if f (m) < m then recurse on the lower half L(l, m),
and if f (m) > m then recurse on the upper half L(m, h). The monotonicity of f implies that
f maps the respective half interval into itself. Hence the algorithm correctly finds a fixed
point in at most log N iterations, where N is the number of points.
In the general d-dimensional case, suppose that the domain is the set of integer points in the
box defined by the lowest point l and the highest point h, i.e. L(l, h) = {x ∈ Z d |l ≤ x ≤ h}.
Consider the set of points with d-th coordinate equal to m = (l + h)/2; their first d − 1
coordinates induce a (d − 1)-dimensional lattice L0 (l, h) = {x ∈ Z d−1 |li ≤ xi ≤ hi , i =
1, . . . d − 1}. Define the function g on L0 (l, h) by letting g(x) consist of the first d − 1
components of f (x, m). It is easy to see that g is a monotone function on L0 (l, h). Recursively,
compute a fixed point x∗ of g. If fd (x∗ , m) = m, then (x∗ , m) is a fixed point of f (this holds
in particular if l = h). If fd (x∗ , m) > m, then recurse on L(f (x∗ , m), h). If fd (x∗ , m) < m,
then recurse on L(l, f (x∗ , m)). In either case, monotonicity implies that if the algorithm
recurses, then f maps the smaller box into itself and thus has a fixed point in it. An easy
induction shows that the complexity of this algorithm is O((log N )d ), ([5]).
Computing the least or the greatest fixed point is in general hard, even in one dimension,
both in the oracle and in the explicit model.
I Proposition 1. Computing the LFP or the GFP of an explicitly given polynomial-time
monotone function in one dimension is NP-hard. In the oracle model, the problem requires
Ω(N ) queries for a domain of size N .
Proof. We prove the claim for the LFP; the GFP is similar. Reduction from Satisfiability.
Given a Boolean formula φ in n variables, let the domain D = {0, 1, . . . , 2n }, and define the
function f as follows. For x ≤ 2n − 1, viewing x as an n-bit binary number, it corresponds
to an assignment to the n variables of φ; let f (x) = x if the assignment x satisfies φ, and let
f (x) = x + 1 otherwise. Define f (2n ) = 2n . Clearly f is a monotone function and it can be
computed in polynomial time. If φ is not satisfiable then the LFP of f is 2n , while if φ is
satisfiable then the LFP is not 2n .
For the oracle model, use the same domain D and let f map every x ≤ 2n − 1 to x or
x + 1, and f (2n ) = 2n . The LFP is not 2n iff there exists an x ≤ 2n − 1 such that f (x) = x,
which in the oracle model requires trying all possible x ≤ 2n − 1.
J
In the case of a continuous domain [1, N ]d , we may not be able to compute an exact
fixed point, and thus we have to be content with approximation. Given an  > 0, an
-approximate fixed point is a point x such that |f (x) − x| ≤ , where we use the L∞ (max)
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norm, i.e. |f (x) − x| = max{|fi (x) − xi ||i = 1, . . . , d}. In this context, polynomial time
means polynomial in log N, d, and log(1/) (the number of bits of the approximation). An
-approximate fixed point need not be close to any actual fixed point of f . A problem that
is generally harder is to compute a point that approximates some actual fixed point, and
an even harder task is to approximate specifically the LFP or the GFP of f . Tarski’s value
iteration algorithm, starting from the lowest point converges in the limit to the LFP (and if
started from the highest point, it converges to the GFP), but there is no general bound on the
number of iterations needed to get within  of the LFP (or the GFP). The algorithm reaches
however an -approximate fixed point within N d/ iterations (note, this is exponential in
log N, log(1/)).
It is easy to see that the approximate fixed point problem for the continuous case reduces
to the exact fixed point problem for the discrete case.
I Proposition 2. The problem of computing an -approximate fixed point of a given monotone
function on the continuous domain [1, N ]d reduces to the exact fixed point problem on a
discrete domain [N/]d .
Proof. Given the monotone function f on the continuous domain D1 = [1, N ]d , consider
the discrete domain D2 = {x ∈ Z d |k ≤ xi ≤ N k, i = 1, . . . , d}, where k = d1/e, and define
the function g on D2 as follows. For every x ∈ D2 , let g(x) be obtained from kf (x/k) by
rounding each coordinate to the nearest integer, with ties broken (arbitrarily) in favor of the
ceiling. Since f is monotone, g is also monotone. If x∗ is a fixed point of g, then kf (x∗ /k) is
within 1/2 of x∗ in every coordinate, and hence f (x∗ /k) is within 1/2k <  of x∗ /k. Thus
x∗ /k is an -approximate fixed point of f .
J

3

Computing a Tarski fixed point is in PLS ∩ PPAD

For a monotone function f : [N ]d → [N ]d (with respect to the coordinate-wise ordering),
we are interested in computing a fixed point x∗ ∈ Fix(f ), which we know exists by Tarski’s
theorem. We shall formally define this as a discrete total search problem, using a standard
construction to avoid the “promise” that f is monotone.
Recall that a general discrete total search problem (with polynomially bounded outputs),
Π, has a set of valid input instances DΠ ⊆ {0, 1}∗ , and associates with each valid input
instance I ∈ DΠ , a non-empty set OI ⊆ {0, 1}pΠ (|I|) of acceptable outputs, where pΠ (·) is
some polynomial. (So the bit encoding length of every acceptable output is polynomially
bounded in the bit encoding length of the input I.) We are interested in the complexity of
the following total search problem:
I Definition 3. Tarski:
Input: A function f : [N ]d → [N ]d with N = 2n for some n ≥ 1, given by a boolean
circuit, Cf , with (d · n) input gates and (d · n) output gates.
Output: Either a (any) fixed point x∗ ∈ Fix(f ), or else a witness pair of vectors
x, y ∈ [N ]d such that x ≤ y and f (x) 6≤ f (y).
Note Tarski is a total search problem: If f is monotone, it will contain a fixed point in [N ]d ,
and otherwise it will contain such a witness pair of vectors that exhibit non-monotonicity. (If it
is non-monotone it may of course have both witnesses for non-monotonicity and fixed points.)
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Tarski ∈ PLS
Recall that a total search problem, Π, is in the complexity class PLS (Polynomial Local
Search) if it satisfies all of the following conditions (see [16, 26]):
1. For each valid input instance I ∈ DΠ ⊆ {0, 1}∗ of Π, there is an associated non-empty
set SI ⊆ {0, 1}p(|I|) of solutions, and an associated payoff function 3 , gI : SI → Z. For
each s ∈ SI , there is an associated set of neighbors, NI (s) ⊆ SI .
A solution s ∈ SI is called a local optimum (local maximum) if for all s0 ∈ NI (s),
gI (s) ≥ gI (s0 ). We let OI denote the set of all local optima for instance I. (Clearly OI is
non-empty, because SI is non-empty.)
2. There is a polynomial time algorithm, AΠ , that given a string I ∈ {0, 1}∗ , decides whether
I is a valid input instance I ∈ DΠ , and if so outputs some solution s0 ∈ SI .
3. There is a polynomial time algorithm, BΠ , that given valid instance I ∈ DΠ and a string
s ∈ {0, 1}p(|I|) , decides whether s ∈ SI , and if so, outputs the payoff gI (s).
4. There is a polynomial time algorithm, HΠ , that given valid instance I ∈ DΠ and s ∈ SI ,
decides whether s is a local optimum, i.e., whether s ∈ OI , and otherwise computes a
strictly improving neighbor s0 ∈ NI (s), such that gI (s0 ) > gI (s).
I Theorem 4. Tarski ∈ PLS.
Proof Sketch. Each valid input instance If ∈ DTarski ⊆ {0, 1}∗ of Tarski is an encoding of
a function f : [N ]d → [N ]d via a boolean circuit Cf . We can view the problem Tarski as a
polynomial local search problem, as follows:
Define the set of “solutions” associated with valid input If to be the disjoint union
SIf = SI0 f ∪ SI00f , where SI0 f = {x ∈ [N ]d | x ≤ f (x)} and SI00f = {(x, y) ∈ [N ]d × [N ]d | x ≤
y ∧ f (x) 6≤ f (y)}. Clearly, Fix(f ) ⊆ SI0 f ⊆ SIf . Let the payoff function gIf : SIf → Z, be
Pd
defined as follows. For x ∈ SI0 f , gIf (x) := i=1 xi ; for (x, y) ∈ SI00f , gIf (x, y) := (dN ) + 1. We
define the neighbors of solutions as follows. For any x ∈ SI0 f , if f (x) ≤ f (f (x)) then let the
neighbors of x be the singleton-set NIf (x) := {f (x)}. Note that in this case again f (x) ∈ SI0 f .
Otherwise, if f (x) 6≤ f (f (x)), then let NIf (x) := {(x, f (x))}. Note that in this case
(x, f (x)) ∈ SI00f , since f (x) 6≤ f (f (x)). For (x, y) ∈ SI00f , let NIf (x, y) := ∅ be the empty set.
Pd
Pd
Thus, the set of local optima is by definition OIf = {x ∈ SI0 f | i=1 xi ≥ i=1 fi (x)} ∪ SI00f .
Observe that in fact OIf = Fix(f ) ∪ SI00f . Indeed, if x ∈ OIf then x ∈ SI0 f meaning
Pd
Pd
x ≤ f (x), and also
i=1 xi ≥
i=1 fi (x). But this is only possible if f (x) = x, i.e.,
x ∈ Fix(f ). Likewise, if (x, y) ∈ OIf then (x, y) ∈ SI00f . On the other hand, if x ∈ Fix(f ),
Pd
Pd
then clearly x ∈ SI0 f and i=1 xi = i=1 fi (x), hence x ∈ OIf .
It is possible then to define polynomial time algorithms ATarski , BTarski and HTarski , as
required in conditions 2, 3, 4 in the definition of PLS; see the full paper for details. It follows
that Tarski is in PLS.
J

Tarski ∈ PPAD
To show that Tarski ∈ PPAD, we first show that Tarski ∈ P PPAD meaning that the total
search problem Tarski can be solved by a polynomial time algorithm, M, with oracle access
to PPAD. The algorithm M should take an input If ∈ {0, 1}∗ , and firstly decide whether
it is a valid instance If ∈ DTarski , and if so it can make repeated, adaptive, calls to an

3

Or, cost function, if we were considering local minimization. But here we focus on local maximization.
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oracle for solving a PPAD total search problem. After at most polynomial time (and hence
polynomially many such oracle calls) as a function of the input size |If |, M should output
either an integer vector x ∈ Fix(f ), or else output a pair of vectors x, y ∈ [N ]d with x ≤ y
and f (x) 6≤ f (y), which witness non-monotonicity of the function f : [N ]d → [N ]d defined by
the input instance If .
Once we have established that Tarski ∈ P PPAD , the fact that Tarski ∈ PPAD will follow
as a simple corollary, using a prior result of Buss and Johnson [2], who showed that PPAD is
closed under polynomial-time Turing reductions.
There are a number of equivalent ways to define the total search complexity class PPAD.
Rather than give the original definition ([20]), we will use an equivalent characterization
of PPAD (a.k.a., linear-FIXP) from [12]. Informally, according to this characterization, a
discrete total search problem, Π, is in PPAD if and only if it can be reduced in P-time to
computing a Brouwer fixed point of an associated “polynomial piecewise-linear” continuous
function that maps a non-empty convex polytope to itself. That is, every instance I of Π can
be associated with a polynomial piecewise-linear function FI on a polytope W (I), such that
from any rational fixed point of FI we can obtain in polynomial time an acceptable output
for the instance I. By Brouwer’s theorem, the set Fix(FI ) = {x ∈ W (I) | FI (x) = x} of fixed
points of FI is non-empty. Moreover, because of the “polynomial piecewise-linear” nature
of FI , Fix(FI ) must also contain a rational fixed point x∗ , with polynomial bit complexity
as a function of |I| (see [12], Theorem 5.2). See [12], section 5, for more details on this
characterization of PPAD.
Given two vectors l ≤ h ∈ Zd , let L(l, h) = {x ∈ Zd | l ≤ x ≤ h}, and let B(l, h) = {x ∈
d
R | l ≤ x ≤ h}.
I Theorem 5. Tarski ∈ P PPAD .
Proof Sketch. Suppose we are given an instance If ∈ DTarski of Tarski, corresponding to a
function f : [N ]d → [N ]d (given by a boolean circuit Cf ).
Let a = 1 ∈ Zd , and b = N ∈ Zd , denote the all 1, and all N , vectors respectively. We
first extend the discrete function f to a (polynomial piecewise-linear) continuous function
f 0 : B(a, b) → B(a, b), by a suitable linear interpolation. For this purpose we use a specific
simplicial subdivision of B(a, b), known as Freudenthal’s simplicial division [15], which has a
certain monotonicity property that is important for the proof. By Brouwer’s theorem, f 0
has a fixed point in B(a, b), and since it is polynomial piecewise-linear, finding a fixed point
x∗ is in PPAD. However, f 0 may have non-integer fixed points that do not correspond to
(and are not close to) any fixed point of f (indeed, since we do not apriori know that f is
monotone, there may not be any integer fixed points). Nevertheless, we show that finding
any such fixed point x∗ of f 0 allows us to make progress towards either finding a discrete
fixed point of f (if it is monotone), or finding witnesses for a violation of monotonicity of f .
Specifically, we argue that there are two (integer) vertices u ≥ v of the simplex of the
subdivision that contains x∗ such that, if f is monotone, then f (u) ≥ u and f (v) ≤ v (in all
coordinates). If f (u) 6≥ u, or f (v) 6≤ v, then f is not monotone, and we show that we can
find a witness pair for the non-monotonicity of f .
Assume on the other hand that f (u) ≥ u and f (v) ≤ v. Note that in that case, if f is
monotone, then f maps the sublattice L(u, b) to itself, and it also maps the disjoint sublattice
L(a, v) to itself. Thus, if f is monotone, f must have an integer fixed point in both L(a, v)
and L(u, b).
So, we can choose the smaller of these two sublattices, consider the function f restricted
to that sublattice, and continue recursively to find a fixed point in that sublattice (if f is
monotone) or a violation of monotonicity. If f is not monotone, it is possible that it maps
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some points in the sublattice L(a, v) (or L(u, b)) to points outside. Therefore, in the recursive
call for the sublattice, when we define the piecewise-linear function f 0 on the corresponding
box B(a, v) (or B(u, b)) we take the maximum with a and minimum with v (or u and b
respectively), i.e., threshold it, so that it maps the box to itself, and hence it is a Brouwer
function. When the PPAD oracle gives us back a fixed point for this (possibly thresholded)
function f 0 , we argue that if the thresholding mattered in this regard, then we can detect it
and produce a violating pair to monotonicity.
Every iteration decreases the total number of points in our current lattice by a factor of
2, from the number of points in the original lattice L(a, b). So after a polynomial number of
iterations in (d + log N ), we either find a fixed point of f , or we find a witness pair of integer
vectors that witness the non-monotonicity of f .
J
I Corollary 6. Tarski ∈ PPAD.
Proof. This follows immediately from Theorem 5, combined with a result due to Buss and
Johnson ([2], Theorem 6.1), who showed that PPAD is closed under polynomial-time Turing
reductions.
J

4

The 2-dimensional lower bound

Consider a monotone function defined on the N × N grid f : [N ]2 7→ [N ]2 . Let A be any
(randomized) black-box algorithm for finding a fixed point of the function by computing a
sequence of queries of the form f (x, y) =?; A can of course be adaptive in that any query can
depend in arbitrarily complex ways on the answers to the previous queries. For example, the
divide-and-conquer algorithm described in the introduction is a black box algorithm. The
following result suggests that this algorithm is optimal for two dimensions.
2

2

I Theorem 7. Given black-box access to a monotone function f : [N ] → [N ] , any (randomized) algorithm for finding a fixed point of f requires Ω(log2 N ) queries (in expectation).
Below, we sketch a proof. For the full proof see [11]. The proof constructs a hard
distribution of such functions.

The basic construction
Given a monotone path from (1, 1) to (N, N ) on the N × N grid graph and a point (i∗ , j ∗ )
on the path, we construct f as follows:
We let (i∗ , j ∗ ) be the unique fixed point of f , i.e. f (i∗ , j ∗ ) , (i∗ , j ∗ ).
At all other points on the path, f is directed towards the fixed point. For a point (x, y)
on the path that is dominated by (i∗ , j ∗ ), we let f (x, y) be the next point on the path,
i.e. f (x, y) = (x + 1, y) or f (x, y) = (x, y + 1). Similarly, for a point (x, y) that is on the
path and dominates (i∗ , j ∗ ), we let f (x, y) be the previous point on the path.
For all points outside the path, f is directed towards the path. Observe that the path
2
partitions [N ] into three (possibly empty) subsets: below the path, the path, and above
the path. For a point (x, y) below the path, we set f (x, y) , (x − 1, y + 1). Similarly,
for a point (x, y) above the path, f (x, y) , (x + 1, y − 1).
An example of such a function f : [5]2 → [5]2 is given in Figure 1.
B Claim 8. For any choice of path and point (i∗ , j ∗ ) on the path, f constructed as above is
monotone.
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Figure 1 A 2-dimensional “herringbone” monotone function.

Choosing the fixed point
In our hard distribution, once we fix a path, we choose (i∗ , j ∗ ) uniformly at random among
all points on the path.
B Claim 9. Given oracle access to f and
√ the path, any (randomized) algorithm that finds a
point (i0 , j 0 ) on the path that is within N (Manhattan distance) from (i∗ , j ∗ ) requires√(in
expectation) querying of f at Ω (log N ) points on the path that are pairwise at least N
apart.
Proof. Observe that once we fix the path, the values of f outside the path do not reveal
information about the location of (i∗ , j ∗ ). The lower bound now follows from the standard
lower bound for binary search.
C

Choosing the central path
Our goal now is to prove that it is hard to find many distant points on the path. To simplify
the analysis, we will only consider the special case where all points
√(x,y) on the path satisfy


1/4
1/4
x − y ∈ −N , N
. We partition the N × N grid into Θ
N regions of the form
n
√ o
Ra , (x, y) | x + y ∈ [a, a + N ) . Notice that each region intersects the path at exactly
√
N points. The path
eachregion4 at a point (x, y) for a value x − y chosen uniformly
 enters
1/4
at random among −N , N 1/4 . We will argue (Lemma 12 below) that in order to find
a point on the path in any region Ra , the algorithm must query the function at Ω (log N )
points in Ra or its neighboring regions.

Each
region
is
further
partitioned
into
Θ N 1/4
sub-regions

Sa , (x, y) | x + y ∈ [a, a + 2N 1/4 ) . For each region, we choose a special sub-region
uniformly at random. In all non-special sub-regions, the path proceeds while maintaining

4

For the first and last region, the path is obviously forced to start at (1, 1) (respectively end at (N, N ));
but those two regions can only account for two of the Ω (log N ) distant path points required by Claim
9, so we can safely ignore them.
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x − y fixed, up to ±1. Inside the special sub-region, the value of x − y for path points changes
from the value chosen at random for the current region, to the value chosen at random for
the next region.
Given a choice of random x − y entry point for each region, and a random special
sub-region for each region, we consider an arbitrary path that satisfies the description above.
This completes the description of the construction.
B Claim 10. Finding (i.e., querying any point in) the special sub-region in region Ra requires
Ω (log N ) queries (in expectation) to points in Ra .
Let
 Sa and Sb be the special sub-regions of two consecutive regions. Let
T , (x, y) | x + y ∈ [a + 2N 1/4 , b) be the union of all the sub-regions between Sa and Sb .
Observe that the value of x − y remains fixed (up to ±1) for all points in the intersection of
the path with T . Also, the construction of f outside Sa ∪ T ∪ Sb does not depend at all on
this value.
B Claim 11. If the algorithm does not query any point in Sa ∪ Sb , then in order to find
(i.e., query) any point in the intersection of the path and T , the algorithm must query (in
expectation) Ω (log N ) points from T .
By Claim 10, finding Sa or Sb requires at least Ω (log N ) queries to the regions containing
them. Therefore, the above two claims together imply:
I Lemma 12. In order to query a point in the intersection of the path and region Ra , any
algorithm must query at least Ω (log N ) points (in expectation) in Ra or its neighboring
regions.
√
Therefore, in order to find Ω (log N ) points on the
path that are pairwise at least N

apart, the algorithm must make a total of Ω log2 N queries (in expectation), completing
the proof of Theorem 7.

An alternative proof
In the full version of this paper (see [11]) we provide an alternative proof, showing that any
deterministic black box algorithm requires Ω(log2 N ) oracle queries to find a Tarski fixed
point of a monotone function f : [N ]2 → [N ]2 given by an oracle.
I Theorem 13. Any deterministic black box algorithm for finding a Tarski fixed point in
two dimensions needs Ω(log2 N ) queries.
The alternative proof appears to be more promising for generalization to higher dimensions.
However, the underlying monotone functions f : [N ]2 → [N ]2 on which the alternative lower
bound is established are again the “herringbone” functions used in the proof of Theorem 7.
The alternative proof uses a potential argument, and its gist amounts to showing that any
such algorithm must solve Ω(log N ) independent one-dimensional problems.

5

Supermodular Games

A brief intro to supermodular games
A supermodular game is a game in which the set Si of strategies of each player i is a complete
lattice, and the utility (payoff) functions ui satisfy certain conditions. Let k be the number
of players and let S = Πki=1 Si be the set of strategy profiles. As usual, we use si to denote
a strategy for player i and s−i to denote a tuple of strategies for the other players. The
conditions on the utility functions ui are the following:
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C1. ui (si , s−i ) is upper semicontinuous in si for fixed s−i , and it is continuous in s−i for
each fixed si , and has a finite upper bound.
C2. ui (si , s−i ) is supermodular in si for fixed s−i .
C3. ui (si , s−i ) has increasing differences in si and s−i .
A function f : L → R is supermodular if for all x, y ∈ L, it holds f (x) + f (y) ≤
f (x ∧ y) + f (x ∨ y). A function f : L1 × L2 → R, where L1 , L2 are lattices, has increasing
differences in its two arguments, if for all x0 ≥ x in L1 and all y 0 ≥ y in L2 , it holds that
f (x0 , y 0 ) − f (x, y 0 ) ≥ f (x0 , y) − f (x, y).
The broader class of games with strategic complementarities (GSC) relaxes somewhat the
conditions C2 and C3 into C2’, C3’ which depend only on ordinal information on the utility
functions, i.e. how the utilities compare to each other rather than their precise numerical
values. The supermodularity requirement of C2 is relaxed to quasi-supermodularity, where
a function f : L → R is quasi-supermodular if for all x, y ∈ L, f (x) ≥ f (x ∧ y) implies
f (y) ≤ f (x ∨ y), and if the first inequality is strict, then so is the second. The increasing
differences requirement of C3 is relaxed to the single-crossing condition, where a function
f : L1 × L2 → R, satisfies the single crossing condition, if for all x0 > x in L1 and all
y 0 > y in L2 , it holds that f (x0 , y) ≥ f (x, y) implies f (x0 , y 0 ) ≥ f (x, y 0 ), and if the first
inequality is strict then so is the second. All the structural and algorithmic properties below
of supermodular games hold also for games with strategic complementarities.
We will consider here games where each Si is a discrete (or continuous) finite box in
Pk
di dimensions of size N in each coordinate. We let d = i=1 di be the total number of
coordinates. In the discrete case, condition C1 is trivial. Condition C2 is trivial if di = 1 (all
functions in one dimension are supermodular), but nontrivial for 2 or more dimensions. C3
is nontrivial.
Supermodular games (and GSC) have pure Nash equilibria. Furthermore, the pure Nash
equilibria form a complete lattice [17], thus there is a highest and a lowest equilibrium.
Another important property is that the best response correspondence βi (s−i ) for each
player i has the property that (1) both sup βi (s−i ) and inf βi (s−i ) are in βi (s−i ), and (2)
both functions sup βi (·) and inf βi (·) are monotone functions [24]. The function β̄(s) =
(sup β1 (s−1 ), . . . , sup βk (s−k )) of the supremum best responses is a monotone function from
S to itself, and its greatest fixed point is the highest Nash equilibrium of the game. The
function β(s) = (inf β1 (s−1 ), . . . , inf βk (s−k )) of the infimum best responses is also a monotone
function, and its least fixed point is the lowest Nash equilibrium of the game.

Complexity of equilibrium computation in supermodular games
Given a supermodular game, the relevant problems include: (a) find a Nash equilibrium
(anyone)5 , and (b) find the highest or the lowest equilibrium. In the case of continuous
domains, we again have to relax to an approximate solution. We assume that we have access
to a best response function, e.g. β̄(·) and/or β(·), as an oracle or as a polynomial-time
function. The monotonicity of these functions implies then easily the following:

5

Whenever we speak of finding a Nash Equilibrium (NE) for a supermodular game, we mean a pure NE,
as we know that these exists.

K. Etessami, C. Papadimitriou, A. Rubinstein, and M. Yannakakis

18:13

I Proposition 14.
1. The problem of computing a pure Nash equilibrium of a k-player supermodular game over
a discrete finite strategy space Πki=1 [N ]di reduces to the problem of computing a fixed point
Pk
of a monotone function over [N ]d where d = i=1 di . Computing the highest (or lowest)
Nash equilibrium reduces to computing the greatest (or lowest) fixed point of a monotone
function.
2. For games with continuous box strategy spaces, Πki=1 [1, N ]di , and Lipschitz continuous
utility functions with Lipschitz constant K, the problem of computing an -approximate
Nash equilibrium reduces to exact fixed point computation point for a monotone function
with a discrete finite domain [N K/]d .
Proof.
1. Follows from the monotonicity of β̄(·) and β(·). If s is fixed point of β̄(·), then si =
sup βi (s−i ) is a best response to s−i for all i (since sup βi (s−i ) ∈ βi (s−i )), therefore s is a
Nash equilibrium of the game. The GFP of β̄(·) is the highest Nash equilibrium. Similarly,
every fixed point of β(·) is an equilibrium of the game, and the LFP of β(·) is the lowest
equilibrium.
2. Suppose that the utility functions are Lipschitz continuous with Lipschitz constant K.
To compute an -approximate Nash equilibrium of the game, it suffices to find a /Kapproximate fixed point of the function β̄(·). For, if s is such an approximate fixed point
and s0 = β̄(s), then |s0 − s| ≤ /K in every coordinate. Hence |ui (si , s−i ) − ui (s0i , s−i )| ≤ ,
and s0i is a best response to s−i , hence s is an -approximate equilibrium. Computing an
/K-approximate fixed point of the function β̄(·) on the continuous domain, reduces by
Proposition 2 to the exact fixed point problem for the discrete domain [N K/]d .
J
Not every monotone function can be the (sup or inf) best response function of a game.
In particular, a best response function has the property that the output values for the components corresponding to a player depend only on the input values for the other components
corresponding to the other players. Thus, for example, for two one-dimensional players, if the
function f (x, y) is the best response function of a game, it must satisfy f1 (x, y) = f1 (x0 , y) for
all x, x0 , y, and f2 (x, y) = f2 (x, y 0 ) for all x, y, y 0 . This property helps somewhat in improving
the time needed to find a fixed point, and thus an equilibrium of the game, as noted below.
For example, in the case of two one-dimensional players, an equilibrium can be computed
in O(log N ) time, instead of the Ω(log2 N ) time needed to find a fixed point of a general
monotone function in two dimensions.
I Theorem 15. Given a supermodular game with two players with discrete strategy spaces
[N ]di , i = 1, 2 with access to the sup (or inf) best response function β̄(·) (or β(·)), we
can compute an equilibrium in time O((log N )min(d1 ,d2 ) ). More generally, for k players
0
with dimensions d1 , . . . , dk , an equilibrium can be computed in time O((log N )d ), where
P
d0 = i di − maxi di .
Proof. Suppose that we have access to the sup best response β̄(·). Assume without loss of
generality that the first player has the maximum dimension, d1 = maxi di . We apply the
divide-and-conquer algorithm, but take advantage of the property of the monotone function
β̄ that the first d1 components of β̄(x) do not depend on the first d1 coordinates of x. As
a consequence, for any fixed assignment to the other coordinates, i.e. choice of a strategy
profile s−1 for all the players except the first player, the induced function on the first d1
coordinates maps every point to the best response β̄1 (s−1 ) of player 1. Thus the fixed point
of the induced function is simply β̄1 (s−1 ), it can be computed with one call to β̄, and there
is no need to recurse on the first d1 coordinates. It follows that the algorithm takes time at
P
0
most O((log N )d ), where d0 = i di − maxi di .
J
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Conversely, we can reduce the fixed point computation problem for an arbitrary monotone
function to the equilibrium computation problem for a supermodular game with two players.
I Theorem 16.
1. Given a monotone function f on [N ]d (resp. [1, N ]d ) we can construct a supermodular
game G with two players, each with strategy space [N ]d (resp. [1, N ]d ), so that the pure
Nash equilibria of G correspond to the fixed points of f .
2. More generally, the fixed point problem for a monotone function f in d dimensions
can be reduced to the pure Nash equilibrium problem for a supermodular game with any
P
number k ≥ 2 of players with any dimensions d1 , . . . , dk , provided that i di ≥ 2d and
P
i di − maxi di ≥ d.
Proof Sketch.
1. We will define the utility functions ui so that the best responses βi of both players are
functions (i.e. are unique). For player 1, the best response will be β1 (y) = y, for all
y ∈ [N ]d , and for player 2, the best response will be β2 (x) = f (x), for all x ∈ [N ]d . If x is a
fixed point of f , then (x, x) is an equilibrium of the game, since β(x, x) = (x, f (x)) = (x, x).
Conversely, if (x, y) is an equilibrium of the game, then β(x, y) = (x, y), therefore x = y
and y = f (x), hence x = f (x). Thus, the set of equilibria of G is {(x, x)|x ∈ F ix(f )}.
Pd
The utility function for player 1 is set to u1 (x, y) = −(x − y)2 = − j=1 (xj − yj )2 . The
Pd
utility function for player 2 is u2 (x, y) = −(f (x) − y)2 = − j=1 (fj (x) − yj )2 . Obviously,
the best response functions are as stated above, β1 (y) = y and β2 (x) = f (x).
It can be verified that the utility functions u1 , u2 satisfy conditions C2 and C3 in the
definition of supermodular games (C2 with equality actually).
2. Order the players in increasing order of their dimension, let T be the ordering of all the
Pk
i=1 di coordinates consisting first of the set Co(1) of coordinates of player 1 (in any
order), then the set Co(2) of coordinates of player 2, and so forth. Number the coordinates
Pk
in the order T from 1 to i=1 di , and label them cyclically with the labels 1, . . . , d.
We define the (unique) best response function β as follows. For every coordinate j ≤ d
(in the ordering T ), we set βj (x) = fj (x0 ), where x0 is a subvector of x with d coordinates
that have distinct labels 1, . . . , d and which belong to different players than coordinate
j. The subvector x0 is defined as follows. Suppose that coordinate j belongs to player r
Pr−1
(j ∈ Co(r)), and let t = i=1 di . If dr ≤ d, then x0 is the subvector of x that consists
of the first t coordinates (in the order T ) and the coordinates t + 1 + d, . . . , 2d; note
that all these coordinates do not belong to player r. If dr > d, then r < k (since
P
0
i di − maxi di ≥ d). In this case, let x be the subvector of x consisting of the last d
coordinates (in T ); all of these belong to player k 6= r. For coordinates j > d, we set
βj (x) = xj 0 , where j 0 ∈ [d] is equal to j mod d, unless j 0 belongs to the same player r
as j, in which case dr > d, hence r 6= k; in this case we set βj (x) = xj” for some (any)
coordinate j” of the last player k that is labeled j 0 .
We define the utility functions of the players so that they yield the above best response
P
function β. Namely, we define the utility function of player i to be ui (x) = − j∈Co(i) (xj −
βj (x))2 . It can be verified as in part 1 that the utility functions satisfy conditions C2
and C3. It can be easily seen also that at any equilibrium of the game, all coordinates
with the same label must have the same value, and the corresponding d-vector x is a fixed
point of f . Conversely, for any fixed point x of f , the corresponding strategy profile of
the game is an equilibrium.
J
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Since the 2-dimensional monotone fixed point problem requires Ω(log2 N ) queries by
Theorem 7, it follows that the equilibrium problem for two 2-dimensional players also requires
Ω(log2 N ) queries, which is tight because it can be also solved in O(log2 N ) time by Theorem
15. Similarly, for higher dimensions d, if the monotone fixed point problem requires Ω(logd N )
queries then the equilibrium problem for two d-dimensional players is also Θ(logd N ).
The same reduction from monotone functions to supermodular games of Theorem 16,
combined with Proposition 1 implies the hardness of computing the highest and lowest
equilibrium.
I Corollary 17. It is NP-hard to compute the highest and lowest equilibrium of a supermodular
game with two 1-dimensional players with explicitly given polynomial-time best response (and
utility) functions.

6

Condon’s and Shapley’s stochastic games reduce to Tarski

In this section, we show that computing the exact (rational) value of Condon’s simple
stochastic games ([4]), as well as computing the (irrational) value of Shapley’s more general
(stopping/discounted) stochastic games [21] to within a given desired error  > 0 (given in
binary), is polynomial time reducible to Tarski.
A simple stochastic game 6 (SSG) is a 2-player zero-sum game, played on the vertices
of an edge-labeled directed graph, specified by G = (V, V0 , V1 , V2 , δ), whose vertices V =
{v1 , . . . , vn } include two special sink vertices, a 0-sink, vn−1 , and a 1-sink, vn , and where
the rest of the vertices V \ {vn−1 , vn } = {v1 , . . . , vn−2 } are partitioned into three disjoint
sets V0 (random), V1 (max), and V2 (min). The labeled directed edge relation is δ ⊆
(V \ {vn−1 , vn }) × ((0, 1] ∪ ⊥) × V . For each “random” node u ∈ V0 , every outgoing edge
(u, pu,v , v) ∈ δ is labeled by a positive probability pu,v ∈ (0, 1], such that these probabilities
P
sum to 1, i.e., {v∈V |(u,pu,v ,v)∈δ} pu,v = 1. We assume, for computational purposes, that
the probabilities pu,v are rational numbers (given as part of the input, with numerator and
denominator given in binary). The outgoing edges from “max” (V1 ) and “min” (V2 ) nodes
have an empty label, “⊥”. We assume each vertex u ∈ V \ {vn−1 , vn } has at least one
outgoing edge. Thus in particular, for any node u ∈ V1 ∪ V2 there exists an outgoing edge
(u, ⊥, v) ∈ δ for some v ∈ V . Finally, there is a designated start vertex s ∈ V .
A play of the game transpires as follows: a token is initially placed on s, the start node.
Thereafter, during each “turn”, when the token is currently on a node u ∈ V , unless u is
already a sink node (in which case the game halts), the token is moved across an outgoing
edge of u to the next node by whoever “controls” u. For a random node u ∈ V0 , which is
controlled by “nature”, the outgoing edge is chosen randomly according to the probabilities
(pu,v )v∈V . For u ∈ V1 , the outgoing edge is chosen by player 1, the max player, who aims to
maximize the probability that the token will eventually reach the 1-sink. For u ∈ V2 , the
outgoing edge is chosen by player 2, the min player, who aims to minimize the probability
that the token will eventually reach the 1-sink. The game halts if the token ever reaches
either of the two sink nodes.

6

The definition we give here for SSGs is slightly more general than Condon’s original definition in [4].
Specifically, Condon allows edge probabilities of 1/2 only, and also assumed that the game is a “stopping
game”, meaning it halts with probability 1, regardless of the strategies of the two players. It is well
known that our more general definition does not alter the difficulty of computing the game value and
optimal strategies: solving general SSGs can be reduced in P-time to solving SSGs in Condon’s more
restricted form.
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For every possible start node s = vi ∈ V , this zero-sum game has a well defined value,
qi∗ ∈ [0, 1]. This is, by definition, a probability such that player 1, the max player (and,
respectively, player 2, the min player) has a strategy to “force” reaching the 1-sink with
probability at least (respectively, at most) qi∗ , irrespective of what the other player’s strategy
is. In other words, these games are determined. Moreover qi∗ is a rational value whose
encoding size, with numerator and denominator in binary, is polynomial in the bit encoding
size of the SSG ([4]). Furthermore, both players have deterministic, memoryless (a.k.a., pure,
positional) optimal strategies in the game (which do not depend on the specific start node
s), in which for each vertex u ∈ V1 (or u ∈ V2 ) the max player (respectively the min player)
chooses the same specific outgoing edge every time the token visits vertex u, regardless of
the prior history of play prior to that visit to u.
Given an SSG, the goal is to compute the value of the game (starting at each vertex).
Condon ([4]) already showed that the problem of deciding whether the value is > 1/2 is in
NP ∩ co-NP, and it is a long-standing open problem whether this is in P-time. Moreover, the
search problem of computing the value for an SSG is known to be in both PLS and PPAD
(see [25] and [12]). In the full paper we show the following:
I Proposition 18. The following total search problem is polynomial-time reducible to Tarski:
Given an instance G of Condon’s simple stochastic game, and given a start vertex s = vi ∈ V ,
compute the exact (rational) value qi∗ of the game.
Shapley’s original stochastic games are more general, and involve simultaneous (independent) choices by the two players at each state (they are thus imperfect information games).
The value of the game is in general irrational (even when all the input data is rational). We
show that approximating the value of a Shapley game to within any given desired accuracy,
 > 0 (given in binary as part of the input), is polynomial time reducible to Tarski.
Shapley’s games are a class of two-player zero-sum “stopping”, or equivalently “discounted”, stochastic games. An instance of Shapley’s stochastic game is given by G = (V, A, P, s),
where V = {v1 , . . . , vn } is a set of n vertices (or “states”). A = (A1 , A2 , . . . , An ) is a n-tuple
of matrices, where, for each vertex, vi ∈ V , Ai is an associated mi × ni reward matrix,
where mi and ni are positive integers denoting, respectively, the number of distinct “actions”
available to player 1 (the maximizer) and player 2 (the minimizer) at vertex vi , and where
for each pair of such actions, j ∈ [mi ] and k ∈ [ni ], Aij,k ∈ Q is a reward for player 1 (which
we assume, for computational purposes, is a rational number given as input by giving its
numerator and denominator in binary). Furthermore, for each vertex vi ∈ V , and each pair
i
of actions j ∈ [mi ] and k ∈ [ni ], Pj,k
∈ [0, 1]n is a vector of probabilities on the vertices V ,
Pn
i
i
such that 0 ≤ Pj,k (r), and r=1 Pj,k (r) < 1, i.e., the probabilities sum to strictly less than
i
1. Again, we assume each such probability Pj,k
(r) ∈ Q is a rational number given as input
in binary. Finally, the game specifies a designated start vertex s ∈ V .
A play of Shapley’s game transpires as follows: a token is initially placed on s, the
start node. Thereafter, during each “round” of play, if the token is currently on some node
vi ∈ V , both players simultaneously and independently choose respective actions j ∈ [mi ] and
k ∈ [ni ], and player 1 then receives the corresponding reward Aij,k from player 2; thereafter,
i
for each r ∈ [n] with probability Pj,k
(r) the token is moved from node vi to node vr , and
Pn
i
i
with the remaining positive probability qj,k
= 1 − r=1 Pj,k
(r) > 0, the game “halts”. Let
i
q = min{qj,k | i, j, k} > 0 be the minimum such halting probability at any state, and under
any pair of actions. Since q is positive, i.e., since there is positive probability ≥ q > 0 of
halting after each round, a play of the game eventually halts with probability 1. The goal
of player 1 (player 2) is to maximize (minimize, respectively) the expected total reward
that player 1 receives from player 2 during the entire play. A strategy for each player
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specifies, based in principle on the entire history of play thusfar, a probability distribution
on the actions available at the current token location. Given strategies σ1 and σ2 for player
1 and 2, respectively, let ri (σ1 , σ2 ) denote the expected total payoff to player 1, starting
at node s = vi ∈ V . Shapley [21] showed that these games have a value, meaning that
supσ1 inf σ2 ri (σ1 , σ2 ) = inf σ2 supσ1 ri (σ1 , σ2 ). In fact, Shapley showed that both players have
optimal stationary (but randomized) strategies in such games, i.e., optimal strategies that
only depend on the current node where the token is located, not the prior history of play,
but where players can randomize on their choice of actions at each node.
Let ri∗ = supσ1 inf σ2 ri (σ1 , σ2 ) denote the game value starting at vertex s = vi ∈ V .7 We
show the following in the full paper.
I Proposition 19. The following total search problem is polynomial-time reducible to Tarski:
Given an instance G of Shapley’s stochastic game, and given  > 0 (in binary), compute a
vector r0 ∈ Qn such that kr∗ − r0 k∞ < .

7

Conclusions and Discussion

We have studied the complexity of computing a Tarski fixed point for a monotone function
over a finite discrete Euclidean grid, and we have shown that this problem essentially captures
the complexity of computing a (-approximate) pure Nash equilibrium of a supermodular
game. We have also shown that computing the value of Condon’s and Shapley’s stochastic
games reduces to this Tarski fixed point problem, where the monotone function is given
succinctly (by a boolean circuit).
We have provided several upper bounds for the Tarski problem, showing that it is
contained in both PLS and PPAD. On the other hand, in the oracle model, for 2-dimensional
monotone functions f : [N ]2 → [N ]2 , we have shown a Ω(log2 N ) lower bound for the
(expected) number of (randomized) queries required to find a Tarski fixed point, which
matches the O(logd N ) upper bound for d = 2.
A key question left open by our work is to improve the lower bounds in the oracle model
to higher dimensions. It is tempting to conjecture that for small (fixed) dimension d, a lower
bound close to Ω(logd N ) holds. On the other hand, we know that this cannot hold for
arbitrary d and N , because we also have the dN upper bound, which is better than logd N
when d = ω( logloglogNN ).
Another interesting open question is the relationship between the Tarski problem and
the total search complexity class CLS [9], as well as the closely related recently defined
class EOPL (which stands for “End of Potential Line” [13, 14]). EOPL is contained in CLS,
which is contained in both PLS and PPAD. Is Tarski in CLS (or in EOPL)? That would
be remarkable, as the proof that it is in PPAD is currently quite indirect. Conversely, can
Tarski be proved to be CLS-hard (EOPL-hard)? (Recall from the previous section that some
key problems in CLS related to stochastic games do reduce to Tarski.)
Another question worth considering is the complexity of the unique-Tarski problem,
where the monotone function is further assumed (promised) to have a unique fixed point.
Is unique-Tarski easier than Tarski? Note that our Ω(log2 N ) lower bound in the oracle
model, in dimension d = 2, applies on the family of “herringbone” functions which do have a
unique fixed point.

7

Note that we could also define ri∗ as ri∗ = maxσ1 minσ2 ri (σ1 , σ2 ), due to the existence of optimal
strategies.
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Finally, in this paper we have studied the Tarski fixed point problem only in the setting
of monotone functions on the Euclidean grid [N ]d . Let us remark, however, that it is possible
to consider a more general black box model, for monotone functions f : L → L, over an
arbitrary finite lattice (L, ), where the lattice’s elements L ⊆ {0, 1}n are encoded as binary
strings of some given length n, and where we assume the entire lattice (L, ) is known
explicitly by the querier, who moreover has unbounded computational power, but who only
has oracle access to the monotone function f : L → L. In the full version of this paper
([11]), generalizing the logd N algorithm for Euclidean grids, we show that in this black box
model there is a deterministic algorithm that computes a fixed point of f : L → L using
O(logd (|L|)) queries to the function f , where d is the dimension of the lattice (L, ). The
dimension of a lattice (L, ), and more generally the dimension of any partial order, can
be defined as the smallest integer d ≥ 1 such that the relation  is the intersection of d
total orders on the same underlying set L. Equivalently, it is the smallest d ≥ 1 such that
there is an injective embedding of (L, ) in the Euclidean grid ([|L|]d , ≤), where ≤ is the
standard coordinate-wise partial order on [|L|]d . Note that a lower bound of Ω(log2 (|L|))
queries for computing a fixed point of a monotone function f : L → L in this black box
model follows directly from our lower bound of Ω(log2 N ) for monotone functions on the 2D
grid f : [N ]2 → [N ]2 . At present, we do not know any better lower bound than Ω(log2 (|L|))
in this black box model for arbitrary finite lattices.8
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Abstract
Resolution over linear equations is a natural extension of the popular resolution refutation system,
augmented with the ability to carry out basic counting. Denoted Res(linR ), this refutation system
operates with disjunctions of linear equations with boolean variables over a ring R, to refute
unsatisfiable sets of such disjunctions. Beginning in the work of [26], through the work of [17] which
focused on tree-like lower bounds, this refutation system was shown to be fairly strong. Subsequent
work (cf. [18, 17, 19, 13]) made it evident that establishing lower bounds against general Res(linR )
refutations is a challenging and interesting task since the system captures a “minimal” extension of
resolution with counting gates for which no super-polynomial lower bounds are known to date.
We provide the first super-polynomial size lower bounds on general (dag-like) resolution over
linear equations refutations in the large characteristic regime. In particular we prove that the
subset-sum principle 1 + x1 + · · · + 2n xn = 0 requires refutations of exponential-size over Q. Our
proof technique is nontrivial and novel: roughly speaking, we show that under certain conditions
every refutation of a subset-sum instance f = 0, where f is a linear polynomial over Q, must pass
through a fat clause containing an equation f = α for each α in the image of f under boolean
assignments. We develop a somewhat different approach to prove exponential lower bounds against
tree-like refutations of any subset-sum instance that depends on n variables, hence also separating
tree-like from dag-like refutations over the rationals.
We then turn to the finite fields regime, showing that the work of Itsykson and Sokolov [17] who
obtained tree-like lower bounds over F2 can be carried over and extended to every finite field. We
establish new lower bounds and separations as follows: (i) for every pair of distinct primes p, q, there
exist CNF formulas with short tree-like refutations in Res(linFp ) that require exponential-size treelike Res(linFq ) refutations; (ii) random k-CNF formulas require exponential-size tree-like Res(linFp )
refutations, for every prime p and constant k; and (iii) exponential-size lower bounds for tree-like
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1

Introduction

The resolution refutation system is among the most prominent and well-studied propositional
proof systems, and for good reasons: it is a natural and simple refutation system, that, at
least in practice, is capable of being easily automatized. Furthermore, while being non-trivial,
it is simple enough to succumb to many lower bound techniques.
Formally, a resolution refutation of an unsatisfiable CNF formula is a sequence of clauses
D1 , . . . , Dl = ∅, where ∅ is the empty clause, such that each Di is either a clause of the CNF
or is derived from previous clauses Dj , Dk , j ≤ k < i by means of applying the following
resolution rule: from the clauses C ∨ x and D ∨ ¬x derive C ∨ D.
The tree-like version of resolution, where every occurrence of a clause in the refutation
is used at most once as a premise of a rule, is of particular importance, since it helps us
to understand certain kind of satisfiability algorithms known as DPLL algorithms (cf. [23]).
DPLL algorithms are simple recursive algorithms for solving SAT that are the basis of
successful contemporary SAT-solvers. The transcript of a run of DPLL on an unsatisfiable
formula is a decision tree, which can be interpreted as a tree-like resolution refutation. Thus,
lower bounds on the size of tree-like resolution refutations imply lower bounds on the run-time
of DPLL algorithms (though it is important to clarify that contemporary SAT-solvers utilize
more than the strength of tree-like resolution).
In contrast to the apparent practical success of SAT-solvers, a variety of hard instances
that require exponential-size refutations have been found for resolution during the years.
Many classes of such hard instances are based on principles expressing some sort of counting.
One famous example is the pigeonhole principle, denoted PHPm
n , expressing that there is no
(total) injective map from a set with cardinality m to a set with cardinality n if m > n [15].
Another important example is Tseitin tautologies, denoted TSG , expressing that the sum of
the degrees of vertices in a graph G must be even [28].
Since such counting tautologies are a source of hard instances for resolution, it is useful
to study extensions of resolution that can efficiently count, so to speak. This is important
firstly, because such systems may become the basis of more efficient SAT-solvers and secondly,
in order to extend the frontiers of lower bound techniques against stronger and stronger
propositional proof systems. Indeed, there are many works dedicated to the study of weak
systems operating with De Morgan formulas with counting connectives; these are variations
of resolution that operate with disjunctions of certain arithmetic expressions.
One such extension of resolution was introduced by Raz and Tzameret [26] under the
name resolution over linear equations in which literals are replaced by linear equations.
Specifically, the system R(lin), which operates with disjunctions of linear equations over Z
was studied in [26]. This work demonstrated the power of resolution with counting over the
integers, and specifically provided polynomial upper bounds for the pigeonhole principle and
the Tseitin formulas, as well as other basic counting formulas. It also established exponential
lower bounds for a subsystem of R(lin), denoted R0 (lin). Subsequently, Itsykson and Sokolov
[17] studied resolution over linear equations over F2 , denoted Res(⊕). They demonstrated
the power of resolution with counting mod 2 as well as its limitations by means of several
upper bounds and tree-like lower bounds. Moreover, [17] introduced DPLL algorithms, which
can “branch” on arbitrary linear forms over F2 , as well as parity decision trees, and showed
a correspondence between parity decision trees and tree-like Res(⊕) refutations. In both [26]
and [17] the dag-like lower bound question for resolution over linear equations remained open.
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Apart from being a very natural refutation system, understanding the proof complexity
of resolution over linear equations is important for the following reason: proving superpolynomial dag-like lower bounds against resolution over linear equations for prime fields
and for the integers can be viewed as a first step towards the long-standing open problems of
AC0 [p]-Frege and TC0 -Frege lower bounds, respectively. We explain this in what follows.
Resolution operates with clauses, which are De Morgan formulas (¬, unbounded fan-in
∨ and ∧) of a particular kind, namely, of depth 1. Thus, from the perspective of proof
complexity, resolution is a fairly weak version of the propositional-calculus, where the
latter operates with arbitrary De Morgan formulas. Under a natural and general definition,
propositional-calculus systems go under the name Frege systems: they can be (axiomatic)
Hilbert-style systems or sequent-calculus style systems. A particular choice of the formalism
is not important: a classical result by Reckhow [27] assures us that all Frege systems are
polynomially equivalent. The task of proving lower bounds for general Frege systems is
notoriously hard: no nontrivial lower bounds are known to date. Basically, the strongest
fragment of Frege systems, for which lower bounds are known are AC0 -Frege systems, which
are Frege proofs operating with constant-depth formulas. For example, both PHPm
n and
0
TSG do not admit sub-exponential proofs in AC -Frege [1, 24, 20, 7, 16]. However, if we
extend the De Morgan language with counting connectives such as unbounded fan-in mod p
(AC0 [p]-Frege) or threshold gates (TC0 -Frege), then we step again into the darkness: proving
super-polynomial lower bounds for these systems is a long-standing open problem on what
can be characterized as the “frontiers” of proof complexity. Recent works by Krajíček [18],
Garlik-Kołodziejczyk [13] and Krajíček-Oliveira [19] had suggested possible approaches to
attack dag-like Res(linF2 ) lower bounds (though this problem remains open to date).

1.1

Our Results and Techniques

In this work we prove a host of new lower bounds, separations and upper bounds for resolution
over linear equations. Our main novel technical contribution is a dag-like refutation lower
bound over large characteristic fields. Conceptually, the proof idea exploits two main
properties that recently have been found useful in proof complexity:
(i) Single axiom: the hard instance consists of a single unsatisfiable axiom (for boolean
assignments)
1 + x1 + · · · + 2 n xn = 0

(1)

(unlike, for instance, a set of clauses).
(ii) Large coefficients: the hard instance uses coefficients of exponential magnitude.
Although employing different approaches, both of these properties played a recent role
in proof complexity lower bounds. Forbes et al. [12] used subset-sum variants (that is,
unsatisfiable linear equations with boolean variables) to establish lower bounds on subsystems
of the ideal proof system (IPS) over large characteristic fields, where IPS is the strong proof
system introduced by Grochow and Pitassi [14]. It is essential in both [12] and our work
that the hard instance takes the form of a single unsatisfiable axiom. Subsequently, in a very
recent work, Alekseev et al. [3] established conditional exponential-size lower bounds on full
IPS refutations over the rationals of the same subset-sum instance (1), where the use of big
coefficients is again essential to the lower bound. We explain our dag-like lower bound in
Section 1.1.2.
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The other novel contribution we make is a systematic development of new kinds of lower
bound techniques against tree-like resolution over linear equations, both over the rationals and
over finite fields. To this end we develop new and extend existing combinatorial techniques
such as the Prover-Delayer game method as originated in Pudlak and Impagliazzo [25] for
resolution, and developed further by Itsykson and Sokolov [17]. Moreover, we provide new
applications in proof complexity of different combinatorial results; this include bounds on the
size of essential coverings of the hypercube from Linial and Radhakrishnan [21], a result about
the hyperplane coverings of the hypercube by Alon and Füredi [4] and the notion of immunity
from Alekhnovich and Razborov [2]. We further non-trivially extend the well-established
principle of size-width tradeoffs in resolution [8] to the setting of Res(linR ) (though it is
important to note that most of our lower bounds do not follow from this tradeoff result).

1.1.1

Background

For a ring R, the refutation system Res(linR ) is defined as an extension of the resolution
refutation system as follows (see Raz and Tzameret [26]). The proof-lines of Res(linR ) are
called linear clauses (sometimes called simply clauses), which are defined as disjunctions of
linear equations (with duplicate equations contracted). More formally, they are disjunctions
of the form:
Xn

Xn

a1i xi + b1 = 0 ∨ · · · ∨
aki xi + bk = 0 ,
i=1

i=1

where k is some number (the width of the clause), and aji , bj ∈ R. The resolution rule is the
following:
from (C ∨ f = 0) and (D ∨ g = 0) derive (C ∨ D ∨ (αf + βg) = 0),
where α, β ∈ R, and where C, D are linear clauses. A Res(linR ) refutation of an unsatisfiable
over 0-1 set of linear clauses C1 , . . . , Cm is a sequence of proof-lines, where each proof-line is
either Ci , for i ∈ [m], a boolean axiom (xi = 0 ∨ xi = 1) for some variable xi , or was derived
from previous proof-lines by the above resolution rule, or by the weakening rule that allows
to extend clauses with arbitrary disjuncts, or a simplification rule allowing to discard false
constant linear forms (e.g., 1 = 0) from a linear clause. The last proof-line in a refutation is
the empty clause (standing for the truth value false).
The size of a Res(linR ) refutation is the total size of all the clauses in the derivation,
where the size of a clause is defined to be the total number of occurrences of variables in it
plus the total size of all the coefficient occurring in the clause. The size of a coefficient when
using integers (or integers embedded in characteristic zero rings) is the standard size of the
binary representation of integers (nevertheless, when we talk about “big” or “exponential”
coefficients and “polynomially bounded” coefficients, etc., we mean that the magnitude of
the coefficients is big (exponential) or polynomially bounded).
We are generally interested in the following questions:
(Q1) For a given ring R, what kind of counting can be efficiently performed in Res(linR )
and tree-like Res(linR )?
(Q2) Can dag-like Res(linR ) be separated from tree-like Res(linR )?
(Q3) Can tree-like systems for different rings R be separated?

1.1.1.1

Tree-like Res(linR ) with semantic weakening

In order to be able to do some non-trivial counting in tree-like versions of resolution over
linear equations we define a semantic version of the system as follows.

F. Part and I. Tzameret

19:5

The system Ressw (linR ) is obtained from Res(linR ) by replacing the weakening and the
simplification rules, as well as the boolean axioms, with the semantic weakening rule (the
symbol |= will denote in this work semantic implication with respect to 0-1 assignments):1
C (C |= D) .
D
The reason for studying Ressw (linR ) is mainly the following: Let Γ be an arbitrary set
of tautological R-linear clauses. Then, lower bounds for tree-like Ressw (linR ) imply lower
bounds for tree-like Res(linR ) with formulas in Γ as axioms. For example, in case F is a
field of characteristic 0, the possibility to do counting in tree-like Res(linF ) is quite limited.
For instance, we show that 2x1 + · · · + 2xn = 1 requires refutations of exponential in n size
(Theorem 35). On the other hand, such contradictions do admit short tree-like Res(linF )
refutations in the presence of the following generalized boolean axioms (which is a tautological
linear clause):
_
Im(f ) :=
(f = A),
(2)
A∈im2 (f )

where im2 (f ) is the image of a linear polynomial f under 0-1 assignments. Similar to the
way the boolean axioms (xi = 0) ∨ (xi = 1) state that the possible value of a variable is
either zero or one, the Im(f ) axiom states all the possible values that the linear form f can
have. If a lower bound holds for tree-like Ressw (linF ) it also holds, in particular, for tree-like
Res(linF ) with the axioms Im(f ), and this makes tree-like Ressw (linF ) a useful system, for
which lower bounds against are sufficiently interesting.

1.1.2

Characteristic Zero Lower Bounds

For characteristic zero fields we will use mainly the rational number field Q (though many of
the results hold over any characteristic zero rings). First, we show that over Q, whenever
α1 x1 + · · · + αn xn + β = 0 is unsatisfiable (over 0-1 assignments), it has polynomial daglike Res(linQ ) refutations if the coefficients are polynomially bounded in magnitude, while
it requires exponential dag-like Res(linQ ) refutations for some subset-sum instances with
exponential-magnitude coefficients. Note that α1 x1 + · · · + αn xn + β = 0 expresses the
subset-sum principle: α1 x1 + · · · + αn xn = −β is satisfiable iff there is a subset of the integral
coefficients αi whose sum is precisely −β. The lower bound is stated in the following theorem:
I Theorem (Theorem 21; Main dag-like lower bound). Any Res(linQ ) refutation of x1 + 2x2 +
· · · + 2n xn + 1 = 0 requires size 2Ω(n) .
The proof of this theorem introduces a new lower bound technique. We show that every
(dag- or tree-like) refutation π of x1 + 2x2 + · · · + 2n xn + 1 = 0 can be transformed without
much increase in size into a derivation of a certain “fat” (exponential-size) clause Cπ from
boolean axioms only.2 In order to prove that Cπ is fat, we ensure that every disjunct g = 0
1

2

Let k = char(R) be the characteristic of the ring R. In case k ∈
/ {1, 2, 3}, deciding whether an R-linear
clause D is a tautology (that is, holds for every 0-1 assignment to its variables) is at least as hard as
deciding whether a 3-DNF is a tautology (because over characteristic k ∈
/ {1, 2, 3} linear equations
can express conjunction of three conjuncts). For this reason Ressw (linR ) proofs cannot be checked in
polynomial time and thus Ressw (linR ) is not a Cook-Reckhow proof system unless P = coNP (namely,
the correctness of proofs in the system cannot necessarily be checked in polynomial-time, as required by
a Cook-Reckhow propositional proof system [11]; see Section 2.2).
The notion of showing that a refutation must go though a fat (i.e., wide) clause is well established in
resolution lower bounds. However, we note that our lower bound is completely different from the known
size-width based resolution lower bounds (as formulated in a generic way in the work of Ben-Sasson and
Wigderson [8]).
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in Cπ has at most 2cn satisfying boolean assignments, for some constant c < 1. Because Cπ
is derived from boolean axioms alone, it must be a boolean tautology, that is, it must have
2n satisfying assignment. Since every disjunct in Cπ is satisfied by at most 2cn assignments,
the number of disjuncts in the clause is at least 2(1−c)n . Since our constructed derivation is
not much larger than the original refutation, the size of the original refutation must be 2Ω(n) .
This proof relies in an essential way on the fact that the coefficients of the linear form
have exponential magnitude. Indeed, every contradiction of the form f = 0 can be shown
to admit polynomial-size dag-like Res(linQ ) refutations whenever the coefficients of f are
polynomially bounded. A natural question is whether in the case of bounded coefficients,
f = 0 can be efficiently refuted already by tree-like Res(linQ ) refutations. The question turns
out to be non-trivial, and we provide a negative answer:
I Theorem (Theorem 35; Subset-sum tree-like lower bounds). Let f be any linear polynomial
over Q,√which depends on n variables. Then tree-like Res(linQ ) refutations of f = 0 are of
size 2Ω( n) .
The proof is in two stages. First, we use a transformation analogous to the one used for
the dag-like lower bound to reduce the lower bound problem for refutations of f = 0 to a
lower bound problem for derivations of clauses of a certain kind. Namely, we transform any
tree-like refutation π of f = 0 to a tree-like derivation of Cπ from boolean axioms without
much increase in size. The only difference is that this time we ensure that in every disjunct
g = 0 of Cπ , the linear polynomial g depends on at least n2 variables.
Second, we prove that tree-like Res(linQ ) derivations of such a Cπ are large:
I Theorem (Theorem 33). Any tree-like Res(linQ ) derivation of any tautology of the form
W
j∈[N ] gj = 0, for some positive N , where each gj is linear over Q and depends on at least
n
2

variables, is of size 2Ω(

√

n)

.

To prove this, as well as some other lower bounds, we extend the Prover-Delayer game
technique as originated in Pudlak-Impagliazzo [25] for resolution, and developed further by
Itsykson-Sokolov [17] for Res(linF2 ), to general rings, including characteristic zero rings (see
Sec. 5.2).3
We define a non-trivial strategy for Delayer in the corresponding game and prove that it
√
guarantees n coins using a bound on the size of essential coverings of the hypercube from
Linial and Radhakrishnan [21]. The relation between Prover-Delayer games and tree-like
Res(linQ ) refutations
allows us to conclude that the size of tree-like Res(linQ ) refutations
√
must be 2Ω( n) .
Moreover, as a corollary of Theorem 33 we obtain a lower bound on tree-like Res(linQ )
derivations (in contrast to refutations) of Im(f ) :
Q that depends on n variables.
I Corollary (Corollary 34). Let f be any linear polynomial over
√
Then tree-like Res(linQ ) derivations of Im(f ) are of size 2Ω( n) .
We also use Prover-Delayer games to prove an exponential-size 2Ω(n) lower bound on treelike Ressw (linF ) refutations of the pigeonhole principle PHPm
n for every field F (including
finite fields). This extends a previous result by Itsykson and Sokolov [17] for tree-like
Res(linF2 ).
3

We note here (see Remark 1 in the next sub-section) that the lower bounds that we prove using
Prover-Delayer games techniques in case char(F) = 0 do not follow from lower bounds for Polynomial
Calculus using size-width relations.
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I Theorem (Theorem 38; Pigeonhole principle lower bounds). Let F be any (possibly finite)
Ω( n−1
2 ).
field. Then every tree-like Ressw (linF ) refutation of ¬PHPm
n has size 2
Together with the polynomial upper bounds for PHPm
n refutations in dag-like Res(linF )
for fields F of characteristic zero demonstrated by Raz and Tzameret [26], Theorem 38
establishes a separation between dag-like Res(linF ) and tree-like Ressw (linF ) for characteristic
zero fields, for the language of unsatisfiable formulas in CNF:
I Corollary. Over fields of characteristic zero F, Res(linF ) has an exponential speed-up over
tree-like Res(linF ) as refutation systems for unsatisfiable formulas in CNF.
To prove Theorem 38 we need to prove that Delayer’s strategy from [17] is successful over
any field. This argument is new, and uses a result of Alon-Füredi [4] about the hyperplane
coverings of the hypercube.
We prove another separation between dag-like Res(linQ ) and tree-like Ressw (linQ ), as
follows. For any ring R we define the image avoidance principle to be:
ImAv (x1 + · · · + xn ) := {hx1 + · · · + xn 6= ki}k∈{0,...,n} ,
W
where hx1 +· · ·+xn 6= ki := k0 ∈{0,...,n}, k6=k0 x1 +· · ·+xn = k 0 . In words, the image avoidance
principle expresses the contradictory statement that for every 0 ≤ i ≤ n, x1 + · · · + xn
equals some element in {0, . . . , n} \ i. In more generality, let f be a linear form over Q and
let im2 (f ) be the image of f under 0-1 assignments to its variables. Define hf 6= Ai :=
W
A6=B∈im2 (f ) (f = B), where A ∈ Q. We define
ImAv (f ) := {hf 6= Ai : A ∈ im2 (f )} .

(3)

I Corollary (Corollary 13). For every ring R and every linear form f the contradiction
ImAv (f ) admits polynomial-size Res(linR ) refutations.
I Theorem (Theorem 37). We work over Q. Let f = 1 x1 + · · · + n xn , where i ∈ {−1, 1}.
n
Then any tree-like Ressw (linQ ) refutation of ImAv (f ) is of size at least 2 4 .
The lower bound in Theorem 37 is one more novel application of the Prover-Delayer game
argument, combined with the notion of immunity from Alekhnovich and Razborov [2], as we
now briefly explain.
Let f be a linear form as in Theorem 37. We consider an instance of the Prover-Delayer
game for ImAv (f ). A position in the game is determined by a set Φ of linear non-equalities
of the form g 6= 0, which we think of as the set of non-equalities learned up to this point by
Prover. In the beginning Φ is empty. We define Delayer’s strategy in such a way that for
Φ an end-game position, there is a satisfiable subset Φ0 = {g1 6= 0, . . . , gm =
6 0} ⊆ Φ such
0
0
that Φ |= f = A for some A ∈ F, and Delayer earns at least |Φ | = m coins. Because F
is of characteristic zero, it follows that f ≡ A + 1 (mod 2) |=f =
6 A |= g1 · . . . · gm = 0 and
thus the n4 -immunity of f ≡ A + 1(mod 2) ([2]) implies m ≥ n4 . To conclude, by a standard
n
argument if Delayer always earns n4 coins, then the shortest proof is of size at least 2 4 .
Table 1 sums up our knowledge up to this point with respect to Q (and for some cases
any characteristic 0 field):

1.1.3

Finite Fields Lower Bounds

We now turn to resolution over linear equations in finite fields. We obtain many new tree-like
lower bounds (see Table 2).
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Table 1 Lower and upper bounds for Q. The notation t-l Res(linR ) stands for tree-like Res(linR ).
The rightmost column describes bounds on derivations, in contrast to refutations. All results except
the upper bound on PHP are from the current work.
n
P
i=1

t-l Res(linQ )
t-l Ressw (linQ )
Res(linQ )

2xi = 1
√
Ω( n)

2

poly
poly

n
P



i

2 xi = −1

i=1

2Ω(n)
poly
2Ω(n)

ImAv

n
P

i=1
Ω(n)

2
2Ω(n)
poly


xi

PHPm
n

(CNF)

2Ω(n)
2Ω(n)
poly [26]

 n 
P
Im
xi
i=1
√

2Ω( n)
poly
poly

We already discussed above lower bounds for the pigeonhole principle which hold
both for positive and zero characteristic. We furthermore prove a separation between
tree-like Res(linFpk ) (resp. tree-like Ressw (linFpk )) and tree-like Res(linFql ) (resp. tree-like
Ressw (linFql )) for every pair of distinct primes p 6= q and every k, l ∈ N \ {0}. The separating
(p)

instances are mod p Tseitin formulas TSG,σ (written as CNFs), which are reformulations of
the standard Tseitin graph formulas TSG for counting mod p. Furthermore, we establish an
exponential lower bound for tree-like Ressw (linFpc ) on random k-CNFs.4
The lower bounds for tree-like Res(linF ) for finite fields F are obtained via a variant of the
size-width relation for tree-like Res(linF ) together with a translation to polynomial calculus
over the field F, denoted P C F [10], such that Res(linF ) proofs of width ω are translated to
P C F proofs of degree ω (the width ω of a clause is defined to be the total number of disjuncts
in a clause). This establishes the lower bounds for the size of tree-like Res(linF ) proofs via
known lower bounds on P C F degrees ([2]).
We show that

ω0 (φ `⊥) = O ω0 (φ) + log St-l Res(linR ) (φ `⊥) ,
where ω0 is what we call the principal width, which counts the number of linear equations in
clauses when we treat as identical those defining parallel hyperplanes, and St-l Res(linR ) (φ `⊥)
denotes the minimal size of a tree-like Res(linR ) refutation of φ.
Specifically, over finite fields the following upper and lower bounds provide exponential
separations:
I Theorem (Theorem 44; Size-width relation). Let φ be an unsatisfiable set of linear clauses
over a field F. The following relation between principal width and size holds for both tree-like
Res(linF ) and tree-like Ressw (linF ): S(φ `⊥) = 2Ω(ω0 (φ`⊥)−ω0 (φ)) . If F is a finite field, then
the same relation holds for the (standard) width of a clause ω.
This extends to every field a result by Garlik-Kołodziejczyk [13, Theorem 14] who showed
a size-width relation for a system denoted tree-like PKid
O(1) (⊕), which is a system extending
tree-like Res(linF2 ) by allowing arbitrary constant-depth De Morgan formulas as inputs to
⊕ (XOR gates) (though note that our result does not deal with arbitrary constant-depth
formulas).
I Theorem (Theorem 45). Let F be a field and π be a Res(linF ) refutation of an unsatisfiable
CNF formula φ. Then, there exists a P C F refutation π 0 of (the arithmetization of) φ of
degree ω(π).
4

We thank Dmitry Itsykson for telling us about the lower bound for random k-CNF for the case of
tree-like Res(linF2 ), that was proved by Garlik and Kołodziejczyk using size-width relations (unpublished
note). Our result extends Garlik and Kołodziejczyk’s result to all finite fields. Similar to their result,
we use a size-width argument and simulation by the polynomial calculus to establish the lower bound.
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I Corollary (Corollary 46; Tseitin mod p lower bounds). For any fixed prime p there exists a
constant d0 = d0 (p) such that the following holds. If d ≥ d0 , G is a d-regular directed graph
satisfying certain expansion properties, and F is a finite field such that char(F) 6= p, then
(p)
every tree-like Res(linF ) refutation of the Tseitin mod p formula ¬TSG,σ has size 2Ω(dn) .
I Corollary (Corollary 47; Random k-CNF formulas lower bounds). Let φ be a randomly
generated
 k−2  k-CNF with clause-variable ratio ∆, and where ∆ = ∆(n) is such that ∆ =
o n 2 , and let F be a finite field. Then, every tree-like Res(linF ) refutation of φ has size


Ω

2

n
∆2/(k−2) ·log ∆

with probability 1 − o(1).

I Remark 1. We stress that the size-width relation of Theorem 44 cannot be used for
transferring P C F degree lower bounds to tree-like Res(linF ) size lower bounds in case
char(F) = 0. This is due to the essential difference between principal width and width in
this case. Thus, all the lower bounds that we prove using Prover-Delayer games techniques
in case char(F) = 0 do not follow from lower bounds for P C F .
Table 2 shows the results for Res(linR ) over finite fields.
Table 2 Lower bounds over finite fields. Here G is d-regular graph and ∆ is the clause density
(number of clauses divided by the number of variables), Ax = b stands for a linear system over Fpk
that has no 0-1 solutions in the first and the third rows, and in the second row the linear system
(−)
(p)
Ax = b is over F2 . The notation TSG,σ stands for TSG,σ in the first and the third rows and for
(2)

TSG,σ in the second row. t-l Res(linR ) stands for tree-like Res(linR ), and p 6= q are primes (in the
second row and third column we assume q 6= 2). Circled “?” denotes an open problem. The results
marked with [17, 13] were proved in the respective papers. All other results are from the current
work.

t-l Res(linFpk )
t-l Res(⊕)
t-l Ressw (linFpk )

1.1.4

(−)

(q)

Ax = b

TSG,σ

TSG,σ

2Ω(n)

poly

2Ω(dn)

poly

[17]

poly

poly

[17]

2Ω(dn)

poly

?

random k-CNF


Ω

2


Ω

2

n
∆2/(k−2) ·log ∆

n
∆2/(k−2) ·log ∆

?

PHPm
n
2Ω(n)


[13]

2Ω(n)

[17]

2Ω(n)

Complexity of Linear Systems

The tree-like Res(linF ) upper bounds for mod p Tseitin formulas in the case char(F) = p
stem from the following proposition:
I Proposition (Proposition 14; Upper bounds on unsatisfiable linear systems). Let F be a field
and assume that the linear system A x = b, where A is a k × n matrix over F, has no solutions
(over F). Let φ be a CNF formula encoding the linear system A x = b. Then, there exist
tree-like Res(linF ) refutations of φ of size polynomial in the sum of sizes of encodings of all
coefficients in A.
The upper bound in Proposition 14 applies only to linear systems that are unsatisfiable
over the whole field F. But does any system A x = b over F that has a satisfying assignment
over F, but not over 0-1 assignments, admit polynomial-size Res(linF ) refutations?
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For fields F with char(F) ≥ 5 or char(F) = 0 it is known that 0-1 satisfiability of A x = b
is NP-complete. This means that unless coNP = NP there exist 0-1 unsatisfiable linear
systems that require superpolynomial dag-like Res(linF ) refutations.
If char(F) ≥ k + 1 or char(F) = 0, the canonical reduction R from the language k-UNSAT
of unsatisfiable k-CNFs maps every φ(x) ∈ k-UNSAT to the system Rφ (x, y) by encoding
every clause in φ(x) as a linear equality with extra variables. This simple reduction allows
to establish tight connections between proof complexity of CNF formulas and linear systems.
Firstly, lower bounds on Rφ (x, y) imply lower bounds on φ(x): by implicational completeness there are polynomial-size derivations of φ(x) from Rφ (x, y) in Res(linF ).
Secondly, if F is a finite field, tree-like Res(linF ) lower bounds on φ(x) imply tree-like
Res(linF ) lower bounds on Rφ (x, y). Each linear equation l(x, y) = 0 in Rφ (x, y) is equivalent
to a polynomial equation l(x, p(x)) = 0, where p are polynomials of constant degree. Therefore,
there is a constant degree P C F derivation πφ of Rφ (x, p(x)) from φ(x) and vice versa. As
any P C F refutation of Rφ (x, y) can be turned into a refutation of Rφ (x, p(x)) by substitution
without much loss in degree, it is easy to see that P C F refutes Rφ (x, y) in degree d iff P C F
refutes φ(x) in degree Θ(d). By size-width relation for finite fields (Theorem 44), we obtain
that for any formula φ(x) that is hard for P C F , Rφ (x, y) is hard for tree-like Res(linF ).

1.1.5

Nondeterministic Linear Decision Trees

There is a well-known size preserving (up to a constant factor) correspondence between
tree-like resolution refutations for unsatisfiable formulas φ and decision trees, which solve
the following problem: given an assignment ρ for the variables of φ, determine which clause
C ∈ φ is falsified by querying values of the variables under the assignment ρ. In ItsyksonSokolov [17] this correspondence was generalized to tree-like Res(⊕) refutations and parity
decision trees. In the paper by Beame et al. [5] an analogous correspondence was shown for
tree-like R(CP) refutations 5 and decision trees that brunch on linear inequalities. In the
current work we initiate the study of linear decision trees and their properties over different
characteristics, extending the correspondence of [17] to a correspondence between tree-like
Res(linR ) (and tree-like Ressw (linR )) derivations to what we call nondeterministic linear
decision trees (NLDT).
NLDTs for an unsatisfiable set of linear clauses φ are binary rooted trees, where every
edge is labeled with a non-equality f =
6 0 for a linear form f and every leaf is labeled with a
linear clause C ∈ φ, which is violated by the non-equalities on the path from the root to the
leaf. (Note that in the same manner that in a (boolean) decision tree (which corresponds to
a tree-like resolution refutation) we go along a path from the root to a leaf, choosing those
edges that violate a literal xi or ¬xi , in an NLDT we branch along a path that violates
equalities f = 0, or equivalently, certifies non-equalities of the form f 6= 0.)

2
2.1

Preliminaries
Notation

Denote by [n] the set {1, . . . , n}. We use x1 , x2 , . . . to denote variables, both propositional
and algebraic. Let f be a linear polynomial (equivalently, an affine function) over a ring R,
Pn
that is, a function of the form i=1 ai xi + a0 with ai ∈ R. We sometimes refer to a linear

5

R(CP) is a system operating with disjunctions of integer linear inequalities f ≥ 0
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form as a hyperplane, since a linear form determines a hyperplane. We denote by im2 (f ) the
W
image of f under 0-1 assignments to its variables; hf 6= Ai := A6=B∈im2 (f ) (f = B), where
A ∈ R.
Pn
Pn
A linear clause is a formula of the form ( i=1 a1i xi + b1 = 0)∨· · ·∨( i=1 aki xi + bk = 0)
with x1 , . . . , xn variables, and aij , bi ’s ring elements (when the ring is specified in advanced).
Pn
We sometimes abuse notation by writing a linear equation as i=0 a1i xi = −b1 instead of
Pn
i=0 a1i xi + b1 = 0. We assume that all the disjuncts in a linear clause are distinct.
For φ a set of clauses or linear clauses, vars(φ) denotes the set of variables occurring in
φ and let Vars denote the set of all variables.
Let A be a matrix over a ring. We introduce the notation Ax + b for a system of linear
non-equalities, where a non-equality means 6= (note the difference between Ax + b, which
stands for Ai · x 6= bi , for all rows Ai in A, and Ax =
6 b, which stands for Ai · x 6= bi , for
some row Ai in A).
If f is a linear polynomial over R and A is a matrix over R, denote by |f | the sum of sizes
of encodings of coefficients in f and by |A| the sum of sizes of encodings of elements in A.
W
If C = ( i∈[m] fi = 0) is a linear clause, denote by ¬C the set of non-equalities {fi 6=
W
0}i∈[m] . Conversely, if Φ = {fi 6= 0}i∈[n] is a set of non-equalities, denote ¬Φ := i∈[m] fi = 0.
If φ is a set of linear clauses over a ring R and D is a linear clause over R, denote by
V
V
C∈φ C |= D and
C∈φ C |=R D semantic entailment over 0-1 and R-valued assignments
respectively.
Let l be a linear polynomial not containing the variable x. If C is a linear clause, denote by
C x←l the linear clause, which is obtained from C by substituting l for x everywhere in C. If
φ = {Ci }i∈I is a set of clauses, denote φ x←l := {Ci x←l }i∈I . We define a linear substitution
ρ to be a sequence (x1 ← l1 , . . . , xn ← ln ) such that each linear polynomial li does not depend
on xi . For a clause or a set of clauses φ we define φ ρ := (. . . ((φ x1 ←l1 ) x2 ←l2 ) . . .) xn ←ln .
Denote UNSAT ⊂ {0, 1}∗ (resp. k-UNSAT ⊂ {0, 1}∗ ) the language of unsatisfiable
propositional CNF (resp. k-CNF) formulas. Denote by S(π), and alternatively by |π|, the
size of the binary encoding of a proof π in a proof system Π. For φ ∈ UNSAT and a refutation
system Π denote by SΠ (φ `⊥) (we sometimes omit the subscript Π when it is clear from the
context) the minimal size of a Π-refutation of φ.

2.2

Propositional Proof Systems

The resolution system (which we denote also by Res) is a refutation system, based on the
following rule, allowing to derive new clauses from given ones:
C ∨x

D ∨ ¬x
C ∨D

(Resolution rule).

A resolution derivation of a clause D from a set of clauses φ is a sequence of clauses
(D1 , . . . , Ds ≡ D) such that for every 1 ≤ i ≤ s either Di ∈ φ or Di is obtained from previous
clauses by applying the resolution rule. A resolution refutation of φ ∈ UNSAT is a resolution
derivation of the empty clause from φ, which stands for the truth value False.
A resolution derivation is tree-like if every clause in it is used at most once as a premise
of a rule. Accordingly, tree-like resolution is the resolution system allowing only tree-like
refutations.
Let F be a field. A polynomial calculus [10] derivation of a polynomial q ∈ F[x1 , . . . , xn ]
from a set of polynomials P ⊆ F[x1 , . . . , xn ] is a sequence (p1 , . . . , ps ), pi ∈ F[x1 , . . . , xn ]
such that for every 1 ≤ i ≤ s either pi = x2j − xj , pi ∈ P or pi is obtained from previous
polynomials by applying one of the following rules:
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f
g
αf + βg

(α, β ∈ F, f, g ∈ F[x1 , . . . , xn ])

f
x·f

(f ∈ F[x1 , . . . , xn ]) .

A polynomial calculus refutation of P ⊆ F[x1 , . . . , xn ] is a derivation of 1. The degree
d(π) of a polynomial calculus derivation π is the maximal total degree of a polynomial
appearing in it. This defines the proof system P C F for the language of unsatisfiable systems
of polynomial equations over F. It can be turned into a proof system for k-UNSAT via
arithmetization of clauses as follows: (x1 ∨ . . . ∨ xk ∨ ¬y1 ∨ . . . ∨ ¬yl ) is represented as
(1 − x1 ) · . . . · (1 − xk ) · y1 · . . . · yl = 0.

2.3

Hard Instances

2.3.1

Pigeonhole Principle

The pigeonhole principle states that there is no injective mapping from the set [m] to the set
[n], for m > n. Elements of the former and the latter sets are referred to as pigeons and holes,
respectively. The CNF formula, denoted PHPm
n , encoding the negation of this principle is
defined as follows. Let the set of propositional variables {xi,j }i∈[m],j∈[n] correspond to the
mapping from [m] to [n], that is, xi,j = 1 iff the ith pigeon is mapped to the j th hole. Then
W
m
m
m
¬PHPm
n := Pigeonsn ∪ Holesn ∈ UNSAT, where Pigeonsn = { j∈[n] xi,j }i∈[m] are axioms
for pigeons and Holesm
n = {¬xi,j ∨ ¬xi0 ,j }i6=i0 ∈[m],j∈[n] are axioms for holes.

2.3.2

Mod p Tseitin Formulas

We use the version given in [2] (which is different from the one in [9, 26]). Let G = (V, E)
be a directed d-regular graph. We assign to every edge (u, v) ∈ E a corresponding variable
(p)
x(u,v) . Let σ : V → Fp . The Tseitin mod p formulas ¬TSG,σ are the CNF encoding of the
following equations for all u ∈ V :

X
(u,v)∈E

x(u,v) −

X

x(v,u) ≡ σ(u)

mod p .

(4)

(v,u)∈E

Note that we use the standard encoding of boolean functions as CNF formulas and the
(p)
number of clauses, required to encode these equations is O(2d |V |). ¬TSG,σ is unsatisfiable if
P
6≡ 0 mod p. To see this, note that if we sum (4) over all nodes u ∈ V we obtain
u∈V σ(u)
P
precisely u∈V σ(u) which is different from 0 mod p; but on the other hand, in this sum
over all nodes u ∈ V each edge (u, v) ∈ E appears once with a positive sign as an outgoing
edge from u and with a negative sign as an incoming edge to v, meaning the the total sum is
0, which is a contradiction.
(2)
(2)
In particular, ¬TSG,σ are the classical Tseitin formulas [28] and TSG,1 , where 1 is the
constant function v 7→ 1 (for all v ∈ V ), expresses the fact that the sum of total degrees
(incoming + outgoing) of the vertices is even.
The proof complexity of Tseitin tautologies depends on the properties of the graph G.
For example, if G is just a union of Kd+1 (the complete graphs on d + 1 vertices), then they
are easy to prove. On the other hand, they are known to be hard for some proof systems if
G satisfies certain expansion properties.
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Let G = (V, E) be an undirected graph. For U, U 0 ⊆ V define e(U, U 0 ) := {(u, u0 ) ∈
E | u ∈ U, u0 ∈ U 0 }. Consider the following measure of expansion for r ≥ 1:
cE (r, G) := min

|U |≤r

e(U, V \U )
|U |

G is (r, d, c)-expander if G is d-regular and cE (r, G) ≥ c. There are explicit constructions of
good expanders. For example:
construction of
I Proposition 2 (Lubotzky et. al [22]). For any d, there exists an explicit
√
d-regular graph G, called Ramanujan graph, which is (r, d, d(1 − nr ) − 2 d − 1)-expander for
any r ≥ 1.
I Proposition 3 (Alekhnovich-Razborov [2]). For any fixed prime p there exists a constant
d0 = d0 (p) such that the following holds. If d ≥ d0 , G is a d-regular Ramanujan graph on n
vertices (augmented with arbitrary orientation of its edges) and char(F) 6= p, then for every
(p)
(p)
function σ such that ¬TSG,σ ∈ UNSAT every P C F refutation of ¬TSG,σ has degree Ω(dn).

2.3.3

Random k-CNFs

A random k-CNF is a formula φ ∼ Fkn,∆ with n variables that
 isk generated by picking
n
randomly and independently ∆ · n clauses from the set of all k · 2 clauses.
n,∆
∆(n) is such that
I Proposition

 4 (Alekhnovich-Razborov [2]). Let φ ∼ Fk , k ≥ 3 and ∆ = 

∆=o n

k−2
2

. Then every P C F refutation of φ has degree Ω

n
∆2/(k−2) ·log ∆

with probability

1 − o(1) for any field F.

3

Resolution over Linear Equations for General Rings

In this section we define and outline some basic properties of systems that are extensions of resPn
olution, where clauses are disjunctions of linear equations over a ring R: ( i=0 a1i xi + b1 = 0)
Pn
∨ · · · ∨ ( i=0 aki xi + bk = 0). Recall that disjunctions of this form are called linear clauses,
and that we assume that all disjuncts are distinct, hence contract duplicate linear equations.
Pn
We sometimes abuse notation by writing a linear equation as ( i=0 a1i xi = −b1 ) instead of
Pn
( i=0 a1i xi + b1 = 0).
The rules of Res(linR ) are as follows (cf. [26]):

(Resolution)

D ∨ g(x) = 0
C ∨ f (x) = 0
C ∨ D ∨ (αf (x) + βg(x)) = 0

(Simplification) C ∨ a = 0 (0 6= a ∈ R)
C

(α, β ∈ R)

(Weakening)

C
C ∨ f (x) = 0

where f (x), g(x) are linear forms over R and C, D are linear clauses. Note that contraction
of duplicates disjuncts is done automatically when applying the resolution rule. The boolean
axioms are defined as follows:
xi = 0 ∨ xi = 1, for xi a variable
A Res(linR ) derivation of a linear clause D from a set of linear clauses φ is a sequence of
linear clauses (D1 , . . . , Ds ≡ D) such that for every 1 ≤ i ≤ s either Di ∈ φ or is a boolean
axiom or Di is obtained from previous clauses by applying one of the rules above. A Res(linR )
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refutation of an unsatisfiable set of linear clauses φ is a Res(linR ) derivation of the empty
clause (which stands for false) from φ. The size of a Res(linR ) derivation is the total size of
all the clauses in the derivation, where the size of a clause is defined to be the total number
of occurrences of variables in it plus the total size of all the coefficient occurring in the clause.
The size of a coefficient when using integers (or integers embedded in characteristic zero
rings) will be the standard size of the binary representation of integers.
In this definition we assume that R is a non-trivial (R =
6 0) ring such that there are
polynomial-time algorithms for addition, multiplication and taking additive inverses.
Along with size, we will be dealing with two complexity measures of derivations: width
and principal width.
I Definition 5. A clause C = (f1 = 0 ∨ · · · ∨ fm = 0) has width ω(C) = m and principal
width ω0 (C) = {fi }i∈[m] /∼ where ∼ identifies R-linear forms fi = 0 and fj = 0 if they
define parallel hyperplanes, that is, if fi = Afj + B or fj = Afi + B for some A, B ∈ R.
For µ ∈ {ω, ω0 }, the measure µ associated with a Res(linR ) derivation π = (D1 , . . . , Ds ) is
µ(π) := max1≤i≤s µ(Di ). For φ ∈ UNSAT, denote by µ(φ `⊥) the minimal value of µ(π)
over all Res(linR ) refutations π.
I Proposition 6. Res(linR ) is sound and complete. It is also implicationally complete, that
is if φ is a set of linear clauses and C is a linear clause such that φ |= C, then there exists a
Res(linR ) derivation of C from φ.
Proof. The soundness can be checked by inspecting that each rule of Res(linR ) is sound.
Implicational completeness (and thus completeness) follows from Proposition 28.
J
We now define two systems of resolution with linear equations over a ring, where some
of the rules are semantic: Ressw (linR ) and Sem-Res(linR ). Ressw (linR ) is obtained from
Res(linR ) by replacing the boolean axioms with 0 = 0, discarding simplification rule and
replacing the weakening rule with the following semantic weakening rule:
(Semantic weakening) C (C |= D)
D
The system Sem-Res(linR ) has no axioms except for 0 = 0, and has only the following
semantic resolution rule:
(Semantic resolution) C

D

C 0 (C ∧ C 0 |= D)

It is easy to see that Res(linR ) ≤p Ressw (linR ) ≤p Sem-Res(linR ), where P ≤p Q denotes
that Q polynomially simulates P .
In contrast to the case R = F2 (see [17]), for rings R with char(R) ∈
/ {1, 2, 3} both
Ressw (linR ) and Sem-Res(linR ) are not Cook-Reckhow proof systems, unless P = NP:
I Proposition 7. The following decision problem is coNP-complete: given a linear clause
over a ring R with char(R) ∈
/ {1, 2, 3} decide whether it is a tautology under 0-1 assignments.
Proof. Consider a 3-DNF φ and encode every conjunct (xσi11 ∧ · · · ∧ xσikk ) ∈ φ, 1 ≤ k ≤
3, σi ∈ {0, 1} as the equation (1 − 2σ1 )x1 + · · · + (1 − 2σk )xk = k − (σ1 + · · · + σk ), where
x0 := x, x1 := ¬x. Then φ is tautological if and only if the disjunction of these linear
equations is tautological (that is, for every 0-1 assignment to the variables at least one of
the equations hold, when the equations are computed over a ring with characteristic zero or
finite characteristic bigger than 3).
J
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We leave it as an open question to determine the complexity of verifying a correct
application of the semantic weakening in case char(R) = 3 or in case char(R) = 2 and
R 6= F2 . In the case R = F2 the negation of a clause is a system of linear equations and thus
the existence of solutions for it can be checked in polynomial time. Therefore Ressw (linF2 )
is a Cook-Reckhow propositional proof system. The definitions of Res(linF2 ), Ressw (linF2 )
and Sem-Res(linF2 ) coincide with the definitions of syntactic Res(⊕), Res(⊕) and Ressem (⊕)
from [17], respectively6 . As showed in [17], Res(linF2 ), Ressw (linF2 ) and Sem-Res(linF2 ) are
polynomially equivalent.
We now show that if char(R) ∈
/ {1, 2, 3}, then Ressw (linR ) is polynomially bounded as a
proof system for 3-UNSAT (that is, admits polynomial-size refutation for every instance):
I Proposition 8. If char(R) ∈
/ {1, 2, 3}, then dag-like Ressw (linR ) and tree-like Sem-Res(linR )
are polynomially bounded (not necessarily Cook-Reckhow) propositionally proof systems for
3-UNSAT.
Proof. Let φ(x1 , . . . , xn ) = {Ci }i∈[m] ∈ 3-UNSAT. Given C = (xσj11 ∨ . . . ∨ xσjkk ) define
lin(¬C) := ((2σ1 − 1)xj1 + . . . + (2σk − 1)xjk − (σ1 + . . . + σk )) where σi ∈ {0, 1}, jl ∈
W
[n], x0 := x, x1 := ¬x. The linear clause lin(¬φ) := i∈[m] lin(¬Ci ) = 0 is a tautology
(under 0-1 assignments) and thus can be derived in Ressw (linR ) in a single step as a weakening of 0 = 0 or resolving 0 = 0 with 0 = 0 in tree-like Sem-Res(linR ).
In tree-like Sem-Res(linR ) the disjunct lin(¬Ci ) = 0 can be eliminated from lin(¬φ) by
a single resolution with Ci , thus the empty clause is derived by a sequence of m resolutions
of lin(¬φ) with C1 , . . . , Cm .
Similarly, the disjuncts lin(¬Ci ) = 0 are eliminated from lin(¬φ) in Ressw (linR ), but with
a few more steps. Let D0 be the empty clause and Ds+1 := Ds ∨ lin(¬Cs+1 ) = 0, 0 ≤ s < m.
Assume Ds+1 is derived and assume without loss of generality, that Cs+1 = (x1 = 1∨. . .∨xk =
1) and thus lin(¬Cs+1 ) = (−x1 − . . . − xk ). Derive Ds as follows. Resolve Ds+1 with Cs+1
on lin(¬Cs+1 ) + (xk − 1) to get the clause E1 := Ds ∨ (−x1 − . . . − xk−1 − 1) = 0 ∨ x1 =
1 ∨ . . . ∨ xk−1 = 1 and apply semantic weakening to get E10 := Ds ∨ x1 = 1 ∨ . . . ∨ xk−1 = 1.
Resolve Ds+1 with E10 on lin(¬Cs+1 ) + (xk−1 − 1) and apply semantic weakening to get
the clause E20 := Ds ∨ x1 = 1 ∨ . . . ∨ xk−2 = 1. After k steps the clause Ds = Ek0 can be
derived.
J
The following proposition is straightforward, but useful as it allows, for example, to
transfer results about Res(linQ ) to Res(linZ ).
I Proposition 9. If R is an integral domain and F rac(R) is its field of fractions, then
Res(linR ) is equivalent to Res(linF rac(R) ) and tree-like Res(linR ) is equivalent to tree-like
Res(linF rac(R) ).
Proof. Every proof in Res(linR ) is also a proof in Res(linF rac(R) ). To get the converse,
just multiply every line by the least common multiple (lcm) of all the coefficients in the
Res(linF rac(R) ) proof. If a1 , . . . , aN ∈ R is the list of denominators of all the coefficients
in a Res(linF rac(R) ) proof π, then under a reasonable encoding of R: |lcm(a1 , . . . , aN )| ≤
|a1 | + · · · + |aN | ≤ |π|. Therefore the corresponding Res(linR ) proof is of size at most
O(|π|2 ).
J

6

There is, however, one minor difference in the formulation of syntactic Res(⊕) and Res(linF2 ): the
former does not have the boolean axioms, but has an extra rule (addition rule).
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3.1

Basic Counting in Res(linR ) and Ressw (linR )

Here we introduce several unsatisfiable sets of linear clauses that express some counting
principles, and serve to exemplify the ability of dag-like Res(linR ), tree-like Res(linR ) and
tree-like Ressw (linR ) to reason about counting, for a ring R. We then summarize what we
know about refutations of these instances in our different systems, proving along the way
some upper bounds and stating some lower bounds proved in the sequel.
Our unsatisfiable instances are the following:
Linear systems: If A = (B|b) is an m × (n + 1) matrix over R, where the B sub-matrix
consists of the first n columns, such that Bx = b has no 0-1 solutions, then (Bi is the ith
row in B):
LinSys(A) := {Bi · x = bi }i∈[m] .

(5)

Subset Sum: Let f be a linear form over R such that 0 ∈
/ im2 (f ). Then,
SubSum(f ) := {f = 0} .

(6)

Image avoidance: Let f be a linear form over R and recall the notation hf 6= Ai from
Sec. 2.1. We define
ImAv (f ) := {hf 6= Ai : A ∈ im2 (f )} .

(7)

We also consider the following (tautological) generalization of the boolean axiom x =
0 ∨ x = 1.
Image axiom: For f a linear form, define
_
Im(f ) :=
f = A.
(8)
A∈im2 (f )

Dag-Like Res(linR )
Upper bounds. For any given linear polynomial f , Im(f ) has a Res(linR )-derivation of
polynomial-size (in the size of Im(f )):
Pn
I Proposition 10. Let f = i=1 ai xi + b be a linear polynomial over R. There exists a
Res(linR ) derivation of Im(f ) of size polynomial in |Im(f )| and of principal width at most 3.
P

k
Proof. We construct derivations of Im
i=1 ai xi + b , 0 ≤ k ≤ n, inductively on k.
Base case: k = 0. In this case Im(b) is just the axiom b = b and thus derived in one step.
Pk
Induction
step: Let fk := i=1 ai xi + b and assume Im(fk ) was already derived. Derive C0 :=
W
A∈im2 (fk ) fk + ak+1 xk+1 = A ∨xk+1 = 1 from Im(fk )by |im2 (fk )| many resolution applicW

ations with xk+1 = 0∨xk+1 = 1. Similarly derive C1 :=
f
+
a
x
=
A
+
a
k
k+1
k+1
k+1
A∈im2 (fk )
∨ xk+1 = 0 and obtain Im(fk+1 ) by resolving C0 with C1 on xk+1 . The size of the derivation is

n · |Im(f )|, and as there is no clause with more than 3 equations that determines non-parallel
hyperplanes, hence the principal width of the derivation is at most 3.
J
I Proposition 11. For every linear polynomial f such that 0 ∈
/ im2 (f ), the contradiction
SubSum(f ) admits Res(linR ) refutation of size polynomial in |Im(f )|.
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Proof. First construct the shortest derivation of Im(f ), and then by a sequence of |im2 (f )|
many application of the resolution rule with f = 0 derive the empty clause. By Proposition 10
the resulting refutation is of polynomial in |Im(f )| size.
J
I Proposition 12. Let f be a linear polynomial over R, a ∈ im2 (f ) and φ =
{hf 6= bi}b∈im2 (f ), b6=a . Then there exists Res(linR ) derivation π of f = a from φ, such
that S(π) = poly(|φ|) and ω0 (π) ≤ 3.
Proof. Let A1 , . . . , AN = a be an enumeration
of all
W
 the elements in im2 (f ). By Proposition 10 there exists a derivation of
i≥1 f = Ai of principal width at most 3. For
W

W

1 < k < N , we derive C :=
from
i≥k+1 f = Ai
i≥k f = Ai = (C ∨ f = Ak ) and
hf 6= Ak i = (C ∨ f = A1 ∨ · · · ∨ f = Ak−1 ) in k − 1 steps as follows: at the sth step we get
(C ∨ f − f = As − Ak ∨ f = As+1 ∨ · · · ∨ f = Ak−1 ) = (C ∨ f = As+1 ∨ · · · ∨ f = Ak−1 ) by
resolving C ∨ f = As ∨ · · · ∨ f = Ak−1 with C ∨ f = Ak . We thus obtain a derivation of
−2)
principal width ω0 ≤ 3 and of size (1 + · · · + (N − 2))|f | = (N −1)(N
|f |.
J
2
I Corollary 13. For every ring R and every linear polynomial f the contradiction ImAv (f )
admits polynomial-size Res(linR ) refutations.
Proof. Pick some a ∈ im2 (f ). By Proposition 12 there is a derivation of f = a from ImAv (f )
of polynomial size. This derivation can be extended to a refutation of ImAv (f ) by a sequence
of resolution rule applications of f = a with hf 6= ai ∈ ImAv (f ).
J
All Res(linR ) upper bounds for LinSys(A) are tree-like. So for more LinSys(A) upper
bounds we refer the reader to the tree-like Res(linR ) upper bounds further in this section.
Lower bounds. In Sec. 4 we prove an exponential lower bound for SubSum(f ) in case f is
a linear polynomial with large coefficients (Theorem 21).

Tree-Like Res(linR )
Upper bounds. In case R is a finite ring, in Sec. 5.1 we prove that the clauses in Im(f )
admit derivations of polynomial size (Theorem 29). Obviously, in that case (R is finite) any
unsatisfiable R-linear equation f = 0 has at most |R| variables and SubSum(f ) are always
refutable in constant size. In contrast, in case R = Q we prove a lower bound for Im(f ),
SubSum(f ) and ImAv (f ) for a specific f with small coefficients (see the lower bounds below).
In case a matrix A = (B|b) with entries in a field F defines a system of equations Bx = b,
that is unsatisfiable under arbitrary F-valued assignments (not just under 0-1 assignments),
we prove a polynomial upper bound for tree-like Res(linF ) refutations of LinSys(A).
I Proposition 14. If a m × (n + 1) matrix A = (B|b) with entries in a field F is such that
Bx = b has no F-valued solutions, then there exists tree-like Res(linF ) refutation of LinSys(A)
of linear size.
Proof. It is a well-known fact from linear algebra that Bx = b has no F-valued solutions iff
there exists α ∈ Fm such that αT B = 0 and αT b = 1. Therefore, by m − 1 resolutions of
B1 x − b1 = 0, . . . , Bm x − bm = 0 we can derive −α1 (B1 x − b1 ) − . . . − αm (Bm x − bm ) = 0,
which is 1 = 0.
J
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Lower bounds. In Sec. 4 we prove tree-like Res(linQ ) exponential-size lower bounds for
derivations of Im(f ) and refutations of SubSum(f ) for any f (Corollary 34 and Theorem 35).
For ImAv (f ) whenever f is of the form f = 1 x1 + . . . + n xn − A for some i ∈ {−1, 1}, A ∈ F
the lower bound holds even for the stronger system tree-like Ressw (linF ) (see below).

Tree-Like Ressw (linR )
Upper bounds. Most of the instances above admit short derivations/refutations in tree-like
Ressw (linR ): Im(f ) is semantic weakening of 0 = 0 and thus derivable in one step; The
empty clause is a semantic weakening of SubSum(f ) and LinSys(A) and thus can be refuted
W
via deriving i∈[m] hAi x − bi =
6 0i as a semantic weakening of 0 = 0 and resolving it with
equalities in LinSys(A) = {Ai x − bi = 0}i∈[m] .
Lower bounds. In case F is a field of characteristic zero, ImAv (f ) are hard even for
tree-like Ressw (linR ) whenever f is of the form f = 1 x1 + . . . + n xn − A for some i ∈
{−1, 1}, A ∈ F (Theorem 37).

3.2

CNF Upper Bounds for Res(linR )

In this section we outline two basic polynomial upper bounds, which we use to establish our
separations in subsequent sections: short tree-like Res(linR ) refutations for CNF encodings of
linear systems over a ring R, and short Res(linR ) refutations for ¬PHPm
n . Together with our
lower bounds, these imply the separation between tree-like Res(linF ) and tree-like Res(linF0 ),
where F, F0 are fields of positive characteristic such that char(F) 6= char(F0 ). The short
refutation of the pigeonhole principle will imply a separation between dag-like and tree-like
Res(linF ) for fields F of characteristic 0.
In what follows we consider standard CNF encodings of linear equations f = 0 where the
linear equations are considered as boolean functions (i.e., functions from 0-1 assignments to
{0, 1}); we do not use extension variable in these encodings.
I Proposition 15. Let F be a field and Ax = b be a system of linear equations that has no
solution over F, where A is k × n matrix with entries in F, and Ai denotes the ith row in A.
Assume that φi is a CNF encoding of Ai · x − bi = 0, for i ∈ [k]. Then, there exists a tree-like
P
Res(linF ) refutation of φ = {φi }i∈[k] of size polynomial in |φ| + i∈[k] Ai · x − bi = 0 .
Proof. The idea is to derive the actual linear system of equations from their CNF encoding,
and then refute the linear system using a previous upper bound (Proposition 14).
If ni is the number of variables in Ai · x − bi = 0, then |φi | = Θ(2ni ). By Proposition 28
proved in the sequel there exists a tree-like Res(linF ) derivation of Ai · x − bi = 0 from φi of
size O(2ni |Ai · x − bi = 0|) = O(|φi | · Ai · x − bi = 0 ).
By Proposition
14 there exists
P
 a tree-like Res(linF ) refutation of {Ai · x − bi = 0}i∈[k] of
size O
The total size of the resulting refutation of φ is
i∈[k] |Ai · x − bi = 0| .

P

2 
P
P
O
and thus is O
=
i∈[k] φi | · |Ai · x − bi = 0
i∈[k] |φi | +
i∈[k] |Ai · x − bi = 0|



2
P
O
|φ| + i∈[k] |Ai · x − bi = 0|
.
J
As a corollary we get the polynomial upper bound for the Tseitin formulas (see Sec. 2.3.2
for the definition):

F. Part and I. Tzameret

19:19

I Theorem 16. Let G = (V, E) be a d-regular directed graph, p a prime number, σ : V → Fp
P
(p)
such that u∈V σ(u) ≡
6 0 (mod p), then ¬TSG,σ admit tree-like Res(linFp ) refutations of
polynomial size.
(p)

Proof. ¬TSG,σ is an unsatisfiable system of linear equations over Fp (note that no assignment
(p)

of F-elements to the variables in ¬TSG,σ is satisfying, and so we do not need to use the
(non-linear) boolean axioms to get the unsatisfiability of the system of equations). Therefore,
(p)
by Proposition 15 there exists a tree-like Res(linFp ) refutation of ¬TSG,σ of polynomial
size.
J
I Theorem 17 (Raz and Tzameret [26]). Let R be a ring such that char(R) = 0. There
exists a Res(linR ) refutation of ¬P HPnm of polynomial size.
Proof. This follows from the upper bound of [26] for Res(linZ ) and the fact that any Res(linZ )
proof can be interpreted as Res(linR ) if R is of characteristic 0.
J

4
4.1

Dag-Like Lower Bound
Lower Bound for Subset Sum with Large Coefficients

In this section we prove an exponential lower bound on the size of dag-like Res(linQ ) refutations
of SubSum(f ), where f = 1 + x1 + · · · + 2n xn .
The lower bound is obtained by defining a mapping, that sends every refutation π of
f = 0 to a derivation π 0 from the boolean axioms of some clause Cπ , in such a way that π 0
satisfies two properties:
1. π 0 is at most polynomially larger than π;
2. Cπ is exponentially large.
We ensure that the second property holds by defining the construction of π 0 in such a way
that every disjunct g = 0 in Cπ has a sufficiently small number Zg of 0-1 solutions, namely
Zg is at most 2cn , for some constant c < 1. This, together with the observation that Cπ must
be a boolean tautology, because it is derivable from the boolean axioms only, implies that
Cπ must be of exponential size (since Cπ has 2n satisfying assignments and each disjunct
contributes at most 2cn satisfying disjunctions). Therefore, by the first property, π must be
of exponential size.
The fact that f has exponentially large coefficients is essential in our proof that Cπ is of
exponential size. All contradictions of the form f = 0, where f has polynomially bounded
coefficients, have polynomial dag-like Res(linQ ) refutations and, thus, there is no hope to
prove strong bounds for dag-like refutations in this case. However, in Sec 5 we prove that
any f = 0, as long
as f depends on n variables, must have tree-like Res(linQ ) refutations of
√
size at least 2Ω( n) . The argument relies on a similar transformation from refutations π of
f = 0 to derivations of some Cπ and in this way reduces the problem to proving size lower
bounds against tree-like Res(linQ ) derivations of Cπ from the boolean axioms.
In order to deal with both tree-like and dag-like lower bounds we formulate and prove a
generalised statement about the translation. For both dag-like and tree-like lower bounds
we need that for all the disjuncts g = 0 in Cπ a certain predicate P holds for g. In case of
the dag-like bound, P(g) = 1 iff g = 0 has at most 2cn 0-1 solutions, while in case of the
tree-like bound P(g) = 1 iff g depends on at least n2 variables. In Theorem 18 we prove
that the translation can be achieved as long as P satisfies certain properties (in what follows
F[x1 , . . . , xn ]≤1 denotes the linear polynomials in F[x1 , . . . , xn ]).
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I Theorem 18. Let f be a linear polynomial over a field F with n variables and let P :
P(F[x1 , . . . , xn ]≤1 ) → {0, 1} be a predicate on the projective space7 of linear polynomials over
F satisfying the following properties:
1. for all linear polynomials g and for all but at most one a ∈ F: P(g + af ) = 1;
2. for all b ∈ F: P(b + f ) = 1.
If there exists Res(linF ) (resp. tree-like Res(linF )) refutation of f = 0 of size S, then there
exists Res(linF ) (resp. tree-like Res(linF )) derivation of size O(n · S 3 ) of a linear clause
W
j∈[N ] gj = 0 (for some positive N ), where P(gj ) = 1 for every j ∈ [N ].
Proof. We now sketch the plan of the proof. Assume that π is a Res(linF ) refutation of
f = 0. By taking out resolutions with f = 0 we transform π into a derivation π 0 of some
clause C such that P(g) = 1 for every disjunct g = 0 in C. We do this in such a way that π 0
is not much larger than π: |π 0 | = O(n · |π|3 ).
Denote π≤k the fragment of π, consisting of the first k lines of π. By induction on k
we define the sequence πk0 of derivations of some clauses Dk from boolean axioms. The
derivations πk0 are defined together!with a surjective function τk from lines of π≤k to lines of
W
πk0 such that if D =
gt = 0 is a line in π≤k , then
t∈[m]


τk (D) = 


_

t∈[m]

gt + at f = 0 ∨

_

hs = 0

s∈[m0 ]

is a line in πk0 , where at ∈ F and each hs is a linear polynomial. Moreover, τk (D) satisfies
the following properties:
1. For each hs = 0: P(hs ) = 1.
S
2. The sets HD of disjuncts hs = 0 in τk (D) are not too large:
D∈π≤k HD ≤ 2|π≤k |.
3. The numbers at and coefficients of hs are not too large: their bit-size does not exceed
the maximal bit-size of coefficients in π.
Before we proceed to the inductive definition of πk0 , we finish the proof assuming that πk0
described above exists. If l is the length of π, then π 0 := πl0 contains a derivation of τl (∅),
where ∅ denotes the empty clause.
We now turn to the inductive definition of πk0 .
Base case: Define π00 to be the empty derivation.
Induction step: Assume πk0 and τk satisfy the properties above and k is smaller than the
0
length of π. If D is the last line of π≤k+1 , then τk+1 extends τk to D and πk+1
either extends
0
0
πk with τk+1 (D) or coincides with πk . Consider the possible cases in which the last line D
of π≤k+1 is derived:
0
Case 1: Boolean axiom: D = (xi = 0 ∨ xi = 1). Then πk+1
extends πk0 with D and
τk+1 (D) = D.
0
Case 2: D = (f = 0). Then πk+1
extends πk0 with the axiom 0 = 0 and τk+1 (D) =
(f − f = 0).
Case 3: D is derived by resolution: D = (C1 ∨ C2 ∨ αG1 + βG2 = 0) for some lines
(C1 ∨ G1 = 0) and (C2 ∨ G2 = 0) in π≤k .

7

Here, a projective space P(F[x1 , . . . , xn ]≤1 ) means the set of linear polynomials quotient by the relation
f ∼ αf for nonzero scalars α.
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(i)

gt = 0, by induction hypothesis τk (Ci ∨ Gi = 0) is of the form (i = 1, 2;

t∈[mi ]

Ai ∈ F):




τk (Ci ∨ Gi = 0) = Gi + Ai f = 0 ∨

(i)
(i)
gt + at f = 0 ∨

_

_

h(i)
s =0

s∈[m0i ]

t∈[mi ]

Define τk+1 (D) to be the following resolution of τk (C1 ∨ G1 = 0) ∈ πk0 with τk (C2 ∨
G2 = 0) ∈ πk0 :



_

τk+1 (D) := αG1 + βG2 + (αA1 + βA2 )f = 0 ∨

_

(i)
(i)
gt + at f = 0 ∨

i=1,2 t∈[mi ]

∨

_

_

h(i)
s = 0

i=1,2 s∈[m0i ]
0
The derivation πk+1
extends πk0 with τk+1 (D). It remains to be shown that τk+1 (D) is of
required form and that τk+1 satisfies the required properties.
If we consider the clause (αG1 + βG2 = 0 ∨ C1 ∨ C2 ) as a multiset of disjuncts and C1 ,
C2 , as usual, as sets of disjuncts, there can be up to three identical copies of g = 0 (from
C1 , from C2 and from {αG1 + βG2 = 0}), that are contracted to a single element in the
set D. In τk+1 (D) these copies can be different because of different +af terms and, thus,
can be non-contractible.
For every disjunct g = 0 in D, denote Fg the set of disjuncts in τk+1 (D) that correspond to
(i)
(i)
(i)
g, namely, (gj +aj f = 0) ∈ Fg iff gj = g and (αG1 +βG2 +(αA1 +βA2 )f = 0) ∈ Fg iff
αG1 + βG2 = g. For every g = 0 ∈ D, pick one element g + af =0 ∈ Fg , which
 minimises
S
P(g + af ), and denote X the set of these elements. Denote Y :=
g=0∈D Fg \X. Write

τk+1 (D) as follows:

τk+1 (D) = 


_

g+af =0∈X



g + af = 0 ∨ 


_

_

i=1,2 s∈[m0i ]

h(i)
s

=0∨

_

g + af = 0

g+af =0∈Y

We now show that τk+1 satisfies all the desired properties:
(i)
(i)
1. For every hs = 0, P(hs ) = 1 holds by induction hypothesis. For every g+af = 0 ∈ Y ,
P(g + af ) = 1 holds by definition of Y .
S
(i)
2. Note that |HD \{hs = 0}i,s | ≤ 2|D|. By induction hypothesis | D̃∈π≤k HD̃ | ≤ 2|π≤k |.
S
S
(i)
It follows that | D̃∈π≤k HD̃ ∪ HD | = | D̃∈π≤k HD̃ ∪ (HD \{hs = 0}i,s )| ≤
S
(i)
| D̃∈π≤k HD̃ | + |HD \{hs = 0}i,s | ≤ 2|π≤k | + 2|D| ≤ 2|π≤k+1 |.
0
3. The absolute values of coefficients in πk+1
do not exceed the maximal absolute value
of coefficients in π.
!
W
Case 4: D is derived by simplification from a line D ∨ b = 0 in π≤k . If D =
gt = 0 ,
! t∈[m]
W
then τk (D ∨ b = 0) has the form: τk (D ∨ b = 0) =
gt + at f = 0 ∨ b + af = 0.
t∈[m]
!
W
If a = 0, we apply simplification to τk (D ∨ b = 0) to derive τk+1 (D) :=
gt + at f = 0
t∈[m]

0
and let πk+1
extend πk0 .
0
Otherwise, if a 6= 0, we define τk+1 (D) to be τk+1 (D) := τk (D ∨ b = 0) and πk+1
:= πk0 .
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Case 5: D is derived by weakening from a line C of π≤k : D = (C ∨ g = 0) for some g. Define
0
τk+1 (D) := (τk (C) ∨ g = 0) and let πk+1
extend πk0 with τk+1 (D).
J
I Lemma 19. Let g : Zn → Z be a linear function. For the sets I(g) := im2 (g) and
K(g) := g −1 (0) ∩ {0, 1}n it holds that |I(g)| · |K(g)| ≤ 3n .
Proof. For every element a ∈ I(g) choose some va ∈ {0, 1}n such that g(va ) = a. Consider
the set X := {va + u}a∈I(g),u∈K(g) ⊂ {0, 1, 2}n .
It is easy to see that |X| = |I(g)| · |K(g)|. Indeed, if va + u = va0 + u0 , then g(va ) + g(u) −
g(0) = g(va + u) = g(va0 + u0 ) = g(va0 ) + g(u0 ) − g(0) and therefore a = a0 , va = va0 , u = u0 .
On the other hand, |X| ≤ 3n .
J
I Lemma 20. Let f = 1 + 2x1 + · · · + 2n xn and g : Zn → Z be a linear function. For any
a ∈ Z\{0} one of the following holds:
n
1. g = 0 has at most 3 2 0-1 solutions.
n
2. g + af = 0 has at most 3 2 0-1 solutions.
Proof. For every b ∈ Z, there exists at most one boolean assignment that satisfies both g = b
and b + af = 0. Therefore the number of 0-1 solutions of g + af = 0 is at most the size of the
n
n
boolean image im2 (g) of g. By Lemma 19 either |im2 (g)| ≤ 3 2 or |g −1 (0)∩{0, 1}n | ≤ 3 2 . J
I Theorem 21. Let f = 1 + 2x1 + · · · + 2n xn . Any Res(linQ ) refutation of f = 0 is of size
2Ω(n) .
Proof. Define the predicate P(g) on linear polynomials over Q as follows: P(g) = 1 iff g = 0
has at most 2(0.5·log 3)n 0-1 solutions. By Lemma 20, P satisfies the properties in Theorem 18.
Therefore, by Theorem 18, if π is a refutation of f = 0, then there exists a derivation π 0
W
gj = 0 from the boolean axioms, where each gj = 0 has at most
of some clause C =
j∈[N ]

2
0-1 solutions. Moreover |π 0 | = O(n · |π|3 ). As C must be a boolean tautology, that
satisfied by 2n assignments, it must contain at least 2(1−0.5·log 3)n disjuncts (because every
disjunct contributes at most 2(0.5·log 3)n satisfying assignments). Therefore |π| = 2Ω(n) . J
(0.5·log 3)n

5
5.1

Tree-Like Lower Bounds
Nondeterministic Linear Decision Trees

In this section we extend the classical correspondence between tree-like resolution refutations
and decision trees (cf. [6]) to tree-like Res(linR ) and tree-like Ressw (linR ). We define nondeterministic linear decision trees (NLDT), which generalize parity decision trees, proposed
in [17] for R = F2 , to arbitrary rings. We shall use these trees in the sequel to establish some
of our upper and lower bounds (though not for our dag-like lower bounds).
Let φ be a set of linear clauses (that we wish to refute) and Φ a set of linear non-equalities
over R (that we take as assumptions). Consider the following two decision problems:
DP1. Assume Φ |= ¬φ. Given a satisfying boolean assignment ρ to Φ, determine which
clause C ∈ φ is violated by ρ by making queries of the form: which of f |ρ 6= 0 or g|ρ 6= 0
hold for linear forms f, g in case f |ρ + g|ρ 6= 0.
DP2. Similar to DP1, only that we assume Φ |=R ¬φ, and given R-valued assignment ρ,
satisfying Φ, we ask to find a clause C ∈ φ falsified by ρ.
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Below we define NLDTs of types DTsw (R) and DT(R), which provide solutions to DP1
and DP2, respectively. The root of a tree is labeled with a system Φ, the edges in a tree are
labeled with linear non-equalities of the form f 6= 0 and the leaves are labeled with clauses
C ∈ φ. Informally, at every node v there is a set Φv of all learned non-equalities, which is
the union of Φ and the set of non-equalities along the path from the root to the node. If v is
an internal node, two outgoing edges f 6= 0 and g 6= 0 define a query to be made at v, where
f + g 6= 0 is a consequence of Φv . If v is a leaf, then Φv ∪ Φ contradicts a clause C ∈ φ.
Starting from the root, based on the assignment ρ, we go along a path, from the root
to a leaf, by choosing in each node to go along the left edge f =
6 0 or the right edge g =
6 0,
depending on whether f |ρ 6= 0 or g|ρ =
6 0. Note that f |ρ 6= 0 and g|ρ 6= 0 may not be
mutually exclusive, and this is why the decision made in each node may be nondeterministic.
I Definition 22 (Nondeterministic linear decision tree NLDT; DT(R), DTsw (R)). Let φ be a
set of linear clauses and Φ be a set of linear non-equalities over a ring R. A nondeterministic
linear decision tree T of type DT(R) and of type DTsw (R) for (φ, Φ) is a binary rooted
tree, where every edge is labeled with some linear non-equality f =
6 0, in such a way that
the conditions below hold. In what follows, for a node v, we denote by Φr;v the set of
non-equalities along the path from the root r to v and by Φv the set Φr;v ∪ Φ. We say that
Φv is the set of learned non-equalities at v.
1. Let v be an internal node. Then v has two outgoing edges labeled by linear non-equalities
fv 6= 0 and gv 6= 0, such that:
If T ∈ DT(R), then αfv + βgv 6= 0 ∈ Φv ∪ {a 6= 0 | a ∈ R \ 0} for some α, β ∈ R.
If T ∈ DTsw (R), then Φv |= αfv + βgv 6= 0 for some α, β ∈ R.
2. A node v is a leaf if there is a linear clause C ∈ φ ∪ {0 = 0} which is violated by Φv in
the following sense:
If T ∈ DT(R), then ¬C ⊆ Φv ∪ {a 6= 0 | a ∈ R \ 0}.
If T ∈ DTsw (R), then Φv |= ¬C.
In case Φ is empty, we sometimes simply write that the NLDT is for φ instead of (φ, ∅).
Assume Φ |= ¬φ. Then an NLDT for (φ ∪ {x = 0 ∨ x = 1 | x ∈ vars(φ)}, Φ) of type
DT(R) can be converted into an NLDT of type DTsw (R) for (φ, Φ) by truncating all maximal
subtrees with all leaves from {x = 0 ∨ x = 1 | x ∈ vars(φ)} and marking their roots with
arbitrary clauses from φ.
Below we give several examples (and basic properties) of NLDTs.
I Example 23. Let φ be a set of clauses, representing unsatisfiable CNF. Then any standard
decision tree on boolean variables is an NLDT for φ ∪ {x = 0 ∨ x = 1 | x ∈ vars(φ)} of
type DT(R), where a branching on the value of a variable x is realized by branching on
(1 − x) + x 6= 0 to either 1 − x 6= 0 or x 6= 0.
This is illustrated by (the proof of) the following proposition:
I Proposition 24. If Φ is a set of linear non-equalities and φ is a set of linear clauses
over R such that Φ |= ¬φ, then there exists a DT(R) tree for (φ ∪ {x = 0 ∨ x = 1 | x ∈
vars(φ ∪ {¬Φ})}, Φ) of size O(2n |Φ|), where n = |vars(φ ∪ {¬Φ})|.
Proof. Let vars(φ ∪ {¬Φ}) = {x1 , . . . , xn } and fix an ordering on these variables. Construct
a tree T0 with 2n nodes, that branches on x1 , . . . , xn , in this order. Thus, in every leaf v
of T0 a total assignment to the variables is determined (i.e., Φv = {xi 6= νi }i∈[n] ∪ Φ for
some νi ∈ {0, 1}). Since Φ |= ¬φ, this assignment violates either some clause C = (f1 =
0 ∨ · · · ∨ fm = 0) in φ or some non-equality g =
6 0 in Φ. We augment T0 to T by attaching a
subtree to every leaf v of T0 depending on whether the former or latter condition holds for v,
as follows:
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Case 1: {xi 6= νi }i∈[n] |= ¬C. We attach a subtree to v that makes m sequences of branches
as follows. If fi = a1 x1 + . . . + an xn + b then a1 (1 − ν1 ) + . . . + an (1 − νn ) + b =
6 0 holds and
the ith sequence is the following sequence of “substitutions”: (a1 x1 + a2 (1 − ν2 ) + . . . +
an (1 − νn ) + b) + (a1 (1 − ν1 ) − a1 x1 ) 6= 0 to a1 x1 + a2 (1 − ν2 ) + . . . + an (1 − νn ) + b 6= 0 and
a1 (1−ν1 )−a1 x1 6= 0, . . . , (a1 x1 +. . .+an−1 xn−1 +an (1−νn )+b)+(an (1−νn )−an xn ) 6= 0
to fi 6= 0 and an (1 − νn ) − an xn 6= 0. All the right branches lead to nodes u such that
{xi 6= 0, xi 6= 1} ⊆ Φu for some i ∈ [n] and thus they satisfy the DT(R) leaf condition in
Definition 22. Such a sequence indeed performs substitutions: the edge to the leftmost
node is fi =
6 0 and as we go upwards, we apply the substitutions xn ← 1 − νn , . . . ,
x1 ← 1 − ν1 to this non-equality.
In the leftmost node w in the end of the mth sequence, {f1 =
6 0, . . . , fm 6= 0} ⊆ Φw holds
and thus again C is violated at w in the sense of Definition 22 and therefore w is a legal
DT(R)-leaf.
Case 2: {xi 6= νi }i∈[n] |= g = 0, where g 6= 0 ∈ Φv . Let g = a1 x1 + . . . + an xn + b. Attach to
v a subtree that makes the following branches: (a1 (1−ν1 )+a2 x2 +. . .+an xn +b)−(a1 (1−
ν1 ) − a1 x1 ) 6= 0 to (a1 (1 − ν1 ) + a2 x2 + . . . + an xn + b) 6= 0 and a1 (1 − ν1 ) − a1 x1 6= 0,. . . ,
(a1 (1 − ν1 ) + . . . + an−1 (1 − νn−1 ) + an (1 − νn ) + b) − (an (1 − νn ) − an xn ) 6= 0 to 1 6= 0
and a1 (1 − ν1 ) − a1 x1 6= 0. All leaves of the subtree satisfy the condition for DT(R) leaves
in Definition 22.
The tree T is a DT(R) tree for (φ, Φ).
J
I Example 25. Let φ be as in Example 23. Parity decision trees, as defined in [17], are
NLDTs for φ of type DTsw (F2 ): branching on the value of an F2 -linear form f is realized
by branching from (1 − f ) + f =
6 0 to 1 − f 6= 0 and f 6= 0. And the converse also holds: a
branching of f + g 6= 0 to f 6= 0 and g =
6 0, where, say, f is a non-constant F2 -linear form, is
equivalent to branching on the value of f .
I Example 26. Let φ = {f1 = 0, . . . , fm = 0}, where f1 , . . . , fm are R-linear forms such that
f1 + . . . + fm = 1. Then a polynomial-size NLDT of type DT(R) for φ makes the following
branchings, where all right edges lead to a leaf: (f1 + . . . + fm−1 ) + fm 6= 0 (this is just
1 6= 0) to f1 + . . . + fm−1 6= 0 and fm 6= 0, . . . , f1 + f2 6= 0 to f1 6= 0 and f2 6= 0.

We now show the equivalence between NLDTs and tree-like Res(linR ) proofs.
I Theorem 27. Let φ be a set of linear clauses over a ring R and Φ be a set of linear
non-equalities over R. Then, there exist decision trees DT(R) (resp. DTsw (R)) for (φ ∪ {x =
0 ∨ x = 1 | x ∈ vars(φ)}, Φ) (resp. (φ, Φ)) of size s iff there exist tree-like Res(linR )
W
(resp. tree-like Ressw (linR )) derivations of the clause ¬Φ = f 6=0∈Φ f = 0 from φ of size
O(s).
Proof. (⇒) Let Tφ be an NLDT of type DT(R) or DTsw (R) for φ. We construct a tree-like
Res(linR ) or tree-like Ressw (linR ) derivation from Tφ , respectively, as follows. Consider
the tree of clauses π0 , obtained from Tφ by replacing every vertex u with the clause ¬Φu .
This tree is not a valid tree-like derivation yet. We augment it to a valid derivation π by
appropriate insertions of applications of weakening and simplification rules.
Case 1: If ¬Φu ∈ π0 is a leaf, then Φu violates a clause D ∈ φ ∪ {0 = 0}. By condition 2 in
Definition 22, ¬Φu must be a weakening of D (syntactic for Tφ ∈ DT(R) and semantic
for Tφ ∈ DTsw (R)) and we add D as the only child of this node.
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Case 2: Let ¬Φu ∈ π0 be an internal node with two outgoing edges labeled with fu 6= 0 and
gu 6= 0.
If Tφ ∈ DT(R), then αfu + βgu =
6 0 ∈ Φu ∪ {a 6= 0 | a ∈ R \ 0}. Apply resolution to
¬Φl(u) = (¬Φu ∨ fu = 0) and ¬Φr(u) = (¬Φu ∨ gu = 0) to derive ¬Φu ∨ αfu + βgu = 0. In
case αfu + βgu =
6 0 ∈ Φu this clause coincides with ¬Φu and no additional steps are required.
In case αfu + βgu 6= 0 ∈ {a 6= 0 | a ∈ R \ 0} insert an application of the simplification rule to
get a derivation of ¬Φu .
If Tφ ∈ DTsw (R), Φu |= αfu + βgu 6= 0, we derive ¬Φu ∨ αfu + βgu = 0 from ¬Φl(u) =
(¬Φu ∨ fu = 0) and ¬Φr(u) = (¬Φu ∨ gu = 0) by an application of the resolution rule and
then deriving ¬Φu by an application of the semantic weakening rule.
(⇐) Conversely, assume π is a tree-like Res(linR ) or a tree-like Ressw (linR ) derivation of a
(possibly empty) clause C from φ. In what follows, when we say weakening we mean syntactic
or semantic weakening depending on π being a tree-like Res(linR ) or a tree-like Ressw (linR )
derivation, respectively.
Let the edges in the proof-tree of π be directed from conclusion to premises. We turn
this proof-tree into a decision tree Tπ for (φ, ¬C) as follows. Every node of outgoing degree
2 in the proof-tree π is a clause obtained from its children by a resolution rule. For each
such node C ∨ D ∨ (αf + βg = 0) we label its outgoing edges to C ∨ f = 0 and D ∨ g = 0
with f =
6 0 and g =
6 0, respectively. We contract all unlabeled edges, which are precisely
those corresponding to applications of weakening and simplification rules. If C1 , . . . , Ck is a
maximal (with respect to inclusion) sequence of weakening and simplification rule applications
(the latter occur only in Res(linR ) derivations), then we contract it to Ck . In this way we
obtain the tree Tπ , where every edge is labeled with linear non-equality and every node u
is labeled with a clause Cu such that if f 6= 0 and g 6= 0 are labels of edges to the left l(u)
and to the right r(u) children respectively, then Cu is a weakening and a simplification (the
latter again in case of Res(linR )) of the clause C ∨ D ∨ αf + βg = 0 for some α, β ∈ R, such
that Cl(u) = (C ∨ f = 0), Cr(u) = (D ∨ g = 0).
We now prove that Tπ is a valid decision tree of type DT(R) (respectively, DTsw (R)) if
π is a tree-like Res(linR ) derivation (respectively, tree-like Ressw (linR ) derivation).
Case 1: Assume π is tree-like Res(linR ) derivation. We prove inductively that for every node
u in Tπ we have ¬Cu ⊆ Φu .
Base case: u is the root r. We have Φr = ¬C = ¬Cr .
Induction step: For any other node u assume ¬Cp ⊆ Φp ∪ {a 6= 0 | a ∈ R \ 0} holds for its
parent node p. Let f 6= 0 be the label on the edge from p to u. Then Cu = (C ∨ f = 0)
for some clause C and Cp must be of the form (C ∨ D) for some clause D, and hence
¬Cu ⊆ ¬C ∪ {f 6= 0} ⊆ ¬Cp ∪ {f 6= 0} ⊆ Φp ∪ {f 6= 0} = Φu .
Now we show that Tπ satisfies the conditions of Definition 22 for DT(R) trees.
(Internal nodes) Let u be an internal node of Tπ with outgoing edges labeled with f 6= 0
and g 6= 0. Cu must be both a weakening and a simplification of (C ∨ αf + βg = 0) for
some α, β ∈ R and a linear clause C. If αf + βg 6= 0 ∈ {a 6= 0 | a ∈ R \ 0}, then the
condition trivially holds, otherwise αf + βg = 0 cannot be eliminated via simplification
and thus αf + βg 6= 0 ∈ ¬Cu and ¬Cu ⊆ Φu imply αf + βg 6= 0 ∈ Φu and the condition
for internal nodes in Definition 22 is satisfied.
(Leaves) Let u be a leaf of Tπ . Then Cu must be both a weakening and a simplification
of some clause C in φ ∪ {x = 0 ∨ x = 1 | x ∈ vars(φ)} ∪ {0 = 0}, that is Cu = (C ∨ D)
for some clause D. Therefore ¬Cu ⊆ Φu implies that C is falsified by Φu .
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Case 2: Assume π is a tree-like Ressw (linR ) derivation. We prove inductively that for every
node u in Tπ , Cu |= ¬Φu holds.
Base case: u is the root r and we have ¬Φr = C = Cr .
Induction step: u is a node which is not the root. If Cp |= ¬Φp holds for its parent p
and f 6= 0 is the label on the edge from p to u, then (C ∨ D ∨ αf + βg = 0) |= Cp ,
Cu = (C ∨ f = 0) for some α, β ∈ R a linear form g and some linear clauses C, D.
Therefore, Cu = (C ∨ f = 0) |= (Cp ∨ f = 0) |= (¬Φp ∨ f = 0) = ¬Φu .
We now show that Tπ satisfies the conditions of Definition 22 for DTsw (R) trees.
(Internal nodes) Let u be an internal node of Tπ with outgoing edges labeled with
f 6= 0 and g =
6 0. Then (C ∨ αf + βg = 0) |= Cu for some α, β ∈ R and a linear clause
C. Therefore Cu |= ¬Φu implies Φu |= αf + βg 6= 0.
(Leaves) Let u be a leaf of Tπ . Then Cu must be a weakening of some clause C in
φ ∪ {0 = 0}, that is, Cu = (C ∨ D) for some clause D. Therefore Cu |= ¬Φu implies
that C is falsified by Φu .
J
An immediate corollary is the following:
I Proposition 28. If φ ∪ {C} is a set of linear clauses over a ring R such that φ |= C,
then there exists a tree-like Res(linR ) derivation of C from φ of size O(2n |C|), where n =
vars(φ ∪ {C}) .
Proof. By Proposition 24 there exists a DT(R) tree for (φ ∪ {x = 0 ∨ x = 1 | x ∈ vars(φ ∪
{C})}, ¬C) of size O(2n |C|) and, thus, by Theorem 27 there exists a tree-like Res(linR )
derivation of C from φ of size O(2n |C|).
J
We construct an NLDT to prove the following upper bound:
I Proposition 29. Let R be a finite ring, f = a1 x1 + · · · + an xn a linear form over R, sf the
size of Im(f ) (i.e., the size of its encoding) and df = |im2 (f )|. Then, there exists a tree-like
Res(linR ) derivation of Im(f ) of size O(sf n2df ).
Proof. We construct a decision tree of type DT(R) of size O(sf n2df ) with the system
Φr = {f 6= A}A∈im2 (f ) at its root r. By Theorem 27 this implies the existence of a tree-like
Res(linR ) proof of Im(f ) of the same size.
Let f (1) := a1 x1 + · · · + ab n2 c xb n2 c and f (2) := ab n2 c+1 xb n2 c+1 + · · · + an xn . The decision

tree for Im(f
) is constructed recursively as a tree of height 2df , where a subtree for Im f (1) or

for Im f (2) is hanged from each leaf. At every node u of depth d the system of non-equalities
(1)
(2)
(i)
is of the form: Φu = Φr ∪ Φu ∪ Φu , where Φu ⊆ {f (i) =
6 A}A∈im2 (f (i) ) , i ∈ {1, 2}
(1)

(2)

(i)

and |Φu | + |Φu | = d. A node u is a leaf if and only if Φu = {f (i) 6= A}A∈im2 (f (i) )
for some i ∈ {1, 2}. The branching at an internal node u is made by the non-equality
(i)
f (1) − A1 + f (2) − A2 6= 0, for some Ai ∈ im2 (f (i) ) where f (i) − Ai ∈
/ Φu , i ∈ {1, 2}. The size
sn of this tree can be upper bounded as follows: sn ≤ 22df sb n2 c+1 + sf 22df = O(sf n2df ). J

5.2

Prover-Delayer Games

The Prover-Delayer game is an approach to obtain lower bounds on resolution refutations
introduced by Pudlák and Impagliazzo [25]. The idea is that the non-existence of small
decision trees, and hence small tree-like resolution refutations, for an unsatisfiable formula,
can be phrased in terms of the existence of a certain strategy for Delayer in a game against
Prover, associated to the unsatisfiable formula. We define such games GR and GR
sw for
decision trees DT(R) and DTsw (R), respectively. Below we show (Lemma 30) that the
existence of certain strategies for the Delayer in GR and GR
sw imply lower bounds on the size
of DT(R) and DTsw (R) trees, respectively.
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The game
Let φ be a set of linear clauses and Φs be a set of linear non-equalities. Consider the following
game between two parties called Prover and Delayer. The game goes in rounds, consisting of
one move of Prover followed by one move of Delayer. The position in the game is determined
by a system of linear non-equalities Φ, which is extended by one non-equality after every
round. The starting position is Φs .
In each round, Prover presents to Delayer a possible branching f 6= 0 and g 6= 0 over a
linear non-equality f + g 6= 0, such that f + g =
6 0 ∈ Φ ∪ {a =
6 0 | a ∈ R \ 0} or Φ |= f + g 6= 0
in GR and GR
,
respectively.
After
that,
Delayer
chooses
either f =
6 0 or g 6= 0 to be
sw
added to Φ, or leaves the choice to the Prover and thus earns a coin. The game GR finishes,
when ¬C ⊆ Φ for some C ∈ φ ∪ {0 = 0}, and GR
sw finishes, when Φ |= ¬C for some clause
C ∈ φ ∪ {0 = 0}.
I Lemma 30. If there exists a strategy with a starting position Φs for Delayer in the game
GR (respectively, GR
sw ) that guarantees at least c coins on a set of linear clauses φ, then the
size of a DT(R) (respectively DTsw (R)) tree for φ, with the system Φs in the root, must be
at least 2c .
Proof. Assume that T is a tree of type DT(R) (respectively, DTsw (R)) for φ. We define an
embedding of the full binary tree Bc of height c to T inductively as follows. We simulate
Prover in the game GR (respectively, GR
sw ) by choosing branchings from T and following to
a subtree chosen by the Delayer until Delayer decides to earn a coin and leaves the choice to
the Prover or until the game finishes. In case we are at a position where Delayer earns a
coin, and which corresponds to a vertex u in T , we map the root of Bc to u and proceed
inductively by embedding two trees Bc−1 to the left and right subtrees of u, corresponding
to two choices of the Prover.
J

5.3

Lower Bounds for the Subset Sum with Small Coefficients

We now turn to tree-like lower bounds. In this section we prove tree-like Res(linQ ) lower bound
for SubSum(f ) including instances, where coefficients of f are small, and tree-like Ressw (linF )
lower bound for ImAv (±x1 ± · · · ± xn ).
The proof of tree-like Res(linQ ) lower bound for SubSum(f ) goes in two stages. Assume
f depends on n variables. First, as in the proof of dag-like lower bound in Sec. 4 we use
Theorem 18 to transform refutations π of f = 0 to derivations π 0 of a clause Cπ from only
the boolean axioms. We ensure that π 0 is not much larger than π and Cπ possesses the
following property, which makes it hard to derive: for every disjunct g = 0 in Cπ the linear
polynomial g depends on at least n2 variables. Second, we use Prover-Delayer games to prove
the lower bound for derivations of any clause with this property. The proof that Delayer’s
strategy succeeds to earn sufficiently many coins is guaranteed by a bound on size of essential
coverings of hypercubes.
I Definition 31. Let H be a set of hyperplanes in Qn . We say that F forms essential
cover of the cube Bn = {0, 1}n if:
Every point of Bn is covered by some hyperplane in H.
No proper subset H0 ( H covers Bn .
No axis in Qn is parallel to all hyperplanes in H. In other words, if H = {H1 , . . . , Hm }
and fi = 0 is the linear equation defining Hi , i ∈ [m], then every variable xj , j ∈ [n],
occurs with nonzero coefficient in some fi .
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I Theorem 32 ([21]). Any essential cover of the cube Bn in Qn must contain at least
√
1
2 ( 4n + 1 + 1) hyperplanes.
We use Prover-Delayer games to prove the lower bound below.
W
I Theorem 33. Any tree-like Res(linQ ) derivation of any tautology of the form j∈[N ] gj = 0,
for some positive
N , where each gj is linear over Q and depends on at least n2 variables, is
√
Ω( n)
of size 2
.
Proof. According to the definitions in Sec. 5.2 the corresponding Prover-Delayer game is on
0 = 0 and starts with the position
Φr = {gj 6= 0 | j ∈ [N ]} .
The game finishes at a position Φ, where {xi =
6 0, xi 6= 1} ⊆ Φ for some i ∈ [n] or 0 6= 0 ∈ Φ.
√
We now define a Delayer’s strategy that guarantees Ω( n) coins and by Lemma 30 obtain
the lower bound.
If Φ is a position in the game, denote by Φc ⊂ Φ the subset of so-called “coin” nonequalities, that is, non-equalities that were chosen by Prover when Delayer decided to leave
the choice to Prover and earn a coin. The number |Φc | is then precisely the number of coins
earned by Delayer at Φ. Throughout the game Delayer constructs a partial assignment ρI
for variables in
p I ⊆ [n] and a set of non-equalities ΦI ⊆ Φc , such that:
1. |ΦI | = Ω( |I|);
2. for all g 6= 0 ∈ (Φ ρI ) \ (Φc ρI ), the function g depends on at least n2 − |I| variables;
3. ΦI contains variables only from I; and
4. Φc ρI is 0-1 satisfiable.
In the beginning both ρI and ΦI are empty.
Let the position in the game be defined by a system Φ and let the branching chosen by
the Prover be g1 6= 0 and g2 =
6 0, where g1 + g2 6= 0 ∈ Φ. Delayer does the following. Before
making any decision Delayer checks if there exists some nonconstant linear g with variables
in [n] \ I such that (Φc ρI ) ∪ {g 6= 0} is unsatisfiable over 0-1.
In case it holds, Ψ := (Φc \ ΦI ) ρI ∪{g =
6 0} must be 0-1 unsatisfiable. Consider a
minimal subset Ψ0 ⊆ Ψ such that Ψ0 is 0-1 unsatisfiable and denote I 0 ⊆ [n] the set of
variables that occur in Ψ0 . As Ψ00 := Ψ0 \ {g 6= 0} is 0-1 satisfiable, there exists an assignment
ρI 0 for variables in I 0 , that satisfies Ψ00 . Delayer extends the assignment ρI with ρI 0 to ρI∪I 0
and defines ΦI∪I 0 := ΦI ∪ Ψ00 .
If Ψ0 = {g1 6= 0, . . . , gk =
6 0}, then the hyperplanes H1 , . . . , Hk defined by the equations
0 | . Therefore, by Theorem 32,
g1 = 0, . . . , gk = 0 form
p an essential cover of thepcube B|I p
p
|Ψ00 | = |Ψ0 | − 1 ≥ 12 · |I 0 | and thus |ΦI∪I 0 | ≥ 12 · |I| + 12 · |I 0 | ≥ 21 · |I ∪ I 0 |.
If necessary, Delayer repeats the above procedure constructing extensions ρI1 ⊂ · · · ⊂ ρIL
and ΦI1 ⊂ · · · ⊂ ΦIL , where I1 = I ⊂ . . . ⊂ IL , until there is no g 6= 0 inconsistent with
Φc ρIL as described above. The new value of I is set to IL . After that Delayer does the
following:
1. if g1 ρI = 0, then choose g2 6= 0;
2. otherwise, if g2 ρI = 0, then choose g1 6= 0;
3. if none of the above cases hold, leave the choice to Prover and earn a coin.
Denote by Φ0 and Φ0c ⊆ Φ0 the new position and the subset of “coin” non-equalities,
respectively, after the choice is made. It is easy to see that the property that any g 6= 0 ∈
(Φ0 ρI ) \ (Φ0c ρI ) depends on at least n2 − |I| variables still holds.
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It follows from the definition of Delayer’s strategy that Φc is always 0-1 satisfiable.
Therefore if Φ is the endgame position, that is if 0 6= 0 ∈ Φ or {xi 6= 0, xi 6= 1} ⊂ Φ for some
i ∈ [n], then 0 6= 0 ∈ (Φ ρI ) \ (Φc ρI ) or {xi 6= 0, xi =
6 1} ⊂ (Φ p
ρI ) \ (Φc ρI ) respectively.
√
This implies that |I| ≥ n2 − 1 and therefore |Φc | ≥ |ΦI | ≥ 21 · |I| = Ω( n). Thus the
√
number of coins earned by Delayer is Ω( n).
J
I Corollary 34. Let f be any linear polynomial over √Q that depends on n variables. Then
tree-like Res(linQ ) derivations of Im(f ) are of size 2Ω( n) .
I Theorem 35. If f is a linear polynomial over Q, which depends on √n variables and
0∈
/ im2 (f ), then every tree-like Res(linQ ) refutation of f = 0 is of size 2Ω( n) .
Proof. Consider the following predicate P on linear polynomials: P(g) = 1 iff g depends
on at least n2 variables. It is easy to see that P satisfies the conditions in Theorem 18
with respect to f . Therefore by Theorem 18 for every refutation π of f = 0 there exists a
derivation π 0 of a clause Cπ from the boolean axioms such
that |π 0 | = O(n
· |π|3 ) and P(g)
√
√
Ω( n)
0
Ω( n)
and |π| = 2
.
J
for every g = 0 in Cπ . Thus, by Theorem 33 |π | = 2
I Lemma 36. Let Φ be a satisfiable system of m non-equalities over F. If Φ |= 1 x1 + · · · +
n xn = A for some i ∈ {−1, 1} ⊂ F, A ∈ F, then m ≥ n4 .
Note that A must be an integer (inside F), since the coefficients of variables are all −1, 1,
and the variables themselves are boolean (since |= stands for semantic implication over 0-1
assignments only).
Proof. Let Φ = {a1 · x + b1 =
6 0, . . . , am · x + bm 6= 0} and put σ = A mod 2, f =
1 x1 + · · · + n xn . Then
f ≡ 1 − σ (mod 2) |= f 6= A
|= (a1 · x + b1 ) · . . . · (am · x + bm ) = 0.
By Theorem 4.4 in Alekhnovich-Razborov [2], the function f ≡ 1 − σ (mod 2) is n4 -immune,
that is, the degree of any non-zero polynomial g such that f ≡ 1 − σ (mod 2) |= g = 0 must
be at least n4 . Therefore m ≥ n4 .
J
I Theorem 37. We work over Q. Let f = 1 x1 + · · · + n xn , where i ∈ {−1, 1}. Then any
n
tree-like Ressw (linQ ) refutation of ImAv (f ) is of size at least 2 4 .
Proof. According to the definitions in Sec. 5.2 the corresponding Prover-Delayer game is
on ImAv (f ) and starts with the empty position. The game finishes at a position Φ, where
Φ |= f − A = 0 for some A ∈ im2 (f ).
We now define a Delayer’s strategy that guarantees n4 coins and by Lemma 30 obtain the
lower bound.
The strategy is as follows. Let the position in the game be defined by a system Φ and let
the branching chosen by the Prover be g1 6= 0 and g2 6= 0, where Φ |= g1 + g2 6= 0. Delayer
does the following:
1. if g2 6= 0 is inconsistent with Φ, but g1 6= 0 is consistent with Φ, then choose g1 6= 0;
2. if g1 6= 0 is inconsistent with Φ, but g2 6= 0 is consistent with Φ, then choose g2 6= 0;
3. if none of the above holds, then leave the choice to the Prover and earn a coin.
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We now prove that this strategy guarantees the required number of coins.
Suppose that the game has finished at a position Φ. The strategy of Delayer guarantees
that Φ is satisfiable and Φ contradicts a clause hf 6= Ai of ImAv (f ), that is Φ |= f − A = 0
for some A ∈ im2 (f ). Let ζ1 , . . . , ζ` be the set of non-equalities in Φ, in the order they were
added to Φ. Let Ψ ⊆ Φ be the set of all ζi , i ∈ [`], such that ζi is not implied by previous
non-equalities ζj , for j < i. Then, Delayer earns at least |Ψ| coins, Ψ |= f = A, and by
Lemma 36 we conclude that |Ψ| ≥ n4 .
J

5.4

Lower Bounds for the Pigeonhole Principle

Here we prove that every tree-like Ressw (linF ) refutations of ¬PHPm
n must have size at least
n−1
2Ω( 2 ) (see Sec. 2.3.1 for the definition of ¬PHPm
).
Together
with
the upper bound for
n
dag-like Res(linF ) (Theorem 17) this provides a separation between tree-like and dag-like
Ressw (linF ) in the case char(F) = 0, for formulas in CNF. The lower bound argument is
comprised of exhibiting a strategy for Delayer in the Prover-Delayer game. Delayer’s strategy
is similar to that in [17]. However, the proof that Delayer’s strategy guarantees sufficiently
many coins relies on Lemma 39, which is a generalization of Lemma 3.3 in [17] for arbitrary
fields. Since the proof of Lemma 3.3 in [17] for the F2 case does not apply to arbitrary fields,
our proof is different, and uses a result from Alon-Füredi [4] on the hyperplane coverings of
the hypercube.
I Theorem 38. For every field F, the shortest tree-like Ressw (linF ) refutation of ¬PHPm
n
n−1
has size 2Ω( 2 ) .
Proof. We prove that there exists a strategy for Delayer in the ¬PHPm
n game, which
guarantees Delayer to earn n−1
coins.
Following
the
terminology
in
[17],
we
call
an assignment
2
m
mn
xi,j 7→ αij , for α ∈ {0, 1} , proper if it does not violate Pigeonsn , namely, if it does not send
two distinct pigeons to the same hole. We need to prove several lemmas before concluding
the theorem.
I Lemma 39. Let Ax + b be a system of k linear non-equalities over a field F with n
variables and where x = 0 is a solution, that is, 0 + b. If k < n, then there exists a non-zero
boolean solution to this system.
Proof. Let a1 , . . . , ak be the rows of the matrix A. The boolean solutions to the system
Ax + b are all the points of the n-dimensional boolean hypercube Bn := {0, 1}n ⊂ Fn , that
are not covered by the hyperplanes H := {a1 x − b1 = 0, . . . , ak x − bk = 0}. We need to show
that if k < n and 0 ∈ Bn is not covered by H, then some other point in Bn is not covered by
H as well. This follows from [4]:
I Corollary from Alon-Füredi [4, Theorem 4]. Let
Pn
Y (l) := {(y1 , . . . , yn ) ∈ Fn | ∀i ∈ [n], 0 < yi ≤ 2, and
i=1 yi ≥ l} . For any field F, if k
hyperplanes in Fn do not cover Bn completely, then they do not cover at least M (2n − k)
points from Bn , where
Y
M (l) :=
min
yi .
(y1 ,...,yn )∈Y (l)

1≤i≤n

Thus, if k < n hyperplanes do not cover Bn completely, then they do not cover at least
M (n + 1) points. The set Y (n + 1) in the Corollary above consists of all tuples (y1 , . . . , yn ),
where yi = 2 for some i ∈ [n] and yj = 1 for j ∈ [n], j 6= i. Therefore M (n + 1) = 2.
J
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For two boolean assignments α, β ∈ {0, 1}n , denote by α ⊕ β the bitwise xor of the two
assignments.
I Lemma 40. Let Ax + b be a system of k linear non-equalities over a field F with n > k
variables and let α ∈ {0, 1}n be a solution to the system. Then, for every choice I of k + 1
bits in α, there exists at least one i ∈ I so that flipping the ith bit in α results in a new
solution to Ax + b. In other words, if I ⊆ [n] is such that |I| = k + 1, then there exists a
boolean assignment β 6= 0 such that {i | βi = 1} ⊆ I and A(α ⊕ β) + b.
Proof. Let I ⊆ {0, 1}n . Denote by A?I the matrix with columns {(1 − 2αi )ai | i ∈ I}, where
ai is the ith column of A. That is, A?I is the matrix A restricted to columns i with i ∈ I and
where column i flips its sign iff αi is 1.
Assume that β ∈ {0, 1}n is nonzero and all its 1’s must appear in the indices in I, that
is, {i | βi = 1} ⊆ I. Given a set of indices J ⊆ [n], denote by βJ the restriction of β to the
indices in J. Similarly, for a vector v ∈ Fn , vJ denotes the restriction of v to the indices in J.
B Claim. A(α ⊕ β) + b iff A?I βI + b − Aα.
Proof. We prove that A(α⊕β) = A?I βI +Aα. Consider any row v in A, and the corresponding
row v?I in A?I . Notice that v · (α ⊕ β) (for “·” the dot product) equals the dot product of v
and α ⊕ β, where both vectors are restricted only to those entries in which α and β differ.
Considering entries outside I, by assumption we have β[n]\I = 0, which implies that
v[n]\I · (α ⊕ β)[n]\I = v[n]\I · α[n]\I .

(9)

On the other hand, considering entries inside I, we have
vI · (α ⊕ β)I = vI · αI + v?I · βI .

(10)

Equation (10) can be verified by inspecting all four cases for the ith bits in α, β, for i ∈ I, as
follows: for those indices i ∈ I, such that αi = 1 and βi = 0, only vI · α contributes to the
right hand side in (10). If αi = 1 and βi = 1, then by the definition of A?I , the two summands
in the right hand side in (10) cancel out. The cases αi = 0, βi = 1 and αi = βi = 0, can also
be inspected to contribute the same values to both sides of (10).
The two equations (9) and (10) concludes the claim.
C
We know that Aα + b, and we wish to show that for some nonzero β ∈ {0, 1}n where
{i | βi = 1} ⊆ I, it holds that A(α ⊕ β) + b. By the claim above it remains to show the
existence of such β where A?I βI + b − Aα. But notice that b − Aα + 0, since Aα + b,
and that A?I βI is a matrix of dimension k × (k + 1). Therefore, by Lemma 39, the system
A?I βI + b − Aα has a nonzero solution, that is, there exists a β 6= 0 for which all ones are in
the I entries, such that A?I βI + b − Aα.
J
I Lemma 41. Assume that a system Ax + b of k ≤ n−1
2 non-equalities over F with variables
{xi,j }(i,j)∈[m]×[n] has a proper solution. Then, for every i ∈ [m] there exists a proper solution
W
to the system, that satisfies the clause j∈[n] xi,j . In other words, for every pigeon, there
exists a proper solution that sends the pigeon to some hole.
Proof. We first show that if there exists a proper solution of Ax + b, then there exists a
proper solution of this system with at most k ones. Let α be a proper solution with at least
k + 1 ones. If I is a subset of k + 1 ones in α, then Lemma 40 assures us that some other
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proper solution can be obtained from α by flipping some of these ones (note that flipping
one to zero preserves the properness of assignments). Thus the number of ones can always
be reduced until it is at most k.
Let α be a proper solution with at most k ones. The condition k ≤ n−1
implies that
2
there are n − k ≥ k + 1 free holes. Let J be a subset of size k + 1 of the set of indices of free
holes. Then for any i ∈ [m] some of the bits in I = {(i, j) | j ∈ J} can be flipped and still
satisfy Ax + b, by Lemma 40. (As before, flipping from one to zero maintains the properness
W
of the solution.) Hence, the resulting proper solution must satisfy the clause j∈[n] xi,j . J
We now describe the desired strategy for Delayer.
Delayer’s Strategy. Let a position in the game be defined by the system of non-equalities Φ
and assume that the branching chosen by Prover is f0 6= 0 or f1 6= 0, where Φ |= f0 + f1 6= 0.
The only objective of Delayer is to ensure that the system Φ has proper solutions. Delayer
uses the opportunity to earn a coin whenever both Φ ∪ {f0 6= 0} and Φ ∪ {f1 6= 0} have
proper solutions by leaving the choice to Prover. Otherwise, in case Φ ∧ Pigeonsm
n |= fi = 0,
m
for some i ∈ {0, 1}, Delayer chooses f1−i 6= 0, which must satisfy Φ ∧ Pigeonsn |= f1−i 6= 0,
and so the sets of proper solutions of Φ and Φ ∪ {f1−i 6= 0} are identical.
This strategy ensures, that for every end-game position Φ, Φ has proper solutions and
0
Φ |= ¬Holesm
n . Note that Φ has the same proper solutions as Φ , obtained by throwing away
from Φ all non-equalities that were added by Delayer when making a choice. Therefore, if
m
m
n−1
0
0
Φ |= ¬Holesm
n , then Φ ∧ Pigeonsn |= ¬Holesn and thus |Φ | > 2 by Lemma 41.
0
Since |Φ | is precisely the number of coins earned by Delayer, this gives the desired lower
bound.
J

6

Size-Width Relation and Simulation by Polynomial Calculus

In this section we prove a size-width relation for tree-like Res(linR ) (Theorem 44), which then
implies an exponential lower bound on the size of tree-like Ressw (linR ) refutations in terms of
the principal width of refutations (Definition 5). The connection between the principal width
and the degree of PC refutations for finite fields F, together with lower bounds on degree of
PC refutations from [2] on Tseitin mod p formulas and random CNFs, imply exponential
lower bounds for the size of tree-like Ressw (linF ) for these instances (Corollaries 46 and 47).
I Proposition 42. Let φ = {Ci }1≤i≤m be a set of linear clauses and x ∈ vars(φ). Assume
that l is a linear form in the variables vars(φ) \ {x}. Then, there is a Res(linR ) derivation
π of {Ci x←l ∨hx − l 6= 0i}1≤i≤m from φ of size polynomial in |φ| + |Im(l)| and such that
ω0 (π) ≤ ω0 (φ) + 2.
Proof. The clause x − l = 0 ∨ hx − l 6= 0i is derivable in Res(linR ) in polynomial in |Im(l)|
size by Proposition 10. Assume
_

(Nj )
(1)
C=
fj + aj x + bj = 0 ∨ · · · ∨ fj + aj x + bj
=0 ,
j∈[k]

where x ∈
/ vars(fi ) and we have grouped disjuncts so that ω0 (C) = k. Then we resolve
these
groups
one by one with x − l = 0 ∨ hx − l 6= 0i and after N
1 + . . . + Nk steps yield
W
(Nj )
(1)
= 0 ∨ hx − l 6= 0i . It is easy to see that
j∈[k] fj + aj l + bj = 0 ∨ · · · ∨ fj + aj l + bj
the principal width never exceeds k + 2 along the way. Therefore ω0 (π) ≤ ω0 (φ) + 2.

J
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I Corollary 43. Let φ = {Ci }1≤i≤m be a set of linear clauses and x ∈ vars(φ). Suppose
that l is a linear form with variables vars(φ) \ {x} and that π is a Res(linR ) refutation of
φ x←l ∪{l = 0 ∨ l = 1}. Then, there exists a Res(linR ) derivation π
b of hx − l 6= 0i from φ,
such that S(b
π ) = O(S(π) + |Im(l)|) and ω0 (b
π ) ≤ max (ω0 (π) + 1, ω0 (φ) + 2). Additionally,
there is a refutation π
b0 of φ ∪ {x − l = 0} where ω0 (b
π 0 ) ≤ max(ω0 (π), ω0 (φ) + 2).
Proof. By Proposition 42 there exists a derivation πs of
{Ci x←l ∨hx − l 6= 0i}1≤i≤m ∪ {l = 0 ∨ l = 1 ∨ hx − l 6= 0i}
from φ of width at most ω0 (φ) + 2. Composing πs with π ∨ hx − l 6= 0i yields the derivation
π
b of hx − l 6= 0i from φ.
Moreover, by taking the derivation πs and adding to it the axiom x − l = 0, and then using
a sequence of resolutions of πs with x−l = 0, we obtain a derivation of φ x←l ∪{l = 0∨l = 1}
from φ ∪ {x − l = 0}. The latter derivation composed with π yields the refutation π
b0 of
φ ∪ {x − l = 0} of width at most max(ω0 (π), ω0 (φ) + 2).
J
I Theorem 44. Let φ be an unsatisfiable set of linear clauses over a field F. The following
size-width relation holds for both tree-like Res(linF ) and tree-like Ressw (linF ):
S(φ `⊥) = 2Ω(ω0 (φ`⊥)−ω0 (φ)) .
Proof. We prove by induction on n, the number of variables in φ, the following:
ω0 (φ `⊥) ≤ dlog2 S(φ `⊥)e + ω0 (φ) + 2 .
Base case: n = 0. Thus φ must contain only linear clauses a = 0, for a ∈ F, and the principal
width for refuting φ is therefore 1.
Induction step: Let π be a tree-like refutation of φ = {C1 , . . . , Cm } such that S(π) = S(φ `⊥)
(i.e., π is of minimal size). Without loss of generality, we assume that the resolution rule
in π is only applied to simplified clauses, that is clauses not containing disjuncts 1 = 0 in
case of tree-like Res(linF ) and not containing unsatisfiable f = 0, 0 ∈
/ im2 (f ) in case of
tree-like Ressw (linF ). The former can be eliminated by the simplification rule and the latter
by the semantic weakening rule. By this assumption, the empty clause at the root of π is
derived in tree-like Res(linF ) (resp. tree-like Ressw (linF )) as a simplification (resp. weakening)
of an unsatisfiable h = 0 (1 = 0 in case of tree-like Res(linF )) equation, which is derived by
application of the resolution rule. Denote the left and right subtrees, corresponding to the
premises of h = 0, by π1 and π2 , respectively.
The roots of π1 and π2 must be of the form f1 = 0 and f2 = 0, respectively, where
f1 − f2 = h. Therefore,
f1 = l(x1 , . . . , xn−1 ) + an xn and f2 = l(x1 , . . . , xn−1 ) + an xn − h ,
Pn−1
for some l(x1 , . . . , xn−1 ) = i=1 ai xi + B, where ai , B ∈ F.
Assume without loss of generality that an 6= 0 and S(π1 ) ≤ S(π2 ). We now use the
induction hypothesis to construct a narrow derivation π1• of f1 = 0 such that
ω0 (π1• ) ≤ dlog2 S(π1 )e + 1 + ω0 (φ) + 2
≤ dlog2 S(π)e + ω0 (φ) + 2 .
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For every nonzero A ∈ im2 (f1 ) define the partial linear substitution ρA as xn ← (A −
l(x1 , . . . , xn−1 ))a−1
n . Thus, f1  ρA = A. The set of linear clauses

−1
φ ρA ∪ (A − l)a−1
(11)
n = 0 ∨ (A − l)an = 1
is unsatisfiable and has n − 1 variables, and is refuted by π1 ρA .
By induction hypothesis there exists a (narrow) refutation π1A of (11) with
ω0 (π1A ) ≤ dlog2 S(π1 ρA )e + ω0 (φ) + 2
≤ dlog2 S(π1 )e + ω0 (φ) + 2 .
By Corollary 43 there exists a derivation π
b1A of hl + an xn 6= Ai from φ such that ω0 (b
π1A ) ≤
A
max(ω0 (π1 ) + 1, ω0 (φ) + 2) ≤ dlog2 S(π1 )e + ω0 (φ) + 3. By Proposition 12 there exists a
derivation π1• of f1 = 0 such that ω0 (π1• ) ≤ dlog2 S(π1 )e + ω0 (φ) + 3 ≤ dlog2 S(π)e + ω0 (φ) + 2.
Consider the following substitution ρ: xn ← −l · a−1
n . Then, π2 |ρ is a derivation of
−1
0
h = 0 from φ|ρ ∪ {−l · a−1
n = 0 ∨ −l · an = 1}, which we augment to refutation π2 by
taking composition with simplification (resp. weakening) in case of tree-like Res(linF ) (resp.
tree-like Ressw (linF )). By induction hypothesis there exists a refutation π2• of width
ω0 (π2• ) ≤ dlog2 (S(π20 ) + 1)e + ω0 (φ) + 2
≤ dlog2 S(π)e + ω0 (φ) + 2 ,
and thus by Corollary 43 there exists a refutation π
b2• of φ ∪ {f1 = 0} of width ω0 (b
π2• ) ≤
•
•
b2 and π1 gives a refutation of φ of the desired
dlog2 S(π)e + ω0 (φ) + 2. The combination of π
width.
J
I Theorem 45. Let F be a field and π be a Res(linF ) refutation of an unsatisfiable set of
linear clauses φ. Then, there exists a P C F refutation π 0 of (the arithmetization of) φ of
degree ω(π).
Proof. The idea is to replace every clause C = (f1 = 0 ∨ . . . ∨ fm = 0) in π by its
arithmetization a(C) := f1 · . . . · fm , and then augment this sequence to a valid P C F
derivation by simulating all the rule applications in π by several P C F rule applications.
Case 1: If D = (C ∨ g1 = 0 ∨ . . . ∨ gm = 0) is a weakening of C, then apply the product and
the addition rules to derive a(D) = a(C) · g1 · . . . · gm from a(C).
Case 2: If D is a simplification of D ∨ 1 = 0, then a(D) = a(D ∨ 1 = 0).
Case 3: If D = (x = 0 ∨ x = 1) is a a boolean axiom, then a(D) = x2 − x is an axiom of
P C F.
Case 4: If D = (C ∨ C 0 ∨ E ∨ αf + βg = 0) is a result of resolution of (C ∨ E ∨ f = 0) and
(C 0 ∨E∨g = 0), where C and C 0 do not contain the same disjuncts, then by the product and
addition rules of PC we derive a(C) · a(C 0 ) · a(E) · f from a(C ∨ E ∨ f = 0) = a(C) · a(E) · f ,
and also derive a(C) · a(C 0 ) · a(E) · g from a(C 0 ∨ E ∨ f = 0) = a(C 0 ) · a(E) · f , and
then apply the addition rule to derive a(C) · a(C 0 ) · a(E) · (αf + βg) = a(D).
It is easy to see that the degree of the resulting P C F refutation is at most ω(π).
J
As a consequence of Theorems 44 and 45, and the relation ω0 ≥
from [2], we have the following:

1
|F| ω

as well as the results

I Corollary 46. For every prime p there exists a constant d0 = d0 (p) such that the following
holds. If d ≥ d0 , G is a d-regular Ramanujan graph on n vertices (augmented with arbitrary
orientation to its edges) and F is a finite field with char(F) 6= p, then for every function σ
(p)
(p)
such that ¬TSG,σ ∈ UNSAT, every tree-like Res(linF ) refutation of ¬TSG,σ has size 2Ω(dn) .
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(p)

Proof. Corollary 4.5 from [2] states that the degree of P C F refutations of ¬TSG,σ is Ω(dn).
(p)

1
Theorem 45 implies that the principal width of Res(linF ) refutations of ¬TSG,σ is Ω( |F|
dn) =

Ω(dn) and thus by Theorem 44 the size is 2Ω(dn) .

J

I Corollary 47. Let φ ∼ Fkn,∆ , k ≥ 3 and ∆ = ∆(n) be such that ∆ = o(n

Ω

any finite field. Then every tree-like Res(linF ) refutation of φ has size 2
probability 1 − o(1).

k−2
2

) and let
 F be

n
∆2/(k−2) ·log ∆

with

Proof. Corollary 4.7 from [2] states that the degree of P C F refutations of φ ∼ Fkn,∆ , where
k ≥ 3, is Ω(dn) with probability 1 − o(1). Theorem 45 implies that the principal width of
1
Res(linF ) refutations of φ ∼ Fkn,∆ is Ω( |F|
dn) = Ω(dn) and thus by Theorem 44 the size of
the refutations is 2Ω(dn) with probability 1 − o(1).

7

J

Conclusion

By the discussion in Sec. 1.1.4, for finite fileds we can take any CNF φ(x) known to be hard
for P C F (e.g. Tseitin formulas, random CNFs etc) and turn it into the linear system Rφ (x, y),
which we can prove is hard for tree-like Res(linF ). It is reasonable to conjecture that these
linear systems are also hard for dag-like Res(linF ) and to try to prove a lower bound for
them. However, this would require dealing with particular systems, arising from these CNFs
and, therefore, having a specific structure. Alternatively, we may turn our attention to fields
char(F) = 0: the hard instance in this case can be chosen freely among systems L(x), where
all coefficients are bounded by a constant: every equation in L(x) can be coded as a short
CNF formula, which admits short Res(linF ) derivations from L(x). Res(linF ) lower bound
for such a linear system would imply Res(linF ) CNF lower bound if char(F) = 0 and by
generalization of the proof of simulation of Res(linF2 ) by Res(linQ ) in [17] to arbitrary finite
fields, this would imply CNF Res(linF0 ) bounds for any finite field F0 .
Thus, for any field F, the general dag-like Res(linF ) lower bound problem for CNF can
be reduced to the following problem: find a 0-1 unsatisfiable linear system L(x) over Z
with coefficients bounded by a constant such that any Res(linQ ) refutation of L(x) is of
superpolynomial size.
Note that Res(linQ ) is pretty strong proof system: classical tautologies such as Pigeonhole Principle, Clique-Coclique Principle or (mod p)-Tseitin Tautologies are all easy
for Res(linQ )[26]. Therefore, even indentifying explicit hard candidate for Res(linQ ) is a
non-trivial problem. Linear systems in many respects are more handy to work with while
indentifying hardness conditions as well as analysing structure of Res(linQ ) proofs.
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Abstract
We study a new model of space-bounded computation, the random-query model. The model is
based on a branching-program over input variables x1 , . . . , xn . In each time step, the branching
program gets as an input a random index i ∈ {1, . . . , n}, together with the input variable xi (rather
than querying an input variable of its choice, as in the case of a standard (oblivious) branching
program). We motivate the new model in various ways and study time-space tradeoff lower bounds
in this model.
Our main technical result is a quadratic time-space lower bound for zero-error computations in
the random-query model, for XOR, Majority and many other functions. More precisely, a zero-error
computation is a computation that stops with high probability and such that conditioning on the
event that the computation stopped, the output is correct with probability 1. We prove that for any
Boolean function f : {0, 1}n → {0, 1}, with sensitivity k, any zero-error computation with time T
and space S, satisfies T · (S + log n) ≥ Ω(n · k). We note that the best time-space lower bounds for
standard oblivious branching programs are only slightly super linear and improving these bounds is
an important long-standing open problem.
To prove our results, we study a memory-bounded variant of the coupon-collector problem that
seems to us of independent interest and to the best of our knowledge has not been studied before. We
consider a zero-error version of the coupon-collector problem. In this problem, the coupon-collector
could explicitly choose to stop when he/she is sure with zero-error that all coupons have already been
collected. We prove that any zero-error coupon-collector that stops with high probability in time T ,
and uses space S, satisfies T · (S + log n) ≥ Ω(n2 ), where n is the number of different coupons.
2012 ACM Subject Classification Theory of computation → Models of computation
Keywords and phrases random-query model, time-space trade-offs, branching programs
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.20
Funding Ran Raz: Research supported by the Simons Collaboration on Algorithms and Geometry,
by a Simons Investigator Award and by the National Science Foundation grant No. CCF-1714779.
Wei Zhan: Research supported by the Simons Collaboration on Algorithms and Geometry, by a
Simons Investigator Award and by the National Science Foundation grant No. CCF-1714779.

1

Introduction

In this paper, we introduce a new model for studying time-space tradeoff lower bounds for
computation, the random-query model. The model is based on a branching program. Roughly
speaking, a branching program of length T and width 2S , over input variables x1 , . . . , xn , is
a directed (multi) graph with vertices arranged in T + 1 layers containing at most 2S vertices
each. Intuitively, each layer represents a time step and each vertex represents a memory
state of the program. In layer-0 of the program, there is only one vertex, called the start
vertex. Each leaf of the program is labelled by an element from {0, 1} that we think of as
the output of the program on that leaf.
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In a standard branching program, every non-leaf vertex v in the program is labeled by an
input variable xv and has 2 outgoing edges, labeled by 0 and 1, going into vertices in the
next layer. Intuitively, xv is the input variable read by the vertex v. The program is called
oblivious if all the vertices in the same layer read the same input variable. Given a branching
program, the input x1 , . . . , xn defines a computation-path, by starting from the start vertex
and following in each step the edge labeled by the value of the corresponding input variable.
The program outputs the label of the leaf reached by the computation path.
In the random-query model, every non-leaf vertex v in the program has 2n outgoing
edges, labeled by each element of {1, . . . , n} × {0, 1} exactly once. Given such a program
and input x1 , . . . , xn , the computation-path starts from the start vertex and follows in each
step the edge labeled by (i, xi ), where i ∈ {1, . . . , n} is random. (Intuitively, the program
reads a random index i ∈ {1, . . . , n}, together with the input variable xi ). As before, the
program outputs the label of the leaf reached by the computation path.

1.1

Motivation

We have various motivations to study the new model. First, it seems to us an interesting
model in its own right. The standard model of space-bounded computation is not always
fully convincing in all settings, as it is not clear why would a machine be able to store for
free the n input variables, while at the same time have a very restricted (typically, of size
much smaller than n) additional memory. Moreover, in various situations the random-query
model seems to be the natural one to use. Consider for example the following situation:
you are at a party and you want to know if the majority of the participants prefer coffee or
tea. (Assume that you know the number of participants in the party, that that number is
odd and that you know all participants (or they are labeled 1, . . . , n)). Assume that at each
time step you meet a random participant and she/he tells you their preference. How long
would it take to figure out if the majority prefers coffee or tea if your memory is bounded?
Another example may be a distributed setting where n players have one input variable each
and they keep sending these input variables to a central player who needs to compute a
Boolean function of all of them. However, the input variables arrive to the central player in
an arbitrary order.
Second, we study time-space lower bounds for the random-query model in order to make
progress in proving time-space lower bounds for standard (oblivious) branching programs.
Time-space lower bounds for branching programs have been studied in numerous works (see
for example [3, 2, 1, 5, 6]). Currently, the best time-space lower bounds for any explicit
function are only slightly super linear and improving these lower bounds has been a very
important and long standing open problem in computational complexity. In section 5, we
show that various extensions of our results would imply such strong time-space lower bounds.
Roughly speaking, our time-space lower bounds for the random-query model are proved for
the case where the indices i1 , i2 , i3 , . . . of the input variables read by the program at time
steps 1, 2, 3, . . . are mutually independent random variables, while in order to extend these
lower bounds to standard branching programs one needs to generalize the proofs to the case
where some of these indices are known to be the same. Interestingly, the key component of
our proof, Theorem 2, does apply to the more general case where some of the indices are
known to be the same. However, the main results do not.
Third, the new model is related to several other problems that have been studied recently.
First, it is related to the recent line of works on proving time-space lower bounds for learning
(see for example [16, 18, 14, 11, 12, 15, 13, 4, 8, 7, 17, 9]). Indeed, computing a function
f : {0, 1}n → {0, 1} in the random-query model is equivalent to the task of distinguishing
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between the following two families of distributions (which is a learning task1 ): For x ∈ {0, 1}n ,
let Dx be the distribution of the random variable (i, xi ), where i ∈ {1, . . . , n} is uniformly
distributed. The task is to distinguish between a distribution taken from {Dx }x:f (x)=0 and a
distribution taken from {Dx }x:f (x)=1 , from a stream of independent samples. Second, the
random-query model is similar to a recently studied model of streaming complexity, where
a source of i.i.d samples of edges of a graph is considered [10]. In particular, [10] studied
approximation algorithms for the maximum matching problem in that model. The main
difference from our model is that they studied the space needed for approximate computation
in the case where the number of samples is smaller than the number of input variables, while
we study time-space tradeoffs for exact computation in the case where the number of samples
may be much larger than the number of input variables.
Finally, it turns out that in the zero-error case, the random-query model is closely related
to a memory-bounded variant of the coupon-collector problem, a problem that seems to be
of independent interest and to the best of our knowledge has not been studied before. In our
variant of the problem, the coupon collector gets a stream of random elements from the set
{1, . . . , n} and needs to stop when she is sure with zero-error that all elements of {1, . . . , n}
have already passed. The question is what is the time T needed when the memory size of
the coupon collector is bounded by S.

1.2

Our Results

In Theorem 5, we prove that any algorithm for the zero-error coupon-collector problem that
runs in time T and space S satisfies T · (S + log n) ≥ Ω(n2 ). This result is essentially tight.
In Theorem 6, we prove that in the random-query model, any zero-error computation of
XOR or Majority (or any other function with sensitivity Ω(n)) that runs in time T and space
S satisfies T · (S + log n) ≥ Ω(n2 ). The results for XOR and Majority are essentially tight
(See Remarks 8 and 9 for the discussions on tightness). More generally, in the random-query
model, any zero-error computation of a function with sensitivity k that runs in time T and
space S satisfies T · (S + log n) ≥ Ω(n · k).
A very interesting open problem is to prove similar time-space lower bounds for the
random-query model in the bounded-error case, rather than the zero-error case (Conjecture 1).
In Theorem 2, we prove time-space lower bounds for a special type of branching programs
called set-labeled branching programs, in the random-query model. Intuitively, a set-labeled
branching program is a branching-program for the coupon-collector problem, such that each
vertex in the program “remembers” a set of coupons that must have been collected if that
vertex was reached.

1.3

Paper Organization

The paper is organized as follows. In section 3, we prove the tight time-space lower bound
for set-labeled branching programs, in the random-query model. In section 4, we reduce
zero-error computation tasks in the random-query model, including the coupon-collector
problem and function evaluation, to set-labeled branching programs, and hence prove tight
time-space lower bounds for both problems. In section 5, we illustrate how lower bounds in
the random-query model with special input distribution imply lower bounds for oblivious
branching programs.

1

Technically it is a testing task, which is easier than learning.
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2

Preliminaries

For an integer n, we use [n] to denote {1, 2, . . . , n}. For any set A and an n-tuple x ∈ An , we
use xi to denote the i-th element of x. For any x ∈ {0, 1}n , let x(i) be the vector that is the
same as x but with the i-th coordinate flipped. Given a boolean function f : {0, 1}n → {0, 1},
let s(f, x) be the sensitivity of f at x, that is the number of coordinates i ∈ [n] such that
f (x(i) ) 6= f (x), and let s(f ) = maxx s(f, x) be the sensitivity of f .

2.1

Coupon-Collector Problem

The classical coupon-collector problem asks how large T should be, so that a uniformly
random T -tuple in [n]T contains every element of [n] with high probability. Generalizing the
goal to a subset A ⊆ [n], we have the following answer:
I Proposition 1. Given any subset A ⊆ [n], for a uniformly random i ∈ [n]T , the probability
that A * {i1 , . . . , iT } is at most n(1 + log |A|)T −1 .
The proof follows directly from the fact that the expected waiting time for every element in
P|A|
A to appear is n j=1 j −1 ≥ n(1 + log |A|), and Markov’s inequality.
In this paper, we consider a zero-error version of the coupon-collector problem. In this
problem, the coupon collector could explicitly choose to stop when she is sure with zero-error
that every element in A has already been collected. The results in this paper show that with
bounded memory, the zero-error coupon-collector cannot stop within few (say, O(n log |A|))
turns with high probability, in contrast to the proposition above.

2.2

Random-Query Model

In the random-query model, at each step t ∈ N+ a uniformly random index it ∈ [n] is
provided. When the problem specifies an input x ∈ {0, 1}n , at each step t the value of the
bit xit ∈ {0, 1} is also given along with the random index it . In this paper, we consider two
cases for the joint distribution of the indices:
Independent The indices i1 , i2 , . . . are mutually independent.
Recurring The only dependencies allowed among i1 , i2 , . . . are equalities. More formally,
there is a partition p : Z+ → Z+ , such that it = i0p(t) for every t ∈ Z+ , where i01 , i02 , . . .
are mutually independent and uniformly random over [n].
For the rest of the paper, we refer to the two cases as independent distribution and recurring
distributions. Notice that the independent distribution is a special case of the recurring ones.
The recurring distributions are closely related to oblivious branching programs; see Section 5
for a detailed discussion.

2.3

Computational Models

The computational models we consider are based on branching programs. A branching
program of length T and width 2S is a directed (multi) graph with vertices arranged in T + 1
layers containing at most 2S vertices each. Denote the set of vertices in the i-th layer by Li ,
for i = 0, 1, . . . , T . In L0 there is only one vertex, called the start vertex. Every vertex in LT
has out-degree 0, and is called a leaf. The outgoing edges from every non-leaf vertex in Li
only go to vertices in Li+1 , for every i < T .
A simple branching program is one such that every non-leaf vertex has n outgoing edges,
labeled with each element in [n] exactly once. We consider two types of simple branching
programs:
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A set-labeled branching program is a simple branching program, where every vertex v is
labeled with a set H(v) ⊆ [n], satisfying the following soundness condition: if an edge
from vertex u to vertex v is labeled with i ∈ [n], it must hold that H(v) ⊆ H(u) ∪ {i}.
The start vertex must be labeled with ∅.
A branching program for the coupon-collector problem is a simple branching program
such that every leaf is labeled with either “accept” or “reject”.
When the indices i1 , . . . , iT ∈ [n] are given, the computation path in a simple branching
program starts from the start vertex, and at step t follows the edge labeled with it until
reaching a leaf v, and outputs the label of v.
Given a function f : {0, 1}n → {0, 1}, a branching program computing f is one such that
every non-leaf vertex has 2n outgoing edges, labeled with each element in [n] × {0, 1} exactly
once. Every leaf v in the program is labeled with an output f˜v ∈ {0, 1, }. When an input
x ∈ {0, 1}n and the indices i1 , . . . , iT ∈ [n] are given, the computation path in the branching
program starts from the start vertex, and at step t follows the edge labeled with (it , xit )
until reaching a leaf v, and outputs f˜v .
In the random-query model where the indices i1 , . . . , iT are given according to a specified
distribution, we define the success of every type of branching program as follows:
We say that a set-labeled branching program succeeds on A ⊆ [n], if the probability that
the output of the branching program H(v) ⊇ A is at least 1/2.
For the coupon-collector problem, we say the branching program collects A ⊆ [n] with
zero-error, if the probability that the branching program outputs “accept” is at least 1/2,
and conditioned on outputting “accept”, the probability that {i1 , . . . , iT } ⊇ A is 1.
For computing a function f , we say that the branching program computes f with error ε, if
for every x ∈ {0, 1}n , the probability that the output of the branching program f˜v = f (x)
is at least 1 − ε. We say that the branching program computes f with zero-error, if for
every x ∈ {0, 1}n , the probability that the output of the branching program f˜v ∈ {0, 1}
is at least 1/2, and the probability that f˜v = 1 − f (x) is zero.

3

Lower Bounds for Set-Labeled Branching Programs

In this section, we prove the following theorem:
I Theorem 2. Under the random-query model with any recurring distribution, for any set
A ⊆ [n], any set-labeled branching program of width 2S ≥ |A| that succeeds on A must have
2
length at least n|A|
8S for sufficiently large n.
Fix such a set-labeled branching program. We first prove an upper bound on the
probability of the computation path reaching two given vertices:
I Lemma 3. For any two vertices u, v in a set-labeled branching program, where u ∈ Li ,
v ∈ Lj and i < j. Under the random-query model with any recurring distribution,

Pr[reaching u ∧ reaching v] ≤

2

j−i
n

|H(v)\H(u)|
.

Notice that by definition, a branching program of width 2S < |A| is also a branching program of width
|A|. Therefore for smaller widths, the theorem still holds, but with an additional log|A| overhead on S.
Theorems 5 and 6 work similarly.
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Proof. Let p : Z+ → Z+ be the partition for the recurring distribution. Let ` = |{p(k) |
i < k ≤ j}|. The indices received from the random queries between layer i and layer j are
uniformly distributed over [n]` . Let G be the random variable that represents the set of
indices received between layer i and layer j. By the soundness requirement of set-labeled
branching programs, if the computation path reaches u and then v, the set G corresponding
to this path must satisfy H(v) ⊆ H(u) ∪ G. Therefore,
Pr[reaching u ∧ reaching v] ≤ Pr[H(v) ⊆ H(u) ∪ G] = Pr[H(v) \ H(u) ⊆ G].
If ` < |H(v) \ H(u)| then the above probability is zero. Otherwise by (over)counting the
positions where the elements of |H(v) \ H(u)| appear and the union bound we have
`!
· n−|H(v)\H(u)|
(` − |H(v) \ H(u)|)!
 |H(v)\H(u)|
`
≤
n

|H(v)\H(u)|
j−i
≤
.
n

Pr[H(v) \ H(u) ⊆ G] ≤

J

I Remark 4. For the independent distribution, the above argument yield:

|H(v)\H(u)|
j−i
Pr[reaching v | reaching u] ≤
.
n
The weaker result in Lemma 3, however, holds more generally for any recurring distribution.
It is also strong enough for proving Theorem 2.
Proof for Theorem 2. Suppose the length of the set-labeled branching program is T . Define
the weight of a vertex v as W (v) = Pr[reaching v]. For a set of vertices A, let W (A) =
P
v∈A W (v). Since the leaves are all in LT , for every 0 ≤ i ≤ T we have W (Li ) = 1. The
fact that the branching program succeeds on A ⊆ [n] translates to:
X
W (v) ≥ 1/2.
(1)
v∈LT
A⊆H(v)

We divide the branching program into |A|
2S stages, each consists of a consecutive part of
the layers. For every 0 ≤ k ≤ |A|
,
let
i
be
the smallest index of a layer Li such that
k
2S
X
v∈Li
|H(v)|≥2kS

W (v) ≥

kS
.
|A|

By (1) we know such a layer must exist. Now the k-th stage consists of the layers from Lik
to Lik+1 −1 . Let
Ak = {u ∈ Lik | |H(u)| ≥ 2kS},

Bk = {u ∈ Lik −1 | |H(u)| < 2kS}.

By the definitions of ik , we know that W (Ak ) ≥ kS/|A|, W (Bk ) > 1 − kS/|A|.
Now we show that every stage contains at least (n/3 − 1) layers. Suppose for contradiction
that for some k, it holds that ik+1 − ik < n/3 − 1. For any two vertices u ∈ Bk and v ∈ Ak+1 ,
by Lemma 3 we have

|H(v)\H(u)|
ik+1 − ik + 1
Pr[reaching u ∧ reaching v] ≤
< 3−2S .
n
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Therefore, applying the union bound gives:
Pr[reaching Lik −1 ∧ reaching Lik+1 ]
≤ Pr[reaching Lik −1 \ Bk ] + Pr[reaching Lik+1 \ Ak+1 ] + Pr[reaching Bk ∧ reaching Ak+1 ]
≤1 − W (Bk ) + 1 − W (Ak+1 ) +

X

Pr[reaching u ∧ reaching v]

u∈Bk
v∈Ak+1

<

(k + 1)S
kS
+1−
+ 2S · 2S · 3−2S < 1.
|A|
|A|

The second last step is because there are at most 2S vertices in each layer, and the last step
is because 2S ≥ |A|. However, since the computation path must pass through both Lik −1
and Lik+1 , the probability above must be 1, which is a contradiction.
Thus we conclude that, for n large enough, ik+1 − ik ≥ n/3 − 1 ≥ n/4. Therefore,
T ≥

X
0≤k<|A|/2S

4

(ik+1 − ik ) ≥

n|A|
8S

J

Lower Bounds for Zero-error Computations under Independent
Distribution

I Theorem 5. Under the random-query model with the independent distribution, for any set
A ⊆ [n], any branching program for the coupon-collector problem of width 2S ≥ |A| which
collects A with zero-error must have length at least n|A|
8S for sufficiently large n.
Proof. We show that for such a branching program, we can assign each vertex v with a
label H(v) ⊆ [n] so that the branching program is set-labeled. Let P (v) be the collection
of directed paths from the starting vertex to v. For every directed path p let h(p) be the
collection of indices labeled on the edges of p. Then we define H(v) = ∩p∈P (v) h(p).
The starting vertex is clearly labeled with the empty set. To check the soundness, consider
an edge e from vertex u to vertex v labeled with i. For every path p ∈ P (u), the concatenation
pe is a path in P (v), and h(pe) = h(p) ∪ {i}. Therefore H(v) ⊆ ∩p∈P (u) h(pe) = H(u) ∪ {i}.
Notice that every path from the starting vertex to a leaf corresponds to a collection of
indices i1 , . . . , iT , that are given with probability n−T > 0 under the independent distribution.
Since the branching program collects A with zero-error, for every path to an “accept” leaf
it must holds A ⊆ {i1 , . . . , iT }, so every “accept” leaf v is now labeled with H(v) ⊇ A.
Therefore, as a set-labeled branching program it succeeds on A. By Theorem 2 we know the
length of the branching program is at least n|A|
J
8S for sufficiently large n.
I Theorem 6. Let f : {0, 1}n → {0, 1} be a boolean function with sensitivity s(f ). Under
the random-query model with the independent distribution, any branching program of width
)
2S ≥ n which computes f with zero-error must have length at least n·s(f
for sufficiently
8S
large n.
Proof. Suppose there is a branching program P of width 2S and length T that computes f
with zero-error. Let x ∈ {0, 1}n be an input such that s(f ) = s(f, x), and let A = {i ∈ [n] |
f (x) 6= f (x(i) )}. We show below that from P, one can extract a simple branching program
P 0 for the coupon-collector problem of width at most 2S and length T , which collects A with
)
zero-error. Since |A| = s(f ), by Theorem 5 we know T ≥ n·s(f
for sufficiently large n.
8S
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We construct P 0 inductively to simulate P on input x. For vertex v in P we use v 0 to
denote its corresponding vertex in P 0 . The start vertex v00 in P 0 corresponds to the start
vertex v0 in P. If in P there exists an edge from u to v labeled with (i, xi ), and u0 is in P 0 ,
then add v 0 to P 0 (if v 0 is not already there), and add an edge from u0 to v 0 labeled with
i. Finally, for every leaf v 0 in P 0 , label v 0 with “accept” if f˜v = f (x), otherwise label v 0
with “reject”.
First notice that under the independent distribution, the probability of reaching a vertex
v 0 in P 0 is exactly the same as the probability of reaching v in P with the input x. Since the
probability that P outputs f (x) on input x is at least 1/2, the probability that P 0 outputs
“accept” is also at least 1/2.
We now show that conditioned on reaching a leaf v 0 in P 0 labeled with “accept”, it must
hold that A ⊆ {i1 , . . . , iT }. Suppose not, then for some index i ∈ A there is a path p0 from
the start vertex to v 0 where no edge is labeled with i. Consider the corresponding path p in
P. On input x(i) , the computation follows the path p with non-zero probability and outputs
f˜v = f (x) 6= f (x(i) ), which contradicts the zero-error property of P. That concludes the
proof that P 0 collects A with zero-error.
J
For the large class of functions with sensitivity Ω(n), Theorem 6 provides the quadratic
time-space lower bound:
I Corollary 7. Let f be a boolean function on n-bits with sensitivity Ω(n) (For instance, AND,
XOR, Majority, s-t connectivity, etc.). Under the random-query model with the independent
distribution, any branching program of width 2S ≥ n which computes f with zero-error must
have length Ω(n2 /S).
I Remark 8. Theorem 6 is tight up to logarithmic factors, in the sense that for every
m ≤ n, the function x1 ⊕ · · · ⊕ xm can be computed with zero-error within S space and
O(nmS −1 log n) steps. We briefly sketch the algorithm here: Equally partition [m] into
O(mS −1 ) parts, each of size O(S). For each part P , use O(n log n) steps to record the values
xi for all indices i ∈ P . If any i ∈ P does not appear within these O(n log n) steps, output
L
. Otherwise compute the partial parity i∈P xi , and accumulate the partial parities.
As the lower bound in Theorem 6 is derived directly from Theorem 5 and further from
Theorem 2, variants of the above algorithm also imply that Theorems 2 and 5 are tight up
to logarithmic factors.
Similar to the case in the coupon-collector problem, the zero-error guarantee is crucial
to Theorem 6, since for instance, the n-bit AND function can be computed with constant
error by a branching program of length O(n) and width O(1). However, when specified to
the parity function, the best trade-off seems to be still quadratic even in the bounded-error
setting. We propose the following conjecture:
I Conjecture 1. Under the random-query model with the independent distribution, any
branching program of length T and width 2S which computes x1 ⊕ · · · ⊕ xn with error 1/3
e 2 ).
must satisfy T S = Ω(n
I Remark 9. Besides the algorithm mentioned above, there is another essentially different
algorithm for computing parity (which actually computes the Hamming weight) with bounded
error: Equally partition [n] into O(S/ log n) parts. For each part P , record the number of steps
t when a pair (i, xi ) such that i ∈ P and xi = 1 is received, and finally approximate the partial
P
sum i∈P xi with the integer closest to tn/T . By Chernoff bound, T = O(n2 S −1 log2 n) is
enough so that the approximation of each part is wrong with probability O(n−1 ).
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Notice that this algorithm does not work in the zero-error setting. While the previous
algorithm corresponds directly to a set-labeled branching program, it is not clear whether
this approximation algorithm is related to set-labeled branching programs or not.

5

Oblivious Branching Programs and Random-Query Model

The random input model with recurring distributions is closely related to oblivious branching
programs. In this section, we present two potential directions to prove strong lower bounds
for oblivious branching programs, both via proving lower bounds in the random-query model.
Let SURJn,m : [n]m → {0, 1} be the surjectivity function: SURJn,m (i) = 1 if and only
{i1 , . . . , im } = [n].
I Theorem 10. For any m ≥ 2n(log n + 1), any deterministic oblivious branching program
computing SURJn,m is also a branching program for the coupon-collector problem that collects
[n] with zero-error under some recurring distribution.
Proof. Suppose at level t − 1 the oblivious branching program reads ip(t) , for some function
p : Z+ → [m]. Use p as the partition in the recurring distribution in the random-query
model, then the computation of the branching program for the coupon-collector problem
is exactly the same as in the oblivious branching program with a uniformly random input
i ∈ [n]m . Proposition 1 shows that the probability of SURJn,m (i) = 1 is at least 1/2. As the
deterministic oblivious branching program always outputs correctly, as a branching program
for the coupon-collector problem it succeeds with zero-error.
J
For any function f : {0, 1}n → {0, 1} and m ≥ n, let f ∗ : [n]m × {0, 1}m → {0, 1} be a
partial function defined as follows: f ∗ (i, y) is well-defined for i ∈ [n]m and y ∈ {0, 1}m , if
and only if SURJn,m (i) = 1, and whenever ij = ik it must hold yj = yk . When f ∗ (i, y) is
well-defined, the value of f ∗ (i, y) is f (yj1 , . . . , yjn ), where for every ι ∈ [n], jι is some j ∈ [m]
such that ij = ι.
I Theorem 11. Given any function f : {0, 1}n → {0, 1}. For any m ≥ 3n(log n + 1), if
there is a deterministic oblivious branching program computing f ∗ of length T and width 2S
(on the inputs where f ∗ is well-defined), then there is a branching program of the same length
and width, that computes f with error 1/3 in the random-query model under some recurring
distribution.
Proof. Add dummy levels to the oblivious branching program to double the length, such
that if originally at level t the branching program reads either ij or yj , now it reads ij at
level 2t and yj at level 2t + 1. The oblivious branching program now can be regarded as
the one of length T and width 2S that at each level t reads a pair (ip(t) , yp(t) ), for some
function p : Z+ → [m]. Use p as the partition in the recurring distribution. For any fixed
x ∈ {0, 1}n , the computation in the random-query model on input x is exactly the same as
in the oblivious branching program with a uniformly random i ∈ [n]m , and input y ∈ {0, 1}m
defined as yj = xij . For such i and y, f ∗ (i, y) is well-defined if and only if SURJn,m (i) = 1,
and Proposition 1 indicates the probability that f ∗ (i, y) is well-defined is at least 2/3. Since
whenever f ∗ (i, y) is well-defined, the deterministic oblivious branching program correctly
outputs f (yj1 , . . . , yjn ) = f (x), as a branching program under the random-query model it
computes f with error 1/3.
J
As a corollary, if in the random-query model we were able to prove a time-space lower
bound that holds under any recurring distribution, either for the zero-error coupon-collector
problem, or for any bounded-error computation, we would immediately have the same lower
bound (up to logarithmic factors) on deterministic oblivious branching programs.
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Abstract
In many combinatorial games, one can prove that the first player wins under best play using a
simple but non-constructive argument called strategy-stealing. This work is about the complexity
behind these proofs: how hard is it to actually find a winning move in a game, when you know
by strategy-stealing that one exists? We prove that this problem is PSPACE-Complete already for
Minimum Poset Games and Symmetric Maker-Maker Games, which are simple classes of games
that capture two of the main types of strategy-stealing arguments in the current literature.
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1

Introduction

Theoretical Computer Science includes a rich theory of the complexity class TFNP, defined
as the set of NP search problems where a solution always exists. The interesting subclasses
of TFNP are based on simple yet non-constructive existence proofs for these solutions. For
example: given a circuit
C : {0, 1}n → {0, 1}n−1 ,
one sees immediately by the Pigeonhole Principle that there exist distinct inputs x1 , x2 with
matching output C(x1 ) = C(x2 ). But can one find such a pair of inputs computationally?
This problem is complete for a complexity class PWPP ⊆ TFNP, and a similar story holds
for various other problems with other non-constructive proofs of solution existence.
A major motivation for TFNP as an object of study is that it gives satisfying formalizations
of the natural question of whether a type of proof is constructive (“is the Pigeonhole Principle
constructive?” roughly corresponds to “is P = PWPP?”). But really, some non-constructive
proof methods in mathematics do not correspond to NP search problems at all. Thus,
we argue, a valuable direction for research in the spirit of TFNP is to look outside TFNP
itself to analyze the constructiveness of proofs in other complexity classes. This paper is
about one such instance: strategy-stealing proofs, which are fundamental existence results in
combinatorial game theory that naturally lie in PSPACE.
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Figure 1 A Hex board with a winning configuration for Blue [1].

1.1

Combinatorial Games and Strategy-Stealing

A combinatorial game is a finite two-player game of perfect information. The players take
turns choosing moves that manipulate a game board by some predefined rules, eventually
reaching one out of a set of terminal states which determine the outcome of the game.
Examples of combinatorial games include chess, go, tic-tac-toe, and some others that we will
describe in detail shortly.
In general, deciding which player has a winning strategy in a combinatorial game is
computationally hard. However, certain classes of games admit slick proofs that a certain
player wins under best play (and thus determining who has a winning strategy in these
games is not computationally hard). A famous example is the game Hex, in which two
players named Red and Blue alternately color in hexagons in a symmetric board (pictured in
Figure 1); Red wins if there is a continuous path of red hexagons connecting the top and
bottom, and Blue wins if there is a continuous path of blue hexagons connecting the left and
right. The Hex Theorem states that exactly one of the two players will achieve a winning
configuration once all hexagons have been colored, so there are no draws. It was observed by
Nash [15] that:
I Theorem 1 ([15]). The first player has a winning strategy in the game of Hex.
Proof Sketch. Suppose for contradiction that the second player has a winning strategy. The
first player can then make an arbitrary first move and then “steal” the winning strategy of
the second player. That is, he will now pretend he is the second player, and play according
to the second player’s winning strategy. This will lead to a win for the first player anyways
since their arbitrary initial move can only help them achieve a winning configuration.
J
This has been dubbed the first strategy-stealing proof, referring to a now-broad collection
of proofs that assume for contradiction that the second player can win, then repurpose the
winning strategy to create a win for the first player. Another illustrative example is the game
Chomp. Here, the game board is an m × n chocolate bar in which the top right square has
been poisoned. The players alternately choose an uneaten square, and then eat that square
and all remaining squares down and to the left. A player loses if they eat the poisoned square.
The following strategy stealing argument applies to Chomp:
I Theorem 2 (Folklore). The first player has a winning strategy in the game of Chomp.
Proof Sketch. Consider the possible first move where the first player chomps off only the
bottom-left-most square. There are two cases. Maybe the second player does not have a
winning response, in which case the game is a win for the first player. Alternately, suppose
the second player has a winning response by chomping off an a × b block. Since this block
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Figure 2 A valid two-move sequence from the starting position in 5 × 3 Chomp.

necessarily contains the bottom-left-most square, the board state is the same as if an a × b
block had been chomped off with the first move of the game. It follows that this a × b chomp,
instead, would have been a winning first move for the first player.
J
Both of the proofs above seem non-constructive, in the sense that they do not yield an
actual winning first move. Our central research question is whether this is inherent:
Are strategy-stealing proofs constructive?
To tackle this problem, we consider games that admit strategy stealing proofs, and we
investigate the computational hardness of finding winning moves in such games. With this
view, one can see that strategy-stealing proofs can essentially be arbitrarily non-constructive:
for any combinatorial game X with two players P1 and P2, we can define a game X 0 in
which the first player can decide whether he wishes to play as P1 or P2 in game X.1 Then
finding a winning move for P1 is the same as determining the winner of X, which in general
is computationally hard. (We discuss this point in a little more detail in the conclusion.)
Thus, a more interesting direction is not to proceed in the maximally general case, but
rather to investigate whether hardness persists in special classes of games to which strategystealing applies. In particular, we will study games which (to our eye) are the minimal
natural classes captured by the two strategy-stealing arguments given above.

1.2

Our Results

To capture “Hex-type strategy stealing,” we consider the well-studied class of symmetric
Maker-Maker games:
I Definition 3 (Symmetric Maker-Maker Game2 ). In a Maker-Maker Game, two players
alternately claim elements of a finite universe U . There are families of winning sets
W1 , W2 ⊆ P (U ); the first player wins as soon as they claim all the elements of any winning
set S ∈ W1 , the second player wins as soon as they claim all the elements of any winning set
S ∈ W2 , and the game is a draw if all of U is claimed without either player winning. The game
is symmetric if W1 , W2 are isomorphic, i.e., there is a permutation π of U and a bijection
φ : W1 → W2 such that for all S1 = {s1 , . . . , sk } ∈ W1 , we have φ(S1 ) = {π(s1 ), . . . , π(sk )}.

1

2

Notice the strategy stealing argument that the first player has a winning strategy in the game X 0 :
suppose otherwise. Then we know if the first player chooses to play as P1, the second player has a
winning strategy, so P2 has a winning strategy in X. But then the first player can choose to play as P2
in X 0 and use the winning strategy for P2 in X.
This is a generalization of the usual definition: in the literature, a “Maker-Maker game” often implies
W1 = W2 .
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Hex is a symmetric Maker-Maker (SMM) game, and indeed the proof of Theorem 1
generalizes immediately to imply that any SMM game is not a win for the second player.
There are many other examples of SMM games, which will be surveyed later. In general an
SMM game can be a draw under best play, but some games like Hex are draw-free and so a
first-player win is the only remaining possibility. We associate a computational problem to
these games as follows:
I Definition 4 (SMMMove). The problem SMMMove is defined as follows:
Input: Circuits C1 , C2 , both with input wires labelled x1 , . . . , xn . C1 and C2 are the same
up to relabelling of the wires. Call X = {x1 , . . . , xn }. The Maker-Maker game associated
with this input is where W1 contains any set of inputs Y ⊆ X for which C1 evaluates to
true when the inputs in Y are set to true and X \ Y to false. W2 is defined similarly with
respect to C2 .
Output: any optimal first move for the first player in the associated game.
We prove:
I Theorem 5. SMMMove is PSPACE-hard,3 even under the additional promise that the
input defines a draw-free game with W1 = W2 .
Thus, Hex-type strategy stealing is a formally non-constructive style of proof, and
additional draw-freeness results like the Hex Theorem do not generally help. To capture
“Chomp-type strategy stealing,” we consider:
I Definition 6 (Minimum Poset Games). In a poset game, two players alternately choose
remaining elements of a poset P , removing the chosen element and all lesser elements at
each step. A player loses if it is their turn but the poset is empty. The game is minimum
if P has a minimum element (i.e., m ∈ P that is comparable to and less than every other
element in P ).
(For both these types of games, we refer to [4, 11] for some of their history and prior
work.) Chomp is a minimum poset game, where the associated poset holds the squares of
the chocolate bar, with the poisoned square removed, and squares are compared by the usual
poset relation on Z2 (note that the bottom-left-most square is a minimum element). Theorem
2 generalizes to show that any minimum poset game is a win for the first player. Other
examples of poset games, which may or may not have a minimum, include Nim, Hackendot,
certain cases of Hackenbush, and many others. Computationally, we have:
I Definition 7 (MPMove). The problem MPMove is defined as follows:
Input: a poset P (with elements and relations between them enumerated explicitly) with a
minimum element.
Output: any winning move for the first player in the poset game defined by P .
I Theorem 8. MPMove is PSPACE-hard.
From a technical standpoint, both Theorems 5 and 8 are proved roughly as follows. We
start with a theorem in prior work stating that it is PSPACE-hard to decide the winner in a
related class of games: Hex from an arbitrary starting position [16], or a certain class of poset

3

A straightforward algorithm solves SMMMove in polynomial space, so in some sense it is complete
(ignoring subtleties in the terminology), but we will not discuss these easy upper bounds in this paper.
A similar comment holds for MPMove below.
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games [9]. We then apply transformations that introduce the necessary strategy-stealing
properties to these games while arguing that the winner in the original game is implicitly
encoded by the first player’s winning move(s). In the case of minimum poset games, this is an
easy extension of the theorem in [9]; we include this mostly to illustrate our conceptual goal
of computationally formalizing non-constructiveness. For SMM games, the transformation is
nontrivial and requires significant new ideas. Thus, the SMM result constitutes our main
technical contribution.

1.3

Related Work

As mentioned, this paper is conceptually related to the study of the complexity class TFNP,
defined in [14] and including notable subclasses PPAD, PPA, CLS, PPP, PWPP, PLS, among
others. These classes all hold search problems in NP that admit proofs that a solution always
exists. Our work is related in that our goal is to prove hardness of searching for a winning
moves in games, when there are strategy-stealing proofs that one always exists. The key
difference is that our problems are not in NP; there is not generally a short certificate that
an optimal move is indeed the first one in some optimal strategy.
In [5], the author proves that it is PSPACE-hard to decide whether an SMM game is a
win for the first player or a draw. Our work differs in that (1) to minimally generalize Hex
we restrict attention to draw-free games, in which this decision problem is trivial, and (2)
we are interested in constructively finding a winning move rather than deciding existence.
Similarly related is [16], in which it is proved to be PSPACE-hard to decide whether Hex
from a partially-filled board is a win for the first or second player. This can be viewed as a
Maker-Maker game, but since the board is partially filled, it is not generally a symmetric
Maker-Maker game and thus strategy-stealing does not apply.
There is a rich and developed theory of Maker-Maker games, poset games, and variants, most of which focuses on understanding these games under best play (rather than
computational aspects of playing the games). See books [4, 11] for more information.

2

Non-Constructiveness of Strategy-Stealing

We will now prove our main results.

2.1

Symmetric Maker-Maker Games

Our first topic will be Symmetric Maker-Maker games, and eventually a proof of Theorem 5.

Examples
We first survey some famous examples of SMM games in the literature.
Hex is an SMM game, as discussed above, which is draw-free and has non-equal winning
sets.
In the (n, k)-Clique game, the game board is a complete graph on n nodes and the
players take turns claiming its edges. The first player to claim all edges in a k-clique
wins. This is a symmetric Maker-Maker game, even with identical winning sets W1 = W2
(i.e., the underlying permutation is the identity). An interesting property of this game
is that, for all k, if n is sufficiently large then the game is draw-free. This follows from
Ramsey’s Theorem, which states that any 2-coloring of the edges of the complete graph
has a monochromatic clique of size Ω(log n). Hence, for large enough n, strategy-stealing
implies specifically that the first player has a winning strategy. For work on the Clique
game and some natural variants, see e.g., [2, 7, 6, 3, 12].
ITCS 2020
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Tic-Tac-Toe is an SMM game, where the winning sets are the 8 possible “lines” in the
3 × 3 grid. This game is not draw-free.
In (k, d) Tic-Tac-Toe, the game board is the elements of the k d hypercube ({1, 2, . . . , k}d ),
and the winning sets W1 = W2 are the k-element subsets which are colinear in the
hypercube. The Hales-Jewett Theorem [10] implies that for every k, if d is sufficiently
large then the game is draw-free. For work on this game, see e.g., [4, 8].
In the (n, k) Arithmetic Progression game, the universe is the set of integers {1, . . . , n},
and the winning sets are any k elements that form an arithmetic progression (i.e., the
difference between successive integers is equal). Van-der-Waerden’s Theorem [17] implies
that for every k, if n is sufficiently large then the game is draw-free. The Arithmetic
Progression game has been studied e.g., in [13, 2, 12].
All of these games are SMM and hence admit strategy-stealing proofs that the second
player does not win under best play. The problem of finding an optimal first move for the
first player can thus be captured as a special case of SMMMove. All of these games are
draw-free in the appropriate range of parameters (except standard Tic-Tac-Toe), and thus
here they even fit the promise that the input to SMMMove defines a draw-free game. Of
course, these special cases need not be as hard as SMMMove: for example, it is trivial
to find a winning first move in the (n, k)-Clique game, since by symmetry of the game
board all first moves are equivalent. (Perhaps a more interesting version of the Clique game
computational problem is to determine the first player’s optimal move on their second turn,
since the game necessarily still retains the symmetry needed for a strategy-stealing argument
after each player claims only one edge.)

Hardness for SMMMove
We now show computational hardness for SMMMove. We first outline the proof ideas, and
then provide a full proof. Our starting point is the following result from prior work:
I Definition 9 (DecisionHex). The problem DecisionHex is defined as follows:
Input: a partially-filled Hex board Q
Output: does Red have a winning strategy in the Hex game starting from Q (assuming it
is currently Red’s turn to play)?
I Theorem 10 ([16]). DecisionHex is PSPACE-complete.
Our goal is to reduce DecisionHex to SMMMove. First, let us remark on why Theorem
10 does not directly give hardness for SMMMove, given that Hex is an SMM game. The
result that DecisionHex is hard means that there exist families of positions from which
deciding the winner is hard. However, these positions are not generally symmetric, so the
game starting from these positions is not SMM. Additionally, a talented player playing
from the starting position could still potentially be able to win the game while avoiding
these hard settings of the game board, thus winning without ever really encountering a
PSPACE-complete problem.
So, we are given a partially filled (possibly asymmetric) board Q on input to DecisionHex,
representing a Hex game between Red and Blue where it is Red’s turn to move, and our goal
is to create a new SMM draw-free game between players First and Second that captures the
structure of Q in some useful way. To build intuition, let us start with a first (incorrect)
attempt at such a game G. Suppose we add two new elements to the universe called r and b.
The idea will be that claiming r is choosing to play as Red in the Hex game defined by Q,
and claiming b is choosing to playing as Blue. More formally, the winning sets W1 = W2 of
the new SMM game would be:
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Figure 3 The universe used in our definition of an SMM game G.

r and any set of hexagons that complete a win for Red in Q,
b and any set of hexagons that complete a win for Blue in Q, and
{r, b}.
If SMMMove(G) = r, this solves Q: the second player must claim b with their next move
to block the winning set {r, b}, and then the game reduces to Q itself where First plays as
Red and Second plays as Blue. Thus, if r is a winning move for First, then Q is a win for
Red. Unfortunately, the other cases of the proof break down. For example: suppose the
position on the board Q is such that whoever has the next move wins (so Q is a win for Red).
Then it is winning for First to claim either r or b with their first move, meaning the output
of SMMMove(G) is not very informative. Our fix is, intuitively, to amplify the game to
avoid the possibility that the game winner depends on the turn order.
Proof of Theorem 5. We will prove that SMMMove is hard by reducing DecisionHex to
it. Let Q an instance of DecisionHex. We will construct a Symmetric Maker-Maker game
G which is draw-free and W1 = W2 , such that finding a winning move in G allows us to find
who has a winning strategy in Q.
The universe of our new game G will contain two identical copies Q1 , Q2 of the input to
DecisionHex, as well as new elements r, b like before. The winning sets W1 = W2 in G are
(see Figure 3):
r and any set of hexagons that completes a win for Red in either Q1 or Q2 ,
b and any set of hexagons that completes a win for Blue in both Q1 and Q2 , and
{r, b}.
It is immediate that G is an SMM game, since the winning sets are identical. Additionally,
we have:
I Lemma 11. G is draw-free.
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Proof. Let S be any subset of the universe in G. We will show that either S or its complement
S C contains a winning set. First, if r, b ∈ S then {r, b} ⊆ S, or if r, b ∈
/ S then {r, b} ⊆ S C .
So the nontrivial case is when S contains exactly one of r, b; let us assume without loss of
generality that r ∈ S, b ∈
/ S (else switch the roles of S and S C ). For either board Qi , by
the Hex Theorem and the fact that the union of Si , SiC covers the board, exactly one of the
following two statements hold:
1. The elements of S on the board Qi (call this Si ), combined with the elements on Qi
which are initially marked red, form a winning configuration for red on Qi .
2. The elements of S C on the board Qi (call this set SiC ), combined with the elements on
Qi which are initially marked blue, form a winning configuration for blue on Qi .
Therefore, we conclude that in each board Qi , either the elements of S complete a win for
Red (we call Qi a “red” board in this case), or the elements of S C complete a win for Blue
(we call Qi a “blue” board in this case). If at least one of Q1 , Q2 is red, then S contains r
and a Red winning set. If both Q1 , Q2 are blue, then S C contains b and a Blue winning set
on each board. In either case the lemma holds.
J
Our goal is now to show that the winning move(s) for First in G completely determine
the winner of Q. We consider two cases:
I Lemma 12. If Blue has a winning strategy in Q, then the unique winning move for First
in G is to claim b.
Proof. We first show that claiming b is a winning move for First. In response, Second is
forced to claim r to block the winning set {r, b}. First then claims an arbitrary hexagon, and
then each time Second claims a hexagon on Q1 or Q2 , First claims a hexagon on the same
board to execute a winning strategy for Blue. Thus, First will have b and also a winning set
for Blue on both boards, meaning First wins in G. (Note that Second will be unable to ever
obtain a red winning set on either board, since it is not possible for both sides to obtain a
winning configuration on any individual Hex board.)
We then show that, if First does not claim b with their first move, then it is a winning
response for Second to claim b. Here we consider two cases. If First claims r, then after
Second claims b, in each subsequent turn, each time First claims a hexagon on Q1 or Q2 ,
Second can claim a hexagon on the same board to execute a winning strategy for Blue on
that board, thus obtaining a winning set for Blue on both boards and hence winning in G. In
the other case, if First claims a hexagon in (say) Q1 with their first move, then after Second
claims b, First must immediately claim r to block the winning set {r, b}. Second then claims
a hexagon on Q1 and from here this case reduces to the first one.
J
I Lemma 13. If Red has a winning strategy in Q, then it is not a winning move for First
in G to claim b.
Proof. Suppose that First claims b. The winning response for Second is to claim r. Without
loss of generality, First then claims a hexagon in Q1 . Second then decides to permanently
ignore Q1 and focus entirely on Q2 , claiming exclusively hexagons in Q2 for the rest of the
game. Since Second is the first to move on Q2 , they can execute a winning strategy for
Red on Q2 . Thus Second will eventually claim r and a winning set for Red on Q2 , meaning
that Second wins in G. (Note, again, that First cannot possibly obtain a winning set in the
meantime, since they cannot possibly hold a winning set for Blue on Q2 .)
J
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We now put the pieces together: after constructing the game G as described above, from
Lemmas 12 and 13 we have
SMMMove(G) = b

if and only if

¬DecisionHex(Q).

Since DecisionHex is PSPACE-complete, it follows that SMMMove is PSPACE-hard. J

2.2

Minimum Poset Games

Next, we prove Theorem 8. Our starting point is:
I Definition 14 (DecisionPoset). The problem DecisionPoset is defined as follows:
Input: a poset P , described by explicitly listing its elements and the relations between
them.
Output: is the poset game (see Definition 6) associated to P a win for the first player
under best play?
I Theorem 15 ([9]). DecisionPoset is PSPACE-complete.
We then argue:
Proof of Theorem 8. Given a poset game defined by P , generate a new poset P 0 by adding
a new element m, defined to be less than every other element in P . We now argue that
MPMove(P 0 ) = m if and only if the original poset game defined by P was a win for the
second player:
Suppose P is a win for the first player. If in P 0 the first player claims m with their
first move, then the game becomes equivalent to P with the turn order reversed. Thus
claiming m is a losing move for the first player, and so MPMove(P 0 ) 6= m.
Suppose P is a win for the second player. If in P 0 the first player claims m with their
first move, then again the game is equivalent to P with the turn order reversed, so the
first player has a winning strategy. This means we can have MPMove(P 0 ) = m, but
since MPMove might return any winning move, we also need to rule out the possibility
that any other move is winning. For this, we observe that any other first move in P 0
necessarily removes m and at least one other element from P 0 , thus giving a position
that can possibly be obtained after one move in P . Since P is a win for the second
player, any such position must be losing for the player who creates it, and thus we have
MPMove(P 0 ) ∈
/ P 0 \ {m}, so MPMove(P 0 ) = m.
This completes the reduction from DecisionPoset to MPMove, and thus MPMove is
PSPACE-hard.
J

3

Open Questions

We conclude by listing some conceptual open questions left by this work.

TFPSPACE
Can we similarly analyze the computational properties of other interesting non-constructive
proof techniques that lie outside of NP? Is there a satisfying theory of TFPSPACE, in analogy
with TFNP?
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Figure 4 Due to the symmetry in the game tree of Chomp illustrated here, the value of the game
tree can be expressed as X or ¬X, where X is the game tree after a 1 × 1 square has been chomped.

Bounded Computational Power
The existence of a winning strategy in a game does not necessarily shed much light on how
computationally bounded players would play the game. To illustrate, consider the following
game: player 1 declares a circuit C of their choice. Then, player 2 wins if they can declare
an input x such that C(x) = 1. Then, player 1 then wins if they can declare an input x with
C(x) = 1. If both players fail to declare such an input x, then player 2 wins. Here, there is
clearly a winning strategy for the second player: if there exists an x such that C(x) = 1, then
declare that x and win immediately; if there is no such x then player 2 also wins. However,
if the players are represented by Turing machines that can only run for a polynomial amount
of time, then the game is (probably) a win for player 1: for example, player 1 can pick a
one way function f , compute it on some random x0 of his choice to get output y, and then
have the circuit C output 1 on all x such that f (x) = y. Under standard cryptography
assumptions, player 2 will be unable to find such an x, and then player 1 will win in the next
turn by declaring the x used to create the circuit.
Interestingly, for draw-free SMM games, such situations will not arise: even for computationally bounded players, it is preferable to play first, since playing an extra move
is never disadvantageous. In contrast, this is not clearly true for poset games, where the
wrong first move can possibly throw the game. Hence, this might be an interesting avenue
to separate the computational properties of these two strategy-stealing arguments (since
they are both PSPACE-hard under “best play,” i.e., unbounded computational power). More
generally, it would be interesting to further understand and formalize the effects of bounded
computational power on various existence proofs for winning strategies in combinatorial
game theory.

Generalized Strategy-Stealing
Many strategy-stealing arguments can be viewed as a reduction of the game tree to a
tautology. To illustrate, the game tree of Chomp may be phrased as follows. Let X be the
subgame tree from the starting chocolate bar with the bottom-left-most square removed.
The proof of Theorem 2 essentially observes that the Chomp game tree is equal to X or ¬X,
which is true as a formula (meaning a win for the first player) regardless of the value of X
(see Figure 4).
Naturally, a reduction of the game tree to any tautology implies a first-player win, including
more complicated tautologies in which multiple variables are assigned to multiple subgames.
We might call this type of argument generalized strategy-stealing, as it extends the usual proofs
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in the literature that use only X or ¬X. For any given tautology it is easy enough to invent an
artificial game that admits a generalized strategy-stealing proof via that tautology. However,
it would be interesting to find a “natural” game that admits a generalized strategy-stealing
proof, using a tautology formally distinct from X or ¬X.

Hardness for Specific Games
While we have proved hardness for finding winning moves in game classes that include Hex
and Chomp, our results do not imply hardness for Hex and Chomp specifically. In particular,
it would be interesting to determine whether or not the following problem is in FP: given
game board dimensions for Hex or Chomp (or basically any other game mentioned in this
paper), written in unary, output a winning move for the first player. This problem is in
PSPACE, but it will not be readily possible to prove it PSPACE-hard for the following reason:
it is known that no unary language can be NP-complete unless P = NP; thus, a unary
language complete for PSPACE would imply that P = NP or NP 6= PSPACE, which is not
known and would constitute a breakthrough in complexity theory. Thus it is unclear what
hardness notion should be used to approach this question.

Other Notions of Constructiveness
We have proved that it is generally hard to find a winning move in a game, even when
strategy-stealing arguments apply. Finding a good first move is one natural formalization of
“constructiveness” in PSPACE, but there are others. For example, here is an open question that
we have not addressed: for (say) the game Hex, does there necessarily exist a polynomial-size
circuit that plays the game optimally, even if it is computationally hard to find the circuit?
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1

Introduction

Property testing of Boolean functions studies the problem where, given query access to a
n
function f : {0, 1} → {0, 1} and a parameter ε > 0, the goal is to distinguish with high
probability the case that f satisfies some predetermined property P from the case that f is
ε-far from satisfying P . That is, whether we need to change the values of f (x) for at least
n
an ε-fraction of x ∈ {0, 1} before f satisfies P . Since the seminal work by Blum, Luby
and Rubinfeld [11], property testing has become a thriving field, and many properties of
Boolean functions have been shown to be testable with a number of queries independent of
n, including linear functions [11], low-degree polynomials [8, 26] and k-juntas [9, 10, 18]. For
an introductory survey, we recommend [21].
In contrast to Boolean functions, only a few properties of functions on a Euclidean space,
that is, Rn , have been studied. For a measurable function f : Rn → R, ε > 0, and a property
P , we say that f is ε-far from P if
Pr

[f (x) 6= g(x)] > ε,

x∼N (0,I)

1
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for any measurable function g : Rn → R satisfying P , where N (0, I) is the standard Gaussian.
We say that an algorithm is a tester for a property P if, given query access to a measurable
function f : Rn → R, sampling access to the standard Gaussian, and ε > 0, it accepts with
probability at least 2/3 when f satisfies P , and rejects with probability at least 2/3 when f
is ε-far from P . Testability of a variety of properties has been considered, including surface
area of a set [29,34], half spaces [31–33], linear separators [3], high-dimensional convexity [13],
and linear k-junta [15].
Although the standard Gaussian is natural, it rarely appears in practice. In fact, we
typically have little, if any, information about the underlying distribution. This raises the
question of whether we can test when the underlying distribution of the data is unknown.
For a measurable function f : Rn → R, ε > 0, a distribution D over Rn , and a property P ,
we say that f is ε-far from P with respect to D if
Pr [f (x) 6= g(x)] > ε,

x∼D

for any measurable function g : Rn → R satisfying P . We say that an algorithm is a
distribution-free tester for a property P if, given query access to a measurable function
f : Rn → R, sampling access to an unknown distribution D over Rn as well as the standard
Gaussian, and ε > 0, it accepts with probability at least 2/3 when f satisfies P , and
rejects with probability at least 2/3 when f is ε-far from P with respect to D. Distributionfree property testing is an attractive model because it makes minimal assumptions on the
environment, and models the scenario most often occurring in practice.
We say that a function f : Rn → R is additive if f (x) + f (y) = f (x + y) for any x, y ∈ Rn .
In this work, we consider distribution-free testing of additivity of functions f : Rn → R and
show the following.
n
I Theorem 1. There
 exists a one-sided error distribution-free tester for additivity of f : R →
1
1
R with O ε log ε queries.

Previously no algorithm was known even when the underlying
distribution D is the standard

Gaussian. As there is a trivial lower bound of Ω 1ε , the query complexity of our tester is
almost tight.
We say that a function f : Rn → R is homogeneous if cf (x) = f (cx) for any x ∈ Rn and
c ∈ R. A function that is both additive and homogeneous is said to be linear. Although
additivity and linearity are equivalent for functions over finite groups, there are (pathological)
functions f : Rn → R that are additive but not homogeneous. Hence, the testability of
additivity does not immediately imply the testability of linearity. However, when the input
function is guaranteed to be continuous, we can also test linearity.
I Theorem 2. Suppose that the input function is guaranteed to be continuous.
Then, there

exists a one-sided error distribution-free tester for linearity with O 1ε log 1ε queries.
It is also natural to assume that we can get values of the input function only on sampled
points. Specifically, we say that a (distribution-free) tester is sample-based if it accesses the
input function f : Rn → R through points sampled from the distributions D and N (0, I).
We show a strong lower bound for sample-based testers.
I Theorem 3. Any sample-based tester for the linearity of functions f : Rn → R requires
Ω(n) samples, even when D = N (0, I).
This lower bound is tight; it is not difficult to see that O(n) samples suffices to test linearity.
Indeed O(n) samples will, with high probability, contain n linearly independent vectors. The
evaluations of f on these vectors uniquely determines the linear function. This theorem shows
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a sharp contrast between query-based and sample-based testers for properties of functions
on a Euclidean space. We note that we can show the same lower bound for testing additivity
with an almost identical proof.

1.1

Related Work

The question of property testing first appeared (implicitly) in the work of Blum, Luby and
Rubinfeld [11]. Among the problems that they studied was linearity testing. Their algorithm,
now famously known as the BLR test, has played a key role in the design of probabilistically
checkable proofs [2, 5, 25] and this connection was some of the early motivation for the field
of property testing. Since the original paper, the parameters of the BLR test have been
extensively refined. Much of this work focused on reducing the amount of randomness, due
to this being a key parameter in probabilistically checkable proofs, as well as analyzing the
rejection probability (see [36] for a survey). Another line of works considered the testing
linearity over more general domains. The works of [7, 11, 35] showed that the BLR test can
be used to test the linearity of any function with f : G → H for finite groups G and H with
O(1/ε) queries. Following this, a body of work [1, 17, 19, 27] constructed testers for linearity
of functions f : S → R, where S is a finite subset of rational numbers, and the distance is
measured with respect to the uniform distribution over S. See [28] for a survey. These results
were phrased in terms of approximate self-testing and correcting programs. In this setting
the queries to f return a finite approximation of f (x). Although these results are arguably
the most related to our work, our proof differs significantly from theirs and instead takes
inspiration from the original BLR test.
Distribution-free testing (for graph properties) was first defined by Goldreich et al. [22],
though the first distribution-free testers for non-trivial properties appeared much later in
the work of Halevy and Kushilevitz [23]. Subsequently, distribution-free testers have been
considered for a variety of Boolean functions including low-degree polynomials, dictators, and
monotone functions [23], k-juntas [6,12,23,30], conjunctions, decision lists, and linear threshold
functions [20], monotone and non-monotone monomials [16], and monotone conjunctions [14,
20]. However, to our knowledge the only (partial) distribution-free tester for a class of
functions on the Euclidean space is due to Harms [24] who gave an efficient tester for half
spaces, that is, functions f : Rn → {0, 1} of the form f (x) = sgn(w> x − θ) for some w ∈ Rn
and θ ∈ R, over any rotationally invariant distribution.

1.2

Proof Technique

The construction of our tester for additivity will be done in two steps. First, we construct a
constant-query tester for additivity over the standard Gaussian distribution N (0, I). Our
tester will accept linear functions with probability 1, and so the majority of the work is in
showing that if the test accepts the given function f : Rn → R with high probability, then f
is close to an additive function. To do so, we show that if f passes a series of tests then there
exists a related function g : Rn → R, defined from f , which is additive. Furthermore, if f is
linear then f = g. The definition of g will allow us to obtain query access to it with high
probability, and so we can simply estimate the distance between f and g. At a high-level,
this is somewhat similar to the BLR test, however operating over N (0, I) rather than the
uniform distribution presents its own set of non-trivial challenges. We discuss these, as well
as the definition of g at the start of Section 3.1.
It is fairly straightforward to generalize this tester for additivity to a distribution-free
tester. To do so, we run the additivity tester for the standard Gaussian, except that testing
the distance between f and g will now be done using samples from the unknown D. This
crucially relies on our ability to draw samples from the standard Gaussian.
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Any additive function f : Rn → R is linear over the rationals, meaning that f (qx) = qf (x)
for every q ∈ Q. Therefore, in order to test linearity it remains to test whether this holds
also for irrationals. Assuming that f is continuous we are able to modify our tester to show
that this implies that the additive function g is continuous as well. We then leverage the fact
that any continuous additive function is linear in order to obtain our linearity tester.
To prove Theorem 3, the lower bound on sample-based testers for linearity, we construct
two distributions, one supported on linear functions, and the other supported on functions
which are far from linear. Consider drawing a function f from one of these two distributions
with equal probability. By Yao’s minimax principle it suffices to show that any deterministic
algorithm which receives n samples from N (0, I), together with their evaluations on f , is
unable to distinguish, with high probability, which of the two distribution f came from. To
construct the distribution on linear functions, we sample w ∼ N (0, I) and return f (x) := w> x.
Our distribution on functions which are far from linear is designed so that any function f
from this distribution satisfies f (x + y) 6= f (x) + f (y) with probability 1 over x, y ∼ N (0, I).
To do so, for every x ∈ Rn we sample εx from a one-dimensional Gaussian and return
f (x) := w> x + εx . It is not difficult to show that such functions are far from linear.

1.3

Organization

The remainder of the paper is organized as follows. In Section 2 we review several useful
facts about probability distributions. In Section 3 we develop our distribution-free tester
for additivity by first constructing a tester for additivity over the standard Gaussian in
Section 3.1. We generalize this tester to the distribution-free setting in Section 3.2 and to
a tester for linearity in Section 4. Finally, we end with our lower bound on the sampling
model in Section 5.

2

Preliminaries

Let D and D0 be probability distributions on the same domain Ω. Then, the total variation
distance between them, denoted by dTV (D, D0 ), is defined as
1
dTV (D, D ) :=
2
0

Z

|D(x) − D0 (x)|dx.

Ω

The Kullback-Leibler divergence (or KL-divergence) of D0 from D, denoted dKL (DkD0 ), is
defined as


Z
D(x)
dKL (DkD0 ) =
D(x) log
dx.
D0 (x)
Ω
We will use the KL-divergence to upper bound the total variation distance, using the following
inequality.
I Theorem 4 (Pinsker’s Inequality). Let D and D0 be probability distributions on the same
domain Ω. Then,
r
dTV (D, D0 ) ≤

1
dKL (DkD0 ).
2

The following allows us to bound the KL-divergence between two Gaussian distributions.
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I Lemma 5. Let D = N (µ1 , Σ1 ) and D0 = N (µ2 , Σ2 ) be multivariate Gaussian distributions
with µ1 , µ2 ∈ Rn and invertible Σ1 , Σ2 ∈ Rn×n . Then,
 




det Σ2
1
−1
> −1
0
log
+ tr (Σ2 ) Σ1 − n + (µ2 − µ1 ) Σ2 (µ2 − µ1 ) .
dKL (DkD ) =
2
det Σ1
We record a useful lemma about total variation distance of Gaussians with shared
covariance matrices.
I Lemma 6. Consider two Gaussian distributions N (µ1 , Σ), N (µ2 , Σ) with shared invertible
covariance
matrices Σ ∈ Rn×n . Then dTV (N (µ1 , Σ), N (µ2 , Σ)) ≤ φ holds if kµ1 − µ2 k2 ≤
p
2φ/ kΣ−1 k2 .
q
Proof. Denote µ := µ1 − µ2 . By Lemma 5, dTV (N (µ1 , Σ), N (µ2 , Σ)) = 14 µ> Σ−1 µ. Now,
because Σ is PSD, µ> Σ−1 µ ≤ kµk22 kΣ−1 k2 , where
k·k2 is the spectral matrix norm. Therefore,
p
we have dTV (N (µ1 , Σ), N (µ2 , Σ)) ≤ 12 kµk2 kΣ−1 k2 ≤ φ.
J

3

Testing Additivity

In this section, we develop our distribution-free tester for additivity. For convenience, we
first describe a simpler tester for additivity over the standard Gaussian distribution N (0, I)
in Section 3.1. Then, in Section 3.2, we describe how to generalize this algorithm to test
additivity over an unknown distribution.

3.1

Tester for the Standard Gaussian

Our goal in this section is to design a constant-query tester for the additivity of a measurable
function f : Rn → R over the standard Gaussian.

I Theorem 7. There exists a one-sided error Ω 1ε log 1ε -query tester for additivity over the
standard Gaussian.
At a high-level, our tester consists of two steps. First, we test whether f satisfies additivity
over a set of samples drawn from the distribution. If f passes this test, then we conclude
that there must be an additive function g : Rn → R, which is a self-corrected version of f .
Second, by testing the value of f on a correlated set of points, we are able to get query access
to g with high probability, and therefore we can simply estimate the distance between f
and g. Our tester relies on the fact that it has one-sided error: if f is additive then our test
passes with probability 1. Otherwise, if f is non-additive and the second step passes with
high probability, then f and g must be close.
The first step is inspired by the BLR test. Indeed, the evaluation of the function g at a
point p is defined as the (weighted) majority value of f (p − x) + f (x) over all x ∼ N (0, I)
(where, f (p − x) + f (x) is weighted according to the probability of drawing x ∼ N (0, I)).
However, there are some significant challenges in generalizing the BLR test to the standard
Gaussian, the most obvious of which is that unlike the uniform distribution, every point
in the support of the distribution does not have equal probability. In particular, p − x is
not distributed as x ∼ N (0, I) for fixed p 6= 0. In order to overcome this, we exploit the
fact that for additive functions f , we have f (x) = qf (x/q) for every rational q. This allows
us to restrict attention to a small ball B(0, 1/r) of radius 1/r centered at the origin. Then,
for p ∈ B(0, 1/r), p − x is approximately distributed as x for small enough 1/r. Thus, we
get around the issue of unevenly weighted points by defining g within B(0, 1/r), and then
extrapolating to define g over Rn .
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Algorithm 1 Standard Gaussian Additivity Tester.

4

Given : Query access to f : Rn → R, sampling access to the distribution N (0, I);
Reject if TestAdditivity(f ) returns Reject;
for N1 := O(1/ε) times do
Sample p ∼ N (0, I);
Reject if f (p) 6= Query-g(p, f ) or if Query-g(p, f ) returns Reject.

5

Accept.

1
2
3

Algorithm 2 Subroutines.
1

2
3
4
5
6
7
8

9
10
11

12

Procedure TestAdditivity(f )
Given : Query access to f : Rn → R, sampling access to the distribution N (0, I);
for N2 := O(1) times do
Sample x, y, z ∼ N (0, I);
Reject if f (−x) 6= −f (x);
Reject if f (x − y)
−f (y);
 6= f (x)

x−y
x−z
Reject if f 2 6= f 2 + f z−y
;
2
Accept.
Procedure Query-g(p, f )
Given : p ∈ Rn , query access to f : Rn → R, sampling access to N (0, I);
N20 := O(log 1ε );
Sample x1 , . . . , xN20 ∼ N (0, I);
Reject if there exists i, j ∈ [N20 ] such that
f (p/kp − xi ) + f (xi ) 6= f (p/kp − xj ) + f (xj );
return kp (f (p/kp − x1 ) + f (x1 )).

Concretely, we will define g as follows. First, let r be a sufficiently large integer (r = 50
suffices). For each point p ∈ Rn define
(
1
if kpk2 ≤ 1/r,
kp :=
dr · kpk2 e if kpk2 > 1/r.
Now, define g : Rn → R as
 


p
g(p) := kp · maj f
− x + f (x) ,
kp
N (0,I)
where majN (0,I) is the weighted majority function where a value f (p/kp −x)+f (x) is weighted
according to its probability mass under x ∼ N (0, I). Observe that either p ∈ B(0, 1/r),
or g(p) first maps p to a point p/kp in B(0, 1/r). The value of g is the most likely value
(according to N (0, I)) of f (p/kp − x) + f (x). If f is close to additive, then taking this
majority should allow us to correct for the errors in f .
n
An equivalent definition of g which will be
R useful is the following. For p ∈ R let Pp be
the Lebesgue measurable function such that A Pp (x)dx gives the probability (over N (0, I))
that f (p/kp − x) + f (x) takes value in A. Then g is defined as g(p) := argmaxx Pp (x) if
Pp (x) ≥ 1/2.
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Our algorithm is given in Algorithm 1, which uses subroutines given in Algorithm 2. The
Query-g subroutine allows us to obtain query access to g with high probability, while the
TestAdditivity subroutine tests the conditions that we require in order to prove that g is
additive.
I Lemma 8. If TestAdditivity(f ) accepts with probability at least 1/10, then g is a welldefined, additive function, and furthermore, Prx∼N (0,I) [g(p) 6= kp (f (p/kp − x) + f (x))] < 1/2.
We first prove Theorem 7 assuming that Lemma 8 holds.
Proof of Theorem 7. First, observe that if f is an additive function then Algorithm 1 always
accepts. It is immediate that TestAdditivity(f ) always accepts. To see that it also passes
the remaining tests, observe that by additivity, kp (f (p/kp − x) + f (x)) = kp f (p/kp ) = f (p),
where the final inequality holds because kp ∈ Z and by homogeneity over the rationals
f (qx) = qf (x) for every q ∈ Q.
We now show that if f is ε-far from additive functions, then Algorithm 1 rejects with
probability at least 2/3. If TestAdditivity(f ) accepts with probability at most 1/10, we can
reject f with probability at least 1 − 1/10 > 2/3. Hence, we assume that TestAdditivity(f )
accepts with probability at least 1/10. Then by Lemma 8, the function g is additive and
hence f is ε-far from g. Now, we want to bound the probability that Step 2 of Algorithm 1
passes.
First, we bound the probability that Query-g(p, f ) fails to recover the value of g(p).
That is, we bound the probability that f (p/kp − xi ) + f (xi ) = f (p/kp − xj ) + f (xj ) for all
i, j ∈ [N20 ], but g(p) 6= kp (f (p/kp − xi ) + f (xi )). By Lemma 8, the probability that we draw
0
N20 points which satisfy this is at most 2−N2 ≤ ε/2 by choosing the hidden constant in N20 to
be large enough. Therefore, the probability that we correctly recover g(p) is at least 1 − ε/2.
Now that we have established that we can obtain query access to g with high probability,
it remains to show that we can test whether f and g are close. Indeed, the probability that
Step 2 of Algorithm 1 fails to reject is at most
 N1


Pr
p∼N (0,I)

[f (p) = g(p) ∨ Query-g(p, f ) fails to correctly recover g(p)]

N1


≤ 1−

[f (p) 6= g(p)] +

Pr

p∼N (0,I)



< 1−

ε
2

 N1

<

Pr

[Query-g(p, f ) fails to correctly recover g(p)]

p∼N (0,I)

1
,
10

by choosing the hidden constant in N1 to be large enough. Therefore, Algorithm 1 rejects
with probability at least 1 − 1/10 > 2/3.
J
It remains to prove Lemma 8 showing that if Algorithm 1 succeeds, then g is an additive
function with high probability.

3.1.1

Additivity of the Function g

First, we record the basic, but useful observation that if the TestAdditivity subroutine
passes then each of its tests hold with high probability over N (0, I).
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I Lemma 9. If TestAdditivity(f ) accepts with probability at least 1/10, then
99
,
100
99
Pr [f (−x) = −f (x)] ≥
,
100
x∼N (0,I)





 
x−z
z−y
99
x−y
=f
+f
≥
.
f
Pr
2
2
2
100
x,y,z∼N (0,I)
Pr

[f (x − y) = f (x) − f (y)] ≥

(1)

x,y∼N (0,I)

(2)
(3)

Proof. Suppose for contradiction that at least one of (1), (2), and (3) does not hold. We
here assume that (1) does not hold as other cases are similar.
We accept only when all the sampled pairs (x, y) satisfy f (x + y) = f (x) + f (y). By
setting the hidden constant in N2 to be large enough, this happens with probability at most

1−

N2 
N2
1
99
<
Pr
[f (x + y) 6= f (x) + f (y)]
<
,
100
10
x,y∼N (0,I)
J

which is a contradiction.

In order to argue that g is additive, we will first argue that g is additive on points within
the tiny ball B(0, 1/r). To do so, we will crucially use the fact that p − x is distributed
approximately as x ∼ N (0, I) if kpk2 is small. By Lemma 6 we have a bound on the total
variation distance between x and x + p.
B Claim 10. Let p ∈ Rn satisfying kpk2 ≤ k/r for some k ∈ Z>0 . Then dTV (N (0, I),
N (p, I)) ≤ k/100.
Proof. By
enough that p satisfies k0−pk2 ≤
p Lemma 6, for dTV (N (0, I), N (p, I)) ≤ k/100 it isp
C
2k/(100 kIk2 ). Because kpk2 ≤ k/r = 2k/100 = 2k/(100 kIk2 ).
After arguing that g is additive in B(0, 1/r), it will follow that g is additive elsewhere
because g is defined by extrapolating the value of g within this ball. Therefore, we will focus
on proving the additivity of g within B(0, 1/r).
I Lemma 11. Suppose that (1) – (3) of Lemma 9 hold. For every p, q ∈ Rn with
kpk2 , kqk2 , kp + qk2 ≤ 1/r it holds that g(p + q) = g(p) + g(q).
The proof of this lemma will crucially rely on the following two lemmas, which say that
the conclusions of Lemma 9 hold with high probability even when one of the points are fixed
to a point B(0, 1/r). A consequence of this is that g is well-defined.
I Lemma 12. Suppose that (1) – (3) of Lemma 9 hold, then g is well-defined, and for every
p ∈ Rn with kpk2 ≤ 1/r,
[g(p) = f (p − x) + f (x)] ≥

Pr
x∼N (0,I)

9
.
10

Proof. Fix a point p ∈ Rn with kpk2 ≤ 1/r. We will bound the following probability.
A :=

Pr
x,y∼N (0,I)

[f (p − x) + f (x) = f (p − y) + f (y)].
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Observe that
A=

[f (x) − f (y) 6= f (p − y) − f (p − x)]

Pr

x,y∼N (0,I)

≤

[f (x) − f (y) 6= f (x − y)] +

Pr

x,y∼N (0,I)

<

Pr

[f (x − y) 6= f (p − y) − f (p − x)]

x,y∼N (0,I)

1
+
Pr
[f (x − y) 6= f (p − y) − f (p − x)]
100 x,y∼N (0,I)

(By Lemma 9)

It remains to bound the second term. Intuitively, because x − p, y − p ∼ N (−p, I) and p ≈ 0,
the random variables p − x and p − y should be distributed similarly to x and y. Indeed,
[f (x − y) 6= f (p − y) − f (p − x)]

Pr

x,y∼N (0,I)

=

[f (x − p + p − y) 6= f (p − y) − f (p − x)]

Pr

x,y∼N (0,I)

=

[f (x − y) 6= f (−y) − f (−x)]

Pr
x,y∼N (−p,I)

≤



[f (x − y) 6= f (−y) − f (−x)] + 2 dTV N (0, I), N (−p, I)

Pr

x,y∼N (0,I)

≤

[f (x − y) 6= f (x) − f (y)] +

Pr

x,y∼N (0,I)

≤

2
+ 2 Pr [f (−x) 6= f (x)]
100
x∼N (0,I)

2
5
3
+
=
.
100 100
100

(Claim 10)

(By (1) and (2) in Lemma 9)

Plugging this into our previous bound on A, we can conclude that

A≥1−

1
5
+
100 100


=1−

9
6
>
.
100
10

Next, we bound A above in terms of the probability that g(p) 6= f (p − x) +R f (x). Define
Pp : Rn → R+ to be the bounded Lebesgue-measurable function such that B Pp (x)dx is
the probability that f (p − x) + f (x) takes value in the (measurable) set B. By Hölder’s
inequality with p = 1, q = ∞ we have
Z
Z
2
A=
Pp (x)dx ≤ kPp k∞ Pp (x)dx = kPp k∞ ,
R

R

where the last equality follows because Pp is a density and

R
R

Pp (x)dx = 1 holds. Therefore,

9
≤ A ≤ kPp k∞ .
10
Because argmaxx Pp (x) ≥ 9/10 > 1/2, we have g(p) = argmaxx Pp (x) and hence
Prx∼N (0,I) [g(p) = f (p − x) + f (x)] ≥ 9/10.
J
The following lemma is essentially condition (3) of Lemma 9 with two fixed points.
I Lemma 13. Suppose that (1) – (3) of Lemma 9 hold then, for every p, q ∈ Rn with
kpk2 , kqk2 , kp + qk ≤ 1/r,
h


 x − y i
x − z
z − y
2
g(p + q) 6= f p −
+f q−
+f
≤
.
2
2
2
10
x,y,z∼N (0,I)
Pr
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Proof. Fix a pair of points p, q ∈ Rn with kpk2 , kqk2 ≤ 1/r. We can bound the probability
h


 x − y i
x − z
z − y
Pr
g(p + q) 6= f p −
+f q−
+f
2
2
2
x,y,z∼N (0,I)


i
h

x−y
x−y
+f
≤
Pr
g(p + q) 6= f p + q −
2
2
x,y,z∼N (0,I)
h 


x − y
x − z
z − y i
+
Pr
f p+q−
6= f p −
+f q−
2
2
2
x,y,z∼N (0,I)
To bound the first term, observe that if x, y ∼ N (0, I), then the random variable (x − y)/2
is also distributed according to N (0, I). Furthermore, because kp + qk2 ≤ 1/r, we can apply
Lemma 12 and conclude that
 x − y i
h

1
x − y
+f
≤
Pr
g(p + q) 6= f p + q −
.
2
2
10
x,y,z∼N (0,I)
To bound the second term, observe that
h 
x − z 
z − y i
x − y 
6= p −
+ q−
Pr
f p+q−
2
2
2
x,y,z∼N (0,I)
 
 
 

(2q + y) − (x − 2p)
(2q + y) − z
z − (x − 2p)
=
Pr
f
6=
+
2
2
2
x,y,z∼N (0,I)
h  y − x   y − z   z − x i
6=
+
=
Pr
f
2
2
2
x∼N (−2p,I)
y∼N (2q,I)
z∼N (0,1)

≤

≤

h  x − y   x − z   z − y i


f
6=
+
+ dTV N (0, I), N (−2p, I)
2
2
2
x,y,z∼N (0,I)


+ dTV N (0, I), N (2q, I)
Pr

2
2
5
1
+
+
=
.
100 100 100
100

(By Lemma 9 and Claim 10)

Combining both of these bounds, we have Prx,y,z∼D [g(p + q) 6= f (p −
f ( x−y
2 )] ≤ 1/10 + 5/100 ≤ 2/10.

x−z
2 )

+ f (q −

z−y
2 )

+
J

The additivity of g within B(0, 1/r) is an immediate consequence of these two lemmas.
Proof of Lemma 11. Let p, q ∈ Rn be any pair of points satisfying kpk2 , kqk2 , kp+qk2 ≤ 1/r.
Our aim is to show that g(p + q) = g(p) + g(q). By a union bound over Lemmas 12 and 13,
the probability that x, y, z ∼ N (0, I) simultaneously satisfy
z−y
x−y
1. g(p + q) = f (p − x−z
2 ) + f (q − 2 ) + f ( 2 ),
x−z
x−z
2. g(p) = f (p − 2 ) + f ( 2 ),
z−y
3. g(q) = f (q − z−y
2 ) + f ( 2 ),
z−y
x−z
4. f ( x−y
2 ) = f( 2 ) − f( 2 )
is at least 1 − (2/10 + 2 · 1/10 + 1/10) > 0. Here we are using the fact that ((x − y)/2) is
distributed as N (0, I). Fixing such a triple (x, y, z), we conclude that


x − y
x − z
z − y
g(p + q) = f p −
+f q−
+f
2
2
2
x − y
x − z 
z − y
= g(p) + g(q) + f
−f
−f
2
2
2
= g(p) + g(q).
Therefore g is additive within B(0, 1/r).

J
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Finally, we argue that g is additive everywhere. Intuitively this should be true because
the values of g on points outside of B(0, 1/r) are defined by extrapolating the values of g
on points within B(0, 1/r), where we know g is additive. For the proof, it will be useful to
record the following fact.
I Fact 14. Provided that (1) – (3) of Lemma 9 hold then, for every p ∈ Rn with kpk2 ≤ 1/r
and c ∈ Z>0 , we have g(p) = cg(p/c).
Pc
Pc
Proof. Observe that g(p) = g((c/c)p) = g ( i=1 p/c) = i=1 g(p/c) = c · g(p/c), where the
third equality follows by Lemma 11, noting that kkp/ck2 ≤ 1/r for every k ∈ [c − 1].
J
Proof of Lemma 8. Fix a pair of points p, q ∈ Rn , we will argue that g(p + q) = g(p) + g(q).
Recall that g(p) := kp g(p/kp ), g(q) := kq g(q/kq ), and g(p + q) := kp+q g((p + q)/kp+q ). Then,
 
 




p
p
p
p
g(p)+g(q) = kp ·g
+kq ·g
= kp kq kp+q ·g
+kp kq kp+q ·g
,
kp
kq
kp kq kp+q
kp kq kp+q
where the second equality follows by Fact 14, noting that kp , kq , kp+q ∈ Z>0 and so
p/kp , q/kq
∈
B(0, 1/r).
Furthermore, because p/(kp kq kp+q ), q/(kp kq kp+q ),
(p + q)/(kp kq kp+q ) ∈ B(0, 1/r), we can apply Lemma 11 to obtain
 





p
p
p+q
kp kq kp+q g
+g
= kp kq kp+q · g
kp kq kp+q
kp kq kp+q
kp kq kp+q


p+q
= kp+q · g
kp+q
= g(p + q),
where the second equality follows by Fact 14, noting that kp kq ∈ Z>0 and (p + q)/kp+q ∈
B(0, 1/r).
Finally, by Lemma 12, g is well-defined within B(0, 1/r). Because g is defined by
extrapolating from its value within this ball, it is well-defined everywhere.
J
I Remark 15. This tester (and the same proof) will in fact work over any Gaussian
N (0, Σ)
p
for arbitrary covariance matrix Σ ∈ Rn×n by setting the value of r to be 50 kΣ−1 k2 .

3.2

Distribution-Free Tester

In this section, we prove Theorem 1 by adapting our tester for additivity over the standard
Gaussian (Algorithm 1) to a distribution-free tester.
Assuming that we are able to draw samples from the standard Gaussian (or in fact any
Gaussian), the modification to Algorithm 1 is straight forward. Indeed, we will only have
to modify Algorithm 1, the two subroutines will remain the same. Let D be our unknown
distribution by which we will measure the distance of f to an additive function. The high-level
idea is to first run the TestAdditivity subroutine over the standard Gaussian. If it passes,
then we know that with high probability g is additive. We can obtain query access to g(p)
(with high probability) as before by sampling points x ∼ N (0, I) and checking that the
values of kp (f (p/kp − x) + f (x)) agree for all of the x that we sample. To test whether f
and g are ε-far according to D it suffices to sample points p ∼ D and check whether f (p)
and g(p) agree.
Our algorithm is given in Algorithm 3. We stress that both subroutines TestAdditivity
and Query-g(pi ) are being performed over N (0, I), i.e., they do not use D.
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Algorithm 3 Distribution-Free Additivity Tester.

4

Given : query access to f : Rn → R, sampling access to an unknown distribution D,
and sampling access to N (0, I);
Reject if TestAdditivity(f ) returns Reject;
for N3 := O(1/ε) times do
Sample p ∼ D;
Reject if f (p) 6= Query-g(p, f ) or if Query-g(p, f ) returns Reject.

5

Accept.

1
2
3

Proof of Theorem 1. The proof is nearly identical to the proof of Theorem 7. Again, observe
that if f is an additive function then Algorithm 3 always accepts.
It remain to show that if f is ε-far from additive functions, then Algorithm 3 rejects
with probability at least 2/3. If TestAdditivity(f ) accepts with probability at most
1/10, we can reject f with probability at least 1 − 1/10 > 2/3. Hence, we assume that
TestAdditivity(f ) accepts with probability at least 1/10. By Lemma 8, the function g is
additive and hence f is ε-far from g. Note that the probability that Query-g(p, f ) fails to
correctly recover g(p) is at most ε/2 by the same argument as before. It remains to bound
the probability that Step 3 fails to reject, which is

N3 

Pr

p∼N (0,I)

[f (p) = g(p) ∨ Query-g(p) fails to correctly recover g(p)]

< 1−

ε
2

N3

<

1
10

by choosing the hidden constant in N3 to be large enough, by the same argument as before.
Therefore, Algorithm 3 rejects with probability at least 1 − 1/10 > 2/3.
J

4

Testing Linearity of Continuous Functions

In this section, we prove Theorem 2 by adapting the tester from the previous section
(Algorithm 3) to test whether f is linear, given that f is a continuous function.
We would like to argue that if f is continuous and Algorithm 3 passes then g is in fact a
linear function with high probability. However, in order to exploit continuity, we need f to
satisfy f (−x) = −f (x) for every x ∈ Rn . First, we will show how to argue that g is linear
assuming that f (−x) = −f (x). After that, we will handle the case when this property does
not hold.
I Lemma 16. If f : Rn → R is a continuous function satisfying f (−x) = −f (x) and the
assumptions of Lemma 8 hold, then the function g is linear.
The proof will rely on the following claim which was originally proved by Darboux in 1875.
B Claim 17. Any additive function f : Rn → R which is continuous at a point x0 ∈ Rn is a
linear function.
Proof. First, it is well-known that any additive function which is continuous at a point is
continuous everywhere (see e.g., [4]). Next, we argue that the continuity of f implies that
f (rx) = rf (x) for every r ∈ R and x ∈ Rn . Because f is additive, this homogeneity holds
for every r ∈ Q, so it suffices to assume that r is irrational.
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Fix x ∈ Rn and irrational r. Then for any ζ > 0, we can always find r̃ ∈ Q such that
|r̃ − r| < ζ and kr̃x − rxk2 < ζ. Now, by the continuity of f , for any ξ > 0 there exists ζ > 0
such that whenever kr̃x − rxk2 < ζ, we have |f (r̃x) − f (rx)| < ξ. Now, take a sequence
{ξi }i with ξi → 0 and consider the corresponding sequence {ζi }i with ζi → 0. Let {r̃i }i with
ri ∈ Q be the sequence of approximations such that |r̃i − r| ≤ ζi and kr̃i x − rxk2 ≤ ζi . Then,
|f (rx) − rf (x)| ≤ |f (rx) − f (r̃i x)| + |f (r̃i x) − rf (x)| ≤ ξi + |r̃i f (x) − rf (x)| ≤ ξi + ζi |f (x)|.
Because ζi , ξi → 0, |f (rx) − rf (x)| → 0 and so f (rx) = rf (x).

C

With this claim in hand, we are ready to prove Lemma 16.
Proof of Lemma 16. Let f be a continuous function satisfying f (−x) = −f (x). By
Lemma 8, the function g is additive. Conditioned on this event, we will show that the
continuity of f implies that g is linear as well. To do so, we will argue that g is continuous
at the origin and then appeal to Claim 17 to conclude that g is linear.
Let B be a ball of mass 1/2 (with respect to N (0, I)) centred at the origin. Let {pi }i be
any sequence of points with pi ∈ B, kpi k2 ≤ 1/r and pi → 0. Now, let {xi }i be a sequence
of points such that g(pi ) = f (pi − xi ) + f (xi ) and xi ∈ B. Such a sequence exists because,
by Lemma 8 Prx∼N (0,I) [g(x) = f (pi − x) + f (x)] ≥ 1/2 and so for every pi there must exist
such an xi in B.
Let S be the ball centred at the origin with twice the radius of B. As S is compact and f
is continuous, f is uniformly continuous on S. Thus for every ξ > 0, there exists ζ > 0 such
that |f (pi − xi ) − f (−xi )| = |f (pi − xi ) + f (xi )| < ξ whenever k(pi − xi ) + xi k2 < ζ. Now,
take a sequence {ξi }i with ξi → 0 and consider the corresponding sequence {ζi }i . As pi → 0,
for every i, there exists j such that k(pj − xj ) + xj k2 < ζi which in particular implies that
|g(pj )| = |f (pj − xj ) + f (xj )| < ξi . Thus, g(pi ) → 0, and g is continuous at the origin. By
Claim 17, we can conclude that g is a linear function.
J
Now we consider the case when f (−x) 6= −f (x) for some x. Luckily, in this case we can
force f to satisfy f (−x) = −f (x). To do so, we test whether f is ε/2-far from satisfying this
property. If it is, then we reject f , otherwise, we can replace f with a function f 0 guaranteed
to satisfy this property, by defining
f 0 (x) :=

f (x) − f (−x)
.
2

We then continue to work over f 0 rather than f . Our modified algorithm is given in
Algorithm 4, which uses Algorithm 5 as a subroutine.
B Claim 18. If ForceNegativity(f, D) accepts with probability at least 1/10, then
Prx∼D [f (x) = f 0 (x)] ≥ 1 − ε.
Proof. Suppose for contradiction that Prx∼D [f (x) = f 0 (x)] ≤ 1 − ε. Observe that for a point
x ∈ R, f 0 (x) 6= f (x) iff f (−x) 6= −f (x). Therefore, by choosing the hidden constant in N5
to be large enough, the probability that all the sampled points x satisfy f (x) = −f (x) is at
most

N5
1
N
Pr [f (−x) = f (x)]
< (1 − ε) 5 ≤
,
x∼D
10
which is a contradiction.

C
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Algorithm 4 Distribution-Free Linearity Tester.

6

Given : query access to a continuous f : Rn → R, sampling access to an unknown
distribution D, and sampling access to N (0, I);
Reject if ForceNegativity(f, D) returns Reject;
Let f 0 be the returned function;
Reject if TestAdditivity(f 0 ) returns Reject;
for N4 := O(1/) times do
Sample p ∼ D;
Reject if f 0 (p) 6= Query-g(f 0 , p) or if Query-g(f 0 , p) returns Reject.

7

Accept.

1
2
3
4
5

Algorithm 5 Force Negativity Subroutine.
1

2
3
4
5

Procedure ForceNegativity(f, D)
Given : query-Access to f : Rn → R and sampling access to an unknown
distribution D;
for N5 := O(1/) times do
Sample x ∼ D;
Reject if f (−x) 6= −f (x);
Return a function f 0 : Rn → R where f 0 (x) :=

f (x)−f (−x)
;
2

Therefore if ForceNegativity(f, D) accepts with probability at least 1/10, f and f 0 are
ε/2-close. Furthermore, because f is continuous and f 0 is the sum of continuous functions,
f 0 is continuous as well, and so we can proceed with f 0 in place of f .
Proof of Theorem 2. First, observe that if f is linear then f = f 0 and Algorithm 4 always
accepts.
Now, we show that if f is ε-far from linear functions, then Algorithm 4 rejects with
probability at least 2/3. If either the TestAdditivity subroutine or the ForceNegativity
subroutine passes with probability at most 1/10, we can reject f with probability at least
1 − 1/10 > 2/3. Hence, we assume both the subroutines pass with probability at least 1/10.
Then by Lemma 18, f is ε/2-close to f 0 , which means that f 0 is ε/2-far from linear. Also
by Lemma 16, because f 0 is continuous and satisfies f 0 (−x) = −f 0 (x), the function g is
linear, and so f 0 is ε/2-far from g. Therefore, Algorithm 4 rejects f with probability at least
1 − 1/10 > 2/3.
J

5

Lower Bounds on Testing Linearity in the Sampling Model

In this section, we prove Theorem 3, that is, we show without query access, any tester
requires a linear number of samples in order to test linearity and additivity over the standard
Gaussian. We note that we can obtain the same lower bound for testing additivity just by
replacing linearity with additivity in the proof.
By Yao’s minimax principle it suffices to construct two distributions, Dyes over linear
functions and Dno over functions which are (with probability 1) 1/3-far from linear such
that any deterministic n-sample algorithm cannot distinguish between them with probability
at least 2/3. Let δ ∈ R≥0 be some parameter to be set later; we will think of δ as tiny.
Instances from these two distributions are generated as follows:
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Dyes : Sample w ∼ N (0, I) and return f (x) := hw, xi.
Dno : Sample w ∼ N (0, I) and for every x ∈ Rn sample εx ∼ N (0, δ). Return f (x) :=
hw, xi + εx .
The functions in the support of Dyes are linear by definition. It remains to show that the
instances in the support of Dno are far from linear.
I Lemma 19. With probability 1 any f ∼ Dno is 1/3-far from linear.
The proof of this lemma will hinge on the following claim.
z−y
x−z
B Claim 20. Let f ∼ Dno , for x, y, z ∼ N (0, 1), Pr[f ( x−y
2 ) 6= f ( 2 ) + f ( 2 )] = 1.






Proof. Observe that Pr f x−y
= f x−z
+ f z−y
= Pr ε(x−y)/2 = ε(x−z)/2 + ε(z−y)/2 ,
2
2
2
where the probability is over ε(x−y)/2 , ε(x−z)/2 , ε(z−y)/2 ∼ N (0, δ). Define the random
variable z := ε(x−y)/2 − ε(x−z)/2 − ε(z−y)/2 , and note that z is distributed according to
N (0, 3δ). Then


Pr
ε(x−y)/2 = ε(x−z)/2 + ε(z−y)/2 = Pr [z = 0].
z∼N (0,3)

z∼N (0,3)

C

By standard arguments, we have Prz∼N (0,3δ) [z = 0] = 0.

Proof of Lemma 19. Let f ∗ be the closest linear function to f . For a point x ∈ Rn , say that
f (x) is bad if f (x) 6= f (x∗ ). Construct the following matrix: the rows are labelled by every
x−y x−z z−y
x−z z−y
triple ( x−y
2 , 2 , 2 ) and there are three columns. The entries at row ( 2 , 2 , 2 ) are
z−y
x−y x−z z−y
x−z
f ( x−y
2 ), f ( 2 ), and f ( 2 ). Note that because x, y, z ∼ N (0, 1), the points 2 , 2 , 2
are distributed according to N (0, 1).
Henceforth, we will measure mass in terms of probability mass over N (0, 1). By Claim 20,
the probability that each row contains a bad entry is 1. Therefore, there must be some
column for which the probability mass of the bad entries is at least 1/3. This implies that
a mass of at least 1/3 of f must be changed to obtain f ∗ . Because f ∗ is the closest linear
function to f , this implies that f is 1/3-far from linear.
J
Having defined our distributions over linear and far-from-linear functions, it remains
to argue that no algorithm receiving n samples can distinguish between them with high
probability.
Proof of Theorem 3. Let D be the distribution that with probability 1/2 draws f ∼ Dyes
and otherwise draws f ∼ Dno . Let A be any deterministic algorithm which receives n samples
x1 , . . . , xn ∼ N (0, I). By Yao’s minimax principle, it suffices to show that A cannot correctly
distinguish which distribution of the distributions Dyes or Dno a given sample f ∼ D comes
from with probability at least 2/3. That is, we would like to show that
Pr

f ∼Dyes
x1 ,...,xn ∼N (0,I)

[A(f (x1 ), . . . , f (xn )) = 1] −

Pr

[A(f (x1 ), . . . , f (xn )) = 1]

f ∼Dno
x1 ,...,xn ∼N (0,I)

(4)

is o(1). Suppose for contradiction that an algorithm A exists that with probability at least
2/3 distinguishes these distributions.
Observe that the (4) can be bounded from above by the total variation distance between
the distributions (f y (x1 ), . . . , f y (xn )) for f y ∼ Dyes , and (f n (x1 ), . . . , f n (xn )) for f n ∼ Dno ,
for x1 , . . . , xn ∼ N (0, I), as applying the algorithm A can only make the total variation
distance smaller. By the definition of Dyes and Dno , this means bounding the total variation
distance between (wy> x1 , . . . , wy> xn ) and (wn> x1 + εx1 , . . . , wn> xn + εxn ), where wy ∼ Dyes
and wn ∼ Dno .
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Now, let X ∈ Rn be the matrix whose rows are x1 , . . . , xn . Because wy , wn ∼ N (0, I)
and εxi ∼ N (0, δ), it follows that
(w> x1 , . . . , w> xn ) ∼ N (0, XX > ),
(wn> x1 , . . . , wn> xn ) + (εx1 , . . . , εxn ) ∼ N (0, XX > + δI).
Therefore,
(4) ≤ dTV (N (0, XX > ), N (0, XX > + δI)).
To bound this distance we will appeal to Pinkser’s inequality and Lemma 5. Thus, it will be
useful to first record some facts about the covariance matrices of these distribution. First,
we show that the rows of the matrix X are linearly independent with high probability.
I Fact 21. Prx1 ,...,xn ∼N (0,1) [span(x1 , . . . , xn ) = Rn ] = 1.
It follows that the covariance matrices of these two distributions are positive definite with
high probability.
B Claim 22. With probability 1 the matrices XX > and XX > + δI are positive definite.
Proof. That XX >  0 is immediate from Fact 21, which implies that rows of X are linearly
independent with probability 1. Let λ1 , . . . , λn be the eigenvalues of XX > . To prove that
XX > + δI  0 note that adding δI simply adds δ to each of the eigenvalues. Thus, the
eigenvalues of XX > + δI are all positive.
C
With these facts in hand we turn to bounding the total variation distance between N (0, XX > )
and N (0, XX > +δI). Denote by Σyes := XX > and Σno := XX > +δI. By Pinkser’s inequality
(Theorem 4) and Lemma 5,
dTV



s  



det Σyes
1
N (0, XX ), N (0, XX + δI) ≤
log
+ tr Σ−1
Σ
−
n
.
yes no
4
det Σno
>

>



We will bound each of these terms separately.

Bounding the Determinant
For simplicity of notation, we will bound the inverse of det(Σyes )/ det(ΣNO ) below. We have
det Σno
det(XX > + δI)
=
det Σyes
det(XX > )

−1
−1 
= det XX > XX >
+ δ XX >

−1 
= det I + δ XX >
.
B Claim 23. If A is a diagonalizable matrix with eigenvalues λ1 , . . . , λn then det(A + I) =
Qn
i=1 (λi + 1).
−1

−1
Applying this claim, we have det(I + δ(XX > ) ) = (δλ−1
1 + 1) . . . (δλn + 1), where
>
>
λ1 , . . . , λn are the eigenvalues of XX . By Claim 22 the matrix XX is positive definite
and so λi > 0 for all i. Therefore, (δλ−1
+ 1) > 1 for all i, and we can conclude that
i
det Σn / det Σyes > 1. Thus we can upper bound det Σyes / det Σno by 1.
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Bounding the Trace
Next, we bound



−1
tr Σ−1
XX >
(XX > + δI)
yes Σno = tr

−1 −1 
= tr I + δ X >
X

−1 −1 
≤ tr(I) + δ tr X >
X
X
−1 2
=n+δ
(Xi,j
)
i,j
2

≤ n + δn2 · λmax (X −1 ) ,
where λmax is the largest eigenvalue of X −1 . Notingthat the eigenvalues of X −1 are the
2
2
inverse of the eigenvalues of X, we have tr Σ−1
yes Σno ≤ n + δn /λmin (X) . Setting δ :=

2
Cλmin (X) /n2 for some tiny C > 0 to be set later, we can conclude that tr Σ−1
yes Σno ≤ n+C.

Completing the proof
Putting our previous bounds together we conclude that

 r1
1
>
>
(log(1) + n + C − n) = C 1/2 .
dTV N (0, XX ), N (0, XX + δI) ≤
4
2
By our previous argument we have

 1
(4) ≤ dTV N (0, XX > ), N (0, XX > + δI) ≤ C 1/2 .
2
2

Setting C < (2/3) contradicts our assumption of the existence of an algorithm A which
distinguishes a sample drawn from Dyes from one drawn from Dno with probability at least
2/3, completing the proof.
J
Finally, observe that the same proof goes through for testing additivity as well. Indeed,
Dyes is supported on additive functions, while Dno is supported on functions which are far
from additive with probability 1.
I Corollary 24. Any sampler for additivity of functions f : Rn → R requires Ω(n) samples
when D = N (0, I).
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Abstract
We study input compression in a biologically inspired model of neural computation. We demonstrate that a network consisting of a random projection step (implemented via random synaptic
connectivity) followed by a sparsification step (implemented via winner-take-all competition) can
reduce well-separated high-dimensional input vectors to well-separated low-dimensional vectors. By
augmenting our network with a third module, we can efficiently map each input (along with any small
perturbations of the input) to a unique representative neuron, solving a neural clustering problem.
Both the size of our network and its processing time, i.e., the time it takes the network to
compute the compressed output given a presented input, are independent of the (potentially large)
dimension of the input patterns and depend only on the number of distinct inputs that the network
must encode and the pairwise relative Hamming distance between these inputs. The first two steps
of our construction mirror known biological networks, for example, in the fruit fly olfactory system
[9, 29, 17]. Our analysis helps provide a theoretical understanding of these networks and lay a
foundation for how random compression and input memorization may be implemented in biological
neural networks.
Technically, a contribution in our network design is the implementation of a short-term memory.
Our network can be given a desired memory time tm as an input parameter and satisfies the following
with high probability: any pattern presented several times within a time window of tm rounds will
be mapped to a single representative output neuron. However, a pattern not presented for c · tm
rounds for some constant c > 1 will be “forgotten”, and its representative output neuron will be
released, to accommodate newly introduced patterns.
2012 ACM Subject Classification Theory of computation → Design and analysis of algorithms
Keywords and phrases biological distributed computing, spiking neural networks, compressed
sensing, clustering, random projection, dimensionality reduction, winner-take-all
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.23

1

Introduction

In this work we study brain-like networks that receive potentially complex and highdimensional inputs (e.g., from sensory neurons representing odors, faces, or sounds) and
encode these inputs in a very compressed way. Specifically, we consider networks with n
input neurons and k output neurons, where n may be very large. When presented with up
to k sufficiently different but otherwise arbitrary input patterns, the goal of the network is
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to represent the inputs in such a way that they can be recognized when presented again:
each input should be uniquely mapped to a single representative output neuron that fires if
that input pattern is reintroduced. Further, any small perturbations of a presented input
should be recognized by the same representative neuron. We call the above problem the
neural clustering problem.
Clustering, input memorization, and compression are fundamental problems in biological
neural networks. Our work is also inspired by the important novelty detection problem
[25, 41]. Novelty detection requires detecting inputs that differ significantly from previously
seen inputs. It is easy to see that this problem can be solved with a neural clustering network,
in which all sufficiently far inputs are mapped to different representative neurons and all
sufficiently close inputs are mapped to the same neuron. A novel input is detected whenever
a new representative neuron is assigned. The novelty detection problem has been considered
recently in the fruit fly olfactory system [16], where it is believed to be solved using a random
projection based method. The high level structure of this method closely resembles the initial
stages of our clustering algorithm, and we see a major contribution of our work as providing
a theoretical understanding of how random projection can be implemented in biologically
inspired neural networks. For further discussion about the connection to fruit fly novelty
detection see Section 1.2.

1.1

Our Results

We study the neural clustering problem in a biologically inspired model of stochastic spiking
neural networks (stochastic SNNs), which was previously defined in [33, 34, 35]. In these
networks, computation proceeds in discrete rounds with each neuron either firing (spiking) in
a round or remaining silent. Each neuron spikes randomly, with probability determined by
its membrane potential. This potential is induced by spikes from neighboring neurons, which
can have either an excitatory or inhibitory effect (increasing or decreasing the potential). In
general, the input to an SNN is a stream of binary vectors, corresponding to spikes of the
input neurons. In our setting we will consider a single binary vector as the input pattern
and assume that each input vector is presented for a certain number of consecutive rounds
before changing. This allows the network time to stabilize to the correct output associated
with the given input.
We demonstrate that clustering can be solved efficiently in these networks, where the cost
is measured by (i) the number of auxiliary neurons, besides the input and output neurons,
that are required to solve the clustering task and (ii) the number of rounds required to
converge to the correct output for a given input, which corresponds to the number of rounds
for which the input must be presented for before moving to the next input.
In the clustering problem, we consider a (potentially large) set of n-length patterns that
are clustered around k base patterns. It is then required to map all patterns in the same
cluster to a unique output in [k].
Clustering with Output Reassignment. We also want our network to be reusable, with a
memory duration tm that is given as an input parameter. Instead of considering a single
infinite input stream with at most k distinct patterns (or clusters of patterns), our memory
module allows one having many distinct patterns, as long as their presentation times are
sufficiently spaced out. That is, in any window of Θ(tm ) rounds, the network is presented
at most k distinct patterns. To handle distinct patterns in each Θ(tm )-round window, the
network must forget patterns that have not been introduced for a while and release their
allocated outputs so that they can be assigned to new inputs. Specifically, for some fixed
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constant c, our network remembers a pattern (its cluster) for at least tm rounds and at most
c · tm round. The output of any pattern not introduced for c · tm rounds is released with
high probability and can be reassigned to represent another input.
The Neural Clustering Problem. We now formally define the neural clustering problem,
which is parametrized by several parameters: the input dimension n, the number of distinct
input patterns k, the memory duration tm , a bound on the relative distance of input patterns
∆, and the allowed failure probability δ. We require that every pattern introduced as input,
remains the input pattern for at least tp = poly(k, 1/∆, log(1/δ)) (i.e., independent of n)
consecutive rounds. The tp parameter is the processing time or mapping time, i.e., the time
it takes for the network to converge to the output neuron. Throughout, we will assume
that all patterns have p non-zero entries. We conjecture that this assumption can be easily
removed however keep it to simplify our arguments.
Define the relative Hamming distance between two inputs X i , X j ∈ {0, 1}n to be:
RD(X i , X j ) =

||X i − X j ||1
.
max{||X i ||1 , ||X j ||1 }

In the basic clustering problem, the network is introduced to a possibly large number of
distinct patterns that are clustered around k-centers. That is, in every window of tm rounds,
the patterns introduced are clustered around a base-set of k patterns X 1 , . . . , X k ∈ {0, 1}n
such that the relative difference between each pair in the base-set is at least ∆, and any other
pattern introduced is sufficiently close to one of the patterns in the base-set (with relative
distance ≤ ∆/α for some α = Õ(1)). In the clustering problem the network maps similar
patterns to the same unique output qi for i ∈ [k] (i.e., the cluster name) and non-similar
patterns to distinct names. Formally:
I Definition 1 (Clustering Input Condition). An infinite input sequence Z 1 , Z 2 , ... is a wellbehaved clustering input sequence with input size n, output size k, memory duration tm ,
relative distance parameter ∆, closeness parameter α, and input persistence time tp if:
For any set of tm rounds T = {t, t + 1, ..., t + (tm − 1)} there exist X 1 , X 2 , ..., X k ∈ {0, 1}n
such that RD(X i , X j ) ≥ ∆ for all i 6= j and for all i ∈ T , RD(Z i , X j ) ≤ ∆/α for some
j ∈ [k].
If Z i 6= Z i−1 , then Z i = Z i+1 = ... = Z i+tp .
I Definition 2 (Clustering Network). A network N solves the clustering problem for input size
n, output size k, memory duration tm , relative distance parameter ∆, closeness parameter α,
input duration tp , and failure probability δ if, on a well-behaved input sequence for the same
parameters (Definition 1), on any fixed window of tm rounds, with probability ≥ 1 − δ:
Each input pattern Z is mapped to some output qj for j ∈ [k]. That is, whenever the
input changes to Z round i (so Z i−1 6= Z but Z i = Z), there is a unique output neuron
qj that fires at round i + tp and continues to fire as long as the input remains fixed to Z.
Any pair of far patterns Z, Z 0 with RD(Z, Z 0 ) ≥ ∆ introduced within the tm time window
are mapped to different outputs.
Any pair of closed-patterns Z, Z 0 with RD(Z, Z 0 ) ≤ ∆/α introduced within the same tm
time window will be mapped to the same output neuron.
Our goal is to design a clustering network that uses small number of auxiliary neurons and
requires small input persistence time tp . We show the following theorem.
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Figure 1 High level illustration of the clustering network. Right: The input pattern X̄ ∈ {0, 1}n
is mapped to an intermediate sparser vector in two steps: random projection and WTA sparsification.
Left: In the clustering network, the input X̄ is mapped by applying O(log(k/δ)) parallel repetitions
of the random projection + WTA mapping. As a result, X̄ is mapped to a vector Z̄ with O( log(k/δ)
)
∆
neurons. This vector is mapped to the output unit vector in {0, 1}k via a sequential mapping module.

I Theorem 3. For any parameters
n, k, tm , δ and ∆, there is a network N with

log(1/∆)3 log(tm /δ) log(1/δ)
auxiliary neurons that solves the clustering problem with these
O
∆3/2


2
parameters, input persistence time tp = O log(1/∆) ∆log(tm /δ) and closeness parameter
α = O(log(1/∆)4 ).
Note that the number of auxiliary neurons and the convergence time of Theorem 3 are
independent of the input dimension n, which may potentially be very large. The spiking
neural network construction that achieves Theorem 3 involves in three steps. The first two
steps reduce the input from n neurons to m  n neurons, while approximately preserving the
relative distances between inputs. These steps use a biologically inspired construction that
mirrors circuits seen, for example, in the fruit fly olfactory system [9, 29, 17]. In particular
the first step maps the input to a set of intermediate neurons via random projection, and
the second step sparsifies the outputs of these intermediate neurons to yield a sparse code
representing the input. The final sequential mapping step then solves the clustering problem
given these m intermediate neurons as inputs, avoiding the high cost of directly solving the
problem on the n-dimensional input. See Figure 1 for an illustration.

1.2
1.2.1

Comparison to Previous Work
Broader Agenda: Algorithmic Theory for Brain Networks

Understanding how the brain works, as a computational device, is a central challenge of
modern neuroscience and artificial intelligence. Different research communities tackle this
problem in different ways, ranging from studies that examine neural network structure as a
clue to computational function [43, 3], to functional imaging that studies neural activation
patterns [40, 31], to theoretical work on simplified models of neural computation [23, 36],
to the engineering of complex neural-inspired machine learning architectures [21, 27]. This
paper joins a recent line of work [44, 37, 45, 38, 33, 30, 46, 34, 28, 32, 39, 10, 22] that
approach this problem using techniques from distributed computing theory and other branches
of theoretical computer science. The ultimate goal of this research direction is to develop an
algorithmic theory for brain networks, based on stochastic graph-based neural network models.
To understand neural behavior from a theory of computing point of view, we design networks
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to solve abstract problems that are inspired by tasks that seem to be solved in actual brains.
We believe that the rigorous analysis of such networks in terms of static costs (e.g., the
number of neurons), and dynamic costs (e.g., the time to converge to a solution) will lead to
a better understanding of how these tasks may be performed in biological neural networks.

1.2.2

Connections to Sparse Recovery

Our work is closely related to sparse recovery (compressed sensing), where the goal is to map
high-dimensional but sparse vectors (with dimension n and s  n nonzero entries) into a
much lower dimensional space, such that the vectors can be uniquely identified and efficiently
recovered [19]. We can see that this goal is essentially identical to that of our first two network
layers, before the sequential mapping step. Two different s-sparse binary vectors have relative
hamming distance ≥ 1/s. Additionally there are k = O(ns ) s-sparse binary vectors in n
dimensions. Thus, as a Corollary of Lemma 12, our first twolayers can uniquely compress
log k
= O(s3/2 log n).
all such vectors with high probability into dimension m = Õ ∆
1/2
It is known that optimal sparse recovery reducing the dimension to O(s log n) can be
achieved using random projections [13]. However, unlike in our setting, these random
projections have real valued outputs, which cannot be directly represented by binary spiking
neurons. The case when output of the random projection is thresholded to be a binary
value has been studied extensively, under the name
“one-bit compressed sensing” [6]. In this

setting, it is known that dimension Θ̃ s2 log n can be achieved and is required for general
sparse recovery [1]. If the input vectors are restricted to be binary (as in our case), dimension
O(s3/2 log n) is possible [24, 1]. Our results match this bound up to logarithmic factors.

1.2.3

Connections to Fruit Fly Novelty Detection via Bloom Filters

Recently, Dasgupta et al. [16] demonstrated that the fruit fly olfactory circuit implements a
variant of a classic Bloom filter [5] to assess the novelty of odors. A bloom filter is a data
structure that maintains a set of items, allowing for membership queries, with the possibility
of occasional false positives. The filter has m bits and r random hash functions mapping
the input space to integers in 1, ..., m. When an item is inserted, it is hashed using these r
functions and the bits corresponding to the hashed values are set to 1. A membership query
is answered by hashing the input in question and checking that all r bits corresponding to
its hashed values are set to 1.
Such a filter can be used to implement novelty detection – a novel pattern is detected
whenever an insertion operation sets a new bit to 1 or an membership query returns false.
Dasgupta et al. [16] demonstrate that a such a scheme is used in the fly olfactory circuit.
The hashing step consists of a random projection followed by winner-take-all sparsification,
which maps each input into a r-sparse binary vector. The r entries of this vector represent
the r hash function outputs. This step closely resembles the first two layers of our clustering
network.
Our third layer operates differently than a bloom filter, associating each sparsified
intermediate vector to with unique output via sequential mapping rather than simply marking
the bits corresponding to its entries. However, it can implement the same functionality
(and correspondingly can implement novelty detection). Specifically, to implement insertion
and deletion operations we can make the following modifications to the sequential mapping
sub-network:
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The input layer contains an extra neuron that is set to 1 if the operation is insertion, and
0 if the operation is a membership query.
In the sequential mapping step the output layer fires only if this extra neuron fires. In this
way, new outputs will only be mapped during insertion operations and not membership
queries.
For query operations, we add an output neuron that fires only if there exists an index
j ∈ [k] for which many memory modules mji , as well as an association neuron aji fire.
Novelty detection can be implemented via an additional output neuron that responds
when an insertion causes a new output to be mapped or when a query operation returns
false.

2

Computational Model and Preliminaries

We start by defining our model of stochastic spiking neural networks.
Network Structure. A Spiking Neural Network (SNN) N = hX, Q, A, w, bi consists of n
input neurons X = {x1 , . . . , xn }, m output neurons Q = {q1 , . . . , qm }, and ` auxiliary
neurons A = {a1 , ..., a` }. The directed, weighted synaptic connections between X, Q, and A
are described by the weight function w : [X ∪ Q ∪ A] × [X ∪ Q ∪ A] → R. A weight w(u, v) = 0
indicates that a connection is not present between neurons u and v. Finally, for any neuron
v, β(v) ∈ R≥0 is the activation bias – as we will see, roughly, v’s membrane potential must
reach β(v) for a spike to occur with good probability.
The in-degree of every input neuron xi is zero. That is, w(u, x) = 0 for all u ∈ [X ∪ Q ∪ A]
and x ∈ X. Additionally, each neuron is either inhibitory or excitatory: if v is inhibitory,
then w(v, u) ≤ 0 for every u, and if v is excitatory, then w(v, u) ≥ 0 for every u.
Neuron Chains. In our implementation, we make use of chains of neurons to create a delay
in a response. For a neuron u, and integer `, let C` (u) be a directed path of length ` starting
with u. All neurons on the chain are excitatory. We then say that a chain C` (u) is connected
to v if each neuron w ∈ C` (u) has an outgoing edge to v.
The SNN Model. An SNN evolves in discrete, synchronous rounds as a Markov chain. The
firing probability of every neuron at time t depends on the firing status of its neighbors at
time t − 1, via a standard sigmoid function, with details given below. For each neuron u,
and each time t ≥ 0, let ut = 1 if u fires (i.e., generates a spike) at time t. Let u0 denote the
initial firing state of the neuron. Our results will specify the initial input firing states x0j = 1
and assume that u0 = 0 for all u ∈ [Q ∪ A]. The firing state of each input neuron xj in each
round is the input to the network, and our results will specify to which sequences of input
firing patterns they apply.
For each non-input neuron u and every t ≥ 1, let pot(u, t) denote the membrane potential
at round t and p(u, t) denote the corresponding firing probability (Pr[ut = 1]). These values
are calculated as:
X
1
pot(u, t) =
wv,u · v t−1 − β(u) and p(u, t) =
(1)
−
pot(u,t)/λ
1+e
v∈X∪Q∪A
where λ > 0 is a temperature parameter, which determines the steepness of the sigmoid. It is
easy to see that λ does not affect the computational power of the network. A network can
be made to work with any λ simply by scaling the synapse weights and biases appropriately.
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1
For simplicity we assume throughout that λ = Ω(log(n·k·∆·t
, where n, k, δ, ∆, tm are the
m ·1/δ))
parameters of the clustering problem, defined in Section 1.1. Thus by (1), if pot(u, t) ≥ 1,
then ut = 1 w.h.p. and if pot(u, t) ≤ −1, ut = 0 w.h.p. , where w.h.p. denotes with
probability at least 1 − (1/δ · n · k · ∆ · tm )−c for some constant c.
The remainder of the paper is devoted to proving Theorem 3. Our analysis considers the
three stages of the network in sequence: random projection, sparsification, and sequential
mapping to the final outputs.

3

Layer 1: Random Projection

The goal of this step is to reduce the input size from n input neurons to m  n neurons while
ensuring that the relative distance between any two n-length input vectors is approximately
preserved after the mapping. In this way, we can solve the clustering problem working with
the much smaller m neuron representation instead of the original n neuron input. While
there are many ways in which distance may be preserved, we consider one in particular,
based on the membrane potentials induced on the intermediate neurons by the inputs:
I Definition 4 (Distance Preserving Dimensionality Reduction). Consider X 1 , . . . , X k ∈ {0, 1}n
with RD(X i , X j ) ≥ ∆ for i 6= j. Consider a network N mapping n input neurons to m
intermediate neurons, which are split into b buckets each containing m/b neurons. N is
distance preserving for X 1 , . . . , X k if, for any two X i , X j , and any round t, in the large
majority of buckets, the identity of the neuron that in round t + 1 has the highest membrane
potential below a fixed threshold τ is different if X i is presented at round t than if X j were
presented.1


Our network satisfies Definition 4 with parameters m = Õ √1∆ and b = Õ(1). We
implement the dimensionality reduction step via random projection. We note that random
projection has been studied extensively as a dimensionality reduction tool in computer
science, with applications in data analysis [4, 7, 12], fast linear algebraic computation [42, 11],
and sparse recovery [8]. See [47] for a survey. In neuroscience, it is thought that random
projection may play a key role in neural dimensionality reduction [20, 2]. Random projection
for example, underlies sparse coding of inputs in the fruit fly olfactory circuit [9, 17]. Random
connections have also been studied in theoretical models for memory formation, in which
inputs are mapped to representative output neurons [45, 38, 28].
We start with describing the construction and then analyzing its properties. The main
outputs of this section are Corollaries 9 and 11 which show that, with high probability, the
identities of the neurons with maximum membrane potential below some threshold τ in each
bucket of the intermediate layer share little overlap for far inputs (with relative distance ≥ ∆)
and significant overlap for close inputs (with relative distance ≤ ∆/α for α = O(log(1/∆)4 )).
That is, the network satisfies the distance preserving dimensionality reduction guarantee of
Definition 4 for far inputs, along with an analogous guarantee for close inputs.
Our mapping can be understood as an example of local sensitive hashing [18, 15, 17]. In
each bucket, the input is hashed to the identity of the maximum potential neuron below τ in
that bucket. Near inputs have many hash collisions, and thus there is significant overlap in
the identities of the mapped neurons. Far input have fewer collisions and thus less overlap.

1

We formally define how the membrane potential is calculated in Section 2. “Large majority” will be a
constant fraction of the buckets significantly larger than 1/2, which will be specified in our bounds.
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Layer Description.  The random
projection layer consists of m · ` intermediate auxiliary

√
neurons for m = Θ log(1/∆)
and
`
= Θ(log(tm /δ)). The layer is subdivided into ` buckets
∆
b1 , ..., b` containing m neurons each. Each input neuron has an excitatory connection to
each neuron in the intermediate layer with weight sampled as a Chi-squared random variable
(with one degree of freedom). We denote this random weight matrix connecting the two
layers by A ∈ Rm·`×n . For b ∈ 1, ..., `, we let Ab ∈ Rm×n denote the rows of A corresponding
to the intermediate neurons in bucket b. In typical applications of random projection, the
entries of A are most commonly either Gaussian or Rademacher random variable. Here we
use Chi-squared random variables as they are non-negative, a requirement in our setting
where the outgoing edge weights from each neuron (corresponding to the entries in A) must
be either all positive or all negative.
Layer Analysis. When the input neurons X fire with input pattern X i ∈ {0, 1}n at time
t, by (1) the vector of membrane potentials of the intermediate neurons at time t + 1 is
given by A X i ∈ Rm×` . Our analysis will focus on the properties of this vector of potentials,
which can be viewed as a real valued compressed representation of the input X i . Later, we
will show how these properties lead to desirable properties of the spiking patterns of the
intermediate neurons.
For technical reasons, we will not focus on the actual largest entry of Ab X i , but on the
largest entry bounded by some fixed threshold τ which can still be identified via a minor
modification to a traditional WTA circuit. We begin with a preliminary lemma showing
that a Chi-squared distribution (the distribution of each entry in Ab X i ) is roughly uniform
around its mean. We give a proof in Appendix A.
I Lemma 5 (Chi-squared uniformity). Let Dp be the Chi-squared distribution with p degrees
of freedom. For any c with1 ≤ c < p1/2 there are
u (depending on c) such that,
 constants c` , c−r
1)
for any interval [r1 , r2 ] ⊆ p − cp1/2 , p + cp1/2 , we have: c` (rp21/2
≤ Prx∼Dp [x ∈ [r1 , r2 ]] ≤


cu (r2 −r1 )
1/2
. That is, Dp is roughly uniform on the range p − cp , p + cp1/2 .
p1/2
We also use the fact that the Chi-squared distribution decays far from its mean, which follows
from standard sub-exponential concentration bounds.
I Lemma 6 (Chi-squared decay). Let Dp be the Chi-squared distribution with p degrees of
freedom. For any c ≤ 1 there is a constant c1 (depending on c) such that:
Pr

x∼Dp

h

i
x∈
/ [p − c1 p1/2 , p + c1 p1/2 ] ≤ c.

Using the near-uniform distribution property of Lemma 5, we can show that with good
probability, for every compressed vector Ab X i ∈ Rm the gap between the two largest entries
(bounded by the threshold) is Ω(p1/2 /m) – since there are m entries roughly uniformly
distributed in a range of size O(p1/2 ). This gap will be necessary for the neuron with the
largest membrane potential (and hence the highest firing probability) to be reliably identified
in the second sparsification layer of our network. We remark that in non-neural applications
of random projection such a gap would not be necessary: the largest entry in the bucket can
be typically be identified exactly.
The complete proof is given in Appendix A.
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I Lemma 7 (Sufficient Gap). Consider our construction with bucket size m = c1 . Let
X ∈ {0, 1}n be any input vector with kXk = p for p ≥ 5. Let τ = p + 2p1/2 and for any
b ∈ [`] define:
i1,b (X) =

arg max

[Ab X](i) and i2,b (X) =

i∈[m]:[Ab X](i)≤τ

arg max

[Ab X](i),

i∈[m]\i1,b (X):[Ab X](i)≤τ

where we set i1,b (X), i2,b (X) = 0 in the case that no index satisfies the constraint. For
sufficiently large constants c1 , c2 , with probability ≥ 99/100 over the random choice of Ab ,
1/2
i1,b (X) 6= 0, [Ab X](i1,b (X)) ≥ p, and either [Ab X](i1,b (X)) − [Ab X](i2,b (X)) ≥ pc2 m or
i2,b (X) = 0.
Along with Lemma 7 we prove that, with good probability, the neuron with the maximum
potential below τ in each bucket differs for any two far inputs.
I Lemma 8 (Low Collision Probability – Far Inputs). Let X 1 , X 2 ∈ {0, 1}n be two vectors
with kX 1 k = kX 2 k = p 2 and RD(X 1 , X 2 ) ≥ ∆. Assume that p ≥ c for some sufficiently
√
large constant c. Consider our construction with bucket size m = c1 log(1/∆)
. Then for
∆
sufficiently large constants c1 , c2 , for any b ∈ [`], defining i1,b (·) and i2,b (·) as in Lemma 7,
with probability ≥ 0.9165:
i1,b (X 1 ) 6= i1,b (X 2 ).
For both j = 1, 2: i1,b (X j ) 6= 0, [Ab X j ](i1,b (X j )) ≥ p, and
[Ab X j ](i1,b (X j )) − [Ab X j ](i2,b (X j )) ≥

p1/2
c2 ·m

or i2,b (X j ) = 0.

See Appendix A for the complete proof of Lemma 8. Intuitively, if X 1 and X 2 each
have Hamming weight p and relative distance ∆ they differ on Ω(∆p) entries. If just the
shared entries of these vectors fired as inputs, by Lemma 5 each intermediate neuron in
the bucket of size m would have its potential distributed roughly uniformly in a range of
width O([(1 − ∆)p]1/2 ) = O(p1/2√). On average these potentials would be spaced out by
O(p1/2 /m). By setting m = Õ(1/ ∆) we have average spacing Õ(∆1/2 p1/2 ). This is a small
enough spacing, so that when we consider the Ω(∆p) non-shared neurons in the inputs, their
contribution to the potential will be large enough to significantly reorder the potentials of
the intermediate neurons, so that the neuron with maximum potential is unlikely to be the
same for the two different inputs.
From Lemma 8 we can show that our network satisfies the distance preserving dimensionality reduction guarantee of Definition 4, along with the additional condition that the
gap between the membrane potentials of the neurons with the largest potentials under
τ = p + 2p1/2 is sufficiently large, so that these neurons can be distinguished reliably in the
second sparsification layer:


√
I Corollary 9 (Overall Success – Far Inputs). For m = O log(1/∆)
, and ` = O(log(tm /δ)),
∆
for any window of tm rounds, with probability ≥ 1−δ, for all pairs of inputs X 1 , X 2 presented
during these rounds with RD(X 1 , X 2 ) ≥ ∆, on at least 91/100 · ` of the ` buckets, letting
τ = p + 2p1/2 and defining i1,b (·) and i2,b (·) as in Lemma 7:
i1,b (X 1 ) 6= i1,b (X 2 )
For both j = 1, 2: i1,b (X j ) 6= 0, [Ab X j ](i1,b
 (X j)) ≥ p, and
[Ab X j ](i1,b (X j )) − [Ab X j ](i2,b (X j )) = Ω

2

p1/2
m

or i2,b (X j ) = 0.

When X is binary we often drop the subscript and just use kXk to denote the `1 norm which is equal
to the number of nonzero entries, | supp(X)|.
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Proof. By Lemma 8 and a Chernoff bound, since ` = Θ(log(tm /δ)) = Θ(log(t2m /δ)), for any
fixed pair of inputs with RD(X 1 , X 2 ) ≥ ∆, the conditions hold on at least 91/100 · ` buckets
with probability ≥ 1 − δ/t2m . The corollary follows since at most tm inputs can be presented
in tm rounds, and so we can union bound over at most t2m pairs of far inputs.
J
We can give a complementary statement to Lemma 8: if X 1 and X 2 are close to each
other, it is relatively likely that the index of the largest value of Ab X 1 and Ab X 2 are the
same. We defer the proof to Appendix A.
I Lemma 10 (High Collision Probability – Close Inputs). Let X 1 , X 2 ∈ {0, 1}n be two vectors
√
with RD(X 1 , X 2 ) ≤ ∆/α. Consider our construction with bucket size m = c1 log(1/∆)
. Then
∆
for sufficiently large constants c1 , c2 and α = O(log(1/∆)4 ), for any b ∈ [`], defining i1,b (·)
and i2,b (·) as in Lemma 7, with probability ≥ 0.97:
i1,b (X 1 ) = i1,b (X 2 ).
For both j = 1, 2: i1,b (X j ) 6= 0, [Ab X j ](i1,b (X j )) ≥ p, and
[Ab X j ](i1,b (X j )) − [Ab X j ](i2,b (X j )) ≥

p1/2
c2 ·m

or i2,b (X j ) = 0.

Lemma 10 yields an analogous corollary to Corollary 9, which follows via a Chernoff
bound and a union bound over at most t2m pairs of close inputs that may be presented over
tm rounds.


√
, ` = O(log(tm /δ)),
I Corollary 11 (Overall Success – Close Inputs). For m = O log(1/∆)
∆
and α = O(log(1/∆)4 ), for any window of tm rounds, with probability ≥ 1 − δ, for all pairs of
inputs X 1 , X 2 presented during these rounds with RD(X 1 , X 2 ) ≤ ∆/α, on at least 96/100 · `
of the ` buckets, letting τ = p + 2p1/2 and defining i1,b (·) and i2,b (·) as in Lemma 7:
i1,b (X 1 ) = i1,b (X 2 )
For both j = 1, 2: i1,b (X j ) 6= 0, [Ab X j ](i1,b
 (X j)) ≥ p, and
[Ab X j ](i1,b (X j )) − [Ab X j ](i2,b (X j )) = Ω

4

p1/2
m

or i2,b (X j ) = 0.

Layer 2: Sparsification via Winner Takes All

Corollaries 9 and 11 show that the random projection step preserves significant information
about input distance, encoded in the membrane potentials of the intermediate neurons, which
correspond to the entries of A X when the network is given input X. These membrane
potentials cause the intermediate neurons to fire randomly, as Bernoulli processes with
different rates. The goal of our second layer is to convert this random behavior to a uniquely
identifying sparse code for each input. We achieve this through a winner-takes-all (WTA)
based sparsification process, which is thought to play a major role in neural computation
[26, 14, 37]. A separate winner-take-all instance is applied to each bucket, “selecting” the
neuron with the highest membrane potential below τ by inducing its corresponding neuron
in the sparsification layer to fire with high probability while all other neurons in the bucket
do not fire.Let Y ∈ Rm denote the vector of membrane potentials of a single bucket of the
intermediate layer: Y = Ab X. Our WTA layer maps each Y into a binary unit-vector Z of
the same length, in which the only firing neuron corresponds to the neuron with the largest
potential in Y that is bounded by the threshold parameter τ . As explained in Section 3, the
random projection step produces ` = O(log(tm /δ)) random compressed vectors, one for each
of the ` buckets. Each such copy is an input to an independent WTA circuit and thus, in
this section, we focus on our construction restricted to just a single bucket, bearing in mind
that in fact our network consists of ` repetitions of this module.
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The first part of the WTA circuit is devoted to reading: the circuit collects firing statistics
for a period of T = Õ(m2 ) rounds to obtain a good estimate of the neuron in the bucket
that 1) has potential ≤ τ and 2) has the largest firing rate. This neuron corresponds to the
neuron with the highest potential in Y bounded by τ . This is done by augmenting each
neuron i in the bucket with a directed chain Hi of neurons of length T . The j th neuron in
the chain triggers the firing of the (j + 1)th neuron with high probability. As a result, after T
rounds, the number of firing neurons in the chain Hi is equal to the number of times i fired
within the last T rounds, with high probability. We thus refer to this Hi chain as the history
chain of the ith neuron in the bucket. The second part of the circuit first excludes all neurons
with potential ≥ τ and then applies a standard WTA circuit to pick the neuron remaining
that fires the most in this T -length time interval. See Fig. 2 for an illustration of the overall
clustering network and the WTA module. The main result of this section is as follows.
I Lemma 12. For every pair of input patterns X i , X j presented over a period of tm rounds,
with probability at least 1 − δ the following hold:
(I) If RD(X i , X j ) ≥ ∆, then supp(Z i ) \ supp(Z j ) ≥ 0.9 · `.
(II) If RD(X i , X j ) ≤ ∆/α, then supp(Z i ) ∩ supp(Z j ) ≥ 0.9 · `.
We first give a detailed description of the specification step via WTA (see Figure 2). We
focus on a single bucket, bearing in mind that in fact our network consists of ` repetitions of
this module.
Reading via History Chain. Every neuron i ∈ {1, . . . , m} in the bucket is connected to a
chain Hi of length T = Θ(log(1/δ) · m2 ) of neurons where the j th neuron in this chain fires
in round t with high probability iff its incoming neighbor on that chain fires in round t − 1.
This is done by setting the bias value of each neuron to 1 and the edge weights to be 1/2.
As a result we get that the number of firing neurons in this chain equals to the number of
times i fires within the last T rounds with high probability.
Omitting the Neurons Exceeding the Threshold Value. For every neuron i ∈ {1, . . . , m}
we introduce an inhibitor copy ri that has the same incoming weights as i and therefore
also has the same potential. We set the bias of ri such that with high probability it fires iff
its potential exceeds the threshold value τ . We then connect ri to all neurons in the chain
Hi with large negative weight. As a result, if the potential of neuron i exceeds τ with high
probability all neurons in Hi will not fire.
Selecting the Maximum Firing Rate with Pairwise Comparisons. For every ordered pair
of neurons i, j ∈ [1, m], we have a designated (threshold gate) neuron yi,j that fires iff the ith
neuron in the bucket fires more than the j th neuron within the last T rounds. To accomplish
this, each of the neurons in the chain Hi (respectively, Hj ) is connected to yi,j with a positive
(respectively, negative) edge weight of ±1. Hence, the total weighted sum incoming to yi,j
is exactly the difference between R(i) and R(j) where R(i), R(j) are the number of times
that the ith and j th neurons fired in the last T rounds. We set the bias of yi,j such that
it fires with high probability iff R(i) − R(j) ≥ 1. The ith output neuron in Z computes
the AND-gate of the threshold-gates yi,1 , . . . , yi,m . That is, zi fires in round t only if every
yi,1 , . . . , yi,m fired in round t − 1. The AND-gate can be implemented by setting the incoming
edge weight from each yi,j to zi to be 1/m, and the bias of Z i to 1 − 1/(2m).
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Analysis. The requirement from the WTA module is that the firing frequency vector R has
its largest entry in the same position as the largest entry of Y that is ≤ τ . If this is the case,
the WTA circuit indeed selects the neuron corresponding to the largest firing rate ≤ τ , and
the only entry in the support of Z is the one corresponding to this entry. For the largest
entry in R to reflect the largest entry in Y ≤ τ with
p probability≥ 1 − δ, the gap between the
largest and second largest firing rates must be Ω
log(1/δ)/T . Using the gap condition of
Corollary 9 we will show that this gap is Ω(1/m), letting us set T = O(log(1/δ) · m2 ). The
desired gap is achieved in a large fraction of the buckets, this implies that the WTA picks
the maximal entry in most of the buckets as well.
B Claim 13. Let Y be a vector with i = arg maxj:Y (j)≤τ Y (j) and Y (i) − Y (j) = Ω(p1/2 /m)
for every3 j 6= i with Y (j) ≤ τ . Then in the output vector Z, Z(i) = 1 and Z(j) = 0 for
every j 6= i with probability at least 99/100. If Y is first introduced in round t, the desired
output vector Z fires in round t + T + 2 w.h.p.

Random
Projections

The proof of Claim 13 and the complete proof of Lemma 12 is given in Appendix B.
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Figure 2 Left: Overall network description, the input pattern X is mapped to unique output
neuron in [1, k] via three main steps. Right: Description of the WTA circuit. For clarity we only
show the connections for the second output neuron, but same holds for all k output neurons. Every
input neuron i in Y is connected to a history chain Hi of length T that is used to collect firing
statistics. For each pair of input neurons i, j, there is a threshold gate qi,j that fires only if i fired
at least T /2m more times than j within T rounds. Each history neuron in Hi , Hj is connected
with weight 1 (respectively −1) to qi,j and the bias of qi,j is T /2m. Finally, each output neuron qi
computes the AND gate of qi,1 , . . . , qi,m , i.e., fires only if all these gates fire in the previous round.
As a result a winner qi is selected only if yi − yj = Ω(1/m) for every j 6= i.

5

Layer 3: Sequential Mapping

We conclude by discussing the final sequential mapping layer of our network, which maps
the binary patterns Z i of length r = O(` · m) to a single output neuron. The inputs to the
third layer are the r neurons Z = {z1 , z2 , . . . , zr } and its outputs are the k output neurons
Q = {q1 , q2 , . . . , qk }. The r-length patterns will be mapped to their unique output neuron in
a sequential manner, where at each given round, a newly introduced pattern will be mapped
to the available output with the smallest index. The mapping will satisfy the following
properties: (1) patterns Z i , Z j that correspond to far input patterns X i , X j respectively will
be mapped to distinct outputs, (2) patterns Z i , Z j that correspond to close input patterns

3

This required gap is based on Lemma 7/Corollary 9.
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Figure 3 Schematic description.

presented within the same time window of Θ(tm ) rounds will be mapped to the same outputs.
Recall that tm is the memory duration which is a parameter of the network. A key component
in our network is the memory module that remembers the association between each previously
introduced pattern and its selected output for Θ(tm ) rounds. Roughly speaking, our network
has two intermediate layers: an association layer and a memory layer (see Figure 3), which
we describe below.
We first describe the construction by considering the case where a new pattern Z is
introduced (and no close pattern to it was introduced before). When Z is presented to
the network for the first time, it activates the association layer which contains r neurons
ai,1 , . . . , ai,r for each output qi . Let supp(Z) be the non-zero entries of Z. Since4 | supp(Z)| ≤
` it can activate at most ` · k many neurons ai,j for every j ∈ supp(Z) and i ∈ {1, . . . , k}.
Every output qi is connected to its association neurons ai,1 , . . . , ai,r and fires only if many of
them fire.
Our construction will make sure that the number of active association neurons of a taken
output (i.e., output already mapped to other pattern, far from Z) will be small, which will
prevent the firing of these outputs when a far pattern is presented. This will be provided
due to the memory module appended to each output qi which remembers the pattern (in
fact the cluster of patterns) that were mapped to qi in the past. For each j in the support
of the pattern associated with qi , the memory module corresponding to qi and zj inhibits
all other association neurons associated with qi , while activating the association aij . This
association will be remembered – by the memory module – for at least c1 · tm rounds and at
most c2 · tm rounds, for c1 < c2 with high probability.
For every available output qi , all its association neurons ai,j for j ∈ supp(Z) will start
firing once Z is presented, which will in turn activate qi . To select exactly one output neuron
among all the available ones, the output layer is connected via a lateral inhibition, where
every neuron qi inhibits all qj for j ≥ i + 1.
Overall, our sequential mapping module satisfies:
I Theorem 14 (The Sequential Mapping Module). There exists a sequential mapping module
e · k) auxiliary neurons, and k output neurons that for every pattern
with r input neurons, Θ(r
Z that is introduced in round t satisfy the following with probability 1 − δ:
(1) The pattern Z is mapped to one of the outputs q1 , . . . , qk in round t + 6.
(2) Any pair of close patterns Z, Z 0 introduced within a span of c1 · tm rounds are mapped
to the same output neuron.
(3) Any pair of far patterns Z, Z 0 introduced within a span of c1 · tm rounds are mapped to
different output neurons.
In addition, if a pattern Z (or a pattern close to it) is not introduced for tm rounds, then its
unique mapped output qj is released after c · tm rounds, for some constant c ≥ 1.
4

As the WTA module picks at most one winning entry in each of the ` buckets.
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5.1

Complete Network Description of the Sequential Mapping

Next we precisely describe the neurons and edge weights of the sequential mapping subnetwork.
The association layer. For each neuron zi in the input layer, and each neuron qj in the
output layer, we introduce an association neuron denoted as aj,i . The neuron aj,i has
positive and negative incoming edges from the memory modules that is described in the
next paragraph. It also has a positive incoming edge from the neuron zi with weight
w(zi , aj,i ) = 2`, and bias β(aj,i ) = (19/10)` − 1. We set the connections to this neuron in a
way that guarantees it fires only if zi fired in the previous round, and no other (far) pattern
is already mapped to qj .
The memory modules. For each neuron zi in the input layer and output neuron qj we
introduce a memory of association module Mj,i which remembers the association of neuron
+
zi and qj . The memory module Mj,i contains c · log( δ10 ) excitatory neurons denoted as Mj,i
+
0
where δ = δ/` and c is chosen to be a sufficiently large constant. For every m ∈ Mj,i we
introduce a feedback neuron fm which starts exciting m once the memory module is being
activated.In addition, we introduce a delay chain CjM = C5 (qj ) that starts at the output qj
+
and ends at each of the neurons m ∈ Mj,i
. Finally, the memory module contains two head
+
neurons, an excitatory neuron mj,i and an inhibitory neuron m−
j,i .
+
Each excitatory neuron m ∈ Mj,i
has positive incoming edges from aj,i , qj , CjM , as well
as from the corresponding feedback neuron fm with the following weights and bias
w(aj,i , m) = 2λ, ∀u ∈ CjM w(u, m) = 2 , w(fm , m) = λ · (χ + 2) + 9 β(m) = 9 + 2 · λ ,
where χ = log(tm − 1). Note that if the feedback neuron fm fired in the previous round, the
memory neuron m fires with probability at least 1+e1−χ = 1 − 1/tm . The feedback neuron
+
fm for m ∈ Mj,i
has positive incoming edges from m and m+
j,i with weights w(m, fm ) =
+
2 , w(mj,i , fm ) = 2 , and bias β(fm ) = 3 . Hence, w.h.p. fm fires iff m and m+
j,i fired in
+
the previous round. The excitatory head neuron mj,i has positive incoming edges from all
+
+
0
m ∈ Mj,i
with weights w(m, m+
j,i ) = 2 and bias β(mj,i ) = c · log(1/δ ) + 1. The head neuron
−
+
mj,i is an inhibitory copy of mj,i with the same incoming edges, bias and potential function.
Each association neuron aj,i has a positive incoming edge from the head memory neuron
+
mj,i with weight w(m+
j,i , aj,i ) = `. In addition, aj,i has negative incoming edges from the
−
0
inhibitory memory neurons m−
j,i0 for every i = {1, 2, . . . k} \ {i} with weights w(mj,i0 , aj,i ) =
−1. Note that w.h.p. aj,i fires in round t only if zi = 1 in round t − 1. In case where there
are at least 1/10` memory modules mj,i0 that inhibit aj,i , it fires only if its own memory
module, namely, Mj,i is active. To prevent a situation of partial memory where only part of
the memory modules associated with a pattern are released, if at most 0.9` of the memory
modules Mj,1 , . . . , Mj,r are active, we activate the inhibition of these firing modules. For
that purpose, for every output qj , we introduce 3 deletion neurons d1j , d2j , d3j . The neurons
d1j , d2j detect this situation and the inhibitor d3j kills the partial memory. The deletion neuron
+
1
d1j has incoming edges from all head neurons m+
j,i for i = 1 . . . r with weights w(mj,i , dj ) = 2
1
1
and bias β(dj ) = 1. Hence, w.h.p. dj fires in round t iff at least one memory module fired
in round t − 1. The second deletion neuron has incoming edges from all the inhibitor head
−
2
2
neurons m−
j,i for i = 1 . . . r with weights w(mj,i , dj ) = −1 and bias β(dj ) = −0.9` + 1. Thus,
2
w.h.p. dj fires in round t iff at most 0.9` memory module fired in round t − 1. The third
deletion neuron d3j has incoming edges from d1j and d2j with weights w(d1j , d3j ) = w(d2j , d3j ) = 2
and bias β(d3j ) = 3. Hence, d3j fires in round t iff d1j and d2j fired in round t − 1. In
−
3
addition, the head neurons m+
j,i , mj,i have a negative incoming edge from dj with weight
−
+
3
3
0
w(dj , mj,i ) = w(dj , mj,i ) = −2c log(1/δ ).
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Figure 4 Left: an illustration of the network. The green edges correspond to edges with positive
weight where the red edges correspond to negative weights. For simplicity we omitted the history and
deletion neurons as well as the rest on the association and memory modules. Right: The memory
module and the feedback loop mechanism.

History neurons. If an input pattern Z is already mapped to an output neuron, our goal
is to map every pattern close to Z to the same output. To make sure that close patterns
Z, Z 0 are indeed mapped to the same output, for each output neuron qj we introduce an
inhibitory history neuron hj . The role of the history neuron is to take care of a situation
where a pattern Z is mapped to output qj , but when a close pattern Z 0 is presented later on,
an output qi for i < j is free. Recall that in our construction, each pattern is mapped to
the first available output. To do that, the network parameters of the history neurons are
defined as follows. Each history neuron hj has positive incoming edges from all associated
+
excitatory memory neurons m+
j,i for i = 1 . . . r with weights w(mj,i , hj ) = 1. In addition, it
has a positive incoming edge from the output neuron qj with weight w(qj , hj ) = ` and bias
β(hj ) = −(3/2)` − 1. Thus, the history neuron hj fires if the output neuron qj fired and
at least a large fraction of the memory modules corresponding to qj are active (the latter
indicates that qj is indeed taken). The history neuron hj then inhibits all the preceding
output neurons q1 , . . . , qj−1 , preventing the input pattern from being mapped to a different
output.

The output layer. The output layer Q consists of excitatory neurons. In order to map the
input pattern sequentially, for each qj ∈ Q we introduce an inhibitor output neuron qj− which
inhibits the output neurons qj 0 for j 0 ∈ {j + 1, . . . , k}. The neuron qj is connected to qj− via
a delay chain of length 3 denoted as CjI = C3 (qj ). The neuron qj− has incoming edges from
CjI with weights 2, and a negative bias of β(qj− ) = 5. Hence, w.h.p. qj− fires iff qj fired for 3
consecutive rounds.
Each output neuron qj has positive incoming edges from the association neuron aj,i for
every i = {1, 2, . . . k}. In addition, qj has negative incoming edges from all preceding neurons
qi− for i < j and all successive history neurons hi where i > j. The weights and bias are
given by
w(aj,i , qj ) = 2 ∀i ∈ [r], w(qi− , qj ) = −3` ∀i < j, w(hi , qj ) = −3` ∀i > j,

β(qj ) = ` − 1

Note that qj fires in round t only if at least (1/2)` association neurons fired in round t − 1,
and no history or inhibitor output neuron inhibit it.
As in previous sections, we assume that before the first round no neuron fires (i.e v 0 = 0
for every neuron v in the network). Figure 4 illustrates the structure of the network and
Figure 5 demonstrates the network flow with two inputs.

ITCS 2020

23:16

Random Sketching, Clustering, and Short-Term Memory in Spiking Neural Networks

5.2

Network Dynamics

Before providing the detailed analysis of the network, we give a more detailed description
of the network behavior in the two orthogonal cases: mapping close patterns to the same
output and mapping far patterns to distinct outputs.
Introduction of a New Pattern X j . A pattern X j is introduced in round t where
q1 , . . . , qj−1 are already allocated. We will describe how X j is mapped to qj . First, in
Step (1), X j is mapped to a vector Y j = R1 (X j ). In Step (2), Y j is mapped to a binary
vector Z j which is the input to the sequential mapping sub-network. Let t0 be the time in
which Z j fires. This will cause the firing of the association layer in the following manner.
Let X 1 , . . . , X j−1 be the patterns mapped to q1 , . . . , qj−1 .
For every allocated neuron qi , i ≤ j − 1, and every entry i1 ∈ supp(Zj ) \ supp(Zi ), their
association neuron ai,i1 is inhibited by the memory modules Mi,i2 for every i2 ∈ supp(Zi ).
Thus, for every allocated neuron qi , when introducing Zj , at most | supp(Zi )∩supp(Zj )| ≤
0.1 · ` association neurons ai,j 0 are active.
Since an output qi fires only if at least 1/2` association neurons are active, qi would not
fire.
For every free output qi for i ∈ {j, . . . , k}, all the association neurons ai,i1 for every
i1 ∈ supp(Zj ) are now active. Hence, in the next round, all qj , . . . , qk fire.
Since we have a lateral inhibition, qj inhibits5 all other qi for i ∈ {j + 1, . . . , k}.
Only at the point where qj+1 , . . . , qk are inhibited, the memory modules Mj,i1 of the
winner output qj start being active, for every i1 ∈ supp(Zj ). This memory module
continues firing from that point on for Θ(tm ) rounds, even when Xj is not introduced.
Each activated module Mj,i1 for every i1 ∈ supp(Zj ) inhibits each of the other association
neurons aj,i2 for every i2 6= i1 . In addition, each Mj,i1 excites its own association neuron
aj,i1 for i1 ∈ supp(Zj ), thus canceling the inhibition from the other Mj,i2 modules. As a
result, the only inhibited association neurons are aj,i2 for i2 ∈
/ supp(Zj ).
Re-Introduction of a Close-Pattern X j . We now consider the situation where X j is
introduced in round t, and a close-pattern X j 0 was introduced in the past (e.g., in a window
of Θ(tm ) rounds). We would like to show that X j will be mapped to the exact same output
neuron qj 0 as X j 0 .
For every allocated neuron qi and every entry i1 ∈ supp(Zj ) \ supp(Zi ), their association
neuron ai,i1 is inhibited by the memory modules Mi,i2 for every i2 ∈ supp(Zi ).
Thus, for every allocated neuron qi for i 6= j 0 , when introducing Zj , at most | supp(Zi ) ∩
supp(Zj )| ≤ 0.1 · ` association neurons ai,i1 are active. As a result, qi1 will not fire.
In contrast, for the desired output neuron qj 0 , only | supp(Zj ) \ supp(Zj 0 )| association
neurons are inhibited, while the remaining ones, namely, aj 0 ,i1 for i1 ∈ supp(Zj )∩supp(Zj 0 )
are active. Since | supp(Zj ) ∩ supp(Zj 0 )| is sufficiently large, qj 0 will fire.
Due to lateral inhibition of qj 0 , all other free outputs qi0 for i0 ≥ j 0 + 1 will not fire.
It remains to show that all other free outputs qi for i ≤ j 0 − 1 will not be active. Recall
that these outputs have a lateral inhibition on qj 0 that starts inhibiting qj 0 within a
small number of rounds since the activation of qi . It is therefore important to neutralize
these outputs before their inhibition on qj 0 comes into play. Indeed this is the reason for
introducing the delay to the lateral inhibition mechanism.

5

In fact, its inhibitor copy will do this inhibition.
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Figure 5 Left: network’s state where first pattern (1, 1, 0) is presented. Since all outputs are
free at that point, the pattern is mapped to the first output q1 , which activates all its memory
modules. Right: network description when the second input (1, 0, 1) is presented. Because the
memory modules M1,1 and M1,2 are active, the association neuron a1,3 is inhibited and this q1 will
not fire. As a result, (1, 0, 1) is mapped to q2 , activating corresponding memory modules M2,1 and
M2,3 .

To indicate the fact that qj 0 was already allocated to a pattern close to Xj , we have a
history neuron hj 0 that works as follows. It gets input from all the memory modules of
qj 0 , as well as from qj 0 itself. Since the close patterns Xj and Xj 0 have many entries in
common, sufficiently many memory modules of qj 0 will activate hj 0 . For a free output
qi for i ≤ j 0 − 1, the memory modules of qi are not active and hence the history neuron
would not be active.
The history neuron hj 0 then inhibits all prior outputs qi for i ≤ j 0 − 1 just before their
lateral inhibition chain affects qj 0 . In addition, the inhibition on qi also occurs before the
memory modules of qi start being active. That is, since we want to remember only the
association to the correct output qj 0 , we delay the activation of the memory model. The
latter starts only after qj 0 fires for a consecutive constant number of rounds.

5.2.1

Correctness

The following definitions are useful in our context.
I Definition 15. A pattern Z is mapped to an output neuron qj in round t if when presenting
Z to the sequential mapping network in round t − 1, qj is the only firing output neuron in
round t.
−
I Definition 16. Mj,i is active in round t, if its head neurons m+
j,i , mj,i fired in round t.

In order to prove the main Theorem 14, we start by establishing useful auxiliary claims
and observations.
I Observation 17. For every output neuron qj if the number of active memory modules Mij
in round t is between 1 and 0.9`, then w.h.p. there are no active memory modules in round
t + 3.
Proof. For output neuron qj if the number of active memory modules Mij in round t is at
least 1 w.h.p. the deletion neuron d1j fires in round t + 1. If the number of active memory
modules Mij is also less than 0.9` then w.h.p. d2j fires in round t + 1 and therefore d3j fires in
round t + 2, inhibiting all memory modules Mij for i = 1, . . . , r.
J
I Observation 18. Given that the deletion neurons of output qj did not fire in round t − 1,
+
w.h.p. a memory module Mj,i is active in round t iff at least (c/2) log(1/δ 0 ) neurons m ∈ Mj,i
fired in round t − 1.
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Proof. Recall that a memory module Mj,i is active in round t if the excitatory neuron m+
j,i
fired. The potential function of m+
is
given
by
j,i
pot(m+
j,i , t) =

X

2 · mt−1 − 2c log(1/δ 0 )(d3j )t−1 − c log(1/δ 0 ) + 1 .

+
m∈Mj,i

+
If at least 2c log(1/δ 0 ) neurons in Mj,i
fired in round t − 1, the potential of m+
j,i in round t is at
+
least 1 and the probability that mj,i fire in round t is at least 1+e1−1/λ ≥ 1−Θ( n·k·∆·tmδ ·log 1/δ ).
+
On the other hand, if less than 2c log(1/δ 0 ) neurons in Mj,i
fired, the potential of m+
j,i is at most
1
δ
−1 and the probability that m+
j,i fired in round t is at most 1+e1/λ ≤ Θ( n·k·∆·tm ·log 1/δ ). J

B Claim 19. If Z 1 , Z 2 are close and Z 2 , Z 3 are close, then Z 1 , Z 3 are close.
Proof. Let X 1 , X 2 , X 3 be the corresponding input patterns, where Z i = R2 (X i ) for i ∈
{1, 2, 3}. By the definition of the clustering instance, every pair of patterns X i , X j are either
with relative distance at least ∆/2 (i.e., if these patterns belong to different clusters), or have
relative distance at most ∆/α (i.e., if they belong to the same cluster) for α = Ω(log(1/∆)).
By Lemma 12, input patterns X i , X j that belong to different (resp., same) clusters are
mapped to far (resp., close) vectors Z i , Z j . We therefore have that X 1 , X 2 are in the same
cluster, and also X 2 , X 3 are in the same cluster, concluding that X 1 , X 2 , X 3 are all in the
same cluster.
C
B Claim 20. For every j ∈ [k] and i ∈ [`] w.h.p. the memory module Mj,i is active in round
t given that it was not active in round t − 3, only if CjM and aj,i fired in round t − 2.
Proof. By Observation 18 Mj,i is activated in round t only if at least (c/2) log(1/δ 0 ) neurons
+
m ∈ Mj,i
fire in round t − 1. Since Mj,i was not active in round t − 3 all feedback neurons
+
t
fm for m ∈ Mj,i
was not active in round t − 2 and the potential of each m ∈ Mj,i
in round
P
t − 1 is u∈C M 2 · (u)t−2 + 2λ · (aij )t−2 − 9 − 2λ. Hence, if CjM and aj,i fired in round t − 2,
j

+
in the next round the potential of each m ∈ Mj,i
is at least 1 and m fires in round t − 1
δ
with probability at least 1 − Θ( n·k·∆·tm ·log 1/δ ). Thus, by Chernoff bound w.h.p. at least
+
(c/2) log(1/δ 0 ) neurons m ∈ Mj,i
fired in round t − 1.
M
On the other hand if Cj and aj,i did not fire together in round t − 2, the potential of
1
t
every m ∈ Mj,i
in round t − 1 is at most −2λ and m fires with probability at most 1+e
2.
Using Chernoff bound and choosing c to be sufficiently large, we conclude that (c/2) log(1/δ 0 )
+
neurons m ∈ Mj,i
fire in round t − 1 with probability at most δ 0 .
C

I Observation 21. For every output qj at each round w.h.p. the number of memory modules
Mj,i that are active is at most `.
Proof. Since every pattern has at most ` non zero entries, in each round at most ` association
neurons aj,i fire. By Claim 20, at each round at most ` memory modules Mj,i are activated
for the first time. If in round t − 3 more then 0.1` memory modules were active, the only
association neurons firing in round t − 2 correspond to the activated memory modules and
therefore w.h.p. no new modules are activated in round t. Else, by Observation 17 w.h.p.
the deletion neuron d3j kills the active memory modules and no memory module is active in
round t.
J
Using the same arguments, since the deletion neurons erase the partial memory, we can also
conclude that for every output neuron all its active memory modules correspond to the same
input pattern.
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I Observation 22. For each output neuron qi in each round if it has active memory modules,
there exists an input pattern Z s.t if Mi,j is active then j ∈ supp(Z).
B Claim 23. If Z is mapped to qj in round t, with probability greater than 1 − δ at least 0.8`
memory modules Mj,i where i ∈ supp(Z) are active for c1 · tm consecutive round starting
from round t + 8.
Proof. Let Z be a pattern mapped to qj in round t. Recall that we assume persistence and
therefore w.h.p. Z is also mapped to qj in rounds t + 1 to t + 8.
First we argue that at least 0.8` of the association neurons aj,i for i ∈ sup(Z) fire in
round t + 6. From Observation 17 either there where no memory modules corresponding
to qj active before Z was introduces or at least 0.9` 6 . If there where no memory modules
active, all association neurons aj,i for i ∈ sup(Z) fire starting round t + 1 ahead as long
as Z persist. Otherwise, since qj fired in round t + 7, we conclude that at least 0.5`
association neurons aj,i fired in round t + 6. The association neurons that fired are
from the support of Z and together with Observation 22 we conclude that the pattern
previously mapped to qj is close to Z and at least 0.8` association neurons fired in rounds
t + 6 (due to Lemma 12).
For i ∈ sup(Z) for which aij fired in rounds t + 6, we now calculate the probability that
Mij is active in round t + 8. By Observation 18 its enough to calculate the probability
+
that at least (c/2) log(1/δ 0 ) neurons m ∈ Mj,i
fired in round t + 7. The potential function
+
of every m ∈ Mj,i is given by
X
pot(m, t) =
2 · (u)t−1 + 2λ · (aij )t−1 + (9 + λ · (2 + χ)) · (fm )t−1 − 9 − 2λ .
u∈CjM

Since qj fires in rounds t to t + 7, the delay chain CjM fired in round t + 6, and the
probability m fires in round t + 7 is at least 1 − Θ( n·k·∆·tmδ ·log 1/δ ). Using Chernoff bound
0

)
with probability greater than 1 − δ/3` at least c log(1/δ
neurons in Mj,i fire in round
2
+
t + 7 and the head memory neuron mj,i fires in round t + 8.
+
Next we calculate the probability that m ∈ Mj,i
fires c1 tm consecutive rounds starting
+
round t + 8 given that mj,i fires in round t + 8. Since m+
j,i fired in round t + 8, for every
+
m ∈ Mj,i
that fired in round t+8, the feedback neuron fm is activated in round t+9 and m
+
fires in round t+10 with probability at least 1−1/tm . Hence, the probability m ∈ Mj,i
fires
δ
2
in rounds t+8, t+9 and c1 tm consecutive rounds is at least (1−Θ( n·k·∆·tm ·log 1/δ )) ·( e1c1 ).
We chose c1 such that this is greater than 1/2. Thus, using Chernoff bound and a large
0
)
+
enough c (depending on c1 ) the probability that at least c log(1/δ
neurons m ∈ Mj,i
fire
2
0
in rounds t + 8, t + 9 and then for c1 tm consecutive rounds is at least 1 − δ /3 = 1 − δ/3`.
Summing things up, the probability Mj,i is active for c1 · tm consecutive rounds from
c log(1/δ 0 )
round t + 8 ahead is at least the probability that m+
j,i fired in round t + 8 and
2
+
neurons in Mj,i
fires c1 tm consecutive rounds starting round t + 8. By union bound this
probability is greater than

1 − 3 · (δ/3`) = 1 − δ/`.
Thus, we conclude that the probability all 0.8` modules Mj,i s.t aj,i fired in round t + 6 are
active for c1 · tm consecutive rounds is greater than 1 − δ.
C
We are now ready to prove the correctness of the sequential mapping step.
6

up too ±3 rounds, but since we assume persistence its ok.
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Proof of Theorem 14
Proof. We start by proving the 3 main properties of the network. Given a pattern Z
introduced in round t we will show:
(1) Z is mapped to one of the outputs q1 , . . . , qk in round t + 6
(2) For any pattern Z 0 which is close to Z and was introduced within a span of c1 · tm rounds
from t, Z and Z 0 are mapped to the same output neuron.
(3) For any pattern Z 0 which is far from Z and was introduced within a span of c1 · tm
rounds from t, Z and Z 0 are mapped to a different output neuron.
By induction on the order of arrival of the patterns. Let Z be the first pattern arrived in
round 0. We show that Z is mapped to the first (available) neuron q1 in round 6. For every
i ∈ sup(Z) the potential function of the association neuron a1,i is given by:
t−1
pot(a1,i , t) = 2`(zi )t−1 + `(m+
−
1,i )

X
t−1
(m−
− (19/10)` − 1 .
1,j )
j6=i

Since Z is the first pattern seen, no neuron has fired in round zero and pot(a1,i , 1) =
(1/10)` − 1 > 1, and w.h.p. each a1,i for i ∈ sup(Z) fires in round 1.
Since q1 is the first output, no preceding output neuron inhibits it, and its potential is:
pot(q1 , t) =

r
X
i=1

(2 · a1,i )t−1 −

k
X

3`hi − ` + 1 .

i=2

By Claim 13, w.h.p. each input pattern Z (to the sequential mapping network) has at
least 0.98` non-zero entries (and at most `). Therefore, at least 0.98` association neurons
a1,i excite q1 in round 2. Recall that the history neurons hi fire only if at least 1/2 of the
corresponding memory modules are active in the previous round. Hence w.h.p. in round 1,
no history neuron fires.
We conclude that q1 fires in round 2 w.h.p. By Claim 20 every memory module Mi,j
becomes active only after having qi firing for 5 consecutive rounds (due to the delay chain
CiM ). For that reason, no memory module fires before round 5. Since the memory neurons
are not active, a1,i keeps firing in rounds 1 to 6, and q1 keeps firing in rounds 2 to 7. Since
q1 is connected to q1− via a delay chain C1I of length 3, starting round 5 (and as long as q1
fires), the inhibitor q1− inhibits all other output neuron qi for i ≥ 2. Thus, for every i ≥ 2 the
potential of qi in round 6 is at most ` − 2` − 1/2` + 1 < −1. As a result, for i ≥ 2 neuron qi
does not fire starting round 6.
We next argue that at this point, no memory modules are yet active and consequently the
history neurons are inactive as well. This is due to the fact that the delay in the inhibition
of qi by q1 is shorter then the delay chain CiM that starts at qi and ends at the memory
modules. Thus qi is inhibited before its memory modules are activated. We conclude that if
Z is observed, starting from round 6, the output neuron q1 is the only active output neuron,
and Z is mapped to q1 .
Assume the claim holds for the first i − 1 presented patterns, we next consider the ith
pattern Z presented in round t.
We first show that for every Z 0 that is far from Z introduced in round t0 ∈ [t−c1 ·tm , t−1],
the pattern Z will be mapped to a different output. By the induction assumption, Z 0
is mapped in round t0 + 6 to some output neuron, qj . Since Z 0 was introduced within
c1 · tm rounds, by Claim 23 at least 0.8` many memory modules Mj,i for i ∈ sup(Z 0 ) are
active it round t.
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Let X, X 0 be the inputs corresponding to Z and Z 0 respectively. From Lemma 12,
k sup(Z) ∩ sup(Z 0 )k ≤ 0.1`. By Observation 21, the number of active memory modules
Mj,i in round t is at most `. Thus, the number of active memory modules Mj,i in round
t for i ∈ sup(Z) is at most 0.2` + 0.1` = 0.3`.
For every association neuron aj,i whose memory module Mj,i is inactive in round t, there
are at least 0.8` memory modules that inhibit it. Therefore its potential is 2` − 8/10` −
(19/10)` + 1 < −1, and w.h.p. it does not fire in round t + 1. Overall, at most 0.3`
association neurons aj,i start firing from round t + 1 and as long as the pattern persists.
We conclude that qj will stop firing from round t + 2.
Next we show that two close patterns Z 0 and Z, introduced within a span of c1 · tm
rounds are mapped to the same output. First note that by Claim 19, all patterns that
are close to Z are close to each other. Hence, by the induction assumption, all patterns
close to Z introduced within the last c1 tm rounds were mapped to the same output.
We now consider a pattern Z 0 close to Z introduced in round t0 ∈ [t − c1 · tm , t − 10].
By the induction assumption, the pattern Z 0 was mapped to output qj in round t0 + 6.
By claim 23, 0.8` many memory modules Mj,i are active in round t0 + 7 < t onward
(i.e., for Θ(tm ) rounds). Combining with Lemma 12 because Z is close to Z 0 , at least
0.7` many memory modules Mj,i , i ∈ sup(Z) are active in round t. Since there are at
most ` many active memory modules associated with qj in round t, the potential of the
association neuron aj,i for which the memory neuron is active in round t + 1 is at least
2` + ` − (` − 1) − 1.9` − 1 = 0.1` > 1. We have that at least 0.7` many association neuron
aj,i fire in round t + 1, leading to the firing of qj in round t + 2.
Next, because at least 0.8` memory modules Mj,i are active from round t + 3 ahead, the
history neuron hj fires, and by that inhibits all output neurons qi for i ≤ j − 1 starting
from round t + 4. Recall that every inhibitor neuron qi− for i ≤ j − 1 starts firing only
after the delay chain CiI fired, i.e. after 3 rounds that qi fired. Hence the history neuron
hj inhibits every qi for i ≤ j − 1, just before qi− starts firing. We next show that no
other qi fires for i ≥ j + 1. This holds since qj− inhibits any such qi in round t + 6 via
the delay chain CjI . Finally, we show that qj continues firing as long the pattern persists.
Because at least 0.5` of the association neurons aj,i are firing, and no preceding inhibitor
qi− is currently firing (thanks to the history neuron hj ), it remains to show that no other
history neuron hi for i 6= j inhibits qj . By the induction assumption, all patterns close
to Z were mapped to qj . Hence if for some other output qi for i 6= j, at least 0.5` of its
associated memory modules are active, by Observation 17 at least 0.9` memory modules
are active. Since the pattern Z 00 that was mapped to qi is far from Z, we have that at
most 0.2` many memory modules Mi,i0 for i0 ∈ sup(Z) are active, thus qi does not fire
and consequently hi does not fire.
We now consider the case of a newly presented pattern, i.e., no close pattern to it has
been presented in the last Θ(tm ) rounds. We will show that in such a case, Z will be
mapped to the left-most available output qj , where by available we mean that no memory
module Mj,i is active in round t. Let qi1 , qi2 . . . qis be the available output neurons in
round t. Hence all the association neurons ai1 ,i for i ∈ sup(Z) start firing in round t + 1.
This is because no memory module Mi1 ,j is active. Thus, in round t + 2 the output
neuron qi1 starts firing. As for the unavailable neurons qj , by Observation 17 at least
0.9` memory modules Mji are active and by Observation 22 they are associated with a
pattern Z 00 which was mapped to qj . The pattern Z 00 is far from Z (Z is a new pattern)
and therefore at most 0.2` memory module Mj,i for i ∈ sup(Z) are active in round t.
Hence, at most 0.2` association neurons aj,i fire starting round t + 1 and w.h.p. qj will
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not fire starting round t + 2 (and also no history neuron inhibits qi1 ). Since we assume
persistence, and due to the delay in the activation of the memory modules, qi1 fires also
in rounds t + 3 and t + 4, and in round t + 5 the inhibitor qi−1 starts firing, inhibiting all
the successive output neurons qj for j ≥ i1 + 1.
In order to finish the proof of Theorem 14 we will prove th following Lemma.
I Lemma 24 (Reset, Clearance of Memory). Let Z be a pattern last introduced in round t and
mapped to qj . If no close pattern Z 0 is introduced in rounds [t, t + c2 · tm ], then qj is released
in some round τ ≤ t + c2 tm , i.e., all memory modules Mj,i stop firing with probability greater
than 1 − δ.
Proof. Let Z be a pattern last introduced in round t and mapped to qj . By Observation 17
if in some round τ there are less than 0.9` memory modules corresponding to qj firing, after
3 round 0 memory modules are active and w.h.p. qj is released. As long as there are at least
0.9` memory modules firing, since all patterns introduced in rounds t to t + c2 tm are far
from Z by the same arguments used in Lemma 14 starting from round t + 1 less than 0.5`
association neurons associated with qj fire and qj will not fire for c2 tm consecutive rounds
starting from round t + 2 (as long as it is not already released). Thus, from round t + 7
ahead w.h.p. all neurons in the delay chain CjM do not fire.
+
Therefore, the probability neuron m ∈ Mj,i
fires in round τ ∈ [t + 8, t + c2 tm ] given that
δ
fm did not fire in round τ − 1 is at most Θ( log 1/δ·n·k·∆·t
). Moreover, by union bound the
m
+
probability that there exists a neuron m ∈ Mj,i that fired in some round τ ∈ [t + 8, t + c2 tm ]
given that fm did not fire in round τ − 1 is at most δ/2`.
+
Next we calculate the probability at least half of the neurons m ∈ Mj,i
fire for c2 tm
consecutive rounds. Because the delay chain CjM do not fire starting round t+7 the potential of
+
each neuron m ∈ Mj,i
in round t0 ∈ [t+7, t+c2 tm ] is bounded by λ·(χ+2) = λ(log(tm −1)+2).
+
Hence, the probability m ∈ Mj,i
fires in round t0 is at most 1 − e2 (tm1−1)+1 < 1 − e21tm . We
+
conclude that the probability a neuron m ∈ Mj,i
fires for c2 tm consecutive rounds is at most
c2 /e2
2
e
which for c2 > e log(3) is less than 1/3. Using Chernoff bound and a sufficient large c
+
(constant depending on c2 ) the probability that at least (c/2) log(1/δ 0 ) neurons in Mj,i
fire
for c2 · tm consecutive rounds starting round t + 7 is at most δ/2`.
If m+
j,i fires for c2 tm consecutive rounds starting round t + 8, be Observation 18 at each
+
+
round at least 1/2 of the neurons in Mj,i
fired. Given that no neuron m ∈ Mj,i
fires in
+
round τ ∈ [t + 8, t + c2 tm ] unless fm fired in round τ − 1, the head neuron mj,i fires for
+
c2 tm consecutive rounds only if at least 1/2 of the neurons in Mj,i
fires for c2 tm consecutive
+
rounds. Thus we conclude that mj,i fired for c2 tm consecutive rounds starting round t + 8
with probability at most δ/(2`) + δ/(2`) = δ/`. Note that by Observation 21 at most `
memory neurons Mij are active at each round and using union bound we conclude that with
probability at least 1 − δ the output neuron qj is release in round τ < t + c2 tm
J
This concludes Theorem 14 and therefore also Theorem 3.

J
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Additional Proofs: Random Projection

We first prove Lemma 5, that a Chi-squared distribution is nearly uniform within a constant
number of standard deviations from its mean.
I Lemma 5. Let Dp be the Chi-squared distribution with p degrees of freedom. For any c
with 1 ≤ c < p1/2 there are constants
c` , cu (depending on c) such that, for any interval

[r1 , r2 ] ⊆ p − cp1/2 , p + cp1/2 , we have:
cu (r2 − r1 )
c` (r2 − r1 )
≤ Pr [x ∈ [r1 , r2 ]] ≤
x∼Dp
p1/2
p1/2


That is, Dp is roughly uniform on the range p − cp1/2 , p + cp1/2 .
Proof. It is well known that Dp has mean p, density d(x) =

1
xp/2−1 e−x/2 .
2p/2 Γ(p/2)

Since we

1/2

assume p
> c ≥ 1 we have p≥ 2 and the distribution
has mode p − 2. Additionally, we

have p − cp1/2 > 0. So for x ∈ p − cp1/2 , p + cp1/2 we can bound:
 p p/2−1
1
1
p/2−1 −p/2+1
(p
−
2)
e
≤
·
Γ(p/2)
2e
2p/2 Γ(p/2)
q

p p/2
2π
By Stirling’s approximation, Γ(p/2) ≥ p/2
which gives:
2e
d(x) ≤ d(p − 2) =

r
d(x) ≤

e
p 2e
·
=√
.
4π p
π · p1/2

(2)

On the other side, since p − cp1/2 > 0, and since the density of the Chi-squared distribution
is monotonically decreasing as x moves further from the mode p − 2 either left or right:
d(x) ≥ min(d(p − cp1/2 ), d(p + cp1/2 )).

(3)

We lower bound each term in the minimum.
1/2
1
d(p − cp1/2 ) = p/2
(p − cp1/2 )p/2−1 e−p/2+(c/2)p
2 Γ(p/2)
p/2−1
 p p/2−1 
1/2
c
1
· 1 − 1/2
=
· e(c/2)p −1
2Γ(p/2) 2e
p
Again using Stirling’s approximation, and a similar argument to the proof of (2), for some

p p/2−1
1
1
constant c1 , 2Γ(p/2)
. Thus,
is lower bounded by pc1/2
2e
d(p − cp1/2 ) ≥

≥
≥

≥
≥


p/2−1
1/2
c1
c
·
1
−
· e(c/2)p −1
1/2
1/2
p
p


1/2


 p1/2
(c/2)p1/2 −1
c −1 ·(c/2)p
c
c1
c
(c/2)p1/2 −1
·e
· 1 − 1/2
· 1 − 1/2
p1/2
p
p
(c/2)p1/2 −1

1/2
c1
1
c
· e(c/2)p −1 · 1 − 1/2
1/2
1/2
(c/2)p
p e
p


2
2

 p1/2
c −1 ·(c /2)+(c /2−1)
c
c1
· 1 − 1/2
ep1/2
p

c2 /2−1
2
c1 · ec /2
c
c0
· 1 − 1/2
≥ 1/2
(4)
1/2
ep
p
p
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for some constant c0 that depends on c. We give a similar bound for p + cp1/2 .
−p/2−1
 p p/2−1 
1/2
1
c
· e(c/2)p −1
d(p + cp1/2 ) =
· 1 + 1/2
2Γ(p/2) 2e
p

−p/2−1
1/2
c1
c
≥ 1/2 · 1 + 1/2
· e(c/2)p −1
p
p
1/2

− p1/2
−1

c ·(c/2)p
1/2
c1
c
c
= 1/2 · 1 + 1/2
· e(c/2)p −1 · 1 + 1/2
p
p
p

−1
0
c
c
c
≥ 1/2
≥ 1/2 · 1 + 1/2
ep
p
p

(5)

for some c0 . Combining (4) and (5) with (3) and (2) gives that there exist constants c` , cu
such that for all x ∈ [p − cp1/2 , p + cp1/2 ],
c`
cu
≤ d(x) ≤ 1/2 .
1/2
p
p
Thus for any r1 , r2 :
cu (r2 − r1 )
c` (r2 − r1 )
≤ Pr [x ∈ [r1 , r2 ]] ≤
,
1/2
x∼Dp
p
p1/2
J

completing the lemma.
We next give a complete proof of Lemma 7.

A.1

Proof of Lemma 7

Since each [Ab X](i) is a Chi-squared random variable with p degrees of freedom, which has
median ≤ p, each [Ab X](i) is upper bounded by p ≤ τ = p + 2p1/2 with probability ≥ 1/2.
Thus, by Lemma 5 applied with c = 2, conditioned on [Ab X](i) ≤ p + 2p1/2 , there is some c`
with:
h
h
i
i c · 2p1/2
`
Pr [Ab X](i) ∈ p, p + 2p1/2 [Ab X](i) ≤ p + 2p1/2 ≥
= 2c` .
p1/2
Thus, for large enough constant c1 and m = c1 , with probability at least 199
200 , we have
i1,b (X) 6= 0 and [Ab X](i1,b (X)) ≥ p. Call this event E1 . Condition on the event that E1
occurs and, in particular, that [Ab X](i1,b (X)) = x for any x ∈ [p, p + 2p1/2 ]. Call this event
E1,x . Then for all j 6= i1,b (X), [Ab X](j) is an independent Chi-squared random variable
with p degrees of freedom conditioned on either 1) [Ab X](j) ≤ x or 2) [Ab X](j) ≥ p + 2p1/2 .
Since [Ab X](j) ≤ p ≤ x with probability at least 1/2, this conditioning at most doubles the
density at any one value. Thus, by Lemma 5,
1/2




2cu · pc2 m
p1/2
Pr [Ab X](j) ∈ x −
, x E1,x ≤
.
c2 m
p1/2
By a union bound, we thus have:
1/2




2cu · pc2
p1/2
2cu
Pr ∃j : [Ab X](j) ∈ x −
, x E1,x ≤
=
.
c2 m
c2
p1/2
1
Setting c2 sufficiently large ensures that this quantity is bounded by 200
. Thus, by a union
99
bound with the probability
that
E
occurs,
with
probability
≥
:
i
(X)
1
1,b
100
h
i
h
i 6= 0 and 2) no

[Ab X](j) falls in x −
the proof.

p1/2
mc2 , x

= [Ab X](i1,b (X)) −

p1/2
mc2 , [Ab X](i1,b (X))

. This completes
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Proof of Lemma 8

We first use the relative distance assumption to give a basic claim:
B Claim 25. Write X 1 , X 2 as X 1 = χ + δ1 and X 2 = χ + δ2 where χ ∈ {0, 1}n is the
common vector with χ(i) = 1 iff X 1 (i) = X 2 (i) = 1. Note that since kX1 k = kX2 k = p we
have kδ1 k = kδ2 k. Letting ∆ = RD(X 1 , X 2 ),
∆
kδ1 k
= .
p
2
Proof. We can write:
∆ = RD(X 1 , X 2 ) =

kX 1 − X 2 k
kδ1 − δ2 k
kδ1 k + kδ2 k
=
=
.
p
p
p

The claim follows since kδ1 k = kδ2 k.

C

B Claim 26. For i ∈ [2] and j ∈ [m] ∪ 0 let Ej be the event that j = i1,b (X 1 ). With
probability ≥ 999/1000 over the choice of Ab χ, for all j we have:
Pr[Ej | Ab χ] ≤

1
.
16

Proof. Let ∆ = RD(X 1 , X 2 ) and assume for simplicity that ∆ ≤ 1 (we will latter see that it
p
is easy to remove this assumption). By Claim 25, kδ1 k = kδ2 k ≤ p2 and thus kχk
 ≥ 2 . For
1
1/2
1/2
a constant c3 (to be set later) sub-divide the range kχk − c3 p , kχk + c3 p
into ∆1/2
subranges of width:
√
2c3 p1/2 ∆1/2 = 2 2c3 kδ1 k1/2 ,
where the equality follows from Claim 25. By Lemma 5 (applied with the constant c
in the Lemma set to c3 ) for any i ∈ [m], [Ab χ](i) falls into each range with probability
1/∆
√
Θ(c3 · ∆1/2 ). Thus, by a standard Chernoff bound, for m = c1 log
for sufficiently large
∆
c1 , with probability 1999/2000 over the choice of Ab , at least c4 indices of Ab χ fall within
each bucket where c4 is a constant to be set later. Note that c1 depends on c3 , c4 . Call the
event that c4 indices fall into each bucket Ef ull−buckets . Additionally, as argued in Lemma
7, for sufficiently large m, the maximum value [Ab X̄1 ](i1,b (X̄1 )) below p + p1/2 satisfies
[Ab X̄1 ](i1,b (X̄1 )) ≥ p with probability at least 1999/2000. Thus, with probability 1999/2000
over the choice of Ab ,


Pr [Ab X̄1 ](i1,b (X̄1 )) ≥ p Ab χ ≥ 1999/2000.

(6)

Let Egood be the event that both Ef ull−buckets and (6) hold. Egood holds with probability
1
≥ 999/1000 over the choice of Ab . First note that conditioning on Egood , Pr[E0 Ab χ] ≤ 2000
,
easily giving the claim for j = 0. We now consider j ∈ [m]. We consider any bucket,
n
h
io
√
R = j : [Ab χ](j) ∈ r, r + 2 2c3 kδ1 k1/2 ,
√
where r is be some integer multiple of 2 2c3 kδ1 k1/2 . Roughly, since each index in R has a
very similar value in Ab χ, each has nearly the same likelihood of being the largest entry in
Ab X1 below τ = p + 2p1/2 . Since Ef ull−buckets occurs, there are at least c4 of these indices
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and thus if c4 is large, none has very high probability of being the largest entry. Formally,
we will show that, assuming Egood holds, for each j ∈ R,
Pr[Ej | Ab χ] ≤

1
.
16

(7)

Since this bound holds for all buckets in the range [kχk − c3 p1/2 , kχk + c3 p1/2 ] , it will give
the claim after arguing that no index with Ab χ falling outside this range is likely to have
E(1, j) occur either.
Indices in Buckets. Each entry of Ab δ1 is identically distributed as an independent Chisquared random variable with kδ1 k degrees of freedom. Additionally, Ab δ1 is independent of
Ab χ since δ1 and χ have disjoint supports. Consider j ∈ R with Pr[[Ab X̄1 ](j) ≥ τ Ab χ] ≥
15/16. In this case, since E(1, j) can only hold if [Ab X̄1 ](j) ≤ τ , (7) trivially holds.
Next consider j ∈ R with Pr[[Ab X̄1 ](j) ≥ τ Ab χ] ≤ 15/16. By Lemma 6 there is some c
with:
h
i
1
,
Pr [Ab δ1 ](j) ≥ kδ1 k + ckδ1 k1/2 =
64
or equivalently since [Ab X 1 ](j) = [Ab χ](j) + [Ab δ1 ](j):
h
i
1
Pr [Ab X 1 ](j) ≥ [Ab χ](j) + kδ1 k + ckδ1 k1/2 Ab χ =
,
64

Setting r2 = min [Ab χ](j) + kδ1 k + ckδ1 k1/2 , τ we thus have that
Pr[[Ab X 1 ](j) ∈ [r2 , τ ] Ab χ] ≤

1
.
64

(8)

Additionally, by Lemma 5 there is some r1 with r2 − r1 = Θ(kδ1 k1/2 ) such that:


1
Pr [Ab X 1 ](j) ∈ [r1 , r2 ] Ab χ =
.
32
√
Since for all j 0 ∈ R, |[Ab χ](j) − [Ab χ](j 0 )| ≤ 2 2c3 kδ1 k1/2 = O(kδ1 k1/2 ) we have r2 =
[Ab χ](j 0 ) + O(kδ1 k1/2 ) and thus again by Lemma 5, for all j 0 ∈ R:


Pr [Ab X 1 ](j 0 ) ∈ [r1 , r2 ] Ab χ = Ω(1).
If we set the constant c4 large enough, since assuming Egood , |R| ≥ c4 we have:
 31

Pr ∃ j 0 ∈ R \ j : [Ab X 1 ](j 0 ) ∈ [r1 , r2 ] Ab χ ≥
.
32
If this event holds, we can only have E(1, j) occur if [Ab X 1 ](j) falls in [r2 , τ ], which by (8)
1
occurs with probability ≤ 64
conditioned on Ab χ. Thus by a union bound we have:
Pr[Ej | Ab χ] ≤

1
,
16

giving (7) in this case.
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Indices Outside Buckets. We now consider indices not falling in any bucket: that is, j
with [Ab χ](j) ≤ kχk − c3 p1/2 or [Ab χ](j) ≥ kχk + c3 p1/2 . For the later, to have Eb (1, j)
1/2
occur we must have
and thus [Ab δ1 ](j) ≤ kδ1 k − (c3 − 2)p1/2 ≤
√ [Ab X 1 ](j) ≤ τ = p + 2p
kδ1 k − (c3 − 2) 2kδ1 k. By Lemma 6, this occurs with probability < 1/16 for all kδ1 k
as long as we set c3 large enough. Similarly, for j with [Ab χ](j) ≤ kχk − c3 p1/2 , with
probability ≥ 15/16, we will have [Ab δ1 ](j) ≤ kδ1 k + c3 p1/2 and thus [Ab X 1 ](j) ≤ p. Since
assuming Egood , the maximum value of Ab X 1 bounded by ≤ τ is ≥ p, if [Ab X 1 ](j) ≤ p,
Eb (1, j) will not occur. Thus completes the argument in this case, giving that for all j with
1
[Ab χ](j) ≤ kχk − c3 p1/2 or [Ab χ](j) ≥ kχk + c3 p1/2 , Pr[Eb (1, j) | Ab χ] ≤ 16
.
Removing Bound on ∆. Finally, we note that we can remove the assumption that ∆ ≤ 1.
If ∆ ≥ 1 we can simply have χ encompass some of the non-shared entries in X 1 until kχk ≥ p2
and kδ1 k ≤ p2 as desired. The bound will go through as argued up to constants, since we will
1
still have kδk
C
p = Θ(∆) as in Claim 25 (note that we always have ∆ ≤ 2).
We can now complete the proof of Lemma 8. We have:
Pr[i1,b (X 1 ) = i1,b (X 2 ) | Ab χ] =
=

m
X
j=0
m
X



Pr i1,b (X 1 ) = i1,b (X 2 ) = j | Ab χ




Pr i1,b (X 1 ) = j | Ab χ · Pr i1,b (X 2 ) = j| Ab χ

j=0

(9)
where the second line follows from the fact that Ab X 1 and A X 2 are independent conditioned
on Ab χ since δ1 , δ2 are disjoint vectors. By Claim 26, with probability ≥ 999/1000 over the
choice of Ab χ we can bound (9) by:
Pr[i1,b (X 1 ) = i1,b (X 2 ) | Ab χ] ≤

m
X



Pr i1,b (X 2 ) = j | Ab χ · 1/16 = 1/16

(10)

j=0



Pm
where the last line follows simply since j=0 Pr i1,b (X 2 ) = j | Ab χ = 1. Since (10) holds
with probability ≥ 999/1000 over the choice of Ab χ, overall Pr[i1,b (X 1 ) = i1,b (X 2 )] ≤
1/16 + 1/1000.
Applying Claim 7 and a union bound gives that i1,b (X 1 ) 6= i1,b (X 2 ) and the gaps between
the largest and second largest entries of Ab X 1 and Ab X 2 (bounded by τ ) are both at least
1/2
≥ cp2 ·m (or there is at most one such entry), and [Ab X 1 ](i1 (X 1 )), [Ab X 2 ](i1 (X 2 )) ≥ p with
probability ≥ 1 − (1/16 + 1/1000) − 2/100 = .9165, giving the lemma.

A.3

Proof of Lemma 10

We now give the deferred proof of Lemma 10, which shows that two close inputs are likely to
have the same intermediate neuron with the maximum potential ≤ τ in each bucket. We
restate the lemma below.
I Lemma 10. Let X 1 , X 2 ∈ {0, 1}n be two vectors with RD(X 1 , X 2 ) ≤ ∆/α. Consider our
√
construction with bucket size m = c1 log(1/∆)
. Then for sufficiently large constants c1 , c2 and
∆
4
α = O(log(1/∆) ), for any b ∈ [`], defining i1,b (·) and i2,b (·) as in Lemma 7, with probability
≥ 0.97:
i1,b (X 1 ) = i1,b (X 2 ).
For both j = 1, 2: i1,b (X j ) 6= 0, [Ab X j ](i1,b (X j )) ≥ p, and
[Ab X j ](i1,b (X j )) − [Ab X j ](i2,b (X j )) ≥

p1/2
c2 ·m

or i2,b (X j ) = 0.
ITCS 2020

23:30

Random Sketching, Clustering, and Short-Term Memory in Spiking Neural Networks

Proof. By Lemma 7, with probability ≥ 99/100, for all i ∈ [m] \ i1,b (X 1 ) with [Ab X1 ](i) ≤ τ :

[Ab X 1 ](i1,b (X 1 )) − [Ab X1 ](i) = Ω

p1/2
m


,

(11)

By a similar argument, with probability ≥ 99/100, for all i ∈ [m],

|τ − (Ab X 1 )i | = Ω

p1/2
m


.

(12)

Additionally, by standard sub-exponential concentration (as used in Lemma 6) with
probability ≥ 99/100, for both j = 1, 2 and all i ∈ m we have [Ab δj ](i) ∈ kδi k ± O(log m ·
kδi k1/2 ). Note that log m = O(log(1/∆)). Additionally, by Claim 25,
 since RD(X
 1, X 2) ≤

∆
∆
∆/α for α = O(log(1/∆)4 ), we have for both i = 1, 2, kδpi k ≤ 2α
= O log(1/∆)
. This gives
4
that
 1/2 
 1/2 1/2 
p
∆ p
1/2
=O
.
O(log m · kδ1 k ) = O
log(1/∆)
m
 1/2 
So for both j = 1, 2 and all i ∈ m, (Ab δj )i ∈ kδi k ± O pm . So by (11) we have for all

i 6= i1,b (X 1 ) with [Ab X1 ](i) ≤ τ :
[Ab X 2 ](i1,b (X 1 )) − [Ab X 1 ](i) =

[Ab X 1 ](i1,b (X 1 )) − [Ab δ1 ](i1,b (X 1 )) + [Ab δ2 ](i1,b (X 1 )) − [Ab X 1 ](i) = Ω

p1/2
m


.

By (12) we also have,
[Ab X 2 ](i1,b (X 1 )) = [Ab X 1 ](i1,b (X 1 )) − [Ab δ1 )](i1,b (X 1 )) + [Ab δ2 ](i1,b (X 1 )) ≤ τ.
and similarly, for all i 6= i1,b (X 1 ) with [Ab X1 ](i) ≥ τ :
[Ab X 2 ](i) ≥ τ.
That is, i1,b (X 1 ) is the largest entry of Ab X 2 under τ , and thus i1,b (X 1 ) = i1,b (X 2 ).
Applying Lemma 7 and a union bound gives the second claim with overall probability
1 − 1/100 − 1/100 − 1/100 = 97/100.
J

B

Detailed Analysis of the Sparsification Step via WTA

Proof of Claim 13
Proof. Let i = arg maxj:Y (j)≤τ Y (j). For every neuron j ∈ {1, . . . , m} in the input vector
Y , let R(j) be the random variable that counts the number of rounds in which j fires in a
window of T = Θ(m2 log m) rounds. By the construction described above in which all j with
Y (j) ≥ τ are inhibited with very strong weight, R(j) = 0 w.h.p. for all such j. Thus we focus
on j with Y (j) ≤ τ . We show that if Y (i) − Y (j) = Ω

p1/2
m

for j 6= i, then R(i)  R(j)

with probability at least 1 − Θ(1/m).
First, let P be the vector of firing probabilities of each intermediate neuron induced by
the potentials in Y (ignoring the entries that have been zero’d out since Y (j) ≥ τ ). By (1)
1
we have P (i) =
. Letting s(x) = 1/(1 + e−x ), we have s0 (x) ∈ 12 , 34 for x ∈ [0, 1]
−Y (i)
1+e
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and can see that if Y (i) − Y (j) = Ω(1/m), then also s(Y (i)) − s(Y (j)) = Ω(1/m). That is,
a gap of Ω(1/m) between Y (i) and Y (j) translates to a gap of Ω(1/m) between the firing
probabilities P (i) and P (j). To ensure that Y (i), Y (j) are in [0, 1] we can simply rescale the
1
weights of the random connection matrix A by 2p
and shift them by p by adding a bias of p to
each intermediate neuron. By Corollary 9, before this shift and scaling, Y (i) ∈ [p, p +2p1/2],
1/2

so afterwards, Y (i) ∈ [0, 1]. For all j 6= i, since by Corollary 9 we had Y (i) − Y (j) = Ω pm


1
1
we still have Y (i) − Y (j) = Ω m
as required and thus P (i) − P (j) = Ω m
.
By Chernoff bound, with probability of at least 1 − c/m,
q
q
R(i) ≥ T · P (i) − T · P (i) · c log m and R(j) ≤ T · P (j) + T · P (j) · c log m) .
Hence, with probability 1 − 2c/m we get that
q
q
R(i) − R(j) ≥ T · (P (i) − P (j)) − T · P (i) · c log m) − T · P (j) · c log m.
q
p
≥ T · (P (i) − P (j)) − 2 T · P (i) · log m = Ω(T /m) − O( T · log m)
=

Ω(T /m) ,

by taking T = c0 · m2 log m for a sufficiently large constant c0 .
Since the incoming weight of each neuron yi,j is R(i) − R(j) = ω(1), we get that yi,j fires
with probability of 1 − Θ(1/m). By doing a union bound over all m − 1 neurons, and taking
large enough constants, we get that with probability at least 99/100, all neurons yi,j fire for
every j 6= i. Hence, zi is the only firing neuron in Z.
J
Recall that in Step (1), every input vector X i is projected into ` vectors Y i,b = Ab ·X i
for every b ∈ {1, . . . , m}. On each such vector Y i,b we apply the WTA circuit and get a
vector Z i,b . Let Z i = Z i,1 ◦ Z i,2 ◦ . . . ◦ Z i,` for ` = O(log(tm /δ)), where ◦ denotes vector
concatenation.
We conclude this section by showing that the relative gap between input patterns X i , X j
is reflected in their output vectors of the WTA circuit. By combining Claim 13 with Cor. 9
and 11, we prove Lemma 12 which completes the correctness of Step (II).

Proof of Lemma 12
Proof. First observe that for every input X i , there are at most ` non-zero entries in Z i since
the threshold gates fire only if there is a sufficient gap in the firing rates. (I) For a fixed pair
X i , X j of far patterns, let Bi,j be the set of all buckets b where arg maxr∈[m]:Y i,b (r)≤τ Y i,b (r) 6=
arg maxr∈[m]:Y j,b (r)≤τ Y j,b (r) and the gap between largest and second largest entries in both
vectors Y i,b and Y j,b is Ω(p1/2 /m). By Cor. 9, with probability 1 − δ, for every pair of far
patterns X i , X j , |Bi,j | ≥ 0.9 · `.
By Claim 13, if Y i,b has a desired gap between the largest entry and other entries
then, with probability p = 99/100, Z i,b has exactly one winning entry corresponding to
arg max(Y i,b ). In expectation the vectors Z i,b differ in p · |Bi,j | buckets. Thus by applying
Chernoff bound overall k 2 pairs, in 0.9` of the buckets, the WTA picks a distinct winner for
the X i and X j patterns. Thus, supp(Z i ) \ supp(Z j ) ≥ 0.9`.
(II) For a fixed pair X i , X j of close patterns, let Bi,j be the set of all buckets b where
arg maxr∈[m]:Y i,b (r)≤τ Y i,b (r) = arg maxr∈[m]:Y j,b (r)≤τ Y j,b (r) and the gap between largest
and second largest entries in both vectors Y i,b and Y j,b is Ω(p1/2 /m). By Cor. 11 with
probability 1 − δ, for every pair of close patterns X i , X j , |Bi,j | ≥ 0.91 · `. By applying Claim
13 and Chernoff bound overall k 2 pairs, in at least 0.9 · ` of the buckets, the selected winner
is the same with probability of 1 − δ, implying that supp(Z i ) ∩ supp(Z j ) ≥ 0.9 · `.
J
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We establish a new notion of tropical convexity for signed tropical numbers. We provide several
equivalent descriptions involving balance relations and intersections of open halfspaces as well as the
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variables. This leads to a Minkowski-Weyl theorem for polytopes over the signed tropical numbers.
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1

Introduction

Tropical convexity is an important notion with applications in several branches of mathematics.
It arises from the usual definition of convexity by replacing + with max and · with +. This
notion has been studied for several years involving different approaches from extremal
algebra [36], idempotent semirings [18], max-algebra [16], convex analysis [15], discrete
geometry [20], matroid theory [22]. So far, it was mainly studied in Tmax = R ∪ {−∞}.
Indeed, this is essentially a restriction to the tropical non-negative orthant, as r ≥ −∞ for all
r ∈ Tmax , where −∞ is the tropical zero element. We remedy this restriction by introducing
a notion of tropical convexity involving all orthants. We give our main points of motivation
for our generalization.
Mean payoff games are equivalent to feasibility of a tropical linear inequalities
M
j∈Ji

aij + xj ≥

M

aij + xj

∀j ∈ [m] ,

(1)

j∈[n]\Ji

where ai , x ∈ Tnmax , for i ∈ [n], see [3]. This problem is in NP ∩ co-NP, but no polynomialtime algorithm is known [26]. Furthermore, the latter feasibility problem is intimately related
to the feasibility problem for classical linear inequality systems [33, 6]. This connection has
recently lead to a construction showing that certain interior point methods are not strongly
polynomial [7]. The tropical linear feasibility problem is also a special scheduling problem [31]
and it can be considered as a particular disjunctive programming problem [13].
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In the context of mean payoff games, signs can be used to represent the two sides of the
inequality (1). This system can be concisely written as A x ≥ O, x ≥ O, where O represents
the vector of −∞’s, and A ∈ Tm×n
is a matrix with Aij = aij if j ∈ Ji and Aij = aij if
±
j∈
/ Ji . Here, aij represents a tropically negative number (note that 5 and −5 are tropically
positive, while 5 and − 5 are tropically negative).
Our main motivation is to extend some of the basic concepts and tools from convex
geometry and polyhedral combinatorics to signed tropical numbers. Significant work has been
done already in this direction, however, some fundamentals are still missing: in particular,
a satisfactory notion of convexity for signed tropical numbers has not been given prior to
this work.
Such an investigation is motivated both by algorithmic questions as well as in the context
of recent developments in tropical geometry. Solving mean payoff games in polynomial time
is a major open question. Developing tropical versions of polyhedral combinatorics tools may
lead to new approaches to tackle this problem. For example, there is a relatively recent class
of polynomial-time algorithms for linear programming are naturally formulated as deciding
if the origin is in the convex hull of a set of points, see, e.g., [17]. Our convexity notion
provides an analogous formulation for the tropical linear feasibility problem in terms of the
signed convex hull of the coefficient vectors.
Signed tropical numbers have been used in important recent results in tropical geometry,
for example, in the tropicalization of the simplex method [6]. The study of real tropicalization
of semialgebraic sets [27] follows a similar spirit. Another approach to extend from Tdmax
involving signs is to deduce the structure of a variety by “unfolding” it from the positive
orthant into the other orthants, which is formalized by the patchworking introduced in [34]
that has several applications in algebraic geometry.
Furthermore, separation theorems like Farkas’ lemma for linear programming have their
easiest formulation in terms of separation from the origin leading to powerful generalizations
to oriented matroids, see [11]. Our approach allows to formulate an analogous theory for
tropical linear programming. This gives new possibilities for studying tropical normal fans
and tropical hyperplane arrangements.
Arithmetic operations can be naturally extended from Tmax to the set of signed tropical
numbers T± . There is however a critical case of degeneracy, namely, adding a positive
and a negative number of the same absolute value. In the context of the formulation (1),
this corresponds to allowing the same variable xj on both sides with the same aij term.
Introducing balanced numbers are a standard way to carry out such additions: 5 ⊕ ( 5) = •5,
thus obtaining the symmetrized semiring. Unfortunately, it is not possible to order this
structure, and hence, it is desirable to study the geometry restricted to the signed numbers T± .

1.1

Our Contributions

Tropical convexity has been well-studied for Tmax (see [6]). Balanced numbers constitute
an important challenge in extending this notion to signed tropical numbers. Consider for
example the points (1, 1) and ( 1, 1) in T2± . It is natural to include all points (a, a) and
( a, a) for a ≤ 1 as well as (−∞, −∞) as the convex combinations of these points. Our
convexity notion will additionally include every point of the form (a, b), ( a, b), ( a, b),
and (a, b) for a, b ≤ 1; thus, the convex combination of these two points in T2± will be
a rectangle rather than a line segment. We obtain these combinations by “resolving” the
balanced combination (•1, •1) of these two points.
Our definition of signed tropical convexity (Definition 3.1) just arises from the usual
definition of tropical convexity by replacing equality “=” with the balance relation “./”
first introduced in [1]. We provide multiple arguments justifying why this is the right
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definition. A standard way to introduce the tropical semiring is via Puiseux lifts. It turns
out (Theorem 3.14) that this construction yields the tropicalization of the union of all
possible lifts. This notion of signed tropical convexity also comes up naturally in the context
of hyperoperations (Section 3.3). Instead of balanced numbers, hyperoperations have a
multi-valued addition of signed numbers. Defining convexity for hyperoperations coincides
with our notion. However, the advantage of using balanced numbers is to maintain a finite
representation for computations.
Certain properties of the signed tropical convex hull are surprising and, compared to usual
convexity, harder to deal with. For example, in contrast to the classical notion, there is no
unique minimal generating set of a convex set: the convex hulls of the points {(1, 1), ( 1, 1)}
and of {(1, 1), ( 1, 1)} coincide. The duality of signed tropical convex hulls and tropical
linear inequality systems is reflected in the dual notions of non-negative kernel (22) and open
tropical cones (23). We formalize a new version of Farkas’ lemma (Theorem 4.6) for signed
tropically convex sets. We deduce it in a geometric way from new versions of Fourier-Motzkin
elimination for signed numbers (Theorem 4.14 and Corollary 4.15).
There is a curious difference between open and closed signed tropical halfspaces in our
framework. Whereas open halfspaces are always convex, closed halfspaces are typically not.
In fact, even signed tropical hyperplanes are convex in very special cases only (Example 3.8).
Whereas we show that the convex hull of a set of points coincides with the intersection of all
open halfspaces containing these points (Theorem 5.1), the analogous statement is not true
for closed tropical halfspaces (Remark 5.3).
Nevertheless, we can derive a Minkowski-Weyl theorem (Theorem 5.4): for every finite
set of points, their convex hull can be obtained as the intersection of finitely many closed
halfspaces, and conversely, if the intersection of a finite set of closed halfspaces is convex
(which is not always the case), it can be obtained as the convex hull of a finite set of points.
The proof of the first direction is based on a version of Fourier-Motzkin elimination for
non-strict inequalities. However, the elimination procedure may create balanced coefficients
that have to be resolved by signed numbers. Such a transformation can be easily obtained
for the case of strict inequalities (Theorem 4.12), but becomes rather challenging in the
non-strict case. In fact, our proof (Proposition 5.7) only shows existence, but does not even
yield a finite algorithm.
Finally, we relate our notion to the known concept of tropical convexity over T≥O . We
show that the signed tropical convex hull can be obtained as the union of unsigned hulls in
each orthant (Theorem 6.4).

1.2

Related Work

Our notion of signed tropical convexity heavily relies on the concept of the symmetrized
tropical semiring S, which goes back to [1], and was further developed in [4, 32], among others.
Signed numbers arise in the context of tropical convexity in [6], however only as coefficients
for an inequality system. The technically difficult aspects are the necessary properties of
equality and order relations. While [4] also developed different notions replacing orders or
equalities, they do not provide all necessary concepts to deal with the new notion of tropical
convexity. The relations ./,  and > we use also appear in the context of hyperfields in [27],
where images of semi-algebraic sets are studied. The duality of the tropical analog of polar
cones in [23] can be considered as a predecessor of our duality in Section 4.1. Infeasibility
certificates for linear inequality systems were deduced from the duality of mean payoff games
in [25, 9]. A tropical version of Fourier-Motzkin elimination was established in [8]. The latter
results rely on the (tropical) non-negativity of the variables and cannot be transferred directly
to our setting, as we discuss also in Remark 4.18 and Remark 4.7. The tropicalizations of
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polytopes [21] or more general semialgebraic sets [27] leads to the image of a single object.
However, our construction naturally leads to the tropicalization of a union of polytopes
arising as the convex hull of lifts of points. This is in some sense dual to the representation
established in [27], where all satisfied equations and inequalities are needed to describe the
tropicalization of a single object. Parallel to our work, similar structures for signed numbers
are developed in [5, 2].

2

Signed Numbers and Orderings

We introduce the necessary terminology for our purposes. For a recent comprehensive
introduction to signed numbers and the symmetrized semiring, see [4].

2.1

Signed Numbers

We define the signed tropical numbers T± by glueing two copies of (R ∪ {−∞}) at −∞. One
copy is declared the non-negative tropical numbers T≥O (this is often denoted by Tmax in
the literature), the other copy forms the non-positive tropical numbers T≤O . Most of the
time, we denote −∞ by O as it is the tropical zero element. The elements in T≤O \ {O} are
marked by the symbol . The signed tropical numbers T± have a natural norm | . | which
maps each element of T≥O to itself and removes the sign of an element in T≤O . This gives
rise to the order



x ∈ T≤O and y ∈ T≥O
x≤y
⇔
.
(2)
x ≤ y for x, y ∈ T≥O


|x| ≥ |y| for x, y ∈ T
≤O

Furthermore, we obtain the strict order x < y ⇔ x ≤ y ∧ x =
6 y. The tropical signed space
Td± is the union of 2d orthants which are copies of Td≥O glued along their boundary.

2.2

Balanced Numbers

To develop the technical tools for dealing with signed numbers, we use the symmetrized
semiring S which forms a semiring containing T± , introduced in [1]. This semiring is
constructed with a third copy of R ∪ {O} by glueing again at O. We denote the third
copy, the balanced numbers, by T• and mark the elements by the symbol •. Unfortunately,
the symmetrized semiring S cannot be ordered. We extend the norm | . | in such a way
that it removes the • from an element in T• and leaves the corresponding element in T≥O .
The complementary map tsgn from S to {⊕, , •, O} remembers only in which of the sets
an elements lies: positive tropical numbers T>O = T≥O \ {O}, negative tropical numbers
T<O = T≤O \ {O}, balanced non-zero tropical numbers T• \ {O} or the tropical zero {O}.
Next, we define the binary operations of the semiring. For x, y ∈ S, we define the
addition by
(
argmaxx,y (|x|, |y|)
if |χ| = 1
x⊕y =
(3)
• argmaxx,y (|x|, |y|) else .
where χ = { tsgn(ξ) | ξ ∈ (argmax(|x|, |y|))}. Note that we omit the sign for elements in
T≥O . For the multiplication we set
x

y = (tsgn(x) ∗ tsgn(y)) (|x| + |y|) ,

(4)

where the ∗-multiplication table is the usual multiplication of {−1, 1, 0} for { , ⊕, •} with
the additional specialty that multiplication with O yields O.
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The operations ⊕ and extend to vectors and matrices componentwise. Observe that
the operations agree with the usual max-tropical operations on T≥O .
We can also consider as a unary selfmap of the semiring; to this extent, we set



 x if x ∈ T>O
x = |x|
if x ∈ T<O .


x
if x ∈ T
•

The map : S → S is a semiring homomorphism. In particular, this justifies to write a b
for a ⊕ ( b).
Furthermore, the absolute value fulfills |a ⊕ b| = |a| ⊕ |b| by definition of the addition.
I Example 2.1. Using the definitions, we see that −5 is positive, 6 and − 6 are negative,
•3 is balanced. Furthermore, the absolute value of −5 is | − 5| = −5, of 6 is | 6| = 6, and
| • 3| = 3. Some simple sums are 3 ⊕ ( 3) = •3, −3 ⊕ 5 = 5, −3 ⊕ ( 5) = 5, •2 ⊕ 4 = 4,
• − 3 ⊕ − 5 = • − 3. Finally some simple products are •3 5 = •8, 4 −6 = − 2,
1
1 = 2, •3 O = O, 4 O = O.

2.3

Extending the Order

As already mentioned, the semiring S cannot be ordered in a consistent way with respect to
its binary operations. However, we will equip it with some binary relations, which partly
fulfill the tasks of an order. They occur under a different terminology in [27]; see 3.3.

2.3.1

Signed Order

Even if S cannot be ordered totally, we can extend the ordering from T± partially by setting
x>y

⇔

x

y ∈ T>O .

This is equivalent to


x > y

x>y ⇔
x > |y|


 |x| > y

(5)

for x, y ∈ T± , see (2)
for x ∈ T± , y ∈ T•

.

(6)

with x ∈ T• , y ∈ T±

Note that there are pairs in T± × T• and in T• × T± which are not comparable. In particular,
the signed numbers
{x ∈ T± | x 6< a and x 6> a} ,
which are incomparable to a ∈ T• via “<”, form the interval
U(a) := [ |a|, |a|] := {x ∈ T± |

|a| ≤ x ≤ |a|} .

(7)

We also denote the set incomparable to a signed element a ∈ T± , which is only the singleton
Q
{a}, by U(a). We extend this to vectors by setting U(v) = i∈[d] U(vi ). Note that also no
pair in T• × T• is comparable.
The relation (6) gives rise to a non-strict relation
x≥y

⇔

x > y or x = y .

(8)

which turns out to be a partial order in Corollary 4.9.
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Observe that the ordering is compatible with the reflection map, in the sense that
x≥y

⇔

y≥

x .

(9)

A useful property of strict inequalities is that they can be added together.
I Lemma 2.2. For a, b, c, d ∈ S, we have the implication
a < b and c < d

⇒

a⊕c<b⊕d .

(10)

Proof. By definition, we first get b a > O and d c > O. As addition is closed in T>O ,
this yields b a ⊕ d c > O. The claim follows from (5).
J
I Remark 2.3. In general, the strict and non-strict partial order “<” and “≤” on S is not
compatible with addition. The inequality 3 < 4 does not imply 3 ⊕ 5 < 4 ⊕ 5, and 3 ≤ 4
does not imply 4 = 3 4 ≤ 4 4 = •4. This is the main motivation for introducing the
relation “” below, which is not an ordering (as it lacks transitivity) but it is compatible
with the addition.
An advantage of strict inequalities is the validity of
a⊕b>c⇔a>c

b .

The analogous reformulation
a⊕b≥c⇔a≥c

b .

is wrong in general. For example, 2 ⊕ 5 ≥ 5 but 2 is incomparable with 5 5 = •5. However,
such reformulations hold for the relation “”, which we show in Lemma 2.6(a).

2.3.2

Balanced Relations

The balance relation “∆” was introduced in [1]; we will use the notation ./ in this paper.
We define
x ./ y

⇔

y ∈ T• .

x

The following characterizations are immediate from the definitions. For more properties of
./, we refer to [1, §IV].
I Lemma 2.4. Let a, b ∈ S.
(a) a ./ b is equivalent to (a ∈ T• , |a| ≥ |b|) ∨ (b ∈ T• , |b| ≥ |a|) ∨ (a = b).
(b) If b ∈ T± , then a ./ b is equivalent to b ∈ U(a).
I Remark 2.5. Note that ./ is not an equivalence relation, as the example
1 ./ •6,

•6 ./ 3,

but 1 6./ 3

shows.
We introduce the binary relation
xy

⇔

x > y or x ./ y

⇔

x


24:6

y ∈ T≥O ∪ T• .

(11)

Note that a ./ b is equivalent to (a  b) ∨ (a b). Remark 2.5 shows that  is not a partial
order.
Recall from Remark 2.3 that bringing terms to the other side of a non-strict inequality
with “≥” is not valid in general. The next lemma shows, among other simple properties, that
“” is compatible with the semiring operations; the proof is deferred to the Appendix.
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I Lemma 2.6. Let a, b, c, d ∈ S.
(a) a ⊕ c  b ⇔ a  b c
(b) a  b ∧ c  d ⇒ a ⊕ c  b ⊕ d.
(c) If c ∈ T± , then b  c and c  a imply b  a.
(d) a  b implies c a ⊕ d  c b ⊕ d for c ∈ T≥O and c

3

Tropical Convexity of Signed Numbers

3.1

Signed Tropical Convex Combinations

b⊕dc

a ⊕ d for c ∈ T≤O .

n
Let us recall the notation that for a matrix A ∈ Td×n
≥O , and a vector x ∈ T≥O , we denote by
n
A x ∈ T≥O the tropical matrix product. The tropical convex hull tconv(A) of the columns
of a matrix A ∈ Td×n
≥O , studied in [15, 18, 20], is defined as




M
tconv(A) = A x x ∈ Tn≥O ,
xj = 0 ⊆ Td≥O .
(12)


j∈[n]

In this definition it is essential that all columns of A lie in the non-negative orthant Td≥O .
For general matrices in Td×n
x may contain balanced entries. We now
± , the product A
extend the notion of the tropical convex hull to Td± . Note that we switch freely between a
matrix and its set of columns.
I Definition 3.1 (Inner hull). The (signed) tropical convex hull of the columns of the matrix
A ∈ Td×n
is defined as
±




M
tconv(A) = z ∈ Td± z ./ A x, x ∈ Tn≥O ,
xj = 0 ⊆ Td± .
(13)


j∈[n]

Such a set is a (signed) tropical polytope. The tropical convex hull of an arbitrary set
M ⊆ Td± is the union
[
tconv(V ) .
tconv(M ) =
V ⊆M,V finite

Td±

A subset M ⊆
is tropically convex if M = tconv(M ).
d×n
This hull construction generalizes (12) because if A ∈ T≥O
then A
Lemma 2.4(a) implies that z ./ A x holds only for z = A x.
Using Lemma 2.4(b), we can write (13) equivalently as



[
M
tconv(A) =
U(A x) x ∈ Tn≥O ,
xj = 0 ⊆ Td± .



x ∈ Td± . In this case,

(14)

j∈[n]

I Example 3.2. The combinations of the tropical convex hull depicted in Figure 1, where
balanced numbers occur, can be calculated via
     
   
 
3
1
1
3
1
•1
(−3)
⊕
=
,
(−2)
⊕
=
3
0
•0
3
0
1
 
   
   
 
3
4
•3
3
4
4
⊕ (−1)
=
,
(−1)
⊕
=
.
3
2
3
3
2
•2
A more precise way, how these points can be used to determine the signed tropical convex
hull, via the tropical convex hull of the intersection with each orthant is given in Theorem 6.4.
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x2

x1

Figure 1 The signed tropically convex hull of {(3, 3), ( 1, 0), ( 4, 2)}. We omit labels for the
axes as the origin is (−∞, −∞) and therefore infinitely far away.

I Remark 3.3. There is no unique minimal generating set in the usual sense as one can see
from tconv((0, 0), ( 0, 0)) = tconv((0, 0), ( 0, 0)).
We now derive some elementary properties of this convexity notion. The following are
immediate from the definition, as (14) is just a componentwise construction.
I Proposition 3.4.
(a) The intersection of tropically convex sets is tropically convex.
(b) The coordinate projection of tropically convex sets is tropically convex.
Next, we show that convexity follows already by showing the containment of line segments
(Proposition 3.6), and that tconv(.) is a closure operator, i.e., the convex hull of a set is a
tropically convex set (Proposition 3.7). The following technical lemma will be needed for
these proofs. The next three proofs are deferred to the Appendix.
I Lemma 3.5.
(a) Let a ∈ S, b ∈ T± , and z ∈ U(a ⊕ b). Then there exists an a0 ∈ U(a) such that
z ∈ U(a0 ⊕ b).
(b) If a ∈ U(x), b ∈ U(y), and c ∈ T± , then U(c a ⊕ b) ⊆ U(c x ⊕ y).
I Proposition 3.6. An arbitrary subset M ⊆ Td± is tropically convex if and only if the
tropical convex hull tconv({p, q}) is contained in M for all p, q ∈ M .
I Proposition 3.7. For any matrix A ∈ Td×n
± , the convex hull tconv(A) is tropically convex.
Consequently, tconv(tconv(A)) = tconv(A).
I Example 3.8. A (signed) tropical hyperplane is of the form

Hyp(a) = x ∈ Td± a x ∈ Td• .
It is easy to see that this set is tropically convex if | supp(a)| = 1, where supp(a) =
{ i ∈ [d] | ai 6= O}. Therefore, using Proposition 3.4(a), we see that for a subset I ⊆ [d] and
a point b ∈ Td± , the set

z ∈ Td± zi = bi for all i ∈ I
is tropically convex.
On the other hand, if | supp(a)| > 1, then Hyp(a) is not tropically convex. To see this,
let us assume that supp(a) ⊇ {1, 2}. Then p = ( a2 , a1 , O, . . . , O), q = (a2 , a1 , O, . . . , O) ∈
Hyp(a). Because of p ⊕ q = (•a2 , •a1 , O, . . . , O), the point (a2 , a1 , O, . . . , O) is contained in
tconv(p, q). However, it is not an element of Hyp(a).
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x2

x2

x1

(a) tconv((0, 0), (

− 2,

− 2)).

x1

(b) tconv((0, 0), (

x2

− 3,

− 2)).

x2

x1

(c) tconv((0, 0), (−3,

− 1)).

x1

(d) tconv((0, 0), (2,

− 1)).

Figure 2 Several tropical line segments in the plane.

I Example 3.9. For a vector (a0 , a1 , . . . , ad ) ∈ Td+1
we define the open signed (affine)
±
tropical halfspace

 

0
H+ (a) = x ∈ Td± a
>O .
(15)
x
An open signed tropical halfspace is tropically convex. Let c ∈ Td± , c0 ∈ T± , p, q ∈ Td± and
λ, µ ∈ T≤O with λ ⊕ µ = 0. For p and q contained in the halfspace, we have c p ⊕ c0 > O
and c q ⊕ c0 > O, and by Lemma 2.2,
c

(λ

p⊕µ

q) ⊕ c0 = λ

(c

p ⊕ c0 ) ⊕ µ

(c

q ⊕ c0 ) > O .

(16)

If λ p ⊕ µ q has a balanced component b ∈ T• , then the value of c (λ p ⊕ µ q) ⊕ c0
cannot depend on this component as it is positive. Hence, we can replace that component by
an element in U(b) and preserve the inequality (16).
I Remark 3.10. Let P ⊂ Td×d
be the set of permutation matrices with 0 as one and O as
±
zero, and let D ⊂ Td×d
be
the
set of matrices with diagonal entries from T± and O else.
±
Their union generates the multiplicative group of signed tropical transformations ST. This
group is the natural group of transformations which leaves the combinatorial structure of a
subset of Td± unchanged. It provides a useful tool to simplify technical constructions.
I Example 3.11. We want to describe the line segment tconv(p, q) for two points p, q ∈ Td± .
By suitable scaling with elements from ST, we can assume that p = (0, . . . , 0), and that the
entries of q are ordered by increasing absolute value.
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Analogous to the description in [20], one obtains a piecewise-linear structure where the
breakpoints are determined by the absolute values of the components of q. As an additional
phenomenon, the line segments flip to another orthant at each tropically negative entry of q.
If the sign changes in ` coordinates at once, the line segment has dimension `. We visualize
several examples for the two-dimensional case in Figure 2.
I Definition 3.12 (Conic hull). The signed tropical conic hull of the columns of A is
[
tcone(A) =
U(A λ) .
(17)
λ∈Tn
≥O

The definition together with Proposition 3.7 yields the following.
I Corollary 3.13. The conic hull of a subset of Td± is tropically convex.

3.2

Image of Puiseux Lifts

The aim of this section is to relate our concept of convexity over T± to convexity over R. To
achieve this, we move to another ordered field, the field of real Puiseux series K = R{{t}}. This
has proven to be a helpful concept in the study of tropical numbers with signs, see [35, 6, 27].
It is formed by formal Laurent series with exponents in R and coefficients in R. The exponent
sequence is strictly decreasing and it has no accumulation point. This ordered field is
equipped with a non-archimedean valuation val which maps all non-zero elements to their
leading exponent and zero to O = −∞. Additionally, the map sgn : K → { , O, ⊕} yields
the sign of an element. This gives rise to the signed valuation sval : K → T± which maps an
element k ∈ K to sgn(k) val(k). It is enough to think of Puiseux series as polynomials in t
with arbitrary exponents and coefficients in R.
The tropicalization of structured sets over K, i.e., the study of the image of a subset of
Kd is a technique which is widely used in tropical geometry. We introduced a concept purely
on the tropical side. We will see in Theorem 3.14, that signed tropically convex sets are not
the image of the valuation of a single convex hull but of a whole union, ranging over the
fibers of tropical points.
In some sense, this is complementary to the main result in [27]. While they consider
semialgebraic sets over K in general, polytopes, i.e., the convex hull of finitely many points
in Kd , can be considered as a special case. They show that one has to tropicalize all
semialgebraic relations fulfilled by a set to describe its image under the signed valuation map.
Recall that for our concept of tropical convexity over T± the image of a single polytope
under the signed valuation may not be tropically convex as the Example B.1 shows. It is
subject to further work to study the special case of polytopes (as semialgebraic sets) from [27]
and to see which properties such a notion of signed tropical polytopes could provide.
Note that the next statement is valid for more general fields with a non-trivial nonarchimedean valuation val which is surjective onto T≥O . The proof is given in the Appendix.
I Theorem 3.14. The signed hull tconv(A) is the union of the signed valuations for all
possible lifts
[
tconv A =
sval(conv(A)) .
sval(A)=A

I Remark 3.15. Theorem 3.14 generalizes [21, Proposition 2.1], since val is a semiring
homomorphism from K≥0 to Tmax = T≥O .
I Corollary 3.16. The tropical convex hull is the union of the convex hulls of the lifts, i.e.,
tconv(A) = sval(conv(sval−1 (A))) .
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Convex Hull from Hyperoperation

As we shall see in Proposition 3.17, our signed tropical convex hull from Definition 3.1 is a
natural generalization of the classical convex hull as image of a simplex to hyperoperations.
In recent years, hyperfields found their way into matroid theory due to the work [12] building
on [30] and [35]. While hyperfields have been used in tropical geometry [27] from an algebraic
point of view, they were not used to describe intrinsically defined geometric objects before.
We introduce the necessary notions for hyperfields to define a signed convex hull and
compare our binary operations with hyperfield operations (20). Let us briefly introduce
the real plus-tropical hyperfield H, see [35]. It has the multiplicative group (T± , ) and its
additive hyperoperation on T± is given by
(
argmaxx,y (|x|, |y|) if χ ⊆ {+, O} or χ = {−}
xy =
(18)
[ |x|, |x|]
else .
We see that the latter addition for non-balanced numbers x, y ∈ T± differs from the Definition
in (3) in that it has a multi-valued result in the powerset of T± . A balanced outcome
z ∈ T• is replaced with the interval U(z) = [−|z|, |z|]. One can extend the operations again
componentwise and use the symbol for the product of two matrices or vectors. In particular,
the operation agrees with on T± . The addition is set-valued in H if and only if it would
be balanced in S. It agrees with ⊕ on T≥O .
We recall the order relations used in [27] for the multiplicative real tropical hyperfield.
Note that they use the multiplication =“·” instead of our approach with “+”.
A polynomial over the real tropical hyperfield is a formal expression
F (x) = d1 ,...,dn ∈Z cd1 ,...,dn xd11 · · · xdnn
which can be evaluated at an element ζ ∈ Hn . This yields a subset
F (ζ) = d1 ,...,dn ∈Z cd1 ,...,dn ζ1d1 · · · ζndn ⊆ Hn .

(19)

Note that we mainly deal with linear polynomials, where the exponent vector (d1 , . . . , dn ) ∈ Zd
is just a unit vector.
One can define the sets
{F = 0} := {(x1 , . . . , xn ) ∈ Tn± : O ∈ F (x1 , . . . , xn )}
{F ≥ 0} := {(x1 , . . . , xn ) ∈ Tn± : F (x1 , . . . , xn ) ∩ T≥O 6= ∅}
{F > 0} := {(x1 , . . . , xn ) ∈

Tn± :

(20)

F (x1 , . . . , xn ) ∈ T>O } .

Observe that F = 0 is indeed equivalent to F ≥ 0 ∧ −F ≤ 0 due to the structure of
the set (19). Translating (20) to the symmetrized semiring S yields the relations “./”, “”
and “>”.
To motivate the next construction, we consider a tropical polytope generated by V ∈ Td×k
≥O
as the image of the tropical standard simplex in the sense that
M
tconv(V ) = {V λ |
λ` = 0} .
`∈[k]
d×n
For a matrix A ∈ T±
, we define the balanced image of the tropical standard simplex
L
∆n = {λ | `∈[n] λ` = 0} by




M
A ∆n := A x
xj = 0, x ≥ O ⊂ Sd .
(21)


j∈[n]
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S
With this notion, one can write tconv(A) = z∈A ∆d U(z).
By using the hyperoperations in H, we can naturally consider the image of the tropical
L
standard simplex ∆k = {λ |
`∈[k] λ` = 0} with respect to matrix multiplication by
d×k
d
V ∈ T± as a subset of T± .
I Proposition 3.17.
V

∆d = tconv(V ) .

Proof. This follows directly by the definition of the set-valued addition in (18) from (13)
with U(z) = [ |z|, |z|] for z ∈ T• .
J
In Appendix B, we compare our convexity notion to B-convexity studied in the literature
[15], as well as a cancellative sum construction used in [14].

4

Farkas’ Lemma and Fourier-Motzkin Elimination

4.1

Convexity and Tropical Linear Feasibility

For a matrix A = (aij ) ∈ Td×n
± , we define the non-negative kernel

ker+ (A) = x ∈ Tn≥O \ {O}

A

x ./ O

(22)

This corresponds to the classical definition of a polyhedral cone in the form Ax = 0, x ≥
0, x 6= 0. We replace “=” by “./” and “≥” by “”. In terms of the non-negative kernel, we
can express containment in the convex hull as follows.
I Proposition 4.1. For A ∈ Td×n
and b ∈ Td± we have
±
b ∈ tconv(A) ⇔ ker+


A
0


b
6= ∅ .
0

I Corollary 4.2. The origin O is in the convex hull tconv(A) if and only if the non-negative
kernel ker+ (A) is not empty.
Proof. Setting b = O in Proposition 4.1 implies the equivalence with the definition from (22).
J
We now define the open tropical cone as the dual to the non-negative kernel (22).
sep+ (A) = {y ∈ Td± | y >

A > O} .

(23)

The name is motivated by the use of the elements of sep+ (A) as separators of the columns
of A from the origin. Note that the condition “> O”, in particular, means that the product
“y > A” is comparable with O and, equivalently, is in T>O .
We can also define ker+ (A) and sep+ (A) for A ∈ Sd×n . However, this does not provide a
wider class of objects. This follows by replacing a balanced number by O in ker+ (A) and
applying Theorem 4.12 for sep+ (A). We still extend the definition to these more general
matrices, as it will lead to simplified arguments.
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x2

x1
Figure 3 An open tropical cone visualized with the operations “⊕” = “max” and “ ” = “·”.

I Example 4.3. In the next example we work with the semiring (R≥0 , max, ·), as it provides
a more natural picture of the behaviour around the origin in the different orthants. Instead
of the semiring defined on R ∪ {−∞} with operations “max” and “+”, one can isomorphically
use the semiring R>0 ∪ {0} with “max” and “·”. The exponentiation map
exp : R ∪ {−∞} → R>0 ∪ {0}
yields an isomorphism between these two semirings. One can further extend this mapping to
T± by setting
x 7→

tsgn(x) exp(|x|) .

Note that the image of S involves a balanced version of positive numbers as it decomposes
into the union R>0 ∪ R<0 ∪ •R>0 ∪ {0}.
The dotted
 black shape
 in Figure 3 depicts the (max, ·)-convex hull of the columns of the
3 1 −2
matrix A =
. The combinations, where balanced numbers occur, are
1 4 3
     
1
−2
1
•1
·
⊕
=
3
4
4
2

and

     
2
3
−2
•2
·
⊕
=
.
1
3
3
3

The blue shaded area is sep+ (A). The configuration visualizes Theorem 4.4, as sep+ (A) is
not empty and the (max, ·)-convex hull of A does not contain the origin.
Let us now show that weak duality holds between the non-negative kernel and the open
tropical cone:
I Theorem 4.4 (Weak duality). For a matrix A ∈ Td×n
at least one of the sets ker+ (A) and
±
sep+ (A) is empty. Equivalently, for an arbitrary vector y ∈ Td± and a non-negative vector
x ∈ Tn≥O \ {O} at most one of A x ∈ Td• and y > A > O can hold.
Proof. The claim follows from the fact that T• is a left- and right-ideal of S, see [4, Definition
2.6]. This means that for x ∈ ker+ (A), the product y > A x is in T• while y > A > O ⇒
y > A x > O.
J
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I Remark 4.5. We give a direct proof of the former statement. We consider the product
y > A x. Scaling the rows of A by arbitrary numbers in T± does not change whether
x ∈ ker+ (A), just as scaling the columns of A by a non-negative number in T≥O does not
change whether y ∈ sep+ (A). Hence, we can assume that x and y only have the entries 0
or O. Let apq be the entry of A with maximal absolute value. For x ∈ ker+ (A), there is
an index r ∈ [n] such that apr = apq . We can assume that apq > O > apr . From this we
conclude that y 6∈ sep+ (A) since the rth column of y > A cannot be positive.
The key result of this section will be showing the appropriate version of Farkas’ lemma.
The proof will follow via Fourier-Motzkin elimination.
I Theorem 4.6 (Farkas’ lemma). For a matrix A ∈ Td×n
exactly one of the sets ker+ (A)
±
and sep+ (A) is nonempty.
I Remark 4.7. Theorem 4.6 is similar to [25, Corollary 3.12]. Through a suitable replacement
of the balanced coefficients and a careful analysis of the occuring signs, Theorem 4.6 may be
deduced from [25]. Note however, that we allow for unconstrained variables in the definition
of sep+ (A) which is not directly covered by [25, Corollary 3.12].

4.2

Technical Properties of the Order Relations

The next lemma is a version of transitivity and it is a preparation for the elimination of a
variable in a system of inequalities in Section 4.3. The proofs of the next two propositions
are given in the Appendix.
I Proposition 4.8. Let A, B ⊂ S be two finite sets. There is an element c ∈ S with
c

a > O and b

c > O for all a ∈ A, b ∈ B

(24)

if and only if
b

a > O for all (a, b) ∈ A × B .

(25)

Furthermore, the element c can chosen to be signed.
I Corollary 4.9. The non-strict relation x ≥ y defined in (8) is a partial order.
Proof. Reflexivity and antisymmetry follow directly from (8) and (6). Proposition 4.8 implies
transitivity.
J
I Proposition 4.10. Let A, B ⊂ S be two finite sets. There is an element c ∈ T± with
c

a  O and b

c  O for all a ∈ A, b ∈ B

(26)

if and only if
b

a  O for all (a, b) ∈ A × B .

(27)

To deal with geometric objects in Td± , we will use balanced numbers because this allows
for explicit calculations in the semiring S. However, as we are only interested in the signed
part of the sets. We provide a first tool to resolve balanced numbers in inequalities. While
this is for strict inequalities, Proposition 5.7 provides a tool for the relation .
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I Lemma 4.11. For a, b ∈ S, we have an equivalence of
(1) a a ⊕ b > O
(2) a ⊕ b > O and
a⊕b>O
(3) For all c ∈ [ |a|, |a|] = U(a a), it holds c ⊕ b > O.
Proof. The condition (3) clearly implies (2), as the latter is just a special case. The
implication from (2) to (1) follows by adding up the positive values in (2). For the direction
from (1) to (3), we use that a a is balanced and, hence, incomparable. Therefore, we have
b > |a|. Because of |a| = | a| = |a a|, the claim follows.
J
0

Given a matrix A ∈ Sd×n , let us construct the matrix B = ξ(A) ∈ Td± ×n for d ≤ d0 ≤ 2d
as follows. We include in B all the columns of A that do not contain any balanced elements.
For every column a∗j that contains some balanced elements, we include two columns a0 and
a00 in B, such that whenever aij = •α is a balanced entry, then we set a0i = ⊕α and a00i = α.
For all other i ∈ [d], we set a0i = a00i = aij .
I Theorem 4.12. For every matrix A ∈ Sd×n , sep+ (A) = sep+ (ξ(A)).
Proof. Recalling Definition 23, we see that it is enough to consider the transition from A to
B column by column. An inequality arising from A (after potentially reordering entries) is of
the form y > (u, v) > O with u ∈ Tk± and v ∈ Td−k
for some k ≤ d. It either remains the
•
same in B if it has no balanced entry or it gets transformed to two inequalities. Regrouping
the summands by balanced and signed numbers, we deduce the claim from the equivalence
of (1) and (3) in Lemma 4.11.
J

4.3

Fourier-Motzkin Elimination

We derive three versions of Fourier-Motzkin elimination, which will be useful for deriving
further description of signed tropically convex sets in Section 5 and 6. As the elimination
process produces balanced coefficients for the inequalities, it is convenient to have an
elimination procedure which can directly deal with those (Theorem 4.14). We also need
to derive explicit inequalities with signed coefficients (Corollary 4.15) to describe the dual
convex hull in Section 6. The version with non-strict inequalities (Theorem 4.19) will be
used in constructing an exterior description by closed tropical halfspaces (Theorem 5.4).
For a subset M of Td± , we define its coordinate projection ρi (M ) with i ∈ [d] by
ρi (M ) = {(x1 , . . . , xi−1 , xi+1 , . . . , xd ) | (x1 , . . . , xd ) ∈ M } .

(28)

We fix a matrix A = (aij ) ∈ Sd×n . The non-negative matrix S (i) in the group of signed
tropical transformations from Remark 3.10 with the sequence (−|aij |)j ∈ Tn≥O as diagonal
scales the rows of A such that the ith row of A S has only entries with absolute value 0 or
O. As S is non-negative, we directly obtain from the definitions in Section 4.1 the following.
d×d
I Lemma 4.13. There is a matrix S (i) ∈ D ⊂ T±
such that the entries in the ith row of
(i)
A S have absolute value 0 or O, and ker+ (A S (i) ) = ker+ (A), sep+ (A S (i) ) = sep+ (A)
and y ∈ Td± y > A  O = y ∈ Td± y > S (i) A  O .

We define several sets partitioning [n] based on the sign of the entries in the ith row of A
by
J + = {j ∈ [n] | aij > O} ,

J − = {j ∈ [n] | aij < O}

J • = {j ∈ [n] | aij ∈ T• \ {O}} ,

J 0 = {j ∈ [n] | aij = O} .

(29)
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•

+

•

−

Furthermore, we define T (i) = (tj,p ) ∈ {0, O}n×((J ∪J )×(J ∪J )∪J
matrix

+
•
•
−


0 j = k or j = ` for p = (k, `) ∈ (J ∪ J ) × (J ∪ J )
tj,p = 0 j = p for p ∈ J 0
.


O else

0

)

as the incidence

(30)

We denote by A−i the matrix obtained from A by removing the last row.

4.3.1

Strict Inequalities

I Theorem 4.14 (Fourier–Motzkin for strict inequalities with balanced numbers). The ith
coordinate projection of the open tropical cone ρi (sep+ (A)) for the matrix A ∈ Sd×n is the
open tropical cone sep+ (A−i S (i) T (i) ).
Proof. By using an appropriate scaling matrix S (i) , we can assume by Lemma 4.13 that the
absolute value of each entry in the ith row of A is either 0 or O and that this does not affect
ρi (sep+ (A)).
To simplify notation, we additionally assume that i = d. Using Lemma 4.11 and ordering
the inequalities according to the partition from (29), we get the system
>

yd ⊕ (y1 , . . . , yd−1 )

(a1,j , . . . , ad−1,j ) > O for j ∈ J + ∪ J •

yd ⊕ (y1 , . . . , yd−1 )

(a1,j , . . . , ad−1,j ) > O for j ∈ J − ∪ J •

>

(31)

Proposition 4.8 implies that (31) has a solution (y1 , . . . , yd−1 , yd ) ∈ Td± if and only if
(y1 , . . . , yd−1 )

A−d

(32)

T >O

has a solution (y1 , . . . , yd−1 ) ∈ Td−1
± .

J

We can resolve the balanced entries which can occur in the product with T (i) by means
of Theorem 4.12.
I Corollary 4.15 (Fourier–Motzkin for strict inequalities with signed numbers). The ith
 coordinate projection of the open tropical cone ρi (sep+ (A)) is sep+ ξ(A−i S (i) T (i) ) .
I Example 4.16. We use the matrix

A=

3
3

1
0


4
,
2

from Figure 1.
Eliminating the first row yields

3

0


2


−3
O
O

O
−1
O


O
O
−4



0
0
O


0
O = 0
0

0



This shows that sep+
+ (A) is not empty (as all entries of the remaining matrix are positive
signed numbers), which can also be seen in Figure 1 using the duality in Theorem 4.6.
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I Remark 4.17. The crucial difference to classical Fourier–Motzkin elimination happens in
the treatment of balanced numbers occuring in the calculation. While classically in each step
several variables could be eliminated at the same time we have to deal with their balanced
left-overs. For strict inequalities, Lemma 4.11 provides a tool to resolve them by introducing
two inequalities instead of one. We will see how to resolve them for non-strict inequalities in
Proposition 5.7.
I Remark 4.18. The classical technique of Fourier-Motzkin for polytopes, see e.g. [19] has
already been successfully adapted to tropical linear inequality systems in [8]. In the latter
work, an algorithmic scheme to determine a projection of a tropical inequality system is
described. In our Theorem 4.14, we do not have the non-negatively constrained variables but
allow arbitrary elements of T± . Classically, one can represent an unconstrained variable as
the difference of a pair of non-negative variables. Applying this technique to a system of the
d×n
form y > A > O with unconstrained y ∈ Tn± for a matrix A ∈ T±
yields the system
(u> , v > )



A
A



> O with u, v ∈ Td≥O .

(33)

Reordering terms with coefficients in T<O to the other side of the inequality yields a system
which allows to apply [8, Theorem 11]. However, the differences of non-negative variables are
harder to resolve as there is no cancellation but it results in balanced entries. This makes
our direct approach more tractable for unconstrained variables. Furthermore, we are also
interested in the structure of the resulting inequalities in Section 5, whence our approach is
more suitable for this setting.
The elimination procedure derived in the last section allows to prove the desired separation
in Td± .
Proof of Theorem 4.6. At first, we show the claim for d = 1. The set sep+ (A) is non-empty
if and only if either all entries are positive or all entries are negative. Otherwise, we can
select a balanced entry or a pair of entries with opposite sign by multiplication from the
right.
If sep+ (A) is not empty, then Theorem 4.4 tells us that ker+ (A) is empty. So, we assume
that sep+ (A) is empty. As the scaling of the columns of A does not change the sets sep+ (A)
or ker+ (A), we can assume that the absolute value of the entries in the last row of A is 0 or
O. Let T be the matrix from (30). Then Theorem 4.14 shows that sep+ (A−d T ) is empty.
By induction, there is an element z in ker+ (A−d T ). We show that T z ∈ ker+ (A). By
definition of T , the elements in the dth row of A T are all in T• . This implies that the dth
row of A T z is in T• . Additionally, the choice of z yields A−d T z ∈ Td−1
. This
•
finishes the proof.
J

4.3.2

Non-strict Inequalities

While we mainly considered the strict inequalities as separators from the origin, in light
of Theorem 4.6, we develop the elimination theory for non-strict inequalities with a view
towards the representation of convex sets as intersection of closed halfspaces in Theorem 5.4.
Therefore, we add another coordinate to treat affine halfspaces, which only occurred in
Example 3.9 so far. Next, we derive the analogous statement to Theorem 4.14 for the relation
“” instead of “>”.
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Note that this is substantially more subtle than the case of strict inequalities. We require
the coefficient matrix of the inequalities to consist of signed numbers only. However, as
each elimination step can result in balanced coefficients, we again need a method to resolve
those. While this was rather easy for strict inequalities as shown in Theorem 4.12, we need
to develop a more technical and less explicit machinery in Proposition 5.7.
We recall the matrices S (i) from Lemma 4.13 and T (i) from (30) with d replaced by d + 1
and J • = ∅.
I Theorem 4.19 (Fourier–Motzkin for non-strict inequalities with signed numbers). The ith
coordinate projection of the set

y ∈ Td± (0, y > ) A  O
(34)
(d+1)×n

for A ∈ T±
n
z ∈ Td−1
±

is the set

(0, z > )

A−i

S (i)

T (i)  O

o

.

(35)

Proof. Using Lemma 4.13, we can assume that the absolute value of each entry in the ith
row of A is either 0 or O by using an appropriate scaling matrix S (i) .
To simplify notation, we additionally assume that i = d. Ordering the inequalities
according to the distinction from (29), we get the system
>

yd ⊕ (0, y1 , . . . , yd−1 )

(a0,j , a1,j , . . . , ad−1,j )  O for j ∈ J +

yd ⊕ (0, y1 , . . . , yd−1 )

(a0,j , a1,j , . . . , ad−1,j )  O for j ∈ J −

>

(36)

Proposition 4.10 implies that (36) has a solution (0, y1 , . . . , yd−1 , yd ) ∈ Td+1
if and only if
±
(0, y1 , . . . , yd−1 )

A−d

S (d)

T (d)  O

has a solution (0, y1 , . . . , yd−1 ) ∈ Td± .

(37)
J

I Example 4.20. We will see how to obtain an exterior description by closed halfspaces in
Theorem 5.4. To determine the exterior description of the one dimensional line segment from
0 to 1 in T± , one can eliminate x1 and x2 from the system
0

x1 ⊕ 1

x2

zO

(38a)

0

x1

x2 ⊕ z  O

(38b)

0

x1 ⊕ 0

x2

0O

(38c)

0

x1

x2 ⊕ 0  O

(38d)

0

x1  O

(38e)

0

x2  O

(38f)

1
0

Eliminating x1 yields

1
1

•1

x2 • z  O

from (38a)&(38b)

(39a)

x2

z

0O

from (38a)&(38c)

(39b)

1

x2

zO

from (38a)&(38e)

(39c)

x2 ⊕ z ⊕ 0  O

from (38d)&(38b)

(39d)

•0

x2 • 0  O

from (38d)&(38c)

(39e)

0

x2 ⊕ 0  O

from (38d)&(38e)

(39f)

from (38f)

(39g)

0

x2  O
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From further elimination of x2 we get by ignoring redundant inequalities of (39)
•z • 0  O

from (39b)&(39d)

(40a)

z⊕0O

from (39b)&(39f)

(40b)

z ⊕ (−1)  O

from (39g)&(39d)

(40c)

0O

from (39g)&(39f)

(40d)

(−1)
(−1)

This yields the exterior description z 

4.4

0 and z 

1.

On the Complexity of Signed Tropical Inequality Systems

For (regular) linear programs, solving all standard forms such as Ax = b, x ≥ 0 or Ax ≤ b
are polynomial-time equivalent. For example, consider a system in the second form with
A ∈ Rm×n , b ∈ Rm . By using variables x0 , x00 ∈ Rn and s ∈ Rm , we can write a system in
the first form as (A, −A, Im )(x0 , x00 , s) = b, (x0 , x00 , s) ≥ 0. From a feasible solution (x0 , x00 , s),
we can recover a feasible solution x = x0 − x00 to the original system.
The situation for tropical LP is different. Consider systems of the form A x ./ b, x ≥ O,
x ∈ Td± and A x b, x ∈ Td± ; in both cases, we need to find a nonzero solution. The first


A
b
system asks for ker+
6= ∅, and is essentially equivalent to solving mean payoff
0
0
games (1). Deciding whether this system is feasible is in the complexity class NP∩coNP; this
can be seen from Farkas’ lemma (Theorem 4.6), and an additional argument showing that if
one of the respective systems is feasible, there is a solution of bit complexity bounded in the
bit complexity of the input.
It turns out that systems of the form A x b, x ∈ Td± actually describe a more general
problem. We thank Mateusz Skomra for making the connection with the negative cycles in
mixed graphs [10] and an anonymous referee for pointing us to a reduction leading to [29] as
well as a hinting towrads a direct proof which we give here.




x



I Theorem 4.21. The feasibility problem for systems of the form A
NP-complete.

b, x ∈ Td± is

Proof. We give a reduction from SAT. For this, we fix an arbitrary SAT formula F in
conjunctive normal form on d variables. To each clause (l1 ∨ · · · ∨ lk ), composed of the literals
l1 , . . . , lk , we associate an inequality σ1 x1 ⊕ · · · ⊕ σk xk  0 where σi is 0 or 0 depending
if the corresponding literal in the clause is positive or negative. This yields a linear inequality
system where the number of inequalities equals the number of clauses in the formula.
For a satisfying assignment s ∈ {True, False}d , we construct a vector x ∈ {0, 0}d
by replacing True with 0 and False with 0. As at least one literal yields True for the
assignment s, each inequality becomes 0  0 or •0  0, which are both true.
On the other hand, let x ∈ Td± be a solution of the associated tropical linear inequality
system. We claim that then also (tsgn(x1 ) 0, . . . , tsgn(xd ) 0) is a solution. Indeed, at least
one term σi xi of each inequality σ1 x1 ⊕ · · · ⊕ σk xk  0 has to be 0 or bigger (with
respect to ≥). Hence, we can just set the absolute value of that component to 0 without
changing the validity of the inequality. Each component which does not contribute to any of
the left hand sides can take any value in the interval [ 0, 0] without violating any of the
inequalities. Now, we can again use the correspondence between (0, 0) and (True, False)
to construct a satisfying assignment for F.
Note that the problem is in NP as a solution can be checked to fulfill the inequalities in
polynomial time. Hence, the problem is NP-complete.
J
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Recall that we do not obtain a variant of Farkas’ lemma for the system A x b, x ∈ Td±
via the above Fourier-Motzkin elimination. The construction analogous to the classical case
would transform it to (A, A, Im ) (x0 , x00 , s) ./ b, (x0 , x00 , s) ≥ O. However, the solution
x = x0 x00 may contain balanced entries, and it may not be possible to resolve these entries
to get a feasible solution.
I Example 4.22. We consider the system


0
 0

0
0


0
0

0
0




x1
x2
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0
 0
  .
 0
0

It does not have a signed solution. However the extended
 0
x1
 x0 
2

 
x00  
0
0
0
0 0 O O O
 1
 00  
 0 0
x 
0
0 O 0 O O

 
 2  ./ 
0
0
0 0 O O 0 O  s1  
 
 s2 
0
0 0
0 O O O 0
 
 s3 
s4

system


0
0
,
0

x0 , x00 , s ≥ O

0

has the solution (0, 0, 0, 0, 0, 0, 0, 0).
Note that one can use [29, Theorem 1.2] to show that also systems of the form A x ./
b, x ∈ Td± are NP-complete. This is in stark contrast to the intuition from classical
equations. While systems of linear equations with the usual arithmetic are solvable in
strongly polynomial time, it gets harder when we add non-negativity constraints. The latter
is just linear programming and, hence, solvable in weakly polynomial time. Adding a nonnegativity constraint to the system of balances above yields a tropical linear programming
which is in NP ∩ co-NP.

5

Description by Halfspaces

An important property of classical polytopes is the duality between the representation
as convex hull and as intersection of finitely many halfspaces. This is more subtle for
tropical polytopes over T± . While we establish a description as intersection of open tropical
halfspaces (Theorem 5.1) containing a set of points, we need additional properties to formulate
a Minkowski-Weyl theorem (Theorem 5.4). All proofs are deferred to Section 5.1.
We saw already in Examples 3.9 that open halfspaces are convex. The outer hull of a set
M ⊆ Td± is the intersection of its containing open halfspaces
\

H+ (a) .

(41)

M ⊆H+ (a)

This construction yields the same as our key Definition 3.1.
I Theorem 5.1. The outer and the inner hull of a matrix A ∈ Td×n
coincide, i. e.,
±
T
tconv(A) = A⊆H+ (v) H+ (v), where we identify A with the set of its columns.
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x2

x1

Figure 4 Approximation of a triangle by open halfspaces.

x2

x2
x1

x2

x2

x1

x1

x1

Figure 5 Exterior description of tconv(( 1, 1), (2, 2)) by closed halfspaces.

As the latter does not give a finite description, one is usually more interested in closed halfspaces. For a vector (a0 , a1 , . . . , ad ) ∈ Td+1
± , we define a closed (signed) tropical halfspace by
+

H (a) =



x ∈ Td±

a

 

0
∈ T≥O ∪ T• .
x

(42)
+

I Lemma 5.2. The closed signed tropical halfspace H (a) is the topological closure of the
open signed halfspace H+ (a).
Observe that the former statement is wrong for inequalities with balanced numbers as
coefficients.
I Remark 5.3. Closed tropical halfspaces are not as suitable for the hull construction in
Equation (41) as open tropical halfspaces. The inner hull of M = {( 1, 1), (1, 1)} should
contain the origin O. However, the closed halfspace x1 ⊕ x2 ≥ 0 contains those two points
but not the origin. Taking the analogous intersection as in (41) with closed tropical halfspaces
for M yields again M . Note that this is the same as the intersection of the balanced image
M ∆2 with T2± .
Example 3.8 shows that such a closed signed tropical halfspace is in general not tropically
convex. However, a finite intersection of such halfspaces can be tropically convex, as Figure 5
shows.
Hence, to arrive at a Minkowski-Weyl theorem for tropical polytopes over T± , one has to
adapt the condition in the characterization of finite intersections of closed tropical halfspaces.
I Theorem 5.4. For each finite set V ⊂ Td± , there are finitely many closed tropical halfspaces
H such that tconv(V ) is the intersection of the halfspaces.
For each finite set H of closed halfspaces, whose intersection M is tropically convex, there
is a finite set of points V ∈ Td± such that M = tconv(V ).
I Corollary 5.5. A tropically convex set is the intersection of its containing closed halfspaces.
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I Remark 5.6. The crucial difference with Theorem 5.1 is that for open tropical halfspaces
the generators are enough, while for closed tropical halfspaces, we have to take the whole set
into account.

5.1

Proofs

To prove that the inner hull and the outer hull coincide, we mainly have to use the separation
results from Section 4.
T
Proof of Theorem 5.1. The inclusion tconv(A) ⊆ A⊆H+ (v) H+ (v) follows by combining
Proposition 3.4.a and Example 3.9.
For the other inclusion, assume that there is a point
\
z∈
H+ (v) \ tconv(A) .
A⊆H+ (v)

By Proposition 4.1, we get that ker+ (B) = ∅, where


0
0
B=
.
A
z
Theorem 4.6 implies that sep+ (B) 6= ∅. Hence, there is a separator (u0 , ū) = (u0 , u1 , . . . , ud ) ∈
with u0 ⊕ū> a(j) > O for all columns a(j) of A, and u0 ⊕ ū> z > O ⇔ u0 ⊕ū> z <
Td+1
±
O. This means that the columns of A lie in the halfspace H+ (u) but z does not. This
T
contradicts the choice of z in A⊆H+ (v) H+ (v).
J
Showing that a closed tropical halfspace is obtained as the closure of an open tropical
halfspace follows from a simple limit argument. We use the notation [d]0 = {0, 1, 2, . . . , d}.
+

Proof of Lemma 5.2. Let z ∈ Td≥O be an element of H (a) \ H+ (a). Set
J = argmax { |cj

zj | | j ∈ [d]0 } ,

where z0 = 0, and let ` ∈ J with c` z` > O. Denoting the kth unit vector (0, . . . , 0, 1, 0, . . . , 0)
in Rd by ek for k ∈ [d] and e0 = (−1, . . . , −1), we define a sequence
y (m) = z +

1
· e` .
m

The sequence converges to z but each element of the sequence is an element of H+ (a).

J

We will use the Fourier-Motzkin version for the relation “” (Theorem 4.19) to deduce
an exterior description of a tropical polytope. However, the system describing the projection
in (35) may contain balanced coefficients. We address this issue in the next statement. It
is an existence argument statement that a balanced coefficient can be replaced by a signed
coefficient, see also Figure 6.
I Proposition 5.7 (Resolving balanced coefficients). Let M be a tropically convex set and
c = (c0 , c1 , . . . , cd ) ∈ Sd with ci ∈ T• for some i ∈ [d]0 such that

 

0
M ⊆ H(c) = x ∈ Td± c
O .
x
Then there is an element b ∈ U(ci ) such that M is contained in

 

0
x ∈ Td± (c0 , . . . , ci−1 , b, ci+1 , . . . , cd )
O .
x
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Proof. If i = 0, then we can set b = |ci |.
Assuming without loss of generality that i = d, we set c−d = (c
c1 , . . . , cd−1 ). Fix
0 ,
0
d−1
u ∈ T± , v ∈ T± such that (u, v) ∈ M . We define w = w(u) = c−d
.
u
If v ∈ T<O , then
λ(u, v) = argmax { λ ∈ U(cd ) | w ⊕ λ

v  O} .

(43)

Let
λ = min { λ(u, v) | (u, v) ∈ M, v < O} .

(44)

If v ∈ T>O , then
λ(u, v) = argmin { λ ∈ U(cd ) | w ⊕ λ

v  O} .

(45)

Let
λ = max { λ(u, v) | (u, v) ∈ M, v > O} .

(46)

We derive a contradiction to the convexity of M , if λ > λ.
Let (p, q) and (r, s) attain λ and λ, respectively. In particular, we have q < O and s > O.
The inequality λ > λ implies that λ > |cd | and that λ < |cd |. We can assume that w(p) and
w(r) are signed numbers, as we otherwise can replace them by their absolute value without
changing the admissible values of λ in (43) and (45).
Now, the construction of λ in (43) implies that w(p) = λ q and (45) yields w(r) = λ s.
This implies
w(r)

s

−1

λ<

=

λ = w(p)

q

−1

.

(47)

We consider the point in the convex combination of (p, q) and (r, s) given by
z=( q

−1

−1

⊕s

)

−1

( q

−1

p⊕s

−1

r, O) .

Then
c

 
0
=c
z


( q

−1

⊕s

−1

)

0
( q
O

−1


=( q

−1

=( q

−1

⊕s

−1

⊕s

−1

)

−1

)

−1


−1

p⊕s

 
0
⊕s
p
O

 q

−1

c−d



−1

w(p) ⊕ s
O

q

−1

−1

r) =
−1

c−d

 
0
r =


w(r)

 
0
By (47), this implies c
< O. As M is convex, this yields z ∈ M ⊆ H(c), a contradiction.
z
So, we can conclude that λ ≤ λ. Fix any b in the interval [λ, λ] 6= ∅. Let (u, v) ∈ M with
v < O. Then
 
0
(c−d , b) u = w(u) ⊕ b v  w(u) ⊕ λ v  w(u) ⊕ λ(u, v) v  O ,
v
where we use b ≤ λ, (44) and Lemma 2.6.d. The proof for v > O goes analogously.

J
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x2

x1

Figure 6 Finding a containing halfspace without balanced coefficients.

I Example 5.8. A pathological example for the last statement arises from resolving the
tautological relation •(−1) x ⊕ •(−1) y ⊕ •0  O. One obtains the chain of relations
•(−1)
•(−1)

x ⊕ •(−1)
x ⊕ •(−1)

y ⊕ •0  O ⇔
y⊕0O⇔

•(−1)

x⊕O

y⊕0O⇔

O

x⊕O

y⊕0O .

I Remark 5.9. Indeed, any value of b ∈ U(cd ) in the former proof could occur as Figure 6
shows. Any part of the dashed line without opposite (with respect to the origin) points is a
tropical line segment.
I Example 5.10. The shaded area in Figure 6 shows the feasible region


(x, y) ∈ T2±

(−1)

x1 ⊕ (•2)

x2 ⊕ 0  O

.

The red line marks the inequality (−1) x1 ⊕ 2 x2 ⊕ 0  O, while the green line marks
the inequality (−1) x1 ⊕ ( 2) x2 ⊕ 0  O. The yellow line corresponds to the inequality
(−1) x1 ⊕ 0  O. The blue dashed line interpolates between these three possible extreme
closed halfspaces contained in the feasible region.
Our proof of Theorem 5.4 is based on eliminating variables from the canonical exterior
description (13). For using those halfspaces, we need to show the additional requirement of
tropical convexity for their intersection.
I Lemma 5.11. The set


(x, z) ∈ Tn+d
±

is tropically convex.

A

x ./ z, x ≥ O

(48)
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Proof. It is enough to show that, for fixed a ∈ Tn± , the set

H = (x, z) ∈ Tn+1
a x ./ z, x ≥ O
±
is tropically convex, then the claim follows from Proposition 3.4(a). Let (p, q), (r, s) ∈ H,
and λ ∈ T≥O , λ ≤ 0. We need to show that U(p ⊕ λ r, q ⊕ λ s) ⊆ H.
Note that since p, r ≥ O, we have p ⊕ λ r ∈ T± and therefore U(p ⊕ λ r) = {p ⊕ λ r}.
By Lemma 2.4(b), we have that q ∈ U(a p) and s ∈ U(a r). Using Lemma 3.5(b), we see
that
U(q ⊕ λ

s) ⊆ U((a

p) ⊕ λ

(a

r)) = U(a

(p ⊕ λ

r)) ,

completing the proof.

J

Proof of Theorem 5.4. Equation (13) provides a description by halfspaces involving additional variables. The convex hull of V is the set of those z ∈ Td± for which there is an x ∈ Tn±
with


A
Id O
 
 A Id
O
x


 0
 z   O ,
(49)
O
0
d


 0 Od
0
0
In
Od
O
where I is a tropical identity matrix with 0 on the diagonal
and O elsewhere.
n
o
L
n
x
=
0,
x
≥
O
By Lemma 5.11 and the tropical convexity of x ∈ T±
, the
j
j∈[n]
set of (x, z) ∈ Tn+d
fulfilling (49) is the intersection of tropically convex sets and, by
±
Proposition 3.4(a), tropically convex as well.
Hence, we can use Theorem 4.19 to successively project out the x-variables. As the
inequalities arising from a projection may contain balanced coefficients, we use Proposition 5.7
to replace them by signed coefficients. This yields a description of tconv(A) by non-strict
inequalities. Here, we use that resolving a balanced coefficient in an inequality leads to a
tighter constraint.
If the intersection of closed tropical halfspaces M is tropically convex, then its intersection
with any orthant is tropically convex. By the tropical Minkowski-Weyl theorem in the
non-negative orthant [24], each of the parts in the orthants are finitely generated. Taking
the tropical convex hull of the union of all these generators yields M , as M is tropically
convex.
J

6

Connection with Tropical Convexity in Tmax

The intersection of a signed tropically convex set with an orthant is just a tropically convex
set over Tmax . This allows to study signed tropical convex sets through the existing theory
of unsigned tropically convex sets with the hull (12) in each orthant of Td± . The proofs of
the main statements are deferred to Section 6.1; these are based on the duality between the
non-negative kernels and open tropical cones.
We fix a (finite) set M ⊆ Td± and interpret M as a matrix whose columns list the points.
We will augment M by iteratively intersecting line segments between points in M with the
coordinate hyperplanes to get a matrix ζ(M ).
To make the construction of ζ(M ) formal, we start with a slight modification of (30). We
fix A = (aij ) ∈ Td×n
and a row index i ∈ [d].
±

ITCS 2020

24:26

Signed Tropical Convexity

For two columns u and v of A with ui > O and vi < O, we set
λ+ (u, v) =
−

vi

λ (u, v) = ui

−1

−1

(ui
(ui

−1

−1

⊕

⊕

vi
vi

−1

−1

)

)

−1

−1

and

.

(50)

These scalars fulfill λ+ (u, v) ⊕ λ− (u, v) = 0 and λ+ (u, v), λ− (u, v) ≥ O.
+
•
•
−
0
we define T (i) = (tj,p ) ∈ {0, O}n×((J ∪J )×(J ∪J )∪J ) , using the decomposition from (29)
for A, as the incidence matrix


λ+ (a(k) , a(`) ) j = k for p = (k, `) ∈ (J + ∪ J • ) × (J • ∪ J − )



λ− (a(k) , a(`) ) j = ` for p = (k, `) ∈ (J + ∪ J • ) × (J • ∪ J − )
tj,p =
.
(51)
0
j = p for p ∈ J 0




O
else
In Theorem 4.14, we could also have used the matrix from (51) instead of multiplying
with both S (i) and T (i) . This is technically slightly more complicated but has the advantage
that the resulting columns of the product with A are tropical convex combinations of the
original columns. This motivates the following.
I Definition 6.1. The matrix ζi (A) is the ith elimination matrix of A and it arises from
ξ(A T ) by replacing the ith row with O.
This allows to describe generators
for the intersection of a tropical convex hull with a

coordinate hyperplane Hi := x ∈ Td± xi = O for i ∈ [d].
I Proposition 6.2. The intersection tconv(A) ∩ Hi is generated by ζi (A).
Additionally, we get generators for the intersection with an orthant.
I Proposition 6.3. The intersection tconv(A) ∩ Td≥O is generated by


[
A ∪
(tconv(A) ∩ Hi ) ∩ Td≥O .
i∈[d]

Now, we have to combine all possible ways of descending in a chain of intersections of
coordinate hyperplanes. Each permutation σ in the symmetric group on d elements Sd gives
rise to a sequence of matrices ζσ(1) (M ), ζσ(2) (ζσ(1) (M )) until ζσ(d) (. . . (ζσ(2) (ζσ(1) (M )) . . . ).
We denote the concatenation of these d matrices by ζσ (M ). The concatenation of the matrices
for all σ ∈ Sd forms the matrix ζ(M ).
I Theorem 6.4. The convex hull tconv(M ) of M is the union
[
tconv(O ∩ ζ(M )) .
O closed orthant of

(52)

Td
±

Proof. By Proposition 6.3, we know that tconv(M ) is generated by the projections on
the boundary of the orthants and the generators in the interior. Iteratively applying
Proposition 6.2 to the intersection of coordinate hyperplanes yields the claim.
J
I Example 6.5. Looking at the points from Example 3.2, we see how we can determine the
tropical convex hull of {(3, 3), ( 1, 0), ( 4, 2)}. It is the union of the tropical convex hulls
tconv ({(3, 3), (O, 3), (O, 1)}) ,

tconv ({( 1, 0), (O, 1), (O, 3), ( 4, O)})

tconv ({( 1, 0), ( 4, 2), ( 1, O), ( 4, O)}) .
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On the other hand, to get the tropical convex hull tconv((0, 0), ( − 2,
one needs actual multi-valued cancellation.
We get
  
   

0
−2
O
O
ζ1
,
=
,
and
0
−2
−2
−2
  
   

0
−2
−2
−2
ζ2
,
=
,
.
0
−2
O
O

− 2)) in Figure 2a,

From applying ζ1 (ζ2 (.)), we additionally obtain {(O, O)}.
For the positive orthant, this yields the generators {(O, O), (O, −2), (−2, O), (0, 0)}. The
other orthants are derived analogously.
I Corollary 6.6. Tropically convex sets are contractible.
Proof. The space Td± inherits the topology of Rd via the map slog : x 7→ sgn(x) log(|x|),
where the origin is mapped to the all-O-point. As tropically convex sets in all orthants are
contractible [20, Theorem 2], we can contract to the boundary of the orthants. The claim
follows by induction on the dimension d.
J
d

For the definition of the covector decomposition in (R ∪ {−∞}) and its connection with
regular subdivisions of ∆d × ∆n we refer the reader to [28].
I Corollary 6.7 (Covector decomposition). The combinatorics of the tropically convex hull of
a matrix A ∈ Td×n
can be described by 2d regular subdivisions of ∆d × ∆n .
±

6.1

Proofs

Proof of Proposition 6.2. Using the construction in (51) and the fact that |z|, |z| ∈ U(z)
for z ∈ T• , the inclusion ζi (A) ⊆ tconv(A) ∩ Hi follows from Definition 3.1. Example 3.8 and
Proposition 3.4.a imply that tconv(ζi (A)) ⊆ tconv(A) ∩ Hi .
For the other inclusion, assume that there is a point z ∈ tconv(A) with zi = O which is
not contained in tconv(ζi (A)). By Proposition 4.1, this implies that


0
0
ker+
=∅ .
ζi (A)
z
The Farkas Lemma 4.6 implies that


0
0
sep+
6= ∅ .
ζi (A)
z
Furthermore, we get


0
0
sep+ (ζi
) 6= ∅
A
z
as, because of zi = O, the last column is unchanged by ζi and the first row remains the same
due to the definition of λ+ (u, v) and λ− (u, v) for (50).
However, by Corollary 4.15, then also


0
0
sep+
6= ∅ .
A
z
Using again the Farkas Lemma 4.6, this implies z 6∈ tconv(A), a contradiction.

J
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To derive the next claim, we start with a more precise description of a signed tropical
line segment. There is a natural bijection between ∆2 = (ν, µ) ∈ T2≥O max(ν, µ) = 0
and T = R ∪ {−∞, ∞} given by
(ν, µ) 7→ µ − ν .
We denote the inverse image of an element η ∈ T with respect to this map by Ψ(η).
This
leads to a parametrization of a tropical line segment for a, b ∈ Td± via tconv(a, b) =

Lη (a, b) η ∈ T where Lη (a, b) = Ψ(η)0 a ⊕ Ψ(η)1 b. Note that L−∞ (a, b) = a and
L∞ (a, b) = b.
Proof of Proposition 6.3. Let z ∈ tconv(A) ∩ Td≥O be an element of U(A λ) with λ ∈ ∆d .
We consider the tropical line segments from z to the columns of A. For a fixed column
a(j) of A with a(j) 6∈ Td≥O , there is a minimal η ∈ T such that a component of Lη (z, a(j) ) is
balanced.
Intermediate claim I: All entries of Lη (z, a(j) ) are either balanced or in T≥O . For an
(j)
arbitrary row i ∈ [d], the expression Ψ(η)1 zi ⊕ Ψ(η)2 ai is in T≥O for η = −∞. The
claim now follows from the piecewise definition of the addition in terms of the absolute
values.
Using Proposition 3.6, we see that the point b(j) obtained from Lη (z, a(j) ) by replacing
all balanced entries with O is in tconv(A) ∩ Td≥O . For a(j) ∈ Td≥O we set b(j) = a(j) .

Intermediate claim II: The point z is in the convex hull of b(j) j ∈ [n] . It is enough
to show that


0
...
0
0
0
ker+ ( (1)
) 6= ∅
a
. . . a(n−1) b(n)
z
because than we can iteratively replace the columns a(i) by b(i) . Let b(1) ∈ ν
Pick an element x scaled such that x1 = µ. Then

 

ν
O ... O
ν
0
0
...
0
0
⊕ (1)
x
ν z O ... O ν
z
a
a(2) . . . a(n)
z
is in Td• . Therefore (0, . . . , 0) is in the non-negative kernel of


ν ⊕ x1
x2
...
xn
(ν ⊕ xn+1 )
=
ν z ⊕ x1 a(1) x2 a(2) . . . xn a(n) (ν ⊕ xn+1 ) ( z)


0
x2
...
xn
(ν ⊕ xn+1 )
ν z ⊕ µ a(1) x2 a(2) . . . xn a(n) (ν ⊕ xn+1 ) ( z)

z⊕µ

a(1) .

(53)

(1)

For fixed i ∈ [d], if ν zi ⊕ µ ai is not balanced or the maximum absolute value is attained
(1)
somewhere else in the row, we can replace it by bi and (0, . . . , 0) is still in the non-negative
kernel.
(1)
Otherwise, ν zi = µ ai and ν ⊕ xn+1 = ν. But (0, . . . , 0) is also in the non-negative
kernel of


µ
x2
...
xn
xn+1
.
µ a(1) x2 a(2) . . . xn a(n) xn+1 ( z)
(1)

Since µ ai = ν zi has the same sign as xn+1 zi and we have ν ≥ xn+1 , there
(`)
(1)
has to be an ` ∈ [n] such that x` ai = µ ai = ν zi . Therefore, we can replace
ν zi ⊕ x1 a(1) by O and (0, . . . , 0) remains in the non-negative kernel.
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Therefore, (0, x2 , . . . , xn , (ν ⊕ xn+1 )) is in the non-negative kernel of


0

0

b(1)

a(2)

...
...

0
a(n)

0
z


.

This finishes the proof of claim II.

J
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Missing Proofs

I Lemma 2.6. Let a, b, c, d ∈ S.
(a) a ⊕ c  b ⇔ a  b c
(b) a  b ∧ c  d ⇒ a ⊕ c  b ⊕ d.
(c) If c ∈ T± , then b  c and c  a imply b  a.
(d) a  b implies c a ⊕ d  c b ⊕ d for c ∈ T≥O and c

b⊕dc

a ⊕ d for c ∈ T≤O .

Proof.
(a) The claim follows directly from the definition and the properties of the semiring S.
(b) Using the definition, we obtain a b, c d ∈ T≥O ∪T• . This implies already a⊕c b d ∈
T≥O ∪ T• .
(c) For a contradiction, assume b 6 a, that is, b

a ∈ T<O .
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Case I: |b| > |a|. In this case, b ∈ T<O . Since b c ∈ T≥O ∪ T• , it follows that c ∈ T<O
and |c| ≥ |b|, using c ∈ T± . We now get a contradiction to c a ∈ T≥O ∪ T• , since
|c| ≥ |b| > |a|.
Case 2: |a| > |b|. This case follows by an analogous argument. With a ∈ T>O , the
condition c a ∈ T≥O ∪ T• implies c ∈ T>O and |c| ≥ |a| > |b|. This contradicts
b c ∈ T≥O ∪ T• .
Case 3: |a| = |b|. In this case, we must have b ∈ T<O and a ∈ T>O . We thus obtain
c ∈ T<O as in case I, but also c ∈ T>O as in case II, a contradiction.
(d) The expression c (a b) = c a c b is in T≥O for c ∈ T≥O and in T≤O for c ∈ T≤O .
Now, the statement follows from (b) with d  d.
J
I Lemma 3.5.
(a) Let a ∈ S, b ∈ T± , and z ∈ U(a ⊕ b). Then there exists an a0 ∈ U(a) such that
z ∈ U(a0 ⊕ b).
(b) If a ∈ U(x), b ∈ U(y), and c ∈ T± , then U(c a ⊕ b) ⊆ U(c x ⊕ y).
Proof.
(a) If a ∈ T± , then a0 = a satisfies the requirements. For the rest of the proof, we assume
a ∈ T• . If |b| > |a|, then we can set a0 = |a|. In this case, a0 ⊕ b = a ⊕ b = b ∈ T± .
Consider now the case |a| ≥ |b|, which implies a ⊕ b = a. Then z ∈ U(a ⊕ b) if and only
if |z| ≤ |a|. For |a| ≥ |z| > |b|, we set a0 = z. If |a| ≥ |b| ≥ |z|, then we set a0 = b. In
both cases it is easy to see that z ∈ U(a0 ⊕ b).
(b) Note that |a| ≤ |x| and |b| ≤ |y|, and consequently, |c a ⊕ b| ≤ |c x ⊕ y|. If c x ⊕ y is
balanced, then the claim follows: U(c x ⊕ y) contains all r ∈ T± with |r| ≤ |c x ⊕ y|;
this holds for all r ∈ U(c a ⊕ b).
Hence, assume that c x ⊕ y is not balanced. In particular, x or y is not balanced. If
both x, y ∈ T± , then a = x and b = y and thus the claim is immediate. The remaining
case is when exactly one of x and y is balanced. Let us assume y ∈ T± ; the case x ∈ T±
follows similarly. Now we have b = y, and we must also have |y| > |c x| as otherwise
c x ⊕ y would be balanced. Consequently, c x ⊕ y = y. On the other hand, |a| ≤ |x|
and b = y imply |c a| < |b|, and therefore c a ⊕ b = y, and the claim follows.
J
I Proposition 3.6. An arbitrary subset M ⊆ Td± is tropically convex if and only if the
tropical convex hull tconv({p, q}) is contained in M for all p, q ∈ M .
Proof. For a tropically convex set, the tropical convex hull of all two-element subsets is
contained by definition. In the converse direction, we show by induction on n that if we
select any n vectors from M as the columns of a matrix A ∈ Td×n
x) ⊆ M for
± , then U(A
L
any x ∈ Tn≥O , j∈[n] xj = 0. The case n = 2 follows by the assumption; consider now n ≥ 3
and assume that the claim holds for n − 1.
Let z ∈ U(A x). Without loss of generality, we can assume that x1 = 0. We set
Ln−1
s =
a(`) ∈ Sd , where a(`) is the `-th column of A. We let q = a(n) . Then,
`=1 x`
A x = s ⊕ xn q.
We can apply Lemma 3.5(a) to each component of z, s, and xn q. Thus, we obtain a vector
p ∈ U(s) such that z ∈ U(p ⊕ xn q). By induction, p ∈ M , and thus z ∈ tconv({p, q}) ⊆ M
by the assumption. This completes the proof.
J
d×n
I Proposition 3.7. For any matrix A ∈ T±
, the convex hull tconv(A) is tropically convex.
Consequently, tconv(tconv(A)) = tconv(A).
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Proof. Using Proposition 3.6, it suffices to show that if p, q ∈ tconv(A), λ ∈ T≥O , λ ≤ 0,
then U(p ⊕ λ q) ⊆ tconv(A).
L
L
Let x, y ∈ Tn≥O , j∈[n] xj = 0, j∈[n] yj = 0 such that p ∈ U(A x) and q ∈ U(A y).
L
We let z = x ⊕ λ q; clearly, z ∈ Tn≥O and j∈[n] zj = 0. From Lemma 3.5(b), we obtain
that
U(p ⊕ λ

q) ⊆ U ((A

x) ⊕ λ

(A

y)) = U(A

z) ⊆ tconv(A) .

J

I Proposition 4.1. For A ∈ Td×n
and b ∈ Td± we have
±

A
b ∈ tconv(A) ⇔ ker+
0


b
6= ∅ .
0

Proof. The condition b ∈ tconv(A) is equivalent to the existence of an element x ∈ Tn≥O
L
with j∈[n] xj = 0 and A x ./ b.
Let (x, t) be a vector in the non-negative kernel, where x ∈ Tn≥O and t ∈ T≥O denotes
L
the last component. First, we claim that t =
6 O. Indeed, t = O would yield j∈[n] xj ./ O,
which implies xj = O for all j ∈ [n]. Thus, we obtain (x, t) = O, a contradiction. Since
t 6= O, we can scale (x, t) such that t = 0. In this case, the definition of the kernel gives
L
L
A x b ./ O and j∈[n] xj 0 ./ O. The latter inequality yields j∈[n] xj = 0. This is
the same as the combination witnessing b ∈ tconv(A) as above.
J
I Theorem 3.14. The signed hull tconv(A) is the union of the signed valuations for all
possible lifts
[
tconv A =
sval(conv(A)) .
sval(A)=A

Proof. We start with the inclusion “⊇”. Let A ∈ Td×n
and fix a lift A of A, this means a
±
Pn
matrix A ∈ Kd×n with sval(A) = A. For a vector λ ∈ K≥0 with j=1 λi = 1 the valuation
Ln
x = sval(λ) is in Tn≥O and fulfills j=1 xi = 0. We want to show that b = sval(λ1 · a(1) + · · · +
n
o
(j)
λn · a(n) ) ∈ tconv A. For each i ∈ [d], let ci = max | sval(λj · ai )| j ∈ [n] . Furthermore,
L
L
we define p = A x = j∈[n] xj a(j) = j∈[n] sval(λj · a(j) ). We fix an i ∈ [d] and we
want to show that bi ∈ U(pi ). Note that |pi | = ci . If pi is not balanced, we already have
bi = pi . Otherwise, we get |bi | ≤ ci and consequently bi ∈ [ ci , ci ]. This finishes the proof of
the inclusion “⊇”.
L
For the other direction, we fix b ∈ U(A x) for some x ∈ Tn≥O , j∈[n] xj = 0. We define
−1


λj = txj · 

X

t xk 

for each j ∈ [n] .

k∈[n]

P
With this, we get λ ≥ 0 and k∈[n] λk = 1.
+
For eachnrow i ∈ [d], we denote
o by Ji the set of indices of the positive elements in the
(i)

set argmax aj

xj

j ∈ [n] , and by Ji− analogously for negative elements.

We set `i to be an arbitrary index in argmin{|Ji+ |, |Ji− |}, and define
(j)
ai

=

(
tsgn(aij )t|aij | + αi
tsgn(aij )t

|aij |

for j = `i
else ,
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where


1  X
αi =
−
tsgn(aik )t|aik |+xk + tsgn(bi )t|bi |  .
λ`i
k∈[d]

(j)

Note that |bi | ≤ |ai`i |+x`i and |aij |+xj −x`i ≤ |ai`i | for all j ∈ [n]. Therefore, sval(ai ) = aij
for all i ∈ [d] and j ∈ [n]. Furthermore, we get
X
(k)
(` )
ai · λ =
λk ai + λ`i ai i
k∈[d]\{`i }

=

X

tsgn(aik )t|aik |+xk −

k∈[d]

= tsgn(bi )t

X

tsgn(aik )t|aik |+xk + tsgn(bi )t|bi |

k∈[d]
|bi |

.

Hence, we have sval(ai · λ) = bi for all i ∈ [d]. This concludes the proof.

J

I Proposition 4.8. Let A, B ⊂ S be two finite sets. There is an element c ∈ S with
c

a > O and b

c > O for all a ∈ A, b ∈ B

(24)

if and only if
b

a > O for all (a, b) ∈ A × B .

(25)

Furthermore, the element c can chosen to be signed.
Proof. For each pair (a, b) ∈ A × B, we add the inequalities in (24) using Lemma 2.2 and
obtain b a ⊕ c c > O. This implies b a > |c| ≥ O and, hence, (25).
For the other direction, note that A ⊂ T± or B ⊂ T± , as two balanced elements are
not comparable by “>”. Because of the symmetry (9), we can assume that B ⊂ T± . Let
β denote the minimum of B. Furthermore, we define α as the maximum of A ∩ T± and
{|a| | a ∈ A ∩ T• }, where either of these two sets could also be empty. We obtain from (25)
that β > α, where we use that b > a ⇔ b > |a| for a ∈ T• . An arbitrary element c with
α < c < β fulfills (24). As the elements in B are totally ordered, the claim for the inequalities
involving B follows immediately. Distinguishing the balanced and signed elements yields the
claim for the inequalities involving A.
J
I Proposition 4.10. Let A, B ⊂ S be two finite sets. There is an element c ∈ T± with
c

a  O and b

c  O for all a ∈ A, b ∈ B

(26)

if and only if
b

a  O for all (a, b) ∈ A × B .

(27)

Proof. The first direction from (26) to (27) follows from Lemma 2.6(a) and 2.6(c) because
of c ∈ T± .
For the other direction, let
α0 = argmin { |a| | a ∈ A ∩ T• } ,
α1 = max { a | a ∈ A ∩ T± } ,
β0 = argmin { |b| | b ∈ B ∩ T• } ,

(54)

β1 = min { b | b ∈ B ∩ T± } ,
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with respect to the ordering “≥”. By construction, we get from (27) the relation β1 α1  O,
which yields β1 ≥ α1 . Furthermore, we obtain β1 α0  O implying β1 ≥ |α0 | and
β0 α1  O implying |β0 | ≥ α1 . We conclude that
β := min(|β0 |, β1 ) ≥ max( |α0 |, α1 ) =: α ,
using also the trivial inequality |β0 | ≥

x ∈ T± β ≥ x ≥ α 6= ∅.

|α0 |. Let γ be an arbitrary element in the interval

By checking all possibilities arising from the list in (54), we see that the element γ fulfills
b γ  O and γ a  O for all a ∈ A, b ∈ B.
J

B

Other Notions of Tropical Convexity

Parallel to the development of tropical convexity, the more general notion of B-convexity
was developed starting with [15]. The notion of B-convexity boils down to convexity defined
over the semiring R≥0 with operations “⊕” = “max” and “ ” = “·”, see [15, Theorem 2.1.1].
Taking logarithms transforms these operations to “⊕” = “max” and “ ” = “+” on R ∪ {−∞}.
This gives rise to a transferred version of B-convexity on T± by considering the images of
B-convex sets in Rd under the map slog : x 7→ sgn(x) log(|x|).
The following example shows that our notion of signed tropical convexity is an even more
restrictive notion than B-convexity and B] -convexity [14].
I Example B.1. The tropical convex hull of A = {( 2, 1), (2, 1)} is the set
[ 2, 2] × [ 1, 1] .
However, the set Cor (A) is
L = { (2

λ, λ) | λ ∈ [ 1, 1]} .

for all r ∈ N. In particular, also Co∞ (A) equals L. This implies that B(L) = L. We depict
both in Figure 7. Hence, tconv(A) strictly contains B(A). Furthermore, [14, Corollary 4.2.4]
shows that L is also B] -convex.
Interestingly, the set L is also the image under the signed valuation of the set
 2   2 
−t
t
conv
,
.
−t
t
Here, we mean the convex hull over the Puiseux series R{{t}}. So L is the tropicalization of
a single line segment while our hull construction yields the union of line segments whose
spanning points tropicalize to A, as we saw in Section 3.2.For example,
we get the set
  2 
−2t2
t
{ 2} × [ 1, 1] ∪ [ 2, 2] × {1} as the tropicalization of conv
,
.
−t
2t
I Remark B.2.


a



b
a⊕b =

a




O

It is tempting to define a cancellative sum for two numbers a, b ∈ T± by
|a| > |b|
|b| > |a|
a=b
a=

b

.
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x2

x1

Figure 7 Distinction between B-convex line and tropical line segment through the origin.

This can be extended componentwise to Td± .
An iterative version of this construction is used in [14]. A conceptional drawback of the
cancellative sum is that it is not associative, as the example
0 ⊕( 0 ⊕ −1) = 0 ⊕ 0 = O 6= −1 = O ⊕ −1 = (0 ⊕ 0) ⊕ −1
shows.
I Remark B.3. Recall that Theorem 6.4 gave a way to determine the whole tropical convex
hull from the tropical convex hull in each orthant. For sufficiently generic matrices, one can
use the cancellative sum from Remark B.2. If there are no antipodal points, no balanced
coefficients arise in the elimination and the map ξ used for Theorem 4.12 is just the identity.
Hence, the iterative construction of a single intersection point with a coordinate hyperplane
suffices.
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1

Introduction

Distributional property testing is a fundamental problem in theoretical computer science
(see, e.g. [22]) aiming at determining properties of probability distributions with the least
number of independent samples. It has intimate connections and applications to statistics,
learning theory, and algorithm design.
The merit of distributional property testing mainly comes from the fact that the testing of
many properties admits sublinear algorithms. For instance, given the ability to take samples
from a discrete distribution p on [n] := {1, . . . , n}, it requires Θ(n/2 ) samples to “learn” p,
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i.e., to construct a distribution q on [n] such that kp − qk1 ≤  with success probability at
least 2/3 (k · k1 being `1 -distance). However, testing whether p = q or kp − qk1 >  requires
2/3
1/2
only Θ(max{ n4/3 , n2 }) samples from p and q [19], which is sublinear in n and significantly
smaller than the complexity of learning the entire distributions. See Section 1.4 for more
examples and discussions.
In this paper, we study the impact of quantum computation on distributional property
testing problems. We are motivated by the emerging topic of “quantum property testing” (see
the survey of [30]) which focuses on investigating the quantum advantage in testing classical
statistical properties. Quantum speed-ups have already been established for a few specific
problems such as testing closeness between distributions [13, 29], testing identity to known
distributions [18], estimating entropies [27], etc. In this paper we propose a generic approach
for quantum distributional property testing, and illustrate its power on a few examples. This
is our attempt to make progress on the question:
Can quantum computers test properties of distributions systematically and more efficiently?

1.1

Problem statements

Throughout the paper, we denote probability distributions on [n] by p and q; their `α -distance
Pn
1
is defined as kp − qkα := ( i=1 |pi − qi |α ) α . Similarly, we denote n × n density operators1
(i.e., quantum distributions) by ρ and σ; their `α -distance is defined via the corresponding
Schatten norm.
Input models. To formulate the problems we address, we define classical and quantum
access models for distributions on [n]. We begin with the very natural model of sampling.
I Definition 1 (Sampling). A classical distribution (pi )ni=1 is accessible via classical sampling
if we can request independent samples from the distribution, i.e., get a random i ∈ [n] with
probability pi . A quantum distribution ρ ∈ Cn×n is accessible via quantum sampling if we
can request independent copies of the state ρ.
Now we define a coherent analogue of the above sampling model. To our knowledge
this type of query-access was only studied by a few earlier works [29, 24] and only in the
special case of classical distributions. The motivation for this input model is the following:
we can think about a density operator as the outcome of some physical process modeled by
some black-box. Suppose that the black-box can generate samples on demand. Unlike in
the classical (randomized) setting, in a quantum scenario in principle it is always possible
to reverse every computational / physical process – including this black-box. If reversion
is not feasible, then we get the plain sampling model; however if it is possible to reverse
the (quantum) black-box then we get the purified query access model that we describe. For
example, if a quantum computer produces the samples via, say, a Monte Carlo method, then
the process is easily reversible. However, if the samples come from some source “outside
the lab”, then reversing the process might not be possible. Therefore, both input models
(purified quantum query access and sampling access) are well-motivated. The surprising
fact is that this subtle difference in the input models gives rise to significantly different
complexities, as we show later for several problems.

1

For readers less familiar with quantum computing, a density operator (=quantum distribution) ρ ∈ Cn×n
is a positive semidefinite matrix with Tr[ρ] = 1. Please refer to the textbook [31] for more information.
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I Definition 2 (Purified quantum query-access). A density operator ρ ∈ Cn×n , has purified
quantum query-access if we have access to a unitary oracle Uρ (and its inverse) acting as2
Uρ |0iA |0iB = |ψρ iAB =

n
X
√

pi |φi iA |ψi iB , (where hφi |φj i = hψi |ψj i = (Kronecker) δij )

i=1

Pn
such that TrA (|ψρ ihψρ |) = ρ. If |ψi i = |ii, then ρ = i pi |iihi| is a diagonal density operator
which can be identified with the classical distribution p, so we can simply write Up instead of
Uρ . With a slight abuse of notation sometimes we will concisely write |ρi instead of |ψρ i.
We also define an even stronger input model that is considered in a series of earlier works,
see, e.g., [13, 18, 27, 15].
I Definition 3 (Classical distribution with discrete query-access). A classical distribution
(pi )ni=1 , has discrete query-access if we have classical / quantum query-access to a function
f : S → [n] such that for all i ∈ [n], pi = |{s ∈ [S] : f (s) = i}|/|S|. (Typically the interesting
regime is when |S|  n.) In the quantum case a query oracle is a unitary operator O acting
on C|S| ⊗ Cn as
O : |s, 0i ↔ |s, f (s)i for all s ∈ S.
Note that if one first creates a uniform superposition over S and then makes a query, then
the above oracle turns into a purified query oracle to a classical distribution as in Definition 2.
Therefore all lower bounds that are proven in this model also apply to the purified queryaccess oracles. In fact all algorithms that the authors are aware of do this conversion, so they
effectively work in the purified query-access model. Moreover, we conjecture that the two
input models are equivalent when |S|  n. For this reason we only work with the purified
query-access model in this work.
Another strengthening of the purified query-access model for classical distributions is
Pn √
when we assume access to a unitary (and its inverse) acting as |0i 7→ i=1 pi |ii. A very
similar input model was thoroughly studied by [4].
I Definition 4 (Classical distribution with pure-state preparation access). A classical distribution
(pi )ni=1 , is accessible via pure state preparation oracle if we have access to a unitary oracle
Upure (and its inverse) acting as
Upure : |0i 7→

n
X
√

pi |ii.

i=1

This is strictly stronger3 than the purified query-access model. In order to simulate
purified queries we can first do a pure state query and then copy |ii to a second fresh ancillary

2

3

|ψi ∈ Cn denotes a “ket” vector and hψ| = (|ψi)† stands for its conjugate transpose, called “bra” in Dirac
notation; |ii =~ei is the ith basis vector. An `2 -normalized |ψi is called a pure state, and corresponds to
density operator |ψihψ|. For A = Ck , B = Cn and |φi ∈ A⊗B we denote by Tr[|φihφ|]A ∈ B⊗B ∗ = Cn×n
the partial trace over A.
This can be seen in various ways. We give an argument in the spirit of distributional property testing.
Closeness of two unknown distributions p, q can be tolerantly tested in the squared Hellinger distance
√ 
√
√ 2
H(p, q)2 = 12
p− q
to precision  in query complexity O 1/  in the model of Definition 4
2
using amplitude estimation. On the other hand the classical sample complexity of testing equality to 
e (min(n2/3 /4/3 , n3/4 /)), as shown in [20]. The results of Chailloux [16]
precision in this metric is Θ
imply that this query complexity improves at most cubically in the model of Definition 2, showing that
the input model of Definition 4 is strictly stronger.
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register using, e.g., some CNOT gates. Finally, for completeness we mention that one could
also consider a model similar to the above where one can only request samples of pure states
Pn √
of the form i=1 pi |ii, as studied for example in [6, 5].
We will mostly focus on the first two input models and will only use the latter strengthenings of the purified query-access model for invoking and proving lower bounds.
Property testing problems. We study three distributional properties: `α -closeness testing,
independence testing, and entropy estimation. In the classical literature these are well-studied
properties, and the corresponding testers motivate general algorithms for testing properties
of discrete distributions [20, 1].
For brevity we only give the definitions for classical distributions; similar definitions apply
to quantum density matrices if we replace vector norms by the corresponding Schatten norms.
I Definition 5 (`α -closeness testing). Given  > 0 and two probability distributions p, q on
[n], `α -closeness testing is to decide whether p = q or kp−qkα ≥  with success probability
at least 23 . Tolerant testing: decide whether kp−qkα ≤ 0.99 or kp−qkα ≥  with success
probability at least 23 .
I Definition 6 (Independence testing). Given  > 0 and a probability distribution p on
[n] × [m] with n ≥ m, independence testing is to decide, with success probability at least 23 ,
whether p is a product distribution or p is -far in `1 -norm from any product distribution on
[n] × [m] .
I Definition 7 (Entropy estimation). Given  > 0 and a density operator ρ ∈ Cn×n , entropy
estimation is to estimate the Shannon / von Neumann entropy H(ρ) = −Tr[ρ log(ρ)] within
additive -precision with success probability at least 23 .

1.2

New results

We give a systematic study of distributional property testing for classical / quantum distributions, and obtain the following results for the purified quantum query
of Definition 2:
 √ model


n
n
e
e 1.5
Entropy estimation of classical / quantum distributions costs O 1.5 and O
queries




respectively,4 as we prove in Theorem 12 and Theorem 13.

Tolerant
`2 -closeness
testing of classical / quantum distributions costs Θ̃ 1 and


√

O min n, 12 queries respectively, as we prove in Theorem 14 and Theorem 15.
√ 

e n and O n queries
`1 -closeness testing of classical / quantum distributions costs O


respectively, as we prove in Corollary 17.
√ 

e nm and O nm
Independence testing of classical / quantum distributions costs O




queries respectively, as we prove in Corollary 18.
For context, we compare our results with previous classical and quantum results in Table 1
and Table 2. (Note that all of our results are gate efficient, because they are based on
singular value transformation and amplitude estimation, both of which have gate-efficient
implementations.)

4
5

e to omit poly-logarithmic factors in O, i.e., O(T
e ) = O(T poly(log T )).
Throughout the paper, we use O
Recent results of [16] imply that in this model quantum speed-ups are at most cubic.
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Table 1 Summary of sample and query complexity results. Our new bounds are printed in bold.
For classical distributions with quantum query-access5 we prove (almost) matching
upper and lower

e √n/2.5 for `1 -testing by [29]
bounds for `2 -testing, and improve the previous best complexity O

e √n/2 for Shannon entropy estimation by [27]. We are not aware of prior work on testing
and O
quantum distributions with purified query-access.
problem

`1 -closeness testing

model
Classical distribution sampling



Θ max

Classical distribution with
purified query-access
Quantum state with
purified query-access

n

2/3

n
4/3

e
O

Θ

n
2

,

(tolerant) `2 -closeness testing


1

Θ

[19]

2

√ 
n


n


O

Quantum state sampling

o
1/2

n
2



1


Θ̃





O min
Θ

[7]

Θ



n 1
, 2






[19]

√
1
2

Shannon / von Neumann entropy
n
 log n

e
O

n

1.5



[7]

log2 n
2

+

√ 

O



[25, 42]

√
; Ω̃( n) [15]

e
O

n
1.5


2



n
2



,Ω


n2




[3]

As we show our quantum algorithms for classical distributional property testing problems
with purified access can be naturally lifted to the case of quantum distributions, incurring
√
an overhead of ≈ n, which is manifested in the complexities of Table 1.
Table 2 Complexities of Shannon / von Neumann entropy estimation with constant precision.
It seems that the n-dependence is roughly quadratically higher for quantum distributions, while
coherent quantum access gives a quadratic advantage for both classical and quantum distributions.
This suggests that our entropy estimation algorithm has essentially optimal n-dependence for density
operators with purified access, however we do not have a matching lower bound yet.
Sample complexity
Classical

Θ





[40]

Θ n2 [3]

Quantum

1.3

n
log n

(Purified) Query complexity

e
Θ

√ 
n [27, 15]

e
O(n)

New techniques

The motivating idea behind our approach is that if we can prepare a purification of a quantum
distribution / density operator ρ, then we can construct a unitary U , which has this density
operator in the top-left corner, using only two queries to Uρ . This observation is due to [28].
We call such a unitary a block-encoding of ρ:




ρ .
U=
⇐⇒ ρ = h0|⊗a ⊗ I U |0i⊗a ⊗ I .
. .
One can think of a block-encoding as a post-selective implementation of the linear map ρ:
given an input state |ψi, applying the unitary U to the state |0i⊗a |ψi, measuring the first
a-qubit register and post-selecting on the |0i⊗a outcome, we get a state ∝ ρ|ψi in the second
register. Block-encodings are easy to work with, for example given a block-encoding of ρ and
σ we can easily construct a block-encoding of (ρ − σ)/2, see for example in the work of [17].
3
Example application to `
-testing.
The problem is to decide whether ρ = σ or kρ − σk3 ≥ ,

3

with query complexity O − 2 . The first idea is that if we can prepare a purification of ρ

and σ, then we can also prepare a purification of (ρ + σ)/2 by setting a qubit to the state
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√
(|0i + |1i)/ 2, and then controlled on the |0i or |1i value of the qubit run the process that
samples from ρ or σ, respectively. The second idea is to combine the block-encodings of ρ
and σ to apply the map ρ−σ
2 to the purification of (ρ + σ)/2, to get




ρ+σ
ρ−σ
ρ+σ
7→
⊗I
|0i + . . . |1i.
2
2
2
3

Finally, apply amplitude estimation with setting M = Θ(− 2 ). This
works

 since ifkρ − σk3 ≥
, then the |0i ancilla state has probability Tr (ρ − σ)2 (ρ + σ) /8 ≥ Tr |ρ − σ|3 /8 ≥ 3 /8.
Working with singular values. The above is a promising approach because it directly makes
the density operator in question operationally accessible. However, it turns out that using
this simple block-encodings is often suboptimal for distribution testing, because a query
in some sense gives access to the square-root of ρ, whereas this unitary has ρ itself in the
top-left corner. Since the problems often heavily depend on smaller eigenvalues of ρ, the
square root of ρ is more desirable since it has quadratically larger singular/eigenvalues.
One of our main technical contributions is to use a new type of block-encoding, which is a
unitary matrix having a certain block proportional to a matrix A such that A† A = ρ, i.e., we
use a “square-root” of the (quantum) distribution ρ (in the case of classical distributions rho
is a diagonal matrix with the probabilities as diagonal entries). This new technique allows us
to develop a unified approach for distributional property testing, which we consider one of
our major contributions. It is this new perspective that enables us to derive several results
in a relatively short paper. Once we establish this methodology the results are relatively
easy to derive in a systematic way, both for classical and quantum distributions.
Therefore, we show how to efficiently construct a unitary matrix whose top-left corner
√
√
contains a matrix with singular values p1 , . . . , pn , given purified access to a classical
distribution p. To be more precise, we define a slight generalization of block-encodings called
e where Π, Π
e
projected unitary encodings, which represent a matrix A in the form of ΠU Π,
are orthogonal projectors and U is a unitary matrix. One can think about
  U in a projected
e → img(Π). Take
unitary encoding as a post-selective implementation of the map A : img Π
Pn
e := (|0ih0| ⊗ |0ih0| ⊗ I). As
for example U := (Up ⊗ I), Π := (
I ⊗ |iihi| ⊗ |iihi|), and Π
i=1

we show in Appendix A these operators form a projected unitary encoding of
e=
A = ΠU Π

n
X
√

pi |φi ih0| ⊗ |iih0| ⊗ |iihi|.

(1)

i=1

We can use a similar trick for a general density operator ρ too. However, there is a
major difficulty which arises from the fact that we do not a prioiri know the diagonalizing
basis of ρ. Therefore we use slightly different
operators.
Let W be a unitary,6 mapping
 †
 0
Pn |ji|ji
0
†
e as above.
√
|0i|0i 7→ j=1 n . Let U := I ⊗ Uρ W ⊗ I , Π := (I ⊗ |0ih0| ⊗ |0ih0|) and Π
As we show in Appendix A these operators form a projected unitary encoding of
n r
X
pi 0
0
0 0e
A =ΠU Π=
|φ ih0| ⊗ |0ih0| ⊗ |0ihψi |,
(2)
n i
i=1
Pn |φ0 i|φj i Pn
√
where j=1 j√n = j=1 |ji|ji
is the Schmidt decomposition of the maximally entangled
n
state under the basis (|φ1 i, . . . , |φn i).
6

This unitary is easy to implement, e.g., by using a few Hadamard and CNOT gates.
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As we can see, the case of general density operators is less efficient, it only gives operational
access to the “square root” of ρ/n. We note that for (approximately) transforming a block√
encoding of A/ n to a block-encoding of A/O(1) it is necessary and sufficient to use the
√
√
block-encoding of A/ n about n times [21, Theorems 3&17]. This is essentially the reason
√
for the ≈ n overhead in our quantum algorithms for quantum distributions in Table 1. If
√
the 1/ n factor could be directly improved, that would speed up our von Neumann entropy
estimation algorithm Theorem 13, which seems unlikely, cf. Table 2. This suggests that it is
impossible to obtain a more efficient block-encoding in the general case.

General recipe.

We summarize our recipe to distributional property testing as follows.

1. Construct quantum circuit / unitary matrix operationally representing the distribution.
2. Transform the singular values of the corresponding matrix according to a desired function.
3. Apply the resulting map to the purification of the distribution, or another suitable state.
4. Estimate the amplitude of the flagged output state and conclude.
The above general scheme describes our approach to the problems we discuss in this paper.
Sometimes it is useful to divide the probabilities / singular values into bins, and fine-tune
the algorithm by using the approximate knowledge of the size of the singular values. This
divide-and-conquer strategy is at the core of our improved tolerant `2 -closeness tester of
Theorem 14.

1.4

Related works on distributional property testing

Classical algorithms. Many distributional property testing problems fall into the category
of closeness testing, where we are given the ability to take independent samples from two
unknown distributions p and q with cardinality n, and the goal is to determine whether
they are the same versus significantly different. For `1 -closeness testing, which is about
testing whether p = q or kp − qk1 ≥ , [10] first gave a sublinear algorithm using Õ(n2/3 /8/3 )
samples to p and q. The follow-up work by [19] determined the optimal sample complexity as
2/3
1/2
Θ(max{ n4/3 , n2 }); the same paper also gave a tight bound Θ( 12 ) for `2 -closeness testing.
Besides closeness testing, a similar problem is identity testing where one of the distributions, say q, is known and we are given independent samples from the other distribution p.
For `1 identity testing, it is known that the sample complexity can be smaller than that of
√
`1 -closeness testing, which was proved by [9] to be Õ( n/4 ) and then [37] gave the tight
√
bound Θ( n/2 ). More recently, Ref. [20] proposed a modular reduction-based approach for
distributional property testing problems, which recovered all closeness and identity testing
results above. Furthermore, they also studied independence testing (see also the previous
studies by [9, 26, 2]), i.e., whether a distribution on [n]×[m] (n ≥ m) is a product distribution
or at least -far in `1 -distance from any product distribution, and determined the optimal
1/2
2/3
m1/3 (nm)
bound Θ(max{ n 4/3
, 2 }).
Apart from the relationship between distributions, properties of a single distribution
also have been extensively studied. One of the most important properties is Shannon
entropy [39] because it measures for example compressibility. The sample complexity of
estimating H(p) within additive error  has been intensively studied [8, 35, 36]; in particular,
n
[40, 41] gave an explicit algorithm for entropy estimation using Θ(  log
n ) samples when
−0.03
 = Ω(n
)
and

=
O(1);
for
the
general
case
[25]
and
[42]
gave
the
optimal
estimator


with Θ

n
 log n

+

(log n)2
2

samples.

ITCS 2020

25:8

Distributional Property Testing in a Quantum World

Quantum algorithms. The first paper on distributional property testing by quantum
algorithms was by [13], which considered classical distributions with discrete quantum
√
query-access (see Definition 3); it gives a quantum query complexity upper bound O( n/6 )
for `1 -closeness testing and O(n1/3 /4/3 ) for identity testing to the uniform distribution
on [n]. Subsequently, [18] gave
 an algorithm for identity testing (to an arbitrary known
e n1/3 /5 queries, and [29] improved the -dependence of `1 -closeness
distribution) with O

e √n/2.5 . More recently, [27] studied entropy estimation under this model, and
testing to O

e √n/2 queries and also
gave a quantum algorithm for Shannon entropy estimation with O
sublinear quantum algorithms for estimating Rényi entropies ([38]).
Another type of quantum property testing results ([32, 33, 34, 3, 7, 23]) concern density
matrices, where the `1 -distance becomes the trace distance and the Shannon entropy becomes
the von Neumann entropy. To be more specific, for n-dimensional density matrices, the
2
2
number of samples needed for `1 and `2 -closeness testing are Θ(n/
) and

 Θ(1/ ) ([7]),
2 2
2
respectively. In addition [3] gave upper and lower bounds O n / , Ω n / for estimating
the von Neumann entropy of an n-dimensional density matrix with accuracy .

1.5

Organization of the paper

The rest of the paper is organized as follows. In Section 2 we introduce two important
quantum algorithmic techniques, amplitude estimation and singular value transformation.
We give entropy estimators of classical and quantum distributions in Section 3. In Section 4
we give an (essentially) optimal quantum algorithm for tolerantly testing `2 -closeness of
classical distributions, and another efficient tolerant `2 -closeness tester for quantum distributions. Proof details of projected encodings, polynomial approximations for singular value
transformation, and corollaries about `1 -closeness and independence testing are deferred to
Appendix A, B, and C respectively.

2
2.1

Preliminaries
Amplitude estimation

Classically, given i.i.d. samples of a Bernoulli random variable X with E[X] = p, it takes
Θ(1/2 ) samples to estimate p within  with high success probability. Quantumly, if we are
given a unitary U such that
√
U |0i|0i = p|0i|φi + |0⊥ i, where k|φik = 1 and (h0| ⊗ I)|0⊥ i = 0,
(3)
then if measure the output state, we get 0 in the first register with probability p. Given
access to U we can estimate the value of p quadratically more efficiently than what is possible
by sampling:
I Theorem 8 ([12, Theorem 12]). Given U satisfying (3), the amplitude estimation algorithm
outputs p̃ such that p̃ ∈ [0, 1] and
p
2π p(1 − p)
π2
|p̃ − p| ≤
+ 2
(4)
M
M
with success probability at least 8/π 2 , using M calls to U and U † .
m
√

l  √
2 p
p
= Θ  + √1 in (4), we have
In particular, if we take M = 2π  + √1
p
2π p(1 − p)
π2


|p̃ − p| ≤
 + 2 2 ≤ + ≤ .
2π
4π
2 4
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Therefore, using only Θ(1/) implementations of U and U † , we could get an -additive
approximation of p with success probability at least 8/π 2 , which is a quadratic speed-up
compared to the classical sample complexity Θ(1/2 ). The success probability can be
boosted to 1 − ν by executing the algorithm for Θ(log 1/ν) times and taking the median of
the estimates.

2.2

Quantum singular value transformation

Singular value decomposition (SVD) is one of the most important tools in linear algebra, generalizing eigen-decomposition of Hermitian matrices. Recently, [21] proposed quantum singular
value transformation which turns out to be very useful for property testing. Mathematically,
it is defined as follows:
I Definition 9 (Singular value transformation). Let f : R → C be an even or odd function.
˜
Let A ∈ Cd×d have the following singular value decomposition
A=

dX
min

ςi |ψ̃i ihψi |,

i=1

˜ For the function f we define the singular value transform of A as
where dmin := min(d, d).
( Pdmin
f (SV )(A) :=

i=1

Pd
i=1

f (ςi )|ψ̃i ihψi |

if f is odd, and

f (ςi )|ψi ihψi |

if f is even, where for i ∈ [d] \ [dmin ] we define ςi := 0.

Quantum singular value transformation by real polynomials can be efficiently implemented
on a quantum computer as follows:
I Theorem 10 ([21, Corollary 18]). Let HU be a finite-dimensional Hilbert space and let
e ∈ End(HU ) be linear operators on HU such that U is a unitary, and Π, Π
e are
U, Π, Π
Pn
k
orthogonal projectors. Suppose that P = k=0 ak x ∈ R[x] is a degree-n polynomial such
that
ak 6= 0 only if k ≡ n mod 2, and
for all x ∈ [−1, 1] : |P (x)| ≤ 1.
Then there exist Φ ∈ Rn , such that



 
e |0ih0|⊗UΦ + |1ih1|⊗U−Φ |+i ⊗ Π

  h+| ⊗ Π
if n is odd, and
e Π =




P (SV ) ΠU
 h+| ⊗ Π |0ih0|⊗U + |1ih1|⊗U
|+i ⊗ Π
if n is even,
Φ
−Φ
e−I) U
where UΦ = eiφ1 (2Π


Q(n−1)/2  iφ2j (2Π−I) † iφ2j+1 (2Π
e−I) U .7
e
U
e
j=1

Thus for an even or odd polynomial P of degree n, we can apply singular value transforme Π with n uses of U , U † and the same number of controlled reflections
ation of the matrix ΠU
e
I −2Π, I −2Π.
To apply singular value transformation corresponding to our problems, we need low-degree
polynomial approximations to the following functions, which we construct in Appendix B.

7

This is the mathematical form for odd n; even n is defined similarly.
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I Lemma 11. (Polynomial approximations) Let β ∈ (0, 1], η ∈ (0, 12 ] and t ≥ 1. There exists
polynomials P̃ , Q̃, S̃ such that
1
∀x ∈ [ 1t , 1] : |P̃ (x) − 2tx
| ≤ η, and ∀x ∈ [−1, 1] : − 1 ≤ P̃ (x) = P̃ (−x) ≤ 1,
1−β 1−β
∀x ∈ [− t , t ] : |Q̃(x) − tx| ≤ η · (tx), and ∀x ∈ [−1, 1] : Q̃(x) = −Q̃(−x) ≤ 1,
∀x ∈ [β, 1] : |S̃(x) − 2ln(1/x)
| ≤ η, and ∀x ∈ [−1, 1] : − 1 ≤ S̃(x) = S̃(−x) ≤ 1,
 ln(2/β)
 

 

 
1
moreover deg(P̃ ) = O t log η , deg(Q̃) = O βt log η1 , and deg(S̃) = O β1 log η1 .

3

Entropy estimation

3.1

Classical distributions with purified quantum query-access

Recall that we introduced purified quantum query-access in Definition 2. In particular, for a
classical distribution p on [n], we are given a unitary Up acting on Cn×n such that
Up |0iA |0iB = |ψp i =

n
X
√

pi |φi iA |iiB .

(5)

i=1

We use Up and Up† to estimate the Shannon entropy H(p):
I Theorem 12. For any 0 < 
 < 1, we can estimate
H(p) with accuracy  with success
√
  log n 
n
1.5 n
probability at least 2/3 using O 1.5 log
calls to Up and Up† .
 log

Proof. The general idea is to first construct a unitary matrix that has a specific matrix block
√
√
with singular values p1 , . . . , pn . We use the construction of Eq. (1) and apply singular
value transformation (Theorem
10) by a polynomial S̃ constructed in Lemma 11, setting
√


η = 24 ln(2/β)
and β = ∆ for ∆ = 12n ln(n/)
. Notice that this ∆ satisfies
 1
 2 
16(4n ln n )3


n6

∆ ln
+ 4 ln
=
· ln
≤
·
ln
=
, (6)
∆
β
12n ln(n/)
3
12n ln(n/)
6
2n
provided that n ≥ 152. Note that the polynomial S̃ satisfies both conditions in Theorem 10.
Applying the singular value transformed version of the operator (1) to the state |ψp i gives
fp i =
|Ψ

n
X
√

√
pi S̃( pi )|φi iA |iiB |0i + . . . |1i.

(7)

i=1


 
log n log log n
uses of Up and Up†
e Furthermore, Lemma 11 implies
and the same number of controlled reflections through Π, Π.
that for all i such that pi ≥ ∆,
√
ln(1/ pi )
pi ln(1/pi )
√
√
− pi S̃( pi ) = pi ·
− S̃( pi ) ≤ ηpi .
(8)
4 ln(2/β)
2 ln(2/β)
fp i costs deg S̃ = O
Preparing |Ψ



1
β

log

 
1
η

=O

q

n


For all i such that pi < ∆, we have
1
∆(ln( ∆
) + 4 ln(2/β))

pi ln(1/pi )
pi ln(1/pi )
√
− pi S̃( pi ) ≤
+ pi ≤
≤
,
4 ln(2/β)
4 ln(2/β)
4 ln(2/β)
8n ln(2/β)

(9)

where the first inequality comes from the fact that |S̃(x)| ≤ 1 for all x ∈ [−1, 1], the second
1
inequality comes from the monotonicity of x(ln(1/x) + 4 ln(2/β)) on (0, ∆
], and the third
inequality comes from (6). As a result of (5), (8), and (9), we have
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n
X
H(p)
pi log(1/pi )
√
= pi S̃( pi ) −
4 ln(2/β)
4 ln(2/β)
i=1
X
X

≤
+
ηpi
8n ln(2/β)
i : pi <∆

i : pi ≥∆




+
=
.
≤
8 ln(2/β) 24 ln(2/β)
6 ln(2/β)
fp i − H(p)| ≤ 2/3. By Theorem 8, we can use Θ(ln(1/β)/)
Therefore, |4 ln(2/β)(hψp | ⊗ h0|)|Ψ
fp i to estimate
applications of the unitaries (and their inverses) that implement |ψp i and |Ψ

fp i within additive error
(hψp | ⊗ h0|)|Ψ
12 ln(2/β) . In total, this estimates H(p) within additive

2
error 12 ln(2/β) · 4 ln(2/β) + 3 =  with success probability at least 8/π 2 . The total complexity
of the algorithm is


r
√
 n   log n 
 n   log n 
ln(1/β)
n
n
O
log
log
·O
log
= O 1.5 log1.5
.
J








3.2

Density matrices with purified quantum query-access

For a density matrix ρ, we also assume the purified quantum query-access in Definition 2,
Pn √
i.e., a unitary oracle Uρ acting as Uρ |0iA |0iB = |ρi = i=1 pi |φi iA |ψi iB . We use Uρ and
Uρ† to estimate the von-Neumann entropy H(ρ) = −Tr[ρ log ρ]:
I Theorem 13. For any 0 <  < 1, we can estimate H(p) with accuracy  with success
n
e 1.5
calls to Uρ and Uρ† .
probability at least 2/3 using O

Proof. We use the construction of Eq. (2). The proof is essentially the same as that of
Theorem 12 proceeding by constructing singular value transformation via Theorem 10, with
√
the only difference that all probabilities are rescaled by a factor
of 1/ n in (2); as a result,

√

n
n
e √n · 1.5
e 1.5
the number of calls to Uρ and U † is blown up to O
=O
.
J
ρ

4





Tolerant testers for `2 -closeness with purified query-access

First we give an `2 -closeness tester for unknown classical distributions p, q.
I Theorem 14. Given purified quantum query-access for classical distributions p, q as in
Definition 2, for any ν,  ∈ (0, 1) the quantum query complexity of distinguishing the cases
kp − qk2 ≥  and kp − qk2 ≤ (1 − ν) with success probability at least 2/3 is

 
 
1
1
1
3
O
log
log log
.
ν
ν
ν
Proof. The main idea is to first bin the x elements based on the approximate value of
p(x) + q(x), then apply fine-tuned algorithms exploiting the knowledge of the approximate
value of p(x) + q(x).
Using amplitude estimation for any k ∈ N we can construct an algorithm Ak that for any
input x with p(x) + q(x) ≥ 2−k outputs “greater” with probability
at least 2/3, and for any
 
k

x with p(x) + q(x) ≤ 2−k−1 outputs “smaller” and uses O 2 2 queries to Up and Uq . Using

1
O log( ν
)) repetitions we can boost the success probability to 1 − O(poly(ν)). Since our
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algorithm only needs to succeed with constant probability, and will use these subroutines at
1
most poly(ν)
times, we can ignore the small failure probability. Therefore in the rest of the
proof we assume without loss
 kof generality,
 that Ak that solves perfectly the above question
1
2
with (query) complexity O 2 log( ν )) .
Algorithm 1 Estimating log2 (p(x) + q(x)).

input x ∈ [n],θ ∈ (0, 1)


−1, 0, 1, 2, . . . , log2 θ1
do
2:
Run algorithm Ak on |xi if output is “greater” then return k
3: return “less than θ”

1: for k ∈ K :=

For any x with p(x)+q(x) ≥ θ, Algorithm 1 outputs a k such that p(x)+q(x) ∈ (2−k−1 , 2−k+1 ).
However, note that this labeling is probabilistic; let us
that
x

njdenote
 by sk (x)kthe
l probability
mo
is labeled by k. Observe that sk (x) = 0 unless k ∈

log2

1
p(x)+q(x)

1
p(x)+q(x)
2
− qk2 in terms

, log2

(otherwise the return is either “greater” or “less than”). Now let us express kp
of this “soft-selection” function s(x).
X
2
2
kp − qk2 =
|p(x) − q(x)|
x

=

XX

2

sk (x)|p(x) − q(x)| + η

(η ∈ [0, 2θ))

x k∈K

=

X
k∈K

9−k

2

X
x


2
p(x) − q(x)
p(x) + q(x) 2−k−2
sk (x)
+ η,
2
p(x) + q(x)
2−k+3

where the bound on η follows from the observation that
X
X
2
2
η≤
|p(x) − q(x)| ≤
(p(x) + q(x)) < θ
x : p(x)+q(x)<θ

x : p(x)+q(x)<θ

X

(10)

p(x)+q(x) < 2θ.

x : p(x)+q(x)<θ

θ
If for all k ∈ K we have a 2k−9 |K|
-precise estimate of

X
x

sk (x)


2
p(x) + q(x) 2−k−2
p(x) − q(x)
,
2
p(x) + q(x)
2−k+3

(11)

2

then we get a 3θ-precise estimate of kp − qk2 . In particular setting θ := ν2 /6, this solves
2
the tolerant testing problem, since if kp − qk ≥  then kp − qk ≥ 2 , on the other hand if
2
2 2
2
2
kp − qk ≤ (1 − ν) then kp − qk ≤ (1 − ν)  ≤ (1 − ν) =  − ν2 .
Now we describe how to construct a quantum algorithm that sets the first output qubit to
|0i with probability (11). Start with preparing a purification of the distribution of p(x)+q(x)
,
2
then set the label of x to k with probability
s
(x)
using
Algorithm
1
terminating
it
after
k
q
2
using Ak . Then separately apply the maps p(x)+q(x)
to the state.
and p(x)−q(x)
2−k−3
Note that we do not need to apply the above transformations exactly, it is enough if
θ
apply them with precision say 2k−11 |K|
. We analyze the complexity of (approximately)
q
2−k−2
implementing the above sketched algorithm. To implement the map p(x)+q(x)
, we use the
−k−2

unitary of Eq. (1), and transform the singular values by the polynomial P̃ from Lemma 11
using Theorem 10. In order to implement the map p(x)−q(x)
, we again use
2−k−2
p the unitary
p of
Eq. (1), but now separately for p and q. We amplify both the singular values p(x) and q(x)
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√
by a factor 2k−2 using the polynomial Q̃ from Lemma 11 in Theorem 10. Then we create a
block-encoding8 of both and 2k−2 p(x) and 2k−2 q(x) and then combine them to get a blockencoding of p(x)−q(x)
. In both cases the query
of O(θ/|K|)-precisely
implementing
2−k−3
 complexity

k/2
the transformations is O 2k/2 log(|K|/θ)
=
O
2
log(1/θ)
.
Since
computing
the label

k/2
k also costs O 2 log(1/(ν)) , this is the overall complexity so far. Finally we estimate

the probability of the first qubit being set to |0i with setting M = O |K|2−k/2 /(ν) in
Theorem 8, and boost the success probability to 1 − O(1/|K|) with O(log(|K|)) repetitions.
Thus for any k ∈ K the overall
complexity of estimating
Eq. (11) with sufficient precision





|K|
1
1
1
1
has (query) complexity O ν log ν log(|K|) = O ν log2 ν
. Therefore
log log ν
2

estimating kp − qk2 to precision ν2 /6 with high probability has (query) complexity

 
 
1
1
1
3
O
log
log log
.
J
ν
ν
ν

It is easy to see an Ω 1 lower bound on the above problem even in the strongest quantum
pure state input model Definition 4. Indeed, consider the case n = 2, q = ( 12 , 12 ) (the uniform
distribution on {1, 2}) and we want to test whether p = q or kp − qk2 ≥ . This is equivalent
to test whether p1 = 12 or |p1 − 12 | ≥ √2 ; due to the optimality of amplitude estimation in
Theorem 8, this task requires Ω( 1 ) quantum queries to the unitary U preparing the state
√
√
p1 |1i + p2 |2i.
Now we prove the result below on (tolerant) `2 -closeness testing for quantum distributions:
I Theorem 15. Given , ν ∈ (0, 1) and two density operatorsρ, σ ∈ Cn×n with
 purified
√
n 1 1
quantum query-access to Uρ and Uσ as in Definition 2, it takes O min  , 2 ν queries to
Uρ , Uρ† , Uσ , Uσ† to decide whether kρ−σk2 ≥  or kρ−σk2 ≤ (1 − ν), with success probability
at least 2/3.
Proof. We can combine the block-encodings of ρ and σ to apply the map
Pn
√ , which gives
maximally entangled state j=1 |ji|ji
n

ρ−σ
2

to the


X
n
n
X
|ji|ji
ρ−σ
|ji|ji
√ →
√ |0i + . . . |1i.
⊗I
2
n
n
j=1
j=1
The probability of measuring the |0i ancilla state is


n
n
X
|ji|ji
hi|hi| (ρ − σ)2
1 X
1
√
⊗I √ =
hi|(ρ − σ)2 |ii =
Tr[(ρ − σ)2 ].
4
4n
4n
n
n
i,j=1
i=1
√ 
Thus it suffices to apply amplitude estimation with M = Θ νn calls to Uρ , Uρ† , Uσ , Uσ† .


2
2
2
On
 2the
 other hand, we
 2can
 estimate kρ − σk2 by observing that kρ − σk2 = Tr (ρ − σ)
= Tr ρ − 2Tr[ρσ] + Tr σ . Since the success probability of the SWAP test ([14]) on input
states ρ, σ is 12 (1 + Tr[ρσ]), we can individually estimate the latter quantities with precision
O ν2 using amplitude estimation (Theorem 8) with O ν12 queries to Uρ , Uρ† , Uσ , Uσ† . As
a result, we could decide whether kρ−σk2 ≥  or kρ−σk2 ≤ (1 − ν) using O ν12 queries.
The result of Theorem 15 hence follows by taking the minimum of the two complexities. J
8

P

e = A = i ςi |ψi ih0, i| with Π
e = |0ih0| ⊗ I, we can
If we have a projected unitary encoding of ΠU Π
P 2
†
immediately turn it into a block-encoding of A A =
ς |iihi| by e.g. applying Theorem 10 with the
i i
polynomial x2 .
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5

Future work and open questions

Our paper raises a couple of natural open questions for future work, including:
For which other distributional property testing problems can we get faster and simpler
quantum algorithms using the presented methodology?
Can we prove quantum
lower bounds that match our upper bounds? For instance, can

n
we prove an Ω  lower bound on estimating the von Neumann entropy in the purified
quantum query-access model for density operators?
Is there a lower bound technique which naturally fits our purified quantum query input
model?
Can we prove the conjecture that the purified and discrete query input models are equivalent for classical distributions, with respect to the query complexity of (distributional)
property testing problems? For some recent progress in this direction see [11].
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A

Projected unitary encodings used for singular value transformation

First we handle the case of classical distributions. Let Up be a purified quantum oracle of a classical distribution p as in Definition 2, and let U := (Up ⊗ I), also let Π :=
Pn
e := (|0ih0| ⊗ |0ih0| ⊗ I), then
( i=1 I ⊗ |iihi| ⊗ |iihi|), Π
n
X


e = Π(Up ⊗ I)Π
e=
ΠU Π
I ⊗ |iihi| ⊗ |iihi| (Up ⊗ I) |0ih0| ⊗ |0ih0| ⊗ I
i=1

=

n 
X
i=1


(I ⊗ |iihi|)Up (|0ih0| ⊗ |0ih0|) ⊗ |iihi|
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(I ⊗ |iihi|)

n
X
√


pj |φj i|jih0|h0| ⊗ |iihi|

j=1

√

pi |φi ih0| ⊗ |iih0| ⊗ |iihi|.

i=1

Now we turn to quantum distributions where we do not know the diagonalizing basis of
the density operator ρ. Let Uρ be a purified quantum oracle of a quantum distribution
ρ as


Pn
√ . Let U 0 := I ⊗ U † W † ⊗ I ,
in Definition 2, and W a unitary, mapping |0i|0i 7→ j=1 |ji|ji
ρ
n
e as above, then
Π0 := (I ⊗ |0ih0| ⊗ |0ih0|) and Π


e =Π0 I ⊗ U † W † ⊗ I Π
e
Π0 U 0 Π
ρ



n
X

|ji|ji
√ h0|h0| ⊗ I 
= I ⊗ (|0ih0| ⊗ |0ih0|Uρ† ) 
n
j=1




!
n
n
X
X
|φ0j i|φj i
√
h0|h0| ⊗ I 
√
= I⊗
pi |0i|0ihφi |hψi | 
n
j=1
i=1
r
n
X pi
=
|φ0i i|0i|0ih0|h0|hψi |,
n
i=1
Pn |φ0 i|φj i Pn
√
where j=1 j√n = j=1 |ji|ji
is the Schmidt decomposition of the maximally entangled
n
state under the basis (|φ1 i, . . . , |φn i).

B

Polynomial approximations for singular value transformation

We use the following result based on local Taylor series:
I Lemma 16 ([21, Corollary 66]). Let x0 ∈ [−1, 1], r ∈ (0, 2], ν ∈ (0, r] and let f : [−x0 −
P∞
r − ν, x0 + r + ν] → C and be such that f (x0 + x) = `=0 a` x` for all x ∈ [−r − ν, r + ν].
P∞
1
Suppose B > 0 is such that `=0 (r + ν)` |a` | ≤ B. Let
 ∈ 0, 2B
, then there is an efficiently
1
B
computable polynomial P ∈ C[x] of degree O ν log 
such that9
kf (x) − P (x)k[x0 −r,x0 +r] ≤ 
kP (x)k[−1,1] ≤  + kf (x)k[x0 −r−ν/2,x0 +r+ν/2] ≤  + B
kP (x)k[−1,1]\[x0 −r−ν/2,x0 +r+ν/2] ≤ .
We can use the above result to construct the following useful polynomial approximations.
I Lemma 11. (Polynomial approximations) Let β ∈ (0, 1], η ∈ (0, 12 ] and t ≥ 1. There exists
polynomials P̃ , Q̃, S̃ such that
1
∀x ∈ [ 1t , 1] : |P̃ (x) − 2tx
| ≤ η, and ∀x ∈ [−1, 1] : − 1 ≤ P̃ (x) = P̃ (−x) ≤ 1,
1−β 1−β
∀x ∈ [− t , t ] : |Q̃(x) − tx| ≤ η · (tx), and ∀x ∈ [−1, 1] : Q̃(x) = −Q̃(−x) ≤ 1,
∀x ∈ [β, 1] : |S̃(x) − 2ln(1/x)
| ≤ η, and ∀x ∈ [−1, 1] : − 1 ≤ S̃(x) = S̃(−x) ≤ 1,
 ln(2/β)
 

 

 
1
moreover deg(P̃ ) = O t log η , deg(Q̃) = O βt log η1 , and deg(S̃) = O β1 log η1 .
9

For a function g : R → C, and an interval [a, b] ⊆ R, we define kgk[a,b] := maxx∈[a,b] |g(x)|.

ITCS 2020

25:18

Distributional Property Testing in a Quantum World

Proof. For the construction of the P̃ and Q̃ polynomials see Corollary 67 and Theorem 30
of [21], respectively. It remains to construct the polynomial S̃ above.
β
1
Denote f (x) = 2ln(1/x)
ln(2/β) ; by taking  = η/2, x0 = 1, r = 1 − β, ν = 2, and B =
2 in


Corollary 16, we have a polynomial S ∈ C[x] of degree O ν1 log( B ) = O β1 log( η1 ) such
that
kf (x) − S(x)k[β,2−β] ≤ η/2

(12)

kS(x)k[−1,1] ≤ B + η/2 ≤ (1 + η)/2

(13)

kS(x)k[−1, β ] ≤ η/2.

(14)

2

Note that B = 12 is valid because the Taylor series of f (x) at x = 1 is
and as a result we could take
∞

B=

1
2 ln(2/β)

P∞

l=1

(−1)l xl
,
l

∞

X (1 − β/2)l
X (−1)l−1
1
1
=−
(−1 + β/2)l
2 ln(2/β)
l
2 ln(2/β)
l
l=1

l=1

β
1
1
ln = .
=−
2 ln(2/β) 2
2
However, S is not an even polynomial in general; we instead take S̃(x) = S(x) + S(−x) for
all x ∈ [−1, 1]. Then by (12) and (14) we have
η η
+ = η.
(15)
2 2


Furthermore, S̃ is an even polynomial such that deg(S̃) = O β1 log( η1 ) ; hence (13) and (14)
imply
f (x) − S̃(x)

S̃(x)

[−1,1]

[β,1]

≤ f (x) − S̃(x)

= S̃(x)

[0,1]

[β,1]

+ S̃(−x)

[β,1]

≤

≤ kS(x)k[0,1] + kS(x)k[−1,0] ≤

1+η η
+ ≤1
2
2

given η ≤ 1/2. (Finally we can take the real part of S̃(x) if it has some complex coefficients.)
J

C
C.1

Corollaries of our `2 -closeness testing results
`1 -closeness testing with purified query-access

I Corollary 17. Given  > 0 and two distributions p, q on the domain
 √[n] with purie
fied quantum query-access via Up and Uq as in Definition 2, it takes O n queries to
Up , Up† , Uq , Uq† to decide whether p = q or kp−qk1 ≥  with success probability at least 2/3.
Similarly for density
Cn×n with purified quantum query-access via Uρ and
 operators ρ, σ ∈
n
†
Uσ , it takes O  queries to Uρ , Uρ , Uσ , Uσ† to decide whether ρ = σ or kρ−σk1 ≥  with
success probability at least 2/3.
Proof. By the Cauchy-Schwartz inequality we have kp − qk2 ≥ √1n kp − qk1 , therefore
√
Theorem 14 implies our claim by taking  ← / n therein. Similarly, Theorem 15 implies
our claim for quantum distributions ρ and σ.
J
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Independence testing with purified query-access

I Corollary 18. Given  > 0 and a classical distribution
 √p on[n] × [m] with the purified
e nm queries to Up , Up† to decide
quantum query-access via Up as in Definition 2, it takes O


whether p is a product distribution on [n] × [m] or p is -far in `1 -norm from any product
distribution on [n] × [m] with success probability at least 2/3.
Proof. We define pA to be the margin of p on the first marginal space, i.e., pA (i) =
Pm
similarly define pB to be the margin of p on the second
j=1 p(i, j) for all i ∈ [n]. We
Pn
marginal space, i.e., pB (j) = i=1 p(i, j) for all j ∈ [m]. Assume the quantum oracle Up
from Definition 2 acts as
Up |0iA |0iB |0iC =

n X
m p
X

p(i, j)|iiA |jiB |ψi,j iC ;

i=1 j=1

if we denote |φi i =

√
n √
P
√p(i,j) |ji|ψi,j i for all i ∈ [n] and |ϕj i =
√ p(i,j) |ii|ψi,j i for all

m
P
j=1

pA (i)

i=1

pB (j)

j ∈ [m], then we have
Up |0iA |0iB |0iC =

n p
X

pA (i)|iiA |φi iB,C =

i=1

m p
X

pB (j)|jiB |ϕj iA,C .

j=1

As a result,
(Up ⊗ Up )(|0i⊗6 ) =

n X
m p
X

p
pA (i) pB (j)|ii|ji|φi i|ϕj i;

i=1 j=1

in other words, one purified quantum query to the distribution pA × pB can be implemented
by two queries to Up .
If p is a product distribution on [n] × [m], then p = pA × pB ; if p is -far in `1 -norm from
any product distribution on [n] × [m], then kp − pA × pB k1 ≥ . Therefore, the problem of
independence testing reduces to `1 -closeness testing for distributions on [n] × [m], and hence
Corollary 18 follows from Corollary 17.
J
Similarly, Corollary 17 implies that
 the quantum query complexity of testing independence
of quantum distributions is O nm
 .
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Introduction

Locally testable codes (LTCs) are error correcting codes in which one can verify whether
a given string belongs to the code by reading only a few (randomly chosen) bits from the
string. Goldreich and Sudan [6] have described LTCs as the “combinatorial counterparts of
the complexity theoretic notion of PCPs”, motivating the standalone study of these objects.
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On Local Testability in the Non-Signaling Setting

In this work we study local testability for non-signaling strategies, which are a class of
non-local strategies that generalize quantum strategies, capturing the maximum amount of
“non-local correlation” that can occur under the assumption that spatially-isolated parties
cannot communicate instantaneously. Non-signaling strategies have been studied in physics
for decades [14, 10, 12], in order to better understand quantum entanglement. Recently
they have gained attention in computer science due to their applications to hardness of
approximation [8] and delegation of computation [7, 9]. PCPs sound against non-signaling
strategies (nsPCPs) underlie these applications, which motivates the study of local testability
in the non-signaling setting.
Given an integer n, a field F, and a locality parameter k ≤ n, the object that we study is
a k-non-signaling function F : [n] → F, which extends the notion of a function f : [n] → F as
follows.1
I Definition 1. A k-non-signaling function F : [n] → F is a collection {FS }S⊆[n]:|S|≤k
where each FS is a distribution over local functions g : S → F, and for any two subsets
R ⊆ S ⊆ [n] with |S| ≤ k it holds that the distribution FR and the marginal distribution FS |R
are equal.2 (The set of all such F are the solutions to the k-relaxation in the Sherali–Adams
hierarchy [16].)
The evaluation of F on a set S is a single sample g : S → F from the distribution FS .
Intuitively, a k-non-signaling function is like a quantum function: evaluation is probabilistic
and only happens once, just like quantum measurement; and F can only be evaluated on at
most k points simultaneously, which is similar to the uncertainty principle. As k approaches
n, F behaves more like a classical function and, when k = n, F is a distribution over functions
f : [n] → F.
Local testability of non-signaling functions may sound like an oxymoron, because nonsignaling functions, at least superficially, are collections of local distributions with no global
structure that we can talk about. Yet prior work has shown that local-to-global phenomena
are possible.
For example, [4] shows that any non-signaling function passing the linearity test [3] with
high probability is well-approximated by a quasi-distribution supported on linear functions.
This result was later used in [5] to show that the exponential-length constant-query PCP of
[2] is sound against non-signaling strategies.
The results obtained in [4, 5] naturally raise the question of whether local testability in the
non-signaling setting is possible for other codes, like those based on low-degree polynomials.
After all, both linearity testing and low-degree testing do work in the quantum setting [11].
Recall that, in the classical setting, local testability plays a central role in PCP constructions, many of which can be described as having two main components.
Property testing: check with few queries whether or not the given proof π belongs to a
code C.
Checking computation: given that π is a codeword in C (or at least is close to a codeword),
check with few queries whether or not π proves the desired statement.
This modular approach has enabled the study of local testability as a natural standalone
goal, which in turn has led to improved PCP constructions.
1

2

There are two distinct definitions of a non-signaling strategy, depending on whether the strategy is
meant to represent isolated parties or a function. The former is used for MIPs [7, 9], while the latter
is used for PCPs and property testing [7, 9, 4, 5]. We use the latter definition, although equivalent
statements of all our results will hold when adopting the former definition (see the appendix in [4]).
A common relaxation of this condition requires that these two distributions are only statistically (or
computationally) close. While we consider the standard definition, we note that this is without loss of
generality as [4] shows that every statistically (or computationally) non-signaling strategy is close to an
(exact) non-signaling strategy.
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Inspired by this state of affairs, we initiate the study of locally testable codes in general in
the non-signaling setting, focusing specifically on the case of low-degree testing. We believe
that, similarly to the classical setting, understanding local testability against non-signaling
strategies will enable researchers to construct more efficient non-signaling PCPs.

1.1

Low-degree testing against non-signaling functions

We show that a simple low-degree test, the evenly-spaced points test, tests proximity to
degree-d non-signaling functions when k ≥ O(d2 ), and fails to test proximity when k ≤ O(d2 ).
The evenly-spaced points test. Let m, d ∈ N and p be a prime with p ≥ d + 2. Given a
function f : Fm
p → Fp , the degree-d evenly-spaced points test: (1) samples a random point

Pd+1
m
m
i d+1
x ∈ Fp and slope h ∈ Fm
p \{0 }, (2) checks that
i=0 ci f (x+ih) = 0, where ci = (−1)
i .
It is well-known that if f passes the degree-d evenly-spaced points test with high probability,
then f is close to (the evaluation of) an m-variate polynomial of total degree at most d [15].
Below we ask whether the test is also sound in the non-signaling setting.
Suppose that a k-non-signaling function F : Fm
p → Fp passes the evenly-spaced points test
with high probability. Can we deduce any global low-degree structure about F?
In more detail, the probabilistic experiment that we consider is this: first we sample x
and h according to the distribution of the evenly-spaced points test, and let the query set S
be {x + ih : i ∈ {0, . . . , d + 1}}; then we sample a local function g : S → Fp according to the
Pd+1
distribution FS ; and finally we check that i=0 ci g(x + ih) = 0.
The answer to the above question will, in general, depend on the locality parameter k
of F. At minimum, we need k ≥ d + 2 for otherwise we cannot even run the evenly-spaced
points test (k is the maximum number of simultaneous queries to F). At the other extreme,
when k has the maximum value (k = pm ) then we are back to the classical case because
F is now a distribution over functions f : Fm
p → Fp ; hence if F passes the test with high
probability then (one can verify that) with high probability a function f sampled according
F is close to low-degree. In fact, even when k ≥ O(dm ), we are in a trivial case, as one can
query F on an interpolating set, a “cube of (d + 1)m points”.
We are thus interested in whether or not the test works for non-trivial values of k, namely
when O(d) ≤ k < O(dm ), and thus we will assume that m ≥ 2. In this regime, k is large
enough to run the test, and yet is small enough so that one cannot query an interpolating set.
Our first result shows that the test succeeds in the non-signaling setting when k ≥ O(d2 ).
This is a non-signaling analogue of the evenly-spaced points test, similar to how [4] gives a
non-signaling analogue of the linearity test of [3].
I Theorem 2 (informal). Let F : Fm
p → Fp be a k-non-signaling function that passes the
degree-d evenly-spaced points test with high probability, where k ≥ (d + 2)2 . Then F has a
global individual degree-d structure.
One drawback of the above theorem is that the conclusion only asserts that F has an
individual degree-d structure, when one would like to conclude that F has a total degree-d
structure. We discuss the difficulty of extending the result to total degree-d in Remark 13.
Our second result shows that the test fails when k ≤ O(d2 ), and moreover it fails even
when the test passes with probability 1, namely, it fails in the worst possible sense.
3
I Theorem 3 (informal). For every k with 2d + 2 ≤ k < 16
(d + 2)2 , there exists a k-nonsignaling function that passes the evenly-spaced points test with probability 1, and yet is
(1 − p1 )-far from all degree-d k-non-signaling functions.
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Theorem 3 is surprising, as it reveals that in the non-signaling setting, there is a regime of k
in which the low-degree test fails. This stands in sharp contrast to the fact that for linearity
testing, there is no regime of k in which non-signaling linearity test fails. Our results thus
suggest that low-degree testing is a qualitatively different task, as it has a regime of k where
a natural test fails.
Theorem 3 also shows that in the case of bivariate testing when m = 2, there is (up
to constants) no non-trivial value of k where the test succeeds. This is counterintuitive,
as bivariate testing is a natural test for which we would expect some guarantee to hold
(regardless of how weak), at the very least when the test passes with probability 1.
Other low-degree tests. We note that Theorem 3 generalizes to any low-degree test over
an arbitrary finite field F that (1) works by checking constraints that lie along a line, and (2)
has perfect completeness.
Beyond low-degree testing. Our theorems on low-degree testing come from applying more
general results that we prove about the structure of local characterizations for any linear
code, in the non-signaling setting. We view our general results on local characterizations as a
significant technical contribution within this paper, and we now discuss them.

1.2

Local characterizations and linear proofs

Local characterizations are fundamental to the study of locally testable codes [15]. They
express membership in a given linear code via a set of low-weight constraints, and they
naturally induce a canonical tester: sample a random low-weight constraint and check if the
given word satisfies it. In order to prove the negative result in Theorem 3, we do not need
to consider distributions on constraints, but instead we only need to study how constraints
express code membership, via exact local characterizations [15]. Below we describe one of
our main technical contributions, which informally consists of establishing necessary and
sufficient conditions for when a constraint set is a local characterization for a code, in the
non-signaling setting. We begin by recalling known facts about local characterizations in the
classical setting, and then proceed to the non-signaling setting.
The classical setting. A constraint set T ⊆ Fn for a linear code C ⊆ Fn is a subset of its
dual code C⊥ . A constraint set T is a `-local characterization of C if every α ∈ T has at
most ` non-zero entries, and the condition “hα, f i = 0 for every α ∈ T ” implies that f ∈ C
(and conversely).
For example, the set {ex + ey − ex+y : x, y ∈ {0, 1}n } where ex is the x-th standard
n
basis vector in {0, 1}{0,1} is a 3-local characterization of the Hadamard code, because
f (x) + f (y) − f (x + y) = 0 for every x, y ∈ {0, 1}n implies that f is a linear function, and
conversely. As another example, the Reed–Muller code containing all polynomials f : Fm → F
in m variables of total degree at most d has a (d + 2)-local characterization T , where T
contains a constraint α for each subset S of Fm of size d + 2 that is contained in a line.
There is a simple condition that is both necessary and sufficient for a constraint set T to
be a local characterization for C: the span of T equals C⊥ . In this work it is useful to view
this condition instead through the lens of mathematical logic, as follows. Given a constraint
set T and α ∈ Fn , we define the notion of a linear proof.
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I Definition 4 (Linear proof). We write T ` α (T proves α) if there exists a sequence
(α0 :=0n , α1 , . . . , αr−1 , αr :=α) with each αi ∈ Fn such that, for every i ∈ [r], one of the
following holds:
∃ j < i and b ∈ F such that αi = bαj ,
∃ j < i and γ ∈ T such that αi = αj + γ,
∃ j1 , j2 < i such that αi = αj1 + αj2 .
Pr
As an example, suppose that α = i=1 bi γi with each bi ∈ F and γi ∈ T . Then the sequence
(0n , γ1 , b1 γ1 , . . . , γr , br γr , α1 , . . . , αr ), where each αi is the partial sum b1 γ1 + · · · + bi γi , gives
a linear proof that α ∈ span(T ).
One can immediately see that T ` α if and only if α ∈ span(T ). In particular, we have
the following lemma.
I Lemma 5. Linear proofs are (i) complete: if hγ, f i = 0 for every γ ∈ T implies hα, f i = 0,
then T ` α; and (ii) sound: if hγ, f i = 0 for every γ ∈ T and T ` α, then hα, f i = 0. In
particular, a constraint set T is a local characterization of a linear code C if and only if
T ` C⊥ .
Our goal is to establish a non-signaling analogue of Lemma 5.
A motivating example. We illustrate via an example why a statement like Lemma 5 is nonn
trivial in the non-signaling setting. Let n ∈ N be even, and let T = {1n −ei : i ∈ [n]} ⊆ {0, 1} ,
i.e. T contains every vector that is 1 in all but one of the coordinates, where it is 0. Classically,
n
one can check that T is a (n − 1)-local characterization of the code C = {0n }, as if f ∈ {0, 1}
P
satisfies hα, f i = 0 for every α ∈ T (equivalently, `6=i f (`) = 0 for every i ∈ [n]), then
we must have f = 0n , since n is even. This is because T ` ei , and so f must satisfy
f (i) = hei , f i = 0.
However, there exist (n − 1)-non-signaling functions that satisfy every constraint in T
and yet are not identically 0; the non-signaling function which outputs uniformly random
bits with parity 0 on every set of size exactly n − 1 is one such example. In particular, T
is not a (n − 1)-local characterization of C. To see why, let us examine where the classical
argument that f (i) = 0 fails for (n − 1)-non-signaling functions. Recall that an (n − 1)-nonsignaling function can only be evaluated simultaneously at n − 1 points. Thus, while one can
P
classically argue, for example, that f (i) + f (j) = 0 via the argument that `6=i f (`) = 0 and
P
P
P
`6=j f (`) = 0 implies that f (i) + f (j) =
`6=i f (`) +
`6=j f (`) = 0, this reasoning is no
longer valid in the non-signaling setting because it requires f to be simultaneously defined at
every i ∈ [n], which is n > k = n − 1 points. In particular, any proof that hei , f i = 0 from T
requires f to be simultaneously defined on all n points, so this logical reasoning is not valid
in the non-signaling setting.
An equivalence for non-signaling functions. We prove an analogous equivalence in the
non-signaling setting, which informally states that a suitable notion of local characterization
for any linear code is equivalent to being able to prove all low weight elements of C⊥ using
local proofs. This equivalence is a strict generalization of Lemma 5. The example above can
thus be viewed as a case where a low weight element of C⊥ (namely, ei ) has no local proof
from a particular T .
We begin by formulating a notion of local characterization that works for constraint sets
applied to non-signaling functions rather than (classical) functions. There are two main
qualitative differences with the classical case. First, the definition depends on the locality
parameter k because we need to specify the locality of the non-signaling functions that we
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consider. Second, the requirement that a non-signaling function “belongs” to a code C
is expressed via a property that we call C-explainability, on which we comment after the
definition.
I Definition 6 (informal). A constraint set T ⊆ C⊥ is a `-local characterization for
(C, k) if every α ∈ T has at most ` non-zero entries, and the set of k-non-signaling functions
that satisfy every α ∈ T with probability 1 equals the set of k-non-signaling functions that are
“C-explainable”.
The term “C-explainable” refers to the condition that the given non-signaling function is,
with probability 1, consistent with the restriction of some codeword in C. This condition is
motivated by non-trivial properties of the Fourier spectrum of non-signaling functions that we
discuss later on (see Section 2.5). For now, it suffices to say that if a non-signaling function
F is C-explainable then F satisfies natural global properties that extend code membership
to the non-signaling setting.
We remark that Definition 6 reduces to the classical notion of local characterization
when setting k := n. We now introduce the notion of local linear proofs that we use in our
equivalence.
I Definition 7 (k-local linear proof). Given a constraint set T and α ∈ Fn , we write T `k α
if there exists a sequence (α0 :=0n , α1 , . . . , αr−1 , αr :=α) with each αi ∈ Fn such that, for
every i ∈ [r], one of the following holds:
∃ j < i and b ∈ F such that αi = bαj
∃ j < i and γ ∈ T such that |supp(αj ) ∪ supp(γ)| ≤ k and αi = αj + γ
∃ j1 , j2 < i such that |supp(αj1 ) ∪ supp(αj2 )| ≤ k and αi = αj1 + αj2 .
Above, supp(α) denotes the set of indices i ∈ [n] where αi 6= 0, and wt(α) is the size of
supp(α). Notice that Definition 7 is nearly identical to Definition 4: the only change is the
addition of the restriction on the support size in the second and third bullets.
The motivation behind Definition 7 is the following fact: if T `k α then any k-nonsignaling function that satisfies every constraint in T must satisfy α as well. Definition 7 thus
captures a notion of constraint propagation for non-signaling functions. The restriction on
the support size in the second and third bullets is there because querying a k-non-signaling
function on more than k points simultaneously is undefined.
We now state our main technical contribution in this section, a non-signaling analogue of
Lemma 5.
I Theorem 8 (informal). k-local linear proofs are complete and sound for k-non-signaling
functions. In particular, a constraint set T is a `-local characterization for (C, k) if and only
if T `k α for every α ∈ C⊥ with wt(α) ≤ k.
Proving that k-local linear proofs are sound is straightforward; the interesting component of
Theorem 8 is showing that k-local linear proofs are complete. We do this by showing that
for every T there exists a k-non-signaling function that satisfies every α where T `k α, and
1
violates every α where T 6`k α with probability 1 − |F|
.
When k = n in Theorem 8 we recover the classical statement (Lemma 5). This is
because when k = n, T `k α if and only if T ` α. However, when k < n, the equivalence
is qualitatively different from its classical analogue. While Lemma 5 essentially captures a
simple linear algebraic statement (the constraints span the dual code), Theorem 8 is a nontrivial statement that does not involve linear spaces. This is because the requirement T `k α
depends on k in a way that breaks linearity, as exhibited by our motivating example earlier.
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Roadmap

In Section 2 we provide an overview of the proofs of our results. Then, in Section 3 and
Section 4 we formally define non-signaling functions, quasi-distributions, and discuss the
relationship between them using Fourier analysis. In Section 5 we discuss what it means for a
non-signaling function to “belong” to a given linear code. In Section 6 we prove that the nonsignaling low-degree test works (Theorem 2). In Section 7 we prove an equivalence between
local characterizations for non-signaling linear codes and local linear proofs (Theorem 8).
We conclude in Section 8, by using Theorem 8 to show that the non-signaling low-degree
test fails for small locality (Theorem 3).

2

Techniques

We outline the techniques used to prove our results. We begin by explaining the Fourier
structure of non-signaling functions in Section 2.1. This structure is fundamental to the
proofs of our results. We then outline the proof of Theorem 2 in Section 2.2. In Section 2.3
we outline our proof of the relationship between local characterizations and local linear proofs.
In Section 2.4 we use the techniques and main theorem from Section 2.3 to show Theorem 3,
that any low-degree lines test fails for non-signaling functions when k ≤ O(d2 ). Finally, in
Section 2.5 we justify our definition of “C-explainability”.
Notation. A k-non-signaling function F is defined by local distributions FS for each S ⊆ [n]
with |S| ≤ k. Because of this, when studying non-signaling functions we naturally encounter
situations where we only consider subsets of a domain containing at most k elements, or
vectors in Fn of weight at most k. We introduce notation to make referring to these notions
more convenient. For a subset S ⊆ [n] we write S ⊆ [n]≤k if |S| ≤ k. For a vector α ∈ Fn ,
we let supp(α) = {i ∈ [n] : αi 6= 0} and wt(α) = |supp(α)|. For a set of vectors R ⊆ Fn ,
we let R≤k ⊆ R denote the subset {α ∈ R : wt(α) ≤ k}. In particular, Fn≤k denotes
the set {α ∈ Fn : wt(α) ≤ k}. For a subset S ⊆ [n], we use similar notation and let
R⊆S = {α ∈ R : supp(α) ⊆ S}.

2.1

The Fourier structure of non-signaling functions

We make frequent use of Fourier analysis to state and establish properties of non-signaling
functions. Below we recall basic facts about Fourier analysis, explain their application to
quasi-distributions, and state an equivalence between non-signaling functions and quasidistributions. This equivalence motivates a definition for the Fourier spectrum of a nonsignaling function.
Refresher on Fourier analysis. Let F be the finite field of size q with characteristic p,
and Fp the prime subfield of F. The inner product of F1 , F2 : Fn → C is hF1 , F2 i :=
P
1
n
n
f ∈Fn F1 (f )F2 (f ). The character corresponding to α ∈ F is the function χα : F → C
qn
defined as χα (f ) := ω Tr(hα,f i) where: Tr : F → Fp is the trace map; hα, f i is the inner product
Pn
2πi/p
is a primitive complex p-th root of unity; and ω j is defined by thinking
i=1 αi fi ; ω = e
of j ∈ Fp as an integer in {0, 1, . . . , p − 1}. The characters {χα }α∈Fn form an orthonormal
basis of the space of all functions F : Fn → C, so every function F : Fn → C can be written as
X
F (·) =
Fb(α)χα (·) , where Fb(α):=hχα , F i .
α∈Fn

The values {Fb(α)}α∈Fn are called the Fourier coefficients of F .
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Quasi-distributions. A quasi-distribution Q over functions f : [n] → F is a distribution
where the probability weights are complex numbers that “add up” to real probabilities.
P
More formally, a quasi-distribution is a function Q : Fn → C where f ∈Fn Q(f ) = 1. (We
abuse notation and identify a function f : [n] → F with the vector in Fn corresponding to
its evaluation table.) We say that Q is k-local if the marginals Q|S for each S ⊆ [n]≤k are
P
distributions, namely, if for each S ⊆ [n]≤k and g : S → F it holds that f ∈Fn :f |S =g Q(f )
is a non-negative real number. We can decompose a quasi-distribution Q according to the
P
b
Fourier basis: we can write Q(f ) = α∈Fn Q(α)χ
α (f ), where {χα }α∈Fn are the characters
b
and {Q(α)}α∈Fn are the Fourier coefficients of Q.
Equivalence lemma. The following lemma shows that k-local quasi-distributions and knon-signaling functions are equivalent, and exposes the Fourier structure of non-signaling
functions.
I Lemma 9. A quasi-distribution Q is equivalent to a k-non-signaling function F if and
P
b
only if for every α ∈ Fn≤k it holds that Q(α)
= q1n j∈Fp ω −j Pr[Tr(hα, Fi) = j], where the
random variable hα, Fi has the probability distribution given by

hP
i
Pr[hα, Fi = b]:=
Pr
.
i∈supp(α) αi f (i) = b
f ←Fsupp(α)

b∈F

The foregoing lemma motivates defining the Fourier coefficients of a k-non-signaling
function F as follows: for every α ∈ Fn with wt(α) ≤ k we define
1 X −j
b
F(α):=
ω Pr[Tr(hα, Fi) = j] .
qn
j∈Fp

For more details on the above, including the proof of our Equivalence Lemma, see
Section 4.

2.2

Low-degree testing

We outline the proof of Theorem 2. As a simple case, we first state and prove the theorem in
the zero error case (when test passes with probability 1), and then we briefly explain how to
extend the proof to the robust case (when the test passes with probability 1 − ε).
The zero error case. Let C be the set of all m-variate polynomials of individual degree d.
Formally, we first show the following.
I Theorem 10 (formal version of Theorem 2, zero error case). Let m, d ∈ N and p be a
prime with p ≥ d + 2. Let F : Fm
p → Fp be a k-non-signaling function, and suppose that
F passes the degree-d evenly-spaced points test with probability 1. Then F (viewed as a
bk/(d + 2)c-non-signaling function) is C-explainable.
In the language of Section 1.2, Theorem 10 shows that T , the set of linear constraints checked
by the degree-d evenly spaced points test, is a (d + 2)-local characterization of C.
Theorem 10 is a non-signaling analogue of the following classical fact: if f : Fm
p → Fp
passes the evenly-spaced points test with probability 1, then f is a polynomial of total degree
d. (Note that in Theorem 10 we only conclude that F has individual degree d. We remark
on the difference after the proof.) Our proof of Theorem 10 can be interpreted as taking a
local proof of the aforementioned classical fact, and lifting it to the non-signaling setting.
Concretely, let us consider the following simple classical statement.
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I Theorem 11 (folklore). Let f : Fm
p → Fp be a function such that, for every line L, f agrees
with a univariate degree-d polynomial on L. Then for every S ⊆ Fm
p , there exists a degree-d
function g such that g|S = f |S .
There are multiple known proofs of Theorem 11. To demonstrate the challenges in the
non-signaling setting, we first outline a standard classical proof of Theorem 11 that will not
generalize to the non-signaling setting. The proof uses the following lemma.
I Lemma 12. Suppose that f : Fm
p → Fp is a polynomial where deg(f ) = d < p. Then there
exists a line L in Fm
such
that
f
|
L is a univariate polynomial of degree exactly d.
p
The above lemma is shown by considering the function f (a + tb) where a, b ∈ Fm
p , and
arguing that the coefficient of td in f (a + tb) is a non-zero polynomial in the variables a, b,
and hence does not vanish for all a, b ∈ Fm
p . Thus, there exists a line L(t) = a + tb for which
the coefficient of td is non-zero, and therefore f |L has degree exactly d.
With the above lemma, one can prove Theorem 11 as follows. Suppose that f is a
polynomial of degree d0 > d. Then by the lemma there exists a line L such that f |L has
degree d0 > d, contradicting the fact that f |L has degree at most d.3
The above proof is a good example of a proof that will not extend to the non-signaling
setting. This is because the proof of Lemma 12 is “global”, in the sense that arguing about
the polynomial coefficients of f requires “knowing” f (a) for Ω(dm ) points a ∈ Fm
p , as this
is the minimum number of evaluations of f needed for all polynomial coefficients of f to
be fixed. As indicated by Section 1.2, the types of classical proofs that will extend to the
non-signaling setting are those with small locality, i.e. ones that require looking at f (a) for
only a small number of a at a time. This implies that the above proof will not work for
k-non-signaling functions when k ≤ O(dm ), i.e., when k is a non-trivial value.
We instead present the following local proof of Theorem 11. Since this proof has small
locality it will extend to the non-signaling setting, and thus imply Theorem 10.
Let S ⊆ Fm
p . We wish to show that f |S = g|S for some g ∈ C. Let S0 = ∅, and for each
i ∈ [m] define Si ⊆ Fip to be the projection of S to the first i coordinates, so Si is the set of
all (a1 , . . . , ai ) ∈ Fip such that (a1 , . . . , ai , bi+1 , . . . , bm ) ∈ S for some (bi+1 , . . . , bm ) ∈ Fm−i
.
p
Note that Sm = S.
We prove by induction that for every i ∈ [m] and every bi+1 , . . . , bm ∈ Fp there exists an
individual degree-d polynomial gi : Fip → Fp such that f |Si ×{(bi+1 ,...,bm )} = gi |Si . This proves
Theorem 11, as Sm = S. The base case (i = 1) holds since f looks degree-d on every line, so
in particular f is degree-d on the line Fp × {(b2 , . . . , bm )}, which contains S1 .
We now argue the induction step. Suppose that the induction hypothesis holds for i − 1
and every bi , . . . , bm ∈ Fp . The induction hypothesis implies that for each j ∈ {0, . . . , d},
(j)
(j)
there exists an individual degree-d polynomial gi−1 : Fi−1
→ Fp such that gi−1 |Si−1 =
p
(j)

f |Si−1 ×{j}×{(bi+1 ,...,bm )} . Let gi : Fip → Fp be defined by interpolating the gi−1 ’s along the
Pd
(j)
i-th axis, i.e. gi (x1 , . . . , xi ) := j=0 δj (xi ) · gi−1 (x1 , . . . , xi−1 ) where δj (y) is the unique
degree-d univariate polynomial that is 1 if y = j and 0 otherwise. We then argue that f
agrees with gi on Si−1 × Fp . This is because f agrees with gi on Si−1 × {0, . . . , d} (since here
(j)
gi = gi−1 = f by the induction hypothesis), and therefore agrees with gi on Si−1 × Fp by
polynomial interpolation, since f looks degree-d on any axis-parallel line along the i-th axis.

3

The argument as stated does not quite work, as the lemma only holds when d0 < p. Here, we ignore
this technicality to simplify the presentation of the argument.
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The above proof can be adapted to an |S|(d + 2)-local proof (as stated above, it is
|S|p-local). We thus conclude that if a k-non-signaling function F looks degree-d on every
line L, then it also looks individual degree-d on every S where |S|(d + 2) ≤ k, i.e., F (viewed
as a bk/(d + 2)c-non-signaling function) is C-explainable.
In the aforementioned argument, we have crucially required that F looks low-degree along
every line, rather than merely on sets of evenly-spaced points, which are the only constraints
checked by the test. Thus, we must show that if F passes the degree-d evenly-spaced points
test with probability 1, then F looks degree-d on arbitrary subsets of any line. This last step
can be viewed as the following. Let T be the set of constraints checked by the evenly-spaced
test, and let T 0 be the set of all low-weight line constraints (weight at most k − d − 2) satisfied
by degree-d polynomials. We show that T `k T 0 , so F (by Theorem 8) must also satisfy all
constraints in T 0 , and thus looks degree-d on arbitrary subsets of lines, which concludes the
proof of Theorem 10.
I Remark 13 (total degree vs. individual degree). Theorem 2 only concludes that F has an
individual degree-d structure, when one might expect to conclude that it has a total degree-d
structure, as it passes the evenly-spaced points test along random lines. Indeed, this is the
conclusion in the classical setting. The difficulty in establishing such a result comes from
Lemma 12. The classical analysis of the low-degree test proceeds by induction, initially
concluding that f : Fm → F is a polynomial that is degree-d in xm and total degree-d in all
the other variables, and hence is a total degree-2d polynomial. Then, by using Lemma 12 one
concludes that in fact f has total degree-d, not 2d. A non-signaling analogue of Lemma 12
would allow us to conclude a total degree-d structure. However, as explained earlier the
classical proof of Lemma 12 is not local, so it does not lift to a non-signaling one. Exploring
whether or not the gap between total and individual degree is necessary in the non-signaling
setting is thus an intriguing open question.
The robust case. We now explain how to adapt the above proof to the robust case. Our
goal now is to show that F is close to a C-explainable non-signaling function, where the
distance between two k-non-signaling functions F and G is defined as
∆k (F, G) =

max
S⊆[n],|S|≤k

∆TV (FS , GS ) ,

where ∆TV is the total variation distance between distributions [4]. As in the case of linearity
testing in [4], this is impossible, as the definition of distance requires that F be close to
C-explainable on all sets S ⊆ Fm
p with |S| ≤ k. In particular, if F looks low-degree on all
lines but one, then F will be very far from C-explainable. Following [4], we instead show
that an appropriately defined self-correction of F, denoted by F̂, is close to C-explainable.
Informally, F̂(x) is defined by querying F on a random evenly-spaced line L passing through
x, and then setting F̂(x) to be the value at x obtained by locally decoding F along L. F̂ is
a k̂-non-signaling function, where k̂ = k/(d + 1).
We prove Theorem 2 via the following four steps:
1. Average to worst case reduction: we show that if F passes the evenly-spaced points test
with high probability, then F̂ looks low-degree on every set of evenly-spaced set of points
contained in a line L with high probability.
2. From evenly-spaced points to arbitrary subsets of a line: we show that if F̂ looks lowdegree on every set of evenly-spaced set of points contained in a line, then F̂ looks
low-degree on every subset of every line L.
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3. Robust local characterization: we show that T , the set of constraints where the support
of the constraint is contained in some line L, is a robust local characterization of C, i.e.
that if F̂ satisfies every α ∈ T with high probability, then F̂ satisfies every α ∈ C⊥
≤k0
0
with high probability, where k = k̂/(d + 2).
4. Finishing the proof: we show that if F̂ satisfies every α ∈ C⊥
≤k0 with high probability,
then F̂ is close to a C-explainable non-signaling function.
We have already discussed the proofs of the second and third steps in the zero error case. In
the robust case, the main difference is that we now pay some small error in union bounds
every time we use the fact that F̂ looks low-degree along an evenly-spaced line.
The first step follows from our non-trivial definition of F̂. Naively, one might define F̂ for
each x by locally decoding its value from F along a random evenly-spaced line containing x.
This does not work. Instead, we decode its value along the line Lx (t) = x + iwx , where the
slopes (the wx ’s) are correlated so that wx+y = wx + wy − w0n . These correlations, combined
with the fact that L(t) looks random for each x, allows us to show that F̂ looks low-degree
on every evenly-spaced set of points.
The final step follows abstractly from the more general statements we show for all
linear codes, and relies on our characterization of the Fourier spectrum of C-explainable
non-signaling functions.

2.3

Local characterizations and linear proofs

We outline the proof of Theorem 8; we assume familiarity with the notions introduced in
Section 1.2. We begin by formally defining local characterizations.
Local characterizations. We say that a k-non-signaling function F is C-explainable if for
every S ⊆ [n]≤k , with probability 1 the function f : S → F sampled from FS is in C|S .
(See Section 2.5 for a discussion of this definition.) Recall from Definition 6 that a subset
T ⊆ C⊥ is an `-local characterization of (C, k) if every α ∈ T has wt(α) ≤ ` and the set
of k-non-signaling functions F where Pr[hα, Fi = 0] = 1 for every α ∈ T equals the set of
C-explainable k-non-signaling functions.
Outline of the proof. The proof of Theorem 8 has two directions: completeness and
soundness. For soundness, we show that if T `k α, then for any k-non-signaling function
F where hγ, Fi = 0 holds with probability 1 for every γ ∈ T , it also holds that hα, Fi = 0
with probability 1. Intuitively, this means that any k-non-signaling function satisfying every
constraint in T must satisfy α as well, and therefore shows that our definition of “proof”
makes sense. The proof of this direction is straightforward, and can be found in Section 7.1.
To show completeness, we explicitly construct a k-non-signaling function F that satisfies
every constraint α where T `k α with probability 1, and satisfies every other constraint α
1
with probability |F|
. Our construction of F makes crucial use of the notion of a local subspace
that we introduce.
I Definition 14. A k-local subspace V is a subset of Fn≤k that looks like a subspace when
restricted to local views of size at most k, i.e., V⊆S is a linear subspace in Fn for every
S ⊆ [n]≤k .
We show that for any k-local subspace V there is a k-non-signaling function F where
1
Pr[hα, Fi = 0] = 1 for every α ∈ V and Pr[hα, Fi = 0] = |F|
otherwise. We then show that
n
the set of α’s provable from T , which is {α ∈ F≤k : T `k α}, is a k-local subspace. This
latter step is straightforward, and the proof is in Section 7.3. We now discuss the first step,
which is non-trivial.
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Non-signaling functions from local subspaces. Given a k-local subspace V, we argue that
there is a k-non-signaling function F where Pr[hα, Fi = 0] = 1 for every α ∈ V, and
1
Pr[hα, Fi = 0] = |F|
for every α 6∈ V. We construct F = {FS }S⊆[n]:|S|≤k by specifying its
local distributions FS .
A distribution over functions f : S → F is a function that maps each f to a non-negative
real number such that the total sum is 1. With this viewpoint, we first define FS as a
function that maps each f : S → F to a complex number. Then, we show that the total sum
is 1 and that each f is mapped to a non-negative real number, so that the function FS is
indeed a distribution.
We define the function FS : FS → C by specifying its Fourier coefficients:
(
1
if α ∈ V
|S|
c
FS (α):= q
,
0
if α 6∈ V
These “local” Fourier coefficients should not be confused with the Fourier coefficients of F
that are defined in Section 2.1. In fact, at this point the non-signaling function F is not yet
defined.
This completely specifies FS as a function FS → C. We show that since V is a k-local
P
cS (0S ) = 1/q |S|
subspace, FS is in fact a distribution. First, f ∈FS FS (f ) = 1 because F
since V is a k-local subspace, and thus must contain 0n . Hence, it suffices to show that
FS (f ) ∈ R≥0 for each f ∈ FS . For each f ∈ FS we have
X
X
cS (α)χα (f ) =
cS (α)χα (f ) ,
FS (f ) =
F
F
α∈FS

α∈V⊆S

since we have defined FS in this way using its Fourier coefficients. There are two cases:
either hα, f i = 0 for every α ∈ V⊆S , in which case the sum is |V⊆S |/q |S| , or hα, f i =
6 0 for
some α ∈ V⊆S . In the latter case, we use the fact that V⊆S is a linear subspace to show that
the sum is 0. In either case, we conclude that FS (f ) is a non-negative real number, and
therefore that FS is a distribution.
Next, we argue that the collection of local distributions {FS }S⊆[n]≤k is indeed nonsignaling. This follows from a lemma that we prove that shows that a collection of local
distributions is non-signaling if and only if the Fourier coefficients of the local distributions
(after removing the normalization factors) are the same. Thus the k-non-signaling function
F is well-defined.
Finally, we show that F satisfies the desired properties. This follows from our definition
of each FS , as the construction implies that the Fourier coefficients of F satisfy:
(
1
if α ∈ V
qn
b
F(α):=
.
0
if α 6∈ V
This corresponds to having Pr[hα, Fi = 0] = 1 for every α ∈ V, and the random variable
hα, Fi having the uniform distribution when α ∈
/ V, which completes the proof.

2.4

Low-degree testing fails for small locality

We discuss how to prove Theorem 3. We let C denote the linear code of polynomials
f : Fm → F of total degree-d, and let T be the set of all α ∈ C⊥ whose support is contained
in a line in Fm . Note that for any low-degree test that only checks line constraints and has
perfect completeness, if we let T0 be the set of constraints checked by this test, we will have
T0 ⊆ T .
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The main combinatorial quantity that we use in our proof is the rank of an element
α ∈ C⊥ , defined as
rankT (α):=

min

T 0 ⊆T :α∈span(T 0 )

|T 0 | .

Note that rankT (α) is a non-negative integer, as span(T ) = C⊥ .
We now sketch the proof of Theorem 3 in three steps.
(1) Interval Cut Lemma. We show a generic lemma about the relationship between rank
and provability from T . Informally, we show that in order for T to prove α of rank at
least r, T must also prove some β of “intermediate” rank. Formally, we show that if there
is an interval [r/2, r) such that every β with rank in this interval is not provable from T ,
then every α of rank at least r is also not provable from T . We prove this Interval Cut
Lemma via the fact that rankT is subadditive, that is, rankT (α + β) ≤ rankT (α) + rankT (β).
Subadditivity implies that for every interval [r/2, r), in order to prove a constraint of rank
≥ r from constraints of rank < r/2 there must be an intermediate constraint β with rank in
[r/2, r) bridging the gap.
(2) Two combinatorial facts. We prove two combinatorial facts about the dual code of C.
There exists α∗ ∈ C⊥ where wt(α) = 2d + 2 and supp(α) ⊆ {(a, a2 , 0m−2 ) : a ∈ F} ⊆ Fm ,
i.e., supp(α) is contained along the curve x21 − x2 = 0 embedded on the plane x3 = x4 =
· · · = xm = 0 of Fm .
Proof sketch. If f is an m-variate polynomial of total degree d then f (t, t2 , 0, . . . , 0) is a
polynomial of degree ≤ 2d in t. Thus, there is an element α∗ ∈ C⊥ supported on this
curve of weight 2d + 2 that checks some linear constraint. This shows the existence of
the desired α∗ .
For every β ∈ C⊥ with rankT (β) ∈ {(d + 2)/4, . . . , (d + 2)/2} it holds that wt(β) ≥
3
2
16 (d + 2) .
Proof sketch. Any β of rank r is the sum of exactly r line constraints, where each constraint
is on a distinct line. Each new constraint adds at least d + 2 weight to β, ignoring the
weight that is removed by cancellation. The amount of cancellation is at most the number
of intersection points, which is not too large when r is in {(d + 2)/4, . . . , (d + 2)/2}, thus
3
implying that wt(β) ≥ 16
(d + 2)2 .
(3) Completing the proof. Theorem 3 follows from the Interval Cut Lemma, the two
combinatorial facts, and Theorem 8. Any β ∈ C⊥ with rank in [(d + 2)/4, (d + 2)/2) has
3
3
weight ≥ 16
(d + 2)2 , and thus is not provable when k < 16
(d + 2)2 . Since α∗ has weight
2d + 2 and is supported only on the diagonal, it has rank ≥ d + 1, as each line constraint
increases the number of points on the curve by at most 2, by Bézout’s theorem. The Interval
Cut Lemma implies that α∗ is also not provable. The non-signaling function constructed in
the proof of Theorem 8 thus passes the random lines test with probability 1 yet satisfies α∗
with probability only 1/|F|. But, α∗ must be satisfied with probability 1 by any non-signaling
function that is “locally low-degree”, which completes the proof.

2.5

Fourier spectrum of non-signaling linear codes

We have so far adopted the definition that a k-non-signaling function F is “in” a linear
code C ⊆ Fn if a function f : S → F sampled from FS is in C|S with probability 1 for
every S ⊆ [n]≤k . Indeed, we use this “C-explainability” to define the notion of a local
characterization (see Definition 6).
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We now provide thorough justification for this choice. We view the definitions and results
below as a conceptual contribution that sheds light on basic properties of non-signaling
functions.
In the classical setting, a function f : [n] → F “looks like” a codeword of C if, well, it
equals some codeword in C. The issue at hand is that, in the non-signaling setting, it is not
immediately clear what it means for a non-signaling function F to be “in” C because F is a
collection of local distributions. Below are two natural ways to capture this notion.
I Definition 15 (informal). Let F : [n] → F be a k-non-signaling function.
We say that F is C-supported if it is equivalent to a k-local quasi-distribution Q : Fn →
C that is supported on C, namely, Q(f ) = 0 for all f ∈
/ C.4
We say that F is C-explainable if, for all S ⊆ [n]≤k , the distribution FS is supported
on C|S . In other words, the output of F is always consistent with the restriction of some
codeword in C.
The first definition is motivated by our Equivalence Lemma (Lemma 9), and imposes
a “global” property on the non-signaling function. The second definition, implied by the
first one, instead takes a “local” approach, imposing consistency with relevant restrictions of
the code.
In the following lemma, we quantify the difference between the notions of “C-supported”
and “C-explainable” by characterizing the Fourier spectrum in each case. For convenience,
⊥
we denote by C⊥
≤k the set {α ∈ C : wt(α) ≤ k}, which are the constraints with at most k
non-zero entries.
I Lemma 16 (informal). Let F : [n] → F be a k-non-signaling function.
b
F is C-supported ↔ the Fourier coefficients {F(α)}
are constant on each coset of
α∈Fn
≤k
⊥
C .
b
F is C-explainable ↔ the Fourier coefficient F(α)
equals q1n for every α ∈ C⊥
≤k .
We additionally prove that the foregoing structure is robust to errors: F is close to being
C-supported if and only if its Fourier coefficients are almost constant on every coset of
b
C⊥ ; moreover F is close to being C-explainable if and only if F(α)
is close to q1n for every
α ∈ C⊥
≤k .
One may interpret Lemma 16 as “bad news” because it shows that the notions of “Csupported” and “C-explainable” are in fact distinct. Which one is the correct one to use?
From the perspective of local testability, we may regard “C-supported” as more desirable,
because it requires a global structure to hold. We prove that, fortunately, the two notions are
equivalent up to a small change in parameters, reinforcing our belief that we have identified
the right notions.
I Lemma 17 (informal). Let F : [n] → F be a k-non-signaling function.
If F is C-supported, then F is C-explainable.
If F is C-explainable, then F (viewed as a k/2-non-signaling function) is C-supported.
In light of the above, it suffices to study non-signaling functions that are C-explainable.
We have used this notion in our results on local characterizations (see Definition 6), as it is
more natural in this setting: the set of C-explainable k-non-signaling functions are precisely
those that are consistent with the set of constraints C⊥
≤k .
4

When C is the Hadamard code, this definition equals the notion of a linear non-signaling function
from [4].
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Detailed definitions and proofs can be found in Section 5. Below we provide proof
sketches for Lemmas 16 and 17. The Fourier structure of non-signaling functions, discussed
in Section 2.1, underlies all of these proofs.

2.5.1

Fourier spectrum of a C-supported function

We outline the proof of the first item of Lemma 16. A k-non-signaling function F that
is C-supported is by definition equivalent to a quasi-distribution Q supported on C. We
explain why all such non-signaling functions have Fourier coefficients that are constant on
b
b 0 ) for every α, α0 ∈ Fn with α − α0 ∈ C⊥ . We compare
cosets of C⊥ , that is, F(α)
= F(α
≤k
the following two affine spaces:




X
V1 = Q : Fn → C s.t.
Q(f ) = 1 and Q(f ) = 0 ∀f ∈
/C
,


f ∈C


1
n
⊥
n
n
b
b
b
V2 = Q : F → C s.t. Q(0 ) = n and Q(α) = Q(α + γ) ∀α ∈ F , γ ∈ C
.
q
The affine space V1 corresponds to quasi-distributions that are supported on C, while V2
corresponds to quasi-distributions whose Fourier coefficients satisfy the desired characterization. It suffices to prove that V1 = V2 . First we show that dim(V1 ) = dim(V2 ), and then
that V1 ⊆ V2 .
The dimension of V1 is |C| − 1 because the |C| free terms are subject to a single linear
constraint. The dimension of V2 is q n / C⊥ − 1 because the Fourier coefficients are constant
on each coset of C⊥ , and on each coset they may have an arbitrary value; the one exception
is the coset C⊥ , where the Fourier coefficients must be q1n . Recalling that q n = |C| · C⊥ ,
we deduce that dim(V1 ) = dim(V2 ).
Next we show that V1 ⊆ V2 . For any Q ∈ V1 and α ∈ Fn we have by definition
1 X
b
Q(α):=
·
Q(f ) · ω −Tr(hα,f i) .
qn
n
f ∈F

Since Q ∈ V1 , any function f in the support of Q must be in C. Therefore, for any γ ∈ C⊥
b
b + γ).
have hγ, f i = 0, so that ω Tr(hγ,f i) = ω Tr(0) = 1. This implies that Q(α)
= Q(α
Intuitively, when we shift α by γ the sum remains unchanged because each term in the sum
is multiplied by ω −Tr(hγ,f i) = 1. Thus V1 ⊆ V2 . Since dim(V1 ) = dim(V2 ) and V1 ⊆ V2 , we
conclude that V1 = V2 .

2.5.2

Fourier spectrum of a C-explainable function

We outline the proof of the second item of Lemma 16. The characterization of C-explainable
b
functions relies on the fact that the Fourier coefficient F(α)
is related to the distribution of
the random variable hα, Fi, i.e., the distribution (Pr[hα, Fi = b])b∈F . This intuition can be
quantified via (a generalization of) the DFT matrix M ∈ Cq×q , which is the matrix defined
as Ma,b := ω −Tr(ab) (entries are indexed by F); M is invertible and √1q M is unitary.
Recall that the Fourier coefficients of F are defined as follows:
1 X −j
b
∀ α ∈ Fn≤k F(α):=
ω Pr[Tr(hα, Fi) = j] .
qn
j∈Fp

b
Letting v := (Pr[hα, Fi = b])b∈F , expanding the definitions shows that M v = (q n F(aα))
a∈F .
The linear transformation M thus quantifies the relation between the distribution (Pr[hα, Fi =
b
b])b∈F and the Fourier coefficients (q n F(aα))
a∈F .
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Now, given a k-non-signaling function F, we first show that F is C-explainable if and
only if Pr[hα, Fi = 0] = 1 for every α ∈ C⊥
≤k . This follows from the fact that any local
function g : S → F that satisfies every α ∈ C⊥
⊆S can be extended into a codeword f ∈ C.
Using the matrix M , we can relate the condition that F satisfies every α ∈ C⊥
≤k with
probability 1 to its Fourier spectrum. Specifically, we have that Pr[hα, Fi = 0] = 1 if and
>
>
>
b
only if (q n F(aα))
a∈F = M (1, 0, . . . , 0) . Since M (1, 0, . . . , 0) = (1, . . . , 1) , we get that
1
b
Pr[hα, Fi = 0] = 1 if and only if F(aα) = qn for every a ∈ F, completing the proof.

2.5.3

The relationship between C-supported and C-explainable

We outline the proof of Lemma 17. First note that Lemma 16 immediately implies that a
C-supported k-non-signaling function F is C-explainable, because if F is C-supported then
b
b n ) = 1n for every α ∈ C⊥ , implying that F is C-explainable.
F(α)
= F(0
≤k
q
Conversely, if F is C-explainable, then for any α, α0 ∈ Fn≤k/2 with α − α0 ∈ C⊥ we get
that for any b ∈ F,
Pr[hα, Fi = b] = Pr[hα0 , Fi + hα − α0 , Fi = b] = Pr[hα0 , Fi = b] ,
since Pr[hα − α0 , Fi = 0] = 1 as α − α0 ∈ C⊥ and F is C-explainable. This shows that the
vectors (Pr[hα, Fi = b])b∈F and (Pr[hα0 , Fi = b])b∈F are equal, which implies that the Fourier
b
b 0 ) are equal. By Lemma 16, this completes the proof. Note that we
coefficients F(α)
and F(α
crucially need wt(α), wt(α0 ) ≤ k/2 so that wt(α − α0 ) ≤ k, as otherwise Pr[hα − α0 , Fi = 0]
is undefined.

3

Preliminaries

Throughout this paper we let n ∈ N be an arbitrary positive integer, and k ∈ N a positive
integer that is at most n. We use F to denote the finite field of size q with characteristic p,
and Fp to denote the prime subfield of F. We often abuse notation and identify a function
f : [n] → F with its evaluation table in Fn . For a vector α ∈ Fn we let supp(α) := {i ∈ [n] :
αi =
6 0}, and we let wt(α) := |supp(α)|. For a set of vectors R ⊆ Fn , we let R≤` ⊆ R denote
the subset {α ∈ R : wt(α) ≤ `}. In particular, Fn≤k contains all vectors α ∈ Fn of weight at
most k. For a subset S ⊆ [n], we let R⊆S = {α ∈ R : supp(α) ⊆ S}; we also write S ⊆ [n]≤`
if |S| ≤ `.

3.1

Non-signaling functions

We define non-signaling functions and quasi-distributions, and introduce useful notation for
them. The definitions are almost identical to those in [4], but extended to any finite field.
I Definition 18. A k-non-signaling function F : [n] → F is a collection F = {FS }S⊆[n]≤k
where (i) each FS is a distribution over functions f : S → F, and (ii) for every two subsets S
and R each of size at most k, the restrictions of FS and FR to S ∩R are equal as distributions.
Note that any function f : [n] → F induces a n-non-signaling function by setting FS to
be the distribution that outputs f |S with probability 1. More generally, any distribution D
over functions f : [n] → F induces a corresponding n-non-signaling function by defining FS
to be the distribution that samples f ← D and outputs f |S .
Given a set S ⊆ [n]≤k and function g ∈ FS , we define
Pr [ F(S) = g ] := Pr[ g ← FS ] .
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The non-signaling property in this notation is the following: for every two subsets S, R ⊆ [n]≤k
and every string g ∈ FS∩T , Pr[ F(S)|S∩T = g ] = Pr[ F(T )|S∩T = g ], where the probability
is over the randomness of F.
We extend the above notation to every E ⊆ FS in the natural way by defining Pr [ F(S) ∈ E ]
to be Prf ←FS [ f ∈ E ]. We highlight the case when E is an “inner product event”, as we
will encounter this case frequently.
I Definition 19. Let F : [n] → F be a k-non-signaling function. For α ∈ Fn≤k and b ∈ F, we
define


X

Pr[hα, Fi = b]:=
Pr
αi f (i) = b .
f ←Fsupp(α)

i∈supp(α)

Similarly, we define Pr[Tr(hα, Fi) = j]:=

P

b∈F:Tr(b)=j

Pr[hα, Fi = b] for every j ∈ Fp .

The probability above is well-defined since wt(α) ≤ k, and so we query F on at most k
points.
P
Since F is non-signaling, Pr[hα, Fi = b] = Prf ←FS [ i∈S αi f (i)] for any set S ⊇ supp(α).
The intuition behind the above definition is that the inner product hα, gi for any g : [n] → F
can be computed only given g|supp(α) , namely, given g restricted to a set of size at most k.

3.2

Quasi-distributions

A quasi-distribution extends the notion of a probability distribution by allowing probabilities
to be complex, and is the main tool that we use to analyze non-signaling functions.
I Definition 20.
P
A quasi-distribution is a function Q : Fn → C where f ∈Fn Q(f ) = 1.
For a set of functions R ⊆ Fn , we say that Q is supported on R if {f ∈ Fn : Q(f ) 6=
0} ⊆ R.
For a positive integer `, we say that Q is `-local if the marginals Q|S for each S ⊆ [n]≤`
P
are distributions ( f ∈Fn :f |S =g Q(f ) is a non-negative real number for each S ⊆ [n]≤`
and g : S → F).
If Q is `-local, then for every subset S ⊆ [n]≤` , we may view Q|S as a probability
distribution over FS . If Q is `-local then it is s-local for every s ∈ {0, 1, . . . , `}.
I Definition 21. Given a quasi-distribution Q, a subset S ⊆ [n], and g ∈ FS , we define the
quasi-probability of the event “Q(S) = g” to be the following complex number
X
f
Pr[Q(S)
= g ]:=
Q(f ) .
f ∈Fn :f |S =g

(The tilde above Pr denotes that quasi-probabilities are not necessarily non-negative real
numbers.)
P
f
Given a subset E ⊆ FS , we similarly define Pr[Q(S)
∈ E ]:= f ∈Fn :f |S ∈E Q(f ).
As for non-signaling functions, we highlight the case when E is an inner product event.
I Definition 22. Let Q : Fn → C be a quasi-distribution. For α ∈ Fn and b ∈ F, we define
X
f
Pr[hα,
Qi = b]:=
Q(f ) .
f ∈Fn :hα,f i=b

P
f
f
Similarly, we define Pr[Tr(hα,
Qi) = j]:= b∈F:Tr(b)=j Pr[hα,
Qi = b] for every j ∈ Fp .
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I Definition 23 (statistical distance). Given a finite domain [n] and an integer ` ∈ {1, . . . , |D|},
the ∆` -distance between two quasi-distributions Q and Q0 is
∆` (Q, Q0 ):= max ∆(Q|S , Q0 |S ) ,
S⊆[n]≤`

f
f 0 (S) ∈ E] .
∈ E] − Pr[Q
where ∆(Q|S , Q0 |S ):= maxE⊆FS Pr[Q(S)
We say that Q and Q0 are ε-close in the ∆` -distance if ∆` (Q, Q0 ) ≤ ε; else, they are
ε-far.
I Remark 24 (distance for non-signaling functions). The definition of ∆` -distance naturally
extends to defining distances between k-non-signaling functions, as well as between quasidistributions and k-non-signaling functions, provided that ` ≤ k.
The notion above generalizes the standard notion of statistical (total variation) distance: if
Q and Q0 are distributions then their ∆n -distance equals their statistical distance. Also note
that if Q and Q0 are `-local quasi-distributions then their ∆` -distance equals the maximum
statistical distance, across all subsets S ⊆ [n] with |S| ≤ `, between the two distributions
Q|S and Q0 |S – in particular this means that any experiment that queries exactly one set
of size at most ` cannot distinguish between the two quasi-distributions with probability
greater than ∆` (Q, Q0 ).
We stress that ∆` (Q, Q0 ) = 0 does not necessarily mean that Q = Q0 ! In fact, it is possible
P
to have ∆` (Q, Q0 ) = 0 while f ∈U |Q(f ) − Q0 (f )| is arbitrarily large. We also remark that
the ∆` -distance is not necessarily upper bounded by 1, and is in general unbounded.
I Definition 25 (approximate locality). Given a finite domain [n], an integer ` ∈ {1, . . . , n},
and a real number ε ≥ 0, a quasi-distribution Q over Un is (`, ε)-local if, for every subset
S
S ⊆ [n]≤` and every event E ⊆ {0, 1} ,
f
min { Pr[Q(S)
∈ E] − x } ∈ [0, ε] .

x∈[0,1]

Approximate locality generalizes the notion of (exact) locality as in Definition 20. Below,
we state a lemma that ifQ is (`, ε)-local and is supported over a linear code C, then there is
an `-local Q0 over C that is close to Q. The proof idea is similar to that of “smoothening”
almost-feasible solutions to Sherali–Adams relaxations into feasible ones [13].
I Lemma 26. If Q is a (`, ε)-local quasi-distribution over C, then there is an `-local quasidistribution Q0 over C such that ∆` (Q, Q0 ) < q ` ε.
We omit the proof of Lemma 26 as it is identical to the proof of lemma 7.8 in [4], just
replacing the field F2 = {0, 1} with a general field F.

4

Fourier analysis of non-signaling functions

We prove statements about the Fourier structure of non-signaling functions, and prove the
Equivalence Lemma. In Section 4.1 we recall basic facts about Fourier analysis of functions
over finite fields. In Section 4.2 we relate Fourier coefficients to probabilities and quasiprobabilities. In Section 4.3 we prove that non-signaling functions and quasi-distributions
are equivalent notions.
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Fourier analysis of functions over finite fields

We consider functions of the type F : Fn → C. For two such functions F1 and F2 , we define
P
their inner product as hF1 , F2 i := q1n x∈Fn F1 (x)F2 (x). For every α ∈ Fn , we define the
character χα : Fn → C as χα (x) := ω Tr(hα,xi) where: (1) Tr : F → Fp is the trace map; (2)
Pn
hα, xi is the inner product i=1 αi xi ; (3) ω = e2πi/p is a primitive complex p-th root of unity;
and (4) ω j is defined by thinking of j ∈ Fp as an integer in Z. The functions {χα }α∈Fn form
an orthonormal basis of the space of all functions f : Fn → C, so every function F : Fn → C
can be written as
X
F (·) =
Fb(α)χα (·) , where Fb(α):=hχα , F i .
α∈Fn

The values {Fb(α)}α∈Fn are the Fourier coefficients of F . We recall and prove a few useful
identifies.
Parseval’s identity.
hF, Gi =

For every two functions F, G : Fn → C,

X
1 X
b
F (x)G(x) =
Fb(α)G(α)
.
n
q
n
n
α∈F

x∈F

Proof.

!
X
X
X
X
1
1
b

G(β)χ
Fb(α)χα (x) 
F (x)G(x) = n
β (x)
qn
q
x∈Fn
x∈Fn α∈Fn
β∈Fn
X X
X
b
b
=
Fb(α)G(β)hχ
Fb(α)G(α)
,
α , χβ i =
α∈Fn β∈Fn

α∈Fn

since {χα }α∈Fn are orthonormal.
Plancherel’s identity.

J

As a corollary of the above,

X
2
1 X
2
|F (x)| =
|Fb(α)| .
n
q
n
n
x∈F

α∈F

The case of indicator functions. When analyzing non-signaling functions and quasidistributions we will apply the above identities in the case where F is an indicator function 1E
P
2
for a set E ⊆ Fn . In this case, by Plancherel’s identity we have that |E|/q n = α∈Fn |1c
E (α)| .
In particular, by the Cauchy–Schwarz inequality, this implies that
s
sX
X
X
p
p
2
c
c
k1c
k
=
|
1
(α)|
≤
|
1
(α)|
·
1 ≤ |E|/q n · q n/2 = |E| .
E 1
E
E
α∈Fn

α∈Fn

α∈Fn

If we let F (x) = 1E (x), then Parseval’s identity becomes the following lemma.
I Lemma 27. Let G : Fn → C be a function and E ⊆ Fn . Then
X
X
1 X
1 X c
b
G(x) = n
1E (α)
G(x)ω −Tr(hα,xi) =
1c
E (α)G(α) .
n
q
q
n
n
n
x∈E

α∈F

x∈F

α∈F
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4.2

Relating the Fourier spectrum to the probabilities of events

A quasi-distribution Q is a function Q : Fn → C that maps a function f : [n] → F (identified
P
b
with the corresponding vector Fn ) to Q(f ). We can write Q(·) = α∈Fn Q(α)χ
α (·), where
b
n
{χα }α∈Fn are the characters and {Q(α)}
are
Q’s
Fourier
coefficients.
For
S
⊆ [n] and
α∈F
S
n
b
b
α ∈ F , we abuse notation and use Q(α) to refer to Q(β) where β ∈ F has βi = αi for all
i ∈ S and 0 otherwise.
The lemma below relates the inner product quasi-probabilities defined in Definition 22 to
the Fourier coefficients of Q.
I Lemma 28. Let Q : Fn → C be a quasi-distribution. For every α ∈ Fn ,
1 X −j f
b
ω Pr[Tr(hα, Qi) = j] .
Q(α)
= n
q
j∈Fp

Proof of Lemma 28. By definition,
1 X
1 X −j
b
Q(α)
= hχα , Q(·)i = n
ω
χα (f )Q(f ) = n
q
q
j∈Fp

f

1 X −j
= n
ω
q
j∈Fp

X
f :Tr(hα,f i)=j

X
f :χα

Q(f )

(f )=ω j

1 X −j f
Q(f ) = n
ω Pr[Tr(hα, Qi) = j] .
q

J

j∈Fp

b
The above lemma implies that the Fourier coefficients (Q(aα))
a∈F are determined by
the quasi-probabilities (Pr[hα, Qi = b])b∈F , as the quasi-probabilities (Pr[hα, Qi = b])b∈F
determine the quasi-probabilities (Pr[haα, Qi = b])b∈F for every a ∈ F. In fact, there is a
b
linear transformation M that maps (Pr[hα, Qi = b])b∈F to (q n Q(aα))
a∈F . Below, we state a
well-known lemma about M .
I Lemma 29. Let M ∈ Cq×q be the matrix defined as Ma,b := ω −Tr(ab) (entries are indexed
by F). Then M is invertible and √1q M is unitary (namely, M † · M = qI). In particular, for
P
every vector (vb )b∈F with values in C, the map (vb )b∈F 7→ ( b∈F ω −Tr(ab) vb )a∈F is a bijection.
We additionally prove the following lemma, which relates the Fourier spectrum of the
quasi-distribution Q|S to the Fourier spectrum of Q.
I Lemma 30. Let Q : Fn → C be a quasi-distribution. Let S ⊆ [n], and let Q|S denote the restriction of Q to S, namely, Q|S is the quasi-distribution from FS to C where
P
5
dS (α) = q n Q(α).
b
Q|S (g):= f :f |S =g Q(f ). Then for every α ∈ FS it holds that q |S| Q|
Proof of Lemma 30.
X
X
dS (α) =
b
q |S| Q|
Q|S (g)ω −Tr(hα,gi) =
Q(f )ω −Tr(hα,f i) = q n Q(α)
.
g∈FS

J

f ∈Fn

If F : [n] → F is a k-non-signaling function, then for any α ∈ Fn≤k and b ∈ F we
have defined Pr[hα, Fi = b] in Definition 19 to be Prf ←Fsupp(α) [hα, f i = b]. Note that the
probability is well-defined since wt(α) ≤ k (so we query F on at most k points). Also note
b
that Lemma 28 implies that, for every α ∈ Fn≤k , we can define the Fourier coefficient F(α)
of
F as
1 X −j
b
F(α):=
ω Pr[Tr(hα, Fi) = j] .
qn
j∈Fp

5

b
The vector α in Q(α)
is treated as a element in Fn with αj = 0 for all j ∈
/S
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With the above definitions, we can prove the following two corollaries of Lemma 27. The
first is for non-signaling functions, and the second is for quasi-distributions.
I Corollary 31. For any k-non-signaling function F : [n] → F, set S ⊆ [n], and event
E ⊆ FS ,
X
X
X
b
ω −j Pr[Tr(hα, Fi) = j] = q n
1c
1c
Pr[F(S) ∈ E] =
E (α)
E (α)F(α) .
α∈FS

α∈FS

j∈Fp

Proof. Apply Lemma 27 with G : FS → C defined as G(x):= Pr[FS (i) = xi ∀i ∈ S].

J

I Corollary 32. For any quasi-distribution Q : Fn → C, set S ⊆ [n], and event E ⊆ FS ,
X
X
X −j
X
e
e
b
c
c
Pr[Q(S)
∈ E] =
Q(f ) =
Qi) = j] = q n
1
ω Pr[Tr(hα,
1
.
E (α)
E (α)Q(α)
α∈FS

f : f (S)∈E

α∈FS

j∈Fp

Proof. Apply Lemma 27 to the function G : FS → C that is the quasi-distribution Q|S .
b S (α) = q n Q(α)
b
Then observe that for every α ∈ FS , q |S| Q|
by Lemma 30.
J
The above two lemmas allow us to bound the distance between a k-non-signaling function
F and a quasi-distribution Q in terms of their Fourier spectra.
I Lemma 33. Let F : [n] → F be a k-non-signaling function and Q : Fn → C a quasidistribution. For any set S ⊆ [n]≤k and event E ⊆ FS ,
X
f
b
b
Pr[F(S) ∈ E] − Pr[Q(S)
∈ E] ≤ q n
1c
E (α) F(α) − Q(α) .
α∈FS

b
b
In particular, ∆k (Q, F) ≤ q n+k/2 maxα∈Fn≤k |F(α)
− Q(α)|.
I Corollary 34. Let F : [n] → F be a k-non-signaling function and Q : Fn → C a quasib
b
distribution. Then ∆k (Q, F) = 0 if and only if F(α)
= Q(α)
for every α ∈ Fn≤k .
Proof of Lemma 33. The first equation follows immediately from Corollary 31 and Corollary 32. For the second part of the lemma,
X
b
b
∆k (Q, F) ≤ max max q n
1c
E (α) F(α) − Q(α)
S⊆[n]≤k E⊆FS

α∈FS

!

!
≤q

n

max
S⊆[n]≤k

≤ qn



max

E⊆FS

max q |S|/2

S⊆[n]≤k

X

1c
E (α)

α∈FS

b
b
− Q(α)
max F(α)

α∈FS


b
b
max F(α)
− Q(α)

α∈Fn
≤k

b
b
≤ q n+k/2 max
F(α)
− Q(α)
.
n
α∈F≤k

J

b
b
Proof of Corollary 34. If F(α)
= Q(α)
for every α ∈ Fn≤k , then by Lemma 33 it follows
that ∆k (Q, F) = 0. Conversely, if ∆k (Q, F) = 0, then for every α ∈ Fn≤k and j ∈ Fp it holds
f
that Pr[Tr(hα,
Qi) = j] = Pr[Tr(hα, Fi) = j], as these are both events. This implies that
P
P
f
b
b
q n Q(α)
=
ω −j Pr[Tr(hα,
Qi) = j] =
ω −j Pr[Tr(hα, Fi) = j] = q n F(α).
J
j∈Fp

j∈Fp

Suppose that we are given a collection of local distributions (FS )S⊆[n]≤k , namely, FS is a
distribution over functions f : S → F. We can think of each local distribution FS as a function
FS : FS → C, and in this way define for each local distribution FS the Fourier coefficients
cS (α) for each α ∈ Fn . In the following lemma, we characterize when (FS )S⊆[n] is
F
⊆S
≤k
k-non-signaling in terms of the Fourier spectra of the local distributions.
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I Lemma 35. Let (FS )S⊆[n]≤k be a collection of local distributions. Then (FS )S⊆[n]≤k is a
cS (α) = q |R| F
cR (α) for every S ⊆ [n]≤k , R ⊆ S,
k-non-signaling function if and only if q |S| F
and α ∈ Fn⊆R .
Proof. Suppose (FS )S⊆[n]≤k is a k-non-signaling function. Fix S ⊆ [n]≤k , R ⊆ S, and
α ∈ Fn⊆R . Since the collection of local distributions is k-non-signaling we have that FS |R = FR .
cS (α) = q |R| F
cR (α).
Therefore by Lemma 30 we have that q |S| F
Now, fix S ⊆ [n]≤k and R ⊆ S. Applying Corollary 32 to the distributions FS and FR , we
cS (α) = q |R| F
cR (α) for every α ∈ Fn , then FS |R ≡ FR . Hence, (FS )S⊆[n]
see that if q |S| F
⊆R
≤k
is k-non-signaling.
J

4.3

Equivalence between non-signaling functions and
quasi-distributions

We show that k-non-signaling functions and k-local quasi-distributions are equivalent. Every
k-local quasi-distribution Q induces a k-non-signaling function F (Proposition 36). Conversely, every k-non-signaling function F can be described by a k-local quasi-distribution
Q (Proposition 37). In fact, the set of such quasi-distributions is an affine subspace of
Pk
n
co-dimension i=0 ni · (q − 1)i in Cq . The first direction of the equivalence is elementary;
the other direction is the interesting one.
The aforementioned result is a special case of a result of Abramsky and Brandenburger
[1] that establishes an equivalence between non-signaling empirical models (a general notion
of non-signaling experiments in the language of sheaf theory) and quasi-distributions over
global sections. Our result strengthens this equivalence by giving an explicit characterization
of the affine subspace of quasi-distributions describing a non-signaling function, by leveraging
Fourier-analytic tools. This also extends to any finite field F the equivalence lemma for F2
presented in [4].6
I Proposition 36. For every k-local quasi-distribution Q over functions f : [n] → F there
exists a k-non-signaling function F : [n] → F such that ∆k (Q, F) = 0.
Proof. For every subset S ⊆ [n]≤k , define FS to be the distribution over functions f : S → F
f
where Pr[FS outputs f ]:=Pr[Q(S)
= f (S)], namely, such that FS ≡ Q|S . Note that FS is
a distribution because Q is k-local, so the relevant probabilities are in [0, 1] and sum to
f
1. The definition immediately implies that Pr[F(S) = g] = Pr[Q(S)
= g] for every string
S
g ∈ F , and so ∆k (Q, F) = 0. We are left to argue that F = {FS }S⊆[n]≤k is k-non-signaling.
Let S ⊆ [n]≤k , and let R ⊆ S. By definition of F and Lemma 30 we have that for every
|R| c
dS (α) = q |R| Q|
d
cS (α) = q |S| Q|
α ∈ FR , q |S| F
FR (α). By Lemma 35, it follows that
R (α) = q
F is k-non-signaling.
J
I Proposition 37. For every k-non-signaling function F : [n] → F, there exists a k-local
quasi-distribution Q over functions f : [n] → F such that ∆k (F, Q) = 0. Moreover, the set of
Pk
n
such Q’s (viewed as vectors in Cq ) is the affine subspace of co-dimension i=0 ni · (q − 1)i
n
in Cq given by Q0 + span{χα : α ∈ Fn , wt(α) > k}, where Q0 is any solution.

6

The characterization further extends to functions taking values in any finite alphabet Σ (not necessarily
a field) by adding an abelian group structure to Σ (for example, by identifying Σ with Z/|Σ|Z), and
then using analogous tools from Fourier analysis over finite abelian groups.
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Proof. Let Q be a quasi-distribution over functions f : [n] → F. By Corollary 34, it holds
b
b
that ∆k (Q, F) = 0 if and only if F(α)
= Q(α)
for all α ∈ Fn≤k .
b
b
Let Q0 be the quasi-distribution with Fourier coefficients Q(α):=
F(α)
for all α of weight
b
at most k and Q(α):=0 otherwise. Consider the affine subspace Q0 + span{χα : α ∈
Fn , wt(α) > k}. By Corollary 34, every quasi-distribution Q in the affine subspace satisfies
Pk
∆k (Q, F) = 0. We note that this affine subspace has dimension i=0 ni · (q − 1)i .
Conversely, suppose that Q satisfies ∆k (Q, F) = 0. Then by Corollary 34 it holds that
b
b
= F(α)
for all α ∈ Fn≤k , which implies that Q is in the aforementioned affine subspace.
Q(α)
Hence, the affine subspace contains all Q such that ∆k (Q, F) = 0.
J

5

Non-signaling linear codes

We wish to define what it means for a non-signaling function F : [n] → F to be “in” a linear
code C ⊆ Fn . We introduce two natural definitions for the above goal. The first definition
is motivated by the equivalence between non-signaling functions and quasi-distributions
established in Section 4.3. The second definition is motivated by a notion of local consistency.
For each of the two definitions, we characterize the Fourier spectrum of non-signaling
strategies that satisfy the definition, in the exact and in the robust case. Also, we prove a
strong relationship between the two definitions, showing that they are equivalent (up to a
small loss in parameters). The compelling structure that we uncover supports our choice of
definitions.
For this section, we remind the reader that a linear code C over F with block length n is
a linear subspace of Fn . We equivalently also view C as a linear subspace of the set of all
functions f : [n] → F. The dual code of C is the linear subspace C⊥ := {α : hα, f i = 0 ∀f ∈
C} ⊆ Fn .

5.1

Quasi-distributions supported on linear codes

The equivalence between non-signaling functions and quasi-distributions in Section 4.3
suggests a natural way to capture when a non-signaling function is “in” a given linear code.
I Definition 38. Given a k-non-signaling strategy F : [n] → F, code C ⊆ Fn and parameter
k 0 ≤ k, we say that F is (C, k0 )-supported if there exists a k 0 -local quasi-distribution
Q : Fn → C supported on C such that ∆k0 (Q, F) = 0.
In light of the characterization of the Fourier spectra of quasi-distributions equivalent
to a given non-signaling function in Section 4.3, it is natural to ask if the Fourier spectrum
of a quasi-distribution supported on C has a special structure. In the following lemma, we
characterize the Fourier spectrum of quasi-distributions supported on a given linear code C.
Informally, we show that the condition “Fourier coefficients are constants on cosets of C⊥ ”
is necessary and sufficient.
I Lemma 39. Let C ⊆ Fn be a linear code. A quasi-distribution Q : Fn → C is supported
b
b 0 ) for all α, α0 ∈ Fn such that α − α0 ∈ C⊥ .
on C if and only if Q(α)
= Q(α
The foregoing statement immediately gives us a corollary about non-signaling functions.
I Corollary 40. A k-non-signaling strategy F : [n] → F is (C, k 0 )-supported if and only if
b
b 0 ).
for all α, α0 ∈ Fn≤k such that α − α0 ∈ C⊥ it holds that F(α)
= F(α
Next, we wish to study the Fourier spectrum of a quasi-distribution Q that is merely close
to being supported on C. For this case, we give the following “robust” version of Lemma 39.
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I Lemma 41. Let C ⊆ Fn be a linear code, and let Q be a quasi-distribution.
Suppose that there exists a quasi-distribution Q0 supported on C such that ∆k (Q, Q0 ) ≤ δ.
b
b 0 ) ≤ 2δn .
Then for all α, α0 ∈ Fn and α − α0 ∈ C⊥ it holds that Q(α)
− Q(α
≤k

q

0

Conversely, suppose that for all α, α ∈

Fn≤k

0

⊥

b
b 0) ≤
and α−α ∈ C it holds that Q(α)
− Q(α

. Then there exists a quasi-distribution Q0 supported on C such that ∆k (Q, Q0 ) ≤
q k/2 · 2δ.
2δ
qn

We note that in Lemma 41, neither quasi-distribution is required to be local.

5.1.1

Proof of Lemma 39

Define the affine spaces




X
V1 = Q : Fn → C s.t.
Q(f ) = 1 and Q(f ) = 0 ∀f ∈
/C
,


f ∈C


b
b + γ) ∀α ∈ Fn , γ ∈ C⊥ .
b n ) = 1 and Q(α)
=
Q(α
V2 = Q : Fn → C s.t. Q(0
qn
It suffices to prove that V1 = V2 . First we show that dim(V1 ) = dim(V2 ). The dimension
of V1 is |C| − 1 because the |C| free terms are subject to a single linear constraint. The
dimension of V2 is q n / C⊥ − 1 because the Fourier coefficients are constant on each coset of
C⊥ , and on each coset they can take on an arbitrary value; the one exception is the coset
C⊥ , on which the Fourier coefficients must be q1n . Recalling that q n = |C| · |C⊥ |, we deduce
that dim(V1 ) = dim(V2 ).
P
b n
Next we show that V1 ⊆ V2 . Fix Q ∈ V1 . Since
f Q(f ) = 1, we have Q(0 ) =
P
1
1
0
n
⊥
f Q(f ) · ω = q n . Moreover, for any α ∈ F and γ ∈ C ,
qn
X
1 X
b + γ) = 1 ·
Q(α
Q(f ) · ω −Tr(hα+γf i) = n ·
Q(f ) · ω −Tr(hα,f i) · ω −Tr(hγ,f i) .
n
q
q
f

f

Since Q ∈ V1 , if Q(f ) 6= 0 then f ∈ C and hence ω Tr(hγ,f i) = ω Tr(0) = 1. Therefore,
X
b + γ) = 1 ·
b
Q(α
Q(f ) · ω −Tr(hα,f i) = Q(α)
.
n
q
f

Thus V1 ⊆ V2 . Since dim(V1 ) = dim(V2 ) and V1 ⊆ V2 , we conclude that V1 = V2 .

5.1.2

Proof of Lemma 41

Suppose Q : Fn → C is a quasi-distribution such that there exists a quasi-distribution Q0
supported on C with ∆k (Q, Q0 ) ≤ δ. Fix α ∈ Fn≤k , so that S = supp(α) has |S| ≤ k. Since
P
f
f 0 (S) = g] ≤ δ. Therefore,
∆k (Q, Q0 ) ≤ δ, we have that g∈FS Pr[Q(S)
= g] − Pr[Q
X
f
f
b
b0 (α) ≤ 1
Q(α)
−Q
ω −j Pr[Tr(hα,
Qi) = j] − Pr[Tr(hα,
Q0 i) = j]
qn
j∈Fp

1 X
= n
q

X

f
f 0 (S) = g]
Pr[Q(S)
= g] − Pr[Q

j∈Fp g∈FS :Tr(hα,gi)=j

≤

1 X f
f 0 (S) = g] ≤ δ .
Pr[Q(S) = g] − Pr[Q
qn
qn
S
g∈F
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By Lemma 39, we know that for every α, α0 ∈ Fn such that α − α0 ∈ C⊥ it holds that
b0 (α) − Q
b0 (α0 ) = 0. Hence, for every α, α0 ∈ Fn such that α − α0 ∈ C⊥ it holds that
Q
≤k

b
b 0 ) ≤ Q(α)
b
b0 (α) + Q
b0 (α) − Q
b0 (α0 ) + Q
b0 (α0 ) − Q(α
b 0)
Q(α)
− Q(α
−Q
≤

δ
2δ
δ
+0+ n = n .
qn
q
q

b
b 0) ≤
Now, suppose that Q is a quasi-distribution such that Q(α)
− Q(α
0

⊥

for all

α, α ∈
such that α−α ∈ C . For each α ∈ F , let γα be an element of the coset α+C⊥
of minimal weight (ties are broken arbitrarily). Define Q0 to be the quasi-distribution where
b α ) if wt(γα ) ≤ k and 0 otherwise. By construction, for any α, α0 ∈ Fn such that
b0 (α):=Q(γ
Q
b0 (α) = Q
b0 (α0 ), so Q0 is supported on C by Lemma 39. Let α ∈ Fn .
α−α0 ∈ C⊥ it holds that Q
Fn≤k

0

2δ
qn

n

≤k

b
b0 (α) ≤ Q(α)
b
b α ) + Q(γ
b α) − Q
b0 (α) ≤
By construction, we know that Q(α)
−Q
− Q(γ
+ 0 = q2δn , since α − γα ∈ C⊥ and wt(γα ) ≤ wt(α) ≤ k. Therefore, by Lemma 33 we have
that ∆k (Q, Q0 ) ≤ q k/2 · 2δ.
2δ
qn

5.2

Locally-explainable non-signaling functions

We introduce another natural definition that captures when a non-signaling function F is “in”
a given linear code C ⊆ Fn . This time we take the perspective of local consistency, namely,
we shall require that the output of F is always consistent with a codeword in C.
I Definition 42. Given a k-non-signaling strategy F : [n] → F, code C ⊆ Fn , and parameter
k 0 ≤ k, we say that F is (C, k0 )-explainable if for every set S ⊆ [n]≤k0 it holds that
Pr[F(S) ∈ C|S ] = 1.
Note that F is (C, k 0 )-explainable if and only if Pr[hα, Fi = 0] = 1 for every α ∈ C⊥
≤k0 .
The non-trivial direction of the equivalence is implied by the following lemma.
I Lemma 43. Let C ⊆ Fn be a linear code, S ⊆ [n]≤k , and g : S → F. If hα, gi = 0 for
every α ∈ C⊥
⊆S , then there is a codeword f ∈ C such that f |S = g.
Proof. Since C ⊆ Fn is a linear code, there is a pivotal set P ⊆ [n] of size |P | = dim(C)
such that for all y : P → F there is a unique codeword f ∈ C satisfying f |P = y. Such P
need not be unique.
Let P ∗ ⊆ [n] be a pivotal set such that |P ∗ ∩ S| is maximal, and let PS := P ∗ ∩ S.
Define f 0 : P ∗ → F by letting f 0 (i) = g(i) for all i ∈ PS , and letting f 0 (j) be arbitrary for all
j ∈ P ∗ \ PS . Since P ∗ is a pivotal set, there exists a unique f ∈ C such that f |P ∗ = f 0 .
It remains to show that f |S = g. Let i ∈ S. If i ∈ PS , then f (i) = f 0 (i) = g(i), as
required. Suppose that i ∈
/ PS . Since P ∗ is maximal, there exists α ∈ C⊥ such that αi = 1
and supp(α) ⊆ PS ∪ {i} ⊆ S. Indeed, if no such α exists then for any codeword h ∈ C, h(i) is
not determined by {h(j) : j ∈ PS }. Hence, the set PS ∪ {i} can be extended into a pivotal set
for C, which contradicts the maximality of P ∗ . Therefore, such an α exists. Since hα, f i = 0
P
P
and hα, gi = 0, we get that 0 = hα, f i−hα, gi = f (i)+ j∈PS αj f (j)−g(i)− j∈PS αj g(j) =
P
P
f (i) + j∈PS αj g(j) − g(i) − j∈PS αj g(j) = f (i) − g(i), and therefore f (i) = g(i). We
conclude that f |S = g, as required.
J
We provide a characterization of the Fourier spectrum of C-explainable non-signaling
functions, both in the exact and in the robust cases, as captured by the respective lemmas
below. Both lemmas make crucial use of Lemma 29.
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I Lemma 44. Let F : [n] → F be a k-non-signaling function. Then F is (C, k 0 )-explainable
b
if and only if F(α)
= q1n for every α ∈ C⊥
≤k0 .
Proof. We know that F is (C, k 0 )-explainable if and only if for every α ∈ C⊥
≤k0 it holds
that Pr[hα, Fi = 0] = 1. By Lemma 29, we know that Pr[hα, Fi = 0] = 1 if and only if
b
= q1n for every a ∈ F, as M is invertible and maps the distribution Pr[hα, Fi = 0] = 1
F(aα)
and Pr[hα, Fi = b] = 0 for all other b to the vector 1q . We conclude the proof by noting that
⊥
if α ∈ C⊥
J
≤k0 then aα ∈ C≤k0 for any a ∈ F.
I Lemma 45. Let F : [n] → F be a k-non-signaling function, and let α ∈ Fn≤k .
b
If Pr[hα, Fi = 0] ≥ 1 − ε, then |F(aα)
− q1n | ≤ q2εn for every a ∈ F.
b
If |F(aα)
− 1n | ≤ εn for every a ∈ F, then Pr[hα, Fi = 0] ≥ 1 − ε.
q

q

Proof. Suppose that Pr[hα, Fi = 0] ≥ 1 − ε. This immediately implies that, for every a ∈ F,
Pr[haα, Fi = 0] ≥ 1 − ε. Therefore,
b
q n F(aα)
− 1 = −1 +

X

ω −Tr(ab) Pr[haα, Fi = b]

b∈F

≤ |−1 + Pr[haα, Fi = 0]| +

X

|ω −Tr(ab) ||Pr[haα, Fi = b]|

b6=0

≤ε+

X

Pr[haα, Fi = b]

b6=0

= ε + (1 − Pr[haα, Fi = 0]) ≤ 2ε .
This proves the first direction.
For the second direction, let v ∈ Cq be the vector where vb = Pr[hα, Fi = b] and let
b
w ∈ Cq be the vector where wa = q n F(aα).
Note that M v = w, where M is the matrix
b
from Lemma 29. Suppose that |F(aα)
− q1n | ≤ qεn for every a ∈ F, so that |wa − 1| ≤ ε for
√
every a ∈ F. Then, we have that kw − 1q k2`2 ≤ qε2 , so that kw − 1q k`2 ≤ ε q. Let u ∈ Cq
be the vector where u0 = 1 and ub = 0 for all other b ∈ F. Observe that M u = 1q . Since
√
√1 M is unitary, we have that k √1 M (v − u)k`2 = k √1 (w − 1q )k`2 ≤ √1 · ε q = ε. Therefore,
q
q
q
q
|vb − ub | ≤ ε for all b ∈ F. In particular, |v0 − 1| ≤ ε, so that Pr[hα, Fi = 0] ≥ 1 − ε.
J

5.3

The relationship between the two definitions

We have given two natural definitions of what it means for a non-signaling function to be in a
linear code. Which of the two definitions is more “correct”? Lemma 39 and Lemma 44 show
that Definition 38 implies Definition 42, in the sense that if F is (C, k 0 )-supported then F is
(C, k 0 )-explainable. We prove that, conversely, Definition 42 implies Definition 38 up to a
factor of 2 in the locality k 0 . We conclude that the two definitions are essentially equivalent.
I Lemma 46. Let C ⊆ Fn be a linear code, and let F : [n] → F be a k-non-signaling function.
If F is (C, k 0 )-supported then F is (C, k 0 )-explainable.
If F is (C, k 0 )-explainable then F is (C, k 0 /2)-supported.
I Remark 47. For specific choices of C one can achieve stronger versions of the above lemma.
For example, when C is the Hadamard code (all linear functions), one can prove the lemma
with k 0 − 1 in place of k 0 /2. Also, some gap in locality is necessary: taking again C to
be the Hadamard code, there exists a non-signaling function F that is (C, k)-explainable
and (C, k − 1)-supported but not (C, k)-supported. (The foregoing statements are shown
implicitly in [4].)
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Proof. Lemma 39 and Lemma 44 imply the first direction, as any (C, k 0 )-supported k-nonb
b n ) = 1n for every α ∈ C⊥ 0 , implying that F is
signaling function F satisfies F(α)
= F(0
≤k
q
0
(C, k )-explainable.
We now prove the second direction. Fix α ∈ C⊥
≤k0 , and let S := {i ∈ [n] : αi 6= 0}. Note
0
that |S| ≤ k since |S| = wt(α). We first show that Pr[hα, Fi = 0] = 1. Indeed, since F is
(C, k 0 )-explainable, we have that
Pr[hα, Fi = 0] ≥ Pr[hα, Fi = 0 ∧ ∃ f ∈ C s.t. F(S) = f |S ]
= Pr[hα, f i = 0 ∧ ∃ f ∈ C s.t. F(S) = f |S ]
= Pr[∃ f ∈ C s.t. F(S) = f |S ] = 1 ,
and so Pr[hα, Fi = 0] = 1.
Now, for any α, α0 ∈ Fn≤k0 /2 with α − α0 ∈ C⊥ we get that for any b ∈ F,
Pr[hα, Fi = b] = Pr[hα0 , Fi + hα − α0 , Fi = b] = Pr[hα0 , Fi = b] ,
since Pr[hα − α0 , Fi = 0] = 1 as α − α0 ∈ C⊥ with wt(α − α0 ) ≤ k 0 . This shows that the
b
b 0 ),
vectors (Pr[hα, Fi = b])b∈F and (Pr[hα0 , Fi = b])b∈F are the same. Thus, F(α)
= F(α
by the definition of F’s Fourier coefficients. By Lemma 39, it follows that F is (C, k 0 /2)supported.
J

6

Low-degree testing

In this section, we prove Theorem 2. Throughout this section, we let m, d, k ∈ N be
parameters, and p be a prime where p ≥ d+2. Let RS⊗m [Fp , d] denote the code of polynomials
from Fm
Fm
p to Fp of individual degree at most d in each variable. We let F : Q
p → Fp be a
(x−a0 )

0
k-non-signaling function. For a subset S ⊆ Fp and a ∈ S, we let δa,S (x) = Qa ∈S\{a} (a−a0 )
a0 ∈S\{a}
(
1 if x = a ,
be the degree |S| − 1 polynomial satisfying δa (x) =
.
0 if x ∈ S \ {a} .
We begin by recalling the degree-d evenly-spaced points test.

I Definition 48 (Evenly-spaced points test). Given a function f : Fm
p → Fp , the degree-d
evenly-spaced points test:
m
m
1. samples a random point x ∈ Fm
p and slope h ∈ Fp \ {0 },

Pd+1
2. checks that i=0 ci f (x + ih) = 0, where ci = (−1)i d+1
i .
I Definition 49 (Evenly-spaced self-correction). The evenly-spaced self-correction of F, denoted F̂, is a bk/(d + 1)c-non-signaling function defined as follows. Let w0 , w1 , . . . , wm ∈ Fm
p
Pm
m
be independent uniformly random vectors in Fm
,
and
for
each
x
∈
F
let
w
=
w
+
x
w
i
i.
x
0
p
p
i=1
For an input set S and g : S → Fp , the distribution of F̂(S) correction is defined as
Pr[F̂(S) = g] =

Pr

w0 ,...,wm ,F

[−

d+1
X

cj F(x + jwx ) = g(x) ∀x ∈ S] .

j=1

Our main theorem is the following.
I Theorem 50 (Formal version of Theorem 2). Let p be a prime, and let m, d ∈ N with
p ≥ d + 2. Let F : Fm
p → Fp be a k-non-signaling function. Suppose that F passes the degree-d
evenly-spaced points test with probability 1 − ε. Then there exists a k 0 -non-signaling function
0
⊗m
G : Fm
[Fp , d], k 0 )-supported such that ∆k0 (F̂, G) ≤ O(p3k /2 (d + 1)m ε),
p → Fp that is (RS
k
where k 0 = b 2(d+1)(d+2) c − 3.
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When ε = 0, the theorem can be simplified considerably to the statement below.
I Theorem 51 (Formal version of Theorem 2, zero error case). Let p be a prime, and let m, d ∈
N with p ≥ d + 2. Let F : Fm
p → Fp be a k-non-signaling function. Suppose that F passes the
degree-d evenly-spaced points test with probability 1. Then F is (RS⊗m [Fp , d], bk/(d + 2)c−1)supported.
We prove Theorem 50 via the following statements, each proved in one of the following
sections.
I Lemma 52 (Average to worst case). Suppose that F passes the degree-d evenly-spaced
Pd+1
points test with probability 1 − ε, i.e. that Prh6=0m ,x,F [ i=0 ci F(x + ih) = 0] ≥ 1 − ε. Then
P
d+1
m
for every x, h ∈ Fm
it holds that PrF̂ [ i=0 ci F̂(x + ih) = 0] ≥ 1 − (d + 1)ε.
p with h 6= 0
I Lemma 53 (Evenly-spaced points to axis-parallel lines). Let F̂ : Fm
p → Fp be a k̂-nonm
signaling function, with k̂ ≥ 2d + 3. Suppose that for every x, h ∈ Fp with h 6= 0m it holds
Pd+1
that PrF̂ [ i=0 ci F̂(x + ih) = 0] ≥ 1 − ε. Then for every b1 , . . . , bm ∈ Fp , i ∈ [m], and
S ⊆ Fp \ {bi } of size |S| = d + 1 ≤ k̂ − d − 2 it holds that
Pr[F̂(b1 , . . . , bm ) =
F̂

X

δa,S (bi ) · F̂(b1 , . . . , bi−1 , a, bi+1 , . . . , bm )] ≥ 1 − pε .

a∈S

I Lemma 54 (Robust local characterization). Let F̂ : Fm
p → Fp be a k̂-non-signaling function,
and suppose that for every i ∈ [m], b1 , . . . , bm ∈ Fp , and S 0 ⊆ Fp \ {bi } of size |S 0 | = d + 1 it
holds that
X
Pr[F̂(b1 , . . . , bm ) =
δa,S 0 (bi ) · F̂(b1 , . . . , bi−1 , a, bi+1 , . . . , bm )] ≥ 1 − ε .
F̂

a∈S 0

⊗m
Then for every S ⊆ Fm
[Fp , d] S ] ≥
p with |S| ≤ bk̂/(d + 2)c it holds that Pr[F̂(S) ∈ RS
m−1
1 − 2|S| · (d + 1)
ε.
0
I Lemma 55. Let F̂ : Fm
p → Fp be a k̂-non-signaling function, and let k ≤ k̂. Suppose
⊗m
m
0
that for every S ⊆ Fp with |S| ≤ k it holds that Pr[F̂(S) ∈ RS [Fp , d] S ] ≥ 1 − ε.
Then there exists a k 0 /2-non-signaling function G that is (RS⊗m [Fp , d], k 0 /2)-supported and
0
0
∆k0 /2 (F, G) ≤ (pk /2 + 1) · pk /4 · 2ε.

6.1

Step 1: Average to worst case reduction

We prove Lemma 52. Fix x, h ∈ Fm
6 0m . Observe that wx+ih = wx + i(wh − w0 ).
p with h =
Therefore
Pr[
F̂

d+1
X

ci F̂(x + ih) = 0] =

i=0

Pr

w0 ,...,wm ,F

≥

Pr

[

d+1
X

−cj

j=1

w0 ,...,wm ,F

[

d+1
X
i=0

≥ 1 − (d + 1)ε ,

d+1
X

Pr

w0 ,...,wm ,F

[

d+1
X
i=0

ci

d+1
X

−cj F(x + ih + jwx+ih ) = 0]

j=1

ci F(x + ih + jwx + ij(wh − w0 )) = 0]

i=0

ci F(x + jwx + i(h + j(wh − w0 ))) = 0 ∀j ∈ [d + 1]]

A. Chiesa, P. Manohar, and I. Shinkar

26:29

where last inequality is by union bound, using the fact that for j 6= 0 the vectors x + jwx and
m
h + j(wh − w0 ) are independent and uniformly random vectors in Fm
p . Indeed, for h 6= 0
Pm
the vector h + j(wh − w0 ) is equal to h + i=1 jhi wi , and hence is uniformly random, and
Pm
x + jwx is equal to x + jw0 + i=1 jxi wi , which is also uniformly random and independent
of h + j(wh − w0 ) because the term w0 is independent of all other wi ’s.

6.2

Step 2: From evenly-spaced points to axis-parallel lines

We prove Lemma 53. Note that by the assumption for every x ∈ Fm
p and h = ei it holds that
Pd+1
PrF̂ [ `=0 c` F̂(x + `ei ) = 0] ≥ 1 − ε. Fix i ∈ [m], b1 , . . . , bi−1 , bi+1 , . . . bm ∈ Fp , and S ⊆ Fp
of size |S| = d + 2. We claim that
Pr[∃ g ∈ RS[Fp , d] s.t. F̂(b1 , . . . , bi−1 , s, bi+1 , . . . bm ) ≡ g(s) ∀s ∈ S] ≥ 1 − pε .

(1)

This clearly implies Lemma 53.
In order to prove Equation (1), let us order the elements of S as s1 ≤ s2 ≤ · · · ≤ sd+2
by treating si ’s as integers in {0, 1, 2, . . . , p − 1} ⊆ N. For each j ∈ Fp define the interval
Ij = {j, j + 1, j + 2, . . . , j + d + 1}, and denote Qj = {s ∈ S : s ≤ j + d + 2} ∪ Ij . We claim
that with high probability F̂ on the points corresponding to Qj agrees with some univariate
polynomial. Specifically, we prove the following claim.
B Claim 56. For each j = 0, 1 . . . , p − 1 it holds that
Pr[∃ g ∈ RS[Fp , d] s.t. F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) ≡ g(`) ∀` ∈ Qj ] ≥ 1 − (j + 1)ε .
It is clear that the statement of Claim 56 for j = p − 1 implies Equation (1), and hence
proves Lemma 53.
Proof of Claim 56. The proof is by induction in j. For the base case of j = 0 we query F̂ on
the set I0 . By the assumption of the lemma we have
Pr[∃ g ∈ RS[Fp , d] s.t. F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) = ` ∀` ∈ I0 ] ≥ 1 − ε ,
F̂

and the claim hold since for j = 0 we have Q0 = I0 .
For the induction step suppose that the statement of the claim holds for j − 1, i.e., with
probability 1 − jε there exists a univariate polynomial g of degree d that agrees with F̂
on Qj−1 . Note that the set Q0j−1 = Qj−1 \ {j − 1} contains the d + 1 consecutive points
{j, j + 1, . . . , j + d}, and these points uniquely define the polynomial g of degree d. Therefore
Pr[∃ g ∈ RS[Fp , d] s.t. F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) ≡ g(`) ∀` ∈ Q0j−1 ] ≥ 1 − jε .
On the other hand, by the assumption that F̂ satisfies evenly-spaced constraints with
probability ≥ 1 − ε we have
Pr[∃ g 0 ∈ RS[Fp , d] s.t. F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) ≡ g 0 (`) ∀` ∈ Ij ] ≥ 1 − ε .
Note that the above statement requires that p ≥ d + 2, as passing the evenly-spaced points
test along a line corresponds to being a univariate polynomial only when p ≥ d + 2.
Query F̂ on the set Q0j−1 ∪Ij . By union bound, the above events both hold with probability
≥ 1 − (j + 1)ε, so that there exists g, g 0 ∈ RS[Fp , d] such that F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) =
g(`) for all ` ∈ Q0j−1 and F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) = g 0 (`) for all ` ∈ Ij . However, since Q0j−1 intersects Ij on d + 1 points it must be the case that g = g 0 . Hence,
F̂(b1 , . . . , bi−1 , `, bi+1 , . . . bm ) = g(`) for all ` ∈ Q0j−1 ∪ Ij . Since Qj ⊆ Q0j−1 ∪ Ij , this proves
the induction step. Since Q0j−1 ∪ Ij ≤ |S| + d + 2 and |Qj | ≤ |S| + d + 2, it follows that
this is valid for all S with |S| ≤ k̂ − d − 2, which completes the proof of Claim 56.
C
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6.3

Step 3: A robust local characterization of low-degree polynomials

We prove Lemma 54. We begin by introducing some notation. For each i ∈ [m] define
Si ⊆ Fip to be the projection of S to the first i coordinates, i.e. that
Si :={(a1 , . . . , ai ) ∈ Fip : ∃ bi+1 , . . . bm ∈ Fp s.t. (a1 , . . . , ai , bi+1 , . . . , bm ) ∈ S} .
Note that Sm = S. For any set R ⊆ Fip and bi+1 , . . . , bm ∈ Fp , we define the extension of R
as
R(bi+1 ,...,bm ) :=R × {(bi+1 , . . . , bm )} .
We prove by induction that for every i ∈ [m] and every bi+1 , . . . , bm ∈ Fp it holds that
Pr[∃ gi ∈ RS⊗i [Fp , d] s.t. F̂(a1 , . . . , ai , bi+1 , . . . , bm ) = gi (a1 , . . . , ai ) ∀(a1 , . . . , ai ) ∈ Si ] ≥ 1 − εi ,
(2)

Pi

j−1
ε. Note that the above probability is well-defined since we query
j=1 (d+1)
(bi+1 ,...,bm )
F̂ on the set Si
, which contains at most |S| ≤ k 0 ≤ k points. Equation (2) proves
m
Pm
Lemma 54, as Sm = S and εm ≤ |S|·( j=1 (d+1)j−1 )·ε ≤ (d+1)d −1 ·|S|ε ≤ 2(d+1)m−1 |S|ε.

where εi = |S|

We first show the base case: i = 1. Let R ⊆ S1 be a subset of size min(d + 1, |S1 |).
(b ,...,bm )
Query F̂ on S1 2
, and let g1 ∈ RS⊗1 [Fp , d] be the univariate polynomial g1 (x) =
P
a∈R δa,R (x) · F̂(a, b2 , . . . , bm ). Then,
Pr[∃ g1 ∈ RS⊗1 [Fp , d] s.t. F̂(a1 , b2 , . . . , bm ) = g1 (a1 ) for all a1 ∈ S1 ] ≥ 1 − |S1 |ε = 1 − ε1 .
This is because if a1 ∈ R, then F̂(a, b2 , . . . , bm ) = g1 (a) is trivially true by definition of g1 ,
and if a1 ∈ S1 \ R then this is true because
X
F̂(a1 , b2 , . . . , bm ) =
δa,R (a1 ) · F̂(a, b2 , . . . , bm ) = g1 (a1 ) ,
a∈R

with probability 1 − ε, by the assumption on F̂.
We now show the induction step. Suppose that Equation (2) holds for i − 1 and every
bi , . . . , bm ∈ Fp . Let Ri = Si ∪ (Si−1 × {0, . . . , d}). Fix bi+1 , . . . , bm ∈ Fp , and query F̂
(bi+1 ,...,bm )

on Ri

(bi+1 ,...,bm )

. Note that this is well-defined since Ri

≤ |Si | + (d + 1)|Si−1 | ≤

(d + 2)|S| ≤ (d + 2)k 0 ≤ k.
We have that Si−1 × {0, . . . , d} ⊆ Ri , and so for every j ∈ {0, . . . , d}, the induction
hypothesis implies (by setting bi = j) that with probability at least 1 − εi−1 there exists
(j)
(j)
gi−1 ∈ RS⊗i−1 [Fp , d] such that F̂(a1 , . . . , ai−1 , j, bi+1 , . . . , bm ) = gi−1 (a1 , . . . , ai−1 ) for every
(a1 , . . . , ai−1 ) ∈ Si−1 .
For j ∈ {0, . . . , d}, let δj (x):=δj,{0,...,d} (x). Let gi ∈ RS⊗i [Fp , d] be defined as gi (x1 , . . . , xi )
Pd
(j)
= j=0 δj (xi ) · gi−1 (x1 , . . . , xi−1 ). We show that
Pr[F̂(a1 , . . . , ai , bi+1 , . . . , bm ) = gi (a1 , . . . , ai ) for all (a1 , . . . , ai ) ∈ Si ] ≥ 1 − εi .
Indeed, note that for any (a1 , . . . , ai ) ∈ Si we have (a1 , . . . , ai−1 ) ∈ Si−1 , and so with
(j)
probability 1 − (d + 1)εi−1 all the gi−1 ’s exist, and so we have that for all (a1 , . . . , ai ) ∈ Si it
holds that
gi (a1 , . . . , ai ) =

d
X
j=0

(j)

δj (ai ) · gi−1 (a1 , . . . , ai−1 ) =

d
X
j=0

δj (ai ) · F̂(a1 , . . . , ai−1 , j, bi+1 , . . . , bm )
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By the assumption on F̂, we have
Pr[

d
X

δj (ai ) · F̂(a1 , . . . , ai−1 , j, bi+1 , . . . , bm )

j=0

= F̂(a1 , . . . , ai , bi+1 , . . . , bm ) ∀(a1 , . . . , ai ) ∈ Si ] ≥ 1 − |Si |ε .
Combining the two equations shows that gi (a1 , . . . , ai ) = F̂(a1 , . . . , ai , bi+1 , . . . , bm ) with
probability 1 − (d + 1)εi−1 − |Si |ε ≥ 1 − (d + 1)εi−1 − |S|ε = 1 − εi , as required, completing
the proof.

6.4

Step 4: Completing the proof

The following generic lemma immediately implies Lemma 55.
I Lemma 57. Let C ⊆ Fn be a linear code, and let F be a k-non-signaling function. Suppose
that Pr[hα, Fi = 0] ≥ 1 − ε for every α ∈ C⊥
≤k . Then there exists a k/2-non-signaling
function G that is (C, k/2)-supported such that ∆k/2 (F, G) ≤ (q k/2 + 1) · q k/4 · 2ε.
Proof. Let α, α0 ∈ Fn≤k/2 such that α − α0 ∈ C⊥ . Then
b
b 0) =
F(α)
− F(α

1 X −j
ω (Pr[Tr(hα, Fi) = j] − Pr[Tr(hα0 , Fi) = j])
qn
j∈Fp

1 X −j
≤ n
ω
Pr[Tr(hα, Fi) = j] − Pr[Tr(hα0 , Fi) = j]
q
j∈Fp

1 X
Pr[Tr(hα, Fi) = j ∧ hα − α0 , Fi 6= 0] − Pr[Tr(hα0 , Fi) = j ∧ hα − α0 , Fi 6= 0]
≤ n
q
j∈Fp

1 X
≤ n
q

Pr[Tr(hα, Fi) = j ∧ hα − α0 , Fi 6= 0] + Pr[Tr(hα0 , Fi) = j ∧ hα − α0 , Fi 6= 0]



j∈Fp

2
2ε
≤ n · Pr[hα − α0 , Fi 6= 0] ≤ n ,
q
q

since α − α0 ∈ C⊥ and wt(α − α0 ) ≤ k. By Lemma 41, there exists a quasi-distribution
Q supported on C such that ∆k/2 (F, Q) ≤ q k/4 · 2ε. By Lemma 26, there exists a quasidistribution Q0 supported on C such that ∆k/2 (Q, Q0 ) ≤ q k/2 · q k/4 · 2ε. Letting G be the
k/2-non-signaling function corresponding to Q0 completes the proof.
J

7

Local characterizations and linear proofs

We prove Theorem 8 in this section. For this section, we let k 0 ≤ k be an integer. We
let C ⊆ Fn be a linear code, and T ⊆ Fn be a set of constraints. Given a k-non-signaling
function F, we say that F satisfies a constraint α ∈ Fn≤k if Pr[hα, Fi = 0] = 1.
I Definition 58. We let Consistent(T, k) denote the set of k-non-signaling functions F where
Pr[hα, Fi = 0] = 1 for every α ∈ T . That is, Consistent(T, k) is the set of k-non-signaling
functions that are consistent with T .
We note that by Lemma 44, Consistent(C⊥
≤k0 , k) is the set of k-non-signaling functions
that are (C, k 0 )-explainable.
With the above definition, the definition of local characterization can be rephrased as
follows.
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I Definition 59. For ` ≤ k 0 ≤ k, a set of constraints T ⊆ C⊥
≤` is a `-local characterization
of (C, k 0 , k) if Consistent(T, k) equals the set of k-non-signaling functions that are (C, k 0 )explainable, i.e. that Consistent(T, k) = Consistent(C⊥
≤k0 , k).
In this language, [4] shows that T = {ex + ey − ex+y : x, y ∈ {0, 1}n } is a 3-local
characterization of (C, k − 1, k), where C is the Hadamard code.
We briefly recall the definition of a k-local linear proof introduced in Section 1.2.
I Definition 60 (k-local linear proof). Given a constraint set T and α ∈ Fn , we write T `k α
if there exists a sequence (α0 :=0n , α1 , . . . , αr−1 , αr :=α) with each αi ∈ Fn such that, for
every i ∈ [r], one of the following holds:
∃ j < i and b ∈ F such that αi = bαj
∃ j < i and γ ∈ T such that |supp(αj ) ∪ supp(γ)| ≤ k and αi = αj + γ
∃ j1 , j2 < i such that |supp(αj1 ) ∪ supp(αj2 )| ≤ k and αi = αj1 + αj2 .
Theorem 8 is stated formally as the theorem below.
I Theorem 61 (Formal version of Theorem 8). k-local linear proofs are complete and sound
for k-non-signaling functions. In particular, for ` ≤ k 0 ≤ k, a set of constraints T ⊆ C⊥
≤` is
a `-local characterization of (C, k 0 , k) if and only if T `k C⊥
≤k0 .
The proof of Theorem 61 relies on the notion of a k-local subspace, which we define
below.
I Definition 62. A k-local subspace V is a subset of Fn≤k where V⊆S ⊆ Fn is a linear subspace
for every S ⊆ [n]≤k .
We prove Theorem 61 by showing the following three lemmas.
I Lemma 63 (Soundness). If T `k α, then Consistent(T, k) = Consistent(T ∪ {α}, k).
I Lemma 64. For every k-local subspace V ⊆ Fn≤k , there exists a k-non-signaling function
1
F such that Pr[hα, Fi = 0] = 1 for every α ∈ V, and Pr[hα, Fi = 0] = |F|
otherwise.
I Lemma 65. {α ∈ Fn : T `k α} ⊆ Fn≤k is a k-local subspace.
The following corollary follows immediately from Lemma 64 and Lemma 65.
I Corollary 66 (Strong completeness). There exists a k-non-signaling function such that
1
Pr[hα, Fi = 0] = 1 for every α where T `k α, and Pr[hα, Fi = 0] = |F|
otherwise.
Proof of Theorem 61. Completeness and soundness are shown in Corollary 66 and
Lemma 63. It remains to show the equivalence for local characterizations.
Suppose that T `k C⊥
≤k0 . Then by Lemma 63 we have that Consistent(T, k) and
0
⊥
Consistent(T ∪ C⊥
,
k)
are
equal. Since T ⊆ C⊥
0
≤k
≤` and ` ≤ k , we get that T ⊆ C≤k0 .
⊥
⊥
Hence, Consistent(T, k) = Consistent(T ∪ C≤k0 , k) = Consistent(C≤k0 , k), as required.
Conversely, suppose that T is an `-local characterization of (C, k 0 , k). By Lemma 64
and Lemma 65, there exists a k-non-signaling function F such that Pr[hα, Fi = 0] = 1 for
1
every α ∈ Fn≤k such that T `k α, and Pr[hα, Fi = 0] = |F|
otherwise. Since T `k α for every
α ∈ T , it follows that F ∈ Consistent(T, k), which implies that F ∈ Consistent(C⊥
≤k0 , k) as T
is an `-local characterization of (C, k 0 , k). This implies that T `k α for all α ∈ C⊥
≤k0 , since
for all such α it holds that Pr[hα, Fi = 0] = 1, and thus T `k α. Hence, T `k C⊥
≤k0 , as
required.
J
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Proof of Lemma 63

It is clear that from the definition that Consistent(T, k) ⊇ Consistent(T ∪ {α}, k) for all
α ∈ Fn . Below we prove the containment in the other direction. Suppose that T `k α,
and let (α0 = 0n , α1 , . . . , αr = α) be a k-local proof of α from T . Let F ∈ Consistent(T, k),
that is, F is a k-non-signaling function such that ∀γ ∈ T , Pr[hγ, Fi = 0] = 1. We prove by
induction that for i ∈ [r] it holds that Pr[hαi , Fi = 0] = 1.
For the base case of i = 0 it must be the case that α0 = 0n . Therefore, Pr[hα0 , Fi = 0] = 1.
For the induction step let i ≥ 1, and consider the following three cases.
1. There exists j < i and b ∈ F \ {0n } such that αi = bαj . Then,
Pr[hαi , Fi = 0] = Pr[bhαj , Fi = 0] = Pr[hαj , Fi = 0] = 1 ,
where the last equality uses the induction hypothesis.
2. There exist j < i and γ ∈ T such that αi = αj + γ with |supp(αj ) ∪ supp(γ)| ≤ k. Since
F ∈ Consistent(T, k) we have that Pr[hγ, Fi = 0] = 1, as γ ∈ T . Therefore,
Pr[hαi , Fi = 0] = Pr[hαj , Fi + hγ, Fi = 0] ≥ Pr[hαj , Fi = 0 ∧ hγ, Fi = 0] = 1 ,
as required. Note that Pr[hαj , Fi = 0 ∧ hγ, Fi = 0] is well-defined because we have
|supp(αj1 ) ∪ supp(γ)| ≤ k.
3. There exist j1 , j2 < i such that αi = αj1 + αj2 and |supp(αj1 ) ∪ supp(αj2 )| ≤ k. By the
induction hypothesis we know that Pr[hαj1 , Fi = 0] = 1 and Pr[hαj2 , Fi = 0] = 1. Thus,
Pr[hαi , Fi = 0] = Pr[hαj1 , Fi + hαj2 , Fi = 0] ≥ Pr[hαj1 , Fi = 0 ∧ hαj2 , Fi = 0] = 1 ,
and therefore Pr[hαi , Fi = 0] = 1. Again, we require |supp(αj1 ) ∪ supp(αj2 )| ≤ k in order
for the last probability to be well-defined.
In particular, this implies that Pr[hα, Fi = 0] = Pr[hαr , Fi = 0] = 1, and hence
F ∈ Consistent(T ∪ {α}, k). Therefore Consistent(T, k) ⊆ Consistent(T ∪ {α}, k), which
completes the proof of Lemma 63.

7.2

Proof of Lemma 64

We define F specifying its local distributions FS for each S ⊆ [n]≤k . We define the function
FS : FS → C by specifying its (local) Fourier coefficients as follows. We set the Fourier
1
cS (α) to be |S|
coefficient F
if α ∈ V, and 0 otherwise.
q
We now show that each FS is a distribution. For any f : S → F we have
FS (f ) =

X

cS (α)χα (f ) =
F

α∈V⊆S

α∈FS

1

X
q

χ (f ) =
|S| α

1
q |S|

X

ω Tr(hα,f i) .

α∈V⊆S

For each b ∈ F, let Vb ⊆ V⊆S be the set of α ∈ V⊆S where hα, f i = b. Let π : V⊆S → F be
the map where π(α) = hα, f i. Since V⊆S is a subspace, π is a homomorphism. It follows
P
that either V0 = V⊆S or |Vb | = |V0 | for every b ∈ F. In the first case, α∈V⊆S ω Tr(hα,f i) =
|V⊆S | ≥ 0. In the second case,
X
α∈V⊆S

ω Tr(hα,f i) =

X X
b∈F α∈Vb

ω Tr(b) =

X
b∈F

|Vb |ω Tr(b) = |V0 |

X

ω Tr(b) = 0 .

b∈F

This implies that in either case, FS (f ) ≥ 0, and so FS is a distribution.
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We now show that the collection of local distributions {FS }S⊆[n]≤k is indeed non-signaling.
cS (α) = 1 = q |R| F
cR (α) for every
This follows from Lemma 35. If α ∈ V then we have that q |S| F
|S| c
cR (α).
S, R ∈ [n]≤k such that supp(α) ⊆ S ∩ R, and otherwise we have q FS (α) = 0 = q |R| F
Thus, the collection of local distributions is a k-non-signaling function F.
It remains to show that F satisfies the desired property. Observe that for every α,
b
b
q n F(α)
= q |supp(α)| Fbsupp(α) (α) = 1 if α ∈ V, and otherwise F(α)
= 0. By Lemma 29 it
follows that F has the desired properties.

7.3

Proof of Lemma 65

Let V = {α ∈ Fn : T `k α}. We show that V is a k-local subspace. Let S ⊆ [n]≤k . We need
to show that V⊆S is a linear subspace of Fn . We first observe that 0n is always in the set, as
T `k 0n always.
Let α ∈ V⊆S and let b ∈ F \ {0}. Then we have that T `k α which implies that T `k bα.
Since supp(bα) = supp(α) ⊆ S, it follows that bα ∈ V⊆S .
Let α, β ∈ V⊆S . Then, since |supp(α) ∪ supp(β)| ≤ |S| ≤ k we have that (α, β, α + β) is
a hyperedge in Γk . Thus, since T `k {α, β} it follows that T `k α + β. Since supp(α + β) ⊆
supp(α) ∪ supp(β) ⊆ S, it follows that α + β ∈ V⊆S .
We have thus shown that V⊆S is a linear subspace of Fn , which completes the proof.

8

Low-degree testing fails for small locality

In this section, we prove Theorem 3. The proof relies heavily on Theorem 8.
We let C be the linear code of m-variate polynomials P : Fm → F of total degree at most
d, with m ≥ 2, and let T be the set of α’s in C⊥ where the supp(α) is contained in exactly
one line.
We define the rank of an element in C⊥ to be
rankT (α):=

min

T 0 ⊆T :α∈span(T 0 )

|T 0 | .

Note that since span(T ) = C⊥ , the rank of α is well-defined for all α ∈ C⊥ .
We let T0 denote the subset of T that only contains elements whose support is evenlyspaced along a line and has weight d + 2. With this notation, the non-signaling evenly-spaced
test (i) samples α ← T0 uniformly at random, and (ii) checks that hα, Fi = 0.
The main theorem we prove is stated below, and is the formal statement of Theorem 3.
3
I Theorem 67 (Formal version of Theorem 3). For every k with 2d + 2 ≤ k < 16
(d + 2)2 ,
there exists a k-non-signaling function such that Pr[hα, Fi = 0] = 1 for every α ∈ T≤k , and
1
yet ∆2d+2 (F, F 0 ) ≥ (1 − |F|
) for every (2d + 2)-non-signaling function F 0 that is (C, 2d + 2)explainable.

We begin the proof of Theorem 67 by showing the following lemma. This lemma follows
from earlier statements, and outlines a sufficient condition to prove Theorem 67
I Lemma 68. Suppose that there exists α∗ ∈ C⊥ with wt(α∗ ) = 2d + 2 such that for every
3
3
k < 16
(d + 2)2 it holds that T 6`k α∗ . Then for every k with 2d + 2 ≤ k < 16
(d + 2)2 there
exists a k-non-signaling function F such that Pr[hα, Fi = 0] = 1 for every α ∈ T≤k , and
1
yet ∆2d+2 (F, F 0 ) ≥ 1 − |F|
for every (2d + 2)-non-signaling function F 0 that is (C, 2d + 2)explainable.
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3
Proof. Applying Corollary 66, for every k with 2d + 2 ≤ k < 16
(d + 2)2 , we get that there
exists a k-non-signaling function F such that Pr[hα, Fi = 0] = 1 for every α ∈ T≤k and
1
Pr[hα∗ , Fi = 0] = |F|
. Let F 0 be a (2d + 2)-non-signaling function that is (C, 2d + 2)explainable. Since for every S ⊆ Fm with |S| ≤ 2d + 2 we have that Pr[F 0 (S) ∈ C|S ] = 1
and α∗ ∈ C⊥ has wt(α∗ ) = 2d + 2, it follows that Pr[hα∗ , F 0 i = 0] = 1. Therefore,
1
∆2d+2 (F, F 0 ) ≥ |Pr[hα∗ , Fi = 0] − Pr[hα∗ , F 0 i = 0]| = 1 − |F|
.
J

By Lemma 68 it suffices to find such an α∗ . We let α∗ ∈ C⊥ be any constraint where
supp(α) has size 2d + 2 and is contained on the curve x21 − x2 = 0 embedded on the plane
x3 = x4 = · · · = xm = 0 in Fm . We note that α∗ is one of the constraints that checks that
P (t, t2 , 0, . . . , 0) is a univariate polynomial of degree at most 2d in t.
We show that α∗ satisfies the desired properties in two main lemmas. We first show the
following generic lemma, which gives us a way to prove that T 6`k α∗ .
I Lemma 69 (Interval cut Lemma). Fix α ∈ C⊥ . Suppose that there exists r ∈ R with
2 ≤ r ≤ rankT (α) such that for every β ∈ C⊥ with rankT (β) ∈ [r/2, r) it holds that T 6`k β.
Then T 6`k α.
We then show that every β ∈ C⊥ of rank in [(d + 2)/4, (d + 2)/2) must have large weight,
implying that they are not provable from T when k is small.
I Lemma 70. For every β ∈ C⊥ with rankT (β) ∈ [(d + 2)/4, (d + 2)/2) it holds that
3
3
wt(β) ≥ 16
(d + 2)2 . In particular, if k < 16
(d + 2)2 then T 6`k β.
With the above two lemmas, we now finish the proof of Theorem 67.
3
Proof of Theorem 67. Let k < 16
(d + 2)2 . We first show that rankT (α∗ ) ≥ d + 1. Since the
2
curve x1 − x2 = 0 is irreducible in F[x1 , x2 , . . . , xm ], any line L intersects the curve on at
most 2 distinct points. It follows that rankT (α∗ ) ≥ (2d + 2)/2 = d + 1, as any constraint
β ∈ T can only have at most 2 points on the curve x21 − x2 = 0.
3
Since k < 16
(d + 2)2 , Lemma 70 implies that T 6`k β for every β with rankT (β) ∈
[(d + 2)/4, (d + 2)/2). Thus, by Lemma 69 it follows that T 6`k α∗ . Hence, α∗ satisfies the
assumptions of Lemma 68, and so applying Lemma 68 completes the proof of Theorem 67. J

Next we turn to the proofs of Lemma 69 and Lemma 70.
Proof of Lemma 69. First, observe that by definition of rank, rankT (α1 + α2 ) ≤ rankT (α1 ) +
rankT (α2 ). By the assumption of the lemma, there exists r ∈ R with 2 ≤ r ≤ rankT (α) such
that for every β ∈ C⊥ with rankT (β) ∈ [r/2, r) it holds that T 6`k β. We need to show that
T 6`k α.
Suppose toward a contradiction that T `k α. Then there exists a path (α1 , . . . , αt = α) in
Γk (C⊥ , T ) from 0n to α. Let S1 be the set of αi ’s such that rankT (αi ) < r/2, and let S2 be
the set of αi ’s such that rankT (αi ) ≥ r. Note that S1 ∪ S2 = {α1 , . . . , αt }, as otherwise there
would exist some i such that αi has rank in [r/2, r), which would contradict the assumption
that T `k αi for all i ∈ [t].
Since rankT (α) ≥ r it follows that α ∈ S2 , and hence S2 =
6 ∅. Let ` be the smallest
index such that α` ∈ S2 . We have that α` =
6 0n since α` ∈ S2 , and there does not exist
i < ` and b ∈ F \ {0} such that α` = bαi , as then rankT (αi ) = rankT (α` ) ≥ r, thus
contradicting the minimality of `. Suppose that there exists i < ` and γ ∈ T such that
α` = αi + γ. By the minimality of `, we must have that αi ∈ S1 , and hence r ≤ rankT (α` ) ≤
rankT (αi ) + rankT (γ) < r/2 + 1 ≤ r/2 + r/2 = r, which is also a contradiction. Therefore,
there must either exist j1 , j2 < ` such that α` = αj1 + αj2 . By the minimality of `, we must
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have that αj1 , αj2 ∈ S1 , and hence r ≤ rankT (α` ) ≤ rankT (αj1 ) + rankT (αj1 ) < r/2 + r/2 = r,
which is, again, a contradiction. In all cases we have reached a contradiction to the assumption
that T `k α, which completes the proof of Lemma 69.
J
I Remark 71. We note that in the foregoing proof we only required that rankT is subadditive,
i.e., that rankT (α1 + α2 ) ≤ rankT (α1 ) + rankT (α2 ), rankT (α) = 1 for every α ∈ T , and
rankT (0n ) = 0. Thus, the Interval Cut Lemma holds for any such subadditive function.
Proof of Lemma 70. Let β ∈ C⊥ be such that rankT (β) = r ∈ [(d + 2)/4, (d + 2)/2). Then
Pr
there exist lines L1 , . . . , Lr such that β = i=1 βi where supp(βi ) ⊆ Li . The Li ’s must be
distinct, as otherwise we could add two constraints contained in the same line and we would

r
then get rankT (β) < r. We have that wt(βi ) ≥ d+2 for each i. Hence, wt(β) ≥ r(d+2)−2
2 ,

since each βi contributes at least d + 2 to the weight, and there are at most 2r intersection
d+2
points as each of the r lines is distinct. The function f (r) = r(d + 2) − r2 for r ∈ [ d+2
4 , 2 )
d+2
3
2
2
is minimized when r = 4 , and hence wt(β) ≥ r(d + 2) − r ≥ 16 (d + 2) , which completes
the proof.
J
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Abstract
Consider an algorithm performing a computation on a huge random object (for example a random
graph or a “long” random walk). Is it necessary to generate the entire object prior to the computation,
or is it possible to provide query access to the object and sample it incrementally “on-the-fly” (as
requested by the algorithm)? Such an implementation should emulate the random object by
answering queries in a manner consistent with an instance of the random object sampled from the
true distribution (or close to it). This paradigm is useful when the algorithm is sub-linear and thus,
sampling the entire object up front would ruin its efficiency.
Our first set of results focus on undirected graphs with independent edge probabilities, i.e. each
edge is chosen as an independent Bernoulli random variable. We provide a general implementation
for this model under certain assumptions. Then, we use this to obtain the first efficient local
implementations for the Erdös-Rényi G(n, p) model for all values of p, and the Stochastic Block
model. As in previous local-access implementations for random graphs, we support Vertex-Pair
and Next-Neighbor queries. In addition, we introduce a new Random-Neighbor query. Next, we
give the first local-access implementation for All-Neighbors queries in the (sparse and directed)
Kleinberg’s Small-World model. Our implementations require no pre-processing time, and answer
each query using O(poly(log n)) time, random bits, and additional space.
Next, we show how to implement random Catalan objects, specifically focusing on Dyck paths
(balanced random walks on the integer line that are always non-negative). Here, we support Height
queries to find the location of the walk, and First-Return queries to find the time when the walk
returns to a specified location. This in turn can be used to implement Next-Neighbor queries on
random rooted ordered trees, and Matching-Bracket queries on random well bracketed expressions
(the Dyck language).
Finally, we introduce two features to define a new model that: (1) allows multiple independent
(and even simultaneous) instantiations of the same implementation, to be consistent with each other
without the need for communication, (2) allows us to generate a richer class of random objects that
do not have a succinct description. Specifically, we study uniformly random valid q-colorings of an
input graph G with maximum degree ∆. This is in contrast to prior work in the area, where the
relevant random objects are defined as a distribution with O(1) parameters (for example, n and p
in the G(n, p) model). The distribution over valid colorings is instead specified via a “huge” input
(the underlying graph G), that is far too large to be read by a sub-linear time algorithm. Instead,
our implementation accesses G through local neighborhood probes, and is able to answer queries
to the color of any given vertex in sub-linear time for q ≥ 9∆, in a manner that is consistent with
a specific random valid coloring of G. Furthermore, the implementation is memory-less, and can
maintain consistency with non-communicating copies of itself.
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1

Introduction

Consider an algorithm performing a computation on a huge random object (for example a huge
random graph or a “long” random walk). Is it necessary to generate the entire object prior to
the computation, or is it possible to provide local query access to the object and generate it
incrementally “on-the-fly” (as requested by the algorithm)? Such an implementation would
ideally emulate the random object by answering appropriate queries, in a manner that is
consistent with a specific instance of the random object, sampled from the true distribution.
This paradigm is useful when we wish to simulate a sub-linear algorithm on a random object,
since sampling the entire object up front would ruin its efficiency.
In this work, we focus on generating huge random objects in a number of new settings,
including basic random graph models that were not previously considered, Catalan objects,
and random colorings of graphs. One emerging theme that we develop further is to provide
access to random objects through more complex yet natural queries. For example, consider an implementation for Erdös-Rényi G(n, p) random graphs, where the simplest query
Vertex-Pair(u, v) would ask about the existence of edge (u, v), which can be answered
trivially by flipping a coin with bias p (thus revealing a single entry in the adjacency matrix).
However, many applications involving non-dense graphs would benefit from adjacency list
access, which we provide through Next-Neighbor and Random-Neighbor queries1
The problem of sampling partial information about huge random objects was pioneered
in [26, 24, 25], through the implementation of indistinguishable pseudo-random objects
of exponential size. Further work in [41, 18] considers the implementation of different
random graph models. [18] introduced the study of Next-Neighbor queries which provide
efficient access to the adjacency list representation. In addition to supporting Vertex-Pair
and Next-Neighbor, we also introduce and implement a new Random-Neighbor query for
undirected graphs with independent edge probabilities.
Finally, we define a new model that allows us to generate a richer class of random objects
that do not have a succinct description. Specifically, we study uniformly random valid
q-colorings of an input graph G with max degree ∆. This is in contrast to prior work in the
area, where random objects are defined as a distribution with O(1) parameters (for example,
n and p in the G(n, p) model). The distribution over valid colorings is instead specified via
a “huge” input (the underlying graph G), that is too large to be read by a sub-linear time
algorithm. Instead, our implementation accesses G using local neighborhood probes.
This new model can be compared to Local Computation Algorithms, which also implement
query access to a consistent valid solution, and read their input using local probes. Inspired
by this connection, we extend our model to support memory-less implementations. This
allows multiple independent (possibly simultaneous) instantiations to agree on the same

1
Vertex-Pair(u, v) returns whether u and v are adjacent, Next-Neighbor(v) returns a new neighbor
of v each time it is invoked (until none is left), and Random-Neighbor(v) returns a uniform random
neighbor of v (if v is not isolated).
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random object, without any communication. We show how to implement local access to
color of any given node in a random coloring, using sub-linear resources. Unlike LCAs which
can generate an arbitrary valid solution, our model requires a uniformly random one.

Random Graphs (Section 3 and Section E)
Random graphs are one of the most well studied types of random object. We consider the
problem of implementing local access to a number of fundamental random graph models,
through natural queries, including Vertex-Pair, Next-Neighbor, and a newly introduced
Random-neighbor query1 , using polylogarithmic resources per query. Our results on random
graphs are summarized in Table 1.
Undirected Random Graphs with Independent Edge Probabilities. We implement the
aforementioned queries for the generic class of undirected graphs with independent edge
probabilities {puv }u,v∈V , where puv denotes the probability that there is an edge between u
and v. Under reasonable assumptions on the ability to compute certain values pertaining to
consecutive edge probabilities, our implementations support Vertex-Pair, Next-Neighbor,
and Random-Neighbor queries1 , using O(poly(log n)) time, space, and random bits. Note
that in this setting, Vertex-Pair queries are trivial by themselves, since the existence of an
edge depends on an independent random variable. However, maintaining all three types of
queries simultaneously is much harder. As in [18] (and unlike many of the implementations
presented in [24, 26]), our techniques allow unlimited queries, and the generated random
objects are sampled from the true distribution (rather than just being indistinguishable).
In particular, our construction yields local-access implementations for the Erdös-Rényi
G(n, p) model (for all values of p), and the Stochastic Block model with random community
assignment.
Table 1 (Local access implementations for random graphs): All the implementations
in this table use polylogarithimc time, additional space and random bits per query. A 7 in the
All-Neighbors column indicates that the graphs in this model may have un-bounded degree, and it
is therefore impossible to sample All-Neighbors efficiently. A ?? entry indicates a sampling problem
with no known efficient solution.
Model

Vertex-Pair

Next-Neighbor

Random-Neighbor

All-Neighbors

[41]

[41]

[41]

[41]

This paper

This paper

This paper

7

This paper

This paper

This paper

7

[18]

[18]

??

7

Small world model

This paper

This paper

This paper

This paper

Random ordered rooted trees

This paper

This paper

This paper

This paper

G(n, p) with p =

logO(1) n
n

G(n, p) for arbitrary p
Stochastic Block Model with
logO(1) n communities
BA Preferential Attachment

While Vertex-Pair and Next-Neighbor queries have been considered in prior work
[18, 24, 41], we provide the first implementations of these in non-sparse random graph
models. Prior results for implementing queries to G(n, p) focused on the sparse case where
p = logO(1) n/n [41]. The dense case where p = Θ(1) is also relatively simple because most
of the adjacency matrix is filled, and neighbor queries can be answered by performing Θ(1)
Vertex-Pair queries until an edge is found. The case of general p is more involved, and
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√
was not considered previously. For example, when p = 1/ n, each vertex has high degree
√
O( n) but most of the adjacency matrix is empty, thus making it difficult to generate a
neighbor efficiently. Next-Neighbor queries were introduced in [18] in order to access the
neighborhoods of vertices in non-sparse graphs in lexicographic order. This query however,
does not allow us to efficiently explore graphs in some natural ways, such as via random
walks, since the initially returned neighbors are biased by the lexicographic ordering. We
address this deficiency by introducing a new Random-Neighbor query, which would be useful,
for instance, in sub-linear algorithms that employ random walk processes. We provide the
first implementation of all three queries in non-sparse graphs as follows:
I Theorem 1. Given a random graph model defined by the probability matrix {puv }u,v∈[n] ,
Qb
Pb
and assuming that we can compute the the quantities u=a (1 − pvu ) and
u=a pvu in
O(1)
O(log
n) time, there exists an implementation for this model that supports local access
through Random-Neighbor, Vertex-Pair, and Next-Neighbor queries using O(logO(1) n)
running time, additional space, and random bits per query.
We show that these assumptions can be realized in Erdös-Rényi random graphs and the
Stochastic Block Model. SBM presents additional challenges for assigning community labels
to vertices (Section 2.1.1).
I Corollary 2. There exists an algorithm that implements local access to a Erdös-Rényi G(n, p)
random graph, through Vertex-Pair, Next-Neighbor, and Random-Neighbor queries, while
using O(log3 n) time, O(log3 n) random bits, and O(log2 n) additional space per query with
high probability.
I Corollary 3. There exists an algorithm that implements local access to a random graph
from the n-vertex Stochastic Block Model with r randomly-assigned communities, through
Vertex-Pair, Next-Neighbor, and Random-Neighbor queries, using O(r poly(log n)) time,
random bits, and space per query w.h.p.
We remark that while we are able to generate Erdös-Rényi random graphs on-the-fly
e
supporting all three types of queries, our construction still only requires O(m
+ n) time and
space to generate a complete G(n, p) graph, which is optimal up to logarithmic factors.
I Corollary 4. The final algorithm in Section 3 can generate a complete random graph from
e + m) time, random bits and space, which is
the Erdös-Rényi G(n, p) model using overall O(n
2
e
O(pn
) in expectation. This is optimal up to O(poly(log n)) factors.
Directed Random Graphs – The Small World Model (Section E). We consider localaccess implementations for directed graphs through Kleinberg’s Small World model, where
the probabilities are based on distances in a 2-dimensional grid. This model was introduced in
[31] to capture the geographical structure of real world networks, in addition to reproducing
observed properties of short routing paths and low diameter. We implement All-Neighbors
queries for the Small World model, using O(poly(log n)) time, space and random bits. Since
such graphs are sparse, the other queries follow directly.
I Theorem 5. There exists an algorithm that implements All-Neighbors queries for a
random graph from Kleinberg’s Small World model, where probability of including each directed
non-grid edge (u, v) in the graph is c/(dist(u, v))2 , where the range of allowed values of c
is log±O(1) n and dist denotes the Manhattan distance, using O(log2 n) time and random
words per query with high probability.
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Catalan Objects (Section 4)
Catalan objects capture a well studied combinatorial property and admit numerous interpretations that include well bracketed expressions, rooted trees and binary trees, Dyck languages
etc. In this paper, we focus on the Dyck path interpretation and implement local access to
a uniformly random instance of a Dyck path. Since Dyck paths have natural bijections to
other Catalan objects, we can use our Dyck Path implementation to obtain implementations
of these random Catalan objects.
A Dyck path is defined as a sequence of n upward (+1) steps, and n downward (−1)
steps, with the added constraint that the sum of any prefix of the sequence is non-negative.
A random Dyck path may be viewed as a constrained one dimensional balanced random
walk. A natural query on Dyck paths is Height(t) which returns the position of the walk
after t steps (equivalently, sum of the first t sequence elements). Height queries correspond
to Depth queries on rooted trees and bracketed expressions (Section 4.1).
We also introduce and support First-Return queries, where First-Return(t) returns
the first time when the random walk returns to the same height as it was at time t, as long
as Height(t + 1) = Height(t) + 1 (Section 4.1 presents the rationale for this definition). This
allows us to support more involved queries that are widely used; for example, First-Return
queries are equivalent to finding the next child of a node in a random rooted tree, and also
to finding a matching closing bracket in random bracketed expressions.
Height queries for unconstrained random walks follow trivially from the implementation
of interval summable functions in [26, 23]. However, the added non-negativity constraint
introduces intricate non-local dependencies on the distribution of positions. We show how to
overcome these challenges, and support both queries using O(poly(log n)) resources.
I Theorem 6. There is an algorithm using O(logO(1) n) resources per query that provides
access to a uniformly random Dyck path of length 2n by implementing the following queries:
Height(t) returns the position of the walk after t steps.
First-Return(t): If Height(t + 1) > Height(t), then First-Return(t) returns the
smallest index t0 , such that t0 > t and Height(t0 ) = Height(t) (i.e. the first time the
Dyck path returns to the same height). Otherwise, if Height(t + 1) < Height(t), then
First-Return(t) is not defined.

Random Coloring of Graphs – A New Model (Section 5)
So far, all the results in this area have focused on random objects with a small description
size; for instance, the G(n, p) model is described with only two parameters n and p. We
introduce a new model for implementing random objects with huge input description; that
is, the distribution is specified as a uniformly random solution to a huge combinatorial
problem. The challenge is that now our algorithms cannot read the entire description in
sub-linear time.
In this model, we implement query access to random q-colorings of a given huge graph
G with maximum degree ∆. A random coloring is generated by proposing O(n log n) color
updates and accepting the ones that do not create a conflict (Glauber dynamics). This is an
inherently sequential process with the acceptance of a particular proposal depending on all
preceding neighboring proposals. Moreover, unlike the previously considered random objects,
this one has no succinct representation, and we can only uncover the proper distribution by
probing the underlying graph (in the manner of local computation algorithms [48, 5]). Unlike
LCAs which can return an arbitrary valid solution, we also have to make sure that we return
a solution from the correct distribution. We are able to construct an efficient oracle that
returns the final color of a vertex using only a sub-linear number of probes when q ≥ 9∆.
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This implementation also has the feature that multiple independent instances of the
algorithm having access to the same random bits, will respond to queries in a manner
consistent with each other; they will generate exactly the same coloring, regardless of the
queries asked. Since these implementations are memory-less, the resulting coloring is oblivious
to the order of queries, and only depends on common random bits,
I Theorem 7. Given neighborhood query access to a graph G with n nodes, maximum degree
∆, and q = 2α∆ ≥ 9∆ colors, we can generate the color of any given node from a distribution
of color assignments that is -close (in L1 distance) to the uniform distribution over all valid
colorings of G, in a consistent manner, using only O((n/)3.06/α ∆ log(n/)) time, probes,
and public random bits per query.

1.1

Related Work

The problem of computing local information of huge random objects was pioneered in [24, 26].
Further work of [41] considers the implementation of sparse G(n, p) graphs from the ErdösRényi model [17], with p = O(poly(log n)/n), by implementing All-Neighbors queries.
While these implementations use polylogarithmic resources over their entire execution, they
generate graphs that are only guaranteed to appear random to algorithms that inspect a
limited portion of the generated graph.
In [18], the authors construct an oracle for the implementation of recursive trees, and
BA preferential attachment graphs. Unlike prior work, their implementation allows for an
arbitrary number of queries. Although the graphs in this model are generated via a sequential
process, the oracle is able to locally generate arbitrary portions of it and answer queries
in polylogarithmic time. Though preferential attachment graphs are sparse, they contain
vertices of high degree, thus [18] provides access to the adjacency list through Next-Neighbor
queries. For additional related work, see Section G.

1.2

Applications

One motivation for implementing local access to huge random objects is so that we can
simulate sub-linear time algorithms on them. The standard paradigm of generating the
entire (input) object a priori is wasteful, because sub-linear algorithms only inspect a small
fraction of the generated input. For example, the greedy routing algorithm on Kleinberg’s
small world networks [31] only uses O(log2 n) probes to the underlying network. Using
our implementation, one can execute this algorithm on a random small world instance in
O(poly(log n)) time, without incurring the O(n) prior-sampling overhead, by generating only
those parts of the graph that are accessed by the routing algorithm.
Local access implementations may also be used to design parallel generators for random
objects. The model in Definition 10 is particularly suited to parallelization; different
processors/machines can generate parts of the random object independently, using a readonly shared memory containing public random bits.

2

Model and Overview of our Techniques

We begin by formalizing our model of local-access implementations, inspired by [18], but
we add some aspects that were not addressed in earlier models. First, we define families of
random objects.
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I Definition 8. A random object family maps a description Π to a distribution XΠ over
the set XΠ .
For example, the family of Erdös-Rényi graphs maps Π = (n, p) to a distribution over
X , which is the set of all possible n-vertex graphs, where the probability assigned to any
n
graph containing m edges in the distribution XΠ is exactly pm · (1 − p)( 2 )−m .
Π

I Definition 9. Given a random object family {(XΠ , XΠ )} parameterized by Π, a local
access implementation of a family of query functions hF1 , F2 , · · · i where Fi : XΠ → {0, 1},
provides an oracle M with an internal state for storing a partially generated random object.
Given a description Π and a query Fi , the oracle returns the value M(Π, Fi ), and updates
its internal state, while satisfying the following:
Consistency: There must be a single X ∈ XΠ , such that for all queries Fi presented to
the oracle, the returned value M(Π, Fi ) equals the true value Fi (X).
Distribution equivalence: The random object X ∈ XΠ consistent with the responses
{Fi (X)} must be sampled from some distribution X̂Π that is -close to the desired distribution XΠ in L1 -distance. In this work, we focus on supporting  = n−c for any desired
constant c > 0.
Performance: The computation time, and random bits required to answer a single query
must be sub-linear in |X| with high probability, without any initialization overhead.
In particular, we allow queries to be made adversarially and non-deterministically. The
adversary has full knowledge of the algorithm’s behavior and its past random bits.
For example, in the G(n, p) family with description Π = (n, p), we can define Vertex-Pair
query functions {F(u,v) }u,v∈[n] . So, given a graph G ∈ XΠ , the query F(u,v) (G) = 1 if and
only if (u, v) ∈ G.
In prior work [18, 26, 41] as well as some of our results, the input description Π is of
small size (typically O(log n)), and the oracle M can read all of Π (for example, Π = (n, p)
in G(n, p)).
Distributions with Huge Description Size. We initiate the study of random object
families where the description Π is too large to be read by a sub-linear time algorithm.
In this setting, the oracle from Definition 9 cannot read the entire input Π, and instead
accesses it through local probes. For instance, consider the random object family that
maps a graph G to the uniform distribution over valid colorings of G. Here, the description
Π includes the entire graph G, which is too large to be read by a sub-linear time algorithm.
In this case, the oracle can query the underlying graph using neighborhood probes. The
number of such probes used to answer a single query must be sub-linear in the input size.

Supporting Independent Query Oracles: Memory-less Implementations
The model in Definition 9 only supports sequential queries, since the response to a future query
may depend on the changes in internal state caused by past queries. In some applications,
we may want to have multiple independent query oracles whose responses are all consistent
with each other. One way to achieve this is to restrict our attention to memory-less
implementations; ones without any internal state. An important implication of being
memory-less is that the responses to each query is oblivious to the order of queries being
asked. In fact, the lack of internal state implies that independent implementations that
use the same random bits and the same input description must respond to queries in the
same way. Thus, instead of using the internal state to maintain consistency, memory-less
implementations are given access to the same public random oracle.
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For the problem of sampling a random graph coloring, we present an implementation that
is memory-less and also accesses the input description through local probes, as elaborated in
the following model:
I Definition 10. Given a random object family {(XΠ , XΠ )} parameterized by input Π, a
local access implementation of a family of query functions hF1 , F2 , · · · i, provides an oracle
M with the following properties. M has query access to the input description Π, and a
tape of public random bits R. Upon being queried with Π and Fi , the oracle uses sub-linear
resources to return the value M(Π, R, Fi ), which must equal Fi (X) for a specific X ∈ XΠ ,
where the choice of X depends only on R, and the distribution of X (over R) is n1c -close
to the distribution over XΠ , for any given constant c. Thus, different instances of M with
the same description Π and the same random bits R, must agree on the choice of X that is
consistent with all answered queries regardless of the order and content of queries that were
actually asked.
We can contrast Definition 10 with the one for Local Computation Algorithms [48, 5]
which also allow query access to some valid solution by reading the input through local probes.
The additional challenge in our setting is that we also have to make sure that we return a
uniformly random solution, rather than an arbitrary one. We also note that the memoryless property may be achieved for small description size random object families. For
instance, our implementation for the directed small world model admits such a memory-less
implementation using public random bits.

2.1

Undirected Graphs

We consider the generic class of undirected graphs with independent edge probabilities
{puv }u,v∈V , (where puv denotes the probability that there is an edge between u and v),
from which the results can be applied to Erdös-Rényi random graphs and the Stochastic
Block Model. Throughout, we identify our vertices via their unique IDs from 1 to n, namely
V = [n]. In this model, Vertex-Pair queries by themselves can be implemented trivially,
since the existence of any edge (u, v) is an independent Bernoulli random variable, but it
becomes harder to maintain consistency when implementing them in conjunction with the
other queries. Inspired by [18], we provide an implementation of next-neighbor queries,
which return the neighbors of any given vertex one by one in lexicographic order. Finally,
we introduce a new query: Random-Neighbor that returns a uniformly random neighbor
of any given vertex. This would be useful for any algorithm that performs random walks.
Random-Neighbor queries in non-sparse graphs present particularly interesting challenges
that are outlined below.

Next-Neighbor Queries
In Erdös-Rényi graphs, the (lexicographically) next neighbor of a vertex can be recovered
by generating consecutive entries of the adjacency matrix until a neighbor is found, which
takes roughly Ω(1/puv ) time. For small edge probabilities puv = o(1), this implementation is
inefficient, and we show how to improve the runtime to O(poly(log n)). Our main technique
is to sample the number of “non-neighbors” preceding the next neighbor. To do this, we
Qb
assume that we can estimate the “skip” probabilities F (v, a, b) = u=a (1 − pvu ), where
F (v, a, b) is the probability that v has no neighbors in the range [a, b]. We later show how to
compute this quantity efficiently for G(n, p) and the Stochastic Block Model.
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This strategy of skip-sampling is also used in [18]. However, in our work, the main
difficulty arises from the fact that our graph is undirected, and thus we must “inform”
all (potentially Θ(n)) non-neighbors once we decide on the query vertex’s next neighbor.
Concretely, if u0 is sampled as the next neighbor of v after its previous neighbor u, we must
maintain consistency in subsequent steps by ensuring that none of the vertices in the range
(u, u0 ) return v as a neighbor. This update will become even more complicated as we handle
Random-Neighbor queries, where we may generate non-neighbors at random locations.
In Section 3.1, we present a randomized implementation (Algorithm 1) that supports
Next-Neighbor queries efficiently, but has a complicated performance analysis. We remark
that this approach may be extended to support Vertex-Pair queries (Section A) with
superior performance (if we do not support Random-Neighbor queries), and also to provide
deterministic resource usage guarantee (Section C).

Random-Neighbor Queries
We implement Random-Neighbor queries (Section 3.2) using poly(log n) resources. The
ability to do so is surprising since: (1) Sampling the degree of vertex, may not be viable for
sub-linear implementations, because this quantity alone imposes dependence on the existence
of all of its potential incident edges and consequently on the rest of the graph (since it is
undirected). Thus, our implementation needs to return a random neighbor, with probability
reciprocal to the query vertex’s degree, without resorting to determining its degree. (2)
Even without committing to the degrees, answers to Random-Neighbor queries affect the
conditional probabilities of the remaining adjacencies in a global and non-trivial manner.2
We formulate an approach which samples many consecutive edges simultaneously, in
such a way that the conditional probabilities of the unsampled edges remain independent
and “well-behaved” during subsequent queries. For each vertex v, we divide the potential
(i)
(i)
neighbors of v into consecutive ranges {Bv } called blocks, so that each Bv contains Θ(1)
P
neighbors in expectation (i.e.
u∈Bi pvu = Θ(1)). The subroutine of Next-Neighbor is
e
applied to sample the neighbors within a block in expected O(1)
time. We can now obtain
a neighbor of v by picking a random neighbor from a random block, but this introduces a
bias because all blocks may not have the same number of neighbors. We remove this bias by
(i)
rejecting samples from block Bv with probability proportional to the number of neighbors
(i)
in Bv .

2.1.1

Applications to Random Graph Models

We now consider the application of our construction above to actual random graph models,
Qb
Pb
where we must realize the assumption that u=a (1 − pvu ) and
u=a pvu can be computed efficiently. For the Erdös-Rényi G(n, p) model, these quantities have simple closedform expressions. Thus, we obtain implementations of Vertex-Pair, Next-Neighbor, and
Random-Neighbor queries, using polylogarithmic resources per query, for arbitrary values of
p, We remark that, while Ω(n + m) = Ω(pn2 ) time and space is clearly necessary to generate
and represent a full random graph, our implementation supports local-access via all three
e + m) time and space (Corollary 4).
types of queries, and yet can generate a full graph in O(n
√
√
Consider a G(n, p) graph with small p, say p = 1/ n, such that vertices will have Õ( n) neighbors
√
with high probability. After Õ( n) Random-Neighbor queries, we will have uncovered all the neighbors
(w.h.p.), so that the conditional probability of the remaining Θ(n) edges should now be close to zero.
2
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We also generalize our construction to implement the Stochastic Block Model. In this
model, the vertex set is partitioned into r communities {C1 , . . . , Cr }. The probability that
an edge exists between u ∈ Ci and v ∈ Cj is pij . A naive solution would be to simply assign
communities to contiguous (by index) blocks of vertices, which would easily allow us to
calculate the relevant sums/products of probabilities on continuous ranges of indices, with
some additional case analysis to check when we are at a community boundary. However, this
setup is unrealistic, and not particularly useful in the context of the Stochastic Block model.
As communities in the observed data are generally unknown a priori, and significant research
has been devoted to designing efficient algorithms for community detection and recovery,
these studies generally consider the random community assignment condition for the purpose
of designing and analyzing algorithms [40]. Thus, we construct implementations where the
community assignments are sampled from some given distribution R, or from a collection of
specified community sizes h|C1 |, . . . , |Cr |i. The main difficulty here is to obtain a uniformly
sampled assignment of vertices to communities on-the-fly.
Since the probabilities of potential edges now depend on the communities of their
endpoints, we can’t obtain closed form expressions for the relevant sums and products
of probabilities. However, we observe that it suffices to efficiently count the number of
vertices of each community in any range of contiguous vertex indices. We then design a data
structure extending a construction of [26], which maintains these counts for ranges of vertices,
and determines the partition of their counts only on an as-needed basis. This extension
results in an efficient technique to sample counts from the multivariate hypergeometric
distribution (Section D) which may be of independent interest. For r communities, this yields
an implementation with O(r · poly(log n)) overhead in required resources for each operation.

2.2

Directed Graphs

Lastly, we consider Kleinberg’s Small World model ([31, 37]) in Section E. While small world
models are proposed to capture properties of observed data such as small shortest-path
distances and large clustering coefficients [55], this important special case of Kleinberg’s
model, defined on two-dimensional grids, demonstrates the underlying geographical structures
of networks.
√
In this model, each vertex is identified via its 2D coordinate v = (vx , vy ) ∈ [ n]2 . Defining
the Manhattan distance as dist(u, v) = |ux − vx | + |uy − vy |, the probability that each
directed edge (u, v) exists is c/(dist(u, v))2 . A common choice for c is given by normalizing
the distribution such that the expected out-degree of each vertex is 1 (c = Θ(1/ log n)). We
can also support a range of values of c = log±Θ(1) n. Since the degree of each vertex in
this model is O(log n) with high probability, we implement All-Neighbor queries, which in
turn can emulate Vertex-Pair, Next-Neighbor and Random-Neighbor queries. In contrast
to our previous cases, this model imposes an underlying two-dimensional structure of the
vertex set, which governs the distance function as well as complicates the individual edge
probabilities.
We implement All-Neighbors queries in the small world model by listing all neighbors
from closest to furthest away from the queried vertex, using poly(log n) resources per query.
The main challenge is to sample for the next closest neighbor, when the probabilities are
a function of the Manhattan distance on the lattice. Rather than sampling for a neighbor
directly, we partition the nodes based on their distance from v (there are Θ(d) vertices
at distance d). We first choose the next smallest distance partition with a neighbor using
rejection sampling techniques (Lemma 11) on the appropriate distribution. In the second
step, we generate all the neighbors within that partition using skip-sampling.
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Random Catalan Objects

Many important combinatorial objects can be interpreted as Catalan objects. One such
interpretation is a Dyck path; a one dimensional random walk on the line with n up
and n down steps, starting from the origin, with the constraint that the height is always
non-negative. We implement Height(t), which returns the position of the walk at time t,
and First-Return(t), which returns the first time when the random walk returns to the
same position as it was at time t. These queries are natural for several types of Catalan
objects. As noted previously, we can use standard bijections to translate the Dyck path
query implementations into natural queries for bracketed expressions and ordered rooted trees.
Specifically, Height values in Dyck paths are equivalent to depth in bracket expressions
and trees. The First-Return queries are more involved, and are equivalent to finding the
matching bracket in bracket expressions, and alternately to finding the next child of a node
in an ordered rooted tree (see Section 4.1).
Over the course of the execution, our algorithm will determine the height of a random
Dyck path at many different positions {x1 , x2 , · · · , xm } (with xi < xi+1 ), both directly as a
result of user given Height queries, and indirectly through recursive calls to Height. These
positions divide the sequence into contiguous intervals [xi , xi+1 ], where the height of the
endpoints yi , yi+1 have been determined, but none of the intermediate heights are known. The
important observation is that the unknown section of the path within an interval is entirely
determined by the positions and heights of the endpoints, and in particular is completely
independent of all other intervals. So, each interval [xi , xi+1 ] along with corresponding
heights {yi , yi+1 }, represents a generalized Dyck problem with U up steps, D down steps,
and a constraint that the path never dips more than yi units below the starting height.

Height Queries
General Height(x) queries can then be answered by recursively halving the interval containing
x, by repeatedly sampling the height at the midpoint, until the height of position x is sampled.
We start by implementing a subroutine that given an interval [xi , xi+1 ] of length 2B,
containing 2U up and 2D down steps, determines the number of up steps U 0 = U + d assigned
to the first half of the interval (we parameterize U 0 with d in order to make the analysis
cleaner). Note that this is equivalent to answering the query Height(xi + B). This is done
by sampling the parameter d from a distribution {pd } where pd ≡ Slef t (d) · Sright (d)/Stotal .
Here, Slef t (d) (respectively Sright (d)) is the number of possible paths in the left (resp. right)
half of the interval when U + d up steps and D − d down steps are assigned to the first half,
and Stotal is the number of possible paths in the original 2B-interval.
The problem of determining the number of up steps in the first half of the interval
was solved for the unconstrained case (where the sequence is just a random permutation
of up and down steps) in [26]. Adding the non-negativity constraint introduces further
difficulties as the distribution over d has a CDF that is difficult to compute. We construct a
different distribution {qd } that approximates {pd } pointwise to a factor of O(log n) and has
an efficiently computable CDF. This allows us to sample from {qd } and leverage rejection
sampling techniques (see Lemma 11 in Section 2.5) to obtain samples from {pd }.

First-Return Queries
Note that First-Return(x) is only of interest when the first step after position x is upwards
(i.e. Height(x + 1) > Height(x)), since this situation is important for complex queries to
random bracketed expressions and random rooted trees. Section 4.1 details the rationale
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for this definition based on bijections between these objects. First-Return queries are
challenging because we need to find the interval containing the first return to Height(x).
Since there could be up to Θ(n) intervals, it is inefficient to iterate through all of them.
To circumvent this problem, we allow each interval [xi , xi+1 ] to sample and maintain its
own boundary constraint ki instead of using the global non-negativity constraint. This
implies that the path within the interval [xi , xi+1 ] never reaches the height yi − ki or lower.
Additionally, we maintain a crucial invariant that states that this boundary is achieved
by the endpoint of lower height i.e. min(yi , yi+1 ). If the invariant holds, we can find the
interval containing First-Return(x) by finding the smallest determined position xj > x
whose sampled height yj ≤ Height(x), and considering the interval [xj−1 , xj ] preceding xj .
We use an interval tree to update and query for the known heights.
Unfortunately, every Height query creates new intervals by sub-dividing existing ones,
potentially breaking the invariant. We re-establish the invariant for [xi , xi+1 ] by generating a
“mandatory boundary” h (a boundary constraint with the added restriction that some position
within the interval must touch the boundary), and then sampling a position xmid ∈ [xi , xi+1 ]
such that Height(xmid ) = h (Figure 6). This creates new intervals [xi , xmid ] and [xmid , xi+1 ],
both of which have a boundary constraint at h.
The first step of sampling the mandatory boundary is performed by binary searching
on the possible boundary locations using an appropriate CDF (Section 4.4.2). To find an
intermediate position touching this boundary, we parameterize the position with d, and
find the distribution {pd } associated with the various possibilities. Since we cannot directly
sample from this complicated distribution, we define a piecewise continuous probability
distribution q̂(δ) such that q̂(δ) approximates pbδc (Section 4.4.3). We then use this to define
R d+1
a discrete distribution {qd } where qd = d q̂(δ), where we can efficiently compute the CDF
of {qd } by integrating the piecewise continuous q̂(δ). The challenge here is to construct an
appropriate q̂(δ) that only has O(logO(1) n) continuous pieces. This allows us to again use
the rejection sampling technique (Lemma 11) to indirectly obtain a sample from {pd }.

2.4

Random Coloring of a Graph

Finally, we introduce a new model (Definition 10) for implementing huge random objects,
where the distribution is specified as a uniformly random solution to a huge combinatorial
problem. In this new setting, we will implement local query access to random q-colorings
of a given huge graph G of size n with maximum degree ∆. Since the implementation has
to run in sub-linear time, it is not possible to read the entire input G during a single query
execution.

Color Queries
Given a graph G with maximum degree ∆, and the number of colors q ≥ 9∆, we are able
to construct an efficient implementation for Color(v) that returns the final color of v in
a uniformly random q-coloring of G using only a sub-linear number of probes. Random
colorings of a graph are sampled using O(n log n) iterations of a Markov chain [22]. Each
step of the chain proposes a random color update for a random vertex, and accepts the
update if it does not create a conflict. This is an inherently sequential process, with the
acceptance of a particular proposal depending on all preceding neighboring proposals.
To make the runtime analysis simpler, we define a modified version of Glauber Dynamics
that proceeds in O(log n) epochs. In each epoch, all of the n vertices propose a random color
and update themselves if their proposals do not conflict with any of their neighbors. This
Markov chain is a special case of the one presented in [20] for distributed graph coloring, and
mixes in O(log n) epochs when q ≥ 9∆. In order to implement the query Color(v), it suffices
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to implement Accepted(v, t) that indicates whether the proposal for v was accepted in the
tth epoch. This depends on the prior colors of the potentially ∆ neighbors of v. Determining
the prior colors of all the neighbors w using recursive calls would result in ∆ invocations
of Accepted(w, t − 1) (at the preceding epoch t − 1). Naively, this gives a bound of ∆t on
the number of invocations. We can prune the recursions by only considering neighbors who
proposed the color c during some past epoch. This reduces the expected number of recursive
calls to t∆/q, since there are t∆ potential proposals and each one is c with probability 1/q.
If q is larger than t∆, the number of recursive calls is less than 1, which gives a sub-linear
bound on the total number of resulting invocations. Since the number of epochs t can be as
large as Θ(log n), this strategy will only work when q = Ω(∆ log n).
The improvement to q = Ω(∆) follows from the observation that for a neighbor w that
proposed color c at epoch t0 , the recursive call corresponding to w can directly jump to
epoch t0 . If the conflicting color c was indeed accepted at that epoch, we then step forwards
through epochs t0 + 1, t0 + 2, · · · , to check whether c was overwritten by some future accepted
proposal. This strategy dramatically reduces the recursive sub-problem size (given by the
epoch number t0 ), and furthermore we show that we do not have to step through too many
future epochs in order to check
 whether c was overwritten. This allows us to bound the
6.12∆/q
e
runtime by O t∆(n/)
, where the overall coloring is sampled from a distribution
that is -close to uniform (see Definition 10).
One requirement for our strategy is the ability to access a valid initial coloring (the
initial state of the Markov Chain) through local probes, in addition to local probes to the
underlying graph structure. This assumption can be removed by using a result of [10], that
presents an LCA for ∆ + 1 graph coloring using ∆O(1) log n graph probes. Alternately, we
can assign random initial colors to the vertices, which may result in an invalid final coloring.
However, the Markov Chain will transform the initial invalid coloring into a valid one with
high probability.

2.5

Basic Tools for Efficient Sampling

In this section, we describe the main techniques used to sample from a distribution {pi }i∈[n] ,
which differs based on the type of access to {pi } provided to the algorithm. If the algorithm
is given cumulative distribution function (CDF) access to {pi }, then it is well known that
via O(log n) CDF evaluations, one can sample according to a distribution that is at most
n−c far from {pi } in L1 distance.
Sampling can be more challenging when when we can only access the probability distribution function (PDF) of {pi }, The approach that we use in this work is to construct an
auxiliary distribution {qi } such that: (1) {qi } has an efficiently computable CDF, and (2) qi
approximates pi pointwise to within a polylogarithmic multiplicative factor for “most” of the
support of {pi }. The following Lemma inspired by [26] formalizes this concept.
I Lemma 11. Let {pi }i∈[n] and {qi }i∈[n] be distributions on [n] satisfying the following
conditions:
1. There is a logO(1) n time algorithm to approximate pi and qi up to a multiplicative
1 ± n1c factor.

2. We can generate an index i according to a distribution {q̂i }, where q̂i is a 1 ± n1c
multiplicative approximation to qi .
3. There exists a poly(log n)-time recognizable set S such that
P
1−
pi < n1c
i∈S

For every i ∈ S, it holds that pi ≤ logO(1) n · qi
Then, with high probability we can use only logO(1) n samples from {q̂i } to generate an index
i according to a distribution that is O n1c -close to {pi } in L1 distance.
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Proof. We begin by setting an upper bound U = logO(1) n on pi /qi for all i ∈ S. The
sampling proceeds in iterations, such that in each iteration we obtain an index i according
to the distribution {q̂i}. If i 6∈ S, this index is returned with probability p̃i /U q̃i , where p̃i
and q̃i are the 1 ± n1c multiplicative approximations to pi and qi , Otherwise, we repeat this
process until some output is returned.
The probability
 of returning index i ∈ S in a particular iteration is q̂i · (p̃i /U q̃i ), which is
in turn a 1 ± n1c multiplicative approximation to pi /U . Hence, the probability of success in
a single iteration is roughly 1/U , and therefore we only need O(U log n) = logO(1) n iterations
(and the same number of samples from {q̂i }) in order to succeed with high probability. The
resulting distribution
of indices approximates {pi } pointwise on the domain S, up to a factor

of 1 ± n1c . Since the remainder
of the domain contains at most n1c probability mass, the

1
J
output distribution is O nc close to {pi } in L1 distance.

3

Local-Access Implementations for Random Undirected Graphs

In this section, we provide an efficient local access implementations for random undirected
graphs when the probabilities puv = P[(u, v) ∈ E] are given, and we can efficiently approximate
the following quantities: (1) the probability that there is no edge between a vertex u and
Qb
a range of consecutive vertices [a, b], namely u=a (1 − pvu ), and (2) the sum of the edge
probabilities (i.e., the expected number of edges) between u and vertices from [a, b], namely
Pb
u=a pvu . In Section 1.2, we provide subroutines for computing these values for the ErdösRényi model and the Stochastic Block model. We also begin by assuming perfect-precision
arithmetic, which we relax in Section B.1.
First, consider the adjacency matrix A of G, where each entry A[u][v] can exist in
three possible states: A[u][v] = 1 or 0 if the algorithm has determined that {u, v} ∈ E or
{u, v} ∈
/ E respectively, and A[u][v] = φ if whether {u, v} ∈ E or not will be determined
by future random choices (in fact, the marginal probability of P[(u, v) ∈ E] conditioned on
all prior samples is still puv ). Our implementation also maintains the vector last (used in
the same sense as [18]), where last[v] records the neighbor of v returned in the last call
Next-Neighbor(v), or last[v] = 0 if no such call has been invoked. All cells of A and last
are initialized to φ and 0, respectively.
We use the Bernoulli random variable Xuv ∼ Bern(puv ) when sampling the value of
A[u][v] = φ. For the sake of analysis, we will frequently view our random process as if the
entire table of random variables Xuv has been sampled up-front, and the algorithm simply
“uncovers” these variables instead of making coin-flips. Thus, every cell A[u][v] is originally
φ, but will eventually take the value Xuv .

Obstacles for maintaining A explicitly. Consider a naive implemention that fills out the
cells of A one-by-one as required by each query; equivalently, we perform Vertex-Pair queries
on successive vertices until a neighbor is found. There are two problems with this approach.
Firstly, the algorithm only finds a neighbor, for a Random-Neighbor or Next-Neighbor query,
with probability puv : for G(n, p) this requires 1/p iterations, which is already infeasible for
p = o(1/poly(log n)). Secondly, the algorithm may generate a large number of non-neighbors
in the process, possibly in random or arbitrary locations.
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Next-Neighbor Queries via Run-of-0’s Sampling

We implement Next-Neighbor(v) by sampling for the first index u > last[v] such that
Xvu = 1, from a sequence of Bernoulli RVs {Xv,u }u>last[v] . To do so, we sample a consecutive
Qu0
“run” of 0’s with probability u=last[v]+1 (1 − pvu ): this is the probability that there is no
edge between a vertex v and any u ∈ (last[v], u0 ], which can be computed efficiently by our
assumption. The problem is that, some entries A[v][u]’s in this run may have already been
determined (to be 1 or 0) by queries Next-Neighbor(u) for u > last[v]. To mitigate this
issue, we give a succinct data structure that determines the value of A[v][u] for u > last[v]
and, more generally, captures the state A, in Section 3.1.1. Using this data structure, we
ensure that our sampled run does not skip over any 1. Next, for the sampled index u of the
first occurrence of 1, we check against this data structure to see if A[v][u] is already assigned
to 0, in which case we re-sample for a new candidate u0 > u. Section 3.1.2 discusses the
subtlety of this issue.
We note that we do not yet try to handle other types of queries here yet. We also do
not formally bound the number of re-sampling iterations of this approach here, because the
argument is not needed by our final algorithm. Yet, we remark that O(log n) iterations suffice
with high probability, even if the queries are adversarial. This method can be extended
to support Vertex-Pair queries (but unfortunately not Random-Neighbor queries). See
Section A for full details.

3.1.1

Data structure

From the definition of Xuv , Next-Neighbor(v) is given by min{u > last[v] : Xvu = 1}. Let
Pv = {u : A[v][u] = 1} be the set of known neighbors of v, and wv = min{(Pv ∩ (last[v], n])}
be its first known neighbor not yet reported by a Next-Neighbor(v) query, or equivalently,
the next occurrence of 1 in v’s row on A after last[v]. If there is no known neighbor of v
after last[v], we set wv = n + 1. Consequently, A[v][u] ∈ {φ, 0} for all u ∈ (last[v], wv ), so
Next-Neighbor(v) is either the index u of the first occurrence of Xvu = 1 in this range, or
wv if no such index exists.
We keep track of last[v] in a dictionary, to avoid any initialization overhead. Each Pv
is maintained as an ordered set, which is also instantiated when it becomes non-empty.
When Next-Neighbor(v) returns u, we add v to Pu and u to Pv . We do not attempt to
maintain A explicitly, as updating it requires replacing up to Θ(n) φ’s to 0’s for a single
Next-Neighbor query in the worst case. Instead, we argue that last and Pv ’s provide a
succinct representation of A via the following observation.
I Lemma 12. The data structures last and Pv ’s together provide a succinct representation
of A when only Next-Neighbor queries are allowed. In particular, A[v][u] = 1 if and only
if u ∈ Pv . Otherwise, A[v][u] = 0 when u < last[v] or v < last[u]. In all remaining cases,
A[v][u] = φ.
Proof. The condition for A[v][u] = 1 clearly holds by constuction. Otherwise, observe
that A[v][u] becomes decided (i.e. its value is changed from φ to 0) during the first call to
Next-Neighbor(v) that returns a value u0 > u thereby setting last[v] = u0 =⇒ u < last[v],
or vice versa.
J

3.1.2

Queries and Updates

We now present Algorithm 1, and discuss the correctness of its sampling process. The
argument here is rather subtle and relies on viewing the process as an “uncovering” of
the table of RVs Xuv (introduced in Section 3). Consider the following strategy to find
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Algorithm 1 Sampling Next-Neighbor.
1: procedure Next-Neighbor(v)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

u ← last[v]
wv ← min{(Pv ∩ (u, n]) ∪ {n + 1}}
repeat
sample F ∼ F(v, u, wv )
u←F
until u = wv or last[u] < v
if u 6= wv
Pv ← Pv ∩ {u}
Pu ← Pu ∩ {v}
last[v] ← u
return u

Next-Neighbor(v) in the range (last[v], wv ). Suppose that we generate a sequence of
wv −last[v]−1 independent coin-tosses, where the ith coin Cvu corresponding to u = last[v]+i
has bias pvu , regardless of whether Xvu is decided or not. Then, we use the sequence hCvu i
to assign values to undecided random variables Xvu . The main observation here is that, the
decided random variables Xvu = 0 do not need coin-flips, and the corresponding coin result
Cvu can be discarded. Thus, we generate coin-flips until we encounter some u satisfying both
Cvu = 1 and A[v][u] = φ.
Let F(v, a, b) denote the probability distribution of the occurrence u of the first coin-flip
Cvu = 1 among the neighbors in (a, b). More specifically, F ∼ F(v, a, b) represents the
event that Cv,a+1 = · · · = Cv,F −1 = 0 and Cv,F = 1, which happens with probability
Qf −1
P[F = f ] = u=a+1 (1 − pvu ) · pvf . For convenience, let F = b denote the event where
all Cvu = 0. Our algorithm samples F1 ∼ F(v, last[v], wv ) to find the first occurrence of
Cv,F1 = 1, then samples F2 ∼ F(v, F1 , wv ) to find the second occurrence Cv,F2 = 1, and so
on. These values {Fi } are iterated as u in Algorithm 1. This process generates u satisfying
Cvu = 1 in increasing order, until we find one that also satisfies A[u][v] = φ (this outcome is
captured by the condition last[u] < v), or until the next generated u is equal to wv . Note
that once the process terminates at some u, we make no implications on the results of any
uninspected coin-flips after Cvu .

Obstacles for extending beyond Next-Neighbor queries. There are two main issues that
prevent this method from supporting Random-Neighbor queries. Firstly, while one might
consider applying Next-Neighbor starting from some random location u to find the minimum
u0 ≥ u where A[v][u0 ] = 1, the probability of choosing u0 will depend on the probabilities
pvu ’s, and is generally not uniform. Secondly, in Section 3.1.1, we observe that last[v] and
Pv together provide a succinct representation of A[v][u] = 0 only for contiguous cells A[v][u]
where u ≤ last[v] or v ≤ last[u]: they cannot handle 0 anywhere else. Unfortunately, in order
to support Random-Neighbor queries, we will likely need to assign A[v][u] to 0 in random
locations beyond last[v] or last[u], which cannot be captured by the current data structure.
Specifically, to speed-up the sampling process for small pvu ’s, we must generate many random
non-neighbors at once, but we cannot afford to spend time linear in the number of created
0’s to update our data structure. We remedy these issues via the following approach.
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Final Implementation Using Blocks

We begin this section by focusing first on Random-Neighbor queries, then extend the construction to the remaining queries. In order to handle Random-Neighbor(v), we divide the
(1)
(2)
(i)
neighbors of v into blocks Bv = {Bv , Bv , . . . , Bv , . . .}, so that each block contains, in
expectation, roughly the same number of neighbors of v. We implement Random-Neighbor(v)
(i)
(i)
by randomly selecting a block Bv , filling in entries A[v][u] for u ∈ Bv with 1’s and 0’s,
and then reporting a random neighbor from this block. As the block size may be large
when the probabilities are small, instead of using a linear scan, our Fill subroutine will be
implemented using the “run-of-0s” sampling from Algorithm 1 (see Section 3.1). Since the
number of iterations required by this subroutine is roughly proportional to the number of
neighbors, we choose to allocate a constant number of neighbors in expectation to each block:
with constant probability the block contains some neighbors, and with high probability it
has at most O(log n) neighbors.
As the actual number of neighbors appearing in each block will be different, we balance
out these discrepancies by performing rejection sampling. This equalizes the probability
of choosing any neighbor implicitly, without the knowledge of deg(v). Leveraging the fact
that the maximum number of neighbors in any block is O(log n), we show not only that
the probability of success in the rejection sampling process is at least 1/poly(log n), but the
number of iterations required by Next-Neighbor is also bounded by poly(log n), achieving
the overall poly(log n) complexities. Here, we will extensively rely on the assumption that
Pb
the expected number of neighbors for consecutive vertices, u=a pvu , can be approximated
efficiently.

3.2.1

Partitioning and Filling the Blocks

Pu
We fix a sufficiently large constant L, and assign the vertex u to the d i=1 pvi /Leth block
of v. Essentially, each block represents a contiguous range of vertices, where the expected
number of neighbors of v in the block is ≈ L (for example, in G(n, p), each block contains
(i)
(i)
≈ L/p vertices). We define Γ(i) (v) =Γ(v) ∩ Bv , the neighbors appearing in block Bv . Our
(i)
construction ensures that L − 1 < E |Γ (v)| < L + 1 for every i < |Bv | (i.e., the condition
holds for all blocks except possibly the last one).
Now, we show that with high probability, all the block sizes |Γ(i) (v)| = O(log n), and at
least a 1/3-fraction of the blocks are non-empty (i.e., |Γ(i) (v)| > 0), via the following lemmas
(proven in Section B).
I Lemma 13. With high probability, the number of neighbors in every block, |Γ(i) (v)|, is at
most O(log n).
I Lemma 14. With high probability, for every v such that |Bv | = Ω(log n) (i.e., E =
(i)
Ω(log n)), at least a 1/3-fraction of the blocks {Bv }i∈[|Bv |] are non-empty.
We consider blocks to be in two possible states – filled or unfilled. Initially, all blocks are
(i)
(i)
considered unfilled. In our algorithm we will maintain, for each block Bv , the set Pv of
(i)
known neighbors of u in block Bv ; this is a refinement of the set Pv in Section 3.1. We define
(i)
the behaviors of the procedure Fill(v, i) as follows. When invoked on an unfilled block Bv ,
(i)
Fill(v, i) decides whether each vertex u ∈ Bv is a neighbor of v (implicitly setting A[v][u]
(i)
(i)
to 1 or 0) unless Xvu is already decided; in other words, update Pv to Γ(i) (v). Then Bv is
marked as filled. We postpone the description of our implementation of Fill to Section 3.3,
instead using it as a black box.
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3.2.2

Putting it all together: Random-Neighbor queries

Algorithm 2 Block sampling.

procedure Random-Neighbor(v)
while True
(i)
sample Bv ∼U Bv u.a.r.
(i)
if Bv is not filled
Fill (v, i)
|P (i) |

v
with probability M
(i)
return u ∼U Pv u.a.r

Consider Algorithm 2 for sampling a random neighbor via rejection sampling. For
simplicity, throughout the analysis, we assume |Bv | = Ω(log n); otherwise, invoke Fill(v, i)
for all i ∈ [|Bv |] to obtain the entire neighbor list Γ(v).
(i)
To obtain a random neighbor, we first choose a block Bv uniformly at random, and
invoke Fill(v, i) if the block is unfilled. Then, we accept the sampled block for generating our
(i)
random neighbor with probability proportional to |Pv |. More specifically, if M = Θ(log n)
is an upper bound on the maximum number of neighbors in any block (see Lemma 13), we
(i)
(i)
accept block Bv with probability |Pv |/M , which is well-defined (i.e., does not exceed 1)
(i)
with high probability. Note that if Pv = ∅, we sample another block. If we choose to accept
(i)
(i)
Bv , we return a random neighbor from Pv . Otherwise, reject this block and repeat the
process again.
(i)
Since the returned vertex is always a member of Pv , a valid neighbor is always returned.
We now show that the algorithm correctly samples a uniformly random neighbor and bound
the number of iterations required for the rejection sampling process.
I Lemma 15. Algorithm 2 returns a uniformly random neighbor of vertex v.
Proof. It suffices to show that the probability that any neighbor in Γ(v) is return with
uniform positive probability, within the same iteration. Fixing a single iteration and consider
(i)
(i)
a vertex u ∈ Pv , we compute the probability that u is accepted. The probability that Bv i
(i)
(i)
is chosen is 1/|Bv |, the probability that Bv is accepted is |Pv |/M , and the probability
(i)
(i)
that u is chosen among Pv is 1/|Pv |. Hence, the overall probability of returning u in a
single iteration of the loop is 1/(|Bv | · M ), which is positive and independent of u. Therefore,
each vertex is returned with the same probability.
J
I Lemma 16. Algorithm 2 terminates in O(log n) iterations in expectation, or O(log2 n)
iterations w.h.p.
Proof. Using Lemma 14, we conclude that the probability of choosing a non-empty block
is at least 1/3. Since M = Θ(log n) by Lemma 13, the success probability of each iteration
is at least 1/(3M ) = Ω(1/ log n), Thus, the number of iterations required is O(log2 n) with
high probability.
J

3.3

Implementation of Fill

Lastly, we describe the implementation of the Fill procedure, employing the approach of
skipping non-neighbors, as developed for Algorithm 1. We aim to simulate the following
(i)
process: perform coin-tosses Cvu with probability pvu for every u ∈ Bv and update A[v][u]’s
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Algorithm 3 Filling a block.

procedure Fill(v, i)
(i)
(a, b) ← Bv
while a < b
sample u ∼ F(v, a, b)
(j)
Bu ← block containing v
(j)
if Bu is not filled
(i)
(i)
Pv ← Pv ∪ {u}
(j)
(j)
Pu ← Pu ∪ {v}
a←u
(j)
mark Bu as filled

according to these coin-flips unless they are decided (i.e., A[v][u] 6= φ). We directly generate
a sequence of u’s where the coins Cvu = 1, then add u to Pv and vice versa if Xvu has not
(i)
(i)
previously been decided. Thus, once Bv is filled, we will obtain Pv = Γ(i) (v) as desired.
(i)
As discussed in Section 3.1, while we have recorded all occurrences of A[v][u] = 1 in Pv ,
we need an efficient way of checking whether A[v][u] = 0 or φ. In Algorithm 1, last serves this
purpose by showing that A[v][u] for all u ≤ last[v] are decided as shown in Lemma 12. Here
instead, we maintain a single bit marking whether each block is filled or unfilled: a filled block
(i)
implies that A[v][u] for all u ∈ Bv are decided. The block structure along with the mark
bits, unlike last, is capable of handling intermittent ranges of intervals, which is sufficient for
our purpose, as shown in the following lemma. This yields the implementation of Algorithm 3
for the Fill procedure fulfilling the requirement previously given in Section 3.2.1.
(i)

I Lemma 17. The data structures Pv ’s and the block marking bits together provide a
succinct representation of A as long as modifications to A are performed solely by the Fill
(i)
(j)
operation in Algorithm 3. In particular, let u ∈ Bv and v ∈ Bu . Then, A[v][u] = 1 if and
(i)
(i)
(j)
only if u ∈ Pv . Otherwise, A[v][u] = 0 when at least one of Bv or Bu is marked as filled.
In all remaining cases, A[v][u] = φ.
Proof. The condition for A[v][u] = 1 still holds by construction. Otherwise, observe that
A[v][u] becomes decided precisely during a Fill(v, i) or a Fill(u, j) operation, which thereby
marks one of the corresponding blocks as filled.
J
(i)

Note that Pv ’s, maintained by our implementation, are initially empty but may not
(i)
still be empty at the beginning of the Fill function call. These Pv ’s are again instantiated
and stored in a dictionary once they become non-empty. Further, observe that the coin-flips
(i)
are simulated independently of the state of Pv , so the number of iterations of Algorithm 3
is the same as the number of coins Cvu = 1 which is, in expectation, a constant (namely
P
P
(i) P[Cvu = 1] =
(i) pvu ≤ L + 1).
u∈Bv
u∈Bv
By tracking the resource required by Algorithm 3 we obtain the following lemma; note
that “additional space” refers to the enduring memory that the implementation must allocate
and keep even after the execution, not its computation memory. The log n factors in our
(i)
complexities are required to perform binary-search for the range of Bv , or for the value u
(i)
(j)
from the CDF of F(u, a, b), and to maintain the ordered sets Pv and Pu .
(i)

I Lemma 18. Each execution of Algorithm 3 (the Fill operation) on an unfilled block Bv ,
in expectation:
terminates within O(1) iterations (of its repeat loop);
Q
P
computes O(log n) quantities of u∈[a,b] (1 − pvu ) and u∈[a,b] pvu each;
uses an additional O(log n) time, O(1) random log n-bit words, and O(1) additional space.
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Observe that the number of iterations required by Algorithm 3 only depends on its random
coin-flips and independent of the state of the algorithm. Combining with Lemma 16, we
finally obtain polylogarithimc resource bound for our implementation of Random-Neighbor.
I Corollary 19. Each execution of Algorithm 2 (the Random-Neighbor query), with high
probability,
terminates within O(log2 n) iterations (of its repeat loop);
Q
P
computes O(log3 n) quantities of u∈[a,b] (1 − pvu ) and u∈[a,b] pvu each;
uses an additional O(log3 n) time, O(log2 n) random words, and O(1) additional space.

Supporting Other Query Types along with Random-Neighbor
Vertex-Pair(u,v): We simply need to make sure that Lemma 17 holds, so we first apply
(j)
Fill(u, j) on block Bu containing v (if needed), then answer accordingly.
Next-Neighbor(v): We maintain last, and keep invoking Fill until we find a neighbor.
Recall that by Lemma 14, the probability that a particular block is empty is a small
constant. Then with high probability, there exists no ω(log n) consecutive empty blocks
(i)
Bv ’s for any vertex v, and thus Next-Neighbor only invokes up to O(log n) calls to
Fill.
We summarize the results so far with through the following theorem.
I Theorem 1. Given a random graph model defined by the probability matrix {puv }u,v∈[n] ,
Qb
Pb
and assuming that we can compute the the quantities u=a (1 − pvu ) and
u=a pvu in
O(logO(1) n) time, there exists an implementation for this model that supports local access
through Random-Neighbor, Vertex-Pair, and Next-Neighbor queries using O(logO(1) n)
running time, additional space, and random bits per query.
We have also been implicitly assuming perfect-precision arithmetic and we relax this
assumption in Section B.1. In the following Section 3.4, we show applications of Theorem 1
to the G(n, p) model, and the Stochastic Block model under random community assignment,
by providing formulas and by constructing data structures for computing the quantities
specified in Theorem 1.

3.4

Applications to Erdös-Rényi Model and Stochastic Block Model

In this section we demonstrate the application of our techniques to two well known, and
widely studied models of random graphs. That is, as required by Theorem 1, we must provide
Qb
Pb
a method for computing the quantities u=a (1 − pvu ) and u=a pvu of the desired random
graph families in logarithmic time, space and random bits. Our first implementation focuses
on the well known Erdös-Rényi model – G(n, p): in this case, pvu = p is uniform and our
quantities admit closed-form formulas.
Next, we focus on the Stochastic Block model with randomly-assigned communities.
Our implementation assigns each vertex to a community in {C1 , . . . , Cr } identically and
independently at random, according to some given distribution R over the communities. We
formulate a method of sampling community assignments locally. This essentially allows us
to sample from the multivariate hypergeometric distribution, using poly(log n) random bits,
which may be of independent interest. We remark that, as our first step, we sample for the
number of vertices of each community. That is, our construction can alternatively support
the community assignment where the number of vertices of each community is given, under
the assumption that the partition of the vertex set into communities is chosen uniformly at
random.
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Erdös-Rényi Model

As pvu = p for all edges {u, v} in the Erdös-Rényi G(n, p) model, we have the closed-form
Qb
Pb
formulas u=a (1 − pvu ) = (1 − p)b−a+1 and u=a pvu = (b − a + 1)p, which can be computed
in constant time according to our assumption, yielding the following corollary.
I Corollary 2. There exists an algorithm that implements local access to a Erdös-Rényi G(n, p)
random graph, through Vertex-Pair, Next-Neighbor, and Random-Neighbor queries, while
using O(log3 n) time, O(log3 n) random bits, and O(log2 n) additional space per query with
high probability.
We remark that there exists an alternative approach that picks F ∼ F(v, a, b) directly
log U
via a closed-form formula a + d log(1−p)
e where U is drawn uniformly from [0, 1), rather than
binary-searching for U in its CDF. Such an approach may save some poly(log n) factors
in the resources, given the prefect-precision arithmetic assumption. This usage of the log
function requires Ω(n)-bit precision, which is not applicable to our computation model.
While we are able to generate our random graph on-the-fly supporting all three types
of queries, our construction still only requires O(m + n) space (log n-bit words) in total at
any state; that is, we keep O(n) words for last, O(1) words per neighbor in Pv ’s, and one
marking bit for each block (where there can be up to m + n blocks in total). Hence, our
memory usage is nearly optimal for the G(n, p) model:
I Corollary 4. The final algorithm in Section 3 can generate a complete random graph from
e + m) time, random bits and space, which is
the Erdös-Rényi G(n, p) model using overall O(n
2
e
O(pn ) in expectation. This is optimal up to O(poly(log n)) factors.

3.4.2

Stochastic Block model

In the Stochastic Block model, each vertex is assigned to some community Ci , i ∈ [r]. By
partitioning the product by communities, we may rewrite the desired formulas, for v ∈ Ci ,
Qb
Qr
Pb
Pr
as u=a (1 − pvu ) = j=1 (1 − pij )|[a,b]∩Cj | and u=a pvu = j=1 |[a, b] ∩ Cj | · pij . Thus, it
suffices to design a data structure that is able to efficiently count the number of occurrences
of vertices of each community in any contiguous range (namely the value |[a, b] ∩ Cj | for each
j ∈ [r]), where the vertices are assigned communities according to a given distribution R. To
this end, we use the following lemma, yielding an implementation for the Stochastic Block
model using O(r poly(log n)) resources per query.
I Theorem 20. There exists a data structure that samples a community for each vertex
1
independently at random from R with poly(n)
error in the L1 -distance, and supports queries
that ask for the number of occurrences of vertices of each community in any contiguous range,
using O(r poly(log n)) time, random bits, and additional space per query. Further, this data
structure may be implemented in such a way that requires no overhead for initialization.
I Corollary 3. There exists an algorithm that implements local access to a random graph
from the n-vertex Stochastic Block Model with r randomly-assigned communities, through
Vertex-Pair, Next-Neighbor, and Random-Neighbor queries, using O(r poly(log n)) time,
random bits, and space per query w.h.p.
We provide the full details of the construction in Section D. Our construction extends
a similar implementation in the work of [26] which only supports r = 2. The overall data
structure is a balanced binary tree, where the root corresponds to the entire range of indices
[n], and the children of each vertex correspond to the first and second half of the parent’s range.
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Each node3 holds the number of vertices of each community in its range. The tree initially
contains only the root, with the number of vertices of each community h|C1 |, |C2 |, · · · , |Cr |i
sampled according to the multinomial distribution (for n samples from the distribution R).
The children are generated top-down on an as-needed basis according to the given queries.
The technical difficulties arise when generating the children, where one needs to sample the
counts assigned to either child from the correct marginal distribution. We show how to
sample such a count from the multivariate hypergeometric distribution, below in Theorem 21
(proven in Section D).
I Theorem 21. Given B marbles of r different colors, such that there are Ci marbles of color
i, there exists an algorithm that samples hs1 , s2 , · · · , sr i, the number of marbles of each color
appearing when drawing l marbles from the urn without replacement, in O(r · poly(log B))
time and random words.
Proof of Theorem 20. Recall that R denotes the given distribution over integers [r] (namely,
the random distribution of communities for each vertex). Our algorithm generates and
maintains random variables X1 , . . . , Xn (denoting the community assignment), each of which
is drawn independently from R. Given a pair (a, b), it uses Theorem 20 to sample the vector
C(a, b) = hc1 , . . . , cr i, where ck counts the number of variables in {Xa , . . . , Xb } that take on
the value k.
We maintain a complete binary tree whose leaves corresponds to indices from [n]. Each
node represents a range and stores the vector C for the corresponding range. The root
represents the entire range [n], which is then halved in each level. Initially the root samples
C(1, n) from the multinomial distribution according to R (see e.g., Section 3.4.1 of [32]).
Then, the children are generated on-the-fly as described above. Thus, each query can be
processed within O(r poly(log n)) time, yielding Theorem 20.
J
Then, by embedding the information stored by the data structure into the state (as in
the proof of Lemma 51), we obtain the desired Corollary 3.

4

Implementing Random Catalan Objects

In the previous Section 3.4.2 on the Stochastic Block Model, we considered random sequences
of colored marbles. Next, we focus on an important variant of these sequences as Catalan
objects, which impose a global constraint on the types of allowable sequences. Specifically,
consider a sequence of n white and n black marbles, such that every prefix of the sequence
has at least as many white marbles as black ones. Our goal will be to support queries to a
uniformly random instance of such an object.

Figure 1 Simple Dyck path with n = 35 up and down steps.

3
For clarity, “vertex” is only used in the sampled graph, and “node” is only used in the internal data
structures.
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One interpretation of Catalan objects is given by Dyck paths (Figure 1). A Dyck path
is essentially a 2n step balanced one-dimensional walk with exactly n up and down steps.
In Figure 1, each step moves one unit along the positive x-axis (time) and one unit up or
down the positive y-axis (position). The prefix constraint implies that the y-coordinate of
any point on the walk is ≥ 0 i.e. the walk never crosses the x-axis. The number of possible
1
Dyck paths (see Theorem 62) is the nth Catalan number Cn = n+1
· 2n
n . Many important
combinatorial objects occur in Catalan families of which these are an example.
We will approach the problem of partially sampling Catalan objects through Dyck paths.
This, in turn, will allow us to implement access other random Catalan objects such as rooted
trees, and bracketed expressions. Specifically, we will want to answer the following queries:
Direction(t): Returns the value of the tth step in the Dyck path (whether the step is up
or down).
Height(t): Returns the y-position of the path after t steps (the number of up steps minus
the number of down steps among the first t steps). Since a Direction(t) query can be
simulated using the queries Height(t) and Height(t − 1), we will not explicitly discuss
the Direction queries in what follows.
First-Return(t): If the (t + 1)th step is upwards i.e. Height(t + 1) = Height(t) + 1, it
returns the smallest index t0 > t such that Height(t0 ) = Height(t). While it may not be
clear why this query is important, it will be useful for querying bracketed expressions
and random trees. (see Section 4.1).

4.1

Bijections to other Catalan objects

The Height query is natural for Dyck paths, but the First-Return query is important in
exploring other Catalan objects. For instance, consider a random well bracketed expression;
equivalently an uniform distribution over the Dyck language. One can construct a trivial
bijection between Dyck paths and words in this language by replacing up and down steps
with opening and closing brackets respectively (Figure 2). The Height query corresponds to
asking for the nesting depth at a certain position in the word, and First-Return(x) returns
the position after the matched closing bracket for the step (x → x + 1).
There is also a natural bijection between Dyck paths and ordered rooted trees (Figure 2),
by viewing the Dyck path as a transcript of the tree’s DFS traversal. Starting with the root,
for each “up-step” we move to a new child of the current node, and for each “down-step”,
we backtrack towards the root. Thus, the Height query returns the depth of a node. Also,
since the Dyck path is a DFS transcript of the tree, a First-Return query on the path can
be used to find successive children of a tree node (each return produces the next child). For
instance, in Figure 2, we can invoke First-Return thrice starting at the first yellow path
position to reveal the corresponding three children of the yellow tree node.
By definition, First-Return(x) is meaningful only when the step from x to x + 1 is
upwards, i.e. when Height(x+1) = Height(x)+1. We can also implement a Reverse-FirstReturn query, which is just a standard First-Return query on the reversed Dyck path
(consider a reversal of the green dashed arrows in Figure 2). The reversal implies that
Reverse-First-Return(x) is only meaningful when Height(x − 1) = Height(x) + 1. In
terms of bijections, Reverse-First-Return is equivalent to finding a matching opening
bracket in bracketed expressions, and a Previous-Child query in rooted trees. We show
how to implement this query in Section 4.4.7. In the case where the height at x is larger
than both the heights at x − 1 and x + 1 (boxed nodes in Figure 2), there is no meaningful
“first return” from the context of the bijections. Specifically, these nodes correspond to leaf
nodes in rooted trees, or to a terminal nesting level in the bracket expression.
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Figure 2 Bijections from Dyck paths to bracketed expressions and ordered rooted trees. Note
that the color coded positions on the path correspond to tree nodes, and the path itself is a DFS
traversal of the tree. The bijection to bracketed expressions proceeds by directly replacing up and
down steps with opening and closing brackets respectively (we color the brackets with the higher
endpoint of the corresponding step). Green dashed arrows show successive First-Return queries on
the path. Using the bijection, this is equivalent to revealing three child sub-trees in order from left to
right for the corresponding tree node, and also to finding matching brackets in bracketed expressions.
First-Return is not defined for the red boxed nodes in either forward or reverse direction, since
this position corresponds to a leaf node in the tree, or to a terminal nesting level in the bracket
expression.

Moving forwards, we will focus on Dyck paths for the sake of simplicity.

4.2

Catalan Trapezoids and Generalized Dyck Paths

In order to implement local access to random Dyck paths, we will need to analyze more
general Catalan objects. Specifically, we consider a sequence of U up-steps and D downsteps, such that any prefix of the sequence containing U 0 up and D0 down steps satisfies
U 0 − D0 ≥ 1 − k. This means that we start our Dyck path at a height of k − 1, and we are
never allowed to cross below zero (Figure 3). Note that the case k = 1 corresponds to the
standard description of Dyck paths, as mentioned previously (Figure 1).

Figure 3 Generalized Dyck path with U = 25, D = 22 and k = 3. Note that the boundary is
k − 1 = 2 units below the starting height.

We will denote the set of such generalized Dyck paths as Ck (U, D) and the number of
paths as Ck (U, D) = |Ck (U, D)|, which is an entry in the Catalan Trapezoid of order k [47].
We also use Ck (U, D) to denote the uniform distribution over Ck (n, m). Now, we state a
result from [47] without proof:


+D

0≤D<k
 UD



U +D
U +D
Ck (U, D) =
(1)
−
k
≤D ≤U +k−1
D
D−k


0
D >U +k−1
For k = 1 and n = m, these represent the vanilla Catalan numbers i.e. Cn = C1 (n, n)
(number of simple Dyck paths). Our goal is to sample from the distribution C1 (n, n).

A. S. Biswas, R. Rubinfeld, and A. Yodpinyanee

27:25

Consider the situation after a sequence of Height queries to the Dyck path at various locations hx1 , x2 , · · · , xm i, such that the corresponding heights were sampled to be
hy1 , y2 , · · · , ym i. These revealed locations partition the path into disjoint intervals [xi , xi+1 ],
where the heights of the endpoints of each interval have been determined (as yi = Height(xi )).
We notice that these intervals can be generated independently of each other. Specifically,
the path within the interval [xi , xi+1 ] will be sampled from Ck (U, D), where k − 1 = yi ,
U + D = xi+1 − xi , and U − D = yi+1 − yi . Moreover, since the heights of the endpoints yi
and yi+1 are known, this choice is independent of any samples outside the interval. Next,
in Section 4.3, we will show how one can determine heights within such an interval, and in
Section 4.4 we will move on to the more complicated First-Return queries.

4.3

Implementing Height queries

We implement Height(t) by showing how to efficiently determine the height of the path at
the midpoint of an existing interval [xi , xi+1 ] (with corresponding endpoint heights yi , yi+1 ),
which results in two sub-intervals that are half the size. Next, we extend this strategy to
determine the heights of arbitrary positions by recursively sub-dividing the relevant interval
(binary search). If the interval in question has odd length, we sample a single step from an
endpoint, and proceed with a shortened even length interval. Sampling a single step is easy
since there are only two outcomes (see proof of Theorem 28).

Figure 4 The 2B-interval is split into two equal parts resulting in two separate Dyck problems.
The green node (center) is the sampled height of the midpoint parameterized by the value of d. The
path considered in both sub-intervals starts at a yellow node (left and right edges) and ends at the
green node. From this perspective, the path on the right is reversed with up and down steps being
swapped. A possible path is shown in gray.

Our general recursive step is as follows. We consider an interval of length 2B comprising
of 2U up-steps and 2D down-steps where the sum of any prefix cannot be less than k − 1
i.e. the path within this interval should be sampled from Ck (2U, 2D). In order to make
the analysis simpler, we have assumed that the number of up and down steps are both
even. The case of sampling according to Ck (2U + 1, 2D + 1) works similarly with slightly
different formulae. Without loss of generality, we assume that D ≤ U ; if this were not the
case, we could simply flip the interval, swap the up and down steps, and modify the prefix
constraint to k 0 = k + 2U − 2D (Figure 4). This ensures that the overall path in the interval
is non-decreasing in height, which will simpify our analysis.
We determine the height of the path B = U + D steps into the interval at the midpoint
(see Figure 4). This is equivalent to finding the number of up or down steps that get assigned
to the first half of the interval. We parameterize the possibilities by d and define pd to be the
probability that exactly U + d up-steps and D − d down steps get assigned to the first half
(with the remaining U − d up steps and D + d down steps being assigned to the second half).
pd =

Slef t (d) · Sright (d)
Stotal (d)

(2)
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Here, Slef t (d) denotes the number of possible paths in the first half (using U + d up steps)
and Sright (d) denotes the number of possible paths in the second half (using U − d up steps).
Note that all of these paths have to respect the k-boundary constraint (cannot dip more than
k − 1 units below the starting height), where k = yi + 1. Moving forwards, we will drop the
d when referring to the path counts. We (conceptually) flip the second half of the interval,
such that the corresponding path begins from the end of the 2B-interval and terminates at
the midpoint (Figure 4). This results in a different starting point, and the prefix/boundary
constraint will also be different. Hence, we define k 0 = k + 2U − 2D to represent the new
boundary constraint (since the final height of the 2B-interval is k 0 − 1). Finally, Stotal is the
total number of possible paths in the 2B interval.
We cannot directly sample from this complicated distribution {pd }. Instead, we use the
rejection sampling strategy from Lemma 11. An important point to note is that in order
to apply this lemma, we must be able to approximate the pd values. However, we cannot
naively use the formula from Equation 2, since the values of {Slef t , Sright , Stotal } are too
large to compute explicitly. Lemma 67 in Section F.3 shows how to indirectly compute the
probabilty approximations. We also use the following lemma to bound the deviation of the
path with high probability. A proof is presented in Section F.2.
I Lemma 22. Consider a contiguous sub-path of a simple Dyck path of length 2n where the
sub-path is of length 2B comprising of U up-steps and D down-steps (with U + D = 2B).
Then there exists a constant c such that the quantities |B − U |, |B − D|, and |U − D| are all
√
< c B log n with probability at least 1 − 1/n2 for every possible sub-path.
This lemma allows us to ignore potential midpoint heights that cause a deviation greater
√
than c B log n. A direct implication is that with high probability, the correctly sampled
√
value for d will be O( B log n). In other words, the height of the midpoint takes on one
√ of
√
e B)
only O( B log n) distinct values with high probability. This immediately suggests a O(
time algorithm for determining the midpoint height, by explicitly computing the probabilities
of each of these potential heights, and directly sampling from the resulting distribution.
However, we can go further and obtain a O(poly(log n)) time algorithm.

4.3.1

The Simple Case: Far Boundary

We first consider the case when the boundary constraint is far away from the starting point,
i.e. k is large. The following lemma (proof in Section F.2) shows that in this case, we can
safely ignore the constraint. Intuitively, this is because the boundary is so far away, that
with high probability, we do not hit it even if we choose a random unconstrained path.
I Lemma 23. Given a Dyck path sampling problem of length B with U up, D down steps, and
√
a boundary at k, there exists a constant c such that if k > c B log n, then the distribution of
paths sampled without a boundary C∞ (U, D) is O(1/n2 )-close in L1 distance to the distribution
of Dyck paths Ck (U + D).
By Lemma 23, the problem of sampling from Ck (2U, 2D) reduces to sampling from the
√
hypergeometric distribution C∞ (2U, 2D) when k > O( B log n) i.e. the probabilities pd can
be approximated by:


B
B
D−d · D+d
qd =

2B
2D

This problem of sampling from the hypergeometric distribution is implemented using
O(poly(log n)) resources in [26] (see Lemma 54 in Section D). We also used this result
earlier in the paper in order to find the community assignments in the Stochastic Block
Model (Section 3.4.2).
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The Difficult Case: Intervals Close to Zero

√
The difficult case is when k = O( B log n), and the previous approximation due to Lemma 23
no longer works. In this case, we cannot just ignore the boundary constraint, and instead we
have to analyze the true probability distribution given by pd . We obtain an expression for pd
by substituting the formula for generalized Catalan numbers as follows: (Equation 1) into
Equation 2.
Slef t = Ck (U + d, D − d)

Sright = Ck0 (U − d, D + d)

Stotal = Ck (2U, 2D)

(3)

Since the right interval is flipped in our analysis, this changes the prefix/boundary constraint,
and hence, the expression for Sright uses k 0 = k + 2U − 2D. This also implies that k 0 =
√
O( B log n) (using Lemma 22). We can now use Equation 2 to evaluate the probabilties
pd = Slef t · Sright /Stotal . Recall that Slef t and Sright are the number of possible paths in
the left and right half of the interval, when exactly U + d up steps are assigned to the first
half, and Stotal is the total number of possible paths in the interval.
We will invoke the rejection sampling technique (Lemma 11), by constructing a different
distribution qd that approximates pd up to logarithmic factors over the vast majority of its
√
support (we ignore all |d| > Θ( B log n) since the associated probability mass is negligible
by Lemma 22). In order to perform rejection sampling, we also need good approximations of
pd , which is acheved by Lemma 67 in Section F.3. Next, we define an appropriate qd that
approximates pd and also has an efficiently computable CDF . Surprisingly, as in Section 4.3.1,
we will be able to use the hypergeometric distribution for qd ,




B
B
B
B
D−d · D+d
D−d · U −d
qd ≡
=


2B
2B
2D

2D

However, the argument for why this qd is a good approximation to pd is far less straightforward.
First, we consider
the case where k · k 0 ≤ 2U + 1. In this case, we
 use loose
 bounds

B
B
for Slef t < D−d and Sright < UB−d . These are true because D−d
and UB−d are the
total number of unconstrained paths in the left and right half respectively, and adding the
boundary constraint can only reduce the number of paths. We also prove the following
lemma in Section F.4 to bound the value of Stotal .

2B
I Lemma 24. When kk 0 > 2U + 1, Stotal > 21 · 2D
.
Combining the three bounds, we conclude that pd < 12 qd . Intuitively, in this case the
Dyck boundary is far away, and therefore the number of possible paths is only a constant
factor away from the number of unconstrained paths (see Section 4.3.1). The case where
the boundaries are closer (i.e. k · k 0 ≤ 2U + 1) is trickier, since the individual counts need
not be close to the corresponding binomial counts. However, in this case we can still ensure
that the sampling probability is within poly-logarithmic factors of the binomial sampling
probability. We use the following lemmas to bound Slef t and Sright (proofs in Section F.4).
√

k· log n
B
for some constant c1 .
I Lemma 25. Slef t ≤ c1 √B · D−d
√

I Lemma 26. Sright ≤ c2

k0 ·

√

logn
B

·

B
U −d



for some constant c2 .

Finally, we obtain a diferent bound on Stotal for the near boundary case.

0
2B
I Lemma 27. When kk 0 ≤ 2U + 1, Stotal ≥ c3 k·k
B · 2D for some constant c3 .
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Multiplying these inequalities together allows us to bound pd = Slef t · Sright /Stotal ≤
Θ(qd log n), implying pd /qd ≤ Θ(log n). Consequently, we can leverage Lemma 11 to obtain
a sample from {pd } using O(logO(1) n) samples from {qd }, thus determining the height of
the Dyck path at the midpoint of the interval.
I Theorem 28. Given an interval [xi , xi+1 ] (and the associated endpoint heights yi , yi+1 ) in
a Dyck path of length 2n, with the guarantee that no position between xi and xi+1 has been
sampled yet, there is an algorithm that returns the height of the path at the midpoint of xi
and xi+1 (or next to the midpoint if xi+1 − xi is odd). Moreover, this algorithm only uses
O(poly(log n)) resources.
Proof. If xi+1 − xi is even, we can set B = (xi+1 − xi )/2. Otherwise, we first sample a
single step from xi to xi + 1, and then set B = (xi+1 − xi − 1)/2. Since there are only two
possibilities for a single step, we can explicitly approximate the corresponding probabilities
using the strategy outlined in the proof of Lemma 67 (see Section F.3), and then sample
accordingly. This allows us to apply the rejection sampling from Lemma 11 using {qd } to
obtain samples from {pd } as defined above.
J
I Theorem 29. There is an algorithm that provides sample access to a Dyck path of length
2n, by answering queries of the form Height(x) with the correctly sampled height of the Dyck
path at position x using only O(poly(log n)) resources per query.
Proof. The algorithm maintains a successor-predecessor data structure (e.g. Van Emde Boas
tree) to store all positions x that have already been determined. Each newly determined
position is added to this structure. Given a query Height(x), the algorithm first finds the
successor and predecessor (say a and b) of x among the already queried positions. This
provides us the guarantee required to apply Theorem 28, which allows us to query the height
at the midpoint of a and b. We then binary search by updating either the successor or
predecessor of x and repeat until we determine the height of position x.
J

4.4

Supporting “First Return” Queries

In this section, we discuss more complex queries to a Dyck path. Specifically, we implement
First-Return(x) to allow the user to query the next time the path returns to Height(x).
The utility of this kind of query is illustrated through bijections to other random Catalan
objects in Section 4.1. An important detail here is that if the first step from x to x + 1 is a
down-step, there is no well defined First-Return.

4.4.1

Maintaining a Boundary Invariant

Notice that after performing a set of Height queries hx1 , x2 , · · · , xm i to the Dyck path, many
different positions are revealed (possibly in adversarial locations). This partitions the path
into at most m + 1 disjoint and independent intervals with known boundary conditions. The
first step towards finding the First-Return from position t would be to locate the interval
where the first return occurs. Even if we had an efficient technique to filter intervals, we
would want to avoid considering all Θ(m) intervals to find the correct one. In addition, the
fact that a specific interval does not contain the first return implies dependencies for all
subsequent samples.
We resolve these difficulties by maintaining a new invariant. Consider all positions whose
heights have have already been determined, either directly as a result of user given Height
queries, or indirectly due to recursive Height calls; hx1 , x2 , · · · , xm i in increasing order i.e.
xi < xi+1 . Let the corresponding heights be hy1 , y2 , · · · , ym i i.e. Height(xi ) = yi .
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I Invariant 30. For any interval [xi , xi+1 ] where the heights of the endpoints have been
determined to be yi and yi+1 , and every other height in the interval has yet to determined, the
section of the Dyck path between positions xi and xi+1 is constrained to lie above min(yi , yi+1 ).

Figure 5 The set of intervals formed by a set of height samples. Each interval also has its own
boundary constraint (red). Invariant 30 implies that each boundary must coincide with one of the
interval endpoints. Note that the only interval which violates the invariant is the third last one
(shown in yellow box).

How can one maintain such an invariant? After determining the height of a particular
position xi as yi (with xi−1 < xi < xi+1 ), the invariant is potentially broken on either side of
xi . We re-establish the invariant by determining the height of an additional point on either
side (see Section 4.4.6 for details). Specifically, we use the following two step strategy to find
the additional point for some violating interval [xi , xi+1 ] (example violation in Figure 5):
1. Sample the lowest height h achieved by the walk between xi and xi+1 according to the
uniform distribution over all possible paths that respect the current boundary constraint
(see Section 4.4.2).
2. Find an intermediate position x such that xi < x < xi+1 and Height(x) = h (see
Section 4.4.3).
The newly determined position x produces two sub-intervals [xi , x] and [x, xi+1 ]. Since
h = Height(x) has been determined to be the minimum height in the overall range [xi , xi+1 ],
the invariant is preserved in the new intervals (see Figure 6). Lemma 37 in Section 4.4.5
shows how this invariant can help us efficiently search for the interval containing the first
return.

Figure 6 An interval [xi , xi+1 ] that violates the invariant is “fixed” by first sampling the lowest
height h achieved within the interval, and then generating a position x ∈ [xi , xi+1 ] such that
Height(x) = h.

4.4.2

Sampling the Lowest Achievable Height: Mandatory Boundary

First, we need to sample the lowest height h of the walk between xi and xi+1 (with
corresponding heights yi and yi+1 ). We will refer to h as the “mandatory boundary” in this
interval; i.e. no height in the interval may be lower than the boundary, but at least one
point must touch the boundary (have height h). We assume that yi ≤ yi+1 without loss of
generality; if this is not the case, swap xi and xi+1 and consider the reversed path. Say this
interval defines a generalized Dyck problem with U up steps, D down steps, and a boundary
that is k − 1 units below yi .
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Given any two boundaries klower and kupper on this interval (with klower < kupper ≤ yi ),
we can count the number of possible generalized Dyck paths that violate the kupper boundary
but not the klower boundary as follows (see Figure 7):
k

upper
Pklower
= Cklower (U, D) − Ckupper (U, D)

We define the current lower and upper boundaries as klow = k, kup = 0, and set kmid =
Algorithm 4 Finding the Mandatory boundary.
1: function Mandatory-Boundary(U, D, k)
2:
3:
4:

klow ← k
kup ← 0
while klow < kup − 1
(klow +kup )
c
2

5:

kmid ← b

6:

Ptotal ← Cklow (U, D) − Ckup (U, D)

7:

mid
Pkklow
← Cklow (U, D) − Ckmid (U, D)

8:
9:
10:
11:
12:

mid
with probability Pkklow
/Ptotal
kup ← kmid
else
klow ← kmid
return klow

k

k

up
up
mid
(klow + kup )/2. Since we can compute the quantities Pkmid
, Pkklow
, and Ptotal = Pklow
, we can
sample a single bit to decide if the “lower boundary” should move up or if the “upper boundary”
should move down. We then repeat this binary search until we find k 0 = klow = kup − 1 and
k 0 becomes the “mandatory boundary” (i.e. the walk reaches the height exactly k 0 − 1 units
below yi but no lower.

up

Figure 7 Pkklow counts all the paths that dip at least kup units below the starting point, but do
not dip klow units below the starting point. kmid would lie halfway between these boundaries.

4.4.3

Determining First Position that Touches the “Mandatory
Boundary”

Now that we have a “mandatory boundary” k, we just need to generate a position x ∈ [xi , xi+1 ]
with Height(x) = yi − k + 1, according to the uniform distribution over all paths that touch,
but do not violate the boundary at k. In fact, we will do something stronger by determining
the first time the walk touches the boundary after xi . As before, we assume that this interval
contains U up steps and D down steps.
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Figure 8 Zooming into the error in Figure 5. We generate a position x (yellow) on the boundary
(red), such that the section of the path to the left of x never approaches the red boundary (it respects
the orange boundary).

We will parameterize the position x the number of up-steps d between xi and x (See
Figure 8). implying that x = xi + 2d + k − 1. Given a specific d, we want to compute the
number of valid paths that result in d up-steps before the first approach to the boundary.
Note that unlike Section 4.3, d is used here to parameterize the (horizontal) x-position of the
desired point. We will calculate the probability pd associated with a particular position by
counting the total number of paths to the left and right of the first approach and multiplying
them together.
As in Section 4.3.2, we define Slef t to be the number of paths in the sub-interval before
the first approach (left side of Figure 8), Sright to be the number of paths following the first
approach, and Stotal to be the total number of paths that touch the “mandatory boundary”
at k (note that these quantities are functions of U, D, k and d, but we drop the parameters
for the sake of clarity):
Slef t = Ck (d, d + k − 2)

Sright = C1 (U − d, D − d − k + 1)

Stotal = Ck (U, D) − Ck−1 (U, D)

Our goal is to generate d from the distribution {pd } where pd = Slef t · Sright /Stotal . The
application of Lemma 11 requires us to approximate {pd } with a “well behaved” {qd } (one
whose CDF can be efficiently estimated). Since qd only needs to approximate pd up to
poly(log n) factors, we focus on obtaining poly(log n) approximations to the path counts
{Slef t , Sright , Stotal }. Using Equation 1, we obtain approximations for Slef t and Sright
(Lemma 31 and Lemma 32 with proofs in Section F.5).
 2d+k

k−1
I Lemma 31. If d > log4 n, then Slef t (d) = Θ 2 √d e−rlef t (d) · d+k−1
where rlef t (d) =
(k−2)2
2(2d+k−2) .

Furthermore, rlef t (d) = O(log2 n).

I Lemma 32. If U + D − 2d − k > log4 n, then Sright (d) = Θ
where rright (d) =

(U −D−k−1)2
4(U +D−2d−k+1) .



2U +D−2d−k −rright (d)
√
e
U +d−2d−k

·

U −D+k
U −d+1



Furthermore, rright (d) = O(log2 n).

Our general strategy will be to integrate continuous versions of these approximations in
order to obtain a CDF of some approximating distribution. Unfortunately, the continuous
approximation functions obtained do not admit closed form integrals. The main culprit is
the exponential term in both expressions. We tackle this issue by noticing that the values
of the exponents are bounded by O(log2 n) over the majority of the range of d. Within
this range of d values, the exponential term may be further simplified by taking a piecewise
constant approximation, where each of the pieces corresponds to a fixed value of the floor of
the corresponding exponent. This technique is elaborated in Section 4.4.4.
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We start by considering the “problematic” values of d that are outside the range of the
two preceding lemmas. These values are the ones where d < log4 n or 2d > U + D − k − log4 n.
Since d is the number of up steps in the left sub-interval, d ≥ 0. Further, since the length of
the right sub-interval nust be non-negative (see Figure 8), we get U + D − 2d − k + 1 ≥ 0.
Thus, we define the “problematic” set:

R = d | 0 ≤ d < log4 n or − 1 < 2d − U − D + k < log4 n
(4)
Clearly, we can bound the size of this set as |R| = O(log4 n). An immediate consequence of
Lemma 31 and Lemma 32 is the following.


U +D
k−1
I Corollary 33. When d 6∈ R, Slef t (d) · Sright (d) = Θ √ 2
· UU−D+k
· e−r(d) · d+k−1
−d+1
d(U +D−2d−k)

where r(d) = O(log2 n).

4.4.4

Estimating the CDF

We use these observations to construct a suitable {qd } that can be used to invoke the
rejection sampling lemma (Lemma 11). We will achieve this by constructing a piecewise
continuous function q̂, such that q̂(δ) approximates pbδc , and then use the integral of q̂ to
define the discrete distribution {qd }. As stated in the previous section, we can leverage the
fact that when d 6∈ R, the floor of the exponent br(d)c only takes O(log2 n) distinct values
(consequence of Corollary 33). Since the “problematic” set R only has O(log4 n) values, we
can also deal with these remaining values by simply creating |R| additional
continuous pieces

in the function q̂. We begin by rewriting pd = Θ K · f (d) · e−r(d) where:
K=

2U +D
2U +D
=
Stotal
Ck (U, D) − Ck−1 (U, D)

(k − 1)(U − D + k)
f (d) = p
(5)
d(U + D − 2d − k)(d + k − 1)(U − d + 1)

Notice that K is a constant and f (d) is a function whose integral has a closed form. Using
the fact that r(d) = O(log2 n) (Corollary 33), and |R| = O(log4 n), we obtain the following
lemma:
I Lemma 34. Given the piecewise continuous function
(
pbδc
if bδc ∈ R
q̂(δ) =
=⇒
K · f (δ) · exp (−br(bδc)c) if bδc 6∈ R

 d+1

Z
pd = Θ 
q̂(δ)
d

Furthermore, q̂(δ) has O(log4 n) continuous pieces.
Proof. For d ∈ R, the integral trivially evaluates to exactly pd . For d 6∈ R, it suffices to show

that pd = Θ (q̂(δ)) for all δ ∈ [d, d + 1). We already know that pd = Θ K · f (d) · e−r(d) .
Moreover, for any δ ∈ [d, d + 1), the exponential term e−br(bδc)c in q̂(δ) is within a factor of
e of the original e−r(bδc) term.
For all O(log4 n) values d ∈ R, q̂(δ) is constant on the interval [d, d + 1]. Since r(d) =
O(log2 n) by Corollary 33, the exponential term e−br(bδc)c in q̂(δ) taken on at most O(log2 n)
values. Thus, q̂ is continuous for a range of δ correspoding to a fixed value of br(bδc)c, and
so, we conclude that q̂ is piecewise continuous with O(log2 n) pieces.
J
Now, we have everything in place to define the distribution {qd } that we will be sampling
from. Specifically, we will define qd and it’s CDF Qd as follows (N is the normalizing factor):
 d+1

 d+1

dmax
Z
Z
Z +1
1
1




qd =
q̂(δ) ·
Qd =
q̂(δ) ·
where N =
q̂(δ)
(6)
N

d

N

0

0
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To show that these can be computed efficiently, it suffices to show that any integral of q̂(δ)
can be efficiently evaluated. This follows from the fact that q̂ is piecewise continuous with
O(log4 ) pieces (Lemma 34), each of which has a closed form integral (since f (d) defined in
Equation 5 has an integral).
Given the function q̂d defined in Lemma 34, it is possible to approximate the
I Lemma
R d 35.
+1
integral d12 q̂(δ) to a multiplicative factor of 1 ± n12 , in poly(log n) time for any valid
d1 , d2 ∈ Z (the bounds must be such that di ≥ 0 and U + D − 2di − k + 1 ≥ 0).
Proof. We will compute the integral by splitting it up into O(log4 n) continuous pieces and
then approximating the integral
over each piece. The pieces corresponding to values of d ∈ R
R d+1
can be explicitly computed as d q̂(δ) = pd (recall that we can compute pd using Lemma 67
from Section F.3).
The more interesting pieces are over the range of δ where bδc 6∈ R. Such a piece is given by
a continuous range of values [δmin , δmax ] ⊆ [d1 , d2 + 1], such that for any δ ∈ [δmin , δmax ], the
value of br(bδc)c is a constant
E. We begin the calculation of q̂(δ) = K·f (δ)·exp(−E), by first

computing a 1 ± 1/n3 multiplicative approximation to ln K = (U + D) ln 2 − ln Stotal , using
the strategy in Lemma 67 R(Section F.3). Since f (δ) has a closed form integral (Equation 5),
δmax
f (δ). Using the fact that the exponent is constant over the
we can also compute F = δmin
range [δmin , δmax ], we can write the logarithm of the integral as:
 d

Zmax

ln 
q̂(δ) = ln K · e−E · F · = (U + D) · ln 2 − ln Stotal + ln F − E
dmin

If this value is smaller than −3 ln n, we can safely ignore it since it contrbuted less than
1/n3 to the probability mass. On the flipside, the logarithm
is guaranteed to be bounded by
R
P
O(1). This upper bound is a result of the fact that q̂(δ) = O( pd ) = O(1), where both
the sum and the integral are taken over the entire valid range of d. This means that we
can exponentiate to obtain the true value of the piecewise integral up to a multiplicative
approximation of (1 ± 1/n3 ). Adding the integrals of all the O(log4 n) pieces together
produces the final desired value of the integral.
J
Now, we are finally ready to use Lemma 11 to sample d from the distribution {pd },
using the efficient sampling procedure for {qd }. The only other requirement is the ability to
approximate the pd values, which follows from Lemma 67.
I Theorem 36. Given a sub-interval [xi , xi+1 ] of a random Dyck path of length 2n, such that
the only determined heights in the interval are yi = Height(xi ) and yi+1 = Height(xi+1 ),
and a mandatory boundary constraint at k, there exists an algorithm that generates a point x
within the interval such that Height(x) = yi − k + 1, using poly(log n) time, random bits,
and additional space.

4.4.5

Finding the Correct Interval: First-Return Query

As before, consider all positions that have been queried already hx1 , x2 , · · · , xm i (in increasing
order) along with their corresponding heights hy1 , y2 , · · · , ym i. We wish to find the first return
to height yi after xi (where yi = Height(xi )). Our strategy begins by using Invariant 30 to
find the interval I = [xk , xk+1 ] containing First-Return(xi ).
I Lemma 37. Assuming that Invariant 30 holds, the interval (xj−1 , xj ] containing
First-Return(xi ) is obtained by setting j to be either the smallest index f > i such that
yf ≤ yi or setting j − 1 = i.
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Figure 9 There are only two possible intervals (yellow boxes) that could contain First-Return(xi );
either the interval adjacent to xi , or the interval [xf −1 , xf ], where f is the smallest index such that
yf < xi .

Proof. We assume the contrary i.e. there exists some k 6= f and k 6= i + 1 such that the
correct interval is (xk−1 , xk ]. Since yf < yi , the position of first return to yi happens in the
range (xi , xf ]. So, the only possibility is i + 1 < k ≤ f − 1. By the definition of yf , we know
that both yk and yk−1 are strictly larger than yi . Invariant 30 implies that the boundary for
this interval (yk−1 , yk ] is at min(yk−1 , yk ) > yi . So, it is not possible for the first return to
be in this interval.
J
The good news is that there are only two intervals that we need to worry about, one of
which is just the adjacent one [xi , xi+1 ]. The problem of finding the other interval that may
contain the first return boils down to finding the smallest index f > i such that yf ≤ yi . To
this end, we define M[a,b] as the minimum determined height in the range of positions [a, b].
One solution is to maintain a range tree R [14] over the range [2n]. Assuming that
2n = 2l , we can view R as a complete binary tree with depth r. Every non-leaf node is
denoted by R[a,b] , and corresponds to a range [a, b] ⊆ [2n] that is the union of the ranges of
its children. Each R[a,b] stores the value M[a,b] which is is the minimum determined height
in the range of positions [a, b], or ∞ if none of the heights have been revealed. The leaf nodes
are denoted as {Ri }i∈[2n] , and correspond to the singleton range corresponding to position
0
i ∈ [2n]. Note that a node at depth l0 will correspond to a range of size 2l−l , with the root
being associated with the entire range [2n].
We say that the range [a, b] is canonical if it corresponds to a range of some R[a,b] in R.
By the property of range trees, any arbitrary range can be decomposed into a disjoint union
of O(log n) canonical ranges. We implement R to support the following operations:
Update(x, y): Update the height of the position x to y.
This update affects
all ranges [ai , bi ] containing x. So, for each [ai , bi ] we set M[ai ,bi ] =

min M[ai ,bi ] , y .
Query(a, b): Return the minimum boundary height in the range [a, b].
We decompose [a, b] into O(log n) canonical ranges hr1 , r2 , · · · i, and return the minimum
of all the Mri values as M[a,b] (since [a, b] is the union of all ri ).
Now, we can binary search for f by guessing a value f 0 and checking if Query(xi , xf 0 ) ≤ yi .
Overall, this requires O(log n) calls to Query, each of which makes O(log n) probes to the
range tree. To avoid an initialization overhead, we only create the node R[a,b] during the
first Update affecting a position x ∈ [a, b]. Since a call to Update can create at most O(log n)
new nodes in R, the additional space required for each Height or First-Return query is
still bounded.
I Theorem 38. There is an algorithm using O(logO(1) n) resources per query that provides
access to a random Dyck path of length 2n, by answering queries of the form First-Return(xi )
with the correctly sampled smallest position x0 > xi , where the Dyck path first returns to
Height(xi ).
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Proof. In order to make the presentation simpler, we ensure that the next determined position
after xi is xi + 1 (in other words xi+1 = xi + 1). This can be done by invoking Height(xi + 1),
if needed. If Height(xi + 1) = yi+1 < yi , we can terminate because First-Return(xi ) is not
defined. Otherwise, we notice that in this setting, the first return cannot lie in the adjacent
interval [xi , xi+1 ] = [xi , xi + 1].
Hence, we proceed to finding the smallest value f such that yf ≤ yi , by using the range
tree data structure described above. Since Height(xf −1 ) > yi ≤ Height(xf ) by definition,
the interval (xf −1 , xf ] must contain at least one position at height yi . We determine the
height at the midpoint of this interval, and then fix the potential violation of Invariant 30 by
finding another point along with its height. This essentially breaks up the interval [xf −1 , xf ]
into O(1) sub-intervals, each at most half the size of the original. Based on the newly revealed
heights, we again find the (newly created) sub-interval containing the first return in O(1)
time. We repeat up to O(log n) times, reducing the size of the intervals in consideration,
until the position of the first return is revealed.
J

4.4.6

Maintaining Height Queries under Invariant 30

Finally, we show that the boundary constraints introduced in order to maintain Invariant 30 do
not interfere with the implementation of Height queries. As before, we consider the currently
revealed heights hy1 , y2 , · · · , ym i, along with the corresponding positions hx1 , x2 , · · · , xm i
(in increasing order). Say that we are now presented with a query Height(x), where
xi < x < xi+1 . As in Section 4.3, we swap xi and xi+1 if necessary in order to ensure
that yi < yi+1 . Due to Invariant 30, we know that the lowest achievable height in the
interval [xi , xi+1 ] is yi , i.e. the boundary constraint for the left half becomes k = 1 instead of
k = yi + 1, since the constrained boundary is at height yi . Similarly, the boundary constraint
for the right half becomes k 0 = 2U − 2D + 1.
The algorithm for determining the height at the midpoint xmid of [xi , xi+1 ] can proceed
as described in Section 4.3. Of course, in this scenario, the boundary is never far away, and
therefore we should always use the strategy in Section 4.3.2. The second step is to re-establish
Invariant 30 in the newly created sub-interval [xmid , xi+1 ]4 , using the two step strategy from
Section 4.4.1. This involves determining the height of one additional point x0 ∈ [xmid , xi+1 ].
Finally, we can continue with the height sampling algorithm from Theorem 29, by recursively
halving one of the newly created intervals (the one containing x). Figure 10 illustrates the
aforementioned three steps.
Hence, we can combine results from Theorem 29 and Theorem 38 to obtain the following:
I Theorem 6. There is an algorithm using O(logO(1) n) resources per query that provides
access to a uniformly random Dyck path of length 2n by implementing the following queries:
Height(t) returns the position of the walk after t steps.
First-Return(t): If Height(t + 1) > Height(t), then First-Return(t) returns the
smallest index t0 , such that t0 > t and Height(t0 ) = Height(t) (i.e. the first time the
Dyck path returns to the same height). Otherwise, if Height(t + 1) < Height(t), then
First-Return(t) is not defined.

4
Note that the invariant is not broken for the [xi , xmid ] sub-interval since yi + 1 was the original
boundary constraint. In general, the invariant will be automatically preserved for one of the sub-intervals;
the side corresponding to min(yi , yi+1 ).
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Figure 10 Performing Height queries while maintaining Invariant 30. The first step is to
determine the height at the midpoint xmid of an existing interval [xi , xi+1 ] that contains x. Next,
we re-establish Invariant 30 by sampling an additional point x0 within the violating interval Finally,
we recurse on the appropriate sub-interval (yellow box).

4.4.7

Reverse-First-Return Queries

For the sake of completeness, we also sketch how to implement a Reverse-First-Return
query, which is just a standard First-Return query on the reversed Dyck path. This
type of query was motivated in Section 4.1, and can be applied to positions x where
Height(x − 1) = Height(x) + 1.
Note that Invariant 30 remains unchanged as it is symmetric to reversal of the Dyck path.
Specifically, the invariant on a particular interval does not change if we swap the endpoints
of the interval. First, we can find the correct interval containing Reverse-First-Return(x),
by using an analog of Lemma 37.
I Lemma 39. Assuming Invariant 30, the interval [xj , xj+1 ) containing Reverse-FirstReturn(xi ) is obtained by setting j to be either the largest index f < i such that yf ≤ yi or
setting j + 1 = i.
Since the range tree defined in Section 4.4.5 allows us to query the minimum in arbitrary
contiguous ranges, we can also use it to find the appropriate f for Lemma 39 through binary
search. Once we have found an interval that is known to contain the Reverse-First-Return,
we can follow the strategy from the proof of Theorem 38; recursively sub-dividing the relevant
interval and finding the newly created sub-interval that contains the return, until we converge
on the correct return position.

5

Random Coloring of a Graph

A valid q-coloring of a graph G = (V, E) is a vector of colors X ∈ [q]V , such that for all
(u, v) ∈ E, Xu 6= Xv . We present a sub-linear time algorithm to provide local access to a
uniformly random valid q-coloring of an input graph. Specifically, we implement Color(v),
which returns the color Xv of node v, where X is a uniformly random valid coloring. The
implementation can access the input graph G through a sub-linear number of neighborhood
queries. A neighborhood query of the form All-Neighbors(v) returns a list of neighbors of
v. The implementation can also access a tape of public random bits R.
Moreover, multiple independent instances of Color that are given access to the same
public tape of random bits R, should output color values consistent with a single X, regardless
of the order and content of the queries received. Unlike our previous results, the choice of
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X only depends on R, and the Color implementations do not need to use any additional
memory to maintain consistency. For a formal description of this model, see Definition 10.
This model is essentially a generalization of Local Computation Algorithms [48]. Given a
computation problem with input x and a set of valid outputs F (x), LCAs provide query
access to some y ∈ F (x) using only a sub-linear number of probes to x. This makes it feasible
to consider sub-linear algorithms for problems where the output size is super-linear. Our
model has the additional restriction that the output must be drawn uniformly at random
from F (x), rather than just being an arbitrary member. Since the number of possible outputs
(|F (x)|) may be exponential, it is not possible to encode all the requisite random bits in
sub-linear space. Therefore, we use a source of public randomness R.

Sequential Algorithm for Random Coloring
We consider graphs with max degree ∆, and q = Θ(∆), since this is the regime where this
problem is feasible [22]. In the sequential setting, [22] used the technique of path coupling
to show that for q > 2∆, one can sample an uniformly random coloring by using a simple
Markov chain. The Markov chain proceeds in T steps. The state of the chain at time t
is given by Xt ∈ [q]|V | . Specifically, the color of vertex v at step t is Xtv . In each step
of the Markov process, a vertex and a color are sampled uniformly at random i.e. a pair
(v, c) ∼U V × [q]. Subsequently, if the recoloring of vertex v with color c does not result
in a conflict with v’s neighbors, i.e. c 6∈ {Xtu : u ∈ Γ(v)}, then the vertex is recolored i.e.
Xt+1
← c. After running this chain for T = O(n log(n/)) steps, the Markov chain is mixed,
v
implying that the distribution of resulting colors is  close to the uniform distribution in L1
distance.

5.1

Modified Glauber Dynamics based on a Distributed Algorithm

Now we define a modified Markov chain as a special case of the Local Glauber Dynamics
presented in [20]. The modified Markov chain proceeds in epochs. We denote the initial
coloring of the graph by the vector X0 and the state of the coloring after the k th epoch by
Xk . In the k th epoch, every node attempts to recolor itself simultaneously in a conservative
manner, as described below:
Sample |V | colors hc1 , c2 , · · · , cn i from [q], where cv is the color proposed by vertex v.
For each vertex v, we set Xkv to cv , if and only if for all neighbors w of v, Xk−1
=
6 cv and
w
cw 6= cv . Specifically, a vertex v is recolored if and only if its proposed color cv does not
conflict with any of it’s neighbors current colors (at the end of the previous epoch), or
their current proposals.
This procedure is a special case of the Local Glauber Dynamics, which was presented in
[20] as a distributed algorithm for sampling a random coloring.5 In the distributed setting,
our epochs correspond to synchronous rounds, where many vertices recolor themselves
simultaneously.
In order to bound the mixing time of this Markov chain, [20] uses the standard technique
of path coupling, introduced in [8]. The argument begins by considering two initial states of
the Markov Chains, say two colorings X0 and Y0 , that differ at only one vertex. Formally,
we can define the distance between two colorings d(X, Y) as the number of vertices v such

5
Note that [20] also uses a marking probability γ, which indicates the likelihood of any vertex
participating in a given round. For our purposes, it suffices to set γ = 1.
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that Xv 6= Yv , which results in the condition d(X0 , Y0 ) = 1. A coupling is a joint evolution
rule for a pair of states (X0 , Y0 ) → (X1 , Y1 ), such that both of the individual evolutions
(X0 → X1 ) and (Y0 → Y1 ) have the same transition probabilities as the original Markov
Chain. We can directly use the result from the coupling defined in [20].
0
, Y0 ) → (X1 , Y1 ), such that if
I Lemma 40. If q = 2α∆, then there exists a coupling
 −3/α (X1/2α
1
0
0
1
1
d(X , Y ) = 1, then E[d(X , Y )] ≤ 1 − 1 − 2α e
+ 1−1/α

I Corollary 41. If q ≥ 9∆ and d(X0 , Y0 ) = 1, then E[d(X1 , Y1 )] <

1
e1/3

The path coupling lemma from [8] uses a coupling on adjacent states to bound the mixing
time.
I Lemma 42 (Simplified Path Coupling from [8]). If there exists a coupling (X0 , Y0 ) →
(X1 , Y1 ) defined for states where d(X0 , Y0 ) = 1, such that E[d(X1 , Y1 ) | X0 , Y0 ] ≤ β (for
β < 1), then, the mixing time τmix () = O(ln(n−1 )/ ln β −1 ).

I Corollary 43. If q ≥ 9∆, then the chain is mixed after τmix () = 3 ln n + ln( 1 ) epochs.

5.1.1

Naive Reduction from Distributed Algorithms

Using the technique of Parnas and Ron [46], one can modify a distributed algorithm for a graph
problem to construct a Local Computation Algorithm for the same problem. Specifically, given
a k-round distributed algorithm on a network of max degree ∆, we can simulate the behaviour
and outcome of a single node v by simulating the full algorithm on the k-neighborhood of v.
The simulation only requires us to probe this k-neighborhood, which contains O(∆k ) nodes.
However, the aforementioned distributed algorithm for Glauber Dynamics used O(log n)
rounds, implying a probe complexity of ∆O(log n) , which is super-linear. We show how to
reduce the probe complexity by appropriately pruning the k-neighborhood.

5.2

Local Coloring Algorithm

Given query access to the adjacency matrix of a graph G with maximum degree ∆ and a
vertex v, the algorithm has to output the color assigned to v after running t = O(ln n) epochs
of Modified Glauber Dynamics. We want to be able to answer such queries in sub-linear time,
without simulating the entire Markov Chain. We will define the number of colors as q = 2α∆
where α > 1.
The proposals at each epoch are a vector of color samples Ct ∼U [q]n , where Ctv is the
color proposed by v in the tth epoch. Since each of these Ctv values are independent uniform
samples from [q], instances of our algorithm will be able to access them in a consistent
manner using the public random bits R.
We also use Xt to denote the final vector of vertex colors at the end of the tth epoch.
Finally, we define indicator variables χtv to indicate whether the color Ctv proposed by vertex
v was accepted at the tth epoch: χtv = 1 if and only if for all neighbors w ∈ Γ(v), we satisfy
the condition Ctv 6= Xt−1
and Ctv 6= Ctw (i.e. the proposed color does not conflict with any
w
neighboring proposal or any neighbor’s color from the preceding epoch). So, the color of a
vertex v after the tth epoch Xtv is set to be Civ where i ≤ t is the largest index such that
χiv = 1. While the proposals Ctv can simply be read off the public random tape R, it is not
clear how we can determine the χtv values efficiently. Computing Xtv is quite simple if we
know the values χiv for all i ≤ t. So, we focus our attention on the query Accepted(v, t) that
returns χtv .
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Local Access to an Initial Valid Coloring

One caveat that we have not addressed is how we should initialize the Markov Chain. The
starting state can be any valid coloring of G, but we have to be able to access the initial colors
of requisite vertices in sub-linear time. One option is to simply assume that we have oracle
access to an arbitrary valid coloring. We can also invoke a result from [10] that provides a
Local Computation Algorithm for (∆ + 1)-coloring of a graph. Specifically, they provide local
access to the color of any vertex using O(∆O(1) log n) queries to the underlying graph, such
that the returned colors are consistent with some valid coloring. Integrating their routine
into our algorithm incurs a multiplicative poly(∆) overhead for each query.
Another option is to (uniformly) randomly intialize the colors of the vertex independently
of its neighbors. Although the initial coloring may be invalid, one can show that with high
probability, the final coloring after running the Markov Chain is valid. The intuitive reasoning
is that each vertex attempts to recolor itself O(log n) times, and each attempt suceeds with
constant probabiltity at least 1 − 1/α (Lemma 44). Furthermore, we can union bound to
claim that all the vertices get re-colored at least once with high probability. After a vertex is
re-colored once, it can no longer be in conflict with any of its neighbor’s colors, and therefore
we obtain a final coloring that is valid. For the sake of simplicity, we will assume that our
algorithm can access the initial colors of any vertex v through a public C0v .

5.2.2

Naive Coloring Implementations

Our general strategy to determine χtv will be to check for all neighbors w of v, whether w
causes a conflict with v’s proposed color in the tth epoch. One naive way to achieve this, is to
iterate backwards from epoch t, querying to find out whether w’s proposal was accepted, until
0
the most recent accepted proposal (latest epoch t0 < t such that χtw = 1) is found. At this
0
point, if Ctw = Ctv , then the current color of w conflicts with v’s proposal. Otherwise there
is no conflict, and we can proceed to the next neighbor. However, this process potentially
makes ∆ recursive calls to a sub-problem that is only slightly smaller i.e. T (t) ≤ ∆ · T (t − 1).
This leads to a running time upper bound of ∆t which is superlinear for the desired number
of epochs t = Ω(log n) (the mixing time).
We can prune the number of recursive calls by only processing the neighbors w which
actually proposed the color Ctv during some epoch. In this case, the expected number of
neighbors that have to be probed recursively is less than t∆/q (since the total number of
neighbor proposals over t epochs is at most t∆, and there are q possible colors). So, the overall
runtime is upper bounded by (t∆/q)t . For this algorithm, if we allow q > t∆ = Ω(∆ log n)
colors, the runtime becomes sub-linear. So, we can use this simple algorithm only when q is
sufficiently large. However, we want a sub-linear time algorithm for q = O(∆).

5.2.3

A Sub-linear Time Algorithm for q = O(∆)

The expected number of neighbors that need to be checked recursively can always be t∆/q
in the worst case. The crucial observation is that even though these recursive calls seem
unavoidable, we can aim to reduce the size of the recursive sub-problem, and thus bound the
number of levels of recursion.
Algorithm 5 shows our final procedure for generating χtv , where c = Ctv is v’s proposal
at epoch t. We iterate through all neighbors w of v, checking for conflicts (Line 3). The
condition c 6= Ctw can be checked by reading Ctw off the public random tape (Line 4). If no
conflict is seen, we proceed to check whether c 6= Xt−1
w .

ITCS 2020

27:40

Local Access to Huge Random Objects Through Partial Sampling

Algorithm 5 Checking if proposal is accepted.
1: procedure Accepted(v, t)
2:
3:
4:
5:
6:
7:
8:

c ← Ctv
. Find the current proposal using the public random bits
for w ← Γ(v)
. Iterate through the neighbors, checking for conflicts
if Ctw = c
. Check for conflict with neighbor’s current proposal
return 0
for t0 ← [t, t − 1, t − 2, · · · , 1, 0]
. Check for conflict with neighbor’s prior state
t0
if Cw
= c and Accepted(w, t0 )
. Potential conflict with neighbor’s color
overwritten ← false
. Check if color c is overwritten by a future
proposal

9:
10:
11:
12:
13:
14:
15:
16:

for e
t ← [t0 +1,t0 +2,t0 +3,··· ,t−1]
if Accepted(w, e
t)
overwritten ← true
break
if not overwritten
return 0
. Conflict! This proposal is not accepted
break
return 1
. No conflicts! This proposal is accepted

To achieve this, we iterate through all the epochs in reverse order (line 6) to check
whether the color c was ever proposed for vertex w. If not, we can ignore w. Otherwise
0
let’s say that the most recent proposal for c was at epoch t0 i.e. Ctw = c. Now, we directly
“jump” to the (t0 )th epoch and recursively check if this proposal was accepted (line 7). If the
0
proposal Ctw was not accepted, we keep iterating back in time until we find the next most
recent epoch when c was proposed by w, or until we run out of epochs. When we find the
0
most recent epoch t0 in which c was accepted i.e. χtw = 1, we successively consider epochs
t0 + 1, t0 + 2, t0 + 3, · · · , t − 1, to see whether, the color c was overwritten (line 9) by an
accepted proposal in a future epoch. This is done by recursively invoking Accepted(w, t0 + i)
0
in order to compute χtw+i (line 10). If at any of these subsequent iterations, we see that
a different proposal was accepted (thus overwriting the color c), then neighbor w does not
cause a conflict, and we can move on to the next neighbor. Otherwise, we have seen that
0
χtw = 1 (color c was accepted) and every subsequent proposal until the current epoch t was
rejected; this implies that color c survived as the color of neighbor w, i.e. Xt−1
= c. This
w
leads to a conflict with v’s current proposal for color c (line 14) and hence χtv = 0. If we
exhaust all the neighbors and don’t find any conflicts (line 16) then χtv = 1.
Now we analyze the runtime of Accepted by constructing and solving a recurrence relation.
We will use the following lemma to evaluate the expectation of products of relevant random
variables.
I Lemma 44. The probability that any given proposal is rejected P[χtv = 0] is at most 1/α.
Moreover, this upper bound holds even if we condition on all the values in C except Ctv .
Proof. A rejection can occur due to a conflict with at most 2∆ possible values in {Ctw , Xt−1
w |w ∈
Γ(v)}. Since there are 2α∆ colors, the rejection probability is at most 1/α.
J
I Definition 45. We define Tt to be a random variable indicating the number of recursive
calls performed during the execution of Accepted(v, t) while computing a single χtv .
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I Definition 46. We define Wtt0 to be a random variable indicating the number of calls to
Accepted that are required, to check whether a color c assigned at epoch t0 was overwritten
at some epoch before t.
Using B(p) to denote the Bernoulli random variable with bias p, we obtain an expression for
Wtt0 (using ≤ to denote stochastic dominance).
#
"


 
 
1
1
1
t
· Tt0 +3 + · · · + B
· Tt−1
Wt0 ≤ Tt0 +1 + B
· Tt0 +2 + B
(7)
α
α2
αt−t0 −2
The above Equation 7 conservatively assumes that the call to Accepted(v, t0 + 1) in line 10
is always invoked (resulting in Tt0 +1 invocations of Accepted). However, the next call to
Accepted(v, t0 + 2) occurs only if the previous one was not accepted, which happens with
probability ≤ 1/α (Lemma 44). This produces the B(1/α) · Tt0 +2 term in the expression.
In general, Accepted(v, t0 + i) is only invoked if the preceding i − 1 calls to Accepted all
returned 0. This event happens with probability at most 1/αi−1 .
Next, we prove our main lemma that bounds the number of recursive calls to Accepted.
I Lemma 47. Given graph G and q = 2α∆ colors, for α > 4.5, the expected number of
t
recursive calls to the
 procedure Accepted while computing a single χv = Accepted(v, t) is
1.02t/α
E[Tt ] = O e
.
Proof. We start by constructing a recurrence for the expected number of calls to Accepted
used by the algorithm. When checking a single neighbor w, the algorithm iterates through
0
all the epochs t0 such that Ctw = c (in reality, only the last occurence matters, but we are
looking for an upper bound). If such a t0 is found (which happens with probability 1/q
independently for each trial), there is a recursive call to Accepted(w, t0 ), which in turn results
0
in Tt0 recursive calls to Accepted. If we find that χtw = 1 (i.e. w was colored to c at epoch
t0 ), we will need to proceed to check whether the color was subsequently overwritten, which
requires an additional Wtt0 calls to Accepted. Summing up over all neighbors and epochs,
we obtain the following bound:
Tt ≤

X

t
X

i 
h 0

P Ctw = c · Tt0 + Wtt0

(8)

w∈Γ(v) t0 =1

  "
 
 
t
X
1
1
1
≤∆·
B
· Tt0 + Tt0 +1 + B
· Tt0 +2 + B
· Tt0 +3 + · · ·
q
α
α2
t0 =1
#


1
··· + B
· Tt−1
αt−t0 −2
  "X

 
 
#
t−1
t−1
X
1
1
1
≤∆·B
·
Tt0 +
Tt0 · 1 + B
+B
+ ···
q
α
α2
0
0
t =1

(9)

(10)

t =1

In the last step, we just grouped together all the terms corresponding to the same epoch
(note that we include additional terms since it’s an upper bound). Using Lemma 44 and
0
the fact that P[Ctw = c] is independent of all other events, we can write a recurrence for the
expected number of probes.
" t−1

#


t−1
t−1
X
X
1
1
1
1 X
α
E[Tt ] ≤ ∆ ·
Tt0 +
Tt0 · 1 + + 2 + · · ·
≤
·
Tt0 · 1 +
2α∆ 0
α α
2α 0
α−1
0
t =1

t =1

t =1

(11)
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Now, we make the assumption that E[Tt0 ] ≤ ekt/α , and show that this satisfies the expectation
recurrence for the desired value of k. First, we sum the geometric series:
t−1
X
t0 =1

E[Tt0 ] =

t−1
X

0

ekt /α <

t0 =1

ekt/α − 1
ekt/α
< k/α
k/α
e
−1
e
−1

The expectation recurrence to be satisfied then becomes:


1
ekt/α
α
2α − 1
E[Tt ] ≤
· k/α
· 1+
= ekt/α ·
= ekt/α · f (α, k)
2α e
α−1
−1
2α(α − 1)(ek/α − 1)
We notice that for k = 1.02 and α > 4.5, f (α) < 1. This can easily be verified by checking
that f (α, 1.02) decreases monotonically with α in the range α > 4.5. Thus, our recurrence is
satisfied for k = 1.02, and therefore the expected number of calls is O(e1.02t/α ).
J
I Theorem 7. Given neighborhood query access to a graph G with n nodes, maximum degree
∆, and q = 2α∆ ≥ 9∆ colors, we can generate the color of any given node from a distribution
of color assignments that is -close (in L1 distance) to the uniform distribution over all valid
colorings of G, in a consistent manner, using only O((n/)3.06/α ∆ log(n/)) time, probes,
and public random bits per query.
Proof. Since q ≥ 9∆, we can use Corollary 43 to obtain τmix () ≤ 3(ln n + ln 1/). Also,
since α > 4.5, we can invoke Lemma 47 to conclude that the number of calls to Accepted is
O(n3.06/α −3.06/α ). Finally, we note that each call to Accepted(v, t) potentially reads O(t∆)
color proposals from the public random tape, while iterating through all ≤ ∆ neighbors of v in
all t epochs. Since t ≤ 3 ln(n/), this implies that the algorithm uses O((n/)3.06/α ∆ log(n/))
time and random bits, which is sub-linear for α > 3.06.
J

6

Open Problems

There are many interesting directions to pursue in this area. Below, we provide a few
examples of random objects that may admit local access implementations.
Small Description Size
Provide a local access implementation of degree queries for undirected random graphs,
even for G(n, p). How about ith neighbor queries?
For simple models such as G(n, p), provide a local access implementation of a RandomTriangle(v) query, that returns a uniformly random triangle containing vertex v.
Provide a memory-less local access implementation of basic queries for undirected random
graphs.
Given an ordered graph such as a lattice, provide an implementation to locally access
a random perfect matching. Interesting special cases of this problem include random
domino and lozenge tilings.
Huge Description Size
Provide a faster local access implementation for sampling the color of a specified vertex
in a random q-coloring of a bounded degree graph G.
Improve the local access implementation for sampling the color of a specified vertex in a
random q-coloring of G, by supporting smaller values of q (smaller than 9∆). We remark
that this problem in particular should be feasible, by simulating a faster mixing Markov
chain. The important question is whether you can you get down to q = 2∆?
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Given query access to an input graph G and starting vertex v, provide a local access
implementation for sampling the location of a random walk starting at v after t steps.
This may be feasible in certain restricted classes of graphs.
Given query access to an input DNF formula, provide an implementation to access the
truth value of a single variable in a uniformly random satisfying assignment.
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Further Analysis and Extensions of Algorithm 1: Sampling
Next-Neighbor without Blocks
Performance Guarantee

This section is devoted to showing the following lemma that bounds the required resources per
Q
query of Algorithm 1. We note that we only require efficient computation of u∈[a,b] (1 − pvu )
P
(and not
u∈[a,b] pvu ), and that for the G(n, p) model, the resources required for such
computation is asymptotically negligible.
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I Theorem 48. Each execution of Algorithm 1 (the Next-Neighbor query), with high
probability,
terminates within O(log n) iterations (of its repeat loop);
Q
computes O(log2 n) quantities of u∈[a,b] (1 − pvu );
aside from the above computations, uses O(log2 n) time, O(log n) random N -bit words,
and O(log n) additional space.
Proof. We focus on the number of iterations as the remaining results follow trivially. This
proof is rather involved and thus is divided into several steps.

Specifying random choices
The performance of the algorithm depends on not only the random variables Xvu ’s, but also
the unused coins Cvu ’s. We characterize the two collections of Bernoulli variables {Xvu } and
{Yvu } that cover all random choices made by Algorithm 1 as follows.
Each Xvu (same as Xuv ) represents the result for the first coin-toss corresponding to cells
A[v][u] and A[u][v], which is the coin-toss obtained when Xvu becomes decided: either Cvu
during a Next-Neighbor(v) call when A[v][u] = φ, or Cvu during a Next-Neighbor(u) call
when A[u][v] = φ, whichever occurs first. This description of Xvu respects our invariant
that, if the generation process is executed to completion, we will have A[v][u] = Xvu in
all entries.
Each Yvu represents the result for the second coin-toss corresponding to cell A[v][u],
which is the coin-toss Cvu obtained during a Next-Neighbor(v) call when Xvu is already
decided. In other words, {Yvu }’s are the coin-tosses that should have been skipped but
still performed in Algorithm 1 (if they have indeed been generated). Unlike the previous
case, Yvu and Yuv are two independent random variables: they may be generated during
a Next-Neighbor(v) call and a Next-Neighbor(u) call, respectively.
As mentioned earlier, we allow any sequence of probabilities pvu in our proof. The success
probabilities of these indicators are therefore given by P[Xvu = 1] = P[Yvu = 1] = pvu .

Characterizing iterations
Suppose that we compute Next-Neighbor(v) and obtain an answer u. Then Xv,last[v]+1 =
· · · = Xv,u−1 = 0 as none of u0 ∈ (last[v], u) is a neighbor of v. The vertices considered in
the loop of Algorithm 1 that do not result in the answer u, are u0 ∈ (last[v], u) satisfying
A[v][u0 ] = 0 and Yv,u0 = 1; we call the iteration corresponding to such a u0 a failed iteration.
Observe that if Xv,u0 = 0 but is undecided (A[v][u0 ] = φ), then the iteration is not failed,
even if Yv,u0 = 1 (in which case, Xv,u0 takes the value of Cv,u0 while Yv,u0 is never used).
Thus we assume the worst-case scenario where all Xv,u0 are revealed: A[v][u0 ] = Xv,u0 = 0
for all u0 ∈ (last[v], u). The number of failed iterations in this case stochastically dominates
those in all other cases.6

6
There exists an adversary who can enforce this worst case. Namely, an adversary that first makes
Next-Neighbor queries to learn all neighbors of every vertex except for v, thereby filling out the whole A
in the process. The claimed worst case then occurs as this adversary now repeatedly makes Next-Neighbor
queries on v. In particular, a committee of n adversaries, each of which is tasked to perform this series of
calls corresponding to each v, can always expose this worst case.
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Then, the upper bound on the number of failed iterations of a call Next-Neighbor(v) is
given by the maximum number of cells Yv,u0 = 1 of u0 ∈ (last[v], u), over any u ∈ (last[v], n]
satisfying Xv,last[v]+1 = · · · = Xvu = 0. Informally, we are asking ”of all consecutive cells
of 0’s in a single row of {Xvu }-table, what is the largest number of cells of 1’s in the
corresponding cells of {Yvu }-table?”

Bounding the number of iterations required for a fixed pair (v, last[v])
We now proceed to bounding the number of iterations required over a sampled pair of
{Xvu } and {Yvu }, from any probability distribution. For simplicity we renumber our indices
and drop the index (v, last[v]) as follows. Let p1 , . . . , pL ∈ [0, 1] denote the probabilities
corresponding to the cells A[v][last[v] + 1 . . . n] (where L = n − last[v]), then let X1 , . . . , XL
and Y1 , . . . , YL be the random variables corresponding to the same cells on A.
For i = 1, . . . , L, define the random variable Zi in terms of Xi and Yi so that
Zi = 2 if Xi = 0 and Yi = 1, which occurs with probability pi (1 − pi ).
This represents the event where i is not a neighbor, and the iteration fails.
Zi = 1 if Xi = Yi = 0, which occurs with probability (1 − pi )2 .
This represents the event where i is not a neighbor, and the iteration does not fail.
Zi = 0 if Xi = 1, which occurs with probability pi .
This represents the event where i is a neighbor.
Q`
For ` ∈ [L], define the random variable M` := i=1 Zi , and M0 = 1 for convenience. If
Xi = 1 for some i ∈ [1, `], then Zi = 0 and M` = 0. Otherwise, log M` counts the number of
indices i ∈ [`] with Yi = 1, the number of failed iterations. Therefore, log(max`∈{0,...,L} M` )
gives the number of failed iterations this Next-Neighbor(v) call.
To bound M` , observe that for any ` ∈ [L], E[Z` ] = 2p` (1 − p` ) + (1 − p` )2 = 1 − p2` ≤ 1
Q`
Q`
regardless of the probability p` ∈ [0, 1]. Then, E[M` ] = E[ i=1 Zi ] = i=1 E[Zi ] ≤ 1 because
Z` ’s are all independent. By Markov’s inequality, for any (integer) r ≥ 0, Pr[log M` > r] =
Pr[M` > 2r ] < 2−r . By the union bound, the probability that more than r failed iterations
are encountered is Pr[log(max`∈{0,...,L} M` ) > r] < L · 2−r ≤ n · 2−r .

Establishing the overall performance guarantee
So far we have deduced that, for each pair of a vertex v and its last[v], the probability that
the call Next-Neighbor(v) encounters more than r failed iterations is less that n · 2−r , which
is at most n−c−2 for any desired constant c by choosing a sufficiently large r = Θ(log n).
As Algorithm 1 may need to support up to Θ(n2 ) Next-Neighbor calls, one corresponding
to each pair (v, last[v]), the probability that it ever encounters more than O(log n) failed
iterations to answer a single Next-Neighbor query is at most n−c . That is, with high
probability, O(log n) iterations are required per Next-Neighbor call, which concludes the
proof of Theorem 48.
J

A.2

Supporting Vertex-Pair Queries

We extend our implementation (Algorithm 1) to support the Vertex-Pair queries: given
a pair of vertices (u, v), decide whether there exists an edge {u, v} in the generated graph.
To answer a Vertex-Pair query, we must first check whether the value Xuv for {u, v} has
already been assigned, in which case we answer accordingly. Otherwise, we must make a
coin-flip with the corresponding bias puv to assign Xuv , deciding whether {u, v} exists in the
generated graph. If we maintained the full A, we would have been able to simply set A[u][v]
and A[v][u] to this new value. However, our more efficient Algorithm 1 that represents A
compactly via last and Pv ’s cannot record arbitrary modifications to A.
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Observe that if we were to apply the trivial implementation of Vertex-Pair, then by
Lemma 12, last and Pv ’s will only fail capture the state A[v][u] = 0 when u > last[v] and
v > last[u]. Fortunately, unlike Next-Neighbor queries, a Vertex-Pair query can only set
one cell A[v][u] to 0 per query, and thus we may afford to store these changes explicitly.7 To
this end, we define the set Q = {{u, v} : Xuv is assigned to 0 during a Vertex-Pair query},
maintained as a hash table. Updating Q during Vertex-Pair queries is trivial: we simply
add {u, v} to Q before we finish processing the query if we set A[u][v] = 0. Conversely, we
need to add u to Pv and add v to Pu if the Vertex-Pair query sets A[u][v] = 1 as usual,
yielding the following observation. It is straightforward to verify that each Vertex-Pair
query requires O(log n) time, O(1) random N -bit word, and O(1) additional space per query.
I Lemma 49. The data structures last, Pv ’s and Q together provide a succinct representation
of A when Next-Neighbor queries (modified Algorithm 1) and Vertex-Pair queries are
allowed. In particular, A[v][u] = 1 if and only if u ∈ Pv . Otherwise, A[v][u] = 0 if
u < last[v], v < last[u], or {v, u} ∈ Q. In all remaining cases, A[v][u] = φ.
We now explain other necessary changes to Algorithm 1. In the implementation of
Next-Neighbor, an iteration is not failed when the chosen Xvu is still undecided: A[v][u]
must still be φ. Since Xvu may also be assigned to 0 via a Vertex-Pair(v, u) query, we must
also consider an iteration where {v, u} ∈ Q failed. That is, we now require one additional
condition {v, u} ∈
/ Q for termination (which only takes O(1) time to verify per iteration). As
for the analysis, aside from handling the fact that Xvu may also become decided during a
Vertex-Pair call, and allowing the states of the algorithm to support Vertex-Pair queries,
all of the remaining analysis for correctness and performance guarantee still holds.
Therefore, we have established that our augmentation to Algorithm 1 still maintains
all of its (asymptotic) performance guarantees for Next-Neighbor queries, and supports
Vertex-Pair queries with complexities as specified above, concluding the following corollary.
We remark that, as we do not aim to support Random-Neighbor queries, this simple algorithm
here provides significant improvement over the performance of Random-Neighbor queries
(given in Corollary 19).
I Corollary 50. Algorithm 1 can be modified to allow an implementation of Vertex-Pair
query as explained above, such that the resource usages per query still asymptotically follow
those of Theorem 48.

B
B.1

Omitted Details from Section 3: Undirected Random Graph
Implementations
Removing the Perfect-Precision Arithmetic Assumption

In this section we remove the prefect-precision arithmetic assumption. Instead, we only
Qb
Pb
assume that it is possible to compute u=a (1 − pvu ) and u=a pvu to N -bit precision, as
well as drawing a random N -bit word, using polylogarithmic resources. Here we will focus on
proving that the family of the random graph we generate via our procedures is statistically
close to that of the desired distribution. The main technicality of this lemma arises from
the fact that, not only the implementation is randomized, but the agent interacting with
the implementation may choose their queries arbitrarily (or adversarially): our proof must
handle any sequence of random choices the implementation makes, and any sequence of
queries the agent may make.
7
The disadvantage of this approach is that the implementation may allocate more than Θ(m) space
over the entire graph generation process, if Vertex-Pair queries generate many of these 0’s.
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Observe that the distribution of the graphs constructed by our implementation is governed
entirely by the samples u drawn from F(v, a, b) in Algorithm 3. By our assumption, the
Qu0
CDF of any F(v, a, b) can be efficiently computed from u=a (1 − pvu ), and thus sampling
1
with poly(n)
error in the L1 -distance requires a random N -bit word and a binary-search in
O(log(b − a + 1)) = O(log n) iterations. Using this crucial fact, we prove our lemma that
removes the perfect-precision arithmetic assumption.
I Lemma 51. If Algorithm 3 (the Fill operation) is repeatedly invoked to construct a graph
G by drawing the value u for at most S times in total, each of which comes from some
distribution F0 (v, a, b) that is -close in L1 -distance to the correct distribution F(v, a, b) that
perfectly generates the desired distribution G over all graphs, then the distribution G0 of the
generated graph G is (S)-close to G in the L1 -distance.

Proof. For simplicity, assume that the algorithm generates the graph to completion according
(u )
(u )
(u )
to a sequence of up to n2 distinct blocks B = hBv1 1 , Bv2 2 , . . .i, where each Bvi i specifies
the unfilled block in which any query instigates a Fill function call. Define an internal
state of our implementation as the triplet s = (k, u, A), representing that the algorithm is
currently processing the k th Fill, in the iteration (the repeat loop of Algorithm 3) with
value u, and have generated A so far. Let tA denote the terminal state after processing
all queries and having generated the graph GA represented by A. We note that A is used
here in the analysis but not explicitly maintained; further, it reflects the changes in every
iteration: as u is updated during each iteration of Fill, the cells A[v][u0 ] = φ for u0 < u
(within that block) that has been skipped are also updated to 0.
Let S denote the set of all (internal and terminal) states. For each state s, the implementa1
tion samples u from the corresponding F0 (v, a, b) where kF(v, a, b) − F0 (v, a, b)k1 ≤  = poly(n)
,
then moves to a new state according to u. In other words, there is an induced pair of
collection of distributions over the states: (T , T 0 ) where T = {Ts }s∈S , T 0 = {T0s }s∈S , such
that Ts (s0 ) and T0s (s0 ) denote the probability that the algorithm advances from s to s0 by
using a sample from the correct F(v, a, b) and from the approximated F0 (v, a, b), respectively.
Consequently, kTs − T0s k1 ≤  for every s ∈ S.
The implementation begins with the initial (internal) state s0 = (1, 0, Aφ ) where all
cells of Aφ are φ’s, goes through at most S = O(n3 ) other states (as there are up to n2
values of k and O(n) values of u), and reach some terminal state tA , generating the entire
graph in the process. Let π = hsπ0 = s0 , sπ1 , . . . , sπ`(π) = tA i for some A denote a sequence
(“path”) of up to S + 1 states the algorithm proceeds through, where `(π) denote the number
of transitions it undergoes. For simplicity, let TtA (tA ) = 1, and TtA (s) = 0 for all state
s 6= tA , so that the terminal state can be repeated and we may assume `(π) = S for every π.
Then, for the correct transition probabilities described as T , each π occurs with probability
QS
P
q(π) = i=1 Tsi−1 (si ), and thus G(GA ) = π:sπ =tA q(π).
S

min 0
Let T min = {Tmin
(s0 ), T0s (s0 )}, and note that each Tmin
s }s∈S where Ts (s ) = min{TsP
s
0
0
is not necessarily a probability distribution. Then, s0 Tmin
s (s ) = 1 − kTs − Ts k1 ≥ 1 − .
Define q 0 , q min , G0 (GA ), Gmin (GA ) analogously, and observe that q min (π) ≤ min{q(π), q 0 (π)}
for every π, so Gmin (GA ) ≤ min{G(GA ), G0 (GA )} for every GA as well. In other words,
q min (π) lower bounds the probability that the algorithm, drawing samples from the correct
distributions or the approximated distributions, proceeds through states of π; consequently,
Gmin (GA ) lower bounds the probability that the algorithm generates the graph GA .

ITCS 2020

27:50

Local Access to Huge Random Objects Through Partial Sampling

Next, consider the probability that the algorithm proceeds through the prefix πi =
hsπ0 , . . . , sπi i of π. Observe that for i ≥ 1,
X
X
X
X
π
0
q min (πi ) =
q min (πi−1 ) · Tmin
(s
)
=
q min (πi−1 ) · Tmin
sπ
i
s (s )
i−1
π

s,s0 π:sπ
=s,sπ
=s0
i
i−1

π

=

X

0
Tmin
s (s ) ·

s0

X

X

s

π:sπ
=s
i−1

q min (πi−1 ) ≥ (1 − )

X

q min (πi−1 ).

π

Roughly speaking, at least a factor of 1 −  of the “agreement” between the distributions over states according to T and T 0 is necessarily conserved after a single sampling
P
process. As π q min (π0 ) = 1 because the algorithm begins with s0 = (1, 0, Aφ ), by an
P min
P min
q (π) =
inductive argument we have
(πS ) ≥ (1 − )S ≥ 1 − S. Hence,
π
πq
P
P
0
min
(GA ) ≥ 1 − S, implying that kG − G0 k1 ≤ S, as
GA G
GA min{G(GA ), G (GA )} ≥
1
desired. In particular, by substituting  = poly(n)
and S = O(n3 ), we have shown that
1
Algorithm 3 only creates a poly(n) error in the L1 -distance.
J
We remark that Random-Neighbor queries also require that the returned edge is drawn
from a distribution that is close to a uniform one, but this requirement applies only per query
rather then over the entire execution of the generator. Hence, the error due to the selection
of a random neighbor may be handled separately from the error for generating the random
graph; its guarantee follows straightforwardly from a similar analysis.

B.2

Bounding Block Sizes

I Lemma 13. With high probability, the number of neighbors in every block, |Γ(i) (v)|, is at
most O(log n).
(i)

Proof. Fix a block Bv , and consider the Bernoulli RVs {Xvu }u∈B (i) . The expected number
v
hP
i


of neighbors in this block is E |Γ(i) (v)| = E
<
L
+ 1. Via the Chernoff
(i) Xvu
u∈Bv
bound,
h
i
3c log n·L
P |Γ(i) (v)| > (1 + 3c log n) · L ≤ e− 3
= n−Θ(c)
for any constant c > 0.

J

I Lemma 14. With high probability, for every v such that |Bv | = Ω(log n) (i.e., E =
(i)
Ω(log n)), at least a 1/3-fraction of the blocks {Bv }i∈[|Bv |] are non-empty.
hP
i


Proof. For i < |Bv |, since E |Γ(i) (v)| = E
> L−1, we bound the probability
(i) Xvu
u∈B
v

(i)

that Bv is empty:
P[Bv(i)

is empty] =

Y

−

(1 − pvu ) ≤ e

P

(i)
u∈Bv

pvu

≤ e1−L = c

(i)
u∈Bv

for any arbitrary small constant c given sufficienty large constant L. Let Ti be the indicator
(i)
for the event that Bv is not empty, so E1 − c. By the Chernoff bound, the probability that
less than |Bv |/3 blocks are non-empty is
hP
i
hP
i
|Bv |
|Bv −1|
P
<P
≤ e−Θ(|Bv |−1) = n−Ω(1)
i∈[|Bv |] Ti < 3
i∈[|Bv |−1] Ti <
2
as |Bv | = Ω(log n) by assumption.

J
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Next-Neighbor Implementation with Deterministic Performance
Guarantee

In this section, we construct data structures that allow us to sample for the next neighbor
directly by considering only the cells A[v][u] = φ in the Erdös-Rényi model and the Stochastic
Block model. This provides poly(log n) worst-case performance guarantee for implementations
supporting only the Next-Neighbor queries. We may again extend this data structure
to support Vertex-Pair queries, however, at the cost of providing poly(log n) amortized
performance guarantee instead.
In what follows, we first focus on the G(n, p) model, starting with Next-Neighbor queries
(Section C.1) then extend to Vertex-Pair queries (Section C.2. We then explain how this
result may be generalized to support the Stochastic Block model with random community
assignment in Section C.3.

C.1

Data structure for next-neighbor queries in the Erdös-Rényi model

Algorithm 6 Alternate implementation.

procedure Next-Neighbor(v)
w ← min Kv , or n + 1 if Kv = ∅
t ← count(v)
sample F ∼ ExactF(p, t)
if F ≤ t
u ← pick(v, F )
Ku ← Ku ∪ {v}
else
u←w
if u 6= n + 1
Kv ← Kv \ {u}
update(v, u)
last[v] ← u
return u
Recall that Next-Neighbor(v) is given by min{u > last[v] : Xvu = 1} (or n + 1 if no
satisfying u exists). To aid in computing this quantity, we define:
Kv = {u ∈ (last[v], n] : A[v][u] = 1},
wv = min Kv , or n + 1 if Kv = ∅,
Tv = {u ∈ (last[v], wv ) : A[v][u] = φ}.
The ordered set Kv is only defined for ease of presentation: it is equivalent to (last[v], n] ∩ Pv ,
recording the known neighbors of v after last[v] (i.e., those that have not been returned as
an answer by any Next-Neighbor(v) query yet). The quantity wv remains unchanged but is
simply restated in terms of Kv . Tv specifies the list of candidates u for Next-Neighbor(v)
with A[v][u] = φ; in particular, all candidates u’s, such that the corresponding RVs Xvu = 0
are decided, are explicitly excluded from Tv .
Unlike the approach of Algorithm 1 that simulates coin-flips even for decided Xvu ’s,
here we only flip undecided coins for the indices in Tv : we have |Tv | Bernoulli trials to
simulate. Let F be the random variable denoting the first index of a successful trial out of
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|Tv | coin-flips, or |Tv | + 1 if all fail; denote the distribution of F by ExactF(p, |T |). The CDF
of F is given by P[F = f ] = 1 − (1 − p)f for f ≤ |Tv | (i.e., there is some success trial in the
first f trials), and P[F = |Tv | + 1] = 1. Thus, we must design a data structure that can
compute wv , compute |Tv |, find the F th minimum value in Tv , and update A[v][u] for the F
lowest values u ∈ Tv accordingly.
Let k = dlog ne. We create a range tree, where each node itself contains a balanced
binary search tree (BBST), storing last values of its corresponding range. Formally, for
i ∈ [0, n/2j ) and j ∈ [0, k], the ith node of the j th level of the range tree, stores last[v] for
every v ∈ (i · 2k−j , (i + 1) · 2k−j ]. Denote the range tree by R, and each BBST corresponding
to the range [a, b] by B[a,b] . We say that the range [a, b] is canonical if it corresponds to a
range of some B[a,b] in R.
Again, to allow fast initialization, we make the following adjustments from the given
formalization above: (1) values last[v] = 0 are never stored in any B[a,b] , and (2) each B[a,b]
is created on-the-fly during the first occasion it becomes non-empty. Further, we augment
each B[a,b] so that each of its node maintains the size of the subtree rooted at that node:
this allows us to count, in O(log n) time, the number of entries in B[a,b] that is no smaller
than a given threshold.
Observe that each v is included in exactly one B[a,b] per level in R, so k + 1 = O(log n)
copies of last[v] are stored throughout R. Moreover, by the property of range trees, any
interval can be decomposed into a disjoint union of O(log n) canonical ranges. From these
properties we implement the data structure R to support the following operations. (Note
that R is initially an empty tree, so initialization is trivial.)
count(v): compute |Tv |.
We break (last[v], wv ) into O(log n) disjoint canonical ranges [ai , bi ]’s each corresponding
P
to some B[ai ,bi ] , then compute t[ai ,bi ] = |{u ∈ [ai , bi ] : last[u] < v}|, and return i t[ai ,bi ] .
The value t[ai ,bi ] is obtained by counting the entries of B[ai ,bi ] that is at least v, then
subtract it from bi − ai + 1; we cannot count entries less than v because last[u] = 0 are
not stored.
pick(v, F ): find the F th minimum value in Tv (assuming F ≤ |Tv |).
We again break (last[v], wv ) into O(log n) canonical ranges [ai , bi ]’s, compute t[ai ,bi ] ’s, and
identify the canonical range [a∗ , b∗ ] containing the ith smallest element (i.e., [ai , bi ] with
P
the smallest b satisfying j≤i t[aj ,bj ] ≥ F assuming ranges are sorted). Binary-search in
[a∗ , b∗ ] to find exactly the ith smallest element of T . This is accomplished by traversing
R starting from the range [a∗ , b∗ ] down to a leaf, at each step computing the children’s
T[a,b] ’s and deciding which child’s range contains the desired element.
update(v, u): simulate coin-flips, assigning Xvu ← 1, and Xv,u0 ← 0 for u0 ∈ (last[v], u) ∩
Tv .
This is done implicitly by handling the change last[v] ← u: for each BBST B[a,b] where
v ∈ [a, b], remove the old value of last[v] and insert u instead.
It is straightforward to verify that all operations require at most O(log2 n) time and O(log n)
additional space per call. The overall implementation is given in Algorithm 6, using the same
asymptotic time and additional space. Recall also that sampling F ∼ ExactF(p, t) requires
O(log n) time and one N -bit random word for the G(n, p) model.

C.2

Data structure for Vertex-Pair queries in the Erdös-Rényi model

Recall that we define Q in Algorithm 1 as the set of pairs (u, v) where Xuv is assigned to 0
during a Vertex-Pair query, allowing us to check for modifications of A not captured by
last[v] and Kv . Here in Algorithm 6, rather than checking, we need to be able to count such
entries. Thus, we instead create a BBST Q0v for each v defined as:
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Q0v = {u : u > last[v], v > last[u], and Xuv is assigned to 0 during a Vertex-Pair query}.
This definition differs from that of Q in Section A.2 in two aspects. First, we ensure that
each A[v][u] = 0 is recorded by either last (via Lemma 12) or Q0v (explicitly), but not
both. In particular, if u were to stay in Q0v when last[v] increases beyond u, we would have
double-counted these entries 0 not only recorded by Q0v but also implied by last[v] and Kv .
By having a BBST for each Q0v , we can compute the number of 0’s that must be excluded
from Tv , which cannot be determined via last[v] and Kv alone: we subtract these from any
counting process done in the data structure R.
Second, we maintain Q0v separately for each v as an ordered set, so that we may identify
non-neighbors of v within a specific range – this allows us to remove non-neighbors in specific
range, ensuring that the first aspect holds. More specifically, when we increase last[v], we
must go through the data structure Q0v and remove all u < last[v], and for each such u,
also remove v from Q0u . There can be as many as linear number of such u, but the number
of removals is trivially bounded by the number of insertions, yielding an amortized time
performance guarantee in the following theorem. Aside from the deterministic guarantee,
unsurprisingly, the required amount of random words for this algorithm is lower than that of
the algorithm from Section A (given in Theorem 48 and Corollary 50).
I Theorem 52. Consider the Erdös-Rényi G(n, p) model. For Next-Neighbor queries
only, Algorithm 6 is an implementation that answers each query using O(log2 n) time,
O(log n) additional space, and one N -bit random word. For Next-Neighbor and vertex
pair queries,an extension of Algorithm 6 answers each query using O(log2 n) amortized time,
O(log n) additional space, and one N -bit random word.

C.3

Data structure for the Stochastic Block model

We employ the data structure for generating and counting the number of vertices of each
community in a specified range from Section 3.4.2. We create r different copies of the
data structure R and Q0v , one for each community, so that we may implement the required
operations separately for each color, including using the count subroutine to sample F ∼
ExactF via the corresponding CDF, and picking the next neighbor according to F . Recall
that since we do not store last[v] = 0 in R, and we only add an entry to Kv , Pv or Q0v after
drawing the corresponding Xuv , the communities of the endpoints, which cover all elements
stored in these data structures, must have already been determined. Thus, we obtain the
following corollary for the Stochastic Block model.
I Corollary 53. Consider the Stochastic Block model with randomly-assigned communities. For Next-Neighbor queries only, Algorithm 6 is an implementation that answers
each query using O(r poly(log n)) time, random words, and additional space per query.
For Next-Neighbor and Vertex-Pair queries, Algorithm 6 answers each query using
O(r poly(log n)) amortized time, O(r poly(log n)) random words, and O(r poly(log n)) additional space per query additional space, and one N -bit random word.

D

Sampling from the Multivariate Hypergeometric Distribution

Consider the following random experiment. Suppose that we have an urn containing B ≤ n
marbles (representing vertices), each occupies one of the r possible colors (representing
communities) represented by an integer from [r]. The number of marbles of each color in the
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urn is known: there are Ck indistinguishable marbles of color k ∈ [r], where C1 +· · ·+Cr = B.
Consider the process of drawing ` ≤ B marbles from this urn without replacement. We would
like to sample how many marbles of each color we draw.
More formally, let C = hc1 , . . . , cr i, then we would like to (approximately) sample a
vector SC
` of r non-negative integers such that
 C2 

C1
Cr
s1 · s2 · · · sr
C
Pr[S` = hs1 , . . . , sr i] =

B
C1 +C2 +···+Cr

where the distribution is supported by all vectors satisfying sk ∈ {0, . . . , Ck } for all
Pr
k ∈ [r] and k=1 sk = `. This distribution is referred to as the multivariate hypergeometric
distribution.
The sample SC
` above may be generated easily by simulating the drawing process,
but this may take Ω(`) iterations, which have linear dependency in n in the worst case:
` = Θ(B) = Θ(n). Instead, we aim to generate such a sample in O(r poly(log n)) time with
high probability. We first make use of the following procedure from [26].
I Lemma 54. Suppose that there are T marbles of color 1 and B − T marbles of color 2 in
an urn, where B ≤ n is even. There exists an algorithm that samples hs1 , s2 i, the number of
marbles of each color appearing when drawing B/2 marbles from the urn without replacement,
in O(poly(log n)) time and random words. Specifically,
probability
of sampling a specific
 the
 B
B/2
pair hs1 , s2 i where s1 + s2 = T is approximately B/2
/
with
error of at most n−c
s1
T −s1
T
for any constant c > 0.
In other words, the claim here only applies to the two-color case, where we sample the
number of marbles when drawing exactly half of the marbles from the entire urn (r = 2 and
` = B/2). First we generalize this claim to handle any desired number of drawn marbles `
(while keeping r = 2).
I Lemma 55. Given C1 marbles of color 1 and C2 = B − C1 marbles of color 2, there
exists an algorithm that samples hs1 , s2 i, the number of marbles of each color appearing when
drawing ` marbles from the urn without replacement, in O(poly(log B)) time and random
words.
C
Proof. For the base case where B = 1, we trivially have SC
1 = C1 and S0 = C2 . Otherwise,
for even B, we apply the following procedure.
If ` ≤ B/2, generate C0 = SC
B/2 using Lemma 54.
If ` = B/2 then we are done.
0
Else, for ` < B/2 we recursively generate SC
` .
0
C0
Else, for ` > B/2, we generate SC
B−` as above, then output C − SB−` .

On the other hand, for odd B, we simply simulate drawing a single random marble from the
urn before applying the above procedure on the remaining B − 1 marbles in the urn. That
is, this process halves the domain size B in each step, requiring log B iterations to sample
SC
J
` .
Lastly we generalize to support larger r.
I Theorem 21. Given B marbles of r different colors, such that there are Ci marbles of color
i, there exists an algorithm that samples hs1 , s2 , · · · , sr i, the number of marbles of each color
appearing when drawing l marbles from the urn without replacement, in O(r · poly(log B))
time and random words.
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Proof. Observe that we may reduce r > 2 to the two-color case by sampling the number of
marbles of the first color, collapsing the rest of the colors together. Namely, define a pair
D = hC1 , C2 + · · · + Cr i, then generate SD
` = hs1 , s2 + . . . + sr i via the above procedure. At
this point we have obtained the first entry s1 of the desired SC
` . So it remains to generate
the number of marbles of each color from the remaining r − 1 colors in ` − s1 remaining
draws. In total, we may generate SC
` by performing r iterations of the two-colored case. The
error in the L1 -distance may be established similarly to the proof of Lemma 51.
J
I Theorem 56. Given B marbles of r different colors in [r], such that there are Ci marbles
of color i and a parameter k ≤ r, there exists an algorithm that samples s1 + s2 + · · · + sk ,
the number of marbles among the first k colors appearing when drawing ` marbles from the
urn without replacement, in O(poly(log B)) time and random words.
Proof. Since we don’t have to find the individual counts, we can be more efficient by
grouping half the colors together at each step. Formally, we define a pair D = hD1 , D2 i
where D1 = C1 + C2 + · · · + Cr/2 and D2 = Cr/2+1 + · · · + Cr−1 + Cr . We then generate
hD10 , D20 i = SD
` .
If k < r/2, we recursively solve the problem with the first r/2 colors, B ← D10 , and the
original value of k.
If k > r/2, we recurse on the last r/2 colors, B set to D20 , and k set to k − r/2. In this
case, we add D10 to the returned value.
Otherwise, k = r/2 and we can return D10 .
The number of recursive calls is O(log r) = O(log B) (since r ≤ B). So, the overall runtime
is O(poly(log B)).
J

E

Local-Access Implementations for Random Directed Graphs

In this section, we consider Kleinberg’s Small-World model [31, 37] where the probability that
a directed edge (u, v) exists is min{c/(dist(u, v))2 , 1}. Here, dist(u, v) is the Manhattan
√
√
distance between u and v on a n × n grid. We begin with the case where c = 1, then
generalize to different values of c = log±Θ(1) (n). We aim to support All-Neighbors queries
using poly(log n) resources. This returns the entire list of out-neighbors of v.

E.1

Implementation for c = 1

Observe that since the graphs we consider here are directed, the answers to the All-Neighbor
queries are all independent: each vertex may determine its out-neighbors independently.
Given a vertex v, we consider a partition of all the other vertices of the graph into sets
{Γv1 , Γv2 , . . .} by distance: Γvk = {u : dist(v, u) = k} contains all vertices at a distance k from
vertex v. Observe that |Γvk | ≤ 4k = O(k). Then, the expected number of edges from v to
vertices
in Γv is therefore |Γvk | · 1/k 2 = O(1/k). Hence, the expected degree of v is at most
P2(√n−1) k
O(1/k) = O(log n). It is straightforward to verify that this bound holds with high
k=1
probability (use Hoeffding’s inequality). Since the degree of v is small, in this model we
can afford to perform All-Neighbors queries instead of Next-Neighbor queries using an
additional poly(log n) resources.
Nonetheless, internally in our implementation, we generate our neighbors one-by-one
similarly to how we process Next-Neighbor queries. We perform our sampling in two phases.
In the first phase, we compute a distance d, such that the next neighbor closest to v is at
distance d. We maintain last[v] to be the last computed distance. In the second phase, we
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generate all neighbors of v at distance d, under the assumption that there must be at least
one such neighbor. For simplicity, we generate these neighbors as if there are full 4d vertices
√
√
at distance d from v: some generated neighbors may lie outside our n × n grid, which
are simply discarded. As the running time of our implementation is proportional to the
number of implementation neighbors, then by the bound on the number of neighbors, this
assumption does not asymptotically worsen the performance of the implementation.

E.1.1

Phase 1: Generate the distance D

Let a = last[v] + 1, and let D(a) to denote the probability distribution of the distance where
the next closest neighbor of v is located, or ⊥ if there is no neighbor at distance at most
√
2( n − 1). That is, if D ∼ D(a) is drawn, then we proceed to Phase 2 to generate all
neighbors at distance D. We repeat the process by sampling the next distance from D(a + D)
and so on until we obtain ⊥, at which point we return our answers and terminate.
To generate the next distance, we perform a binary search: we must evaluate the CDF
of D(a). The CDF is given by P[D ≤ d] where D ∼ D(a), the probability that there is
some neighbor at distance at most d. As usual, we compute the probability of the negation:
there is no neighbor at distance at most d. Recall that each distance i has exactly |Γvi | = 4i
vertices, and the probability of a vertex u ∈ Γvi is not a neighbor is exactly 1 − 1/i2 . So, the
probability that there is no neighbor at distance i is (1 − 1/i2 )4i . Thus, for D ∼ D(a) and
√
d ≤ 2( n − 1),
4i

4
d 
d 

a
d
Y
Y
1−

P[D ≤ d] = 1 −

i=a

1
i2

=1−

i=a

(i − 1)(i + 1)
i2

=1−

(a − 1)
(d + 1)
·
aa−1
dd+1

where the product enjoys telescoping as the denominator (i2 )4i cancels with (i2 )4(i−1) and
(i2 )4(i+1) in the numerators of the previous and the next term, respectively. This gives us a
closed form for the CDF, which we can compute with 2−N additive error in constant time
(by our computation model assumption). Thus, we may generate the distance D ∼ D(a)
using O(log n) time and one random N -bit word.

E.1.2

Phase 2: Sampling neighbors at distance D

After sampling a distance D, we now have to generate all the neighbors at distance D. We
label the vertices in ΓvD with unique indices in {1, . . . , 4D}. Note that now each of the 4D
vertices in ΓvD is a neighbor with probability 1/D2 . However, by Phase 1, this is conditioned
on the fact that there is at least one neighbor among the vertices in ΓvD , which may be
difficult to generate when 1/D2 is very small. We can emulate this naïvely by repeatedly
sampling a “block”, composing of the 4D vertices in ΓvD , by deciding whether each vertex
is a neighbor of v with uniform probability 1/D2 (i.e., 4D identical independent Bernoulli
trials), and then discarding the entire block if it contains no neighbor. We repeat this process
until we finally generate one block that contains at least one neighbor, and use this block as
our output.
For the purpose of making the sampling process more efficient, we view this process
differently. Let us imagine that we are given an infinite sequence of independent Bernoulli
variables, each with bias 1/D2 . We then divide the sequence into contiguous blocks of length
4D each. Our task is to find the first occurrence of success (a neighbor), then report the
whole block hosting this variable.
This first occurrence of a successful Bernoulli trial is given by sampling from the geometric
distribution, X ∼ Geo(1/D2 ). Since the vertices in each block are labeled by 1, . . . , 4D, then
this first occurrence has label X 0 = X mod 4D. By sampling X ∼ Geo(1/D2 ), the first X 0
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Bernoulli variables of this block is also implicitly determined. Namely, the vertices of labels
1, . . . , X 0 − 1 are non-neighbors, and that of label X 0 is a neighbor. The sampling for the
remaining 4D − X 0 vertices can then be performed in the same fashion we generate next
neighbors in the G(n, p) case: repeatedly find the next neighbor by sampling from Geo(1/D2 ),
until the index of the next neighbor falls beyond this block.
Thus at this point, we have generated all neighbors in ΓvD . We can then update last[v] ←
D and continue the process of larger distances. Sampling each neighbor takes O(log n) time
and one random N -bit word; the resources spent sampling the distances is also bounded by
that of the neighbors. As there are O(log n) neighbors with high probability, we obtain the
following theorem.
I Theorem 57. There exists an algorithm that generates a random graph from Kleinberg’s
Small World model, where probability of including each directed edge (u, v) in the graph is
1/(dist(u, v))2 where dist denote the Manhattan distance, using O(log2 n) time and random
log n-bit words per All-Neighbors query with high probability.

E.2

Implementation for c 6= 1

Observe that to support different values of c in the probability function c/(dist(u, v))2 , we
do not have a closed-form formula for computing the CDF for Phase 1, whereas the process
for Phase 2 remains unchanged. To handle the change in the probability distribution Phase
1, we consider the following, more general problem. Suppose that we have a process P that,
one-by-one, provide occurrences of successes from the sequence of independent Bernoulli trials
with success probabilities hp1 , p2 , . . .i. We show how to construct a process P c that provide
occurrences of successes from Bernoulli trials with success probabilities hc · p1 , c · p2 , . . .i
(truncated down to 1 as needed). For our application, we assume that c is given in N -bit
1
precision, there are O(n) Bernoulli trials, and we aim for an error of poly(n)
in the L1 -distance.

E.2.1

Case c < 1

We use rejection sampling in order to construct a new Bernoulli process.
I Lemma 58. Given a process P outputting the indices of successful Bernoulli trials with
bias hpi i, there exists a process P c outputting the indices of successful Bernoulli trials with
bias hc · pi i where c < 1, using one additional N -bit word overhead for each answer of P.
Proof. Consider the following rejection sampling process to simulate the Bernoulli trials. In
addition to each Bernoulli variable Xi with bias pi , we generate another coin-flip Ci with
bias c. Set Yi = Xi · Ci , then P[Yi = 1] = P[Xi = 1] · P[Ci ] = c · pi , as desired. That is, we
keep a success of a Bernoulli trial with probability c, or reject it with probability 1 − c.
Now, we are already given the process P that “handles” Xi ’s, generating a sequence of
indices i with Xi = 1. The new process P c then only needs to handle the Ci ’s. Namely,
for each i reported as success by P, P c flips a coin Ci to see if it should also report i, or
discard it. As a result, P c can generate the indices of successful Bernoulli trials using only
one random N -bit word overhead for each answer from P.
J
Applying this reduction to the distance sampling in Phase 1, we obtain the following corollary.
I Corollary 59. There exists an algorithm that generates a random graph from Kleinberg’s
Small World model with edge probabilities c/(dist(u, v))2 where c < 1, using O(log2 n) time
and random log n-bit words per All-Neighbors query with high probability.
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E.2.2

Case c > 1

Since we aim to sample with larger probabilities, we instead consider making k · c independent
copies of each process P, where k > 1 is a positive integer. Intuitively, we hope that the
probability that one of these process returns an index i will be at least c · pi , so that we may
perform rejection sampling to decide whether to keep i or not. Unfortunately such a process
cannot handle the case where c · pi is large, notably when c · pi > 1 is truncated down to 1,
while there is always a possibility that none of the processes return i.
I Lemma 60. Let k > 1 be a constant integer. Given a process P outputting the indices of
successful Bernoulli trials with bias hpi i, there exists a process P c outputting the indices of
successful Bernoulli trials with bias hmin{c · pi , 1}i where c > 1 and c · pi ≤ 1 − k1 for every i,
using one additional N -bit word overhead for each answer of k · c independent copies of P.
Proof. By applying the following form of Bernoulli’s inequality, we have
(1 − pi )k·c ≤ 1 −

k · c · pi
k · c · pi
k · c · pi
=1−
≤1−
= 1 − c · pi
1 + (k · c − 1) · pi
1 + k · c · pi − pi
1 + (k − 1)

That is, the probability that at least one of the implementations report an index i is
1 − (1 − pi )k·c ≥ c · pi , as required. Then, the process P c simply reports i with probability
(c · pi )/(1 − (1 − pi )k·c ) or discard i otherwise. Again, we only require N -bit of precision for
each computation, and thus one random N -bit word suffices.
J
In Phase 1, we may apply this reduction only when the condition
c · pi ≤ 1 − k1 is satisfied.
p
√
For lower value of pi = 1/D2 , namely for distance D < c/(1 − 1/k) = O( c), we may
afford to generate the Bernoulli trials one-by-one as c is poly(log n). We also note that the
degree of each vertex is clearly bounded by O(log n) with high probability, as its expectation
is scaled up by at most a factor of c. Thus, we obtain the following corollary.
I Corollary 61. There exists an algorithm that generates a random graph from Kleinberg’s
Small World model with edge probabilities c/(dist(u, v))2 where c = poly(log n), using
O(log2 n) time and random words per All-Neighbors query with high probability.

F

Omitted Proofs for the Dyck Path Implementation

I Theorem 62. There are

2n
1
n+1 n



Dyck paths for length 2n (construction from [53]).

Proof from [53]. Consider all possible sequences containing n + 1 up-steps and n down-steps
with the restriction that the first step is an up-step. We say that two sequences belong to the
same class if they are cyclic shifts of each other. Because of the restriction, the total number
of sequences is 2n
n and each class is of size n + 1. Now, within each class, exactly one of the
sequences is such that the prefix sums are strictly greater than zero. From such a sequence,
we can obtain a Dyck sequence by deleting the first up-step. Similarly, we can start with a
Dyck sequence, add an initial up-step and consider all n + 1 cyclic
shifts to obtain a class.

2n
1
This bijection shows that the number of Dyck paths is n+1
.
J
n

F.1

Approximating Close-to-Central Binomial Coefficients

We start with Stirling’s approximation which states that
 
 m m 
√
1
m! = 2πm
1+O
e
m
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We will also use the logarithm approximation when a better approximation is required:
log(m!) = m log m − m +

1
1
1
1
+
− ···
log(2πm) +
−
2
12m 360m3
1260m5

(12)

This immediately gives us an asymptotic formula for the central binomial coefficient as:
I Lemma 63. The central binomial coefficient can be approximated as:

 r

 
2 n
n
1
=
2 1+O
n/2
πn
n
√

Now, we consider a “off-center” Binomial coefficient nk where k = n+c2 n .
I Lemma 64.
  

√ 
2
n
n
=
e−c /2 exp O(c3 / n)
k
n/2
Proof from [52]. We consider the ratio: R =

n
k



/

n
n/2



:

√

n
k 
n
n/2
√
c n/2



R=

=⇒ log R =

X
i=1
√
c n/2

c n/2
Y n/2 − i + 1
(n/2)!(n/2)!
=
=
k!(n − k)!
n/2 + i
i=1


log

n/2 − i + 1
n/2 + i

(13)



 2
 √ 3
 3 
4i
i
(c n)
c
c2 n
c2
−
=
+O
+O
=−
=− +O √
2
2
n
n
2n
n
2
n
i=1
  

√ 
2
n
n
=⇒
=
e−c /2 exp O(c3 / n)
k
n/2
X

(14)

(15)
(16)
J

F.2

Dyck Path Boundaries and Deviations

I Lemma 65. Given a random walk of length 2n with exactly n up and down steps, consider
a contiguous sub-path of length 2B that comprises of U up-steps and D down-steps i.e.
√
U + D = 2B. Both |B − U | and |B − D| are O( B log n) with probability at least 1 − 1/n4 .
Proof. We consider the random walk as a sequence of unbiased random variables {Xi }2n
i=1 ∈
2n
P
{0, 1}2n with the constraint
Xi = n. Here, 1 corresponds to an up-step and 0 corresponds
i=1

to a down step. Because of the constraint, Xi , Xj are negatively correlated for i 6= j which
allows us to apply Chernoff bounds. Now we consider a sub-path of length 2B and let
U denote the sum of the Xi s associated with this subpath. Using Chernoff bound with
E[X] = B, we get:
√


h
i
p
9 log n
log n
1
P |U − B| < 3 B log n = P |U − B| < 3 √
B < e− 3 = 3
n
B
Since U and D are symmetric, the same argument applies.

J

I Corollary 66. With high probability, every contiguous sub-path of length 2B (with U up
and D down steps such that U + D = 2B) in the random walk satisfies the property that
√
|B − U | and |B − D| are upper bounded by c B log n w.h.p. 1 − 1/n2 (for some constant c).
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Proof. We can simply apply Lemma 65 and union bound over all n2 possible contiguous
sub-paths.
J
I Lemma 22. Consider a contiguous sub-path of a simple Dyck path of length 2n where the
sub-path is of length 2B comprising of U up-steps and D down-steps (with U + D = 2B).
Then there exists a constant c such that the quantities |B − U |, |B − D|, and |U − D| are all
√
< c B log n with probability at least 1 − 1/n2 for every possible sub-path.
Proof. As a consequence of Theorem 62, we can sample a Dyck path by first sampling a
balanced random walk with n up steps and n down steps and adding an initial up step. We
can then find the corresponding Dyck path by taking the unique cyclic shift that satisfies
the Dyck constraint (after removing the initial up-step). Any interval in a cyclic shift is the
union of at most two intervals in the original sequence. This affects the bound only by a
constant factor. So, we can simply use Corollary 66 to finish the proof. Notice that since
√
|U − D| ≤ |B − U | + |B − D|, |U − D| = O( B log n) comes for free.
J
I Lemma 23. Given a Dyck path sampling problem of length B with U up, D down steps, and
√
a boundary at k, there exists a constant c such that if k > c B log n, then the distribution of
paths sampled without a boundary C∞ (U, D) is O(1/n2 )-close in L1 distance to the distribution
of Dyck paths Ck (U + D).
Proof. We use D and R to denote the set of all valid Dyck paths and all random sequences
respectively. Clearly, D ⊆ R. Since the random walk/sequence distribution is uniform on R,
and by Corollary 66 we see that at least 1 − 1/n2 fraction of the elements of R do not violate
the boundary constraint. Therefore, |D| ≥ (1 − 1/n2 )|R|, and so the L1 distance between
the uniform distributions on D and R is O(1/n2 ).
J

F.3

Estimating the Sampling Probabilities

I Lemma 67. Given a Dyck sub-path problem within a global Dyck path of size 2n and a
S
·Sright
probability expression of the form pd = lefSttotal
, there exists a poly(log n) time oracle

that returns a 1 ± 1/n2 multiplicative approximation to pd if pd = Ω(1/n2 ) and returns 0
otherwise.
Proof. We first compute a 1 + 1/n3 multiplicative approximation to ln pd . Using O(log n)
terms of the series in Equation 12, it is possible to estimate the logarithm of a factorial up
to 1/nc additive error. So, we can use the series expansion from Equation 12 up to O(log n)
terms. The additive error can also be cast as multiplicative since factorials are large positive
integers.
The probability pd can be written as an arithmetic expression involving sums and products
of a constant number of factorial terms. Given a 1 ± 1/nc multiplicative approximation
to la = ln a and la = ln b, we wish to approximate ln(ab) and ln(a + b). The former
is trivial since ln(ab) = la + lb . For the latter, we assume a > b and use the identity
ln(a + b) = ln a + ln(1 + b/a) to note that it suffices to approximate ln(1 + b/a). We define
e
la = la · (1 ± O(1/nc )) and e
lb = lb · (1 ± O(1/nc )). In case e
lb − e
la < −c ln n =⇒ b/a < 1/nc ,
c
we approximate ln(a + b) by ln a since ln(1 + b/a) = O(1/n ) in this case.
Otherwise, we notice that max(a, b) = O (n!)2 =⇒ max(la , lb ) = o(n3 ) =⇒ la − lb =
3
o(n ). This is true because if we write out the expression for pd = Slef t · Sright /Stotal in terms
of sums and products of factorials, the largest possible value will be a product of at most two
terms that are present in the numerator/denominator of a binomial term (see the expression
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for generalized Catalan numbers in Equation 1). Hence, the claim max(a, b) = O (n!)2
follows from the fact that the numerators/denominators of the relevant binomial coefficient
in Equation 1 are at most n!. Using this fact, we obtain the following:
b O
1 + eelb −ela = 1 + · e
a

lb −la
nc



 



 

b
b
1
1
= 1+
= 1+ · 1 ± O
· 1±O
a
nc−3
a
nc−3

In other words, the value of c decreases every time we have a sum operation. Since there
are only a constant number of such arithmetic operations in the expression for pd , we can
set c to be a high enough constant when approximating the factorials, cewhich allows us
to obtain the desired 1 ± 1/n3 multiplicative approximation to ln pd . If ln pd < −3 ln n,
we approximate pd = 0. Otherwise, we
 can exponentiate the approximation to obtain
3
ped = pd · e−O(ln n/n ) = pd 1 ± O(1/n2 ) .
J

F.4

Omitted Proofs from Section 4.3: Sampling the Height

I Lemma 68. For x < 1 and k ≥ 1, we claim that 1 − kx < (1 − x)k < 1 − kx +

k(k−1) 2
x
2

√

I Lemma 25. Slef t ≤ c1

k·

log n
√
B

B
D−d



·

for some constant c1 .

Proof. This involves some simple manipulations.


 

B
B
−
D−d
D−d−k

 

B
(D − d)(D − d − 1) · · · (D − d − k + 1)
=
· 1−
D−d
(B − D − d + k)(B − D − d + k − 1) · · · (B − D − d + 1)
k #

 "

B
D−d−k+1
≤
· 1−
B−D+d+k
D−d

 "

k #
B
U + d + k − (U − D + d + k − 1)
≤
· 1−
D−d
U +d+k
√
 "

k #

U + d + k − O( B log n)
B
· 1−
≤
D−d
U +d+k
 √
 

k log n
B
√
≤Θ
·
D
−d
B

Slef t =

(17)
(18)
(19)

(20)

(21)
(22)
J

√

I Lemma 26. Sright ≤ c2

k0 ·

√

logn
B

·

B
U −d



for some constant c2 .

Proof.


Sright

 

B
B
=
−
(23)
U −d
U − d − k0

 

B
(U − d)(U − d − 1) · · · (U − d − k 0 + 1)
=
· 1−
U −d
(B − U − d + k 0 )(B − U − d + k 0 − 1) · · · (B − U − d + 1)
(24)
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 "
k 0 #

B
U − d − k0 + 1
... ≤
· 1−
U −d
B − U + d + k0
"



k0 #
B
2D − U − d − k + 1
≤
· 1−
U −d
2U − D + k + d
"
k0 #



B
U + k + d − (2U − 2D + 2d + 2k − 1)
≤
· 1−
U +k+d
U −d
√

 "

k0 #
B
U + k + d − O( B log n)
≤
· 1−
U −d
U +k+d
 0√
 

k log n
B
√
≤Θ
·
U
−d
B


(25)

(26)

(27)

(28)
(29)
J

I Lemma 69. Stot ≥

2B
2D





· 1− 1−

k0
2U +1

k 
.

Proof.


 

2B
2B
−
2D
2D − k

  
2B
(2D)(2D − 1) · · · (2D − k + 1)
=
· 1−
(2B − 2D + k)(2B − 2D + k − 1) · · · (2B − 2D + 1)
2D
  "

k #
2B
2D − k + 1
≥
· 1−
2D
2B − 2D + 1

k #
  "
2U − (2U − 2D + k − 1)
2B
· 1−
≥
2D
2U + 1
"
 

k #
2B
(2U + 1) − k 0
≥
· 1−
2D
2U + 1
  "

k #
2B
k0
≥
· 1− 1−
2D
2U + 1

Stot =

(30)
(31)
(32)

(33)

(34)

(35)
(36)
J

I Lemma 24. When kk 0 > 2U + 1, Stotal >

1
2

·

2B
2D



.

Proof. When kk 0 > 2U + 1 =⇒ k > 2Uk+1
, we will show that the above expression is
0
2B
greater than 12 2D
. Defining ν = 2Uk+1
> 1, we see that (1 − ν1 )k ≤ (1 − ν1 )ν . Since this is
0
an increasing function of ν and since the limit of this function is 1e , we conclude that

1− 1−

k0
2U + 1

k
>

1
2

J
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I Lemma 27. When kk 0 ≤ 2U + 1, Stotal ≥ c3 k·k
B ·

Proof. Now we bound the term 1 − 1 −

k0
2U +1

k
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2B
2D



for some constant c3 .

, given that kk 0 ≤ 2U + 1 =⇒

kk0
2U +1

≤ 1.

n

Using Bernoulli’s inequality, we know that (1 − x) ≤ 1/(1 + nx) for x ∈ [0, 1] and n ∈ N.
Since the term k 0 /(2U + 1) is positive and ≤ 1 (since kk 0 ≤ 2U + 1), we can apply this as
follows:
k0
1− 1−
2U + 1


≥1−

1
1+

kk0
2U +1

k
(37)
=

1

kk0
2U +1
kk0
+ 2U
+1

=

kk 0
1
·
kk0
2U + 1 1 + 2U
+1

(38)

kk 0
1
·
2U + 1 2
kk 0
≥
Θ(B)



≥

Since

kk 0
≤1
2U + 1


(39)
(40)
J

F.5

Omitted Proofs from Section 4.4: First-Return Queries

I Lemma 31. If d > log4 n, then Slef t (d) = Θ
2

(k−2)
2(2d+k−2) .



22d+k
√ e−rlef t (d)
d

·

k−1
d+k−1



where rlef t (d) =

Furthermore, rlef t (d) = O(log2 n).

Proof. In what follows, we will drop constant factors: Refer to Figure 8 for the setup. The
left section of the path reaches one unit above the boundary (the next step would make it
touch the boundary). The number of up-steps on the left side is d and therefore the number
of down steps must be d + k − 2. This inclues d down steps to cancel out the upwards
movement, and k − 2 more to get to one unit above the boundary. The boundary for this
section is k 0 = k − 1. This gives us:

 

2d + k − 2
2d + k − 2
Slef t (d) =
−
d
d−1


 

2d + k − 2
d
2d + k − 2
k−1
=
1−
=
d
d+k−1
d
d+k−1
√
z− k−2

√

(41)
(42)

z

z
Now, letting z = 2d + k − 2, we can write d = z−(k−2)
=
. Using Lemma 22, we
2
2
√
k−2
see that √z should be O( log n). If this is not the case, we can simply return 0 because

the probability associated with this value of d is negligible. Since z > log4 n, we can apply
Lemma 64 to get:

Slef t (d) = Θ



 2d+k

(k−2)2
(k−2)2
z
k−1
2
k−1
√ e 2(2d+k−2)
e 2z
=Θ
z/2
d+k−1
d+k−1
d

I Lemma 32. If U + D − 2d − k > log4 n, then Sright (d) = Θ
where rright (d) =

(U −D−k−1)2
4(U +D−2d−k+1) .



2U +D−2d−k −rright (d)
√
e
U +d−2d−k

J

·

U −D+k
U −d+1



Furthermore, rright (d) = O(log2 n).
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Proof. The right section of the path starts from the original boundary. Consequently, the
boundary for this section is at k 0 = 1. The number of up-steps on the right side is U − d and
the number of down steps is D − d − k + 1. This gives us:

 

U + D − 2d − k + 1
U + D − 2d − k + 1
Sright (d) =
−
(43)
U −d
U −d+1



U + D − 2d − k + 1
D−d−k−1
=
1−
(44)
U −d
U −d+1


U + D − 2d − k + 1 U − D + k
=
(45)
U −d
U −d+1
√
z+ U −D+k−1

√

z

z
Now, letting z = U + D − 2d − k + 1, we can write U − d = z+(U −D+k−1)
=
.
2
2
√
k−2
Using Lemma 22, we see that √z should be O( log n). If this is not the case, we can simply

return 0 because the probability associated with this value of d is negligible. Since z > log4 n,
we can apply Lemma 64 to get:



(U −D+k−1)2 U − D + k
z
2z
Sright (d) = Θ
e
(46)
z/2
U −d+1


(U −D+k−1)2
U −D+k
2U +D−2d−k
e 2(U +D−2d−k+1)
(47)
=Θ √
U −d+1
U + D − 2d − k
J

G

Additional related work

Random graph models
The Erdös-Rényi model, given in [17], is one of the most simple theoretical random graph
model, yet more specialized models are required to capture properties of real-world data.
The Stochastic Block model (or the planted partition model) was proposed in [29] originally
for modeling social networks; nonetheless, it has proven to be an useful general statistical
model in numerous fields, including recommender systems [33, 49], medicine [51], social
networks [21, 44], molecular biology [11, 36], genetics [9, 30, 13], and image segmentation [50].
Canonical problems for this model are the community detection and community recovery
problems: some recent works include [12, 40, 3, 2]; see e.g., [1] for survey of recent results.
The study of Small-World networks is originated in [55] has frequently been observed, and
proven to be important for the modeling of many real world graphs such as social networks
[15, 54], brain neurons [6], among many others. Kleinberg’s model on the simple lattice
topology (as considered in this paper) imposes a geographical that allows navigations, yielding
important results such as routing algorithms (decentralized search) [31, 37]. See also e.g.,
[43] and Chapter 20 of [16].

Generation of random graphs
The problem of local-access implementation of random graphs has been considered in the
aforementioned work [24, 41, 18], as well as in [35] that locally generates out-going edges on
bipartite graphs while minimizing the maximum in-degree. The problem of generating full
graph instances for random graph models have been frequently considered in many models
of computations, such as sequential algorithms [39, 7, 45, 38], and the parallel computation
model [4].
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Query models
In the study of sub-linear time graph algorithms where reading the entire input is infeasible,
it is necessary to specify how the algorithm may access the input graph, normally by defining
the type of queries that the algorithm may ask about the input graph; the allowed types of
queries can greatly affect the performance of the algorithms. While Next-Neighbor query
is only recently considered in [18], there are other query models providing a neighbor of a
vertex, such as asking for an entry in the adjacency-list representation [28], or traversing
to a random neighbor. On the other hand, the Vertex-Pair query is common in the study
of dense graphs as accessing the adjacency matrix representation [27]. The All-Neighbors
query has recently been explicitly considered in local algorithms [19].
Other constructions of huge pseudorandom functions that are permutations or random
hash functions were given in [34, 42, 35].
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1.1

Introduction
Learning Monotone Distributions

Data generated from probability distributions is ubiquitous, and algorithms for understanding
such data are of fundamental importance. In particular, a fundamental task is to learn
an approximation to the probability distribution underlying the data. For probability
distributions over huge discrete domains, the sample complexity and run-time bounds for the
learning task can be prohibitive. In particular, learning an arbitrary probability distribution
on a universe of Nuniverse elements up to sufficiently small constant total variation distance
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requires Ω(Nuniverse ) samples. However, when the probability distribution is known to
belong to a more structured class of distributions, much better results are possible (cf.
[16, 19, 22, 21, 20, 24, 13, 12, 6, 10, 25, 23, 15, 28]) – for example, learning an unknown
Poisson binomial distribution up to variation distance  can be achieved with only Õ(1/3 )
samples and Õ(log(Nuniverse )/3 ) run-time [13].
A fundamental class of probability distributions is the class of multidimensional monotone
probability distributions, which broadly satisfy the following properties:
The elements of the probability distribution have n different features.
For every element, an increase in the value of one of the features can only increase its
probability.
This basic class of distributions is of great interest because many commonly studied distributions are either monotone or can be approximated by a combination of monotone
distributions. Furthermore, often the tools developed for monotone distributions are useful
for other classes of distributions: for example, in the one dimensional setting, [12] use tools
developed for testing monotone distributions in order to learn k-modal distributions. In [8],
tools developed for testing properties of monotone distributions by [4] are used to develop
testers for many other classes of distributions.
For the case of only one feature, or equivalently for monotone probability distributions
over the totally ordered set [k], a sample-efficient algorithm is known for learning the unknown
distribution up total variation distance  with O(log(k)/3 ) samples [6, 12]. In [1] it was also
shown that an unknown probability distribution over [k]n can be learned up to χ2 distance
2 with O((n log k/2 )n /2 ) samples (note that for constant , this sample complexity is
non-trivial only when k is sufficiently large). Overall, the cases considered in the literature
specialize on the regime when all the dimensions have a wide range that grows with n. Here
we focus on a contrasting case, where each feature has only two possible values, 0 and 1, thus
specializing on the Boolean cube:
I Definition 1. A probability distribution ρ over {0, 1}n is monotone if whenever for
x, y ∈ {0, 1}n we have that x  y (which means that for all i xi ≤ yi ), then we have that
ρ(x) ≤ ρ(y).
When studying multi-dimensional objects, focusing on the specific case of the Boolean cube
is a common research theme, because the ideas and techniques developed for the Boolean
cube are often applicable in the general case. A lower bound of Ω(20.15n ) for learning
monotone probability distributions over the Boolean cube (up to sufficiently small constant
variation distance) can be inferred from an entropy testing lower bound in [29, page 39]
and an argument in [32] (see Claim 17 in Preliminaries). Though the dramatic exponential
improvement as in [6, 12] for the totally ordered set is thereby impossible, this still leaves
open the possibility of a sublinear sample algorithm for the Boolean cube.
We give, to the best of our knowledge, the first sublinear sample algorithm for learning a
monotone probability distribution over the Boolean cube:
I Theorem 2. For every positive , such that 0 <  ≤ 1 and for all sufficiently large n, there
n
exists an algorithm, which given Θ 2(n1/5 ) samples from an unknown monotone probability
2
distribution ρ over {0, 1}n , can reliably return a description of anestimate probability

1/5

distribution ρ̂, such that dTV (ρ, ρ̂) ≤ . The algorithm runs in time O 2n+O (n

log n)

.

Our algorithm relies on a new structural lemma describing monotone probability distributions on the Boolean cube, as described in Section 1.3. These structural insights also allow
us to get improved sample complexity for certain testing tasks on monotone distributions –
namely, estimating the closeness of a distribution to uniformity and the support size of the
distribution, as presented in Section 1.2.
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Theorem 2, together with the L1 distance tester in [31], can be applied to give the best
known sample complexity for testing whether a distribution is monotone. Specifically, one
can test whether an unknown distribution ρ over the Boolean cube is monotone or -far from
2n
monotone with O( n
2 ) samples as shown in Claim 18 in Preliminaries. Note that this does
not follow from [32] directly, because monotonicity is not a symmetric property. The best
previously known
for testing
 monotonicity over the Boolean cube was presented in
 algorithm
2n
[5], requiring Õ (n/ log
poly(1/)
samples. The best sample complexity lower bound for
n)1/4
√

testing monotonicity over {0, 1}n is Ω(2(1−Θ(

)+o(1))·n

), as presented
 in [3].
n Forthe domain
n log k
n/2 2
[k] , a monotonicity testing algorithm that requires O k / +
· 12 samples is
2
n

given and shown to be optimal in [1] (note that this is inapplicable to the Boolean setting,
because this sample bound is non-trivial only for sufficiently large k).

1.2

Testing properties of monotone distributions

In addition to learning a distribution, several other basic tasks aimed at understanding distributions have received attention. These include estimating the entropy of a distribution, the
size of the support and whether the distribution has certain “shape” properties (monotonicity,
convexity, monotone hazard rate, etc.). For arbitrary probability distributions over huge
domains, the sample complexity
and

 run-time bounds for the above tasks can be prohibitive,
Nuniverse
provably requiring Ω log(Nuniverse ) samples. This is true in particular for the properties of
support size, entropy and the distance to the uniform distribution [27, 32, 30, 33, 34].
This state of affairs motivates going beyond worst-case analysis and considering common
classes of structured probability distributions, a direction that has been considered by many
and with a large variety of results (cf. [4, 9, 24, 29, 14, 18]). Some specific examples
include: In [4] it is shown that testing whether a monotone distribution is uniform requires
√
only Θ(log3 (Nuniverse )/3 ) samples, in contrast to the Θ( Nuniverse /2 ) samples required for
testing arbitrary distributions for uniformity [26, 11, 17]. The situation is analogous for
the tasks of testing whether two distributions given by samples are either the same or far,
and testing whether a constant dimensional distribution is independent, which require only
polylogarithmic samples if the unknown distributions are promised to be monotone on a
total order [4].
Algorithms for testing properties of monotone probability distributions over the Boolean
cube were studied in [29, 2]. It was shown that, given samples from a probability distribution
over {0, 1}n that is promised to be monotone, distinguishing the uniform
 distribution over
n
n
{0, 1} from one that is -far from uniform can be done using only O 2 samples, which is
nearly optimal. In contrast, a number of other testing problems cannot have such dramatic
improvements when the distribution is known to be monotone: for example in [29] it was
shown that for sufficiently small constant  the estimation of entropy up to an additive error
of n requires 2Ω(n) samples. However, no nontrivial1 upper bounds on the sample complexity
of any other computational tasks for monotone probability distributions over the Boolean
cube are known.

1

i.e. using monotonicity in an essential way and going beyond the bounds known for arbitrary probability
distributions.
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1.2.1

Estimating support size

We consider the task of additively estimating the support size of an unknown monotone
probability distribution over the Boolean cube. The following assumption is standard in
support size estimation:
I Definition 3. A probability distribution over a universe of size Nuniverse is called wellbehaved (in context of support size estimation) if for every x in the set, the probability of x
is either zero or at least 1/Nuniverse .
The purpose of this definition is to rule out pathological cases in which there are items
that are in the support, yet have probability very close to zero. We henceforth adapt this
definition to probability distributions over {0, 1}n , where we have Nuniverse = 2n . We prove
the following theorem:
I Theorem 4. For every positive , the following is true: for all sufficiently large n, there
n
exists an algorithm, which given 2Θ2(√n) samples from an unknown well-behaved monotone
probability distribution ρ over {0, 1}n , can reliably2 approximate
thesupport size of ρ with

an additive error of up to . The algorithm runs in time O

2n√
2Θ ( n)

We contrast this result to the results of [27, 30, 31, 32, 34] that show that one needs
Ω(Nuniverse / log(Nuniverse )) samples to estimate the support size of an arbitrary distribution
up to a sufficiently small constant, which equals to Ω(2n /n) for a universe of size 2n , such as
the Boolean cube.

1.2.2

Estimating distance to uniformity

We now consider the task of additively estimating the distance from an unknown monotone
probability distribution over the Boolean cube to the uniform distribution. We prove the
following theorem:
I Theorem 5. For every positive , the following is true: for all sufficiently large n, there
n
exists an algorithm, which given 2Θ2(√n) samples from an unknown monotone probability
distribution ρ over {0, 1}n , can reliably approximate the distance between ρ and the uniform
distribution
over 
{0, 1}n with an additive error of up to . The algorithm runs in time

O 2n+O (

√
n log n)

.

We, again, contrast this result to the results of [30, 31, 32] that show that one needs
Ω(Nuniverse / log(Nuniverse )) samples to estimate the distance of an arbitrary distribution to
the uniform distribution, which equals to Ω(2n /n) for a universe of size 2n , such as the
Boolean cube.
We also have the following sample complexity lower bound on this task, which we prove
using the sub-cube decomposition technique of [29]:
I Theorem 6. For infinitely many positive integers n, there exist two probability distributions
∆Close and ∆Far over monotone distributions over {0, 1}n , satisfying:
1. Every distribution in ∆Far is 1/2-far
fromthe uniform distribution.

n0.5−0.01

2
2. Any algorithm that takes only o 2
samples from a probability distribution, fails
to reliably distinguish between ∆Close and ∆Far .
3. Every distribution in ∆Close is o(1)-close to the uniform distribution.

2

By reliably we henceforth mean that the probability of success is at least 2/3.
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I Remark 7. In our construction, the distribution ∆Close consists of only one probability
distribution. Additionally, the constant 0.01 can be made arbitrarily small.
Recall that in [29, 2] it was shown that, given samples from a probability distribution over
the Boolean cube that is promised to be monotone, distinguishing the
 uniform distribution
n
from one that is -far from uniform can be done using only O 2 samples. Yet, as the
theorem above shows, the tolerant version of this problem, which requires one to distinguish
a distribution that is o(1)-close
 to the uniform from a distribution that is 1/2-far from
uniform, requires Ω 2

1.3
1.3.1

n0.5−0.01
2

samples, which is dramatically greater.

Technical overview
Structural results

Our analysis applies and builds upon the main structural lemma in [7]. To state it, recall
that a DNF is a Boolean function that is formed as an OR of ANDs, and it is monotone if
there are no negations. Each AND is referred to as a clause, with the number of variables
in the AND is referred to as the width of the clause. Their structural lemma shows that
each monotone function can be approximated by a DNF with only a constant number of
distinct clause widths. Specifically:
I Lemma 8 (Main Lemma in [7], abridged and restated). For every positive , for all sufficiently
large n, let f be a monotone Boolean function over the domain {0, 1}n . There is a function
g = g1 ∨ ... ∨ gt with the following properties: (i) t ≤ 2/ (ii) each gi is a monotone DNF
with terms of width exactly ki (iii) g disagrees with f at no more than  · 2n elements of
{0, 1}n (iv) g(x) ≤ f (x) for all x in {0, 1}n .
For Theorem 4, we use the lemma above on the indicator function of the support of the
probability distribution, which allows us to prove the correctness of our algorithm. For the
problems of learning and estimating the distance to uniform, we go a step further and prove
an analogous structural lemma for monotone probability distributions.
There are some crucial differences between monotone Boolean functions in the setting of
Boolean function approximation and monotone probability distributions in our setting. First
of all, the basic properties of the two objects are different: a Boolean function always has one
of the two values (zero or one), which is usually not the case for a probability distribution,
but a probability distribution, summed over {0, 1}n , has to equal one. Secondly, the relevant
notions of a function f2 being well-approximated by a function f1 are different: for Boolean
functions we bound the fraction of points on which f1 and f2 disagree, whereas for monotone
probability distributions we would like to bound the L1 distance between f1 and f2 .
To overcome these differences, we generalize to the setting of non-Boolean functions the
main concept used in the proof of Lemma 8: the concept of a minterm of a monotone
Boolean function. In [7] the minterm of a monotone Boolean function f is defined as follows:
(
1 if f (x) = 1 and for all y ≺ x, f (y) = 0
def
mintermf (x) =
0 otherwise
Using this language, the function g in Lemma 8 can be characterized as a function, for which:
n
X
h=0

1∃ x∈{0,1}n : ||x||=h ∧ mintermg (x)6=0 ≤

2


(1)
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We introduce the notion of monotone slack that generalizes the notion of a minterm to
non-Boolean functions:
def

slackf (x) = f (x) − max f (y) = f (x) −
y≺x

max

yx and ||y||=||x||−1

f (y)

With such a definition at hand, one could hope to prove that every monotone probability distribution ρ is well-approximated in the L1 norm by a monotone function f ,
Pn
for which
h=0 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 is bounded by a constant independent of
n. We were not able to prove such a theorem, and instead we bound a related quantity that can be thought of as the weighted analogue of the expression in Equation 1:
Pn
h=0 Rh · 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 , where the Rh are positive weights that can be
chosen arbitrarily, as long as they satisfy a certain technical condition that ensures that not
too many of these weights are too large. Precisely, our main lemma is:
I Lemma 9 (Main Structural Lemma). For all positive ζ, for all sufficiently large n, the
following is true: Let ρ be a monotone probability distribution over {0, 1}n . Suppose,
for each h between 0 and n we are given a positive value Rh , and it is the case that:
n
Pn
Pn(h) n ≤ ζ
h=0 Rh ·
( )
j=h j
Then, there exists a positive monotone function f , mapping {0, 1}n to positive real
numbers, satisfying:
1. For all x, it is the case that ρ(x) ≥ f (x).
P
2. It is the case that:
n ρ(x) − f (x) ≤ ζ
Pnx∈{0,1}
3. It is the case that:
R
h=0 h · 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 ≤ 1
Now, as a corollary, we present a simple special case (proven to be so in Subsection
3.1) that not only illustrates the power of Lemma 9, but also is sufficient for our proof of
Theorem 5:
I Corollary 10. Let ρ be a monotone probability distribution over {0, 1}n and let h0 be an
integer for which:


≤ Pr [||x|| ≥ h0 ] ≤
4 x∼{0,1}n
2
Then, there exists a positive monotone function f : {0, 1}n → R satisfying:
1. For all x, it is the case that ρ(x) ≥ f (x).
P

2. It is the case that:
x∈{0,1}n ρ(x) − f (x) ≤ 4 .
3. There exists a set of values {k1 , ..., kt } (ordered in an increasing order) with t ≤ 16
2 ,
n
satisfying that if for some x in {0, 1} we have ||x|| < h0 and slackf (x) 6= 0, then
||x|| = ki for some i.
For Theorem 2, however, we use the full power of Lemma 9.

1.3.2

Algorithmic ideas

Here we present an informal overview of the ideas involved in the design and analysis of
our algorithms. Throughout we omit details and technicalities. As already mentioned, our
algorithms for Theorems 4, 5 and 2 use respectively Lemma 8, Corollary 10 and Lemma 9
as their structural core. Here we present the algorithmic ideas in the order of increasing
technical sophistication.
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Support size estimation (Theorem 4)

The idea behind our support size estimation algorithm is as follows: if we received x as a
sample, then not only x has to be in the support of ρ, but every y, satisfying x  y is in the
support of ρ. For all such y, we say that y is covered by x. Our algorithms estimates the
support size of ρ through estimating the number of all such y that are covered by at least
one of the samples.
This algorithm can be made computationally efficient by standard methods in randomized
n
algorithms, and the only non-trivial step is to show that 2Θ2(√n) samples suffice. To show
this, we first apply Lemma 8 to the indicator function of the support of ρ (which we from
now on call the support function of ρ). This gives us a Boolean function g that approximates
well the support function of ρ and has zero slack everywhere, except for a small number
of levels3 of {0, 1}n . For simplicity, assume that the support function of ρ itself has this
property, and there are only a small number of levels of the Boolean cube on which the
support function of ρ can have non-zero slack, which we call the slacky levels.
Now, we divide the elements of {0, 1}n (which we also call points) into good4 points
and bad points, with the former defined as all the points sufficiently close to a slacky level,
and the latter defined as all the other points. Clearly, a given level of {0, 1}n consists either
fully from good points or fully from bad points, so we also refer to levels as good or bad.
We argue that if a point y in the support of ρ is a good point, then it is likely to be
covered by one of the samples, because there is a large number of values x in the support of
ρ, for which y  x.
We conclude by bounding the number of elements in the support of ρ that are bad, by
using the fact that there cannot be too many slacky levels.

1.3.2.2

Estimation of distance to uniform (Theorem 5)

To estimate the distance of a monotone distribution to uniform, we pick a value h0 as in
Corollary 10 and break down the value of the total variation distance from ρ to uniform into
contributions from two disjoint components: (i) {x ∈ {0, 1}n s.t. ||x|| ≥ h0 } and (ii) all the
other points of {0, 1}n . In other words, we use h0 as the cutoff value for the Hamming weight,
to separate {0, 1}n into components (i) and (ii). The first contribution is straightforward to
estimate simply through estimating how likely a random sample x from ρ is to have ||x|| ≥ h0 ,
because it is straightforward to prove that if one redistributes the probability mass of ρ in
{x ∈ {0, 1}n s.t. ||x|| ≥ h0 }, while keeping the total amount of probability mass in this set
fixed, the total variation distance between ρ and the uniform distribution cannot change by
more than O (1).
For any element x of the component (ii), we prepare an estimate of ρ(x), which we call
φ̂(x). Our approach here is somewhat similar to the one for our support size estimation
algorithm. In the case of support size estimation, we only registered whether x was covered
by a sample from ρ or not. In this case, we actually need an estimate on ρ(x) (as opposed
to 1ρ(x)6=0 ) which we obtain by studying the pattern of all the samples covering x. More
precisely, suppose we draw N2 samples from the distribution, which form a multiset S2 . We
extract the estimate φ̂(x) from the pattern of samples as follows:


maxy s.t. yx and ||x||−||y||=L z ∈ S2 : y  z  x
1
φ̂(x) := L ·
2
N2
3
4

i.e. subsets of {0, 1}n that have the same Hamming weight.
We later re-define these notions in order to adapt them for the technical details we ignore in the
introduction.
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√
Here L is a parameter equal to Θ ( n). We then estimate the contribution of set (ii) as
P
n
x∈{0,1}n : ||x||≥h0 φ̂(x) − 1/2 .
We show the correctness of our algorithm as follows. We use a tail bound to show that
φ̂(x) concentrates sufficiently closely to the value: .
def

φ(x) =

1
·
2L y s.t.

max

Pr [y  z  x] =

yx and ||x||−||y||=L z∼ρ

1
·
2L y s.t.

X

max

yx and ||x||−||y||=L

ρ(z)

z s.t. yzx

Then, we apply Corollary 10, which implies that ρ is approximated well by a function f and
a certain set of constraints on the slack of f holds.
Now for the sake of simplicity (analogously to the case of support size estimation), assume
that ρ itself satisfies the condition that below the threshold h0 there are at most O (1)
levels of {0, 1}n on which there are points x with non-zero slackρ (x) (in reality it is merely
well-approximated by such a function). We now can (analogously to the case of support size
estimation) introduce the concepts of slacky levels as levels on which ρ has non-zero slack,
and good levels, which are below h0 and farther than L from all slacky levels of ρ. Now,
one can prove that for x on a good level the value of φ(x) equals precisely to ρ(x), for the
following reasons: First of all the inequality:
max

y s.t. yx and ||x||−||y||=L

ρ(y) ≤ φ(x) ≤ ρ(x)

follows immediately from the monotonicity of ρ and the definition of φ. Secondly, if ρ has no
slack on the levels between ||x|| and ||x|| − L (inclusive), then from the definition of slack it
follows immediately using induction on L that:
max

y s.t. yx and ||x||−||y||=L

ρ(y) = ρ(x)

Therefore, it has to be the case that ρ(x) = φ(x).
Finally, we bound the contribution to the L1 distance between φ̂ and ρ of all the levels
below h0 that are not good (which we again call the bad levels). We do this by upperbounding the number of bad levels, and then upper bounding the total probability mass on
a single level below h0 .

1.3.2.3

Learning a monotone probability distribution (Theorem 2)

As we saw, our algorithm for the estimation of the distance to the uniform distribution
contained a component that learned in L1 distance the restriction of ρ on the levels below
the cutoff h0 . The main challenge here is to extend these ideas to levels above h0 . To this,
we make the following changes to our setup:
Instead of having one fixed constant L defining whether a point is close to a slacky level,
we make this value level-dependent. In other words, for every h we define Lh , and then
after drawing N samples, which form a multiset S, we compute:


maxy s.t. yx and ||y||−||x||=bL||x|| c z ∈ S : y  z  x
1
φ̂(x) :=
·
L||x|| c
b
N
2
Instead of using Corollary 10, we use the the full power of Lemma 9. This, again gives us
a function f that approximates ρ closely and has a restriction on its slacky levels.

R. Rubinfeld and A. Vasilyan

28:9

Finally, we pick values of Lh in the algorithm and Rh in the analysis so we balance (i) The
random error from the deviation of φ̂(x) from its expectation and (ii) The systematic error
introduced by the slacky levels of f and the levels close to them. As a result, we find that
2n
samples suffice.
Θ(n1/5 )
2

2

Preliminaries

We use the following basic definitions and notation:
I Definition 11. For x ∈ {0, 1}n , its Hamming weight is denoted as ||x|| and is equal to
P
i xi .
I Definition 12. For a function f : {0, 1}n → R, we define the average value on level k
P
f (x). We also refer to average value on
(with 0 ≤ k ≤ n) as: µf (k) = n1
(k ) x∈{0,1}n :||x||=k
level k for a probability distribution ρ, which we denote µρ (k). By this we mean the average
value on level k of the density function of ρ.
I Definition 13. For a monotone function f : {0, 1}n → R, we define the monotone
def
slack slackf (x) at point x ∈ {0, 1}n as follows: slackf (x) = f (x) − maxy≺x f (y) = f (x) −
maxyx and ||y||=||x||−1 f (y). We also stipulate that slackf (0n ) = f (0n ).
I Definition 14. The total variation distance between two probability distributions ρ1
and ρ2 is defined as:
P
def
dTV (ρ1 , ρ2 ) = 21 x |ρ1 (x) − ρ2 (x)|.
The following are well-known facts, which were also used in [7]:
I Fact 15. For a monotone function f : {0, 1}n → R, for all k1 , k2 satisfying 0 ≤ k1 ≤ k2 ≤
n, it is the case that µf (k1 ) ≤ µf (k2 ).

I Fact 16. For all k, it is the case that nk ≤ √2n · 2n .
Now, we justify two claims we made in the introduction:
B Claim 17. For sufficiently small 0 , for all sufficiently large n, any algorithm that learns an
unknown monotone probability distribution over {0, 1}n requires at least Ω(20.15n ) samples
from the distribution.
Proof. From the argument in [32, pages 1937-1938] it follows that if two probability distributions are -close in total variation distance, then their entropy values are within
2 log(Nuniverse ) = 2n. Therefore, the task of estimating the entropy of an unknown
monotone probability up to an additive error 2n is not harder than learning
it to withing
√
total variation distance . But in [29, page 39] it is shown that at least T /10 samples are
required for the task of distinguishing whether the unknown monotone probability distribution has entropy at least 0.81n or at most n/2 + log T . Picking T = 20.3n gives us the
desired learning lower bound.
C
B Claim 18. Given Theorem 2, one can test whether an unknown distribution ρ over the
2n
Boolean cube is monotone or -far from monotone with O( n
2 ) samples.
Proof. This can be done in the following way: (1) Use our learning algorithm with an error
parameter /4. This gives us a description of a distribution ρ̂, which is /4-close to ρ if ρ is
monotone. (2) Estimate, using the estimator of [31], the total variation distance between
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ρ and ρ̂ up to /4. If the result is closer to  than to zero, output NO. (3) Compute the
total variation distance between ρ̂ and the closest monotone probability distribution. If this
distance estimate is closer to  than to zero, output NO, otherwise output YES. For constant
n
, the sample complexity is dominated by step (3), which is O( 22 n ). It is easy to see that
a monotone probability distribution will pass this test, whereas a distribution that is -far
from monotone will fail either step (2) or step (3).
C

3

Learning monotone probability distributions

Algorithm 1 Algorithm for learning a monotone probability distribution over the Boolean cube
(given sample access from a distribution ρ, which is monotone over {0, 1}n ).
1
2n





(nh)




,0

. For all h ≥ n/2, set Lh := max log 2nA · 2n


n
(n/2
)
Similarly, for all h, satisfying n/2 > h ≥ 0, set: Lh := Ln/2 = log 2nA · 2n .
√
n
2. Set N := 2A · 192
2 · (n + 9 n + 4)
Draw N samples from the probability distribution ρ and denote the multiset of these
samples as S.
√
3. For all x in {0, 1}n , if ||x|| < 9 n, then set φ̂(x) = 0, otherwise compute:


maxy s.t. yx and ||y||−||x||=bL||x|| c z ∈ S : y  z  x
1
φ̂(x) :=
·
N
2bL||x|| c

1. Set A :=

·e

1/5
1
2000 ·n

Do this by first making a look-up table, which given arbitrary z ∈ {0, 1}n returns the
number of times z was encountered in S. Then, use this look-up table to compute the
necessary values of |{z ∈ S : y  z  x}| by querying all these values of z in the lookup
table and summing the results up.


P
4. For all x in {0, 1}n , compute the following: ρ̂(x) = φ̂(x) + 21n 1 − y∈{0,1}n φ̂(y)
5. Output the value table of ρ̂.
In this section we prove our upper-bound on the sample complexity of learning an
unknown monotone probability distribution over the Boolean cube. We restate the theorem:
I Theorem 2. For every positive , such that 0 <  ≤ 1 and for all sufficiently large n, there
n
exists an algorithm, which given Θ 2(n1/5 ) samples from an unknown monotone probability
2
distribution ρ over {0, 1}n , can reliably return a description of anestimate probability

1/5

distribution ρ̂, such that dTV (ρ, ρ̂) ≤ . The algorithm runs in time O 2n+O (n

log n)

.

Proof. We present the algorithm as Algorithm 1. The number of samples drawn from ρ is
n
N = Θ 2(n1/5 ) . The run-time, in turn, is dominated by computing the values of φ̂ in step
2
(3), in which the construction of the lookup table takes O(n · 2n ) time, and the time spent
computing each φ̂(x) can be upper bounded by the product of: (i) the number of pairs (y, z)
that simultaneously satisfy y  z  x and ||y|| − ||x|| = L||x|| , which can be upper-bounded
by O(nL||x|| · 2L||x|| ) and (ii) the time it takes to look up a given z in the lookup table,
which can be upper-bounded by O(n). Overall, this gives us a run-time upper bound of
1/5
O(2n+O (n log n) ).
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Now, the only thing to prove is correctness. Here is our main claim:
B Claim 19. If the following conditions are the case:
a) As a function of h, Lh is non-increasing.
√
b) For all h, we have that Lh ≤ 9 n.
c)
 
n
X
1
n
A
1
·
· L ≤
h
2n
h
2
2
√
h=9 n

d)
 400

 n2.5
n
X
 40000

Lh · 
n



√

40000 · h−n/2 2
h=9 n
n


p
if h ≤ n/2 − n ln(n)
p
√ 
2
if n/2 − n ln(n) < h < n/2 + n  ≤
 20000
√
if h ≥ n/2 + n

Then, with probability at least 2/3, it is the case that

P

√
x∈{0,1}n s.t. 9 n≤||x||

φ̂(x)−ρ(x) ≤ 2 .

We verify in Appendix A, subsection 7.1, that Lh indeed satisfy the conditions above. In
fact, the values of Lh and A were chosen specifically to satisfy the constraints above. We
prove Claim 19 in Section 3.2, after we develop our main structural lemma in Section 3.1.
We now bound the contribution to the L1 distance between φ̂ to ρ that comes from
P
√
points of Hamming weight less than 9 n. Since x∈{0,1}n ρ(x) = 1 and ρ is monotone, then
whenever ||x|| ≤ n/2 we have ρ(x) ≤ 1/2n/2 . Therefore, for sufficiently large n we have:
√

X

X

φ̂(x) − ρ(x) =

√
x∈{0,1}n s.t. ||x||<9 n

√
x∈{0,1}n s.t. ||x||<9 n

n9 n

ρ(x) ≤ n/2 ≤
2
2

Combining this with the bound in Claim 19 we get:
X

φ̂(x) − ρ(x) ≤ 

x∈{0,1}n

Overall, we have:
2 · dTV (ρ, ρ̂) =

X

ρ̂(x) − ρ(x) =

x∈{0,1}n

X
x∈{0,1}n

X


1 
φ̂(x) − ρ(x) + n 1 −
2

φ̂(y) ≤

y∈{0,1}n

X

φ̂(x) − ρ(x) + 1 −

x∈{0,1}n


X

φ̂(y) =

y∈{0,1}n

X
x∈{0,1}n

φ̂(x) − ρ(x) +

X

ρ(x) − φ̂(x) ≤ 2 ·

x∈{0,1}n

Thus, with probability at least 2/3, we have dTV (ρ, ρ̂) ≤ .

X

φ̂(x) − ρ(x) ≤ 2 · 

x∈{0,1}n

J
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3.1

Main lemma

Here we prove the following structural lemma. The lemma, as well as its proof are inspired
by the main structural lemma of [7] (i.e. Lemma 8). Recall that the slack of a monotone
function was given in Definition 13.
I Lemma 9 (Main Structural Lemma). For all positive ζ, for all sufficiently large n, the
following is true: Let ρ be a monotone probability distribution over {0, 1}n . Suppose,
for each h between 0 and n we are given a positive value Rh , and it is the case that:
n
Pn
Pn(h) n ≤ ζ
h=0 Rh ·
( )
j=h j
Then, there exists a positive monotone function f , mapping {0, 1}n to positive real
numbers, satisfying:
1. For all x, it is the case that ρ(x) ≥ f (x).
P
2. It is the case that:
ρ(x) − f (x) ≤ ζ
Pnx∈{0,1}n
3. It is the case that:
R
·
h=0 h 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 ≤ 1
Proof. We use the following process to obtain f :
a) Set f ∗ = ρ.
b) For h = 0 to n:
If it is the case that:
X
1
1

slackf ∗ (x) < Rh · Pn
n ·
h

x∈{0,1}n

n
j=h h

s.t. ||x||=h



(2)

Then, for all x in {0, 1}n , satisfying ||x|| = h set: f ∗ (x) := f ∗ (x) − slackf ∗ (x).
c) Set f = f ∗ and output f .
By inspection, f ∗ remains monotone and positive at every iteration of the process.
Therefore, f is also monotone and positive.
Property (1) in the Lemma is true, because at every step of the process, values of f ∗ only
decrease.
P
To see why Property (2) is the case, note that the value x∈{0,1}n ρ(x) − f (x) is zero in
the beginning of the process, and at a step h it either stays the same or decreases by at most
(n)
Rh · Pn h n . Therefore we can upper-bound:
( )
j=h j

n
n
X
X
h

ρ(x) − f (x) ≤
Rh · Pn
n ≤ζ
x∈{0,1}n

h=0

j=h

j

Now, the only thing left to prove is that property (3) holds.
From the definition of monotone slack, it follows that modifying the value of a function on
points of Hamming weight j does not affect the slack on any point with Hamming weight lower
P
than j. Therefore, the value n1 · x∈{0,1}n s.t. ||x||=j slackf ∗ (x) will not change as f ∗ changes
(j )
P
after the jth iteration. Therefore, this value will be equal to n1 · x∈{0,1}n s.t. ||x||=j slackf (x).
(
j)
P
Thus, the value of n1 · x∈{0,1}n s.t. ||x||=j slackf (x) is either zero or at least Rh · Pn 1 n .
(j )
( )
j=h h
Now, we need the following generalization of Fact 15:
I Observation 20. Let f be an arbitrary monotone function {0, 1}n → R. Then, for any k
in [0, n − 1] it is the case that:
X
1
µf (k + 1) ≥ µf (k) + n  ·
slackf (x)
k+1

x∈{0,1}n s.t. ||x||=k+1
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Proof. For all x with ||x|| = k + 1 we have that:
f (x) = slackf (x) +

max

y∈{0,1}n s.t. ||y||=k and yx

f (y)

We have that:
f (y) ≥ Ey∼{0,1}n

max

y∈{0,1}n s.t. ||y||=k and yx

conditioned on ||y||=k and yx [f (y)]

Therefore:
f (x) ≥ slackf (x) + Ey∼{0,1}n

conditioned on ||y||=k and yx [f (y)]

Averaging the both sides, we get:
1

µf (k + 1) ≥

X

·

slackf (x)+

x∈{0,1}n s.t. ||x||=k+1

conditioned on ||x||=k+1 Ey∼{0,1}n conditioned on ||y||=k and yx [f (y)]

Ex∼{0,1}n
1
·
n
k+1

n
k+1

X

slackf (x) + Ey∼{0,1}n

=

conditioned on ||y||=k [f (y)]

=

x∈{0,1}n s.t. ||x||=k+1

1
n
k+1

X

·

slackf (x) + µf (k) (3)

x∈{0,1}n s.t. ||x||=k+1

Above, the penultimate equality followed from a simple probabilistic fact: if one picks a
random n-bit string of Hamming weight k + 1 and then sets to zero a random bit that equals
to one, this is equivalent to picking a random n-bit string of weight k.
J
Using the Observation 20 repeatedly and recalling that in Definition 13 we defined
slackf (0n ) = f (0n ), we get that for all h:
µf (h) ≥ µf (0) +

h
X
1

n ·
k=1

h
X
1

n ·
k=0

k

X

k

X
x∈{0,1}n

slackf (x) =

x∈{0,1}n s.t. ||x||=k

slackf (x) ≥

s.t. ||x||=k

h
X

Rk · Pn

k=0

1

j=k

n
j

 ·1∃ x∈{0,1}n : ||x||=k ∧ slackf (x)6=0

Summing this up over all h and changing the order of summations, we get:
1=

X

ρ(x) ≥

x∈{0,1}n
n  X
h
X
n

h

f (x) =

x∈{0,1}n

Rk · Pn

1

j=k

n
j

n
1
Rk · Pn
h
j=k

n
j

h=0
k=0
n X
n  
X
k=0 h=k

X

n  
X
n
h=0

h

µf (h) ≥

 · 1∃ x∈{0,1}n : ||x||=k ∧ slackf (x)6=0 =

 · 1∃ x∈{0,1}n : ||x||=k ∧ slackf (x)6=0 =
n
X

Rk · 1∃ x∈{0,1}n : ||x||=k ∧ slackf (x)6=0

k=0

This finishes the proof of the lemma.

J
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Now, we prove the following corollary:
I Corollary 10. Let ρ be a monotone probability distribution over {0, 1}n and let h0 be an
integer for which:


≤ Pr [||x|| ≥ h0 ] ≤
4 x∼{0,1}n
2
Then, there exists a positive monotone function f : {0, 1}n → R satisfying:
1. For all x, it is the case that ρ(x) ≥ f (x).
P

2. It is the case that:
x∈{0,1}n ρ(x) − f (x) ≤ 4 .
3. There exists a set of values {k1 , ..., kt } (ordered in an increasing order) with t ≤ 16
2 ,
satisfying that if for some x in {0, 1}n we have ||x|| < h0 and slackf (x) 6= 0, then
||x|| = ki for some i.
Proof. We use Lemma 9, setting ζ = /4 and
(
Rh =

2
16

if h ≤ h0

0

otherwise

We verify the precondition to Lemma 9, by using that
n
X

Rh · Pn

n
h



j=h

h=0

P

x∈{0,1}n



h0
h0
n
n
X
X
2
2
h
h


· Pn
· Pn
n =
n ≤
16
16
j=h j
j=h0
j
h=0

h=0

n
j

ρ(x) − f (x) ≤ 4 :

≤



h0
h0
n
n
X
 X
2

h
h
·
= ·
≤
16 2n · /4
4
2n
4

h=0

h=0

Now, we simply check that properties (1), (2) and (3) of the Lemma directly imply the
properties (1), (2) and (3) of the Corollary respectively. This completes the proof.
J
(nh)
P
To use Lemma 9, we need an upper bound on the value of
. The following claim
n
(n)
j≥h j
provides such an upper bound:
B Claim 21. For all sufficiently large n, for all h, satisfying 0 ≤ h ≤ n, it is the case that:


p
2


if
h
≤
n/2
−
n
ln(n)

2
n
 n200
p
√ 
Pn h n ≤ 
if n/2 − n ln(n) < h < n/2 + n 

 √n

j≥h j
200 · h−n/2 if h ≥ n/2 + √n
n
Proof. See Appendix A, Subsection 7.2

3.2

C

Proof of Claim 19

√
For all x in {0, 1}n , satisfying 9 n ≤ ||x||, we define the following quantity:
def

φ(x) =

1
·
L||x|| c y s.t.
b
2

Pr [y  z  x] =

max

yx and ||x||−||y||=bL||x|| c z∼ρ

1
bL||x|| c

2

·

max

y s.t. yx and ||x||−||y||=bL||x|| c

X
z s.t. yzx

ρ(z)

(4)
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Observe that since for every such x and y there are 2bL||x|| c values of z satisfying y  z  x,
and ρ is a monotone probability distribution, it has to be the case that φ(x) ≤ ρ(x) for all x
on which φ(x) is defined.
More interestingly, we will be claiming that φ is (in terms of L1 distance) a good
approximation to ρ, but first we will show that φ̂ is a good approximation to φ, assuming
that the values Lh are not too small:

Pn
1
B Claim 22. If it is the case that 21n · h=9√n nh · 2A
Lh ≤ 2 , then, with probability at least
7/8, it is the case that:
X

φ̂(x) − φ(x) ≤

√
x∈{0,1}n s.t. 9 n≤||x||


4

(5)

Proof. See Appendix A, Subsection 7.3, for the proof, which follows using tail bounds.

C

Now, we apply Lemma 9 to ρ, with value ζ := /100. For now, we postpone setting the
values of Rh , which we will do later in our derivation (of course, we will then check that the
required constraint is indeed satisfied by these values).
This gives a positive monotone function f that satisfies the three conditions of Lemma 9.
√
We separate all the values of x in {0, 1}n for which 9 n ≤ ||x|| into two kinds: good
 and
bad. We say that x is bad if there is some y for which 0 ≤ ||x|| − ||y|| < L||x|| and
slackf (y) is non-zero. Otherwise, x if good. Clearly, for a given Hamming weight value,
wither every point with this Hamming weight is good, or every such point is bad.
We can write:
X
X
X
|φ(x) − f (x)| =
|φ(x) − f (x)| +
|φ(x) − f (x)|
(6)
√
x∈{0,1}n s.t. 9 n≤||x||

good x

bad x

Now, we bound the two terms above separately. If x is good, then it is the case that
for all y satisfying ||x|| − bL||x|| c < ||y|| ≤ ||x|| we have slackf (x) = 0, and therefore
f (y) = maxy0 ∈{0,1}n s. t. y0 y and ||y||−||y0 ||=1 f (y 0 ). Using this relation recursively, we obtain
that:
f (x) =

max

y∈{0,1}n s. t. yx and ||x||−||y||=bL||x|| c

f (y)

Therefore, since f is monotone, we obtain that:
f (x) =

1
2bL||x|| c

·

X

max

y s.t. yx and ||x||−||y||=bL||x|| c

f (z)

z s.t. yzx

By Lemma 9, it is the case ρ(x) ≥ f (x). This, together with the equation above and
Equation 4 implies:
φ(x) ≥ f (x)
But we also know that ρ(x) ≥ φ(x). Therefore:
X
good x

|φ(x) − f (x)| ≤

X
good x

|ρ(x) − f (x)| ≤


4

(7)

Where the last inequality follows from Lemma 9.
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Now, we bound the contribution of bad points. Since φ(x) ≤ ρ(x), f (x) ≤ ρ(x) and
recalling the definition of a bad point, we get:
X

|φ(x) − f (x)| ≤

bad x

X

bad x
n
X

ρ(x) ≤

bad x



µρ (h2 ) ·

√

X

max(φ(x), f (x)) ≤

h2 =9 n

n
h2


· 1∃ x∈{0,1}n : (h2 −bLh c<||x||≤h2 ) ∧ slackf (x)6=0
2

(8)

Since Lemma 9 gives us a bound on a weighed sum of indicator variables of the form
1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 , we would like to upper-bound the expression above by such a
weighted sum. To do this, to every Hamming weight value h that has a point x with non-zero
slackf (x) (we call such Hamming weight value h slacky) we “charge” every value h2 , for
which points of Hamming weight h2 are rendered bad because h is slacky. This will happen
only if h2 ≥ h and h2 − bLh2 c < h . But since bLh2 c can only decrease as h2 increases, the
latter can happen only if h2 − bLh c < h. Therefore:

X

|φ(x) − f (x)| ≤

bad x



n
X

h+bLh c−1

X


h=0

h2 =h



n 
µρ (h2 ) ·
· 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0
h2


(9)

Now, to upper-bound µρ (h2 ), we need the following claim:
B Claim 23. For any monotone probability distribution ρ it is the case that for all h:
µρ (h) ≤ Pn

1

j=h

n
j



Proof. This follows immediately from Fact 15 and that

P

x∈{0,1}n

ρ(x) = 1.

C

Claim 23, Equation 8 and Claim 21 together imply:
X

|φ(x) − f (x)| ≤

bad x
n
X



h+bLh c−1

n
X


h=0



h+bLh c−1

(

X


h=0

n
X
h=0

(
Lh ·

Pn
h2 =h

200
√
n
h2 −n/2
n

200
√
n

200 ·





j=h2

n
j

  1

∃ x∈{0,1}n :
||x||=h ∧ slackf (x)6=0

 ≤


√ !
n
 ≤
 1
√
∃ x∈{0,1}n :
if h2 ≥ n/2 + n
||x||=h ∧ slackf (x)6=0
√ !
if h + Lh < n/2 + n

1
√
∃ x∈{0,1}n :
if h + Lh ≥ n/2 + n
||x||=h ∧ slackf (x)6=0
if h2 < n/2 +

200 ·

h2 =h

n
h2

X

h+Lh −n/2
n

(10)

Now, we claim that:
(

200
√
n

200 ·

(
√ !
200
√
n
n
≤ 10 ·
√
if h + Lh ≥ n/2 + n
200 ·
if h + Lh < n/2 +

h+Lh −n/2
n

√ !
n
√
if h ≥ n/2 + n
if h < n/2 +

h−n/2
n

(11)
√
This follows by considering three cases (i) h + Lh < n/2 + n, in which case this is equivalent
√
√
√ ≤ 2000
√ , which is trivially true. (ii) h ≥ n/2 +
to 200
n, in which case since Lh ≤ 9 n, we
n
n
√
√
have that h+Lhn−n/2 ≤ 10 · h−n/2
(iii) h + Lh ≥ n/2 + n, but h < n/2 + n, in which case
n
√
√
√
h
since Lh ≤ 9 n, we have that h+Lhn−n/2 ≤ n+L
≤ 10 n.
n
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Combining Equations 10 and 11, we get:
X

|φ(x) − f (x)| ≤

bad x
n
X

(
Lh · 10 ·

200
√
n

if h < n/2 +

200 ·

h=0

h−n/2
n

√ !
n

otherwise

· 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0

(12)

Recall that we postponed setting the values of Rh . The equation above motivates us to set:
(
√ !
200
√
if h < n/2 + n
200
n
Rh :=
· Lh ·

200 · h−n/2
otherwise
n
Now, we check the constraint on Rh in Lemma 9. Using Claim 21 and the premise of
Claim 19:


p
2


if
h
≤
n/2
−
n
ln(n)

2
n
n
n
n
X
X
 200
p
√ 
Rh · Pn h n ≤
Rh · 
if n/2 − n ln(n) < h < n/2 + n 
 √n
=
√

j≥h j
h−n/2
h=0
h=0
200 ·
if h ≥ n/2 + n
n
 400

p

if
h
≤
n/2
−
n
ln(n)
2.5

n
n
p
√ 
 40000
200 X

if n/2 − n ln(n) < h < n/2 + n  ≤
·
Lh · 
=ζ
n





100

h=0
40000 · h−n/2 2 if h ≥ n/2 + √n
n

Therefore, Lemma 9, together with Equation 12 implies that:
X

|φ(x) − f (x)| ≤

bad x

n
X


· Rh · 1∃ x∈{0,1}n : ||x||=h ∧ slackf (x)6=0 ≤
20
20

h=0

Now, using triangle inequality and then combining the inequality above with Equations 28, 6
and 7 we get:
X

φ̂(x) − ρ(x) ≤

√
x∈{0,1}n s.t. 9 n≤||x||

X
x∈{0,1}n

X

φ̂(x) − φ(x) +
√

s.t. 9 n≤||x||

x∈{0,1}n

φ(x) − ρ(x) ≤
√

s.t. 9 n≤||x||





+
+
≤
4
100
20
2

4

(13)

Estimating the distance to uniform

In this section we prove our upper-bound on the sample complexity of estimating the distance
from uniform of an unknown monotone probability distribution over the Boolean cube. We
restate the theorem:
I Theorem 5. For every positive , the following is true: for all sufficiently large n, there
n
exists an algorithm, which given 2Θ2(√n) samples from an unknown monotone probability
distribution ρ over {0, 1}n , can reliably approximate the distance between ρ and the uniform
distribution
over 
{0, 1}n with an additive error of up to . The algorithm runs in time

O 2n+O (

√

n log n)

.
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Algorithm 2 Algorithm for the estimation of distance to uniform efficiently (given sample access
from a distribution ρ, which is monotone over {0, 1}n ).

1. Pick set h0 to be an integer for which it is the case that:


≤ Pr n [||x|| ≥ h0 ] ≤
4 x∼{0,1}
2

2.
3.

4.
5.

(14)

Do this by going through every integer candidate hcandidate in the interval and computing
the fraction of points x in {0, 1} for which ||x|| ≥ hcandidate . Finally, pick h0 to be one of
hcandidate for which the relation above holds.
2
Set N1 := 32ln
. Draw N1 samples from the probability distribution ρ and denote the
2
multiset of these samples as S1 .
Set:


z ∈ S1 : ||z|| ≥ h0
1
dˆ1 := ·
2
N1
j√ 4 k
n
.
Set L := 512
Set


2n 192
N2 := L · 2 · n ln 2 + L ln n + 4 ln 2
2


Draw N2 samples from the probability distribution ρ and denote the multiset of these
samples as S2 .
6. For all x, satisfying L ≤ ||x|| < h0 , compute:


maxy s.t. yx and ||x||−||y||=L z ∈ S2 : y  z  x
1
φ̂(x) := L ·
2
N2
Do this by first making a look-up table, which given arbitrary z ∈ {0, 1}n returns the
number of times z was encountered in S2 . Then, use this look-up table to compute the
necessary values of |{z ∈ S2 : y  z  x}| by querying all these values of z in the lookup
table and summing the results up.
7. Compute the following:
1
dˆ2 := ·
2

X
x s.t. L≤||x||<h0

8. Output dˆ1 + dˆ2 .

φ̂(x) −

1
2n
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Proof. We present the algorithm as Algorithm 2. The number of samples drawn from ρ is
n
N1 + N2 = 2Θ2(√n) . The run-time, in turn, is dominated5 by computing the values of φ̂ in
step (6), in which the construction of the lookup table takes O(n · 2n ) time and the time
spent computing each φ̂(x) can be upper bounded by the product of: (i) the number of pairs
(y, z) that simultaneously satisfy y  z  x and ||x|| − ||y|| = L, which can be upper-bounded
by O(nL · 2L ) and (ii) the time it takes to look up a given z in the lookup table, which
can be
√
upper-bounded by O(n). Overall, this gives us a run-time upper bound of O(2n+O ( n log n) ).
Now, the only thing left to prove is correctness. First of all, it is not a priori clear that
there exists a value of h0 satisfying Equation 14 (in Algorithm 2). This is true for the
following reason: imagine changing hcandidate from n to 0 by decrementing it in steps of
one. Then Prx∈{0,1}n [||x|| ≥ hcandidate ] will increase from 21n to 1 and by Fact 16 it will not
increase by more than √2n at any given step. For sufficiently large n we have √2n < 4 . Then
it is impossible to skip over the interval between 4 and 2 in just one step of length at most
√2 , and therefore Equation 14 (in Algorithm 2) will be the case for some value of hcandidate .
n
We decompose the total variation distance between ρ and the uniform distribution into
three terms:
1
·
2
1
·
2

X

ρ(x) −

x∈{0,1}n

X

1
=
2n

ρ(x) −

x∈{0,1}n s.t.
||x||≥h0

1
1
+ ·
n
2
2

X

ρ(x) −

x∈{0,1}n s.t.
L≤||x||<h0

1
1
+ ·
n
2
2

X

ρ(x) −

x∈{0,1}n s.t.
||x||<L

1
2n
(15)

We argue that the first term is well approximated by dˆ1 , the second term is well approximated
by dˆ2 , and the third term is negligible. As the reader will see, out of these three terms, the
middle term is the least trivial to prove guarantees for.
We will first handle the first term: From the triangle inequality, Hoeffding’s bound and
Equation 14 (in Algorithm 2) it follows immediately that with probability at least 7/8 it is
the case that:
1
dˆ1 − ·
2

X

ρ(x) −

x∈{0,1}n s.t. ||x||≥h0

1
dˆ1 − ·
2

X
x∈{0,1}n s.t. ||x||≥h0

1
2n

≤

ρ(x) +

1
·
2

X
x∈{0,1}n s.t. ||x||≥h0

1


3
≤ + =
2n
8 4
8

(16)

P
Now, we use the two following facts: (i) Since x ρ(x) = 1 and ρ is monotone, for every x
1
with ||x|| ≤ L it should be the case that ρ(x) ≤ 2n−L
. (ii) The number of different values of
n
x in {0, 1} for which ||x|| ≤ L can be upper bounded by nL . We get for sufficiently large n:


X
X
1
1
1
1
·
ρ(x) − n ≤ ·
+ ρ(x) ≤
2
2
2
2n
x∈{0,1}n s.t. ||x||<L
x∈{0,1}n s.t. ||x||<L


1 L
1
1

·n ·
+
= o(1) ≤
(17)
n
n−L
2
2
2
8
5

Step 1 requires only 2n poly(n) time, which is less than what step (6) requires. By inspection, other
steps require even less run-time. Incidentally, the task in step 1 can be done much faster by randomized
sampling, but since this is not the run-time bottleneck, we use this direct approach for the sake of
simplicity.

ITCS 2020

28:20

Learning Monotone Probability Distributions over the Boolean Cube

The rest of this section will be dedicated to proving the following claim:
B Claim 24. With probability at least 7/8 it is the case that:
1
dˆ2 − ·
2

X

ρ(x) −

x∈{0,1}n s.t. L≤||x||<h0

1
2n

≤


2

(18)

Once this is proven, it follows by a union bound that with probability at least 3/4 both
Equations 16 and 18 will be the case. This, together with Equation 17, when substituted
into Equation 15 will imply that:
X

ρ(x) −

x∈{0,1}n

1
− (dˆ1 + dˆ2 ) ≤ 
2n
J

This will imply the correctness of our algorithm.

4.1

Proof of Claim 24

For all x in {0, 1}n , satisfying L ≤ ||x|| < h0 , we define the following quantity:
def

φ(x) =

1
·
2L y s.t.

Pr [y  z  x] =

max

yx and ||x||−||y||=L z∼ρ

1
·
2L y s.t.

X

max

yx and ||x||−||y||=L

ρ(z) (19)

z s.t. yzx

Observe that since for every such x and y there are 2L values of z satisfying y  z  x,
and ρ is a monotone probability distribution, it has to be the case that φ(x) ≤ ρ(x) for all x
on which φ(x) is defined.
We will be claiming that φ(x) is (in terms of L1 distance) a good approximation to ρ(x),
but first we will show that φ̂(x) is a good approximation to φ(x):
B Claim 25. With probability at least 7/8, it is the case that:
X

φ̂(x) − φ(x) ≤

x∈{0,1}n s.t. L≤||x||<h0


4

(20)

Proof. We claim that for any pair (x, y), such that φ is defined on x and ||x|| − ||y|| = L,
with probability at least 1 − 8·2n1·nL the following holds:
1

|{z ∈ S : y  z  x}|
Pr [y  z  x] −
≤ · max
L
z∼ρ
2
N2
8




1 1
,
Pr [y  z  x]
2n 2L z∼ρ

(21)

We use Chernoff’s bound to prove this as follows. Denote by q the value Prz∼ρ [y  z  x].
L
If q ≥ 22n then by Chernoff’s bound we have:

Pr

|{z ∈ S : y  z  x}| − qN2





1   2
≥ qN2 ≤ 2 exp −
qN2 ≤
8
3 8


1   2 2 L
1
2 exp −
·
N
=
2
n
n
3 8 2
8 · 2 · nL
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Otherwise, if we have q <

2L
2n ,

then by Chernoff’s bound:


Pr
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|{z ∈ S : y  z  x}| − qN2



 2L
1  2L
≥ · n · N2 ≤ 2 exp −
·
·
8 2
3 8 2n


1   2 2 L
·
N
2 exp −
2
3 8 2n

1
q

2

=

!
qN2

≤

1
8 · 2n · nL

Now, by taking a union bound, it follows that with probability 7/8 for all such pairs (x, y)
Equation 21 will be the case. For all x on which φ is defined it then will be the case that:



1
φ̂(x) − φ(x) ≤ · max
, φ(x)
8
2n
Summing this for all x in the domain of φ we get:

X
x∈{0,1}n s.t. L≤||x||<h0



X
  n 1
φ̂(x) − φ(x) ≤ · 2 · n +
φ(x) ≤
8
2
x∈{0,1}n s.t. L≤||x||<h0


X

 
ρ(x) ≤
· 1+
8
4
n
x∈{0,1}

s.t. L≤||x||<h0

C
Now, we apply Corollary 10 to ρ. This gives a positive monotone function f that satisfies
the three conditions of Corollary 10. We separate all the values of x in {0, 1}n for which
L ≤ ||x|| < h0 into two kinds: good and bad. Recall that by Corollary 10 an element x of
{0, 1}n for which L ≤ ||x|| < h0 can have slackf (x) 6= 0 only if ||x|| = ki for some i between
1 and t. We say that x is bad if there is some ki for which 0 ≤ ||x|| − ki ≤ L. Otherwise, x
if good.
We can write:
X
X
X
|φ(x) − f (x)| =
|φ(x) − f (x)| +
|φ(x) − f (x)|
(22)
x∈{0,1}n s.t. L≤||x||<h0

good x

bad x

Now, we bound the two terms above separately. If x is good, then it is the case
that for all z satisfying ||x|| − L ≤ ||z|| ≤ ||x|| we have slackf (x) = 0, and therefore
f (z) = maxz0 ∈{0,1}n s. t. z0 z and ||z||−||z0 ||=1 f (z 0 ). Using this relation recursively, we obtain
that:
f (x) =

max

z∈{0,1}n s. t. zx and ||x||−||z||=L

f (z)

Therefore, since f is monotone, we obtain that:
f (x) =

1
·
2L y s.t.

max

yx and ||x||−||y||=L

X

f (z)

z s.t. yzx

By Corollary 10, it is the case ρ(x) ≥ f (x). This, together with the equation above and
Equation 19 implies:
φ(x) ≥ f (x)
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But we also know that ρ(x) ≥ φ(x). Therefore:
X

X

|φ(x) − f (x)| ≤

good x

|ρ(x) − f (x)| ≤

good x


4

(23)

Where the last inequality follows from Corollary 10.
Now, we bound the contribution of bad points.

X

X

|φ(x) − f (x)| ≤

bad x

X

max(φ(x), f (x)) ≤

bad x

ρ(x) =

bad x

X
k∈[L,h0 ] s.t. for some ki : |k − ki | ≤ L

Now, by Claim 23 we have µρ (k) ≤ 21n · 4 and by Fact 16 we have that
Combining these two facts with the inequality above we get:

X


|φ(x) − f (x)| ≤

bad x

1 4
·
2n 

 
n
µρ (k) ·
k
n
k



≤

√2
n

· 2n .

 

2
4 2
· √ · 2n · (L · t) = · √ · L · t

n
n

Substituting the value of L and the upper bound on t from Corollary 10 we get:
√
X
4 2 4 n 16

|φ(x) − f (x)| ≤ · √ ·
· 2 =

4
n 512 
bad x

Combining this with Equations 22 and 23 we get:
X

|φ(x) − f (x)| ≤
2
n
x∈{0,1}

(24)

s.t. L≤||x||<h0

Overall, we have:
X
x∈{0,1}n

X

|ρ(x) − 1/2n | −
x∈{0,1}n

s.t. L≤||x||<h0

X

s.t. L≤||x||<h0

X

|φ̂(x) − ρ(x)| ≤

x∈{0,1}n s.t. L≤||x||<h0

|φ̂(x) − 1/2n | ≤
|φ̂(x) − φ(x)|+

x∈{0,1}n s.t. L≤||x||<h0

X

X

|φ(x) − f (x)| +

x∈{0,1}n s.t. L≤||x||<h0

|f (x) − ρ(x)|

x∈{0,1}n s.t. L≤||x||<h0

This three terms can be bound using respectively Equation 20, Corollary 10 and Equation
24. This gives us:
X

2 · dˆ2 −
x∈{0,1}n

ρ(x) −

s.t. L≤||x||<h0

X
x∈{0,1}n

s.t. L≤||x||<h0

1
2n

=
X

|ρ(x) − 1/2n | −
x∈{0,1}n

|φ̂(x) − 1/2n | ≤ 

s.t. L≤||x||<h0

Therefore, with probability at least 7/8 Equation 18 holds, which proves Claim 24 and
completes the proof of correctness.
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Estimating the support size

In this section we prove our upper-bound on the sample complexity of estimating the support
size of an unknown monotone probability distribution over the Boolean cube. Recall that
a probability distribution ρ is well-behaved if for every x either ρ(x) = 0 or ρ(x) ≥ 1/2n .
We restate the theorem:
I Theorem 4. For every positive , the following is true: for all sufficiently large n, there
n
exists an algorithm, which given 2Θ2(√n) samples from an unknown well-behaved monotone
probability distribution ρ over {0, 1}n , can reliably6 approximate
thesupport size of ρ with

an additive error of up to . The algorithm runs in time O

2n√
2Θ ( n)

Proof. The algorithm we use is listed as Algorithm 3.
Algorithm 3 Algorithm for the estimation of support size (given sample access from the distribution).

1. Set
M1 =

2n
2

2 64

√


n

32
+1
ln




2. Take M1 samples from the probability distributions. Call the set of these samples S1 .
3. Set
M2 =

32 ln 2
2

4. Pick M2 elements of {0, 1}n uniformly at random. Call these samples S2 .
5. We say that a point y is covered if in S1 there exists at least one z, so that z  y. One
can check if a point y is covered by going through all the M1 elements in S1 . Using this
checking procedure, compute the fraction η̂ of the elements in S2 that are covered.
6. Output η̂.
Clearly, the sample complexity is:
 n 

2
32
2n
√
O
ln
+
1
=
√
2

2Θ ( n)
2 64 n
In turn, the run-time is:
 n 


2
32
32 ln 2
2n
O
ln
+
1
·
= Θ (√n)
√
2
2


2 
2 64 n
Now, all is left to prove is correctness.
Let η denote the fraction of elements in {0, 1}n that are covered by our samples in S1 .
Then, a random element of {0, 1}n is covered with probability η. Therefore, by the Hoeffding
bound it follows that:
  

h
i
 2
1
Pr |η̂ − η| >
≤ 2 exp −2
M2 =
(25)
S2
4
4
8
The last equality follows by substituting the value of M2 .
6

By reliably we henceforth mean that the probability of success is at least 2/3.
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Since ρ is monotone, it has to be the case that every point that is covered is in the support
of ρ. Hence, the support size of ρ is at least η · 2n .
Now, all we need to show is that η · 2n is not likely to be much smaller than the support
2 √
size of ρ. We call a point x in the support of ρ good if there are at least 2 64 n points y each
of which satisfying: (i) y belongs to the support of ρ. (ii) x  y. If a point in the support of
ρ is not good, then it is bad. We will show that the bad points are few, while a lot of the
good points are likely to be covered.
Let fsupport be defined as follows:
(
1 if ρ(x) 6= 0
def
fsupport =
0 otherwise
In other words, fsupport is the indicator function of the support of ρ. Since ρ is a monotone
probability distribution, fsupport is a monotone function. Therefore, applying Lemma 8, there
exists a function g = g1 ∨ ... ∨ gt that /4-approximates fsupport , where t ≤ 8/ and each gi
is a monotone DNF with terms of width exactly ki . Additionally, g(x) ≤ f (x) for all x in
{0, 1}n
B Claim 26. For all i, gi contains at most

2
32

· 2n bad points.

Proof. Recall that gi is ki -regular, and therefore every point x on which gi (x) = 1 needs to
have Hamming weight ||x|| ≥ ki .
2 √
B Claim 27. If x satisfies gi (x) = 1 and ||x|| ≥ ki + 64
n, then x has to be good
Proof. Since gi is a DNF and gi (x) = 1 then x satisfies at least one of the terms of gi . If
there are more than one, arbitrarily pick one of them. Let this term be
^
t(y) =
yj
j∈H1
2 √
The width of this AND has to be ki , therefore |H| = ki . Since ||x|| ≥ ki + 64
n, there must
2 √
be 64 n values of j for which xj = 1 but j is not in H1 . Denote the set of these values of j
as H2 .
Now, consider an element y ∈ {0, 1}n satisfying the criteria:
For all j in H1 , yj = 1.
For all j neither in H1 nor in H2 , yj = 0.
Clearly, t(y) = 1, which implies gi (y) = 1, g(y) = 1, and fsupport (y) = 1. Also, for all j,
we have yj ≤ xj , and therefore y  x. Finally, for all j in H2 the value of yj can be set
2

√

arbitrarily to zero or one, and therefore there are 2|H2 | such points, which is at least 2 64 n .
Therefore, x is a good point.
C
Thus, we can upper-bound the number of bad points x on which gi (x) = 1 by:


X
2 √
x ∈ {0, 1}n : g(x) = 1 and ki +
n>
xj ≥ ki ≤
64
j
2



X
2 √
n>
xj ≥ ki
x ∈ {0, 1} : ki +
64
j
n

ki + 64


=

By Fact 16, for sufficiently large n, it is the case that
the expression above is upper-bounded by

2
32

n

√

Xn−1 n

j=ki
n
n/2



≤2·

j
2n
√
.
n

≤



2 √
n
n
64
n/2

This implies that

· 2 , which completes the proof of this claim.
C
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Since g = g1 ∨ ... ∨ gt (x), our claim implies the following:




≤

x : g(x) = 1 and x is bad


t
X


x : gi (x) = 1 and x is bad

≤

i=1

t·

2
8 2

· 2n ≤ ·
· 2n = · 2n
32
 32
4

In addition, there could be at most 4 · 2n bad points among the points on which fsupport and
g disagree. Thus, in total, there are at most 2 · 2n bad points.
Finally, we need to argue that it is likely that many of the good points get covered:
B Claim 28. Suppose there are G good points. Then, with probability at least 7/8 it will be
the case that at least 1 − /4 fraction of these good points are covered.
2

√

Proof. For every good point x there exist least 2 64 n values of y for which i) x  y and ii) y
is in the support of ρ. Since x  y, if y is ever picked from the distribution, then x will be
covered. Since y is in the support of ρ, and ρ is well-behaved, we have ρ(y) ≥ 21n . Together,
2 √n

these imply that the probability that a random sample from ρ covers x is at least 2 642n .
Hence, the probability that any of the M1 i.i.d. samples taken from ρ does not cover x is at
most:
1−

2

2 √
n
64

!M1
=

2n

1−

2

2 √
n
64

!

2n
 2 √n
2 64

(ln 32 +1)
≤

2n

1
eln

32


=


32

Let C denote a random variable, whose value equals to the number of the good points
(out of total G) covered after taking M1 i.i.d. samples from ρ.
The value of C has to satisfy these two constraints: (i) It has to be between 0 and G (ii)

By linearity of expectation, E[C] ≥ (1 − 32
)G. Thus, to finish the proof of the Lemma, it is
sufficient to show the following claim:
B Claim 29. If, for some fixed G, a random variable C is supported on [0, G] and E[C] ≥

(1 − 32
)G, then Pr[C ≥ (1 − /4)G] ≥ 7/8.
Proof. This is immediate from Markov’s inequality for the random variable G − C.

C
C

Now, we put it all together. Suppose that the bad events we previously identified do not
happen. In particular, we know that with probability at least 7/8 we have:
η̂ − η ≤


4

Additionally, we also know that with probability at least 7/8 it is the case that:
n
o
(x)=1 and
x : x fissupport
good and covered
2n

−

n
o
(x)=1 and
x : fsupport
x is good
2n

≤

 |{x : fsupport (x) = 1 and x is good}|
·
4
2n
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By union bound, the probability that none of this bad events happens is at least 3/4, which
we will henceforth assume. Using the inequalities above together with the fact that the
fraction of bad points is at most /2 we get:
|{x : fsupport (x) = 1}|
|{x : fsupport (x) = 1}|
≤ η̂ − η + η −
=
n
2
2n
|{x : fsupport (x) = 1 and x is covered}| |{x : fsupport (x) = 1}|
η̂ − η +
≤ η̂ − η +
−
2n
2n
n
o
n
o
(x)=1 and
(x)=1 and
x : x fissupport
x : fsupport
good and covered
x is good
+
−
2n
2n
|{x : fsupport (x) = 1 and x is bad}|
  |{x : fsupport (x) = 1 and x is good}| 
≤ + ·
+ ≤
n
2
4 4
2n
2



+ + =
4
4
2
η̂ −

J

This completes the proof of correctness.

6

A lower bound on tolerant testing of uniformity

In this section we prove a sample complexity lower bound on the problem of tolerantly
testing the uniformity of an unknown monotone probability distribution over {0, 1}n : the
task of distinguishing a distribution that is o(1)-close to uniform from a distribution that is
sufficiently far from uniform. Recall the theorem:
I Theorem 6. For infinitely many positive integers n, there exist two probability distributions
∆Close and ∆Far over monotone distributions over {0, 1}n , satisfying:
1. Every distribution in ∆Far is 1/2-far from the uniform distribution.
 n0.5−0.01 
2
2. Any algorithm that takes only o 2
samples from a probability distribution, fails
to reliably distinguish between ∆Close and ∆Far .
3. Every distribution in ∆Close is o(1)-close to the uniform distribution.
Proof. A basic building block of our construction is the following:
I Definition 30. For a member of the Boolean cube x, the subcube distribution Sx is the
probability distribution that picks y uniformly, subject to y  x.
All our distributions will be mixtures of such subcube distributions. For all the mixtures
we will use, each subcube in the mixture is given the same weight. This method involving
subcube distributions was used in [29] to prove property testing lower bounds for monotone
probability distributions.
We construct ∆Close to have only one member, which is equal to the uniform mixture of
n
Sx for all n0.5−0.01
values of x with Hamming weight n0.5−0.01 .
0.5−0.01

We define a random member of ∆Far to be the uniform mixture of 12 2n
subcube
distributions Sxj , where each of the xj is picked randomly among all the members of the
Boolean cube with Hamming weight n0.5−0.01 .
We show that any member of ∆Far is sufficiently far from uniform by upper-bounding
the size of its support (i.e. the number of elements that have non-zero probability). Each of
0.5−0.01
the subcube distributions has a support size of 2n−n
. The support size of a mixture
of distributions is at most the sum of the supports sizes of the respective distributions.
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Therefore, the support size of a member of ∆Far is at most:
2n−n

0.5−0.01

1 0.5−0.01
1
· 2n
= 2n
2
2

This is sufficient to conclude that any member of ∆Far is 1/2-far from uniform.
A random member D1of ∆Far and
 the sole member D2 of ∆Close cannot be reliably
n0.5−0.01
2
distinguished using only o 2
samples. This follows by the argument used in [29]:
Because of the number of samples, with probability at least 0.99, the samples drawn from
a random distribution from D1 will all be from different subcube distributions. Also with
probability at least 0.99, this will also be true for the sole distribution of D2 . If both of
these things happen (which is the case with probability at least 0.98), the samples will be
statistically indistinguishable. Thus, no tester can distinguish between D1 and D2 with an
advantage greater than 0.02.
Finally, we need to prove that D2 is o(1)-close to the uniform distribution. Here, the
proof goes as follows. Both D2 and the uniform distribution are symmetric with respect to
a change of indices. This implies that the distance between these probability distributions
equals to the distance between random variables R2 and R1 , where R1 is distributed as the
Hamming weight of a random sample from D2 , whereas R2 is distributed as the Hamming
weight of uniformly random element of the Boolean cube. It is not hard to see that R1 and
R2 are distributed according to binomial distributions with slightly different parameters.
Now, the problem is equivalent to proving that the two following probability distributions
are o(1)-close in total variation distance:
A sum of n i.i.d. uniform random variables from {0, 1}.
A sum of n − n0.5−0.01 i.i.d. uniform random variables from {0, 1}.
It is convenient to first bound the variation distance between 1) the sum of k i.i.d. uniform
random variables from {0, 1} and 2) k + 1 i.i.d. uniform random variables from {0, 1}, where
k. We write the total variation distance as:
!


k−1
k−1
X 1 k 
X k − 1 k − 1
1
k−1
1
1
= =
+
−
= k 1+
− k−1
2k i=1 2k i
2
2
i
i−1
i
i=1


 


 

(k−1)/2 
k−1
X
X
1 
k−1
k−1
k−1
k−1 
−
+
−
=
1+
i
i
−
1
i
−
1
i
2k
i=1
i=(k−1)/2








1
k−1
k−1
1
1+
−1+
−1 = O √
2k
(k − 1)/2
(k − 1)/2
k
 k

k
2
We telescoped the sums, and used the inequality that for all k, we have that k/2
.
≤O √
k
For simplicity, we assumed above that k √
− 1 is even, the odd case can be handled analogously.
Thus, we have an upper bound of O(1/ k) on the total variation distance.
Using this, together with the triangle inequality for total variation distance, we bound
the variation distance between 1) the sum of n i.i.d. uniform random variables from {0, 1}
and 2) the sum of n − n0.5−0.01 i.i.d. uniform random variables from {0, 1} by

O

n0.5−0.01
n0.5


= o(1).

This finishes the proof.

J
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7

Appendix A

7.1

Verifying the conditions on Lh

Recall that we defined A and Lh as follows:
1/5
1
1
A := 2n
· e 2000 ·n
 
 
(nh)
For all h ≥ n/2, we set Lh := max log 2nA · 2n , 0
√



For all h, satisfying n/2 > h ≥ 9 n, we set: Lh := Ln/2 = log 2nA ·

n
(n/2
)

2n


.

Here we prove that these values of A and Lh satisfy the following four conditions:
a) As a function of h, Lh is non-increasing.
√
b) For all h, we have that Lh ≤ 9 n.
c)
 
n
X
1
1
n
A
·
· L ≤
h
h
2n
2
2
√
h=9 n

d)
 400

 n2.5
 40000
Lh · 
 n


√

40000 · h−n/2 2
h=9 n
n
n
X


p
if h ≤ n/2 − n ln(n)
p
√ 
2
if n/2 − n ln(n) < h < n/2 + n  ≤
 20000
√
if h ≥ n/2 + n

We will need
following standard fact can be proven, for example, by comparing
R N the
PN k
k
i
and
i
di:
i=0
i=0
I Fact 31. For any positive constant k and for sufficiently large n, it is the case that:
Pn k
nk+1
i=0 i = (1 + o(1)) k+1 .
The truth of conditions (a) and (b) follows immediately by inspection. In fact a statement
stronger than (b) is the case: for sufficiently large n we have Lh ≤ log(n · A) ≤ 2 · n1/5 .
Regarding condition (c), we have:
 
n
X
1
n
A
·
· L =
h
2n
h
2
√
h=9 n

!
 
n/2  
n
n
X
X
n
1
A  X n
1
2n
2n
1
1



· min
≤
· n +
· n ,1
≤
h
2n
h
2nA
2nA
2n
2
√
√
n/2
h
h=n/2

h=9 n

h=9 n

1/5

Finally, recall that for all h, we have Lh ≤ 2 · n . For sufficiently large n, we have:
 400

p

if h ≤ n/2 − n ln(n)

n2.5
n

p
X
√ 
 40000
if n/2 − n ln(n) < h < n/2 + n  ≤
Lh · 
n



2

√
√


h=9 n
40000 · h−n/2
if
h
≥
n/2
+
n
n
√
n/2− n ln n

X
√

h=9 n

2·n

1/5

400
· 2.5 +
n

√
n+ n

X

2·n1/5 ·

√
h=n/2− n ln n
2

40000
+
n


+
40000

n
X


40000·
√

h=n/2+ n

n
X
√
h=n/2+ n


40000 ·

h − n/2
n

h − n/2
n

2
·Lh ≤

2
· Lh

(26)
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We now bound the last term using Hoeffding’s inequality to bound the value of nh , making a
change of variables with i := n−h
2 and then using Fact 31 to bound the resulting summation.
Precisely, we have the following chain of inequalities (some of which are only true for
sufficiently large n):
n
X


40000 ·

√
h=n/2+ n
n
X


40000 ·

h=n/2
n
X


40000 ·

h=n/2

√n

ln(2nA)

2

X
i=0

h − n/2
n

h − n/2
n

2

h − n/2
n

2

2
· Lh ≤
!

!

· max log 2nA ·

n
h
2n

,0

≤

 

 
(h − n/2)2
,0 =
· max log 2nA · exp −2
n

 2 

i
i2
ln(2nA) − 2 ·
=
n
n
3
5 !
pn
pn
2 ln(2nA)
2 ln(2nA)
(1 + o(1))
ln(2nA) − (1 + o(1)) 2 ·
3n2
5n3

40000
·
ln 2

40000
·
ln 2

Finally, simplifying and substituting the value of A we get:
n
X


40000 ·

√
h=n/2+ n

h − n/2
n

2

√
40000
2
2
5/2
· Lh ≤ (1 + o(1)) ·
· √ (ln(2nA))
≤
ln 2 30 n
40000

Condition (d) is verified by combining Equation 26 with the equation above.

7.2

Proof of Claim 21

Here we prove that for all sufficiently large n, for all h, satisfying 0 ≤ h ≤ n, it is the case
that:


p


if h ≤ n/2 − n ln(n)
 n22
n

 200
p
√ 
Pn h n ≤ 
if n/2 − n ln(n) < h < n/2 + n 
 √n

√

j≥h j

200 · h−n/2
if
h
≥
n/2
+
n
n
√
We first handle the case when h ≥ n/2 + n. If, furthermore, h > 11n/20, then it is
(n)
sufficient to prove that Pn h n ≤ 10, which is trivially true. Thus, we now assume that
( )
j≥h j
h ≤ 11n/20
It is the case that:
n
k 
n
k−1

k−n/2−1
n/2
k−n/2
+ n/2

1−



=
1

(27)

Therefore, we can write:
Pn

n
j≥h j

n
h


=

k−n/2−1
n/2
+ k−n/2
n/2

j
n
X
Y
1−
j=h k=h+1

1
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√
n
Since n/2 + n ≤ h ≤ 11n/20, for sufficiently large n we have that h + 14 · h−n/2
≤ n. Using
this, we can truncate the sum above, and then lower-bound the result by the product of the
smallest summand with the total number of summands, getting:
n
n
 h+ 14 · h−n/2
Pn
h+ 41 · h−n/2
n
j
X
Y
Y
1 − k−n/2−1
1 − k−n/2−1
1
n
j≥h j
n/2
n/2

≥
≥ ·
·
n
k−n/2
k−n/2
4
h
−
n/2
1+
1+
h
j=h

k=h+1

k=h+1

n/2

n/2

Now, we analogously lower-bound the product by lower-bounding each of the factors, and
√
n
then use the fact that since h ≥ n/2 + n, it is the case that h−n/2
≤ h − n/2. We get:
Pn

n
j≥h j

n
h




≥

n
−n/2−1
h+ 41 · h−n/2
n/2
n
h+ 41 · h−n/2
−n/2
+
n/2

1−

1
n
·
·
4 h − n/2
1

n
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≥

n
 14 · h−n/2

1 − 1.25 h−n/2
1
n
n/2

·
·
4 h − n/2
1 + 1.25 h−n/2
n/2

Finally, we use the fact that for all w between zero and one we have that
w2 − ... ≥ 1 − w. We get:

Pn

 1 · 2n
n
1
n
h − n/2 2 h−n/2
j≥h j

≥ ·
· 1 − 1.25
n
4 h − n/2
n/2
h
−

1
1+w

= 1−w+

Now, recall that for any value w between zero and one, we have that ln(1 − w) =
P∞ wi
P∞ i
w
i=1 i ≥ −
i=1 w = − 1−w . Using this, and recalling that h ≤ 11n/20, we get that:


h − n/2
ln 1 − 1.25
n/2

1.25 h−n/2
n/2


≥−

1−

1.25 h−n/2
n/2

≥−

1.25 h−n/2
n/2
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7
n

Combining the two previous equations together we get:
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n
n
20 h − n/2 1
n
1
n
1
j≥h j

· exp −
· ·
≥
·
≥ ·
n
4 h − n/2
7
n
2 h − n/2
200 h − n/2
h
√
This completes the proof in the case h ≥ n/2 + n.
√
Given our bound in the range h ≥ n/2 + n, to show the desired bound in the range
p
√
(n)
n/2 − n ln(n) < h < n/2 + n it is sufficient to show that Pn h n is non-decreasing,
( )
j≥h j
as a function of h. If h < n/2, this follows immediately, because, as a function of h, the
numerator is non-decreasing, whereas the denominator is decreasing. If h ≥ n/2, then using
Equation 27, we get:
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n
X
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n
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=
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=
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Which implies that Pn

)

n
h
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( )
≥ Pn n
n
(
)
( )
j
j≥h+1
p j≥h j
Finally, for the range h ≤ n/2 − n ln(n) we can use Hoeffding’s bound:


n
n
h
i
p
2
h
h

Pn
≤
2
·
Pr
x
≤
n/2
−
n
ln(n)
≤ 2 · exp (−2 ln n) = 2
n ≤ 1
n
n
n
x∼{0,1}
j≥h j
2 ·2
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Proof fo Claim 22

Recall that:
n
√
192
def 2
N=
· (n + 9 n + 4)
·
A 2
Our algorithm for learning a monotone probability distribution drew N samples from the
probability distribution ρ and the resulting multiset of samples was denoted as S. For all x
√
in {0, 1}n , if ||x|| < 9 n, we set φ̂(x) = 0, otherwise we set:


maxy s.t. yx and ||y||−||x||=bL||x|| c z ∈ S : y  z  x
1
φ̂(x) :=
·
N
2bL||x|| c
Where Lh is a specific value associated to each value of h. We also defined for all x with
√
x ≥ 9 n the value:
1

def

φ(x) =

bL||x|| c

2

·

Pr [y  z  x] =

max

y s.t. yx and ||x||−||y||=bL||x|| c z∼ρ

1
2bL||x|| c
Here we prove that if it is the case that
at least 7/8, it is the case that:
X

φ̂(x) − φ(x) ≤

√
x∈{0,1}n s.t. 9 n≤||x||

·

max

y s.t. yx and ||x||−||y||=bL||x|| c

1
2n

·

Pn

n
√
h=9 n h



X

ρ(z)

z s.t. yzx

1
· 2A
Lh ≤ 2 , then, with probability


4



We claim that for any pair (x, y), such that φ is defined on x and ||x|| − ||y|| = L||x|| ,
1 √
with probability at least 1 − 8·2n ·n
9 n the following holds:


|{z ∈ S : y  z  x}|
A

Pr [y  z  x] −
≤ · max
,
Pr
[y

z

x]
(28)
z∼ρ
N
8
2n z∼ρ
We use Chernoff’s bound to prove this as follows. Denote by q the value Prz∼ρ [y  z  x].
If q ≥ 2An then by Chernoff’s bound we have:



Pr |{z ∈ S : y  z  x}| − qN ≥ qN ≤
8




1   2
1   2 A
1
√
2 exp −
qN ≤ 2 exp −
·N =
n
n
3 8
3 8 2
8 · 2 · n9 n
Otherwise, if we have q <

Pr

A
2n ,

then by Chernoff’s bound:

!


2
 A
1  A 1
|{z ∈ S : y  z  x}| − qN ≥ · n · N ≤ 2 exp −
·
·
qN ≤
8 2
3 8 2n q


1   2 A
1
√
2 exp −
·
N
=
n
n
3 8 2
8 · 2 · n9 n

Now, by taking a union bound, it follows that with probability 7/8 for all such pairs (x, y)
Equation 28 will be the case. Recalling the definition of φ, for all x on which φ is defined it
then will be the case that:



1
A
φ̂(x) − φ(x) ≤ · max
,
φ(x)
n
8
2bL||x|| c 2
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Now, we sum this for all x in the domain of φ and use the fact that bLh c ≥ Lh + 1, and then
Pn
1
use that 21n · h=9√n nh · 2A
Lh ≤ 2 . We get:
X
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√
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Abstract
Influence maximization (IM) is the problem of finding for a given s ≥ 1 a set S of |S| = s nodes in
a network with maximum influence. With stochastic diffusion models, the influence of a set S of
seed nodes is defined as the expectation of its reachability over simulations, where each simulation
specifies a deterministic reachability function. Two well-studied special cases are the Independent
Cascade (IC) and the Linear Threshold (LT) models of Kempe, Kleinberg, and Tardos [31]. The
influence function in stochastic diffusion is unbiasedly estimated by averaging reachability values
over i.i.d. simulations. We study the IM sample complexity: the number of simulations needed to
determine a (1 − )-approximate maximizer with confidence 1 − δ. Our main result is a surprising
upper bound of O(sτ −2 ln nδ ) for a broad class of models that includes IC and LT models and their
mixtures, where n is the number of nodes and τ is the number of diffusion steps. Generally τ  n,
so this significantly improves over the generic upper bound of O(sn−2 ln nδ ). Our sample complexity
bounds are derived from novel upper bounds on the variance of the reachability that allow for small
relative error for influential sets and additive error when influence is small. Moreover, we provide
a data-adaptive method that can detect and utilize fewer simulations on models where it suffices.
Finally, we provide an efficient greedy design that computes an (1 − 1/e − )-approximate maximizer
from simulations and applies to any submodular stochastic diffusion model that satisfies the variance
bounds.
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Introduction

Models for the spread of information among networked entities were studied for decades
in sociology and economics [26, 20, 29]. A diffusion process is initiated from a seed set of
nodes (entities) and progresses in steps: Initially, only the seed nodes are activated. In each
step additional nodes may become active based on the current set of active nodes. The
progression can be deterministic or stochastic. The t-stepped influence of a seed set S of
nodes is then defined as its expected reachability (total number of active nodes) in t steps.
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t=0

t=1

t=2

Figure 1 A 2-step diffusion from two seed nodes in a live-edge model.

Influence maximization (IM) is the problem of finding a set S of nodes of specified
cardinality |S| = s and maximum influence. The IM problem was formulated nearly two
decades ago by Richardson and Domingos [17, 40] and inspired by the application of viral
marketing. In a seminal paper, Kempe, Klienberg, and Tardos [31] studied stochastic
diffusion models and introduced two elegant special cases, the Independent Cascade (IC) and
Generalized Threshold (GT) diffusion models. Their work sparked extensive followup research
and large scale implementations [35, 7, 30, 39]. Currently IM is applied in multiple domains
with linked entities for tasks as varied as diversity-maximization (the most representative
subset of the population) and sensor placement that maximize coverage [32, 4, 34].
We consider stochastic diffusion models (SDM) G(V ) over |V | = n nodes that are specified
by a distribution φ ∼ G over sets φ := {φv }v∈V of monotone non-decreasing boolean
activation functions
φv : 2V \{v} → {0, 1}.
A diffusion process starts with a seed set S ⊂ V of nodes and φ ∼ G. At step 0 we
activate the seed nodes Reach0 (φ, S) := S. The diffusion then proceeds deterministically:
At step t > 0 all active nodes remain active and we activate any inactive node v where
φv (Reacht−1 (φ, S)) = 1:
Reacht+1 (φ, S) := {v ∈ V | φv (Reacht (φ, S)) = 1}.
The τ -steps reachability set of a seed set S is the random variable Reachτ (φ, S) for φ ∼ G
and respectively the τ -steps reachability, Rτ (S), is the random variable that is the number of
active nodes |Reachτ (φ, S)| for φ ∼ G. Finally, the influence value of S is defined to be the
expectation
Iτ (S) := E[Rτ (S)] = Eφ∼G [|Reachτ (φ, S)|].
We refer to the case where the diffusion is allowed to progress until there is no growth as
unrestricted diffusion and this corresponds to τ = n − 1. The influence Iτ (S) is a monotone
set function. We say that an SDM is submodular when the influence function is submodular
and that it is independent if the activation functions φv of different nodes are independent
random variables. The IM problem for seed set size s and τ steps is to find
arg max Iτ (S).
S:|S|≤k

The reader might be more familiar with well-studied special cases of this general formulation. Live-edge diffusion models G(V, E) are specified by a graph (V, E) with |V | = n nodes
and |E| = m directed edges and a distribution E ∼ G over subsets E ⊂ E of “live” edges.
When expressed as an SDM, the activation functions that correspond to E have φv (T ) = 1 if
and only if there is an edge from a node in T to v in the graph (V, E). Live-edge models are
always submodular: This because |Reachτ (E, S)|, which is the number of nodes reachable
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from S in (V, E) by paths of length at most τ , is a coverage function and hence monotone
and submodular. Therefore, so is the influence function Iτ (S), which is an expectation of
a distribution over coverage functions. A live-edge model is independent if we only have
dependencies between incoming edges to the same node. The Independent Cascade (IC)
model is the special case of an independent live-edge model where all edges e ∈ E are
independent Bernoulli random variables selected with probabilities pe (e ∈ E).
Another well-studied class are generalized threshold (GT) models [31, 35]. A GT model
G(V, f ) is specified by a set f := {fv }v∈V of monotone functions fv : 2V → [0, 1]. The
randomization is specified by a set of threshold values θ ∼ G where θ := {θv }v∈V . The
corresponding activation functions to θ are
φv (T ) := Indicator(θv ≤ fv (T )).
An important subclass are Independent GT (IGT) where we require that f are submodular and
nodes v ∈ V have independent threshold values θv ∼ U [0, 1]. Mossel and Roch [35, 36] proved
that IGT models are submodular, which is surprising because the functions |Reachτ (φ, S)|
are generally not submodular. Their proof was provided for unrestricted diffusion but extends
to the case where we stop the process after τ steps. Finally, Linear threshold (LT) models
[26, 31] are a special case of IGT where we have an underlying directed graph and each edge
P
(u, v) is associated with a fixed weight value buv ≥ 0 so that for all v ∈ V
u buv ≤ 1 and
P
the functions are defined as the sums fv (A) := u∈A∩N (v) buv . Kempe et al showed [31]
that each LT model is equivalent to an independent live-edge model.
One of the challenges brought on by the IM formulation is computational efficiency. Kempe
et al [31] noted that the IM problem generalizes the classic Max Cover problem even with
τ = 1 and a live-edge model with a fixed set of live edges (pe = 1 for all e ∈ E). Therefore, IM
inherits Max Cover’s hardness of approximation for ratio better than 1 − (1 − 1/s)s ≥ 1 − 1/e
[21] for a cover with s sets. On the positive, with submodular models, an approximation
ratio of 1 − (1 − 1/s)s can be achieved by the first s nodes of a greedy sequence generated
by sequentially adding a node with maximum marginal value [37]. A challenge of applying
Greedy with stochastic models, however, is that even point-wise evaluation of the influence
function can be computationally intensive. Exact evaluation even for IC models [6] and LT
models [8] is #P hard . As for approximation, Kempe et al proposed to work with averaging
oracles
τ

Â (T ) :=

`

1X
|Reachτ (φi , T )|
` i=1

that average the reachability values obtained from a set {φi }`i=1 of i.i.d. simulations. Recall
that in the general SDM formulation, a simulation is specified by a set φ of node activation
functions. For live-edge models, a simulation is simply a set of concurrently live edges E. In
GT models, a simulation is specified by a set of thresholds θ.
Averaging oracles, which we focus on here, have several appealing properties: First, it
is robust compared to estimators tailored to models that satisfy specific assumptions (see
related work section) in that for any diffusion model G, also with complex and unknown
dependencies (between activation functions of different nodes or between edges in live-edge
models), for any set S, Â(S) is an unbiased estimate of the exact influence value Iτ (S) and
estimates are accurate as long as the variance of Rτ (S) is “sufficiently” small. Second, the
oracle is constructed directly from simulations and does not require learning or inferring the
underlying diffusion model that generated the data [41, 24, 23, 18]. Therefore, the results are
not sensitive to modeling assumptions and learning accuracy [9, 27]. Moreover, estimation of
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p=100/(n−1)

p=100/(n−2)
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(a) Family of n node graphs. Node v has influence Iτ =2 (v) = 100 but variance ≈ 100n.

1
2
n−2
n−1

(b) Star graphs with n nodes where all edges
have marginal probabilities 100/(n − 1). The
center node has influence value 101 and all other
nodes have influence 1.

Figure 2 Example live-edge models.

model parameters even for IC models can require a large number of simulations: Consider
the family of IC models depicted in the example in Figure 2b where tiny edge probabilities
that require many simulations to estimate are critical for IM accuracy. Finally, when the
reachability functions Reachτ (φ, T ) are monotone and submodular (as is the case with
live-edge models), so is their average Â, and hence the oracle optimum can be approximated
by the greedy algorithm. Prior work addressed the efficiency of working with averaging
oracles by improving the efficiency of greedy maximization [32, 25] and applied sketches [10]
to efficiently estimate Â(S) values [7, 14].
The fundamental question we study here is the sample complexity of IM, that is, the
number of i.i.d. simulations needed to recover an approximate maximizer of the influence function Iτ . Formally, for parameters (, δ), identify a seed set T of size s so that
Pr [Iτ (T ) ≥ (1 − )OPTτs ] ≥ 1 − δ, where OPTτs := maxS||S|≤s Iτ (S) is the exact maximum.
Note that the recovery itself is generally computationally hard and the sample complexity
only considers the information we can glean from a set of simulations.
Kempe et al provided an upper bound of

n
(1)
O −2 sn log
δ
on the sample complexity of the harder Uniform Relative-Error Estimation (UREE) problem
where for a given (, δ) we bound the number of simulations so that with probability 1 − δ,
for all subsets S such that |S| ≤ s, Â(S) approximates Iτ (S) within relative error of .
The sample complexity of UREE upper bounds that of IM because the oracle maximizer
arg maxS||S|≤s Â(S) must be an approximate maximizer. We provide the argument for
the bound (1) here because it is basic and broadly applies to all SDMs: The reachability
values Reachτ (φ, S), and hence their expectation, Iτ (S) have values in [1, n]. Using the
multiplicative Chernoff bound (with values divided by n) we obtain that O(−2 n ln δ −1 )
simulations guarantee a relative error of  with probability at least (1 − δ) for the estimate
of any particular set S. Interestingly, this sample complexity bound is tight for point-wise
influence estimation even for IC models: The example family of models in Figure 2a is such
that τ = 2 and Ω(−2 n) simulations are required for estimating the influence value of a single
node.
 The sUREE sample complexity bound (1) follows from applying a union bound over all
n
s = O(n ) subsets.
The generic upper bound has prohibitive linear dependence on the number of nodes n
(that the example in Figure 2a shows is unavoidable for UREE even for IC models). A simple
example shows that we can not hope for an umbrella improvement for IM: Consider the star
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graph family of Figure 2b when edges are dependent so that either all edges are live or none
is. Clearly n/100 simulations are necessary to detect a 1-step approximate maximizer (which
must be the actual maximizer). The remaining hope is that we can obtain stronger bounds
on the IM sample complexity for models with weaker or no dependencies such as IC and
IGT models. This question eluded researchers for nearly two decades.

1.1

Contributions and Overview

We study the sample complexity of influence maximization from averaging oracles computed
from i.i.d. simulations. One of our main contributions is an upper bound of

n
(2)
O −2 sτ log
δ
on the IM sample complexity of independent strongly submodular SDMs. Informally, strong
submodularity means that the influence function of any “reduced” model (model derived
from original one by setting a subset T ⊂ V of nodes as active) is submodular. The IC and
IGT models are special cases of strongly submodular independent SDMs.
Interestingly, we provide similar sample complexity bounds for natural families of models
that are not independent: Mixtures of small number of strongly submodular SDMs and what
we call b-dependence live-edge models that allow for positive dependence of small groups of
edges with a shared tail node.
Our bound improves over prior work by replacing the prohibitive linear dependence in
the number of nodes n in (1) with the typically much smaller value τ . While on worst-case
instances unrestricted diffusions may require Ω(n) steps, understanding the sample complexity
in terms of τ is important: First, IM with explicit step limits [5, 33, 22, 19, 15], is studied for
applications where activation time matters. Moreover, due to the “small world” phenomenon
[44], in “natural” settings we can expect most activations (even with unrestricted diffusions)
to occur within a small number of steps. In the latter case, unrestricted influence values are
approximated well by corresponding step-limited influence with τ  n.
Our improvement is surprising as generally a linear-in-n number of simulations is necessary
for estimating influence values of some nodes or to estimate essential model parameters (for
example, the edge probabilities in IC models), and this is the case even when τ is very small.
This shows that the maximization problem is in an information sense inherently easier and
can circumvent these barriers.
We overview our results and implications – complete proofs can be found in the appendix.
We review related work in Section 2 and place it in the context of our results. In Section 3
we formulate quality measures for influence oracles and relate unrestricted and step-limited
influence. In particular, we observe that for IM it suffices that the oracle provides good
estimates (within a small relative error) of larger influence values. This allows us to circumvent
the lower bound for point-wise relative-error estimates shown in Example 2a.
In Section 4 we state our main technical result that for independent strongly submodular SDMs, upper bounds the variance of the reachability of set T Var[Rτ (T )] by
τ Iτ (T ) maxv∈V \T Iτ −1 (v). This variance upper bound facilitates estimates with small relative error for sets with larger influence values and additive error for sets with small influence
values. We also provide a family of IC models that shows that the linear dependence on τ in
the variance bound is necessary. We derive similar variance bounds to mixtures of strongly
submodular independent SDMs and b-dependence models. All our subsequent sample complexity bounds apply generically to any SDM (submodular/independent or not) that satisfies
variance bounds of this form. In Section 5 we review averaging oracles and bound the sample
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Figure 3 Dependent SDM Example. A live-edge model where with probability 12 all red edges
are active and otherwise all blue edges are active. The influence values I4 (v) are shown in black.
Simulation averages and RR samples with full simulations provide unbiased estimates of influence
4
values E[Î (v)] = I4 (v). However, “efficient” RRS, which works with the marginal edge probabilities
4
1
(pe = 2 ) or with decomposed simulations is biased, with E[Î (v)] shown in green. We can see that
the bias induces large errors and also yields an erroneous maximizer.

complexity using variance upper bounds. In section 6 we present our median-of-averages
oracle that amplifies the confidence guarantees of the averaging oracle and facilitates a tighter
sample complexity bound. In Section 7 we provide a data-adaptive framework that provides
guarantees while avoiding the worst-case sample complexity upper bounds on models when a
smaller number of simulations suffices. In Section 8 we consider computational efficiency
and present a greedy maximization algorithm based on our median-of-averages oracles that
returns a (1 − (1 − 1/s)s −  approximate maximizer with probability 1 − δ. The design
generically applies to any SDM with a submodular influence function that satisfies the
variance bounds.

2

Related work

We focus here on influence estimates obtained from averages of i.i.d. simulations of a SDM.
We note that alternative approaches can be more effective for specific families of models.
Most notably for IC models, state of the art large-scale greedy approximate maximization
algorithms [43, 42, 38, 28] are not based on simulation averages. The estimates are also
obtained by building a sample that reflects the influence of each but instead they use a finer
building block of i.i.d. Reverse Reachability (RR) searches. The random RR search method
was proposed in [10] to estimate size of reachability sets in graphs and Borg et al [3] adapted
it to IC models.
The method is applicable in principle with any live-edge model: A basic RR search is
conducted by selecting a node v ∈ V uniformly at random and performing a BFS search on
reversed edges that is pruned at length τ . The search “flips” edges as their head node is
reached according to conditional distribution on G. The index number of the RR search is
then added to the sample set of each node that is “reached” by the search. Influence of a
subset S can then be unbiasedly estimated from the cardinality of the union of the samples of
nodes v ∈ S and the greedy algorithm can be applied to the sets of samples for approximate
maximization. To obtain an approximate influence maximizer we need to perform RR
searches until some node has a sample of size O −2 s log(n/δ) . In the worst case, this
requires O −2 sn log(n/δ) RR searches. For general live-edge models, an independent RR
search can always be obtained from a simulation E ∼ G by randomly drawing a node and
performing a reverse search from it using edges E. The same simulation, however, can not
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generally be reused to generate multiple independent RR searches. This way of obtaining
RR searches works for general live-edge models (with arbitrary dependencies) but requires
O(−2 ns log(n/δ)) simulations, which does not improve over the generic upper bound (1).
The appeal of the RR searches method is that it can be implemented very efficiently
for independent live-edge (including IC or LT) models. The total work performed requires
only O(−2 ms(log(n/δ))) “edge flips” that can be easily performed using specified edge
probabilities pe for IC models. Moreover, the basic building block of RR searches are local
simulations of sets of incoming edges of specified nodes and the full computation requires
at most O(−2 s log(n/δ)) local simulations for each node. When we have full simulations
generated by an independent live-edge model these “local” simulations are independent and
the required number of “local simulations” can be obtained by decomposing O(−2 s log(n/δ))
full simulations. But the caveat is that this approach breaks the coherence of simulations,
as we construct each RR search from components taken from multiple simulations. These
“efficient” implementations (i.e. based on decomposed simulations or edge flips according to
marginal probabilities) may “catastrophically fail” when dependencies exist: The influence
estimates obtained are biased and cause large errors even when the variance is low. Figure 3
shows an example of a simple mixture model (of two degenerate IC models) where “efficient”
RRS has large error due to bias but averages of few simulations provide accurate estimates.
To summarize, with RRS, the implementation that works with full simulations is robust to
dependencies but is inefficient and the efficient implementation breaks ungracefully even
with light dependencies. To conclude, both basic approaches to approximate IM, simulation
averages and RRS offer distinct advantages: Simulation averages are robust in that they
remain unbiased and are accurate on any SDM, including dependent ones, for which the
variance is sufficiently small whereas RRS offers more efficiency for purely independent
live-edge models.

3

Preliminaries

We consider stochastic diffusion models G(V ) as outlined in the introduction. We denote
by Reachτ (φ, T ) the τ -steps reachability set of T when we use a specific set φ of activation
functions. We will use the notation Reachτ (T ) (with the parameter φ omitted) for the
random variable Reachτ (φ, T ) obtained when we draw φ ∼ G according to the model.

3.1

Utility Functions

For simplicity, the discussion in the introduction took the utility of a reachable set to be
the number of reachable nodes VReachτ (φ, T ) := |Reachτ (φ, T )|. Generally, we can consider
utility functions H : 2V → <+ that are nonnegative monotone non-decreasing with H(∅) = 0:

VReachτ (φ, T ) := H(Reachτ (φ, T )).

(3)

Submodular utility is particularly natural and studied by Mossel and Roch [35]. Additive
utility is the special case where nodes have nonnegative weights w : V → R+ and
VReachτ (φ, T ) :=

X

w(v).

(4)

v∈Reachτ (φ,T )
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We consider a diffusion model G(V, H) together with a utility function H. The random
variable RτG (T ) is the utility of the reachable set, that is, VReachτ (φ, T ) when φ ∼ G. The
influence function is then the expected utility of the reachable set
Iτ (T ) := E[Rτ (T )] = Eφ∼G VReachτ (φ, T ) .
We denote the maximum influence value of a subset of cardinality s by OPTτs :=
maxS:|S|≤s Iτ (S).
It follows from the definition that for any SDM G(V, H) with utility H, the influence
Iτ (T ) is monotone non-decreasing in τ and in the set T and the optimum values OPTτs
are non-decreasing in τ and s. Generally, influence functions Iτ (T ) of SDMs may not be
submodular even when utility is additive. The influence function is known to be submodular
for live-edge and for IGT models [35] with submodular utility.

3.2

Reduced Models

We work with the following notion of model reduction. Let G(V, H) be an independent SDM
with submodular utility. For a set of nodes T ⊂ V , we define the reduced model G 0 (V 0 , H 0 )
of G with respect to T : The reduced model contains the nodes V 0 = V \ T . The activation
function φ0v ∼ G 0 for v ∈ V \ T are obtained by drawing φv ∼ G conditioned on φv (T ) = 0
and take
for all S ⊂ V \ (T ∪ {v}), φ0v (S) := φv (S ∪ T )
(Note that since we have independent SDM we can separately consider the distribution of
activation functions of each node). The utility in G 0 is the marginal utility in G with respect
to T :
for all S ⊂ V \ T , H 0 (S) := H(S ∪ T ) − H(T ).
The reduced model G 0 (V 0 , H 0 ) is also an independent SDM with submodular utility: Activation functions φ0 ∼ G 0 are independent and monotone and the utility is monotone with
H 0 (∅) = 0 and submodular.

3.3

Strongly Submodular SDM

We say that an independent SDM G(V, H) is strongly submodular if the utility function H is
submodular and the influence function IτG 0 is submodular with any reduced model G 0 and
step limit τ ≥ 0. IC and IGT models are strongly submodular SDMs (see Theorem 19).
The variance and thus sample complexity upper bounds that we present in the sequel
apply to any strongly submodular SDM. We will also provide bounds for some dependent
families of models. One family is a slight generalization of IC models that we refer to as
b-dependence. Here edges are partitioned into disjoint groups, where each group contains at
most b edges emanating from the same node. The edges in a group must be either all live or
none live (are positively dependent).

3.4

Relating Step-Limited and Unrestricted Influence

When unrestricted diffusion from a seed set S is such that most activations occur within τ
steps, the unrestricted influence I(S) is approximated well by τ -step influence Iτ (S). We
can also relate unrestricted influence with small expected steps-to-activation to step-limited
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influence: For a seed set S, node v, and length d, we denote by p(S, v, d) the probability
that node v is activated in a diffusion from S in step d. For additive utility functions (4)
P
P
by definition, Iτ (S) = v∈V w(v) d≤τ p(S, v, d). The expected length of an activation path
from S (in unrestricted diffusion) is:
P
P
v∈V w(v)
d≤n d · p(S, v, d)
D(S) :=
.
(5)
I(S)
The following lemma is an immediate consequence of Markov’s inequality and shows that
τ -stepped influence with τ = O(D(S)) approximates well the unrestricted influence:
−1

I Lemma 1. For all S and  > 0, ID(S) (S) ≥ (1 − )I(S).

3.5

Influence Oracles

We say that a set function F̂ is an -approximation of another set function F at a point
T if F̂ (T ) − F (T ) ≤  max{F (T ), OPT1 (F )}, where OPTs (F ) := maxS||S|≤s F (S). That
is, the estimate F̂ has a small relative error for sets T with F (T ) ≥ OPT1 (F ) and a small
absolute error of OPT1 (F ) for sets T with F (T ) ≤ OPT1 (F ). We say that F̂ provides a
uniform -approximation for all subsets T in a collection C if F̂ is an -approximation for all
T ∈ C.
τ
An influence oracle, Î , is a randomized data structure that is constructed from a set of
τ
i.i.d. simulations of a model. The influence oracle, Î , defines a set function (we use the same
τ
τ
name Î for the set function) that for any input query set T ⊂ V , returns a value Î (T ). For
 < 1 and δ < 1 we say that an oracle provides (, δ) approximation guarantees with respect
to Iτ if for any set T it is an -approximation with probability at least 1 − δ. That is
" τ
#
Î (T ) − Iτ (T )
τ
τ
∀T such thatI (T ) ≥ OPT1 , Pr
≥ ≤δ .
(6)
Iτ (T )
i
h
(7)
∀T such that Iτ (T ) ≤ OPTτ1 , Pr Iˆτ (T ) − Iτ (T ) ≥ OPTτ1 ≤ δ .
where OPTτ1 := OPT1 (I τ ). Example 2a shows that this type of requirement is what we
can hope for with an oracle that is constructed from a small number of simulations.
The (, δ) requirements are for each particular set T . If we are interested in stronger
guarantees that with probability (1 − δ) the approximation uniformly holds for all sets
in a collection C, we can use an oracle that provides (, δA = δ/|C|) guarantees. The approximation guarantee for all sets in C then follow using a union bound argument: The
probability that all |C| sets are approximated correctly is at most |C|δA ≤ δ.

4

Variance Bounds

We consider upper bounds on the variance Var [Rτ (T )] of the reachability of a set of nodes T
that have the following particular form
Var[Rτ (T )] ≤ cIτ (T ) max{Iτ (T ), max Iτ (v)}
v∈V

(8)

for some c ≥ 1. The sample complexity bounds we present in the sequel apply to any SDM
that satisfies these bounds. In the remaining part of this section we state our variance upper
bound for strongly submodular SDMs and extensions and a tight worst-case lower bound for
IC models.
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4.1

Variance Upper Bound

The following key theorem facilitates our main results. We show that any strongly submodular
SDM satisfy the bound (8) with c = τ . The proof is technical and provided in Appendix A.
I Theorem 2 (Variance Upper Bound Lemma). Let G(V, H) be a strongly submodular SDM.
Then for any step limit τ ≥ 0 and a set T ⊂ V of nodes we have
Var[Rτ (T )] ≤ τ Iτ (T ) max Iτ −1 (v).
v∈V \T

Some natural dependent SDMs have a variance bound of the form (8): (See Appendix F
for proofs.)
I Corollary 3. IC models with τ -steps and b-dependence satisfy the bound (8) with c = 2bτ .
Any mixture of τ -steps strongly submodular SDMs where each model has probability at least p
satisfy the bound (8) with c = (τ + 1)/p.

4.2

Variance Lower Bound

We provide a family of IC models for which this variance upper bound is asymptotically
tight. This shows that the dependence of the variance bound on τ is necessary.
I Theorem 4 (Variance Lower Bound). For any τ > 0 there is an IC model G τ = (V, E) with
1
a node v ∈ V of maximum influence such that Var[Rτ (v)] ≥ 12
τ Iτ (v)2 .
Our family of models G τ = (V, E) are such that (V, E) is a complete directed binary tree
of depth τ ≥ 1 rooted at v ∈ V with all edges directed away from the root and pe = 1/2 for
all e ∈ E. We show (details in Appendix B) that:
Iτ (v) = τ
1
Var[Rτ (v)] =
τ (τ − 1)(2τ − 1).
12

5

The Averaging Oracle

The averaging oracle uses i.i.d. simulations {φi }`i=1 . For a query T it returns the average utility
P`
τ
of the reachability set of T : Â (T ) = Avei∈[`] VReachτ (φi , T ) := 1` i=1 VReachτ (φi , T ) . We
quantify the approximation guarantees of an averaging oracle in terms of a variance bound
of the form (8).
I Lemma 5. Consider an SDM that for some c ≥ 1 satisfies a variance bound of the form (8).
Then for any , δ < 1, an averaging oracle constructed from ` ≥ −2 δ −1 c i.i.d. simulations
provides (, δ) guarantees.
In particular for strongly submodular SDMs, we use the variance bound in Theorem 2
and obtain these approximation guarantees using ` ≥ −2 δ −1 τ i.i.d. simulations.
Proof. Using variance properties of the average of i.i.d. random variables, we get that for
any query T
1
1
Var[Rτ (T )] ≤ cIτ (T ) max{Iτ (T ), OPTτ1 } .
`
`
The claims follow using Chebyshev’s inequality that states that for any random variable
X and M , Pr[|X − E[X]| ≥ M ] ≤ −2 Var[X]/M 2 . We apply it to the random variable
τ
Â (T ) that has expectation I τ (T ) and plug in the variance bound. To establish (6) we use
M = Iτ (T ) and to establish (7) we use M = OPTτ1 .
J
τ

Var[Â (T )] =
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Sketched Averaging Oracle

For live-edge models with additive utility (4), the query efficiency of the averaging oracle can
be improved with off-the-shelf use of τ -step combined reachability sketches [10, 14, 15, 11].
The sketching is according to a sketch-size parameter k that also determines the sketches
computation time and accuracy of the estimates that sketches provide. A sketch of size O(k)
Pr
is computed for each node v so that for any set of nodes S, i=1 VReachτ (Ei , S) can be
efficiently estimated from the sketches of the nodes v ∈ S. The computation of the sketches
P
P
from an arbitrary set of simulations {Ei } uses at most i |Ei | + k v maxi dv (Ei ) edge
traversals, where dv (Ei ) is the maximum in-degree of node v over simulations {Ei }. In the
P
case of an IC model, the expected number of traversals is (k + `) e pe . Sketching with
general node weights can be handled as in [11].
√ The estimates obtained from the sketches
are unbiased with coefficient of variation 1/ k − 2 and are concentrated: Sketches of size
k = O(−2 log(δ −1 )) provide estimates with relative error  with probability 1 − δ.

6

Confidence Amplification: The Median-of-Averages Oracle

The statistical guarantees we provide for our averaging oracle are derived from variance
bounds. The limitation is that the number of simulations we need to provide (, δ) guarantees
is linear in δ −1 and therefore the number of simulations we need to provide uniform guarantees
(via a union bound argument) grows linearly with the number of subsets. In order to
find an approximate optimizer, we would like to have a uniform -approximation for all
the ns subsets of size at most s but doing so with an averaging oracle would require too
many simulations. We adapt to our setting a classic confidence amplification technique [1] to
construct an oracle where the number of simulations grows logarithmically in the confidence
parameter δ −1 .
A median-of-averages oracle is specified by a number r of pools with ` simulations in
each pool. The oracle is therefore constructed from r` i.i.d. simulations φij for i ∈ [r] and
j ∈ [`].
The simulations of each pool are used in an averaging oracle that for the ith pool (i ∈ [r])
τ
returns the estimates Âi (T ). The median-of-averages oracle returns the median value of
these r estimates
τ

d (T ) := Median Âτ (T ) = Median Ave VReachτ (φ , T ) .
mA
ij
i
i∈[r]

i∈[r]

(9)

j∈[`]

We establish that when the i.i.d simulations are from a model that has variance bound
(8) for some c ≥ 1, the median-of-averages oracle provides (, δ) approximation guarantees
using 112−2 c ln δ −1 i.i.d. simulations.
I Lemma 6. Consider an SDM that for some c ≥ 1 satisfies the variance bound (8). Then
d organized with r = 28 ln δ −1 pools of ` = 4−2 c
for every  and δ, a median-average oracle mA
simulations in each provides (, δ) approximation guarantees.
Proof. An averaging oracle with ` simulations provides (, δA ) approximation guarantees for
δA = 1/4. Therefore, the probability of correct estimate for any subset is at least 3/4. We
now consider the estimates Âj obtained from the r pools when sorted in increasing order.
The estimates that are not correct (too low or too high) will be at the prefix and suffix of the
sorted order. The expected number of correct estimates is at least µ ≥ 34 r. The probability
that the median estimate is not correct is bounded by the probability that number of correct
estimates is ≤ r/2, which is ≤ 32 µ. From multiplicative Chernoff bounds, the probability of
02
0
a sum of Bernoulli random variables beings below (1 − 0 )µ is at most e− µ/(2+ ) . Using
0 = 1/3 we have 02 µ/(2 + 0 ) = 19 43 37 28 ln δ −1 = ln δ −1 .
J
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As a corollary, we obtain a sample complexity bound for influence maximization from
variance bounds:
I Theorem 7. Consider an SDM that satisfies the variance bound (8) for some c ≥ 1.
Then for any  < 1 and δ < 1, using 112−2 cs ln nδ i.i.d. simulations, we can construct a
d such that the oracle optimum
median-of-averages oracle mA
d
T := arg max mA(S)
S||S|≤s

satisfies
Pr [Iτ (T ) ≥ (1 − 2)OPTτs ] ≥ 1 − δ .
−1
Proof. We construct
our median-of-averages oracle with ` = 4−2c and r = 28 ln δM
A where

n
n
δM A = δ/ s . From Lemma 6 using a union bound over the s sets we obtain that with
probability 1 − δ the oracle provides a uniform -approximation for all subsets of size at most
s. Let S be a set with maximum influence I(S) = OPTτs and let T be the oracle optimum.
We have

d ) ≥ (1 − )mA(S)
d
I(T ) ≥ (1 − )mA(T
≥ (1 − )2 I(S) ≥ (1 − 2)OPTτs .
We comment that the (1 − 2) ratio is not tight and we can obtain a bound closer to
(1 − ). This because the particular set S to be approximated more tightly by the oracle
(that uses enough simulations to support a union bound).
J

7

Optimization with Adaptive Sample Size

The bound on the number of simulations we derived in Theorem 7 (through a median-ofaverages oracle) and also the naive bound (1) (for the averaging oracle) are worst-case. This
is obtained by using enough simulations to have the oracle provide a uniform -approximation
with probability at least 1 − δ on any problem instance. To obtain the uniform approximation
we applied a union bound over ns subsets that resulted in an increase in the number of
required simulations by an s log n factor over the base (, δ) approximation guarantees.
On real data sets a much smaller number of simulations than this worst-case often suffices.
We are interested in algorithms that adapt to such data and return a seed set of approximate
maximum influence using a respectively smaller number of simulations and while providing
statistical guarantees on the quality of the end result. To do so, we apply an adaptive
optimization framework [12] (some example applications are [14, 38, 16, 13]). This framework
consists of a “wrapper” that take as inputs oracle constructions from simulations and a base
algorithm that performs an optimization over an oracle. The wrapper invokes the algorithm
on oracles constructed using an increasing number of simulations until a validation condition
on the quality of the result is met. The details are provided in Appendix E. We denote by
r(, δ) the number of simulations that provides (, δ) guarantees and we obtain the following
results:
I Theorem 8. Suppose that on our data the averaging (respectively, median-of-averages)
oracle Iˆ has the property that with r simulations, with probability at least 1 − δ, the oracle
ˆ
optimum T := arg maxS||S|≤s I(S)
satisfies
Iτ (T ) ≥ (1 − )OPTτs .
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Then with probability at least 1 − 5δ, when using




1
n
2 max{r, r(, δ)} + O −2 c ln + ln ln ln + ln s
δ
δ
simulations with the median-of-averages oracle and




1
n
2 max{r, r(, δ)} + O −2 c ln + ln ln ln + ln n
δ
δ
simulations with the averaging oracle, the wrapper outputs a set T such that Iτ (T ) ≥
(1 − 5)OPTτs .
The wrapper can also be used with a base algorithm that is an approximation algorithm.
For live-edge models, our averaging oracle is monotone and submodular and hence we can
apply greedy to efficiently compute a set with approximation ratio at least 1 − 1/e (with
respect to the oracle). If we use greedy as our base algorithm we obtain the following:
I Theorem 9. If the averaging oracle Â is submodular and has the property that with ≥ r
simulations, with probability at least 1 − δ, it provides a uniform -approximation for all
subsets of size at most s, then with




1
n
−2
2 max{r, r(, δ)} + O  c ln + ln ln ln + ln n
δ
δ
simulations we can find in polynomial time a (1 − (1 − 1/s)s )(1 − 5) approximate solution
with confidence 1 − 5δ.

8

Approximate Greedy Maximization

In this section we consider the computational efficiency of maximization over our oracle Î
that approximates a monotone submodular influence function Iτ . The maximization
problem

is computationally hard: The brute force method evaluates Î(S) on all ns subsets S of size
s in order to find the oracle maximizer. An efficient algorithm for approximate maximization
of a monotone submodular function F̂ is greedy that sequentially builds a seed set S by
adding a node u with maximum marginal contribution arg maxu∈V (F̂ (S ∪ {u}) − F̂ (S)) at
each step. To implement greedy we only need to evaluate at each step the function on a
linear number of subsets F̂ (S ∪ {u}) for u ∈ V and thus overall we do sn evaluations of F̂
on subsets. With a monotone and submodular F̂ , for any s ≥ 1 the subset T that consists of
the first s nodes in a greedy sequence satisfies [37]:
F̂ (T ) ≥ (1 − (1 − 1/s)s ) max F̂ (S) ≥ (1 − 1/e)OPTs (F̂ ) .
S||S|≤s

If our functions F̂ provides a uniform -approximation of another function F for all subsets
of size at most s, then F (T ) ≥ (1 − (1 − 1/s)s )(1 − 2)OPTs (F ) (See the proof of 7).
The averaging oracle is monotone and submodular [31] when reachability functions are
as in live-edge models. Unfortunately our median-of-averages oracle which facilitates tighter
bounds on the number of simulations is monotone but may not be submodular even for
models where the averaging oracle is submodular. Generally when this is the case, greedy
may fail (as highlighted in recent work by Balkanski et al [2]).
Fortunately, greedy is effective on a function F̂ that is monotone but not necessarily
submodular as long as F̂ “closely approximates” a monotone submodular F in that marginal
contributions of the form
F (u | S) := F (S ∪ {u}) − F (S)
are approximated well by F̂ (u | S) [14]. We apply this to establish the following lemma:
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I Lemma 10. The greedy algorithm applied to a function F̂ that is monotone and provides a
uniform A -approximation of a monotone submodular function F where A = (1−)
14s returns
a set T such that F (T ) ≥ (1 − (1 − 1/s)s )(1 − )OPTs (F ).
Our proof of Lemma 10 generally applies to an approximate oracle F̂ of any monotone
submodular function F and is presented in Appendix C. For approximate IM we obtain the
following as a corollary:
I Theorem 11. Consider a submodular SDM G(V, H) that for some c ≥ 1 satisfies the
variance bound (8). Consider a median-of-averages oracle constructed with O(−2 s3 c ln nδ )
simulations of G arranged as r = O(s ln nδ ) pools with ` = O(−2 s2 c) simulations each. Then
with probability 1 − δ, the set T that contains the first s nodes returned by greedy on the
oracle satisfies Iτ (T ) ≥ (1 − (1 − 1/s)s )(1 − )OPTτs .
Proof. From Lemma 6, with appropriate constants, this configuration provides us with
(/(14s), δ) approximation guarantees. From Lemma 10 greedy provides the stated approximation ratio.
J
Greedy on the median-of-averages oracle can be implemented generically for any SDM G
by explicitly maintaining the reachability sets Reach(φij , {v} ∪ S) for all nodes v ∈ V in each
simulation φij as the greedy selects nodes into the seed set S. For each step, we compute
the oracle value (see (9)) and select v for which the value for {v} ∪ S is maximized:
τ

d ({v} ∪ S).
arg max mA
v∈V \S

We obtain approximation guarantees, however, only when the conditions of monotone
submodular influence function and variance bounds are satisfied. For specific families of
models, we can consider tailored efficient implementations that incrementally maintain
reachability sets and values.
For live-edge models with additive utility (4) we consider an implementation of greedy
on a median-of-averages oracle. This can be done by explicit maintenance of reachability
sets or by using sketches [10, 14, 15, 11] (see Section 5.1). We obtain the following bounds
(proof is deferred to Appendix Section D).
I Theorem 12. Let G be a live-edge model with an additive utility function (4) that satifies
the variance bound (8). Then greedy on median-of-averages oracle can be implemented with
explicit reachability sets in time
n
O(−2 s3 c ln
mn) ,
(10)
δ
where m is the average number of edges per simulation (For an IC model, c = τ and
P
E[m] = e∈E pe ). When using sketches, the time bound is
n
(11)
(cm + s(m∗ + ns) ln n)),
δ
P
P
where m∗ = v maxij dv (Eij ). For an IC model, c = τ and m∗ = e pe in expectation.
O(−2 s3 ln

Conclusion
We explore the “sample complexity” of IM on stochastic diffusion models and show that an
approximate maximizer (within a small relative error) can be recovered from a small number
of simulations as long as the variance is appropriately bounded. We establish the variance
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bound for the large class of strongly submodular stochastic diffusion models. This includes
IC models (where edges are drawn independently) and IGT models (where node thresholds
are drawn independently) and natural extensions that allow for some dependencies. Our
sample complexity bound significantly improves over the previous bounds by replacing the
linear dependence in the number of nodes by a logarithmic dependence on the number of
nodes and linear dependence on the length of the activation paths (which are usually very
short). An interesting question for future work is to address the gap between the sample
complexity and the larger number of simulations currently needed for greedy maximization.
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Variance Upper Bound: Proof of Theorem 2

In this section we prove Theorem 2 which upper bounds the variance in strongly submodular SDMs. We start by bounding the variance in a more basic setting of a submodular
function over a random subset in Section A.1 (Theorem 14). This will be an ingredient in
our main proof provided in Section A.3.
We will be using the following basic tools:
I Lemma 13. If X, Y are two random variables on the same probability space and the
variance of Y is finite, then:
E[Y ] = E[E[Y |X]]

(total expectation)

Var[Y ] = E[Var[Y |X]] + Var[E[Y |X]]

(total variance)

where E[Y |X] is a random variable that gets the expectation of Y conditioned the value
of X and Var[Y |X] is a random variable that gets the variance of Y conditioned the value
of X.
When X is a Bernoulli random variable X ∼ Ber(p) then Lemma 13 gives that
Var[Y ] = E[Var[Y |X]] + Var[E[Y |X]] = pV1 + (1 − p)V0 + p(1 − p)(E1 − E0 )2 .
where V0 = Var[Y |X = 0], V1 = Var[Y |X = 1], E0 = E[Y |X = 0], and E1 = E[Y |X = 1].

A.1

Submodular Monotone Functions on Random Subsets

Let S = {ai }1<i≤t be a set with t elements and let P = {pi }1<i≤t be a set of t probabilities
such that pi is associated with the element ai . Let X be a random subset of S that contains
ai with probability pi independently for each i = 1, ..., t. That is
Y
Y
∀A ∈ 2S : Pr[X = A] =
pi
(1 − pi ).
ai ∈A

ai ∈A
/

We say that X is a random subset of S using probabilities P .
A submodular monotone function f over S is a function with the following properties:
1. f : 2S → R+
2. For every A, B ⊂ S with A ⊂ B and for every x ∈ S \ B we have that f (A ∪ x) − f (A) ≥
f (B ∪ x) − f (B)
3. A ⊂ B ⇒ f (A) ≤ f (B)
For any singelton {a} ∈ S we write f (a) instead of f ({a}). Let Mf = maxi f (ai ) − f (∅).
Our purpose in this subsection is to establish the following:
I Theorem 14. Let X be a random subset of S using probabilities P and let f be a submodular
monotone function. Then
Var[f (X)] ≤ Mf E [f (X) − f (∅)] .
We give the following additional definitions and lemmas before proving this theorem.
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Let S−i = S \ {ai } and let P−i = P \ {pi }. We define X−i to be a random subset of
S−i using the probabilities P−i . Let fi0 , fi1 be submodular functions over S−i defined by
fi0 (A) = f (A) and fi1 (A) = f (A ∪ {ai }). Let
X
E1i = E[fi1 (X−i )] =
Pr[X−i = A]fi1 (A).
A∈2S\{ai }

and
E0i = E[fi0 (X−i )] =

X

Pr[X−i = A]fi0 (A).

A∈2S\{ai }

By our definitions E[f (X−i )] = E0i and from total expectation (Lemma 13), E[f (X)] =
pi E1i + (1 − pi )E0i .
I Lemma 15. let f be a submodular monotone function over S and X a random subset of
S using probabilities P . Then,
∀i : E1i − E0i ≤ f (ai ) − f (∅) ≤ Mf .
Proof. Since X is obtained by drawing the elements in S independently it follows that
E1i − E0i =

X



Pr[X−i = A] f (A ∪ {ai }) − f (A)

A∈2S−i

X

≤
|{z}

submodularity



Pr [X−i = A] f (ai ) − f (∅) ≤ f (ai ) − f (∅) ≤ Mf .

J

A∈2S\ai

I Lemma 16. for any submodular monotone function f over S and for any index i we have
that Mfi0 ≤ Mf and Mfi1 ≤ Mf .
Proof. The first inequality follows immediately from our definition since
Mfi0 = max fi0 (aj ) − fi0 (∅) = max f (aj ) − f (∅) ≤ Mf .
j6=i

j6=i

For the second inequality we use submodularity as follows
Mfi1 = max fi1 (aj ) − fi1 (∅) = max f ({aj ∪ ai }) − f (ai )
j6=i

≤
|{z}

j6=i

max f (aj ) − f (∅) = Mf .
j

sub-modularity

J
We are now ready for the proof of Theorem 14.
Proof of Theorem 14. The proof is by induction on the size of S.
Base case. Let S = {a1 }, P = {p1 } we have that
E[f (X)] = p1 f (a1 ) + (1 − p1 )f (∅),
and
2

Var[f (X)] = E[f (X)2 ] − E2 [f (X)] = p1 f 2 (a1 ) + (1 − p1 )f 2 (∅) − p1 f (a1 ) + (1 − p1 )f (∅)





= p1 (1 − p1 ) f (a1 ) − f (∅)

2





≤ Mf p1 (1 − p1 ) f (a1 ) − f (∅) .
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It is left to prove that E [f (X) − f (∅)] ≥ p1 (1 − p1 ) f (a1 ) − f (∅) , and indeed we have
that




E [f (X) − f (∅)] = p1 f (a1 ) − f (∅) ≥ p1 (1 − p1 ) f (a1 ) − f (∅) .
Inductive Step. Assume the lemma holds for sets of size ` and any submodular function f
and probabilities P . For a set S with ` + 1 elements and a submodular function f over S.
Let j ≤ i be an arbitrary index.
From the total variance formula in Lemma 13 we know that

2
Var[f (X)] = pj V1j + (1 − pj )V0j + pj (1 − pj ) E1j − E0j ,
(12)
where E1j = E[fj1 (X−j )], E0j = E[fj0 (X−j )], V1j = Var[fj1 (X−j )], and V0j = Var[fj0 (X−j )].
By applying the induction hypothesis to S−j with probabilities P−j and |S−j | = ` and
fj0 and fj1 we get that




V0j ≤ Mfj0 E0j − fj0 (∅)
≤
Mf E0j − f (∅) ,
|{z}
Lemma 16

and


V1j ≤ Mfj1 E1j − fj1 (∅)

≤
|{z}



Mf E1j − f (aj ) .

Lemma 16

Substituting these bounds in Equation (12) we get that
 1

 0


Var[f (X)] ≤ pj Mf Ej − f (aj ) + (1 − pj )Mf Ej − f (∅) + pj (1 − pj ) E1j − E0j



= Mf pj E1j + (1 − pj )E0j − f (∅) + pj (1 − pj ) E1j − E0j







2

Mf E[f (X)] − f (∅) + pj (1 − pj ) E1j − E0j



=
|{z}







2

− pj Mf f (aj ) − f (∅)

2





− pj Mf f (aj ) − f (∅)



total expectation

≤









Mf E[f (X)] − f (∅) + pj Mf f (aj ) − f (∅) (1 − pj ) − 1



|{z}

Lemma 15

≤ Mf [E[f (X)] − f (∅)].

A.2

J

Properties of Reduced Diffusion Models

We establish some properties of reduced independent SDMs that are needed for our upper
bound.
We first show that influence values of nodes in a reduced model can only be lower than
respective values in the original model:
I Lemma 17. Let G 0 (V \ T, H 0 ) be a reduction of a model G(V, H).
For all v ∈ V \ T and t ≥ 0, ItG 0 (v) ≤ ItG (v).

(13)

Proof. Note that G 0 is obtained from G by removing nodes. Therefore respective reachability
sets given φ are such that those in G 0 can only be subsets of those in G:
ReachG 0 (v, φ0 ) ⊂ ReachG (v, φ).
Then from monotonicity and submodularity of H we get
H 0 (ReachG 0 (v, φ0 )) ≤ H 0 (ReachG (v, φ)) ≤ H(ReachG (v, φ)).
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(second inequality follows from monotonicity and submodularity of H so that for all A ⊂ V \T ,
H 0 (A) ≤ H(A).) Therefore,
ItG 0 (v) = E[VReachtG 0 (v)] ≤ E[VReachtG (v)] = ItG (v).

J

A convenient property is that reduction preserves strong monotone submodularity:
I Lemma 18. A reduction of a strongly monotone submodular model is also strongly monotone
submodular.
Proof. A reduced model with respsect to T2 of a reduced model of G with respect to T1 is a
reduced model of G with respect to T1 ∪ T2 . Also note that the reduced utility function H 0
is also monotone and submodular.
J
We next show that IC or IGT models with submodular utility are closed under reduction:
I Theorem 19. IC and IGT models with submodular utility are strongly submodular SDMs.
Proof. We first show that IC/IGT models are independent SDMs. In the introduction we
expressed IC and IGT models as SDMs: A live-edge model is expressed as an SDM using
φv (T ) = 1 if and only if there is an edge from a node in T to v. The model is independent if
for all v the edges incoming to v are independent of all other edges. In IC models all edges
are independent and hence IC models are independent SDMs. Recall (from the Introduction)
that an IGT model is expressed as an SDM using φv (T ) := Indicator(θv ≤ fv (T )). In an IGT
model the thresholds θv are independent random variables, and hence φv are independent.
Hence, an IGT model is an independent SDM. Submodularity of influence when utlity is
submodular is established for IC models in [31] and for IGT models in [35].
Reduction of any model preserves submodularity of the utility and in particular this holds
for reduced IC/IGT models. What remains to show is that a reduced IC/IGT model is also
an IC/IGT model (respectively). This would conclude the proof of strong submodularity
since any IC and IGT models with submodular utility has a submodular influence functions.
To establish this remaining claim we consider IC/IGT models and express the reduction
in terms of the activation functions as one in terms of the respective family of models.
We first consider IC models. The reduced IC model G 0 (V \ T, E \ (V × T ∪ T × V ) is
obtained from G(V ) by deleting the nodes T and their incident edges and keeping pe on
remaining edges. This is clearly an IC model. It remains to show that this is equivalent to
the reduction of the distribution of activation functions. The conditioning that φv (T ) = 0
is equivalent to live-edge set E with no edges from T to V . For such edge set for any
S ⊂ V \ (T ∪ {v}) we have φ0v (S) = φv (S ∪ T ) = φv (S) which corresponds to E having at
least one edge from S to v. From independence of edges, the conditional distribution is also
independent and retains the same inclusion probabilities.
We next consider IGT models. The reduction G 0 (V \ T, {fv0 }) in terms of activation
functions distribution is equivalent to functions is equivalent to modifying the functions so
that
fv0 (S) := fv (S ∪ T ) − fv (T ).
The reduced model is clearly an IGT model. The conditioning that φv (T ) = 0 means that
θv > fv (T ). Therefore, the conditional distribution of θv provided it was not activated in the
first step is uniform on [fv (T ), 1]. The probability that θv > fv (S ∪ T ) given this conditioning
is equal to the probability that θv0 > fv (S ∪ T ) − fv (T ) = fv0 (S).
J
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Let G(V, H) be a τ -stepped diffusion model. We denote by MτG (T̄ ) the maximum influence of
a single node in G that is not included in T :
MτG (T̄ ) = max IτG (v)
v∈V \T

As before, we omit G if it can be understood from the context. We prove the following
theorem which is a restatement of Theorem 2.
I Theorem 20. Let G(V, H) be a strongly submodular SDM. Then for any τ ≥ 0 and a set
of nodes T ⊂ V :
Var[Rτ (T )] ≤ τ Mτ −1 (T̄ )Iτ (T ).
The remaining part of this Subsection contains the proof of the Theorem.
Let T be a set of nodes, and let
N (T ) = {v ∈ V \ T | Pr[φv (T ) = 1] > 0}
be the nodes that have nonzero probability to be activated if T is active. For the special case
of IC models, N (T ) = {v ∈
/ T | ∃(u, v) ∈ E, u ∈ T } is the set of outgoing neighbors of T .
We first consider the case where N (T ) is empty. In this case, Reachτ (T ) = T for all
τ ≥ 0. Therefore, Var[Rτ (T )] = 0, Iτ (T ) = H(T ) ≥ 0, and Mτ −1 (T̄ ) = 0 and the claim holds.
We now assume that N (T ) is not empty and give a proof by induction on τ .

A.3.1

Base case (τ = 1)

Let
pv := Pr[φv (T ) = 1]
be the probability that node v is activated in step 1 provided that the set of nodes T was
active at step 0. From independence of the model, the events of activating different nodes
v ∈ N (T ) at step 1 are independent. We have that the set of nodes that is active at step 1 is
a random subset S of N (T ) with probabilities {pv } as defined in Subsection A.1. Moreover,
from monotonicity and submodularity of H, the function f (S) := H(T ∪ S) − H(T ) is
monotone and submodular with f (∅) = 0. We can therefore apply Theorem 14 to bound the
variance of f (S):
Var[f (S)] ≤ Mf E[f (S)].

(14)

We now note that
E[f (S)] = E[H(T ∪ S)] − H(T ) = I1 (T ) − I 0 (T )
and
Var[f (S)] = Var[H(T ∪ S)] = Var[R1 (T )].
For all v ∈ N (T ) we have f (v) = H(T ∪ {v}) − H(T ) ≤ H(v) = I0 (v). Therefore
Mf := max f (v) ≤ max I0 (v) = M 0 (T̄ ).
v∈N (T )

v∈N (T )

Substituting in (14) we obtain the claim
Var[R1 (T )] ≤ M 0 (T̄ )I1 (T ).
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A.3.2

Inductive step

We define ReachtG (T | A) to be the random variable that is the t-steps reachability of T
in a diffusion on G seeded with T that is conditioned on the event that exactly the nodes
A ⊂ N (T ) (and no other nodes) are activated in step 1. Equivalently, we condition on φ such
that for v \ (T ∪ A), φv (T ) = 0 and for v ∈ A, φv (T ) = 1. We respectively define RtG (T | A)
to be the random variable H(ReachtG (T | A)). From definition, we have
X

ItG (T ) =

Pr[Reach1G (T ) = A ∪ T ]E[RtG (T | A)] = EA E[RtG (T | A)] .

(15)

A⊂N (T )

We consider the reduced model G 0 of G with respect to T and show that the conditioned
t ≥ 1 steps diffusion from T in G is equivalent to the unconditioned t − 1 steps diffusion from
A in G 0 :
I Lemma 21. For any A ⊂ N (T ) and t ≥ 1, the random variables Reacht−1
G 0 (A) and
ReachtG (T |A) \ {T } have identical distribution overs subsets. The random variables Rt−1
G 0 (A)
t
and RG (T |A) − H(T ) have identical distributions over values.
Proof. We first consider t = 1. For a draw of conditioned activation functions we have
Reach1G (T |A) = T ∪ A. By definition, we also have Reach0G 0 (A) = A and the claim holds.
We next consider t > 1. We first observe that in both situations, (i) the reduced model
G 0 when seeded with A and (ii) the conditioned diffusion in G seeded with T such that the
nodes A are activated in the first step, the progression is determined only by the activation
functions on the nodes V \ (T ∪ A) .
We next argue that the distribution of activation functions projected on the nodes
V \ (T ∪ A) is the same in both situations. From independence of G it suffices to consider
separately the activation functions of each node. From definition of a reduced model, we
draw for each v ∈ V \ T , φv ∼ G conditioned on φv (T ) = 0. This is exactly what we get for
the conditioned diffusion in G.
We can thus match the supports (sets of activations functions) in both situations so
that φ and φ0 are matched when the projections on V \ (T ∪ A) is the same. The starting
points are at steps 0 of the reduced model and step 1 of the conditioned process is A, the
progression of new activations is thus the same. Therefore, for any step t ≥ 1,
0
ReachtG (T | A, φ) \ T = Reacht−1
G 0 (A, φ )

and the first claim follows.
For the second claim, note that RtG (T |A) = H(ReachtG (T |A)) and thus
t−1
t−1
0
t
Rt−1
G 0 (A) = H (ReachG 0 (A)) = H(ReachG 0 (A) ∪ T ) − H(T ) = H(ReachG (T |A)) − H(T )

J

where the equalities are those of distributions.

As immediate corollaries we can relate expectations and variance of as follows:


IτG−1
(A) = E[RτG−1
(A)] = E[H 0 (ReachτG−1
(A))] = E H(ReachτG (T |A)) − H(T ) (16)
0
0
0
=
Var[RτG−1
(A)]
0

E[RτG−1 (T |A)] − H(T ).

=

Var[H 0 (ReachτG−1
(A))] = Var[H 0 (ReachτG (T |A) \ {T })]
0

=

Var[H(ReachτG (T |A))

− H(T )] =

Var[H(ReachτG (T |A))]

(17)
=

Var[RτG (T |A)]

.
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Total Variance

We define the random variable A to be the subset of N (T ) which is activated after the first
step. Note that A is a random subset of N (T ) using probabilities pv for v ∈ N (T ) as defined
in Section A.1. By the total variance formula we get that
Var[RτG (T )] = VarA [E[RτG (T |A)]] + EA [Var[RτG (T |A)]].

(18)

We bound the total variance by separately bounding the two terms.

A.3.2.2

Bound on the first term of the total variance

We consider the reduced model G 0 with respect to T and a restriction of the influence function
IτG−1
to the domain that is subsets A ⊆ N (T ):
0
f (A) := IτG−1
(A).
0
From Lemma 21, this function represents the expected marginal utility value of nodes which
are not in T that are activated after τ steps if we activate T at step 0 and the set A at step
1.
We first observe that f is monotone and submodular. This because strong monotone
submodularity of our model implies that the reduced model is also strongly monotone and
submodular, and a restriction of a monotone and submodular function is also monotone and
submodular. We establish two helpful properties of f . First,
f (∅) = 0 ,

(19)

which holds for any influence function. Second, using Lemma 17 we obtain
max f (v) ≤ max IτG−1 (v) ≤ Mτ −1 (T̄ ) .
|{z} v∈N (T )

(20)

v∈N (T )

(13)

We are now ready to bound the first term of the total variance (18). Our monotone
submodular function f and the random subset A using probabilities pv satisfy the conditions
of Theorem 14.
VarA [E[Rτ (T |A)]] = VarA [f (A) + H(T )] = VarA [f (A)]

≤

( max f (v))EA [f (A) − f (∅)]

v∈N (T )
Theorem 14
Mτ −1 (T̄ ) (IτG (T ) − H(T ))

|{z}

Mτ −1 (T̄ )EA [E[Rτ (T |A) − H(T )]] =

≤

|{z}

(19), (20)

(21)

A.3.2.3

Bound on the second term of the total variance

We next bound the second term of (18) which is the expectation of the variance conditioned
on A:
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EA [Var[RτG (T | A)]] =

X

Pr[A = S] Var[RτG (T | S)]

S⊂N (T )

=

X

Pr[A = S]E[RτG (T | S) − H(T )]

S⊂N (T )

≤ max
S⊂N (T )

Var[RτG (T | S)]
E[RτG (T | S) − H(T )]

X

S⊂N (T )

(IτG (T ) − H(T )) max

Var[RτG (T | S)]
E[RτG (T | S) − H(T )]

Var[RGτ −1
0 (S)]

S⊂N (T )

(15),(16),(17)

= (IτG (T ) − H(T ))

Pr[A = S]E[RτG (T | S) − H(T )]

S⊂N (T )

= EA [E[RτG (T | A) − H(T )]] max
=
|{z}

Var[RτG (T | S)]
E[RτG (T | S) − H(T )]

I[RτG−1
0 (S)]

0
Var[RGτ −1
0 (S )]

(22)

0
I[RτG−1
0 (S )]

Where we take
Var[RτG−1
(S)]
0

S 0 = arg max
S⊂N (T )

I[RτG−1
(S)]
0

to be the subset that maximizes the ratio.
Using the induction hypothesis on (τ − 1)-stepped influence we get
Var[RτG−1
(S 0 )] ≤ (τ − 1)MτG−2
(S̄ 0 )I[RτG−1
(S 0 )].
0
0
0

(23)

We now relate the maximum influence of nodes in the original and reduced models:
MτG−2
(S̄ 0 ) =
0

max

v∈V \(T ∪S 0 )

IτG−2
(v) ≤
max
Iτ −2 (v) ≤ MτG−2 (T ∪ S 0 ) ≤ MτG−1 (T̄ ).
0
|{z} v∈V \(T ∪S 0 ) G

(24)

(13)

From (22) using (23) and (24) we obtain


EA [Var[Rτ (T |A)]] ≤ IτG (T ) − H(T ) (τ −1)MτG−2
(S̄ 0 ) ≤ IτG (T ) − H(T ) (τ −1)MτG−1 (T̄ ) .
0
|{z}
|{z}
(23)

(24)

(25)

A.3.2.4

Combining the bounds of the first and second terms

The claim of the Theorem follows using total variance (18) and the bounds on the first term
(21) and second term (25).

B

Variance lower bound construction

I Lemma 22. Let G be complete binary tree where each edge has probability 12 and let
Ph(u)−1 2
h(u) be the height of the node u. Then, Iτ (u) = h(u) and Var[Rτ (u)] = 12 i=0
i =
(h(u)−1)h(u)(2h(u)−1)
.
12
Proof. By induction on the height of the of the node.
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Base step (h(u) = 1). It is clear that I1 (u) = 1 and Var R1 (u) = 0 since u is a leaf.
Inductive step. u has two neighbors and each is reached with probability 21 . Let v1 and v2
be the neighbors of u and let X1 , X2 be random variables that indicate if (u, v1 ), (u, v2 )
were activated respectively. The variables X1 , X2 are Bernoulli random variables with
p = 12 , hence, E[X1 ] = E[X2 ] = 12 and Var[X1 ] = Var[X2 ] = 14 . Since the graph is a tree,
the reachabilities of v1 and v2 are independent random variables, so we can simply write:
Rτ (u) = 1 + X1 Rτ −1 (v1 ) + X2 Rτ −1 (v2 )
The variable Rτ −1 (v1 ) and Rτ −1 (v2 ) are identical and X1 , Rτ −1 (v1 ) and X2 , Rτ −1 (v2 ) are
independent random variables, Thus,
1
Iτ (u) = E[Rτ (u)] = 1 + E[X1 ]E[Rτ −1 (v1 )] + E[X2 ]E[Rτ −1 (v2 )] = 1 + 2 E[Rτ −1 (v1 )]
2
=
|{z}

1 + h(u) − 1 = h(u)

induction’s hypothesis

The computation of the variance is similar:
Var[Rτ (u)] = Var[X1 Rτ −1 (v1 )] + Var[X2 Rτ −1 (v2 )] = 2 Var[X1 Rτ −1 (v1 )]
For two independent random variables A, B holds that: Var[AB] = Var[A] Var[B] +
Var[A]E2 [A] + Var[B]E2 [B], we have that:

Var[Rτ (u)] = 2 Var[X1 ] Var[Rτ −1 (v1 )] + Var[X1 ]E2 [Rτ −1 (v1 )] + Var[Rτ −1 (v1 )]E2 [X1 ]


1
1
1
=2
Var[Rτ −1 (v1 )] + E2 [Rτ −1 (v1 )] = Var[Rτ −1 (v1 )] + (h(u) − 1)2
2
4
2
=
|{z}

induction’s hypothesis

h(u)−1
1 X 2
(h(u) − 1)h(u)(2h(u) − 1)
i =
.
2 i=0
12

I Theorem 23. There is a model G and a set of nodes T such that

J
Var[Rτ (T )]
Mτ (T̄ )Iτ (T )

≥

τ
12 .

Proof. Lemma 22 shows that for every node u ∈ G, Iτ (u) = h(u) and Var[Rτ (u)] =
(h(u)−1)h(u)(2h(u)−1)
. It follows that the root r has the largest influence Iτ (r) = τ and
12
−1)
Var[Rτ (u)] = (τ −1)t(2τ
, Furthermore Mτ (r̄) = τ − 1 since the nodes of the largest influence
12
in V \ r are the children of r. We conclude that:
Var[Rτ (r)]
(τ − 1)τ (2τ − 1)
2τ − 1
τ
=
=
≥
.
Mτ (r̄)Iτ (r)
τ (τ − 1)12
12 |{z} 12

J

τ ≥1

C

Greedy Optimization with an Approximately Submodular Oracle

In this section we present the proof of Lemma 10. We show that our approximation guarantees
imply that the application of greedy on F̂ generates a sequence that is an approximate greedy
sequence (in the sense of Lemma 24) with respect to F .
We first state a helpful Lemma [14] that establishes that it suffices that F̂ (u | S) to
approximate the marginal contributions
F (u | S) := F (S ∪ {u}) − F (S)
.
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I Lemma 24 ([14]). Given a monotone submodular function F , an approximate greedy
algorithm that for some  ∈ [0, 1) selects at each step an element u such that F (u | S) ≥
(1 − ) maxv F (v | S) has approximation ratio ≥ (1 − (1 − 1/s)s )(1 − ).
Proof. It is easy to see that the approximation ratio of -approximate greedy is 1 − (1 − (1 −
)/s)s . It therefore suffices to establish that this expression is larger than (1−(1−1/s)s )(1−)
for  ∈ [0, 1]. Equivalently, we need to show that for all s ≥ 2 and x ∈ [0, 1]
(1 − (1 − x)/s)s − (1 − x)(1 − 1/s)s − x ≤ 0 .
This follows from equality holding for x = 0 and x = 1 and the function being concave up
(second derivative is positive).
J
Proof of Lemma 10. Consider a monotone non-negative F̂ that is a uniform A -approximation of a monotone non-negative F with A = (1−)
14s . By definition of -approximation (see
Section 3.5), F̂ (T ) − F (T ) ≥ A max{F (T ), OPT1 (F )} for all S with |S| ≤ s. Therefore,
F̂ (S) − F (S)


≤
F (S)
14s


if F (S) ≤ (1 − )OPT1 (F ) then F̂ (S) ≤ 1 −
OPT1 (F ) .
2
if F (S) ≥ (1 − )OPT1 (F ) then

(26)
(27)

Inequality (26) follows immediately when F (S) ≥ OPT1 (F ) because the relative error is

at most A ≤ 14s
. For (1 − )OPT1 (F ) ≤ F (S) < OPT1 (F ) we have absolute error being

at most A OPT1 (S) which is a relative error of at most A /(1 − ) ≤ 14s
. Inequality (27)
follows from the absolute error being at most A OPT1 (F ) and A ≤ /2.
We establish that these conditions imply that greedy on F̂ on the prefix of the greedy
sequence where F (S) ≤ 43 OPTs (F ) is actually approximate greedy (as in the conditions of
Lemma 24) with respect to F . Note that 1 − (1 − 1/s)s ≥ 3/4 for s ≥ 2 and thus the prefix
restriction does not limit generality. The claim will then follow from Lemma 24.
For s = 1, it follows from Equations (26) and (27) , that the first element of a greedy

sequence with respect to F̂ , arg maxu F̂ (u), satisfies F̂ (u) ≥ (1 − 14
)OPT1 (F ). Therefore
from the second iteration and on, we have a set S for which the relative error bounds in
Equation (26)) applies.
We consider the marginal contributions F (u | S) for any node u. We have

|F̂ (S) − F (S)| ≤
F (S)
14s


|F̂ (S ∪ {u}) − F (S ∪ {u})| ≤
F (S ∪ {u}) =
(F (S) + F (u | S)) .
14s
14s
We use these inequalities to bound the absolute error of (any) marginal influence estimate by
F̂ (u | S) − F (u | S)

=

F̂ (S ∪ {u}) − F̂ (S) − F (S ∪ {u}) + F (S)

≤

F̂ (S ∪ {u}) − F (S ∪ {u} + F̂ (S) − F (S)


F (S) +
F (u | S) .
7s
14s

≤

(28)

We now consider the node v = arg maxu∈V F (u | S) with maximum marginal contribution
to S with respect to F and its contribution value
∆ := F (v | S) ≥

1
(OPTs − F (s)) .
s
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Thus, when F (S) ≤ 34 OPTs ,
∆≥

1
F (S).
3s

(29)

By applying (28) to v we get that
F̂ (v | S) ≥ ∆ −



F (S) −
∆
7s
14s

Therefore the node v 0 = arg maxv F̂ (v 0 | S) with maximum marginal contribution
according to F̂ satisfies
F̂ (v 0 | S) ≥ F̂ (v | S) ≥ ∆ −



F (S) −
∆.
7s
14s

By using (28) again, substituting (29), and using that fact that s ≥ 2:


F (v 0 | S) ≥ ∆ − 2 F (S) − 2
∆
7s
14s
1
6
≥ ∆ − ∆( + ) ≥ ∆ (1 − ) .
7s 7

(30)
(31)

Therefore, the greedy sequence according to F̂ is an approximate greedy sequence
according to F and satisfies the conditions of Lemma 24. Therefore the resulting sequence
yields an approximation ratio at least (1 − (1 − 1/s)s )(1 − ).
J

D

Greedy for Live-Edge Models

Proof of Theorem 12. For the first bound, we explicitly maintain for each node u ∈ V , for
each pool, the reachability set of u in the simulations of the pool (and its cardinality). The
dominant term in the cost of computation is performing a BFS from each node in each of
the r` simulations that is truncated at distance τ . The total computation time is
n
O(r`mn) = O(−2 s3 c ln
mn) ,
(32)
δ
where
m=

r
`
1 XX
|Eij |
`r i=1 j=1

P
is the average number of edges per simulation. For an IC model, E[m] = e∈E pe . When
a node u is selected into the seed set we remove all nodes in its reachability set from
the reachability sets of all other nodes. The removal cost can be “charged” to the initial
reachability computation.
The dependence of the computation time on the graph size can be improved by using
combined reachability sketches [10, 14, 15, 11] instead of maintaining the reachability sets
explicitly (see Section 5.1). The sketch size needed in order to provide the required accuracy
of O(/s) (as in Theorem 10) uniformly for all subsets of size at most s is k = O(−2 s3 ln n).
We compute a sketch for each node in each of the r pools, so in total we have rn node sketches.
P
The construction time of these sketches has a term ij |Eij | = r`m linear in the total size
of simulations and a term for sketch constructions which is a product of the number of pools
r and the construction time for each pool. The per-pool construction time is as described
in Section 5.1 and is bounded by k (sketch size) visits for each node, each involving reverse
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traversals of incoming edges of the node in some simulation. The per-pool construction time
P
for an IC model is O(k(n + e pe )) in expectation. The time with arbitrary simulations
P
for pool i is O(k(n + v maxj dv (Eij ))). In total over all pools, the construction time is
P
dominated by O(r(`m + k(n + m∗ )), where m∗ = v maxij dv (Eij ) for arbitrary simulations
P
and m∗ = e pe for simulations generated by an IC model.
The sketches improve the computation time of greedy. Each iteration of greedy uses
the (precomputed) union sketch of the current seed set S in each pool. It then examines
the sketches of each v ∈ V to compute the estimate of the averaging oracle Â(S ∪ {v}) in
each pool. This operations takes O(knr) in total for the iteration. Therefore s iterations of
greedy maximization takes O(knrs) using the sketches. Combining the construction cost of
the sketches using r = O(s ln nδ ) and ` = O(−2 s2 c) and the greedy implementation over the
sketches we obtain a total bound on the computation time of
O(r`m + kr(m∗ + ns)) = O(r(`m + k(m∗ + ns)))
n
= O(s ln (−2 s2 cm + −2 s3 (m∗ + ns) ln n)
δ
n
−2 3
= O( s ln (cm + s(m∗ + ns) ln n)) .
δ

E

J

Optimization with Adaptive Sample Size

The pseudocode for our wrapper is provided in Algorithm 1. The inputs to the wrapper
are a base algorithm A and two constructions of oracles from sets of simulations. The first
construction produces an oracle, Fˆv , that we use for validation. The second construction
produces oracles, F̂x , that are provided as input to A to perform the optimization. The
oracles provide an approximation of our influence function Iτ (S) with non-uniform guarantees.
For specified (, δ) we use the expressions rv (, δ) or rx (, δ) for the number of simulations
required to obtain (, δ) guarantees (in the sense of Section 3.5). This gives us a relation
between , δ, and a number of simulations. When constructing an oracle with a given number
of simulations r and a specified , we can determine the confidence δ we have from  and r.
The oracles that we consider have the property that for a fixed , δ decreases at least linearly
with the number of simulations. (i.e., when we double the number of simulations δ decreases
by at least a factor of 2.)
The wrapper first determines an upper bound (dlog2 M/rx (, δ)e) on the maximum
number of iterations it performs (based on the initial number and the simulation budget) and
constructs a validation oracle that provides guarantees for a small number of sets (queries)
which equals this maximum number of iterations. It then starts with a set R of rx (, δ)
simulations that suffice for the oracle F̂x to provide (non-uniform) (, δ) approximation
guarantees. The wrapper repeats the following: It constructs an “optimization” oracle F̂x
using the set of simulations R and applies A over F̂x to obtain a set T . The wrapper
terminates when F̂v (T ) is close to F̂x (T ) or when our simulation budget of M is exceeded.
Otherwise, we double the number of simulations in our set R and repeat.
The wrapped algorithm A can be an exact or approximate optimizer. It is applied to the
oracle function and therefore its quality guarantees are with respect to how well the oracle
value F̂x (T ) of the output set T approximates the oracle optimum maxS||S|≤s F̂x (S). The
wrapper extends the approximation guarantees that A provides (with respect to the oracle)
to a guarantee with respect to the influence function while avoiding the worst-case number
of simulations needed for a uniform approximation.
We first establish some basic properties.

G. Sadeh, E. Cohen, and H. Kaplan

29:29

Algorithm 1 Optimization Wrapper.

Input: (i) Two oracle constructions from simulations: Fˆv (validation) and Fˆx (optimization)
that with rv (, δ) (resp., rx (, δ)) simulations provide (, δ) guarantees. (ii) An
optimization algorithm A that applies to the optimization oracle Fˆx and returns a
subset. (iii) M : Bound on maximum number of simulations. (iv) Parameters  > 0
and δ > 0.
r ← rx (, δ)
// #simulations for Fˆx to provide (, δ) guarantees
// Build validation oracle
δv ← dlog δM/r)e ; rv ← rv (, δv )
// #simulations for validation oracle
2
ˆ
Fv ← validation oracle from rv i.i.d simulations that provides (, δv ) guarantees
R ←⊥
// Initialize set of i.i.d simulations for optimization
repeat
Add r fresh i.i.d simulations to set R
F̂x ← optimization oracle from simulations R that provides (, ∗) guarantees // * determined
by |R|
T ← A(Fˆx )
// Optimize over the oracle
ˆx (T ) then
if Fˆv (T ) ≥ (1−2)
F
1+
return T , Fˆv (T )
else
r ← 2r
until |R| + rv > M

I Lemma 25. Let S be a set with maximum influence (with Iτ (S) = OPTτs ). With
probability at least 1 − 2δ, all the optimization oracles Fˆx constructed by the wrapper have
(1 − )OPTτs ≤ Fˆx (S) ≤ (1 + )OPTτs .
Proof. The probability that (1 − )OPTτs ≤ Fˆx (S) ≤ (1 + )OPTτs fails for the first oracle
is at most δ. The number of F̂x uses simulations doubles in each iteration and all our
constructions are such that the confidence parameter δ decreases at least linearly with the
number of simulations. We therefore obtain that the sequence of failure probabilities for
(1 − )OPTτs ≤ Fˆx (S) ≤ (1 + )OPTτs is geometric and sums up to at most 2δ.
J
As an immediate corollary we obtain:
I Corollary 26. Under the conditions of Lemma 25, the oracle optimum in all iterations
satisfies
max Fˆx (T ) ≥ (1 − )OPTτs .

T ||T |≤s

The following is immediate from the construction of the validation oracle.
I Lemma 27. With probability at least 1 − δ, the validation oracle has relative error at most
 on all tests in which the input set T is such that Iτ (T ) ≥ OPTτ1 and absolute error at
most OPTτ1 otherwise.
Proof. The wrapper performs at most dlog2 M/re iterations before it stops, in each iteration
the validation oracle fails to provide an -approximation with probability at most δv . Therefore, by union bound, the probability that the algorithm fails to provide an -approximation
in at least one round is at most δv dlog2 M/re ≤ δ.
J

ITCS 2020

29:30

Sample Complexity Bounds for Influence Maximization

I Lemma 28. Assume that our data and our optimization oracle with r or more simulations,
are such that with probability at least 1 − δ, the optimum of the oracle is an approximate
optimizer, that is:
(1 + )OPTτs ≥ max Fˆx (S) ≥ (1 − )OPTτs

(33)

Iτ (arg max Fˆx (S)) ≥ (1 − )OPTτs

(34)

S||S|≤s

S||S|≤s

and assume that the algorithm A returns the oracle optimum. Then with probability at least
1 − 5δ, the wrapper terminates after at most 2 max{r, rx (, δ)} + rv simulations and returns
T such that Iτ (T ) ≥ (1 − 5)OPTτs .
Proof. First we show that the wrapper returns a set T with the required properties with
probability at most 1 − 3δ and then we show that the number of iterations the wrapper does
before it stops is smaller than M with probability of at most 1 − 2δ.
From Lemma 25, with probability at least 1 − 2δ in all iterations A returns T for
ˆ
which Fˆx (T ) ≥ (1 − )OPTτs . The validation succeeds only if Fˆv (T ) ≥ (1−2)
1+ Fx (T ) ≥
(1−)(1−2)
OPTτs .
1+

From Lemma 27 with probability at least 1 − δ in all iterations we have

Fˆv (T ) ≤ max{(1 + )Iτ (T ), Iτ (T ) + OPTτ1 } .
Therefore, with probability 1 − 3δ the set T returned by the wrapper satisfies
(1 − )(1 − 2)
OPTτs ≤ max{(1 + )Iτ (T ), Iτ (T ) + OPTτ1 } .
1+
If (1 + )Iτ (T ) > Iτ (T ) + OPTτ1 then Iτ (T ) ≥ (1−)(1−2)
OPTτs ≥ (1 − 5)OPTτs .
(1+)2


Otherwise, we have that Iτ (T ) ≥ (1−)(1−2)
−  OPTτs ≥ (1 − 5)OPTτs .
1+
We have to show that with probability at least 1 − 2δ within 2 max{r, rx (, δ)} + rv
simulations the wrapper returns such a set T to finish the proof. Consider the first iteration
where |R| ≥ r. By Equations (33) and (34) with probability at least 1 − δ we have that
Iτ (T ) ≥ (1 − )OPTτs and (1 + )OPTτs ≥ Fˆx (T ) ≥ (1 − )OPTτs .By Lemma 27 we have
that with probability at least 1 − δ, the validation oracle satisfies that Fˆv (T ) ≥ (1 − )Iτ (T )
or Fˆv (T ) ≥ Iτ (T ) − OPT1s ≥ Iτ (T ) − OPTτs . By the last two statements we have that
with probability of at least 1 − 2δ:
(1 − 2)
Fˆv (T ) ≥ (1 − )Iτ (T ) ≥ (1 − )2 OPTτs ≥ (1 − 2)OPTτs ≥
F̂x (T )
1+
or
(1 − 2)
F̂x (T ).
Fˆv (T ) ≥ Iτ (T ) − OPTτs ≥ (1 − 2)OPTτs ≥
1+

J

Theorem 8, which we restate below to provide reading fluency, now follows as a corollary.
I Theorem 29 (Theorem 8). Suppose that on our data the averaging (respectively, medianof-averages) oracle F̂ has the property that with r simulations, with probability at least 1 − δ,
the oracle optimum T := arg maxS||S|≤s F̂ (S) satisfies
Iτ (T ) ≥

(1 − )OPTτs .
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Then with probability at least 1 − 5δ,
when using 2 max{r, r(, δ)} +
O −2 c ln 1δ + ln ln ln nδ + ln s
simulations with
the
median-of-averages oracle and

2 max{r, r(, δ)} + O −2 c ln 1δ + ln ln ln nδ + ln n
simulations with the averaging oracle,
the wrapper outputs a set T such that Iτ (T ) ≥ (1 − 5)OPTτs .
Proof of Theorem 8. We analyze here the number of simulations required using the averaging oracles and the median-of-averages oracles, in both
 cases we use median-of-averages
oracles for validation. In both cases rv = r(, δv ) = O −2 c log δ1v , where δv = dlog δ M e .
2 rx

By Lemma 28 the number of simulations is at most 2 max{r, rx (, δ)} + rv . M and rx get
different values for each oracle.
Median-of-averages oracles analysis. We have that rx = O(−2 c ln δ −1 ) by Lemma 6 and
we set M = O(−2 cs ln nδ ) by Theorem 7. Simple calculation shows that:
n

s ln
dln ln 1δ e
n 
1
1
δ
ln s + ln (ln ) .
=
≤
δv
δ
δ
δ

Therefore,




1
n
rv = O −2 c ln + ln ln ln + ln s
.
δ
δ

Averaging oracles analysis. We have rx = O(−2 cδ −1 ) and we set M = O −2 sn ln nδ
according to the respective worst-case guarantees on the number of simulations specified
in (1). A simple calculations shows:
δsn ln

dln
1
c
=
δv
δ

n
δ

e

≤


1
n
ln ln + 2 ln n
δ
δ

Therefore,




1
n
−2
rv = O  c ln + ln ln ln + ln n
.
δ
δ

J

We next consider cases where the algorithm A is approximate (may not return the oracle
optimizer). We assume in these cases that the optimization oracles F̂x when constructed
with a given
 number of simulations provide, with high probability, uniform -approximation
n
for all s subsets of cardinality at most s:
∀T such that |T | < s, F̂ (T ) − Iτ (T ) ≤  max{Iτ (T ), OPTτ1 } .
We first show that a very weak assumption on A suffices to guarantee termination with
good probability.
I Lemma 30. If the optimization oracle Fˆx when constructed with r or more simulations
provides uniform -approximation with probability at least 1 − δ, and the algorithm A returns
T such that Fˆx (T ) ≥ (1 − )OPTτ1 . Then with probability at least 1 − 2δ the wrapper will
terminate after using at most 2 max{r, rx (, δ)} + rv simulations.
Proof. Consider the first iteration where Fˆx is constructed using at least r simulations. Let
T be the set that A returns at this iteration. Since F̂x provides uniform -approximation we
have that Fˆx (T ) ≤ (1 + )Iτ (T ) with probability at least 1 − δ. Combining this with our
assumption we get that Iτ (T ) ≥ OPTτ1 and by Lemma 27 we have that with probability at
τ
τ
τ
least 1 − δ if Iτ (T ) ≥ OPTτ1 then F̂ (T ) ≥ (1 − )Iτ (T ) and if 1−
1+ OPT1 ≤ I (T ) ≤ OPT1
τ
then F̂v (T ) ≥ Iτ (T ) − OPTτ1 ≥ Iτ (T ) − (1+)
1− I (T ). Combining we obtain that F̂v (T ) ≥
1−2
J
1+ F̂x (T ), and thus the validation condition holds.
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We next consider algorithms A that guarantees some approximation ratio ρ.
I Theorem 31. Suppose that our optimization oracle when constructed with r or more
simulations provides uniform -approximation with probability at least 1 − δ. Assume now
that the algorithm A returns a set T such that
Fˆx (T ) ≥ ρ max Fˆx (S) .
S||S|≤s

Then, the set T returned by our wrapper satisfies Iτ (T ) ≥ ρ(1 − 5)OPTτs with probability of
at least (1 − 3δ).
Proof. Consider an optimal set S (with Iτ (S) = OPTτs ). By Lemma 25 with probability
at least 1 − 2δ all our oracles have (1 − )OPTτs ≤ Fˆx (S) ≤ (1 + )OPTτs are within
(1 ± )OPTτs . By the assumption, the sets T returned by A in all iterations have Fˆx (T ) ≥
ρ maxS||S|≤s Fˆx (S) ≥ ρ(1 − )OPTτs . When the wrapper stops we have that Fˆx (T ) ≤
1+ ˆ
ˆ
1−2 Fv (T ) and by Lemma 27 we have with probability at least 1 − δ that Fv (T ) ≤ max{(1 +
τ
τ
τ
)I (T ), I (T ) + OPT1 }.
Combining, we have that with probability at least 1 − 3δ,
ρ(1 − )OPTτs ≤ ρFˆx (S) ≤ Fˆx (T ) ≤

1+ ˆ
1+
Fv (T ) ≤
max{(1 − )Iτ (T ), Iτ (T ) + OPTτs }.
1 − 2
1 − 2

Now, a simple calculation shows that Iτ (T ) ≥ ρ(1 − 5)OPTτs .

J

We can prove now Theorem 9 (restated for reading fluency):
I Theorem 32 (Theorem 9). If the averaging oracle Â has the property that with ≥ r
simulations, with probability at least 1 − δ, it provides a uniform -approximation for 
all
subsets of size at most s, then with 2 max{r, r(, δ)} + O −2 c ln 1δ + ln ln ln nδ + ln n
simulations we can find in polynomial time a (1 − (1 − 1/s)s )(1 − 5) approximate solution
with confidence 1 − 5δ.
Proof. The averaging oracle is monotone and submodular [31] and therefore greedy can
efficiently recover a set T such that Fˆx (T ) ≥ (1 − (1 − 1/s)s ) maxS||S|≤S Fˆx (S).
By Lemma 30, the wrapper terminates using at most 2 max{r, rx (, δ)} + rv with probably
at least 1 − 2δ. Applying Theorem 31 with ρ = (1 − (1 − 1/s)s ), we get that Iτ (T ) ≥
(1 − (1 − 1/s)s )(1 − 5)OPTτs with probability at least 1 − 3δ. Hence, with probability at
least 1 − 5δ the wrapper applied with greedy finds (1 − (1 − 1/s)s )(1 − 5)-approximate
solution using 2 max{r, rx (, δ)} + rv simulations.
J

F

Variance Bounds for Dependent Models

In this section we provide a proof for Corollary 3. We consider a natural extensions of IC
models, b-dependence, that allow for some dependencies between edges and mixtures of IC
and IGT models. For these extensions, we establish upper bounds of the form (8) on the
variance of the reachability of a set of nodes.
We bound the variance by constructing for each dependent model a corresponding IC
model and then apply the variance upper bound established in Section A for IC models.
For mixture models we provide a generic derivation that bounds the variance of the
mixture by variance of components.
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b-Dependence Models

The first family we consider are b-dependence models, which we define as follows. We assume
that all edges with the same tail node are partitioned into disjoint groups where each group
is of size at most b. The edges of each group B are either all active together with probability
pB or none is active with probability 1 − pB . The special case where all groups are of size 1
corresponds to an IC model (where all edges are independent).
I Theorem 33. Let G be a b-dependence model for some b ≥ 1. For every set T we have
that:
Var[RτG (T )] ≤ 2bτ IτG (T ) max IτG (v)
v∈V \T

Proof. We construct an IC model G 0 from the given b-dependence model G. The model G 0 is
defined over the set of nodes V of G together with an additional set D of dummy nodes. The
construction has the properties that 2τ -step influence in G 0 from a set of nodes T ⊆ V is
equal to τ -stepped influence of T in G. Furthermore, the variances of the sizes of the 2τ -step
reachbility of T in G 0 is the same as the variance of the τ step reachability of T in G. The
influence of each dummy node in G 0 is at most b maxv∈V Iτ (v). The claim follows from these
properties and Theorem 2.
Here is a formal description of our reduction.
We start by putting in G 0 the set V of the nodes of G. Then for every group B =
{(u, v1 ), (u, v2 ), ..., (u, v` )} in G we do the following:
1. Add a new dummy node vB to G 0 , and add to G 0 the edge (u, vB ) and give it the probability
pB . We assign weight 0 to vB so that it does not contribute to the reachability of any set
of nodes.
2. we create edges (vB , vi ) for every 1 ≤ i ≤ `, each such edge has probability 1.
Let T ⊂ V be a set of nodes in G. It follows from our construction that for any set of
τ
nodes B ⊂ V the probability that R2τ
G 0 (T ) = B is the same as the probability that RG (T ) = B.
This implies that for any T ⊆ V
τ
I2τ
G 0 (T ) = IG (T ) ,

and
τ
Var[R2τ
G 0 (T )] = Var[RG (T )] .

Each dummy node is connected to at most k original nodes, hence, I2τ
G 0 (v) is bounded by
0
b maxv∈V I2τ
G 0 (v). By Theorem 20 it follows that for every set of nodes T in G :
2τ
2τ
Var[R2τ
G 0 (T )] ≤ 2τ IG 0 (T ) max IG 0 (v).
v∈V \T

Combining all these observations together, we get that
Var[RτG (T )] ≤ 2bτ IτG (T ) max IτG (v)
v∈V \T

J

This Theorem can be generalized to more complex dependencies. For example it holds
for any distribution on subsets of the outgoing edges from each node that we can realize by
a distribution on disjoint subsets where we draw each subset with certain probability, and
take the union of the subset which we draw.
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F.2

Mixture of IC and IGT Models

The second family of dependent models we consider is a mixture of IC and IGT models.
Consider a set of models Gi (V ) for i ∈ [r] and respective probabilities pi such that
Pr
i=1 pi = 1. We define a mixture model G(V ) as follows. To draw φ ∼ G, we first draw
i ∈ [r] according to probabilities pi and then return φ ∼ Gi .
We provide two proofs for the variance bound of the mixture. The first is direct and
applies to any mixture of models that satisfies the variance bound of Theorem 2), and in
particular to mixtures of strongly submodular SDMs. The second proof is specific to live-edge
models and based on a reduction to an IC model.
I Theorem 34. Consider a model G that is a mixture of r models Gi with probabilities pi
that satisfy the variance bound of Theorem 2. Then for all T ⊂ V ,
Var[RτG (T )] ≤

τ +1 τ
I (T ) max IτG (v)
v∈V
mini pi G

Proof. We first relate the influence of T in the mixture model to the influence of T in the
components.
IτG (T ) = E[RτG (T )] =

r
X

pi E[RτGi (T )] =

i=1

r
X

pi IτGi (T ) .

(35)

i=1

This holds to any set T and any τ . Therefore we also obtain the inequality
MτG (T̄ ) = max IGτ (v) = max
v∈V \T

v∈V \T

r
X
i=1

pi IτGi (v) ≤

r
X
i=1

pi max IτGi (v) =
v∈V \T

r
X

pi MτGi (T̄ ) .

(36)

i=1

It also follows that we can bound the influence values on the component by the respective
ones in the mixture: IτGi (T ) ≤ p1i IτG (T ) and thus
max IτGi (T ) ≤
i

max MτGi (T ) ≤
i

1
Iτ (T )
mini pi G
1
Mτ (T ) .
mini pi G

(37)
(38)

The random variable RτG (T ) can be expressed as a sum of of r products of random
variables:
RτG (T )

=

r
X

Xi RτGi (T ) ,

i=1

where Xi are Bernoulli with probabilities pi . The random variables {RτGi (T )} are independent
of each other and also are independent from (the joint distribution of) {Xi }. The variables
P
{Xi } have negative dependence as i Xi = 1 and thus the products Xi RτGi (T ) are also
negatively dependent and thus
X
Var[RτG (T )] ≤
Var[Xi RτGi (T )] .
i

We will instead bound the variance of a surrogate random variable
X
Y =
Xi RτGi (T )
i
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that has the same sum of products but with the variables {Xi } being independent of each
other and hence the products are also independent. We have
X
Var[Y ] =
Var[Xi RτGi (T )] ≥ Var[RτG (T )]
(39)
i

We next express the variance of each product using variance properties of the product of
two independent random variables. For i ∈ [r]:
Var[Xi RτGi (T )]

= Var[Xi ] Var[RτGi (T )] + E[Xi ]2 Var[RτGi (T )]2 + Var[Xi ]E[RτGi (T )]2
=

pi (1 − pi ) Var[RτGi (T )] + p2i Var[RτGi (T )] + pi (1 − pi )IτGi (T )2

=

pi Var[RτGi (T )] + pi (1 − pi )IτGi (T )2 .

Therefore, invoking Theorem 2 to bound the variance for each IC model Gi and then
using (37) and (38) and finally using (35) and (36) we get
Var[Y ]

=

r
X

pi Var[RτGi (T )] + pi (1 − pi )IτGi (T )2



i=1

≤

r
X

pi Var[RτGi (T )] +

i=1

≤
|{z}

Theorem 2

r
X

r
X

pi IτGi (T )2

i=1

pi τ MτG−1
(T̄ )IτGi (T ) +
i

i=1

r
X

pi IτGi (T )2

i=1

≤
|{z}

r
X
τ
1
τ
IτG (T )
pi MτG−1
(
T̄
)
+
I
(T
)
pi IτGi (T )
G
i
mini pi
min
p
i
i
i=1
i=1

≤
|{z}


1
τ +1 τ
IτG (T ) τ MτG−1 (T̄ ) + IτG (T ) ≤
I (T ) max IτG (v)
v∈V
mini pi
mini pi G

(37), (38)

r
X

(35) , (36)

J
We next give a different proof (of a slightly different bound) for live-edge models using a
reduction to an IC model. Consider a set of τ -steps models Gi (V, Ei ) for i ∈ [r] and respective
Pr
S
probabilities pi such that i=1 pi = 1. We define a mixture model G(V, i Ei ) as follows. To
draw E ∼ G, we first draw i ∈ [r] according to probabilities pi and then return E ∼ Gi .
I Theorem 35. Consider a model G that is a mixture of r IC models Gi with probabilities
pi . Then for all T ⊂ V ,
Var[RτG (T )] ≤

τ +1 τ
I (T ) max{IτG (T ), max IτG (v)}
v∈V
mini pi G

Proof. We first argue that we can assume without loss of generality that T is a single node
S
and i Ei does not contain edges that are incoming to T . We can transform a general case G
and T to this form by contracting all nodes in T into a single node and deleting all edges
that are incoming to T . We then retain the same conditional distribution on the remaining
edges. Note that this transformation preserves the distribution of RτG (T ) and hence also its
expectation and variance. The influence values IGτ (v) of nodes v ∈ V \ T can only decrease.
Finally, the transformed model is also a mixture of correspondingly transformed IC models,
where in each such model the distribution of RτGi (T ) remains the same and influence values
IGτ i (v) can only decrease. It follows that the claimed variance bound for the transformed
model implies the same bound for the original model.
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We construct a new IC model G 0 with respect to (a single node) T as follows. The new
S
model has nodes V 0 = {v} ∪ i Vi , where each Vi is a map of V . We create an instantiation
of each of our IC models Gi with set of nodes Vi and edges Ei with the probabilities as in the
model Gi . The new IC model G 0 has a root node v with weight 0 and for each i ∈ [r], there
is an edge (v, Ti ) with probability pi , where Ti is the image of T in the copy of Gi . We can
see that
IGτ 0+1 (v) = IτG (T ) =

r
X

pi IτGi (T ) ,

(40)

i=1

that is, the τ + 1 steps influence of v in the constructed IC model G 0 is equal to the τ steps
influence of T in the mixture model G.
We next consider the variance of the random variables RτG (T ) and RτG+1
(v). Both these
0
random variables are a sum of r products of random variables:
r
X

Xi RτGi (T ) ,

i=1

where Xi are Bernoulli with probabilities pi . In both cases the random variables {RτGi (T )}
are independent of each other and also are independent from (the joint distribution of)
{Xi }. But in the case of RτG+1
(v) the random variables Xi are independent and hence also
0
the products are independent and in the case of RτG (T ), the variables {Xi } have negative
P
dependence as i Xi = 1 and thus the products Xi RτGi (T ) are also negatively dependent.
Therefore,
X
Var[RτG (T )] ≤ Var[RτG+1
(v)] =
Var[Xi RτGi (T )] .
(41)
0
i

Finally, we bound MτG 0 (v̄) by considering the maximum influence of a node other than v in
the constructed model G 0 . For Ti we have
IτG 0 (Ti ) = IτGi (T ) ≤

1 τ
I (T ) ,
pi G

(42)

where the last inequality follows from (40). We next consider nodes zi ∈ Vi that is a map of
a node z ∈ V .
IτG 0 (zi ) = IτGi (z) ≤

1 τ
I (z) .
pi G

(43)

The last inequality follows because for any node z ∈ v we have IτG (z) =
Combining (42) and (43) we get
MτG 0 (v̄) =
=

max
0

u∈V \{v}

IτG 0 (u) ≤ max max IτGi (u) ≤ max
u∈V

i

u∈V

1
Iτ (u)
mini pi G

Pr

i=1

pi IGτ i (z).

(44)

1
max{IGτ (T ), max IτG (z)} .
z∈V
mini pi

To conclude, we invoke Theorem 2 for the IC model G 0 :
Var[RτG (T )] ≤ Var[RτG+1
(v)]
0
|{z}
(41)

≤ (τ + 1)IGτ 0+1 (v)MτG 0 (v̄) .
|{z}

Theorem 2

We then apply inequalities (44) and the equality (40) to obtain the claim.
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1

Introduction

Hardness amplification is a foundational problem in cryptography: given a cryptographic
primitive that is weakly secure in some sense, we would like to make it strongly secure. Two
famous examples of such amplification procedures are Yao’s amplification of weak one-way
functions into strong ones and Yao’s Xor lemma for amplifying unpredictability [17]. Other
examples of primitives with known amplification procedures include public-key encryption
[5, 11], oblivious transfer [4, 16], commitments [4, 8] and cryptographic arguments [6].

Coin-Tossing Protocols
We consider amplification of coin-tossing protocols [3]. Such protocols allow two parties to
jointly toss an unbiased coin, such that even if one party is malicious and diverges from the
protocol, it cannot significantly bias the outcome. Concretely, a ρ-bias coin-tossing protocol
is such that a cheating party cannot force the common outcome to be any specific bit b with
probability greater than 1/2 + ρ.

1

Member of the Check Point Institute of Information Security.

© Nir Bitansky and Nathan Geier;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 30; pp. 30:1–30:13
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

30:2

On Oblivious Amplification of Coin-Tossing Protocols

It is common knowledge that coin-tossing protocols against unbounded (or even PSPACE)
adversaries cannot have bias ρ < 1/2. Accordingly, the common definition addresses efficient
adversaries. Here coin-tossing protocols with negligible bias have been long known assuming
one-way functions [3, 9, 13]. In fact, a long line of work shows that one-way functions are,
in fact, necessary provided that the bias is at most ρ < 1/2 − Ω(1) [10, 12, 7, 2]. Whether
one-way functions are necessary for any non-trivial bias ρ < 1/2 − 1/poly(n) (or even for
some ρ = 1/2 − o(1)) remains an open problem.

Amplifying Coin Tossing
A coin-tossing amplifier should take a coin-tossing protocol π with (non-trivial) bias ρ < 1/2
and transform it into a new coin-tossing protocol π ? with smaller bias ρ? < ρ. One specific
way for obtaining coin-tossing amplifiers is to first derive from the protocol π a one-way
function fπ , and then construct optimal coin tossing from fπ . Indeed, following the known
results mentioned above this would work for any
negl(n) < ρ? < ρ < 1/2 − Ω(1) .
In this work, we ask whether there exist “more direct” amplification procedures, which
we call oblivious amplifiers. Such amplifiers completely ignore the way that the underlying
protocol π works, they only obtain oracle access to the result – the adversary can adaptively
bias the resulting bit of each oracle invocation as long as the bias is bounded by ρ. The
amplifier is required to satisfy an information theoretic guarantee: unbounded attackers
cannot bias the common output of the new protocol π ∗ by more than ρ∗ < ρ. Addressing
unbounded attackers is a natural choice as we wish to avoid computational assumptions
(certainly, one-way functions, which would trivialize the problem).
We find the model of oblivious amplifiers quite natural and similar to other settings, such
as Yao’s Xor lemma [17], where amplifiers satisfy an information theoretic guarantee. In
particular, constructing such amplifiers seems like a natural route toward fully understanding
the complexity of coin tossing. In particular, the existence of such efficient amplifiers for
ρ? ≤ 1/2 − Ω(1) < 1/2 − 1/poly(n) ≤ ρ
would completely resolve the question, showing that any non-trivial coin tossing is equivalent
to one-way functions.

1.1

Results

We show that oblivious coin-tossing amplifiers do not exist.
I Theorem 1 (Informal). There do not exist oblivious coin-tossing amplifiers for any ρ∗ < ρ.
Our theorem can further be extended to rule out oblivious amplification of weak coin
tossing [2] that essentially requires that one side cannot bias toward 0 and the other cannot
bias toward 1. (See Remark 6.)

A More General Lower Bound
We give two proofs of the above theorem. The first is by a simple reduction to the impossibility
of deterministic randomness extraction from Santha-Vazirani sources [15]. We also give a
direct proof that provides a more general lower bound. In particular, we quantify the tradeoff
between improving the potential bias caused by specific party A toward a specific bit b, at
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the account of making it worst for other party B and bit 1 − b. This also rules out oblivious
amplification for asymmetric notions of coin tossing where we allow different bounds on
the bias for the two parties. The tradeoff is explained in the technical overview below and
expressed in Figure 2.
The alternative proof also gives yet another proof of the Santha-Vazirani impossibility
for deterministic extraction (in addition to several existing proofs [15, 14, 1]).

1.2

Technical Overview

We now give a brief overview of our proofs.

Modeling Protocols as Trees
We model any possible amplifier protocol π ? as a full binary tree. The correspondence is
natural: the root corresponds to the beginning of the protocol before any message is sent.
Every inner node in the tree is either
Controlled by one of the two parties A or B, meaning that it is this party’s turn to send
a message, without loss of generality, a single bit.
Representing an oracle call to the underlying protocol π resulting in a common bit.
Whenever a message is sent or an oracle call is made, we move in accordance to the left or
right child, until reaching a leaf labeled by the common outcome of the protocol. Here the
execution ends.
Each node is associated with some (honest) distribution on the next bit to be sent or
produced by the oracle. The adversary can gain control over the nodes representing one
of the parties and arbitrarily fix their distributions. For any oracle node, the adversary
can fix an arbitrary distribution provided that it has bias at most ρ. Note that every node
corresponds to some partial execution of the protocol, represented by the path from the root
to this node, and the adversarial response is adaptively fixed according to this path. (See
illustration in Figure 1.)
A
3/5
0

1

B
5/9

B
2/7
1

0

0
O
1/2

0
0
0

1

O
1/2
1

0
1

0

1
1
0

Figure 1 An example of a protocol represented by a tree. Each node specifies which party should
send a bit as well as the distribution of this bit (when the party is honest). Alternatively, the parties
may invoke the oracle and obtain a joint bit. The adversary may take control of one of the parties
and arbitrarily replace its distributions; it can also replace the oracle call distributions provided that
they remain ρ-biased.
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The above model does not explicitly capture protocols where honest parties may store
private coins through the interaction. However, we can transform any private-coin protocol
to a protocol in the above model by considering parties that do not explicitly keep private
randomness; instead, in every node they resample their private randomness conditioned on
the execution transcript so far and answer according to that string. The transformation has
no effect on the distribution of transcript and in particular on the outcome bit. However,
the transformation may make the new protocol inefficient. This is not an issue as our lower
bound will in fact hold for inefficient protocols as well.

A Reduction to Deterministic Santha-Vazirani Extractors
In their seminal work, Santha and Vazirani considered the problem of extracting a statistically
uniform bit from a sequence of biased random bits X = X1 , . . . , Xn such that Xi has bounded
bias ρ conditioned on any fixing of X1 , . . . , Xi−1 . Such random sources X are called SanthaVazirani Sources. They proved that there exist no deterministic extractors for such sources,
namely, for any deterministic Boolean function E, there exists a Santha-Vazirani source such
that E(X) is far from uniform. In fact, they proved that E(X) is ρ-biased.
Indeed, this bares similarity to the setting of oblivious coin-tossing amplification where
the ρ-biased input bits naturally correspond to oracle calls to π. The gap between the
two models is that a coin-tossing oblivious amplifier further allows interaction between two
randomized parties. To bridge this gap, we prove that any oblivious amplifier can be turned
into a non-interactive oblivious amplifier.
To convey the basic idea, imagine that we have an amplifier tree where the root belongs
to party A (namely, it sends the first message). We argue that at least one of its left or
right subtrees also has bias at most ρ? , and thus we can reduce one round of interaction. In
fact, both subtrees must be such that an adversary controlling A can bias the outcome by at
most ρ? , or else an adversary controlling A in the original protocol could have simply always
chosen the worse subtree in order to bias the outcome by more than ρ? . We then observe
that at least one of the subtrees must be such that an adversary controlling B cannot bias by
more than ρ? . Indeed, the bias caused by an adversary controlling B in the original protocol
is just a convex combination of the its bias in the two corresponding subtrees.

The Second Proof and a More General Lower Bound
Our second proof of the theorem pours more light on the tradeoff between how much each
party can bias the protocol towards a specific bit. We first give a correspondence between
protocols and points on the plane. For a protocol π, let xπ be the maximum probability
a malicious A∗ (controlling A) can force output 0 and yπ be the maximum probability a
malicious B ∗ can force output 1. We assign the protocol π coordinates (xπ , yπ ). Considering
the tree representing the protocol π, the point in the plane corresponding to the protocol π
is determined by the points corresponding to its children themselves as protocols, as well as
the operation at its root. (This is roughly done following a similar argument to the one used
above, where we either take the maximum of two subtrees, or a convex combination thereof.)
Our basic Theorem 1 and its proof show that all points corresponding to protocols lie
outside the axis-aligned square given by x = 0, y = 0, x = 0.5 + ρ, y = 0.5 + ρ. Our more
general analysis, shows a more accurate picture – all points lie above a certain piecewise
linear f (See Figure 2). In a bit more detail, we prove by induction on the depth of the
tree that the point corresponding to every protocol lies above the function f , by showing
closure of points above f to each of the operations that may appear at the root, and also
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that protocol leaves (the base case) lie above f . When considering a non-leaf protocol, we
get from the induction that the sub-protocols rooted at its children lie above f , and since
the set of points above f is closed under the operation at the protocols’ root, the point
corresponding to the protocol itself also lies above f .
This more general result shows that we cannot hope to improve the xπ -value of the oracle
without strictly hurting its yπ -value, and furthermore gives some lower bound g(∆x ), for
every 0 ≤ ∆x ≤ xπ , on how much yπ must increase in order to reduce xπ by ∆x .

Figure 2 For the sake of this illustration, we set ρ = 0.2. The X-axis represents the ability of
a malicious A∗ to bias the common output toward 0, and the Y -axis represents the ability of a
malicious B ∗ to bias the common output toward 1. While our basic Theorem 1 argues that all
protocols lie outside the dotted square, our more general theorem shows that they in fact lie above
the piece-wise linear function represented by the continuous line.

Organization
In Section 2, we define the relevant notion of oblivious amplifiers and their correspondence to
trees. In Section 3, we prove the main impossibility result by a reduction to the impossibility
of deterministic Santha-Vazirani extraction. In Section 4, we give our alternative (direct)
proof leading to a more general lower bound.

2

Definitions

Throughout the paper, we denote by Ber(p) the Bernoulli distribution with parameter p,
namely, the value 1 gets probability p and 0 gets 1 − p.
I Definition 2 (Common-output two-party protocol with oracle access to ρ-biased bits). We
model a common-output two-party protocol with oracle access to ρ-biased bits using full binary
trees such that:
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Every leaf is labeled with either “0” or “1”, which represent the common output of the
protocol upon reaching that leaf.
Every inner node v is labeled with “(Pv , qv )” where
1. Pv ∈ {A, B, O} represents whether it is A’s turn to speak, B’s turn to speak, or an
oracle call.
2. In an honest execution, the bit sent after reaching that node should be distributed
according to Ber(qv ). If Pv = O then qv must be 0.5, otherwise qv may be an arbitrary
probability.
Execution. An execution of the protocol follows a path along the tree, starting at the root
and going left/right in accordance to the bits sent, when 0 means left and 1 means right,
until reaching a leaf which determines the common output of that execution.
Adversarial behavior. A malicious party can ignore qv when it is their turn to speak and send
an arbitrarily distributed bit instead. Also, whenever the oracle is called, the malicious
party may change the output distribution of that call from Ber(0.5) to Ber(qv ) for any
qv such that |qv − 0.5| ≤ ρ. Note that qv may depend on all the bits sent up to that call
I Definition 3. Given a protocol π, A∗ an adversarial behavior of A and b ∈ {0, 1}, we denote
by π(A∗ , b) the probability of π’s output being b when executed with A∗ and an honest B.
Next, define Opt(π, A∗ , b) := max
π(A∗ , b), where the maximum is taken over all adversarial
∗
A

behaviors A∗ of A. π(B ∗ , b) and Opt(π, B ∗ , b) are defined symmetrically for B.
I Definition 4 ((α, β)-oblivious coin-tossing amplifier). A common-output two-party protocol
π with oracle access to α-biased bits is an (α, β)-oblivious coin-tossing amplifier if
max
Opt(π, P ∗ , b) ≤ 0.5 + β ,
∗
P ,b

where P ∗ ∈ {A∗ , B ∗ } and b ∈ {0, 1}. In addition, we require that the expected output of π
over an honest execution is 0.5.
I Remark 5. Actually, for the lower bound, we do not use the fact that the expected output
of π over an honest execution is 0.5. We note that bounded biases already makes coin-tossing
protocols non-trivial.
I Remark 6. We may also consider the notion of (α, β)-oblivious weak coin-tossing amplifiers,
which aim to produce a β-bias weak coin tossing (CT) protocol instead of standard β-CT. In
the weak CT setting, we know in advance that A∗ aims to bias the result toward 0 while B ∗
aims to bias the result toward 1. We only need to bound their ability to bias the output in
their chosen direction. The difference is in the requirement
max
Opt(π, P ∗ , b) ≤ 0.5 + β ,
∗
P ,b

which is replaced with
max{Opt(π, A∗ , 0), Opt(π, B ∗ , 1)} ≤ 0.5 + β .

3

Impossibility of Oblivious Amplifiers

In this section, we state and prove our main result regarding the impossibility of non-trivial
oblivious coin-tossing amplifiers.
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I Theorem 7 (main). For every common-output two-party protocol π with oracle access to
ρ-biased bits, either Opt(π, A∗ , 0) ≥ 0.5 + ρ or Opt(π, B ∗ , 1) ≥ 0.5 + ρ. In particular, there
do not exist (α, β)-oblivious coin-tossing amplifier, for any β < α.
Toward proving the theorem, we first analyze in Section 3.1 the best possible (unbounded)
attacks. Then in Section 3.2, we give the reduction to the impossibility of deterministic
extraction from Santha-Vazirani sources.

3.1

The Optimal Attacks

Let π be a common-output two-party protocol with oracle access to ρ-biased bits, and denote
its root by r. Also, denote by π0 and π1 the protocols rooted at the left and right children of
r. The best strategy of a malicious A∗ to make the protocol π output 0 is to bias the first
bit b as much as possible towards arg maxz∈{0,1} Opt(πz , A∗ , 0), and after b is sent continue
to recursively apply the best strategy at the resulting child. The best strategy of a malicious
B ∗ to make the protocol π output 1 is symmetrical. Thus, we have that:
If r is labeled with “A, p”, then A can completely bias the bit while B cannot change its
distribution at all, so
Opt(π, A∗ , 0) = max Opt(πz , A∗ , 0)
z∈{0,1}

∗

Opt(π, B , 1) = Ez∼Ber(p) [Opt(πz , B ∗ , 1)]
If r is labeled with “B, p”, then B can completely bias the bit while A cannot change its
distribution at all, so
Opt(π, A∗ , 0) = Ez∼Ber(p) [Opt(πz , A∗ , 0)]
Opt(π, B ∗ , 1) = max Opt(πz , B ∗ , 1)
z∈{0,1}

If r is labeled with “O”, then both A and B can bias the bit by at most ρ, so
Opt(π, A∗ , 0) = (0.5 − ρ) · min Optz (π, A∗ , 0) + (0.5 + ρ) · max Opt(πz , A∗ , 0)
z∈{0,1}

∗

z∈{0,1}

∗

Opt(π, B , 1) = (0.5 − ρ) · min Opt(πz , B , 1) + (0.5 + ρ) · max Opt(πz , B ∗ , 1)
z∈{0,1}

z∈{0,1}

If r is a leaf labeled with “0”, then
Opt(π, A∗ , 0) = 1
Opt(π, B ∗ , 1) = 0
If r is a leaf labeled with “1”, then
Opt(π, A∗ , 0) = 0
Opt(π, B ∗ , 1) = 1

3.2

Reduction to Deterministic Santha-Vazirani Extraction

The following theorem states that allowing interaction does not help in creating more secure
protocols, in the sense that it does not allow us to generate a better protocol, in either
Opt(π, A∗ , 0) or Opt(π, B ∗ , 1), than protocols already existing without interaction.
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I Theorem 8. For every common-output two-party protocol π with oracle access to ρ-biased
bits, there exists a common-output two-party protocol π 0 with oracle access to ρ-biased bits, with
no inner nodes labeled by either “A, p” or “B, p”, and such that Opt(π 0 , A∗ , 0) ≤ Opt(π, A∗ , 0)
and Opt(π 0 , B ∗ , 1) ≤ Opt(π, B ∗ , 1)
In other words, allowing interaction does not help in producing protocols where it is
harder for A∗ to cheat towards 0 or for B ∗ to cheat towards 1.
Proof. We show how given any protocol π with “A, p”/“B, p” turns, we can strictly reduce
its number of “A, p”/“B, p” turns without increasing its cheating probabilities Opt(π, A∗ , 0)
and Opt(π, B ∗ , 1). In essence, we show that for every inner node labeled with “A, p”/“B, p”
there exists a child such that replacing the subtree rooted at that node with the subtree
rooted at its child results a protocol that is only harder to cheat in, for both A∗ towards
0 and B ∗ towards 1. In more detail: First, we pick some arbitrary inner node of π labeled
with either “A, p” or “B, p”. Denote this node by N , and its left and right children by N0
and N1 , respectively. If N is labeled by “A, p” we choose z := arg minb∈{0,1} Opt(Nb , B ∗ , 1),
otherwise choose z := arg minb∈{0,1} Opt(Nb , A∗ , 0). We take π and replace in it the subtree
rooted at N with the subtree rooted at Nz . Essentially, we fixed the bit sent at node N to
always be z, instead of letting A/B choose it. We make two observations:
1. Both Opt(Nz , A∗ , 0) ≤ Opt(N, A∗ , 0) and Opt(Nz , B ∗ , 1) ≤ Opt(N, B ∗ , 1).
To see this, assume w.l.o.g that N is labeled with “A, p” (symmetrical argument for
“B, p”). We have that Opt(N, A∗ , 0) = maxb∈{0,1} Opt(Nb , A∗ , 0) and in particular
Opt(N, A∗ , 0) ≥ Opt(Nz , A∗ , 0). Also, since we have that
Opt(N, B ∗ , 1) = Eb∼Ber(p) [Opt(Nb , B ∗ , 1)]
and we chose z := arg minb∈{0,1} Opt(Nb , B ∗ , 1) in case N is labeled with “A, p”, then
Opt(N, B ∗ , 1) ≥ Opt(Nz , B ∗ , 1).
In other words, at Nz it is both harder for A∗ to cheat towards 0 and for B ∗ to cheat
towards 1.
2. Let π and T be protocols, N be some node of π, and π 0 be the protocol resulted
by replacing in π the subtree rooted at N with T . If Opt(T, A∗ , 0) ≤ Opt(N, A∗ , 0)
then Opt(π 0 , A∗ , 0) ≤ Opt(π, A∗ , 0) and similarly if Opt(T, B ∗ , 1) ≤ Opt(N, B ∗ , 1) then
Opt(π 0 , B ∗ , 1) ≤ Opt(π, B ∗ , 1). The reason for this is that the value Opt(R, A∗ , 0) of an
inner node R, for all three operations (“A, p”,“B, p”,“O”), is a monotone function of the
values Opt(R0 , A∗ , 0), Opt(R1 , A∗ , 0) of its children. By not increasing the (A∗ , 0)-value
of some node, you cannot increase the (A∗ , 0)-value of its father, which in turn will not
increase the (A∗ , 0)-value of its father and so on.
In other words, by taking a protocol and replacing the sub-protocol run at some partial
transcript with another sub-protocol where it is not easier for A∗ /B ∗ to cheat towards
0/1, we result a protocol where it is not easier for A∗ /B ∗ to cheat towards 0/1.
Combining these observations, we reach the conclusion that by taking a protocol and
repeatedly getting rid of its “A, p”/“B, p” nodes by replacing the subtree rooted at them with
the subtree rooted at a correctly chosen child of theirs, we can get rid of all the “A, p”/“B, p”
turns without increasing the cheating probabilities of A∗ towards 0 and of B ∗ towards 1. J
I Definition 9 (SV Source). For 0 ≤ ρ ≤ 0.5, a source X = X1 , . . . , Xn of length n (A
random variable taking values in {0, 1}n ) is a Santha-Vazirani (SV) source with bias ρ
if for every i ∈ [n] and every x1 , . . . , xi−1 ∈ {0, 1}, the bias of Xi conditioned on X1 =
x1 , . . . , Xi−1 = xi−1 is at most ρ. That is,
|E [Xi |X1 = x1 , . . . , Xi−1 = xi−1 ] − 0.5| ≤ ρ .
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I Theorem 10 ([15], [14]). For every function f : {0, 1}n → {0, 1} and every 0 ≤ ρ ≤ 0.5
there exists an SV source X = X1 , . . . , Xn of length n and bias ρ such that f (X) has bias at
least ρ.
We remark that this version of the statement is taken from Reingold, Vadhan and
Wigderson [14], and that differently from them we refer to the bias as the distance from 0.5
and not double that amount.
The following theorem implies that there are no non-trivial oblivious coin-tossing amplifiers
comprised solely of oracle calls.
I Theorem 11. For every common-output two-party protocol π with oracle access to ρ-biased
bits and no inner nodes labeled by either “A, p” or “B, p”, either Opt(π, A∗ , 0) ≥ 0.5 + ρ or
Opt(π, B ∗ , 1) ≥ 0.5 + ρ
In fact, in a protocol with no “A, p”/“B, p” turns there is no longer a difference between A and
B so either Opt(π, A∗ , 0) = Opt(π, B ∗ , 0) ≥ 0.5 + ρ or Opt(π, A∗ , 1) = Opt(π, B ∗ , 1) ≥ 0.5 + ρ
Proof. Let n be an upper bound on the number of oracle calls made by π in any execution.
We can think w.l.o.g of π as always making exactly n oracle calls, with results denoted by
o1 , . . . , on , and then outputting f (o1 , . . . , on ) for some function f . The impossibility result
of deterministic extraction from Santha-Vazirani sources, Theorem 10, guarantees that there
exists an SV source X = X1 , . . . , Xn of length n and bias ρ such that f (X) has bias at
least ρ. Therefore, if the malicious party can make sure the oracle calls’ output distribution
is X, they can succeed in biasing the output of π by at least ρ. (If it is towards 0 then
Opt(π, A∗ , 0) ≥ 0.5 + ρ and if it is towards 1 then Opt(π, B ∗ , 1) ≥ 0.5 + ρ). The malicious
party can make sure the oracle calls’ output distribution is X by doing it bit-by-bit: After
0 ≤ i ≤ n − 1 calls with results x1 , . . . , xi they ask the next oracle call to be distributed
according to Xi+1 |X1 = x1 , . . . , Xi = xi , and their request from the ρ-biased bit oracle is
legal by the definition of SV sources with bias ρ.
J
Combining Theorem 8 and Theorem 11, Theorem 7 follows.

4

A More General Lower Bound

In this section, we give a direct proof by induction which gives some insight on the possible
relations between Opt(π, A∗ , 0) and Opt(π, B ∗ , 1) and the trade-offs we can get between
them.
We correspond every protocol with a point on the plane using Opt(π, A∗ , 0) as the
x-coordinate and Opt(π, B ∗ , 1) as the y-coordinate. Our main theorem translates into
showing that all protocol points lie outside or on the axis-aligned square with boundaries
x = 0.5 + ρ, x = 0 and y = 0.5 + ρ, y = 0, but still inside of the first (i.e., (+, +)) quadrant
(the second part is obvious from the definition). The area outside the square (but still inside
the first quadrant) is not closed under the oracle-call operation (defined later), and thus
the naïve induction attempt fails. Instead, we
 will strengthen the induction hypothesis into
0.5+ρ
0.5+ρ
showing that all points lie above f := min 1 − 0.5−ρ
0.5+ρ · x, 0.5−ρ − 0.5−ρ · x , which is both
closed under all operations (now the induction works) and lies above the square (so it implies
what we want, and more). See Figure 2 for a graphic representation of the square and f .
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I Theorem 12. For every common-output two-party protocol π with oracle access to ρ-biased
0.5+ρ
0.5+ρ
∗
∗
bits, we have that Opt(π, B ∗ , 1) ≥ min(1 − 0.5−ρ
0.5+ρ · Opt(π, A , 0), 0.5−ρ − 0.5−ρ · Opt(π, A , 0))
Equivalently, if we take `1 to be the line between (0, 1) and (0.5 + ρ, 0.5 + ρ)
so `1 is y = 1 −

0.5 − ρ
·x
0.5 + ρ

and `2 to be the line between (0.5 + ρ, 0.5 + ρ) and (1, 0)
so `2 is y =

0.5 + ρ 0.5 + ρ
−
·x
0.5 − ρ 0.5 − ρ

then the point (Opt(π, A∗ , 0), Opt(π, B ∗ , 1)) lies above (not strictly) at least one of `1 , `2 .
I Corollary 13. Theorem 7 follows.
Proof. Since both `1 and `2 are strictly decreasing (negative slope) and pass through the point
(0.5 + ρ, 0.5 + ρ), then x < 0.5 + ρ implies `1 (x), `2 (x) > 0.5 + ρ. Thus Opt(π, A∗ , 0) < 0.5 + ρ
implies Opt(π, B ∗ , 1) ≥ min (`1 (Opt(π, A∗ , 0)), `2 (Opt(π, A∗ , 0))) > 0.5 + ρ
J
Proof of Theorem 12. Proof by induction on the depth.
Leaves labeled with “0” lie on `2 and leaves labeled with “1” lie on `1 .
If π is not a leaf, denote its root by r, by π0 and π1 the protocols rooted at the left and right
children of r, and let f := min(`1 , `2 ). Also, denote
x0 , y0 = Opt(π0 , A∗ , 0), Opt(π0 , B ∗ , 1)
x1 , y1 = Opt(π1 , A∗ , 0), Opt(π1 , B ∗ , 1)
x0 , y 0 = Opt(π, A∗ , 0), Opt(π, B ∗ , 1)
We assume (induction hypothesis) that y0 ≥ f (x0 ), y1 ≥ f (x1 ) and want to show that
y 0 ≥ f (x0 ). There are three types of operations to consider:
If r is labeled with “A, p”
 0 

x
max(x0 , x1 )
=
y0
(1 − p) · y0 + p · y1
If r is labeled with “B, p”
 0 

x
(1 − p) · x0 + p · x1
=
y0
max(y0 , y1 )
If r is labeled with “O”
 0 

x
(0.5 − ρ) · min(x0 , x1 ) + (0.5 + ρ) · max(x0 , x1 )
=
(0.5 − ρ) · min(y0 , y1 ) + (0.5 + ρ) · max(y0 , y1 )
y0
We may assume without loss of generality that the points (x0 , y0 ), (x1 , y1 ) lie on f and
not strictly above it, namely, that y0 = f (x0 ), y1 = f (x1 ). This is true because y 0 is
non-decreasing in y0 , y1 in all three operations, so if y 0 ≥ f (x0 ) for y0 = f (x0 ), y1 = f (x1 ),
then we also have that y 0 ≥ f (x0 ) for any y0 ≥ f (x0 ), y1 ≥ f (x1 ).
(Note that f (x0 ) is unaffected by changes to y0 , y1 )
Let (x0 , y0 ), (x1 , y1 ) be any two points on f . Since `1 and `2 are decreasing, f is also
decreasing. Let i = arg maxz∈{0,1} xz , so we have that xi > x1−i and yi < y1−i .
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The first operation gives us (x0 , y 0 ) = (xi , (1 − p) · y0 + p · y1 ), and since
y 0 = (1 − p) · y0 + p · y1 > yi = min yz
z∈{0,1}

for every 0 < p < 1, we have y 0 > yi = f (xi ) = f (x0 ).
The second operation gives us (x0 , y 0 ) = ((1 − p) · x0 + p · x1 , y1−i ), and since
x0 = (1 − p) · x0 + p · x1 > x1−i = min xz
z∈{0,1}

for every 0 < p < 1, we have f (x0 ) < f (x1−i ) = y1−i = y 0 .
The third operation gives us
 0 

x
(0.5 − ρ) · x1−i + (0.5 + ρ) · xi
=
y0
(0.5 − ρ) · yi + (0.5 + ρ) · y1−i
We separate into two cases:
1. Both (x0 , y0 ) and (x1 , y1 ) lie on either `1 or `2 . Denote this common line by `. Notice
that every convex combination of (x0 , y0 ), (x1 , y1 ) also lies on `, and in particular


 
  

x0.5+ρ
x0
x
(0.5 − ρ) · x0 + (0.5 + ρ) · x1
= (0.5 − ρ) ·
+ (0.5 + ρ) 1 =
y0.5+ρ
y0
y1
(0.5 − ρ) · y0 + (0.5 + ρ) · y1
lies on `. Since x1−i = min(x0 , x1 ) and xi = max(x0 , x1 ), we have that
x0 = (0.5 − ρ) · x1−i + (0.5 + ρ) · xi ≥ (0.5 − ρ) · x0 + (0.5 + ρ) · x1 = x0.5+ρ
Since yi = min(y0 , y1 ) and y1−i = max(y0 , y1 ), we have that
y 0 = (0.5 − ρ) · yi + (0.5 + ρ) · y1−i ≥ (0.5 − ρ) · y0 + (0.5 + ρ) · y1 = y0.5+ρ
Overall, we conclude that f (x0 ) ≤ `(x0 ) ≤ `(x0.5+ρ ) = y0.5+ρ ≤ y 0 .
2. One of (x0 , y0 ), (x1 , y1 ) lies on `1 and the other lies on `2 . The lines `1 , `2 intersect at
(0.5 + ρ, 0.5 + ρ) and the slope of `2 is steeper, so we can conclude that
(
`1 (x) x ≤ 0.5 + ρ
f (x) = min(`1 , `2 ) =
`2 (x) x > 0.5 + ρ
and that x1−i < 0.5 + ρ < xi . We have that
y 0 = (0.5 − ρ) · yi + (0.5 + ρ) · y1−i = (0.5 − ρ) · `2 (xi ) + (0.5 + ρ) · `1 (x1−i ) =




0.5 + ρ 0.5 + ρ
0.5 − ρ
−
· xi + (0.5 + ρ) · 1 −
· x1−i =
= (0.5 − ρ) ·
0.5 − ρ 0.5 − ρ
0.5 + ρ
= 0.5 + ρ − (0.5 + ρ) · xi + 0.5 + ρ − (0.5 − ρ) · x1−i =
= 1 + 2ρ − ((0.5 + ρ) · xi + (0.5 − ρ) · x1−i ) = 1 + 2ρ − x0
Therefore, the point (x0 , y 0 ) lies on the line y = 1 + 2ρ − x which we will denote
by `. Notice that ` also passes through (0.5 + ρ, 0.5 + ρ), and that the slope of `
is steeper than that of `1 but more moderate than that of `2 , and thus `1 ≤ ` for
x ≤ 0.5 + ρ, and `2 ≤ ` for x ≥ 0.5 + ρ, and overall f (x) ≤ `(x). This implies that
f (x0 ) ≤ `(x0 ) = y 0 .
J
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1

Introduction

Many data analysis pipelines are adaptive: the choice of which analysis to run next depends on
the outcome of previous analyses. Common examples include variable selection for regression
problems and hyper-parameter optimization in large-scale machine learning problems: in
both cases, common practice involves repeatedly evaluating a series of models on the same
dataset. Unfortunately, this kind of adaptive re-use of data invalidates many traditional
methods of avoiding over-fitting and false discovery, and has been blamed in part for the
recent flood of non-reproducible findings in the empirical sciences [14].
There is a simple way around this problem: don’t re-use data. This idea suggests a
baseline called data splitting: to perform k analyses on a dataset, randomly partition the
dataset into k disjoint parts, and perform each analysis on a fresh part. The standard
“holdout method” is the special case of k = 2. Unfortunately, this natural baseline makes
poor use of data: in particular, the data requirements of this method grow linearly with the
number of analyses k to be performed.
A recent literature starting with Dwork et al. [6] shows how to give a significant asymptotic
improvement over this baseline via a connection to differential privacy: rather than computing
and reporting exact sample quantities, perturb these quantities with noise. This line of
work established a powerful transfer theorem, that informally says that any analysis that
is simultaneously differentially private and accurate in-sample will also be accurate out-ofsample. The best analysis of this technique shows that for a√broad class of analyses and a
target accuracy goal, the data requirements grow only with k – a quadratic improvement
over the baseline [1]. Moreover, it is known that in the worst case, this cannot be improved
asymptotically [15, 23]. Unfortunately, thus far this literature has had little impact on
practice. One major reason for this is that although the more sophisticated techniques from
this literature give asymptotic improvements over the sample-splitting baseline, the concrete
bounds do not actually improve on the baseline until the dataset is enormous. This remains
true even after optimizing the constants that arise from the arguments of Dwork et al. [6] or
Bassily et al. [1], and appears to be a fundamental limitation of their proof techniques [20].
In this paper, we give a new proof of the transfer theorem connecting differential privacy
and in-sample accuracy to out-of-sample accuracy. Our proof is based on a simple insight
that arises from imagining a “resampling” experiment, and in particular yields an improved
concrete bound that beats the sample-splitting baseline at dramatically smaller data set
sizes n compared to prior work. In fact, at reasonable dataset sizes, the magnitude of the
improvement arising from our new theorem is significantly larger than the improvement
between the bounds of Bassily et al. [1] and Dwork et al. [6]: see Figure 1.
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Figure 1 A comparison of the number of adaptive linear queries that can be answered using the
Gaussian mechanism as analyzed by our transfer theorem (Theorem 9), the numerically optimized
variant of the bound from Bassily et al. [1] (Optimized BNSSSU) as derived in [20], and the original
transfer theorem from Dwork et al. [6] (DFHPRR). We plot for each dataset size n, the number
of queries k that can be answered while guaranteeing confidence intervals around the answer that
have width α = 0.1 and uniform coverage probability 1 − β = 0.95. We compare with the naive
sample splitting baseline that simply splits the dataset into k pieces and answers each query with
the empirical answer on a fresh piece.

1.1

Proof Techniques

Prior Work
Consider an unknown data distribution P over a data-domain X , and a dataset S ∼ P n
consisting of n i.i.d. draws from P. It is a folklore observation (attributed to Frank
McSherry) that if a predicate q : X → [0, 1] is selected by an -differentially private algorithm
M acting on S, then it will generalize in expectation (or have low bias) in the sense that
P
| Eq∼M (S) [Ex∼P [q(x)] − n1 x∈S q(x)]| ≈ . But bounds on bias are not enough to yield tight
confidence intervals, and so prior work has focused on strengthening the above observation
into a high probability bound. For small , the optimal bound has the asymptotic form:
P
2
Prq∼M (S) [| Ex∼P [q(x)] − n1 x∈S q(x)| ≥ ] ≤ e−O( n) [1]. Note that this bound does not
refer to the estimated answers supplied to the data analyst: it says only that a differentially
private data analyst is unlikely to be able to find a query whose average value on the dataset
differs substantially from its expectation. Pairing this with a simultaneous high probability
bound on the in-sample accuracy of a mechanism – that it supplies answers a such that with
P
high probability the empirical error is small: Pra∼M (S) [|a − n1 x∈S q(x)| ≥ α] ≤ β – yields
a bound on out-of-sample accuracy via the triangle inequality.
Dwork et al. [6] proved their high probability bound via a direct computation on the
moments of empirical query values, but this technique was unable to achieve the optimal
rate. Bassily et al. [1] proved a bound with the optimal rate by introducing the ingenious
monitor technique. This important technique has subsequently found other uses [24, 19, 13],
but is a heavy hammer that seems unavoidably to yield large constant overhead, even after
numeric optimization [20].
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Our Approach
We take a fundamentally different approach by directly providing high probability bounds
on the out-of-sample accuracy |a − Ex∼P [q(x)]| of mechanisms that are both differentially
private and accurate in-sample. Our elementary approach is motivated by the following
thought experiment: in actuality, the dataset S is fixed before any interaction with M begins.
However, imagine that after the entire interaction with M is complete, the dataset S is
resampled from the conditional distribution Q on datasets conditioned on the output of M .
This thought experiment doesn’t alter the joint distribution on datasets and outputs, and
so any in-sample accuracy guarantees that M has continue to hold under this hypothetical
re-sampling experiment. But because the empirical value of the queries on the re-sampled
dataset are likely to be close to their expected value over the conditional distribution Q, the
only way the mechanism can promise to be sample-accurate with high probability is if it
provides answers that are close to their expected value over the conditional distribution with
high probability.
This focuses attention on the conditional distribution on datasets induced by differentially
private transcripts. But it is not hard to show that a consequence of differential privacy
is that the conditional expectation of any query must be close to its expectation over the
data distribution with high probability. In contrast to prior work, this argument directly
leverages high-probability in-sample accuracy guarantees of a private mechanism to derive
high-probability out-of-sample guarantees, without the need for additional machinery like
the monitor argument of Bassily et al. [1].

1.2

Further Related Work

The study of “adaptive data analysis” was initiated by Dwork et al. [6, 5] who provided upper
bounds via a connection to differential privacy, and Hardt and Ullman [15] who provided
lower bounds via a connection to fingerprinting codes. The upper bounds were subsequently
strengthened by Bassily et al. [1], and the lower bounds by Steinke and Ullman [23] to be
(essentially) matching, asymptotically. The upper bounds were optimized by Rogers et al. [20],
which we use in our comparisons. Subsequent work proved transfer theorems related to other
quantities like description length bounds [4] and compression schemes [3], and expanded the
types of analyses whose generalization properties we could reason about via a connection
to a quantity called approximate max information [4, 21]. Feldman and Steinke [11, 12]
give improved methods that could guarantee out-of-sample accuracy bounds that depended
on query variance. Neel and Roth [17] extend the transfer theorems from this literature
to the related problem of adaptive data gathering, which was identified by Nie et al. [18].
Ligett and Shenfeld [16] give an algorithmic stability notion they call local statistical stability
(also defined with respect to a conditional data distribution) that they show asymptotically
characterizes the ability of mechanisms to offer high probability out-of-sample generalization
guarantees for linear queries. A related line of work initiated by Russo and Zou [22] and
extended by Xu and Raginsky [25] starts with weaker assumptions on the mechanism (mutual
information bounds), and derives weaker conclusions (bounds on bias, rather than high
probability generalization guarantees).
A more recent line of work aims at mitigating the fact that the worst-case bounds deriving
from transfer theorems do not give non-trivial guarantees on reasonably sized datasets. Zrnic
and Hardt [26] show that better bounds can be derived under the assumption that the data
analyst is restricted in various ways to not be fully adaptive. Feldman et al. [10] show that
overfitting by a classifier because of test-set re-use is mitigated in multi-label prediction
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problems, compared to binary prediction problems. Rogers et al. [20] give a method for
certifying the correctness of heuristically guessed confidence intervals, which they show often
out-perform the theoretical guarantees by orders of magnitude.
Finally, Elder [9, 8] proposes a Bayesian reformulation of the adaptive data analysis
problem. In the model of [9], the data distribution P is assumed to itself be drawn from a
prior that is commonly known to the data analyst and mechanism. In contrast, we work
in the standard adversarial setting originally introduced by Dwork et al. [6] in which the
mechanism must offer guarantees for worst case data distributions and analysts, and focus
our attention on conditional distributions purely as a proof technique.

2

Preliminaries

Let X be an abstract data domain, and let P be an arbitrary distribution over X . A dataset
of size n is a collection of n data records: S = {Si }ni=1 ∈ X n . We study datasets sampled
i.i.d. from P: S ∼ P n . We will write S to denote the random variable and x for realizations
of this random variable. A linear query is a function q : X ∗ → [0, 1] that takes the following
empirical average form when acting on a data set S ∈ X n :
n

q(S) =

1X
q(Si ).
n i=1

We will be interested in estimating the expectations of linear queries over P. Abusing
notation, given a distribution D over datasets, we write q(D) to denote the expectation of q
over datasets drawn from D, and write Si ∼ S to denote a datapoint sampled uniformly at
random from a dataset S. Note that for linear queries we have:
q(D) = E [q(S)] =
S∼D

E

S∼D,Si ∼S

[q(Si )]

We note that for linear queries, when the dataset distribution D = P n , we have q(P n ) =
Ex∼P [q(x)], which we write as q(P) when the notation is clear from context. However, the
more general definition will be useful because we will need to evaluate the expectation of q
over other (non-product) distributions over datasets in our arguments, and we will generalize
beyond linear queries in Appendices A.1 and A.2.
Given a family of queries Q, a statistical estimator is a (possibly stateful) randomized
algorithm M : X n ×Q∗ → R∗ parameterized by a dataset S that interactively takes as input a
stream of queries qi ∈ Q, and provides answers ai ∈ R. An analyst is an arbitrary randomized
algorithm A : R∗ → Q∗ that generates a stream of queries and receives a stream of answers
(which can inform the next queries it generates). When an analyst interacts with a statistical
estimator, they generate a transcript of their interaction π ∈ Π where Π = (Q × R)∗ is the
space of all transcripts. Throughout we write Π to denote the transcript’s random variable
and π for its realizations.
The interaction is summarized in Algorithm 1, and we write Interact(M, A; S) to refer
to it. When M and A are clear from context, we will abbreviate this notation and write
simply I(S). When we refer to an indexed query qj , this is implicitly a function of the
transcript π. Given a transcript π ∈ Π, write Qπ to denote the conditional distribution
on datasets conditional on Π = π: Qπ = (P n )|Interact(M, A; S) = π. Note that Qπ will
no longer generally be a product distribution. We will be interested in evaluating uniform
accuracy bounds, which control the worst-case error over all queries:
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Algorithm 1 Interact(M, A; S): An Analyst Interacting with a Statistical Estimator to
Generate a Transcript.

3

Input: A statistical estimator M , an analyst A, and a dataset S ∈ X n .
for t = 1 to k do
The analyst generates a query qt ← A(a1 , . . . , at−1 ) and sends it to the statistical
estimator;
The statistical estimator generates an answer at ← M (S; qt );

4

return Π = ((q1 , a1 ), . . . , (qk , ak )).

1
2

I Definition 1 (Accuracy). M satisfies (α, β)-sample accuracy if for every data analyst A
and every data distribution P,
Pr

[max |qj (S) − aj | ≥ α] ≤ β.
j

S∼P n ,Π∼Interact(M,A;S)

We say M satisfies (α, β)-distributional accuracy if for every data analyst A and every data
distribution P,
Pr

[max |qj (P n ) − aj | ≥ α] ≤ β.
j

S∼P n ,Π∼Interact(M,A;S)

We will be interested in interactions I that satisfy differential privacy.
I Definition 2 (Differential Privacy [7]). Two datasets S, S 0 ∈ X n are neighbors if they differ
in at most one coordinate. An interaction Interact(M, · ; ·) satisfies (, δ)-differential privacy
if for all data analysts A, pairs of neighboring datasets S, S 0 ∈ X n , and for all events E ⊆ Π:
[Π ∈ E] ≤ e ·

Pr
Π∼Interact(M,A;S)

Pr

[Π ∈ E] + δ.

Π∼Interact(M,A;S 0 )

If Interact(M, · ; ·) satisfies (, δ)-differential privacy, we will also say that M satisfies (, δ)differential privacy.
We introduce a novel quantity that will be crucial to our argument: it captures the effect
of the transcript on the change in the expectation of a query contained in the transcript.
I Definition 3. An interaction Interact(M, A; ·) is called (, δ)-posterior stable if for every
data distribution P:
Pr

[max |qj (P n ) − qj (QΠ )| ≥ ] ≤ δ.
j

S∼P n ,Π∼Interact(M,A;S)

3

An Elementary Proof of the Transfer Theorem

3.1

A General Transfer Theorem

In this section we prove a general transfer theorem for sample accurate mechanisms with low
posterior stability. In Section 3.2 we prove that differentially private mechanisms have low
posterior stability.
I Theorem 4 (General Transfer Theorem). Suppose that Interact (M, A; ·) is an (α, β)-sample
accurate, (, δ)-posterior stable interaction. Then for every c > 0 it also satisfies:
Pr

[max |aj − qj (P)| > α + c + ] ≤

S∼P n , Π∼Interact (M,A;S)

j

β
+δ
c

i.e. it is (α0 , β 0 )-distributionally accurate for α0 = α + c +  and β 0 =

β
c

+ δ.
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The theorem follows easily from a change in perspective driven by an elementary observation. Imagine that after the interaction is run and results in a transcript π, the dataset S is
resampled from its conditional distribution Qπ . This does not change the joint distribution
on datasets and transcripts. This simple claim is formalized below: its elementary proof
appears in Appendix B.
I Lemma 5 (Resampling Lemma). Let E ⊆ X n × Π be any event. Then:
Pr

S∼P n ,Π∼I(S)

[(S, Π) ∈ E] =

Pr

S∼P n ,Π∼I(S),S 0 ∼QΠ

[(S 0 , Π) ∈ E]

The change in perspective suggested by the resampling lemma makes it easy to see why
the following must be true: any sample-accurate mechanism must in fact be accurate with
respect to the conditional distribution it induces. This is because if it can first commit
to answers, and guarantee that they are sample-accurate after the dataset is resampled
from the conditional, the answers it committed to must have been close to the conditional
means, because it is likely that the empirical answers on the resampled dataset will be. This
argument is generic and does not use differential privacy.
I Lemma 6. Suppose that M is (α, β)-sample accurate. Then for every c > 0 it also satisfies:
[max |aj − qj (QΠ )| > α + c] ≤

Pr

S∼P n , Π∼Interact (M,A;S)

j

β
c

Proof. Denote by j ∗ (π) = arg max|aj − qj (Qπ )|. Given α ≥ 0 and c > 0, and expanding the
j

definition of qj ∗ (Π) (QΠ ) we get:
Pr



aj ∗ (Π) − qj ∗ (Π) (QΠ ) > α + c




0
∗
∗
=
Pr
E
aj (Π) − qj (Π) (S ) − α > c
S∼P n ,Π∼I(S) S 0 ∼QΠ





0
≤
Pr
E
max aj ∗ (Π) − qj ∗ (Π) (S ) − α, 0 > c
0
n

S∼P n ,Π∼I(S)

S∼P ,Π∼I(S) S ∼QΠ



(1) 1

≤

E
c S∼P n ,Π∼I(S)



(2) 1

≤

E

S 0 ∼QΠ

E
n

Pr
0





0
max aj ∗ (Π) − qj ∗ (Π) (S ) − α, 0


aj ∗ (Π) − qj ∗ (Π) (S 0 ) − α > 0



c S∼P ,Π∼I(S) S ∼QΠ


1
=
Pr
aj ∗ (Π) − qj ∗ (Π) (S 0 ) > α
c S∼P n ,Π∼I(S),S 0 ∼QΠ


(3) 1
∗ (Π) − qj ∗ (Π) (S) > α
=
Pr
a
j
c S∼P n ,Π∼I(S)

Here, inequality (1) follows from Markov’s inequality, inequality (2) follows from the fact that
aj ∗ (Π) − qj ∗ (Π) (S 0 ) − α ≤ 1, and equality 3 follows from the Resampling Lemma (Lemma 5).
Repeating this argument for qj ∗ (Π) (QΠ ) − aj ∗ (Π) yields a symmetric bound, so by combining
the two with the guarantee of (α, β)-sample accuracy we get,
Pr

S∼P n ,Π∼I(S)



 1


aj ∗ (Π) − qj ∗ (Π) (QΠ ) > α + c ≤
aj ∗ (Π) − qj ∗ (Π) (S) > α
Pr
n
c S∼P ,Π∼I(S)
β
≤
J
c
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Because sample accuracy implies accuracy with respect to the conditional distribution,
together with a bound on posterior stability, the transfer theorem follows immediately:
Proof of Theorem 4. By the triangle inequality:
max |aj − qj (P)| ≤ max |ai − qi (QΠ )| + max |ql (QΠ ) − ql (P)|.
j

i

l

Lemma 6 bounds the first term by α + c with probability 1 − βc over Π, and the definition
of posterior stability bounds the second term by  with probability 1 − δ over Π, which
concludes the proof.
J

3.2

A Transfer Theorem for Differential Privacy

In this section we prove a transfer theorem for differentially private mechanisms by demonstrating that they have low posterior stability and applying our general transfer theorem.
We here show that differentially private mechanisms have low posterior stability for
linear queries. In the Appendix we extend this argument to low-sensitivity and optimization
queries.
I Lemma 7. If M is (, δ)-differentially private, then for any data distribution P, any
analyst A, and any constant c > 0:


δ

max
|q
(Q
)
−
q
(P)|
>
(e
−
1)
+
2c
≤
j
Π
j
j
c
S∼P n ,Π∼Interact (M,A;S)
Pr

i.e. it is (0 , δ 0 )-posterior stable for every data analyst A, where 0 = e − 1 + 2c and δ 0 = δc .
Proof. Given a transcript π ∈ Π, let j ∗ (π) ∈ arg maxj |qj (Qπ ) − qj (P)|. Define for an α > 0:

Πα = π ∈ Π| qj ∗ (π) (Qπ ) − qj ∗ (π) (P) > α
X + (π) =
Bα+ =


x ∈ X|

[

Pr

S∼Qπ ,Si ∼S


[Si = x] > Pr [Si = x]
Si ∼P


X + (π) × {π}

π∈Πα


+
Π+
α (x) = π ∈ Π| (x, π) ∈ Bα


Fix any α. Suppose that Pr qj∗ (Π) (QΠ ) − qj∗ (Π) (P) > α > δc . We must have that either
δ
δ
Pr qj ∗ (Π) (QΠ ) − qj ∗ (Π) (P) > α > 2c
or Pr qj ∗ (Π) (P) − qj ∗ (Π) (QΠ ) > α > 2c
. Without
loss of generality, assume


δ
Pr qj ∗ (Π) (QΠ ) − qj ∗ (Π) (P) > α = Pr [Π ∈ Πα ] >
2c

(1)

Let Si be the random variable obtained by first sampling S ∼ P n and then sampling Si ∈ S
uniformly at random. We compare the probability measure of Bα+ under the joint distribution
on Si and Π with its corresponding measure under the product distribution of Si and Π:
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(Si , Π) ∈ Bα+ − Pr (Si , Π) ∈ Bα+
Si ⊗Π
X
X
=
Pr[Π = π]
(Pr[Si = x|Π = π] − Pr[Si = x])
x∈X + (π)

π∈Πα

≥

X
X

Pr[Π = π]

π∈Πα

=

X

qj ∗ (π) (x) (Pr[Si = x|Π = π] − Pr[Si = x])

x∈X + (π)

π∈Πα

≥

X

Pr[Π = π]

X

qj ∗ (π) (x) (Pr[Si = x|Π = π] − Pr[Si = x])

x∈X

Pr[Π = π] qj ∗ (π) (Qπ ) − qj ∗ (π) (P)



π∈Πα

> α · Pr [Π ∈ Πα ]
On the other hand, using the definition of (, δ)-differential privacy (See Lemma 21 for the
elementary derivation of the first inequality):
Pr
(Si ,Π)





(Si , Π) ∈ Bα+ − Pr (Si , Π) ∈ Bα+
Si ⊗Π
X




+
=
Pr[Si = x] Pr Π ∈ Π+
α (x)|Si = x − Pr Π ∈ Πα (x)
x∈X

≤

X




Pr[Si = x] (e − 1) Pr Π ∈ Π+
α (x) + δ

x∈X

= (e − 1) Pr

Si ⊗Π



(Si , Π) ∈ Bα+ + δ



≤ (e − 1) Pr [Π ∈ Πα ] + δ
< (e − 1) Pr [Π ∈ Πα ] + 2c Pr [Π ∈ Πα ]

(by Equation (1))



= ((e − 1) + 2c) · Pr [Π ∈ Πα ]
This is a contradiction for α ≥ (e − 1) + 2c.

J

I Remark 8. Note
1. Since differential privacy is closed under post processing, this claim can be generalized
beyond queries contained in the transcript to any query generated as function of the
transcript.
2. In the case of (, 0)-differential privacy, choosing c = 0, the claim holds for every query
with probability 1.
Combined with our general transfer theorem (Theorem 4), this directly yields a transfer
theorem for differential privacy:
I Theorem 9 (Transfer Theorem for (, δ)-Differential Privacy). Suppose that M is (, δ)differentially private and (α, β)-sample accurate for linear queries. Then for every analyst A
and c, d > 0 it also satisfies:
Pr

[max |aj − qj (P)| > α + (e − 1) + c + 2d] ≤

S∼P n , Π∼Interact (M,A;S)

j

β
δ
+
c
d

i.e. it is (α0 , β 0 )-distributionally accurate for α0 = α + (e − 1) + c + 2d and β 0 =

β
c

+ dδ .
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I Remark 10. As we will see in Section 4, the Gaussian mechanism (and many other
differentially private mechanisms) has a sample accuracy bound that depends only on the
square root of the log of both 1/β and 1/δ. Thus, despite the Markov-like term β 0 = βc + dδ
in the above transfer theorem, together with the sample accuracy bounds of the Gaussian
mechanism, it yields Chernoff-like concentration.
Our technique extends easily to reason about arbitrary low sensitivity queries and
minimization queries. See Appendix A.1 and A.2 for more details.

4

Applications: The Gaussian Mechanism

We now apply our new transfer theorem to derive the concrete bounds that we plotted in
Figure 1. The Gaussian mechanism is extremely simple and has only a single parameter σ:
for each query qi that arrives, the Gaussian mechanism returns the answer ai ∼ N (qi (S), σ 2 )
where N (qi (S), σ 2 ) denotes the Gaussian distribution with mean qi (S) and standard deviation
σ. First, we recall the differential privacy properties of the Gaussian mechanism.
I Theorem 11 ([2]). When used to answer k linear queries, for every 0 < δ < 1, the
Gaussian mechanism with parameter σ satisfies (, δ)-differential privacy for:
v
!
r
u
u k
k
k
π · 2 2 /δ
 = 2 2 + t2 2 2 log
2n σ
n σ
2n σ
It is also easy to see that the sample-accuracy of the Gaussian mechanism is characterized
by the CDF of the Gaussian distribution:
I Lemma 12. For any 0 < β < 1, the Gaussian mechanism with parameter σ is (αG , β)sample accurate for:
αG =

√

2σ · erfc−1

s √ 
1/k !

 
√
√
β
2k
β
< 2σ · erfc−1
< 2σ log
.
2−2 1−
2
k
πβ

Above, erfc(x) = 1 − erf(x) is the complementary error function.
Proof. For a query qj , write aj = qj (S) + Zj where Zj ∼ N (0, σ 2 ). The sample error
is maxj |aj − qj (S)| = maxj |Zj |. We have that Pr[maxj |Zj | ≥ α] ≤ Pr[maxj Zj ≥ α] +
Pr[minj Zj ≤ −α]. αG is the value that solves the equation Pr[maxj Zj ≥ α] = Pr[minj Zj ≤
−α] = β/2
J
With these quantities in hand, we can now apply Theorem 9 to derive distributional
accuracy bounds for the Gaussian mechanism:
I Theorem 13. Fix a desired confidence parameter 0 < β < 1. When σ is set optimally,
the Gaussian mechanism can be used to answer k linear queries while satisfying (α, β)distributional accuracy, where α is the solution to the following unconstrained minimization
problem:


q
p

 
 
√
k
k
k
2
π·
+
log
/δ
δ
δ
2
2
2
2
2
2
n σ
2n σ
−1+6
α = min
2σ · erfc−1
+ e 2n σ
σ,δ>0 
k
β 
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Proof. Using Theorem 9 and fixing β 0 = δ and c = d, we have that an (α0 , β 0 )-sample
accurate, (, δ)-differentially private mechanism is (α, β)-distributionally accurate for α =
α0 + (e − 1) + 3c and β = 2δ
c where c can be an arbitrary parameter. For any fixed value
of β, we can take c = 2δ
,
and see that we obtain (α, β)-distributional accuracy where
β
0

α = α + (e − 1) + 6 (δ/β). The theorem then follows from plugging in the privacy bound
from Theorem 11, the sample accuracy bound from Theorem 12, and optimizing over the
free variables σ and δ.
J

5

Discussion

We have given a new proof of the transfer theorem for differential privacy that has several
appealing properties. Besides being simpler than previous arguments, it achieves substantially
better concrete bounds than previous transfer theorems, and uncovers new structural insights
about the role of differential privacy and sample accuracy. In particular, sample accuracy
serves to guarantee that the reported answers are close to their conditional means, and
differential privacy serves to guarantee that the conditional means are close to their true
answers. This focuses attention on the conditional data distribution as a key quantity of
interest, which we expect will be fruitful in future work. In particular, it may shed light on
what makes certain data analysts overfit less than worst-case bounds would suggest: because
they choose queries whose conditional means are closer to the prior than the worst-case query.
There seems to be one remaining place to look for improvement in our transfer theorem:
Lemmas 6 and 7 both exhibit a Markov-like tradeoff between a parameter c and β and
δ respectively. Although the dependence on β and δ in our ultimate bounds is only rootlogarithmic, it would still yield an improvement if this Markov-like dependence could be
replaced with a Chernoff-like dependence. It is possible to do this for the β parameter: we
give an alternative (and even simpler) proof of the transfer theorem for (, 0)-differential
privacy which shows that conditional distributions induced by private mechanisms exhibit
Chernoff-like concentration, in Appendix D. But the only way we know to extend this
argument to (, δ)-differential privacy requires dividing δ by a factor of n, which yields a
final theorem that is inferior to Theorem 9.
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Extensions
Low Sensitivity Queries

Our technique extends easily to reason about arbitrary low sensitivity queries. We only need
to generalize our lemma about posterior stability.
I Definition 14. A query q : X n → R is called ∆-sensitive if for all pairs of neighbouring
datasets S, S 0 ∈ X n : |q(S) − q(S 0 )| ≤ ∆. Note that linear queries are (1/n)-sensitive.
I Lemma 15. If M is an (, δ)-differentially private mechanism for answering ∆-sensitive
queries, then for any data distribution P, analyst A, and any constant c > 0:


δ
n

Pr
max |qj (QΠ ) − qj (P )| > (e − 1 + 4c)n∆ ≤
j
c
S∼P n ,Π∼Interact (M,A;S))
i.e. it is (0 , δc )-posterior stable for every A, where 0 = (e − 1 + 4c)n∆.
Proof. We introduce a useful bit of notation: q̄ (x≤i ) =

E

S 0 ∼P n−i

[q ((x≤i , S 0 ))]. Notice

that q̄ (x≤0 ) = q (P n ) and q̄ (x≤n ) = q (x). Given a transcript π ∈ Π, let j ∗ (π) ∈
arg maxj |qj (Qπ ) − qj (P n )|. Denote for any α ≥ 0

Πα = π ∈ Π | qj ∗ (π) (Qπ ) − qj ∗ (π) (P n ) > α
and for any z ∈ [0, 2∆] denote

Πα,z (x≤i ) = π ∈ Πα | q̄j ∗ (π) (x≤i ) − q̄j ∗ (π) (x≤i−1 ) > z − ∆
From the definition of differential privacy:
"
#
X

Pr [Π = π] q̄j ∗ (π) (S≤i ) − q̄j ∗ (π) (S≤i−1 ) + ∆
En
S∼P

π∈Πα

"Z
=

Π∼I(S)

#

2∆

Pr

E

S∼P n

Π∼I(S)

0

"Z
≤

E

S∼P n ,Y ∼P

2∆

[Π ∈ Πα,z (S≤i )] dz


e

0


Pr

Π∼I(S i←Y )

#

[Π ∈ Πα,z (S≤i )] + δ dz

"
=

E

S∼P n ,Y ∼P

#

e

X
π∈Πα

Pr



Π∼I(S i←Y )

[Π = π] q̄j ∗ (π) (S≤i ) − q̄j ∗ (π) (S≤i−1 ) + ∆ + 2∆δ

"
=

E

S∼P n ,Y ∼P

#

e



X
π∈Πα

Pr
Π∼I(S)

[Π = π]

i←Y
q̄j ∗ (π) S≤i





− q̄j ∗ (π) (S≤i−1 ) + ∆ + 2∆δ

where S i←Y = (S1 , . . . , Si−1 , Y, Si+1 , . . . , Sn ), and the last equality follows from the observation that (S, Y ) and (S i←Y
identically
distributed. Since Y ∼ P, independently
 , Si) are

i←Y
from Π, we get that EY ∼P q̄j ∗ (π) S≤i
= q̄j ∗ (π) (S≤i−1 ), so
"
#
X

Pr [Π = π] q̄j ∗ (π) (S≤i ) − q̄j ∗ (π) (S≤i−1 ) + ∆
E
S∼P n

π∈Πα


≤
=

E

S∼P n

e

Π∼I(S)

Pr
Π∼I(S)

 
[Π ∈ Πα ] + 2δ ∆

(e Pr [Π ∈ Πα ] + 2δ) ∆
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Subtracting ∆ Pr [Π ∈ Πα ] from both sides we get
"
#
X

En
Pr [Π = π] q̄j ∗ (π) (S≤i ) − q̄j ∗ (π) (S≤i−1 ) ≤ ((e − 1) Pr [Π ∈ Πα ] + 2δ) ∆
S∼P

π∈Πα

Π∼I(S)

(2)

We now chooose α = (e − 1 + 4c)
n∆. Suppose that Pr qj ∗ (Π)
(QΠ ) − qj ∗ (Π) (P n ) > α


δ
> δc. We must have that either Pr
qj ∗ (Π) (QΠ ) − qj ∗ (Π) (P n ) > α > 2c
or

δ
n
Pr qj ∗ (Π) (P ) − qj ∗ (Π) (QΠ ) > α > 2c . Without loss of generality, assume




δ
Pr qj ∗ (Π) (QΠ ) − qj ∗ (Π) (P n ) > α = Pr [Π ∈ Πα ] >
2c
But this leads to a contradiction, since

(3)

Pr [Π ∈ Πα ] (e − 1 + 4c) n∆
X

<
Pr [Π = π] qj ∗ (π) (Qπ ) − qj ∗ (π) (P n )
π∈Πα

"

#
X

= E

S∼P n

=

n
X
i=1

n

Pr

π∈Πα

Π∼I(S)


[Π = π] qj ∗ (π) (S) − qj ∗ (π) (P )

"
E

S∼P n

#
X
π∈Πα

Pr
Π∼I(S)

[Π = π] q̄j ∗ (π) (S≤i ) − q̄j ∗ (π) (S≤i−1 )

≤ ((e − 1) Pr [Π ∈ Πα ] + 2δ) n∆



(by Equation (2))



< Pr [Π ∈ Πα ] (e − 1 + 4c) n∆ (by Equation (3))

J

We can combine this Lemma with Lemma 6 (which holds for any query type) to get our
transfer theorem:
I Theorem 16 (Transfer Theorem for Low Sensitivity Queries). Suppose that M is (, δ)differentially private and (α, β)-sample accurate for ∆-sensitive queries. Then for every
analyst A, c, d > 0 it also satisfies:


β
δ
n

Pr
max
|a
−
q
(P
)|
>
α
+
c
+
(e
−
1
+
4d)n∆
≤ +
j
j
n
j
c
d
S∼P , Π∼Interact (M,A;S)
i.e. it is (α0 , β 0 )-distributionally accurate for α0 = α + c + (e − 1 + 4d)n∆ and β 0 =

A.2

β
c

+ dδ .

Minimization Queries

I Definition 17. Minimization queries are specified by a loss function L : X n × Θ → [0, 1]
where Θ is generally known as the “parameter space”. An answer to a minimization query
L is a parameter θ ∈ Θ. We work with ∆-sensitive minimization queries: for all pairs of
neighbouring datasets S, S 0 ∈ X n and all θ ∈ Θ, |L(S, θ) − L(S 0 , θ)| ≤ ∆.
A mechanism M is (α, β)-sample accurate for minimization queries if for every data
analyst A and every dataset S ∈ X n :


Pr
max Lj (S, θj ) − min Lj (S, θ) ≥ α ≤ β
Π∼Interact(M,A;S)

j

θ∈Θ

We say that M satisfies (α, β)-distributional accuracy for minimization queries if for every
data analyst A and every data distribution P:




0
0
Pr
max
L
(S
,
θ
)
−
min
L
(S
,
θ)
≥
α
≤β
E
j
j
j
n
S∼P ,Π∼Interact(M,A;S)

j

S 0 ∼P n

θ∈Θ
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I Remark 18. Note that
0

E

S 0 ∼P n

[Lj (S , θj )] − min

E

θ∈Θ S 0 ∼P n

0

[Lj (S , θ)] ≤



0
0
Lj (S , θj ) − min Lj (S , θ)

E

S 0 ∼P n

θ∈Θ

So as long as the RHS is bounded, the LHS is bounded too.
I Remark 19. For a given ∆-sensitive minimization query Lj and an answer θj , define:
qj (S) := Lj (S, θj ) − min Lj (S, θ) and aj := 0
θ∈Θ

Note several things:
1. If Lj is ∆-sensitive, then qj is 2∆-sensitive.
2. The mapping from a minimization query transcript π = ((L1 , θ1 ), . . . , (Lk , θk )) to the
2∆-sensitive query transcript π 0 = ((q1 , a1 ), . . . , (qk , ak )) as defined above is a datasetindependent post-processing π 0 = f (π).
3. π satisfies an (α, β)-accuracy guarantee if and only if π 0 does.
With the above observation, the transfer theorem for minimization queries immediately
follows by Lemma 15 and Lemma 6.
I Theorem 20 (Transfer Theorem for Minimization Queries). Suppose that M is (, δ)differentially private and (α, β)-sample accurate for ∆-sensitive minimization queries. Then
for every analyst A and c, d > 0 it also satisfies:




δ
β
Pr max E
Lj (S 0 , θj ) − min Lj (S 0 , θ) > α + c + 2(e − 1 + 4d)n∆ ≤ +
j
θ∈Θ
c
d
S 0 ∼P n
i.e. it is (α0 , β 0 )-distributionally accurate for α0 = α + c + 2(e − 1 + 4d)n∆ and β 0 =

B

β
c

+ dδ .

Details from Section 3.1

Proof of Lemma 5. This follows from the expansion of the definition, and an application of
Bayes Rule.
Pr
XXX

S∼P n ,Π∼I(S),S 0 ∼QΠ

=

x

=

π

=
=
=

C

Pr[Π = π] 0Pr [S 0 = x0 ]1[(x0 , π) ∈ E]
S ∼Qπ

Pr[Π = π] Pr[S = x0 |Π = π]1[(x0 , π) ∈ E]

x0

XX
π

S ∼Qπ

x0

XX
π

Pr[S = x] Pr[Π = π|S = x] 0Pr [S 0 = x0 ]1[(x0 , π) ∈ E]

x0

π

XX

[(S 0 , Π) ∈ E]

Pr[Π = π]

x0

Pr

Pr[Π = π|S = x0 ] · Pr[S = x0 ]
1[(x0 , π) ∈ E]
Pr[Π = π]

[(S, Π) ∈ E]

J

S∼P n ,Π∼I(S)

Details from Section 3.2

I Lemma 21. If M is (, δ)-differentially private, then for any event E and datapoint x:
Pr

S∼P n ,Si ∼S,Π∼I(S)

[Π ∈ E|Si = x] ≤ e

Pr

[Π ∈ E] + δ

S∼P n ,Π∼I(S)
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Proof. This follows from expanding the definitions.
n

[Π ∈ E|Si = x]

Pr

S∼P n ,Si ∼S,Π∼I(S)

=

1X
Pr
[Π ∈ E|Si = x]
n i=1 S∼P n ,Π∼I(S)

=

n
1X X
Pr [S = x] · Pr[Π ∈ E|S = (x−i , x)]
S∼P n
n i=1
n

≤

n
1X X
Pr [S = x] · (e Pr[Π ∈ E|S = x] + δ)
S∼P n
n i=1
n

=

e

x∈X

x∈X

Pr

[Π ∈ E] + δ

S∼P n ,Π∼I(S)

where the inequality follows from the definition of differential privacy.

D

J

An (even) Simpler and Better Proof for -Differential Privacy

In this section we give an even simpler proof of an even better transfer theorem for (, 0)differential privacy. Rather than using Markov’s inequality as we did in the proof of Lemma
6, we can directly show that conditional distributions induced by differentially private
mechanisms exhibit Chernoff-like concentration.
I Lemma 22. If M is (, 0)-differentially private, then for any data distribution P, any
transcript π ∈ Π, any linear query q, and any η > 0:
#
"
r
2 ln(2/η)

≤η
Pr |q(S) − q(P)| ≥ (e − 1) +
S∼Qπ
n
Pi
Proof. Define the random variables Vi = q(Si ) − E[q(Si )|S<i ], and let Xi = n1 j=1 Vj .
Then the sequence 0 = X0 , X1 , . . . , Xn forms a martingale and |Xi − Xi−1 | = n1 |Vi | ≤ n1 . We
can therefore apply Azuma’s inequality to conclude that:
"
#
 2 
n
n
1X
1X
−t n
q(Si ) −
Pr
[q(S
)|S
]
≥
t
≤
2
exp
(4)
E
i
<i
n i=1
n i=1
2
Now fix any realization x, and consider each term: E[q(Si )|S<i = x<i ]. We have:
X
q(x) · Pr n [Si = x|Π = π, S<i = x<i ]
E [q(Si )|S<i = x<i ] =
S∼Qπ

S∼P

x

=

X

q(x) ·

x


≤ e ·

X

PrS∼P n [Π = π|Si = x, S<i = x<i ] · PrS∼P n [Si = x]
Pr[Π = π|S<i = x<i ]

q(x) · Pr n [Si = x]

x

S∼P



= e q(P)
where the inequality follows from the definition of (, 0)-differential privacy. Symmetrically,
we can show that ES∼Qπ [q(Si )|S<i = x<i ] ≥ e− q(P). Therefore we have that:
n

e− q(P) ≤

1X

E[q(Si )|S<i ] ≤ e q(P).
n i=1

Combining this with Equation 4 gives us that for any η > 0, with probability 1 − η when
S ∼ Qπ :
r
r
2 ln(2/η)
2 ln(2/η)

−
q(S) ≤ e q(P) +
and q(S) ≥ e q(P) −
J
n
n
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A transfer theorem follows immediately from lemma 22.
I Theorem 23. Suppose that M is (, 0)-differentially private and (α, β)-sampleq
accurate.

Then for any η > 0 it is (α0 , β 0 )-distributionally accurate for α0 = α + (e − 1) +
and β 0 = β + η.

2 ln(2/η)
n

Proof. For a given π, let j ∗ (π) = arg maxj |aj − qj (P)|. By the triangle inequality we have:
|aj ∗ (Π) − qj ∗ (Π) (P)| ≤ |aj ∗ (Π) − qj ∗ (Π) (S)| + |qj ∗ (Π) (S) − qj ∗ (Π) (P)|
≤ max |aj − qj (S)| + |qj ∗ (Π) (S) − qj ∗ (Π) (P)|
j

By the definition of (α, β)-sample accuracy, we have that with probability 1 − β, maxj |aj −
qj (S)| ≤ α. The Resampling Lemma (Lemma 5) gives us that:
"
#
r
2 ln(2/η)

Pr
|qj ∗ (Π) (S) − qj ∗ (Π) (P)| ≥ (e − 1) +
n
S∼P n , Π∼I(S)
#
"
r
2 ln(2/η)
0

=
Pr
|qj ∗ (Π) (S ) − qj ∗ (Π) (P)| ≥ (e − 1) +
n
S∼P n , Π∼I(S), S 0 ∼QΠ
"
"
##
r
2 ln(2/η)
0

=
Pr
|qj ∗ (Π) (S ) − qj ∗ (Π) (P)| ≥ (e − 1) +
E
n
S∼P n , Π∼I(S) S 0 ∼QΠ
≤η
Because Lemma 22 guarantees us that for every π,
"
#
r
2
ln(2/η)
Pr |qj ∗ (π) (S 0 ) − qj ∗ (π) (P)| ≥ (e − 1) +
≤ η.
S 0 ∼Qπ
n
The theorem then follows from a union bound.
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Abstract
In classical secretary problems, a sequence of n elements arrive in a uniformly random order, and
we want to choose a single item, or a set of size K. The random order model allows us to escape
from the strong lower bounds for the adversarial order setting, and excellent algorithms are known
in this setting. However, one worrying aspect of these results is that the algorithms overfit to the
model: they are not very robust. Indeed, if a few “outlier” arrivals are adversarially placed in the
arrival sequence, the algorithms perform poorly. E.g., Dynkin’s popular 1/e-secretary algorithm is
sensitive to even a single adversarial arrival: if the adversary gives one large bid at the beginning of
the stream, the algorithm does not select any element at all.
We investigate a robust version of the secretary problem. In the Byzantine Secretary model, we
have two kinds of elements: green (good) and red (rogue). The values of all elements are chosen by
the adversary. The green elements arrive at times uniformly randomly drawn from [0, 1]. The red
elements, however, arrive at adversarially chosen times. Naturally, the algorithm does not see these
colors: how well can it solve secretary problems?
We show that selecting the highest value red set, or the single largest green element is not
possible with even a small fraction of red items. However, on the positive side, we show that these
are the only bad cases, by giving algorithms which get value comparable to the value of the optimal
green set minus the largest green item. (This benchmark reminds us of regret minimization and
digital auctions, where we subtract an additive term depending on the “scale” of the problem.)
Specifically, we give an algorithm to pick K elements, which gets within (1 − ε) factor of the above
benchmark, as long as K ≥ poly(ε−1 log n). We extend this to the knapsack secretary problem, for
large knapsack size K.
For the single-item case, an analogous benchmark is the value of the second-largest green item.
For value-maximization, we give a poly log∗ n-competitive algorithm, using a multi-layered bucketing
scheme that adaptively refines our estimates of second-max over time. For probability-maximization,
we show the existence of a good randomized algorithm, using the minimax principle.
We hope that this work will spur further research on robust algorithms for the secretary problem,
and for other problems in sequential decision-making, where the existing algorithms are not robust
and often tend to overfit to the model.
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Introduction

In sequential decision-making, we have to serve a sequence of requests online, i.e., we must
serve each request before seeing the next one. E.g., in online auctions and advertising, given a
sequence of arriving buyers, we want to choose a high bidder. Equivalently, given a sequence
of n numbers, we want to choose the highest of these. The worst-case bounds for this problem
are bleak: choosing a random buyer is the best we can do. So we make (hopefully reasonable)
stochastic assumptions about the input stream, and give algorithms that work well under
those assumptions.
A popular assumption is that the values/bids are chosen by an adversary, but presented
to the algorithm in a uniformly random order. This gives the secretary or the random-order
model, under which we can get much better results. E.g., Dynkin’s secretary algorithm that
selects the first prefix-maximum bidder after discarding the first 1/e-fraction of the bids,
selects the highest bid with probability 1/e [13]. The underlying idea – of fixing one or more
thresholds after seeing some prefix of the elements – can be generalized to solve classes of
packing linear programs near-optimally [8, 9, 25, 21], and to get O(log log n)-competitive
algorithms for matroids [28, 16] in the random-order model.
However, the assumption that we see the elements in a uniformly random order is quite
strong, and most current algorithms are not robust to small perturbations to the model. E.g.,
Dynkin’s algorithm is sensitive to even a single adversarial corruption: if the adversary gives
one large bid at the beginning of the stream, the algorithm does not select any buyer at all,
even if the rest of the stream is perfectly random! Many other algorithms in the secretary
model suffer from similar deficiencies, which suggests that we may be over-fitting to the
assumptions of the model.
We propose the Byzantine secretary model, where the goal is to design algorithms robust
to outliers and adversarial changes. The use of the term “Byzantine” parallels its use in
distributed systems, where some of the input is well-behaved while the rest is arbitrarily
corrupted by an adversary. Alternatively, our model can be called semi-random or robust:
these other terms are used in the literature which inspires our work. Indeed, there is
much interest currently in designing stochastic algorithms that are robust to adversarial
noise (see [10, 34, 29, 3, 34, 11, 12, 14, 30] and references therein). Our work seeks to
extend robustness to online problems. Our work is also related in spirit to investigations
into how much randomness in the stream is necessary and sufficient to get competitive
algorithms [5, 23].
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Our Model

In the secretary problem, n elements arrive one-by-one. Each item has a value that is revealed
upon its arrival, which happens at a time chosen independently and uniformly at random in
[0, 1]. (We choose the continuous time model, instead of the uniformly random arrival order
model, since the independence allows us to get clean proofs.) When we see an item, we must
either select it or discard it before we see the next item. Our decisions are irrevocable. We
can select at most K elements, where K = 1 for the classical version of the problem. We
typically want to maximize the expected total value of the selected elements where the value
of a set is simply the sum of values of individual elements. (For the single-item case we may
also want to maximize the probability of selecting the highest-value item, which is called the
ordinal case.) Given its generality and wide applicability, this model and its extensions are
widely studied; see §1.3.
The difference between the classical and Byzantine secretary models is in how the sequence
is generated. In both models, the adversary chooses the values of all n elements. In the
classical model, these are then permuted in a random order (say by choosing the arrival
times independently and uniformly at random (u.a.r.) from [0, 1]). In the Byzantine model,
the elements are divided into two groups: the green (or good) elements/items G, and the
red (or rogue/bad) elements/items R. This partition and the colors are not visible to the
algorithm. Now elements in G arrive at independently chosen u.a.r. times between [0, 1], but
those in R arrive at times chosen by the adversary. Faced with this sequence, the algorithm
must select some subset of elements (say, having size at most K, or more generally belonging
to some down-closed family). The precise order of actions is important:
First, the adversary chooses values of elements in R ∪ G, and the arrival times of elements
in R.
Then each element e ∈ G is independently assigned a uniformly random arrival time
te ∼ U [0, 1].
Hence the adversary is powerful and strategic, and can “stuff” the sequence with values in
an order that fools our algorithms the most. The green elements are non-strategic (hence are
in random order) and beyond the adversary’s control. When an element is presented, the
algorithm does not see the color (green vs. red): it just sees the value and the time of arrival.
We assume that the algorithm knows n := |R| + |G|, but not |R| or |G|; see Appendix B on
how to relax this assumption. The green elements are denoted G = {gmax = g1 , g2 , . . . , g|G| }
in non-increasing order of values.
What results can we hope to get in this model? Here are two cautionary examples:
Since the red elements behave completely arbitrarily, the adversary can give non-zero
values to only the reds, and plant a bad example for the adversarial order using them.
Hence, we cannot hope to get the value of the optimal red set in general, and should aim
to get value only from the greens.
Moreover, suppose essentially all the value among the greens is concentrated in a single
item gmax . Here’s a bad example: the adversary gives a sequence of increasing reds, all
having value much smaller than gmax , but values which are very far from each other.
When the algorithm does see the green item, it will not be able to distinguish it from the
next red, and hence will fail. This is formalized in Observation 19. Hence, to succeed,
the green value must be spread among more than one item.
Given these examples, here is the “leave-one-out” benchmark we propose:
V ∗ := value of the best feasible green set from G \ gmax .

(1)

ITCS 2020

32:4

Robust Algorithms for the Secretary Problem

This benchmark is at least as strong as the following guarantee:
(value of best feasible green set from G) − v(gmax ).

(2)

The advantage of (1) over (2) is that V ∗ is interesting even when we want to select a single
item, since it asks for value vg2 or higher.
We draw two parallels to other commonly used benchmarks. Firstly, the perspective (2)
suggests the regret-type guarantees, where we seek the best solution in hindsight, minus
the “scale of the problem instance”. The value of gmax is the scale of the instance here.
Secondly, think of the benchmark (1) as assuming the existence of at least two high bids,
then the second-largest element is almost as good a benchmark as the top element. This is a
commonly used assumption, e.g., in digital goods auctions [4].
Finally, if we really care about a benchmark that includes gmax , our main results for
selecting multiple items (Theorem 1 and Theorem 2) continue to hold, under the (mild?)
assumption that the algorithm starts with a polynomial approximation to v(gmax ).

1.2

Our Results

We first consider the setting where we want to select at most K elements to maximize the
expected total value. In order to get within (1 + ε) factor of the benchmark V ∗ defined in (1),
we need to assume that we have a “large budget”, i.e., we are selecting a sufficiently large
number of elements. Indeed, having a larger budget K allows us to make some mistakes and
yet get a good expected value.
I Theorem 1 (Uniform Matroids). There is an algorithm for Byzantine secretary on uniform
matroids of rank K ≥ poly(ε−1 log n) that is (1 + ε)-competitive with the benchmark V ∗ .
For the standard version of the problem, i.e. without any red elements, [26] gave an
algorithm that achieves the same competitiveness when K ≥ Ω(1/ε2 ). The algorithm
from [26] uses a single threshold, that it updates dynamically; we extend this idea to having
several thresholds/budgets that “cascade down” over time; we sketch the main ideas in §2.2.
In fact, we give a more general result – an algorithm for the knapsack setting where each
element has a size in [0, 1], and the total size of elements we can select is at most K. (The
uniform-matroids case corresponds to all sizes being one.) Whereas the main intuition remain
unchanged, the presence of non-uniform sizes requires a little more care.
I Theorem 2 (Knapsack). There is an algorithm for Byzantine secretary on knapsacks with
size at least K ≥ poly(ε−1 log n) (and elements of at most unit size) that is (1+ε)-competitive
with the benchmark V ∗ .
As mentioned earlier, under mild assumptions the guarantee in Theorem 2 can be extended
against the stronger benchmark that includes gmax . Formally, assuming the algorithm starts
with a poly(m)-approximation to the value of gmax , we get a (1 + ε)-competitive algorithm
for K ≥ poly(ε−1 log(mn)) against the stronger benchmark.
Selecting a Single Item. What if we want to select a single item, to maximize its expected
value? Note that the benchmark V ∗ is now the value of g2 , the second-largest green item.
Our main result for this setting is the following, where log∗ n denotes the iterated logarithm:
I Theorem 3 (Value Maximization Single-Item). There is a randomized algorithm for the
value-maximization (single-item) Byzantine secretary problem which gets an expected value
at least (log∗ n)−2 · V ∗ .
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Interestingly, our result is unaffected by the corruption level, and works even if just
two elements gmax , g2 are green, and every other item is red. This is in contrast to many
other robustness models where the algorithm’s performance decays with the fraction of bad
elements [14, 3, 12, 30]. Moreover, our algorithms do not depend on the fraction of bad
items. Intuitively, we obtain such strong guarantees because the adversary has no incentive
to present too many bad elements with large values, as otherwise an algorithm that selects a
random element would have a good performance.
In the classical setting, the proofs for the value-maximization proceed via showing
that the best item itself is chosen with constant probability. Indeed, in that setting, the
competitiveness of value-maximization and probability-maximization versions is the same.
We do not know of such a result in the Byzantine model. However, we can show a non-trivial
performance for the probability-maximization (ordinal) problem:
I Theorem 4 (Ordinal Single-item Algorithm). There is a randomized algorithm for the
ordinal Byzantine secretary which selects an element of value at least the second-largest green
item with probability Ω(1/ log2 n).
Other Settings. Finally, we consider some other constraint sets given by matroids. In
(simple) partition matroids, the universe U is partitioned into r groups, and the goal is to
select one item from each group to maximize the total value. If we were to set the benchmark
to be the sum of second-largest green items from each group, we can just run the single-item
algorithm from Theorem 1 on each group independently. But our benchmark V ∗ is much
higher: among the items g2 , . . . , g|G| , the set V ∗ selects the largest one from each group.
Hence, we need to get the largest green item from r − 1 groups! Still, we do much better
than random guessing.
I Theorem 5 (Partition Matroids). There is an algorithm for Byzantine secretary on partition
matroids that is O(log log n)2 -competitive with the benchmark V ∗ .
Finally, we record a simple but useful logarithmic competitive ratio for arbitrary matroids
(proof in §6.2), showing how to extend the corresponding result from [1] for the non-robust
case.
I Observation 6 (General Matroids). There is an algorithm for Byzantine secretary on
general matroids that is O(log n)-competitive with the benchmark V ∗ .
Our results show how to get robust algorithms for the widely-studied secretary problems,
and we hope it will generate futher interest in robust algorithm design. Interesting next
directions include improving the quantitative bounds in our results (which are almost certainly
not optimal), and understanding tradeoffs between competitiveness and robustness.

1.3

Related Work

The secretary problem has a long history, see [17] for a discussion. The papers [1, 28,
16] studied generalizations of the secretary problem to matroids, [20, 27, 24, 22] studied
extensions to matchings, and [38, 39] studied extensions to arbitrary packing constraints.
More generally, the random-order model has been considered, both as a tool to speed up
algorithms (see [6, 41]), and to go beyond the worst-case in online algorithms (see [32, 18, 19]).
E.g., we can solve linear programs online if the columns of the constraint matrix arrive in
a random order [8, 9, 25, 21], and its entries are small compared to the bounds. In online
algorithms, the random-order model provides one way of modeling benign nature, as opposed
to an adversary hand-crafting a worst-case input sequence; this model is at least as general
as i.i.d. draws from an unknown distribution.
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Both the random-order model and the Byzantine model are semi-random models [2, 15],
with different levels of power to the adversary. Other restrictions of the random-order
model have been studied, via lower-bounding the entropy of the input stream, to ensure
the permutations are “random enough” [5, 23]. These papers give sufficient conditions for
the classical algorithms to perform well, whereas we take the dual approach of permitting
outliers and then asking for new robust algorithms. There are works (e.g., [31, 33, 35]) that
give algorithms which have a worst-case adversarial bound, and which work better when
the input is purely stochastic; most of these do not study the performance on mixed arrival
sequences. One exception is the work [14] who study online matching for mixed arrivals,
under the assumption that the “magnitude of noise” is bounded. Another exception is a
recent (unpublished) work of Kesselheim and Molinaro, who define a robust K-secretary
problem similar to ours. They assume the corruptions have a bursty pattern, and get
1 − f (K)-competitive algorithms. Our model is directly inspired by theirs.

2

Preliminaries and Techniques

By [a . . . b] we denote the set of integers {a, a + 1, . . . , b − 1, b}. The universe U := R ∪ G
consists of red/corrupted elements R and greed/good elements G. Let v(e) denote the value of
element e: in the ordinal case v(e) merely defines a total ordering on the elements, whereas in
the value-maximization case v(e) ∈ R≥0 . Similarly, let v(A) be the random variable denoting
the value of the elements selected by algorithm A. Let te ∈ [0, 1] be the arrival time of
element e. Let R = {r1 , r2 , . . . , r|R| } and G = {gmax , g2 , g3 , . . . , g|G| }; the elements in each
set are ordered in non-increasing values. Let V ∗ be the benchmark to which we compare
our algorithm. Note that V ∗ is some function of G \ {gmax }, depending on the setting. We
sometimes refer to elements {e ∈ U | v(e) ≥ v(g2 )} as big.

2.1

Two Useful Subroutines

Here are two useful subroutines.
Select a Random Element. The subroutine is simple: select an element uniformly at
random. The algorithm can implement this in an online fashion since it knows the total
number of elements n. An important property of this subroutine is that, in the value case,
if any element in U has value at least nV ∗ , this subroutine gets at least V ∗ in expectation
since this highest value element is selected with probability 1/n.
Two-Checkpoints Secretary. The subroutine is defined on two checkpoints T1 , T2 ∈ [0, 1],
and let I := [T1 , T2 ] be the interval between them. The subroutine ignores the input up
to time T1 , observes it during I by setting threshold τ to be the highest value seen in the
interval I, i.e., τ ← max{v(e) | te ∈ I}. Finally, during hT2 , 1] the subroutine selects the first
element e with value v(e) ≥ τ .
We use the subroutine in the single-item setting where the goal is to find a “big” element,
i.e., an element with value at least v(g2 ). Suppose that there are no big red elements
in I. Now, if g2 lands in I, and also gmax lands in hT2 , 1], we surely select some element
with value at least g2 . Indeed, if there are no big items, threshold τ ← g2 , and because
gmax lands after I, it or some other element will be selected. Hence, with probability
Pr[tg2 ∈ I] Pr[tgmax ∈ hT2 , 1]] = (T2 − T1 ) · (1 − T2 ), we select an element of value at least
v(g2 ).
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Our Techniques

A common theme of our approaches is to prove a “good-or-learnable” lemma for each problem.
Our algorithms begin by putting down a small number of checkpoints {Ti }i to partition
the time horizon [0, 1] – and the arriving items – into disjoint intervals {Ii }i . We maintain
thresholds in each interval to decide whether to select the next element. Now a “good-orlearnable” lemma says that either the setting of the thresholds in the current interval Ii will
give us a “good” performance, or we can “learn” that this is not the case and update the
thresholds for the next interval Ii+1 . Next we give details for each of our problems.
Uniform Matroid Value Maximization (§3). Recall that here we want to pick K elements
(in particular, all elements have size 1, unlike the knapsack case where sizes are in the range
[0, 1]). For simplicity, suppose the algorithm knows that the benchmark V ∗ lies in [1, n]; we
remove this assumption later. We define O(ε−1 log n) levels, where level ` ≥ 0 corresponds to
values in the range [n/(1 + ε)`+1 , n/(1 + ε)` ). For each interval Ii and level `, we maintain a
budget B`,i . Within this interval Ii , we select the next arriving element having a value in
some level ` only if the budget B`,i has not been used up. How should we set these budgets?
If there are 1/δ intervals of equal size, we expect to select δK elements in this interval. So we
have a total of δK budget to distribute among the various levels. We start off optimistically,
giving all the budget to the highest-value level. Now this budget gradually cascades from a
level ` to the next (lower-value) level ` + 1, if level ` is not selecting elements at a “good
enough” rate. The intuition is that for the “heavy” levels (i.e., those that contain many
elements from the benchmark-achieving set S ∗ ), we will roughly see the right number of
them arriving in each interval. This allows us to prove a good-or-learnable lemma, that
either we select elements at a “good enough” rate in the current interval, or this is not the
case and we “learn” that the budgets should cascade to lower value levels. There are many
details to be handled: e.g., this reasoning is only possible for levels with many benchmark
elements, and so we need to define a dedicated budget to handle the “light” levels.
Single-Item Value-Maximization (§5). We want to maximize the expected value of the
selected element, compared to V ∗ := v(g2 ), the value of the second-max green. With some
small constant probability our algorithm selects a uniformly random element. This allows
us to assume that every element has value less than nV ∗ , as otherwise the expected value
of a random guess is Ω(V ∗ ). We now describe how applying the above “good-or-learnable”
paradigm in a natural way guarantees an expected value of Ω(V ∗ / log n). Running the
two-checkpoint secretary (with constant probability) during T1 = 0, T2 = 1/2 we know that
it gets value Ω(V ∗ ) and we are done, or failing that, there exist a red element of value at
least V ∗ in [0, 1/2]. But then we can use this red element (highest value in the first half)
to get a factor n estimate on the value of V ∗ . So by grouping elements into buckets if
their values are within a factor 2, and randomly guessing the bucket that contains v(g2 ),
gives us an expected value of Ω(V ∗ / log n). To obtain the stronger factor of poly log∗ n in
Theorem 3, we now define log∗ n checkpoints. We prove a “good-or-learnable” lemma that
either selecting a random element from one of the current buckets has a good value, or we
can learn a tighter estimate on V ∗ and reduce the number of buckets.
Ordinal Single-Item Secretary (§4). We now want to maximize the probability of selecting
an element whose value is as large as the green second-max; this is more challenging than
value-maximization since there is no notion of values for bucketing. Our approach is crucially
different. Indeed, we use the minimax principle in the “hard” direction: we give an algorithm
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that does well when the input distribution is known to the algorithm (i.e., where the algorithm
can adapt to the distribution), and hence infer the existence of a (randomized) algorithm
that does well on worst-case inputs.
The known-distribution algorithm uses O(log n) intervals. Again, we can guarantee there
is a “big” (larger than g2 ) red element within each interval, as otherwise running Dynkin’s
algorithm on a random interval with a small probability already gives a “good” approximation.
This implies that even if the algorithm “learns” a good estimate of the second-max just
before the last interval, it will win. This is because the algorithm can set this estimate of
second-max as a threshold, and it wins by selecting the big red element of the last interval.
Finally, to learn a good estimate on the second-max, we again prove a “good-or-learnable”
lemma. Its proof crucially relies on the algorithm knowing the arrival distribution, since that
allows us to set “median” of the conditional distribution as a threshold.
Other Results (§6). We also give O(log log n)2 -competitive algorithms for Partition
matroids, where the difficulty is that we cannot afford to lose the max-green element
in every part. Our idea is to only lose one element globally to get a very rough scale of
the problem, and then exploit this scale in every part. We also show why other potential
benchmarks are too optimistic in §A, and how to relax the assumption that n is known in
§B. See those sections for details.

3

Knapsack Byzantine Secretary

Consider a knapsack of size K; for all the results in this section we assume that K ≥
poly(ε−1 log n). Each arriving element e has a size s(e) ∈ [0, 1] and a value v(e) ≥ 0. Let
gmax , g2 , g3 , . . . , denote the green elements G with decreasing values and let
V ∗ := max

P

e∈S

v(e) | S ⊆ G \ gmax and

P

e∈S

s(e) ≤ K

(3)

be the value of the benchmark solution, i.e., the optimal solution obtained after discarding
the top green element gmax . Let S ∗ be the set of green elements corresponding to this
benchmark.
In §3.1 we give a (1 + ε)-competitive algorithm assuming we have a factor poly(n)approximation to the benchmark value V ∗ . (In fact, given this poly(n)-approximation, we
can even get within a (1 + ε)-factor of the optimal set including gmax .) Then in §3.2 we
remove the assumption, but now our value is only comparable to V ∗ (i.e., excluding gmax ).
Intuition. The main idea of the regular (non-robust) multiple-secretary problem (where we
pick at most K items) is to observe a small ε fraction of the input, estimate the value of
the K th largest element, and then select elements with value exceeding this estimate. (A
better algorithm revises these estimates over time, but let us ignore this optimization for
now.) In the Byzantine case, there may be an arbitrary number of red items, so strategies
that try to estimate some statistics (like the K th largest) to use for the rest of the algorithm
are susceptible to adversarial attacks.
For now, suppose we know that all items of S ∗ have values in [1, nc ] for some constant c.
The density of an item to be its value divided by its size. We define O(log n) density levels,
where elements in the same level have roughly the same density, so our algorithm does not
distinguish between them. The main idea of our algorithm is to use cascading budgets. At
the beginning we allocate all our budget to picking only the highest-density level items. If
we find that we are not picking items at a rate that is “good enough”, we re-allocate parts of
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our budget to lower-density levels. The hope is that if the benchmark solution S ∗ selects
many elements from a certain density level, we can get a good estimate of the “right” rate at
which to pick up items from this level. Moreover, since our budgets trickle from higher to
lower densities, the only way the adversary can confuse us is by giving dense red elements, in
which case we will select them.
Such an idea works only for the value levels that contain many elements of S ∗ . For the
remaining value levels, we allocate dedicated budgets whose sole purpose is to pick a “few”
elements from that level, irrespective of whether they are from S ∗ . By making the total
number of levels logarithmic, we argue that the total amount of dedicated budgets is only
o(K), so it does not affect the analysis for the cascading budget.

3.1

An Algorithm Assuming a Polynomial Approximation

Suppose we know the benchmark V ∗ to within a polynomial factor: by rescaling, assume
that V ∗ lies in the range [1 . . . nc ] for some constant c. This allows us to simplify the instance
structure as follows: Firstly, we can pick all elements of size at most 1/n, since the total
space usage is at most n · 1/n = 1 (recall, K ≥ poly(ε−1 log n)). Next, we can ignore all
elements with value less than 1/n2 because their total value is at most 1/n  1 ≤ V ∗ . If the
density of an element is defined to be the ratio v(e)/s(e), then all remaining elements have
density between nc+1 and n−2 . The main result of this section is the following:
I Lemma 7. If V ∗ lies between 1 and nc for some constant c, each element has size at
least 1/n and value at least 1/n2 , and K ≥ poly(ε−1 log n), then there exists a (1 + O(ε))competitive algorithm.
The idea of our algorithm is to partition the input into 1/δ disjoint pieces (δ is a small
parameter that will be chosen later) and try to solve 1/δ “similar-looking” instances of the
knapsack problem, each with a knapsack of size δK.
The Algorithm. Define checkpoints Ti := δi and corresponding intervals Ii := hTi−1 , Ti ]
for all i ∈ [1 . . . 1/δ]. Define L := (1 + c+3
ε log n) density levels as follows: for each integer
` ∈ [0 . . . L), density value ρ` := nc+1 /(1+ε)` . Now density level ` corresponds to all densities
lying in the range (ρ`+1 , ρ` ]. Note that densities decrease as ` increases. We later show that
2
L/ε 
the setting of parameters K ≥ Ω L log
and 1/δ = Ω(L/ε) suffices.
ε4
We maintain two kinds of budgets:
Cascading budgets: We maintain a budget B`,i for each density level ` and each interval Ii .
For the first interval I1 , define B0,1 := δK, and B`,1 := 0 for ` > 0. For the subsequent
intervals, we will set B`,i in an online way as described later.
e` := H for each density level `; we
Dedicated budgets: We maintain a dedicatedbudget B
L log L/ε
will later show that setting H := Ω
suffices.
ε3
Suppose we are in the interval Ii , and the arriving element e has density v(e)/s(e) in level `.
1. If the remaining cascading budget B`0 ,i of one of the density levels `0 ≥ ` is positive then
select e. For the smallest `0 ≥ ` satisfying this condition, update B`0 ,i ← B`0 ,i − s(e).
e` for level ` is positive, select e and update
2. Else, if the remaining dedicated budget B
e
e
B` ← B` − s(e).
Finally, for i > 1, we define the cascading budgets B`,i for this interval Ii based on how much
of the budgets at levels ` and ` − 1 are consumed in the previous interval Ii−1 as follows.
The amount of budget B`−1,i−1 at level ` − 1 that is not consumed in interval Ii−1 is moved
to level ` (which has lower density), and the budget that gets consumed in Ii−1 is restored
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Figure 1 The bars for Ii−1 show the budget, and (in darker colors) the amount consumed. The
consumed budget (in dark blue) at level ` in interval Ii−1 is restored at level ` in Ii ; the unconsumed
budget at level ` − 1 in interval Ii−1 is then added to it.

at level ` (see Figure 1). Formally, if C`,i−1 is the amount of consumed cascading budget for
level ` in interval Ii−1 and R`,i−1 is the amount of remaining budget at level ` at the end of
interval i − 1 (i.e., the value of B`,i−1 at the time corresponding to the end of Ii−1 ), then we
define the initial budget for level ` at the start of interval i to be
B`,i := C`,i−1 + R`−1,i−1 .
It is easy to see that we can compute these cascading budgets online.
A Note about Budget Violations. The total budget, summed over both categories and over
all the intervals for the cascading budgets, is K 0 := ((1/δ) · δK) + L H > K. If we use up all
this budget, we would violate the knapsack capacity. Moreover, we select an element as long
as the corresponding budget is positive, and hence may exceed each budget by the size of the
last element. However, since K 0 ≤ (1 + ε)K and K is much larger than individual element
sizes, the violations is a small fraction of K, so we can reject each element originally selected
by the algorithm with some small probability (e.g., p = 2ε) to guarantee that the non-rejected
selected elements have size at most K with high probability (i.e., at least 1 − 1/nc , for an
arbitrary constant c > 0). Henceforth, we will not worry about violating the budget.
The Analysis. Recall the benchmark V ∗ from (3), and let S ∗ be a set that achieves this
value. All the elements have value in [1/n2 , nc ] and size at least [1/n, 1], so each element
e ∈ S ∗ has a corresponding density level `(e) ∈ [0 . . . L) based on its density v(e)/s(e). We
need the notion of “heavy” and “light” levels. For any level ` ∈ [0 . . . L), define s∗` to be the
total size of elements in S ∗ with density level `:
P
s∗` := e∈S ∗ :`(e)=` s(e).
(4)
We say a level ` is heavy if s∗` ≥ H, else level ` is light. We refer to (green) elements of S ∗ at
a heavy (resp., light) level as heavy-green (resp., light-green) elements. Note that elements
not in S ∗ (some are red and others green) are left unclassified. If H is sufficiently large, a
concentration-of-measure argument using the uniformly random arrival times for green items
shows that each heavy level receives (1 − ε)δH size during each interval with high probability.
The idea of the proof is to argue that the cascading budget never “skips” a heavy level, and
hence we get almost all the value of the heavy levels.
To avoid double-counting the values of the light levels, we separately account for the
algorithm’s value attained (a) on light levels using the dedicated budget or on light-green
elements using the cascading budget, and (b) for elements that are not light-green (incl.
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red elements) using the cascading budget. Note that (a) and (b) are disjoint, hence their
contributions can be added up. We show that (a) exceeds the value of S ∗ restricted to the
light levels, while (b) exceeds (1 − ε) times the value of of S ∗ on the heavy levels. This is
sufficient to prove our result. We start by arguing the former claim.
B Claim 8 (Light-Green Elements). The sum of values of elements selected using the dedicated
budget at light levels, and of light-green elements selected using the cascading budget, is at
P
least ` light s∗` · ρ`+1 .
Proof. Our algorithm attempts to select each light-green element in S ∗ using the cascading
budget, or failing that, by the dedicated budget at its density level. The only case in which
a light-green element e ∈ S ∗ is dropped is if all the dedicated budget at its level `(e) has
been exhausted. But this means the algorithm has already collected at least s∗` · ρ`+1 from
the dedicated budget at this light level `.
C
Next, to prove that (b) exceeds the value on heavy levels (up to 1 − ε), we need the
following property of the cascading budget on the heavy levels.
B Claim 9. For all intervals Ii and levels `, w.h.p. we have that if B`,i > 0 then every heavy
level `0 < ` satisfies B`0 ,i ≥ δs∗`0 · (1 − ε).
Proof. For a heavy level `0 , the expected size of heavy-green elements from S ∗ falling in any
interval is δs∗`0 ≥ δH. If δH ≥ Ω(log(L/(δε)))
then with probability 1 − ε we get that for each
ε2
interval i and each heavy level `0 , the total size of elements from S ∗ lying at level `0 and
arriving in interval Ii is at least δs∗`0 · (1 − ε), by a concentration bound. Henceforth, let us
condition on this event happening for all heavy levels `0 .
Now if the cascading budget B`,i > 0, this budget must have gradually come from levels
`0 < ` of higher densities. But this means B`0 ,i ≥ δs∗`0 · (1 − ε) because otherwise the cascading
budget would never move to level `0 + 1, since level `0 receives at least δs∗`0 · (1 − ε) size of
elements in every interval.
C
P
For a level τ let h∗[0,τ i := `0 heavy, `0 <τ s∗`0 denote the total size of items in S ∗ restricted
to heavy levels from [0, τ i. Similarly, let hA
[0,τ i be the total size of non-light-green items
collected by the algorithm in levels [0, τ i and charged against the cascading budget.
∗
B Claim 10. For all levels τ we have that hA
[0,τ i ≥ (1 − O(ε))h[0,τ i .

Proof. Let t be the smallest index of an interval where Bτ,t+1 > 0. We partition the
intervals into two groups: I1 , I2 , . . . , It and It+1 , . . . , I1/δ . From Claim 9 we can conclude
that for each interval in the latter group, the algorithm collects a total size of at least
P
∗
∗
` heavy, `<τ (1 − ε) δ s` = (1 − ε) δ h[0,τ i from levels [0, τ i. Hence the total contribution over
all the intervals of the latter group is ( 1δ − t)(1 − ε) δ h∗[0,τ i = (1 − tδ)(1 − ε) h∗[0,τ i .
We now consider the group I1 , . . . , It . Let Ci , Ri and Qi be the total size of the consumed
non-light-green, remaining budget, and consumed light-green elements charged to the cascading budget in interval i with levels [0, τ i. By definition, the total size of all light-green
Pt
elements is at most LH, giving i=1 Qi ≤ LH. Furthermore, since the full cascading budget
is contained in [0, τ i, the algorithm construction guarantees Ci + Ri + Qi = δK. Finally, we
Pt
argue that i=1 Ri ≤ δKL: consider an infinitesimally small part dB of the budget. At the
end of each interval, dB is either used to consume an element or it “moves” from level ` to
`R + 1, which can happen at most L times. Since the total amount of budget per interval is
dB = δK, the total sum is at most δKL.
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This lower-bounds the total size contribution of the group It+1 , . . . , I1/δ .
t
X

Ci

=

tδK −

i=1

t
X
i=1

≥

Ri −

t
X

Qi

≥

tδK − δKL − LH

≥

(tδ − ε − ε)K

i=1

(tδ − O(ε)) h∗[0,τ i ,

where we use K ≥ h∗[0,τ i (since the total size of elements in S ∗ is at most K), δL ≤ ε, and
LH ≤ εK. Combining contributions from both groups we get:
(1 − tδ)(1 − ε) h∗[0,τ i + (tδ − O(ε)) h∗[0,τ i = [(1 − ε) − tδ(1 − ε) + tδ − O(ε)] h∗[0,τ i
= (1 − O(ε)) h∗[0,τ i .
∗
Hence, we conclude that hA
[0,τ i ≥ (1 − O(ε)) h[0,τ i .

C

Using the above claims we now prove Lemma 7.
Proof of Lemma 7. Our fine-grained discretization of densities gives us that
 X

X
∗
∗
∗
V ≤ (1 + ε)
s` ρ`+1 +
s` ρ`+1 .
` light

(5)

` heavy

P
From Claim 8, our algorithm accrues value at least ` light s∗` · ρ`+1 due to the elements from
light levels that were charged to the dedicated budget and light-green elements charged to the
cascading budget. It is therefore sufficient to prove a similar bound on the value accrued on
P
non-light-green elements charged to the cascading budget with respect to ` heavy s∗` · ρ`+1 ,
which we deduce from Claim 10.
Let `0 (x) be defined as the largest level `0 where ρ`0 ≥ x, then
Z ∞
Z ∞
X
X
∗
∗
s` ρ`+1 =
s` dx =
h∗[0,`0 (x)i dx
` heavy

0

0

` heavy, ρ`+1 ≥x

Z
≤

(1 + O(ε))

∞

hA
[0,`0 (x)i dx,

0

where the last inequality uses Claim 10. Notice the right-hand side is the value of non-lightgreen elements charged against the cascading budget. Thus, this part of the algorithm’s
value exceeds (up to 1 − O(ε)) the value of heavy levels of S ∗ , finalizing our proof.
J

3.2

An Algorithm for the General Case

To remove the assumption that we know a polynomial approximation to V ∗ , the idea is to
ignore the first ε fraction of the arrivals, and use the maximum value in this interval to get a
poly(n) approximation to the benchmark. This strategy is easily seen to work if there are
Ω(1/ε) elements with a non-negligible contribution to V ∗ . For the other case where most of
the value in V ∗ comes from a small number of elements, we separately reserve some of the
budget, and run a collection of algorithms to catch these elements when they arrive.
Formally, we define (1/ε) checkpoints Ti := iε and corresponding intervals Ii := hTi−1 , Ti ]
for all i ∈ [1 . . . (1/ε)]. We run the following three algorithms in parallel, and select the union
of elements selected by them.
(i) Select one of the n elements uniformly at random; i.e., run Select-Random-Element
from §2.1.
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(ii) Ignore elements that arrive in times [0, ε), and let v̂ denote the highest of their values.
Run the algorithm from §3.1 during time [1/ε, 1], assuming that V ∗ ∈ [v̂/n2 , v̂ n2 ].
(iii) At every checkpoint Ti , consider the largest value v̂i seen until then. Define L := 10
ε log n
value levels as follows: for ` ∈ (−L/2 . . . L/2) and τ` := v̂i /(1 + ε)` , define level `(i) as
1
corresponding to values in (τ`(i)+1 , τ`(i) ]. For each of these levels `, keep D := 10
ε log ε
dedicated slots, and select any element having this value level and arriving after Ti , as
long as there is an empty slot in its level.
The total space used by the there algorithms is at most
 log n log 1/ε 
1 + K + (1/ε) · L · D = K + O
≤ (1 + ε)K,
ε3

2
where the last inequality holds because K ≥ Ω L log(L/ε)
from the size condition from §3.1.
ε4
We can now fit this into our knapsack of size K w.h.p. by sub-sampling each selected element
with probability (1 − O(ε)). To complete the proof of Theorem 2, we need to show that we
get expected value (1 − O(ε))V ∗ .
Proof of Theorem 2. The proof considers several cases. Firstly, if there is any single element
with value more than n · V ∗ , then the algorithm in Step (i) will select it with probability
1/n, proving the claim. Hence, all elements have value at most nV ∗ .
1
∗
∗
∗
Now suppose at least D = 10
ε log ε elements in S (recall S has total value V ) have
individual values at least V ∗ /n2 . In this case, at least one of these D elements arrives in the
interval [0, ε) with probability 1 − ε, and that element gives us the desired n2 -approximation
to V ∗ . Moreover, the expected value of elements in S ∗ arriving in times [ε, 1] is at least
(1 − O(ε)) V ∗ , even conditioning on one of them arriving in [0, ε).
Finally, consider the case where D0 ≤ D elements of S ∗ have value more than V ∗ /n2 .
The idea of the algorithm in Step (iii) is to use the earliest arriving of these D0 elements, or
the element gmax , to get a rough estimate of V ∗ , and from thereon use the dedicated slots
to select the remaining elements. Indeed, if the first of these elements arrive in interval Ii ,
the threshold v̂i lies in [V ∗ /n2 , nV ∗ ] (since we did not satisfy the first case above). Now the
value levels and dedicated budgets set up at the end of this interval would pick the rest of
these D0 elements – except those that fall in this same interval Ii . We argue that each of the
remaining D0 elements has at least (1 − ε) probability of not being in Ii , which gives us an
expected value of (1 − O(ε))V ∗ in this case as well. This is true because the expected number
of these 1 + D0 elements (including gmax ) that land in any interval that contains at least
one of them is at most 1 + εD0 (even after we condition on the first arrival, each remaining
element has ε chance of falling in this interval). Since any such interval has the same chance
of being the first interval Ii , and these 1 + D0 elements have the same distribution, the
expected number of additional elements in Ii is εD0 .
J
This completes the proof of Theorem 2 for the knapsack case, where the size K of the
knapsack is large enough compared to the largest size of any element. This generalizes the
multiple-secretary problem, where all items have unit size. We have not optimized the value
of K that suffices, opting for modularity and simplicity. It can certainly be improved further,
though getting an algorithm that works under the assumption that K ≥ O(1/ε2 ), like in the
non-robust case, may require new ideas.

4

Single-Item Ordinal Case

In this section we give a proof of Theorem 4, showing that there exists an algorithm which
selects an element with value no smaller than g2 , with probability at least Ω(1/ log2 n). Our
proof for this theorem is non-constructive and uses (the hard direction of) the Minimax
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Theorem; hence we can currently only show the existence of this algorithm, and not give a
compact description for it. Our main technical lemma furnishes an algorithm which, given a
known (general) probability distribution B over input instances, selects a big element with
probability at least Ω(1/ log2 n). Consequently, we use the Minimax Lemma to deduce that
the known-distribution case is equivalent to the worst-case input setting and recover the
analogous result.
Since our algorithms crucially argue about the input distribution B and rely on the
Minimax, we need to formally define these terms and establish notation connecting the
Byzantine secretary problem with two-player zero-sum games. Suppose we want to maximize
the probability of selecting a big element and to this end we choose an algorithm A, while
the adversary chooses a distribution B over the input instances and there is an (infinite)
payoff matrix K prescribing the outcomes. Its rows are indexed by different algorithms,
and columns by input instances. Formally, a “pure” input instance is represented as an
|R|-tuple of numbers in [0, 1], representing the arrival times te of the red elements; and a
permutation π ∈ Sn over U representing the total ordering of all values in U = R ∪ G. Recall
that the green elements G choose their arrival times independently and uniformly at random
in [0, 1], hence their te ’s are not part of the input. A “mixed” input instance is a probability
distribution B over pure instances [0, 1]|R| × Sn .
While we do not need the full formal specifications of algorithms, we will mention that
a “mixed” algorithm A is a distribution over deterministic algorithms. An algorithm A on
an input instance I gets a payoff of K(A, I) := Pr[v(A) ≥ v(g2 ) | I] where the probability
is taken over the assignment of random arrival times to elements in G and the distribution
of deterministic algorithms A. The following Lemma states that for each B there is an
algorithm (that depends on B) that selects a big elements with probability Ω(1/ log2 n). We
prove the result in §4.1 and §4.2.
I Lemma 11 (Known Distribution Ordinal Single-Item Algorithm). Given a distribution over
input instances B, there exists an algorithm A that has an expected payoff of Ω(1/ log2 n).
To deduce the general case from the known distribution setting, we use a minimax lemma
for two-player games. We postpone the details to Appendix C and simply state the final
result here.
I Theorem 4 (Ordinal Single-item Algorithm). There is a randomized algorithm for the
ordinal Byzantine secretary which selects an element of value at least the second-largest green
item with probability Ω(1/ log2 n).

4.1

The Algorithm when B is Known

In this section we give the algorithm for Lemma 11. We start with some preliminary notation.
For each element e, let te denote the time at which it appears. Furthermore, for t ∈ [0, 1], let
K(t) denote the information seen by the algorithm up to and including time t, consisting of
arrival times and relative values of elements appearing before t.
We define log n + 1 time checkpoints as follows: set the initial checkpoint T0 := 14 , and
i
then subsequent checkpoints Ti := 14 + 2·log
n for all i ∈ [1 . . . log n]. Note that the last
3
checkpoint is Tlog n = 4 . Now the corresponding intervals are
I0 := [0, 1/4] ,

Ii := hTi−1 , Ti ] ∀ i ∈ [1 . . . log n],

and

Ilog n+1 := h3/4, 1].

(6)

Let mi := max{v(e) | e ∈ R and te ∈ Ii } be the maximum value among the red elements
that land in interval Ii , and let H := {mi > v(g2 ) for all i ∈ [1 . . . log n]} be the event where
the maximum value red item in all intervals is larger than the target g2 , i.e., is “big”. We
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call this event H the hard cases and Hc the easy cases; we will show the Two Checkpoints
Secretary (from §2.1) achieves Ω(1/ log2 n) winning probability for all input instances in Hc .
Finally, define
pie := Pr[e = g2 | H and K(Ti )],
B

i.e., pie is the probability that e is the second-highest green element conditioned on the
information seen until checkpoint Ti and the current instance being hard. Importantly, the
algorithm can compute pie at Ti .
Now to solve the hard cases, at each checkpoint Ti the algorithm computes sets Si
satisfying Si+1 ⊆ Si . These sets represent elements which are candidates for the second-max.
In other words, at time Ti there is reasonable probability that second-max is in Si . We start
with defining S0 ← {e ∈ U | te ∈ I0 }, the elements the algorithm saw before T0 . For i ≥ 0,
let ci denote the center of Si , i.e., the element of Si such that there are exactly b|Si |/2c
P
elements smaller than it. Define pi (X) := e∈X pie for a set X and index i ≥ 0. Given Si−1 ,
we determine Si as follows:
Define boti−1 ← {e ∈ Si−1 | v(e) ≤ v(ci−1 )}, and note that boti−1 ⊆ Si−1 .
If pi (boti−1 ) = pi−1 (Si−1 ) then Si ← boti−1 , else Si ← Si−1 \ boti−1 .
Our algorithm runs one of the following three algorithms uniformly at random:
(i) Select a random i ∈ [1 . . . log n], define τ ← max{v(e) | te ∈ Ii } and select the first
element larger than τ . I.e., run Two Checkpoints Secretary (from §2.1) with the
checkpoints being the ends of interval Ii .
(ii) Select a random i ∈ [0 . . . log n], read input until checkpoint Ti , define τ ← v(ci ) and
select the first element larger than it.
(iii) Compute the sets Si until |Sk | ≤ 10 for some k: then define τ to be the value of a
random element in Sk , and select the first element larger than it.

4.2

The Analysis

In this section we prove Lemma 11. Let us give some intuition. We can assume we have a
hard case, else the first algorithm achieves Ω(1/ log2 n) winning probability. For the other
two algorithms, let us condition on g2 falling in the first interval I0 , and then exploit the
fact that there is a big red element in every interval Ii . It may be useful to imagine that
we are trying to guess, at each checkpoint, which of the elements in the past were actually
g2 . If we could do this, we would set a threshold at its value, and select the first subsequent
element bigger than the threshold – and since there is a 1/4 chance that gmax would fall in
Ilog n+1 , we’d succeed! Of course, since there are red elements all around, guessing g2 is not
straightforward.
So suppose we are at checkpoint Tk , and suppose there is a reasonable probability that
v(g2 ) ≤ v(ck−1 ), but also still some nonzero probability that v(g2 ) > v(ck−1 ). In such
a scenario, we claim that trying to choose an element in the interval Ik larger than ck−1
will give us a reasonable probability of success. Indeed, we claim there would have been
at least one red element in Ik bigger than ck−1 (since there is still a non-zero probability
that v(g2 ) > v(ck−1 ) even at the end of the interval Ik , and since the case is hard), and
v(g2 ) ≤ v(ck−1 ) with reasonable probability. Of course, we only know this at the end of the
interval, but the algorithm can randomly guess k with Ω(1/ log n) probability. Finally, if
there is no such checkpoint, then in every interval we reduce the size of set |Si | by half while
suffering a small loss in p(Si ). In this case, both |Slog n | = O(1) and p(Slog n ) = Ω(1), so the
third algorithm can guess g2 with constant probability and select an element larger than it
in the last interval.
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Formal Analysis. Let ALG be 1 if v(A) ≥ v(g2 ) and 0 otherwise, where A is the algorithm
from the last section. Suppose we’re in an easy case, i.e., there is an interval Is such that
all red elements in this interval are smaller than g2 . Now if the first algorithm is chosen,
suppose it selects the interval Is , suppose g2 lands in Is , and gmax lands in Ilog n+1 . Then
the algorithm surely selects an element greater than g2 , and it has expected value:
E[ALG] ≥

1
3

·

1
log n

·

1
2 log n

1
4

·

=Ω



1
log2 n



.

Henceforth we can assume the case is hard, and hence each interval Ii contains a red
element bigger than g2 . We condition on the event that g2 appears in I0 , which happens
with constant probability. Define

k ∗ := min i ∈ [1 . . . log n] |

1
log n

≤

pi (boti−1 )
pi−1 (Si−1 )

<1 ,

and set k ∗ = log n + 1 if the above set is empty.
B Claim 12. For all i < k ∗ , the probability pi (Si ) = Ω(1).
Proof. By definition, p0 (S0 ) = 1. By our definition of the sets Si , we know that if pi (boti−1 ) =
pi−1 (Si−1 ) then pi (Si ) = pi−1 (Si−1 ). Else since i < k ∗ , we have
pi (Si ) = pi−1 (Si−1 ) − pi (boti−1 ) ≤ pi−1 (Si−1 )(1 −
Hence, pi (Si ) ≥ (1 −

1
log n
log n )

1
log n ).

= Ω(1), proving the claim.

C

Now there are two cases, depending on the value of k ∗ . Suppose k ∗ ≤ log n. Condition on
the event that the second algorithm is chosen, that it chooses the ith = (k ∗ − 1)th checkpoint,
and that v(g2 ) ≤ v(ci ). By our choice of k ∗ , we get that v(g2 ) ≤ τ = v(ci ) with probability
at least pi (Si ) · log1 n , and by Claim 12 this is Ω( log1 n ). Since the case we are considering is
hard and Pr[v(g2 ) > v(ci ) | H and K(Ti+1 )] > 0, there is a red element larger than v(ci ) = τ
appearing in Ii . Thus the algorithm will always select an element in this interval. The correct
interval is chosen with probability log1 n , so the algorithm’s value is
E[ALG] =

1
3

·

1
log n

·Ω

1
log n



=Ω

1
log2 n



.

The other case is when k ∗ = log n + 1. By definition |S0 | ≤ n and |Si | ≤ d|Si−1 |/2e.
Therefore |Slog n | ≤ 10. Let us condition on the event that the third algorithm is chosen,
that gmax appears in Ilog n+1 , and that the algorithm guesses g2 correctly. The probability of
this event is at least
1
3

·

1
4

· plog n (Slog n ) ·

1
10

= Ω(1).

where we use Claim 12 to bound the probability plog n (Slog n ). In this event, the algorithm
selects an element larger than g2 and has expected value E[ALG] = Ω(1).
Putting all these cases together, we get that our algorithm selects an element with value
at least v(g2 ) with probability at least Ω((log n)−2 ). This finishes the proof of Lemma 11,
and hence of Theorem 4. It remains an intriguing open question to get a direct algorithm
that achieves similar guarantees.
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Single-Item Value-Maximization

In this section, we give an algorithm for the problem of selecting an item to maximize the
expected value, instead of maximizing the probability of selecting the second-largest green
item (the ordinal problem considered in §4). In the classical secretary problem, both problems
are well known to be equivalent, with Dynkin’s algorithm giving a tight 1/e bound for both.
But in the Byzantine case the problems thus far appear to have different levels of complexity:
in §6.2 we present a simple O(log n)-competitive algorithm for the value-maximization
byzantine secretary problem, which is already better than the poly log n-competitive of §4.
We now substantially improve it to give a poly log∗ n-competitive ratio.
I Theorem 3 (Value Maximization Single-Item). There is a randomized algorithm for the
value-maximization (single-item) Byzantine secretary problem which gets an expected value
at least (log∗ n)−2 · V ∗ .
In the rest of this section, let V ∗ := v(g2 ) denote the benchmark, the value of the
second-largest green element. The high level idea of our algorithm is to partition the input
into O(log∗ n) intervals and argue that every interval contains a red element of value vi > V ∗ ,
as otherwise Dynkin’s algorithm will be successful. Moreover, this vi cannot be much larger
than V ∗ , as otherwise we can just select a random element. This implies we can use the
largest value in each interval to find a good estimate of V ∗ , and eventually set it as a threshold
in the last interval to select a large value element.

5.1

The Algorithm

Define log(i) n to be the iterated logarithm function: log(0) n = n and log(i+1) n = log(log(i) n).
We define log∗ n + 1 time checkpoints as follows: the initial checkpoint T0 = 12 , and then
subsequent checkpoints Ti = 12 + 4·logi ∗ n for all i ∈ [1, . . . , log∗ n]. Note that the last
checkpoint is Tlog∗ n = 34 . Now the intervals are
I0 := [0, T0 ] ,

Ii := hTi−1 , Ti ] ∀ i ∈ [1 . . . log∗ n],

and

Ilog∗ n+1 := hTlog∗ n , 1].

(7)

Our algorithm runs one of the following three algorithms chosen uniformly at random.
(i) Select one of the n elements uniformly at random; i.e., run Select-Random-Element
from §2.1.
(ii) Select a random interval i ∈ [1 . . . log∗ n] and run Dynkin’s secretary algorithm on
Ii . Formally, run Two-Checkpoints-Secretary (from §2.1) with the interval being
[Ti−1 , 12 (Ti−1 + Ti )].
(iii) Select a random index i ∈ [0 . . . log∗ n] and observe the maximum value during the
interval Ii ; let this maximum value be vi . Choose a uniformly random s ∈ [0 . . . 2 log(i) n].
Select the first element arriving after Ti that has value at least τ := (vi log(i) n)/2s .

5.2

The Analysis

To prove Theorem 3, assume WLOG that there are only two green elements gmax and g2 ,
and every other element is red (otherwise, we can condition on the arrival times of all other
green elements). Let vi be the value of the highest red element in Ii , i.e., excluding gmax
and g2 .
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Proof of Theorem 3. We assume log(i) n is an integer for all i; this is true with a constant
factor loss. For sake of a contradiction, assume that the algorithm in §5.1 does not get
expected value Ω((log∗ n)−2 V ∗ ). Under this assumption, we first show that every interval
contains a red element of value at least V ∗ .
B Claim 13. For all j ∈ [1 . . . log∗ n] we have vj ≥ V ∗ .
Proof. Suppose this is not the case. Let E1 be the event that the following three things happen
simultaneously: that we select Algorithm ii in §5.1 with random variable i = j, that the
second-highest green element g2 falls in the interval [Ti−1 , 21 (Ti−1 + Ti )i, and that the highest
green element gmax falls in Ilog∗ n+1 . Note that Pr[E1 ] = 3 log1 ∗ n · 4 log1 ∗ n · 14 = Ω((log∗ n)−2 ).
Conditioned on this event E1 , our algorithm (or specifically, Algorithm ii on the interval Ij)
gets a value at least v(g2 ) = V ∗ . Hence the algorithm has expected valuation Ω (log∗ n)−2 V ∗ ,
which is a contradiction to our assumption on its performance.
C
We now prove that these red elements with large values cannot be much larger than V ∗ .
I Lemma 14. For all j ∈ [1 . . . log∗ n] we have vj ≤ V ∗ · log(j−1) n.
Proof. We prove this lemma by induction. The base case j = 1 says v1 ≤ nV ∗ , i.e., the
highest observed value in I1 = [T0 , T1 i is at most nV ∗ . Suppose this is not the case – there
exists a red element e in I1 with value at least nV ∗ . Let E1 be the event that we select
Algorithm i in §5.1 (i.e., Select-Random-Element) and that it selects e. Since Pr[E1 ] = Ω( n1 ),
we have a contradiction that the expected valuation is Ω(V ∗ ).
Now suppose the statement is true until j ≥ 1. We prove the inductive step j +1. Suppose
not, i.e., vj+1 > V ∗ log(j) n. Let E2 be the event that we select Algorithm iii in §5.1 with
vj
v
parameter i = j and that the random s ∈ [0 . . . 2 log(j) n] is such that 2s+1
≤ V ∗ < 2sj (it
v log(j) n

exists by induction hypothesis). This implies threshold τ := j 2s
is between 12 V ∗ log(j) n
and V ∗ log(j) n. Note Pr[E2 ] ≥ 13 · log1∗ n · 2 log1(j) n . Since event E2 implies the algorithm gets
value at least τ ≥ 12 V ∗ log(j) n (because vj+1 > τ ), its expected value is Ω((log∗ n)−1 V ∗ ), a
contradiction.
J
Now by Claim 13 and Lemma 14, we have vj ∈ [V ∗ , V ∗ · log(j) n] for all j ∈ [1 . . . log∗ n].
We still get a contradiction. Let E3 be the event that the following three things happen
simultaneously: that we select Algorithm iii in §5.1 with i = log∗ n, that the highest
green element gmax is in interval Ilog∗ n+1 , and that we select s in Algorithm iii such that
τ := (vlog∗ n log(j) n)/(2s ) is between 12 V ∗ and V ∗ . Note Pr[E3 ] ≥ 3 log1 ∗ n · 14 · 2 log1 ∗ n . Since the
event E2 implies the algorithm gets value at least τ ≥ 21 V ∗ (because gmax is in Ilog∗ n+1 ), its
expected value is Ω((log∗ n)−2 V ∗ ). Thus, we have a contradiction in every case, which means
our assumption is incorrect and the algorithm has expected value Ω((log∗ n)−2 V ∗ ).
J

6

Value Maximization for Matroids

In this section we discuss multiple-choice Byzantine secretary algorithms in the matroid
setting.
I Definition 15 (Byzantine secretary problem on matroids). Let M be a matroid over U =
R ∪ G, where elements in G = {gmax , g2 , . . . , g|G| } arrive uniformly at random in [0, 1].
When an element e ∈ U arrives, the algorithm must irrevocably select or ignore e, while
ensuring that the set of selected elements forms an independent set in M. The leave-one-out
benchmark V ∗ is the highest-value independent subset of G \ {gmax }.
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The knapsack results imply (1 − ε)-competitiveness for uniform matroids as long as the
rank r is large enough; we now consider other matroids.

6.1

O(log log n)2 -competitiveness for Partition Matroids

A partition matroid is where the elements of the universe are partitioned into parts
{P1 , P2 , . . .}. Given some integers r1 , r2 , . . ., a subset of elements is independent if for
every i it contains at most ri element from part Pi .
I Theorem 5 (Partition Matroids). There is an algorithm for Byzantine secretary on partition
matroids that is O(log log n)2 -competitive with the benchmark V ∗ .
We prove Theorem 5 for simple partition matroids where all ri = 1, i.e., we can select at
most one element in each part. This is without loss of generality (up to O(1) approximation)
because we can randomly partition each part Pi further into ri parts and run the simple
partition matroid algorithm.
Recall that our single item poly log∗ n algorithm from §5 no longer works for partition
matroids. This is because besides one part we want to get the highest green element in all
the other parts. Formally, Claim 13 where we use Dynkin’s secretary algorithm in the proof
of Theorem 3 fails because it needs at least two green elements. So we need to overcome the
lower bound to getting the highest-value green element v(g1 ) in Observation 19. We achieve
this and design an O(log log n)2 -approximation algorithm by making an assumption that
the algorithm starts with a polynomial approximation to v(g1 ). Although in general this
is a strong assumption, it turns out that for partition matroids this assumption is w.l.o.g.
because the algorithm may lose the highest green element in one of the parts.

6.1.1

The Algorithm

We define log log n + 1 time checkpoints as follows: the initial checkpoint T0 = 12 , and then
subsequent checkpoints Ti = 12 + 2·logilog n for all i ∈ [1 . . . log log n]. Now the corresponding
intervals are
I0 := [0, T0 ] and Ii = hTi−1 , Ti ] ∀ i ∈ [1 . . . log log n]

(8)

Let v0 denote the value of the max element seen by the algorithm in I0 .
Now for every part P of the partition matroid, we execute the following algorithm
separately. Let vi for i ∈ [1 . . . log log n] denote the value of the max element seen by the
algorithm in part P during interval Ii . Let V ∗ denote the element of our benchmark in P .
Notice that vi ∈ P and V ∗ cannot be the overall highest green element as we exclude it. We
define 4 log1/i n levels for Ii where level j for j ∈ [1 . . . 4 log1/i n] is given by elements with
values in
 vi−1 · log1/i n vi−1 · log1/i n 
,
.
2j
2j−1
We run one of the following algorithms uniformly at random.
(a) Select an element uniformly at random as discussed in §2.1.
(b) For every part P , select a random interval i ∈ [1 . . . log log n] and select a random level
1/i

n
j ∈ [4 log1/i n]. Select the first element above vi−1 ·log
in P .
2j
(c) For every part P , select a random interval i ∈ [1 . . . log log n] and if there is an element
1/i
with value more than 2log n times the max of all the already seen elements in Ii , selects
it with constant probability, say 1/100.
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6.1.2

The Analysis

Since with constant probability our algorithm selects one of the n elements uniformly at
random (Algorithm a), we can assume that v0 ≤ n2 · V ∗ . We always condition on the event
that gmax arrives in the interval I0 , which happens with constant probability and implies
v0 ≥ v(gmax ). Moreover, we ignore parts P where V ∗ is below v(gmax )/n2 because they do
not contribute significantly to the benchmark. So from now assume
V ∗ /n2 ≤ v0 ≤ n2 · V ∗ .
We design an algorithm that gets value Ω(V ∗ /(log log n)2 ) in each part P , which implies
Theorem 5 by linearity of expectation over parts.
(red)
Let vi
∈ P for i ∈ [1 . . . log log n] denote the value of the max red element that the
adversary presents in Ii .
(red)

B Claim 16. If there exists an i ∈ [1 . . . log log n] with vi
value of the algorithm is Ω(V ∗ / log log n).

> V ∗ · log1/i n then the expected

Proof. With constant probability, our algorithm selects a random interval i and selects a
random level element in it (Algorithm b). Since w.p. 1/ log log n it selects this i, and w.p.
(red)
1/i
1
in Ii , the algorithm has expected value at least
n it selects the random level of vi
4 log
1
1
1
(red)
·
· vi
≥
· V ∗.
1/i
log log n 4 log n
4 log log n

C
(red)

By the last claim we can assume for all i ∈ [1 . . . log log n], we have vi
(red)

B Claim 17. If there exists an i ∈ [1 . . . log log n] with vi
value of the algorithm is Ω(V ∗ /(log log n)2 ).

< V ∗ /2log

1/i

n

≤ V ∗ · log1/i n.

then the expected

Proof. With constant probability the algorithm guesses one of the intervals i and if there
1/i
is an element with value more than 2log n times the max of all the already seen elements
in Ii , selects it with constant probability (Algorithm c). With 1/ log log n probability the
algorithm selects this particular i and with 1/ log log n probability V ∗ appears in this interval
1/i
with valueat least 2log n times the max seen element in this interval. Notice there can be
1/i
log
n
at most O 4log
= O(1) elements with such large jumps in value in this interval. In this
1/i n
case our algorithm selects V ∗ with constant probability.
C
Finally, we are only left with the case where for all i ∈ [1 . . . log log n] value
(red)
vi

∗

≤ V · log

1/i

V∗
1/i n
2log

≤

n, which we handle using Algorithm b.

B Claim 18. If for all i ∈ [1 . . . log log n] we have
V∗
2log

1/i

(red)

n

≤ vi

≤ V ∗ · log1/i n

then the expected value of the algorithm is Ω(V ∗ /(log log n)2 ).
Proof. Consider Algorithm b. It selects i = log log n − 1 w.p. 1/ log log n. Moreover, suppose
V ∗ appears in Ilog log n−1 . Now since there are only a constant number of levels in this
interval, our algorithm selects an element of value at least V ∗ with constant probability. C
We have shown that in every case the algorithm has expected value Ω(V ∗ /(log log n)2 ) for
any fixed part P . This implies Theorem 5 by linearity of expectation over parts.
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I Observation 6 (General Matroids). There is an algorithm for Byzantine secretary on
general matroids that is O(log n)-competitive with the benchmark V ∗ .
Proof. Notice that no element can have weight more than nr times the second max-element
because w.p. 1/n our algorithm selects one of the n elements uniformly at random. Given
this, condition on the event that the max element with value v lands in the first half of the
input. Define 2 log(nr) exponentially separated levels as follows:




v
v
v
v
v
,
, log(nr)−1 , log(nr)−2 , . . . , , v , . . . , v2log(nr)−1 , v2log(nr) .
2
2log(nr) 2log(nr)−1
2
2

Since at least one of these intervals contains at least 2 log(nr) fraction of OPT, we can guess
that interval and run a greedy algorithm, i.e., accept any element with value in that interval
or above if it is independent.
J

7

Conclusion

In this paper we defined a robust model for the secretary problem, one where some of the
elements can arrive at adversarially chosen times, whereas the others arrive at random times.
For this setting, we argue that a natural is the optimal solution on all but the highest-valued
green item (or even simpler, the optimal solution on the green items, minus the single
highest-value item). This benchmark reflects the fact that we cannot hope to compete with
the red (adversarial) items, and also cannot do well if all the green value is concentrated in a
single green item.
We show that for the case where we want to pick K items, or if we have a knapsack
of size K, we can get within (1 − ε) of this benchmark, assuming K is large enough. We
can also get non-trivial results for the single-item case, where our benchmark is now the
second-highest valued green item. In the ordinal setting where we only see the relative
order of arriving elements and the goal is to maximize the probability of getting an element
whose value is above the benchmark, we use the minimax principle to show existence of
an O(log2 n)-approximation algorithm in §4. In the value maximization setting, we give an
O(log∗ n)2 -approximation algorithm in §5. We also show O(log log n)-competitiveness for
partition matroids.
The results above suggest many question. Can we improve the lower bound on the
size required for (1 − ε)-competitiveness? Can we get a constant-competitive algorithm for
the single-item case? For the probability-maximization problem, our proof only shows the
existence of an algorithm; can we make this constructive? More generally, many of the
algorithms for secretary problems seem to overfit to the model, at least in the presence of
small adversarial changes: how can we make our algorithms robust?
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A

Hard Benchmarks

We show that for the benchmark V ∗ := v(gmax ), every algorithm has an approximation of at
most O(1/n).
I Observation 19 (Lower Bound for gmax ). Any randomized algorithm for the single-item
Byzantine secretary problem cannot select the highest-value good/green item with probability
larger than 1/(|R| + 1).
Proof. We use Yao’s minimax lemma, so it is enough to construct an input distribution B
1
for which no deterministic algorithm can achieve an approximation better than |R|+1
. The
distribution is as follows. The red elements arrive at random times, that is (tr1 , tr2 , ...tr|R| ) ∼
U [0, 1]|R| . The linear ordering among the elements is set such that the red elements are
strictly increasing according to their arrival time, or formally: tri > trj =⇒ v(ri ) > v(rj ).
The maximum element is green and all the other green elements are smaller than all red
elements. Formally: v(gmax ) > v(r1 ) > v(r2 )... > v(r|R| ) > v(g2 ) > v(g3 ) . . . > v(g|G| ). This
fully defines the input distribution.
All the arrival times are distinct with probability 1. Let K(t) denote the information
seen by the algorithm up to and including time t. Partition the probability space according
to S := {tgmax , tr1 , tr2 , ...tr|R| } and L := (tg2 , tg3 , ...tg|G| ). Let s1 < s2 < ... < s|R|+1 be
1
the elements of S. Let Mi := {tgmax = si }. By definition, we have P r[Mi |S, L] = |R|+1
.
Note that, since the red items arrive in increasing order of value and the green item has
maximum value, we have P r[Mi |S, L, K(t)] = P r[Mj |S, L, K(t)] for all t ≤ si , sj . Therefore,
1
P r[Mi |S, L, K(si )] ≤ |R|+2−i
. In other words, there is no way to distinguish the maximum
green element from the red elements before it is too late, that is at the time of the green
element’s arrival. Thus, by a simple inductive argument, the proof is finished.
J
Using techniques presented in [7], we can extend this result to the value case as well.

B

Relaxing the Assumption that n is Known

In this section we extend our results to some settings where n is unknown. Most importantly,
observe that all of the results in this paper hold even if n is known only up to a constant
factor with at most a constant factor degradation in the quality of the result. As a simple
example, note that picking a uniformly random element from an n-element sequence when
the assumed number of elements is ñ ∈ [n, 2n] will select an element x ∈ U with probability
1 1
px ∈ [ 2n
, n ], leading to a degradation in the result by a factor of at most 2, which we typically
ignore in this paper.
This still leaves us open to the possibility that we do not even know the scale of n.
e
Surprisingly, it is still possible to “guess” ñ while only incurring a loss of O(log
n) in the
1
quality, even if there is no prior known upper limit on n. The following claim formalizes
this result.
B Claim 20. There exists a distribution X over the integers such that for every n ≥ 1 the
probability that the sampled number ñ ∼ X is within a constant factor of n, is at least
e
1/O(log
n).

1

e (n)) we mean f (n) · poly(log f (n)).
By O(f
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1
Proof. Consider the sequence ak := k(log k)(log
2 defined for k ≥ 2. It is well-known
2
2 log2 k)
P∞
that this sequence converges, i.e., k=2 ak = O(1). A simple way to see this is by noting that
a non-negative decreasing sequence (Ak )k converges if and only if (2k A2k )k converges [40,
Thm 3.27].
P∞
P∞
Let k Ak ∼ k Bk be the equivalence relation denoting that (Ak )k and (Bk )k either
P∞
1
both converge or both diverge. Then the above fact implies that k k log k(log
2 ∼
2
2 log2 k)
P∞
P
∞ 1
1
k k(log2 k)2 ∼
k k2 , where the last sequence clearly converges.
We can assume without loss of generality that n ≥ 100 by handling those cases separately.
The strategy for guessing the estimate ñ is now immediate: we sample ñ from Z≥2 according
P∞
to the distribution Pr[ñ = k] = ak /Z where Z := k=100 ak = O(1). We observe that Pr[ñ ∈
0
0
e
Let k 0 be the unique index such that n ∈ h2k −1 . . . 2k ],
h2k−1 . . . 2k ]] ≥ 12 2k a2k /Z = Ω(1/k).
0
0
0
e
e
hence k 0 = Θ(log n). Then Pr[ñ ∈ h2k . . . 2k +1 ]] = Ω(1/k
) = Ω(1/
log n). But also in that
case we have that n ∈ [ñ/4, ñ] and we are done.
C

Finally, consider an important case where the fraction of red elements is bounded away
from 1 − Ω(1). This is a reasonable assumption for most applications, e.g., online auctions,
where we do not expect that most of the arrivals will be chosen by an adversary. By simply
observing the first half of the sequence, i.e., [0, 1/2i, we can typically estimate n up to a
constant while degrading the expected output of our algorithms by at most a constant factor.
B Claim 21. If there is a constant ε < 1 such that the fraction of red elements
then we can estimate n up to a constant factor by time t = 1/2.

|R|
|R|+|G|

≤ε

Proof. We run a simple preprocessing step to estimate n up to a constant factor by t = 1/2.
Notice that the expected number of green elements to arrive in the interval [0, 1/2i is
0.5 · |G| = 0.5 · n(1 − ε) = Ω(n). Since by simple Chernoff bounds this means that w.h.p. we
see Ω(n) elements in the first half, we run a simple algorithm that does not select any element
till t = 1/2, and then use the number of elements that arrive in [0, 1/2i as an estimate of n.
C

C

Minimax

In this section we argue that an α-payoff (i.e., the probability of selecting the second-max
element or better is at least α) known distribution algorithm for the ordinal single-item
Byzantine secretary implies an α-payoff algorithm for the general, worst-case input, setting.
This can be directly modeled as a two-player game where player A chooses an algorithm A
and player B chooses a distribution over the input instances B. Our coveted result would go
along the lines of
sup inf K(a, b) = inf sup K(A, B),
A

B

B

A

where K(A, B) denotes the payoff when we run algorithm A on the input distribution B.
The left-hand side denotes the worst-case input setting, while the right-hand side denotes
the known distribution setting.
The main challenge in proving such a claim stems from the infiniteness of the set of
algorithms and set of input distributions. Indeed, if one makes no finiteness assumption for
either A or B, the Minimax property can fail even for relatively well-behaved two-player
games [37]. On the other hand if both A and B would be finite, then the result would follow
from the classic Von Neumann’s Minimax [36].
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I Fact 22 (Von Neumann’s Minimax). Let A and B be finite sets. Denote by D(A) and D(B)
distributions over A and B, respectively. Then for any matrix of values K : A × B → R it
holds that
max

min K(a, b) = min

a∈D(A) b∈D(B)

max K(a, b).

(9)

b∈D(B) a∈D(A)

The infiniteness of the sets stems from the arrival times being in the infinite set [0, 1]. To
solve this issue, we slightly modify our algorithm by discretizing [0, 1]. Let N = n3 , T :=
N
{ N0 , N1 , N2 , . . . , N
} and Φ : [0, 1] → T , Φ(t) := bN · tc/N be the discretizing function. We
modify our algorithm in the following way: apply Φ to the input distribution B, as well as to
every arrival time. Note that the elements are presented to the algorithm exactly as before,
it just pretends they arrive in discrete time steps. We can assume Φ(te ) 6= Φ(tg ) for every
e ∈ U, g ∈ G, e =
6 g (otherwise, we say the algorithm loses), since this happens with at most
2
n /N = o(1) probability. Using completely analoguous techniques as in Section 4 we can
show this algorithm is Ω(1/ log2 n)-competitive.
We note that a randomized algorithm is simply a distribution over deterministic algorithms.
Hence our second goal is to argue that the number of distinct deterministic algorithms is
finite (i.e., bounded by a function of n). To this end we have to specify how we represent
them with at least some formality. We identify a deterministic algorithm A with a function
that gets evaluated each time a new element arrives; its parameter is the information history
K(t) (t being the current time) represented in any appropriate format; its output is {⊥, >}
representing whether to select the current element. For concreteness, the information history
consists of (te , πe ) for every element e that arrived before the function call, where te ∈ T is
the discretized arrival time (after applying Φ) and πe ∈ [0 . . . n − 1] is the relative value order
of e with respect to prior arrived elements. The number of distinct histories is bounded by
((N + 1)n)n , a function of n; therefore the set of deterministic algorithms, i.e., functions
from the history to {⊥, >}, is also bounded.
We remember that an input distribution is simply a distribution over “pure” inputs. Note
that the payoff of a deterministic algorithm for a specific input depends only on the following:
Φ(tr ) for every red element; π ∈ Sn , the permutation representing the total order among
the elements; and πt ∈ S|R| , the permutation denoting the order in which the red elements
arrive (since red elements can have the same discretized arrival time, but an arbitrary order
in which they are presented to the algorithm). The above discretization makes the number
of pure inputs at most (n!)2 · (N + 1)n , i.e., bounded by a function of n. The reader can
refresh their memory about the representation of pure inputs by reviewing the introduction
to Section 4.
Finally, for our discretized algorithm, we proved that the set of pure inputs with different
payoffs, as well as the number of deterministic algorithms is bounded by a function of n.
Therefore, for a fixed n, both numbers are finite. We invoke the Von Neumann’s Minimax
(Fact 22) to conclude that the best result in the known distribution setting and worst-case
input setting are equivalent, recovering the following theorem.
I Theorem 4 (Ordinal Single-item Algorithm). There is a randomized algorithm for the
ordinal Byzantine secretary which selects an element of value at least the second-largest green
item with probability Ω(1/ log2 n).
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Abstract
We introduce a communication model called universal SMP, in which Alice and Bob receive a
function f belonging to a family F, and inputs x and y. Alice and Bob use shared randomness to
send a message to a third party who cannot see f , x, y, or the shared randomness, and must decide
f (x, y). Our main application of universal SMP is to relate communication complexity to graph
labeling, where the goal is to give a short label to each vertex in a graph, so that adjacency or other
functions of two vertices x and y can be determined from the labels `(x), `(y). We give a universal
SMP protocol using O(k2 ) bits of communication for deciding whether two vertices have distance at
most k in distributive lattices (generalizing the k-Hamming Distance problem in communication
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communication cost. On the other hand, we demonstrate that many graph families known to have
efficient adjacency labeling schemes, such as trees, low-arboricity graphs, and planar graphs, admit
constant-cost communication protocols for adjacency. Trees also have an O(k) protocol for deciding
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Introduction

In the simultaneous message passing (SMP) model of communication, introduced by Yao
[34], Alice and Bob separately receive inputs x and y to a function f . They send messages
a(x), b(y) to a third party, called the referee, who knows f and must output f (x, y) (with
high probability) using the messages a(x), b(y). But what if the referee doesn’t know f ? Can
they still compute f (x, y)? Yes: Alice can include in her message a description of f , and then
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the referee knows it; however, if f is restricted, they can sometimes do much better. Here is
a simple example: the players receive vertices x, y ∈ {1, . . . , n} in a graph G of maximum
degree 2, and want to decide if (x, y) is an edge in G. Sharing a source of randomness, Alice
and Bob randomly label each vertex of G with a number up to 200; Alice sends the label
of both neighbors of x and Bob sends the label of y. The referee says yes if one of Alice’s
labels matches the label of y, no otherwise. They will be correct with probability at least
99/100, and the referee never needs to learn G. This is also an example where the referee can
decide many problems using only one strategy. In this work we will see that more interesting
families of graphs, such as trees, planar graphs, and distributive lattices, also exhibit these
phenomena, even when we wish to compute distances instead of just adjacency.
To study this, we introduce the universal SMP model, which operates as follows. Fix
some family F of functions. Alice and Bob receive a function f ∈ F and inputs x, y, and
they use shared randomness to each send one message to the referee. The referee knows the
family F and the size of the inputs, but doesn’t know f, x, y or the shared randomness, and
must compute f (x, y) with high probability. By choosing the family F to be the singleton
family, one sees that this model includes standard SMP. As in the earlier example, we will be
studying communication problems on graphs, but this is not a significant restriction: every
Boolean-valued communication problem f is equivalent to determining adjacency in some
graph (use f as the adjacency matrix), so we will treat F as a family of graphs.
A surprising but intuitive application of universal SMP is that it connects two apparently
disjoint areas of study: communication complexity and graph labeling. For a graph family
F, the graph labeling problem (introduced by Kannan, Naor, and Rudich [23]) asks how
to assign the shortest possible labels `(v) to each vertex v of a graph G ∈ F, so that the
adjacency (or some other function [29]) of vertices x, y can be computed from `(x), `(y) by a
decoder that knows F. We observe the following principle (Theorem 1.1):
If there is a (randomized) universal SMP protocol for the graph family F with communication cost c, then there is a labeling scheme for graphs G ∈ F with labels of size O(c log n),
where n is the number of vertices.
Common variants of graph labeling are distance labeling [15], where the goal is to compute
dist(x, y) from the labels, and small-distance labeling, where the goal is to compute dist(x, y)
if it is at most k and output “> k” otherwise [24, 2]. This is similar to the well-studied
k-Hamming Distance problem in communication complexity, where the players must decide
if their vertices x, y have distance at most k in the Boolean hypercube graph. A natural
generalization of the Boolean hypercube is the family of distributive lattices (which also
include, for example, the hypergrids). We demonstrate that techniques from communication
complexity can be used to obtain new graph labelings, by adapting the k-Hamming Distance
protocol of Huang et al. [21] to the universal SMP model, achieving an O(k 2 ) protocol
for computing dist(x, y) ≤ k and the corresponding k-distance labeling scheme with label
size O(k 2 log n). It is interesting to note that, in contrast to the standard application of
communication complexity as a method for obtaining lower bounds, we are using it to obtain
upper bounds.
Generalizing in another direction, we ask: for which graphs other than the Boolean
hypercube can we obtain efficient communication protocols for k-distance? For constant k,
k-Hamming Distance can be computed with communication cost O(1); which other graphs
admit a constant-cost protocol? To approach this question, we observe that many (but not
all) graph families known to have efficient O(log n) adjacency labeling schemes also admit an
O(1) universal SMP protocol for adjacency. Commonly studied families in the adjacency and
distance labeling literature are trees [23, 24, 2, 5, 3] and planar graphs [23, 15, 14, 16, 6]. We
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study the k-distance problem on these families and find that trees admit an O(k) protocol,
while planar graphs admit an O(1) protocol for 2-distance; this implies a new labeling scheme
for planar graphs.
Further motivation for the universal SMP model comes from universal graphs. Introduced
by Rado [30], an induced-universal graph U for a set F is one that contains each G ∈ F as an
induced subgraph. An efficient adjacency labeling scheme for a set F implies a small induceduniversal graph for that set [23]. Deterministic universal SMP protocols are equivalent
to universal graphs (Theorem 1.7), and we introduce probabilistic universal graphs as the
analogous objects for randomized univeral SMP protocols. We think probabilistic universal
graphs are worthy of study alongside universal graphs, especially since many non-trivial
families admit one of constant-size.
The universal SMP model is also related to a recent line of work studying communication
between parties with imperfect knowledge of each other’s “context”. The most relevant
incarnation of this idea is the recent work [18, 17], who study the 2-way communication
model where Alice and Bob receive functions f and g respectively, with inputs x and y, and
must compute f (x, y) under the guarantee that f and g are close in some metric. In other
words, one party does not have full knowledge of the function to be computed. The universal
SMP model provides a framework for studying a similar problem in the SMP setting, where
the players know the function but the referee does not; the similarity is especially clear when
we define the family F to be all graphs of distance δ to a reference graph G in some metric
(we discuss this situation in more detail at the end of the paper). This could model, for
example, a situation where the clients of a service operate in a shared environment but the
server does not; or, a situation in which the clients want to keep their shared environment
secret from the server, and their inputs secret from each other. This suggests a possible
application to privacy and security. A relevant example is private proximity testing (e.g. [27]),
where two clients should be notified by the server when they are at distance at most k from
each other, without revealing to each other or the server their exact locations.
The Discussion at the end of the paper highlights some interesting questions and open
problems related to universal SMP.

1.1

Results

A universal SMP protocol decides k-distance for a family F if for all graphs G ∈ F and
vertices x, y, the protocol will correctly decide if dist(x, y) ≤ k, with high probability. A
labeling scheme decides k-distance if dist(x, y) ≤ k can be decided from the labels of x, y.
Below, the variable n always refers to the number of vertices in the input graph.
Implicit graph representations.
labeling is:

The main principle connecting communication and graph

I Theorem 1.1. Any graph family F with universal SMP cost m has an adjacency labeling
scheme with labels of size O(m log n). In particular, if the universal SMP cost for F is O(1)
then F has an O(log n) adjacency labeling scheme.
Adjacency labeling schemes of size O(log n) are of special interest because log n is the
minimum number of bits required to label each vertex uniquely, and they correspond to
implicit graph representations, as defined by Kannan, Naor, and Rudich [23] (we omit their
requirement that the encoding and decoding be computable in polynomial-time). Section 2.3
elaborates further. To obtain implicit representations, we can relax our requirements:
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I Corollary 1.2. For any constant c, any graph family F where each G ∈ F has a public-coin
2-way communication protocol computing adjacency with cost c has an implicit representation.

Distributive & Modular Lattices. Distributive and modular lattices are generalizations of
the Boolean hypercube and hypergrids (see Section 3 for definitions). We define a weaklyuniversal SMP protocol as one where the referee shares the randomness of Alice and Bob.
For distributive lattices we get the following:
I Theorem 1.3. The k-distance problem on the family of distributive lattices has: a weaklyuniversal SMP protocol with cost O(k log k); a universal SMP protocol with cost O(k 2 ); and
a size O(k 2 log n) labeling scheme.
Modular lattices are a superset of distributive lattices, but they do not admit k-distance
protocols with a cost independent of n; we show that any universal SMP protocol (and
any labeling scheme) deciding 2-distance must have cost Ω(n1/4 ) (Theorem 3.14). To our
knowledge, there are no known labeling schemes for distributive or modular lattices. Our
adjacency labeling scheme (i.e. for k = 1) requires O(n log n) space to store the whole lattice;
this can be compared to Munro and Sinnamon [26], who present a data structures of size
O(n log n) for distributive lattices that supports meet and join operations (and therefore
distance queries, due to our Lemma 3.5). However, these are not labelings, so the result is
not directly comparable.

Planar graphs and other efficiently-labelable families. When they introduced graph labeling, Kannan, Naor, and Rudich [23] studied trees, low-arboricity graphs (whose edges can
be partitioned into a small number of trees), and planar graphs, and interval graphs (whose
vertices are intervals in R, with an edge if the intervals intersect), among others. These
families have O(log n) adjacency labeling schemes. Trees, low-arboricity graphs, and planar
graphs have constant-cost universal SMP protocols for adjacency. Trees admit an efficient
k-distance protocol:
I Theorem 1.4. The family of trees has a universal SMP protocol deciding k-distance with
cost O(k) and a O(k log n) labeling scheme deciding k-distance.
Planar graphs admit an efficient 2-distance protocol, which implies a new 2-distance labeling
scheme:
I Theorem 1.5. The 2-distance problem on the family of planar graphs has a universal SMP
protocol with cost O(1) and a labeling scheme of size O(log n).
On the other hand, a universal SMP protocol deciding 2-distance on the family of graphs
√
with arboricity 2 has cost at least Ω( n) (Proposition 4.4), and a universal SMP protocol
deciding adjacency in interval graphs has cost Θ(log n) (Proposition 4.5).
Gavoille et al. [15] showed that trees have an O(log2 n) labeling allowing dist(x, y) to
be computed exactly from labels of x, y, and gave a matching lower bound; Kaplan and
Milo [24] and Alstrup et al [2] studied k-distance for trees, with the latter achieveing a
log n + O(k 2 (log log n + log k)) labeling scheme. For planar graphs, [15] gives a lower bound
√
of Ω(n1/3 ) for computing distances exactly, and an upper bound of O( n log n), which was
√
later improved to O( n) in [16].
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Communication Complexity. Our lower bounds are achieved by reduction from the family
of all graphs, which has complexity Θ(n), in contrast to the upper bound of dlog ne for the
standard SMP cost of computing adjacency in any graph (since Alice and Bob can send
dlog ne bits to identify their vertices).
I Theorem 1.6. For the family G of all graphs, the universal SMP cost of computing
adjacency in G is Θ(n).
The basic relationships between universal SMP, standard SMP, and universal graphs are as
follows. Below, we use Dk (Adj(G)) and Rk (Adj(G)) for the deterministic and randomized
(standard) SMP cost of computing adjacency on G, and Duniv (F), Runiv (F) for the deterministic and randomized universal SMP cost for computing adjacency in the family F. We use
the term “@-universal graph” as opposed to “induced-universal” to denote a slightly different
object that allows non-injective embeddings (see Section 2 for definitions).
I Theorem 1.7. For a set F, the following relationships hold. Let U range over the set of
all @-universal graphs:
max Dk (Adj(G)) ≤ Duniv (Fi ) = min Dk (Adj(U )) = mindlog |U |e ,
G∈F

U

U

e
with equality on the left iff ∃H ∈ F such that ∀G ∈ F, G can be embedded in H. For U
ranging over the set of all probabilistic universal graphs:

e )) ≤ O Runiv (F) .
max Rk (Adj(G)) ≤ Runiv (F) ≤ min Dk (Adj(U
G∈F
e
U
Randomized and deterministic universal SMP satisfy

 univ
D (F)
Ω
≤ Runiv (F) ≤ Duniv (F) .
log n
The above results on graph labeling are proved through the relationship between randomized
and deterministic universal SMP. We obtain this relationship by adapting Newman’s Theorem
[28], a standard derandomization result in communication complexity. Finally, we note the
interesting fact that universal SMP characterizes the gap between standard SMP models
where the referee does or does not share the randomness with Alice and Bob:
I Proposition 1.8 (Informal). Let F be a family of graphs and let Π be a weakly-universal
SMP protocol for F, which defines a distribution over the referee’s decision functions F ,
which we interpret as the adjacency matrices of graphs. Let UΠ be the family on which this
distribution is supported. Then, taking the minimum over all such protocols Π,
Runiv (F) = min Duniv (UΠ ) .
Π

1.2

Other Related Work

Graph labeling. Randomized labeling schemes for trees have been studied by Fraigniaud
and Korman [12], who give a randomized adjacency labeling scheme of O(1) bits per label
that has one-sided error (i.e. it can erroneously report that x, y are adjacent when they
are not), and they show that achieving one-sided error in the opposite direction requires a
randomized labeling with Ω(log n) bits. They also give randomized schemes for determining
if x is an ancestor of y, but they do not address distance problems. Spinrad’s book [33] has
a chapter on implicit graphs and Alstrup et al. [6] for a recent survey on adjacency labeling

ITCS 2020

33:6

Universal Communication

schemes and induced-universal graphs. We know of no labeling schemes for lattices, but
Fraigniaud and Korman [13] recently studied adjacency labeling schemes for posets of low
“tree-dimension”.
Distance-preserving labeling studies an opposite problem to k-distance labeling, where
distances must be accurately reported when they are above some threshold D. Recent work
includes Alstrup et al. [4].
To our knowledge, k-distance or even 2-distance has not been studied for planar graphs,
but there are many results on other types of planar graph labelings with restrictions at
distance 2. An example is the frequency assignment problem or L(p, q)-labeling problem,
which asks how to construct a labeling ` assigning integers [k] to vertices of a planar graph
so that dist(x, y) ≤ 1 =⇒ |`(x) − `(y)| ≥ p and dist(x, y) ≤ 2 =⇒ |`(x) − `(y)| ≥ q, with
various optimization goals. See [7] for a survey.
Uncertain communication. There are several works studying communication problems
where the parties do not agree on the function to be computed, starting with Goldreich, Juba,
and Sudan [19] who studied communication where parties have different “goals”. Canonne et
al. [8] study communication in the shared randomness setting where the randomness is shared
imperfectly. Haramarty and Sudan [20] study compression (á la Shannon) in situations where
the parties do not agree on a common distribution. As mentioned earlier, Ghazi et al. [17]
and Ghazi and Sudan [18] study 2-way communication where the parties do not agree on the
function to be computed.

1.3

Notation

[k] means {1, . . . , k}. The letter n always denotes the number of vertices in a graph. We
use the notation 1 [E] = 1 iff the statement E holds, and 1 [E] = 0 otherwise. For a graph
G, V (G) is the set of vertices and E(G) is the set of edges. For vertices x, y, we write
G(x, y) = 1 [x, y are adjacent in G] for the entry in the adjacency matrix of G. For an
undirected, unweighted graph G and vertices u, v, dist(u, v) is the length of the shortest path
from u to v.
For any graph G and integer k, we denote by Gk the k-closure of G, where two vertices
u, v are adjacent iff dist(u, v) ≤ k in G; it is convenient to require that each vertex is adjacent
to itself in Gk . For a set of graphs F, F k = {Gk : G ∈ F}.
Dk (f ) is the deterministic SMP cost of the function f and Rk (f ) is the randomized
SMP cost of the function f , in the model where Alice and Bob share randomness but the
deterministic referee does not.

2

Universal Communication and Universal Graphs

In this paper we focus on deciding adjacency. Every Boolean communication problem
f : X × Y → {0, 1} on finite domains X , Y is equivalent to the adjacency problem on the
graph G with vertex set X ∪ Y and G(u, v) = f (u, v). We may either allow self-loops in G if
X = Y or take G to be bipartite. We will generally permit graphs to have self-loops.
I Definition 2.1. A family of graphs F = (Fi ) is a sequence of sets Fi indexed by integers
i, along with a strictly increasing size function n(i), so that Fi is a set of graphs with vertex
set [n(i)]. If Fi has size n(i) = i then we write Fn .
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I Definition 2.2 (Universal SMP and Variations). Let F be a family of graphs with size function
n and let Φ be an operation taking size n(i) graphs to size n(i) graphs. Let c : N → N and let
 > 0 be a constant. An -error, cost c sequence of universal SMP communication protocols
for F is as follows. For any i ∈ N, a protocol Πi for Fi is a triple (ai , bi , Fi ) where:
Alice and Bob receive (G, x), (G, y) respectively, where G ∈ Fi and x, y ∈ V (G) = [n(i)];
Alice and Bob share a random string r and compute messages ai (r, G, x), bi (r, G, y) ∈
{0, 1}c(i) , respectively;
For each i, the (deterministic) referee has a function Fi : {0, 1}c(i) × {0, 1}c(i) → {0, 1},
called the decision function. Fi (ai (r, G, x), bi (r, G, y)) must satisfy:
1. If x, y are adjacent in Φ(G) then P [Fi (ai (r, G, x), bi (r, G, y)) = 1] > 1 − ; and
r

2. If x, y are not adjacent in Φ(G) then P [Fi (ai (r, G, x), bi (r, G, y))] < .
r
A universal SMP protocol is symmetric when the functions ai , bi computed by Alice and Bob
are identical and the function Fi satisfies Fi (a, b) = Fi (b, a) for all messages a, b ∈ {0, 1}c .
We write Runiv (Φ(F)) for the communication complexity in the universal SMP model of
computing adjacency in graphs Φ(F) = {Φ(G) : G ∈ F}, where  is the allowed probability of
univ
error. We write Runiv (Φ(F)) for R1/3
(Φ(F)). If no operation Φ is specified, it is assumed to
be the identity.
It is also convenient to define a weakly-universal SMP protocol as a universal SMP
protocol where the referee can see the shared randomness, so the choice function is of the form
Fi (r, a(r, G, x), b(r, G, y)) for random seed r, graph G ∈ F, and x, y ∈ V (G). We denote the
-error complexity in this model with Rweak (Φ(F)).
Finally, we write Duniv (Φ(F)) for the deterministic universal SMP complexity.
I Remark 2.3. We include the operator Φ in the definition to emphasize that the players are
given the original graph G, not the graph Φ(G); for example, the players are not given Gk
(from which it may be difficult to compute G), but are instead given G.

2.1

Deterministic Universal Communication and Universal Graphs

We will show that a deterministic universal SMP protocol is equivalent to an embedding into
a @-universal graph, which we we define using the following notion of embedding (following
the terminology of Rado [30]):
I Definition 2.4. For graphs G, H, a mapping φ : V (G) → V (H) is an embedding iff
∀u, v ∈ V (G), G(u, v) = H(φ(u), φ(v)). If such a mapping exists we write G @ H.
For a set of graphs Fi , a graph U is @-universal if ∀G ∈ Fi , G @ U ; i.e. ∀G ∈ Fi there
exists an embedding φG : V (G) → V (U ). For a family of graphs F = (Fi ), a sequence
U = (Ui ) is a @-universal graph sequence if for each i, Ui is @-universal for Fi .
Define an equivalence relation on V (G) by u ≡ v iff ∀w ∈ V (G), G(u, w) = G(v, w),
i.e. u, v have identical rows in the adjacency matrix. For a graph G, define the ≡-reduction
G≡ as a graph on the equivalence classes C of V (G) with U, W ∈ C adjacent iff ∃u ∈ U, w ∈ W
such that u, w are adjacent.
An embedding is not the same as a homomorphism since we must map non-edges to non-edges,
and G @ H is not the same as G being an induced subgraph of H since the mapping is not
necessarily injective. Therefore a universal graph by our definition is not the same as an
induced-universal graph, where G must exist as an induced subgraph. We could for example
map the path a — b — c 7→ a0 — b0 — a0 . This difference between definitions is captured by
the ≡ relation between vertices. It is necessary to allow self-loops, otherwise the @ relation
is not transitive. The important properties of @, ≡, and ≡-reductions are stated in the next
proposition; the proofs are routine and for completeness are included in the appendix. The
relation ' is the isomorphism relation on graphs.
ITCS 2020
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I Proposition 2.5. The following properties are satisfied by the @ relation, the ≡ relation,
and ≡-reductions:
1. @ is transitive.
2. For any graph G and u, v ∈ V (G), u ≡ v iff there exists H and an embedding φ : G → H
such that φ(u) = φ(v).
3. For any graph G, (G≡ )≡ ' G≡ .
4. For any graph G, G @ G≡ and G≡ @ G.
5. For any graphs G, H, G @ H iff G≡ @ H ≡ .
6. For any graphs G, H, G≡ @ H ≡ iff G≡ is an induced subgraph of H ≡ .
These properties allows us to prove relationships between the standard SMP model, deterministic universal SMP, and @-universal graphs. First we show that deterministic universal
SMP protocols can always be made symmetric1 .
I Proposition 2.6. If Π is a deterministic universal SMP protocol for the set F, then
there exists a deterministic universal SMP protocol Π0 that is symmetric and has the same
cost as Π.
Proof. Let G ∈ F and let a, b : V (G) → {0, 1}m be the encoding functions for G and F the
decision function for graphs of size |G|. The restriction of b to the domain V (G≡ ) → {0, 1}m
is injective so it has an inverse b−1 : image(b) → V (G≡ ) that satisfies b−1 b(x) ≡ x; the same
holds for a, a−1 . Define the encoding function b0 : V (G) → {0, 1}m as b0 = ab−1 b and define
the decision function F 0 (p, q) = F (p, ba−1 (q)). Then for any x, y ∈ V (G), F 0 (a(x), b0 (y)) =
F (a(x), ba−1 ab−1 b(y)) = F (a(x), b(y)) = G(x, y) so this is a valid protocol. Since image(b0 ) ⊆
image(a) we can write b0 (x) = aa−1 b0 (x) = aa−1 ab−1 b(x) = a(x) for every x so b0 = a, thus
F 0 (a(x), a(y)) = G(x, y) = G(y, x) = F 0 (a(y), a(x)) so the protocol is symmetric.
J
The standard deterministic SMP complexity measure can be expressed in terms of ≡reductions:
I Proposition 2.7. For all graphs G, Dk (Adj(G)) = dlog |G≡ |e.
Proof. It is well-known that for any function f : X × Y → {0, 1}, Dk (f ) = dlog min(r, c)e
where r is the number of distinct columns in the communication matrix of f , and c is the
number of distinct rows [34]. The communication matrix of the function Adj(G) is the
adjacency matrix of G, which is symmetric, and two rows (or columns) indexed by u, v are
distinct iff u 6≡ v; so the number of distinct rows is the size of G≡ .
J
The analogous fact for universal SMP is that the deterministic universal SMP cost is
determined by the size of the smallest universal graph.
I Proposition 2.8. For any graph family F = (Fi ),
Duniv (Fi ) = min{dlog |U ≡ |e : ∀G ∈ Fi , G @ U ≡ } .
U

Proof. Let U be any graph such that G @ U ≡ for all G ∈ Fi and for each G ∈ Fi let g be
the embedding G → U ≡ . Consider the protocol where on inputs (G, x), (G, y), Alice and
Bob send g(x), g(y) using dlog |U ≡ |e bits and the referee outputs U ≡ (g(x), g(y)). This is
correct by definition so Duniv (Fi ) ≤ dlog |U ≡ |e.
1

Note that this does not imply that every deterministic SMP protocol is symmetric, since in this paper
we are only concerned with adjacency on an undirected graph, for which the communication matrix is
symmetric. This proposition shows that for symmetric communication matrices, the deterministic SMP
protocol is symmetric.
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Now suppose there is a protocol Π for Fi with cost c and decision function Fi , and let
G ∈ Fi . By Proposition 2.6 we may assume that on inputs (G, x), (G, y) Alice and Bob
share the encoding function g : V (G) → {0, 1}c . Let U be the graph with vertices {0, 1}c
and U (u, v) = F (u, v). Then U (g(x), g(y)) = F (g(x), g(y)) = G(x, y) so G @ U @ U ≡ (by
transitivity). Now |U ≡ | ≤ 2c so c ≥ log |U ≡ |.
J
It is easy to see that Dk can be used as a lower bound on Duniv but such lower bounds are
tight only when the family F is essentially a “trivial” family of equivalent graphs.
I Lemma 2.9. For any family F = (Fi ), let U = (Ui ) be the smallest @-universal graph
sequence for F. Then
max Dk (Adj(G)) ≤ Duniv (Fi ) = Dk (Adj(Ui )) ,

G∈Fi

with equality holding on the left iff ∃H ∈ Fi such that ∀G ∈ Fi , G≡ @ H ≡ .
Proof. The equality on the right holds by the two prior propositions. The lower bound
follows from the fact that any protocol Πi for Fi in the universal model can be used as a
protocol in the SMP model. Now we must show the equality condition. Let U ∈ Fi be a graph
maximizing |U ≡ | over all graphs in Fi , and suppose Duniv (Fi ) = maxG∈Fi Dk (Adj(G)) =
maxG∈Fi dlog |G≡ |e = dlog |U ≡ |e, so dlog |U ≡ |e = min{dlog |H ≡ |e : ∀G ∈ Fi , G @ H ≡ }.
Then there exists H such that U ≡ @ H ≡ and |U ≡ | = |H ≡ |. Since U ≡ is an induced subgraph
of H ≡ and |U ≡ | = |H ≡ | we must have U ≡ ' H ≡ so ∀G ∈ Fi , G≡ @ U ≡ .
J

2.2

Randomized Universal Communication

Just as deterministic universal communication is equivalent to embedding a family into a
universal graph, we will define probabilistic universal graphs and show that they are tightly
related to universal communication with shared randomness.
I Definition 2.10. For graphs G, H, a random mapping φ : V (G) → V (H) (i.e. a distribution
over such mappings) is an -error embedding iff ∀u, v ∈ V (G),
P [G(u, v) = H(φ(u), φ(v))] > 1 −  .
φ

We will write G @ H if there exists an -error embedding G → H. A graph U is -error
universal for a set of graphs S if ∀G ∈ S, G @ U . U = (Ui ) is an -error universal graph
sequence for the family F = (Fi ) if for each i, Ui is -error universal for Fi .
In the randomized setting we obtain equivalence (up to a constant factor) between universal
SMP protocols and probabilistic universal graphs.
I Lemma 2.11. For any graph family F = (Fi ) and any  > 0, if there exists a -error
universal SMP protocols for F with cost c(i), then there exists a 2-error symmetric universal
SMP protocols for F with cost at most 2c(i).
Proof. On input G ∈ Fi , x, y ∈ V (G), and random string r, Alice and Bob send the
concatentations gr (x) := ai (r, G, x)bi (r, G, x) and gr (y) := ai (r, G, y)bi (r, G, y). Then the
referee computes
Fi0 (gr (x), gr (y)) = max {Fi (ai (r, G, x), bi (r, G, y)), Fi (ai (r, G, y), bi (r, G, x))} .
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It is clear that Fi0 is symmetric. If x, y are adjacent then
P [Fi0 (gr (x), gr (y)) = 0] ≤ P [Fi (ai (r, G, x), bi (r, G, y)) = 0] <  ,
r

r

and if x, y are not adjacent then, by the union bound,
P [Fi0 (gr (x), gr (y)) = 1]
r

≤ P [Fi (ai (r, G, x), bi (r, G, y)) = 1] + P [Fi (ai (r, G, y), bi (r, G, x)) = 1] < 2 .
r

r

J

Applying this symmetrization, we get a relationship between universal SMP protocols and
probabilistic universal graphs.
I Lemma 2.12. Let F = (Fi ) be a graph family and  > 0. Then
univ

1. There is an -error universal graph sequence of size at most 22R/2 (F ) ; and
2. If there is an -error universal graph sequence of size c(i) then Runiv (F) ≤ dlog ce.
Proof. If Πi is an -error symmetric universal protocol for Fi then there exists a function
Fi such that for every G ∈ Fi there is a random g such that P [Fi (g(x), g(y)) 6= G(x, y)] < .
g

Using Fi as an adjacency matrix, we get a graph Ui of size at most 2c , where c is the cost of
Πi , such that for all G ∈ Fi , G @ Ui . Then U = (Ui ) is an -error probabilistic universal
univ
graph sequence. By Lemma 2.11 we obtain an -error symmetric protocol with cost 2R/2
(F),
so we have proved the first conclusion. The second conclusion follows by definition.
J
The basic relationships to standard SMP models follow essentially by definition and from
the above lemma.
I Lemma 2.13. Let F be any graph family and let  > 0. Let U = (Ui ) be an @-universal
e = (U
ei ) an -error universal graph sequence. Then
graph sequence for F, and U
ei ))
max Rk (Adj(G)) ≤ Runiv (Fi ) ≤ Dk (Adj(U

G∈Fi

univ
≤ 2R/2
(Fi ) and Runiv (Fi ) ≤ Rk (Adj(Ui )) .

Proof. The inequalities on the left follow the definitions and from the above lemma. On the
right, we can obtain a universal SMP protocol by choosing for each G ∈ Fi a (deterministic)
embedding g : G → Ui and then using the randomized SMP protocol for Adj(Ui ).
J
Universal graphs describe an interesting relationship between weakly-universal and universal
SMP protocols (and therefore between standard SMP protocols where the referee does and
does not share the randomness); namely, the optimal universal protocol is obtained by finding
the smallest universal graph for the family of protocol graphs (decision functions) defined by
a weakly-universal protocol.
I Proposition 1.8 (Restated). Let F be a family of graphs, let  > 0, and let W be the set
of all -error weakly-universal SMP protocols for F. For each Π ∈ W let UΠ = (UΠ,i ) be
the family of graphs UΠ,i = {Fi (r, ·, ·) : r is a random seed for Π} where Fi is the decision
function of Π. Then
Runiv (F) = min Duniv (UΠ ) .
Π∈W

N. Harms

33:11

Proof. Let Π ∈ W ; we will construct a universal SMP protocol as follows. On input
(G, x), (G, y), Alice and Bob use shared randomness r to simulate Π and obtain vertices
a(r, G, x), b(r, G, y) in some graph Ur ∈ UΠ with Pr [Ur (a(r, G, x), b(r, G, y)) 6= G(x, y)] < .
They now simulate the deterministic universal SMP protocol, i.e. an embedding φ : V (Ur ) →
U 0 for some graph U 0 that is @-universal for {Ur }, and send φ(a(r, G, x)), φ(b(r, G, y)) to the
referee who computes U 0 (φ(a(r, G, x)), φ(b(r, G, x))) = Ur (a(r, G, x), b(r, G, y)).
Now let Π be an -error universal SMP protocol. Then Π ∈ W and for each i, UΠ,i = {Ui },
where Ui is the graph of the decision function. Duniv (UΠ ) ≤ dlog |Ui |e, which is the cost of Π,
so minΠ∈W Duniv (UΠ ) ≤ Runiv (F).
J
Newman’s Theorem for public-coin randomized (2-way) protocols is a classic result that
gives a bound on the number of uniform random bits required to compute a function
f : X × Y → {0, 1} in terms of the size of the input domain [28]. In the universal model, the
input size can be very large since the graph (function) itself is part of the input. However,
the shared part of the input does not contribute to the number of random bits required in
the universal SMP model.
I Lemma 2.14 (Newman’s Theorem for universal SMP). Let , δ > 0 and suppose there is
an -error universal SMP protocol Π for the family F = (Fi ). Then there is an( + δ)-

error universal SMP protocol for the family F that uses at most log log n(i)O(/δ
randomness and has the same communication cost.

2

)

bits of

Proof. Fix i, let F be the deterministic decision function for Fi , and let a(r, ·, ·), b(r, ·, ·) be
Alice and Bob’s encoding functions for the random seed r. For G ∈ Fi and x, y ∈ V (G) we
will say a seed r is bad for G, x, y if F (a(r, G, x), b(r, G, y)) 6= G(x, y), and we will call this
event bad(G, x, y, r).
Let r1 , . . . , rm be independent random seeds, and let i ∼ [m] be uniformly random, where
m > δ32 ln(n2 ). Then for every G, the expected number of vertex pairs x, y for which the
strings r1 , . . . , rm fail is
"
#
X 
E
1 P [bad(G, x, y, ri )] >  + δ
r1 ,...,rm

x,y

i∼[m]

h h
ii
1 P [bad(G, x, y, ri )] >  + δ
x,y r1 ,...,rm
i
h
i
2
= n max P
P [bad(G, x, y, ri )] >  + δ
x,y r1 ,...,rm i
#
"m
X
= n2 max P
1 [bad(G, x, y, ri )] > m( + δ) .
≤ n2 max

E

x,y r1 ,...,rm

The sum has mean µ =

i=1

Pm

E [1 [bad(G, x, y, ri )]]
i=1 r
i

< m, so by the Chernoff bound, the

probability is at most
"m
#
X
2
n
P
1 [bad(G, x, y, ri )] > (1 + mδ/µ)µ
r1 ,...,rm

i=1





m2 δ 2
mδ 2
≤ n2 exp −
≤ n2 exp −
< 1.
3µ
3
Since the expected number of pairs x, y where choosing i ∼ [m] fails with probability more
than  + δ is less than 1, there must be some values of r1 , . . . , rm with no bad pairs for G. So
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for every G ∈ Fi we may choose r1 , . . . , rm so that choosing i uniformly at random is the only

2
2
random step; since m = δ62 ln n = log nO(/δ ) this requires at most log m = log log nO(/δ )
random bits.
J
With this result, we can conclude the proof of Theorem 1.7 in the next lemma.
I Lemma 2.15. For any family F = (Fi ) with size function n(i),

 univ
D (Fi )
≤ Runiv (Fi ) ≤ Duniv (Fi ) .
Ω
log n(i)
Proof. The upper bound is clear, so we prove lower bound. Let Π = (Πi ) be a sequence of
randomized universal SMP protocols for F. By Newman’s theorem, we may assume that
Πi uses at most log log n(i)c random bits for some constant c and has error probability 3/8.
Let Fi be the decision function of Πi , let m(i) be the cost of Πi , and let k = dc log n(i)e. To
obtain a deterministic protocol, we can define the decision function Fi0 on messages of k · m(i)
bits as Fi0 (a1 , b1 , a2 , b2 , . . . , ak , bk ) = majority(Fi (aj , bj ))j . Alice and Bob iterate over all
c
k = 2log log n(i) random strings r and send a(r, G, x), b(r, G, y) for each. Since the probability
of error is at most 3/8 when r is uniform, at least 5k/8 > k/2 of the functions Fi (aj , bj ) will
give the correct answer. This proves that Duniv (Fi ) = O(Runiv (Fi ) log n(i)).
J
In this paper we show lower bounds for a family F by giving embeddings of an arbitrary
graph G into F, so we need to know the complexity of the family G = (Gn ) of all graphs
with n vertices. For our purposes, it is convenient to require that each graph G ∈ Gn has
G(u, u) = 1 for all u (i.e. all self-loops are present). However, since equality can be checked
with cost O(1), the presence or absence of self-loops does not affect the complexity.
I Theorem 1.6 (Restated). Runiv (G) = Θ(n).
Proof. For the upper bound, consider the (deterministic) protocol where on input G, x, y,
Alice and Bob send x and y and the respective rows of the adjacency matrix of G. This has
cost n + dlog ne = O(n) and the referee can determine G(x, y) by finding y in the row sent
by Alice.
Let Π be any protocol for Gn with cost c. By Lemma 2.11, we may assume that Π
is symmetric. Let F be the decision function for graphs on n vertices and let G ∈ Gn
with vertex set [n]. Π defines a distribution over functions g : [n] → {0, 1}c so that
for all x, y, P [F (g(x), g(y)) 6= G(x, y)] < . Therefore, for x, y drawn uniformly from [n],
g

E [1 [F (f (x), f (y)) 6= G(x, y)]] < . Therefore, for every graph G ∈ Gn there is a function

f,x,y

fG such that for x, y ∼ [n] uniformly at random, P [F (fG (x), fG (y)) 6= G(x, y)] < . Write
x,y

N = n2 . There are at most 2cn functions [n] → {0, 1}c and there are 2N simple graphs
on [n] so there is some function f : [n] → {0, 1}c where the number of graphs G such that
N
fG = f is at least 22cn = 2N −cn . Let G, G0 be any two such graphs. Then
P

[G(x, y) 6= G0 (x, y)]

x,y∼[n]

≤

P

[G(x, y) 6= F (f (x), f (y)) or G0 (x, y) 6= F (f (x), f (y))] < 2 .

x,y∼[n]

So G, G0 differ on at most 2N pairs. However, the largest number of graphs that differ from
any graph G on at most 2N pairs of vertices is at most



2N
2N  
X
N
N
eN
≤ 2N
≤ N
= 22N log(e/2)+log(2N ) .
k
2N
2N
k=0
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Therefore we must have
N − cn ≤ 2N log(e/2) + log(2N )
so c = Ω(n).

J

Recall the example in the first paragraph of the introduction, for which we observed that
a single decision function would work for many problems. We now make a note about this
phenomenon. A communication protocol for a graph family F = (Fi ) is really a sequence of
protocols, one for each set Fi of graphs with n(i) vertices. Our next proposition addresses the
uniformity of the sequence of protocols, that is, the question of how the protocols are related
to one another as the size of the input grows. In general, we ask the question: If the family
F has some relationship between Fi and Fi+1 , what does this imply about the relationship
between the protocols for i and i + 1? The families of graphs we study in this paper have
constant-cost protocols and they are also upwards families, which we define next. These
families have enough structure so that there exists a single, one-size-fits-all probabilistic
universal graph, into which all graphs can be embedded regardless of their size; in other
words, the referee can be ignorant not only of the graph G and vertices x, y, but also of the
size of the graph, without increasing the cost of the protocol.2
I Definition 2.16. We call a graph family F = (Fi ) an upwards family if for every i and
every G ∈ Fi there exists G0 ∈ Fi+1 such that G is an induced subgraph of G0 .
Many graph families are upwards families, for example: bounded-degree graphs, boundedarboricity graphs, planar graphs, and transitive reductions of distributive lattices.
I Proposition 2.17. If F is an upwards graph family with an -error randomized universal
graph sequence U = (Ui ) satisfying |V (Ui )| ≤ c for some constant c (which may depend on
), then there exists a graph U ∗ of size c such that ∀G ∈ F, G @ U ∗ . Furthermore, for any
i < j and any G ∈ Fi , there exists G0 ∈ Fj with -error embedding g 0 : V (G0 ) → V (U ∗ )
such that G is an induced subgraph of G0 and the restriction of g 0 to the domain V (G) is an
-error embedding V (G) → V (U ∗ ).
Proof. Let G ∈ Fi and let G0 ∈ Fi+1 be such that G is an induced subgraph of G0 . Let
g 0 : V (G0 ) → V (Ui+1 ) the random function determined by the randomized universal graph
sequence. Then g 0 restricted to the domain V (G) ⊂ V (G0 ) satisfies
P [Ui+1 (g 0 (x), g 0 (y)) = G(x, y)] = P0 [Ui+1 (g 0 (x), g 0 (y)) = G0 (x, y)] > 1 −  .

g0

g

Therefore we may replace Ui with Ui+1 in the sequence, for any i.
2
Since each Ui has size at most c, there are at most 2c graphs Ui appearing in the sequence
U . Thus there is some graph U ∗ that occurs an infinite number of times in the sequence.
For every i there exists j > i such that Uj = U ∗ . By applying the above argument, we may
replace Ui with Uj = U ∗ in the sequence. We arrive at the sequence U 0 = (Ui0 ) with Ui0 = U ∗
for every i.
J

2

Any family F with a constant-cost protocol can be turned into a protocol ignorant of the size by
2
requiring that Alice and Bob tell the referee which of the 2c possible decision functions to use, where
univ
c = 2R (F ) .
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2.3

Implicit Graph Representations and Induced-Universal Graphs

Kannan, Naor, and Rudich [23] call a family of graphs an implicit graph family if each of the
n vertices can be given a label of O(log n) bits so that adjacency can be determined from the
labels of two vertices. They observe that an implicit encoding gives an upper bound on the
size of an induced-universal graph. We define these terms below in slightly more generality
(and omit the requirement that encoding and decoding be done in polynomial time):
I Definition 2.18. Let F = (Fi ) be a graph family and m(i) a function of the graph size. The
family F has an m-implicit encoding if ∀i, ∃Fi : {0, 1}m(i) × {0, 1}m(i) → {0, 1} such that Fi
is symmetric and ∀G ∈ Fi , ∃g : V (G) → {0, 1}m(i) satisfying ∀x, y ∈ V (G), Fi (gi (x), gi (y)) =
G(x, y).
For a graph family F = (Fi ), an induced-universal graph sequence is a sequence U = (Ui )
such that for each i and all G ∈ Fi , G is an induced sugraph of Ui .
Our notion of @-universal graphs differs from induced-universal graphs, since the embedding
relation G @ Ui allows non-injective mappings (two vertices of G may be mapped to the
same vertex in Ui ). This difference accounts for the extra factor n(i) in the next theorem.
I Theorem 2.19 ([33]). Let F = (Fi ) be a graph family with size n(i). If there exists an
m-implicit encoding of F there is an induced-universal graph sequence U = (Ui ) such that
|Ui | ≤ n(i)2m(i) = 2m(i)+log n(i) .
Due to the fact that a deterministic universal SMP protocol may always be assumed to be
symmetric (Proposition 2.6), it follows by definition and from Lemma 2.15 that:
I Theorem 1.1 (Restated). A graph family F = (Fi ) is m-implicit iff Duniv (Fi ) ≤ m(i) for
every i. Therefore, F is O(Runiv (F) · log n)-implicit.
If one’s goal is merely to obtain an O(1)-cost universal SMP protocol for a family F, the
next observation shows that it suffices to find an O(1)-cost, public-coin, 2-way protocol for
each member of F. Therefore the family of all graphs with an O(1)-cost 2-way protocol is
an implicit graph family with a polynomial-size induced-universal graph.
I Corollary 1.2 (Restated). Let F = (Fi ) be a family of graphs with size n(i) and suppose
that for every graph G ∈ Fi there is an -error 2-way randomized communication protocol
with cost at most c(i). Then Runiv (F) ≤ 2c(i) . Furthermore, for any fixed constant c, the
family F of graphs with R↔ (Adj(G)) ≤ c is O(log n)-implicit.
Proof. Every 2-way, deterministic cost c protocol can be represented as a binary tree with
at most 2c nodes, where each node is owned by either Alice or Bob and the message sent
at each step is a 0 or 1 informing the other player of which branch to take in the tree. A
randomized 2-way protocol is a distribution over such trees. To obtain a universal SMP
protocol for the family F, Alice and Bob do the following. On input G ∈ F and x, y ∈ V (G),
Alice and Bob use shared randomness to draw the deterministic cost c protocol for G from
the distribution defined by the randomized 2-way protocol. Alice sends the size 2c protocol
tree and for each node she owns she identifies the branch to be taken. Bob does the same.
The referee may then simulate the protocol. The conclusion follows from Theorem 1.1. J

3

Distance Labeling of Distributive Lattices

Distributive lattices and distances on these lattices will be defined in the next subsection,
where we also give a necessary lemma characterizing the distances in terms of the meet and
join. We will then present an O(k log k) weakly-universal protocol and an O(k 2 ) universal
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communication protocol for the family Dk , where D are the distributive lattices. This implies
a O(k 2 log n)-implicit encoding Dk of the family D of distributive lattices. The O(k log k)
weakly-universal protocol is optimal for sufficiently small values of k, since it applies to
the k-Hamming Distance problem as a special case, for which Saǧlam [31] recently gave a
matching lower bound (even for 2-way communication). We obtain this result by adapting
the optimal O(k log k) communication protocol for k-Hamming Distance originally presented
by Huang et al. [21].
We also consider modular lattices, a generalization of distributive lattices, and show that
deciding dist(x, y) ≤ 2 requires a protocol with cost Ω(n1/4 ).

3.1

Preliminaries on Distributive Lattices

A lattice is a type of partial order. We briefly review distributive lattices (see e.g. [9] for a
good introduction) and then give a characterization of distances in modular and distributive
lattices. The undirected graphs we study are the cover graphs of partial orders. For x, y in a
partial order P , we say that y covers x and write x ≺ y if ∀z ∈ P : if x ≤ z < y then x = z.
The cover graph (which is the undirected version of the transitive reduction) is the graph
cov(P ) on vertex set P with an edge {x, y} iff x ≺ y or y ≺ x.
We will define a few types of lattices.
I Definition 3.1. Let (P, <) be a partial order. For a pair x, y ∈ P :
If the set {z ∈ P : x, y ≥ z} has a unique maximum, we call that maximum the join of
x, y and write it as x ∧ y;
If the set {z ∈ P : x, y ≤ z} has a unique minimum, we call that minimum the meet of
x, y and write it as x ∨ y.
If ∀x, y ∈ P the elements x ∧ y, x ∨ y exist, then P is a lattice. A lattice L is ranked if
there exists a rank function such that x ≺ y =⇒ rank(x) + 1 = rank(y) and the minimum
element 0L satisfies rank(0L ) = 0. A finite lattice L is upper-semimodular if for every
x, y ∈ L, x ∧ y ≺ x, y =⇒ x, y ≺ x ∨ y. L is lower-semimodular if for every x, y ∈ L,
x, y ≺ x ∨ y =⇒ x ∧ y ≺ x, y. L is modular if it is both upper- and lower-semimodular. A
lattice L is distributive if for all x, y, z ∈ L, x ∧ (y ∨ z) = (x ∧ y) ∨ (x ∧ z). Every distributive
lattice is modular and every modular lattice is ranked [9].
W
A point x in a lattice L is join-irreducible if there is no set S ⊆ L such that x = S
V
and meet-irreducible if there is no set S ⊆ L such that x = S. Write J(L) for the set of
join-irreducible elements.
A subset D of a partial order P is a downset or ideal if: for all x, y ∈ L, if x ∈ D and
y ≤ x then y ∈ D. We will write D(P ) for the set of ideals of P .
I Theorem 3.2 (Birkhoff (see e.g. [9])). Every distributive lattice L is isomorphic to the
lattice of downsets of the partial order on its join-irreducible elements, ordered by inclusion;
i.e. L ' D(J(L)), with the meet and join operations given by set union and intersection
respectively.
We need to prove some facts about distances in modular lattices.
I Proposition 3.3. Let L be a graded lattice and let x, y ∈ L. Then dist(x, y) ≥ | rank(x) −
rank(y)|, with equality if x < y or y < x.
Proof. This follows from the fact that for every edge u ≺ v in the path from x to y has
rank(u) + 1 = rank(v).
J
To prove our characterization of distance, we define inversions in the path.
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I Definition 3.4. Let L be a lattice and let c1 , . . . , cm be a path in cov(L), so that ci ≺ ci+1
or ci+1 ≺ ci for each i. If ci−1 , ci+1 ≺ ci or ci ≺ ci−1 , ci+1 we call ci an inversion on the
path.
I Lemma 3.5. The following holds for any x, y in a lattice M:
1. If M is lower-semimodular then dist(x, y) = dist(x, x ∧ y) + dist(y, x ∧ y);
2. If M is upper-semimodular then dist(x, y) = dist(x, x ∨ y) + dist(y, x ∨ y);
3. If M is distributive then dist(x, y) = |X∆Y | where X, Y ∈ D(J(M)) are isomorphic
images of x, y in Birkhoff’s representation.
Proof. It suffices to prove the first statement: the second follows by the analogous argument
and the third follows from the modulartiy of distributive lattices and Birkhoff’s representation.
Let M be lower-semimodular, let x, y ∈ M, and let x = c0 , c1 , . . . , cm = y be a shortest
path between x and y, so that dist(x, y) = dist(x, ci ) + dist(y, ci ) for any i. The statement
holds trivially when x < y or y < x (since x ∧ y = x or x ∧ y = y), so we assume x, y are
incomparable. We prove the statement by induction on the largest rank of an inversion of
the form ci−1 , ci+1 ≺ ci in the path.
First suppose that ci is any element of the path and assume for contradiciton that
rank(ci ) < rank(x ∧ y). Then
dist(x, x ∧ y) = rank(x) − rank(x ∧ y) < rank(x) − rank(ci ) ≤ dist(x, ci ),
a contradiction. Thus rank(ci ) ≥ rank(x ∧ y) for each element of the path.
Suppose there are no inversions of the form ci−1 , ci+1 ≺ ci . Then ci < x, y and therefore
ci ≤ x∧y so rank(ci ) ≤ rank(x∧y), and by the above inequality we have rank(ci ) ≥ rank(x∧y),
so rank(ci ) = rank(x ∧ y). Therefore, as desired,
dist(x, y) = dist(x, ci ) + dist(y, ci ) = rank(x) − rank(ci ) + rank(y) − rank(ci )
= rank(x) − rank(x ∧ y) + rank(y) − rank(x ∧ y)
= dist(x, x ∧ y) + dist(y, x ∧ y) .
Now let ci be an inversion of the form ci−1 , ci+1 ≺ ci with rank(ci ) > rank(x ∧ y). Then by
lower-semimodulariity there is an element c0i = ci−1 ∧ ci+1 ≺ ci−1 , ci+1 . Then replacing ci
with c0i maintains the length of the path. Performing the same operation on all such inversions
of maximum rank reduces the maximum rank by 1 and the result holds by induction.
J

3.2

A Universal Protocol for Distributive Lattices

Write D = (Dn ) for the family of cover graphs of distributive lattices on n vertices. We
first give an optimal protocol for distances in distributive lattices in the weak universal
model (recall that in this model, the referee sees the shared randomness). This protocol is
adapted from a simplified presentation of Huang et al.’s k-Hamming Distance protocol ([21])
communicated to us by E. Blais.
I Theorem 3.6. For any  > 0 and integer k, Rweak (Dk ) = O (k log(k/)).
Proof. For any distributive lattice L ' D(J(L)), identify each vertex x ∈ L with its ideal
X ⊆ J(L) of join-irreducibles. Write e1 , . . . , em for the basis vectors of Fm
2 . Consider the
following protocol. On the distributive lattice L and vertices x, y, Alice and Bob perform
the following:
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2
P
Define m = d (k+2)
e, q = dlog 1 + log i=0 mi e.

Let S = (s1 , . . . , sm ) be a multiset of uniformly random elements of Fq2 .
For each join-irreducible element j ∈ J(L) assign a uniformly random index ij ∼ [m].
For each vertex v ⊆ J(L) there is an indicator vector a(v) ∈ Fm
2 defined by a(v) =
P
Pm
e
.
Label
v
with
`(v)
=
a(v)
s
.
i
i
i
j
j∈v
i=1
5. Alice sends `(x) and Bob sends `(y) to the referee.
6. The referee accepts iff `(x) + `(y) is a sum of at most k elements of S.
By Lemma 3.5 and Birkhoff’s theorem, dist(x, y) = dist(x, x∧y)+dist(x∧y, y) = |X \Y |+|Y \
X| = |X∆Y |, where ∆ denotes the symmetric difference. Suppose dist(x, y) = |X∆Y | ≤ k.
P
Then `(x) + `(y) = j∈X∆Y c(j) is a sum of at most k elements of S, so the protocol accepts
with probability 1 (so this protocol has 1-sided error).
Now suppose dist(x, y) = |X∆Y | ≥ k + 1. The correctness of the protocol follows from the
next two claims along with the observations that a(x)+a(y) = a(x∧y) and `(x)+`(y) = `(x∧y)
(with arithmetic in F2 ) and that dist(x, y) ≥ k + 1 implies rank(x ∧ y) ≥ k + 1. We will write
|a(v)| for the number of 1’s in the vector a(v).
1.
2.
3.
4.

B Claim 3.7. Any vertex v ⊆ J(L) with rank(v) ≥ k + 1 has |a(v)| ≥ k + 1 with probability
at least 1 − /2.
Proof of claim. If rank(v) = k + 1, so v is a set of k + 1 join-irreducibles, then the probability
that any two indices ij , ij 0 collide, for j, j 0 ∈ v, is by the union bound at most


(k + 1)2
k+1
k(k + 1) 1

P [ij = ij 0 ] =
≤
= /2 .
2
2
m
2
(k + 2)2
For rank(v) > k + 1 choose v 0 ≺ v so k + 1 ≤ rank(v 0 ) < rank(v), so using induction and the
assumption  < 1/2,
k+1
k



P [|a(v 0 )| = k + 1] + P [|a(v 0 )| ≤ k] <
+
·
m
m
k+2 k+2 2




1

1
1
=
+
≤
+
< /2 .
k + 2 2(k + 2)
3 12

P [|a(v)| ≤ k] =

C

B Claim 3.8. For any vertex v ⊆ J(L), if the indicator vector a(v) has weight ≥ k + 1 then,
with probability at least 1 − /2, `(v) is not a sum of at most k vectors in S.
Proof of claim. Write kS for the set of all sums of at most k vectors of S. Fix any a(v) with
weight ≥ k + 1 and let A = {i : a(v)i = 1} so |A| ≥ k + 1. Let b ∈ kS be any sum of k
P
vectors in S, and let B ⊂ [m] be a set of indices of size |B| ≤ k such that b = i∈B si .
P
Since |B| ≤ k < |A| we must always have A \ B 6= ∅ and `(v) + b = i∈A\B si , so
P [`(v) + b = 0] = 2−q . Therefore, by the union bound over all such vectors b,
P [`(v) ∈ kS] ≤

k  
X
m −q
2 < /2 .
i
i=0

C

We can put a bound on q by using
k  
X
m
i=0

i

 
 em k
m
≤k
≤k
k
k

so
q ≤ 1 + log



1
em
2k
ek
k
+ log k + k log
≤ log
+ k logd e = O k log
.

k




J
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Observe that the referee must see the set S for the above protocol to work. We can easily
modify the above protocol to get O(k 2 ).

I Theorem 3.9. For any  > 0 and any integer k, Runiv (Dk ) = O k 2 log(1/) .
Proof. The protocol is the same as above, with the following modification: Alice and Bob
each send the indicator vectors a(x), a(y) ∈ Fm
2 .
The correctness of this protocol for error 1/3 follows from Claim 3.7. Observe that Alice
and Bob use the same strategy to send their messages and that the decision function is
symmetric. The communication cost is now at most m = d3(k + 2)2 /2e.
This protocol is one-sided, so to achieve error  we can run the protocol r = dlog3 (1/)e
times and take the AND of the results. The probability of failure is (1/3)r = 3−r < . J
Now we apply Theorem 1.1 to obtain Theorem 1.3.
Since the family of distributive lattices is an upwards family (simply append a new
least element to obtain a larger distributive lattice), we see from Proposition 2.17 that
lattices in Dk can be randomly embedded into a constant-size graph, for any constant k. In
fact, by inspection of the protocol, we see that the family D can be randomly embedded
into a small-dimensional hypercube, while Dk can be embedded into the k-closure of the
O(k 2 )-dimensional hypercube.
I Corollary 3.10. For any  > 0 and any k, there exists a graph U of size 2O(k
that for all L ∈ Dk , L @ U .

3.3

2

log(1/))

such

Lower Bound for Modular Lattices

Since Lemma 3.5 works for any modular lattices, it is natural to ask whether we can achieve a
similar constant-cost protocol for computing distance thresholds in modular lattices. However,
we show that this is impossible.
I Lemma 3.11. There is a function m(n) = O(n4 ) such that if G is any graph with n
vertices (where G(u, u) = 1 for all u), there exists a modular lattice M with size m(n) such
that G is an induced subgraph of cov(M )2 .
Proof. Construct the lattice M as follows:
1. Start with vertices V , which are all incomparable.
2. For each edge e = {u, v} ∈ E, add vertices ae , be such that ae < u, v < be .
3. ∀e = {u, v}, e0 = {u0 , v 0 } ∈ E such that e ∩ e0 = ∅ add a vertex ce,e0 with ae , ae0 < ce,e0 <
be , be0 .
4. Add vertices 0M and 1M such that 0M < ae and be < 1M for all e ∈ E.
First we prove that M is a modular lattice and then we prove the bound on the size.
B Claim 3.12. M is a modular lattice.
Proof of claim. Observe that all orderings < directly imposed by this process are covering
orders ≺. Let A = {ae }e∈E , B = {be }e∈E , C = {ce }e∈E and V the original set of vertices.
By construction, M is graded with rank(0M ) = 0, rank(A) = 1, rank(V ) = rank(C) =
2, rank(B) = 3, rank(1M ) = 4. Note that for every pair of vertices x, y ∈ M, 0M ≤ x, y ≤ 1M
so upper- and lower-bounds exist.
Assume for contradiction that M is not a modular lattice, so there exist incomparable
x, y ∈ M such that either x ∧ y or x ∨ y does not exist, or such that x ∧ y ≺ x, y 6≺ x ∨ y or
x ∧ y 6≺ x, y ≺ x ∨ y.
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Case 1: Suppose rank(x) 6= rank(y). Then x∧y = 0M and x∨y = 1M so x∧y 6≺ x, y 6≺ x∨y.
Case 2: Suppose x, y ∈ A so x = ae , y = ae0 . Then 0M = ae ∧ ae0 ≺ ae , ae0 . If ae , ae0 < u, v
for u, v ∈ V then u, v ∈ e ∩ e0 so u = v. If ae , ae0 < v, cd,d0 for v ∈ V and cd,d ∈ C then
v ∈ e ∩ e0 and cd,d0 = ce,e0 so e ∩ e0 = ∅, a contradiction. Finally, if ae , ae0 < cd,d0 , cd0 ,d00
then cd,d0 = cd0 ,d00 = ce,e0 . So ae ∨ ae0 exists and ae ∧ ae0 ≺ ae , ae0 ≺ ae ∨ ae0 . The same
argument holds for x, y ∈ B.
Case 3: Suppose x, y ∈ V and assume ae , ae0 < x, y. Then x, y ∈ e ∩ e0 so ae = ae0 . A
similar argument holds for x, y < be , be0 . So x ∧ y ≺ x, y ≺ x ∨ y.
Case 4: Suppose x, y ∈ C so x = ce,e0 , y = cd,d0 . Suppose as , at < ce,e0 , cd,d0 . Then
s, t ∈ {e, e0 } ∩ {d, d0 } so either {e, e0 } = {d, d0 } or s = t. The same argument holds for
ce,e0 , cd,d0 < bs , bt so x ∧ y ≺ x, y ≺ x ∨ y.
Case 5: Suppose x ∈ V, y ∈ C so y = ce,e0 which implies e ∩ e0 = ∅. If x ∈
/ e ∪ e0
then x ∧ ce,e0 = 0M and x ∨ ce,e0 = 1M so x ∧ ce,e0 6≺ x, ce,e0 6≺ x ∨ ce,e0 ; so suppose
x ∈ e ∪ e0 . If ae , ae0 < x, ce,e0 then x ∈ e ∩ e0 which is a contradiction. Then x ∈ e
or x ∈ e0 ; say x ∈ e. Then ae = x ∧ ce,e0 . The same argument holds for B so
ae = x ∧ ce,e0 ≺ x, ce,e0 ≺ x ∨ ce,e0 = be .
C
B Claim 3.13. G is an induced subgraph of cov(M )2 .
Proof of claim. Suppose {u, v} ∈ E. Then there is ae ≺ u, v so dist(u, v) ≤ 2 in cov(M ).
Now let u, v ∈ V (G) and suppose dist(u, v) ≤ 2 in cov(M ) so that, by Lemma 3.5, u ∧ v ≺
u, v ≺ u ∨ w. By construction, either u = v so G(u, v) = G(u, u) = 1, or u ∧ v = ae for some
e ∈ E(G) so u, v ∈ e and therefore G(u, v) = 1.
C
The size of M is at most 2 + |E(G)| + |E(G)|2 = O(n4 ). Let m(n) be the maximum size of a
modular lattice obtained in this way from a graph of size n. We want all constructions to be
of the same size, so repeatedly append new least elements until the size reaches m(n); this
maintains the modular lattice property.
J
I Theorem 3.14. Let M = (Mn ) be the family of cover graphs of modular lattices.
Runiv (M2 ) ≥ Ω(n1/4 ).
Proof. Suppose there is a protocol for M2 with cost o(n1/4 ). Given a graph G of size
n, Alice and Bob construct the modular lattice of size m(n) = O(n4 ) with G an induced
subgraph of cov(M )2 and run the protocol for M2 with size m(n) (observe that all possible
constructions must be of the same size, since the referee does not know which lattice Alice
and Bob construct). This has cost o(m(n)1/4 ) = o(n), which contradicts Theorem 1.6. J

4

Communication on Efficiently Labelable Graphs

In this section we take inspiration from the field of implicit graphs and graph labeling and
show that one may often, but not always, obtain constant-cost adjacency and k-distance
protocols for families that are commonly studied in the graph labeling literature.

4.1

Trees, Forests, and Interval Graphs

In this section we pick the low-hanging fruit from trees and forests (and interval graphs).
Applying Theorem 1.1 with the next lemma, we get Theorem 1.4.

I Lemma 4.1. Let T = (Tn ) be the family of trees of size n. Runiv (T k ) = O k log 1 , and
this protocol will correctly compute the distance in the case dist(x, y) ≤ k.
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Proof. Consider the following protocol. On input (T, x), (T, y) for a tree T , Alice and Bob
perform the following.
1. Partition the vertices of T into sets T1 , . . . , Tm such that Ti = {v ∈ V (T ) : (i − 1)k ≤
depth(v) < ik}. For each v ∈ V (T ) let t(v) be the index of the unique set satisfying
v ∈ Tt(v) .
2. For each vertex v ∈ V (T ) assign a uniformly random color `(v) in [m] for m = d6/e.
Let x0 be root of the subtree of Tt(x) that contains x, and let x00 be the root of the
subtree of Tt(x)−1 that contains x. Let x0 , x1 , . . . , xk , . . . , xk1 = x be the path from x00
to x (with xk = x0 ) and let y0 , . . . , yk , . . . , yk2 be the path from y 00 to y. Alice and Bob
send `(x0 ), . . . , `(xk1 ) and `(y0 ), . . . , `(yk2 ) respectively.
3. If `(x0 ) = `(y 0 ), let p be the maximum index such that `(xi ) = `(yi ) for each k < i ≤ p.
Let d = (k1 − p) + (k2 − p). If `(x00 ) = `(y 00 ), let p be the maximum index such that
`(xi ) = `(yi ) for each i ≤ p and let d = (k1 − p) + (k2 − p). If `(x00 ) = `(y 0 ) let p be the
maximum index such that `(xi ) = `(yk+i ) for each i ≤ p and let d = (k1 − p) + (k2 − k − p).
If `(x0 ) = `(y 00 ) do the same with x, y reversed. In each case, if d ≤ k, the referee outputs
d, otherwise they output “> k”. If none of the above cases hold, output “> k”.
The cost of this protocol is 2kdlog me = O(k log(1/)). With probability at least 1 − 4/m >
1 − /2, each of the possible equalities x00 = y 00 , x0 = y 0 , x00 = y 0 , x0 = y 00 will be correctly
observed by the referee. If {x0 , x00 } ∩ {y 0 , y 00 } = ∅ then x, y are not in the same subtree
rooted at depth depth(x00 ), so the distance from x to any common ancestor of x, y is at least
dist(x, x00 ) > k. Therefore if dist(x, y) ≤ k, one of these equalities will hold. If x00 = y 00 and q
is the maximum integer such that xi = yi for all i ≤ q then dist(x, y) = (k1 − q) + (k2 − q),
because the deepest common ancestor of x, y is at depth depth(x0 ) + q. Conditional on
the 4 equalities being correctly observed, we will have d = (k1 − p) + (k2 − p) ≤ k since
p ≥ q. If p > q then `(xq+1 ) = `(yq+1 ) even though xq+1 6= yq+1 , which occurs with
probability 1/m < /2. Therefore the probability that d 6= dist(x, y) is at most 2(/2) = 
when dist(x, y) ≤ k. A similar argument holds in the other 3 cases.
If dist(x, y) > k then still with probability at least 1 − /2 all 4 possible equalities are
correctly observed. Following the same argument as in the equality case, we see that if any
of the equalities hold we will have d = dist(x, y) with probability greater than 1 − /2, for
total error probability less that . If none of the 4 equalities hold then the probability of
error is at most /2.
J
Since trees have efficient protocols, one might wonder about generalizations of trees. The
arboricity of a graph is one such generalization, which measures the minimum number of
forests required to partition all the edges.
I Definition 4.2. A graph G = (V, E) has arboricity α iff there exists an edge partition of
G into forests T1 , . . . , Tα . Equivalently, for S ranging over the set of subgraphs of G, G has


E(S)
max
≤ α.
S
V (S) − 1
Low-arboricity graphs easily admit an efficient universal SMP protocol for adjacency.
I Proposition 4.3. Let F be any family of graphs with arboricity at most α. For all
 > 0, Runiv (F) = O α log α .
Proof. On the graph G and vertices x, y, Alice and Bob perform the following:
1. Compute a partition of G into α forests T1 , . . . , Tα .
2. Assign to each vertex v a uniformly random number `(v) ∼ [m] for m = d2α/e.

N. Harms

33:21

3. Let xi be the parent of x in tree i and let yi be the parent of y. Alice sends `(x) and
`(xi ) for each i, and Bob does this same with y.
4. The referee accepts iff `(x) = `(yi ) or `(y) = `(xi ) for any i.
This protocol has one-sided error since if x, y are adjacent then either xi = y or yi = x for
some i, so the referee will accept with probability 1. If x, y are not adjacent then the referee
1
will accept with probability at most 2α · m
< .
J
However, even graphs of arboricity 2 do not admit efficient protocols or labeling schemes
√
for distance 2, which we can show by embedding an arbitrary graph of size Ω( n) into the
2-closure of an arboricity 2 graph of size n:
√
I Proposition 4.4. Let F be the family of arboricity-2 graphs. Then Runiv (F 2 ) ≥ Ω( n).
Proof. The lower bound is obtained via Theorem 1.6 in the same way as in Theorem 3.14,
using the following construction.
 For all simple graphs G = (V, E) with n vertices, there
exists a graph A of size n + n2 and arboricity 2 such that G is an induced subgraph of A2 .
Let A be the graph defined as follows:
1. Add each vertex v ∈ V to A;
2. For each pair of vertices {u, v} add a vertex e{u,v} and add edges {u, e{u,v} }, {v, e{u,v} }
iff {u, v} ∈ E.
This graph has arboricity 2 since for each e{u,v} we may assign each of its 2 incident edges a
color in {1, 2} (if the edges exist). Then the edges with color i ∈ {1, 2} form a forest with
roots in V .
J
Now we give an example of a family, the interval graphs, with size O(log n) adjacency labels
but with no constant-cost universal SMP protocol; in fact, randomization does not give more
than a constant-factor improvement for this family. An interval graph of size n is a graph
G where for each vertex x there is an interval X ⊂ [2n] such that any two vertices x, y are
adjacent in G iff X ∩ Y 6= ∅. These have an O(log n) adjacency labeling scheme [23] (one
can simply label a vertex with its two endpoints in [2n]).
There is a simple reduction from the Greater-Than communication problem, in
which Alice and Bob receive integers x, y ∈ [n] and must decide if x < y. It is known
that the one-way public-coin communication cost of Greater-Than is Ω(log n) [25], so
Rk (Greater-Than) = Ω(log n).
I Proposition 4.5. For the family F of interval graphs, Runiv (F) = Ω(log n).
Proof. We can use a universal SMP protocol for F to get a protocol for Greater-Than as
follows. Alice and Bob construct the interval graph with intervals [1, i], [i, n] for each i ∈ [n],
so there are 2n vertices in G. On input x, y ∈ [n], Alice and Bob compute adjacency on the
intervals [1, x], [1, y] and then again on [1, x], [y, n]. Assume both runs of the protcol succeed.
Then when the output is 1 for both runs we must have y ∈ [1, x] so y ≤ x and otherwise we
have y ∈
/ [1, x] so x < y.
J

4.2

Planar Graphs

Write Pn for the set of planar graphs of size n and write P = (Pn ) for the family of planar
√
graphs. Gavoille et al. [15] gave an O( n log n) labeling scheme where dist(x, y) can be
computed from the labels of x, y, and Gawrychowski and Uznański [16] improved this to
√
√
O( n). These labeling schemes recursively identify size-O( n) sets S and record the distance
√
of each vertex v to each u ∈ S, so the n factor is unavoidable using this technique. We
want to solve k-distance with a cost independent of n, so we need a new method. Our main
tool is Schnyder’s elegant decomposition of planar graphs into trees:
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I Theorem 4.6 (Schnyder [32], see [11]). Define the dimension dim(G) of a graph G as is
the minimum d such that there exist total orders <1 , . . . , <d on V (G) satisfying:
(*) For every edge {u, v} ∈ E and w ∈
/ {u, v} there exists <i such that u, v <i w.
G is planar iff dim(G) ≤ 3. If G is planar then there exists a partition T1 , T2 , T3 of the
edges into directed trees satisfying the following. Let Ti−1 be edge-induced directed graph
on V (G) obtained by reversing the direction of each edge in Ti . The graphs with edges
−1
−1
Ti ∪ Ti−1
∪ Ti+1
have linear extensions <i such that <1 , <2 , <3 satisfy (*).
Schnyder’s Theorem implies that the arboricity of planar graphs is at most 3, so we may use
the protocol for low-arboricity graphs (Proposition 4.3) to determine adjacency in P, so we
move on to P 2 , which may have large arboricity (arboricity is within a constant factor of
degeneracy):
I Theorem 4.7 ([1]). There are planar graphs P for which the degeneracy of P 2 is Θ(deg P ),
where deg P is the maximum degree of any vertex in P .
We avoid this blowup in arboricity by treating edges of the form a ← b → c separately (with
directions taken from the Schnyder wood). The proof uses the following split operation:
I Definition 4.8. Let G ∈ P and fix a planar map and a Schnyder wood T1 , T2 , T3 . Define
the graph split(G) by the following procedure (see Figure 1):
1. For each vertex s ∈ V (G) add vertices s, s1 , s2 , s3 to split(G) (excluding si if s has no
incoming edge in Ti ). Add edges (si , s) to Ti0 ;
2. For each (directed) edge (u, v) ∈ Ti add the edges (ui−1 , vi ), (ui+1 , vi ) (arithmetic mod 3)
to Ti0 ;
3. For the unique (directed) edge (v, u) ∈ Ti add the edges (vi−1 , u), (vi+1 , u) to Ti0 .

s2
s

s3
s
s1

Figure 1 Splitting vertex s, with T1 , T2 , T3 in blue, red, and green respectively (1,2, and 3
arrowheads).

I Proposition 4.9. split(G) is planar.
Proof. We prove that splitting any vertex s results in a planar graph. By induction we may
then split each vertex in sequence and obtain a planar graph. Let <i be any total order on
−1
−1
V (G) extending Ti ∪ Ti−1
∪ Ti+1
, which satisfies condition (*) by Schnyder’s theorem. Let
0
0
0
<1 , <2 , <3 be the same total orders, extending T10 , T20 , T30 , and augmented to include s1 , s2 , s3
as follows:
1. For each u ∈ V (G), si <0j u iff s <j u and u <0j iff u <j s;
2. For each i, set si <0i s <0i si+1 <0i si−1 . This is possible since {si } do not have a defined
ordering in <i and remain incomparable after the previous step.
Note that for any edge (u, v) ∈ Ti0 we have u <0i v and v <0j u for j 6= i. It suffices to prove
that condition (*) is satisfied by the new orders. Let {u, v} ∈ E(split(G)) and let w ∈
/ {u, v}.
We will show that there exists i such that u, v <0i w.
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If u, v, w ∈ V (G) then we are done since the orders <0i are the same as <i on these
vertices.
If u = si then either v ∈ V (G) \ s, in which case v <i s so v <0i u and therefore u <0j v for
j=
6 i, or v = s so u <0i v and therefore v <0j u for j 6= i. Let v 6= s. For any w ∈ V (G) \ {v}
we have, by (*), either v, s <i w so v <0i u <0i s <0i w, or v, s <j w so u <0j v <0j w. If v = s
then by construction there exists (u0 , u) ∈ Ti . By (*), either u0 , v <i w so u <0i v <0i w, or
u0 , v <j w so v <0j u <0j u0 <0j w.
The only case remaining is if w = si and u, v ∈ V (G). By construction there exists
0
(w , w) ∈ Ti . Either u, v <i w0 <0i w <0i s or by (*) there exists j such that u, v <j s and
since (w, s) is an edge in Ti0 , s <0j w for j 6= i.
J
I Definition 4.10. Let G = (V, E) be a planar graph. Fix a planar map and a Schnyder wood
T1 , T2 , T3 . For each i, define the graph Gi = (V, E \ Ti ) as the graph obtained by removing
each edge in Ti . Define the head-to-head closure of Gi , written G←→
, as the graph with an
i
edge {u, v} iff there exists w ∈ V such that u← w →v in Gi . (Observe that the two outgoing
edges of w must be in Ti−1 , Ti+1 .) Let G←→ be the subgraph of G2 containing all edges
occuring in G←→
for each i.
i
then
I Lemma 4.11. Let G be a planar graph. For any graph M , if M is a minor of G←→
i
M is a minor of split(G).
Proof. We will prove the following claim.
B Claim 4.12. For any set P = {Pj } of simple paths Pj ⊆ V (G←→
), with endpoints {(sj , tj )}
i
such that no two paths Pj , Pk have the same endpoints and Pj ∩ Pk ⊆ {sj , sk , tj , tk }, there
exists a set of paths Q = {Qj } of paths in split(G) with the same endpoints such that
Qj ∩ Qk ⊆
{sj , sk , tj , tk } ∪ {(sj )i−1 , (sk )i−1 , (tj )i−1 , (tk )i−1 } ∪ {(sj )i+1 , (sk )i+1 , (tj )i+1 , (tk )i+1 } ,
where the vertices si , si+1 , si−1 are defined as in the split operation.
Proof of claim. For each path Pj , perform the following. For each edge {u, w} in the path
Pj , there is some (not necessarily unique) vertex v such that either (v, u) ∈ Ti−1 and (v, w) ∈
Ti+1 , or the same holds with u, w reversed. Add the edges {u, ui−1 }, {ui−1 , vi }, {vi , wi+1 },
{wi+1 , w} to Qj . If Pj is a singleton Pj = {u} so sj = tj then add u to Qj .
Consider two paths Qj , Qk constructed this way. G←→
has vertex set V and split(G) has
i
vertex set V 0 ⊃ V . By construction, Pj ⊆ Qj and Pk ⊆ Qk and (Qj ∩ V ) = Pj . Suppose
there exists z ∈ Qj ∩ Qk that is not an endpoint, so z ∈
/ {sj , sk , tj , tk }. If z ∈ V then
z ∈ Pj ∩ Pk ⊆ {sj , sk , tj , tk }, so we only need to worry about z ∈ V 0 \ V .
If z = vi for some vertex v then there are unique distinct vertices ui−1 , wi+1 ∈ V 0 adjacent
to vi such that ui−1 , wi+1 ∈ Qj ∩ Qk . Then u, w ∈ Qj ∩ Qk also, so u, w ∈ Pj ∩ Pk ; but then
u 6= w are the start and end points of Pj , Pk , so Pj = Pk , a contradiction.
If z = vi−1 for some vertex v ∈ V then v ∈ Qj ∩Qk , so by the case above, v ∈ {sj , sk , tj , tk }
and z ∈ {(sj )i−1 , (sk )i−1 , (tj )i−1 , (tk )i−1 }. Likewise for z = vi+1 .
C
Let M be a minor of G←→
, so a subdivision of M occurs as a subgraph of G←→
. Therefore
i
i
←→
there is a set of paths P in Gi
satisfying the conditions of the claim, so that by contracting
each path into a single edge, and deleting the rest of the graph, we obtain M . Let Q = {Qj }
be the set of paths given by the claim. For endpoints sj , tj ∈ Qj , contract the edges
{sj , (sj )i±1 } and {tj , (tj )i±1 }. The result is a contraction of split(G) and a set of paths Q0
that is a subdivision of M , so M is a minor of split(G), which proves the lemma.
J
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is planar and G←→ has arboricity at most 9.
I Corollary 4.13. G←→
i
Proof. A graph is planar iff it does not contain K5 or K3,3 as a minor (Kuratowski’s
Theorem). If G←→
is not planar then it contains K5 or K3,3 as a minor, so by the above
i
lemma, split(G) contains K5 or K3,3 as a minor, so split(G) is not planar, a contradiction.
Since planar graphs have arboricity at most 3, the edge union G←→ of 3 planar graphs has
arboricity at most 9.
J
By separating the ←→ edges from the remaining edges of P 2 , we obtain a constant-cost
universal SMP protocol for P 2 , and then by applying Theorem 1.1 we obtain Theorem 1.5.

I Lemma 4.14. For all  > 0, Runiv (P 2 ) = O log 1 .
Proof. For a planar graph G = (V, E) with a fixed planar map and a Schnyder wood
T1 , T2 , T3 , define the graph Gi = (V, E \ Ti ) as the graph obtained by removing the edges in
tree Ti .
On planar graph G ∈ Pn and vertices x, y, Alice and Bob perform the following:
1. For each i define xi , yi to be the parents of x, y in Ti . Run the protocol for adjacency
with error /7 on (x, yi ) and (xi , y) for each i.
2. Run the protocol for low-arboricity graphs on G←→ with error /7.
3. Accept iff one of the above sub-protocols accepts.
By Corollary 4.13, G←→ has arboricity at most 9, we may apply the protocol for lowarboricity graphs in step 2. If dist(x, y) > 2 then the protocol will correctly reject with
probability at least 1 −  since there are 7 applications of /7-error protocols. It remains to
show that if dist(x, y) = 2 then the algorithm will accept.
Suppose x, y are of distance 2. Then the paths between them are of the following forms
(with edge directions taken from the Schnyder wood).
1. x → v → y or x → v ← y. This is covered by step 1.
2. x ← v → y. This is covered by step 2.
J
Since planar graphs are an upwards family (just insert a new vertex), we obtain a constant-size
probabilistic universal graph for P 2 .
I Corollary 4.15. For any  > 0, there is a graph U of size O(log(1/)) such that for every
G ∈ P 2 , G @ U .

5

Discussion and Open Problems

Error-tolerance. In the introduction we mentioned that the universal SMP model allows
us to study error-tolerance in the SMP model. This could be done as follows: suppose the
referee knows a reference graph G and the players are guaranteed to see a graph that is “close”
to G by some metric. How much does this change the complexity of the problem, compared
to computing G? One common distance metric in, say, the property testing literature, is
to count the number of edges that one must add or delete. That is, for two graphs G, H
P
on vertex set [n], write dist(G, H) = n12 i,j∈[n] 1 [G(i, j) 6= H(i, j)]. The distance is usually
thought of as a constant. We can easily give a strong negative result for this situation:
I Proposition 5.1. Let F be any family of graphs and Fδ the family of graphs G such that
minF ∈F dist(G, F ) ≤ δ. Then
√
Runiv (Fδ ) = Ω( δn) .
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√
Proof. Let G be any graph on δn vertices and let F ∈ F. Choose any set S ⊆ V (F ) with
|S| = |G|. Construct F 0 by replacing the subgraph induced by S with the graph G. Then
2
0
dist(F, F 0 ) ≤ |G|
J
n2 = δ so F ∈ Fδ . Then the conclusion follows from Theorem 1.6.
This suggests that this is not the correct way to model contextual uncertainty in the SMP
model, but universal SMP gives a framework for studying many other error tolerance settings.
For example, we could suppose that the referee knows a reference planar graph G, and the
players are guaranteed to see a graph G0 that is close to G and also planar; this would not
increase the cost of the protocol due to our results on planar graphs.
Implicit graph conjecture. A major open problem in graph labeling is the implicit graph
conjecture of Kannan, Naor, and Rudich [23], which asks if every hereditary graph family
F (where for each G ∈ F, every induced subgraph of G is also in F) containing at most
2O(n log n) graphs of size n has an O(log n) adjacency labeling scheme. Not much progress
has been made on this conjecture (see e.g. [33, 10]). We ask a weakened version of this
conjecture:
I Question 5.2. For every hereditary family F = (Fn ) such that |Fn | ≤ 2O(n log n) , is
Runiv (F) = O(log n)?
Good candidates for disproving the implicit graph conjecture are geometric intersection
graphs, like disk graphs (intersections of disks in R2 ) or k-dot product graphs (graphs whose
vertices are vectors in Rk , with an edge if the inner product is at least 1) [33]. These are
good candidates because encoding the coordinates of the vertices as integers will fail [22].
Randomized communication techniques may be able to make progress.
Modular lattices. We have shown that there is no constant-cost universal protocol for
distance 2 in modular lattices but, like low-arboricity graphs, adjacency (and therefore
O(log n)-implicit encodings) may still be possible.
Planar graphs. Our protocol for computing distance 2 on planar graphs did not generalize
in a straightforward fashion to distance 3. Nevertheless, we expect that there is a method for
computing k-distance on planar graphs with complexity dependent only on k; given that a
e k ) should be possible,
Schnyder wood partitions each edge into 3 groups, we expect that O(3
√
and maybe only poly(k), considering that there is a O( n) distance-labeling scheme.
Sharing randomness with the referee. Finally, it seems to be unknown what the relationship is between SMP protocols where the referee shares the randomness, and protocols where
the referee is deterministic, even though both models are used extensively in the literature.
Our Proposition 1.8 relates these two models via universal SMP but does not yet give a
general upper bound on the universal cost in terms of the weakly-universal cost.
I Question 5.3. What general upper bounds can we get on universal SMP in terms of
weakly-universal SMP?
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Appendix

Proof of Proposition 2.5.
1. If A @ B and B @ C with φ, ψ being the respective embeddings then for all u, v ∈ V (A)
we have
C(ψφ(u), ψφ(v)) = B(φ(u), φ(v)) = A(u, v) .
2. In the “only if” direction, it suffices to choose G≡ . In the other direction, if φ : V (G) →
V (H) is an embedding and φ(u) = φ(v) then for all w ∈ V (G), G(u, w) = H(φ(u), φ(w)) =
H(φ(v), φ(w)) = G(v, w) so u ≡ v.
3. Let g map a vertex of G to its equivalence class and let u, v ∈ V (G). If G(u, v) = 1 then
G≡ (g(u), g(v)) = 1 by definition. If G≡ (g(u), g(v)) = 1 then there exists u0 ∈ g(u), v 0 ∈
g(v) such that G(u0 , v 0 ) = 1, so G(u, v) = G(u0 , v) = G(u0 , v 0 ) = 1.
4. Let g map vertices in V (G) to their equivalence class and let g(u), g(v) ∈ V (G≡ ). If
g(u) ≡ g(v) then for any w, G(u, w) = G≡ (g(u), g(w)) = G≡ (g(v), g(w)) = G(v, w) so
u ≡ v and therefore g(u) = g(v). Therefore the map g(u) 7→ {g(u)} is an isomorphism
G≡ → (G≡ )≡ .
5. If G @ H then by transitivity, G≡ @ G @ H @ H ≡ . Likewise, if G≡ @ H ≡ then
G @ G≡ @ H ≡ @ H.
6. If G≡ is an induced subgraph of H ≡ then clearly there is an embedding. On the other
hand, let g(u), g(v) ∈ V (G≡ ) be the equivalence classes of u, v ∈ V (G) and suppose there
is an embedding φ : G≡ → H ≡ . If φ(g(u)) = φ(g(v)) then g(u) ≡ g(v) so g(u) = g(v)
since (G≡ )≡ ' G≡ . Therefore G≡ is an induced subgraph of H ≡ .
J
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Abstract
The Minimum Circuit Size Problem (MCSP) asks whether a given Boolean function has a circuit
of at most a given size. MCSP has been studied for over a half-century and has deep connections
throughout theoretical computer science including to cryptography, computational learning theory,
and proof complexity. For example, we know (informally) that if MCSP is easy to compute, then most
cryptography can be broken. Despite this cryptographic hardness connection and extensive research,
we still know relatively little about the hardness of MCSP unconditionally. Indeed, until very recently
it was unknown whether MCSP can be computed in AC0 [2] (Golovnev et al., ICALP 2019).
Our main contribution in this paper is to formulate a new “oracle” variant of circuit complexity
and prove that this problem is NP-complete under randomized reductions. In more detail, we define
the Minimum Oracle Circuit Size Problem (MOCSP) that takes as input the truth table of a Boolean
function f , a size threshold s, and the truth table of an oracle Boolean function O, and determines
whether there is a circuit with O-oracle gates and at most s wires that computes f . We prove that
MOCSP is NP-complete under randomized polynomial-time reductions.
We also extend the recent AC0 [p] lower bound against MCSP by Golovnev et al. to a lower bound
against the circuit minimization problem for depth-d formulas, (AC0d )-MCSP. We view this result as
primarily a technical contribution. In particular, our proof takes a radically different approach from
prior MCSP-related hardness results.
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Introduction

The Minimum Circuit Size Problem (MCSP) takes as input a Boolean function f (represented
by its truth table) and a size parameter s and asks if there is a circuit of size at most s
computing f . Study of this problem began in the 1950s by complexity theorists in the
Soviet Union [31], where MCSP was of such great interest that Levin is said to have delayed
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publishing his initial NP-completeness results in hope of showing that MCSP is NP-complete.1
Interest in MCSP was revitalized when Kabanets and Cai [19] connected the problem with
the natural proofs framework of Razborov and Rudich [28]. Since then, MCSP has been the
subject of intense research. We begin by (non-exhaustively) reviewing this work.2

1.1

Known lower bounds, hardness, and non-hardness for MCSP

It is easy to see that MCSP is in NP (the circuit of size at most s can be used as a witness),
but, despite work by numerous researchers, the exact complexity of MCSP remains unknown.
Hardness results for MCSP. We believe MCSP is not easy to compute. Kabanets and
Cai [19] show that MCSP 6∈ P conditioned on a widely-believed cryptographic hypothesis.
Thus, the most natural question about MCSP’s complexity is whether it is NP-complete.
As of yet, we have not managed to uncover even strong supporting evidence for, or against,
MCSP being NP-complete. The strongest known hardness result is by Allender and Das [3]
who show MCSP is hard for the cryptographically important class SZK under randomized
reductions.
Under less powerful types of reductions, we only know hardness for some subclasses of P.
For instance, building on the results of Oliveira and Santhanam [26], Golovnev et al. [12]
show that the class of functions computable by polynomial-sized formulas (NC1 ) reduces to
MCSP under AC0 reductions.
Lower Bounds for MCSP. Unconditionally, we know lower bounds against MCSP for
several restricted computational models. Cheraghchi, Kabanets, Lu, and Myrisiotis [10]
prove lower bounds for MCSP against DeMorgan formulas, branching programs, and AC0
circuits that essentially match the best known explicit lower bounds for these models.
Golovnev et al. [12] show that MCSP requires exponential-sized AC0 [p] circuits by proving
MAJORITY ∈ (AC0 )MCSP . The MAJORITY hardness result of [12] generalizes to the circuit
minimization problem for many circuit classes, however, the techniques fail in the case of
constant depth formulas.
Non-hardness results for MCSP. Surprisingly, we know MCSP cannot be NP-hard under
certain types of reductions. For example, Hirahara and Watanabe [16] show that “oracleindependent polynomial reductions” cannot show that MCSP is hard for a class larger than
P. Moreover, while essentially all NP-complete problems are complete under rather weak
reductions such as uniform TIME[no(1) ] reductions (which we do not define here), Murray
and Williams [23] prove that MCSP is not even NP-hard under TIME[n.49 ] reductions.
Conditioned on a widely-believed cryptographic hypothesis, Allender and Hirahara [4]
show that a very weak approximation of MCSP is actually neither in P nor NP-complete.
Approaching MCSP from below. Given the apparent difficulty of resolving the complexity
of MCSP, a natural approach is to progress towards MCSP “from below”: considering
restricted classes of circuits C that we understand better and determining whether the
C-circuit minimization problem, (C)-MCSP, is NP-hard.

1
2

[6] cites a personal communication from Levin regarding this.
In our review, we are sometimes slightly informal and imprecise in order to be more accessible. We
encourage the reader to look at the corresponding references for precise statements.
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As it stands, we know that minimizing DNF formulas and minimizing OR ◦ AND ◦ MODm
circuits are both NP-hard by Masek [20] and by Hirahara, Oliveira, and Santhanam [15]
respectively. It is still open whether the circuit minimization problem for, say, depth-3
formulas is NP-hard.

1.2

Implications of lower bounds and hardness for MCSP

Since the main goal of this paper is to shed light on the complexity of MCSP, it is worth
motivating why the complexity of MCSP is important.
Indeed, while researchers have not yet managed to establish the complexity of MCSP, a
series of works, beginning with Kabanets and Cai [19], connect the computational complexity
of MCSP and its variants to longstanding open questions in the field.
Separations of complexity classes. Several works ([17], [23], [3], [19]) show that MCSP
being NP-hard, under various notions of reducibility, implies unknown class separations. For
example, Hitchcock and Pavan [17] and Murray and Williams [23] show that if MCSP is
NP-hard under polynomial-time reductions, then ZPP 6= EXP, a major open problem.3
Worst-case versus average-case complexity for NP. Using tools developed by Nisan and
Wigderson [24] and Carmosino, Impagliazzo, Kabanets, and Kolokova [9], Hirahara [14] gives
a “worst-case to average-case” reduction for NP conditioned on a certain approximation to
MCSP being NP-hard. Thus, if one could show this approximation to MCSP is NP-hard, the
worst-case and average-case complexity of NP would be equivalent.
Circuit Lower Bounds. Recent work ([22], [27], [25]) explores a “hardness magnification”
phenomenon whereby even weak circuit lower bounds on certain computational problems
imply strong lower bounds on other problems. For example, Mckay, Murray, and Williams
[22] show that if MCSP (under a small size parameterization) cannot be solved by circuits of
size n · poly(log n), then NP does not have polynomial-size circuits.

1.3

Our Contributions

In this work, we focus on hardness results for natural variants of MCSP with the aim of
shedding light on the complexity of MCSP itself.

NP-Hardness of oracle MCSP (MOCSP)
As mentioned previously, some research has approached the problem of proving NP-hardness
for MCSP “from below,” that is, showing that the circuit minimization problem is NP-hard
for restricted classes of circuits like DNF circuits and OR ◦ AND ◦ MODm circuits.
In this paper, we attempt to approach MCSP “from above.” That is, we study the
complexity of a problem that is at least as hard as MCSP. In particular, we define the
Minimum Oracle Circuit Size Problem (MOCSP) to take as input a truth table T , a size
parameter s ∈ N, and an oracle truth table O. The goal is to determine whether there is an
O-oracle circuit with at most s wires that computes T . It is easy to see that MOCSP ∈ NP
(the oracle circuit of size s can still act as an NP-witness).

3

[23] only shows the result under many-one reductions, but their techniques easily generalize to the truth
table case. [17] explicitly proves the truth table result using a different approach than [23].
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A natural way to think of MOCSP is as a “conditional” version of MCSP where we are
now measuring the complexity of computing T when we are given easy access to O.
Although our problem definition is new, this is not the first time someone has considered
an “oracle version” of MCSP. Several papers ([2, 5, 16, 18]) study the problem MCSPA of
minimizing oracle circuits for a fixed oracle language A. MOCSP differs fundamentally from
MCSPA in that the oracle circuit gets access to an arbitrary Boolean function, not a language,
and the function the oracle circuit has access to is an input to the problem.
Furthermore, while MOCSP ∈ NP, the complexity of MCSPA depends on the oracle A.
For example, the reference [2] proves MCSPQBF is complete for PSPACE under randomized
reductions. Moreover, there is a trivial reduction from MCSP to MOCSP: simply provide no
oracle truth tables. Therefore, since MOCSP is still in NP and MOCSP and is at least as hard
as MCSP, MOCSP is a nice “testing ground” for hardness results we conjecture for MCSP.
Indeed, as is conjectured for MCSP, we can prove that MOCSP is NP-hard under randomized reductions.
I Theorem 1.1. MOCSP is NP hard under:
randomized many-one reductions with one-sided error, and
randomized Turing reductions with zero-sided error.
These NP-hardness results are both proved by giving a reduction from approximating
set cover to MOCSP. It is worth noting that the NP-hardness results of (DNF)-MCSP [20]
and (OR ◦ AND ◦ MODm )-MCSP [15] are also proved via set cover problems, although both
of these reductions are deterministic while our reduction is randomized.
Given that we can show MOCSP is NP-hard under randomized reductions, one might
even begin to hope that we can prove hardness under, say, polynomial-time reductions.
Unfortunately, this seems difficult. Essentially the same proofs Murray and Williams [23]
or Hitchcock and Pavan [17] use to show that MCSP being NP-hard under polynomial-time
truth table reductions implies EXP 6= ZPP also work for MOCSP.
I Theorem 1.2 (Essentially proven in [17] and [23]). If NP reduces to MOCSP under polynomial
time (truth table) reductions, then EXP 6= ZPP.
Thus, improving our reduction to a polynomial-time truth table reduction requires separating
EXP from ZPP, a longstanding open problem. For completeness, we give the MOCSP version
of Murray and Williams’ proof in Appendix B.
Even so, we expect that the ground truth is that MOCSP is NP-hard under, at least,
deterministic polynomial-time Turing reductions.
I Conjecture 1.3. MOCSP is NP-hard under polynomial-time Turing reductions.

A perspective on MOCSP and some questions
In light of the fact that hardness for MCSP beyond SZK under even non-uniform reductions
is unknown, we found these MOCSP hardness results to be quite surprising. Moreover, the
NP-hardness of MOCSP seems to bolster the conjecture that MCSP is in fact NP-hard. To
an optimist, NP-hardness results for MOCSP could even be a first step towards proving
NP-hardness for MCSP. Indeed, a PSPACE-hardness result was first proved by Buhrman
and Torenvliet [8] for an “oracle” version of space-bounded Kolmogorov complexity before
Allender et al. [2] showed PSPACE-hardness for the non-oracle version about four years later.4

4

The conference versions of [8] and [2] are four years apart.
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Even if stronger hardness results for MCSP remain out of reach, MOCSP could still yield
valuable insights about MCSP. For instance, it would be interesting to see which of the
barriers and non-hardness results known for MCSP carry over to MOCSP.
I Open Question 1.4. Can one show that other barriers or non-hardness results that hold
for MCSP also hold for MOCSP?
As an example of the insight given by answers to this question, consider Murray and
Williams’ [23] result that proving MCSP is NP-hard under polynomial-time reductions
implies EXP 6= ZPP. A natural question one might ask is whether we can improve this
theorem to show that MCSP being NP-hard under randomized reductions implies unknown
class separations. As we note in Theorem 1.2, however, Murray and Williams’ proof carries
over to MOCSP, and Theorem 1.1 shows MOCSP is indeed NP-hard under randomized
reductions. Thus, any improvement of Murray and Williams’ result to randomized reductions
likely requires a fact about MCSP that we do not know for MOCSP.
In another direction, our results seem to imply that proving hardness for MOCSP is more
tractable than proving hardness for MCSP. Since we have already noted that MOCSP can be
used as a “testing ground” for questions about MCSP (since any hardness result for MCSP
must also hold for MOCSP), one can explore whether other conjectured hardness results for
MCSP hold for MOCSP. For example, Hirahara’s [14] worst-case to average-case reduction
for NP can be based on a certain approximation of MCSP being NP-hard, which would
imply that a certain approximation of MOCSP is also NP-hard. Given that we can prove the
NP-hardness of MOCSP under randomized reductions, we ask if one can prove something
similar for the approximation version of MOCSP.
I Open Question 1.5. Can one prove that, for some  > 0, approximating MOCSP on
n-inputs to a factor of n is NP-hard under, say, P/poly reductions? Conversely, can one
prove that there is any barrier to showing such a hardness result?
Finally, while in this paper we concentrate on approaching MCSP from above via MOCSP,
it would be interesting to explore other problems that are harder than MCSP but still in NP.
Perhaps this could help clarify what aspects of MCSP make it difficult to prove hardness for.

MAJORITY-hardness for (AC0d )-MCSP
As mentioned previously, Golovnev et al. [12] proves that MAJORITY ∈ (AC0 )MCSP . Using
similar techniques, they also show that, for restricted classes of circuits C such as formulas
and constant depth circuits, the C-circuit minimization problem, denoted (C)-MCSP, is hard
for MAJORITY under AC0 reductions. For these MAJORITY reductions to work, [12] requires
that the size of the minimum C-circuit on truth tables of length n is roughly (n.49 )-Lipschitz,
that is, flipping one bit in any truth table can change the C-circuit complexity by at most
an n.49 additive term. This Lipschitzness hypothesis is unknown (and in our estimation
probably false) in the class of depth-d formulas, which we denote AC0d .5 As a result, until
this work, it was unknown whether, say, (AC0d )-MCSP ∈ AC0 [2].
We stress that even though AC0d is an extremely restrictive class of formulas, (AC0d )-MCSP
should be a very hard problem. For example, Allender et al. [1] prove that if (AC0d )-MCSP
had polynomial-size circuits for sufficiently large d, then one could factor Blum integers using

circuits of size 2n for all  > 0.
5

We will always use the notation AC0d to refer to depth-d formulas and never depth-d circuits.
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In this paper, we prove that (AC0d )-MCSP is indeed hard for MAJORITY by giving a
win-win argument depending on whether the Lipschitzness hypothesis is true. Applying the
lower bounds of Razborov [28] and Smolensky [30] then gives an AC0 [p] lower bound for
(AC0d )-MCSP.
0

(AC0d )-MCSP. Consequently, for any
I Theorem 1.6. Let d ≥ 2. Then MAJORITY ≤AC
tt
0
0
prime p, (ACd )-MCSP ∈
/ AC [p] .
One can view this theorem as (small) progress towards the program of approaching MCSP
from below. The natural next step in the program is to prove that (AC03 )-MCSP is NP-hard,
and, until this work, AC0 [p] lower bounds were open for this problem (despite knowing such
AC0 [p] lower bounds for less restrictive circuit classes!). Perhaps the techniques introduced
here could be useful in proving further hardness results for (AC03 )-MCSP.
Indeed, our techniques6 may be the most interesting part of Theorem 1.6. They are
entirely different than the ones used by [12] for general MCSP and, to our knowledge, all known
MCSP hardness results. For example, a crucial step in the proof is introducing algebraic
machinery and examining the size of a function’s smallest circuits modulo a certain prime.
Indeed, all previously known MCSP-related reductions (to our knowledge) continue to
work even when the reduction is given access to close approximations of a function’s minimum
circuit size. Because of this, it was not clear if, for the purpose of reductions, there was
any difference between knowing whether a function has circuits of size exactly s or s + 1.
However, the algebraic nature of this MAJORITY reduction actually requires knowing such
exact quantities, illustrating the existence of useful techniques that can distinguish between
MCSP and approximations of MCSP.

1.4

Proof Overviews

In this section, we give fairly detailed overviews of our proofs. In doing this, we will often
state results without filling in lower-level details. To make clear to the reader when we are
doing this, we mark such sentences with an italicized we observe.

NP-hardness of Oracle MCSP (MOCSP)
Recall, the Minimum Oracle Circuit Size Problem, MOCSP, takes as input a truth table T ,
a threshold s ∈ N, and an oracle truth table O and outputs whether there is an O-oracle
circuit with at most s wires that computes T . We denote the output of MOCSP on such an
input as MOCSP(T, s; O). We denote the minimum size (measured by wires) of any O-oracle
circuit computing T as CCO (T ).
We prove that MOCSP is NP-hard by giving a reduction from 6-approximating the Set
Cover Problem (6-SetCover) to MOCSP. In our notation, 6-SetCover takes as input sets
S1 , . . . , St ⊆ [n] whose union is [n] as well as an integer c ∈ [n] and requires outputting YES
when c ≥ ` and NO when c < `/6 where ` is the optimal cover size, i.e.
[
` = min{|I| : I ⊆ [t] and
Si = [n]}.
i∈I

Approximating SetCover to an ((1 − o(1)) ln n) factor is known to be NP-hard by Dinur
and Steurer [11].

6

Specifically, our techniques in the case when the Lipschitz hypothesis fails (which we expect to be the
ground truth).
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Informal idea. We begin by giving a high-level overview of the reduction to orient the
reader. (It will be very informal, but we are building to a more detailed description.) Say we
are given sets S1 , . . . , St ⊆ [n] whose union is [n]. One can think of each of these sets Si as
“seeing” a small portion of the ground set [n]. Then, for a uniformly random truth table T
of length m ≥ (nt)5 , we let each set S1 , . . . , St induce truth tables TS1 , . . . , TSt respectively
where each truth table TSi has the same length at T and “sees” roughly the same part of
T as Si “sees” of [n]. We define our oracle O to be the concatenation of these truth tables.
Finally, we ask how hard it is for a circuit to compute T given oracle access to O.
The idea is that if a circuit looks at a collection of induced truth tables corresponding to
a set cover, then it can “see” all of T and thus easily compute T . If not, then a large part of
T is still random to the circuit and thus hard to compute. Indeed, we show that with high
probability the quantity CCO (T ) can be used to estimate ` up to a constant factor.
We now describe the reduction in more detail. Fix sets S1 , . . . , St ⊆ [n] whose union is
[n] and, let ` be the optimal cover size of [n] by S1 , . . . , St . Let T be a uniformly random
truth table of length m ≥ (nt)5 .
The truth tables induced by S1 , . . . , St and T . We now rigorously define the truth tables
TS1 , . . . , TSt of length m induced by S1 , . . . , St and T . To do this, we chose a uniformly
random partition of [m] into n parts, that is, let P : [m] → [n] be a uniformly random
function, and let P = (P1 , . . . , Pn ) be the partition of [m] into n parts where for j ∈ [n]
Pj = {x ∈ [m] : P (x) = j}.
We can then use this partition to “lift” any subset of [n] into a subset of [m] as follows.
S
For a subset S ⊆ [n], let S m denote the subset of [m] given by S m = j∈S Pj .
Next, for a subset S 0 ⊆ [m], we let ThS 0 i be the truth table of length m that “sees” T on
the elements of S 0 and zeroes everywhere else, that is
ThS 0 i (x) = T (x) ∧ 1x∈S 0
Finally, we define the truth table TSi induced by Si to be the truth table ThSim i (we are
dropping the m superscript and the bracketed subscript for concision).
Building the oracle O. We build our oracle O by concatenating the induced truth tables
TS1 , . . . , TSt . In other words, let O : {0, 1}dlog te × {0, 1}log m → {0, 1} be given by
(
TSi (x) , if i ∈ [t]
O(i, x) =
0
, otherwise
CCO (T ) is at most `(3 + log(tm)). Suppose, without loss of generality, that S1 ∪ · · · ∪ S`
W
is an optimal cover of [n]. We claim that i∈[`] O(i, x) is a circuit computing T . Unraveling
our definitions, we have that
_
_
_
_
O(i, x) =
TSi (x) =
(T (x)∧1x∈Sim ) = T (x)∧(
1x∈Sim ) = T (x)∧1x∈S1m ∪···∪S`m .
i∈[`]

i∈[`]

i∈[`]

i∈[`]

Using the fact that S1 , . . . , S` is a cover of [n], we have that
T (x) ∧ 1x∈S1m ∪···∪S`m = T (x) ∧ 1x∈[m] = T (x).
W
Thus, i∈[`] O(i, x) computes T and has at most
2` + `(1 + log t + log m) ≤ `(3 + log t + log m)
wires.
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With high probability, CCO (T ) > ` log(tm)/2. We do this by a union bound argument.
Fix any oracle circuit C with at most ` log(tm)/2 wires. We show that the probability that
C O computes T is very small.
We begin by showing that on any fixed input x that
Pr[C O (x) = T (x)] ≤ 1 −

1
.
2n

Fix some x. We prove the following claim: that with probability at least n1 over the choice
of P (x), the output of C O (x) does not depend whether the value of T (x) is one or zero. If
this claim were true, then we would get the desired bound
Pr[C O (x) = T (x)] ≤ 1 −

1
2n

since, assuming that C O (x) does not depend on T (x), the probability C O (x) = T (x) is
exactly 12 (since T (x) is chosen uniformly at random).
To prove the claim, we first note that the only way that the output of C O (x) can depend
on the value of T (x) is if during the computation of C O (x) C makes an oracle query (i0 , x0 )
to O such that the value of O(i0 , x0 ) depends on the value of T (x). However, from the
definition of O, we know that the output of O(i0 , x0 ) depends on T (x) if and only if x0 = x
and P (x) ∈ Si0 . Summarizing, C O (x) depends on T (x) only if C O makes a query of the form
(i0 , x) such that P (x) ∈ Si0 . But C O has at most `/2 oracle gates, so it only has `/2 “tries”
to find a set Si0 that contains the uniformly random ground set element P (x), which is less
than the number of tries needed to cover the ground set! Hence, it is intuitive that with
probability at least n1 , P (x) takes on a value that is not in any of the Si0 that C O queries.
We observe that this intuition can be made rigorous (with some more details), and hence,
the claim is true.
At this point, we have completed our sketch of why for any fixed x
Pr[C O (x) = T (x)] ≤ 1 −

1
.
2n

Unfixing x, we would like to say that we can multiply these probabilities together for
all x ∈ [m] to bound the probability that C O computes T . However, we cannot do this, as
these events might have some dependencies between each other. Luckily, since, for any x,
C O (x) makes at most `/2 ≤ n oracle calls, we observe that applying the above probability
bound can only “spoil” the bound for at most n other values of x. Hence, we can repeatedly
apply the bound to about m/n different values of x yielding
Pr[C O computes T ] ≤ (1 −

m
3 5
1 m/n
)
≤ e− 2n2 ≤ e−n t /2 .
2n

Finally, union bounding over the at most
2

2O(` log(tm)/2) ≤ 2O(n

2

t)

oracle circuits with at most ` log(tm)/2 wires yields the desired result.
RP and ZPP reductions. At this point, we have shown that if S1 , . . . , St admits a c-cover,
then MOCSP(T, c(3 + log(tm)); O) = YES (note that this fact did not depend on our random
choice of T or P), and we have shown that if S1 , . . . , St does not admit a c-cover, then
MOCSP(T, c log(tm)/2; O) = NO with high probability. It is easy to see that this yields
an RP many-one reduction (a randomized many-one reduction with one-sided error) from
6-SetCover to MOCSP.
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Furthermore, since this RP reduction only errs by incorrectly classifying NO instances
as YES instances, we can use the search-to-decision reduction for SetCover to check the
correctness of purported YES instances, transforming our RP reduction into a ZPP-Turing
reduction (a randomized zero-error reduction that can make multiple adaptive queries
to MOCSP).

Majority Hardness for (AC0d )-MCSP
Recall, AC0d is the class of depth-d formulas made up of AND and OR gate with unbounded
fan-in. We also define AND ◦ AC0d−1 and OR ◦ AC0d−1 be the classes of AC0d formulas with a
top AND and top OR gate respectively. For F ∈ {AC0d , AND ◦ AC0d−1 , OR ◦ AC0d−1 } and a
truth table T , we let CCF (T ) denote the size of the minimum F-formula computing T where
the size of a formula is the number of input leaves.
Our analysis proceeds by considering each n ∈ N and splitting into cases depending on
whether CCAC0d is Lipschitz on truth tables of length around n. In more detail, fix some
sufficiently large n. Let q = Θ(n2 ) be a power of two. We divide into cases depending on
whether there exists an m ∈ {q 10 , q 50 } such that CCAC0d is (m.25 )-Lipschitz on truth tables of
length m.

Case 1: Lipschitzness holds for some m
If there does exist an m ∈ {q 10 , q 50 } such that CCAC0d is (m.25 )-Lipschitz on truth tables of
length m, then the techniques of Golovnev et al. [12] yield an AC0 truth table reduction
from MAJORITY on n-bits to (AC0d )-MCSP on m-bits. For completeness, we include a
self-contained proof of this case in Appendix A.

Case 2: Lipschitzness fails
Assume that for all m ∈ {q 10 , q 50 } CCAC0d is not (m.25 )-Lipschitz on truth tables of length m.
Let u = q 10 and v = q 50 .
Lipschitzness failing =⇒ functions easier to compute with a top AND gate. We
observe, as a straight forward consequence of Lipschitzness failing, that there exists a truth
table of length u that has an optimal formula with large top fan-in and a truth table of
length v that is easier to compute with a top AND gate:
1. There exists a Boolean function f u that takes log u inputs and an AC0d formula φu such
that φu is an optimal AC0d formula for f u and φu = φu1 ∧ · · · ∧ φut for some t ≥ n and
some φu1 , . . . , φut ∈ AC0d−1 .
2. There exists a Boolean function f v that takes log v inputs such that CCOR◦AC0d−1 (f v ) >
CCAND◦AC0d−1 (f v ) + u log u.
We will make use of f u and φu to reduce MAJORITY to CCAND◦AC0d−1 and we will use f v to
reduce CCAND◦AC0d−1 to CCAC0d .
Using CCAND◦AC0d−1 and optimal subformulas of φu to compute a dot product.

The heart

of our MAJORITY reduction is a fairly elementary observation about optimal (AND ◦ AC0d−1 )
formulas. Recall, φu = φu1 ∧ · · · ∧ φut is an optimal (AC0d ) formula for f u and, hence, also an
optimal (AND ◦ AC0d−1 ) formula for f u . We observe that for any A ⊆ [t], the (AND ◦ AC0d−1 )V
optimality of φu implies that i∈A φui is also an optimal (AND ◦ AC0d−1 ) formula for the
function it computes.
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Introducing some notation, for a string x ∈ {0, 1}n , we let fxu be the function given
V
by i∈Ox φui where Ox ⊆ [n] are the bits in x that are one. Using the above observation
P
about subformulas being optimal, we have that7 CCAND◦AC0d−1 (fxu ) = i∈Ox |φui |. Thus,
one can think of CCAND◦AC0d−1 (fxu ) as computing the dot product between x and the vector
h|φu1 |, . . . , |φun |i.
Note that that the definition of fxu depends on the labeling of φu1 , . . . , φut , in particular the
choice of which φui have i ≤ n. We will later choose a labeling of the φui that is convenient.
Computing MAJORITY (non-uniformly) using CCAND◦AC0d−1 . Our goal is to compute
MAJORITY on a string x ∈ {0, 1}n using the above “dot product” observation. Before we
show how to do this, we give some intuition on how we came up with the idea.
Instead of trying to compute MAJORITY, suppose we relaxed the problem to computing
PARITY given access to the integer produced by the dot product x · h|φu1 |, . . . , |φun |i. Well,
if it so happened that all the entries in the vector h|φu1 |, . . . , |φun |i were odd, then it is clear
that the integer produced by x · h|φu1 |, . . . , |φun |i is odd if and only if x has an odd number of
ones. Our approach for MAJORITY is a generalization of this.
Let p = O(n) be prime greater than n. We observe, via a pigeon-hole principle argument,
that there exist integers k ≥ 0 and 1 ≤ r ≤ p − 1 and indices i1 , . . . , in ∈ [m] such that
|φui1 |/pk ≡ · · · ≡ |φuin |/pk ≡ r

mod p.

Thus, after an appropriate relabeling of φui , we have that
|φu1 |/pk ≡ · · · ≡ |φun |/pk ≡ r

mod p.

Hence, we can determine the weight w of x (and hence compute MAJORITY of x) by
computing the value of
X
CCAND◦AC0d−1 (fxu )/pk =
|φui |/pk ≡ rw mod p
i∈Ox

and multiplying by the inverse of r modulo p.

8

Reducing computing CCAND◦AC0d−1 to computing CCAC0d . Ultimately, we want to compute
MAJORITY using CCAC0d not CCAND◦AC0d−1 . By the above procedure, it suffices to show how
to compute CCAND◦AC0d−1 (fxu ) using CCAC0d .
We can make such a computation as follows. Recall that f v is a function satisfying
CCOR◦AC0d−1 (f v ) > CCAND◦AC0d−1 (f v ) + u log u
whose existence is guaranteed by the failure of Lipschitzness. Take the direct product of fxu
with f v to obtain a function gx (y, z) = fxu (y) ∧ f v (z). Since the difference between computing
f v with a top AND gate and a top OR gate is larger than u log u (which is the maximum
complexity of fxu ), we observe 9 any optimal AC0d formula for gx must have a top AND gate, so
CCAC0d (gx ) = CCAND◦AC0d−1 (gx ).
7
8

9

Recall, our notion of formula size is the number of input leaves.
In case the reader is unsure of whether the last parts of this procedure are implementable in AC0 , realize
that the output of CCAND◦AC0 (fxu ) is a binary string of length O(log n) and that any function on a
d−1
string of length O(log n) can be computed by a polynomial-sized DNF. See the proof in Section 4 for
more details.
both the “we observe” statements in this paragraph are consequences of standard direct product theorems
for formulas.
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Then, we observe that
CCAND◦AC0d−1 (gx ) = CCAND◦AC0d−1 (fxu ) + CCAND◦AC0d−1 (f v ).
Hence, if we are non-uniformly given the value of CCAND◦AC0d−1 (f v ), we can subtract
CCAND◦AC0d−1 (f v ) from CCAC0d (gx ) to find CCAND◦AC0d−1 (fxu ).
I Remark 1.7. We remark that the only time we use the failure of the Lipschitzness hypothesis
is to show the existence of functions like f u with high top fan-in and functions like f v with
a large difference between top AND gate and top OR gate complexity. Using known PARITY
lower bounds and depth-hierarchy theorems for AC0 circuits, we can unconditionally prove
the existence of f u and f v respectively but with slightly worse parameters that would yield a
quasi-polynomial reduction (at least in the d ≥ 3 case) rather than the polynomial reduction
we present.

1.5

Paper Organization

In Section 2 we fix notation and review precise definitions. In Section 3 we prove our MOCSP
results, and in Section 4 we prove that MAJORITY reduces to (AC0d )-MCSP.

2

Preliminaries

For an integer n, we let [n] denote the set {1, . . . , n}. For a binary string x ∈ {0, 1}∗ ,
the weight of x, denoted wt(x), is the number ones in x. We identify a Boolean function
n
f : {0, 1}n → {0, 1} with its truth table T ∈ {0, 1}2 and often use them interchangeably.
We let log denote the base-2 logarithm and ln represent the base-e logarithm. For
functions f and g, we say f = Õ(g) if there exists a c such that f (x) ≤ logc (g(x))g(x) for all
sufficiently large x. We say that f = Ω̃(g) if g = Õ(f ).
We say a function f : {0, 1}n → N is c-Lipschitz if for all x, y ∈ {0, 1}n that differ in
at most one bit, |f (x) − f (y)| ≤ c. (In this paper, the function f for which we care about
c-Lipschitzness is the function that maps a truth table to its circuit complexity.)

Complexity classes and reductions
We assume the reader is familiar with the standard complexity classes such as AC0 , P, ZPP, RP,
NP, E and the notion of Turing machines. For background on these, we refer to Arora and
Barak’s excellent textbook [7]. For us, AC0 always refers to non-uniform AC0 .
We review the types of reductions we use in case the reader is not familiar with randomized
reductions, truth table reductions, or our notation.
Many-one reductions. We will make use of the following notions of many-one reduction.
L ≤Pm L0 if there is a polynomial-time Turing machine M such that x ∈ L ⇐⇒ M (x) ∈
L0 .
0
L ≤RP
m L if there is a polynomial-time probabilistic Turing machine M taking in a
“random” auxiliary input r such that
x ∈ L =⇒ ∀r M (x, r) ∈ L0 , and
x 6∈ L =⇒ Pr[M (x, r) 6∈ L0 ] ≥ 2/3,
r

and |r| is polynomial in the length of x.
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Truth table reductions. We will also make use of the following notions of truth table
reductions.
We say an oracle circuit C is a truth table oracle circuit if there is no directed path
between oracle gates in C.
0
L ≤AC
L0 if there is a non-uniform (polynomial-sized) AC0 truth table oracle circuit C
tt
such that C computes L when given oracle access to L0 .
Turing reductions. Finally, we say L ≤ZPP
L0 if L can be computed with zero-error by a
T
polynomial-time probabilistic oracle Turing machine M with oracle access to L0 . On any
single input, M is allowed to output “don’t know” with probability at most 1/2.

AC0d formulas, (AC0d )-MCSP, and CCAC0d
For an integer d ≥ 2, we let AC0d denote the class of depth-d formulas that use AND and OR
gates with unbounded fan-in and fan-out 1 and that takes as “input leaves” the bits of a
binary string and the negation of each of those bits.
For an AC0d formula φ, we define the size of φ, denoted |φ|, to be the total number of
input leaves φ uses. For a Boolean function f , we let CCAC0d (f ) be the size of the smallest
AC0d formula computing f .
I Definition 2.1 (Minimum Circuit Size Problem for constant depth formulas). (AC0d )-MCSP,
is the language given by
{(T, s) ∈ {0, 1}? × N : T is the truth table of a Boolean function, and CCAC0d (T ) ≤ s}.
We will also make use of the classes of formulas OR ◦ AC0d−1 and AND ◦ AC0d−1 , defined
as the subclasses of AC0d formulas with a top OR gate and a top AND gate respectively. For
C ∈ {OR ◦ AC0d−1 , AND ◦ AC0d−1 }, we define CCC and (C)-MCSP analogous to CCAC0d and
(AC0d )-MCSP.
We also require the following elementary lemmas regarding AC0d formulas.
I Lemma 2.2. Let f be a Boolean function. Then CCAC0d (f ) = CCAC0d (¬f ).
Proof. One can use DeMorgan’s laws to turn any AC0d formula for f of size s into an AC0d
formula for ¬f of size s.
J
We note that our specific notion of AC0d formula size is crucial for the next lemma.
I Lemma 2.3 (Direct product theorem for formulas). Let f : {0, 1}n → {0, 1} and g :
{0, 1}m → {0, 1} be Boolean functions that are both not the constant zero function. Define
h : {0, 1}n × {0, 1}m → {0, 1} by h(x, y) = f (x) ∧ g(y). Then
CCAND◦AC0d−1 (h) = CCAND◦AC0d−1 (f ) + CCAND◦AC0d−1 (g), and
CCOR◦AC0d−1 (h) ≥ CCOR◦AC0d−1 (f ) + CCOR◦AC0d−1 (g).
Proof. It is easy to see that
CCAND◦AC0d−1 (h) ≤ CCAND◦AC0d−1 (f ) + CCAND◦AC0d−1 (g).
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On the other hand, since f is not the constant 0 function, it has a 1-valued input x0 .
Then, h(x0 , y) computes g(y). Thus, if φ is an OR ◦ AC0d−1 formula for h, then φ has at least
CCAND◦AC0d−1 (g) y-input leaves. A similar argument shows that φ has at least CCAND◦AC0d−1 (f )
x-input leaves. Hence
CCAND◦AC0d−1 (h) ≥ CCAND◦AC0d−1 (f ) + CCAND◦AC0d−1 (g).
A similar argument shows that
CCOR◦AC0d−1 (h) ≥ CCOR◦AC0d−1 (f ) + CCOR◦AC0d−1 (g).

J

Oracle Circuits and Oracle MCSP: MOCSP
An oracle circuit C is made up of NOT gates, fan-in two AND and OR gates, and oracle
gates g1 , . . . , gt for some integer t ≥ 0. When given an oracle functions O, we let C O (x) be
the value obtained when evaluating C on input x by using the O function to compute the
outputs of the oracle gates g1 , . . . , gt .
We define the size of an oracle circuit C, denoted |C|, to be the number of wires in C.
For Boolean functions f, O, we let CCO (f ) be the size of the smallest O-oracle circuit that
computes f . Analogous to MCSP, we define the following.
I Definition 2.4 (The Minimum Oracle Circuit Size Problem). The Minimum Oracle Circuit
Size Problem, denoted MOCSP, takes as input a truth table T , a threshold s ∈ N, and an
oracle truth table O and outputs whether CCO (T ) ≤ s. The output of MOCSP on such an
input is written as MOCSP(T, s; O).

Set Cover
We will make use of the following well known NP-complete problem.
I Definition 2.5 (Set Cover). Set Cover, denoted SetCover, is the problem that takes as
input a tuple (n, c, S1 , . . . , St ), where n ∈ N is a universe size, c ∈ N is a proposed cover size
1 ≤ c ≤ n, and S1 , . . . , St ⊆ [n] are sets whose union is [n], and outputs whether c ≥ ` where
` is the optimal cover size given by
` = min{|I| : I ⊆ [t] and ∪i∈I Si = [n]}.
We will use that SetCover is NP-hard even to approximate to a roughly log n factor.
I Theorem 2.6 (Dinur and Steurer [11]). It is NP-hard to approximate SetCover to within a
factor of (1 − o(1)) ln n

3

On the NP-hardness of MOCSP

First, we introduce some useful notation and definitions. For a truth table T of length m
and a set R ⊆ [m], let ThRi be the truth table of length m where the jth bit of ThRi equals
(
the jth bit of T , if j ∈ R
.
0
, otherwise.
Equivalently,
ThRi (x) = T (x) ∧ 1x∈R .
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Next, we define a uniformly random partition P = (P1 , . . . , Pn ) of [m] into n parts to be
such that each element i ∈ [m] is put into Pj where j ∈ [n] is chosen uniformly at random.
It will be also useful to think of P as a uniformly random function P : [m] → [n].
Next, for a partition P = (P1 , . . . , Pn ) of [m] and any set S ⊆ [n], we define the P-lift of
S, denoted S P , to be the subset of [m] given by
[
SP =
Pi .
i∈S

Our main theorem shows that MOCSP can approximate set cover.
I Theorem 3.1. Let S1 , . . . , St ⊆ [n] be sets that cover [n]. Let T be a truth table of length
m ≥ (nt)5 , and let P = (P1 , . . . , Pn ) be a uniformly random partition of [m] into n parts.
Define the oracle function the O : {0, 1}dlog te × {0, 1}log m → {0, 1} by
(
ThSiP i (y) , if i ∈ [t] (identifying i as an integer in the natural way)
O(i, y) =
.
0
, otherwise
Then
CCO (T ) ≤ `(3 + log m + log t), and
CCO (T ) > `(log m + log t)/2 with high probability
where ` is size of the optimal cover of [n] by S1 , . . . , St .
Proof. First, we show the upper bound.
B Claim 3.2. CCO (T ) ≤ `(3 + log m + log t)
Proof. Without loss of generality, assume that the optimal cover size ` is witnessed by
S1 ∪ · · · ∪ S` = [n]. Then, by construction, the function computed by oracle circuit C given
by
C(x) = O(1, x) ∨ · · · ∨ O(`, x)
computes T and has at most
2` + ` · (log m + log t + 1) ≤ `(3 + log m + log t)
wires. In more detail,
_
_ _
O(i, x) =
ThPj i (x) =
i∈[`]

i∈[`] j∈Si

_
j∈S1 ∪···∪S`

Therefore CCO (T ) ≤ `(3 + log m + log t).

ThPj i (x) =

_

TPj (x) = T (x).

j∈[n]

C

Now, we show the lower bound. We do this by a union bound argument. Fix some
O-oracle circuit C such that with at most `(log m + log t)/2 wires. Then C has at most `/2
oracle gates. We will show that
Pr [C O computes T ]

T,P

is exponentially small.
We do this by finding a long sequence of inputs x1 , . . . , xd on which C O has a not too
large chance of computing T .
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We construct this list of inputs recursively as follows. Let x1 = 0log m , and let
Q1 = {x : C O (x1 ) makes a query of the form (i, x) to an oracle gate for some i}.
Now, for j ≥ 1, if {0, 1}log m \ Qj is non-empty, then let xj+1 be an element of {0, 1}log m \
Qj , and let
Qj+1 = Qj ∪{x : C O (xj+1 ) makes a query of the form (i, x) to an oracle gate for some i}.
If {0, 1}log m = Qj , then terminate the sequence.
Since C has at most `/2 ≤ n oracle gates, we know that |Qj | ≤ j · n. Thus, since
|Qd | = |{0, 1}log m | = m,
the length d of this sequence is at least m/n.
It remains to bound
O

Pr[C (xj ) = T (xj )∀j] =

d
Y

Pr[C O (xj ) = T (xj )|

j=1

^

C O (xk ) = T (xk )].

k∈[j−1]

Fix some j ∈ [d]. We will bound
^
Pr[C O (xj ) = T (xj )|
C O (xk ) = T (xk )].
k∈[j−1]

For convenience, let E denote the event we are conditioning on.
B Claim 3.3.
Pr[C O (xj ) = T (xj )|E] ≤ 1 −

1
.
2n

Proof. By construction of the sequence x1 , . . . , xd , we know that on all the inputs x1 , . . . , xj−1 ,
C O does not make an oracle call of the form (i, xj ) for some i. Thus, since the only time the
value of O depends on T (xj ) and P (xj ) is on inputs of the form (i, xj ) for some i, and T (xj )
and P (xj ) are chosen at independently at random, we know that T (xj ) and P (xj ) are still
uniform random variables conditioned on E. In other words,
Pr[T (xj ) = 1|E] =

1
2

and
Pr[P (xj ) = r|E] =

1
n

for all r ∈ [n].
Now, define the alternate oracle O0 that acts the same as O except that it rejects all
queries containing xj , that is
(
0
, if x = xj
O0 (i, x) =
O(i, x) , otherwise.
Now let i1 , . . . , iv with v ≤ `/2 be such that, using the modified oracle O0 , the only oracle
0
queries C O (xj ) makes that end with xj are (i1 , xj ), . . . , (iv , xj ) (note that queries of this
form are the only ones that could reveal information about T (xj )). Since v < ` (recall `
is the size of the optimal cover) there actually exists an element r? ∈ [n] that is not in
Si1 ∪ · · · ∪ Siv .
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Moreover, observe that if P (x) = r? , then C O (xj ) will actually make the same oracle
0
queries (and get the same zero responses) as the modified oracle circuit C O (xj ). In this
case, since P (x) = r? 6∈ Si1 ∪ · · · ∪ Siv , it follows from the definition of O that
O(i1 , xj ) = · · · = O(iv , xj ) = 0
regardless of the value of T (xj ). Thus, the output of C O on input x does not depend at all
on the value of T (x). Hence, the probability it correctly guesses C O (x) = T (x) is at most
one half when P (xj ) = r? .
Since P (xj ) is chosen uniformly at random, we have that P (xj ) = r? with probability 1/n.
Therefore, the probability
Pr[C O (xj ) = T (xj )|E] ≤ 1 −

1
2n

C

Using this claim, we now have
d
Y
j=1

^

Pr[C O (xj ) = T (xj )|

C O (xk ) = T (xk )] ≤ (1 −

k∈[j−1]

m
d
n3 t5
1 d
) ≤ e− 2n ≤ e− 2n2 ≤ e− 2 .
2n

On the other hand the number of oracle circuits of size `(log m + log t)/2 = O(nt log n) is
2 2
at most 2O(n t ) . Thus, by the union bound the probability that there exists an O-oracle
circuit of size at most `(log m + log t)/2 computing T is o(1) as desired.
J
As an immediate consequence of Theorem 3.1, we get that MOCSP is hard for NP under
many-one randomized reductions with one-sided error (the reduction is one-sided because
the upper bound on the oracle circuit size of T in Theorem 3.1 is independent of the random
choices of T and P).
I Corollary 3.4. NP ≤RP
m MOCSP.
Moreover, the RP-reduction in Corollary 3.4 only errs by outputting YES when the answer
should be NO. Thus, using the search-to-decision reduction for SetCover, we can check the
correctness of purported YES answers, yielding a ZPP Turing reduction.
I Corollary 3.5. NP ≤ZPP
MOCSP.
T

4

0

MAJORITY ≤AC
(AC0d )-MCSP
tt

Let d ≥ 2. Our goal in this section is to prove the following theorem.
0

I Theorem 4.1. MAJORITY ≤AC
(AC0d )-MCSP.
tt
We will do this by showing that for all sufficiently large n ∈ N, there exists an AC0 truth
table oracle circuit that computes MAJORITY on n-bits when given access to (AC0d )-MCSP.
√
Fix some n, and let q be the least power of two such that n ≤ q/2. We will split our
analysis into cases depending on whether there exists an m ∈ {q 10 , q 50 } such that CCAC0d is
(m.25 )-Lipschitz on inputs of length m.
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Case 1: Lipschitzness Holds

If Lipschitzness holds, then the desired (AC0d )-MCSP oracle circuit C exists for computing
MAJORITY on n-inputs by the work of Golovnev et al. [12]. At a high-level, C works
by using the input string to sample a random variable whose circuit complexity spikes (in
expectation) depending on the weight of the input and using Lipschitzness to show that this
spike happens with such high probability that it can be derandomized using non-uniformity.
For completeness, we give a self-contained proof of this case in Appendix A.

4.2

Case 2: Lipschitzness fails

Assume that for all m ∈ {q 10 , q 50 }, CCAC0d is not (m.25 )-Lipschitz on inputs of length m.
Thus, for all m ∈ {q 10 , q 50 } there exist functions f m , hm : {0, 1}log m → {0, 1} that differ
only on a single input z m ∈ {0, 1}log m such that CCAC0d (hm ) − CCAC0d (f m ) > m.25 .
We assume, without loss of generality, that for all m ∈ {q 10 , q 50 }, f m (z m ) = 0 and
hm (z m ) = 1. (If this is not the case, then replace f m and hm by ¬f m and ¬hm respectively
and apply Lemma 2.2.)
First, we show that the failure of Lipschitzness implies the existence of functions that
are much easier to compute by formulas with an AND gate on top. For m ∈ {q 10 , q 50 } let
1zm : {0, 1}log m → {0, 1} denote the indicator function that accepts just the string z m .
I Proposition 4.2. Let m ∈ {q 10 , q 50 }.

For sufficiently large n, CCOR◦AC0d−1 (f m ) ≥

CCAC0d (f m ) + m.24 , and so any optimal AC0d formula for f m has an AND gate on top.
Proof. Suppose φ is an OR ◦ AC0d−1 formula computing f m , that is, f m is computed by
φ = φ1 ∨ · · · ∨ φt for some AC0d−1 formulas φ1 , . . . , φt . Then

1z m ∨ φ1 ∨ · · · ∨ φt
computes hm . Since 1zm can be computed by a single AND gate of formula size log m,
this shows that CCAC0d (hm ) ≤ |φ| + log m. Combining this with the fact that CCAC0d (hm ) −
CCAC0d (f m ) ≥ m.25 gives the desired result.
J
At this point, we will need to refer to both q 10 and q 50 individually, so for convenience
let u = q 10 and v = q 50 .
Let φu be an optimal AC0d formula for f u . By Proposition 4.2, for sufficiently large n,
we know that φu = φu1 ∧ · · · ∧ φut for some AC0d−1 formulas φu1 , . . . , φut . Moreover, we can
assume, without loss of generality, that the top gate of φui is OR for all i ∈ [t]. (If some φui
has an AND gate on top, then this AND can be carried out by the AND gate on top of φu
without increasing the size of the formula.)
Our next Proposition shows that φu has high top fan-in.
I Proposition 4.3. For sufficiently large n,
t ≥ u.24 .
Proof. We divide into cases depending on d.
Case 1: d ≥ 3. Realize that
(φu1 ∨ 1zu ) ∧ · · · ∧ (φut ∨ 1zu )
computes hu . Since 1zu can be computed by a single AND gate of formula size log u and
the top gate of each φui is an OR gate and d ≥ 3, this yields a depth-d formula for hu
of size CCAC0d (f u ) + t log u. Since CCAC0d (hu ) − CCAC0d (f u ) ≥ u.25 , the desired bound on t
follows.
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Case 2: d = 2. Let 1zu , j : {0, 1}log u → {0, 1} be the function that accepts a string x if and
V
only if the jth bit of x equals the jth bit of z u . Observe that, since i∈[t] φui computes
f u , we have that
^ ^
(φui ∨ 1zu , j )
i∈[t] j∈[log u]

computes hu . Since 1zu , j is computed by a single input leaf and φui has an OR gate on
top, this yields a depth-2 formula for hu of size (|φu | + 1) log u. Since φu is an optimal
CNF, each clause φui of φu is the OR of at most log u input leaves. In other words,
|φui | ≤ log u. Therefore, we have that
X
CCAC0d (hu ) ≤ (|φu | + 1) log u ≤ (
|φui | + 1) log u ≤ (t log u + 1) log u = t log2 u + log u.
i∈[t]

On the other hand, we know by assumption that
CCAC0d (hu ) > CCAC0d (f u ) + u.25 ≥ u.25 .
Combining these two inequalities gives us the desired bound on t.

J

Let p be smallest prime greater than n. (Note that p ≤ 2n by Betrand’s postulate,
also known as Chebyshev’s theorem. See [13] for a proof.) We say that an integer j is
(k, r)-good for integers k ≥ 0 and 1 ≤ r ≤ p − 1 if pk divides j and j/pk ≡ r mod p. In other
words, an integer j is (k, r)-good for k ≥ 0 and r ∈ [p − 1] if the kth largest entry of the
base-p representation of the integer j equals r and all previous entries equal zero. From this
“base-p” perspective, it is clear that all positive integers j are (k, r)-good for some k ≥ 0 and
r ∈ [p − 1].
We show that, for some k and r, a large subset of the |φui | are (k, r)-good.
I Proposition 4.4. For all sufficiently large n, there exist integers k ≥ 0 and 1 ≤ r ≤ p − 1
and a set S ⊆ [t] of cardinality n such that, for all i ∈ S, the integer |φui | is (k, r)-good.
Proof. We do this by an averaging argument. First, we show that each |φui | is (k, r)-good
for a k not too large.
B Claim 4.5. For all i ∈ [t], |φui | is (k, r)-good for some 0 ≤ k ≤ log(u log u) + 1 and some
r ∈ [p − 1].
Proof. Fix some i ∈ [t]. |φui | is a positive integer, so |φui | is (k, r)-good for some k ≥ 0 and
some r ∈ [p − 1]. We still need to upper bound this k. Note that the size of |φui | is at most
u log u since φu is optimal for f u and f u can be computed by a DNF of size u log u. Thus,
for pk to divide |φui |, we must have that k ≤ logp (u log u) + 1 ≤ log(u log u) + 1.
C
Since for all i ∈ [t] we have shown that |φui | is (k, r) good for some 0 ≤ k ≤ log(u log u) + 1
and some r ∈ [p − 1], a standard averaging argument implies that there exists a set S ⊆ [t]
of cardinality at least
t
(log(u log u) + 1)(p − 1)
such that for all i ∈ S, |φui | is (k, r)-good for some fixed k ≥ 0 and 1 ≤ r ≤ p − 1. For
sufficiently large n, we have that
t
u.24
≥
≥n
(log(u log u) + 1)(p − 1)
4n log u
using that u = q 10 ≥ n10 . We then can truncate S so that it has only n elements as
desired.
J
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Assume that n is large enough that all the sufficiently large hypotheses in Propositions
4.2, 4.3, and 4.4 apply. For convenience, relabel φ1 , . . . , φt so that the set S guaranteed by
Proposition 4.4 is just S = [n]. Fix k ≥ 0 and r ∈ [p − 1] to be the values such that for all
i ∈ S = [n], |φui | is (k, r)-good.
V
Introducing notation, for a set A ⊆ [n], let fAu be the function computed by i∈A φui .
P
I Lemma 4.6. Let A ⊆ [n]. Then CCAND◦AC0d−1 (fAu ) = i∈A |φui |.
P
Proof. By construction, we have that CCAND◦AC0d−1 (fAu ) ≤ i∈A |φi |. Suppose for contradicP
tion that CCAND◦AC0d−1 (fAu ) < i∈A |φui |.
Let θ1 ∧ · · · ∧ θ` be a minimum-sized (AND ◦ AC0d−1 ) formula for fAu . By assumption, we
P`
P
V
have that j=1 |θj | < i∈A |φui |. We can thus replace the i∈A φui in the optimal formula
for f u with θ1 ∧ · · · ∧ θ` and get a smaller formula. In more detail, we have that
^
^
f u = fAu ∧ (
φui ) = (θ1 ∧ · · · ∧ θ` ) ∧ (
φui )
i∈[t]\A

i∈[t]\A

which is a formula of size
`
X
j=1

|θj | +

X

|φui | <

i∈[t]\A

X
i∈A

|φui | +

X

|φui | =

i∈[t]\A

t
X

|φui | = |φu |

i=1

which contradicts the optimality of φu for f u .

J

For a string x ∈ {0, 1}n , let fxu be shorthand for fAux where Ax ⊆ [n] is the set of indices
where x is one.
I Proposition 4.7. Let x ∈ {0, 1}n . Then x has weight w if and only if the integer
CCAND◦AC0d−1 (fxu ) is (k, rw)-good.
Proof. By Lemma 4.6 and the fact that |φui | is (k, r)-good for all i ∈ [n], we have that
P
u
CCAND◦AC0d−1 (fxu )
i∈Ax |φi |
=
≡ w · r mod p
pk
pk
where Ax ⊆ [n] are bits of x that are ones. The “only if” part of the statement is guaranteed
by the fact that 1 ≤ r ≤ p − 1 has a multiplicative inverse modulo p since p is prime.
J
I Theorem 4.8. Assume n is sufficiently large. Then there is a depth-8 AC0 truth table
0
oracle circuit C with O(n250 ) wires such that C (ACd )-MCSP computes MAJORITY on n-bits.
Proof. It suffices to show that for every w ∈ [n], there exists a depth-7 AC0 oracle circuit Cw
(AC0 )-MCSP

with O(n249 ) wires such that Cw d
(x) = 1 ⇐⇒ wt(x) = w. Then MAJORITY(x) =
W
C
(x).
w≥n/2 w
Fix some w ∈ [n]. The circuit Cw works as follows. On input x ∈ {0, 1}n , first check
if x is the all zeroes string. If so, then reject. Otherwise, compute the truth table of the
direct product function gx : {0, 1}log u × {0, 1}log v → {0, 1} given by gx (y, z) = fxu (y) ∧ f v (z).
Compute s = CCAC0d (gx ) in binary using oracle access to (AC0d )-MCSP. Finally accept if the
integer s has the property that s − CCAC0d (f v ) is (k, rw)-good. Reject otherwise.
We now verify this yields a (non-uniform) AC0 truth table oracle circuit. We can check if
x is the all zeroes string with a single OR gate. This requires one level of depth and O(n)
wires. Next, realize the jth bit in the truth table of gx is either zero for all x or equal to
_
fxu (j) =
xi
i∈[n]:φu
(j)=1
i
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where xi denotes the ith bit of x. Thus, using non-uniformity, we can compute the truth table
of gx with O(nuv) = O(nq 60 ) = O(n121 ) wires and depth-one. Next, we can compute s =
CCAC0d (gx ) in binary with O(uv log(uv)) calls to (AC0d )-MCSP using the fact that CCAC0d (gx ) ≤
uv log(uv) by the DNF bound and the fact that
CCAC0d (gx ) = s ⇐⇒ (AC0d )-MCSP(gx , s) = 1 and (AC0d )-MCSP(gx , s − 1) = 0.
This takes at most Õ((uv)2 ) = O(n241 ) wires, an additional three layers of depth, and
2uv log(uv) oracle calls that all do not depend on each other. Finally, the DNF upper bound
guarantees that CCAC0d (gx ) ≤ uv log(uv) ≤ n61 , so the length of the integer s = CCAC0d (gx ) in
binary is at most 61 log n. Therefore we can check if s has the property that s − CCAC0d (f v )
is (k, rw)-good using a DNF with at most n62 wires and at most an additional two layers of
depth. Combining all this yields a AC0 circuit of depth-7 with at most O(n241 ) wires and no
directed path between oracle gates.
Next, we argue for correctness. Clearly, Cw rejects the all zero string, so assume x =
6 0n .
By Proposition 4.7, it suffices to show that, for s = CCAC0d (gx ),
s − CCAC0d (f v ) = CCAND◦AC0d−1 (fxu ).
We confirm that neither fxu nor f v is the constant zero function, so that we can use the
direct product theorems in Lemma 2.3.
B Claim 4.9. Neither fxu nor f v is the constant zero function.
Proof. If f v were the constant zero function, then CCAC0d (hv ) ≤ log v by DNF computation
which contradicts that
CCAC0d (hv ) − CCAC0d (f v ) ≥ v .25 .
Next, let i ∈ [n] be a bit of x that is not zero. (Recall, we assumed that x =
6 0n .) Then
u
has accepts every input that that φi accepts. For contradiction, suppose that φui had no
ones. Then we can remove φui from the optimal formula φu = φu1 ∧ . . . φut for f u and get a
smaller formula for f u which contradicts the optimality of φu .
C
fxu

Next we show that the optimal AC0d formula for gx has an AND gate on top.
B Claim 4.10. CCOR◦AC0d−1 (gx ) > CCAND◦AC0d−1 (gx ). Consequently,
CCAC0d (gx ) = CCAND◦AC0d−1 (gx ).
Proof. Let ∆ = CCOR◦AC0d−1 (gx ) − CCAND◦AC0d−1 (gx ). We need to show ∆ > 0.
∆ ≥ CCOR◦AC0d−1 (f v ) − CCAND◦AC0d−1 (f v ) + CCOR◦AC0d−1 (fxu ) (by Lemma 2.3)
− CCAND◦AC0d−1 (fxu )
≥ (v).24 + CCOR◦AC0d−1 (fxu ) − CCAND◦AC0d−1 (fxu ) ≥
.24

≥ (v)

− u log u

(by Proposition 4.2)
(by DNF bound on fxu )

≥ n50·.24 − n10 log(n10 )

(by definition of u and v)

>0

(for sufficiently large n) C
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Using the claim we have that
s − CCAC0d (f v )
= CCAC0d (gx ) − CCAC0d (f v )

(definition)

= CCAND◦AC0d−1 (gx ) − CCAC0d (f v )
= CCAND◦AC0d−1 (fxu )

(Claim 4.10)
v

v

+ CCAND◦AC0d−1 (f ) − CCAC0d (f )

= CCAND◦AC0d−1 (fxu ) + CCAND◦AC0d−1 (f v ) − CCAND◦AC0d−1 (f v )

(Lemma 2.3)
(Prop 4.2)

= CCAND◦AC0d−1 (fxu )
as desired.

J
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MAJORITY reduces to (AC0d )-MCSP when Lipschitzness holds

Our goal in this section is to find a small (AC0d )-MCSP-oracle circuit that computes MAJORITY
on n-bits for sufficiently large n. We can do this using the techniques of Golovnev et al. [12].
In order to make our proof relatively self-contained, we differ slightly from the presentation
in [12]. In particular, our presentation follows a method for computing MAJORITY that is
described in Shaltiel and Viola [29].
At a high-level, this procedure works by using the input string to sample a random
variable whose circuit complexity spikes depending on the weight of the input and then
using Lipschitzness to prove that this spike occurs with high enough probability that we can
derandomize using non-uniformity.
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Continuing the notation from Section 4, assume that there is an m ∈ {q 10 , q 50 } such that
CCAC0d is (m.25 )-Lipschitz on inputs of length m.
We define the random variable Tp,m ∈ {0, 1}m where each bit in Tp,m is independently
chosen to be one with probability p and zero with probability 1 − p.
I Lemma A.1. E[CCAC0d (Tp,m )] = Õ(pm) if p ≥ m−1/3
Proof. By Hoeffding’s inequality we have that the probability that Tp,m has greater than
k ones is at most exp(−22 m). Via computation by DNF, if a truth table T ∈ {0, 1}m has
at most k ones, CCAC0d (T ) = k log m = Õ(k). Similarly, we have that max{C(T ) : T ∈
{0, 1}m } = Õ(m). Hence, we get that
E[CCAC0d (Tp,m )] = Õ(k) + Õ(exp(−22 m)m) = Õ(pm + pm + exp(−22 m)m).
If we set  =

q

ln m
2m ,

then we have

√
√
E[CCAC0d (Tp,m )] ≤ Õ(pm + p m ln m + 1) ≤ Õ(pm + m ln m)
Finally, if p ≥ 1/m1/3 , we have E[Tp,m ] = Õ(pm) as desired

J

We will make use of the following concentration inequality.
I Theorem A.2 (McDiarmid’s “bounded differences inequality” [21]). Let f : {0, 1}n → R
be c-Lipschitz. Let X1 , . . . , Xn be independent random variables with values in {0, 1}. Let
µ = EX1 ,...,Xn [f (X1 , . . . , Xn )]. Then
Pr[|f (X1 , . . . , Xn ) − µ| ≥ ] ≤ 2exp(−

2
).
nc2

For t ∈ N and w1 =
6 w2 ∈ [t], we say a Boolean function f : {0, 1}t → {0, 1} computes
WTDISt [w1 , w2 ] if wt(x) = w1 implies f (x) = 1 and wt(x) = w2 implies f (x) = 0. (WTDIS
is short for weight distinguishing.)
√
I Theorem A.3. If n is sufficiently large, then for all 1 ≤ b ≤ q/2, there exists a (non0
uniform) NC0 oracle circuit C with at most O(n100 ) wires such that C (ACd )-MCSP computes
√
WTDISq [w1 , w1 + b] for some w1 ≥ q/2. Moreover, C has a single gate.
w
Proof. For w ∈ [q], let pw = 2q
. Let w0 be the largest integer less than
√
√
is a multiple of b. (Note that w0 ≥ q − b ≥ q/2).
By Lemma A.1, we have that
√
q
√
E[CCAC0d (Tpw0 ,m )] = Õ(
m) = Õ(m/ q).
q

√

q such that q − w0

On the other hand, since pq = 1/2, Tpq ,m is just a binary string of length m picked uniformly
at random, so the formula size lower bounds of Shannon and Riordan imply

E[CCAC0d (Tpq ,m )] =

E

x∈{0,1}m

[C(x)] = Ω̃(m)

(note that an AC0d formula of size s implies an unrestricted formula of size s). Hence, by an
√
averaging argument there exists a w1 ≥ w0 ≥ q/2 such that
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E[CCAC0d (Tpw1 +b ,m )] − E[CC(Tpw1 ,m )] ≥
E[Tp

√
Ω̃(m) − Õ(m/ q)
= Ω̃(m/q).
q

,m ]+E[Tpw ,m ]

w1 +b
1
Let t =
. Then we have that E[Tpw1 +b ,m ] − t = Ω̃(m/q) and t −
2
E[Tpw1 ,m ] = Ω̃(m/q).
We now outline a probabilistic oracle circuit D that we will later make into a deterministic
NC0 circuit. D takes as input a string x ∈ {0, 1}n and takes as its random “inputs” strings
u1 , . . . , um ∈ {0, 1}log q and v1 , . . . , vm ∈ {0, 1}. The reduction then computes the string
y := y1 . . . ym where yi is zero if vi is zero and yi is the ui th bit of x if vi is one (recall, q is a
power of two). D then outputs (AC0d )-MCSP(y, t).
We now argue for correctness with high probability. Realize each yi is independent with
probability wt(x)
2n of being 1. Hence, y is just the random variable Tpw ,m where w = wt(x).
Hence, if wt(x) = w1 , then

Pr[R(x) 6= 1] = Pr[C(Tpw1 ,m ) > t]
Recall that t − E[Tpw1 ,m ] = Ω̃(m/q) and, by assumption, CCAC0d on inputs of length m is
(m.25 )-Lipschitz, so by Theorem A.2, we have that this probability is bounded by
2exp(−2

Ω̃(q .5·10 )
Ω̃(m2 )
)
≤
exp(−2
) = O(exp(−q 3 ))
Õ(q 2 m1.5 )
Õ(q 2 )

using the fact that m ≥ q 10 . A similar analysis shows that the probability D errs if
wt(x) = w1 + b is at most O(exp(−q 3 )). This completes the analysis of D.
We now argue that this reduction can be derandomized using non-uniformity. For each
input of weight either w1 or w1 + b, we have shown the fraction of random strings which err
on that input is O(exp(−q 3 )). Hence, the fraction of random seeds which err on at least one
input of weight w1 or w1 + b is at most
2q O(exp(−q 3 )) < 1
for large enough n. Thus, there exists some fixed u1 , . . . , um and v1 , . . . , vm which work on all
inputs of length q. Once we are (non-uniformly) given these u1 , . . . , um and v1 , . . . , vm which
work on all inputs, we can turn D into an NC0 oracle circuit C which has just a single gate
(an oracle gate) whose inputs are the fixed number t and the string y where each bit of y is
either a fixed bit of x or zero. This yields a NC0 oracle circuit with O(m) = O(q 50 ) = O(n100 )
wires.
J
I Corollary A.4. If n is sufficiently large, then for all distinct w1 , w2 ∈ [n] there is an NC0
0
oracle circuit C with at most two gates and O(n100 ) wires such that C (ACd )-MCSP computes
WTDISn [w1 , w2 ].
Proof. Fix some w1 =
6 w2 . Without loss of generality assume w1 < w2 (if this is not the case,
then swap the names of w1 and w2 in this proof and add a NOT gate to the top of C). Let
√
b = w2 − w1 . Recall q is the least power of two such that n ≤ q/2. Note that q = Θ(n2 )
√
and b ≤ n ≤ q/2. Theorem A.3 guarantees there exists an NC0 oracle circuit D of size
√
O(n20 ) such that DMCSP computes WTDISq [w3 , w3 + b] for some w3 ≥ q/2 ≥ n. Finally, let
C be the oracle circuit that on input x outputs D(y) where y = 1w3 −w1 0q−n−w3 +w1 x. The
correctness of this output is guaranteed by the fact that wt(y) = w3 if and only if wt(x) = w1
and wt(y) = w3 + b if and only if wt(x) = w2 .
J
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I Corollary A.5. If n is sufficiently large, then there exists a depth-4 AC0 truth table oracle
0
circuit C with O(n102 ) wires such that C (ACd )-MCSP computes MAJORITY on strings on
length n.
Proof. It suffices to show that, for all w ∈ [n], one can check if a string x ∈ {0, 1}n has
weight w using a depth-3 AC0 truth-table oracle circuit Cw of size O(n101 ). If one is able to
W
do this, then MAJORITY is computed by w≥n/2 Cw (x).
For w ∈ [n], let wtw : {0, 1}n → {0, 1} be the Boolean function that outputs one if and
only if its input is a string of weight w. Now fix some w ∈ [n]. We claim that
^
wtw (x) =
WTDISn [w, w0 ]
w0 ∈[n]:w6=w0

If x has weight w, then WTDISn [w, w0 ](x) = 1 for all w0 6= w, so
^
wtw0 (x) = 1 =
WTDISn [w, w0 ].
w0 ∈[n]:w6=w0

On the other hand, if x has weight w0 6= w,then WTDISn [w, w0 ](x) = 0, so
^
wtw (x) = 0 =
WTDISn [w, w0 ].
w0 ∈[n]:w6=w0

V
Finally, by Corollary A.4 we have that w∈[n]:w6=w0 WTDISn [w0 , w] is computable by a
depth-3 AC0 truth table oracle circuit with O(n101 ) wires.
J

B

NP ≤Ptt MOCSP implies EXP 6= ZPP

The proof of this result follows essentially exactly from Murray and Williams’s [23] proof for
MCSP. For completeness, we replicate the proof here (even using their words and structure).
I Proposition B.1. If NP ≤Ptt MOCSP, then EXP ⊆ P/poly implies EXP = NEXP.
c

Proof. Assume NP ≤Ptt MOCSP and EXP ⊆ P/poly. Let L ∈ NTIME(2n ) for some c ≥ 1. It
suffices to show that L ∈ EXP.
|x|c
We pad L into the L0 = {x012
: x ∈ L}. Note that L0 ∈ NP. Hence there is a
polynomial-time truth table reduction from L0 to MOCSP. Composing the reduction from L
0 c
to L0 with the reduction from L0 to MOCSP, we get a 2c n -time truth table reduction R
0 c
from n-bit instances of L to 2c n -bit instances of MOCSP for some constant c0 .
Let Q(x) denote the concatenated string of all MOCSP queries produced by R in order
on input x. Define the language
BIT SQ := {(x, i) : the ith bit of Q(x) is 1}
BIT SQ is clearly in EXP. Since EXP ⊆ P/poly, for some d ≥ 1 there is a circuit family Cn
of size at most nd + d computing BIT SQ on n-bit inputs.
Thus, on a given instance x, we have CC(Q(x)) ≤ s(|x|) where s(|x|) := (|x| + 2c0 |x|c )d + d.
Therefore, every MOCSP query (T, s0 , O) produced by the reduction R on input x satisfies
CCO (T ) ≤ CC(T ) ≤ e · CC(Q(x)) ≤ e · s(|x|)
for some constant e since T is a substring of Q(x) (see Lemma 2.2 in [23] for a proof of this
substring fact). This leads to the following exponential time algorithm for L:
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On input x, run the exponential-time reduction R(x) by using the following procedure
for answering each MOCSP oracle query (T, s0 ; O). If s0 > e · s(|x|), then respond YES
to the query. Otherwise, cycle through every oracle circuit E of size at most s0 . If
E O computes T , then respond YES. If no such E is found, then respond NO.
It suffices to show the procedure for answering MOCSP oracle queries runs in exponential time.
Let n = |x|. First, we need to count the number of oracle circuits E on (log |T | ≤ c0 nc )-inputs
with size at most s(n). The logarithm of the number of oracle circuit of size at most s(|x|)
on (c0 nc )-inputs with t oracle functions is at most
O(s(n) log(4 + t) + s(|x|) log(c0 nc ) log(s(|x|) + log(c0 nc ))).
0

c

Since t ≤ 2c n and s is polynomial in n, it is easy to see that the number of such circuits E
is at most exponential. Second, one can check if an oracle circuit E satisfies E O computes T
in time polynomial in (|E| + |T | + |O|) and hence exponential in n. As a result, L ∈ EXP,
completing the proof.
J
I Theorem B.2. If NP ≤Ptt MOCSP, then EXP 6= NP ∩ P/poly. Consequently, EXP 6= ZPP.
Proof. For contradiction, suppose NP ≤Ptt MOCSP and EXP = NP ∩ P/poly. Then by
Proposition B.1 NEXP ⊆ EXP ⊆ NP contradicting the nondeterministic time hierarchy
theorem [32].
J
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Abstract
Recently, Dvir, Golovnev, and Weinstein have shown that sufficiently strong lower bounds for
linear data structures would imply new bounds for rigid matrices. However, their result utilizes an
algorithm that requires an NP oracle, and hence, the rigid matrices are not explicit. In this work,
we derive an equivalence between rigidity and the systematic linear model of data structures. For
the n-dimensional inner product problem with m queries, we prove that lower bounds on the query
time imply rigidity
lower bounds for the query set itself. In particular, an explicit lower bound

of ω nr log m for r redundant storage bits would yield better rigidity parameters than the best
bounds due to Alon, Panigrahy, and Yekhanin. We also prove a converse result, showing that rigid
matrices directly correspond to hard query sets for the systematic linear model. As an application,
we prove that the set of vectors obtained from rank one binary matrices is rigid with parameters
matching the known results for explicit sets. This implies that the vector-matrix-vector problem
√
requires query time Ω(n3/2 /r) for redundancy r ≥ n in the systematic linear model, improving
a result of Chakraborty, Kamma, and Larsen. Finally, we prove a cell probe lower bound for the
vector-matrix-vector problem in the high error regime, improving a result of Chattopadhyay, Koucký,
Loff, and Mukhopadhyay.
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1

Introduction

A matrix is rigid if it is far in Hamming distance from low rank matrices; it is explicit
if its entries are computable in polynomial time. A classic result of Valiant proves that
explicit rigid matrices imply super-linear lower bounds for linear circuits [35], a major
open problem in computational complexity [34, 37]. Implications of new lower bounds for
communication complexity and other models are also known [24, 39]. Unfortunately, the
current bounds for explicit matrices are very far from the required parameters [16, 33],
and natural candidates (e.g., Fourier and Hadamard matrices) have been discovered to
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be less rigid than desired [3, 12, 14]. This motivates alternative avenues for constructing
rigid matrices. Recently, multiple connections between data structures and circuits have
arisen [7, 11, 13, 38]. The premise of these results is that hard problems for these models may
shed new light on rigid matrices and circuits. We take a similar angle, studying a generic
linear problem for a model that resembles a depth-two circuit with linear gates.
Valiant’s result concerns arithmetic circuits computing the linear map v 7→ M v for a
matrix M . In other words, the circuit computes the inner products between v and the rows
of M . We study a related data structure problem, the inner product problem. The task is
to preprocess an n-bit vector v to compute inner products hq, vi over F2 for queries q ∈ Q,
where Q ⊆ Fn2 is the query set. This problem generalizes the prefix-sum problem [17] and
vector-matrix-vector problem [8, 23].
We consider solving this problem using a restricted data structure model, the systematic
linear model. This model may only store v verbatim along with a small number r  n of
redundant bits, which are the evaluations of r linear functions of v. To compute hq, vi for
q ∈ Q, the query algorithm must output a linear function of these r bits along with any t
bits of v, where t is the query time. We motivate this model with a simple upper bound.
Suppose that the query set Q happens to be close to an r-dimensional subspace U . More
precisely, assume that dH (q, U ) ≤ t for any q ∈ Q, where dH (q, U ) := minu∈U dH (q, u) and
dH (q, u) denotes the Hamming distance. The systematic linear model will store r bits that
correspond to inner products between v and some r vectors that form a basis for U . The
query algorithm computes hq, vi by invoking the identity hq, vi = hu, vi + hq − u, vi, using
any vector u ∈ U with dH (q, u) ≤ t. Indeed, the r precomputed bits suffice to determine
hu, vi, and at most t bits of v are needed to calculate hq − u, vi.
We observe that rigidity exactly captures the complexity of the inner product problem in
the above model. This connection uses a notion of rigid sets, defined by Alon, Panigrahy
and Yekhanin [5]. Our result shows that an efficient algorithm exists in the above model if
and only if the query set is not rigid in their sense. Conversely, it is possible to derive new
rigidity lower bounds by proving lower bounds for the systematic linear model. A parameter
of interest is the size of the rigid set, which corresponds to the number of queries in the inner
product problem.
Dvir, Golovnev, and Weinstein also demonstrate a connection between rigidity and a
different linear model, which is a restriction of the cell probe model [13]. This model stores
s ≥ n linear functions, and the query algorithm outputs a linear function of t of these s bits.
For the inner product problem with query set Q, they show that a lower bound for linear
data structures leads to a semi-explicit rigid set. When |Q| = m, their result uses a poly(m)
time algorithm that requires access to an NP oracle. Compared to their work, our connection
preserves explicitness and offers a two-way equivalence via the systematic linear model. In
particular, when c0 n ≤ r ≤ cn for constants c0 , c < 1, a lower bound of t = ω(log m) in the
systematic linear model implies that Q is rigid with better parameters than known results.
Their work requires a lower bound of t = ω(log m log n) against the linear model, and the
resulting set is not explicit. Our results also extend to show that linear data structure lower
bounds lead to explicit rigid matrices. However, compared to the work of Dvir, Golovnev,
and Weinstein, we require stronger lower bounds to achieve new rigidity parameters.
As an application of our framework, we provide new results for the vector-matrix-vector
problem. The task is to preprocess a 0-1 matrix M to compute u| M v when given vectors u, v
as the query. The boolean semiring version of this problem has received much recent attention
due to connections to the online matrix-vector multiplication conjecture [18]. Moreover, this
problem has motivated the study of data structures for a super polynomial number of queries,
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even when the output is binary [8, 9]. Other prior work has either studied binary output
problems with poly(n) queries (see e.g. [28, 30]) or achieved better lower bounds by looking
at multi-output problems (see e.g. [10, 20]). In general, the vector-matrix-vector problem is
a good testbed for proving better data structure lower bounds, because linear algebraic tools
could provide new insights.
The F2 variant of this problem specializes the inner product problem because u| M v
√
√
equals the inner product of uv | and M (viewed as vectors). The query set consists of n× n
√
matrices with rank one; its size m satisfies log m = Θ( n). As another contribution, we
lower bound the rigidity of this set, and consequently, we obtain a query time lower bound
√
of Ω( nr log m) = Ω(n3/2 /r) for the systematic linear model with redundancy r ≥ n. Any
asymptotically better lower bounds for this problem (in the systematic linear model) would
directly imply that this query set is rigid with better parameters than the currently known
results for explicit matrices [4, 5].
As a final result, we prove a new cell probe lower bound for the vector-matrix-vector
problem, without restrictions on the data structure. Our result improves the current best
lower bound due to Chattopadhyay, Koucký, Loff, and Mukhopadhyay [9]. Our lower bound
matches the limit of present techniques and achieves the current best time-space trade-off in
terms of query set size.

1.1

Rigid sets, systematic linear model, and the inner product partial
function

Throughout, let m = m(n) and t = t(n) and r = r(n) denote positive integers, with
m ≥ n ≥ t, r. Alon, Panigrahy and Yekhanin defined the following notion of a rigid set [5].
I Definition (Rigid Set). A set Q ⊆ Fn2 is (r, t)-rigid if for every subspace U ⊆ Fn2 with
dimension at most r, some vector q ∈ Q has Hamming distance at least t from all vectors in
U , that is, dH (q, U ) ≥ t.
We define (r0 , t0 )-rigid for non-integral r0 , t0 to mean (br0 c , dt0 e)-rigid. It will be convenient
to equate a set Q with a matrix MQ by arranging vectors in Q as rows in MQ in any order.
If Q is (r, t)-rigid and |Q| = m, then the corresponding matrix MQ ∈ Fm×n
is rigid in the
2
usual sense: for any rank r matrix A, some row in (MQ − A) contains at least t nonzero
entries. Hence, we may refer to rigid sets and rigid rectangular matrices interchangeably. A
matrix in Fm×n
(or a set of n-dimensional vectors) is explicit if every entry can be computed
2
in poly(n) time.
A random m×n matrix with m = poly(n) will be (n, δn/ log n)-rigid with high probability
for some constants , δ ∈ (0, 1). The key challenge here is to construct explicit rigid matrices,
because they provide circuit lower bounds for functions that can be described in polynomial
time [35]. Alon, Panigrahy and Yekhanin [5] followed by Alon and Cohen [4] exhibit multiple
examples of explicit m × n matrices that are (r, t)-rigid with
n cn
m o
t ≥ min
log , n
(1)
r
r
where m ≥ n and c is a constant. Note that when r = n, the current best bound is
t = Ω log m
n . For m = poly(n), this amounts to t = Ω(log n), exponentially far from the
ideal bounds (i.e., matching random constructions). It is an important open problem to
improve the dependence on m in Eq. (1) and to find other candidate sets that may be rigid
with better parameters.
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Our connection between rigidity and data structures arises via the inner product problem.
The task is to preprocess a vector v ∈ Fn2 to compute inner products. The queries are
specified by Q ⊆ Fn2 , which is called the query set. The data structure must compute the
Pn
inner product of v and any q ∈ Q, that is, hq, vi := i=1 q[i] · v[i] mod 2, where q[i] denotes
the ith coordinate of q.
Consider the following model for solving this problem, known as a systematic linear data
structure. During preprocessing, the data structure stores v along with the evaluations of r
linear functions ha1 , vi , . . . , har , vi, where these inner products are single bits, and a1 , . . . , ar
denote vectors in Fn2 . To compute the answer on query q, the data structure accesses these r
bits in addition to any t entries of v. That is, the r linear functions are fixed, and the t bits
from v may depend on q and the linear functions. Finally, the query algorithm must output a
linear function of these r bits and the t entries of v. In this fashion it must be able to correctly
compute hq, vi for all queries q ∈ Q. We note that a result of Jukna and Schnitger [19] shows
that the {a1 , . . . , ar } vectors do not depend on v without loss of generality. Letting T (Q, r)
denote the minimum value t of the best data structure for this problem (over worst-case v),
we formalize the model as follows.
I Definition (Systematic Linear Model). Let Q ⊆ Fn2 be a set. Define T (Q, r) to be the
maximum over all v ∈ Fn2 of the minimum t sufficient to compute the inner product hq, vi for
every q ∈ Q when only allowed to output a linear function of r precomputed linear functions
of v along with any t bits of v.
Note that the model does not charge the query time for accessing the r precomputed bits,
even if t  r. This coincides with the systematic model studied by Chakraborty, Kamma
and Larsen [8].

1.2

Equivalence between rigidity and data structures

We prove that the rigidity of a set Q corresponds to the time complexity T (Q, r) in the
systematic linear data structure model. Some aspects of this result are implicit in prior work
[19, 31], but no previous work seems to show this exact correspondence.
I Theorem 1. A set Q ⊆ Fn2 is (r, t)-rigid if and only if T (Q, r) ≥ t.
Proof. We first prove that T (Q, r) ≥ t implies that Q is (r, t)-rigid. Assume for contradiction
that there is an r-dimensional subspace U such that dH (q, U ) < t for all q ∈ Q. Let v ∈ Fn2
be the input data. Store v along with the r bits hb1 , vi , . . . , hbr , vi, where b1 , . . . , br form a
basis for U . For every q ∈ Q, there exists uq ∈ U such that q − uq has Hamming weight
less than t. Using the r redundant bits, the algorithm on query q can compute huq , vi by
writing uq in terms of the stored basis vectors. Then, it computes hq − uq , vi by accessing
fewer than t coordinates of v. Since hq, vi = huq , vi + hq − uq , vi, we have that T (Q, r) < t,
which is a contradiction.
We now prove that if Q is (r, t)-rigid, then T (Q, r) ≥ t. Let e1 , . . . , en denote the standard
basis, and let k = T (Q, r) be the query time. We show that k ≥ t. Consider a systematic
linear data structure whose redundant bits are given by ha1 , vi , . . . , har , vi. Let U denote the
span of {a1 , . . . , ar }. As Q is (r, t)-rigid, there exists q ∗ ∈ Q with dH (q ∗ , U ) ≥ t. When q ∗ is
the query, assume that the query algorithm accesses the bits vi1 , . . . , vik for indices i1 , . . . , ik
to compute hq ∗ , vi. Now, define U 0 to be the span of {a1 , . . . , ar , ei1 , . . . , eik }. Observe that
all points in U 0 are at distance at most k from U . Thus, dH (q ∗ , U ) ≤ dH (q ∗ , U 0 ) + k. We
will show that dH (q ∗ , U 0 ) = 0, which implies that k ≥ t. We claim that if dH (q ∗ , U 0 ) ≥ 1,
then the query algorithm makes an error. Since dH (q ∗ , U 0 ) ≥ 1, there exists a vector y with
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hy, q ∗ i = 1. Moreover, this vector can be taken to be orthogonal to U 0 so that hy, xi = 0 for
every x ∈ U 0 . In other words, for every x ∈ U 0 we have hy + v, xi = hy, xi + hv, xi = hv, xi.
Hence, the query algorithm sees the same values on input data y + v and v because it only
accesses the input via vectors in U 0 , and we have x ∈ U 0 . Thus, the algorithm on query q ∗
must err either on input y + v or v because hq ∗ , y + vi =
6 hq ∗ , vi.
J

1.3

Relationship to the cell probe model and other models

The systematic linear model specializes the systematic model [8, 17]. The latter model still
stores the input data x ∈ Fn2 verbatim, and it also stores r < n bits that can be precomputed
from x, where these need not be linear functions of the input data. The query time is t if
the query algorithm reads at most t bits from x to compute a query. The output can also
be an arbitrary function of these t bits along with the r precomputed bits. The systematic
linear model only makes sense for linear queries, whereas the systematic model applies to
arbitrary query functions.
Yao’s cell probe model is the most general data structure model [40]. On input data
x ∈ Fn2 , the data structure stores s cells, containing w bits that are arbitrary functions of x.
Here, w is the word size and s is the space. The query time is t if the algorithm accesses at
most t cells to answer any query about x from a set of m possible query functions. There is
a rich collection of lower bounds for this model (see e.g. [2, 15, 20, 26, 27, 28, 29]). The best
lower bounds known are of the form


c log m
cn
n
t ≥ min
,
,
(2)
log sw
w
n
where m ≥ n is the number of queries and c is a constant. It is a long-standing problem to
prove that t = ω(log m) for any explicit problem, even in the linear space regime s = O(n)
and w = O(1).
A special case of the cell probe model is the linear model [1, 13]. The latter model stores
s ≥ n linear functions of x (implicitly w = 1 is fixed). The query time is t if the query
algorithm reads at most t of these s bits to compute a query. The output is restricted to
be a linear function of these t bits. A distinguishing aspect between linear and systematic
linear is that in the latter model, the query algorithm is not charged for accessing the r
precomputed bits. In Section 2, we compare the linear and systematic linear models in the
context of rigidity and previous work [13].

Equivalences all the way down
We note that the systematic data structure model is identical to the common bits model
defined by Valiant [36]. Corrigan-Gibbs and Kogan [11] demonstrate a relationship between
the common bits model and a variant of the systematic model defined by Gal and Miltersen [17].
The common bits model is nothing but a certain depth two circuit, and the systematic linear
model is simply the common bits model with the restriction that the common bits and
output gates are linear functions [31]. Hence, in language of data structures, the linearization
conjecture of Jukna and Schnitger posits that the systematic linear model is asymptotically
as powerful as the systematic model for answering linear queries [19].

1.4

The vector-matrix-vector problem

We now define the vector-matrix-vector problem, which we call “the u√| Mv√ problem” for
n× n
short. Let n be a perfect square. After preprocessing√ a matrix M ∈ F2
, the goal is
n
|
to output the binary value u M v for vectors u, v ∈ F2 . It will be convenient to consider
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√
√
a n × n matrix as an n-bit vector vec(M ) by concatenating consecutive rows. More
formally, let x = vec(M ), and for i ∈ {1, 2, . . . , n}, set x[i] = M [a, b], where a and b satisfy
√
√
i = (a − 1) n + b and a, b ∈ {1, 2, . . . , n}. Then, u| M v = hvec(uv | ), vec(M )i. In this way
we consider the u| Mv problem a special case of the inner product problem. The query set is
the collection of rank one binary matrices. Let Υ ⊆ Fn2 denote the set of vectors obtained
from rank one binary matrices via M 7→ vec(M ), that is,
n
√
√ o
n× n
⊆ Fn2 .
Υ := vec(uv | ) u, v ∈ F2
(3)
√

√

This set has size |Υ| = 22 n − 2 n+1 + 1.
A classic result of Artazarov, Dinic, Kronrod and Faradzev [6] provides a data structure
with space s = poly(n), word size w = O(log n), and time t = O(n/ log n). In fact, this
algorithm operates in the linear cell probe model. It is a central open question to determine
whether t = Ω(n) is necessary in linear space regime, that is, when s = O(n) and w = O(1).
The current best cell probe lower bound for the u| Mv problem is due to Chattopadhyay,
Koucký, Loff, and Mukhopadhyay [9]. Moreover, their lower bound holds for a randomized
model with high error. For constants c and c0 , they prove that if for every matrix M and
every query uv | , the query algorithm correctly computes u| M v with probability at least
1√
1
2 + 2c0 n , then
(
t ≥ min

)
√
c n
cn
sw ,
log √
w
n

(4)

We know better lower bounds for the u| Mv problem in the systematic model. Chakraborty,
Kamma, and Larsen [8] prove that t and r must satisfy t · r = Ω(n3/2 / log n) as long as
√
√
r ≥ n. In the case of r ≤ n, they prove that t = Ω(n/ log n). As the systematic model
subsumes the linear version of this model, combining their result with Theorem 1 implies
that Υ is (r, t)-rigid with


n3/2
√
t=Ω
.
(5)
max{ n, r} · log n

1.5

New results on the rigidity of Υ and the cell probe complexity of
the u| Mv problem

We lower bound the rigidity of Υ, defined in Eq. (3). This also implies a lower bound in
the systematic linear model. The proof is inspired by a result of Alon, Panigrahy, and
Yekahnin [5].
I Theorem 2. Let n ≥ 1024. The set Υ ⊆ Fn2 of rank one matrices is (r, t)-rigid with
n3/2√
t ≥ 128·max{
.
n,r}
√
We improve the prior bound in Eq. (5) by an Ω(log n) factor. For example, when r ≤ n,
then t = Ω(n), and when r = n/2, then t = Ω n1/2 . Theorem 2 matches Eq. (1), the
current best bound for explicit rigid sets. We do not know whether there is a subspace U of
linear dimension such that all elements of Υ are at distance o(n) from U (unlike for some set
rigidity results, where the bounds are tight). As a corollary of Theorem 1, we immediately
get that
T (Υ, r) ≥

n3/2
√
.
128 · max{ n, r}
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In other words, we prove a lower bound for the u| Mv problem in the systematic linear model
that improves the prior bound by an Ω(log n) factor. The proof of Theorem 2 appears
in Section 3.
We also prove a general cell probe lower bound for the u| Mv problem in the high error
regime. Our result improves the previous lower bound in Eq. (4). For example, in the linear
√
space regime, when s = O(n) and w = O(1), we show that t = Ω( n) while the prior result
√
gives only t = Ω( n/ log n).
√

√
n× n

I Theorem 3. Let M ∈ F2
be a matrix. If a randomized data structure with space s,
word size w, and time t correctly computes queries for the u| Mv problem with probability at
1
, then
least 21 + 2√n/64
t ≥ min

 √

c n cn
,
log sα
α
n

where 0 < c ≤ 1/36 is a universal constant and α := 2(w + log sw
n ).
The prior work utilizes a general lifting result for two-way communication complexity from
parity decision trees [9]. To obtain the improved bound, we use a variant of the cell sampling
technique [21, 27] combined with a reduction to a new lower bound on one-way communication
(via discrepancy). The modifications over standard techniques are needed to handle the high
error regime for a binary output problem. We note that a recent result of Larsen, Weinstein
and Yu also uses one-way communication to prove lower bounds for binary output problems
for dynamic data structures [22]. However, their method seems limited to only handling
zero error query algorithms. The proof of Theorem 3 appears in Section 4. Specifically, see
Lemma 14 in Section 4 for the variant of cell sampling and see Theorem 11 in Section 4.1 for
the discrepancy argument.

2

Linear Data Structures and Rigidity

In this section, we relate linear data structures and rigidity. As linear data structures are
a special case of the cell probe model, we may obtain rigidity lower bounds from strong
enough static data structure lower bounds (when the queries are linear). We also compare
with Dvir, Golovnev, and Weinstein, who exhibit a similar connection [13]. We first provide
some notation.
I Definition. Let Q ⊆ Fn2 be a set. Define LT(Q, s) to be the maximum over all v ∈ Fn2
of the minimum t sufficient to compute the inner product hq, vi for every q ∈ Q when the
query algorithm’s output is a linear function of t bits chosen from the s precomputed linear
functions of v.
Table 1 provides a glimpse of our results on linear data structures along with a comparison
to [13]. Recall that a set Q ⊆ Fn2 is explicit if each coordinate of an arbitrary element of the set
can be computed in poly(n) time. The prior work shows that sufficiently strong lower bounds
against linear data structures will imply semi-explicit rigid sets. A bit more formally, consider
a data structure query set Q ⊆ Fn2 of size m for the inner product problem. They show the
following: If LT(Q, c · n) ≥ t for some constant c, then there is a (n0 /2, t/ log n)-rigid set Q0
0
of size at most m contained in Fn2 , where n0 ≥ t. However, the set Q0 is only semi-explicit in
that it is in P N P – every element can be computed by a poly(m) time algorithm with access
to an NP oracle.
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Table 1 Comparison with [13, Theorem 7.1]: Let Q ⊆ Fn
2 of size m be a query set, c ≥ 1 and δ > 0
be constants, and let k = LT(Q, 3n/2). The second column states the lower bound on LT(Q, 3n/2)
that implies existence of rigid sets whose parameters are given in the third column. All rigid sets
have size at most poly(m) and are contained in Fk2 .
m vs n

k = LT(Q, 3n/2)

c

k=ω

√



n log n

Rigidity Bounds

Explicitness

Reference

(k/2, ω (log n))-rigid

poly(n) time

This work

(k/2, ω (log n))-rigid

poly(n) time + NP oracle calls

[13]

m=n



k = ω log2 n

c

k = Ω n(1+δ)/2





-rigid

poly(n) time

This work


δ

-rigid

poly(n) time + NP oracle calls

[13]

poly(n) time

This work

k/2, Ω nδ

m=n



k = Ω nδ log n

m = 2c

√
n



k = ω n3/4

√
n · log n
k=ω

k/2, Ω n

√ 
n -rigid
√ 
k/2, ω
n -rigid
k/2, ω

poly 2

√
n



time + NP oracle calls

[13]

We now summarize a few differences between our work and [13]. Our result proves that
polynomial lower bounds on the query time imply the existence of an explicit rigid set, which
is in contrast to semi-explicit sets obtained by [13]. On the other hand, explicitness comes
with a cost; when m = poly(n), we need much stronger data structure lower bounds to
produce explicit rigid sets. When m  poly(n), the algorithm of [13] takes poly(m) time with
access to an NP oracle to compute an element of the semi-explicit rigid set. For problems
such as the u| Mv problem, this is super polynomial time. The rest of this section concerns
proving the following theorem, which implies all of our results in Table 1.
I Theorem 4. Let k = LT(Q, 3n/2) and let Q⊆ Fn2 of size m be an explicit query set. There
exists a set Q0 ⊆ Fk2 with size at most m · nk , whose
can be computed in poly(n)

 elements
√
2
k
k
time. Moreover, if k ≥ 2 n, then Q0 is explicit and 2 , 4n -rigid.
Note that for every s ≥ 3n/2, we have that LT(Q, 3n/2) ≥ LT(Q, s). Hence, a sufficiently
strong lower bound on LT(Q, s) for any s ≥ 3n/2 will imply a rigidity lower bound. The
following corollary shows the consequence of Theorem 4 for specific values of k.
I Corollary 5. Let k = LT(Q, 3n/2) and let Q⊆ Fn2 of size m be an explicit query set. There
exists a set Q0 ⊆ Fk2 with size at most m · nk , whose elements can be computed in poly(n)
time. Moreover,

√
(a) If k = ω n log m , then Q0 is explicit and (k/2, ω(log m))-rigid.

(b) If k = Ω n(1+δ)/2 for some δ > 0, then Q0 is explicit and k/2, Ω nδ -rigid.
Corollary 5(a) explains the first and last rows in Table 1, and
Corollary
5(b) explains
√
√
2 n
n+1
the middle row. Using Corollary 5(a) applied to Υ with m = 2
+ 1, we obtain
−2
that a lower bound√of LT(Υ, 3n/2) ≥ ω(n3/4 ) would imply the existence of an explicit set
√
Q0 ⊆ Fk2 of size 2O( n) that is (k/2, ω( n))-rigid. We note that it is an open question to
√
prove LT(Υ, 3n/2) ≥ ω( n).

2.1

Proof of Theorem 4

We already know the equivalence between systematic linear data structures and rigidity (from
Theorem 1). Therefore, it is sufficient to design a linear data structure from a systematic
linear data structure to relate the former with rigidity.

S. Natarajan Ramamoorthy and C. Rashtchian

35:9

I Proposition 6. Let Q ⊆ Fn2 be a query set. If T (Q, r) ≤ t, then LT(Q, n + r) ≤ t + r.
Proof. Let v ∈ Fn2 be the input data and ha1 , vi , . . . , har , vi be the r redundant bits stored by
the systematic linear data structure. We now describe a linear data structure for Q with space
n + r and query time t + r. The data structure stores ha1 , vi , . . . , har , vi , he1 , vi , . . . , hen , vi,
where e1 , . . . , en are the standard basis vectors. The query algorithm on q ∈ Q first accesses
ha1 , vi , . . . , har , vi and then simulates the query algorithm of the systematic linear data
structure on q. Since the systematic linear data structure accesses at most t bits from
he1 , vi , . . . , hen , vi, we can conclude that the query time is at most t + r.
J
We prove that if a set contained in a n-dimensional space is (r, t)-rigid, then there is
another (r, tr/n)-rigid set which is contained in a 2r-dimensional space.
I Lemma 7. Let r, n be positiveintegers.
If S ⊆ Fn2 is (r, t)-rigid of size m, then there is a

n
0
2r
set S ⊆ F2 of size at most m · 2r that is (r, tr/n)-rigid. Moreover, if S is explicit, then
each element of S 0 can be computed in poly(n) time.
n
and define S1 , . . . , Sk ⊆ F2r
Proof. Let k = 2r
2 by
Si = {(s[2r · (i − 1) + 1], . . . , s[2r · i]) | s ∈ S}
for each i ∈ {1, 2, . . . , k}. Additionally, if n/2r is not an integer, then define
Sk+1 = {(s[2r · k + 1], . . . , s[n], 0, . . . , 0) | s ∈ S} ⊆ F2r
2 ;
S
k+1
otherwise set Sk+1 = ∅. Define S 0 = i=1 Si . We claim that S 0 is (r, tr/n)-rigid. Indeed,
for the sake of contradiction assume that there is a subspace V in F2r
2 of dimension r
0
such that all points in S are at a distance less than tr/n from V . Consider the subspace
2r·(k+1)
{(v, v, . . . , v) | v ∈ V } ⊆ F2
and project it to the first n coordinates. Call this subspace
0
V , which
has
dimension
r.
Now,
the distance of each point in S from V 0 is less than

tr
n
n · 2r < t, which is a contradiction.
Regarding the explicitness of S 0 , it is clear that all coordinates of an element of S 0
correspond to some coordinate of a specific element of S. Since S is explicit, we can infer
that each element of S 0 can be computed in poly(n).
J
Proof of Theorem 4. We know that LT(Q, 3n/2) = k and k ≤ n, Proposition 6 implies
that T (Q, k/2) ≥ k/2. Therefore by Theorem 1, we
 can conclude that Q is (k/2, k/2)-rigid.
2

k
Lemma 7 implies that there exists a set Q0 that is k2 , 4n
-rigid and the size of Q0 is at most
n
√
m · k . Moreover, every element of Q0 can be computed in time poly(n). Since k/2 ≥ n,
we can conclude that Q0 is explicit.
J

3

Rigidity Lower Bounds for the Set of Rank One Matrices

Before proving Theorem 2, we present preliminaries. Recall two standard binomial estimates:
I Proposition
8. For integers 0 ≤ k ≤ `,

`
1. log k ≤ k · log e`
.
kP

k
2. if k ≤ `/16, then i=0 `i ≤ 2`/4 .
We will need a useful property about the distance of a point from a subspace.
I Lemma 9. Let V ⊆ F`2 be a subspace. For u1 , u2 ∈ F`2 , dH (u1 + u2 , V ) ≤ dH (u1 , V ) +
dH (u2 , V ) .
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Proof. Let u01 , u02 ∈ V be the points in V closest to u1 and u2 respectively. Since u01 + u02 ∈ V ,
we have dH (u1 + u2 , V ) ≤ dH (u1 + u2 , u01 + u02 ). Note that dH (u1 + u2 , u01 + u02 ) is the number
of ones in u1 + u2 + u01 + u02 , which is at most the sum of the number of ones in u1 + u01 and
u2 + u02 . Therefore,
dH (u1 + u2 , u01 + u02 ) ≤ dH (u1 , u01 ) + dH (u2 , u02 ) = dH (u1 , V ) + dH (u2 , V ).

J

A simple counting argument establishes the existence of a point that is far away in
Hamming distance from a collection of large sized sets.
I Lemma 10. Let V1 , . . . , Vk be subsets of F`2 , each of size at most 2`/2 . If k < 2`/4 , then
there is a vector v ∈ F`2 such that the Hamming distance of v from each Vi is at least `/16.

Proof. For every i ∈ [k], define B(Vi , `/16) = v ∈ F`2 dH (v, Vi ) < `/16 . For any u ∈ Vi ,
P`/16 
the number of vectors in F`2 at a distance less than `/16 from u is at most j=0 j` ≤ 2`/4 ,
where the inequality follows from Proposition 8. Hence B(Vi , `/16) ≤ |Vi | · 2`/4 = 23`/4 . Since
k
X

B(Vi , `/16) ≤ k · 23`/4 < 2` ,

i=1

there is a v ∈ F`2 such that dH (v, Vi ) ≥ `/16 for every i ∈ [k].

3.1

J

Proof of Theorem 2

Let V be any r0 -dimensional subspace of Fn2 , where r0 ≥ r is the smallest positive integer
√
divisible by n. We first define the inverse of vec(·). For every v ∈ Fn2 , define mat(v)
√
to be the matrix obtained by splitting v into n length consecutive blocks
and stacking
√
√
√
√
n× n
each of these blocks to form a n × n matrix. Formally, mat(v) ∈ F2
is such that
√
√
mat(v)[a, b] = v[(a − 1) n + b] for every a, b ∈ [ n]. Note that vec(mat(v)) = v.
We provide a brief outline of the proof of Theorem 2. The first step of the proof is to
produce a vector in v that is at a distance of Ω(n) from V and mat(v) is low rank. The
rank being low is helpful as we can express mat(v) as the sum of a small number of rank
one matrices. Lemma 9 will then imply the existence of a rank one matrix that is far
away from V . If we only cared about the existence of a vector that is far away from V ,
Lemma 10 would suffice. To ensure that simultaneously the rank is small, we first project
V on to n/2r0 coordinates indexed by consecutive blocks each of length 2r0 . Then we find
0
a vector v 0 ∈ F2r
that is far away from all the projections, which is still guaranteed by
2
Lemma 10. Concatenating v 0 with itself 2r0 times has the property that its corresponding
matrix is low rank.
 
n
0
Let k = max 2rn0 , 1 . The goal is to
 nfind
 a v ∈ F2 such that dH (v, V ) ≥ k · r /8 and
√
0
the rank of mat(v) is at most 2r / n. If 2r0 ≥ 1, then define S1 , . . . , Sk such that
Si = {(i − 1) · 2r0 + 1, . . . , i · 2r0 }
for i ∈ [k]; otherwise, define S1 = [n]. By definition, the dimension of VSi is at most
√
r0 = |Si |/2, for every i ∈ [k]. Since r0 ≥ n and n ≥ 1024, we can infer that k ≤ 2r0
0
0
and 2r0 < 2r /2 . Lemma 10 implies the existence of a v 0 ∈ F2r
with the property that
2
dH (v 0 , VSi ) ≥ r0 /8 for every i ∈ [k]. Now define v ∈ Fn2 by

0
0
0
0


v [i mod 2r ] if i ≤ k · 2r and i mod 2r 6= 0,
v[i] = v 0 [2r0 ]
if i ≤ k · 2r0 and i mod 2r0 = 0,


0
if i > 2kr0 ,
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for all i ∈ [n]. In words, v is the length n vector that is the concatenation of k copies of v 0
along with the vector of zeros of length n − 2kr0 . By the choice of v, we get that,
dH (v, V ) ≥

k
X

dH (v, VSi ) ≥ k · r0 /8.

i=1

Moreover, the rank of mat(v) is at most

2r 0
√
.
n

Therefore we can express

√
2r 0 / n

mat(v) =

X

ai b|i ,

i=1
√

n

for some a1 , b1 , . . . , a √
. By Lemma 9, we know that
2r 0 , b √
2r 0 ∈ F2
n

n

√
2r 0 / n

X

dH (v, V ) ≤

dH (vec(ai b|i ), V ) .

i=1

h 0i
2r
Hence there exists an i ∈ √
such that dH (vec(ai b|i ), V ) ≥
n
√
that r0 ≤ 2 max{ n, r} completes the proof of the theorem.

√

n·k
16

≥

n3/2
64r 0 .

The observation

I Remark (Extension to strong rigidity). Alon and Cohen [4] defined the notion of strong
rigidity; a set Q ⊆ Fn2 is (r, t)-strongly rigid if for every subspace of Fn2 of dimension at most
r, the average distance of all the points to the subspace is at least t. For strong rigidity,
the best lower bounds known for explicit setsare also ofthe form given in Eq. (1). We can
3/2

n√
show that Υ is (r, t)-strongly rigid with t ≥ Ω max{
, matching the best strong rigidity
n,r}
bounds known for explicit sets. We sketch the proof here. We know that

u| M v + (u + ei )| M v + u| M (v + ej ) + (u + ei )| M (v + ej ) = b|i M bj ,
√

n

√

n

where u, v ∈ F2 and e1 , . . . , e√n are standard basis vectors in F2 . This fact can be used
to prove that the matrix MΥ corresponding to the set Υ is a generator matrix of a 4-query
locally decodable code that tolerates a constant fraction of errors. A result of [13, Theorem
6] shows that Theorem 2 and the locally decodable code property of MΥ imply the strong
rigidity of Υ.

4

Cell Probe Lower Bounds for the u| Mv Problem

We know of two techniques for proving cell probe lower bounds matching Eq. (2). One
is a technique of Pǎtraşcu and Thorup [30] who combined the communication complexity
simulation of Miltersen [25] with multiple queries on the same input data. The other is the
technique we use, which is based on cell sampling. Cell sampling typically requires one to
work with large sized fields in order to handle errors. This large field size is needed to encode
a large subset of the correctly computed queries using a small subset of cells. Here, we avoid
encoding the subset of queries by a reduction to one-way communication complexity.

Proof outline for Theorem 3
By Yao’s min-max principle, it suffices to prove a lower bound on deterministic data structures.
The hard distribution on the input data M and query uv | we use is given by sampling
M, (u, v) uniformly and independently at random. We prove the theorem by contradiction,
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and we start by assuming that the query time is small. The proof is carried out in three
steps. First, modify the data structure so that for every M , the fraction of queries correctly
computed is at least 1/2. This modification only increases the query time and space by 1,
and it can only increase the overall probability of the query algorithm being correct. Second,
for a given M , we use a variant of cell sampling (see Lemma 14) to obtain a small subset of
cells S and a large subset of queries Q0 such that all queries in Q0 can be computed by only
accessing cells in S. Moreover,
Pr [query algorithm correctly computes u| M v | uv | ∈ Q0 ]
≈ Pr [query algorithm correctly computes u| M v] .
Third, we show that S can be used to design an efficient protocol for the following communication game: Alice’s input is M and Bob’s input is uv | , and the goal is for Bob to
correctly compute u| M v on a sufficiently good fraction of the inputs after receiving a message
from Alice.
We now describe the protocol (see Figure 1). Alice sends the locations and contents of S.
This ensures that Bob correctly computes u| M v on a large fraction of queries in Q0 . Alice
also communicates the majority value of u| M v for uv | ∈
/ Q0 so that Bob is correct on half
0
of his possible inputs that are not in Q . Overall, Bob’s output is correct on a sufficiently
good fraction of all M, (u, v). Since we have assumed that the query time is small, we are
able to show that Alice’s communication is small. This contradicts a lower bound on the
communication complexity of this game. More precisely, we prove the following lower bound.
√

√
n× n

I Theorem 11. Suppose that Alice gets a√uniformly
random matrix M ∈ F2
as input
√
n
n
and Bob receives a uniform pair (u, v) ∈ F2 × F2 as input. If Alice sends a deterministic
message to Bob and Bob computes u| M v such that
Pr [Bob computes u| M v correctly] ≥

M,u,v

1
1
+ √ ,
2 2 n/8

then Alice must communicate at least n/10 bits.
Previously, in the randomized two-way communication setting, Chattopadhyay, Koucký, Loff,
and Mukhopadhyay [9] proved a lower bound for the game given in Theorem 11. Their lower
bound implies the lower bound in Theorem 11 against randomized protocols. We need a
lower bound against deterministic protocols under the uniform distribution on the inputs,
and we cannot use their theorem as a black-box. We provide a straightforward proof of
Theorem 11 in Section 4.1 by using the discrepancy method on a related communication
game (resembling a direct sum, where Bob receives multiple inputs).

Preliminaries
Before presenting the proof of Theorem 3, we define some notation. For a real valued function
P
1
f with a finite domain X × Y , Ex,y [f (x, y)] = |X|·|Y
x∈X,y∈Y f (x, y). Similarly, for
| ·
P
X 0 ⊆ X, Ex,y [f (x, y) | x ∈ X 0 ] = |X 0 1|·|Y | · x∈X 0 ,y∈Y f (x, y). An argument in the proof
of Theorem 3 requires an upper bound on the number of bits to encode the contents and
locations of a subset of the cells, which is given by the following proposition.
I Proposition 12. Let S be a subset of the cells of a data structure with word length w and
es
size s. Then, the contents and locations of S can be encoded in |S| · w + |S| · log |S|
bits.
Proof. Since each cell stores w bits, the number of bits to encode the contents
is |S| · w.

s
es
Since the total number of cells is s, the locations can be encoded in log |S|
≤ |S| · log |S|
bits, where the inequality followed from Proposition 8.
J
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Proof of Theorem 11

We start by discussing a√slightly
related√problem, whose solution will lead to the proof strategy
√
n× n
n
used here. Let M ∈ F2
, v ∈ F2 , and e1 , . . . , e√n be the standard basis vectors in
√

n

F2 . Consider the communication game in which Alice gets as input a uniform random M
and Bob gets as input a uniform random pair (ei , v). Bob’s goal is to compute e|i M v after
receiving a message from Alice. To understand how much
Alice has to communicate, it√is
P√n
n
natural to look at the problem where Bob computes i=1 e|i M vi , where v1 , . . . , v√n ∈ F2 .
P√

n
|
Now observe that this sum is the same as the trace of
M , which in turn is
i=1 ei v
the inner product between two n-bit vectors. The communication complexity of the inner
product between two n-bit vectors is very well understood. Therefore, the lower bound
on the amount of communication to compute the inner product between two n-bit vectors
translates to a lower bound to the problem of computing e|i M v. This strategy applied to
our setting gives us the following lower bound, which will be used to prove Theorem 11. Our
presentation closely follows [32, Chapter 5].
I Lemma
13. Let 0 <  ≤ 1/2 and let k be an integer. Alice gets a uniformly√ random
√
√
√
n× n
n
n
M ∈ F2
as input and Bob receives k uniform pairs (u1 , v1 ) , . . . , (uk , vk ) ∈ F2 × F2
as input. Assume that Alice communicates a deterministic message to Bob, and Bob computes
Pk
|
i=1 ui M vi with
"
#
k
X
1
|
Pr
Bob computes
ui M vi correctly ≥ + .
M,u1 ,v1 ,...,uk ,vk
2
i=1
If k ≤

√

√
n, then Alice must communicate at least 9k n/40 − log(1/) bits.

Proof. We use the discrepancy method to prove the communication lower bound. This
requires upper bounding the discrepancy of the communication matrix under a given distribution. Let R be a rectangle of the communication matrix, which is defined by indicator
functions AR and BR such that (M, ((u1 , v1 ) , . . . , (uk , vk ))) is in the rectangle R if and only
if AR (M ) = 1 and BR ((u1 , v1 ) , . . . , (uk , vk )) = 1.
Consider the distribution in which M, (u1 , v1 ) , . . . , (uk , vk ) are chosen at random uniformly
and independently. We upper bound the discrepancy under this distribution. In other words,
we claim that for every rectangle R,


Pk |
√
ui M v i
i=1
A
(M
)B
((u
,
v
)
,
.
.
.
,
(u
,
v
))
(−1)
≤ 2 · 2−9k n/40 .
E
R
R
1 1
k k
M,(u1 ,v1 ),...,(uk ,vk )

(6)
By a standard relation in communication complexity between the number of bits communicated and discrepancy of rectangles (see [32, Chapter 5, Theorem 5.2]), Eq. (6) implies
√
that Alice must communicate at least 9k n/40 − log(1/) bits. We are left with the proof of
Eq. (6).



2
Pk |
ui M vi
BR ((u1 , v1 ) , . . . , (uk , vk )) E AR (M )(−1) i=1
E
M

(u1 ,v1 ),...,(uk ,vk )

"
≤

E

BR ((u1 , v1 ) , . . . , (uk , vk ))

(u1 ,v1 ),...,(uk ,vk )

"
≤

E

(u1 ,v1 ),...,(uk ,vk )

2




E AR (M )(−1)

Pk
i=1

u|
M vi
i

2 #

M


2 #
Pk |
ui M vi
.
E AR (M )(−1) i=1

M
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where the first inequality follows from convexity and the second one follows from the fact
that BR ((u1 , v1 ) , . . . , (uk , vk )) ≤ 1. Now
"
E

E

(u1 ,v1 ),...,(uk ,vk ),M,M 0


Pk |
Pk | 0 
ui M vi +
u M vi
0
i=1 i
AR (M )AR (M )(−1) i=1


≤

E
M,M 0
"

=E

M

#

M

(u1 ,v1 ),...,(uk ,vk )

≤

2
Pk |
u Mv
E AR (M )(−1) i=1 i i




Pk |
0
(−1) i=1 ui (M +M )vi

E

(u1 ,v1 ),...,(uk ,vk )

h
i
u| M v
E (−1)

k

#
,

(u,v)

where the last equality follows from the fact that (u1 , v1 ), . . . , (uk , vk ) are chosen independent
of each other and M + M 0 is uniformly distributed as M and M 0h are chosen uniformly

 ki
|
and independently at random. We are left with upper bounding EM E(u,v) (−1)u M v
.


u| M v
−r
First note that if M has rank r, then Eu,v (−1)
= 2 . This is because,


!

h
i
1
u| M v
= √n ·
E (−1)
u,v
2

X

1

v:M v=0

+

1

2

√

n

·

X
v:M v6=0


h
i
u| M v 
E (−1)
u

√

=

2

n−r
√
2 n

+ 0 = 2−r .

√
In√ addition,
PrM [rank of M ≤ 9 n/20] ≤ 2−9n/10 . Indeed, the number of matrices in
√
n× n
of rank at most k is at most
F2
 √n 
√
 √n
2
≤ 22k n .
· 2k
k
Therefore, using the law of total expectation, we have that
"
E

M

h
E

(u,v)

(−1)

u| M v

i

k

#

√
√


√
≤ Pr rank of M ≤ 9 n/20 + 2−9k n/20 ≤ 2 · 2−9k n/20 ,
M

where the last inequality followed from the fact that k ≤

√

n.

J

Proof of Theorem 11. Let c be the number of bits communicated by Alice. We show that
c > n/10. Define ZM (u, v) = 1 if Bob correctly computes u| M v and ZM (u, v) = −1
otherwise. By the definition of ZM (u, v) and the lower bound on the
probability of Bob’s
√
− n/8
computation being correct, we have that EM,u,v [ZM (u, v)] ≥ 2 · 2
.
We
note
that
it
is
without
loss
of
generality
that
[Z
(u,
v)]
≥
0 for every M ∈
E
u,v
M
√
√
n× n
F2
. This is because Alice on input M can send an extra bit indicating whether
Eu,v [ZM (u, v)] < 0 and Bob will flip his output accordingly.
We now use the given protocol to design a protocol
√
√for a new communication game:
√
n× n
Suppose that Alice gets a uniformly random
M √∈ F2
as input and Bob receives n
√
n
n
uniform pairs (u1 , v1 ), . . . , (u√n , v√n ) ∈ F2 × F2 as input. We will use Lemma 13 with
√
k = n to obtain the desired lower bound on c.
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We claim that√there is a communication protocol in which Alice communicates c bits and
P n
Bob computes i=1 u|i M vi such that


√
√
n
X
1 2 n−1
|


(7)
Bob computes
ui M vi correctly ≥ + n/8 .
Pr
M,u1 ,v1 ,...,u√n ,v√n
2
2
i=1
Alice’s message is same as before, and Bob computes each of u|i M vi separately and outputs
the sum modulo
2. We nowprove Eq. (7). For a fixed
M , the probability that Bob correctly
√ 
P√n |
n
1
computes i=1 ui M vi is 2 1 + (Eu,v [ZM (u, v)])
. Therefore the overall probability that
P√n |
Bob correctly computes i=1 ui M vi is at least
√ !
√
P

√n !
n
1 2 n−1
1
1
M (Eu,v [ZM (u, v)])
≥
,
1+
≥
1
+
+
[Z
(u,
v)]
E
M
2
2n
2
2
2n/8
M,u,v
√
where the first inequality follows from convexity of the function f (x) = xk with k = n.
√
Applying Lemma 13 with k = n implies that c > n/10, which completes the proof of the
theorem.
J

4.2

Proof of Theorem 3

If n < 36, the theorem is vacuously true as c ≤ 1/36. For the rest of the argument we will
assume that n ≥ 36. We prove a lower bound on the query time t against deterministic data
structures with space s and word size w. Suppose that the input data M and query uv | is
given by choosing M, u, v uniformly and independently at random, and the query algorithm
is guaranteed to satisfy
Pr [query algorithm computes u| M v correctly] ≥

M,u,v

√
1
+ 2− n/16 .
2

By Yao’s minmax principle, this will imply a lower bound on randomized data structures.
√
√
n× n
We first modify the given data structure to ensure that for every M ∈ F2
, the
probability that u| M v is correctly computed is at least 1/2. Assume that we have a data
structure with query time t0 , space s0 and word size w. The modified data structure stores
an extra bit indicating whether the Pru,v [query algorithm computes u| M v correctly] is less
than 1/2 or not for a given M . The query algorithm is the same as before, but accesses this
extra bit to flip the output if it is set to 1. Clearly, the new data structure has query time
t = t0 + 1, space s = s0 + 1 and word size w. Moreover, under this modification,
we have
√
|
− n/16
PrM,u,v [query algorithm computes u M v correctly] ≥ 1/2 + 2
.
Pru,v [query algorithm computes u| M v correctly] ≥ 1/2 for every M .
n
o
In the rest of the proof, we work with this modification and show that t ≥ Ω min

√
n
n
β , log sβ
n

,

where β = 2(w + log sw/n). Observe thatnβ ≤ n/256; otherwise
the lower bound is vacuous.
o
√
n
n
Assume by contradiction that t ≤ min 256β
, 256 log
.
Define
ZM (u, v) = 1 if the query
sβ
n

algorithm correctly computes u| M v, and −1 otherwise. We have
|
E [ZM (u, v)] = 2 Pr [query algorithm computes u M v correctly] − 1

M,u,v

M,u,v
√
− n/16

≥2·2

.

(8)

Note that EM,u,v [ZM (u, v)] captures the advantage or bias of the data structure - it is much
more convenient to work with the advantage than the probability of the query algorithm
being correct.
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Input: Alice’s input is M and Bob’s input is (u, v)
Output: Alice communicates a deterministic message and Bob computes u| M v.
1
2

3

4
5
6

Let Q1 = {uv | | ZM (u, v) = 1} and Q2 = {uv | | ZM (u, v) = −1};
Apply Lemma 14 with Q1 , Q2 to obtain a subset of cells S and subsets Q01 ⊆ Q1 and
Q02 ⊆ Q2 ;
Let b ∈ {0, 1} be such that
Pru,v [u| M v = b | uv | ∈
/ Q0 ] ≥ Pru,v [u| M v = 1 − b | uv | ∈
/ Q0 ], where
0
0
0
Q = Q1 ∪ Q2 ;
Alice communicates b followed by locations and contents of S;
if uv | ∈ Q0 then Bob uses the query algorithm to compute u| M v;
else Bob outputs b;
Figure 1 One-way protocol on inputs M, (u, v) computing u| M v.

The following lemma, a variant of cell sampling, guarantees the existence of a small subset
S of cells such that a large number of queries Q0 can be computed by only accessing S, and
Eu,v [ZM (u, v) | uv | ∈ Q0 ] ≈ Eu,v [ZM (u, v)].
√

√
n× n

, andndefine the setso Q1 = {uv | | ZM (u, v) = 1} and
√
n
n
Q2 = {uv | | ZM (u, v) = −1}. If t ≤ min 256β
, 256 log
, then there exits a subset of cells
sβ
I Lemma 14. Let M ∈ F2

0
0
S, and subsets
l
mQ1 ⊆ Q1 and Q2 ⊆ Q2 such that
n
1. |S| = 128β
,

n

√

2. Pru,v [uv | ∈ Q01 ] − Pru,v [uv | ∈ Q02 ] ≥ Eu,v [ZM (u, v)] · 2− n/16 ,
3. Q01 ∪ Q02 is the set of all queries computed by accessing cells only in S.
We move on to the final step of the proof of Theorem 3. What is left is to design a
one-way protocol using the sets guaranteed by Lemma 14. The protocol is described in
Figure 1. We will show the validity of this protocol by showing that both Alice and Bob
know the subset Q0 of queries. Since Alice’s input is M , she knows the contents of all the
cells, which gives S. With regard to knowing Q0 , the locations and contents of cells in S
suffice. This is because the query algorithm can be simulated on all queries to check if any
cell outside of S is being accessed. We are proving Theorem 3 by contradicting Theorem 11,
which is achieved by the following.
I Lemma 15. The protocol in Figure 1 has the following guarantees (a) Alice communicates
√
fewer than n/10 bits, and (b) PrM,u,v [Bob computes u| M v correctly] ≥ 1/2 + 1/2 n/8 .
Now, we need to prove Lemmas 14 and 15 to complete the proof of Theorem 3.
Proof of Lemma 14. Let S be a uniformly random subset of the cells of size |S| =

l

n
128β

m
.

Define D(u, v, S) = ZM (u, v) if the query algorithm only accesses cells in S to compute
u| M v; otherwise D(u, v, S) = 0. By linearity of expectation,

s−t
|S| · (|S| − 1) · · · (|S| − t + 1)
|S|−t
 = E [ZM (u, v)] ·
E [D(u, v, S)] = E [ZM (u, v)] ·
s
s · (s − 1) · · · (s − t + 1)
u,v
u,v
u,v,S
|S|

t
|S| − t
≥ E [ZM (u, v)] ·
.
s
u,v
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n
n
Recall that |S| ≥ 128β
and t ≤ 256β
. Moreover, β = 2(w + log sw/n) ≥ 2. This implies that

t
256sβ
sβ
|S| − t
≥ 2−t·log n ≥ 2−16t·log n .
s

So we get Eu,v,S [D(u, v, S)] ≥ Eu,v [ZM (u, v)] · 2−16·t·log
such that
−16·t·log
E [D(u, v, S)] ≥ E [ZM (u, v)] · 2

u,v

u,v

sβ
n

sβ
n

. Therefore, there exists an S
√

≥ E [ZM (u, v)] · 2−

n/16

,

u,v

where the last inequality follows from the fact that 16 · t · log sβ
n ≤

√

n/16. Setting

Q01 = {uv | ∈ Q1 | D(u, v, S) = 1} and Q02 = {uv | ∈ Q2 | D(u, v, S) = −1}
J

completes the proof of the lemma.

sw

Proof of Lemma 15. We first prove part (a). Recall that β = 2 w + log n . Let c be the
number of bits communicated by Alice. By Proposition 12 and the definition of β,




n
n
128e · sβ
c≤1+
·w+
· log
128β
128β
n

 
 

n
sβ
n
=1+
· w + log
+
· log 128e.
128β
n
128β
Since β ≥l2w, βm ≥ 2 log ns and β ≥ log β, we get that w + log sβ
n ≤ 2β. Moreover, using the
n
n
fact that 128β ≤ 128β + 1, β ≥ 2 and β ≤ n/256, we can say that
2n
n log 128e
+ 2β +
+ log 128e
128
128β
2n
4.5n
n
7.5n
n
≤1+
+
+
+ log 128e ≤ 10 +
<
,
128 128(β/2) 128
128
10

c≤1+

where the last inequality follows from n ≥ 36.
0
We now prove part (b) of the claim. Define ZM
(u, v) = 1 if the Bob correctly computes
|
0
u M v and ZM (u, v) = −1 otherwise. The probability with which Bob correctly computes
0
0
u| M
v is given by (1 + EM,u,v [ZM
(u, v)]) /2. We will show that EM,u,v [ZM
(u, √
v)] ≥ 2 ·
√
− n/8
2
, which will imply that the probability of being correct is at least 1/2 + 2− n/8 .
Let Q1 , Q2 , Q01 , Q02 , and Q0 be as defined in the protocol in Figure 1. We first establish
some properties about these sets. We know that Pru,v [uv | ∈ Q1 ] − Pru,v [uv | ∈ Q2 ] =
Eu,v [ZM (u, v)]. Moreover, the application of Lemma 14 in the protocol is valid since
n
, and hence
t ≤ 256α
Pr [uv | ∈ Q01 ] − Pr [uv | ∈ Q02 ] ≥ E [ZM (u, v)] · 2−

u,v

u,v

√
n/16

.

(9)

u,v

Since Bob can simulate the query algorithm on Q0 by accessing only S, which is guaranteed
by Lemma 14, we have


0
|
0
|
0
|
0
|
0
|
0
[Z
(u,
v)]
=
Pr
[uv
∈
Q
]
Pr
[uv
∈
Q
|
uv
∈
Q
]
−
Pr
[uv
∈
Q
|
uv
∈
Q
]
+
E M
1
2
u,v
u,v
u,v
u,v


Pr [uv | ∈
/ Q0 ] Pr [u| M v = b | uv | ∈
/ Q0 ] − Pr [u| M v = 1 − b | uv | ∈
/ Q0 ]
u,v
u,v
u,v


√
≥ Pr [uv | ∈ Q01 ] − Pr [uv | ∈ Q02 ] ≥ E [ZM (u, v)] · 2− n/16 ,
u,v

u,v

u,v

where the first inequality follows from the choice of b and the second inequality used Eq. (9).
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To conclude,
E

M,u,v

0
[ZM
(u, v)]




=E

M

E

u,v

0
[ZM
(u, v)]


≥E

√
− n/16

E [ZM (u, v)] · 2

√
− n/16
E [ZM (u, v)] · 2

u,v

M


=E

M

u,v

√

=



−
E [ZM (u, v)] · 2

n/16

√

≥ 2 · 2−

n/8

,

M,u,v

where the last inequality follows from Eq. (8).
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Abstract
Memory hard functions (MHFs) are an important cryptographic primitive that are used to design
egalitarian proofs of work and in the construction of moderately expensive key-derivation functions
resistant to brute-force attacks. Broadly speaking, MHFs can be divided into two categories: datadependent memory hard functions (dMHFs) and data-independent memory hard functions (iMHFs).
iMHFs are resistant to certain side-channel attacks as the memory access pattern induced by the
honest evaluation algorithm is independent of the potentially sensitive input e.g., password. While
dMHFs are potentially vulnerable to side-channel attacks (the induced memory access pattern might
leak useful information to a brute-force attacker), they can achieve higher cumulative memory
complexity (CMC) in comparison than an iMHF. In particular,
any

 iMHF that can be evaluated in
N steps on a sequential machine has CMC at most O

N 2 log log N
log N

. By contrast, the dMHF scrypt

2

achieves maximal CMC Ω(N ) – though the CMC of scrypt would be reduced to just O (N ) after a
side-channel attack.
In this paper, we introduce the notion of computationally data-independent memory hard
functions (ciMHFs). Intuitively, we require that memory access pattern induced by the (randomized)
ciMHF evaluation algorithm appears to be independent from the standpoint of a computationally
bounded eavesdropping attacker – even if the attacker selects the initial input. We then ask whether
it is possible to circumvent known upper bound for iMHFs and build a ciMHF with CMC Ω(N 2 ).
Surprisingly, we answer the question in the affirmative when the ciMHF evaluation algorithm is
executed on a two-tiered memory architecture (RAM/Cache).
We introduce the notion of a k-restricted dynamic graph to quantify the continuum between
unrestricted dMHFs (k = n) and iMHFs (k = 1). For any  > 0 we show how to construct a
k-restricted dynamic graph with k = Ω(N 1− ) that provably achieves maximum cumulative pebbling
cost Ω(N 2 ). We can use k-restricted dynamic graphs to build a ciMHF provided that cache is
large enough to hold k hash outputs and the dynamic graph satisfies a certain property that we
call “amenable to shuffling”. In particular, we prove that the induced memory access pattern
is indistinguishable to a polynomial time attacker who can monitor the locations
of read/write

requests to RAM, but not cache. We also show that when k = o N 1/ log log N , then any k-restricted
graph with constant indegree has cumulative pebbling cost o(N 2 ). Our results almost completely
characterize the spectrum of k-restricted dynamic graphs.
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1

Introduction

Memory hard functions (MHFs) [1, 27] are a central component in the design of password
hashing functions [9], egalitarian proofs of work [21], and moderately hard key-derivation
functions [27]. In the setting of password hashing, the objective is to design a function
that can be computed relatively quickly on standard hardware for honest users, but is
prohibitively expensive for an offline attacker to compute millions or billions of times while
checking each password in a large cracking dictionary. The first property allows legitimate
users to authenticate in a reasonable amount of time, while the latter goal discourages
brute-force offline guessing attacks, even on low-entropy secrets such as passwords, PINs,
and biometrics. The objective is complicated by attackers that use specialized hardware such
as Field Programmable Gate Arrays (FPGAs) or Application Specific Integrated Circuits
(ASICs) to significantly decrease computation costs by several orders of magnitude, compared
to an honest user using standard hardware. For example, the Antminer S17, an ASIC Bitcoin
miner exclusively configured for SHA256 hashes, can compute up to 56 trillion hashes per
second, while the rate of many standard CPUs and GPUs are limited to 200 million hashes
per second and 1 billion hashes per second, respectively.
Memory hard functions were developed on the observation that memory costs such as chip
area tend to be equitable across different architectures. Therefore, the cost of evaluating an
ideal “egalitarian” function would be dominated by memory costs. Blocki et al. [12] argued
that key derivation functions without some form of memory hardness provide insufficient
defense against a economically motivated offline attacker under the constraint of reasonable
authentication times for honest users. In fact, most finalists in the 2015 Password Hashing
Competition claimed some form of memory hardness [22, 9, 24]. To quantify these memory
costs, memory hardness [27] considers the cost to build, obtain, and empower the necessary
hardware to compute the function. One particular metric heavily considered by recent
cryptanalysis [2, 5, 4, 3, 15] is cumulative memory complexity (CMC) [7], which measures
the amortized cost of any parallel algorithm evaluating the function on several distinct inputs.
Despite known hardness results for quantifying [16] or even approximating [13] a function’s
CMC, even acquiring asymptotic bounds provide automatic bounds for other attractive
metrics such as space-time complexity [26] or energy complexity [29, 14].

Data-Dependent vs. Data-Independent Memory Hard Functions
At a high level, memory hard functions can be categorized into two design paradigms: datadependent memory hard functions (dMHFs) and data-independent memory hard functions
(iMHFs). dMHFs induce memory access patterns that depend on the input, but can achieve
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high memory hardness with potentially relatively easy constructions [6]. However, dMHFs
are also vulnerable to side-channel attacks due to their inherent data dependent memory
access patterns [8]. Examples of dMHFs include scrypt [27], Argon2d [10] and Boyen’s halting
puzzles [19]. On the other hand, iMHFs have memory access patterns that are independent of
the input, and therefore resist certain side-channel attacks such as cache timing [8]. Examples
of iMHFs include 2015 Password Hashing Competition (PHC) winner Argon2i [9], Balloon
Hashing [17] and DRSample [4]. iMHFs with high memory hardness can be more technically
challenging to design, but even more concerning is the inability of iMHFs to be maximally
memory hard.
Alwen andBlocki [2] proved that the CMC of any iMHF running in time N is at most
2

log log N
O N log
, while the dMHF scrypt has cumulative memory complexity Ω(N 2 ) [6], which
N
matches the maximal amount and cannot be obtained by any iMHF. However, the cumulative
memory complexity of a dMHF can be greatly decreased through a side-channel attack, if
an attacker has learned the memory access pattern induced by the true input. Namely, a
brute-force attacker can preemptively quit evaluation on a guess y once it is clear that the
induced memory access pattern on input y differs from that on the true input x. For example,
the cumulative memory complexity of scrypt after a side-channel attack is just O (N ).
Ideally, we would like to obtain a family of memory hard functions with cumulative
memory complexity Ω(N 2 ) without any vulnerability to side-channel attacks. A natural
approach would be some sort of hybrid between data-dependent and data-independent
modes, such as Argon2id, which runs the MHF in data-independent mode for N2 steps before
switching to data-dependent mode for the final N2 steps. Although the cumulative memory
complexity is the maximal Ω(N 2 ) if there is no side-channel attack, the security still reduces
to that of the underlying iMHF (e.g., Argon2i) if there is a side-channel
attack.

 Hence even

for a hybrid mode, the cumulative memory complexity is just O
the face of a side-channel attack. Thus in this paper we ask:

N 2 log log N
log N

(or lower) in

In the presence of side-channel attacks, does there exist a family of functions with
Ω(N 2 ) cumulative memory complexity?

1.1

Our Contributions

Surprisingly, we answer the above question in the affirmative for a natural class of sidechannel attacks that observe the read/write memory locations. We introduce the concept
of computationally data-independent memory hard functions to overcome the inability of
data-independent memory hard functions to be maximally memory hard [2] without the
common side-channel vulnerabilities of data-dependent memory hard functions [8]. Our
constructions work by randomly “shuffling” memory blocks in cache before they are stored
in RAM (where the attacker can observe the locations of read/write requests). Intuitively,
each time MHF.Eval(x) is executed the induced memory access pattern will appear different
due to this scrambling step. The goal is to ensure that an attacker can not even distinguish
between the observed memory access pattern on two known inputs x 6= y.
Towards this goal we define k-restricted dynamic graphs as a tool to quantify the continuum
between dMHFs and iMHFs. Intuitively, in a k-restricted dynamic graph G = (V = [N ], E)
we have parents(v) = {v − 1, r(v)} where the second (data-dependent) parent r(v) ∈ Rv
must be selected from a fixed (data-independent) restricted set Rv ⊆ V of size |Rv | ≤ k.
When k = 1 the function is an iMHF (the parent r(v) ∈ Rv of each node v is fixed in a
data-independent manner) and when k = N the function is an unrestricted dMHF – scrypt
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and Argon2d are both examples of unrestricted dMHFs. Intuitively, when k is small it
becomes easier to scramble the labels Rv in memory so that the observed memory access
patterns on two known inputs x 6= y are computationally indistinguishable.
We then develop a graph gadget that generates a family of ciMHFs using k-restricted
graphs. Using this family of ciMHFs, we characterize the tradeoffs between the value of k
and the overall cumulative memory cost of k-restricted graphs.

Impossibility Results for Small k
Since
graphs correspond to iMHFs for k = 1, and it is known that cc(G) =
 2k-restricted

N log log N
O
for any family G of iMHFs [2], then one might expect that it is impossible to
log N
obtain maximally memory hard ciMHFs for small k. Indeed,
 our first result shows that this
intuition is correct; we show that for any k = o N 1/ log log N , then any family of k-restricted
graphs G with constant indegree has cc(G) = o(N 2 ).
I Theorem 1. Let G be any family of k-restricted dynamic graphs with constant indeg(G).
Then


p
N2
cc(G) = O
+ N 2−1/2 log log N k 1−1/ log log N .
log log N

Thus for k = o N 1/ log log N , we have cc(G) = o(N 2 ).
We prove this result in Theorem 10 and Corollary 11 in Section 3 by generalizing ideas from
the pebbling attack of Alwen and Blocki [2] against any iMHF to k-restricted dynamic graphs
graphs. The pebbling attack of Alwen and Blocki [2] exploited the fact that any constant
indegree
 DAG G is
 somewhat depth-reducible e.g., we can always find a set S ⊆ V (G) of size

log N
e = O N log
such that any path in G − S has length at most d = logN2 N . The attack
log N
then proceeds in a number of light phases and balloon phases, where the goal of light phase i
is to place pebbles on the interval [ig + 1, (i + 1)g], for some parameter g to be optimized.
At the same time, the attacker discards pebbles on all nodes v unless v ∈ S or unless v is a
parent of one of the next g nodes [ig + 1, (i + 1)g] that we want to pebble. Once light phase
i is completed, balloon phase i uses the pebbles on S to recover all previously discarded
pebbles. Note that balloon phase i thus promises that pebbles are placed on the parents of
the nodes [(i + 1)g + 1, (i + 2)g], so that light phase i + 1 can then be initiated and so forth.
S
One key difference is that we must maintain pebbles on all gk nodes u ∈ v∈[ig+1,(i+1)g] Rv
that are “potential
parents” of the
 next g nodes [ig +1, (i+1)g]. The total cost of the pebbling

2

attack is O eN + gkN + Ng d , which is identical to [2] when k = 1 for (e, d)-reducible
DAGs. In general for small values of k, the dynamic pebbling strategy can still achieve
cumulative memory cost o(N 2 ) after optimizing for g.

Maximally Hard k-restricted dMHF

In Section 4, we show how to construct a k-restricted dynamic graph for k = O N 1− ,
which has cumulative pebbling cost Ω(N 2 ) for any constant  > 0. Intuitively, our goal is
to force the pebbling strategy to maintain Ω(N ) pebbles on the graph for Ω(N ) steps or
pay a steep penalty. In particular, we want to ensure that if there are o(N ) pebbles on the
graph at time i then the cumulative pebbling cost to advance a pebble just 2k = O (N  )
steps is at least Ω(N 2− ) with high probability. This would imply that the pebbling strategy
either keeps Ω(N ) pebbles on the graph
for Ω(N ) steps or that the pebbling strategy pays a


penalty of Ω(N 2− ) at least Ω N
=
Ω(N
) times. In either case the cumulative pebbling
k
2
cost will be Ω(N ).
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One of our building blocks is the “grates” construction of Schnitger [30] who, for any
 > 0, showed how to construct a constant indegree DAG G that is (e, d)-depth robust graph
with e = Ω(N ) and d = Ω(N 1− ). Our second building block is the superconcentrator [28, 26]
graph. By overlaying the DAG G with a superconcentrator, we can spread out the datadependent edges on the top layer of our graph to ensure that (with high probability) advancing
a pebble 2k = O (N  ) steps on the top layer starting from a pebbling configuration with o(N )
pebbles on the graph requires us to repebble an (e, d)-depth robust graph with e = Ω(N ) and
d = Ω(N 1− ). This is sufficient since Alwen et al. [5] showed that the cumulative pebbling
cost of any (e, d)-depth robust graph is at least ed.

Open Question
We emphasize that we only show that any dynamic pebbling strategy for our k-restricted
dynamic graph has cumulative cost Ω(N 2 ). This is not quite the same as showing that our
dMHF has CMC Ω(N 2 ) in the parallel random oracle model. For static graphs, we know that
the CMC of an iMHF is captured by the cumulative pebbling cost of the underlying DAG [7].
We take the dynamic pebbling lower bound as compelling evidence that the corresponding
MHF has maximum cumulative memory cost. Nevertheless, proving (or disproving) that
the CMC of a dMHF is captured by the cumulative cost of the optimal dynamic pebbling
strategy for the underlying dynamic graph is still an open question that is outside the scope
of the current work.

ciMHF Implementation Through Shuffling
The only problem is that the above k-restricted dynamic graph is actually a data-dependent
construction; once the input x is fixed, the memory access patterns of the above construction
is completely deterministic! Thus a side-channel attacker that obtains a memory access
pattern will possibly be able to distinguish between future inputs. Our solution is to have
a hidden random key K for each separate evaluation of the password hash. The hidden
random key K does not alter the hash value of x in any manner, so we emphasize that
there is no need to know the value of the hidden key K to perform computation. However,
each computation using a separate value of K induces a different memory access pattern, so
that no information is revealed to side-channel attackers looking at locations of read/write
instructions.
Let L be a set of the last N consecutive nodes from our previous graph construction,
which we suppose is called G0 . We form G by appending a path of length N to the end of
G0 . We introduce a gadget that partitions the nodes in L into blocks B1 , B2 , . . . , BN/k of
size k each. We then enforce that for i ∈ [N ] and j = i mod k, the ith node in the final N
nodes of G has a parent selected uniformly at random from Bj+1 , depending on the input
x. Thus to compute the label of i, the evaluation algorithm should know the labels of all
nodes in Bj+1 .
We allow the evaluation algorithm to manipulate the locations of these labels so that the
output of the algorithm remains the same, but each computation induces a different memory
access pattern. Specifically, the random key K induces a shuffling of the locations of the
information within each block of the block partition gadget. Thus if the size of each block
is sufficiently large, then with high probability, two separate computations of the hash for
the same password will yield distinct memory access patterns, effectively computationally
data-independent. Then informally, a side-channel attacker will not be able to use the
memory access patterns to distinguish between future inputs.
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In fact, this approach works for a general class of graphs satisfying a property that we
call “amenable to shuffling”. We characterize the properties of the dynamic graphs that
are amenable to shuffling in Section 5 and show that k-restricted dynamic graphs that
are ameanble to shuffling can be used in the design of MHFs to yield computationally
data-independent sequential evaluation algorithms.
I Theorem 2. For each DAG G that is amenable to shuffling, there exists a computationally
data-independent sequential evaluation algorithm computing a MHF based on the graph G
that runs in time O (N ). (Informal, see Theorem 24.)
We believe that our techniques for converting graphs that are amenable to shuffling to ciMHFs
may be of independent interest.
Finally, we provide a version of our dMHF with Ω(N 2 ) cumulative memory complexity
that is amenable to shuffling. Combining this maximally hard k-restricted dMHF using a
DAG that is amenable to shuffling with Theorem 2, we obtain a maximally hard ciMHF.
I Theorem 3. Let 0 <  < 1 be a constant and k = Ω(N  ). Then there exists a family G of
k-restricted graphs with cc(G) = Ω(N 2 ) that is amenable to shuffling.
We prove Theorem 3 in Section 6, introducing the necessary formalities for computationally
data-independent memory hard functions and the underlying systems model. Our results in
Theorem 1 and Theorem 3 almost completely characterize the spectrum of k-restricted graphs.
In fact, for a graph G drawn uniformly at random from our distribution G in Theorem 3
and any pebbling strategy S, not only do we have E [cc(S, G)] = Ω(N 2 ), but we also have
G∼G

cc(S, G) = Ω(N 2 ) with high probability.

2

Preliminaries

We use the notation [N ] to denote the set {0, 1, . . . , N − 1}. For two numbers x and y, we
use x ◦ y to denote their concatenation.
Given a directed acyclic graph (DAG) G = (V, E) and a node v ∈ V , we use parentsG (v) =
S
{u : (u, v) ∈ E} to denote the parents of node v. We use ancestorsG (v) = i≥1 parentsiG (v)
to denote the set of all ancestors of v – here, parents2G (v) = parentsG (parentsG (v)) and
i
parentsi+1
G (v) = parentsG parentsG (v) . We use indeg(v) = |parents(v)| to denote the number
of incoming edges into v and define indeg(G) = max indeg(v). Given a set S ⊆ V , we use
v∈V

G − S to refer to the graph obtained by deleting all nodes in S and all edges incident to S.
We use depth(G) to denote the number of nodes in the longest directed path in G.
I Definition 4. A DAG G = (V, E) is (e, d)-reducible if there exists a subset S ⊆ V of size
|S| ≤ e such that any directed path P in G of length d contains at least one node in S. We
call such a set S a depth-reducing set. If G is not (e, d)-reducible, then we say that G is
(e, d)-depth robust.
For a DAG G = (V = [N ], E), we use G≤i to denote the subgraph of G induced by [i].
In other words, G≤i = (V 0 , E 0 ) for V 0 = [i] and E 0 = {(a, b) ∈ E | a, b ≤ i}.

The Parallel Random Oracle Model
We review the parallel random oracle model (pROM), as introduced by Alwen and Serbinenko [7]. There exists a probabilistic algorithm AH that serves as the main computational
unit, where AH has access to an arbitrary number of parallel copies of an oracle H sampled
uniformly at random from an oracle set H and proceeds to do computation in a number of
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rounds. In each round i, AH maintains a state σi along with initial input x. AH determines a
batch of queries qi to send to H, receives and processes the responses to determine an updated
state σi+1 . At some point, AH completes its computation and outputs the value AH (x).


We say that AH computes a function fH on input x with probability  if Pr AH (x) = fH ≥
, where the probability is taken over the internal randomness of A. We say that AH uses
t running time if it outputs AH (x) after round t. In that case, we also say AH uses space
Pt
Pt
H
makes q queries if i=1 ≤ q.
i=1 |σi | and that A

The Ideal Cipher Model
In the ideal cipher model (ICM), there is a publicly available random block cipher, which has
a κ-bit key K and an N bit input and output. Equivalently, all parties, including any honest
parties and adversaries, have access to a family of 2κ independent random permutations of
[N ]. Moreover for any given key K and x ∈ [N ], both encryption Enc(K, x) and decryption
Dec(K, x) queries can be made to the random block cipher.

Graph Pebbling
The goal of the (black) pebbling game is to place pebbles on all sink nodes of some input
directed acyclic graph (DAG) G = (V, E). The game proceeds in rounds, and each round i
consists of a number of pebbles Pi ⊆ V placed on a subset of the vertices. Initially, the graph
is unpebbled, P0 = ∅, and in each round i ≥ 1, we may place a pebble on v ∈ Pi if either
all parents of v contained pebbles in the previous round (parents(v) ⊆ Pi−1 ) or if v already
contained a pebble in the previous round (v ∈ Pi−1 ). In the sequential pebbling game, at
most one new pebble can be placed on the graph in any round (i.e., |Pi \Pi−1 | ≤ 1), but this
restriction does not apply in the parallel pebbling game.
k
We use PG to denote the set of all valid parallel pebblings of a fixed graph G. The
k
cumulative cost of a pebbling P = (P1 , . . . , Pt ) ∈ PG is the quantity cc(P ) := |P1 | + . . . + |Pt |
that represents the sum of the number of pebbles on the graph during every round. The
(parallel) cumulative pebbling cost of the fixed graph G, denoted cc(G) := minP ∈P k cc(P ), is
G
the cumulative cost of the best legal pebbling of G.
I Definition 5 (Dynamic/Static Pebbling Graph). We define a dynamic pebbling graph as a
distribution G over directed acyclic graphs G = (V = [N ], E) with edges E = {(i − 1, i) : i ≤
N } ∪ {(r(i), i) : i ≤ N }, where r(i) < i − 1 is a randomly chosen directed edge. We say that
an edge (r(i), i) is dynamic if r(i) is not chosen until a black pebbled is place on node i − 1.
We say that the graph is static if none of the edges are dynamic.
We now define a labeling of a graph G.
I Definition 6. Given a DAG G = (V = [N ], E) and a random oracle function H : Σ∗ → Σw
over an alphabet Σ, we define the labeling of graph G as LG,H : Σ∗ → Σ∗ . In particular,
given an input x the (H, x) labeling of G is defined recursively by
(
H(v ◦ x),
indeg(v) = 0
LG,H,x (v) =
H (v ◦ LG,H,x (v1 ) ◦ · · · ◦ LG,H,x (vd )) , indeg(v) > 0,
where v1 , . . . , vd are the parents of v in G, according to some predetermined lexicographical
order. We define fG,H (x) = LG,H,x (s1 ) ◦ . . . ◦ LG,H,x (sk ), where s1 , . . . , sk are the sinks of
G sorted lexicographically by node index. If there is a single sink node sG then fG,H (x) =
LG,H,x (sG ). We omit the subscripts G, H, x when the dependency on the graph G and hash
function H is clear. For a distribution of dynamic graphs G, we say fG,H (x) = fG,H (x) once
a dynamic graph G has been determined from the choice of H and x.
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For a node i, we define PotentialParents(i) to be set Yi of minimal size such that Pr [r(i) ∈ Yi ] =
1. We now define k-restricted dynamic graphs, which can characterize both dMHFs and
iMHFs.
I Definition 7 (k-Restricted Dynamic Graph). We say that a dynamic pebbling graph G is
k-restricted if for all i, PotentialParents(i) ≤ k.
Observe that k = 1 corresponds to an iMHF while k = N corresponds to a dMHF. Hence,
k-restricted dynamic graphs can be viewed as spectrum between dMHFs and iMHFs.
We define the cumulative cost of pebbling a dynamic graph similar to the definition of
cumulative cost of pebblings on static graphs. We first require the following definition of a
dynamic pebbling strategy:
I Definition 8 (Dynamic Pebbling Strategy). A dynamic pebbling strategy S is a function
that takes as input
(1) an integer i ≤ N
(2) an initial pebbling configuration P0i ⊆ [i] with i ∈ P0i
(3) a partial graph G≤i+1
The output of S(i, P0i , G≤i+1 ) is a legal sequence of pebbling moves P1i , . . . , Prii that will be
used in the next phase, to place a pebble on node i + 1, so that i + 1 ∈ Prii ⊆ [i + 1]. Given
G ∼ G we can abuse notation and write S(G) for the valid pebbling produced by S on the graph
G i.e., P10 , . . . , Pr00 , P11 , . . . , Pr11 , . . . , PrN1 −1 , . . . , PrNN−1
. Here, P1i , . . . , Prii = S(i, P0i , G≤i+1 )
−1
i
i−1
0
where P0 = Pri−1 and for i = 1 we set P0 = ∅.
We thus define cc(S, G) to the pebbling cost of strategy S when we sample a dynamic
graph G and cc(S, G) = E [cc(S, G)]. Finally, we define cc(G) = minS cc(S, G), where
G∼G

the minimum is taken over all dynamic pebbling strategies S. More generally, we define
cc(S, G, δ) = max{k : Pr [cc(S, G) ≥ k] ≥ 1 − δ}. Fixing δ to be some negligible function
G∈G

of N , we can define ccδ (G) = minS cc(S, G, δ).

3

General Attack Against k-Restricted Graphs

In this section, we describe a general attack against
k-restricted graphs. We show that the

attack incurs cost o(N 2 ) for k = o N 1/ log log N , proving that there is no maximally memory
hard k-restricted graph for small k.
We first require the following formulation of Valiant’s Lemma, which shows the existence
of a subroutine Valiant(G, e, d) to find a depth-reducing set S of size at most e within a graph
ηδN
N
G, for e = log(N
)−η and d = 2η , where η > 0.
I Lemma 9 (Valiant’s Lemma). [32] For any DAG G = (V, E) with N nodes, indegree
δ, and η > 0, there exists an efficient algorithm Valiant(G, e, d) to compute a set S of size
ηδN
N
|S| ≤ e := log(N
)−η such that depth(G − S) ≤ d := 2η .
The high level intuition of the generic attack is as follows. By Valiant’s Lemma (Lemma 9),
ηδN
N
G ∼ G is (e, d)-reducible for e = log(N
)−η and d = 2η . We will construct a dynamic
pebbling strategy A that for all times t, maintains a depth-reducing set St such that
depth(Gt − St ) ≤ d, where Gt is the portion of G revealed after running A for time t,
St
Gt = G≤i for i = 1 + max j=1 Pj , where each Pj ⊆ [N ] represents the set of pebbled
nodes during round j. Observe that for any i, G≤i is (e, d)-reducible and hence Gt is also
(e, d)-reducible for all times t. Thus, the depth reducing set St has size at most e for all
times t and can be computed by a subroutine Valiant, by Lemma 9. We now describe how A
maintains this depth-reducing set through a series of light phases and balloon phases.

M. H. Ameri, J. Blocki, and S. Zhou

36:9

We first set a parameter g that we will eventually optimize. The goal of each light phase
i is to pebble the next g nodes that have yet to be revealed. That is, if xi is the largest node
for which A has placed a pebble at some point prior to light phase i, then the goal of light
phase i is to pebble the interval [xi + 1, xi + g]. To begin light phase i at some time ti , we
require that (PotentialParents([xi + 1, xi + g]) ∪ Sti ) ⊆ Pti for some depth-reducing set Sti of
size at most e, such that depth(Gti − Sti ) ≤ d. Once this pre-condition is met, then light
phase i simply takes g steps to pebble [xi + 1, xi + g], since pebbles are already placed on
PotentialParents([xi + 1, xi + g]). Hence, the post-condition of light phase i at some time ui
is pebbles on the node xi + g and some depth-reducing set Sui of size at most e, such that
depth(Gui − Sui ) ≤ d.
The goal of each balloon phase i is to place pebbles on all revealed nodes of the graph, to
meet the pre-condition of light phase i + 1. To begin balloon phase i at some time ri , we first
have a necessary pre-condition that pebbles are placed on some depth-reducing set Sri of
size at most e such that depth(Gri − Sri ) ≤ d. Once this pre-condition is met, then balloon
phase i simply takes d steps to pebble the entire graph Gri , meeting the post-condition of
balloon phase i.
We now formally prove the cumulative memory complexity of the attack in Algorithm 1.
I Theorem 10. Let G be any family of k-restricted dynamic graphs with constant indeg(G).
Then


p
N2
cc(G) = O
+ N 2−1/2 log log N k 1−1/ log log N .
log log N
Proof. We analyze the cost of the pebbling strategy of Algorithm 1. Since G is drawn from a
distribution of k-restricted dynamic graphs, then for any node xi , r(xi ) must be one of at most
k labels. Thus for any consecutive g nodes, |PotentialParents([xi + 1, xi + g])| ≤ gk. Hence it
suffices to keep gk pebbles on the set of potential parents PotentialParents([xi + 1, xi + g]) to
pebble the interval [xi + 1, xi + g], as well as a depth-reducing set of size at most e, for each
of the g steps during light phase i. On the other hand, balloon phase i takes d steps, each of
which trivially contains at most N pebbles.
A proceeds using Ng total rounds of light and balloon phases, by pebbling g consecutive


nodes at a time. Therefore, the total cost of the attack is O N gk + N e + Ng · dN , where
the first and second terms originate from the cost of the light phases and the third term
ηδN
results from the cost of the balloon phases. Since we set e = log(N
d = 2Nη from
)−η and 

ηδN 2
N3
Valiant’s Lemma (Lemma 9) so that the total cost is O log(N
)−η + N gk + 2η g . By setting

q 
N 2 ηδ
log k+log N −log δ
k
2
g = √N
,
the
total
cost
is
O
+
N
,
log N −η
2η . Finally, by setting η =
log log N
k2η


√
2
the total cost is O logNlog N + N 2−1/2 log log N k 1−1/ log log N .
J
Note that if k = o(N 1/ log log N ), then cc(G) = o(N 2 ).
I Corollary 11. Let G be any k-restricted dynamic graph with k = o(N 1/ log log N ) and
constant indegree. Then cc(G) = o(N 2 ).
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Algorithm 1 Generic pebbling strategy against dynamic DAG G.

Input: An integer i, an initial pebbling configuration P0i ⊆ [i] with i ∈ P0i , a partial graph
G≤i+1 , and parameters d, e, g.
Output: A legal pebbling of G≤i+1 .
1: invariant ← True
2: if i (mod g) ≡ 0 and depth(G≤i+1 − P0i ) > d then
3:
invariant ← False
4: else if depth(G≤i+1 − P0i ) > d or {i} ∪ PotentialParents([i + 1, i + g]) 6⊆ P0i then
5:
invariant ← False
6: if invariant then
. If pre-conditions met.
7:
if i (mod g) ≡ 0 then
. Balloon phase
8:
for j = 1 to j = d do
i
9:
Pji = Pj−1
∪ Dj , where Dj are the nodes at depth d from P0i .
10:
11:
12:

i
Pd+1
= Valiant(G≤i , e, d) ∪ PotentialParents([i + 1, i + g]).
else
P1i = P0i ∪ {i + 1}.

13: else
14:
15:

4

. See Lemma 9
. Light phase

. If pre-conditions not met.

for j = 1 to j = i + 1 do
i
Pji = Pj−1
∪ {j}.

k-Restricted Graphs with high CMC

In this section, we describe a construction of k-restricted graphs with high cumulatively
memory complexity that builds into our ultimate ciMHF implementation. We first describe
the block partition extension gadget, which requires an input graph G and outputs a family
of k-restricted dynamic graphs. However, naïvely choosing the input graph G does not yield
a construction with high CMC.
Intuitively, the block partition extension gadget takes the last N nodes of G and partitions
them into N
k blocks of k nodes each. The gadget then creates N more nodes in a path, such
that a parent r(j) of node j in this path is drawn uniformly at random from block i, where
i = j (mod N
k ). The intuition is that by drawing parents uniformly at random from each
block in round robin fashion, we encourage an algorithm to keep Ω(N ) nodes on the graph
for Ω(N ) steps. Of course, the graph could always maintain o(n) pebbles on the graph and
repebble when necessary, but we can discourage this strategy by making the repebbling
procedure as expensive as possible.
A first attempt would be to choose a highly depth-robust graph G, such as a grates graph,
which informally has long paths of length Ω(N 1− ) for any constant 0 <  < 1, even when
Ω(N ) nodes are removed from G. Thus if an algorithm does not maintain Ω(N ) pebbles on
the graph, the repebbling strategy costs at least Ω(N 2− ). Although this is a good start,
this does not quite match the Ω(N 2 ) CMC of various dMHFs. We defer full discussion of
how to increase the CMC to Ω(N 2 ) to later in this section.
Instead, we first define a specific way to obtain a k-restricted dynamic graph given a
graph G with N nodes and a parameter k.
I Definition 12 (Block Partition Extension). Given a DAG G = (V = [αN ], E) with αN
nodes containing a set of O = [(α − 1)N + 1, αN ] output nodes of size
 N and a parameter
k, let Oi = [(α − 1)N + 1 + ik, (α − 1)N + (i + 1)k] for i ∈ N
so that {Oi } forms a
k
partition of O. We define the block partition extension of G, denoted BlockPartitionk (G), as

M. H. Ameri, J. Blocki, and S. Zhou

36:11

a distribution of graphs GG,k . Each graph G0 sampled from G has vertices V 0 = [(α + 1)N ]
and edges E 0 = E ∪ F , where F is defined as the edges (i − 1, i) and (r(i), i) for each
i ∈ [αN + 1, (α + 1)N ], where r(i) is drawn uniformly at random from Oi mod N .
k

An example of the block partition extension is given in Figure 1.
1 2

...

Block 1

k

...

...
...

Block 2

...
Block

N
k

...
Figure 1 Parent r(i) is drawn uniformly at random from the nodes partitioned to each block.

Our ultimate construction also requires the use of superconcentrator graphs, defined as
follows:
I Definition 13. A graph G with O (N ) vertices is a superconcentrator if there exists an
input set I and an output set O with |I| = |O| = N such that for all S1 ⊆ I, S2 ⊆ O with
|S1 | = |S2 | = k, there are k node disjoint paths from S1 to S2 .
It is known that there exists superconcentrators with |I| = |O| = N , constant indegree and
O (N ) total nodes [28, 26]. We now show that a set Y , which contains more nodes than a
set S of removed nodes, has at least N − |S| ancestors in G − S.
I Lemma 14. Given a superconcentrator G with N input nodes I and N output nodes O,
let S and Y ⊆ O be sets of nodes with |S| < |Y |. Then |I ∩ ancestorsG−S (Y )| ≥ N − |S|.
Proof. Let X ⊆ I be the last |Y | nodes of I. Since G is a superconcentrator, then G contains
at least |Y | node disjoint paths between X and Y . Since |S| < |Y |, then one of these paths
from X to Y that does not intersect S. Thus, X contains some ancestor of Y in G − S and
in fact by considering the paths associated with decreasing order of nodes in X, it follows
that |I ∩ ancestorsG−S (Y )| ≥ N − |S|.
J
We require the use of grates graphs {gratesN, }∞
N =1 [30]. For each constant  > 0 and
each N ≥ 1 the graph gratesN, = (VN , EN, ) has O (N ) nodes and constant indegree
indeg(gratesN, ) = O (1). Moreover, the graph gratesN, contains source nodes IN ⊂ VN and
N sinks ON ⊂ VN . Given a set S ⊆ VN of deleted nodes we say that an output node y ∈ ON
is c-good with respect to S if IN ∩ ancestorsgratesN, −S (y) ≥ cN i.e., for at least cN input
nodes x ∈ IN the graph gratesN, − S still contains a path from x to y. The grates graph
contains several properties summarized below.
I Theorem 15. [30] For each  > 0 there exist constants γ, c > 0 such that for all N ≥ 1
the graph gratesN, is (γN, cN 1− )-depth robust. Furthermore, for each set S ⊆ VN of size
|S| ≤ γN at least cN output nodes are still c-good with respect to S. Formally,
|{x ∈ O : |IN ∩ ancestorsG−S (x)| ≥ cN }| ≥ cN .
We require the use of graph overlays, defined as follows:
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G1

G

G2
Figure 2 An example of a graph overlay overlay(G1 , G, G2 ).

I Definition 16 (Graph overlays). Given a DAG H = (V = [N ], E) with sources I =
{1, . . . , n1 } and sinks O = {N − n2 + 1, . . . , N }, a DAG G1 = (V1 = [n1 ], E1 ), and a DAG
G2 = (V2 = [n2 ], E2 ), we define:
(1) the graph overlay G0 = overlay(G1 , H, G2 ) by G0 = ([N ], E 0 ), where (i, j) ∈ E 0 if and
only if (i, j) ∈ E or (i, j) ∈ E1 or (i + N − n2 , j + N − n2 ) ∈ E2
(2) the superconcentrator overlay of an N node DAG G by superconc(G) = overlay(G, SCN ,
LN ), where SCN is a superconcentrator with N input (sources) and output (sinks) nodes
and LN is the line graph of N nodes
(3) the grates overlay of an N node DAG G by grates (G) = overlay(G, gratesN, , LN ).
An example of a graph overlay is displayed in Figure 2.
We describe a preliminary attempt at a ciMHF construction in Figure 3. At a high level,
the construction consists of four components. The first component is a grates graph G1 with N
nodes. The second component is a superconcentrator overlay with O (N ) nodes, including N
input nodes and N output nodes, so that G2 = superconc(G1 ). The third component consists
of a grates overlay with O (N ) nodes including N output nodes, so that G3 = grates (G2 ).
The N output nodes of G3 are partitioned into N
k blocks, each with k nodes, in preparation
for a block partition extension in the final component. Namely, the fourth component consists
of a k-restricted graph with N nodes, so that G4 = BlockPartitionk (G3 ).
Sampling Algorithm, for k = Ω(N  ):
(1) G1 = gratesN,
(2) G2 = superconc(G1 )
(3) G3 = grates (G2 )
(4) G4 ∼ BlockPartitionk (G3 )

Figure 3 First attempt at ciMHF. Each parent r(i) is randomly chosen from the labels in specific
block corresponding to i.

The intuition for the Ω(N 2 ) cumulative pebbling complexity is as follows. Suppose there
exists a time tbad with a “small” number of pebbles on the graph. Then with high probability,
N
walking a pebble s = 4k
steps on the final layer of the graph will require some number of
output nodes of the grates graph to be repebbled. Again with high probability, repebbling
one of these output nodes requires a large number of input nodes of the grates graph to be
repebbled. These input nodes are the output nodes of the superconcentrator at the second
layer. The superconcentrator property then implies that Ω(N ) nodes of the grates graph
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on the first layer will need to be repebbled. For a grates graph that is (Ω(N ), Ω(N 1− ))depth robust, this cost is at least Ω(N 2− ) every s steps. Thus, the total cost is at least
min Ω(N 2 ), kΩ(N 2− ) , which is just Ω(N 2 ) for k = Ω(N  ).
We now show that our construction in Figure 3 has cumulative memory complexity
Ω(N 2 ).
I Theorem 17. Let G be drawn from the distribution of k-restricted graphs in Figure 3, for
k = Ω(N  ). There exist constants c1 > 0 and c2 ∈ (0, 1) such that for any dynamic pebbling
strategy S,


N/k
Pr cc(S, G) > c1 N 2 ≥ 1 − c2 .
G

Proof. Let αN be the total number of nodes in G3 so that the total number of nodes in G is
(α + 1)N . Let x, y ∈ (0, 1) be constants such that the grates graph G1 is (xN, yN 1− )-depth
robust. By Theorem 15, there exist constants 0 < c < x2 and 0 < γ < c such that for any set
S with |S| ≤ γN , at least cN nodes in the output nodes of G3 are c-good with respect to S.
For each node i, let ti be the first time that node i is pebbled. Suppose there exists a time
tbad with ti ≤ tbad < ti+1 such that there are |Ptbad | < γN
4 pebbles on the graph.
For a node j in the output set [(α − 1)N, αN ] of G3 , we call an index j a costly index if
j is c-good with respect to Ptbad and let COSTLY be the set of costly indices. Note that if
a node i ∈ COSTLY, then by definition i ∈
/ Ptbad . By Theorem 15 and the observation that
|Ptbad | < γN
,
there
are
at
least
cN
nodes
in
the output set of G3 are c-good with respect to
4
Ptbad , i.e., |COSTLY| > cN . Then for s := N
k , we call j ∈ [i, i + s] a missed costly index if
r(j) ∈
/ Ptbad and let
 r(j)
 ∈ COSTLY.
For each j ∈ N
k , let cj be the number of costly indices in block j of the output set
of G3 , i.e., cj := |COSTLY ∩ [(α − 1)N + (j − 1)k + 1, (α − 1)N + jk]|. Since the parents of
[i, i + s] are exactly one random node from each of the N
k blocks, then the probability p that
no parent of [i, i + s] is a missed costly index is

p :=

N/k 

Y

j=1


N/k
N/k 


X
cj
k
cj 
1−
≤
1−
,
k
N j=1
k

where the inequality holds by the Arithmetic Mean-Geometric Mean Inequality. Since
P
cj = cN , then
N/k
N/k
X cj
k

p ≤ 1 −
≤ (1 − c)N/k .
N j=1 k


Thus with high probability, there will be some missed costly index.
By Lemma 14 and the definition of c-good, any missed costly index requires cN nodes
in the input set of G3 to be repebbled. Since the input set of G3 is connected by a
superconcentrator to the output set of G1 , the cN nodes in the input set of G3 that need
to be repebbled have at least N − cN ancestors in the output set of G1 . Thus, at least
N − cN − |Ptbad | nodes in G1 must be repebbled.
Because G1 is (xN, yN 1− )-depth robust, then G1 − S is (xN − |S|, yN 1− )-depth robust
for any set S. Moreover, the cost to pebble G1 − S is at least (xN − |S|)(yN 1− ). In
particular, if G1 − S is the set of nodes in G1 must be repebbled, then it costs at least
cN
xN
(xN − cN − |Ptbad |)(yN 1− ) to repebble G1 − S. Since c < x2 and |Ptbad | < γN
4 < 4 < 8 ,
3xy
then the cost is at least 8 N 2− .
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γN
Hence to pebble an interval [i, i + s] with s = N
k , either 4 pebbles are kept on the graph
N
for all s = k steps or if we at any point in time j ∈ [i, i + s] we have |Pj | ≤ γN/4 then (whp)
2−
an the pebbling algorithm incurs cost 3xy
to repebble the graph during the next s steps
8 N
[j, j + s]. By partitioning the last N nodes of the
 graph G into kdisjoint intervals of length
N
k,

it follows that the total cost is at least min

γN 2 3
2−
4 , 16 xykN

. Thus for k = Ω(N  ), the

total cost is Ω(N 2 ) with high probability.

J

I Corollary 18. Let G be drawn from the distribution of k-restricted graphs in Figure 3, for
k = Ω(N  ). Then cc(G) = Ω(N 2 ).

5

k-Restricted Graphs: Amenable to Shuffling

In this section, we introduce a useful property for certain dynamic graphs: amenable
to shuffling. In Section 6, we will describe computationally data-independent evaluation
algorithms for evaluating memory hard function based on dynamic graphs that are amenable
to shuffling.

5.1

Characterization of Dynamic Graphs Amenable to Shuffling

We first describe the properties of dynamic graphs that are amenable to shuffling. Recall
that for a node i, we define PotentialParents(i) to be set Yi of minimal size such that
Pr [r(i) ∈ Yi ] = 1, where r(i) < i − 1 is randomly chosen so that the directed edge (r(i), i) is
in the dynamic graph.
I Definition 19 (Amenable to Shuffling). Let G be a DAG with αN nodes for some constant
α > 1 and let L be the last N nodes of G. Suppose that L can be partitioned into N
k groups
G1 , . . . , G N such that
k
 
(1) Uniform Size of Groups: |Gi | = k for all i ∈ N
k .
(2) Large Number of Potential Parents: For each v ∈ L, |PotentialParents(u)| = k.
(3) Potential Parents not in L: For each v ∈ L, PotentialParents(u) ⊆ [(α − 1)N ]
N 
For all i
∈
and
(4) Same Potential Parents for Each Group:
k
u, v ∈ Gi , PotentialParents(u) = PotentialParents(v).
 
(5) Different Potential Parents for Different Groups: For all i, j ∈ N
k with i 6= j, let u ∈ Gi
and v ∈ Gj . Then PotentialParents(u) ∩ PotentialParents(v) = ∅.
 
(6) No Collision for Parents: For each i ∈ N
k , define the event UNIQUE
 be the event
 i to
that r(u) 6= r(v) for all u, v ∈ Gi . Then Pr [UNIQUEi ] = 1 for all i ∈ N
k .
(7) Data-Independency: The subgraph induced by the first (α − 1)N nodes is a static graph.
Then we call G amenable to shuffling.
We shall show in Theorem 24 in Section 6 that dynamic graphs that are amenable to shuffling
can be used for memory hard functions with computationally data-independent evaluation
algorithms. We now describe a version of Figure 3 that is amenable to shuffling.

5.2

Version of Construction Amenable to Shuffling

To ensure that there does not exist i =
6 j such that r(i) = r(j), we slightly modify the
construction of block partition extensions to the concept of a collision-resistant block partition
extension. For the sake of presentation, note that we use 2N output nodes in G in the
following definition.
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I Definition 20 (Collision-Resistant Block Partition Extension). Given a DAG G = (V =
[αN ], E) with αN nodes containing a set of O = [(α − 2)N + 1, αN ] output nodes of size 2N
and a parameter k, let Oi = [(α − 2)N + 1 + 2ik, (α − 2)N + 2(i + 1)k] for i ∈ N
k so that
{Oi } forms a partition of O. We define the collision-resistant block partition extension of G,
denoted CR − BlockPartitionk (G), as a distribution of graphs GG,k . Each graph G0 sampled
from G has vertices V 0 = [(α + 1)N ] and edges E 0 = E ∪ F , where F is defined as the edges
(i − 1, i) and (r(i), i) for each i ∈ [αN + 1, (α + 1)N ], where r(i) is defined as follows:
(1) Let Enc be the family of all permutations of [2k], so that for each fixed j,
{Enc(j, `)}`∈[2k] = [2k] .
(2) For each i ∈ [αN + 1, (α + 1)N ], let j = i mod N
k and define 1 ≤ p ≤ k to be the unique
N
integer such that i = k (p − 1) + αN i + j. Then we define r(i) = (α − 2)N + 1 + 2jk +
Enc(x ◦ j, p), so that r(i) ∈ Oj .
Observe that the collision-resistant block partition extension is a gadget that yields a dMHF,
since the parent function r(i) has the key x ◦ j to its permutation function Enc. Hence, the
underlying dynamic graph differs across different input values x.
Then our construction of the ciMHF appears in Figure 4 and Figure 5. As before, the
construction consists of four layers. The first layer consists of a grates graph with 2N
nodes, G1 = grates2N, . The second layer consists of a superconcentrator overlay with O (N )
nodes with 2N input nodes and 2N output nodes, so that G2 = superconc(G1 ). The third
layer consists of a grates overlay with O (N ) nodes including 2N output nodes, so that
G3 = grates (G2 ). The 2N output nodes of G3 are partitioned into N
k blocks, each with 2k
nodes, which allows the final layer to be a 2k-restricted grpah. In particular, the fourth layer
uses a collision-free block partition extension rather than the block partition extension of
Figure 3.
Sampling algorithm, for k = Ω(N  ):
(1) G1 = grates2N,
(2) G2 = superconc(G1 )
(3) G3 = grates (G2 )
(4) G4 ∼ CR − BlockPartitionk (G3 )

Figure 4 Second attempt at ciMHF. Each parent r(i) is chosen by a permtuation of the labels in
specific block corresponding to i. The underlying graph is visualized in Figure 5.

We now show that the construction of Figure 4 has cumulative cost Ω(N 2 ) with high
probability. The proof is almost verbatim to Theorem 17 except that the graph overlays now
have 2N input and output nodes.
I Theorem 21. Let 0 <  < 1 be a constant and k = Ω(N  ). Let G be drawn from the
distribution of 2k-restricted graphs in Figure 4. There exist constants c1 > 0 and c2 ∈ (0, 1)
such that for any dynamic pebbling strategy S,


N/k
Pr cc(S, G) > c1 N 2 ≥ 1 − c2 .
G∈G

I Corollary 22. Let G be drawn from the distribution of 2k-restricted graphs in Figure 4,
for k = Ω(N  ). Then cc(G) = Ω(N 2 ).
Finally, we observe that the construction of Figure 4 is amenable to shuffling since it satisfies
the properties of Definition 19.
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...
grates
...
superconc
...
grates
...
CR − BlockPartition
...
Figure 5 Final construction of Figure 4.

6

Implementation of ciMHF

In this section, we describe how to implement our construction in a way that is computationally
data-independent. We first formalize the notion of computationally data-independent and
then describe the system model we utilize.

6.1

Computationally Data-Independent MHF (ciMHF) and Systems
Model

We define the security of a computationally data-independent memory hard function in terms
of the following game: a side-channel attacker A selects two inputs x0 , x1 and sends these
inputs to an honest party H. We first require the following definition of leakage patterns.

Leakage Pattern
We define the leakage pattern of an evaluation algorithm MHF.Eval by the sequence of request
and store instructions made in each round. Specifically, in each round r, an attacker can
observe from the leakage pattern the blocks of memory to be loaded into cache, as requested
by MHF.Eval. Let i = (i1 , . . . , im ) be the sequence of locations of all blocks requested by
MHF.Eval in a particular round r through some command load(i). If i is completely contained
in cache, then no events will be observed by the attacker. Otherwise, if i is not completely
contained in cache, we use requestr to denote the locations of the blocks in memory, as well
as their sizes, requested by MHF.Eval in round r. Similarly, we use storer to denote the
locations of the blocks, as well as their sizes, stored into memory by MHF.Eval in round
r. We do not allow the attacker to observe the contents of the requested or stored blocks.
Formally, the leakage pattern LP is the information {(requestr , storer )}tr=1 and is dependent
on the algorithm MHF.Eval, random oracle H, internal randomness R, and input value x.
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Computationally Data-Independency Game
H runs a (randomized) evaluation algorithm MHF.Eval on both inputs x0 and x1 , yielding
two leakage patterns LP0 and LP1 , where LPi for i ∈ {0, 1} depends on both the input xi
and the random coins selected during the execution of MHF.Eval. H then picks a random
challenge bit b ∈ {0, 1} and sends LPb , LP1−b to A to simulate a side-channel. The goal
of A is to predict b i.e., match each input with the corresponding leakage pattern. For a
secure ciMHF we guarantee that any PPT side-channel attacker A wins the game with only
negligible advantage over random guessing.
Formally, the game consists of three phases setup, challenge, and guess, which are
described as follows.
Data independency game for ciMHF:
setup In this phase, A selects the security parameter λ and two challenge messages x0
and x1 and sends them to H. Here we assume without loss of generality that the
runtime of the evaluation algorithm MHF.Eval on x0 and x1 are the same.
challenge In this phase, H selects a random bit b ∈ {0, 1} and random coins R0 , R1 ∈
{0, 1}λ uniformly at random and then samples lp0 ← LP(MHF.Eval(x0 ; R0 )) and
lp1 ← LP(MHF.Eval(x1 ; R1 )). H sends the ordered pair (lpb , lp1−b ) to A.
guess After receiving (lpb , lp1−b ), the adversary A outputs b0 as a guess for b. The
adversary wins the game if b = b0 .
The advantage of the adversary to win the game of computationally data independency
of the given MHF is defined as
ind−lp−iMHF
AdvA,MHF
=

1
− Pr[A(x0 , x1 , lpb , lp1−b ) = b0 : b = b0 )] ,
2

where lpi = LP(xi ; MHF.Eval(xi ; Ri )).
I Definition 23 (Computational data independency). An evaluation algorithm MHF.Eval is
computationally data independent if for all non-uniform circuits A = {Aλ }λ∈N , there is a
ind−lp−iMHF
negligible function negl(·) such that AdvA,MHF
< negl(λ).
With the proper random coins, a memory-hard function with an evaluation algorithm that
satisfies the above definition reveals only a negligible amount of information through its
leakage patterns, and we thus call such a function a computationally data-independent
memory hard function.

On the Definition of Computational Data Independency
In section Section 6.2.2 we show that the definition is equivalent to a multi round version of
the game in which the attacker can adaptively select the challenge xi,0 , xi,1 in each round
i ≤ r after observing lpi−1,b , lpi−1,1−b – the memory access patterns from the last round. We
also prove that the two security notions are asymptotically equivalent when the attacker runs
in polynomial time – in terms of concrete security parameters we lose a factor of r (number
of challenge rounds) in the reduction.
We are primarily motivated by the password hashing application where the inputs x0
and x1 come from a small domain, as user selected passwords tend to have low entropy [18].
In practice it is reasonable to assume that r is polynomial i.e., if the user only authenticates
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poly(λ) times then there are at most r = poly(λ) memory access patterns for the attacker to
observe. Assuming that the input domain has size poly(λ) a brute-force attacker cannot use
the leaked memory access pattern on input x to eliminate any candidate password x0 with
high probability, otherwise the attacker could have used the pair x and x0 to win the data
independency game.
However, in settings where the input domain is very large and r is super-polynomial it will
be better to adopt a concrete security definition (see Section 6.2.2). The asymptotic definition
in Definition 23 does not definitively rule out the possibility that an attacker can substantially
narrow the search space after many (super-polynomial) side channel attacks. For example,
suppose that the attacker gets to observe lpi ← LP(MHF.Eval(x; Ri )) for i = 1, . . . , 2λ , i.e.,
ind−lp−iMHF
2λ independent evaluations of MHF on secret input x. Supposing that AdvA,MHF
= 2−λ
2λ
and that the input domain for MHF has size 2 , it is possible that each lpi allows the attacker
ind−lp−iMHF
to eliminate a random subset of AdvA,MHF
× 22λ = 2λ candidate inputs, allowing the
λ
attacker to find x after just O λ2 examples. However, in practice it will usually be
reasonable to assume that the attacker gets to observe lpi a polynomial number of times i.e.,
the honest party will execute LP(MHF.Eval(x; Ri )) at most poly(λ) times.

Memory Architecture Assumptions
We consider a tiered random access memory architecture with main memory (RAM) and
working memory (cache). We assume that main memory (RAM) is a shared resource with
other untrusted processes, each of which have their own cache. Although the operating
system kernel will enforce memory separation, i.e., only our program has some region of
memory and that other processes cannot read/write to this block, it is also possible that an
untrusted process will be able to infer the memory address of read/write operations in RAM
(due to side-channel effects).
Formally, the system allows programs access to two operations Write(i, x), which takes
an address i within the memory allocated to the program and writes the value x at address
i, and Read(i) which loads the data at location i. When an operation requests memory at
location i, there are two possible outcomes. Either the data item is already in cache or the
data item is not in cache. In the second case, the location of the item in memory is revealed
through the leakage pattern. Hence, the leakage pattern is either ⊥, if the data item is
already in cache, or i, if the data item is not in cache.

Cache Replacement Policy
We now show that our implementation of the dynamic pebbling construction with cumulative
memory cost Ω(N 2 ) is computationally data-independent. In particular, we provide an
evaluation algorithm whose leakage pattern is computationally indistinguishable under each
of the following cache replacement policies:
Least recently used (LRU) This policy tracks the most recent time each item in cache was
used and discards the least recently used items first when cache is full and items need to
be replaced.
First in first out (FIFO) This policy evicts the first item that was loaded into cache, ignoring
how recent or how often it has been accessed.
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ciMHF Implementation

Recall from the definition of a graph labeling in Definition 6 that given a function H and a
distribution of dynamic graphs G, the goal is to compute fG,H (x) for some input x, which
is equivalent to fG,H (x) once the graph G has been determined by the choice of H and
x. In this section, we describe a computationally data-independent implementation of the
construction of Section 5.2.
We implement the first three layers as data-independent components. Namely, the grates
graph G1 , its superconcentrator overlay G2 and the subsequent grates overlay G3 can be
implemented deterministically. Observe that G3 has αN nodes, including 2N output nodes
O that are partitioned into N
O = O1 ∪ . . . ∪ O N , where
k blocks of size 2k each. Specifically
k
 
Oj = [(α − 2)N + 1 + 2jk, (α − 2)N + 2(j + 1)k] for j ∈ N
.
k
As stated in Figure 4, the collision-resistant block partition extension G4 is actually
data-independent, since for each i ∈ [(α − 1)N, αN ], each parent r(i) of i is chosen uniformly
at random from k possible nodes, but the random procedure is independent of the input
x. Hence, the challenge is to implement a computationally data-independent version of
the collision-resistant block partition extension. We demand the input of a key K for each
computation of fG,H (x). The value of fG,H (x) remains the same across all keys K but the
leakage pattern is different for each K.

Data-Dependent Dynamic Graph
For each i ∈ [αN + 1, (α + 1)N ], let j = i mod N
k . To implement a computationally
data-independent version of G4 from Figure 4, we use the value of LG,H,x (i − 1) to select
a previously “unused” node of Oj as the parent r(i) for i that is not i − 1. Here, we say a
node v ∈ Oj is unused if it is not the parent of any node besides v + 1 and i.
Since LG,H,x (i−1) can be viewed as a random integer modulo 2k, we can use LG,H,x (i−1)
(mod 2k) as an input to a permutation with key K to randomly choose the parent of i from
Oj . Observe that i = αN + j is the first time a parent will be selected from Oj . Moreover,
observe that m = LG,H,x (i − 1) (mod 2k) + 1 can be viewed as a random number from [2k]
so we set r(i) = m + (α − 2)N + 1 + 2jk as the mth entry of Oj .
Now if LG,H,x (i − 1) (mod 2k) were all unique across the values of {i|i mod N
k ≡ j},
then there would be no collisions among selections of parents in Oj and we would be done.
However, since these values are not unique, we must do a little more work to avoid collisions,
which would reveal information through leakage patterns about the parents of two nodes
being the same. To ensure there are no collisions in Oj among parents, we store an array
Uj of size 2k for each block Oj . For each 1 ≤ ` ≤ 2k, we initialize Uj [`] = `. The purpose
of the Uj array is to ensure that the nodes of Oj that have already appeared as parents
are at the end of Uj . In the above example when r(i) = m + (α − 2)N + 1 + 2jk, we then
set Uj [m] = 2k and Uj [2k] = m. Then in the next round of selecting a parent from Oj , we
choose uniformly at random from the first 2k − 1 entries of Uj and in general, for the sth
round of selecting a parent from Oj , we choose uniformly at random from the first 2k − s + 1
entries of Uj .
Specifically for some 2 ≤ s ≤ k, consider the sth iteration in which a parent is selected
th
from Oj . That is, for i = αN + j + (s − 1) N
k , the parent r(i) is the s parent among the
nodes of Oj . Observe that m = LG,H,x (i − 1) (mod 2k − s + 1) can be viewed as a random
number from [2k − s + 1] and so Uj [m] is a random entry among the unselected 2k − s + 1
nodes of Oj . We then swap the values of Uj [m] and Uj [2k − s + 1] so that if Uj [m] = a and
Uj [2k − s + 1] = b previously then we set Uj [m] = b and Uj [2k − s + 1] = a. Hence, the
invariant remains that the first 2k − s locations of Uj have been unused.
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Block 1
1 2

...

2k

Enc(1 ◦ K, ·)

...

...

Block 2
...

Block

...

Enc(2 ◦ K, ·)

...

...

Enc

...

N
k

N
k

◦ K, ·



...

...
Figure 6 Parent r(i) is drawn uniformly at random from the nodes partitioned to each block.

Shuffling Leakage Patterns
Finally, we point out that the leakage pattern across all computations of fG,H (x) is still the
same, since we have not actually incorporated the key K in any of the above details. In
summary, the above the description ensures a collision-resistant block partition extension
that is data-dependent, but is still vulnerable to side-channel attacks. Hence, we add a final
element to our implementation that shuffles the locations of each node p ∈ Oj inside Oj .
That is, for each 1 ≤ j ≤ N
k , we use the keyed permutation Enc to store the label of p ∈ Oj in
the location that corresponds to Enc(j ◦ K, p) instead. Thus if r(i) = p ∈ Oj for some node
i, the algorithm must look at the location associated with Enc(j ◦ K, p) to learn the value of
LG,H,x (p). Therefore, the underlying graph G is a dynamic graph that is data-dependent
but the leakage pattern across each computation of fG,H (x) is different due to the choice
of K that shuffles the locations of all labels in each block Oj . A high level example of this
shuffling is shown in Figure 6.
Observe that this shuffling must be done completely in the cache to avoid leaking locations
of labels during the shuffling. Hence, we require cache eviction policies such as the least
recently used (LRU) or first in first out (FIFO) cache eviction policies to ensure that the entire
block Oj will remain in cache as the shuffling is performed. We describe the implementation
in full in Figure 7.

A Note on Oblivious RAM
The complications with the cache eviction policies and shuffling leakage patterns originate from
the necessity of not divulging information in the data-independency game. One reasonable
question is whether these complications can be avoided with other implementations that
conceal the leakage patterns. For example, an algorithm using oblivious RAM (ORAM),
introduced by Goldreich and Ostrovsky [23], reveals no information through the memory
access patterns about the underlying operations performed. Thus, an algorithm using an
ORAM data structure to evaluate a memory hard function would induce a computationally
independent memory hard function, regardless of whether the underlying function is data-
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Computationally data-independent sequential evaluation algorithm MHF.Eval(x; R) to
compute fG,H (x) for any k-restricted dynamic graph G that is amenable to shuffling.
(1) Data-independent phase:
a. Let G be a k-restricted dynamic graph with αN nodes for some constant α > 1
that is amenable to shuffling, L be the last N nodes of G, and H be an arbitrary
hash function.
b. Let K = Setup(1λ ; R) be a hidden random permutation key for each computation
of fG,H (x), given the security parameter λ and random bits R.
c. Recall that the subgraph induced by the first (α − 1)N nodes is a static graph.
Compute the label LG,H,x (v) for each node v ∈ (G − L).
(2) Shuffling phase:
a. Since G is amenable to shuffling, L can be partitioned into groups G1 , . . . , G N
k
 
that satisfy the definition of Definition 19. For each j ∈ N
,
let
O
=
j
k
PotentialParents(G
 N  j ).
b. For each j ∈ k , shuffle the contents of Oj :
i. Let v1 , . . . , vk be the vertices in Oj .
ii. Load the labels LG,H,x (v1 ), . . . , LG,H,x (vk ) into cache.
iii. Shuffle the positions of LG,H,x (v1 ), . . . , LG,H,x (vk ) so that for each p ∈ [k],
LG,H,x (vp ) is in the location that previously corresponded to LG,H,x (vq ), where
q = Enc(j ◦ K, p), where Enc is a keyed pseudorandom permutation of k.
(3) Data-dependentphase:

a. For each j ∈ N
k , initialize an array Uj such that for all 1 ≤ ` ≤ k, Uj [`] = `.
b. For each i = αN + 1 to (α + 1)N :
i. Let j and s be defined so that 1 ≤ s ≤ k and 1 ≤ j ≤ N
k given i =
N
αN + j + (s − 1) k and let m = LG,H,x (i − 1) (mod k − s + 1) + 1.
ii. Set r(i) = Uj [m] + (α − 1)N + 1 + jk so that r(i) ∈ Oj and load LG,H,x (r(i)).
(Recall that the label of r(i) is actually located at the position where the label
of node Enc(j ◦ K, U [m]) was previously located prior to the shuffling.)
iii. Load LG,H,x (r(i)) and LG,H,x (i − 1) and compute LG,H,x (i) = H(i ◦
LG,H,x (r(i)) ◦ LG,H,x (i − 1)).
iv. Let Uj [Uj [m]] = a and Uj [k − s + 1] = b. Then swap the values of Uj at Uj [m]
and k − s + 1 so that Uj [Uj [m]] = b and Uj [k − s + 1] = a.

Figure 7 Description of evaluation algorithm for k-restricted graphs that are amenable to shuffling.
Note that each computation of fG,H (x) requires as input random bits R to generate the leakage
patterns.

dependent or data-independent. [23] describe an oblivious RAM simulator that transforms
any program in the standard RAM model into a program in the oblivious RAM model,
where the leakage pattern is information theoretically hidden, which is ideal for the dataindependency game.
Existing constructions of ORAM protocols such as Path ORAM [31] require amortized
Ω(log N ) bandwidth overhead. Hence given any dMHF and evaluation algorithm running
in sequential time M , we can use ORAM to develop a new evaluation algorithm with a
concealed leakage pattern, running in sequential time N = M log M . However, this
 is2not


ideal because the cumulative memory complexity of the dMHF is O M 2 = O logN2 N .
Viewed in this way,
 the
ciMHF construction is worse than known iMHF constructions that
N2
achieve CMC Ω log
such as DRSample [4, 11]. In fact, even for k-restricted graphs,
N
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we still obtain a blow-up of Ω(log2 K), which is Ω



log2 N
log2 log N



when k = Ω(N 1/ log log N ).

Otherwise for k = o(N 1/ log log N ), our dynamic pebbling attack in Corollary 11 shows that
the CMC is at most o(N 2 ).
Although Boyle and Naor [20] proposed the notion of online ORAM, where the operations
to be performed arrive in an online manner, and observe that the lower bounds of [23] do
not hold for online ORAM, Larsen and Nielsen [25] answer this open question by proving
an amortized Ω(log N ) bandwidth overhead lower bound on the bandwidth of any online
ORAM. Therefore, it does not seem obvious how to use ORAM in the implementations of
maximally hard ciMHFs.

6.2.1

Implementation and Analysis

Hybrid:
(1) Data-independent phase:
a. Let G be a k-restricted dynamic graph with αN nodes for some constant α > 1
that is amenable to shuffling, L be the last N nodes of G, and H be an arbitrary
hash function.
b. Let K = Setup(1λ ; R) be a hidden random permutation key for each computation
of fG,H (x), given the security parameter λ and random bits R.
c. Recall that the subgraph induced by the first (α − 1)N nodes is a static graph.
Compute the label LG,H,x (v) for each node v ∈ (G − L).
(2) Shuffling phase:
a. Since G is amenable to shuffling, L can be partitioned into groups G1 , . . . , G N
k
 
that satisfy the definition of Definition 19. For each j ∈ N
,
let
O
=
j
k
PotentialParents(G
 N  j ).
b. For each j ∈ k , shuffle the contents of Oj :
i. Let v1 , . . . , vk be the vertices in Oj .
ii. Load the labels LG,H,x (v1 ), . . . , LG,H,x (vk ) into cache.
iii. Shuffle the positions of LG,H,x (v1 ), . . . , LG,H,x (vk ) so that for each p ∈ [k],
LG,H,x (vp ) is in the location that previously corresponded to LG,H,x (vq ), where
q = Enc(j ◦ K, p), where Enc is a keyed truly random permutation of k.
(3) Data-dependentphase:

a. For each j ∈ N
k , initialize an array Uj such that for all 1 ≤ ` ≤ k, Uj [`] = `.
b. For each i = αN + 1 to (α + 1)N :
i. Let j and s be defined so that 1 ≤ s ≤ k and 1 ≤ j ≤ N
k given i =
N
αN + j + (s − 1) k and let m = LG,H,x (i − 1) (mod k − s + 1) + 1.
ii. Set r(i) = Uj [m] + (α − 1)N + 1 + jk so that r(i) ∈ Oj and load LG,H,x (r(i)).
(Recall that the label of r(i) is actually located at the position where the label
of node Enc(j ◦ K, U [m]) was previously located prior to the shuffling.)
iii. Load LG,H,x (r(i)) and LG,H,x (i − 1) and compute LG,H,x (i) = H(i ◦
LG,H,x (r(i)) ◦ LG,H,x (i − 1)).
iv. Let Uj [Uj [m]] = a and Uj [k − s + 1] = b. Then swap the values of Uj at Uj [m]
and k − s + 1 so that Uj [Uj [m]] = b and Uj [k − s + 1] = a.

Figure 8 Description of hybrid. Differs from Figure 7 in that the hidden input key is used to
index into the entire family of random permutations, rather than a pseudorandom permutation.
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We require the hybrid in Figure 8 to argue that our implementation of Figure 4 is a
ciMHF. The hybrid in Figure 8 differs from the implementation of Figure 4 in Figure 7 in that
the hidden input key is used to index from the entire family of random permutations, rather
than a pseudorandom permutation. Thus the only way an adversary can distinguish between
the hybrid and the real world sampler is by distinguishing between a random permutation
and a pseudorandom permutation. On the other hand, if an adversary fails to distinguish
between the hybrid and the real world sampler, then the cumulative memory complexity of
the implementation requires Ω(N 2 ) since the leakage pattern of the hybrid is statistically
equivalent to the dMHF construction in Figure 4, where each parent is chosen a priori using
a permutation drawn uniformly at random.
I Theorem 24. For each DAG G that is amenable to shuffling, there exists a computationally
data-independent sequential evaluation algorithm MHF.Eval(x; R) computing the function
fG,H in time O (N ).
Proof. Consider the evaluation function in Figure 7. Observe that the hybrid in Figure 8
has the same distribution of leakage patterns as the dMHF of Figure 4. Moreover, under
the least recently used (LRU) or first in first out (FIFO) cache eviction policies, if k is
less than the size of the cache, then all the shuffling can be performed so an attacker
observing the leakage patterns of the hybrid has no advantage in the data-independency
game. Furthermore, the ciMHF implementation in Figure 7 only differs from the hybrid
in Figure 8 in the implementation of Enc as a pseudorandom permutation compared to
a truly random permutation. Therefore, an attacker observing leakage patterns from the
implementation in Figure 7 only obtains a negligible advantage negl(λ) in the security
parameter λ, in the data-independency game. Hence, the implementation of Figure 7 is a
ciMHF.
J

We now show that the evaluation function in Figure 7 of the dMHF in Figure 4 is a maximally
hard ciMHF.
I Theorem 25. Let 0 <  < 1 be a constant and k = Ω(N  ). Then there exists a family G
of k-restricted graphs with cc(G) = Ω(N 2 ) that is amenable to shuffling. Moreover, there
exists a negligible value δ = negl(N ) such that ccδ (G) = Ω(N 2 ).
Proof. Consider the evaluation function in Figure 7 of the dMHF in Figure 4. For the sake
of completeness, the full implementation is also shown in Figure 9. Since the construction of
Figure 4 is amenable to shuffling, then the evaluation algorithm is a ciMHF by Theorem 24.
Finally by Theorem 21, cc(G) = Ω(N 2 ).
In fact, Theorem 21 implies that for G ∈ G drawn uniformly at random and any pebbling
strategy S, not only is E [cc(S, G)] = Ω(N 2 ), but also cc(S, G) = Ω(N 2 ) with probability at
G∼G

least 1−cN/k for some constant 0 < c < 1. Thus for δ = 1−cN/k , we have cc(S, G, δ) = Ω(N 2 )
for any pebbling strategy S and so ccδ (G) = Ω(N 2 ).
J

For the sake of completeness, we give the evaluation algorithm for the maximally hard
ciMHF in Figure 9.
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Computationally data-independent sequential evaluation algorithm MHF.Eval(x; R)
(1) Let H be an arbitrary hash function and K = Setup(1λ ; R) be a hidden random
permutation key for each computation of fG,H (x), given the security parameter λ
and random bits R. Let k = Ω(N  ).
(2) Data-independent phase:
a. G1 = grates2N,
b. G2 = superconc(G1 )
c. G3 = grates (G2 ), which has αN total nodes, including 2N output nodes O
 =
O1 ∪ . . . ∪ O N , where Oj = [(α − 2)N + 1 + 2ik, (α − 2)N + 2(j + 1)k] for j ∈ N
k .
k
d. Compute the label LG3 ,H,x (v) for each node v ∈ G3 .
(3) Shuffling phase:
a. Let G be the graph G3 appended with N additional nodes, so that V = [(α+1)N ],
and edges (i −
 N1,i) for each αN + 1 ≤ i ≤ (α + 1)N .
b. For each j ∈ k , shuffle the contents of Oj :
i. Let v1 , . . . , v2k be the vertices in Oj .
ii. Load the labels LG,H,x (v1 ), . . . , LG,H,x (v2k ) into cache.
iii. Shuffle the positions of LG,H,x (v1 ), . . . , LG,H,x (v2k ) so that for each p ∈ [2k],
LG,H,x (vp ) is in the location that previously corresponded to LG,H,x (vq ), where
q = Enc(j ◦ K, p), where Enc is a keyed pseudorandom permutation of 2k.
(4) Data-dependentphase:

a. For each j ∈ N
k , initialize an array Uj such that for all 1 ≤ ` ≤ 2k, Uj [`] = `.
b. For each i = αN + 1 to (α + 1)N :
i. Let j and s be defined so that 1 ≤ s ≤ k and 1 ≤ j ≤ N
k given i =
αN + j + (s − 1) N
and
let
m
=
L
(i
−
1)
(mod
2k
−
s
+
1)
+ 1.
G,H,x
k
ii. Set r(i) = Uj [m] + (α − 2)N + 1 + 2jk so that r(i) ∈ Oj and load LG,H,x (r(i)).
(Recall that the label of r(i) is actually located at the position where the label
of node Enc(j ◦ K, U [m]) was previously located prior to the shuffling.)
iii. Load LG,H,x (r(i)) and LG,H,x (i − 1) and compute LG,H,x (i) = H(i ◦
LG,H,x (r(i)) ◦ LG,H,x (i − 1)).
iv. Let Uj [Uj [m]] = a and Uj [2k − s + 1] = b. Then swap the values of Uj at
Uj [m] and 2k − s + 1 so that Uj [Uj [m]] = b and Uj [2k − s + 1] = a.

Figure 9 Description of implementation of maximally hard ciMHF. Again note that each computation of fG,H (x) requires as input random bits R to generate the leakage pattern.

6.2.2

Extension to Multiple Rounds

Finally, we show that our ciMHF implementation is robust to multiple rounds of leakage by
considering a data independency game where an adversary is allowed to submit and observe
multiple adaptive queries before outputting a guess for the hidden challenge bit b. The game
again consists of the phases setup, challenge, and guess, which are described as follows.
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Adaptive data independency game for ciMHF:
setup In this phase, A selects the security parameter λ and sends it to H. H then
selects a random bit b ∈ {0, 1}.
challenge For each round i = 1, 2, . . ., A chooses two adaptive query messages xi,0
and xi,1 and sends the query messages to H. H selects random coins Ri,0 , Ri,1 ∈
{0, 1}λ uniformly at random, samples lpi,0 ← LP(MHF.Eval(xi,0 ; Ri,0 )) and lpi,1 ←
LP(MHF.Eval(xi,1 ; Ri,1 )), and sends the ordered pair (lpi,b , lpi,1−b ) to A. Note: A
can pick xi+1,0 and xi+1,1 adaptively after observing the response (lpi,b , lpi,1−b ).
guess The game ends when the adversary A outputs b0 as a guess for b. A wins the
game if b = b0 .
As before, the advantage of the adversary to win the adaptive data independency game
for ciMHF is:
1
ind−mult−lp−iMHF
AdvA,MHF
=
− Pr [A(T ) = b0 : b = b0 )] ,
2
where T is the transcript {xi,0 , xi,1 , lpi,b , lpi,1−b } and lpi,j = LP(xi,j ; MHF.Eval(xi,j ; Ri,j )).
I Definition 26. We say an evaluation algorithm MHF.Eval has (t, )-single security if any
attacker running in time t has at most advantage  in the data independency game. Similarly,
we say an evaluation algorithm MHF.Eval has (t, r, )-adaptive security if any attacker running
in time t and making r queries has at most advantage  in the adaptive data independency
game.
We conclude by noting the following relationship between single security and adaptive security,
thus implying the security of our evaluation function in Figure 7 of the dMHF in Figure 4
with respect to the adaptive data independency game.
I Theorem 27. (t, )-single security implies (t − O (r · time(MHF.Eval)) , r, r)-adaptive security.
Proof. Suppose that Aadaptive violates (t − O (r · time(MHF.Eval)) , r, r)-adaptive security
for the sake of contradiction. Without loss of generality we will assume that Aadaptive outputs
b0 = b with probability greater than 12 + r. We will use Aadaptive to construct an attacker
Asingle that violates (t, )-single security.
We first define a sequence of r hybrids in the adaptive data-independency game. In Hybrid
i, the challenger H picks bits b, b1 , . . . , bi−1 uniformly at random and sets bi = b, bi+1 =
b, . . . , br = b. In round j when the attacker Aadaptive submits two strings xj,0 and xj,1 , the
challenger H samples lpj,0 ← LP(MHF.Eval(xj,0 ; Rj,0 )) and lpj,1 ← LP(MHF.Eval(xj,1 ; Rj,1 ))
and then responds with lpj,bi , lpj,1−bi instead of lpj,b and lpj,1−b i.e., the bit bi is used to
permute the order of the responses in round i instead of b.
Observe that in Hybrid 1, b1 = . . . = br = b, so that Hybrid 1 is equivalent to the
actual adaptive independency game. Similarly, in Hybrid r, the bits b1 , . . . , br are all picked
independently so that Aadaptive working in Hybrid r has no advantage i.e., the attacker
guesses b0 = b correctly with probability at most Pr [b0 = b | Hybrid r] = 12 . We observe that
the advantage of the attacker is
1
Pr [b0 = b | Hybrid 1]− = Pr [b0 = b | Hybrid 1]−Pr [b0 = b | Hybrid r] = ∆2 +. . .+∆r ,
2
where ∆i = Pr [b0 = b | Hybrid i − 1] − Pr [b0 = b | Hybrid i]. By an averaging argument,
we must have ∆i+1 >  for some i < r. The following observation will also be useful:
1
1
∆i+1 = Pr [b0 = b | Hybrid i] − Pr [b = b0 | Hybrid i + 1, bi 6= b] .
2
2
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Reduction
We now define Asingle as follows: (1) Asingle simulates Aadaptive along with the adaptive
challenger Hadaptive . Asingle generates random bits b1 , . . . , bi−1 and sets bi+1 = . . . =
br = b00 for another random bit b00 . In each round j 6= i, when Aadaptive outputs a query
xj,0 , xj,1 , our attacker Asingle simply computes lpi,0 ← LP(MHF.Eval(xi,0 ; Ri,0 )) and lpi,1 ←
LP(MHF.Eval(xi,1 ; Ri,1 )) and responds with lpi,bi , lpi,1−bi . When Aadaptive outputs the query
xi,0 , xi,1 in round i, Asingle forwards this query to the challenger for the single stage challenger
Hsingle and receives back lpi,b , lpi,1−b for an unknown bit b selected by Hsingle . Finally, when
Aadaptive outputs a guess b0 (for b00 ) Asingle outputs the same guess b0 (for b).

Analysis
Notice that since b00 is just a bit selected uniformly at random and independent from b, then
Pr [b0 = b00 |b00 = b] = Pr [b0 = b00 | Hybrid i]. Then from the above observation, we have
Pr [b0 = b00 |b00 6= b] = Pr [b0 = b00 | Hybrid i + 1, bi 6= b00 ] = Pr [b0 = b00 | Hybrid i] − 2∆i+1 .
It follows that Pr [b0 = b00 | b00 = b] − Pr [b0 = b00 |b00 6= b] = 2∆i+1 . Thus, the probability
that Asingle wins is
Pr [b0 = b] = Pr [b00 = b] Pr [b0 = b00 | b00 = b] + Pr [b00 6= b] (1 − Pr [b0 = b00 |b00 6= b])
1
= + ∆i+1 > .
2
Furthermore, the running time of Asingle is at most t. This contradicts the assumption that
the evaluation algorithm MHF.Eval has (t, )-single security. Therefore, (t, )-single security
implies (t − O (r · time(MHF.Eval)) , r, r)-adaptive security.
J
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Abstract
Let F be a multivariate function from a product set Σn to an Abelian group G. A k-partition of F
with cost δ is a partition of the set of variables V into k non-empty subsets (X1 , . . . , Xk ) such that
F (V ) is δ-close to F1 (X1 ) + · · · + Fk (Xk ) for some F1 , . . . , Fk with respect to a given error metric.
We study algorithms for agnostically learning k partitions and testing k-partitionability over various
groups and error metrics given query access to F . In particular we show that
1. Given a function that has a k-partition of cost δ, a partition of cost O(kn2 )(δ + ε) can be learned
in time Õ(n2 poly 1/ε) for any ε > 0. In contrast, for k = 2 and n = 3 learning a partition of
cost δ + ε is NP-hard.
√
2. When F is real-valued and the error metric is the 2-norm, a 2-partition of cost δ 2 + ε can be
learned in time Õ(n5 /ε2 ).
3. When F is Zq -valued and the error metric is Hamming weight, k-partitionability is testable with
one-sided error and O(kn3 /ε) non-adaptive queries. We also show that even two-sided testers
require Ω(n) queries when k = 2.
This work was motivated by reinforcement learning control tasks in which the set of control variables
can be partitioned. The partitioning reduces the task into multiple lower-dimensional ones that
are relatively easier to learn. Our second algorithm empirically increases the scores attained over
previous heuristic partitioning methods applied in this context.
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1

Introduction

Divide-and-conquer methods rely on the ability to identify independent sub-instances of
a given instance, such as connected components of graphs and hypergraphs. When these
are not available one looks for partitions into loosely related parts like small or sparse
cuts. These classic problems and their variants remain at the forefront of algorithmic
research [6, 7, 16, 20, 24, 29].
We study the related problem of function decomposition: Given a multivariate function
F (V ) over n variables V = {x1 , . . . , xn }, we seek to partition the variables into k groups
X1 , . . . , Xk so that F decomposes into a sum F1 (X1 ) + · · · + Fk (Xk ). In case an exact
decomposition of this type is unavailable, we seek an approximate one under a suitable error
metric. This algebraic partitioning question can be sensibly asked for any Abelian group.
While some of our results are quite general, two particular cases of interest are addition over
Z2 with respect to the Hamming metric and addition over reals with respect to the 2-norm.
As a multivariate function is an exponentially large object, it is sensible to model the input
F to the partitioning problem as an oracle and allow query access to it. This departs from
the common setup in (hyper)graph partitioning problems, where an explicit representation
of the input is assumed to be available. While variable partitioning of real-valued functions
under the 2-norm turns out to be closely related to hypergraph partitioning, the difference
in input access models renders certain techniques developed for the latter (e.g., random
contractions) inapplicable to our setting.
Our work is motivated by learning control variables in high-dimensional reinforcement
learning control [25, 33, 34]. If the advantage function of the control variables can be
partitioned into multiple lower-dimensional subsets, then these subsets of variables can be
learned independently with a relatively easier Monte-Carlo sampling. This advantage function
involves the estimates of a dynamic system, which is complex enough to not have an explicit
representation available. The function is thus treated as an oracle as is in our access model.
Sometimes it is natural to assume that the function should be almost decomposable; for
example, if we seek to control two robots jointly performing a task, the variables controlling
the respective robots are almost independent. (The robots may be collaborating so the
decomposition might not be perfect.) In general, the dependencies are not known in advance
but need to be learned from observed behavior. Some heuristic methods have been applied
to control variable partitioning [23, 36] but not rigorously analyzed.

Our contributions
Our main results are algorithmic: We show that variable partitions can be learned agnostically.
Let F (V ) be a function from some product set to an Abelian group G. A direct sum
decomposition of F is a partition (X1 , . . . , Xk ) of the set of variables V such that F (V ) is
F1 (X1 ) + · · · + Fk (Xk ) for some functions F1 , . . . , Fk . When the decomposition is imperfect,
the decomposition error is measured by
δ(X1 , . . . , Xk ) = min kF (X1 , . . . , Xk ) − F1 (X1 ) − · · · − Fk (Xk )k,
F1 ,...,Fk

(1)

where k · k : G → R+ is a partial norm. The definition is given in Section 2; the main examples
of interest are G = Zq under the Hamming metric kF k = Pr[F (V ) = 0] and G = R under

1/p
the p-norm kF kp = E |F (V )|p
for any p ≥ 1 under some product measure. We seek an
approximation of the best-possible partition, which minimizes the objective
δ2 (F ) = min δ(X, X),
X

(2)
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Notation

Meaning

Notation

Meaning

x, y ∈ V
X, Y , X ⊆ V
x, y, X, Y

variables
sets of variables
(random) assignment

δk (F )
DF (X, Y )
k · k, k · kR,p

optimal k-partition error
dependence score
partial norm and p-norm

for bipartition and
δk (F ) =

min

X1 ,...,Xk

δ(X1 , . . . , Xk ).

(3)

for k-partition. (For p-norms over R we use the notations k · kR,p , δR,2 (F ), and δR,k (F ).)
I Theorem 1. Let k · k be either 1) k · kR,p assuming kF kR,2p = O(1), or 2) the Hamming
metric over Zq . There is an algorithm that given parameters n, k, ε, γ, and oracle access
to F : Σn → R outputs a k-partition P such that δ(P) ≤ O(kn2 )(δk (F ) + ε) with probability
at least 1 − γ. The algorithm makes O(K p n2 log(n/γ)/ε2p ) queries to F and runs in time
linear in the number of queries, for an absolute constant K.
This algorithm is closely related to the heuristic ones used in the aforementioned empirical
studies. However, it only guarantees optimality up to an O(kn2 ) approximation factor. While
we do not know if an approximation factor of this magnitude is inevitable, in Proposition 17
we show that obtaining a solution with additive error is NP-hard. The proofs are given in
Section 4.
In contrast, our second algorithm obtains an additive error for bipartitions of real-valued
functions under the 2-norm:
I Theorem 2. Let F : Σn → R be a function with kF kR,4 ≤ 1. There is an algorithm that
given inputs n, ε, γ, and oracle access to F , runs in time O(n5 log(n/γ)/ε2 ) and outputs a
bipartition (X, X) such that δR,2 (X, X)2 ≤ δR,2 (F )2 + ε with probability at least 1 − γ.
p
More generally, we give evidence that it may be possible to output a 2 − 2/k-approximate k-partition in time poly(nk , k, 1/ε) (Corollary 21). For unbounded k finding a good
approximation is ETH hard (Corollary 19).
Theorem 2 and Corollary 19 are based on an equivalence between variable partitioning
under the 2-norm and hypergraph partitioning given in Proposition 18. The results are
described and proved in Section 5.
As a consequence of Theorem 1, the property of being close to a k-partition is testable with
Õ(k 2p n4p+2 /ε2p ) queries. The query complexity of the tester can be somewhat improved:
I Theorem 3. k-partitionability is testable with one-sided error and O(kn3 /ε) non-adaptive
queries with respect to Hamming weight over Zq , and with O(k 2p n3 /ε2p ) non-adaptive queries
with respect to the p-norm over R assuming kF k2p ≤ 1.
In Section 6 we prove Theorem 3 and show that Ω(n − k) queries are necessary even for
two-sided error testers.

Ideas and techniques
Our Theorem 1 is inspired by algebraic property testing techniques. The starting point is the
dual characterization of partitionability into sets (X, X) by the constraints DF (X, Y ) = 0,
where DF = F (X, Y ) − F (X 0 , Y ) − F (X, Y 0 ) + F (X 0 , Y 0 ), for all assignments X, X 0 to X and
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Y, Y 0 to Y . David et al. [10] apply this relation to random inputs towards testing whether a
Z2 -valued function F tensors decomposes into a direct sum. The acceptance probability of
this test approximates the best decomposition to within a factor of 4 (Proposition 4).
Our partitioning algorithm estimates the dependence score kDF (x, y)k on every pair of
variables x, y (keeping the rest fixed) to decide whether they should be partitioned or not.
Here, kDF k is the probability that the test DF = 0 fails for discrete groups like Z2 . In
general, it can represent any error metric satisfying the axioms in Section 2. The proof of
Theorem 1 amounts to showing that a collection of single variable partitions (x, y) ∈ P for
which the local scores kDF (x, y)k are small can be glued together into a single k-partition P
with a small global score.
When F is real-valued and error is measured under the 2-norm, variable partitioning
has a natural geometric interpretation. Functions that depend on different coordinates are
orthogonal modulo their constant term, so the optimal decomposition with respect to a
fixed partition (X1 , . . . , Xk ) is given by the projection of F onto the respective subspaces of
functions. This yields an equality between the distance and the dependence score (6) for
bipartitions and a generalization to k-partitions (Proposition 8). Variable partitioning for
functions is then equivalent to hypergraph partitioning of their orthogonal decompositions
(Proposition 18), with the cost of cut (X, X) given by 14 kDF (x, y)k2 .
This connection suggests the application of hypergraph partitioning algorithms that
can be implemented with access to an approximate cut oracle2 , leading to Theorem 2. On
the negative side it reveals that approximately optimal partitions into a large number of
components are hard to find (Corollary 19).

Application to reinforcement learning control
We plug our partitioning algorithm back to reinforcement learning control. In this setting,
the oracle is real-valued and as we adapt the 2-norm we use the submodularity cut algorithm
described in Theorem 2.
We compare empirically with three previous approaches: The baseline that does not involve
partitioning [25,35]; the baseline that trivially partitions n variables into n subsets [22,36]; the
work that partitions the variables heuristically [23]. The way [23] partitions the variables is to
calculate the discrete estimate of the Hessian of the oracle. Then they remove from Hessian
the elements with lowest absolute values, until it forms at least k connected components if
the Hessian matrix is treated as the adjacency matrix.
The scores we attained on the tasks in the physics simulator are improved over these
approaches, which is demonstrated in Section 7.

Relation to other learning and testing problems
A j-junta is a function that depends on at most j of its n variables. The problems of learning
and testing juntas have been extensively studied [2,4,8,9,13,26,30]. While a j-junta is always
(n − j + 1)-partitionable, the two problems are technically incomparable. Moreover, juntas
are usually studied in the regime where the junta size j is significantly smaller than the
number of variables n and are therefore partitionable into many (mostly trivial) components.

2

Several state-of-the-art algorithms for cuts in graphs and hypergraphs rely on random contractions [6,
17, 18]. In particular, Rubinstein et al. [29] showed that Õ(n) queries to an exact cut oracle and similar
running time are sufficient to find the minimum cut. We do not know if comparable efficiency can be
obtained with an approximate oracle.
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In this work we are mostly interested in partitions into two or a small number of components.
Nevertheless, this connection between juntas and partitionable functions is used to prove the
testing lower bound in Section 6.
Dinur and Golubev [12] showed that the existence of decomposition with respect to a
fixed k-partition (given as input) is testable with four queries and soundness error Ω(δ). The
case k = 2 was already analyzed by David et al. [10] (see Section 3).

2

Some additional definitions

Let F (V ) be a function from some product set to an Abelian group G. In general we will
assume that the variables V take values in some set Σ endowed with a product measure
which is efficiently sampleable. The quality of the partition (X1 , . . . , Xk ) of V is measured
by δ(X1 , . . . , Xk ) given in (1), where k · k : G → R+ can be any functional satisfying the
following three axioms:
1. k0k = 0;
2. kF1 + F2 k ≤ kF1 k + kF2 k;
3. E[kF (X, ·)k | X] ≤ kF k for any set of variables X of F .
Our goal is to approximately optimize δ2 (F ) in (2) and δk (F ) in (3).
Our algorithms are based on the following dependence estimator inspired by the rank-1
test of [10]. Let X and Y be two disjoint sets of variables. The dependence estimator
DF (X, Y ) is the random variable
DF = F (X, Y, Z) + F (X 0 , Y 0 , Z) − F (X 0 , Y, Z) − F (X, Y 0 , Z)
where X, X 0 are independent samples of the X variable, Y, Y 0 are independent samples of
the Y variable, and Z is a random sample of the remaining variables. If F decomposes into
a direct sum that partitions the X and Y variables then DF equals zero. Conversely, kDF k
measures the quality of the approximation.
In the analysis it will be convenient to use the notation F ≈δ G for kF − Gkp ≤ δ. The
following two facts are immediate consequences of axioms 2 and 3:
Triangle inequality: If F ≈δ G and G ≈δ0 H then F ≈δ+δ0 H.
Fixing: If F (X, Z) ≈δ G(X, Z) then F (X, Z) ≈δ G(X, Z) for some fixed value X.

3

Estimating the quality of a partition

In this section we show that kDF (X, Y )k is an approximate estimator for the quality δ(X, Y )
of a decomposition, namely
δ(X, Y ) ≤ kDF (X, Y )k ≤ 4 · δ(X, Y ).

(4)

The proof is given in Claims 5 and 6 below. As kDF (X, Y )k can be estimated efficiently
from oracle access to F (Claim 7), we obtain an algorithm for estimating the quality of a
partition to within a factor of 4 in general, and exactly for the 2-norm over R.
I Proposition 4. Let k · k be either 1) k · kR,p assuming kF kR,2p = O(1), or 2) the Hamming
metric over Zq . There is an algorithm that given a bipartition X, Y of the variables and
parameters ε, γ > 0, outputs a value δ̂ such that
δ(X, Y ) ≤ δ̂ ≤ 4 · δ(X, Y ) + ε,
with probability at least 1 − γ from K p log(1/γ)/2p queries to F in time linear in the number
of queries, for an absolute constant K.
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The value of δ(X, Y ) is known to be NP-hard to calculate exactly over Z2 under
the Hamming metric given explicit access to the truth-table of f [28]. Therefore some
approximation factor is unavoidable for algorithms running in time polynomial in n and 1/ε
unless BPP is in NP. On the positive side Karpinski and Schudy [19] give a fully polynomialtime randomized approximation scheme for this special case. Their algorithm requires at
least linear time but it is plausible that a sublinear-time variant can be obtained. However,
it appears unrelated to the dependence score DF which plays an essential role in the results
to follow.
The analysis of DF applies to any pair of disjoint subsets X, Y that do not necessarily
partition all the variables. In this more general setting distance is measured by the formula
δ(X, Y ) = min kF (X, Y, Z) − A(X, Z) − B(Y, Z)k.
A,B

(5)

B Claim 5 (Completeness of DF ). For all disjoint X, Y , kDF (X, Y )k ≤ 4 · δ(X, Y ).
Proof. By definition of δ(X, Y ) there exists a decomposition of the form
F (X, Y, Z) = A(X, Z) + B(Y, Z) + D(X, Y, Z),
where kD(X, Y, Z)k = δ(X, Y ). In the expansion of DF all the A and B terms cancel out,
leaving
kDF (X, Y )k = kD(X, Y, Z) + D(X 0 , Y 0 , Z) − D(X, Y 0 , Z) − D(X 0 , Y, Z)k
≤ kD(X, Y, Z)k + kD(X 0 , Y 0 , Z)k + kD(X, Y 0 , Z)k + kD(X 0 , Y, Z)k
= 4δ(X, Y ).

C

Soundness for Boolean functions under the uniform measure was proved by David et
al. [10]. We reproduce their proof under a more general setting.
B Claim 6 (Soundness of DF ). For all disjoint X, Y , δ(X, Y ) ≤ kDF (X, Y )k.
Proof. Let ε = kDF (X, Y )k. Then
F (X, Y, Z) ≈ε F (X, Y 0 , Z) − F (X 0 , Y, Z) − F (X 0 , Y 0 , Z).
We can fix values X 0 and Y 0 for which
F (X, Y, Z) ≈ε F (X 0 , Y 0 , Z) − F (X, Y 0 , Z) − F (X 0 , Y, Z) = A(X, Z) + B(Y, Z),
where A(X, Z) = F (X 0 , Y 0 , Z) − F (X, Y 0 , Z) and B(Y, Z) = F (X 0 , Y, Z).

C

Proposition 4 now follows from inequality (4) and the following claim, which states that
kDF k can be estimated by sampling in the cases of interest. See Appendix A for the proof.
B Claim 7. Assuming kF kR,2p ≤ 1, the value kF kR,p can be estimated within ε from
K p log(1/γ)/2p (random) queries to F in linear time with probability 1 − γ for some absolute
constant K.

3.1

Exact partitioning under the 2-norm

Since computing the optimal partition is in general NP-complete, we do not expect to replace
the inequalities in (4) with an equality. However, in the special case of real-valued functions
with `2 -norm, the estimate becomes exact:
kDF (X, Y )kR,2 = 2 · δR,2 (X, Y ).

(6)

This equality is a consequence of the following characterization of δR,2 , which applies
more generally to k-partitions:
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I Proposition 8. Assuming E[F ] = 0, the k-partition Fi (Xi ) = E[F |Xi ] achieves the
minimum for δR,2 (X1 , . . . , Xk ).
In particular it follows that δR,2 takes the value
δR,2 (X1 , . . . , Xk ) = E[(F − E[F |X1 ] − · · · − E[F |Xk ])2 ],

(7)

where F = F − E[F ]. To derive identity (6) it remains to verify that when k = 2, the
right-hand side of (7) is a quarter of kDF k2 :
I Fact 9. kDF (X, Y )k2R,2 = 4 · E[(F − E[F |X] − E[F |Y ])2 ].
Armed with this fact we prove the proposition.
Proof of Proposition 8. First assume F (X, Y ) is bivariate. Let A(X) be any function. The
inequality E[(E[F |X] − A(X))2 ] ≥ 0 can be rewritten as
E[(F − E[F |X])2 ] ≤ E[(F − A(X))2 ],

(8)

stating that the orthogonal projection of F onto the subspace of functions that depend only
on X in 2-norm is E[F |X].
Now let F (X1 , . . . , Xk ) be k-variate. Assume E[F ] = 0 and E[Fi (Xi )] = 0 for all i. Then
E[Fi (Xi )|Xj ] = 0 for all i 6= j. Applying inequality (8) for k times in succession together
with this fact, we obtain
E[(F − F1 (X1 ) − · · · − Fk−1 (Xk−1 ) − Fk (Xk ))2 ]
≥ E[(F − F1 (X1 ) − · · · − Fk−1 (Xk−1 ) − E[F − F1 (X1 ) − · · · − Fk−1 (Xk−1 )|Xk ])2 ]
= E[(F − F1 (X1 ) − · · · − Fk−1 (Xk−1 ) − E[F |Xk ])2 ]
..
.
≥ E[(F − E[F |X1 ] − · · · − E[F |Xk ])2 ]
as desired. Finally, by orthogonality the optimal decomposition must satisfy
so the assumption E[Fi (Xi )] = 0 can be made without loss of generality.

P

E[Fi (Xi )] = 0
J

By orthogonality, equation (7) can also be written in the following forms:
 2  Xk
δR,2 (X1 , . . . , Xk ) = E F −

i=1



E E[F |Xi ]2

(9)

k

 X


0
= EX F (X)2 −
EX,X 0 F (X−i , Xi )F (X−i
, Xi ) ,
i=1

where (X−i , Xi ) is the input whose i-th variable takes value Xi and j-th variable takes
value Xj0 for j 6= i. As all these terms can be efficiently estimated, we obtain the following
algorithm for estimating the quality of a given k-partition:
I Proposition 10. There is an algorithm that given a k-partition X1 , · · · , Xk of the variables
and parameters ε, γ > 0, outputs a value δ̂ such that
|δ̂ 2 − δR,2 (X1 , . . . , Xk )2 | ≤ ε,
with probability at least 1 − γ from O(k log(k/γ)/4 ) queries to F in time linear in the number
of queries.
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4

Variable partitioning over general groups

In this section we present our first partitioning algorithm, which is general enough to
work on any normed group G assuming it is possible to efficiently estimate the quantity
kDF ({x}, {y})k.
The algorithm is based on the pairwise estimates of dependency over sets of single
variables. The intuition behind the algorithm is that if the dependency between x and y
is low, then these two variables should be assigned to different partitions. Therefore the
algorithm keeps asserting such “in different partitions” for the pairs with lowest dependency
estimates, until the k-partitioning can be clearly observed from the assertions.
This idea of the algorithm has been used in previous works in reinforcement learning
control [23, 36] in a heuristic way. Theorem 1 below shows that the algorithm outputs an
O(kn2 ) approximation to the optimal partition in time polynomial in n, k, and 1/ε.
Algorithm 1 Approximate partitioning via pairwise estimates.
1: Input: number of partitions k
2: Output: partition P
3: For every pair of variables x, y ∈ V , find estimate ê(x, y) for e(x, y) = kDF ({x}, {y})k;
4: Create a weighted graph with vertices V and weights ê(x, y);
5: Order the edges in increasing weight;
6: repeat

Remove the edge with the smallest weight;

7:

8: until The graph has exactly k connected components

I Proposition 11. Assuming e(x, y) ≤ ê(x, y) ≤ e(x, y) + ε for all x and y,
δ(P) ≤ (8k − 10)n2 (4δk (F ) + ε).

(10)

If the estimates ê(x, y) are obtained by empirical averaging, we obtain Theorem 1.

4.1

Proof of Proposition 11

P
For a partition P of the variables, let ∆(P) =
δ({x}, {y}), where the sum is taken over all
pairs that cross the partition. We will deduce Theorem 1 from the following bound on δ(P).
B Claim 12. For every k-partition P, δ(P) ≤ (16k − 20)∆(P).
The following fact is immediate from the definitions of δ. The proof of this claim is
delayed to the end of this section.
I Fact 13. For any partition (U , U ) such that X ⊆ U and Y ⊆ U , δ(X, Y ) ≤ δ(U , U ).
Now we prove the theorem, assuming the correctness of Claim 12.
I Theorem 1. Let k · k be either 1) k · kR,p assuming kF kR,2p = O(1), or 2) the Hamming
metric over Zq . There is an algorithm that given parameters n, k, ε, γ, and oracle access
to F : Σn → R outputs a k-partition P such that δ(P) ≤ O(kn2 )(δk (F ) + ε) with probability
at least 1 − γ. The algorithm makes O(K p n2 log(n/γ)/ε2p ) queries to F and runs in time
linear in the number of queries, for an absolute constant K.
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Proof of Theorem 1. By Claim 5 and Fact 13, all edges (x, y) in the optimal partition must
satisfy e(x, y) ≤ 4δ2 (F ). By our assumption on the quality of the approximations,
ê(x, y) ≤ 4δ2 (F ) + ε.

(11)

Since the algorithm removes edges in increasing order of weight, all the edges that cross the
output partition P must also satisfy this inequality. Then
δ(P) ≤ (16k − 20)∆(P)
X
≤ (16k − 20)
e(x, y)
x, y cross P
X
≤ (16k − 20)
ê(x, y)
x, y cross P
X
≤ (16k − 20)
4δ2 (F ) + ε

by Claim 12,
by Claim 6,

by (11),

x, y cross P

≤ (8k − 10)n2 · (4δ2 (F ) + ε).
The last inequality holds because there are at most
the partition.

n
2



≤ n2 /2 pairs of variables crossing
J

We first prove Claim 12 in the case k = 2 of bipartitions. This is Claim 15 below. We
use XX 0 to denote the union of the variable sets X and X 0 .
B Claim 14. For disjoint sets of variables X, X 0 , Y , δ(XX 0 , Y ) ≤ δ(X, Y ) + 2δ(X 0 , Y ).
Proof. Assume that
F (X, X 0 , Y ) ≈δ A(X, X 0 ) + B(X 0 , Y )
0

0

0

and

0

F (X, X , Y ) ≈δ0 A (X, X ) + B (X, Y ).
By the triangle inequality,
A(X, X 0 ) + B(X 0 , Y ) ≈δ+δ0 A0 (X, X 0 ) + B 0 (X, Y ).
Fix X 0 (Z) = X 0 (Z). Writing C(X) = A(X, X 0 ) − A0 (X, X 0 ) and D(Y 0 ) = B(X 0 , Y 0 ) we get
that
B 0 (X, Y ) ≈δ+δ0 C(X) + D(Y ).
By the triangle inequality (with the second equation), we get that
F (X, X 0 , Y ) ≈δ+2δ0 A0 (X, X 0 ) + C(X) + D(Y ).

C

B Claim 15. For every bipartition X, X of the variables, δ(X, X) ≤ 4 · ∆(X, X).
Proof. By Claim 14,
δ(X 0 {x}, {y}) ≤ δ(X 0 , {y}) + 2δ({x}, {y})
for all X 0 ⊆ X \{x} and y. Applying this inequality iteratively we conclude that δ(X, {y}) ≤
P
2 x∈X δ({x}, {y}). Also by Claim 14
δ(X, Y 0 {y}) ≤ δ(X, Y 0 ) + 2δ(X, Y 0 {y}),
P
so δ(X, Y ) ≤ 2 y∈Y δ(X, {y}). Combining the two inequalities we obtain the desired
conclusion.
C
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To extend the proof to larger k and obtain Claim 12, we generalize the first inequality in
this sequence to k-partitions.
B Claim 16. For every 2k-partition (Y1 , . . . , Yk , Z1 , . . . , Zk ),
δ(Y1 , . . . , Yk , Z1 , . . . , Zk ) ≤ 2δ(Y1 Z1 , . . . , Yk Zk ) + 3δ(Y1 . . . Yk , Z1 . . . Zk ).
Proof. Assume that
F (V ) ≈δ F1 (Y1 , Z1 ) + · · · + Ft (Yt , Zt )
F (V ) ≈δ0 A(Y1 , . . . , Yt ) + B(Z1 , . . . , Zt ).
By the triangle inequality
A(Y1 , . . . , Yt ) + B(Z1 , . . . , Zt ) ≈δ+δ0 F1 (Y1 , Z1 ) + · · · + Ft (Yt , Zt ).
Fixing Z1 , . . . , Zt to values Z 1 , . . . , Z t we get the decomposition
A(Y1 , . . . , Yt ) ≈δ+δ0 F1 (Y1 , Z 1 ) + · · · + Ft (Yt , Z t ) − B(Z 1 , . . . , Z t ).
and similarly
B(Z1 , . . . , Zt ) ≈δ+δ0 F1 (Y 1 , Z1 ) + · · · + Ft (Y t , Zt ) − A(Y 1 , . . . , Y t ).
Plugging these into the second equation gives the desired decomposition.

C

Proof of Claim 12. We assume that k is a power of two and prove by induction that δ(P) ≤
ck ∆(P), where ck is the sequence c2k = 2ck + 12, c2 = 4. The base case k = 2 follows from
Claim 15. Assume the claim holds for k and apply Claim 16 to P. By inductive assumption
and Claim 15,
δ(P) ≤ 2 · ck ∆(Y1 Z1 , . . . , Yk Zk ) + 3 · 4∆(Y1 . . . Yk , Z1 . . . Zk ).
Since P is a refinement of both these partitions, it follows that δ(P) ≤ (2ck + 12)∆(P) =
c2k ∆(P), concluding the induction.
The recurrence solves to ck = 8k − 12, proving the claim when k is a power of two. When
it is not, the same reasoning applies to the closest power of two exceeding k (by taking some
of the sets in the partition to be empty), which is at most 2k − 1, proving the desired bound.
C

4.2

Hardness of exact variable bipartitioning

In contrast to Theorem 1, finding the exact bipartition is NP-hard even when there are only
three variables.
I Proposition 17. For any n ≥ 3 there is no algorithm that outputs a bipartition of cost
δ2 (F ) + ε over Z2 under Hamming distance in time polynomial in |Σ|/ε with constant
probability unless BP P is in N P .
Proof. Assume such an algorithm BIP ART IT ION exists. We show it can be used to
solve the following problem: Given explicit functions F1 , . . . , Fn−1 : Σ2 → G, find i∗ that
minimizes δ2 (Fi∗ ) assuming this i∗ is unique, i.e. a function that has the smallest bipartition
cost among the candidates.
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Let F (x1 , . . . , xn−1 , y) = F1 (x1 , y) + · · · + Fn−1 (xn−1 , y). The cost of the bipartition that
splits xi from all other variables in F is at most the cost of Fi , so F has a bipartition of cost
at least δ2 (Fi∗ ). We now argue that the cost of all other bipartitions is greater. In fact, any
other bipartition must split y from xi for some i 6= i∗ . Assuming the cost of this partition is
δ, we must have
F (X, Y ) ≈δ A(X) + B(Y ),
where xi ∈ X and y ∈ Y . After fixing all variables except for xi and y we obtain
X
Fi (xi , y) ≈δ A(xi , X−i ) + B(y, Y−i ) −
Fj (xj , y).
j6=i

This is a bipartition for Fi so its cost is strictly greater than δ2 (Fi∗ ). Therefore the output
of BIP ART IT ION with oracle access to F and ε = 1/|Σ|2 has the desired property.
Roth and Viswanathan [28] give an efficient reduction R that maps a graph G into a
function F such that if G has a larger max-cut than G0 then δ2 (R(G)) < δ2 (R(G0 )). By
composing the two reductions we obtain an efficient algorithm for deciding which of two
graphs has a larger maximum cut, which is an NP-hard problem.
J

5

Partitioning real-valued functions under the 2-norm

The problem of partitioning real-valued functions under the 2-norm is closely related to
the well-studied problem of hypergraph partitioning. To explain this connection we recall
the Efron-Stein decomposition of real-valued functions over product sets. The Efron-Stein
decomposition of a function F : Σn → R (under some product measure) is the unique
decomposition of the form
X
F (x) =
F̂S · FS (x),
S⊆[n]

where F̂S are real coefficients and FS are functions satisfying the following properties:
1. FS depends on the variables in S only;
2. E[FS |x−i ] = 0, where x−i is a fixing of all variables except the i-th one;
3. E[FS2 ] = 1.
P
In particular, properties 1 and 2 imply that E[FS FT ] = 0 when S 6= T , and so E[F 2 ] = S F̂S2
by property 3.
I Proposition 18. Given F : Σn → R, let H be the hypergraph whose vertices are the
variables of F and whose hyperedges S have weight F̂S2 for every subset S. The cost of the
k-cut (X1 , . . . , Xk ) in H equals δR,2 (X1 , . . . , Xk )2 .
Proof. We may assume E[F ] = 0 and use expression (9) to evaluate δR,2 . The first term equals
P
0
E[F 2 ] = S F̂S2 . The rest of the terms have the form E[E[F |XI ]2 ] = E[F (X−I , XI )F (X−I
, XI )]
for subsets I of variables. Plugging in the Efron-Stein decomposition of F we have
X
0
E[E[F |XI ]2 ] =
F̂S F̂T E[FS (X−I , XI )FT (X−I
, XI )].
S,T

By property 2, the terms in the summation in which S =
6 T evaluate to zero. Among the
rest, if the set S contains any variable i outside I then


0
0
0
E[FS (X−I , XI )FT (X−I
, XI )] = E FS (X−I , XI )E[FT (X−I
, XI )|X, X−i
]
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and the inside expectation evaluates to zero by property 2. Therefore the only surviving
terms are those where S = T and S ⊆ I, from where
X
E[E[F |XI ]2 ] =
F̂S2 .
S⊆I

By (9),
δR,2 (X1 , . . . , Xk ) =

X
S

F̂S2 −

Xk
i=1

X
S⊆Xi

F̂S2 =

X
S 6⊆ Xi for any i

The last quantity is the desired value of the cost of k-cut in H.

F̂S2 .
J

When Σ = {−1, 1} under uniform measure, the functions FS do not depend on F and
Q
equal the Fourier characters χS (x) = i∈S xi , allowing us to embed instances of hypergraph
partitioning into variable partitioning.
I Corollary 19. Assume there is an algorithm A that given oracle access to F : {−1, 1}n → R
under uniform measure outputs a k-variable partition of cost at most C · δ2 (F ) + ε in time
t(n, k, ε). Then given a hypergraph with n vertices and m hyperedges with a k-cut of value
opt, it is possible to output a k-cut of value C · opt in time mnt(n, k, 1/m).
Chekuri and Li [7] give a reduction from hypergraph k-cut to densest-k-subgraph. Manuc
rangsi [24] shows that the latter is hard to approximate to within O(n1/(log log n) ) assuming
the exponential-time hypothesis, implying inapproximability of the same order for δR,2 (F ).
On the positive side, Proposition 18 can be used to obtain variable partitioning algorithms
from hypergraph partitioning ones. The conversion is not direct as hypergraph partitioning
assumes explicit access to the hypergraph. Klimmek and Wagner [21] observed that submodularity of the hypergraph cut function f (X) = δR,2 (X, X)2 allows for efficient minimization
from exact oracle access. To derive Theorem 2 we extend the analysis to approximate oracle
access.
The following proposition is an analysis of Queyranne’s symmetric submodular minimization algorithm [27] for an approximate input oracle. We say g is ε-submodular if
g(XY Z) − g(XZ) − g(Y Z) + g(Z) ≤ ε for all disjoint subsets X, Y , Z.
I Proposition 20 (Queyranne’s algorithm with an approximate oracle). There is an algorithm
that given oracle access to a symmetric ε-submodular g, makes O(n3 ) oracle queries and
outputs a nontrivial subset X such that g(X) is within nε/2 of the minimum of g.
I Theorem 2. Let F : Σn → R be a function with kF kR,4 ≤ 1. There is an algorithm that
given inputs n, ε, γ, and oracle access to F , runs in time O(n5 log(n/γ)/ε2 ) and outputs a
bipartition (X, X) such that δR,2 (X, X)2 ≤ δR,2 (F )2 + ε with probability at least 1 − γ.
Proof of Theorem 2. By Proposition 10, δR,2 (X, X)2 can be estimated to within error
ε/Kn with O(log(n/γ)n2 /ε2 ) queries to F with probability 1 − Kγ/n3 for any constant K.
This estimator implements an ε/2n-approximate oracle to δR,2 (X, X)2 with probability 1 − γ
with respect to an algorithm that makes at most Kn3 queries. In particular, with probability
2
1 − γ, the output of the oracle is ε/4n-close to the value of the submodular function δR,2
at
2
all points queried by Queyranne’s algorithm and also at the minimum of δR,2 . Since from
the algorithm’s perspective it is interacting with a symmetric ε/n-submodular function g, it
outputs a partition such that g(X, X) is within ε/2 of the minimum of g. By the triangle
2
inequality, δR,2 (X, X)2 is within ε/2 + 2ε/4n ≤ ε close to the minimum of δR,2
.
J
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Saran and Vazirani’s approximation algorithm for multiway k-cut (with fixed terminals)
can be viewed as a reduction from multiway k-cut to multiway 2-cut. The reduction works
given access to approximate s-t-cut oracles, where s and t are designated terminals that
must be split by the cut. The corresponding cut function δR,2 (sX, tX), where (X, X) is
now a partition of V − s, t, is still submodular but no longer symmetric. We believe that an
analogue of Proposition 20 for general (non-symmetric) submodular minimization [14, 15]
should hold, but were unable to verify the claim. We state the extension of Theorem 2 to
k-partitions as a conditional result.
I Corollary 21. Assume that a ε-approximate minimum of an n-variate function f that is
poly(ε/n)-close to submodular on every input can be found in time poly(n/ε) given oracle
access to it. Then there is an algorithm that given inputs k, ε and oracle access to a function
F such that kF kR,4 ≤ 1 runs in time k 2 nk poly(n/ε) log(1/γ) and outputs a k-partition P
such that δR,2 (P)2 ≤ (2 − 2/k)δR,2 (F )2 + ε with probability 1 − γ.
It remains to prove Proposition 20.
B Claim 22. Let g be ε-submodular. Assume there exists x ∈ W such that for all Y ⊆ W \x
and u 6∈ W ,
g(W ) + g(u) ≤ g(W \ Y ) + g(Y u) + δ.
If x0 maximizes g(W u) − g(u) among all u 6∈ W then
g(W x0 ) + g(u) ≤ g(W x0 \ Y ) + g(Y u) + (δ + ε).
Proof. If x 6∈ Y then
g(W x0 ) + g(u) ≤ g(W ) − g(W \ Y ) + g(W x0 \ Y ) + g(u) + ε



0

by ε-submodularity



= g(W x \ Y ) + g(W ) − g(W \ Y ) + f (u) + ε
≤ g(W x0 \ Y ) + g(Y u) + (δ + ε)

by inductive hypothesis.

Otherwise, x 6∈ W \ Y and
g(W x0 ) + g(u) ≤ g(W u) + g(x0 )

by optimality of x0

≤ g(W ) − g(Y ) + g(Y u) + g(x0 ) + ε

= g(W ) + g(x0 ) − g(Y ) + g(Y u) + ε

by ε-submodularity

≤ g(W x0 \ Y ) + g(Y u) + (δ + ε)

by inductive hypothesis.



C

Proof of Proposition 20. Queyranne’s algorithm Qg is recursive. If n = 2 the unique
partition is output. Otherwise, starting from an arbitrary singleton set W1 , the algorithm
sets Wi+1 = Wi xi , where xi maximizes g(Wi u) − g(u) among all u 6∈ Wi . The algorithm
then contracts the elements xn−1 and xn into xn−1 xn and outputs the smaller value of
Qg (x1 , . . . , xn−2 , xn−1 xn ) and g(xn ).
We prove by induction on n that the output of Qg is (n − 1)ε/2-close to the minimum
of g. The base case n = 2 is clear. Now assume this is true for inputs of size n − 1. If
the minimum partition of g doesn’t split xn−1 and xn then the claim follows by inductive
assumption.
Otherwise, we show that g(xn ) is within (n − 1)ε/2-close to the minimum of g. Applying
Claim 22 iteratively to the sets W1 , . . . , Wn−1 , we conclude that
g(Wn−1 ) + g(xn ) ≤ g(Wn−1 \ Y ) + g(Y xn ) + (n − 1)ε
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for all Y that do not contain xn and xn−1 . Applying symmetry this inequality can be
rewritten as g(xn ) ≤ g(xn Y ) + (n − 1)ε/2. As xn−1 and xn are split in the optimal solution
it must be of type xn Y for some Y excluding xn−1 , so g(xn ) is (n − 1)/2ε close to the
minimum as desired.
J

6

Testing partitionability

As a consequence of Theorem 1, k-partitionability is testable with Õ(k 2p n4p+2 /ε2p ) queries.
The yes instances are inputs with δk (F ) = 0; the no instances are inputs with δk (F ) > ε.
The query complexity of Theorem 3 can be obtained by the improved analysis that follows.
To simplify notation we only prove the theorem for the Hamming weight over Zq and
describe the change necessary for p-norms over R.
Algorithm 2 Tester for k-partitionability.
1: Create an empty undirected graph G with vertex set V .
2: for O(kn/ε) times do
3:
4:
5:
6:
7:
8:

for For every pair of distinct variables x, y ∈ V do
Choose random x, y, x0 , y 0 , Z
If F (x, y, Z) + F (x0 , y 0 , Z) 6= F (x, y 0 , Z) + F (x0 , y, Z) create the edge {x, y} in G.
end for
end for
Accept if the graph has at least k connected components.
We will need the following fact:

I Fact 23. If p1 , . . . , pn are probabilities such that

P

pi ≥ ε then 1 −

Q
(1 − pi ) ≥ ε − O(ε2 ).

Proof. Using the inequality 1 − p ≤ e−p and the second-order estimate e−x = 1 − x + O(x2 ),
we have
P
Y
Y
(1 − pi ) ≤
e−pi = e− pi ≥ e−ε = ε − O(ε2 ).
J
I Theorem 3. k-partitionability is testable with one-sided error and O(kn3 /ε) non-adaptive
queries with respect to Hamming weight over Zq , and with O(k 2p n3 /ε2p ) non-adaptive queries
with respect to the p-norm over R assuming kF k2p ≤ 1.
While in this work we are mainly interested in small values of k, in the extreme case
when k = n the partition is unique and the property is testable with O(1/ε) queries by the
result of Dinur and Golubev [12].
Proof of Theorem 3. The connected components of G are always contained in the partition
components of F , so if F is k partitionable the tester always accepts. We argue that with
constant probability, all bipartition of F satisfying δ(X, X) ≥ ε cross an edge in G.
If F is ε-far from k-partitionable, by Claim 12 ∆(P) = Ω(ε/k) for all k-partitions P. As
every k-cut can be coarsened into a 2-cut of at least half the weight, every k-partition can be
coarsened into a bipartition such that ∆(X, X) = Ω(ε/k). We now argue that with constant
probability, all such heavy bipartitions (X, X) are crossed by an edge in G, so no k-partition
is likely to survive in G.
P
Assume ∆(X, X) = x∈X,y∈X kDF (x, y)k = Ω(ε/k). As kDF (x, y)k is the acceptance
probability of the test in line 5, by Fact 23 in any given iteration of the outer loop 3 at
least one of these edges will appear in G with probability Ω(ε/k). (For p-norms over R,

A. Bogdanov and B. Wang

37:15

kDF (x, y)k is an expectation that takes O((ε/k)2p ) queries to estimate.) After O(kn/ε)
iterations the probability that the cut survives is less than 2−n . By a union bound the
probability that any heavy cut survives is at most half.
J
It is not difficult to see that n queries are required for one-sided error testers when k
equals 2 as the relevant constraints span an n-dimensional space. We show that a linear
dependence on n is necessary for two-sided error testers as well. Proposition 24 shows a
general Ω(n) lower bound for functions over finite domains (with uniform measure) valued
over finite groups under the Hamming metric. Proposition 25 shows that Ω(n) non-adaptive
queries are necessary for functions from Rn to R under the 2-norm.
I Proposition 24. Testing 2-partitionability for functions F : Znq → G for a finite group G
under uniform measure and Hamming metric requires Ω(n − k) queries even for constant ε.
For simplicity of notation we present the proof in the case q = 2 and G = Z2 . The proof
is closely related to Chockler and Gutfreund’s lower bound for testing juntas [9].
Proof. Let R : Zn2 → Z2 be a random function and P : Zn−1
→ Z2 be a function that depends
2
on all but a random hidden input coordinate I. First we argue that δ2 (R) = Ω(1) with high
probability. For this it is sufficient to argue that kDR (X, Y )k = Ω(1) for every partition
(X, Y ). By definition kDR (X, Y )k is the average value of Ω(22n ) indicator values for events
of the type R(x, y) + R(x0 , y 0 ) − R(x0 , y) − R(x, y 0 ) = 0. These events have probability half
each and are pairwise independent, so by Chebyshev’s inequality the probability that the
kDR (X, Y )k is sub-constant is Ω(2−2n ). Taking a union bound over all 2n bipartitions it
follows that kDR (X, Y )k = Ω(1) with probability at least 1 − Ω(2−n ).
To complete the proof, it is sufficient to argue that with high probability any Q queries
to P reveal independent random bits. Consider the subspace of Zn2 spanned by the Q queries
(or the submodule of Znq if q is not a prime). This vector space has dimension at most Q,
so it can contain at most Q of the elementary basis vectors e1 , . . . , en . However, unless it
contains eI for the hidden coordinate I, no two queries differ in a single coordinate and all
answers are independent random bits. Since I is uniformly random the probability that P
and R can be distinguished is at most Q/n. By a union bound the distinguishing advantage
of the tester is at most Ω(2−n ) + Q/n, which is subconstant unless Q = Ω(n).
J
It was pointed out to us by Guy Kindler that the proof of Proposition 24 to functions
from Rn to R say under Gaussian measure by considering the functions RR and PR given by
FR (x1 , . . . , xn ) = F (sign x1 , . . . , sign xn ) where the sign is interpreted as a Boolean value.
This example is somewhat unnatural because the functions are discontinuous. The following
proposition shows that testing still requires Ω(n) non-adaptive queries even for highly smooth
functions.
I Proposition 25. Testing 2-partitionability non-adaptively for quadratic functions from Rn
to R under the 2-norm requires Ω(n) queries under any measure with zero mean and unit
variance and bounded third and fourth moments.
We need the following claim about distinguishing linear functions of normal random
variables.
B Claim 26. Let Z1 , . . . , Zn be independent standard normal random variables, F (x) =
Pn
P
0
i=1 Zi xi , and F (x) =
i∈S Zi xi where S ⊆ [n] is a random subset of size s. For any q
queries x1 , . . . , xq ∈ Rn , (F (x1 ), . . . , F (xq )) and (F 0 (x1 ), . . . , F 0 (xq )) are O(qs/(n − s + 1))statistically close.
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Proof. It is sufficient to prove the claim for |S| = n − 1 and apply the triangle inequality.
By convexity it is sufficient to upper bound the expected statistical distance averaged over
the choice of the index i that is omitted from S. For fixed i, since the queried functions are
linear, without loss of generality we may assume that the queries x1 , . . . , xq are orthonormal.
Let X be the q × n matrix whose rows are the queries x1 , . . . , xn , and X−i be the submatrix
obtained by removing the i-th column. The desired statistical distance is then within a
T
constant factor of k(X T X)−1 (X−i
X−i ) − IkF , where k · kF is the Frobenius norm [1]. By
T
orthonormality we obtain that k(X T X)−1 (X−i
X−i ) − IkF = kxi k22 . Averaging over i, the
desired statistical distance is at most O(Ei [kxi k22 ]) = O(q/n).
C
P
Proof of Proposition 25. Let F (x) = n−1 j6=k Zjk xj xk , where Zjk are independent stanP
dard normal random variables. Let F 0 (x) = n−1 j, k, i distinct Zjk xj xk where i is chosen at
random from [n]. By standard concentration inequalities both kF k4 and kF 0 k4 are constant
with high probability. By Claim 26, the answers to any q non-adaptive queries to F and F 0
are O(q/n)-statistically close.
It remains to argue that F is Ω(1)-far from 2-partitionable. For a fixed bipartition (S, T )
P
2
of [n], by Claim 26 the cost of F is n−1 j∈S,k∈T Zjk
. Therefore the average cost (over the
randomness of F ) is |S||T |/n. By Chernoff bound the cost is at least Ω(|S||T |/n) = Ω(1) with
probability 1 − exp(−Ω(|S||T |)). Taking a union bound over all 2n−1 possible bipartitions
we conclude that F is Ω(1)-far from 2-partitionable with probability 1 − exp(−Ω(n)).
J
If Claim 26 extends to adaptive queries, so would Proposition 25.

7

Applications to reinforcement learning control

In this section we discuss the application of variable partitioning algorithms given real-valued
oracle and the 2-norm measure. The set X of variables to be partitioned corresponds to
the set a of control variables (the action), while the oracle F corresponds to the advantage
function A. While the control task is achieved by a series of actions, the advantage function
describes how much one single action in the series can affect the final objective. In general,
this function is complex enough so explicit representation is not available. Instead, it is
usually estimated by Monte-Carlo sampling of the action series or by function approximation,
where in either case it is sensible to treat the function as an oracle.
In a reinforcement learning control task, the objective is to control the action a so
as to maximize the expected cumulative reward over time t. The advantage function
A(·, a) describes the marginal gain of such an objective of an action a = at at time t. This
function can be estimated by Monte-Carlo sampling of the actions at , at+1 , . . . , or by function
approximation. In either of the cases it is sensible to treat the function as an oracle when
using it to partition the variables.
We compare empirically with three previous approaches. The first approach is a standard
approach proposed by Williams [33, 35] and later improved by Mnih et al. [25] and Schulman
et al. [32]. These approaches learn reinforcement learning control without considering the
possible partitioning of the advantage function. The second approach is to trivially partition
n variables into n subsets [22, 36]. This causes a large partition error which induces bias in
the learning update. The third baseline partitions the variables heuristically [23]. In their
method the Hessian matrix of the advantage function is first calculated using a discrete
gradient method. Then this Hessian matrix is treated as an adjacency matrix of a graph, by
the heuristic that two independent variables have a zero element in Hessian. Then elements
are removed from Hessian, from those with the lowest absolute values, until the graph has at
least k connected components. This algorithm shares some similar intuition with our first
algorithm.
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The rest of this section will introduce the preliminaries of how this partition may be used
in reinforcement learning, and then demonstrate the comparison of scores attained in the
experiments.

7.1

Reinforcement learning control and policy gradient

We consider a reinforcement learning task described by a discrete-time Markov decision
process (MDP), denoted as the tuple (S, A, T , r, ρ0 , β). That includes S ∈ Rm the m
dimensional state space, A ∈ Rn the n dimensional action space, T : S × A × S → R+ the
environment transition probability function, r : S × A → R the reward function, ρ0 the
initial state distribution and β ∈ [0, 1) the unnormalized discount factor. Here n is the
number of the control variables, which is consistent with the dimension of the input oracle.
A (stochastic) policy is a function π : S × A → R+ that outputs a distribution over A on any
given state s ∈ S. The objective of reinforcement learning is to learn a policy π such that
P∞
the expected cumulative reward J(θ) = Es∼ρπ ,a∼π [ t=0 β t r(st , at )], is maximized, where
P∞ t−1
ρπ (s) = t=1 β P(st = s). Since π is in a functional space, the problem is commonly
relaxed to find over the space of parameterized functions the policy, such as the space of
neural networks. When the policy is parameterized we denote it as πθ .
Advantage actor-critic (A2C), a standard approach in policy optimization [25, 32],
estimates the gradient of the policy ∇θ J(θ). According to the policy gradient theorem [35], this gradient can be estimated by ∇θ J(θ) = Eπ(a|s) [∇θ log π(a|s)Aπ (s, a)], where
Aπ (s, a) is the advantage function of s,a, and policy π. Here Aπ (s, a) is defined as
P∞
0
Aπ (s, a) = Qπ (s, a) − V π (s), where Qπ (s, a) = Eπ [ t0 ≥t β t −t r(st0 , at0 )|s = st , a = at , π] is
the action-state value function and V π (s) = Ea∼π(a|s) [Qπ (s, a)] the state-value function.
It is shown later in [36] and [23], that an alternative estimator
∇θ J(θ) =

k
X

Eπ(a(j) |s) [∇θ log π(a(j) |s)(Aπ (s, a(j) )],

(12)

j=1

may induces a lower variance. The condition that this estimator holds is that the advantage
function can be approximately partitioned into k parts correspondingly:
Aπ (s, a) = Aπ1 (s, a(1) ) + · · · + Aπk (s, a(k) ) + U (s, a)
for some state s the estimation takes place, where U (s, a) the partition error is expected to
be small for the estimator to be accurate.
The learning is an iterative process that takes N updates by the gradient ∇θ J(θ) while
the k-partition is computed every N/N1 iterations. Every run of the partitioning algorithm
outputs the disjoint subsets a(1) , . . . , a(k) , which is then used by (12) for N1 iterations.
It is worth note that our algorithm has a complexity of O(N1 n5 ), which is negligible in
reinforcement learning. As the Monte-Carlo estimation of ∇θ J(θ) requires a complete trial
of the task (for example, play a game for an entire episode), which involves the interaction of
a complex system.

7.2

Experiments

We compare our first algorithm (called pairwise estimates - PE) and our second algorithm
(called submodular minimization - SM) with the aforementioned existing approaches. A2C [25]
is the baseline approach in reinforcement learning who does not leverage variable partition. It
uses control variates (CV) as the primary variance reduction technique. Other methods [23,36]
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partition the control variable so as to reduce the variance in the Monte-Carlo estimation by
Rao-Blackwellization (RB) [5]. For the discussion on variance reduction we refer the readers
to the paper cited above. The comparisons are summarized below
Table 1 Comparisons of our algorithms with previous ones.
PG estimator

Variance reduction

Heuristics

Partitioning

Guarantees

Limits

A2C [25]
Wu et al. [36]
Li and Wang [23]
PE (our first)
SM (our second)

CV
CV
CV
CV
CV

yes
yes
no
no

fully
greedy
greedy
optimal

no
no
factor-O(kn2 )
almost opt

k=n
no
no
no

&
&
&
&

RB
RB
RB
RB

Now we study the performance in terms of both the correctness and the optimality on
graph cuts on weighted graphs. Correctness notes the number of times the algorithm outputs
exactly the optimal partition, while optimality describes the average of the ratio of the
partition error and the optimal partition error, over all the independent runs. This will
illustrate the difference between greedy-based algorithms like [23] and our first algorithm, and
submodular minimization based algorithms like our second algorithm. Note that submodular
minimization always finds the optimal partition.
Table 2 Performance of the greedy algorithm on variable partition.
#Nodes n

n=5

n = 10

n = 20

n = 40

n = 100

Submodular
Greedy (correctness)
Greedy (optimality)

7753
1.060

6271
1.203

4226
1.408

2380
1.352

1101
1.250

Then Table 3 compares the partitioning algorithms when the oracle is a quadratic function
a H0 a for some random H0 . In this case our second algorithm SM also incurs an error per
Theorem 2, but the error in practice is shown to be small enough. It has constantly the best
empirical performance in both correctness and optimality.
Since we only replaced heuristic partitioning with our partitioning algorithm in reinforcement learning, it is reasonable that our more accurate partitions will improve reinforcement
learning.
T

Table 3 Comparisons of the algorithms on variable partition.
#Nodes n

n=5

n = 10

n = 20

n = 40

n = 100

Li and Wang [23] (correctness)
PE (correctness)
SM (correctness)

7553
7709
9896

5651
6108
9630

2929
4001
9243

1251
2020
8193

400
918
6802

Li and Wang [23] (optimality)
Wu et al. [36] (optimality)
PE (optimality)
SM (optimality)

1.150
9.049
1.075
1.020

1.281
13.54
1.277
1.028

1.508
20.96
1.452
1.101

1.501
34.42
1.400
1.110

1.290
72.55
1.281
1.025
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Finally we plug our algorithms into reinforcement learning control, replacing the partitioning steps in [23]. The tasks we are testing on are standard tasks in reinforcement learning
by the MuJoCo physics simulator. This includes training a simplified model of ant, cheetah,
or human to run as fast as possible. The score is the cumulative reward over time, where the
reward is the speed less the energy cost (which is 0.001kak22 ). The control variables a are the
forces applied to the joints. We refer to [3] for the exact simulator settings.
We have conducted experiments on all eight environments from MuJoCo that has the
action dimensional higher than one, shown in Figure 1 below. In the figure the x-axis is the
number of Monte-Carlo sample updates, which can be regarded as the time elapsed on the
training, while the y-axis is the score attained by the model. Our second algorithm (SM)
has achieved the highest score among most of these tasks, which agrees with our theoretical
finding.

Figure 1 Empirical comparisons on MuJoCo high-dimensional control tasks. Each curve is
averaged over 10 independent experiments.
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Statistical claims

B Claim 27. Assume t, t̂ ≥ 0. If tp ≤ t̂p ≤ tp + (ε/2)p then t ≤ t̂ ≤ t + ε.
Proof. The left-hand inequalities are immediate. For the right-hand ones we start we consider
two cases. If t ≤ ε/2, then t̂p ≤ 2(ε/2)p ≤ ε ≤ t + ε. If t > ε/2 then
t̂ − t ≤

t̂p − tp
(ε/2)p
≤
≤ ε.
tp−1
(ε/2)p−1

C

B Claim 7. Assuming kF kR,2p ≤ 1, the value kF kpR,p can be estimated within εp , and kF kR,p
can be estimated within ε, from K p log(1/γ)/2p queries to F in linear time with probability
1 − γ for some absolute constant K.
Proof. By Chebyshev’s inequality, E[|F |p ] can be estimated within an additive error of (ε/2)p
by averaging (2/ε)2p samples with probability 3/4. The error can be improved to 1 − γ by
taking the median value of O(log 1/γ) runs. The second bound follows from Claim 27. C

B

Details in the experiments

The exact reinforcement learning control algorithm we used is described below. The algorithm
is based on proximal policy optimization [32] and generalized advantage estimator [11, 31] in
reinforcement learning.
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Algorithm 3 Policy optimization with variable partitions.
1: Input: Total number of samples T , batch size B, partition frequency Mp , number of

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

value iterations Mw , initial policy parameter θ, initial value and advantage parameters
w and µ;
Output: Optimized policy πθ ;
for each iteration j in [T /B] do
(i) (i) (i)
Collect a batch of trajectory data {st , at , rt }B
i=1 ;
for Mθ iterations do
Update θ by one gradient descent step using proximal policy gradient with the
gradient estimator (12);
end for
for Mw iterations do
Update w and µ by minimizing kV w (st ) − Rt k22 and kÂ − Aµ (st , at )k22 in one step;
end for
Estimate Â(st , at ) using V w (st ) by generalized advantage estimator;
if j ≡ 0 (mod Mp ) then
Define estimation f (X) = E[DF (X, X)2 ];
Variable
Run submodular minimization on f (X);
Partitioning
Assign X and X̄ to a(1) and a(−1) in (12), respectively;
end if
end for

The differences between our algorithm and proximal policy gradient [32] have been
highlighted: Line 6 uses the estimator with partitions on the control variables. Line 12-16
find the near-optimal variable partition using submodular minimization, by Theorem 2.
We use three neural networks as function approximations: a policy network πθ and a
value network V w as is in the baseline methods, and an advantage network Aµ solely used in
the partition algorithm. The networks have the same architecture as is in the previous line
of works [25, 32].
In our MuJoCo experiments, the tasks have been slightly modified (the physics simulator
keeps intact). As the number of control variables of the original tasks is relatively low, we
augment such dimensions by letting the agent controls two independent instances of the
tasks at the same time. The scores and the reinforcement signals are then the additions of
the scores of the two sub-tasks. Correspondingly, we use k = 2 in [23] and our algorithms.

Linear Time Subgraph Counting, Graph
Degeneracy, and the Chasm at Size Six
Suman K. Bera
University of California, Santa Cruz, CA 95064, USA
sbera@ucsc.edu

Noujan Pashanasangi
University of California, Santa Cruz, CA 95064, USA
npashana@ucsc.edu

C. Seshadhri
University of California, Santa Cruz, CA 95064, USA
sesh@ucsc.edu

Abstract
We consider the problem of counting all k-vertex subgraphs in an input graph, for any constant k.
This problem (denoted sub-cntk ) has been studied extensively in both theory and practice. In a
classic result, Chiba and Nishizeki (SICOMP 85) gave linear time algorithms for clique and 4-cycle
counting for bounded degeneracy graphs. This is a rich class of sparse graphs that contains, for
example, all minor-free families and preferential attachment graphs. The techniques from this result
have inspired a number of recent practical algorithms for sub-cntk . Towards a better understanding
of the limits of these techniques, we ask: for what values of k can sub-cntk be solved in linear time?
We discover a chasm at k = 6. Specifically, we prove that for k < 6, sub-cntk can be solved in
linear time. Assuming a standard conjecture in fine-grained complexity, we prove that for all k > 6,
sub-cntk cannot be solved even in near-linear time.
2012 ACM Subject Classification Mathematics of computing → Graph algorithms; Theory of
computation → Graph algorithms analysis
Keywords and phrases Subgraph counting, bounded degeneracy graphs, fine-grained complexity
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.38
Funding All authors are supported by NSF TRIPODS grant CCF-1740850 NSF CCF-1813165, and
ARO Award W911NF1910294.
Acknowledgements We would like to thank David Helmbold for insightful discussions. In particular,
David pointed out that the lower bound for counting 8-cycles does not follow from our construction.

1

Introduction

The subgraph counting problem asks for the number of occurrences of a (typically connected)
“pattern” subgraph H in a connected input graph G. It is a fundamental algorithmic problem
with a rich theory [34, 51, 16, 53, 5, 24, 69, 19], and widely used in practice [32, 18, 58, 15,
60, 33, 59, 40, 68, 62, 67, 8]. With the explosion of network science, subgraph counting
is now a fundamental tool used for analyzing real-world graphs. Thus, the search for fast
algorithms for subgraph counting is not just a theoretical problem, but one that has many
applications in bioinformatics, social sciences, and computer science.
Especially for the many of the practical applications, a common version of subgraph
counting is to count the frequency of all connected subgraphs with k vertices [57, 54, 2, 25,
26, 31, 47, 61, 37, 71, 71]. We will denote this problem as sub-cntk . Even in the theory
literature, it is common to parametrize running time by n (vertices in G) and k, so it is
natural to study sub-cntk . There is a rich line of theoretical work on getting nµk time
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algorithms, for µ < 1, using matrix multiplication and tree decomposition methods [34, 53,
5, 13, 44, 70, 45, 20, 14, 19]. Unfortunately, sub-cntk is (a generalization of) the canonical
#W[1]-hard problem, and it is not believed that there exist f (k) · no(k) algorithms for
sub-cntk . From an application standpoint, these algorithms are typically not practical,
and do not provide algorithmic guidance. Real-world graphs are massive, and one typically
desires linear-time algorithms.
An alternate perspective is to look for faster algorithms for restricted graph classes, and
hope that these classes correspond to real-world graphs. A seminal result of Chiba-Nishizeki
gave O(mκk−2 ) algorithms for k-clique counting and an O(mκ) algorithm for 4-cycle counting,
where m is the number of edges in G and κ is the graph degeneracy [16]. We leave the
technical definitions for later; but κ can be thought of as the maximum average degree of
any subgraph of G. Chiba-Nishizeki implicitly prove linear-time algorithms for sub-cntk for
k = 3, 4 (explicitly shown in [57, 54] ). The class of bounded (constant) degeneracy graphs is
immensely rich: it contains all minor-closed families, preferential attachment graphs, and
bounded expansion graphs. The graph degeneracy appears heavily in network science, and
real-world graphs have typically low degeneracy (though maybe not constant).
But most importantly for subgraph counting, the techniques from Chiba-Nishizeki have
inspired a number of recent practical subgraph counting algorithms [57, 54, 37, 35].
The problems of sub-cntk for k 6 5 have been successfully tackled in practice using
these approaches. These algorithms are often tailored for k (using, for example, specific
tricks to count individual 4-vertex subgraphs) and it is not clear how far they will extend for
larger k.
Towards a better theoretical understanding, we pose the following question.
For what values k, does the sub-cntk problem admit a linear time algorithm in bounded
degeneracy graphs?

1.1

Our Results

The question above has a surprisingly clean resolution, assuming conjectures from fine-grained
complexity. For simplicity, we assume that the input graph G is connected. We assume Las
Vegas randomized algorithms, so we talk of expected running times.
Our main theorem asserts linear time algorithms for counting (up to) 5-vertex subgraphs
in bounded degeneracy graphs. For counting 6-vertex subgraphs and beyond, it is unlikely
that even near-linear time algorithms exists.
I Theorem 1 (The chasm at size 6). For k 6 5, there is an expected O(mκk−2 ) time algorithm
for sub-cntk .
Assume the Triangle Detection Conjecture (Conj. 2). There exists an absolute
constant γ > 0 such that the following holds. For any k > 6 and any function f : N → N,
there is no (expected) o(m1+γ f (κ)) algorithm for sub-cntk .
The Triangle Detection Conjecture was first stated by Abboud and Williams [1].
They proved many lower bounds for the dynamic version of many well known graph problems
such as bipartite perfect matching, single source reachability etc. It is actually believed that
the constant γ could be as large as 1/3.
I Conjecture 2 (Triangle Detection Conjecture [1]). There exists a constant γ > 0
such that in the word RAM model of O(log n) bits, any algorithm to detect whether an input
graph on m edges has a triangle requires Ω(m1+γ ) time in expectation.

S. K. Bera, N. Pashanasangi, and C. Seshadhri

1.2

38:3

Main Ideas

Conditional Lower Bounds
It is instructive to look at the conditional lower bounds. The reduction of triangle detection
to subgraph counting in bounded degeneracy graphs is actually quite simple. Suppose we
want to detect (or even count) triangles in an input graph G. Get graph G0 by subdividing
each edge into two, so a triangle in G becomes a C6 (6-cycle) in G0 . But the degeneracy of
G0 is just 2! (In any induced subgraph of G0 , the minimum degree is at most 2, proving the
bound.) Thus, if there exists o(f (κ)m1+γ ) time algorithms for counting 6-cycles, that would
violate the Triangle Detection Conjecture.
It is fairly straightforward to generalize this idea for larger cycles, by replacing edges in
G by short paths. Assuming Triangle Detection Conjecture, for all k > 6 and k 6= 8,
we can rule out linear time algorithms for counting Ck in bounded degeneracy graphs. Our
reduction does not work for C8 ; instead we consider a different subgraph for the case of k = 8
(C7 with a tail). We give the details in Section 5.
This reduction fails for counting 5-cycles and in general, it does not work for counting
any 5-vertex subgraph. For good reason, as we discovered an efficient algorithm for this
problem. This is the more technical part of our paper.

Algorithmic Framework
We present an algorithmic framework for solving the sub-cntk problem, that generalizes the
core idea of Chiba and Nishizeki [16]. It is known from past work that their ideas basically
provide an O(mκk−2 ) algorithm for sub-cntk , for k = 3, 4. The main challenge is to get
such an algorithm for k = 5, thereby nailing down the chasm of Theorem 1. This leads to
new results for counting various 5-vertex subgraphs. Perhaps more than these individual
results, our main contribution lies in identifying structural decompositions of the pattern
subgraphs that allows for efficient algorithms. This decomposition also sheds light on why
certain k-vertex subgraphs, for k > 6, does not seem to have any efficient algorithms in
bounded arboricity graphs. We give an outline of our framework next, and present it formally
in Section 4.
The key idea that comes from Chiba-Nishizeki is to perform subgraph counting on G→ ,
an acyclic orientation of G where the out degree of each vertex is bounded by O(κ)1 . The
classic clique and 4-cycle counting algorithms enumerate directed stars and directed paths
of length 2 to count subgraphs. We note that the algorithm does not enumerate 4-cycles,
since there can be Ω(n2 ) 4-cycles. It requires clever indexing to solve this problem, which we
generalize in our algorithm.
The crucial generalization of this idea is to enumerate directed rooted trees. Specifically,
we count occurrences of a connected pattern H by counting occurrences of all possible acyclic
orientations (up to isomorphism) H → of H in G→ . The main idea is to find the largest
directed rooted tree in H → , with edges directed away from the root. Call this tree T . Since
outdegrees in G→ are bounded, we can efficiently enumerate all copies of T . Any copy of
H → in G→ is formed by extending a copy of T , but H → may contain vertices that are not in
T . Thus, the extensions could be expensive to compute. But when H has at most 5 vertices,
we can prove that H → \ T is itself either a collection of rooted stars or paths. We can create
hash tables that store information about the occurrences of the latter. The final count of
H → is obtained by enumerating T and carefully combining counts from the hash tables.
1

Technically, this is not the idea of Chiba-Nishizeki, who use the degree orientation. But it was somewhat
of a folklore result that it is easy to get the same result using the degeneracy orientation. Arguably the
first such reference is Schank-Wagener [63].
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2

Related Work

Subgraph counting problems has a long and rich history. More than three decades ago, Itai and
Rodeh [34] gave the first non-trivial algorithm for the triangle detection and counting problems
with O(m3/2 ) runtime. Subsequently, Chiba and Nishizeki [16] gave an elegant algorithm
based on the degree based vertex ordering that solves triangle counting, 4-cycle counting
and `-clique counting with running times of O(mκ), O(mκ), and O(mκ`−2 ) respectively (κ
denotes the degeneracy). In comparison, our algorithm exploits the degeneracy ordering
of the vertices (see Section 3 for a formal definition); this enables us to create a uniform
framework for any k-vertex subgraph for k ∈ {4, 5}. In dense graphs, the best bounds for the
clique counting problem are achieved by fast matrix multiplications based algorithms [53, 24];
Vassilevska [69] gave combinatorial algorithm with significantly reduced space requirement.
For general subgraphs, there is a rich line of research based on matrix multiplication, tree
decomposition and vertex cover methods [34, 53, 5, 13, 44, 70, 45, 20, 14, 19] – these works
focus on getting nµk time algorithmis, for µ < 1.
Subgraph counting problems, specifically triangle counting, clique counting and cycle
counting problems, has also been studied extensively in various Big Data models such
as property testing model [22, 23, 6], MapReduce settings [17, 66, 42], and streaming
model [7, 38, 46, 39, 3, 36, 56, 49, 9]. Most of these work focuses on an approximate count,
rather than an exact count. In the applied world, there are many efficient algorithms that are
based on clever sampling techniques [11, 10, 33, 75, 61, 73, 72, 37, 71]. Exact counting has also
been studied extensively in the applied world [2, 57, 54, 12, 28, 50, 65, 47, 29, 31, 30, 25, 26].
In particular, Ahmed et al. [2] presented an algorithmic framework for solving the sub-cnt4
problem, called PGD (Parametrized Graphlet Decomposition), which scales to graphs with
tens of millions of edges. Pinar et al. [57] studied the sub-cnt5 problem, and gave the
current state of the art ESCAPE library based on degree ordering techniques. However, the
provable runtime of their algorithm for certain 5-vertex subgraphs is quadratic, O(n2 ). For a
deeper exploration of related applied work, refer to the tutorial on subgraph counting by
Seshadhri and Tirthapura [64].
The subgraph detection problem, which asks whether an input graph has a copy of the
subgraph, is a well-studied problem [34, 51, 4, 5, 41, 45, 74]. For the triangle detection
problem, the best known algorithm is based on fast matrix multiplication and it runs in time
O(min{nω , m2ω/(ω+1) }) [5]. If ω = 2, this would give us O(min{n2 , m4/3 }) algorithm for the
triangle detection problem. Hence, to falsify the Triangle Detection Conjecture, it
would require a major breakthrough result in the algorithmic graph theory world. For a
more detailed discussion on the Triangle Detection Conjecture and its implications,
refer to the paper by Abboud and Williams [1].
In the subgraph enumeration problem, the goal is to output each occurrences of the
target subgraph. Chiba and Nishizeki [16] showed that it is possible to enumerate all the
triangles in a graph along with counting the total number of triangles in O(mκ) time.
For enumerating all the triangles, O(mκ) time is effectively optimal assuming the 3SUM
Conjecture [55, 43]. Eppstein [27] studied the bipartite subgraph enumaration problem in
bounded arboricity graphs.

3

Preliminaries

In this paper, we study the sub-cntk problem which asks for the number of occurrences of
each k-vertex subgraph H, in an input graph G with n vertices and m edges. We consider
k to be a constant. For a fixed subgraph H, we use sub-cntH to denote the problem of
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counting all occurrences of H in the input graph G. When H is the triangle subgraph, we
denote the corresponding counting problem as tri-cnt. In the context of the sub-cntk
problem, we always use G to denote the input graph and H to denote the subgraph to be
counted. Both G and H are simple, connected, undirected and unweighted.
+
In our algorithmic framework, directed graphs play a crucial role. We use NG
(u) and
−
NG (u) to denote the out-neighborhood and in-neighborhood of a vertex u in a directed graph
−
−
+
G, respectively. We define d+
G (u) = |NG (u)| and dG (u) = |NG (u)|. If the graph is clear from
the context, we drop the subscript G.
A graph G is k-degenerate if every subgraph of G has a vertex of degree at most k. The
degeneracy of a graph G (also called coloring number, refer to Sec. 5.2 of [21]), denoted as
κ(G), is the smallest integer k such that G is k-degenerate. The arboricity of a graph G,
denoted as α(G), is the smallest integer k such that the edge set E(G) can be partitioned
into k forests. When the graph G is clear from the context, we simply write κ, and α,
instead of κ(G) and α(G). A classic theorem of Nash-Williams shows that the degeneracy
and arboricity are closely related. All our results can be stated in terms of either of the
parameters.
I Theorem 3 (Nash-Williams [52]). In every graph G, α(G) 6 κ(G) 6 2α(G) − 1.
Vertex ordering is central to many subgraph counting algorithms. In this paper, we work
with the degeneracy ordering of G, which is defined as follows.
I Definition 4. Degeneracy ordering of a graph G, denoted by C, is obtained by repeatedly
removing the vertex with minimum degree. The ordering is defined by the removal time.
For example, if u C v, then u is removed before v according to the above process. Degeneracy
ordering can be found in linear time [48].
Using any vertex ordering ≺ of an undirected graph G, we construct a directed graph
G→
≺ as follows: for each edge {u, v} ∈ E(G), direct the edge from u to v iff u ≺ v. We denote
this directed edge as (u, v). Observe that G→
≺ is necessarily acyclic. We denote the directed
graph obtained from degeneracy ordering C as G→
C . The following two are folklore results
about vertex ordering and degeneracy, and can be derived from Prop. 5.2.2 of [21].
+
I Lemma 5. For each vertex v ∈ G→
C , d (v) 6 κ.

I Lemma 6. If there exists a vertex ordering ≺ of G such that in the corresponding directed
+
graph G→
≺ , d (v) 6 k for each vertex v, then κ(G) 6 k.
Next, we formally define a match (occurrence) of the target subgraph H in the input graph
G. We also define a match in the context of directed graphs H 0 and G0 .
I Definition 7. A match of H in G is a bijection π : S → V (H) where S ⊆ V (G) and for
any two vertices u and v in S, {u, v} ∈ E(G) if {π(u), π(v)} ∈ E(H).
I Definition 8. A match of H 0 in G0 is a bijection π : S → V (H 0 ) where S ⊆ V (G0 )
and for any ordered pair of vertices (u, v) where u and v are in S, (u, v) ∈ E(G0 ) if
(π(u), π(v)) ∈ E(H 0 ).
Our algorithm counts matches of H in G by counting matches of all possible acyclic
→
orientations H → of H in G→
C . In general, whenever we use ‘ ’ to denote a directed graph,
→
→
such as in GC and H , the directed graph is a DAG.
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We denote the number of matches of H in G by M(G, H). An incomplete match of H in
G is an injection π : S → V (H) (so |S| < |V (H)|), that has the same properties of a match
except being surjective. Consider two incomplete matches (injections) of H, π1 : S1 → V (H),
and π2 : S2 → V (H). Let Vπ1 = {π1 (u) | u ∈ S1 } and Vπ2 = {π2 (u) | u ∈ S2 }. We say that π2
completes π1 to be a match of H, when V (H) = Vπ1 ∪Vπ2 (surjective), Vπ1 ∩Vπ2 = ∅ (injective),
and for any two vertices u ∈ S1 and v ∈ S2 , {u, v} ∈ E(G) if {π1 (u), π2 (v)} ∈ E(H). In
case of directed graphs, it should hold that (u, v) ∈ E(G0 ) if (π1 (u), π2 (v)) ∈ E(H 0 ) and
(v, u) ∈ E(G0 ) if (π2 (v), π1 (u)) ∈ E(H 0 ).
Two matches are distinct if they are not authomorphims of a match. In other words, two
matches π1 and π2 of H are equivalent, if they map two automorphisms of the exact same
subgraph of G to H. We denote the number of distinct matches of H in G by DM(G, H). In
the sub-cntk problem, we are interested in DM(G, H) for all k-vertex subgraphs H.

4

Subgraph Counting Through Orientation and Directed Trees

In this section, we discuss our algorithmic framework for solving the sub-cntk problem.
Instead of directly counting the number of occurrences of a k-vertex subgraph H in the input
graph G, we count the occurrences of all possible DAG H → (up to isomorphism) of H in
→
the graph G→
C . To achieve this, our main idea is to find the largest directed tree of H ,
enumerate all matches of this tree, and then count matches of the remaining vertices using
structures we save in a hash table. In Section 4.1, we show that our framework solves the
sub-cnt5 problem in expected O(mκ3 ) time. In Section 4.2, we demonstrate the limitation
of our framework as it fails to solve the sub-cntC6 problem efficiently.
Algorithm 1 Counting distinct matches of all 5-vertex subgraphs in G (sub-cnt5 ).
1: procedure Count-All-5(G)
2:
3:
4:
5:

Derive G→
C by orienting E(G) with respect to degeneracy ordering.
for all connected 5-vertex subgraphs H except 4-star do
Run Count-Match(G→
C , H) and save the result for H.

P
d(u)
Save u∈V (G) 4 for 4-star.

Algorithm 2 Counting distinct matches of H in G (sub-cntH ).
1: procedure Count-Match(G→
C , H)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

DM(G, H) ← 0
for all possible DAGs (up to isomorphism) H → of H do
→
M(G→
C ,H ) ← 0
Find one of the largest DRTSs in H → , and call it Tmax .
for all match π of Tmax in G→
C do
if π is a match of H → then
. V (Tmax ) = V (H → ). Lemma 14
→
→
→
→
M(GC , H ) ← M(GC , H ) + 1
else if π is an incomplete match of H → then
. Lemma 14
k ← number of ways to complete π to a match of H → .
. Lemma 16
→
→
→
M(G→
C , H ) ← M(GC , H ) + k
→
→
DM(G, H) ← M(GC , H )/|Aut(H → )|
return DM(G, H)
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5-vertex Subgraph Counting

Our main algorithmic result is given in the following theorem.
I Theorem 9. There is an algorithm that solves the sub-cnt5 problem in O(mκ3 ) time.
Our strategy is to count matches of all possible DAGs (up to isomorphism) H → of H in
to obtain the number of distinct matches of H in G. Alg. 2 demonstrates this subroutine
of our algorithm for sub-cnt5 , which is shown in Alg. 1. First, we find one of the largest
directed rooted tree subgraphs (DRTS), which we define as follows, in H → .
G→
C,

I Definition 10. Given any directed graph D, a directed rooted tree subgraph (DRTS) of D,
is a subgraph T of D, where the underlying undirected graph of T is a rooted tree, and edges
are oriented away from the root in T .
The following lemma shows that we can find all matches of any DRTS in H → in the desired
time.
I Lemma 11. Let T be a directed tree with k vertices. All matches of T in G→
C can be
k−2
enumerated in O(mκ
).
Proof. Let t1 , . . . , tk be a BFS ordering of T starting at the root t1 . Fix an edge (u, v) ∈
E(G→
C ) and map u to t1 and v to t2 . There are m possible matches for (t1 , t2 ), which we
can find by enumerating the edges of G→
C . Now, we will choose vertices to map to t3 , . . . , tk ,
one by one, in this order. Since the out-degree of each vertex in G→
C is at most κ, if we have
already mapped vertices to t1 , . . . , ti , there are at most κ vertices that could be mapped to
k−2
ti+1 . Therefor M(G→
), and we can enumerate all of them by first choosing
C , T ) = O(mκ
(u, v) to map to (t1 , t2 ) and then choosing vertices to map to t3 , . . . , tk , in this order and one
by one.
J
I Observation 12. Call a vertex v of a directed graph a source vertex, if d− (v) = 0. Consider
T to be one of the largest DRTSs of a DAG D. T has to have a source vertex of D as the
root, otherwise the root has an in-neighbor v, which is not in T as it would create a cycle.
Adding v to T creates a new DRTS which has one more vertex than T . This contradicts the
fact that T is one of the largest DRTSs of D. Hence, the root of T has to be a source vertex
of D.
Given a 5-vertex DAG H → , we can find a DRTS that has the most number of vertices
among all DRTSs of H → in constant time. First, find all source vertices, and then apply a
Breath First Search (BFS) starting from each of these vertices and pick a BFS tree with the
most number of vertices among all. The following lemma shows that the largest DRTS has
at least 3 vertices for a 5-vertex connected subgraphs, except 4-star. Notice that, the largest
DRTS of a 4-star with all the edges oriented towards the center has two vertices.
I Lemma 13. Let H be a connected undirected 5-vertex graph that is not a 4-star. Each
largest DRTS of any DAG H → , which is an acyclic orientation of H, has at least three
vertices.
Proof. We prove this lemma by contradiction. Assume that any DRTS of H → has at most
two vertices. A directed 2-path, or any vertex with at least two outgoing edges result in a
DRTS with three vertices. Therefore,
(a) H → does not have a 2-path,
(b) each vertex in H → has at most one outgoing edges.
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Notice that, since H → is a DAG, it has at least one source vertex. Consider a source vertex
u. Since H is connected, u has at least one neighbor, and by (b) it should have exactly
one neighbor. Let N + (u) = {v}, then N + (v) = ∅, by (a). So, v should have at least one
incoming neighbor w. By (a), w has no incoming edges, and it has no outgoing edges by
(b). Call the other two vertices x and y. As H is connected, there should be a connection
between {u, v, w} and {x, y}. u and w cannot have any neighbor other than v, so x and y
could only be connected to v. Since H is not a star, there should be an edge between x and
y. Without loss of generality, let (x, y) be that edge. By (a), (y, v) ∈
/ E(H → ) and by (b)
(x, v) ∈
/ E(H → ). So, {u, v, w} is not connected to {x, y}, and H is disconnected, which is
a contradiction. Thus, the assumption that any DRTS of H → has at most two vertices is
wrong, and each largest DRTS of H → has at least three vertices.
J
So far, we know that we can find one of the largest DRTSs of H, which has at least 3
vertices. We use Tmax to denote this DRTS. By Lemma 11, we can enumerate all matches
3
of Tmax in G→
C in O(mκ ) time. For each such match, we need to validate whether it is a
(incomplete) match of H → or not. If it is not, then it could not be completed to a match
of H → . The following lemma shows that we can perform this validation efficiently. In the
remaining part of this section, “constanct expected time”, refers to constant amortized time
access to hash maps that we use.
I Lemma 14. Let T be a DRTS of a DAG H → of a connected k-vertex graph H. Assume
→
→
edges of G→
C are saved in a hash table. For each match π of T in GC , it takes O(|E(H )|)
expected time to validate whether π is a (incomplete) match of H → or not.
Proof. Since π is a bijection, it has an inverse which we denote by π −1 . Let H → [V (T )] denote
the subgraph of H → induced on V (T ). Observe that, there could be edges in H → [V (T )] not
present in T . For π to be a match (if V (T ) = V (H → )) or incomplete match of H → , these
edges have to be present between corresponding vertices in G→
C mapped to T by π. Formally,
consider all ordered pairs of vertices (a, b) ∈ V (T ) × V (T ) such that (a, b) ∈ E(H → ) and
(a, b) ∈
/ E(T ), π is a match or incomplete match of H → iff (π −1 (a), π −1 (b)) ∈ E(G→
C ) for all
such pairs of vertices. To validate this, we enumerate all edges (a, b) of H → [V (T )] which
are not present in T , and search for (π −1 (a), π −1 (b)) in hashed edges of G→
C in expected
→
constant time. So this only requires O(|E(H )|) expected time.
J
If V (Tmax ) = V (H → ), then a match of Tmax could be a match of H → too, which could
be verified as explained. If there is a vertex in H → which is not present in Tmax , then after
validating that a match of Tmax is an incomplete match of H → , we need to find the number
of ways to complete it to a match of H → . For this we need to count matches of each possible
structures that Tmax does not cover in H → . We save the count of these structures in G→
C , in
hash tables. The following lemma shows that this can be done efficiently.
I Lemma 15. In O(mκ3 ) time and space, we can save all the following key and value pairs
in hash maps HM1 , HM2 , and HM3 .
1. HM1 : ((u, v), 1) where (u, v) ∈ E(G→
C)
2. HM2 : (S, k) ∀S ⊆ V (G→
C ) where 1 6 |S| 6 4, and k is the number of vertices u such
that S ⊆ N + (u)
3. HM3 : ((S1 , S2 ), `) ∀S1 , S2 ⊆ V (G→
C ), where 1 6 |S1 ∪ S2 | 6 3, and ` is the number of
edges e = (u, v) ∈ E(G→
)
such
that
S1 ⊆ N + (u) and S2 ⊆ N + (v).
C
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Proof. We show how to enumerate and save all these structures in HM1 , HM2 , and HM3 .
1. HM1 : We can easily do this in O(m) by enumerating the out-neighbors of each vertex
2. HM2 : For each edge e = (u, v), we can enumerate all subsets T of the set {w ∈ N + (u) |
v C w}, where |T | 6 3, in O(κ3 ) time, and increment the value for the key T ∪ {v} in
the hash map by one.
3. HM3 : For each edge e = (u, v) (v ∈ N + (u)), we enumerate all possible subset S1 ⊆
N + (u) \ {v} where |S1 | 6 3. And, for each S1 we enumerate all possible S2 \ S1 in subsets
of N + (v), such that 1 6 |S1 ∪ S2 | 6 3. This takes O(κ3 ) as the out-degree of each vertex
is at most κ, and we choose up to three vertices. All possible S1 ∩ S2 can be determined
by checking the connection between v and each vertex in S1 using the hashed edges of
G→ in HM1 .
J
The following lemma shows that we can count the number of ways to complete a match
of Tmax , which is also an incomplete match of H → , to a match of H → efficiently.
I Lemma 16. Let H be a 5-vertex connected graph, H → be a DAG of H, and Tmax be one
of the largest DRTSs in H → . Assume HM1 , HM2 , and HM3 are given. For each match π
→
of Tmax in G→
C which is an incomplete match of H , we can count the number of ways to
→
complete π to a match of H in expected constant time.
Proof. By Lemma 13, Tmax has at least 3 vertices, and since π is an incomplete match (not
a match) of H → , we can assume that |V (Tmax )| < 5. Observe that, Tmax is a maximal
DRTS. Any vertex in H → which is not in Tmax can only be connected to vertices of Tmax
by outgoing edges, otherwise they could be added to Tmax to create a larger DRTS of H → ,
which contradicts the maximality of Tmax . We consider two cases where Tmax has three or
four vertices.
Let |V (Tmax )| = 4, and i be the only vertex in H → that is not in Tmax . To complete π
to a match of H → , we need to choose a vertex in G→
C , that is connected by outgoing edges
+
to vertices mapped to the out-neighborhood of i in H → . Let Si = {π −1 (t) | t ∈ NH
→ (i)}.
HM2 (Si ) is the number of vertices that could be mapped to i, but some of them may
be already mapped to a vertex in Tmax , by π. Let ri denote the number of vertices
+
v ∈ {π −1 (t) | t ∈ V (Tmax )}, where Si ⊆ NG
→ (v). We can obtain ri in expected constant
C
time, by enumerating vertices mapped to V (Tmax ), and counting vertices that are connected
to all vertices in Si . For any vertex, we can check the connection to each vertex of Si using
HM1 in expected constant time. The number of ways to complete π to a match of H → in
this case is HM2 (Si ) − ri .
Now we consider the case where |V (Tmax )| = 3. Let V (H → ) \ V (Tmax ) = {i, j}. To
complete π to a match of H → , we only need to choose two vertices of G→
C to map to i and
+
+
−1
j. Let Si = {π −1 (t) | t ∈ V (Tmax ) ∩ NH
(i)}
and
S
=
{π
(t)
|
t
∈
V
(T
→
j
max ) ∩ NH → (j)}.
We consider two cases, where i and j are connected or not. If they are connected, without
loss of generality, assume (i, j) ∈ E(H → ). If (i, j) ∈ E(H → ), then we can use HM3 in
Lemma 15, to find the number of edges (u, v) where u and v could be mapped to i and
j, respectively. Let r(i,j) be the number of edges e = (w, x) ∈ E(G→
C ), where w and x
+
+
are mapped to vertices in Tmax by π, such that, Si ⊆ NG
(w),
and
Sj ⊆ NG
→
→ (x). We
C
C
can obtain r(i,j) in expected constant time using HM1 . Then the number of edges (u, v)
that could be mapped to (i, j) is HM3 ((Si , Sj )) − r(i,j) . Next case is when (i, j) ∈
/ E(H → ).
In this case, we use HM2 to find the number of pair of vertices of G→
C which could be
mapped to i and j. Let ri (rj resp.) denote the number of vertices v ∈ V (G→
C ) where v
+
+
is mapped to a vertex in Tmax and Si ⊆ NG
→ (v) (Sj ⊆ NG→ (v) resp.). Also, we use ri,j
C
C
to denote the number of vertices v ∈ V (G→
C ) that are counted in both ri and rj , meaning
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+
Si ∪ Sj ⊆ NG
→ (v). We can obtain ri , rj , and ri,j easily in expected constant time using
C
HM1 . The number of pairs of vertices which could be mapped to i and j is equal to
(HM2 (Si ) − ri ) · (HM2 (Sj ) − rj ) − (HM2 (Si ∪ Sj ) − ri,j ).
J

Now, we have all the tools to efficiently count distinct matches of a DAG of H → in G→
C.
The following lemma shows that we can do this in O(mκ3 ) expected time.
I Lemma 17. There is an algorithm which counts distinct matches for each possible DAG
(up to isomorphism) H → of a 5-vertex connected subgraphs H, in O(mκ3 ) expected time.
Proof. Fix a DAG H → of H. If H is a 4-star and H → has
incoming
neighbors, then the
 +`(u)

P
−
number of distinct matches of H → is u∈V (G→ ) d `(u) d4−`
. Assume that H is not a
C
4-star. Find a DRTS of H → with the most number of vertices among all its DRTSs, and
call it Tmax . This can be done in constant time for H → . By Lemma 13, Tmax has at least
three vertices. We will now enumerate all matches of Tmax in G→
C . By Lemma 11, this step
requires O(mκ3 ) expected time. For each match π of Tmax in G→
C , we can verify whether π
→
is a match (if (|V (Tmax )| = 5) or incomplete match of H in expected constant time, by
Lemma 14. If |V (Tmax )| = 5, while enumerating all matches of Tmax , we only count them
→
3
if they are a match of H → . So in this case we can count M(G→
C , H ) in O(mκ ) expected
time.
Otherwise, Tmax has 3 or 4 vertices. In this case, for each match π of Tmax , we first verify
that it is also an incomplete match of H → . Then, we count the number of ways to complete
π to a match of H → , which we can do in expected constant time, by Lemma 16. To obtain
→
M(G→
C , H ), we simply sum the ways to complete each incomplete match we have found, to
a match of H → .
This approach gives us the number of all (not necessarily distinct) matches of H → in
→
→
→
→
G→
C . Let Hπ be a subgraph of GC that π maps to H . Each automorphism of H , gives
0
a new match π which is not distinct from π, as it is still mapping Hπ (the same copy of H)
to H → (example in Fig. 1b). As each match of H → , also maps vertices to Tmax , resulting
in a match of Tmax and an (incomplete) match of H → , we will find all distinct matches of
H → and count each one exactly |Aut(H → )| times. We want the number of distinct matches,
which we can obtain by dividing the count of all matches by |Aut(H → )|.
Thus, it requires O(mκ3 ) expected time to create HM1 , HM2 , and HM3 by Lemma 15,
O(mκ3 ) time for enumerating matches of Tmax , expected constant time to validate these
matches, and expected constant time for counting ways to complete each such match, that
is verified to be an incomplete match of H → , to a match of H → . So overall, we can find
→
3
DM(G→
C , H ) in O(mκ ) expected time.
This completes the proof of this lemma.
J
Lastly, we can prove Theorem 9 as follows.
Proof of Theorem 9. Given a 5-vertex connected subgraph H, we can count all distinct
3
matches of each possible DAG H → of H, in G→
C in O(mκ ) expected time, by Lemma 17.
To count all distinct matches of H in G, we just need to sum the number of distinct matches
of all possible DAGs (up to isomorphism) of H. The number of such DAGs is constant for
H. There are 21 different connected 5-vertex subgraphs (illustrated in [57]), and we perform
this process on all of them. This completes the proof of the theorem.
J
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d

d

a

c

b

a

c

b

e

e

H

H→

(a) H is 5-vertex connected subgraph and H → is one possible acyclic orientation of it. Tmax (largest
DRTS of H → ) is shown in green and contains three vertices.
x:d

u:a

u:b

x:d

w:c
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v:a

x:d

w:c

u:a

v:c

w:b

y:e
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y:e

π1

π2

π3

x:d

x:d

x:d

v:c

w:a

u:c

v:a

w:b

u:c

w:a

v:b

y:e

y:e

y:e

π4

π5

π6

G→
C.

(b) All six figures show exactly the same subgraph in
π1 , . . . , π6 are six equivalent matches of H →
→
in G→
,
one
for
each
automorphism
of
H
.
Notice
(u,
v,
w)
being
mapped to all permutations of (a, b, c).
C

Figure 1 Application of Alg. 2 on a DAG H → of an example 5-vertex connected subgraph H.

4.2

Limitations of Our Framework for a Six Vertex Subgraph

Consider C6 , shown as H in Fig. 2. Then H → , shown in the right side of Fig. 2, is a possible
DAG of H. In H → , s1 , s2 , and s3 are the source vertices, and t1 , t2 , and t3 are the sink
vertices. Any DRTS of H → has at most three vertices, and there are three such DRTS, T1 ,
T2 , and T3 rooted at s1 , s2 and s3 , respectively. T1 is shown by red in Fig. 2. For each of
T1 , T2 , and T3 , the remaining vertices include a vertex, with two incoming edges, which we
call an in-in wedge. For example, t2 is such a vertex for T1 . Even graphs with bounded
degeneracy can have Ω(n2 ) in-in wedges. We cannot hash the count of such structures in
expected time bounded by m and κ. So, Alg. 2 fails to count occurrences of C6 in the desired
time. In the next section, we discuss why such limitations are natural to any framework for
the sub-cntk problem at and beyond k = 6.

5

A Chasm at Six

At the end of the previous section, we showed the limitations of our framework in counting
certain 6-vertex subgraphs. In this section, we show that perhaps such limitations are
fundamental to any subgraph counting algorithms. In particular, the landscape of sub-cntk
problem in the bounded degeneracy graphs changes dramatically as we move beyond k = 5.
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t2
s2

s3

t1

t3
s1

H

H→

Figure 2 Let H → be a DAG of H (C6 ). Considering any largest DRTS of H → , the remaining
vertices include a vertex with two incoming edges (in-in wedge). Even graphs with bounded
degeneracy can have Ω(n2 ) in-in wedges. So hashing in Alg. 2 will not be bounded by m and κ
for H.

We prove that for every integer k > 6, there exists a k-vertex subgraph H such that, the
running time of any algorithm for the sub-cntH problem does not depend on the degeneracy
of the input graph, assuming the Triangle Detection Conjecture. In contrast, for
k 6 5, O(mκk−2 ) algorithms exists for sub-cntk (see Section 4). The following theorem
captures the main result of this section.
I Theorem 18. Assume the Triangle Detection Conjecture (Conj. 2). There exists
an absolute constant γ > 0 such that the following holds. For any k > 6 and any function
f : N → N, there exists a k-vertex subgraph H such that there is no (expected) o(m1+γ f (κ))
algorithm for sub-cntH .
Outline of the Proof. For each k > 6 and k 6= 8, the subgraph of interest will be the
k-cycle graph, Ck . For k = 8, the subgraph of interest will be the C7 with a tail (see Figure 3).
We first give a proof outline. Fix some k > 6 and let Hk denote the target subgraph of size
k. Recall the tri-cnt problem — count the number of triangles in a graph with m edges.
Conjecture 2 asserts that for any algorithm A for the tri-cnt problem, T (A) = ω(m) where
T (A) denotes the worst case time complexity of the algorithm A. Our strategy is to reduce
from the tri-cnt problem to the sub-cntHk problem. To this end, we construct a new
graph Gk from the input instance G of the tri-cnt problem such that Gk has O(m) edges,
and has degeneracy at most 2. More importantly, the number of triangles in G is a simple
linear function of the number of Hk in Gk . Hence, we can derive the number of triangles
in G by counting the number of Hk in Gk . As κ(Gk ) 6 2, any O(mf (κ)) algorithm for the
sub-cntHk problem translates to a O(m) algorithm for the tri-cnt problem, contradicting
the Triangle Detection Conjecture. We remark that, for k = 8, our proof strategy
will be slightly different — instead of reducing from the tri-cnt problem, we shall reduce
from the triangle detection problem itself. However, the gadget construction will follow the
same basic principle.
The construction of Gk from G is rather simple. The details of the construction depends
on whether k is a multiple of 3 or not. We take two examples to describe the construction.
First, we take k = 6, and the target subgraph H6 = C6 . For each edge e in E(G), we
replace e with a length two path {e1 , e2 } in E(G6 ). To accomplish this, we add a new vertex
ve for each edge: V (G6 ) = V (G) ∪ {ve }e∈E(G) . This is shown in Figure 4a. Each triangle in
G creates a C6 in G6 . We formally prove in Lemma 20 that the number of triangles in G is
same as the number of C6 in G6 . In Lemma 19, we bound the degeneracy of G6 by 2. This
construction can be generalized for any k = 3` where ` > 2, by replacing each edge in E(G)
with `-length path.
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Next consider the case k = 7. For each edge e ∈ E(G), we first create two parallel copies
of e, and then replace the first one with a length two path {e1,1 , e1,2 }, and the second one
with a length three path {e2,1 , e2,2 , e2,3 }. So in E(G7 ), we have 5 edges for each edge in
E(G). We create 3 new vertices per edge to accomplish this, and denote them as ve , ue1 , ue2 .
See Figure 4b for a pictorial demonstration. In Lemma 20, we argue that the number of C7 is
exactly 3 times the number of triangles in G. In Lemma 19, we bound the degeneracy of G7
by 2. This construction generalizes to any k = 3` + i where ` > 2 and i ∈ {1, 2} (except for
the case when k = 8, that is ` = 2 and i = 2) by splitting each edge into ` and ` + 1 many
parts respectively.
Finally, we consider the case of k = 8. Note that the target subgraph H8 is the 7-cycle
with a tail in this case (see Figure 3). It is natural to wonder why do we not simply take
H8 = C8 ? After all, for all other values of k, taking Hk = Ck suffices. At a first glance,
it seems like if we consider the same graph G7 as described above (and in Figure 4b) the
number of C8 would be a simple linear function of the number of triangles in G — for each
triangle in G, there will be exactly three C8 in G7 . However, each C4 in G would also lead
to a C8 in G8 . Observe that for k > 8, we do not run into this problem. A more formal
treatment of this issue appear in Section 5.
So instead, we take H8 to be the subgraph C7 with a tail to prove our conditional lower
bound for sub-cnt8 . The construction of the graph G8 remains exactly the same as that of
G7 . We show in Lemma 21 that, there exists a C7 with a tail in G8 if and only if there exist
a triangle in G.

Figure 3 Target subgraph for proving conditional lower bounds for sub-cnt8 : the C7 with a tail

We now present the proof of Theorem 18 in full details.
Proof of Theorem 18. Fix some k > 6. Let the subgraph Hk denote the target subgraph of
size k. For k 6= 8, Hk is Ck , and for k = 8, Hk is C7 with a tail (see Figure 3). We reduce
from the tri-cnt problem to the sub-cntHk . Let G = (V, E) be the input instance for the
tri-cnt problem with |V | = n and |E| = m. We construct an input instance Gk = (Vk , Ek )
for the sub-cntHk problem from G. The construction of Gk differs based on whether k is
divisible by 3 or not. We next consider these two cases separately.
Details of the Reduction. First assume k = 3` for some integer ` > 2. We first define the
vertex set Vk . For each vertex in V , we add a vertex in Vk . For each edge e ∈ E, we add a
set of ` − 1 many vertices, denoted as Ve = {ve,1 , ve,2 , . . . , ve,`−1 }. We collect all these second
type of vertices into the set VE . Formally, we have
Vk = V ∪ VE ,
[
where VE =
Ve ,
e∈E

for Ve = {ve,1 , ve,2 , . . . , ve,`−1 } .
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e
u

v

v

e2,1
ue1

e ∈ E(G)

e1 , e2 ∈ E(G6 )

(a) Construction of the edge set E(G6 ) from the
edge set E(G). The red colored nodes are only
present in V (G6 ), and not in V (G).

e1,2

u

e ∈ E(G)

e2,3
e2,2

u e2

ei,j ∈ E(G7 )

(b) Construction of the edge set E(G7 ) from the
edge set E(G). The red colored nodes are only
present in V (G7 ), and not in V (G).

Figure 4 Reduction from the tri-cnt problem to the sub-cntCk problem for k = 6 (left) and
k = 7 (right).

We now describe the edge set Ek . We treat each edge e = {u, v} ∈ E as an ordered pair
(u, v) where the ordering can be arbitrary of the vertices (for example, assume lexicographical
ordering). Now for each edge e = (u, v) construct an `-length path between u and v in Vk
by connecting the vertices in {u} ∪ Ve ∪ {v} sequentially. More precisely, we define Ek as
follows.
[
Ek =
Ee ,
e∈E

where Ee = {{u, ve,1 }, {ve,1 , ve,2 }, . . . , {ve,`−2 , ve,`−1 }, {ve,`−1 , v}} for e = (u, v) .
This completes the construction of the graph Gk = (Vk , Ek ). We give an example in Figure 4a
for k = 6.
Now assume k = 3` + i for some some integer ` > 2 and i ∈ {1, 2}. In the previous
case, we added a set of ` − 1 many vertices for each edge in E. But now, for each edge
e ∈ E, we add two sets of vertices, one with ` − 1 many vertices and the other with `
many vertices. We denote the first set as Ve = {ve,1 , ve,2 , . . . , ve,`−1 }, and the second set as
Ue = {ue,1 , ue,2 , . . . , ue,` }. We also add the set of vertices in V to Vk . Formally, we have
Vk = V ∪ VE ,
[
where VE =
Ve ∪ Ue ,
e∈E

for Ve = {ve,1 , ve,2 , . . . , ve,`−1 } ,
and Ue = {ue,1 , ue,2 , . . . , ue,` } .
To construct the edge set Ek , as before we treat each edge in e = {u, v} ∈ E as an ordered
pair (u, v) according to some arbitrary ordering of the vertices. Now, for each edge e = (u, v),
construct an 2` + 1-length cycle between u and v in Vk by creating a `-length path via
the vertices in Ve and another ` + 1-length path via the vertices in Ue . We denote the
corresponding edge sets as EV,e and EU,e respectively. Formally, we define Ek as follows.
Ek =

[

(EV,e ∪ EU,e ) ,

e∈E

where EV,e = {{u, ve,1 }, {ve,1 , ve,2 }, . . . , {ve,`−2 , ve,`−1 }, {ve,`−1 , v}} ,
and EU,e = {{u, ue,1 }, {ue,1 , ue,2 }, . . . , {ue,`−1 , ue,` }, {ue,` , v}} for e = (u, v) .
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This completes the construction of the graph Gk = (Vk , Ek ). Note that the construction is
independent of the value of i. Hence, we produce the same graph Gk for k = 3` + 1 and
k = 3` + 2. We give an example in Figure 4b for k = 7.
Note that although our target subgraph for the case k = 8 is a 7-cycle with a tail instead
of 8-cycle, our construction is still the same.
Correctness of the Reduction. In Lemma 19, we prove that Gk has degeneracy at most 2.
In Lemma 20, we show that, for k 6= 8, the number of Ck in the graph Gk is a linear function
of the number of triangles in G. In Lemma 21, we show that G8 is H8 free if and only if G is
triangle free.
I Lemma 19. κ(Gk ) 6 2.
Proof. To prove the lemma it is sufficient to exhibit a vertex ordering ≺ such that in the
+
corresponding directed graph G→
≺ , d (v) 6 2 for all v ∈ Vk (application of Lemma 6). We
use an ordering ≺ where VE ≺ V and the ordering within each set is arbitrary. Observe that
each vertex v ∈ VE has degree exactly 2 and no two vertices in V are connected to each
other. Hence, d+ (v) 6 2 for all v ∈ Vk .
J
I Lemma 20. Let ` > 2 be some integer. For k = 3`, DM(Gk , Ck ) = DM(G, C3 ). For
k = 3` + i with i ∈ {1, 2} and k 6= 8, DM(Gk , Ck ) = 3 · DM(G, C3 ).
Proof. Let T be the set of triangles in G and C be the set of Ck in Gk . Note that a triangle
in T and a k-cycle in C can be uniquely identified by a set of three and k edges, respectively.
We first take up case of k = 3` for some ` > 2. Let g be the mapping between the sets T
and C, g : T → C, defined as follows: g({e1 , e2 , e3 }) = Ee1 ∪ Ee2 ∪ Ee3 . To prove the lemma,
it is sufficient to exhibit that g is a bijection. To this end, note that if g(τ1 ) = g(τ2 ), then
τ1 = τ2 . This follows immediately from the definition of g, since Ee1 ∩ Ee2 = ∅ for all e1 6= e2 .
We now show that every k-cycle in C has an inverse mapping in g. Let ξ be a k-cycle in C.
Fix some edge e ∈ E. By construction, either all the edges from the set Ee are present in ξ,
or none of them are. Hence, ξ must be of the form Ee1 ∪ Ee2 ∪ Ee3 for some three distinct
edges e1 , e2 , and e3 . Clearly, {e1 , e2 , e3 } forms a triangle in G.
Now assume k = 3` + i for some ` > 2 and i ∈ {1, 2}, and k 6= 8. It is not difficult to
see that each triangle in T leads to exactly three k-cycles in C. The non-trivial direction is
to show that for each k-cycles in C there is an unique triangle in T . Let ξ be a k-cycle in
C. Fix some edge e ∈ E. By construction, exactly one of the following must be true: (i) all
the ` edges from the set EV,e are present in ξ, (ii) all the ` + 1 edges from the set EU,e are
present in ξ, (iii) none of the edges from the set EV,e ∪ EU,e are present in ξ. First assume
i = 1. Since ξ has 3` + 1 many edges, and ` > 2, it must consist of one EU,e set of size ` + 1,
and two EV,e sets of size `. When i = 2 and ` > 2, ξ must consist of two EU,e set of size
` + 1, and one EV,e sets of size `. Clearly, the three edges corresponding to these sets form a
unique triangle in G. (When k = 8, that is ` = 2 and i = 2, taking four distinct sets EV,e
creates a copy of C8 , and hence the argument does not work.)
J
I Lemma 21. The input graph G is triangle free if and only if G8 does not have any C7
with a tail.
Proof. Observe that, if there exists a triangle τ in G, then in G8 , there would be at least
one C7 with a tail (in fact, the exact number would depend on the degree of the involved
vertices). In the proof of Lemma 20, we argued that each 7-cycle in G7 (which is isomorphic
to G8 ) corresponds to a triangle in G. Also, by our construction, if G8 has a C7 , then that
7-cycle necessarily has a tail. Therefore, existence of C7 with a tail in G8 implies existence of
a triangle in G. This completes the proof of the lemma.
J
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Lemmas 19 to 21 together prove the theorem: if there exists an algorithm A for the sub-cntCk
problem with T (A) = O(mf (κ)), then A is an algorithm for the tri-cnt problem (or the
triangle detection problem in the case of k = 8) with T (A) = O(m), where T (A) denotes the
worst case time complexity of the algorithm A.
J

6

Future Directions

Although our algorithmic framework fails to produce a linear time algorithm for sub-cntC6
in bounded degeneracy graphs, there are certain other 6-vertex subgraphs where it indeed
succeeds. An easy example is sub-cntK6 . In fact, our framework gives a linear time
algorithm for counting any constant size clique in bounded degeneracy graphs – for each
acyclic orientation of a clique, the source vertex construct a DRTS covering all the remaining
vertices. There exists other non-clique 6-vertex subgraphs as well, where Alg. 2 succeeds.
Consider the subgraph H shown in Fig. 5. It is easy to see that, any acyclic orientation of
H such as H → has at least one source vertex s that is a root of a DRTS with four vertices.
Thus, we can solve sub-cntH in O(mκ3 ) expected time.
s

H

H→

Figure 5 Alg. 2 succeeds to count the number of distinct matches of H in linear time for bounded
(constant) degeneracy graphs. Each acyclic orientation of H has a source vertex s, which is connected
to exactly three vertices, as in H → . So, the largest DRTS has at least four vertices (shown in green).
Number of matches of the remaining vertices (shown in blue) could be counted using HM2 .

Despite the chasm at six, there exist subgraphs H with 6-vertices (or more) such that
sub-cntH admits a linear time algorithm in bounded degeneracy graph. We end this
exposition with the following natural problem:
Characterize all subgraphs H such that sub-cntH has a linear time algorithm in bounded
degeneracy graphs.
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1

Introduction

The goal of parameterized complexity is to find ways of solving NP-hard problems more
efficiently than brute force: our aim is to restrict the combinatorial explosion to a parameter
that is hopefully much smaller than the input size. Formally, a parameterization of a problem
is the assignment of an integer k to each input instance, and we say that a parameterized
problem is fixed-parameter tractable (FPT) if there is an algorithm that solves the problem in
time f (k) · nO(1) , where n is the size of the input and f is an arbitrary computable function
depending on the parameter k only. There is a long list of NP-hard problems that are FPT
under various parameterizations: finding a vertex cover of size k, finding a cycle of length
k, finding a maximum independent set in a graph of treewidth at most k, etc. For more
background, the reader is referred to the monographs [12, 14, 21].
Choosing a suitable parameter plays an important role in the field of parameterized
complexity. Traditionally, the solution size has been the most sought after parameter.
However, in various circumstances this is not a good parameter. To illustrate this, consider
the following problems: Max Sat and Max Cut. Observe that there always exists a truth
assignment that satisfies half of the clauses, and there is always a max-cut containing at least
half the edges. Thus, if we choose solution size as the parameter, then we get the following
trivial algorithm: if k ≤ m/2, then return yes; else m ≤ 2k, so now any brute-force algorithm
is an FPT algorithm. Thus if we want to design a nontrivial parameterized algorithm, then
solution size is not a suitable parameter. In particular, a general message here is as follows.
The natural parameterization of, say, a maximization/minimization problem by
the solution size is not satisfactory if there is a lower bound for the solution size
that is sufficiently large.
Thus, for such cases, it is more natural to parameterize the problem by the difference
between the solution size and the bound. This perspective is known as “above guarantee”
parameterization. This approach was introduced by Mahajan and Raman [33] for the Max
Sat and Max Cut problem. This approach was successfully applied to many various
problems (see, e.g., [1, 11, 24, 25, 26, 34, 10] for a few illustrative examples).
In some of the above examples there is an explicit lower bound on the solution size, given
in terms of the input size. However, in many cases, we do not have explicit lower bounds.
We substantiate this with the example of classic Vertex Cover problem. In this problem,
we are given a graph G and a positive integer k, and the goal is to test whether there exists
a set of vertices C of size at most k that is a vertex cover (i.e., every edge has at least one
endpoint in C). Clearly, the size of a maximum matching of G or the value of the linear
programming relaxation of an integer linear program for Vertex Cover is a lower bound
on the size of a vertex cover of G. Observe that these lower bounds are graph dependent
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and not the size dependent. This is what we mean by implicit lower bounds. Coming back
to Vertex Cover, in polynomial time it is possible to reduce the size of the graph, without
changing the answer, such that we are guaranteed that any vertex cover must contain half of
the remaining vertices. Thus, again we can employ any brute-force algorithm and design
an FPT algorithm for Vertex Cover. This has led to the study of the problem Vertex
Cover Above LP (or Vertex Cover Above Matching), which has played a central
role in the development of the field of parameterized complexity [12].
In this paper, we take the philosophy of above guarantee parameterization a significant
conceptual step forwards. In particular,
The goal of this paper is to study another classical problem – namely, Long
Cycle – from the viewpoint of a new implicit parameterization, that is neither
standard nor an additive above guarantee parameterization.
The Long Path problem is to decide, given a directed or undirected n-vertex graph G
and an integer k, whether G contains a path on at least k vertices, that is, a self-avoiding
walk with at least k vertices. Similarly, the Long Cycle problem is to decide whether
G contains a cycle of length at least k, that is, a closed self-avoiding walk with at least k
vertices. These problems are natural generalization of the classical Hamiltonian Path
and Hamiltonian Cycle problems and have been actively studied. In particular, there
is a plethora of results about parameterized complexity of Long Path and Long Cycle
(see, e.g., [4, 5, 9, 8, 18, 22, 29, 30, 31, 38]) since the early work of Monien [35]. Let us
just mention here that the fastest known randomized algorithm for Long Path is due to
Björklund et al. [4] and runs in time 1.657k · nO(1) , whereas the fastest known deterministic
algorithm is due to Tsur [37] and runs in time 2.554k · nO(1) . Respectively for Long Cycle,
the randomized algorithm with the currently best running time of 4k · nO(1) was given by
Zehavi in [40], and the best deterministic algorithm was given by Fomin et al. in [20] and
runs in time 4.884k · nO(1) .
For Long Path, the investigation of above guarantee parameterizations was initiated
by Bezáková et al. in [2]. Let s and t be two vertices of a graph G. Clearly, the length
of any (s, t)-path in G is lower bounded by the shortest distance, d(s, t), between these
vertices. Based on this straightforward observation, Bezáková et al. in [2] introduced the
Longest Detour problem that asks, given a graph G, two vertices s, t, and a positive
integer k, whether G has an (s, t)-path with at least d(s, t) + k vertices. They proved that
for undirected graphs, this problem can be solved in time 2O(k) · nO(1) . That is, it is FPT.
For the variant of the problem where the question is whether G has an (s, t)-path with
exactly d(s, t) + k vertices, a randomized algorithm with running time 2.746k · nO(1) and a
deterministic algorithm with running time 6.745k · nO(1) were obtained. In a recent work,
Fomin et al. [17] studied the parameterization of Long Path and Long Cycle above the
degeneracy d of the input graph G. Formally, a graph G has degeneracy at most d if every
subgraph of G has a vertex of degree at most d. A classic result by Erdős and Gallai [15]
from 1959 states that any graph of degeneracy d > 1 has a cycle (and hence also path)
on at least d vertices. If the graph G is not guaranteed to be 2-connected, then deciding
whether G contains a cycle of length d + 2 is already NP-hard, and therefore parameterization
above degeneracy does not make sense. However, when we add the requirement that G is
2-connected, then then deciding whether G contains a cycle of length d + k parameterized
by k can be done in time 2O(k) · nO(1) and hence FPT. A similar situation holds for Long
Path where connectivity replaces 2-connectivity.
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1.1

Multiplicative Above Guarantee Parameterization

To the best of our knowledge, all successful above guarantee parameterizations are additive.
Roughly speaking, this means that if we have a lower bound τ on the optimal solution
size, then we ask whether we can find a solution of size (at least or at most) τ + p in time
f (p) · nO(1) . Our main message of this paper is the following.
The goal of this paper is to introduce the notion of multiplicative above guarantee
parameterization (which is neither standard nor an additive above guarantee
parameterization). In multiplicative above guarantee parameterization, we ask
whether we can find a solution of size (at least or at most) τ · p in time g(p) ·
nO(1) . We will illustrate our new definition by designing several FPT algorithms
parameterized above a multiplicative guarantee.
We remark that a few problems in [36] were stated in a way fitting parameterization
above a multiplicative guarantee. However, these were shown to be para-NP-hard [27, 28].
Recall that the girth of a graph G, denoted by γ(G), is the length of the shortest cycle
in G. First, consider the problem where we are given a graph G and an integer k and the
objective is to test whether there is a cycle of length at least γ(G) + k in G. If γ(G) ≤ 2k + 6,
then clearly we can solve the problem in time 2O(k) nO(1) by using the algorithm in [39].
We now show that when 2k + 6 < γ(G), the problem is solvable in polynomial time. To
this end, let (G, k) be a yes-instance, and let C be a hypothetical solution. That is, C is
a cycle of length at least γ(G) + k. Let g = γ(G). Let u, v, w, x ∈ V (C) such that when
we traverse C in some order from u, we encounter v at distance b g2 c − 1 from u, next we
encounter w at additional distance b g2 c − 1 from v, and lastly we encounter x at additional
distance k 0 = (g + k) − (2b g2 c − 2) from w. Notice that k 0 ∈ {k + 2, k + 3}. Since the girth of
G is g and k + 3 < g2 , we have that shortest paths between u and v, v and w, and w and
x are unique and they are part of the cycle C. Therefore, we may compute the shortest
paths between the pairs above, and later check whether u is reachable from x after deleting
these shortest paths. Going over every possible choice of u, v, w, x ∈ V (C), this leads to a
polynomial time algorithm when 2k + 6 < γ(G). This implies that it can be decided in time
2O(k) nO(1) whether a graph has a cycle with at least γ(G) + k vertices.
The informal argument above shows that Long Cycle parameterized additively above
girth is not more “interesting” than just normal Long Cycle, where the input lower bound
on solution size is the parameter. In a sense, it hints that the guarantee may be strengthened.
In light of this, we introduce a new above guarantee version of Long Cycle (resp. Long
Path), termed Long Cycle (resp. Long Path) parameterized multiplicatively above girth,
as follows. The input consists of a graph G and an integer k, and the objective is to decide
whether there is a cycle (resp. path) on at least k · γ(G) vertices.

1.2

Our Contribution

We first prove our main result, which states that Long Cycle (and Long Path) parameterized multiplicatively above girth is FPT. Specifically, we prove the following theorem.
I Theorem 1. Long Cycle (and Long Path) parameterized multiplicatively above girth
2
is solvable in time 2O(k ) n.
As a complementary result to the above theorem, we assert that our parameterization is
tight in the following sense.
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I Theorem 2. For any fixed constant  > 0, Long Cycle (and Long Path) parameterized
multiplicatively above g 1+ is para-NP-hard, where g is the girth of the input graph.
Next, we further extend the scope of our problem domain by showing that also Vertex
Cover, Connected Vertex Cover and Max Internal Spanning Tree parameterized
multiplicatively above girth are FPT. Given a graph G and an integer k, the objectives
of these problems are to decide whether G has a vertex cover of size at most k · γ(G), a
connected vertex cover (that is, a vertex cover that induces a connected subgraph) of size at
most k · γ(G), and a spanning tree with at least k · γ(G) internal vertices, respectively. Here,
γ(G)/2 is a lower bound on the size of an optimal solution.
I Theorem 3. Vertex Cover, Connected Vertex Cover and Max Internal Spanning Tree parameterized multiplicatively above girth are solvable in time 2O(k log k) n.
Lastly, we observe that parameterization above girth (even additively) can often yield
NP-hardness when k is a fixed constant. Specifically, we give Feedback Vertex Set and
Cycle Packing as illustrative simple examples.
I Theorem 4. Feedback Vertex Set and Cycle Packing parameterized additively
above girth are para-NP-hard.

2

Preliminaries

For terminology not explicitly defined here, we refer to the book of Diestel [13]. Throughout
the paper, we consider finite undirected graphs. For a graph G, let V (G) and E(G) denote
its vertex set and edge set, respectively. When G is clear from context, let n = |V (G)| and
m = |E(G)|. Given a subset U ⊆ V (G), let G[U ] be the subgraph of G induced by U . The
girth of G is the length of the shortest cycle in G,1 and is denoted by γ(G). A vertex cover
of G is a set of vertices in G whose removal from G yields an edgeless graph. The vertex
cover number of G is the smallest size of a vertex cover of G. A feedback vertex set of G is a
set of vertices in G whose removal from G yields a forest. The feedback vertex set number of
G is the smallest size of a feedback vertex set of G. For any t ∈ N, let Ct denote the cycle
on t vertices and Kt denote the complete graph on t vertices.
A subdivision of an edge e = {u, v} ∈ E(G) is its replacement by a new degree-2 vertex
whose neighbors are u and v. A subdivision of G is any graph that can be obtained by
subdividing some of the edges of G (where a single edge can be subdivided multiple times).
Let Paths(G) be the set of all (simple) paths in G. Given two (simple) paths P1 and P2 that
share one or two endpoints and are internally vertex-disjoint, let P1 + P2 denote the (simple)
path or cycle (if both endpoints are shared) obtained by concatenating P1 and P2 . The size
of a cycle or path is its number of vertices, and its length is its number of edges. A graph H
is a topological minor of G if G contains a subgraph that is isomorphic to some subdivision
of H. More explicitly, this notion is defined as follows.
I Definition 5 (Topological Minor). A graph H is a topological minor of a graph G if there
exist injective functions φ : V (H) → V (G) and ϕ : E(H) → Paths(G) such that for all
e = {h, h0 } ∈ E(H), the endpoints of ϕ(e) are φ(h) and φ(h0 ), for all distinct e, e0 ∈ E(H),
the paths ϕ(e) and ϕ(e0 ) are internally vertex-disjoint, and there do not exist a vertex v in
the image of φ and an edge e ∈ E(H) such that v is an internal vertex on ϕ(e).

1

If G does not contain any cycle, then its girth is defined as ∞.
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The Catersian product of two graphs is defined as follows.
I Definition 6 (Cartesian Product of Graphs). The Cartesian product G × H of two graphs
G and H is the graph whose vertex set is the Cartesian product V (G) × V (H), where any
two vertices (u, u0 ) and (v, v 0 ) are adjacent if and only if one of the following holds: (i) u = v
and {u0 , v 0 } ∈ E(H); (ii) u0 = v 0 and {u, v} ∈ E(G).
Treewidth is a measure of how “treelike” is a graph, formally defined as follows.
I Definition 7 (Treewidth). A tree decomposition of a graph G is a pair (T, β) of a tree T
and β : V (T ) → 2V (G) , such that
1. for any edge {x, y} ∈ E(G) there exists a node v ∈ V (T ) such that x, y ∈ β(v), and
2. for any vertex x ∈ V (G), the subgraph of T induced by the set Tx = {v ∈ V (T ) : x ∈ β(v)}
is a non-empty tree.
The width of (T, β) is maxv∈V (T ) {|β(v)|} − 1. The treewidth of G, denoted by tw(G), is the
minimum width over all tree decompositions of G.
The treewidth of a graph can be efficiently approximated up to a constant factor as
follows.
I Proposition 8 ([7]). There exists an algorithm that, given a graph G and an integer t,
in time 2O(t) n either determines that the treewidth of G is larger than t, or outputs a tree
decomposition of G of width at most 5t + 4.
The following relation between treewidth and feedback vertex set number is folklore.
I Proposition 9 ([12]). There exists an algorithm that, given a graph G with a feedback
vertex set U , in time O(|U |n) outputs a tree decomposition of G of width |U |.

3

FPT Algorithm for Long Cycle

In this section, we consider the parameterized complexity of Long Cycle parameterized
multiplicatively above girth, and prove Theorems 1 and 2. For our positive result, we required
the following definition and propositions. First, we give the definition of a graph called a
t-prism, which has 2t vertices and 3t edges (see Fig. 1).
I Definition 10 (Prism). For any t ∈ N, the t-prism is the Cartesian product Ct × K2 .
The following proposition asserts that a graph of sufficiently high treewidth necessarily
contains a large prism as a topological minor.
I Proposition 11 ([3]). For any k ∈ N, any graph G of treewidth at least 60k 2 contains a
k-prism as a topological minor.2
In case the treewidth of the graph is low, we will be able to solve the problem by making
use of the following proposition.
I Proposition 12 ([6]). There exists an algorithm that, given a graph G and a tree decomposition of G of width t, in time 2O(t) n outputs a cycle (if one exists) and a path in G of
maximum sizes.
2

Although the result is mentioned in terms of minors, the proof given in [3] yields the result stated here.
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Figure 1 A 4k-prism.

The main combinatorial lemma we need for our positive result is as follows. This lemma
handles the case where the treewidth of the graph is large.
I Lemma 13. For any k ∈ N, any graph G that contains the 4k-prism as a topological minor
also has a cycle on at least γ(G) · k vertices.
Proof. Let H be the 4k-prism. Notice that the vertex set of H can be denoted by
V (H) = {a1 , a2 , . . . , a4k , b1 , b2 , . . . , b4k } so that H[{a1 , a2 , . . . , a4k }] and H[{b1 , b2 , . . . , b4k }]
are cycles and {{ai , bi } : i ∈ {1, 2, . . . , 4k}} ⊆ E(H) (see Fig. 1). Let φ : V (H) → V (G)
and ϕ : E(H) → Paths(G) be some two functions that witness that H is a topological
minor of G. Let S1 , . . . , S2k be a set of 2k vertex-disjoint cycles of length 4 in H defined
as follows: For each i ∈ {0, 1, . . . , 2k − 1}, Si = H[{a2i+1 , a2i+2 , b2i+2 , b2i+1 }] (see Fig. 1).
Additionally, we define two (not vertex-disjoint) cycles C and C 0 in H as follows: C =
H[{a1 , a2 , b2 , b3 , a3 , a4 , . . . , a4k−1 , a4k , b4k}] and C 0 = H[{a1 , b1 , b2 , a2 , a3 , b3 , . . . , b4k , a4k , a1}]
(see Fig. 1).
Now, for each i ∈ {0, 1, . . . , 2k − 1}, let Ai = ϕ({a2i+1 , a2i+2 }) + ϕ({a2i+2 , b2i+2 }) +
ϕ({b2i+2 , b2i+1 }) + ϕ({b2i+1 , a2i+1 }). This notation is well defined as required to concatenate
paths – specifically, here we concatenated internally vertex-disjoint paths sharing exactly one
endpoint except for the last concatenation where both endpoints are shared (by the paths
ϕ({a2i+1 , a2i+2 }) +ϕ({a2i+2 , b2i+2 }) + ϕ({b2i+2 , b2i+1 }) and ϕ({b2i+1 , a2i+1 })). Roughly
speaking, Ai is the cycle to which ϕ maps Si . Notice that {Ai }2k−1
i=0 is a collection of 2k
vertex-disjoint cycles in G. Therefore, together they contain at least 2γ(G) · k edges.
Additionally, let B = ϕ({a1 , a2 })+ϕ({a2 , b2 })+ϕ({b2 , b3 })+ϕ({b3 , a3 }+· · ·+ϕ({a4k , b4k }
+ϕ({b4k , a1 }). Again, this notation is well defined as required to concatenate paths. Similarly,
let B 0 = ϕ({a1 , b1 }) + ϕ({b1 , b2 }) + ϕ({b2 , a2 }) + ϕ({a2 , a3 } + · · · + ϕ({b4k , a4k } + ϕ({a4k , a1 }).
Roughly speaking, B and B 0 are the cycles to which ϕ maps C and C 0 , respectively. Notice
S2k−1
that E(H) = E(C) ∪ E(C 0 ). Thus, we deduce that i=0 E(Ai ) ⊆ E(C) ∪ E(C 0 ). From this,
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we further deduce least one among the cycles B and B 0 must contain at least half the edges
S2k−1
S2k−1
in i=0 E(Ai ). Because we already showed that | i=0 E(Ai )| ≥ 2γ(G) · k, this means
that at least one among the cycles B and B 0 has length (and therefore also size) at least
γ(G) · k. This completes the proof.
J
By Proposition 11, any graph G of treewidth at least 60 · (4k)2 = 960k 2 contains a
4k-prism as a topological minor. Thus, we derive the following corollary to Lemma 13.
I Corollary 14. For any k ∈ N, any graph G of treewidth at least 960k 2 has a cycle on at
least γ(G) · k vertices.
We are now ready to prove our main theorem.
I Theorem 1. Long Cycle (and Long Path) parameterized multiplicatively above girth
2
is solvable in time 2O(k ) n.
Proof. Given an instance (G, k) of Long Cycle (Long Path), the algorithm is executed as
2
follows. First, it calls the algorithm in Proposition 8 with t = 960k 2 in time 2O(t) n = 2O(k ) n
to either determine that the treewidth of G is larger than t, or output a tree decomposition
of G of width at most 5t + 4. In the first case, it concludes that (G, k) is a Yes-instance of
Long Cycle (resp. Long Path), which is correct by Corollary 14. In the second case, it
calls the algorithm in Proposition 12 to obtain a cycle (resp. path) of maximum size in G
2
in time 2O(5t+4) n = 2O(k ) n, and concludes that (G, k) is a Yes-instance of Long Cycle
(resp. Long Path) if and only if the size of this cycle (resp. path) is at least γ(G) · k. J
I Theorem 2. For any fixed constant  > 0, Long Cycle (and Long Path) parameterized
multiplicatively above g 1+ is para-NP-hard, where g is the girth of the input graph.
Proof. Consider some fixed constant  > 0. Our proof is based on a reduction from the
Hamiltonian Cycle (resp. Hamiltonian Path) problem, which is known to be NPhard [23], to Long Cycle (resp. Long Path) parameterized multiplicatively above g 1+ .
In the Hamiltonian Cycle (resp. Hamiltonian Path) problem, we are given a graph G
and the objective is to decide whether G contains a (simple) cycle (resp. path) on n vertices.
In what follows, we only describe the proof for Long Cycle (since the proof for Long Path
is similar).
We now describe the reduction. To this end, let G be an instance of Hamiltonian
Cycle. Let b be the smallest positive integer such that b(1 + ) ∈ N. (Note that b depends
only on .) Let a = b(1 + ) − 1. Notice that b ≤ a (since b ·  is a positive integer). Now,
subdivide each edge in G na − 1 times, and let G0 be the resulting graph. Let H be the
disjoint union of G0 and C, where C is a cycle of length nb . Finally, set k = 1, and let (H, k)
be the output instance of Long Cycle parameterized multiplicatively above g 1+ . Notice
that here, g is the girth of H, i.e. g = γ(H).
Notice that for any ` ∈ N, for any cycle of size ` in G, there is a corresponding cycle
of size ` · na in G0 , and vice versa. This implies that any cycle in G0 has size at least 3na .
Thus, as b ≤ a, there is a unique shortest cycle in H, which is C. Therefore, γ(H) = nb .
Then, any cycle (resp. path) C 0 on at least (γ(H))1+ k = nb(1+) = n1+a vertices in H is
fully contained in G0 . From this, we conclude that for any cycle of size n in G, there is a
corresponding cycle of size (γ(H))1+ k in H, and vice versa. This yields the correctness of
the reduction. In particular, a parameterized algorithm for Long Cycle parameterized
multiplicatively above g 1+ would solve (H, k) is polynomial time (because k = 1), and
thereby yield a polynomial-time for Hamiltonian Cycle. This completes the proof.
J
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FPT Algorithms for (Connected) Vertex Cover and Max Internal
Spanning Tree

In this section, we consider the parameterized complexity of (Connected) Vertex Cover
and Max Internal Spanning Tree parameterized multiplicatively above girth, and prove
Theorem 3. The following proposition asserts that every graph contains either a small
feedback vertex set or a large number of vertex-disjoint cycles (with a logarithmic gap),
which can also be computed efficiently.
I Proposition 15 ([16, 32]). For some fixed constant c ∈ N, there exists an algorithm that,
given any r ∈ N and a graph G, in time rO(1) n outputs either a feedback vertex set of G of
size at most cr log r or r vertex-disjoint cycles in G.
In what follows, we use c to refer to the constant in this proposition. In case the treewidth
of the graph is low, we will be able to solve the problem by making use of the following
proposition.
I Proposition 16 ([12, 19]). There exist algorithms for Vertex Cover, Connected
Vertex Cover and Max Internal Spanning Tree that run in time 2O(t) n, where t is
the treewidth of the input graph.3
The main combinatorial lemmas required for our algorithms are as follows. They handle
the case where the feedback vertex set number (and hence also treewidth) of the graph is low.
First, for (Connected) Vertex Cover, we need the following lemma.
I Lemma 17. For any r ∈ N, any graph G that contains r vertex-disjoint cycles has vertex
cover number at least γ(G)
2 · r.
Proof. Let C be a collection of r vertex-disjoint cycles of G. Consider any vertex cover U of
G. Then, U must contain at least half the vertices of each cycle in C in order to contain an
endpoint of every edge of that cycle. Since each cycle in C contains at least γ(G) vertices,
the lemma follows.
J
Second, for Max Internal Spanning Tree, we need the following lemma.
I Lemma 18. For any r ∈ N, any connected graph G that contains r vertex-disjoint cycles
has a spanning tree with at least (γ(G) − 1) · r − 1 internal vertices.4
Proof. Let C be a collection of r vertex-disjoint cycles of G. Let H be the graph obtained
from G by replacing each cycle C ∈ C by a single new vertex vC (that is made adjacent to
all vertices previously adjacent to at least one vertex in C). Let T be some spanning tree of
H (whose existence follows from the supposition that G, and hence also H, is connected).
Now, we traverse T in preorder, and when we encounter a new vertex of the form vC ,
we perform the following operations. Let p be the parent of vC in T (if it is not the root),
and let u be some vertex in C that is adjacent to p (if vC is the root, let u be any vertex
in C). Then, replace vC in T by a path P from u to one of its neighbors in C so that this
path P contains exactly all the edges of C except one (between u and the chosen neighbor).

3

4

Such an algorithm for Max Internal Spanning Tree is not given explicitly, but it is easily seen to
follow from the approach of dynamic programming over tree decompositions using representative sets as
in [19].
Notice that the supposition that r is positive also implies that G is not a forest and hence γ(G) is finite.
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Here, make u be the child of p in T , and every child w of vC is handled as follows: the
subtree of w is “hanged” from a vertex of the path P such that w (or some vertex in the
cycle represented by w, if w is a new vertex) is adjacent to it in G. Notice that at the end
of this process, we obtain a spanning tree of G with the following property. For each cycle
C ∈ C, all vertices except possibly one are internal vertices, with the exception of possibly
one cycle (if there was a cycle represented by the root of T ) where all vertices except possibly
two are internal vertices. Thus, this spanning tree has at least (γ(G) − 1) · r − 1 internal
vertices. This completes the proof.
J
We are now ready to prove our main theorem.
I Theorem 3. Vertex Cover, Connected Vertex Cover and Max Internal Spanning Tree parameterized multiplicatively above girth are solvable in time 2O(k log k) n.
Proof. Given an instance (G, k) of (Connected) Vertex Cover (resp. Max Internal
Spanning Tree), the algorithm is executed as follows. Without loss of generality, we
suppose that G is connected in the case of Max Internal Spanning Tree, else we clearly
have a No-instance of this problem. First, the algorithm calls the algorithm in Proposition 15
with r = 2k + 1 in time rO(1) n = k O(1) n to obtain either a feedback vertex set of G of size at
most cr log r or r > 2k vertex-disjoint cycles in G. In the second case, by Lemma 17 G has
vertex cover number strictly larger than γ(G)
2 · 2k = γ(G) · k, and by Lemma 18, it also has a
spanning tree with at least (γ(G) − 1) · 2k − 1 ≥ γ(G) · k internal vertices (where the last
inequality follows from the facts that γ(G) ≥ 3 and k ∈ N). Thus, for Vertex Cover and
Connected Vertex Cover the algorithm correctly determines that the answer is No, and
for Max Internal Spanning Tree the algorithm correctly determines that the answer is
Yes. In the first case, the algorithm calls the algorithm in Proposition 9 in time O(k log k · n)
to obtain a tree decomposition of G of width at most cr log r = O(k log k). Then, it calls
the algorithm in Proposition 12 in time 2O(k log k) n to obtain a (connected) vertex cover of
G of minimum size (resp. a spanning tree of G of maximum number of internal vertices),
and concludes that (G, k) is a Yes-instance of (Connected) Vertex Cover (resp. Max
Internal Spanning Tree) if and only if the output (connected) vertex cover has size at
most γ(G) · k (resp. the output spanning tree has at least γ(G) · k internal vertices).
J

5

Hardness for Feedback Vertex Set and Cycle Packing

Lastly, we prove the correctness of Theorem 4.
I Theorem 4. Feedback Vertex Set and Cycle Packing parameterized additively
above girth are para-NP-hard.
Proof. We only prove the lemma for Feedback Vertex Set since the proof for Cycle
Packing follows from symmetric arguments. For this purpose, we give a reduction from
Feedback Vertex Set itself, which is an NP-hard problem [23]. Towards this, let (G, k)
be an instance of Feebdack Vertex Set. Then, obtain H from G by subdividing each
edge of G k times, and adding a new cycle of size k. Clearly, G has a feedback vertex set of
size at most k if and only if H has a feedback vertex set of size at most k + 1 (the extra 1 is
required to hit the new cycle). Moreover, the girth of H is exactly k. Thus, an algorithm
for Feedback Vertex Set parameterized additively above girth should solve (H, 1) in
polynomial time (since the parameter is 1), thereby determining whether the feedback vertex
set number of H is at most k, and consequently solving (G, k).
J
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1

Introduction

In modern society, there is an inherent need for external entities to aggregate and analyze
sensitive data from a variety of sources. A few prominent examples are:
To track diseases, disease control centers would like hospital patients’ medical information.
To determine medication efficacy for a given subpopulation, pharmaceutical companies
would like patients’ genomic information.
To provide targeted advertising to consumers, corporations would like buyers’ demographic
information.
However, this release of sensitive data to external entities is unsettling, as these entities must
now be trusted to preserve the confidentiality of the released data. We would like to avoid
the need for this trust and believe that specialized encryption schemes will be an important
tool for doing so. At a high level, we would like schemes that allow users to encrypt their
data before transferring them to an external entity, such that only certain user-specified
joint functions of the data are revealed to the entity holding it. We would like this security
guarantee to be supported in a flexible way, allowing joint functions of the data to be revealed
by any dynamically-chosen subset of users that permit it.
A primitive that comes close, due to Goldwasser et al. [45], is multi-input functional
encryption (MIFE). To understand MIFE, we first recall the simpler notion of functional
encryption (FE) [20]. Just as in traditional encryption, in functional encryption ciphertexts
can be generated with an encryption key. However, each decryption key is associated with
a function f , and decryption of an encryption of m using this key results in not m but
f (m). Intuitively, security requires that nothing more than f (m) can be learned from the
encryption of m and the decryption key for f . In MIFE, decryption keys allow computing
joint functions of (possibly) different plaintexts underlying multiple ciphertexts. That is,
decryption takes a key for a function f and ciphertexts c1 , . . . cn encrypting m1 , . . . , mn , and
outputs f (m1 , . . . , mn ).
However, MIFE has an important drawback: encryption and decryption keys are generated
via a global setup procedure run by an external entity usually called the key authority. This
begs the question of whether putting trust in the key authority is really better than putting
trust in the external entities that aggregate and analyze the data in the first place. A similar
point was made by Rogaway about identity-based encryption (IBE) [60]. Indeed, removing
this in the case of IBE (and other settings) has been an active area of investigation, e.g.
see [18, 49, 35]. We contend that for MIFE (and indeed FE) the concern is heightened, as the
authority can not only decrypt all the data but is also the one in charge of which functions of
the data other external entities can compute. Hence, MIFE does not allow users to enforce
their own privacy policies.
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Additionally, from a flexibility standpoint, MIFE is limited in that it fixes the number of
senders and function arity at setup time. This does not support a dynamic setting in which
users can join or leave. Progress on removing this limitation was made by Badrinarayanan et
al. [10], who introduced a notion of MIFE for unbounded arity functions. However, their
notion does not allow any subset of users to reveal a joint function of their data to an external
entity without coordination from all other users, and moreover relies on strong “knowledge
type” assumptions. Another closely related notion to ours is that of decentralized multi-client
FE, recently introduced by Chotard et al. [27]. While this work shares some of the high
level motivation of the present work, the two primitives are very different. Please see Section
1.3.3 for a comparison.

1.1

Our Notion: Ad Hoc MIFE

To address the above limitations, we introduce a new notion of ad hoc MIFE. In ad hoc MIFE,
each source (aka. sender or user) will run a local setup procedure to generate some public
parameters as well as a private encryption key. (One can also consider a public-key setting,
but this puts limits on achievable security and we do not do so in this work.1 ) Each source
publishes their public parameters and encrypts using their private key. These ciphertexts can
be sent to an aggregator (aka. decryptor). Furthermore, using their private keys, sources can
issue “partial decryption keys” to an aggregator. Each partial decryption key is associated
with an `-ary function f for some ` and is generated using the public keys of ` − 1 other
(dynamically chosen) sources. If these other ` − 1 sources also issue “matching” partial
decryption keys for f to this aggregator, it can decrypt any ` ciphertexts c1 , . . . , c` , each
produced by the corresponding source, to f (m1 , . . . , m` ) where m1 , . . . , m` are the plaintexts.
One can also consider restricted versions of the above notion, that bound the number of
users or fix ` (or both). In particular, taking the number of users equal to ` gives a version
of MIFE that still drops the global setup procedure but lacks the dynamic aspect. Finally,
we also consider the restricted notion of bounded ad hoc MIFE, where we place a bound on
the number of “partial decryption keys” a user is allowed to issue. Intuitively, for security,
we require that an aggregator learns only the functions of the data for which it has been
given all of the matching partial decryption keys.
Note that while we assume each source can obtain the authentic public parameters of
other sources with whom it wants to allow joint functions of the data to be computed, there
is no other prior coordination between users (this is one of the main advantages of our notion
over [27]). In particular, there is no external entity that generates public parameters or keys.
In some of our constructions, we work in the common reference string (CRS) model, but
note that this is still much weaker than having an authority who can decrypt all the data.

1.2

Our Results

Our results may be summarized as follows:
Feasibility result for general functions: First, we show that standard MIFE for general
functions can be bootstrapped to ad hoc MIFE for general functions for free. More
specifically, we show that ad hoc MIFE for any functionality is implied by standard MIFE
for that functionality combined in a novel way with general FE and a special type of
two-round secure multiparty computation (MPC) protocol. The latter two are implied by
standard MIFE for general functions.

1

In more detail, in the public-key setting a decryptor could launch an attack where it replaces one user’s
input with various values to determine information about the input of another user.
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Table 1 Our new constructions of ad hoc MIFE.
Functionality

Assumptions

Security

CRS?

Section

General

std. MIFE

Semi-honest

No

4

General

std. MIFE

Malicious

Yes

4

Inner Product

LWE

Semi-honest

Yes

5

Inner Product

LWE

Malicious

Yes

5

Inner Product (Bounded)

DDH, LWE, DCR

Semi-honest

No

5

Inner Product (Bounded)

DDH, LWE, DCR

Malicious

Yes

5

While very general, the result leaves open the goal of obtaining ad hoc MIFE under
standard assumptions. In general, this is challenging as standard MIFE is already known
to be equivalent to indistinguishability obfuscation [33, 8, 17], which is a central open
problem in cryptography. In fact, some negative evidence about the hardness of obtaining
such constructions has also been provided [37, 38]. Thus, with the goal of moving towards
using standard assumptions, we consider the task of ad hoc MIFE for special but natural
functionalities.
Constructions for Inner Products from Standard Assumptions: We provide a construction
of ad hoc MIFE for the inner product functionality from standard assumptions, namely
LWE.2 Introduced by Abdalla et al. [1] in the single-input setting, this functionality has
applications in data mining and information retrieval. Our result is obtained via a general
paradigm for constructing ad-hoc MIFE schemes from standard MIFE schemes satisfying
certain natural properties; or, what we call “ad hoc friendly” standard MIFE schemes.
We show that certain constructions of standard MIFE scheme for inner products from
the literature [3, 2] based on standard assumptions (DDH, LWE, or DCR) already satisfy
these properties. Additionally, we use a specific two-round MPC protocol [57] that can
also be obtained via LWE. We note that by using a two-round MPC protocol from any
two-round OT protocol [41, 42, 15] here, we also obtain results for the case of bounded ad
hoc MIFE for inner products – namely, we get bounded ad hoc MIFE for inner products
from DDH, LWE and DCR as well.3 We remark that since our general construction (first
result) already relies on general MIFE for circuits, there is no advantage to mitigating
assumptions for the two-round MPC protocol in that setting.
We emphasize that our transformation is general. Thus, our transformation can be used
to upgrade the security of any “ad hoc friendly” standard MIFE for a given functionality
to ad hoc MIFE for the same functionality. This result might also be useful in obtaining
future constructions of ad hoc MIFE. Furthermore, the modularity of this approach allows
for simplifications in our constructions.
We tabulate our results in Table 1 and provide explanation of which MPC protocol is needed
for each of the results in Section 1.3.

2
3

We stress that this functionality outputs inner products in the clear and is therefore a different type of
functionality than that of Katz et al. in [54], which tests if an inner product is zero or not.
Note that semi-honest constructions of two-round OT are known under each of these assumptions.
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Technical Overview

In this section, we describe at a high level the challenges involved in constructing ad hoc
MIFE and our techniques for overcoming them.

1.3.1

Ad Hoc MIFE for Arbitrary Functions.

Standard MIFE and ad hoc MIFE can be seen as secure multiparty computation (MPC)
protocols with a particular allowable interaction pattern and certain additional reuse capabilities.4 To begin, let us consider the interaction pattern followed by standard MIFE.
In standard MIFE, there is a trusted global setup which receives as input the number of
parties `, and outputs a public key and a set of ` encryption keys. Additionally, global setup
on input a function f generates the decryption key DKf . Of these, the public parameters
are broadcast to all users and encryption key EKi is provided to encryptor i, for i ∈ [`].
The encryptors then compute their ciphertexts CT(mi ) and send these to the aggregator
who may now compute the function output f (m1 . . . , m` ) using the decryption/function key
DKf . Finally, the system supports arbitrary number of decryption keys and ciphertexts. As
explained in Section 1.1, in ad hoc MIFE, we seek to eliminate the trusted global procedure
as well as support dynamic choice of parties involved in any function computation.

1.3.1.1

Challenges Involved

An approach to eliminating the trusted setup from standard MIFE is to use MPC to
replace the global setup. However, naively computing the setup procedure using MPC
would introduce interaction between the parties, which the syntax of MIFE does not allow.
Moreover, this (interactive) procedure would need to be rerun each time a function key is
required to be generated. Using two round MPC, one may hope to overcome the barrier of
interaction using the following natural idea: let parties perform a two-round MPC to perform
the setup and key generation for a standard MIFE. In more detail, parties in the first round
could publish as their public parameters the first round MPC messages with their secret
randomness as input. Given the first round messages, parties could send the second round
MPC message to the aggregator, who could use it to compute the function key. However,
this approach does not suffice since:
1. MIFE requires that the public parameters be published only once whereas the above
template requires publishing fresh public parameters for each function key.
2. Even more fundamentally, the above approach precludes users from being able to encrypt,
as their encryption keys are not available given just the first round MPC message.
In particular, the above approach does not decouple ciphertexts and functions as in traditional
MIFE, which leads to the limitation that an evaluator cannot evaluate the same function on
multiple inputs chosen by the parties, nor evaluate other functions on the same set of inputs.
Additionally, the problem is made challenging by the fact that in MIFE an aggregator might
obtain arbitrary number of secret keys and an encryptor might generate arbitrary number of
ciphertexts.

4

Recall that MPC allows a set of parties to compute a joint function of their inputs without revealing
anything else but in general allows these parties to freely interact (although restrictions may apply in
special cases).
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1.3.1.2

Overcoming the first barrier: Function re-runnable two-round MPC

In order to mitigate the first problem above, we require that the first round MPC message
be sent only once, and reused for all subsequent second round messages thus providing
re-usability/re-runnability for secret key generation. Towards achieving this re-usability, an
idea is to use function rerunnable two-round MPC protocols, where the same first round
message can be reused for multiple functions in the second round. As we will see, certain
existing two-round MPC protocols satisfy this requirement (see later), but this still does not
solve the problem. This is because in adhoc MIFE, we additionally need that for the MPC
protocol, the function or even its arity are not known at the time the first round message
is sent. We overcome this hurdle by using “function delayed” protocols, which permit the
choice of function to be delayed to the second round of the protocol. Together, these special
protocols may be used to overcome the first barrier outlined above.

1.3.1.3

Overcoming the second barrier: Delaying Encryption

In order to overcome the second barrier, we allow the encryptor to delay the encryption
process until the encryption keys are known (in similar spirit as [13, 30]). In more detail,
we will have each source independently run the setup algorithm of a single input FE scheme,
denoted as FE and compute the first round message of an MPC protocol using the FE master
key as input. This message is published as part of the public key and made available to all
other sources. Additionally, each source provides an encryption of its input mi using the
algorithm FE.Encrypt.
The sources may choose the function f to be computed and the group that will participate
in the computation dynamically. At this point, each source independently executes the
partial key generation algorithm as follows: it generates the second round message of an MPC
protocol for a suitable f dependent functionality GenKeysf and sends this to the aggregator.
Intuitively, the functionality GenKeysf has the circuit f hard-coded in it, and enables the
aggregator to compute the output.
However, recall that the inputs to the GenKeys functionality are not the messages on which
the computation must be performed, but rather the FE master keys generated independently
by each player. To proceed, the functionality instead uses the FE master keys to compute
FE function keys for a re-encryption procedure, which translates FE ciphertexts to MIFE
ciphertexts for a freshly generated (standard) MIFE scheme. During this time, the arity of
the function f is known, so a suitable standard MIFE scheme may be instantiated. It further
outputs an MIFE function key for the function f .
We are almost done: GenKeysf runs the setup procedure for a suitable fixed arity standard
MIFE scheme, computes FE function keys for each party for the re-encryption functionality,
computes the MIFE function key for f and outputs these. The aggregator uses the FE keys
together with the FE ciphertexts provided by each encryptor to translate FE.Enc(mi ) to
ci = MIFE.Enc(mi ) and then runs the MIFE decryption procedure to obtain f (m1 , . . . , m` ).
Put together, we resolved all difficulties by carefully nesting a a multi-input FE scheme
MIFE, within the single input FE scheme FE, which in turn is nested within a re-runnable
two-round MPC protocol MPC.
One final problem remains: the adversary could get some partial information from an
“incomplete” set of partial decryption keys for some function. This is because standard MPC
makes no guarantee when an honest party does not send their final message. We solve this
problem by masking the output of MPC by pseudorandom values generated for each party.
The partial decryption keys contains the respective user’s pseudorandom masks so that only
a complete set of user keys can be used to unmask the output.
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While security appears to follow intuitively from the security of MPC, FE and MIFE, the
proof must contend with several technical hurdles as we are forced to deal with indistinguishability style security of FE, MIFE (simulation security for these primitives is known
to be impossible [20, 6]). We argue security via a careful sequence of hybrids, please see
Section 4 for details.

1.3.1.4

Instantiating MPC

We now discuss possible instantiations of MPC to fit the above template. Depending on the
properties of the underlying two-round MPC protocol, we obtain different properties of the
resulting ad hoc MIFE scheme. In both the semi-honest (passive decryptor) and the malicious
(active decryptor) settings, the most general function-rerunnable, two-round MPC protocols
without CRS can be constructed [32, 48] from indistinguishability obfuscation [33], which
itself can be constructed from multi-input functional encryption [8]. Furthermore, as already
noted in [40], we remark that in the semi-honest setting the construction of [32] can actually
be instantiated in the plain model. This is based on the observation that the CRS in the
protocol of [32] was only needed for the computation in the second round. Thus semi-honest
parties could obtain a CRS by just performing a one-round coin flipping in the first round.
This yields our first result: we get ad hoc MIFE for general functions from standard MIFE for
general functions. In the semi-honest setting, the ad hoc MIFE construction is in the plain
model. On the other hand, in the malicious setting, these protocols work in the common
reference string (CRS) model.
Alternatively, function-rerunnable two-round MPC in the common reference string (CRS)
model can be constructed [28, 57, 24, 59] from learning-with-errors (LWE). This yields ad hoc
MIFE from LWE and standard MIFE in the CRS model (either semi-honest or malicious).
While bounded two-round MPC in the CRS model can be constructed from bilinear maps [41]
and even two-round oblivious transfer [15, 42, 39] or information theoretically [9, 36], these
constructions are not function-rerunnable so do not suffice for our general construction. We
note that these constructions would suffice for obtaining bounded ad hoc MIFE, where a
user issues only a bounded number of partial decryption keys and maintains state across key
issues. However, since in our general result we anyway require the minimum assumption of
FE/MIFE, instantiating MPC from weaker assumptions does not yield any benefits, and we
do not discuss this further. Our results are highlighted in Table 1.

1.3.2

Ad Hoc MIFE for Inner Products.

While our construction of ad hoc MIFE above applies to arbitrary functionalities, it requires
use of standard MIFE for general functions. Unfortunately, as noted above, standard
MIFE implies indistinguishability obfuscation. Hence, there is limited hope of basing it
on standard assumptions. Additionally, our general transformation uses an FE scheme
for a potentially complicated re-encryption functionality and also requires general-purpose,
function-rerunnable two-round MPC for computing a complex functionality. These aspects
limit the practical applicability of our general result.
Next, we describe a paradigm for constructing ad-hoc MIFE schemes from standard MIFE
schemes that are “ad hoc friendly” and a (hopefully simple) two-round MPC protocol. This
paradigm significantly simplifies our general construction and provides a way for basing it on
standard assumptions. We then show that the standard MIFE scheme for inner products
[3, 2], which may be based on DDH, LWE or DCR, is ad hoc friendly and the corresponding
two-round MPC protocol is only required to compute inner-products, thus obtaining an
efficient ad hoc MIFE scheme for inner products.
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More formally, in the inner product functionality a decryption key corresponds to a
concatenated vector y = (y1 k · · · k yn ) where yi ∈ Zm
q , and a ciphertext encrypts a vector
Pn
xi ∈ Zm
.
The
desired
result
of
decryption
is
hx
,
y
i i. Importantly, the decryptor should
q
i=1 i
not learn the partial sums hxi , yi i. The inner product functionality has applications in data
mining and information retrieval [1, 3]. We use constructions of standard MIFE for inner
product by [3, 2].
Below, we start by summarizing our notion of “ad hoc freindliness,” which (as we see
later) is indeed satisfied by the above mentioned standard MIFE for inner product by [3, 2].
Our notion of ad hoc friendliness may be summarized as follows:
1. Decentralized Setup. The MIFE.Setup algorithm of the MIFE is decentralized in the sense
that:
a. The encryption keys EKi for i ∈ [n] corresponding to party i may be generated
independently of the encryption keys of the remaining parties [n] \ i.
b. The master secret key MSK can be decomposed into n components {MSKi }i∈[n] . The
partial MSKi corresponding to party i may be generated locally by party i, without
any interaction or shared state with the remaining parties.
2. Local Encryption. The encryption algorithm only takes its encryption key and message
as input and does not depend on the number of parties or their public parameters.
3. Piecewise Master Secret Key. The master secret in standard MIFE
MSK = {MSK1 , . . . , MSKn }, if restricted to some subset S ⊆ [n] with |S| = `, has the
same distribution as a master secret generated for functions of arity `.
We show that a standard MIFE with the above properties can be upgraded to ad hoc
MIFE described above in a more direct manner than our generic transformation from standard
MIFE to ad hoc MIFE. To see this, recall that one of the key challenges in ad hoc MIFE
is that the encryptor must encrypt her messages without knowing the encryption key for
the underlying standard MIFE. This is because the members or size of the group that will
participate in the computation are chosen dynamically later.
To handle this, we used single input FE to encrypt messages and the MPC protocol for
functionality GenKeys to sample an MIFE scheme and then translate the FE ciphertexts to
MIFE ciphertexts. In the current setting however, due to properties (1) and (2) above, the
encryption key of each party can be generated locally and each party can directly perform
MIFE encryption locally. Since the re-encryption functionality involves computing a PRF
and computing an MIFE encryption, the savings accrued by skipping this step are significant.
We will still require MPC to compute the MIFE function key, but no longer need the MPC
functionality to sample the master secret key, so for simple functionalities this protocol may
be much leaner than our general MPC protocol. For instance, in the case of inner products,
we show that the required MPC protocol only needs to support inner product computations.
While the structural requirements described above may seem very strong, as mentioned
earlier, we show that these requirements are enjoyed by the MIFE for inner products recently
constructed by Abdalla et al. [2] and can be used to instantiate our compiler providing a
very simple and efficient ad hoc MIFE for inner products. Please see Section 5 for details.

1.3.2.1

Instantiating MPC

As discussed for the case of our generic construction, we use two-round MPC protocols to
obtain ad hoc MIFE for inner products. Specifically, since function-rerunnable two-round
MPC in the common reference string (CRS) model can be constructed [28, 57, 24, 59] from
learning-with-errors (LWE), we immediately get ad hoc MIFE from LWE. This result can
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be upgraded to the malicious setting at the additional cost of NIZKs. On the other hand,
construction of two-round MPC from two-round oblivious transfer [15, 42, 39], yields bounded
ad hoc MIFE for inner products under DDH, LWE or DCR, albeit with the requirement that
the sources maintain state across key issues. One nice feature of these schemes is that they
work without the need for a CRS in the semi-honest setting and upgrade to the malicious
setting can be made just using CRS. Please see Section 5 for details.
Our results are highlighted in Table 1.

1.3.3

Related Work

In this section, we discuss the prior work in this area. Here, we focus on two related primitives,
decentralized multi-client FE and and non-interactive MPC. Further related work on FE,
MIFE, MPC and multi-authority FE can be found in Appendix A.

1.3.3.1

Decentralized Multi-Client Functional Encryption

Very recently, Chotard et al [27] proposed the notion of decentralized multi-client functional
encryption (D-MCFE). While the motivation for the two works is similar in removing the
common key authority, our notion of adhoc MIFE is significantly more general in that:
1. MCFE itself is more restricted than MIFE, since only CTs with the same labels can be
combined. In MIFE there is no such restriction. MIFE for circuits captures MCFE for
circuits (by checking for equal labels within the MIFE functionality) but not vice versa.
2. Crucially, the setup algorithm in D-MCFE is a protocol that is run between multiple
senders, requiring interaction, whereas our setup algorithm is run independently by each
source and is thus non-interactive. Note that developing a non-interactive solution is one
of the main motivations of this work.
3. The work of Chotard et al [27] only provides a construction for inner products. We
provide a general construction as well as one for inner products. Since our model is
stronger, our inner product construction is significantly more involved than theirs.
4. Decentralized MCFE lacks the dynamic aspect, which is one of the main contributions of
our work. We permit the function arity and participating parties to be chosen dynamically
– a feature no other construction supports (to the best of our knowledge).

Non-Interactive MPC
Another related notion is that of non-interactive MPC (NI-MPC), where a group of asynchronous parties may evaluate a function over their inputs by sending a single message to
an evaluator who computes the output [51]. While they appear superficially similar, we
note that the model of ad hoc MIFE is fundamentally different from NI-MPC since, unlike
NI-MPC, it separates inputs and functions, i.e. provides ciphertexts and function keys which
allows reusing an input/ciphertext with many different functions, and a function with many
different inputs. On the other hand, NI-MPC does not support function reusability at all,
and only a very restricted version of input re-usability, namely where only ciphertexts in the
same “session” may be combined. The function arity in NI-MPC is also fixed, unlike ad hoc
MIFE.

2

Preliminaries

Due to space constraints, the preliminaries can be found in Appendix B.
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3

Ad hoc Multi-Input Functional Encryption

We are now ready to define our new notion of ad hoc multi-input functional encryption
(MIFE). For simplicity, we define ad hoc MIFE in the private-key setting only. We leave the
study of ad hoc MIFE in the public-key setting for future work.

3.1

Syntax and Correctness

An ad hoc multi-input functional encryption scheme aMIFE for a message space {Mκ }κ∈N
and a functionality {Fκ }κ∈N , where for each κ ∈ N, each f ∈ Fκ is a (description of a)
function on (Mκ )` for some ` (which may depend on f ), is given by a set of algorithms with
the following syntax:
aMIFE.Setup(1κ ): A PPT algorithm taking the security parameter κ, and outputting the
master secret key MSK and the public parameters PP.
aMIFE.KeyGen(i, MSKi , (PP1 , · · · , PP` ), f ): A PT algorithm taking an index i ∈ [`], a
master secret key MSKi corresponding to PPi , a set of public parameters PP1 , · · · , PP` , a
function f ∈ Fκ of arity `, and outputting a corresponding partial decryption key PDKi,f .
aMIFE.Enc(MSK, x): A PPT algorithm taking a master secret key MSK and a message
x ∈ Mκ , and outputting a ciphertext c.
aMIFE.Dec((PDK1,f , . . . , PDK`,f ), (c1 , . . . , c` )): A PT algorithm taking partial decryption
keys (PDK1,f , . . . , PDK`,f ) and ciphertexts (c1 , . . . , c` ), and outputting a string y.
I Definition 1 (Correctness). We say that aMIFE is correct if for all κ ∈ N and ` = poly(κ),
all x1 . . . x` ∈ Mκ and all f ∈ Fκ of arity `
(PPi , MSKi ) ←$ aMIFE.Setup(1κ ) (∀i ∈ [`])

ci ←$ aMIFE.Enc(MSKi , xi )
Pr 
y = f (x1 , · · · , x` ) PDKi,f ←$ aMIFE.KeyGen(i, MSKi , (PPi )i∈[`] , f )
y ← aMIFE.Dec((PDKi,f )i∈[`] , (ci )i∈[`] )




=1.


I Remark 2. We highlight two ways that ad hoc MIFE differs from standard MIFE [45]. First,
the aMIFE.Setup algorithm is run per user and does not output all of the MSK1 , . . . MSKn at
once. Second, the total number of users n and the function arity ` are not fixed and input to
the aMIFE.Setup algorithm. We also note that for simplicity in our formulation of ad hoc
MIFE the public parameters of the parties input to the key generation algorithm are ordered.
I Remark 3. We also consider two relaxations of ad hoc MIFE:
We can allow an additional algorithm CRSGen taking 1κ and outputting a common
reference string CRS that is input to the remaining algorithms. We refer to this as ad
hoc MIFE in the CRS model. The CRS model is weaker than having a key generation
authority who can decrypt all the data.
We can allow the total number of users 1n to be input to the setup algorithm. We refer
to this as bounded ad hoc MIFE. We can additionally require n = `, which we refer to as
static (vs. dynamic) ad hoc MIFE. In particular, static ad hoc MIFE recovers a variant of
MIFE that is similar to the standard one but still eliminates the trusted key generation
authority.
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Indistinguishability-Based Security

We first present an indistinguishability-based security notion. We note that the fact that the
public parameters of the parties input to the key generation algorithm are ordered allows
us to work with a somewhat simpler definition than the corresponding one in [45] for the
standard MIFE case.
For an ad hoc MIFE scheme aMIFE as above and adversary A = (A0 , A1 , A2 ), consider
the experiment in Figure 1.
For an ad hoc MIFE scheme aMIFE as above and adversary A = (A0 , A1 , A2 ), consider
the experiment in Figure 1.

Experiment INDaMIFE
(1κ )
A
n
(1 , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
For all i ∈
/ I do:
(MSKi , PPi ) ←$ aMIFE.Setup(1κ )
O (·,·,·),Okg (·,·,·)
st ←$ A1 enc
(st)
O
enc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

Oracle Oenc (i, x0 , x1 )
If x0 , x1 ∈ Mκ and |x0 | = |x1 |
cb ←$ aMIFE.Enc(MSKi , xb )
Return cb
Else Return ⊥
Oracle Okg (i, (i1 , . . . , i` ), f )
If i ∈ {i1 , · · · , i` }
and f ∈ Fκ of arity `
PDKi,f ←
aMIFE.KeyGen(i, MSKi , (PPij ), f )
Return PDKi,f
Else return ⊥

Figure 1 Experiment for IND-security of ad hoc MIFE.

We say that f ∈ Fκ is queried if for every user associated with its input wires, either
the user is corrupt, or has submitted it’s partial decryption key to the adversary. Formally,
for every k ∈ ` where ` is the arity of f either ik ∈ I, i.e. ik is corrupted or there is a
key-generation query (ik , (PPi1 , · · · , PPi` ), f ).
We call A legitimate if for all κ ∈ N, in all transcripts INDaMIFE
(1κ ) it holds that for every
A
queried f ∈ Fκ , there does not exist two sequences (yi1 ,0 , · · · , yi` ,0 ) and (yi1 ,1 , · · · , yi` ,1 ) such
that
f (yi1 ,0 , · · · , yi` ,0 ) 6= f (yi1 ,1 , · · · , yi` ,1 )
and for every j ∈ {i1 , · · · , i` }
j ∈ I, i.e. j is corrupted (so there is no restriction on yj,0 , yj,1 above), or
There is an encryption query (j, x0 , x1 ) such that yj,0 = x0 and yj,1 = x1 .
We assume adversaries are legitimate unless otherwise stated. We call A passive if I = ∅.
We call A selective if A2 makes no queries. We say that aMIFE is xxx-IND-secure if for any
adversary A of type xxx
h
i
|Pr INDaMIFE
(·) outputs 1 − 1/2| = negl(·) .
A
We provide the definition of simulation based security in Appendix C.
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4

Ad Hoc MIFE from MIFE + Two-Round MPC

We show how to construct of ad hoc MIFE for any polynomial sized circuit from standard
MIFE for the same functionality and a two-round MPC protocol.

Building Blocks
Our scheme will be using the following building blocks:
A MIFE scheme
MIFE = (MIFE.Setup, MIFE.KeyGen, MIFE.Enc, MIFE.Dec)
for some message-space {Mκ }κ∈N and functionality {Fκ }κ∈N . For simplicity, we assume
MIFE.KeyGen is deterministic; note that this is without loss of generality since it can be
made so by using a PRF.
A two-round two-round MPC protocol
MPC = (MPC.RunRoundOne, MPC.RoundRoundTwo, MPC.ComputeResult)
for programs of the form GenKeysf in Figure 2 for f ∈ Fκ . We assume MPC is functionrerunnable, unbounded and without setup (we discuss the other cases below).
A PRF F with keyspace {Kκ }κ∈N , and a punctured PRF puncF with keyspace {Kκpunc }κ∈N ,
both with domain {0, 1}∗ . (We leave the ranges implicit for readability, taking the output
to be sufficiently long.)
A private-key single input functional encryption scheme
FE = (FE.Setup, FE.KeyGen, FE.Enc, FE.Dec)

4.1

Construction

Below we provide our construction for adhoc MIFE for general circuits. Note that setup,
encryption and key generation are done independently and in parallel by all the parties in
the system.
aMIFE.Setup(1κ ): Upon input the security parameter, do the following:
1. Sample the seed of PRF K ←$ Kκ and the seed of a puncturable PRF K punc ←$ Kκpunc .
Puncturing will only be required in the proof.
2. Invoke the single input FE scheme, (PPFE , MSKFE ) ←$ FE.Setup(1κ ).
3. Invoke the first round of the MPC protocol
(ρ(1) , s) ←$ MPC.RunRoundOne(1κ , (K, MSKFE ))
Note that the function is specified later.
4. Return (PP = ρ(1) , MSK = (K, K punc , MSKFE , s)).
aMIFE.KeyGen((PPi )i∈[`] , f, MSK): Upon input the public parameters of the ` parties
that are chosen to participate in the computation, and the master secret key, do the
following:
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1. Parse the public parameters of each party as the first message in an MPC protocol, i.e.
(1)
ρi ← PPi ∀i ∈ [`].
2. Parse the master secret key as (K, K punc , MSKFE , s) ← MSK
3. Run round two of the MPC protocol using round 1 messages as input, for the functionality GenKeys described in Figure 2:
(1)

ρ(2) ←$ MPC.RunRoundTwo(s, GenKeys(PPi )i∈[`] ,f , (ρi )i∈[`] )
4. Compute the mask s ← PRF.Eval(K, 0 k (PPi )i∈[`] k f )
5. Return (ρ(2) , s).
aMIFE.Enc(MSK, x): Upon input the master secret key and the message x, do the following:
1. Parse the master secret key as (K, K punc , MSKFE , s) ← MSK.
2. Sample the tag T ←$ {0, 1}κ .
3. Initialize the data structure Trap defined in Figure 10 by setting mode-real = 1 and all
other fields as ⊥. This indicates that we are in the real system. The remaining fields
are only relevant in the proof.
4. Compute the ciphertext c ←$ FE.Enc(MSKFE , (x, T, K punc , Trap)).
5. Return c.
aMIFE.Dec((PDKi,f )i∈[`] , (ci )i∈[`] ): Upon input the partial decryption keys from all relevant parties, as well as ciphertexts from all relevant parties, do the following:
(2)

1. Parse (ρi , si ) ← PDKi,f

∀i ∈ [`]
(2)

2. Compute the output of the MPC protocol as Z ← MPC.ComputeResult((ρi )i∈[`] )
3. Unmask the output using partial shares provided by all parties. In more detail, compute
L
S ← i∈[`] si ; Z ← Z⊕S.
4. Parse the output of the MPC computation as (SKf , SKFE1 , . . . , SKFE` ) ← Z.
5. Perform decryption of the single input FE scheme to obtain MIFE ciphertexts ψi ←
FE.Dec(SKFEi , ci ) ∀i ∈ [`].
6. Perform decryption of the MIFE scheme to obtain the output y ← MIFE.Dec(SKf , ψ1 ,
. . . , ψ` ).
7. Return y.
I Remark 4. If we use a bounded 2-round MPC protocol then we will obtain a bounded ad hoc
MIFE scheme where the setup algorithm also takes 1n which is passed to MPC.RunRoundOne.
If MPC has a setup algorithm (outputting a CRS) then so does the resulting ad hoc MIFE
scheme.

Correctness
Correctness follows from the correctness of MPC, MIFE and FE. In more detail, we have:
Step 1: MPC. By correctness of MPC, we have that the decryptor recovers the output
S⊕(SKf , SKFE1 , . . . , SKFE` ). Next, if each party i ∈ [`] provides a partial decryption key
for f , then this contains partial mask si as part of the output of aMIFE.KeyGen. Using
L
these, the decryptor can compute S ← i∈[`] si and recover (SKf , SKFE1 , . . . , SKFE` ).
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Function GenKeys(PPi )i∈[`] ,f ((K1 , MSKFE1 ), . . . , (K` , MSKFE` ))
1. For i ∈ [`], compute randomness to be used for algorithms below:
ri ← PRF.Eval(Ki , 1 k (PPi )i∈[`] k f ),

ri0 ← PRF.Eval(Ki , 2 k (PPi )i∈[`] k f )

2. Run the MIFE setup algorithm for the desired arity as:
((EK1 , . . . , EK` ), MSK) ← MIFE.Setup(1κ ; r1 ⊕ · · · ⊕ r` )
3. For i ∈ [`], generate the single input FE function key:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,⊥ ; ri0 )
4. Compute the MIFE secret key as SKf ← MIFE.KeyGen(MSK, f )
5. Sample the mask si for each partial key and compute the mask S as:
∀i ∈ [`], si ← PRF.Eval(Ki , 0 k (PPi )i∈[`] k f ),

S←

M

si

i∈[`]

6. Return the masked output S⊕(SKf , SKFE1 , . . . , SKFE` )
Figure 2 Functionality computed by the MPC protocol to generate single and multi input FE
keys.

Function ReEncEK,ctr (x, T, K, Trap)
1. Let r ← PRF.Eval(K, 0 k EK k T ).
2. If mode = R then compute MIFE.Enc(EK, x; r) and return it.
3. If mode = T and ctr < Trap.index then compute MIFE.Enc(EK, Trap.val1 ; r) and return it.
4. If mode = T and ctr > Trap.index then compute MIFE.Enc(EK, Trap.val0 ; r) and return it.
5. If mode = T and ctr = Trap.index then output Trap.CT.
Figure 3 Functionality for translating the ciphertext from FE to MIFE using dynamically
generated encryption keys.

Step 2: FE. Next, by correctness of FE, we have that if
ψi = FE.Dec(SKFEi , ci ) ∀i ∈ [`]
Then, ψi are the MIFE ciphertexts computed as MIFE.Enc(EKi , xi ; ri ).
Step 3: MIFE. Finally, by correctness of MIFE, we have that
f (x1 , . . . , x` ) = MIFE.Dec(SKf , ψ1 , . . . , ψ` )

4.2

Security Proof

In this section, we argue that the scheme described above is secure. In more detail:
I Theorem 5. If MIFE is a IND-secure MIFE scheme and MPC is a SIM-secure 2-round
MPC protocol, then our construction is sel-IND-secure.
Due to space constraints, the proof can be found in Appendix D.
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Ad Hoc Friendly MIFE and its Application to Inner Products

In this section, we describe a paradigm for constructing ad-hoc MIFE schemes from MIFE
schemes that are “ad hoc friendly” and a (hopefully simple) two-round MPC protocol. This
paradigm significantly simplifies our general construction. We then show that the standard
MIFE scheme for inner products [3, 2], which may be based on DDH, LWE or DCR, is ad
hoc friendly and the corresponding two-round MPC protocol is only required to compute
inner-products, thus obtaining an efficient ad hoc MIFE scheme for inner products.

Ad Hoc Friendliness
In more detail, we define a notion of “ad hoc friendly” standard MIFE which satisfies the
following properties:
Decentralized Setup. The MIFE.Setup algorithm of the MIFE is decentralized in the
sense that:
1. The encryption keys EKi for i ∈ [n] corresponding to party i may be generated
independently of the encryption keys of the remaining parties [n] \ i. In more detail, the
algorithm (EK1 , . . . , EKn ) ← MIFE.Setup(1κ ) may be decomposed into n invocations
EKi ← MIFE.SetupLocal(1κ ) for i ∈ [n], which can be run locally by each party.
2. The master secret key MSK can be decomposed into n components {MSKi }i∈[n] . The
partial MSKi corresponding to party i may be generated locally by party i, without
any interaction or shared state with the remaining parties.
Local Encryption. The MIFE.Enc algorithm of the MIFE is “local” in that it does not
take as input the total number of parties or the public parameters of other parties. In
more detail, MIFE.Enc algorithm only takes as input its encryption key EKi and its input
xi , and nothing else.
Piecewise Master Secret Key. In standard MIFE schemes, the function is assumed
to have fixed arity n. However, in ad hoc MIFE, we allow the function to have arity
` < n. To support this, we require that the master secret in standard MIFE MSK =
{MSK1 , . . . , MSKn }, if restricted to some subset S ⊆ [n] with |S| = `, has the same
distribution as a master secret generated for functions of arity `.
Formally, let MSK = {MSK1 , . . . , MSKn } ← FE.Setup(1κ , 1n ) and MSK0 = {MSK01 ,
. . . , MSK0` } ← FE.Setup(1κ , 1` ). Then, we require that MSK restricted to subset S,
namely (MSKS[1] , . . . , MSKS[`] ) has the same distribution as MSK0 .
Since the intuition was discussed in Section 1, we proceed to our construction of ad hoc
MIFE for inner products.

5.1

Ad Hoc MIFE for Inner Products

Inner-product functionality
We recall the multi-input inner-product functionality over Zp for a prime p, adapted from
Abdalla et al. [2, Section 2.3]. For m, n ∈ N, this is the functionality
m n
IP m
p,n = {ipy1 ,...,yn : (Zp ) → Zp }
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defined by
ipy1 ,...,yn (x1 , . . . , xn ) =

n
X

hxi , yi i mod p .

i=1

We omit parameters p, m, n when they are arbitrary or clear from context.

5.2

Building Blocks

In the context of ad hoc MIFE for inner products, we want to evaluate a functionality given
by a sequence of vectors y = (y1 , . . . , yn ) where yi ∈ Zm
q . Evaluating the function on inputs
P
{xi }i∈[n] where xi ∈ Zm
reveals
hx
,
y
i
and
nothing
more. In particular the evaluator
i
q
i∈[n] i
should not be able to learn the partial sums hxi , yi i.
Our scheme will be using the following building blocks:
A 2-round function-rerunnable MPC for a functionality GenKey-ip, which must be support
inner product computation.
A standard MIFE with for the inner product functionality, denoted by MIFEip , satisfying
the aforementioned ad hoc friendly properties.

The MIFE scheme(s) of Abdalla et al. [2]:
Abdalla et al. [2] provide two multi-input encryption schemes for inner products, one
for computing inner products over some finite ring ZL , and the second for computing
bounded-norm inner products over the integers. Both schemes rely on:
1. An information theoretic scheme for inner products where only one ciphertext query is
supported.
2. A single input functional encryption scheme FE for inner products which is applied on
top of the above one time scheme.
Unrolling the above two components, the final MIFE scheme(s) of [2] have algorithms of the
form described below.
Below, we unroll the above two components to establish that the schemes of [2] satisfy
ad hoc friendliness.
1. Decentralized Setup. The encryption keys EKi corresponding to party i may be generated independently of the encryption keys of the remaining parties [n] \ i. In more detail,
the setup algorithm is defined as:
MIFE.Setup(1κ , n): Do the following:
For i ∈ [n], sample ui ← Zm
L.
For i ∈ [n], sample (FE.PKi , FE.MSKi ) ← FE.Setup(1κ , 1m ).
Output PPi = FE.PKi and EKi = (FE.MSKi , ui ) for i ∈ [n].
Then, we may define:
a. MIFE.SetupLocal(1κ , n): Do the following:
Sample u ← Zm
L.
Sample (FE.PK, FE.MSK) ← FE.Setup(1κ , 1m ).
Output PP = FE.PP and EK = (FE.MSK, u).
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To compute the set of n encryption keys, the algorithm MIFE.SetupLocal(1κ , n) is invoked
n times. Additionally, in [2], the master secret key can be decomposed into n components
by setting:
MSKi = EKi = (FE.MSKi , ui ) ∀ i ∈ [n]
2. Local Encryption. The encryption algorithm only takes its encryption key and message
as input and does not depend on the number of parties or their public parameters. In
more detail, the encryption algorithm is defined as:
MIFE.Enc(EKi , xi ): Do the following:
Parse EKi = (FE.MSKi , ui ).
Compute yi = xi + ui mod L.
Compute ci = FE.Enc(FE.MSKi , yi ).
Output (yi , ci ).
Thus, the ciphertext encoding party i’s input may be computed independently by party i.
3. Piecewise Master Secret Key. For the inner product functionality, if MSK =
(MSK1 , . . . , MSKn ) is the master secret key for function vector y = (y1 k...kyn ) then
for any S ⊆ [n], we have the corresponding master key
MSK0 = (MSKS[1] , . . . , MSKS[`] ) is a well formed master secret key for the vector
y0 = (yS[1] k . . . kyS[`] ). In more detail, the key generation algorithm is defined as:
MIFE.KeyGen(MSK, y): Do the following:

P
Output DKy ← {FE.KeyGen(MSKi , yi )}i∈[n] ,
hui , yi i .
i∈[n]

It is easy to see that the function key for y0 can be obtained from the above by simply
setting yi = 0 for i ∈
/ S.

5.3

Our Construction

We are now ready to present the construction. Note that for ease of presentation, we describe
the scheme for all n users but we remark that it works for any subset of ` ≤ n users.
aMIFE.Setup(1κ , 1m ): Upon input the security parameter and the dimension of the input
vector for each party, do the following:
1. Run the partial MIFE setup algorithm to obtain the public parameters and encryption
key: (MIFE.PP, MIFE.EK) ←$ MIFE.SetupLocal(1κ , 1m )
2. Invoke the first round of the MPC protocol with the encryption key as input:
(ρ(1) , s) ←$ MPC.RunRoundOne(1κ , EK)
3. Return PP := (MIFE.PP, ρ(1) ), MSK := (MIFE.EK, s)
aMIFE.Enc(EK, x): Upon input the encryption key and the input, compute MIFE.enc(EK, x)
and output it.
aMIFE.KeyGen((PPi )i∈[`] , y, MSKi ): Upon input the public parameters of the ` parties,
the function vector y and the master secret key MSKi , do the following:
(1)
1. Parse (MIFE.EK, s) ← MSKi and (MIFE.PPj , ρj ) ← PPj ∀j ∈ [`]
2. Parse (y1 , . . . , y` ) ← y where yj ∈ Zm
q for j ∈ [`].
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3. Invoke round 2 of the MPC protocol GenKey-ipy as defined in Figure 4
(1)

(1)

ρ(2) ←$ MPC.RunRoundTwo(s, ρ1 , . . . , ρ` , )
4. Return PDK := ρ(2) .
aMIFE.Dec((PDKi,f )i∈[`] , (ci )i∈[`] ): Upon input the partial decryption keys from all relevant parties, as well as ciphertexts from all relevant parties, do the following:
1. Compute the output of the MPC protocol as
(2)

MIFE.DKy ← MPC.ComputeResult((ρi )i∈[`] )
2. Compute MIFE.Dec(MIFE.DKy , y, c1 , . . . , c` ) and output it.
Function GenKey-ipy (EK1 , . . . , EK` )
1. Let MIFE.MSK = (EK1 , . . . , EK` ).
2. Compute MIFE.KeyGen(MIFE.MSK, y) and output it.
Figure 4 Functionality for computing the MIFE function key.

Note that for the inner product functionality, the MIFE key generation algorithm is very
simple and in some cases only involves computing inner products, please see [2] for details.

Correctness
Correctness follows from correctness of the MPC protocol and of the standard MIFE
scheme. We have by correctness of the MPC protocol, that the output MIFE.DKy =
MIFE.KeyGen(MSK, y) is produced correctly. Since the encryptors encrypted ci =
MIFE.Enc(EKi , xi ), it follows from the correctness of MIFE that MIFE.Dec(MIFE.DKy , y, c1 ,
P
. . . , c` ) outputs
hyi , xi i as desired.
i∈[`]

Security
Given the proof of security in Section 4, the proof of security of the present construction is
straightforward, since the present construction is a (much) simplified instance of the general
construction. Intuitively, the security of MPC ensures that the output MIFE.DKy , which
is computed using inputs (MSKi , yi )i∈[`] of ` disjoint parties, is indistinguishable from the
output of a “global” MIFE key generation algorithm which takes the entire (MSK, y) as input.
The encryption algorithm is exactly the same as that of the standard MIFE scheme, with
the result that the decryptor sees exactly the same view as in the standard MIFE scheme.
Please see Appendix E for details.
An issue with the MIFE scheme of Abdalla et al. [2] which we use above is that an
adversary may exploit partial ciphertexts to learn unauthorized information [43]. Specifically,
say there are two parties, and the first one provides ciphertexts, for vectors x0 and x1 (say).
The second encryptor does not give any ciphertexts. Suppose the key generation algorithm
in the standard MIFE scheme gives a key for (y k 0). Now, it could be that hx0 , yi =
6 hx1 , yi
but this does not violate admissibility, because admissibility only checks for decryption with
respect to complete ciphertexts whereas decryption with respect to partial ciphertexts is
not defined. Ideally, the key for (y k 0) should not work to decrypt the partial ciphertexts
of encryptor 1, but in the construction of Abdalla et al., it does so (if the corresponding
sub-vector in the key is zero).
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Note that in a MIFE scheme, the above situation only occurs if one party (party 2 say)
never gives any ciphertext5 . In our setting however, a party issues a partial decryption key
only if it wishes its data to participate in some computation. Hence, we resolve the issue by
requiring that a party only issue a partial decryption key if it has also issued at least one
ciphertext.

Instantiating MPC
Since function-rerunnable two-round MPC in the common reference string (CRS) model
can be constructed [28, 57, 24, 59] from learning-with-errors (LWE), we get ad hoc MIFE
for inner products from LWE. This result can be upgraded to the malicious setting as the
additional cost of NIZKs.
While function rerunnable two-round MPC in the CRS model can be constructed from
bilinear maps [41] and even two-round oblivious transfer [15, 42, 39] or information theoretically [9, 36], these constructions are not function-rerunnable so do not suffice for multi-key ad
hoc MIFE. However, if we restrict ourselves to the setting of bounded ad hoc MIFE, where a
user issues only a bounded number of partial decryption keys and additionally maintains
state across key issues, we may use the above MPC protocols (just via repetition). This
yields such a bounded ad hoc MIFE under DDH, LWE or DCR for the both the semi-honest
and malicious cases. One nice feature of the semi-honest construction is that it does not use
a common random string and is in the plain model.
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Additional Related Work

Functional Encryption
FE started with the notion of “attribute-based encryption” [61, 50] and evolved over time to
a more general primitive that encompasses several primitives such as (hierarchical) identity
based encryption [19, 29, 22, 44, 25, 4], attribute based encryption [61, 50, 16, 34], predicate
encryption [21, 47, 54, 55, 5, 62, 47] and reusable garbled circuits [46]. Formal definitions
of the general primitive were first given in [20, 58]. While there has been substantial
progress in constructing FE from standard assumptions [1, 7, 56], the general notion of FE
for arbitrary polynomial sized circuits was constructed in the breakthrough work of [33]
from indistinguishability obfuscation (iO) [12, 33, 56]. Functional encryption for restricted
functionalities such as inner products [1, 7], and quadratic functions [56, 11] from more
standard assumptions has also been developed.
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Multi-Input Functional Encryption
Extending the more basic concept of functional encryption (FE) [61, 20, 58], the notion of
multi-input function encryption (MIFE) was first introduced by Goldwasser et al. [45] and
there have since been a number of follow-up works. Ananth and Jain [8] show that private
key MIFE for general polynomial-arity functions implies iO. On the other hand, Brakerski,
Komargodski and Segev [23] construct private-key MIFE for constant-arity functions, based on
a private-key single-input FE scheme. They achieve adaptive security but also do not consider
sender corruption. Badrinarayanan et al. [10] construct MIFE schemes for “unbounded arity”
functions. More recent work [3, 2] constructs inner-product MIFE.

Multi-Party Computation
Traditional MPC is interactive. Ad hoc MIFE can be seen as a special form of non-interactive
MPC [31, 14, 53]. In particular, ad hoc MIFE separates inputs and functions, which affords
greater flexibility – one can use the same encrypted inputs with different functions, or different
encrypted inputs with the same function. Moreover, previous non-interactive MPC protocols
require a global setup procedure. In a recent work, [52] constructs non-interactive MPC from
indistinguishability obfuscation and DDH, assuming a PKI setup and a CRS, without this
requirement. In contrast, our schemes are based on standard MIFE for a given functionality
and do not require a CRS in general, as we do not necessarily consider sender corruption.

Multi-Authority Functional Encryption
Our work should also be compared to that of Chandran et al. [26], who proposed a notion
of “multi-authority” FE (MAFE). In MAFE, key authorities independently generate their
own keys. Roughly speaking, to derive a decryption key for a function f , a user must obtain
a partial decryption key for f from each authority. In our context, we could think of the
authorities as sources. However, a fundamental difference between multi-authority FE and
ad hoc MIFE is that in the former, to encrypt, one needs to know the master public keys
of all authorities (users). This is a severe limitation, as a user may not be aware of which
other parties are to be involved in a computation at the time of encryption. Furthermore, in
multi-authority FE, a given ciphertext can only be used in a computation associated with
one fixed group, unlike ad hoc MIFE, where a ciphertext can be used in an unbounded
number of dynamically-chosen groups. Finally, in MAFE, decryption only operates on a
single ciphertext, unlike our notion which is intrinsically multi-user.

B

Preliminaries

In this section we define the notation and preliminaries used in our work.

B.1

Notation and Conventions

PPT stands for “probabilistic polynomial time” and PT stands for “polynomial time.”
Algorithms are PPT unless otherwise noted. Throughout, κ denotes the security parameter
and 1κ its unary encoding. For a probabilistic algorithm A, we denote by A(x; r) the output
of A on input x with random tape r. We denote y ←$ A(x) as the process of sampling r
at random and letting y ← A(x; r). For a finite set S, we denote x ←$ S as the process
of sampling x uniformly from S. For a distribution D we denote x ←$ D as the process of
sampling x according to D. For k ∈ N we let [k] denote the set {1, · · · , k}. If s is string
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then |s| denotes its length and s[i] denotes its i-th bit. If x is a vector then |x| denotes its
number of components and x[i] denotes its i-th component. We will use negl(·) to denote
an unspecified negligible function and poly(·) to denote an unspecified polynomial. We say
that (families of) distributions {D0,κ }κ∈N , {D1,κ }κ∈N are computationally indistinguishable
if for all PPT adversaries A, Pr [ A(D0,κ ) = 1 ] − Pr [ A(D1,κ ) = 1 ] = negl(κ). We write this
D0,κ ≈ D1,κ .
C

B.2

Two-Round MPC

A 2-round MPC protocol MPC for message-space {Mκ }κN and functionality {Fκ }κ∈N where
for each κ ∈ N each f ∈ Fκ is a function on (Mκ )n for some n, consists of three algorithms
with the following syntax:
RunRoundOne(1κ , 1n , f, i, x): A PPT algorithm taking the security parameter κ, number
of users n, a (description of a) function f ∈ Fκ of arity n, an index i ∈ [n], an input
x ∈ Mκ , and outputting a first protocol message ρ(1) and secret s.
(1)
(1)
RunRoundTwo(s, (ρ1 , . . . , ρn )): A PPT algorithm taking a secret s and the first protocol
(1)
(1)
message for all n parties ρ1 , . . . , ρn , and outputting a second protocol message ρ(2) .
ComputeResult: A PT algorithm taking as input the n second-round protocol messages
(2)
(2)
ρ1 , . . . , ρn for each party and outputting a value y.

Correctness
We say that MPC is correct if for all κ, n, ∈ N, x1 . . . xn ∈ Mκ and f ∈ Fκ


Pr 
y

(1)

(ρi , si ) ←$ RunRoundOne(1κ , 1n , f, i, xi ) ∀i ∈ [n]
(2)
(1)
(1)
= f (x) ρi ←$ RunRoundTwo(si , (ρ1 , . . . , ρn )) ∀i ∈ [n]
(2)
(2)
y ← ComputeResult(ρ1 , . . . , ρn )



=1.


I Remark 6. The above definition of two-round MPC is without setup (i.e., a CRS). We also
consider the case that there is an additional algorithm CRSGen taking 1κ and outputting
a common reference string CRS that is input to the remaining algorithms. We call this
two-round MPC in the CRS model.
We say that MPC is unbounded if the output of RunRoundOne does not depend on n.
In this case, we input n to RunRoundTwo instead of RunRoundOne. We call MPC inputdelayed (resp. function-delayed) if the output of RunRoundOne does not depend on x (resp. f )
but just on 1|x| (resp. 1|f | ). In this case, we input x (resp. f ) to RunRoundTwo instead of
RunRoundOne. We call MPC input-rerunnable (resp. function-rerunnable) if it is input-delayed
(resp. function-delayed) and if RunRoundTwo can be executed multiple times with different
input choices (resp. function choices) while still preserving the security properties of the
MPC protocol (see below).

Security
Let MPC be a 2-round MPC protocol as above. Let Coins be the coin-space for the protocol.
For an adversary A = (A0 , A1 ) and simulator S, consider the experiments in Figure 5. We
say that A is passive (aka. semi-honest) of I = ∅. We say that MPC is SIM-secure if for
g such
^ Extract,
^ Sim)
any PPT adversary A there is a stateful PPT simulator S = (CRSGen,
MPC
MPC
that REALA (·) and IDEALA,S (·) are computationally indistinguishable. Note that
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κ
Experiment REALMPC
A (1 )

κ
Experiment IDEALMPC
A,S (1 )

(Optional) crs ←$ CRSGen(1κ )
κ
(1n , I, f, (xi )i∈I
/ ) ←$ A0 (1 )
// f ∈ Fκ of arity n, xi ∈ Mκ
(1)
((ρi )i∈I , st) ←$ A1 (n, I, f )
For i ∈
/ I do:
ri ←$ Coins(1κ )
(1)
(ρi , si )
←$ RunRoundOne(1κ , 1n , f, i, xi ; ri )
For i ∈
/ I do:
(2)
ρi
(1)
(1)
←$ RunRoundTwo(si , (ρ1 , . . . , ρn ); ri )
(1)
(2)
α ←$ A2 (st, (ρi , ρi )i∈I
/ )
Return α

κ
^
(Optional) crs ←$ CRSGen(1
)
n
κ
$
(1 , I, f, (xi )i∈I
)
←
A
(1
)
0
/
// f ∈ Fκ of arity n, xi ∈ Mκ
(1)
((ρi )i∈I , st) ←$ A1 (n, I, f )
^ (1) ) ∀i ∈ I
xi ← Extract(ρ
i

(1)

(2)

(ρi , ρi )i∈I
/
g
←$ S
im((xi )i∈I , f (x1 , . . . , xn ))
(1)
(2)
α ←$ A2 (st, (ρi , ρi )i∈I
/ )
Return α

Figure 5 Experiments for SIM-security of two-round MPC.

simulation of the first-round protocol messages for the honest parties are independent of the
g into
inputs, so for convenience and ease of presentation we will partition the algorithm Sim
]1 and Sim
]2 , defined as follows:
two algorithms: Sim
(1)
]
Sim1 () 7→ (ρi )i∈I
/ : Outputs the first-round protocol messages for the honest parties.
]2 ((xi )i∈I , y) 7→ (ρ(2) )i∈I
Sim
/ : On input the inputs of the corrupted parties along with the
i
]2 outputs the second-round protocol messages for
target output value of the protocol, Sim
the honest parties.

Input/Function-Rerunnability
For simplicity, the definition in Figure 5 does not capture input/function-rerunnability. It
is straightforward to see how the definition can be extended. For example in the case of
function-rerunnability (the situation is analogous for input-rerunnability where inputs and
functions are swapped), the changes to the definition are (1) A0 outputs a set of functions
{fi } instead of a single function, (2) in the real experiment RunRoundTwo is executed for
]2 is called for each function, and (4) the
each function, (3) in the ideal experiement Sim
complete set of second-round protocol messages for all functions is given to A2 .

Input Extractability
Our results in this work rely on the simulator’s ability to extract the inputs of the corrupted
^ algorithm. In the semi-honest setting, extraction is
parties, hence the need for the Extract
not necessary. In the malicious case, both known constructions of two-round MPC [33, 57]
for general functions satisfy the above extractability property, albeit in the CRS model.

B.3

Punctured Pseudorandom Functions

A PRF F is specified by two algorithms:
PRF.Setup(1κ ) : The setup algorithm takes as input the security parameter and outputs
a description of the key space Kκ , domain X , range Y as well as the PRF key K.
PRF.Eval(K, x) : The eval algorithm takes a key K ∈ Kκ and domain point x ∈ Xκ and
outputs a range point y ∈ Yκ .
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We require that for all adversaries A
h
i
h
i
Pr APRF.Eval(K,·) outputs 1 − Pr A$(·) outputs 1
is negligible in κ, where K ← PRF.Setup(1κ ) and $(·) denotes a random function from Xκ
to Yκ .
A punctureable PRF additionally includes an algorithm PRF.Punc which takes as input
a PRF key K and a point x∗ ∈ X and outputs a punctured key Kx∗ . For correctness, we
require that PRF.Eval(Kx∗ , x) = PRF.Eval(K, x) for all x 6= x∗ and ⊥ when x = x∗ .

Security of punctured PRF
The security game between the challenger and the adversary A consists of the following four
phases.
Setup Phase: The challenger samples a PRF key K and a random bit b.
Evaluation Query Phase: The adversary A queries for polynomially many evaluations. For
each evaluation query x, the challenger sends F(K, x) to A.
Challenge Phase: A chooses a challenge x∗ and the challenger computes
Kx∗ ← PRF.Punc(K, x∗ ). If b = 0, the challenger outputs Kx∗ and F(K, x∗ ). Else,
the challenger outputs Kx∗ and y ←$ Y chosen uniformly at random.
Guess: The adversary A outputs a guess b0 of b.
The adversary A wins if b0 = b and the adversary did not query for evaluation on x∗ .
The advantage of A is defined to be
AdvFA (1κ ) = | Pr[A wins] − 1/2|
The PRF F is a secure puncturable PRF if for all probabilistic polynomial time adversaries
A, we have that AdvFA (1κ ) is negligible in κ.

B.4

Multi-Input Functional Encryption

An n-input FE scheme [45] MIFE for a message space {Mκ }κ∈N and a functionality {Fκ }κ∈N ,
where for each κ ∈ N, each f ∈ Fκ is a (description of a) function on (Mκ )n , is given by a
set of algorithms with the following syntax:
MIFE.Setup(1κ , 1n ): A PPT algorithm taking the security parameter κ and number of
users n, and outputting the master secret key MSK and encryption keys (EK1 , . . . , EKn ).
MIFE.KeyGen(MSK, f ): A PT algorithm taking a master secret key MSK, a function
f ∈ Fκ and outputting a corresponding decryption key DKf .
MIFE.Enc(EK, x): A PPT algorithm taking an encryption key EK and a message x ∈ Mκ ,
and outputting a ciphertext c.
MIFE.Dec(DKf , (c1 , . . . , cn )): A PT algorithm taking decryption key DKf and vector of
ciphertexts (c1 , . . . , cn ), and outputting a string y.
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Correctness
We say that MIFE is correct if for all κ, ∈ N, x1 . . . xn ∈ Mκ and f ∈ Fκ


Pr 
y


((EK1 , . . . , EKn ), MSK) ←$ MIFE.Setup(1κ )

ci ←$ MIFE.Enc(EKi , xi ) ∀i ∈ [n]
=1.
= f (x1 , · · · , xn )

DKf ←$ MIFE.KeyGen(MSK, f )
y ← MIFE.Dec(DKf , (c1 , . . . , cn ))

I Remark 7. We remark that our formulation of MIFE assumes that the senders (as in
our application an encryptor is referred to as a sender or source) are ordered. This allows
for consistency with our formulation of ad hoc MIFE and allows us to simplify exposition
versus [45].

Indistinguishability-Based Security
For an n-input FE scheme MIFE as above and adversary A = (A0 , A1 , A2 ), consider the
experiment in Figure 6.

Experiment INDMIFE
(1κ )
A
(I, st) ←$ A0 (1κ )
b ←$ {0, 1}
((EK1 , . . . , EKn ), MSK)
←$ MIFE.Setup(1κ )
O (·,·,·),Okg (·)
st ←$ A1 enc
(st)
O
enc (·,·,·),Okg (·)
0
b ←$ A2
((EKi )i∈I , st)
Return (b = b0 )

Oracle Oenc (i, x0 , x1 )
If x0 , x1 ∈ Mκ and |x0 | = |x1 |
cb ←$ MIFE.Enc(EKi , xb )
Return cb
Else Return ⊥
Oracle Okg (f )
If f ∈ Fκ
DKf ←$ MIFE.KeyGen(MSK, f )
Return DKf
Else return ⊥

Figure 6 Experiment for IND-security of standard MIFE.

We call A legitimate if for all κ ∈ N, in all transcripts INDMIFE
(1κ ) it holds that for every
A
key generation query f there does not exist two sequences (y1,0 , · · · , yn,0 ) and (y1,1 , · · · , yn,1 )
such that
f (y1,0 , · · · , yn,0 ) 6= f (y1,1 , · · · , yn,1 )
and for every j ∈ [n]
j ∈ I, i.e. j is corrupted (so there is no restriction on yj,0 , yj,1 above), or
there is an encryption query (j, x0 , x1 ) such that yj,0 = x0 and yj,1 = x1 .
We assume adversaries are legitimate unless otherwise stated. We call A passive if I = ∅.
We call A selective if A2 makes no queries. We say that MIFE is IND-secure if for any
adversary A
h
i
|Pr INDMIFE
(·)
outputs
1
− 1/2| = negl(·) .
A
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Simulation-Based Security
For an MIFE scheme MIFE as above, adversary A = (A0 , A1 , A2 ), and simulator S =
g KeyGen),
^ Enc,
^
(Setup,
consider the experiments in Figure 7. Here qenc,i is the number of
encryption queries for user i ∈ [n]. We say that A is q-bounded if qenc,i ≤ q for all i ∈ [n].
We say that MIFE is SEL-SIM-secure if for any adversary A there is a simulator S such that
REALMIFE
(·) and IDEALMIFE
A
A,S (·) are computationally indistinguishable.
I Remark 8. For consistency with our formulation of simulation-based security for ad hoc
MIFE, we restrict the above definition to the selective-security and passive (no sender
corruption) setting.
Experiment REALMIFE
(1κ )
A
((EK1 , . . . , EKn ), MSK) ←$ MIFE.Setup(1κ )
(mi,j )i∈[n],j∈[qenc,i ] ←$ A1 (1κ )
For all i ∈ [n], j ∈ [qenc,i ] do:
ci,j ←$ MIFE.Enc(MSKi , mi,j )
O (·)
α ←$ A2 kg ((EKi )i∈[n] , (ci,j )i∈[n],j∈[qenc,i ] )
Return ((mi,j )i∈[n],j∈[qenc,i ] , α)
κ
Experiment IDEALMIFE
A,S (1 )
] ←$ Setup(1
^ κ)
g
gn ), MSK)
((E
K1 , . . . , EK
(mi,j )i∈[n],j∈[qenc,i ] ←$ A1 (st)
For all i ∈ [n], j ∈ [qenc,i ] do:
] |mi,j |)
f MSK,
cf
i,j ←$ Enc(
O
f
kg (·,·,·)
g
α ←$ A2
((E
Ki )i∈[n] , (cf
i,j ))
Return ((mi,j )i∈[n],j∈[qenc,i ] , α)

Oracle Okg (f ) // f ∈ Fκ
DKf ←$ MIFE.KeyGen(MSK, f )
Return DKf

fkg (f ) // f ∈ Fκ
Oracle O
gf ←
DK
^
KeyGen(f,
(f (mi,ji ))j

i ∈[qenc,i ]

]
, MSK)

gf
Return DK

Figure 7 Experiments for SIM-security of standard MIFE.

B.5

Function-Private Functional Encryption

A functional encryption scheme, denoted as FE [20], is a tuple of algorithms
FE = (FE.Setup, FE.KeyGen, FE.Enc, FE.Dec) for a message space {Mκ }κ∈N and a functionality {Fκ }κ∈N , where for each κ ∈ N, each f ∈ Fκ is a (description of a) function on Mκ .
The syntax is the same as for a 1-input MIFE scheme where EK1 = MSK and I = ∅. The
correctness requirement remains the same, as well the notion of indistinguishability based
security (which we refer to as “message privacy”).

Function Privacy
We additionally define the notion of function privacy as follows. For an FE scheme FE as
above and adversary A = (A0 , A1 , A2 ), consider the experiment in Figure 8.
κ
We call A legitimate if for all κ ∈ N, in all transcripts FPFE
A (1 ) it holds that for every
key generation query f0 , f1 there does not exist an encryption query x ∈ Mκ such that
f0 (x) 6= f1 (x) .
We assume adversaries are legitimate unless otherwise stated. We say that FE is FP-secure if
for any adversary A
h
i
|Pr FPFE
(·)
outputs
1
− 1/2| = negl(·) .
A
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κ
Experiment FPFE
A (1 )
b ←$ {0, 1}
MSK ←$ FE.Setup(1κ )
O (·),Okg (·,·) κ
b0 ←$ A2 enc
(1 )
Return (b = b0 )

Oracle Oenc (x)
If x ∈ Mκ
c ←$ MIFE.Enc(MSK, x)
Return c
Else Return ⊥
Oracle Okg (f0 , f1 )
If f0 , f1 ∈ Fκ
DKfb ←$ MIFE.KeyGen(MSK, fb )
Return DKfb
Else return ⊥

Figure 8 Experiment for FP-security of FE.

C

Simulation Based Security for Ad Hoc MIFE

We now present a simulation-based definition of security. The definition has a number of
restrictions that we justify below.
For an ad hoc MIFE scheme aMIFE as above, adversary A = (A0 , A1 , A2 ), and simulator
g KeyGen),
^ Enc,
^ consider the experiments in Figure 9. Here qE,i is the number of
S = (Setup,
encryption queries for user i ∈ [n]. We say that A is q-bounded if qE,i ≤ q for all i ∈ [n].
Experiment REALaMIFE
(1κ )
A
n
κ
$
(1 , st) ← A0 (1 )
For all i ∈ [n] do:
(MSKi , PPi ) ←$ aMIFE.Setup(1κ )
(mi,j )i∈[n],j∈[qE,i ] ←$ A1 (st)
For all i ∈ [n], j ∈ [qE,i ] do:
ci,j ←$ aMIFE.Enc(MSKi , mi,j )
O (·,·,·)
α ←$ A2 kg
((PPi )i∈[n] , (ci,j ))
Return (1n , (mi,j )i∈[n],j∈[qE,i ] , α)
κ
Experiment IDEALaMIFE
A,S (1 )
n
κ
$
(1 , st) ← A0 (1 ) // I ⊂ [n]
For all i ∈ [n] do:
^ κ)
^i , P
g
(MSK
Pi ) ←$ Setup(1

(mi,j )i∈[n],j∈[qE,i ] ←$ A1 (st)
For all i ∈ [n], j ∈ [qE,i ] do:
^i , |mi,j |)
f MSK
cf
i,j ←$ Enc(
O
f
kg (·,·,·)
g
α ←$ A2
((P
Pi )i∈[n] , (cf
i,j ))
n
Return (1 , (mi,j )i∈[n],j∈[qE,i ] , α)

Oracle Okg (i, (i1 , . . . , i` ), f )
If i ∈ {i1 , · · · , i` }, and f ∈ Fκ of arity `
PDKi,f ←
aMIFE.KeyGen(i, MSKi , (PPij )j∈[`] , f )
Return PDKi,f
Else return ⊥

fkg (i, (i1 , . . . , i` ), f )
Oracle O
If i ∈ {i1 , · · · , i` }, and f ∈ Fκ of arity `
q ← (i, (i1 , . . . , i` ), f )
^
PDK
i,f ←
^
^ij ))
KeyGen(q,
(f (mik ,jik ))jik ∈[qE,ik ] , (MSK
^
Return PDKi,f
Else return ⊥

Figure 9 Experiments for SIM-security of ad hoc MIFE.

We say that aMIFE is xxx-SEL-SIM-secure if for any adversary A of type xxx there is a
simulator S such that REALaMIFE
(·) and IDEALaMIFE
A
A,S (·) are computationally indistinguishable.
I Remark 9. The above definition has a number of restrictions that we now justify:
The adversary is passive and does not corrupt any sender. This is justified because
otherwise such a scheme implies virtual black-box obfuscation as in the case of standard
MIFE [45], which is impossible [12].
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The adversary is selective and chooses its challenge messages before seeing the public
parameters of the users. We focus on this formulation for simplicity and leave the study
of adaptive security for ad hoc MIFE in the case of simulation-based security for future
work.
The simulator is black-box. This is for simplicity as it is stronger than allowing nonblack-box simulation and our constructions achieve it.

D

Proof of Theorem 5

I Theorem 5. If MIFE is a IND-secure MIFE scheme and MPC is a SIM-secure 2-round
MPC protocol, then our construction is sel-IND-secure.
Proof. The proof of security makes use of a trapdoor data structure which is defined in
Figure 10.

The trapdoor data structure
Here, mode is used to indicate whether we are in the real mode Real or trapdoor mode
Trap. CT indicates the hardwired MIFE CT which must be output if the field index equals
the counter ctr set in the FE key. The fields val0 and val1 are used to indicate the values
corresponding to bit 0 and bit 1 respectively, where the latter is used when index > ctr and
the former when index < ctr.
mode

CT

index

val0

val1

Figure 10 Data Structure Trap used for Proof.

The Hybrids
We prove the theorem via a hybrid argument. We describe our hybrids below.
Hybrid 0: This is the real game in which on every encryption query (i, x0 , x1 ), x0 is
encrypted.
Suppose there are Qc encryption queries (made selectively). For each k ∈ [Qc ], let i be
the party index queried, x0 and x1 the challenge plaintexts, let T be the tag used during
encryption and I be the set of users corrupted by the adversary. We use these definitions in
the remainder of the proof.
Hybrid 1: The change in this hybrid is twofold.
(1)
1. Simulate the Public Parameters. We set the first-round protocol message ρi for
]1 for each uncorrupted
MPC in the public parameters to the output of the simulator Sim
user i ∈
/ I.
2. Simulate the Function Key. For each key generation query (i, (i1 , . . . , i` ), f ), we do
the following.
a. Let J , I ∩ {i1 , . . . , i` } be the subset of corrupted users and J¯ = {i1 , . . . , i` } \ J be
the subset of honest users.
^ algorithm to compute xj ← Extract(ρ
^ (1) ) for each
b. We use the simulator’s Extract
j
(1)
corrupted party j ∈ J where PPj = ρj , then compute y = GenKeysf (xi1 , . . . , xi` )
where xj for j ∈ J¯ is (honest) party j’s input to the MPC protocol.
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(2)
]2 ((xj )j∈J , y) and s ← PRF.Eval(Ki , 0 k (PPij )j∈[`] kf ). Rec. Compute (ρj )j∈J¯ ← Sim
(2)
turn (ρi , s).
See Figure 11 for a formal description.

Indistinguishability of the hybrids follows from the SIM-security of the MPC protocol.
As we see in Figure 11, the only difference from Hybrid 0 is that the inputs of the corrupt
^ algorithm and the protocol transcript is generated
parties are extracted using the Extract
using the MPC simulator. Hence, an adversary who distinguishes between Hybrids 0 and 1
implies an adversary against the MPC protocol by a standard reduction.
Hybrid 1:
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Ki ←$ Kκ
Kipunc ←$ Kκ
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
O

(·,·,·),O (·,·,·)

kg
(st)
st ←$ A1 enc
O
(·,·,·),O
enc
kg (·,·,·)
b0 ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
Return FE.Enc(MSKFEi , (x0 , T, Kipunc , Trap))

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(Kj , MSKFEj ) ← Extract(ρ
j

y ← GenKeysf ((Ki1 , MSKFEi1 ), . . . , (Ki` , MSKFEi` )
(2)
]2 (Kj , MSKFEj )j∈J , y)
(ρ )j∈J¯ ←$ Sim
j

s ← PRF.Eval(Ki , 0 k (PPij )j∈[`] k f )
(2)
Return (ρi , s).

Figure 11 Hybrid 1.

Hybrid 2: In this hybrid, we replace the outputs of the PRF on key Ki for the honest users
i with uniformly random strings in the function GenKeys described in Figure 2. For every key
query pertaining to parties (i1 , . . . , i` ) and function f and every honest party i, we replace
PRF.Eval(Ki , k k (PPij )j∈[`] k f ) for k ∈ {0, 1, 2} as in Hybrid 1 with a fresh uniformly
random string. The changes are formally described in Figure 12 wherein the algorithm R is
used to generate random strings and keep track of those previously generated.
Indistinguishability of Hybrid 1 and Hybrid 2 follows from the security of the PRF. More
precisely, a standard argument iterates through sub-hybrids for each honest party, replacing
the PRF outputs with uniformly random strings.
] is generated
Hybrid 3: In this hybrid, we change how y (the target output passed to Sim2)
in each query ((i1 , . . . , i` ), f ). In this hybrid, y is randomly sampled. Furthermore for a pair
((i1 , . . . , i` ), f ) that is fully queried i.e. a partial decryption query (i, (i1 , . . . , i` ), f ) is made
for each i ∈ {i1 , . . . , i` } \ I, the final partial decryption key that is issued has its masking
value, i.e. the second component of the partial decryption key, generated differently. It is
generated as
s ← y ⊕ S1 ⊕ S2 ⊕ GenKeys00 ((r10 , MSKFE1 ), . . . , (r`0 , MSKFE` ))
Here S1 and S2 are computed so as to satisfy requisite dependencies. Figure 13 captures
these changes formally.
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Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
Return FE.Enc(MSKFEi , (x0 , T, Kipunc , Trap))

Hybrid 2:
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
((
$ Kκ
Ki(
←(
(
punc
Ki ←$ Kκ
Γ←∅
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
O
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Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(Kj , MSKFEj ) ← Extract(ρ
j

(0)

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
Oenc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

Algorithm GenKeys0 ({(rk , rl0 , MSKFEk )}k∈[`] )
({EKk }k∈[`] , MSK) ← MIFE.Setup(1κ ; ⊕ rk )
k∈[`]

SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`]:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,⊥ ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

(1)

(2)

(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f ) ∀j ∈ J¯
∀m ∈ {0, 1, 2}, j ∈ J:
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
L
(0)
S←
γ
j∈J∪J¯ j
y ← S ⊕ GenKeys0 ({(rk , rl0 , MSKFEk )}k∈[`] )
(2)
]2 (Kj , MSKFEj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
(2)
(0)
Return (ρi , s := γi )
Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )

Figure 12 Hybrid 2.

Hybrid 2 and Hybrid 3 are distributed identically. First, y is distributed uniformly in
both hybrids for all group-function pairs ((i1 , . . . , i` ), f ) that are not fully queried. In the
case of a group-function pair ((i1 , . . . , i` ), f ) that is fully queried, each partial decryption
(2)
key (ρi , si ) for i ∈ {i1 , . . . , i` } is such that
y ⊕

M

si = GenKeys00 ((r10 , MSKFE1 ), . . . , (r`0 , MSKFE` ))

i∈[`]

This is distributed the same as the output of GenKeys0 in the previous hybrid. Hence the y
values are distributed identically in both hybrids.
Hybrid 4: Let Qk be the number of subset-function pairs that are fully queried. In this
hybrid, the key generation algorithm keeps track of the query number ctr ∈ [Qk ] in the ad
hoc MIFE function keys. In more detail, the algorithm GenKeys00 invoked for query index j
for all j ∈ [Qk ] is modified to invoke ReEnc with parameter ctr = j (please refer to Figure 3)
instead of ⊥.
We claim that by function hiding of FE, the two hybrids are indistinguishable. To see
this, note that since mode = R in all the FE ciphertexts, changing the ctr value in the FE key
has no effect on the decryption value obtained, since this field is only relevant in the trapdoor
mode, i.e. when mode = T . Hence, the decryption values for both keys remain exactly the
same. Then, by security of FE, we have that Hybrids 3 and 4 are indistinguishable. The
formal reduction is standard, and constructs everything except the FE ciphertexts and FE
function keys as in the previous hybrid, which are obtained using the FE challenger.
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Hybrid 3:
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
Kipunc ←$ Kκ
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Γ←∅
Y ←∅
Q←∅
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
∀i ∈
/I
O

Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
Return FE.Enc(MSKFEi , (x0 , T, Kipunc , Trap))

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(αj , rj , Kj ) ← Extract(ρ

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
Oenc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

Algorithm GenKeys00f ({(rk0 , MSKFEk )}k∈[`]
((EK1 , . . . , EK` ), MSK) ← MIFE.Setup(1κ )
SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`], do:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,⊥ ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )

j

y ←$ RY ((i1 , . . . , i` ), f )
If ((i1 , . . . , i` ), f, J¯0 ) ∈
/Q
J¯0 ← ∅
J¯0 ← J¯0 ∪ {i}
Q ← Q ∪ ((i1 , . . . , i` ), f, J¯0 )
(2)
]2 ((αj , rj , Kj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
¯
∀j ∈ J:
(0)

(1)

(2)

(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f )
∀m ∈ {0, 1, 2}, j ∈ J,
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
If J¯0 = J¯ // if fully queried
L
(0)
S1 ←$
¯ =i γj
j∈J,j6

L

(0)

γ
S2 ←$
j∈J j
s ← y ⊕ S1 ⊕ S2 ⊕
(2)
GenKeys00 ({(γik , MSKFEik )}k∈[`] )
Else
(0)
s ← γi
(2)
Return (ρi , s)

Algorithm RY ((i1 , . . . , i` , f )
If ((i1 , . . . , i` ), f, y) ∈ Y
Return y
Else
y ←$ {0, 1}rp
Y ← Y ∪ {((i1 , . . . , i` ), f, y)}
Return y

Figure 13 Hybrid 3.

In more detail, we have a series of subhybrids, one for each i ∈
/ I, where in Hybrid 4, i,
the change above is made to the function key associated with the FE instance for party
i. Let Hybrid 4, 0 denote Hybrid 3 and let Hybrid |n \ I| denote Hybrid 4. We now give
the formal reduction to FE function hiding for distinguishing Hybrid 4, i − 1 and Hybrid
4, i (for ease of notation, we assume that the indices i are consecutive). The simulator B
is defined as follows. First B receives the public parameters PP from the FE challenger.
Then it receives (1κ , I, (PPj )j∈I ) from the hybrid distinguisher A. Next it runs Step 2
to Step 10 on the left hand side of Figure 14 and passes (PPj )j ∈I
/ (see Step 10) to A. It
handles encryption and key generation queries as follows. On an encryption query (i0 , x0 , x1 )
with i0 6= i, the query is handled the same as Oenc in Figure 14. On an encryption query
(i, x0 , x1 ), a tag T ←$ {0, 1}κ is sampled and B makes a call to the FE encryption oracle with
message (x0 , T, Kipunc , Trap := (mode := R, ⊥, ⊥, ⊥, ⊥)) and returns the returned ciphertext.
Key generation queries are handled as in Okg in Figure 14 with one exception, namely
the secret keys SKFEi0 are computed as in GenKeys000 except for the case i0 = i; the secret
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Hybrid 4:
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
Kipunc ←$ Kκ
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Γ←∅
Y ←∅
Q←∅
q←0
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
∀i ∈
/I
O
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Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
Return FE.Enc(MSKFEi , (x0 , T, Kipunc , Trap))

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(αj , rj , Kj ) ← Extract(ρ

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
Oenc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

0
Algorithm GenKeys000
f ((rk , MSKFEk )k∈[`] , ctr)
((EK1 , . . . , EK` ), MSK) ←
MIFE.Setup(1κ )
SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`], do:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,ctr ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )

j

y ←$ RY ((i1 , . . . , i` ), f )
If ((i1 , . . . , i` ), f, J¯0 ) ∈
/Q
J¯0 ← ∅
J¯0 ← J¯0 ∪ {i}
Q ← Q ∪ ((i1 , . . . , i` ), f, J¯0 )
(2)
]2 ((αj , rj , Kj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
¯
∀j ∈ J:
(0)
(1)
(2)
(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f )
∀m ∈ {0, 1, 2}, j ∈ J,
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
If J¯0 = J¯ // if fully queried
q ←q+1
L
(0)
S1 ←$
¯ =i γj
j∈J,j6

L

(0)

S2 ←$
γ
j∈J j
s ← y ⊕ S1 ⊕ S2 ⊕
(2)
GenKeys000 ({(γik , MSKFEik )}k∈[`] , q)
Else
(0)
s ← γi
(2)
Return (ρi , s)

Algorithm RY ((i1 , . . . , i` , f )
If ((i1 , . . . , i` ), f, y) ∈ Y
Return y
Else
y ←$ {0, 1}rp
Y ← Y ∪ {((i1 , . . . , i` ), f, y)}
Return y

Figure 14 Hybrid 4.

key SKFEi is obtained by making a call to the FE key generation oracle with functions
(ReEnci,⊥ , ReEnci,ctr ). If the FE challenger’s bit is 0, then B perfectly simulates Hybrid
4, i − 1 and if the FE challenger’s bit is 1, then B perfectly simulates Hybrid 4, i.
For j ∈ [Qk ], we define:
Hybrid 5j,1 : In this hybrid, we hardwire all the Qc MIFE CTs that are output by the j th
function query in the corresponding single input FE ciphertexts in the field Trap.CT and set
mode = T .
In more detail, for key query j, we generate the encryption keys exactly as in Figure 2.
Now, encryptor i ∈ [n] computes Qc ciphertexts as follows:
1. For k ∈ [Qc ], let ri,j,k ← PRF.Eval(Kipunc , j k EKi,j k Ti,k )
2. For k ∈ [Qc ], let ψi,j,k = MIFE.Enc(EKi,j , xi,k ; ri,j,k )
For k ∈ [Qc ], encryptor i ∈ [n] sets Trap so as to program it for the j th function query as
follows:
Trap.mode = T, Trap.CT = ψi,j,k , Trap.index = j, val0 = x0,i,k , val1 = x1,i,k
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Please see Figure 15 for the complete description.

Hybrid 5j,1 :
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
Kipunc ←$ Kκ
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Γ←∅
Y ←∅
Q←∅
q←0
mkeys := ((EK1,j , . . . , EKn,j ), MSKj ) ←$ MIFE.Setup(1κ )
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
∀i ∈
/I
O

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
Oenc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

0
Algorithm GenKeys0000
f ((rk , MSKFEk )k∈[`] , ctr, mkeys)
If ctr = j
((EK1 , . . . , EK` ), MSK) ← mkeys
Else
((EK1 , . . . , EK` ), MSK) ← MIFE.Setup(1κ )
SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`], do:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,ctr ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )

Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
r ← PRF.Eval(Kipunc , j k EKi,j k T )
ψ ← MIFE.Enc(EKi,j , x0 ; r)
Trap ← (mode := Trap, CT := ψ,
index := j, val0 := x0 , val1 := x1 )
Return FE.Enc(MSKFEi , (x0 , T, Kipunc , Trap))

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(αj , rj , Kj ) ← Extract(ρ
j

y ←$ RY ((i1 , . . . , i` ), f )
If ((i1 , . . . , i` ), f, J¯0 ) ∈
/Q
J¯0 ← ∅
J¯0 ← J¯0 ∪ {i}
Q ← Q ∪ ((i1 , . . . , i` ), f, J¯0 )
(2)
]2 ((αj , rj , Kj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
¯
∀j ∈ J:
(0)

(1)

(2)

(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f )
∀m ∈ {0, 1, 2}, j ∈ J,
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
If J¯0 = J¯ // if fully queried
q ←q+1
L
(0)
S1 ←$
¯ =i γj
j∈J,j6

L

(0)

S2 ←$
γ
j∈J j
s ← y ⊕ S1 ⊕ S2 ⊕
(2)
GenKeys0000 ({(γik , MSKFEik )}k∈[`] , q, mkeys)
Else
(0)
s ← γi
(2)
Return (ρi , s)

Algorithm RY ((i1 , . . . , i` , f )
If ((i1 , . . . , i` ), f, y) ∈ Y
Return y
Else
y ←$ {0, 1}rp
Y ← Y ∪ {((i1 , . . . , i` ), f, y)}
Return y

Figure 15 Hybrid 5j,1 .

Note that the hardwired ciphertext is only output for query j, the outputs for the other
queries are exactly equal to those in the previous hybrid. Now, for query j, the ciphertext
is hardwired and output is set to be equal to what was output in the previous hybrid. It
follows that the output of FE decryption remains exactly the same as in the previous hybrid.
Thus, by security of FE, we have that the two hybrids are indistinguishable.
In more detail, we have a series of subhybrids, one for each i ∈
/ I, where in Hybrid
5j,1 , i, the change above is made to the ciphertext associated with the FE instance for party
i. Let Hybrid 5j,1 , 0 denote Hybrid 4 and let Hybrid 5j,1 , |n \ I| denote Hybrid 5j,1 . We
now give the formal reduction to FE semantic security for distinguishing Hybrid 5j,1 , i − 1
and Hybrid 5j,1 , i (for ease of notation, we assume that the indices i are consecutive). The
simulator B is defined as follows. First B receives the public parameters PP from the FE
challenger. Then it receives (1κ , I, (PPj )j∈I ) from the hybrid distinguisher A. Next it runs
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Step 2 to Step 11 on the left hand side of Figure 15 and passes (PPj )j ∈I
/ (see Step 11) to
A. It handles encryption and key generation queries as follows. On an encryption query
(i0 , x0 , x1 ) with i0 6= i, the query is handled the same as Oenc in Figure 15. On an encryption
query (i, x0 , x1 ), a tag T ←$ {0, 1}κ is sampled, then r ← PRF.Eval(Kipunc , j k EKi,j k T ),
ψ ← MIFE.Enc(EKi,j , x0 ; r), Trap0 ← (mode := R, ⊥, ⊥, ⊥, ⊥) and Trap1 ← (mode :=
Trap, ψ, j, x0 , x1 ) are computed and B makes a call to the FE encryption oracle with messages
(x0 , T, Kipunc , Trap0 ) and (x0 , T, Kipunc , Trap1 ), and returns the returned ciphertext. Key
generation queries are handled as in Okg in Figure 15 with one exception, namely the secret
keys SKFEi0 are computed as in GenKeys0000 except for the case i0 = i; the secret key SKFEi is
obtained by making a call to the FE key generation oracle for function ReEnci,ctr . If the FE
challenger’s bit is 0, then B perfectly simulates Hybrid 5j,1 , i − 1 and if the FE challenger’s
bit is 1, then B perfectly simulates Hybrid 5j,1 , i.
Hybrid 5j,2 : In this hybrid, we use a punctured PRF to generate the MIFE CTs in the
ReEnc functionality encoded in the FE function keys. The PRF for party i is punctured at
prefix j so that the randomness ri,j,k defined above, for i ∈ [n], k ∈ [Qc ] cannot be generated.
All MIFE ciphertexts corresponding to other function queries can be generated as before.
In more detail:
punc
1. For i ∈ [n], party i samples Ki,j
← puncF(Kipunc , j).

punc
th
2. The i encryptor computes FE.enc MSKFE , (x0,i,k , Ti,k , Ki,j
, Trap) where all other
fields are set as in the previous hybrid.
During FE decryption, for any query j 0 6= j, we now obtain:
punc 0
ri,j 0 ,k ← puncF(Ki,j
, j k EKi,j 0 k Ti,k )

for k ∈ [Qc ]. Everything else is as in the previous hybrid. For query j, the hardwired CT is
output, and the punctured PRF key is not used to generate randomness. Please see Figure
16 for the complete description.
We have by correctness of the punctured PRF that for any j 0 6= j, all the computed ri,j 0 ,k
are exactly equal to those computed in the previous hybrid, where the normal PRF key was
used. For query j, the PRF is not used and the hardwired value is output in both hybrids.
Hence, the outputs of FE decryption are equal in both hybrids. Thus, indistinguishability
follows from security of FE.
In more detail, we have a series of subhybrids, one for each i ∈
/ I, where in Hybrid 5j,2 , i,
the change above is made to the ciphertext associated with the FE instance for party i. Let
Hybrid 5j,2 , 0 denote Hybrid 5j,1 and let Hybrid 5j,2 , |n \ I| denote Hybrid 5j,2 . We now give
the formal reduction to FE semantic security for distinguishing Hybrid 5j,2 , i − 1 and Hybrid
5j,2 , i (for ease of notation, we assume that the indices i are consecutive). The simulator B is
defined as follows. First B receives the public parameters PP from the FE challenger. Then it
receives (1κ , I, (PPj )j∈I ) from the hybrid distinguisher A. Next it runs Step 2 to Step 12 on the
left hand side of Figure 16 and passes (PPj )j ∈I
/ (see Step 12) to A. It handles encryption and
key generation queries as follows. On an encryption query (i0 , x0 , x1 ) with i0 6= i, the query is
handled the same as Oenc in Figure 16. On an encryption query (i, x0 , x1 ), a tag T ←$ {0, 1}κ
is sampled, then r ← PRF.Eval(Kipunc , j k EKi,j k T ), ψ ← MIFE.Enc(EKi,j , x0 ; r) and
Trap ← (mode := Trap, ψ, j, x0 , x1 ) are computed and B makes a call to the FE encryption
punc
oracle with messages (x0 , T, Kipunc , Trap) and (x0 , T, Ki,j
, Trap), and returns the returned
punc
ciphertext. Note that the punctured key Ki,j is derived in Step 4 on the left hand side of
Figure 16. Key generation queries are handled as in Okg in Figure 15 with one exception,
namely the secret keys SKFEi0 are computed as in GenKeys0000 except for the case i0 = i; the
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Hybrid 5j,2 :
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
Kipunc ←$ Kκ
punc
Ki,j
← PRF.Punc(Kipunc , j)
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Γ←∅
Y ←∅
Q←∅
q←0
mkeys := ((EK1,j , . . . , EKn,j ), MSKj )
←$ MIFE.Setup(1κ )
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
∀i ∈
/I
O

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
Oenc (·,·,·),Okg (·,·,·)
0
b ←$ A2
((PPi )i∈I
/ , st)
Return (b = b0 )

0
Algorithm GenKeys0000
f ((rk , MSKFEk )k∈[`] , ctr, mkeys)
If ctr = j
((EK1 , . . . , EK` ), MSK) ← mkeys
Else
((EK1 , . . . , EK` ), MSK) ← MIFE.Setup(1κ )
SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`], do:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,ctr ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )

Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
r ← PRF.Eval(Kipunc , j k EKi,j k T )
ψ ← MIFE.Enc(EKi,j , x0 ; r)
Trap ← (mode := Trap, CT := ψ,
index := j, val0 := x0 , val1 := x1 )
punc
Return FE.Enc(MSKFEi , (x0 , T, Ki,j
, Trap))

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(αj , rj , Kj ) ← Extract(ρ
j

y ←$ RY ((i1 , . . . , i` ), f )
If ((i1 , . . . , i` ), f, J¯0 ) ∈
/Q
J¯0 ← ∅
J¯0 ← J¯0 ∪ {i}
Q ← Q ∪ ((i1 , . . . , i` ), f, J¯0 )
(2)
]2 ((αj , rj , Kj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
¯
∀j ∈ J:
(0)
(1)
(2)
(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f )
∀m ∈ {0, 1, 2}, j ∈ J,
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
If J¯0 = J¯ // if fully queried
q ←q+1
L
(0)
S1 ←$
¯ =i γj
j∈J,j6

L

(0)

S2 ←$
γ
j∈J j
s ← y ⊕ S1 ⊕ S2 ⊕
(2)
GenKeys0000 ({(γik , MSKFEik )}k∈[`] , q, mkeys)
Else
(0)
s ← γi
(2)
Return (ρi , s)

Algorithm RY ((i1 , . . . , i` , f )
If ((i1 , . . . , i` ), f, y) ∈ Y
Return y
Else
y ←$ {0, 1}rp
Y ← Y ∪ {((i1 , . . . , i` ), f, y)}
Return y

Figure 16 Hybrid 5j,2 .

secret key SKFEi is obtained by making a call to the FE key generation oracle for function
ReEnci,ctr . If the FE challenger’s bit is 0, then B perfectly simulates Hybrid 5j,2 , i − 1 and if
the FE challenger’s bit is 1, then B perfectly simulates Hybrid 5j,2 , i.
Hybrid 5j,3 : In this hybrid, we switch the randomness used in the hardwired MIFE CT to be
true randomness. That is, ri,j,k is sampled uniformly at random for i ∈ [n], k ∈ [Qc ]. We have
by the security of the punctured PRF that given the punctured key, the PRF evaluations at
the punctured points are indistinguishable from random. Hence, indistinguishability follows
from security of punctured PRF.
Please see Figure 17 for the detailed description.
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Hybrid 5j,3 :
(1n , I, (PPi )i∈I , st) ←$ A0 (1κ )
b ←$ {0, 1}
∀i ∈
/ I:
Kipunc ←$ Kκ
punc
Ki,j
← PRF.Punc(Kipunc , j)
(PPFEi , MSKFEi ) ←$ FE.Setup(1κ )
Γ←∅
Y ←∅
Q←∅
q←0
mkeys := ((EK1,j , . . . , EKn,j ), MSKj ) ←$ MIFE.Setup(1κ )
(1)
]
(ρi )i∈I
/ ←$ Sim1 ()
(1)
PPi ← ρi
∀i ∈
/I
O

(·,·,·),O (·,·,·)

kg
st ←$ A1 enc
(st)
O (·,·,·),Okg (·,·,·)
b0 ←$ A2 enc
((PPi )i∈I
/ , st)
Return (b = b0 )

0
Algorithm GenKeys0000
f ((rk , MSKFEk )k∈[`] , ctr, mkeys)
If ctr = j
((EK1 , . . . , EK` ), MSK) ← mkeys
Else
((EK1 , . . . , EK` ), MSK) ← MIFE.Setup(1κ )
SKf ← MIFE.KeyGen(MSK, f )
∀i ∈ [`], do:
SKFEi ← FE.KeyGen(MSKFEi , ReEncEKi ,ctr ; ri0 )
Return (SKf , SKFE1 , . . . , SKFE` )

Algorithm RΓ (i, (i1 , . . . , i` , f )
If (i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) ) ∈ Γ
Return (γ (0) , γ (1) , γ (2) )
Else
γ (j) ←$ {0, 1}rp ∀j ∈ {0, 1, 2}
// where rp is the range of the PRF
Γ ← Γ ∪ {(i, (i1 , . . . , i` ), f, γ (0) , γ (1) , γ (2) )}
Return (γ (0) , γ (1) , γ (2) )
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Oracle Oenc (i, x0 , x1 )
T ←$ {0, 1}κ
r ←$ {0, 1}rp
// where rp is the range of the PRF
ψ ← MIFE.Enc(EKi,j , x0 ; r)
Trap ← (mode := Trap, CT := ψ, index := j,
val0 := x0 , val1 := x1 )
punc
, Trap))
Return FE.Enc(MSKFEi , (x0 , T, Ki,j

Oracle Okg (i, (i1 , . . . , i` ), f )
J ← I ∩ {i1 , . . . , i` }; J¯ ← {i1 , . . . , i` } \ J
^ (1) ) ∀j ∈ J
(αj , rj , Kj ) ← Extract(ρ
j

y ←$ RY ((i1 , . . . , i` ), f )
If ((i1 , . . . , i` ), f, J¯0 ) ∈
/Q
J¯0 ← ∅
J¯0 ← J¯0 ∪ {i}
Q ← Q ∪ ((i1 , . . . , i` ), f, J¯0 )
(2)
]2 ((αj , rj , Kj )j∈J , y)
(ρj )j∈J¯ ←$ Sim
¯
∀j ∈ J:
(0)
(1)
(2)
(γj , γj , γj ) ←$ RΓ (j, (i1 , . . . , i` ), f )
∀m ∈ {0, 1, 2}, j ∈ J,
(m)
γj ← PRF.Eval(Kj , m k (PPik )k∈[`] k f )
If J¯0 = J¯ // if fully queried
q ←q+1
L
(0)
S1 ←$
¯ =i γj
j∈J,j6

L

(0)

γ
S2 ←$
j∈J j
s ← y ⊕ S1 ⊕ S2 ⊕
(2)
GenKeys0000 ({(γik , MSKFEik )}k∈[`] , q, mkeys)
Else
(0)
s ← γi
(2)
Return (ρi , s)

Algorithm RY ((i1 , . . . , i` , f )
If ((i1 , . . . , i` ), f, y) ∈ Y
Return y
Else
y ←$ {0, 1}rp
Y ← Y ∪ {((i1 , . . . , i` ), f, y)}
Return y

Figure 17 Hybrid 5j,3 .

In more detail, we have a series of subhybrids, one for each i ∈
/ I, where in Hybrid 5j,3 , i,
the change above is made to the function key associated with the FE instance for party i.
Let Hybrid 5j,3 , 0 denote Hybrid 5j,2 and let Hybrid 5j,3 , |n \ I| denote Hybrid 5j,3 . We now
give the formal reduction to PRF security for distinguishing Hybrid 5j,3 , i − 1 and Hybrid
5j,3 , i (for ease of notation, we assume that the indices i are consecutive). The simulator B is
defined as follows. First B receives (1κ , I, (PPj )j∈I ) from the hybrid distinguisher A. Next it
runs
For all i0 ∈
/ I, i0 6= i:
Kipunc
←$ Kκ
0
Kipunc
← PRF.Punc(Kipunc
, j)
0 ,j
0
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Then it sends a challenge prefix j to the PRF challenger and receives a punctured key; call
punc
this Ki,j
. Next B runs Step 5 to Step 12 on the left hand side of Figure 17 and passes
(PPj )j ∈I
(see
Step 12) to A. It handles encryption and key generation queries as follows. Key
/
generation queries are handled as in Okg in Figure 17. On an encryption query (i0 , x0 , x1 )
with i0 6= i, the query is handled the same as Oenc in Figure 17. On an encryption query
(i, x0 , x1 ), the query is handled the same as Oenc in Figure 17 except Step 2 of Oenc where r
is computed. To obtain r, the PRF evaluation oracle is queried at the point j k EKi,j k T
where T is derived in Step 1 of Oenc . Now if the PRF challenger’s bit is 0, the string r will be
computed using the PRF and B perfectly simulates 5j,3 , i − 1. On the other hand, if the PRF
challenger’s bit is 1, the string r will be uniformly random because the queried evaluation
point begins with the challenge prefix j (i.e. the PRF is punctured at that point) and so B
perfectly simulates Hybrid 5j,3 , i.
Hybrid 5j,4 : In this Hybrid, the protocol GenKeys0000 is modified further so that for key
j, MIFE.Setup or MIFE.KeyGen are not invoked. Rather, the output of the MIFE.KeyGen
algorithm is hardwired and output for key j. The hardwired value is exactly the same as in
the previous hybrid, hence indistinguishability holds by security of MPC. In more detail, the
MPC simulator receives identical inputs in both hybrids and hence produces indistinguishable
outputs in the two hybrids.
Hybrid 5j,5 : In this hybrid, we switch the hardwired MIFE CTs within the FE CTs to use
bit b = 1. Indistinguishability follows from MIFE security. In more detail, we fix query j.
For party i ∈ [n] and ciphertext query k ∈ [Qc ], we construct a reduction which plays against
the MIFE challenger as below. The reduction computes everything as in the previous hybrid
except that the hardwired ciphertexts for the j th copy of MIFE, which it receives from the
MIFE challenger as below:
1. The reduction requests for MIFE key corresponding to function fj which it receives. It
hardwires this into functionality GenKeys.
punc
2. For i ∈ [n], k ∈ [Qc ], the challenge ciphertexts for party i are set as (x0,i,k , Ti,k , Ki,j
)
punc
and (x1,i,k , Ti,k , Ki,j ).
3. The reduction receives ψi,j,k for i ∈ [n] and k ∈ [Qc ]. It hardwires these into the FE
ciphertexts as discussed above.
It is evident that if b = 0 then we are in Hybrid 5j,4 and if b = 1 we are in Hybrid 5j,5 . Thus,
an adversary that distinguishes between these two hybrids can be used to break the security
of the j th MIFE scheme.
Now that the bit b has been switched for query j, we roll back our changes. Arguments
of indistinguishability are analogous to the above and are skipped.
Hybrid 5j,6 : Change GenKeys00 to invoke MIFE.Setup and MIFE.KeyGen as before.
Hybrid 5j,7 : Switch randomness in the hardwired CT back to PRF randomness.
Hybrid 5j,8 : Switch punctured PRF key back to normal PRF key.
Hybrid 5j,9 : Increment Trap.index by 1. At this point, for key j, we have ctrj < Trapindex ,
hence by the design of the ReEnc algorithm, we have that the bit b = 1 is used for MIFE
encryption. This is indistinguishable from the previous hybrid by security of FE because
decryption values are exactly the same in both the hybrids.

S. Agrawal, M. Clear, O. Frieder, S. Garg, A. O’Neill, and J. Thaler

40:41

Hybrid 5j+1,1 : This Hybrid is analogous to Hybrid 5j,1 . Indistinguishability follows by
security of FE as discussed above. Finally, in Hybrid 5Qk ,9 , all the keys are outputting MIFE
CTs corresponding to b = 1.
Hybrid 6: In this hybrid, use message corresponding to b = 1 and mode = R. Again,
indistinguishability follows by security of FE since the outputs are the same.
Hybrid 7: Undo the changes made in Hybrid 4, namely the algorithm GenKeys00 invoked
for query index j for all j ∈ [Qk ] is modified to invoke ReEnc with parameter ctr = ⊥.
Indistinguishability follows analogously to the transition between Hybrid 3 and Hybrid 4.
Hybrid 8: Undo the changes made in Hybrid 3. Specifically, we generate y (the target
] and s (the masking value component of the partial decryption key) the
output passed to Sim2)
same as in Hybrid 2 for each query ((i1 , . . . , i` ), f ). Indistinguishability follows analogously
to the transition between Hybrid 2 and Hybrid 3.
Hybrid 9: Undo the changes made in Hybrid 2. More precisely, we replace the uniformly
random strings used in the function GenKeys for the honest users i with the outputs of
the PRF. Indistinguishability follows analogously to the transition between Hybrid 1 and
Hybrid 2.
Hybrid 10: Undo the changes made in Hybrid 1, that is, we generate the first-round protocol
(1)
(2)
messages ρi (in the public parameters) and second-round protocol messages ρi (in the
partial decryption keys) for MPC as in the real system for each uncorrupted user i ∈
/ I.
Indistinguishability follows analogously to the transition between Hybrid 0 and Hybrid 1.
Hybrid 10 is the real world with bit b = 1.

E

J

Proof of Security for Ad Hoc MIFE for Inner Products

In this section, we provide the proof of security for our ad hoc MIFE for inner products.
I Theorem 10. If the MIFE constructed by [2] is a xxx-IND-secure MIFE scheme and MPC
is an xxx-SIM-secure 2-round MPC protocol, then our construction is sel-IND-secure.
Proof. The proof follows easily from the proof of theorem 5. For simplicity, we describe the
proof for the case of a single key query. The case of multiple queries is handled exactly as in
the proof of theorem 5. In more detail, we define:
Hybrid 0: This is the real game in which on every encryption query (i, x0 , x1 ), x0 is
encrypted.
Hybrid 1: Exactly as in the proof of theorem 5, the MPC transcript in this hybrid is
simulated. Indistinguishability follows as in the proof of theorem 5.
Hybrid 2: In this hybrid, we switch the bit in the MIFE ciphertexts to 1. Indistinguishability
follows via a reduction, in which the MIFE function key and ciphertexts are obtained from
the MIFE challenger. The MIFE function key is input to the MPC simulator and the MPC
transcript and MIFE ciphertexts are returned to the adversary.
To support multiple keys, we proceed as in the proof of theorem 5 and change the bit
used in the MIFE encryption from 0 to 1 key by key.
J
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Abstract
There has been a line of work trying to characterize BPP (the class of languages that are solvable by
efficient randomized algorithms) by efficient nonadaptive reductions to the set of Kolmogorov-random
strings: Buhrman, Fortnow, Koucký, and Loff (CCC 2010 [10]) showed that every language in BPP
is reducible to the set of random strings via a polynomial-time nonadaptive reduction (irrespective
of the choice of a universal Turing machine used to define Kolmogorov-random strings). It was
conjectured by Allender (CiE 2012 [1]) and others that their lower bound is tight when a reduction
works for every universal Turing machine; i.e., “the only way to make use of random strings by a
nonadaptive polynomial-time algorithm is to derandomize BPP.”
In this paper, we refute this conjecture under the plausible assumption that the exponential-time
hierarchy does not collapse, by showing that the exponential-time hierarchy EXPH can be solved in
exponential time by nonadaptively asking the oracle whether a string is Kolmogorov-random or not.
In addition, we provide an exact characterization of Sexp
in terms of exponential-time-computable
2
nonadaptive reductions to arbitrary dense subsets of random strings.
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Introduction

Randomness arises everywhere in the theory of computation, and there are at least three
different notions of randomness: (1) BPP, one of the most important complexity classes, is
the class of languages solvable by a two-sided-error randomized polynomial-time algorithm
with high probability. (2) Pseudorandom generators enable us to derandomize BPP. Its
one-sided-error version is called a hitting set generator. (3) The notion of Kolmogorov
complexity enables us to quantify the amount of randomness in a finite string from the
perspective of compressibility. In this study, we explore the relationship existing among
these different notions of “randomness” – efficient randomized algorithms, pseudorandomness,
and Kolmogorov-randomness. We present the interplay among these notions of randomness,
while reviewing the literature in the subsequent section.
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11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 41; pp. 41:1–41:13
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

41:2

Unexpected Power of Random Strings

1.1

Pseudorandomness and Kolmogorov-Randomness

The Kolmogorov complexity of a string x can informally expressed as the length of the
shortest program that prints x. More formally, the Kolmogorov complexity of x ∈ {0, 1}∗
with respect to a Turing machine U is defined as
KU (x) := min{ |d| | U outputs x on input d }.
We choose a “universal” Turing machine U so that the Kolmogorov complexity is smallest
up to an additive constant. A Turing machine U is said to be universal if, for every Turing
machine M , there exists a constant c such that KU (x) ≤ KM (x)+c for every string x ∈ {0, 1}∗ .
Note that there exists a universal Turing machine because one can take a Turing machine U
that, given an input (M, x), simulates a Turing machine M on input x.
Kolmogorov complexity enables us to define the notion of Kolmogorov-randomness. A
string x is said to be (Kolmogorov-)random if there exists no shorter program that prints
x. More generally, given a threshold s : N → N, we say that x ∈ {0, 1}` is s-random if
KU (x) ≥ s(`). Throughout this paper, we fix any reasonable threshold s (e.g., s(`) := `/2)
and denote by RKU the set of s-random strings, i.e., RKU := { x | KU (x) ≥ s(|x|) }.
An important property of the set RKU of random strings is that RKU is an extremely
powerful distinguisher for any computable hitting set generator. More specifically, there is a
simple but powerful connection between pseudorandomness and Kolmogorov-randomness:
Consider any “pseudorandom” string x that is generated by a computable process from a
short seed. By definition, the string x is not Kolmogorov-random; hence RKU distinguishes
any pseudorandom distribution from the uniform distribution.
A function G : {0, 1}s(`) → {0, 1}` ( s(`) < ` ) is called a hitting set generator secure
against a class C if there exists no C-algorithm R that avoids G; here we say that R avoids G
if R rejects every string in the range of G, and R accepts at least a half of inputs of length `.
The notion of hitting set generator naturally arises when one tries to derandomize one-sidederror randomized algorithms: For instance, if there is an efficient hitting set generator of seed
length s(`) = O(log `) and secure against linear-size circuits, then by exhaustively trying all
the seeds of G, one can completely derandomize one-sided-error randomized algorithms, i.e.,
RP = P.
What can be efficiently solved by asking the oracle RKU whether a string is random or
not? As mentioned earlier, it is easy to observe that RKU avoids any computable family of
functions G = {G` : {0, 1}s(`)−O(log `) → {0, 1}` }`∈N .1 More generally, any “dense” subset
R of random strings RKU avoids any computable hitting set generator. (Here we say that
R ⊆ {0, 1}∗ is dense if R contains at least a half of inputs for each input length.) By
exploiting this property, a line of work exhibited the power of RKU as an oracle. Allender,
Buhrman, Koucký, van Melkebeek, and Ronneburger [5] proved that PSPACE ⊆ PRKU .
Allender, Buhrman, Koucký [4] showed that NEXP ⊆ NPRKU . In the case of nonadaptive
RK
reductions, Buhrman, Fortnow, Koucký, and Loff [10] showed that BPP ⊆ Pk U , where
RK

Pk U denotes the class of languages solvable in polynomial time with nonadaptive oracle
access to RKU .2 Here, a reduction is said to be nonadaptive (also known as a truth-table or
parallel-query reduction) if the queries of the reduction do not depend on previous answers
from the oracle.
1

2

Specifically, for every ` ∈ N and seed z ∈ {0, 1}s(`)−O(log `) , the Kolmogorov complexity of G` (z)
is less than s(`); thus G` (z) 6∈ RKU . On the other hand, a simple counting argument shows that
|RKU ∩ {0, 1}` | ≥ 2`−1 for every `.
The subscript k stands for parallel queries.
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BPP and Kolmogorov-Randomness

Kolmogorov-randomness and BPP originated from different disciplines. The notion of
Kolmogorov-randomness usually sits within the realm of computability theory as RKU is not
computable, whereas complexity theory deals with efficient computations, such as BPP. In
RK
particular, it is obvious that there is no computable upper bound on the class Pk U , since
RKU itself is not computable.
Nevertheless, a surprising interdisciplinary connection between complexity classes and
Kolmogorov-random strings has been uncovered in the line of work (e.g., [4, 7, 13]). When a
reduction works no matter which universal Turing machine U is used in the definition of RKU ,
a computable upper bound can be obtained. Cai, Downey, Epstein, Lempp, and Miller [13]
showed that a language reducible to RKU for every prefix-free universal Turing machine U is
computable; Allender, Friedman, and Gasarch [7] showed that any computable language L
that reduces to RKU for every prefix-free universal Turing machine U via a polynomial-time
nonadaptive reduction is in PSPACE. Therefore:
I Theorem 1 ([10, 7, 13]).
\ RK
BPP ⊆
Pk U ⊆ PSPACE,
U

where the intersection is taken over all prefix-free universal Turing machines U .
For some technical reasons, the upper bounds of [7, 13] are known to hold only for “prefix-free”
universal Turing machines. A similar upper bound can be obtained for plain universal Turing
machines by imposing a super-constant minimum query length restriction on reductions (cf.
Hirahara and Kawamura [16]). Thus, we herein focus on (plain) universal Turing machines
for the sake of simplicity.
At this point, a natural question arises: What is the exact computational power of RKU
under polynomial-time nonadaptive reductions? Intuitively, any polynomial-time nonadaptive
reduction cannot make any use of the set of Kolmogorov-random strings of length larger
than O(log n) because the Kolmogorov complexity of any query that the reduction can
make on input 1n is at most O(log n). It was argued in [3] that, intuitively, short queries to
Kolmogorov-random strings would only be used as a source of pseudorandomness. Allender [1]
thus conjectured that the lower bound of Theorem 1 is exactly tight, and then a fair amount
of effort has been made to verify the conjecture.
T RK
I Conjecture 2 ([10, 1, 6, 3, 16]). BPP = U Pk U , where the intersection is taken over
all universal Turing machines.
Beyond its curiosity, such a characterization of BPP might make it possible to study BPP by
using the techniques from computability theory, and could be a completely new approach
for resolving the P = BPP conjecture (as speculated in [1, 6]). Moreover, Conjecture 2 is
interesting from the viewpoint of the study of the Minimum Circuit Size Problem (MCSP
[20]). In some technical sense, Kolmogorov complexity can be seen as the minimum size
of a circuit with oracle access to the halting problem (cf. [5]); thus RKU can be regarded
as a computability-theoretic analogue of MCSP. In the light of this, Conjecture 2 states
non-NP-hardness of RKU under nonadaptive polynomial-time reductions (unless NP ⊆ BPP),
and thus would make it possible to obtain some new insights about NP-hardness of MCSP,
which has been the focus of many recent studies on MCSP (e.g. [22, 17, 18, 9, 8]).
The “evidence” in favor of Conjecture 2 seemed to be pilling up, by considering various
restrictions on the reductions. For example, Allender, Buhrman, Koucký [4] showed that
conjunctive nonadaptive reductions from computable languages to RKU can be simulated
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T RK
in P; Hirahara and Kawamura [16] showed that some restricted variant of U Pk U lies
between BPP and Σp2 ∩ Πp2 ∩ P/poly. We refer interested readers to the survey of Allender [2]
for detailed background on MCSP and RKU .3

1.3

Our Results: Unexpected Power of Random Strings

In this work, we disprove Conjecture 2 under the plausible assumption that the exponentialtime hierarchy does not collapse to BPEXP, by presenting unexpected power of RKU . Not
only do we disprove Conjecture 2 itself, but also argue that the intuition of [3] is not correct.
T RK
Our main new insight is to consider a tally language in U Pk U . Recall that the intuition
behind Conjecture 2 is that
1. On input 1n , any long query q to RKU is answered as “No,” since a nonadaptive polynomialtime machine cannot make any query whose Kolmogorov complexity is larger than O(log n),
and that
2. Any query of length O(log n) should be useful only as a source of “pseudorandomness” [3].
We interpret this as follows: Short queries to RKU should be replaceable with queries to
any oracle R that avoids any computable hitting set generator (i.e., R is a dense subset
of random strings).
In order to closely examine these intuitions, let us focus on tally languages L ⊆ {1n }. By a
standard padding argument, this is essentially equivalent to considering an exponential-time
analogue of Conjecture 2. More specifically, if Conjecture 2 is true, then a padding argument
shows that
\
RK
BPEXP =
EXPk U
U

is also true.4 In order to examine the latter intuition, we also focus on an arbitrary oracle R
T
T
RK
that avoids U . Specifically, Conjecture 2 implies that the subclass R EXPR
of U EXPk U
k
is also contained in BPEXP, i.e.,
\
EXPkR ⊆ BPEXP,
R

where the intersection is taken over all dense subsets R of random strings; thus, we first
T
study the subclass R EXPkR .
We completely settle what can be solved by a nonadaptive exponential-time reduction to
dense subsets R of random strings.
I Theorem 3 (Characterizing Sexp
Using Efficient Reductions to Dense Subsets of Random
2
Strings). For any universal Turing machine U , it holds that
\
Sexp
=
EXPR
,
k
2
R

where the intersection is taken over all the dense subsets R of RKU . (The condition of R
can be equivalently stated as follows: R avoids a universal Turing machine U regarded as a
family of functions U = {U` : {0, 1}s(`) → {0, 1}` }`∈N .)
3
4

Some unpublished results mentioned there are included in this paper.
In fact, this padding argument together with [4] already shows that Conjecture 2 is false unless
NEXP ⊆ BPEXP, which was completely overlooked before this work. Our results significantly weaken
the hypothesis.
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Here Sexp
represents an exponential-time analogue of Sp2 (the second level of the symmetric
2
hierarchy [23, 14]), and is the class of languages which admit a “competing-two-prover”
system: an exponential-time verifier must compute the correct answer when one of the
provers presents a correct certificate.
Theorem 3 improves the result of [10] (conjectured to be tight) in two ways: First,
it is known that BPEXP ⊆ Sexp
2 , and the inclusion is likely to be proper (e.g., note that
NEXP ⊆ EXPNP ⊆ Sexp
[23]);
thus, Theorem 3 refutes Conjecture 2 unless Sexp
⊆ BPEXP.
2
2
Second, unlike the proof of [10], our proof does not exploit any specific property of RKU ;
we only rely on the pseudorandomness property of RKU (i.e., the property that RKU is a
distinguisher for any computable hitting set generator).
It is also worthy of note that our Sexp
upper bound of Theorem 3 significantly improves
2
the previous EXPSPACE upper bound of Allender, Friedman, and Gasarch [7]: They proved
T
R
R EXPk ⊆ EXPSPACE as a corollary of their PSPACE upper bound of Theorem 1.
Let us take a look at the original conjecture again. In Conjecture 2, we are allowed to
exploit a property of RKU , instead of just a property that an oracle avoids a computable
hitting set generator. In this case, it is possible to reduce the entire exponential-time
hierarchy to RKU via a nonadaptive exponential-time reduction, or even more efficiently, via
a PH-Turing reduction.
I Theorem 4. For every universal Turing machine U ,
RKU

EXPH ⊆ PHRKU ⊆ EXPk

.

T
RK
Theorem 4 shows that the class U EXPk U is much closer to the EXPSPACE upper bound
of [7] than previously conjectured. To be specific, it implies that Conjecture 2 is false unless
EXPH ⊆ BPEXP.

1.4

Proof Ideas

We briefly mention our proof techniques for proving the lower bounds of Theorem 3 and
Theorem 4. It is known that the halting problem is reducible to dense subsets R of random
strings via a nonuniform polynomial-time reduction [5]. Therefore, by exhaustively searching
polynomial-size R-oracle circuits (in exponential time), we can find a “succinct witness” for
Sexp
2 , whose correctness can be verified in exponential time. In order to extend this argument
to EXPH, recall that EXPH can be regarded as a constant-round two-player game whose
winner can be computed in exponential time. A winning strategy of round k + 1 must
depend on previous strategies (RKU -oracle circuits) of rounds 1, · · · , k. Using the fact that
an RKU -oracle circuit can be evaluated with oracle access to the halting problem, it can be
argued that there exists a polynomial-size R-oracle circuit which encodes a winning strategy
for round k + 1.
In order to prove the Sexp
upper bound of Theorem 3, we simulate an exponential-time
2
reduction M by an Sexp
algorithm as follows: The ith competing prover sends a set R̄i for
2
each i ∈ {1, 2}; the honest prover sends the set {0, 1}∗ \ RKU of nonrandom strings. While
we cannot know which of R̄1 or R̄2 is correct, {0, 1}∗ \ (R̄1 ∪ R̄2 ) is guaranteed to be a dense
subset of RKU , to which the reduction M works correctly.
The rest of this paper is organized as follows. After reviewing some background in Section 2,
Theorem 3 is proved in Section 3. Theorem 4 is proved in Section 4. In Appendix A, the
EXPk reduction of Theorem 3 is improved.
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2

Preliminaries

We identify a language L ⊆ {0, 1}∗ with its characteristic function L : {0, 1}∗ → {0, 1}. Let
[n] := {1, . . . , n} for n ∈ N. We say that R ⊆ {0, 1}∗ is dense if |R ∩ {0, 1}n | ≥ 2n−1 for
every n ∈ N. For a Boolean function f : {0, 1}n → {0, 1}, we denote by tt(f ) the truth table
of f , i.e., the concatenation of f (x) for all x ∈ {0, 1}n in the lexicographical order. We often
identify a Boolean circuit C with the function computed by C.

2.1

On the Threshold of Kolmogorov-Random Strings

Recall that a string x ∈ {0, 1}∗ is said to be s(-)-random if KU (x) ≥ s(|x|). Throughout this
paper, we fix any reasonable threshold s(-) of randomness so that there exists a universal
constant  > 0 satisfying n ≤ s(n) ≤ n − 2 for any n ∈ N, and denote by RKU the set of
s(-)-random strings, i.e., RKU := { x ∈ {0, 1}∗ | KU (x) ≥ s(|x|) }. The upper bound of the
threshold is for assuming that the set of random strings is sufficiently dense:
I Fact 5. |{0, 1}n \ RKU | ≤ 2n−2 for any n ∈ N.
Proof. The number of nonrandom strings is bounded by the number of programs of length
Ps(n)−1
less than s(n), which is at most i=0 2i ≤ 2s(n) ≤ 2n−2 .
J

2.2

Symmetric Alternation

Sp2 denotes the class of languages that admit a competing-two-prover system. More formally:5
I Definition 6 ([14, 23]). Sp2 is the class of languages L such that there exist a polynomial
p(n) = nO(1) and a polynomial-time algorithm V such that, for every input x ∈ {0, 1}∗ ,
1. ∃y ∈ {0, 1}p(|x|) , ∀z ∈ {0, 1}p(|x|) , V (x, y, z) = L(x), and
2. ∃z ∈ {0, 1}p(|x|) , ∀y ∈ {0, 1}p(|x|) , V (x, y, z) = L(x).
Sexp
is an exponential-time analogue of Sp2 : the definition of Sexp
is obtained by allowing
2
2
O(1)
p(n) to be exponential in the definition above (i.e., p(n) = 2n
). For an oracle A, the
A
relativized version of Sp2 is denoted by SA
2 ; that is, S2 is the class of languages that admit a
competing-two-prover system with a polynomial-time A-oracle verifier.

2.3

Exponential-Time Hierarchy

EXPH denotes the exponential-time analogue of the polynomial-time hierarchy (PH). That
is, a language L is in EXPH if and only if there exist a constant k, an exponential bound
O(1)
e(n) = 2n
and a polynomial-time algorithm M such that, for every input x ∈ {0, 1}∗ ,
x∈L

⇐⇒

∃y1 , ∀y2 , ∃y3 , ∀y4 , · · · , ∃yk , M (x, y1 , · · · , yk ) = 1,

where yi ∈ {0, 1}e(n) for any i ∈ [k].

5

We follow the definition of Canetti [14], which is equivalent to the definition of [23] (cf. [11]).
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Reductions to Dense Subsets of Random Strings

In this section, we give the characterization of Sexp
by exponential-time nonadaptive reductions
2
to arbitrary dense subsets of random strings.
I Reminder of Theorem 3. Fix any universal Turing machine U .
⊆ EXPR
Lower bound: Sexp
for any dense subset R of RKU .
k
2
∗
Upper bound: { L ⊆ {0, 1} | L ∈ EXPR
for every dense R ⊆ RKU } ⊆ Sexp
k
2 .

3.1

Lower Bound

T
In order to prove the lower bound on the complexity class R EXPR
, we use the fact that the
k
halting problem HALT is reducible to any dense subset of random strings via a polynomial-size
oracle circuit. The halting problem HALT is the problem of taking as input a description of
a Turing machine M and deciding whether M halts.
I Theorem 7 ([5]). HALT ∈ PR /poly for any dense subset R of random strings.
Proof Sketch. It was shown in [5, Corollary 32] that HALT is reducible to RKU via a
nonadaptive P/poly reduction. The proof only uses the fact that RKU is a distinguisher for
some hitting set generator; thus HALT is also reducible to any dense subset R of random
strings.
J
and V be a polynomial-time veriProof of the Lower Bound of Theorem 3. Let L ∈ Sexp
2
O(1)
fier associated with L that takes certificates of length e(n) = 2n
on inputs of length n.
We claim that L ∈ EXPkR for every dense subset R of random strings. Our EXPR
algorithm
k
M exhaustively searches “succinct witnesses”, i.e., circuits that encode a correct certificate.
Specifically, for some polynomial q(n) that is chosen later, let Cn be the set of all the
q(n)-size log e(n)-input oracle circuit. On input x ∈ {0, 1}∗ , the algorithm M exhaustively
searches all the circuits Y, Z ∈ C|x| and accepts if and only if there exists an oracle circuit
Y ∈ C|x| such that, for every oracle circuit Z ∈ C|x| , V (x, tt(Y R ), tt(Z R )) accepts. Since
the number |Cn | of polynomial-size oracle circuits is at most exponential in n, M halts in
exponential time. Moreover, M is a nonadaptive reduction to R because the length of any
query is bounded by some polynomial q(n) (thus, in exponential time, one can ask every
possible query beforehand).
∗
We claim the correctness of M . By the definition of Sexp
2 , for any input x ∈ {0, 1} ,
e(n)
1. if x ∈ L, there exists a certificate y ∈ {0, 1}
such that V (x, y, z) = 1 for every
z ∈ {0, 1}e(n) , and
2. if x 6∈ L, there exists a certificate z ∈ {0, 1}e(n) such that V (x, y, z) = 0 for every
y ∈ {0, 1}e(n) .
Consider the function η that maps (x, i) to the ith bit of the lexicographically first certificate
y ∈ {0, 1}e(|x|) such that V (x, y, z) = 1 for every z ∈ {0, 1}e(|x|) (if exists), where i ∈
{0, 1}log e(|x|) . Since η is computable, by Theorem 7, there exists a polynomial-size oracle
circuit Y 0 such that Y 0R (x, i) = η(x, i) for any (x, i). Therefore, for every input x ∈ L, by
fixing x we obtain a polynomial-size circuit Yx := Y 0 (x, -) such that V (x, tt(YxR ), z) = 1 for
every z. By choosing the bound q(n) large enough, we obtain Yx ∈ C, and thus the algorithm
M accepts. Similarly, one can prove that, for every input x 6∈ L, there exists a circuit Zx ∈ C
such that V (x, y, tt(ZxR )) = 0 for every y.
J
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3.2

Upper Bound

T
T
Next, we prove the Sexp
upper bound on R EXPR
. Take an arbitrary language L ∈ R EXPR
.
k
k
2
This means that, for every dense subset R of random strings, there exists an exponential-time
oracle machine MR such that MR solves L given oracle access to R. That is, the reduction
MR is allowed to depend on the oracle R, which makes it hard to simulate the reduction.
We first show, by using a diagonalization argument, that there exists a single machine that
works for every oracle R.
I Lemma 8. For any language L, the following are equivalent:
T
1. L ∈ R EXPR
, where the intersection is taken over all dense subsets R of RKU .
k
2. There exists an exponential-time nonadaptive oracle machine M such that, for every
dense subset R of RKU , for every input x ∈ {0, 1}∗ , M R (x) = L(x).
Proof. The direction from the second item to the first item is obvious. We prove below the
contrapositive of the other direction.
Suppose that, for any exponential-time nonadaptive oracle machine M , there exists a
dense subset R of RKU such that M R (x) 6= L(x) for some x ∈ {0, 1}∗ . We claim that there
exists a single dense subset R ⊆ RKU such that L 6∈ EXPkR .
To this end, let {Me }e∈N be the enumeration of all exponential-time nonadaptive oracle
machines. We will construct some dense subset Re ⊆ RKU and input xe (and `e ∈ N) by
induction on e ∈ N, so that Me fails to compute L on input xe , given oracle access to Re+1 ;
S
then we will define R := e∈N Re . Let us start with R0 := ∅ and `0 := 0.
0
At stage e ∈ N, we claim that there exists some dense subset Re+1
⊆ RKU and some
∗
input xe ∈ {0, 1} such that
R0

Me e+1 (xe ) 6= L(xe ), and
0
q ∈ Re if and only if q ∈ Re+1
for any string q of length < `e .
Indeed, for any oracle Q, let Q0 := { q ∈ Q | |q| ≥ `e } ∪ { q ∈ Re | |q| < `e }. Consider an
0
exponential-time nonadaptive oracle machine Me0 such that Me0Q simulates MeQ ; that is, Me0
is hardwired with the set { q ∈ Re | |q| < `e }, and simulates Me and answer any query q of
length < `e by using the hardwired information. By our assumption, there exists some dense
0R̂
subset R̂e+1 ⊆ RKU such that Me e+1 (xe ) 6= L(xe ) for some xe ∈ {0, 1}∗ ; by the definition of
R0

0
Me0 , we obtain Me e+1 (xe ) 6= L(xe ) for Re+1
:= { q ∈ R̂e+1 | |q| ≥ `e } ∪ { q ∈ Re | |q| < `e },
which is again a dense subset of RKU . This completes the proof of the claim above. Now define
`e+1 ∈ N as a large enough integer so that `e+1 ≥ `e and the machine Me on input xe does
0
not query any string of length ≥ `e+1 , and define an oracle Re+1 := { q ∈ Re+1
| |q| < `e+1 },
which completes the construction of stage e ∈ N.
S
Define R := e∈N Re , which is a dense subset of RKU by the construction above. By the
choice of (`e )e∈N , we have

MeR (xe ) = MeRe+1 (xe ) 6= L(xe ),
for every exponential-time nonadaptive oracle machine Me . Thus L 6∈ EXPR
.
k

J

We are ready to present the Sexp
algorithm that simulates an exponential-time nonadaptive
2
reduction to dense subsets of random strings, which completes the proof of Theorem 3.
T
Proof of the Upper Bound of Theorem 3. Take any language L ∈ R EXPR
. By Lemma 8,
k
there exists an exponential-time nonadaptive oracle machine M such that, for every dense
subset R of RKU , for every input x ∈ {0, 1}∗ , M R (x) = L(x). Our goal is to simulate
M in Sexp
2 .
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First, we can assume, without loss of generality, that the length of any query that M
makes on input x is bounded by some polynomial |x|O(1) . Indeed, since M is a nonadaptive
reduction, the set of all the queries Q(x) that M makes on input x can be computed in
exponential time; thus, for each query q ∈ Q(x), its Kolmogorov complexity KU (q) is at
most |x| + log |Q(x)| + O(1) ≤ |x|O(1) , since q is described by x and the index of q in Q(x).
Therefore, for any query q whose length is larger than |x|O(1) , the answer from the oracle R
is “No” because q 6∈ RKU ( ⊇ R ).
Now we present an Sexp
algorithm that simulate M . The idea is that two competing
2
provers send the set of nonrandom strings. Given two possible sets of nonrandom strings
R̄1 , R̄2 ⊆ {0, 1}∗ (one of which is guaranteed to be correct), R := {0, 1}∗ \ (R̄0 ∪ R̄1 ) is a
subset of RKU . Moreover, since the number of nonrandom strings is small, the set R is dense
enough. Details follow.
Let p(n) be a polynomial that upper-bounds the length of any query that M makes on
inputs of length n. Our Sexp
algorithm operates as follows: Fix any input x of length n. The
2
ith prover (i ∈ {1, 2}) sends, for each ` ≤ p(n), a subset R̄i,` ⊆ {0, 1}` of size at most 2`−2 ; an
S
honest prover sets R̄i,` := {0, 1}` \ RKU . Define R̄i := `≤p(n) R̄i,` . Note that such subsets
can be encoded as a string of exponential length. The verifier sets R := {0, 1}∗ \ (R̄1 ∪ R̄2 ),
and accept if and only if M R (x) accepts.
We claim the correctness of the Sexp
algorithm. Assume that the i∗ th prover is honest. For
2
each length ` ≤ p(n) and i ∈ {1, 2}, we assumed that |R̄i,` | ≤ 2`−2 ; thus |R̄1,` ∪ R̄2,` | ≤ 2`−1 ,
from which it follows that R is dense. Moreover, since the number of nonrandom strings
of length ` is at most 2`−2 (Fact 5)6 , the i∗ th prover can set R̄i∗ ,` := {0, 1}` \ RKU . Define
R0 := { q ∈ R | |q| ≤ p(n) } ∪ { q ∈ RKU | |q| > p(n) }. Then, from the argument above, R0
0
is a dense subset of RKU , and hence M R (x) = L(x). Since M does not make any query of
0
length > p(n), it follows that M R (x) = M R (x) = L(x).
J
In Appendix A, we will mention that the reducibility notion of Theorem 3 can be
significantly improved from EXPk to Sp2 (at the cost of a slight loss in the lower bound).

4

The Unexpected Power of Kolmogorov-Random Strings

In this section, we show that every language in the exponential-time hierarchy is reducible to
the set of Kolmogorov-random strings under PH reductions.
I Reminder of Theorem 4. For every universal Turing machine U ,
EXPH ⊆ PHRKU .
For the purpose of refuting Allender’s conjecture (Conjecture 2), it is enough to show
RK
the weaker statement that EXPH ⊆ EXPk U . Indeed, we observe that a simple padding
argument essentially refutes Conjecture 2:
T RK
I Corollary 9. BPP 6= U Pk U unless EXPH ⊆ BPEXP, where the intersection is taken
over all universal Turing machines.
T RK
Proof. Assume that U Pk U ⊆ BPP. Then by the standard padding argument, we also
T
T
RK
RK
obtain U EXPk U ⊆ BPEXP. (Specifically, take any language L ∈ U EXPk U , and define
p(|x|)
a padded version L0 := { x102
| x ∈ L } for some large enough polynomial p so that
T
R
KU
0
L ∈ U Pk . By the assumption, we have L0 ∈ BPP, which implies that L ∈ BPEXP.) It
T
RK
follows from Theorem 4 that EXPH ⊆ U EXPk U ⊆ BPEXP.
J
6

This is because of our choice of the threshold for Kolmogorov-randomness.
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Now we proceed to a proof of Theorem 4. We first observe that any language computable
with oracle access to HALT is in PHALT .
I Lemma 10. Let M be any oracle machine that, on inputs of length n, halts in finite steps
and makes a query of length at most nO(1) . Then the language decided by M HALT is in PHALT .
Proof Sketch. The proof is essentially the same with [5, Theorem 27], and thus we just give
a proof sketch. The idea is to decide M HALT in the following two steps: First, by using a
binary search and oracle access to HALT, one can decide the number of all the strings in HALT
of length at most nO(1) in polynomial time. Then, given as advice the number of strings in
HALT of length at most nO(1) , the computation of M HALT becomes now computable, and
hence it reduces to HALT.
J
While the ingredients above are enough to obtain EXP reductions, in order to obtain PH
reductions, we make use of the efficient proof system of PH given by Kiwi, Lund, Spielman,
Russell, and Sundaram [21]. For simplicity, we state their results in the case of the number
of alternation is 2, but their results hold for every constant number of alternation. We also
state their results in terms of ΣEXP
instead of ΣP2 .
2
I Theorem 11 (Kiwi, Lund, Spielman, Russell, and Sundaram [21]). For every language L in
ΣEXP
, there exists a randomized polynomial-time verifier such that,
2
1. for every input x ∈ L, there exists an oracle A such that for any oracle B, V A,B (x)
accepts with probability 1, and
2. for every input x 6∈ L, for all oracles A, there exists an oracle B, V A,B (x) accepts with
probability at most 12 .
We are now ready to present a proof of Theorem 4.
Proof of Theorem 4. The main idea is that, given oracle access to the set of random strings,
Theorem 7 tells us that there is a “succinct witness” for any exponential-time computation.
However, unlike the proof of Theorem 3, here we need to claim that there exists a succinct
witness that encodes some winning strategy of two player games, which may depend on a
RKU -oracle circuit that encodes the opponent’s strategy. For simplicity, we will only give a
detailed proof for ΣEXP
⊆ PHRKU , since it is straightforward to extend the proof.
2
RK
First, we present a proof of ΣEXP
⊆ EXPk U . Let V be a polynomial-time verifier for
2
O(1)
L ∈ ΣEXP
, and e(n) = 2n
be an exponential bound such that for every input x of length n,
2
it holds that x ∈ L if and only if there exists a certificate y of length e(n) such that V (x, y, z)
O(1)
accepts for all z of length e(n); Note that V runs in time 2n
. We regard the computation
as a game between the first player y and the second player z.
RK
Our EXPk U algorithm operates as follows: Let sY (n) and sZ (n) be some polynomials
specified later. Given input x of length n, the algorithm accepts if and only if there exists
an oracle circuit Y of size sY (n) such that V (x, tt(Y RKU ), tt(Z RKU )) accepts for all oracle
circuits Z of size sZ (n), where tt(Y RKU ) denotes the truth table of the function computed
by Y RKU ; the algorithm checks this condition by an exhaustive search. Since there are at
most exponentially many circuits of polynomial size, this algorithm runs in exponential time.
We claim the correctness of the algorithm. Fix any input x ∈ L of length n. In this case,
the correctness readily follows from the fact that there exists a succinct witness under the
oracle RKU : Indeed, let yx be the lexicographically first certificate for x ∈ L. Since each bit
of yx is decidable (in the sense that the language { (x, i) | the ith bit of yx is 1 } is decidable),
by Theorem 7, there exists an oracle circuit Y of size sY (n) := poly(n, log |yx |) = poly(n)
such that tt(Y RKU ) = yx . Thus V (x, yx , tt(Z RKU )) accepts no matter how the adversarial
circuit Z is chosen.

S. Hirahara

41:11

Now fix any input x 6∈ L of length n. This case requires a more delicate argument. Here
we need to claim that, for every circuit Y of size sY (n), there exists a circuit Z that encodes
a strategy that beats the strategy of tt(Y RKU ). The point is that, given any circuit Y , the
lexicographically first winning strategy of the second player is computable with oracle access to
HALT. Indeed, let zx,Y denote the lexicographically first string such that V (x, tt(Y RKU ), z)
rejects. Consider the language L0 := { (x, Y, i) | the ith bit of zx,Y is 1 }. Since RKU is
reducible to HALT, the language L0 is computable with oracle access to HALT. By Lemma 10,
L0 ∈ PHALT ; thus by Theorem 7, we obtain L0 ∈ PRKU /poly. This means that for every circuit
Y there exists a circuit ZY of size sZ (n) := poly(n, |Y |, log |zx,Y |) = poly(n, sY (n)) such that
RK
RK
tt(ZY U ) = zx,Y . Thus, our algorithm rejects. This completes the proof of ΣEXP
⊆ EXPk U .
2
RK U
In order to extend the proof above to ΣEXP
2k for every constant k, we modify the EXP
algorithm so that it checks, given input x of length n, whether ∃ a circuit C1 of size
s1 (n), ∀ a circuit C2 of size s2 (n), · · · , ∀ a circuit C2k of size s2k (n) such that a verifier
RK
RK
V (x, tt(C1 U ), · · · , tt(C2k U )) accepts, where s1 (n), · · · , s2k (n) are some appropriately
chosen polynomials.
We now explain how to reduce the complexity of the EXP reduction to PH. For simplicity,
we again focus on a proof of ΣEXP
⊆ PHRKU . Note that, in the proof above, the bottleneck
2
of the computation is the evaluation of V (x, tt(Y RKU ), tt(Z RKU )), where V runs in time
O(1)
2|x|
. We replace V with the randomized polynomial-time verifier of Theorem 11; then we
RK
obtain the following Σ2 U algorithm: Existentially guess a circuit Y of size at most sY (n),
and universally guess a circuit Z of size at most sZ (n) as well as a coin flip for V , Then
accept if and only if V Y,Z (x) accepts on the guessed coin flip sequence.
J
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Improving the Complexity of the Reductions

In this appendix, we mention that the reducibility notion of Theorem 3 can be significantly
improved by using the efficient proof system of [15]:
I Theorem 12. For any universal Turing machine U ,
\
EXPNP ⊆
SR
⊆ Sexp
2
2 ,
R

where the intersection is taken over all the dense subsets R of RKU .
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Hirahara [15] introduced the notion of a selector, and showed that EXPNP admits a
selector.
I Lemma 13 ([15]). For any EXPNP -complete language L, there exists a selector for L.
That is, there exists a randomized polynomial-time oracle machine S such that, for anyinput
x ∈ {0, 1}∗ and oracles A0 , A1 ⊆ {0, 1}∗ , if L ∈ {A0 , A1 } then PrS S A0 ,A1 (x) = L(x) ≥ 23 .
We show that any language L with a selector is low for Sp2 if L ∈ P/poly.
I Theorem 14. Let L be a language with a selector S and R be any oracle. Then,
L ∈ PR /poly

=⇒

R
SL
2 ⊆ S2 .

This generalizes a lowness result of [12] from any downward self-reducible language L to any
language L with a selector.
Proof. The idea is as follows: We request two competing provers of SR
2 to send R-oracle
?

circuits C0 , C1 that compute L. Then, for every query q of L, one can decide whether q ∈ L
by running S and using C0R and C1R as oracles. Details follow.
L
L
Take any A ∈ SL
2 , and let V be an S2 -machine that witnesses A ∈ S2 . Take some
c
d
constants c, d such that V runs in time n and S runs in time n on inputs of length n.
Now we describe an S2 · BP · PR algorithm that computes A: Given an input x ∈ {0, 1}∗
of length n, for each i ∈ {0, 1}, the ith competing prover sends an S2 -type certificate yi for
M . Moreover, each prover sends a polynomial-size R-oracle circuit Ci ; an honest prover
sends a circuit Ci such that CiR computes L on every input of length at most ncd . Then
simulate V using the two certificates (i.e., run V on input (x, y0 , y1 )), where each query q
R
R
that V makes is answered with S C0 ,C1 (q). It is easy to see the correctness of this algorithm.
Therefore, we have A ∈ S2 · BP · PR , and by [23], we can derandomize the randomized
computation by using the power of S2 and obtain L ∈ S2 · BP · PR = SR
J
2.
Proof of Theorem 12. Under any dense subset R of Kolmogorov-random strings, we have
EXPNP ⊆ PR /poly (by Theorem 7). Thus by taking any EXPNP -complete problem L, we
R
obtain EXPNP ⊆ SL
J
2 ⊆ S2 by combining Lemma 13 and Theorem 14.
Finally, we mention that in the case of reductions to the set of random strings, the Sp2
reductions of Theorem 12 can be derandomized to obtain PNP reductions.
RK

I Theorem 15. EXPNP ⊆ PNP

U

for any universal Turing machine U .
RKU

Proof. By Theorem 12, we immediately obtain EXPNP ⊆ S2
R
NP KU

RK
⊆ S2 U
RKU

. By the relativized version

R
NP KU

of Cai’s result [11], we have P
⊆ ZPP
; thus it remains to derandomize
the computation of ZPP under an NP
oracle. One can find the lexicographically first
RK
Kolmogorov-random string by a PNP U algorithm. By Lemma 10 and Theorem 7, the
circuit complexity relative to an NPRKU oracle of any Kolmogorov-random string of length
n is at least nΩ(1) . Thus by using a Kolmogorov-random string as a hard function of the
Impagliazzo-Wigderson pseudorandom generator [19], one can derandomize the computation
of ZPP under an NPRKU oracle.
J
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Abstract
Consensus and Broadcast are two fundamental problems in distributed computing, whose solutions
have several applications. Intuitively, Consensus should be no harder than Broadcast, and this can
be rigorously established in several models. Can Consensus be easier than Broadcast?
In models that allow noiseless communication, we prove a reduction of (a suitable variant
of) Broadcast to binary Consensus, that preserves the communication model and all complexity
parameters such as randomness, number of rounds, communication per round, etc., while there
is a loss in the success probability of the protocol. Using this reduction, we get, among other
applications, the first logarithmic lower bound on the number of rounds needed to achieve Consensus
in the uniform Gossip model on the complete graph. The lower bound is tight and, in this model,
Consensus and Broadcast are equivalent.
We then turn to distributed models with noisy communication channels that have been studied
in the context of some bio-inspired systems. In such models, only one noisy bit is exchanged when
a communication channel is established between two nodes, and so one cannot easily simulate a
noiseless protocol by using error-correcting codes. An Ω(ε−2 n) lower bound is proved by Boczkowski
et al. [PLOS Comp. Bio. 2018] on the convergence time of binary Broadcast in one such model
(noisy uniform Pull), where ε is a parameter that measures the amount of noise).
We prove an O(ε−2 log n) upper bound on the convergence time of binary Consensus in such
model, thus establishing an exponential complexity gap between Consensus versus Broadcast.
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1

Introduction

In this paper we investigate the relation between Consensus and Broadcast, which are two of
the most fundamental algorithmic problems in distributed computing [21, 23, 39, 41], and
we study how the presence or absence of communication noise affects their complexity.
In the (Single-Source) Broadcast problem, one node in a network has an initial message
msg and the goal is for all the nodes in the network to receive a copy of msg.
In the Consensus problem, each of the n nodes of a network starts with an input value
(which we will also call an opinion), and the goal is for all the nodes to converge to a
configuration in which they all have the same opinion (this is the agreement requirement)
and this shared opinion is one held by at least one node at the beginning (this is the validity
requirement). In the Binary Consensus problem, there are only two possible opinions, which
we denote by 0 and 1.
In the (binary) Majority Consensus problem [5, 22, 40] we are given the promise that
one of the two possible opinions is initially held by at least n/2 + b(n) nodes, where b(n) is a
parameter of the problem, and the goal is for the nodes to converge to a configuration in
which they all have the opinion that, at the beginning, was held by the majority of nodes.
Note that Consensus and Majority Consensus are incomparable problems: a protocol may
solve one problem without solving the other.1 Both the notions of Consensus and Majority
Consensus above can be further relaxed to those of δ-Almost Consensus and δ-Almost
Majority Consensus, respectively. According to such weaker notions, we allow the system to
converge to an almost-consensus regime where δn outliers may have a different opinion from
the rest of the nodes.
Motivations for studying the Broadcast problem are self-evident. Consensus and Majority
Consensus are simplified models for the way inconsistencies and disagreements are resolved
in social networks, biological models and peer-to-peer systems [24, 27, 37].2
In distributed model that severely restrict the way in which nodes communicate (to model
constraints that arise in peer-to-peer systems or in social or biological networks), upper and
lower bounds for the Broadcast problem give insights on the effect of the communication
constraints on the way in which information can spread in the network. The analysis of
algorithms for Consensus often give insights on how to break symmetry in distributed
networks, when looking at how the protocol handles an initial opinion vector in which exactly

1

2

A Consensus protocol is allowed to converge to an agreement to an opinion that was initially in the
minority (provided that it was held by at least one node), while a Majority Consensus protocol must
converge to the initial majority whenever the minority opinion is held by fewer than n/2 − b nodes.
On the other hand, a Majority Consensus problem is allowed to converge to a configuration with no
agreement if the initial opinion vector does not satisfy the promise, while a Consensus protocol must
converge to an agreement regardless of the initial opinion vector.
The Consensus problem is often studied in models in which nodes are subject to malicious faults, and,
in that case, one has motivations from network security. In this paper we concentrate on models in
which all nodes honestly follow the prescribed protocol and the only possibly faulty devices are the
communication channels.
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half the nodes have one opinion and half have the other. The analysis of algorithms for
Majority Consensus usually hinge on studying the rate at which the number of nodes holding
the minority opinion shrinks.
If the nodes are labeled by {1, . . . , n}, and each node knows its label, then there is an
easy reduction of binary Consensus to Broadcast: node 1 broadcasts its initial opinion to
all other nodes, and then all nodes agree on that opinion as the consensus opinion. Even if
the nodes do not have known identities, they can first run a leader election protocol, and
then proceed as above with the leader broadcasting its initial opinion. Even in models where
leader election is not trivial, the best known Consensus protocol has, in all the cases that
we are aware of, at most the “complexity” (whether it’s measured in memory per node,
communication per round, number of rounds, etc.) of the best known broadcast protocol.
A first major question that we address in this paper is whether the converse hold, that is,
are there ways of obtaining a Broadcast protocol from a Consensus problem or are there
gaps, in certain models, between the complexity of the two problems?
We will show that, in the presence of noiseless communication channels, every Consensus
protocol can be used to realize a weak form of Broadcast. Since, in many cases, known lower
bounds for Broadcast apply also to such weak form, we get new lower bounds for Consensus.
In a previously studied, and well motivated, distributed model with noisy communication,
namely the noisy Gossip, however, we establish an exponential gap between Consensus and
Broadcast.
As a second major question, we investigate the impact of the communication noise on the
Consensus problem. More in detail, does this impact strongly depend on the particular noisy
Gossip model we adopt? We will give a positive answer to this question by establishing a
strong complexity separation between the two most popular versions of the Gossip model,
namely, the Pull model and the Push one.

Roadmap of the paper and a remark
In order to formally state and discuss our results, in the next section, we introduce the
distributed models and their associated complexity measures our results deal with. In Section
3, we describe our results and their consequences for noiseless communication models and
compare them with the related previous work. Section 4 is devoted to our results for the noisy
communication models and to their comparison with the related previous work. Finally, in
Section 5 we provide a short summary of the obtained results and discuss some related open
questions. We remark that, in this version, we only sketch the main ideas of the technical
proofs: detailed proofs are given in the full version of the paper [17].

2

Communication and computational models

We study protocols defined on a communication network, described by an undirected graph
G = (V, E) where V is the set of nodes, each one running an instance of the distributed
algorithm, and E is the set of pairs of nodes between which there is a communication link that
allows them to exchange data. When not specified, G is assumed to be the complete graph.
In synchronous parallel models, there is a global clock and, at each time step, nodes are
allowed to communicate using their links.
In the Local model, there is no restriction on how many neighbors a node can talk to at
each step, and no restriction on the number of bits transmitted at each step. There is also
no restriction on the amount of memory and computational ability of each node. The only
complexity measures is the number of rounds of communication. For example, it is easy to
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see that the complexity of Broadcast is the diameter of the graph G. The Congest model is
like the Local model but the amount of data that each node can send at each time step is
limited, usually to O(log n) bits.
In the (general) Gossip model [20, 30], at each time step, each node v chooses one of its
neighbors cv and activates the communication link (v, cv ), over which communication becomes
possible during that time step, allowing v to send a message to cv and, simultaneously, cv to
send a message to v. We will call v the caller of cv . In the Push variant, each node v sends
a message to its chosen neighbor cv ; in the Pull variant, each node sends a message to its
callers (if any). Note that, although each node chooses only one neighbor, some nodes may
be chosen by several others, and so they may receive several messages in the Push setting, or
send a message to several recipients in the Pull setting. In our algorithmic results for the
Gossip model, we will assume that each message exchanged in each time step is only one
bit, while our negative results for the noiseless setting will apply to the case of messages of
unbounded length. In the uniform Gossip (respectively Push or Pull) model, the choice of
cv is done uniformly at random among the neighbors of v. This means that uniform models
make sense even in anonymous networks, in which nodes are not aware of their identities nor
of the identities of their neighbors.3
In this work, we are mainly interested in models like Gossip that severely restrict
communication [5, 2, 22, 24, 37, 40], both for efficiency consideration and because such
models capture aspects of the way consensus is reached in biological population systems,
and other domains of interest in network science [4, 6, 23, 12, 24, 25, 27]. Communication
capabilities in such scenarios are typically constrained and non-deterministic: both features
are well-captured by uniform models.
Asynchronous variants of the Gossip model (such as Population Protocols [5, 4]) have also
been extensively studied [11, 28, 40]. In this variant, no global clock is available to nodes.
Instead, nodes are idle until a single node is activated by a (possibly random) scheduler, either
in discrete time or in continuous time. When a node wakes up, it activates one of its incident
edges and wakes up the corresponding neighbor. Communication happens only between
those two vertices, which subsequently go idle again until the next time they wake up.
Previous studies show that, in both Push and Pull variants of uniform Gossip, (binary)
Consensus, Majority Consensus and Broadcast can be solved within logarithmic time (and
work per node) in the complete graph, via elementary protocols4 , with high probability (for
short w.h.p.5 ) [5, 9, 11, 22, 28, 31]. Moreover, efficient protocols have been proposed for
Broadcast and Majority Consensus for some restricted families of graphs such as regular
expanders and random graphs [1, 15, 14, 19, 29, 36].
However, while for Broadcast Ω(log n) time and work are necessary in the complete graph
[11, 28, 31], prior to this work, it was still unknown whether a more efficient protocol existed
for Consensus and Majority Consensus.

3

Our contribution I: Noiseless communication

Our main result is a reduction of a weak form of Broadcast to Consensus which establishes,
among other lower bounds, tight logarithmic lower bounds for Consensus and Majority
Consensus both in the uniform Gossip (and hence uniform Pull and Push as well) model
and in the general Push model.

3
4
5

In
at
In
In

the general Gossip model in which a node can choose which incident edge to activate, a node must,
least, know its degree and have a way to distinguish between its incident edges.
√
the case of Majority Consensus, the initial additive bias must have size Ω( n log n).
−α
this paper, we say that an event En holds w.h.p. if P (En ) > 1 − n , for some α > 1.
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In order to formally state the reduction, we need to introduce a slightly-different variant
of Broadcast where, essentially, it is (only) required that some information from the source
is spread on the network.
I Definition 1. A protocol P solves the γ-Infection problem w.r.t. a source node s if it infects
at least γn nodes, where we define a node infected recursively as follows: initially only s is
infected; a node v becomes infected whenever it receives any message from an infected node.
Notice that a protocol P solving the γ-Infection problem w.r.t. a source node s can be
easily turned into a protocol for broadcasting a message msg from s to at least γn nodes.
Indeed, we give the message msg to the source node s, and we simulate P. Every time an
infected node sends a message, it appends msg to it. Clearly, the size of each message in P 0
is increased by the size of msg.
This notion is helpful in thinking about upper and lower bounds for Broadcast: any
successful broadcast protocol from s needs to infect all nodes from source s, and any protocol
that is able to infect all nodes from source s can be used to broadcast from s by appending
msg to each message originating from an infected node. Thus any lower bound for Infection
is also a lower bound for Broadcast, and any protocol for Infection can be converted, perhaps
with a small overhead in communication, to a protocol for Broadcast. For example, in the
Push model, the number of infected nodes can at most double at each step, because each
infected node can send a message to only one other node, and this is the standard argument
that proves an Ω(log n) lower bound for Broadcast.
In the next theorem, we show that lower bounds for Infection also give lower bounds for
Consensus. More precisely we prove that if we have a Consensus protocol that, for every
initial opinion vector, succeeds in achieving almost consensus with probability 1 − o(1/n),
then there is an initial opinion vector and a source such that the protocol infects many nodes
from that source with probability at least (1 − o(1))/n.
I Theorem 2. Let P be a protocol reaching δ-Almost Consensus with probability at least
1 − o(1/n). Then, a source node s and an initial opinion vector x exist such that P, starting
from x, solves the (1 − 2δ)-Infection problem w.r.t. s with probability at least (1 − o(1))/n.
Notice that the above result implies that any protocol for Consensus actually solves
the Infection problem (when initialized with a certain opinion vector) in a weak sense: the
infection is w.r.t. a source that depends on the consensus protocol in a (possibly) uncontrolled
manner; and (ii) the success probability of the infection is quite low. However, if we are
in a model in which there is no source for which we can have probability, say, > 1/(2n) of
infecting all nodes with certain resources (such as time, memory, communication per node,
etc.), then, in the same model, and with the same resources, the above theorem implies
that every Consensus protocol has probability Ω(1/n) of failing. For example, by the above
argument, we have an Ω(log n) lower bound for Consensus in the Push model (because, in
fewer than log2 n rounds, the probability of infecting all nodes is zero).
In case of Consensus problem (i.e. δ = 0), our proof for Theorem 2 makes use of a hybrid
argument to show that there are two initial opinion vectors x and y, which are identical
except for the initial opinion of a node s, such that there is at least a (1 − o(1))/n difference
between the probability of converging to the all-zero configuration starting from x or from y.
Then, we prove that this difference must come entirely from runs of the protocol that fail to
achieve consensus (which happens only with o(1/n) probability) or from runs of the protocol
in which s infects all other nodes. Thus the probability that s infects all nodes from the
initial vector x has to be > (1 − o(1))/n. Then, to extend the above approach for the Almost
Consensus problem (i.e. δ > 0), some additional care and a suitable counting argument are
required to manage the unknown set of outliers.
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As for Majority Consensus, we have a similar reduction, but from a variant of the infection
problem in which there is an initial set of b infected nodes.6 Formally:
I Theorem 3. Let T be any fixed resource defined on a distributed system S and suppose
there is no Infection protocol that, starting from any subset of nα nodes with α < 1, can
inform at least (1 − δ)n nodes by using at most τ B units of T , w.h.p. Then, any protocol P
on this model, reaching δ-Almost Majority Consensus w.h.p., must use more than τ B units
of T .

3.1

Some applications

Lower bounds for infection are known in several models in which there are no previous
negative results for Consensus. We have not attempted to survey all possible applications
of our reductions, but here we enumerate some of them (see the full version for the formal
statements of such results):
In the uniform Gossip model (also known as uniform Push-Pull model), and in the
general Push model, tight analysis (see [30, 31]) show that any protocol P for the complete
graph w.h.p. does not complete Broadcast within less than β log n rounds, where β is a
sufficiently small constant. Combining this lower bound with our reduction result above,
we get an Ω(log n) lower bound for Consensus. This is the first known lower bound for
Consensus showing a full equivalence between the complexity of Broadcast and Consensus
in such models. Regarding Majority Consensus, we also obtain an Ω(log n) lower bound
for any initial bias b = O(nα ), with α < 1.
In a similar way, we are able to prove a lower bound of Ω(n log n) number of steps
(and hence Ω(log n) parallel time) or Ω(log n) number of messages per node for Consensus on an asynchronous variant of the Gossip model, the Population Protocols with
uniform/probabilistic scheduler, as defined in [5].
The last application we mention here concerns the synchronous Radio Network model
[3, 7, 16, 42]. Several optimal bounds have been obtained on the Broadcast time [7, 18,
32, 33, 34] while only few results are known for Consensus time [16, 42]. In particular, we
are not aware of better lower bounds other than the trivial Ω(D) (where D denotes the
diameter of the network). Then, by combining a previous lower bound in [3] on Broadcast
with our reduction result, we get a new lower bound for Consensus in this model.
We remark that our reduction allows us to prove that some of the above lower bounds hold
even if the nodes have unbounded memory and can send/receive messages of unbounded size.

4

Our contribution II: Noisy communication

We now turn to the study of distributed systems in which the communication links between
nodes are noisy. We will consider a basic model of high-noise communication: the binary
symmetric channel [35] in which each exchanged bit is flipped independently at random with
probability 1/2 − ε, where 0 6 ε < 1/2, and we refer to ε as the noise parameter of the model.
Then, in the sequel, the version of each model M, in which the presence of communication
noise above is introduced, will be shortly denoted as noisy M.

6

Recall that b is the value such that we are promised that the majority opinion is held, initially, by at
least n/2 + b nodes.
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In models such as Local and Congest, the ability to send messages of logarithmic
length (or longer) implies that, with a small overhead, one can encode the messages using
error-correcting codes and simulate protocols that assume errorless communication.
In the uniform Gossip model with one-bit messages, however, error-correcting codes
cannot be used and, indeed, whenever the number of rounds is sublinear in n, most of the
pairs of nodes that ever communicate only exchange a single bit.
The study of fundamental distributed tasks, such as Broadcast and Majority Consensus,
has been undertaken in the uniform Gossip model with one-bit messages and noisy links [10,
25] as a way of modeling the restricted and faulty communication that takes place in biological
systems, and as a way to understand how information can travel in such systems, and how they
can repair inconsistencies. Such investigation falls under the agenda of natural algorithms,
that is, the investigation of biological phenomena from an algorithmic perspective [13, 38].
As for the uniform Push model with one-bit messages, we first notice that there is a
simple local strategy that solves both (binary) Broadcast and Consensus in the noisy Push
(this strategy holds even assuming that agents share only a binary synchronous clock). For
instance, consider binary Consensus: let every node with initial opinion 0 start a broadcast
process at even rounds, while the same task is started in odd rounds by nodes with initial
opinion 1. When a node receives a bit in any even (odd) round, this bit is always interpreted
as 0 (1). Then, at every round, each node updates its output with, for instance, the minimum
value it has seen so far (any round).
In [25], the authors consider a restricted, natural class of symmetric algorithms where
the action of the nodes cannot depend on the value of the exchanged bits. In this setting,
they prove that (binary) Broadcast and (binary) Majority Consensus can be solved in time
O(ε−2 log n), where ε is the noise parameter. They also prove a matching lower bound for
this class of algorithms. This has been later generalized to non-binary opinions in [26].
In the noisy uniform Pull model however, [10] proves an Ω(ε−2 n) time lower bound7 .
This lower bound is proved even under assumptions that strengthen the negative result, such
as unique node IDs, full synchronization, and shared randomness (see Section 2.4 of [10] for
more details on this point).
Such a gap between noisy uniform Push and Pull comes from the fact that, in the Push
model, a node is allowed to decline to send a message, and so one can arrange a protocol in
which nodes do not start communicating until they have some confidence of the value of the
broadcast value. In the Pull model, instead, a called node must send a message, and so the
communication becomes polluted with noise from the messages of the non-informed nodes.
What about Consensus and Majority Consensus in the noisy Pull model? Our reduction
in Theorem 2 suggests that there could be Ω(ε−2 n) lower bounds for Consensus and Majority
Consensus, but recall that the reduction is to the infection problem, and infection is equivalent
to Broadcast only when we have errorless channels.

4.1
4.1.1

Upper bounds in noisy uniform Pull
A protocol for Consensus and its analysis

We devise a simple and natural protocol for Consensus for the noisy uniform Pull model
having convergence time O(ε−2 log n), w.h.p., thus exhibiting an exponential gap between
Consensus and Broadcast in the noisy uniform Pull model.

7

They actually proved a more general result including non-binary noisy channels.
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I Theorem 4. In the noisy uniform Pull model, with noisy parameter ε, a protocol exists
that achieves Consensus within O(ε−2 log n) rounds and communication, w.h.p. The protocol
requires Θ(log log n + log ε−2 ) local memory.
√
Moreover, if the protocol starts from any initial opinion vector with bias b = Ω( n log n),
then it guarantees Majority Consensus, w.h.p.
The protocol we refer to in the above theorem works in two consecutive phases. Each
phase is a simple application of the well-known k-Majority Dynamics [8, 9]:
k-Majority. At every round, each node samples k neighbours8 independently and
u.a.r. (with replacement). Then, the node updates its opinion according to the majority
opinion in the sample.
The protocol is thus the following:
Majority Protocol. Let α be a sufficiently large positive constant9 . Every node
performs α log n rounds of k-Majority with k = Θ(1/ε2 ), followed by one round of the
k-Majority with k = Θ(ε−2 log n).
Our analysis shows that, w.h.p., at the end of the first phase there is an opinion that is held
by at least n/2 + Ω(n) nodes, and that if the initial opinions where unanimous then the initial
opinion is the majority opinion after the first phase (notice that the latter fact guarantees the
validity property, w.h.p.). Then, in the second phase, despite the communication errors, we
show every node has a high probability of seeing the true phase-one majority as the empirical
majority in the batch and so all nodes converge to the same valid opinion. To analyze the
first phase, we break it out into two sub-phases (this breakdown is only in the analysis, not
in the protocol): in a first sub-phase of length O(ε−2 log n), we prove the protocol “breaks
symmetry” w.h.p. and, no matter the initial vector and the presence of communication
√
noise, reaches a configuration in which one opinion is held by n/2 + Ω( n log n) nodes. In
√
the second sub-phase, also of length O(ε−2 log n), a configuration of bias Ω( n log n) w.h.p.
becomes a configuration of bias Ω(n). The analysis of the first sub-phase is our main technical
novelty while the analysis of the second sub-phase for achieving Majority Consensus is similar
to that in [25, 26]. If the initial opinion vector is unanimous, then it is not necessary to break
up the first phase into sub-phases, and one can directly see that a unanimous configuration
maintains a bias Ω(n), w.h.p., for the duration of the first phase.
√
A consequence of our analysis is that, if the initial opinion vector has a bias Ω( n log n),
then the protocol converges to the majority, w.h.p. So, we get a Majority-Consensus protocol
for this model under the above condition on the bias.

4.1.2

A protocol for Broadcast

We provide a simple two-phases Broadcast protocol that runs in the noisy uniform PULL
model.
Protocol NoisyBroadcast.
In the first phase, each non-source node displays 0 (obviously, the source displays its
input value), and performs a pull operation for Θ(ε−2 n log n) rounds; it then chooses to
1
support value 1 iff the fraction of received messages equal to 1 is at least 12 − ε(1 − 2n
),
zero otherwise.
8
9

In the binary case when k is odd, the k-Majority is stochastically equivalent to the k + 1-Majority where
ties are broken u.a.r. (see Lemma 17 in [26]). For this reason, in this section we assume that k is odd.
The value of α will be fixed later in the analysis.
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In the second phase, nodes run the Majority Consensus protocol of Theorem 4, starting
with the value obtained at the end of the first phase.
We prove the following performance of the protocol, nearly matching the Ω(ε−2 n) lower
bound mentioned before [10]:
I Theorem 5. Protocol NoisyBroadcast solves the Broadcast problem in the noisy uniform
Pull model in O(ε−2 n log n) rounds, w.h.p.
Our proof shows that at the end of the first phase, the fraction of nodes which have
obtained a value equal to the source’s input is greater than those that failed by at least
√
n log n nodes. The latter fact satisfies the hypothesis of Theorem 4 for solving Majority
Consensus in O(ε−2 log n), which constitutes the second phase.

4.2

Lower bounds in noisy

Pull

models

We prove that any Almost Consensus protocol
with at most δn outliers and with error

−2
−1
probability at most δ requires Ω ε log δ
rounds. Formally:
I Theorem 6. Let δ be any real such that 0 < δ < 1/8 and consider any protocol P for
the noisy general Pull model with noise parameter ε. If P solves δ-Almost Consensus with
probability at least 1 − δ, then it requires at least t = Ω(ε−2 log δ −1 ) rounds10 .
This shows that the complexity O(ε−2 log n) of our protocol described in Subsection
4.1.1 is tight for protocols that succeed w.h.p. We remark that our result holds for any
version (general and uniform) of the noisy Pull model with noise parameter ε, unbounded
local memory, even assuming unique node IDs. Recalling the Θ(log n) bound that holds
for (general) Consensus protocols in the noisy uniform Push (for any value of ε), our lower
bound above thus implies a strong separation result between noisy uniform Pull and noisy
uniform Push.
The proof of Theorem 6 is one of the main technical contributions of this work and below
we provide a short discussion.

In [25], an Ω ε−2 log δ −1 round lower bound is proved for Majority Consensus in the
uniform Push model, for a restricted class of protocols. Their argument, roughly speaking,
is that each node needs to receive a bit of information from the rest of the graph (namely,
the majority value in the rest of the graph), and this bit needs to be correctly received with
probability 1 − δ, while using a binary symmetric channel with error parameter ε. It is then
a standard fact from information theory that the channel needs to be used Ω(ε−2 log δ −1 )
times. It is not clear how to adapt this argument to the Consensus problem. Indeed, it is not
true that every node receives a bit of information with high confidence from the rest of the
graph (consider the protocol in which one node broadcasts its opinion), and it is not clear if
there is a distribution of initial opinions such that there is a node v whose final opinion has
mutual information close to 1 to the global initial opinion vector given the initial opinion of
v (the natural generalization of the argument of [25]). Instead, we prove that there are two
initial opinion vectors x and y, a node v, and a bit b, such that the initial opinion of v is the
same in x and y, but the probability that v outputs b is 6 δ when the initial opinion vector
is x and > Ω(1) when the initial opinion vector is y. Thus, the rest of the graph is sending v
a bit of information (whether the initial opinion vector is x or y) and the communication

10

We notice the double role parameter δ has in this statement.
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succeeds with probability > 1 − δ when the bit has one value and with probability > 1/3 if
the bit has the other value. Despite this asymmetry, if the communication takes place over a
binary symmetric channel with error parameter ε, we use KL divergence to show that the
channel has to be used Ω(ε−2 log δ −1 ) times.

4.2.1

An improved lower bound for Broadcast

The Ω(ε−2 n) lower bound of [10] for Broadcast in the uniform PULL model applies to
protocols that have constant probability of correctly performing the broadcast operation.
With the following theorem we show a way of modifying their proof (in particular, to derive
an Ω(ε−2 n log n) for uniform PULL protocols for Broadcast that have high probability of
success, matching the O(ε−2 n log n) round complexity of Theorem 5.
I Theorem 7. The Broadcast Problem cannot be solved in the noisy uniform Pull model
w.h.p. in less than Ω(ε−2 n log n) rounds.

5

Conclusions

Table 1 shows the two main separation results that follow from a comparison between some
previous bounds and the bounds we obtain in this paper: The complexity gap between
Consensus and Broadcast in the presence or absence of noise and the different complexity
behaviour of Consensus between noisy uniform Pull and noisy uniform Push. The figure
also shows our new lower bounds for Consensus in the noiseless Gossip models.
A further consequence regards a separation between general Pull and Push models as
far as Consensus is concerned in the noiseless world. Indeed, if we assume unique IDs, in the
general Pull model, Consensus can be easily solved in constant time: every node can copy
the opinion of a prescribed node by means of a single pull operation. On the other hand, in
the general Push model, our Broadcast-Consensus reduction shows that Ω(log n) rounds are
actually necessary for solving Consensus.
We considered noisy communication models that assume the presence of a global clock:
nodes work in parallel sharing the value of the current round. Our protocols definitely
exploit this important property of the model. Then, an interesting open issue is to analyse
fundamental tasks, such as Consensus and Broadcast, in asynchronous versions of the Push
and Pull models where, as in our setting, communication is noisy and takes place via binary
messages only. A further interesting future work we plan to consider is to introduce a (strong)
bound on the local memory of the nodes.
Table 1 The updated state-of-art for Broadcast and Consensus in Gossip models with and w/o
noise. The results of this paper are highlighted bold, while “folklore” results are marked with ∗ (see
also the preliminary discussion in Section 4).

Broadcast
Consensus

ε-noisy models
Uniform Pull
Uniform Push

Ω n/ε2 [10]

Θ (log n)∗
n
Θ n log
2
ε

Ω (log n)
log n
Θ ε2
O(log n)∗

Noiseless models
Uniform Pull
Uniform Push
Θ(log n) [30, 31]

Θ(log n) [30, 31]

Ω (log n)
O(log n) [30, 31]

Ω (log n)
O(log n) [30, 31]
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Abstract
Property testers are fast randomized algorithms whose task is to distinguish between inputs satisfying
some predetermined property P and those that are far from satisfying it. Since these algorithms
operate by inspecting a small randomly selected portion of the input, the most natural property
one would like to be able to test is whether the input does not contain certain forbidden small
substructures. In the setting of graphs, such a result was obtained by Alon et al., who proved
that for any finite family of graphs F, the property of being induced F-free (i.e. not containing an
induced copy of any F ∈ F) is testable.
It is natural to ask if one can go one step further and prove that more elaborate properties
involving induced subgraphs are also testable. One such generalization of the result of Alon et al.
was formulated by Goldreich and Shinkar who conjectured that for any finite family of graphs F, and
any linear inequality involving the densities of the graphs F ∈ F in the input graph, the property of
satisfying this inequality can be tested in a certain restricted model of graph property testing. Our
main result in this paper disproves this conjecture in the following strong form: some properties of
this type are not testable even in the classical (i.e. unrestricted) model of graph property testing.
The proof deviates significantly from prior non-testability results in this area. The main idea is
to use a linear inequality relating induced subgraph densities in order to encode the property of
being a pseudo-random graph.
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Introduction

Property testers are fast randomized algorithms that distinguish between objects satisfying
a certain property and objects that are “far” from the property. The systematic study of
such problems originates in the seminal papers of Rubinfeld and Sudan [10] and Goldreich,
Goldwasser and Ron [4], and has since become a very active area of research. We refer the
reader to the book of Goldreich [3] for more background and references on the subject.
In this paper we study property testing of graph properties in the dense graph model. In
this model, a graph is given as an n × n adjacency matrix. An n-vertex graph G is said to
be ε-far from a graph property Π, if one has to change at least εn2 entries in the adjacency
matrix of G in order to turn it into a graph satisfying Π. A tester for Π is a (randomized)
algorithm that, given a proximity parameter ε ∈ (0, 1) and a graph G, accepts if G satisfies
Π and rejects if G is ε-far from Π, with success probability at least 23 in both cases. The
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tester is given oracle access to the adjacency matrix of the input, to which it makes queries.
We say that a tester has query complexity q(ε, n) if it makes at most q(ε, n) queries when
invoked with proximity parameter ε on inputs with n vertices. A property Π is called testable
if it has a tester whose query complexity is bounded by a function of ε alone, that is, it is
independent of the size of the input. A tester is canonical if it works by sampling a random
set of vertices of some size s(ε, n), querying all pairs among these vertices, and making its
decision based on (the isomorphism class) of the sample. The integer s(ε, n) is called the
sample complexity of the tester. Goldreich and Trevisan [7, Theorem 2] showed that every
tester can be transformed to a canonical one, with the cost of possibly squaring the query
complexity. A tester is size-oblivious if it does not know n; that is, if its function depends
only on the proximity parameter ε (and not on the size of the input). The transformation of
Goldreich and Trevisan [7] which turns arbitrary testers into canonical testers, preserves the
property of being size-oblivious.
In this paper we study a special kind of testers, called proximity oblivious testers, which
are defined as follows.
I Definition 1. A proximity oblivious tester (POT) for a graph property Π is an algorithm
which makes a constant (i.e. independent of n and ε) number of queries to the input and
satisfies the following. There is a constant c ∈ (0, 1] and a function f : (0, 1] → (0, 1] such
that:
1. If the input graph satisfies Π then the tester accepts with probability at least c.
2. If the input graph is ε-far from Π then the tester accepts with probability at most c − f (ε).
Observe that a POT for Π can be used to obtain a standard tester for Π, by invoking the POT
T = Θ(1/f (ε)2 ) times and accepting if and only if the POT accepted in at least (c − f (ε)
2 )T
of the tests.
POTs were introduced by Goldreich and Ron [5], who studied one-sided-error POTs,
namely POTs that accept every input which satisfies the property with probability 1 (this
corresponds to having c = 1 in Definition 1). Later, Goldreich and Shinkar [6] studied general
(two-sided-error) POTs in several settings, including those of general boolean functions, dense
graphs and bounded degree graphs. For the dense graph model, they designed a POT for the
property of being αn-regular (for a given α ∈ (0, 1)), as well as for several related properties.
Moreover, they considered properties of the following form: given graphs H, G, the density of
H in G, denoted by p(H, G), is the fraction of induced subgraphs of G of order v(H) which
are isomorphic to H. Given an integer h ≥ 2, a rational number b and rational numbers
wH ≥ 0, where H runs over all h-vertex graphs, the property Πh,w,b is defined as the property
of all graphs G satisfying
X
wH · p(H, G) ≤ b.
H

Throughout this paper, a tuple (h, w, b) will always consist of an integer h ≥ 2, a rational
number b, and a function w : {H : v(H) = h} → Q+ from the set of all h-vertex graphs to
the positive rationals. The value assigned by w to a graph H is denoted by wH .
Since property testing algorithms, and POTs in particular, work by inspecting the
subgraph induced by a small sample of vertices, it is natural to ask if the property of not
containing an induced copy of a fixed graph H is a testable property. Such a result was
obtained by Alon, Fischer, Krivelevich and Szegedy [1] who proved that in fact for every finite
family of graphs F, the property of being induced F-free (i.e. not containing an induced
copy of F for every F ∈ F) is testable. It is easy to see that the family of properties Πh,w,b
forms a strict generalization of the family of properties of being induced F-free, since the
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former can encode the latter. (Indeed, if all graphs in F have the same size h then simply
set b = 0, wH = 1 for each H ∈ F, and wH = 0 for each h-vertex graph H which is not in
F. If graphs in F have varying sizes, then take advantage of the fact that for every pair of
P
graphs F, G and h ≥ v(F ), it holds that p(F, G) = H p(F, H) · p(H, G), where the sum is
over all h-vertex graphs H.)
We now arrive at an important definition.
I Definition 2. A tuple (h, w, b) has the removal property if there is a function f : (0, 1] →
(0, 1] such that for every ε ∈ (0, 1) and for every graph G, if G is ε-far from Πh,w,b then
X

wH · p(H, G) ≥ b + f (ε).

H

As an example, the main result of [1] mentioned above is equivalent to the statement
that if b = 0 then Πh,w,b has the removal property. Goldreich and Shinkar [6] observed that
if (h, w, b) has the removal property then Πh,w,b admits a size-oblivious POT. Indeed, given
an input graph G, the POT works by sampling a random induced subgraph of G of order h,
and then rejecting with probability wH if the sampled subgraph is isomorphic to H, for each
H on h vertices. If G satisfies Πh,w,b then by the definition of this property, G is rejected
P
with probability H wH · p(H, G) ≤ b. On the other hand, if G is ε-far from Πh,w,b then
P
by the removal property, G is rejected with probability H wH · p(H, G) ≥ b + f (ε). Thus,
Definition 1 is satisfied with c = 1 − b.
Our first result in this paper is a converse of the above statement, showing that if Πh,w,b
has a size-oblivious POT, then (h, w, b) has the removal property.
I Theorem 3. For each tuple (h, w, b), if Πh,w,b has a size-oblivious POT then (h, w, b) has
the removal property.
As a corollary of the above theorem, we infer that if one “representation” of a property
as Πh,w,b has the removal property, then all such representations have the removal property.
This is stated in the following corollary.
I Corollary 4. Let (h, w, b) and (h0 , w0 , b0 ) be tuples such that Πh,w,b = Πh0 ,w0 ,b0 . Then
(h, w, b) has the removal property if and only if (h0 , w0 , b0 ) has the removal property.
I Remark 5. Theorem 3 contradicts the statement of Proposition 3.14 in [6], which states
that there is a tuple (h, w, b) such that Πh,w,b has a POT but (h, w, b) does not have the
removal property. We believe that the proof of this proposition is wrong. This will be
explained in the full version of this paper.
Goldreich and Shinkar conjectured (see [6, Open Problem 3.11]) that every property of
the form Πh,w,b has a POT . Our next theorem disproves this conjecture by showing that
there are properties Πh,w,b that are not testable at all (let alone testable using a POT).
I Theorem 6. Let K4 denote the complete graph on 4 vertices, D4 the diamond graph (i.e.
K4 minus an edge), P2 the graph on 4 vertices containing a path of length 2 and an isolated
vertex, C4 the 4-cycle, P4 the path on 4 vertices and K1,3 the star on 4 vertices. Let wH be
the following weight function assigning a non-negative weight to each graph on 4 vertices.
H:

K4

K4

D4

D4

P2

P2

C4

C4

K1,3

K1,3

P4

wH :

1

1
2

5
12

5
12

1
6

1
3

1
2

1
3

1
4

1
4

1
4
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Then, the property


Πh,w,b = G :


X
H:|V (H)|=4


5
wH · p(H, G) ≤
16 

(1)

is not testable.
Given the above theorem it is natural to ask if every property Πh,w,b can at least be
tested using o(n2 ) edge-queries. We leave this as an open problem.

Paper overview
The rest of the paper is organized as follows. In Section 2 we prove Theorem 3. The proof of
Theorem 6 appears in Section 3. The main idea behind its proof is to show that there exists
a property Πh,w,b (specifically, the one defined in (1)) which encodes the property of being a
pseudo-random graph. It is then not hard to show that such a property cannot be tested
using a constant number of queries.

2

Proof of Theorem 3

In this section we prove Theorem 3 and Corollary 4. We will need the following auxiliary
lemma.
I Lemma 7. Let Π be a graph property, and suppose that Π has a canonical size-oblivious
ε-tester T with sample complexity s = s(ε) (and success probability 23 ). Then for every
n ≥ s4 and for every n-vertex graph G which is ε-far from Π, the following holds. For U
chosen uniformly at random from V s(G)
, we have P[G[U ] ∈ Π] ≤ e−Ω(s) .
4
Proof. Let A be the family of all s-vertex graphs A such that T accepts if it sees a subgraph
isomorphic to A. For a graph G, we say that a sequence of subsets S1 , . . . , Ss ∈ V (G)
s
is good if G[Si ] ∈ A for at least half of the values of 1 ≤ i ≤ s; otherwise S1 , . . . , Ss is
bad. For a sequence of vertices W = (x1 , . . . , xs2 ), we say that W is good (resp. bad)
if {x1 , . . . , xs }, {xs+1 ,. . . , x2s }, . . . , {xs2 −s+1 , . . . , xs2 } is good (resp. bad). Note that for
a random S ∈ V (G)
, if G ∈ Π then P[G[S] ∈ A] ≥ 23 , and if G is ε-far from Π then
s
1
P[G[S] ∈ A] ≤ 3 . Using a standard Chernoff-type bound, one can show that the following

holds for S1 , . . . , Ss ∈ V (G)
chosen uniformly at random and independently.
s
1. If G ∈ Π then S1 , . . . , Ss is good with probability at least 1 − e−Cs .
2. If G is ε-far from Π then S1 , . . . , Ss is bad with probability at least 1 − e−Cs .
In both items above, C is an absolute constant.
 2
The probability that Si ∩ Sj 6= ∅ for some 1 ≤ i < j ≤ s is at most 2s sn < 12 , where
the inequality follows from the assumption that n ≥ s4 . So |S1 ∪ · · · ∪ Ss | = s2 with
probability at least 12 . Conditioned on the event that S1 , . . . , Ss are pairwise-disjoint, the set

S := S1 ∪ · · · ∪ Ss has the distribution of an element of V s(G)
chosen uniformly at random.
2
Thus, a random sequence of vertices W = (x1 , . . . , xs2 ) chosen without repetitions satisfies
the following.
1. If G satisfies Π then W is good with probability at least 1 − 2e−Cs .
2. If G is ε-far from Π then W is bad with probability at least 1 − 2e−Cs .
Now let G be a graph on n ≥ s4 vertices which is ε-far from Π. Consider a random
pair (U, W ), where U is chosen uniformly at random from V s(G)
, and W = (x1 , . . . , xs2 )
4
is a sequence of vertices sampled randomly without repetition from U . Note that W is
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distributed as a uniform sequence of s2 vertices of G, sampled without repetition. Thus,
P[W is good] ≤ 2e−Cs . On the other hand, if G[U ] ∈ Π, then P[W is good | U ] ≥ 1 − 2e−Cs .
By combining these two facts, we see that
P[G[U ] ∈ Π] ≤

2e−Cs
≤ 4e−Cs = e−Ω(s) .
1 − 2e−Cs

J

Proof of Theorem 3. As mentioned in the introduction, a POT for Πh,w,b can be used to
obtain a standard tester for Πh,w,b by invoking the POT an appropriate number of times.
Moreover, it is clear that if the POT is size-oblivious, then so is the resulting tester. Next, we
apply the transformation of Goldreich and Trevisan [7] to get a canonical tester T for Πh,w,b .
Since this transformation preserves the property of being size-oblivious, T is size-oblivious,
and hence satisfies the condition of Lemma 7. Denote by s = s(ε) the sample complexity of
T . We may and will assume that s is large enough as a function of the parameters h and b.
P
P
Let us denote z(G) = H wH · p(H, G). By multiplying the inequality H wH · p(H, G) ≤
b by an appropriate integer, we can assume without loss of generality that b is an integer,
and that wH is an integer for every H.
Let G be a graph which is ε-far from Πh,w,b . Our goal is to show that z(G) ≥ b + f (ε), for
a function f : (0, 1] → (0, 1] to be chosen later. By Lemma 7, a randomly chosen U ∈ V s(G)
4
satisfies G[U ] ∈ Πh,w,b with probability at most e−Ω(s) . Observe that if a k-vertex graph K
does not satisfy Πh,w,b , then necessarily
z(K) =

X

wH · p(H, K) ≥ b +

H

 −1
k
> b + k −h ,
h

as b and all weights wH are integers. Thus, if G[U ] ∈
/ Πh,w,b then
z(G[U ]) > b + |U |−h = b + s−4h .
Observe that z(G) is the average of z(G[U ]) over all U ∈
of Lemma 7, we obtain

V (G)
s4



. Thus, using the guarantees

1
z(G) ≥ (1 − e−Ω(s) )(b + s−4h ) > b + s−4h ,
2
where the last inequality holds provided that s is large enough as a function of h and b.
So we may take the function f in Definition 2 to be f (ε) = 12 s(ε)−4h . This completes the
proof.
J
Proof of Corollary 4. We have established that (h, w, b) satisfies the removal property if and
only if Πh,w,b has a size-oblivious POT. The “only if” part was explained in the introduction
(see also [6]), and the “if” part is the statement of Theorem 3. Since the existence of a tester
(specifically, a size-oblivious POT) does not depend on the specific representation of a given
property as Πh,w,b , it is now clear that the corollary holds.
J

3

Proof of Theorem 6

Let Πh,w,b be as in the statement of Theorem 6. Denote
z(G) :=

X

wH · p(H, G)

H:|V (H)|=4
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for every graph G of order at least 4. Under this notation, Πh,w,b = {G : z(G) ≤ b}. For a
pair of graphs H and G, define
tinj (H, G) =

1
|{ϕ : V (H) → V (G) injective s.t. uv ∈ E(H) ⇒ ϕ(u)ϕ(v) ∈ E(G)}|,
nh

and
tind (H, G) =

1
|{ϕ : V (H) → V (G) injective s.t. uv ∈ E(H) ⇔ ϕ(u)ϕ(v) ∈ E(G)}|,
nh

where nh = n · (n − 1) · · · · · (n − h + 1). Note that tind (H, G) = p(H, G) · aut(H)/h!,
where aut(H) is the number of automorphisms of H. The following lemma gives a simpler
description of Πh,w,b .
I Lemma 8. Πh,w,b = {G : φ(G) ≤ 0}, where φ(G) = 2tinj (C4 , G) − tinj (K2 , G) + 83 .
Proof. First, note that tinj (K2 , G) = p(K2 , G). Next, we use the fact that
tinj (C4 , G) = tind (C4 , G) + 2tind (D4 , G) + tind (K4 , G)
aut(D4 )
aut(K4 )
aut(C4 )
· p(C4 , G) + 2
· p(D4 , G) +
· p(K4 , G)
4!
4!
4!
1
1
= p(C4 , G) + p(D4 , G) + p(K4 , G).
3
3
=

Hence,
2
p(C4 , G) +
3
2
= p(C4 , G) +
3
2
= p(C4 , G) +
3

φ(G) =

=

X
H:|V (H)|=4

2
3
p(D4 , G) + 2p(K4 , G) − p(K2 , G) +
3
8
5
2
p(D4 , G) + 2p(K4 , G) + p(K2 , G) −
3
8
X
2
5
p(D4 , G) + 2p(K4 , G) +
p(K2 , H)p(H, G) −
3
8
H:|V (H)|=4

5
2wH · p(H, G) − .
8

Therefore, φ(G) ≤ 0 if and only if

P

H:|V (H)|=4

wH · p(H, G) ≤ 5/16

J

An important ingredient in the proof of Theorem 6 is the following lemma, which shows
that graphs in Πh,w,b are pseudo-random. In what follows, we write x = y ± z to mean that
x ∈ [y − z, y + z].
I Lemma 9. For every δ ∈ (0, 1) there is n0 (δ) such that every graph G ∈ Πh,w,b on
n ≥ n0 (δ) vertices satisfies the following. For every U, V ⊆ V (G) with |U |, |V | ≥ δn, it holds
that


1
e(U, V ) =
± δ |U ||V | .
2
Proof. We start by showing that for every γ ∈ (0, 1) there is n0 (γ) such that if G ∈ Πh,w,b
is a graph on n ≥ n0 (γ) vertices, then
tinj (K2 , G) =

1
1
± γ and tinj (C4 , G) =
± γ.
2
16

(2)
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It is a well-known fact (see for instance [11]) that every n-vertex graph G satisfies1
 
1
γ2
tinj (C4 , G) ≥ tinj (K2 , G)4 − O
≥ tinj (K2 , G)4 − ,
n
2
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(3)

where the last inequality holds if n is large enough. Now, observe that every G ∈ Πh,w,b
satisfies
3
3
2tinj (K2 , G)4 − tinj (K2 , G) + ≤ 2tinj (C4 , G) + γ 2 − tinj (K2 , G) + = φ(G) + γ 2 ≤ γ 2 , (4)
8
8
where the last inequality follows from Lemma 8. Note that the function x 7→ 2x4 − x + 38 is
convex, and attains its minimum at x = 1/2. Therefore, if we had tinj (K2 , G) > 21 + γ, then
we would have

4 

3
1
1
3
2tinj (K2 , G)4 − tinj (K2 , G) + > 2
+γ −
+ γ + = 2γ 4 + 4γ 3 + 3γ 2 > γ 2 .
8
2
2
8
1
2

− γ, then we would have

4 

1
3
1
3
2tinj (K2 , G)4 − tinj (K2 , G) + > 2
−γ −
− γ + = 2γ 4 − 4γ 3 + 3γ 2 > γ 2 .
8
2
2
8

Similarly, if we had tinj (K2 , G) <

In any case, we see that |tinj (K2 , G) − 12 | > γ would stand in contradiction to (4). Hence,
1
tinj (K2 , G) = 12 ± γ. By applying Lemma 8 again we get tinj (C4 , G) ≤ 16
+ γ. By using the
1
intermediate inequality in (3) and tinj (K2 , G) ≥ 2 − γ, we get

4
 
1
1
1
tinj (C4 , G) ≥
−γ −O
≥
− γ,
2
n
16
where the last inequality can be easily verified, assuming that n is large enough, by expanding
the binomial expression. We have thus established (2).
A well-known result of Chung, Graham and Wilson [2] states that for every δ ∈ (0, 1)
there is γ = γ(δ) such that if a graph G satisfies
(2), then for every U, V ⊆ V (G) with

|U |, |V | ≥ δn, it holds that e(U, V ) = 12 ± δ |U ||V |. The lemma follows by combining this
result with the above.
J
For a family of graphs F and a graph G, we define
X
p(F, G) =
p(F, G) .
F ∈F

It is well-known (see e.g. [2]) that a pseudo-random graph has approximately the same
distribution of small subgraphs as a random graph with the same density. By combining
this with Lemma 9, we obtain the following corollary. Note that the expected value of
s
s!
p(F, G(n, 21 )) is 2−(2) aut(F
).
I Corollary 10. For every s ≥ 2 and δ ∈ (0, 1) there is n1 = n1 (s, δ) such that every
G ∈ Πh,w,b on n ≥ n1 vertices satisfies the following. For every family F of s-vertex graphs,
it holds that
X
s
s!
p(F, G) =
2−(2)
± δ.
aut(F )
F ∈F

1

Usually this inequality is stated in terms of the homomorphic density, as t(C4 , G) ≥ t(K2 , G)4 (see
e.g. [9]). The error-term O( n1 ) accounts for the difference between the homomorphic density and the
injective density.
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We are now ready to prove Theorem 6.
Proof of Theorem 6. We start by showing that Πh,w,b is non-empty. More specifically, we
prove that for every integer n ≥ 4, there exists an n-vertex graph satisfying Πh,w,b . Let
1
. Hence,
G ∼ G(n, 21 ). It is easy to see that E[tinj (K2 , G)] = 12 and E[tinj (C4 , G)] = 16
E[φ(G)] = 2E[tinj (C4 , G)] − E[tinj (K2 , G)] +

3
= 0.
8

It follows that there is an n-vertex graph with φ(G) ≤ 0, and hence G ∈ Πh,w,b by Lemma 8.
Now suppose by contradiction that Πh,w,b is testable. In particular, there exists a 0.1tester for Πh,w,b . This implies – by [7, Theorem 2] (see also [8]) – that there is a canonical
0.1-tester T for Πh,w,b . Denote by s the sample complexity of T . Then for every n > 0
there is a family F = F(n) of (rejection) graphs of order s satisfying the following for every
n-vertex graph G.
1. p(F, G) ≤ 13 if G ∈ Πh,w,b ;
2. p(F, G) ≥ 23 if G is 0.1-far from Πh,w,b .
Let n0 = max{9s2 , n1 (s, 91 )} and n = max{n0 ( n10 ), n1 (s, 19 )}, where n1 is from Corollary
10 and n0 is from Lemma 9. Let G0 be an arbitrary n0 -vertex graph which satisfies Πh,w,b ,
and let G be the nn0 -blow-up of G0 . Denote by V1 t · · · t Vn0 = V (G) the clusters of this
blow-up.
We claim that G is 0.1-far from Πh,w,b . Indeed, fix any G∗ ∈ Πh,w,b with n vertices. By
our choice of n via Lemma 9, and as |Vi | = nn0 , we must have eG∗ (Vi , Vj ) = ( 12 ± n10 )(n/n0 )2 .
But since eG (Vi , Vj ) ∈ {0, (n/n0 )2 }, we must change at least ( 12 − n10 )(n/n0 )2 ≥ 0.4(n/n0 )2
edges between Vi and Vj for every 1 ≤ i < j ≤ n0 , in order to turn G into G∗ . Therefore, the
0
edit distance between G and G∗ is at least n2 · 0.4(n/n0 )2 ≥ 0.1n2 , as required.

Now, let S ∈ V (G)
be chosen uniformly at random, and let B be
s
 the event that there
exists 1 ≤ i ≤ n0 for which |S ∩ Vi | > 1. Note that we have P(B) ≤ 2s /n0 < 19 , by the choice
of n0 . Observe that conditioned on B c , the probability that S is isomorphic to an s-vertex
s
P
s!
graph F is exactly p(F, G0 ). Hence, setting F = F(n) and ρ = F ∈F 2−(2) aut(F
) , we have
p(F, G) = P[G[S] ∈ F] = P(G[S] ∈ F | B c ) + P(B)
1
< P(G[S] ∈ F | B c ) +
9
1
= p(F, G0 ) +
9
X
s
1 1
s!
+ +
≤
2−(2)
aut(F ) 9 9

(5)

F ∈F

2
=ρ+ ,
9
where in the last inequality we used our choice of n0 via Corollary 10. On the other hand,
our choice of n via Corollary 10 implies that every n-vertex graph G∗ ∈ Πh,w,b satisfies
p(F, G∗ ) ≥

X
F ∈F

s

2−(2)

s!
1
1
− =ρ− .
aut(F ) 9
9

By combining this with (5), we get p(F, G∗ ) > p(F, G) − 13 . But this stands in contradiction
to p(F, G∗ ) ≤ 31 (as G∗ ∈ Πh,w,b ) and p(F, G) ≥ 32 (as G is 0.1-far from Πh,w,b ). This
completes the proof of the theorem.
J
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Abstract
Consider the following heuristic for building a decision tree for a function f : {0, 1}n → {±1}. Place
the most influential variable xi of f at the root, and recurse on the subfunctions fxi =0 and fxi =1
on the left and right subtrees respectively; terminate once the tree is an ε-approximation of f . We
analyze the quality of this heuristic, obtaining near-matching upper and lower bounds:
Upper bound: For every f with decision tree size s and every ε ∈ (0, 12 ), this heuristic builds a
decision tree of size at most sO(log(s/ε) log(1/ε)) .
√

Lower bound: For every ε ∈ (0, 12 ) and s ≤ 2Õ( n) , there is an f with decision tree size s such
that this heuristic builds a decision tree of size sΩ̃(log s) .
√
√
4
We also obtain upper and lower bounds for monotone functions: sO( log s/ε) and sΩ̃( log s) respectively. The lower bound disproves conjectures of Fiat and Pechyony (2004) and Lee (2009).
Our upper bounds yield new algorithms for properly learning decision trees under the uniform
distribution. We show that these algorithms – which are motivated by widely employed and
empirically successful top-down decision tree learning heuristics such as ID3, C4.5, and CART –
achieve provable guarantees that compare favorably with those of the current fastest algorithm
(Ehrenfeucht and Haussler, 1989), and even have certain qualitative advantages. Our lower bounds
shed new light on the limitations of these heuristics.
Finally, we revisit the classic work of Ehrenfeucht and Haussler. We extend it to give the
first uniform-distribution proper learning algorithm that achieves polynomial sample and memory
complexity, while matching its state-of-the-art quasipolynomial runtime.
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Introduction

Consider the problem of constructing a decision tree representation of a function f : {0, 1}n →
{±1}, where the goal is to build a decision tree for f that is as small as possible, ideally
of size close to the optimal decision tree size of f . Perhaps the simplest and most natural
approach is to proceed in a top-down, greedy fashion:
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1. Choose a “good” variable xi to query as the root of the decision tree;
2. Build the left and right subtrees by recursing on the subfunctions fxi =0 and fxi =1
respectively.
This reduces the task of building a decision tree to that of choosing the root variable –
i.e. determining the splitting criterion of this top-down heuristic. Intuitively, a good root
variable should be one that is very “relevant” and “important” in terms of determining the
value of f ; it is reasonable to expect that querying such a variable first would reduce the
number of subsequent queries necessary. Our focus in this paper will be on a specific splitting
criterion: influence.
I Definition 1 (Influence). The influence of the variable xi on a function f : {0, 1}n → {±1}
is defined to be
Inf i (f ) :=

Pr

x∼{0,1}n

[f (x) 6= f (x⊕i )],

where x is drawn uniformly at random, and x⊕i denotes x with its i-th coordinate flipped.
Influence is a fundamental and well-studied notion in the analysis of boolean functions [51].
It is the key quantity of interest in many landmark results (e.g. the KKL inequality [35],
Friedgut’s junta theorem [24], the Invariance Principle [50]) and open problems (e.g. the
Gotsman–Linial conjecture [29], the Aaronson–Ambainis conjecture [1], the Fourier EntropyInfluence conjecture [25]) of the field. Beyond the analysis of boolean functions, this notion
has been widely employed across both algorithms and complexity theory, where it has indeed
proven to be a useful quantitative measure of the relevance and importance of a variable.
Most relevant to the algorithmic applications in this paper, influence has been a key enabling
ingredient in a large number of results in learning theory [15, 9, 45, 63, 53, 54, 31, 19, 36, 37, 5].

1.1

Influence as a splitting criterion

We now give a formal description of the heuristic for constructing decision trees that we
study. We define a bare tree to be a decision tree with unlabeled leaves, and write T ◦ to
denote such trees. We refer to any decision tree T obtained from T ◦ by a labelling of its
leaves as a completion of T ◦ . Given a bare tree T ◦ and a function f , there is a canonical
completion of T ◦ that minimizes the approximation error with respect to f :
I Definition 2 (f -completion of a bare tree). Let T ◦ be a bare tree and f : {0, 1}n → {±1}.
Consider the following completion of T ◦ : for every leaf ` in T ◦ , label it sign(E[f` (x)]), where
f` is the restriction of f by the path leading to ` and x ∼ {0, 1}n is uniform random. This
completion minimizes the approximation error Pr[T (x) 6= f (x)], and we refer to it as the
f -completion of T ◦ .
In addition to the function f , our heuristic will also take in an error parameter ε, allowing
us to construct both exact (ε = 0) and approximate (ε ∈ (0, 12 )) decision tree representations
of f .
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BuildTopDownDT(f, ε):
Initialize T ◦ to be the empty tree.
while (f -completion of T ◦ is not an ε-approximation of f ) {
1. (Score) For every leaf ` in T ◦ , let xi(`) denote the most influential variable of the
subfunction f` :
Inf i(`) (f` ) ≥ Inf j (f` ) for all j ∈ [n].
Assign ` the score:
score(`) :=

Pr

x∼{0,1}n

[ x reaches ` ] · Inf i(`) (f` ) = 2−|`| · Inf i(`) (f` ),

where |`| denotes the depth of ` in T ◦ .
2. (Split) Let `? be the leaf with the highest score. Grow T ◦ by replacing `? with a
query to xi(`? ) .
}

Figure 1 Top-down heuristic for building an ε-approximate decision tree representation of f ,
with influence as the splitting criterion.

In words, BuildTopDownDT builds a bare tree T ◦ in a top-down fashion, starting
from the empty tree. In each iteration, we first check if the f -completion of T ◦ is an
ε-approximation of f , and if so, we output the completion. Otherwise, we split the leaf `?
with the highest score by querying the most influential variable of f`? , where the score of
a leaf ` is the influence of the most influential variable of f` normalized by the depth of `
within T ◦ .1

1.2

This work

By design, the decision tree returned by BuildTopDownDT(f, ε) is an ε-approximation
of f . We write TopDownDTSize(f, ε) to denote the size of this tree, and when ε = 0, we
simply write TopDownDTSize(f ). The question that motivates our work is:
What guarantees can we make on TopDownDTSize(f, ε) as a function of
the optimal decision tree size of f and ε?
That is, we would like to understand the quality of BuildTopDownDT as a heuristic
for constructing exact and approximate decision tree representations. In addition to being
a natural structural question concerning decision trees, this question also has implications
in learning theory. Indeed, BuildTopDownDT is motivated by top-down decision tree
learning heuristics such as ID3, C4.5, and CART that are widely employed and empirically
successful in machine learning practice. We discuss the learning-theoretic context and
applications of our structural results in Section 2.1, and the connection to practical machine
learning heuristics in Section 3.1.

1

There are two possibilities for ties in BuildTopDownDT: two variables may have the same influence
within a subfunction f` , and two leaves may have the same score. Our upper bounds hold regardless of
how ties are broken, and our lower bounds hold even if ties are broken in the most favorable way.
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To our knowledge, the question above has not been studied in such generality. The
most directly relevant prior work is that of Fiat and Pechyony [23], who considered the case
when f is either a linear threshold function or a read-once DNF formula, and the setting of
exact representation (ε = 0). For such functions, they proved that the heuristic builds an
exact decision tree representation of optimal size. We give an overview of other related work
in Section 3.2.

2

Our results

As our first contribution, we give near-matching upper and lower bounds that provide a
fairly complete answer to the question above. Our upper bound is as follows:
I Theorem 3 (Upper bound for approximate representation). For every ε ∈ (0, 12 ) and every
size-s decision tree f , we have TopDownDTSize(f, ε) ≤ sO(log(s/ε) log(1/ε)) .
We complement Theorem 3 with lower bounds showing that (a) for exact representation
(ε = 0), no non-trivial upper bound can be obtained; and (b) for approximate representation
(ε ∈ (0, 12 )), the dependence on s in Theorem 3 is essentially optimal:
I Theorem 4 (Lower bounds for exact and approximate representations).
(a) Exact representation: There is an f : {0, 1}n → {±1} with decision tree size s = Θ(n)
such that TopDownDTSize(f ) ≥ 2Ω(s) .
√
(b) Approximate representation: For every ε ∈ (0, 12 ) and function s(n) ≤ 2Õ( n) , there
is an f : {0, 1}n → {±1} with decision tree size s such that TopDownDTSize(f, ε) ≥
sΩ̃(log s) .
Prior to our work, it was not known whether an upper bound of TopDownDTSize(f, ε) ≤
poly(s, 1/ε) holds for all size-s decision trees f and ε ∈ (0, 12 ); Theorem 4(b) provides a
strong negative answer. Indeed, such an upper bound had been conjectured to hold for the
class of monotone functions [44]. We now discuss our results on monotone functions, which
disprove this conjecture, along with a stronger variant of it for exact representation [23].

Monotone functions
A monotone boolean function f : {0, 1}n → {±1} is one that satisfies f (x) ≤ f (y) for all
x  y (where x  y iff xi ≤ yi for all i ∈ [n]). An elementary and useful fact about monotone
functions is that the influence of a variable on a monotone function f is equivalent to its
correlation with f :
I Fact 5 (Influence ≡ correlation for monotone functions). For all monotone functions
f : {0, 1}n → {±1} and i ∈ [n], we have Inf i [f ] = 2 E[f (x)xi ] − E[f (x)].2
Therefore, for monotone functions, splitting on the most influential variable of a subfunction is equivalent to splitting on the variable that has the highest correlation with the
subfunction.3
2

3

The equivalence between influence and correlation for monotone functions is more transparent if one
works with {±1}n instead of {0, 1}n as the domain: for monotone functions f : {±1}n → {±1}, we
have Inf i [f ] = E[f (x)xi ].
We observe that for general non-monotone functions, correlation can in general be a very poor splitting
criterion, in the sense of building a decision tree that is much larger than the optimal decision tree.
Consider f : {0, 1}n → {±1} where f (x) = xj ⊕ xk , the parity of two variables. The optimal decision
tree size of f is 4, but since E[f (x)xi ] = 0 for all i ∈ [n], the top-down heuristic using correlation as its
splitting criterion may build a tree of size Ω(2n ) before achieving any non-trivial accuracy ε < 12 . (On
the other hand, the top-down heuristic using influence as its splitting criterion would build the optimal
tree of size 4.) We revisit this observation in Section 3.1.
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Our proof of Theorem 3 extends in a straightforward manner to give a different upper
bound under the assumption of monotonicity, where the dependence on s is significantly
better. We refer to a size-s decision tree computing a monotone function as a size-s monotone
decision tree.
I Theorem 6 (Upper bound for approximate representation of monotone functions.). For every
ε ∈ (0, 12 ) and every size-s monotone decision tree f , we have TopDownDTSize(f, ε) ≤
√
sO( log s/ε) .
In analogy with Theorem 4, we also obtain lower bounds for exact and approximate
representations of monotone functions:
I Theorem 7 (Lower bounds for exact and approximate representations of monotone functions).
(a) Exact representation: There is a monotone f : {0, 1}n → {±1} with decision tree size
s = Θ(n) such that TopDownDTSize(f ) ≥ 2Ω(s) .
4/5

(b) Approximate representation: For every ε ∈ (0, 21 ) and function s(n) ≤ 2Õ(n ) , there
n
is an
√ f : {0, 1} → {±1} with decision tree size s such that TopDownDTSize(f, ε) ≥
Ω̃( 4 log s)
s
.
Although we have stated Theorem 7 in terms of the specific heuristic BuildTopDownDT
that we study, the actual lower bounds that we establish are significantly stronger: they
apply to all “impurity-based top-down heuristics”. This is a broad class that captures a wide
variety of decision tree learning heuristics used in machine learning practice, including ID3,
C4.5, and CART; see Section 3.1 for details.
I Theorem 8 (Stengthening of Theorem 7(b)). For every ε ∈ (0, 12 ) and function s(n) ≤
4/5
2Õ(n ) , there is a size-s monotone decision tree f such
√ that the ε-approximator built by any
Ω̃( 4 log s)
impurity-based top-down heuristic must have size s
.

Disproving conjectures of Fiat–Pechyony and Lee
Motivated by applications in learning theory (discussed next in Section 2.1), Fiat and
Pechyony [23] and Lee [44] also considered the quality of BuildTopDownDT as a heuristic
for building decision trees for monotone functions.
[23] conjectured that for all monotone functions f , even in the case of exact representation
(ε = 0), BuildTopDownDT returns a tree of minimal depth and size “not far from minimal”.
Theorem 7(a) provides a counterexample to the conjectured bound on size, and the function
in Theorem 7(b) disproves the conjecture about depth; see Remark 40.4
Stated in the notation of our paper, [44] raised the possibility that TopDownDTSize(f, ε)
≤ poly(s, 1/ε) for all size-s monotone decision trees f and ε ∈ (0, 12 ). The author further
remarked that “showing TopDownDTSize(f, ε) ≤ poly(s), even only for constant accuracy
ε,5 would be a huge advance”. Theorem 7(b) rules this out.

4

5

For clarity of exposition, throughout this overview we discuss our results with decision tree size as the
complexity measure. There are analogues of all of our results, both upper and lower bounds, for decision
tree depth as the complexity measure.
That is, a bound of the form TopDownDTSize(f, ε) ≤ sOε (1) .
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2.1

Algorithmic applications: Properly learning decision trees

Learning decision trees has been a touchstone problem in uniform-distribution PAC learning
for more than thirty years. It sits right at the boundary of our understanding of efficient
learnability, and continues to be the subject of intensive research. The seminal work of
Ehrenfeucht and Haussler [21] gave a poly(nlog s , 1/ε)-time algorithm for learning decision
trees using random examples (see also [8] for an alternative proof based on Rivest’s algorithm
for learning decision lists [59]);6 subsequently, Linial, Mansour, and Nisan [45] gave an
algorithm that also runs in quasipolynomial time, but achieves polynomial sample complexity;
Kusilevitz and Mansour [43], leveraging a novel connection to cryptography [29], gave a
polynomial-time algorithm using membership queries; Gopalan, Kalai, and Klivans [30]
obtained an agnostic analogue of [43]’s algorithm, extending it to tolerate adversarial noise;
O’Donnell and Servedio [53] gave a polynomial-time algorithm for learning monotone decision
trees from random examples; recent work of Hazan, Klivans, and Yuan [33] gives an algorithm
agnostically learning decision trees with polynomial sample complexity; even more recent
work of Chen and Moitra [17] gives an algorithm for learning stochastic decision trees.

Properly learning decision trees
When learning decision trees, it is natural to seek a hypothesis that is itself a decision
tree. Indeed, it may be natural to seek a decision tree hypothesis even when learning other
concept classes. The simple structure of decision trees makes them desirable both in terms
of interpretability and explanatory power, which is why they are ubiquitous in empirical
machine learning. A further advantage of decision tree hypotheses is that they are very fast
to evaluate: evaluating a depth-d decision tree on a given input takes time O(d),7 whereas
evaluating say a degree-d polynomial – another canonical and ubiquitous representation class
in learning theory – can take time Θ(nd ), the number of monomials in the polynomial.
In learning theory, algorithms that return a hypothesis belonging to the concept class
are known as proper. Understanding the complexity of proper learning (vis-à-vis improper
learning) is an important research direction in learning theory [22]; proper learning also has
deep connections to proof complexity [2] and property testing [28].

2.1.1

New proper learning algorithms

Among the decision tree learning algorithms discussed at the beginning of this subsection,
the only one that is proper is the one of Ehrenfeucht and Haussler [21]. Our upper bounds
on TopDownDTSize yield new algorithms for properly learning decision trees under the
uniform distribution:
I Theorem 9 (Algorithmic consequence of Theorem 3). Size-s decision trees can be properly
learned under the uniform distribution in time poly(n, slog(s/ε) log(1/ε) ) using membership
queries.8
6

7
8

In fact, the algorithm of [21] learns decision trees in the more challenging setting of distributionfree PAC learning. All other results in this discussed in this section, including ours, are specific to
uniform-distribution learning, and we focus our exposition on this setting.
Every size-s decision tree is well-approximated by a decision tree of depth O(log s).
We remark that our algorithm only requires fairly “mild” use of membership queries. Our algorithm only
requires random edge samples (Definition 43), and hence falls within both the random walk model of
Bshouty et al. [16] and the local membership queries model of Awasthi et al. [3]. These (incomparable)
models are natural relaxations of the standard model of learning from random examples, and do not
allow the learning algorithm unrestricted membership query access to the target function.
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Analogously, Theorem 6 yields a new algorithm for learning monotone decision trees
using only random examples. The learnability of monotone functions with respect to
various complexity measures has been the subject of intensive study in uniform-distribution
learning [32, 41, 39, 14, 15, 9, 66, 60, 63, 53, 62, 18, 44, 34, 54].
I Theorem 10 (Algorithmic consequence of Theorems 3 and 6). Size-s monotone decision
trees can be properly learned under the uniform distribution in time
poly(n, min(sO(log(s/ε) log(1/ε)) , sO(

√

log s/ε)

))

using only random examples.
We now compare our results with the prior state of the art for properly learning decision
trees.
Polynomial-time algorithms for superlogarithmic size. Theorems 9 and 10 give
the first polynomial-time algorithms for properly learning decision trees of size ω(log n)
to constant accuracy. To see this, we first note that [21]’s runtime of poly(nlog s , 1/ε) is
superpolynomial time for any s = ω(1). Alternatively, functions depending on k  n
variables (“k-juntas”) can be properly learned in time poly(n, 2k ), using random examples
for monotone juntas, and membership queries otherwise [10, 49]. Since every size-s
decision tree certainly depends on at most k ≤ s variables, this runtime is polynomial for
decision trees of size s = O(log n), but becomes superpolynomial once s = ω(log n). In
contrast,
in Theorems 9 and 10 remain polynomial for
√ the runtimes of our algorithms
Ω( log n)
Ω((log n)2/3 )
and s = 2
respectively.
s=2
Dimension-independent hypothesis size. Related to the above, the sizes of the
hypotheses
returned by the algorithms of Theorems 9 and 10 are sO(log(s/ε) log(1/ε)) and
√
sO( log s/ε) respectively, independent of n, whereas the size of the hypotheses returned
by [21]’s algorithm can be as large as nΩ(log s) . This is gap can be exponential or even
larger for small values of s.
Average depth as the complexity measure. Our algorithms and analyses extend
easily to accommodate average depth as the complexity measure. The average depth
of a decision tree, 4(T ), is the number of queries T makes on a uniform random input.
Average depth is a stronger complexity measure than size since 4(T ) ≤ log(size(T )).9
I Theorem 11 (Learning trees with small average depth). Decision trees of average depth
2
4 can be properly learned under the uniform distribution in time poly(n, 24 /ε ) using
membership queries, and monotone decision trees of average depth 4 can be properly
3/2
learned in time poly(n, 24 /ε ) using random examples.
To our knowledge, these represent the first polynomial-time algorithms for properly
learning decision trees of superconstant average depth, 4 = ω(1). Prior to our work, the
fastest algorithm ran in time poly(n4/ε ); this algorithm, which uses random examples,
follows implicitly from the results of Mehta and Raghavan [46].

9

Furthermore, it is easy to construct examples of decision trees T with the largest possible gap between
these measures: 4(T ) = O(1) and log(size(T )) = Ω(n).
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2.2

Proper learning with polynomial sample and memory complexity

For our final contribution, we revisit the classic algorithm of Ehrenfeucht and Haussler [21].
As discussed above, this remains the fastest algorithm for properly learning decision trees.
We extend it to give the first uniform-distribution proper algorithm that achieves polynomial
sample and memory complexity, while matching its state-of-the-art quasipolynomial runtime
(Theorem 54).
Table 1 Algorithms for learning size-s decision trees from random examples under the uniform
distribution.

Reference

Running time

Sample complexity

Memory complexity

Proper?

[21]

poly(nlog s , 1/ε)

poly(nlog s , 1/ε)

poly(nlog s , 1/ε)

X

[45]

poly(nlog(s/ε) )

poly(s, 1/ε) · log n

poly(n, s, 1/ε)

×

[46]

poly(nlog(s/ε) )

poly(s, 1/ε) · log n

poly(nlog(s/ε) )

X

This work

poly(nlog s , 1/ε)

poly(s, 1/ε) · log n

poly(n, s, 1/ε)

X

Ehrenfeucht and Haussler had posed (as the first open problem of their paper) the question
of achieving polynomial sample complexity. Such algorithms were subsequently obtained
by Linial, Mansour, and Nisan [45] and Mehta and Raghavan [46]. Interestingly, these two
algorithms are very different from each other and from [21]: the algorithm of [45], being
Fourier-based, is non-proper, whereas the algorithm of [46], which uses dynamic programming,
has a large memory footprint. Furthermore, both algorithms have a quasipolynomial
dependence on 1/ε in their runtimes, rather than [21]’s polynomial dependence.
This state of affairs raises the question of whether there is a single algorithm that achieves
“the best of [21], [45], and [46]” in each of the four metrics discussed above; see Table 1. We
give such an algorithm in this work (Theorem 54). Our algorithm is a surprisingly simple
modification of [21]’s algorithm, but our analysis is more involved. At a high level, the idea is
to terminate [21]’s algorithm early to achieve our improved sample and memory complexity.
However, incorporating this plan with the inherently bottom-up nature of [21]’s algorithm
necessitates a delicate error analysis. (In particular, [21]’s algorithm is an Occam algorithm,
whereas ours is not.)1011
We remark that there is an ongoing flurry of research activity on the memory complexity
of learning basic concept classes under the uniform distribution, with a specific focus on
tradeoffs between memory and sample complexity [64, 65, 57, 42, 47, 58, 48, 4, 26, 27].

10

Although our algorithm, like the others in Table 1, only uses random examples, to our knowledge there
are no known membership query algorithms that achieves our guarantees.
11
We note that it is possible to combine the ideas in [21] and [46] to give an algorithm that runs in
poly(nlog(s/ε) ) time and has sample and memory complexity poly(s, 1/ε) · log n and poly(n, s, 1/ε)
respectively. We do not provide the details in this paper since our main result (Theorem 54) achieves
strictly better guarantees.
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Discussion and related work

3.1

Relationship to practical machine learning heuristics

Our work is motivated in part by the tremendous popularity and empirical success of
top-down decision tree learning heuristics in machine learning practice, such as ID3 [55],
its successor C4.5 [56], and CART [11]. The data mining textbook [67] describes C4.5 as
“a landmark decision tree program that is probably the machine learning workhorse most
widely used in practice to date”. In a similar vein, quoting Kearns and Mansour [40], “In
experimental and applied machine learning work, it is hard to exaggerate the influence of
top-down heuristics for building a decision tree from labeled sample data [...] Dozens of
papers describing experiments and applications involving top-down decision tree learning
algorithms appear in the machine learning literature each year”.
We give a high-level description of how these heuristics work, using the framework of
uniform-distribution learning. As we will soon see, they serve as motivation for the heuristic
that we study, BuildTopDownDT (Figure 1). These heuristics grow a bare tree T ◦ for a
function f : {0, 1}n → {0, 1} as follows. Consider the progress measure
X
H(T ◦ ) :=
Pr n [ x reaches ` ] · G (E[f` ]),
`∈leaves(T ◦ )

x∼{0,1}

where G : [0, 1] → [0, 1] is known as the impurity function, and encapsulates the splitting
criterion of the heuristic. This carefully chosen function is restricted to be concave, symmetric
around 12 , and to satisfy G (0) = G (1) = 0 and G ( 12 ) = 1. For example, G is the binary entropy
function in ID3 and C4.5; CART
uses G (p) = 4p(1 − p), known as the Gini criterion; [40]
p
◦
studies the variant G (p) = 2 p(1 − p).12 Writing T`,i
to denote T ◦ with its leaf ` replaced
with a query to the variable xi , these heuristics, in a single iteration, grow T ◦ to T`◦? ,i? , where
(`? , i? ) is the leaf-variable pair that maximizes H(T ◦ ) − H(T`◦? ,i? ).

(1)

We refer to any such top-down heuristic as an impurity-based heuristic, and the progress
measure H(T ◦ ) − H(T`◦? ,i? ) as the purity gain.

Inherent limitations of impurity-based heuristics
It is easy to see (and has been well known [38]) that impurity-based heuristics can, in general,
fare very badly, in the sense of building a decision tree that is much larger than the optimal
decision tree. For example, consider f (x) = xj ⊕ xk for j, k ∈ [n], the parity of two variables.
For such a target function, regardless of the choice of the impurity function G , splitting
on any of the n variables results in zero purity gain. This is because E[f ] = E[fxi =b ] for
all i ∈ [n] and b ∈ {0, 1}. Therefore, any impurity-based heuristic may build a tree of size
Ω(2n ) before achieving any non-trivial error ε < 21 , whereas the size of the optimal tree of f
is only 4.
One could exclude such “parity-like” examples by considering only monotone functions.
Monotonicity is a ubiquitous condition in machine learning since many data sets are naturally
monotone in their attributes. In the case of monotone functions, it can be shown that for

12

The work of Dietterich, Kearns, and Mansour [20] gives a detailed experimental comparison of various
impurity functions.
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any impurity function G , the variable split that results in the most progress in the sense of
(1), i.e. the variable xi that maximizes the purity gain
G (E[f ]) − 21 (G (E[fxi =0 ]) + G (E[fxi =1 ])),
is precisely the most influential variable of f (we prove this in Section 7; see Proposition 41).
In other words, in the case of monotone functions, BuildTopDownDT closely models
impurity-based heuristics. The works of Fiat and Pechyony [23] and Lee [44] (recall our
discussion following Theorem 8) were explicitly motivated by this observation, as are our
results on monotone functions (Theorems 6 to 8 and 10).
As we will show, our monotone lower bounds for BuildTopDownDT actually apply to
all impurity-based heuristics (Theorem 8), regardless of the choice of the impurity function
G (hence including ID3, C4.5, and CART).13 Since one could argue that real-world data
sets are unlikely to be “parity-like”, we view our monotone lower bounds as providing more
robust (albeit still only theoretical) evidence of the limitations and potential shortcomings of
the impurity-based top-down heuristics used in practice.

Top-down versus bottom-up: from practice to theory?
We find it especially intriguing that the algorithm of Ehrenfeucht and Haussler [21] – which
as discussed, remains the fastest algorithm for properly learning decision trees with provable
runtime guarantees – builds its hypothesis tree bottom up, in exactly the opposite order
from the top-down heuristics used in practice. It is natural to ask if top-down heuristics can
serve as inspiration for the design and analyses of fundamentally different algorithms for
properly learning decision trees.
Our algorithmic upper bounds for BuildTopDownDT (Theorems 9 and 10) provide
affirmative answers, and as discussed above, these new algorithms even have certain qualitative
advantages over [21]. Our lower bounds (Theorems 4 and 7), on the other hand, establish their
inherent limitations. They imply that BuildTopDownDT is provably not a polynomial-time
algorithm for properly learning decision trees using membership queries, or a polynomial-time
algorithm for properly learning monotone decision trees using random examples. Either of
these results would constitute a major advance in learning theory, and BuildTopDownDT
– and other impurity-based variants of it – had been a natural candidate for obtaining
them. Indeed, the results of [44] were explicitly motivated by the goal of showing that
BuildTopDownDT is a polynomial-time algorithm for properly learning monotone decision
trees. This is now ruled out by Theorems 7 and 8.14

3.2

Related work

Fiat and Pechyony [23] considered linear threshold functions and read-once DNF formulas, and showed that BuildTopDownDT, when run on such functions, returns a decision tree of optimal size computing them exactly. (Stated in the notation of Theorem 3,
TopDownDTSize(f ) = s for such functions.)

13

Different impurity functions G lead to different orderings of leaves to split, and hence result in different
trees.
14
Blum et al. [7] gave an information-theoretic lower bound showing that no “statistical query” algorithm
can learn decision trees in polynomial time. However, this lower bound does not apply when membership
queries are allowed or when the function is assumed to be monotone.
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Kearns and Mansour [40] (see also [38, 20]) showed that impurity-based heuristics are
boosting algorithms, where one views the functions labeling internal nodes of the tree (single
variables in our case) as weak learners. At a high level, the proofs of our upper bounds
(Theorems 3 and 6) are similar in spirit to their analysis, in the sense that they are all
incremental in nature, showing that each split contributes to the accuracy of the decision
tree hypothesis. However, our results and analyses are incomparable – for example, [40] does
not relate the size of the resulting hypothesis to the size of the optimal decision tree; [40]’s
analysis assumes the existence of weak learners for all filtered-and-rebalanced versions of the
target distribution, whereas we carry out the entirety of our analyses with respect to the
uniform distribution.15
Recent work of Brutzkus, Daniely, and Malach [13] studies a variant of ID3 proposed
by [40], focusing on learning conjunctions and read-once DNF formulas under product
distributions. They provide theoretical and empirical evidence showing that for such functions,
the size-t tree grown by [40]’s variant of ID3 achieves optimal or near-optimal error among
all trees of size t. Concurrent work by the same authors [12] shows that ID3 efficiently learns
(log n)-juntas in the setting of smoothed analysis.

4

Preliminaries

Throughout this paper, we use bold font (e.g. x and S) to denote random variables; all
probabilities and expectations are with respect to the uniform distribution unless otherwise
stated.
For any decision tree T , we say the size of T is the number of leaves in T , and the depth
of T is length of the longest path between the root and a leaf. If a tree has size 1, then it
contains a single leaf, computes either the constant +1 or constant −1 function, and has
depth 0. For a function f : {0, 1}n → {±1}, the optimal decision tree size of f is the smallest
s for which there exists a decision tree of size s that exactly computes f , and we write size(f )
to denote this quantity. If T is a decision tree that computes f , then we will often use T
interchangeably with f .
Choose any f, g : {0, 1}n → {±1}. Then, the error is defined as
error(f, g) =

Pr

x∼{0,1}n

[f (x) 6= g(x)].

We say that f is an ε-approximation of g if error(f, g) ≤ ε. If T ◦ is a bare tree, then
error(T ◦ , f ) is shorthand for error(T, f ) where T is the f -completion of T ◦ . We also use the
following shorthand.
error(f, ±1) = min(error(f, −1), error(f, 1)).
The variance of f : {0, 1}n → {±1}, denoted Var(f ), is
Var(f ) = 4 · Pr[f (x) = −1] · Pr[f (x) = 1].
The total influence of f , denoted Inf(f ), is
Inf(f ) =

n
X

Infi (f ).

i=1

15

Indeed, [40]’s results concern impurity-based heuristics, and as discussed above, statements like Theorem 3
that apply to all functions cannot hold for such heuristics because of parity-like functions.
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It is easy to see that for any decision tree T : {0, 1}n → {±1},
error(T, ±1) ≤ Inf(T )
and
Var(T )
≤ error(T, ±1) ≤ Var(T )
2
always hold.

5

Upper bounds on TopDownDTsize: Proofs of Theorems 3 and 6

Recall that BuildTopDownDT(f, ε) continually grows a bare tree, T ◦ , until the f completion of T ◦ is an ε-approximation of f . At a high level, the proofs of our upper
bounds on TopDownDTSize proceed as follows.
Section 5.1 We define a progress metric, the “cost” of T ◦ , which upper bounds the error
of the f -completion of T ◦ with respect to f . Hence, when the “cost” drops below ε,
BuildTopDownDT can terminate. We show that whenever BuildTopDownDT grows
T ◦ , the “cost” of T ◦ decreases by exactly the score of the leaf selected.
Section 5.2 We lower bound the score of the leaf that BuildTopDownDT selects.
Section 5.3 We put the above together to prove upper bounds on TopDownDTSize. At
each step, the “cost” of T ◦ must decrease by at least the lower bounds in Section 5.2,
which allows us to upper bound the number of steps until the “cost” falls below ε. This
is sufficient since the size of the tree that BuildTopDownDT produces is exactly one
more than the number of steps it takes.

5.1

Definition and properties of “Cost”

I Definition 12 (Cost of a bare tree). Let f : {0, 1}n → {±1} be a function and T ◦ be a bare
tree. Then the cost of T ◦ relative to f is defined as
costf (T ◦ ) =

X

2−|`| · Inf(f` ).

leaf `∈T ◦

This cost function is useful to track because it naturally decreases during BuildTopDownDT and upper bounds the error of the completion.
I Lemma 13 (Properties of cost of a bare tree). For any f : {0, 1}n → {±1} and bare tree
T ◦ , the following hold:
1. error(T ◦ , f ) ≤ costf (T ◦ ).
2. Choose any leaf ` of T ◦ and variable xi . Let (T ◦ )0 be the bare tree that results from
replacing ` in T ◦ with a query to xi . Then,
costf ((T ◦ )0 ) = costf (T ◦ ) − 2−|`| · Inf i (f` ).
At each step, BuildTopDownDT splits the leaf with the largest score, resulting in the cost
decreasing by exactly the score selected. Once the cost decreases to below ε, we know the
completion of T ◦ is an ε-approximation of f , meaning BuildTopDownDT can terminate.
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Proof. The proof of (1) is a simple application of the fact that error(g, ±1) ≤ Inf(g) for any
boolean function g:
error(T ◦ , f ) =
=

Pr
X

x∼{0,1}n

Pr

leaf `∈T ◦

≤

X
leaf

[(Completion of T ◦ )(x) 6= f (x)]
x∼{0,1}n

[x reaches `] · error(f` , , ±1)

2−|`| · Infi (f` ) = costf (T ◦ ).

`∈T ◦

The proof of (2) follows from the fact that if T is a tree with xi at the root, T0 as its
0-subtree, and T1 as its 1-subtree, then Inf(T ) − Infi (T ) = 12 (Inf(T0 ) + Inf(T1 )). This fact is
true because
X
Inf(T ) − Infi (T ) =
Infj (T )
j6=i

X1

1
Infj (T0 ) + Infj (T1 )
2
2
j6=i


n
n
X
X
1
Inf j (T1 )
Infj (T0 ) +
= 
2 j=1
j=1
=

=

5.2

1
(Inf(T0 ) + Inf(T1 )).
2

J

Lower bounds on the score of the leaf BuildTopDownDT selects

We give two different lower bounds. These lower bounds are incomparable, so when proving
Theorems 3 and 6, we use whichever is better. Both of these lower bounds rely on a powerful
inequality from the analysis of boolean functions due to O’Donnell, Saks, Schramm, and
Servedio [52], which we restate in the form most convenient for us.
I Theorem 14 (Corollary of Theorem 1.1 from [52]). Let f be a size-s decision tree. Then,
 Var(f )
max Inf i (f ) ≥
.
i
log s
We prove our first lower bound on the score of the leaf selected.
I Lemma 15. Let f be a size s decision tree. At step j, BuildTopDownDT(f, ε) selects
a leaf, `∗ with score at least
score(`∗ ) ≥

ε
.
(j + 1) log(s)

Proof. If BuildTopDownDT has not terminated at step j, then, the completion of T ◦ is
not an ε-approximation of f . Equivalently,
X
2−|`| · error(f` , ±1) > ε
leaf `∈T ◦

At step j, there are exactly j + 1 leaves in T ◦ , so there must be at least one leaf, `, where
2−|`| · error(f` , ±1) >

ε
.
j+1
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Since Var(f` ) ≥ error(f` , ±1), we also know
2−|`| · Var(f` ) >

ε
.
j+1

By Theorem 14, we know, for some variable xi , Inf i (f` ) ≥ Var(f` )/ log(size(f` )). The optimal
size of any restriction of f is certainly at most the optimal size of f itself, so
2−|`| · Inf i (f` ) >

ε
.
(j + 1) log(s)

Since BuildTopDownDT picks a leaf with maximum score, and ` has a score at least
ε/(j + 1) log(s), it must pick a leaf with at least that score.
J
A standard fact from the analysis of boolean functions gives a log s upper bound on
the total influence of a size-s decision tree (see e.g. [53]). In order to prove a second lower
bound on the score of the leaf that BuildTopDownDT selects, we will need a refinement
of this bound that takes into account the variance of the function. The following lemma is a
slight variant of a related (though incomparable) result in [6], which upper bounds the total
influence of an s-term DNF formula by 2µ log(s/µ), where µ := Pr[f (x) = 1].
I Lemma 16 (Total influence of size-s DTs). Let f : {0, 1}n → {±1} be computed by a size-s
decision tree T . Then
Inf(f ) ≤ Var(f ) log(4s/ Var(f )).
Proof. We may assume without loss of generality that µ := Pr[f (x) = 1] ≤ 12 , since
Inf(f ) = Inf(¬f ) and if f is a size-s decision tree then so is its negation ¬f . Since
Inf(f ) =

E

x∼{0,1}n

[sensf (x)]



= 2 · E sensf (x)1[f (x) = 1]
X
≤2
2−|`| · |`|

(where sensf (x) := |{i ∈ [n] : f (x) 6= f (x⊕i )}|)

(sensf (x) ≤ |`| for every x that reaches `)

1-leaves ` ∈ T

≤ 2µ log(s/µ)

(Concavity of t 7→ t log(1/t), and size(T ) ≤ s)

≤ Var(f ) log(4s/ Var(f )), (Var(f ) = 4µ(1 − µ), and our assumption that µ ≤ 21 )
the lemma follows.

J

We now provide a second lower bound on the score of the leaf BuildTopDownDT
selects. The lower bound provided below in Lemma 17 is better than the bound provided
by Lemma 15 when costf (T ◦ ) is large.
I Lemma 17. Let f be a size s decision tree. Suppose that BuildTopDownDT(f, ε) has
already constructed the bare tree T ◦ at step j and that costf (T ◦ ) ≥ ε log(4s/ε). Then, the
next leaf, `∗ , that BuildTopDownDT picks has score at least
score(`∗ ) ≥

costf (T ◦ )
.
(j + 1) log(4s/ε) log(s)

Proof. We will show that when costf (T ◦ ) is large, there is some leaf with high total influence,
which means it must have high variance, and finally a variable with high influence.
We define:
 
4s
hs : [0, 1] → R where hs (t) = t log
and hs (0) = 0.
t
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Figure 2 Graphs of the function h1 (t) = t · log( 4t ) on the left, and of its inverse, h−1
1 (t) on the
right. Since the inverse is convex, we can use a linear lower bound as the dotted line in the right
plot shows.

Then, for any tree T of size at most s, we have that
Inf(T ) ≤ hs (Var(T )).
As long as s ≥ 1, hs is an increasing concave function. This means it has a convex inverse,
h−1
s , and that for any tree T of size at most s, the following lower bounds the variance.
Var(T ) ≥ h−1
s (Inf(T )).

(2)

Since h−1
is convex and h−1
s
s (0) = 0, we can lower bound it as follows. Choose arbitrary
h−1
s (a)
a ∈ R. Then, for t ≥ a we have that h−1
. Choosing a = ε log(4s/ε), we have
s (t) ≥ t ·
a
that,
 
4s
t
−1
for all t ≥ ε log
.
hs (t) ≥
log(4s/ε)
ε
Consider the bare tree, T ◦ , at step j. By definition, it has cost
X
2−|`| · Inf(f` ) = costf (T ◦ ).
leaf `∈T ◦

We next apply Jensen’s inequality.
X
−1
◦
2−|`| · h−1
s (Inf(f` )) ≥ hs (costf (T )).
leaf `∈T ◦

Since, at step j, there are j + 1 leaves in T ◦ , for at least one of the leaves, `,
2−|`| · h−1
s (Inf(f` )) ≥

◦
h−1
costf (T ◦ )
s (costf (T ))
≥
.
j+1
(j + 1) log( 4s
ε )

By Equation (2), we can lower bound the variance of f` :
∗

2−|` | · Var(f` ) ≥ 2−|`| · h−1
s (Inf(f` )) ≥

costf (T ◦ )
.
(j + 1) log( 4s
ε )
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Then, using Theorem 14 and the fact that if f is exactly computed by a size s tree, then f`
is exactly computed by a tree of size at most s.

2−|`| · max Inf i [f` ] ≥
i

costf (T ◦ )
.
(j + 1) log( 4s
ε ) log(s)

Recall that BuildTopDownDT
picks the leaf with largest score, so it will pick a leaf with
costf (T ◦ )
score at least (j+1) log(4s/ε)
.
J
log(s)

5.3

Proofs of Theorems 3 and 6

Armed with the above Lemmas, we are now ready to prove our upper bounds on the size of
the tree that BuildTopDownDT produces.
I Theorem 3 (Upper bound for approximate representation). For every ε ∈ (0, 12 ) and every
size-s decision tree f , we have TopDownDTSize(f, ε) ≤ sO(log(s/ε) log(1/ε)) .
Proof. We use Cj to refer to costf (T ◦ ) after j steps of BuildTopDownDT. The size of the
tree returned is one more than the number of steps BuildTopDownDT takes. Furthermore,
if Cj ≤ ε, then T ◦ has error at most ε at step j, so BuildTopDownDT will return a tree
of size at most j + 1.
Our analysis proceeds in two phases:
Phase 1: We will show that the larger Cj is, the faster it must decrease at each step.
This multiplicative reduction of Cj will allow us to conclude that after at most k =
slog(4s/ε) log(1/ε) steps, that Ck ≤ ε log( 4s
ε ).
Phase 2: We will argue that Cj makes additive progress towards 0 once it is less than
2 log(4s/ε) log(1/ε)
steps, that Cm ≤ ε.
ε log( 4s
ε ), showing that after m = s
Once Cm ≤ ε, the algorithm must terminate.
Phase 1: Based on Lemma 17, we know that during
phase 1, BuildTopDownDT will
costf (T ◦ )
select a leaf with influence at least (j+1) log(4s/ε)
log s at each step j. From Lemma 13, we
know that:
Cj
Cj ≤ Cj−1 −
j log(4s/ε) log s


1
= Cj−1 · 1 −
.
j log(4s/ε) log s
We can use this to bound Ck , the cost after some (k) number of steps, in terms of C0 .
k 
Y
Ck ≤ C0
1−
j=1

1
j log(4s/ε) log s

k
X





1
log 1 −
j log(4s/ε) log s
j=1

= C0 exp

Using the fact that log(1 + t) < t,


k
X

1
Ck ≤ C0 exp −
j log(4s/ε) log s
j=1


log k
≤ C0 exp −
.
log(4s/ε) log s



!
.
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We know that C0 ≤ log s because a size-s decision tree has total influence at most log s
(see e.g. [53]). Choosing

k = exp log(4s/ε) log(s) log(1/ε) = slog(4s/ε) log(1/ε)
it must be true that Ck ≤ ε log(4s/ε).
Phase 2: This phase combines Lemmas 13 and 15, which together imply that
Cj+1 ≤ Cj −

ε
.
(j + 1) log s

This means that, for m > k,
Ck − Cm ≥

m
X
j=k+1

ε
ε
≥
(log m − log k).
(j + 1) log s
log s

We are guaranteed to terminate at the first j such that Cj ≤ ε, or earlier. Choosing
log m =

log s
Ck + log k
ε

ensures that Cm ≤ 0, which means BuildTopDownDT must terminate before step m.
Plugging in Ck ≤ ε log(4s/ε) and k = slog(4s/ε) log(1/ε) gives that
m ≤ s2 log(4s/ε) log(1/ε) .
Since BuildTopDownDT terminates after at most m steps, it returns a tree of size at
most m + 1.
J
The proof of Theorem 6 is mostly the same as Phase 2 from the proof of Theorem 3,
except we have a better guarantee on the starting cost. We will use the following upper
bound on the total influence of monotone decision trees, due to O’Donnell and Servedio [53]:
√
I Theorem 18 ([53]). Let f be a size-s monotone decision tree. Then Inf(f ) ≤ log s.
I Theorem 6 (Upper bound for approximate representation of monotone functions.). For every
ε ∈ (0, 12 ) and every size-s monotone decision tree f , we have TopDownDTSize(f, ε) ≤
√
sO( log s/ε) .
Proof. We use Cj to refer to costf (T ◦ ) after j steps of BuildTopDownDT. By combining
Lemma 15 and Lemma 13, we know that
Cj+1 ≤ Cj −

ε
.
(j + 1) log s

At any step k,
C0 − Ck ≥

k−1
X
j=0

ε
ε · log k
≥
.
(j + 1) log s
log s

Since f is a monotone decision tree of size s, it has total influence at most
√
This means that C0 ≤ log s. We choose
√
k = exp(log(s)1.5 /ε) = s log s/ε

√

log s (Theorem 18).

at which point, Ck ≤ 0 ≤ ε, so BuildTopDownDTreturns a tree of size k + 1.

J
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Figure 3 Diagrams exhibiting a function with exponential difference between the optimal decision
tree size and TopDownDTSize. The left diagram shows how to compute fh with a decision tree of
size O(h). The right diagram shows Th , the tree BuildTopDownDT builds, which has size 2Ω(h) .

6

Lower bounds on TopDownDTsize for general functions: Proof of
Theorem 4

6.1

Size separation for exact representation: Proof of Theorem 4(a)

We begin with a simple family of functions {fh }h∈N whose BuildTopDownDT tree has
exponential size compared to the optimal tree. Each fh is a function over 3h + 1 boolean
(1)
(1)
(h)
(h)
variables x1 , x2 , . . . , x1 , x2 , y (1) , . . . , y (h) , z, and is defined inductively as follows:
f0 (z) = z,
and for h ≥ 1,
fh (x, y, z) =

(
y (h)

(h)

(h)

if x1 ∨ x2

fh−1 (x, y, z) otherwise.

The structure of BuildTopDownDT(fh )
(h)

(h)

We see that y (h) has influence 34 , both x1 and x2 have influence 14 , and each variable in
fh−1 has influence < 14 . BuildTopDownDT(fh ) therefore queries yk at the root. In the
(h)
(h)
restrictions of fh obtained by setting y (h) to a constant, x1 and x2 have equal influence
h)
(h)
of 14 and each variable in fh−1 has influence < 14 . By setting either x1 or x2 to a constant,
we get a subfunction where the other x(h) -variable has influence 12 and each node in fh−1
has influence < 12 . Thus, BuildTopDownDT(fh ) builds the tree Th depicted in Figure 3.
We see that each Th contains two copies of Th−1 . It follows that the optimal size of fh is
O(h), whereas the size of Th is 2Ω(h) : a size separation of TopDownDTSize(fh ) = 2Ω(s)
where s denotes the optimal size of fh .
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Size separation for approximate representation: Proof of Theorem
4(b)

Warmup/intuition: An s versus sΩ(log(1/ε)) separation
Before proving Theorem 4(b), we first give a brief, informal description of how a simple
modification to the family of functions {fh }h∈N in Theorem 4(a) above yields a separation
of TopDownDTSize(f, ε) = sΩ(log(1/ε)) for approximate representation. Theorem 4(b) –
which improves this to a superpolynomial separation even for constant ε – builds on these
ideas, but the family of functions and the proof of the lower bound are significantly more
involved.
Consider replacing each y (h) variable in the definition of fh with the parity of k variables
(h)
(h)
y1 ⊕ · · · ⊕ yk , i.e. consider the following variant f˜h of fh :
( (h)
(h)
y1 ⊕ · · · ⊕ yk
f˜h (x, y, z) =
f˜h−1 (x, y, z)

(h)

(h)

if x1 ∨ x2
otherwise.

(h)

Just like the single y (h) variable in fh , we see that the k many yi variables are the most
(h)
influential in f˜h (each having influence 34 ). Furthermore, each yi variable remains the most
(h)
influential even under any restriction to any number of the other yj variables. Therefore
the tree T̃h that BuildTopDownDT builds for f˜h first queries all k many y (h) variables. At
(h)
(h)
each of the 2k resulting leaves, x1 and x2 are then queried, followed by a copy of T̃h−1 , the
tree that BuildTopDownDT recursively constructs for f˜h , in the branch corresponding to
(h)
(h)
x1 = x2 = 1. The fact that there are 2k copies of T̃h−1 within T̃h should be contrasted with
the fact that the tree Th in Theorem 4(a) contains just two copies of Th−1 ; recall Figure 3.
It is straightforward to see that there is a tree of size O(h · 2k ) that computes f˜h . This
tree is built by first querying the x(h) variables before the y (h) variables, and recursing
on just one of the Ω(2k ) many resulting leaves. On the other hand, by first querying the
y (h) variables followed by the x(h) variables, BuildTopDownDT recurses on Ω(2k ) many
branches while only correctly classifying a 34 fraction of inputs. Choosing h = Θ(log(1/ε)),
we get a separation of O(h · 2k ) versus 2Ω(kh) , or equivalently, s versus sΩ(log(1/ε)) .

6.2.1

Proof of Theorem 4(b)

Before defining the family of functions witnessing the separation, we define a couple of basic
boolean functions and state a few of their properties that will be useful for our analyses:
I Definition 19 (Tribes). For any input length r, let w be the largest integer such that
(1 − 2−w )r/w ≤ 21 . The Tribesr : {0, 1}r → {±1} function is defined to be the function
computed by the read-once DNF with b wr c terms (over disjoint sets of variables) of width
exactly w:
Tribesr (z) = (z1,1 ∧ · · · ∧ z1,w ) ∨ · · · ∨ (zt,1 ∧ · · · ∧ zt,w )

where t := b wr c,

and where we adopt the convention that −1 represents logical False and 1 represents logical
True.
The following facts about the Tribes function are standard (see Chapter §4.2 of [51])
and can be easily verified:
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I Fact 20 (Properties of Tribesr ).

Pr[Tribesr (z) = 1] = 12 − O logr r .
Inf(Tribesr ) = (1 ± o(1)) · ln r and consequently, Inf i (Tribesr ) = (1 ± o(1)) ·
i ∈ [n].
w = log r − log ln r ± O(1).
size(Tribesr ) ≤ wO(r/w) = 2O(r log log r/ log r) .

ln r
r

for all

I Definition 21 (Threshold). For any input length ` and t ∈ {0, . . . , `}, the Threshold`,t :
{0, 1}` → {±1} function is defined to be
Threshold`,t (x) = 1 ⇐⇒

`
X

xi ≤ t.

i=1

Defining the family of functions witnessing the separation
Consider the following family of functions {fh }h∈N . Each fh is a function over h(` + k) + r
boolean variables x(1) , x(2) , . . . , x(h) ∈ {0, 1}` ,y (1) , . . . , y (h) ∈ {0, 1}k , and z ∈ {0, 1}r , and is
defined inductively as follows:
f0 (z) = Tribesr (z),
and for h ≥ 1,
fh (x, y, z) =

(
Parityk (y (h) ) if Threshold`,1 (x(h) ) = 1
fh−1 (x, y, z)

otherwise.

B Claim 22 (Optimal decision tree size of fh ).
size(fh ) ≤ `O(h) · (size(Parityk ) + size(Tribesr ))
≤ `O(h) · (2k + 2O(r log log r/ log r) ).

Proof. Please refer to figure Figure 4. We first build a tree of size O(`2 ) that evaluates
Threshold`,1 (x(h) ). Of these leaves, ` + 1 descend into a tree computing Parityk (y (h) ),
which has size 2k . The others descend into a tree computing fh−1 . This yields the recurrence
size(fh ) ≤ O(`) · size(Parityk ) + O(`2 ) · size(fh−1 )
≤ O(` · 2k ) + O(`2 ) · size(fh−1 )
size(f0 ) = size(Tribesr ) ≤ 2O(r log log r/ log r) ,
and the claim follows.

(Recall Fact 20)
C

In the remainder of this section, we will prove a lower bound on TopDownDTSize(f, ε).
Figure 5 should be contrasted with Figure 4.

The structure of BuildTopDownDT(fh )
The following helper lemma will be useful in determining the structure of the tree BuildTopDownDT produces.
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Thr`,1 (x(h) )

O(`) paths
O(`2 ) paths

Park (y (h) )

fh−1

O(2k ) paths

O(2k ) paths
−1

1

Figure 4 A small decision tree for fh .

I Lemma 23 (Preservation of influence order). Let f : {0, 1}S × {0, 1}S → {±1} and
f˜ : {0, 1}S → {±1} be two functions satisfying the following: there is a function g :
{0, 1}S × {±1} → {±1} such that:
f (a, b) = g(a, f˜(b))

for all a ∈ {0, 1}S , b ∈ {0, 1}S .

Then for all variables v1 , v2 ∈ S,
Inf v1 (f˜) ≥ Inf v2 (f˜)

if and only if

Inf v1 (f ) ≥ Inf v2 (f ).

Proof. This holds by noting that for v ∈ {v1 , v2 },
Inf v (f ) = Pr [f (a, b) 6= f (a, b⊕v )]
a,b

= Pr [g(a, f˜(b)) 6= g(a, f˜(b⊕v ))]
a,b

= Pr[f˜(b) 6= f˜(b⊕v )] · Pr[g(a, −1) 6= g(a, 1)]
a

b

= Inf v (f˜) · Pr[g(a, −1) 6= g(a, 1)].
a

The lemma follows since Pr[g(a, −1) 6= g(a, 1)] does not depend on v (and hence is the same
a

regardless of whether v = v1 or v = v2 ).

J
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Park (y (1) )

O(2k ) paths

O(2k ) paths

Thr`,1 (x(1) )

Thr`,1 (x(1) )

O(`2 ) paths

O(`) paths

−1

O(`) paths

T0

O(`2 ) paths

1

T0

Figure 5 The tree T1 that BuildTopDownDT builds for f1 . Since y (1) has all the most
influential variables, BuildTopDownDT puts them all at the root. As a result, it ends up building
a significantly larger tree than optimal (cf. Figure 4). Notice that the size of T1 is Ω(2k ) times as
large as T0 . This leads to exponential growth of the tree size as a function of h.

Lemma 23 is especially well-suited for our inductively-defined family of functions {fh }h∈N .
For each i ∈ {0, 1, . . . , h}, we let Si denote the relevant variables of fi . Therefore
S0 = {z1 , . . . , zr }
(i)

(i)

(i)

(i)

Si+1 = Si t {x1 , . . . , x` , y1 , . . . , yk }
I Observation 24. For all i ∈ {0, 1, . . . , h}, there exists gi such that
fh (a, b) = gi (a, hi (b))

for all a ∈ {0, 1}Sh \Si and b ∈ {0, 1}Si .

(3)

Consequently, we may apply Lemma 23 to get that for all v1 , v2 ∈ Si , we have that
Inf v1 (fi ) ≥ Inf v2 (fi )

if and only if

Inf v1 (fh ) ≥ Inf v2 (fh ).

We note the following corollary, which is a straightforward consequence of the observation
that the property (3) is preserved under restrictions:
I Corollary 25 (Preservation of influence order under restrictions). Let π be any restriction.
For all i ∈ {0, 1, . . . , h}, we have that
Inf v1 ((fi )π ) ≥ Inf v2 ((fi )π )

if and only if

Inf v1 ((fh )π ) ≥ Inf v2 ((fh )π ).
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Lower bounding the size of BuildTopDownDT(f, ε)
Let Texact denote the tree returned by BuildTopDownDT(fh ) and Tapprox that returned
by BuildTopDownDT(fh , ε). (So Texact computes fh , and Tapprox is an ε-approximation
of fh .) Our goal is to lower bound the size of Tapprox . We will in fact establish something
stronger: our lower bound holds forany pruning of Texact that is an ε-approximation of Texact ,
where a pruning of a tree T is any tree obtained by iteratively removing leaves from T in
a bottom-up fashion. Since BuildTopDownDT(f, ε) is simply BuildTopDownDT(fh )
terminated early, we have that Tapprox is indeed a pruning of Texact .
Let Vexact be defined as follows:
Vexact := {v : v is the first node in a path of Texact that queries a z-variable}.
We define Vapprox ⊆ Vexact analogously. At a very high level, our proof of Theorem 4(b) will
proceed by showing that Vexact has large size, and Vapprox has to contain many nodes in
Vexact . For the remainder of this proof, we will need that r and ` are chosen to satisfy:
2 ln r
< 2−` .
r

(4)

I Lemma 26 (All nodes in Vexact occur deep within Texact ). Fix v ∈ Vexact and let π denote
the path in Texact that leads to v. Then |π| ≥ kh.
(i)

Proof. Suppose without loss of generality that v is a query to z1 . We claim that yj ∈ π for
all i ∈ [h] and j ∈ [k], from which the lemma follows. Fix i ∈ [h]. We will prove there are at
least k queries to variables in Si within π, and that the first k of these queries have to be
(i)
yj for j ∈ [k]. We prove both these claims simultaneously by induction on k.
(Base case.) Seeking a contradiction, suppose π does not contain any queries to variables
in Si , in which case (fi )π ≡ fi . Since z1 is the variable queried at the root of (fh )π , it is
the most influential variable within (fh )π . By Corollary 25, it follows that z is the most
influential variable within (fi )π ≡ fi . This contradicts Equation (4) since
Inf y(i) (fi ) =
1

`+1
2`

and Inf z1 (fi ) < Inf z1 (Tribesr ) = (1 ± o(1)) ·

ln r
.
r

Therefore π has to contain at least one variable in Si . Let u ∈ π be the first query to
(i)
a variable in Si , which we claim must be yj for some j. Let πu ⊂ π be the path in
Texact that leads to u. Again, we have that u must be the most influential variable within
(fh )πu , and hence, by Corollary 25, it is the most influential within (fi )πu . Since πu does
not contain any queries to variables in Si , we have that (fi )πu ≡ fi , and hence u must be
(i)
yj for some j since these are the most influential variables within fi .
(Inductive step.) Fix k 0 < k, and suppose we have established that there are at least k 0
queries to variables in Si within π, the first k 0 of which are to y (i) -variables. We first claim
that there is at least one more query to variable in Si within π. Suppose not. It follows
that z1 must be the most influential variable within (fh )π , and hence, by Corollary 25,
it is the most influential variable within (fi )π . This is a contradiction, since z1 is less
(i)
influential than any of the k − k 0 many yj variables that are not queried by π.
Therefore π has to contain at least one more query to a variable in Si . Let u ∈ π be
(i)
the (k + 1)st query to a variable in Si , which we claim must be yj for some j. Let
πu ⊂ π be the path in Texact that leads to u. Again, we have that u must be the most
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influential variable within (fh )πu , and hence, by Corollary 25, it is the most influential
within (fi )πu . Since πu contains exactly k 0 queries to variables Si , and all these queries
(i)
are to y (i) variables, we have that u must be yj for one of the remaining k − k 0 many
y (i) -variables since these are the most influential variables within (fi )πu .
This completes the inductive proof of Lemma 26.
J
I Lemma 27. Fix v ∈ Vexact and let π denote that path in Texact that leads to v. Then
(fh )π ≡ Tribesr .
Proof. Suppose (fh )π 6≡ Tribesr . Our proof of Lemma 26 shows that π contains every
y-variable, so it must be the case that some x-variable remains relevant (i.e. has nonzero
influence) in (fh )π . Let i∗ ≥ 1 be the highest value of i for which there is a relevant
(i)
x(i) -variable in (fh )π . Assume without loss of generality that x1 remains relevant, and that
z1 is that z-variable that is queried at v.
Since z1 is queried at the root of (fh )π , we have that it must be maximally influential in
(fh )π , and in particular,
Inf z1 ((fh )π ) ≥ Inf x(i∗ ) ((fh )π ).
1

Applying Corollary 25, we infer that
Inf z1 ((fi∗ )π ) ≥ Inf x(i∗ ) ((fi∗ )π ).

(5)

1

Let us say that an input (x, y, z) to fi∗ is z-dependent if
Threshold`,1 (x(i) ) = 0 for all 1 ≤ i ≤ i∗ .
Note that the output of fi∗ on any z-dependent input is Tribesr (z). Since π contains every
∗
y-variable, it fixes Parityk (y (i ) ) to either −1 or 1; we assume without loss of generality
∗
that Parityk (y (i ) )π ≡ 1. We have that
Inf x(i∗ ) ((fi∗ )π ) ≥
1

Pr [(x, y, z) is z-dependent] · Pr[Tribesr (z) 6= 1]
z

(x,y,z)

× Inf x(i∗ ) Threshold`,1 (x

(i∗ )

)π



1

≥

Pr [(x, y, z) is z-dependent] ·
(x,y,z)

=

1
2

· 2−(`−1)

Pr [(x, y, z) is z-dependent] · 2−` .
(x,y,z)
∗

The second inequality uses the fact that Inf x(i∗ ) (Threshold`,1 (x(i ) )π ) ≥ 2−(`−1) , which
1

∗

holds with equality when exactly one other x(i ) -variable is in π and that variable is set
to 1.16
On the other hand, we have that
Inf z1 ((fi∗ )π ) ≤
<

Pr [(x, y, z) is z-dependent] · Inf z1 [Tribesr (z)]

(x,y,z)

Pr [(x, y, z) is z-dependent] ·
(x,y,z)

16

2 ln r
.
r

(Fact 20)

In this derivation, we have assumed that Tribesr is perfectly balanced, i.e. that Pr[Tribesr (z) = 1] = 12 ,
when in fact Pr[Tribesr (z) = 1] = 12 ± o(1) (recall Fact 20). The same proof goes through if one carries
around the additive o(1) factor.
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r
These bounds on influences, along with Equation (5), imply that 2−` < 2 ln
r . This contradicts
our assumption on the relationship between ` and r (Equation (4)), and the proof is
complete.
J

We are now ready to lower bound the size of Tapprox .
B Claim 28 (Lower bound on the size of Tapprox ). Fix ε ∈ (0, 21 ) and let c = ( 12 − ε)/2. If
h

`+1
≥ (2 + c)ε,
1− `
2

(6)

then |Vapprox | ≥ Ω(ε · 2kh ). Consequently, the size of Tapprox is also at least Ω(ε · 2kh ).
Proof. An input to fh reaches some node in Vexact if and only if Threshold`,1 (x(i) ) = 0 for
all 1 ≤ i ≤ h. The fraction of inputs that satisfies this is exactly (1 − `+1
)h , which is at least
2`
(2 + c)ε by our choice of parameters given by Equation (6).
Fix v ∈ Vexact . If v ∈
/ Vapprox , then Tapprox assigns all inputs reaching v the same −1 or
+1 value, whereas fh labels half of them −1 and half of them +1 (Lemma 27). Therefore,
Tapprox errors on half of the inputs that each v. On the other hand, if v ∈ Vapprox , we have
by Lemma 26 that at most a 2−kh fraction of inputs reach this specific v. Combining all of
the above observations, it follows that
error(Texact , Tapprox ) ≥

1
2


(2 + c)ε − |Vapprox | · 2−kh .

Since error(Texact , Tapprox ) ≤ ε, it follows that
ε≥

1
2


(2 + c)ε − |Vapprox | · 2−kh ,
C

and the claim follows by rearranging.

Theorem 4(b) now follows from Claim 22 and Claim 28 by setting parameters appropriately:
Proof of Theorem 4(b). Choosing
 `

2
h=Θ
· log(1/ε)
`

(to satisfy Equation (6))

r = Θ(`2` )

(to satisfy Equation (4))

k = Θ(h log `),
we may apply Claim 22 and Claim 28 to get that
size(fh ) ≤ 2O(k log k)

whereas TopDownDTSize(f, ε) ≥ 2Ωε (k

2

/ log log k)

.

This is a separation of s versus sΩ̃(log s) .

J
√

I Remark 29. For our choice of parameters above, we have that s(n) = size(fh ) = 2Θ̃( n) ,
where n = h(` + k) + r is the number of variables of fh . A standard
padding argument yields
√
the same s versus sΩ̃(log s) separation for any function s(n) ≤ 2Õ( n) .
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7

Lower bounds on TopDownDTsize for monotone functions: Proof
of Theorem 7

7.1

Size separation for exact representation: Proof of Theorem 7(a)

We will give a family of monotone functions, {fh }h∈N whose BuildTopDownDT tree has
exponential size compared to the optimal tree. First, we define a few terms which will be
useful for our monotone constructions.
I Definition 30 (Comparing vectors and upper/lower shadows). For any x, y ∈ {0, 1}n , we
use x  y to represent
x  y ⇐⇒ xi ≤ yi for all i ∈ [n]
and  is defined similarly. For any vector x, the upper shadow of x is the set of all vectors y
such that x  y. Similarly, the lower shadow of x is the set of all vectors y such that x  y.

Defining the family of functions witnessing the separation
Each fh in {fh }h∈N is a function over 5h + 1 boolean variables x(1) , x(2) , . . . , x(h) ∈ {0, 1}4 ,
y (1) , . . . , y (h) ∈ {0, 1}, and z ∈ {0, 1}, and is defined inductively as follows:
f0 (z) = z,
and for h ≥ 1, we fix x∗ := (0, 0, 1, 1) and define


fh−1 (x, y, z) if x(h) = x∗



+1
if x(h)  x∗ and x(h) 6= x∗
fh (x, y, z) =
−1
if x(h)  x∗ and x(h) 6= x∗




y
otherwise.
It is straightforward to verify that fh is indeed monotone. We will show that fh can be
computed by a tree of size O(h), but that BuildTopDownDT produces a tree of size 2Ω(h) .
For the first claim, we construct a decision tree for fh directly from its definition. We start
with a complete tree on the x(h) variables – this complete tree has size 24 , a constant. At
one of the branches, we recursively build a tree for fh−1 ; at all the other branches, we build
a tree of size 1 or 2 computing one of −1, 1, or y (h) . The result is a tree of size O(h).
On the other hand, we claim that BuildTopDownDT will build a tree of size 2Ω(h) , as
9
depicted in Figure 6. In fh , y (h) has influence 16
and all the other variables have influence
1
(h)
at most 2 . Hence, y will be placed at root. Then, BuildTopDownDT will query enough
of x(h) to determine whether the output should be −1, +1, or fh−1 . If the output should be
fh−1 , which will occur once for each choice of y, then the entire tree Th−1 will be placed.
Hence, the size of Th is more than double the size of Th−1 , and BuildTopDownDT builds
a tree of size 2Ω(h) .

7.2

Size separation for approximate representation: Theorem 7(b)

For any ε, we will prove there exists a function f with
√ optimal tree size s but for which the
Ω̃( 4 log s)
tree BuildTopDownDT(f, ε) builds has size s
. The following function, a biased
version of the Tribes function defined in Definition 19, will be used as a building block in
our monotone construction.
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y (h)
1

0

x(h)

x(h)

12 paths 1 path 3 paths

3 paths 1 path 12 paths

−1

Th−1

−1

1

Th−1

1

Figure 6 The tree that BuildTopDownDT builds for fh . It will first query y (h) , followed
by the variables of x(h) . For most choices of y (h) and x(h) , the function is determined, and
BuildTopDownDT will place a constant leaf equal to ±1. However, the paths with y = 0, x(h) = x∗
and y = 1, x(h) = x∗ each include a copy of the tree for Th−1 .

I Definition 31 (Biased Tribes). Fix any input length ` and δ ∈ (0, 1). We define Tribes`,δ :
{0, 1}` → {±1} to be the read-once DNF with b w` c terms of width exactly w over disjoint sets
of variables (with some variables possibly left unused), where w = w(`, δ) ≈ log(`)±log log(1/δ)
is chosen such that Pr[Tribes`,δ (x) = 1] is as close to δ as possible.17
I Fact 32 (Variable influences in biased Tribes). All variables in Tribes`,δ and Tribes`,1−δ
have influence at most
(2 + o(1)) · δ log(1/δ) ·

log `
.
`

Proof. We prove the lemma for the case of Tribes`,1−δ . (The calculations for Tribes`,δ are
very similar, and both claims are special cases of more general facts about variable influences
in DNF formulas [61].) Suppose
Tribes`,1−δ (x) = T1 (x) ∨ · · · T ` (x),
w

where the Ti ’s are disjoint terms of width exactly w. We first observe that since
δ=

Pr

x∼{0,1}n

[Tribes`,1−δ (x) = 1] = Pr[ all Ti (x) are falsified by x ]
w

= (1 − 2−w )`/w ≈ e−`/w2 ,
we have that w = (1 ± o(1))(log ` − log log ` − log log(1/δ)). The influence of any variable
i ∈ [n] on Tribes`,1−δ is the probability, over a uniform x that each other variable j in i’s
term has xj = 1 and all other clauses evaluate to 0 under x:
Inf i (Tribes`,1−δ ) = 2−(w−1) · (1 − 2−w )(`/w)−1
≤ 2δ · 2−w
= (1 ± o(1)) · 2δ log(1/δ) ·
17

log `
.
`

J

Although the acceptance probability of Tribes`,δ cannot be made exactly δ due to granularity issues,
it will be the case that Tribes`,δ = δ ± o(1). For clarity, we will assume for the rest of this paper that
the acceptance probability of Tribesδ is exactly δ, noting that all of our proofs still go through if one
carries around the o(1) factor.
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Tribes` (x(h,1) )
Tribes` (x(h,2) )

O(2` ) paths
`
O(2` ) paths O(2 ) paths

−1

O(2` ) paths

Majk (y (h) )

fh−1

1

O(2k ) paths O(2k ) paths

−1

1

Figure 7 A small decision tree that computes fh .

Defining the family of functions witnessing the separation
Each fh in the family {fh }h∈N is a function over h(2` + k) + r boolean variables,
x(1,1) , x(1,2) , . . . , x(h,1) , x(h,2) ∈ {0, 1}` , y (1) , . . . , y (h) ∈ {0, 1}k , and z ∈ {0, 1}r , and is
defined inductively as follows:
f0 (z) = Tribesr (z),
and for h ≥ 1,


−1



f
h−1 (x, y, z)
fh (x, y, z) =
Majk (y (h) )




+1

if Tribes`,δ (x(h,1) ) = Tribes`,1−δ (x(h,2) ) = 0
if Tribes`,δ (x(h,1) ) = 0 and Tribes`,1−δ (x(h,2) ) = 1
if Tribes`,δ (x(h,1) ) = 1 and Tribes`,1−δ (x(h,2) ) = 0
otherwise.

Clearly fh is monotone in x(h,1) and x(h,2) . Furthermore, since each of the functions −1, +1,
and Majk (y (h) ), are monotone, if fh−1 is monotone then so is fh .
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B Claim 33 (Optimal size of fh ). Choose any integers `, h, r, k > 0 and let Then, fh,`,k,r has
optimal decision tree size
size(fh ) ≤ (size(Tribes`,δ ) · size(Tribes`,1−δ ))O(h) · (size(Majk ) + size(Tribesr ))
≤ 2O(h·` log log `/ log `) · (2k + 2O(r log log r/ log r) ).

(Fact 20)

Proof. As in the proofs of the previous separations, this upper bound is witnessed by
the natural decision tree that one builds by following the definition of fh . This tree
first evaluates Tribes`,δ (x(h,1) ) followed by Tribes`,1−δ (x(h,2) ), resulting in a tree of size
(size(Tribes`,δ ) · size(Tribes`,1−δ )). At the end of each branch, we either recursively build
a tree for fh−1 , or a tree for Majk (y (h) ), or place constants {±1} as leaves. Please refer
to Figure 7.
C
The remainder of this section is devoted to lower bounding TopDownDTSize(fh , ε),
the size of the tree Tapprox that BuildTopDownDT constructs to ε-approximate fh .

7.2.1

“Mostly precedes”

By choosing parameters appropriately, we will ensure that when Tapprox begins by querying
the variables of Majk (y (h) ). The first technical challenge that arises is the following: unlike
Parityk (y (h) ) in our proof of Theorem 4(b), the influence of variables in Majk (y (h) ) changes
as variables are queried. For example, the influence of the remaining variables of Majk (y (h) )
after k2 variables have been queried is 0 if all of the queried variables are 1 and is Θ( √1k ) if
half of the variables queries are 0 and half are 1. Hence, in Tapprox , the number of nodes
from y (h) queried before some non-y (h) -variable is queried will vary by path. (In other words,
the analogue of Lemma 26 in the proof of Theorem 4(b) is somewhat trickier to establish.)
To handle this, we define the following notion, which will allow us to show that most
y (h) -variables are before other variables in most paths of the tree (Corollary 37).
I Definition 34 (Mostly precedes). Let S be a subset of the relevant variables of fh . We say
that y (i) -variables mostly precede S in Tapprox if for every path π in Tapprox leading to a first
query to a variable in S, and every j ∈ [k],

Inf j Majk (y (i) )π ≤

1
√ .
100 k

(For some intuition behind Definition 34, we note that pre-restriction, the influences of
variables in Majk are given by:
  p
2/π
k
1
Inf j (Majk ) = · k ∼ √
for all j ∈ [k],
k
k
2
which is significantly larger than the 1001√k of Definition 34.)
With Definition 34 in hand, we now begin to formalize the structure of Tapprox as depicted
in Figure 8. For each i ∈ [h], we define
Ri = {x(i,1) , x(i,2) , and z variables}.
I Lemma 35. There is a universal constant c such that the following holds. Suppose


c
1
δ log(1/δ) log ` log r
√ ≥ 2 · max
,
.
δ
`
r
k

(7)

Then for all i ∈ [h], we have that y (i) -variables mostly precede Ri in Tapprox .
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Majk (y (h) )

2Ω(k/ log(k)) paths

Tribes` (x(h,1) )
Tribes` (x(h,2) )

O(2` ) paths
−1

O(2` ) paths

O(2` ) paths

Th−1

1

Figure 8 With appropriately chosen parameters, the y (h) -variables are the most influential in fh ,
so the tree built by BuildTopDownDT will query them first. Our analysis shows that this leads to
a tree of size 2Ω(kh/ log k) (cf. Figure 7).

Proof. Fix i ∈ [h]. Let π be a path in Tapprox that leads to a first query to a variable in
v ∈ Ri . Since v is maximally influential in (fh )π , we may apply Corollary 25 to infer that v
is also maximally influential in (fi )π (and in particular, v is more influential than any y (i)
variable). We have that

Inf v ((fi )π ) ≤ max Inf j (Tribes`,δ (x(i,1) )), Inf j (Tribes`,1−δ (x(i,2) )), Inf j (Tribesr (z))


log `
ln r
≤ max (2 + o(1)) · δ log(1/δ) ·
, (1 + o(1)) ·
.
`
r
(Fact 20 and Fact 32)
On the other hand, for any j ∈ [k],



Inf y(i) ((fi )π ) = Pr Tribes`,δ (x(h,1) ) = 1, Tribes`,1−δ (x(h,2) ) = 0 · Inf j Majk (y (i) )π
j

= δ 2 · Inf j Majk (y (i) )π .
Since Inf y(i) ((fi )π ) ≤ Inf v ((fi )π ), the bounds above imply that
j
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log `
ln r
1
Inf j Majk (y (i) )π ≤ 2 · max (2 + o(1)) · δ log(1/δ) ·
, (1 + o(1)) ·
.
δ
`
r
The lemma follows: by choosing
 c to1be a sufficiently small constant in Equation (7), we can
(i)
ensure that Inf j Majk (y )π ≤ 100√k .
J
I Lemma 36. There is a universal constant c such that the following holds. Fix i ∈ [h]
and consider a uniform random y (i) ∈ {0, 1}k . The probability there is an input u to fh
consistent with y (i) such that Tapprox , on input u, queries an Ri -variable before a querying at
least ck/ log k many y (i) -variables is O(k −2 ).
Proof. Fix an outcome y (i) of y (i) . Suppose that there is an input u consistent with y (i)
such that Tapprox , on input u, queries an Ri -variable after querying only < ck/ log k many
y (i) -variables. Call such a y (i) outcome bad, and let π denote the corresponding path in
Tapprox that leads to the first query to an Ri -variable. Since y (i) -variables mostly precede Ri
in Tapprox , we have that

Inf j Majk (y (i) )π ≤

1
√
100 k

for all j ∈ [k].

(i)
For this to hold, it must be the case that among the t < ck/ log k many
√ y -variables that
occur in π, the discrepancy between the number of 0’s and 1’s is Ω( k). We can therefore
bound
ck/ log k

Pr

[y

(i)

is bad] ≤

y (i) ∈{0,1}k

X
t=1

Pr

b∼Bin(t, 21 )



√ 
|b − 2t | ≥ Ω( k)

ck/ log k

≤

X

e−Θ(k/t)

(Hoeffding’s inequality)

t=1

≤

ck
1
· e−Θ((log k)/c)  2 ,
log k
k

where the final inequality holds by choosing c to be a sufficiently small constant.

J

By a union bound over i ∈ [h], we have the following corollary of Lemma 36 (which can
be thought of as being roughly analogous to Lemma 26 in the proof of Theorem 4(b)):
I Corollary 37 (Most queries to z-variables are deep within Tapprox ). Let y = (y (1) , . . . , y (k) )
be uniform random. The probability that there is an input u to fh consistent with y such
that Tapprox , on input u, queries a z-variable before querying at least (ck/ log k) · h many
y-variables is O(h/k 2 ).
We are finally ready to lower bound the size of Tapprox :
B Claim 38 (Lower bound on the size of Tapprox ). Fix ε ∈ (0, 21 ) and let c = ( 12 − ε)/2. If
(1 − δ)2h ≥ (2 + c)ε
h ≤ k,

(8)
(9)

then the size of Tapprox is at least 2Ω(hk/ log k) .
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Proof. We will call an input to fh z-dependent if it satisfies:
Tribes`,δ (x(i,1) ) = 0 and Tribes`,1−δ (x(i,2) ) = 1 for all i ∈ [h].
Note that the output of fh on any z-dependent input is Tribesr (z). Let us define
ζ(y (1) , . . . , y (h) ) to be the {0, 1}-valued indicator of whether there is an input u consistent with y (1) , . . . , y (h) such that Tapprox on input u queries a z-variable. For any fixed
y = (y (1) , . . . , y (h) ),
If ζ(y) = 0, then Tapprox must assign the same −1 or +1 value to all z-dependent inputs
consistent with y;
The fraction of z-dependent inputs that are consistent with y is


Pr Tribes`,δ (x(i,1) ) = 0 and Tribes`,1−δ (x(i,2) ) = 1 for all i ∈ [h] = (1 − δ)2h ,
which is at least (2 + c)ε by Equation (8). Furthermore, since output of fh on any
z-dependent input is Tribesr (z), among the z-dependent inputs that are consistent with
y, we have that fh labels half of them −1 and half of them +1.
Therefore,
error(Tapprox , fh ) ≥

1
2

· (2 + c)ε · Pr[ζ(y) = 0].

Since error(Tapprox , fh ) ≤ ε, it follows that Pr[ζ(y) = 1] ≥ Ω(1). Next, applying Corollary 37
along with our assumption that h ≤ k (Equation (9)), we further have that
h
i
ck
Pr ∃ y-consistent u s.t. Tapprox (u) queries z-variable after ≥ log
·
h
many
y-variables
k
y

≥ Ω(1)
On the other hand, for any fixed path π in Tapprox that queries ≥ Ω(kh/ log k) many yvariables, at most a 2−Ω(kh/ log k) fraction of y’s can be consistent with this specific π. We
conclude that the size of Tapprox must be at least 2Ω(kh/ log k) , and the proof is complete. C
Theorem 7(b) now follows from Claim 33 and Claim 38 by setting parameters appropriately:
Proof of Theorem 7(b). By choosing
p

δ = Θ 3 (log `)4 log(1/ε)/`
p

k = Θ 3 `4 log(1/ε)2 /(log `)4
r = Θ(k)


1
· log(1/ε) ,
h=Θ
δ
we satisfy Equations (7) to (9). We may therefore apply Claim 33 to get that the optimal
size of fh is upper bounded by:
 p

size(fh ) ≤ exp O( 3 `4 log(1/ε)2 /(log `)4 ) .
On the other hand, by Claim 38, we have that
 p

TopDownDTSize(fh , ε) ≥ 2Ω(kh/ log k) = exp Ω( 3 `5 log(1/ε)4 /(log `)11 ) .
This is a separation of s versus sΩ̃(

√
4

log(s))

.

J
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4/5

I Remark 39. For our choice of parameters above, we have that s(n) = size(fh ) = 2Θ̃(n ) ,
where n = h(2` + k) + r is √
the number of variables of fh . A standard padding argument
4/5
Ω̃( 4 log s)
yields the same s versus s
separation for any function s(n) ≤ 2Õ(n ) .
I Remark 40 (Depth separation). The same proof witnesses a separation of d versus Ω̃ε (d5/4 )
for the optimal depth of fh versus the depth of the tree that BuildTopDownDT(fh , ε)
builds. This disproves the conjecture of Fiat and Pechyony [23] discussed in Section 2, which
states that BuildTopDownDT builds a tree of optimal depth for all monotone functions,
even in the case of exact representation (ε = 0).

7.3

Lower bounds for all impurity-based heuristics

I Proposition 41 (Splitting on the most influential variable of a monotone function maximizes
purity gain). Let f : {±1}n → {±1} be a monotone boolean function.18 Let G : [−1, 1] → [0, 1]
be a concave function that is symmetric around 0, and satisfies G (−1) = G (1) = 0 and
G (0) = 1. Suppose i ∈ [n] maximizes:
G (E[f ]) − 12 (G (E[fxi =−1 ]) + G (E[fxi =1 ])),

(10)

Then E[f (x)xi ] ≥ E[f (x)xj ] for all j ∈ [n].
Proof. For all functions f , not necessarily monotone, E[f ] is precisely the average of E[fxi =0 ]
and E[fxi =1 ]. Because G is concave everywhere on its domain, Jensen’s inequality ensures
that G (E[f ]) is greater than 12 (G (E[fxi =0 ]) + G (E[fxi =1 ]). Furthermore, again by concavity,
we have that this difference increases with the difference between E[fxi =1 ] and E[fxi =−1 ].
Therefore the variable i ∈ [n] that maximizes purity gain (10) also maximizes | E[fxi =1 ] −
E[fxi =−1 ]|.
For a monotone function f : {±1}n → {±1}, we have the following identity for all
variables j ∈ [n]:
Inf j (f ) = Pr[f (x) 6= f (x⊕j )]
= E[f (x)xj ]
= E[fxj =1 ] − E[fxj =−1 ].
Thus, the variable that maximizes purity gain (10) is also the most influential variable
of f .
J
Recall that in Theorem 8, we claimed that our lower bound on TopDownDTSize(fh , ε)
holds not just for the specific algorithm BuildTopDownDT, but in fact any impurity-based
top-down heuristic. To see this, note that in our proof of Theorem 7(b) described in Section 7.2,
we never used any information about which leaf BuildTopDownDT chooses to split on at
each stage, only that when a leaf is split, it is replaced by the most influential variable of the
corresponding subfunction. In other words, just like our proof of Theorem 4(b), our proof
of Theorem 7(b) applies not just to the specific tree build by BuildTopDownDT(fh , ε); it in
fact lower bounds the size of any pruning Tapprox of Texact = BuildTopDownDT(f, ε = 0)
that is an ε-approximator to fh .
By Proposition 41, any tree build by a impurity-based top-down heuristic is a pruning of
Texact , and hence our proof of Theorem 7(b) extends to establish Theorem 8.
18

For this proof, for notational reasons it will be slightly more convenient for us to work with {±1}n
instead of {0, 1}n as the domain of f .
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8

New proper learning algorithms: Proofs of Theorems 9 and 10

Recall that BuildTopDownDT builds an approximation to f iteratively. It starts with
an empty bare tree T ◦ and repeatedly replaces the leaf with the highest score with a query
to that leaf’s most influential variable. In section Section 5.2, we proved lower bounds on
the score of the leaf that BuildTopDownDT selects. Using those lower bounds, in section
Section 5.3, we are able to prove upper bounds on the size of the tree BuildTopDownDT
needs to produce to guarantee at most ε error. If, instead, we only guaranteed that we would
pick a leaf with score a fourth of that guaranteed by the lower bounds in Section 5.2, all of
our upper bounds would still hold, up to constant factors in the exponent. In this section,
we will show that it is possible to accurately enough estimate influences to guarantee we pick
a leaf with score at least a fourth the maximum score. First, we provide a definition of score
that takes into account both the leaf and the variable selected.
I Definition 42 (score). Given any function f , we define the score of a leaf ` and variable i
as follows.
score(`, i) :=

Pr

x∼{0,1}n

[ x reaches ` ] · Inf i (f` ) = 2−|`| · Inf i (f` ).

We first show that it is possible to estimate scores sufficiently accurately for monotone
functions just from random samples of a function, which proves Theorem 10. Let S be a
random sample from a monotone function f , and recall Fact 5. We can estimate the score of
a particular leaf and variable as follows.


score(`, i, S) = E 1[x reaches `] · f (x)(2xi − 1) .
x,y∈S

Note that ES [score(`, i, S))] = score(`, i). Let t be any score threshold and m be the number
of examples in S. By Chernoff bounds, for any particular leaf ` and variable xi ,


1
Pr score(`, i, S) ≤ 2t ≤ e− 8 t·m if score(`, i) ≥ t
S


1
Pr score(`, i, S) ≥ 2t ≤ e− 12 t·m if score(`, i) ≤ t/4.
S

At step j in BuildTopDownDT, there are j + 1 leaves in T ◦ . If t is the maximum
1
score possible at that step, with probability at least 1 − (j + 1)e− 12 t·m , the leaf and
variable with maximum empirical score will have true score at least 4t . By Lemma 15,
BuildTopDownDT(f, ε), at step j, there will always be a leaf with score at least (j+1)εlog(s) ,
where s is the decision tree size of f . Hence, the maximum empirical score will have true
ε·m
score at least 14 the optimal value with probability at least 1 − (j + 1)e− 12(j+1) log(s) .
The probability that selecting the maximum empirical score is always within 14 of the
ε·m
optimal value for every step from j = 0 to j = k − 1 is at least 1 − k 2 e− 12k log(s) . By setting
the sample size to


k log s
m=O
(log k + log(1/δ))
(11)
ε
with probability at least 1 − δ, we choose a sufficiently good leaf for k steps of BuildTopDownDT. Recall that, for monotone functions, BuildTopDownDT builds a decision tree
of size at most
√
k = min(sO(log(s/ε) log(1/ε)) , sO( log s/ε) ).
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√
Hence, with probability at least 1 − δ, taking min(sO(log(s/ε) log(1/ε)) , sO( log s/ε) ) log(1/δ) is
enough to learn to accuracy ε. This proves Theorem 10.
If f is not monotone, we cannot accurately estimate influences from just random samples.
However, we can estimate influences if given access to random edges from f .
I Definition 43 (Random edges). For any function f : {0, 1}n → {±1}, a random edge is
two points of the form ((x, f (x)), (x⊕i , f (x⊕i ))), where x ∈ {0, 1}n and i ∈ [n] are both
picked uniformly at random. A random edge sample E is a collection of random edges.
Given random edge sample E, we will use Ei to refer to all those edges in E in which the
ith bit of x is flipped.
Given a random edge sample E of a function f , we will be able to accurately estimate
influences of the variables in f , and learn f using BuildTopDownDT. We use the following
estimate of score:
score(`, i, E) =

E

((x1 ,y1 ),(x2 ,y2 ))∈Ei



1[x1 and x2 reach `] · 1[y1 6= y2 ]

If we desire there to be m samples in each Ei with probability at least 1 − δ, then having E
by size O(n · (m + log( 1δ )) is sufficient, where m is as defined in Equation (11). Since one
can certainly general a random edge sample E if given membership query access to f , this
proves Theorem 9.

Learning trees with small average depth: Theorem 11
Let f be a monotone function computed by a decision tree T of average depth 4.
1. We first observe that the total influence of f is at most 4. To see this, first recall
that Inf(f ) = E[sensf (x)], where sensf (x) = |{i ∈ [n] : f (x) 6= f (x⊕i )}|, i.e. that total
influence is equivalent to average sensitivity. For any x, the sensitivity of f at x is at
most the depth of the path that x follows in T , and hence the average sensitivity of f is
at most the average depth 4 of T .
2. Recall Theorem 18, which says that monotone functions with decision tree size s have
√
total influence at most log s. In fact, [53] proves a stronger statement: if f is monotone,
√
then it has total influence at most 4. (This is indeed a stronger statement because
4 ≤ log s.)
3. Similarly, [52] also establishes a stronger version of Theorem 14, showing that f has
a variable of influence at least Var(f )/4 (rather than just Var(f )/ log s). Hence an
equivalent statement to Lemma 15 holds, where BuildTopDownDT selects a leaf with
ε
.
score at least (j+1)4
Combining these observations, with the same proof as for Theorem 6, we conclude that
2
BuildTopDownDT produces a tree of size 2O(4 /ε) , and if T is monotone, size only
3/2
2O(4 /ε) . Then, for the same reasons as Theorems 9 and 10 hold, Theorem 11 holds.

9

Proper learning with polynomial sample and memory complexity

In this section we give a quasipolynomial-time algorithm for properly learning decision
trees under the uniform distribution, where sample and memory of our algorithm are both
polynomial. To our knowledge, this is the first algorithm for properly learning decision trees
that achieves polynomial memory complexity. (Recall Table 1.)
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Background: Ehrehfeucht–Haussler and Mehta–Raghavan
At the core of most learning algorithms is an algorithm that achieves low error on a set of
samples. We will use the following notation in this section:

Notation
A sample, S, is a set of examples of the form (x, y) where x ∈ {0, 1}n and y ∈ {−1, 1}. The
error of a decision tree, T , with respect to the samples is
errorS (T ) = Pr [T (x) 6= y].
x,y∈S

We say that a set of samples is exactly fit by a tree of size s if there exists a zero-error tree
with size at most s. Furthermore, we use S0v and S1v to refer to all the points in the sample S
where the variable corresponding to v is 0 and 1 respectively. Lastly, all learning statements
in this section are with respect to the uniform distribution.
Ehrenfeucht and Haussler’s algorithm makes the following guarantee:
I Theorem 44 (Algorithmic core of [21]). There is an algorithm that takes in a set of samples,
S, over n variables that can be exactly fit by a decision tree of size s and returns a tree of size
at most nlog(s) that exactly fits S. Furthermore, that algorithm runs in time |S| · nO(log s) .
One downside of their algorithm is that it leads to a large hypothesis class – the class of
all decision trees of size nlog s – so in order to generalize with high probability, they require
poly(nlog s , 1ε ) samples.
Mehta and Raghavan observe that if a function is computable by a tree of size s, then it
is also ε-approximated by a tree of depth at most log( εs ). They combine this observation
with a new algorithm that makes the following guarantee:
I Theorem 45 (Algorithmic core of [46]). There is an algorithm that takes a sample, S, over
n variables as well as budgets for size s and depth d and returns the decision tree of size at
most s and depth at most d with minimal error on S.19 Furthermore, the algorithm runs in
time nO(d) · (s2 + |S|).
Importantly, there are only 2 · (4n)s decision trees of size at most s, a much smaller
hypothesis class than for Ehrenfeucht and Haussler’s algorithm. As a result, they only need
poly(s, 1ε ) · log n samples to generalize with high probability. A downside of their work,
relative to Ehrenfeucht and Haussler’s, is that they need to set d = O(log( εs )), so their
algorithm has a runtime of approximately nO(log(s/ε)) instead of nO(log s) .
Neither [21] nor [46] are able to learn decision trees with only poly(n, s, 1ε ) memory. [21]
uses a sample of size approximately nO(log s) to guarantee generalization, and their algorithm
must store all of the samples, so it needs at least that much memory. [46] use a dynamic
programming algorithm that stores computation
for each restriction
of the n variables of


n
size at most d = O(log( εs )). There are nd · 2d = Θ log(s/ε)
such restrictions, resulting in
superpolynomial memory complexity.

19

They also guarantee that if their are multiple trees with minimal error, they return a tree with minimal
size among those with minimal error.
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Algorithm 1 Our variant of Ehrenfeucht and Haussler’s Find algorithm.

Find(S, s, d):
Input: A sample S that can be exactly fit by a tree of size s and depth budget d.
Output: A decision tree T with depth at most d that approximately fits S. If S cannot
be fit by a tree of size s, may return “None”.
1.
2.
3.
4.

If all samples in S have the same label, return the single-node tree computing that label.
If s ≤ 1 return “None”.
If d = 0 return the single-node tree computing the majority label of S.
For each relevant20 variable v:
a. Let T0v = Find(S0v , 2s , d − 1) and T1v = Find(S1v , 2s , d − 1).
b. If both T0v and T1v are not “None”, return the tree with root labeled v, 0-subtree T0v
and 1-subtree T1v .
c. If one of T0v and T1v is “None” and the other is not:
i. Reexecute the recursive call for the side that was “None” with size s − 1 instead of
size 2s . For example, if T1v was “None”, set T1v = Find(S1v , s − 1, d − 1)
ii. If the reexecuted call still returns “None”, return “None”.
iii. Return the tree with root labeled v, 0-subtree T0v and 1-subtree T1v .
5. Return “None”.

Our algorithm: proper learning with polynomial sample and memory complexity
We introduce a new algorithm that makes more assumptions about its input than either [21]’s
or [46]’s algorithms. It requires the samples it receives to be well-distributed, a property we
will later define (Definition 48). In exchange, it only uses polynomial memory. The following
should be contrasted with Theorems 44 and 45:
I Theorem 46 (Core of our algorithm). There is an algorithm (Algorithm 1) that when
given a depth budget d and a well-distributed sample S that can be exactly fit by a tree of
size s returns a tree with depth at most d and error at most ( 34 + o(1))d · s on the samples.
Furthermore, the algorithm runs in time |S| · nO(log s) and uses poly(2d , log n, |S|) memory.
Note that if the goal is to learn the sample to accuracy ε, we can set d = O(log( εs )). The
result is an algorithm that runs in time |S| · nO(log s) and uses memory poly(n, s, 1/ε, |S|).
Furthermore, the well-distributed requirement turns out to be true for nearly all uniformly
random samples that are sufficiently large. The result is, to the best of our knowledge, the
first polynomial memory proper learning algorithm for decision trees.
Our algorithm (Algorithm 1) is a surprisingly simple modification of [21]’s algorithm,
but our analysis is quite a bit more involved. A key difference is that [21]’s algorithm is
an Occam algorithm, whereas ours is not. The original [21] algorithm breaks down when
in cannot fully fit the sample; the analysis showing that our algorithm is able to handle a
sample it cannot fully fit is subtle.
I Lemma 47 (Correctness of Find). If S can be exactly fit by a tree of size s, then Find(S, s, d)
will not return “None”.
Proof. By induction. If s = 1 and S can be fit by a tree of size s, then all samples in S will
have the same label. Hence, Find will return a tree on line 1, and not return “None”.
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For s ≥ 2, there are only two spots where Find could return “None”:
Line 4.c.ii Find returns “None” on line 4.c.ii only if a call of the form Find(Sav , s − 1, d − 1)
returns “None” where a = ±1 and v is relevant. Let TS be a minimal size tree that fits S,
which by assumption, has size at most s. Since v is relevant, a node labeled with it must
appear somewhere in that tree. This means that there is a size s − 1 tree that will exactly
fit Sav . By induction, this means that Find(Sav , s − 1, d − 1) will not return “None”.
Line 5. Find returns “None” on line 5 only if there was not a single relevant variable v for
which either of the calls Find(S0v , 2s , d − 1) or Find(S1v , 2s , d − 1) on line 4.a succeeded
(i.e. did not return “None”). Once again, let TS be a minimal size tree that fits S. Then,
every node in TS must be relevant for S. Furthermore, TS has some root variable v ∗ and
subtrees (TS )0 and (TS )1 . At least one of (TS )0 or (TS )1 must have size at most 2s . If
(TS )0 has size at most 2s , then by the inductive hypothesis, Find(S0v , 2s , d − 1) does not
return “None”. Otherwise Find(S1v , 2s , d − 1) does not return “None”. Hence, Find won’t
return “None” on line 5.
J
We hope to prove that Find will produce low error trees, but it turns out to be difficult
to guarantee this for arbitrary samples. One particular sample we can guarantee this for is
the sample containing all possible points. If S contains all 2n possible points, then Find will
return a tree with error at most 14 · ( 34 )d , which we will prove in Lemma 49. The following
property allows us to quantify how close S is to the full sample.
I Definition 48 (Well-distributed samples). We say that a sample of points S is c-welldistributed to depth d if, for any restriction α where |α| ≤ d,
||(Sα )| − µ| ≤ cµ
where µ = 2−|α| · |S| is the expected size of Sα if S is chosen uniformly at random.
For example, if S contains all possible 2n points, then S is 0-well-distributed to any depth.
I Lemma 49 (Error of Find on well-distributed samples). Let S be c-well-distributed to depth
d. If Find(S, s, d) does not return “None”, it returns a tree with error at most 14 ( 34 + 4c )d · s
with respect to S.
Proof. By induction on the d; If d = 0 and s ≥ 2, then this lemma requires the error to be
less than 12 , which Find satisfies since it places the majority node. If s = 1 and Find doesn’t
return “None”, it must have returned a zero-error tree on Line 1, satisfying the desired error
bound.
Next, consider d ≥ 1. If all samples have the same label, Find returns a 0 error tree.
Otherwise, it returns a tree, T , with 0-subtree T0v and 1-subtree T1v for some variable v. Let
`0 and `1 be the number of points in S0v and S1v respectively. Then, we can relate the errors
of the trees as follows:
error(T ) =

`0
`1
· error(T0v ) +
· error(T1v )
`0 + `1
`0 + `1

At least one of T0v and T1v was generated using a recursive call to Find with size parameter
s
v
v
2 . Without loss of generality, let that tree be T0 . The other tree, T1 was generated by a
recursive call with size at most s. By the inductive hypothesis,
error(T ) ≤

`0
1
·
`0 + `1 4



3 c
+
4 4

d
·

s
`1
1
+
·
2 `0 + `1 4



3 c
+
4 4

d
·s

(12)
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Since S is c-well-distributed to depth d, (1 − c)µ ≤ `0 , `1 ≤ (1 + c)µ, where µ = |S|
2 .
Choosing `0 = (1 − c)µ and `1 = (1 + c)µ maximizes equation Equation (12) and so results
in a valid upper bound.

d−1

d−1
µ(1 − c) 1 3 c
s µ(1 + c) 1 3 c
error(T ) ≤
·
+
· +
·
+
·s
2µ
4 4 4
2
2µ
4 4 4

d−1 

3 c
3 c
1
·
= ·
+
+
·s
4
4 4
4 4

d
1 3 c
=
+
·s
4 4 4

J

The above Lemma shows that if a sample is sufficiently well-distributed, Find will return
a tree with low error. We next show that, with high probability, sufficiently large samples
will be well-distributed.
I Lemma 50 (Well-distributed samples are common). Choose any 0 < c < 1.0, δ > 0. Then
for

m=O


2d
· (d log(n) + log(1/δ)) ,
c2

a sample of size m chosen uniformly at random from {0, 1}n is c-well-distributed to depth d
with probability at least 1 − δ
Proof. Consider an arbitrary restriction α of length h ≤ d. By Chernoff bounds,
Pr[||Sα | − µ| ≥ cµ] ≤ 2e−µc

2

/3

where µ = E[|Sα |] = m · 2−h . Since h ≤ d, we can upper bound the probability as follows.
Pr[||Sα | − µ| ≥ cµ] ≤ 2e−m·2

−d 2

c /3

if ||Sα | − µ| ≤ cµ for all possible restrictions α of size at most d. There
S is c-well-distributed

Pd
are i=0 ni 2i = nO(d) such restrictions. Thus, by a union bound:
Pr[S is c-well-distributed] ≥ 1 − nO(d) · e−m·2

−d 2

c /3

.

We set the right-hand side of the above equation to be at least 1 − δ and solve for m, which
proves this Lemma.
J
Our analysis of the time complexity of Find is very similar to Ehrenfeucht and Haussler’s:
I Lemma 51 (Time complexity of Find). Find(S, s, d) takes time |S| · (n + 1)2 log(s) .
Proof. Fix a total number of variables n and sample size m. Let T (i, s) be the maximum
time needed by Find(S, s, d) where S has size at most m, i is the number of relevant variables
in S, and d is arbitrary.
If i = 0 or s = 1, then Find must return on Line 1 or 2, using only O(m) time. Otherwise,
the Find makes at most 2i recursive calls on line 4.(a) each of which takes time at most
T (i − 1, 2s ) It also makes zero or one recursive call on line 4.(c).i which takes time up
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to T (i − 1, s − 1) ≤ T (i − 1, s). In addition to these recursive calls, all of the auxiliary
computations can be done in O(mn) time. Hence, we have the following recurrence relation:

T (i, s) ≤ 2i · T i − 1, 2s + T (i − 1, s) + O(mn).
If we substitute r = log(s), then equivalently, we have the relation:
T̃ (i, r) ≤ 2i · T̃ (i − 1, r − 1) + T̃ (i − 1, r) + O(mn).
The above relation is shown to be upper bounded by T̃ (i, r) = O(m · (n + 1)2r ) in [21].
Substituting back r = log(s) gives that T (i, s) ≤ O(m · (n + 1)2 log(s) ).
J
I Lemma 52 (Memory complexity of Find). Find(S, s, d) takes memory O(2d (|S| + log n)).
Proof. Each call to Find with depth d will only ever need simultaneously need to run up
to 2 calls to Find, each with depth d − 1. Hence, there are at most 2d copies of Find that
need to be stored in memory at any one time. At worst, each copy stores the sample as
well as pointers to it and the n different variables. This means each copy uses O(|S| + log n)
memory, for a total of O(2d (|S| + log n)) memory.
J
The last step in this analysis is a standard generalization argument relying on Chernoff
bounds.
I Lemma 53 (Generalization). Choose any δ, ε ≥ 0. Suppose that S is a uniformly random
sample from a function, f , that can be computed by a decision tree of size at most s and
depth at most d. If the number of samples in S is at least
!
2d log(n) + log( 1δ )
m=O
ε
and Find(S, s, d) returns a decision tree that fits S with error at most 4ε . Then, with
probability at least 1 − δ, the decision tree returned by Find has error at most ε on f .
Proof. We will upper bound the number of different decision trees Find could return when
given depth limit d. There up to 2d spots where a decision tree of depth ≤ d could have a
node. In each of these spots, the decision tree could either have one of n variables, a leaf
that is either +1 or −1, or nothing. Thus, the number of decision trees of depth at most d is
d
at most (n + 3)2 .
We call a decision tree, T , “bad”, if T has error at least ε on f . For any particular bad
tree T , the probability it will have error less than 4ε on S can be upper bounded using a
Chernoff Bound:


9
Pr errorS (T ) ≤ 4ε ≤ exp(− 32
εm).
S

d

Since there are most (n + 3)2 bad trees, the probability that any bad tree has error at most
ε
9
2d
· exp(− 32
εm). Setting this equal to δ and solving for m completes the
4 is at most (n + 3)
proof of this lemma.
J
Finally, we are able to put all these pieces together to prove our main theorem of this section,
and show how Find is used to learn decision trees:
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I Theorem 54 (Proper learning with polynomial sample and memory complexity). Let f be any
function over n variables computable by a size s decision tree. Choose any ε, δ > 0. There is
an algorithm that
runs in time poly(nlog s , 1ε , log( 1δ ))
requires memory poly(s, log n, 1ε , log( 1δ ))
uses poly(s, log n, 1ε , log( 1δ )) random samples from f
and with probability at least 1 − δ returns a decision tree that is an ε-approximation of f .
Proof. Choose any constant 0 < c < 1 and set d = log( εs )/(− log( 3+c
4 )). Then, by taking a
uniformly random sample, S, of size
 d

2
m=O
· (d log(n) + log(1/δ))
εc2
we have the following holds:
1. S is c-well-distributed with probability at least 1 − 2δ .
d
2. If S is c-well-distributed, then Find(S, s, d) returns a tree, T , with error at most 14 ( 3+c
4 ) ·
s = 4ε on S.
3. If T has error less than 4ε , then with probability at least 1 − 2δ , T is a ε-approximation
for f .
Furthermore, this procedure meets the time constraints by Lemma 51 and memory constraints
by Lemma 52.
J
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Abstract
Given a metric (V, d) and a root ∈ V , the classic k-TSP problem is to find a tour originating at the
root of minimum length that visits at least k nodes in V . In this work, motivated by applications
where the input to an optimization problem is uncertain, we study two stochastic versions of k-TSP.
In Stoch-Reward k-TSP, originally defined by Ene-Nagarajan-Saket [13], each vertex v in the
given metric (V, d) contains a stochastic reward Rv . The goal is to adaptively find a tour of minimum
expected length that collects at least reward k; here “adaptively” means our next decision may
depend on previous outcomes. Ene et al. give an O(log k)-approximation adaptive algorithm for this
problem, and left open if there is an O(1)-approximation algorithm. We totally resolve their open
question, and even give an O(1)-approximation non-adaptive algorithm for Stoch-Reward k-TSP.
We also introduce and obtain similar results for the Stoch-Cost k-TSP problem. In this problem
each vertex v has a stochastic cost Cv , and the goal is to visit and select at least k vertices to
minimize the expected sum of tour length and cost of selected vertices. Besides being a natural
stochastic generalization of k-TSP, this problem is also interesting because it generalizes the Price
of Information framework [33] from deterministic probing costs to metric probing costs.
Our techniques are based on two crucial ideas: “repetitions” and “critical scaling”. In general,
replacing a random variable with its expectation leads to very poor results. We show that for our
problems, if we truncate the random variables at an ideal threshold, then their expected values
form a good surrogate. Here, we rely on running several repetitions of our algorithm with the
same threshold, and then argue concentration using Freedman’s and Jogdeo-Samuels’ inequalities.
Unfortunately, this ideal threshold depends on how far we are from achieving our target k, which a
non-adaptive algorithm does not know. To overcome this barrier, we truncate the random variables
at various different scales and identify a “critical” scale.
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1

Introduction

Consider a scenario where a salesperson must sell some quota of brushes in order to win a trip
to Hawaii. The salesperson knows the time it takes to travel between different cities and the
demand at each city. What is the best route to take to sell the quota while spending the least
amount of time? This exact scenario was described by Awerbuch et al. [4] to motivate the
study of TSP problems where the algorithm has to also decide which cities to visit. A cleaner
version of this problem, first introduced by Ravi et al. [31], is the k-TSP problem where we
assume that each city has a unit demand. Formally, given a metric (V, d) with a root ∈ V
and a target k ∈ Z≥0 , the k-TSP problem is to find a tour that originates at the root and
visits at least k vertices, while minimizing the total travel time. There is a long line of work
trying to design better approximation algorithms for the k-TSP problem [4, 30, 8, 16, 2, 1],
and the state-of-the-art is a 2-approximation algorithm due to Garg [17]1 .
In this work we consider stochastic versions of the k-TSP problem: what if the salesperson
does not know the exact demand in each city, or what if the salesperson need to spend
some uncertain time in each city to complete the city’s demand? Indeed, there is a long
line of work studying classical optimization problems where we begin only with estimates
(probability distributions) on the input parameters. The algorithm has to adaptively probe
parameters (inspect elements) by paying some “cost” before realizing their exact values;
here “adaptively” means that our decisions may depend on the outcomes of already probed
elements. Such stochastic probing problems have been well-studied in both maximization
and minimization settings [11, 18, 19, 22, 20, 23, 5, 24, 6, 29, 3, 25, 13, 15, 33, 9, 21].
There are two natural ways of defining the stochastic k-TSP problem, depending on
the type of input uncertainty. In the Stoch-Reward k-TSP problem, first introduced by
Ene-Nagarajan-Saket [13], we incorporate uncertainty in the vertex demands. Formally, we
assume that the demand at each vertex is drawn independently from a known distribution,
and the goal is to adaptively find a tour Π that obtains the target demand k, while minimizing
the total expected travel time2 .
We also study Stoch-Cost k-TSP where each city still has a unit demand, but the salesperson will have to spend an additional completion time (drawn from a known distribution)
at each vertex before meeting its unit demand. The goal is to adaptively find a tour Π
that completes the target demand k, while minimizing the expected sum of total travel and
completion times. Notice, our algorithm finds the exact completion time of a vertex only
after visiting it, and may choose not to complete it (i.e., not meet its unit demand) if the
completion time seems too long. This idea of studying stochastic completion times at vertices
is not new, and has been previously used in the study of stochastic Orienteering problems,
which in some sense is the dual to our Stoch-Cost k-TSP problem [23, 6].
A common theme in the study of stochastic probing problems is to understand the
power of adaptivity. Indeed, while the optimal algorithms can fully adapt to the outcomes,
and hence may not even have a polynomial-size representation, a non-adaptive algorithm
makes all its decisions upfront independent of the observed outcomes (except perhaps the
stopping time). Being non-adaptive has several benefits like they are simpler to find, easily
parallelizable, and have a poly-size representation. So ideally for a probing problem we
would like to design non-adaptive algorithms with performance close to the optimal adaptive

1
2

A closely-related variant is called the k-MST problem. Both problems are equivalent up to a constant
approximation factor.
Our Stoch-Reward k-TSP problem is called the “Stochastic k-TSP” problem in [13]. We rename it to
differentiate it from Stoch-Cost k-TSP.
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algorithms, or in other words design non-adaptive algorithms with a small adaptivity gap.
The main results of our work is to show that both the above Stoch-Reward k-TSP and
Stoch-Cost k-TSP problems have a constant adaptivity-gap. That is, there exist fixed-tours
starting at the root which the algorithm can take until it obtains the target demand k, which
guarantee an expected total time at most a constant factor more than the expected total
time of the optimal adaptive tour. Moreover, for distributions with polynomial support, we
give poly-time algorithms to find such tours.
Our constant adaptivity-gap for Stoch-Reward k-TSP answers the main open question
of [13], who showed an O(log2 k) bound on the adaptivity gap. The constant adaptivity gap
result for Stoch-Cost k-TSP might also seem surprising because it is known that the related
Stochastic Orienteering problem has a super-constant adaptivity gap [6].
In the rest of this section we first formally state our problems and results, and then
discuss our high-level techniques and other related work.

1.1

Stoch-Reward k-TSP

The following Stoch-Reward k-TSP was first defined by Ene et al. [13].
Stoch-Reward k-TSP. We are given a metric (V, d) with a root ∈ V and each vertex v ∈ V
has an independent integral3 stochastic4 reward Rv ∈ Z≥0 . All reward distributions are given
as input but the actual reward instantiation Rv is only known when the algorithm visits
vertex v. Given a target value k ∈ Z≥0 , the goal is to adaptively find a tour Π originating
P
at root that collects at least k reward (i.e., v∈Π Rv ≥ k) while minimizing the expected
tour length.
This problem captures several well-studied problems; e.g., it captures the problem of
Stoch-Knapsack Cover where the metric (V, d) is a weighted star: given a target k and n items
where item i ∈ [n] has both a deterministic cost Ci ∈ R≥0 and an independent stochastic
reward Ri ∈ Z≥0 , the Stoch-Knapsack Cover problem is to adaptively obtain a total reward
of at least k at the minimum expected cost. This problem was studied by Deshpande et
al. [12], and they gave an adaptive 2-approximation algorithm. However, even in this special
case, it was not know if there is a non-adaptive constant factor approximation algorithm.
The first non-trivial results for the Stoch-Reward k-TSP problem were obtained by Ene
et al. [13]. They gave an O(log2 k)-approximation non-adaptive algorithm and an O(log k)approximation adaptive algorithm. On the hardness side, however, they only gave a lower
bound of e on the adaptivity gap. This left open closing the wide gap on the adaptivity
gap for Stoch-Reward k-TSP. We resolve their open question by giving a non-adaptive
O(1)-approximation algorithm.
I Theorem 1. The Stoch-Reward k-TSP problem has a non-adaptive O(1)-approximation
algorithm.
The difficulty in Stoch-Reward k-TSP arises because the expected reward is a poor
indicator of how much we care about a node. An extreme example is a vertex with a large
expected reward, but which is non-zero with nearly zero probability. It is therefore reasonable
to truncate the reward distributions at the remaining target reward. However, it is not clear
why such an approach would work, and moreover this approach is adaptive as it depends on
the remaining target.
3
4

This is without loss of generality. Our result also generalizes to the case where rewards are real numbers
via re-scaling.
We assume that the distribution is discrete and is given explicitly.

ITCS 2020

45:4

Stochastic k-TSP

1.2

Stoch-Cost k-TSP

We formally define the Stoch-Cost k-TSP problem.
Stoch-Cost k-TSP. We are given a metric (V, d) with a root ∈ V and each vertex v ∈ V
has an independent stochastic cost Cv ∈ R≥0 . All cost distributions are given as input but
the actual cost instantiation Cv is only known when vertex v is visited. Suppose a vertex v
can only be selected if: (1) v is visited and (2) we are currently5 at vertex v. The goal is to
adaptively find a tour Π originating at root that selects a set S of k visited vertices while
minimizing the expected total cost, which is the sum of the tour length and the cost of the
selected vertices:
h
X i
E d(Π) +
Cv .
v∈S

Apart from being a natural generalization of the classical k-TSP problem, Stoch-Cost
k-TSP is also motivated due to its connections to price of information [33]. In particular, it
generalizes the Minimization k-Pandora’s Box problem studied in [28, 33]. In this problem
we are given a target k and n items, where each item i ∈ [n] has a known probing price
πi ∈ R≥0 and an independent stochastic cost Ci . The exact cost Ci is only revealed after we
pay price πi . The goal is to adaptively probe and select k of the probed items to minimize
the expected total selection cost plus probing price. Stoch-Cost k-TSP captures this problem
on a star metric where node i is at a distance πi /2 from the root. Thus, we can view the
Stoch-Cost k-TSP problem as generalizing the price of information framework to a metric
setting, where the price of probing is not fixed but given by a general metric. Our next result
gives a non-adaptive O(1)-approximation algorithm for Stoch-Cost k-TSP.
I Theorem 2. The Stoch-Cost k-TSP problem has a non-adaptive O(1)-approximation algorithm.
Our main techniques in the proof of Theorem 2 are similar to those for Stoch-Reward
k-TSP. In fact, in Section 3 we present a generic framework that can be used to solve both
these problems. It will be interesting to find other applications of our framework in future
work.

1.3

High-level Techniques

We assume that after re-scaling, the distance between any pair of vertices is at least 1.
Stoch-Reward k-TSP. A standard idea in the design of approximation algorithms on a
metric is to operate in phases, where in phase i our algorithm is allowed a budget of 2i .
Intuitively, this corresponds to the algorithm imagining that the optimal adaptive tour has
length Θ(2i ). In each phase, a naïve algorithm would be to collect as much expected reward as
possible within budget 2i (say, by solving an instance of the Orienteering problem). However,
in general
the performance of such a naïve algorithm can be arbitrarily bad. E.g., suppose
√
k − k reward is easy to get, now for the remaining
reward the naïve algorithm prefers a
√
vertex having a reward of k with
probability
10/
k
and
0 otherwise, as opposed to a vertex
√
with a deterministic reward of k (assuming both are at the same distance).

5

Up to a factor of 2, this version of the problem is equivalent to the version where restriction (2) is
removed.

H. Jiang, J. Li, D. Liu, and S. Singla

45:5

A natural fix to the above issue is to truncate the reward distributions at the remaining
target reward and then take expectations. Not only is this algorithm adaptive, it is not
even clear why it would work. Indeed, Ene et al. [13] give an example (see Example 2
in [13]) where this algorithm has an Ω(log k)-approximation factor. Our first idea is to run
O(1) repetitions of a bi-criteria Orienteering algorithm using the same truncation (i.e., the
initial remaining target) for all these repetitions. Our analysis applies Freedman’s [14] and
Jogdeo-Samuels [27] inequalities to argue concentration, and relies crucially on not updating
the remaining target for these O(1) repetitions.
Nevertheless, the above approach depends on the remaining target, which is unknown
to a non-adaptive algorithm. One could bypass this by truncating the reward distributions
at log k different scales, where scale j corresponds to the remaining target being roughly
k/2j , applying the previous O(1) repetitions idea at each scale, and visiting the union of all
tours. Unfortunately, this immediately loses a log k approximation factor. Our second idea
is “critical scaling” in which we identify a “critical” scale jcrit among the log k possible scales,
and only include tours for scales jcrit − 1 and jcrit . This critical scale jcrit roughly (but not
quite) corresponds to a “phase transition” from an underestimation to an overestimation
of the remaining target. A priori it is not clear why such a “critical” scale can be found
non-adaptively, but the concentration properties of the above O(1) repetitions allow us to
find it efficiently.
Stoch-Cost k-TSP. We obtain our result for Stoch-Cost k-TSP in a similar way. An
immediate challenge, however, is how should we truncate the cost distributions Cv , say even
if the remaining target k 0 is known? One natural way is by looking at P[Cv ≤ O(2i /k 0 )], where
O(2i /k 0 ) is the “average” cost per remaining reward in phase i. But such an approach would
fail when some vertices in the optimal tour have costs much smaller than O(2i /k 0 ), while the
other vertices have much higher costs. We overcome this by considering P[Cv ≤ O(2i−j )]
for all possible scales j ∈ {0, · · · , i + log n}, identifying a “critical” scale jcrit , and again only
including the tours for scales jcrit −1 and jcrit . To identify the critical scale, we need to evaluate
the maximum target a tour at a given scale can get within cost budget 2i with constant
probability. We show this can be approximately computed via dynamic programming.

1.4

Further Related Work

There is a long line of work studying the classic k-TSP and the related k-MST problem; we
refer the readers to Garg’s beautiful 2-approximation paper and the references therein [17].
A formal study on the benefits of adaptivity for stochastic combinatorial optimization
problems started with the seminal work of Dean et al. [11]. They showed that for the
stochastic knapsack problem, where items sizes are independently drawn and we need to fit
them in a knapsack of size B, there is an O(1)-approximation non-adaptive algorithm. This
factor was later improved to a (2 + )-approximation in [7, 29]. The minimization version
of the stochastic knapsack problem, which is known as the Stoch-Knapsack Cover problem,
was studied by Deshpande et al. [12], and is a special case of Stoch-Reward k-TSP as we
mentioned before. The unbounded version of Stoch-Knapsack Cover (each item has infinite
number of copies) was studied by [26] and they provide an FPTAS for this problem.
Gupta et al. [23] generalized the stochastic knapsack problem to the stochastic orienteering
problem, where each stochastic item now resides on a vertex of a given metric, and we need
to fit both the tour length and the item sizes inside our budget B. They give an O(log log B)approximation non-adaptive algorithm for this problem. Bansal and Nagarajan [6] later
showed that this problem has no constant-approximation non-adaptive algorithm. These
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works inspired Ene et al. [13] to study Stoch-Reward k-TSP, a natural minimization variant
of the stochastic orienteering problem. Prior to our work, it was conceivable that this
minimization problem also has a super-constant adaptivity gap, like stochastic orienteering.
Motivated by different applications that solve discrete problems under an uncertain
input, other related stochastic probing models have been studied. We refer the readers to
Singla’s Ph.D. Thesis for a survey [32]. Of particular interest to us is the Price of Information
model [33], which was inspired from the work on Pandora’s box [34, 28]. Their Minimization kPandora’s Box problem inspired us to define Stoch-Cost k-TSP, which generalizes the probing
costs from being fixed to being on a metric. Although an optimal strategy is known for
Minimization k-Pandora’s Box, the problem becomes APX-hard on a metric as it generalizes
k-TSP.

Organization
We start with some preliminary definitions and lemmas in Section 2. In Section 3, we
describe our general framework for both Stoch-Reward k-TSP and Stoch-Cost k-TSP, and
prove some key lemmas that will be used throughout the paper. We give our non-adaptive
O(1)-approximation algorithm for Stoch-Reward k-TSP that proves Theorem 1 in Section 4.
The non-adaptive O(1)-approximation algorithm for Stoch-Cost k-TSP that proves Theorem 2
is in Section 5.

2
2.1

Preliminaries
Adaptive vs Non-Adaptive Algorithms

Any feasible solution to our stochastic problems can be described by a decision tree, where
nodes correspond to vertices that are visited and branches correspond to instantiations of
the observed random variables. Even if the degree of every vertex is a constant, the size
of such decision trees can be exponentially large in its height. These solutions are called
adaptive because the choice of the next vertex to visit depends on the outcomes of the already
visited nodes.
We also consider the special class of non-adaptive solutions that is described simply by an
ordered list of vertices: the policy involves visiting vertices in the given order until a certain
stopping criterion is met. Such non-adaptive solutions are often preferred over adaptive
solutions because they are easier to implement.
In this work we only study minimization problems. We compare the performance of
our algorithm with that of the optimal adaptive algorithm, which is denoted by OPT. We
abuse notation and also use OPT to denote the expected objective of the optimal adaptive
algorithm. We say an algorithm is α-approximation for α ≥ 1 if the expected objective
of the algorithm is at most α · OPT. Ideally, we want to design non-adaptive algorithms
whose performance is comparable to the optimal adaptive algorithm. Since this is not always
possible, it is important to bound the adaptivity gap, which is the worst-case ratio between
the expected objectives of the optimal non-adaptive and the optimal adaptive algorithms.

2.2

Probability Inequalities

Our proofs will require the following probability inequalities. We start with a bound on the
median of independent Bernoulli random variables due to Jogdeo and Samuels [27]. Given
n independent Bernoulli random variables X1 , · · · , Xn where Xi has success probability
Pn
pi ∈ [0, 1], let X := i=1 Xi be their sum. Define the median of X to be any integer
m ∈ Z≥0 such that min {P[X ≥ m], P[X ≤ m]} ≥ 1/2.

H. Jiang, J. Li, D. Liu, and S. Singla

45:7

Pn
I Theorem 3 (Theorem 3.2 and Corollary 3.1 [27]). Let X =
i=1 Xi be the sum of n
independent Bernoulli random variables where Xi has success probability pi ∈ [0, 1]. If E[X]
is an integer k, then the median of X is also k. If k < E[X] < k + 1 for some integer k, then
the median of X is either k or k + 1.
We will also need the following martingale inequality due to Freedman [14].
I Theorem 4 (Freedman’s Inequality, Theorem 1.6 in [14]). Consider a real-valued martingale
sequence {Xt }t≥0 such that X0 = 0, and E[Xt+1 |Ft ] = 0 for all t, where {Ft }t≥0 is the
filtration defined by the martingale. Assume that the sequence is uniformly bounded, i.e.,
|Xt | ≤ M almost surely for all t. Now define the predictable quadratic variation process of
Pt
the martingale to be Wt = j=1 E[Xj2 |Fj−1 ] for all t ≥ 1. Then for all ` ≥ 0 and σ 2 > 0
and any stopping time τ , we have
τ
h X
i

P
Xj ≥ ` ∧ Wτ ≤ σ 2 for some stopping time τ ≤ 2 exp −
j=0


`2 /2
.
σ 2 + M `/3

I Theorem 5 (Chernoff Bound). Let X1 , X2 , · · · , Xn be independent random variables taking
P
values in [0, 1] and define X := i∈[n] Xi . Then for any δ ∈ [0, 1], we have

P [X ≤ (1 − δ) · E[X]] ≤ exp −δ 2 · E[X]/2 .

2.3

A Bi-Criteria Algorithm ALGBicrit-Orient for Orienteering

We formally define the well-known Orienteering problem.
Orienteering. Given a metric (V, d) with root ∈ V , a profit 6 Rv > 0 for each v ∈ V , and
a budget B > 0, the goal is to find a tour originating at root of length at most B that
maximizes the collected profit.
The state-of-the-art for this NP-hard Orienteering problem is a (2 + )-approximation
algorithm [10]. We denote this algorithm as ALGOrient and denote the profit of the optimal
Orienteering tour as OPTOrient . For our purposes, however, we also need to find profit at least
OPTOrient minus an arbitrarily small additive error. To achieve this, the tour found by our
algorithm has length O(1) · B.
I Lemma 6 (Bi-criteria Orienteering). There is an efficient algorithm ALGBicrit-Orient that finds
a tour of length O(1) · B while collecting at least (OPTOrient − ) profit, where  = 1/poly(n)
can be made arbitrarily small.

3
3.1

Our Approach via Critical Scaling and Repetitions
A Meta-Algorithm and Critical Scaling

Our non-adaptive O(1)-approximation algorithms for both the problems, Stoch-Reward k-TSP
and Stoch-Cost k-TSP, have the same structure described in Meta-Algorithm ALGMeta (Algorithm 1). This algorithm operates in phases where it gets a budget of O(1)·γ i in phase i ≥ 0
for some constant γ ∈ (1, 2).

6

We use the word “profit” for Orienteering to avoid confusion with the “reward” in Stoch-Reward k-TSP.
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In each phase i, ALGMeta explores multiple different “scales” in the remaining graph after
excluding the set Π of vertices found in the previous phases. Recall, each scale corresponds
to truncating the random variables at a different threshold. This is crucial because our
non-adaptive algorithm doesn’t know the remaining reward to reach the target k. For each
different scale, ALGMeta obtains a tour of length O(1) · γ i via a sub-procedure ALGRep to
which it sends the truncated random variables as arguments (discussed in Section 3.2).
Eventually, ALGMeta identifies a “critical” scale jcrit and appends at the end of Π the two
tours corresponding to the scales jcrit and jcrit − 1. Since we only append two tours, ALGMeta
uses budget at most O(1) · γ i in phase i.
Algorithm 1 A Meta-Algorithm ALGMeta .
1
2
3
4
5
6

7
8
9
10
11

Pre-processing stage:
set γ ∈ (1, 2), Π ← ∅ and ` ← polylog(k, n);
for phase i = 0, 1, · · · do
set Πi,−1 ← ∅;
for scale j = 0, · · · , ` do
set Xvj ∈ [0, 1] to be the truncation of Xv at scale j for v ∈ V \ Π, and zero for
v∈Π;


find tour Πi,j ← ALGRep Xvj v∈V \Π , i of length O(1) · γ i ;
end
identify a “critical” scale jcrit and set Πi ← Πi,jcrit ∪ Πi,jcrit −1 ;
append tour Πi to Π, i.e., Π ← Π ◦ Πi ;
end

12
13
14
15
16
17

Probing stage:
for phase i = 0, 1, · · · do
visit vertices in the order of Πi and apply certain Selection and Stopping Criteria;
end
Return set of vertices selected

To analyze the algorithm, we need some notation for any phases i, i0 ≥ 1:
σi−1 : outcome of vertices visited by ALGMeta ’s in the first i − 1 phases of the probing
stage.
ui0 (σi−1 ): probability that ALGMeta enters phase i0 + 1 in the probing stage, conditioning
on σi−1 .
0
u∗i0 (σi−1 ): probability that the cost of OPT is more than γ i , conditioning on σi−1 .
Notice ui−1 (σi−1 ) denotes the indicator variable that ALGMeta enters phase i in the probing
stage. The following Lemma 7 is the key to our theorems. Roughly, it says that ALGMeta is a
constant approximation algorithm if it can ensure that whenever u∗i (σi−1 ) is small (i.e., OPT
has a large success probability within budget γ i ) then ALGMeta also succeeds with a constant
probability in the first i phases (i.e., only using O(1) · γ i budget). The proof of Lemma 7 is
standard (e.g., [13]), and we defer it to Appendix B.
I Lemma 7 (Key Lemma). If for some universal constants C > 0, γ > 1, any phase i ≥ 1,
and any possible σi−1 , the algorithm ALGMeta satisfies
ui (σi−1 ) ≤ C · u∗i (σi−1 ) +

ui−1 (σi−1 )
,
γ2

then ALGMeta is a non-adaptive O(1)-approximation algorithm.
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All our effort will go in designing ALGMeta that satisfies the precondition of Lemma 7.

3.2

ALGRep : Constant Repetitions of ALGBicrit-Orient Suffice

For a fixed scale j in phase i, ALGMeta uses ALGRep (Algorithm 2) as a key sub-procedure to
find a tour of length O(1) · γ i . To achieve this, ALGRep runs a constant number of repetitions
of ALGBicrit-Orient on an Orienteering instance where each vertex v has a profit wv = E[Xv ]
for input random variable Xv ∈ [0, 1] (recall, Xv is the truncated random variable at scale
j for vertices outside Π). In each repetition, ALGRep excludes vertices found in previous
repetitions.

Algorithm 2 ALGRep {Xv }v∈V , i .

1
2
3
4
5
6
7
8
9
10

Input: random variables Xv ∈ [0, 1] corresponding to vertex profits and phase i;
Main stage:
set γ ∈ (1, 2),  ← 1/105 , C ← O(1), and wv = E[Xv ];
set Πi ← ∅;
for repetition s = 1, · · · , C do
use ALGBicrit-Orient to find a tour πs with budget γ i , profit {wv }v∈V , and error ;
append tour πs to Πi , i.e., Πi ← Πi ◦ πs ;
reset wv = 0 for v ∈ Πi ;
end
Return Πi

Intuition. In the following, we prove two important properties of ALGRep . Recall from
Algorithm 2 that Πi denotes the union of the C repetitions of ALGBicrit-Orient . The first
property (Lemma 8) roughly says that if an Orienteering tour of budget γ i cannot obtain
much profit outside Πi , then OPT also cannot obtain much reward outside Πi within budget
γ i . The second property (Lemma 9) roughly says that if on the other hand lots of profit
can be found by an Orienteering tour outside Πi , then the tour Πi obtains a large amount
of expected reward in its C repetitions, much more than what OPT obtains within budget
γ i . This follows from the property that ALGBicrit-Orient obtains profit close to the optimal
Orienteering tour.
To formally state the above two properties, we need some notation. Consider the
Orienteering instance in the remaining graph V \ Πi where the budget is γ i and each vertex
v ∈ V \ Πi has profit E[Xv ]. Denote π ⊆ V \ Πi the optimal Orienteering tour for this instance
and let
X
T :=
E[Xv ]
(1)
v∈π

be the Orienteering profit obtained by π. For any adaptive strategy ADAP, let Πi (ADAP) ⊆ Πi
denote the random set of vertices visited by ADAP inside the tour Πi and let Πi (ADAP) ⊆
V \ Πi denote the random set of vertices visited by ADAP outside the tour Πi .
I Lemma 8. Suppose we are given independent random variables Xv ∈ [0, 1]. Let T be as
defined in (1). Then for any adaptive strategy ADAP which uses at most γ i budget and any
constant α > 1, we have


h
i
X
(α − 1)2 T /2
P
Xv ≥ αT ≤ 2 · exp −
.
1 + (α − 1)/3
v∈Πi (ADAP)
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Proof of Lemma 8. We construct a martingale for the (random) set Πi (ADAP) of vertices
visited by ADAP in V \ Πi as follows: When ADAP visits a vertex v ∈ Πi (ADAP), the
martingale proceeds for one step with martingale difference defined by
Zv := Xv − E[Xv ] ∈ [−1, 1],
and the martingale doesn’t move when ADAP visits a vertex v ∈ Πi . The stopping time
τ is naturally defined as the martingale step when ADAP finishes. Since each Xv ∈ [0, 1],
Pτ
the quadratic variance of the above martingale Wτ = j=1 E[Xj2 |Fj−1 ] is bounded by its
Pτ
P
expectation j=1 E[Xj |Fj−1 ] which is at most T , i.e., v∈Πi (ADAP) E[Xv ] ≤ T . Therefore,
applying Freedman’s inequality (Theorem 4), we have
h
P

X

Xv ≥ αT

i

h
≤ P

v∈Πi (ADAP)

X

Zv ≥ (α − 1)T ∧ Wτ ≤ T

i

v∈Πi (ADAP)



(α − 1)2 T /2
≤ 2 · exp −
.
1 + (α − 1)/3
J

This finishes the proof of Lemma 8.

I Lemma 9. Suppose we are given independent random variables Xv ∈ [0, 1]. Let T be as
defined in (1). Then for any adaptive strategy ADAP which uses budget at most γ i , we have
X

E[Xv ] ≥ (C − 1)(T − ) − .

v∈Πi \Πi (ADAP)

Proof of Lemma 9. Since ADAP uses budget at most γ i , the set Πi (ADAP) ⊆ Πi can always
be visited by a tour of length at most γ i . Consider the first tour π1 found by Algorithm 2.
Since the tour with length at most γ i that visits the set Πi (ADAP) is a valid Orienteering
P
P
tour when π1 is found, it follows from Lemma 6 that v∈Πi (ADAP) E[Xv ] ≤  + v∈π1 E[Xv ].
For any s ∈ {2, 3, · · · , C}, since π is an Orienteering tour in V \Πi of length at most γ i
P
P
with v∈π E[Xv ] = T , Lemma 6 implies that v∈πs E[Xv ] ≥ T − . Therefore, a simple
calculation gives
X
v∈Πi \Πi (ADAP)

E[Xv ]

=

X

E[Xv ] −

v∈Πi

X

E[Xv ]

≥

(C − 1)(T − ) − ,

v∈Πi (ADAP)

which finishes the proof of Lemma 9.

4

J

Stoch-Reward k-TSP

In this section we prove Theorem 1, which is restated below for convenience.
I Theorem 1. The Stoch-Reward k-TSP problem has a non-adaptive O(1)-approximation
algorithm.
To prove this theorem we carefully choose the parameters of our Meta-Algorithm from
last section.
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The Algorithm

Algorithm 3 ALGStoch-Reward for Stoch-Reward k-TSP problem.
1
2
3
4
5
6

7
8
9
10

11
12
13
14
15
16

Pre-processing stage:
set γ ← 1.1,  ← 1/105 , Π ← ∅, ` = blog kc, and C ← 6000 ;
for phase i = 0, 1, · · · do
set Πi,−1 ← ∅ ;
for scale j = 0, · · · , ` do 

set profit wvj = E min Rv · 2j /k, 1 · 1[v ∈ V \ Π] ;
/* Scale j truncates
at k/2j */
set Πi,j ← ∅ ;
/* Constant repetitions of ALGBicrit-Orient */
for repetition s = 1, 2, · · · , C
do
use ALGBicrit-Orient to find tour πi,j,s with budget γ i , profit {wvj }v∈V , and
error  ;
append tour πi,j,s to Πi,j , i.e., Πi,j ← Πi,j ◦ πi,j,s ;
reset wvj = 0 for v ∈ Πi,j ;
end
/* Check whether j is a “critical” scale */
Ori
use ALGOrient to find tour πi,j
with budget γ i and profit {wvj }v∈V ;
P
j
set Ti,j ← v∈πOri wv ;
i,j

17
18
19
20
21
22

if Ti,j ≥ 1/300 or j = ` then
append tour Πi := Πi,j ∪ Πi,j−1 to Π, i.e., Π ← Π ◦ Πi ;
Break ;
end
end
end

23
24
25
26

27
28
29
30

Probing stage:
for phase i = 0, 1, · · · do
visit vertices in the order of Πi and apply the following selection and stopping
criteria ;
Selection Criterion: select every vertex visited ;
Stopping Criterion: total reward reaches k ;
end
Return set of vertices selected

We assume without loss of generality that the stochastic reward Rv ≤ k almost surely
for each vertex v ∈ V . Our algorithm ALGStoch-Reward for Stoch-Reward k-TSP problem is
given in Algorithm 3. It is an instantiation of the Meta-Algorithm ALGMeta (Algorithm 1) by
setting the phase parameter γ = 1.1, number of scales ` = blog kc, and number of repetitions
C = 6000. For each scale j in phase i, we set the random variable Xvj for any vertex v ∈ V \ Π
in ALGMeta to be the stochastic reward Rv truncated at k/2j and then scaled down to [0, 1].
We identify the “critical” scale jcrit in ALGMeta as follows: For each scale j in phase i, denote
Πi,j the C = 6000 repetitions of ALGBicrit-Orient and let Ti,j be the profit obtained by the
3-approximation Orienteering algorithm ALGOrient in V \ (Π ∪ Πi,j ). The “critical” scale jcrit
is the smallest scale j such that Ti,j ≥ 1/300, i.e., sufficient profit remains outside even after
C repetitions. We add the two tours corresponding to the “rich” scale jcrit and the “poor”
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scale jcrit − 1 into Π. In the case when there is no scale j with Ti,j ≥ 1/300, we simply set
jcrit to be the last scale `. In the probing stage, the selection and the stopping criteria are
straightforward: we collect reward from every visited vertex and stop when the total reward
reaches k.

4.2

Proof of Theorem 1

Recall from Section 3.1 that to prove Theorem 1, we only need to prove the precondition in
Lemma 7. The remainder of this section proves this precondition for ALGStoch-Reward as given
in the following Lemma 10.
I Lemma 10. For γ = 1.1, any phase i > 0 in the probing stage of ALGStoch-Reward satisfies
ui (σi−1 ) ≤ 100 · u∗i (σi−1 ) +

ui−1 (σi−1 )
.
γ2

(2)

Before proving Lemma 10, we discuss the high-level intuition of our proof.
Intuition. Assume without loss of generality that u∗i (σi−1 ) < 0.01, i.e., OPT finds k reward
within budget γ i with probability at least 0.99, as otherwise the lemma trivially holds. Now
the plan is to show that with constant probability, ALGStoch-Reward finds more reward than
OPT restricted to budget γ i , even when all rewards in σi−1 are given to OPT for free. This
allows us to focus on the remaining graph with vertex set Vi := V \ σi−1 where we repeat
ALGBicrit-Orient for different scales.
Our arguments rely on the notion of “richness”. We call a scale j “rich” if Ti,j ≥ 1/300
and otherwise “poor”. A scale being poor indicates that not much reward can be collected
outside the C repetitions of ALGBicrit-Orient for that scale, in which case we can use Lemma 8
to argue that OPT cannot find much reward outside. A scale being rich implies that each
repetition of ALGBicrit-Orient for that scale finds a significant amount of reward, in which case
we can apply Lemma 9 to argue that ALGStoch-Reward finds much more reward than OPT in
the C repetitions for that scale. Our critical scale jcrit corresponds to the transition from
poor to rich scales. Since the algorithm includes both jcrit and jcrit − 1, roughly the reason
why our analysis works is that we use the poor scale jcrit − 1 to argue OPT cannot find much
reward outside our tours and we use the rich scale jcrit to argue OPT cannot find much more
reward inside. The final analysis has to do some case analysis depending on whether the
transition ever happens or not.
Proof of Lemma 10. We fix any outcome σi−1 of vertices visited by ALGStoch-Reward in the
first i − 1 phases in its probing stage. The lemma trivially holds in the case where u∗i (σi−1 ) ≥
0.01 as we have 100u∗i (σi−1 ) ≥ 1. If ui−1 (σi−1 ) = 0 which means that ALGStoch-Reward already
collects reward k before entering phase i in the probing stage, then ui (σi−1 ) = 0 and again the
lemma trivially holds. We therefore assume that u∗i (σi−1 ) < 0.01 and that ui−1 (σi−1 ) = 1.
Now proving Lemma 10 is equivalent to proving
ui (σi−1 ) ≤ 100u∗i (σi−1 ) + 1/γ 2 .

(3)

To prove (3), we need the following notation. Denote Vi := V \ σi−1 the vertex set of the
remaining graph where vertices in σi−1 are excluded. Denote Πi (OPT) ⊆ Vi \Πi the (random)
set of vertices visited by OPT outside σi−1 ∪ Πi within budget γ i , and denote Πi (OPT) ⊆ Πi
the (random) set of vertices visited by OPT inside Πi . We consider three cases:
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Case (1): (Scale 0 is rich) Ti,0 ≥ 1/300. In this case, our algorithm appends tour Πi := Πi,0
to Π (recall that Πi,−1 = ∅), and these will be the phase i vertices visited in the probing
stage. We show that Ti,0 ≥ 1/300 implies that each repetition of ALGBicrit-Orient has large
expected reward (notice the random rewards are not truncated at scale 0). As we repeat
ALGBicrit-Orient for C = 6000 times, the tour Πi,0 has expected reward much larger than
the target k.
Since Ti,0 is the profit of a valid Orienteering tour with length at most γ i , for each
s ∈ {1, . . . , C} we have Ti,0,s ≥ Ti,0 −  ≥ 1/300 − , where  = 1/105 is the small error
term for ALGBicrit-Orient in Lemma 6. Thus,
X
E [min {Rv /k, 1}] ≥ 20 − 6000 ≥ 19.
v∈Πi,0

Notice that Rv /k ∈ [0, 1], so applying Chernoff bound (Theorem 5) we have
h X
i
h X
i
1−ui (σi−1 ) ≥ P
Rv ≥ k
= P
min {Rv /k, 1} ≥ 1
v∈Πi,0

≥

0.9,

v∈Πi,0

which means ui (σi−1 ) ≤ 0.1 ≤ 1/γ 2 . This proves (3) and finishes the proof of Lemma 10
in this case.
Case (2): (Scale ` is poor) Ti,j ≤ 1/300 for every scale j = 0, · · · , `. In this case, our
algorithm adds Πi := Πi,` ∪ Πi,`−1 to Π, and these will be the phase i vertices visited
in the probing stage. We argue that the assumption of Ti,` ≤ 1/300 implies that with
constant probability OPT finds no reward outside σi−1 ∪ Πi within budget γ i . If OPT
still manages to find k reward, then all k reward must come from vertices in σi−1 ∪ Πi , in
which case ALGStoch-Reward also finds k reward. In this case our argument already works
with the vertices Πi,` added to Π, i.e., we do not even need vertices in Πi,`−1 .
Since ALGOrient is a 3-approximation Orienteering algorithm, for any
 set
 of vertices S ⊆
P
Vi \ Πi that can be visited within budget γ i , we have v∈S E min Rv · 2` /k, 1 ≤
3Ti,` ≤ 0.01. Since ` = blog kc, we have k/2` ∈ [1, 2], and therefore
X
X 


E[min{Rv , 1}] ≤
E min 2 · Rv · 2` /k, 1
≤ 0.02.
(4)
v∈S

v∈S

Recall that Πi (OPT) ⊆ Vi \ Πi denotes the (random) set of vertices visited by OPT
outside σi−1 ∪ Πi within budget γ i . Since each min{Rv , 1} ∈ {0, 1}, the best probability
of obtaining truncated reward at least 1 in Vi \ Πi within budget γ i is achieved by a
non-adaptive strategy. Therefore, Markov’s inequality together with (4) implies that
i
h X
P
min{Rv , 1} ≥ 1 ≤ 0.02.
v∈Πi (OPT)

Since u∗i (σi−1 ) < 0.01, we have that with probability at least 1 − 0.01 − 0.02 = 0.97, OPT
finds k reward in V but 0 reward outside σi−1 ∪ Πi . In this case, ALGStoch-Reward also finds
k reward among vertices visited in the first i phases. So we have ui (σi−1 ) ≤ 1 − 0.97 =
0.03 ≤ 1/γ 2 , which establishes (3) in this case.
Case (3): (Transition from poor to rich scale
at jcrit ) Ti,0 ≤ 1/300 but Ti,j > 1/300 for

some j ∈ [`]. In this case, let jcrit = min j ∈ [`] : Ti,j > 1/300 be our critical scale. The
algorithm appends Πi := Πi,jcrit −1 ∪ Πi,jcrit to Π. To prove that ALGStoch-Reward will not
continue to phase i + 1 with constant probability, we show that the following two events
happen with constant probability:
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1. OPT doesn’t find too much reward outside σi−1 ∪ Πi within budget γ i .
2. ALGStoch-Reward finds much more reward inside Πi than OPT does since it is restricted
to budget γ i .
We show that the first event follows from Ti,jcrit −1 ≤ 1/300 while the second event
follows from Ti,jcrit ≥ 1/300. From these we conclude that with constant probability,
ALGStoch-Reward obtains at least as much reward as OPT restricted to budget γ i .
We first argue that OPT doesn’t find too much reward outside σi−1 ∪ Πi . Specifically, we
prove that
i
h X
(5)
P
Rv < k/2jcrit −1 ≥ 0.5.
v∈Πi (OPT)

Notice that Ti,jcrit −1 ≤ 1/300 together with the fact that ALGOrient is a 3-approximation
for Orienteering implies that for any set of vertices S ⊆ Vi \ Πi that can be visited within
distance γ i , we have
X 


E min Rv · 2jcrit −1 /k, 1 ≤ 0.01.
v∈S


Since the random variables min Rv · 2jcrit −1 /k, 1 ∈ [0, 1], applying Lemma 8 we have
h
P

X

i

min Rv · 2jcrit −1 /k, 1 ≥ 1

≤


2 exp −

0.992 /2
0.01 + 0.99/3


≤

0.5,

v∈Πi (OPT)

which immediately implies (5).
Now we argue that inside Πi , we find much more reward than OPT does when it’s
restricted to budget γ i . Specifically, we prove that
h
i
X
P
Rv ≥ k/2jcrit −1 ≥ 0.8,
(6)
v∈Πi \Πi (OPT)

where recall that Πi (OPT) ⊆ Πi is the (random) set of vertices visited by OPT inside Πi
within budget γ i . Notice that Ti,jcrit > 1/300 together with Lemma 9 implies that
X

E[min{Rv · 2jcrit /k, 1}]

≥

(6000 − 1) · (Ti,jcrit − ) − 

≥

19.

v∈Πi \Πi (OPT)

Applying Chernoff bound (Theorem 5), we have
h
P

X

i
min{Rv · 2jcrit /k, 1} ≥ 2 ≥ 0.8,

v∈Πi \Πi (OPT)

which implies (6).
Now we complete the proof of (3) in this final case. From (5) and (6) and our assumption
that u∗i (σi−1 ) < 0.01, we have that with probability at least 1 − 0.5 − 0.2 − 0.01 ≥ 1/4, all
P
P
the following three events hold: (1) v∈Πi (OPT) Rv < k/2jcrit −1 , (2) v∈Πi \Πi (OPT) Rv ≥
k/2jcrit −1 , and (3) OPT obtains at least k reward within budget γ i . When all these
three events hold, ALGStoch-Reward also finds at least k reward before visiting any vertex
from phase i + 1. Therefore, ui (σi−1 ) ≤ 3/4 ≤ 1/γ 2 , and this completes the proof of
Lemma 10.
J
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In this section we prove Theorem 2, which is restated below for convenience. Throughout
this section, we will remove the restriction that a vertex v can only be selected if we are
currently at v because this is equivalent to the original problem up to a factor of 2.
I Theorem 2. The Stoch-Cost k-TSP problem has a non-adaptive O(1)-approximation algorithm.
Recall, an additional challenge for Stoch-Cost k-TSP is that there is no obvious way to
truncate the cost distributions Cv , even if the remaining target k 0 is known. Truncating at
the “average” cost per remaining reward (i.e., P[Cv ≤ O(γ i /k 0 )]) will fail when some vertices
in the optimal tour have costs much smaller than O(γ i /k 0 ), while the other vertices have
much higher costs. We overcome this by considering P[Cv ≤ O(γ i /2j )] for all possible scales
j ∈ {0, · · · , i · log γ + log n}. To identify a “critical” scale, we evaluate the maximum target
a tour at a given scale can get with constant probability within cost budget 2i . We show
this can be approximately computed via dynamic programming.
The rest of this section is devoted to proving Theorem 2.

5.1

The Algorithm

Our algorithm ALGStoch-Cost for Stoch-Cost k-TSP is given in Algorithm 4. ALGStoch-Cost is an
instantiation of our Meta-Algorithm ALGMeta in Algorithm 1 by setting the phase parameter
γ = 1.1 and number of repetitions C = 6000. The number of scales in phase i ≥ 0 will be
`i = bi · log γ + log nc. (Notice, unlike Stoch-Reward k-TSP, the number of scales changes
with phase.) For scale j in phase i, we set a random variable Xvj for vertex v ∈ V \ Π in
ALGMeta to be the indicator variable that cost Cv ≤ γ i /2j .
We identify a “critical” scale e
jcrit as follows: For any phase i ≥ 0 and scale j ∈ {0, · · · , `i },
define Yi,j ∈ Z≥0 to be the maximum number of vertices that can be selected from Πi,j ∪Πi,j−1
with probability at least 0.2 within cost budget 3γ i . Ideally, we want to compute Yi,j for every
scale j ∈ {0, · · · , `i } and set the critical scale to be the one that maximizes Yi,j . Unfortunately,
Yi,j cannot be computed efficiently as the corresponding problem is NP-Hard. To get around
this issue, we compute an approximate value Yei,j in Step 15 of ALGStoch-Cost via a dynamic
programming sub-procedure ALGDP . We discuss the details of ALGDP in Section 5.3, where
we prove the following Lemma 11 which roughly says that the Yei,j computed by ALGStoch-Cost
is a reasonably good approximation of Yi,j .
I Lemma 11. For any phase i ≥ 0 and any scale j ∈ {0, · · · , `i }, the approximate value Yei,j
computed in Step 15 of ALGStoch-Cost satisfies that (1) Yei,j ≥ Yi,j , and (2) Yei,j vertices can be
selected from Πi,j ∪ Πi,j−1 within cost budget 6γ i with probability at least 0.2.
After computing Yei,j for each scale j ∈ {0, · · · , `i }, we simply set e
jcrit to be the scale that
maximizes Yei,j and add the two tours corresponding to scales e
jcrit − 1 and e
jcrit into Π.
In the probing stage, the Stopping Criterion is natural: we stop whenever the number of
selected vertices reaches k. The selection process needs some care since not all vertices visited
in the previous phases are selected. Our algorithm therefore runs two selection processes
consecutively: In Selection-Process 1, we select as many unselected vertices from those visited
in the previous phases within total cost γ i . This is to ensure that we select from σi−1 at
least as many vertices as OPT restricted to budget γ i . In Selection-Process 2, we select as
many vertices as possible from Πi within total cost 6γ i . The above Lemma 11 guarantees
that at least Yei,ej vertices can be selected in this process with probability at least 0.2.
crit
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Algorithm 4 ALGStoch-Cost for Stoch-Cost k-TSP problem.
1
2
3
4
5
6

7
8

9
10

11
12
13
14

15

16
17
18

Pre-processing stage:
set γ ← 1.1,  ← 1/105 , Π ← ∅ and C ← 6000 ;
for phase i = 0, 1, · · · do
set Πi,−1 ← ∅ ;
for scale j = 0, · · · , `i , where `i = bi · log γ + log nc do
set profit wvj = P[Cv ≤ γ i /2j ] · 1[v ∈ V \ Π] ;
/* Scale j “truncates” at
i j
γ /2 */
set Πi,j ← ∅ ;
for repetition s = 1, 2, · · · , C
/* Constant repetitions of ALGBicrit-Orient */
do
use ALGBicrit-Orient to find tour πi,j,s with budget γ i , profit {wvj }v∈V and
error  ;
append tour πi,j,s to Πi,j , i.e., Πi,j ← Πi,j ◦ πi,j,s ;
reset wvj = 0 for v ∈ Πi,j ;
end
/* Approximately compute the maximum number of vertices that can be
selected from Πi,j ∪ Πi,j−1 within cost budget 3γ i and with probability at
least 0.2 */
find the largest integer Yei,j ≤ n such that ALGDP (Yei,j , 3γ i , Πi,j ∪ Πi,j−1 ) ≥ 0.2
;
end
/* Identify a “critical” scale */
set e
jcrit ← arg maxj Yei,j and Πi ← Πi,ej ∪ Πi,ej −1 ;
crit

19
20

crit

append tour Πi to Π, i.e., Π ← Π ◦ Πi ;
end

21
22
23
24
25

26
27

28
29

30
31
32

Probing stage:
for phase i = 0, 1, · · · do
Si−1
set σi−1 ← t=0 Πt ;
visit vertices in the order of Πi and apply the following selection and stopping
criteria ;
/* Select (unselected) vertices visited in previous phases */
Selection-Process 1: select as many vertices as possible from σi−1 within total
cost γ i ;
/* Select vertices visited in the current phase */
Selection-Process 2: select as many vertices as possible from Πi within total
cost 6γ i ;
Stopping Criterion: total number of vertices selected reaches k ;
end
Return the set of selected vertices
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Proof of Theorem 2

Recall from Section 3.1 that to prove Theorem 2, we only need to prove the precondition in
Lemma 7. The remainder of this section proves this precondition for ALGStoch-Cost as stated
in the following Lemma 12.
I Lemma 12. For γ = 1.1, any phase i > 0 in the probing stage of Stoch-Cost k-TSP
satisfies
ui (σi−1 ) ≤ 100u∗i (σi−1 ) +

ui−1 (σi−1 )
.
γ2

(7)

Before proving Lemma 12, we need some notation.
Notation. For any (possibly adaptive) algorithm ADAP, we say ADAP has a distance budget
of B if it is allowed to travel a total distance of at most B; we say ADAP has a cost budget
of B if it is allowed to select vertices up to a total cost of B; we say ADAP has a total budget
of B if its total distance travelled plus the total cost of selecting vertices is restricted to be
at most B. An algorithm satisfying a budget constraint is said to be within that budget.
For any phase i, denote Vi := V \ σi−1 the set of vertices in the remaining graph where
vertices in σi−1 are excluded. For any fixed outcome σi−1 and any target Y ∈ Z≥0 , denote
p∗i,Y (σi−1 ) the probability that OPT selects at least Y vertices from Vi within total budget
γ i and pi,Y (σi−1 ) the probability that the tour Πi ⊆ Vi found by ALGStoch-Cost contains Y
vertices which can be selected within cost budget 6γ i .
The proof of Lemma 12 relies on the following Lemma 13, which says that if OPT selects
Y vertices in Vi within total budget γ i with probability at least 0.9, then we can select Y
vertices in Πi within cost budget 6γ i with probability at least 0.2. The proof of Lemma 12
from Lemma 13 is standard, see Appendix C.
I Lemma 13. For any phase i ≥ 0, any target Y ∈ Z≥0 and any outcome σi−1 of vertices
visited in the previous i − 1 phases, if p∗i,Y (σi−1 ) ≥ 0.9 then we have pi,Y (σi−1 ) ≥ 0.2.
We need some notation to prove Lemma 13.
Notation. We say a vertex v ∈ V is qualified for scale j ∈ {0, · · · , `i } if its cost Cv ≤ γ i /2j .
∗
For each scale j ∈ {0, · · · , `i }, denote πi,j
the optimal Orienteering tour in Vi \Πi,j with budget
P
i
∗
γ where each vertex v ∈ Vi \ Πi,j has profit P[Cv ≤ γ i /2j ]. Define Ti,j
:= v∈π∗ P[Cv ≤
i,j
P
∗
γ i /2j ] and Ti,j := v∈Πi,j P[Cv ≤ γ i /2j ] to be the total Orienteering profit of tour πi,j
and
Πi,j , respectively. Denote Πi,j (OPT) ⊆ Vi \ (Πi,j ∪ Πi,j−1 ) the (random) set of vertices visited
by OPT outside σi−1 ∪ (Πi,j ∪ Πi,j−1 ) within total budget γ i , and Πi,j (OPT) ⊆ Πi,j ∪ Πi,j−1
the (random) set of vertices visited by OPT inside Πi,j ∪ Πi,j−1 within total budget γ i .
Intuition. We discuss our high-level proof strategy for Lemma 13. Our arguments again rely
on the notion of “richness”. Recall from above that Ti,j denotes the Orienteering profit of tour
Πi,j at scale j. We call a scale j “rich” if Ti,j ≥ Y and otherwise “poor”. A scale j being poor
roughly (but not quite) indicates that OPT cannot find enough low-cost vertices qualified
for scale j outside the tour Πi,j . A scale j being rich implies that Πi,j contains enough
vertices that are qualified for scale j, which is an immediate consequence of Jogdeo-Samuels
inequality (Theorem 3). We plan to find a critical scale jcrit that corresponds to the transition
from rich to poor scales. Notice that such a critical scale jcrit might be different from the
critical scale e
jcrit found by our algorithm, but we show that it suffices to argue about jcrit
e
since jcrit is only better.
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To argue about jcrit , we consider the tours corresponding to both scales jcrit and jcrit − 1.
Roughly we use the poor scale jcrit to argue that OPT cannot find enough low-cost vertices
outside these tours and we use the rich scale jcrit −1 to argue that we have enough replacements
for these low-cost vertices without paying too much cost. Our final analysis is a case analysis
depending on whether the transition ever happens or not. The proof here is more involved
than that in Section 4 as we also need to take into account the amount of Orienteering profit
outside the C = 6000 repetitions of ALGBicrit-Orient for each scale j.
Proof of Lemma 13. Recall that for any phase i ≥ 0 and scale j ∈ {0, · · · , `i }, we defined
Yi,j to be the maximum number of vertices that can be selected from Πi,j ∪ Πi,j−1 with
probability at least 0.2 within cost budget 3γ i . We show in the following that p∗i,Y (σi−1 ) ≥ 0.9
implies there exists a “critical” scale jcrit ∈ {0, · · · , `i } with Yi,jcrit ≥ Y . This critical scale
jcrit might be different from the critical scale e
jcrit identified by ALGStoch-Cost . But since e
jcrit
e
maximizes Yi,j among all scales j ∈ {0, · · · , `i }, it follows from property (1) in Lemma 11 that
Yei,ej ≥ Yei,jcrit ≥ Yi,jcrit ≥ Y . Now using property (2) in Lemma 11 we have that Yei,ej ≥ Y
crit
crit
vertices can be selected from Πi,ej ∪ Πi,ej −1 within cost budget 6γ i with probability at
crit
crit
least 0.2. It follows that pi,Y (σi−1 ) ≥ 0.2. Therefore, the existence of a critical scale jcrit
with Yi,jcrit ≥ Y would imply Lemma 13.
In the following, we consider three different cases and prove the existence of such a critical
scale jcrit with Yi,jcrit ≥ Y in each case.
Case (1): (Scale 0 is poor) Ti,0 < Y . We show in this case that p∗i,Y (σi−1 ) ≥ 0.9 implies
that scale 0 is a “critical” scale with Yi,0 ≥ Y . Notice that any vertex v ∈ Vi not qualified
for scale 0 has cost Cv > γ i . Therefore, OPT cannot select any vertex that is not qualified
for scale 0 within total budget γ i .
∗
We start by showing that Ti,0
≤ 0.1. To prove this, we assume for the purpose of
∗
contradiction that Ti,0 > 0.1. It follow from Lemma 8 that
h 
P
v ∈ Πi,0 (OPT) : Cv ≤ γ i
From Lemma 9 we have that
X
P[Cv ≤ γ i ]

≥

∗
≤ 200Ti,0

i

≥ 0.9.

∗
(6000 − 1) · (Ti,0
− ) − 

(8)

≥

∗
5000Ti,0
.

v∈Πi,0 \Πi,0 (OPT)

So it follows from Chernoff bound (Theorem 5) that
h 
i
∗
v ∈ Πi,0 \ Πi,0 (OPT) : Cv ≤ γ i ≥ 500Ti,0
P
≥ 0.9.
Since Ti,0 < Y , from Theorem 3 we have that
h 
i
P
v ∈ Πi,0 : Cv ≤ γ i ≤ Y ≥ 0.5.

(9)

(10)

Now we count the number of vertices found by OPT that are qualified for scale 0 within
total budget γ i . It follows from union bound that with probability at least 0.2, all three
∗
events in (8), (9) and (10) hold, in which case OPT finds at most Y − 300Ti,0
vertices
i
qualified for scale 0 within total budget γ . Therefore, in order to select at least Y vertices,
OPT needs to select vertices that are not qualified for scale 0 within total budget γ i ,
which is a contradiction to the assumption that p∗i,Y (σi−1 ) ≥ 0.9.
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∗
Therefore we must have Ti,0
≤ 0.1. Applying Markov’s inequality, the probability that
∗
OPT finds any vertex qualified for scale 0 in Vi \ Πi,0 is upper bounded by Ti,0
≤ 0.1.
i
When this happens and when OPT selects Y vertices within total budget γ , all vertices
selected by OPT are from Πi,0 . Therefore, with probability at least p∗i,Y (σi−1 ) − 0.1 ≥ 0.8,
we can select Y vertices from Πi,0 within cost budget γ i which implies that Yi,0 ≥ Y .

Case (2): (All scales are rich) Ti,j ≥ Y for every scale j = 0, · · · , `i . In this case we show
that `i is a “critical” scale with Yi,`i ≥ Y . Notice that selecting any Y vertices qualified
for scale `i has cost at most Y · γ i /2`i ≤ 2 ≤ 6γ i . Since Ti,`i ≥ Y , it follows from
Theorem 3 that with probability no less than 0.5, at least Y vertices in Πi,`i are qualified
for scale `i (notice we don’t even need the tour Πi,`i −1 in this case). This implies that
Yi,`i ≥ Y .
Case (3): (Transition from rich to poor scale at jcrit ) Ti,0 ≥ Y but Ti,j < Y for some
j ∈ [`i ]. In this case, let jcrit = arg minj {j ∈ [`i ] : Ti,j < Y }. We show in the following
that jcrit is a “critical” scale with Yi,jcrit ≥ Y . To prove this, we show that the following
two events happen with constant probability:
1. Ti,jcrit < Y implies that OPT doesn’t find enough vertices qualified for scale jcrit . This
gives a lower bound on the cost of the set of vertices selected by OPT within total
budget γ i .
2. Ti,jcrit −1 ≥ Y implies that ALGStoch-Cost finds enough vertices qualified for scale jcrit − 1.
This can be used to upper bound the cost of ALGStoch-Cost .
∗
We first consider the sub-case where Ti,j
≤ 0.1. This is the case where not many
crit
vertices qualified for scale jcrit can be found outside Πi,jcrit ∪ Πi,jcrit −1 . In this case, we have
P
i
∗
jcrit
] ≤ Ti,j
. It follows from Markov’s inequality that with
v∈Πi,jcrit (OPT) P[Cv ≤ γ /2
crit
probability at least 0.9, OPT finds no vertex in Vi \ (Πi,jcrit ∪ Πi,jcrit −1 ) that is qualified for
scale jcrit , in which case any vertex v ∈ Vi \ (Πi,jcrit ∪ Πi,jcrit −1 ) selected by OPT has cost
Cv > γ i /2jcrit . Since
 Ti,jcrit −1 ≥ Y , it follows from Theorem 3 that with probability at
least 0.5, we have v ∈ Πi,jcrit ∪ Πi,jcrit −1 : Cv ≤ γ i /2jcrit −1 ≥ Y . Furthermore, p∗Y ≥ 0.9
implies that with probability at least 0.9, OPT selects Y vertices within total budget γ i .
It follows from union bound that all three events above happen with probability at least
0.2, in which case we can select Y vertices from Πi,jcrit ∪ Πi,jcrit −1 within cost budget 2γ i .
This implies that Yi,jcrit ≥ Y .
∗
Now we deal with the other sub-case where Ti,j
> 0.1. This represents the situation
crit
where many vertices qualified for scale jcrit can be found outside Πi,jcrit ∪Πi,jcrit −1 . Roughly,
∗
Lemma 8 implies in this case that OPT finds at most 200Ti,j
low-cost vertices in
crit
Vi \ (Πi,jcrit ∪ Πi,jcrit −1 ). In general, these vertices might have very tiny cost. However,
we show in the following Claim 14 that increasing the cost of each one of these low-cost
vertices to γ i /2jcrit will increase their total cost by at most O(γ i ). This allows us to lower
bound the cost of the set of vertices selected by OPT within total budget γ i .
∗
B Claim 14. We have 200Ti,j
· γ i /2jcrit ≤ γ i /2.
crit
∗
Before proving Claim 14, we complete the proof of Lemma 13. Since Ti,j
> 0.1, from
crit
Lemma 8 we have
h 
i
∗
P
v ∈ Πi,jcrit (OPT) : Cv ≤ γ i /2jcrit ≤ 200Ti,j
≥ 0.9.
(11)
crit
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Since Ti,jcrit −1 ≥ Y , it follows from Theorem 19 that
h 
i
P
v ∈ Πi,jcrit ∪ Πi,jcrit −1 : Cv ≤ γ i /2jcrit −1 ≥ Y ≥ 0.5.

(12)

Together with the assumption that p∗i,Y ≥ 0.9, we have from union bound that with
probability at least 0.2, both events in (11) and (12) hold and that OPT selects at
least Y vertices within total budget γ i . When all three events happen, we can replace
Y − |Πi,jcrit (OPT)| vertices in Πi,jcrit (OPT) by Y − |Πi,jcrit (OPT)| vertices in (Πi,jcrit ∪
Πi,jcrit −1 ) \ Πi,jcrit (OPT) that are qualified for scale jcrit − 1. Claim 14 together with (11)
imply that after such replacements, we reach a subset of Y vertices in Πi,jcrit ∪ Πi,jcrit −1
with total cost at most 2(γ i + γ i /2) = 3γ i . So we conclude that with probability at least
0.2, we can select at least Y vertices from Πi,jcrit ∪ Πi,jcrit −1 within cost budget 3γ i . This
implies that Yi,jcrit ≥ Y and finishes the proof of Lemma 13.
J
Now we are left to prove Claim 14.
Proof of Claim 14. We consider the tour Πi,jcrit . Denote respectively Π0i,jcrit (OPT) ⊆ Πi,jcrit
0

and Πi,jcrit (OPT) ⊆ Vi \ Πi,jcrit the (random) set of vertices visited by OPT inside and outside
Πi,jcrit within total budget γ i . Since Ti,jcrit < Y , it follows from Theorem 3 that
h 
i
P
v ∈ Πi,jcrit : Cv ≤ γ i /2jcrit ≤ Y ≥ 0.5.
(13)
∗
Since Ti,j
> 0.1, Lemma 8 gives
crit
o
i
h n
0
∗
P
v ∈ Πi,jcrit (OPT) : Cv ≤ γ i /2jcrit ≤ 200Ti,j
≥ 0.9.
crit

Lemma 9 followed by Chernoff bound gives
h 
v ∈ Πi,jcrit \ Π0i,jcrit (OPT) : Cv ≤ γ i /2jcrit
P

∗
≥ 600Ti,j
crit

i

(14)

≥ 0.9.

From the assumption that p∗i,Y ≥ 0.9, we have
h
i
P OPT selects at least Y vertices within total budget γ i
≥ 0.9.

(15)

(16)

By union bound, all four events in (13)-(16) happen with positive probability, in which case
∗
OPT selects at least 400Ti,j
vertices that are not qualified for scale jcrit within total budget
crit
i
∗
γ . This implies that 400Ti,jcrit · γ i /2jcrit ≤ γ i from which Claim 14 immediately follows. C

5.3

The Dynamic Programming Sub-procedure ALGDP

In this section, we give our dynamic program ALGDP and prove Lemma 11 restated below
for convenience.
I Lemma 11. For any phase i ≥ 0 and any scale j ∈ {0, · · · , `i }, the approximate value Yei,j
computed in Step 15 of ALGStoch-Cost satisfies that (1) Yei,j ≥ Yi,j , and (2) Yei,j vertices can be
selected from Πi,j ∪ Πi,j−1 within cost budget 6γ i with probability at least 0.2.
Recall, our dynamic program ALGDP is used to approximately compute the maximum
number of vertices that can be selected from a certain tour with probability at least 0.2
within cost budget 3γ i . Essentially, ALGDP solves the following sub-problem: We are given
a target T ∈ Z≥0 , a budget B ≥ 0 and n independent non-negative stochastic costs. The
goal is to find the probability PT,B that there exists a subset S of size T with sum of its
costs at most B. Since this general problem is NP-hard, we give a dynamic program that
finds something between PT,B and PT,2B . Lemma 11 follows immediately from the following
Lemma 15.
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I Lemma 15. Given n independent non-negative random variables V = {C1 , C2 , ..., Cn }, a
target T ∈ Z≥0 and a budget B ≥ 0. Let PT,B denote the probability that there exists a subset
P
S ⊆ V of size at least T and i∈S Ci ≤ B. Then there’s an efficient dynamic programming
ALGDP (T, B, V ) that outputs a value PeT,B s.t. PT,B ≤ PeT,B ≤ PT,2B .
Proof of Lemma11. We first prove property (1). Recall that Yi,j is the maximum number of
vertices that can be selected from Πi,j ∪Πi,j−1 with probability at least 0.2 within cost budget
3γ i , and Yei,j is the largest integer such that ALGDP (Yei,j , 3γ i , Πi,j ∪ Πi,j−1 ) ≥ 0.2. Consider
the set of stochastic costs in Πi,j ∪ Πi,j−1 . By definition, we have PYi,j ,3γ i ≥ 0.2. It follows
from Lemma 15 that ALGDP (Yi,j , 3γ i , Πi,j ∪ Πi,j−1 ) ≥ 0.2. This implies that Yei,j ≥ Yi,j and
proves property (1).
Now we prove property (2). Applying Lemma 15 we have PYe ,6γ i ≥ ALGDP (Yei,j , 3γ i , Πi,j ∪
i,j
Πi,j−1 ) ≥ 0.2. It follows that Yei,j vertices can be selected from Πi,j ∪ Πi,j−1 within cost
budget 6γ i with probability at least 0.2. This establishes property (2) and finishes the proof
of Lemma 11.
J
Proof of Lemma 15. We begin by discretizing each Ci to be C i := bCi ·n/Bc ∈ N and define
P
P T,n the probability that there exists a subset S ⊆ V s.t. |S| ≥ T and i∈S C i ≤ n. Notice
P
P
that i∈S C i ≤ n implies that i∈S Ci ≤ 2B. Therefore we have PT,B ≤ P T,n ≤ PT,2B . In
the following, we give a dynamic programming ALGDP that computes the value P T,n and we
will set PeT,B in the statement of the lemma to be P T,n . Assume without loss of generality
that C i ≤ n + 1 as one can truncate the distribution of C i at (n + 1) without changing P T,n .
Denote A(i, j) the jth smallest value among the first i random variables. We build a DP
table where each entry P [i, j, `, m] (for i ∈ {1, · · · , n}, j ∈ {1, · · · , T }, ` ∈ {0, · · · , n} and
m ∈ {0, · · · , n}) denotes the probability that the smallest j values among the first i random
variables sum up to ` and the jth smallest value among the first i random variables is equal
Pj
to m, i.e.
s=1 A[i, s] = ` and A[i, j] = m.
Initial values: ALGDP initializes certain entries of the DP table as follows.
Case 1 (impossible events): set P [i, j, `, m] to be 0 if j > i, m > ` or m · j < `.
Q
Q
Case 2 (j = 1): set P [i, 1, `, m] = s∈[i] P[C s ≥ `] − s∈[i] P[C s > `] if ` = m, and
0 otherwise.
Note that all the entries corresponding to i = 1 are already included in the two cases
above.
Recursion: ALGDP uses the following recursion.
P [i, j, `, m] = P[Ci > m] · P [i − 1, j, `, m] +

m−1
X

P[Ci = u] · P [i − 1, j − 1, ` − u, m]

u=0

+P[Ci = m] ·

m
X
u=0

P [i − 1, j − 1, ` − m, m − u] −

m
X


P [i − 1, j, ` − u, m − u] .

u=1

(17)
Output: after computing all the entries of the DP table, ALGDP outputs P T,n that equals
Pn P`
`=0
m=0 P [n, T, `, m].
Now we prove the correctness of ALGDP . Given the definition of P [i, j, `, m], we can
immediately verify that the assignment of initial values and the final output are correct if all
the entries of the DP table computed from (17) are also correct. To see the correctness of the
Pj
recursion, we consider the outcome of C i . When C i > m, in order to satisfy s=1 A[i, s] = `
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and A[i, j] = m, one must have that C i is not in the j smallest values among the first i
random variables. This verifies the first term in (17). When C i = u < m, in order to satisfy
Pj
s=1 A[i, s] = ` and A[i, j] = m, one must have that C i is one of the jth smallest values
among the first i random variables. Also notice that in this case, the (j − 1)th smallest value
Pj−1
among the first (i − 1) random variables is still m and that s=1 A[i − 1, s] = ` − C i . This
gives the second term in (17).
Now we verify the last term in (17, which corresponds to the case where C i = m. In this
case, we might as well select C i as one of the j smallest values among the first i random
Pj
variables. In order to satisfy s=1 A[i, s] = ` and A[i, j] = m, we need the smallest (j − 1)
values among the first (i − 1) random variables to sum up to ` − m and the (j − 1)th smallest
Pj−1
value to be at most m, i.e.
s=1 A[i, s] = ` − m and A[i, j − 1] ≤ m. The probability of
Pm
this event is exactly u=0 P [i − 1, j − 1, ` − m, m − u]. However, in order to ensure that
A[i, j] = m, we also need the jth smallest value among the first (i − 1) random variables to
be at least m (i.e. A[i − 1, j] ≥ m) and the outcomes that don’t satisfy this condition needs
to be excluded from the previous event. Putting everything together, we have the following:
j−1
nX
o
P
A[i − 1, s] = ` − m, A[i − 1, j − 1] ≤ m, A[i − 1, j] ≥ m
s=1

=P

j−1
nX

o
A[i − 1, s] = ` − m, A[i − 1, j − 1] ≤ m

s=1
j−1
nX
o
−P
A[i − 1, s] = ` − m, A[i − 1, j − 1] ≤ m, A[i − 1, j] < m
s=1

=

m
X

P [i − 1, j − 1, ` − m, m − u] −

u=0

m
X

P [i − 1, j, ` − u, m − u].

u=1

This immediately gives the last term in (17) and finishes the proof of Lemma 15.
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A

Missing Proofs in Section 2

I Lemma 6 (Bi-criteria Orienteering). There is an efficient algorithm ALGBicrit-Orient that finds
a tour of length O(1) · B while collecting at least (OPTOrient − ) profit, where  = 1/poly(n)
can be made arbitrarily small.
Proof of Lemma 6. Assume without loss of generality that OPTOrient > 0. Denote ρ = 3 the
approximation factor of k-TSP algorithm ALGk-TSP from [8]. Denote Rmax := maxv∈V Rv
and Rmin := minv∈V Rv the maximum and minimum profit in the Orienteering instance.
Notice, OPTOrient ∈ [Rmin , n · Rmax ].
ALGBicrit-Orient applies binary search in [Rmin , n · Rmax ], starting with profit target (Rmin +
n · Rmax )/2. For each profit target λ, ALGBicrit-Orient runs ALGk-TSP with target reward λ to
obtain a tour Πλ whose length is denoted as `(Πλ ). ALGBicrit-Orient performs binary search
over λ ∈ [Rmin , n · Rmax ] until finding two values λl < λh ≤ λl +  such that `(Πλl ) ≤ ρB
and `(Πλh ) > ρB, in which case ALGBicrit-Orient returns the tour Πλl . Here we assumed
without loss of generality that `(Πn·Rmax ) > ρB as otherwise ALGBicrit-Orient can simply return
the tour Πn·Rmax . Notice that `(Πλh ) > ρB implies that OPTOrient < λh and therefore
ALGBicrit-Orient finds reward at least λl ≥ λh −  > OPTOrient − . The length of the tour found
by ALGBicrit-Orient is `(Πλl ) ≤ ρB = O(1) · B. This finishes the proof of Lemma 6.
J

B

Missing Proofs in Section 3

I Lemma 7 (Key Lemma). If for some universal constants C > 0, γ > 1, any phase i ≥ 1,
and any possible σi−1 , the algorithm ALGMeta satisfies
ui (σi−1 ) ≤ C · u∗i (σi−1 ) +

ui−1 (σi−1 )
,
γ2

then ALGMeta is a non-adaptive O(1)-approximation algorithm.
Proof of Lemma 7. For any phase i ≥ 0, denote ui the probability that ALGMeta enters phase
i + 1 in the probing stage and u∗i the probability that OPT has cost more than γ i . Taking
expectation over σi−1 for the pre-condition of Lemma 7, we have ui ≤ C · u∗i + ui−1 /γ 2 . It
follows that
X
X
X
ui · γ i ≤ C ·
u∗i · γ i + u0 /γ + 1/γ ·
ui · γ i ,
i≥1

i≥1

i≥1
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which gives
(1 − 1/γ) ·

X

ui · γ i ≤ O(1) ·

i≥1

X

u∗i · γ i + 1/γ.

(18)

i≥1

We also notice that
X
OPT ≥
(u∗i − u∗i+1 ) · γ i

=

(1 − 1/γ) ·

i≥0

X

u∗i · γ i + 1,

i≥1

and that
ALGMeta

≤

O(1) ·

X
(ui − ui+1 ) · γ i+1
i≥0

=

O(1) ·

X

ui · γ i .

i≥0

It follows from (18) that ALGMeta ≤ O(1) · OPT. This finishes the proof of Lemma 7.

C

J

Missing Proofs in Section 5

I Lemma 12. For γ = 1.1, any phase i > 0 in the probing stage of Stoch-Cost k-TSP
satisfies
ui (σi−1 ) ≤ 100u∗i (σi−1 ) +

ui−1 (σi−1 )
.
γ2

(7)

Proof of Lemma 12. We fix any outcome σi−1 of vertices visited by ALGStoch-Cost in the first
i − 1 phases of its probing stage. The lemma trivially holds in the case where u∗i (σi−1 ) ≥ 0.01
as we have 100u∗i (σi−1 ) ≥ 1. If ui−1 (σi−1 ) = 0 which means that ALGStoch-Cost already selects
k vertices before entering phase i in the probing stage, then ui (σi−1 ) = 0 and again the
lemma trivially holds. We therefore assume that u∗i (σi−1 ) < 0.01 and that ui−1 (σi−1 ) = 1.
Now proving Lemma 12 is equivalent to proving
ui (σi−1 ) ≤ 100u∗i (σi−1 ) + 1/γ 2 .

(19)

Denote k(σi−1 ) the remaining target at the beginning of phase i in the probing stage
of ALGStoch-Cost . We first consider Selection-Process 1 and denote Nold (σi−1 ) the number
of vertices selected from σi−1 in this process. We assume without loss of generality that
Nold (σi−1 ) < k(σi−1 ), as otherwise our algorithm has already selected k vertices after
Selection-Process 1 and (19) immediately follows. Since Selection-Process 1 uses cost budget
γ i to select as many unselected vertices from σi−1 as possible, OPT can select at most
Nold (σi−1 ) + k − k(σi−1 ) vertices from σi−1 within total budget γ i . Denote Nnew (σi−1 ) :=
k(σi−1 ) − Nold (σi−1 ) the remaining target for ALGStoch-Cost after Selection-Process 1. It
follows that in order to select k vertices within total budget γ i , OPT needs to select at least
Nnew (σi−1 ) vertices from Vi within total budget γ i . Therefore, u∗i (σi−1 ) < 0.01 implies that
OPT selects at least Nnew (σi−1 ) vertices from Vi within total budget γ i with probability at
least 0.99. Applying Lemma 13 with Y = Nnew (σi−1 ), it follows that our algorithm finds
at least Nnew (σi−1 ) vertices from Vi which can be selected within cost budget 6γ i with
probability at least 0.2. This implies that ui (σi−1 ) ≤ 0.8 ≤ 1/γ 2 and (19) is established. J
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1

Introduction

The last major financial crisis and its aftermath have highlighted the systemic risks and
resulting hazards for society that arise in financial markets, which are characterized by
different, highly interconnected financial institutions. Over the last decade an increased
research effort has been underway to analyze, understand, and manage the systemic risks in
financial markets. Main aspects of interest are contagion effects and cascading defaults, as
well as recommendations for suitable regulation on a national and international level.
A prominent approach in the area of systemic risk stems from the seminal work by
Eisenberg and Noe [13]. Here the set V of financial institutions (or firms) is the node set
of a directed graph G = (V, E). The directed and weighted edges e ∈ E express the debt
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relations among firms. In addition, each firm has non-negative external assets, which capture
the value of property rights (such as real-estate, gold, business and mortgage loans, etc.) that
the firm has acquired from non-financial institutions. Eisenberg and Noe discuss a clearing
mechanism for such a market, in which every firm v uses its available assets to pay its debt.
The clearing follows basic balance sheet identities and evolves rather mechanically. It is
commonly assumed that payments are distributed among all creditors in a pro-rata fashion,
i.e., for each interbank debt (i.e., each outgoing edge) firm v allocates a proportional share of
its available assets. Similarly, a firm receives the payments for its incoming edges (so-called
internal assets), which in turn are also paid proportionally to outgoing edges (until all debt
is paid or all assets are distributed). In this way, clearing payments constitute a fixed point
of the system. Eisenberg and Noe discuss existence and uniqueness issues of such fixed point
payments.
While the model has been studied intensively over the last two decades, there are a
plethora of open questions, especially towards understanding strategic and game-theoretic
issues. In this paper, our focus are the strategic incentives and their consequences for clearing
mechanisms in financial markets. For example, rather than using pro-rata payments, financial
institutions often put priority on clearing certain debts first. In this way, a firm v could profit
substantially when using a suitable priority-based payment scheme – by clearing certain debt
first, the money propagates through the network and returns to v in the form of additional
internal assets. In the Eisenberg-Noe model, it is easy to see that the intuitive pro-rata
clearing mechanism is not always incentive compatible, and strategic incentives of this kind
can arise frequently.
In this paper, we study the properties of priority-based clearing mechanisms for financial
markets. We focus on payment schemes that constitute a pure Nash or even a strong
equilibrium in the underlying strategic payment game for the firms. In this way, firms have
no unilateral or coalitional incentives to deviate from the payment schemes proposed by the
clearing mechanism. Depending on the granularity of priorities, the resulting games have
different properties. In particular, if priorities are implemented over debt contracts, existence
of a pure Nash or a strong equilibrium becomes strongly NP-hard to decide. Instead, if firms
can assign each unit of money arbitrarily to any open debt, a strong equilibrium always
exists and can be computed in strongly polynomial time. Moreover, in this case, there is
even a strong equilibrium that maximizes the sum of all assets of all firms.
Our results imply interesting insights for bankruptcy settlement of insolvent firms. It
turns out that only insolvent firms face a potential strategic decision about where to allocate
money in order to maximize the internal assets through network effects (or, equivalently,
minimize the remaining debt after clearing the network). In case there is a benevolent and
centralized bankruptcy settlement, we show that it can implement a clearing mechanism with
monotone payment strategies that leads to a socially optimal clearing state. It comes with the
additional guarantee of giving no coalition of firms an incentive to pay their debts differently.
Instead, if clearing payments are determined by suitable negotiation in a decentralized
fashion resulting in some arbitrary Nash or strong equilibrium, the total amount of internal
assets available to the firms in the system can deteriorate drastically. Similar problems arise
if a centralized clearing mechanism is restricted to payment schemes based on priorities over
single loans (rather than units of money). This can lead to non-existence of pure equilibria in
the resulting games. Even if equilibria exist, they can be undesirable since the total amount
of internal assets of all firms can be drastically smaller than in an optimal solution. This
shows a marked contrast between centralized and decentralized bankruptcy settlement and
highlights how the structure of permissible payment strategies impacts the performance and
the structural properties of the clearing mechanism.
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Contribution

In this paper, we study the properties of priority-based clearing mechanisms for financial
markets. We assume the network of liabilities is given, but insolvency resolution is driven by
strategic considerations. In particular, we analyze payment schemes that constitute a pure
Nash or even a strong equilibrium in the underlying strategic payment game for the firms.
Below, we introduce basic preliminaries of the Eisenberg-Noe model. In addition, we
introduce two classes of priority-based payment strategies for the firms and analyze the
resulting clearing mechanisms. For an edge-ranking strategy, a firm ranks its debt contracts
and assigns its assets in order of the ranking. As a superset of strategies, we consider
coin-ranking strategies, where money is considered in units (“coins”). Instead of contracts,
each firm ranks single coin payments to the contracts. By letting the value of a coin approach
zero, coin-ranking strategies become equivalent to monotone strategies, where the payments
of a firm are simply a monotone function of its total available assets.
In Section 2 we present structural insights on the clearing states for a strategy profile in an
edge- or coin-ranking game. In such a profile, each firm is choosing an edge- or coin-ranking
strategy to pay its debt. For each such profile, we prove that the possible clearing states form
a lattice with respect to the vector of assets of each firm (Theorem 3). In particular, there
is a unique clearing state that pointwise maximizes the assets available to each firm (given
this strategy profile). In the full version [6] we show that it can be computed in strongly
polynomial time. We assume that this state defines the assets and, thus, the utility of each
firm in the strategy profile. Similar properties were shown in [13] for profiles composed of
pro-rata payment strategies.
In Section 3 we study coin-ranking games and strategic choice of payments. Our interest
lies in the existence, computational complexity, and social quality of equilibria. We show that
there always is a strategy profile that represents a strong equilibrium, in which no coalition
of firms has an incentive to deviate. Furthermore, it maximizes social welfare, i.e., the sum of
all assets or total revenue available to all firms. Such a strong equilibrium can be computed
in strongly polynomial time (Theorem 6). It can be represented compactly, even though the
strategy shall rank all (possibly pseudo-polynomially many) coins that a firm might have
available. In contrast, it is strongly NP-hard to find a best-response strategy for a single
firm in a given arbitrary strategy profile of a coin-ranking game (Theorem 9).
For worst-case equilibria and the strong price of anarchy, we show that the deterioration
of social welfare in a strong equilibrium compared to a social optimum is tightly characterized
by the min-max length of cycles in any social optimum (Theorem 11). This implies that
networks with optimal money circulation composed of small cycles yield a small inefficiency
in strong equilibria. In contrast, a worst-case Nash equilibrium, which is stable only against
unilateral deviations, can be arbitrarily worse than a social optimum, even in simple games
with a constant number of firms (Proposition 10).
In Section 4 we study equilibria in edge-ranking games, where all firms are restricted
to play edge-ranking strategies. Restricting the strategy space to rankings over contracts
can have devastating consequences for the existence and social quality of equilibria. In
edge-ranking games, pure Nash and strong equilibria can be absent, and deciding their
existence is strongly NP-hard (Theorem 14). The same hardness applies for computing a
social optimum, and for computing a pure Nash or strong equilibrium when it is guaranteed
to exist. Even the best strong equilibrium can be a factor of Ω(n) worse than the social
optimum in terms of social welfare (Proposition 16). For pure Nash equilibria, even the best
one can be arbitrarily worse than a social optimum (Proposition 17).
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1.2

Related Work

Financial Networks. On a conceptual level, we study issues of strategic choice and computational complexity in financial networks. There have been works addressing computational
complexity of diverse issues, such as pricing options with [3] and without information asymmetry [7], finding clearing payments with credit default swaps [27], or estimating the number
of defaults when providing a shock in the financial system [20]. In addition, many extensions
to the model by Eisenberg and Noe have been proposed in the literature on financial markets.
However, even models including cross-holdings of equity [28], default costs [26], or debt
contracts of different maturities [15] follow the idea of the basic approach that all contracts
have to be cleared consistently, i.e., clearing payments locally adhere to the rather mechanical
clearing rule and constitute a fixed point solution globally. Indeed, Barucca et al. [5] have
recently shown that many of the above models can be unified in terms of self-consistent
network valuations. A well-known result of such models is the “robust-yet-fragile” property
exhibited by financial networks, i.e., contagion arises in an all-or-nothing fashion akin to
the formation of a giant connected component in random graph models [17]. This provides
important insights into systemic risk and advises the need for macro-prudential regulation.
Accordingly, the rather mechanical pro-rata payments are also usually presumed in models
studying contagion effects arising from overlapping portfolios [8, 9]. In this case, distressed
firms are selling assets which in turn decreases the value of these assets by market impact.
Here, it is commonly assumed that firms mechanically sell all their assets in a pro-rata
fashion. In turn, the resulting market impact is modeled as a known function parametrized
by the market depth or liquidity of each asset. In contrast, especially decisions regarding the
portfolio composition of financial firms yield substantial potential for strategic consideration
in reality.
To our knowledge, strategic aspects are currently reflected mostly in models of network
formation [14, 1]. A three period economy is assumed where firms can invest into risky
assets. To do so, they strategically decide to borrow funds from outside investors as well
as other firms. Thereby a network of financial cross-holdings is endogenously formed as
each firm maximizes their expected profit. The results show that risk-seeking firms tend to
over-connect leading to stronger contagion and systemic risk as compared to the socially
optimal risk-sharing allocation. Note that in this case, strategic aspects only play a role in
the formation of inter-bank relations whereas the clearing mechanism is assumed to follow
the same process as in [13]. Another strategic variant of the model by Eisenberg and Noe
has been considered in [2] in the form of a two-period model. Firms strategically store some
amount from their first period endowment with an interest rate in order to increase the
available assets in the second period. The clearing in both rounds is based on pro-rata
payments. Each firm optimizes a function of the remaining debts in both periods.
Flow Games. On a more technical level, our game-theoretic approach is related to a number
of existing game-theoretic models based on flows in networks. In cooperative game theory,
there are several notions of flow games based on a directed flow network. Existing variants
include games, where edges are players [12, 21, 22, 18, 11, 4], or each player owns a source-sink
pair [25, 24]. The total value of a coalition C is the profit from a maximum (multi-commodity)
flow that can be routed through the network if only the players in C are present. There is
a rich set of results on structural characterizations and computability of solutions in the
core, as well as other solution concepts for cooperative games. In contrast to our work,
these games are non-strategic. Instead, here we consider each player as a single node with a
strategic decision about flow allocation.
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More recently, a class of strategic flow games has been proposed in [23, 19]. There is a
capacitated flow network with a set of sources nodes. At each source node, a given amount
of flow enters the network. Each node of the network is owned by a single player. Each
player always owns a designated sink node, as well as one or more additional nodes from
the network. A player can choose a flow strategy for each of her nodes. The flow strategy
specifies, for every node v and every x ≥ 0, how an incoming flow of x at v is distributed onto
the outgoing edges (if any). Each flow strategy needs to fulfill flow conservation constraints
at every node, subject to capacity on the outgoing edges. Each player aims to maximize the
incoming flow at its sink node.
For these games there exist a number of Σp2 -completeness results for, e.g., determining
the value of a game in a two-player Stackelberg variant, or determining the existence of
a pure Nash equilibrium in a multi-player variant. In the latter game, computing a best
response can also be NP-hard. Our approach is related to these games. However, motivated
by financial networks we assume each firm is a single (source) node. The firm optimizes
the incoming flow at its node (without it being a sink node). We study the computational
complexity and social quality of equilibria. Moreover, strategic incentives arise mainly from
cycles in the network – a condition absent in the existing work on max-flow games [23, 19]
where the network is assumed to be acyclic.
The problem of calculating a clearing state for a given strategy profile in our games
is closely related to the notion of a stable flows. In the stable flow problem, each node is
equipped with an externally given preference order over both incoming and outgoing arcs.
There always exists a stable flow, and the set of stable flows forms a lattice [16]. In fact,
there is an augmenting path algorithm for computing a stable flow with polynomial running
time [10].

1.3

Financial Networks with Payment Strategies

Network Model. We consider a financial network model due to Eisenberg and Noe [13].
There is a network G = (V, E) with node set V of institutions or firms. Each firm v ∈ V has
external assets of value axv ≥ 0. Moreover, the firms are related via a set E of liabilities. Each
liability (u, v) ∈ E is a directed edge from firm u ∈ V to firm v ∈ V . The weight c(e) ≥ 0 of
some edge e = (u, v) is the amount of money that u owes to v. We follow standard notation
in graph theory and denote by E + (v) = {(v, u) ∈ E} and by E − (v) = {(u, v) ∈ E} the set
of outgoing and incoming edges of v ∈ V , respectively. The total liabilities `(v) of firm v is
the total amount of money firm v owes to other firms, i.e.,
X
`(v) =
c(e).
e∈E + (v)

We strive to understand issues of computational complexity. As such, we will assume that
all numbers in the input, i.e., all axv and c(e), are integer numbers.
We consider clearing mechanisms based on strategic payments decisions. A money flow
ge on edge e satisfies 0 ≤ ge ≤ c(e). Given a money flow on each edge, the internal assets of
firm v are the total incoming money from other firms, i.e.,
X
aiv =
ge .
e∈E − (v)

The total assets of v are the sum of external and internal assets av = axv + aiv . A firm is
insolvent if its total assets are strictly smaller than its total liabilities, i.e., av < `(v).
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Eisenberg and Noe define a clearing mechanism with money flows given by pro-rata payments. In their clearing mechanism, each firm v distributes its total assets av proportionally
+
on its outgoing edges until all debt
o formally, every edge e ∈ E (v) is assigned
n is paid. More
a money flow of ge (av ) = min c(e), av ·
itself, if any.

c(e)
`(v)

. Firm v keeps the surplus av − `(v) ≥ 0 for

Payment Strategies. In this paper, we analyze incentives when firms strategically manipulate their payments. As such, we study money flow games defined as follows. Each firm
v ∈ V chooses as a strategy a parametrized flow function fe (y) for every outgoing edge
e ∈ E + (v) and every y ≥ 0. The strategy f v = (fe (y))e∈E + (v) must satisfy for every y ≥ 0
0 ≤ fe (y) ≤ c(e)
X

fe (y) = min{y, `(v)}

(capacity constraint)

(1)

(no-fraud constraint)

(2)

e∈E + (v)

Intuitively, the strategy specifies, for every possible value y ≥ 0 of total assets available to
firm v, how v will allocate these assets to pay its debts. The capacity constraint ensures
that no debt is overpaid, the no-fraud constraint requires that v does not embezzle assets
as long as there is unpaid debt. This definition includes pro-rata payments as one possible
strategy profile. Given a strategy profile f = (f v )v∈V , a clearing state a = (av )v∈V is a vector
of assets such that
X
av = axv +
fe (au )
(fixed point constraint)
(3)
e=(u,v)∈E − (v)

holds for all nodes v ∈ V . Equivalently, this ensures that for a given strategy profile f , there
is a clearing state a such that the flow g defined by ge = fe (au ) is in fact a money flow. The
utility of firm v is av , i.e., v’s goal is to choose a strategy to maximize its total assets in the
clearing state.
I Proposition 1. If all fe (y) are continuous, there exists at least one clearing state.
The proof is a straightforward application of Brouwer’s fixed point theorem and thus
omitted. If strategies are not continuous, it is easy to construct examples where no clearing
state exists. Still, even for a continuous strategy profile f , there could be multiple clearing
states a (even for pro-rata profiles). Given sufficiently complex strategy profiles with compact
representation, computation of a clearing state might even become computationally difficult.
In the rest of the paper, we focus on a set of rich and meaningful strategy spaces, for
which we can single out a unique clearing state with a simple algorithm. An intuitive and
well-motivated class of strategies can be derived via rankings or seniorities.
Edge-Ranking Games. In an edge-ranking game, each player v ∈ V spends its assets to pay
its debts according to a strict and total order over E + (v), which we represent by a permutation
πv = (e1 , e2 , . . .). v first pays all debt of edge e1 = πv (1), then e2 = πv (2), etc. until all debt
P
is paid or it runs out of assets. Formally, fei (y) = min{c(ei ), max{0, y − j<i c(ej )}}. The
edge-ranking strategy of v is fully described by the ranking πv , hence we denote a strategy
profile in edge-ranking games by π = (πv )v∈V .
Coin-Ranking Games. As a strict superset of such strategies, consider the case where each
player v ∈ V can spend its assets to pay its debts in a monotone fashion. In coin-ranking
games, we rely on integrality of all values for ce and axv , and interpret money flow as being
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discretized into “coins” of value 1. Thus, for a coin-ranking strategy, the parametrized flow
functions fe (y) for every outgoing edge e ∈ E + (v) are defined on the non-negative integer
numbers fe (y) : N0 → N0 . They are characterized by capacity and no-fraud constraints, and,
for every y, y 0 ∈ N0 with y ≥ y 0
fe (y) ≥ fe (y 0 )

(monotonicity constraint)

(4)

Note that, by letting the value of a coin tend to 0, coin-ranking strategies become arbitrary
monotone strategies fe (y) : R≥0 → R≥0 .
Coin-ranking strategies generalize edge-ranking strategies. Maybe counterintuitively,
every coin-ranking game is also a special edge-ranking game – replacing each edge e with
weight c(e) many multi-edges of unit weight expands a coin-ranking game into an equivalent
edge-ranking game. There is a one-to-one correspondence between coin-ranking strategies
in the original game and edge-ranking strategies in the expanded game. Intuitively, for a
coin-ranking strategy in the original game, a player v pays the first coin of assets to the
multi-edge πv (1), the second coin to πv (2), etc. in the expanded edge-ranking game until all
debt is paid or v runs out of assets. The expansion of the game implies a pseudo-polynomial
blowup in representation size, but nevertheless, the structural equivalence is very useful for
characterizing and analyzing solutions to coin-ranking games.
Note that the representation of a coin-ranking strategy might require pseudo-polynomial
size even in the original non-expanded game. We discuss this issue below in Section 3.1. It
turns out that in every coin-ranking game, we can restrict attention to a subset of compactly
representable coin-ranking strategies.
Clearing States and Utilities. For a given strategy profile π in an edge- or coin-ranking
game, we determine the utility using a clearing state â, where we choose the one that
maximizes the total revenue in the network, i.e., the sum of total assets available to all firms
X
X
X
X
X
Rev(π, a) =
av =
axv +
fe (au ) =
axv +
fe (av ).
v∈V

v∈V

e=(u,v)∈E

v∈V

e∈E + (v)

Note that the choice of â and thus, the resulting revenue significantly depends on the
strategy profile π. In many cases, for a fixed strategy profile π, the clearing state â is
unique, and there is no choice based on maximum revenue. Moreover, in case there are
several clearing states for a strategy profile π in an edge-ranking game, it turns out that
they can be arranged into a lattice with coordinate-wise maximum inducing a partial order.
We choose the coordinate-wise maximal clearing state, since it maximizes Rev(π, a) as
a natural measure of social welfare. In this sense, the properties of edge-ranking games
mirror the conditions shown for pro-rata payments in [13]. We prove these conditions in the
subsequent section.

2
2.1

Clearing States
Circulation Structure in Money Flow Games

We observe a useful circulation representation of clearing states in money flow games. Given
a strategy profile f , the fixed point and no-fraud constraints imply for any clearing state a
the conservation of money flow. Now using an auxiliary source s, we can represent all money
flows in a in the form of a circulation. We build a circulation network G0 by adding node s,
for every v ∈ V we add an auxiliary edge (v, s) with capacity c((v, s)) = ∞, and for every
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v ∈ V with axv > 0 we add an auxiliary edge (s, v) with c((s, v)) = axv . In this way, external
assets of v become internal assets via a flow on edge (s, v). Surplus assets of w become a
flow on edge (w, s), i.e., the internal assets of s.
I Proposition 2. For every clearing state a of a strategy profile f in a money flow game,
the flow in G0 can be decomposed and represented as a circulation. The auxiliary source s
P
has assets of as = v∈V axv , and all auxiliary edges (s, v) are saturated.
Proof. This is a simple consequence of fixed point and no-fraud constraints. Surplus at firm
v ∈ E exists only if v pays all debt
X
fe (av ) = min(av , `(v)) .
e∈E + (v)

Moreover, the total external assets constitute the total net revenue:
X
X
X
X
X
X
axv =
axv +
fe (au ) −
v∈V

v∈V e=(u,v)∈E − (v)

v∈V

=

X
v∈V

av −

X
e∈E + (v)

fe (av )

=

fe (au )

v∈V e=(u,v)∈E − (v)

X

max{0, av − `(v)}

v∈V

The net revenue of every firm gets routed to the auxiliary source s and constitutes the
P
P
assets as . Thus as = v∈V max{0, av − `(v)} = v∈V axv , and all auxiliary edges (s, v) are
saturated. Overall, by routing the surplus assets to s, we obtain exact flow conservation at
every node. As such, the flow can be decomposed and represented as a circulation.
J

2.2

Structure for Monotone Strategies

Lattice Structure. Consider an arbitrary money-flow game and a strategy profile f of
monotone strategies. Let A be the set of feasible clearing states for a strategy profile f . We
show that (A, ≥) forms a lattice with the coordinate-wise comparison. Formally, a ≥ a0 iff
av ≥ a0v for all v; and a > a0 iff av ≥ a0v for all v and av > a0v for at least one v.
I Theorem 3. For every strategy profile f in a money-flow game with monotone strategies,
the pair (A, ≥) forms a lattice.
n
o
P
Proof. Consider A = a 0 ≤ av ≤ axv + e∈E − (v) c(e), ∀v ∈ V , a superset of all possible asset vectors. Obviously, (A, ≥) forms a lattice with the coordinate-wise comparison defined above. For a given strategy profile f , the map g : A → A with g(a)v =
P
axv + e=(u,v)∈E − (v) fe (au ) is a monotone function for every firm v ∈ V , since for every edge
e = (u, v) ∈ E the strategy of firm u implies that fe is monotone in au . Obviously, the set of
clearing states A is the set of fixed-point asset vectors of g. The result follows by applying
the Knaster-Tarski theorem.
J
Solvent Firms. The previous result implies uniqueness of â for a given monotone strategy
profile f . We observe another interesting property, which shows that in monotone money
flow games the maximal clearing state â is unique as long as all insolvent firms stick to their
strategy. Since every strategy satisfies capacity and no-fraud constraints, the payments of
solvent firms remain the same if they receive the same assets, and vice versa. Consequently,
strategies of solvent firms have no impact on the asset vector â. For any solvent firm v, every
strategy constitutes a best response.
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I Proposition 4. For a given money flow game, consider any monotone strategy profile f ,
the corresponding clearing state â, and any solvent firm v with âv ≥ `(v). Every strategy
f 0v is a best response for v against the other strategies f−v and results in the same clearing
state â.
Proof. Consider a deviation f 0v , the resulting state f 0 = (f 0v , f −v ) and the resulting revenuemaximizing clearing state a0 . Suppose that â 6= a0 . Firm v is solvent under â, thus
P
e∈E + (v) fe (âv ) = l(v) and fe (âv ) = c(e). Using Theorem 3 we can assume w.l.o.g. that
â > a0 (i.e., âu ≥ a0u for all firms u, and âw > a0w for at least one firm w). We construct
an equivalent game, in which we remove all edges in E + (v) and instead increase external
assets to āx (u) = axu + c(e) for all u with (v, u) ∈ E + (v). Observe that â is still a feasible
clearing state in the constructed game. However, any clearing state a in the original game
with av ≥ l(v) induces f (av ) = c(e) independent of the chosen strategies of v due to the
non-fraud condition. Thus, any clearing state a with av ≥ l(v) in the new game is still a
feasible clearing state in the old game. We conclude that â is a feasible clearing state under
f 0 . This is a contradiction to the maximality of a0 .
J

3
3.1

Coin-Ranking Games
Representation

An instance of a money flow game is given by the network G and integer numbers for edge
weights c(e) and external assets axu . Hence, the representation of the instance is logarithmic
in input numbers for c(e) and axu . In contrast, if we consider arbitrary coin-ranking strategies
P
f v for firm v, this specifies a ranking over all coins of value 1. This is linear in e∈E + (v) c(e)
and, thus, only pseudo-polynomial in the instance representation. Our first observation is
that in every coin-ranking game, we can restrict attention to threshold-ranking strategies
with a polynomial representation. A threshold-ranking strategy πvt = (πv , τv ) is composed of
a permutation πv over E + (v) and a vector of thresholds τv = (τe )e∈E + (v) with 0 ≤ τe ≤ c(e)
for every e ∈ E + (v).
The interpretation is as follows. In πvt , firm v first pays τe to every edge e ∈ E + (v),
sequentially in the order given by πv . Then, it pays the remaining c(e) − τe to every edge in
the order given by πv . That is, v first considers edge πv (1) and pays the first τπv (1) coins to
P|E + (v)|
this edge. The next τπv (2) coins are paid to edge πv (2) etc. until j=1
τπv (j) coins are
paid to the edges (or v runs out of assets). Then, the remaining c(πv (1)) − τπv (1) coins are
paid to edge πv (1), then the next c(πv (2)) − τπv (2) coins to πv (2) etc.
Indeed, we can restrict attention to threshold-ranking strategies in coin ranking games.
The formal proof is deferred to the full version [6].
I Proposition 5. For every strategy profile f in a coin-ranking game with clearing state â
and every firm v, there is a threshold-ranking strategy πvt such that the profile (πvt , π−v ) has
the same clearing state â and, thus, the same utilities for all firms.

3.2

Existence and Computation of Equilibria

Our first result is that in every coin-ranking game there is a strong equilibrium that maximizes
the total revenue of all firms. This strong equilibrium can be computed in polynomial time.
In particular, consider the instance (G, c, ax ) as a money flow game and an arbitrary clearing
state, i.e., a circulation of maximum value in the circulation network G0 . This circulation is
also a clearing state of a strong equilibrium in threshold-ranking strategies.
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I Theorem 6. For every coin-ranking game, there is a strong equilibrium with money flows
that maximize the total revenue in the network. The strong equilibrium can be computed in
polynomial time.
Proof. Consider the circulation network G0 = (V, E 0 ). An optimal circulation f ∗ that
maximizes the total flow value saturates all outgoing auxiliary edges from s. Hence, it
maximizes the total assets of all firms
X
X
X
X
fe∗ = 2
axv +
fe∗ =
axv + Rev(f ∗ ) .
e∈E 0

v∈V

e∈E

v∈V

f ∗ can be computed in strongly polynomial time [29]. Since all edge weights are integral,
we can assume all fe∗ are integral. We can turn this circulation into a clearing state for a
strategy profile with threshold-ranking strategies. Every firm v chooses an arbitrary order
πv over E + (v) and sets thresholds τe = fe∗ . Clearly, in this strategy profile the optimal
circulation corresponds to the maximum-revenue clearing state â.
Let us prove that this strategy profile π is a strong equilibrium. A coalition C ⊆ V
0
0
of firms has a profitable deviation πC
= (πv0 )v∈C if upon joint deviation of C to πC
, the
0
resulting assets a0 in the new profile (πC
, π−C ) are strictly better, i.e., a0v > âv for every
v ∈ C. We will show that no coalition C ⊆ V has a profitable deviation.
Suppose for contradiction that there is a coalition C with a profitable deviation. Examine
0
the new profile (πC
, π−C ) and consider a firm v ∈ C. Since a0v > âv , there must be an
edge (u, v) ∈ E − (v) that has strictly more incoming flow in the new profile fe0 (a0u ) > fe (au ).
Now consider node u. If u ∈ C, then a0u > au , so there is again some edge E − (u) that has
strictly more incoming flow in the new profile. Otherwise, if u 6∈ C, then u still plays the
threshold-ranking strategy obtained from f ∗ . Since this is a monotone strategy, a higher flow
on (u, v) can only occur if u has larger assets. Thus, a0u > au , so there is again some edge
E − (u) that has more incoming flow in the new profile.
We can repeat this argument indefinitely. As such, there must be a cycle of edges that
0
all have more flow under (πC
, π−C ) than under π. Such a cycle, however, can be used to
increase the flow circulation. This contradicts that â represents an optimal circulation. J
I Remark 7. For the profitable deviation, we can even allow arbitrary continuous strategies
and any choice of clearing state for the deviation profile. As such, the strategy profile
obtained from f ∗ is a strong equilibrium even in general money flow games (with suitable
choice of clearing state).
I Remark 8. If one allows deviations that weakly improve the coalition (i.e., a0u ≥ âu for
all u ∈ C and a0v > âv for at least one v ∈ C), it is a simple exercise to see that there are
coin-ranking games, in which no stable state (termed super-strong equilibrium) exists.
While it is computationally easy to compute a socially optimal strong equilibrium,
computing a best-response strategy for a general strategy profile can be strongly NP-hard,
since best responses can provide answers to computationally hard decision problems. For the
following result, we assume the coin-ranking game is given in the edge-ranking representation
as a network with unit-weight multi-edges. Note that the edge weights in our instances of
interest can be restricted to the set {0, 1}. Thus, our construction needs no multi-edges, and
the representation incurs no overhead. A proof of the following theorem is given in the full
version [6].
I Theorem 9. For a given strategy profile f of a coin-ranking game, deciding whether a
given firm v has a best response resulting in assets at least k is strongly NP-complete. This
holds even in coin-ranking games without external assets and all edge weights in {0, 1}.
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Total Revenue of Equilibria

In this section, we analyze the total revenue in pure Nash and strong equilibria. We relate
this value to the social optimum, i.e., the total sum of assets for all firms in the best strategy
profile. Clearly, since we proved existence of a system optimal strong equilibrium, the price
of stability for Nash and strong equilibria are both 1. We bound the prices of anarchy for
Nash and strong equilibria. The proof of the next Proposition is given in the full version [6].
I Proposition 10. The price of anarchy for Nash equilibria is unbounded, even in coin-ranking
games without external assets.
The total revenue depends crucially on the emergence of cycles in the strategy profile.
This requires an effort that is inherently coalitional, as such it might be unsurprising that in
general Nash equilibria fail to provide good revenue guarantees.
To analyze the quality of strong equilibria, we again consider the coin-ranking game in
the form of unit-weight multi-edges. Consider an optimal circulation f ∗ of maximum total
revenue in the circulation network G0 . Since we have unit-weight edges, we can assume
that the optimal circulation has binary flows on each edge. Let C(f ∗ ) = {C1 , . . . , Ck } be a
decomposition of f ∗ into cycles of unit flow. We denote by
max |Ci |

d = ∗min∗

f ,C(f ) C∈C(f ∗ )

the min-max size of any cycle, in any decomposition C(f ∗ ) of any optimal circulation f ∗ .
I Theorem 11. In coin-ranking games, the strong price of anarchy is at most d.
Proof. Consider an optimal circulation f ∗ and a decomposition C(f ∗ ) such that all flow
cycles Ci ∈ C(f ∗ ) have size at most |Ci | ≤ d. The total revenue in f ∗ is given by
X

Rev(f ∗ ) =
Ci

|Ci | −

∈C(f ∗ )

X

axv

v∈V

since the circulation also accounts for the assets of the auxiliary source s.
Now consider a strong equilibrium π in the coin-ranking game with clearing state â. It
yields a binary money flow in the network. Suppose there is a cycle Ci ∈ C(f ∗ ) such that
fe (âu ) = 0 for all e = (u, v) ∈ Ci . Then the firms in this cycle have an incentive to jointly
deviate and place the edges of Ci on first position in their ranking. Then the clearing state
â will emerge as before, adding a flow of 1 along the cycle Ci . This is a profitable deviation
for the firms of Ci .
Consequently, for every cycle Ci ∈ C(f ∗ ) there must be at least one edge e = (u, v) ∈ Ci
such that fe (au ) = 1. Thus, the revenue in the strong equilibrium π is
Rev(π, â) ≥

X

1

Ci ∈C(f ∗ )

and the ratio is at most d.

J

I Proposition 12. For every d ≥ 2, there is a coin-ranking game with strong price of anarchy
of d − 1.
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Figure 1 A coin-ranking game with d = 5 and a strong price of anarchy of d − 1 = 4.

Proof. The game is given by a graph G with d + (d − 1)(d − 2) firms. G is constructed as
follows. The firms v1 , . . . , vd are called central firms and they form a cycle of length d. For
each i = 1, . . . , d − 1, there are firms (vi,j )j=1,...,d−2 that form additional cycles of length d
with the edge (vi , vi+1 ). Thus, the set of edges is given by
E = {(vi , vi+1 ) | i ∈ {1, . . . , d − 1}} ∪ {(vd , v1 )}
[

∪
(vi , vi1 ) ∪ {(vij , vij+1 ) | j = 1, . . . , d − 3} ∪ (vid+2 , vi−1 ) .
i=2,...,d

All edges have unit weight. An example of the instance with d = 5 is depicted in Figure 1.
Observe that only firms
outgoing edges. We claim that
 vi , i = 2, . . . , d have multiple

1
1
πi = (vi , vi+1 ), (vi , vi ) and πd = (vd , v1 ), (vd , vd ) is a strong equilibrium. In order to see
this, let â be the clearing state corresponding to π. The clearing state is given by
(
1 if v = v1 , v2 , . . . , vd ,
âv =
0 otherwise ,
that is, Rev(π, â) = d. Now, assume there is a non-empty coalition of player S ⊆ (v2 , . . . , vd )
that all strictly increase their assets by a joint deviation. Note that vd only has a single
incoming edge, so vd ∈
/ S. Thus, the cycle vd , vd1 , . . . , vdd−2 , vd−1 cannot carry any flow. We
conclude that vd−1 has only a single edge that can carry flow. Iterating this argument yields
S = ∅, a contradiction.

1
However, the optimal
flow
emerges
with
the
strategy
profile
π
=
(v
,
v
),
(v
,
v
)
and
i
i
i
i+1
i

πd = (vd , vd1 ), (vd , v1 ) . It is easy to observe that this yields a total revenue of (d − 1)d.
Thus, the strong price of anarchy in this instance is d − 1.
J

4
4.1

Edge-Ranking Games
Existence and Computation of Equilibria

With coin-ranking strategies we assume that firms have flexibility in allocation of single units
of assets. In this section, we focus on a more restricted class of strategies, in which firms
simply rank their outgoing edges and allocate assets in order of this ranking until they run
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Table 1 Utility matrix for firms v2 and v3 in the proof of Proposition 13.
π v3
πv2

((v3 , v1 ), (v3 , v8 ))

((v3 , v8 ), (v3 , v1 ))

4

3

((v2 , v1 ), (v2 , v5 ))
4

4
2

3

((v2 , v5 ), (v2 , v1 ))
5

2

1
v6

3

2
6

v2

6

v1

1

v3

6

v9
6

2
v5

4

4

v4

4

2
v7

4

v8

Figure 2 An edge-ranking game without a pure Nash equilibrium.

out of assets of all debts are paid for. In contrast to coin-ranking games, the restriction to
rankings over edges (with different weights) can destroy the existence of (optimal) stable
states. In fact, there are even games without a single pure Nash equilibrium.
I Proposition 13. There is an edge-ranking game without a pure Nash equilibrium.
Proof. Consider the game in Figure 2. The capacities of the edges are depicted next to the
edges. Firms v2 and v3 each have external assets of 2, the other firms have 0 external assets.
Firms v1 , v2 and v3 are the only ones with multiple outgoing edges. The strategy choices
of the other firms are fixed. Due to the symmetry of the network, we can assume w.l.o.g.
πv1 = ((v1 , v4 ), (v1 , v7 )). There are two possible strategy choices for each of the nodes v2 and
v3 . Checking all four resulting strategy profiles yields the utility matrix shown in Table 1 for
firms v2 and v3 . Inspecting the utilities, we see that there is no pure Nash equilibrium. J
The following theorem shows that a number of natural decision and optimization problems
in edge-ranking games are indeed computationally intractable. Note that for coin-ranking
games, these problems are either trivial (a strong equilibrium always exists) or can be solved
in polynomial time (a strong equilibrium, which also represents a profile with maximum total
revenue, can be computed in strongly polynomial time). The proof of the following theorem
is deferred to the full version [6].
I Theorem 14. Given an edge-ranking game the following problems are strongly NP-hard:
1. Deciding whether a pure Nash equilibrium exists or not.
2. Deciding whether a strong equilibrium exists or not.
3. Computing a pure Nash equilibrium, when it is guaranteed to exist.
4. Computing a strong equilibrium, when it is guaranteed to exist.
5. Computing a strategy profile with maximum total revenue.
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Figure 3 Edge-Ranking Game with unbounded Price of Stability.

I Remark 15. It is unclear whether the problem of deciding existence of a pure Nash
equilibrium in an edge-ranking game is in NP or not, due to NP-hardness of verification that
a firm plays a best response (see Theorem 9). It is easy to see that the decision problem is
in Σp2 . The problem could be Σp2 -complete, similar to related decision problems in strategic
max-flow games [23, 19]. Proving such a result is an interesting open problem.

4.2

Total Revenue of Equilibria

For edge-ranking games, the lower bound on the price of anarchy observed for coin-ranking
games does apply, i.e., the price of anarchy can be unbounded. The restriction to edge-ranking
strategies can have a drastic effect even on the quality of the best equilibrium in case it
exists. In particular, in edge-ranking games the strong price of stability can be as high as
Ω(n), and the price of stability might even be unbounded.
I Proposition 16. For every ε > 0, there is an edge-ranking game with strong price of
stability of at least n/2 − ε.
Proof. We consider a slight modification of the instance in Proposition 12. In contrast to
the instance described in the proof of Proposition 12, the edges (v1 , vn ), (vn , v1 ), (v1 , v2 ) have
a weight M + 1 and all other edges a weight of M . The only node with more than a single
outgoing edge is still v1 . If πv1 = ((v1 , vn ), (v1 , v2 )), player v1 gets assets of M + 1, which is
optimal. The total revenue for π is 2M + 2. π is the only Nash equilibrium and the only
strong equilibrium.
In contrast, for profile π 0 with πv0 1 = ((v1 , v2 ), (v1 , vn )), firm v1 only gets a revenue of
M , but the total revenue is nM . Thus, the strong price of stability is nM/(2M + 2) =
n/2 − n/(2M + 2), which is at least n/2 − ε for M ≥ n/(2ε) − 1.
J
I Proposition 17. There is an edge-ranking game with unbounded price of stability.
Proof. Consider the game in Figure 3, which uses the game without pure equilibrium from
Figure 2. We add three firms. w1 has external assets equal to 1, w2 and w3 no external
assets. These firms have a cycle C of edges (w1 , w2 ) and (w2 , w3 ) with weight M  2, as
well as edge (w3 , w1 ) with weight M − 2. In addition, there are edges (w1 , v9 ) and (w2 , v9 )
of weight 2.
In an optimal circulation, w1 and w2 prioritize the edges of C, leading to total revenue of
Θ(M ). In contrast, a pure Nash equilibrium can only exist if the w-firms ensure that the
external assets of w1 are routed to v9 , in which case a Nash equilibrium can exist (as observed
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in the proof of Theorem 14). Clearly, both w1 and w2 have an incentive to deviate towards
C. Hence, if either w1 or w2 places the edge to v9 in first rank and the other does not, a
unilateral deviation suffices to close C – thereby leaving the v-nodes with instability. However,
if both w1 and w2 play strategies πw1 = ((w1 , v9 ), (w1 , w2 )) and πw2 = ((w2 , v9 ), (w2 , w3 )), no
unilateral deviation can lead to flow along C. In this case, a pure Nash equilibrium evolves.
Obviously the total revenue in this equilibrium is at most a constant. Hence, the price of
stability is as large as Ω(M ).
J

5

Conclusions

In this paper, we have studied clearing mechanisms for financial networks and analyzed
their properties from a computational and game-theoretic perspective. Our main results
show that in these games, solvent firms have no strategic incentives, i.e., the game is played
exclusively among insolvent firms. If firms are using coin-ranking strategies, every social
optimum that maximizes the sum of all assets in the network constitutes a strong equilibrium.
Moreover, it can be computed in strongly polynomial time. This result implies that a
centralized bankruptcy settlement can achieve a clearing state, in which the social welfare
is maximized and no coalition of firms gets incentivized to deviate. In contrast, when
considering decentralized clearing and arbitrary strong equilibria, the social welfare depends
on the length of cycles in the money circulation of a social optimum. For pure Nash equilibria,
the deterioration in social welfare can be severe due to the lack of coordination among firms.
Alternatively, when restricting the strategy spaces to edge-ranking strategies, we show that
pure Nash and strong equilibria can be absent, hard to compute, and highly undesirable in
terms of social welfare.
There are many open problems that arise from our work. For example, real-life markets
involve a number of complex financial products (such as derivatives, credit-default swaps,
etc.). Their impact on stability and computational complexity of financial markets is only
beginning to attract attention in the literature. In this context, there are a variety of
important game-theoretic aspects with respect to pricing, information revelation, or network
creation, which are crucial for understanding financial markets and represent interesting
avenues for future work.
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Abstract
In the past decade, the design of fault tolerant data structures for networks has become a central
topic of research. Particular attention has been given to the construction of a subgraph H of a
given digraph D with as fewest arcs/vertices as possible such that, after the failure of any set F
of at most k ≥ 1 arcs, testing whether D − F has a certain property P is equivalent to testing
whether H − F has that property. Here, reachability (or, more generally, distance preservation)
is the most basic requirement to maintain to ensure that the network functions properly. Given
a vertex s ∈ V (D), Baswana et al. [STOC’16] presented a construction of H with O(2k n) arcs
in time O(2k nm) where n = |V (D)| and m = |E(D)| such that for any vertex v ∈ V (D): if
there exists a path from s to v in D − F , then there also exists a path from s to v in H − F .
Additionally, they gave a tight matching lower bound. While the question of the improvement of
the dependency on k arises for special classes of digraphs, an arguably more basic research direction
concerns the dependency on n (for reachability between a pair of vertices s, t ∈ V (D)) – which are
the largest classes of digraphs where the dependency on n can be made sublinear, logarithmic or
even constant? Already for the simple classes of directed paths and tournaments, Ω(n) arcs are
mandatory. Nevertheless, we prove that “almost acyclicity” suffices to eliminate the dependency
on n entirely for a broad class of dense digraphs called bounded independence digraphs. Also, the
dependence in k is only a polynomial factor for this class of digraphs. In fact, our sparsification
procedure extends to preserve parity-based reachability. Additionally, it finds notable applications
in Kernelization: we prove that the classic Directed Feedback Arc Set (DFAS) problem as
well as Directed Edge Odd Cycle Transversal (DEOCT) (which, in sharp contrast to DFAS,
is W[1]-hard on general digraphs) admit polynomial kernels on bounded independence digraphs.
In fact, for any p ∈ N, we can design a polynomial kernel for the problem of hitting all cycles of
length ` where (` mod p = 1). As a complementary result, we prove that DEOCT is NP-hard on
tournaments by establishing a combinatorial identity between the minimum size of a feedback arc
set and the minimum size of an edge odd cycle transversal. In passing, we also improve upon the
running time of the sub-exponential FPT algorithm for DFAS in digraphs of bounded independence
number given by Misra et at. [FSTTCS 2018], and give the first sub-exponential FPT algorithm for
DEOCT in digraphs of bounded independence number.
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1

Introduction

In most real-life applications, even the most reliable networks are highly prone to unexpected
failures of a small number of links that connect their nodes. In the past decade, the design of
fault tolerant data structures for networks has become a central topic of research [7, 9, 13, 47,
44, 12, 16, 17, 18, 11, 26, 45, 46]. Generally, the scenario under study concerns the design of
a structure that, after the failure of any set F of at most k ≥ 1 arcs (representing links) in a
given digraph D (representing a network), should provide a fast answer to certain types of
queries that address the properties of D − F . The most common queries of this form address
the reachability between two vertices, or, more generally, the length of a shortest path existent,
if any, between them. Indeed, reachability (or, more generally, distance preservation) is the
most basic requirement to maintain to ensure that the network functions properly. In this
context, particular attention has been given to the case where the data structure should consist
of a subgraph or a minor of D with as fewest arcs/vertices as possible [7, 47, 9, 11, 8, 45, 13].
Then, queries can be answered by standard means as the usage of BFS or Dijkstra’s algorithm.
In particular, these simple data structures are of interest as they also double as sparsifiers.
The study of various graph sparsifiers – such as flow-sparsifiers [38] which are closely related
to the aforementioned data structures – is a fundamental, active area of research in computer
science and structural graph theory [22, 5, 29, 38, 15].
More concretely, in the Fault-Tolerance (S, T )-Reachability problem (or FTR(S, T )
for short), we are given a digraph D, two (not necessarily disjoint) terminals sets S, T ⊆ V (D),
and a positive integer k. The objective is to construct a subgraph H of D with minimum
number of arcs/vertices such that, after the failure of any set of at most k arcs in D, the
following property is preserved for any two vertices s ∈ S and t ∈ T : if there still exists a
directed path from s to t in D, then there also still exists a directed path from s to t in H.
Clearly, a trivial lower bound on the number of arcs in H is m = Ω(n2 ). For the case where
|S| = 1 and T = V (D), Baswana et al. [9] presented a construction of a subgraph H with
O(2k n) arcs in time O(2k nm) where n = |V (D)| and m = |E(D)|. Additionally, they gave
a tight matching lower bound: for any n, k ∈ N where n ≥ 2k , there exists a digraph on n
vertices where H must have Ω(2k n) arcs.
Naturally, the question of the improvement of the dependency on k arises for special
classes of digraphs. However, an arguably more radical research direction to pursue concerns
the dependency on n.
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Which are the largest classes of digraphs for which FTR(S, T ) admits subgraphs whose
size dependency on n can be made sublinear, logarithmic or even constant?
At first glance, when we consider the simplest sparsest digraph existent, this pursuit seems
futile. Indeed, already in the case where S = {s}, T = {t}, k = 1 and D is a directed path
from s to t, the only solution is to choose H = D. At second glance, when we consider the
simplest densest digraph existent, again we reach a dead-end: for S, T and k as before, define
D as the tournament obtained by adding, to a directed path s = v1 → v2 → . . . → vn = t,
all arcs going from vi to vj for every j + 1 < i; then, to construct H, we must select the
entire path.
We show that “almost acyclicity” suffices to eliminate the dependency on n entirely for a
broad class of dense digraphs called bounded independence number digraphs. Furthermore,
one can achieve a polynomial dependence in terms of k for this digraph class.
To step beyond the strict confinement of tournaments where all relations (arcs) between
the input entities (vertices) must be both present and known, Fradkin and Seymour [33]
initiated the study of bounded independence digraphs. Formally, for any integer α ≥ 1, the
class of α-bounded independence digraphs, denoted by Dα , is defined as follows.
Dα = {D | D is a digraph and the maximum size of an independent set in D is at most α}.

chitnis2014directedFor this class of digraphs, Fradkin and Seymour [33] studied the kDisjoint Paths problem, and showed that it admits a polynomial time algorithm for any
fixed value of k. Observe that Dα is hereditary, and for α = 1, it coincides with the class
of tournaments. Furthermore, even for α = 2, it contains digraphs with a linear fraction of
vertex pairs that have no arc between them – thus, it can accommodate the lack of a large
number of links/relations.
Our main technical contribution is the following combinatorial lemma.
I Lemma 1.1. Given a digraph D ∈ Dα , positive integers k and `, and S ⊆ V (D) such that
every strongly connected component of D − S has at most ` vertices, the Fault-Tolerance
α`2
(S, S)-Reachability (FTR(S, S)) problem admits a solution H on |S|2 (k`)O(4 ) vertices.
Furthermore, such a solution H can be found in polynomial time.
In particular, when D − S is acyclic, ` = 1. Thus, if |S| and ` are independent of n (such
as the case where |S| = |T | = ` = 1 discussed earlier), the dependency on n is eliminated.
(We remark that a solution for Fault-Tolerance (S, T )-Reachability where S 6= T is
subsumed by a solution for Fault-Tolerance (S ∪ T, S ∪ T )-Reachability.) Note that
we extend the class of digraphs dealt with beyond acyclicity at two fronts: enabling S to be
a modulator, thus D − S rather than D should be “almost acyclic”; enabling the strongly
connected components to be of size that is (“small” but) larger than 1.
In fact, our result generalizes to parity reachability. More precisely, in the FaultTolerance (S, T )-Parity Reachability problem, we are given a digraph D, two terminal
sets S, T ⊆ V (D), positive integers k and p, and a non-negative integer r. The objective is
to construct a subgraph H of D with as few arcs/vertices as possible, such that, after the
failure of any set of at most k arcs in D, the following property is preserved for any two
vertices s ∈ S and t ∈ T : if there exists a directed path from s to t in D whose length q
satisfies (q mod p = r), then there also exists a directed path from s to t in H whose length
q 0 satisfies (q 0 mod p = r). For this problem, we prove the following combinatorial lemma.
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I Lemma 1.2. Given a digraph D ∈ Dα , positive integers k, `, p, a non-negative integer
r, and S ⊆ V (D) such that every strongly connected component of D − S has at most `
vertices, the Fault-Tolerance (S, S)-Parity Reachability problem admits a solution
H on (|S|α`pk)O(4
time.

1.1

α`2

)

vertices. Furthermore, such a solution H can be found in polynomial

Applications in Kernelization

Directed Feedback Arc Set. From the perspective of Parameterized Complexity, with
the exception of Directed Multicut, the Directed Feedback Arc/Vertex Set
(DFA/VS) problem is the most well studied parameterized problem on digraphs. (On
general digraphs, the vertex and arc versions of the problem are equivalent [23].) Formally,
this problem is defined as follows.
Directed Feedback Arc Set (DFAS)

Parameter: k

Input: A digraph D and a non-negative integer k.
Question: Does there exist S ⊆ E(D) of size at most k such that D − S is a DAG?
We remark that this problem is among Karp’s 21 original NP-complete problems [35].
Already a decade ago, the DFAS problem has been shown to be fixed-parameter tractable
(FPT) parameterized by the solution size k [19]. Specifically, Chen et al. [19] developed
an algorithm that solves DFAS in time O(k!4k k 4 mn), based on the powerful machinery
of important separators [23]. Since then, the quest to assert the existence of a polynomial
kernel for this problem has been unfruitful. Over the years, it has been repeatedly posed
as a major challenge in the subfield of Kernelization [23, 28, 42, 41] (also see [1] for a
number of workshops and schools where it was posed as an open problem). In fact, the two
specific problems whose polynomial kernelization complexity is completely unknown and
their resolution is raised most frequently are DFAS and Multiway Cut [23, 28]. At the
front of parameterized algorithms, the recent work by Lokshtanov et al. [39] improved upon
the polynomial factor of the aforementioned algorithm by the design of an O(k!4k k 5 (m + n))time algorithm. It is known that unless the Exponential Time Hypothesis (ETH) is false,
parameterized by the treewidth tw of the underlying undirected graph, DFAS cannot be
solved in time 2o(tw log tw) · nO(1) . However, it is unknown whether DFAS is solvable in time
2o(k log k) · nO(1) . In this regard, the only lower bound known is of 2Ω(k) · nO(1) under the
ETH [23, 39].
Particular attention has been given to the parameterized complexity of DFAS on tournaments. The classical complexity (NP-hardness) of DFAS on tournaments has a curious
history. More than two decades ago, this problem was conjectured to be NP-hard by
Bang-Jensen and Thomassen [6]. In 2008, Ailon et al. [2] proved that this problem does
not admit a polynomial-time algorithm unless NP⊆BPP. Later, the reduction of Ailon et
al. [2] was derandomized independently by Alon [3] and Charibt et al. [14], to prove that
DFAS on tournaments is NP-hard. With respect to Parameterized Complexity, Alon et
al. [4] proved that DFAS on tournaments
admits a sub-exponential time parameterized
√
2
algorithm (with running time 2O( k log k) · nO(1) ), to which end they introduced the method
of chromatic coding. Later, the log2 k factor in the exponent was shaved in independent
works by Feige [30] and Karpinski and Schudy [36]. Fomin and Pilipczuk [32] presented a
general approach, based on a bound on the number of k-cuts in transitive tournaments, to
achieve the same running time for DFAS on tournaments. Based on this approach, Misra et
al. [43] developed a sub-exponential
time parameterized algorithm for DFAS on digraphs in
√
2
Dα , with running time 2O(α k log(αk)) · nO(α) . Yet, the (arguably more) intriguing question
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Figure 1 A directed edge odd cycle transversal (in blue) that is not a directed feedback arc set.

of the existence of a polynomial kernel for DFAS on digraphs in Dα remained unsolved.
On tournaments, Bessy et al. [10] have proved that DFAS admits a linear-vertex kernel
(improving upon polynomial kernels given in [4, 27]). Based on our combinatorial lemma
(Lemma 1.1), we establish the following theorem.
α

I Theorem 1.3. DFAS on Dα admits a kernel of size k O(4 ) .
In addition to its rich history in theoretical studies, the elimination of directed feedback
loops is highly relevant to rank aggregation, Voting Theory, the resolution of inconsistencies
in databases, and the prevention of deadlocks [48, 10, 34, 37, 19, 31]. While in a wide-variety
of applications, most relations between the entities in a network are both present and known,
it is generally unrealistic (in real-world partial and noisy data) that all relations will be so.
Then, the usage of a bounded independence digraphs naturally comes into play. In passing,
using Theorem 1.3, we also improve the running time for DFAS on digraphs in Dα , given by
Misra et al. [43], by eliminating the dependence of α in the exponent of n. That is, we have
the following theorem.
√

I Theorem 1.4. DFAS on Dα can be solved in 2f (α)
function of α and n is the number of vertices in D.

k log k

· nO(1) , where f (α) is some

Directed Edge Odd Cycle Transversal. The Directed Edge Odd Cycle Transversal
(DEOCT) problem is the parity-based version of DFAS, formally defined as follows. (On
general digraphs, the vertex and arc versions of the problem are equivalent [40]).
Directed Edge Odd Cycle Transversal (DEOCT)

Parameter: k

Input: A digraph D and a non-negative integer k.
Question: Does there exist S ⊆ E(D) of size at most k such that D−S has no odd cycle?
Observe that a tournament has no directed cycle if and only if it has no directed triangle
(a cycle on three vertices). In turn, this simple observation implies that, given a tournament
D, any subset S of the vertices of D has the following property: D − S is a DAG if and
only if it has no directed odd cycle. Thus, the vertex versions of DFAS and DEOCT on
tournaments are equivalent. However, for DFAS and DEOCT the situation is not so clear.
Indeed, it is not difficult to come up with a tournament D and a subset of arcs S of D such
that D − S is not a DAG, yet it has no directed odd cycle (see, e.g., Fig. 1). Nonetheless,
we are able to prove that given a tournament D and a subset S of the arcs of D such that
D − S has no directed odd cycle, there exists a subset of arcs S 0 of D such that D − S 0 is a
DAG and |S 0 | ≤ |S|. In particular, we thus establish the following result.
I Theorem 1.5. DEOCT on tournaments is NP-hard.
The question of the parameterized complexity of DEOCT was explicitly stated as an
open problem [24] for the first time in 2007, immediately after the announcement of the
first parameterized algorithm for DFAS. Since then, the problem has been re-stated several
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times [20, 21, 42, 41]. Recently, Lokshtanov et al. [40] proved that DEOCT is W[1]-hard.
Specifically, this means that DEOCT is highly unlikely to be FPT or admit a kernel of any
size (even exponential in k). Based on the parity-based generalization of our combinatorial
lemma (Lemma 1.2), we establish a polynomial kernel for DEOCT on Dα , which stands in
sharp contrast to its aforementioned status on general digraphs.
I Theorem 1.6. DEOCT on Dα admits a kernel of size (αk)O(4

4α3

)

.

In fact, we present combinatorial results stronger than Lemma 1.2 that yield a polynomial
kernel for a more general version of DEOCT, where instead of hitting directed odd cycles,
the objective is to hit directed cycles whose length ` satisfies (` mod p = 1) for an integer
p ∈ N given as input.1
Modulo p Directed Cycle Transversal (mod(p)-DCT)

Parameter: k

Input: A digraph D and non-negative integers k and p.
Question: Does there exist S ⊆ E(D) of size at most k such that D − S has no cycle
of length 1 mod p?
I Theorem 1.7. mod(p)-DCT on Dα admits a kernel of size (pαk)O(4

α3 p2

)

.

Having Theorem 1.6 at hand, we also show how to employ the general approach of Fomin
and Pilipczuk [32] to derive a sub-exponential time parameterized algorithm for DEOCT on
digraphs in Dα .
√

I Theorem 1.8. DEOCT on Dα admits an algorithm with running time 2O(f (α)
nO(1) , where f (α) is a function of α and n is the number of vertices in D.

1.2

k log k)

·

Towards the proof of Lemmas 1.1: Cut Preserving Sets

The most central notion in this paper is of a cut preserving set. Informally, for a digraph D,
a pair of vertices s, t and an integer k, a set Z ⊆ V (D) is called a k-cut preserving set2 for
(s, t) in D if it preserves all (s, t)-arc cuts of size at most k. That is, A is an (s, t)-arc cut
with at most k arcs in D if and only if A is a such a cut in D[Z]. Observe that the graph
induced on such a k-cut preserving set Z is a candidate solution for FTR({s}, {t}) problem.
Clearly V (D) is a k-cut preserving set for any pair of vertices s, t. The intent is to have such
a set of “small” size. Towards this, let us discuss some properties that suffice for Z to be a
k-cut preserving set for (s, t) in D.
Since Z ⊆ V (D), any (s, t)-arc cut of D is an (s, t)-arc cut of D[Z]. For the other
direction, we need the property that, for any A ⊆ E(D) of size at most k, the existence of an
(s, t)-path in D − A implies the existence of an (s, t)-path in D[Z] − A. Let us now see which
properties suffice to imply the above property. We begin with a special case. Suppose there
is a “large” flow from s to t in D. In particular, suppose there are at least k + 1 internally
vertex-disjoint (s, t)-paths in D. Then, in Z it is enough to keep the vertices of some k + 1
vertex-disjoint (s, t)-paths, as no arc set of size at most k can hit all these paths. The more
involved case occurs when the flow from s to t in D is at most k. Consider any (s, t)-path P
in D. Ideally (if we did not have a size constraint on Z) we would have preserved all the

1
2

Note that a fundamental difference between this result and Lemma 1.2 is that the latter only works for
any modulo and not just 1.
This is not the way it is defined later. However, for the sake of exposition, we start with this definition
and refine it to have properties that also guarantee this property implicitly.
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vertices of P in Z. Clearly, this can be expensive in terms of the size of Z. Nevertheless,
we can merge the ideas above (the “large-flow idea” and the “keep-full-path idea”) to get
the desired result. To see this, let P be a (s, t)-path in D. Let Z be a set of vertices such
that, either all the vertices of P are in Z or if the vertices of a (u, v)-subpath of P are not
in Z, then there are k + 1 internally vertex-disjoint (u, v)-paths in D[Z]. That is, if the
vertices of a subpath are missing in Z, then Z contains a witness of a large flow for the
endpoints of this subpath. Observe that such a set Z suffices to be a k-cut preserving set
for (s, t) in D. This is because if P is an (s, t)-path in D − A(A ⊆ E(D) and |A| ≤ k), then
either all the vertices of P are in Z or for any missing (u, v)-subpath of P , since there are
k + 1 vertex-disjoint (u, v)-paths in D[Z], at least one still remains in D[Z] − A. Thus, in
D[Z] − A, one can find an (s, t)-path: for the missing subpaths of P in Z, there exists some
(other) path between the same endpoints in D[Z] − A which together yield an (s, t)-walk
(and hence an (s, t)-path) in D[Z] − A. These properties are formalized in Definition 3.1.

1.2.1

About Computing k-Cut Preserving Sets

Next we give an intuition for how one can compute such k-cut preserving sets for a digraph
D ∈ Dα , each of whose strongly connected component has size at most `. For exposition
purposes, consider (for now), only the case where D is acyclic (i.e. ` = 1). With a certain
technical argument, the general case reduces to this one. Moreover, we use the definition of
a k-cut preserving set from the beginning of this section for this illustration as it allows us
to convey our ideas in a clearer manner.
The proof will use induction on α. As the base case, consider the case when α = 1, that
is, D is a transitive tournament. As D is transitive, there exists a topological ordering of
the vertices of D. Consider the set S of vertices between s and t in this ordering. Note that
any path from s to t only uses vertices in S. So, either S is smaller than k + 1, and then
S ∪ {s, t} is a k-cut preserving set for (s, t), or it can be seen that there is no arc-cut for (s, t)
of size at most k. In the latter case, the union of {s, t} and any subset of k + 1 vertices of S
is a k-cut preserving set for (s, t); indeed, in the subgraph induced by the union there is still
no arc-cut for (s, t) of size at most k.
Now, let us hint at how the inductive step of the proof works. First, we note that, if
P1 , . . . , Pk+1 are k + 1 internally vertex-disjoint (s, t)-paths, then Z = ∪i∈[k+1] Pi is a k-cut
preserving set for the pair (s, t), because there is no arc-cut of (s, t) in both D and D[Z]
of size at most k. Moreover, since D is acyclic and D ∈ Dα , if these paths exist, then
Observation 2.1 implies that we can assume that all these paths are shorter than 2α + 1 and
thus |Z| ≤ k(2α + 1).
The last argument means that we can assume the existence of a (s, t)-vertex cut of size
at most k. For simplicity, suppose that {c1 , c2 } is a minimal (s, t)-vertex -cut. Since {c1 , c2 }
is a vertex cut, any path from s to t in D can be decomposed as a path from s to ci , a path
from ci to cj and then a path from cj to t, where i and j are two indices (possibly equal) in
{1, 2}. Here, we mean that none of the three paths contains ci (or cj ) as an internal vertex.
For i ∈ {1, 2}, let Si be the union of the set of vertices of the paths from s to ci that intersect
{c1 , c2 } only on the last vertex, and Ti be the union of the set of vertices of the paths from
ci to t that intersect {c1 , c2 } only on the first vertex. Finally, for distinct i, j ∈ {1, 2}, let
Ci,j be the union of the set of vertices of the paths from ci to cj . Because of the last remark
on how any path from s to t can be decomposed, taking the union of six k-cut preserving
sets-namely, for each i, j ∈ {1, 2}, i 6= j, for (s, ci ) in D[Si ], (ci , t) in D[Ti ] and (ci , cj ) in
D[Ci,j ]- gives a k-cut preserving set for (s, t) in D. Now, the question is how to use the
induction hypothesis to find a k-cut preserving set for each of these pairs. Consider first
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the digraph induced by the vertices in S1 . Because {c1 , c2 } is a minimal (s, t)-vertex cut,
the only vertices of S1 that can possibly have “outgoing arcs towards” t in S1 are s and c1 .
Moreover, since {c1 , c2 } is a minimal (s, t)-vertex cut, there exists a path from c1 to t in D
and thus t is reachable from any vertex of S1 . However, since D is acyclic, this means that
there is no arc from t to any of the vertices of S1 , else we would get a closed walk and thus a
cycle. This implies that D[S1 \ {s, c1 }] ∈ Dα−1 as any independent set of S1 \ {s, c1 } can be
extended with t. We cannot apply the induction hypothesis to find a k-cut preserving set for
(s, c1 ) in S1 because the independence number of D[S1 ] could be equal to α, however the
above shows the spirit of the arguments that will be used to find subgraphs with smaller
independence number where we can apply the induction hypothesis. A similar argument
would also give that the independence number of D[T1 \ {c1 , t}] is at most α − 1 as any
independent set can be extended using s.
The previous argument does not apply to C1,2 , because the vertices of C1,2 can be adjacent
to s or t (some vertices of C1,2 can be adjacent to s and some can be adjacent to t). This
is the case that requires a stronger and more technical definition for a k-cut preserving set.
In particular, we need to understand what happens to the vertices of D that are on a path
from s to t but do not belong to a k-cut preserving set for this pair.

1.3

Deriving Polynomial Kernels for DFAS

Let us now briefly explain how to derive a polynomial kernel for DFAS when the input
digraph belongs to Dα , from our result on fault-tolerant subgraphs. First note that if D ∈ Dα
then every induced cycle in D has length at most 2α + 1. Let (D, k) be an instance of DFAS,
and consider a maximal set of arc disjoint induced cycles in D. If this set consists of more
than k cycles, then any solution to (D, k) has to pick one arc per cycle, and (D, k) is a NO
instance. If not, let S be the union of these cycles. S is a set of less than (2α + 1) · k vertices
such that D − S is acyclic. Therefore, we can apply our result to find a solution H to the
α
problem of Fault-Tolerance (S, S)-Reachability of size at most |S|2 k O(4 ) . We claim that H
is the desired kernel. Indeed, suppose that A is a set of arcs such that H − A is acyclic, but
D − A contains a cycle. By construction of S, this cycle must use vertices of S. However, we
know that if a path exists between two vertices of S in D − A, then such a path also exists
in H − A. This implies the existence of a closed walk in H − A, a contradiction.

2

Preliminaries

For standard notations and terminology that is not defined here, we refer to [25].
Sets. For positive integer i, j, [i] denotes the set {1, . . . , i} and [i, j] denote the set {i, i +
1, . . . , j}. For a set S, S 2 denotes the set of ordered pairs of S, that is S 2 = {(u, v) | u ∈
S, v ∈ S}.
Digraphs. For a digraph D, V (D) denotes the vertex set of D and E(D) denotes the arc set
of D. For any X ⊆ V (D) (resp. X ⊆ E(D)), D − X denotes the digraph obtained by deleting
−
+
the vertices (resp. edges) of X. For any v ∈ V (D), ND
(v) (resp. ND
(v)) denotes the set of
+
out-neighbours (resp.in-neighbours) of v in D, that is ND (v) = {u ∈ V (D) | (v, u) ∈ E(D)}
−
(resp. ND
(v) = {u ∈ V (D) | (u, v) ∈ E(D)}). Whenever the digraph D is clear from the
−
+
context, we drop the subscript D in ND
(v) (resp. ND
(v)). For any X, Y ⊆ V (D), E(X, Y )
denotes the set of arcs of D with tail in X and head in Y , that is, E(X, Y ) = {(u, v) ∈
E(D) | u ∈ X, v ∈ Y }. A digraph D is called strongly connected if for each u, v ∈ V (D) there
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is a path from u to v and, a path from v to u in D. A set X ⊆ V (D) is called a strongly
connected component of D if D[X] is a strongly connected digraph and for each X 0 ⊇ X,
D[X 0 ] is not a strongly connected digraph. A tournament is a digraph where there is exactly
one arc between each pair of vertices. A digraph with no cycles is called a directed acyclic
graph (dag). A tournament with no cycles is called a transitive tournament.
Paths. A path P is a graph such that there exists an ordering (v1 , . . . , vq ) of its vertex set
V (P ) such that E(P ) = {(vi , vi+1 ) | i ∈ [q − 1]}. Such a path is called a (v1 , vq )-path, v1 , vq
are called the end-points of P and v2 , . . . , vq−1 are called the internal vertices of P . A path
P is even (resp. odd) if the number of arcs/edges in it is even (resp. odd). We say that P is
a path in the digraph D if P is a subgraph of D. We say that P is an induced path in D if P
is an induced subgraph of D. For paths P and P 0 , by P ◦ P 0 we denote the composition of P
and P 0 , that is, the path obtained by appending P 0 after P . For paths P, P1 , P2 , . . . , Pq such
that P = P1 ◦ P2 ◦ . . . ◦ Pq , we say that P1 ◦ P2 ◦ . . . ◦ Pq is a partition of P . For a digraph D
and X ⊆ V (D), we say that a (u, v)-path P in D is X-free if none of the internal vertices of
P are from X. The X-based partition of P in D is the partition P = P1 ◦ . . . ◦ Pq such the
union of the end-points of Pi , i ∈ [q], is exactly the set (X ∩ V (P )) ∪ {u, v}. A semi-X-based
partition of P , P = P1 ◦ . . . ◦ Pq , is such that the end-points of the paths Pi , i ∈ [q], are
a subset of (X ∩ V (P )) ∪ {u, v}. Paths {P1 , . . . , Pq } are internally vertex-disjoint if for all
distinct i, j ∈ [q], the sets of internal vertices of Pi and Pj are disjoint.
Vertex and Arc Cuts. For a digraph D and u, v ∈ V (D), a (u, v)-arc cut is a set of arcs of
D, say X, such that D − X has no (u, v)-path. A (u, v)-vertex cut is a set of vertices of D,
say Y , such that D − Y has no (u, v)-path and u, v 6∈ Y if (u, v) 6∈ E(D).
I Observation 2.1. Let D ∈ Dα . The length of the shortest cycle in D is at most 2α + 1.
Also, the length of any induced path in D is at most 2α + 1.
In this article, we focus of the proof of Lemma 1.1 alone. The proofs of Lemma 1.2 and
Theorems 1.6, 1.8, 1.5, 1.6, 1.7, 1.8 will be made available later in the full version of the
paper.

3

Finding Small k-Cut Preserving Sets

We give the precise definition of a k-cut preserving set here.
I Definition 3.1 (k-Cut Preserving Set). For digraph D, an ordered pair (u, v) of vertices
of D and a positive integer k, {u, v} ⊆ Z ⊆ V (D) is a k-cut preserving set for (u, v) in D
if the following holds. For any (u, v)-path P in D, there exists a semi-Z-based partition
P1 ◦ . . . ◦ Pd of P with the following two properties. For each i ∈ [d], Pi is an (si , ti )-path in
D with si , ti ∈ Z. Moreover, either V (Pi ) ⊆ Z or there exists a list Li of k + 1 internally
vertex-disjoint (V (D) \ Z)-free (si , ti )-paths. A list Li with the above property is called a
replacement kit for Pi in Z. Such a semi-Z-based partition of P is called a Z-replacement
witness for P .
Before moving to the computational aspects of a k-cut preserving set, we give the following
lemma that can be considered as the main utility of k-cut preserving sets, and relate to the
intuition we gave in the previous section.
I Lemma 3.2. Let D be a digraph, u, v ∈ V (D) and Z be a k-cut preserving set for (u, v)
in D. For any set A ⊆ E(D) of at most k arcs, if there exists a (u, v)-path in D − A, then
there also exists one in D[Z] − A.
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Proof. Consider some A ⊆ E(D) such that |A| ≤ k. Suppose there exists a (u, v)-path P
in D − A . Since Z is a k-cut preserving set for the pair (u, v), there exists a semi-Z-based
partition P = P1 ◦ . . . ◦ Pd such that for each j ∈ [d], Pj is an (sj , tj )-path, sj , tj ∈ Z and,
either V (Pj ) ⊆ Z, in which case Pj is a path in D[Z] − A, or there exist k + 1 internally
vertex- disjoint (sj , tj )-paths in D[Z]. In the later case, at least one of the k + 1 paths is in
D[Z] − A (because |A| ≤ k). This implies the existence of a walk from u to v (and hence
also a (u, v)-path) in D[Z] − A. This concludes the proof.
J
The main goal of this section is to prove the following lemma.
I Lemma 3.3 (k-Cut Preserving Lemma). Let D be an acyclic digraph, and u, v ∈ V (D)
be such that N − (u) = N + (v) = ∅. Additionally, let D − {u, v} ∈ Dα . Then there exists
a k-cut preserving set for (u, v) in D of size at most f (α), where f (1) = k 3 + 5k 2 + 3k
and for α > 1, f (α) = k 2 g(α) + 2kh(α), g(α) = (2k + (k + kf (α − 1))2 )f (α − 1) and
h(α) = (k 2 + k)g(α) + kf (α − 1). Moreover, such a set can be found in time nO(1) , where
n = |V (D)|.
Note that V (D) is always a k-cut preserving set for any pair of vertices (u, v) in D, for any
k. We now define a notation, for the sake of convenience, that will be used throughout this
section. For any digraph D, u, v ∈ V (D) and X ⊆ V (D), let verD (u, v; X) denote the union
of the sets of vertices of all X-free (u, v)-paths in D. Observe that verD (u, v; X) ∩ X ⊆ {u, v}.
We begin by making an observation that forms the base line for computing small sized k-cut
preserving sets using an appropriate induction.
I Observation 3.4. Let D be a digraph, u, v ∈ V (D), Z ⊆ V (D) and k be a positive integer.
Let P be a (u, v)-path in D, and P = P1 ◦ . . . ◦ Pd be a semi-Z-based partition of P . If
for each i ∈ [d], there is a Zi -replacement witness for Pi in Di , for some Zi ⊆ Z and Di
subgraph of D, then there is a Z-replacement witness for P .
Proof. For each i ∈ [d], let PI = Pi,1 ◦. . .◦Pi,ci be a Zi -replacement witness for Zi in Di . Then,
consider the semi-Z-based partition P = P1,1 ◦. . .◦P1,c1 ◦P2,1 ◦. . .◦P2,c2 ◦. . .◦Pd,1 ◦. . .◦Pd,cd .
Then, for each i ∈ [d] and j ∈ [ci ], either V (Pi,j ) ⊆ Zi ⊆ Z, or there exists a list Zi,j
containing k + 1 internally vertex-disjoint (V (Di ) \ Zi )-free (xi,j , yi,j )-paths in Di such that
Pi,j is a (xi,j , yi,j )-path. Since Zi ⊆ Z and Di is a subgraph of D, the paths in Li,j are
(V (D) \ Z)-free and exist in D.
J
Next, we give two lemmas (Lemmas 3.5 and 3.6) that basically use Observation 3.4 in a
more concrete setting required to prove the k-Cut Preserving Lemma by induction on the
size of the maximum independent set in the digraph.
I Lemma 3.5. Let D be a digraph, u, v ∈ V (D) and k be a positive integer. Let C
be some (u, v)-vertex cut in D. For each c ∈ C, let Z(u, c) (resp. Z(c, v)) be a k-cut
preserving set for (u, c) (resp. (c, v)) in D[verD (u, c; C)] (resp. D[verD (c, v; C)]). For each
(c, c0 ) ∈ C 2 , c 6= c0 , let Z(c, c0 ) be a k-cut preserving set for (c, c0 ) in D[verD (c, c0 ; C)]. Then,
S
S
Z := c∈C (Z(u, c) ∪ Z(c, v)) ∪ (c,c0 )∈C 2 ,c6=c0 Z(c, c0 ) is a k-cut preserving set for (u, v) in D.
Proof. First observe, from the definition of a k-cut preserving set and the construction
of Z, that C ⊆ Z. Consider any (u, v)-path P in D. Let P = P1 ◦ . . . ◦ Pq be the Cbased partition of P . Since C ⊆ Z, P1 ◦ . . . ◦ Pq is a semi-Z-based partition of P . Then
P1 is a C-free (u, c1 )-path in D for some c1 ∈ C, Pq is a C-free (c2 , v)-path in D for
some c2 ∈ C, and for each i ∈ [2, q − 1], Pi is a C-free (cji , cji 0 )-path in D, for some
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cji , cji 0 ∈ C, ji 6= ji 0 . Thus, P1 is a (u, c1 )-path in D[verD (u, c1 ; C)], Pq is a (c2 , v)-path in
D[verD (c2 , v; C)], and for each i ∈ [2, q − 1], Pi is a (cji , cji 0 )-path in D[verD (cji , cji 0 ; C)].
Since Z(u, c1 ), Z(c2 , v), ∪i∈[2,q−1] Z(cji , cji 0 ) ⊆ Z, we are done by Observation 3.4.
J

P1

c1
P2

u

v

P3

c2

y

Figure 2 (c1 , c2 ) is a (u, v) vertex-cut, the green parts correspond to the Z(ci , v) and the blue
vertices are the vertices of X. P1 is a path of Type (u, ), P2 is a path of Type (, ) and P3 is a
path of Type (, , v) with y ∈ Y .

I Lemma 3.6. Let D be a digraph, u, v ∈ V (D), and k be a positive integer. Let C be
some (u, v)-vertex cut in D. For each c ∈ C, let Z(u, c) (resp. Z(c, v)) be a k-cut preserving
−
set for (u, c) (resp. (c, v)) in D[verD (u, c; C)] (resp. D[verD (c, v; C)]). Let X = ND
(v) ∩
S
2
v).
For
each
(a,
b)
∈
(C
∪X)
,
a
=
6
b,
let
Z(a,
b)
be
a
k-cut
preserving
set
for
(a, b)
Z(c,
c∈C
S
S
−
in D[verD (a, b; C ∪ ND
(v))]. Then, Z := c∈C (Z(u, c) ∪ Z(c, v)) ∪ (a,b)∈(C∪X)2 ,a6=b Z(a, b)
is a k-cut preserving set for (u, v) in D.
−
Proof. First observe that {u, v} ∪ C ∪ X ⊆ Z. Let Y = ND
(v) \ X. We begin by defining
some special types of paths (see Figure 2).
1. A path P is of Type (u, ) (resp. (, v)) if it is a C-free (u, c)-path (respectively (c, v)path) in D for some c ∈ C.
−
2. A path P is of Type (, ) if it is a (C ∪ ND
(v))-free (a, b)-path in D for some (a, b) ∈
2
(C ∪ X) .
3. A path P is of Type (, , v) if it is a (c, v)-path in D for some c ∈ C and there exists
y ∈ V (P ) ∩ Y such that the (c, y)-subpath of P is C-free.3
We now begin with the proof of the lemma. Let P be some (u, v)-path. We need to show
that there is a Z-replacement witness for P . Let P = P10 ◦ . . . ◦ Pq0 be the (C ∪ X)-based
partition of P . If P is not Y -free, that is, V (P ) ∩ Y 6= ∅, let s0 ∈ [q] be the least integer such
that V (Ps00 ] ∩ Y 6= ∅. If P is Y -free, let s0 = q. Let s ≤ s0 be the largest integer such that Ps
is an (a, b)-path, where a ∈ C and b ∈ C ∪ X ∪ {v}. WE first show that such a s always
exists. From the definition of s0 , either there exists some y ∈ Y in V (Ps00 ) or v ∈ V (Ps00 ). In
the later case, since C is a (u, v)-vertex cut, there exists c ∈ C such that c appears on P .
Since P = P10 ◦ . . . ◦ Pq0 is a C ∪ X-based partition of P , there exists s ≤ s0 such that Ps
−
is a (a, b)-path where a ∈ C. In the former case again, since y ∈ Y ⊆ ND
(v) and C is a
(u, v)-vertex cut using previous arguments the existence of the desired s is guaranteed.

3

Specifically, if there exists y ∈ V (P ) ∩ Y with this property, then the first vertex of P that belongs to Y
also has that property.
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Consider the partition P = P1 ◦ . . . ◦ Ps , such that Pi = Pi0 , if i < s and Ps =
0
◦ Ps+1
◦ . . . ◦ Pq0 . Observe that, since C ∪ X ⊆ Z, P = P1 ◦ . . . ◦ Ps is a semi-Z-based
partition of P .
Ps0

B Claim 3.7. P1 is a Type (u, ) path, for each i ∈ [2, s − 1], Pi is a Type (, ) path and,
Ps is either a Type (, v) or Type (, , v) path.
Proof. Recall that P = P10 ◦ . . . ◦ Pq0 is the (C ∪ X)-based partition of P . Thus, we have the
following.
1.
2.
3.
4.

For each i ∈ [q], Pi0 is (C ∪ X)-free path.
For each i ∈ [2, q − 1], Pi0 is a (a, b)-path, where (a, b) ∈ (C ∪ X)2 .
−
Since C is a (u, v)-vertex cut in D and X ⊆ ND
(v), P10 is a (u, c)-path for some c ∈ C.
0
From the choice of s, for each i ∈ [s − 1], V (Pi ) ∩ Y = ∅. Since for i ∈ [s − 1], Pi = Pi0
−
−
and X ∪ Y = ND
(v), Pi is (C ∪ ND
(v))-free.

Thus, from Points 2 and 4, for each i ∈ [s − 1], Pi is of Type (, ). Also, from Points 3
and 4, P1 is of Type (u, ). We now show that Ps is of Type (, v) or (, , v). From the
choice of s and the construction of Ps , Ps is a (c, v)-path for some c ∈ C. If P is Y -free, then
Ps is of Type (, v), otherwise, Ps is of Type (, , v).
C
For each i ∈ [s], define Zi and Di as follows.

Zi =

Di =




Z(u, c)

if i = 1, P1 is a (u, c)-path, c ∈ C



Z(c, v)

if i = s, Ps is a (c, v)-path, c ∈ C

Z(a, b) if i ∈ [2, s − 1], Pi is a (a, b)-path, (a, b) ∈ (C ∪ X)2




D[verD (u, c; C)]

D[verD (a, b; (C ∪


D[ver (c, v)]
D

if i = 1, P1 is a (u, c)-path, c ∈ C
−
ND
(v))]

if i ∈ [2, s − 1], Pi is a (a, b)-path, (a, b) ∈ (C ∪ X)2
if i = s, Ps is a (c, v)-path, c ∈ C

Recall the construction of Z from the lemma statement. Observe that for each i ∈ [s],
Zi ⊆ Z. From Observation 3.4, to give a Z-replacement witness for P , it is enough to give a
Zi -replacement witness for each Pi , in Di , i ∈ [s]. Thus, the following claim will finish the
proof of the lemma.
B Claim 3.8. For each i ∈ [s], Pi has a Zi -replacement witness in Di .
Proof. We prove the claim using the following cases.
Case i = 1: From Claim 3.7, P1 is a C-free (u, c)-path in D for some c ∈ C. Thus, P1
is a (u, c)-path in D1 . Since Z1 is a k-cut preserving set for (u, c) in Di , there exists a
Z1 -replacement witness for P1 in D1 .
−
Case i ∈ [2, s − 1]: From Claim 3.7, when i ∈ [2, s − 1], then Pi is a (C ∪ ND
(v))-free
2
(a, b)-path in D for some (a, b) ∈ (C ∪ X) . Thus, Pi is an (a, b)-path in Di . Since Zi is
a k-cut preserving set for (a, b) in Di , there exists a Zi -replacement witness for Pi in Di .
Case i = s: From Claim 3.7, Ps is of either Type (, v) or Type (, , v).
Ps is of Type (, v): From the definition of Type (, v), Ps is a C-free (c, v)-path in
D, for some c ∈ C. Thus, Ps is a (c, v)-path in Ds . Since Zs is a k-cut preserving set
for (c, v) in Ds , there exists a Zs -replacement witness for Ps in Ds .
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Ps is of Type (, , v): From the definition of Type (, , v), Ps is a (c, v)-path in
D, for some c ∈ C, and there exists y ∈ V (P ) ∩ Y such that the (c, y)-subpath of P
−
is C-free. Let Ps† be the (c, y)-subpath of P . Recall that Y = ND
(v) \ X. Consider
fs , obtained by appending the arc (y, v) at the end
the (c, v)-path in D, denoted by P
fs = Ps† ◦ (y, v). Since Ps† is a C-free path, so is P
fs . Thus P
fs is a
of Ps† . That is, P
(c, v)-path in Ds . Since Zs is a k-cut preserving set for (c, v) in Ds , there exists a
fs which is a Zs -replacement witness for P
fs in Ds . Let
semi-Zs -based partition of P
−
fs = P
g
g
P
s,1 ◦ . . . ◦ Ps,r be one such partition. Since y ∈ Y = ND (v) \ X and Zs ⊆ X,
g
g
y 6∈ Zs . Thus, y is an internal vertex of P
s,r . Let Ps,r be an (x, v)-path. Clearly,
†
f
g
g
x ∈ Zs because Ps = Ps,1 ◦ . . . ◦ Ps,r is a semi-Zs -based partition. Let Ps,r
be the
†
g
^
(x, v)-subpath of Ps,r . We claim that Ps = Ps,1 ◦ . . . ◦ Ps,r−1 ◦ Ps,r is a semi-Zs -based
partition of Ps and is also a Zs -replacement witness for Ps in Ds . It is clear from the
†
g
^
discussion above that Ps = P
s,1 ◦ . . . ◦ Ps,r−1 ◦ Ps,r is a semi Zs -based partition of Ps .
We will now show that it is a Zs -replacement witness for Ps in Ds .
fs = P
g
g
f
Since P
s,1 ◦ . . . ◦ Ps,r is a Zs -replacement witness for Ps , we have that for each
g
j ∈ [r], either V (P
s,j ) ⊆ Zs or there exists a list Lj containing k + 1 vertex disjoint
g
paths from the start vertex of P
s,j to its end vertex. Also, since y 6∈ Zs and y is an
g
g
internal vertex of Ps,r , V (Ps,r ) 6⊆ Zs . Thus, there is a list Lr containing k + 1 vertex
disjoint (x, v)-paths (recall x and v are the start and end vertices, respectively, of
†
†
g
g
^
P
s,r ). Since Ps = Ps,1 ◦ . . . ◦ Ps,r−1 ◦ Ps,r , and Ps,r is an (x, v)-path, from the above
g
discussion for each j ∈ [r − 1], either V (P
s,j ) ⊆ Zs or there exists a list Lj containing
g
k + 1 vertex disjoint paths from the start vertex of P
s,j to its end vertex. Also, there
†
exists a list, Lr , containing k + 1 vertex disjoint paths from the start vertex of Ps,r
to
its end vertex. This completes the proof of the claim.
C
As argued earlier, this completes the proof of the lemma.
J

3.1

Finding a Small k-Cut Preserving Set for a Pair with Large Flow

As explained in Section 1.2, the proof of Lemma 3.3 will distinguish whether there is a k
vertex-cut for (s, t) or not. The case where there is a no k vertex-cut is the easiest one, and
will be dealt with the following lemma by simply keeping k + 1 vertex disjoint paths.
I Lemma 3.9. Let D ∈ Dα be an acyclic digraph and u, v ∈ V (D) be such that each (u, v)vertex cut in D has size at least k + 1. Then, a k-cut preserving set for (u, v) in D of size at
most (2α − 1)(k + 1) + 2 exists and is computable in nO(1) time, where n = |V (D)|.
Proof. Since every (u, v)-vertex cut in D has size at least k + 1, from Menger’s Theorem,
there are at least k + 1 vertex-disjoint (u, v)-paths in D. Let Q01 , . . . , Q0k+1 be a collection of
some k + 1 of these paths. We will now obtain a collection of Q1 , . . . Qk+1 vertex disjoint
paths where the length of each Qi is at most 2α + 1. To this end, we define each Qi as some
shortest (u, v)-path using the vertices of V (Q0i ). We first claim that the length of Qi is at
most 2α + 1. For the sake of contradiction, suppose not. Then, from Observation 2.1, there
exist x, y ∈ V (Qi ) such that (x, y) ∈ E(D). Since D is acyclic, x appears before y in the path
S
Qi . This contradicts that Qi is a shortest (u, v)-path in V (Q0i ). Let Z = i∈[k+1] V (Qi ).
Clearly, {u, v} ⊆ Z and |Z| ≤ (2α − 1)(k + 1) + 2. The size bound follows because the length
of each Qi is at most 2α + 1, and u, v are the vertices common in each Qi . To show that
Z is a k-cut preserving set for (u, v) in D, consider the semi-Z-based partition of P that is
P itself. Then, {Q1 , . . . , Qk+1 } is the list for P containing k + 1 internally vertex-disjoint
(V (D) \ Z)-free (u, v)-paths.
J
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3.2

Finding a Small k-Cut Preserving Set of a Pair in a Tournament

As explained before, the proof of Lemma 3.3 will use induction on α. The next lemma
handles the base case where α = 1. It is somewhat more complicated compared to the
arguments in Section 1.2; the reason for the complication is that we consider the digraph D
such that the D − {u, v} ∈ Dα . Thus D is not “exactly” a tournament. This is required in
the inductive case for the proof of Lemma 3.3.
I Lemma 3.10. Let D be an acyclic digraph. Let u, v ∈ V (D) be such that N + (u) =
N − (v) = ∅ and D − {u, v} is a tournament. Then, a k-cut preserving set for (u, v) in D of
size at most k 3 + 5k 2 + 3k exists and is computable in polynomial time.
Proof. If all (u, v)-vertex cuts in D have size at least k + 1, then the correctness follows from
Lemma 3.9. Thus, for the rest of the proof assume that there is a (u, v)-vertex-cut in D of
size at most k. Let C = {c1 , . . . , c` } be a minimal (u, v)-vertex cut in D of size ` ≤ k.
−
+
B Claim 3.11. C ⊆ ND
(u) ∪ ND
(v).

Proof. Suppose not. Then, there exists ci ∈ C such that ci 6∈ N + (u) ∪ N − (v). Since C is a
minimal (u, v)-vertex cut in D, there exists a path, say P , from u to v in D − (C \ {ci }). Let
u0 be the first vertex on P after u and v 0 be the last vertex of P before v. Since D − {u, v}
is an acyclic tournament, (u0 , v 0 ) ∈ E(D). Since u0 , v 0 6∈ C, we get a (u, v)-path in D − C,
contradicting that C is a (u, v)-vertex cut in D.
C
−
+
Let I = {i ∈ [`] | ci ∈ ND
(v)} and J = {j ∈ [`] | cj ∈ ND
(u)}. For all i ∈ I, let
Ui = verD (u, ci ; C) and Di = D[Ui ]. For all j ∈ J, let Vj = verD (cj , v; C) and Dj = D[Vj ].
For all (i, j) ∈ [`]2 , i 6= j, let Qi,j = verD (ci , cj ; ∅) and Di,j = D[Qi,j ].
For each i ∈ I (resp. j ∈ J, resp. (i, j) ∈ [`]2 , i 6= j), we will compute a k-cut preserving
set Zi (resp. Zj , resp. Zi,j ) of (u, ci ) (resp. (cj , v), resp. (ci , cj )) in Di (resp. Dj , resp. Di,j )
of size at most 2k + 3 (resp. 2k + 3, resp. k + 3). The procedure to do so is as follows.

Computing Zi , i ∈ I: First observe that Ui is a candidate for Zi . Thus, if |Ui | ≤ 2(k+1),
set Zi = Ui . Otherwise, we have that |Ui | ≥ 2k + 3. Since D − {u, v} is an acyclic
tournament, let π be the unique topological ordering of D − {u, v}. We divide this case
further into two cases.
fi be the last k + 1 vertices of Ui in π. Observe that
Case 1: |N + (u) ∩ Ui | ≤ k: Let U
−
f
fi ∪ {u, ci }. Clearly, |Zi | ≤ 2k + 3.
Ui ⊆ N (ci ) ∩ Ui . Define Zi = (N + (u) ∩ Ui ) ∪ U
To prove that Zi is a k-cut preserving set for (u, ci ) in Di , consider some (u, ci )-path
P in Di , such that V (P ) 6⊆ Zi . We will show a Zi -replacement witness for P in
Di . Consider the semi-Zi -based partition of P , P = P1 ] P2 , where P1 is the arc
(u, x) ∈ E(P ), for some x ∈ N + (u) ∩ Ui and P2 is the (x, ci )-subpath of P . Clearly,
V (P1 ) ⊆ Zi . We claim that there are k + 1 vertex-disjoint (x, ci )-paths in Zi . To see
this, consider the following argument. Since V (P ) 6⊆ Zi , there exists a vertex y ∈ V (P )
fi .
such that y 6∈ Zi . Then, y ∈ V (P2 ). Since y 6∈ Zi , it in particular holds that y 6∈ U
f
Thus, all the vertices of Ui appear after y in π. Since there is a (x, y)-path in Di , x
fi in π. Thus, because
appears before y in π. Thus, x appears before all the vertices of U
fi ⊆ N + (x) ∩ Ui . Since U
fi ⊆ N − (ci ) ∩ Ui , there are |U
fi |
D − {u, v} is a tournament, U
many vertex disjoint (x, ci )-paths in Z. This completes the proof.
Case 2: |N + (u) ∩ Ui | > k: First observe that all the vertices of N + (u) ∩ Ui appear
before ci in π. Since π is a topological ordering of D −{u, v}, there are |N + (u)∩Ui | > k
vertex-disjoint (u, ci )-paths in Zi . Thus, each (u, ci )-vertex-cut in Di has size at least
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k + 1. In this case, let Zi be the k-cut preserving set for (u, ci ) in Di obtained from
Lemma 3.9. Observe that |Zi | ≤ k + 3.
Computing Zj , j ∈ J: Zj can be computed using arguments symmetric to the previous
case.
Computing Zi,j , (i, j) ∈ [`]2 , i 6= j: First observe that all the vertices of Qi,j \ {ci , cj }
appear after ci and before cj in π. Thus, there are |Qi,j \ {ci , cj }| many vertex-disjoint
(ci , cj )-paths in Di,j . If |Qi,j | ≤ k − 2, then set Zi = Qi,j , otherwise let Zi be the k-cut
preserving set for (ci , cj ) in Di,j obtained from Lemma 3.9. In either case, |Zi | ≤ k + 3.
S
S
S
Let Z := i∈I Zi ∪ j∈J Zj ∪ (i,j)∈[`]2 ,i6=j Zi,j . Observe that C ⊆ Z. First note that
|Z| ≤ |I|(2k + 3) + |J|(2k + 3) + `2 (k + 3) ≤ k 3 + 5k 2 + 3k 2 (the last inequality holds because
|I| + |J| = ` and ` ≤ k). We will now show that Z is a k-cut preserving set for (u, v) in D.
To see this, consider some(u, v)-path P , in D. Since C is a (u, v)-vertex-cut in D there exists
a vertex of C on P . Let ci be the first vertex of C on P and cj be the last vertex of C on P
(ci could be the same as cj ). Let P1 be the (u, ci )-subpath of P , P2 be the (ci , cj )-subpath
of P and P3 be the (cj , v)-subpath of P (if ci is the same as cj , then P2 is empty). Thus,
P = P1 ◦ P2 ◦ P3 is a semi-Z-based partition of P (as C ⊆ Z). Since Zi is a k-cut preserving
set for (u, ci ) in Di , Zi is a k-cut preserving set for (cj , v) in Dj and Zi,j is a k-cut preserving
set for (ci , cj ) in Di,j , and Zi , Zj , Zi,j ⊆ Z, from Observation 3.4, Z is a k-cut preserving
set for (u, v) in D.
J

3.3

Finding a small k-cut preserving set for a pair in a D ∈ Dα

We are now ready to prove Lemma 3.3.
I Lemma 3.3 (k-Cut Preserving Lemma). Let D be an acyclic digraph, and u, v ∈ V (D)
be such that N − (u) = N + (v) = ∅. Additionally, let D − {u, v} ∈ Dα . Then there exists
a k-cut preserving set for (u, v) in D of size at most f (α), where f (1) = k 3 + 5k 2 + 3k
and for α > 1, f (α) = k 2 g(α) + 2kh(α), g(α) = (2k + (k + kf (α − 1))2 )f (α − 1) and
h(α) = (k 2 + k)g(α) + kf (α − 1). Moreover, such a set can be found in time nO(1) , where
n = |V (D)|.
Proof. We prove this lemma using induction on α. When α = 1, the proof follows from
Lemma 3.10.
B Claim 3.12. Let x, y ∈ V (D) \ {x, y}. Then, a k-cut preserving set for (x, y) of size g(α)
in any digraph D0 that is a subgraph of D where u, v 6∈ V (D0 ), can be found in polynomial
time.
Proof. Let W be a minimum (x, y)-vertex-cut in D0 . If |W | > k, then the claim follows from
Lemma 3.9. Thus, we are now in the case where |W | ≤ k. For each w ∈ W , let Z(x, w)
(resp. Z(w, y)) be a k-cut preserving set for (x, w) (resp. (w, y)) in D0 [verD0 (x, w; W )]
S
−
2
(resp. D0 [verD0 (w, y; W )]). Let B = ND
0 (y) ∩
w∈W Z(w, y). For each (a, b) ∈ (W ∪ B) ,
0
0
−
let Z(a, b) be a k-cut preserving set for (a, b) in D [verD (a, b; W ∪ N (y))]. Then, from
S
S
Lemma 3.6, Z(x, y) := w∈W (Z(x, w)∪Z(w, y))∪ (a,b)∈(W ∪B)2 Z(a, b) is a k-cut preserving
set for (x, y) in D0 .
We will now show that for any w ∈ W and (a, b) ∈ (W ∪ B)2 , each digraph among
−
0
D [verD0 (x, w; W )], D0 [verD0 (w, y; W )] and D0 [verD0 (a, b; W ∪ ND
0 (y))] has independence
number strictly smaller than α. Then, from induction hypothesis and the expression for
Z(x, y) written above, we will conclude that a k-cut preserving set for (x, y) in D0 of size g(α)
can be found in polynomial time. To see that the independence number of D0 [verD0 (x, w; W )]
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is strictly less than α, observe that y is not adjacent to any vertex in verD0 (x, w; W ), as W is
an (x, y)-vertex cut in D0 . Thus, any independent set of D0 [verD0 (x, w; W )] together with y is
an independent set of D0 and hence of D. Since y 6∈ {u, v}, u, v 6∈ V (D0 ) and the independence
number of D − {u, v} is α, we have that the independence number of D0 [verD0 (x, w; W )]
is strictly smaller than α. A similar argument holds for D0 [verD0 (w, y; W )] as in this case
−
x is not adjacent to any vertex of verD0 (w, y; W ). For D0 [verD0 (a, b; W ∪ ND
0 (y))], since
−
−
+
0
verD0 (a, b; W ∪ ND0 (y)) ∩ ND0 (y) = ∅, u, v 6∈ V (D ) and ND0 (y) = ∅, any independent set
−
of D0 [verD0 (a, b; W ∪ ND
0 (y))] together with y is an independent set in D − {x, y}. Since
−
D−{x, y} has independence number α, D0 [verD0 (a, b; W ∪ND
0 (y))] has independence number
strictly smaller than α.
C
Let C be a minimum (u, v)-vertex-cut in D. If |C| > k, then the lemma follows from
Lemma 3.9. Thus, for the remainder of the proof we assume that |C| ≤ k. For each
c ∈ C, let Uc = verD (u, c; C), Vc = verD (c, v; C), Z(u, c) be a (u, c) k-cut preserving set in
D[Uc ], and Z(c, v) be a (c, v) k-cut preserving set in D[Vc ]. For each (c, c0 ) ∈ C 2 , c 6= c0 ,
let Qc,c0 = verD (c, c0 ; C), and Z(c, c0 ) be a k-cut preserving set in D[Qc,c0 ]. Then from
S
S
Lemma 3.5, Z := c∈C Z(u, c) ∪ Z(c, v) ∪ (c,c0 )∈C 2 ,c6=c0 Z(c, c0 ) is a k-cut preserving set for
(u, v) in D. Since C ∩ {u, v} = ∅, from Claim 3.12, for each (c, c0 ) ∈ C 2 , c 6= c0 , Z(c, c0 ) of
size g(α) can be computed in polynomial time. In the remainder of the proof, we will show
how to compute Z(u, c) and Z(c, v), for any c ∈ C, of the desired size. We will only give the
proof of construction of Z(u, c) as the proof for Z(c, v) is symmetrical.
B Claim 3.13. For any c ∈ C, Z(u, c) of size h(α) can be computed in polynomial time.
b = D[Uc ]. Let A be a minimum (u, c)-vertex-cut in D.
b
Proof. For ease of notation, let D
First note that A ∩ {u, v} = ∅. If |A| > k, then the claim follows from Lemma 3.9. Thus, for
the remainder of the proof, assume that |A| ≤ k.
ca = ver (u, a; A), V
ca = ver (a, c; A), Z(u,
b a) be a (u, a) k-cut
For each a ∈ A, let U
b
b
D
D
bU
ca ] and Z(a,
b c) be a (a, c) k-cut preserving set in D[
bV
ca ]. For each
preserving set in D[
0
2
0
0
0
b
(a, a ) ∈ A , a =
6 a , let Ra,a0 = verD
preserving set in
b (a, aS; A) and Z(a, a ) be a k-cut
S
b
b
b
b a0 )
0
D[Ra,a ]. Then from Lemma 3.5, Z(u, c) := a∈A (Z(u, a) ∪ Z(a, c)) ∪ (a,a0 )∈A2 ,a6=a0 Z(a,
is a k-cut preserving set for (u, c) in D. Since A ∩ {u, v} = ∅ and c ∈ {u, v}, from Claim 3.12,
b c) and Z(a,
b a0 ) of size g(α) can be computed in
for each a ∈ A, (a, a0 ) ∈ A2 , a 6= a0 , Z(a,
bU
ca ] − {u, a} is strictly smaller
polynomial time. Moreover, the independence number of D[
ca , besides possibly u and a. Thus,
than α because c(6= v) is not adjacent to any vertex in U
b a) of size f (α − 1) can be computed in polynomial time by the
for each a ∈ A, a set Z(u,
induction hypothesis. This finishes the proof of the claim.
C
Thus, from the previous arguments and Claim 3.13, we have that Z is a k-cut preserving
set for (u, v) in D of size at most k 2 g(α) + 2kh(α).
J
A rough computation gives that, for any k, g(α) ≤ 6k 2 f (α − 1) and h(α) ≤ 8k 4 f (α − 1).
This imply that f (α) ≤ 22k 5 f (α − 1)3 . By noting that f (1) ≤ 22k 5 , we can show the
following observation.
I Observation 3.14. For any α and k, there exists a k-cut preserving set of size smaller
α
than f (k, α) = (22k 5 )4 .
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k-Cut Preserving Sets for a Set of Vertices

Below we also define a notion of k-cut preserving sets for a set of vertices. Such a notion will
come handy in our applications. Given a digraph D and X ⊆ V (D), for each (u, v) ∈ X 2 , we
X
define the digraph D(u,v)
as follows (note that u could be equal to v). Let R = V (D) − X.
X
Then, D(u,v) is the supergraph of D[R] obtained by adding two new vertices u+ and v −
together with the following set of additional arcs: {(u+ , x) : x ∈ R, (u, x) ∈ E(D)} ∪ {(x, v − ) :
x ∈ R, (x, v) ∈ E(D)} .
I Definition 3.15 (k-Cut Preserving Set for a Set of Vertices). For any digraph D, a positive
integer k and X ⊆ V (D), we say that X ⊆ Z ⊆ V (D) is a k-cut preserving set for X, if for
X
all (u, v) ∈ X 2 , Z is a k-cut preserving set for (u, v) in D(u,v)
.
I Lemma 3.16. For any digraph D ∈ Dα , a positive integer k, and S ⊆ V (D) such that
D − S is a acyclic, a k-cut preserving set for S of size at most |S|2 f (k, α) can be found in
α
polynomial time, where f (k, α) ≤ (22k 5 )4 .
Proof. For each pair (u, v) ∈ S 2 (u and v could be equal), let Z(u,v) be the a k-cut preserving
S
set for (u+ , v − ) in D(u,v)
obtained from Lemma 3.3. From the definition of k-cut preserving
S
set for S, Z = (u,v)∈S 2 Z(u,v) is a k-cut preserving set for S. From Observation 3.14, for
any (u, v) ∈ S 2 , |Z(u,v) | ≤ f (k, α). Thus, we conclude the correctness of the lemma.
J

4

Fault-Tolerant (S, S)-Reachability

In this section, we prove Lemma 1.1. Recall that (D, S, `, k) is an instance of FTR(S, S)
where D ∈ Dα , S ⊆ V (D) and `, k are positive integers such that each strongly connected
component of D − S has size at most `. The goal is to compute a subgraph H of D of
O(α)
size k 2
such that, for any A ⊆ E(D) of size at most k, for any s, t ∈ S, if D − A has
an (s, t)-path, then so does H − A. It is not difficult to see from Lemma 3.2 that if Z is
a k-cut preserving set for S in D, then H = D[Z] is a solution for (D, S, `, k) (for any `).
When ` = 1, D − S is acyclic and hence a k-cut preserving set for S can be computed using
Lemma 3.16. When ` > 1, in order to use Lemma 3.16 we modify the digraph D to turn
D − S acyclic. We now describe the operation, which we call dagify, that is used to turn
D − S acyclic. Informally, for each strongly connected component SC of D we turn it into
an independent set while preserving the paths in D that use the vertices of SC. This is
achieved by creating a new vertex for every ordered pair of vertices (say, (u, v)) in SC. Such
a vertex represents the existence of a (u, v)-path in the strongly connected component SC.
In fact, in the path in the modified graph, each new vertex corresponding to some pair (u, v)
can be replaced by some (u, v)-path from the strongly connected component SC to yield a
path in the original graph. Then, arcs between two vertices in this newly constructed vertex
set are put in such a way that the concatenation of the paths corresponding to these new
vertices gives a path in D. This idea is formalized below.
I Definition 4.1 (dagify(D, R)). Let D be a digraph, R ⊆ V (D) and S = V (D) \ R. Let
SC1 , . . . , SCd be the strongly connected components of D[R]. For a ∈ [d], let V (SCa ) =
†
{v1a , . . . , vnaa }, where na = |V (SCa )|. Then, DR
:= dagify(D, R) is the digraph defined as:
†
†
a
Vertex set of DR : For each a ∈ [d], let SCa = {vij
| (via , vja ) ∈ {SCa }2 , i, j ∈ [na ]}. Let
†
†
†
†
R = ∪a∈[d] SCa and V (DR ) = R ∪ S.
†
Arc set of DR
: It contains all the arcs of D with both end-points in S. For each a ∈ [d],
†
†
†
a
SC a is an independent set in DR
. For any a ∈ [d], s ∈ S and i, j ∈ [na ], (s, vij
) ∈ E(DR
)
†
a
a
a
if and only if (s, vi ) ∈ E(D). Similarly, (vij , s) ∈ E(DR ) if and only if (vj , s) ∈ E(D).
We put the arcs between SCa† and SCb† , for distinct a, b ∈ [d] as follows. For any i, j ∈ [na ]
†
a
and i0 , j 0 ∈ [nb ], (vij
, vib0 j 0 ) ∈ E(DR
) if and only if (vja , vib0 ) ∈ E(D).
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†
For a set of vertices of X † ⊆ DR
, f ull-comp(X † ) denotes the set of vertices of V (D) such
a
†
that, for each vi,j ∈ X , all the vertices of SCa belong to full-comp(X † ). Also all the vertices
of S that belong to X † , belong to f ull-comp(X † ). Observe that |f ull-comp(X † )| ≤ `2 · |X † |,
where ` is the upper bound on the size of each SCa . Note from the construction above that,
†
for any s, t ∈ S and an (s, t)-path P † in DR
, there exists an (s, t)-path P in D such that
†
V (P ) ⊆ f ull-comp(P † ). The following observations state a few properties of the digraph DR
†
that would be useful when we want to find a k-cut preserving set for DR using Lemma 3.16.
†
I Observation 4.2. DR
[R† ] is acyclic.
†
Proof. Recall, from the construction of DR
, that R† =

S

a∈[d]

SCa† and each SCa† is an

†
independent set in DR
. Without loss of generality, let SC1 , . . . , SCd be the strongly connected
components of D[R] ordered as in their topological ordering. Then, there is no arc from a
†
vertex of SCb to a vertex of SCa , for any b > a, in D. Thus, from the construction of DR
,
†
b
a
†
there is no arc from any vij to any vi0 j 0 (b > a). This shows that DR [R ] is acyclic.
J

I Observation 4.3. If D ∈ Dα and every strongly connected component of D[R] has size at
†
most `, then DR
∈ D`2 α .
S
†
Proof. Recall that R† = a∈[d] SC † a and DR
[SCa† ] has no arc. From the construction of
†
†
DR
, for each a ∈ [d], |SCa† | ≤ `2 . Finally, since D ∈ Dα , from the construction of DR
, the
†
†
2
size of any maximum independent set in DR is at most maxa∈[d] |SCa | · α ≤ ` α.
J

We define some terminology that would come handy later. For any A ⊆ E(D), we say
that a vertex v ∈ V (D) is affected by A if there exists some arc of A that is incident on v.
†
†
The set affected by A in DR
is the set of vertices of DR
containing the union of the vertices
†
in SCa , for each a ∈ [d] such that a vertex in SCa is affected by A in D.
I Observation 4.4. Let D be a digraph, R ⊆ V (D) and S = V (D) \ R. Let A ⊆ E(D) of
†
†
size at most k. Let A† be the set affected by A in DR
. Recall the construction of DR
from
†
a
b
†
†
†
a
b
Definition 4.1. For some vij , vi0 j 0 ∈ R , let P be an A -free (vij , vi0 j 0 )-path in DR . Then
there exists a (via , vjb0 )-path P in D such that: V (P ) ⊆ f ull-comp(P † ) and, P does not use
any arc of A.
Proof. Recall the construction of dagify(D, R). Consider any path P obtained from P † by
replacing all the vertices of R† as follows. If for any c ∈ [d], i∗ , j ∗ ∈ [nc ], vic∗ j ∗ ∈ V (P † ), then
replace vic∗ j ∗ in P † by any (vic∗ , vjc∗ )-path in the strongly connected component SCc . Clearly,
the path P obtained is a (via , vjb0 )-path in D and V (P ) ⊆ f ull-comp(P † ). Also from the
definition of A† and the fact that P † is A† -free, we get that P cannot use an arc of A. J
From the construction in Definition 4.1, for any s, t ∈ S, for an (s, t)-path P in D, we
†
can associate a unique (s, t)-path P † in DR
. This is elaborated below. Consider the digraph
†
a a
DR obtained by dagify(D, R). (vi , vj ) ∈ SCa2 for some component SCa of D[R]. Let s, t ∈ S.
Let P be an S-free (s, t)-path in D. For any such path P , we define the notion of a reduced
†
path of P in DR
as follows. Consider the unique partition P = Ps ◦ Pi1 ◦ . . . ◦ Piq ◦ Pt such
that Ps is an arc (s, u) where u ∈ V (SCi1 ), Pt is an arc (v, t) where v ∈ V (SCiq ) and for
each j ∈ [q], V (Pij ) ⊆ V (SCij ), where i1 , . . . , ij ∈ [d] and i1 < . . . < iq . For each j ∈ [q],
i
i
i
†
let Pij be a (vpjj , vrjj )-path. Consider the vertex vpjj ,rj in Vij ⊆ R† ⊆ V (DR
). From the
iq
†
†
†
i1
i2
construction of DR , we get the (s, t)-path P = s ◦ vp1 ,r1 ◦ vp2 ,r2 ◦ . . . ◦ vpq ,rq ◦ t in DR
. This
†
†
(s, t)-path P † in DR is called the reduced path of P in DR .
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Proof of Lemma 1.1. Recall (D, S, `, k) is an instance of FTR(S, S). Let R = V (D) \ S.
†
Let DR
be obtained by dagify(D, R). From Observations 4.2 and 4.3, Lemma 3.16 can be
†
used to compute a (2k`2 + 1)-cut preserving set for S in DR
. Let Z † be such a set. Let
†
Z = f ull-comp(Z ). We claim that H = D[Z] is a solution to the instance (D, S, `, k). (First
note that the size bound on H follows from Lemma 3.16 and the fact that each strongly
connected component of R has size at most `.)
Towards this let A ⊆ E(D) of size at most k, s, t ∈ S and P be an (s, t)-path in D − A.
We need to show that there is some (s, t)-path in H − A too. Let P = P1 ◦ . . . ◦ Pq be the
S-based partition of P such that each Pi is an (si , ti )-path. Then it suffices to show that
for each fixed i ∈ [q], there is some (si , ti ) path in H − A (these paths would yield a closed
walk from s to t in H − A and hence an (s, t)-path in H − A). In the remaining part of the
proof, we focus on proving this. Note that each Pi is S-free. Fix any i ∈ [q]. For the ease of
notation, let us call the path Pi as P , vertices si , ti as s, t respectively.
†
Let P † be the reduced path corresponding of P in DR
. Since Z † is a (2k`2 + 1)-cut
†
†
†
preserving set for P in DR , consider a Z -witnessing replacement P † = P1† ◦ . . . ◦ Pr† . Recall
the notation from the construction in Definition 4.1.
a
a
a
For an arbitrary c ∈ [r], let Pc† be a (vij
, vib0 ,j 0 )-path (or (s, vij
)-path or (vij
, s)-path).
†
Observe that, since P is the reduced path of P , to finish the proof of the lemma, it is enough
to show a (via , vjb )-path (or (s, via )-path or (via , s)-path) exists in H − A. Without loss of
a
generality, let Pc† be a (vij
, vib0 ,j 0 )-path, the other cases hold due to similar arguments.
As P † = P1† ◦ . . . ◦ Pd† is a Z † -witnessing replacement, one of the following cases arises.
1. V (Pc† ) ⊆ Z † . Since P † is the reduced path of P , consider the (via , vjb )-subpath, say Pc0 ,
of P . Then, V (Pc0 ) ⊆ f ull-comp(Pc† ) ⊆ Z (because V (Pc† ) ⊆ Z † ). Also since P does not
have an arc in A, so does Pc0 . Thus, by the construction of H, Pc0 is a path in H − A.
†
a
, vib0 j 0 )-paths in DR
[Z † ]. Let
2. There is a list Li of 2k`2 + 1 internally vertex-disjoint (vij
†
†
†
2
A be the set of affected vertices of A in DR . Clearly, |A | ≤ 2k` . Then there exists a
path in Li that is A† -free. Then from Observation 4.4, there exists a (via , vjb )-path, say
Pc0 , such that V (PC0 ) ⊆ f ull-comp(Pc† ) ⊆ Z and, that does not use an arc of A. From
the construction of H, Pc0 is a path in H − A.
This finishes the proof of the lemma.
J

5

Conclusion

In this paper, we presented a sparsification procedure for the class of acyclic digraphs (or
more generally, “almost” acyclic) of bounded independence, to preserve the (both normal
and parity-based) reachability from a given terminal set S to a given terminal set T under
the failure of any set of at most k arcs. In particular, it outputs a digraph whose size is
completely independent of n and polynomial in k, while even the simple classes of directed
paths and tournaments admit no sparsifier whose output is a digraph of less than n − 1 arcs
already when k = 1. Apart from being interesting on its own from the perspective of fault
tolerance, we also showed that our sparsification procedure finds applications in Kernelization.
Specifically, we proved that the classic Directed Feedback Arc Set problem as well as
Directed Edge Odd Cycle Transversal (which, in sharp contract, is W[1]-hard on
general digraphs) admit polynomial kernels on bounded independence number digraphs. In
fact, for any p ∈ N, we designed a polynomial kernel for hitting all cycles of length ` where (`
mod p = 1). Additionally, we derived complementary results that assert the NP-hardness of
DEOCT on tournaments, as well as its admittance of a sub-exponential time parameterized
algorithm on digraphs of bounded independence.
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We conclude the paper with a few directions for further research. Our result, currently,
holds when the input digraph D is “almost acyclic” and has bounded independence number.
From the example of the tournament described in the introduction (the one that is obtained
by taking a transitive tournament and reversing the arcs along the Hamiltonian path defined
by its topological ordering), it seems that some notion of “almost acyclic” might be necessary
to have fault tolerant subgraphs whose size avoid the dependence on n. On the other hand,
it might be possible to ask for something weaker than bounded independence number. For
example, forbidding the existence of an induced Pα , the directed path on α vertices.
Question 1. Does FTR(S, S) admit a subgraph of size independent of n on digraphs that
are “almost acyclic” and have no induced Pα , for some fixed positive integer α?
It is not very difficult to observe that our results (Lemmas 1.1 and 1.2) also hold when the
input graph is undirected and has bounded independence number. It would be interesting
(because of the arguments discussed earlier) if one could obtain similar results when the
input undirected graph has no induced Pα .
Question 2. Does FTR(S, S) admit a subgraph of size independent of n when the input
graph is undirected and has no induced Pα , for some fixed positive integer α?
It would also be interesting to discover other (di)graph classes where the dependence on
n of the size of the output subgraph can be sublinear, for example, log n, for FTR(S, S) and
also for other fault tolerant graph properties.
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Abstract
Biological neural computation is inherently asynchronous due to large variations in neuronal spike
timing and transmission delays. So-far, most theoretical work on neural networks assumes the
synchronous setting where neurons fire simultaneously in discrete rounds. In this work we aim at
understanding the barriers of asynchronous neural computation from an algorithmic perspective. We
consider an extension of the widely studied model of synchronized spiking neurons [Maass, Neural
Networks 97] to the asynchronous setting by taking into account edge and node delays.
Edge Delays: We define an asynchronous model for spiking neurons in which the latency values
(i.e., transmission delays) of non self-loop edges vary adversarially over time. This extends the
recent work of [Hitron and Parter, ESA’19] in which the latency values are restricted to be fixed
over time. Our first contribution is an impossibility result that implies that the assumption that
self-loop edges have no delays (as assumed in Hitron and Parter) is indeed necessary. Interestingly,
in real biological networks self-loop edges (a.k.a. autapse) are indeed free of delays, and the
latter has been noted by neuroscientists to be crucial for network synchronization.
To capture the computational challenges in this setting, we first consider the implementation of
a single NOT gate. This simple function already captures the fundamental difficulties in the
asynchronous setting. Our key technical results are space and time upper and lower bounds
for the NOT function, our time bounds are tight. In the spirit of the distributed synchronizers
[Awerbuch and Peleg, FOCS’90] and following [Hitron and Parter, ESA’19], we then provide a
general synchronizer machinery. Our construction is very modular and it is based on efficient
circuit implementation of threshold gates. The complexity of our scheme is measured by the
overhead in the number of neurons and the computation time, both are shown to be polynomial
in the largest latency value, and the largest incoming degree ∆ of the original network.
Node Delays: We introduce the study of asynchronous communication due to variations in
the response rates of the neurons in the network. In real brain networks, the round duration
varies between different neurons in the network. Our key result is a simulation methodology
that allows one to transform the above mentioned synchronized solution under edge delays into
a synchronized under node delays while incurring a small overhead w.r.t space and time.
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1

Introduction

Understanding how the brain works, as a computational device, is a central challenge of
modern neuroscience, artificial intelligence, and lately also in theoretical computer science
and distributed computing [18, 19, 20, 17, 16, 32, 6, 39, 37]. This line of work usually
assumes a simple synchronized model [23, 24] in which neurons fire simultaneously in discrete
rounds in response to their neighboring neurons that fired in the previous round. This model,
while being very convenient for algorithm design, does not take into account the inherent
asynchronous nature of neural communication. In the neuroscience literature it has been
noted that the asynchronous nature of these networks mostly stems from two independent
sources [29]: edge delays (known as response latency1 .) [35, 5] and node delays (known as
refractory period) [34, 3]. In this paper, we aim at understanding the computational cost
incurred by such asynchronous communication. The overhead is measured by the overhead
in the number of neurons and computation time required to compute a certain function.
We believe that understanding the computational power, limitations and the connections
between these models go beyond the setting of spiking neurons, and might also be relevant
for the theory of digital logic design and circuit computation in general.
The Standard Synchronous Model [23, 24]. Before describing our asynchronous models,
we first revise the standard synchronous model formally defined by Maass. In this model, the
network evolves in discrete, synchronous rounds as a Markov chain where each neuron u in
the network is a probabilistic threshold gate with a threshold (or bias) value b(u). In every
round t, the firing probability of neuron u only depends on the firing status of its incoming
neighbors in the preceding round t − 1. Formally, the potential pott (u) of neuron u in round
t is defined by the weighted sum over its incoming neighbors that fired in round t − 1. The
neuron u fires in round t with probability that depends on the quantity pott (u) − b(u).

1.1

Asynchronous Computation with Bounded Edge Delays

We define an asynchronous model with edge delays bounded2 by some given integer L. The
dynamic of the network N is specified by a latency function ` : V × V × N → N≤L interpreted
as follows: For every neuron u firing in round τ , its spike reaches its outgoing neighbor
v within `(u, v, τ ) rounds where `(u, v, τ ) ∈ [1, L] might be chosen adversarially for every
u=
6 v, and every round τ . The network solution N should then output the desired solution
for any adversarial choice of the latency function `. Setting L = 1 yields the standard
synchronous model.
Asynchronous computation with edge delays was recently introduced by Hitron and
Parter [12]. Their model is similar to ours only that in their model, the edge latencies are
required to be fixed over time, whereas in our model the adversary is allowed to change it
from round to round. The model of Hitron and Parter includes an additional restriction
on the adversary (that sets the latency values) by requiring that self-spikes, i.e., of the
form hu, u, τ i have no latency and arrive within a single round to their destination. This
assumption is justified in [12] by the experimental evidence that self-spikes in brain networks
have almost no delays [14]. It is commonly believed in the neuroscience community that this
no-delay property of self-edges is in fact essential for network synchronization [33, 21, 40, 8].

1
2

Throughout, we use the terms edge-delay and latency interchangeably.
This bound is crucial as will be later implied by our lower bound results that depend on L. E.g., both
the computation time and the size of the network in this model must depend on L.
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In this work, we provide a theoretical support for this hypothesis by showing that without
such an assumption, one cannot even implement a single AND gate in this model. This
impossibility result holds already in a setting where L = 2, the edge latencies are fixed over
time (as assumed in [12]), and the computation time and network size are allowed to be
unbounded. For this reason, we will mostly consider in this paper nice latency functions in
which all self-spikes have a latency value of one round.

1.2

Asynchronous Computation with Bounded Node Delays

We next turn to consider an alternative source for asynchronous communication due to
variations in the response timing of the individual neurons in the network. In real brain
networks, for every neuron u there is a predefined time interval between two consecutive
spikes of u. The length of this interval, which we call round, varies considerably among
different neurons in the network [34, 3]. This poses the challenge of creating a synchronized
response at the network level. To account this behavior, we consider a model in which
network’s evolution proceeds in seconds. A second in this context is simply the smallest
measurable time unit. For a given integer T ≥ 1, the dynamics is specified by a nodedelay function t : V → N≤T interpreted as follows: the round duration of each neuron
v consists of t(v) seconds. Specifically, the ith round of v is defined by the time interval
Ri (v) = [(i − 1)t(v) + 1, i · t(v)] for every i ≥ 1. The neuron u fires in the second i · t(v) (i.e.,
at the end of its ith round) only if the total potential due to spikes arriving in the interval
Ri (v) is sufficiently large. The network solution N should then output the desired solution
for any adversarial choice of the node-delay function t. The input parameter T sets a bound
on the differences between the round duration over all neurons in the network. Setting T = 1
yields the standard synchronous model.
Observe that the edge and node delay models do not imply one another. In the edge
latency model, even though the spikes arrive in adversarially chosen rounds, all neurons in
round τ still depend only on the spikes arriving in round τ . Thus, the duration of a round for
all the neurons in the network is the same: a single tick (or a second) of the global clock. In
contrast, in the node delay model, the adversary selects the round duration for each neuron
which has two physical interpretations. First, it determines the time duration over which
the potential due to arriving spikes is accumulated. In addition, it also determines the time
interval between two consecutive spikes by the given neuron. In one of our most technically
involved results, we show a non-trivial reduction between the edge delay and the node delay
models, provided that the input network satisfies certain properties.
Finally, we note that this model has several variations which are in fact supported by
our simulation results (from edge delays to node delays). In particular, one can consider
a more elaborated setting in which the duration of each round per node varies in an
adversarial manner over time, i.e., the node-delay function in such a model is of the form
t : V × N≥1 → N≤T interpreted as follows: the ith round duration on each neuron v consists
of t(v, i) seconds. For example, in such a model the ith round of node u can consists of 2
seconds while its (i + 1)th round might consist of 100 seconds. In another variation, both edge
and node delays are combined and the dynamic is specified by an L-bounded edge latency
function ` : V × V × N≥1 → N≤L and a T -bounded node-delay function t : V × N≥1 → N≤T .

1.3

Synchronizers

In the spirit of Awerbuch and Peleg’s synchronizers for distributed networks [2] and the
recent work of [12], our primary goal with respect to upper bound results is to provide a
general simulation methodology that takes any n-neuron network N that solves the problem
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in the standard synchronized setting (i.e., in which all spikes arrive within a single round)
and transforms it into an “analogous” network Sync(N ) in the edge delay setting while
incurring a small overhead in the number of neurons and the computation time (w.r.t the
base network N ).
For the setting in which the edge latencies are fixed over time and bounded by some integer
L, Hitron and Parter [12] showed such a simulation using their efficient constructions for
neural timers and counters. Their synchronized network solution Sync(N ) has O(n + L log L)
neurons and O(rL3 ) rounds where r is the computation time of the base network N . While
being quite efficient in terms of space and time, the synchronizers of [12] are heavily built up
on the strong assumption that the latency values of the edges are fixed over time. In this
paper, we aimed at understanding the edge latency setting in its most general form, and ask:
Can one provide a general synchronization scheme in a setting that allows the latency
of the network edges to vary in an adversarial manner in each round?
A priori it is not so clear if one can compute even basic Boolean functions without assuming
that the latency values are fixed. We answer this question in the affirmative by presenting
a modular syncronization scheme using a different approach than that taken in [12]. The
benefit of this approach is in its modularity. We start by understanding the implementation
of a single NOT gate in this model in terms of upper and lower bounds on the space and the
time of the computation. We then use this synchronized NOT solution as a building block in
the final synchronized network solution. Specifically, the synchronized NOT gates are used
to build synchronized circuits (and hence threshold gates) which in turn combined into a
whole synchronized network solution. The space and time overheads incurred by our solution
are polynomial in L (the bound on the latency) and ∆, the maximal incoming degree in the
base network N .
We next turn to consider synchronizers for the node delay model. Our approach is based
on showing a simulation result that takes any synchronized solution syncE (N , L) obtained by
the synchronizer in the L-bounded edge latency model, and transforms it into a synchronized
solution syncV (N , T ) that works in the T -bounded node delay model for L = Θ(T 2 ).
I Remark. It is noteworthy that in contrast to the distributed setting of Awerbuch and
Peleg [2] where the network size does not depend on the latencies, in the neural setting it is
not the case. As our lower bound constructions, both the computation time and the network
size must depend (in fact, polynomially) on the largest edge latency. For this reason, for
any practical purposes, the study of asynchronous communication, in general, must assume
bounded delays.

1.4

Our Results

We study the cost and limitations of asynchronous neural computation in a biologically
plausible yet simple model of spiking neural networks. Our main focus is in the edge latency
model where the dynamic is specified by an L-bounded function ` : V × V × N → N≤L . The
node delay model is concerned only towards the end of the paper (Appendix C), as it is
handled via reduction to the edge delay setting. In the first part of the paper, we show
several negative results for the L-bounded model. This includes an impossibility results for
delay on self-loop edges, as well as size and time lower bound on an implementation of a NOT
gate in this model. In the second part, we consider the construction of synchronizers in this
generalized setting. We note that these constructions are self-contained and are technically
different from [13].
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Negative Results. We first show that without assuming a minimal latency value on the
self-loop edges, one cannot compute AN D(x, y) given two Boolean inputs x and y, even
when the edge latency values are fixed over time and the largest latency is L = 2.
I Theorem 1 (Impossibility for Arbitrary Latency Functions). There exists no network that
computes AN D(x, y) in a setting that allows the adversary to pick latencies in {1, 2} for all
edges in the network.
The proof goes by showing that for any given candidate network solution N , there exists
a bad latency function ` under which N fails to compute AN D(x, y). This holds even when
the latencies are fixed over time. From that point on, we restrict attention to nice latency
functions, that assign latency value 1 to the self-loop edges in the network.
I Definition 2. A latency function is nice if `(u, u, τ ) = 1 for every u ∈ V and round τ .
Our key technical contributions are lower bounds on the network size and the computation
time for computing the N OT (x) function in the L-bounded setting. Informally speaking, the
N OT (x) function appears to be a “complete” function for the purpose of synchronization in
this asynchronous model. Indeed, our N OT (x) implementation captures most of the essence
of the L-bounded model. To obtain the final synchronization scheme we mainly glue together
synchronized NOT units. For this reason, we spend much attention into understanding the
tightness of our constructions by providing nearly matching lower bound results.
I Lemma 3 (Size and Time Lower Bounds for Async. Computation of N OT (x)). Any network
that computes N OT (x) in the L-bounded asynchronous setting must use Ω(L) neurons and
Ω(L3 ) time (the time lower bound is tight).
This should be compared with the size lower bound of Ω(log L) shown by [13] for their
simplified asynchronous setting.
Positive Results. Our end result is a synchronizer that given any network N in the standard
synchronous setting and an integer L, computes a network syncE (N , L) that performs the
“same” computation as N in the L-bounded edge delay setting.
I Theorem 4 (Synchronizers for Edge Delays). There exists a synchronizer that given a
network N with n neurons, maximum in-degree ∆, and maximum edge latency L, constructs
a network syncE (N , L) that has an “analogous” execution in the L-bounded edge-delay setting
e 4 · poly(∆) · n) neurons and a time overhead3 of O(L
e 5 · log ∆).
with a total number of O(L
Although the construction is inspired by the work of Awerbuch and Peleg [2], the implementation is very different as our neurons, unlike processors in a distributed network, are
memoryless. Thus, they cannot aggregate the incoming messages as in [2]. Our construction
is also different than that of [13], as the latter crucially depends on having fixed latencies
over time.
For the node delay model, in Appendix C we show that given a network N in the standard
synchronous setting and an integer T , one can compute an analogous network syncV (N , T )
in the node-delay model with bounded node delay T by taking the following approach. Apply
the algorithm of Theorem 4 with N and L = Θ(T 2 ). This results with a network syncE (N , L)

3

e hides a factor of poly(log(n · r)), where r is the number of simulation rounds.
The O
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that performs the same computation as N in the L-bounded edge delay model. The desired
network syncV (N , T ) is then obtained by multiplying the edge weights of a carefully defined
edge subset in syncE (N , L) by a factor of T . The quite delicate analysis then shows that
the network syncV (N , T ) indeed simulates the original network N upon any selection of
the node-delay function t : V → N≤T . By setting L = O(T 2 ) in Theorem 4, we show the
following for the node delay model:
I Theorem 5 (Synchronizers for Node Delays). There exists a synchronizer that given a
network N with n neurons, maximum in-degree ∆, and maximum node delay T , constructs a
network syncV (N , T ) that has an “analogous” execution in the T -bounded node-delay setting
e 8 · poly(∆) · n) neurons and a time overhead of O(T
e 10 · log ∆).
with a total number of O(T
We note that our preference to take a modular approach rather then an optimized one
inevitably leads to suboptimal space and time bounds in both Theorems 4 and 5. For example,
Theorem 5 is shown via a simulation result, which further deepens our understanding of the
connections between these models. We believe that by employing a more direct approach
for building synchronizers in the node-delay model, one should get a considerably improved
dependency in the delay bound T .

1.5

Our Approach in a Nutshell

We next provide the high level ideas for the key contributions. Throughout, unless stated
otherwise we consider the edge delay model where the dynamics is specified by an arbitrary
latency function.
Size and Time Lower Bound for Computing N OT (x). A network N with input neuron
x and an output neuron z computes the function N OT (x) in the asynchronous setting if
the following holds: when x = 0, the output z fires in at least one round regardless of the
latency function; and when x = 1 the output z never fires for any latency function. To show
a size lower bound of Ω(L) we take the following approach. First, we reduce any network
N that computes N OT (x) into a simpler and yet not larger network Nsimple . In the latter
network the only inhibitor is the input x which also has a self-loop of large positive weight,
and outgoing edges of very large negative weight to all the excitatory neurons in N . The
second part of the proof shows a lower bound for Nsimple using its specialized structure. We
will assume towards a contradiction that the in-degree of each neuron in Nsimple is less than
L and exhibit two conflicting latency functions `0 , `1 that satisfy the following. If Nsimple
computes N OT (x) with `0 and with x = 0, then it must fail to compute N OT (x) with the
function `1 and x = 1. To compute these latency functions, we partition the simulation into
blocks T0 , . . . , each containing L rounds. In each phase i, we set the latency values for all
the edges and all the rounds in block Ti . Throughout, we will keep the invariant that there
exists no neuron that fires when x = 0 and with `0 , but does not fire when x = 1 and with
`1 . By the correctness of the network, the output neuron must fire at least once when x = 0,
thus leading to the contradiction. In the very high level, the fact that the in-degree of each
vertex is small is used in order to spread over the at most L incoming spikes of each neuron
u in a balanced manner over the L rounds of the block. This will prevent the firing of a
neuron z when x = 0. Our lower bound is complemented by an upper bound of O(L2 ) as
described next.
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The scheme is based on gradual steps.

Step I: Synchronization of NOT and OR Gates. We start by considering the asynchronous
computation of simple Boolean functions N OT (x) and OR(x1 , . . . , x` ) with a small number
of neurons. The key challenge is in implementing the NOT gate. When x = 1, the output
gate is required not to fire (i.e., output 0) throughout the entire execution. In contrast, when
x = 0 the output gate should fire at least once during the execution. The construction is
combinatorial and uses a similar logic to the lower bound arguments. It contains a collection
of L + 1 neurons with outgoing edges to the output z. The above mentioned lower bound
result shows that the incoming degree of z must be at least L − 2.
Step II: Synchronization of a Boolean Circuit. Any Boolean circuit A can be implemented
by NOT and OR gates. To simulate the computation of A in the asynchronous setting, we
replace each gate gi in A by its synchronized implementation Sync(gi ) constructed in Step (I).
For a gate gi in layer j with incoming gates gi,1 , . . . , gi,k , the input to the sub-network Sync(gi )
are the output neurons of the sub-networks Sync(gi,1 ), . . . , Sync(gi,k ). The synchronization
between the layers of the circuit is governed by a directed chain of O(dL3 ) neurons. The
head of the chain fires in the first round of the simulation and activates the network. The
sub-networks Sync(gi ) of gates gi in layer j are activated by the Θ(j · L3 ) neuron in this chain.
These parameters are set so that we can be sure that the modules of layer j are activated,
only after the spikes from the output neurons of the previous layer have reached the input
of this layer. Overall the synchronized transformed network Sync(A) has O(d · L3 + m · L2 )
neurons, where d is the depth of A and m is the number of gates. The overtime in the
computation is O(d · L4 ) rounds.
Step III: Synchronization of a Single (Probabilistic) Threshold Gate. To synchronize a
single deterministic threshold gate, we use the fact that a threshold gate with incoming degree
∆ can be implemented by a Boolean circuit with poly(∆) neurons and depth O(log ∆). This
allows us to use the synchronized construction of the previous step. Turning to probabilistic
threshold gates, here it is much less clear how to implement such a gate by a Boolean circuit.
We take the following approach. First, we use the fact from [20] that a spiking neuron4 u
with bias b(u) is equivalent to a deterministic neuron u0 whose bias is sampled from the
Logistic distribution with mean b(u). Therefore our key challenge is in sampling a value from
a given Logistic distribution. To do that, we use a collection of k (input-less) spiking neurons
each fires independently with probability half. These neurons provide us the random bits for
this process of sampling. In fact, these fair coins tosses allows one to sample a value almost
uniformly at random in the range [0, 2k ]. We will then use the method of inverse transform
sampling to convert this almost-uniform sampled value to a value that is sampled from the
Logistic distribution up to a small error in the sampling. Using Taylor expansion of the
natural log function, we implement this Uniform to Logistic transformation by a collection of
simple arithmetic operations applied on a collection of Boolean neurons. The total error in
our sampling is set to be small enough so that the output distribution of the Boolean circuit
is almost indistinguishable from that of the probabilistic threshold gate.
Grand Finale: Synchronization of a Spiking Neural Network. Finally, given an SNN
network N of (probabilistic) threshold gates the synchronized network sync(N ) is obtained as
follows. Each threshold gate gi in N is replaced by its synchronized implementation Sync(gi ).

4

The probabilistic threshold gates of SNN.
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NOT Gates
(Lemma 14, Sec. 4.1)

Boolean Circuits
(Lemma 15, Sec. 4.1)

Probabilistic Threshold Gates
(Lemmas 16 and 17, Sec. 4.2)

Spiking Networks
(Sec. 4.3)

Figure 1 A road-map for synchronizing spiking neural networks.

The key challenge is in synchronizing these modules so that every neuron v in N (i.e., not
only the output neuron) has an equivalent neuron v 0 in sync(N ) that simulates v for any
possible latency function throughout the entire simulation. See Fig. 1 for an illustration.
From Edge Delays to Node Delays. Given a network N to be simulated and an integer
T , our goal is to build a synchronizer syncV (N , T ) that simulates N in the T -bounded
node-delay model. To do that, we first compute a network syncE (N , L) that simulates N
in the L-bounded edge-delay model for L = Θ(T 2 ). Then the output network syncV (N , T )
is obtained by dividing some of the edge weights in syncE (N , L) by a factor of T . The
correctness argument is based on showing that for every node-delay function t : V → N≤T ,
there exists an edge-delay function ` : V × V × N≥0 → N≤L such that the execution of the
network syncE (N , L) with the edge-delay function ` (in the edge-delay model) is similar to
the execution of the network syncV (N , T ) with the node-delay function t (in the node-delay
model). Since the network syncE (N , L) simulates the original network N for any edge-delay
function, it will imply that the network syncV (N , T ) simulates the original network N for
any node-delay function as desired.
Additional Related Work. Asynchronized communication in spiking neural networks has
been studied in several settings. Maass [22, 25] considered a quite elaborated model for
deterministic neural networks with arbitrary response functions for the edges, and a vector
firing times for all neuron. The approach of [22] mostly concerned the computational power
of this model upon choosing the best parameters for the network. I.e., showing feasibility
results for various functions. In contrast, in this work our goal is to bound the computation
time and the network size under this asynchronous setting. Khun et al. [15] studied the
asynchronous dynamics under the stochastic model of DeVille and Peskin [7].
Turning to the setting of logical circuits, there is a long line of work on the asynchronous
setting under various model assumptions [1, 11, 36, 4] that do not quite fit the memory-less
setting of spiking neurons. A more related work to our setting is by Martin, Manohar and
Moses [28, 26, 27] who studied the computational power of asynchronous digital circuits. In
particular, they characterize the necessary and sufficient conditions for a valid operation of a
given circuit in the asynchronous setting. For example, they showed that if all edges and
nodes suffer from an unbounded delay then the computational power of the circuit must be
very limited. The focus in our work is quite different. Instead of studying the computational
power of the asynchronous setting, we bound the computational overhead for solving concrete
problems.

2

The Synchronous and Asynchronous SNN Models

A deterministic neuron u is modeled by a deterministic threshold gate. Letting b(u) to be
the threshold value of u, then u outputs 1 if the weighted sum of its incoming neighbors
exceeds b(u). A spiking neuron is modeled by a probabilistic threshold gate which fires with
a sigmoidal probability that depends on the difference between its weighted incoming sum
and b(u).
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Neural Network Definition. A Neural Network (NN) N = hX, Z, Y, w, bi consists of n input
neurons X = {x1 , . . . , xn }, m output neurons Y = {y1 , . . . , ym }, and k auxiliary neurons
Z = {z1 , ..., zk }. In spiking neural network (SNN), the neurons can be either deterministic
threshold gates or probabilistic threshold gates. The directed weighted synaptic connections
between V = X ∪ Z ∪ Y are described by the weight function w : V × V → R. A weight
w(u, v) = 0 indicates that a connection is not present between neurons u and v. Finally,
for any neuron v, the value b(v) ∈ R is the threshold value (activation bias). The in-degree
of every input neuron xi is zero, i.e., w(u, x) = 0 for all u ∈ V and x ∈ X. Additionally,
each neuron is either inhibitory or excitatory: if v is inhibitory, then w(v, u) ≤ 0 and if v is
excitatory, then w(v, u) ≥ 0 for every u. This restriction arises from the biological structure
of the neurons.
Network Dynamics in the Synchronous Setting. The network evolves in discrete, synchronous rounds as a Markov chain. The firing probability of every neuron in round τ
depends on the firing status of its neighbors in round τ − 1, via a standard sigmoid function,
with details given below. For each neuron u, and each round τ ≥ 0, let στ (u) = 1 if u
fires (i.e., generates a spike) in round τ . Let σ0 (u) denote the initial firing state of the
neuron. The firing state of each input neuron xj in each round is the input to the network.
For each non-input neuron u and every round τ ≥ 1, let pot(u, τ ) denote the membrane
potential at round τ and p(u, τ ) denote the firing probability (Pr[στ (u) = 1]), calculated
P
1
as pot(u, τ ) = v∈V w(v, u) · στ −1 (v) − b(u) and p(u, τ ) = 1+e− pot(u,τ
)/λ where λ > 0 is a
temperature parameter which determines the steepness of the sigmoid. Clearly, λ does not
affect the computational power of the network, thus we set λ = 1.

2.1

Network Dynamics in the Edge Delay Setting

The dynamic of the network is governed by a latency function ` : V × V × N → N interpreted
as follows. For every directed edge e = (u, v) and round τ , a spike generated by u in round τ
arrived at v after `(u, v, τ ) rounds. In the synchronous setting, `(u, v, τ ) = 1 for every u, v, τ .
For every neuron v and round τ , let A(u, τ ) = {(v, τ 0 )| v ∈ V, τ 0 + `(v, u, τ 0 ) = τ } denote
all the spike events that if occur, arrive to u at round τ . The state of u in round τ is given by:
pot(u, τ ) =

X

w(v, u) · στ 0 (v) − b(u) and στ (u) = 1 iff pot(v, τ ) ≥ 0 .

(1)

(v,τ 0 )∈A(v,τ )
1
If u is a probabilistic threshold gate then it fires with probability p(u, τ ) = 1+e− pot(u,τ
).
0
0
When `(u, v, τ ) = `(u, v, τ ) for every u, v and τ 6= τ , we may omit τ and write `(u, v).

I Definition 6 (The L-bounded Edge-Delay Setting). Given is a network N and an integer
L. It is assumed the network contains a special neuron, the starter, that fires in the first
round of the simulation. The dynamic is determined by a latency function `. This function `
can be chosen arbitrarily among all L-bounded nice functions.
I Definition 7 (Computation of a Boolean Function in the L-bounded Edge-Delay Setting). Let
f : {0, 1}n → {0, 1}k be a Boolean function. A network N with n input neurons x1 , . . . , xn
and k output neurons z1 , . . . , zk computes f in this setting if for every nice L-bounded function
` and for every fixed possible assignment to the input neurons b1 , . . . , bn the following holds:
(i) If fi (b1 , . . . , bn ) = 1, then there exists a round in which zi fires, where fi (·) is the ith bit in
the output of f . (ii) If fi (b1 , . . . , bn ) = 0 then zi does not fire throughout the entire execution.
Furthermore, the network N computes the function f in r rounds if N computes f , and for
every nice L-bounded function `, input bits b1 , . . . , bn and index i such that fi (b1 , . . . , bn ) = 1,
zi fires in some round τ ≤ r.
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Note that by this definition, for a network N that computes a Boolean function f within
r rounds, to evaluate the output of the function it is sufficient to inspect the state of the
output bits over the first r rounds of the network’s simulation. Furthermore, as edge delays
are allowed to be chosen in an adversarial manner, one cannot hope for having all output
neurons to fire in the exact same around. One mechanism that we use to keep the output
neurons fire simultaneously is by using self-loop edges whose latency values is fixed to be 1.
Synchronizers. A synchronizer ν is an algorithm that gets as input a network N and
outputs a network N 0 = sync(N ) that contains all the neurons of N , plus additional auxiliary
neurons. One of the auxiliary neurons in N 0 is a starter neuron that fires in the first round of
the simulation. The network N 0 works in the asynchronous setting and should have similar
execution to N in the sense that for every neuron v ∈ V (N ), the firing pattern of v in the
asynchronous network should be similar to the one in the synchronous network. The output
network N 0 simulates each round of the network N by a phase.
I Definition 8 (Phases). We partition the execution of N 0 into phases 1, 2, . . ., using a
function r : V (N ) × N → N that defines the beginning of phase p, i.e. the pth phase is the
round interval [r(v, p), r(v, p + 1)).
I Definition 9 (Similar Executions (Deterministic Networks)). The synchronous execution Π
of a deterministic network N is specified by a list of states Π = {σ1 , . . . , } where each σi is
a binary vector describing the firing status of the neurons in round i. The asynchronous
execution of the network N 0 = syncE (N , L) with a latency function ` denoted by Π0 (`) is
defined analogously only when applying the asynchronous dynamic of Eq. (1). The execution
Π0 (`) is divided into phases according the a function r : V (N ) × N → N.
The network N and the pair hN 0 , `i have a similar execution if V (N ) ⊆ V (N 0 ), and
in addition, a neuron v ∈ V (N ) fires in round p in the execution Π iff v fires during phase p
in Π0 (`). The networks N and N 0 are similar if N and hN 0 , `i have a similar execution for
every nice latency function `.
Note that specifically, if a synchronous network N computes a Boolean function f by round
r and N and N 0 are similar, then N 0 computes f by phase r. Therefore, if we know that
each phase is of at most q rounds, we get that N 0 computes f in r · q rounds.
Finally, we note that the extension for randomized networks with probabilistic gates is
quite straightforward if one simply fixed the random coins used by the neurons over the
simulation. That is, to be able to faithfully compare the simulation of two random networks,
one has to fix the random coins of both of the simulations to be the same. For this reason,
given an input randomized network N in the synchronized model, we maintain all the random
coins generated by the neurons of the network over the simulation. These random coins
are then fed to the network N 0 (i.e., obtained by applying our synchronizers). Since we
compare two randomized networks that use the same set of random coins, we can treat
these networks as deterministic. In Appendix C we provide the analogous definitions for the
T -bounded node-delay model. Throughout the main paper, we consider only the edge-delay
model and to avoid cumbersome notation that synchronized network solutions for this model
are denoted by sync(N ) (rather than syncE (N , L)).

3

Negative Results

Impossibility Result for Arbitrary Latency Functions. We start by considering Theorem 1,
and show that if the latency values are allowed to be set in an adversarial manner in {1, 2},
then there exists no network that computes the AND of two Boolean inputs. In Appendix A,
we show:
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I Lemma 10. Given input neurons x, y and an output neuron z, there is no network
computing AN D(x, y) under every latency function ` : V × V → {1, 2}.
In the high level, we show that one can set the latency values such that all the spikes that
depend on the value of x (resp., y) arrive at odd (resp., even) rounds. Therefore, at any
round, there is no neuron that fires as a function of both x and y.

Size and Time Lower Bound
In this section we show the proof for Lemma 3. Here we focus on the size lower bound
although the high level proof strategy for the time lower bound is quite similar. The time
lower bound is presented in Appendix A.1. Our proof strategy is as follows. First we reduce
any network N that computes N OT (x) in the asynchronous setting, to a network Nsimple
with a simpler structure that makes it easier to make arguments on it. The second part of
the argument shows the lower bound for simple networks. All missing proofs of this section
are in Appendix A.
I Definition 11 (Strong Neurons and Simple Networks). A neuron u is strong in a given
network if w(u, u) ≥ b(u), and otherwise it is weak. Note that specifically, an excitatory
neuron u with b(u) ≤ 0 is strong. Given a single input neuron x, we say that a network
N is simple if the following hold: (i) x is a strong neuron and has an outgoing edge of
infinite negative weights to all other neurons in the network; and (ii) all other neurons are
excitatory.
We note that the simple network is not a legally defined neural network: the input neuron
has an incoming edge (self-loop), and it is an inhibitor with a positive self-loop. However,
this network definition is only for the sake of the analysis and as such, it is not restricted to
follow any rule.
Reduction to Simple Networks. Given a network N with an input neuron x, define
Nsimple as follows. Exclude all the inhibitory neurons from Nsimple and take all edges
between excitatory neurons to be as in N . Then, add a self-loop of infinite weight to the
input neuron x, and connect it to every neuron with infinite5 negative weight.
I Lemma 12. If N computes N OT (x) within r rounds starting with the initial state σ̄,
then also Nsimple computes it within r rounds, when starting with the initial states as in σ̄
restricted to the vertices of Nsimple .
The proof goes by claiming that for any latency function `simple for Nsimple , we can show
the existence of a latency function ` for N whose performance is only worse than that of
Nsimple with `simple . That is, when x = 0 (resp., x = 1) then the potential of all neurons in
Nsimple , `simple is not decreased (resp. increased) when compared to N , `. Since the network
N computes N OT (x) with the latency function ` within r rounds, we conclude that also
Nsimple computes it with the latency function `simple within at most r rounds.
Fix a N OT (x) network N . For an integer r, a latency function ` for N is r-good with the
initial configuration σ̄, if the network computes N OT (x) within r rounds. I.e., when x = 0,
the output of N fires in some round τ ≤ r, and when x = 1 it never fires when all latencies
are given based on `. If ` is r-good for some integer r we say it is good, and otherwise the

5

By infinite we mean large enough so that when the spike by x arrives at some neuron v, v would not fire.
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latency function is bad (the network fails to compute N OT (x)). Note that in order for a
network to compute N OT (x) within r rounds, it is required that any latency function is
r-good for a fixed initial configuration.
Lower Bound for Simple Networks. Assume towards contradiction that there exists a
simple network N = Nsimple with maximum in-degree ∆in < L − 2 that computes N OT (x).
I.e., there exists an initial configuration σ̄ for all neurons but x such that every latency
function ` is good for hN , σ̄i. In what follows, we define two conflicting latency functions `0
and `1 , such that if `0 is good when the initial state of x is 0, then it implies that `1 is bad
when the initial state of x is 1.
Defining the Latency Functions `0 and `1 . Recall that for every b ∈ {0, 1}, σ̄b = [b, σ̄] is
the initial state vector where x has the initial state b and the initial states of all other neurons
is specified by the vector σ̄. The construction of `0 , `1 is inductive. To avoid cumbersome
notation, we start the simulation in round −1 rather than in round 0. For this first round
−1, let `b (v, u, −1) = 1 for v 6= x, and `b (x, u, −1) = L for every u and b ∈ {0, 1}. Thus, the
positive spikes (by any v 6= x) fired in round −1 arrive in round 0, and the negative spikes of
x arrive in round L − 1.
To define the latency of the edges in the remaining rounds τ ≥ 0, we partition them into
blocks, each of size L rounds where the ith block is Ti = [iL, iL + (L − 1)] for every i ≥ 0. We
continue in steps i = 1, . . . where in step i, the latency values of `0 (e, τ ), `1 (e, τ ) are defined
for every edge e in the network N , and for every round τ ∈ Ti . For every b ∈ {0, 1} and a
block Ti , define Ai,b as the set of neurons that fire (hence active) in the first round of Ti
when executing N with the initial configuration σ̄b , and the latency function `b . Throughout
the process of defining the latency functions, we maintain these invariants at the beginning
of step i:
(I1) All the positive spikes generated at any round before the interval Ti arrive to their
destination by the first round of Ti . Furthermore, all negative spikes generated at any
round before the interval Ti arrive to their destination either by the first round of Ti or
on the last round of Ti , namely, round iL + (L − 1).
S
(I2) Ai,0 \ i0 ≤i Ai0 ,1 = ∅.
We define the latency for the rounds in Ti , and then show that the invariants are maintained.
Defining the latency function `1 for Ti . For every self-loop edge e and every τ ∈ Ti , let
`1 (e, τ ) = 1. For every edge e = (x, u) where u 6= x, and τ ∈ Ti \ {iL + (L − 1)}, let
`1 (e, τ ) = (iL + (L − 1)) − τ , i.e., the spike of x arrives u in the last round of the interval
Ti . For e = (x, u) and τ = iL + (L − 1), let `1 (e, τ ) = L so that the spike arrives in the last
round of the next block, i.e., round (i + 1)L + (L − 1). For every other edge e = (v, u) with
v 6= x, let `1 (e, τ ) = (i + 1)L − τ , i.e., the spike arrives at the first first round of the next
block Ti+1 .
Defining the latency function `0 for Ti . As for `1 , for a self-loop edge e, we set `0 (e, τ ) = 1.
For an edge e = (x, u) we set `0 (e, τ ) arbitrarily (since x = 0, those values are meaningless).
We now fix a neuron u, and set the latency values of all its incoming edges (v, u). Since we
have already defined the latency values of all edges up to block Ti , at the beginning of step i,
the sets Ai,0 , Ai,1 can be computed. Let g1 , . . . , gω be the weak incoming neighbors of u in
Ai,0 , and h1 , . . . , hs be the strong incoming neighbors of u in Ai,0 . We Consider two cases.
The neuron u is said to have a dominant neighbor if it has a neighbor with a sufficiently
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large incoming weight, where the precise weight threshold depend on whether the incoming
neighbor is weak or strong. Specifically, it has a dominant neighbor if it has either a weak
neighbor gj with w(gj , u) ≥ b(u), or a strong neighbor hj with w(hj , u) ≥ b(u)/(L − 1).
Case 1: u has a dominant neighbor. Let `0 (e, τ ) = (i + 1)L − τ for every incoming
edge e = (v, u). That is, we schedule all the incoming spikes of u in this block to arrive
at u in the first round of the next block Ti+1 .
Case 2: u has no dominant neighbor. Since deg(u) < L−2, we have that ω+s < L−2,
and in particular ω ≤ L − 2. For each weak neuron gj , set `0 (gj , u, iL) = j + 1. That
is, the spike from gj in round iL is scheduled to arrive at u in round iL + (j + 1). For
each strong neighbor hj , we split all the spikes generated by hj during the ω + 1 rounds
iL, . . . , iL + ω in a balanced manner over L − (ω + 1) rounds. Specifically, we set the
latency values of the at most ω + 1 spikes by hj during the rounds iL, . . . , iL + ω such
that in each round τ ∈ [iL + (ω + 2), (i + 1)L], u receives at most (ω + 1)/(L − (ω + 1))
spikes from hj 6 . For every τ ∈ [iL + (ω + 1), iL + (L − 1)], let `0 (hj , u, τ ) = 1, i.e., the
spike arrives one round later. The latency of all the remaining edges e and rounds τ in
Ti is set to `0 (e, τ ) = (i + 1)L − τ , so that it arrives in round (i + 1)L.
In AppendixA.1.2, we prove that the invariants hold by induction on the number of rounds.
Since the output z is required to fire when x = 0 but must not fire when x = 1, we get the
desired contradiction. In Appendix A.1, we show the time lower bound of Ω(L3 ) rounds.
This bound is tight, and the construction while having a similar high-level ideas is slightly
more involved than the size lower bound.

4
4.1

Upper Bounds
Synchronization of Logic Gates and Boolean Circuits

First observe that the simple implementation of an OR-gate works also in the asynchronous
setting.
I Observation 13 (OR gate). Given input neurons x1 , . . . , xn and output neuron z, there
exists a deterministic network ORsync with no auxiliary neurons, that computes the OR gate
of x1 , . . . , xn using L rounds. I.e, it holds that: (i) If σ0 (x1 ) ∨ . . . ∨ σ0 (xn ) = 0, then σt (z) = 0
for every t, and (ii) If σ0 (x1 ) ∨ . . . ∨ σ0 (xn ) = 1, then there exists a round t ∈ [1, L] such
that σt (z) = 1. Moreover, if an input neuron fires in round τ , the output neuron z fires in
some round t ∈ [τ + 1, τ + L].
We next consider the more technically involved setting of synchronizing a NOT gate.
I Lemma 14 (NOT gate). There is a network NOTsync of size O(L2 ) with input neuron x
and output z, that computes N OT (x) within O(L3 ) rounds. I.e, it holds that: (i) If σ0 (x) = 1,
then σt (z) = 0 for every t, and (ii) If σ0 (x) = 0, then there exists a round t ∈ [L, Θ(L3 )]
such that σt (z) = 1.
The following synchronous implementation assumes that the network contains a special
starter neuron v ∗ that fires at the beginning of the simulation, regardless of the input value
of x. Later on in Section 4.3, when presenting the complete synchronization scheme, this
neuron v ∗ will receive the starting firing signal from the global pulse generator.

6

For simplicity, we assume that (ω + 1) divides (L − (ω + 1))
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Network Description. The network consists of the following components, see Figure 2.
1. A chain C = [c0 = v ∗ , . . . , c5L2 ] containing 5L2 + 1 neurons. The head of the chain is
the starter neuron that fires in the first round. For every i ≥ 0, the neuron ci has bias
b(ci ) = 1. Moreover, for every i ≥ 1 the neuron ci has an incoming edge from ci−1 with
weight 1.
2. A memory neuron m that remembers the initial state of x. The memory neuron has a
positive incoming edge from x, as well as a self-loop both with weight 1 and bias b(m) = 1.
3. A reset inhibitory neuron r with an edge from m of weight w(m, r) = 1, and bias b(r) = 1.
4. A collection of L + 1 intermediate neurons v0 , . . . , vL that are connected to the output
neuron z, where each vi has an incoming edge from the neuron c5·iL ∈ C with weight
w(ci·5L , vi ) = 1, a self-loop of weight 1 and bias b(vi ) = 1. In addition, each vi has a
negative incoming edge from the reset neuron r with weight w(r, vi ) = −∞. Finally, each
vi has an edge to z with weight w(vi , z) = 1 and bias b(z) = L + 1.
The correctness of the construction and the proof of Lemma 14 are deferred to Appendix B.1.

Synchronization of a Boolean Circuit. Given the synchronized sub-networks of Observation 13 and Lemma 14, we now show how to synchronize a Boolean circuit that contains OR
and NOT gates.
I Lemma 15. Given a Boolean circuit A of OR and NOT gates with n inputs, k outputs,
m gates and depth d, there exists a deterministic network N = sync(A) with input neurons
x1 , . . . , xn , output neurons z1 , . . . , zk and O(dL3 + mL2 ) auxiliary neurons, that computes A
in O(dL4 ) rounds. I.e., it holds that (i) If [A(σ0 (x1 ), . . . , σ0 (xn ))]i = 0 then σt (zi , N ) = 0
for every t; and (ii) If [A(σ0 (x1 ), . . . , σ0 (xn ))]i = 1, then7 there exists t ∈ [1, O(dL4 )] such
that σt (zi , N ) = 1.
In the high-level, the network N = sync(A) is obtained by replacing each gate gi with its
synchronized module Sync(gi ). The input neurons to the gate modules in layer j of A are the
output neurons of the gate modules of layer j − 1 in A. The network then contains a chain
of length O(d · L3 ) to control the synchronization between layers: the modules of layer j are
activated only after the modules of the previous layer have completed their computation.
See Appendix B.2.

4.2

Synchronization of a Single Threshold Gate

Deterministic Threshold Gate. Given a deterministic threshold gate g with ∆ inputs,
one can implement g using a Boolean Circuit with poly(∆) gates and depth O(log ∆) (see
Appendix B.3). Combining with the construction described in Lemma 15 we show the
following:
I Lemma 16. Given a weighted threshold gate g = f (x1 , . . . , x∆ ), there exists a network N =
Sync(g) with ∆ input neurons x1 , . . . , x∆ , an output neuron z, and O(log ∆·L3 +poly(∆)·L2 )
auxiliary neurons that computes f within O(log ∆ · L4 ) rounds. I.e. the output z fires in
round τ ∈ [2, O(log ∆ · L4 )] if and only if f (σ0 (x1 ), . . . , σ0 (x∆ )) = 1.

7

For a vector of n bits x ∈ {0, 1}n , let [x]i denote the ith bit of x. I.e., if x = (x1 , . . . , xn ), then [x]i = xi .
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Probabilistic Threshold Gate. We next turn to consider the more challenging setting of
probabilistic threshold gates. To synchronize such gates, we first describe how to implement
them by using a Boolean circuit A that contains two types of gates: deterministic threshold
gates, and input-less gates which outputs 1 with probability 1/2. We hereafter denote
the latter gates by uniformly random gates8 . The output distributions of the probabilistic
threshold gate and the output gate of A will be very close up to a small additive error of  ∈
(0, 1). The synchronized probabilistic gate will be obtained by applying the synchronization
scheme of Lemma 15 on the circuit A.
Our key result might be of independent interest in the context of Boolean circuits:
I Lemma 17. Given a probabilistic threshold gate g with ∆ inputs, and an error parameter  ∈ (0, 1), there exists a Boolean circuit with depth poly(log ∆, log(1/)) and a total
poly(∆, log(1/)) deterministic gates. In addition, there is a collection of O(log(1/)) uniformly random gates (each outputs 1 independently w.p. 1/2), and an output gate g 0 that
approximates g in the following sense. Letting p(x̄), p0 (x̄) be the probability that g, g 0 output 1
given input x̄, it holds that |p(x̄) − p0 (x̄)| ≤ θ() for any fixed assignment of input x̄.
Our starting point is the following useful fact from [20]:
I Observation 18. Let g1 be a probabilistic gate with an incoming weighted sum W and
bias b1 . Let g2 be a deterministic threshold gate with incoming weighted sum W and bias
b2 , where b2 is sampled from the Logistic distribution with mean b1 and scale 1. Then
Pr[g1 = 1] = Pr[g2 = 1] = 1/(1 + e−(W −b1 ) ).
The observation holds as the cumulative density function of the Logistic distribution is a
Sigmoidal function. Since we already know how to implement a deterministic threshold
gate using a Boolean circuit, the key challenge is in sampling a value from the Logistic
distribution using a small number of uniformly random gates (i.e., fair coins). This is done
in two key steps. First, using O(log 1/) uniformly random gates, we sample a value from an
4 -discretization of the uniform distribution 9 . Then, we use the method of inverse transform
sampling to sample from a distribution that is Θ()-close (in L1 norm) to the Sigmoidal
distribution. For a value r sampled u.a.r in [0, 1], a sample from the Logistic distribution with
mean b and scale 1 is given by b + ln(r/(1 − r)). To compute the expression b + ln(r/(1 − r))
using a Boolean circuit, we approximate the ln(x) function using the first O(log 1/) terms
of the Taylor expansion. The almost-Logistic sample will serve as the bias of a deterministic
threshold gate and will be fed to the Boolean circuit of Lemma 16. The full description is
given in Appendix B.4.
We can then synchronize the Boolean Circuit as described in Lemma 17.
I Corollary 19. Given a probabilistic threshold gate g with ∆ inputs, and an error parameter
 ∈ (0, 1), there exists a network N = Sync(g) with ∆ input neurons x1 , . . . , x∆ , an output
neuron z, and poly(∆, log 1/) · L3 auxiliary neurons such that z approximates the gate
g within poly(log ∆, log 1/) · L4 rounds in the following sense. For any fixed input x̄,
with probability at least 1 − Θ(), it holds that g outputs 1 iff z fires in some round in
[1, poly(log ∆, log 1/) · L4 ].

8
9

A uniformly random gate is a fair coin, in contrast to probabilistic threshold gate that outputs 1 based
on a Sigmoidal distribution.
Our sample is equivalent to sampling a value from the uniform distribution and then rounding it to the
closest value of the form i · 4 for some integer i.
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Figure 2 Left: synchronized network of a single NOT gate. Middle: A synchronized network for
a Boolean circuit. Right: The transformation of a single neuron vi in the synchronized network for
the given SNN.

4.3

The Complete Synchronization Scheme

The complete synchronization scheme and the proof of Theorem 4 are given in Appendix B.5.
In the high level, the construction has two parts: a global pulse generator, and a specific
adaptation of the given network N into a network sync(N ), see Figure 2.
e 4 log ∆). The
The pulse generator is implemented by a directed cycle of length k = O(L
input layer and output layer in sync(N ) are exactly as in N . Let V be the neurons of N . For
each auxiliary neuron vi ∈ V , we add its synchronized sub-network Sync(vi ) from Lemma
16 and Cor. 19. Recall that each neuron in N implements either a threshold gate or a
probabilistic threshold gate. For each such vi ∈ V , we also add an AND module ANDi , which
receives input from the sub-network Sync(vi ) and the pulse generator. The neuron vi is set
to be the output neuron of this ANDi module.
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Missing Proofs for the Negative Results

Impossibility Result, Proof of Lemma 10. Assume towards contradiction there exists a
network N = (V, {x, y}, {z}, w, b) that computes the AND gate of the initial states x0 , y0
of the inputs x and y. It is then required that if x0 ∧ y0 = 1, then there exists a round
in which z fires, and if x0 ∧ y0 = 0 then z is idle throughout the execution. Our goal is
to show the existence of a bad assignment of latency values to the edges of N . Such bad
assignment exists even if we fix the latency of each edge to the same value throughout the
entire execution. We begin with some quick observations.
The state of a neuron v in round τ , namely, στ (v), is fully determined by the network, the
latency function, the input and the initial state σ0 , that is στ (v) = H(N , `, σ0 , x0 , y0 , v, τ )
for some function H.
Given the network N and a latency function `, the state of a neuron v in round τ is a
function of the previous states of its incoming neighbors denoted as u1 . . . uk :
στ (v) = Fv (στ −`(u1 ,v) (u1 ), . . . , στ −`(uk ,v) (uk )).
I Definition 20. For a neuron v and round τ , we say that the state στ (v) is x-independent
(equivalently y-independent) if its value does not depend on the initial state of x, i.e if
H(N , `, σ0 , x0 = 0, y0 , v, τ ) = H(N , `, σ0 , x0 = 1, y0 , v, τ ) .
I Observation 21. A concatenation of x-independent functions is also x-independent. Specifically, for round τ and neuron v with incoming neighbors u1 , . . . uk , it holds that if
στ −`(u1 ,v) (u1 ), . . . , στ −`(uk ,v) (uk ) are x-independent then στ (v) is also x-independent.
Given the network N we set the edge latencies as follows:
(
1 if either u = x or v = x, but not both.
`(u, v) =
2 otherwise.
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We next show that for every neuron v ∈ V , its firing state in each round if either x-independent
or y-independent. Specifically, the firing state of z in each round does not depend on both
x0 and y0 . This will contradict the assumption that z computes an AND gate of x0 and y0 .
B Claim 22. For every round τ ≥ 1 it holds that: (1) For every v ∈ V \ {x}, the firing state
στ (v) is x-independent if τ is even and y-independent if τ is odd. (2) στ (x) is x-independent
if τ is odd and y-independent if τ is even.
Proof. By induction on the round τ . For τ = 1, since all outgoing edges from y have latency
2 (except for the edge (y, x), if exists), in round 1 no neuron v ∈ V \ {x} received a spike
from y and therefore σ1 (v) is y-independent. Because the edge from x to itself has latency 2,
and the edge from y to x has latency 1, in round 1 the neuron x can receive a signal from y
but not from x and therefore also σ1 (x) is x-independent. For τ = 2 and v =
6 x, since the
edges from x have latencies 1, and all other edges have latency 2, it holds that
σ2 (v) = Fv (σ1 (x), σ0 (y), σ0 (u1 ), . . . , σ0 (uk )),
where u1 , . . . , uk are the neighbors of v in V \ {x}. Because σ1 (x) is x-independent, and
σ0 (ui ) are the initial states, by Observation 21 we can conclude that σ2 (v) is x-independent.
Next, for the input neuron x, since all its incoming edges (except for the self-loop) have
latency 1 it holds that
σ2 (x) = Fx (σ0 (x), σ1 (u1 ), . . . , σ1 (uk )).
Because σ1 (v) is y-independent for all v 6= x, we conclude that σ2 (x) is y-independent as
well.
Assume the claim holds for every round τ 0 < τ and we will show the claim holds for
round τ as well. For v =
6 x with incoming neighbors u1 , . . . uk in V \ {x}, by the definition of
the latencies it holds that
στ (v) = Fv (στ −1 (x), στ −2 (u1 ), . . . , στ −2 (uk )).
If τ is even, so is τ − 2 and by the induction assumption στ −2 (ui ) are x-independent. Because
τ − 1 is odd, στ −1 (x) is x-independent. Hence, by Observation 21 we conclude that στ (v) is
also x-independent. Similarly, if τ is odd, then by the induction assumption στ −2 (ui ) and
στ −1 (x) are y-independent, and therefore στ (v) is also y-independent. Then, for the neuron
x, it holds that
στ (x) = Fx (στ −2 (x), στ −1 (u1 ), . . . , στ −1 (uk )).
If τ is odd, by the induction assumption στ −2 (x) as well as στ −1 (u1 ), . . . , στ −1 (uk ) are
x-independent and therefore στ (x) is x-independent. On the other hand, if x is even, then
by the induction assumption στ −2 (x) and στ −1 (u1 ), . . . , στ −1 (uk ) are y-independent and
therefore στ (x) is also y-independent.
C
Since in each round the output neuron z is either x-independent or y-independent, this
contradicts the assumption and Lemma 10 follows.
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A.1
A.1.1

Size Lower Bound for Computing N OT (x)
Reduction to Simple Networks, Proof of Lemma 12

The reduction is based on the following notion of domination between two configurations.
Domination. Given a network N , a latency function `, and a vector of starting states σ̄
for all neurons but the input x, for b ∈ {0, 1} define potb (u, τ, N , `, σ̄) as the potential of
neuron u in round τ in the simulation of N with the initial vector state [b, σ̄], i.e., with the
initial state of x is being b and all other initial states are as in σ̄. When σ̄ is clear from
the context, we may omit it, and simply write potb (u, τ, N , `). Given networks N1 , N2 with
vertices V1 , V2 and latency functions `1 , `2 respectively, we say that hN1 , σ̄1 i and hN2 , σ̄2 i are
compatible if V1 ⊆ V2 and σ1 and σ2 agree on the mutual vertices of V1 , i.e., σ1 (u) = σ2 (u)
for every u ∈ V1 .
In our arguments, we consider a pair of compatible configurations hN1 , σ̄1 i and hN2 , σ̄2 i
along with latency functions `1 , `2 for these configurations. We say that hN1 , σ̄1 , `1 i dominates
hN2 , σ̄2 , `2 i if hN1 , σ̄1 i and hN2 , σ̄2 i are compatible and in addition:
pot1 (u, τ, N1 , `1 , σ̄1 ) ≤ pot1 (u, τ, N2 , `2 , σ̄2 ) for every u ∈ V1 \ {x} and τ ≥ 0.
pot0 (u, τ, N1 , `1 , σ̄1 ) ≥ pot0 (u, τ, N2 , `2 , σ̄2 ) for every u ∈ V1 \ {x} and τ ≥ 0.
Let V, Vsimple be the vertex sets of N and Nsimple respectively. Let σ̄simple be the initial
state vector that agrees with σ̄ on all vertices in Vsimple . Thus, hNsimple , σ̄simple i and hN , σ̄i
are compatible. For a number of rounds r, a latency function ` is r-good for hN , σ̄i if N
computes N OT (x) within r rounds under ` when starting from the initial state vector σ̄.
Our proof strategy is as follows. We will show that every latency function `simple is r-good
for hNsimple , σ̄simple i, by showing that there exists a function ` such that
hNsimple , σ̄simple , `simple i dominates hN , σ̄, `i.
Given a latency function `simple for the network Nsimple , let ` be a latency function for N
which is similar on excitatory neurons and gives inhibitory neurons the latency value of the
neuron x. I.e., `(v, u, τ ) = `simple (v, u, τ ) for every pair of excitatory neurons. In addition,
`(v 0 , u, τ ) = `simple (x, u, τ ) for every inhibitory neuron v 0 , and a neuron u ∈ Vsimple . All
remaining latency values (i.e., the incoming edges to the inhibitors of N ) can be chosen
arbitrarily.
We show by induction on the round τ , that (i) pot1 (u, τ, Nsimple , `simple ) ≤ pot1 (u, τ, N , `)
for every u ∈ Vsimple \ {x} , τ ≥ 0, and (ii) pot0 (u, τ, Nsimple , `simple ) ≥ pot0 (u, τ, N , `) for
every u ∈ Vsimple \ {x} and τ ≥ 0. For τ = 0, this is true as the potential values in τ = 0 are
simply the initial states, and the vector of initial states of σ̄ and σ̄simple are compatible. For
the induction step, let τ ≥ 1, and assume correctness for all τ 0 ≤ τ − 1. We will prove the
claims for round τ . Let u be a neuron in Vsimple \ {x}, and let v1 , . . . , vk be its incoming
excitatory neighbors.
The initial state of x is 0. By the induction assumption, it holds that pot0 (u, τ 0 , Nsimple ,
`simple ) ≥ pot0 (u, τ 0 , N , `) for every round τ 0 ≤ τ − 1 and every neuron v ∈ {v1 , . . . , vk }.
Thus every excitatory neuron vi that fires in round τ 0 in the simulation of N , also fires in
round τ 0 in the simulation of Nsimple for every τ 0 ≤ τ − 1. Combining with the definition
of the latency function `, we get that each spike from vi that arrives to u at round τ of
the simulation of N also arrives u in round τ in the simulation of Nsimple . Let ω be an
inhibitory incoming neighbor of u in N , then ω does not exist in Nsimple . Also note that
since σ0 (x) = 0, a negative spike from x never arrives at u in the simulation of network
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Nsimple . Therefore, no negative spikes arrive at u in Nsimple . Summing over the positive and
negative spike weights, we get that pot0 (u, τ, Nsimple , `simple ) ≥ pot0 (u, τ, N , `) for every
u ∈ V1 \ {x}.
The initial state of x is 1. The initial state of x is 1: By the induction assumption it holds
that pot1 (u, τ 0 , Nsimple , `simple ) ≤ pot1 (u, τ 0 , N , `) for every round τ 0 ≤ τ − 1 and every
u ∈ {v1 , . . . , vk }. Thus every vi that fires in round τ 0 in the simulation of Nsimple , also fires
in round τ 0 in the simulation of N . Combining with the definition of the latency function `,
we get that each spike from vi that arrives at u in round τ of the simulation of Nsimple also
arrives at u in round τ in the simulation of N .
Let ω be an inhibitory incoming neighbor of u in N . By the definition of the latency
function `, and the fact that x fires in every round, for each spike that ω fires and arrives at
u in round τ in N , there is a spike from x that arrives at u in round τ in Nsimple . Since the
edges from x have weight −∞, we get that the negative spikes weight arriving at u in round
τ in Nsimple are larger (in absolute value) than the negative spikes in N . Thus, summing
up the both positive and negative spike weights, we get that pot1 (u, τ, Nsimple , `simple ) ≤
pot1 (u, τ, N , `) for every u ∈ Vsimple \ {x}. This proves the induction step for round τ . We
get that hNsimple , σ̄simple , `simple i dominates hN , σ̄, `i.
Finally, we show that if hN1 , σ̄1 , `1 i dominates hN2 , σ̄2 , `2 i and `2 is r-good for hN2 , σ̄2 i,
then also `1 is r-good for hN1 , σ̄1 i.
Consider the simulation of hN2 , σ̄2 , `2 i, and assume that the initial state of x is 0. Since `2
is r-good for N2 , there is a round τ ≤ r in which z fires in N2 . Since hN1 , σ̄1 , `1 i dominates
hN2 , σ̄2 , `2 i, we can apply the condition of domination for z, τ and get that z also fires in
round τ in N1 . Now, assume that the initial state of x is 1. Since `2 is r-good for N2 , there
is no round τ in which z fires in N2 . Since hN1 , σ̄1 , `1 i dominates hN2 , σ̄2 , `2 i, we can apply
the condition of domination for z and every τ , and get that z also never fires in N1 . Hence,
`1 is r-good for N1 . This completes the proof of the lemma.

A.1.2

Size Lower Bound for Simple Networks

We show that the latency values defined in the step i satisfy the invariant in the beginning
of step i + 1.
Proving that the Invariants Hold. For round i = 0, the correctness of invariant (I1) hold
since in the first round τ = −1 all positive spikes are set to arrive in round 0 in both `0 , `1 ,
while a spike from x arrives at round τ = L − 1. As for the correctness of invariant (I2),
note that both simulations are similar for all neurons V \ {x}, and, again, a spike from x
arrives only in round L − 1. Therefore the same neurons are active in round τ = 0. Hence
A0,0 = A0,1 and we get correctness for (I2). We now show that the invariants are preserved
after each step. Assume that the correctness holds at the beginning of each step j ≤ i, and
consider now the beginning of step i + 1.
(I1) By the construction, in all of the cases, the values we set for `0 , `1 in step i are such
that all spikes except the spike from x generated at round iL + (L − 1) which are generated
in Ti arrive at some round τ ≤ (i + 1)L, i.e. by the first round of Ti+1 . Furthermore,
spikes from x generated at round iL + (L − 1) is set to arrive in round (i + 1)L + (L − 1).
The invariant holds by combining with the correctness for all steps i0 ≤ i.
(I2) We start by proving the following auxiliary claim.
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B Claim 23. Consider the simulation of N with initial state σ̄b and latency function `b ,
and let τ be round in Ti . Then:
1. For a strong neuron u ∈ Ai,1 , u fires iff τ ∈ [iL, iL + (L − 2)] ⊆ Ti . For a strong neuron
u ∈ Ai,0 , u fires for every τ ∈ Ti .
2. For a weak neuron u ∈ Ai,b , u fires iff τ = iL.
3. For u ∈
/ Ai,b , u is not active in round τ .

Proof.
Case b = 1: We start by showing that all three claims hold for b = 1. By the definition of
`1 , the only positive spikes received by any neuron in some round τ ∈ [iL+1, iL+(L−1)]
are self-loop spikes. Since a strong active neuron u ∈ Ai,1 receives an inhibiting spike
from x in round iL + (L − 1), it is not active in this last round. For a weak neuron u0 ,
its spike from the self-loop is not strong enough to make it active. Lastly, for u ∈
/ Ai,1
since no negative spikes arrive at u in round iL we have that b(u) > 0. Due to the fact
that no spikes arrive at u in round τ , we get that u stays inactive.
Case b = 0: claim (1) holds since a strong u ∈ Ai,0 never gets inhibited as x never
fires. We will now consider claim (2) and (3) for a neuron u that is either a weak
neuron, or a strong neuron that is not in Ai,0 . By Invariant (I1), all the positive spikes
from the previous blocks arrived by the first round of Ti . Thus if u fires in any round
τ ∈ [iL + 1, iL + (L − 1)] (i.e., any round which is not the first one in Ti ), this must
be due to the incoming spikes generated in the first round of Ti . We will know prove
by induction on the round τ that u does not fire in any round in [iL + 1, iL + (L − 1)].
Induction Base, Round τ = iL + 1: By the definition of the latency function `0 , no
spike arrives at u from an incoming neighbor in that round. Therefore, if u is weak,
then a spike from itself will not make it active in round τ . In addition, if u ∈
/ Ai,0
then u did not fire in round iL, and thus receives no self-spike in round τ . Since no
negative spikes arrive at u in round iL, for every u ∈
/ Ai,0 , it must hold that b(u) > 0.
Induction Step τ ≥ iL + 2. Assume that the claims (2,3) hold up to round τ − 1 and
consider round τ ≥ iL + 2. Consider first the case that u has either a weak neighbor gj
with w(gj , u) ≥ b(u), or alternatively a strong neighbor hj with w(hj , u) ≥ b(u)/(L−1).
Then by the definition of `0 (Case I in our definition), all the spikes fired by the incoming
neighbors of u are scheduled to arrive in the first round of Ti+1 . Therefore, u does not
receive any spike in round τ , and remains inactive.
Next, consider the complimentary case where all the weak neighbors gj satisfy that
w(gj , u) < b(u), and all the strong neighbors hj satisfy w(hj , u) < b(u)/(L − 1).
Case (1): τ ∈ [iL + 2, iL + ω + 1]. By the induction assumption on τ − 1, u did not
fire in round τ − 1. By the definition of `0 , u receives a spike from at most one weak
neighbor gj in round τ , and since w(gj , u) < b(u), it does not fire in this round.
Case (2): τ ∈ [iL + (ω + 2), iL + (L − 1)]. Let hj be a strong active neighbor of
u. By the definition of `0 , in round τ , u receives at most (ω + 1)/(L − (ω + 1)) of
the spikes that fired by hj during the interval [iL, iL + ω]. Furthermore, there is one
additional spike that hj fired at round τ − 1, that arrives at u in round τ . Note that
u does not receive spikes from weak neighbors in round τ since all spikes from weak
neighbors arrive in an earlier round τ 00 ∈ [iL + 2, iL + (ω + 1)]. In addition, since u
did not fire in round τ − 1, it also does not get any self spikes in round τ . Overall, u
receives at most ((ω + 1)/(L − (ω + 1))) + 1 spikes by strong neighbors in round τ ,
and no other spikes (by a weak neighbor or by u). Since the spikes from the strong
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neighbors have weight of at most b(u)/(L − 1), and there are s strong active neighbors,
the overall weighted sum of the received spikes at round τ is at most
b(u)
<
s · ((ω + 1)/(L − (ω + 1)) + 1) ·
L−1
b(u)
b(u)
s · ((ω + 1)/s + 1)
= (s + ω + 1)
< b(u) ,
(2)
L−1
L−1
where both inequalities follow as s + ω < L − 2. Therefore, u does not get activated at
round τ , claims (2)+(3) follow.
C
We are now ready to prove the induction step for (I2). Assume towards contradiction
S
that there exists a neuron u ∈ Ai+1,0 \ i0 ≤i+1 Ai0 ,1 . Since u is active in the first round
of Ti+1 , using Claim 23(3), it must have an incoming neighbor that fires in the first round
of the previous block. Let Ai,0 (u) = Γin (u) ∩ Ai,0 be those neighbors.
B Claim 24. For every strong neuron v ∈ Ai,0 (u), it holds that w(v, u) < b(u)/(L − 1).
Proof. Consider such strong v ∈ Ai,0 (u). By Invariant (I2) for the beginning of step
i, there exists a round j ≤ i such that v ∈ Aj,1 . When running N with initial state
σ̄1 and the latency function `1 , by Claim 23(1), v fires in all of the L − 1 rounds of
[jL, jL + (L − 2)]. By the construction of `1 , all these L − 1 spikes arrive in round (j + 1)L.
Therefore, if (L − 1) · w(v, u) ≥ b(u), then u is activated in round (j + 1)L, i.e., u ∈ Aj+1,1 ,
in contradiction to the definition of u. Therefore (L − 1) · w(v, u) < b(u) for every strong
neuron v.
C
B Claim 25. For every weak neuron v ∈ Ai,0 (u), it holds that w(v, u) < b(u).
Proof. Consider such weak neuron v ∈ Ai,0 (u). When running N with initial state σ̄1
and latency function `1 , by Claim 23(2), v fires once in the interval Tj , i.e., in the first
round jL. By the construction of `1 this spike arrives in round (j + 1)L. Therefore,
if w(v, u) ≥ b(u), then u is activated in round (j + 1)L, implying that u ∈ Aj+1,1 ,
contradiction to the definition of u. We therefore conclude that w(v, u) < b(u) for every
weak neuron v ∈ Ai,0 (u).
C
Let ω, s be the number of weak (resp., strong) neurons in Ai,0 (u). By Claims 25 and
23(2), all active weak neurons in Ti fire only in the first round of that block. By the
definition of the latency function, all these spikes are scheduled to the first ω rounds in
Ti , and therefore none of them is scheduled to arrive on the first round of Ti+1 . This
implies that u fires in that round due to the spikes generated by its strong neighbors.
By Claim 24, w(v, u) < b(u)/(L − 1) for each such strong neighbor v of u. This in
particular implies that u is a weak neuron, and by Claim. 23 it did not fire in the last
round of Ti . By the definition of the latency function, the spikes generated by such strong
neighbors are divided almost evenly among L − ω rounds, up to the first round of Ti+1 .
Each round gets at most s · (ω/(L − ω) + 1), which is strictly less than b(u) by Eq. (2).
Leading to contradiction for the assumption that u ∈ Ai+1,0 .
Since `1 is a good latency function when starting with x = 1, we have that z never fires
S
and thus z ∈
/ Ai,1 . By applying invariant (I2) on the output neuron z for every round
S
τ ≥ 0, we get that z ∈
/ Ai,0 . By using Claim 23, we get that z never fires with `0 and
x = 0. Contradiction to the fact that N solves N OT (x).
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A.2

Time Lower Bound for Computing N OT (x)

In this section we show the following.
I Lemma 26. Every network N that computes N OT (x) in the L-bounded asynchronous
setting requires Ω(L3 ) rounds.
By Lemma 12, we restrict attention to a simple network N = Nsimple with one input neuron
x that computes N OT (x). Similarly to the size lower bound, we define two conflicting
latency functions `0 and `1 , such that if `1 is good when x0 = 1, then the output neuron z of
N fires after Ω(L3 ) rounds in the simulation with the latency function `0 and x0 = 0.
The simulation with the latency function `0 is partitioned into consecutive blocks of L
rounds, Ti = [iL, iL + (L − 1)] for every i ∈ N.
The simulation with the latency function `1 is based on the notion of important and
unimportant rounds. Consider the L-round interval Tk = [k · L, k · L + (L − 1)] for k ∈ N.
Among the first L/2 rounds, there is an important round once every 16 rounds, and the rest
are unimportant. Furthermore, each of the last L/2 rounds of the interval are unimportant.
I.e., the important rounds in the interval are {kL + 16j | 16j < L/2, j ∈ N}. Denote by
τi the ith important round in the simulation. Note that by definition τi+1 − τi ≤ L/2.
In our arguments, the configuration of the network in the ith important round τi of the
simulation with `1 and x0 = 1 will be compared against the configuration in round iL
(i.e., the first round of the block Ti ) in the simulation with `0 and x0 = 0.
Active subsets of neurons: For every i ∈ N, let A0,i be the firing neurons (hence active)
of round i · L (the first round of the block Ti ) in the simulation of hN , σ0 , `0 i. Similarly,
let A1,i be the firing neurons in round τi of the simulation of hN , σ1 , `1 i. Also define
S
A0b,i = Ab,i \
Ab,j , the neurons that fire for the first time in “round” i.
j≤i−1

For every neuron u, b ∈ {0, 1} and i ∈ N, let Ab,i (u) = Ab,i ∩Nin (u), A0b,i (u) = A0b,i ∩Nin (u)
where Nin (u) is the set of incoming neighbors of u.
P
For a subset of neurons V 0 ⊆ V and a neuron u, let w(V 0 , u) =
w(v, u). Moreover,
v∈V 0

let S(V 0 ) and W(V 0 ) be the strong10 and weak (respectively) neurons subsets of V 0 .

A.2.1

Defining the latency functions `0 and `1

Throughout, a spike event is represented by a triplet hv, u, τ i where v ∈ Nin (u) fires in round
τ . Since the functions are nice, the latency values for the self spikes hu, u, τ i for every u and
τ are set to 1. For technical reasons, it is more convenient to start the simulations in round
−1, rather than in round 0. For this first round −1, let `b ((v, u), −1) = 1 for every u and
every v =
6 x, and `b ((x, u), −1) = L for every u and b ∈ {0, 1}. As a result, the positive spikes
(by any v 6= x) fired in round −1 arrive to their destination in round 0, and the negative
spikes of x arrive in round L − 1. We now define the latency values for the remaining spikes.
Defining the function `0 . Note that when x0 = 0, x never fires and thus there is no need
to define `0 values for the spikes of x. We define `0 iteratively in a block by block manner.
Here we do not accumulate spikes and spikes generated in the ith block Ti will arrive by
the first round of the (i + 1)th block Ti+1 . Fix a block Ti = [iL, iL + (L − 1)] for i ≥ 0 and
assume that the latency values `0 for all prior spikes in rounds τ < iL have already been
10

Recall that a neuron u is strong if w(u, u) ≥ b(u) and it is weak otherwise.
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fixed. Thus the active set A0,i can be determined. First, the algorithm checks if there is a
way to spread all the spikes generated in rounds of Ti among the interval [iL + 2, (i + 1)L],
in a way that guarantees that u will not fire in any of the rounds this interval. In particular,
no spike is scheduled to arrive in round iL + 1. Otherwise, all spikes generated in this block
are scheduled to arrive in round (i + 1)L (the first round of the (i + 1)th block).
Defining the function `1 . The definition of the function `1 is more involved. Unlike the
function `0 in which all spikes generated in block Ti are scheduled by round (i + 1)L, here
the setting is slightly more sensitive. Specifically, the scheduling algorithm of `1 will make
sure that non-self spikes arrive to their destination only in important rounds.
Spikes by the input (inhibitory neuron) x: All spikes from x are scheduled to arrive in the
last round of the blocks Ti , namely, in rounds of the form i · L + (L − 1). Formally,
for every spike hx, u, τ i where τ = i · L + (L − 1) for some i ∈ N, let `1 ((x, u), τ ) = L
thus arriving in round τ + L = (i + 1)L + L − 1. For every τ ∈ [iL, iL + (L − 2)], let
`1 ((x, u), τ ) = (iL + (L − 1)) − τ , thus arriving in round iL + (L − 1) as desired.
Spikes by v 6= x: The latency values are defined in a round by round fashion, such that
for every important round τi , every neuron u gets activated if possible. Otherwise the
arrival of the spikes towards u are postponed (when possible) to the next important
round τi+1 . The spikes generated at non-important rounds will be always delayed to the
next important round. This is always possible as the distance to the next important
P
w(v, u) be the total
round is at most L/2. For a subset of spikes S, let w(S) =
hv,u,τ i∈S

weight of the spikes in S. For every important round τi , we will maintain a list of pending
spikes Rτi (u) towards u that were not yet scheduled. In every step τ ≥ 0, the algorithm
will schedule the spikes generated in this round. If the round τ is important, then the
algorithm will also make decisions regarding the set of pending spikes Rτi (u).
We will keep the invariant that at the beginning of step τ , the latency value of all spikes
scheduled to arrive by round τ has already been determined. As we will see, the non-self
spikes will always be scheduled to arrive in important rounds. As a result, a neuron u
fires in an unimportant round τ iff u is strong and it fired in round τ − 1. Initially, for
every neuron u, the algorithm adds every non-self spike hv, u, −1i to Rτi (u). For every
τ ≥ 0, we consider the following algorithm.
All self-spikes hu, u, τ 0 i are given a latency value of `(u, u, τ 0 ) = 1.
Handling important rounds τi . Consider a neuron u. If u fired in round τi − 1,
add the self-spike hu, u, τi − 1i to the pending spike set Rτi (u). If the total weight of
its pending spikes (towards u) is sufficiently large to make u fire, all the non-self spikes
are scheduled to arrive in τi . Formally, if w(Rτi (u)) ≥ b(u), schedule all these spikes
to round τi by setting `(v, u, τ 0 ) = τi − τ 0 for every spike hv, u, τ 0 i ∈ Rτi (u).
Otherwise, if the total weight of pending spikes is small, i.e., w(Rτi (u)) < b(u), the
non-self spikes are deferred to the next important round τi+1 if possible (i.e., if the
latency does not exceed its upper bound L). Formally, for every non-self pending spike
hv, u, τ 0 i ∈ Rτi (u), if τi+1 − τ 0 > L then let `((v, u), τ 0 ) = L (i.e., hv, u, τ 0 i cannot be
further deferred). Otherwise, add hv, u, τ 0 i to the pending spike set Rτi+1 (u) of the
next important round τi+1 .
Finally, all spikes generated in round τi are also (safely) added to the pending list
Rτi+1 (u).
Handling unimportant rounds. The non-self spikes towards u generated in round
τ are added to the pending spike set Rτi+1 (u) of the next important round τi+1 (after
round τ ).
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First observe that the function `1 is valid: All self-spikes have a latency value of 1. Moreover,
the non-self spikes have a latency value in [1, L]. To see this observe that for unimportant
round τ , a non-self spike hv, u, τ i is added to the pending list Rτi+1 (u) where τi+1 is the next
important round after τ . Due to the fact that τi+1 − τi ≤ L/2, this assignment is valid. In
addition, the pending spikes hv, u, τ i ∈ Rτi (u) are deferred to τi+1 only if τi+1 − τ ≤ L.

A.2.2

Proof of Lemma 26

The key lemma that establishes Lemma 26 is the following:
I Lemma 27. For every neuron u 6= x with u ∈ A00,i for i < L2 /1024, there exists some
i0 ≤ i such that u ∈ A01,i0 .
By the correctness of the simple network N , the output neuron z should not fire when x0 = 1
and with the latency function `1 . In other words, z ∈
/ A1,i0 for any i0 . By Lemma 27, we get
0
2
that z can only be in A0,j for some j ≥ L /1024, hence firing when x0 = 0 only after Ω(L3 )
rounds. We start with the following simple observation.
I Observation 28. In the simulation of hN , σ̄0 i with `0 , it holds for every i that: (i) each
strong neuron s ∈ A0,i fires in every round of block Ti ; (ii) each weak neuron ω ∈ A0,i which
is not x fires only in the first round of block Ti ; and (iii) every neuron v ∈
/ A0,i does not fire
in any round of block Ti .
Proof. (i). In the simulation with `0 with x0 = 0 there are no inhibiting spikes, and if a
strong neuron s fires in some round, it will keep on firing for the rest of the simulation.
(ii). By the definition of the latency function `0 , no spikes from incoming neighbors of
the weak neuron ω arrive in round iL + 1, the second round of block Ti . We will prove by
induction on τ ∈ [iL + 1, iL + (L − 1)] that ω does not fire in round τ . For the base of the
induction, since ω 6= x is excitatory and weak, it holds that 0 ≤ w(ω, ω) < b(ω), thus ω does
not fire in round iL + 1. Assume that the claim holds up to round τ ≥ iL + 1 and consider
round τ + 1. Since ω did not fire in round τ by the induction assumption, it does not receive
a self spike in round τ + 1. By the definition of the function `0 , the non-self spikes that arrive
in round τ + 1 < (i + 1)L cannot make ω fire. Thus ω does not fire in τ + 1 and (ii) holds.
(iii). Let v ∈
/ A0,i , i.e., v did not fire in round iL. Since v does not receive negative spikes
in round iL (as the spikes of x are always scheduled to the last round of the blocks). We can
then conclude that b(v) > 0. Since in round iL + 1, it receives no self-spike and no other
spike, it also did not fire in round iL + 1. The argument then follows inductively in the same
manner as in (ii).
J
We next state the following claim which is crucial to complete the key lemma.
B Claim 29. Fix a neuron u ∈ A00,i such that for every v ∈ A0,i−1 it holds that w(v, u) < b(u).
Then the total weight of spikes fired towards u in block Ti−1 is at least L · b(u)/8.
We first complete the proof of Lemma 27 and only then prove Claim 29.
Proof of Lemma 27. The proof is shown by induction on the block i. For the base case of
i = 0, note that the initial states and the latency functions for the neurons V \ {x} in both
simulations are the same, and that spikes from x (that exist only in the simulation with `1 )
arrive only in round L − 1. This implies that in both simulations the same neurons (except
for x) are active in round τ = 0, hence A0,0 = A1,0 \ {x}. Now consider the block Ti for
1 ≤ i < L2 /1024. Let u ∈ A00,i , i.e. u fires for the first time in round iL in the simulation
with `0 and x0 = 0.
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Case 1: There exists a previously firing dominant incoming neighbor: First assume that
u has some incoming neighbor v ∈ A0,i−1 with w(v, u) ≥ b(u). By definition v ∈ A00,j (u)
for some j ≤ i − 1, and then by the induction assumption v ∈ A01,i0 for some i0 ≤ j ≤ i − 1.
By definition of the latency function `1 , since w(v, u) ≥ b(u), the total weight of spikes
from incoming neighbors will be sufficient to activate u in the next important round,
τi0 +1 . Therefore, u ∈ A1,i0 +1 , which implies u ∈ A01,i00 +1 for some i00 ≤ i0 + 1. Since
i00 ≤ i0 + 1 ≤ i the condition holds.
Case 2: All previously firing incoming neighbors are not dominant: By applying Claim 29
on u and block Ti , we get that the total weight of spikes fired towards u in block Ti−1 is
at least L · b(u)/8. Due to Observation 28, we get
L · w(S(A0,i−1 (u)), u) + w(W(A0,i−1 (u)), u) ≥

L
· b(u).
8

By the definition of A00,j and the induction assumption, it holds that
A0,i−1 ⊆

[
j≤i−1

A00,j ⊆

[

A01,i0 .

i0 ≤i−1

We now consider the simulation with x0 = 1 and the latency function `1 , and partition all
the rounds until τi into k blocks of L rounds (expect perhaps the last one). Formally, for
every j ≤ k − 2, let Bj = [jL, jL + (L − 1)] and let Bk−1 = [(k − 1)L, τi−1 + 15]. Denote
by S(Bj ) and W(Bj ) the strong and weak (respectively) incoming neighbors of u that
fire in some round of Bj . Using these notations, we can write
k−1
X

L · w(S(Bj ), u) + w(W(Bj ), u) ≥

j=0

L
· b(u).
8

Case 2.1: Most of the weight is in the last block. We first assume that
L · w(S(Bk−1 ), u) + w(W(Bk−1 ), u) ≥

L
· b(u).
16

Consider the algorithm that defines `1 , and recall that Rτi0 (u) is the set of pending spikes
that were not yet scheduled when the algorithm considered the important round τi . The
interesting case is when u did not fire in any round of Bk−1 . In such a case, all the spikes
generated towards u in the rounds of Bk−1 were added to the pending list of Rτi (u). Note
that each strong neuron v ∈ S(Bk−1 ) fires at least 16 spikes in Bk−1 , since τi − τi−1 = 16.
Furthermore, each v ∈ W(Bk−1 ) fires at least one spike in Bk−1 . Moreover, the gap
between any τi0 ∈ Bk−1 and τi is at most L rounds, so they do not exceed the maximal
latency in τi . Altogether, we get that
w(Rτi (u)) ≥ 16 · w(S(Bk−1 ), u) + w(W(Bk−1 ), u) ≥
16
· (L · w(S(Bk−1 ), u) + w(W(Bk−1 ), u)) ≥ b(u) .
L

(3)

Therefore u fires in τi and u ∈ A1,i0 for some i0 ≤ i as desired.
Case 2.2: Most of the weight is in the first k − 1 blocks. It remains to consider the complementary case where
k−2
X
j=0

L · w(S(Bj ), u) + w(W(Bj ), u) ≥

L
· b(u).
16
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Since i < L2 /1024 and each block Bj for j ≤ k − 2 consists of L/32 important rounds,
L2 /1024
L
we have k ≤
=
. Therefore, by an averaging argument there exists Bj for
L/32
32
j ≤ k − 2 satisfying that:
L · w(S(Bj ), u) + w(W(Bj ), u) ≥ 2 · b(u).

(4)

First observe that every strong neuron s ∈ S(Bj ) fires for at least L/2 rounds in this
block. The reason is that there is a gap of L/2 rounds between the last important rounds
of Bj and the round where the inhibiting spike from x arrives. During this time interval
every strong neuron in S(Bj ) keeps on firing. Now, assume that u does not fire in any
round of Bj , and denote the first important round of Bj+1 by τi0 . Again, consider the
algorithm that defines `1 . Since u did not fire in any round of the block Bj , all the
spikes that are fired towards u in Bj are in the residual set Rτi0 (u). Therefore by Eq. (4),
we get that w(Rτi0 (u)) ≥ (L/2) · w(S(Bj ), u) + w(W(Bj ), u) ≥ b(u), and u fires in τi0 .
Therefore, we get that u fires either in some important round of Bj or in τi0 . In both
cases there is a round τi00 with i00 ≤ i such that u ∈ A1,i00 . This implies u ∈ A01,i00 for
i00 ≤ i, and the condition holds.
J
Finally, it remains to prove Claim 29.
Proof of Claim 29. Recall that S(A0,i−1 (u)) and W(A0,i−1 (u)) are the strong and weak
(respectively) incoming neighbors of u that fire in block Ti−1 . If w(S(A0,i−1 ), u) ≥ b(u)/8,
then by Observation 28 the total spike weight fired in block i − 1 is at least L · b(u)/8, and
we are done. Therefore, it remains to consider the case where w(S(A0,i−1 ), u) < b(u)/8
and w(W(A0,i−1 )) < L · b(u)/8. We will show that in this case, there is a way to schedule
all spikes fired towards u in block Ti−1 to arrive in rounds [(i − 1)L + 2, iL], such that u
does not get activate in any of these rounds. By the definition of `0 , we get that u does
not get activated in any of the rounds [(i − 1)L + 2, iL], and in particular u ∈
/ A00,i , thus a
contradiction.
First observe that b(u) > 0 since u did not fire in round (i − 1)L (as u ∈
/ A0,i−1 ) and
it did not receive any negative spike in that round (as all negative spikes arrive in the last
rounds of the blocks). We next show that all the spikes generated in block Ti−1 can be
scheduled in rounds [(i − 1)L + 2, iL] without making u fire in any of these rounds. Since
the scheduling algorithm of `0 works in this manner, we will get a contradiction to the fact
that u ∈ A0,i .
Scheduling spikes from weak neighbors. Let FW = {hv, u, (i − 1)Li | v ∈ W(A0,i−1 )} be
the spikes of weak neighbors fired in the block Ti−1 . Recall that by Observation 28, these
weak neurons fire only in the first round. Since these spikes are fired in round (i − 1)L,
they can arrive in any of the rounds [(i − 1)L + 2, iL]. As the total weight of the weak
spikes is at most Lb(u)/8, we show that we can schedule them in a greedy manner into at
most L/2 − 2 rounds while keeping the total weight in each such round to strictly less than
b(u). We traverse the weak spikes one by one, and start throwing them into rounds in
[(i − 1)L + 2, iL − 1]. We add a spike to round τ as long as the total weight of weak spikes
scheduled to it is at most b(u)/2. If the addition of the next weak spike raises the weight
to above b(u) it is deferred to the next round τ + 1. Let τ 0 be the last round to which the
weak spikes are schedules. Since in each τ ∈ [(i − 1)L + 2, τ 0 − 1] the total weight of weak
spikes is at least b(u)/2, we get that τ 0 ≤ (i − 1)L + L/4 + 3 ≤ (i − 1)L + L/2 as desired.
Scheduling spikes from strong neighbors. We next turn to show that also the strong spikes
can be scheduled in a balanced manner in the remaining L/2 slots of the block Ti without
activating the neuron u. Let FS = {hv, u, τ i | v ∈ S(A0,i−1 ), τ ∈ T0,i−1 )} be the spikes of
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strong neighbors fired in block Ti−1 . For a spike hv, u, τ i ∈ FS with τ ≤ (i−1)L+(L/2−1),
schedule hv, u, τ i to arrive in round τ + L/2 + 1. For hv, u, τ i ∈ FS with τ ≥ (i − 1)L + L/2,
schedule hv, u, τ i to arrive in round τ + 1. In this way, due to Observation 28, u receive
two spikes from each v ∈ W(A0,i−1 ) in each round τ ∈ [(i − 1)L + L/2 + 1, iL]. Since
w(S(A0,i−1 )) < b(u)/8, we get that the total weight of spikes that u receives in each
of these rounds is less than b(u)/4, and therefore u does not get activated. Overall, all
spikes generated in the block Ti−1 are scheduled by `0 without activating the neuron u in
any of the rounds [(i − 1)L + 2, iL], contradiction to the fact that u ∈ Ai,0 . The claim
follows.
C

B
B.1

Missing Proofs for the Positive Results
Synchronization of Boolean Gates

Proof of Observation 13. The network is as follows: connect each input neuron xi to the
output neuron z by an edge of weight w(xi , z) = 1, and let the bias of z be b(z) = 1. First
note that if all input neurons xi did not fire in round 0, then pot(z, τ ) = −1 for all τ , and z
will not fire. If a neuron xi fires in round τ , since the latency of each edge is at most L, there
is a round τ 0 ∈ [τ + 1, τ + L] in which the spike from xi arrives to z. Thus, in round τ 0 , the
weighted incoming sum to z is at least 1, therefore pot(z, τ 0 ) ≥ 0 and z fires in round τ 0 . J

The Complete Proof of Lemma 14. We analyze the correctness of the network NOTsync .
We begin by proving the following auxiliary claim.
B Claim 30. If all the intermediate neurons v0 , . . . vL fire starting round τ for at least
L(L + 1) rounds, then there exists a round τ 0 ∈ [τ + 1, τ + L(L + 1)] in which the output
neuron z fires (i.e., regardless of the latencies of the edges).
Proof. For every i ∈ {0, 1 . . . , L(L + 1)}, denote the L-length interval Ti = [τ + i · L, τ + (i +
1)L − 1]. In addition, define Te = T0 ∪ ... ∪ TL+1 . Let qi be the number of spikes that were
fired in the interval of Ti but received by z in the next interval Ti+1 . Note that since the
maximum edge latency is L, in the worst case the spikes of interval Ti must arrive to z by
the end of the next interval Ti+1 . We next prove by induction on i that either z fires by the
end of the interval Ti , or qi+1 ≥ i · L. For the base of the induction, consider i = 0. If z did
not fire in some round during T0 , we claim that q1 ≥ L. Since all the L + 1 neurons fire
in every round during the interval, overall L(L + 1) many spikes where fired. By the fact
that z did not fire during T0 , we have that in each of these rounds, it received at most L
spikes. This implies that z received at most L2 many spikes during T0 , and therefore at least
q1 ≥ L many spikes will be received by z in the interval T1 . Assume that the claim holds
up to i − 1 and consider the ith interval. If z fired by the end of the ith interval Ti , we are
done. Otherwise, by induction assumption for i − 1, we have that qi ≥ i · L. In addition,
all these qi spikes must be received at z during the interval Ti . Then, in interval Ti we
again have a total of L(L + 1) fresh spikes by the neurons v0 , . . . vL . This creates a total of
L(L + 1) + i · L spikes. As z did not fire in Ti , it received at most L2 many spikes, leaving at
least qi+1 ≥ L(L + 1) + i · L − L2 ≥ (i + 1)L spikes for the next interval. This completes the
proof of the induction step.
Overall, for i = L, we have that either z fired by the end of the interval TL , or that
qL+1 ≥ L(L + 1). In the latter case, since all these spikes must arrive during the last interval
TL+1 , by the pigeonhole principle there must be a round in this interval in which z received
at least L + 1 spikes and fire. This completes the proof of the claim.
C
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Proof of Lemma 14. Due to Claim 30, it remains to show that if x did not fire in round
0, then there must be a starting round τ , in which all the neuron v0 , . . . vL fire for at least
L(L + 1) rounds.
If x did not fire, then neither the memory neuron m nor the reset neuron r fire during
the execution. Since we assume that v ∗ fires in round 0, it must hold that all these
neurons fire starting some round τ ∈ [5L2 , 5L3 + 2L]. This holds due to the self-loops on
the neurons v0 , . . . vL , and the chain of length 5L2 . By Claim 30, there exists a round
τ 0 ∈ [τ + 1, τ + L(L + 1)] in which z fires.
We next show that if x fired in round 0, then z would not fire in any round. The key
observation is as follows:
I Observation 31. In order for z to fire in some round τ , it must receive spikes from at
least two different vi neurons.
Proof. To see this, note that since the maximum edge latency is L, in round τ , z can receive
spikes only from the L previous rounds τ − L, . . . , τ − 1. In particular, a single neuron can
be accounted for at most L many spikes received by z in a given round. Finally, since the
bias of z is L + 1, and all edge weights are 1, we conclude that z must receive spikes from at
least two neurons in order to fire.
J
When x fires in round 0, the memory neuron m fires from round τm ∈ [1, L + 1] ahead, due
to its self-loop. Hence, starting round τr ∈ [2, 2L + 2], the reset neuron r starts firing at
least once in every interval of 2L rounds. Recall that each vi gets a negative spike from the
inhibitor r and positive spike from the neuron c5iL ∈ C. We next show that each neuron vi
gets inhibited at least L rounds before the activation of the neurons vi+1 . As a result, at any
point of time, there will be no two neurons vi and vj such that z received both of their spikes
in the same round. By induction on i, the first intermediate neuron v0 has an incoming
edge from c0 = v ∗ , and thus it begins to fire in some round τ 0 ∈ [0, L]. Due to the negative
edge from the reset neuron r, it stops firing before round 3L + 2. Since v1 has an incoming
edge from c5L , it starts firing only after round 5L + 1, and therefore z starts receiving spikes
from v1 only starting round 5L + 2. Assume the claim is correct for neurons v0 , . . . , vi−1 and
consider neuron vi . If the neuron vi starts firing in round τi , by round τi + 2L it is inhibited
by r. Because vi starts to fire after receiving a spike from c5·i·L and vi+1 starts firing after
receiving a spike from c5(i+1)L , neuron vi+1 begins to fire only after round τi + 4L, at least
L rounds after vi is inhibited.
Hence, z cannot receive input from two different neurons vi , vj at the same round, and
the claim follows by combining Observation 31. Finally, the next observation plays a rule in
the subsequent constructions.
I Observation 32. The correctness still holds even if the chain starts to fire at some round
τ > 0. In this case the output neuron z fires in some round t ∈ [τ + 1, τ + Θ(L3 )].
Proof of Observation 32. The correctness of the observation follows from the fact that the
input neuron x activates the memory neuron m, that keeps on firing (i.e., presenting the
state of x) due to its self-loop. Thus all arguments in Lemma 14 still hold in case the chain
starts to fire in any later round.
J
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Synchronization of a Boolean Circuit, Proof of Lemma 15

The Construction. Given a Boolean circuit A of OR / NOT gates g1 , . . . , gm of depth d, we
describe a construction of an analogous neural network N with a similar execution. For every
gi , let Sync(gi ) be the synchronized sub-network of the gate gi . Specifically, for a NOT gate
(resp., OR) gi , the sub-network Sync(gi ) is taken from Lemma 14 (resp., Observation 13).
Recall, that for a NOT gate gi , its syncronized sub-network Sync(gi ) contains a chain of
neurons where the head of the chain c0 will be denoted hereafter by vi∗ . The network N
consists the following components:
1. Input neurons x1 , . . . , xn , and output neurons z1 , . . . , zk , that serve as the input and the
output for the network N .
2. A chain C = [c0 , . . . , cq ] containing q + 1 = αdL3 + 1 neurons, where α is a constant
satisfying that αL3 ≥ 5L3 + L. For every i ≥ 0, the neuron ci has bias b(ci ) = 1.
Moreover, for every i ≥ the neuron ci has a positive incoming edge from ci−1 with weight
w(ci−1 , ci ) = 1. Our simulation starts with neuron c0 firing.
3. A Sync(gi ) network (using Lemma 14 and Observation 13 respectively) for every gate gi .
The connections between these components are as follows:
1. For every gate gi in the first layer, the input for its synchronized sub-network Sync(gi ) is
given by xi,1 , . . . , xi,ki , namely, the input bits of the gate gi in the circuit A.
2. For every gate gi in layer j ≥ 2, denote by gi,1 , . . . , gi,ki the input of the gate gi in
the circuit A. In the network N , the input to the sub-network Sync(gi ) are the output
neurons of the sub-networks Sync(gi ), Sync(gi1 ), . . . , Sync(gik ).
3. The output gates of the network N are the output neurons of the sub-networks
Sync(o1 ), . . . , Sync(ok ), where o1 , . . . , ok are the output gates of the circuit A.
4. Finally, the synchronized sub-networks of the NOT gates are connected to the chain C as
follows. For each NOT gate gi in every layer j, the (jαL3 )th neuron cjαL3 in the chain
has an outgoing edge to vi∗ with weight 1 (where vi∗ is the head of the internal chain in
Sync(gi )), since the bias of vi∗ is 1, a spike from cjαL3 makes vi∗ fire.
Figure 3 illustrates the construction for a circuit with 4 NOT and OR gates of depth 3. We
note that one can shave an L-factor in the size and time overhead of lemma 15, by reusing
the synchronization chain for all the Boolean gates in the network.
Correctness. Let V be the total set of neurons in N , and let ` : V × V × N → [1, L] be a
fixed (arbitrary) nice latency function. First note that in the global chain C, each of the
neurons fires once, in a sequential manner. Recall, that we assume that the starter c0 fires
in round τ0 = 0. For every j ∈ {1, . . . , d}, let τj be the round in which cjαL3 fires (i.e., the
spike from cjαL3 −1 is received at cjαL3 in round τj − 1).
For every gate gi in the circuit A in layer j ≥ 1, denote by out(gi , A) the final state of gi
after receiving its inputs in the circuit A. In addition, let qi be the output neuron in the
sub-network Sync(gi ), and let σt (qi , N ) be the state of the neuron in round t when simulating
the network N . Our goal is to show that for every gi , its corresponding output qi in the
network N , has the same “output” as gi in the circuit A.
B Claim 33. For every layer j ∈ {1, . . . , d} and every gate gi in layer j of circuit A, its holds
that: (i) If out(gi , A) = 0, then σt (qi , N ) = 0 for every t, and (ii) If out(gi , A) = 1, then
there exists t ∈ [τj−1 + 1, τj ] such that σt (qi , N ) = 1.
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Figure 3 The transformation of the circuit on the left with 4 inputs and 3 layers. For each
gate we add the corresponding synchronized sub-network, where we connect the input and output
neurons of the sub-network according to the original circuit. In addition we introduce a global chain
that activates the sub-networks in each layer after the previous layers have already finished the
computation. The first neuron in the global chain is set to be the starter neuron which fires in the
beginning of the simulation.

Proof. We prove by induction on the layer j. For j = 1, recall that the input neurons
xi,1 , . . . , xi,ki of the sub-network Sync(gi ) are the input neurons of the network N . Therefore,
in round 0 in the simulation of N , the sub-network Sync(gi ) has the same input as gate gi
in the circuit A. Assume first that gi is a NOT gate. Then the spike of the starter neuron
c0 arrived at the head chain vi∗ by round L. Combining with Observation 32 we get that
if out(gi , A) = 1 then σt (qi , N ) = 1 for some t ∈ [L, L + 5L3 ] ⊆ [1, αL3 ]. In addition, if
out(gi , A) = 0 then σt (qi , N ) = 0 for every t. The case where gi is an OR gate is even simpler
and follows by Observation 13. Since the path from c0 to cαL3 in the chain C is of length
αL3 , we have that τ1 ≥ αL3 . Therefore [1, αL3 ] ⊆ [τ0 + 1, τ1 ], and the claim holds for j = 1.
For the induction step, let j ≥ 2, and assume correctness up to layer j − 1. We now
prove the claim for layer j. Let gi be a gate in layer j. By Observation 32, the important
thing to take care of regarding a NOT gate g is to make sure that its inputs have the correct
states (i.e., as the corresponding states in A) by the time that the head of the chain vi∗ in
Sync(g) has received the spike from c(j−1)αL3 . Denote by qi,1 , . . . , qi,ki the output neurons
of the sub-networks Sync(gi,1 ), . . . , Sync(gi,ki ). By the induction assumption, for each gi,h , if
out(gi,h , A) = 0 then σt (qi,h ) = 0 for every t, and otherwise σt (qi,h ) = 1 for some t ≤ τj−1 .
Since the neurons qi,1 , . . . , qi,ki are the input neurons of g, it holds that the sub-network
Sync(g) gets the same input as the input of g in A, by round τj−1 of the simulation of N .
Now, assume that gi is a NOT gate. Then, by round τj−1 + L, the head of the chain vi∗
has recieved the spike from c(j−1)·α·L3 . Combining with Observation 32, when out(qi , N ) = 1
, it holds that σt (qi , N ) = 1 for some t ∈ [τj−1 + 1, τj−1 + L + 5L3 ]. In addition, when
out(qi , N ) = 0 then σt (qi , N ) = 0 for every t. Again, since the path from c(j−1)αL3 to cjαL3
in the chain C is of length αL3 , we have that τj ≥ τj−1 + L + 5L3 , and the claim follows.
The case where gi is an OR gate follows in a similar way by Observation 13.
C
Lemma 15 follows by using Claim 33 with j = d, and noting that each output neuron zi in
N is the output neuron qi0 for some sub-network Sync(gi0 ) where gi0 is a gate in layer d of A.
This completes the correctness and the bound on the time overhead. We finally bound the
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size of the network. The network N consists of a chain of O(dL3 ) neurons, and a Sync(gi )
sub-network of size O(L2 ) for each gate gi in A. Therefore, there are overall O(dL3 + mL2 )
auxiliary neurons.

B.3

Synchronization of a Single Deterministic Threshold Gate

We now turn to consider the synchronized implementation of a single deterministic threshold
gate and prove Lemma 16.
Thanks to a result of [30], we can assume without loss of generality that the weights and
bias values can be represented using binary vectors of length d∆ log ∆e. Hastad [10] also
showed that this bound is tight. In addition, we can also assume without loss of generality
that b(z) ≥ 0. The key part is to implement the single threshold gate by a Boolean circuit.
This requires small adaptations from existing results in the area, specifically we will use the
following known facts.
I Fact 34 (Iterated Addition [31, 38]). Given two input binary vectors x̄ = [x1 , . . . , x∆ ]
and ȳ = [y1 , . . . , y∆ ], there exists a Boolean circuit with poly(∆) gates and O(1) depth that
outputs the binary representation of dec(x̄) + dec(ȳ).
I Corollary 35 (Multiple Iterated Addition). Given ∆ input binary vectors x̄1 , . . . , x̄∆ where
x̄i ∈ {0, 1}m for some integer m ≥ 1, there exists a Boolean circuit with poly(∆, m) gates
P
and O(log ∆) depth that outputs the binary representation of i dec(x̄i ).
I Observation 36 (Comparison). Given two input binary vectors x̄ = [x1 , . . . , x∆ ] and
ȳ = [y1 , . . . , y∆ ], there exists a Boolean circuit with poly(∆) gates and O(1) depth that
outputs 1 iff dec(x̄) ≥ dec(ȳ).
We are now ready to implement a threshold gate by a small depth Boolean circuit of
polynomial size. This lemma explains the dependency in the largest in-degree ∆ of the final
synchronized solution.
I Lemma 37. Given a threshold gate g with Boolean inputs x1 , . . . , x∆ with weights
w1 , . . . , w∆ , and an output neuron z with bias b(z), there exists a Boolean circuit that
P
computes g (i.e., outputs 1 iff
wi · xi ≥ b(z)) using poly(∆) gates and depth O(log ∆).
Proof. Each input xi is connected to ` = d∆ · log ∆e neurons wi,1 , . . . , wi,` , where the edge
weight w(xi , wi,j ) is 1 if the j th -bit in wi is 1 and 0 otherwise. We set the bias values to
be b(wi,j ) = 1. Thus, the outgoing edge weights of xi encode the binary representation
of the weight wi . As a result, once xi fires in round τ , after at most L rounds, wi,j fires
iff the j th bit in the representation of wi is 1. As we will see, those ∆2 · log ∆ neurons
w1,1 , . . . , w∆,` will serve as the input layer to the circuit. In addition, we also represent the
bias of z using ` neurons b1 , . . . , b` that encode the binary representation of b(z): the bias
of bj = 1 if the j th bit in b(z) is 0, and bj = −1 otherwise. Let x̄pos = {xi | wi ≥ 0}
P
and x̄neg = {xi | wi < 0}. In the same manner, let Wpos =
{wi | wi ≥ 0} and
P
Wneg = {|wi | | wi < 0}. We will use the Multiple Iterated Addition circuit of Corollary
35 to compute the binary representation of Wpos and Wneg + b(z). Finally, we use the
Comparison circuit of Observation 36 to compare those values, such that the output will be
1 iff Wpos ≥ Wneg + b(z), hence computing the function of the threshold gate.
J
The final synchronous implementation of g is obtained by applying Lemma 15 on C, i.e.,
Sync(g) ← Sync(C). The construction uses a total O(log ∆ · L3 + poly(∆) · L2 ) auxiliary
neurons, and computation time of O(L4 ·log ∆) rounds. This completes the proof of Lemma 16.
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B.4
B.4.1

Probabilistic Threshold Gate
Description of the Boolean Circuit

The construction of the boolean circuit A approximating a probabilistic threshold gate is
achieved using two main steps. First we sample an almost uniform random variable, then we
use the sampled value in order to approximate a sample from the Logistic distribution.

Step 1: Sampling from the Almost Uniform Distribution. We introduce k = 4 log(1/)
uniformly random gates, denoted as r1 , . . . rk . Hence, dec(r̄) encodes an integer number that
is uniformly sampled between 0 and d(1/)4 e. In addition, we introduce k input bits (with
fixed value) a1 , . . . ak such that dec(ā) = d(1/)4 e. Thus, the value r0 = dec(r̄)/ dec(ā) is
sampled uniformly at random from the set {0, 4 , 24 , 34 , . . . 1}.

Step 2: Sampling from the Almost Logistic Distribution. Next, we transform the sample
r0 from Step 1 into a sample from an almost Logistic distribution. This is done by using
the method of inverse transform sampling. In our context, for a sample r u.a.r in [0, 1], the
value b + ln(r/(1 − r)) is a sample from the Logistic distribution with mean b and scale 1. To
compute the expression b + ln(r0 /(1 − r0 )) using a Boolean circuit, we approximate the ln(x)
function (up to ± poly()) using the first O(log 1/) terms of the Taylor expansion around a
point x0 where 0 ≤ x0 − x ≤ 1/2.
I Definition 38 (-Approximation of the ln(x) Function). Given x > 0 and a positive integer
b k (x) be the ln-approximation of x obtained by computing the first k terms of the
k, let ln
Taylor expansion around a point x0 , where 0 ≤ x0 − x ≤ 1/2. When k is clear from the
b
content we may omit it and simply write ln(x).
The task of sampling from the (almost) Logistic distribution then boils into computing
b k (r0 /(1 − r0 )) with k = d4 log 1/e. We first use a Boolean circuit to distinguish
f (r0 ) = ln
between the case where r0 ≤ 1−r0 , and the complementary case. Using the vectors r̄ and ā, this
can be done using integer operations and comparison as r0 /(1−r0 ) = dec(r̄)/(dec(ā)−dec(r̄)).
When r0 > 1 − r0 , we calculate f (−r0 ), and then either add or subtracts it from the bias b
respectively.
In what follows, assume that r0 ≤ 1 − r0 , and therefore r0 /(1 − r0 ) ∈ [0, 1]. To pick
the point x0 around which the Taylor approximation is expended, we let x0 = 1/2 when
r0 /(1 − r0 ) ≤ 1/2, and x0 = 1 otherwise. This latter condition can also be easily checked
with a Boolean circuit.
b k (x) using a Boolean circuit, we must ensure
To finally be able to compute the function ln
that all our operations are applied on integers. Therefore, instead of computing f (r0 ), we will
be actually computing q · f (r0 ) for some large enough constant q that guarantees that q · f (r0 )
b k (x) is
is an integer. Specifically, letting q = (dec(ā) − dec(r̄))k does the job as the function ln
a polynomial of degree k. This factor of q would not affect the correctness of the computation
as it will be canceled out later on. Using the circuit for iterated addition [38, 31] and fast
multipliers [9], we can compute q · f (r0 ) using only integer addition and multiplication. The
output of the final Boolean circuit is ȳ where dec(ȳ) = q · b + q · f (r0 ) . In the analysis section,
we show that dec(ȳ)/q is sampled from a distribution that is poly()-close to the Logistic
distribution with mean b.
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Putting all Together: The Output Circuit. Let w1 , . . . , w∆ be the weights of the probabilistic threshold gate g. To cancel out the multiplication of q in the output bias value from the
previous step, we multiply all the incoming weights by q as well. We can then use the construc0
tion of Lemma 16 for a deterministic threshold gate with weights w10 = q · w1 , . . . , w∆
= q · w∆
00
and bias b = dec(ȳ). This completes the description of the construction.

B.4.2

Analysis and Proof of Lemma 17

We now turn to prove Lemma 17 and start with several auxiliary claims.
B Claim 39. Let r1 , r2 ∈ [0, 1] such that |r1 − r2 | ≤ 2 and  ≤ r1 ≤ 1 − , then
| ln(r1 /(1 − r1 )) − ln(r2 /(1 − r2 ))| ≤ 2 .
Proof. By the definition of r1 and r2 we get the following inequalities:
| ln(r1 /(1 − r1 )) − ln(r2 /(1 − r2 ))| =

| ln(r1 ) − ln(1 − r1 ) − ln(r2 ) + ln(1 − r2 )|
1 − r1 + 2
r1 + 2
≤ | ln(
)| + | ln(
)|
r1
1 − r1
≤ | ln(1 + 2 /r1 )| + | ln(1 + 2 /(1 − r1 ))|
≤

2 ln(1 + ) ≤ 2 ·  ,

where the last inequality is due to the Taylor expansion of ln(1 + x) around 0.

C

b k (x) is the ln-approximation of x
Recall that given x > 0 and an integer k > 0, ln
obtained by computing the first k terms of the Taylor expansion around a point x0 where
0 ≤ x0 − x ≤ 1/2.
B Claim 40. Fix r1 , r2 ∈ [0, 1] such that |r1 − r2 | ≤ 2 and  ≤ r1 ≤ 1 − , denote
bb1 = b + ln(r1 /(1 − r1 )) and bb2 = b + ln(r
b 2 /(1 − r2 )). Then, |bb1 − bb2 | ≤ 3 .
b
Proof. Fix x ∈ (0, 1). Since ln(x)
is obtained by using the first k terms in the Taylor expansion
k
0)
b
of ln(x) around x0 , we have that | ln(x) − ln(x)|
= x1k · (x−x
· η k , where η ∈ [x, x0 ]. Since
k
0
b
x0 ≥ x, also x0 ≥ η. As |x − x0 | ≤ 1/2, we get that | ln(x) − ln(x)|
≤ (1/2)k . By plugging
b
k = Θ(log 1/), we have that | ln(x) − ln(x)|
≤  for every x.
Thus, combining with Claim 39 we conclude the following:
b 2 /(1 − r2 ))|
|bb1 − bb2 | = |b + ln(r1 /(1 − r1 )) − b − ln(r

(5)

≤| ln(r1 /(1 − r1 )) − ln(r2 /(1 − r2 )) +  |
≤  + | ln(r1 /(1 − r1 )) − ln(r2 /(1 − r2 ))| ≤ 3 ·  .

C

B Claim 41. Consider two threshold gates g1 , g2 with the same weighted sum and bias values
√
b1 ≤ b2 such that b2 − b1 ≤ . Then | Pr[g1 = 1] − Pr[g2 = 1]| ≤ .
Proof. Let W be the weighted incoming sum to both g1 and g2 . The probability that g1
outputs 1 is 1/(1 + e−(W −b1 ) ), and the probability that g2 outputs 1 is 1/(1 + e−(W −b2 ) ).
The following holds:
Pr[g2 = 1]

=
≥
=

1/(1 + e−(W −b2 ) ) ≥ 1/(1 + e−(W −b1 −) ) = 1/(1 + e e−(W −b1 ) )
1
1
√
≥

−(W
−b
)
1
e · (1 + e
)
(1 + ) · (1 + e−(W −b1 ) )
√
√
√
−(W −b1 )
(1 − )(1/(1 + e
)) ≥ 1/(1 + e−(W −b1 ) ) −  = Pr[g1 = 1] −  .
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In the third inequality we use the fact that e < (1 +
other hand, since b2 ≥ b1 it holds that

√

1

)  and thus e < 1 +

√

. On the

Pr[g2 = 1] = 1/(1 + e−(W −b2 ) ) ≤ 1/(1 + e−(W −b1 ) ) = Pr[g1 = 1] .
√
Hence, we conclude that | Pr[g2 = 1] − Pr[g1 = 1]| ≤  as required.

C

Analysis of Step 1. In the first step of the construction, since each uniformly random gate ri
is 1 with probability 1/2, the value dec(r̄) is a uniform sample in {0, 1 . . . , (1/)4 }. Therefore,
r0 = dec(r̄)/ dec(ā) = 4 · dec(r̄) is sampled uniformly at random from {0, 4 , 24 , 34 , . . . 1}.
By a simple coupling argument, sampling r0 is equivalent to the process of sampling a uniform
random variable r1 ∈ [0, 1] and rounding it to the closest value of the form i · 4 for some
integer i. In this manner, these two samples have an additive distance of at most 4 .
Analysis of Step 2. Denote the probability z outputs 1 by q, and the probability u outputs
1 by p. Recall that g is the probabilistic gate and g 0 is the output gate of the Boolean circuit
that approximates g.
In the second step, we compute dec(ȳ) = q · (b + f (r0 )) where q = (dec(ā) − dec(r̄))k and
b 0 /(1 − r0 )). Then g 0 outputs 1 iff dec(ȳ) ≤ W · q, or simply iff b + f (r0 ) ≤ W .
f (r0 ) = ln(r
Given that r0 ∈ [22 , 1 − 22 ] by Claim 40, b0 = b + f (r0 ) satisfies that |b∗ − b0 | ≤ 32 where b∗
is a true sample from the Logistic distribution with mean b. Therefore, the following holds.
Pr[g 0 = 1 | r0 ∈ [22 , 1 − 22 ]]

=

Pr[W ≥ b0 | r0 ∈ [22 , 1 − 22 ]]

≤

Pr[W + 32 ≥ b∗ | r0 ∈ [22 , 1 − 22 ]]

=

1/(1 + e−(W −b+3 ) ),

2

and in addition
2

Pr[g 0 = 1] ≥ Pr[W − 32 ≥ b∗ | r0 ∈ [22 , 1 − 22 ]] = 1/(1 + e−(W −b−3 ) ).
1
0
Recall that Pr[g = 1] = 1+e−(W
−b) . By claim 41 we conclude that | Pr[g = 1]−Pr[g = 1]| ≤ 3.
0
2
2
2
We note that r ∈ [2 , 1 − 2 ] with probability at least 1 − 4 . Hence, we conclude that:

Pr[g 0 = 1] ≤ Pr[g 0 = 1 | r0 ∈ [22 , 1 − 22 ]] + 42 ≤ Pr[g = 1] + 3 + 42 = p + Θ() ,
and on the other hand:
Pr[g 0 = 1] ≥
≥

(1 − 42 ) Pr[g 0 = 1 | r0 ∈ [22 , 1 − 22 ]]
(1 − 42 )(Pr[g = 1] − 3) ≥ Pr[g = 1] − Θ() .

Thus, | Pr[g = 1] − Pr[g 0 = 1]| = O() as required.
Complexity. We assume that the bias and weights of the given probabilistic threshold gate g
are polynomial in 1/. We first claim that with high probability of 1 − Θ(), the approximate
bias sampled from the almost Logistic distribution in also bounded by poly(1/).
B Claim 42. Given that |µ| = poly(1/), for a random variable x drown from the logistic
distribution with mean µ it holds that |x| = poly(1/) with probability greater than 1 − .
Proof. By the definition of the Logistic CNF function it holds that
Pr[x > 2 ln(1/) + µ] = 1 −

1
1 + e−2 ln(1/)−µ+µ

=

2
< 2 .
1 + 2
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On the other hand
Pr[x ≤ −2 ln(1/) + µ] =

1
1
< 2 .
=
1 + 1/2
1 + e2 ln(1/)−µ+µ

C

Thus we can assume from now on that all integer numbers can be representing using
O(poly(1/)) bits. Using circuits for fast integers multiplication as described in [9] and
iterated addition [38, 31], there exists a Boolean circuit computing W · q as well as b · q using
poly(∆, log(1/)) gates and poly(log ∆, log(1/)) depth. When computing the polynomial
b r0 0 ) (of total degree 2k), calculating each term requires O(log k) multiplicity operations.
q · ln(
1−r
Since we have k summands, in total we use k · log k multiplicity operations, each requires
∗
O(k · log k · 2O(log k) ) gates (and depth), and log k addition operations. The comparison
circuits uses poly(log 1/) gates and depth, and the final threshold gate circuit requires
poly(∆, log 1/) gates and depth poly(log ∆, log 1/). We conclude that the Boolean circuit
has poly(∆, log(1/)) gates and depth of poly(log ∆, log(1/)).

B.4.3

Synchronizing a Probabilistic Threshold Gate

In order to construct a synchronized neural network computing the Boolean Circuit described
in Lemma 17, we use the construction for synchronized Boolean circuits as described in
Lemma 15. We are left with describing the implementation of the random bits r̄ and the
constant bits ā.
In order to represent ā, we introduce k neurons a1 , . . . , ak . If the ith bit in the binary
representation of dec(ā) = (1/)4 equals 1 we set the bias of ai to be b(ai ) = −1 and
otherwise we set the bias to be b(ai ) = 1. As a result, the neurons that represent the bits
that are 1 in the binary representation fire on every round, and the other neurons idle
thought the execution.
In order to represent r̄ we introduce k spiking neurons r1 , . . . , rk . For the computation
to succeed, we need to sample each random variable ri only once. Therefore, each neuron
ri has a very large bias b(ri ) = poly(1/) and an incoming edge from the starter neuron
s with weight w(s, ri ) = b(ri ). As a result, as long as ri did not receive a spike from s,
with high probability it does not fire. On the other hand, when neuron ri receives a spike
from the starter neuron v ∗ it fires with probability 1/2.

B.5

The Complete Synchronization Scheme

Finally, we describe the synchronizer for a given neural network and prove Theorem 4. We
start by describing the construction for a network of deterministic threshold gates. The
adaptation to a network of spiking neurons is quite straightforward as discussed in the
end of the section. The construction has two parts: a global pulse generator that can
be used to synchronize many networks, and an adaptation of the given network N into a
network Sync(N ), see Figure 2. The pulse generator is implemented by a directed cycle
P G = [c0 , . . . , ck ] of length k = O(L4 log ∆). All neurons in P G have bias b(ci ) = 1. In
addition, for every i ≥ 1 neuron ci has an incoming edge from neuron ci−1 with weight
w(ci−1 , ci ) = 1, and the first neuron c0 has an incoming edge from the last neuron ck with
weight w(c0 , ck ) = 1. The last neuron of the chain ck will declare the end of each phase. We
assume throughout that the simulation starts by a spike of the starter v ∗ = c0 .
Modifications to the Network Sync(N ). The input layer and output layer in Sync(N )
are exactly as in N . We will now focus on the set of auxiliary neurons V in N . The network
Sync(N ) contains the vertices V of the original network N , and in addition, for each neuron
vi ∈ V we add the following components to the network:
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A synchronized sub-network Sync(vi ) using Lemma 16 implementing the threshold gate
defined by neuron vi . The input neurons to the sub-network Sync(vi ) are the incoming
neighbors of vi in N . The first neuron vi∗ in the internal chain of the sub-network Sync(vi )
has an incoming edge from the Lth neuron of PG cycle, namely cL with weight 1 and
bias b(vi∗ ) = 1. Denote the output of the sub-network Sync(vi ) by viout .
An AND module ANDi whose output neuron is vi . This module is implemented by a
circuit of ORsync and NOTsync gates with three layers (using simple De-morgan rule). The
ANDi module receives input from the neuron viout and from the (αL4 )th neuron in PG,
cαL4 where α is a large enough constant. The internal chains of the ANDi circuit receive
input from neuron cβ in PG where β = αL4 + L, making sure the circuit begins the
execution after receiving all its inputs11 .
Modifications to the Circuit Synchronization of Sec. 4.1. So far, we handled the synchronization of circuits. In order to handle general networks (e.g., that contains self-loops
and recurrent edges), we need to apply small adaptations to the synchronized sub-networks of
Sec. 4.1. Specifically, unlike circuits, in the execution of a network, certain neurons (or gates)
might be activated several times. To be able to re-use the sync. sub-networks throughout
the execution, we need to reset the states kept by their self-loops.
We therefore adapt the construction of the sync. sub-network presented in Section 4.1
to reset themselves at the end of their computation. For each NOTsync gate, we augment
its internal chain by 3 · L2 neurons, and the last neuron of this chain is connected to an
inhibitor neuron vr . The inhibitor vr has outgoing edges of weight −∞ to all neurons in the
sub-network. Due to Claim 30, it holds that the inhibition by vr (i.e., the round in which
vr fires) occurs after the output neuron has already fired. Observe that the timing of the
inhibition by vr is set in a way that guarantees that all gates in the sub-network will be idle
from that point on (i.e., there will be no delayed spikes that arrive after this inhibition). For
the sub-network ORsync which do not contain self-loops, no adaptation is needed.

B.6

Correctness

Throughout, we fix a synchronous execution Πsync and an asynchronous execution Πasync .
For every neuron v and phase p, define the beginning of phase p of v in the asynchronous
execution (r(v, p)) as the round in which the pth spike of c0 is fired. I.e., the pth phase of v
+
is the time interval [r(v, p), r(v, p + 1)). For every round p, let Vsync
(p) be the set of neurons
that fire in round p in Πsync (i.e., the neurons with positive entries in σp ). Similarly, let
+
Vasync
(p) be the set of neurons that fire during phase p.
I Lemma 43. The networks Sync(N ) and N have similar executions.
In order to show the networks Sync(N ) and N have similar executions, we show by induction
+
+
+
on round (resp., phase) p that Vsync
(p) = Vasync
(p). For p = 1, let Vsync
(0) be the neurons
that fired at the beginning of the simulation in round 0. We will show that every neuron
+
vi ∈ V fires in phase 1 iff vi ∈ Vsync
(1). For vi ∈ V , the spikes from its incoming neighbors
+
in Vsync (0) reach the sub-network Sync(vi ) by round L. The global chain in Sync(vi ) is then
activated by the neuron cL in some round τ ∈ [L, L2 ]. Therefore, by Lemma 16 there exists
a constant γ such that viout fires in some round τi ∈ [2, τ + γ · log ∆ · L4 ] iff the output of the
11

We say that the circuit receives its input, if every gate in the first layer has received the signals from its
incoming input.
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+
threshold function corresponding to vi is 1, meaning that vi ∈ Vsync
(1). We next note that
the first layer of the sub-network ANDi consists of two NOTsync sub-networks with input
from cα·L4 and viout . Hence, by Observation 32 as long as ANDi receives the information
from cα·L4 and viout before the activation of the global chain of the network ANDi in some
round τ ∗ its output neuron fires by round τ ∗ + O(L4 ) iff both viout and cα·L4 fired.
The global chain of ANDi is activated by neuron cβ for β = α · L4 + L and therefore is
indeed activated after ANDi receives the spike from cαL4 . In addition, we choose α such that
αL4 > L2 + γ · log ∆ · L4 . Therefore the neuron cβ fires after round τi + L, i.e. after ANDi
received the spike from viout as well. We conclude that vi fires in some round τ 00 ∈ [β, O(L4 )]
iff viout fires in round τi . We choose k to be large enough to make sure that ck fires after
round τ 00 and therefore all neurons in V + (1) fired during the first phase.
+
+
Next, we assume that Vsync
(p) = Vasync
(p) and consider phase p + 1. Let τp be the round
that c0 fired at the beginning of phase p and let τp+1 be the round in which c0 fired at
the beginning of phase p + 1. In addition, we denote the round in which cαL4 fired during
phase p by τα . By the induction assumption, neuron vi fires between round τp and round
+
τp+1 iff vi ∈ Vsync
(p). Moreover, since the activation of the sub-network ANDi is performed
+
by neuron cβ , every vi ∈ Vsync
(p) fires after round τα . We choose α to be large enough
such that by round τα , all sub-networks Sync(vi ) have been reset due to the modification
in the circuit synchronization. Hence, for neuron vi ∈ V , the spikes from its incoming
+
neighbors in Vasync
(p) reach Sync(vi ) after the sub-network has already been reset. Thus,
when the global chain of the sub-network Sync(vi ) is activated by the neuron cL in round
τL ∈ [τp+1 + L, τp+1 + L2 ], the sub-network Sync(vi ) received spikes from the incoming
+
neighbors of vi in Vasync
(p). Combining with Lemma 16 we conclude that viout fires in round
+
τi ∈ [τp+1 + L, τp+1 + L2 + γ · log ∆ · L4 ] iff vi ∈ Vsync
(p + 1). Thus, when neuron cβ fires in
phase p + 1, the sub-network ANDi has received the spikes from both viout and cαL4 . Since
the global chain of ANDi is activated by the neuron cβ , we conclude that vi fires in some
+
round τ ∗ ∈ [τp+1 + β, τp+1 + Θ(L4 )], iff vi ∈ Vsync
(p + 1). Choosing k to be large enough, τ ∗
occurs before ck fires and ends the phase.

Synchronization of a Spiking Neural Network. We next explain the adaptation of the
construction given a network of spiking neurons N . Let n be the number of auxiliary neurons
in N and let t be the number of rounds. Each spiking neuron implemented by a probabilistic
threshold gate can be made synchronized using Cor. 19 where we use an error parameter of
 = 1/ poly(n, t). Thus, The network Sync(N ) consists of poly(∆, log n · t) · L4 · n auxiliary
neurons and uses poly(log ∆, log n · t) · L5 rounds.
To compare the simulation of the given spiking neural network N and the synchronized
network Sync(N ), we fix the randomness used by N throughout the simulation and use these
coins when simulated the network Sync(N ). For neuron v ∈ V and round τ ≥ 1, by Cor. 19,
+
+
with probability at least 1 − 1/ poly(n · t) it holds that v ∈ Vsync
(τ ) iff v ∈ Vasync
(τ ). By
applying the union bound over all n neurons and t rounds of the simulation, we conclude
that with high probability N and Sync(N ) have similar executions.

C
C.1

Synchronization in the Node-Delay Model
Network Dynamics in the Node Delay Setting

Network evolution proceeds in seconds, namely, a sufficiently small time unit. For a given
integer T ≥ 1, the dynamics is specified by a node-delay function t : V → N≤T interpreted
as follows: the round duration on each neuron v consists of t(v) seconds. Specifically, the ith
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round of v is defined by the time interval Ri (v) = [(i − 1)t(v) + 1, i · t(v)] for every i ≥ 1. All
spikes are assumed to arrive with a delay of a single second12 . For the neuron v and integer
i, the set of spikes received at v during its ith round is given by
A(v, i) = {(u, j · t(u)) | j · t(u) + 1 ∈ Ri (v)}.
The state of v in its i-round (i.e., at the second i · t(v)) is given by:
X
pot(v, i) =
w(u, v) · σj (v) − b(v) and σi (v) = 1 iff pot(v, i) ≥ 0 .

(6)

(u,j·t(u))∈A(v,i)

If v is a probabilistic threshold gate then it fires in second i · t(v) with probability p(v, i) =
1
.
1+e− pot(v,i)
I Definition 44 (The T -bounded Node-Delay Setting). We are given a network N and an
integer T . It is assumed the network contains a special neuron, the starter, that fires in
the first round of the simulation. The dynamic is determined by a node-delay function
t : V → N≤T . This function t can be chosen arbitrarily.
I Definition 45 (Computation of a Boolean Function in the T -bounded Node-Delay Setting).
Let f : {0, 1}n → {0, 1}k be a Boolean function. A network N with n input neurons x1 , . . . , xn
and k output neurons z1 , . . . , zk computes f in this setting if for every T -bounded function
t : V → N≤T and for every fixed possible assignment to the input neurons b1 , . . . , bn the
following holds: (i) If fi (b1 , . . . , bn ) = 1, then there exists a round in which zi fires, where
fi (·) is the ith bit in the output of f . (ii) If fi (b1 , . . . , bn ) = 0 then zi does not fire throughout
the entire execution.
Synchronizers for the Node-Delay. A synchronizer ν is an algorithm that gets as input a
network N and integer T , and outputs a network N 0 = syncV (N , T ) that contains all the
neurons of N , plus additional auxiliary neurons. One of the auxiliary neurons in N 0 is a
starter neuron that fires in the first round of the simulation. The network N 0 works in the
asynchronous setting and should have similar execution to N in the sense that for every
neuron v ∈ V (N ), the firing pattern of v in the asynchronous network should be similar to
the one in the synchronous network. The output network N 0 simulates each round of the
network N by a phase.
I Definition 46 (Phases). We partition the execution of N 0 into phases 1, 2, . . ., using a
function r : V (N ) × N → N that defines the beginning of phase p. Hence, the pth phase is
the round interval [r(v, p), r(v, p + 1)).
I Definition 47 (Similar Executions (Deterministic Networks)). The synchronous execution
Π of a deterministic network N is specified by a list of states Π = {σ1 , . . . , } where each σi
is a binary vector describing the firing status of the neurons in round i. The asynchronous
execution of the network N 0 = syncV (N , T ) with a node-delay function t : V → N≤T denoted
by Π0 (t) is defined analogously only when applying the asynchronous dynamic. The execution
Π0 (t) is divided into phases according the a function r : V (N ) × N → N.
The network N and the pair hN 0 , ti have a similar execution if V (N ) ⊆ V (N 0 ), and
in addition, a neuron v ∈ V (N ) fires in round p in the execution Π iff v fires during phase p
in Π0 (t).

12

As discussed in the introduction, this model can be generalized to support both edge-delays and
node-delays, to isolate the node-delay effect we assume that all edges have latency of 1.
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The networks N and N 0 are similar if N and hN 0 , ti have a similar execution for every
node-delay function t.
As for the edge-delay model, the extension for randomized networks is made by fixing
the random bits in the simulation of the input network.

C.2

Reduction to the Edge-Delay Model: A Simulation Result

Given a neural network N and an integer parameter T , our goal is to construct a network
NR = syncV (N , T ) in the T -bounded node-delay model that behaves similarly to N , i.e.,
that N and NR are similar according to Definition 47.
Given the network N and the delay bound T , we start by computing the network
NL = syncE (N , L) with L = 5T 2 . The desired NR = syncV (NT ) is obtain by changing some
of the edge weights in NL . Our proof of correctness is based on similarity between a network
in the node-delay model and a network in the edge-delay model.
Similarity between the networks NR and NL . Fix integer parameters T, L. Given an
edge-delay network NL , a latency function ` : E(NL ) × N → N≤L , a node-delay network NR
on the same neuron set and a node-delay function t : V (NR ) → N≤T , we want to define
similarity between the simulations hNL , `i and hNR , ti, where both simulations use the same
initial configuration.
This notion of similarity is based on defining different time scales in each of the simulations.
Specifically, for every i ≥ 1 and neuron u ∈ V the time window Ri (u) will be the time that u
collects spikes for its round i in the simulation of hNR , ti. Moreover, for every i ≥ 0 the time
window Li (u) correspond to the firing period of round i of u in the simulation of hNR , ti,
where
Ri (u) = [(i − 1) · t(u) + 1, i · t(u)] and Li (u) = [i · T · t(u), i · T · t(u) + (T · t(u) − 1)].
Furthermore, for every second τR in the simulation of hNR , ti we will have the corresponding
block BτR = [τR · T, τR · T + (T − 1)] in the simulation of hNL , `i. For the simulation of
hNL , `i define for every neuron u and i ≥ 0:


1 u is strong and u fires in every τL ∈ Li (u)



1 u is weak and u fires in τ ∈ L (u) only for τ = i · T · t(u)
L
i
L
σi (u, NL ) =


0 u never fires in Li (u)


∅ Otherwise.
For the simulation of hNR , ti define for every neuron u and i ≥ 0:
(
1 u fires in round i of u (i.e. in the second i · t(u))
σi (u, NR ) =
0 Otherwise.
I Definition 48. The simulations hNR , ti, hNL , `i are similar, denoted as hNR , ti ∼ hNL , `i,
if for every neuron u and i ≥ 0 it holds that σi (u, NL ) = σi (u, NR ).
A network NL in the L-bounded edge-delay model and a network NR in the T -bounded nodedelay model are similar, denoted by NL ∼ NR , if for every node-delay function t : V (NR ) →
N≤T there exists a latency function ` : E(NL ) × N → N≤L such that hNR , ti ∼ hNL , `i.
The key simulation lemma used in the synchronization scheme is as follow:
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I Lemma 49. Given a network NL in the L-bounded edge delay model such that:
1. b(u) > 0 for every neuron u.
2. Every weak neuron v has no self-loop.
3. There is no edge from a strong neuron to a strong neuron.
4. Every negative edge has weight −∞.
5. For every neuron u, either any excitatory incoming neighbor of u is weak, or any excitatory
incoming neighbor of u is strong.
6. Let v be a strong incoming neighbor of a neuron u, and let f be an inhibitor. Then if f
has an edge to v, it also has an edge to u.
p
Then there exists a network NR in the T -bounded node-delay model with T ≤ L/5 with
V (NR ) = V (NL ) such that NR and NL are similar.
Defining the node-delay network NR . The network NR is exactly as NL , up to small
adaption of the weights. Denote by wL : V → R the weight function of the network NL .
Define the weight function wR of NR as
wR (v, u) =

(
T · wL (v, u) v 6= u, v is strong,
wL (v, u)

Otherwise.

Correctness. We will show that NL and NR are similar. Fix a node-delay function t : V →
N≤T . First, we define the corresponding latency function ` and prove it is valid, i.e. that ` is
nice and `(v, u, τ ) ∈ [1, L] for every neurons v, u and round τ . Then, we restate Lemma 49
in order to prove its correctness by induction on the round.
Definition of the latency function `. First, set the latency of self-spikes to be of value 1.
For a neuron u, we say that u is weak-incoming if any excitatory incoming neighbor of u
is weak, and we say that u is strong-incoming if any excitatory incoming neighbor of u is
strong. Note that by property 5, every neuron u is either weak-incoming or strong-incoming.
For a strong-incoming neuron u, an inhibitor v and τL ≥ 0, set `(v, u, τL ) = 2T 2 + 1. Now
consider the remaining spikes, which are either positive spikes, or spikes to a weak-incoming
neuron u.
For every τL ≥ 0 define the latency value for the spike event hv, u, τL i as follows. Let j
be an integer satisfying that τL ∈ Lj (v), and let i be such that j · t(v) + 1 ∈ Ri (u), hence
(v, j · t(v)) ∈ A(u, i).
If v is weak, then for τL = j · T · t(v) set `(v, u, τL ) = i · T · t(u) − τL . That is, the
spike hv, u, τL i is scheduled to arrive in the first round of Li (u). For τL > j · T · t(v), set
`(v, u, τL ) = 1. Otherwise, if v is strong, consider the following argument. For every second
τL in the edge-latency simulation, let τR be the second in the node-delay simulation such
that τL ∈ BτR .
Case (I): there exists a second in [τR + 1, τR + 2T ] such that u fires in the node-delay
simulation, let τR0 be the first such second. Set `(v, u, τL ) = τR0 · T − τL , that is schedule
hv, u, τL i to arrive in round τR0 · T .
Case (II): case I does not apply, and there is an inhibitor f which is an incoming
neighbor of u, and a second τR0 ∈ [τR − T, τL + 2T ] such that f fires in τR0 in the nodedelay simulation. Then for such τR0 , set `(v, u, τL ) = τR0 · T + (2T 2 + 1) − τR , that is
schedule hv, u, τL i to arrive in round τR0 · T + (2T 2 + 1).
Case (III): neither case (I) nor case (II) apply. Set `(v, u, τL ) = 1.
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The intuition is that for a positive spike in the edge-delay simulation, we look for a round
such that u is supposed to fire in the next 2T 2 rounds. If we cannot find one, we want to
send the spike to a round that we know it will not activate u. This is a round in which u
receives a negative spike (since negative spikes are of weight −∞). If such round also does
not exist, it implies that the total weight of positive incoming neighbors of u that fired in
round τL is low, and we can schedule all these spikes to arrive together in τL + 1 without
activating u. We next show that ` is valid.
B Claim 50. ` is a valid latency function for NL .
Proof. First, since all self-spikes have latency value 1, ` is nice. For a negative spike hv, u, τL i
such that u is strong-incoming, it holds that `(v, u, τ ) = 2T 2 + 1 < L. Therefore we are
left to show validity for positive spikes, and for negative spikes that are fired towards a
weak-incoming neuron. Consider a spike hv, u, τL i, and let j be an integer satisfying that
τL ∈ Lj (v). Furthermore, let i be an integer such that j · t(v) + 1 ∈ Ri (u).
Next, assume that v is weak. We distinguish between two cases depending whether τL is
the first round in the block or not. For τL = i · T · t(v) we have `(v, u, τL ) = i · T · t(u) − τL .
Recall that Ri (u) = [(i − 1) · t(u) + 1, i · t(u)], thus j · t(v) + 1 ≤ i · t(u), and `(v, u, τL ) =
T · (i · t(u) − j · t(v)) ≥ T ≥ 1. Furthermore j · t(v) + 1 ≥ (i − 1) · t(u) + 1, hence
i · t(u) − j · t(v) ≤ t(u) ≤ T , and `(v, u, τL ) ≤ T · (i · t(u) − j · t(v)) ≤ L. Otherwise, i.e. for
τL ≥ i · T · t(v), it holds that `(v, u, τL ) = 1, and thus `(v, u, τL ) ∈ [1, L].
It remains to consider the case where v is strong. Let τR be the second in the nodedelay simulation such that τL ∈ BτR . Consider the definition of ` for a spike hv, u, τL i.
In case (I), we have `(v, u, τL ) = τR0 · T − τL , and since τR0 ∈ [τR + 1, τR + 2T ] it holds
that 1 ≤ τR0 · T − τL ≤ 2T 2 < L. In case (II), since τR0 ∈ [τR − T, τR + 2T ], we have
that `(v, u, τL ) = τR0 · T + (2T 2 + 1) − τL ∈ [1, 5T 2 ]. Finally, in case (III) we simply have
`(v, u, τL ) = 1. Hence, in all cases it holds that `(v, u, τL ) ∈ [1, L].
C
In order to show that hNR , ti ∼ hNL , `i, we restate the condition for similarity in the following
lemma. We then prove the lemma by induction on the round τL .
I Lemma 51 (Restating Lemma 49). For every round τL ≥ 0 of the simulation hNL , `i and
for every neuron u, let i be such that τL ∈ Li (u). Then:
1. If σi (u, NR ) = 1:
If τL = i · T · t(u) then u fires in τL .
If τL > i · T · t(u) then u fires iff u is strong.
2. If σi (u, NR ) = 0 then u does not fire in τL .
For the base case τL = 0, the correctness follows the fact that both simulations have the
same starting configuration. Now, let τL ≥ 1 and assume correctness for every τL0 ≤ τL − 1.
Fix a neuron u and let i be an integer such that τL ∈ Li (u). We start with a useful auxiliary
claim.
B Claim 52. Let u be a weak-incoming neuron, v an incoming neighbor of u, and τL0 ≥ 0.
Furthermore, let j be such that τL0 ∈ Lj (v), and i such that j · t(v) + 1 ∈ Ri (u). Then the
spike hv, u, τL0 i occurs and arrives to u in round τL = i · T · t(u) in the simulation hNL , `i iff
τL0 = j · t(v) and the spike hv, u, j · t(v)i occurs and arrives to u in Ri (u) in the simulation
hNR , ti.
Proof of Claim 52. Since u is weak-incoming v is weak, then by the induction assumption for
τL0 and the definition of `, the spike event hv, u, τ 0 i occurs and arrives in round τL iff there
exists j such that τL0 = j · T · t(v) and σj (v, NR ) = 1. This happens iff in the simulation of
hNR , ti the spike event hv, u, j · t(v)i occurs and arrives to u in Ri (u).
C
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We split the proof of Lemma 51 into two cases.
Case 1: u is weak-incoming. Assume τL = i · T · t(u), we want to show that u fires in round
τL iff σi (u, NR ) = 1. By Claim 52, we get that the mapping hv, u, j·T ·t(v)i 7→ hv, u, j·t(v)i
is a bijection between the set of non self-spikes that u receives in τL in the simulation
hNL , `i and the set of non-self spikes that u receives in Ri (u) in the simulation hNR , ti.
As for self-spikes, note that if u is weak it has no self-loop. If u is strong, then by the
induction assumption u fires in τL − 1 iff σi−1 (u, NR ). Thus, u receives the self-spike
hu, u, τL − 1i in τL iff it receives the self-spike hu, u, (i − 1) · T · t(u)i in Ri (u). Since
wL (v, u) = wR (v, u) for every weak neuron v and for v = u, we get that the total spike
weight that u receives in τL equals to the total spike weight it receives in Ri (u). Thus, u
fires in round τL iff σi (u, NR ) = 1.
Now, assume τL > i · T · t(u) and that either v is weak, or v is strong and σi (u, NR ) = 0.
We want to show that u does not fire. Note that if v is weak then it has no self-loop, and
if v is strong and σi (u, NR ) = 0 then by the induction assumption for τL − 1, u does not
fire in τL − 1. Thus, in both cases u does not receive a self-spike in τL . Furthermore, u
has no strong neighbors, therefore by Claim 52 u does not receive any positive spikes
from incoming neighbors. Since b(u) > 0, u does not fire in τL .
Finally, assume τL > i · T · t(u), and assume u is strong and σi (u, NR ) = 1. We want
to show that u fires. Note that by Claim 52, u does not receive a negative spike in τL .
Furthermore, since σi (u, NR ) = 1 by the induction assumption for τL − 1, u fires in τL − 1
and therefore u receives a self-spike in τL . Since wL (u, u) ≥ b(u), u fires in τL .
Case 2: u is strong-incoming. By the properties of NL there is no edge between strong
neurons, and weak neurons have no self-loop. Hence u is weak and has no self-loop. We
handle separately the following sub-cases:
Case 2.1: σi (u, NR ) = 1 and τL = i · T · t(u). We want to show that u fires in τL .
Let hv, u, j · t(v)i be a positive spike in the simulation hNR , ti that arrives to u in
Ri (u), and let τL0 be one of the T rounds [j · T · t(v), j · T · t(v) + (T − 1)]. Since v is
strong then by the induction assumption for τL0 v fires in τL0 , and therefore the spike
event hv, u, τL0 i occurs in the simulation hNL , `i. We now show that hv, u, τL0 i arrives
to u in τL , according to the definition of ` for spikes from strong neurons.
Since σi (u, NR ) = 1, u fires in the second rR = i · t(u) in the simulation hNR , ti.
Note that j · t(v) + 1 ∈ Ri (u) implies that i · t(u) − j · t(v) ≤ T . Hence in particular
0
0
i · t(u) ∈ [j · t(v) + 1, j · t(v) + 2T ]. Let rR
∈ [j · t(v) + 1, j · t(v) + 2T ] with rR
< i · t(u).
0
0
Note that rR ∈ Ri (u), therefore rR is not an end of a round of u. Hence u does not fire
0
in rR
. Therefore the second rR = i · t(u) is the first second in [j · t(v) + 1, j · t(v) + 2T ]
that u fires, and due to the definition of ` the spike hv, u, τL0 i arrives in round τL .
Now, let f be an inhibitory incoming neighbor of u. By the definition of `, a spike
from f to u can arrive only in a round of the form τR0 · T + T 2 + 1 for some second τR0 ,
which is not a multiplicity of T . Note that τL = i · T · t(u) is a multiplicity of T . Thus
u does not receive a negative spike in τL .
We get that in round τL , u receives only positive spikes in τL , and for every positive spike
hv, u, j · t(v)i that arrives to u in Ri (u) and every τL0 ∈ [j · T · t(v), j · T · t(v) + (T − 1)],
u receives a spike hv, u, τL0 i. Since wR (v, u) = T · wL (v, u) for every strong v and
[j · T · t(v), j · T · t(v) + (T − 1)] contains T rounds, we get that the total spike weight
that u receives in τL is at least the total spike weight it receives in Ri (u) in the
node-delay simulation. Since σi (u, NR ) = 1, u receives in Ri (u) a spike weight of at
least b(u), which implies the same for round τL in the edge-delay simulation. Thus u
fires in round τL .
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Case 2.2: σi (u, NR ) = 0 or τL > i · T · t(u). We want to show that u does not fire
in τL . Towards contradiction, assume that it does. First note that if u receives no
positive spikes in τL , then since b(u) > 0 u does not fire in τL . Otherwise, let hv, u, τL0 i
be a positive spike that arrives to u in round τL . Recall that since v is strong, there
are three cases for defining the latency value of hv, u, τL0 i.
We will now show that hv, u, τL0 i belongs to case (II). It does not belong to case (I),
since it does not hold that σi (u) = 1 and τL = i · T If we are in case (II), then there
exists an inhibitor f which is connected to u that fired in second τR0 in the node-delay
simulation that arrived in τL , i.e. such that τL = τR0 · T + (T 2 + 1). By the induction
assumption for τR0 · T , u fires in round τR0 · T in the edge-delay simulation, and since
u is strong-incoming then by the definition of ` the spike hf, u, τR0 · T i arrives to u in
round τR0 · T + (T 2 + 1) = τL . Since negative spikes are of weight −∞, u does not fire
in τL . Therefore, hv, u, τL0 i belongs to case (III).
By the definition of case (III), hv, u, τL0 i was generated in round τL0 = τL − 1. Let j be
such that τL − 1 ∈ Lj (v), and let τR such that τL − 1 ∈ BτR . Furthermore, let v be an
excitatory incoming neighbor that fires in τL − 1, let j be such that τL − 1 ∈ Lj (v),
and let τR such that τL − 1 ∈ BτR . Our goal is to show that v fires in [τR + 1, τR + T ]
in the node-delay simulation, by showing that it receives enough positive spikes from
its neighbors in this interval.
Let f be an inhibitor that has an edge to v. By the network properties f also
has an edge to u, and since we are not in case (II) in the definition of `, f does
not fire in the interval [τR − T, τL + 2T ] in the node-delay simulation. This implies
that v does not receive a negative spike in [τR − T + 1, τR + 2T + 1]. Notice that
τR ∈ [j · t(v), (j + 1) · t(v) − 1], and since t(v) ≤ T we get
Rj+1 (v) = [j · t(v) + 1, (j + 1) · t(v)] ⊆ [τR − T + 1, τR + 2T + 1].
Therefore, v does not receive a negative spike in Rj+1 (v).
By the induction assumption for τL − 1 we have σj (v, NR ) = 1. Together with the fact
that v is strong and receives no negative spikes in Rj+1 (v), we get that σj+1 (v, NR ) = 1,
i.e. v fires in the node-delay simulation in the second (j + 1) · t(v). This implies that u
receives a spike from v in (j + 1) · t(v) + 1, which is inside the interval [τR + 1, τR + T ].
If so, let W the total weight of the incoming neighbors of u that fired in round τL − 1.
Since u fires in round τL , it holds that W ≥ b(u). We will show this implies that u
fires in some round in [τR + 1, τR + 2T ], which contradicts the fact that none of the
arriving spikes belong to case I.
We showed that for every neuron v that fires in τL − 1 in the edge-latency simulation, u
receive a spike from v in some round τR0 ∈ [τR + 1, τR + T ] in the node-delay simulation.
By the definition of wR it holds that wR (v, u) = T · wL (v, u), and therefore we get
τX
R +T

WτR0 ≥ T · W.

0 =τ +1
τR
R

By an averaging argument there is a second τR0 ∈ [τR + 1, τR + T ] with WτR0 ≥
(T · W )/T = W .
Let i0 be an integer such that τR0 ∈ Ri0 (u). Therefore u receive in Ri0 (u) a total positive
spike weight of at least W ≥ b(u). Furthermore, since no spike belongs to case C.2,
u do not receive a negative spike in Ri0 (u) ⊆ [τR + 1, τR + 2T ]. Thus, u fires in the
second i0 · t(u) ∈ [τR + 1, τR + 2T ], a contradiction.
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C.3

The Complete Synchronization Scheme

We are now ready to complete the proof of Theorem 5. We consider a neural network N
and an integer parameter T . Set L = 5T 2 and let NL = syncE (N , L) be the synchronized
network of N in the L-bounded node-delay model. We will now show that NL satisfies the
properties in the conditions of Lemma 49.
Showing that NL satisfies the properties of Lemma 49. Note that by the definition of the
edge-delay synchronization scheme given in Section 4.3, every neuron u ∈ NL is contained in
one of the following modules: (1) an ORsync or NOTsync subnetwork (Section 4.1), (2) a chain
of a threshold gate which is a implemented as a boolean circuit subnetwork (Section B.3), or
(3) the chain of the global pulse generator (Section 4.3). By the definitions of these modules,
properties 1 and 2 hold. Moreover, together with the fact that edges between the modules
connect only weak excitatory neurons, we also get property 3. Furthermore, note that the
only inhibitors in the network are r and vr neurons (which is later added in 4.3) in the
NOTsync module, and all their edges have weight −∞. Therefore, property 4 is satisfied.
The remaining properties 5 and 6 are relevant only for strong neurons. Therefore, consider
the NOTsync module (Lemma 14), which is the only module that contains strong neurons.
By the module definition, there are two possible types of strong neurons: (i) the memory
neuron m, that is only connected to the reset neuron r; and (ii) intermediate neuron vi , that
is only connected to the output neuron z. In case (i), v has only one incoming inhibitor,
which is the neuron vr that resets the whole network after it finishes. Thus vr also has an
edge to r. In case (ii), v has two incoming inhibitors, vr and r, which both have an edge to
z. Therefore property 6 holds. Furthermore, both r and z have no edges from weak neurons.
Hence, property 5 holds.
Indeed, NL satisfies the conditions of Lemma 49, and therefore there exists a network
NR in the T -bounded node delay model which is similar to NL . We are left to show the
transitivity of similarity, i.e. that if N ∼ NL and NL ∼ NR , also N ∼ NR .
Showing transitivity of similarity. Let t be a node-delay function for NR . First, by the
similarities of the networkss we get V (N ) = V (NL ) = V (NR ). Moreover, by the definition of
NL ∼ NR there exists a latency function ` for NL such that hNL , `i ∼ hNR , ti. Let Π be the
execution of N , ΠL be the execution of hN , `i, and ΠR be the execution of hN , ti. Let the
interval [rL (v, p), rL (v, p + 1)) be the pth phase of ΠL , and define [rR (v, p), rR (v, p + 1)) as
the pth phase of ΠR , where the definition of rR (v, p) is as follows. Let L∗p (v) be the earliest
block Li (v) whose first round τp∗ is contained in phase p of ΠL , then rR (v, p) = τp∗ /T . We
wish to prove the following claim.
B Claim 53.
of ΠR .

For every neuron v and p ≥ 0, v fires in round p of Π iff v fires in phase p

First, note that by the construction of NL = sync( N , L), every neuron v ∈ V (N ) can fire
only after the chain neuron cαL4 +L fires. Since αL4 > t(v) · T this implies that v does not
fire in the first t(v) · T rounds of each phase in ΠL . We prove the two directions of the claim.
Assume neuron v fires in round p in Π. Because N ∼ hNL , `i there is a round τL in
phase p of ΠL where v fires. Since v does not fire in the first t(v) · T rounds of each
phase we have τL ≥ rL (v, p) + t(v) · T . Since Lj (v) consists of t(v) · T rounds, the first
round of Lj (v) is in phase p. Therefore, j · t(v) · T ≥ τ ∗ , and therefore j · t(v) ≥ rR (v, p).
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Furthermore we have that j · t(v) is not in phase p + 1. Hence also j · (v) < rR (v, p + 1),
i.e. j · t(v) is in phase p of Π. Due to the similarity hNL , `i ∼ hNR , ti, since v fires in
Lj (v) it also fires in j · t(v). Hence v fires in phase p of ΠR .
Assume that v fires in phase p in ΠR . Assume this happens in round τR , then τR ≥ τp∗ /T .
Thus j · T · t(v) ≥ τp∗ ≥ rL (v, i). Furthermore, j · t(v) < τp∗ /T implies that round j · T · t(v)
was before phase p + 1 of ΠL . Therefore j · T · t(v) is in phase p of ΠL . By the similaritiy
hNL , `i ∼ hNR , ti we have that v fires in round j · T · t(v) in ΠL . Hence v fires in phase p
of ΠL . By the similarity N ∼ hNL , `i we get that v fires in round p of Π.
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1

Introduction

In this paper, we introduce and study certified algorithm, describe their properties, present
a framework for designing certified algorithms, provide examples of certified algorithms for
Max Cut/Min Uncut, Minimum Multiway Cut, k-medians and k-means. Recall the definition
of an instance perturbation, which was given by Bilu and Linial [10].
I Definition 1. Consider a combinatorial optimization or clustering problem. Suppose that
every instance has a number of parameters p1 , . . . , pm > 0; for example, if the problem is a
graph partitioning problem, the parameters are edge weights; if it is a constraint satisfaction
problem, the parameters are constraint weights; if it is a clustering problem, the parameters
are distances between points.
Let γ ≥ 1. An instance I 0 is a γ-perturbation of I if it differs from I only by the values
of the parameters, and the parameters p01 , . . . , p0m of I 0 satisfy the following inequality
pi ≤ p0i ≤ γpi

for every i

(1)

alternatively, we may require that
pi /γ ≤ p0i ≤ pi

for every i.
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Note that if γ = 1, then I 0 = I. Loosely speaking, the closer γ to 1 is, the closer I 0 to I is.
All problems we consider are scale invariant, so it will not matter whether we use formula (1)
or (2). It will be convenient to use (1) for combinatorial optimization problems and (2) for
clustering problems. The central definition of this paper is that of a certified algorithm.
I Definition 2. A γ-certified solution for instance I is a pair (I 0 , s∗ ), where I 0 is a γperturbation of I and s∗ is an optimal solution for I 0 . A γ-certified algorithm (or a γ-certified
approximation algorithm) is an algorithm that finds a γ-certified solution.1
The definition of a certified algorithm is inspired by the notions of smoothed analysis [18]
and perturbation-resilience (also known as Bilu-Linial stability) [10]. Recall that in the
smoothed analysis framework, we analyze the performance of an algorithm on a small random
perturbation of the input instance. That is, we show that, after we randomly perturb the
input, the algorithm can solve it with the desired accuracy in the desired time. A certified
approximation algorithm perturbs the input instance on its own and then solves the obtained
instance exactly. Importantly, the perturbation does not have to be random or small. Now,
let us talk about perturbation resilience.
I Definition 3 ([10]). An instance I is γ-perturbation-resilient2 if every γ-perturbation of I
has the same optimal solution as I (we require that I have a unique optimal solution).
Bilu and Linial [10] initiated the study of perturbation resilience in 2010. Perturbationresilient instances model practical instances, and the model is particularly well-suited for
capturing problems arising in machine learning. As Bilu-Linial (as well as other authors,
see [6, 9]) argued most practically relevant instances should be perturbation-resilient. Since
the seminal paper by Bilu and Linial, there has been a lot of research on algorithms for
perturbation-resilient instances (see e.g., [10, 9, 6, 16, 7, 3, 11, 8], see also [15] for a survey
of known results) and by now there are a number of algorithms for perturbation-resilient
instances of various graph partitioning, clustering, and other problems. A closely related
notion to perturbation resilience is that of weak perturbation resilience.
I Definition 4 ([16]). Consider an instance I. Let s∗ be an optimal solution and N be a set
of solutions, which includes all optimal solutions. Assume that for every γ-perturbation I 0 of
I, solution s∗ is better than every s ∈
/ N with respect to the I 0 objective. Then I is (γ, N )weakly perturbation-resilient. We say that an algorithm solves a weakly perturbation-resilient
instance I, if given a (γ, N )-weakly perturbation-resilient instance, it finds a solution s ∈ N
(crucially, the algorithm does not know N .)
Intuitively, N is the set of solutions that are close to s∗ in some sense. Say, N might be the set
of solutions that are at most ε far from s∗ in some metric or have similar structural properties
to s∗ . Note that (γ, {s∗ })-weak perturbation resilience is equivalent to γ-perturbation
resilience. In general, the requirement that an instance I be weakly perturbation-resilient is
somewhat less restrictive than the one that I be perturbation-resilient.

1
2

We call the solution “certified”, because, as we will see later, I 0 “certifies” that s∗ is a γ-approximation.
Perturbation-resilient instances are also known as Bilu–Linial stable instances.
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Consider a γ-certified algorithm A for a constraint satisfaction or graph partitioning problem
(or any problem whose objective is homogeneous of degree 1)3 . First of all, A is also a
γ-approximation algorithm, it always finds a γ-approximate solution. Then it exactly solves
γ-perturbation-resilient instances and solves (γ, N )-weakly perturbation-resilient instances.
Thus, we have both worst-case and beyond-worst-case guarantees for A. We believe that this
property is very desirable in practice. In particular, if our instance is indeed perturbationresilient, we will find an exact solution; if it is not, we will find a reasonably good approximate
solution. Note that other algorithms do not satisfy this property: state-of-the-art approximation algorithms do not solve perturbation-resilient instances and state-of-the-art algorithms
for perturbation-resilient instances do not provide a good approximation if the instance is
not perturbation-resilient. Additionally, A also satisfies some other properties; we prove in
Theorems 10, 11, and 13 that:
Worst-Case Guarantees. Algorithm A finds a γ-approximate solution for any instance
I; further, it finds a γ-approximate solution for the complimentary objective. For example,
if the problem is a constraint satisfaction problem (CSP), then A finds a solution that is a
γ-approximation for the problems of (1) maximizing the weight of the satisfied constraints
and (2) minimizing the weight of the unsatisfied constraints. Additionally, if the problem
is a CSP, A is also a γ-approximation algorithm for the variant of the problem with hard
constraints.
Beyond-Worst-Case Guarantees. Algorithm A exactly solves γ-perturbation-resilient
instances and solves (γ, N )-weakly perturbation-resilient instances.
I Remark 5. The running time of most algorithms that we consider will depend not only on
the size of the instance but also on the magnitude of the parameters. In a sense, we will assume
that all parameters are given in the unary. More precisely, let ρ be the ratio between the
largest and smallest parameters (for constraint satisfaction and graph partitioning problems,
ρ is the ratio between the largest and smallest constraint/edge/node weights; for clustering
problems, ρ is the aspect ratio of the given metric space, the ratio between the largest and
smallest distances). Then the running time will depend polynomially on the input size and ρ.
Thus we will call our algorithms pseudo-polynomial-time algorithms.
I Definition 6. We say that a certified algorithm runs in pseudo-polynomial time if its
i pi
running time is polynomial in the size of the input n and ρ = max
mini pi .

1.2

Our Results

The main contribution of this paper is conceptual rather than technical. We introduce the
notion of a certified algorithm and prove that certified algorithms satisfy the properties listed
above. We believe that certified algorithms will prove useful in developing new algorithms
for solving worst-case and beyond-worst-case instances. We also believe that even if one is
primarily interested in designing an algorithm for solving perturbation-resilient instances,
it is often more convenient to design a certified algorithm (as it is guaranteed to solve
perturbation-resilient instances).

3

That is, the value of the objective multiplies by α when we multiply all the parameters (exactly) by α.
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We provide a general framework for designing polynomial-time certified algorithms for
combinatorial optimization problems and give examples of algorithms for combinatorial
optimization and clustering problems. We also present some negative results. In establishing
these results, we heavily use techniques from papers on perturbation resilience [16, 3, 11, 8, 12].
Specifically, we give pseudo-polynomial-time γ-certified algorithms for
√
Min Uncut and Max Cut with γ = O( log n log log n) (cf. the state-of-the-art approxi√
mation algorithm for Min Uncut gives an O( log n) approximation [1]),
Minimum Multiway Cut with γ = 2 − 2/k + εn for every εn such that εn > 1/ poly(n)
(cf. the state-of-the-art approximation algorithm gives a ≈ 1.296 approximation [17])
k-medians with γ = 3 + ε for every fixed ε > 0 (cf. the state-of-the-art algorithm gives a
≈ 2.732 approximation [14]).
We also observe that the algorithm for (1 + ε) -perturbation resilient instances of Euclidean
k-means and k-medians by Friggstad, Khodamoradi, and Salavatipour [12] is (1 + ε)-certified
(see Theorem 24). Additionally, we show that there are no polynomial-time or pseudopolynomial-time O(n1−δ )-certified algorithms for Minimum Vertex Cover, Set Cover, and
Min 2-Horn Deletion if P =
6 N P (for every fixed δ > 0).
I Note (Follow-up work). In a follow-up paper [2], Angelidakis, Awasthi, Blum, Chatziafratis,
and Dan use our framework to design a number of new certified algorithms for such problems
as Euclidean Maximum Independent Set and Node Multiway Cut.

2

Preliminaries

We start with formally defining what an instance of a combinatorial optimization problem is.
I Definition 7. An instance of a combinatorial optimization problem is specified by a set
of feasible solutions S (the solution space), a set of constraints C, and constraint weights
wc > 0 for c ∈ C. Typically, the solution space S is of exponential size and is not provided
explicitly. Each constraint is a map from S to {0, 1}. We say that a feasible solution s ∈ S
satisfies a constraint c in C if c(s) = 1.
We consider maximization and minimization objectives.
The maximization objective is to maximize the total weight of the satisfied constraints:
P
find s ∈ S that maximizes valI (s) ≡ c∈C wc c(s).
The minimization objective is to minimize the total weight of the unsatisfied constraints:
P
P
find s ∈ S that minimizes c∈C wc (1 − c(s)) = w(C) − valI (s) (where w(C) = c∈C w(c)
is the total weight of all the constraints).
We say that maximization and minimization are complementary objectives. Weights {wc }c∈C
are the parameters of the instance in the sense of Definition 1.
Note that s∗ is an optimal solution for I with the maximization objective if and only if it is
an optimal solution for I with the minimization objective. Accordingly, (I 0 , s) is a γ-certified
solution for I with the maximization objective if and only if it is a γ-certified solution for I
with the minimization objective.
I Definition 8. An optimization problem P is a family F of instances. All instances in F
have a fixed objective; either all of them have a maximization or all have a minimization
objective. We assume that if instance (S, C, w) is in F, then so is (S, C, w0 ) for any choice
of weights wc > 0.
This definition captures various constraint satisfaction, graph partitioning, and covering
problems. Consider for example Min Uncut. In Min Uncut, the goal is to find a cut (S, S̄) in
a given graph G = (V, E, w) that minimizes the total weight of the uncut edges (edges that
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connect vertices within S or within S̄). For Min Uncut, S is the set of all cuts in G. There is
a constraint ce for every edge e ∈ E; a cut satisfies constraint ce if and only if it cuts edge e.
P
The objective is to minimize c∈C wc (1 − c((S, S̄))). The objective for the complementary
P
problem, Max Cut, is c∈C wc c((S, S̄)).
There are also certified algorithms for clustering problems. In this paper, we describe a
(3 + ε)-certified algorithm for k-medians and note that algorithms for Euclidean k-means
and k-medians from [12] are (1 + ε)-certified. Recall the definition of k-medians.
I Definition 9. In k-medians, we are a given a set of points X, metric d on X, which
satisfies triangle inequalities, and a parameter k ≥ 1. The cost of a cluster C ⊂ X is
X
cost C = min
d(u, c).
c∈X

u∈C

The goal is to partition X into k clusters C1 , . . . , Ck so as to minimize their total cost
Pk
i=1 cost Ci . The parameters of the problem (in the sense of Definition 1) are the pairwise
distances d(u, v).
P
We say that c is an optimal center for C, if c ∈ arg minc∈X d(u, c). Note that a set of
centers c1 , . . . , ck defines a clustering C1 , . . . , Ck of X; namely, C1 , . . . , Ck is the Voronoi
partition for c1 , . . . , ck (if there are ties, several partitions may correspond to the same set of
centers).
A γ-perturbation of an instance (X, d) is an instance (X, d0 ), such that γ1 d(u, v) ≤
d0 (u, v) ≤ d(u, v) for every u, v ∈ X. Note that we do not require that d0 satisfy triangle
inequalities (if we did, we would get the definition of a metric perturbation; see [3] for details).

3

Properties of Certified Algorithms

In this section, we prove that certified algorithms satisfy the properties we described in
Section 1.
I Theorem 10. Consider a γ-certified algorithm A for a combinatorial optimization problem.
A finds a solution that is a γ-approximate solution w.r.t. both the maximization and
minimization objectives.
If the instance is γ-perturbation-resilient, A finds the optimal solution. If it is (γ, N )weakly perturbation-resilient, A finds a solution in N .
Proof. Consider an instance I. Denote its optimal solution by s∗ . Denote the certified
solution found by A by (I 0 , s0 ). For each c ∈ C, let wc and wc0 be its weights in I and I 0 ,
respectively.
I. First, we prove that the algorithm always gives a γ-approximation for both objectives.
Consider the maximization objective. We have,
valI (s0 ) =

X

wc c(s0 ) ≥

c∈C

X w0

c

c∈C

γ

c(s0 ) =

1X 0 0
wc c(s )
γ
c∈C

1X 0 ∗
1X
valI (s∗ )
≥
wc c(s ) ≥
wc c(s∗ ) =
γ
γ
γ

(?)

c∈C

0

c∈C

where (?) holds since s is an optimal solution for I . We conclude that s0 is a
γ-approximate solution for the maximization objective. Similarly, we analyze the
minimization objective.
X
X
X
X
wc (1 − c(s0 )) ≤
wc0 (1 − c(s0 )) ≤
wc0 (1 − c(s∗ )) ≤ γ
wc (1 − c(s∗ )).
c∈C

c∈C

0

c∈C

c
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unperturbed instance
perturbed instance

problem Phard
I
I0

problem P
J
J0

Figure 1 Instances I, J , I 0 , and J 0 . If s is a feasible solution for I 0 , valI 0 (s) = valJ 0 (s) − WH .

II. Now, assume that I is γ-perturbation-resilient. By the definition of perturbation
resilience, I and I 0 have the same optimal solution. Thus, s∗ is an optimal solution not
only for I 0 but also for I. Finally, assume that I is (γ, N )-weakly perturbation-resilient.
Since I is (γ, N )-weakly perturbation-resilient and I 0 is a γ-perturbation of I, we get
form Definition 4 that either s0 ∈ N or s∗ is better than s0 w.r.t. to the I 0 objective.
The latter is not possible, since s0 is an optimal solution for I 0 . We conclude that
s0 ∈ N .
J
Consider an instance of an optimization problem. We may choose a subset of constraints
H ⊂ C and require that all of them are satisfied. We call them hard constraints and the
obtained instance an instance with hard constraints. Formally, given an instance (S, C, w)
and a subset of constraints H, we define the correspondent instance (S 0 , C 0 , w) with hard
constraints as follows: S 0 = {a ∈ S : c(s) = 1 for every c ∈ H}; C 0 = C \ H; w0 (c) = w(c) for
c ∈ C0.
I Theorem 11. Assume that γ = γn is at most polynomial in n. If there is a pseudopolynomial-time γ-certified algorithm for a problem P, then there is also a pseudo-polynomialtime γ-certified algorithm for a variant Phard of P with hard constraints.
Proof. Consider an instance I of Phard . Let H be the set of hard constraints and S be
the set of soft constraints. We transform I to an instance J of P by setting the weight of
P
every hard constraint c ∈ H to (γ + 1)W where W = c∈S wc is the total weight of the soft
constraints (see Figure 1). Note that the parameter ρJ for J (the ratio between the largest
and smallest constraint weights in J ; see Definition 6) is polynomial in ρI and the input size:
ρJ =

(γ + 1)W
|S|(γ + 1) maxc∈C wc
≤
≤ |S|(γ + 1)ρI .
minc∈C wc
minc∈C wc

We run the algorithm for P on input J and get a certified solution (J 0 , s∗ ). Let WH =
P
J0
J0
J0
c∈H wc , where wc is the weight of c in wc . Every feasible solution s for I satisfies all
the constraints in H and thus valJ 0 (s) ≥ WH . In particular, if I has a feasible solution s,
then valJ 0 (s∗ ) ≥ valJ 0 (s) ≥ WH . Conversely, every solution s for J 0 with valJ 0 (s) ≥ WH
satisfies all the hard constraints (since the total weight of the soft constraints is less than the
weight of any hard constraint in J 0 ) and thus is a feasible solution for I.
If valJ 0 (s∗ ) < WH , we report that I has no feasible solution. Otherwise, s∗ is a feasible
solution for I. We let I 0 be a perturbation of I, in which all the soft constraints have the same
weights as in J 0 . Observe that for every feasible solution s of I 0 , valI 0 (s) = valJ 0 (s) − WH .
It follows that s∗ is an optimal solution for I 0 . We output (I 0 , s∗ ).
J
I Corollary 12. Consider a problem P and its variant with hard constraints Phard . Let γn be
at most polynomial in n (the instance size). If there is a pseudo-polynomial-time γn -certified
algorithm for P, then there are pseudo-polynomial-time γn -approximation algorithms for
maximization and minimization variants of Phard .
We prove an analog of Theorem 10 for k-medians and k-means in Appendix (its proof is
very similar to that of Theorem 10).
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I Theorem 13. Consider a γ-certified algorithm A for k-medians or k-means. If A is
for k-medians, then A is a γ-approximation algorithm; if A is for k-means, then A is a
γ 2 -approximation algorithm. If the instance is γ-perturbation-resilient, A finds the optimal
solution. If it is (γ, N )-weakly perturbation-resilient, A finds a solution in N .

4

Designing Certified Algorithms

4.1

Iterative Improvement Algorithms

We use an iterative approach to design certified algorithms: our certified algorithms start
with an arbitrary solution and then iteratively improve it. The approach resembles that of
local search, except that improvements will not necessarily be local. In this approach, the
key component of a certified algorithm is a procedure for improving the current solution;
namely, a procedure for solving the following task.
I Task 14. Given an instance I and the current solution s,
either find a new solution s0 , which is better than s (w.r.t. to the I objective), or
find a γ certified solution (I 0 , s).
B Claim 15. Consider a combinatorial optimization or clustering problem. Let ε = εn >
1/ poly(n). Assume the following.
1. There is a polynomial-time algorithm for Task 14 with γ = γn .
2. There is polynomial-time algorithm that finds a feasible solution.
Then there is a pseudo-polynomial-time (1 + εn )γn -certified algorithm for the problem.
Proof. Let pmin = mini pi be the smallest parameter and ε0 = ε/2. First, we apply a
preprocessing step, where we round all parameters pi to multiples of q = ε0 pmin as follows:
p0i = (dpi /qe + 1)q.
It is easy to see that q ≤ p0i − pi ≤ 2q. Thus, instance I 0 with parameters p0i is a (1 + ε)
perturbation of I.
If the problem is k-medians (or for that matter another clustering problem), then
parameters pi are distances d(u, v), satisfying triangle inequalities. Then the new distances
d0 (u, v) also satisfy triangle inequalities:
d0 (u, v) + d0 (v, w) ≥ (d(u, v) + q) + (d(v, w) + q) ≥ d(u, w) + 2q ≥ d0 (u, w).
Now we proceed as follows. We find a feasible solution for I 0 and then iteratively improve it
using the procedure for Task 14, until the procedure finds a γ-certified solution (I 00 , s) for I 0 .
Clearly, I 00 is a (1 + ε)γ-perturbation of I. Thus, (I 00 , s) is a (1 + ε)γ-certified solution for I.
It remains to prove that the algorithm runs in pseudo-polynomial time. To do so, we
need to upper bound the number of iterations. Assume that the problem is a combinatorial
optimization problem. Consider the maximization objective. Initially the value of the
problem is non-negative. It increases by at least q in every iteration. When the program
P
terminates, it is at most c∈C wc0 ≤ (ρwmin + 2q)|C| (where ρ as in Definition 6). Thus the
algorithm performs at most (ρwminq+2q)|C| ≤ 2(ρ/ε + 1)|C| iterations, which is polynomial in
|C|, ρ, and 1/ε.
If the problem is k-medians, the cost of the initial clustering is at most n maxu,v∈X d0 (u, v).
It decreases by at least q in every iteration. The cost of the obtained clustering is non-negative.
It is easy to see that the number of iterations is polynomial in n, ρ, and 1/ε.
We conclude that the algorithm runs in pseudo-polynomial time.
C
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4.2

Designing Certified Algorithms for Combinatorial Optimization
Problems

Consider a combinatorial optimization problem. We show that in order to solve Task 14, it
suffices to solve the following task.
I Task 16. Assume that we are given an instance I = (S, C, w), a partition of its constraints
C = C1 ∪ C2 , and a parameter γ ≥ 1. We need to either
P
P
find s ∈ S such that γ c∈C1 wc c(s) > c∈C2 wc (1 − c(s)), or
P
P
report that for every s ∈ S:
c∈C1 wc c(s) ≤
c∈C2 wc (1 − c(s)).
(Note that the above options are not mutually exclusive.)
I Theorem 17. Assume that (1) there is a polynomial-time procedure for Task 16 with
γ = γn and (2) there is a polynomial-time algorithm that finds some s ∈ S. Then there
exists a pseudo-polynomial-time (γn + εn )-certified algorithm for the problem (for every
εn > 1/ poly(n)).
Proof. By Claim 15, it suffices to design an algorithm for Task 14. Given a solution s, we will
either find a better solution s0 or return a certified solution (I 0 , s). Let C1 = {c ∈ C : c(s) = 0}
and C2 = {c ∈ C : c(s) = 1} be the sets of unsatisfied and satisfied constraints, respectively.
Define weights w0 as follows:
(
wc ,
if c ∈ C1
0
wc =
γwc , if c ∈ C2
We run the procedure for Task 16 on instance I 0 = (S, C, w0 ). Consider two cases. Assume
P
P
first that the procedure returns a solution s0 such that γ c∈C1 wc0 c(s0 ) > c∈C2 wc0 (1−c(s0 )).
We get that
X
X
wc c(s0 ) >
wc (1 − c(s0 ))
c∈C1

c∈C2

and thus
X

valI (s0 ) =

wc c(s0 ) >

c∈C1 ∪C2

X

wc = valI (s).

c∈C2

In this case, we return s0 . Assume now that the procedure reports that for every solution s0 :
X
X
wc0 c(s0 ) ≤
wc0 (1 − c(s0 ))
c∈C1

c∈C2

or, equivalently,
valI 0 (s0 ) =

X
c∈C1 ∪C2

wc0 c(s0 ) ≤

X

wc0 = valI 0 (s).

c∈C2

Then s is an optimal solution for I 0 . We return a γ-certified solution (I 0 , s).

4.3

J

Certified Algorithm via Convex Relaxations

We describe how to design certified algorithms for combinatorial optimization problems using
convex relaxations. Consider a problem and a convex relaxation for it. We refer to problem
solutions s ∈ S as combinatorial solutions and relaxation solutions x as fractional solutions;
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we say that x is integral if it corresponds to a combinatorial solution s ∈ S. We assume
that in the relaxation we have a variable xc for each constraint c so that xc = c(s) for every
integral solution x and corresponding combinatorial solution s. The relaxations objective is
P
P
to maximize fval(x) = c∈C wc xc or (equivalently) minimize c∈C wc (1 − xc ).
Consider a randomized rounding scheme R that given a fractional solution x outputs a
combinatorial solution R(x). Rounding schemes are widely used for designing approximation
algorithms. When designing an algorithm for a maximization objective, one typically wants
the rounding scheme to satisfy the following approximation condition.
Approximation Condition. The probability that each constraint c ∈ C is satisfied by
R(x) is at least xc /α (the probability is over the random choices made by R).
If R satisfies this condition, it gives an α approximation for the maximization objective (in
expectation). On the other hand, when designing an algorithm for a minimization objective,
one wants the rounding scheme to satisfy the co-approximation condition.
Co-approximation Condition. The probability that each constraint c ∈ C is unsatisfied by R(x) is at most β(1 − xc ).
If R satisfies this condition, it gives a β approximation for the minimization objective (in
expectation). Following [16, 3], we consider rounding schemes that simultaneously satisfy
the approximation and co-approximation conditions.
I Definition 18. We say that a rounding scheme R is an (α, β)-rounding if it simultaneously
satisfies the approximation and co-approximation conditions with parameters α and β.
We note that (α, β)-rounding schemes have been shown to be very useful for solving
perturbation-resilient and weakly perturbation-resilient instances [16, 3]. In particular,
if there is an (α, β)-rounding scheme, then the relaxation is integral for (αβ)-perturbationresilient instances [16]. We now show that (α, β)-rounding schemes can be used for designing
certified algorithms.
I Theorem 19. Assume that there exists an (α, β)-rounding scheme R. Additionally, assume
that the support of R is of polynomial size and can be found in polynomial time.
Then there exists a pseudo-polynomial-time certified (γ + εn )-approximation algorithm
for the problem where γ = αβ (for any ε > 1/ poly(n)). Further, the algorithm outputs a
certified solution (I 0 , s∗ ) such that s∗ is an optimal solution not only for I 0 but also for the
relaxation for I 0 .
Proof. By Theorem 17, it suffices to design a polynomial-time procedure for solving Task 16.
First, we solve the convex relaxation for the problem and obtain an optimal fractional solution
P
P
x = x∗ . If c∈C1 wc xc ≤ c∈C2 wc (1 − xc ), then for every s ∈ S
X
X
X
X
X
X
X
wc c(s)+
wc c(s) ≤
w c xc +
wc xc ≤
wc (1−xc )+
wc xc =
wc . (3)
c∈C1

c∈C2

c∈C1

P

c∈C2

c∈C2

c∈C2

c∈C2

P

So we report that c∈C1 wc c(s) ≤ c∈C2 wc (1 − c(s)) for every s (option 2). Note that in
this case, the certified algorithm from Theorem 17 returns a certified solution (I, s∗ ) of value
P
valI 0 (s∗ ) = w(C2 ) ≡ c∈C2 wc . Eq. (3) shows that the value of every fractional solution (let
alone integral) is at most w(C2 ). Thus s∗ is an optimal solution not only for I 0 but also for
the relaxation for I 0 .
P
P
Assume now that c∈C1 wc xc > c∈C2 wc (1 − xc ). We apply rounding scheme R and
obtain a solution R(x). From the approximation and co-approximation conditions, we get
"
#
X
X
X
γ X
E γ
wc c(R(x)) −
wc (1 − c(R(x))) ≥
w c xc − β
wc (1 − xc ) > 0.
α
c∈C1

c∈C2

c∈C1

c∈C2

Here, we used that γ = αβ. Thus for some solution s in the support of R(x), we have
P
P
γ c∈C1 wc c(s) > c∈C2 wc (1 − c(s)). We find and return such a solution s.
J
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We note that it is sufficient to design a rounding procedure only for solutions that are
close to integral solutions.
I Definition 20. Let us say that a fractional solution x is δ-close to an integral if x =
(1 − δ)xint + δxf rac for some integral solution xint and fractional solution xf rac . Rounding
scheme R is a δ-local (α, β)-rounding if it is defined and satisfies the approximation and
co-approximation conditions for fractional solutions x that are δ-close to an integral solution.
It turns out that it is sufficient to have a δ-local rounding scheme (for any δ > 0) in Theorem 19.
To see that, we slightly change the proof of Theorem 19. We first find an optimal fractional
solution x∗ and then apply the rest of the argument to solution x = δx∗ + (1 − δ)xs (where
xs is the fractional solution corresponding to s).
Finally, we note that if the support of R is not of a polynomial size, we can get a
randomized certified algorithm. To do so, instead of trying out all solutions s in the support
of R(x), we apply R to x sufficiently many times and let s be the best of the obtained
solutions (if we use a δ-local rounding scheme, we need that δ > 1/ poly(n)).

5

Examples of Certified Algorithms for Optimization Problems

I Theorem 21.
I. There exists a pseudo-polynomial-time (1 + εn )αn -certified algorithm for Min Uncut
√
and Max Cut (these problems are complementary), where αn = O( log n log log n) is
the approximation factor for Sparsest Cut with Non-uniform Demands from [4] and
εn > 1/ poly(n).
II. There exists a pseudo-polynomial-time (2 − 2/k + εn )-certified algorithm for Minimum
Multiway Cut.
Proof.
I. We show how to solve Task 16 in polynomial time. Recall that in our formulation
of Min Uncut, ce ((S, S̄)) = 1 if edge e is cut. Let E1 = {e ∈ E : ce ∈ C1 } and
E2 = {e ∈ E : ce ∈ C2 }; denote the weight of the edges in Ei cut by (S, S̄) by
2 (S,S̄))
w(Ei (S, S̄)). Let φ(S) = w(E
. Then our goal is to either find a cut (S, S̄) such
w(E (S,S̄))
1

that φ(S) < γ or report that φ(S) ≥ 1 for every (S, S̄). Now the problem of minimizing
φ(S) over all cuts (S, S̄) is the same as finding the sparsest cut with non-uniform
demands in graph (V, E2 ) with edge capacities w, demand pairs E1 , and demand
weights w. We run the approximation algorithm for Sparsest Cut and get a cut (S, S̄)
that approximately – within a factor of γ – minimizes φ(S). If φ(S) < γ, we report cut
(S, S̄); otherwise, we report that φ(S 0 ) ≥ 1 for every cut (S 0 , S̄ 0 ).
II. Consider the LP relaxation for Minimum Multiway Cut by Călinescu, Karloff, and
Rabani. It is shown in [3] that there exists a δ-local (α, β)-rounding procedure for it
with αβ = 2 − 2/k. It follows from Theorem 19, that there is a (2 − 2/k + εn )-certified
algorithm.
J

6

(3 + ε)-Certified Local Search Algorithm for k-medians

In this section, we consider k-medians. We show that a local search algorithm is (3 + ε)certified. We note that our analysis is very similar to that in [11, 8].
We first apply the preprocessing step form Theorem 17 (where we round all distances
to multiples of some q). Then, we consider an arbitrary set of centers c1 , . . . , ck and the
corresponding clustering C1 , . . . , Ck . Then, at each iteration, we go over all possible swaps
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of size r: we swap r centers among c1 , . . . , ck with r points outside of c1 , . . . , ck . We choose
a swap that decreases the cost of the clustering, if there is one, and recompute C1 , . . . , Ck . If
there is no such swap, we terminate and output a certified solution ((X, d0 ), (C1 , . . . , Ck )),
where d0 (u, v) = γ1 d(u, v) if u = ci and v ∈ Ci for some i (or the other way around), and
d0 (u, v) = d(u, v), otherwise.
I Theorem 22. The ρ-local search algorithm for k-medians (described above) is a pseudopolynomial-time (3 + O(1/ρ))-certified algorithm.
Proof. We use Theorem 14. It guarantees that the algorithm runs in pseudo-polynomial
time. We need to show that when the algorithm terminates it indeed outputs a certified
solution. Suppose that the algorithm outputs a clustering with centers L = {l1 , . . . , lk }.
Consider an arbitrary set of centers S = {s1 , . . . , sk }. We need to show that the cost of
the k-median clustering with centers in L is at most the cost of the k-median clustering with
centers in S with respect to the perturbed distance function d0 . Let l(u) and s(u) be the
closest centers to point u in L and S respectively with respect to d; and let l0 (u) and s0 (u)
be the closest centers to point u in L and S respectively with respect to d0 . Our goal is to
prove that
X
X
d0 (u, l0 (u)) ≤
d0 (u, s0 (u)).
(4)
u∈X

u∈X

Observe that for every point u ∈ X, we have d(u, v) = d0 (u, v) for all v but v = l(u).
Thus, l0 (u) = l(u) and d0 (u, l0 (u)) = d(u, l(u))/γ. Consequently, the left hand side of (4)
P
equals u∈X d(u, l(u))/γ. Similarly, s0 (u) = s(u) and d0 (u, s0 (u)) = d(u, s(u)) if l(u) ∈
/ S.
0
0
However, if l(u) ∈ S, then d (u, s (u)) = min d(u, s(u)), d(u, l(u))/γ as, in this case, the
optimal center for u in S w.r.t. d0 can be l(u).
Let us split all vertices in X into two groups A = {u : l(u) ∈ S}and B = {u : l(u) ∈
/ S}.
0
0
Then, for u ∈ A, we have d (u, s (u)) = min d(u, s(u)), d(u, l(u))/γ ; and for for u ∈ B, we
have d0 (u, s0 (u)) = d(u, s(u)). Thus, inequality (4) is equivalent to

X d(u, l(u))
X
d(u, l(u))  X
≤
min d(u, s(u)),
+
d(u, s(u)),
γ
γ

u∈X

u∈A

u∈B

which after multiplying both parts by γ can be written as

 X
X
X
d(u, l(u)) ≤
min γd(u, s(u)), d(u, l(u)) +
γd(u, s(u)).
u∈X

u∈A

(5)

u∈B

For u ∈ A, we have d(u, s(u)) ≤ d(u, l(u)) since both s(u) and l(u) are in S and
s(u) = arg minv∈S d(u, v). Thus, min γd(u, s(u)), d(u, l(u)) ≥ d(u, s(u)). Consequently,
inequality (5) follows from the following theorem from [11] (see also [5] and [13]).
I Theorem 23 (Local Approximation; [11]). Let L be a r-locally optimal set of centers with
respect to a metric d and S be an arbitrary set of k centers. Define sets A and B as above.
Then,
X
X
X
d(u, l(u)) ≤
d(u, s(u)) + γ
d(u, s(u)),
u∈X

u∈A

for some γ = 3 + O(1/r).

u∈B

J
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7

Euclidean k-means and k-medians

We note that the algorithm for (1 + ε)-perturbation-resilient instances of Euclidean kmeans and k-medians (in a fixed dimensional space) by Friggstad, Khodamoradi, and
Salavatipour [12] is (1 + ε)-certified. The algorithm finds a solution S and perturbed metric
δ 0 on X ∪ S such that (see Lemma 2.2 in [12])
cost0 (S) ≤ cost0 (O),
where cost0 is the cost of the clustering w.r.t the perturbed metric δ 0 . In [12], O is the optimal
solution for the non-perturbed instance; however, the proof does not use that O is an optimal
solution and goes through if O is an arbitrary solution. Thus, Friggstad, Khodamoradi, and
Salavatipour proved that their algorithm finds a solution S (specified by the list of centers),
which is optimal w.r.t. the perturbed distances δ 0 . We get the following theorem.
I Theorem 24. For every fixed ε > 0 and d ≥ 1, there exist (1 + ε)-certified algorithms for
Euclidean instances of k-means and k-medians in Rd (namely, the local search algorithms
from [12]). The algorithms run in time polynomial in the bit complexity of the input.

8

Negative Results

In this section, we present several negative results for certified algorithms. They immediately
follow from the properties of certified algorithm we saw in Section 3. We note that similar
negative results were shown in [3] for robust algorithms for perturbation-resilient instances.
I Theorem 25. There are no pseudo-polynomial-time O(n1−δ )-certified algorithms for
Minimum Vertex Cover, Set Cover, and Min 2-Horn Deletion if P =
6 N P (for every fixed
δ > 0).
Proof. Let γ = cn1−δ be the hardness of Maximum Independent Set (MIS) [19].
I. According o Theorem 10, if there were a pseudo-polynomial-time or polynomial-time
γ-certified algorithm for Vertex Cover, then there would be a polynomial-time γapproximation algorithm for Maximum Independent Set (the problem complementary
to Minimum Vertex Cover).
II. Since each Vertex Cover instance is also a Set Cover instance, a certified algorithm for
Set Cover would also be a certified algorithm for Vertex Cover.
III. Observe that Max 2-Horn SAT with hard constraints is more difficult than MIS. An
instance (G, V, E) of MIS is equivalent to the following instance of Max 2-Horn SAT
with hard constraints: there is a variable xu for every u ∈ V , a hard constraint xu ∨ xv
for every (u, v) ∈ E, and a soft constraint xu . By Corollary 12, since there is no
γ-approximation for MIS, there is no polynomial-time algorithm for γ-perturbationresilient instances of Min 2-Horn Deletion.
J
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Proof of Theorem 13

Proof.
I. Denote the certified solution returned by the algorithm by ((X, d0 ), (C1 , . . . , Ck )). Let
C1∗ , . . . , Ck∗ be an optimal clustering. Let ci and c∗i be optimal centers of Ci and Ci∗
(respectively). Consider the case of k-medians first. We upper bound the cost of
(C1 , . . . , Ck ) w.r.t d as follows:
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k X
X

d(u, ci ) ≤ γ

i=1 u∈Ci

k X
X

d0 (u, ci ) ≤ γ

i=1 u∈Ci

k X
X
i=1

d0 (u, c∗i ) ≤ γ

u∈Ci∗

k X
X
i=1

d(u, c∗i ).

u∈Ci∗

Now, consider the case of k-means.
k X
X
i=1 u∈Ci

d(u, ci )2 ≤

k X
X

(γd0 (u, ci ))2 ≤ γ 2

i=1 u∈Ci

II. The proof is identical to that of Theorem 10.

k X
X
i=1

u∈Ci∗

d0 (u, c∗i ) ≤ γ 2

k X
X
i=1

d(u, c∗i ).

u∈Ci∗
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1

Introduction

Consider an n-vertex graph G = (V, E, `), where ` : E → Z>0 is an edge length function.1
The distance between two vertices u and v in G, denoted by dG (u, v), is defined to be the
length with respect to ` of a shortest (u, v)-path in G. The diameter of G is the maximum
distance between any two vertices, denoted by diam(G) = maxu,v∈V {dG (u, v)}.
A decomposition D of G is a partition of the vertex set V into pairwise disjoint clusters.
Such a decomposition induces a (multiway) cut on G and we use E cut (D) to denote the
subset of edges that cross this cut, namely, edges whose endpoints belong to different clusters
P
of D. The weight of the decomposition D is defined to be the sum e∈E cut (D) `1e of the
reciprocal lengths of the edges crossing its cut. Our focus in this paper is on the construction
of decompositions whose clusters’ diameter is bounded by some specified parameter r (the
notion of a cluster’s diameter will be made clear soon), referred to hereafter as low diameter
decompositions. The challenging part is to keep the weight of D small.
Low diameter decompositions with small weight were first studied by Awerbuch [5] (see
also [6, 4]). Bartal [7] introduced their (combinatorially equivalent) probabilistic counterpart:
An (r, λ)-decomposition of the graph G = (V, E, `) is a random decomposition D of G such
that (1) the diameter of each cluster in D is at most r; and (2) Pr[e ∈ E cut (D)] ≤ λ`r e for
every edge e ∈ E. Bartal presented a method that, for a given parameter r, constructs an
(r, O(log n))-decomposition and proved the resulting bound on the edge cutting probabilities
to be asymptotically tight.
Low diameter decompositions with small edge cutting probabilities have proven to be
very useful in the algorithmic arena (see Section 7) and several different techniques have
been developed over the years for constructing them [3, 7, 18, 22, 43, 24]. A common thread
of all the existing techniques is that they rely heavily on making calls to a single source
shortest paths (SSSP) subroutine. While we know how to solve the SSSP problem efficiently
in the sequential (centralized) model of computation, the situation is much more challenging
in restricted models of computation such as the CONGEST model of distributed computing,
the parallel random access memory (PRAM) model, or the semi-streaming graph algorithms
model. As it stands, SSSP computations are the main obstruction to designing efficient
constructions of low diameter decompositions with small edge cutting probabilities in the
aforementioned computational models (and related ones).

1.1

Our Contribution

In this paper, we introduce a new technique that, given a graph G = (V, E, `) and a parameter
r, constructs an (r, O(log n))-decomposition of G. The crux of our construction is that it does
not rely on any exact SSSP computations. Rather, it efficiently reduces the task to a small
number of calls to an approximate SSSP subroutine. The technical challenge in this regard
stems from the fact that the existing constructions of low diameter decompositions with small
edge cutting probabilities crucially rely on the subtractive form of the triangle inequality,
stating that dG (u, v) ≥ dG (u, w) − dG (v, w) for every three vertices u, v, w ∈ V . Due to the
subtraction on the right hand side, the inequality fails if one replaces exact distances with
approximate ones. The main technical contribution of this paper lies in overcoming this
difficulty.

1

We sometimes use the shorthand `e for `(e).
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The approximate SSSP problem can be solved efficiently in the CONGEST [12], PRAM
[14], and semi-streaming [12] models, hence we obtain efficient algorithms for constructing
(r, O(log n))-decompositions for the three computation models. These in turn can be invoked
recursively to yield efficient CONGEST, PRAM, and semi-streaming constructions of path
embeddable trees [16, 15] and hierarchically well-separated trees [7, 8, 9, 22] with low stretch –
important combinatorial objects in their own right. In fact, our low diameter decompositions
(and the resulting tree embeddings) admit an even stronger property.

Tree-Supported Decompositions
The notion of graph diameter naturally extends from the entire graph G = (V, E, `) to a
vertex subset U ⊆ V by considering the maximum distance between any two vertices in U .
This yields the following distinction: the weak diameter of U in G considers the distances in
the underlying graph G, formally defined as maxu,v∈U {dG (u, v)}; the strong diameter of U
in G considers the distances in the subgraph G(U ) induced by G on U , formally defined as
diam(G(U )).2 In the context of low diameter graph decompositions with small edge cutting
probabilities, both the weak and strong notions of the cluster diameter have been considered
in the literature. As we now explain, the current paper adopts a diameter notion that falls
somewhere in between the two.
For a decomposition D of the graph G = (V, E, `), we require that each cluster C ∈ D
is associated with a tree TC = (UC , FC ), referred to as the supporting tree of C, that is a
subgraph of G and spans C, i.e., C ⊆ UC ⊆ V and FC ⊆ E. To emphasize this requirement,
we refer to the decomposition D as a tree-supported decomposition (TSD). The diameter of
a TSD D of G is then defined to be the maximum diameter of any of its supporting trees,
denoted by diam(D) = maxC∈D {diam(TC )}.
Notice that if the supporting tree TC of each cluster C ∈ D is required to be a spanning
tree of G(C), then diam(D) bounds the strong diameter of D’s clusters. This requirement is
not imposed in the current paper, allowing TC to use edges (and vertices) outside of G(C),
meaning that diam(D) merely bounds the weak diameter of the clusters. However, we do
require that the maximum edge load is kept small, where the load of edge e ∈ E in D is
defined to be the number of clusters C ∈ D such that e is included in the supporting tree of
C, denoted by loadD (e) = |{C ∈ D : e ∈ FC }|. The properties of our graph decomposition
construction can now be formally stated.
I Theorem 1. There exists a (randomized) algorithm that given a graph G = (V, E, `) and
a real parameter r > 0, constructs a random TSD D of G with the following guarantees: (1)
diam(D)
≤ r w.h.p.;3 (2) maxe∈E {loadD (e)} ≤ O(log n) w.h.p.; and (3) Pr [e ∈ E cut (D)] ≤

n
for every edge e ∈ E. The algorithm is based on an approximate SSSP subroutine
O `e ·log
r
without any exact SSSP computations.

The algorithm promised in Theorem 1 is designed by combining a novel technique termed
blurry ball growing with the algorithmic ideas of Miller et al. [43]. As discussed earlier, this
combination allows us to bypass the need for exact SSSP computations, implementing our
algorithm based solely on approximate SSSP. By example of the CONGEST, PRAM, and
semi-streaming models, we show that this leads to efficient implementations. We stress that
2
3

Unless stated otherwise, the edge length function of a subgraph H of G is the restriction of ` to H’s
edge set.
We say that event A occurs with high probability, abbreviated w.h.p., if Pr[A] ≥ 1 − n−c , where c is an
arbitrarily large constant chosen upfront.
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what little computation is performed beyond approximate SSSP computations is very easy,
if not trivial, to implement. Accordingly, we expect the technique to carry over to further
computational models.
We emphasize that our decomposition maintains a small load of O(log n) on the edges.
Consequently, in many situations, our decomposition can be used in an identical way as a
strong diameter decomposition with only polylogarithmic overheads. For example, although
we cannot construct low average stretch spanning trees as these are required to be subgraphs
of the original graph, we can construct projected trees (see Section 5.2), a special case of
path-embeddable trees [15, 16]. Projected trees have a mapping of their edges to the original
graph such that, e.g., a CONGEST algorithm on the projected tree can be simulated on the
original graph with a round complexity overhead proportional to the maximum edge load.
Our result is related to the low-congestion shortcuts of Ghaffari and Haeupler [28] with the
following differences. In Ghaffari and Haeupler’s work, the partition is chosen by an adversary
and the input is restricted to unweighted graphs. In contrast, our technique constructs
the partition, but weighted graphs can be treated as well. A further possible application
of our projected trees is in the field of solvers for symmetric diagonally dominant linear
systems, utilizing them in a similar way as low average stretch spanning trees (cf. [16, 15]).
Prior algorithms for metric tree embeddings lack this property and, accordingly, cannot take
this role.

1.2

Structure of this Paper

We first fix some notation and state basic facts in the preliminaries in Section 2. In
Section 3, we present the blurry ball growing technique that we use in Section 4 in order to
obtain the routine for computing a random TSD of low diameter, load, and edge cutting
probability, as promised in Theorem 1. In Section 5, we highlight some applications of this
routine: We first explain how to obtain a hierarchical decompositions by applying the method
recursively (Section 5.1) and then show how to obtain random projected trees (Section 5.2)
and hierarchically well-separated trees (Section 5.3) with O(log2 n) bound on the expected
stretch. We also show that this bound can be improved to O(log n) by considering the
relaxed notion of p-stretch [15, 16] (Section 5.4). In Section 6, we explain how to implement
our algorithms in the CONGEST, PRAM, and semi-streaming models. Further related work
is reviewed in Section 7.

2

Preliminaries

We start with basic notation. We consider a weighted, undirected, connected n-vertex graph
G = (V, E, `), where ` : E → Z≥0 is an edge length function. Notice that while some of our
subroutines introduce edges e ∈ E with zero length `e = 0, it is assumed that all edges in the
original graph input to the (r, O(log n))-decomposition algorithm (as well as the algorithms
built on top of it) admit positive lengths. We denote the set of positive length edges by
E>0 = {e ∈ E | `e > 0} and let `min = min{`e | e ∈ E>0 } and `max = max{`e | e ∈ E>0 }.
The ratio of `max to `min , denoted by σ = ``max
is referred to as the aspect ratio of G.
min
For a subgraph H of G, we denote by dH (u, v) the length of the shortest path between
two nodes u and v in H. If H = G, we may omit the subscript. For a set B ⊆ V and a node
v ∈ V , we use d(B, v) := minu∈B {d(u, v)} to denote the distance of the node v to the set B.
For a set of vertices U ⊆ V , we denote by E cut (U ) := {e = {u, v} ∈ E : u ∈ U, v ∈ V \ U }
the set of edges that are “cut” by U .
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Approximate Single Source Shortest Paths
The main subroutine we use in our algorithm computes (1+ε)-approximate SSSP in undirected
graphs. A (1 + ε)-approximate SSSP algorithm is an algorithm that takes as input a weighted
undirected graph G = (V, E, `) and a source node s ∈ V and returns a spanning tree T
of G such that, for every node v ∈ V , the length of the path from s to v in T is at most
(1 + ε) · d(s, v), i.e., d(s, v) ≤ dT (s, v) ≤ (1 + ε) · d(s, v).

Super-Source Graphs
Our approach requires (1 + ε)-approximate SSSP computations in graphs Gs that result
from subgraphs of G by adding a (virtual) super-source node s ∈
/ V:
I Definition 2 (Super-source graphs). Fix a subgraph H = (VH , EH , `|H ) of G. Construct
s
˙
Gs = (VH ∪{s},
EH ∪ Es , `Gs ) by choosing Es ⊆ VH × {s}, picking `G
∈ {1, . . . , nc } for
e
Gs
e ∈ Es , and setting `e = `e for all e ∈ EH . We refer to Gs as a super-source graph (of G)
and to s as its super-source.
We note that one way of obtaining a super-source graph of a graph G is to contract a subset
of nodes, say B, into a super-source s. In this case VH = V \ B and the edges Es and their
lengths result from the contraction of B into s.

Exponential Distribution
We denote the exponential distribution with mean β1 by Expβ . Using the Heaviside step
function that is defined as H(x) = 0 if x < 0 and H(x) = 1 otherwise, the density function
of the exponential distribution is given by fExpβ (x) = β exp(−βx) · H(x). Its cumulative
density function is FExpβ (x) = (1 − exp(−βx)) · H(x). A standard result is that drawing
from this distribution results in values of O(β log n) w.h.p.:
I Lemma 3. For parameters 0 < ε < 1, β > 0, and a sufficiently large constant c > 0, let
c log n
t := 4(1+ε)β
and X ∼ Expβ . Then P [X ≥ t] = n−Ω(c) , i.e., X < t w.h.p.
Proof. Using the form of the density function, we get
R∞
R∞
exp(−βx) dx
exp(−βt) 0 exp(−βx) dx
t
R∞
P [X ≥ t] = R ∞
=
= exp(−Ω(c log n)) = n−Ω(c) . J
exp(−βx)
dx
exp(−βx)
dx
0
0
We will make heavy use of the following lemma, see the paper by Miller et al. [43] for the
proof. Note that in their paper they state the lemma with an upper bound of O(βc) on the
probability, although their proof in fact bounds the probability by exactly βc.
I Lemma 4 (Lemma 4.4 in [43]). Let d1 ≤ . . . ≤ ds be arbitrary values and δ1 , . . . , δs be
independent random variables picked from Expβ . Then the probability that the smallest and
the second smallest values of di − δi are within c of each other is at most βc.
Miller et al. [43] used this lemma to analyze the following ball growing technique that
proceeds in time steps. Every node u in the graph grows a ball Bu independently and in
parallel, but with a delay of δu time steps, where δu ∼ Expβ . Every ball increases its radius
by 1 in each time step and we say that the ball Bv “arrives” at node u, if node v minimizes
d(u, v) − δv over all nodes. In this case u “gets absorbed” by v’s ball Bv . The process stops
when every node u is absorbed by some ball. Notice that u gets absorbed by its own ball Bu ,
if and only if no other ball arrives at u during the first δu time steps.
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Now consider an arbitrary edge e in the graph and imagine it to be split into two equal
length edges by a node ve . If we let d1 ≤ . . . ≤ dn denote the n values d(u, ve ) − δu for
every u ∈ V , the above lemma shows that the arrival times of the first and second ball at
n
node ve differ by at least 2`e with probability 1 − O(β`e ) = 1 − O( `e log
εr ), when choosing
log n
β = Θ( εr ). Hence the lemma allows for bounding the probability of an edge being cut by
such ball growing process with exponentially distributed delays.
We remark that the implementations in Section 6 draw from discrete distributions.
Rounding continuous distributions to multiples of n−c for sufficiently large c ∈ O(1) yields
w.h.p. the same results, but limits the number of random bits required to draw and store a
random value to O(log n).

3

Blurry Ball Growing

In this section, we describe a subroutine called blur that takes as input a graph G = (V, E, `)
≤ poly(n), a node set B ⊆ V , and a real 0 < ρ < `max , and
with aspect ratio σ = ``max
min
outputs a superset U of B. It guarantees that nodes in U are not too far from B, yet the
probability to cut edges is small. More precisely, we establish the following theorem.
I Theorem 5. Let n ≥ 2. There is a routine blur(G, ρ, B) that outputs a superset U of B
such that:
1. For every edge e ∈ E, the probability that e ∈ E cut (U ) is bounded by O( `ρe ).
ρ
1
2. For every v ∈ U , it holds that d(B, v) ≤ 1−α
, where α = 2 log
n.
The routine blur, see Algorithm 1, is based on (1 + ε)-approximate SSSP computations
and contractions of node sets and thus can be readily parallelized. The basic idea is to grow
a ball of uniformly random radius around B, where contraction of B yields the super-source
of the SSSP computation. However, as approximating distances may imply that the “noise”
due to the relative ε-error may cut a short edge with a comparatively large probability, the
procedure is repeated with random radii drawn from uniform distributions with width that
1
decrease by factor α = 2 log
n in each step. To make this work, the approximation error of
the SSSP algorithm must satisfy ε ≤ α2 . Accordingly, it would be desirable to chose α large
for the sake of small computational costs in the approximate SSSP routine. However, it
turns out that, in order to achieve Property 1 in Theorem 5, we have to set α such that
α = O logloglogn n . In addition, the approximate SSSP computations must respect the 0-length
edges in the sense that none of the balls we grow cuts these edges. This is ensured by
updating the approximate distances so that all nodes in the same connected component of
the graph induced by the 0-length edges hold the same value.

Analysis
i
We begin with two important properties of the distance approximations e
d (·) computed in
line 9.
i

For every iteration i and vertex v in G[i] , the distance approximation e
d (v)
i
[i]
2
[i]
e
satisfies (I) dG[i] (s , v) ≤ d (v) ≤ (1 + α ) dG[i] (s , v); and (II) if {u, v} is a 0-length edge
i
i
in G[i] , then e
d (u) = e
d (v).
I Lemma 6.

ei (v) (see line 9). To see
Proof. Property (II) follows immediately from the definition of d
i
e (v) captures the distance from s[i] to v in the subgraph
that property (I) holds, notice that d
of G[i] induced by the union of the edge set of T [i] and the 0-length edges. The assertion
follows since T [i] is a (1 + α2 )-approximate SSSP tree of G[i] .
J

R. Becker, Y. Emek, and C. Lenzen

50:7

Algorithm 1 blur(G, ρ, B).

Input : graph G = (V, E, `), real 0 < ρ < `max , set B ⊂ V
Output : set U ⊆ V
1
2
3
4

5
6
7
8
9
10
11

1
i := 0, B [0] := B, α := 2 log
n
while αi ρ ≥ `min do
i := i + 1, r[i] ∈ U[0, αi−1 ρ].
Obtain super-source graph G[i] from G by contracting B [i−1] into a super-source
node s[i]
Compute (1 + α2 )-approximate SSSP tree T [i] of G[i]
[i]

Let G0 be the restriction of the graph G[i] to its 0-length edges
for each v ∈ G[i] do
[i]
Let W (v) be the connected component of v in G0
[i]
e
d (v) := min{dT [i] (s[i] , u) | u ∈ W (v)}
[i]
B [i] := B [i−1] ∪ {v ∈ G[i] | e
d (v) ≤ r[i] } \ {s[i] }
Si
return j=0 B [i]

Next, we establish Property 2 of Theorem 5, which readily follows from the manner in
which we sample r[i] from U[0, αi−1 ρ].
I Lemma 7. If dG[i+1] (s[i+1] , u) = d(B [i] , u) ≥
ρ
it holds that dG (B, v) ≤ 1−α
for every v ∈ U .

αi ρ
1−α

for some i, then u ∈
/ U . In particular,

P
P
Proof. Any u ∈ B [k] for k > i has distance to B [i] at most j≥i+1 r[j] ≤ j≥i+1 αj−1 ρ <
P∞
αi ρ
αi ρ j=0 αj = 1−α
, showing the first claim. Setting i = 0 yields the second claim.
J
It remains to verify Property 1 of Theorem 5, i.e., that the probability of cutting edge
e = {u, v} ∈ E is bounded from above by O( `ρe ). Property (II) of Lemma 6 ensures that
this bound holds if `e = 0 as in this case, in each iteration i, either both u and v join B [i]
in line 10 or none of them does. In the remainder of this section, we therefore focus on the
edges in E>0 = {e ∈ E | `e > 0}, starting with the following definition.
I Definition 8. We say that edge {u, v} ∈ E>0 is safe after step i of blur(G, ρ, B) if either
αi ρ
u, v ∈ B [i] or min{dG[i+1] (s[i+1] , u), dG[i+1] (s[i+1] , v)} ≥ 1−α
.
Clearly, if {u, v} ∈ E is safe after step i of blur(G, ρ, B), then e ∈
/ E cut (U ): if u, v ∈ B [i] ,
αi ρ
then u, v ∈ U by construction; if min{dG[i+1] (s[i+1] , u), dG[i+1] (s[i+1] , v)} ≥ 1−α
, then u, v ∈
/
U by Lemma 7. See Figure 1 for an illustration of these two cases. Thus, in order to bound
the probability of an edge being cut, it suffices to bound the probability that an edge never
becomes safe. Accordingly, we define Xi,e to be the event that e is not safe after step i of the
algorithm conditioned on the event that e was not safe after step i − 1 and bound P [Xi,e ].
I Lemma 9. For each iteration i and e ∈ E>0 , it holds that Pr[Xi,e ] ≤

5
4

`e
· αi−1
ρ + α · (1 + 4α).
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r[i]

B [i−1]
x0

αi−1 ρ
e2
e1

B [i]

αi ρ
1−α

Figure 1 An illustration of the blurry ball growing procedure blur(G, ρ, B) in iteration i. The
radius r[i] is sampled uniformly from [0, αi−1 ρ] and B [i] is defined as all nodes whose (1 + α2 )approximate distance to B [i−1] is at most r[i] . Both edges e1 and e2 are safe from being cut after
iteration i: e1 has both endpoints in B [i] ⊆ U and both endpoints of e2 are farther away from B [i]
αi ρ
than 1−α
, meaning that neither of them will lie in U after termination.

Proof. By Definition 8, it holds that if e = {u, v} ∈ E>0 is not safe after step i, we must,
αi ρ
w.l.o.g. over the choice of u, v, have dG[i+1] (s[i+1] , u) < 1−α
and {u, v} * B [i] . By the
approximation guarantee of the SSSP algorithm and the triangle inequality, we get
[i]

[i]

r[i] < max{e
d (u), e
d (v)} ≤ (1 + α2 ) max{dG[i] (s[i] , u), dG[i] (s[i] , v)}
≤ (1 + α2 )(dG[i] (s[i] , u) + `e ) ,
where the first transition follows from property (I) in Lemma 6. From the former inequality,
we get that
dG[i] (s[i] , u) ≤ dG[i+1] (s[i+1] , u) + r[i] <

αi ρ
+ r[i] ,
1−α

(1)

i

α ρ
which yields r[i] ≥ dG[i] (s[i] , u) − 1−α
. As r[i] is drawn uniformly from an interval of length
αi−1 ρ, these lower and upper bounds on r[i] readily imply a bound on the probability of Xi,e :

h

i
αi ρ
Pr[Xi,e ] ≤ Pr r[i] ∈ dG[i] (s[i] , u) −
, (1 + α2 ) · (dG[i] (s[i] , u) + `e )
1−α
(1 + α2 )`e
α2 dG[i] (s[i] , u)
α
≤
+
+
.
αi−1 ρ
αi−1 ρ
1−α

(2)
αi−1 ρ
1−α .
`e
αi−1 ρ +

α
Moreover, from (1) and r[i] ≤ αi−1 ρ, we conclude that dG[i] (s[i] , u) < αi−1 ρ·(1+ 1−α
)=

Plugging into (2), with α ≤
α(1 + 4α).

1
2

we get that Pr[Xi,e ] ≤

5
4

·

`e
αi−1 ρ

+

α2
1−α

+

α
1−α

≤

5
4

·

J

Applying this lemma to all iterations in which e has a significant probability to become safe
(i.e., all iterations i for which αi−1 ρ ≥ `e ), we obtain the desired bound on the probability
that e is cut.
 
I Lemma 10. For every edge e ∈ E, it holds that Pr[e ∈ E cut (U )] = O `ρe .
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Proof. The case where `e = 0 has already been treated, so assume hereafter that e ∈ E>0 . If
`e > ρ, then trivially Pr[e ∈ E cut (U )] ≤ 1 < `ρe . Otherwise, we let ie ≥ 1 be the largest index
such that `e ≤ αie −1 ρ. By Lemma 9, for all i, the probability that an edge that is not safe
`e
after i − 1 steps is still not safe after step i is bounded by Pr[Xi,e ] ≤ 54 · αi−1
ρ + α · (1 + 4α).
Depending on the index i, we differentiate this upper bound further:
5`e
1
e
Case i = ie : As αie ρ < `e , we get that α < αie`−1
ρ . With α ≤ 2 , Pr[Xie ,e ] < αie −1 ρ
follows.
`e
αie −1
Case i = ie − 1: As `e ≤ αie −1 ρ, we conclude that αi−1
ρ ≤ αie −2 = α, yielding with
α ≤ 12 that Pr[Xie −1,e ] < 5α.
`e
2
2
Case i ≤ ie − 2: This entails that αi−1
ρ ≤ α and thus Pr[Xi,e ] < 2α + α · (1 + 4α) =
α · (1 + 6α).
Using these bounds and distinguishing cases based on ie , we can bound the overall probability
that the edge is cut.
Case ie = 1: Pr[e ∈ E cut (U )] ≤ Pr[X1,e ] = Pr[Xie ,e ] < 5`ρe .
e
Case ie = 2: Pr[e ∈ E cut (U )] ≤ Pr[X2,e ] · Pr[X1,e ] = Pr[Xie ,e ] · Pr[Xie −1,e ] < 5`
αρ · 5α =
25`e
ρ .
Q
25`e
ie −2
e
Case ie ≥ 3: Pr[e ∈ E cut (U )] ≤ α25`
<
ie −2 ρ ·
i≤ie −2 Pr[Xi,e ] ≤ αie −2 ρ · (α(1 + 6α))
25`e
ie
ρ · (1 + 6α) .
Hence, it remains to bound (1 + 6α)ie = O(1). Since ρ < `max , it follows that

`min ≤ `e ≤ αie−1 ρ < αie−1 `max .
Recalling that σ =

`min
`max

≤ nO(1) , we conclude that ie = O

(1 + 6α)ie = (1 + 6α)O(log n/ log(1/α)) = (1 + 6α)1/(6α)

The assertion follows by the choice of α =

1
2 log n .



log n
log(1/α)



. Therefore,

O(α log n/ log(1/α))

= eO(α log n/ log(1/α)) .

J

Theorem 5 now follows from Lemmas 7 and 10.

4

Tree-Supported Decomposition

In this section, we present the construction of TSDs that admit low diameter, low load,
and low edge cutting probability, establishing Theorem 1. Our method is inspired by the
partition technique from [43] that allows for efficient parallel and distributed implementations.
However, we seek to rely on approximate rather than on exact distance computations.
To motivate our approach, consider a naive application of the decomposition technique
from [43] using approximate rather than exact distance computations. This would look as
follows: One would add a super-source s to the graph, assign exponentially sampled lengths
to the edges adjacent to s, compute a (1 + ε)-approximate SSSP tree T rooted at s for
some small enough ε, and partition the node set V according to the subtrees of T rooted
at the children of s. This approach certainly leads to a decomposition of G. However, a
consequence of the approximate distance computation is that the probability to cut a short
edge is dominated by the approximation error, which is ε times the distance to the source –
an expression that may be very large compared to the length of the edge.
In order to still ensure the desired bound, we seek to employ the blurring technique
from the previous section to clusters obtained as described above. This introduces the new
obstacle that the clusters need to be separated from each other first, as the blurring procedure
grows the clusters by a random radius. We enforce this separation by removing from each
cluster every node that is too close to its boundary; Property 2 of Theorem 5, stating that
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ρ
the distance of any node in the blurred cluster from the original cluster is at at most 1−α
,
determines what precisely is “too close.” While this may result in a large portion of the
graph not being contained in any cluster even after blurring all clusters, we can ensure that
each edge is contained in some cluster with probability at least p = Ω(1) (or is very long
and can be safely deleted). Hence, repeating the procedure O(log n) times completes the
decomposition w.h.p.
The blurring procedure presented in Section 3 requires that the aspect ratio σ = ``max
min
of its input graph is bounded by poly(n) and that the parameter ρ is smaller than `max .
Therefore, we have to slightly modify the graph so that it satisfies these two conditions before
invoking the blurring procedure. The latter requirement is readily satisfied by deleting all
edges that are sufficiently long for the edge cutting probability bound to be greater than 1
(clearly, these edges can be safely deleted). For the former requirement, we reset the length of
all edges e ∈ E that are significantly shorter than the cluster diameter bound, thus ensuring
that the aspect ratio of the graph is nO(1) . The original length of all 0-length edges is then
recovered after the decomposition is constructed. Since any simple path in the graph contains
at most n − 1 short edges, it follows that the length recovery operation does not increase the
diameter of any cluster in the decomposition by “too much”.

Algorithm 2 ts_decompose (G, ∆).

Input : graph G = (V, E, `) and ∆ ∈ N
Output : decomposition D = (C1 , . . . , Ck ) of G, trees T = (T1 , . . . , Tk ) of depth ≤
s.t. Ti spans a superset of Ci
1
2
3
4

5
6

7
8

9
10
11
12
13

β :=

3c log n
,
∆

ε :=

1
,
c log2 n

D := ∅, T := ∅

// c sufficiently large constant

1
40β

delete all edges e ∈ E of length `e >
reset the length of each edge e ∈ E with `e <
while E(G) 6= ∅ do

15
16
17
18

∆
6n

// long edges
by setting `e = 0 // short edges

// * initial decomposition by exponential shifts *
pick δu ∼ Expβ for each u ∈ V independently
Gs := super-source graph of G with edges {u, s} of length
`us = 1 + maxv∈V {δv } − δu for u ∈ V
T := (1 + ε)-approximate SSSP tree for Gs with source s
R := roots of T \ {s} and V := (Vu )u∈R , where Vu are the nodes in u’s subtree
// * separate cells *
S
∂V := u∈R {v ∈ Vu | ∃{v, w} ∈ E : w ∈
/ Vu }
G0s := super-source graph of G with edges {u, s} of length 1 for u ∈ ∂V
T 0 := (1 + ε)-approximate SSSP tree for G0s with source s
for each u ∈ R do
Vu◦ := Vu \ {v ∈ Vu | dT 0 (s, v) ≤ 1+ε
4β }
// Vu◦ is the interior of cell Vu
1−

14

∆
2

1

2 log n
Cu := blur(G, ρ, Vu◦ ), where ρ :=
4β
append Cu to D and the subtree of T rooted at u to T
G := G \ Cu

recover the original length of each edge e ∈ E with `e = 0
return (D, T )
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I Remark. The operations of resetting the lengths of the short edges (line 3) and recovering
their original lengths (line 17) are necessary only if the aspect ratio of G is large and can be
ignored if the aspect ratio is guaranteed to be bounded by nO(1) . In this case, the graphs
handed to the blurring procedure (line 14) have no zero length edges.

Algorithm
The pseudocode of our procedure ts_decompose is given in Algorithm 2. The value β chosen
in Line 1 is the parameter chosen for the exponential distributions: up to normalization, the
density of the distribution is exp(−βx). The diameter of each (initial) cluster is bounded
by maxv∈V {δv }, which we need to be smaller than ∆
2 w.h.p. However, the probability to
cut edges increases
as
we
make
the
distributions
“narrower,”
i.e., β larger. Accordingly, we


log n
∆
choose β = Θ ∆ , just small enough to ensure δv ≤ 2 w.h.p. for all v ∈ V .
The partition from [43] can be interpreted as a Voronoi decomposition in which each
cell center xv is a virtual copy of its corresponding node v ∈ V that is attached to v by
an edge of length maxw∈V {δw } − δv . Note that the children of the virtual node s in the
(approximate) shortest path tree T are exactly the nodes which have not been “absorbed”
into another node’s Voronoi cell before they started to grow their own. Lines 9 to 13 remove
1
from each cluster nodes that are in distance (roughly) 4β
from the boundary of the Voronoi
 
1
cell containing them. Choosing a distance of O β here ensures a constant probability that
edges of this length remain in a shrunk cluster; longer edges can safely be cut, as the required
bound on the probability for cutting them is trivial (i.e., 1), which is why they are removed
at the start of the routine. We then proceed to applying the blurring subroutine to each
(remaining) shrunk cluster. Note that, as the clusters remain separated due to the choice
of parameters, we can realize this step concurrently for all clusters. The algorithm iterates
until all nodes are assigned to clusters, which requires O(log n) loop iterations w.h.p.
The remainder of this section is dedicated to proving Theorem 1.

Number of Iterations
We first prove the key statement that, with at least constant probability, for any node w, a
ball of radius Θ( β1 ) around it is contained within the interior of a cell.
I Lemma 11. Consider an iteration of the while loop of Algorithm 2 and (by slight abuse of
notation) denote by G = (V, E) the subgraph that remains at the beginning of the iteration.
1
For any w ∈ V , with at least constant probability a ball of radius 40β
around it is contained
in the interior of a cell computed in Line 13.
Proof. For x ∈ V , set dx := dGs (x, w) + 1 + maxy∈V {δy }. Moreover, set Xx := dx −δx =
`sx + dGs (x, w) for x ∈ V and let X (i) be the i’th order statistic of the variables Xv (i.e., the
i’th smallest element). Denote by xmin ∈ V the node for which Xxmin = X (1) . By Lemma 4,
7
with constant probability X (2) − X (1) ≥ 8β
. Condition on this event. Accordingly, we have
7
for all x ∈ V \ {xmin } that Xx − Xxmin ≥ X (2) − X (1) ≥ 8β
.
Denote for each v ∈ V by xv the child of s in T in whose subtree v is situated. Then the
assumption that xv 6= xmin implies by copious use of the triangle inequality that
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dT (s, v) − dGs (s, v) = `xv s + dT (xv , v) − dGs (s, v)
≥ `xv s + dGs (xv , v) − dGs (s, v)
≥ `xv s + dGs (xv , w) − dGs (v, w) − (dGs (s, w) + dGs (v, w))
≥ `xv s + dGs (xv , w) − (`xmin s + dGs (xmin , w)) − 2 dGs (v, w)
7
− 2 dGs (v, w).
= Xxv − Xxmin − 2 dGs (v, w) ≥
8β
On the other hand, the approximation guarantee of the SSSP algorithm yields that
dT (s, v) − dGs (s, v) ≤ ε dGs (s, v) ≤ ε`vs ≤ ε max{1 + δx }.
x∈V

c log n
By Lemma 3, w.h.p. maxx∈V {δx } ≤ t = 4(1+ε)β
after sampling the δ-values in Line 5 of this
iteration. Condition on this event as well. Using that ε = c log1 2 n and c is sufficiently large,
1
.
we get that dT (s, v) − dGs (s, v) ≤ ε(1 + t) < 4β
In summary, if both events on which we conditioned occur, xv 6= xmin entails that

dGs (v, w) >

5
.
16β

(3)

5
In particular, choosing v = w yields the contradiction 0 = dGs (w, w) > 16β
, i.e., xw = xmin .
1
◦
We proceed to show that dG (v, w) ≤ 40β implies that also v ∈ Vxmin . By a union bound
over the two events on which we conditioned, this will complete the proof. To this end,
5
observe that Inequality (3) shows that a ball of radius 16β
around w in Gs is contained within
Vxmin . Because longer edges have been deleted, nodes in ∂V are connected to neighbors
1
outside their cell by edges of length at most 40β
. Together with the approximation guarantee
of the second SSSP computation used to compute T 0 , it follows that nodes v ∈ V for which
2
5
1
dGs (v, w) ≤ 1/16−1/40−ε
< 16β
− (1+ε)
− 40β
end up in Vx◦min . In particular, as trivially
β
4β
1
dGs (v, w) ≤ dG (v, w) and ε is sufficiently small, we conclude that dG (v, w) ≤ 40β
implies
◦
that v ∈ Vxmin .
J

I Corollary 12. Algorithm 2 terminates after O(log n) iterations of the while loop w.h.p.
1
Proof. Consider any edge e ∈ E that is not deleted right away, i.e., `e ≤ 40β
. By Lemma 11,
in each iteration in which e is present in the remaining subgraph of G, there is a constant
probability that it is contained in Vu◦ for some node u. Thus, the probability that the edge
remains for c log n iterations is bounded by 2−Ω(c log n) = n−Ω(c) . By a union bound, this
implies that all edges are either cut or included in a part within O(log n) iterations w.h.p.,
i.e., the termination condition that E(G) is empty becomes satisfied.
J

The Diameter Bound
In order to prove that the diameter bound holds, we first show that for each iteration of the
while loop of Algorithm 2 and each u ∈ R, we have that Cu ⊆ Vu .
I Lemma 13. Fix any iteration of the while loop of Algorithm 2 and u ∈ R. It holds that
Cu ⊆ Vu .
Proof. Again, denote for simplicity the remaining subgraph at the beginning of the loop
iteration by G = (V, E). By the approximation guarantee of the second call to the SSSP
1
algorithm, v ∈ Vu◦ implies that d(v, ∂V) ≥ 4β
. By Theorem 5, w ∈ Cu implies that
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1
dG (w, Vu◦ ) ≤ 1−1/(2ρ log n) = 4β
. Consider the node v ∈ Vu◦ that is closest to w and fix a
1
shortest path from v to w. By the second bound, the path is no longer than 4β
, which by
the first bound implies that it cannot leave Vu . Hence, w ∈ Vu , showing the claim of the
lemma.
J

We observe that the above lemma yields that the algorithm indeed outputs a partition of V ,
and each set in the partition is spanned by the corresponding tree in T . We now apply the
tail bound on Expβ given in Lemma 3 to infer that the diameter of the computed parts is
appropriately bounded w.h.p.
I Lemma 14. W.h.p., each cluster in the decomposition D returned by ts_decompose(G, ∆)
has weak diameter at most ∆
2 . This is witnessed by the corresponding tree in T .
Proof. We prove that each tree T ∈ T has diameter at most ∆
3 assuming that the lengths of
the short edges e are reset to `e = 0 (see line 3 of ts_decompose(G, ∆)). This implies the
desired ∆
2 -bound on the diameter of T in the original graph since each path P in T includes
∆
less than n short edges and each such short edge adds at most a 6n
-term to the total length
of P when recovering its original length (line 17 of ts_decompose(G, ∆)).
By Lemma 3 and a union bound over all nodes, w.h.p. always maxv∈V {δv } ≤ 1 + t for
c log n
t = 4(1+ε)β
in Line 5 of ts_decompose(G, ∆). Assume that v ends up in the subtree of T
rooted at the child xv of s in Gs . From the above bound, it follows that, w.h.p.,
dT (xv , v) = dT (s, v) − `xv s ≤ (1 + ε) · dGs (s, v) − `xv s ≤ (1 + ε) · `vs − `xv s
= ε · (1 + max{δx } − δv ) + δxv − δv ≤ ε · (1 + t) + t = (1 + ε) · t + ε.
x∈V

Recalling that R denotes the children of the root node in T , it follows that for each x ∈ R, we
have that Tx has (weighted) depth at most (1+ε)t+ε w.h.p. in Line 8 of ts_decompose(G, ∆).
We conclude that w.h.p., for all u ∈ R, it holds that the subgraph induced by Vu has diameter
n
∆
1
1
at most 2[(1 + ε)t + ε] ≤ c log
2β + 2ε ≤ 3 , using that ε = c log2 n ≤ 12 for sufficiently large c.
Using Lemma 13 concludes the proof.
J

The Edge Cutting Probability Bound
We proceed to showing that the probability to cut an edge is sufficiently small. This follows
from the analysis of Algorithm 1 and the probabilistic progress guarantee from Lemma 11.


n
I Corollary 15. The probability that edge e ∈ E is cut by ts_decompose(G, ∆) is O `e log
.
∆


1
∆
Proof. Consider edge e = {v, w} ∈ E. If e is deleted right away, then `e > 40β
= Ω log
n
1
and the claim trivially holds. Accordingly, assume that `e ≤ 40β
in the following.
◦
As shown in Lemma 13, in each iteration the parts (Vu )u∈C satisfy that Vu◦ ⊆ Vu . Thus,
if v ∈ Vx and w ∈ Vy for some x, y ∈ C after Line 8, e can be only cut by v ending up in
Cx , while w does not, or w ending up in Cy , while vdoes not. Lemma 10 shows that the
n
probability for either event is bounded by O `e log
, independently of the subgraph the
∆
calls to Algorithm 1 are executed on.
Combining this observation with the fact that, in each iteration in which e is still present
by Lemma 11 it ends up in some part with probability at least p ∈ Ω(1), we can bound the
probability that e is cut by






∞
X
`e log n
`e log n
`e log n
i−1
(1 − p) O
=O
=O
.
J
∆
p∆
∆
i=1
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The Load Bound
As the trees added to the output in a single iteration are subtrees of the same shortest path
tree, these trees are disjoint. Hence, the bound on the number of iterations also bounds
the number of trees in which an edge may participate and thus the load of that edge in the
output decomposition D. This concludes the proof of Theorem 1.

5

Sampling from Low Stretch Tree Embeddings

Consider some graph G = (V, E, `) with positive edge lengths. We say that graph G0 =
(V 0 , E 0 , `0 ) with V 0 ⊇ V dominates G if dG0 (u, v) ≥ dG (u, v) for every two vertices u, v ∈ V .
In that case, we define the stretch of edge e = {u, v} ∈ E in G0 to be
strG0 (e) =

dG0 (u, v)
.
`e

Our goal in this section is to construct random dominating trees of a given graph
G = (V, E, `) that guarantee low expected stretch for each edge in E. The dominating trees
we construct, referred to hereafter as virtual trees, are not spanning trees of G, because they
may include vertices and edges that do not belong to V and E, respectively. Nevertheless, they
admit some useful characteristics. Specifically, we consider two types of virtual (dominating)
trees: projected trees (a special case of the path embeddable trees of [15, 16]) addressed
in Section 5.2 and hierarchically well separated trees (HSTs) addressed in Section 5.3. In
both cases, the respective constructions are based on recursive applications of the graph
decomposition technique presented in Section 4, generating a hierarchical version of TSDs as
presented in Section 5.1.

5.1

Hierarchical Decompositions

A hierarchical tree-supported decomposition (HTSD) D of a graph G is a sequence D =
(D0 , D1 , . . . , Dk ) of TSDs that satisfies (i) D0 = {V }; (ii) Dk = {{v} | v ∈ V }; and (iii) for
every 1 ≤ i ≤ k and C ∈ Di , there exists some C 0 ∈ Di−1 such that C ⊆ C 0 . The TSDs
D0 , D1 , . . . , Dk are referred to as the levels of D and the parameter k is referred to as its
Pk
depth. The load of edge e ∈ E in D is defined to be loadD (e) = i=0 loadDi (e).
The real sequence d = (d0 , d1 , . . . , dk ) is said to be diameter bounding for the HTSD
D if diam(Di ) ≤ di for every 0 ≤ i ≤ k. Of particular interest are HTSDs that admit a
geometrically decreasing diameter bounding sequence, namely a sequence d = (d0 , d1 , . . . , dk )
that satisfies di ≤ α · di−1 , 1 ≤ i ≤ k, for some constant α > 1.
Consider some HTSD D = (D0 , D1 , . . . , Dk ) of G with a geometrically decreasing diameter
bounding sequence d = (d0 , d1 , . . . , dk ). Edge e = {u, v} ∈ E is said to be decoupled on level
0 ≤ i ≤ k − 1 if u and v belong to the same cluster in level i and to different clusters in level
i + 1, that is e ∈ E cut (Di+1 ) − E cut (Di ). In that case, we define the stretch of e in D with
respect to d to be
strD,d (e) =

di
.
`e

I Theorem 16. There exists a (randomized) algorithm that, given a graph G = (V, E, `) with
positive integral edge lengths and aspect ratio σ = ``max
, constructs a random HTSD D of G
min
O(1)
with the following guarantees: (1) the depth of D is n
w.h.p.; (2) D admits a geometrically
decreasing diameter bounding sequence d = (d0 , d1 , . . . , dk ) w.h.p.; (3) loadD (e) = O(log σ)
for every edge e ∈ E w.h.p.; and (4) ED [strD,d (e)] = O(log2 n) for every edge e ∈ E.
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Proof. We first present the construction of the (random) HTSD D = (D0 , D1 , . . . , Dk )
and its geometrically decreasing diameter bounding sequence d = (d0 , d1 , . . . , dk ) and then
establish their desired properties.
Let D0 = {V }. Construct a 2-approximate SSSP tree T0 of G and set d0 = diam(T0 ).
Assume by induction that we have already constructed the TSD Di , i ≥ 0, with clusters
Ci1 , . . . , Ciq and corresponding supporting trees Ti1 , . . . , Tiq . Set
n
o
di = max diam(Tij ) | j = 1, . . . , q
to be the maximum diameter of the trees supporting Di ’s clusters. If di = 0, i.e., all clusters
in Di are singletons, then we set k = i and the construction of D and d is completed.
Otherwise, we call


ts_decompose G(Cij ), ∆i+1 , j = 1, . . . , q ,
where ∆i+1 = d2i , and take Di+1 to be the union of the clusters returned by these q calls.
To analyze this construction, we first observe that since di+1 ≤ ∆i+1 ≤ di /2 for every
0 ≤ i ≤ k − 1, it follows that
k ≤ O(log σ) .
Moreover, each di corresponds to the diameter of some approximate SSSP tree w.h.p., thus it
provides a constant
approximation for the actual distance in G between some pair of nodes.

As there are n2 < n2 such node pairs, we conclude that the depth of d = (d0 , d1 , . . . , dk )
satisfies

k ≤ O n2
w.h.p.
For the expected stretch bound, consider some edge e ∈ E of length `e ∈ Z>0 . As long as
ts_decompose is invoked with diameter bound ∆i > 6n`e , the length of e is reset (see line 3
in Algorithm 2), ensuring that e is not decoupled on that level. For each level i such that
∆i ≤ 6n`e , Corollary 15 guarantees that the probability that e is decoupled on level i is at
most




`e · log(n)
`e · log(n)
O
≤ O
.
∆i
di
Taking ie to be the smallest i ≥ 0 such that ∆i ≤ 6n`e and i0e to be the smallest i such that
∆i ≤ `e log n, we can bound the expected stretch of e in D with respect to d as
ED [strD,d (e)] ≤

k−1
X

Pr(e is decoupled on level i) ·

i=0
i0e −1

≤

X
i=ie

≤

(i0e


O

`e · log(n)
di


·

di
`e

k−1
X
di
di
+
O(1) ·
`e
`e
0
i=ie

− ie ) · O(log n) + O(1) ,

where the last transition holds as the sequence d is geometrically decreasing. Since ∆i+1 ≤
di /2 ≤ ∆i /2 for every i, it follows, by the definitions of ie and i0e , that i0e − ie ≤ O(log n),
thus yielding the desired bound ED [strD,d (e)] ≤ O(log2 n).
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It remains to show that the load of every edge e ∈ E in D is O(log σ) w.h.p. To that end,
recall that in Section 4 we proved that the load on edge e in the TSD Di is stochastically
dominated by a geometric random variable with parameter Ω(1). The claim follows recalling
that the depth k ≤ O(log σ) as the sum of k such random variables is O(k) w.h.p.
J
We note that a crucial point is, of course, that the algorithm can be implemented
efficiently due to relying on approximate SSSP computations only. However, as the resulting
complexities are model-specific, the respective discussion is postponed to Section 6.

5.2

Embedding into a Random Projected Tree

Consider some graph G = (V, E, `). Graph G0 = (V 0 , E 0 , `0 ) with V 0 ⊇ V is said to be a
projected graph of G if there exists a mapping π : V 0 → V so that
(a) π(v) = v for every v ∈ V ;
(b) if e0 = {u0 , v 0 } ∈ E 0 , then π(e0 ) := {π(u0 ), π(v 0 )} ∈ E; and
(c) `0 (e0 ) = `(e) for every e ∈ E and e0 ∈ E 0 such that π(e0 ) = e.
The load of edge e ∈ E under the projected graph G0 of G (with respect to π) is defined to
be the size of its preimage under π, denoted by loadG0 (e) = |{e0 ∈ E 0 | π(e0 ) = e}|. Notice
that, by definition, every projected graph of G dominates G. Observe also that `0 is fully
determined by π and `, hence we may omit it from the notation in the following. Our goal
in this section is to prove the following theorem.
I Theorem 17. There exists a (randomized) algorithm that, given a graph G = (V, E, `)
with poly(n)-bounded edge lengths, constructs a random projected tree T of G that satisfies
the following guarantees for every edge e ∈ E: (1) loadT (e) = O(log σ) w.h.p.; and (2)
ET [strT (e)] = O(log2 n).
Theorem 17 is established by combining Theorem 16 with the following lemma.
I Lemma 18. There exists an algorithm that given a graph G = (V, E, `), a HTSD D of G,
and a geometrically decreasing diameter bounding sequence d for D, constructs a projected
tree T = (VT , ET , `T ) of G such that loadT (e) = loadD (e) and strT (e) = O(strD,d (e)) for
each e ∈ E.
The rest of Section 5.2 is dedicated to proving Lemma 18. This is done by a series of
graph transformations that results in the desired projected tree T . Let k be the depth of
D = (D0 , D1 , . . . , Dk ). For 0 ≤ i ≤ k, let Hi = (ViH , EiH ) be the forest obtained by taking
the (graph) union over all level i supporting trees of D, where each level i supporting tree
TC = (UC , FC ) contributes its own (distinct) copies of the vertices in UC and edges in FC
P
P
(this means, in particular, that |ViH | = C∈Di |UC | and |EiH | = C∈Di |FC |). Define the
function πiH : ViH → V by mapping each vertex v ∈ ViH to the vertex πiH (v) ∈ V from which
it originates, recalling that TC is a subgraph of G. Although the preimage of vertex u ∈ V
under πiH may consist of several vertices, it includes exactly one vertex vi ∈ UC , where C is
the (unique) level i cluster that contains v. We hereafter refer to this vertex vi as the level i
clone of v.
Recalling that the level k clusters of D are singletons, we identify the vertices in VkH
with their images under (the bijection) πkH so that VkH = V . Let H = (V H , E H ) be the
forest obtained by taking the (graph) union over H0 , H1 , . . . , Hk and let π H : V H → V be
the function defined by mapping each vertex v ∈ ViH , 0 ≤ i ≤ k, to π H (v) = πiH (v). Notice
that H is a projected graph of G realized by π H and that loadH (e) = loadD (e) for every
edge e ∈ E. It remains to show that we can turn H into a projected tree T = (VT , ET ) by
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connecting its connected components without increasing the load on the edges while ensuring
that the stretch of every edge e ∈ E in T is at most O(1) times larger than its stretch in D
with respect to d.
Given a level 0 ≤ i ≤ k and a level i cluster C, we refer to the vertex with smallest ID in
C as the leader of cluster C, denoted by λ(C). Notice that every vertex v ∈ V is a leader of
its level k cluster and that if v is the leader of its level i cluster, then it is also the leader of
its level j cluster for all i ≤ j ≤ k.
We now construct a projected tree T = (V T , E T ) of G from H in two additional steps.
First, we connect each connected component TC of Hi , 1 ≤ i ≤ k, to the unique connected
component TC 0 of Hi−1 that satisfies C 0 ⊇ C. Assuming that the leader of cluster C is
v = λ(C), this connection is realized by augmenting H with a 0-length edge that connects
vi with vi−1 , i.e., the level i and level i − 1 clones of v. (Note that vi−1 is not necessarily
the leader of cluster C 0 .) We call this new edge connecting vi and vi−1 a vertical edge and
denote the set of all vertical edges added to H during this step of the construction by E↑ .
Observe that the graph obtained from H by augmenting it with the vertical edges is a tree
denoted hereafter by T ↑ = (V H , E H ∪ E↑ ). This holds since starting from the forest H, we
connected each connected component in level 1 ≤ i ≤ k to a connected component in level
i − 1 using a single vertical edge and since H0 is a tree.
The next and final step simply contracts all vertical edges in T ↑ , resulting in the tree
T = (V T , E T ). Since the vertical edge {vi , vi−1 } ∈ E ↑ connects the clones vi and vi−1 of the
same vertex v ∈ V , it follows that both endpoints of the vertical edge are mapped to v under
π H . Accordingly, we readily obtain a projection π T : V T → V from π H by mapping each
vertex v T ∈ V T to π H (v 0 ), where v 0 ∈ V H is any node that participated in the contraction
that created v T . Finally, note that there is a natural bijection b : E H → E T between edges
in H and T , as T is obtained by first augmenting H with E ↑ of vertical edges and then
contracting these edges. By construction, we have π T (b(e)) = π H (e) for all e ∈ E H . In
particular, T is indeed a projected tree of G and loadT (e) = loadH (e) = loadD (e) for all
e ∈ E.
It remains to prove that strT (e) = O(strD,d (e)) for every edge e = {x, y} ∈ E. Since T is
obtained from T ↑ by contracting 0-length edges, it follows that dT ↑ (x, y) = dT (x, y), hence
it suffices to prove that strT ↑ (e) = O(strD,d (e)). To this end, fix some node v ∈ V and let
Ci ∈ Di , 0 ≤ i ≤ k, be the (unique) level i cluster that contains v. Let λ(i) = λ(Ci ) be the
leader of Ci and denote the level j clone of λ(i) by λj (i).
Pk−1
I Remark 19. For every 0 ≤ i ≤ k, we have dT ↑ (v, λi (i)) ≤ j=i dj .
Proof. By induction on i. The base case i = k holds since every vertex is the leader of its
(singleton) level k cluster, hence λi (i) = v. For the inductive step from i + 1 to 0 ≤ i ≤ k − 1,
we notice that
dT ↑ (v, λi (i)) = dT ↑ (v, λi+1 (i + 1)) + dT ↑ (λi+1 (i + 1), λi (i + 1)) + dT ↑ (λi (i + 1), λi (i)) .
Recalling that λi+1 (i + 1) and λi (i + 1) are connected in T ↑ by a vertical edge, we conclude
that dT ↑ (λi+1 (i + 1), λi (i + 1)) = 0. Moreover, since λi (i + 1) and λi (i) belong to the same
level i cluster Ci ∈ Di , their distance in T ↑ is equal to their distance in the supporting tree of
Ci whose diameter is bounded by di , hence dT ↑ (λi (i + 1), λi (i)) ≤ di . The assertion follows
Pk−1
by the inductive hypothesis ensuring that dT ↑ (v, λi+1 (i + 1)) ≤ j=i+1 dj .
J
Now, consider some edge e = {u, v} ∈ E and let 0 ≤ i ≤ k − 1 be the level on which e
is decoupled. Let C ∈ Di to be the level i cluster that contains u and v and let w be the
Pk−1
level i clone of the leader λ(C) of C. Remark 19 guarantees that dT ↑ (u, w) ≤ j=i dj and
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dT ↑ (v, w) ≤

Pk−1
j=i

dT ↑ (u, v) ≤ 2

dj , hence

k−1
X

dj = O(di ) ,

j=i

where the last transition holds since d = (d0 , d1 , . . . , dk ) is geometrically decreasing. The
d (u,v)
proof of Lemma 18 is completed by the definitions of strD,d (e) = d`ei and strT ↑ (e) = T ↑`e .

5.3

Embedding into a Random HST

In this section we show how to construct an embedding into a random hierarchically 2separated dominating tree (HST) with small expected stretch from the projected trees
constructed in the previous section.
I Definition 20 (Hierarchically Separated Trees). An embedding of a weighted graph G =
(V, E, `) into a (rooted) tree T = (V T , E T , `T ) is given by a one-to-one mapping ι : V → V T .
For k > 1, the tree is hierarchically k-separated, if for each internal non-root node, the
weight of edges connecting it to its children is exactly by factor k smaller than the weight of
the edge connecting it to its parent. The stretch of edge e = {u, v} ∈ E w.r.t. T is defined as
strT (e) := dT (ι(u),ι(v))
.
`e
We note that our definition of hierarchical well-separation is (formally) weaker than that
of hierarchically well-separated trees from the literature [7], as we dropped the requirement
that the tree is balanced, i.e., all leaves are in the same depth. However, this can be easily
achieved, and our construction does so without modification.

Construction
We construct our HST from a projected tree (see Section 5.2). The construction of T =
(V T , E T , `T ) is straightforward. Let D = (D0 , . . . , Dk ) be the HTSD from which the projected
tree was constructed. We recall that we had assigned a leader λ(C) to each cluster C, namely
the smallest ID vertex in C. We construct V T simply as the multiset4 of leaders of all
clusters in D. Note that the nodes constructed for level k clusters, correspond, one-to-one,
to the original nodes V of the graph. This enables us to define an embedding ι : V → V T
as required in Definition 20. We construct the set of edges E T as follows: Let λ ∈ V T be
a node corresponding to an arbitrary level i cluster C with i < k. We introduce an edge
e := {λ(C), λ(C 0 )}, for every level i + 1 cluster C 0 that cluster C decomposes into, i.e.,
C 0 ⊆ C. We assign length `Te := di to such an edge e between nodes corresponding to level
i and level i + 1 clusters. Rooting the tree at the node in V T corresponding to the leader
of the (unique) level 0 cluster V , it is clear that the resulting tree T = (V T , E T , `T ) is a
hierarchically 2-separated tree of depth k.
Regarding distances, we get essentially the same result as for the projected tree we could
have constructed. Denote for v ∈ V by λ(i) the leader of the unique level i cluster Ci ∈ Di
such that v ∈ Ci and denote by λT (i) ∈ V T its copy in T corresponding to Ci .
Pk−1
I Remark 21. For every 0 ≤ i ≤ k, we have dT (v, λT (i)) = j=i dj .
Proof. dT (v, λT (i)) =
4

Pk−1
j=i

`T{λT (j),λT (j+1)} =

Pk−1
j=i

dj .

For each cluster C a node v ∈ V is leader of, there is a separate copy of v.

J
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I Corollary 22. T is a dominating hierarchically 2-separated tree with ET [strT (e)] = O(log2 n)
for each edge e ∈ E.
Proof. As discussed, T is hierarchically 2-separated by construction and we have the desired
embedding ι : V → V T . By Remarks 19 and 21, distances between leaves of T are at least as
large as in the projected tree constructed in Section 5.2, which dominates G. The stretch
bound follows analogous to Section 5.2, where Remark 19 takes the place of Remark 21. J
We remark that this establishes a straightforward relation between our projected trees and
the HSTs constructed here. The HST edges are realized by the corresponding paths in the
projected tree. In particular, while the HST may incur large loads on some graph edges,
the “more fine-grained” view provided by the projected tree shows that a low-load mapping
of paths in the HST to the original graph is feasible. On the other hand, this relation also
demonstrates that a projected tree “behaves” like an HST due to the geometrically decreasing
diameter bounding sequence of the underlying HTSD.

5.4

Bounding the p-Stretch

Cohen et al. [16] introduced the notion of p-stretch.
I Definition 23 (p-Stretch). For a graph G, an embedding
ofG into T , and a real p ∈ (0, 1],

p
dT (u,v)
the p-stretch of an edge e = {u, v} ∈ E is given by
. Analogously, we define the
`e
 p
p-stretch of an HTSD for edge e as d`ei , where i is the level on which e is decoupled.
Note that the 1-stretch coincides with the definition of the standard stretch defined at the
beginning of this section. Our constructions meet a stronger bound of O(log n) on the
p-stretch for p < 1, owed to the fact that for p < 1 larger stretch is weighed less.
I Lemma 24. For p ∈ (0, 1), the tree embeddings presented in Sections 5.2 and 5.3 satisfy
that for each edge e ∈ E the expected p-stretch is O(log n).
Proof. When bounding the stretch in the proof of Theorem 16, we summed over all levels of
the decomposition.
Recall that the probability to decouple edge e on level i is, by Corollary 15,

`e ·log n
O
. Denote by ie the level such that die ≤ `e < 2die . If i > ie , then the stretch of e
di
w.r.t. the HTSD is smaller than 1. For p < 1, the sum now can thus be bounded as

  p
 1−p X
1−p !
ie 
k
X
`e · log n
die
di
`e
O
·
·
= O 1 + log n ·
di
`e
die
di
i=1
i=1
!


ie
(1−p)(ie −i)
X
1
= O 1 + log n ·
2
i=1
= O(log n),
where the final step exploits that the sum is a geometric series due to 1 − p > 0.

6

J

Implementation in Different Models

In this section, we describe how to implement the above techniques in the CONGEST, PRAM,
and multipass streaming models. These should be considered as exemplary computational
models and it seems likely that our techniques transfer to other models in which a discrepancy
between exact and approximate SSSP computations exist. Under the CONGEST model, some
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effort is needed in order to transfer the (1+ε)-approximate SSSP result to (1+ε)-approximate
SSSP in super-source graphs (see Definition 2); this transformation is immediate under the
PRAM and multipass streaming models.
For simplicity, we assume throughout this section that the edge lengths in the input
graph G = (V, E, `) are integers in the range [1, nO(1) ]. This means, in particular, that we
do not have to worry about 0-length edges in the blurring procedure (Algorithm 1).

6.1

CONGEST Model

In the CONGEST model of computation [44], every node is a computing unit (of unlimited
computational power) and is labeled by a unique O(log n)-bit identifier. Computation
proceeds in synchronous rounds, in each of which a node (1) performs local computations, (2)
sends O(log n)-bit messages to its neighbors, and (3) receives the messages that its neighbors
sent. Initially, every node in the input graph G = (V, E, `) knows its identifier and its incident
edges together with their length. We note that the restriction to polynomially bounded edge
lengths implies that distances can be encoded using O(log n) bits.
At termination every node needs to know its part of the output. For the task of
constructing the random TSD, this means that every node v ∈ V knows (1) the ID of its
own cluster’s leader (i.e., the vertex with minimum ID, see Section 5.2); (2) the ID of the
leader of cluster C if v ∈ UC , that is, if v participates in the supporting tree TC of cluster C;
and (3) its incident edges in TC for each supporting tree TC in which v participates. For the
task of constructing the random HTSD, v should hold that knowledge for every level of the
hierarchy. As discussed in Section 5, this also provides the nodes with all what they need in
order to reconstruct the resulting projected tree or HST.
In order to avoid confusion with the weighted diameter diam(G), in what follows, we use
hop(G) to denote the “unweighted” diameter of G, also called the hop diameter.
The following corollary discusses how to compute (1 + ε)-approximate SSSP in a supersource graph H of a graph G in the CONGEST model. We assume that each node v ∈ V
initially knows which of its incident edges in G are in H, whether it is connected to s, and,
if so, the length `({s, v}).
1
I Corollary 25 (of [12]). Let ε = polylog
n . Then (1 + ε)-approximate SSSP in super-source
√
graphs can be solved in Õ( n + hop(G)) rounds w.h.p. in the CONGEST model.

Proof. The algorithm from [12] consists of three main steps:
√
1. Let S be a set composed of s and Θ̃( n) nodes sampled uniformly at random. Let each
√
node v ∈ S learn a (1 + 3ε )-approximation to the minimum length of Õ( n)-hop paths to
each sampled node w ∈ S (if no such node exists, any result of at least d(v, w) is fine,
including ∞). For each finite value, nodes on a (unique) path in G learn about them
being part of this path and the next node on it.
2. Simulate a broadcast congested clique5 (1 + ε/3)-approximate SSSP algorithm on the
(virtual) graph on S with edge lengths given by the result from the previous step (∞
means no edge).
√
3. Run Õ( n) iterations of single source Bellman-Ford on G, where the distance values of
nodes in S are initialized to the distances obtained from the previous step.

5

The broadcast congested clique is the special case of the Congest model restricted to complete graphs
and, for each round, nodes sending the same message to each of their neighbors.
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Assuming w.l.o.g. that ε ≤ 1, this yields (1 + ε)-approximate distances to s. As the first
step yields suitable routing information and the result of the second (i.e., an approximate
SSSP-tree on the virtual graph) is global knowledge, nodes can locally determine their parent
in the output tree T .
We adapt the algorithm to super-source graphs as follows.
1. The first step is based on a pipelined version of the (multi-source) Bellman-Ford algorithm
that also works on directed graphs [39, Corollary 5.8]. Formally, we orient all edges of s
towards it (no other change is made). Then we can easily simulate the procedure on the
resulting graph, as all communication by s over one of its edges can be inferred from its
length (which is known to the recipient).
Note that the result is not exactly the same as that of the first step above: all paths
containing s as non-starting node have been removed. However, the decisive property of
the constructed graph is that it preserves G-distances to s up to a factor of 1 + ε. The
virtual graph also needs to be undirected, which is achieved by dropping the directionality
of the computed distances.
2. The simulation of the broadcast congested clique algorithm in the Congest model is based
on making all communication global knowledge. Using pipelining over a BFS tree, the
input of s in the virtual graph (i.e., its incident edges and their lengths) can be made
√
global knowledge in Õ( n + hop(G)) rounds. Together, this implies that all nodes can
locally simulate s.
3. Simulating the communication by s in the third step of the algorithm, which is a standard
Bellman-Ford computation, is straightforward.
As all steps can be adjusted preserving the guarantees of the algorithm and the asymptotic
√
running time is increased by additive Õ( n + hop(G)) only, the result now follows from [12].
J
This leads to the following result for Algorithm 1 from Section 3. As it is basically
a sequence of approximate SSSP computations, a running time bound is immediate from
Corollary 25.
1
O(1)
. Then Algorithm 1 can be executed in
I Corollary 26. Suppose α = polylog
n and ρ = n
√
the CONGEST model in Õ( n + hop(G)) rounds w.h.p.

Proof. The while loop terminates after at most dlog1/α ρ = O(log n)e iterations. In each
iteration, r[i] can be chosen by an arbitrary node (e.g. the one with lowest identifier) and
broadcasted via a BFS tree in O(hop(G)) rounds. Each node then can infer from the result
from the previous iteration (or the input if i = 1) whether it is part of B [i−1] . Nodes adjacent
to B [i−1] can learn about this in one communication round and infer the length of the edge
connecting them to s[i] in G[i] . Thus, all that remains is the approximate SSSP computation,
which can be performed in the stated running time by Corollary 25 w.h.p. The Õ-notation
absorbs the O(log n)-factor from the number of loop iterations.
J
We turn to Algorithm 2 from Section 4. As each iteration can be performed within
√
Õ( n + hop(G)) rounds w.h.p., this implies a bound on the running time of the overall
algorithm.
I Corollary 27. There exists a (randomized) CONGEST algorithm that given a graph G =
(V, E, `) with poly(n)-bounded edge lengths and a real parameter ∆ > 0, constructs a random
√
TSD D of G with the following guarantees in Õ( n+hop(G)) rounds w.h.p.: (1) diam(D)
≤∆


w.h.p.; (2) maxe∈E {loadD (e)} ≤ O(log n) w.h.p.; and (3) Pr [e ∈ E cut (D)] ≤ O
for every edge e ∈ E.

`e ·log n
∆
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Proof. All computations in Algorithm 2 with the exception of the approximate SSSP
computations and the call to blur are local. By Corollary 26, the stated running time bound
follows for a single iteration of the while loop. Here we use that the instances of blur can be
run in parallel by Lemma 13: As Cu ⊆ Vu , we can delete all edges which are not connecting
two nodes within the same Vu for some u and then run a single (1 + ε)-approximate SSSP
instance, where we identify the super-sources of all calls to blur. Therefore, Corollary 12
and a union time bound yield the claim.
J
We now turn to the techniques from Section 5. As the recursive calls for each level of the
decomposition hierarchy when computing an HTSD can be executed concurrently with a
single call to the approximate SSSP subroutine, we obtain the following result.
I Corollary 28. There exists a (randomized) CONGEST algorithm that, given a graph
G = (V, E, `) with poly(n)-bounded edge lengths, constructs a random HTSD D of G with
√
the following guarantees in Õ( n + hop(G)) rounds w.h.p.: (1) the depth of D is O(log n);
(2) D admits a (deterministic) geometrically decreasing diameter bounding sequence d w.h.p.;
(3) loadD (e) = O(log n) for every edge e ∈ E w.h.p.; and (4) ED [strD,d (e)] = O(log2 n) for
every edge e ∈ E.
Proof. For each of the O(log n) levels of the decomposition, the recursive SSSP calls for each
of the clusters can be merged into a single one by identifying their super-sources. The claim
hence follows from Theorem 16 and Corollary 27.
J
From the hierarchical decomposition, we obtain embeddings into projected trees and hierarchically 2-separated trees as described in Sections 5.2 and 5.3.
I Corollary 29. There exists a (randomized) CONGEST algorithm that, given a graph
G = (V, E, `) with poly(n)-bounded edge lengths, constructs a random projected tree T of
√
G in Õ( n + hop(G)) rounds that satisfies the following guarantees for every edge e ∈ E:
(1) loadT (e) = O(log n) w.h.p.; and (2) ET [strT (e)] = O(log2 n).
Proof. We obtain an HTSD using Corollary 28. Inspection of the construction in Section 5.2
reveals that all operations are local once we identify the leaders of clusters. This is, e.g.,
achieved by rooting all supporting trees at the respective cluster’s leader, which can be done
by using the Garay-Kutten-Peleg minimum spanning tree algorithm [27, 38] to compute a
spanning forest of H. As the load of each edge is O(log n), the algorithm on H can be simulated
√
at a multiplicative overhead of O(log n), resulting in running time Õ( n + hop(G)).
J
I Corollary 30. There exists a (randomized) CONGEST algorithm that, given a graph
G = (V, E, `) with poly(n)-bounded edge lengths, constructs an embedding into a random
√
dominating hierarchically 2-separated tree T of G in Õ( n + hop(G)) rounds with expected
stretch ET [strT (e)] = O(log2 n) for each edge e ∈ E.
Proof. Analogous to Corollary 29.

6.2

J

PRAM Model

In the PRAM model, multiple processors share a random access memory to jointly solve
a computational problem. Various contention models exist for concurrent access to the
same memory cell by multiple processors, but are equivalent up to small (sub-logarithmic)
factors in complexity, so we assume that there is no contention. Then we can view the
computation as a DAG whose nodes represent elementary computational steps and edges
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dependencies. The input is represented by the sources of the DAG. The crucial complexity
measures are work, the total size of the DAG (or, equivalently, the sequential complexity of
the computation) and depth, the maximum length of a path in the DAG (or, equivalently,
the time to complete the computation with an unbounded number of processors executing
steps at unit speed).
We use a result on approximate SSSP computations due to Cohen, who introduced hop
sets for this purpose. Following standard notation, we use m := |E|, where G = (V, E, `) is
the input graph.
1
I Corollary 31 (of [14, 20]). Let ε0 > 0 be a constant and ε = polylog
n . Then (1 + ε)1+ε0
approximate SSSP in super-source graphs can be solved in O(m
) work and polylog n time
w.h.p.

We remark that the assumption that the graph G is connected implies mε0 ≥ Ω(nε0 ) and
thus the term mε0 can absorb polylog n factors.
Following the same route as for the CONGEST model, we obtain a string of corollaries.
As coordination between processes is easier in the PRAM model, in most cases the results
are immediate.
1
O(1)
, and ε0 is a constant. Then Algorithm 1
I Corollary 32. Suppose α = polylog
n, ρ = n
can be executed in the PRAM model with depth polylog n and work O(m1+ε0 ) w.h.p.

I Corollary 33. Fix any constant ε0 > 0. There exists a (randomized) PRAM algorithm of
depth polylog n and work O(m1+ε0 ) that, for a graph G = (V, E, `) with poly(n)-bounded
edge lengths and a real parameter ∆ > 0, constructs a random TSD D of G with the following
guarantees: (1) diam(D)
≤∆

 w.h.p.; (2) maxe∈E {loadD (e)} ≤ O(log n) w.h.p.; and (3)
Pr [e ∈ E cut (D)] ≤ O

`e ·log n
∆

for every edge e ∈ E.

Combining this corollary with Theorem 16, we obtain the following result.
I Corollary 34. Fix any constant ε0 > 0. There exists a (randomized) PRAM algorithm of
depth polylog n and work O(m1+ε0 ) that, for a graph G = (V, E, `) with poly(n)-bounded
edge lengths, constructs a random HTSD D of G with the following guarantees w.h.p.: (1)
the depth of D is O(log n); (2) D admits a (deterministic) geometrically decreasing diameter
bounding sequence d w.h.p.; (3) loadD (e) = O(log n) for every edge e ∈ E w.h.p.; and (4)
ED [strD,d (e)] = O(log2 n) for every edge e ∈ E.
I Corollary 35. Fix any constant ε0 > 0. There exists a (randomized) PRAM algorithm of
depth polylog n and work O(m1+ε0 ) that, given a graph G = (V, E, `) with poly(n)-bounded
edge lengths, constructs a random projected tree T of G that satisfies the following guarantees
for every edge e ∈ E: (1) loadT (e) = O(log n) w.h.p.; and (2) ET [strT (e)] = O(log2 n).
Proof. Again, the main step after obtaining an HTSD is to identify cluster leaders. This
can be easily done by pointer jumping within the stated complexity bounds.
J
I Corollary 36. Fix any constant ε0 > 0. There exists a (randomized) PRAM algorithm of
depth polylog n and work O(m1+ε0 ) that, given a graph G = (V, E, `) with poly(n)-bounded
edge lengths, constructs an embedding into a random dominating hierarchically 2-separated
tree T of G with expected stretch ET [strT (e)] = O(log2 n) for each edge e ∈ E.

ITCS 2020

50:24

Low Diameter Decompositions by Approximate Distances

6.3

Semi-Streaming Model

In the streaming model [32, 41], the input graph is given as a stream of edges without
repetitions. The performance of an algorithm is measured by the space it uses, whereby
space is organized in memory words of O(log n) bits. In the multipass streaming model, the
input is presented to the algorithm in several such passes, and the goal is to keep both
the number of required passes and the space consumption small. For algorithms for graph
problems, it is usual to assume arbitrary arrival order of the edges. The special case where
the computational problem takes an n-vertex graph as input and the amount of memory is
Õ(n) is also known as the semi-streaming model [23]. All our results in this subsection are
for this setting.
I Corollary 37 (of [12]). In the semi-streaming model, (1 + ε)-approximate SSSP in super1
source graphs can be solved in polylog n passes w.h.p. for any ε = polylog
n.
All computational steps that are not SSSP computations can be either directly executed
in memory (because only graphs of size Õ(n) are involved) or easily performed by storing
polylog n words for each node and streaming once (e.g., finding cluster leaders). Thus,
corollaries analogous to the CONGEST and PRAM models are immediate.
1
O(1)
I Corollary 38. Suppose α = polylog
. Then Algorithm 1 can be executed in the
n, ρ = n
semi-streaming model with polylog n passes w.h.p.

I Corollary 39. There exists a (randomized) semi-streaming algorithm that given a graph
G = (V, E, `) with poly(n)-bounded edge lengths and a real parameter ∆ > 0, constructs a
random TSD D of G with the following guarantees in polylog n passes w.h.p.: (1) diam(D)
≤



∆ w.h.p.; (2) maxe∈E {loadD (e)} ≤ O(log n) w.h.p.; and (3) Pr [e ∈ E cut (D)] ≤ O
for every edge e ∈ E.

`e ·log n
∆

I Corollary 40. There exists a (randomized) semi-streaming algorithm that given a graph
G = (V, E, `) with poly(n)-bounded edge lengths, constructs a random HTSD D of G with
the following guarantees in polylog n passes w.h.p.: (1) the depth of D is O(log n); (2) D
admits a (deterministic) geometrically decreasing diameter bounding sequence d w.h.p.; (3)
loadD (e) = O(log n) for every edge e ∈ E w.h.p.; and (4) ED [strD,d (e)] = O(log2 n) for
every edge e ∈ E.
Corollary 40 readily implies semi-streaming algorithms that construct low stretch projected
trees and dominating hierarchically 2-separated trees in polylog n passes w.h.p. However,
one can, in fact, obtain such constructions in a single pass by (i) partitioning the edges to
(O(log n) many) length classes; (ii) using known techniques to construct a spanner with O(n)
edges and O(log n) stretch for each length class; and (iii) construct the desired low stretch
trees for the graph obtained from the union of these spanners in an offline fashion, observing
that this graph has O(n log n) edges.6

7

Related Work

Low diameter graph decompositions with small edge cutting probabilities (or with small
weight) play a major role in many algorithmic applications. These include the construction
of low stretch spanning trees [2, 3, 4, 11, 18] and low distortion probabilistic embeddings of

6

We thank an anonymous ITCS 2020 reviewer for pointing out this simple alternative construction.
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metric spaces into hierarchically well-separated trees [7, 8, 9, 22], fast approximate solvers of
symmetric diagonally dominant linear systems [15, 36, 37, 47], constructing graph spanners
[42, 45], and spectral sparsification [33, 35]. The literature in this field being vast, we can
only give an incomplete review of it. We first focus on related work in distributed and parallel
models of computation, as these results are closest to ours, and then turn to the related work
in the streaming model. Our discussion of the related work in the former models starts with
reviewing the literature on low diameter graph decompositions, and then it turns to their
applications, focusing on low average stretch spanning trees and tree embeddings.

Low Diameter Graph Decompositions
In the LOCAL and CONGEST models of distributed computation7 low diameter graph
decompositions for unweighted graphs, i.e., G = (V, E, 1), play a special role as they can
be leveraged to design fast algorithms for a large class of problems. More precisely, the
decomposition task is complete for a certain class of local problems [30], where a problem is
called local if it does not require Ω(hop(G)) rounds of communication (recall the definition
of the hop diameter hop(G) from Section 6.1). Here, hop(G) is of relevance even in problems
where the input graph is weighted, as communication over large hop distances is an inherent
obstacle to small running times in distributed algorithms.
Several distributed decomposition algorithms with round complexities of polylog n and
small edge cut probabilities are known for the unweighted case [19, 40, 43].8 However,
the weighted setting considered in this work is fundamentally different. A lower bound
of hop(G) is trivial, i.e., the task is not local: intuitively, decoupling hop distance from
graph distance implies that finding close-by nodes may require communication over hop(G)
hops. In the LOCAL model, this bound is trivially tight, as nodes can learn about the entire
graph in hop(G) rounds. In the CONGEST
model, a reduction from 2-party communication


complexity shows a lower bound of Ω

√
n
log n

rounds for computing an (r, λ)-decomposition

for any non-trivial values of r and λ. This lower bound even holds if hop(G) = O(log n) [46].9
Miller et al. [43] show how to compute low diameter graph decomposition with small
edge cutting probabilities in unweighted graphs in the PRAM model. Their approach relies
on exact SSSP computations. Given the current discrepancy in the state of the art of exact
and approximate SSSP in the PRAM model, it thus cannot lead to satisfying bounds in the
weighted setting.

Low Stretch Spanning Trees
Nevertheless, there has been some work applying decompositions in the vein of Miller et al. in
order to obtain low average stretch10 spanning trees for weighted graphs. A construction by
Alon et al. [4] reduces weighted graphs to unweighted (multi)graphs. As a result Blelloch et
al. [13] were able to give an efficient PRAM construction of low stretch spanning trees based
on the decomposition technique by Miller et al. As shown by Blelloch et al., computation

7

See Section 6.1 for the formal definition of CONGEST. The LOCAL model is identical, except that it
does not restrict message sizes to O(log n).
8
Some works only care about the chromatic number of the graph resulting from contracting clusters.
However, the cited works achieve this by cutting few edges only.
9
A low-diameter decomposition can be used to determine whether or not there is a light s-t cut in the
family of lower bound graphs from [46]; s and t end up in the same cluster if and only if there is no
light cut between them, as otherwise their distance is large.
10
The ratio of distance in the tree to edge length, averaged over all edges.
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of such trees is of use for efficient PRAM solvers for symmetric diagonally dominant linear
systems. A similar connection was exploited by Ghaffari et al. [29], who transferred the
approach of Blelloch et al. to the CONGEST model, obtaining a low average stretch tree
construction that they leveraged for approximate maximum flow computations. A downside
of the aforementioned approaches
is that the construction by Alon et al. suffers from a poor
√
average stretch of 2Θ( log n log log n) , resulting in respective overheads in work and depth
resp. round complexity in the two models when applying the computed trees in further
computations.
For the CONGEST model, Becker et al. [11] gave a construction of low-average stretch
spanning trees that combines the decomposition technique of Miller et al. with the star
decomposition technique of Elkin et al. [18]. This approach achieves polylog n average
stretch. Again, the complexity of their approach is essentially determined by an exact
SSSP computation. Thus, the resulting algorithm is round-optimal up to polylogarithmic
factors in the unweighted case (i.e., the running time is hop(G) polylog n), while essentially
matching the round complexity of exact SSSP in the weighted case. Exact SSSP computation
in the CONGEST
model is still not too well understood, with the best upper bound of
p
√
Õ(min{ n hop(G), n hop(G)1/4 + n3/5 + hop(G)}) [25] still being polynomially far from
√
the Ω̃( n + hop(G)) lower bound.

Tree Embeddings
We apply our decomposition technique in order to obtain a metric tree embedding, following
the same route as Bartal [7], obtaining the same O(log2 n) bound on the expected stretch
(note that the bound in [7] holds for any edge lengths whereas in the current paper, we
make the simplifying assumption that the ratio of the maximum to minimum edge length
is poly(n)). Bartal later improved this bound to O(log n log log n) [8] and subsequently to
asymptotically optimal O(log n) [9]. Although we cannot readily apply the same techniques,
Bartal’s work suggests that future improvements to our stretch bound are feasible.
Fakcharoenphol et al. [22] achieved the O(log n) stretch bound earlier, following a different
approach in which the graph is not (explicitly) decomposed. However, at its core the main
idea is very similar: randomization is leveraged to keep the probability of “cutting” edges
proportional to their length based on the subtractive form of the triangle inequality. Also here,
PRAM and CONGEST algorithms have been developed that try to mitigate the bottleneck
imposed by exact SSSP computations. In the CONGEST model, it is straightforward to
implement the algorithm from [22] with a round complexity that is (up to a factor of O(log n))
equal to the running time of the Bellman-Ford algorithm [34]. However, shortest paths may
√
have hop length up to n − 1, resulting in a running time far from the Ω̃( n + hop(G)) lower
√
bound. Ghaffari and Lenzen broke down shortest paths by sampling a “skeleton” of Θ̃( n)
nodes uniformly, computing a spanner (refer to the sequel of this section for the definition of
a spanner) of a graph representing the induced metric, computing a tree embedding of this
spanner, and finally extending this embedding to one of the original graph with modified
weights via a Bellman-Ford computation. This can be seen as distorting the original distance
metric such that it becomes sufficiently simple to solve exact SSSP fast, resulting in a round
complexity of Õ(n0.5+ε + hop(G)) for stretch O(ε−1 log n). In particular, by setting ε = log1 n ,
the stretch and running time bounds match our results. However, Ghaffari and Lenzen do
not guarantee bounded load. We also note that their approach is inherently limited to stretch
Ω(log2 n) when requiring a running time bound within polylog n of the lower bound, as both
spanners with a near-linear number of edges and metric tree embedding must incur Ω(log n)
stretch each.
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Friedrichs and Lenzen [26] provide fast PRAM and CONGEST algorithms for tree embeddings with stretch O(log n). The main difference to [31] is the use of hop sets [14] to provide
“shortcuts” for distance computation that are not present in the original graph. Again,
distances are then distorted by metric embeddings such that exact distance
√ computation by a
O( log n) √
Bellman-Ford style computation becomes efficient. This leads to a 2
( n + hop(G))round algorithm in CONGEST and a PRAM algorithm of depth polylog n and work O(m1+ε )
(for any fixed constant ε > 0), where m is the number of edges and Ω(m) a trivial lower
bound on the work. While the stretch guarantee is better than in our case, it should be
noted that also here fundamental barriers limit this technique: lower bounds on the size
of hop sets due to Abboud et al. [1] imply
√ that any hop-set based approach must incur
Ω( log n)
running time resp. work overheads of 2
. Although in the PRAM model we suffer the
same work overhead by relying on hop-sets for the currently best known approximate SSSP
algorithms [14, 20], our result shows that one can trade the additional log-factor in stretch
for a logarithmic load bound that the method of Friedrichs and Lenzen cannot guarantee.

Streaming Algorithms
To the best of our knowledge, constructions of low diameter decompositions with small
edge cutting probabilities have not been addressed so far in the semi-streaming literature.
A related graph theoretic object whose construction has been studied in the context of
streaming algorithms is spanners. Similarly to low (average) spanning trees, spanners also
provide a sparse distance preserving representation of the graph, only that they are not
required to be trees. On the other hand, their notion of distance preservation is stronger in
the sense that it is required to hold in the worst case, rather than on average. Specifically,
a κ-spanner of graph G = (V, E, `) is a spanning subgraph of G that guarantees a stretch
bound of at most κ for every edge in E. One is typically interested in constructing κ-spanners
with a small number of edges, where O(n1+2/(κ+1) ) edges is the asymptotically tight bound.
Streaming constructions of sparse spanners exist only for unweighted graphs [10, 17, 23], as
there, the distance computations are typically restricted to the sparse subgraph maintained
by the algorithm. A related notion in unweighted graphs, which has also been studied in the
streaming literature [21], is an (α, β)-spanner, where the distance between vertices u, v ∈ V
in the spanner is required to be at most α · dG (u, v) + β for every u, v ∈ V .
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1

Warmup

In favour of motivating general problems, introducing general notions and stating our general
theorems, we first go through concrete numerical examples that are special cases of our
results.
Suppose Alice can transmit a length-n bit string (codeword) to Bob and an adversary
James can flip np (0 ď p ď 1) of these bits. Consider first the classic coding theory question.
1. Error correction. For what values of p, can one construct a code (collection of codewords)
of positive rate (i.e., codebook size at least 2Rn for some constant 1 ě R ą 0) such that
Bob can uniquely decode? The classic Plotkin bound [33] tells us that this is impossible
for p ą 1{4,1 and the classic Gilbert–Varshamov (GV) bound [22, 42] tells us that this is
possible for p ă 1{4.
2. List decoding. For what values of p, can one construct a code of positive rate such
that it is 3-list decodable (i.e., regardless of which np bits James flips, Bob can always
decode the received word to a list of at most 3 codewords, one of which is the codeword
transmitted by Alice)?2 Due to work by Blinovsky, it is known that this is possible if
and only if p ď 5{16.3
In this work, not only are we are able to rederive all the above thresholds, but are also able
to derive the corresponding thresholds for a vast variety of general adversarial channels such
as bit-flip channels, erasure channels, AND (Z-) channels, OR (Z-) channels, adder channels,
noisy typewriter channels, etc..
In this section, let us revisit the answers to questions 1 and 2 in the technical language
we develop in this paper.
1. Error correction. Consider any pair of codewords x1 , x2 that are resilient to np bit-flips.
They must therefore be at a Hamming distance larger than 2np. Said differently, the
joint type (i.e., the 2 ˆ 2 matrix whose px1 , x2 q-th, x1 , x2 P t0, 1u, entry
„ is the fraction
 of
tp0, 0q tp0, 1q
locations i of px1 , x2 q such that x1 piq “ x1 and x2 piq “ x2 ) τx1 ,x2 “
of
tp1, 0q tp1, 1q
these two codewords must satisfy the condition that
C1 tp0, 1q ` tp1, 0q ě 2p.

1
2
3

Actually for p “ 1{4 this is still impossible.
Note that a 1-list decodable code is exactly a uniquely decodable code (or more commonly called an
error correction code).
In fact Blinovsky identified the threshold p up to which positive rate pp, L ´ 1q-list decodable codes
exist for any integer L ě 2. This, in particular, recovers the Plotkin bound.
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a. In [9, 34, 2]4 and [43], it was shown that: if a code C of size 2Rn exists, then there
must exist a positive rate subcode C 1 Ă C such that for every pair of codewords x1 , x2
in C 1 , their joint type is approximately the same (as, say, Px1 ,x2 ).
b. In [43], it was shown that: it is possible to construct positive rate codes with joint
types (close to) Px1 ,x2 if and only if Px1 ,x2 is a completely positive (CP) distribution,
i.e., Px1 ,x2 can be written as a convex combination of products of independent and
identical distributions,
Px1 ,x2 “

k
ÿ

λi Pxi PxJi ,

i“1

for some positive integer k, convex combination coefficients tλi u1ďiďk and probability
vectors tPxi u1ďiďk . For example,
„

„

1{2 0
1{4 1{4
λ
` p1 ´ λq
(1)
0 1{2
1{4 1{4
„ 
„ 
“
‰
“
‰
λ 1
λ 0
is CP for λ P r0, 1s since it can be written as 2
1 0 ` 2
0 1 ` p1 ´
0
1
„ 
‰
1{2 “
λq
1{2 1{2 . One can check that for λ ă 0, matrix (1) is not CP. For condition
1{2
C1 to be satisfied by some CP distribution, it must be the case that 2p ď 2¨p1´λq¨p1{4q
for some λ P r0, 1s. This is impossible if p ą 1{4. As a consequence, the classic Plotkin
bound is recovered in this convex geometry language, since the non-CP matrices of
the form (1) with negative λ correspond to codes with minimum pairwise fractional
distance 1`|λ|
(hence correspond to p “ 1`|λ|
ą 1{4), which, by the Plotkin bound,
2
4
cannot have positive rate.
2. List decoding. Now let us move to the list decoding question in hands. For a code to
be 3-list decodable, it must be the case that for any quadruple x1 , x2 , x3 , x4 , there is no
y such that the Hamming distance from xi to y is at most np for every i P t1, 2, 3, 4u. In
this case, the appropriate object is therefore a 2 ˆ 2 ˆ 2 ˆ 2 tensor (or a joint distribution
of px1 , x2 , x3 , x4 q) Px1 ,x2 ,x3 ,x4 such that
C2 any of its extension Px1 ,x2 ,x3 ,x4 ,y (i.e., a coupling of px1 , x2 , x3 , x4 q and y, or a
2 ˆ 2 ˆ 2 ˆ 2 ˆ 2 tensor such that Px1 ,x2 ,x3 ,x4 “ Px1 ,x2 ,x3 ,x4 ,y“0 ` Px1 ,x2 ,x3 ,x4 ,y“1 )
satisfies the condition that Pxi ,y p0, 1q ` Pxi ,y p1, 0q ą p for at least one i P t1, 2, 3, 4u.
a. Again, by [9, 34, 2] and our work, we can restrict our attention to codes in which every
4-tuple of codewords has joint type close to some Px1 ,x2 ,x3 ,x4 , since we can find such a
subcode which is sufficiently large in any positive rate code.
b. Generalizing [43], we show that codes with order-4 joint types (close to) Px1 ,x2 ,x3 ,x4 exist
if and only if Px1 ,x2 ,x3 ,x4 is a completely positive tensor of order-4, i.e., Px1 ,x2 ,x3 ,x4
can be written as a convex combination of products of independent and identical
distributions,
Px1 ,x2 ,x3 ,x4 “

k
ÿ

λi Pxb4
.
i

i“1

4

Their and our work showed that it is also possible to find a positive rate subcode such that every L-tuple
of codewords has joint type close to some Px1 ,¨¨¨ ,xL . This, as we shall see momentarily, is useful for list
decoding.
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One can check that distributions of the form
λ diagp1{2q ` p1 ´ λq

„ b4
„ b4
„ b4
„ b4
λ 1
λ 0
1{2
1{2
“
`
` p1 ´ λq
1{2
1{2
2 0
2 1

is CP if and only if λ P r0, 1s. On the other hand, for condition C2 to be satisfied by
some tensor like that, it turns out, as shown by Blinovsky [9] and us, that p has to be
no larger than 5{16.

Of course, bit-flips are just one of the simplest models of corruption that may occur in realworld communication/storage systems. Perhaps, under certain circumstances, in the system
of interest, we are allowed to transmit length-n codewords taking values from t0, 1, 2, 3, 4, 5u,
but each legitimate codeword x has to satisfy the following constraints inherently associated
to this communication system
$
’
’
&

τx p1q
τx p2q

’
’
% τ p0q
x

`3τx p3q

ď 1.2

´τx p3q

ě 0.05 ,
´τx p4q

´0.2τx p5q

ď 0.7
n

where τx pxq denotes the fraction of x P t0, 1, ¨ ¨ ¨ , 5u in x P t0, 1, ¨ ¨ ¨ , 5u . An adversary is
allowed to change symbols in the transmitted codeword only from small values to large
values; the cost he pays by changing every i to j (0 ď i ă j ď 5) is j ´ i dollars, and he has a
budget of 2.3n dollars in total. Among others, one of the fundamental questions we are able
to answer in this paper is the following: is it possible for us to design exponentially large
codes such that no matter which codeword is transmitted and no matter how an adversary
corrupts it via a legitimate action, the decoder is always able to output a list of at most (say)
10 codewords which contains the correct one?
The answer to the above question is affirmative and can be stated in a similar manner: it
is possible if and only if there is a CP tensor of order 11 and dimension 6 which does not lie
inside the confusability set determined by the channel. In particular, the confusability set is
the set of joint distributions which fail to meet the conditions similar to C1 or C2 that are
determined by the channel.
Our results tell us that if one only aims to search for exponentially large pL ´ 1q-list
decodable codes (instead of optimizing its size) for a given general adversarial channel, then
it is sufficient (and obviously necessary) to restrict our attention to codes that are chunk-wise
řk
random-like. Such codes correspond to some CP distribution i“1 λi PxbL
. If a random code
i
of positive rate, where the λi n (1 ď i ď k) components in the i-th chunk of each codeword
are sampled from distribution Pxi , does not “work” with high probability (w.h.p.), then we
can never find positive rate codes of any other form that “work” for the underlying channel.
By setting the list size L ´ 1 “ 1, results in [43] are recovered by our work.

2

Introduction

While the main contribution of this work is to strictly generalize notions that have been
primarily studied for “Hamming metric” channels, before we precisely define general channels,
let us reprise what is known for Hamming metric channels in this section.
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Error correction and the Plotkin bound

The theory of error correction codes is about protecting data from errors. In classic coding
theory, a code, say C, is just a collection of binary codewords (which are usually just binary
length-n sequences, where n is called the blocklength). The most well-studied error model is
bit-flip. When a certain codeword is transmitted, an adversary can arbitrarily flip at most
np (0 ď p ď 1) bits. It is easy to see that two codewords are not confusable if and only if
their Hamming distance (number of locations where they differ, denoted dH p¨, ¨q) is at least
2np ` 1. Let
˘
`
dmin pCq :“ min
dH x, x1
1
x,x PC
x‰x1

denote the minimum pairwise distance of codewords in C. The goal is to pack as many
codewords as possible in the Hamming space Fn2 while ensuring that the minimum distance is
at least 2np ` 1. By a simple volume argument (Gilbert–Varshamov (GV) bound [22, 42]), it
is known that exponentially many such vectors can be packed when p ă 1{4. The fundamental
quantity that coding theorists are seeking when faced with any communication model is the
largest achievable rate, i.e., capacity. The rate RpCq of a code C is its normalized cardinality,
i.e., RpCq :“ log|C|
n . The capacity C measures, asymptotically as the blocklength grows, the
largest fraction of bits (out of n) that can be reliably transmitted despite np adversarial
bit-flips. C is formally defined as5
C :“ lim sup
nÑ8

max

CĂFn
2 : dmin pCqą2np

RpCq.

For the aforementioned bit-flip model, as said, the problem of finding the capacity can be
also cast as determining the sphere packing density. This problem is notoriously difficult
and is still open to date. However, we do know that p “ 1{4 is the threshold below which
exponential-sized packing exists (as suggested by the GV bound) and above which it is
impossible. The latter fact is the famous Plotkin bound. More formally,
I Theorem 1 (Plotkin bound [33]). If p “ 1{4 ` ,  ą 0, then any code C of distance larger
1
than 2np has cardinality at most 1 ` 4
(and hence has zero rate).
We will call the value of p at which the capacity hits zero, the Plotkin point. Note that the
Plotkin bound actually tells us that above the Plotkin point, not only does every code/packing
have a size 2opnq (and hence, rate zero), but also that its size should be at most a constant
(independent of the blocklength n). Coupled with the achievability result given by the GV
bound, the phase transition threshold for exponential-sized packing is thereby identified
precisely.

2.2

List decoding and the list decoding Plotkin bound

We now introduce another important notion: list decoding. List decodability still requires
codewords to be separated out, but in a more relaxed sense; only a few codewords (instead
of exactly one under unique decoding discussed earlier) can be captured by a ball of certain
radius, no matter where it is located.

5

It turns out that allowing vanishing probability of decoding error does not change the problem.
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(a) An pL ´ 1q-packing for L “ 2, i.e., disjoint
packing.

(b) An pL ´ 1q-packing for L “ 3, i.e., packing with
multiplicity 2.

Figure 1 Packing (uniquely decodable codes) vs. multiple packing (list decodable codes). The
geometry depicted in the above figures may be misleading compared with the truth in binary
Hamming space.

I Definition 2 (List decodability
A
ˇ [21, 46]).
˘ˇ code C is pp, L´1q-list decodable (or pp, ă Lq-list
`
decodable) if for all y P Fn2 , ˇC X BH y, np ˇ ă L, where BH py, npq denotes a Hamming ball
centered at y of radius np.
Of course we want the list size L to be as small as possible. In particular, the problem is
trivial when L “ |C|. (The decoder ignores the received word and outputs the whole code.)
When L “ 2, the problem precisely becomes packing. As the admissible L grows, the problem
is expected to become easier.
Introduced by Elias [21], list decoding is an important and well-studied subject in coding
theory. It is a natural mathematical question to pose towards understanding high-dimensional
geometry in discrete spaces. It also serves as a primitive that is useful within and beyond the
scope of coding theory. For instance, in many communication problems (e.g., [1, 13]), one
proof technique is to let the decoder list decode to a short list (usually polypnq-sized suffices)
of candidate messages, then use other information to disambiguate the list and get a unique
message. List decoding also finds applications in complexity theory, cryptography, etc. [25].
For instance, it is used for amplifying hardness and constructing extractors, pseudorandom
generators and other pseudorandom objects [20]. The idea of relaxing the problem by asking
the solver to just output a list (ideally as small as possible) of solutions that is guaranteed
to contain the correct one, instead of insisting on a unique answer, is also adopted in many
other fields in computer science [19, 35, 28]. In the context of high-dimensional geometry
over finite fields, list decoding is equivalent to multiple packing, just like error correction
codes are equivalent to sphere packing. Multiple packing is a natural generalization of the
famous sphere packing problem in which, instead of insisting on disjoint alignment, overlap
with bounded multiplicity is allowed.
I Definition 3 (Multiple packing). A subset C Ă Fn2 is a pp, L´1q-multiple packing if when we
put Hamming balls of radii np around each vector in C, no point in the space simultaneously
lies in the intersection of at least L balls.
See Fig. 1 for examples of packing and multiple packing in the Hamming space.
Surprisingly, list decoding capacity is known if we allow L to be asymptotically large.
In some sense, list decoding makes us information-theoretic since in many (though not all)
cases the list decoding capacity coincides with the capacity of the corresponding Shannon
channels in which the noise is random with the same “power” (e.g., in the bit-flip/bit-erasure
case, each component of the random noise is independently and identically distributed (i.i.d.)
according to a Bernoulli distribution with mean p).
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I Theorem 4 (List decoding capacity (folklore) [47]). Given any δ ą 0, there exists an infinite
sequence of pp, Op1{δqq-list decodable codes tCn un , each of rate 1 ´ Hppq ´ δ. Indeed, for any
sufficiently large n, a random code (each codeword sampled uniformly at random from Fn2 ) of
rate 1 ´ Hppq ´ δ is pp, Op1{δqq-list decodable w.h.p..
`
˘
On the other hand, any infinite sequence of codes of rate 1 ´ Hppq ` δ is p, 2Ωpnδq -list
decodable.
We call 1 ´ Hppq the p-list decoding capacity (without specifying a specific L). In
particular, the Plotkin point for p-list decoding when L is sufficiently large is 1{2.
Though the fundamental limit for the relaxed problem for large constant L is essentially
understood, pp, L ´ 1q-list decodability for small L (e.g., absolute constant, say 3, 8, 100, etc.;
or sublinear in 1{δ, say p1{δq1{2 , p1{δq1{3 logp1{δq, log logp1{δq) is far from being understood.
Indeed, it is believed (at least for absolute constant L) to be equivalently hard as the sphere
packing problem. Formally, the question of understanding the role of L can be cast as
follows. Note first that when L “ 2, the (unknown) capacity lies somewhere between the
Gilbert–Varshamov bound and the Linear Programming bound ([18, 30, 44, 31, 32]). When
L “ Op1{δq, the list decoding capacity 1 ´ Hppq is much larger than the unique decoding
capacity. As we increase L, the pp, L ´ 1q-list decoding capacity should be gradually “lifted”
and the corresponding Plotkin point (the value of p where the capacity is zero) should
somehow move rightwards from 1{4 to 1{2. The principal goal is to completely understand
the dynamics of this evolution.
I Remark 5. In this paper, we explicitly distinguish the list decoding capacity for large
L and for small L. When we say that L is asymptotically large, we refer to L “ Ωp1{δq
which suffices to approach the p-list decoding capacity within gap δ. When we say that L is
small without further specification, we refer to absolute constant L. For large L, the p-list
decoding capacity, denoted by C (recall that we do not explicitly specify L for this regime,
see Theorem 4), is fully characterized; however, the pp, L ´ 1q-list decoding capacity for small
L, denoted by CL´1 , is widely open.
Again, for any absolute constant L, the pp, L ´ 1q-list decoding capacity is poorly
understood. We only have non-matching lower and upper bounds. To our knowledge, the
current best bounds are due to Blinovsky from the 80s [9, 10, 11], except for sporadic
values of L in some regimes of p. Specifically, for L “ 3, Ashikhmin–Barg–Litsyn [3] can
uniformly improve Blinovsky’s upper bound for all values of p. For even L’s that are at least
4, Polyanskiy [34] can partially beat Blinovsky’s upper bounds in the low rate regime.
Though how CL´1 approaches C as L increases is not exactly known, Blinovsky’s bounds
do resolve the dynamics of the Plotkin point evolution! Let PL´1 denote the Plotkin point
for pp, L ´ 1q-list decoding. Let L “ 2k or 2k ` 1 (k ě 1). Then Blinovsky’s results imply
that PL´1 is precisely given by the following formula
`2pi´1q˘
k
ÿ
i´1
PL´1 “
2´2i .
i
i“1
Later, Alon–Bukh–Polyanskiy [2] recovered this result with a simpler-looking formula
ˆ ˙
1
2k
PL´1 “ ´ 2´2k´1
,
2
k
For instance, P1 “ P2 “ 1{4, P3 “ P4 “ 5{16, etc. As can be noted, the Plotkin point moves
periodically! The fact that the above two formulas always evaluate to the same value is
implicit in [2] and is formally established in Appendix D.
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3

Our contributions

Our motivation comes from a well-known connection between list decodability and reliability
of communication over adversarial channels. A binary code is pp, L ´ 1q-list decodable if and
only if it has zero error when used over the following adversarial bit-flip channel (Fig. 2).
s P Fn2
wtH psq ď np

m P r2nR s

Enc

x P Fn2

XOR

y P Fn2

Dec

LQm
|L| “ Op1{δq

Figure 2 Adversarial bit-flip channels.

The above system depicts a one-way point-to-point communication scenario in which the
encoder (Alice) randomly picks a message m from 2nR of them and encodes it into an n-bit
string. The adversary (James) stares at this entire codeword and maliciously flips at most
np bits of it. Then, the decoder (Bob) receives the corrupted word and is required to output
a short list of messages which is guaranteed to contain m with probability 1.
In the above model, the adversary is power constrained in the sense that he only has a
budget of np bit-flips. But the encoder is not constrained – she can encode the message into
any vector in Fn2 . In some scenarios, codewords are also weight constrained. It makes sense
to pose the same question (understanding the list decoding capacity) for input constrained
channels. Indeed, this question was also studied in the literature [26].
Motivated by this connection, we significantly generalize the bit-flip model and define
list decodability for general adversarial channels. We consider a large family of channels
in which the encoder is allowed to encode the message into a length-n sequence x over any
alphabet X of constant size, the adversary is allowed to design an adversarial noise pattern
s over any alphabet S and the channel can be any deterministic component-wise function
taking as input a pair of strings from X n ˆ S n , outputting a sequence y over any alphabet
Y of the same length. The system designer can incorporate a large family of constraints on
x and s in terms of their types (i.e., empirical distributions). The above family of adversarial
channels we consider includes but is not limited to
1. The standard adversarial bit-flip channels and adversarial erasure channels;
2. Z-channels in which the adversary can only flip 1 to 0 but not the other way around;
3. Adder channels in which the output is the sum of inputs over the reals rather than modulo
the input alphabet size;
4. Channels equipped with Lee distance instead of the Hamming metric.
Indeed, our framework covers most well-studied error models and more that potentially have
not been studied in the literature.
However, since we require the channel transition function to act on each component
of the inputs independently, a well-studied family of channels is excluded: the adversarial
deletion channels (cf. [12]). In this model, the adversary can delete at most np entries of
the transmitted codeword and the decoder receives a vector of smaller length (but at least
p1 ´ pqn) without knowing the original locations of the symbols he got6 . Determining the

6

We want to emphasize the difference between deletions and erasures. When symbols in the codeword
are deleted, the rest of the symbols are concatenated and the receiver has no idea which symbols were
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Plotkin point for this channel is a long standing
? open problem. It is known [12] that for
binary channels the Plotkin point lies between 2 ´ 1 « 0.414 and 0.5; for q-ary channels, it
lies between 1 ´ q`2?q and 1 ´ 1q . The capacity of this channel is even less understood.
For technical simplicity, we also assume that the channel transition function is deterministic, i.e., the output symbol y is a deterministic function of the codeword symbol x and the
error symbol s.7
We can assume, without any loss of generality, that none of the encoder, decoder and
adversary has private randomness to randomize their strategy. This is because there are
reductions showing that, given stochastic encoder/decoder, we can construct a deterministic
coding scheme with essentially the same rate. Similarly, given a stochastic adversarial
error function, we can turn it into a deterministic one which is equivalently malicious in
terms of rate. Therefore, for the encoder, it suffices to only consider deterministic codes
where each message is mapped to a unique codeword with probability 1. For the adversary,
we can assume the error pattern is a deterministic function of the transmitted codeword.
Nevertheless, note that the error function does not have to be component-wise independent.
The i-th component spiq of the noise pattern s can depend on every entry of x, not only on
the corresponding xpiq. Moreover, the decoder’s decision on the estimated message given the
received word can also be assumed to be deterministic. That is, we can require the decoder
to output the correct message with zero error probability. Hence, the problem is purely
combinatorial and all desirable events should happen with probability one.
In this work, we precisely characterize the Plotkin point for list decoding over any channel
from the above family of general adversarial channels. That is, we essentially provide a
criterion (sufficient and necessary condition) for the existence of positive rate pL ´ 1q-list
decodable codes for such channels.
In the context of high-dimensional geometry over finite fields, the result can be also cast
as pinning down the location of the phase transition threshold for the optimal density of
pL ´ 1q-multiple packing using general shapes (not necessarily Hamming balls) corresponding
to the defining constraints on codewords and errors of the channel. Above the threshold,
exponential-sized multiple packing exists while below that, it is impossible to have such
exponential-sized multiple packings.
This criterion can be summarized in one sentence:
exponential-sized pL ´ 1q-list decodable codes for general adversarial channels (or
pL ´ 1q-multiple packings using general shapes) essentially exist if and only if the
completely positive tensor cone of order-L is not entirely contained in the confusability
set of the channel for pL ´ 1q-list decoding.
Jargon in the above informal statement will become understandable once we formalize
the problem setup and present rigorous claims. The proof consists of the sufficiency part and
the necessity part. At a very high level, the sufficiency part follows from a random coding
argument and its generalization inspired by the time-sharing argument frequently used in
Network Information Theory. The necessity part builds upon and significantly generalizes the
classic Plotkin bound, which goes by first extracting an equicoupled subcode using Ramsey
theory and then applying a generalized double counting trick.

7

deleted. However, when symbols are erased, they are replaced by erasure symbols erasure at the same
locations and the receiver seeing them knows exactly which symbols were erased. Hence the erasure
case is much simpler than the deletion case.
The general case in which the channel law is given by a conditional distribution Wy|x,s (with not
necessarily only singleton atoms) is more technical and is left as one of our future directions.
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Our other results include the following:
1. For any given general adversarial channel, we pin down the list decoding capacity for
asymptotically large L. This generalizes the classic list decoding capacity in the bit-flip
case. The lower bound is achieved by a purely random code. The upper bound follows
from a volume packing argument.
2. For any given general adversarial channel, we determine the exact order (in terms of δ) of
the list sizes of a large fraction (exponentially close to one) of constant composition codes
(in which all codewords have the same type) achieving the list decoding capacity within
gap δ. It turns out that if we pick a constant composition code from the set of all such
codes uniformly at random, with high probability, it is exactly Θp1{δq-list decodable.
3. For any given general adversarial channel and any L ě 2, we give a lower bound on
the pL ´ 1q-list decoding capacity. It coincides with the generalized Gilbert–Varshamov
bound obtained by [43] when L ´ 1 is equal to 1. Our bound follows from a random code
construction assisted by expurgation, generalizing a classic construction for pp, L ´ 1qlist decoding in the bit-flip case [24]. Note that this construction differs from [43]’s
construction for unique decoding using greedy packing.
4. In the special case where L “ 2, i.e., the unique decoding setting and under the bit-flip
model, we evaluate the Gilbert–Varshamov-type bound and an achievable rate expression
of cloud codes (codes constructed from CP distributions) obtained by [43]. In particular,
we show that the Gilbert–Varshamov-type bound for general adversarial channels matches
the classic GV bound in coding theory. We also provide an explicit convex program for
evaluating achievable rates of cloud codes.
5. By evaluating our general criterion under the bit-flip model, we numerically recover
Blinovsky’s [9] characterization of the Plotkin points for pp, L ´ 1q-list decoding. This
boils down to checking the feasibility of an explicit linear program with structured
coefficient matrix. Though the LP has size exponential in L, its feasibility can be
checked in constant time since our results are tailored for constant L independent of the
blocklength n (which needs to approach infinity for many of our results to hold).
6. By utilizing facts discovered in this paper, we rigorously recover Blinovsky’s [9] characterization of the Plotkin points for pp, L ´ 1q-list decoding. Our proof avoids the complicated
calculations Blinovsky did and demystifies the formula by Blinovsky8 . In particular, our
lower bound on the Plotkin point explains why, in the low rate regime, average-radius 9
list decoding is equivalent to the classic notion of list decoding. We believe that this
fact was first observed and rigorously justified by Blinovsky. It was later rediscovered
many times and became one of the basic starting points of many papers, especially those
regarding list decoding random q-ary linear codes. Our upper bound relates the Plotkin
point PL´1 to the expected translation distance of a one-dimensional unbiased random
walk after L steps. In summary, using connections between codes and random variables,
we are able to re-interpret the results by Blinvosky [9] and Alon–Bukh–Polyanskiy [2]
within the framework we established by providing a more intuitive formula which matches
known results.
8
9

In fact, he provided upper and lower bounds on the pp, L ´ 1q-list decoding capacity which happen to
vanish at the same value of p.
pp, L ´ 1q-average-radius list decodability requires that the average distance (instead of maximum
distance required by the classic notion of pp, L ´ 1q-list decodability) from any L-tuple of codewords to
their centroid is larger than np. Average-radius list decodability is a more stringent requirement since it
implies the classic list-decodability. However, it is easier to analyze since the problem is linearized from
infinity norm to one norm. Indeed it plays a useful role in a long line of work towards understanding
the list decodability of random linear codes [26, 45, 36, 37, 38].
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Overview of techniques

Our paper is highly correlated to a sister paper [43] which a subset of the authors are
involved in. That paper provides generalized Plotkin bound for unique decoding over general
adversarial channels. The authors showed that exponential-sized uniquely decodable codes
or hard packings exist if and only if the set of completely positive matrices is not entirely
contained in the confusability set associated to the given channel. This answers the question
we posed in the beginning of the paper for the L “ 2 case. We generalize their results to
any universal constant L. Almost all results in [43] can be recovered by setting L “ 2 in
our paper.
We give an overview of the techniques used in this paper and highlight the similarities
and differences between [43]10 and our work.
1. The general adversarial channel models that both papers are concerned with belong to a
larger family of channels known as Arbitrarily Varying Channels (AVC) in Information
Theory community; these were first studied by Blackwell et al. [8] (see [29] for a detailed
survey). We want to emphasize that the bulk of the literature on AVCs deals with
oblivious adversary channels in which the adversary has to pick his malicious noise pattern
before the codeword is chosen from the codebook (and hence, oblivious of the transmitted
codeword) by the encoder. This makes the problem significantly easier and the capacity of
such channels is precisely known (cf. [17]). The channels that [43] and we are considering
are such that the adversary gets to design the error pattern with the complete knowledge
of the transmitted codeword; these are called omniscient adversaries in [43]. This problem
is much more difficult and the capacity is, again, widely open even for simple models
such as the bit-flip channels. Indeed, the subclass of AVCs that [43] and we defined is
motivated by the bit-flip channels and its various variants, e.g., q-ary channels, weight
constrained channels, asymmetric channels, etc..
2. The connection between codes and random variables/distributions is classic in Theoretical
Computer Science. The idea of realizing binary error correction codes using t´1, 1un
valued random variables or functions supported on the Boolean hypercube t´1, 1u is
spread out in the literature explicitly or in disguise. Such a trick allows one to borrow
tools from other fields of Theoretical Computer Science, e.g., the theory of expander
graphs, randomness extractors, small-bias distributions, discrete Fourier analysis, etc.,
(cf. [40, 5, 41, 7]) to understand, construct and analyze codes.
3. With respect to (w.r.t.) codes for general adversarial channels, the specific idea of collecting admissible types of good codes and studying the set of corresponding distributions was
used in [43]. In particular, they defined similar notions of self-couplings and confusability
sets which are submanifolds of matrices corresponding to joint distributions. Such objects
only take care of pairwise interaction of codewords, which is insufficient for understanding
list decoding. We generalize their notions to tensors which capture the (empirical) joint
distributions of lists of codewords. While some properties in [43] continue to hold when
objects in the matrix case are extended to their tensor versions, others fail to hold, as
we will see in the rest of the paper. We also encounter issues which do not arise in the
unique decoding setting. As is well-known, tensors are much more delicate [27] to handle
compared to matrices.

10

Though the work by Wang–Budkuley–Bogdanov–Jaggi [43] has been accepted to ISIT 2019, the
conference version is limited to 5 pages and contains essentially no proof. At the time this paper is
written, we do not have a publicly available full version of [43] and the following comparison is w.r.t.
the current status of a draft of [43] that the authors kindly shared with us.
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4. To prove upper bounds on capacity, it is also an old idea to extract structured subcodes
from any infinite sequence of good codes. Depending on the applications, the nature of
structures and techniques used to extract them may vary. To the best of our knowledge, in
coding theory, the use of Ramsey theory for obtaining symmetric subcodes dates back to as
least as early as Blinovsky [9]. His techniques were applied in a similar manner in followup
works by Polyanskiy [34] and Alon–Bukh–Polyanskiy [2]. The work in [43] generalized
this idea and managed to extract structured subcodes from arbitrary codes for general
adversarial channels. Since they dealt with unique decoding, pairwise equicoupledness
suffices. In our setup, we would like a sequence of subcodes which are L-wise equicoupled
in the sense that the (empirical) joint distribution of any L-tuple of codewords from
the extracted subcode is approximately the same and is close to some Ppx1 ,¨¨¨ ,xL . This
resembles but generalizes Polyanskiy’s [34] techniques. One of the downsides of invoking
Ramsey theory is that the reduction usually causes terrible detriment to the rate of the
code, since the smallest size for a combinatorial object to contain abundant structures is
generally poorly understood in combinatorics. However, we are fine to tolerate such a
rate loss since we only care about the positivity of the pL ´ 1q-list decoding capacity.
5. To show lower bounds on capacity, we use the random coding argument aided by
expurgation. In the prior work [43], the achievability result is obtained by greedy packing.
This is reminiscent of a classic technique in coding theory for proving the existence of good
codes of certain size. Since in the unique decoding (hard packing) setting, goodness of a
code relies merely on pairwise statistics, the size of a greedy packing can be lower bounded
using a standard volume counting argument. Indeed, this idea can be implemented in
the general setting by counting the volume of the “forbidden region” of any codeword
[43]. However, in list decoding setting, the notion of confusability is defined for tuples
of codewords and translates to bounded multiplicity of intersection of forbidden regions
of codewords. It is thus not clear how to pack codewords in a greedy manner while
ensuring non-existence of local dense clusters. Instead, our code construction is more
information-theoretic. We apply ideas of random coding with expurgation which is
commonly used in the study of error exponent in Information Theory. A random code
may be mildly locally clustered, but this only occurs at rare locations in the space of
all length-n input sequences. Indeed, we are able to show that, with high probability, a
random code carefully massaged by shoveling off a small number of codewords attains a
GV-type bound for general channels.
6. The most difficult part of our work is the converse.
a. First assume that the distribution Ppx1 ,¨¨¨ ,xL associated to the subcode obtained by
Ramsey reduction is symmetric. To show that no large pL´1q-list decodable code exists
for general adversarial channels when Ppx1 ,¨¨¨ ,xL is not completely positive, we provide
upper and lower bounds on the average (over all L-tuples in the equicoupled subcode)
inner product between the empirical distribution of an L-tuple and a copositive witness
of non-complete positivity of Ppx1 ,¨¨¨ ,xL . The bounds contradict each other if the code
size exceeds certain constant (independent of the blocklength). We review this double
counting trick (for unique and list decoding under special settings that appeared in
prior work) in Section 5. The L “ 2 case is proved in [43]. The existence of the witness
of non-complete positivity is guaranteed by the duality of certain matrix cones. We
generalize calculations in [43] to joint distributions of ą 2 random variables. Similar
notions of complete positivity and copositivity for tensors exist in the literature and
the duality continues to hold.
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b. If Ppx1 ,¨¨¨ ,xL is asymmetric, we use a completely different argument. We reduce the
claim, in a nontrivial way, to the L “ 2 case which is known to be true [43]. The L “ 2
case itself is proved [43] by viewing the task of constructing a long sequence of random
variables with prescribed asymmetric pairwise marginals as a zero sum game and using
discrete Fourier analysis to provide conflicting bounds on the value of the game, if the
sequence is longer than certain constant (again independent of the blocklength).

5

Prior work

Among various ideas, our results are built upon prior work which applies a double counting
trick to obtain upper bounds on code sizes. We first review this technique which can be
found in the proof of the classic Plotkin bound and its generalizations.

5.1

Plotkin [33]

One way to prove Theorem 1 is by lower and upper bounding the expected pairwise distance
of any given code C with minimum distance larger than 2np (p “ 1{4 ` )
˘‰
“ `
(2)
dH x, x1 ,
E
px,x1 q„CˆC

where x, x1 are uniformly and independently picked from C. First note that pairs x “ x1 do
not contribute to the expectation. On the one hand, the expectation is clearly at least
|C|p|C| ´ 1q
2

|C|

dmin ą |C|

´1

p|C| ´ 1q2np “ |C|

´1

p|C| ´ 1q2np1{4 ` q.

On the other hand, if we stack codewords into a 2nR ˆ n matrix and let Sj denote the number
of 1’s in the j-th column, then from the column’s perspective, the above expectation is at
most
n
1 ÿ
2

|C|

2Sj p|C| ´ Sj q.

j“1

The coefficient 2 is because we need to count px, x1 q and px1 , xq separately. This bound is at
most n{2 by concavity of the summands in Sj . Comparing the upper and lower bounds we
1
, as claimed in Theorem 1.
have that |C| ď 1 ` 4

5.2

Blinovsky [9]

The above double counting argument can be generalized to the setting of list decoding. For
the pp, L ´ 1q-list decoding setup we introduced in Definition 2, the earliest work we are
aware of following this idea is the one by Blinovsky [9].
Unlike Theorem 1, not only did Blinovsky show that any pp, L ´ 1q-list decodable code
has to be small as long as p ą PL´1 , he even gave an upper bound (it is still essentially the
best as far as we know) on the pp, L ´ 1q-list decoding capacity for any L. We sketch his
idea below but omit the complicated calculations.
First note that proving upper bounds on CL´1 for fixed p is equivalent to proving upper
bounds on p for fixed rate R. We then define the following three quantities
˘
`
rLD “ min minn max dH y, x ,
(3)
C yPF
xPL
LPpLq
2
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“ `
˘‰
ravg “ min minn E dH y, x ,
C yPF x„L
LPpLq
2
˘‰
“ `
rDC “ E minn E dH y, x .
C yPF x„L
L„pL
q 2

(4)
(5)

All expectations are over uniform selections from the corresponding sets. Namely,
ÿ
1
r¨s ,
E r¨s “ `|C|˘
C
L„pL
q
L LPp C q

E r¨s “

x„L

L

1 ÿ
r¨s .
L xPL

Let us parse what these quantities are measuring.
1. rLD is known as the list decoding radius of a given code C. The minimax expression
associated to a set L of vectors
`
˘
rCheb :“ minn max dH y, x
yPF2 xPL

is known as the Chebyshev radius of L. It is the radius of the smallest circumscribed ball
of L. And
p˚ pRq :“ lim sup
nÑ8

max

nR
CĂFn
2 : |C|ě2

rLD pCq

is precisely the largest allowable p for pp, L ´ 1q-list decodable codes of a fixed rate R to
exist. Note that p˚ p0q “ PL´1 .
2. ravg is known as the average list decoding radius and the min-average expression
“ `
˘‰
minn E dH y, x
yPF2 x„L

is the average radius of a list. It is not hard to see that the average radius center of L is
the component-wise majority of vectors in L, i.e., the minimizer y ˚ has MAJ pxpiq : x P Lq
as its i-th component. Define plurality as
PLUR : FL
Ñ r0, 1s
2
px1 , ¨ ¨ ¨ , xL q ÞÑ L1 |ti P rLs : xi “ MAJpx1 , ¨ ¨ ¨ , xL qu| ,
which is the fraction of the most frequent symbol. Then the average radius of L can be
explicitly written as
minn E

yPF2 x„L

n
“ `
˘‰ ÿ
p1 ´ PLUR pxpjq : x P Lqq .
dH y, x “
j“1

3. rDC is a further variant of rLD – the ultimate quantity we are looking for. It is the object
that Blinovsky was really dealing with. Note that it is in the same spirit as the quantity
(2) considered in the double counting argument in the proof of the classic Plotkin bound.
Blinovsky used rDC as a proxy to finally bound rLD .
By extracting a constant weight subcode and applying the double counting trick (and using
the convexity of a certain function), Blinovsky showed the following
I Lemma 6. Let λ P r0, 1{2s and fix R “ 1 ´ Hpλq. Then
rDC ď

rL{2s
ÿ
i“1

`2i´2˘
i´1

i

pλp1 ´ λqqi .
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Apparently, by definition, we have
rLD ě ravg ,

rDC ě ravg .

So Lemma 6 automatically holds for ravg . However, a priori the relation between rLD and
rDC is unclear. Surprisingly, Blinovsky showed that it is “okay” to replace the first and third
optimization in rLD with averaging in the sense that the following holds.
I Lemma 7. For any infinite sequence of codes tCn un , there exists an infinite sequence of
subcodes Cn1 Ď Cn such that rLD pC 1 q “ ravg pC 1 q ` opnq.
The proof involves an equidistant subcode extraction step using Ramsey theory. Lemma 7
implies that the same bound in Lemma 6 holds for rLD as well!

5.3

Cohen–Litsyn–Zémor [15]

Similar ideas were used to provide upper bounds on the erasure list decoding
A
` rns capacity.
˘
binary code is said to be pp, L ´ 1q-erasure list decodable if for any T P np1´pq
and any
(ˇ
p1´pqn ˇˇ
yPF
, x P C : x|T “ y ˇ ď L ´ 1, where x|T denotes the restriction of x to T , i.e., a
2

vector of length |T | only consisting of components from x indexed by elements in T . The
erasure list decoding radius rLD,eras and the pp, L ´ 1q-erasure list decoding capacity CL´1,eras
are defined in the same manner. Cohen–Litsyn–Zémor [15] showed that
I Theorem 8 ([15]). CL,eras ď 1 ´ Hpλq, where λ is the unique root of the equation
λL`1 ` p1 ´ λqL`1 “ 1 ´ p in r0, 1{2s.
The idea is essentially still double counting. Here, it turns out that the right object to be
counted is the erasure radius of a list L,
reras :“ |ti P rns : xpiq are the same @x P Lu| .
Extracting a subcode living on a sphere (followed by shifting out the center to get a constant
weight subcode C 1 ) and conducting similar calculations on
E

1

rreras pLqs ,

L„pCL q

allow the authors to conclude Theorem 8.
I Remark 9. The original paper [15] was stated for generalized distance which is equivalent
to erasure list decoding radius via a well-known connection. The above version was presented
in Guruswami’s PhD thesis [24].

5.4

Wang–Budkuley–Bogdanov–Jaggi [43]

As mentioned, our work is a continuation of the prior work [43] which a subset of the authors
were involved in. We refer the readers to the corresponding paragraphs in Sec. 1 and Sec. 3
for a review of their work along with a comparison with this work.

6

Organization of the paper

In Sec. 1 we have seen numeric examples that illustrate our results. In Sec. 2 we properly
motivated the problem and introduced relevant background in coding theory. Our contributions in this paper were listed in details in Sec. 3. In Sec. 4 we reviewed various techniques
used in this paper and highlighted our innovations. Prior works that our results build up on
and push forward were surveyed in Sec. 5.
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The rest of the paper is organized as follows. We fix our notational conventions in
Sec. 7 and provide necessary preliminaries, especially the method of types in Information
Theory, in Sec. 8. We develop basic notions that will be used throughout the paper in
Sec. 9. In particular, general adversarial channels and objects associated to them will be
introduced in this section. In Sec. 10 we prove the list decoding capacity theorem for general
adversarial channels when L is asymptotically large. Furthermore, we obtain tight list size
bounds for most capacity-achieving constant composition codes in Sec. 11. In Sec. 12 and
Sec. 13 we show sufficiency and necessity, respectively, of the criterion for the existence of
exponential-sized pL ´ 1q-list decodable codes (where L is an arbitrary universal constant)
for general adversarial channels. In Sec. 14 we make two remarks on the converse, which is
technically the most challenging piece of our work. In Sec. 15 we verify the correctness of our
characterization obtained in Sec. 12 and Sec. 13 by running it on the problem specialized
to the bit-flip model which has been understood in prior works [9, 2]. In Sec. 16, utilizing
tools developed and facts proved in this paper, we rigorously rederive Blinovsky’s [9] results.
We obtain more intuitive expressions and demystify his calculations. In Sec. 17 we evaluate
bounds on the unique decoding capacity (L “ 2) in [43] under the bit-flip model. We conclude
the paper and list several open questions and future directions in Sec. 18. Some calculations
and background knowledge are deferred to Appendices A, B, C and D.

7

Notation

Conventions. Sets are denoted by capital letters in calligraphic typeface, e.g., C, I, etc..
Random variables are denoted by lower case letters in boldface or capital letters in plain
typeface, e.g., m, x, s, U, W , etc.. Their realizations are denoted by corresponding lower case
letters in plain typeface, e.g., m, x, s, u, w, etc.. Vectors (random or fixed) of length n, where
n is the blocklength without further specification, are denoted by lower case letters with
underlines, e.g., x, s, x, s, etc.. The i-th entry of a vector x P X n is denoted by xpiq since
we can alternatively think of x as a function from rns to X . Same for a random vector x.
Matrices are denoted by capital letters in boldface, e.g., P, Σ, etc.. Similarly, the pi, jq-th
entry of a matrix G P Fnˆm is denoted by Gpi, jq. We sometimes write Gnˆm to explicitly
specify its dimension. For square matrices, we write Gn for short. Letter I is reserved for
identity matrix. Tensors are denoted by capital letters in plain typeface, e.g., T, P , etc..
Functions. We use the standard Bachmann–Landau (Big-Oh) notation for asymptotics of
real-valued functions in positive integers.
For x P R, let rxs` :“ max tx, 0u.
For two real-valued functions f, g on the same domain Ω, let f g and f {g denote the
functions obtained by multiplying and taking the ratio of the images of f and g point-wise,
respectively. That is, for ω P Ω,
pf gqpωq :“ f pωqgpωq,

pf {gqpωq :“ f pωq{gpωq.

In particular, for types or distributions, we can write τx,y “ τx τy|x , τy|x “ τx,y {τx , or
Px,y “ Px Py|x , Py|x “ Px,y {Px and so on.
For two real-valued functions f pnq, gpnq in positive integers, we say that f pnq asymptotically equals gpnq, denoted f pnq — gpnq, if
lim

nÑ8

f pnq
“ 1.
gpnq
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.
For instance, 2n`log n — 2n`log n ` 2n , 2n`log n ffi 2n . We write f pnq “ gpnq (read f pnq dot
equals gpnq) if the coefficients of the dominant terms in the exponents of f pnq and gpnq
match,
lim

nÑ8

log f pnq
“ 1.
log gpnq

1{4
n .
n`log n
.
.
 22
For instance, 23n “ 23n`n , 22 “
. Note that f pnq — gpnq implies f pnq “ gpnq,
but the converse is not true.
For any q P Rą0 , we write logq p¨q for the logarithm to the base q. In particular, let logp¨q
and lnp¨q denote logarithms to the base two and e, respectively.

Sets. For any two sets A and B with additive and multiplicative structures, let A ` B and
A ¨ B denote the Minkowski sum and Minkowski product of them which are defined as
A ` B :“ ta ` b : a P A, b P Bu ,

A ¨ B :“ ta ¨ b : a P A, b P Bu ,

respectively. If A “ txu is a singleton set, we write x ` B and x ¨ B for txu ` B and txu ¨ B.
` ˘
For any finite set X and any integer 0 ď k ď |X |, we use Xk to denote the collection of
all subsets of X of size k.
ˆ ˙
X
:“ tY Ď X : |Y| “ ku .
k
For M P Zą0 , we let rM s denote the set of first M positive integers t1, 2, ¨ ¨ ¨ , M u.
For any A Ď Ω, the indicator function of A is defined as, for any x P Ω,
#
1A pxq :“

1,

xPA

0,

xRA

.

At times, we will slightly abuse notation by saying that 1A is 1 when event A happens and 0
otherwise. Note that 1A p¨q “ 1t¨PAu .
Geometry. For any x P Fnq , let wtH pxq denote the Hamming weight of x, i.e., the number
of nonzero entries of x.
wtH pxq :“ |ti P rns : xpiq ‰ 0u| .
`
˘
For any x, y P Fnq , let dH x, y denote the Hamming distance between x and y, i.e., the
number of locations where they differ.
`
˘
`
˘ ˇ
(ˇ
dH x, y :“ wtH x ´ y “ ˇ i P rns : xpiq ‰ ypiq ˇ .
Balls and spheres in Fnq centered around some point x P Fnq of certain radius r P t0, 1, ¨ ¨ ¨ , nu
w.r.t. the Hamming metric are defined as follows.
`
˘
(
n
BH
px, rq :“ y P Fnq : dH x, y ď r ,

`
˘
(
n
SH
px, rq :“ y P Fnq : dH x, y “ r .

We will drop the subscript and superscript for the associated metric and dimension when
they are clear from the context.
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Probability. The probability mass function (p.m.f.) of a discrete random variable x or a
random vector x is denoted by Px or Px . Here we use the following shorthand notation to
denote the probability that x or x distributed according to Px or Px takes a particular value.
Px pxq :“ Pr rx “ xs ,

Px pxq “ Pr rx “ xs ,

x„Px

x„Px

for any x P X or x P X n . If every entry of x is independently and identically distributed
(i.i.d.) according to Px , then we write x „ Pxbn , where Pxbn is a product distribution
defined as
Px pxq “ Pxbn pxq :“

n
ź

Px pxpiqq.

i“1

For a finite set X , ∆pX q denotes the probability simplex on X , i.e., the set of all probability
distributions supported on X ,
#
+
ÿ
|X |
∆pX q :“ Px P r0, 1s :
Px pxq “ 1 .
xPX

Similarly, ∆ pX ˆ Yq denotes the probability simplex on X ˆ Y,
#
+
ÿ ÿ
|X |ˆ|Y|
∆ pX ˆ Yq :“ Px,y P r0, 1s
:
Px,y px, yq “ 1 .
xPX yPY

Let ∆pY|X q denote the set of all conditional distributions,
!
)
∆pY|X q :“ Py|x P R|X |ˆ|Y| : Py|x p¨|xq P ∆pYq, @x P X .
The general notion for multiple spaces is defined in the same manner.
Let UnifpΩq denote the uniform distribution on some probability space Ω.
For a joint distribution Px,y P ∆pX ˆ Yq, let rPx,y sx P ∆pX q denote the marginalization
onto the variable x, i.e., for x P X ,
ÿ
rPx,y sx pxq :“
Px,y px, yq.
yPY

Sometimes we simply write it as Px when the notation is not overloaded.
Algebra.

Let } ¨ }p denote the standard `p -norm. Specifically, for any x P Rn ,
˜

}x}p :“

n
ÿ

¸1{p
p

|xpiq|

.

i“1

For brevity, we also write } ¨ } for the `2 -norm.
An order-k dimension-pn1 , ¨ ¨ ¨ , nk q tensor T is a multidimensional array. It can be thought
as a function on the product space rn1 s ˆ ¨ ¨ ¨ ˆ rnk s which identifies the value of each of its
entries.
T : rn1 s ˆ ¨ ¨ ¨ ˆ rnk s Ñ R
pi1 , ¨ ¨ ¨ , ik q
Þ
Ñ
T pi1 , ¨ ¨ ¨ , ik q,
where, as usual, we use T pi1 , ¨ ¨ ¨ , ik q to denote its pi1 , ¨ ¨ ¨ , ik q-th entry.
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Without specification, all matrices and tensors are over the real number field. The space
of n ˆ m matrices is denoted by
(
Matnˆm :“ M P Rnˆm – Rn¨m .
When n “ m, we write Matn for the space of square matrices of dimension n. The space of
order-k dimension-pn1 , ¨ ¨ ¨ , nk q tensors is denoted by
(
n1 ˆ¨¨¨ˆnk
Tenbk
– Rn1 ¨¨¨nk .
n1 ,¨¨¨ ,nk :“ T P R
If every dimension of T is the same, n1 “ ¨ ¨ ¨ “ nk “ n, then we write Tenbk
n for the space
of equilateral tensors of order k and dimension n. Definitions of the sets of symmetric (Sym),
non-negative (NN), doubly non-negative (DNN), positive semidefinite (PSD), completely
positive (CP), copositive (coP), etc., matrices and tensors are deferred to the corresponding
sections where we need them. Note that Matn,m “ Tenb2
n,m . When the order of the tensors is
k “ 2, namely matrices, we drop the superscript b2.
For a tensor T P Tenbk
n1 ,¨¨¨ ,nk , we use }T }F to denote the Frobenius norm of T , which is
2
the ` norm when T is vectorized into a length-n1 ¨ ¨ ¨ nk vector.
˛1{2

¨
ÿ

}T }F :“ ˝

T pi1 , ¨ ¨ ¨ , ik q2 ‚

.

pi1 ,¨¨¨ ,ik qPrn1 sˆ¨¨¨ˆrnk s

We use }T }sav to denote the sum-absolute-value norm of T which is the `1 norm after
vectorization.
ÿ

}T }sav :“

|T pi1 , ¨ ¨ ¨ , ik q| .

pi1 ,¨¨¨ ,ik qPrn1 sˆ¨¨¨ˆrnk s

Similarly, define
}T }mav :“

max
pi1 ,¨¨¨ ,ik qPrn1 sˆ¨¨¨ˆrnk s

|T pi1 , ¨ ¨ ¨ , ik q|

to be the max-absolute-value norm of T , which is the `8 norm when viewed as a vector.
Note that the Frobenius norm, sum-absolute-value norm and max-absolute-value are
different from the matrix/tensor 2-norm, 1-norm and 8-norm. Though they do trivially
coincide with the corresponding vector norm when the order of the tensor is one.
We endow the matrix/tensor space with an inner product. For tensors T1 and T2 both in
Tenbk
n1 ,¨¨¨ ,nk ,
xT1 , T2 y :“

ÿ

T1 pi1 , ¨ ¨ ¨ , ik qT2 pi1 , ¨ ¨ ¨ , ik q.

pi1 ,¨¨¨ ,ik qPrn1 sˆ¨¨¨ˆrnk s

When T1 , T2 are matrices, the `above ˘definition agrees with the Frobenius inner product, which
is alternatively defined as Tr T1J T2 . When T1 , T2 are vectors, this inner product becomes
the standard inner product associated to Rn as a Hilbert space, which is denoted by the
same notation without confusion.
Let Sn denote the symmetric group of degree n consisting of n! permutations on rns.
Permutations are typically denoted by lower case Greek letters.
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Information theory. We use Hp¨q to interchangeably denote the binary entropy function
and the Shannon entropy; the exact meaning will be clear from the context. In particular,
for any p P r0, 1s, Hppq denotes the binary entropy
Hppq “ p log

1
1
` p1 ´ pq log
.
p
1´p

For a distribution P P ∆pX q on a finite alphabet X or a random variable x „ P distributed
according to P , the Shannon entropy of P or x is defined similarly as
ÿ
1
HpP q “ Hpxq :“
P pxq log
.
P
pxq
xPX
For two distributions P, Q P ∆pX q on the same alphabet X , the Kullback–Leibler (KL)
divergence between them is defined as
ÿ
P pxq
DpP }Qq :“
P pxq log
.
Qpxq
xPX
If x, y are jointly distributed according to Px,y P ∆pX ˆ Yq, then their joint entropy is
defined as
ÿ ÿ
1
;
Hpx, yq “ HpPx,y q :“
Px,y px, yq log
Px,y px, yq
xPX yPY
their mutual information is defined as
Ipx; yq :“D pPx,y }Px Py q
ÿ ÿ
Px,y px, yq
“
Px,y px, yq log
P
x pxqPy pyq
xPX yPY
ÿ
“

Py pyq

yPY

ÿ

Px|y px|yq log

xPX

Px|y px|yq
.
Px pxq

If the conditional distribution of y given x is Py|x P ∆pY|X q, then the conditional entropy
of y given x is defined as
ÿ
Hpy|xq :“
Px pxqHpy|x “ xq
xPX

ÿ ÿ
“

Px,y px, yq log

xPX yPX

Px pxq
.
Px,y px, yq

It is easy to check that different definitions above for the same quantities are consisted
with each other.

8

Preliminaries

I Lemma 10 (Stirling’s approximation). For any n P Zą0 , n! —

?

n

2πn pn{eq .

I Corollary 11 (Asymptotics of multinomials). For any positive integers
any
` nn ě˘ q . and
nHpP q
q-partition pn1 , ¨ ¨ ¨ , nq q of n (n1 ` ¨ ¨ ¨ ` nq “ n, ni ě 0 for every i), n1 ,¨¨¨ ,nq “ 2
,
where P P ∆prqsq `is an empirical
distribution
such
that
for
i
P
rqs,
P
piq
“
n
{n.
More
i
˘
n
´1 nHpP q
precisely, we have n1 ,¨¨¨
2
, where νpnq is a polynomial defined as
,nq — νpnq
˜
νpnq :“ p2πnq

q´1
2

q
ź

i“1

¸ 12
P piq

.
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I Fact 12 (Approximation of binomials). For any positive integers n ě k,
´ n ¯k ˆn˙ ´ en ¯k
ď
ď
,
k
k
k
ˆ ˙
n
pn ´ kqk ď pn ´ k ` 1qk ď
ď nk .
k
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(6)
(7)

Without loss of generality, we write X “ t1, ¨ ¨ ¨ , |X |u. For x P X n and x P X , let
Nx pxq :“ |ti P rns : xpiq “ xu| ,
which counts the number of occurrences of a symbol x in a vector x. Similarly, define
ˇ
˘
(ˇ
`
Nx,y x, y :“ ˇ i P rns : xpiq “ x, ypiq “ y ˇ .
I Definition 13 (Types). For a length-n vector x over a finite alphabet X , the type τx of x
is a length-|X | (empirical) probability vector (or the histogram of x), i.e., τx P r0, 1s|X | has
entries τx pxq :“ Nx pxq{n for all x P X .
I Definition 14 (Joint types and conditional types). The joint type τx,y P r0, 1s|X |ˆ|Y| of two
vectors x P X n and y P Y n is defined as τx,y px, yq “ Nx,y px, yq{n for x P X and y P Y.
The conditional type τy|x P r0, 1s|X |ˆ|Y| of a vector y P Y n given another vector x P X n is
`
˘
defined as τy|x py|xq “ Nx,y x, y {Nx pxq.
I Remark 15 (Types vs. distributions). Types are empirical distributions of length-n vectors.
They can only take rational values, in particular, a{n for a P t0, 1, ¨ ¨ ¨ , nu. For finite alphabets
and a fixed n, there are only polypnq many types. However, there are uncountably infinitely
many distributions on any finite alphabets and they form a probability simplex.
I Remark 16. We will also write τx , τx,y , τy|x , τy|x , etc., for generic types that are taken
from the corresponding sets of types even if they do not come from instantiated vectors. For
instance, τx is a type in P pnq pX q corresponding to any x P Tx pτx q. The particular choice of
x is not important and will not be specified. These notations are for explicitly distinguishing
types from distributions.
I Definition 17 (Set of types). We use P pnq pX q to denote the set of types of all length-n
vectors over X .
(
P pnq pX q “ τx : x P X n .
Similarly, define
!
)
P pnq pX , Yq “ τx,y : x P X n , y P Y n ,
!
)
P pnq pY|xq “ τy|x : y P Y n ,
!
)
P pnq pY|X q “ τy|x : x P X n , y P Y n
to be
1. the set of all joint types;
2. the set of all conditional types of y given a particular x;
3. the set of all conditional types of y given some x,
respectively.
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I Lemma 18 (Types are dense in distributions). The union of the sets of types of all possible
blocklengths is dense in the set of distributions, i.e.,
8
ď

P pnq pX q

n“1

is dense in ∆pX q. This holds true for joint types and conditional types as well.
I Lemma 19 (Number of types). When alphabet sizes are constants, the number of types of
length-n vectors is polynomial in n. To be precise, the number of types of length-n vectors
over X is
ˇ
ˇ ˆn ` |X | ´ 1˙
ˇ pnq
ˇ
.
(8)
ˇP pX qˇ “
|X | ´ 1
For a vector x P X n of type τx , the number of conditional types of length-n vectors over Y
given x is
ˇ ź ˆτ pxqn ` |Y| ´ 1˙
ˇ
ˇ
ˇ pnq
x
.
(9)
ˇP pY|xqˇ “
|Y| ´ 1
xPX
The number of conditional types of Y-valued vectors given some X -valued vector is
ÿ
ź ˆτx pxqn ` |Y| ´ 1˙
pnq
.
P pY|X q “
|Y| ´ 1
pnq
xPX
τx PP

(10)

pX q

The following elementary bounds from [16] are sufficient for the purposes of this paper.
ˇ
ˇ
ˇ pnq
ˇ
ˇP pX qˇ ďpn ` 1q|X | ,
ˇ
ˇ ˇ
ˇ
ˇ pnq
ˇ ˇ
ˇ
ˇP pY|xqˇ ď ˇP pnq pY|X qˇ ďpn ` 1q|X |¨|Y| .
I Definition 20 (Type classes). Define type class Tx pτx q w.r.t. a type τx P P pnq pX q as
(
Tx pτx q :“ x P X n : τx “ τx .
Similarly, the joint type class Tx,y pτx,y q w.r.t. a joint type τx,y P P pnq pX ˆ Yq is defined as
Tx,y pτx,y q :“

!`

)
˘
x, y P X n ˆ Y n : τx,y “ τx,y .

`
˘
The conditional type class Ty|x τy|x w.r.t. a conditional type τy|x P P pnq pY|xq given a vector
x P X n is defined as
!
)
`
˘
Ty|x τy|x :“ y P Y n : τy|x “ τy|x .
`
˘
The conditional type class Ty|x τy|x w.r.t. a conditional type τy|x P P pnq pY|X q is defined as
`
˘
Ty|x τy|x :“

ď

`
˘
Ty|x1 τy|x

(11)

!
)
“ y P Y n : Dx1 P X n , τy|x1 “ τy|x ,

(12)

τx PP pnq pX q

where in Eqn. (11) x1 can be chosen arbitrarily from Tx pτx q.
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I Lemma 21 (Size of type classes).
ˇ
ˇ .
1. For any type τx P P pnq pX q, ˇTx pτx qˇ “ 2nHpPx q .
ˇ
`
˘ˇˇ .
ˇ
2. For any vector x P X n and any conditional type τy|x P P pnq pY|xq, ˇTy|x τy|x ˇ “ 2nHpy|xq ,
where the conditional entropy is evaluated w.r.t. the joint type τx τy|x .
3. For any conditional type τy|x P P pnq pY|X q,
ˇ
˘ˇˇ . n max
`
ˇ
Hpy|xq
τx PP pnq pX q
,
ˇTy|x τy|x ˇ “ 2
where the conditional entropy is evaluated w.r.t. the joint type τx τy|x .
Proof.
1. The number of sequences x P X n of type τx is precisely
ˆ
˙
n
nτx p1q, ¨ ¨ ¨ , nτx p|X |q
and the claim follows from Lemma 10.
2. Given x P X n , the number of sequences y P Y n of conditional type τy|x is precisely
˙
źˆ
nτx pxq
,
nτy|x p1|xq, ¨ ¨ ¨ , nτy|x p|Y| |xq
xPX
and the lemma follows from 10.
3. Note that
ˇ
`
˘ ˇˇ
˘ˇˇ ˇˇ
`
˘
`
ˇ
Ty|x˚ τy|x˚ ď ˇTy|x τy|x ˇ ď ˇP pnq pX qˇ Ty|x˚ τy|x˚ ,
where x˚ is chosen arbitrarily from Tx pτx˚ q and11
ˇ
´
¯ˇ
ˇ
ˇ
τx˚ “ argmax ˇTy|x τy|x ˇ .
τx PP pnq pX q

The claim follows from Eqn. (8) and the previous claim.
J
I Lemma 22. If x is generated using the product distribution Pxbn , then for any x P Tx pPx q,
Pr rx “ xs “ 2´nHpPx q .
Moreover,
“
‰
Pr x P Tx pPx q — νpnq´1 .
Proof. Both claims follow from elementary calculations. For the first one,
ź
Px pxqNx pxq
Pr rx “ xs “
xPX
ř

“2

xPX

“2n

ř

Nx pxq log Px pxq

xPX

Px pxq log Px pxq

(13)

“2´nHpPx q ,
where Eqn. (13) is because τx “ Px and hence Nx pxq{n “ Px pxq for any x P X .

11

In the argmax, x P Tx pτx q is arbitrary as well.
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For the second one,
“
‰
“
‰
Pr x P Tx pPx q “ Pr τx “ Px
ˆ
˙ź
n
“
Px pxqnPx pxq
nPx p1q, ¨ ¨ ¨ , nPx p|X |q xPX
—νpnq´1 2nHpP q 2´nHpP q
´1

“νpnq

(14)

,

where Eqn. (14) is by Corollary 11.

J

I Lemma 23 (Markov). For any non-negative random variable X and any positive number
x,
Pr rX ě xs ď

E rXs
.
x

I Lemma 24 (Chernoff). Let X1 , ¨ ¨ ¨ , Xn be independent (not necessarily identically distributed) t0, 1u-valued random variables. Let
X :“

n
ÿ

Xi .

i“1

Then
2

Pr rX ě p1 ` qE rXss ďe´ 3 ErXs ,
2

Pr rX ď p1 ´ qE rXss ďe´ 2 ErXs ,
2

Pr rX R p1 ˘ qE rXss ď2e´ 3 ErXs .
I Lemma 25 (Sanov). Let Q Ă ∆ pX q be a subset of distributions such that it is equal to
the closure of its interior. Let x „ Pxbn be a random
“ ‰vector whose components are i.i.d.
according to Px . Clearly x is expected to have type E τx “ Px . Sanov’s theorem determines
the first-order exponent of the probability that the vector empirically looks like coming from
some distribution Q P Q.
“
‰ .
Pr τx P Q “ 2´n inf QPQ DpQ}Px q .

I Remark 26. One can view Sanov’s theorem as a particular form
“ of the
‰ Chernoff bound.
Since xpiq’s are independent, it gives the correct exponent of Pr τx P Q (up to lower order
terms) rather than being merely a bound.
I Lemma 27 (Anti-concentration). Let X be a non-negative random variable. Then
Pr rX “ 0s ď

Var rXs
2

.

E rXs

I Fact 28 (Binomial identities). For any non-negative integers n, K and 0 ď k ď n, we have
ˆ ˙ ˆ
˙
n
n
“
,
(15)
k
n´k
ˆ ˙
ˆ
˙
n
n n´1
“
,
(16)
k
k k´1
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ˆ ˙ ˆ
˙ ˆ
˙
n
n
n`1
`
“
,
k
k`1
k`1
K ˆ ˙
ÿ
n
K
2 “
.
i
i“0

(17)
(18)

We list several basic (in)equalities concerning information measures that we will frequently
refer to.
I Fact 29 (Information (in)equalities). The following inequalities hold for any random
variables/distributions over finite sets.
Hpx, yq “Hpxq ` Hpy|xq
“Hpyq ` Hpx|yq
“Hpx|yq ` Hpy|xq ` Ipx; yq
“Hpxq ` Hpyq ´ Ipx; yq,
Ipx; yq “Hpxq ´ Hpx|yq
“Hpyq ´ Hpy|xq
“D pPx,y }Px Py q .

9

Basic definitions

I Definition 30 (Adversarial channels). An adversarial channel A “ pX , λx , S, λs , Y, Wy|x,s q
(Fig. 3) is a sextuple consisting of
1. an input alphabet X ;
2. a set of input constraints λx Ď P pnq pX q;
3. a noise alphabet S;
4. a set of noise constraints λs Ď P pnq pSq;
5. an output alphabet Y;
6. a channel law given by a transition probability Wy|x,s P ∆pY|X ˆ Sq.
s P Λs

m P r2nR s

Enc

x P Λx

bn
Wy|x,s

y P Yn

Dec

LQm
|L| “ Op1{δq

Figure 3 General adversarial channels.

I Remark 31. In this paper, we are only concerned with finite alphabets of constant size
independent of the blocklength n.
Specifically,
Though the alphabets X , S and Y can be arbitrary finite sets, it is without loss of generality
to realize them using the first |X |, |S| and |Y| positive integers, i.e., X “ r|X |s , S “ r|S|s
and Y “ r|Y|s.12
12

Under such realizations, these sets are not necessarily equipped with real arithmetic or modular
arithmetic. The metric, if one cares, would be specified by the channel function.
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The input and noise constraint sets λx and λs are subsets of types P pnq pX q and P pnq pSq
respectively. In this paper we assume they are convex sets. Since there are polynomially
many types in total, we can also think of these collections of types as defined by intersections of hyperplanes or halfspaces, that is, types satisfying a certain finite number of
linear (in the entries of the types) (in)equality constraints.
In this paper, for technical simplicity, we assume that the channel transition function
has only singleton mass. That is, for each x P X , s P S, Wy|x,s py|x, sq “ 1 only for one
y P Y and is zero for all other outputs. Equivalently, such degenerate distributions can
be alternatively thought of as deterministic functions
W: X ˆS
px, sq

Ñ Y
ÞÑ y,

where y is the unique output which is assigned the full probability, Wy|x,s py|x, sq “ 1.
Here we slightly abuse the notation and use the same letter for the channel transition
distribution and the channel transition function (when the distribution is degenerate).
Moreover, we use y “ W px, sq (with the superscript bn being dropped) to denote the
output of n uses of the channel, or equivalently, the n-letter output of the function which
acts on px, sq component by component.
It seems this is a severe restriction (and turns out indeed to be so). Nevertheless, it is still
a very first and significant step towards understanding general adversarial channels in full
generality. The case where Wy|x,s is an arbitrary conditional distribution, or equivalently,
the function W is non-deterministic, is interesting as well and is left as a future direction.
For notational convenience, let
Λx :“ x P X n : τx P λx
ď
“
Tx pτx q ,

(

τx Pλx

Λs :“ s P S n : τs P λs
ď
“
Ts pτs q ,

(

τs Pλs

be sets of codewords and error patterns of admissible types.
I Example 32. Our framework covers a large family of channel models, including most of
the popular and well-studied ones.
1. The standard bit-flip channels. X “ F2 , λx “ P pnq pF2 q, S “ F2 ,
!
)
λs “ τs P P pnq pF2 q : τs p1q ď p ,
Y “ F2 , y “ W px, sq “ x XOR s.
2. The standard q-ary channels. X “ Zq , λx “ P pnq pZq q, S “ Zq ,
!
)
λs “ τs P P pnq pZq q : τs p1q ` ¨ ¨ ¨ ` τs pq ´ 1q ď p ,
Y “ Zq , y “ W px, sq “ x ` s mod q.
3. The standard erasure channels. S “ Zq , λx “ P pnq pZq q, S “ F2 ,
!
)
λs “ τs P P pnq pF2 q : τs p1q ď p ,
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.

4. Weight constrained channels. Any of the above channels with
!
)
λx “ τx P P pnq pX q : 1 ´ τx p0q ď w .
5. Z-channels (or multiplier/AND channels). X “ F2 , λx “ P pnq pF2 q, S “ F2 ,
!
)
λs “ τs P P pnq pF2 q : τs p1q ď p ,
Y “ F2 ,
#
y “ W px, sq “

0,

s “ 0 or x “ 0

x,

s “ 1 and x “ 1

,

or equivalently y “ W px, sq “ x AND s.
6. Adder channels. X “ t0, 1, ¨ ¨ ¨ , q ´ 1u , λx “ P pnq pX q, S “ t0, 1, ¨ ¨ ¨ , q ´ 1u,
!
)
λs “ τs P P pnq pSq : τs p1q ` ¨ ¨ ¨ ` τs pq ´ 1q ď p ,
Y “ t0, 1, ¨ ¨ ¨ , 2pq ´ 1qu , y “ W px, sq “ x ` s, where the addition is over R.
7. Noisy typewriter channels. X “ Zq , λx “ P pnq pZq q, S “ F2 , λs “ P pnq pF2 q, Y “ Zq , y “
W px, sq “ x ` s mod q.
8. OR channels (or Z-channels). X “ F2 , λx “ P pnq pF2 q, S “ F2 ,
!
)
λs “ τs P P pnq pF2 q : τs p1q ď p ,
Y “ F2 , y “ W px, sq “ x OR s,
9. Channels
λx “ P pnq pZq q,
\
X qLee
\ distance.
X q \X “ ZX qq,\(
X qunder
S “ ´ 2 , ´ 2 ` 1, ¨ ¨ ¨ , 2 ´ 1, 2 ,
$
,
tq{2u
&
.
ÿ
pτs psq ´ τs p´sqq ¨ s ď p ,
λs “ τs P P pnq pSq :
%
s“1
Y “ Zq , y “ W px, sq “ x ` s over the reals.
10. Other more complicated channels, e.g., the one we defined in Sec. 1.
I Definition 33 (Self-couplings). A joint distribution Px1 ,¨¨¨ ,xL P ∆pX L q is said to be a
pPx , Lq-self-coupling for some Px P ∆pX q if all of its marginals equal Px , i.e., rPx1 ,¨¨¨ ,xL sxi “
Px for all i P rLs. The set of all pPx , Lq-self-couplings is denoted by J bL pPx q.
I Definition 34 (Codes). In general, a code C is a subset of X n . A code C for an adversarial
channel A “ pX , λx , S, λs , Y, Wy|x,s q is a subset of Λx ; n is called the blocklength. Elements
in C are called codewords. The rate RpCq of C is defined as RpCq :“ plog |C|q {n.
I Definition 35 (Constant composition codes). A code C Ă X n is said to be Px -constant
composition for some Px P ∆pX q if the type of each codeword is Px , i.e., τx “ Px for every
x P C.
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(a) Bit-flip channels.
(b) Erasure channels.

(c) Z-channels (or multiplier/AND channels).

(e) OR channels.
(f) Ternary noisy typewriter
channels.

(d) Adder channels.

Figure 4 Examples of various well-studied channel models.

I Lemma 36. For any code C Ă X n of rate R, there is a constant composition subcode
C 1 Ď C of asymptotically the same rate.
Proof. Let C 1 “ C X Tx pτx˚ q, where
ˇ
ˇ
τx˚ “ argmax ˇC X Tx pτx qˇ
τx PP pnq pX q

is the most common type in C. By Lemma 8 and Lemma 23,
ˇ 1ˇ
ˇC ˇ ě

|C|
“ 2nR`|X | logpn`1q ,
pn ` 1q|X |

which implies that RpC 1 q — RpCq as n grows.

J

I Definition 37 (Confusability of tuples of vectors). A list of L distinct codewords x1 , ¨ ¨ ¨ , xL P
X n is said to be L-confusable if there are y P Y n and s1 , ¨ ¨ ¨ , sL P Λs such that W pxi , si q “ y
for all i P rLs.
I Definition 38 (Confusability of joint distributions). A pPx , Lq-self-coupling Px1 ,¨¨¨ ,xL P
J bL
` pPx q is said˘to be L-confusable if it has some extension given by Px1 ,¨¨¨ ,xL ,s1 ,¨¨¨ ,sL ,y P
∆ X L ˆ S L ˆ Y such that
1. rPx,¨¨¨ ,xL ,s1 ,¨¨¨ ,sL ,y sx1 ,¨¨¨ ,xL “ Px1 ,¨¨¨ ,xL ;
2. Psi P λs for all i P rLs;
3. Pxi ,si ,y “ Px Psi |xi Wy|xi ,si for all i P rLs.
I Definition
39 (Confusability
set). The pPx , Lq-confusability set KbL pPx q of a channel
`
˘
A “ X , λx , S, λs , Y, Wy|x,s is defined as
(
KbL pPx q :“ Px1 ,¨¨¨ ,xL P J bL pPx q : Px1 ,¨¨¨ ,xL is L-confusable .
I Remark 40. In the above definitions, we overload the notion of confusability for types and
distributions.
KbL pPx q “

8
ď
n“1

(
τx1 ,¨¨¨ ,xL : px1 , ¨ ¨ ¨ , xL q is L-confusable; xi P Tx pPx q, @i P rLs .
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I Definition 41 (List decodable codes). A code` C˘Ă X n is said to be pL ´ 1q-list decodable
C
if no size-L list is confusable, i.e., for any L P L
, L is non-L-confusable.
I Definition 42 (Achievable rate and list decoding capacity). A rate R is said to be achievable
under pL´1q-list decoding if there is an infinite sequence of pL´1q-list decodable codes tCi uiě1
of blocklength ni P Zą0 (such that tni u is a non-vanishing sequence) and rate RpCq ě R.
The pL ´ 1q-list decoding capacity is defined as the maximal achievable rate.
C :“ lim sup
nÑ8

10

max

CĎΛx
pL´1q-list decodable

RpCq.

List decoding capacity

I Theorem 43 (List decoding capacity). For any adversarial channel A “ pX , λx , S, λs , Y, W q,
let13
C :“ max

min Ipx; yq,

(19)

Px Pλx Ps|x Pλs|x

which can be viewed as a generalized sphere-packing bound. The mutual information is
evaluated w.r.t.
“
‰
Px,y “ Px Ps|x Wy|x,s x,y .
Then
1. (Achievability) For any δ ą 0 and sufficiently large n, there exists C of rate C ´ δ such
that it can be Op1{δq list decoded.
2. (Converse) For any C of rate C ` δ, C is 2Ωpnδq -list decodable.
Proof. We follow the idea used in the proof of list decoding theorem 4 under the standard
bit-flip model but conduct the calculations under our generalized setting [39].
1. (Achievability) Let R “ C ´ δ. Fix Px˚ P λx to be a maximizer of expression (19).
Generate a random code by sampling 2nR codewords independently and uniformly from
Tx pPx˚ q. We will actually show that
I Lemma 44. For any δ ą 0 and sufficiently
Px˚ -constant composition
´ large n, a random
¯
1`log |Y|
code of rate R “ C ´ δ as defined above is
´ 1 -list decodable with probability
δ
at least 1 ´ 2´np1´Rq .
For every y P Y n , define conditional typical set
Ax|y :“ x P Tx pPx˚ q : Ds P Λs , y “ W px, sq

(

to be the set of all x of type Px˚ that can reach y via allowable s P Λs . Note that Ax|y is
precisely the list of codewords around y whose size we would like to bound. In favour of
proceeding calculations, we write Ax|y in terms of types and estimate its size. We say
that a type τx,s,y P P pnq pX ˆ S ˆ Yq is valid if
a. rτx,s,y sx “ Px˚ ;
b. rτx,s,y ss P λs ;
c. τx,s,y “ Px˚ τs|x Wy|x,s .

13

It can be easily seen that the set λs|x is immediately specified given Px , λx and λs .
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Then it is not hard to see that
´
¯
ď
Tx|y τx|y ,
Ax|y “
τx,s,y valid

where τx|y is obtained from τx,s,y . Note that there is only a polynomial number of types
´
¯
and the volume of each Tx|y τx|y is dot equal to 2nHpx|yq , where Hpx|yq is evaluated
ı
”
w.r.t. τx,s,y
“ τy τx|y . Hence the volume of Ax|y is
x,y

ˇ
ˇ
1
ˇ nÑ8
ˇ
log ˇAx|y ˇ ÝÝÝÑ max Hpx|yq
τx,s,y valid
n
“

max

Px˚ τs|x Wy|x,s :
P
r x˚ τs|x Wy|x,s s Pλs

Hpx|yq

(20)
(21)

s

Ñ max Hpx|yq.
Ps|x Pλs|x

(22)

In Eqn. (20) and (21), the conditional entropy is evaluated w.r.t. rτx,s,y sx,y and
“ ˚
‰
Px τs|x Wy|x,s x,y , respectively. In Eqn. (22), the conditional entropy is evaluated
“
‰
w.r.t. Px˚ Ps|x Wy|x,s x,y . This equality holds in the limit as n approaches infinity since
types are asymptotically dense in distributions. Note that Ax|y Ă Tx pPx˚ q. We have that
the probability q that a random codeword x is able to result in y via some admissible
s P Λs is
”
ı
1
1
log q :“ log Pr x P Ax|y
n
n
ˇ
ˇ
ˇ
ˇ
ˇA
x|y ˇ
1
ˇ
“ log ˇˇ
(23)
n
Tx pPx˚ qˇ
nÑ8

ÝÝÝÑ max Hpx|yq ´ Hpxq

(24)

min Ipx; yq

(25)

Ps|x Pλs|x

“ ´ max

Px Pλx Ps|x Pλs|x

“ ´ C.
Eqn. (23) follows since codewords are picked uniformly from Tx pPx˚ q. Eqn. (24) is by
Eqn. (22) and Eqn. (21). Eqn. (25) is by the choice of Px˚ . The probability that there is
a large list clustered around y is given by
nR ˆ
˙
ˇ
”ˇ
ı 2ÿ
nR
2nR i
ˇ
ˇ
.
Pr ˇAx|y X C ˇ ě L “
q p1 ´ qq2 ´i .
C
i
i“L

Let Si denote the summand
ˆ nR ˙
nR
2
Si :“
q i p1 ´ qq2 ´i .
i
Note that
Si
i`1 1´q
“ nR
Si`1 2 ´ i q
2
1 ´ 2´nC
ě npC´δq
2´nC
2

(26)
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(27)

ą1,
where Eqn. (26) follows since i ě L ě 1 and Eqn. (27) follows since 1 ´ 2´nC ě 12
when n ě C1 . The largest summand is the first term. Therefore we can bound the error
probability by replacing each term with the first one.
ˆ nR ˙
ˇ
ı
”ˇ
nR
2
ˇ
ˇ
Pr ˇAx|y X C ˇ ě L ď2nR
q L p1 ´ qq2 ´L
C
L
ď2nR 2nRL 2´nCL
“2´nppL`1qδ´Cq .
Finally taking a union bound over all y P Y n , we know that the probability of list decoding
error is at most
ˇ
ˇ
ı
”
ˇ
ˇ
n
Pr Dy P Y n , ˇAx|y X C ˇ ě L ď |Y| 2´nppL`1qδ´Cq
“2´nppL`1qδ´C´log |Y|q ,
|Y|
|Y|
which is 2´Ωpnq if L ą 1`log
, we have that the
´ 1. Specifically, taking L “ 1`log
δ
δ
list decoding error probability is at most 2´np1`δ´Cq “ 2´np1´Rq , as desired.
2. (Converse) Given any code C of rate C `δ, choose the τx˚ P P pnq pX q such that |C XTx pτx˚ q|
˚
is maximized. By Lemma 36, RpC 1 q — RpCq. For this τx˚ , choose legitimate τs|x
P λs|x
such that
˚
:“ argmin Ipx; yq,
τs|x
τs|x Pλs|x

“
‰
˚
˚
:“ τx˚ τs|x
where Ipx; yq is evaluated according to τx˚ τs|x Wy|x,s x,y . Now define τx,s,y
Wy|x,s ,
“
‰
“
‰
˚ :“
˚
˚ :“
˚
τx,y
τx,s,y x,y and τy
τx,y y . Over the randomness of selecting y uniformly from
` ˘
Ty τy˚ , the average number of codewords in Ax|y is dot equal to
»
ˇı
”ˇ
ÿ
ˇ
1ˇ
1!A
E ˇAx|y X C ˇ “ E –
y

y

ÿ
“
xPC 1

ÿ
“
xPC 1

ÿ
“
xPC 1

ÿ
“
xPC 1

xPC 1

x|y Qx

fi
) fl

”
ı
Pr Ax|y Q x

(28)

”
´
ı
¯
˚
Pr Tx|y τx|y
Qx

(29)

ı
”
˚
Pr τx|y “ τx|y

(30)

y

y

y

˙
źˆ
τx˚ pxqn
1
ˇ ` ˘ˇ
.
˚
˚
˚
˚
ˇ
ˇ
ˇTy τy˚ ˇ xPX τy p1qn ¨ τx|y px|1q, ¨ ¨ ¨ , τy p|Y|qn ¨ τx|y px||Y|q
(31)

˚
Eqn. (28) is linearity of expectation. Note that by our choice of τx˚ and τs|x
(hence
´
¯
˚
˚
˚
˚
τx,s,y
and τx,y
), Ax|y only contains one type class Tx|y τx|y
, where τx|y
is computed
˚
from τx,y
. Eqn. (29) then follows. Eqn. (30) follows from the definition of type classes
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(Definition 20). Eqn. (31) is by analyzing the sampling procedure from the first` principle.
˘
The product is exactly, given x P C 1 , the number of ways to pick y from Tx|y τy˚ such
˚
that τx|y “ τx|y
. We compute the exponent of the above expectation.
ˇı
”ˇ
` ˘
1
ˇ nÑ8
ˇ
log E ˇAx|y X C 1 ˇ ÝÝÝÑR1 ´ H τy˚
n
y
ÿ
`

τx˚ pxq

xPX

˚
ÿ τy˚ pyqτx|y
px|yq
yPY

τx˚ pxq

log

τx˚ pxq
˚
τy˚ pyqτx|y
px|yq
(32)

“R ´ H

`

τy˚

˘

ÿ
`

τx˚ pxqHpy|x

“ xq

(33)

xPX

“R ´ Hpyq ` Hpy|xq

(34)

“R ´ Ipx; yq
ěR ´ C

(35)

“δ.
Since codewords in the subcode C 1 are τx˚ -constant composition, the summand in Eqn.
(31) is independent of particular choices of x. Eqn. (32) then follows from Stirling’s
approximation (Lemma 10). In Eqn. (33), Hpy|x “ xq is drawn according to the
conditional type
˚
τy|x
p¨|xq

“

˚
τy˚ p¨qτx|y
px|¨q

τx˚ pxq

.

In Eqn. (34), we pass types to distributions by the fact that types are dense
” in distributions
ı
˚
Wy|x,s
asymptotically in n. Hpyq and Hpy|xq are evaluated using distribution τx˚ Ps|x

,
x,y

where
˚
:“ argmin Ipx; yq,
Ps|x
Ps|x Pλs|x

“
‰
and the objective function Ipx; yq is evaluated using τx˚ Ps|x Wy|x x,y . Eqn. (35) is by
the definition of C (Eqn. (19)). τx˚ always gives rise to mutual information no larger
than the maximizer in C.
Therefore, we have shown that there exists at least one y P Y n such that the corresponding
list around y has size at least 2npδ´op1qq .
J

11

List sizes of random codes

In this section, we show that, if L has order lower than 1{δ, then the code used in the
proof of achievability (part 1) of the list decoding capacity theorem (Theorem 43) is list
decodable with vanishingly small probability. This coupled with Theorem 43 implies that,
for the majority (an exponentially close to 1 fraction) of random constant composition
capacity-achieving (within gap δ) codes, Θp1{δq is actually the correct order of their list sizes.
2

1

I Corollary 45. For δ ą 0 and sufficiently large n, at least a 1 ´ 2´np1´Rq ´ 2´nδ` δ log δ
fraction of Px˚ -constant composition codes (Px˚ as defined in Eqn. (36)) of rate R “ C ´ δ is
pL ´ 1q-list decodable, where L “ Θ p1{δq lies within the following range
„

C 1 ` log |Y|
LP
,
.
δ
δ
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`
˘
I Theorem 46. For an adversarial channel A “ X , λx , S, λs , , Y, Wy|x,s , take an optimizing
input distribution Px which attains the list decoding capacity C,
Px˚ :“ argmax
Px Pλx

min Ipx; yq.

(36)

Ps|x Pλs|x

For any δ ą 0, for each sufficiently large blocklength n, sample a random code C of rate
R “ C ´ δ whose codewords are selected independently and uniformly from Tx pPx˚ q. Then C
2
1
is ă pC{δ ´ 1q-list decodable with probability at most 2´nδ` δ log δ .
The theorem follows from second moment calculations and generalizes similar theorems
for list decodability of random error/erasure correction codes over Fq [26].
Proof. Let M :“ 2nR . Define typical set
(
Ay :“ W px, sq P Y n : x P Tx pPx˚ q , s P Λs .
Put in the language of types, it can also be written as
ď
Ty pτy q ,
Ay “
τx,s,y valid

where τy “ rτx,s,y sy . Define random variable W as a witness for non-list decodability of C
ÿ
ÿ
W :“
1!!x ,¨¨¨ ,x )ĂA ) .
x|y
m1
mL
yPAy tm1 ,¨¨¨ ,mL uPprM sq
L
Then by Chebyshev’s inequality,
»

fi
ˇ
)
č !ˇˇ
ˇ
Pr rC is pL ´ 1q-list decodables “ Pr –
ˇAx|y X C ˇ ă L fl

(37)

yPY n

»
č

ď Pr –

fi
ˇ
)
!ˇ
ˇ
ˇ
ˇAx|y X C ˇ ă L fl

yPAy pPy q

˛c fi
ˇ
)
ď !ˇˇ
ˇ
“ Pr –˝
ˇAx|y X C ˇ ě L ‚ fl
»¨

yPAy

“ Pr rW “ 0s
ď

Var rW s
2

(38)

,

E rW s

ˇ
!ˇ
)
ˇ
ˇ
ˇAx|y X C ˇ ě L
(y P Ay ) happens. In what follows, we will obtain an upper bound on Var rW s and a lower
bound on E rW s, and hence an upper bound on the probability (37).
where Eqn. (38) follows since W “ 0 if and only if none of the events

Lower bounding E rW s. We can get a lower bound on the expected value of W from a
straightforward calculation.
”
ı
ÿ
ÿ
(
E rW s “
Pr xm1 , ¨ ¨ ¨ , xmL Ă Ax|y
yPAy tm1 ,¨¨¨ ,mL uPprM sq
L
”
ıL
ÿ
ÿ
“
Pr x P Ax|y
(39)
yPAy tm1 ,¨¨¨ ,mL uPprM sq
L
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ˇ ˇˆ ˙
. ˇ ˇ M ´nCL
“ ˇAy ˇ
2
L
ˇ ˇ ˆ M ˙L
ˇ ˇ
ě ˇAy ˇ
2´nCL
L
ˇ ˇ
ˇ ˇ
“ ˇAy ˇ 2´nδL´L log L .

(40)

Eqn. (39) follows since codewords are independent. Eqn. (40) is by Eqn. (25).
` s˘
Upper bounding Var rW s. Define, for any y P Y n and L P rM
L ,
`
˘
)
I y, L :“1! x
t m umPL ĂAx|y
ź
1!x PA ) ,
“
m

mPL

x|y

!
)
Ş
as the indicator function of the event mPL xm P Ax|y that the list L is L-confusable
w.r.t. y.
Now the variance of W can be upper bounded as follows.
‰
“
2
(41)
Var rW s “E W 2 ´ E rW s
” ´
¯ ´
¯ı
” ´
¯ı ” ´
¯ı
ÿ
ÿ
“
E I y 1 , L1 I y 2 , L2 ´ E I y 1 , L1 E I y 2 , L2
y ,y PAy L1 ,L2 PprM sq
1 2
L
(42)
” ´
¯ ´
¯ı
ÿ
ÿ
ď
E I y 1 , L1 I y 2 , L2
(43)
rM s y ,y PAy
L1 ,L2 Pp L q 1 2
L1 XL2 ‰H
L
ˇ ˇ2 ÿ
ˇ ˇ
“ ˇAy ˇ

ÿ

Pr rEs .

`“1 |L1 XL2 |“`

(44)

y ,y ,C
1

2

Eqn. (41) follows from ´
the definition
of
¯
´ variance
¯ and Eqn. (42) follows from linearity of
expectation. Note that I y 1 , L1 and I y 2 , L2 are independent if and only if L1 X L2 “ H.
When they are independent, the first expectation factors and the summand vanishes. The
inequality (43) follows by dropping the negative term in the summand. In Eqn. (44), we
rewrite the summation by randomizing the centers y 1 , y 2 of the lists L1 , L2 . The probability
is taken over y1 and y2 chosen uniformly at random from Ay and over the random code
sampling procedure. We use E to denote the event that the lists L1 and L2 are simultaneously
L-confusable w.r.t. y1 and y2 , respectively,
)
)
č !
č !
E :“
xm1 P Ax|y X
xm2 P Ax|y .
m1 PL1

1

m2 PL2

2

It then suffices to bound Pr rEs. To this end, first define conditional typical set, for
x P X n,
(
Ay|x :“ W px, sq P Y n : s P Λs
ď
`
˘
“
Ty τy|x ,
τx,s,y valid

where τy|x is computed from τx,s,y and τx , τy|x “ rτx,s,y sx,y {τx . Then define the following
events in favour of bounding Pr rEs.
) !
)
!
E1 :“ y1 P Ay|xm X y2 P Ay|xm ,
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Figure 5 E Ă E1 X E2 X E3 . We upper bound Pr rEs by neglecting the fact that codewords xi for
i P pL1 X L2 q z tmu are simultaneously y1 -confusable and y2 -confusable, or equivalently, neglecting
that y1 , y2 should simultaneously belong to Ay|xm1 for all m1 P L1 X L2 , not only the particular m
we have chosen.

E2 :“

!
)
xm1 P Ax|y ,

č

1

m1 PL1 ztmu

E3 :“

č

!
)
xm2 P Ax|y ,
2

m2 PL2 zL1

where m P L1 X L2 is any message that appears in both L1 and L2 . It is easy to verify that
E Ă E1 X E2 X E3 (see Fig. 5). Note that E2 and E3 are independent conditioned on E1 since
L1 z tmu and L2 zL1 are disjoint. The probabilities of the above events can be computed
precisely.
”
ı2
Pr rE1 s “ Pr y P Ay|xm
ˇ ˛2
¨ ˇˇ
ˇ
ˇAy|xm ˇ
“ ˝ ˇˇ ˇˇ ‚ ,
ˇAy ˇ

(45)

(46)

where Eqn. (45) is because y1 and y2 are independent, and Eqn. (46) follows since y is
chosen uniformly from Ay . We now compute the exponent of Pr rEs.
ˇ ˇ
1
ˇ ˇ nÑ8
log ˇAy ˇ ÝÝÝÑ max Hpyq
τx,s,y valid
n
“ max Hpyq,
Ps|x Pλs|x

(47)
(48)

where in Eqn. (47) the entropy is computed w.r.t. τy “ rτx,s,y sy ; Eqn. (48) follows
from similar calculations as done for Ax|y (Eqn. (20)) and the entropy is evaluated using
“ ˚
‰
Px Ps|x Wy|x,s y .
Similarly,
ˇ
ˇ
1
ˇ
ˇ nÑ8
log ˇAy|xm ˇ ÝÝÝÑ max Hpy|xq
τx,s,y valid
n
“ max Hpy|xq,
Ps|x Pλs|x

(49)
(50)

where
entropies in Eqn. (49) and (50) are evaluated w.r.t. τx τy|x and
“ ˚ the conditional
‰
Px Ps|x Wy|x,s x,y (since τx Ñ Px˚ as n approaches infinity), respectively. Continuing with
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Eqn. (46), putting Eqn. (48) and Eqn. (50) together, we have
´
¯2
.
n maxPs|x Pλs|x Hpy|xq´Hpyq
Pr rE1 s “ 2
´2n minPs|x Pλs|x Ipx;yq

“2

“2´2nC ,

(51)

where Eqn. (51) is by the choice of Px˚ (Eqn. (36)).
We also have
ˇ ıL´1
”
ˇ
.
“ 2´nCpL´1q ,
Pr rE2 |E1 s “ Pr x P Ax|y ˇ E1
1
ˇ ıL´`
”
ˇ
.
Pr rE3 |E1 s “ Pr x P Ax|y ˇ E1
“ 2´nCpL´`q ,

(52)
(53)

1

where Eqn. (52) and Eqn. (53) follow since |L1 | “ |L2 | “ L and |L1 X L2 | “ `. We thus
have, from Eqn. (51), (52) and (53), that
Pr rEs ď Pr rE1 X E2 X E3 s
“ Pr rE1 s Pr rE2 |E1 s Pr rE3 |E1 s
.
“2´nCp2L´``1q .

(54)

Note that the number of pairs of lists L1 and L2 with intersection size ` is
ˆ ˙ˆ
˙ˆ
˙
M
M ´` M ´`
ďM ` M L´` M L´`
`
L´`
L´`
ďM 2L´` .

(55)

Therefore, the variance of W can be bounded as follows.
ˇ ˇ2 ÿ
ˇ ˇ
Var rW s ď ˇAy ˇ
M 2L´` 2´nCp2L´``1q

(56)

1ď`ďL

ˇ ˇ2
ÿ
ˇ ˇ
“ ˇAy ˇ 2´nC
2´nδp2L´`q

(57)

1ď`ďL

ˇ ˇ2
ˇ ˇ
ď ˇAy ˇ 2´nC 2´nδp2L´`q`log L ,

(58)

where Eqn. (56) is by Eqn. (44), (55) and (54); Eqn. (57) is by the definition of M and the
choice of R; Eqn. (58) is by replacing each term with the largest one in the summation.
Putting them together.
Pr rC is pL ´ 1q-list decodables ď

Var rW s
2

E rW s

ď2´nC`nδL`p2L`1q log L .
The above probability vanishes in n if L ă C{δ. Say L “ C{δ ´ 1, then it is at most
2

1

2´nδ`p2pC{δ´1q`1q logpC{δ´1q ď 2´nδ` δ log δ .

J
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Achievability

In this section, we are going to show, via concrete random code constructions, that as long as
some completely positive pPx , Lq-self-coupling of order L lies outside the order-L confusability
set of the channel, the pL ´ 1q-list decoding capacity is positive.
bL
:“ CPbL
Let CPbL
pPx q.
|X | pPx q
|X | X J
I Theorem 47 (Achievability). For any given general adversarial channel A “ pX , λx , S, λs , Y,
Wy|x,s q, its pL ´ 1q-list decoding capacity is positive if there is a completely positive pPx , LqbL
self-coupling Px1 ,¨¨¨ ,xL P CPbL
pPx q for some Px P λx .
|X | pPx q outside K
We first state a lemma concerning the rate of a random constant composition code.
2nR

I Lemma 48 (Constant composition codes). Let C “ txi ui“1 be a random code of rate R in
which each codeword is selected according to product distribution Pxbn independently. Let C 1
be the Px -constant composition subcode of C, C 1 “ C X Tx pPx q. Then

ˆ
˙
ˇ 1ˇ
2nR
2nR
ˇ
ˇ
Pr C R p1 ˘ 1{2q
ď 2 exp ´
.
νpnq
12νpnq
„

Proof. The lemma is a simple consequence of concentration of measure (Lemma 24).
»
fi
nR

„
2ÿ
nR
nR
ˇ 1ˇ
2
2
fl
“ Pr –
1tτx “Px u R p1 ˘ 1{2q
Pr ˇC ˇ R p1 ˘ 1{2q
i
νpnq
νpnq
i“1

ˆ
˙
p1{2q2
ď2 exp ´
µ
3
ˆ
˙
2nR
“2 exp ´
.
12νpnq

(59)

where in Eqn. (59), we note that
fi
»
nR
2ÿ
“
‰
E–
1tτx “Px u fl “2nR Pr x P Tx pPx q
i
i“1

“

2nR
νpnq
J

“:µ.

12.1

Low rate codes

Let us proceed gently. We first show that a purely random code with each entry i.i.d. w.r.t.
some distribution Px is pL ´ 1q-list decodable w.h.p. as long as PxbL is not L-confusable.
I Lemma 49. For any general adversarial channel A “ pX , λx , S, λs , Y, Wy|x,s q, if there
exists a legitimate input distribution Px P λx such that PxbL R KbL pPx q, then the pL ´ 1q-list
decoding capacity of A is positive.
Proof. Let M “ 2nR for some rate R to be specified momentarily. Sample a code C “
i.i.d.
tx1 , ¨ ¨ ¨ , xM u where each xi „ Pxbn . The expected joint type τxi ,¨¨¨ ,xi (1 ď i1 ă ¨ ¨ ¨ ă
1

L

iL ď M ) of any list xi1 , ¨ ¨ ¨ , xiL is PxbL . (See Fig. 6.)
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Figure 6 Low rate codes from product distribution. If the product distribution PxbL is strictly
separated away from KbL pPx q, then we could hope for a positive rate achieved by a random code
with each entry sampled from Px . This is because w.h.p. the joint types of all (ordered) lists are
contained in a }¨}mav -ball which is completely outside the confusability set.

Let C 1 “ C X Tx pPx q be the Px -constant composition subcode of C. Let
ρ :“

inf

Px1 ,¨¨¨ ,xL PKbL pPx q

› bL
›
›Px ´ Px ,¨¨¨ ,x ›
1
L mav

be the max-absolute-value tensor distance from the product distribution to the confusability
e ρ2
set. Let R “ log
12 L ´ δ for some small constant δ ą 0. We will show that
I Lemma 50. The random Px -constant composition code C 1 as constructed`above has rate
˘
e ρ2
nR
R “ log
{νpnq ´
12 L ´ δ and is pL ´ 1q-list decodable with probability at least 1 ´ 2 exp ´2
2´nδ`L log |X |`1 .
Let  :“ ρ{2. Define error events
"
*
ˇ 1ˇ
2nR
ˇ
ˇ
E1 :“ C R p1 ˘ 1{2q
,
νpnq
(
E2 :“ C 1 is not pL ´ 1q-list decodable .
By Lemma 48,
2nR
Pr rE1 s ď 2 exp ´
νpnq
ˆ

˙
.

Hence the rate R1 of C 1 is asymptotically equal to R w.h.p.
By Chernoff bound,
›
”›
ı
›
›
Pr ›τxi ,¨¨¨ ,xi ´ PxbL ›
ě
1
L
mav
ˇ
ˇ
”
ı
ˇ
L ˇ
“ Pr D px1 , ¨ ¨ ¨ , xL q P X , ˇτxi ,¨¨¨ ,xi px1 , ¨ ¨ ¨ , xL q ´ Px px1 q ¨ ¨ ¨ Px pxL qˇ ě 
1
L
ˇ
«ˇ
ff
n
ˇÿ
ˇ
ˇ
ˇ
L
ď|X | Pr ˇ
1!´x pjq,¨¨¨ ,x pjq¯“px ,¨¨¨ ,x q) ´ nPx px1 q ¨ ¨ ¨ Px pxL qˇ ě n
1
L
ˇj“1
ˇ
i1
iL

(60)
(61)
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“|X | Pr
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ˆ
1!´x

j“1

i1

¯
)
pjq,¨¨¨ ,xi pjq “px1 ,¨¨¨ ,xL q

R

L

n
1˘
µ

˙ ff
µ

ˆ ˙2 ¸
1 n
ď|X | ¨ 2 exp ´
µ
3 µ
ˆ
˙
n2
L
“|X | ¨ 2 exp ´ bL
3Px px1 , ¨ ¨ ¨ , xL q
ˆ
˙
n ´ ρ ¯2
L
ď|X | ¨ 2 exp ´
3 2
ˆ 2 ˙
ρ
L
“2 ¨ |X | ¨ exp ´ n .
12

(62)

˜

L

(63)
(64)
(65)

Eqn. (60) follows from the definition of max-absolute-value norm. Eqn. (61) is obtained by
taking a union bound and expanding the type using definition. In Eqn. (62), we define
µ :“ nPxbL px1 , ¨ ¨ ¨ , xL q,
which equals
«
n
ÿ
E
1!´x
j“1

i1

ff
pjq,¨¨¨ ,xi

L

¯
)
pjq “px1 ,¨¨¨ ,xL q

.

Eqn. (63) is by Chernoff bound (Lemma 24). Eqn. (64) is by the definition of µ. Eqn. (65)
is by the choice of  and that PxbL px1 , `¨ ¨ ¨ ˘, xL q ď 1 for any px1 , ¨ ¨ ¨ , xL q P X L . Taking a
union bound over all lists pi1 , ¨ ¨ ¨ , iL q P M
L ,
„
ˆ ˙ ›

›
M ›
bL ›
Pr D pi1 , ¨ ¨ ¨ , iL q P
, ›τxi ,¨¨¨ ,xi ´ Px › ě 
1
L
L
8
ˆ ˙
ˆ 2 ˙
M
ρ
L
ď
2 ¨ |X | ¨ exp ´ n
12
L
´

ď2

´n

ρ2 log e
´RL
12

¯
`L log |X |`1

.

We therefore get that C is pL ´ 1q-list decodable with probability at least 1 ´ 2´nδ`L log |X |`1
as long as
log e ρ2
´ δ.
12 L
Overall, we have that

R“

Pr rE1 Y E2 s ď Pr rE1 s ` Pr rE2 s
ˆ
˙
2nR
` Pr rC is not pL ´ 1q-list decodables
ď2 exp ´
νpnq
ˆ
˙
2nR
ď2 exp ´
` 2´nδ`L log |X |`1 .
νpnq

12.2

J

Random codes with expurgation

In the previous section, we only got an pL ´ 1q-list decodable code of positive rate without
making the effort to optimize the rate. In this section, we provide a lower bound on the
pL ´ 1q-list decoding capacity. It is achieved by a different code construction (random code
with expurgation). However, we can only show the existence of such codes instead of showing
that they attain the following bound w.h.p.
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I Lemma 51. The pL ´ 1q-list decoding capacity of a channel A is at least
CL´1 ě max

min

Px Pλx Px1 ,¨¨¨ ,xL

PKbL pP

˘
`
1
D Px1 ,¨¨¨ ,xL }PxbL .
xq L ´ 1

(66)

Proof. Fix any Px P λx to be the maximizer of Eqn. (66). Let M “ 2nR for some rate R
to be determined. Generate a random code C of size 2M by sampling each entry of the
codebook independently from Px .
For any x P C, by Lemma 22,
“
‰
Pr τx “ Px “1{νpnq.
Hence the expected number` of
˘ codewords with type Px is 2M {νpnq.
C
For any px1 , ¨ ¨ ¨ , xL q P L
,
‰ .
“
Pr τx1 ,¨¨¨ ,xL P KbL pPx q “

bL
2´nDpPx1 ,¨¨¨ ,xL }Px q ,

sup
Px1 ,¨¨¨ ,xL PKbL pPx q

by Sanov’s theorem 25. Let P ˚ P KbL pPx q be the extremizer for the above supremum. Hence
the expected number of confusable lists is at most
ˆ
˙
˚
bL
2M ´nDpP ˚ }PxbL q
L
2
ď p2M q 2´nDpP }Px q .
L
Pick M such that
L

p2M q 2´nDpP

˚

}PxbL q

ď M {νpnq,

i.e.,
`
˘
L ` nRL ´ nD P ˚ }PxbL ď nR ´ log νpnq.
That is, R can be taken arbitrarily close to

1
L´1 D

`

˘
P ˚ }PxbL .

˘
`
D P ˚ }PxbL
log νpnq
L
´
´
Rď
L´1
pL ´ 1qn pL ´ 1qn
` ˚ bL ˘
D
P
}P
nÑ8
x
Ñ
.
L´1
Now, we remove all codewords of types different from Px . We also remove one codeword from
each of the confusable lists. In expectation, this process reduces the size of the code by at most
˚
bL
L
2M ´ 2M {νpnq (due to the first expurgation) plus p2M q 2´nDpP }Px q ď M {νpnq (due to
the second expurgation). After expurgation, we get an pL ´ 1q-list decodable Px -constant
composition code C 1 of size at least
2M ´ p2M {νpnq ´ 2M {νpnqq ´ M {νpnq “ M {νpnq.
The rate R1 of C 1 is asymptotically the same as R.
R1 “R ´

log νpnq
n

nÑ8

Ñ R.

This finishes the proof.

J
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Figure 7 Low rate codes from CP distribution. If there is a CP distribution strictly outside
KbL pPx q, then we can get a positive rate from random code using time-sharing. The only variation
is that we divide codebook into chunks according to Pu and construct random codes of shorter
length for each chunk u using distribution Px|u“u .

12.3

Cloud codes

I Lemma 52. If there is a pPx , Lq-self-coupling (Px P λx ) Px1 ,¨¨¨ ,xL P J bL pPx q zKbL pPx q
which can be decomposed into
Px1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q
ÿ
bL
“
Pu puq Px|u
px1 , ¨ ¨ ¨ , xL |uq
uPU

ÿ
“

Pu puq

L
ź

Px|u pxi |uq .

i“1

uPU

for some distributions Pu P ∆pUq of finite support |U| and Px|u P ∆pX |Uq (see Fig. 7), then
there exist positive rate pL ´ 1q-list decodable codes.
Proof. The proof follows from a time-sharing argument combined with the previous low rate
code construction (Lemma 49).
Fix R to be determined later. Sample 2nR codewords in C independently from the
following distribution. Divide each length-n codeword into |U| chunks 1, ¨ ¨ ¨ , |U|. For the
u-th (u P U) chunk, sample Pu puqn components in the chunk independently using distribution
Px|u“u . Let Pu,x “ Pu Px|u and Px “ rPu,x sx . Let C 1 be all codewords in C of type Px . (See
Fig. 8.) Define
›
›
1
›Px ,¨¨¨ ,x ´ Px,¨¨¨
›
ρ :“ 1
inf
,xL mav .
1
L
Px1 ,¨¨¨ ,xL PKbL pPx q

Let
u˚ :“ argmin Pu puq.
uPU

Note that Pu pu˚ q ą 0 since |U| is the support of Pu . Let R “
show that

Pu pu˚ q log e ρ2
12
L

´ δ. We will
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Figure 8 An example of cloud code construction in which U “ t1, 2, 3u. The codebook is divided
into 3 chunks and symbols in the i-th chunk are sampled independently from Px|u“i (i “ 1, 2, 3).

I Lemma 53. A random Px -constant composition cloud code as constructed above has rate
˚
2
R “ Pu pu12q log e ρL ´ δ and is pL ´ 1q-list decodable with probability at least
˙
ˆ
2nR
1 ´ 2 exp ´ ś
´ 2´nδ`L log |X |`log |U |`1 .
12 uPU νpPu puqnq
We write a length-n codeword as the concatenation of |U| chunks,
´
¯
x “ xp1q , ¨ ¨ ¨ , xp|U |q .
First we argue that w.h.p. the code C is almost Px -constant composition. The expected
size of C 1 is
ˇ‰
“ˇ ˇ‰
“ˇ
E ˇC 1 ˇ “E ˇC X Tx pPx|u qˇ
ÿ
“
‰
“
Pr xi P Tx pPx|u q
(67)
iPrM s

ff
)
č ! puq
Pr
xi P Txpuq pPx|u“u q
«

ÿ
“

uPU

iPrM s

ÿ ź
“

ı
”
Pr xpuq P Txpuq pPx|u“u q

(68)

iPrM s uPU

ź
—M

νpPu puqnq´1 ,

(69)

uPU

where Eqn. (67) is by linearity of expectation; Eqn. (68) follows since different chunks are
independent; Eqn. (69) follows from Lemma 22. Then by Lemma 48
ˆ
˙
“ˇ 1 ˇ
“ˇ 1 ˇ‰‰
2nR
ˇ
ˇ
ˇ
ˇ
Pr C R p1 ˘ 1{2qE C
ď2 exp ´ ś
.
12 uPU νpPu puqnq
Secondly, for any list 1 ď i1 ă ¨ ¨ ¨ ă iL ď M of distinct ordered messages,
›
›
 ÿ
ˆ 2
˙
„
›
›
ρ
L
bL ›
ě

ď
2
¨
|X
|
¨
exp
´
Pr Du P U, ››τxpuq ,¨¨¨ ,xpuq ´ Px|u“u
nP
puq
u
›
i1
iL
12
mav
uPU
˙
ˆ 2
ρ
L
ď2|U||X | exp ´ nPu pu˚ q ,
12

(70)
(71)

Y. Zhang, A. J. Budkuley, and S. Jaggi

(a) “Below Plotkin point”, positive pL ´ 1q-list
decoding rate is possible. In this case, for some
input distribution Px P λx , the slice of Px -selfcoupling CP tensors is not entirely contained in the
confusability set KbL pPx q.
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(b) “Above Plotkin point”, no positive rate for
pL ´ 1q-list decoding is achievable. In this case,
for every input distribution Px P λx , the slice of
Px -self-coupling CP tensors is entirely contained in
the confusability set KbL pPx q.

Figure 9 A characterization of when positive rate generalized list decodable codes exist.

where the first inequality (70) follows from a union bound and same calculations as in Lemma
49. The second inequality (71) follows from the definition of u˚ .
` s˘
Finally, by taking another union bound over lists L P rM
L , we get
«

ˆ

Pr Dpi1 , ¨ ¨ ¨ , iL q P
˜
´n

ď2

˙
M
, Du P U,
L

ρ2 log ePu u˚
12

p q ´RL

›
›
›
›
bL ›
›τ puq
puq ´ P
x|u“u ›
› x ,¨¨¨ ,x
i1

iL

ff
ě

mav

¸
`L log |X |`log |U |`1

.

Therefore, we have that the probability that the random Px -constant composition cloud
˚
2
code C 1 constructed above has rate R “ Pu pu12q log e ρL ´ δ and is pL ´ 1q-list decodable with
probability at least
˙
ˆ
2nR
´ 2´nδ`L log |X |`log |U |`1 ,
1 ´ 2 exp ´ ś
12 uPU νpPu puqnq
J

which completes the proof.
The above lemma apparently implies Theorem 47.

13

Converse

bL
bL
:“ CPbL
:“ SymbL
pPx q and SymbL
Let CPbL
pPx q.
|X | pPx q
|X | X J
|X | pPx q
|X | X J
c

bL
pPx q ‰ H, then the
We have shown in the previous section that if CPbL
|X | pPx q X K
pL ´ 1q-list decoding capacity is positive. In this section we are going to prove the converse.
That is, such a condition is also necessary for positive rate being possible. Indeed, we will
show that
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Figure 10 Equicoupled subcode extraction using hypergraph Ramsey’s theorem. The union
of green and blue dots represents the set of all joint types of ordered L-lists in C. The blue dots
correspond to joint types of its subcode C 1 . (Note that they are all non-confusable.) They are
clustered within a small ball (w.r.t. sum-absolute-value norm) centered at some distribution Ppx1 ,¨¨¨ ,xL .
Since the hypergraph Ramsey number is finite, there exists such C 1 which is suitably large.

`
˘
I Theorem 54 (Converse). Given a general adversarial channel A “ X , λx , S, λs , Y, Wy|x ,
bL
if for every admissible input distribution Px P λx , CPbL
pPx q, then the pL ´ 1q-list
|X | pPx q Ď K
decoding capacity of A is zero.

13.1

Equicoupled subcode extraction

I Definition 55 (Equicoupledness and -equicoupledness).
` C ˘ A code C is said to be Px1 ,¨¨¨ ,xL equicoupled if for all ordered lists pxi1 , ¨ ¨ ¨ , xiL q P L
where 1 ď i1 ă ¨ ¨ ¨ ă iL ď |C|,
τxi ,¨¨¨ ,xi “ Px1 ,¨¨¨ ,xL . A code C is said to be pζ, Px1 ,¨¨¨ ,xL q-equicoupled if for all ordered
1
L
›
›
`C ˘
›
›
lists pxi1 , ¨ ¨ ¨ , xiL q P L
, where 1 ď i1 ă ¨ ¨ ¨ ă iL ď |C|, ›τx1 ,¨¨¨ ,xi ´ Px1 ,¨¨¨ ,xL › ď .
L

sav

I Remark 56. The above definition can also be overloaded for sequences of random variables
or their joint distributions. We say a sequence of random variables w1 , ¨ ¨ ¨ , wM or the
joint distribution Pw1 ,¨¨¨ ,wM is Px1 ,¨¨¨ ,xL -equicoupled (or pζ, Px1 ,¨¨¨ ,xL q-equicoupled) if every
order-L marginal Pwi1 ,¨¨¨ ,wiL (1 ď i1 ă ¨ ¨ ¨ ă iL ď M ) equals (or is ζ-close to in }¨}sav )
Px1 ,¨¨¨ ,xL .
Using the hypergraph Ramsey’s theorem, we first show that any infinite sequence of codes
of positive rate has an infinite sequence of subcodes which are ζ-equicoupled.
I Lemma 57 (Equicoupled subcode extraction). For any infinite sequence of codes tCi uiě1 of
blocklengths ni ’s and positive rate, where tni uiě1 is an infinite increasing integer sequence,
for any ζ ą 0 and any M P Zą0 , there is an N P Zą0 such that if |Ci | ě N then C 1 contains
a subcode Ci1 satisfying that
|Ci1 | ě M ;
Ci1 is pζ, Px1 ,¨¨¨ ,xL q-equicoupled for some Px1 ,¨¨¨ ,xL .
See Fig. 10.
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Again, this lemma is a consequence of the hypergraph Ramsey’s theorem. Let us denote
pmq
by Rc pn1 , ¨ ¨ ¨ , nc q the smallest integer n such that the complete m-uniform hypergraph on
n vertices with any c-colouring of hyperedges contains at least one of a clique of colour 1
pmq
and size n1 , ..., a clique of colour c and size nc . It is known that Rc pn1 , ¨ ¨ ¨ , nc q is finite
(Lemma 101), i.e., independent of the size n of the hypergraph.
bL
Proof of Lemma 57. Recall that we assume CPbL
pPx qc “ H. Let ρ be the gap
|X | pPx q X K
bL
between CPbL
pPx q,
|X | pPx q and K

ρ :“

›
›
›P ´ P 1 › .
sav

inf

P PCPbL
pPx q
|X |
1

P PJ bL pPx qzKbL pPx q

I Definition 58 (-net). For a metric space pX , dq, an -net N Ă X is a subset which is a
discrete -approximation of X in the sense that for any x P X , there is an x1 P N such that
dpx, x1 q ď .
We claim that
I Lemma 59 (Bound on size of -net). There is an -net N of J bL pPx qzKbL pPx q equipped
´ L
¯|X |L
with `1 metric of size at most |X2| ` 1
.
Proof. The following construction is by no means optimal, but its size has a finite upper
bound which is enough for our purposes. Indeed, it suffices to take N to be the coordinatequantization net of J bL pPx qzKbL pPx q. Note that for any P P J bL pPx q, each entry of P
lies in r0, 1s. Take δ :“ |X2|L . Divide r0, 1s into sub-intervals of length δ (possibly except the
last sub-interval that may have length less than δ). For each entry of P , there are at most
1
δ ` 1 sub-intervals. Quantize each component of P to the nearest middle point of these
sub-intervals. The set of all representatives whose components take values from the set of
`
˘|X |L
middle points of the sub-intervals form a net N . In total, there are at most 1δ ` 1
such
representatives. For any P P J bL pPx qzKbL pPx q, let QN pP q denote the quantization of P
using N , i.e.,
›
›
QN pP q :“ argmin ›P ´ P 1 ›sav .
P 1 PN

The quantization error is at most
ÿ
}P ´ QN pP q}sav ď
|P px1 , ¨ ¨ ¨ , xL q ´ QN pP qpx1 , ¨ ¨ ¨ , xL q|
px1 ,¨¨¨ ,xL qPX L
Lδ

ď|X |

2

ď.
We thus have shown that N constructed as above is an -quantizer of small cardinality.

J

Let
λ :“ ´

sup

inf

bL

A
E
Pp, Q .

(72)

Pp PpJ bL pPx qzKbL pPx qqXSymbL
pPx q QPcoP|X |
|X |
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We know that CP cone and coP cone are dual (Theorem 96) in the space of symmetric tensor
bL
cone. Thus, for any non-CP symmetric tensor Pp P SymbL
|X | pPx qzCP|X | pPx q, there must be a
witness Q with strictly negative inner product with Pp. The infimum
inf

QPcoPbL
|X |

A
E
Pp, Q ă 0.

λ is the absolute value of the smallest inner product among all symmetric non-CP tensors.
bL
We know that λ ą 0, since CPbL
pPx q.
|X | pPx q is strictly contained in K
Let
#
+
1
λ
ζ :“ min ρ,
.
(73)
L
2
|X |
` ` ˘ ˘
Take a ζ-net of ∆ X L , `1 as constructed in Lemma 59. Such a net has cardinality at
¯|X |L
´ L
.
most K :“ |Xρ| ` 1
Build an L-uniform complete
hypergraph
`
˘ ` C ˘ H “ pC, Eq on C. The vertices of H are codewords
in C. For every tuple xi1 , ¨ ¨ ¨ , xiL P L
(where the indices 1 ď i1 ă ¨ ¨ ¨ ă iL ď |C| are
sorted in ascending
order) of distinct codewords, there is a hyperedge connecting them. There
` ˘
are totally |C|
hyperedges
in E. We now label hyperedges using distributions
in N
L
´
¯ . For
`
˘
each hyperedge xi1 , ¨ ¨ ¨ , xiL P E, label it using the unique element QN τxi ,¨¨¨ ,xi
from
1
L
N . This can be viewed as an edge colouring of H using at most K colours.
By hypergraph Ramsey’s theorem (Theorem 101), there is a constant N such that if the
size |C| of the hypergraph is at least N , then there is a monochromatic (each hyperedge in the
sub-hypergraph has the same colour) clique C 1 Ă C of size at least M . Indeed, we can take
pLq
N to be the hypergraph Ramsey number N “ RK pM, ¨ ¨ ¨ , M q. By Theorem 102, there is a
constant c1 ą 0 such that N ă tL pc1 ¨ K log Kq, where tL p¨q is the tower function of height
L. Put in another way, there exists a subcode C 1 Ă C of size at least M such that for some
distribution Ppx1 ,¨¨¨ ,xL P N , the joint type of every ordered tuple of L distinct codewords in
` 1˘
C 1 is ζ-close to Ppx1 ,¨¨¨ ,xL . I.e., for every L “ px1 , ¨ ¨ ¨ , xL q P CL ,
›
›
›
›
›τx1 ,¨¨¨ ,xL ´ Ppx1 ,¨¨¨ ,xL › ď ζ.
sav

J

This completes the proof of Lemma 57.

Before proceeding with the proof of converse, we first list several corollaries that directly
follow from the above lemma. They are concerned with basic properties of pζ, Px1 ,¨¨¨ ,xL qequicoupled codes.
I Corollary 60. Any two lists of L (ordered) codewords from C 1 have joint types 2ζ
each other in sum-absolute-value distance.
` 1˘
Proof. For any L1 “ pxi1 , ¨ ¨ ¨ , xiL q and L2 “ pxj1 , ¨ ¨ ¨ , xjL q in CL ,
›
›
›
›
›
›
›
›
›
›
›τxi ,¨¨¨ ,xi ´ τxj ,¨¨¨ ,xj › ď ›τxi ,¨¨¨ ,xi ´ Ppx1 ,¨¨¨ ,xL › ` ›Ppx1 ,¨¨¨ ,xL ´ τxj ,¨¨¨ ,xj
1

L

1

L

1

sav

L

sav

1

close to

L

›
›
›

sav

ďζ ` ζ
“2ζ.

(74)
J
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Figure 11 Two ways to complete the size-` list i1 , ¨ ¨ ¨ , i` to size-L lists L1 , L2 , respectively.
Triangles ∆, circles ˝ and stars ‹ represent indices j’s, k’s and l’s, respectively.

I Corollary 61. Any two size-` (1 ď ` ď L) lists in C 1 have joint type 2ζ close to each other
in sum-absolute-value distance, provided |C 1 | ą 2L.
` C1 ˘
, take xι P C 1 zpL11 Y
Proof. For any L11 “ pxi1 , ¨ ¨ ¨ xiL´1 q and L12 “ pxj1 , ¨ ¨ ¨ , xjL´1 q in L´1
L12 q. (This can be done as long as |C 1 | ą 2L.) Without loss of generality, assume ι ą
maxtiL´1 , jL´1 u. Let L1 :“ L11 Y txι u, L2 :“ L12 Y txι u. We know that
›
›
›
›
2ζ ě ›τxi ,¨¨¨ ,xi ,xι ´ τxj ,¨¨¨ ,xj ,xι ›
1
1
L´1
L´1
sav
ˇ
ˇ
ÿ
ˇ
ˇ
“
px
ˇτxi1 ,¨¨¨ ,xi ,xι 1 , ¨ ¨ ¨ , xL´1 , xq ´ τxj1 ,¨¨¨ ,xj ,xι px1 , ¨ ¨ ¨ , xL´1 , xqˇ
L´1

px1 ,¨¨¨ ,xL´1 ,xqPX L

L´1

ÿ
ě
px1 ,¨¨¨ ,xL´1 qPX L´1

ˇ
ˇ
ˇÿ ´
¯ˇ
ˇ
ˇ
τxi ,¨¨¨ ,xi ,xι px1 , ¨ ¨ ¨ , xL´1 , xq ´ τxj ,¨¨¨ ,xj ,xι px1 , ¨ ¨ ¨ , xL´1 , xq ˇ
ˇ
1
1
L´1
L´1
ˇxPX
ˇ
ˇ
ˇ
ÿ
ˇ
ˇ
ˇτxi1 ,¨¨¨ ,xi px1 , ¨ ¨ ¨ , xL´1 q ´ τxj1 ,¨¨¨ ,xj px1 , ¨ ¨ ¨ , xL´1 qˇ

“

L´1

px1 ,¨¨¨ ,xL´1 qPX L´1

›
›
“ ›τxi ,¨¨¨ ,xi
1

L´1

´ τxj

1

,¨¨¨ ,xj

L´1

›
›
›

L´1

.

sav

Similarly we can see that Eqn. (74) holds also for size-` (` ď L) lists.

J

For a subset B Ă rns, we let PxB denote the marginalization of Px1 ,¨¨¨ ,xL onto the random
variables indexed by elements in B, rPx1 ,¨¨¨ ,xL stxi : iPBu .
I Corollary 62. For any 1 ď ` ă L and any subsets L11 , L12 P

`rns˘
`

, PxL1 and PxL1 are 3ζ
1

1

2

close to each other in sum-absolute-value distance, given |C | ą 2L.
Proof. Given two subsets L11 , L12 Ă rns both of cardinality ` ă L, as long as the code size
M is larger than 2L, we can always find a tuple 1 ď i1 ă ¨ ¨ ¨ ă i` ď M such that it can be
completed to L-tuples L1 , L2 in two different ways
L1 “ pi1 ,
L2 “ pk1 ,

¨¨¨ ,
¨¨¨ ,

i`´`1 ,
k`´`1 ,

i`´`1 `1 ,
i1 ,

¨¨¨ ,
¨¨¨ ,

i` ,
i1` ,

j1 ,
i`1 `1 ,

¨¨¨ ,
¨¨¨ ,

j`´`1 ,
i` ,

l1 ,
l1 ,

¨¨¨ ,
¨¨¨ ,

lL´p2`´`1 q q,
lL´p2`´`1 q q,

for some 1 ď k1 ă ¨ ¨ ¨ ă k`´`1 ă i1 ă ¨ ¨ ¨ ă i` ă j1 ă ¨ ¨ ¨ ă j`´`1 ă l1 ă ¨ ¨ ¨ ă lL´p2`´`1 q ď
M , where `1 “ |L11 X L12 |. See Fig. 11. We know that
}τL1 ´ Px1 ,¨¨¨ ,xL }sav ďζ,
}τL2 ´ Px1 ,¨¨¨ ,xL }sav ďζ.
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Note that
›
›
›
›
ζ ě ›τxL ´ Px1 ,¨¨¨ ,xL ›
1
sav
ˇ
ÿ ˇˇ
ˇ
“
ˇτxL pL1 q ´ Px1 ,¨¨¨ ,xL pL1 qˇ
1

L1 Pt0,1uL

ˇ
ÿ ˇˇ
ě
ˇ
ˇ
i ,¨¨¨ ,i
1

`

ÿ

1

ÿ ˇˇ
ˇτxi1 ,¨¨¨ ,xi

ď

τxL pi1 , ¨ ¨ ¨ , i` , L1 z ti1 , ¨ ¨ ¨ , i` uq

L1 zti1 ,¨¨¨ ,i` uPt0,1uL´`

`

i1 ,¨¨¨ ,i`

ˇ
ˇ
ˇ
´ Px1 ,¨¨¨ ,xL pi1 , ¨ ¨ ¨ , i` , L1 z ti1 , ¨ ¨ ¨ , i` uqˇ
ˇ
ˇ
ˇ
pi1 , ¨ ¨ ¨ , i` q ´ PxL1 pi1 , ¨ ¨ ¨ , i` qˇ
1

›
›
›
›
“ ›τxi ,¨¨¨ ,xi ´ PxL1 ›
1
`

Similarly,
›
›
›
›
›τxi1 ,¨¨¨ ,xi ´ PxL1 ›
`

2

sav

.

sav

1

ď ζ.

By triangle inequality,
›
›
›
›
›
›
›PxL1 ´ PxL1 › ď ›PxL1 ´ τxi
1

2

sav

1

1

,¨¨¨ ,xi

`

›
›
›

sav

›
›
` ›τxi

1

,¨¨¨ ,xi

`

›
›
´ PxL1 ›
2

sav

J

ď2ζ.

I Corollary 63. A pζ, Px1 ,¨¨¨ ,xL q-equicoupled code C 1 is p3ζ, Px1 ,¨¨¨ ,x` q-equicoupled for any
1 ď ` ď L, as long as |C 1 | ą 2L.
Proof. For any list of codewords xi1 , ¨ ¨ ¨ , xi` , we can always find a completion of pi1 , ¨ ¨ ¨ , i` q
to an L-tuple. Let T denote the set of locations of i1 , ¨ ¨ ¨ , i` in the completion. We know
that
›
›
›
›
›τxi ,¨¨¨ ,xi ´ PxT › ď ζ.
1

`

sav

By the previous corollary,
›
›
›
›
›τxi1 ,¨¨¨ ,xi ´ Px1 ,¨¨¨ ,x` ›
`

sav

›
›
ď ›τxi

1

,¨¨¨ ,xi

`

›
›
´ PxT ›

sav

` }PxT ´ Px1 ,¨¨¨ ,x` }sav

ďζ ` 2ζ
“3ζ.

J

Now we apply the double counting trick used in the Plotkin-type bound for list decoding.
We want to show that if Ppx1 ,¨¨¨ ,xL is not completely positive, then any pL ´ 1q-list decodable
code cannot be large.
I Definition 64 (Symmetry of tensors). A tensor T P Tenbm
is said to be symmetric if
n
its components are invariant under permutation of indices, i.e., for any σ P Sm and any
pt1 , ¨ ¨ ¨ , tm q P rnsm ,
`
˘
T pt1 , ¨ ¨ ¨ , tm q “ T tσp1q , ¨ ¨ ¨ , tσpmq .
The set of dimension-n order-m symmetric tensors is denoted by Symbm
n .
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Symmetric case

In this subsection, assume Ppx1 ,¨¨¨ ,xL is symmetric as a dimension-|X | order-L tensor. We are
going to show that
I Lemma
65 (Converse, symmetric
case). For a general adversarial channel given by
`
˘
A “ X , λx , S, λs , Y, Wy|x,s and an admissible input distribution Px P λx , if CPbL
|X | pPx q Ď
KbL pPx q, the any pζ, Px1 ,¨¨¨ ,xL q-equicoupled pL ´ 1q-list decodable code C 1 has size at most
"
*
2L`1 L!
|C | ď max 2pL ´ 1q,
,
λ
1

bL
pPx q is a symmetric, non-confusable joint distribution.
where Ppx1 ,¨¨¨ ,xL P SymbL
|X | pPx qzK
bL
Proof. Since Ppx1 ,¨¨¨ ,xL P SymbL
|X | pPx qzCP|X | , by duality (Theorem 96) between the CP tensor

cone and coP tensor cone, there is a copositive tensor Q P coPbL
|X | such that }Q}F “ 1 (by
normalization) and
xPx1 ,¨¨¨ ,xL , Qy “ ´η

(75)

for some η ą 0. Note that, by definition of λ, η ą λ. We will bound
E
A
ÿ
τxi ,¨¨¨ ,xi , Q
1

pi1 ,¨¨¨ ,iL qPr|C 1 |sL

L

from above and below and argue that if |C 1 | is larger than some constant14 , then we get a
strictly negative upper bound and a non-negative lower bound. Such a contradiction implies
that no positive rate is possible for pL ´ 1q-list decoding if Ppx1 ,¨¨¨ ,xL is a non-CP symmetric
distribution.
Upper bound.
Case when i1 , ¨ ¨ ¨ , iL P r|C 1 |s are not all distinct. For i1 ď ¨ ¨ ¨ ď iL P r|C 1 |s not all distinct,
A
τxi

1

›
E ›
›
›
, Q ď ›τxi ,¨¨¨ ,xi › }Q}F
1
L
L F
›
›
›
›
ď ›τxi ,¨¨¨ ,xi › }Q}F
1

,¨¨¨ ,xi

L

ď1.

(76)
(77)

sav

(78)

Eqn. (76) is by Cauchy–Schwarz inequality. Eqn. (77) is because q-norm of a vector is
non-increasing in q. Eqn. (78) is because a probability/type vector has one-norm 1 and Q is
normalized to have F -norm 1.
Thus
ˆ 1˙
A
E
ÿ
|C |
τxi ,¨¨¨ ,xi , Q ď |C 1 |L ´
L!.
1
L
L
1 L
pi1 ,¨¨¨ ,iL qPr|C |s
not all distinct

14

Note that we will actually show that the size of the code is upper bounded by a constant (independent
of blocklength n), not just that the rate of the code is vanishing.
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Case when i1 , ¨ ¨ ¨ , iL P r|C 1 |s are all distinct. By Lemma 57, for any xi1 , ¨ ¨ ¨ , xiL P C 1 distinct,
›
›
›
›
›
›
›
›
ď ›τxi ,¨¨¨ ,xi ´ Ppx1 ,¨¨¨ ,xL ›
›τxi1 ,¨¨¨ ,xi ´ Ppx1 ,¨¨¨ ,xL ›
1
mav

L

L

sav

ďζ.
` C1 ˘
For any pi1 , ¨ ¨ ¨ , iL q P | L | distinct, let ∆i1 ,¨¨¨ ,iL :“ τxi ,¨¨¨ ,xi ´ Ppx1 ,¨¨¨ ,xL . Immediately,
1
L
}∆i1 ,¨¨¨ ,iL }mav ď ζ.
Now,
A
E
A
E
τxi ,¨¨¨ ,xi , Q “ x∆i1 ,¨¨¨ ,iL , Qy ` Ppx1 ,¨¨¨ ,xL , Q .
1

L

Note that
ˇ
ˇ
ˇ
ˇ
ÿ
ˇ
ˇ
ˇ
|x∆i1 ,¨¨¨ ,iL , Qy| “ ˇ
∆i1 ,¨¨¨ ,iL px1 , ¨ ¨ ¨ , xL qQpx1 , ¨ ¨ ¨ , xL qˇˇ
ˇ
ˇpx1 ,¨¨¨ ,xL qPX L
ÿ
|∆i1 ,¨¨¨ ,iL px1 , ¨ ¨ ¨ , xL q|
ď

(79)

px1 ,¨¨¨ ,xL qPX L
L

ď |X | ¨ ζ,

(80)

where Eqn. (79) follows from triangle inequality and }Q}mav ď }Q}sav ď }Q}F “ 1.
Hence
A
E
L
τxi ,¨¨¨ ,xi , Q ď ´ η ` |X | ζ
1

(81)

L

ď´λ`
“´

λ
2

(82)

λ
,
2

where Eqn. (81) follows from Eqn. (75) and Eqn. (80), Eqn. (82) is by the definition of λ
(Eqn. (72)) and the choice of ζ (Eqn. (73)).
Therefore,
ˆ ˙
E
A
ÿ
λ |C 1 |
τxi ,¨¨¨ ,xi , Q ď ´
L!.
1
L
2 L
1 L
pi1 ,¨¨¨ ,iL qPr|C |s

distinct

Overall,
ÿ

A
τxi

1

pi1 ,¨¨¨ ,iL qPr|C 1 |sL

ˆ 1˙
ˆ ˙
E
|C |
λ |C 1 |
, Q ď|C 1 |L ´
L! ´
L!
L
L
2 L

,¨¨¨ ,xi

ă0

(83)

` C1 ˘
if |C 1 | is sufficiently large. To see this, note that p p|C 1 |q :“ |C 1 |L ´ | L | L! is a polynomial in
` C1 ˘
|C 1 | of degree L ´ 1, while ´ λ2 | L | L! is a polynomial in |C 1 | of degree L. To give an explicit
bound on |C 1 |, note that the RHS of (83) equals
ˇ ˇL´1 λ `ˇ 1 ˇ
`ˇ ˇ˘ λ ˇ ˇ `ˇ ˇ
˘ `ˇ ˇ
˘
˘
ˇC ˇ ´ pL ´ 1q L
p ˇC 1 ˇ ´ ˇC 1 ˇ ˇC 1 ˇ ´ 1 ¨ ¨ ¨ ˇC 1 ˇ ´ pL ´ 1q ďL ¨ pL ´ 1q! ¨ ˇC 1 ˇ
´
2
2
ˇ ˇL´1 λ `ˇ 1 ˇ
˘
ˇC ˇ ´ pL ´ 1q L .
“L! ¨ ˇC 1 ˇ
´
2
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In the above inequality, to upper bound p p|C 1 |q, we replace each term of p with a monomial
with the largest possible coefficient in absolute value and the largest possible degree. To
make the RHS negative, we want
ˇ ˇ1´ 1
pL!q ˇC 1 ˇ L ă
1
L

ˆ ˙ L1
ˆ ˙ L1
ˇ 1ˇ
λ
ˇC ˇ ´ λ
pL ´ 1q.
2
2

One can easily check that when |C 1 | ą 2pL ´ 1q,
1
2

ˆ ˙ L1
ˆ ˙ L1
ˆ ˙ L1
ˇ 1ˇ
ˇ 1ˇ
λ
ˇC ˇ ă λ
ˇC ˇ ´ λ
pL ´ 1q.
2
2
2

Moreover, when |C 1 | ą
ˇ ˇ1´ 1
1
pL!q ˇC 1 ˇ L ă
2

2L`1 L!
,
λ

ˆ ˙ L1
ˇ 1ˇ
λ
ˇC ˇ
2

is satisfied, so is the original inequality (83).
Overall, we have that
A
E
ÿ
τxi ,¨¨¨ ,xi , Q ă 0
1

L

pi1 ,¨¨¨ ,iL qPr|C 1 |sL

as long as
*
"
L`1
ˇ 1ˇ
L!
ˇC ˇ ą max 2pL ´ 1q, 2
.
λ

(84)

Though the bound (84) is crude, it is a constant not depending on the blocklength n.
Lower bound.
ÿ

A
τxi

1

,¨¨¨ ,xi

L

pi1 ,¨¨¨ ,iL qPr|C 1 |sL

ÿ

E
,Q

ÿ

τxi

“

1

,¨¨¨ ,xi

pi1 ,¨¨¨ ,iL qPr|C 1 |sL px1 ,¨¨¨ ,xL qPX L

ÿ

ÿ

“
px1 ,¨¨¨ ,xL qPX L pi1 ,¨¨¨ ,iL qPr|C 1 |sL

“

“

“

1
n
1
n

n
ÿ

ÿ
px1 ,¨¨¨ ,xL

qPX L

ÿ
¨

|C 1 |L
n

ÿ

iPr|C 1 |s
n
ÿ

1!x

)
i1

pjq“x1

˛
ÿ

˝
px1 ,¨¨¨ ,xL qPX L j“1

px1 , ¨ ¨ ¨ , xL qQpx1 , ¨ ¨ ¨ , xL q

n
1 ÿ !
) Qpx , ¨ ¨ ¨ , x q
1
1
L
n j“1 xi1 pjq“x1 ,¨¨¨ ,xiL pjq“xL

j“1 pi1 ,¨¨¨ ,iL qPr|C 1 |sL
n
ÿ

ÿ

L

¨ ¨ ¨ 1 !x

iL

pjq“xL

) Qpx

¨

1tx pjq“x1 u ‚¨ ¨ ¨ ˝
i

1, ¨ ¨ ¨

, xL q

˛
ÿ

iPr|C 1 |s

1tx

i

pjq“xL u

Pxpjq px1 q ¨ ¨ ¨ Pxpjq pxL qQpx1 , ¨ ¨ ¨ , xL q

‚Qpx1 , ¨ ¨ ¨ , xL q

(85)

px1 ,¨¨¨ ,xL qPX L j“1

F
n B
|C 1 |L ÿ ´ pjq ¯bL
“
Px
,Q
n j“1
ě0.

(86)
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pjq

To see equality (85), let Px be the empirical distribution of the j-th column of C 1 as a
|C 1 | ˆ n matrix, i.e., for x P X ,
1

Pxpjq pxq

|C |
1 ÿ
:“ 1
.
1
|C | i“1 txi pjq“xu

´
¯bL
pjq
The last inequality (86) follows since Px
is a completely positive tensor.
The lower bound and the upper bound are contradicting each other, which completes the
proof.
J

13.3

Asymmetric case

In this section, we handle the asymmetric case of the converse.
` ˘
I Definition 66 (Asymmetry of tensors). For a joint distribution Px1 ,¨¨¨ ,xL P ∆ X L , alternatively a tensor Px1 ,¨¨¨ ,xL P TenbL
|X | , define its asymmetry as
asymmpPx1 ,¨¨¨ ,xL q :“

max

px1 ,¨¨¨ ,xL qPX L

ˇ
ˇ
max ˇPx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Px1 ,¨¨¨ ,xL pxσp1q , ¨ ¨ ¨ , xσpLq qˇ .

σPSL ztidu

I Remark 67. If asymmpPx1 ,¨¨¨ ,xL q “ 0, then Px1 ,¨¨¨ ,xL is symmetric in the sense of Definition 64.
We will show that
I Lemma 68 (Converse, asymmetric case). If Px1 ,¨¨¨ ,xL P TenbL
|X | pPx q is asymmetric as a tensor
in TenbL
|X | pPx q and has asymmetry α, then for any 0 ă ζ ă α, any pζ, Px1 ,¨¨¨ ,xL q-equicoupled
(w.r.t. max-absolute-value distance)15 code C 1 has size at most
˜
¸
c
1
` ˘
|C | ď exp
`L´2
α{ L2 ´ ζ
for some absolute constant c ą 0.
Lemma 68 is shown by reducing the problem, in a nontrivial way, from general values of
L to L “ 2 in which case it is known [43] that such codes cannot be large.
I Lemma 69 (Reduction from general L to L “ 2). If Px1 ,¨¨¨ ,xL P TenbL
|X | has asymmetry
asymmpPx1 ,¨¨¨ ,xL q “ α, then among the following distributions
Py1 ,z1 , Py2 ,z2 , ¨ ¨ ¨ , PyL´1 ,zL´1 ,
there is at least one distribution Pyi˚ ,zi˚ (i˚ P rL ´ 1s) with asymmetry at least
`
˘
α
asymm Pyi˚ ,zi˚ “ `L˘ .
2

15

Note that ζ-equicoupledness w.r.t. sum-absolute-value distance implies ζ-equicoupledness w.r.t. maxabsolute-value distance. Hence this lemma directly applies to the subcode we obtained in the previous
section.
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Here, for i P rL ´ 1s, yi and zi (1 ď i ď L ´ 1) are tuples of random variables defined as
:“ px1 , ¨ ¨ ¨ , xi´1 , xi ,
:“ px1 , ¨ ¨ ¨ , xi´1 ,

yi
zi

xi`2 , ¨ ¨ ¨ , xL q,
xi`1 , xi`2 , ¨ ¨ ¨ , xL q,

respectively.
Proof. The proof is by contradiction. We will show that if all of tPyi ,zi u1ďiďL´1 have
small asymmetry, then they do not not suffice to back propagate their asymmetry using
transpositions to result in the asymmetry α of Px1 ,¨¨¨ ,xL . To make this intuition clear, assume,
towards a contradiction, that all of the distributions tPyi ,zi u1ďiďL´1 have asymmetry strictly
less than α1 “ αL ,
p2q
α
asymm pPyi ,zi q ă `L˘ , @i P rL ´ 1s.

(87)

2

Assume the asymmetry of Px1 ,¨¨¨ ,xL is witnessed by coordinates px1 , ¨ ¨ ¨ , xL q P X L and
permutation π P SL , i.e.,
ˇ
ˇ
α “ ˇPx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Px1 ,¨¨¨ ,xL pxπp1q , ¨ ¨ ¨ , xπpLq qˇ
(88)
ˇ
ˇ
ˇ
ˇ
“ Px1 ,¨¨¨ ,x px1 , ¨ ¨ ¨ , xL q ´ Px ,¨¨¨ ,x
px1 , ¨ ¨ ¨ , xL q .
L

πp1q

πpLq

Note that the set of transpositions tσ1 , ¨ ¨ ¨ , σL´1 u forms a generator set of SL , where
ˆ
˙
1 ¨¨¨ i ´ 1
i
i ` 1 i ` 2 ¨¨¨ L
σi :“
.
1 ¨¨¨ i ´ 1 i ` 1
i
i ` 2 ¨¨¨ L
Any permutation σ P SL can be written as a product of σi ’s, σ “ σi` ¨ ¨ ¨ σi1 for some positive
integer ` and a subset of transpositions, ij P rL ´ 1s for each j P r`s. Such a representation,
in particular the value of `, is not necessarily unique. Let
`pσq :“ min t` P Zě0 : σ “ σi` ¨ ¨ ¨ σi1 transposition representationu
be the transposition length of σ, i.e., the length of the shortest representation using product
of transpositions. Let
`˚ :“ max `pσq.
σPSL

` ˘
We claim that `˚ ď L2 . To see this, it suffices to bound `pσq for the worst case permutation
ˆ
˙
1
2
¨¨¨ L
σ“
.
L L ´ 1 ¨¨¨ 1
The claim follows by noting that σ can be written as
σ“

L´1
ź

ź

σi ,

(89)

j“1 i“j,j´1,¨¨¨ ,1

which contains

`L˘
2

transpositions.

I Remark 70. A potential confusion may arise from two conflicting conventions that
1. a product is usually written from left to right, i.e.,
`
ź

σi “ σ1 ¨ ¨ ¨ σ` ;

i“1

ITCS 2020

51:54

Generalized List Decoding

2. a composition of permutations acts like functions on an element from right to left, i.e.,
for σ, π P SL and i P rLs,
pσπqpiq “ σpπpiqq.
With this kept in mind, the representation in Eqn. (89) should be understood as
σ “pσ1 qpσ2 σ1 q ¨ ¨ ¨ pσL´2 ¨ ¨ ¨ σ2 σ1 qpσL´1 ¨ ¨ ¨ σ2 σ1 q.
The product in the pL ´ 1q-st parenthesis (from left to right) moves L in the initial sequence
pL, L ´ 1, ¨ ¨ ¨ , 1q to the L-th position; the product in the pL ´ 2q-nd parenthesis moves L ´ 1
to the pL ´ 1q-st position; ...; the permutation σ1 in the 1-st parenthesis moves 2 to the 2-st
position, and automatically 1 is in the 1-st position. We get the target sequence p1, 2, ¨ ¨ ¨ , Lq.
We can write
ź
π“

σij ,

(90)

j“`,`´1,¨¨¨ ,1

` ˘
for some ` ď `˚ ď L2 .
Our assumption Eqn. (87) implies that, for any px1 , ¨ ¨ ¨ , xL q P X L and any transposition
σi ,
ˇ
ˇ
ˇ
ˇ
ˇPx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Pxσi p1q ,¨¨¨ ,xσi pLq px1 , ¨ ¨ ¨ , xL qˇ
ˇ
ˇ
“ ˇPx1 ,¨¨¨ ,xi´1 ,xi ,xi`1 ,xi`2 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Px1 ,¨¨¨ ,xi´1 ,xi`1 ,xi ,xi`2 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL qˇ
ˇ
˜
¸
ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi , xi`2 , ¨ ¨ ¨ , xL q,
ˇ
“ ˇPpx1 ,¨¨¨ ,xi´1 ,xi ,xi`2 ,¨¨¨ ,xL q,px1 ,¨¨¨ ,xi´1 ,xi`1 ,xi`2 ,¨¨¨ ,xL q
ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi`1 , xi`2 , ¨ ¨ ¨ , xL q
˜
¸ˇ
ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi , xi`2 , ¨ ¨ ¨ , xL q, ˇ
´ Ppx1 ,¨¨¨ ,xi´1 ,xi`1 ,xi`2 ,¨¨¨ ,xL q,px1 ,¨¨¨ ,xi´1 ,xi ,xi`2 ,¨¨¨ ,xL q
ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi`1 , xi`2 , ¨ ¨ ¨ , xL q ˇ
“ |Pyi ,zi py, zq ´ Pzi ,yi py, zq|
“ |Pyi ,zi py, zq ´ Pyi ,zi pz, yq|
ăα1 ,

(91)

where
y
z

:“
:“

px1 , ¨ ¨ ¨ , xi´1 , xi ,
px1 , ¨ ¨ ¨ , xi´1 ,
xi`1 ,

xi`2 , ¨ ¨ ¨ ,
xi`2 , ¨ ¨ ¨ ,

xL q,
xL q.

Now
ˇ
ˇ
α “ ˇPx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
ˇ
ˇ
ˇ
ˇ
ď ˇPx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Pxσi p1q ,¨¨¨ ,xσi pLq px1 , ¨ ¨ ¨ , xL qˇ
1
1
ˇ
ˇ
ˇ
ˇ
` ˇPxσi p1q ,¨¨¨ ,xσi pLq px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
1
1
ˇ
ˇ
ˇ
ˇ
ăα1 ` ˇPxσi p1q ,¨¨¨ ,xσi pLq px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
1
1
ˇ
ˇ
ˇ
ˇ
ďα1 ` ˇPxσi p1q ,¨¨¨ ,xσi pLq px1 , ¨ ¨ ¨ , xL q ´ Pxσi σi p1q ,¨¨¨ ,xσi σi pLq px1 , ¨ ¨ ¨ , xL qˇ
1
1
2
1
2
1
ˇ
ˇ
ˇ
ˇ
` ˇPxσi σi p1q ,¨¨¨ ,xσi σi pLq px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
2
1
2
1
ˇ
ˇ
ˇ
ˇ
ă2α1 ` ˇPxσi σi p1q ,¨¨¨ ,xσi σi pLq px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
2

1

2

1

(92)

(93)
(94)

(95)
(96)
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¨¨¨
ˇ
ˇ
ďp` ´ 1qα1 ` ˇPxσi

¨¨¨σi p1q ,¨¨¨ ,xσi
¨¨¨σi pLq
1
1
`´1
`´1

ˇ
ˇ
px1 , ¨ ¨ ¨ , xL q ´ Pxπp1q ,¨¨¨ ,xπpLq px1 , ¨ ¨ ¨ , xL qˇ
(97)

ˇ
ˇ
“p` ´ 1qα1 ` ˇPxσi

`´1

¨¨¨σi p1q ,¨¨¨ ,xσi
¨¨¨σi pLq
1
1
`´1

´ Pxσi

`

px1 , ¨ ¨ ¨ , xL q

σi
¨¨¨σi p1q ,¨¨¨ ,xσi σi
¨¨¨σi
1
1
`´1
`
`´1

ˇ
ˇ
px
,
¨
¨
¨
,
x
q
1
L ˇ
pLq

ă`α1
ˆ ˙
L 1
ď
α
2

(99)

(100)

“α.
1.
2.
3.
4.
5.
6.

Eqn.
Eqn.
Eqn.
Eqn.
Eqn.
Eqn.

(98)

(92) follows from Eqn. (88).
(93), (95), etc., are by triangle inequality.
(94), (96), (99), etc. , are by Eqn. (91).
(97) is by recursively applying the previous calculations.
(98) is by the transposition representation of π (Eqn. (90)).
(100) is by the choice of α1 .

We reach a contradiction that α is strictly less than itself. This finishes the proof.

J

Next, we show the key lemma 68 in this section. Note that, according to the statement,
Lemma 68 is independent of the channel that the code C 1 is used for. Hence we will directly
prove the random variable version of this lemma which is concerned with fundamental
properties of joint distributions. If the joint distribution of a sequence of random variables
has all of its size-L marginals being ζ-close to some asymmetric distribution, then such a
sequence cannot be infinitely long. We will prove a finite upper bound on the length of the
sequence by reducing this problem from the general L ą 2 case to the L “ 2 case. In the
L “ 2 case, prior work [43] shows that this is indeed the case.
I Lemma 71 (Converse, asymmetric case, L “ 2 [43]). Assume Px1 ,x2 P ∆pX 2 q has asymmetry
asymm pPx1 ,x2 q “ α. Let w1 , ¨ ¨ ¨ , wM be a sequence of M random variables supported on X
such that for every 1 ď j1 ă j2 ď M ,
›
›
›Pw ,w ´ Px ,x ›
ď ζ.
j1
j2
1
2 mav
for some 0 ă ζ ă α. Then
ˆ
˙
c
M ď exp
α´ζ
for some universal constant c ą 0.
We are now ready to prove the restated version of Lemma 68.
I `Lemma
72 (Converse, asymmetric case, general L). If a joint distribution Px1 ,¨¨¨ ,xL P
˘
∆ X L has asymmetry asymm pPx1 ,¨¨¨ ,xL q “ α, and a sequence of M random variables
w1 , ¨ ¨ ¨ , wM supported on X satisfies that for any 1 ď j1 ă ¨ ¨ ¨ ă jL ď M ,
›
›
›
›
ď ζ.
(101)
›Pwj1 ,¨¨¨ ,wjL ´ Px1 ,¨¨¨ ,xL ›
mav
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Then
˜
M ď exp

c
`L ˘
α{ 2 ´ ζ

¸
`L´2

for some universal constant c ą 0.
Proof. Construct the following L ´ 1 sequences vpiq
which has length M ´ L ` 2,
vp1q
vp2q
¨¨¨
vpL´1q

p1q

“ pv1 ,
p2q
“ pv2 ,
“

pL´1q

p1q

p1q

p1q

pL´1q

(
1ďiďL´1

of random variables, each of

v2 , ¨ ¨ ¨ , vM ´L`2 q,
p2q
p2q
v2 , ¨ ¨ ¨ , vM ´L`3 q,

pvL´1 , v2 , ¨ ¨ ¨ , vM

q.
piq

For 1 ď i ď L ´ 1 and i ď j ď M ´ L ` i ` 1, vj is defined as atuple
piq
vj :“ pw1 , ¨ ¨ ¨ , wi´1 , wj , wM ´L`i`2 , ¨ ¨ ¨ , wM q .

Then, for any
v1
v2

:“ px1 , ¨ ¨ ¨ , xi´1 ,
:“ px1 , ¨ ¨ ¨ , xi´1 ,

xi ,
xi`1 ,

xi`2 , ¨ ¨ ¨ ,
xi`2 , ¨ ¨ ¨ ,

xL q P X L´1 ,
xL q P X L´1 ,

and i ď j1 ă j2 ď M ´ L ` i ` 1, we have
ˇ
ˇ
ˇ
ˇ
ˇ
ˇ
ˇPvpiq ,vpiq pv1 , v2 q ´ Pyi ,zi pv1 , v2 qˇ
ˇ j1 j2
ˇ
ˇ
ˇ
“ ˇPpw1 ,¨¨¨ ,wi´1 ,wj1 ,wM ´L`i`2 ,¨¨¨ ,wM q,pw1 ,¨¨¨ ,wi´1 ,wj2 ,wM ´L`i`2 ,¨¨¨ ,wM q
˜
¸
px1 , ¨ ¨ ¨ , xi´1 , xi , xi`2 , ¨ ¨ ¨ , xL q,
px1 , ¨ ¨ ¨ , xi´1 , xi`1 , xi`2 , ¨ ¨ ¨ , xL q
˜
¸ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi , xi`2 , ¨ ¨ ¨ , xL q, ˇˇ
´Ppx1 ,¨¨¨ ,xi´1 ,xi ,xi`2 ,¨¨¨ ,xL q,px1 ,¨¨¨ ,xi´1 ,xi`1 ,xi`2 ,¨¨¨ ,xL q
ˇ
px1 , ¨ ¨ ¨ , xi´1 , xi`1 , xi`2 , ¨ ¨ ¨ , xL q ˇ
ˇ
ˇ
“ˇPw1 ,¨¨¨ ,wi´1 ,wj1 ,wj2 ,wM ´L`i`2 ,¨¨¨ ,wM px1 , ¨ ¨ ¨ , xi´1 , xi , xi`1 , xi`2 , ¨ ¨ ¨ , xL q
ˇ
ˇ
´ Px1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL qˇ
ďζ,

by the assumption Eqn. (101). Therefore, all sequences vpiq ’s are pζ, Pyi ,zi q-equicoupled,
1 ď i ď L ´ 1.
Since Px1 ,¨¨¨ ,xL is α-asymmetric, by Lemma 69,` at˘ least one of the distributions Pyi ,zi ’s
(1 ď i ď L ´ 1) is at least α1 -asymmetric (α1 “ α{ L2 ). Without loss of generality, assume
Pyi0 ,zi0 is ě α1 -asymmetric. Then the i0 -th sequence vpi0 q is short by Lemma 71,
ˆ
˙
c
M ´ L ` 2 ď exp
,
α1 ´ ζ
for some universal constant c ą 0. Hence
˜
¸
c
` ˘
M ď exp
` L ´ 2,
α{ L2 ´ ζ
which finishes the proof.

J
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I Remark 73 (Asymmetric but projectively symmetric tensors). Lemma 69 does not follow
from naïvely marginalizing an asymmetric distribution Px1 ,¨¨¨ ,xL and hoping that Pxi ,xj is
asymmetric for some 1 ď i ă j ď L. Just like there exist asymmetric matrices (self-couplings)
with the same column sum and row sum, we should not expect that the asymmetry of a
tensor is preserved under projections.
We say that a tensor Px1 ,¨¨¨ ,xL P TenbL
|X | is `-projectively symmetric (1 ď ` ă L) if all of
its order-` projections are symmetric, i.e., for any 1 ď i1 ă ¨ ¨ ¨ ă i` ď L,
Pxi1 ,¨¨¨ ,xi` :“ rPx1 ,¨¨¨ ,xL sxi

1 ,¨¨¨ ,xi`

P Tenb`
|X |

is symmetric.
One can easily verify the following facts.
I Lemma 74. Let Px1 ,¨¨¨ ,xL be a tensor of dimension |X | and order L.
1. If Px1 ,¨¨¨ ,xL is `-projectively symmetric (1 ď ` ă L), then all of its order-`1 (1 ď `1 ă `)
marginals are the same.
2. If Px1 ,¨¨¨ ,xL is `-projectively symmetric (1 ď ` ă L), then it is also `1 -projectively
symmetric for any 1 ď `1 ă `.
3. A symmetric tensor Px1 ,¨¨¨ ,xL is also `-projectively symmetric for all 1 ď ` ă L. In
particular, it is a self-coupling, i.e., Pxi is the same for all i P rLs.
We provide an example showing that the asymmetry of a tensor cannot be recovered
from all of its lower order projections. That is, there is an asymmetric tensor with every
projection of one less order being symmetric.
We now construct a concrete example. In order for a dimension-2 order-3 tensor T : r2s3 Ñ
R to be symmetric, it has to satisfy the following system E1 of linear equations,
t112 “t121 ,

t121 “ t211 ,

t212 “ t122 ,

t122 “ t221 .

where tijk :“ T pi, j, kq for i, j, k P r2s. On the other hand, for it to be projectively symmetric,
it has to satisfy the following system E2 of linear equations,
t122 ` t121 “t212 ` t211 ,
t112 ` t122 “t211 ` t221 ,
t121 ` t221 “t112 ` t212 .
Additionally, for T to represent a joint distribution, all entries should be non-negative and
sum up to one. Note that E2 is a less determined system than E1 , which means that we
should be able to find a solution to E2 which does not satisfy E1 .
Indeed, consider the following explicit example of T P Tenb3
2 . (See Fig. 12.)
1
,
60
1
“ ,
60

1
,
4
1
“ ,
5

1
1
, t122 “
,
6
20
17
1
“
, t222 “
.
60
60

t111 “

t121 “

t112 “

t211

t221

t212

It is asymmetric but projectively symmetric. Note that T is forced to have multiple witnesses
of asymmetry due to its projective symmetry. Indeed,
5
,
60
14
“
,
60
9
“
.
60

t121 ´ t112 “t212 ´ t221 “
t121 ´ t211 “t212 ´ t122
t112 ´ t211 “t221 ´ t122
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Figure 12 An asymmetric tensor T P Tenb3
that is 2-projectively symmetric.
2

Therefore asymmpT q “
projections are given by
„ 11
60
3
10

3
10
13
60



„
,

4
15
13
60

13
60
3
10

14
60

“



„
,

7
30 ,

1
30
9
20

given by t121 ´ t211 and t212 ´ t122 . All of its order-2

9
20
1
15


.

„ 29 
All of their margins are equal to

60
31
60

.

In general, for any dimension-d order-L tensor, such examples can always be constructed
due to the gap of degrees of freedom between the homogeneous linear systems E1 and E2 .

14

Rethinking the converse

14.1

A cheap converse

If for a general A “ pX , λx , S, λs , Wy|x,s q, for every Px P λx , the confusability set is a
halfspace defined by a single linear constraint
(
KbL pPx q :“ Px1 ,¨¨¨ ,xL P J bL pPx q : xPx1 ,¨¨¨ ,xL , Cy ď b ,
for some tensor C P TenbL
|X | and constant b, then the converse can be significantly simplified.
In particular, we do not have to handle symmetric and asymmetric cases separately. We
describe the proof idea below.
Proof. The proof essentially follow from the following observation. For any asymmetric
M
Px1 ,¨¨¨ ,xL , given any Px -constant composition pζ, Px1 ,¨¨¨ ,xL q-equicoupled code C “ txi ui“1
M
in X n of size M , we can construct a code C 1 “ tx1i ui“1 in X n¨M ! of the same size which is
symmetric. Indeed, we can permute the rows of C using σ P SM and juxtapose all possible
(M ! of them in total) such row-permuted codes σpCq. (See Fig. 13.) The resulting code C 1 is
actually not only L-wise approximately equicoupled, but M -wise exactly equicoupled! For
any L P rM s and any L-sized (not necessarily ordered) subset ti1 , ¨ ¨ ¨ , iL u of rM s, the joint
type of x1i1 , ¨ ¨ ¨ , x1iL is exactly equal to
τx1i

1

,¨¨¨ ,x1i

L

1
“ `M ˘
L

ÿ
s
ti1 ,¨¨¨ ,iL uPprM
L q

1 ÿ
τxσpi q ,¨¨¨ ,xσpi q ,
1
L
L! σPS
L
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Figure 13 Construction of C 1 by permuting rows of C “ tx1 , x2 , x3 u using σ P S3 (where
S3 “ tid, σ1 , ¨ ¨ ¨ , σ5 u) and juxtaposing all σpCq (6 of them in total) together.

which is symmetric and independent of the choice of the list pi1 , ¨ ¨ ¨ , iL q (hence let us denote
it by Ppx1 ,¨¨¨ ,xL ). In particular, letting L “ M , we get that
τx11 ,¨¨¨ ,x1M “

1 ÿ
τxσp1q ,¨¨¨ ,xσpM q .
M ! σPS
M

To see the above claims, note that if we juxtapose two pairs of codewords px1 , x2 q and
x1 , x
r2 q :“ px1 ˝ x11 , x2 ˝ x12 q (where ˝ denotes
px11 , x12 q, we get a pair of longer codewords pr
concatenation) with joint type
τxr 1 ,rx2 “

1
pτx ,x ` τx11 ,x12 q.
2 1 2

This still holds if two pairs of codewords of different blocklengths are juxtaposed. Say, px1 , x2 q
has blocklength n while px11 , x12 q has blocklength n1 . Then
τxr 1 ,rx2 “

n
n1
τ
`
τx1 ,x1 .
x
,x
n ` n1 1 2 n ` n1 1 2

Back to the proof of the converse in such a spacial case, since the confusability set is
defined by a single linear constraint, any convex combinations of non-confusable joint types
is still outside the confusability set, in particular, Ppx1 ,¨¨¨ ,xL . We hence reduce the problem to
the symmetric case and the rest of the proof is handled by Theorem 65.
J

14.2

Towards a unifying converse

We feel it unusual that we have to use drastically different techniques to prove the symmetric
and the asymmetric parts of the converse. We suspect that it can be proved in a unifying
way using the duality between CP and coP tensors which is the source of contradiction in
our current proof of the symmetric case.
Note that the duality holds only in the space of symmetric tensors. To be specific,
traditionally, CP and coP tensors are defined to be symmetric. And they are dual cones
living in the ambient space Symb
n . If we extend the definitions of CP and coP tensors to
the set of all (including asymmetric) tensors, then it is unclear whether duality still holds.
Indeed, there are pairs of cones which are dual to each other in a certain ambient space but
are no long dual in a larger ambient space. In a word, the ambient space that the dual cone
is computed with respect to matters much.
We provide evidence showing that the symmetric and asymmetric parts of the converse
can be potentially unified by the Plotkin-type bound since duality between CP and coP
tensors–the core of the double counting argument–fortunately holds in larger generality.
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bL
bL
Duality. We know that CPbL
|X | and coP|X | are dual cones in the space Sym|X | of symmetric
tensors. However, Ppx1 ,¨¨¨ ,xL (associated to the equicoupled subcode extracted using hypergraph Ramsey’s theorem) is not guaranteed to be symmetric. We claim that duality still
p
holds in the space TenbL
|X | of all tensors. Hence, copositive witness Q of a non-CP Px1 ,¨¨¨ ,xL
exists even when Ppx ,¨¨¨ ,x is asymmetric.
1

L

bL
bL
B Claim 75. CPbL
|X | and coP|X | are dual cones in Ten|X | .

Proof. By definition,
´
¯˚
!
)
bL
bL
:“
CPbL
B
P
Ten
:
@A
P
CP
,
xA,
By
ě
0
.
|X |
|X |
|X |
bL
Note that it is important that B is now taken from TenbL
|X | rather than Sym|X | . Also recall
that
!
)
D
|X | @
bL
bL
:“
coPbL
B
P
Ten
:
@x
ě
0
.
P
R
,
B,
x
ě0
|X |
|X |
16
Note that this definition
´ differs
¯ from the standard one 95 and this cone is potentially larger.

The goal is to show CPbL
|X |

˚

“ coPbL
|X | .
¯˚
The direction coP|X | Ď CPbL
is trivial, since the definitions of CP and coP tensors
|X |
remain the same but the dual cone is computed w.r.t. a larger space. The new dual cone
we are considering is no smaller than the old one. The inclusion that used to hold in the
traditional setting should continue to hold now. Indeed, take any B P coPbL
|X | , for any
ř bL
|X |
bL
A “ i xi P CP|X | , where xi P Rě0 ,
G
C
ÿ@
ÿ
D
bL
.
B, xbL
xA, By “
xi , B “
i
´

i

Since B P coPbL
,
´
¯˚|X |
B P CPbL
.
|X |

i

D
@
by definition, all B, xbL
’s are non-negative, hence so is xA, By. Therefore
i

´
¯˚
´
¯˚
|X |
bL
bL
Now we show CPbL
Ď
coP
.
Take
any
B
P
CP
and any x P Rě0 . Then
|X |
|X |
|X |
´
¯
˚
@
D
bL
. This finishes the whole proof.
C
B, xbL ě 0, since xbL P CPbL
|X | and B P CP|X |
I Remark 76. In general, duality does not necessarily hold in a larger ambient space. Namely,
computing dual cone w.r.t. a larger space may result in a larger cone. For instance, PSD|X |
cone is known to be self dual in Sym|X | , i.e., PSD˚|X | “ PSD|X | . However, in Mat|X | , PSD˚|X |
is strictly containing PSD|X | . To see this, note that any skew symmetric matrix B is in
PSD˚|X | since for any PSD (hence symmetric) matrix A, xA, By “ 0 ě 0; while B is not
necessarily PSD.
Define, for σ P SL , σ pPx1 ,¨¨¨ ,xL q :“ Pxσp1q ,¨¨¨ ,xσpLq . Though duality holds for all symmetric
and asymmetric tensors, we do not have a full proof of the converse using duality, since we
have trouble bounding the term
xσ pPx1 ,¨¨¨ ,xL q , Qy “ xPx1 ,¨¨¨ ,xL , σpQqy
which does not necessarily equal xPx1 ,¨¨¨ ,xL , Qy for asymmetric Q.
We next show that such asymmetric witness Q does exist and is sometimes necessary in
the sense that, some asymmetric (hence non-CP) tensors have no symmetric witness. This
bL
means that the dual cone of coP w.r.t. TenbL
|X | (instead of Sym|X | ) is strictly larger.
16

Indeed, we will see shortly that it is strictly larger.
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Asymmetric distributions without symmetric
`
˘ coP witness. Let L “ 2. We construct
an asymmetric self-coupling Px1 ,x2 P ∆ r3s2 without symmetric coP witness Q such that
xPx1 ,x2 , Qy ă 0. Indeed, let
4
9
3
–
16
5
144

»
Px1 ,x2 “

7
48
1
16
1
24

11 fi
144

0 fl .
1
144

Note that
2 fi
3
– 1 fl
4
1
12

»
Px1 “ Px2 “

“: Px .

Then
»
Px1 ,x2 ` PxJ1 ,x2
“–
2

4
9
1
6
1
18

1
6
1
16
1
48

1 fi
18
1 fl
48
1
144

2 fi
3
“
– 1 fl 2
4
3
1
12

»
“

1
4

1
12

‰

“ Px PxJ .

If there was a symmetric coP Q such that xPx1 ,x2 , Qy ă 0, then
@
D˘
@
D 1`
Px PxJ , Q “ xPx1 ,x2 , Qy ` PxJ1 ,x2 , Q
2
@
D˘
1`
“ xPx1 ,x2 , Qy ` Px1 ,x2 , QJ
2
“ xPx1 ,x2 , Qy ă 0.
@
D
However, Px PxJ is CP, so Px PxJ , Q ě 0, which is a contradiction.

15

Sanity checks

Consider the bit-flip model.
In this section, we are going to verify the correctness of our characterization of the
generalized Plotkin point using the bit-flip model as a running example. For L “ 3, 4,17
we will numerically recover Blinovsky’s [9] characterization of the Plotkin point PL´1 for
pp, L ´ 1q-list decoding. In particular, P2 “ 1{4 and P3 “ 5{16.

15.1

L“3

We first consider pL ´ 1q-list decoding for L ´ 1 “ 2, i.e., L “ 3. It is known that the Plotkin
point at L ´ 1 “ 2 is P2 “ 1{4.
„

1´w
Fix any input distribution Px :“ Bernpwq “
for 0 ă w ă 1. We first compute
w
J b3 pPx q, Kb3 pPx q. Let pi,j,k,` :“ Px1 ,x2 ,x3 ,y pi, j, k, `q where i, j, k, ` P t0, 1u.
!
´
¯
)
3
J b3 pPx q “ Px1 ,x2 ,x3 P ∆ t0, 1u : Pxi “ Px , i “ 1, 2, 3

17

For L “ 2, i.e., the unique decoding case, the work [43] already recovers the classic Plotkin bound
P1 “ 1{4.
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$
’
’
’
’
’
&

pi,j,k
ř
i,j,k pi,j,k
ř
p
“ Px1 ,x2 ,x3 :
ř i,j i,j,1
’
’
’
p
’
’
ř i,k i,1,k
%
j,k p1,j,k

ě
“
“
“
“

0, i, j, k P t0, 1u
1
w
w
w

Kb3 pPx q
#
“ Px1 ,x2 ,x3 “ rPx2 ,x2 ,x3 ,y sx1 ,x2 ,x3 P J

b3

,
/
/
/
/
/
.
.
/
/
/
/
/
-

´
¯ +
4
Px1 ,x2 ,x3 ,y P ∆ t0, 1u

pPx q :

Pxi ,y p0, 1q ` Pxi ,y p1, 0q ď p, i “ 1, 2, 3
$
,
pi,j,k,` ě 0, i, j, k, ` P t0, 1u /
’
’
/
ř
’
/
’
/
’
/
pi,j,k,` “ 1
&
.
i,j,k,`
ř
b3
p0,j,k,1 ` p1,j,k,0 ď p
“ rPx1 ,x2 ,x3 ,y sx1 ,x2 ,x3 P J pPx q :
.
j,k
ř
’
/
’
/
’
/
p
`
p
ď
p
i,0,k,1
i,1,k,0
’
/
’
/
ři,k
%
i,j pi,j,0,1 ` pi,j,1,0 ď p
p bpL`1q pPx q are extended formulations of J bL pPx q and KbL pPx q,
JpbpL`1q pPx q and K
respectively.
$
pi,j,k,` ě 0, i, j, k, ` P t0, 1u
’
’
ř
’
’
’
p
“ 1
&
i,j,k,`Pt0,1u
ř i,j,k,`
b4
p
p
“ w
J pPx q “ Px1 ,x2 ,x3 ,y :
ř i,j i,j,1
’
’
’
p
“ w
’
’
ř i,k i,1,k
%
p
j,k 1,j,k “ w
$
ř
’
p
` p1,j,k,0 ď
&
řj,kPt0,1u 0,j,k,1
p b4 pPx q “ Px ,x ,x ,y P Jpb4 pPx q :
p
` pi,1,k,0 ď
K
1
2
3
ři,kPt0,1u i,0,k,1
’
%
p
`p
ď
i,jPt0,1u

i,j,0,1

i,j,1,0

,
/
/
/
/
/
.
.
/
/
/
/
/
p
p
p

,
/
.
.
/
-

To verify the value of Plotkin point PL´1 at L “ 3, it suffices to verify that, if w “ 1{2,
then Pxb3 R Kb3 pPx q iff p ă 1{4, since we know that the optimizing input distribution when
codewords are weight unconstrained is uniform. To this end, define a hyperplane
!
)
`
˘
H Pxb3 :“ Px1 ,x2 ,x3 ,y P Jpb4 pPx q : rPx1 ,x2 ,x3 ,y sx1 ,x2 ,x3 “ Pxb3 .
`
˘
`
˘
p b4 pPx q “ H. Since H P b3 depends
Note that Pxb3 R Kb3 pPx q is equivalent to H Pxb3 X K
x
p b4 pPx q depends on w, p, we write them as Hpwq and K
p b4 pw, pq, respectively, for
on w and K
simplicity.
We claim that the Plotkin point PL´1 is precisely the optimal value of the following
LP, i.e., the smallest p˚ such that the hyperplane Hp1{2q has no intersection with the
p b4 p1{2, p˚ q.
corresponding high-dimensional polytope K
min p
p b4 p1{2, pq ‰ H.
subject to Hp1{2q X K
Equivalently, collecting all constraints together, we want to find the minimal p so that the
polytope (the feasible region of the LP) defined by the following constraints is nonempty.
Px1 ,x2 ,x3 ,y PJpb4 pPx q

Y. Zhang, A. J. Budkuley, and S. Jaggi

51:63

rPx1 ,x2 ,x3 ,y sx1 ,x2 ,x3 “Pxb3
ÿ
p0,j,k,1 ` p1,j,k,0 ďp
j,kPt0,1u

ÿ

pi,0,k,1 ` pi,1,k,0 ďp

i,kPt0,1u

ÿ

pi,j,0,1 ` pi,j,1,0 ďp.

i,jPt0,1u

Expanding everything out and noting that the first constraint regarding constant composition
Px1 ,x2 ,x3 ,yPJpb4 pPx q is redundant since it is the same as the constraint rPx1 ,x2 ,x3 ,y sx1 ,x2 ,x3 “
Pxb3 P J b3 pPx q, we simplify the defining (in)equalities of the polytope as follows,
pi,j,k,` ě0, i, j, k, ` P t0, 1u
ÿ

pi,j,k,` “1

i,j,k,`Pt0,1u

pi,j,k,0 ` pi,j,k,1 “1{8, i, j, k P t0, 1u
ÿ

p0,j,k,1 ` p1,j,k,0 ďp

j,kPt0,1u

ÿ

pi,0,k,1 ` pi,1,k,0 ďp

i,kPt0,1u

ÿ

pi,j,0,1 ` pi,j,1,0 ďp,

i,jPt0,1u

since Pxb3 pi, j, kq “ Px piqPx pjqPx pkq “ 1{8 for all i, j, k P t0, 1u.
Let
“
‰J
p :“ p0,0,0,0 ¨ ¨ ¨ p1,1,1,1 .
The LP can be written in a compact form as
» fi
»
fi
1
1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1
—1{8ffi
—1 1
ffi
— ffi
—
ffi
—1{8ffi
—
ffi
1 1
— ffi
—
ffi
—
—1{8ffi
ffi
1 1
— ffi
—
ffi
— ffi
—
ffi
1 1
—
ffi p “ —1{8ffi ,
— ffi
—
ffi
—1{8ffi
—
ffi
1 1
—
— ffi
ffi
—1{8ffi
—
ffi
1 1
— ffi
—
ffi
–
–1{8fl
fl
1 1
1{8
1 1
» fi
»
fi
p
1
1
1
1 1
1
1
1
–
– 1
fl
ď
p
pfl
1 1
1
1
1 1
1
p
1 1
1 1
1 1
1 1
p ě0.
Observe that as p increases, the linear system becomes monotonically easier to be satisfied.
Checked by Mathematica, the above LP is feasible if p ą 1{4 (and hence the distribution
„ b3
„ b3
1{2
1{2
is confusable) and is infeasible if p ă 1{4 (and hence
is not confusable).
1{2
1{2
Therefore, the pp, L ´ 1q-list decoding capacity hits 0 precisely at p “ 1{4.
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L“4

15.2

˜„
For L “ 4, one can obtain a similar LP whose infeasibility is equivalent to H
˜„ b4 ¸
1{2
p b5
and K
, p being disjoint.
1{2

b4 ¸
1{2
1{2

1 fi
1{16
— 1{16 ffi
— 1{16 ffi
ffi
—
— 1{16 ffi
— 1{16 ffi
— 1{16 ffi
ffi
—
— 1{16 ffi
— 1{16 ffi
“—
ffi,
— 1{16 ffi
— 1{16 ffi
ffi
—
— 1{16 ffi
— 1{16 ffi
— 1{16 ffi
ffi
—
– 1{16 fl
1{16
1{16
„p
ď pp ,
p

»

» 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 fi
11

11

—
—
—
—
—
—
—
—
—
—
–

„

11

11

11

11

11

11

11

11

11

11

11

11

ffi
ffi
ffi
ffi
ffi
ffip
ffi
ffi
ffi
ffi
fl
11

11

1 1 1 1 1 1 1 11 1 1 1 1 1 1
1 1 1 11 1 1 1
1 1 1 11 1 1
1 11 1
1 11 1
1 11 1
1 11
11
11
11
11
11
11
11
1

1
1
1
1


p

p ě0,
where
“
p “ p0,0,0,0,0

¨¨¨

p1,1,1,1,1

‰J

.

One can numerically check that the above LP is feasible if p ą 5{16 and infeasible otherwise.
In general, to check whether
˜„ bL ¸
˜„ bL ¸
1{2
1{2
bpL`1q
p
H
XK
,p
1{2
1{2
is empty, it boils down to checking the infeasibility of a linear program with 2L`1 variables and
2L`1 ` 1 ` 2L ` L constraints, 2L`1 of them for non-negativity of probability mass, 1 of them
for probability mass summing up to one, 2L of them for ensuring that Px1 ,¨¨¨ ,xL P J bL pPx q is
a pPx , Lq-self-coupling, L of them for the non-confusability guarantee: Px1 ,¨¨¨ ,xL R KbL pPx q.
The size of the program (or the number of defining constraints of the corresponding polytope)
grows exponentially in L. However, since we are concerned with absolute constant L in this
paper, for any given L, the feasibility can be certified in constant time. Observe that, since
the LP in the bit-flip setting is so structured, one can write it down explicitly by hand for
any given L.

16

Blinovsky [9] revisited

In this section, we fully recover Blinovsky’s [9] results on characterization of the Plotkin
points PL´1 for pp, L ´ 1q-list decoding under the bit-flip model.
Let φ be the standard bijection between t0, 1u and t´1, 1u,
φ : F2
0
1

Ñ
Þ
Ñ
Þ
Ñ

t´1, 1u
1
´1.
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We identify the type τx P P pnq pF2 q of a binary length-n vector x P Fn2 using a t´1, 1u-valued
random variable x defined as
Pr rx “ ´1s “

wtH pxq
,
n

Pr rx “ 1s “ 1 ´

wtH pxq
.
n

Indeed the distribution Px P P pnq pt´1, 1uq of x is the type of the image φpxq of x under φ.
Px pφp0qq “ τx p0q,

Px pφp1qq “ τx p1q.

For a collection of vectors x1 , ¨ ¨ ¨ , xk P Fn2 , their joint type is now represented by a sequence
of random variables x1 , ¨ ¨ ¨ , xk with joint distribution Px1 ,¨¨¨ ,xk , for any x1 , ¨ ¨ ¨ , xk P t´1, 1u,
Px1 ,¨¨¨ ,xk px1 , ¨ ¨ ¨ , xk q “ Pr rx1 “ x1 , ¨ ¨ ¨ , xk “ xk s
“τx1 ,¨¨¨ ,xk pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxk qq.
It is easy to check that, for x1 , x2 P Fn2 ,
˜
¸
1
dH px1 , x2 q
rx1 x2 s .
1´
“
E
n
2
px1 ,x2 q„Px1 ,x2

(102)

Indeed
˘
1`
1 ´ τx1 ,x2 p0, 1q ¨ p´1q ´ τx1 ,x2 p1, 0q ¨ p´1q ´ τx1 ,x2 p0, 0q ¨ 1 ´ τx1 ,x2 p1, 1q ¨ 1
2ˆ
ˆ
˙˙
1
dH px1 , x2 q
dH px1 , x2 q
“
1`
´ 1´
2
n
n

RHS “

“LHS.
Let
r :“

E

px1 ,¨¨¨ ,xL q„t´1,1uL

r|x1 ` ¨ ¨ ¨ ` xL |s ,

(103)

be the expected translation distance of a 1-dimensional unbiased random walk after L steps.
Each xi (1 ď i ď L) is independent and uniformly distributed on t´1, 1u.
I Theorem 77. The Plotkin point PL´1 for pp, L ´ 1q-list decoding is given by
PL´1 “

1 ´ r{L
.
2

I Remark 78. Note that the formula in Theorem 77 agrees with the one by Blinovsky. To
see this, we first compute r. For odd L “ 2k ` 1, where k P Zą0 is some strictly positive
integer, it is easy to see that
r “E r|x1 ` ¨ ¨ ¨ ` xL |s
` ˘
k
ÿ
2 Li
pL ´ 2iq.
“
2L
i“0
Recall that, by binomial theorem (Fact (18)),
L

2 “

L ˆ ˙
ÿ
L
i“0

i

ˆ ˙
k
ÿ
L
“
2
.
i
i“0
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Now we simplify the formula in Theorem 77.
1
r
PL´1 “ ´
2 2L
`L ˘
˙ `L ˘
k
k ˆ
ÿ
ÿ
2i
i
i
“
´
1
´
L
L
2
L
2
i“0
i“0
`L ˘
k
ÿ
2i i
“
L 2L
i“0
`
˘
L L´1
k
ÿ
i i i´1
“
L 2L´1
i“1
˙
k´1 ˆ
1 ÿ L´1
“ L´1
2
i
i“0
ˆ
ˆ
˙˙
1 1
L´1
L´1
“ L´1
2
´
2
2
k
ˆ ˙
1
2k
“ ´ 2´L
,
2
k

(104)

(105)

where Eqn. (104) is by Fact (16); Eqn. (105) follows from binomial theorem (Fact (18))
again,
ˆ
L´1

2

“

˙
k´1
ÿ ˆ2k ˙
2k
`2
.
k
i
i“0

I Lemma 79 (Lower bound). The Plotkin point PL´1 for pp, L ´ 1q-list decoding is lower
bounded by
PL´1 ě

1 ´ r{L
.
2

That is, if p ă PL´1 , then the pp, L ´ 1q-list decoding capacity is positive, i.e., there is an
infinite sequence of pp, L ´ 1q-list decodable codes of positive rate.
1´ r`η

Proof. We will show that if p “ 2 L ă 1´r{L
for any η ą 0, then the product distribution
2
BernbL p1{2q lies outside the corresponding confusability set KbL pBern p1{2qq. Using the
framework developed in this paper, a random code of a suitable positive rate in which
each codeword is sampled independently and uniformly from Tx pBernp1{2qq is pp, L ´ 1q-list
decodable w.h.p.
The proof is by contradiction. If Px1 ,¨¨¨ ,xL :“ BernbL p1{2q is confusable, then, by the
definition 37 of confusability of tuples, an L-tuple of distinct codewords x1 , ¨ ¨ ¨ , xL of joint
type τx1 ,¨¨¨ ,xL “ Px1 ,¨¨¨ ,xL can be covered by a ball of radius np centered around some y P Fn2 .
Equivalently, ´
by the definition
38 of confusability of distributions, there is a refinement
¯
L`1
Px1 ,¨¨¨ ,x,y P ∆ t´1, 1u
such that rPx1 ,¨¨¨ ,xL ,y sx1 ,¨¨¨ ,xL “ Px1 ,¨¨¨ ,xL , and for every i P rLs,
Pxi ,y p0, 1q ` Pxi ,y p1, 0q ď p.
This means that for every i P rLs,
E rxi ys ě

r`η
,
L
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by the relation (Eqn. (102)) between Hamming distance between vectors and correlation of
their random variable representations. Hence
E rpx1 ` ¨ ¨ ¨ ` xL q ys ě r ` η.

(106)

The t´1, 1u-valued random variable y that has the largest correlation with x1 ` ¨ ¨ ¨ ` xL is
y “ MAJ px1 , ¨ ¨ ¨ , xL q, where
MAJ :

L

t´1, 1u
Ñ
t´1, 1u
px1 , ¨ ¨ ¨ , xL q ÞÑ sgn px1 ` ¨ ¨ ¨ ` xL q .

is the majority function. To see this, just expand the above expectation,
ÿ
E rpx1 ` ¨ ¨ ¨ ` xL q ys “
Px1 ,¨¨¨ ,xL ,y px1 , ¨ ¨ ¨ , xL , yqpx1 ` ¨ ¨ ¨ ` xL qy
x1 ,¨¨¨ ,xL ,yPt´1,1u

ÿ

Px1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q

“
x1 ,¨¨¨ ,xL Pt´1,1u

ÿ

Py|x1 ,¨¨¨ ,xL py|x1 , ¨ ¨ ¨ , xL qpx1 ` ¨ ¨ ¨ ` xL qy.

yPt´1,1u

Note that, each summand
Py|x1 ,¨¨¨ ,xL p1|x1 , ¨ ¨ ¨ , xL qpx1 ` ¨ ¨ ¨ ` xL q ´ Py|x1 ,¨¨¨ ,xL p´1|x1 , ¨ ¨ ¨ , xL qpx1 ` ¨ ¨ ¨ ` xL q
is maximized when the conditional probability mass of y is concentrated on the singleton
sgnpx1 ` ¨ ¨ ¨ ` xL q,
Py|x1 ,¨¨¨ ,xL psgnpx1 ` ¨ ¨ ¨ ` xL q|x1 , ¨ ¨ ¨ , xL q “ 1, Py|x1 ,¨¨¨ ,xL p´ sgnpx1 ` ¨ ¨ ¨ ` xL q|x1 , ¨ ¨ ¨ , xL q “ 0.

In this case, each summand attains its maxima
sgnpx1 ` ¨ ¨ ¨ ` xL qpx1 ` ¨ ¨ ¨ ` xL q “ |x1 ` ¨ ¨ ¨ ` xL | .
Overall, the corresponding maximal correlation is precisely
Epx1 ` ¨ ¨ ¨ ` xL qMAJpx1 , ¨ ¨ ¨ , xL q
ÿ
“
Px1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q |x1 ` ¨ ¨ ¨ ` xL |
x1 ,¨¨¨ ,xL Pt´1,1u

“

E

r|x1 ` ¨ ¨ ¨ ` xL |s .

(107)

px1 ,¨¨¨ ,xL q„Px1 ,¨¨¨ ,xL

Using the above observation, we get
r“

E

px1 ,¨¨¨ ,xL q„t´1,1uL

r|x1 ` ¨ ¨ ¨ ` xL |s

(108)

“E rpx1 ` ¨ ¨ ¨ ` xL q MAJ px1 , ¨ ¨ ¨ , xL qs

(109)

ěr ` η,

(110)

Eqn. (108) is by the definition of r (Eqn. (103)). Eqn. (109) follows from Eqn. (107). Eqn.
(110) is by Eqn. (110). We hence reach a contradiction which finishes the proof.
J
I Lemma 80 (Upper bound). The Plotkin point PL´1 for pp, L ´ 1q-list decoding is upper
bounded by
1 ´ r{L
.
2
That is, if p ą PL´1 , then no positive rate is possible, i.e, there is no infinite sequence of
pp, L ´ 1q-list decodable codes of positive rate.
PL´1 ď
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1´ r´η

L
Proof. Our goal is to show that if p ą PL´1 , then CL´1 “ 0. Suppose p “
for a
2
constant η ą 0.
We are going to show that any infinite sequence of codes Cn each of positive rate is not
pp, L ´ 1q-list decodable. First, by the previous argument in last section, we can extract
a sequence of subcodes Cn1 Ď Cn of positive rate satisfying that, for every tuple of distinct
codewords x1 , ¨ ¨ ¨ , xL P C 1 and x1 , ¨ ¨ ¨ , xL P F2 ,
ˇ
ˇ
ˇ
ˇ
ˇτx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL q ´ Ppx1 ,¨¨¨ ,xL px1 , ¨ ¨ ¨ , xL qˇ ď ζ

` ˘
for some symmetric distribution Ppx1 ,¨¨¨ ,xL P ∆ X L and some positive constant ζ ą 0. In
favour of the proceeding calculations, it suffices to take
ζ“

L
η.
pL ´ 1qr2L`2

(111)

1
To show non-list
`C 1 ˘ decodability of C (and hence C), we will argue that there is a list
pxi1 , ¨`¨ ¨ , xiL q P L˘ that can be covered by a ball of radius np centered around the point
MAJ xi1 , ¨ ¨ ¨ , xiL . The proof is by contradiction. Suppose this is not the case, i.e., no list
“
‰L
can be covered by the ball centered at its majority. Define, for pi1 , ¨ ¨ ¨ , iL q P 2nR ,

Qi1 ,¨¨¨ ,iL “ pxi1 ` ¨ ¨ ¨ ` xiL q ¨ MAJ pxi1 , ¨ ¨ ¨ , xiL q ´ r.
We will provide a strictly negative upper bound and a non-negative lower bound on
Q :“

E

E

pi1 ,¨¨¨ ,iL q„r2nR sL pxi1 ,¨¨¨ ,xiL q„Pxi1 ,¨¨¨ ,xiL

rQi1 ,¨¨¨ ,iL s,

which is a contradiction and finishes the proof.
Upper bound on Q. By the assumption of list decodability, for every L-tuple of distinct
codewords x1 , ¨ ¨ ¨ , xL P C 1 , there is a codeword xi (i P rLs) among them such that
dH pxi , MAJ px1 , ¨ ¨ ¨ , xL qq ě np.
Equivalently,
E rxi MAJ px1 , ¨ ¨ ¨ , xL qs ď

r´η
.
L

´
¯
Since Ppx1 ,¨¨¨ ,xL is symmetric and C 1 is ζ, Ppx1 ,¨¨¨ ,xL -equicoupled, we expect that the
term E rxj MAJ px1 , ¨ ¨ ¨ , xL qs À r´η
L for all j P rLs, potentially with some slack depending
on ζ. Indeed, for any j P rLsz tiu (without loss of generality, assume j ą i),
|E rxi MAJ px1 , ¨ ¨ ¨ , xL qs ´ E rxj MAJ px1 , ¨ ¨ ¨ , xL qs|
ˇ
ˇ
ÿ
ˇ
“ ˇˇ
τx1 ,¨¨¨ ,xL pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qqxi MAJ px1 , ¨ ¨ ¨ , xL q
ˇx1 ,¨¨¨ ,xL Pt´1,1u
ÿ
´
x1 ,¨¨¨ ,xL Pt´1,1u

τx1 ,¨¨¨ ,xL pφ

´1

px1 q, ¨ ¨ ¨ , φ

´1

ˇ
ˇ
ˇ
pxL qqxj MAJ px1 , ¨ ¨ ¨ , xL qˇˇ
ˇ

ˇ
ˇ
ÿ
ˇ
“ ˇˇ
τx1 ,¨¨¨ ,xL pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qqxi MAJ px1 , ¨ ¨ ¨ , xL q
ˇx1 ,¨¨¨ ,xL Pt´1,1u

(112)
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ˇ
ˇ
ˇ
˘
´
τx1 ,¨¨¨ ,xL pφ´1 pxσp1q q, ¨ ¨ ¨ , φ´1 pxσpLq qqxσpjq MAJ xσp1q , ¨ ¨ ¨ , xσpLq ˇˇ (113)
ˇ
xσp1q ,¨¨¨ ,xσpLq Pt´1,1u
ˇ
ˇ
ÿ
ˇ
“ ˇˇ
τx1 ,¨¨¨ ,xL pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qqxi MAJ px1 , ¨ ¨ ¨ , xL q
ˇx1 ,¨¨¨ ,xL Pt´1,1u
ˇ
ˇ
ÿ
ˇ
´
τx1 ,¨¨¨ ,xL pφ´1 pxσp1q q, ¨ ¨ ¨ , φ´1 pxσpLq qqxi MAJ px1 , ¨ ¨ ¨ , xL qˇˇ
ˇ
x1 ,¨¨¨ ,xL Pt´1,1u
ˆ
˙
ˇ
ˇ
»
fi
ˇ
ˇ
τx1 ,¨¨¨ ,xL pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qq
ˇ
ˇ
´1
´1
ÿ
p
—
ˇ
ffi
ˇ
´Px1 ,¨¨¨ ,xL pφ px1 q, ¨ ¨ ¨ , φ pxL qq
—
ffi xi MAJ px1 , ¨ ¨ ¨ , xL qˇ
˙
ˆ
“ ˇˇ
´1
´1
ˇ
–
fl
p
Px1 ,¨¨¨ ,xL pφ pxσp1q q, ¨ ¨ ¨ , φ pxσpLq qq
ˇx1 ,¨¨¨ ,xL Pt´1,1u `
ˇ
ˇ
ˇ
´τx1 ,¨¨¨ ,xL pφ´1 pxσp1q q, ¨ ¨ ¨ , φ´1 pxσ pLqqq
(114)
ˇ
ˇ
˛
¨
ˇ τx ,¨¨¨ ,x pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qq ˇ
ˇ
ˇ
1
L
ˇ
ˇ
ˇ
ˇ
ˇ ´Ppx ,¨¨¨ ,x pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qq ˇ
ÿ
‹ˇ
˚
ˇ
1
L
‹ˇ
˚
ˇ (115)
ˇ
ˇ
q
ď˝
x
MAJ
px
,
¨
¨
¨
,
x
i
1
L
ˇ
ˇ Ppx1 ,¨¨¨ ,x pφ´1 pxσp1q q, ¨ ¨ ¨ , φ´1 pxσpLq qq ˇ ‚ˇˇ
ˇ
L
ˇ
ˇ
x1 ,¨¨¨ ,xL Pt´1,1u
`ˇ
´τx1 ,¨¨¨ ,xL pφ´1 pxσp1q q, ¨ ¨ ¨ , φ´1 pxσ pLqqq ˇ
ÿ

ď2ζ ¨

2L
L

`

E

rpx1 ` ¨ ¨ ¨ ` xL q MAJ px1 , ¨ ¨ ¨ , xL qs

(116)

px1 ,¨¨¨ ,xL q„t´1,1uL

“

2L`1
r|x1 ` ¨ ¨ ¨ ` xL |s
ζ
E
L
px1 ,¨¨¨ ,xL q„t´1,1uL

“

2L`1 r
ζ.
L

(117)

In the above chain of equalities and inequalities, we used the following facts.
1. In Eqn. (113), σ P SL denotes the transposition which swaps the i-th and j-th element,
ˆ
˙
1 ¨¨¨ i ´ 1 i i ` 1 ¨¨¨ j ´ 1 j j ` 1 ¨¨¨ L
σ“
.
1 ¨¨¨ i ´ 1 j i ` 1 ¨¨¨ j ´ 1 i j ` 1 ¨¨¨ L
2. Eqn. (114) is due to symmetry of Ppx1 ,¨¨¨ ,xL .
3. Inequality (115) is by triangle inequality of absolute value.
4. Eqn. (116) follows since
ˇ
ˇ
ˇ
ˇ
ˇ
ˇ
ˇ ÿ
ˇ
L
ÿ
ÿ
ˇ
ˇ
ˇ
ˇ
1
1
Lˇ
ˇ
ˇ
xi MAJ px1 , ¨ ¨ ¨ , xL qˇ “ 2 ˇ
x MAJ px1 , ¨ ¨ ¨ , xL qˇˇ ,
ˇ
L i
L
2
ˇ
ˇx1 ,¨¨¨ ,xL Pt´1,1u
ˇ
ˇ i“1 x1 ,¨¨¨ ,xL Pt´1,1u
and the expectation is over xi ’s which are independent and uniformly distributed on
t´1, 1u.
Now, for any j P rLsz tiu,
E rxj MAJ px1 , ¨ ¨ ¨ , xL qs “E rxi MAJ px1 , ¨ ¨ ¨ , xL qs ` pE rxj MAJ px1 , ¨ ¨ ¨ , xL qs
´ E rxi MAJ px1 , ¨ ¨ ¨ , xL qsq
L`1

ď

r´η 2
r
`
ζ.
L
L

Thus we have
E rpx1 ` ¨ ¨ ¨ ` xL q MAJ px1 , ¨ ¨ ¨ , xL qs ďr ´ η `

2L`1 rpL ´ 1q
ζ.
L
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That is,
E rQ1,¨¨¨ ,L s “E rpx1 ` ¨ ¨ ¨ ` xL q MAJ px1 , ¨ ¨ ¨ , xL q ´ rs
ď´η`
η
“´ ,
2

2L`1 rpL ´ 1q
ζ
L
(118)

where the last Eqn. (118) follows by the choice of ζ (Eqn. (111)). Since the above calculations
` 1˘
work for any list x1 , ¨ ¨ ¨ , xL P C 1 of distinct codewords, we have that for pi1 , ¨ ¨ ¨ , iL q P rML s ,
the same bound holds,
η
E rQi1 ,¨¨¨ ,iL s ď ´ .
2
L

For lists pi1 , ¨ ¨ ¨ , iL q P rM 1 s that are not all distinct, we use the trivial bound,
E rQi1 ,¨¨¨ ,iL s “E r|xi1 ` ¨ ¨ ¨ ` xiL | ´ rs
ďL ´ r.
Overall we have
Q“

E

pi1 ,¨¨¨ ,iL q„r2nR sL

E rQi1 ,¨¨¨ ,iL s

¨
“

˛

1

ÿ

2nRL

ÿ

Qi1 ,¨¨¨ ,iL `

˝
i1 ,¨¨¨ ,iL Pr2nR s distinct

Qi1 ,¨¨¨ ,iL ‚

i1 ,¨¨¨ ,iL Pr2nR s not distinct

„

`
˘ `
˘´ η¯
1
ď nRL 2nR 2nR ´ 1 ¨ ¨ ¨ 2nR ´ L ` 1 ´
2
2

` nRL
`
˘
`
˘˘
` 2
´ 2nR 2nR ´ 1 ¨ ¨ ¨ 2nR ´ L ` 1 pL ´ rq
(119)

ă0.
The last inequality (119) holds if
"
*
L`1
ˇ 1ˇ
L!pL ` rq
ˇC ˇ ą max 2pL ´ 1q, 2
,
η
by similar calculations to Sec. 13.2.

Lower bound on Q. Following the calculations in the proof of generalized Plotkin bound for
list decoding, we have
Q`r
“

E

pi1 ,¨¨¨ ,iL q„r2nR sL

“

“

1
2nRL
1
2nRL

E r|xi1 ` ¨ ¨ ¨ ` xiL |s

ÿ

ÿ

τxi

1

i1 ,¨¨¨ ,iL

Pr2nR s

L

pφ´1 px1 q, ¨ ¨ ¨ , φ´1 pxL qq |x1 ` ¨ ¨ ¨ ` xL |

x1 ,¨¨¨ ,xL Pt´1,1u

ÿ
nR

,¨¨¨ ,xi

i1 ,¨¨¨ ,iL Pr2 s
x1 ,¨¨¨ ,xL Pt´1,1u

n
1 ÿ !
) |x ` ¨ ¨ ¨ ` x |
) ¨ ¨ ¨ 1!
1
1
L
xi pjq“φ´1 pxL q
n j“1 xi1 pjq“φ´1 px1 q
L

(120)
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L
ź

ÿ
x1 ,¨¨¨ ,xL Pt´1,1u
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¨

˝ 1
2nR
`“1

˛
ÿ
iPr2nR s

1tx

i

pjq“φ´1 px` qu

‚|x1 ` ¨ ¨ ¨ ` xL |

n
L
ÿ
ź
1 ÿ
Pxpjq pφ´1 px` qq |x1 ` ¨ ¨ ¨ ` xL |
n j“1
`“1
x1 ,¨¨¨ ,xL Pt´1,1u
»
fi
ˇı
”ˇ
ˇ pjq
pjq ˇ
“ E –´
ˇx1 ` ¨ ¨ ¨ ` xL ˇ fl .
E¯ ´ ¯

“

j„rns

pjq

pjq

x1 ,¨¨¨ ,xL

(121)

(122)

(123)

pjq bL

„ Px

In the above calculations, we used the following definitions and facts.
1. Eqn. (120) follows from the definition of joint types.
2. Eqn. (121) is obtained by rearranging terms.
3. In Eqn. (122), as before, we let, for j P rns, x P F2 ,
Pxpjq pxq “

1
2nR

ÿ
iPr2nR s

1tx pjq“xu
i

denote the empirical distribution of the j-th column of C 1 when viewed as an M 1 ˆ n
matrix.
In expression (123), the j-th summand can be viewed as the translation distance of a non-lazy
one-dimensional random walk after L steps. The walker moves left (x “ 1) with probability
pjq
pjq
Px p1q and moves right (x “ 0) with probability Px p0q. It is not hard to check that
the expected translation distance is minimized when the walker is unbiased, i.e., when
pjq
pjq
Px p1q “ Px p0q “ 1{2. This is formally justified in Appendix C. Hence, for every j P rns,
ˇı
”ˇ
ˇ pjq
pjq ˇ
`
¨
¨
¨
`
x
ˇx
E
1
L ˇ ´ r ě 0.
´
¯ ´
¯
pjq

pjq

x1 ,¨¨¨ ,xL

pjq bL

„ Px

Since the above bound is valid for every j P rns, it is still valid averaged over j „ rns. Hence
we have Q ě 0.
J

17

GV rate vs. cloud rate

In this section, we are concerned with the question of unique decoding (special case where
L ´ 1 “ 1) under the bit-flip model.
In [43], bounds on achievable rates of codes for general adversarial channels are provided.
A Gilbert–Varshamov-type expression was obtained using a purely random code construction,
and a rate lower bound (we call cloud rate) that generalizes the GV-type expression was given
by a cloud code construction. We evaluate both bounds under the bit-flip model. We show
that the Gilbert–Varshamov-type bound for general adversarial channels indeed coincide
with the classic GV bound in this particular setting. We also provide a convex program for
evaluating the cloud rate.
“
‰J
We use the probability vector Px p1q ¨ ¨ ¨ Px p|X |q to denote a distribution Px P ∆pX q.
Take any input distribution
„

1´w
Px “ Bernpwq “
,
w
from ∆pt0, 1uq, we first explicitly compute the basic objects we are concerned with in this
paper.
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∆ :“∆pt0, 1uq
"
“ Px1 ,x2 P R2ˆ2 : ř

Px1 ,x2 px1 , x2 q ě 0, @x1 , x2
x1 ,x2 Px1 ,x2 px1 , x2 q “ 1
"„

*
a c
a, b, c, d ě 0
“
P R2ˆ2 :
d b
a`b`c`d “1
"„

*
a
c
a, b, c ě 0
2ˆ2
“
PR
:
.
1´a´b´c b
a`b`c ď1

J pwq :“J

*

ˆ„
˙
1´w
w

“ tPx1 ,x2 P ∆ : Px1 “ Px2 “ Px u
$
,
a, b, c, d ě 0
’
/
’„
/

&
.
a c
a`b`c`d“1
2ˆ2
“
PR
:
’
/
d b
d`b“w
’
/
%
c`b“w
"„

*
1´w´d
d
2ˆ2
“
PR
: 0 ď d ď mintw, 1 ´ wu .
d
w´d
ˆ„
˙
1´w
Kpw, pq :“K
w
“ tPx1 ,x2 P J pwq : Px1 ,x2 p0, 1q ` Px1 ,x2 p1, 0q ď 2pu
"„

*
1´w´d
d
“
P R2ˆ2 : 0 ď d ď mintw, 1 ´ w, pu .
d
w´d
Since CP2 “ DNN2 , we have
CP2 pwq
“CP2 X J pwq
"„

*
w´d
d
“
: 0 ď d ď mintw, 1 ´ wu, pw ´ dqp1 ´ w ´ dq ´ d2 ě 0
d
1´w´d
"„

*
w´d
d
2
“
: 0ďdďw´w .
d
1´w´d
Note that to ensure CP2 pwqzKpw, pq ‰ H, we need
¯
´ ?
?
0 ă p ă 1{4, w P 1´ 21´4p , 1` 21´4p .
In other words, 0 ă w ă 1 and 0 ă p ă w ´ w2 . In this case,
"„

*
1´w´d
d
2ˆ2
Kpw, pq “
PR
:0ďdďp .
d
w´d
Actually, if the above conditions hold, then when 1{3 ď w ă 1, the boundary
of Kpw, pq is p
„
2
p1
´
wq
w ´ w2
and the boundary of CP2 pwq is w ´ w2 . Note that the right boundary
“
w ´ w2
w2
„
b2
1´w
of CP2 pwq is the only distribution in CP2 pwq of CP-rank-1.
w
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GV rate. We first state the GV-type expression given by in [43].
I Lemma 81 (Gilbert–Varshamov
rate). For a general adversarial channel given by A “
(
X , λx , S, λs , Y, Wy|x,s , its unique decoding capacity is at least
RGV “ max

min

Px Pλx Px1 ,x2 PKpPx q

Ipx; x1 q,

where the mutual information is calculated using Px1 ,x2 .
We now evaluate the above expression under the bit-flip model.
RGV “ max

min

Px Pλx Px1 ,x2 PKpPx q

Ipx; x1 q
˜„

“ » maxfi »
min
D
fi
1
´
w
1
´
w
´
d
d
–
flP∆ –
flPKpw,pq
w
d
w´d

 ››„
b2 ¸
1´w´d
d
› 1´w
›
d
w´d › w

d
w´d
1´w´d
` 2d log
` p1 ´ w ´ dq log
w2
wp1 ´ wq
p1 ´ wq2
w´p
p
1´w´p
“ max pw ´ pq log
` 2p log
` p1 ´ w ´ pq log
0ăwă1
w2
wp1 ´ wq
p1 ´ wq2
1{2 ´ p
p
1 ´ 1{2 ´ p
“p1{2 ´ pq log
` 2p log
` p1 ´ 1{2 ´ pq log
2
p1{2q
p1{2qp1 ´ 1{2q
p1 ´ 1{2q2

“ max min pw ´ dq log
0ăwă1 0ďdďp

“1 ´ Hp2pq.
This matches the classic GV bound given a greedy volume packing argument.
Cloud rate. We now state the cloud rate expression given by [43].
I Lemma 82 (Cloud rate).
(
For a general adversarial channel A “ X , λx , S, λs , Y, Wy|x,s , its unique decoding capacity
is at least
Rcloud “ max

max

Px Pλx Px1 ,x2 PCP2 pPx qzKpPx q

max

min

Pu ,Px|u :
Pu,x1 ,x1 PKcloud pPu,x q
”
ı
b2
Pu Px|u
“Px1 ,x2

›
´
¯
›
b2
D Pu,x1 ,x2 ›Pu Px|u
,

x1 ,x2

where
$
Pu,x1 ,x2 ,s1 ,s2 ,y P
’
’
&
`
˘
Ps1 , Ps2 P
Kcloud pPu,x q :“ rPu,x1 ,x2 ,s1 ,s2 ,y su,x1 ,x2 P ∆ U ˆ X 2 :
P
’
u,x
1 ,s1 ,y “
’
%
Pu,x2 ,s2 ,y “

`
˘
∆ U ˆ X 2 ˆ S2 ˆ Y
λs
Pu,x Ps1 |u,x1 Wy|x1 ,s1
Pu,x Ps2 |u,x2 Wy|x2 ,s2

,
/
/
.
.
/
/
-

I Remark 83. The reason that [43] has to define a different confusability set Kcloud when
cloud code is using is that as a part of the code design, the distributions Pu , Pu|x are revealed
to every party, including the adversary, hence he may be able to inject noise patterns that are
potentially more malicious compared with the case where he does not have such knowledge.
We refer the readers to the proof in [43].
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In the bit-flip setting, it is easy to verify that
"
*
`
˘
Pu,x1 “ Pu,x2 “ Pu,x
2
Kcloud pPu,x q “ Pu,x1 ,x2 P ∆ U ˆ X :
Px1 ,x2 p0, 1q ` Px1 ,x2 p1, 0q ď 2p
$
,
’
pu,x1 ,x2 ě 0, @u, x1 , x2 /
’
/
ř
’
/
’
/
’
/
p
“
1
u,x
,x
&
.
1
2
u,xř
,x
1 2
|U |ˆ2ˆ2
“ pPR
:
.
p
“
p
,
@u,
x
u,x
,x
u,x
1
1 2
1
řx2
’
/
’
/
’
/
p
“
p
,
@u,
x
u,x2
2 /
’
x1 u,x1 ,x2
’
/
ř
%
u pu,0,1 ` pu,1,0 ď 2p
We use the notation pu,x1 ,x2 :“ Pu,x1 ,x2 pu, x1 , x2 q and pu,x :“ Pu,x pu, xq for all u P U, x1 , x2 P
t0, 1u. The third maximization is over all extensions which correspond to CP decompositions
of Px1 ,x2 . Note that for a CP matrix, its CP decomposition is not necessarily unique, even if we
require the decomposition to meet the CP-rank [23]. A CP decomposition of a CP distribution
can contain an arbitrarily large number of terms. Here we focus on decompositions which
meet the CP-rank of Px1 ,x2 . That is, |U| “ CP-rankpPx1 ,x2 q.
Note that the objective function KL-divergence also equals
›
´
¯
›
b2
D Pu,x1 ,x2 ›Pu Px|u
“ I px1 ; x2 |uq ,
where the mutual information is w.r.t. Pu,x1 ,x2 .
Note that even if we could show Rcloud ď RGV , this does not mean cloud codes will never
attain a rate larger than the GV bound. It only means that the cloud rate expression we
have cannot take values larger than the GV bound. This is because our bounds are only
achievable, but we do not have matching upper bounds. Indeed, this is an extremely difficult
question even under simple models.
Actually all CP decompositions
meeting the CP-rank
of a CP distribution can be computed.
„

1´w´b
b
For a CP-rank-2 distribution
P CP2 pwqzK pw, pq where b ‰ w ´ w2 , we
b
w´b
write its CP decomposition as
„


„
b2
„
b2
1´w´b
b
1´u
1´v
“α
`β
b
w´b
u
v
„

2
αp1 ´ uq ` βp1 ´ vq2 αup1 ´ uq ` βvp1 ´ vq
“
.
αup1 ´ uq ` βvp1 ´ vq
αu2 ` βv 2

Solving the equation in terms of b and u, we have
w ´ b ´ w2
,
` w ´ 2uw ´ b
pu ´ wq2
β :“βpw, b, uq “ 1 ´ α “ 2
,
u ` w ´ 2uw ´ b
b ´ w ` uw
v :“vpw, b, uq “
,
w´u
”
ı “
‰
b
where u P 0, 1´w
Y w´b
w ,1 .
α :“αpw, b, uq “

u2

b2
Any such decomposition gives rise to a joint distribution Pu Px|u
which is a 2 ˆ 2 ˆ 2
tensor.
„

„

αp1 ´ uq2 αup1 ´ uq
βv 2
βvp1 ´ vq
b2
b2
Pu“0 Px|u“0
“
,
P
P
“
.
u“1
x|u“1
αup1 ´ uq αp1 ´ uq2
βvp1 ´ vq βp1 ´ vq2
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It also induces a distribution Pu,x .
„

αp1 ´ uq αu
Pu,x “
.
βp1 ´ vq βv
„


w´b
b
,
b
1´w´b
the inner minimization can be written as minimizing a convex function over a polytope.
Now for any CP decomposition Pu,x1 ,x2 of a CP distribution Px1 ,x2 “

b2
minp Dpp}Pu Px|u
q
.
subject to p P Kcloud pPu,x q

It can be expanded in the following explicit form.
p

p

p

p

0,0,0
0,0,1
0,1,0
0,1,1
p0,0,0 log αp1´uq
2 ` p0,0,1 log αup1´uq ` p0,1,0 log αup1´uq ` p0,1,1 log αu2
p1,0,1
p1,0,0
p1,1,1
p1,0,0
`p1,0,0 log βp1´vq
2 ` p1,0,1 log βvp1´vq ` p1,1,0 log βvp1´vq ` p1,1,1 log βv 2
*
´
¯
pi,j,k ě 0, @i, j, k
3
subject to ř
p P ∆ t0, 1u
p
“
1
i,j,k
i,j,k
,
p0,0,0 ` p0,0,1 “ αp1 ´ uq/
/
.
p0,1,0 ` p0,1,1 “ αu
rPu,x1 ,x2 su,x1 “ Pu,x
/
p1,0,0 ` p1,0,1 “ βp1 ´ vq /
p1,1,0 ` p1,1,1 “ βv
,
p0,0,0 ` p0,1,0 “ αp1 ´ uq/
/
.
p0,0,1 ` p0,1,1 “ αu
“ Pu,x
rP
s
/ u,x1 ,x2 u,x2
p1,0,0 ` p1,1,0 “ βp1 ´ vq /
p1,0,1 ` p1,1,1 “ βv
p0,0,1 ` p0,1,0 ` p1,0,1 ` p1,1,0 ď 2p.

minp

Note that it is implied by the given constraints that pu,x1 ,x2 “ pu,x2 ,x1 . Also, the p.m.f.
ř
constraint u,x1 ,x2 pu,x1 ,x2 “ 1 is actually redundant. Hence the problem can be simplified
as follows.
p

p

p

0,0,0
0,0,1
0,1,1
p0,0,0 log αp1´uq
2 ` 2p0,0,1 log αup1´uq ` p0,1,1 log αu2
p1,0,1
p1,1,1
p1,0,0
`p1,0,0 log βp1´vq
2 ` 2p1,0,1 log βvp1´vq ` p1,1,1 log βv 2
subject to ´pi,j,k ď 0, @i, j, k
p0,0,0 ` p0,0,1 “ αu
p0,0,1 ` p0,1,1 “ αp1 ´ uq
p1,0,0 ` p1,0,1 “ βv
p1,0,1 ` p1,1,1 “ βp1 ´ vq
p0,0,1 ` p1,0,1 ď p.

minp

Let D˚ pw, b, uq denote the optimal value of the above minimization. The final cloud rate is
given by
max

max

max

D˚ pw, b, uq,

0ăwă1 păbďw´w2 uPr0, b sYr w´b ,1s
1´w
w

„

1´w
where the first maximization corresponds to finding the optimal input distribution
,
w
„

1´w´b
b
second maximization corresponds to finding the optimal CP distribution
b
w´b
outside Kpwq, and the third optimization corresponds to finding the optimal CP-decomposition
„
b2
„
b2
1´u
1´v
α
`β
of the optimal CP distribution.
u
v
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18

Concluding remarks and open problems

In this paper, we study the list decoding problem on general adversarial channels for both
large and small list sizes. Given any channel, for large (yet constant) list sizes, we prove
the list decoding theorem which identifies the fundamental limit of list decoding. For small
(yet arbitrary universal constant) list sizes, we characterize when positive rate list decodable
codes are possible.
Many open questions are left after this work is done. We list some of them for future
study.
1. In this paper, we made no attempt towards understanding channels with arbitrary
transition distributions Wy|x,s (instead of only those corresponding to deterministic
bivariate functions). Pushing our results to such a general setting remains an intriguing
open question.
2. Other adversarial channels under further assumptions, e.g., online (causal) channels,
channels with feedback, channels with bounded memory, etc., are less understood. There
are results regarding each of these topics under very restricted models, e.g., bit-flips
[13, 6], deletions [12], etc..
3. We do not have any nontrivial upper bound on pL ´ 1q-list decoding capacity for general
adversarial channels. Existing upper bounds for error correction codes seem tricky to
generalize. A reasonable starting point might be to extend the classic Elias–Bassalygo
bound [4] whose proof has a similar spirit as the Plotkin bound.
4. Given any adversarial channel, when we are “below the Plotkin point” (i.e., there are
non-confusable CP distributions), can we construct explicit codes of positive rate? We
know that random codes are list decodable w.h.p..
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A

CP tensors and coP tensors

A.1

Tensor products

b`
I Definition 84 (Tensor product). For two tensors A P Tenbm
n , B P Tenn , Their tensor
product is defined as

A b B :“ rA pi1 , ¨ ¨ ¨ , im q B pj1 , ¨ ¨ ¨ , j` qs P Tenbpm``q
.
n
I Definition 85 (Frobenius inner product, Frobenius norm). For two tensors A, B P Tenbm
n ,
Their inner product is defined as
xA, By :“

ÿ

Api1 , ¨ ¨ ¨ , im qBpi1 , ¨ ¨ ¨ , im q.

i1 ,¨¨¨ ,im Prns

The Frobenius norm is defined as }A}F :“

a
xA, Ay.

I Definition 86 (Hadamard product). For two tensors A, B P Tenbm
n , Their Hadamard
product is defined as
A ˝ B :“ rApi1 , ¨ ¨ ¨ , im qBpi1 , ¨ ¨ ¨ , im qs P Tenbm
n .
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Tensor decomposition

I Definition 87 (Canonical decomposition). For a tensor A P Tenbm
n , its canonical decomposition has form
A“

r
ÿ

αj

m
â

xj,i ,

i“1

j“1

where each xj,i P Sn´1
. The smallest r for A to admit such a decomposition is called the
2
rank of A. If A is symmetric, then
A“

r
ÿ

αj xbm
j

j“1

is an analog of the eigendecomposition of symmetric matrices. The smallest r is called the
symmetric rank of A.
I Conjecture 88. For A P Symbm
n , rankpAq “ sym-rankpAq.
I Remark 89. It is known to be true if rankpAq ď m.
I Definition 90 (Tucker decomposition). For a tensor A P Tenbm
n , the Tucker decomposition
has form
A“

r1
ÿ

rm
ÿ

¨¨¨
j1 “1

αj1 ,¨¨¨ ,jm

jm “1

m
â

xji ,j .

i“1

It is an analogy of the singular value decomposition of matrices.
A tensor A P Tenbm
has npm ´ 1qn´1 eigenvalues. A may have non-real eigenvalues even
n
if A is symmetric. If an eigenvector is real, then the corresponding eigenvalue is also real.
Such eigenvalues are called H-eigenvalues. They always exist for even-order tensors.

A.3

Special tensors

I Definition 91 (NN tensors). A tensor is said to be non-negative if each of its entry is
non-negative. The set of order-m dimension-n non-negative tensors is denoted by NNbm
n
I Definition 92 (PSD tensors, PD Tensors). For even m, A P Tenbm
is positive semidefinite
n
bm
n
(PSD) if xA, x y ě 0 for any x P R . A is positive definite (PD) if the above inequality is
strict for all x ‰ 0.
The sets of PSD and PD tensors is denoted by PSDbm
and PDbm
n
n , respectively.
I Definition 93 (CP tensors, CP tensor rank). A tensor P P Tenbm
is said to be completely
n
positive if for some r ě 1, there are component-wise non-negative vectors p1 , ¨ ¨ ¨ , pr P Rně0
such that
P “

r
ÿ

pbm
.
j

j“1

The set of CP tensors is denoted by CPbm
n . The least r such that P has a completely positive
decomposition is called the CP-rank of P . If span tP1 , ¨ ¨ ¨ , Pr u “ Rn then P is said to be
strongly CP.
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I Fact 94. Verifying if a symmetric non-negative tensor is CP is NP-hard.
I Definition 95 (coP tensors). A P Symbm
is copositive if xA, xb y ě 0 for all x P Rně0 . The
n
bm
set of copositive tensors is denoted by coPn .
I Theorem 96 (Duality). CPbm
and coPbm
are closed convex pointed cones with nonempty
n
n
bm
interior in Symn . For m ě 2, n ě 1, they are dual to each other.
I Definition 97 (DNN tensors). For even m, A P Symbm
is doubly non-negative (DNN)
n
if A is entry-wise non-negative and xA, xbm y is a sum-of-square as a polynomial in the
components of x.
I Fact 98. The double non-negativity of a tensor can be verified in polynomial time using
SDP.
I Fact 99. The following inclusion relations between different sets of special tensors hold.
1. PSDbm
Ď coPbm
n
n .
bm
2. CPn Ď DNNbm
Ď NNbm
Ď coPbm
Ď Symbm
n
n
n
n .

B

Hypergraph Ramsey numbers
prq

Let Rk ps1 , ¨ ¨ ¨ , sk q denote the smallest size of an r-uniform hypergraph such that for any
k-colouring, there must be a monochromatic clique of size si for some i P rks.
Define tower function t1 pxq “ x and ti`1 pxq “ 2ti pxq .
I Lemma 100 (Properties of hypergraph Ramsey numbers). 1. For any i P rks, and sj ě r
(j ‰ i),
prq

prq

Rk ps1 , ¨ ¨ ¨ , si´1 , r, si`1 , ¨ ¨ ¨ , sk q “Rk´1 ps1 , ¨ ¨ ¨ , si´1 , si`1 , ¨ ¨ ¨ , sk q.
2. For any σ P Sk ,
prq

prq

Rk ps1 , ¨ ¨ ¨ , sk q “Rk psσp1q , ¨ ¨ ¨ , sσpkq q.
I Lemma 101 (Finiteness of hypergraph Ramsey numbers). For any positive integers r, k, s1 ,
prq
¨ ¨ ¨ , sk , the hypergraph Ramsey number Rk ps1 , ¨ ¨ ¨ , sk q is finite. In particular, it satisfies
the following recursive inequalities.
´
prq
pr´1q
prq
prq
Rk ps1 , ¨ ¨ ¨ , sk q ď 1 ` Rk
Rk ps1 ´ 1, s2 , ¨ ¨ ¨ , sk q, Rk ps1 , s2 ´ 1, ¨ ¨ ¨ , sk q, ¨ ¨ ¨ ,
¯
prq
¨ ¨ ¨ , Rk ps1 , s2 , ¨ ¨ ¨ , sk ´ 1q ,

prq

Rk ps1 , ¨ ¨ ¨ , sk q ď 1 `

k
ÿ

pr´1q

Rk

´
prq
Rk ps1 , ¨ ¨ ¨ , si´1 , si ´ 1, si`1 , ¨ ¨ ¨ , sk q, ¨ ¨ ¨ ,

i“1

¯
prq
¨ ¨ ¨ , Rk ps1 , ¨ ¨ ¨ , si´1 , si ´ 1, si`1 , ¨ ¨ ¨ , sk q ,
´
¯
prq
prq
prq
Rk ps1 , ¨ ¨ ¨ , sk q ďRk´1 s1 , ¨ ¨ ¨ , sk´2 , R2 psk´1 , sk q ,
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I Lemma 102 (Bounds on hypergraph Ramsey numbers).
1. For any s, t,
R

R2 ps, tq ď2p
prq

pr´1q
ps´1,t´1q
2
r´1

q.

2. For r ě 3, there are constants c, c1 ą 0 such that
prq

tr´1 pc ¨ s2 q ďR2 ps, sq ď tr pc1 ¨ sq.
3. For s ą k ě 2, there are constants c, c1 ą 0 such that
prq

tr pc ¨ kq ă Rk ps, ¨ ¨ ¨ , sq ă tr pc1 ¨ k log kq.

C

Expected translation distance of a one-dimensional random walk

I Lemma 103. Consider a random walk x1 , ¨ ¨ ¨ , xL of length L. Each xi (1 ď i ď L) is an
independent and identically distributed t´1, 1u-valued random variable satisfying
Pr rxi “ 1s “ p,

Pr rxi “ ´1s “ 1 ´ p.

Without loss of generality, assume p ě 1{2. Then, we have that the expected translation
distance E r|x1 ` ¨ ¨ ¨ ` xL |s of this random walk after L steps is minimized when p “ 1{2.
1
Proof. Create another walk x11 , ¨ ¨ ¨ , xL
with p “ 1{2 that is coupled with x1 , ¨ ¨ ¨ , xL in the
following way.
“
‰
“
‰
Pr xi “ 1|xi1 “ 1 “ 1, Pr xi “ 1|xi1 “ ´1 “ 2p ´ 1.

It is easy to see that the distribution of x1 , ¨ ¨ ¨ , xL is preserved under this coupling.
“
‰ “
‰
“
‰ “
‰
Pr rxi “ 1s “ Pr xi1 “ 1 Pr xi “ 1|xi1 “ 1 ` Pr xi1 “ ´1 Pr xi “ 1|xi1 “ ´1
1
1
“ ¨ 1 ` ¨ p2p ´ 1q
2
2
“p.
Now,
ˇ‰
“ˇ
1 ˇ
E r|x1 ` ¨ ¨ ¨ ` xL |s ´ E ˇx11 ` ¨ ¨ ¨ ` xL
ÿ
“
dPt´L,´L`2,¨¨¨ ,L´2,Lu

ÿ

ˇ
ˇ
«ˇ L
ff
ˇÿ ˇ
ˇ
“ 1
‰
ˇ
ˇ
ˇ 1
1
1
Pr x1 “ x1 , ¨ ¨ ¨ , xL “ xL E ˇ xi ˇ ´ |d|ˇ x1 “ x1 , ¨ ¨ ¨ , xL “ xL .
ˇ
ˇ
ˇ

x1 ,¨¨¨ ,xL Pt´1,1u
řL
i“1 xi “d

i“1

For each translation distance d P t´L, ´L ` 2, ¨ ¨ ¨ , L ´ 2, Lu and trajectory x1 , ¨ ¨ ¨ , xL P
řL
t´1, 1u such that i“1 xi “ d, let ` :“ ti P rLs : xi “ ´1u. Note 2pd ` `q “ L. We have
ˇ
ˇ
«ˇ
ff
L
ˇÿ
ˇ
ˇ
ˇ
ˇ
ˇ 1
1
E ˇ xi ˇ ´ |d|ˇ x1 “ x1 , ¨ ¨ ¨ , xL
“ xL “pp2p ´ 1q ¨ 1 ` p1 ´ p2p ´ 1qq ¨ p´1qq` ´ p´`q
ˇi“1 ˇ
ˇ
“2p2p ´ 1q`,
which is non-negative and attains its minima 0 when p “ 1{2. This finishes the proof.

J
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D

Blinovsky [9] vs. Alon–Bukh–Polyanskiy [2]

In this section we show that, though differing ostensibly, the formulas of the Plotkin points
for pp, L ´ 1q-list decoding given by Blinovsky and Alon–Bukh–Polyanskiy actually agree
with each other. The proof is essentially due to the user Sean Clark on Mathematics Stack
Exchange [14].
For L “ 2k or 2k ` 1 for some positive integer k P Zą0 , Blinovsky’s formula is
k
ÿ

PL´1 “

`2pi´1q˘
i´1

i

i“1

2´2i ;

while Alon–Bukh–Polyanskiy wrote it as
PL´1 “

ˆ ˙
1
2k
´ 2´2k´1
.
2
k

We are going to show that
I Lemma 104. For any k ě 1,
k
ÿ

`2pi´1q˘
i´1

´2i

2

i

i“1

ˆ ˙
1
´2k´1 2k
“ ´2
.
2
k

Proof. To see the above two expressions are always evaluated to the same value, we first
massage the above equation. Multiplying 22k`2 on both sides, shifting the summation index
and rearranging terms, we have
k´1
ÿ

`2i˘
i

i`1

i“0

Adding
k
ÿ
i“0

p2k
kq
k`1

`2i˘
i

i`1

2

2pk´iq

“2

2k`1

ˆ ˙
2k
´2
.
k

on both sides, we get
ˆ
22pk´iq “22k`1 ´ 2 ´

˙ˆ ˙
1
2k
k`1
k
ˆ ˙
2k ` 1 2k
“22k`1 ´
k`1 k
ˆ
˙
2k ` 1
2k`1
“2
´
k`1
ˆ
˙
2k ` 1
2k`1
“2
´
,
k

(124)
(125)

where Eqn. (124) is by Fact (16) and Eqn. (125) is by Fact (15).
To show
k
ÿ
i“0

`2i˘
i

i`1

ˆ
22pk´iq “ 22k`1 ´

we conduct induction on k.

˙
2k ` 1
,
k

(126)
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1. When k “ 0, LHS = 1 = RHS.
2. Assume (126) holds for certain k ě 1. We want to show it also holds for k ` 1.
k`1
ÿ
i“0

`2i˘
i

i`1

2

2pk`1´iq

k
ÿ

`2pk`1q˘

`2i˘

2
` k`1
i
`
1
k`2
i“0
ˆ
ˆ
˙˙ `2k`2˘
2k ` 1
2
2k`1
“2 2
´
` k`1
k
k`2
ˆˆ
˙ ˆ
˙˙ `2k`2˘
2k ` 1
2k ` 1
2pk`1q`1
“2
´2
`
` k`1
k
k`1
k`2
ˆ
˙ˆ
˙
1
2k
`
2
“22pk`1q`1 ´ 2 ´
k`2
k`1
ˆ
˙
2k ` 3 2k ` 2
“22pk`1q`1 ´
k`2 k`1
ˆ
˙
2pk ` 1q ` 1
2pk`1q`1
“2
´
.
pk ` 1q ` 1
2

“2

i

2pk´iq

(127)
(128)
(129)

(130)

Eqn. (127), (128), (129) and (130) follow from induction hypothesis, Fact (15), Fact (17)
and Fact (16), respectively. Hence Eqn. (126) holds for k ` 1 as well.
J
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1

Introduction

Suppose that you have an investment account with a significant amount in it, and that your
financial institution advises you periodically on investments. One day, your banker informs
you that company X will soon receive a big boost, and advises to use the entire account
to buy stocks. If you were to completely trust the banker’s advice, there are naturally two
possibilities: either the advice will prove correct (which would be great) or it will prove
wrong (which would be catastrophic). A prudent customer would take this advice with a
grain of salt, and would not be willing to risk everything. In general, our understanding of
advice is that it entails knowledge that is not foolproof.
In this work we focus on the online computation with advice. Our motivation stems from
observing that, unlike the real world, the advice under the known models is often closer
to “fiat” than “recommendation”. Our objective is to propose a model which allows the
possibility of incorrect advice, with the objective of obtaining more realistic and robust online
algorithms.

1.1

Online computation and advice complexity

In the standard model of online computation that goes back to the seminal work of Sleator
and Tarjan [26], an online algorithm receives as input a sequence of requests. For each
request in this sequence, the algorithm must make an irrevocable decision concerning the
item, without any knowledge of future requests. The performance of an online algorithm
is usually evaluated by means of the competitive ratio, which is the worst-case ratio of the
cost incurred by the algorithm (assuming a minimization problem) to the cost of an ideal
solution that knows the entire sequence in advance.
In practice, however, online algorithms are often provided with some (limited) knowledge
of the input, such as lookahead on some of the upcoming requests, or knowledge of the input
size. While competitive analysis is still applicable, especially from the point of view of the
analysis of a known, given algorithm, a new model was required to formally quantify the
power and limitations of offline information. The term advice complexity was first coined by
Dobrev et al. [12], and subsequent formal models were presented by Böckenhauer et al. [6]
and Emek et al. [13], with this goal in mind. More precisely, in the advice setting, the online
algorithm receives some bits that encode information concerning the sequence of input items.
As expected, this additional information can boost the performance of the algorithm, which
is often reflected in better competitive ratios.
Under the current models, the advice bits can encode any information about the input
sequence; indeed, defining the “right” information to be conveyed to the algorithm plays
an important role in obtaining better online algorithms. Clearly, the performance of the
online algorithm can only improve with larger number of advice bits. The objective is thus
to identify the exact trade-offs between the size of the advice and the performance of the
algorithm. This is meant to provide a smooth transition between the purely online world
(nothing is known about the input) and the purely “offline” world (everything is known about
the input). In the last decade, a substantial number of online optimization problems have
been studied in the advice model; we refer the reader to the survey of Boyar et al. [7] for an
in-depth discussion of developments in this field.
As argued in detail in [7], there are compelling reasons to study the advice complexity of
online computation. Lower bounds establish strict limitations on the power of any online
algorithm; there are strong connections between randomized online algorithms and online
algorithms with advice (see, e.g., [16]); online algorithms with advice can be of practical

S. Angelopoulos, C. Dürr, S. Jin, S. Kamali, and M. Renault

52:3

interest in settings in which it is feasible to run multiple algorithms and output the best
solution (see [17] about obtaining improved data compression algorithms by means of list
update algorithms with advice); and the first complexity classes for online computation have
been based on advice complexity [8].
Notwithstanding such interesting attributes, the known advice model has certain drawbacks. The advice is always assumed to be some error-free information that may be used to
encode some property often explicitly connected to the optimal solution. In many settings,
one can argue that such information cannot be readily available, which implies that the
resulting algorithms are often impractical.

1.2

Online computation with untrusted advice

In this work, we address what is a significant drawback in the online advice model. Namely,
all previous works assume that advice is, in all circumstances, completely trustworthy, and
precisely as defined by the algorithm. Since the advice is infallible, no reasonable online
algorithm with advice would choose to ignore the advice.
It should be fairly clear that such assumptions are very unrealistic or undesirable. Advice
bits, as all information, are prone to transmission errors. In addition, the known advice
models often require that the information encodes some information about the input, which,
realistically, cannot be known exactly (e.g., some bits of the optimal, offline solution). Last,
and perhaps more significantly, a malicious entity that takes control of the advice oracle
can have a catastrophic impact. For a very simple example, consider the well-known ski
rental problem: this is a simple, yet fundamental resource allocation, in which we have to
decide ahead of time whether to rent or buy equipment without knowing the time horizon
in advance. In the traditional advice model, one bit suffices to be optimal: 0 for renting
throughout the horizon, 1 for buying right away. However, if this bit is wrong, then the
online algorithm has unbounded competitive ratio, i.e., can perform extremely badly. In
contrast, an online algorithm that does not use advice at all has competitive ratio at most 2,
i.e., its output can be at most twice as costly as the optimal one.
The above observations were recently made in the context of online algorithms with
machine-learned predictions. Lykouris and Vassilvitskii [21] and Purohit et al. [23] show how
to use predictors to design and analyze algorithms with two properties: (i) if the predictor
is good, then the online algorithm should perform close to the best offline algorithm (what
is called consistency); and (ii) if the predictor is bad, then the online algorithm should
gracefully degrade, i.e., its performance should be close to that of the online algorithm
without predictions (what is called robustness).
Motivated by these definitions from machine learning, in this work we analyze online
algorithms based on their performance in both settings of trusted and untrusted advice.
In particular, we will characterize the performance of an online algorithm A by a pair of
competitive ratios, denoted by (rA , wA ), respectively. Here, rA is the competitive ratio
achieved assuming that the advice encodes precisely what it is meant to capture; we call this
ratio the competitive ratio with trusted (thus, always correct) advice. In contrast, wA is the
competitive ratio of A when the advice is untrusted (thus, potentially wrong). More precisely,
in accordance with the worst-case nature of competitive analysis, we allow the incorrect
advice to be chosen adversarially. Namely, assuming a deterministic online algorithm A, the
incorrect advice string is generated by a malicious, adversarial entity.
To formalize the above concept, assume the standard advice model, in which a deterministic online algorithm A processes a sequence of requests σ = (σ[i])i∈[1,n] using an advice
tape. At each time t, A serves request σ[t], and its output is a function of σ[1.. . . . t − 1] and
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φ ∈ {0, 1}∗ . Let A(σ, φ) denote the cost incurred by A on input σ, using an advice string φ.
Denote by rA , wA as
rA = sup inf
σ

φ

A(σ, φ)
,
Opt(σ)

and wA = sup sup
σ

φ

A(σ, φ)
,
Opt(σ)

(1)

where Opt(σ) denotes the optimal offline cost for σ. Then we say that algorithm A is
(r, w)-competitive for every r ≥ rA and w ≥ wA . In addition, we say that A has advice
complexity s(n) if for every request sequence σ of length n, the algorithm A depends only on
the first s(n) bits of the advice string φ. To illustrate this definition, the opportunistic 1-bit
advice algorithm for ski rental that was described above is (1, ∞)-competitive, whereas the
standard competitively optimal algorithm without advice is (2, 2)-competitive. In general,
every online algorithm A without advice or ignoring its advice is trivially (w, w)-competitive,
where w is the competitive ratio of A.
Hence, we can associate every algorithm A to a point in the 2-dimensional space with
coordinates (rA , wA ). These points are in general incomparable, e.g., it is difficult to argue
that a (2, 10)-competitive algorithm is better than a (4, 8)-competitive algorithm. However,
one can appeal to the notion of dominance, by saying that algorithm A dominates algorithm
B if rA ≤ rB and wA ≤ wB . More precisely, we are interested in finding the Pareto frontier
in this representation of all online algorithms. For the ski rental example, the two above
mentioned algorithms belong to the Pareto set.
A natural goal is to describe this Pareto frontier, which in general, may be comprised
of several algorithms with vastly different statements. Ideally, however, one would like to
characterize it by a single family A of algorithms, with similar statements (e.g., algorithms
in A are obtained by appropriately selecting a parameter). We say that A is Pareto-optimal
if it consists of pairwise incomparable algorithms, and for every algorithm B, there exists
A ∈ A such that A dominates B. Regardless of optimality, given A, we will describe its
competitiveness by means of a function f : R≥1 → R≥1 such that for every ratio r there is
an (r, f (r))-competitive algorithm in A. This function will in general depend on parameters
of the problem, such as, for example, the buying cost B in the ski rental problem.

1.3

Contribution

We study various online problems in the setting of untrusted advice. We also demonstrate
that it is possible to establish both upper and lower bounds on the tradeoff between the
size of the advice and the competitiveness in this new advice model. We begin in Section 2
with a simple, yet illustrative online problem as a case study, namely the ski-rental problem.
Here, we give a Pareto-optimal algorithm with only one bit of advice. We also show that this
algorithm is Pareto-optimal even in the space of all (deterministic) algorithms with advice of
any size.
In Section 3 we study the online bidding problem, in which the objective is to guess an
unknown, hidden value, using a sequence of bids. This problem was introduced in [11] as a
vehicle for formalizing efficient doubling, and has applications in several important online and
offline optimization problems. As with ski rental, this is another problem for which a trivial
online algorithm is (1, ∞)-competitive. We first show how to find a Pareto-optimal strategy,
when the advice encodes the hidden value, and thus can have unbounded size. Moreover, we
study the competitiveness of the problem with only k bits of advice, for some fixed k, and
show both upper and lower bounds on the achieved competitive ratios. The results illustrate
that is is possible to obtain non-trivial lower bounds on the competitive ratios, in terms of
the advice size. In particular, the lower bound implies that, unlike the ski rental problem,
Pareto-optimality is not possible with a bounded number of advice bits.
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In Sections 4 and 5, we study the bin packing and list update problems; these problems
are central in the analysis of online problems and competitiveness, and have numerous
applications in practice. For these problems, an efficient advice scheme should address the
issues of “what constitutes good advice” as well as “how the advice should be used by the
algorithm”. We observe that the existing algorithms with advice perform poorly in the case
the advice is untrusted. To address this, we give algorithms that can be “tuned” based on
how much we are willing to trust the advice. This enables us to show guarantees in the
form (r, f (r))-competitiveness, where r is strictly better than the competitive ratio of all
deterministic online algorithms and f (r) smoothly decreases as r grows, while still being close
to the worst-case competitive ratio. To illustrate this, consider the bin packing problem. Our
(r, f (r))-competitive algorithm has f (r) = max{33 − 18r, 7/4} for any r ≥ 1.5. If r = 1.5,
our algorithm is (1.5, 6)-competitive, and matches the performance of a known algorithm [10].
However, with a slight increase of r, one can improve competitiveness in the event the advice
is untrusted. For instance, choosing r = 1.55, we obtain f (r) = 5.1. In other words, the
algorithm designer can hedge against untrusted advice, by a small sacrifice in the trusted
performance. Thus we can interpret r as the “risk” for trusting the advice: the smaller
the r, the bigger the risk. Likewise, for the list update problem, our (r, f (r))-competitive
algorithm has f (r) = 2 + 10−3r
9r−5 for r ∈ [5/3, 2]. If the algorithm takes maximum risk, i.e., if
r is smallest, the algorithm is equivalent to an existing (5/3, 5/2)-competitive algorithm [9].
Again, by increasing r, we better safeguard against the event of untrusted advice.
All the above results pertain to deterministic online algorithms. In Section 6, we study
the power of randomization in online computation with untrusted advice. First, we show that
the randomized algorithm of Purohit et al. [23] for the ski rental problem Pareto-dominates
any deterministic algorithm, even when the latter is allowed unbounded advice. Furthermore,
we show an interesting difference between the standard advice model and the model we
introduce: in the former, an advice bit can be at least as powerful as a random bit, since an
advice bit can effectively simulate any efficient choice of a random bit. In contrast, we show
that in our model, there are situations in which a randomized algorithm with L advice bits
and one random bit is Pareto-incomparable to the Pareto-optimal deterministic algorithm
with L + 1 advice bits. This confirms the intuition that a random bit is considered trusted,
and thus not obviously inferior to an advice bit.
While our work addresses issues similar to [21] and [23], in that trusted advice is related
to consistency whereas untrusted advice is related to robustness, it differs in two significant
aspects: First, our ideal objective is to identify an optimal family of algorithms, and we
show that in some cases (ski rental, online bidding), this is indeed possible; when this is not
easy or possible, we can still provide approximations. Note that finding a Pareto-optimal
family of algorithms presupposes that the exact competitiveness of the online problem with
no advice is known. For problems such as bin packing, the exact optimal competitive ratios
are not known. Hence, a certain degree of approximation is unavoidable in such cases. In
contrast, [21, 23] focus on “smooth” tradeoffs between the trusted and untrusted competitive
ratios, but do not address the issues related to optimality and approximability of these
tradeoffs.
Second, our model considers the size of advice and its impact on the algorithm’s performance, which is the main focus of the advice complexity field. For all problems we study,
we parameterize advice by its size, i.e., we allow advice of a certain size k. Specifically,
the advice need not necessarily encode the optimal solution or the request sequence itself.
This opens up more possibilities to the algorithm designer in regards to the choice of an
appropriate advice oracle, which may have further practical applications in machine learning.
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2
2.1

A warm-up: the ski rental problem
Background

The ski rental problem is a canonical example in online rent-or-buy problems. Here, the
request sequence can be seen as vacation days, and on each day the vacationer (that is,
the algorithm) must decide whether to continue renting skis, or buy them. Without loss
of generality we assume that renting costs a unit per day, and buying costs B ∈ N+ . The
number of skiing days, which we denote by D, is unknown to the algorithm, and we observe
that the optimal offline cost is min{D, B}. Generalizations of ski rental have been applied in
many settings, such as dynamic TCP acknowledgment [19], the parking permit problem [22],
and snoopy caching [18].
Consider the single-bit advice setting. Suppose that the advice encodes whether to buy
on day 1, or always rent. An algorithm that blindly follows the advice is optimal if the advice
is trusted, but, if the advice is untrusted, the competitive ratio is as high as D/B, if D > B.
Hence, this algorithm is (1, ∞)-competitive, for D → ∞.

2.2

Ski rental with untrusted advice

We define the family of algorithms Ak , with parameter 0 < k ≤ B as follows. There is a
single bit of advice, which is the indicator of the event D < B. If the advice bit is 1, then
Ak rents until until day B − 1 and buys on day B. Otherwise, the algorithms buys on day k.
I Proposition 1. Algorithm Ak is (1 +

k−1
B ,1

+

B−1
k )-competitive.

Our algorithm Ak is slightly different from the one proposed in [23], which buys on day
dB/ke if the advice is 1 and is shown to be (1 + k/B, 1 + B/k)-competitive. More importantly,
we show that Ak is Pareto-optimal in the space of all deterministic online algorithms with
advice of any size. This implies that more than a single bit of advice will not improve the
tradeoff between the trusted and untrusted competitive ratios.
I Theorem 2. For any deterministic (1 + k−1
B , w)-competitive algorithm A, with 1 ≤ k ≤ B,
with advice of any size, it holds that w ≥ 1 + B−1
k .
Proof. Let A be an algorithm with trusted competitive ratio at most 1 + k−1
B . First, note
that if the advice is untrusted, the competitive ratio cannot be better than the competitive
ratio of a purely online algorithm. For ski-rental, it is known that no online algorithm can
achieve a competitive ratio better than 1 + (B − 1)/B [18]. So, in the case k = B, the claim
trivially holds. In the remainder of the proof, we assume k < B.
We use σD to denote the instance of the problem in which the number of skiing days
is D, and use At (σD ) to denote the cost of A for σD in case of trusted advice.
Consider a situation in which the input is σB+k and the advice for A is trusted. Let j
be the day the algorithm will buy under this advice. Since the advice is trusted and thus
Opt(σB+k ) = B, it must be that


k−1
Opt(σB+k ),
At (σB+k ) ≤ 1 +
B
which implies j < B + k. In other words, A indeed buys on day j. We conclude that
At (σB+k ) = j − 1 + B which further implies j ≤ k.
Let x be the trusted advice A receives on input σB+k and suppose A receives the same
advice x on input σj . Note that x can be trusted or untrusted for σj . The important point
is that A serves σj in the same way it serves σB+k , that is, it rents for j − 1 days and buys
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on day j. The cost of A for σj is then j − 1 + B, while Opt(σj ) = j. The ratio between the
B−1
cost of the algorithm and Opt is therefore 1 + B−1
since j ≤ k.
j , which is at least 1 + k
B−1
k−1
Note that 1 + k > 1 + B (since we assumed k < B) and therefore the advice in this
situation has to be untrusted, by the assumption on the trusted competitive ratio of A. We
conclude that the untrusted competitive ratio must be at least 1 + (B − 1)/k.
J

3

Online bidding

3.1

Background

In the online bidding problem, a player wants to guess a hidden, unknown real value u ≥ 1.
To this end, the player submits a sequence X = (xi ) of increasing bids, until one of them is
at least u. The strategy of the player is defined by this sequence of bids, and the cost of
Pj
guessing the hidden value u is equal to i=1 xi , where j is such that xj−1 < u ≤ xj . Hence
the following natural definition of the competitive ratio of the bidder’s strategy.
Pj
wX = sup
u

i=1

u

xi

, where j is such that xj−1 < u ≤ xj .

The problem was introduced in [11] as a canonical problem for formalizing doubling-based
strategies in online and offline optimization problems, such as searching for a target on the
line, minimum latency, and hierarchical clustering. It is worth noting that online bidding is
identical to the problem of minimizing the acceleration ratio of interruptible algorithms [25];
the latter and its generalizations are problems with many practical applications in AI (see,
for instance [20]).
Without advice, the best competitive ratio is 4, and can be achieved using the doubling
strategy xi = 2i . If the advice encodes1 the value u, and assuming trusted advice, bidding
x1 = u is a trivial optimal strategy. The above observations imply that there are simple
strategies that are (4, 4)-competitive and (1, ∞)-competitive, respectively.

3.2

Online bidding with untrusted advice

Suppose that w ≥ 4 is a fixed, given parameter. We will show a √
Pareto-optimal bidding
2
strategy Xu∗ , assuming that the advice encodes u, which is ( w− w2 −4w , w)-competitive
(Theorem 5).
We begin with some definitions. Since the index of the bid which reveals the value will
be important in the analysis, we define the class Sm,u , with m ∈ N+ as the set of bidding
strategies with advice u which are w-competitive, and which, if the advice is trusted, succeed
in finding the value with precisely the m-th bid. We say that a strategy X ∈ Sm,u that is
(r, w)-competitive dominates Sm,u if for every X 0 ∈ Sm,u , such that X 0 is (r0 , w)-competitive,
r ≤ r0 holds.
The high-level idea is to identify, for any given m, a dominant strategy in Sm,u . Let
∗
∗
∗
Xm,u
denote such a strategy, and denote by (rm,u
, w) its competitiveness. Then Xm,u
and
∗
rm,u are the solutions to an infinite linear program which we denote by Pm,u , and which is
shown below. For convenience, for any strategy X, we will always define x0 to be equal to 1.

1

We assume that the advice provides the exact value u to the algorithm. For practical considerations, it
suffices to assume an oracle that provides an (1 + )-approximation of the hidden value, for sufficiently
small  > 0. This will only affect the competitive ratios by the same negligible factor.
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min

rm,u

(Pm,u )

s.t. xi < xi+1 ,

m
1 X
·
xi
u i=1

min

i ∈ N+

s.t. xi < xi+1 ,

xm−1 < u ≤ xm
m
X
xj ≤ rm,u · u

xj ≤ w · xi−1 ,

i
X

xi ≤ w · xi−1 ,

i ∈ N+

(Ci )

j=1

i ∈ N+

xi ≥ 0,

j=1

xi ≥ 0,

i ∈ N+

xm = u

j=1
i
X

(Lm,u )

i ∈ N+ .

i ∈ N+ .

Pi
Note that in Pm,u the constraints j=1 xj ≤ w · xi−1 guarantee that the untrusted
Pm
competitive ratio of X is at most w, whereas the constraints
j=1 xj ≤ rm,u · u and
xm−1 < u ≤ xm guarantee that if the advice is trusted, then X succeeds in finding u precisely
with its m-th bid, and in this case the competitive ratio is rm,u .
∗
We also observe that an optimal solution Xm,u
= (x∗i )i≥1 for Pm,u must be such that
0
xm = u, otherwise one could define a strategy Xm,u
in which x0i = x∗i /α, for all i ≥ 1, with
∗
α = u/xm , which is still feasible for Pm,u , is such that x0m = u, and has better objective
∗
value than Xm,u
, a contradiction. Furthermore, in an optimal solution, the constraint
Pm
∗
∗
x
≤
r
·
u
must hold with equality. Therefore, Xm,u
and rm,u
are also solutions to
m,u
i=1 i
the linear program Lm,u .
∗
Next, define ru∗ = inf m rm,u
, and r∗ = supu ru∗ . Informally, ru∗ , r∗ are the optimal
competitive ratios, assuming trusted advice. More precisely, the dominant strategy in the
space of all w-competitive strategies is (ru∗ , w)-competitive, and r∗ is an upper bound on ru∗ ,
assuming the worst-case choice of u.
∗
∗
We first argue how to compute rm,u
and the corresponding strategy Xm,u
, provided that
Lm,u is feasible. This is accomplished in Lemma 3. The main idea behind the technical
proof is to show that in an optimal solution of Lm,u , all constraints Ci hold with equality.
This allows us to describe the bids of the optimal strategy by means of a linear recurrence
∗
relation which we can solve so as to obtain an expression for the bids of Xm,u
.
Define the sequences ai and bi as follows:
ai =

ai−1
1 + bi−1
, with a0 = 1, and bi =
, with b0 = 0,
w − 1 − bi−1
w − 1 − bi−1
√

√

2

(2)

2

Moreover, for w > 4, let ρ1 = w− w2 −4w and ρ2 = w+ w2 −4w denote the two roots of
x2 − wx + w, the characteristic polynomial of the above linear recurrence.
I Lemma 3. For every m define Xm,u as follows:
am−1 ρm−1
−1
am−1 ρm−1
−1
2
1
·u,
m−1 ·u, and β =
ρm−1
−ρ
ρm−1
−ρm−1
2
1
1
2
m−1
m−1
2
·m·am−1 −1
·am−1
·u, and β = 1−2
·u.
2m (m−1)
2m (m−1)

i−1
If w > 4, then xm,u,i = α·ρi−1
1 +β·ρ2 , where α =

If w = 4, then xm,u,i = (α+β ·i)·2i , where α =
Then, Xm,u is an optimal feasible solution if and only if am−1 · u ≤ w.

We can now give the statement of the optimal strategy Xu∗ . First, we can argue that
the optimal objective value of Lm,u is monotone increasing in m, thus it suffices to find the
objective value of the smallest m∗ for which Lm∗ ,u is feasible; This can be accomplished with
a binary search in the interval [1, dlog ue] , since we know that the doubling strategy in which
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the i-th bid equals 2i is w-competitive for all w ≥ 4; hence m∗ ≤ dlog ue. Then Xu∗ is derived
as in the statement of Lemma 3. The time complexity of the algorithm is O(log log u), since
we can describe each ai , bi , and hence am−1 in closed form, avoiding the recurrence which
would add a O(log u) factor. The technical details can be found in the long version of this
paper [2].
Last, the following lemma allows us to express r∗ as a function of the values of the
sequence b, which we can further exploit so as to obtain the exact value of ru∗ .
√
P∞ Qi−1
2
I Lemma 4. It holds that r∗ = 1 + i=1 j=1 bj . Furthermore, r∗ = w− w2 −4w .
Combining Lemmas 3 and 4 we obtain following result:
I Theorem 5. Strategy Xu∗ is Pareto-optimal and is ( w−

√
w2 −4w
, w)-competitive.
2

Strategy Xu∗ requires u as advice, which can be unbounded. A natural question is what
competitiveness can one achieve with k advice bits, for some fixed k. We address this question
both from the point of view of upper and lower bounds. Concerning upper bounds, we show
the following:
I Theorem 6. For every w ≥ 4, there exists a bidding strategy with k bits of advice which is
(r, w)-competitive, where

√
1+1/K
w+ w2 −4w)

 (1/K
√
if w ≤ (1 + K)2 /K
2
(w+ w2 −4w−2)
r=

 (1+K)1+1/K
if w ≥ (1 + K)2 /K.
K
and where K = 2k .
1

In particular, for w = 4, the strategy of Theorem 6 is (21+ 2k , 4)-competitive, whereas Xu∗
is (2, 4)-competitive. The following theorem gives a lower bound on the competitiveness of
any bidding strategy with k bits. The result shows that one needs unbounded number of
bids to achieve (2, 4)-competitiveness.
I Theorem 7. For any bidding strategy with k advice bits that is (r, 4)-competitive it holds
that r ≥ 2 + 3·21 k .
Proof sketch. We present only an outline. With k bits of advice, the online algorithm can
differentiate only between K = 2k online bidding sequences, denoted by X1 , . . . , XK , each of
which must have (untrusted) competitive ratio at least 4. Suppose, by way of contradiction,
that the algorithm has trusted competitive ratio less than 2 + 3·21 k . We reach a contradiction,
by applying a game between the algorithm and the adversary, which proceeds in rounds. The
adversary fixes a sufficiently large index i ≥ i0 , for some i0 . In the first round, u is chosen
by the adversary so as to be infinitesimally larger than xK,i−1 , namely the (i − 1)-th bid
of XK . For the algorithm to guarantee the claimed r, we show that it will have to use the
advice so as to “choose” one of the sequences X1 , . . . XK−1 , say Xj . Then in the next round,
the adversary will choose an appropriate u that is adversarial for Xj . The crux of the proof
is to show that the algorithm’s only response is to choose a sequence of index higher than
j. Eventually, the only remaining choice for the algorithm is strategy XK ; moreover, we
can show that throughout the execution of the algorithm the adversarial u is comparable to
xK,i−1 , in particular, we show that u ≤ e1/3 xK,i−1 . To conclude, the above argument shows
that
Pi
Pi
4
1
1
j=1 xK,j
j=1 xK,j
r ≥ sup 1
≥ 1 >2+
.
= 1 sup
x
3K
3
3
3
e
x
e
e
i=1
K,i−1
i≥i0
K,i−1
Pi
xK,j
where we used the fact that supi=1 xj=1
= 4, since XK is 4-competitive.
J
K,i−1
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4
4.1

Online bin packing
Background

An instance of the online bin packing problem consists of a sequence of items with different
sizes in the range (0, 1], and the objective is to pack these items into a minimum number
of bins, each with a capacity of 1. For each arriving item, the algorithm must place it in
one of the current bins or open a new bin for the item. We say that algorithm A has an
asymptotic competitive ratio r if, on every sequence σ, the number of opened bins satisfies
A(σ) ≤ r · Opt(σ) + c, where c is a constant. As standard in the analysis of bin packing
problems, throughout this section, by “competitive ratio” we mean “asymptotic competitive
ratio”. The First Fit [15] algorithm maintains bins in the same order that they have been
opened, and places an item into the first bin with enough free space; if no such bin exists, it
opens a new bin. First Fit has a competitive ratio of 1.7 [15] while the best online algorithm
has a competitive ratio of at least 1.54278 [5] and at most 1.57829 [4]. Online bin packing
has also been studied in the advice setting [10, 24, 3]. In particular, it is possible to achieve
a competitive ratio of 1.4702 with only a constant number of (trusted) advice bits [3].
In this section, we introduce an algorithm named Robust-Reserve-Critical (Rrc) which
has a parameter α ∈ [0, 1], indicating how much the algorithm relies on the advice. Provided
with O(1) bits of advice, the algorithm is asymptotically (rRrc , wRrc )-competitive for rRrc =
1−α
9α
1.5 + 4−3α
and wRrc = 1.5 + max{ 14 , 8−6α
}. If the advice is reliable, we set α = 1 and the
algorithm is asymptotically (1.5, 6)-competitive; otherwise, we set α to a smaller value.

4.2

The Reserve-Critical algorithm

Our solution uses an algorithm introduced by Boyar et al. [10] which achieves a competitive
ratio of 1.5 using O(log n) bits of advice [10]. We refer to this algorithm as Reserve-Critical
in this paper and describe it briefly. The algorithm classifies items according to their size.
Tiny items have their size in the range (0, 1/3], small items in (1/3, 1/2], critical items in
(1/2, 2/3], and large items in (2/3, 1]. In addition, the algorithm has four kinds of bins, called
tiny, small, critical and large bins. Large items are placed alone in large bins, which are
opened at each arrival. Small items are placed in pairs in small bins, which are opened every
other arrival. Critical bins contain a single critical item, and tiny items up to a total size of
1/3 per bin, while tiny bins contain only tiny items. The algorithm receives as advice the
number of critical items, denoted by c, and opens c critical bins at the beginning. Inside
each critical bin, a space of 2/3 is reserved for a critical item, and tiny items are placed using
First-Fit into the remaining space of these bins possibly opening new bins dedicated to tiny
items. Each critical item is placed in one of the critical bins. Note that the algorithm is
heavily dependent on the advice being trusted. Imagine that the encoded advice is strictly
larger than the real number of critical items. This results in critical bins which contain only
tiny items. The worst case is reached when all tiny items have size slightly more than 1/6
while there is no critical item. In this case, all critical bins are filled up to a level slightly
more than 1/6. Hence, untrusted advice can result in a competitive ratio as bad as 6.

4.3

The Robust-Reserve-Critical (RRC) algorithm

Let t be the number of tiny bins opened by the Reserved-Critical algorithm. Recall that c is
the number of critical bins. We call the fraction c/(c + t) the critical ratio. The advice for
Rrc is a fraction γ, integer multiple of 1/2k , that is encoded in k bits such that if the advice
is trusted then γ ≤ c/(c + t) ≤ γ + 1/2k . In case c/(c + t) is a positive integer multiple of
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1/2k , we break the tie towards γ < c/(c + t). Note that for sufficiently large, yet constant,
number of bits, γ provides a good approximation of the critical ratio. Indeed having γ as
advice is sufficient to achieve a competitive ratio that approaches 1.5 in the trusted advice
model, as shown in [3].
The Rrc algorithm has a parameter 0 ≤ α ≤ 1, which together with the advice γ can be
used to define a fraction β = min{α, γ}. The algorithm maintains a proportion close to β
of critical bins among critical and tiny bins. Formally, on the arrival of a critical item, the
algorithm places it in a critical bin, opening a new one if necessary. Each arriving tiny item
x is packed in the first critical bin which has enough space, with the restriction that the tiny
items don’t exceed a fraction 1/3 in these bins. If this fails, the algorithm tries to pack x in
a tiny bin using First-Fit strategy (this time on tiny bins). If this fails as well, a new bin B
is opened for x. Now, B should be declared as a critical or a tiny bin. Let c0 and t0 denote
0
the number of critical and tiny bins before opening B. If c0 + t0 > 0 and c0c+t0 < β, then B is
declared a critical bin; otherwise, B is declared a tiny bin. Large and small items are placed
similarly to the Reserved-Critical algorithm (one large item in each large bin and two small
items in each small bin).

4.4

Analysis

Intuitively, Rrc works similarly to Reserved-Critical except that it might not open as many
critical bins as suggested in the advice. The algorithm is more “conservative” in the sense
that it does not keep two-third of many (critical) bins open for critical items that might never
arrive. The smaller the value of α is, the more conservative the algorithm is. Our analysis
is based on two possibilities in the final packing of the algorithm. In the first case (case I),
all critical bins receive a critical item, while in the second case (case II) some of them have
their reserved space empty. In case I, we show the number of bins in the packing of Rrc is
1−β
within a factor 1.5 + 4−3β
of the number of bins in the optimal packing. Note that this ratio
decreases as the value of α (and β) grows. This implies a less conservative algorithm would
be better packing in this case. Case II happens only if the advice is untrusted. In this case,
9β
the number of bins in the Rrc packing is within a factor 1.5 + 8−6β
of the number of bins
in an optimal packing. This ratio increases with α (and β). This implies a more conservative
algorithm would be better in this case as it would open less critical bins and, thus, would
have fewer without critical items.
Assume the advice is trusted. Then either γ ≤ α or γ > α. In the former case, the
algorithm maintains the same ratio as suggested by advice, and a result from [3] indicates
15
that the competitive ratio is at most 1.5 + 2k/2+1
. In the former case, the algorithm maintains
a smaller number of critical items than what the advice suggested; all these bins receive
critical items and the final packing will be in Case I. Consequently, when the advice is trusted,
1−α
15
the competitive ratio is at most 1.5 + max{ 4−3α
, 2k/2+1
}. If the advice is untrusted, both
case I and case II can be realized for the final packing. The competitive ratio will be at most
9α
1.5 + max{ 14 , 8−6α
}. We can conclude with the following theorem:
I Theorem 8. Algorithm Robust-Reserve-Critical with parameter α ∈ [0, 1] and k bits of
1−α
15
advice achieves a competitive ratio of rRrc ≤ 1.5 + max{ 4−3α
, 2k/2+1
} when the advice is
1
9α
trusted and a competitive ratio of wRrc ≤ 1.5 + max{ 4 , 8−6α } when the advice is untrusted.
Assuming the size k of the advice is a sufficiently large constant, we conclude the following.
I Corollary 9. For bin packing with untrusted advice, there is a (r, f (r))-competitive algorithm
where r ≥ 1.5 and f (r) = max{33 − 18r, 7/4}.
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5

List update

5.1

Background

The list update problem consists of a list of items of length m, and a sequence of n requests
that should be served with minimum total cost. Every request corresponds to an “access”
to an item in the list. If the item is at position i of the list then its access cost is i. After
accessing the item, the algorithm can move it closer to the front of the list with no cost using
a “free exchange”. In addition, at any point, the algorithm can swap the position of any two
consecutive items in the list using a “paid exchange” which has a cost of 1. Throughout this
section, we adopt the standard assumption that m is a large integer but still a constant with
respect to n.
Move-to-Front (Mtf) is an algorithm that moves every accessed item to the front of the
list using a free exchange. Mtf has a competitive ratio of at most 2 [27], which is the best
that a deterministic algorithm can achieve [14]. Timestamp [1] is another algorithm that
achieves the optimal competitive ratio of 2. This algorithm uses a free exchange to move an
accessed item x to the front of the first item that has been accessed at most once since the
last access to x. Move-To-Front-Every-Other-Access (Mtf2) is a class of algorithms which
maintain a bit for each item in the list. Upon accessing an item x, the bit of x is flipped,
and x is moved to front if its bit is 0 after the flip (otherwise the list is not updated). If
all bits are 0 at the beginning, Mtf2 is called called Move-To-Front-Even (Mtfe), and if
all bits are 1 at the beginning, Mtf2 is called Move-To-Front-Odd (Mtfo). Both Mtfe
and Mtfo algorithms have a competitive ratio of 5/2 [9]. In [9] it is shown that, for any
request sequence, at least one of Timestamp, Mtfo, and Mtfe has a competitive ratio of at
most 5/3. For a given request sequence, the best option among the three algorithms can be
indicated with two bits of advice, giving a 5/3-competitive algorithm. However, if the advice
is untrusted, the competitive ratio can be as bad as 5/2.
To address this issue, we introduce an algorithm named Toggle (Tog) that has a parameter
β ∈ [0, 1/2], and uses 2 advice bits to select one of the algorithms Timestamp, Mtfe or
5β
Mtfo. This algorithm achieves a competitive ratio of rTog = 5/3 + 6+3β
when the advice
is trusted and a competitive ratio of at most wTog = 2 + 2/(4 + 5β) when the advice is
untrusted. The parameter β can be tuned and should be smaller when the advice is more
reliable. In particular, when β = 0, we get a (5/3, 2.5)-competitive algorithm.

5.2

The Toggle algorithm

Given the parameter β, the Toggle algorithm (Tog) works as follows. If the advice indicates
Timestamp, the algorithm runs Timestamp. If the advice indicates either Mtfo or Mtfe,
the algorithm will proceed in phases (the length of which partially depend on β) alternating
(“toggling”) between running Mtfe or Mtfo, and Mtf. In what follows, we use Mtf2 to
represent the algorithm indicated by the advice. The algorithm Tog will initially begin
with Mtf2 until the cost of the accesses of the phase reaches a certain threshold, then a
new phase begins and Tog switches to Mtf. This new phase ends when the access cost of
the phase reaches a certain threshold, and Tog switches back to Mtf2. This alternating
pattern continues as Tog serves the requests. As such, Tog will use Mtf2 for the odd
phases which we will call trusting phases, and Mtf for the even phases which we will call
ignoring phases. The actions during each phase are formally defined below.
Trusting phase: In a trusting phase, Tog will use Mtf2 to serve the requests. Let σi be
the first request of some trusting phase j for 1 ≤ i ≤ n and an odd j ≥ 1. Before serving σi ,
Tog modifies the list with paid exchanges to match the list configuration that would result
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from running Mtf2 on the request sequence σ1 , . . . , σi . The number of paid exchanges will
be less than m2 . In addition, Tog will set the bits of items in the list to the same value
as at the end of this hypothetical run. As such, during a trusting phase, Tog incurs the
same access cost as Mtf2. The trusting phase continues until the cost to access a request
σ` , i < ` ≤ n, for Tog would cause the total access cost for the phase to become at least m3
(or the request sequence ends). The next phase, which will be an ignoring phase, begins with
request σ`+1 .
Ignoring phase: In an ignoring phase, Tog will use the Mtf rule to serve the request.
Unlike the trusting phase, Tog does not use paid exchanges to match another list configuration. Let σi be the first request of some ignoring phase j for 1 ≤ i ≤ n and an even j ≥ 1.
The ignoring phase continues until the cost to access a request σ` , i < ` ≤ n, for Tog would
cause the total access cost for the phase to exceed β · m3 (or the request sequence ends). The
next phase, which will be a trusting phase, begins with request σ`+1 .

5.3

Analysis

The access cost in each phase of Tog is Θ(m3 ), while the cost that it might pay at the
beginning of each phase is O(m2 ). Consequently, the cost of the algorithm in a trusting
phase is roughly m3 + o(m3 ) and βm3 + o(m3 ) for an ignoring phase. Moreover, the optimal
algorithm incurs a cost of at least m3 /2.5 − m2 in a trusting phase and at least βm3 /2 − m2
in an ignoring phase; these results follow from the upper bounds of respectively 2.5 and 2 for
the competitive ratios of Mtf and Mtf2, and the fact that the discrepancy in the initial
configuration of each phase changes the cost of Opt in that phase by at most m2 . We can
extend these results to show that, for sufficiently long lists, the competitive ratio of Tog
2
. We conclude
(regardless of the advice being trusted or not) converges to at most 2 + 4+5β
2
that, when the advice is untrusted, the competitive ratio of Tog is at most 2 + 4+5β
.
Now, assume the advice is trusted. If the advice indicates Timestamp as the best
algorithm among Mtfe, Mtfo, and Timestamp, the algorithm uses Timestamp to serve the
entire sequence, and since the advice is right, the competitive ratio will be at most 5/3 [9]. If
the advice indicates Mtf2 (either Mtfe or Mtfo), we compare the cost of Tog with that
of Mtf2 in each phase. A careful phase analysis, similar to the one for the competitive ratio,
2
shows that the ratio between the costs of the two algorithms converges to at most 2 + 4+5β
.
We conclude that, when the advice is trusted, the competitive ratio of the Tog algorithm
5β
converges to 5/3 + 6+3β
for sufficiently long lists. We can state the following theorem:
I Theorem 10. Algorithm Tog with parameter β ∈ [0, 1/2] and k bits of advice achieves a
5β
competitive ratio of at most 5/3 + 6+3β
when the advice is trusted and a competitive ratio of
2
at most 2 + 4+5β when the advice is untrusted.
I Corollary 11. For list update with untrusted advice, there is a (r, f (r))-competitive algorithm
where r ∈ [5/3, 2] and f (r) = 2 + 10−3r
9r−5 .

6

Randomized online algorithms with untrusted advice

The discussion in all previous sections pertains to deterministic online algorithms. In this
section we focus on randomization and its impact on online computation with untrusted
advice. We will assume, as standard in the analysis of randomized algorithms, that the
source of randomness is trusted (unlike the advice). Given a randomized algorithm A, its
trusted and untrusted competitive ratios are defined as in (1), with the difference that the
cost A(σ, φ) is now replaced by the expected cost E(A(σ, φ)).
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First, we will argue that randomization can improve the competitiveness of the ski
rental problem. For this, we note that [23] gave a randomized
algorithm with a single

1
advice bit for this problem which is 1−eλ−λ , 1−e−(λ−1/B)
-competitive, where λ ∈ (1/B, 1)
is a parameter of the algorithm.
 For simplicity, we may assume that B is large, hence
λ
1
this algorithm is 1−e−λ , 1−e−λ -competitive, which we can write in the equivalent form
w
(w ln w−1
, w). In contrast, Theorem 2 shows that any deterministic Pareto-optimal algorithm
w
with advice of any size is (1 + λ, 1 + 1/λ)-competitive, or equivalently ( w−1
, w)-competitive.
w
w
Standard calculus shows that w ln w−1 < w−1 ; therefore we conclude that the randomized
algorithm Pareto-dominates any deterministic algorithm, even when the latter is allowed
unbounded advice.
A second issue we address in this section is related to the comparison of random bits and
advice bits as resource. More specifically, in the standard model in which advice is always
trustworthy, an advice bit can be at least as powerful as a random bit since the former can
simulate the efficient choice of the latter, and thus provide a “no-loss” derandomization.
However, in the setting of untrusted advice, the interplay between advice and randomization
is much more intricate. This is because random bits, unlike advice bits, are assumed to be
trusted.
We show, using online bidding as an example, that there are situations in which a
deterministic algorithm with L + 1 advice bits is Pareto-incomparable to a randomized
algorithm with 1 random bit and L advice bits. In particular we focus on the bounded online
bidding problem, in which u ≤ B, for some given B.
I Theorem 12. For every  > 0 there exist sufficiently large B and L such that there is a
randomized algorithm for bounded online bidding with L advice bits and 1 √random bit, and
1+ρ1
w− w2 −4w
1
which is ( 1+ρ
.
2 ρ1 + , 2ρ1 w + )-competitive for all w > 4, where ρ1 =
2
Note that when B, L → ∞, the competitiveness of the best deterministic algorithm with
L advice bits approaches the one of Xu∗ , as expressed in Theorem 5, namely (ρ1 , w). Thus,
Theorem 12 shows that randomization improves upon the deterministic untrusted ratio w
1
by a factor 1+ρ
2ρ1 > 1, at the expense of a degradation of the trusted competitive ratio by a
1
factor 1+ρ
> 1. For instance, if w is close to 4, then the randomized algorithm has untrusted
2
competitive ratio less than 4, and thus better than any deterministic strategy.
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Abstract
The most studied linear algebraic operation, matrix multiplication, has surprisingly fast O(nω ) time
algorithms for ω < 2.373. On the other hand, the (min, +) matrix product which is at the heart of
many fundamental graph problems such as All-Pairs Shortest Paths, has received only minor no(1)
improvements over its brute-force cubic running time and is widely conjectured to require n3−o(1)
time. There is a plethora of matrix products and graph problems whose complexity seems to lie
in the middle of these two problems. For instance, the Min-Max matrix product, the Minimum
Witness matrix product, All-Pairs Shortest Paths in directed unweighted graphs and determining
e (3+ω)/2 )
whether an edge-colored graph contains a monochromatic triangle, can all be solved in O(n
time. While slight improvements are sometimes possible using rectangular matrix multiplication, if
e 2.5 ).
ω = 2, the best runtimes for these “intermediate” problems are all O(n
A similar phenomenon occurs for convolution problems. Here, using the FFT, the usual (+, ×)convolution of two n-length sequences can be solved in O(n log n) time, while the (min, +) convolution
is conjectured to require n2−o(1) time, the brute force running time for convolution problems. There
are analogous intermediate problems that can be solved in O(n1.5 ) time, but seemingly not much
faster: Min-Max convolution, Minimum Witness convolution, etc.
Can one improve upon the running times for these intermediate problems, in either the matrix
product or the convolution world? Or, alternatively, can one relate these problems to each other
and to other key problems in a meaningful way?
This paper makes progress on these questions by providing a network of fine-grained reductions.
We show for instance that APSP in directed unweighted graphs and Minimum Witness product can
be reduced to both the Min-Max product and a variant of the monochromatic triangle problem,
so that a significant improvement over n(3+ω)/2 time for any of the latter problems would result in
a similar improvement for both of the former problems. We also show that a natural convolution
variant of monochromatic triangle is fine-grained equivalent to the famous 3SUM problem. As
this variant is solvable in O(n1.5 ) time and 3SUM is in O(n2 ) time (and is conjectured to require
n2−o(1) time), our result gives the first fine-grained equivalence between natural problems of different
running times. We also relate 3SUM to monochromatic triangle, and a coin change problem to
monochromatic convolution, and thus to 3SUM.
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1

Introduction

Matrix multiplication is arguably the most fundamental linear algebraic operation. It is an
important primitive for an enormous variety of applications. Within algorithmic research it
has a very special role since it is one of the few problems for which we have surprisingly fast
and completely counter-intuitive algorithms. Starting with Strassen’s breakthrough [36] in
1969, a long line of research culminated in the current bound ω < 2.373 [42, 30], where ω is
the smallest real number so that n × n matrix multiplication can be performed in O(nω+ε )
time for all ε > 0.
In many applications, one needs to compute matrix products that are a bit different
(often called funny [2]) from the usual definition of matrix multiplication over a ring such as
P
the integers (Cij = k Aik · Bkj ). Such examples include matrix products over semirings
such as the (min, +)-product (often called distance product) which is over the tropical
((min, +)) semiring and the Max-Min product which is over the (max, min)-semiring. Both
these products are equivalent to certain types of path optimization problems in graphs. The
distance product of n × n matrices is equivalent to the All-Pairs Shortest Paths (APSP)
problem in n-node graphs, so that a T (n) time algorithm for one problem would imply an
O(T (n)) time algorithm for the other [21]. Similarly, the Max-Min product is equivalent to
the so called All-Pairs Bottleneck Paths (APBP) in graphs (e.g. [35]).
There seems to be a distinct complexity difference between APSP and APBP (and hence
the corresponding matrix products), however. The fastest algorithms for APSP and the
√
distance product run in n3 / exp ( log n) time [46], which is only better by an no(1) factor
than the trivial cubic time algorithm for the distance product. Meanwhile, as was first
shown by [38, 39], APBP and the Max-Min product admit a much faster than cubic time
algorithm via
 a reduction to (normal) matrix multiplication; the fastest running time is
O n(3+ω)/2 [19].

APSP is in fact conjectured to not admit any truly subcubic, O n3−ε time algorithms for
ε > 0. Fine-grained complexity has strengthened this hypothesis by providing a large class
of problems that are equivalent to APSP and the distance product, via fine-grained subcubic
reductions. Thus the reason why distance product is seemingly so difficult is because there
are many problems that are equivalent to it and researchers from different communities have
all failed to solve these problems faster.

e n(3+ω)/2 , while
The best known running time for the n × n Max-Min product, O

e n(3+ω)/2 is the best known
nontrivially subcubic, seems difficult to improve upon. In fact, O
running time for many other matrix and graph problems besides the Max-Min product:
the Dominance product [32] and Equality product [47, 29], All-Pairs Nondecreasing Paths
(APNP) and the (min, 6)-product [37, 41, 18]. For some of these problems [49, 24] one can
obtain slightly improved running times using rectangular matrix multiplication [23].
 However,

e n(3+ω)/2 = O
e n2.5
the closer ω is to 2, the smaller the improvement, and when ω = 2, the O
running time is the best known for all of these problems. Since their running time exponent
is essentially the average of the brute-force exponent 3 and the fast matrix multiplication
exponent ω, we will call these problems “intermediate”.

A. Lincoln, A. Polak, and V. Vassilevska Williams

53:3

There are two additional problems that are intermediate if ω = 2: the Minimum Witness
product, which is equivalent to the problem of computing All-Pairs Least Common Ancestors
in a DAG, and All-Pairs Shortest Paths (APSP) in unweighted
directed
graphs. For both


e n(3+ω)/2 6 O
e n2.687 time [6, 2], and both
problems we know algorithms running in O
algorithms can be improved upon, by using rectangular matrix multiplication [15, 50]. The
improvement is already seen in a naive implementation,
i.e.

 cutting rectangular matrices
e n2+1/(4−ω) 6 O
e n2.615 time. Employing a specialized
into square blocks, which gives an O

e n2.529 .
rectangular matrix multiplication algorithm [23], brings the runtime down to O

e n2.5 .
When ω = 2, however, all the improvements vanish and those running times become O
Is the 2.5 running time exponent (for ω = 2) for all of these problems a coincidence, or can
we relate all of them via fine-grained reductions, and use plausible hypotheses to explain it?
This is a question that many have asked, but unfortunately there are only two partial answers:
First, it is known that Equality product and Dominance product are equivalent ([47, 29],
also follows from Proposition 3.4 in [45]), and that they are equivalent to All-Pairs `2p+1
Distances [29]. The second result is that the Max-Min product is equivalent to approximate
APSP in weighted graphs without scaling [10]. The main question above remains wide open.
Parallel to the world of matrix products, there is a very similar landscape of convolution
problems. While it is well-known that the (+, ×)-convolution1 of two n-length vectors can
be computed in O(n log n) time using the Fast Fourier Transform (FFT), these techniques
no longer work for the (min, +)-convolution, and this problem is conjectured to require
n2−o(1) time (see e.g. [14]). Similar to the “intermediate” matrix
 product problems, there are
e n3/2 time2 : Max-Min convolution,
analogous “intermediate” convolution problems, all in O
Dominance convolution, Minimum Witness convolution, etc.
The convolution landscape is even somewhat cleaner than the matrix product one. As
the normal convolution ((+, ×)) is already in (near-)linear time, there are no analogues of
rectangular matrix multiplication speedups, and all intermediate problems happen to have
exactly the same running time (up to polylogarithmic factors). Still, there is no real formal
explanation of why they have the same running time. The only reductions between these
convolutions are analogous to the matrix product ones: Dominance convolution is equivalent
to Equality convolution [29], and approximate (min, +)-convolution is equivalent to exact
Max-Min convolution [10].

1.1

Our contributions

In this paper we provide new fine-grained reductions between several intermediate matrix
product and all-pairs graph problems, and between intermediate convolution problems, also
relating these to other key problems from fine-grained complexity such as 3SUM. See Figure 1
for a pictorial representation of our results.

Reductions for Graph Problems and Matrix Products
Several of our reductions concern the All-Edges Monochromatic Triangle (AE-Mono∆) problem: Given an n-node graph in which each edge has a color from 1 to n2 , decide for each
edge whether it belongs to a monochromatic triangle, a triangle whose all three edges
1
2

P

The (+, ×)-convolution of two vectors a and b is the vector c such that ci =
a b .
j j i−j
The exponent (3 + ω)/2 for intermediate matrix products is the average of the fast matrix multiplication
exponent and the brute force matrix product exponent, and the exponent 3/2 for intermediate convolution
problems is the average of the fast convolution exponent 1 and the brute force exponent 2.
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CoinChange

MonoConvolution
e n1.5
O



AP-LCA
MinWitness

UnweightedAPSP

3SUM
O n2

AE-Mono∆




O m2ω/(ω+1)

Min-Max
AP-BottleneckPaths
ApproximateAPSP

AE-Sparse∆

e n(3+ω)/2
O



TriangleListing (t = m)

Figure 1 Our results. An arrow pointing from problem A to problem B means that problem
A reduces to problem B in the fine-grained sense. Dashed arrows denote reductions which become
tight when ω = 2.

have the same color. Vassilevska, Williams and Yuster [40] studied the decision variant of
AE-Mono∆ in which one askswhether the given graph contains a monochromatic triangle.
They provided an O n(3+ω)/2 time algorithm for the decision problem, but that algorithm
is in fact strong enough to also solve the all-edges variant AE-Mono∆, making AE-Mono∆
one of the “intermediate” problems
 of interest.
(3+ω)/2
To obtain their O n
time algorithm, Vassilevska, Williams and Yuster [40]
implicitly reduce AE-Mono∆ (in a black-box way) to the AE-Sparse∆ problem of deciding
for every edge e in an m-edge graph whether e is in a triangle. The fastest known
algorithm

for AE-Sparse∆ is by Alon, Yuster and Zwick [3], running in O m2ω/(ω+1) time, and the
problem is known to be runtime equivalent to the problem of listing up to m triangles in an
m-edge graph [20]. The black-box reduction of [40] from
 AE-Mono∆ to AE-Sparse∆ implies
that a significant improvement over the O m2ω/(ω+1) time for AE-Sparse∆ would translate
to an improvement over O n(3+ω)/2 for AE-Mono∆.

2ω/(ω+1)−ε
I Theorem 1 (implicit in [40]). If AE-Sparse∆
is
in
O
m
time, for some ε > 0,

(3+ω)/2−δ
then AE-Mono∆ is in O n
time, for some δ > 0.
Our first set of results shows that AE-Mono∆ is powerful enough to capture two wellstudied intermediate problems: the Minimum Witness product of two Boolean matrices and
the All-Pairs Shortest Paths problem in directed unweighted graphs.
The Minimum Witness product (MinWitness) C of two Boolean matrices A and B is
defined as Cij = min{k | Aik = Bkj = 1} (where the minimum is defined to be ∞ if there is
no witness k). It is well-known [15] that MinWitness is equivalent to determining for every
pair u, v of vertices in a DAG, the least common ancestor of u and v, i.e. solving the All-Pairs
Least Common Ancestors
(AP-LCA) problem. The fastest known algorithm for MinWitness


2.529
runs in O n
time using rectangular matrix multiplication, and in O n2+1/(4−ω) time
just using square matrix multiplication [15].
The All-Pairs Shortest Paths (APSP) problem in unweighted graphs is very well-studied.
e ω ) time [34], the
While in undirected graphs, the problem is known to be solvable in O(n
problem in directed graphs is one of our intermediate problems. Its fastest algorithm
(similarly to MinWitness) runs in O n2.529 time using rectangular matrix multiplication,

e n2+1/(4−ω) time just using square matrix multiplication [50]. We will refer to the
and in O
APSP problem in directed unweighted graphs as UnweightedAPSP.
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We present reductions from MinWitness and UnweightedAPSP to AE-Mono∆ with only
polylogarithmic overhead.
I Theorem 2. If AE-Mono∆ is in T (n) time, then MinWitness is in O(T (n) log n) time.
I Theorem 3. If AE-Mono∆ is in T (n) time, then UnweightedAPSP is in O T (n) log2 n
time.



The above reductions tightly relate MinWitness and UnweightedAPSP to AE-Mono∆ if
ω = 2, showing that any improvement over the 2.5 exponent for AE-Mono∆, gives the same
improvement for MinWitness and UnweightedAPSP. Due to the tightreduction (Theorem 1)
from AE-Mono∆ to AE-Sparse∆, we also obtain
that an O m4/3−ε time algorithm, with

ε > 0, for AE-Sparse∆ would give O n2.5−δ time algorithms, for δ > 0, for MinWitness and
UnweightedAPSP, presenting another tight relationship for the case when ω = 2.
Our next result is that improving over the exponent 2.5 for AE-Mono∆ is at least as hard
as obtaining a truly subquadratic time algorithm for the 3SUM problem.



e n2− 54 ε
I Theorem 4. If AE-Mono∆ is in O n5/2−ε time, then 3SUM is in (randomized) O
time.
In 3SUM one is given n integers
and is asked whether three of them sum to 0. The

problem is easy to solve in O n2 time, and slightly subquadratic time algorithms exist [4, 11].
3SUM is a central problem in fine-grained complexity [43]. It is hypothesized to require
n2−o(1) time (on a word-RAM with O(log n) bit words), and many fine-grained hardness
results are conditioned on this hypothesis (see [22, 43]). Our reduction shows that, under
the 3SUM Hypothesis, the exponent 2.5 for AE-Mono∆ cannot be beaten, and this is tight if
ω = 2. We note that before our work no intermediate matrix, graph, or convolution problem
was known to be 3SUM-hard.
Next, we consider the Min-Max product (Min-Max) of two matrices A and B, defined as
Cij = mink max(Aik , Bkj ). The Min-Max product is equivalent to the aforementioned MaxMin product (just negate the matrix
 entries) and the All-Pairs Bottleneck Paths problem,
and is thus solvable in O n(3+ω)/2 time [19].
A very simple folklore reduction shows that Min-Max on n × n integer matrices is at least
as hard as MinWitness on n × n Boolean matrices, giving a tight relationship when ω = 2.
I Theorem 5 (folklore). If Min-Max is in T (n) time, then MinWitness is in O(T (n)) time.
Our next result states that All-Pairs Shortest Paths in directed unweighted graphs
(UnweightedAPSP) is also tightly reducible to Min-Max. This gives a second intermediate
problem that is at least as hard as both MinWitness and UnweightedAPSP.
I Theorem 6. If Min-Max is in T (n) time, then UnweightedAPSP is in O(T (n) log n) time.
The above theorem also follows from a recent independent result by Barr, Kopelowitz,
Porat and Roditty [5]. In particular, they reduce All-Pairs Shortest Paths in directed graphs
with edge weights from {−1, 0, 1} to Min-Max. Interestingly, they use a substantially different
approach than ours. While their argument can be seen as inspired by Seidel’s algorithm for
unweighted APSP in undirected graphs [34], ours resembles Zwick’s algorithm for directed
graphs [50].
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Reductions for Convolution Problems
Our main result for convolution problems regards the convolution version of AE-Mono∆,
which we call MonoConvolution: Given three integer sequences a, b, c, decide for each index
i if there exists j such that aj = bi−j = ci . We show that MonoConvolution is actually
fine-grained equivalent to 3SUM.

3/2−ε
I Theorem
7.
If
MonoConvolution
is
in
O
n
time, then 3SUM is in (randomized)

e n2− 43 ε time.
O



e n3/2−ε/4 time.
I Theorem 8. If 3SUM is in O n2−ε time, then MonoConvolution is in O
This equivalence is arguably the first fine-grained equivalence between natural problems

with different running time
complexities: MonoConvolution is a problem in O n3/2 time,

whereas 3SUM is in O n2 time, and a polynomial improvement on one of these running
times would result in a polynomial improvement over the other. All previous fine-grained
equivalences were between problems with the same running
time exponent: the problems

equivalent to APSP [44, 1] are all solvable in O N 1.5 time where N is the size of their
input, the problems equivalent to Orthogonal Vectors [12] or to (min, +)-convolution [14]
are all in quadratic time, the problems equivalent to CNF-SAT [13] are all in O(2n ) time,
etc. While tight fine-grained reductions between problems with different running times
are well-known, there was no such equivalence until our result, largely since it often seems
difficult to reduce a problem with a smaller asymptotic running time to one with a larger
running time, something our Theorem 8 overcomes. Note that the same apparent difficulty
is overcome by the reduction from AE-Mono∆ to AE-Sparse∆ in Theorem 1, as well as by
the reductions from MinWitness and UnweightedAPSP to AE-Sparse∆, which follow from
combining Theorems 2 and 3 with Theorem 1.
Theorem 8 together with Theorem 4 give a reduction from MonoConvolution to AE-Mono∆.
Previously reductions from a convolution to the corresponding graph/matrix problem were
known only for problems with best known algorithms running in brute-force time, i.e. quadratic
time for convolution and cubic time for product, e.g. (min, +)-convolution and (min, +)product [7].
Finally, we relate MonoConvolution to an unweighted variant of a coin change problem [48,
28] that is related to the minimum word break problem [8]. Given a set of coin values
from {1, 2, . . . , n}, the CoinChange problem asks to determine for each integer value up to
n what is the minimum number of coins (allowing repetitions) that sum to that value. We
reduce CoinChange to MonoConvolution with only a polylogarithmic overhead. CoinChange
e n3/2 time [9], and our reduction implies that any improvement over the
is solvable in O
known running times of MonoConvolution or 3SUM would also improve the running time for
CoinChange.
I Theorem 9. If MonoConvolution is in T (n) time, then CoinChange is in O T (n) log2 n
time.

2



Preliminaries

In this section we recall formal definitions of all the problems involved in the reductions
presented in the paper. We split these problems by their time complexity.
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f n(3+ω)/2 time
Problems in O

I Definition 10 (All-Edges Monochromatic Triangle, AE-Mono∆). Given an n-node graph G
in which each edge has a color from 1 to n2 , decide for each edge whether it belongs to a
monochromatic triangle, a triangle where all three edges have the same color.
I Definition 11 (Min-Max matrix product, Min-Max). Given two n × n matrices A and B,
compute matrix C such that
Cij = min max(Aik , Bkj ).
k

I Definition 12 (Minimum Witness matrix product, MinWitness). Given two n × n Boolean
matrices A and B, compute matrix C such that
Cij = min({k | Aik = Bkj = 1} ∪ {∞}).
I Definition 13 (All-Pairs Shortest Paths in directed unweighted graphs, UnweightedAPSP).
Given an n-node unweighted directed graph G = (V, E), compute for each pair of vertices
u, v ∈ V the length of a shortest path from u to v. Note that all path lengths will be in
{0, 1, . . . , n − 1} ∪ {∞}.

2.2





Problems in O m2ω/(ω+1) time

I Definition 14 (All-Edges Sparse Triangle, AE-Sparse∆). Given an m-edge graph G decide
for each edge whether it belongs to a triangle.

2.3

Problems in O(n2 ) time

I Definition 15 (3SUM). Given three lists, A, B and C, of n integers, determine if there
exist a ∈ A, b ∈ B, and c ∈ C such that a + b = c.
Let us note that the 3SUM problem is defined in several different ways in literature. They
differ as to whether the input is split into three list or all the numbers are in a single list,
and whether one looks for a + b = c or a + b + c = 0. All these variants are equivalent by
simple folklore reductions.

2.4

f 1.5 ) time
Problems in O(n

I Definition 16 (MonoConvolution). Given three sequences a, b, c, all of length n, compute
the sequence d such that
(
1 if ∃j aj = bi−j = ci ,
di =
0 otherwise.
I Definition 17 (CoinChange). Given a set of coin values C ⊆ {1, 2, . . . , n}, assume you have
for each c ∈ C an infinite supply of coins of value c, and determine for each v ∈ {1, 2, . . . , n}
the minimum number of coins that sums up to v.

e n1.5 time [9]. The algorithm splits the coins into heavy
CoinChange can be solved in O
√
√
coins, with weight at least n, and light coins, with weight less than n. The minimum
√
√
sum for a value can use at most n heavy coins. By running FFT n times the algorithm
produces a vector with the minimum number of heavy coins needed to sum to every value.
That takes O n1.5 log n time in total. Then a classical
dynamic programming algorithm is

√
run for the n light coins and n values, in O n1.5 time.
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2.5

Self-reducibility of 3SUM

In our proofs of Theorems 4 and 7 we use the following fact about 3SUM.
I Lemma
18. For any α ∈ [0, 1], a single instance of 3SUM of size n can be reduced to

2α
O n
instances of 3SUM of size O n1−α each. The reduction runs in time linear in the
total size of produced instances, and the original instance is a yes-instance if and only if at
least one of the produced instances is a yes-instance.
This fact appears in many 3SUM-related papers, e.g. [4, 26, 27, 31, 33]. In [4] it was
proved using a randomized almost linear hashing scheme [17]. An alternative proof – using a
domination argument to provide a deterministic reduction – appeared e.g. in [31, 25], and is
based on ideas of [16].

3

Reductions for Graph and Matrix Problems

First, let us recall the algorithm of Vassilevska, Williams and Yuster [40] for AE-Mono∆.
 We
(3+ω)/2
rephrase the argument so that it not only shows how to solve AE-Mono∆ in O
n
time,

2ω/(ω+1)
but also proves that any polynomial improvement over the O m
time algorithm
of Alon, Yuster and Zwick [3] for AE-Sparse∆ translates to a polynomial improvement for
AE-Mono∆.

I Theorem 1 (implicit in [40]). If AE-Sparse∆
is in O m2ω/(ω+1)−ε time, for some ε > 0,

then AE-Mono∆ is in O n(3+ω)/2−δ time, for some δ > 0.
Proof. Assume AE-Sparse∆ is in O(mα ) time. Take an AE-Mono∆ instance. For each color
consider the subgraph composed of all the edges of that color. Each such subgraph constitutes
an independent instance of AE-Sparse∆. However, simply using the O(mα ) time algorithm
on all of these instances is not efficient enough. Intuitively, some of the instances might be
too dense.
Instead, for a parameter t to be determined later, take the t largest subgraphs (in terms of
the number of edges). For each of them solve the problem by using fast matrix multiplication
to compute the square of the adjacency matrix. This takes O(tnω ) time in total. Let mi
denote the number of edges in the i-th of the remaining subgraphs. Clearly, ∀i mi 6 n2 /t,
P
and i mi 6 n2 . On each of those subgraphs use the O(mα ) time AE-Sparse∆ algorithm.
This takes an order of
X
X
X
mα
mi · mα−1
6
mi · (n2 /t)α−1 6 n2 · (n2 /t)α−1
i =
i
i

i

i


time. The total runtime
is thus O tnω + n2α /tα−1 . Optimize by setting t = n(2α−ω)/α , and

get an O nω+2−(ω/α) time.

Observe that for α = 2ω/(ω +1) the runtime is O n(3+ω)/2 . Moreover, for α < 2ω/(ω +1)
the exponent in the runtime becomes strictly smaller.
J
Now, we proceed to show how to use AE-Mono∆ to solve two popular graph problems.
We start with the problem of finding All-Pairs Least Common Ancestors in directed acyclic
graphs, which is runtime-equivalent to MinWitness [15]. We reduce a single instance of
MinWitness to log n instances of AE-Mono∆.
I Theorem 2. If AE-Mono∆ is in T (n) time, then MinWitness is in O(T (n) log n) time.

A. Lincoln, A. Polak, and V. Vassilevska Williams

53:9

Proof. The main idea is to use a parallel binary search. For each entry of the output matrix
C we will keep an interval which that entry is guaranteed to lie in. With a single call to
AE-Mono∆ we will be able to halve all the intervals.
W.l.o.g. assume the last column of A and last row of B are all ones, so that the output is
always finite. For ` ∈ [log n], let C (`) denote the matrix pointing to2` -length intervals in

(`)
(`)
(`)
which entries of C lie, that is Cij is the unique integer such that Cij ∈ 2` ·Cij , 2` ·(Cij +1) .
We will compute C (`) for ` = dlog ne, . . . , 1, 0. Observe that C (dlog ne) is the zero matrix.
Knowing C (`+1) , we compute C (`) as follows. We create a tripartite graph G = (I ∪ J ∪ K, E),
with each of I, J, K containing n vertices. We add edges between I and K according to the
matrix A. Edges from the k-th column get the label bk/2` c. We add edges between K and J
according to the matrix B. Edges from the k-th row get the label bk/2` c. Finally, we add
the full bipartite clique between I and J. The edge between the i-th vertex of I and the j-th
vertexof J gets the label 2 · C (`+1) . That edge forms a monochromatic triangle if and only if
(`+1)
(`+1)
(`)
(`+1)
Cij ∈ 2` · 2 · Cij , 2` · (2 · Cij
+ 1) , i.e. Cij = 2 · Cij . Otherwise, it must be that
 `

(`+1)
(`+1)
(`)
(`+1)
Cij ∈ 2 · (2 · Cij
+ 1), 2` · (2 · Cij
+ 2) , i.e. Cij = 2 · Cij
+ 1. Therefore, solving
(`)
AE-Mono∆ on G suffices to compute C . Finally, observe that C = C (0) .
J

Witha slightly more involved argument we show how to solve UnweightedAPSP with
O log2 n calls to AE-Mono∆.
I Theorem 3. If AE-Mono∆ is in T (n) time, then UnweightedAPSP is in O T (n) log2 n
time.



i

Proof. We solve UnweightedAPSP in log n rounds, in the i-th round we compute matrix D62
of lengths of shortest paths of length up to 2i (other entries equal to ∞). Each round will
consist of a parallel binary search, similar to the one we use in our reduction from MinWitness
to AE-Mono∆ (Theorem 2). The algorithm is based on the fact that in unweighted graphs
every path can be split roughly in half, i.e. if the distance from u to v equals to k, then
there must exist a vertex w such that the distances from u to w and from w to v equal to
bk/2c + {0, 1}.
0

To start, note that D62 is a {0, 1, ∞}-matrix that can be easily obtained from the
i
adjacency matrix of the input graph. Now, assume we already computed D62 and let us
i+1
i
proceed to compute D62 . To avoid excessive indexing, let A denote D62 , and B denote
i+1
D62 . For each entry of the output matrix B we will keep an interval which that entry
is guaranteed to lie in. With a single call to AE-Mono∆ we will be able to halve all the
intervals.
For ` ∈ {0, 1, . . . , i + 2}, let B (`) denote the matrix pointing to 2` -length intervals in
(`)
(`)
which entries of B lie, that is Buv equals to the unique integer such that Buv ∈ 2` · Buv , 2` ·

(`)
(Buv + 1) − 1 , or to infinity in case Buv is infinite.
We will iterate over ` from i + 2 down to 0. First, we need to compute B (i+2) , whose
i
entries are either zeros or infinities. Recall that we already know the matrix A = D62 .
Consider a pair of nodes u and v that are at distance at most 2i+1 . There must exist a node
w such that Auw 6 2i and Awv 6 2i , that is, equivalently both Auw and Awv are finite. We
obtain the matrix B (i+2) by squaring the (0, 1) matrix obtained from A by putting ones
at the finite entries and zeros elsewhere. That single matrix multiplication can be easily
simulated by a single call to AE-Mono∆, using just two colors.
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Once we have the matrix B (`+1) we want to compute B (`) . For this we first note that if
(`)
(`)
= j then Buv is either 2j or 2j + 1. If Buv = 2j, then there must exist a vertex w
such that




Auw ∈ 2`−1 · (2j), 2`−1 · (2j + 1) , and Awv ∈ 2`−1 · (2j), 2`−1 · (2j + 1) .
(1)
(`+1)
Buv

(`)

Furthermore, if Buv > 2j, then there is no w such that the above condition holds. This will
allow us to distinguish between the 2j and 2j + 1 cases by coloring the matrix A based on
which range the entries fall in. Note that the ranges in Condition (1) do not overlap with
corresponding ranges for different integer values j 0 6= j. Thus we will be able to use a single
(`)
call to AE-Mono∆ to check in parallel for all values of Buv if they are the smaller even value
(`+1)
(`+1)
2 · Buv
or the larger odd value 2 · Buv + 1.
We construct an AE-Mono∆ instance with a tripartite graph with the vertex set U tV tW
where U , V and W are disjoint copies of the original vertex set. The edges between U and
(`+1)
V correspond to our desired output. If Buv
= j then we color the edge (u, v) ∈ U × V
with j. The edges between U and W correspond to the first part of Condition (1), i.e. if
Auw ∈ 2`−1 · (2j), 2`−1 · (2j + 1) , then we add the edge (u, w) to U × W with color
j. The edges between W and V correspond to the second part of Condition (1), i.e. if
Awv ∈ 2`−1 · (2j), 2`−1 · (2j + 1) , then we add the edge (w, v) to W × V with color j. Any
(`)
(`+1)
edge (u, v) in U × V that is in a monochromatic triangle implies Buv = 2 · Buv . Conversely,
(`)
(`+1)
any edge (u, v) that is not a part of any monochromatic triangle implies Buv = 2 · Buv + 1.
(0)
(0)
We iterate down until B , and observe that B = B. Thus, with O(log n) calls we
i+1
i
can compute B = D62
from A = D62 . To solve
 UnweightedAPSP the total number of
2
calls we need to make to AE-Mono∆ is O log (n) . Therefore, if AE-Mono∆
can be solved

in T (n) time then UnweightedAPSP can be solved in O T (n) log2 (n) time.
J
Now we show that AE-Mono∆ is 3SUM-hard. In our proof we use as a black-box the
following reduction from 3SUM to AE-Sparse∆.
I Lemma 19 (Kopelowitz, Pettie, Porat [27]). A single instance of 3SUM of size ncan be
reduced to a single instance of AE-Sparse∆ with Θ(n log n) vertices and Θ n3/2 log n edges.



e n2− 45 ε
I Theorem 4. If AE-Mono∆ is in O n5/2−ε time, then 3SUM is in (randomized) O
time.
Proof. Given an instance
of 3SUM of size N, we use the self-reduction (Lemma 18), and

2/5
reduce it to O N
instances of size O N 4/5 each.
 Then, we reduce each of these instances

to an AE-Sparse∆ instance with n = Θ N 4/5 log N vertices and m = Θ N 6/5 log N edges,
using Lemma 19. Now we will show how to combine these O N 2/5 AE-Sparse∆ instances
to form polylogarithmically many AE-Mono∆ instances, each with O N 4/5 log N vertices,
which will finish the proof.
Assume w.l.o.g. that all the created graphs are over the same vertex set [n]. If we
were lucky enough and the edge sets of the created AE-Sparse∆ instances were disjoint, the
reduction would be essentially done. Indeed, we could simply union the edge sets to create
a single graph, and use colors to track from which graph every edge originates. Solving
that one AE-Mono∆ instance would provide answers to all AE-Sparse∆ instances. Sadly, the
chances of such a favorable collision-free scenario are very slim. The remaining part of the
proof shows how to deal with multiple AE-Sparse∆ instances containing the same edge.
We randomly permute the vertex sets, for each graph independently. For a fixed (u, v)
 ∈
n
[n]2 , the probability
that
a
fixed
graph
contains
the
edge
(u,
v)
equals
to
p
=
m/
2=

O (N 2/5 log N )−1 . The expected number of (u, v) edges across all graphs is O N 2/5 · p =
O(1/ log N ). By a Chernoff bound, the probability that the number of (u, v) edges exceeds
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c log n is less than eΘ(c log n) . We take c large enough so that, by union bound, with probability
at least 1/2 no edge appears more than c log n times across all graphs. For each (u, v) ∈ [n]2
we arbitrarily number all (u, v) edges with consecutive positive integers from 1 up to at most
c log n. We iterate over all triples (i, j, k) ∈ [c log n]3 . For every triple we create a tripartite
graph with the vertex set V1 t V2 t V3 , for V1 = V2 = V3 = [n]. We create an edge (u, v)
between V1 and V2 if there exists an edge (u, v) with number i assigned to it in any of the
AE-Sparse∆ instances. Note that there can be at most one such instance. We set the color
of the newly created edge to the identifier of the instance it originates from. Similarly, we
create edges between V2 and V3 using edges with number j assigned, and between V3 and V1
using number k. That gives us (c log n)3 instances of AE-Mono∆. Note that every triangle
present in any of the AE-Sparse∆ instance corresponds to a single monochromatic in one of
the AE-Mono∆ instances, and vice versa. We solve all AE-Mono∆ instances and combine
the outputs in order to get the output for all AE-Sparse∆ instances, and eventually for the
3SUM instance.
J
The next two theorems use techniques similar to Theorems 2 and 3 to give reductions to
Min-Max.
I Theorem 5 (folklore). If Min-Max is in T (n) time, then MinWitness is in O(T (n)) time.
Proof. Given two (0, 1) matrices A and B, we construct matrices A0 and B 0 such that
(
(
k if Aik = 1,
k if Bkj = 1,
0
0
Aik =
and Bkj =
∞ if Aik = 0,
∞ if Bkj = 0.
Observe that the (min, max)-product of A0 and B 0 equals to the minimum witness product
of A and B.
J
I Theorem 6. If Min-Max is in T (n) time, then UnweightedAPSP is in O(T (n) log n) time.
Proof. The reduction is similar to the reduction from UnweightedAPSP to AE-Mono∆ (Thei
orem 3) in that we also have log n rounds, and in the i-th round we compute matrix D62 of
lengths of shortest paths of length up to 2i (other entries equal to ∞). The key difference
is that, in each round, instead of performing a binary search and issuing log n calls to
AE-Mono∆, we issue just two calls to Min-Max.
0
As before, first note that D62 is a {0, 1, ∞}-matrix that can be easily obtained from
i
the adjacency matrix of the input graph. Now, assume we already computed D62 and let
i+1
us proceed to compute D62 . Let ` = 2i . Naturally, D62` is the (min, +)-product of D6`
with itself, but this sole observation is not enough for our purposes. We will exploit the
fact that D6` is not an arbitrary matrix – but a (truncated) matrix of shortest paths in
an unweighted graph – in order to compute that specific (min, +)-product using a Min-Max
algorithm. Let A ? B denote the (min, max)-product of matrices A and B.
First, we handle even-length paths. We compute E = 2 · (D6` ? D6` ). Note that
62`
Duv
6 Euv for all u, v ∈ V , because for any two integers a, b we have a + b 6 2 · max(a, b).
62`
6`
6`
Moreover, if Duv
= 2k, then there must exist w ∈ V such that Duw
= Dwv
= k, and thus
6`
6`
6`
6`
62`
Duw + Dwv = 2 · max(Duw , Dwv ) and Duv = Euv .
For odd-length paths we proceed in a similar manner, just the formulas become slightly
62`
more obscure. We compute O = 2 · (D6` ? (D6` − 1)) + 1. Note that Duv
6 Ouv for all
u, v ∈ V , because for any two integers a, b we have a + b 6 2 · max(a, b − 1) + 1. Moreover, if
62`
6`
6`
Duv
= 2k + 1, then there must exist w ∈ V such that Duw
= k and Dwv
= k + 1, and thus
6`
6`
6`
6`
62`
Duw + Dwv = 2 · max(Duw , Dwv − 1) + 1 and Duv = Ouv .
62`
Consequently, we compute Duv
= min(Euv , Ouv ), for all u, v ∈ V .
J
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4

Reductions for Convolution Problems

In this section we provide two reductions which together show that MonoConvolution is
fine-grained equivalent to 3SUM. Recall that the best known algorithms for MonoConvolution
require time n3/2−o(1) , and the best algorithms for 3SUM require time n2−o(1) , so this is an
equivalence between problems of different time complexity. At the end of the section we
reduce CoinChange to MonoConvolution.
First, let us recall the All-Integers variant of 3SUM, which parallels the All-Edges variants
of our graph problems. That variant is easier to work with than the original 3SUM problem
for our purposes. Luckily if either variant has a subquadratic algorithm then they both
do [44].
I Definition 20 (All-Integers 3SUM). Given three lists A, B, C of n integers each, output the
list of all integers c ∈ C such that there exist a ∈ A and b ∈ B such that a + b = c.

I Lemma 21 (Vassilevska Williams,
Williams [44]). If 3SUM is in O n2−ε time, then

All-Integers 3SUM is in O n2−ε/2 time.
An important ingredient of our reduction from 3SUM to AE-Mono∆ (Theorem 7) is the
following range reduction for 3SUM.
I Lemma 22 (Baran, Demaine, Pǎtraşcu, rephrased, see Section 2.1 of [4]). For every positive
integer output size s, there exists a family of hash functions H such that:
1. Every hash function h ∈ H hashes to the range {0, 1, . . . , R − 1} for R = 2s .
2. For all integers a, b, c ∈ Z and all hash functions h ∈ H, if a + b = c, then
h(a) + h(b) ≡ h(c) + {−1, 0, 1}

mod R.

3. Given an integer c and two lists of n integers A and B such that there are no a ∈ A, b ∈ B
with a + b = c, the probability, over hash functions h drawn uniformly at random from H,
that there exist a ∈ A, b ∈ B such that h(a) + h(b) ≡ h(c) + {−1, 0, 1} mod R is at most
O n2 /R .
We are now ready to show that 3SUM can be solved efficiently with a MonoConvolution
algorithm. Our reduction uses the fact that we can re-write a 3SUM instance with n integers
in {−R, . . . , R} as a convolution of O(R)-length (0, 1) vectors, where a one in the i-th position
corresponds to the number i in the original 3SUM instance. We will combine several such
instances into one MonoConvolution instance by giving each instance its own number. A one
in position i in a convolution instance labelled j will result in the MonoConvolution instance
having j in position i.

I Theorem
7. If MonoConvolution is in O n3/2−ε time, then 3SUM is in (randomized)

e n2− 43 ε time.
O

Proof. Given an instance of 3SUM of size n, we reduce it to O n2/3 instances of size
O n2/3 each, using the self-reduction (Lemma 18). Although for the self-reduction itself it
would be sufficient just to solve 3SUM on each of these instances – i.e. decide if there exist
a, b, c with a + b = c – we are going to solve the All-Integers 3SUM variant – i.e. decide for
each c if there exist a and b with a + b = c.
To each created instance we apply a hashing scheme of Lemma 22 in order to reduce
the universe size down
to R = n4/3 . This introduces false positives for each element with

probability O (n2/3 )2 /R = O(1). Note that the hashing has one-sided error, i.e. if for some
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element c there are no a and b such that h(a) + h(b) ≡ h(c) + {−1, 0, 1} mod R, then with
certainty there are no a and b such that a + b = c. To mitigate the effect of false positives we
create O(log n) copies of each instance, each copy with an independently drawn hash function.
Note that for every fixed element c, if there are no a, b with a + b = c, then the probability
that in each of the independent O(log n) copies we detect that h(a) + h(b) ≡ h(c) + {−1, 0, 1}
mod R for some h(a), h(b) is 1/poly(n), and we can make the degree of the polynomial
arbitrarily large by choosing an appropriate multiplicative constant for the number of copies.
Therefore we can use the union bound to argue that with at least 2/3 probability there are
no false positives across all instances and all elements.
Suppose that for some subinstance A, B, C of size n2/3 we obtained for every one of the
O(log n) hashed instance copies, for every t ∈ [R] for which there is some c with h(c) = t,
whether there are some h(a), h(b) with h(a) + h(b) ≡ h(c) + {−1, 0, 1} mod R. Then, we can
go through every c ∈ C and if for every copy the answer for h(c) was YES, we can conclude
that (whp) ∃a ∈ A, b ∈ B with a + b = c, and if the answer was NO at least once, then we
can conclude that there is no pair that sums to c.

Here an important point is that we need to solve all of the O n2/3 log n instances of
All-Integers 3SUM above on n2/3 integers each over a range [O n4/3 ]. We will embed solving
all instances simultaneously into solving a small number of MonoConvolution instances.

Each of the above O n2/3 log n instances of All-Integers
3SUM easily reduces

 to an
4/3
2/3
(OR, AND)-convolution of (0, 1)
vectors
of
length
O
n
,
each
with
only
O
n
nonzero

entries, and with only O n2/3 relevant output coordinates one needs to compute. If only
we had no collisions – i.e. two instances with the same nonzero input coordinate or the same
relevant output coordinate – we could easily combine
 all the convolution instances into a
single instance of MonoConvolution, with O n2/3 log n different colors/values. However, the
collisions are unavoidable. In order to circumvent these collisions, we will add small random
shifts, and use a similar analysis as in the 3SUM to AE-Mono∆ reduction of Theorem 4.
Specifically,
for each instance we chose a shift s uniformly at random from a range of

size O n4/3 , we add s to all elements in A, add s to all elements in B, and add −2s to all
elements in C. Let the numbers after the shift lie in {−R0 , . . . , R0 } where R0 = O n4/3 .
These shifts do not change whether for a given triplet a, b, c the condition a + b = c holds
or not. For a fixed value v ∈ {−R0 , . . . , R0 } the expected number of instances containing v
is O(log n): for each particular
 instance,2/3the
 probability that one of its numbers lands at
2/3
0
v after the shift is O n /R = O 1/n
; then summing over all the instances gives an
expectation of O(log n).
Since the shifts are independent, we can use a Chernoff bound to bound the probability
that the number of instances containing v exceeds c log n by 6 eΘ(c log n) . We take c large
enough so that, by union bound, the probability that no value is contained in more than
c log n instances is at least 2/3.
Then, once again following the example of Theorem 4, we reduce the problem to (c log n)3
instances of MonoConvolution as follows.
For each value r ∈ {−R0 , . . . , R0 }, let the instances that contain r in their A sets be
inA (r)[1], . . . , inA (r)[c log n].
Define inB (r)[1], . . . , inB (r)[c log n] and inC (r)[1], . . . ,
inC (r)[c log n] analogously.
We now create an instance of MonoConvolution for each choice of (x, y, z) ∈ [c log n]3 .
In instance (x, y, z) we create vectors a, b, c, where for each r ∈ {−R0 , . . . , R0 }, we set
ar = inA (r)[x], br = inB (r)[y] and cr = inC (r)[z].
Then for any instance i that contains r in A, s in B and t in C, we would have
inA (r)[x] = inB (s)[y] = inC (t)[z] = i for some x, y, z and so we will place i in ar , bs , and ct
for that choice of x, y, z. Thus all value collisions will be handled.
J
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This next reduction finishes the equivalence between MonoConvolution and 3SUM. It
uses a high-frequency/low-frequency split. For elements that appear at a high frequency we
use FFT. For elements of low frequency we make calls to All-Integers 3SUM. Recall that a
subquadratic algorithm for 3SUM implies a subquadratic algorithm for All-Integers 3SUM.


e n3/2−ε/4 time.
I Theorem 8. If 3SUM is in O n2−ε time, then MonoConvolution is in O
Proof. For a parameter t to be determined later, consider the t most frequent values. For
each of these values use FFT to calculate the standard (+, ×)-convolution of two (0, 1)
vectors formed from vectors a and b by putting ones everywhere that value appears, and
zeros everywhere else. Examine, where the outputs of these convolutions are nonzero, in
order to determine the part of output to MonoConvolution corresponding to occurrences of
e
the frequent values in vector c. This takes O(tn)
time in total.
Let ni denote the number of occurrences of the i-th of the remaining values in all three
P
sequences. Clearly, ∀i ni 6 3n/t, and i ni 6 3n. For each value v out of those remaining
values construct sets of indices at which it appears in vectors a, b, c, i.e. A = {j : aj = v},
B = {j : bj = v}, C = {j : cj = v}, and solve All-Integers 3SUM on these sets. For each
element j reported by the All-Integers 3SUM algorithm assign the corresponding output of
MonoConvolution dj = 1. By Lemma 21, solving these All-Integers 3SUM instances takes an
order of
X 2−ε/2 X
X
1−ε/2
ni
=
ni · ni
6
ni · (3n/t)1−ε/2 6 3n · (3n/t)1−ε/2
i

i

i


e tn + n · (n/t)1−ε/2 . Optimize by setting t = n1/2−ε/4 , and
time. The total time is thus O
get the desired runtime.
J
The following theorem connects the CoinChange problem to our network of reduction.
The proof uses the same structure and techniques as the reduction from UnweightedAPSP to
AE-Mono∆ in Theorem 3.

I Theorem 9. If MonoConvolution is in T (n) time, then CoinChange is in O T (n) log2 n
time.
Proof. Let S denote the array of output values, i.e. S[v] equals to the minimum number of
i
coins that sum to v. Parallel to the proof of Theorem 3, let S 62 [v] be infinity if S[v] > 2i ,
and otherwise equal to S[v]. We solve CoinChange in log n rounds, in the i-th round we
i
compute S 62 .
0
0
0
Note that S 62 [0] = 0, and, for v > 1, S 62 [v] = 1 if v ∈ C and S 62 [v] = ∞ otherwise.
log n
i+1
i
Further note that S = S 62
. We will show how to compute S 62
given S 62 . We will
then iterate i from 0 up to log n.
i
Following the style of Theorem 3, we avoid overparameterizing by setting A = S 62 and
i+1
B = S 62 . Let B (`) be an array pointing to 2` -length intervals in which entries of B lie,
i.e. B (`) [v] = j if B[v] ∈ [2` j, 2` (j + 1) − 1]. We will iterate ` from i + 2 down to 0 to compute
B from A.
First we show how to compute B (i+2) from A. If there is a way to sum to v with at most
i+1
2
coins, then there must be a u ∈ [0, n] such that both A[u] and A[v − u] are at most
i
2 . Conversely, if there is no way to sum to v with at most 2i coins, then there will be no
u that meets the above criteria. Therefore we create a (0, 1) vector a with av = 1 if and
only if A[v] is finite. Then, we compute the (+, ×)-convolution of a with itself, in near-linear
time using FFT. We set B[v] = 0 where the convolution output is non-zero and B[v] = ∞
everywhere else.
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Now we show how to compute B (`) from A and B (`+1) . Note that if B (`+1) [v] = j then
B [v] ∈ {2j, 2j + 1}. Next, note that if B (`) [v] = 2j, then there must exist an integer
u ∈ [0, n] such that
(`)



A[u] ∈ 2`−1 · (2j), 2`−1 · (2j + 1) ,



and A[v − u] ∈ 2`−1 · (2j), 2`−1 · (2j + 1) .

(2)

Furthermore, if B (`) [v] > 2j, then there is no u such that the above condition holds.
This will allow us to distinguish between the 2j and 2j + 1 cases. Note that the ranges in
Condition (2) do not overlap with corresponding ranges for different integer values j 0 6= j.
Thus, we will be able to use a single call to MonoConvolution to check in parallel for all values
v if B (`) [v] is the smaller even value 2B (`+1) [v] or the larger odd value 2B (`+1) [v] + 1.
We construct a MonoConvolution instance with three input vectors a, b, c. The first
input vector
corresponds to the first part of Condition (2), i.e. if A[v] ∈ 2`−1 · (2j), 2`−1 ·

(2j + 1) , then av = j. Any entries av unset by this condition are given the special
value av = −1. The second vector corresponds to the second part of Condition (2), i.e. if
A[v] ∈ 2`−1 · (2j), 2`−1 · (2j + 1) , then bv = j. Similarly, any entries bv unset by this
condition are given the special value bv = −1. The last vector corresponds to our desired
output, i.e. cv = B (`+1) [v]. Let d denote the vector output by this MonoConvolution call.
Now, if dv = 1 then B (`) [v] = 2B (`+1) [v], else B (`) [v] = 2B (`+1) [v] + 1.
We iterate down until B (0) , and observe that B (0) = B. Thus, with O(log n) calls to
i+1
i
MonoConvolution we can compute B = S 62
from
A = S 62 . To solve CoinChange the

total number of MonoConvolution calls is O log2 n . Therefore if MonoConvolution
can be

solved in T (n) time, then CoinChange can be solved in O T (n) log2 n time.
J
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Abstract
Is matching in NC, i.e., is there a deterministic fast parallel algorithm for it? This has been an
outstanding open question in TCS for over three decades, ever since the discovery of randomized NC
matching algorithms [17, 27]. Over the last five years, the theoretical computer science community
has launched a relentless attack on this question, leading to the discovery of several powerful ideas.
We give what appears to be the culmination of this line of work: An NC algorithm for finding a
minimum-weight perfect matching in a general graph with polynomially bounded edge weights,
provided it is given an oracle for the decision problem. Consequently, for settling the main open
problem, it suffices to obtain an NC algorithm for the decision problem. We believe this new fact
has qualitatively changed the nature of this open problem.
All known efficient matching algorithms for general graphs follow one of two approaches: given by
[6] and [20]. Our oracle-based algorithm follows a new approach and uses many of ideas discovered
in the last five years.
The difficulty of obtaining an NC perfect matching algorithm led researchers to study matching
vis-a-vis clever relaxations of the class NC. In this vein, recently [10] gave a pseudo-deterministic
RNC algorithm for finding a perfect matching in a bipartite graph, i.e., an RNC algorithm with the
additional requirement that on the same graph, it should return the same (i.e., unique) perfect
matching for almost all choices of random bits. A corollary of our reduction is an analogous algorithm
for general graphs.
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1

Introduction

Is matching in NC, i.e., is there a deterministic fast parallel1 algorithm for finding a perfect
or, more generally, a maximum matching in a general graph? This has been an outstanding
open question in theoretical computer science for over three decades, ever since the discovery
of RNC matching algorithms [17, 27]. Over the last five years, the TCS community has
launched a relentless attack on this question, leading to the discovery of numerous powerful
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ideas [8, 32, 10, 1, 31]. We give what appears to be the culmination of this line of work:
An NC algorithm for finding a minimum weight perfect matching in a general graph with
polynomially bounded edge weights, provided it is given an oracle, say O, for the decision
problem. Consequently, for settling the main open problem, it suffices to obtain an NC
algorithm for the decision problem. We believe this new fact has qualitatively changed the
nature of this open problem. Henceforth, by small weights we will mean polynomially bounded
edge weights and acronym MWPM will be short for minimum weight perfect matching.
The difficulty of obtaining an NC matching algorithm led researchers to study matching
vis-a-vis certain clever relaxations of the class NC. One such relaxation is pseudo-deterministic
RNC. This is an RNC algorithm with the additional property that on the same graph, it
must return the same (i.e., unique) solution for almost all choices of random bits [9, 10].
Recently, [10] gave such an algorithm for perfect matching in bipartite graphs. A second
relaxation of NC is quasi-NC, under which the algorithm must run in polylogarithmic time,
O(1)
n
though it can use O(nlog
) processors; see Section 1.1 for results obtained for this model.
A corollary of our result extends [10] to general graphs as follows: The precise decision
problem for our result is: Given a graph G with small weights and a number W , is there
a perfect matching of weight at most W in G. Clearly, this is NC equivalent to: Find the
weight of a minimum weight perfect matching in G. This question is easy to answer in
RNC with inverse-polynomial probability of error using the algorithm of [27]. Therefore,
using this RNC algorithm in place of the oracle we get an RNC matching algorithm with the
property that in a run, all queries to the decision problem will be answered correctly with
overwhelming probability, i.e., this is a pseudo-deterministic RNC matching algorithm.
All known efficient matching algorithms for general graphs follow one of two approaches:
given by [6] and [20]. Our oracle-based algorithm follows a new approach and uses many of
ideas discovered in the last five years. In particular, it uses the overall structure of the recent
NC algorithm of [1] for finding a perfect matching in planar graphs. Since oracle O can be
implemented in NC for planar graphs, our current paper yields a simpler NC algorithm for
finding a perfect matching in planar graphs. The second key ingredient which made our
current result possible is an NC algorithm for finding a maximal laminar family of tight odd
sets in a given face of the perfect matching polytope. This follows from the works of [4]
and [31].
Our main result is:
I Theorem 1. There is an NC algorithm for finding a minimum weight perfect matching in
general graphs with small weights, provided the algorithm is given access to oracle O for the
decision problem. The latter is: Given a graph G with small weights and a target weight W ,
is there a perfect matching of weight at most W in G?
I Corollary 2. There is an NC algorithm for finding a maximum matching in general graphs,
provided the algorithm is given access to the oracle O.
I Corollary 3. There is a pseudo-deterministic RNC algorithm for finding a minimum weight
perfect matching in general graphs with small weights.
We further show that our algorithms only need to call the decision oracle for minors of
the input graph.
I Theorem 4. Let F be a minor-closed family of graphs. If there is an NC algorithm for
deciding whether a perfect matching of weight at most W exists in graphs from F, weighted
with polynomially small weights, then there is also an NC algorithm for finding a MWPM in
such graphs.
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Related work and a brief history of parallel matching algorithms

The notion of a pseudo-deterministic algorithm with polynomial expected running time was
given by [9]. Such an algorithm runs in expected polynomial time and is required to output
the same (i.e., unique) solution on a given instance on each run with high probability. Hence,
in this sense, it resembles a deterministic algorithm. [9] gave pseudo-deterministic polynomial
expected running time algorithms for several number theoretic and cryptographic problems.
The notion of pseudo-deterministic RNC algorithms was defined by [10].
An RNC algorithm for the decision problem, of determining if a graph has a perfect
matching, was obtained by [20], using the Tutte matrix of the graph. The first RNC algorithm
for the search problem, of actually finding a perfect matching, was obtained by [18]. This was
followed by a simpler and more versatile algorithm due to [27]; besides perfect matching, it
also yielded RNC algorithms for the problem of exact matching (see Section 8) and for finding
a MWPM in a graph with small weights. The latter fact is crucially used for obtaining
pseudo-deterministic RNC algorithms for bipartite graphs [10] and general graphs (current
paper). The “philosophy” behind [27] will be useful for dealing with a difficulty that arises
in the design of the current algorithm as well, so it is recalled below2 .
The matching problem occupies an especially distinguished position in the theory of
algorithms: Some of the most central notions and powerful tools within this theory were
discovered in the context of an algorithmic study of this problem, including the notion of
polynomial time solvability [6], the counting class #P [33] and a polynomial time equivalence
between random generation and approximate counting for self-reducible problems [15], which
lies at the core of the Markov chain Monte Carlo method. The perspective of parallel
algorithms has also led to such a gain, namely the Isolation Lemma [27], which has found
several applications in complexity theory and algorithms. Considering the fundamental
insights gained from an algorithmic study of perfect matchings, the problem of obtaining an
NC algorithm for it has remained a premier open question ever since the 1980s.
The first substantial progress on this question was made for the case of planar bipartite
graphs by [26] via a flow-based approach, followed by [24] using the fact that there is an NC
algorithm for counting perfect matchings in planar graphs. The long-standing problem of
extending this result to non-bipartite planar graphs was resolved by [1]. Subsequently, [31]
also got the same result using different ideas. [1] also extended their algorithm to constant
genus graphs. Subsequently, [7] gave an NC algorithm for perfect matching in one-crossingminor-free graphs, which include K5 -free graphs and K3,3 -free graphs; the resolution of the
latter class settles a thirty-year-old open problem asked in [34].
The quasi-NC algorithms for matching and its generalizations, mentioned above, work
by achieving a partial derandomization of the Isolation Lemma. First, [8] gave a quasi-NC
algorithm for perfect matching in bipartite graphs, which was followed by the algorithm of
[32] for general graphs. Algorithms were also obtained for the generalization of bipartite
matching to the linear matroid intersection problem by [11], and to a further generalization
of isolating a vertex of a polytope with faces given by totally unimodular constraints, by [12].

2

Under the NC model, any one processor does not even have enough time to read the entire input, and
hence can perform only local computations. On the other hand, a perfect matching is a global object,
unlike say, a maximal independent set. Further difficulties arise from the fact that the number of perfect
matchings in a graph can vary widely, all the way from one to exponentially many (assuming it has at
least one). If there were a unique perfect matching in the graph, the algorithm’s task would become a
lot simpler. [27] achieve uniqueness via a powerful probabilistic fact, the Isolating Lemma: under an
assignment of randomly chosen small weights to the edges it claims that the MWPM will be unique
with high probability.
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1.2

What is the “right” decision problem?

Consider the following two decision problems for perfect matching:
Given a graph G with small weights and a target W , is there a perfect matching of weight
at most W in G?
Does graph G have a perfect matching?
Clearly, the second can be reduced to the first and is therefore “easier”. This leads to a
legitimate question: why not attempt to reduce, in NC, the search problem to the second
decision problem? Our experience suggests that the first problem is much more basic for the
setting at hand. We next provide evidence to this effect.
Seeking a MWPM in a graph with small weights was the central problem in the work of
[27]. The Isolating Lemma helped find small weights under which there was a unique MWPM.
The second half of [27] gave an NC algorithm for finding this (unique) perfect matching, using
the Tutte matrix of the graph and matrix inversion; the latter is known to be in NC [3]. Ever
since then, perhaps the most popular avenue for obtaining an NC matching algorithm has
been to derandomize the Isolating Lemma. This would deterministically yield small weights
under which there is a unique MWPM, and it could be found using the second half of [27].
The question of MWPM in a graph with small weights plays a central role in NC-type
approaches to all non-bipartite, and even some bipartite, perfect matching algorithms: partial
derandomization leading to quasi-NC algorithms [8, 32], resolution of the open problem of
non-bipartite planar graphs [1, 31], and quasi-deterministic RNC algorithms for bipartite [10]
and general graphs (current paper).
In mathematics, sometimes solving the harder problem turns out to be easier than solving
the easier one, if the former has a better “behavior”. Our belief is that this is the case here.

1.3

Bipartite vs non-bipartite matching: An intriguing phenomenon

Decades of algorithmic work on the matching problem, from numerous perspectives, exhibits
the following intriguing phenomenon: The bipartite case gets solved first. Then, using much
more elaborate machinery, the general graph case also follows and yields the exact same result!
This phenomenon is made all the more fascinating by the fact that the “elaborate machinery”
consists not of one fact but numerous different structural properties and mathematical facts
which happen to be just right for the problem at hand! We give a number of examples below.
The duality between maximum matching and minimum vertex cover for bipartite graphs
extends to general graphs via the notion of an odd set cover, see [21]. The formulation
of the perfect matching polytope for bipartite graphs extends by introducing constraints
corresponding to odd sets [6]. Polynomial time algorithms for maximum matching and
maximum weight matching in bipartite graphs generalize via the notion of blossoms [21]. The
most efficient known algorithm for maximum matching in bipartite graphs [13, 19] obtained
via an alternating breadth first search, extends via a much more elaborate algorithm with
the same running time via the graph search procedure of double depth first search [25]
and blossoms defined from the perspective of minimum length alternating paths [35]. The
RNC matching algorithms [18, 27] use Tutte’s theorem to extend to general graphs. The
randomized matching algorithm of [30] uses Tutte’s theorem and a theorem of Frobenius
about ranks of sub-matrices of skew-symmetric matrices.
More recent work exhibits this phenomenon as well. The quasi-NC algorithm of [8] for
bipartite graphs extends by handling tight odd cuts appropriately [32]. The NC algorithm
of [24] for planar bipartite graphs was extended to non-bipartite graphs via Edmonds’
formulation of the perfect matching polytope [6], an NC algorithm for max-flow in planar
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graphs [16], and a result of [28] proving that the Gomory-Hu tree of a graph must contain a
tight odd cut, and an elaborate NC algorithm for uncrossing tight odd cuts [1]. In the same
vein, the current paper is extending the pseudo-deterministic RNC bipartite algorithm of
[10] by giving a way of dealing with tight odd cuts in Edmonds’ formulation of the perfect
matching polytope [6] and using an NC procedure for finding a maximal laminar family of
tight odd cuts [4, 31].

2

Overview and Technical Ideas

Most of this paper will concentrate on the problem of finding a perfect matching in a general
graph in NC, given oracle O. In Section 6.1 we will extend our ideas to finding a MWPM for
small weights. Then, an algorithm for finding a maximum matching in a general graph in
NC will easily follow. In this section, we will also give a number of key definitions which will
be used throughout the paper.

2.1

The bipartite case

For ease of comprehension, we will first give an outline of a proof of Theorem 1 for the case
of bipartite graphs. Such a proof can be gleaned from the paper of [10]; however, to the
best of our knowledge, this important fact was not derived so far. Below, we build on the
quasi-NC algorithm of [8] to obtain a somewhat simpler proof of this result.
The algorithm of [8] first starts with the perfect matching polytope and then iteratively
moves to lower dimensional faces of this polytope, terminating when a vertex of the polytope
is reached; this will be a perfect matching.
I Definition 5. In a general graph G = (V, E) with edge weight function w, an edge e is
called an allowed edge if it participates in MWPM. Let E[w] denote the set of all allowed
edges. Edges in the complement of this set will be called disallowed edges.
Assume w are small weights and let PM[w] denote the face of the polytope containing all
fractional and integral MWPMs w.r.t. w. Since we are in the bipartite case, PM[w] has a
simple description: It is defined by the set of disallowed edges, since they are set to zero,
or equivalently its complement, i.e., the set of allowed edges, E[w]. The description of the
algorithm given above can be refined to: Iteratively modify the weight vector w so that the
dimension of face PM[w] keeps dropping, and equivalently E[w] keeps getting sparser, until
E[w] is a perfect matching.
As argued earlier, using oracle O, we can find the weight of a MWPM in G. Further, it is
easy to see that for a given edge e, we can determine in NC if e participates in a MWPM, i.e.,
if e ∈ E[w]. Repeating for all edges in parallel, we can compute E[w] in NC. The following
is a fundamental notion in all recent NC-type matching algorithms:
I Definition 6 ([5]). Number the edges of an even cycle C in a general graph G with edgeweights w starting from an arbitrary edge. The circulation of cycle C is the absolute value of
the difference of the sum of weights of odd-numbered and even-numbered edges and is denoted
circw (C).
It is easy to prove that if the MWPM in G is not unique, then any cycle in the symmetric
difference of two such matchings must have zero circulation3 .
3

Hence, if we find a weight vector w such that each cycle in G has nonzero circulation, then the MWPM
must be unique and can be found in NC.
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I Proposition 7 ([8]). In a bipartite graph, let cycle C ⊆ E[w] have circw (C) = 0. Let G
denote the graph on edge set E[w]. Assign small weights w0 to edges E[w] so that circ0w (C) > 0.
Then C will not be present in E[w0 ], i.e., at least one of its edges will be dropped in going
from E[w] to E[w0 ]. We will say that C got destroyed.
Hence, if we find a weight vector that destroys all cycles of G, we would be done. However,
G may have exponentially many cycles, so this is non-trivial. One of the key ideas of [8] is a
systematic way of destroying cycles: They iteratively destroy cycles of length 4, 8, 16, . . . , n;
clearly, the number of iterations needed is O(log n). In the first round, G has at most O(n4 )
cycles of length 4. [8] show that if all cycles of length at most 2i have already been destroyed,
then there are at most O(n4 ) cycles of length at most 2i+1 left. Hence, in each iteration only
O(n4 ) cycles need to be destroyed.
Suppose the current iteration starts with small weights w under which all cycles of length
at most 2i have already been destroyed. In this iteration, the algorithm finds a weight vector
w0 for the edges in E[w] under which all cycles of length at most 2i+1 are destroyed. The
following fact will play a central role in the current paper as well:
I Proposition 8 ([8]). In order to destroy any set of s cycles, it suffices to try certain
well-chosen O(n2 s) integral weight vectors each of which uses numbers that are O(n2 s); one
of these vectors is sure to work.
Since in the current iteration s = O(n4 ), at most O(n6 ) weight vectors suffice. The
algorithm for choosing a weight vector that works is as follows. In parallel, for each of the
O(n6 ) weight vectors, y, compute E[y] and find the girth of the resulting graph; this can
easily be done in NC. Pick the lexicographically first weight vector, say w0 , such that E[w0 ]
has girth > 2i+1 . Clearly, w0 destroys all cycles of length at most 2i+1 .

2.2

Extension to general graphs

Matching algorithms for general graphs, in different computational models, are far harder
because they need to handle odd cycles in special ways. The set of constraints capturing
the perfect matching polytope is also more complex: it includes exponentially many odd
set constraints. An odd set S ⊂ V which satisfies this constraint with equality is called a
tight odd set. The description of face PM[w] is also much more involved: in addition to edges
E[w], we need a maximal laminar family of tight odd sets, say L; see Section 3.2.

The “engine” underlying our algorithm
Analogous to the bipartite case, there is an “engine” underlying our algorithm as well – it
iteratively reduces the size of the graph. This engine can be thought of as composed of three
components which draw on different domains to establish structural facts and algorithms.

2.2.1

Component based on the structure of the perfect matching
polytope

Proposition 7, which yielded the “engine” for the bipartite case, does not hold in general
graphs. Thus a non-bipartite graph may have an even cycle C ⊆ E[w] with circw (C) > 0.
The reason for this is the presence of a tight odd set. As a result, Proposition 7 needs to be
enhanced to the fact stated below. We will say that a cycle C crosses a tight odd set S if C
has vertices in S as well as in (V − S). Similarly, edge e crosses S if one of its endpoints is
in S and the other is in V − S.
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Figure 1 The orange even cycle crosses
tight odd set S; example due to [8, 32].
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Figure 2 Resulting graph after shrinking
tight odd set S.

I Proposition 9 ([32]). In a general graph G, suppose even cycle C ⊆ E[w] has circw (C) > 0.
Then, there must be a tight odd set S such that C crosses S.
This is illustrated in Figure 1. In this graph, the three edges in δ(S) have weight 1 and
the rest have weight 0. Observe that each edge participates in a MWPM and hence E[w]
consists of all edges. The cycle consisting of the four orange edges, say C, has positive
circulation even though it is contained in E[w]. Cycle C crosses tight odd set S.
I Definition 10. Assume that even cycle C crosses tight odd set S. Number the edges of
C starting from an arbitrary edge. Let no and ne denote the number of odd-numbered and
even-numbered edges, respectively, that cross S. Then the mismatch of C and S, denoted
mismatch(C, S), is |no − ne |.
Note that in Figure 1, mismatch(C, S) = 2. Observe that if the MWPM is not unique
and C is a cycle in the symmetric difference of two such perfect matchings then the following
must hold:
circw (C) = 0.
If C crosses a tight odd set S, then mismatch(C, S) = 0; the reason is that each perfect
matching crosses each tight set exactly once.
I Proposition 11 (Lemma 25). Consider a general graph G with weights w and even cycle
C ⊆ E[w] with circw (C) > 0. Let S be a tight odd set such that C crosses S. Then
mismatch(C, S) > 0 and at least one edge of C has both its endpoints in S.
Our strategy for dealing with cycle C having circw (C) > 0 is to shrink the tight odd set
S it crosses; this is illustrated in Figure 2. By Proposition 11, this will shrink at least one
edge of C, hence resulting in a smaller graph. Our overall strategy is as follow: Suppose
w.r.t. weight vector w, circw (C) = 0. Let w0 be a weight vector such that circw0 (C) > 0. If
so, [32] show that either C must lose an edge in going from E[w] to E[w0 ] or a new odd set
S goes tight w.r.t. w0 such that C crosses S. In the latter case, we shrink S. In either case
we will obtain a smaller graph and in both cases we will say that C is destroyed.

2.2.2

Component based on graph-theoretic facts

As stated in the Introduction, the overall structure of our algorithm is similar to that of [1].
Both algorithms require in each iteration a large enough number of edge-disjoint even cycles
whose destruction will result in the removal of a corresponding number of edges. However,
in both cases, the graph may have not such cycles. The recourse is to resort to even walks.
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I Definition 12 ([32]). We call an ordered list of an even number of edges C = (e1 , . . . , e2k ),
not necessarily distinct, that start and end at the same vertex, an even walk if this list
traverses either a simple even cycle or two odd cycles with a path joining them; in the latter
case, the cycles are traversed once each and the path twice, once in each direction.
The list C of edges of an even walk contains each edge either once or twice, and if
it contains an edge e twice, then both copies will have the same parity. The notions of
circulation and mismatch can be extended to even walks in a natural way by taking into
consideration multiplicity of edges. Thus if e occurs twice in walk C, is odd-numbered and
crosses tight odd set S, then it contributes 2 to no in the computation of mismatch(C, S) (see
Definition 10) and it contributes 2we to the sum of odd-numbered edges in the computation
of circw (C) (see Definition 6). As shown in [32], all statements made above about destroying
even cycles carry over to even walks as well.
[1] critically used Euler’s formula and the planar dual of G for first finding a large number
of edge-disjoint cycles in NC. If more than half were even, they sufficed. Otherwise, they
paired up odd cycles and found paths connecting each pair to obtain even walks. This was
done in a such a manner that the resulting even walks were edge-disjoint.
Finding edge-disjoint cycles in a general graph in NC appears to be quite difficult. Instead,
we take a cue from the bipartite case, which finessed the issue of finding edge-disjoint cycles
by using Proposition 7. As a result, showing the existence of cycles sufficed! However, there
is a subtle difference: in the bipartite case, we needed to upper bound the number of cycles
that needed to be destroyed in each iteration, whereas here we need to lower bound them;
the latter is the case in [1] as well.
Using ideas from [2] we show
if the graph G = (V, E) is not very sparse (see
 that 
Definition 31), then it contains Ω

|E|
log2 |V |

edge-disjoint even cycles. Then, using ideas from

[1], we show how to pair up odd cycles to form walks. Unlike [1], the walks don’t need to be
found explicitly – establishing existence suffices.
If in an iteration the graph is very sparse, it will not have the required number of
edge-disjoint cycles. For this case, we define the notion of a triad in Definition 21; this is
a tight odd set consisting of three vertices. We show that the graph has sufficiently many
disjoint triads, and a maximal independent set algorithm can find a large enough subset of
these in NC. These can be shrunk simultaneously.

2.2.3

Component based on facts from matching theory

Suppose that in a certain iteration our algorithm is trying weight function w, as per
Proposition 7. We will need to find in NC a description of face PM[w], which involves, in
addition to edges E[w], a maximal laminar family of tight odd sets, say L. Computing E[w]
using oracle O is straightforward. However, finding family L in NC is a difficult question.
The difficulty is similar to that of finding a perfect matching in a graph, i.e., the presence
of a plethora of solutions. Recall the “philosophy” of [27] given in Section 1.1, for dealing
with this issue for perfect matching, namely attempt to narrow down the choices to one.
Clearly unlike [27], randomization is not a resource we can use for this purpose. The solution
involves imposing more and more restrictions on the family of tight odd sets until it becomes
unique! These restrictions arise from deep structural facts from matching theory. Additional
facts lead to an NC algorithm for computing L with the help of O. These ideas are from [4]
and [31] and are given in Section 3.2.

N. Anari and V. V. Vazirani

54:9

For the “correct” weight function, say w, among the set of even walks being handled in
this iteration, some will be destroyed by losing an edge and some by crossing a tight odd set.
By updating the edge set to E[w], we can accrue the advantage from the first set of walks.
For obtaining advantage from the second set of walks, for each such walk, say C, we need to
shrink a tight odd set, say S, that it crosses. A major obstacle is that our algorithm does
not “know” any of the walks! The way we finesse this difficulty is to shrink all outermost
sets of L, which are clearly be disjoint, in the graph on edge set E[w].
Finally, among all weight functions, we will pick the one, say w, that yields a graph
with the smallest number of edges. There is no guarantee that w would have destroyed all
s walks which we had established the existence of up-front. However, at least one of the
weight functions must have done so and therefore led to a decrease of at least s edges. Hence,
w must also decrease at least s edges, and that suffices for making progress. As shown in
Lemma 42, the number of non-isolated edges gets reduced by a factor of 1 − Ω(1/ log2 |V |) in
each iteration.

2.3

The final idea: balanced viable set

Our current strategy is to iteratively reduce the number of edges until a perfect matching
remains. After picking its edges, we need to recursively find a perfect matching in each
of the shrunk sets (after removing its matched vertex). The resulting algorithm would
have polylogarithmic depth; however, it does not run in polylogarithmic time because of
the following inherent sequentiality: Perfect matchings in shrunk sets can be found only
after finding a perfect matching in the shrunk graph, because the algorithm needs to know
the vertex in S that is matched outside S. Moreover, perfect matchings in the shrunk
graph and the shrunk sets need to be found via a recursive application of the full algorithm
described so far.
The exact same issue arose in [1] as well. The solution proposed there was meant for
general graphs and hence it works here as well. The solution is quite elaborate and hence is
not repeated here; instead, we direct the reader to Section 4.2 in [1]. We note that the task
is somewhat easier here because we have recourse to oracle O; [1] had to resort to computing
Pfaffians orientations, etc. We give a short, high-level summary below.
An odd set S is viable if there is at least one perfect matching in G which picks exactly one
edge from δ(S). A set S is balanced if both S and its complement contain a constant fraction
of the vertices. [1] show how to find in NC a balanced viable odd set. Let S be such a set.
Clearly, using oracle O, we can find an edge e ∈ δ(S) which is the unique edge in a perfect
matching from this cut. Now we are done by a simple divide-and-conquer strategy: match e,
remove its end-points and find perfect matchings in the two sides of the cut recursively, in
parallel. Observe that even though perfect matchings in the two sides can be found only
after finding the matched edge e, the latter can be done without any recursive calls, hence,
leading to a polylogarithmic running time.

3

Preliminaries

We represent undirected graphs by G = (V, E), where V is the set of vertices and E is
the set of edges. Unless otherwise specified, we only work with graphs that have no loops,
i.e., an edge from a vertex to itself. An edge between vertices u and v is represented as
{u, v}. For a set S ⊆ V , we use δ(S) to denote the cut between S and its complement, i.e.,
δ(S) = {{u, v} ∈ E | u ∈ S, v ∈
/ S}. When S is a singleton, i.e., {v} for some v ∈ V , we use
the shorthand δ(v) = δ({v}). A perfect matching is a subset of edges M ⊆ E such that for
all v ∈ V we have |M ∩ δ(v)| = 1.
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I Definition 13. We call an edge e = {u, v} isolated if deg(u) = deg(v) = 1.
By this definition a graph is a perfect matching if it has no isolated vertices and all of its
edges are isolated.
For a set S ⊆ E of edges we use 1S ∈ RE to denote the indicator of S. We use the
shorthand 1e to denote the e-th element of the standard basis for RE , where e ∈ E. We
denote the standard inner product between vectors w, x ∈ RE by hw, xi.
Given a convex polytope P ⊆ RE , and a weight vector w ∈ RE , we use P [w] to denote
the set of points minimizing the weight function x 7→ hw, xi:
P [w] = {x ∈ P | ∀y ∈ P : hw, xi ≤ hw, yi}.
Note that P [w] is a face of P ; all faces of P can be obtained as P [w] for appropriately
chosen w.

3.1

The perfect matching polytope

Given a graph G = (V, E), we call a subset of edges M ⊆ E a perfect matching if it
contains exactly one edge in every degree cut, i.e., |M ∩ δ(v)| = 1 for all v. We call a graph
matching-covered if any of its edges can be extended to a perfect matching.
I Definition 14. A graph G = (V, E) is matching-covered if for every edge e ∈ E, there
exists a perfect matching M such that e ∈ M .
The perfect matching polytope for G = (V, E) is the convex hull of all perfect matchings
of G in RE . Thus,
PMG = conv{1M | M ⊆ E is a perfect matching of G}.
Clearly the perfect matchings of G are in one-to-one correspondence with the vertices of this
polytope.
When G is clear from context, we simply use PM to refer to this polytope. PM is
alternatively described by the following set of linear equalities and inequalities [6]:

PM =





x ∈ RE

h1δ(v) , xi = 1
h1δ(S) , xi ≥ 1
h1e , xi ≥ 0


∀v ∈ V,

∀S ⊆ V, with |S| odd, .

∀e ∈ E.

(1)

Any face F of PM can be either described by a weight vector w, i.e., F = PM[w], or it
can be alternatively described by the set of inequalities turned into equalities in Equation (1).
These correspond to odd sets S and edges e. When face F is clear from context, we call odd
sets whose inequalities have been turned into equalities, tight odd sets. We call an edge e
allowed if xe > 0 for some x ∈ F , i.e., if the inequality corresponding to e in Equation (1)
has not been turned into equality. We use E[w] or E[F ] to denote the set of allowed edges in
the face F = PM[w]. Putting it all together, to describe a face F it is enough to describe
the set of allowed edges as well as tight odd sets.

3.2

Finding a description of a face

A key step in our oracle-based algorithm is: given small weights w, compute a description
of the face F = PM[w]. As stated before, using oracle O, E[w] can be computed in NC.
However, as far as tight odd sets go, there are typically exponentially many choices of a
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family of such sets that suffice. At this point, it will be useful to recall the “philosophy” of
[27] given in Section 1.1, namely when designing an NC algorithm, faced with a plethora
of solutions, one should attempt to narrow down the choices to one. Clearly unlike [27],
randomization is not a resource we can use for this purpose. The solution to this puzzle is
indeed one of the keys that enables our result and is described below. It involves imposing
more and more structure on the family of tight odd sets we seek until it becomes unique! It
turns out that the latter can be computed in NC with the help of O.
Two tight odd sets S1 , S2 ⊆ V are said to cross if they are not disjoint and neither is a
subset of the other. A family of these sets L ⊆ 2V is said to be laminar if no pair of sets in
it cross. It is well-known that each face F of the perfect matching polytope can be described
by the set of allowed edges and a laminar family of tight odd sets L:


h1δ(S) , xi = 1 ∀S ∈ L,
F = x ∈ PM
.
h1e , xi = 0
∀e ∈
/ E[F ].
In fact, L can be taken to be any maximal laminar family of tight odd sets for the given
face F (see, e.g., [32, Lemma 2.2]). Note that we will always include all singletons {v} in the
laminar family L since the equalities h1δ(v) , xi = 1 are automatically satisfied over all of PM.
However, there are still potentially many choices for the laminar family L describing face F ,
so we impose more conditions on L.
I Definition 15. Suppose we are given a face F = PM[w]. A laminar optimal dual solution
is a laminar family L of tight odd sets, including all singletons, together with a function
π : L → R such that for S ∈ L, π(S) > 0 whenever |S| > 1 and for all edges e
X
we ≥
π(S),
S∈L:e∈δ(S)

with equality for allowed edges.
This definition gives dual solutions for the linear program min{hw, xi | x ∈ PM} that
satisfy complimentary slackness and are in laminar form. By complimentary slackness, for
P
any such solution, S∈L π(S) is equal to the weight of a MWPM. Laminar optimal dual
solutions exist but are still not unique.
[4] showed that extra conditions can be imposed on laminar optimal dual solution to
make it unique. They studied the notion of balanaced critical dual solutions and they showed
how this unique L can be found by computing primal solutions to the MWPM problem. [31]
used this procedure to design an alternative NC algorithm for planar graph perfect matching.
We describe this procedure below. For more details see the work of [4]. Note that we will
not use these rather complex and elaborate extra conditions in any other context, so we will
not state them explicitly.
The following was shown by [4, Lemma 28].
I Lemma 16 ([4]). If E[w] is connected, then a balanced critical dual is unique and Algorithm 1 finds its support, the laminar family L.
It was observed by [31] that all steps of Algorithm 1 can be performed in NC except for
finding allowed edges E[w] and the computation of µ(v)’s. We note that using oracle O,
both these steps can be also be performed in NC.
I Remark 17. When E[w] is not connected, Algorithm 1 still works but should be run in
parallel for each connected component of E[w].
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Algorithm 1 Finding a balanced critical dual.

L ← {{v} | v ∈ V }.
for v ∈ V in parallel do
µ(v) ← min{hw, 1M i | M ⊆
E[w] is a perfect matching on V \ {u, v} for some vertex u}.
end
Let we0 ← we + µ(u) + µ(v) for each e ∈ E[w].
for t ∈ {we0 | e ∈ E[w]} in parallel do
Find the connected components of the graph (V, {e ∈ E[w] | we0 ≤ t}).
Add each nontrivial connected component to L.
end
return L.

3.3

Contraction of tight odd sets, matching minors, and triads

[6] observed that if a collection of tight odd sets are disjoint, one can shrink each one to a
single node and obtain a smaller graph whose perfect matchings can be extended to perfect
matchings in the original graph. For the sake of completeness we state and prove this
fact here.
I Proposition 18. Suppose that F = PM[w] is a face of the matching polytope for G = (V, E)
and S1 , . . . , Sk are disjoint tight odd sets w.r.t. F . Let H be obtained from G by removing
disallowed edges and contracting each Si to a single node. Then any perfect matching in H
can be extended to a perfect matching in G.
Proof. Suppose that M is a perfect matching in H. We can think of edges in M as edges
in E as well; in fact M ⊆ E[w], because we remove disallowed edges to obtain H. Because
M is a perfect matching in H, for each Si , there is a unique ei ∈ M ∩ δG (Si ). Now since
ei is an allowed edge, there must be some perfect matching Mi of G such that ei ∈ Mi and
1Mi ∈ F . Since Si is a tight odd set, Mi cannot have any other edge in δ(Si ), except for ei .
So if we look at {{u, v} ∈ Mi | u, v ∈ Si }, we must have a matching covering all vertices of
Si except for the endpoint of ei . Combining all of these matchings for i = 1, . . . , k together
with M will give us a perfect matching in G as desired.
J
Note that the graph H obtained above is a minor of the graph G. But it is not an
arbitrary minor. It has the additional property that every perfect matching of it can be
extended back to a perfect matching of the original graph. For convenience we name these
minors, matching minors.
I Definition 19. A matching minor H of a graph G, is a graph that can be obtained by a
sequence of the following operations: Pick a face of the matching polytope and a collection
of disjoint tight odd sets. Remove disallowed edges, and contract each tight odd set into a
single node.
The following statement follows directly from Proposition 18.
I Lemma 20. If H is a matching minor of the graph G, then every perfect matching in H
can be extended to a perfect matching in G.
In our algorithms, we use the simple observation that a path of length 2 on vertices of
degree 2 yields a tight odd set for the entire matching polytope. We call these paths triads.
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I Definition 21. A triad in graph G = (V, E) is a set of three vertices {a, b, c} such that
deg(a) = deg(b) = deg(c) = 2, and {a, b}, {b, c} ∈ E.
I Lemma 22. A triad {a, b, c} is a tight odd set for the matching polytope and all of its
faces.
Proof. The only two neighbors of b are a, c. So in every perfect matching, b must be matched
to one of them. The other vertex must have an edge to an outside vertex, and in fact that is
the only possible edge in δ({a, b, c}).
J
I Remark 23. Note that the proof of Lemma 22 does not use the assumptions deg(a) =
deg(c) = 2 and only uses deg(b) = 2. We will use these extra assumptions elsewhere, to
prove that in certain situations, we can find many triads in our graph.

3.4

Even walks and weight vectors

Even walks were defined in Definition 12. For an even walk C, define the signature of C to
be the vector:
sign(C) =

2k
X

(−1)i 1ei .

i=1

The notions of circulation and mismatch can be stated in terms of signature:
circw (C) = |hw, sign(C)i|
mismatch(C, S) = |h1δ(S) , sign(C)i|
Now, there cannot be two distinct points x, y ∈ PM[w] whose difference x − y is a multiple
of sign(C), since otherwise we would have hw, xi 6= hw, yi. Another way of stating this is
that if x ∈ PM[w], then x +  sign(C) ∈
/ PM[w] for any  6= 0. So, some inequality or equality
describing PM[w] must be violated for this point. If we pick x to be in the relative interior
of the face PM[w] we will have some slack for non-tight inequalities describing PM[w]. So
the violated constraint for x +  sign(C) must be a constraint that is tight for the entire face
PM[w]. This implies that:
I Lemma 24. Let C be an even walk with circw (C) > 0. Then either there is an edge e ∈ C
that is disallowed, i.e., e ∈
/ E[w], or for any laminar dual (L, π) describing PM[w], there is
some set S such that mismatch(C, S) > 0.
For a more detailed proof of this, see [1, 32]. Note that if mismatch(C, S) > 0, then C
must have an edge with both endpoints inside S.
I Lemma 25. If C is an even walk and S is a tight odd set such that mismatch(C, S) > 0,
then there is an edge e = {u, v} ∈ C such that u, v ∈ S.
Proof. If this is not true, then every time C enters S it must immediately exit. So if we
compute mismatch(C, S) by looking at edges that cross S, we always get a +1 followed by a
−1, and a −1 followed by a +1. So the entire sum would be 0 which is a contradiction. J
We also borrow from [8] the following important result, which is also stated in [32] and
as Proposition 7 in this paper.
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I Lemma 26 ([8]). There exists a polynomial sized family of polynomially bounded weight
vectors W, such that for any set of edge disjoint even walks C1 , . . . , Ck , there is some w ∈ W
which ensures
∀i : circw (C) > 0.
Proof. This lemma is actually proved in [8, 32] for any collection of nonzero vectors, not
just sign(Ci )’s, as long as there is both a polynomial bound on the number of vectors and
the absolute value of their coordinates. Edge-disjointness of even walks automatically puts a
bound of |E| on their number, and the coordinates of our even walks are always bounded in
absolute value by 2.
J

3.5

Maximal independent sets

Given a graph G = (V, E), we call a subset S ⊆ V independent if no edge e ∈ E has
both endpoints in S. We call an independent set maximal if no strict superset T ) S is
independent. We will crucially use the fact that maximal independent sets can be found
in NC.
I Theorem 27 ([22]). There is a deterministic NC algorithm that on input graph G = (V, E)
returns a maximal independent set S ⊆ V .
We usually want a large, rather than a maximal, independent set. We will use the fact that
in bounded degree graphs, any maximal independent set is automatically large.
I Proposition 28. If G = (V, E) is a graph with deg(v) ≤ ∆ for all v ∈ V , then any maximal
independent set S ⊆ V satisfies
|S| ≥

4

|V |
.
∆+1

The Decision Oracle

We will assume that our algorithm is equipped with an oracle O which answers the following
type of queries: Given a graph G = (V, E) and small weights w ∈ ZE , what is the weight of
a MWPM in G? We denote the answer by
O(G, w) = min{hw, xi | x ∈ PMG }.
We now list several deterministic NC primitives based on O. Versions of these two
lemmas appear implicitly, stated for planar graphs, in [31], but we prove them for the sake
of completeness.
I Lemma 29. Given access to O, for polynomially bounded w ∈ ZE , one can find E[w] in
NC.
Proof. An edge e = {u, v} can be in a MWPM if and only if O(G, w) = we + O(G − {u} −
{v}, w), where G − {u} − {v} is obtained from G by removing vertices u, v. This can be
checked in parallel for all edges e.
J
I Lemma 30. Given access to O, for polynomially bounded w ∈ ZE , one can run Algorithm 1
in NC.
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Proof. As was observed by [31], all steps of Algorithm 1 can be run in NC except for finding
E[w] and computing µ(v). Given access to O, we can find E[w] in NC by Lemma 29.
Furthermore observe that for any v ∈ V
µ(v) = min{O(G − {u} − {v}, w) | u ∈ V − {v}},
which can be computed by making all queries O(G − {u} − {v}, w) in parallel and then
taking the minimum.
J
An implementation for the oracle, in RNC with arbitrarily small inverse polynomial
probability of error for general graphs, follows from [27], since they give an RNC algorithm for
finding a MWPM for small weights. Since O is promised to be called at most polynomially
many times, the probability of error over the entire run of the algorithm can be made inverse
polynomially small.

5

Structural Facts

Our algorithm requires two structural facts, one for the case that the graph G is very sparse
and the other for the complementary case. They are encapsulated in Lemmas 32 and 34.
I Definition 31. A connected graph G = (V, E) is said to be very sparse if |E| < |V |/(1 − ),
for some constant  < 1/9.
I Lemma 32. If G = (V, E) is a matching-covered, very sparse graph, then the number of
triads in any maximal set of node-disjoint triads in G is at least c1 |E|, for some constant
c1 () > 0.
The proof of this lemma involves two steps: first, we prove that the total number of triads
is large and second, that a maximal node-disjoint set of triads must also be large. The first
step is accomplished in the following lemma.
I Lemma 33. Suppose that G = (V, E) is a graph with no vertices of degree 0 or 1. Then
the number of triads in G is at least 9|V | − 8|E|.
Proof. Consider a charging scheme, where we allocate a budget of 1 to each edge, and the
edge distributes its budget between its two endpoints. We then sum up the charge on all
vertices and use the fact that this sum is exactly |E|.
Let e = {u, v} be an edge. If neither u nor v is of degree 2, let the edge give 1/2 to u, and
1/2 to v. If both u and v are of degree 2, we allocate the budget the same way by splitting it
equally between u and v. The only remaining case is when one of u and v has degree 2 and
the other has degree at least 3; by symmetry let us assume that deg(u) = 2 and deg(v) ≥ 3.
Then we allocate 5/8 to u and 3/8 to v.
Now let us lower bound the charge that each vertex v receives. Note that the minimum
amount v receives from any of its adjacent edges is 3/8, so an obvious lower bound is
3 deg(v)/8. If deg(v) ≥ 3, this is at least 9/8. Now consider the case when deg(v) = 2. Then
v receives at least 1/2 from each of its adjacent edges. If one of the neighbors of v is not of
degree 2, then the charge that v receives will be at least 1/2 + 5/8 = 9/8. The only possible
case where v does not receive at least 9/8 is when it is of degree 2, and both of its neighbors
are also of degree 2 (the center of a triad), in which case it receives 1.
Now let k be the number of triads. Then, by the above argument the total charge on all
the vertices is at least
9
(|V | − k) + k ≤ |E|.
8
Rearranging yields k ≥ 9|V | − 8|E|.

J
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Proof of Lemma 32. We know that the number of triads is at least 9|V | − 8|E| = (1 − 9)|E|.
Now consider the conflict graph of triads, where nodes represent triads, and edges represent
having an intersection. It is easy to see that any triad can only intersect at most 4 other
triads. So the degrees in this conflict graph are bounded by 4. By Proposition 28, any
maximal node-disjoint set of triads will contain at least (1 − 9)|E|/5 many triads. So we
can take c1 () = (1 − 9)/5 which is positive for  < 1/9.
J
I Lemma 34. If G = (V, E) is a matching-covered graph on |V | > 2 vertices that is not
very sparse, then there exist c2 |E|/ log2 |V | edge-disjoint even walks in G, for some constant
c2 () > 0.
We first show that there are many edge-disjoint cycles in a non-sparse graph. If at least
half of them are even, we are done. Otherwise, we show how to pair up odd cycles and
connect them via suitable paths to get sufficiently many edge-disjoint even walks. A proof of
the next lemma can be found in [2]; however, for the sake of completeness we provide it here.
I Lemma 35. In a graph G = (V, E) there exists a collection of edge-disjoint cycles with at
least the following number of cycles:
|E| − |V |
.
2 log2 |V |
Proof. We prove this by induction on |V | + |E|. We have several cases:
i) If there are any loops in the graph, we extract that as one of our cycles, and remove the
edge from the graph. The promised quantity goes down by 1/(2 log2 |V |) which is ≤ 1/2.
So from now on we assume that G has no loops.
ii) If there are any two parallel edges e, e0 , we extract those as a cycle of length 2, and
remove both from the graph. The promised number of edge-disjoint cycles goes down by
2/(2 log2 |V |) ≤ 1. So adding the cycle we extracted fulfills the promise. From now on
we assume that G is simple.
iii) If G has any vertices of degree 0: We can simply remove it and the promised quantity
grows.
iv) If G has a vertex of degree 1: We can also remove this vertex. This operation does not
change the numerator but shrinks the denominator, which results in a larger promised
quantity.
v) If G has a vertex v of degree 2: Let e, e0 be the two adjacent edges to v. Remove v, e, e0
from the graph, and place a new edge e00 between the two former neighbors of v. By
doing this, both |V | and |E| go down by 1. So now the promised number of edge-disjoint
cycles becomes larger. By induction we find them, and now we replace the edge e00 if it
is used at all in a cycle, by the path of length two consisting of e, e0 . Since e00 appears in
at most one cycle, this operation preserves edge-disjointness.
vi) Finally if G is a simple graph with no vertices of degree ≤ 2, it must have a cycle of
length at most 2 log2 |V |. If we prove this, we are done by induction, because we can
remove the edges of this cycle and the promised quantity goes down by at most 1. Now
to prove the existence of this cycle, assume the contrary, that the length of the minimum
cycle of the graph is at least 2 log2 |V | + 1. Pick a vertex v and look at all simple paths
of length at most log2 |V | going out of v. The number of paths of length i is at least
twice the number of paths of length i − 1. This is because every path of length i − 1
ending at a vertex u can be extended in at least deg(u) − 1 ≥ 2 ways, and none of these
extensions will intersect themselves, otherwise we would get a cycle of length log2 |V | + 1.
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So in the end, the total number of such paths will be > 2log2 |V | = |V |, which means that
two of the paths must share an endpoint. But now from the union of these two paths,
we can extract a cycle of length at most log2 |V | + log2 |V | = 2 log2 |V |.
J
If at least half of the cycles guaranteed by Lemma 35 are odd, we need to pair them up
and connect them with paths. We use a spanning tree to do this.
I Proposition 36 ([1, Lemma 20]). Consider a tree T with an even number of tokens placed
on its vertices, with possibly multiple tokens on each vertex. There is a pairing, i.e., a
partitioning of tokens into partitions of size two, such that the unique tree paths connecting
each pair are all edge-disjoint.
I Lemma 37. Suppose that there are 2` edge-disjoint cycles of odd length in a matchingcovered connected graph G = (V, E). Then G contains at least Ω(`2 /|E|) edge-disjoint even
walks.
Proof. We will pair up the odd cycles by paths connecting each pair. This will create ` even
walks, but they might not be edge-disjoint. We will then show how to extract Ω(`2 /|E|)
edge-disjoint even walks out of them.
Consider a spanning tree T of G. For each of the 2` odd cycles, pick an arbitrary vertex,
and put a token on that vertex. Now we have an even number of tokens on the vertices. We
can pair up these tokens, so that the unique tree paths (of possibly length 0) connecting each
pair are edge-disjoint, see Proposition 36.
Now for each pair of odd cycles C1 , C2 whose tokens got paired up, we create an even walk.
Let P be the tree path connecting tokens from C1 and C2 . If P has no common edges with
C1 , C2 we can simply create our even walk, but this is not guaranteed to happen. So instead,
traverse P from C1 ’s token to C2 ’s token and look at the last exit from C1 ; afterwards look
for the first time any vertex of C2 is visited. This portion of P is a subpath connecting C1
and C2 having no common edged with either. We use C1 , C2 and this subpath of P to create
our even walk.
So far we have created ` even walks, but they might not be edge-disjoint. The odd cycles
are edge-disjoint, as are the paths connecting them, but one of the paths might share an edge
with an unrelated odd cycle. This also means that no edge e can be shared between more
than two even walks; e can be used once as part of an odd cycle, and once as part of a path.
Now consider the number of edges in each even walk. If we sum this over all even walks,
we get at most 2|E|, since each edge can appear in at most two even walks. So the average
number of edges in an even walk is ≤ 2|E|/`. By Markov’s inequality at least half of the
even walks, `/2 of them, will have at most twice this average number of edges, 4|E|/`. Now
create a conflict graph where nodes represent these `/2 even walks, and an edge is placed
when the two even walks share an edge. The degree of each node is at most 4|E|/`. So if
pick a maximal independent set in this conflict graph, it will consist of at least Ω(`2 /|E|)
many even walks.
J
We are finally ready to prove Lemma 34.
Proof of Lemma 34. First note that if our graph is not an isolated edge and is matchingcovered it must contain at least one even cycle. This is so because there must be at least two
perfect matchings in the graph, and in their symmetric difference, we can find one such cycle.
Because we are guaranteed to have at least 1 cycle, we can simply show that asymptotically
we can extract Ω(|E|/ log2 |V |) edge-disjoint even walks. Then the asymptotic statement
translates to the more concrete bound of c2 |E|/ log2 |V |.
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If (1 − )|E| ≥ |V |, by Lemma 35, we have at least |E|/2 log2 |V | = Ω(|E|/ log|V |) cycles.
If at least half of them are of even length, we are done. Otherwise we get Ω(|E|/ log|V |) odd
cycles. Perhaps by throwing away one of them, we can assume the number of odd cycles we
have is even. Then we can apply Lemma 37 to obtain Ω(|E|/ log2 |V |) edge-disjoint walks.
This completes the proof.
J

6

The Oracle-Based Algorithm

In this section we describe our oracle-based algorithm for finding a perfect matching. In
Section 6.1, we will extend this to finding a minimum weight perfect matching for small
weights.
On input G = (V, E), our algorithm proceeds by finding smaller and smaller matching
minors H of G, until H has a unique perfect matching, or in other words is a perfect matching.
Then we pick the edges in H as a partial matching in G and extend this partial matching to
a perfect matching independently and in parallel for the preimage of each node in H. That is
for each node s in H, we take the set S ⊆ V that got shrunk to s, remove the single endpoint
of the partial matching from S, and recursively find a perfect matching in S. In the end we
return the results of all these recursive calls along with the edges of H as the final answer.
We crucially make sure that the pre-image of nodes in H never contain more than a
constant fraction of V . This makes sure that our recursive calls end in O(log|V |) steps.
In all of our algorithms, when we construct matching minors, we implicitly maintain
the mapping from the resulting edges to the original edges, and the mapping from original
vertices to the minor’s vertices. These are trivial to maintain in NC, but for clarity we avoid
explicitly mentioning them. We also keep node weights for matching minors, where the
weight of a node is simply the number of original vertices that got shrunk to it.
Algorithm 2 Divide-and-conquer algorithm for finding a perfect matching.

PerfectMatching(G = (V, E))
if V = ∅ then
return ∅.
else
Call PartialMatching(G), and let H be the matching minor returned.
Let M ⊆ E be the edges of H.
for each node s of H in parallel do
Let S ⊆ V be the nodes of G that are shrunk to s.
Let v be the unique endpoint of the unique edge of M in δ(S).
Let Gs be the induced graph on S − {v}.
M ← M ∪ PerfectMatching(Gs ).
end
return M .
end
The pseudocode for the main algorithm PerfectMatching can be seen in Algorithm 2.
On input G, the algorithm calls PartialMatching to find a matching minor H of G which
itself is a perfect matching. Then the edges of H, which form a partial matching in G, are
extended to a perfect matching independently and in parallel in the preimage of each node
from H. Since H is a matching minor, this extension can always be performed by Lemma 20.
The pseudocode for PartialMatching can be seen in Algorithm 3. This algorithm keeps
a node-weighted matching minor of the input graph G. It tries several ways of obtaining a
smaller matching minor, where size of a matching minor is measured in terms of the number
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Algorithm 3 Find a matching minor of the input graph that is itself a perfect matching.

PartialMatching(G = (V, E))
Assign node weight 1 to each node v ∈ V .
while G is not a perfect matching do
if any node v of G has at least 1/6 of the total node weight then
Remove disallowed edges e ∈
/ E[0] from G.
Contract the complement of {v} to a single node. If there are parallel edges,
remove all except for an arbitrary one.
return G.
end
Find a maximal set of node-disjoint triads in G.
Let H be obtained from G by removing disallowed edges and contracting each
triad into a single node.
U ← {H}.
for w ∈ W in parallel do
Call Reduce(G, w) and let the result be H.
U ← U ∪ {H}.
end
Find the graph H ∈ U with the minimum number of non-isolated edges.
G ← H.
end
return G.

Algorithm 4 Remove disallowed edges and contract certain tight odd sets.

Reduce(G = (V, E), w) ;
// The graph G has node weights.
Remove disallowed edges e ∈
/ E[w] from G.
Find all connected components of G.
for each connected component C of G in parallel do
Run Algorithm 1 on C to find a laminar family of tight odd sets L.
for S ∈ L in parallel do
if node weight of S is more than half of the node weight of C then
Replace S in L with C − S.
end
end
Find the inclusion-wise maximal sets in L and shrink each one to a single node.
end
return G.
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of non-isolated edges, see Definition 13. One way of obtaining a smaller matching minor
is by picking a maximal node-disjoint set of triads and shrinking them simultaneously. By
Lemma 22, this produces a matching minor. Also note that the maximal set of node-disjoint
triads can be found in NC by enumerating all triads and using Theorem 27.
Another way of obtaining smaller matching minors is by trying weights from the set of
weight vectors W and calling Reduce to remove disallowed edges e ∈
/ E[w] and shrinking
top-level sets of a laminar family of tight odd sets w.r.t. w.
Finally. the pseudocode for Reduce can be seen in Algorithm 4. This algorithm is simply
fed a graph G = (V, E) and a weight vector w. It removes disallowed edges e ∈
/ E[w] and
shrinks the maximal sets of a laminar family of tight odd set. The laminar family is found
using Algorithm 1, but is modified to make sure that no shrunk set becomes too large; to be
more precise no shrunk vertex in the end will have node weight more than half of the total
node weight.

6.1

Finding a minimum weight perfect matching

We extend our algorithm so it returns not just any perfect matching, but rather a minimum
weight perfect matching, for small weights.
Given an input graph G = (V, E) and a weight vector w, we can remove disallowed edges
e∈
/ E[w], and find a laminar family of tight odd sets L w.r.t. w, by calling Algorithm 1
on each connected component of G. By complementary slackness, any perfect matching
that has only one edge in δ(S) for each S ∈ L will automatically be of minimum weight,
see Definition 15. We can simply contract the top level sets in L, use Algorithm 2 to find
a perfect matching in the shrunk graph, and recursively extend this to a minimum weight
perfect matching in each shrunk piece. Following an almost identical argument as in the
proof of Proposition 18, the perfect matching in the shrunk graph can be extended to a
minimum weight perfect matching.
The only problem with this method is that the recursion depth is not guaranteed to be
polylogarithmic. However we can fix that by making sure that tight odd sets S ∈ L do
not have more than half of the vertices in the graph; if they do, we replace them by their
complements and we will see in Lemma 40 why this operation preserves laminarity.

6.2

Minor-closed families of graphs

Throughout our algorithm we only call the decision oracle on graphs obtained from the
original through a sequence of edge and vertex removals and contractions. In this section
we will prove that the decision oracle is only called on minors of the original graph, that is
those graphs obtained by vertex and edge removals and contractions of connected subgraphs.
I Lemma 38. Algorithms 2 to 4 call the decision oracle on minors of their input graph only.
This lemma is all we need to prove Theorem 4. Note that there are several minor-closed
families of graphs where the decision problem can be solved in NC by using a counting oracle.
In particular we can count perfect matchings in graphs embedded on surfaces of genus at
most O(log n), and therefore solve the decision problem, all in NC. This improves upon the
√
genus bound of O( log n) given by [1].
I Corollary 39. For graphs embedded on a surface of genus at most O(log n) and weighted
with polynomially bounded edge weights, there is an NC algorithm to find a minimum weight
perfect matching.
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Another consequence of Theorem 4 is an alternative algorithm for K3,3 -free graphs, which
was resolved earlier by [7].
Now we prove Lemma 38.
Proof of Lemma 38. First we prove this for Algorithm 4. In this algorithm, we only remove
edges from the input graph, and shrink tight odd sets in connected components. We just
have to show that what we shrink is already connected. Consider a tight odd set S in a
connected component C. If it is not internally connected, then one of its internal connected
components must have odd size; let that be S 0 . Since S ⊆ C and C is a connected component,
there is an edge e ∈ δ(S − S 0 ). Since S 0 is not internally connected to S − S 0 , it must be
that e ∈ δ(S) too. Now since the graph is matching-covered with minimum weight perfect
matchings, there must be some minimum weight perfect matching M 3 e. But because S 0 is
odd, there must also be an edge f ∈ M ∩ δ(S 0 ). But note that e 6= f , and both e, f ∈ δ(S).
This is a contradiction, since S cannot have more than one edge in a perfect matching. This
shows that S must be connected and Algorithm 4 only produces minors of its input graph.
Next we prove the statement for Algorithm 3. This algorithm either calls Algorithm 4, or
finds triads and contracts them. The former produces minors of the input graph, and the
latter also produces minors of the input graph since triads are connected.
Note that the graph returned by Algorithm 3 may not be a proper minor of the input
graph; that could happen if the node weight of some v goes above 1/6 the total node weight.
In this scenario, the complement of v might not be connected and yet we contract it. However
the algorithm immediately returns and the decision oracle is not called on this returned
graph. So this does not contradict the statement of the lemma.
Finally we prove the statement for Algorithm 2. The only graphs produced and passed
onto Algorithm 3 are obtained from the input graph by vertex removals and edge removals.
So they are all minors of the input graph. The output of Algorithm 3 might not be a proper
minor, but this output is only used to decide which edges and vertices to remove from the
original graph to get to induced graphs on S − {v}.
J

7

Analysis of the algorithm

First we will prove that our oracle-based algorithm returns a correct answer. Next, we will
bound the running time and prove that our algorithm runs in NC, modulo the calls to O;
this constitutes the most challenging part of the analysis.

7.1

Correctness

We will need the following lemma.
I Lemma 40. Suppose that L is a laminar family of sets in a node-weighted graph G = (V, E),
and we replace every S ∈ L whose node weight is larger than half of the total node weight by
the complement, i.e., V − S. Then the resulting family of sets L0 is also laminar.
Proof. Let S, S 0 be two sets in L. They are either disjoint or one is contained in the other.
If S ∩ S 0 = ∅: They cannot both have node weight more than 1/2. So at most one of
them gets replaced by its complement. Then it is easy to see that the resulting sets do not
cross.
If S ⊆ S 0 : There are three possibilities. If none of them gets replaced by their complements,
or both of them get replaced by their complements, they remain nested and therefore do not
cross. If one of them gets replaced by its complement, it has to be the larger set S 0 . In that
case the resulting sets become disjoint, and still do not cross.
J
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Using Lemma 40 and Lemma 20, we deduce that Reduce always returns a matching
minor of its input graph. By definition, PartialMatching also returns a matching minor of
its graph when it finishes (for the analysis of running time see Section 7.2).
This proves the correctness of the algorithm, since we always find a matching minor that
has a unique perfect matching (itself), and by Lemma 20, we can extend it to a perfect
matching, independently in the preimage of each node.

7.2

Running time

First we analyze PerfectMatching (Algorithm 2) assuming the calls to PartialMatching
(Algorithm 3) are in NC.
I Lemma 41. Assuming the calls to PartialMatching are in NC, PerfectMatching is
in NC.
Proof. We simply need to bound the number of levels in the recursion. We will prove that
when PartialMatching returns a matching minor H, the node weight of every node is at
most 5/6 the total node weight. This proves that in each recursive call to PerfectMatching,
the number of vertices gets reduced by a factor of 5/6.
Note that the first time in Algorithm 3 that a node’s weight goes above 1/6 the total
weight, the algorithm stops and returns a two-node minor. So we just need to prove that
the weight of the node that just went above 1/6 is not more than 5/6. The current minor
was obtained from the previous minor by either Reduce, or by shrinking triads. But Reduce
never creates nodes with weight more than half the total weight. The weight of each node in
a triad is also at most 1/6 the total weight, so after shrinking the triad, the new weight can
be at most 1/6 + 1/6 + 1/6 = 1/2 the total weight. This finishes the proof.
J
Finally, we need to prove that PartialMatching finishes in a polylogarithmic number
of steps. Using the structural facts, Lemma 42 and Lemmas 32 and 34, we establish the
following lemma.
I Lemma 42. In each iteration of Algorithm 3, the number of non-isolated edges gets reduced
by a factor of 1 − Ω(1/ log2 |V |).
Proof. First assume G is a connected graph. Then we can directly apply Lemmas 32 and 34
for some fixed  < 1/9 to show that we either find c1 |E| triads or there exist c2 |E|/ log2 |V |
edge-disjoint even walks. In the former case, after contracting the triads, the number of edges
gets reduced by a factor of 1 − c1 . In the latter case, let C1 , C2 , . . . , Ck be the edge-disjoint
even walks, and let w ∈ W be the weight vector such that hw, sign(Ci )i =
6 0. Note that w is
guaranteed to exist by Lemma 26. In the call to Reduce(G, w), every Ci loses at least edge
by Lemmas 24 and 25, either because one of its edges becomes disallowed or it gets shrunk
as a result of shrinking top-level tight odd sets. Therefore, one of the candidate graphs in U
in Algorithm 3 will have a factor of 1 − c3 / log2 |V | fewer edges, for some constant c3 > 0.
Next assume G is not connected. If so, we apply the above-stated argument to each
connected component that is not an isolated edge. We can further assume the same weight
vector w works for all connected components. Now if H1 is the graph obtained from shrinking
triads, and H2 is the result of Reduce(G, w), then we know that the average number of edges
in H1 and H2 for each connected component is at most 1 − c3 /2 log2 |V | times the number of
edges in the connected component. So one of H1 , H2 must have at most (1 − c3 /2 log2 |V |)
times as many non-isolated edges as G.
J
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Note that Lemma 42 gives a polylogarithmic upper bound on the number of iterations
in Algorithm 3, since if we track the number of non-isolated edges, after every Θ(log2 |V |)
steps we get a constant factor reduction, and therefore it takes at most O(log|E| · log2 |V |)
iterations for it to reach 0.

8

Discussion

This paper has identified what appears to be the “core” of the difficult open problem of
obtaining an NC matching algorithm, namely the decision problem. We must immediately
mention that both decision problems stated in Section 1.2 have been the subject of numerous
attacks over the past decades and hence resolution is not likely to be an easy matter. At the
same time, we hope that since the “target” has been more precisely identified, the resolution
of the open problem will gain added impetus.
An obvious open question is to build on the quasi-NC algorithm of [11] and related results
of [12] to obtain the appropriate oracle-based NC algorithms and pseudo-deterministic RNC
algorithms for linear matroid intersection and for finding a vertex of a polytope with faces
given by totally unimodular constraints. An interesting problem defined by Papadimitriou
and Yannakakis [29] , called Exact Matching, is the following: Given a graph G with a subset
of the edges marked red and an integer k, find a perfect matching with exactly k red edges.
This problem is known to be in RNC [27], even though it is not yet known to be in P. Is
there a pseudo-deterministic RNC algorithm for it?
The phenomenon identified in Section 1.3 clearly deserves to be studied in depth. To
the best of our knowledge, there are only two algorithmic results for bipartite matching
that have not been extended to general graphs. The first is obtaining a fully polynomial
randomized approximation scheme for counting the number of perfect matchings [14]; this
is also among the outstanding open problems of theoretical computer science today. The
second is obtaining an O(m10/7 ) algorithm for maximum matching [23], which beats the
earlier algorithms for sparse graphs.
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Abstract
We study methods for improving fairness to subgroups in settings with overlapping populations
and sequential predictions. Classical notions of fairness focus on the balance of some property
across different populations. However, in many applications the goal of the different groups is
not to be predicted equally but rather to be predicted well. We demonstrate that the task of
satisfying this guarantee for multiple overlapping groups is not straightforward and show that for
the simple objective of unweighted average of false negative and false positive rate, satisfying this for
overlapping populations can be statistically impossible even when we are provided predictors that
perform well separately on each subgroup. On the positive side, we show that when individuals are
equally important to the different groups they belong to, this goal is achievable; to do so, we draw a
connection to the sleeping experts literature in online learning. Motivated by the one-sided feedback
in natural settings of interest, we extend our results to such a feedback model. We also provide a
game-theoretic interpretation of our results, examining the incentives of participants to join the
system and to provide the system full information about predictors they may possess. We end with
several interesting open problems concerning the strength of guarantees that can be achieved in a
computationally efficient manner.
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Introduction

Concerns about ethical use of data in algorithmic decision-making have spawned an important conversation regarding machine learning techniques that are fair towards the affected
populations. We focus here on binary decision-making: e.g., deciding whether to approve a
loan, admit a student to an honors class, display a particular job advertisement, or prescribe a
particular drug. While multiple fairness notions have been suggested to inform these decisions,
most assume access to labeled data and that this data is drawn from i.i.d. distributions. In
practice, data patterns are often dynamically evolving and the feedback received is biased by
the decisions of the algorithms – such as only learning whether a student should have been
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admitted to an honors class if the student is actually admitted – which induces additional
misrepresentation of the actual data patterns. Despite the rich literature, approaching
fairness considerations without these strong assumptions is rather underexplored.
Most fairness notions impose a requirement of balance across groups. For example,
demographic parity [9] aims to ensure that the percentage of positive predictions is the
same across different populations, and equality of opportunity [22] aims to ensure that the
percentage of false negative predictions is the same across them. These notions are useful
in identifying inequities between subpopulations, especially in settings such as criminal
recividism [30] where there is a conflict between the incentives of the participants and the
goal of accurate prediction. However, these notions may not be appropriate when the goal of
each group is to be predicted as accurately as possible, and explicitly performing worse on one
group in order to produce balance would be morally objectionable or absurd. For example,
in a health application, a balance notion may lead to penalizing the majority population by
willfully providing it worse treatment to make amends for the fact that a minority population
is not classified correctly due to insufficient data. This would be clearly inappropriate.
More generally, there are many natural scenarios where the goal of each group is just to
be predicted as accurately as possible. A student wishes to be admitted in an honors class
only if they are qualified to succeed in it; otherwise their academic record may be jeopardized.
A person requesting a microloan can be often significantly harmed by receiving it unless
they return it (see [33] for an interesting discussion). A drug prescription is only beneficial if
it helps enhance the health of the patient; otherwise it may cause adverse effects. In these
settings what groups care about is not being treated equally but rather being treated well.
In this work, we consider a fairness notion for sequential non-i.i.d. settings where the
subpopulations and the designer both strive for accurate predictions. We say that a prediction
rule f is unfair to a subgroup g with respect to a family of rules F if there is some other
rule fg ∈ F that performs significantly better than f on g, in which case we say that fg
witnesses this unfairness. More generally, given a collection of rules, some of which may come
from the designer, some from third-party entities, and some from the groups themselves, our
goal is to achieve performance on each group comparable to that of the best of these rules
for that group, even when groups overlap. Moreover, we aim to achieve this goal with as
strong bounds as possible in a challenging “apple-tasting” feedback model where we only
receive feedback on positive predictions (e.g., when a loan is given or a student is admitted).
Interestingly, while our main results are positive, we show such guarantees are not possible if
we replace the performance measure of accuracy (or error) with any fixed weighted average
of false-positive and false-negative rates. Our positive results can also be thought of as a
form of individual rationality with respect to the groups: no group has any incentive (up
to low order terms) to pull out and, say, form its own lending agency just for members
of that group. From this perspective, we also consider notions of incentive compatibility
(could groups have any incentive to hide prediction rules from the system) and present a
computationally-inefficient algorithm along with an open problem related to achieving this
guarantee in a computationally-efficient manner.

1.1

Our contribution

We consider a decision-maker with some global decision function fo that she would like to use
(say to decide who gets a loan), and a collection of groups G, where each group g ∈ G proposes
some function fg that it would like to be used instead on members of g.1 The guarantee

1

Both decision-maker and groups may have more functions; the guarantees are with respond to the best
of them.
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we aim to give is that our overall performance will be nearly as good (or better) than fo on
the entire population with respect to the objective function of the decision-maker, and for
each group g our performance is nearly as good (or better) than the performance of fg with
respect to group g’s objective. We would like to do this even when groups are overlapping
and even when feedback on whether or not a decision was correct is only received when the
decision made was “yes” (e.g., when the loan was given or the student was admitted).
Surprisingly, we show that when groups are overlapping and when the group objectives
are to minimize the unweighted average of false-positive rate (FPR) and false-negative rate
(FNR), there exist settings where every global prediction rule f must be unfair to one of
the groups. In particular, we present a simple example with two overlapping groups having
predictors f1 and f2 respectively, where performing nearly as well as f1 on group 1 and
nearly as well as f2 on group 2 is fundamentally impossible when performance is measured
as (FPR+FNR)/2 (or as max(FPR,FNR) or as any fixed non-degenerate weighting) even
when the input does not arrive in an online manner. This shows that just having the fairness
notions be the same across groups and aligned with the goals of the designer (who in this case
does not have any additional goal other than to eliminate unfairness) is not by itself sufficient
to be able to achieve our fairness criteria under objectives based on fixed combinations of
FPR and FNR.
I Informal theorem 1 (Theorem 10). If subgroups are overlapping and their objectives are
to minimize the unweighted average of false positive and false negative rates, there exist
instances where no global function can simultaneously perform nearly as well on each group
as the best function for that group. This holds even in the batch setting.
Instead we aim for low absolute error on each subgroup2 and show a connection of this
notion to an adversarial online learning setting, that of sleeping experts [6, 17]. In sleeping
experts, each predictor (also referred to as an expert) can decide at each round to either
make a prediction (fire) or abstain (sleep). Sleeping experts algorithms guarantee that, for
any expert, the performance of the algorithm when the expert fires is nearly as good as the
performance of this expert. Providing the functions fo for the decision-maker and fg for each
group into existing sleeping-experts algorithms (viewing fg as abstaining on any individual
outside of group g) yields the following.
I Informal theorem 2 (Theorem 1). For the objective of minimizing absolute error, we can
perform nearly as well as fg for all groups g while performing nearly as well as fo overall.
One particular complication that arises in many fairness-related settings, however, is that
feedback received is one-sided: we only learn about the outcome if the loan is given, the
student is admitted in the class, the advertisement is displayed, or the drug is prescribed;
we do not learn about what would have happened when the action is not taken. In online
learning, this is known as the apple tasting model [24]. We therefore initiate the study of
sleeping experts in this apple tasting feedback model, aiming to achieve as strong regret
guarantees as possible on a per-group basis. Combining apple tasting with sleeping experts
poses interesting challenges as the exploration needs to be carefully coordinated among
different subpopulations. In Section 3.2, we provide three different black-box reductions with
different advantages in their performance guarantee.

2

This is equivalent to FPR on a group weighted by the fraction of negative examples in that group plus
FNR on a group is weighted by the fraction of positive examples in that group.

ITCS 2020

55:4

Advancing Subgroup Fairness via Sleeping Experts

I Informal theorem 3 (Theorems 3, 4, and 5). Even if we only receive one-sided feedback,
we can still perform nearly as well as fg for all groups g while performing nearly as well as
fo overall.
Each of our guarantees is somewhat suboptimal. Theorem 3 is based on a construction
that does not use sleeping experts, but has an exponential dependence on the number of
groups which makes it computationally inefficient when there are many groups. Theorem 4
is a natural adaptation of sleeping experts to this setting but has an error bound with a
(sublinear) dependence on the size of the total population instead of only depending on size
of the subgroup, which makes the result less meaningful for small groups as this term may
dominate their regret bound. Last, Theorem 5 has a more involved use of sleeping experts
and does not suffer from the two previous issues, but has a suboptimal dependence on the
size of the subgroup. Combining the advantages of these approaches without the resulting
shortcomings is an intriguing open question.
The final contribution of our work (Section 4) is to provide a game-theoretic investigation
of our setting in terms of incentives of the participating groups. In mechanism design, two
important properties that a mechanism should satisfy are Individual Rationality (IR) and
Incentive Compatibility (IC). The former asks that no player should prefer to opt out and
seek service outside of the system instead. The latter refers to the mechanism creating
no incentives for players to misreport their private information. Inspired by the kidney
exchange literature [37, 3, 2], we consider each group as a player in our system. The IR
property is satisfied when group g can get no benefit (asymptotically) from being predicted
by their individual predictor fg , say via their own loan agency. This is exactly what our
above guarantees provide and therefore they can be interpreted as asymptotically IR. This
observation brings up the question of whether incentive compatibility is also satisfied by
sleeping experts algorithms. In this context, IC means that if a group g has a set of predictors
{fg } then they get no benefit (asymptotically) from hiding some of those predictors from
the decision-maker. Unfortunately, we show that current sleeping experts algorithms are not
(even approximately) incentive compatible. On the other hand, we provide an algorithm
that achieves both IR and IC guarantees, as well as operating in the apple tasting setting, at
the expense of being computationally inefficient (enumerating over all exponentially-many
group intersections). This leads to an interesting open question of finding a computationally
efficient algorithm that satisfies both IR and IC properties.
I Informal theorem 4 (Theorem 8). Classical sleeping experts algorithms such as AdaNormalHedge do not satisfy the IC property.
I Informal theorem 5 (Theorem 9). Separate multiplicative weights algorithms for each
intersection of groups satisfy the IC property at the expense of being computationally
inefficient.
I Open question 1 (Section 4.3). Does there exist a computationally efficient algorithm
satisfying both IR and IC properties?

1.2

Related work

There is a growing literature aiming to identify natural fairness notions and understand the
limitations they impose; see [14, 22, 31, 12, 27, 1] for a non-exhaustive list. With respect
to fairness among different demographic groups, notions such as disparate impact [9, 15] or
equalized odds [22] aim to achieve some balance in performance across different populations.
These make sense when there is an intrinsic conflict between the desires of the different groups
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and those of the designer and can help identify undesirable inequities in the system that
require remedies (that are often non-algorithmic and need policy changes). Unfortunately,
aiming to satisfy these notions can also have undesired implications such as intentionally
misclassifying some groups to make amends for the inability to classify other groups well
enough. This has given rise to an important debate around alternative notions that do not
suffer of these issues (see for example [13]). Our work aims to advance this direction.
When populations are overlapping, there are several recent works in the batch setting
that tackle considerations similar to the ones we address. Kearns et al. [26] provide a
simple example illustrating the issue that one can be non-discriminatory with respect to, say,
gender and race in isolation but heavily discriminate against, say, black female participants;
they also discuss how to audit whether a classifier exhibits such unfairness with respect
to groups. In a similar motivation, Hebert-Johnson et al. [23] et al. suggest a fairness
notion they term mutli-calibration that relates to accurate prediction of all populations that
are computationally identifiable. Both these works show that their settings are equivalent
to agnostic learning, which has strong computational hardness results but tends to have
good heuristic guarantees.3 Subgroup fairness is also discussed by Kim et al. [28, 29] for
the related notion of multi-accuracy, with the aim of post-processing data to achieve this
notion while maintaining overall accuracy [28] as well as metric subgroup fairness notions [29].
Our approach similarly considers overlapping demographic groups, but focuses on the more
complex setting of online decision-making under limited feedback and addresses inherent
conflicts between the incentives of different subgroups. In fact, even for the batch setting,
our impossibility result of Section 5 with respect to the criterion of unweighted average of
false positive and false negative rates is of a purely statistical flavor (has nothing to do with
computational issues or arrivals being online). It therefore provides insights on complications
that exist even when all the incentives seem well aligned. On the other hand, our connection
to sleeping experts does not appear to directly have implications to multicalibration and
multiaccuracy for similar reasons as the issues encountered regarding Incentive Compatibility;
these notions tend to require a similar no negative regret property in order to be satisfied in
an online context (similar to our results in Sections 4.1-4.2).
Fairness issues in online decision-making have also recently been considered. Joseph et al.
[25] focus on a bandit learning approach and impose what they call meritocratic fairness
against individuals with some stochastic but unknown quality. Celis et al. [10] discuss how to
alleviate bias in settings like online advertising where bandit learning can lead to overexposure
or underexpsure to particular actions. Blum et al. [7] focus on adversarial online learning and
examine for different fairness notions whether non-discriminatory predictors can be combined
efficiently in an online fashion while preserving non-discrimination. A recent line of work
also focuses on online settings where decisions made today affect what is allowed tomorrow
as they need to be connected via some metric-based notion of individual fairness [34, 19, 21].
Related to our work, Raghavan et al. [36] study externalities that arise in the exploration of
classical stochastic bandit algorithms when applied across different subpopulations. Finally,
Bechavod et al. [5] study a similar notion of one-sided feedback in online learning with
fairness in mind. Unlike us, the latter work does not apply to overlapping populations but
instead they take a contextual bandit approach, focus on stochastic and not adversarial losses,
and aim for balance notions of fairness (where, as we discussed, there is conflict between
incentives of designer and the groups).

3

Their connection implies that for exact auditing, a linear dependence on the number of subpopulations
is required but can be overcome if additional structure exists. Our work also has a linear dependence on
the number of subgroups as it explicitly lists the subgroups. Understanding if this can be improved in
our setting when the subgroups and predictors have additional structure is an interesting open direction.
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Our work applies adversarial online learning which was initiated by the seminal works of
Littlestone and Warmuth [32], and Freund and Schapire [16]. The classical experts guarantee
we use in our first reduction can come from any of these or later developed algorithms.
The apple tasting setting we consider to model the one-sided feedback was introduced by
Helmbold et al. [24]; a related concept is that of label-efficient prediction that instead has
an upper bound on the number of times the learner can explore [11]. Sleeping experts have
been introduced by Blum [6] and Freund et al. [17]. Subsequently they were extended
to a more general case of confidence-rated experts, and the results were better optimized
[8, 18, 35]. The sleeping expert full feedback guarantee we use in our reductions is the one
of AdaNormalHedge [35]. To the best of our knowledge, our work is the first to consider
sleeping experts in the context of either apple tasting or label efficient prediction. We do
so to enable our algorithms to deal with overlapping populations while only using realistic
feedback (incorporating the one-sided nature of feedback).

2

Basic model

Online learning with group context
We consider an online learning setting with multiple overlapping demographic groups. The
set of groups G can correspond to divisions based on gender, age, ethnicity, or other
attributes. People (also referred to as examples) arrive sequentially, and the example
at round t = 1, 2, . . . , T can be simultaneously a member of multiple groups (e.g., female
and hispanic); the subset Gt ⊆ G denotes all groups that person t belongs to.
At each round t, the system designer (or learning algorithm or learner) denoted by A aims
to classify incoming examples by predicting a label ŷt ∈ Ŷ. For example, in binary classication
with deterministic predictors, the prediction space consists of positive and negative labels, i.e.
Ŷ ∈ {+, −} (e.g. whether the corresponding person should be admitted to an honors class).
To assist her goal, the designer has access to a set Ft of rules that suggest particular labels
according to the features of the example; these are typically referred to as experts although
they are not necessarily associated to any particular external knowledge. At every example,
each expert f ∈ Ft makes a prediction ŷt,f ∈ Ŷ and the learner selects which expert’s advice
to follow in a (possibly randomized) manner; we use pt,f to denote the probability with
which the learner follows the advice of expert f . Subsequently, the true label yt ∈ Y is
realized and each expert f is associated with a loss `t,f ∈ [0, 1]. For example, if both the
prediction and true label spaces are deterministic, i.e. Ŷ = Y = {+, −}, then a reasonable
loss is whether the prediction was correct: `t,f = 1{ŷt,f 6= yt }. In order to not impose any
i.i.d. assumption, we allow the losses to be adversarially selected. The learner then suffers
P
expected loss `ˆt (A) = f ∈Ft pt,f `t,f and observes some feedback (discussed below).

Feedback observed
In the first portion of this paper, we assume the learner receives full feedback, i.e. at the end
of the round she observes the losses of all experts (this typically can be achieved by observing
the label). In Section 3.2, we turn our attention to the apple tasting setting in which we
only receive feedback about the losses when we select the positive outcome. To ease notation
and streamline presentation, we present here the performance and fairness notions for full
feedback and defer the apple tasting definitions to Section 3.2.
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Overall regret guarantee
One natural goal for the designer in this setting is that it performs as well as the best among
a class of experts F that are available every round, i.e. ∀t : F ⊆ Ft . Intuitively, when
there exists a rule that consistently classifies examples more accurately, the learner should
eventually realize this fact and trust it more often (or at least perform as well via combining
other rules). This is formalized by the following notion of regret.
Reg =

T X
X

pt,f `t,f − min
?

t=1 f ∈Ft

f ∈F

T
X

`t,f ? .

(1)

t=1

In the classical expert setting, Ft = F for all rounds t. Algorithms such as the celebrated
multiplicative
weights [16] incur regret that, on average, vanishes over time at a rate of
p
log(|F|)/T . Hence, despite the input not being i.i.d., the penalty we pay for not knowing
in advance which expert is the best is very small and goes to 0 at a fast rate. We allow
changes in the sets Ft to incorporate adaptive addition of rules as well as group-specific rules.

Subgroup regret guarantees
In order to not treat any group worse than what is inevitable, we are especially interested
in group-based performance guarantees. In particular, for each group g ∈ G, we want the
performance on its members to be nearly as good as the best expert in a class F(g). This
class can consist of all rules in F, in which case this means we care not only about competing
with the best rule in the class overall but also having the same guarantee for each group.
It also allows each group to have rules specialized to it; for example, a third-party entity
may observe a disparity in the performance of the group compared to what is achievable and
recommend the use of a particular rule. To ease presentation we assume that the set F(g)
is fixed in advance but most of our results extend to the case where new rules are added
adaptively as potential unfairness is observed (see Remark 2). This notion of group-based
regret is formalized below:
X X
X
Reg(g) =
pt,f `t,f − ?min
`t,f ? .
(2)
t:g∈Gt f ∈Ft

f ∈F (g)

t:g∈Gt

In Section 3, we show that, via connecting to the literature of sleeping experts, we can have
the average group-based regret vanish across time for all groups while still retaining the
overall regret guarantee described above. In Section 5, we show that this is not in general
possible for objectives based on fixed averages of false-positive and false-negative rates.

3

Sleeping experts and one-sided feedback

In this section, we focus on subgroup regret guarantees and conceptually connect the quest
for these guarantees to the literature of sleeping experts and the incentives of the groups.

3.1

Subgroup regret guarantees via sleeping experts

Sleeping experts
Sleeping expert algorithms were originally developed to seamlessly combine task-specific
rules so that their coexistence does not create negative externalities to other tasks. More
formally, there is a set of experts H and, at each round t, any expert h ∈ H may decide
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to either become active (fire) or abstain (sleep); the set of experts that fire at round t is
denoted by Ht . At any round, the algorithm can only select among active experts, i.e. puts
non-zero probability pt,h only on experts h ∈ Ht . The goal is that, for all experts h? ∈ H,
the performance of the algorithm in the rounds where the experts fire is at least as good as
the one of h? . More formally the sleeping regret is:
SleepReg(h? ) =

X

X

t:h? ∈Ht h∈H

pt,h `t,h −

X

`t,h? .

(3)

t:h? ∈Ht

The goal is to ensure that the average sleeping regret for any sleeping expert h ∈ H is vanishing
with the number of times the expert fires, T (h) = |t : h ∈ H(t)|, Multiple algorithms [6, 17,
8, 18, 35] achieve this goal. Probably the most effective among
by
p them is AdaNormalHedge

Luo and Schapire [35] with an average sleeping regret of O
log(|H|)/T (h) . We elaborate
on this algorithm in Section 4.1 in order to discuss its game-theoretic properties.

Subgroup regret formulated via sleeping experts
Looking closely at the definition of the desired subgroup regret from Eq. (2) and the one of
sleeping regret from Eq. (3), there are clear similarities, which motivates formulating our
problem as a sleeping experts problem and applying algorithms such as AdaNormalHedge.
This leads to the following theorem.
p

I Theorem 1. Let A be an algorithm with sleeping regret bounded by O
T (h) · log(|H|)
for any expert h ∈ H where H is any class. Let G be a set of overlapping
p groups and

P
N = |F|+ g∈G |F(g)|. Then A can provide subgroup regret guarantee of O
T (g) · log(N )
p
for any g ∈ G while ensuring overall regret guarantee of O( T log(N )).
Proof. The idea to bound subgroup regret as a sleeping experts problem is to have each expert
f ∈ F(g) fire only for members of group g, guaranteeing that they experience performance
at least as good as its own. One small issue is that we may want to use the same rule f ∈ Ft
for multiple subgroups; to deal with that, we create different copies of this expert, each
associated to one group.
More formally, we create a set of global sleeping experts H with one sleeping expert
h ∈ H for every expert f ∈ F. These sleeping experts fire every round and ensure the
overall regret guarantee. Subsequently we create disjoint sets H(g) for each group g ∈ G
where again we create a sleeping expert h ∈ H(g) for any expert f ∈ F(g). These sleeping
experts fire only when the example is a member of group g and hence ensure the subgroup
S
regret guarantee. The eventual sleeping expert set is g∈G H(g) ∪ H. The cardinality of
P
this set is N = |F| + g∈G |F(g)|. This formulation enables to automatically apply sleeping
p
experts algorithms achieving subgrouppregret of T (g) · log(N ) for any group g ∈ G while
also guaranteeing an overall regret of T · log(N ).
J
I Remark 2. In the above formulation, we assumed that all the experts exist in the beginning
of the time-horizon. However, the sleeping experts algorithms allow for experts to be
added dynamically over time (treating them as not firing in the initial rounds). Hence we
can adaptively add new sleeping experts if a group or some third-party entity suggests it,
guaranteeing that we do at least as well in the remainder of the game on the members of the
group without affecting with the subgroup regret guarantees of other overlapping groups.
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Subgroup regret with one-sided feedback

We now move our attention to the more realistic setting where we receive the label of the
example (and therefore learn the losses of the experts) only if we select the positive outcome
(e.g. admit the student to the honors class and observe her performance). This is captured
by the so-called apple tasting setting which dates back to the work of Helmbold et al. [24].

Pay-for-feedback
Our algorithms opearate in a more challenging model where, at the beginning of each round,
the learner needs to select whether to ask for the label. If she asks for it, she receives it at a
cost of 1 instead of the loss of this outcome. Any guarantee for this setting is automatically
an upper bound for the apple tasting setting. We can transform any such algorithm to an
apple tasting one by selecting the positive outcomes at the rounds that we ask the label
and ignoring any extra feedback. The loss of the positive outcome is upper bounded by 1;
since we assume the losses to be bounded in [0, 1], the loss in the pay-per feedback model is
therefore only larger.
There are a few reasons why we want to work on this more stringent setting instead of
the classical apple tasting setting. First, this feedback model makes it easy to create an
estimator that is unbiased (since it does not condition on the prediction for the example and
therefore our estimates do not suffer from selection bias). Second, in some applications, this
model actually is more appropriate; for example, one may need to poll the participant to
learn about their experience (which may be independent of whether they were classified as
positive). Finally, this serves as an upper bound on the apple tasting setting; as we will see,
arguing about lower bounds in this setting is significantly easier. Using the feedback in a
more fine-grained way is an interesting open direction.
We now offer three guarantees for sleeping experts in the pay-per feedback setting, which
are all achieved via black-box reductions to full-feedback algorithms (either sleeping experts
or classical experts). Although the reductions become more involved as we proceed in the
paper, no guarantee strictly dominates each other. Our algorithms select random points
of exploration (when they ask for the labels to receive feedback). We denote by E the set
of rounds that the algorithm ended up exploring (this is a random variable). For ease of
presentation, we assume that we know the size of each demographic group and of all the
intersections among groups; if these are not known, we can apply the so called doubling trick
(similarly to the way described in Section 4.2).

First reduction: Independent classical experts algorithms per intersection
The first reduction we provide comes from treating all disjoint intersections between subgroups
separately and running separate apple-tasting versions of classical (non-sleeping) experts
algorithms on each intersection. Although this provides optimal dependence on the size
of each subpopulation, the guarantee has an exponential dependence on the number of
different groups.
For each disjoint intersection I between groups, let T (I) be the size of this intersection
and denote by g ∈ I the case when intersection I includes g. Our algorithm splits the
examples that lie in this intersection in (T (I))2/3 phases, each of which consists of (T (I))1/3
examples. At every phase, we select one random point of exploration. Whenever an example
comes that belongs in I, our algorithm follows the advice of a classical experts algorithm
(e.g. multiplicative weights) that is associated to I. This experts algorithm is updated at the
end of the phase by the sample of the exploration round. This construction is in the spirit of
Awerbuch and Mansour [4].

ITCS 2020

55:10

Advancing Subgroup Fairness via Sleeping Experts

p
I Theorem 3. Let A be an algorithm with regret bounded by O T · log(|H|) when compared
to an expert class H, run on T examples and split the examples in disjoint intersections,
where each intersection corresponds to a distinct profile of subgroup memberships. For each
intersection I, randomly selecting an exploration point every (T (I))1/3 examples and running
separate versions of A for each I provides subgroup regret on group g ∈ G of


1/3
p
2/3
|G|
O 2
· (T (g)) · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the g-population and N = |F| +

P

g∈G |F(g)|.

Proof sketch. The guarantee follows from three observations formalized in Appendix A.
1. Among the exploration points, we run a classical experts algorithm so, on these examples,
we have a regret guarantee that is square-root of the number of these examples.
2. For each phase, the exploration point is randomly selected and therefore the regret that
we incur in the exploration point is an unbiased estimator of the average regret we incur
in the whole phase (since the distribution of the algorithm in the phase is the same). As
a result, the total regret in a phase is in expectation (T (I))1/3 times the regret at the
exploration point.
3. A particular group can have examples in at most 2|G| intersections (as this is all the
possible membership relationships with respect to the demographic groups).
J

Second reduction: Sleeping experts with fixed exploration phases
Aiming to avoid the exponential dependence on the number of groups, we now apply a
sleeping experts algorithm such as AdaNormalHedge as our base algorithm. The algorithm
described in this part removes this exponential dependence but introduces a dependence
on the time horizon and therefore the regret guarantee can be suboptimal for minority
populations whose size is significantly smaller than the total population. On the other hand,
when all populations are well represented (and are of the same order as the time-horizon)
then the guarantee has the optimal dependence on the size of the population without suffering
in the number of groups.
The algorithm splits the examples in T 2/3 phases and selects one random point in each of
the phases. Each phase consists in total of T 1/3 examples but its examples can be distributed
differently across it. At the end of the phase, we update a sleeping experts algorithm (e.g.
AdaNormalHedge) based on the observations at the exploration point.
p

I Theorem 4. Let A be an algorithm with sleeping regret bounded by O
T (h) · log(|H|)
for any expert h in class H. Randomly selecting an exploration point every T 1/3 examples
(irrespective of what groups they come from) and running A on these points provides subgroup
regret on group g ∈ G of


p
O T 1/6 · (T (g))1/2 · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the group-g population and N = |F| +

P

g∈G |F(g)|.

Proof sketch. The guarantee follows from two observations formalized in Appendix B.
1. Given that we run a sleeping experts algorithm across the exploration points, if we just
focused on those examples, we simultaneously satisfy regret on them that is square-root
of their size.
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2. Within any phase the exploration point is selected uniformly at random. As a result, it
is an unbiased estimator of the average regret we incur in the whole phase. Note that
this is now the average across all rounds and not only rounds where we have members of
the particular group which results in the dependence on the time-horizon T .
J

Third reduction: Sleeping experts with adaptive exploration phases
Our final reduction aims to remove the dependence on the time horizon while also avoiding
an exponential dependence on the number of groups. Towards this end, we make the size
of the phases adaptive based on the sizes of the populations. Our guarantee has both the
aforementioned desired properties. On the negative side, the exponent on the group size is
suboptimal (see discussion in the end of the section).
We again use a sleeping experts algorithm A across phases but phases are now designed
adaptively. At the beginning of each phase r, we initialize a counter per group to capture the
number of examples we have seen from it in phase r. When an example arrives, we increase
the corresponding counters for all groups related to the example (possibly the example
belongs in multiple groups; then we increase all the corresponding counters simultaneously).
The phase ends when one of the groups g ∈ G has received (T (g))1/4 examples in this phase.
At the beginning of a phase r, we draw for each group g ∈ G a uniform random number
X(g, r) ∈ {1, 2, . . . , T (g)}. This determines the exploration round for group g at phase r; let
t(r, g) be the random variable determining the time that the X(g, r)-th example (after time
τr ) from group g will arrive. If the phase ends before this example arrives, i.e. t(r, g) > τr
then we associate this phase with 0 estimated losses for group g: `˜f (r, g) = 0 for all f ∈ F(g).
Otherwise, the estimated loss corresponding to the phase is the loss at the exploration point,
i.e. `˜f (r, g) = `t(r,g),f . Since the phase ends once any group counter reaches the upper bound
on examples for its phase, this means that we may not reach the exploration point for some
other groups (this is the reason why we may have t(r, g) > τr+1 ). Before proceeding to the
˜ g) to A.
next phase, we feed the estimated losses `(r,
I Theorem 5. Applying the above algorithm provides subgroup regret on group g ∈ G of


p
O |G| · (T (g))3/4 · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the g-population and N = |F| +

P

g∈G |F(g)|.

Proof sketch. There are three components to prove this guarantee, formalized in Appendix C.
1. The number for relevant phases of each group (phases where they have at least one
example) is at most T (g). This provides an upper bound on the number of phases that
we need to consider with respect to group g.
2. Using a similar analysis as before, we can create a guarantee about the regret we are
incurring in the exploration points and multiply it by the (T (g))1/4 which is the size
of the phase. This would have created a completely unbiased estimator if there was no
overlap with other groups.
3. A final complication is that exploration may occur due to other groups so we need to
understand how much we lose there. For that, we observe that smaller groups are explored
with higher probability (the interaction with larger groups does not therefore significantly
increase their probability of inspection). On the other hand, larger groups do not often
collide with significantly smaller groups due to the latters’ size.
J

ITCS 2020

55:12

Advancing Subgroup Fairness via Sleeping Experts

On the optimality of the bounds
In the pay-for-feedback model, even if we do not work in a sleeping experts setting, the best
that one can hope for is a guarantee of T 2/3 . If we explore T a examples, we obtain a regret of
T a/2 on them. If the estimator is unbiased, we need to then multiply this with T 1−a , which
gives a regret of T 1−a/2 . Since we pay for feedback, we also lose T a . The maximum of the
two is minimized when a = 2. As a result, even if the groups were disjoint, we cannot hope
for a better subgroup regret than (T (g))2/3 . Note that our results do not quite achieve this
bound: having either a multiplicative term exponential in the number of groups (Theorem 3)
or having a portion of the regret bound be in terms of the total time T rather than T (g)
(Theorem 4). Achieving a bound of (T (g))2/3 without enumerating over all possible disjoint
intersections across groups is therefore an interesting open direction.

4

A game-theoretic interpretation

In this section, we provide a game-theoretic interpretation of the above subgroup regret
guarantee, connecting it to the notions of Individually Rationality (IR) and Incentive
Compatibility (IC).

Individual Rationality
In game theory, a mechanism is considered Individually Rational when the participants prefer
to stay and be served in the system rather than to leave and use their best outside option.
Consider each subgroup as a player in a game and the cost experienced by this player as the
total loss in all its members; e.g., imagine each group has a representative who looks out
for their best interests. This representative has access to the rules in F(g) (private type)
and can opt to defect from the global learning system and create its own predictor with only
rules in F(g).
We say that a learning algorithm induces an IR mechanism if no group has significant
incentive to opt out. (We cannot require zero incentive since the system needs some time
to learn.)
The subgroup regret guarantee can be thought as an asymptotic version of the individual
rationality property. The guarantee ensures that the average benefit from being served
outside of the system vanishes as the group size grows as formalized below.
I Definition 6. A learning algorithm induces an asympotically individual rational (IR)
mechanism if no group gains (asymptotically) by getting served outside of the system.
X X
X
∀g ∈ G :
pt,f `t,f − ?min
`t,f ? = o(T (g)).
t:g∈Gt f ∈Ft

f ∈F (g)

t:g∈Gt

Incentive Compatibility
A second desired game-theoretic notion is that of Incentive Compatibility which states that
the player has no incentive to misreport her true type. In our context, we define the type of
a group to be the set F(g) of experts that it knows about, and IC means that group g could
not achieve enhanced performance for the group by hiding a subset of F(g) and removing it
P
from the global learning process. Recall that `ˆt (A) = f ∈F (t) ptf `tf denote the expected loss
of the algorithm A at round t.
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We say that a learning algorithm induces an IC mechanism if removing a subset of
group-based experts does not improve the performance of the group. More formally, let
A(∅) denote the algorithm running with all the experts and nothing removed and A({g, H})
denote the algorithm running with the subset H ∈ F(g) removed from the group-based
experts and also from the overall set F. Then:
I Definition 7. A learning algorithm A induces an asympotically incentive compatible (IC)
mechanism if no group gains (asymptotically) by hiding a subset of its experts.
X
X
∀g ∈ G, ∀H ∈ F(g) :
`ˆt (A(∅)) −
`ˆt (A({g, H})) = o(T (g)).
t:g∈G(t)

t:g∈G(t)

As before, we cannot hope to achieve the IC property exactly as extra experts will
definitely delay the learning process, but we would like to satisfy an approximate version of
this property where the average benefit from removing some experts vanishes as the group
size grows. This is a desirable property as, when satisfied, it suggests that the groups should
not overly think about potential adverse effects of suggesting particular predictors but instead
provide all their proposed rules.

4.1

Roadblocks in applying sleeping experts for Incentive Compatibility

In this section, we show a strong negative result about classical sleeping experts algorithms
with respect to the IC property. To make this formal, we present the result for the AdaNormalHedge algorithm of Luo and Schapire [35] but a similar intuition carries over to other
sleeping experts algorithms (see Section 4.3).

AdaNormalHedge
AdaNormalHedge [35] is an algorithm with strong adaptive regret guarantees. Its sleeping
experts version starts with a set of experts with cardinality N and a prior distribution q
that is typically initialized uniformly: qi = 1/N for all i ∈ [N ]. Every expert keeps two
quantities Rt,i capturing the total regret it has experienced so far in the rounds that it fired
and Ct,i capturing the desired regret guarantee. These parameters determine the weight of
2
its expert which is expresssed using a potential function Φ(R, C) = exp( max(0,R)
) giving
3C
rise to a weight function:
w(R, C) =

1
(Φ(R + 1, C + 1) − Φ(R − 1, C + 1).
2

More formally, both the expert quantities are initialized to 0, i.e. R0,i = C0,i = 0. At
round t = 1 . . . T , a set A(t) of experts is activated and the learner predicts with probability
proportional to the weight of its firing expert: pt,i ∝ qi · w(Rt−1,i , Ct−1,i ) · 1{i ∈ F (t)}.4 The
P
adversary then reveals the loss vector `t and the learner suffers loss `ˆt = i∈[N ] pt,i `t,i . This


gives rise to an instantaneous regret for each firing expert: rt,i = `ˆt − `t,i · 1{i ∈ A(t)}
which is used to update the expert parameters: Rt,i = Rt−1,i + rt,i and Ct,i = Ct−1,i + |rt,i |,
before proceeding to the next round.
p
The regret of this algorithm with respect to an expert i ∈ [Np] is roughly of order CT,i
which in the sleeping experts version gives a sleeping regret |t : i ∈ A(t)| log(N ). This
is
p why using such an algorithm for subgroup regret guarantees provides a guarantee of
T (g) log(N ), ignoring constants.

4

Luo and Schapire [35] predict arbitrarily if all weights are 0; we commit on selecting uniformly at
random then.
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The IC lower bound
Although the subgroup regret guarantee that sleeping experts provide makes them satisfy
an asymptotic version of the IR property, we now show that this is not the case for the IC
property; we illustrate this for AdaNormalHedge and further discuss it in Section 4.3.
I Theorem 8. AdaNormalHedge does not induce an asymptotically incentive compatible
mechanism, i.e. there exists an instance where a group can asymptotically benefit from hiding
one of its experts.
Proof. Consider a setting with two groups where the bigger group B consists of the whole
population whereas the smaller group S corresponds to half of the population. Every odd
round an example from S arrives and every even round an example from B \ S arrives. The
algorithm has access to one global expert F = {f } as well as one group-specific expert per
group: F(g) = {f (g)} for g ∈ {B, S}.
Both group-specific experts have always loss `t,f (g) = 0.2 if g ∈ G(t).
The global expert is really bad at predicting group S: `t,f = 1 if g ∈ S but makes no
mistakes on the remaining population: `t,f = 0 if g ∈ B \ S.
The high-level idea on why IC does not hold is the following. Group B prefers to use
expert f (S) on members of group S and expert f on B \ S; this is achieved if it hides expert
f (B). However, if it does not, AdaNormalHedge ends up using often expert f (B) on B \ S
which leads to a much higher loss. Intuitively, since f (B) and f make predictions on exactly
the same set of examples and f (B) has lower total loss, then f (B) gets much higher weight
than f — the algorithm therefore uses f (B) instead of f on B \ S.
More formally, suppose first that group B hides expert f (B). The sleeping regret
guarantee for expert f (S) guarantees that expert f (S) is selected in all but a vanishingly
small number of rounds. As a result, asymptotically, the loss accumulated from group S
is 0.2 · (T /2). Given that f (B) is not an option (as it is hidden), in members B \ S the
algorithm can only select expert f incurring 0 loss.
We now show that, if f (B) is not hidden, it incurs more loss in members of B \ S without
gaining on S. In this case, we show below that expert f is selected with probability pt,f ≤ 1/2
after a few initial rounds. This leads to an additional loss of at least 0.2 · (T /4) on examples of
B \ S since we select expert f (B) which has higher loss than f on these examples in at least
half of the even rounds in expectation. As a result, by not hiding expert f (B), the algorithm
selects it often which leads in an additional loss that is linear in T – this directly implies
that group B is better off by hiding this expert and enhancing the overall performance.
What is left is to show why the probability of selecting expert f is indeed pf,t ≤ 1/2 after
a few inital steps. The sleeping regret guarantee for expert f (S) implies that the cumulative
√
(across rounds) probability of selecting expert f on examples in S until round t is at most t
up to constants and log factors.
As a result, the expected loss of the algorithm until round t
√
is at most `ˆt ≤ 0.2 · t/2 + t and the total instantaneous regret of experts f and f (B) on
odd rounds (i.e., members of group S) is
X
X
√
√
rτ,f ≥ 0.8 · t/2 − t
and
rτ,f (B) ≤ t
respectively.
τ ≤t
τ is odd

τ ≤t
τ is odd

On even rounds (i.e., members of B \ S), the algorithm selects either f or f (B); therefore
its loss is at most 0.2. This means that the instantaneous regret on these rounds is:
X
X
rτ,f ≥ −0.2 · t/2
and
rτ,f (B) ≤ 0.2 · t/2
respectively.
τ ≤t
τ is even

τ ≤t
τ is even
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As a result, after a few initial rounds, the cumulative instantaneous regret of f is consistently
negative and also smaller than the one of f (B). This means that, by the construction of the
potential function, the weight of f is 0 as Φ(Rf,t+1 + 1, C + 1) = Φ(Rf,t+1 − 1, C + 1) = 1.
Since Φ is an increasing function on its first argument and the probability is proportional on
the weight, this means that f has the smallest probability across all other experts who fire
and therefore has probability of being selected at most 1/2 which is what we wanted to show.
Note that, when f (B) is hidden, the weight still becomes 0 but now f is the sole alternative
and is therefore always selected in members of B \ S.
J
The reason why this negative result arises is that, by hiding a subset of the experts, the
group can potentially lead the algorithm to use different experts in different disjoint parts of
the population. Sleeping experts algorithms penalize each expert for its overall performance
at times when it fires and does not distinguish disjoint subpopulations where it performs
much better.

4.2

Incentive Compatibility in a computationally inefficient way

Multiplicative weights for each disjoint subgroup
We now turn our attention to the use of separate algorithms for each disjoint intersection of
groups. This suffers from an exponential dependence on the number of groups but satisfies
both IR and IC. In some sense, it therefore serves as an existential proof that satisfying these
quantities in an online manner is feasible and creates an intriguing open question of whether
this can be achieved in a computationally efficient manner.
We run separate multiplicative weights algorithms for each disjoint group intersection.
More formally, for every S ∈ 2|G| , we run sub-algorithm A(S) on examples t where g ∈ S if
and only if g ∈ Gt . We denote by At this sub-algorithm. We assume that experts are not
added adaptively for this part (if a new expert appears then we reinitialize the algorithm).
The sub-algorithm A(S) has as experts all experts that fire at examples associated with S so
all members of F or F(g) for some g ∈ S. We let N (A) denote the number of those experts
for ub-algorithm A.
For sub-algorithm A, each expert i is initialized with weight wt,i (A) = 1. The algorithm
selects experts proportionally to the weights in the corresponding sub-algorithm, i.e. pt,i =
P wt,i (At )
. We then multiplicatively update weights with learning rate η only for At :
w (A )
j∈F (S)

t,j

t

`t,i ·1{A=At }
wt+1,i (A) = wt,i · (1
. Denoting by T (A) the size of the disjoint subgroup,
p− η)
we should let η = log(N (A))/T (A) for a guarantee sublinear to this size. To deal with
the fact that we do not know the size of each disjoint subgroup in advance we apply the so
called doubling trick, assuming that it is 2r (initial r = 2) and reinitializing the algorithm by
increasing r – this can happen at most log(T ) times.
This algorithm satisfies the vanishing subgroup regret property (thus also the asymptotic
IR property) as any group consists of multiple disjoint subgroups and the group has vanishing
regret within each of them; other than the regret term, it cannot hope to do better if it
is served outside of the system with its own functions. We now show that these separate
multiplicative weights algorithms also achieve the asymptotic IC property. For that, we use a
nice property of multiplicative weights establishing that multiplicative weights not only does
not do worse than the best expert, but it also does not do better. This was first formalized
by Gofer and Mansour [20] and was used in a fairness context by Blum et al. [7] to establish
that equality of average losses across different groups is preserved when combining experts
that have equally good performance across these groups.

ITCS 2020

55:16

Advancing Subgroup Fairness via Sleeping Experts

I Theorem 9. Running separate multiplicative weights algorithms for each disjoint intersection among groups induces an asymptotically IC mechanism, i.e. no group can asymptotically
benefit by hiding any of its experts.
Proof. One essential step of the proof is the property that multiplicative weights with a fixed
learning rate has performance almost equal to the one of the best expert. This is exactly
shown in the proof of Theorem 3 in [7] which establishes that for any sub-algorithm and any
fixed learning rate, the performance of the sub-algorithm is equal to the performance of the
best expert L? in these rounds plus, up to constants, η · L? + log(N (A))/η. Since we run each
sub-algorithm
with a fixed learning rate for at most 2r rounds, this is, up
p
pto constants less
r
than 2 log(N (A)). Summing across all r = 2 . . . T (A), this is at most T (A) log(N (A)).
To now establish the asymptotic IC property, note that the intervals that have fixed
learning rates are not affected by any groups’ decision to hide a subset of their predictors. As
a result, if some predictor is removed, then multiplicative weights will then have performance
(asymptotically) close to the one of the best expert without the hidden one; this performance
can only be worse (up to the regret term). This holds for any disjoint subgroup; it therefore
still holds summing across all the (possibly exponential) disjoint subgroups.
J

4.3

Open problem: Computationally efficient Incentive Compatibility

In Section 4.1, we showed that AdaNormalHedge does not induce an IC mechanism as it
used a single weight that deteriorated significantly in some disjoing subgroups and made
some experts not usable in places that were essential and where hiding some experts would
help with that. Using a single weight for each sleeping expert and updating it based on its
instantaneous regret is not unique to AdaNormalHedge but is present to other algorithms
such as the one of Blum and Mansour [8]. Since the algorithms do not distinguish between
instantaneous regret obtained by different disjoint subgroups, the same construction can
extend to those as well. On the other hand, in Section 4.2, we also showed that separate
multiplicative weights for each subgroup provide the asymptotic IC property as they have the
nice property that the performance of the algorithm is exactly as good as the one of the best
expert in this group. On the negative side, having one sub-algorithm per disjoint subgroup
is computationally costly as it means that we have exponential number of sub-algorithms.
These two results lead to the following open question: can we design a computationally
efficient algorithm (not enumerating over all disjoint subgroups) that satisfies the subgroup
regret guarantee? Besides its application to subgroup fairness, this question has independent
technical interest as it seems to require a fundamentally new approach for the sleeping experts
problem.

5

Impossibility results for fixed averages of FNR and FPR

In this section we demonstrate that if rather than minimizing the fraction of errors, each
group wishes to minimize the unweighted average of its False Negative Rate (FNR) and False
Positive Rate (FPR), or any fixed nontrivial weighted average of these two quantities, then
guarantees of the form given in earlier sections are intrinsically not possible when there is no
zero-error predictor.5

5

Minimizing just FNR (resp. just FPR) is trivial by predicting positive (resp. negative) on every example.
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False negative and false positive rates
Many fairness notions explicitly consider false negative and false positive rates. For example,
the notion of Equalized Odds [22] imposes that both these rates should be the same for all
groups of interest, and the notion of Equality of Opportunity [22] imposes equality for just
the FNR. Given the attention paid to false negative and false positive rates, it is natural
to consider the objective of minimizing their average (or minimizing their maximum, which
our negative results will also apply to). More formally, under this objective, the loss of the
P
P
algorithm corresponds to |t:yt1=+| t:yt =+ `ˆt + |t:yt1=−| t:yt =− `ˆt . If we have just one group
and aim to achieve performance compared to the one of the best expert f ? ∈ F(g) for this
P
P
objective, i.e. |t:yt1=+| t:yt =+ `t,f ? + |t:yt1=−| t:yt =− `t,f ? , this is feasible even in an online
setting by running a no-regret algorithm and weighting each example based on the number
of examples with the same label that exist. Also note that, unlike balance notions, if groups
are disjoint then simultaneously optimizing this objective for both groups does not create
some inherent conflict between groups, e.g. necessitating to have performance on some group
that is worse than necessary.
Unfortunately, we show that while minimizing the unweighted average of FNR and FPR
seems like a benign objective, it can be impossible to produce a global prediction strategy
that, on each group, performs nearly as well as the best predictor given for that group under
this objective. That is, even though all groups appear to have objectives that are “aligned”
they may not be simultaneously satisfiable. This impossibility result holds due to purely
statistical reasons even in the batch setting and has nothing to do with the online or non-i.i.d.
nature of examples. Note that if the populations are not overlapping, the batch setting for
this goal is straightforward: among the available classifiers, for each group select the one
with the best performance according to the given objective. The following theorem shows
that, with overlapping populations, this is no longer possible.
I Theorem 10. Consider overlapping groups wishing to achieve performance on their members comparable to their group-specific predictors with respect to the objective of unweighted
average of false positive and false negative rates. Even in the batch setting, there exist settings
where it is impossible to simultaneously achieve this goal for both groups.
Proof. Assume two groups G = {A, B} that have 80% of their examples disjoint from the
other group and the remainder 20% in common, as illustrated in Figure 1. All the nonoverlapping examples of group A have positive label and the non-overlapping examples of
group B have negative label. With respect to the shared portion, the examples have labels
that are uniformly distributed: conditioned on being in the intersection, the probability of
the label being positive is 0.5.
Regarding the predictors, we have two predictors F = {fA , fB }. Predictor fA correctly
predicts positive in the non-overlapping examples (A \ B), and predicts negative in the
overlapping part A ∩ B. The false positive rate of this predictor is 0 and the false negative
rate is 1/9. Analogously, predictor fB predicts negative on the examples in B \ A and
predicts positive in A ∩ B, resulting in a false positive rate on examples in B of 1/9 and a
false negative rate of 0. Therefore, for both g ∈ {A, B}, fg has a generalization error of 1/18
with respect to the unweighted average of false positive and false negative rates.
We now show that this performance cannot (even approximately) be simultaneously
achieved for both groups by combining these two predictors even in the batch setting. In
particular, since examples in A ∩ B all have uniformly random labels, we can only select
some probability p to predict a positive label for points in the intersection. Even if we
perfectly classify all the examples not in the intersection, if p > 1/2 then the false positive
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rate of A is higher than 1/2 (as it misclassifies half of the negative examples); otherwise the
false negative rate of B is no less than 1/2. This means that one of the two populations
will necessarily have unweighted average of false positive and false negative rates higher
than 1/4 and therefore will not achieve performance even approximately as good as its best
predictor.
J

Figure 1 Construction illustrating that unweighted average of false negative and false positive
rate cannot be simultaneously optimized with respect to overlapping populations (Theorem 10).

Discussion
The above result illustrates the additional complications caused by overlapping groups and
highlights a subtlety in the positive results we provided in the previous sections. In particular,
the key distinction is that for the objective of average loss (or error rate), the average
contribution of any given example is the same across all groups; a misclassification is equally
damaging for all groups an example belongs to. This is not the case in the setting considered
here of minimizing the average (or maximum or any fixed nontrivial combination) of FPR
and FNR where the harm of each misclassified example needs to be weighted differently
across groups depending on their proportion of positive and negative examples.

6

Conclusions

In this paper, we consider settings where different overlapping populations coexist and we
wish to design algorithms that do not treat any population unfairly. We consider a notion
of fairness that corresponds to predicting as well as humanly (or algorithmically) possible
on each given group, rather than based on requirements for equality. This framework can
directly incorporate a designer’s goal of good overall prediction by creating one extra group
(for the designer) that includes all the examples. Our results extend to the more realistic
one-sided feedback (apple tasting) setting and have a nice game-theoretic interpretation.
Our work makes a step towards identifying fairness notions that work well in online settings
and are compatible with the existence of multiple parties, each with their own interests in
mind. Our impossibility results with respect to the average (or maximum) of false negative
and false positive rates demonstrate that satisfying the interests of different overlapping
populations is quite subtle, further highlighting the positive results.
Regarding incentives, we show how to efficiently achieve Individual Rationality and how
to inefficiently achieve both Individual Rationality and Incentive Compatibility. Achieving IR
and IC together in a computationally efficient way (without enumerating across all disjoint
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intersections of subgroups) is a very interesting question that seems to require novel learningtheoretic ideas as we discuss in Section 4.3. On the apple tasting front, we provide three
distinct guarantees; the resulting algorithms are near-optimal but suffer from orthogonal
shortcomings as we discuss in Section 3.2. Avoiding these and achieving an optimal guarantee
for sleeping experts with apple tasting is an interesting open question.
References
1
2

3
4
5

6
7

8
9
10

11
12
13
14

15

16
17

18

Alekh Agarwal, Alina Beygelzimer, Miroslav Dudík, John Langford, and Hanna Wallach. A
reductions approach to fair classification. arXiv preprint, 2018. arXiv:1803.02453.
Itai Ashlagi, Felix Fischer, Ian A. Kash, and Ariel D. Procaccia. Mix and match: A
strategyproof mechanism for multi-hospital kidney exchange. Games and Economic Behavior, 91, May 2013. doi:10.1016/j.geb.2013.05.008.
Itai Ashlagi and Alvin E Roth. Free riding and participation in large scale, multi-hospital
kidney exchange. Theoretical Economics, 9(3):817–863, 2014.
Baruch Awerbuch and Yishay Mansour. Adapting to a reliable network path. In Proceedings
of the twenty-second annual symposium on Principles of distributed computing (PODC), 2003.
Yahav Bechavod, Katrina Ligett, Aaron Roth, Bo Waggoner, and Zhiwei Steven Wu. Equal
Opportunity in Online Classification with Partial Feedback. In 33rd Annual Conference on
Neural Information Processing Systems (NeurIPS), 2019.
Avrim Blum. Empirical support for winnow and weighted-majority algorithms: Results on a
calendar scheduling domain. Machine Learning, 26(1):5–23, 1997.
Avrim Blum, Suriya Gunasekar, Thodoris Lykouris, and Nathan Srebro. On preserving
non-discrimination when combining expert advice. In 32nd Annual Conference on Neural
Information Processing Systems (NeurIPS), 2018. URL: http://papers.nips.cc/paper/
8058-on-preserving-non-discrimination-when-combining-expert-advice.
Avrim Blum and Yishay Mansour. From external to internal regret. Journal of Machine
Learning Research (JMLR), 2007.
Toon Calders, Faisal Kamiran, and Mykola Pechenizkiy. Building Classifiers with Independency
Constraints. In IEEE International Conference on Data Mining (ICDM), 2009.
L Elisa Celis, Sayash Kapoor, Farnood Salehi, and Nisheeth K Vishnoi. An Algorithmic
Framework to Control Bias in Bandit-based Personalization. arXiv preprint, 2018. arXiv:
1802.08674.
Nicolo Cesa-Bianchi, Gábor Lugosi, and Gilles Stoltz. Minimizing regret with label efficient
prediction. IEEE Transactions on Information Theory, 51(6):2152–2162, 2005.
Alexandra Chouldechova. Fair prediction with disparate impact: A study of bias in recidivism
prediction instruments. Big data, 5(2):153–163, 2017.
Sam Corbett-Davies and Sharad Goel. The measure and mismeasure of fairness: A critical
review of fair machine learning. arXiv preprint, 2018. arXiv:1808.00023.
Cynthia Dwork, Moritz Hardt, Toniann Pitassi, Omer Reingold, and Richard Zemel. Fairness
Through Awareness. In Proceedings of the 3rd Innovations in Theoretical Computer Science
Conference (ITCS), 2012.
Michael Feldman, Sorelle A. Friedler, John Moeller, Carlos Scheidegger, and Suresh Venkatasubramanian. Certifying and Removing Disparate Impact. In Proceedings of the 21th ACM
SIGKDD International Conference on Knowledge Discovery and Data Mining (KDD), 2015.
Yoav Freund and Robert E Schapire. A Decision-Theoretic Generalization of On-Line Learning
and an Application to Boosting. J. Comput. Syst. Sci., 1997.
Yoav Freund, Robert E Schapire, Yoram Singer, and Manfred K Warmuth. Using and combining
predictors that specialize. In Proceedings of the twenty-ninth annual ACM symposium on
Theory of computing (STOC), pages 334–343. ACM, 1997.
Pierre Gaillard, Gilles Stoltz, and Tim Van Erven. A second-order bound with excess losses.
In Conference on Learning Theory (COLT), 2014.

ITCS 2020

55:20

Advancing Subgroup Fairness via Sleeping Experts

19

20
21
22
23

24
25

26

27

28

29

30

31

32
33
34

35

36

37

Stephen Gillen, Christopher Jung, Michael Kearns, and Aaron Roth. Online Learning with an
Unknown Fairness Metric. In Advances in Neural Information Processing Systems (NeurIPS),
2018.
Eyal Gofer and Yishay Mansour. Lower bounds on individual sequence regret. Machine
Learning, 103(1):1–26, 2016.
Swati Gupta and Vijay Kamble. Individual Fairness in Hindsight. In Proceedings of the 2019
ACM Conference on Economics and Computation (EC), 2019.
Moritz Hardt, Eric Price, and Nathan Srebro. Equality of opportunity in supervised learning.
In Advances in neural information processing systems (NIPS), 2016.
Ursula Hebert-Johnson, Michael Kim, Omer Reingold, and Guy Rothblum. Multicalibration: Calibration for the (Computationally-Identifiable) Masses. In Proceedings of the 35th
International Conference on Machine Learning (ICML), 2018.
David P. Helmbold, Nick Littlestone, and Philip M. Long. Apple Tasting and Nearly One-Sided
Learning. In 33rd Annual Symposium on Foundations of Computer Science (FOCS), 1992.
Matthew Joseph, Michael Kearns, Jamie H Morgenstern, and Aaron Roth. Fairness in learning:
Classic and contextual bandits. In Advances in Neural Information Processing Systems (NIPS),
2016.
Michael Kearns, Seth Neel, Aaron Roth, and Zhiwei Steven Wu. Preventing Fairness Gerrymandering: Auditing and Learning for Subgroup Fairness. In In Proceedings of the 35th
International Conference on Machine Learning (ICML), 2018.
Niki Kilbertus, Mateo Rojas Carulla, Giambattista Parascandolo, Moritz Hardt, Dominik
Janzing, and Bernhard Schölkopf. Avoiding discrimination through causal reasoning. In
Advances in Neural Information Processing Systems (NIPS), 2017.
Michael P. Kim, Amirata Ghorbani, and James Zou. Multiaccuracy: Black-Box Post-Processing
for Fairness in Classification. In Proceedings of the 2019 AAAI/ACM Conference on AI, Ethics,
and Society, AIES ’19, 2019. doi:10.1145/3306618.3314287.
Michael P. Kim, Omer Reingold, and Guy N. Rothblum. Fairness Through Computationallybounded Awareness. In Proceedings of the 32Nd International Conference on Neural Information Processing Systems (NeurIPS), 2018. URL: http://dl.acm.org/citation.cfm?id=
3327345.3327393.
Jon Kleinberg, Himabindu Lakkaraju, Jure Leskovec, Jens Ludwig, and Sendhil Mullainathan.
Human decisions and machine predictions. The quarterly journal of economics, 133(1):237–293,
2017.
Jon M. Kleinberg, Sendhil Mullainathan, and Manish Raghavan. Inherent Trade-Offs in the
Fair Determination of Risk Scores. In Innovations of Theoretical Computer Science (ITCS),
2017.
Nick Littlestone and Manfred K. Warmuth. The Weighted Majority Algorithm. Inf. Comput.,
108(2):212–261, February 1994. doi:10.1006/inco.1994.1009.
Lydia T. Liu, Sarah Dean, Esther Rolf, Max Simchowitz, and Moritz Hardt. Delayed Impact
of Fair Machine Learning. 35th International Conference on Machine Learning (ICML), 2018.
Yang Liu, Goran Radanovic, Christos Dimitrakakis, Debmalya Mandal, and David C Parkes.
Calibrated Fairness in Bandits. In Workshop on Fairness, Accountability, and Transparency
in Machine Learning (FAT-ML), 2017.
Haipeng Luo and Robert E. Schapire. Achieving All with No Parameters: AdaNormalHedge.
In Proceedings of The 28th Conference on Learning Theory (COLT), 2015. URL: http:
//jmlr.org/proceedings/papers/v40/Luo15.html.
Manish Raghavan, Aleksandrs Slivkins, Jennifer Vaughan Wortman, and Zhiwei Steven Wu.
The Externalities of Exploration and How Data Diversity Helps Exploitation. In Proceedings
of the 31st Conference On Learning Theory (COLT), 2018.
Alvin E. Roth, Tayfun Sönmez, and M. Utku Ünver. Efficient Kidney Exchange: Coincidence
of Wants in Markets with Compatibility-Based Preferences. American Economic Review,
97(3):828–851, June 2007. doi:10.1257/aer.97.3.828.

A. Blum and T. Lykouris

A

55:21

Proof of Theorem 3

Theorem 3 restated
p
Let A be an algorithm with regret bounded by O T · log(|H|) when compared to an expert
class H, run on T examples and split the examples in disjoint intersections, where each
intersection corresponds to a distinct profile of subgroup memberships. For each intersection
I, randomly selecting an exploration point every (T (I))1/3 examples and running separate
versions of A for each I provides subgroup regret on group g ∈ G of


1/3
p
2/3
|G|
O 2
· (T (g)) · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the g-population and N = |F| +

P

g∈G |F(g)|.

Proof. The guarantee follows from three observations:
1. Among the exploration points, we run a classical experts algorithm so, on these examples,
we have a regret guarantee that is square-root of the number of these examples.
2. For each phase, the exploration point is randomly selected and therefore the regret that
we incur in the exploration point is an unbiased estimator of the average regret we incur
in the whole phase (since the distribution of the algorithm in the phase is the same). As
a result, the total regret in a phase is in expectation (T (I))1/3 times the regret at the
exploration point.
3. A particular group can have examples in at 2|G| intersections (as this is all the possible
membership relationships with respect to the demographic groups).
We now formalize these three ideas, to obtain the guarantee. Let F(I) be the set of experts
that are either global or belong to some g ∈ I, and update F(g) to include both the global
experts and the group-specific experts. Initially we split the performance of our algorithm
across all the intersections I such that g ∈ I. Let f ? be the comparator with the minimum
cumulative loss on g.


X
X
X
X
X
X

Reg(g) =
pt,f `t,f −
`t,f ? =
pt,f `t,f − `t,f ? 
t:g∈G(t) f ∈F (g)

I:g∈I t:g∈G(t)∩I

t:g∈G(t)

f ∈F (g)

Focusing on a particular intersection I we connect its regret to the performance of the
exploration points. Denote by t(r, I) the exploration point for phase r in intersection I. Also
denote by τ (r) the beginning of the r-th phase. We use the fact that the exploration point
is an unbiased representation on the regret at a phase (as it is selected uniformly and the
algorithm is only updated at the end of the phase). Applying the guarantee for A on the
exploration times of all phases, we obtain:




(T (I))2/3 τr+1 −1
X
X
X
X
X


pt,f `t,f − `t,f ?  =
pt,f `t,f − `t,f ?  · 1{g ∈ G(t) ∩ I}
t:g∈G(t)∩I

f ∈F (g)

r=1

f ∈F (g)

t=τr

(T (I))2/3
1/3

= (T (I))

·

X
r=1

≤ (T (I))1/3

p


E


X

pt(r,I),f `t(r,I),f − `t(r,I),f ? 

f ∈F (g)

(T (I))2/3 log(|F|) = (T (I))2/3 ·

p

log(|F|)

where the expectations are taken over the random selections of t(r, I).
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Combining the above and applying Holder inequality, we obtain:

R(g) =

X

X


X

I:g∈I t:g∈G(t)∩I

≤

X

·

1

I:g∈I

(T (I))2/3 ·

p

log(|F)

I:g∈I

f ∈F (g)

1/3 



X

pt,f `t,f − `t,f ?  ≤



2/3
X

(T (I))

p


1/3
p
2/3
log(|F| ≤ 2|G|
· (T (g)) · (log(|F|).

I:g∈I

Finally, we need to control how much we are losing via the exploration rounds. Since we
apply pay-per-feedback we lose 1 every time we inspect (an upper bound on the apple tasting
loss). For any intersection, we have exactly (T (I))2/3 such exploration points so we are
not losing something more compared to what we previously discussed which completes the
proof.
J

B

Proof of Theorem 4

Theorem 4 restated
Let A be an algorithm with sleeping regret bounded by O

p


T (h) · log(|H|) for any expert

h ∈ H where H is any class. Randomly selecting an exploration point every T 1/3 examples
(irrespective of what groups they come from) and running A on these points provides subgroup
regret on group g ∈ G of


p
O T 1/6 · (T (g))−1/2 · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the g-population and N = |F| +

P

g∈G |F(g)|.

Proof. The guarantee follows from two observations:
1. Given that we run a sleeping experts algorithm across the exploration points, if we just
focused on those examples, we simultaneously satisfy regret on them that is square-root
of their size.
2. Within any phase the exploration point is uniformly at random selected. As a result, it
is an unbiased estimator of the average regret we incur in the whole phase. Note that
this is now the average across all rounds and not only rounds where we have members of
the particular group which results to the dependence on the time-horizon T .
We now formalize these ideas. As before, we connect the regret on a group to the one of the
exploration points. Denote by t(r) the random variable that corresponds to the exploration
point. Now the size of the phases is fixed in advance so r-th phase starts at τr = r · T 1/3 .
Similarly as before, we denote by f ? the comparator with the minimum cumulative loss on g.
Applying linearity of expectation and Jensen’s inequality, we obtain:
Reg(g) =

X

X

pt,f `t,f −

t:g∈G(t) f ∈F (g)

=

2/3
T
X τr+1
X−1

r=1

`t,f ?

t:g∈G(t)




X


t=τr

X

f ∈F (g)

pt,f `t,f − `t,f ?  · 1{g ∈ G(t)}
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E

r=1


X



pt(r),f `t(r),f − `t(r),f ?  · 1{g ∈ G(t(r))}

f ∈F (g)

v

uT 2/3
u X

≤ T 1/3 · Et
1{g ∈ G(t(r))} · log(N )
r=1

v 

u
2/3
u TX
u
≤ T 1/3 · tE
1{g ∈ G(t(r))} · log(N )
r=1

= T 1/3 ·

q

T (g) · T −1/3 · log(N ) = T 1/6 ·

p

T (g) · log(N ).

The expectation is taken over the random selections of the exploration times t(r). The
second-to-last equality holds as each member of group g has probability T −1/3 to be an
exploration point and therefore the expected number of exploration points in the group is
T (g) · T −1/3 .
Finally, for the pay-for-feedback model, we need to also consider the effect of inspected
rounds in loss (we are losing 1 every time that we inspect). The number of these rounds on
examples in g is at most T (g) · T −1/3 ≤ (T (g))2/3 so lower order than the term we already
have.
J

C

Proof of Theorem 5

Theorem 5 restated
Applying the algorithm described in the third reduction (Section3.2 provides subgroup regret
on group g ∈ G of


p
O |G| · (T (g))3/4 · log(N )
where T (g) = |t : g ∈ G(t)| is the size of the g-population and N = |F| +

P

g∈G |F(g)|.

Proof. There are three important components to prove this guarantee.
1. The number for relevant phases of each group (phases where they have at least one
example) is at most T (g). This provides an upper bound on the number of phases that
we need to consider with respect to group g.
2. Using a similar analysis as before, we can create a guarantee about the regret we are
incurring in the exploration points and multiply it by the (T (g))1/4 which is the size
of the phase. This would have created a completely unbiased estimator if there was no
overlap with other groups.
3. A final complication is that exploration may occur due to other groups so we need to
understand how much we lose there. For that, we observe that smaller groups are explored
with higher probability (the interaction with larger groups does not therefore significantly
increase their probability of inspection). On the other hand, larger groups do not often
collide with significantly smaller groups due to the latters’ size.
More formally, to analyze the subgroup regret for g ∈ G, let’s consider a fictitious setting
where all phases have equal size for group g. This can be done by padding 0s in the end of
the phase. This fictitious setting has the same loss as the original (as it only differs in that it
has some more examples with zero loss). For this fictitious setting, the exploration point is
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an unbiased estimator of the average regret. We first analyze the subgroup regret assuming
that the points of inspection in other groups do not overlap with g. Applying similar ideas
as in the previous theorem:
X X
X
pt,f `t,f −

Reg(g) =

t:g∈G(t) f ∈F (g)

`t,f ?

t:g∈G(t)

T (g) τr+1 −1

=

!

X X
r=1

X
T (g)

= (T (g))1/4 ·

X
T (g)

= (T (g))

·

X
r=1

1/4

≤ (T (g))

· 1{g ∈ G(t)}

"
E

·

p

!
X

pt(r),f `t(r,g),f − `t(r,g),f ?

#
· 1{g ∈ G(t(r, g)), t(r, g) ≤ tr+1 }

f ∈F (g)

r=1

1/4

pt,f `t,f − `t,f ?

f ∈F (g)

t=τr

"
E

!#
X

pt(r),f `˜f (r, g) − `˜f ? (r,g)

f ∈F (g)

T (g) log(N ) = (T (g))3/4

p

log(N )

The expectation is taken over the random selections of the exploration times t(r, g). The
last inequality holds as the number of non-zero entries in the previous sum is at most the
number of phases and we run A on the estimated losses.
Let’s understand now how much group g is harmed by the fact that some of its examples
may be inspected by overlapping groups. As a result, we need to count in the regret the
contribution of these examples as well. Note that each group has at most one exploration
point within a phase – this is the reason why we get the dependence on |G| in our bound.
Group g is only affected by others’ exploration if this happens on examples that are
also members of group g. We first consider the effect of smaller groups than g. For
any group g 0 with T (g 0 ) ≤ T (g) the exploration points at group g 0 are at most the size
of the group times the probability that each example is an exploration point for g 0 , i.e.
T (g 0 ) · (T (g 0 ))−1/4 = (T (g 0 ))3/4 . Since the size of g 0 is smaller than the size of g, this
contributes at most an extra term of (T (g))3/4 in the regret.
Let’s now consider groups g 0 with T (g 0 ) > T (g). Then, even if all examples of g are
also examples of g 0 , the probability that each of them is an exploration point due to g 0 is
(T (g 0 ))−1/4 . Hence the expected number of exploration points of g 0 on examples in g is at
most T (g) · (T (g 0 ))1/4 ≤ (T (g))3/4 .
J
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Abstract
Instance complexity is a measure of goodness of an algorithm in which the performance of one
algorithm is compared to others per input. This is in sharp contrast to worst-case and average-case
complexity measures, where the performance is compared either on the worst input or on an average
one, respectively.
We initiate the systematic study of instance complexity and optimality in the query model (a.k.a.
the decision tree model). In this model, instance optimality of an algorithm for computing a function
is the requirement that the complexity of an algorithm on any input is at most a constant factor
larger than the complexity of the best correct algorithm. That is we compare the decision tree to
one that receives a certificate and its complexity is measured only if the certificate is correct (but
correctness should hold on any input). We study both deterministic and randomized decision trees
and provide various characterizations and barriers for more general results.
We introduce a new measure of complexity called unlabeled-certificate complexity, appropriate for
graph properties and other functions with symmetries, where only information about the structure of
the graph is known to the competing algorithm. More precisely, the certificate is some permutation
of the input (rather than the input itself) and the correctness should be maintained even if the
certificate is wrong. First we show that such an unlabeled certificate is sometimes very helpful in the
worst-case. We then study instance optimality with respect to this measure of complexity, where
an algorithm is said to be instance optimal if for every input it performs roughly as well as the
best algorithm that is given an unlabeled certificate (but is correct on every input). We show that
instance optimality depends on the group of permutations in consideration. Our proofs rely on
techniques from hypothesis testing and analysis of random graphs.
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1

Introduction

Worst-case analysis is the hallmark of theoretical computer science. An algorithm is evaluated
based on its performance on the worst input and we want to find the algorithm whose
performance is the best according to this criterion. Nevertheless, in some cases one might
not be interested only in worst-case complexity of a function f . For instance, when the worst
case is inherently “very bad” for all algorithms (and then measuring the algorithms by its
worst case input gives meaningless comparisons), when the worst case is very rare, or when
there is some prior information about the distribution of the inputs.
In this work we consider a new measure of complexity for problems we call the instance
complexity. Here, we compare a given algorithm to one that has additional information about
the input. That is, we are interested in the best algorithm for a given problem that performs
as well as possible on every input compared to the best algorithm that knows (something
about) the input. The instance complexity (denoted IC) of a problem is the overhead of
solving the problem on every input vs. solving the problem on a given instance, provided
that algorithms the specific instance is a correct algorithm (on all inputs). Here is one way
to define this notion. Suppose that we have a collection of algorithms A that are correct on
all on inputs.
I Definition 1.1 (Instance complexity). Let f be a function, and A an algorithm that evaluates
f . Let cost(A, x) be the cost of algorithm A on input x, where cost is some non-negative value
that we want to optimize (e.g. runtime, space, etc.). We say that f is instance optimizable
and that A is instance optimal if for every input x, and for every algorithm A0 ∈ A (that
evaluates f correctly on every input) the following holds:
cost(A, x) ∈ O (cost(A0 , x)) .
In the definition above, we compare the cost of A on every input with the cost of an
algorithm that has the input hardwired. One can relax the hint given to the competing
algorithm A0 so that it only knows something about the input (e.g., an unknown permutation
of the input, a subset of the coordinates, etc). Finally, note that both algorithms A and A0
should be correct on all inputs, but the competing algorithm is evaluated in terms of cost
only when the hint it is given is correct w.r.t. the input.
The term “Instance optimality” was coined by Fagin, Lotem and Naor [19] in the context
of finding items with the top k aggregate scores in a database of sorted lists. It has appeared
in the theoretical computer science literature in several other contexts and forms. For
previous works on instance complexity in other settings see Appendix B.
We initiate the systematic study of instance complexity in the query model (a.k.a. the
decision tree model). In this model the input is given through an oracle, and the goal is to
minimize the number of queries made to the input oracle. The query complexity model helps
us understand the power of various resources (such as randomness and non-determinism) and
inherent difficulties in computing a function. Not only is it a simple and clean model, but
sometimes results in this model carry over to different models (i.e., “lifting” [43, 28]). See
Section 2 for more details about the decision tree model, formal definitions, and known results.
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We study two different notions of instance complexity. In the first notion the hint is
simply the full input. The instance complexity, IC, of an algorithm is the maximal ratio
between its complexity on a given input and the complexity of any other algorithm that
knows the specific input (but is correct on all inputs). In the second notion the hint is some
unlabeled version of the input; namely, the input is given in an (adversarially) permuted
order. This is relevant when the function we wish to compute treats the input as symmetric,
e.g., as in graph properties.2 We call this notion unlabeled instance complexity, uIC,3 and for
a given algorithm define it to be the maximal ratio between its complexity on a given input
and the complexity of any other algorithm that knows an unlabeled version of the input (but
is correct on all inputs).
Models for instance complexity. Instance optimality captures the fact that an algorithm
is not only optimal for a worst-case input or a random one, but that it is optimal for every
input (up to constant factors). In the context of decision tree complexity, we formalize this
in the following way: An algorithm is instance optimal if for every input x its complexity is
at most a constant factor larger than the complexity of any decision tree whose goal is to be
as efficient as possible on x (yet correct on all inputs). This naturally leads to comparing the
efficiency of the decision tree on an input to the complexity of a decision tree that gets that
input as a certificate. Thus, a function is instance optimizable if there is an algorithm such
that for every input (not just the worst case input) its complexity on that input is at most
a constant factor larger than the certificate complexity of the function on the same input.
To show that an algorithm is not instance optimal it is possible to argue about inputs where
the running time is not the worst case.
For example, the parity function is instance optimal, since any algorithm, on any input
must read the entire input (see Example 3.1 for detail). The OR function on the other hand
is not instance optimal. This is because for any algorithm, A, there exists an input, x, and
another algorithm A∗ , such that A does n queries on input x while A∗ does 1 query (see
Example 3.3 for detail).
We wish to emphasize that instance optimality is a fundamentally different notion than
worst case complexity. Notice that for the OR function, in the worst case the certificate
complexity is Θ(n) and any algorithm without a certificate also requires Θ(n) queries yet
the OR function is not instance optimal.
We define a similar notion for randomized algorithms. Namely, an algorithm is said to
be randomized instance optimal if for every input x its expected complexity is at most a
constant factor larger than the randomized certificate complexity of the function on x. We
will consider randomized algorithms with two-sided error.
We introduce the notion of unlabeled certificate complexity in which the certificate
is not the input, but a permutation thereof. This is relevant when the function is invariant
under a family of permutations (e.g., a graph property or a symmetric function, such as
threshold). We show that this is sometimes very helpful, even in the worst-case, in the sense
that there are functions where the unlabeled certificate complexity is much smaller than the
randomized complexity. Having this notion in hand, it is natural to define (randomized-)
unlabeled instance optimality, where the standard (randomized) decision tree algorithm is

2
3

A graph property is a set of graphs closed under graph isomorphism; see Section 2.3.
The closest notion considered in previous literature is in geometric algorithms by Afshani et al. [2], see
Appendix B.
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required to have complexity (input-by-input) at most a constant factor larger than the best
algorithm that gets a permutation (from the family) of the input as a certificate and computes
the value of the function correctly. The algorithm that gets the unlabeled certificate is
required to be correct on all inputs, but its complexity is measured only in case the certificate
is correct.

1.1

Our Results

We lay the foundation for the study of instance optimality and unlabeled certificate complexity
in the decision tree model by providing a host of results including various examples, relations,
separations, and more. Our results fall short of a (complete) characterization of which
functions are instance optimal and which are not and when unlabeled certificates help and
when they do not. However, our results demonstrate that the theory of instance optimality and
unlabeled complexity is rich, and contains non-trivial and sometimes surprising phenomena.
Thus we believe that this theory deserves further research, and hope that this work will
inspire such research.
Below, our results are stated in the order corresponding to the above models: deterministic
and randomized instance optimality (Section 1.1.1), and then unlabeled certificate complexity
(Section 1.1.2).

1.1.1

Deterministic and Randomized Instance Optimality

We start off by observing that even in the simplest setting of deterministic decision trees,
instance optimality is a non-trivial property: there are functions that are instance optimizable
and functions that are not. Also, monotonicity does not directly affect instance optimizability.
Furthermore, we construct a function that is strictly instance optimal (strict means that
the decision tree has no additional overhead over the one that has a certificate), but once
composed with itself, results in a function that is not instance optimal.
I Theorem 1.2 (Deterministic instance optimality). The following holds:
1. There is a monotone function that is not deterministic instance optimal while the Majority
function is deterministic instance optimizable (and monotone).
2. The Addressing and Parity functions are examples of non-monotone functions that are
strictly instance optimizable.
3. Among the monotone functions, the only ones that can be strictly instance optimizable
are functions that depend on 0 or 1 variables.
4. The composition of two (strictly) instance optimal functions is not necessarily instance
optimal.
In the randomized case, the situation is somewhat different. While the parity and
addressing functions behave similarly, the majority function becomes not instance optimizable!
But, there are other instance optimizable monotone functions. Also, there are (non-monotone)
graph properties that are instance optimizable. We further provide two results that capture a
wide range of functions: (1) random functions are instance optimal and (2) a relation between
instance optimizability and properties related to sensitivity (see Sections 3.2.1 and 3.2.2). As
in the deterministic setting, the composition of instance optimal functions is not necessarily
instance optimal.
One notable question left open is whether there is a monotone graph property that is
randomized instance optimizable. We conjecture that such functions do not exist.
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I Theorem 1.3 (Randomized instance optimality). The following holds:
1. The Addressing and Parity functions are randomized instance optimizable functions.
2. The Majority function is not randomized instance optimizable. Thus, deterministic
instance optimality does not imply randomized instance optimality. The other direction
is true as well: There exists a function that is randomized instance optimizable but not
deterministic instance optimizable (see Section 3.2.3).
3. There exists a monotone function that is randomized instance optimizable.
4. There exists a graph property that is randomized instance optimizable.
5. A random function is randomized instance optimizable with high probability.
6. The composition of two randomized instance optimal functions is not necessarily randomized instance optimal.
We consider the computational complexity of figuring out whether a function is instance
optimizable and whether a given algorithm is instance optimal. A good time complexity in
this setting is polynomial in the size of the representation of the function, i.e. exponential in
n for a Boolean function with input {0, 1}n . We do not have an algorithm for the former
problem (deciding whether a function is instance optimizable), but for the latter we show
that an algorithm can be verified to be instance optimal in time that is polynomial in the
domain size of the problem. Naively, one has to work in time exponential in the domain size
and go over all possible decision trees and test against each one (see Section 3.5).
I Theorem 1.4 (Complexity of checking if an algorithm is instance optimal). Given a function
f on n input variables (given by a truth-table of size 2n ), and a randomized algorithm T ,
there exists an algorithm U that decides in time 2O(n) whether T is an instance optimal
algorithm.
We also consider proximity property testing 4 where the goal is to decide whether an
object has some property or whether it is far from having it [26, 25]. Here it is possible to
characterize the properties that are randomized instance optimizable: it is exactly those that
can be tested in O(1) queries (see Section 3.6).

1.1.2

Unlabeled Certificate Complexity

We introduce the study of the unlabeled certificate complexity. We show that an
unlabeled certificate can help significantly in the worst case for graph properties. That is, we
construct a function for which an algorithm that has an isomorphic copy of the graph as a
certificate outperforms an algorithm that isn’t given any certificate.
I Theorem 1.5 (Unlabeled certificate complexity). In both the randomized and deterministic
setting, there exists a graph property for which the unlabeled certificate complexity is O(n log n)
while any algorithm with no certificate requires Ω(n2 ) queries.
Having the notion of unlabeled certificates we define unlabeled randomized instance
complexity and optimality. Here the situation changes again. Whereas the majority
function is not randomized instance optimizable, it is (almost) unlabeled randomized instance

4

We use the term “proximity property testing” so as not to confuse the reader with the case where we
are testing whether the given graph satisfies a property, rather than being close to a graph that satisfies
the property.
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optimizable.5 However, when viewed as a graph property, the majority function becomes not
unlabeled randomized instance optimizable. The group of permutations we consider in the
latter is the group of all isomorphic copies of the graph. In addition, we show that being a
graph property is not directly related to unlabeled instance optimality. We say a function
is labelling instance optimal if the unlabeled certificate performs as well as the labeled
certificate for every input up to a constant. All instance optimal functions are also labelling
instance optimal. We show that (up to log factors) the converse is not true: there exists
a function which is within O(log n) of being labelling instance optimal, but not instance
optimal in the normal sense.
I Theorem 1.6 (Unlabeled instance optimality). The following holds:
1. The majority function is unlabeled randomized instance optimizable within O(log log n).
2. The graph property of having more edges than non-edges is far from being unlabeled randomized-instance optimizable – it is at best within Ω̃(n) from being unlabeled randomizedinstance optimizable, where n is the number of vertices in the graph.
3. The graph property of having at least one edge is unlabeled randomized instance optimizable
and not labelling instance optimal.
4. There exists a function that is O(log n) away from being labelling instance optimal, but is
not instance optimal in the normal sense.
An impatient reader can skip ahead to Section 4, which is about unlabeled complexity,
and contains the proofs of the items in Theorem 1.5 and Theorem 1.6.
The saga of the majority. As we shall see, the majority function behaves differently under
different notions of instance optimality. While it is deterministic instance optimizable, it is
not randomized instance optimizable (Lemma 3.5). Having only a permutation of the input
as a certificate does not provide additional power to the one receiving it, i.e., it is (almost)
unlabeled randomized instance optimizable (Lemma 4.4). On the other hand, viewing
majority as a graph property, getting a permutation of the graph may help and majority
becomes a function that is not unlabeled randomized instance optimizable (Lemma 4.5).

2

The Query Model and Instance Optimality

The query model is one of the simplest computational models and has been studied widely.
See, for example, Buhrman and de Wolf [12], Jukna [34, Chapter 14] and O’Donnell [41,
Chapter 8.6] for a survey. We give some standard definitions of decision trees and several
related complexity measures such as deterministic, randomized and certificate complexity,
and then briefly recall the known connections between them.
A decision tree is an algorithm for computing the value of a function on an a-priori
unknown input. Let f : {0, 1}n → {0, 1} be a Boolean function over a set of n input variables
x1 , . . . , xn . A deterministic decision tree T over a set of input variables x1 , . . . , xn is a rooted
binary tree. Every internal vertex is labeled with an input variable. The leaves of the tree
are labeled by 0 or 1, and every internal vertex has one outgoing edge labeled by 0 and the
other by 1. The computation of the tree is done in the natural way from the root to the

5

In this result, the optimality ratio is a super-constant function (log log) of the input size. In such cases,
where the optimality ratio is a super constant function g(n) of the input size, we will say that the
function is within g(n) of being (unlabeled /randomized-) instance optimizable.
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leaves according to the assignment of the input variables. We denote by T (x) the output of
the decision tree T on input x. We say that the decision tree T computes f if for any input
x it holds that f (x) = T (x).
Denote by T = Tn the set of all decision trees on functions of n inputs. The complexity
(i.e., cost) of a decision tree T ∈ T on input x, denoted by D(T, x), is the length of the path
from the root to the leaf corresponding to x, or in other words, the number of queries made
by the algorithm to the input x. For a function f , denote by Tf the set of all decision trees
in T that compute f :
T ∈ Tf ⇐⇒ ∀x : T (x) = f (x).
The following two definitions deal with the worst-case deterministic and certificate decision
tree complexity measures. Roughly speaking, the deterministic complexity measures the
smallest possible cost over all decision trees that compute f .
I Definition 2.1 (Worst-case deterministic complexity). The worst-case deterministic
decision tree complexity of f : {0, 1}n → {0, 1}, denoted by D(f ), is
D(f ) = min

max D(T, x).

T ∈Tf x∈{0,1}n

The certificate complexity measures the minimal number of bits a decision tree has to
query in order to verify the output of the function on a specific input (rather than to compute
it). That is, we still want the decision tree to compute f correctly on all inputs, but we
measure its complexity only with respect to a fixed input.
I Definition 2.2 (Worst-case certificate complexity). The certificate complexity of f on
input x is
C(f, x) = min D(T, x),
T ∈Tf

The worst-case certificate complexity of f is C(f ) = maxx C(f, x).
Throughout this paper we use the term “decision tree” and “algorithm” synonymously.
Since in the decision tree model we are only interested in the number of queries made by a
given algorithm, the two terms are equivalent. We also use the terms “certificate complexity”,
“queries made by an algorithm with a certificate” and “queries made by any algorithm”
synonymously. “Certificate complexity” and “an algorithm with a certificate” are synonyms
since when arguing that the certificate complexity of a given function is some value, q one
has to prove that some algorithm with access to a certificate only has to make q queries.
This is the same as “queries made by any algorithm” since the certificate complexity is the
decision tree with the lowest complexity, that is the algorithm that makes fewest queries.
We proceed with the randomized variants of the above two definitions. In randomized
complexity it is common to talk about zero-error (Las Vegas), one-sided and two-sided (BPP
style) algorithms. We will discuss only the latter for simplicity. There are two (equivalent)
ways to view a randomized decision tree: one as a tree that has vertices that are coin flips.
The other, which we will mostly use, as a probability distribution ∆ over the set of all
deterministic decision trees T . Given an input x, the algorithm first samples a decision tree
from the distribution and then executes it. The randomized decision tree complexity of
a distribution (i.e., a randomized decision tree) ∆ on input x, denoted by R(∆, x), is the
expected number of queries made by the chosen tree on input x.
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A distribution ∆ is correct for a function f if for any input x, a randomly chosen decision
tree T ← ∆ outputs the value f (x) with probability 2/3 over the choice of T .6 We denote
by ∆f the set of all distributions ∆ that are correct for f :
∆ ∈ ∆f ⇐⇒ ∀x : Pr [T (x) = f (x)] ≥ 2/3.
T ←∆

Analogously to the deterministic setting, the worst-case randomized complexity measures
the smallest possible (expected) cost over all randomized decision trees that compute f .
I Definition 2.3 (Worst-case randomized complexity). The worst-case randomized decision
tree complexity of f , denoted by R(f ), is
R(f ) = min max E [D(T, x)] .
∆∈∆f x T ←∆
|
{z
}
R(∆,x)

For randomized certificate complexity, we still want the decision tree to be correct on
every input with high probability, but the complexity is measured only on a fixed input.
I Definition 2.4 (Worst-case randomized certificate complexity). The randomized certificate complexity of a function f on input x is
RC(f, x) = min

E [D(T, x)],

∆∈∆f T ←∆

The worst-case randomized certificate complexity of f is RC(f ) = maxx RC(f, x).

2.1

Instance Complexity and Optimality

Adapting the general notion of instance optimality (see Definition 1.1) to the setting of query
complexity is done by fixing a class of query algorithms (say, deterministic or randomized
ones) and then asking whether there exists an algorithm in this class that is “the best” on
every input. Such an algorithm must have complexity at most a constant factor larger than
the complexity of every other algorithm on every input. In particular, it has to be at most a
constant factor worse than an algorithm that is designed for any specific x∗ , and if it finds
any inconsistencies between the given input x and x∗ , reads the whole input. This leads us to
the observation that a sufficient and necessary condition for instance optimality of a function
in the query model is the existence of a deterministic (resp. randomized) decision tree whose
complexity is at most a constant factor larger than the deterministic (resp. randomized)
certificate decision complexity of the function per input.
The strongest notion one could hope for is what we call strict instance optimality, where
the certificate does not help, even in low order constant factors (i.e., the optimality ratio is 1
and there is no additive term). More precisely, there exists a deterministic decision tree such
that on every input x the decision tree complexity on x is upper bounded by the certificate
decision tree complexity of f on input x.
I Definition 2.5 (Strict optimality). A function f is strict instance optimizable if there exists
a deterministic decision tree T such that for every input x:
D(T, x) = C(f, x).
6

The value of 2/3 is arbitrary, since we can get any constant by amplification (i.e., by sampling several
decision trees from ∆, executing them and taking the majority result).
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Being optimal on every input without any overhead is a very strong requirement (and
indeed not many non-trivial functions satisfy it; see below), so we relax it by allowing
multiplicative and additive slack in the overhead for the decision tree without the certificate.
For this we need to talk about a sequence of functions.
I Definition 2.6 (D-Instance optimality). A sequence of functions f = {fn }n∈N is D-instance
optimizable if there exists a sequence of deterministic decision trees T = {Tn }n∈N , where
each Tn ∈ Tfn , and (universal) constants c1 , c2 ≥ 0 such that on every input x ∈ {0, 1}n , it
holds that
D(Tn , x) ≤ c1 · C(fn , x) + c2 .
I Definition 2.7 (R-Instance optimality). A sequence of functions f = {fn }n∈N is R-instance
optimizable if there exists a sequence of distributions over decision trees ∆ = {∆n }n∈N , where
each ∆n ∈ ∆fn , and (universal) constants c1 , c2 ≥ 0 such that on every input x ∈ {0, 1}n , it
holds that
R(∆n , x) ≤ c1 · RC(fn , x) + c2 .
We refer to the constant factor c1 above as the optimality ratio. The above deterministic
(resp. randomized) algorithm is called instance optimal.
While we mostly talk about being within a constant of the best on any instance we will
also consider being within some function g(n). If we have an algorithm T such that for g(n)
for every input x ∈ {0, 1}n it hold that
D(T, x) ≤ g(n) · C(fn , x),
then we say that f is within g of being instance optimizable.

2.2

Unlabeled Complexity and Optimality

We introduce a new complexity measure for decision trees that we call unlabeled certificate
complexity. Roughly speaking, the unlabeled complexity is the amount of queries an algorithm
that is given some permutation of the certificate needs to perform.
This notion only makes sense for functions that are invariant under some permutation
group Γ, such as symmetric properties or graph properties. In the case of symmetric functions,
we consider the group of all permutations over the inputs, and in the case of graph properties,
we focus on the group of permutations over the vertices (i.e., all isomorphic copies of the
graph). We denote by Γ the group of permutations.
The idea behind the notion is to model the situation where the algorithm has a lot of
knowledge about the input, such as the graph structure (e.g. the degree sequence), but not
the actual labels of the graph. We refer to a decision tree that gets such a certificate as an
unlabeled certificate decision tree.
As before, we expect an unlabeled decision tree T to correctly compute f on every input,
but we will measure its complexity over all inputs that are consistent with the certificate
under the given group of permutations.
I Definition 2.8 (Worst-case unlabeled certificate complexity). The unlabeled certificate
complexity of a function f that is invariant under Γ on input x is
AC(f, Γ, x) = min max D(T, π(x)).
T ∈Tf π∈Γ

The worst-case certificate complexity of f under Γ is AC(f, Γ) = maxx AC(f, Γ, x).
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For randomized unlabeled certificate complexity, the definition is analogous but we allow
the decision tree to be randomized and to err.
I Definition 2.9 (Worst-case randomized unlabeled certificate complexity). The randomized
unlabeled certificate complexity of a function f invariant under Γ on input x is
RAC(f, Γ, x) = min max E [D(T, π(x))],
∆∈∆f π∈Γ T ←∆

The worst-case randomized unlabeled certificate complexity of f under Γ is RAC(f,
Γ) = maxx RAC(f, Γ, x).
It follows immediately that the unlabeled certificate complexity of a function is lower
bounded by its certificate complexity and upper bounded by its deterministic complexity.
That is, for any Γ such that f is invariant under Γ we have
C(f ) ≤ AC(f, Γ) ≤ D(f ).
The same holds in the randomized case:
RC(f ) ≤ RAC(f, Γ) ≤ R(f ).
Throughout the paper we let the default Γ be the set of all graph isomorphisms. That
is, if our function is a graph property, and Γ is not specified, then Γ is the set of all graph
isomorphisms.
Given this new notion of unlabeled certificates one can define instance optimality with
respect to it. Here, we are trying to compete with the best algorithm that is given some
permutation of the certificate, rather than the exact certificate as in the definitions of Section
2.1. If an algorithm is instance optimal in this sense, this means that even the knowledge
about the graph structure does not help improve the performance.
Namely, we can ask whether having access to a permutation of a certificate reduces the
complexity by more than a constant factor compared to a decision tree that gets no certificate
at all.
I Definition 2.10 (Unlabeled instance optimality). A sequence of functions f = {fn }n∈N
invariant under a sequence of family of permutations {Γn }n∈N , is unlabeled D-instance
optimizable (resp. unlabeled R-instance optimizable) if there exists a sequence of deterministic
(resp. randomized) decision trees T = {Tn }n∈N , where each Tn ∈ Tfn , and constants c1 , c2 ≥ 0
such that on every input x, it holds that
D(T, x) ≤ c1 · AC(fn , Γn , x) + c2

(resp. R(T, x) ≤ c1 · RAC(fn , Γn , x) + c2 )

We can also compare the labeled certificate to the unlabeled certificate. A function is
labelling instance optimal if the number of queries required to evaluate the function given an
unlabeled certificate is at most a constant times the number queries required to evaluate the
function with a labeled certificate.
I Definition 2.11 (labelling instance optimality). A sequence of functions f = {fn }n∈N
invariant under a sequence of family of permutations {Γn }n∈N , is labelling D-instance
optimizable (resp. labelling R-instance optimizable) if there exists a sequence of deterministic
(resp. randomized) decision trees T = {Tn }n∈N , where each Tn ∈ Tfn , and constants c1 , c2 ≥ 0
such that on every input x, it holds that
AC(T, x) ≤ c1 · C(fn , Γn , x) + c2

(resp. RAC(T, x) ≤ c1 · RC(fn , Γn , x) + c2 )
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Additional Definitions & Known Relations

Graph properties. In some of our result we will be interested in graph properties. A graph
property is a set of graphs closed under graph isomorphism. That is Ψ is a graph property if
for every graph G = (V, E) and every permutation π over V , it holds that G ∈ Ψ if and only
if π(G) ∈ Ψ, where π(G) = (V, E 0 ) and E 0 = {(π(u), π(v)) | (u, v) ∈ E}).
Sensitivity. Two central notions in the analysis of Boolean functions are the sensitivity and
block sensitivity, introduced by Cook, Dwork and Reischuk [14] and Nisan [40], respectively.
They both measure how sensitive a function f is to changes in its input. Let f : {0, 1}n →
{0, 1} be a function and x ∈ {0, 1}n be an input. The sensitivity of f on x, denoted s(f, x),
is the number of bit positions i such that f (x) 6= f (x ⊕ ei ), where ei ∈ {0, 1}n is a vector
that is 1 at coordinate i and 0 everywhere else. The sensitivity of f , denoted by s(f ), is
maxx s(f, x).
Block sensitivity is a useful generalization of sensitivity. The block sensitivity of f on x,
denoted bs(f, x), is the maximum number t such that there is collection B = {B1 , . . . , Bt }
of disjoint subsets of [n] with f (x) 6= f (x ⊕ Bi ) for all i ∈ [t]. The overall block sensitivity
bs(f ) of f is the maximum of bs(f, x) over all x. Note that sensitivity is just block sensitivity
where the blocks are restricted to be of size 1.
It is not hard to see that s(f ) ≤ bs(f ) ≤ C(f ). The biggest known gap between s(f ) and
bs(f ) is quadratic (see Rubinstein [45] and Ambainis and Sun [6]). Showing that this gap
is at most polynomial has been a major open problem for many years, until it had been
resolved recently by [32], who showed that for all f , bs(f ) is bounded by s(f )4 .
More relations. In general, all worst-case complexity measures discussed above are known
to have a polynomial relationship and figuring out the precise relationships is a major research
program.
I Proposition 2.12. For every Boolean function f we have:
1. RC(f ) ≤ C(f ) ≤ D(f ) ≤ n and R(f ) ≤ D(f ).
2. C(f ) ≤ s(f ) · bs(f ) (see [40] and [12, Theorem 2]).
3. D(f ) ≤ s(f ) · bs(f )2 ≤ bs(f )3 (see [12, Corollary 1]).
4. bs(f ) ≤ s(f )4 (see [32]).
5. D(f ) ≤ C(f )2 (see [10, 49] and, for example, [34, Theorem 14.3]).
6. bs(f ) ≤ 3RC(f ) ≤ 3R(f ) (see [40] and [1]) and bs(f ) ≤ D(f ).
I Proposition 2.13. For every monotone Boolean function f it holds that C(f ) = s(f ) =
bs(f ) (see [40] [12, Proposition 3]) and hence D(f ) ≤ s(f )2 .
Yao’s Minimax Principle. When proving lower bounds on the randomized query complexity
of a function f it is often easier to rephrase the problem by applying Yao’s [52] Minimax
Principle (see [39] Chapter 2). In words, it says that in order to prove a lower bound on
the randomized decision tree complexity, it is enough to come up with one particularly
bad distribution over inputs which fools all deterministic algorithms. Often Yao’s Minimax
principle is used by saying that if t expected queries are required to distinguish between two
input distributions with high probability (where the function outputs 1 where the input is
chosen from one distribution but when the input is chosen from the second distribution the
function outputs 0), then any deterministic algorithm must perform at least t queries.
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3

Properties Of Instance Optimal Functions

This section is devoted to showing several results regarding properties of instance optimal
function in both the deterministic and randomized setting. We prove Theorem 1.2 and
Theorem 1.3, as well as showing, given a truth table representing a function, and an algorithm,
how to test if the algorithm is instance optimal in time polynomial in the size of the truth
table. Lastly we give a characterization of which functions are R-instance optimal in the
proximity property testing model.

3.1

Deterministic Instance Optimality

We show that there are functions which are D-instance optimizable and there are functions
which are not. We also prove that there are no non-trivial monotone functions whose
optimality ratio is 1 (i.e., strict D-instance optimizable). The arguments in this section are
simple and provide good examples for the notions discussed.
Let Parity : {0, 1}n → {0, 1} be the parity function on n variables, defined as Parity(x) =
Ln
n
→ {0, 1} be the
i=1 xi . Assume that n is a power of 2 and let Addr : [n] × {0, 1}
addressing function defined as Addr(i, x1 , . . . , xn ) = xi . Both of these functions are Dinstance optimizable. In both cases the argument is that on all instances the certificate
complexity has the same value (n and 1 + log n, respectively) and it is possible to achieve it
with a straightforward deterministic algorithm.
I Example 3.1 (Item 2 of Theorem 1.2). The Parity function and the Addr function are
strict D-instance optimizable.
Proof. The proof for both Parity and Addr being strict D-instance optimizable rely on a
common statement that follows from the definitions of deterministic and certificate complexity:
given a function f : {0, 1}n → {0, 1}, for any decision tree T ∈ Tf and any input x ∈ {0, 1}n ,
it holds that D(T, x) ≥ C(f, x). For the Parity and Addr functions the straightforward trees
TParity ∈ TParity (that reads the whole input) and TAddr ∈ TAddr (that reads the address part
plus the resulting address) satisfy D(TParity , x) = n and D(TAddr , x) = log n + 1 for every
x ∈ {0, 1}n . Thus, it remains to prove that C(Parity, x) ≥ n and C(Addr, x) ≥ log n + 1.
We do this by showing that any decision tree (that is always correct) must make at least
n queries for Parity and at least log n + 1 queries for addressing. We show that for any
algorithm that makes less queries, we can change bits that the algorithm does not query,
and this will change the value of the function, thus making the algorithm err.
For Parity, consider an algorithm that on some input x queries less than n input locations.
Since there is a location that the algorithm does not query and the function’s output depends
on all locations, by flipping the value of an unqueried bit, the output of the function must
change, but the algorithm cannot notice this and hence it is wrong either on x or on x with
the flipped bit.
For Addr, consider an algorithm that on some input x reads k ≤ log n values. These
k bits can either fully fix the index i, but then there are two possible values for the bit
in the i-th position (which determine the value of the function) that the algorithm cannot
distinguish. The other case is that the algorithm did not query the value of the index i in
full. Denote by ` > 0 the number of bits of i that the algorithm did not query. There are 2`
possibilities for the value of i. The algorithm can query only k − (log n − `) locations out
of the possible n. Since k − (log n − `) < 2` , there must be a way to assign values to the
unread location so as to fool the algorithm to output the wrong answer.
J
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We show that there is a monotone function that is D-instance optimizable (unlike the
parity and addressing functions that are not monotone). However, the function is not
strict D-instance optimizable. The function is the majority function Maj : {0, 1}n → {0, 1}
defined as
Maj(x1 , . . . , xn ) = 1 ⇐⇒

n
X
i=1

xi ≥

n
.
2

I Example 3.2 (Item 1(i) of Theorem 1.2). The majority function is D-instance optimizable.
Proof. In order to determine the output of Maj on an input x ∈ {0, 1}n , every decision tree
has to find (at least) n/2 + 1 locations (in x) that have the same value, 0 or 1. Since the
algorithm is deterministic, this can take up to n queries in the worst case. On the other
hand, an algorithm with a certificate for x can query exactly n/2 + 1 locations that have
the same value. Any algorithm that has a certificate for x that queries at most n/2 queries
can be fooled to output the wrong answer. We get that for every input x it holds that
C(Maj, x) = n/2 + 1 and D(Maj, x) ≤ n, as needed.
J
To complete the picture, we give a (monotone) function that is not D-instance optimizable.
I Example 3.3 (Item 1(ii) of Theorem 1.2). The OR function (that outputs ’1’ iff the
Hamming weight of the input is at least 1) is not D-instance optimizable.
Proof. An algorithm with a certificate can make just one query on every input with Hamming
weight 1 (to a location where there is supposedly a ’1’). However, every decision tree (not
getting a certificate) that is correct on every input must query all the coordinates on one
of these inputs, as otherwise we can fool it to output the wrong answer. This is done by
planting ’0’s at the points it queries and a ’1’ at a point that it does not query.
J
Strict instance optimality. Both the addressing and parity functions were shown to be
strict D-instance optimizable (the algorithm with the certificate could not outperform the
one without the certificate even by a multiplicative small constant term). On the other
hand, in our analysis of the instance optimality of the majority function, we showed that an
algorithm with a certificate may perform twice as fast than the one that does not have the
certificate. Namely, the optimality ratio of the majority function is 2.
These examples are no coincidence: No non-trivial (that is not constant or dictatorship)
monotone function can be strictly D-instance optimizable.
I Lemma 3.4 (Item 3 of Theorem 1.2). There are no strict D-instance optimizable monotone
functions except those that depend on 0 or 1 variables.
Proof. Consider the DNF of the function i.e. the OR of all the minimal terms that make
the function ’1’. Suppose that the function has only one term. It cannot be of length 1, since
the function does not depend on one variable. Therefore, if all the variables in the term but
one are set to ’1’, the certificate size is 1, but for any decision tree all the variables in the
term must be read and if the one set to ’0’ is the last one, then the complexity on that input
is greater than 1.
So suppose that there are at least two terms in the conjunction. Due to the monotonicity
of the function they are not on exactly the same sets of variables. Consider the two instances,
one satisfying the first term and the other satisfying the second one (and nothing else). A
certificate verifier just needs to access the variables of one term, but a deterministic (or even
probabilistic) will have to ask on a variable that appears in one term but not the other and
hence will not have the same complexity and the instance satisfying the other term.
J
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3.2

Randomized Instance Optimality

The question we consider is whether randomness changes anything w.r.t. instance optimality.
It is not hard to see that the parity function and the addressing function are not only
D-instance optimizable but they are also R-instance optimal (the proof of Example 3.1
actually shows it). However, the situation changes for the majority function: we show
that, in contrast to Example 3.2, the majority function is not R-instance optimizable. We
complement the picture in this section with an example of a monotone function that is also
R-instance optimal.
I Lemma 3.5 (Item 2 of Theorem 1.3, first part). The majority function is not R-instance
optimizable.
Proof. Given that the deterministic certificate size of majority is always of size Θ(n), we
must use the fact that the algorithm may err. We will give a distribution D on the inputs
such that any algorithm that does not get a certificate (but may be tailored to inputs that
come from the distribution D) must query Ω(n) bits in order to be correct with probability
at least 2/3. On the other hand, for any input x from this distribution D, an algorithm with
√
a certificate for x only needs to query O( n) of the bits to be correct with high probability.
For x ∈ {0, 1}n let wt(x) stands for the Hamming weight of x. The hard distribution on
√
inputs x ∈ {0, 1}n is to choose uniformly at random from the set wt(x) ≥ n/2 + n and the
√
set wt(x) ≤ n/2 − n (in the former Maj is 1 and in the latter it is 0). Consider a randomized
decision tree for Maj that is correct on this distribution with probability at least 2/3, i.e.
√
√
distinguishes between the case that wt(x) ≥ n/2 + n and the case that wt(x) ≤ n/2 − n
with probability at least 2/3.
We show that this task requires Ω(n) queries on a uniform input of Hamming weight
√
n/2 + n. First, by symmetry, notice that the best strategy for the algorithm is to sample
randomlocations in x and query them. Second, the lower bound follows from the fact that
Ω 1/ε2 samples are needed to distinguish (with constant probability) a biased random coin
that outputs heads with probability 1/2 + ε from one that outputs heads with probability
1/2 − ε.7
√
On the other hand, given a certificate for an x of Hamming weight at least n/2 + n,
√
there is a randomized algorithm that makes q = 10 n queries and outputs the right answer
with probability at least 2/3. The algorithm, given a certificate x∗ ∈ {0, 1}n and an input
x ∈ {0, 1}n , does:
1. Query x at q random locations i where x∗i is 1.
2. If all queries return 1, output 1.
3. Otherwise, read the whole input and output the majority value.
The algorithm makes a mistake only if at Step 2 all queries returned ’1’, but the Hamming
weight of x was less than n/2. This can happen only if there is a set I ⊆ [n] of coordinates
√
of size at least |I| ≥ n such that x∗i = 1 but xi = 0 for every i ∈ I, and the algorithm did
not query at any of them. The probability that this happens is at most

10√n
√ q 
n
1
1−
= 1− √
≤ 1/3.
n
n
Thus, this algorithm outputs the correct result with probability at least 2/3, as needed.

7

J

See, for example, Claim 5.6 here: http://www.tau.ac.il/ mansour/advanced-agt+ml/scribe5-lowerbound-MAB.pdf (Accessed: June 2018).
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We give an explicit monotone function that is R-instance optimizable. We call this
function the lexicographic threshold function.
I Lemma 3.6 (Item 3 of Theorem 1.3). There exists an explicit monotone function that is
R-instance optimizable.
Proof. Consider the lexicographic order of strings in {0, 1}n under ≥lex . Let b = 1010 . . . 1010
∈ {0, 1}2n and define LTFn : {0, 1}2n → {0, 1} as LTFn (x) = 1 if and only if x ≥lex b. Denote
by b[i] the substring b1 . . . bi where bi is the i-th bit of b from left to right.
We show that the randomized query complexity of LTF is roughly equal to the randomized
query complexity of LTF given access to a certificate for the input. That is, we show that
any randomized query algorithm for LTF that has access to a certificate for the input must
work (roughly) as hard as an algorithm that does not have access to a certificate.
Our algorithm, that we denote by Pn , is to read bit by bit from left to right. Denote
by x[i] the substring read by the algorithm (ordered left to right) until iteration i. Initially,
x[0] = ⊥ and i = 0. At iteration 1 ≤ i ≤ 2n − 1, the algorithm returns 1 if x[i] >lex b[i] ,
returns 0 if x[i] <lex b[i] and continues to the next iteration otherwise (i.e., if x[i] =lex b[i] ).
If the algorithm reaches i = 2n, it returns 1 (since the last bit of b is 0). Note that the
algorithm is deterministic. The number of queries that this algorithm does depends on the
input and is 2n − 1 in the worst case.
We prove that for every input x it holds that E[Pn (x)] ≤ 2RC(LTF, x).
For any x let pref(x) be the length of the prefix of x that algorithm Pn reads before it
stops. In other words, it is the length of the prefix of x that agrees with the string b. Consider
a pair of locations 2i − 1 and 2i that are smaller than pref(x). If the probability that A reads
at least one of them is smaller than 2/3, then algorithm A may err with probability at least
1/3. If instead of input x it is given input x0 that is flipped in locations 2i − 1 or 2i, then
the value of LTFn (x0 ) 6= LTFn (x), but A distinguishes the two inputs with probability less
than 2/3.
J
I Remark 3.7 (Quantum instance optimality). In the quantum case, the Parity function is
not instance optimal. Based on Grover’s algorithm [29], it is known that quantum certificate
complexity is exactly the square root of randomized certificate complexity (up to a constant
factor). An explicit statement appears in Aaronson [1], where this claim is shown to be
true on an input-by-input basis. On the other hand, computing Parity requires n/2 queries
(quantumly) as shown by Farhi et al. [20] and Beals et al. [8].8

3.2.1

Sensitivity and Instance Optimality

We show that a function for which the decision tree complexity for every input is (roughly)
equal to its sensitivity, then the function is instance optimizable. This is not true in the
opposite direction.
I Lemma 3.8. Let f be an n-input Boolean function. If there is a (randomized) decision tree
for f s.t. for any x the complexity on input x is Θ(s(f, x)), then this algorithm is instance
optimal.
Proof. Let f be an n-input Boolean function. Assume that there is a decision tree algorithm
(randomized or deterministic) whose complexity for every input x is O(s(f, x)). For the
deterministic case we show that any algorithm A that does not err must query s(f, x))

8

We thank Scott Aaronson for bringing these results to our attention.
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location on x: suppose that there is an index i such that f (x) 6= f (x ⊕ ei ) that A does not
query xi . Then, on input x ⊕ ei the algorithm A makes the same decision as on input x and
thus must err.
For the randomized case, we show that any algorithm (that does not err with probability
larger than 1/3 on any input) must query at least as many points in expectation as 2s(f, x)/3
on input x before deciding the output of the function.
Consider two input distributions: one with the point x and the other one is on s(f, x)
points of the form x ⊕ ei for a random i ∈ [n] such that f (x) 6= f (x ⊕ ei ). If an algorithm
makes at most j queries, then the probability of distinguishing the two distributions is at most
j/s(f, x). That is, the output distribution of such an algorithm when given one or the other
distribution can differ by at most j/s(f, x). Therefore, if the expected number of queries the
randomized algorithms makes on x is less than 2s(f, x)/3, then the expected difference is
less than 2/3 which means that the algorithm will err with probability at least 1/3.
J
From this lemma we can obtain many results concerning the instance optimality of
many algorithms. For instance, we can recover our results for the parity, addressing and
lexicographic threshold functions.
The lemma actually holds for block-sensitivity as well (with essentially the same proof).
But this still does not give a tight characterization, as there are functions where the
block-sensitivity is lower than the randomized certificate complexity (by some polynomial
factor) [1, 24].

3.2.2

Random Functions are Instance Optimizable

Consider the uniform distribution of Boolean functions, i.e. selecting at random one from the
n
set of size 22 functions {0, 1}n → {0, 1}. A random Boolean function f : {0, 1}n → {0, 1} is
instance optimizable with probability 1 − 2−cn for some constant c and the naive algorithm
that reads the entire input is an instance optimal algorithm. A proof follows.
What we need to show is that for such a random function on all inputs any algorithm
must read a large fraction of the bits.

For input x ∈ {0, 1}n consider all n2 elements at (Hamming)
distance 2. We have that

except with probability  2−n we will have at least n2 /4 values x0 of distance 2 from x
such that f (x) 6= f (x0 ).
Consider first a deterministic algorithm for x that queries k locations. If the algorithm is
not to err, then it must cover all those x0 ’s in the sense that it queries at least one of the
0
two
differ. Now if it queries only k ∈o(n) locations it can cover at most
 bits where x and x
k
0
+
k(n
−
k)
such
x
,
but
this is much smaller than n2 /4.
2
To get a lower bound for a randomized algorithm, consider the set of locations that have
probability at least 1/8 to be queried. If this set does not cover an x0 at distance 2 from x
where f (x0 ) 6= f (x), then we have that the algorithms errs with probability at least 3/4 when
the input is x0 . So again we get that this set should be large and the expected number of
location queried is Θ(n). So, altogether, we get that on all inputs x an algorithm tailored for
x must ask Ω(n) queries and therefore the naive algorithm is instance optimal. This proves
Item 5 of Theorem 1.3.
I Remark 3.9. It would have been nice if we could show the above claim (that random
functions are instance optimizable) by showing that such functions have high block sensitivity
on any input. But note that to use the union bound we need to get probability less than 2−n
and that just won’t work. Instead, we gave a direct proof.
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A Separation From Deterministic Instance Optimality

As we have seen, deterministic instance optimality does not imply randomized instance
optimality (e.g., the Majority function, Lemma 3.2 and 3.5). There are several examples
for the other direction, utilizing cases where there is a difference between the worst case
deterministic and randomized complexities. In particular the following example:
I Lemma 3.10 (Item 2 of Theorem 1.3, second part). There exists a function that is R-instance
optimal but not D-instance optimal.
Proof. Let g(x1 ) (where |x1 | = n) be a function for which D(g) ∈ Ω(n), R(g) ∈ o(n) and
C(g) ∈ o(n) in the worst case. Such functions are known, for example Saks and Wigderson [46]
or Ambainis et al. [5]. Let Parity` be the parity function of all the bits of the input string of
length `. Let x be the concatenation of x1 and x2 , and let f (x) = g(x1 ) ⊕ Parity` (x2 ) where
we set ` = |x2 | = R(g). For this length we have C(Parity, x2 ) = R(g) on all inputs x2 .
Regarding the deterministic complexity of f , we have that D(f ) = D(g) + D(Parity` ) ≥
D(g) ∈ Ω(n). Similarly C(f, x) = C(g, x1 ) + C(Parity` , x2 ) ∈ o(n) and thus on the worst case
input, the certificate outperforms the deterministic algorithm, and thus f is not D instance
optimal.
On the other hand, in the randomized case: let ∆g be the best randomized algorithm
to evaluate g in the worst case. Let ∆Parity` be the algorithm that evaluates Parity` by
simply querying the entire input. Let ∆f be the algorithm that evaluates f by doing both
∆g and∆Parity` . We have, for any x, R(∆f , x) = R(∆g , x1 ) + R(∆Parity` , x2 ) ∈ O(R(g)).
Similarly RC(f, x) = RC(g, x1 ) + RC(Parity` , x2 ) > RC(Parity` , x2 ) ∈ Ω(R(g)) and thus f
is R-instance optimal.
J

3.3

Instance Optimality and Graph Properties

In this section we study the instance optimizability of a specific set of functions, ones that
test graph properties.9 Our motivation comes from our example in Lemma 3.6 of a monotone
function which is R-instance optimizable: the function is very “far” from being a graph
property as the location of each bit greatly influences its effect on the outcome of the function.
This raises the question of whether non-symmetry is necessary for R-instance optimizability
of monotone functions.
As a first step, we ask the following question: if we restrict our attention to graph
properties, then is it possible that having a certificate always “helps”? In Lemma 3.11 we
show that it is not the case. Specifically, we give an explicit graph property that is instance
optimal. The graph property that we use is the scorpion property. An n vertex graph
G = (V, E) is a scorpion graph if it contains 3 special vertices: a vertex b (body) of degree
n − 2, a vertex t (tail) of degree 2 and a vertex s (sting) of degree 1. The tail is adjacent to
both b and s. Edges in between the remaining n − 3 vertices in V \ {b, s, t} may be present
or not.
I Lemma 3.11 (Item 4 of Theorem 1.3). The scorpion graph property is R-instance optimal.
Proof. We first show that a deterministic algorithm can test whether a given graph is a
scorpion graph with O(n) queries. This is a result of Best et al. [9]. We provide a proof of
this in Appendix A for completeness.
9

We consider finite and undirected graphs with neither self loops nor parallel edges. A graph property
is an invariant that depends only on the abstract structure of the graph (and not on specific graph
representations). See Section 2.3.
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B Claim 3.12 ([9]).
most O(n) queries.

Testing whether a given n vertex graph is a scorpion graph takes at

To complete the proof we show that on any instance G the complexity is Ω(n):
B Claim 3.13. For any graph G the best randomized algorithm on G that is correct on all
inputs with probability at least 2/3 must make Ω(n) queries in expectation.
Proof. Consider first a graphs that is a scorpion. The sensitivity of such a graph is at least
n − 1: there is a unique vertex that is the body (of degree n − 2). If any of its n − 2 adjacent
edges is missing, then the graph ceases to be a scorpion. So as in the proof of Lemma 3.8
any correct algorithm must make Ω(n) queries in expectation. Consider now a graph that is
not a scorpion. We partition its vertices into n/3 groups of triples and know that if for any
one of the triples we completely change the neighborhood the triple can become the b, t and
s of the scorpion graph (and the corresponding graph will satisfy the property). So consider
the following two distributions on graphs: one is simply G the other one starts with G, picks
a triple at random and changes the neighborhoods so they become the body, tail and sting.
Differentiating between these two distributions implies that the number of triples touched
(i.e. at least one edge in their neighborhood is queried) is close to n/3, but since each edge
belongs to at most two triples we get that Ω(n) edges must be queried in expectation. C
J

3.3.1

Conjecture: monotone graph properties are not instance
optimizable

One of the most famous conjectures in the literature of query complexity is the evasiveness
conjecture (a.k.a. the Aanderaa-Rosenberg conjecture). Roughly speaking, the conjecture says
that for any non-trivial graph property any deterministic decision tree algorithm must query
at least a constant fraction of all the edges (in the worst case). This conjecture was resolved by
Rivest and Vuillemin [44]. In another version, called the Aanderaa-Karp-Rosenberg conjecture
(AKR conjecture), the specific constant is also conjectured to be 1. This was resolved for
graphs of prime power order (number of vertices) by Kahn, Saks and Sturtevant [35].
Yao [52, §4, Question (2)] asked whether an analogue of the Rivest-Vuillemin result
holds for monotone graph properties and no-error randomized algorithms. Namely, whether
a constant fraction of edges must be queried in expectation for any non-trivial monotone
graph property by any randomized decision tree algorithm. The first result related to this
question was of Yao [53] who showed a lower bound of Ω(n · log1/12 n). This was improved
by King [36] and then by Hajnal [30] to Ω(n5/4 ) and Ω(n4/3 ), respectively. The currently
best lower bound is Ω(n4/3 · log1/3 n) of Chakrabarti and Khot [13].
If the algorithm is allowed to make two-sided errors the best lower bound we are aware
of is that of Jain and Zhang [33]. One could also pose a conjecture analogous to Yao’s for
such algorithms:
I Conjecture 3.14. Any randomized decision tree algorithm has to query a constant fraction
of edges for any non-trivial monotone graph property P , even if it is allowed to make an error
with probability 1/3. That is, R(P ) is Θ(n2 ) for any non-trivial monotone graph property P
on n-vertex graphs.
We make a conjecture regarding instance optimality of graph properties, namely that every
monotone graph property is not R-instance optimizable. That is, a randomized algorithm
that gets a certificate will always be better than any randomized algorithm (that has no
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certificate) on some input. The examples we gave in previous sections do not rule out this
conjecture: the scorpion property is not monotone, the lexicographic threshold function is
not a graph property, and the majority function (which can be phrased as a graph property)
is not R-instance optimizable. Recall that the majority function is D-instance optimal, so
the conjecture is false for deterministic computation.
I Conjecture 3.15. Every non-trivial monotone graph property is not R-instance optimizable.
We do not know what is the relationship between Conjectures 3.14 and 3.15.

3.4

Composition of Instance Optimal Functions

Given boolean function f : {0, 1}n → {0, 1} and g : {0, 1}m → {0, 1}. The composition of f
and g, denoted f ◦ g : {0, 1}nm → {0, 1}, is defined as the value of f (g(x~1 ), ..., g(x~n )) where
each x~i is an independent vector of m bits. Most classical notions in query complexity (such
as deterministic and certificate complexities, degree, sensitivity and more) are known to
behave well under composition (see for example Tal [48, Lemma 3.1]). In this section we show
that instance optimality, on the other hand, does not compose. That is, the composition of
two instance optimal functions is not necessarily instance optimal.
I Lemma 3.16 (Item 4 of Theorem 1.2 and Item 6 of Theorem 1.3). There exist two functions
that are both strictly D-instance optimal and R-instance optimal, but their composition results
in a function that is neither R nor D instance optimal.
Proof. Let f : {0, 1}n → {0, 1} have input of the form: (a1 , b1 ), ..., (an/2 , bn/2 ). The function
f outputs bi where i is the first index for which ai = 1. We also define an/2 = 1, regardless
of the true input. The lemma follows immediately from the claims below.
B Claim 3.17. The function f is strictly D-instance optimal.
Proof. Consider the naive algorithm that queries each ai in order until it finds an i for which
ai = 1 and then queries bi . WLOG suppose the naive algorithm outputs 0. Suppose towards
a contradiction that there exists an algorithm A that makes at most k queries for some input
X, while the naive algorithm makes k + 1 queries. We will show that by changing the values
of bits that A did not query we can make A output the wrong value. If A makes at most k
queries one of two things must be true:
1. For some i < k, A does not query any one of ai and bi .
2. A doesn’t query ak or A doesn’t query bk . If Item 1 does not occur, then this must occur
(since if for every i < k, A queries either ai or bi , then querying both ak and bk would
require k + 1 total queries).
For the first case, if ai = bi = 1 then A makes an error. For the second case, we have two
options: either A queries ak or A queries bk . Suppose A queries ak . Note that ak = 1 since
the naive algorithm makes k + 1 queries. If bk = 1 then A has made an error. For the second
option, suppose A queries bk . If ak = 0 but ak+1 = bk+1 = 1 then A has made an error.
Note that the maximum number of queries the naive algorithm makes is k + 1 = n2 since we
know automatically that an/2 = 1.
C
B Claim 3.18. The function f is R-instance optimal.
Proof sketch. This is very similar to the proof of Lemma 3.6, that the lexicographic function
is R-instance optimal. Essentially, any algorithm that is correct on 2/3 of the input must
query the ai ’s in order, since otherwise the input can be set to fool the algorithm.
C
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B Claim 3.19. For any algorithm ∆ ∈ ∆f ◦f (i.e., that computes f ◦ f on all inputs
correctly with probability 2/3) there exists an input, x, for which C(f ◦ f, x) ∈ O(n) while
R(∆, x) ∈ Ω(n2 ).
The above claim implies that instance optimality does not compose in both the randomized
and the deterministic case. This is true since our upper bound uses a deterministic decision
tree while the lower bound is for any randomized decision tree.
Proof. Consider f 0 ◦ f 00 . where both f 0 and f 00 are f as defined above. Denote the input of
f 0 by [aout
x1,1 ), bout
x1,2 )], ..., [aout
xn/2,2 ), bout
xn/2,2 )], and similarly the input of each f 00
1 (~
1 (~
n/2 (~
n/2 (~
in in
in
in
in
by ~xi,j = (a1 , b1 ), ..., (an/2 , bn/2 ). Note that ai and bin
i consists of a single bit. On the other
out
hand aout
(~
x
)
and
b
(~
x
)
are
functions
on
n
bits.
i,1
i,2
i
i
Consider an input of the following form: for every i, ~xi,2 has ain
1 = 1 (and thus for all i,
n
bout
(~
x
)
can
be
computed
in
O(1)).
Suppose
that
for
all
i
6
=
,
~
x
has bin
i,2
i,2
1 = 0, (and thus
i
2
n
out
in
out
for all i 6= 2 , bi (~xi,2 ) = 0), and ~xn/2,2 has b1 = 1 (and thus bn/2 (~xn/2,2 ) = 1). Suppose
n
in
that for every i, ~xi,1 has ain
k = 0 for every k 6= 2 , and an/2 = 1 (and thus for all i, computing
out
ai (~xi,1 ) requires Ω(n) queries). Suppose there exists a single i∗ , which is chosen uniformly
out
at random from [1, n2 − 1], such that ~xi∗ ,1 has bin
xi∗ ,1 ) = 1). Similarly,
n/2 = 1 (and thus ai∗ (~
in
out
suppose ~xn/2,1 has bn/2 = 1 (and thus an/2 (~xn/2,1 ) = 1). For all i 6= i∗ , n2 suppose ~xi,1 has
∗ n
out
bin
xi,1 ) = 0).
n/2 = 0 (and thus for i 6= i , 2 , we have ai (~
Consider the following certificate algorithm: First the algorithm determines all of bout
xi,2 ).
i (~
n
in
in
To do this, for every ~xi,2 the algorithm queries ain
,
b
.
If
for
any
i
=
6
,
either
a
=
6
1 or
1
1
1
2
bin
=
6
0
then
the
input
doesn’t
match
the
certificate
(and
in
this
case
the
algorithm
can
query
1
everything, and we don’t care about the number of queries). This requires O(n) queries, since
for every bout
xi,2 ) the algorithm makes two queries and there are O(n) such bout
i (~
i . Since for all
n
out
i < 2 , bi (~xi,2 ) = 0, if the certificate algorithm finds a single i < n2 for which aout
xi,1 ) = 1
i (~
then the algorithm with a certificate knows that the output is 0. Thus the algorithm with a
certificate can query all of the bits of ~xi∗ ,1 in O(n) queries. If the certificate is truthful all of
n
in
in
out
the ain
xi∗ ,1 ) = 1 (once
i = 0, except for i = 2 for which an/2 = 1 and bn/2 = 1, and thus ai∗ (~
again, if the queries do not match the certificate, then the certificate can query everything,
and the number of queries is irrelevant). Thus the certificate algorithm outputs 0 in O(n)
queries.
On the other hand any randomized algorithm without a certificate will take Ω(n2 ) queries.
Suppose that for every i the randomized algorithm is given the value of each bout
xi,2 ), without
i (~
any queries. The output of the function is ’1’ iff there exists an i < n2 for which aout
xi,1 ) = 1.
i (~
That is, the algorithm needs to output the OR function of n2 − 1 many aout
(~
x
).
In
order to
i,1
i
2
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compute a single ai (~xi,1 ) correctly with probability 3 any randomized algorithm must make
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2
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2
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i (~
n
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i (~
correctly with probability 1 (which is more than what any randomized algorithm can do).
Since the single i∗ that satisfies aout
xi∗ ,1 ) = 1 is distributed uniformly at random among all
i∗ (~
the possible n2 − 1 many i’s, and since any randomized algorithm knows the value of at most
n
n
out
xi,1 ), and since 10
< 23 ( n2 − 1), any randomized algorithm that makes at most
10 many ai (~
2
cn
2
C
10 will succeed with probability less than 3 .
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Testing Instance Optimality

In this section, we deal with the computational complexity of the problem of constructing
and verifying instance optimal algorithms. The input is a function, i.e., the truthtable and
the output is a decision tree.
We give an algorithm10 U (for universal) that for a function f and an instance x, outputs
an optimal randomized certificate tree for f on x. Thus, if one wants to test whether a
given decision tree T is instance optimal for a problem f , then it is enough to compare its
complexity on input x to the complexity of the output of U on f and input x for every
x ∈ {0, 1}n . A different interpretation of U is that if one wants to prove that f is instance
optimizable, then one has to give a decision tree that performs just as well as the decision
tree generated by U for every input.
The running time of U for a problem f and input x is polynomial in the domain size of f
and thus the total running time of testing whether a decision tree is instance optimal is a
polynomial in the domain size of f

I Theorem 3.20 (Theorem 1.4 rephrased). There exists an algorithm U that gets as an input
a function f : {0, 1}n → {0, 1}, and a certificate y for the input to the function, and generates
in time 2O(n) a correct randomized decision tree Ty for f such that R(Ty , y) ∈ O(RC(f, y)).

Proof. Let f : {0, 1}n → {0, 1} be a Boolean function and y ∈ {0, 1}n be a certificate for the
input. For a subset S ⊆ [n] let yS ∈ {0, 1}n be the incidence vector of S, i.e., a string whose
i-th bit is:
(
(yS )i =

yi

if i 6∈ S

y¯i

if i ∈ S

The algorithm U is given as Algorithm 1. On a high level, it uses the truth table of f to
construct a linear program whose variables are all the possible inputs to f and the output is
a set of n numbers p1 , . . . , pn ∈ [0, 1] that correspond to the probability that the certificate
verification tree should query the ith input bit.
Each such bit should be queried independently and the result is a non-adaptive verifier.
The algorithm takes exponential time (its input is a function f whose description may be
exponential and it solves an exponentially large linear program) but the representation of
the decision tree is small – just a set of probabilities {pi }i .

10

Throughout the paper the term “algorithm” was used synonymously with the term “decision tree”. In
this section the term “algorithm” has a different meaning. Specifically, in this section the model the
algorithm works in is RAM rather than the query model.
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Algorithm 1 Randomized Decision Tree Generation Algorithm.
1: procedure U (f, y)

Solve the linear program

2:

n
X

minimize

pi

i=1

subject to

0 ≤ pi ≤ 1 , ∀1 ≤ i ≤ n
X
pi ≥ 1 , ∀S ⊆ [n] such that f (yS ) 6= f (y)
i∈S

3: end procedure

The certificate verification algorithm is:
1: Repeat c times:
2: for 1 ≤ i ≤ n do
3:
4:
5:
6:
7:
8:

query x at location i with probability pi .
if the result is equal to yi then continue.
else query x at all locations and output f (x).
end if
end for
output f (y).

First note that there is always a solution for the linear program by setting all the pi ’s
to 1.
We begin by proving that Algorithm 1 satisfies correctness. Namely, that the resulting
decision tree computes f correctly on every input (with sufficiently high probability). If
y = x, then clearly the decision tree generated by Algorithm 1 outputs the correct value with
probability 1 (since f (x) = f (y)). Otherwise, assume that y 6= x. Either the decision tree
finds the differing point or not. In the former, it outputs f (x) as needed. In the latter, there
are two cases again: either f (x) 6= f (y) or f (x) = f (y). In the latter, we are done again by
construction.
We are left with calculating the probability that the differing point is not recognized in
case f (x) 6= f (y). Let S = {i1 , . . . , ik } ⊆ [n] be a subset of size k ≤ n of indices such that
xi =
6 yi for i ∈ S. Algorithm 1 is wrong only if it does not query on any xi such that i ∈ S.
P
But since f (y) 6= f (yS ) (since yS = x) Algorithm 1 ensures that i∈S pi ≥ 1. Let qi = 1 − pi
(i.e., qi is the probability that the decision tree does not query on xi ) and the probability of
Q
the algorithm being wrong is i∈S qi . By the inequality of arithmetic and geometric means,
we get that
P
k 
k
Y
k−1
i∈S qi
qi ≤
≤
≤ e−1 < 0.4.
k
k
i∈S

Hence, Algorithm 1 succeeds with probability at least 0.6. By standard amplification (running
the algorithm repeatedly c times and outputting f (y) only if there was never a disagreement),
we get an algorithm whose success probability is at least 2/3.
To prove that Algorithm 1 is optimal in terms of the number of queries it makes,
let T0 be a randomized algorithm that computes f . Assume towards contradiction that
R(T0 , x) ∈ o(R(T, x)), where T is the randomized decision tree generated by Algorithm 1. We
will reach a contradiction by giving an input x0 to T0 for which it must error with probability
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Pn
at least 1/3. By definition, R(T, x) = i=1 pi and denote by p0i the probability that T0
queries xi (on input x). Since R(T0 , x) ∈ o(R(T, x)), there exists some S ⊆ [n] for which
P
0
0
0
0
i∈S pi ∈ o(1) and f (x) 6= f (x ) where x = xS . This is true since otherwise the pi ’s (times
0
some constant) would be a solution to the linear program. Clearly, T computes f correctly
on x0 with probability at most o(1), contradicting the assumption.
J
The conclusion is therefore that when given a function and a decision tree, in order
to check whether the decision tree is instance optimal (with a given constant and some
slackness) one may go over all inputs, for each one compute the certificate complexity as in
Algorithm 1 and compare it to the complexity of the decision tree on that input. So only
time proportional to polynomial in the truth table size is required.
I Remark 3.21. Aaronson [1, Lemma 5] showed that there is a non-adaptive verifier whose
query complexity is similar to the best adaptive verifier. While Aaronson starts with the
adaptive verifier and defines from it a non-adaptive one, we construct the non-adaptive
verifier directly from the function.
We leave open the question of the complexity of testing whether a given function is
instance optimizable.
I Question 3.22. What is the complexity of testing whether a given function f is instance
optimizable (within some c).

3.6

Instance Optimality of Proximity Property Testing

Consider instance optimality in proximity-to-property testing: the task in proximity property
testing, as defined by Goldreich, Goldwasser and Ron [26] (see [25] for a current survey), is
to decide whether an object has some property or whether it is far from having it (according
to some measure of distance). This is actually a function with “don’t cares”: if the object is
close to satisfying the property but does not satisfy it, then any answer is acceptable; in this
sense it is different than the other functions considered in the paper which are full domain.
There are several examples and characterizations of problems that can be tested within
query complexity that only depends on the proximity parameter (see, for example, [26, 3, 27]).
In this case, when the proximity parameter is constant, the number of queries is also constant
which means that every such property is “trivially” instance optimizable: both the tester
that has a certificate and the tester that does not have it can decide the property within a
constant number of queries.
We observe that these properties, namely the ones that are testable within a constant
number of queries, are the only properties that are R-instance optimizable: the tester that
gets a certificate can always efficiently check (using O(1/δ) queries sampled at random) that
its certificate is δ/2-close to the object. If the certificate satisfies the property or if it δ/2
close to satisfying the property, then it outputs “accept”. Otherwise it outputs “reject”. Here,
we are using the fact that we are allowing two-sided errors.

4

Unlabeled Certificates

In this section we switch gears and study the notion of unlabeled certificates (see Section
2.2 for formal definitions). In the previous section the competing algorithm received as a
certificate the entire input (this can be though of as an “untrusted hint” where the hint is
the entire input), whereas in this section the certificate is a permutation of the input (the
“untrusted hint” is a permutation of the input, where the permutation is chosen adversarially).
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The unlabeled certificate makes sense especially for functions that are symmetric under some
class of permutations. For instance, if the input is a graph property, the unlabeled certificate
will be an isomorphic copy of the graph. That means that the algorithm should always be
correct (even if the unlabeled certificate is not an isomorphic copy of graph), but the runtime
of the algorithm is only measured when the unlabeled certificate is indeed isomorphic to the
graph.
We study both the worst case complexity and the instance complexity of unlabeled
certificates. For the worst case, roughly speaking, suppose we have a graph property, and
suppose we are given an isomorphic copy of the graph as a certificate. It turns out that there
exists a function for which such a certificate helps almost as much as an unlabeled certificate
can possibly help. See Section 4.1 for more details.
In the case of instance complexity of unlabeled certificates, we say a function is unlabeled
instance optimal if there exists an algorithm that performs as well as the unlabeled complexity
(up to a multiplicative constant) for every input. We show that the group of permutations
considered is important. Specifically, the majority property is randomized unlabeled instance
optimal (where the unlabeled certificate is simply the hamming weight, since the function is
symmetric under any permutation of the input), whereas the graph property of having more
edges than non edges (now the group of allowed permutations are all isomorphisms of the
graph) is far from being unlabeled instance optimal. See Section 4.2 for more details.

4.1
4.1.1

Unlabeled Certificates In the Worst Case
The Power of Unlabeled Certificates

We construct an example of a function (graph property) for which an algorithm that receives
an isomorphic copy of the graph as a certificate outperforms any algorithm that has no
certificate, thus showing a separation between algorithms receiving unlabeled certificates
and algorithms with no certificate in the worst case. The separation is almost the largest
possible.
I Theorem 4.1 (Theorem 1.5 rephrased). There exists a graph property f for which AC(f ) ∈
O(n log n) while R(f ) ∈ Ω(n2 ).
e
That is, we show a function f for which R(f ) ∈ Ω(AC(f
)2 ). Since D(f ) ≥ R(f ), and
e
AC(f ) ≥ RAC(f ), we also know that there exists a function where D(f ) ∈ Ω(AC(f
)2 ) and
e
R(f ) ∈ Ω(RAC(f
)2 ). Up to log factors, this example is tight in the deterministic setting
since D(f ) < C(f )2 (see for example [34, Theorem 14.3]). In the randomized setting, the
best known separation between R(f ) and RC(f ) is R(f ) ∈ O(RC(f )2 ), and improving this
separation is a major open research problem. In fact, if D(f ) ∈ O(bs(f )2 ) then for all total
functions f , R(f ) ∈ O(RC(f )2 ), in which case our example is also tight in the randomized
setting, up to log factors.
Our starting point in the construction is the property that every vertex has degree at
least log n. If one has a labeled certificate of the graph, then for each vertex it is easy to
check log n neighbors and see that they indeed exist. But the problem with an unlabeled
certificate is that there is no clear way to figure out who the vertices in the graph correspond
to in the certificate and hence finding the log n neighbors might be lengthy and require Ω(n)
queries per vertex. To overcome this we add some gadgets in order to uniquely define the
vertices in a manner that allows to find their “identities” with relatively few queries.
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P

Figure 1 Example of binary tree illustrating Conditions 3 and 4.

I Construction 4.2. The function outputs ’1’ iff all of the following conditions holds:
1. There are exactly 2 vertices of degree 1, T1 and T2 , both of which have an edge to a
special vertex, denote this vertex by P .
2. There is a vertex of degree n − 3 that is adjacent to all vertices except T1 and T2 . Call
this vertex B.
3. Vertex P is the root of a “binary tree” of size 10 log n. Every “right” child consists of
an intermediate vertex. See Figure 1 where such a tree is shown. All vertices in the tree
are also adjacent to B, this is not shown in the figure. Condition 4 is also shown in the
figure.
4. There are 2 extra vertices, both adjacent to P ’s right child, and one of which is also
adjacent to P ’s left child. This makes both of P ’s immediate children also have degree 5.
See Figure 1.
5. All the 10 log n leaves have degree different than 5. This makes P and its immediate
children the only vertices of degree 5.
6. We call the set of remaining vertices (n − O(log n) in number) the “crowd” (denoted by
C). The neighbor of every vertex in the crowd either also belongs to the crowd, or is a
leaf of the tree described in Condition 3 or is the vertex B from Condition 2. Furthermore,
all vertices in the crowd must have degree at least log n on the subgraph induced by C
(that is, every vertex in C must have at least log n neighbors also in C).11
7. No two vertices in the crowd have the same neighborhood when restricted to the leaves of
the tree. Note that this is possible since we have more than log n leaves.
See Figure 2 for an illustration.
Proof. Note that if the function outputs 1, then T1 and T2 are the only vertices of degree
1. Thus, once we find T1 or T2 we can also find P in O(n) queries by finding T1 ’s (or T2 ’s)
only neighbor. If we know which vertex is B, then in O(n) queries we can find T1 and T2 , as
they are the only vertices not adjacent to B. Once we find P we can check if Condition 1 is

11

This condition can be replaced with any condition that can be solved in O(n log n) queries with a labeled
certificate, but requires Ω(n2 ) queries without a certificate.
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Figure 2 An illustration of Construction 4.2.

met by querying all of P ’s neighbors, and for each one making O(n) queries to see if their
only neighbor is P . If only 2 of P ’s 5 neighbors have this property then Condition 1 is met.
Similarly once we find P , T1 and T2 we can check in O(n) queries that Condition 2 is met
by checking that one of P ’s neighbor has degree n − 3 and is not adjacent to T1 and T2 as a
neighbor. We can similarly check that Condition 4 is met in O(n) queries given P . If we
find a vertex, v, of degree 5 we can find P in O(n) queries by checking if v has exactly two
neighbors of degree 5, if it does then v = P , otherwise v =
6 P since P has 2 neighbors of
degree 5, and these two neighbors don’t have an edge between them.
The first phase of the algorithm is to find out either T1 , T2 or B, and afterwards in O(n)
queries we also find P . We do this without using the unlabeled certificate similar to the way
we check if a graph is a scorpion [9], see Appendix A. Start by picking an arbitrary vertex, v,
and querying all of its neighbors. If deg(v) ∈ {1, 5, n − 3} we are done, as v must be T , P (or
one of P ’s immediate children) or B respectively. If deg(v) > n − 3 then output 0 since then
we can’t have two vertices of degree 1. So assume deg(v) ∈
/ {1, 5, n − 3, n − 2, n − 1}. Let
N0 denote the set of all of v’s neighbors, and let N1 = N0 \ {v}. Notice that if the function
outputs 1 then B ∈ N0 and T1 , T2 ∈ N1 since T1 and T2 are only adjacent to P , and v =
6 P.
Furthermore P ∈ N1 because all of P ’s neighbors have degree 1, 5 or n − 3. Iteratively pick
x ∈ N0 and y ∈ N1 , and make a query to see if x is adjacent to y. If x and y are adjacent
then y can’t be T1 or T2 (since T1 and T2 only have an edge to P which is also in N1 ), so
remove y from N0 . If x and y are not adjacent then x can’t be B unless y is T1 or T2 , so
remove x from N0 . Eventually N0 will be empty, in which case y must be either T1 or T2 .
Thus in O(n) queries we find P , and using O(n) further queries we can check if Conditions
1, 2 and 4 are met.
Once we find P we proceed to find the leaves of the tree in O(n log n) queries. If at any
point the structure does not match the tree (each vertex having one child of degree 2 + 1
and one of degree 3 + 1, where the +1 if for the edge with B) output 0 (Condition 3). Once
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we find the leaves of the tree, for each leaf we make n − 1 queries to check if each leaf has
degree different than 5 (Condition 5) and to find the neighborhood of all the leaves. Having
the neighborhood of each leaf allows us to check if Condition 7 is met, that no two vertices
in the crowd have the same neighborhood when restricted to the leaves. If it is met then we
can determine the isomorphism (for the vertices in C 12 ), between the unlabeled certificate
and the true (labeled) certificate. Note that the leaves of the tree are distinguishable since
we know exactly which is a right child and which is a left child due to the intermediate right
children, and this allows us to determine the isomorphism. With the (labeled) certificate we
can check if Condition 6 is met in O(n log n).
Lower bound for randomized algorithms. It remains to show that the randomized complexity of this function is Ω(n2 ). Suppose the algorithm is given (without any queries) all of
the vertices of degree less than log n, their neighbors, the vertex of degree n − 3, as well as
being told which vertices are the leaves of the tree. Suppose that all conditions except 6 are
met. It remains to check if Condition 6 is met – that all vertices in C have at least log n
neighbors also in C. Consider the following two input distributions:
1. The vertices in C are split into 3 sets, C1 , C2 and C3 , where |C1 | = log(n) − 1 and
|C2 | = |C3 | ∈ Ω(n). The subgraphs induced by C1 and C3 are cliques, and every vertex in
C1 is connected to every vertex in C2 . For every vertex in C2 we pick a vertex at random
from C3 and add an edge. Pick an edge uniformly at random from all edges that have
one vertex in C2 and one in C3 . Call the pair of endpoints of the edge the “marked pair”.
2. Same as distribution 1, except the edge which is the marked pair is removed.
For the first distribution Condition 6 is met, since every vertex in C2 has degree log n (on
the subgraph induced by C) because it has log n − 1 neighbors from C1 and a single neighbor
from C3 . In the second distribution Condition 6 is not met since there exists a single vertex
in C2 with degree log n − 1.
Differentiating between the first distribution and the second distribution requires Ω(n2 )
queries: Suppose that the algorithm A that attempts to distinguish between the two cases is
given the partition of the vertices in C into C1 , C2 and C3 “for free”, as well as being given
for free that C1 and C3 are cliques. Furthermore, suppose that each query not only tells us if
(u, v) is an edge, but also tells us if (u, v) is the marked pair. Note that the two distributions
are identical, except that the second distribution does not contain the marked pair as an
edge, and thus it is possible to tell apart the two distributions with any advantage (even if
algorithm is allowed to err) if and only if the marked pair is queried.
Consider an arbitrary algorithm A. Let N = |C2 | = |C3 | ∈ Ω(n). At any point during the
execution of A, call a vertex u ∈ C2 “unmatched” if its adjacent edge has not been discovered
yet, call it “thin” if thus far A has made at most N2 queries that involve u, and call it “thick”
if A has made at least N2 queries that involve u. We can also think of the choice of the edges
as well as the marked one as happening when the queries are made (principle of deferred
decision): given an unmatched vertex u with qu queries made so far, when a new slot is
queried, it is matched with probability 1/(n − qu − 1) and if it matched it is chosen as the
marked one with probability proportional to the number of unmatched vertices.

12

We do not have the full isomorphism, but we do know the mapping of the isomorphism for each of the
vertices in the crowd – the vertices for which we want to check if they all have degree at least log n on
the subgraph induced on C.
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We do not charge the algorithm for queries made to thick vertices: once a vertex u
becomes thick the next time A decides to query u it queries all the slots adjacent to it and
gets the edge (or the marked pair); this modification does not result in a big change in the
complexity, since it at most halves the total number of queries we charge A for making in any
given execution. Thus, when considering an execution of A, we assume it can only choose
among thin vertices.
1
We will first show that if A has made at most q = 200
N 2 queries so far, then the number
of unmatched vertices is at least N/2 whp. Consider q independent trials (corresponding to
the queries), each successful with probability at most 2/N (a vertex becoming matched). By
the Chernoff Bound, the probability that q independent (and identical) trials, each successful
with probability N2 have more than N2 successes is13
Pr[More than N/2 vertices become matched] ≤ 2−N/2 .
1
Thus any algorithm that thus far has made less than 200
N 2 queries, has at least N2 unmatched
vertices with high probability.
We conclude that under the assumption that the number of unmatched vertices is at least
N/2 the probability that A queries the marked pair in the next round is bounded by 4/N 2 :
The probability that a given thin vertex u is part of the matched pair is N2 (since there are at
least N/2 unmatched vertices), and given that we query a vertex that is part of the marked
pair, the probability that we query the marked pair is at most 2/N (since u is thin). So we
get that the probability that A finds the marked pair in q rounds is bounded by 4q/N 2 (union
bound) plus the probability of not having N/2 unmatched vertices (which is negligible).
1
N 2 queries has a limited probability
So altogether, an algorithm operating with q = 200
of success and we get that the worst-case randomized complexity of f (Definition 2.3) is
Ω(N 2 ) = Ω(n2 ) .
J

I Remark 4.3. The technique or gadget used in the above construction in order to make each
vertex unique has additional applications. For instance, it can be used to turn an arbitrary
function into a graph property while the complexity increases by an additive O(n · log n)
factor, resulting in the first known graph property with separation between the deterministic
and randomized complexity. We explore this in future work.

4.2
4.2.1

Unlabeled Instance Optimality
Unlabeled Certificates of Majority

Our first example regarding unlabeled instance complexity is that while the majority function
is not R-instance optimizable (Lemma 3.5), it is (almost) unlabeled R-instance optimizable.
Namely, knowing the Hamming weight of the input does not help in significantly reducing
the number of queries made to the input.14
Here, the optimality ratio is super-constant, that is, the unlabeled decision tree has an
asymptotic advantage over the standard decision tree but it is only doubly-logarithmic in
the input size (and this is tight).

We use the following form of Chernoff: ∀t ≥ 2e E[X], Pr[X ≥ t] ≤ 2−t . Indeed in this case E[X] =
2
N
N
qN
= 100
. And N
2 > 2e 100 .
14
The majority is a symmetric function, and so in this case Γ contains all permutations of the n inputs,
thus the full information is given by the hamming weight of the input.
13
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I Lemma 4.4 (Item 1 of Theorem 1.6). The majority function is within O(log log n) of being
unlabeled R-instance optimizable.
Proof. Consider an algorithm with an unlabeled certificate, which in the case of majority
can be thought of as the number of 1’s in the input. Suppose that the Hamming weight is
n/2 + εn. Then the algorithm must make at least Ω(1/ε2 ) queries to the input. This follows
by fixing the distribution that with probability 1/2 outputs a random input of Hamming
weight n/2 + εn and with probability 1/2 outputs a random input of Hamming weight
n/2 − εn. By the same fact we used in Lemma 3.5, Ω(1/ε2 ) queries are required to distinguish
the two cases.
We show that without a certificate, we can work with almost the same number of samples:
Θ(1/ε2 ·log log(1/ε)). The decision is obviously based on where the majority of the coordinates
we read vote, but the issue is when to stop. This is a case of sequential hypothesis testing
and the danger is that we are trying too many hypotheses and may fail in one of the trials,
even though there is decent a probability of not failing in any particular one.
We use a recent result of Daskalakis and Kawase [15] who studied the following problem:
Given sample access to an unknown distribution p over {0, 1} and an explicit distribution
q over the same domain. How many samples are needed to reject the hypothesis “p = q”
when p 6= q, while never rejecting when p = q. Daskalakis and Kawase showed that
Θ(1/d2p,q · log log(1/dp,q )) queries are needed and sufficient, where dp,q is the total variation
distance between p and q. We sketch the upper bound directly for our case next.
The algorithm samples a coordinate i ← [n] uniformly at random and queries its input
at i. Let t be the number of queries made so far and let t0 be the number of 0’s and t1 the
number of 1’s (where t0 + t1 = t). Whenever t is a power of 2, the algorithm decides whether
to stop or go on:
1. if t ≥ n, read the whole input and output the majority value.
√
2. if tb > t/2 + 2 t · log log n, output the bit b.
We need to show two properties of the algorithm. First, that after enough iterations, it
stops with the right answer. Second, that the probability that it stops too early, before
making enough queries, is small. For the latter, since our test is done only when t is a power
of two, the test is performed at most log n times. Thus, if we wish that no error will be
made by stopping too early we need to reduce the probability of error per test to be at most
1/(3 log n). Assume that the input has n/2 + εn 1’s (the case with 0 majority is analogous).
We start by showing that the probability that the algorithm halts and outputs the wrong
(t)
answer is small. Denote by Tb the random variable corresponding to the number of b’s seen
(t)
until query t, for b ∈ {0, 1}. (Tb is the sum of t independent random variables.) By a union
bound, the probability that the algorithm makes a mistake it at most


p
t
(t)
Pr T0 ≥ + 2 t · log log n ,
2
i

X
t=2

where the sum is over all t’s that are powers of 2. We bound each of these terms separately
(t)
using Chernoff’s bound.15 Since the input contains n/2+εn 1’s, it holds that E[T0 ] = t/2−εt.

15

Pn

We use the additive version of Chernoff’s bound [4, Appendix A.1]. Let X =
Xi be a sum of
i=1
Pn
identically distributed independent random variables X1 , . . . , Xn ∈ {0, 1}. Let µ = E[X] =
[Xi ].
i=1 E
It holds that for a > 0, Pr[X > µ + a] ≤ exp(−2a2 /n).
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Hence, for every t ∈ [n]:




 
 √
p
p
√
t
t
(t)
(t)
Pr T0 ≥ + 2 t · log log n = Pr T0 ≥
− εt + ε t + 2 log log n · t
2
2
 
2 
p
√
≤ exp −2 ε t + 2 log log n
≤ exp (−8 log log n) ≤ log−8 n.
Thus, the overall probability that the algorithm makes a mistake is less than log n · log−8 n <
1/3.
We show that with probability at least 2/3 our algorithm halts (with the correct output)
after at most t0 = min{2n, 25(log log n)/ε2 } queries. This will finish the proof of the claim.
Again, consider an input with n/2 + εn 1’s. If ε is such that t0 ≥ n, then we are done.
Otherwise, by the same Chernoff bound:




 
 √
p
p
√
t0
t
(t0 )
(t0 )
0
Pr T1 < + 2 t · log log n = Pr T1 ≤
+ εt − ε t − 2 log log n · t
2
2
 
2 
p
√
≤ exp −2 ε t − 2 log log n
< 1/3.
J

4.2.2

Unlabeled Certificates of Graph Properties

Our next result is that there exists a graph property which is not unlabeled R-instance
optimizable. It is our “old friend” the majority property, but this time the group of
permutations Γ considered is that of the vertices (rather than the edges), which demonstrates
the significance of picking the most appropriate Γ.
I Lemma 4.5 (Item 2 of Theorem 1.6). There exists a graph property – majority of edges
– which is not unlabeled R-instance optimizable. There is a distribution where any correct
algorithm takes Ω(n2 ) queries but an algorithm receiving an unlabeled certificate requires only
O(n log n) queries.
Proof.
The graph property is that the graph G = (V, E) with n vertices contains at least

n
/2
edges.
The hard distribution
2
 for (certificateless)
 randomized decision trees will be a
n
n
random graph that has either 2 /2 + n edges or 2 /2 − n edges.
On the one hand, a randomized
algorithm that has no certificate cannot

 distinguish
random graphs that have n2 /2 + n edges from random graphs that have n2 /2 − n edges
unless it makes Ω(n2 ) queries to the input and recovers a constant fraction of the graph.
This is the fact we used in the proof of Lemma 3.5. The rest of the proof is devoted to
showing that using an unlabeled certificate can significantly help.
We design a decision tree algorithm that has access to an unlabeled certificate and makes
only O(n · log n) queries to the input in expectation on the above distribution and decides the
property correctly on all inputs with probability 2/3. The algorithm works in two steps after
which the algorithms recovers the exact graph (and not a permutation thereof) or figures out
that it was given the wrong certificate. Then, we are back in the case of Lemma 3.5 where
the (exact) certificate helps compared to the algorithm without the certificate.
Denote by G = (V, E) the real graph we are querying and denote by G0 = (V, E 0 ) the
permuted graph we have as a certificate. That is, E 0 = {(π(u), π(v)) | (u, v) ∈ E}) for
some unknown permutation π. The first step of our algorithm is to sample a random set of
k = c · log n vertices A = {v1 , . . . , vk } (for some large enough constant c > 0) and query all
edges (vi , vj ) for all i, j ∈ [k]. We call the set A the anchor. This costs at most k 2 ∈ O(log2 n)
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queries. Denote by GA the induced subgraph that the algorithm just queried. The algorithm
then tests how many isomorphic subgraphs there are to GA in G0 . If there are no copies, we
query all the edges in the graph, as the certificate is not a permutation of the input graph.
If there is more than one copy, then we are unlucky (see below) and again we query all edges.
If there is exactly one isomorphic subgraph, we have just identified the vertices in A and we
can use them as an anchor to identify the other vertices.
The next step of the algorithm is to query the input on all possible neighbors for each
vertex in the anchor A. This costs n · k ∈ O(n · log n) additional queries. For a vertex
v ∈ V \ A, let v(A) = (E(v, v1 ), . . . , E(v, vk )) be the incidence vector w.r.t. neighborhood in
A. For each such v ∈ V \ A, look for a vertex in the certificate with the same “fingerprint”,
i.e., same list of vertices in A (again, if we find no match, we output ⊥).
At this point, the algorithm completely recovers the permutation between the input
and the certificate and thus we are almost done: as in Lemma 3.5, the algorithm checks
using O(n) random queries that the input graph corresponds to the certificate; if it does the
algorithm answers accordingly (i.e., by the majority of the edges of the ceritificate) and if not
the algorithm queries all the edges and answers according to the result. By the correctness
of Lemma 3.5 we get that the algorithm is correct with high probability.
The fact that the algorithm is efficient, that is, if it is given a permutation of the true
graph then the expected number of queries it makes is O(n log n), follows from the two claims
below. They show that we will indeed recognize the vertices in A uniquely and then each
other vertex in V \ A (with very good probability). The overall complexity of the algorithm
is O(n · log n) queries with probability 1 − 1/n (the probability is over the distribution of the
graphs and the random choices of the algorithm).
B Claim 4.6. With all but 1/n probability, there is only one induced subgraph of G that is
isomorphic to GA .
Proof. In Alon-Spencer [4, §10], Subsection titled “THE PROBABILISTIC LENS: Counting
Subgraphs” the following is shown. Let G = (V, E) be a G(n, p) graph (i.e., a graph on n
vertices with edge probability p ∈ (0, 1)) and let S ⊆ V be a subset of k vertices. Let GS
be the induced subgraph of G to the vertices in S. Then, the probability that there is an
isomorphic copy to GS in G besides the one induced by S is at most
t 
g
X
n2 · p1/3−k/6 .
g=1


Letting p = 1/2 ± n/ n2 and k = 100 log n, we get that the above probability is bounded by
1/n2 .
The above holds for a G(n, p) graph while our graph is sampled from a different distribution.

Our distribution is such that the given graph is a random one conditioned on having n2 /2±n
edges. But, a random G(n, p) graph has inverse-polynomial probability of ending up with
p · n2 edges so we can get the result for these graphs by conditioning. More generally,
it is known that random
graphs with m edges have similar properties to ones with edge

probability p = m/ n2 ; see, for example, Frieze and Karonski [23, Lemma 1.2].
C
B Claim 4.7. With probability less than 1/n, there exist distinct v, v 0 ∈ V \ A such that
v(A) = v 0 (A).
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Proof. For every two distinct v, v 0 ∈ V \A the probability that v(A) = v 0 (A) is 2−k . Applying
a union bound over all possible such pairs, we get that there exist distinct v, v 0 ∈ V \ A such
that v(A) = v 0 (A) with probability at most
|V \ A|2 · 2−k ≤ n2 /2c·log n ≤ 1/n2 ,
where the last inequality follows for c > 4.

C

This concludes the proof that majority is not instance optimal in this sense.

J

Lastly, we show that even when considering graph properties (that is, the permutation
group considered is over the vertices of the graph), there is a (monotone) graph property
which is unlabeled R-instance optimizable:
I Lemma 4.8 (Item 3 of Theorem 1.6). There exists a monotone graph property (“there exists
at least one edge”) which is unlabeled R-instance optimizable. But not labelling R-instance
optimal.
Proof. The graph property is that the graph G = (V, E) contains at least one edge. Let
n = |V |, and let m be the number of edges.The instance optimal randomized decision tree
algorithm is the one that just samples random edges in the graph (without repetition) and
queries on them until it either finds an edge or until it exhausts all the edges in the graph. If
the input graph
 has m ≥ 1 edges, the expected number of queries the algorithm makes is
bounded by n2 /m.

In the unlabeled certificate case, we need to argue that for any m ∈ {0, . . . , n2 } and any
graph G no randomized decision tree algorithm given G0 , an isomorphic copy of G, as an
unlabeled certificatecanbe correct (on all graphs) with probability at least 2/3 by querying
in expectation o n2 /m .
Consider a distribution DG on graphs such that with probability 1/2 the output is a
random isomorphic copy of the graph G and with probability 1/2 the output is the empty
graph (no edges
 at all). Consider the first k queries of any decision tree T . We will argue
that for k = n2 /(8m), with high probability T will not query any edge (when the graph it
queries is a random isomorphic copy of G), and thus have no way of telling if the graph is
indeed an isomorphic copy of G0 or the empty graph. Note that as long as T doesn’t query
any edges, T is non-adaptive. Since T makes k queries, the probability that it queries at least
one edge is the same as the probability that a k-edge graph H and a random permutation of
a m-edge graph G intersect. We argue that this is roughly on the order of k · m/n2 . More
precisely, by a union bound and assuming the first i − 1 rounds returned no edges, if T makes
k queries, then with probability at most:
k
X
i=1

n
2



m
2mk
≤ 2
≤ 1/4
n − 2n − 2k
−i+1

it will query an edge. Therefore, with probability at least 2/3 it will not query any edge
and thus
 have no way of knowing whether the graph has an edge or not. This means that
Ω n2 /m queries must be made in expectation, same as the naive algorithm that does not
get a certificate nor does it know m and therefore the property of having at least one edge is
unlabeled R-instance optimizable.
The function is not labelling R-instance optimal, since if there exists one edge the
algorithm with a (labeled) certificate requires only O(1) queries.
J
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Labelling Instance Optimal

All instance optimal functions are also labelling instance optimal since for every x C(f, x) ≤
AC(f, Γ, x) ≤ D(f, x) and RC(f, x) ≤ RAC(f, Γ, x) ≤ R(f, x). We show that, up to log
factors, the converse is not true; i.e, there exists a function that is within O(log(n)) of being
labelling D-instance optimal (resp. labelling R-instance optimal) but is not D-instance
optimal (resp. R-instance optimal).
I Lemma 4.9 (Item 4 of Theorem 1.6). The function defined in Construction 4.2 is within
O(log(n)) of being labelling D-instance optimal, and labelling R-instance optimal, but is
neither D-instance optimal nor R-instance optimal.
Proof. We know the function isn’t D nor R instance optimal since in the worst case the
algorithm that has access to an unlabeled certificate does significantly better than the
algorithm that has no certificate due to Theorem 4.1.
e
We will show that for every input RC(f, x) ∈ Ω(n). Since for all inputs AC(f, x) ∈ O(n)
both D and R instance optimality follows. Notice that all the conditions except for Condition
3 make a requirement about the degree of a given vertex (or multiple vertices). Ω(n) queries
are necessary to determine the degree of a given vertex with high probability. Condition 3
claims that we have a binary tree of size O(log(n)) and thus this condition also requires Ω(n)
queries with a certificate.
J

4.2.4

Unlabeled Instance Optimality of Proximity Property Testing

It turns out that every proximity property, given an (unlabeled) certificate, can be done
√
with at most Õ( n) queries (with two-sided errors). This follows from a result of Fischer
and Matsliah [22] who studied the query complexity of graph isomorphism in the proximity
property testing model. One of their results determines the query complexity of this problem
where one of the graphs is “known” to the algorithm and while allowing two-sided errors
√
(this is in the dense graph model). They showed that, in this setting, Õ( n) queries suffice
√
and Ω( n) queries are necessary in general. Thus, in the unlabeled model, we can use this
algorithm to first test proximity between the object and the given unlabeled certificate (using
√
Õ( n) queries). Then, if they are close, answer according to whether the certificate possess
the property. If they are far, query the whole object and just compute the output precisely.
So, for a proximity property to be instance optimizable, it is necessary to prove that
√
O( n) queries are sufficient in the worst case.

5

Open Questions and Future Research

This work raises several open problems and research directions. Conjecture 3.15 is about the
lack of monotone graph properties which are R-instance optimal.
I Conjecture 5.1 (Conjecture 3.15, repeated). Every non-trivial monotone graph property is
not R-instance optimizable.
In section Section 3.5 we showed that given a truth-table representing a function, we can
test if a given algorithm is instance optimal in time polynomial in the size of the truth-table.
It remains open if we can test if a given function is instance optimizable in time polynomial
in the size of the truth table. Another question is, given a decision tree (instead of a truth
table), can we test whether the function it evaluates is instance optimizable.
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I Question 5.2 (Question 3.22, repeated). What is the complexity of testing whether a given
function f is instance optimizable (within some c).
As we observed in Section 3.6, there is a clean characterization of (randomized) instance
optimality in the context of proximity testing. Also, we know that unlabeled certificates help
(with properties which require many queries to test), but we do not have a full characterization.
I Question 5.3. Are there unlabeled instance optimizable properties in the proximity testing
model, with worst case complexity ω(1)?
Another question is whether analogues of the Aanderaa-Rosenberg conjecture holds for
unlabeled certificate decision tree complexity. The randomized variant of this question for
monotone properties is also open.
I Question 5.4. Can the result of Rivest and Vuillemin [44] be extended to algorithms with
an unlabeled certificate? Namely, do deterministic decision tree algorithms require querying
a constant fraction of the edges for any non-trivial monotone graph property, even given a
permutation of the given graph?
In this work we considered two types of hints regarding the input, i.e. side information
where the competing algorithm is measured only when it is correct: the full input and a
permutation of the input. A natural question is what other types of hints are useful to study,
e.g. partial inputs (that do not contain a certificate), such as the degree sequence.
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Efficiently Testing Scorpion Graphs

B Claim A.1 (Restatement of Claim 3.12, [9]). Testing whether a given n vertex graph is a
scorpion graph takes at most O(n) queries.
Proof. Let G = (V, E) be an n vertex graph. We give an algorithm that does at most O(n)
queries to the graph G. Denote by d(v) the degree of a vertex v ∈ V . Observe that once
we find one of the special vertices (i.e., the body, the tail or the sting), we can locate all
other special vertices with at most 3n queries and then check that the graph is a scorpion
graph. For example, once we find a vertex b with d(b) = n − 2, then the vertex must be
the body (if the graph is a scorpion). Going over all the neighbors of b we locate the only
vertex s ∈ V that is not a neighbor of b. This must be the sting vertex (again, if the graph
is a scorpion). Then, going over all the edges adjacent to s, we locate the tail vertex t and
verify that d(t) = 2. In total, we made 3n queries to the edges in G. Thus, the goal now is
to locate one of the special vertices.
We begin with an arbitrary vertex v ∈ V . If d(v) ∈ {0, n − 1} then G is not a scorpion
graph. Otherwise, if d(v) ∈ {1, 2} then either v is one of the special vertices or a neighbor of
v is one of the special vertices. If d(v) = n − 2 then v must be the body vertex. In any such
case we can identify all the special vertices and checking if the graph is a scorpion graph
using at most 4n queries to G.
Assume now that 3 ≤ d(v) ≤ n − 3. Denote by N0 the set of neighbors of v. Let
N1 = N̄0 \ {v}. The body of G (if G is a scorpion) must be in N0 and the sting and the tail
must be in N1 . At this point we iteratively choose x ∈ N0 and y ∈ N1 such that if (x, y) ∈ E
then N1 = N1 \ {y} (as y can not be the sting) and choose a new y ∈ N1 , and otherwise (i.e.,
if (x, y) 6∈ E), N0 = N0 \ {x} (as x can not be the body unless y is the sting) and choose a
new x ∈ N0 . This process terminates after at most n queries since after every query a vertex
is deleted. Moreover, if G is a scorpion then at the end of the iterations N0 = ∅ and y is the
sting. To see this, notice that the body can not be deleted from N0 by any vertex in N1 that
is not the sting, and once the sting is encountered all the vertices in N0 will be deleted. C

B

Instance Optimality in Other Settings

The term “Instance optimality” was coined by Fagin, Lotem and Naor [19] in the context of
finding items with the top k aggregate scores in a database of sorted lists.16 It has appeared
in the theoretical computer science literature in several other contexts and forms. Here are a
number of examples:
Competitive online analysis. The competitive ratio of an algorithm A is its worst
case performance relative to the best offline (see [11, 21]). This is a slightly different form
of instance optimality since the comparison here is to an algorithm that is not necessarily
from the same class.
Approximation algorithms. Comparing the size (or value) that the best algorithm
can find to the one the approximating algorithm finds.
Self-adjusting data structures. Is it possible to construct an optimal binary search
tree, i.e., with smallest possible search time, for an access sequence given online? Sleator
and Tarjan [47] conjectured that Splay Trees are instance optimal in this sense and
resolving it has been a central issue in the area. See also Demaine et al. [16].

16

We note that the term “Instance Complexity” has been used by Orponen et al. [42] in a different
meaning, one related to Kolmogorov Complexity.
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Database operations. Demaine et al. [17] studied the problem of finding intersections,
unions, or differences of a collection of sorted sets. While the worst-case complexity of
these problems is straightforward, they consider algorithms whose complexity depends on
the particular instance.
Computational geometry. Baran and Demaine [7] gave an instance optimal algorithm
for the nearest-point-on-curve problem (where one needs to find a point on a curve that
is nearest to a given point). Instance optimal algorithms for convex hull and set maxima
were given by Afshani et al. [2]. Their notion is particularly related to the unlabeled
model we consider in Section 4, where the algorithm is competing against the best one
for the given set of points in some order.
Learning Theory. A fundamental question in learning theory is to produce an accurate
as possible approximation of an unknown distribution (over a discrete support) given
independent draws from it. Valiant and Valiant [50] gave an algorithm that outputs
an approximation whose expected distance from the real distribution is equal to the
minimum possible expected error that could be obtained by any algorithm that knows the
true yet unlabeled distribution and simply needs to assign labels. Another work of Valiant
and Valiant [51] studied the identity testing problem: Given the explicit description of a
distribution, decide whether a set of samples was drawn from it or from a distribution
with some distance from it. They gave an algorithm in which the number of queries
depends on the given distribution.
Distributed computing. A series of works studied the possibility of instance optimal
algorithms for eventual Byzantine agreement (a.k.a. Consensus) and simultaneous Byzantine agreement [18, 38, 31]. In these problems the inputs are the votes of the players
and the failure pattern. They provided several positive and negative results for various
notions of instance optimality appropriate for the setting.
Cryptography. The notion of precise zero knowledge bounds the knowledge gained by
a player in terms of its actual computation rather than standard zero knowledge that
bounds the knowledge of a player in terms of his potential computational power (see
Micali and Pass [37]).
In this work, we concentrated on cases where the domain is full and there is no promise
regarding the input (as opposed to, say the work of Fagin et al. [19], where the assumption
is that each column is sorted).
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We prove several impossibility results for probabilistic proofs relative to natural oracles. Our
results provide strong evidence that tailoring certain natural functionalities to known probabilistic
proofs is inherent.
2012 ACM Subject Classification Theory of computation → Computational complexity and cryptography
Keywords and phrases probabilistically checkable proofs, relativization
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.57
Related Version A full version of the paper is available at https://ia.cr/2019/1430.
Funding This research was supported in part by: the Berkeley Haas Blockchain Initiative, and
donations from the Ethereum Foundation and the Interchain Foundation.

1

Introduction

The study of relativized complexity classes originally aspired to shed light on the structural
relationships between unrelativized complexity classes. However, it was soon realized that
many interesting complexity classes have contradictory relativization results. For instance,
Baker et al. [9] showed that there exist oracles A and B such that PA = NPA and PB 6= NPB .
Subsequent works sought to circumvent this difficulty by considering relativized worlds
where the oracle is sampled from a “natural” distribution, and thereby avoid specially-crafted
oracles that can force an equality/inequality on the complexity classes being compared. For
instance, Bennett and Gill [20] proved that, with probability 1 over a random oracle R, it
holds that PR 6= NPR 6= co-NPR and PR = BPPR . Since these relativization results agreed
with what people believed to be true in the unrelativized case, Bennett and Gill proposed the
Random Oracle Hypothesis, which states that structural relationships between complexity
classes that hold with probability 1 over a random oracle also hold in the unrelativized case.
However, this hypothesis was later disproved by Chang et al. [22], who showed that, with
probability 1 over a random oracle R, IPR 6= PSPACER . (We know that, without oracles,
IP = PSPACE [34, 41].)
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These works indicate that, in general, relativization results are not helpful for understanding the relationships between unrelativized complexity classes. At best they provide us
with relativization barriers, which nowadays are not considered so strong since we know of
non-relativizing techniques.

1.1

New motivation: the efficiency of probabilistic proofs

We revisit relativization with a new motivation: the efficiency of probabilistic proofs. Superficially, relativization and probabilistic proofs seem unrelated. Yet they are deeply connected,
as we explain.
Probabilistic proofs such as interactive proofs [28] and probabilistically checkable proofs [8]
have played important roles in the study of hardness of approximation since the seminal work
of [25]. In recent years, they became the subject of intense study due to their application to
constructing highly-efficient cryptographic proofs (such as succinct arguments), and a major
research goal today is to improve the efficiency of probabilistic proofs. We now illustrate,
via an example, how relativization results tell us important facts about the efficiency of
probabilistic proofs.
I Example 1. Let H = {Hs : {0, 1}|s| → {0, 1}|s| }s∈{0,1}∗ be a family of “hash functions”
(the precise security property in this discussion is unimportant), and consider the following
NP language:
Ls = {(n, y) ∈ N × {0, 1}|s| | ∃ x ∈ {0, 1}|s| s.t. Hsn (x) = y} .
The efficiency measures (proof length, randomness complexity, query complexity, and
others) of a PCP for the language Ls typically depend on the size of an arithmetic circuit
that iteratively applies Hs , for n times, to a candidate witness x and checks if the result is y.
The size of such a circuit is Ω(n |Hs |), i.e., it depends on the size of a circuit for expressing
the computation of Hs . Since there are many NP languages of interest to practitioners that
involve cryptographic computations such as hash functions, researchers have been designing
specialized families of hash functions that can be represented via small arithmetic circuits
[6, 2, 29, 4, 3, 30].
We ask: is optimizing the arithmetic circuit complexity of hash functions necessary?
We now explain why the answer to this question is connected to relativization statements
about probabilistic proofs. Informally, suppose that for any family of hash functions H
it holds that NPH ⊆ PCPH . In other words, every language that can be decided by a
nondeterministic polynomial-time machine that makes oracle calls to a hash function has a
PCP verifier that may make oracle calls to the same hash function. Now the “oracle language”
L = {Ls }s∈{0,1}∗ , which is in the relativized complexity class NPH , can be decided via a
computation that involves n calls to the hash function but does not depend on the complexity
of the hash function itself (as this computation happens inside the oracle). Hence, since we
assumed that NPH ⊆ PCPH , we can obtain a probabilistic proof for L whose efficiency does
not depend on the complexity of the hash function (which is wonderful).
In sum, probabilistic proofs that “relativize with respect to hash functions” obviate
the need to design hash functions with small complexity and, conversely, negative results
about such relativizations provide strong evidence that efforts to design “PCP-friendly” hash
functions are inherent.
The above example illustrates a general connection. On the one hand, constructing
probabilisitic proofs in relativized worlds could provide drastic efficiency improvements to
probabilistic proofs. On the other hand, ruling out probabilistic proofs in relativized worlds
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would provide a complexity-theoretic justification for why practitioners may be “stuck” with
the task of designing “PCP-friendly” realizations of various functionalities (hash functions,
signatures, encryption, and so on).

1.2

Our question: are there PCPs for computations in relativized
worlds?

We initiate the systematic study of probabilistic proofs for relativized computations.
In this work an oracle is a collection A = {An }n∈N where each An is a distribution over
functions on n-bit inputs. A sample from A is a function A : {0, 1}∗ → {0, 1}∗ obtained by
sampling a function fn from each An and then setting A to equal fn for n-bit inputs. (See
Section 2.1 for definitions.)
We wish to understand for what oracles A there are probabilistically checkable proofs
(PCPs) in a relativized world where all machines have oracle access to a sample from A. Below
we make this question more precise, distinguishing between the case of PCPs for relativized
nondeterministic computations (“do PCPs provide any savings in witness length?”) and the
case of PCPs for relativized deterministic computations (“do PCPs provide any savings in
computation length?”).
The complexity classes that we study are the natural relativized extensions of DTIME,
NTIME, and PCP. Note that complexity classes relative to an oracle A are sets of oracle
languages (see Definition 11) rather than sets of languages, because the sample from A affects
whether a particular instance is in the language or not. The informal definitions below are
made precise in Section 2.4.
DTIME(t(n))A

oracle languages that are decidable by a deterministic machine that
runs in time O(t(n)) and has oracle access to a sample from A

NTIME(t(n))A

oracle languages that are decidable by a nondeterministic machine that
runs in time O(t(n)) and has oracle access to a sample from A

PCP(t(n), q(n))A

oracle languages that are decidable by a PCP verifier that runs in time
O(t(n)), makes O(q(n)) queries to a proof string, and has oracle access
to a sample from A

We introduce two incomparable questions, which concern the (im)possibility of “nontrivial” PCPs for relativized nondeterministic computations and for relativized deterministic
computations.
1. PCPs for NTIME. For every oracle A it holds that NTIME(t(n))A ⊆ PCP(t(n), t(n))A
because a PCP verifier can read in full a witness provided in the PCP proof, and then
run the nondeterministic decider on the witness. We ask: for what oracles A can we
have any non-trivial improvement on this trivial inclusion? Namely, we consider PCP
verifiers that may make o(t(n)) queries to the PCP proof, which in general prevents the
PCP verifier from reading a witness from the PCP proof. We additionally allow the PCP
verifier to incur a polynomial blow-up in running time: it may run in time poly(t(n)),
and in particular can make poly(t(n)) queries to the sample from A. (The queries to the
PCP proof are still o(t(n)).) This amounts to asking:
Given an oracle A, is it the case that NTIME(t(n))A ⊆ PCP(poly(t(n)), o(t(n)))A ?
We will say that an oracle A separates NTIME and PCP if the answer to this question is
negative.
2. PCPs for DTIME. For every oracle A it holds that DTIME(t(n))A ⊆ PCP(t(n), 0)A
because a PCP verifier can simply run the deterministic decider. We similarly ask: for
what oracles A can we have any non-trivial improvement on this trivial inclusion? Namely,
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we consider PCP verifiers that run in time o(t(n)), which in general prevents a PCP
verifier from simply running the deterministic decider. We additionally allow the PCP
verifier to ask any number of queries to the proof or to the sample from A (as bounded
by its running time). This amounts to asking:
Given an oracle A, is it the case that DTIME(t(n))A ⊆ PCP(o(t(n)), o(t(n)))A ?
We will say that an oracle A separates DTIME and PCP if the answer to this question is
negative.
What is known? Recall that, for unrelativized complexity classes, we have excellent PCPs.
All nondeterministic computations have a constant-query PCP verifier that runs in polylogarithmic time: NTIME(t(n)) ⊆ PCP(poly(n, log t(n)), O(1)) [24, 19, 37]. In particular, PCPs
simultaneously provide exponential savings in witness length and in computation length.
However, for relativized complexity classes, known relativization results tell us very little.
The main relevant prior work is by Hartmanis et al. [31], who claim that, with probability
1 over a random function R : {0, 1}∗ → {0, 1}, NPR 6⊆ PCP(poly(n), log n)R . This provides
a negative result for the special case where A is a “random oracle”, t(n) is polynomially
bounded, and the PCP verifier makes O(log n) queries to the PCP proof. (In Section 1.4 we
discuss other related work.)
However, even for the case of a random oracle, our goal is to rule out any non-trivial
PCP for any nondeterministic computation (ruling out any savings in witness length), and
also for any deterministic computation (ruling out any savings in computation length, even
if there is no witness).
More generally, we are interested to answer these questions for oracles beyond random
oracles.
Some intuition. If the PCP verifier could “learn” the oracle in a small number of queries,
then we may be able to rely on known techniques to construct PCPs for unrelativized
computations because each oracle call could be replaced by a subroutine that simulates the
learned oracle. Conversely, if the oracle is “hard” to learn, then known techniques do not
seem to apply because it is not clear how they could deal with oracle calls, and so we may
expect that non-trivial PCPs in this case are impossible. Our goal will be to show that, for
hard-enough oracles, non-trivial PCPs are indeed impossible (regardless of the techniques
that could be used to construct the PCPs).
Beyond PCPs. There are several models of probabilistic proofs beyond PCPs, such as
interactive proofs (IPs) [28], interactive PCPs (IPCPs) [33], and interactive oracle proofs
(IOPs) [18, 39]. One may ask: why do we focus only on PCPs in our presentation? The
answer is that, for the goals of this paper, the PCP model is equivalent to the IOP model
(see Remark 6), and the IOP model subsumes the other models as special cases. So, for the
goals of this paper, it suffices to study PCPs. All results in Section 1.3 directly translate to
IPs, IPCPs, and IOPs.

1.3

Our results

We prove that, for several oracles of cryptographic interest, non-trivial PCPs for relativized
computations do not exist – this holds both for deterministic computations (DTIME) and for
nondeterministic computations (NTIME). Moreover, we establish several structural results
about “hard oracles” for PCPs. These initial results provide us with valuable insights into the
efficiency limitations of PCPs, and provide a useful starting point for further investigations
into this new direction.
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We now summarize our results in more detail.
(1) Random functions. We begin with the oracle that intuition suggests is the “hardest”
oracle for PCPs because it is “maximally unlearnable”, the random oracle. Namely, we
consider the oracle R = {Rn }n∈N where each Rn is the uniform distribution over all functions
Rn : {0, 1}n → {0, 1}.1 Our first result shows that the intuition is correct, i.e., we prove that
the oracle R separates DTIME and PCP and also separates NTIME and PCP.
I Theorem 2 (informal). Let R be the random oracle. For any t : N → N,
DTIME(t)R 6⊆ PCP(o(t), o(t))R

and

NTIME(t)R 6⊆ PCP(poly(t), o(t))R .

The above theorem tells us that we cannot, in general, expect to construct PCPs for
cryptographic computations that involve random oracles, such as Fiat–Shamir signatures
[26]. The natural alternative would be to somehow instantiate the random oracle, and incur,
within the PCP, the cost of the hash function used in place of the random oracle. This
is indeed what Valiant [43] did in his construction of incrementally verifiable computation
(IVC): Valiant needed to construct a PCP for the computation of a SNARK verifier that
uses random oracles and, lacking suitable PCPs for this relativized computation, considered
instead the SNARK verifier obtained by instantiating the random oracle. Our Theorem 2
rules out PCPs for computations that use random oracles, and in particular gives strong
evidence that Valiant’s approach was in some sense justified.
One may argue that, while they give us useful insights, random oracles do not tell us much
about other oracles because they are too special in that they have no structure. We now
consider two oracles with structure: one with group structure and another with low-degree
structure.
(2) Random generic groups. Many group-based cryptographic primitives are stated (and
sometimes also analyzed) with respect to a generic group. This means that the primitive
relies only on the fact that a certain prime-order group is available but does not rely on
whether the group is instantiated, say, with a multiplicative subgroup of a finite field or an
elliptic curve group. This motivates the question of whether there are PCPs with respect
to a random (generic) group oracle, which is the oracle O = {On }n∈N where each On is a
random presentation of a group of order n. We prove that the answer is negative, i.e., that
the oracle O separates NTIME and PCP.
I Theorem 3 (informal). Let O be the random group oracle. For any t : N → N,
NTIME(t)O 6⊆ PCP(poly(t), o(t))O .
The above theorem tells us that, in general, the representation of a group matters to a
PCP. For example, if we return to the iterative hash computation of Example 1 and set the
hash function to be the Pedersen hash function (a function that is collision resistant over
any group where extracting discrete logarithms is hard), we should pick a group tailored to
the PCP at hand. This is consistent with the fact that applied cryptographers working with
probabilistic proofs have had to carefully design group instantiations for such computations.

1

More generally, we consider the uniform distribution over functions Rn : {0, 1}n → {0, 1}`(n) for some
`(n).
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E.g., Jubjub [44] is an elliptic curve in the Zcash cryptocurrency that is used to instantiate
a Pedersen hash function in a way that is “friendly” to probabilistic proofs. Our theorem
provides strong evidence that these efforts are necessary.
(3) Random low-degree functions. Probabilistic proofs are typically achieved by relying
on low-degree functions that encode information associated to the computation being checked.
This fact extends to relativized complexity classes in the sense that results such as IP =
PSPACE algebrize with respect to every oracle [1]. In the language of this paper, this means
that for every oracle A, it holds that PSPACEA ⊆ IPÂ where Â is the low-degree extension
of A (each sample in A is replaced with some low-degree extension of it).
However in this paper we are interested to understand relativization results, not algebrization results, and the above discussion raises the question of what happens when we compare
DTIME/NTIME and PCP in a relativized world where the oracle is a random low-degree
function. Namely, we consider the oracle P = {Pn }n∈N where Pn is the uniform distribution
over all low-degree polynomials on n variables (for given field and degree parameters). Note
that P can be viewed as a low-degree extension of the random oracle R.
We prove that P separates NTIME and PCP.
I Theorem 4 (informal). Let P be the random low-degree oracle. For any t : N → N,
NTIME(t)P 6⊆ PCP(poly(t), o(t))P .
Interlude on separation types. We have so far considered relativized complexity classes in
which a single machine is granted oracle access to a sample A : {0, 1}∗ → {0, 1}∗ from the
oracle A, and is required to “work” for the language defined by A with probability 1 over
the choice of A. For example, DTIME(t)A is the class of all oracle languages L = {LA }A∈A
for which there exists a deterministic machine M , which runs in time O(t(n)), such that
h
i
Pr M A decides the language LA = 1 .
A←A

We use analogous definitions for NTIME and PCP, as discussed in Section 2.4. We consider
these definitions to be the natural ones to use for the goals of this paper. We sometimes
refer to separations between these complexity classes as uniform separations, to distinguish
them from those below.
We could alternatively study separations where all machines are allowed to non-uniformly
depend on A, thereby granting all machines more power. In this direction, there are two
natural definitions.
Somewhere separation. We say that A provides a somewhere separation for DTIME and
PCP if there exists A ∈ A such that DTIME(t)A 6⊆ PCP(o(t), o(t))A . And similarly for
NTIME.
Almost-everywhere separation. We say that A provides an almost-everywhere separation
for DTIME and PCP if DTIME(t)A 6⊆ PCP(o(t), o(t))A holds with probability 1 over a
random choice of sample A ← A. (Note that this leaves open the possibility that there is
no separation for a set of functions of measure 0 in A.) And similarly for NTIME.
An almost-everywhere separation is, in general, strictly stronger than an a somewhere
separation. However, the relation between these and uniform separations is not a priori clear.
We provide clarity on this comparison: in the full version we prove that uniform separations
are equivalent to somewhere separations, at least when comparing DTIME/NTIME and
PCP. Namely, we prove that, for any oracle A, DTIME(t)A 6⊆ PCP(o(t), o(t))A if and only
if there exists a function A in A such that DTIME(t)A 6⊆ PCP(o(t), o(t))A . And similarly
for NTIME.
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Almost-everywhere separation for random functions. For the random oracle R, we strengthen the separations in Theorem 2 to almost-everywhere separations (via a different, longer
proof). We learn that the random oracle R is particularly “hard” for PCPs.
I Theorem 5 (informal). Let R be the random oracle. For any t : N → N,
h
i
Pr DTIME(t)R 6⊆ PCP(o(t), o(t))R = 1
R←R
h
i
and Pr NTIME(t)R 6⊆ PCP(poly(t), o(t))R = 1 .
R←R

The above theorem also directly improves on the classical work of Hartmanis et al. [31],
who showed that PrR←R [ NPR 6⊆ PCP(poly(n), log n)R ] = 1. The improvement is that our
result rules out any non-trivial PCP for any nondeterministic computation, and also rules
out any non-trivial PCP for any deterministic computation.
We prove Theorem 5 by building on techniques of Chang et al. [22] that were used to
prove that PrR←R [ IPR 6= PSPACER ] = 1. These techniques rely on the fact that every
function R in R has many other functions in R that are close to it in all but finitely many
points.
We do not know how to extend these techniques to oracles such as the random group
oracle O or the random low-degree oracle P, because in these cases any two samples are far
from one another. In this light, we view the techniques that we use to prove Theorems 2
to 4 as more flexible. Moreover, we consider the separations proved in these theorems as
sufficient for our motivations.
Structural results: beyond R, O, P. Our results thus far concern separations for specific
oracles of interest. There are other oracles of interest that demand understanding (e.g.,
pseudorandom functions) and, more generally, the study of separations could benefit from
general statements. In Section 3 we prove several useful structural results about oracles that
are “hard” for PCPs.
1. Robustness. We prove that the separating property is “robust” with respect to small perturbations. In more detail, we prove that for every oracle A that separates DTIME/NTIME
and PCP there exists a distance function  such that any other oracle that is -close
to A also separates DTIME/NTIME and PCP. This statement can also be viewed as
telling us that the set of separating oracles is open with respect to statistical distance
(see Definition 8).
We can apply the above result to any of the separations that we have proved. For example,
if apply it to Theorem 2 then we learn that all oracles that are “almost” uniformly random
(close enough to the random oracle R) separate DTIME/NTIME and PCP. In fact, in
the full version, we use additional techniques to quantify (a bound on) this distance
1
threshold, proving that all oracles that are 3e
-close to uniformly random separate NTIME
and PCP.
2. Monotonicity. We prove that the separating property is “monotone” in that, for every
oracle A that separates DTIME/NTIME and PCP, if another oracle B contains A as a
marginal distribution then B also separates DTIME/NTIME and PCP. I.e., B inherits
the hardness of A.
We rely on monotonicity in the proof of Theorem 4, where we reduce the problem
of showing separation for random low-degree polynomials to the problem of showing
separation for random multilinear polynomials (which we then solve).
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3. Conditioning. We prove that the separating property is preserved by (finite) conditioning.
Namely, given an oracle A and a function f : D → {0, 1}∗ over a finite domain D, we
denote by AD,f the oracle where samples are conditioned to equal f on D. We prove that
if A separates DTIME/NTIME and PCP then AD,f also separates DTIME/NTIME and
PCP.
I Remark 6 (beyond PCPs). Research in the last few years has shown that using known
PCPs is not the best choice for constructing efficient succinct arguments. Instead, it
is better to construct succinct arguments from IOPs [18, 39], which are a multi-round
generalization of PCPs that enables significant improvements in asymptotic and concrete
efficiency [15, 14, 13, 10, 12, 11, 17, 16, 40]. So the reader may rightfully ask: why did we
prove all of our results for PCPs instead of IOPs, if these latter are more powerful?
The answer is that all of our results extend, in a generic way, to IOPs as well. This
is because our results about PCPs only consider the PCP verifier’s time complexity and
query complexity, and IOPs do not provide any benefits over PCPs when only considering
these complexity measures. Indeed, any IOP can be “unrolled” into a PCP, possibly of
exponentially larger size, while preserving the verifier’s time complexity and query complexity,
regardless of oracle. In particular, for every oracle A, the complexity class IOP(T, q)A (oracle
languages for A decidable by an IOP verifier with time complexity T and query complexity q)
equals the complexity class PCP(T, q)A (oracle languages for A decidable by a PCP verifier
with time complexity T and query complexity q).
Finally, we additionally obtain analogous impossibility results for interactive proofs (IPs)
[28] and interactive PCPs (IPCPs) [33], as both are special cases of IOPs.

1.4

Related work

NP vs. PCP in relativized worlds. Fortnow [27] uses diagonalization to obtain a function
R : {0, 1}∗ → {0, 1} such that, for every k ∈ N, NPR 6⊆ PCP(poly(n), nk )R . Hartmanis et al.
[31] report a stronger result: with probability 1 over a random function R : {0, 1}∗ → {0, 1},
NPR 6⊆ PCP(poly(n), log n)R . We do not know of a version of [31] that contains a proof of
this result, so we cannot comment on the techniques used to prove it. As already discussed,
our Theorem 5 strengthens this latter result to hold for any non-trivial PCP.

Barriers for relativization and others. PCP constructions involve the use of non-relativizing
techniques. A line of works [27, 5, 1, 32, 7] has developed frameworks that seek to capture
the class of such techniques, along with other non-relativizing ones, within formal models, in
order to prove barriers for these techniques (e.g., to show that they do not suffice to resolve
the P vs. NP question or other difficult questions in complexity theory).
The emphasis and techniques in this work are complementary to the foregoing line of works.
Our emphasis is on establishing impossibility results for PCPs regardless of techniques
used, as opposed to proving barriers for the PCP techniques that are known today.
Moreover, the axiomatic approaches employed in some of the works cited above cannot
be used to even formulate questions that involve PCP verifiers with specific running times or
query complexities. E.g., they rely on Cobham’s axiomatization of the notion of polynomial
time [23], so cannot express exact running times. This means that we would not be able to
phrase questions about non-trivial PCPs (as we do in Section 1.2).
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Open problems

The separations that we prove in this paper are for “information-theoretic” oracles A. What
can be said about hard “cryptographic” oracles A? E.g., if A is a pseudo-random function,
then must it be the case that A separates DTIME/NTIME and PCP? What about if A is a
decryption oracle?
More generally, the holy grail in this research direction would be to distill a crisp, and
operationally useful, criterion that gives sufficient and necessary condition for an oracle A
that separates DTIME/NTIME and PCP.

2

Definitions

2.1

Oracles

An oracle is a collection of distributions over functions, with one distribution per input
length.
I Definition 7. An oracle with output length ` : N → N (with `(n) > 0 for every n ∈ N)
is a collection A = {An }n∈N where each An is a distribution over functions f : {0, 1}n →
{0, 1}`(n) .
We can obtain a sample A : {0, 1}∗ → {0, 1}∗ from A by sampling a function fn from
each An and then setting A to equal fn for inputs of size n. We write “A ← A” to denote
that A is a sample that follows this distribution, and “A ∈ A” to denote that A is in the
support of this distribution. We denote by supp(A) the support of A.
An oracle A induces a corresponding probability measure µA over the space of functions
from binary strings to binary strings: given a subset S ⊆ {0, 1}∗ and a set X of functions
from S to {0, 1}∗ , µA (X) is the probability that the restriction to S of a sample A from A
belongs to X.
I Definition 8. Two oracles A = {An }n∈N and B = {Bn }n∈N have (statistical) distance
 : N → N if, for every n ∈ N, the statistical distance between the distributions An and Bn is
at most (n).
We write “g ← A≤n ” to denote that g is a function on {0, 1}≤n that is sampled from the
distribution A≤n := A1 × · · · × An . We write “g ∈ A≤n ” to denote that g is in the support
of this distribution, and denote by supp(A≤n ) the support of A≤n .
I Definition 9. An oracle B contains an oracle A if for all n ∈ N it holds that
µB (supp(A≤n )) > 0 and, for every f ∈ supp(A≤n ), µB (f) = µB (supp(A≤n )) · µA (f).
The definition below provides an operation to condition an oracle to take known values.
I Definition 10. Fix a subset D ⊆ {0, 1}∗ and function f : D → {0, 1}∗ .
Given a function A : {0, 1}∗ → {0, 1}∗ , we define AD,f : {0, 1}∗ → {0, 1}∗ to be the
function obtained by setting the values of A on D to f:
(
f(x) if x ∈ D
D,f
A
=
.
A(x) if x 6∈ D
Given an oracle A = {An }n∈N (such that there exists some A ∈ supp(A) agreeing with f
on D), we define AD,f = {AD,f
n }n∈N to be the oracle where samples are conditioned to
equal f on D. In more detail, each distribution AD,f
equals the distribution An conditioned
n
on the event that the sampled function agrees with f on D ∩ {0, 1}n .
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2.2

Languages and oracle languages

A language L is a subset of {0, 1}∗ . We denote by L(x) the bit that specifies whether a
string x ∈ {0, 1}∗ is in L (L(x) = 1) or not (L(x) = 0).
We also consider oracle languages because we study relativized complexity classes.
I Definition 11. Let U := {F : {0, 1}∗ → {0, 1}∗ } be the set of all functions on binary
strings. An oracle language L is a collection of languages indexed by functions F ∈ U,
namely, L = {LF }F ∈U where each LF is a subset of {0, 1}∗ .
A language L can be viewed as a special case of an oracle language {LF }F ∈U where each
LF = L.
I Definition 12. Let ` : N → N be a computable function. An oracle language L = {LF }F ∈U
is `-bounded if, for all functions F ∈ U and inputs x ∈ {0, 1}∗ , whether x ∈ LF only
depends on F ’s values at locations of size at most `(|x|). Namely, LF (x) = LF 0 (x) for every
S
F 0 that agrees with F on the set 1≤i≤`(|x|) {0, 1}i .

2.3

Machines that query oracles

We consider several notions of (Turing) machines that query oracles, as defined below.
Informally, an oracle machine is given black-box access to a function A : {0, 1}∗ → {0, 1}∗ ,
which the machine can query, any number of times, at any input of its choice. Each query
costs the machine a single computational step, regardless of the function A. In more detail,
we consider the following definition.
I Definition 13. An oracle machine M is a machine that has two special tapes called
oracle query tape and oracle answer tape, and two special states called Query and Answer.
The special tapes are in addition to the machine’s regular read/write tapes (of which there
can be one or multiple) and the special states are in addition to the machine’s regular start,
accept, reject, and other states. We denote by M A (x) the output of M on input x ∈ {0, 1}∗
and with access to oracle A : {0, 1}∗ → {0, 1}∗ , which is computed as follows. The input x
is written in a designated read/write tape, and execution proceeds as normal except if the
machine enters the Query state. Let y ∈ {0, 1}∗ be the contents of the oracle query tape
when this happens. In the following step, the contents of the oracle answer tape are replaced
with A(y) ∈ {0, 1}∗ , and the machine enters the Answer state.
Definition 13 considers deterministic oracle machines. In Section 2.4 we use these machines
to extend the notion of languages decidable in deterministic bounded time to work with
oracles.
We also use nondeterministic oracle machines, which are defined similarly as above except
that they can, in any computational step, choose to make a nondeterministic choice as in the
standard definition of a nondeterministic machine. In Section 2.4 we use these machines to
extend the notion of languages decidable in nondeterministic bounded time to work with
oracles.
We also use probabilistic oracle machines that use randomness and can make queries to a
proof string π ∈ {0, 1}∗ (in addition to the oracle A). These machines are defined similarly
as above except that they can, in any computational step, receive a bit of randomness, or
query a location of the proof string π via two dedicated tapes (a proof query tape and a proof
answer tape). In Section 2.4 we use these machines to extend the notion of probabilistic
proofs to work with oracles.
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Throughout this paper we call oracle machines simply “machines”, as it will be clear from
context when we are referring to an oracle machine (of one of the foregoing types).
I Remark 14. Oracle machines are often defined with one special tape, instead of two as
in Definition 13. The machine writes its query to the oracle in this one tape, and in the
following step the tape’s contents are replaced with the oracle’s answer. Note that, with one
oracle tape, the machine has to write each query “from scratch” because the prior query was
deleted. This difference is not significant, because writing each query from scratch is at most
quadratically slower than not having to do that (due to having two oracle tapes). However,
this difference matters when studying questions that are sensitive to such costs. Thus in this
paper we use machines with two oracle tapes.

2.4

Complexity classes with oracles

We define, for a given oracle A, the complexity classes DTIME(t)A , NTIME(t)A , and
PCP(t, q)A .
Deterministic time. A deterministic machine M is a D-decider for a language L if for
every x ∈ {0, 1}∗ it holds that M (x) = L(x). The complexity class DTIME(t) consists of all
languages L for which there exists a deterministic machine M that runs in time O(t(n)) and
is a D-decider for L. We now provide a definition that considers the more general case of
oracle languages that are decidable by deterministic machines with access to an oracle.
I Definition 15. Let A = {An }n∈N be an oracle and let t : N → N be a function. DTIME(t)A
is the class of all oracle languages L = {LA }A∈A for which there exists a deterministic
machine M , which runs in time O(t(n)), such that
h
i
Pr M A is a D-decider for LA = 1 .
A←A

Nondeterministic time. A nondeterministic machine M is a ND-decider for a language L
if for every x ∈ {0, 1}∗ it holds that M (x) = L(x). The complexity class NTIME(t) consists
of all languages L for which there exists a nondeterministic machine M that runs in time
O(t(n)) and is a ND-decider for L. We now provide a definition that considers the more
general case of oracle languages that are decidable by nondeterministic machines with access
to an oracle.
I Definition 16. Let A = {An }n∈N be an oracle and let t : N → N be a function. NTIME(t)A
is the class of all oracle languages L = {LA }A∈A for which there exists a nondeterministic
machine M , which runs in time O(t(n)), such that
h
i
Pr M A is a ND-decider for LA = 1 .
A←A

Probabilistic proofs. A probabilistic machine M is a PCP-verifier for a language L if: for
every x ∈ L there exists π ∈ {0, 1}∗ such that Pr[M π (x) = 1] ≥ 2/3; for every x 6∈ L and
π ∈ {0, 1}∗ it holds that Pr[M π (x) = 0] ≥ 2/3. The complexity class PCP(t, q) consists of
all languages L for which there exists a probabilistic machine M that runs in time O(t(n)),
makes O(q(n)) queries to the proof string, and is a PCP-verifier for L. Below we consider
the more general case of oracle languages that are decidable by probabilistic machines with
access to an oracle.
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I Definition 17. Let A = {An }n∈N be an oracle and let t, q : N → N be functions. PCP(t, q)A
is the class of all oracle languages L = {LA }A∈A for which the there exists a probabilistic
machine M , which runs in time O(t(n)) and makes O(q(n)) queries to the proof string, such
that
Pr

A←A




M A is a PCP-verifier for LA = 1 .

I Definition 18. Let L = {LA }A∈A be an oracle language. An oracle machine M fails
on an input x ∈ {0, 1}∗ and function A ∈ A for L if the following holds: if x ∈ LA then
Prr [M A,π (x; r) = 1] < 32 for every proof π; else if x 6∈ LA then Prr [M A,π (x; r) = 1] > 31 for
some proof π.
We conclude this section with several technical remarks.
I Remark 19 (bounded oracle languages). For every oracle A and oracle language L in the
complexity class DTIME(t)A , NTIME(t)A , or PCP(t, q)A , there exists a O(t)-bounded oracle
language L∗ such that for every oracle A ∈ A it holds that LA = L∗A . The language L∗ is
naturally defined by L’s DTIMEA decider, NTIMEA decider, or PCPA verifier. In particular,
we can assume without loss of generality that oracle languages in these complexity classes
are O(t)-bounded.
I Remark 20 (index over A instead of U). We sometimes define an oracle language L in
DTIME(t)A or in NTIME(t)A only for functions in (the support of) an oracle A. In this
case it is understood that LF is defined by the DTIMEA or NTIMEA decider of {LA }A∈A
for all functions F ∈ U \ A.
I Remark 21 (relativized classes for a single function). Definitions 15 to 17 capture, as a special
case, relativized classes where the oracle is a single function A : {0, 1}∗ → {0, 1}∗ rather than
a distribution over functions (let A be the oracle that puts all the probability mass on A).
In this case the relativized classes can be “collapsed” to sets of languages rather than sets of
oracle languages.

3

Structural properties of separation

We prove structural properties about the non-containments DTIME(t)A 6⊆ PCP(T, q)A
(Theorem 22) and NTIME(t)A 6⊆ PCP(T, q)A (Theorem 23). We use these in later sections.
I Theorem 22 (DTIME & PCP). Let t, T : N → N be time bound functions and q : N → N a
query bound function. Let A be an oracle such that DTIME(t)A 6⊆ PCP(T, q)A . Then the
following holds.
1. Robustness: there exists a positive function  : N → R ((n) > 0 for every n ∈ N) such
that, for every oracle B that is -close to A, it also holds that DTIME(t)B 6⊆ PCP(T, q)B .
2. Monotonicity: for every oracle B that contains A, it also holds that DTIME(t)B 6⊆
PCP(T, q)B .
D,f
3. Conditioning: for every function f : D → {0, 1}∗ , it also holds that DTIME(t)A
6⊆
D,f
PCP(T, q)A .
I Theorem 23 (NTIME & PCP). Theorem 22 also holds with NTIME(t) in place of
DTIME(t).
The above theorems are direct corollaries of general properties that we prove, as we now
explain.
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For the rest of this section we fix: (a) an oracle language L that is `-bounded for some
` : N → N; (b) a time bound function T : N → N; (c) a query bound function q : N → N; (d)
an oracle A.
We shall provide an equivalent formulation for the condition “L 6∈ PCP(T, q)A ” (Claim 26),
and then use it to derive several general properties about this condition: robustness
(Lemma 27), monotonicity (Lemma 28), and conditioning (Lemma 29).
By taking L to be an oracle language in either DTIME(t)A or NTIME(t)A (which implies
that the oracle language is O(t)-bounded), we can then derive the corresponding property
in Theorem 22 or Theorem 23 respectively. We are left to state and prove the claim and
lemmas mentioned above.
I Definition 24. We denote by MT,q the set of probabilistic oracle machines that, on inputs
of length n, read O(q(n)) proof bits and run in O(T (n)) time.
S
I Definition 25. For every n ∈ N, s(n) := max{`(n), 2T (n) } and Sn := 1≤i≤s(n) {0, 1}i .
B Claim 26. The following two conditions are equivalent:
1. L 6∈ PCP(T, q)A .
2. For every machine M ∈ MT,q there exist an input x ∈ {0, 1}∗ and function f : S|x| →
{0, 1}∗ with µA (f) > 0 such that, for every function F : {0, 1}∗ → {0, 1}∗ that agrees
with f on S|x| , M fails on input x and function F for L. (The function F need not be in
supp(A).)
Proof. We separately consider the two directions.
(1) ⇒ (2). If L 6∈ PCP(T, q)A , then for every M ∈ MT,q there exists a function
F ∈ supp(A) such that M F fails to verify LF on some input x. Consider the function
f : S|x| → {0, 1}∗ obtained by restricting F to S|x| . Since the running time of M F on input x
is at most O(T (|x|)), it cannot distinguish between having access to the function F and access
to any other function F 0 that agrees with f. Moreover, since L is `-bounded, LF (x) = LF 0 (x)
0
for every F 0 that agrees with f. Therefore, M F (x) fails for every F 0 that agrees with f. The
set of all such oracles has positive measure in A (i.e., µA (f) > 0), because any finite prefix of
any function in A has positive measure.
(2) ⇒ (1). The condition directly implies that, for every M ∈ MT,q , M A is not
a PCP-verifier for LA for a set of functions A with positive measure in A. Therefore
L 6∈ PCP(T, q)A .
J
I Lemma 27 (robustness). If L 6∈ PCP(T, q)A , then there exists a positive function  : N → R
((n) > 0 for every n ∈ N) such that, for every oracle B that is -close to A, L 6∈ PCP(T, q)B .
Proof. For every n ∈ N, define Xn := {f : Sn → {0, 1}∗ | µA (f) > 0} to be the set of all
functions over Sn that have positive measure in A. We define the distance function as
(n) := minf∈Xn µA (f).
By Claim 26, from L 6∈ PCP(T, q)A we deduce that for any M ∈ MT,q there exist
an input x and function f : S|x| → {0, 1}∗ with µA (f) > 0 such that, for every function
F : {0, 1}∗ → {0, 1}∗ that agrees with f on S|x| , M fails on input x and function F for L.
Since the oracle B is -close to A we deduce, from the definition of , that µB (f) > 0 as well.
Since the above holds for every M ∈ MT,q , by Claim 26 we conclude that L 6∈ PCP(T, q)B .
J
I Lemma 28 (monotonicity). If L 6∈ PCP(T, q)A , then, for every oracle B that contains A,
it holds that L 6∈ PCP(T, q)B .
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Proof. From Claim 26, since L 6∈ PCP(T, q)A , we know that for every M ∈ MT,q there
exist an input x and function f : S|x| → {0, 1}∗ with µA (f) > 0 such that, for every function
F : {0, 1}∗ → {0, 1}∗ that agrees with f on S|x| , M fails on input x and function F for L.
Due to containment (Definition 9), since f ∈ supp(A≤s(|x|) ), we deduce that

µB (f) = µB supp(A≤s(|x|) ) · µA (f) > 0 .
Since the above holds for every M ∈ MT,q , by Claim 26 we conclude that L 6∈ PCP(T, q)B . J
S
I Lemma 29 (conditioning). Let I ⊆ N be finite, and set D := i∈I {0, 1}i . If L 6∈
PCP(T, q)A , then there exists a function g : D → {0, 1}∗ such that, letting Lg := {LgF }F ∈U
where each LgF := LF D,g , for every f : D → {0, 1}∗ in the support of A it holds that Lg 6∈
D,f
PCP(T, q)A .
Proof. Consider the following set of functions over D:
GD,A := {g : D → {0, 1}∗ | ∃A ∈ supp(A) that agrees with g on D} .
First, we argue that, since L 6∈ PCP(T, q)A , there exists g ∈ GD,A such that L 6∈
D,g
D,g
for every g ∈ GD,A .
PCP(T, q)A . Suppose by way of contradiction that L ∈ PCP(T, q)A
Then every oracle AD,g has a PCP-verifier Mg ∈ MT,q for L. We use the PCP-verifiers
{Mg }g∈GD,A to construct a PCP-verifier M that shows that L ∈ PCP(T, q)A (a contradiction):
M A,π (x) first queries all locations in D to identify which g ∈ GD,A is consistent with A;
then it rules according to MgA,π (x). By construction, the machine M is in MT,q because
querying all locations in D takes a constant amount of time and involves a constant number
of queries. (The size of D is a finite constant.)
D,g
D,f
Next, we use L 6∈ PCP(T, q)A
to argue that Lg 6∈ PCP(T, q)A . By definition of
g
Lg , for every F ∈ supp(AD,g ) we have LF = LF D,f . Moreover, since D is the union of
binary strings of certain lengths, there is a bijection between functions F ∈ supp(AD,g )
and functions F D,f ∈ supp(AD,f ), and µAD,g (F ) = µAD,f (F D,f ). This means that if the
oracle AD,f has a PCP-verifier Mf ∈ MT,q for Lg , then we can construct a machine Mg that,
relative to the oracle AD,g , is a PCP-verifier for L: MgA,π (x) runs Mf (x) except that Mg
answers any query y ∈ D from Mf with f(y) instead of A(y). One can verify that Mg ∈ MT,q ,
D,g
which means that L ∈ PCP(T, q)A , a contradiction.
J

4

Separations for random functions

We define the notion of a random oracle and then state our separation results for it.
I Definition 30. A random oracle with output length ` : N → N is the oracle R = {Rn }n∈N
where each Rn is the uniform distribution over functions f : {0, 1}n → {0, 1}`(n) .
The probability measure of R is uniform, in the sense that, for any choice of distinct
binary strings x1 , . . . , xm of lengths n1 , . . . , nm and choice of binary strings b1 , . . . , bm of
lengths `(n1 ), . . . , `(nm ), the set S := {A | A(x1 ) = b1 , . . . , A(xm ) = bm } has measure
`(ni )
µR (S) = 1/(Πm
).
i=1 2
I Theorem 31. Let R be the random oracle with output length ` : N → N.
1. For any function t : N → N with t(n) ∈ Ω(n),
NTIME(t)R 6⊆ PCP(poly(t), o(t))R .
2. For any function t : N → N with t(n) ∈ Ω(n)
DTIME(t)R 6⊆ PCP(o(t), o(t))R .

T

o(2n ),
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I Remark 32. In Section 7 we prove a stronger (almost-everywhere) separation result. We
provide a standalone proof of Theorem 31 because the techniques used to prove it can be
modified to apply to other oracles. We do not know how to prove stronger separations for
other oracles.

4.1

Proof of Part 1 of Theorem 31

We exhibit an oracle language L that is in NTIME(t)R but not in PCP(poly(t), o(t))R .
Oracle language. Let ek,i denote the dlog ke-bit string that represents the index i ∈ [k].
The oracle language L = {LR }R∈R is defined as follows:

LR :=







0n ∃ w ∈ {0, 1}t(n)






R(wket(n),1 )1 = 0
R(wket(n),2 )1 = 0
s.t.
..
.
R(wket(n),t(n) )1 = 0







.






Note that LR does not contain any string that is not all-zeros. Strings of the form 0n may or
may not be in LR , depending on the answers from R.
In NTIME. We argue that L is in NTIME(t)R . Consider the nondeterministic machine
that, for inputs of the form 0n , expects as nondeterministic witness a string w ∈ {0, 1}t(n)
and checks, via t(n) calls to R, if R returns a string whose first bit is zero on input wket(n),i
for every i ∈ {1, . . . , t(n)}. The machine rejects any input not of the form 0n . This machine,
for any given R, decides the language LR on every input. The machine’s running time is
O(t(n)): writing the first query costs O(t(n)) steps and updating the query tape with each
new subsequent query costs O(1) steps.
Not in PCP. We argue that L is not in PCP(poly(t), o(t))R . Suppose by way of contradiction that L has a PCP-verifier M ∈ Mpoly(t),o(t) , and denote by T (n) the running time of
S
M on input of size n. For every n ∈ N, define the domain Sn := 1≤i≤T (n) {0, 1}i and the
following set Xn of functions over Sn :

Xn =





f : Sn → {0, 1}∗


∃ ! w ∈ {0, 1}t(n) such that both conditions below hold 
.
• ∀i ∈ [t], f (xket,i ) = 01`(t+dlog te)−1

• ∀y 6∈ {wket,j }j∈[t] , f (y) = 1`(|y|)

Note that, for every n ∈ N, every function f ∈ Xn has measure µR ({f }) > 0.
We also use 1 to denote the all-one function that on an input z ∈ {0, 1}∗ returns 1`(|z|) .
We derive a contradiction from the following two (contradicting) statements.
Lemma 33: For every n ∈ N and function R agreeing with some f ∈ Xn there exists
a proof π such that M 1,π (0n ) queries 1 at some “witness location” wket(n),i of R with
probability at least 31 .
Lemma 34: For every n ∈ N there exists a function R agreeing with some f ∈ Xn such
that for any proof π it holds that M 1,π (0n ) queries 1 at some “witness location” wket(n),i
of R with probability only o(1).
We are left to prove the lemmas. We abbreviate t(n) with t as the choice of n is clear from
context.
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I Lemma 33. If M ∈ Mpoly(t),o(t) is a PCP-verifier for L, then for every n ∈ N and function
R agreeing with some f ∈ Xn there exists a proof π s.t.

 1
Pr M 1,π (0n ; r) queries 1 at some wket,i s.t. R(wket,i )1 = 0 >
.
r
3
Proof. By definition of Xn , 0n ∈ LR for any R agreeing with some f ∈ Xn . Therefore, for
every such R, there exists a proof π such that M R,π (0n ) accepts with probability at least
2
R,π n
(0 ) has running time T (n), it cannot make oracle queries
3 . We also note that since M
outside the set Sn .
We now argue that for every R agreeing with some f ∈ Xn there exists a proof π such
that

 1
.
Pr M R,π (0n ; r) queries R at some wket,i s.t. R(wket,i ) = 0 >
r
3

(1)

Suppose Equation (1) does not hold. Then more than 23 of the time M R,π (0n ; r) does not
query the witness bits. If we change R slightly by flipping the first bit of R(wket,i ) from 0 to 1,
and denote the new oracle by Ri , then 0n 6∈ LRi . However, the machine M Ri ,π (0n ; r) cannot
detect the change in more than 23 of the time. So M Ri ,π (0n ; r) accepts with probability at
0
least 13 . Moreover, M Ri ,π (0n ; r) makes the same mistake for any function Ri0 that agrees
with Ri on Sn . This conclusion contradicts the fact that M verifies LRi0 on 0n for all such
functions Ri0 . So Equation (1) holds.
Furthermore, if wket,i is the first query made by M R,π (0n ; r) such that R(wket,i ) =
`(t+dlog te)−1
01
, then M 1,π (0n ; r) would also make the query wket,i . This is because M has
the same view in the two cases at the time it makes the query wket,i . The lemma follows. J
I Lemma 34. If M ∈ Mpoly(t),o(t) is a PCP-verifier for L, then for every n ∈ N there exists
R agreeing with some f ∈ Xn such that for every proof π ∈ {0, 1}∗ ,


Pr M 1,π (0n ; r) queries 1 at some wket,i s.t. R(wket,i )1 = 0 ∈ o(1) .
r

Proof. For the sake of contradiction, suppose there exists some n ∈ N such that for every R
agreeing with some f ∈ Xn there exists a proof π for which the above probability is Ω(1).
Then, by averaging, there exists some randomness r∗ such that, for a Ω(1)-fraction of the
functions R agreeing with some f ∈ Xn , there exists a proof π such that M 1,π (0n ; r∗ ) queries
some wket,i s.t. R(wket,i )1 = 0. So across all possible proofs, M 1,· (0n ; r∗ ) need to make at
least Ω(|Xn |) = Ω(2t ) distinct queries.
However, since the randomness is fixed and M is in Mpoly(t),o(t) , M 1,· (0n ; r∗ ) can only
make at most 2o(t) · poly(t) distinct queries, which leads to a contradiction because Ω(2t ) 
2o(t) · poly(t).
J

4.2

Proof of Part 2 of Theorem 31

We exhibit an oracle language L that is in DTIME(t)R but not in PCP(o(t), o(t))R .
Oracle language. Let un,i denote the n-bit string whose i-th bit is 1 and all other bits are
zero. The oracle language L = {LR }R∈R is defined as follows:


t(n)
n
n
n
LR := (x, y) ∈ {0, 1} × {0, 1} FR (x) = y ,
where FR (x) := R(x ⊕ un,1 )1 kR(x ⊕ un,2 )1 k . . . kR(x ⊕ un,n )1 .

A. Chiesa and S. Liu

57:17

In DTIME. We argue that L is in DTIME(t)R . Consider the deterministic machine that
on input (x, y): (a) copies x0 := x to the query tape; (b) for j ∈ {1, . . . , t(n)/n}, calls R on
inputs {xj−1 ⊕ un,i }i∈[n] to get xj := FR (xj−1 ), and copies xj to the query tape; (c) accepts
if y = xt(n)/n . Each of the t(n)/n iterations takes time O(n), so the running time of the
machine is O(t(n)).
Not in PCP. We argue that L is not in PCP(o(t), o(t))R . We begin with a combinatorial
claim and some notation.
Recall that the entropy function
H : [0, 1] → [0, 1] is H(z) := −z log2 (z) − (1 − z) log2 (1 −

z). For every  ∈ 0, 12 and n ∈ N, there exist a list C,n = {a0 , a1 , . . . , ak } of
√
Ω n2(1−H())n distinct n-bit binary strings such that the relative hamming distance
between any two distinct strings in C,n is at least n. These binary strings are the codewords obtained by the greedy approach of constructing a code in {0, 1}n with minimum
distance n.

Choose ∗ ∈ 0, 12 such that for all large enough n ∈ N it holds that |C∗ ,n | > t(n)
n .
i
Define the domain Sn := ∪1≤i≤t(n) {0, 1} and a set of functions Xn on Sn :
Xn := {g : Sn → {0, 1}∗ | ∀ ai ∈ C∗ ,n , ai+1 = g(ai ⊕ un,1 )1 k · · · kg(ai ⊕ un,n )1 } .
t(n)

Therefore for every g ∈ Xn and ai ∈ C∗ ,n it holds that Fg (ai ) = ai+1 , and Fg n (a0 ) =
at(n)/n .
For every i ∈ [k] and g ∈ Xn , define the function g (i) : Sn → {0, 1}∗ to be
(i)

g (z) :=

(
(a0 )j k0`(|z|)−1
g(z)

if z = ai ⊕ un,j for some j ∈ [n]
if z 6= ai ⊕ un,j for every j ∈ [n]

.

Therefore for every i0 6= i and ai0 ∈ C∗ ,n , Fg(i) (ai0 ) = ai0 +1 , and Fg(i) (ai ) = a0 .
We argue that any PCP-verifier M for L must have running time Ω(t(n)).
Since M is a PCP-verifier for L, for every n ∈ N and every g ∈ Xn there exists a proof
π such that M g,π (a0 , at(n)/n ) accepts with probability at least 23 . Then, via Lemma 35
below, we deduce that for every n large enough there exists a randomness r such that
t(n)
i
M g,π (a0 , at(n)/n ; r) makes at least t(n)
3n queries of the form Fg (a0 ) for some i ∈ [ n ].
i
j
Since the relative hamming distance between each pair of queries Fg (a0 ) and Fg (a0 ) is at
least n, the running time of M g,π (a0 , at(n)/n ; r) is at least t(n)
3n · n ∈ Ω(t(n)).
We have shown that any PCP-verifier for L has running time in Ω(t(n)), and so L 6∈
PCP(o(t), o(t))R .
I Lemma 35. If M is a PCP-verifier for L then, for every large enough n ∈ N and every
g ∈ X∗ ,n , there exists a proof π and randomness r such that M g,π (a0 , at(n)/n ; r) makes at
t(n)
i
least t(n)
3n queries of the form Fg (a0 ) for some i ∈ [ n ].
Proof. Since M is a PCP-verifier for L, for large enough n, (a0 , at(n)/n ) ∈ LR for every
R that agrees with some g ∈ Xn . So for every g ∈ Xn there exists a proof π such that
M g,π (a0 , at(n)/n ) accepts with probability at least 23 . If we change one assignment of g to
t(n)/n

(i)

obtain g (i) , then Fg(i) (a0 ) 6= at(n)/n . So M g ,π (a0 , at(n)/n ) should accept with probability
at most 13 . This implies that for at least 13 fraction of randomness r, M g,π (a0 , at(n)/n ; r)
queries ai . By averaging, there exists r∗ such that M g,π (a0 , at(n)/n ; r∗ ) makes t(n)
3n distinct
queries of the form Fgi (a0 ).
J
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5

Separation for random low-degree functions

We define the notion of a random low-degree oracle and then state our separation result for it.
I Definition 36. Let q be a prime power, Fq the finite field of size q, and d ∈ N a degree
bound. The random oracle over Fq with degree d is the oracle P[q, d] = {Pn }n∈N where
each Pn is the uniform distribution over polynomials f : Fnq → Fq of degree at most d in each
variable. (In particular, P[2, 1] equals the random oracle R from Definition 30.)
I Theorem 37. For any function t : N → N with t(n) ∈ Ω(n), prime power q ∈ N, and
degree bound d ∈ N
NTIME(t)P[q,d] 6⊆ PCP(poly(t), o(t))P[q,d] .
Proof. We first focus on the special case of d = 1, i.e., the case of random multilinear
polynomials. We show in Lemma 38 that P[q, 1] separates NTIME and PCP. Next, we
simply observe that for any field Fq and degree d, the low degree random oracle P[q, d]
contains the multilinear random oracle P[q, 1]. Therefore, by Lemma 28, P[q, d] also separates
NTIME and PCP.
J
Now we prove the separation for the special case of d = 1.
I Lemma 38. For any function t : N → N with t(n) ∈ Ω(n), and any prime power q ∈ N,
NTIME(t)P[q,1] 6⊆ PCP(poly(t), o(t))P[q,1] .
Proof. We exhibit L that is in NTIME(t)P[q,1] but not in PCP(poly(t), o(t))P[q,1] .
Let ek,i denote the vector in Fkq that has 1 in the i-th coordinate and 0 everywhere else.
Let L = {LP }P ∈P[q,1] be the oracle language where

LP :=







0n ∃ x ∈ Ft(n)
q






P (x + et(n),1 ) = 0
P (x + et(n),2 ) = 0
s.t. P (x) = 1 and
..
.
P (x + et(n),t(n) ) = 0







.






It’s clear that LP is in NTIME(t)P for every P ∈ P[q, 1]. Let q : N → N be some superpolynomial function. For every n ∈ N, we define the following set of functions over the domain
Sn = {Fiq | i ≤ q(t(n))}.
(
Xn =

f : Sn → Fq

)
Qt(n)
t(n)
t(n)
∀x ∈ Fq , f (x) = i=1 (bi − xi ) where b ∈ Fq
.
t(n)
∀x ∈ Sn \ Fq , f (x) = 0

Note for every n ∈ N, every function f ∈ Xn has its measure µP[q,1] ({f }) > 0.
We also use 0 to denote the all zero function.
Suppose by way of contradiction that L has a PCP-verifier M ∈ Mt . Use T (n) to denote
the running time of M on input of size n. Note that T (n) ∈ poly(t(n)), so there exists a
number n∗ ∈ N such that ∀n ≥ n∗ , q(t(n)) ≥ T (n). We derive a contradiction from the
following two steps. First in Claim 39, we show that for every n ≥ n∗ and oracle polynomial P
agreeing with some f ∈ Xn there exists some proof π such that the PCP-verifier M 0,π , which
has oracle access to 0 and π, queries 0 at some x satisfying P (x) 6= 0 with probability at least
1
∗
3 . Next, in Claim 40, we show that for every n ≥ n there exists some oracle polynomial
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P agreeing with some f ∈ Xn such that for any proof π ∈ {0, 1}∗ , the PCP-verifier M 0,π ,
which has oracle access to 0 and π, queries P at some x satisfying P (x) 6= 0 with probability
only o(1). These two statements are in contradiction. Thus L does not have a PCP-verifier.
Therefore P[q, 1] separates NTIME and PCP.
J
In the proofs of the two lemmas we abbreviate t(n) with t whenever the choice of n is
clear from the context.
B Claim 39. If M ∈ Mt is the PCP-verifier for L, then for every n ≥ n∗ and oracle
polynomial P agreeing with some f ∈ Xn , there exists π s.t.

Pr[M 0,π (0n ; r) queries 0 at some y ∈ Ft(n)
s.t. P (y) 6= 0] >
q
r

1
.
3

Qt(n)
Proof. We first observe that for every function f (x) = i=1 (bi − xi ) in Xn , the element
t(n)
y = (b1 − 1)k . . . k(bt(n) − 1) ∈ Fq satisfies f (y) = 1 and f (y + et(n),i ) = 0 for every i ∈ [t(n)].
t(n)

Therefore for every P agreeing with f over Fq , 0n ∈ LP . As a result, for every such P ,
there exists some proof π ∈ {0, 1}∗ such that M P,π (0n ) accepts with probability at least 23 .
We also note that since M P,π (0n ) has running time T (n) ≤ q(t(n)), M cannot make oracle
queries outside the set Sn .
For every P agreeing with some f ∈ Xn , use πP to denote the accepting proof for P . We
additionally note that for every oracle P 0 agreeing with 0 over Sn , it holds that 0n 6∈ LP 0 .
0
So for any πP , M P ,πP (0n ) accepts with probability at most 13 .
This implies that
Pr[M P,πP (0n ; r) queries P at x s.t. P (x) 6= 0(x) = 0] ≥
r

1
.
3

(2)

Let y be the first oracle query made by M P,πP (0n ; r) such that P (y) 6= 0(y) = 0. If we
replace P with 0, M 0,πP (0n ; r) would still make the oracle query y. We deduce that
Pr[M 0,πP (0n ; r) queries P0 at x s.t. P (x) 6= 0(x) = 0] ≥
r

1
.
3

C

B Claim 40. If M ∈ Mt is the PCP-verifier for L, there exists P agreeing with some f ∈ Xn
s.t. for all π ∈ {0, 1}∗ ,
Pr[M 0,π (0n ; r) queries 0 at x s.t. P (x) 6= 0] ∈ o (1) .
r

Proof. Suppose for every P agreeing with some f ∈ Xn there exists a proof π that the
aforementioned probability is Ω(1). Then, by an averaging argument, there exists some
randomness r∗ such that for Ω (1) fraction of oracles P agreeing with some f ∈ Xn , there
t(n)
exists π s.t. M 0,π (0n ; r∗ ) queries some x s.t. P (x) 6= 0. Additionally, for any x ∈ Fq , there
t(n)
are exactly (q − 1)
multilinear functions f ∈ Xn such that f (x) 6= 0. So across all possible
proofs, M 0,· (0n ; r∗ ) need to make at least Ω(|Xn | /(q − 1)t poly(t)) = Ω((q/(q − 1))t ) ∈
Ω(exp(t)) distinct queries.
However, since the randomness is fixed and M is in Mt , M 0,· (0n ; r∗ ) can make at
most 2o((t) · poly(t) distinct queries. However, Ω(exp(t))  2o(t) · poly(t), so we derive a
contradiction.
C
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6

Separation for random generic groups

We present the definition of the generic group model (GGM) [38, 42, 21, 35, 36].
I Definition 41 (groups and their representations). An abelian group of order p is a pair
G = (S, +) where S is a set of size p and + : S × S → S is a function that satisfies the
axioms of a group operation. We denote by 0 the identity of G. A representation of G is
an injective function σ : S → {0, 1}dlog2 pe , and its inverse σ −1 : {0, 1}dlog2 pe → S maps each
image σ(g) ∈ {0, 1}dlog2 pe to its pre-image g ∈ S and each string s ∈ {0, 1}dlog2 pe \ σ(S) to
the identity 0 ∈ S.
I Definition 42 (group oracles). Let G be a group of order p, and σ a representation of
G. The group oracle corresponding to (G, σ) is the function O : {0, 1}4dlog2 pe → {0, 1}dlog2 pe
such that O(ca , cb , a, b) = σ(ca × σ −1 (a)+cb × σ −1 (b)). To obtain the identity element of the
group simply query O(0dlog2 pe , 0dlog2 pe , a, b) = σ(0).
I Definition 43. The random group oracle is the oracle O = {Op }p∈N where each Op is
the uniform distribution over all group oracles for groups of size p. Namely, a sample from Op
is obtained as follows: sample a random group G of order p, sample a random representation
σ of G, and output the group oracle O : {0, 1}4dlog2 pe → {0, 1}dlog2 pe corresponding to (G, σ).
I Theorem 44. In the generic group model, t : N → N with t(n) ∈ Ω(n),
NTIME(t)O 6⊆ PCP(poly(t), o(t))O .
Proof. We exhibit an oracle language L that is in NTIME(t)O but not in PCP(poly(t), o(t))O .
Oracle language.
Define p(n) to be the largest prime number no larger than 2t(n) , so we know that
p(n) ∈ (2t(n)−1 , 2t(n) ]. Let L = {LO }O∈O be the oracle language where
n
o
LO := 0n ∃ x ∈ {0, 1}t(n) , x < p(n) − 1, s.t. σ −1 (x) + σ −1 (x⊕t(n) ) = 0 ,
where x⊕t(n) is the string identical to x everywhere except for the t(n)-th bit.
In NTIME. We note that numbers in [p(n)] can be represented by binary strings of length
Θ(t(n)). So it’s clear that LO is in NTIME(t)O for every O ∈ O.
Not in PCP. We argue that L is not in PCP(poly(t), o(t))O . Consider an oracle O s.t.
0n 6∈ LO . We show that for any PCP-verifier M ∈ Mt , if M O is correct on 0n then we can
0
construct another oracle O0 for which M O is not correct on 0n (Lemma 45). Therefore
∗
there exists some O∗ for which M O is not correct on 0n . Additionally, the language L is by
∗
definition 4t-bounded and the running time of M is bounded by 2t(n) . Since M O fails on
S
0n , for every function F that agrees with O∗ on 1≤i≤2t(n) {0, 1}i , M F also fails on 0n . So
by Claim 26, we conclude that L 6∈ PCP(poly(t), o(t))O .
J
I Lemma 45. For any PCP-verifier M ∈ Mt and any oracle O ∈ O such that 0n 6∈ LO , if
0
M O is correct on 0n then there exists O0 for which M O is not correct on 0n .
Proof. Use σ to denote O’s representation of the order p(n) group. Define the set of pairs of
strings
I(O) := {(u, v) ∈ ({0, 1}t(n) )2 | u, v < p(n) − 1, σ −1 (u) + σ −1 (v ⊕t(n) ) = 0} .
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Note that if we use O(u,v) to denote the oracle identical to O except for its permutation
function for the group of order p(n), which is defined as


if σ(g) = v

u
(u,v)
σ
(g) := v
if σ(g) = u .


σ(g) otherwise
Note that for any (u, v) ∈ I(O), we have (σ (u,v) )−1 (v) + (σ (u,v) )−1 (v ⊕t(n) ) = 0. So 0n ∈
LO(u,v) .
Consider the pairs of strings (u, v) ∈ I(O) for which M O queries all of (u, v) with “low”
probability:


 O,π n


X
1
M
(0 ; r) queries O at i
X? (O) := (u, v) ∈ I(O) for i = u, v,
Pr
<
.
or gets back i from O
r

6
∗
π∈{0,1}

(u,v)

We argue that |X? (O)| > 0, and for every (u, v) ∈ X? (O) it holds that M O
is not correct
on 0n .
Consider the set of strings u ∈ {0, 1}dlog2 p(n)e , u < p(n) − 1 that M O queries with “high”
probability:


 O,π n



X
1
M
(0
;
r)
queries
O
at
u
Xc (O) := u ∈ {0, 1}t(n) u < p(n) − 1 ,
.
Pr
≥
or gets back u from O
r

6
∗
π∈{0,1}

Observe that

 

|Xc (O)| ≤ c · t(n) · 2o(t(n)) · poly(t(n)) = 2o(t(n)) .

(3)

This is because, in any given execution, M can make at most poly(t(n)) queries to O (also
can get at most poly(t(n)) symbols from O) and o(t(n)) queries to the given proof string,
which means that


X
X
M O,π (0n ; r) queries O at u
Pr
≤ 2o(t(n)) poly(t(n)) .
r
or gets back u from O
∗
t(n)
u∈{0,1}

, u<p(n)−1 π∈{0,1}

We deduce that |X? (O)| is large:
|X? (O)| ≥ (p(n) − 3) − 2 · 2|Xc (O)| = 2t(n) − 2o(t(n)) .
Next, for every (u, v) ∈ X? (O) it holds that


1
M O,π (0n ; r) queries O at i
∗
.
∀ π ∈ {0, 1} , for i = u, v, Pr
<
r
or gets back i from O
6
Therefore,
∀ π ∈ {0, 1}∗ ,

Pr[M O,π (0n ; r) queries O at u or v]
r


X
M O,π (0n ; r) queries O at i
≤
Pr
r
or gets back i from O
i=u,v

<2·

1
1
=
.
6
3

This means that for every (u, v) ∈ X? (O) it holds that M cannot distinguish between O and
Ou,v with probability greater than or equal to 31 .
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We know that M O is correct on 0n , namely, for every proof string π it holds that M O,π (0n )
accepts with probability no more than 1/3. We also know that for every (u, v) ∈ I(O) it
holds that 0n is in LO(u,v) . But the foregoing argument tells us that for every (u, v) ∈ X? (O)
(u,v)
,π n
it holds that for every proof string π we have that M O
(0 ) accepts with probability
(u,v)
less than 1/3 + 1/3 = 2/3. We deduce that, for every (u, v) ∈ X? (O), M O
is not correct
on 0n .
J

7

Almost-everywhere separation for random functions

We strengthen the separation for random functions in Theorem 31. The difference is that
now the choice of machine M , which is the candidate PCP-verifier for LR , depends on the
sample R.
I Theorem 46. Let R be a random oracle with output length ` : N → N.
1. For any function t : N → N with t(n) ∈ Ω(n),
h
i
Pr NTIME(t)R 6⊆ PCP(poly(t), o(t))R = 1 .
R←R

T
2. For any function t : N → N with t(n) ∈ Ω(n) o(2n ),
h
i
Pr DTIME(t)R 6⊆ PCP(o(t), o(t))R = 1 .
R←R

7.1

Proof of Part 1 of Theorem 46

We prove the statement by arguing that, for every oracle R in a certain set of measure 1 (derived below), there exists a language LR that is in NTIME(t)R but not in PCP(poly(t), o(t))R .
We first define the language LR ⊆ {0, 1}∗ for any R ∈ R. The language is defined as
follows:


R(wket(n),1 )1 = 0








R(wket(n),2 )1 = 0
n
t(n)
.
LR = 0 ∃ w ∈ {0, 1}
s.t.
.
..








R(wket(n),t(n) )1 = 0
The language LR is in NTIME(t)R for every R ∈ R (via the same argument as in Section 4.1).
We are left to argue that LR is not in PCP(poly(t), o(t))R for R in a certain set of measure
1. For this, we state a lemma (which we prove later on below), and then conclude the proof
of the theorem.


I Lemma 47. For every M ∈ Mpoly(t),o(t) , PrR←R M R is a PCP-verifier for LR = 0.
Let SM be the set of oracles R ∈ R for which M R is a PCP-verifier for LR . Lemma 47
tells us that SM has measure zero, that is, µR (SM ) = 0. Since the set Mpoly(t),o(t) is
countable (it is a subset of the countable set of all machines) and measures are countably
sub-additive, we deduce that


[
X
µR 
SM  ≤
µR (SM ) = 0 .
M ∈Mpoly(t),o(t)

M ∈Mpoly(t),o(t)
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We conclude that
Pr

R←R



∃ M ∈ Mpoly(t),o(t) s.t. M R is a PCP-verifier for LR = 0 ,

which shows that LR is not in PCP(poly(t), o(t))R for all R in a set of measure 1.
This completes the proof, and so we are only left with proving Lemma 47.
Before proving Lemma 47, we define two disjoint sets of oracles, Sn,0 and Sn,1 , and then
prove certain properties about them (see Lemmas 50 to 52 below).
I Definition 48. For every n ∈ N, function R ∈ Rn , and string w ∈ {0, 1}t(n) , we define
the function F[R, w] : {0, 1}∗ → {0, 1}∗ to be
(
0
if j = 1 and z = wket(n),i for some i ∈ [t(n)]
F[R, w](z)j :=
.
R(z)j otherwise
Moreover, given S ⊆ Rn , we define F[S, {0, 1}t(n) ] to be the set {F[R, w] | R ∈ S , w ∈
{0, 1}t(n) }.
I Definition 49. For every n ∈ N, Sn,0 is the set of functions R ∈ Rn for which 0n 6∈
LR , that is, for which for every w ∈ {0, 1}t(n) there exists an index i ∈ [t(n)] such that
R(wket(n),i )1 6= 0. Also, Sn,1 equals the set F[Sn,0 , {0, 1}t(n) ], which is disjoint from Sn,0
(since 0n ∈ LR for every R ∈ Sn,1 ).
I Lemma 50. For every subset S ⊆ Sn,0 , we have µR (S) ≤ µR (F[S, {0, 1}t(n) ]).
Proof. Each R ∈ S yields 2t(n) distinct functions F[R, w] as w ranges over {0, 1}t(n) . On the
other hand, each R0 ∈ F[S, {0, 1}t(n) ] has at most 2t(n) − 1 “pre-images” in S: there exists
precisely one w such that R(wket(n),i )1 = 0 for all i ∈ {1, . . . , t(n)}. So if R0 = F[R, w],
R and R0 can only be different in the first bit at locations of the form wket(n),i for i ∈
{1, . . . , t(n)}. There are 2t(n) − 1 different assignments to the first bits at wket(n),i each of
which gives rise to a preimage
of R0 in S (we exclude the all-zero assignment). We deduce

that 2t(n) µR (S) ≤ 2t(n) − 1 µR (F[S, {0, 1}t(n) ]), and so µR (S) ≤ µR (F[S, {0, 1}t(n) ]). J
I Lemma 51. limn→∞ µR (Sn,0 ) = 1/e.
Proof. For any n ∈ N the measure of Sn,0 in R is µR (Sn,0 ) = (1 −

lim µR (Sn,0 ) = lim

n→∞

N →∞

1−

1
N

N

t(n)
1
)2 .
2t(n)

0

Therefore:

0

= lim eN (1− N ) = lim e(1− N ) /( N ) = 1/e .
1

N →∞

1

1

N →∞

J

I Lemma 52. For every function R ∈ Sn,0 , if M R is correct on 0n then there are at least
2t(n) − 2o(t(n)) strings w ∈ {0, 1}t(n) for which M F[R,w] is not correct on 0n . (Note that
F[R, w] ∈ Sn,1 .)
Proof. Fix a constant c > 0 to be determined later. Consider the set of strings w ∈ {0, 1}t(n)
for which M R queries all of {w ⊕ et(n),1 , . . . , w ⊕ et(n),t(n) } with “low” probability:
(
)
X
1
X? (R) :=

w ∈ {0, 1}t(n)

Pr[M R,π (0n ; r) queries R at w ⊕ et(n),i ] <

∀ i ∈ [t(n)] ,

π∈{0,1}∗

r

c · t(n)

.

We argue that |X? (R)| is large, and for every w ∈ X? (R) it holds that M F[R,w] is not correct
on 0n .
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Consider the set of strings w ∈ {0, 1}t(n) that M R queries with “high” probability:



X
1 
Pr[M R,π (0n ; r) queries R at w ] ≥
.
Xc (R) := w ∈ {0, 1}t(n)
r

c · t(n) 
∗
π∈{0,1}

Observe that

 

|Xc (R)| ≤ c · t(n) · 2o(t(n)) · poly(t(n)) = 2o(t(n)) .

(4)

This is because, in any given execution, M can make at most poly(t(n)) queries to R and
o(t(n)) queries to the given proof string, which means that
X
X
Pr[M R,π (0n ; r) queries R at w] ≤ 2o(t(n)) poly(t(n)) .
w∈{0,1}t(n) π∈{0,1}∗

r

We deduce, via Equation (4), that |X? (R)| is large:
|X? (R)| ≥ 2t(n) − t(n)|Xc (R)| = 2t(n) − 2o(t(n)) .
Next, for every w ∈ X? (R) it holds that
∀ π ∈ {0, 1}∗ , ∀ i ∈ [t(n)], Pr[M R,π (0n ; r) queries R at w ⊕ et(n),i ] <
r

1
.
c · t(n)

Therefore,
∀ π ∈ {0, 1}∗ ,

Pr[M R,π (0n ; r) queries R at any w ⊕ et(n),i ]
r
X
≤
Pr[M R,π (0n ; r) queries R at w ⊕ et(n),i ]
r

i∈[t(n)]

< t(n) ·

1
1
=
.
c · t(n)
c

This means that for every w ∈ X? (R) it holds that M cannot distinguish between R and
R0 := F[R, w] with probability greater than 1c (the probability is over M ’s randomness r).
We know that M R is correct on 0n , namely, for every proof string π it holds that M R,π (0n )
accepts with probability less than 1/3. We also know that for every w ∈ {0, 1}t(n) it holds
that 0n is in LF[R,w] . But the foregoing argument tells us that for every w ∈ X? (R) it holds
that for every proof string π we have that M F[R,w],π (0n ) accepts with probability less than
1/3 + 1/c.
Choosing c ≥ 3, we deduce that, for every w ∈ X? (R), M F[R,w] is not correct on 0n . J
Proof of Lemma 47. Fix M ∈ Mpoly(t),o(t) . It suffices to show that, for some  ∈ [0, 1) and
every n ∈ N, M R is correct on input 0n for at most an -fraction of oracles R. Indeed, this
fact would imply that:


Pr M R is a PCP-verifier for LR
R←R


≤ Pr ∀n ∈ N, M R is correct on 0n
R←R
Y


=
Pr M R is correct on 0n M R is correct on 0i for all i < n
n∈N

=

R←R

Y
n∈N

Pr

R←R



M R is correct on 0n

≤ lim n = 0 ,
n→∞
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as claimed. Above “correct” on input 0n means that if 0n ∈ LR then there exists a proof
string π such that M R,π (0n ) accepts with probability at least 2/3, and if 0n 6∈ LR then for
every proof string π it holds that M R,π (0n ) rejects with probability at least 2/3.
We are left to argue that M R is correct on input 0n for at most an -fraction of oracles
R. Consider the following sets of oracles:
n
o
Un,all := R ∈ R | M R is incorrect on 0n
,
n
o
Un,0 := R ∈ Sn,0 | M R is incorrect on 0n
,
n
o
0
Un,1 := R0 ∈ Sn,1 | M R is incorrect on 0n
.
Note that Un,0 ∪ Un,1 ⊆ Un,all . Also, Un,0 and Un,1 are disjoint, because Sn,0 and Sn,1 are
disjoint.
We want to prove that µR (Un,all ) > 1 − . We do so as follows:
µR (Un,all ) ≥ µR (Un,0 ) + µR (Un,1 )





≥ µR (Sn,0 ) − µR (Sn,0 \ Un,0 ) + µR (Un,1 )


2t(n) − 2o(t(n))
· µR F[Sn,0 \ Un,0 , {0, 1}t(n) ]
t(n)
2


2t(n) − 2o(t(n))
· µR (Sn,0 \ Un,0 )
≥[b] µR (Sn,0 ) − µR (Sn,0 \ Un,0 ) +
2t(n)
2o(t(n))
= µR (Sn,0 ) − t(n) · µR (Sn,0 \ Un,0 )
2
2o(t(n))
≥ µR (Sn,0 ) − t(n) · µR (Sn,0 )
2


2o(t(n))
= 1 − t(n)
· µR (Sn,0 ) .
2

≥[a]





µR (Sn,0 ) − µR (Sn,0 \ Un,0 ) +

Above, the third inequality (labeled [a]) follows from Lemma 52; the fourth inequality
(labeled [b]) follows from Lemma 50 applied to the set Sn,0 \ Un,0 .
Finally, by Lemma 51 we know that limn→∞ µR (Sn,0 ) = 1/e > 1/3, so if we set  := 2/3
then the above expression is greater than 1 −  for large enough n.
J

7.2

Proof of Part 2 of Theorem 46

We prove the statement by arguing that, for every oracle R in a certain set of measure 1
(derived below), there exists a language LR that is in DTIME(t)R but not in PCP(o(t), o(t))R .
We first define the language LR ⊆ {0, 1}∗ for any R ∈ R. The language is defined as
follows:
LR := {(x, y) ∈ {0, 1}n × {0, 1}n | FR,n (x) = y} ,
L
where FR,n (x)i := j∈(i−1) t(n) +1,...,i t(n) R(xket(n),j )1 for i ∈ {1, . . . , n}.
n

n

We argue that the language LR is in DTIME(t)R for every R ∈ R. Consider the
deterministic machine that on input (x, y): (a) copies xket(n),1 to the query tape; (b) for
i ∈ {1, . . . , n}, calls R on inputs {xket(n),j }j∈(i−1) t(n) +1,...,i t(n) to get zi := FR,n (x)i ; (c)
n

n

accepts if y = z. Writing down x takes time n, querying all bits of the form xket(n),j takes
O(t(n)) time, computing z and comparing it with y takes O(t(n)) time. So the running time
of the machine is O(t(n)). We are left to argue that LR is not in PCP(o(t), o(t))R for R in a
certain set of measure 1. For this, we state a lemma (which we prove later on below), and
then conclude the proof of the theorem.
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I Lemma 53. For every M ∈ Mo(t),o(t) , PrR←R M R is a PCP-verifier for LR = 0.
Using the same arguement as in the proof of Theorem 46, we conclude that


Pr ∃ M ∈ Mo(t),o(t) s.t. M R is a PCP-verifier for LR = 0 ,
R←R

which shows that LR is not in PCP(o(t), o(t))R for all R in a set of measure 1.
This completes the proof, and so we are only left with proving Lemma 53.
Before proving Lemma 53, we define for every n ∈ N 2n disjoint sets of oracles, Sn,y where
y ∈ {0, 1}n , and then prove certain properties about them (see Remark 56 and Lemma 57
below).
I Definition 54. For every n ∈ N and y ∈ {0, 1}n , Sn,y is the set of functions R ∈ Rn for
which (0n , y) ∈ LR , that is, for which FR,n (0n ) = y. We note that by definition the sets are
disjoint.
I Definition
55. For every n ∈ N, function R ∈ Rn , index i ∈ [n] and coordinate index
h
i
t(n)
j ∈ n , we define the function F[R, i, j] : {0, 1}∗ → {0, 1}∗ to be
(
F[R, i, j](z)k :=

1 − R(z)k

if k = 1 and z = 0n ket(n),(i−1) t(n) +j

R(z)k

otherwise

n

.

Moreover, given S ⊆ Rn , we define F[S, i, j] to be the set {F[R, i, j] | R ∈ S}.
From the definitions of the set Sn,y and the map F[ , , ], we immediately obtain the
following claim.
I Remark 56. We note that for any R ∈ Sn,y , i ∈ [n] and j ∈ [t(n)/n], (a) F[R, i, j] 6∈ Sn,y ,
since flipping the first bit at 0n ket(n),(i−1)t(n)/n+j results in FR,n (0n )i 6= FF[R,i,j],n (0n )i ; (b)
the number of preimages of R under the maps {F[ , i, j]}i∈[n],j∈[t(n)/n] is exactly t(n).
I Lemma 57. For every function R ∈ Sn,y , if M R is correct on (0n , y) then there are at
least t(n) − o(t(n)) pairs (i, j)i∈[n],j∈[t(n)/n] for which M F[R,i,j] is not correct on (0n , y).
Proof. Fix a constant c > 0. Let π be the proof such that Prr [M R,π (0n , y; r)] ≥ 32 . Consider
the set of t(n) queries

X(R) := 0n ket(n),(i−1)t(n)/n+j i ∈ [n], j ∈ [t(n)/n] .
Define the subset of X(R) which M R,π queries with “low” probability:


1
X? (R) := w ∈ X(R) Pr[M R,π (0n ; r) queries R at w] <
.
r
c
We argue that |X? (R)| is large, and for every w ∈ X? (R), w = 0n ket(n),(i−1)t(n)/n+j it holds
that M F[R,i,j],π is not correct on (0n , y).
Consider the set of strings w ∈ X(R) that M R queries with “high” probability:


1
Xc (R) := w ∈ X(R) Pr[M R,π (0n ; r) queries R at w ] ≥
.
r
c
Observe that
|Xc (R)| ≤ c · o(t(n)) ∈ o(t(n)) .

(5)
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This is because, in any given execution, M can make at most o(t(n)) queries to R which
means that
X
Pr[M R,π (0n ; r) queries R at w] ≤ o(t(n)) .
r

w∈X(R)

We deduce, via Equation (5), that |X? (R)| is large:
|X? (R)| ≥ t(n) − |Xc (R)| = t(n) − o(t(n)) .
Next, for every w ∈ X? (R) it holds that
Pr[M R,π (0n ; r) queries R at w] <
r

1
.
c

This means that for every w ∈ X? (R), w = 0n ket(n),(i−1)t(n)/n+j , it holds that M cannot
distinguish between R and R0 := F[R, i, j] with probability greater than 1c (the probability
is over M ’s randomness r).
We know that M R,π is correct on (0n , y), namely, M R,π (0n ) accepts with probability
at least 1/3. We also know that for every (i, j) ∈ [n] × [t(n)/n] it holds that (0n , y) 6∈
LF[R,i,j] (part (a) of Remark 56). But the foregoing argument tells us that for every
0n ket(n),(i−1)t(n)/n+j ∈ X? (R) it holds that M F[R,i,j],π (0n ) accepts with probability greater
than 1/3 + 1/c.
Choosing c ≥ 3, we deduce that, for every 0n ket(n),(i−1)t(n)/n+j ∈ X? (R), M F[R,i,j] is not
correct on (0n , y).
J
Proof of Lemma 53. Fix M ∈ Mo(t),o(t) . It suffices to show that, for some  ∈ [0, 1) and
every n ∈ N, M R is correct on inputs (0n , y)y∈{0,1}n for at most an -fraction of oracles R.
Indeed, this fact would imply that:
Pr



M R is a PCP-verifier for LR



∀n ∈ N, M R is correct on (0n , y)y∈{0,1}n

R←R

≤ Pr
R←R

=

Y

Pr





M R is correct on (0n , y)y∈{0,1}n



M R is correct on (0n , y)y∈{0,1}n

R←R



M R is correct on (0i , y)y∈{0,1}i for all i < n



n∈N

=

Y

Pr
R←R



n∈N

≤ lim n = 0 ,
n→∞

as claimed. Above “correct” on input (0n , y) means that if (0n , y) ∈ LR then there exists a
proof string π such that M R,π (0n , y) accepts with probability at least 2/3, and if (0n , y) 6∈ LR
then for every proof string π it holds that M R,π (0n , y) rejects with probability at least 2/3.
We are left to argue that M R is correct on inputs (0n , y)y∈{0,1}n for at most an -fraction
of oracles R. Consider the following sets of oracles:
n
o
Un,all := R ∈ R | M R is incorrect on (0n , y) for some y ∈ {0, 1}n
,
n
o
Uy,all := R ∈ Sn,y | M R is incorrect on (0n , y 0 ) for some y 0 ∈ {0, 1}n
,
n
o
Uy,y := R ∈ Sn,y | M R is incorrect on (0n , y) .
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We want to prove that µR (Un,all ) > 1 −  = 1/3. We do so as follows:
X
µR (Un,all ) =
µR (Uy,all )
y∈{0,1}n

≥[a]

1
·
t(n)
X

≥

X

µR (Sn,y \ Uy,y ) · (t(n) − o(t(n)))

y∈{0,1}n

µR (Sn,y \ Uy,all ) ·

y∈{0,1}n

t(n) − o(t(n))
t(n)

t(n) − o(t(n))
t(n)
t(n) − o(t(n))
1
≥
>
2t(n)
3
= (1 − µR (Un,all )) ·

1
In the inequality labeled [a], the t(n)
term comes from part (b) of Remark 56 that each
R ∈ Rn has t(n) preimages under the maps {F[ , i, j]}i∈[n],j∈[t(n)/n] ; the term µR (Sn,y \
0
Uy,y ) · (t(n) − o(t(n))) is the measure of all R0 ∈ ∪i,j F[Sn,y , i, j] for which M R ,π (0n , y) fails
(Lemma 57).
J
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Abstract
Comparator circuits are a natural circuit model for studying the concept of bounded fan-out
computations, which intuitively corresponds to whether or not a computational model can make
“copies” of intermediate computational steps. Comparator circuits are believed to be weaker than
general Boolean circuits, but they can simulate Branching Programs and Boolean formulas. In this
paper we prove the first superlinear lower bounds in the general (non-monotone) version of this
model for an explicitly defined function. More precisely, we prove that the n-bit Element Distinctness
function requires Ω((n/ log n)3/2 ) size comparator circuits.
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1

Introduction

One of the central open problems in circuit complexity is to prove superlinear lower bounds
on the size of general Boolean circuits for explicitly defined functions. While theorists have
been outstandingly successful at analyzing some restricted circuit models – for instance,
exponential lower bounds are known when the circuit is monotone [22], or bounded-depth
[11] – the progress remains modest for less restricted classes of circuits:
1. The best lower bounds for the Boolean formula size of explicit functions over n variables
are of the form Ω(n3−o(1) ) [12, 18, 26, 5, 7, 19, 27, 4, 8]. The first such bound is due to
Håstad [12] and the current largest bound (improving lower order terms) is due to Tal
[27].
2. The best lower bounds for branching programs, which capture small-space computation
and can simulate formulas, are Ω((n/ log n)2 ) for the deterministic model by Nechiporuk
[21] and Ω(n3/2 / log n) for the non-deterministic- and parity- models by Pudlák1 [15],
and Karchmer and Wigderson [15], respectively.
3. The best lower bounds for span programs over GF (2), which can simulate all of the
above models, is Ω(n3/2 / log n) by Beimel, Gál, and Paterson [3], following the initial
Ω(n log log log∗ n) lower bounds by Karchmer and Wigderson [15].
4. Finally (and, perhaps, most notoriously) the best lower bounds for general Boolean
circuits are 5n − o(n), due to Iwama and Morizumi [13].
1
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© Anna Gál and Robert Robere;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 58; pp. 58:1–58:13
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

58:2

Lower Bounds for (Non-Monotone) Comparator Circuits

Improving any of these lower bounds is an outstanding open problem; however, the
problem of proving any superlinear lower bound on general Boolean circuits is perhaps the
most interesting. Span programs form a remarkable model here, since they can simulate all
models above for which we have superlinear lower bounds – this means that improving the
lower bounds for span programs is one of the outstanding open question at the “frontier” of
current techniques for proving lower bounds in general non-monotone circuit models.
In this paper we identify a new problem at the frontier: the complexity of non-monotone
comparator circuits. A comparator circuit is a circuit composed purely of comparator gates,
each of which maps a pair of bits (x, y) to (x ∧ y, x ∨ y). It is known that, just like span
programs, comparator circuits can efficiently simulate non-deterministic branching programs
[6], and thus lower bounds for comparator circuits imply lower bounds on branching programs
and formulas. However, like branching programs, comparator circuits are known to be
stronger than boolean formulas, as it is easy to construct comparator circuits computing
Parity in O(n) size (unlike formulas, which require Ω(n2 ) size [16]). Similarly, like span
programs, comparator circuits are believed to be weaker than general non-monotone circuits
[6, 24]. However, it appears that comparator circuits may be incomparable to, or possibly
even stronger than span programs: the class of functions computable by polynomial-size
comparator circuits is conjectured to be incomparable to NC [25], and this conjecture is
supported by oracle separations [6]. In contrast, the class of functions computable by
polynomial-size span programs over finite fields is contained in NC2 . Furthermore, while
we already had superlinear lower bounds for span programs [3, 15], there have been no
superlinear lower bounds known for the comparator circuit size of any explicit function.
Continuing the line of work proving superlinear lower bounds for formulas, branching
programs, and span programs, we prove the first superlinear lower bounds on the size of
comparator circuits computing an explicit Boolean function. Let n = 2m log m, and let
EDn : {0, 1}n → {0, 1} be the n-bit Element Distinctness function, which takes m integers
in the range {1, 2, . . . , m2 } as input (each encoded as 2 log m bits) and outputs 1 iff all of
the integers are distinct. Our main result is the following:
I Theorem 1. The size of any comparator circuit computing the n-bit Element Distinctness
function EDn is at least Ω((n/ log n)3/2 ).
In fact, we prove the stronger statement, that the number of wires of any comparator
circuit computing EDn is at least Ω((n/ log n)3/2 ). (See Section 2 for definitions.)
The above result provides a new and natural class of circuits for which we can obtain
superlinear size lower bounds, and thus represents progress towards the goal of proving
superlinear lower bounds for general non-monotone circuits. We believe that the techniques
we employ are also interesting. The current best Ω(n3−o(1) ) lower bounds for formulas follow
by restriction based techniques, which we do not use for our lower bounds. In fact, as we
discuss in Section 5, there seem to be obstacles to obtaining superlinear lower bounds for
comparator circuits this way. Instead, we use a generalized version of the classic Nechiporuk
method [21], which was used for obtaining the current best lower bounds for branching
programs and span programs stated above. However, it is not possible to apply Nechiporuk’s
method directly to estimate the number of gates of comparator circuits, because the partial
computations corresponding to subcircuits over disjoint subsets of inputs may significantly
overlap (see Remark 8 and Section 1.2 for more details.) Instead, we need to exploit some
interesting structure of comparator circuits to enable a more general version of the method.
For these reasons we believe that our above lower bound (and comparator circuits more
generally) are particularly interesting.
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Comparator Circuits and Bounded Fanout Computation

Let us first describe comparator circuits more formally. As stated above, a comparator gate
computes the map (x, y) 7→ (x ∧ y, x ∨ y) where x, y ∈ {0, 1}; that is, the gate outputs both
the AND and the OR of its input bits. A comparator circuit is a Boolean circuit whose
inputs are labeled by input literals (i.e. either variables xi or their negations xi ), and is
composed entirely of comparator gates; the comparator circuit is said to be monotone if no
input literal is negated. We emphasize here that every comparator gate in the circuit has
exactly two inputs and two outputs, and the (Boolean) output of the circuit is obtained by
fixing some designated output of a comparator gate in the circuit.
The definition of a comparator gate suggests a convenient method of visualizing such
circuits, depicted in Figure 1. We draw m lines from left-to-right – we call these lines wires 2
– that are initially labeled with input literals or the Boolean constants 0, 1. We connect wires
together with comparator gates: each gate is drawn connecting a pair of wires; one of the
inputs is drawn with a circle (representing the output of the ∧ gate) and the other with an
arrow (representing the output of the ∨ gate).

Figure 1 Examples of comparator circuits, with outputs designated. The left is a simple monotone
comparator circuit, the right is a non-monotone comparator circuit for parity.

The most studied examples of comparator circuits in the literature are sorting networks,
which are typically studied in a more general (i.e. non-Boolean) setting. A sorting network
is a mathematical model of a sorting algorithm which is input-oblivious: the algorithm
performs the same sequence of compare-and-swap operations on its input sequence of integers
for all possible inputs. There are n wires traveling from left to right, each labeled with a
distinct input variable, and a sequence of comparator gates connecting the wires. (Note that
a comparator gate, intuitively, just sorts its inputs in order, with the larger input sent to the
∨ output and the smaller to the ∧ output.) The goal is to construct the fastest network –
where fastest can mean “shallowest”, with the smallest depth connecting inputs to outputs,
or with the fewest possible comparator gates – that sorts all n inputs. Shallow sorting
networks have many applications in theory and practice, and thus have been extensively
studied in theoretical computer science, with much effort spent on finding the shallowest
possible networks (see [1, 2, 17, 9]). A restricted version of comparator circuits appeared
implicitly in a paper by Graham [10]. His model is equivalent to read once comparator
circuits, where each literal is used on at most one wire. Graham [10] showed that there
exists a Boolean function on 11 variables that cannot be computed by this model, and it
was proved by Robere [23] that the s, t- connectivity problem cannot be solved by read once
monotone comparator circuits.

2

We note that this differs from the standard usage of the word “wires” in circuit complexity, which is
usually used to mean the edges in the underlying directed graph of the circuit.

ITCS 2020

58:4

Lower Bounds for (Non-Monotone) Comparator Circuits

Studying comparator circuits as a circuit model for general computation arguably began
with the work of Subramanian [25], who showed that comparator circuits are a natural model
for extending the study of bounded fan-out circuits beyond Boolean formulas. Subramanian
considered different classes of circuits depending on whether or not the gates in the circuit
could simulate a COPY gate: that is, the gate that takes some input x and outputs two
copies of x. For example, when a gate can “fan-out” its output then we are allowing the gate
to implicitly copy its output many times over. On the other hand, it is easy to see that a
circuit constructed of comparator gates can not simulate a COPY gate, as the Hamming
weight of the output of a comparator gate is always the same as the Hamming weight of the
input of a comparator gate. Thus comparator circuits form an interesting intermediate class
between Boolean formulas and Boolean circuits: they cannot create copies of intermediate
computations, and so are apparently weaker than Boolean circuits; but, the ability to compute
AND and OR simultaneously makes them apparently more powerful than Boolean formulas.
Let CC denote the class of languages computable by AC0 -uniform polynomial-size comparator circuits. This complexity class has an interesting characterization as the class of
problems reducible to the stable marriage problem [25]. Closer to our purposes, Subramanian
showed that if a circuit composed from gates chosen from a set S has “bounded fanout”, in
the sense that the gates from S cannot simulate a COPY gate, and all the gates in S compute
monotone functions, then the corresponding circuit value problem for circuits with gates
from S is either in NC or is CC-hard [25]. Despite their inability to copy, polynomial-size
comparator circuits can compute everything in NL [20, 6] (which is conjectured to be strictly
more powerful than polynomial-size Boolean formulas), and appear to be incomparable
with NC [25]. Therefore, CC is a natural class to continue the study of bounded fan-out
computation past NC1 , along with being a candidate for a class C satisfying NL ⊂ C ⊂ P
and C 6= NC. The computational complexity of the class CC was recently analyzed by
Cook, Filmus and Le [6] where, among other things, the question of uniformity and oracle
separations with other classes was addressed.
However, a natural question left open by [6] is that of lower bounds. In the monotone
case, since monotone comparator circuits are simulated by monotone circuits, exponential
lower bounds are implied by the known lower bounds for monotone circuits (for instance,
by Razborov [22]), and exponential separations between monotone comparator circuits and
monotone circuits have been proved in [24]. Lower bounds for general Boolean circuits imply
lower bounds for comparator circuits, but other than such implications, we are not aware of
any previous nontrivial lower bounds for general (non-monotone) comparator circuits. In
particular, before our work, no superlinear lower bounds have been obtained for comparator
circuits computing an explicit Boolean function.

1.2

Techniques

To prove Theorem 1 we recruit a classic tool from non-monotone circuit lower bounds: the
Nechiporuk method [21]. This method was invented by Nechiporuk to prove lower bounds on
the size of deterministic branching programs and formulas, and is currently one of the few
techniques capable of proving superlinear lower bounds against non-monotone computation.
The idea of the method is as follows, in the setting of branching programs (the argument for
formulas is identical, see e.g. [29]). Consider a branching program B computing a Boolean
function f on n variables. First, observe that fixing the values outside of a subset S ⊆ [n]
of the variables to constants results in a branching program that computes a subfunction
of the original function on the variables in the subset S. It follows that as we range over
all substitutions to [n] \ S, the number of different branching programs obtained must be
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at least as large as the number of different subfunctions of f on S. Thus, to obtain a lower
bound, take any partition of the input variables [n] = Y1 ∪ Y2 ∪ · · · ∪ Yn and let hi be the
number of nodes of the branching program B labeled with variables from the set Yi . Recall
that the size of a deterministic branching program is the number of its nodes, and each
node is labeled by exactly one input variable. Thus, the size of the branching program B
P
is |B| = i hi and, in turn, we can lower-bound each hi by relating it to the number of
subfunctions of f on the variables Yi obtained by restricting [n] \ Yi in all possible ways.
This yields lower bounds for functions with large number of different subfunctions.
The Nechiporuk method works well for branching programs as the sets of nodes of the
program associated with disjoint subsets of inputs are disjoint. The situation is similar for
Boolean formulas: each leaf of the formula is labeled by a variable (or negated variable), and
again the sets of leaves associated with disjoint subsets of inputs are disjoint. In fact, this
property (that the subcircuits corresponding to disjoint subsets of inputs are disjoint) is true
for all prior applications of the method. For example, in the application to non-deterministic
and parity branching programs [15], the edges of the program are now labeled by variables,
and thus the sets of edges corresponding to disjoint subsets of variables are disjoint. Similarly,
in span programs over GF (2) [3], the rows are labeled by variables and so once again, subsets
of rows corresponding to disjoint subset of variables are disjoint.
In principle, one could imagine generalizing this method to other circuit models, as long
as the subcomputations corresponding to disjoint subsets of input variables do not overlap
much. On the negative side, the method can provably not be applied to general Boolean
circuits [28], which intuitively makes sense as circuits can copy intermediate computations as
many times as they like.
So: what about comparator circuits? At first glance it seems like the method should
not be applicable to comparator circuits either, since the circuits contain gates with fanout
two, and this implies that the computation of the circuits on disjoint sets of variables can
badly overlap, just like general Boolean circuits and unlike formulas, branching programs or
span programs. Indeed, as we discuss in Remark 8, the set of gates of a comparator circuit
contributing to the computation on a given subset of variables can potentially involve all the
gates of the original circuit.
We can, however, overcome this problem. Our key observation is the following: the idea
of Nechiporuk’s method may be still applicable in situations where the subcomputations
badly overlap, as long as we are able to bound the size of the computation by some (not
too fast growing) function of the number of occurrences of input literals. This is simply
because the occurrences of input literals (or in other words the input queries) made by the
computation will always be disjoint over disjoint subsets of variables.
Let us elaborate further in the case of comparator circuits. In comparator circuits, the
number of wires – which, we recall, refers to the number of distinct left-to-right lines in Figure
1 – corresponds exactly to the number of occurrences of input literals in the circuit. The fact
that comparator circuits cannot simulate COPY gates suggests the following question. If F
is a Boolean formula with ` leaves then it is easy to see that the number of internal gates
s of F is exactly s = ` − 1. In other words, the size of the formula F is linearly related to
the number of its leaves, and this is a result of F having bounded fanout. Does a similar
relation hold for comparator circuits between gates and wires?
First, observe that since each gate in the comparator circuit connects two wires, in order
for each wire to be connected to the output gate we must have `−1 ≤ s, where s is the number
of gates, just like in formulas. However, is it the
 case that s = O(`)? Or even s = O(poly(`))?
Surprisingly, we are able to show that s ≤ 2` assuming that none of the gates in the circuit
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are “useless” in a specific technical sense and can be removed (cf. Section 3); furthermore,
we show that this relationship is sharp. For the special case of read once comparator circuits,
essentially this statement was proved implicitly by Graham [10].
I Theorem 2. Let C be any comparator circuit with ` wires and s gates such that every gate
in C is useful. Then s ≤ `(` − 1)/2.
It is precisely this relationship between wires and gates which allows us to overcome the
“overlapping subcomputations” issue in applying Nechiporuk’s method, and it seems to be a
remarkable property of this model. As far as we know, our results are the first generalization
of Nechiporuk’s method to such a scenario.

2

Definitions

For any positive integer m let [m] := {1, 2, . . . , m}, and if n is an integer satisfying m ≤ n
let [m, n] := {m, m + 1, . . . , n}. If S is a set then ℘(S) denotes the power set of S.
Throughout we will be interested in Boolean functions f : {0, 1}n → {0, 1}. If x ∈ {0, 1}n
then xi is the value of the ith bit in x. If x, y ∈ {0, 1}n are binary strings then x ≤ y if
xi ≤ yi for all i ∈ [n]. If x ∈ {0, 1}n then |x| is the Hamming weight of x.
A comparator gate is the function C : {0, 1}2 → {0, 1}2 computing the map (x, y) 7→
(x ∧ y, x ∨ y). It is natural to think of a comparator gate C as “sorting” the input (x, y), as
the smaller input goes to the first coordinate and the larger input goes to the second. A
comparator circuit is a circuit composed of comparator gates with arbitrary Boolean literals
as input. For later convenience, we use the following, alternative definition of a comparator
circuit. A comparator circuit C is defined by a tuple (W, G, I, o), where
W is a set of elements called wires,
I : W → {x1 , . . . , xn , x1 , . . . , xn , 0, 1} is an initial labeling of each wire with an input
literal or Boolean constant,
G ⊆ W 2 is an ordered list of comparator gates,
o ∈ W is the designated output wire.
Each comparator gate g = (i, j) ∈ G is specified by the pair of wires the gate connects: the
AND output of the gate is interpreted as the first coordinate and the OR output of the gate
is interpreted as the second coordinate. A comparator circuit computes a Boolean function
in the natural way: given an assignment to the input literals, we evaluate the comparator
gates one by one in order according to G, and then output the Boolean value labeled on
the output wire, o. We define the size of the comparator circuit to be the number of gates
in the circuit, and note that the number of wires in the circuit will also be an interesting
complexity measure.

3

Wires vs. Gates in Comparator Circuits

I Definition 3. Let C be a comparator circuit with m wires, let g = (i, j) be a gate in C, and
let vi (x), vj (x) be the values of the wires i, j, respectively, on input x just before applying the
gate g. Then g is useful if there is a pair of inputs x, y to C such that (vi (x), vj (x)) = (1, 0)
and (vi (y), vj (y)) = (0, 1). If g is not useful then we say it is useless.
Equivalently, if a gate g is useless then for every pair of inputs (x, y) either (vi (x), vj (x)) =
(vi (y), vj (y)) or vi = vj for one of x, y. The next proposition states that gates that are not
useful can be removed without loss of generality.
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I Proposition 4. Let C be a comparator circuit with ` wires and s gates computing some
Boolean function f . Then there exists a comparator circuit C 0 with (at most) ` wires and
s0 ≤ s gates computing f such that every gate in C 0 is useful. Moreover, the labels of the
wires that are not removed remain the same in C 0 as in C.
Proof. Let g = (i, j) be any gate in C such that g is not useful. Let vi (x), vj (x) be the
values of the wires i, j before applying g on input x. Since g is not useful, then it follows
that for every pair of inputs x, y to the circuit either (vi (x), vj (x)) = (vi (y), vj (y)) or one of
x, y satisfies vi = vj .
Let O ⊆ {0, 1}n be the set of inputs such that for all x ∈ O, exactly one of vi (x), vj (x)
is 1. Since g is useless, it follows that either (vi (x), vj (x)) = (0, 1) for every x in O or
(vi (x), vj (x)) = (1, 0) for every x in O.
Assume that the outputs of g are ordered so that g(0, 1) = (0, 1) and g(1, 0) = (0, 1). The
proof for the other type of gates is symmetric. Consider the following two cases.
Case 1: For all x ∈ O, (vi (x), vj (x)) = (0, 1).
We claim that for all x ∈ {0, 1}n , applying g does not change the value of any wire,
and so g can be removed without affecting the computation C. This is because for
every x ∈ {0, 1}n , either x ∈ O and so applying g does not change any value (since
g(0, 1) = (0, 1)), or x 6∈ O, and by the definition of the set O we must have vi (x) = vj (x),
and so applying g will not change the values of the wires.
Case 2: For all x ∈ O, (vi (x), vj (x)) = (1, 0).
By definition g(1, 0) = (0, 1), and so we perform the following operation: remove g, and
for each wire i, j find the first gate h using that wire as an input. If it is the same gate
for both wires, then h is redundant, so remove it and continue searching forward along
each wire. Otherwise, let hi = (k, `) where exactly one of k, ` is i and let hj = (k 0 , `0 )
where exactly one of k 0 , `0 is j. Let the wire i feed into the gate hj and the wire j feed
into the gate hi . Switching the wires this way will simulate the action of the gate g that
we just eliminated.
Once you have found a non-redundant gate h for each of the two wires {i, j} (or if no
such gate exists), then stop.
To see that this operation does not affect the output of the circuit, consider the following
two cases:
1. vi (x) = vj (x). In this case, performing this operation will not affect the computation of
the circuit as either of the h gates will receive the same input, regardless of which wire
they are connected to.
2. vi (x) 6= vj (x). In this case, (vi (x), vj (x)) = (1, 0), and g(1, 0) = (0, 1), so by removing g
and switching the inputs of the h gates we ensure that in the new circuit the computation
will be the same.
By proceeding from the inputs of the circuit to the outputs we can apply this operation
to remove every useless gate in the circuit. In each case, the output of the circuit will not be
affected.
Finally, notice that if a wire is not connected to any remaining gate in C 0 , we may remove
it, except if the wire is designated as the output of the circuit. The wires that are not
removed, retain the same label as in the original circuit C, and the proof of the proposition
is complete.
J
Now we can prove the main theorem of this section, which we restate from the Introduction.
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I Theorem 2. Let C be any comparator circuit with ` wires and s gates such that every gate
in C is useful. Then s ≤ `(` − 1)/2.
Proof. For j = 1, 2, . . . , s let gj denote the jth gate of C, and let Cj be the subcircuit
of C consisting of the first j gates of C. Let C0 be the circuit C with all of its gates
removed. We say that two inputs x, y ∈ {0, 1}n are useful with respect to the pair (i, j) if
wi (x) = 1, wi (y) = 0 and wj (x) = 0, wj (y) = 1, where wi , wj are the outputs of wires i and
j of the comparator circuit C. If there exist two inputs x, y ∈ {0, 1}n that are useful with
respect to (i, j) then we say that (i, j) is a useful pair.
Let Uj denote the collection of all useful pairs in the circuit Cj . We show that the size
of Uj decreases by at least one after applying each gate: that is |Uj | ≤ |Uj−1 | − 1 for all j.
`
Since |U0 | ≤ ell
2 , it follows that the number of gates in C is at most 2 .
Let 1 ≤ j ≤ s be an integer, and suppose the gate gj connects two wires (a, b). Since gj is
useful we have that (a, b) is a useful pair in Uj−1 . It is also clear that (a, b) 6∈ Uj , as applying
the gate gj removes all useful inputs with respect to (a, b). However, we are not finished,
as applying the gate gj could have introduced a new useful pair (c, d): so, (c, d) ∈ Uj and
(c, d) 6∈ Uj−1 . The proof will be complete once we prove the following claim, which states
that if such a new useful pair is introduced, then there must exist another distinct useful
pair that was removed.
B Claim 5. Suppose there exists a useful pair (c, d) ∈ Uj such that (c, d) 6∈ Uj−1 . Then
there is another useful pair (α, β), uniquely associated with (c, d), such that (α, β) 6= (a, b),
(α, β) ∈ Uj−1 , and (α, β) 6∈ Uj .
Proof of Claim. It is clear that while (c, d) 6= (a, b), it cannot be the case that c, d 6∈ {a, b}:
that is, at least one of c or d must be equal to a or b. This is because applying the gate gj
only modifies the outputs of wires a and b, and so any new useful pair must include one of
these modified outputs.
First assume that c = a (and we note that the other cases (c = b, d = a, d = b) follow
by nearly identical proofs). It follows that (a, d) ∈ Uj and (a, d) 6∈ Uj−1 . We show that
this implies that (b, d) ∈ Uj−1 and (b, d) 6∈ Uj . For any wire t let vt denote the output
of the tth wire before applying the gate gj , and let wt denote the output of the tth wire
after applying the gate gj . Since (a, d) is a useful pair it follows that there exists a pair of
inputs x, y ∈ {0, 1}n such that wa (x) = 1, wd (x) = 0 and wa (y) = 0, wd (y) = 1. Now, since
(a, d) 6∈ Uj−1 we can deduce the values of va , vb , and vd on inputs x and y. It is obvious
that vd (x) = wd (x) and vd (y) = wd (y) as the gate gj is not connected to the wire d. We can
also conclude that va (x) = vb (x) = 1, as the gate gj connects a to b and wa (x) = 1 (for if
vb (x) = 0, then wa (x) 6= 1, as the 1 would have been moved to the ∨ output of gj ). Finally,
since (a, d) 6∈ Uj−1 we know that va (y) = 1 and vb (y) = 0. For if va (y) = 0, it would follow
that (a, d) is a useful pair in Uj−1 (a contradiction). Thus va (y) = 1, and since wa (y) = 0,
the only possibility is that the gate gj moved a 1 from wire a to wire b on input y. We now
record the values of va , vb , vd and wa , wb , wd on inputs x and y:

va
vb
vd

x
1
1
0

y
1
0
1

wa
wb
wd

1
1
0

0
1
1
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By examining the table it is easy to see that (b, d) is a useful pair in Uj−1 , as vb (x) =
1, vd (x) = 0 and vb (y) = 0, vd (y) = 1. We show that (b, d) 6∈ Uj , proving the claim in
this case.
To see this, suppose that (b, d) ∈ Uj . Then there must exist an input z such that
wb (z) = 0, wd (z) = 1, on which we can similarly deduce the values of va , vb , vd . Clearly
vd (z) = 1 since the gate gj connects the two wires (a, b). Since wb (z) = 0, it must be that
va (z) = vb (z) = 0. However, this means that va (z) = 0, vd (z) = 1, and from the table we can
see that va (x) = 1, vd (x) = 0. This means that (a, d) is a useful pair in Uj−1 , a contradiction!
C
We make a final remark on the uniqueness property. We technically have four cases to prove
here, as the new useful pair must be in one of the following forms:
1. (a, d)
2. (b, d)
3. (c, a)
4. (c, b)
In the proof above we showed that if the new useful pair is of the form (a, d), then this
implies that (b, d) ∈ Uj−1 and (b, d) 6∈ Uj . In the other three cases (which proceed by
identical proofs), other uniquely associated pairs are introduced. In general, if α ∈ {a, b}
and β ∈ {a, b}, β 6= α, and the new useful pair is of the form (α, d) then the same proof
shows that (β, d) is in Uj−1 and not in Uj . Similarly, if the new useful pair is of the form
(c, α) then a similar proof shows that (c, β) is in Uj−1 and not in Uj . These facts together
prove uniqueness.
J
To see that the upper bound given in the previous theorem is sharp, consider the following
comparator circuit Cn which sorts its n inputs via the “bubblesort” method: the circuit
incrementally bubbles the largest value from the top wire down
 as far as it can go, and then
the second wire, and so on. This circuit has n wires and n2 gates, and it is not hard to see
that every gate is useful.

4

Lower Bound for Element Distinctness

Let n = 2m log m, and recall the definition of the Element Distinctness function EDn : it
takes n = 2m log m input bits divided into m blocks of 2 log m bits each, interpreted as m
integers in the range {1, . . . , m2 }, and decides whether all m numbers are distinct.
In this section we prove our main lower bound, restated here for convenience:
I Theorem 1. The size of any comparator circuit computing the n-bit Element Distinctness
function EDn is at least Ω((n/ log n)3/2 ).
We note that the lower bound holds for any function with a similar number of subfunctions;
for instance, the Indirect Storage Access function [29].
We will need the following Lemma. Recall that in a comparator circuit, each of the wires
is labeled with either a constant 0, 1, some input variable or its negation.
I Lemma 6. Let ` ≥ 1 be an integer. For any fixed labeling of ` wires, the number of
different Boolean functions that can be computed by comparator circuits with ` wires with the
2
given labeling is at most `` .
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Proof. By Proposition 4, every comparator circuit C with ` wires is equivalent to another
comparator circuit C 0 with (at most)
 ` wires that has no useless gates. By Theorem 2 the
number of gates of C 0 is at most 2` . Recall also that C 0 keeps the same labeling of the wires
(that are not removed) as C; and if a wire is not connected to any remaining gate in C 0 , we
may remove it, except if the wire is designated as the output of the circuit.
To prove the lemma it is enough to estimate the number
of different comparator circuits

with at most ` wires of a given labeling and at most 2` gates. For each gate, there are at
most 2` choices for the pair of wires it takes as inputs, and two choices for the ordering of
the ∧ output and ∨ output of the gate. In addition, we have at most ` choices to designate
one of the wires as the output. Thus the number of possible such comparator circuits is at
 `
2
most ` · (2 2` )(2) ≤ (`)(` ) .
J
I Remark 7. We can also bound the number of different Boolean functions on n variables
that are computed by comparator circuits with s gates by (2(n + 1)s)2s using a similar
counting argument. Note that here we do not assume a fixed labeling, and we use that the
number of wires is at most the number of gates, assuming that each wire is connected to the
output gate.
If the subsets of gates used in subcircuits over disjoint subsets of inputs would not overlap
much, then a straightforward application of Nechiporuk’s method seemingly would yield
nearly quadratic lower bounds using this counting argument. However, as we discuss in
some more details in Remark 8, the subsets of gates can badly overlap. Thus, even though a
counting argument in terms of gates is available, Nechiporuk’s argument is not applicable
directly to the gates of comparator circuits.
Note that we could have also stated a similar bound for comparator circuits with ` wires
and n input variables, without considering a fixed labeling of the wires. We find the current
version of Lemma 6 more convenient for our purposes. We are now ready to prove Theorem 1.
Proof of Theorem 1. We prove the stronger statement, that the number of wires of any
comparator circuit computing EDn is at least Ω((n/ log n)3/2 ). Recall that the size of a
comparator circuit is the number of its gates, and the number of gates in a comparator
circuit with w wires, where each wire is connected to the output gate, is at least w − 1. Thus,
a lower bound on the number of wires implies lower bounds on the size of the comparator
circuit.
Partition the n = 2m log m input variables into m groups of 2 log m variables each, such
that the variables in the i-th group represent the i-th integer in the input. For i = 1, . . . , m
let Si be the set of variables in the i-th group. Let Ni denote the number of different
subfunctions over the variables in Si that can be obtained by fixing all variables outside Si
to constants. It is known (see e.g. [14]) that Ni = 2Ω(n) for each i = 1, . . . , m.
Let C be a comparator circuit computing EDn with w wires. Let wi denote the number
Pm
of wires of C labeled by a variable from the i-th group. Then w = i=1 wi .
For a given i ∈ [m], consider a fixed assignment α of constants 0 or 1 to all variables outside
of Si . Consider the resulting comparator circuit Ci,α over the variables in Si . Applying
0
Proposition 4 to Ci,α we can obtain a comparator circuit Ci,α
over variables from Si with no
useless gates. Notice that if a wire is labeled by constant 0 or 1 then any gate directly using
this wire must be useless (in the formal sense of Definition 3). Note also that after removing
all useless gates, wires with constant label are not connected to any remaining gates. Thus,
they can be removed, except when designated as the output wire. Note however, that if a
wire with constant label that is not connected to any gate is designated as the output wire,
0
then the function computed is constant 1 or 0. Thus, unless the function computed by Ci,α
0
is constant, all wires in Ci,α
are labeled by variables or their negation from Si , regardless of
the particular assignment α.
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This fact has two important consequences for us. First, it means that the number of
0
wires of Ci,α
is at most wi . Second, it means that for given i, unless the function computed
0
0
by Ci,α is constant, the wires of Ci,α
have the same labels (by variables or negated variables
from Si ) regardless of the particular assignment α. (To see this, recall that in Proposition 4
the labels of the wires that are not removed remain the same as in the original circuit.)
(wi2 )

This allows us to conclude using Lemma 6 that Ni ≤ 2 + wi
we have for i = 1, . . . , m that
wi2 ≥

for i = 1, . . . , m. Thus,

Ω(n)
log(Ni − 2)
≥
.
log wi
log wi

√
Note that if log wi > 12 log n then wi ≥ n. On the other hand, if log wi ≤ 12 log n
√
√ n ), which yields
then we get wi2 ≥ Ω(n)
log n . Thus, for i = 1, . . . , m we have wi ≥ Ω(
w ≥ Ω((n/ log n)3/2 ).

log n

J

I Remark 8. It is crucial in the above argument that the set of wires used by the subcircuits
0
Ci,α
is the same for fixed i regardless of the assignment α, and that these sets do not overlap
for different values of i. One could try to consider a similar argument directly for gates
instead of wires. For instance, one could define Gi,α as the set of gates participating in the
0
0
circuit Ci,α
, and consider Gi = ∪Gi,α . But for different assignments α, the circuits Ci,α
may
retain different gates of the original circuit, and the sets Gi may badly overlap. In particular,
for some values of i, Gi may contain all gates of the original circuit.

5

Conclusion and Future Work

In this paper we have proved the first superlinear lower bound on the size of comparator
circuits computing an explicit Boolean function. As we have remarked above, we actually
prove a superlinear lower bound on the number of wires, or equivalently, input queries, of
any comparator circuit for EDn , which is stronger than a lower bound on the number of
gates. Furthermore, by our Theorem 2, there is at most a quadratic separation between the
number of wires and the number of gates in any minimal comparator circuit. A natural
problem is to try and prove a lower bound on the number of gates directly. However, as we
discuss above in Remark 8 this would require a different technique.
We remark that it seems quite difficult to apply restriction techniques to obtain wire
lower bounds for comparator circuits. This is for a simple reason: observe that restricting
one input to a single comparator will restrict exactly one output of the gate and re-wire the
other input to the other output. This implies that if we have a comparator circuit with m
wires, and we restrict values to t of them, then we are left with a new comparator circuit
with exactly m − t unrestricted wires after propagating this rewiring process. Note that some
wires could possibly be removed if they are “separated” from the output gate, but, if the
topology of the circuit is highly connected (e.g. is an expander) then we should expect this
to be very unlikely.
Finally, we remark on a second natural open problem. As we discuss in the introduction,
the key structural property of comparator circuits that enabled us to apply Nechiporuk’s
method to comparator circuits is Theorem 2, relating the number of wires to the number of
gates. The crucial intuition in the proof of this Theorem is that comparator circuits cannot
copy intermediate computations. There is a rich structure of circuit classes extending comparator circuits which cannot copy intermediate computations, as explored by Subramanian
[25]. Can one extend any of our results to these more general classes?
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Abstract
The index erasure problem is a quantum state generation problem that asks a quantum computer
to prepare a uniform superposition over the image of an injective function given by an oracle. We
√
prove a tight Ω( n) lower bound on the quantum query complexity of the non-coherent case of the
problem, where, in addition to preparing the required superposition, the algorithm is allowed to
leave the ancillary memory in an arbitrary function-dependent state. This resolves an open question
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case, the case where the ancillary memory must return to its initial state.
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Introduction

For proving lower bounds in the oracle query model, one assumes access to an oracle Of that
evaluates a black-box function f : [n] → [m] on input queries, where [n] := {1, 2, · · · , n} and
[m] := {1, 2, · · · , m}, and the goal is to prove that any algorithm for solving the computational
problem at hand must make a certain number of oracle queries. This principle for proving
lower bounds applies to both classical and quantum computation, and in the latter we let
the oracle to be queried in a superposition.
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Quantum query algorithms are known to surpass their classical counterparts for many
important classical tasks, such as unstructured search, game tree evaluation, random walks,
and others (see [17, 1] for recent surveys). Classical tasks aside, one may also be interested
in quantum mechanical tasks, such as quantum state generation. A quantum state generation
problem simply asks for a certain quantum state |ψf i to be generated on the target register.
In this paper, we consider a particular state generation problem known as Index Erasure.
Given an injective function f : [n] → [m] via a black-box oracle Of , Index Erasure is
the task of preparing the quantum state that is the uniform superposition over the image
of f , namely,
1 Xn
|f (x)i .
|ψf i := √
x=1
n
The name of the problem stems from the fact that a quantum computer can prepare the
Pn
uniform superposition √1n x=1 |xi |f (x)i using a single query to Of , yet the task of ignoring
or erasing the first register that records the index x is non-trivial. Indeed, if one could solve
Index Erasure using a poly-logarithmic number of queries, one would obtain a time-efficient
algorithm for Graph Isomorphism (we present more details in Appendix A).
The question of the complexity of Index Erasure was first raised by Shi in [23], where
√
he already observed that the problem can be solved in O( n) queries by an algorithm based
on Grover’s search. In the same paper, Shi also introduced the Set Equality problem,
which asks to decide whether two injective functions f, f 0 given via black-box oracles Of , Of 0
have the same image or have disjoint images, given a promise that either is the case. Set
Equality can be easily reduced to Index Erasure via the swap test, increasing the number
of oracle queries by at most a constant factor; therefore, when Midrijānis presented an
Ω((n/ log n)1/5 ) lower bound on the quantum query complexity of Set Equality [16], the
same lower bound automatically applied to Index Erasure, ruling out the existence of
poly-logarithmic query algorithms for these two problems.
Quantum state generation comes in two forms: the coherent state generation, where
all memory aside from the target state must return to its initial state, |0i := |0 · · · 0i, and
the non-coherent state generation, where there is no such a requirement, namely, where the
ancillary memory can remain in some function-dependent state |tf i. Ambainis, Magnin,
Roetteler, and Roland devised the hybrid adversary method [2], which they used to prove
√
a tight Ω( n) lower bound for Index Erasure in the coherent regime, and left the noncoherent case as an open question. Later, the lower bound for Set Equality was improved
to a tight Ω(n1/3 ) [26, 4], which in turn led to an improved query lower bound for the
non-coherent Index Erasure.
In this paper, we close the gap for the non-coherent Index Erasure problem, by proving
a tight lower bound on its quantum query complexity under the condition that the range of
the black-box function f is sufficiently large. More formally, we show the following.
I Theorem 1 (Main Result). The bounded-error quantum query complexity of Index
Era√
√
sure is Θ( n) in the non-coherent state generation regime, provided that m ≥ n3 n .
To the best of our knowledge, the proof of Theorem 1 is the first application of the general
adversary method of Lee, Mittal, Reichardt, Špalek, and Szegedy [15] for a non-coherent
state generation problem. We outline the proof below.
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Outline of the Proof of the Main Result

The symmetries of Index Erasure are paramount in our proof. The product Sn × Sm
of two symmetric groups act on a function f : [n] → [m] as (π, ρ) : f 7→ ρ ∗ f ∗ π −1 , where
(π, ρ) ∈ Sn × Sm and ∗ denotes the composition of functions. This group action on injective
functions defines a representation of Sn ×Sm . This representation is multiplicity-free, meaning
that it contains no more than one instance of any irrep (irreducible representation) of Sn ×Sm .
Moreover, it consists of those and only those irreps λ ⊗ λ0 where the Young diagram λ ` n is
contained in the Young diagram λ ` m and the skew shape λ0 /λ has no more than one cell
per column. Throughout the paper, we often abuse the terminology and we interchangeably
use the terms partition λ of n, denoted λ ` n, the Specht module corresponding to λ (which
is irreducible and distinct for every λ), and the n-cell Young diagram corresponding to λ.
Two types of irreps are of particular interest to us. Given λ ` n, we call the irrep λ ⊗ λ̄
where λ̄ ` m is obtained from λ by adding m − n cells to the first row of λ a minimal irrep
and the irrep λ ⊗ (m − n, λ) where (m − n, λ) ` m is obtained from λ by adding one cell to
each of the first m − n columns of λ (alternatively, by adding the part m − n to λ) a maximal
irrep, where we assume m ≥ 2n. In other words, if θ ` k and λ := (n − k, θ) ` n, then
(n − k, θ) ⊗ (m − k, θ) is a minimal irrep and (n − k, θ) ⊗ (m − n, n − k, θ) is a maximal irrep.
In particular, to lower bound the quantum query complexity of the non-coherent Index
Erasure, we use essentially the same adversary matrix Γ as [2] used for the coherent Index
Erasure, which is specified through minimal irreps.
An adversary matrix is a symmetric real matrix whose rows and columns are labeled by
all the functions in the domain of the problem, and it is the central object of most adversary
methods. In our case, the adversary matrix acts on the same mn -dimensional space as the
representation matrices of Sn × Sm mentioned above, where mn := m!/(m − n)! is the total
number of functions. Similarly to [2], we choose
Γ :=

X√ n √
k=0

n−k

X

E(n−k,θ)⊗(m−k,θ) ,

θ`k

where Eλ⊗λ0 is the orthogonal projector on the irrep λ ⊗ λ0 (note that we have only used
projectors on certain minimal irreps to construct Γ). We also note that the Gram matrices
Tλ⊗λ0 = mn Eλ⊗λ0 /dλ⊗λ0 , where dλ⊗λ0 := tr [Eλ⊗λ0 ] is the dimension of λ ⊗ λ0 , play an
important role in our proof.
In order to take advantage of the inherent symmetries of the Index Erasure problem,
we first extend the automorphism principle of Høyer, Lee, and Špalek [13] to the general
adversary method for state generation and conversion problems [15] (see Corollary 3 and
Theorem 4). This extension leads us to consider the Gram matrix corresponding to the final
state |ψf , tf i of an algorithm run with oracle Of (assuming no error). The Gram matrix
corresponding to |ψf i is

n
n
T(n)⊗(m) + 1 −
T(n)⊗(m−1,1) =: T ,
m
m
therefore the Gram matrix corresponding to |ψf , tf i is T ◦ T , where Tf,f 0 := htf |tf 0 i and ◦
denotes the Schur (i.e., entrywise) matrix product. For the coherent regime lower bound,
h0|0i = 1 and T = J = T(n)⊗(m) is the all-ones matrix. For the non-coherent regime, one of
the consequences of the generalization of the automorphism principle is that it suffices to
consider T such that Tf,f 0 = Tσ(f ),σ(f 0 ) for all functions f, f 0 and all σ ∈ Sn × Sm .
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√
To prove the Ω( n) lower bound, we must show, for all such Gram matrices T , that


T ◦T
tr ΠΓ
= o(1),
(1.1)
mn
where ΠΓ is the orthogonal projector on the image of Γ, and that kΓ ◦ ∆x k = O(1) for all
x ∈ [n], where ∆x is the binary matrix with (∆x )f,f 0 := 1 if and only if f (x) 6= f 0 (x).1 Here
we only need to prove the former condition because we use essentially the same adversary
matrix as [2], and the latter condition is shown in their work. On the other hand, showing
condition (1.1) was a triviality in [2] because T = J in the coherent regime and thus the
trace evaluates to n/m.
We now present the three main simplifying steps used to narrow the scope of condition (1.1).
First, we use linearity to show that it suffices to prove


T(n)⊗(m−1,1) ◦ Tλ⊗λ0
tr ΠΓ
= o(1)
mn
for all irreps λ ⊗ λ0 . That is, we can restrict our attention from a continuum of choices for T
to a finite set {Tλ⊗λ0 }λ⊗λ0 of choices, where we have also used that the term T(n)⊗(m−1,1)
“dominates” T(n)⊗(m) in T .
Second, we use the connection between T(n)⊗(m−1,1) and a specific primitive idempotent
of the Johnson (association) scheme to obtain


T(n)⊗(m−1,1) ◦ Tλ⊗λ0
tr Eλ⊗λ̄
= o(1)
mn
as a sufficient condition, where we have to consider only Young diagrams λ ` n that have
√
less than n cells below the first row.
Third, for such λ, we show that the dimension of λ ⊗ λ̄ is much smaller than the dimension
of any other λ ⊗ λ0 (thus the nomenclature “minimal irrep”); therefore, we show it suffices to
prove


T(n)⊗(m−1,1) ◦ Tλ⊗λ̄
tr Eλ⊗λ̄
= o(1).
(1.2)
mn
It is convenient to think of (1.1) and its simplifications in terms of the following association
scheme. For a pair of functions (f, f 0 ), consider the orbit Oµ := {(σ(f ), σ(f 0 )) : σ ∈ Sn ×Sm },
and let Aµ be the binary matrix with (Aµ )h,h0 = 1 if and only if (h, h0 ) ∈ Oµ . Here we
use µ to label distinct orbits and let Cn be the set of all of them. The set of matrices
{Aµ : µ ∈ Cn } forms a symmetric association scheme, denoted An,m , which we call the
partial permutation scheme due to the bijection f ↔ (f (1), f (2), · · · , f (n)) between injective
functions f : [n] → [m] and n-partial permutations of [m].
In the terminology of (commutative) association schemes, the projectors Eλ⊗λ0 are called
the primitive idempotents, and their entries corresponding to the orbit Oµ multiplied by mn
are called dual eigenvalues of the association scheme, which we denote as qλ⊗λ0 (µ). The
(m)
valency vµ is the size of Oµ divided by mn , thus, in terms of dual eigenvalues, the left
hand side of condition (1.2) can be written as
P
(m)
2
· q(n)⊗(m−1,1) (µ) · qλ⊗
(µ)
µ∈Cn vµ
λ̄
.
(1.3)
n
m d(n)⊗(m−1,1) dλ⊗λ̄

1

The terms in condition (1.1) and similar expressions are written in such a way to emphasize that
is a density operator.

T

◦T
mn

N. Lindzey and A. Rosmanis

59:5

One of the crucial results of our paper relates the dual eigenvalues corresponding to a minimal
irrep (n − k, θ) ⊗ (m − k, θ) in the An,m scheme to the dual eigenvalues corresponding to
the maximal irrep θ ⊗ (n − k, θ) in the Ak,n scheme, where θ ` k. This relation allows √us to
express the terms under the sum in (1.3) as polynomials in m. The condition m ≥ n3 n in
Theorem 1 ensures that it suffices to restrict the sum to those µ ∈ Cn whose corresponding
(m)
polynomials are of maximum degree, and for such µ, we relate their valencies vµ in the
An,m scheme to valencies of the Ak,n scheme, which together with certain properties of dual
eigenvalues allow us to obtain the desired bound.

1.2

Additional Results on the Partial Permutation Scheme

In the context of quantum query complexity, the partial permutation association scheme
was already considered in [21], where a conjecture on its eigenvalues implied tight adversary
bounds for the Collision and Set Equality problems. Along these lines, our work
shows a connection between quantum query complexity and the Krein parameters qi,j (k)
of association schemes (see Section 5 for a formal definition). Indeed, condition (1.2) is
equivalent to the conditions
qλ⊗λ̄, λ⊗λ̄ ((n) ⊗ (m − 1, 1)) = o(dλ⊗λ̄ ) and qλ⊗λ̄, (n)⊗(m−1,1) (λ ⊗ λ̄) = o(m)
on the Krein parameters of An,m , and (1.3) gives an expression of these parameters in terms
of dual eigenvalues.
The Krein parameters of an association scheme are important because they are the dual
structure constants of its corresponding Bose-Mesner algebra. While the structure constants
of Bose-Mesner algebras admit an obvious combinatorial meaning, its dual structure constants
do not (e.g., they can be irrational) and are difficult to interpret. Indeed, the question of
whether or not there exists a “good” interpretation of these constants has been asked often
in algebraic combinatorics, so it seems interesting that we are able to relate these constants
to the quantum query complexity of suitably symmetric state generations problems in the
non-coherent regime. We are unaware of any previously known connection between quantum
computing and the Krein parameters of association schemes.
Aside from computer science, we believe that the partial permutation scheme is of
independent interest in combinatorics, as it generalizes both the Johnson scheme and the
conjugacy class scheme of Sn . We include other new results on the partial permutation
association scheme in the appendix, including a procedure that facilitates the calculation
of dual eigenvalues corresponding to maximal irreps when m  n. We are unaware of
any previously known results on the dual eigenvalues or Krein parameters of the partial
permutation association scheme.

1.3

Organization of the paper

The paper is organized as follows. In Section 2, we present preliminaries on the quantum query
model, with emphasis on state generation problems, including Index Erasure, the general
adversary method, and the automorphism principle. In Section 3, we present preliminaries
on the representation theory, particularly focusing on the symmetric group and its action on
partial permutations. The automorphism principle of the general adversary method requires
us to analyze highly symmetric matrices, which are elements of the Bose–Mesner algebra
corresponding to the partial permutation scheme. In Section 4, we formally define this
association scheme, establishing the labeling of various its parameters and computing some
of them, as well as addressing its connection to the Johnson scheme. With this formalism at
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√
our disposal, in Section 5, we show that the proof for Ω( n) lower bound on the quantum
query complexity of the non-coherent Index Erasure can be reduced to upper bounds on
certain Krein parameter of the partial permutation scheme. Finally, we place the required
bounds on these Krein parameters in Section 6. We defer some proofs and additional results
on the partial permutation scheme to the appendix.

2

Quantum state generation

In this paper, we address limitations of quantum query algorithms for solving the Index
Erasure problem. We assume that the reader is familiar with foundations of quantum
computing (see [18] for an introductory reference), some of which we review here. The
basic memory unit of a quantum computer is a qubit, which is a two-dimensional complex
Euclidean space C[{0, 1}] having computational orthonormal basis {|0i , |1i}. Similarly, a
k-qubit system corresponds to Euclidean space C[{0, 1}k ] and it has computational basis
{|bi : b ∈ {0, 1}n }. Unit vectors |Ψi ∈ C[{0, 1}k ] are called (pure) quantum states and they
represent superpositions over various computations basis states.
Quantum bits are often grouped together in registers for the ease of algorithm design and
analysis. If |ψi , |φi are states of two registers, then the state of the joint system is |ψi ⊗ |φi.
We often shorten the notation |ψi ⊗ |φi to |ψi |φi or |ψ, φi. Due to entanglement, not always
the state of the joint system can be written as a tensor product of states of the individual
registers.
Quantum information is processed by unitary transformations, which correspond to
square matrices U such that U U ∗ = U ∗ U = I, and they map quantum states to quantum
states. This unitary processing of quantum information implies that any (noiseless) quantum
computation is reversible.

2.1

Quantum query model

In the oracle model, we are given an access to a black-box oracle Of that evaluates some
unknown function f : [n] → [m]. The goal of a query algorithm is to perform some computational task that depends on f , for example, to compute some function of f , such as
Parity(f ) := f (1) ⊕ f (2) ⊕ · · · ⊕ f (n) when m = 2. In quantum computing, one can query
the oracle in superposition. On the other hand, due to the requirement for reversibility, the
oracle is typically designed so that it preserves the input query x. Namely, given |x, yi as an
input, the oracle Of outputs |k, y ⊕ f (x)i (see Figure 1). Here and below we may assume
x, y, f (x) to be represented in binary. Even if f is injective – as it is for Index Erasure –
unless one knows how to compute the inverse of f , implementing |xi 7→ |f (x)i in practice
might be much harder than |x, yi 7→ |k, y ⊕ f (x)i.
|xiI

|xiI
Of

|yiO

|y ⊕ f (x)iO

Figure 1 A schematic of a quantum oracle Of . We assume that y and f (x) are encoded in binary,
and thus Of is its own inverse.
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A quantum query algorithm with oracle Of consists of
four registers: the input and output registers I and O for accessing the black-box function
f , the target register T for storing the result of the computation, and an additional
workspace register W;
an indexed sequence of unitary transformations U0 , U1 , · · · , UQ acting on those four
registers.
The quantum query algorithm starts its computation in state |0i := |00 · · · 0i, and then
performs 2Q + 1 unitary operations, alternating between Ui , which acts on all the registers,
and Of , which acts on registers IO. Thus the final state of the computation is
|Ψf i := UQ (Of ⊗ ITW )UQ−1 (Of ⊗ ITW ) · · · U1 (Of ⊗ ITW )U0 |0i ,
where ITW is the identity operator on registers TW. Figure 2 gives a schematic of a quantum
query algorithm. Note that Q is the number of oracle queries performed by the algorithm,
and we also refer to it as the query complexity of the algorithm.
|Ψf i
|0iT

...

|0iI

...
U0

Of

≈ |ψf i

Of

U1

|0iO

...

|0iW

...

UQ
≈ |tf i

Figure 2 A schematic of a quantum algorithm that uses an oracle Of . The registers labeled
T, I, O, W are, respectively, the target, input, output, and workspace registers of the algorithm. The
target register of the final state |Ψf i of the algorithm should be in a state close to the target state
|ψf i.

In this paper we are interested in quantum query algorithms whose goal is to generate a
specific f -dependent state |ψf i by accessing f via Of . We note that this generalizes classical
function evaluation by a quantum algorithm, where each |ψf i is asked to be a computational
basis vector. In the next section we describe two distinct regimes of quantum state generation,
as well as why they are exactly the same for classical function evaluation.

2.2

Coherent vs. Non-coherent State Generation

When we talk about quantum state generation with oracle Of , we implicitly assume the
domain [n] and the range [m] of f to be fixed. A quantum state generation problem is thus
specified by a subset F of functions in form f : [n] → [m], which we call the domain of the
problem, a complex Euclidean space called the target space, and, for every f ∈ F, a quantum
state |ψf i in the target space called the target state.
One may consider quantum state generation in two regimes: coherent and non-coherent.
In the coherent state generation regime, all the computational memory other than the target
register (i.e., registers IOW) must be returned to its initial state |0i. Therefore, if one was
running an algorithm for a superposition of oracles, the final quantum state would be a
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superposition of the target states. In contrast, for non-coherent state generation, one does
not place any requirements on the ancillary memory. More precisely, in the coherent case,
for every input f ∈ F we require that the final state |Ψf i satisfies
√
<hψf , 0|Ψf i ≥ 1 − ,
where |0i is the initial state of the ancillary registers and a constant  ≥ 0 is the desired
precision [15] and < denotes the real part of the number it precedes. We call the minimum
among quantum query complexities among quantum query algorithms that achieve this task
the (-error) quantum query complexity of the coherent version of the problem. On the other
hand, in the non-coherent case, the final state |Ψf i has to satisfy
√
k(hψf | ⊗ I)|Ψf ik = max <hψf , tf |Ψf i ≥ 1 − ,
|tf i

where the maximum is over unit vectors |tf i on the system of registers IOW [15], and we
analogously define the quantum query complexity of the non-coherent version of the problem.
It is worth noting that evaluation of classical functions can be considered as a special
case of quantum state generation, where one is asked to prepare the computational basis
state |ψf i. Since quantum mechanics permits cloning of orthogonal states (computational
basis states, in this case), there is no difference between coherent and non-coherent function
evaluation, if one is willing to tolerate a two-fold increase in query complexity: at the end of
a non-coherent computation, one can copy the target register into an additional register, and
then run the whole computation in reverse, restoring all but this additional register to their
initial state.
Also, note that an algorithm for the coherent case of a problem solves its non-coherent
case as well. Looking on it from the other side: a lower bound on the non-coherent version
of the problem is a lower bound on the coherent version as well.

2.3

Index Erasure

The domain of Index Erasure is the set of all injective functions f : [n] → [m]. These
functions are in one-to-one correspondence with n-partial permutations of [m] and thus
|F| = mn := m!/(m − n)!. Index Erasure is the task of preparing the quantum state that
is the uniform superposition
n

1 X
|f (x)i
|ψf i := √
n x=1
over the image of f . Note that the state
n

1 X
√
|xi|f (x)i
n x=1
can be prepared using a single query to Of . This would give us the superposition that we
seek if we could only ignore or erase the first register that records the index x, which gives
the problem its namesake.
The question of the complexity of Index Erasure was first raised by Shi [23]. As for
the upper bound, there is a simple quantum query algorithm for coherent Index Erasure
given access to Of . Thinking of the injective function f as a database with entries in [m],
for any y ∈ [m] we may use Grover’s algorithm with Of to find the unique index x of f such
that f (x) = y. In other words, there is a circuit that sends the superposition
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n

1 X
√
|f (x)i
n x=1

to

1 X
√
|xi|f (x)i.
n x=1

Inverting this circuit effectively “erases” the index register, which implies that the quantum
√
query complexity of Index Erasure is O( n).
The first non-trivial lower bounds on the quantum query complexity of Index Erasure
were obtained via the Set Equality problem, which asks to decide whether two injective
functions f, f 0 given via black-box oracles Of , Of 0 have the same image or have disjoint
images, given a promise that either is the case. Set Equality can be easily reduced to
non-coherent (and, thus, coherent too) Index Erasure via the swap test, increasing the
number of oracle queries by at most a constant factor. Thus, when Midrijānis presented an
Ω((n/ log n)1/5 ) lower bound on the quantum query complexity of Set Equality [16], the
same lower bound automatically applied to Index Erasure. Ambainis, Magnin, Roetteler,
√
and Roland devised the hybrid adversary method [2], which they used to prove a tight Ω( n)
lower bound for Index Erasure in the coherent regime, and left the non-coherent case
as an open question. Later, the lower bound for Set Equality was improved to a tight
Ω(n1/3 ) [26, 4], which in turn led to an improved query lower bound for the non-coherent
Index Erasure.
The focus of this work is to prove a tight lower bound on the quantum query complexity
of Index Erasure in the non-coherent case. To show this, we use the so-called general
adversary method [15] which we review in Section 2.4.
Finally, we note that if one were able to solve Index Erasure using poly-logarithmic
number of queries, one would obtain a time-efficient algorithm for Graph Isomorphism.
In Appendix A we refer to two similar tests for Graph Isomorphism based on Index
Erasure, one on the coherent version, one on the non-coherent version of the problem.
However, Midrijānis’ lower bound on Set Equality ruled out efficiency of such tests.

2.4

General Adversary Method

The general adversary method places optimal lower bounds on the quantum query complexity
of any state conversion problem [15]. State conversion problems generalize state generation
problems, yet in this paper it will suffice to introduce the adversary bound only for the latter.
The general adversary bound is stated via the γ2 and filtered γ2 norms, which are defined
as follows. Let M be any matrix and let ∆ = {∆x : x ∈ [n]} be a family of matrices of the
same dimensions as M . Define
:= max
{kM ◦ Γ0 k : kΓ0 k ≤ 1},
Γ0

γ2 (M |∆) := max kM ◦ Γk : max k∆x ◦ Γk ≤ 1 ,
γ2 (M )

Γ

x∈[n]

where ◦ denotes the Schur (i.e., entrywise) product of two matrices and, thus, Γ and Γ0 are
required to have the same dimensions as M . One can show that γ2 (·) is a norm over the set
of all matrices and γ2 (·|∆) is a norm over the set of matrices M that has Mf,f 0 = 0 whenever
(∆x )f,f 0 = 0 for all x ∈ [n] (see [15] for details). The two norms are called the γ2 norm and
the filtered γ2 norm, respectively.
The general adversary bound employs various real symmetric matrices whose rows and
columns are labeled by black-box functions f ∈ F in the same order. The family of difference
matrices ∆ is defined as follows. For each x ∈ [n], the ∆x is a binary matrix such that

ITCS 2020

59:10

A Tight Lower Bound For Non-Coherent Index Erasure

(∆x )f,f 0 := 1 if and only if f (x) 6= f 0 (x). A state matrix is any positive-semidefinite matrix
T such that T ◦ I = I. In other words, it is a Gram matrix corresponding to some family of
unit vectors. Note that γ2 (·|∆) is a norm on the set of matrices whose diagonals are all-zeros,
and a difference of any two state matrices belongs to this set.
Let T be the set of all state matrices. Note that T is a compact set and it is closed
under the Schur product. Two particular state matrices of our interest are the all ones
matrix J, which corresponds to the family {|0i : f ∈ F}, and the target matrix T defined
as (T )f,f 0 := hψf |ψf 0 i.
Theorem 2 is a special case of [15, Theorem 4.9].
I Theorem 2. The -error quantum query complexity of a non-coherent state generation
problem with the target matrix T and the family of difference matrices ∆ is both


Ω Adv2√2
and O Adv4 /16 −2 log −1 ,
where
Advδ := min {γ2 (J − R|∆) : γ2 (R − T
R,T ∈T

◦ T ) ≤ δ}.

(2.1)

In the case of coherent state generation, one imposes T = J in the expression for Advδ .
In the expression for Advδ , the state matrix T essentially corresponds to the ancillary
states that are prepared in addition to the target states. Thus, assuming there were no error,
T ◦ T would be the Gram matrix corresponding to the final states of the whole system.
However, since one allows some error – determined by the parameter δ – it suffices that the
state matrix R corresponding exactly to the final states of the algorithm is close to T ◦ T .
When applying the adversary bound, it is convenient to actually apply it to the zero-error
case therefore eliminating the matrix R from the consideration. In particular, this leads to
the following corollary of Theorem 2.
A symmetric matrix Γ that satisfies k∆x ◦ Γk ≤ 1 for all x is called an adversary matrix.
Let ΠΓ denote the orthogonal projector on the image of Γ.
I Corollary 3. Let Γ be an adversary matrix for a non-coherent state generation problem with
the target matrix T and the family of difference matrices ∆, let ω be a principal eigenvector
of Γ of norm 1, and let
η 0 := max ω > (T
T ∈T

◦ T ◦ Γ/kΓk) ω.

The -error quantum query complexity of the problem is
√

Ω (1 − η 0 − 2 2) kΓk .
If ω is a uniform superposition over F, then η 0 ≤ η for


η := max tr ΠΓ (T ◦ T )/|F| .
T ∈T

Proof. For the first part of the corollary, suppose R, T ∈ T satisfy γ2 (R − T
and are thus a feasible solution to the minimization in Adv2√2 . We have
γ2 (J − R|∆) ≥k(J − R) ◦ Γk
≥k(J − T

◦ T ) ◦ Γk − kΓk (R − T ◦ T ) ◦ Γ/kΓk
√
≥ ω Γ ω − ω > (T ◦ T ◦ Γ) ω − 2 2kΓk
√
≥(1 − η 0 − 2 2)kΓk.
>

√
◦ T ) ≤ 2 2
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For the second part, note that, if ω is a uniform superposition over F, then, for any two
symmetric |F| × |F| matrices M, M 0 , we have ω > (M ◦ M 0 ) ω = tr [M M 0 ] /|F|. The inequality
η 0 ≤ η results from both T ◦ T and ΠΓ − Γ/kΓk being positive-semidefinite.
J

2.5

Automorphism Principle for State Generation

The automorphism principle of [13] addresses the adversary bound for function evaluation
problems and states that, without loss of generality, the optimal adversary matrix can
be required to respect symmetries of the problem. Here we generalize the automorphism
principle to state generation problems.2
The wreath product Sm o Sn of groups Sm and Sn is the group whose elements are
n
(π, σ) ∈ Sn × Sm
and whose group operation is



π 0 , (σ10 , · · · , σn0 ) π, (σ1 , · · · , σn ) = π 0 π, (σ10 σ(π0 )−1 (1) , · · · , σn0 σ(π0 )−1 (n) )
(see [14, Ch. 4]). Similarly to (3.1) below, the action of Sm o Sn on f : [n] → [m] is given by

(π, σ)f (x) = σx (f (π −1 (x))

for all x ∈ [n].

(2.2)

The action of a subgroup G ≤ Sm oSn on the set of black-box functions F is closed if g(f ) ∈ F
for all f ∈ F and g ∈ G.
Suppose M is a symmetric |F| × |F| matrix whose rows and columns are labeled by
f ∈ F in the same order and suppose the action of a subgroup G ≤ Sm o Sn on F is closed.
We say that M is G-invariant if Mg(f ),g(f 0 ) = Mf,f 0 for all f, f 0 ∈ F and g ∈ G. Similarly, a
vector ω ∈ C[F] is G-invariant if ωg(f ) = ωf for all f ∈ F and g ∈ G. A subgroup G is an
automorphism group for a state generation problem with a target matrix T if G’s action on
F is closed and T is G-invariant.3
Note that the free product of two automorphism groups is an automorphism group, so one
can consider the maximum automorphism group of a problem. For example, the maximum
automorphism group of Parity is the whole wreath product S2 o Sn while the maximum
automorphism groups of Or and Index Erasure are, respectively,
{(π, (ε, · · · , ε)) : π ∈ Sn } ∼
= Sn ,
{(π, (σ, · · · , σ)) : π ∈ Sn & σ ∈ Sm } ∼
= Sn × Sm ,
where ε is the identity permutation in S2 .
I Theorem 4. Let G be an automorphism group for a non-coherent state generation problem.
The value of Advδ remains the same if one restricts the minimization in the expression
defining Advδ and the maximization in the expressions defining the γ2 and filtered γ2 norms
to R, T, Γ, Γ0 that are all G-invariant and imposes that (J − R) ◦ Γ has an G-invariant
principal eigenvector.
The proof of Theorem 4 considers two type of symmetrizations of matrices R, T, Γ, Γ0 ,
depending on whether they are arguments in a minimization or a maximization. We defer
the proof to Appendix D.

2
3

One can easily see that the automorphism principle generalizes even further to state conversion problems.
The G-invariance of T is equivalent to the existence of a unitary representation Ug of G acting on the
target space such that Ug |ψf i = |ψg(f ) i for all f ∈ F and g ∈ G.
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Note that the ability to restrict T and Γ to be G-invariant carries over from Theorem 2 to
Corollary 3. The ability to restrict T will be paramount in our proof (see Section 5). On the
other hand, the ability to restrict Γ is optional. Namely, Corollary 3 provides an adversary
bound regardless of what restrictions one imposes on Γ, yet for too strict restrictions this
bound would not be optimal.
For Index Erasure, it is convenient to think of every black-box function f ∈ F as a
n-partial permutation over the set of symbols [m]. As observed in [2], the set of |F| × |F |
matrices indexed by F that are (Sn × Sm )-invariant under the aforementioned action (2.2)
afford a commutative matrix algebra. In particular, it is the Bose–Mesner algebra of a
symmetric association scheme defined over partial permutations, which we formally define in
Section 4.

3

Representation Theory Preliminaries

Our main result builds upon finite group representation theory, especially that of the
symmetric group. We refer the reader to [6] for a more thorough introduction to group
representation theory and [22] for more details on the representation theory of the symmetric
group. Throughout this section, let H, K ≤ G be subgroups of a finite group G, let V be a
finite-dimensional vector space over C, and for any set X, let C[X] denote the vector space
of dimension |X| of complex-valued functions over X.

3.1

The Representation Theory of the Symmetric Group

A representation (φ, V) of a finite group G is a homomorphism φ : G → GL(V) where
GL(V) is the general linear group, that is, the group of (dim V) × (dim V) invertible matrices.
It is customary to be less formal and denote the representation (φ, V) simply as φ when
V is understood, or as V when φ is understood. For any representation φ, we define its
dimension to be dφ := dim φ := dim V. When working concretely with a representation φ,
we abuse terminology and let φ(g) refer to a (dim φ) × (dim φ) matrix realization of φ. Two
representations ρ, φ are equivalent if there exists a matrix P such that ρ(g) = P −1 φ(g)P for
all g ∈ G.
Let (φ, V) be a representation of G, and let W ≤ V be a G-invariant subspace, that is,
φ(g)w ∈ W for all w ∈ W and for all g ∈ G. We say that (φ|W , W) is a subrepresentation of
φ where φ|W is the restriction of φ to the subspace W. A representation (φ, V) of G is an
irreducible representation (or simply, a G-irrep) if it has no proper subrepresentations. The
trivial representation (1, C) defined such that 1 : g → 1 for all g ∈ G is clearly an irrep of
dimension one for any group G.
It is well-known that there is a bijection between the set of inequivalent G-irreps and its
conjugacy classes C, and that any representation V of G decomposes uniquely as a direct
sum of inequivalent G-irreps
V∼
=

|C|
M

mi Vi

i=1

where mi is the number of occurrences of the G-irrep Vi in the decomposition. We call the
representation mi Vi the ith isotypic component of V.
A natural way to find representations of groups is to let them act on sets. In particular,
for any group G acting on a set X, let (φ, C[X]) be the permutation representation of G on
X defined such that
(φ(g)[ζ])(x) := ζ(g −1 x)
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for all g ∈ G, ζ ∈ C[X], and x ∈ X. If we let G act on itself, then we obtain the left regular
representation, which admits the following decomposition into G-irreps
C[G] ∼
=

|C|
M

dVi Vi .

i=1

We denote the Fourier transform of γ ∈ C[G] with respect to the representation φ as
X
φ(γ) :=
γ(g)φ(g),
g∈G

which is a linear operator on V.
Let Sym(X) denote the symmetric group on the symbol set X. If X = [m] :=
{1, 2, · · · , m}, then we define Sm := Sym(X). It is well-known that the conjugacy classes
of Sm are given by the cycle-types of permutations of Sm , which in turn are in one-to-one
correspondence with integer partitions λ ` m, i.e.,
λ := (λ1 , λ2 , · · · , λk ) ` m such that λ1 ≥ λ2 ≥ · · · ≥ λk ≥ 0 and

k
X

λi = m.

i=1

We may visualize λ as a Young diagram, a left-justified table of cells that contains λi cells in
the ith row. When referencing a Young diagram, we alias λ as the shape. For example, the
Young diagram below has shape (5, 3, 2, 1) ` 11:
.

A standard Young tableau of shape λ is a Young diagram with unique entries from [n] that
are strictly increasing along rows and strictly increasing along columns, e.g.,
1 2 5 8 9 .
3 6 7
4 10
11
We may write the left regular representation of Sm as
M
C[Sm ] ∼
dλ Vλ .
=
λ`m

where dλ is the number of standard Young tableau of shape λ, which can be counted elegantly
via the hook rule (see [22] for a proof).
I Theorem 5 (The Hook Rule). Let λ ` m, and for any cell c ∈ λ of the Young diagram of
λ define the hook-length hλ (c) to be the total number of cells below c in the same column
and to the right of c in the same row, plus 1. Then we have
dλ =

m!
H(λ)

where

H(λ) :=

Y

hλ (c).

c∈λ

Another well-known result is the branching rule, which describes how an Sm -irrep decomposes
into (Sm−1 )-irreps (see [22] for a proof). We say that a cell of a Young diagram is an inner
corner if it has no cells to its right and no cells below it.
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I Theorem 6 (The Branching Rule). If Vλ is a Sm -irrep, then
M
Vλ ∼
Vλ−
=
λ−

where λ− ranges over all shapes obtainable by removing an inner corner from λ and Vλ− is
the corresponding (Sm−1 )-irrep.
The hook rule and the branching rule can be used to prove the following theorem. We defer
its proof to Appendix D.
I Theorem 7. Let θ ` k and θ+ ` (k + 1) be any shape obtained by adding an inner corner
to θ. For all m ≥ 2(k + 1), we have


d(m−k−1,θ+ )
m
2k + 1
≥
· 1−
.
d(m−k,θ)
k
m
Note that the above fraction is greater than 1 when m > 3k+1. For any λ = (λ1 , λ2 , · · · , λ` ) `
n, henceforth, let λ̄ := (λ1 + (m − n), λ2 , · · · , λ` ) ` m. Theorem 7 has the following corollary.
√
I Corollary 8. Let λ ` n be a shape such that λ1 ≥ n − n and let λ0 ` m be any shape that
√
covers λ such that λ0 /λ is a horizontal strip. Then dλ0 /dλ̄ ∈ Ω(m/ n).

3.2

The Representation Theory of Partial Permutations

Let Sn,m denote the collection of n-partial permutations of [m], that is, n-tuples
f := (f (1), f (2), · · · , f (n))
with no repeated elements such that f (x) ∈ [m] for all x ∈ [n]. Injective functions from [n] to
[m] are in one-to-one correspondence with Sn,m , and it is not hard to see that |Sn,m | = mn ,
and when m = n we recover the symmetric group Sn on n symbols. To understand the
representation theory of Sn,m we must first broaden our Young tableau vocabulary.
For any λ ` m, let l(λ) denote the length of λ, that is, the number of parts in the partition.
We say that a shape λ covers a shape µ if µi ≤ λi for each i. If λ and µ are two shapes such
that λ covers µ, then we obtain the skew shape λ/µ by removing the cells corresponding to
µ from λ. For instance, the shape (5, 3, 2, 1) covers (2, 2, 1), so we may consider the skew
shape (5, 3, 2, 1)/(2, 2, 1):
◦ ◦
◦ ◦
◦

.

A skew shape is a horizontal strip if each column has no more than one cell. For example,
the skew shape (5, 3, 2, 1)/(3, 3, 1) is a horizontal strip, but the skew shape above is not.
Henceforth, we let Sn × Sm act on Sn,m as follows:
(τ, σ) · (f1 , · · · , fn ) = (σ −1 (fτ −1 (1) ), · · · , σ −1 (fτ −1 (n) )) for all (τ, σ) ∈ Sn × Sm .

(3.1)

The stabilizer of the identity n-partial permutaton fid := (1, 2, · · · , n) ∈ Sn,m in Sn × Sm
is isomorphic to the group
diag(Sn ) × Sm−n = {(τ, τ, π) : τ ∈ Sym([n]), π ∈ Sym({n + 1, · · · , m}).
Using Pieri’s rule (see [24]), one can show that the permutation representation of (Sn × Sm )
acting on Sn,m ∼
= (Sn × Sm )/(diag(Sn ) × Sm−n ) is multiplicity-free, that is, its decomposition
has at most one copy of any (Sn × Sm )-irrep, as shown in Theorem 9.
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I Theorem 9 ([5]). The complex-valued functions over n-partial permutations C[Sn,m ] admits
the following decomposition into (Sn × Sm )-irreps:
C[Sn,m ] ∼
=

M

Vµ ⊗ Vλ

µ,λ

where µ, λ ranges over all pairs µ ` n, λ ` m such that λ/µ is a horizontal strip.
Let Irr(Sn,m ) denote the set of (Sn ×Sm )-irreps that appear in Theorem 9. Every multiplicityfree permutation representation gives rise to a commutative association scheme (see [3]),
so a consequence of Theorem 9 is the existence a symmetric association scheme An,m over
Sn,m that we call the partial permutation association scheme. In Section 4, we discuss this
association scheme in more detail.
A coarser decomposition of C[Sn,m ] into irreducibles of Sm can be obtained by identifying
Sn,m with the set of tabloids (i.e., Young tableaux with unordered rows) of shape (m − n, 1n )
and applying Young’s rule (see [22]). This representation is known as the (m − n, 1n )n
permutation representation, which we denote as M(m−n,1 ) . Its isotypic components can be
determined combinatorially via the Kostka numbers Kλ,µ (see [22]).
I Theorem 10. The complex-valued functions over n-partial permutations C[Sn,m ] admits
the following decomposition into Sm -irreps:
M
n
C[Sn,m ] ∼
Kλ,(m−n,1n ) Vλ .
= M(m−n,1 ) ∼
=
λ`m

Note that Theorem 9 gives a multiplicity-free orthogonal decomposition of the λ-isotypic
n
component Kλ,(m−n,1n ) Vλ of M(m−n,1 ) into (Sn × Sm )-irreps
Kλ,(m−n,1n ) Vλ ∼
=

M

Vµ ⊗ Vλ

µ

where the sum ranges over all µ ` n such that λ/µ is a horizontal strip.
The following two types of irreps in Irr(Sn,m ) will be of particular importance.
I Definition 11 (Minimal and Maximal Irreps). For any λ ` n, the minimal irrep and maximal
irrep (w.r.t. λ) is λ ⊗ λ̄ ∈ Irr(Sn,m ) and λ ⊗ (m − n, λ) ∈ Irr(Sn,m ) respectively.
√
If λ1 ≥ n − n, Theorem 7 implies that the minimal and maximial irreps w.r.t. λ are indeed
of the least and largest dimension over all irreps of the form λ ⊗ µ ∈ Irr(Sn,m ) for sufficiently
large m.
For λ ` m, let Eλ be the orthogonal projector onto the λ-isotypic component Kλ,(m−n,1n ) Vλ
n
of M(m−n,1 ) , which we may write as
dλ (m−n,1n )
M
(χλ )
m!
P
n
n
−1
where M(m−n,1 ) (χλ ) =
)M(m−n,1 ) (σ) is the Fourier transform of the
σ∈Sm χλ (σ
function χλ ∈ C[Sm ] with respect to the permutation representation of Sm acting on Sn,m .
In particular, for any ζ ∈ C[Sn,m ] and f ∈ Sn,m , we have
Eλ =

[Eλ ζ](f ) =

dλ X
χλ (σ)ζ(σ −1 f )
m!
σ∈Sm
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using the well-known fact that χλ (σ −1 ) = χλ (σ) for any σ ∈ Sm , λ ` m. From our foregoing
discussion, we also have that
Eλ Eµ⊗λ = Eµ⊗λ
where Eµ⊗λ is the orthogonal projector onto (Vµ ⊗ Vλ ) for all (µ ⊗ λ) ∈ Irr(Sn,m ).
For any integer k ≥ 0, one may think of the following as a “low-frequency” subspace of
C[Sn,m ] parameterized by k:
M
M
Uk :=
Vµ ⊗ Vλ ∼
Kλ,(m−n,1n ) Vλ .
=
(µ⊗λ)∈Irr(Sn,m )
m−λ1 ≤k

λ`m
m−λ1 ≤k

Equivalently, we have
∼ {ζ ∈ C[Sn,m ] : λ(ζ) = 0 for all λ ` m such that m − λ1 > k}
Uk =
where we have identified C[Sn,m ] with the space of functions ζ ∈ C[Sm ] that are constant
on the cosets Sm /Sm−n . Let α = {(x1 , α(x1 )), (x2 , α(x2 )), · · · , (xk , α(xk ))}, be an injective
function from [n] to [m], which we represent as a set of k ordered pairs, and define
Sα := {f ∈ Sn,m : f (xj ) = α(xj ) for all 1 ≤ j ≤ k}.
Theorem 12 shows that the characteristic functions of Sα have “low Fourier-complexity”,
namely, they are supported on the “low” Fourier levels of C[Sn,m ] (i.e., Irr(Sn,m )), which
are in reverse-lexicographic order on the partitions λ0 ` m corresponding to their Sm -irrep.
One can compare these functions to the so-called k-juntas in area of Boolean functions, as
their output is determined by examining no more than k “coordinates” of its input [19].
Such junta generalizations have been fundamental to some recent developments in extremal
combinatorics (see [8, 7] for example). The proof of Theorem 12 resembles [8, Theorem 7],
which we defer to Appendix D.
I Theorem 12. Let 1α ∈ C[Sn,m ] be the characteristic function of the family Sα . Then
1α ∈ Uk .
An immediate corollary of this theorem is the following.
I Corollary 13. Let 1α ∈ C[Sn,m ] be the characteristic function of the family Sα . Then
Eµ⊗λ 1α = 0 for all λ with more than k cells below the first row.

4

The Partial Permutation Association Scheme

The theory of association schemes will be a convenient language for describing the algebraic
and combinatorial components of our work. We refer the reader to Bannai and Ito’s
reference [3] for a more thorough treatment.
I Definition 14 (Association Schemes). A symmetric association scheme is a collection of
d + 1 binary |X| × |X| matrices A = {A0 , A1 , · · · , Ad } over a set X that satisfy the following
axioms:
1. Ai is symmetric for all 0 ≤ i ≤ d,
2. A0 = I where I is the identity matrix,
Pd
3.
i=0 Ai = J where J is the all-ones matrix, and
4. Ai Aj = Aj Ai ∈ Span{A0 , A1 , · · · , Ad } =: A for all 0 ≤ i, j ≤ d.
The matrices A1 , A2 , · · · , Ad are called the associates, and the algebra A is called the Bose–
Mesner algebra of the association scheme.
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Since the all-ones matrix commutes with every associate, the matrices of an association scheme
have constant row sum and constant column sum. Also, since the matrices of a symmetric
association scheme are symmetric and commute with each other, they are simultaneously
diagonalizable (equivalently, they share a system of orthonormal eigenvectors), which implies
that A admits a unique basis of primitive idempotents E0 , E1 , · · · , Ed , i.e., Ei2 = Ei for all
Pd
0 ≤ i ≤ d and i=0 Ei = I.
Since the permutation representation of Sn × Sm acting on Sn,m is multiplicity-free (see
Theorem 9), the orbits A0 , A1 , · · · , Ad (so-called orbitals) of the action of Sn × Sm on ordered
pairs Sn,m × Sn,m forms a symmetric association scheme (see [3] for a proof). We abuse
the notation, and also use Ai to denote the binary matrix with entries 1 corresponding to
exactly those pairs that are in the orbit Ai . Let An,m := {I, A1 , · · · , Ad } denote the n-partial
permutation association scheme of [m].
Although it is well-known that permutation representation of Sn × Sm acting on Sn,m is
multiplicity-free (see [2, 5, 12] for example), the parameters of its corresponding association
scheme An,m have not been worked out (to the best of our knowledge). We now give a more
in-depth treatment of the partial permutation association scheme.

4.1

The Associates

The following is a more combinatorial definition of the associates of An,m that gives a combinatorial bijection between the associates of An,m and Irr(Sn,m ), which are the eigenspaces of
the association scheme. The bijection is readily observed by thinking of each element of Sn,m
graphically as a maximum matching of the complete bipartite graph Kn,m (see Figure 3).
Let fid = (1, 2, · · · , n) denote the identity n-partial permutation, which we can view as the
maximum matching of Kn,m that pairs 1 with 1, 2 with 2, and so on (e.g., the red matching
in Figure 3). For any two maximum matchings f, f 0 of Kn,m , let G(f, f 0 ) be the multigraph
whose edge multiset is the multiset union f ∪ f 0 . Clearly G(f, f 0 ) = G(f 0 , f ) and this graph is
composed of disjoint even cycles and disjoint even paths. Let c denote the number of disjoint
cycles and let 2λi denote the length of an even cycle. Let p denote the number of disjoint paths
and let 2ρi denote the length of an even path. If we order the cycles and paths respectively
from longest to shortest and divide each of their lengths by two, assuming m ≥ 2n, we see
that the graphs G(f, f 0 ) are in bijection (up to graph isomorphism) with pairs (λ|ρ) of integer
partitions λ = (λ1 , λ2 , · · · , λc ), ρ = (ρ1 , ρ2 , · · · , ρp ) such that (λ1 , · · · , λc , ρ1 , · · · , ρp ) ` n.
Let d(f, f 0 ) := (λ|ρ) denote this bijection, which we refer to as the cycle-path type of f 0 with
respect to f . Note that d(σ(f ), σ(f 0 )) = d(f, f 0 ) for all n-partial permutations f, f 0 and all
σ ∈ Sn × Sm . If one of the arguments is the identity matching, then we say d(f ) := d(fid , f )
is the cycle-path type of f . Illustrations of the graphs G(∅|n) and G(n−1|1) , and G(∅|1n ) are
provided in Figure 3 where n = 3 and m = 6.
1

1

1

1

1

1

2

2

2

2

2

2

3

3

3

3

3

3

4

4

4

5

5

5

6

6

6

Figure 3 (2, 3, 6) on the left has type (∅|3), (2, 1, 5) has type (2|1), and (4, 5, 6) has type (∅|13 ).
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Let Cn := {(λ|ρ) : |λ| + |ρ| = n} where λ and ρ are partitions. When m ≥ 2n, Cn is the set
of all cycle-path types. Note that (∅|1n ) is not a cycle-path type when m < 2n, and for
m = n, all cycle-path types are of form (λ|∅), where λ ` n. We can decompose Cn as a
Sn
disjoint union Cn = k=0 Cn,k , where Cn,k consists of all (λ|ρ) ∈ Cn such that l(ρ) = n − k.
Recall that any irrep in Irr(Sn,m ) is of the form λ ⊗ λ0 where λ0 /λ is a horizontal strip
of size m − n. To see that cycle-path types (τ |ρ) have a natural correspondence with these
irreducibles, consider a Young diagram of λ0 such that the cells of λ0 /λ are marked. Every
columns of λ in λ0 with a marked cell below it corresponds to a part in ρ whereas an unmarked
column correspond to a part in τ . For instance, taking λ = (2, 1) and m = 7, we have
××

×××

×
×
| {z

(∅|2,1)

×××
}

×
|

××××

×
{z

(1|2)

}

|

{z

(2|1)

}

|

{z

(2,1|∅)

}.

Note that marked singleton columns correspond to paths of length zero (i.e., isolated nodes).
For each cycle-path type (τ |ρ), the (τ |ρ)-associate of An,m is the following mn × mn binary
matrix:
(
1, if d(i, j) = (τ |ρ)
(A(τ |ρ) )i,j =
0, otherwise
where i, j ∈ Sm,n .

4.2

The Valencies and Multiplicities

For each 0 ≤ i ≤ d, let di := tr Ei denote the multiplicity of the ith eigenspace of an
association scheme, that is, the dimension of its ith eigenspace. For each 0 ≤ i ≤ d, define the
valency vi to be the row sum of an arbitrary row of Ai (equivalently, the largest eigenvalue
(m)
of Ai ). We now give formulas for the valencies v(λ|ρ) and multiplicities d(λ|ρ) of An,m .4
For each (λ|ρ), define the (λ|ρ)-sphere to be the following set:
Ω(λ|ρ) := {f ∈ Sn,m : d(f ) = (λ|ρ)}.
The spheres partition Sn,m and it useful to think of them as conjugacy classes. Indeed, when
(m)
n = m, these spheres are the conjugacy classes of Sm . Note that v(λ|ρ) = |Ω(λ|ρ) |, and basic
combinatorial reasoning reveals the following.
I Proposition 15. For any cycle-path type (λ|ρ), the size of the (λ|ρ)-sphere is
n!
(m − n)l(ρ)
`i
i=1 i `i !ri !

(m)
v(λ|ρ) = |Ω(λ|ρ) | = Qn

where λ = (1`1 , · · · , n`n ), ρ = (1r1 , · · · , nrn ), and l(ρ) = r1 + · · · + rn .
We omit the superscript (m) of the valency when m is clear from the context.
The multiplicities d(τ |ρ) are easy to deduce due to the fact that each eigenspace of the
scheme is isomorphic to an irrep µ ⊗ λ of Sn × Sm , and that dim µ ⊗ λ = dim µ · dim λ. As
we have seen, these dimensions are counted by the hook rule. In particular, for a cycle-path
type (τ |ρ), let τ ∪ ρ be the union of the set of parts of the two partitions. Then we have
d(τ |ρ) = dλ⊗λ0 such that λ = (τ ∪ ρ)> ` n, λ0 = (τ ∪ (m − n, ρ> )> )> , and ‘>’ denotes the
transpose partition.
4

The “m” in the superscript (m) of the valency simply indicates the size of the domain of any f ∈ Sn,m .
It is a notational convenience that will make some of our proofs easier to follow later in the paper.

N. Lindzey and A. Rosmanis

4.3

59:19

The Johnson Ordering of An,m

The Johnson scheme J (m, n) is a symmetric association scheme defined over the n-subsets of
[m]. The ith associate Ai ∈ J (m, n) of the Johnson scheme is defined such that (Ai )X,Y = 1
if n − |X ∩ Y | = i, and is 0 otherwise for any two n-subsets X, Y . It is well-known that the ith
eigenspace of J (m, n) is isomorphic to the Sm -irrep associated to the partition (m − i, i) ` m.
For proofs of these facts and more, see [10]. Henceforth, let Ei be the primitive idempotent
of the Johnson scheme that projects onto V(m−i,i) .
There exists a natural ordering of the Sn,m that we call the Johnson ordering that shows
the Johnson scheme is a “quotient” of An,m . First, we order Sn,m first by the corresponding
n-subsets (the particular order does not matter). Next, we lexicographically order all n!
n-partial permutations that correspond to the same n-subset (i.e., share the same image).
For example, for n = 3, we could have:
(1, 2, 3), (1, 3, 2), (2, 1, 3), (2, 3, 1), (3, 1, 2), (3, 2, 1),
(1, 2, 4), (1, 4, 2), (2, 1, 4), (2, 4, 1), (4, 1, 2), (4, 2, 1),
(1, 3, 4), (1, 4, 3), · · ·
Both Sn and Sm act on the indices and entries of an n-partial permutation respectively, and
so each of their actions correspond to some collection of mn × mn permutation matrices (i.e.,
their corresponding permutation
representations). The action of Sm on Sm,n is transitive,

m
but Sn ’s action has n orbits, one for each n-subset. Note that on all n! permutations
of Sn corresponding to any given n-subset, the action of Sn corresponds to the regular
representation of Sn .
Given λ ` n and λ0 ` m, let Eλ and Eλ0 be the orthogonal projectors on the λ-isotypic
and λ0 -isotypic subspaces, respectively. Since the actions of Sn and Sm on Sn,m commute,
Eλ and Eλ0 also commute, and we have Eλ⊗λ0 = Eλ Eλ0 . From the specific way we ordered
Sn,m in the previous paragraph, for any λ ` n we have
Eλ = I(m) ⊗ Fλ = Fλ ⊕ Fλ ⊕ · · · ⊕ Fλ ,
|
{z
}
n
(m
n ) times
where Fλ is the n! × n! orthogonal projector on the λ-isotypic subspace of the regular
representation of Sn . Hence, we can write Eλ⊗λ0 as a product of two block matrices:

Eλ⊗λ0

0

λ
B1,1
 λ0
=  B2,1
..
.



0

λ
B1,2
λ0
B2,2

···



Fλ
 0

..
..
.
.

0
Fλ

0

λ
B1,1
Fλ
  B λ0 Fλ
 =  2,1
..
..
.
.

···





0

λ
B1,2
Fλ
λ0
B2,2
Fλ

···
..



,

.

0

λ
where the first matrix is Eλ0 , in which each block Bi,j
is some n! × n! matrix.
Note that F(n) = J/n!, where J is the n! × n! all-ones matrix. Thus, from the expression
above, we have



E(n)⊗(m−1,1)

b1,1 J
 b2,1 J
= J/n! ⊗ E1 = 
..
.

b1,2 J
b2,2 J

···
..



,

.

where bi,j are scalars, 1/mn times the dual eigenvalues described above. Thus we have
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E(n)⊗(m−1,1) ◦ Eλ⊗λ0

0

λ
b1,1 B1,1
Fλ
 b2,1 B λ0 Fλ
2,1
=
..
.



0

λ
b1,2 B1,2
Fλ
λ0
b2,2 B2,2
Fλ

···
..



,

(4.1)

.

which is orthogonal to Eµ (and thus Eµ⊗µ0 ) for all µ ` n such that µ 6= λ.

4.4

The Dual Eigenvalues of An,m

A classic result in the theory of association schemes is that the primitive idempotents can be
written as a linear combination of associates weighted by the dual eigenvalues of the scheme
(see [9, Ch. 2.1]). In our case, we have
Eλ⊗λ0 =

1
mn

X

qλ⊗λ0 (µ|ρ)A(µ|ρ) ,

(µ|ρ)∈Cn

and these coefficients qλ⊗λ0 (µ|ρ) are the dual eigenvalues of Am,n .
The dual eigenvalues corresponding to minimal and maximal irreps play a central role in
the proof of our main result. Let us consider matrices in the Bose–Mesner algebra An,m of
the partial permutation association scheme. By symmetry, every such matrix can be specified
by a row or column corresponding to a single n-partial permutation of [m].
Note that
(Eλ⊗λ0 )f,h =
and that
X

qλ⊗λ0 (d(f, h))
mn

qλ⊗λ0 (d(f, h)) 1f = mn (Eλ⊗λ0 )h ∈ λ ⊗ λ0

f ∈Sn,m

for all λ ⊗ λ0 and f, h ∈ Sn,m , where 1f ∈ C[Sn,m ] denotes the binary unit vector with the
unique 1 in position f . The projector Eλ0 onto the λ0 -isotypic component can be written as
(Eλ0 )f,h =

dλ0 X
χλ0 (σ −1 )(Vσ )f,h .
m!
σ∈Sm

where Vσ : 1f 7→ 1σ∗f for all f, h ∈ Sn,m . The foregoing, and the fact that Eλ0 Eλ⊗λ0 = Eλ⊗λ0
implies the following proposition.
I Proposition 16. For any f, h ∈ Sn,m , λ ` n, and λ0 ` m, we have
 dλ0 X

qλ⊗λ0 d(f, h) =
χλ0 (σ)qλ⊗λ0 d(σ −1 ∗ f, h) .
m!
σ∈Sm

I Lemma 17. Let qi (j) be a dual eigenvalue of the Johnson scheme J (m, n). Then we have
 

n
n2
m

q1 (j) = m−2 n − j −
.
m
n−1
Moreover, if m ≥ n2 , then qi (j) ≥ 0 for all j 6= n.
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Proof. Let pi (j) denote the j-th eigenvalue of the i-th associate of the Johnson scheme
J (m, n). It is well-known (see [10] for example) that
 


n
X
m − 2r m − r − j
(r−i+j) r
pi (j) =
(−1)
.
i
n−r
r−j
r=i
Let P be the (n + 1) × (n + 1) matrix defined such that Pj,i = pi (j). As their name suggests,
the dual eigenvalues Qj,i
qi (j) are formally dual to the eigenvalues of the association
 :=
m
−1
scheme, that is, Q = n P . Inverting P reveals that
 

m
n2
n
Qj,1 = q1 (j) = m−2 n − j −
,
m
n−1
which is non-negative for all m ≥ n2 and j 6= n, which completes the proof.

J

I Lemma 18. For all µ ∈ Cn,k , we have
q(n)⊗(m−1,1) (µ) =

(km − n2 )(m − 1)
.
n(m − n)

Proof. Recall that the ith eigenspace of the Johnson scheme J (m, n) is isomorphic to the
Sm -irrep associated to the partition (m − i, i) ` m, and that Ei denotes the primitive
idempotent of the Johnson scheme that projects onto its (m − i, i) eigenspace. Since
E(n)⊗(m−1,1) =

J
⊗ E1 ,
n!

Lemma 17 implies that
"
 
#
n
n
2
n
1 X
m
 n−j−
E1 = n 
Aj
m−2
m
m j=0
n−1

n 
n2
1 X
n−j−
Aj .
= m−2
m
n−1 j=0
Since (Aj )X,Y = 1 only if |X ∩ Y | = n − j, we have the dual eigenvalue
mn E(n)⊗(m−1,1)


f,h

= mn

(m − 1)(|im f ∩ im h|m − n2 )
|im f ∩ im h| − n2 /m

=
.
m−2
n(m − n)
n! n−1

It follows that
q(n)⊗(m−1,1) (µ) =

(km − n2 )(m − 1)
n(m − n)

for all µ ∈ Cn,k , which completes the proof.

5

J

A sufficient condition on Krein parameters

Recall that ◦ denotes the Schur (entrywise) product of two matrices.
I Definition 19 (Krein Parameters). Let A be an association scheme on v vertices with d
associates. For any 0 ≤ i, j ≤ d, there exist constants qi,j (k) such that
Ei ◦ Ej =

d
1X
qi,j (k)Ek ,
v
k=0
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which are called the Krein parameters of A. More explicitly, we have
qi,j (k) = v

tr [Ek (Ei ◦ Ej )]
.
dk

For more details on the Krein parameters of an association scheme, see [3]. The Krein
parameters can alternatively be written as
qi,j (k) =

d
d
1 X qi (`)qj (`)qk (`)
di dj X pi (`)pj (`)pk (`)
,
=
vdk
v`
v
v`2
`=0

(5.1)

`=0

where pi (j) denotes the j-th eigenvalue of Ai and qi (j) denotes the jth dual eigenvalue of Ei
(see [9, Chap. 2.4] for a proof).
To prove the lower bound on non-coherent Index Erasure, we use the same adversary
matrix Γ as [2] used for the coherent case.5 For simplifying the equations, without loss of
generality let us assume that n is a square. As in [2], we choose
√

n
X
X
√
E(n−k,λ)⊗(m−k,λ) ,
Γ :=
( n − k)
k=0

λ`k

and thus the orthogonal projection onto its image is
X
ΠΓ :=
E(n−|λ|,λ)⊗(m−|λ|,λ) .
√
λ : |λ|< n

Note√that the sole principal eigenvector ω of Γ is the uniform superposition over F (i.e.,
ωf = 1/ mn for all f ∈ F). Thus, as per Corollary 3, we are interested in the quantity


(T ◦ T )
η = max tr ΠΓ
.
T ∈T
mn
For any primitive idempotent Eλ⊗λ0 , let


 n 
mn
m
Tλ⊗λ0 :=
Eλ⊗λ0 =
Eλ⊗λ0
tr Eλ⊗λ0
dλ⊗λ0
be its corresponding state matrix. In [2] it is shown that the target matrix can be written as

n
n
T = T(n)⊗(m) + 1 −
T(n)⊗(m−1,1) .
m
m
In the coherent case, recall that T = J, and therefore




T(n)⊗(m)
T
n
n
η = tr ΠΓ n =
tr
= .
n
m
m
m
m
The most technically involved part of the proof of the lower bound by [2] is proving that
k∆x ◦ Γk = O(1). Since we are using the same adversary matrix Γ, we already have the
above bound on k∆x ◦ Γk. Our goal is to show that tr [ΠΓ (T ◦ T )/mn ] is small for all state
matrices T .
5

√
Technically, the adversary matrix used here is n times that of [2] as the adversary method they use
places slightly different conditions on the adversary matrix.
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By dividing the elements in the set T by mn we obtain the set of all density matrices
(positive-semidefinite Hermitian matrices with trace 1) of the Bose–Mesner algebra An,m .
Note that (T ◦ T 0 )/mn is a density matrix for all T, T 0 ∈ T .
For any T ∈ T , we have
"
#


T ◦ T(n)⊗(m)
T
tr ΠΓ
= tr ΠΓ n ≤ 1,
mn
m
therefore
"
#


T ◦ T(n)⊗(m−1,1)
(T ◦ T )
n
n 
tr ΠΓ
tr ΠΓ
+ 1−
.
≤
mn
m
m
mn
Our goal is to bound the latter term:
"
#

T ◦ T(n)⊗(m−1,1)
n
1−
tr ΠΓ
.
m
mn

(5.2)

First note that
(
)
X
X
T =
cλ Tχ :
cχ = 1 and cχ ≥ 0 ,
χ

χ

where the sums range over χ ∈ Irr(Sn,m ). Hence,
"
"
#
#
T ◦ T(n)⊗(m−1,1)
Tχ ◦ T(n)⊗(m−1,1)
max tr ΠΓ
= max cχ tr ΠΓ
T ∈T
mn
mn
{cχ ≥0}χ
P
χ

cχ =1

"
= max tr ΠΓ
χ

Tχ ◦ T(n)⊗(m−1,1)
mn

#
.

The following proposition simplifies (5.2).
I Proposition 20. For any λ = (n − |ν|, ν) and λ̄ = (m − |ν|, ν), we have
"
"
#
#
Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
tr ΠΓ
= tr Eλ⊗λ̄
.
mn
mn
√
Proof. By Equation (4.1), if |ν| < n, then we have


X
Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
ΠΓ
=
E(n−|µ|,µ)⊗(m−|µ|,µ)
mn
mn
√
µ : |µ|< n

Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
= E(n−|ν|,ν)⊗(m−|ν|,ν)
n
 m
Tλ⊗λ0 ◦ T(n)⊗(m−1,1)
= Eλ⊗λ̄
;
mn
J
√
The proposition above now allows us to bound (5.2) for all λ ` n having no more than n
cells under its first row.
otherwise, the left-hand and right-hand side are both 0, which completes the proof.
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I Corollary 21. Suppose λ ` n has no more than
"
#
√
T(n)⊗(m−1,1) ◦ Tλ⊗λ0
tr Eλ⊗λ
∈ O( n/m)
n
m

√

n cells below the first row. Then

for all λ0 6= λ̄.
Proof. Let sum[·] denote the sum of the entries of the matrix. We have
"
#
h
i
T(n)⊗(m−1,1) ◦ Tλ⊗λ0
1
=
sum Eλ⊗λ ◦ T(n)⊗(m−1,1) ◦ Eλ⊗λ0
tr Eλ⊗λ
n
m
dλ⊗λ0



T(n)⊗(m−1,1) ◦ Tλ⊗λ
dλ⊗λ

=
tr Eλ⊗λ0
dλ⊗λ0
mn


Since T(n)⊗(m−1,1) ◦ Tλ⊗λ /mn is a density matrix, the trace on the right-hand side is at
most 1. We now have
≤

√
dλ
∈ O( n/m),
dλ0

where the asymptotic bound follows from Corollary 8, completing the proof.

J

We therefore have
"
 #!
Tλ⊗λ̄ ◦ T(n)⊗(m−1,1)
n
+ tr Eλ⊗λ̄
,
η=O
m
mn
and it remains to bound the value
"
#


Tλ⊗λ̄ ◦ T(n)⊗(m−1,1)
mn
tr Eλ⊗λ̄
sum E(n)⊗(m−1,1) ◦ Eλ⊗λ̄ ◦ Eλ⊗λ̄
=
mn
(m − 1)dλ⊗λ̄
P
(m)
2
(µ)
· q(n)⊗(m−1,1) (µ) · qλ⊗
µ∈Cn vµ
λ̄
=
.
(5.3)
mn (m − 1)dλ⊗λ̄
√

In the next section we show that, under the assumption that m ≥ n3 n , the value of (5.3),
√
and thus η, is in O(1/ n).
Note that, according to the expression (5.1) for Krein parameters, (5.3) is equal to
qλ⊗λ̄, (n)⊗(m−1,1) (λ ⊗ λ̄)
qλ⊗λ̄, λ⊗λ̄ ((n) ⊗ (m − 1, 1))
=
,
dλ⊗λ̄
m−1
and therefore the task of bounding (5.3) is the task of bounding Krein parameters
qλ⊗λ̄, λ⊗λ̄ ((n) ⊗ (m − 1, 1))

6

and qλ⊗λ̄, (n)⊗(m−1,1) (λ ⊗ λ̄).

Bounding relevant Krein parameters

Let (An,m )fid denote the space of the columns of matrices in the Bose–Mesner algebra
An,m corresponding to fid . For brevity, we call such columns characteristic columns. Note
that, due to symmetry, φ ∈ (An,m )fid is the characteristic column of exactly one matrix in
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An,m , in effect defining one-to-one correspondence between (An,m )fid and An,m . Since the
characteristic column of any primitive idempotent Eλ⊗λ0 is an eigenvector of the (λ ⊗ λ0 )eigenspace of An,m , we have dim[(An,m )fid ∩ (λ ⊗ λ0 )] ≥ 1. Since the characteristic columns
of An,m form an orthogonal basis for (An,m )fid , we have that dim(An,m )fid = |Cn |. These
facts imply the following proposition.
I Proposition 22. For any λ ⊗ λ0 ∈ Irr(Sn,m ), we have dim[(An,m )fid ∩ (λ ⊗ λ0 )] = 1.
We let 1f ∈ C[Sn,m ] denote the binary unit vector with the unique 1 in position f . For
µ ∈ Cn , let
X
1µ :=
1f .
f : d(f )=µ

6.1

Assignments

We call an injective function α : D → [n] with D = dom(α) ⊆ [n] an assignment. Let
|α| := |dom(α)| = |im(α)|, which we call the weight of α. We say that f ∈ Sn,m agrees
with α if f (x) = α(x) for all x ∈ dom(α), and we write α
f ; in other words, f ∈ Sα In
particular, there are (m − |α|)n−|α| partial permutations in Sn,m that agree with α. Recall
that
X
1α =
1f .
f: α

f

For any assignment α and any permutation π ∈ Sn , define assignments α−1 and α ∗ π −1
with domains im(α) and π(dom(α)) respectively in the natural way. Note that the image of
both α and α ∗ π −1 is the same. Since the action of π ∈ Sn maps f ∈ Sn,m to f ∗ π −1 , we have
α
h if and only if π(α)
π(h). Hence, Vπ 1α = 1π(α) , where π 7→ Vπ is the representation
of Sn defined as Vπ : 1f 7→ 1f ∗π−1 .
Consider X := {x1 , · · · , xk } ⊆ [n] with xi < xi+1 for all i, and define αX : [k] → [n] such
that i 7→ xi . Note that the set of all α−1 ∗ αX such that im(α) = X equals Sk,n , where we
think of Sk,n as the set of injective functions from [k] to [n]. We define the cycle-path type
of α to be
d(α) := d(α−1 ∗ αX , αX ) ∈ Ck .
See Figure 4 for an illustration.
1

1

1

1

1

2

2

2

2

2

3

3

3

Figure 4 As an example, consider n = 3 and an assignment α : D → [n] with D = {1, 2} defined
as α(1) := 3 and α(2) := 2. The image of α is X = {2, 3}, and thus αX maps 2 to 1 and 3 to 2. The
−1
left picture depicts α with blue dashed lines and αX
with red solid lines. The right picture depicts
the multigraph resulting from the union of edges corresponding to α−1 ∗ αX and αX , from which we
can see that d(α) = (1|1).

Corollary 13 immediately implies the following proposition.
I Proposition 23. For any assignment α and λ0 ` m such that m − λ01 > |α|, we have
Eλ0 1α = 0.
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6.2

Dual eigenvalues of minimal irreps

Suppose θ ` k, and let us analyze the idempotent corresponding to the irrep (n − k, θ) ⊗
(m − k, θ). For a cycle-path type ν ∈ Ck , define
X
φν :=
1α .
α : d(α)=ν

Note that φν ∈ (An,m )fid . Consider the irrep
ξθ := θ ⊗ (n − k, θ) ∈ Irr(Sk × Sn ).
We will be interested in its dual eigenvalues qξθ (ν) for the Ak,n scheme.
I Lemma 24. The characteristic column of mn E(n−k,θ)⊗(m−k,θ) equals
φξθ :=

d(m−k,θ) X

qξθ (ν)φν ,
n
k dθ ν∈C

(6.1)

k

i.e., for any µ ∈ Cn and f ∈ Sn,m with d(f ) = µ, we have q(n−k,θ)⊗(m−k,θ) (µ) = (φξθ )f .
Proof. First, note that φξθ ∈ (An,m )fid as φν ∈ (An,m )fid for all ν ∈ Ck . Recall that
Proposition 22 implies that the intersection of (An,m )fid and the ((n − k, θ) ⊗ (m − k, θ))isotypic subspace is one-dimensional. Using this fact and the expression of the primitive
idempotents in the An,m basis, to prove the first statement of the lemma, it suffices to show
that
1. φξθ belongs to the (n − k, θ)-isotypic,
2. φξθ belongs to the (m − k, θ)-isotypic, and
3. that φξθ has the right scaling d(m−k,θ) / nk dθ .
Let us first prove statement (3). Any assignment α with d(α) 6= (1k |∅) is incompatible
with fid , that is, α 6 fid . By linearity, it follows that (φν )fid = 0 for ν 6= (1k |∅). On the
other hand, there are nk assignments
α with d(α) = (1k |∅), and they all agree with fid . We

n
deduce that (φ(1k |∅) )fid = m , and
(φξθ )fid =

d(m−k,θ)
qξθ (1k |∅) = d(n−k,θ) · d(m−k,θ)
dθ
= q(n−k,θ)⊗(m−k,θ) (1n |∅)

= mn E(n−k,θ)⊗(m−k,θ) f

id ,fid

,

where we have used the fact that qλ⊗λ0 (1k |∅) is the dimension of (λ ⊗ λ0 ) ∈ Irr(Sk,n ). This
completes the proof of statement (3).
We now prove statement (1). Equation (6.1) can be written as
φ ξθ =

d(m−k,θ) X

φξθ ,X ,
n
k dθ
X⊂[n]
|X|=k

where we define
X
φξθ ,X :=
qξθ (ν)
ν∈Ck

X
α
d(α)=ν
im(α)=X

1α =

X
α
im(α)=X

qξθ (d(α−1 ∗ αX , αX ))1α .
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Hence,




E(n−k,θ) φξθ ,X =

=

=

X

X

π∈Sn

α
im(α)=X

d(n−k,θ) χ(n−k,θ) (π)
qξθ (d(α−1 ∗ αX , αX ))1α∗π−1
n!

X

X

π∈Sn

α̃∗π
im(α̃∗π)=X

X
α̃
im(α̃)=X

=
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X

d(n−k,θ) χ(n−k,θ) (π)
qξθ (d((α̃ ∗ π)−1 ∗ αX , αX ))1α̃∗π∗π−1
n!

X d(n−k,θ) χ(n−k,θ) (π)
π∈Sn

n!

!
qξθ (d(π

−1

∗ α̃

−1

∗ αX , αX ))

1α̃

qξθ (d(α̃−1 ∗ αX , αX )1α̃

α̃
im(α̃)=X

= φξθ ,X ,

where the second to last equality follows from Proposition 16. By linearity, we deduce that
E(n−k,θ) φξθ = φξθ , and thus φξθ belongs to the (n − k, θ)-isotypic subspace, completing the
proof of statement (1).
Finally, we prove statement (2). Consider the irreps λ ⊗ λ0 ∈ Irr(Sn,m ) in the (n − k, θ)isotypic, which are of the form (n − k, θ) ⊗ λ0 . If λ0 =
6 (m − k, θ), then λ0 has more than k
cells below its first row. But then Proposition 23 implies that φξθ is orthogonal to all such
(n − k, θ) ⊗ λ0 irreps, which finishes the proof of the first part of the lemma.
The second part of the lemma is a restatement of the first that is seen by expressing the
primitive idempotents in the An,m basis, which completes the proof of the lemma.
J
√
Recall that, for every 1 ≤ k ≤ n and every θ ` k, to upper bound
P
(m)
2
· q(n)⊗(m−1,1) (µ) · q(n−k,θ)⊗(m−k,θ)
(µ)
µ∈Cn vµ
(6.2)
n
m (m − 1) d(n−k,θ) d(m−k,θ)

Pn 
P
(m)
2
2
· q(n−k,θ)⊗(m−k,θ)
(µ)
`=k (`m − n )
µ∈Cn,` vµ
=
(6.3)
mn n(m − n) d(n−k,θ) d(m−k,θ)
where the second equality follows from Lemma 18. We break the latter sum into two parts,
` = k and ` > k, then bound these parts individually.

6.3

Case ` = k

Given a partition ρ = (1r1 , 2r2 , · · · , nrn ), define
ρ̆ := (1r2 , 2r3 , · · · , (n − 1)rn ) ` |ρ| − l(ρ).
In terms of Young diagrams, the shape ρ̆ is obtained from ρ by removing the first column.
Similarly, for µ = (λ|ρ) ∈ Cn , define µ̆ := (λ|ρ̆). In particular, for µ ∈ Cn,k , we have µ̆ ∈ Ck .
Also note that, as long as k ≤ n/2, the operation ρ 7→ ρ̆ defines a one-to-one correspondence
between Cn,k and Ck .
Consider f ∈ Ωµ such that µ ∈ Cn,k . There exists exactly one assignment α of weight
k such that α
f . Moreover, this assignment satisfies d(α) = µ̆. Hence (φµ̆ )f = 1 and
(φν )f = 0 for ν ∈ Ck \ {µ̆}. Lemma 24 then implies
q(n−k,θ)⊗(m−k,θ) (µ) =

d(m−k,θ)

qξθ (µ̆).
n
k dθ

(6.4)

We also relate the valencies of µ and µ̆ as follows.
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(m)

I Proposition 25. For µ ∈ Cn,k , we have vµ

n
k

=



(n)

(m − n)n−k vµ̆ .

Proof. Let (λ|ρ) := µ and ρ = (1r1 , · · · , nrn ), so that µ̆ = (λ|ρ̆) and ρ̆ = (2r1 , · · · , (n − 1)rn ).
We also have l(ρ) = n − k and l(ρ̆) = n − k − r1 . Using Proposition 15, we get
(m)

v(λ|ρ)

=

(n)

v(λ|ρ̆)

n!(m − n)n−k /r1 !
n!(m − n)n−k
=
=
n−k−r1
k!(n − k)!
k!(n − k)

 
n
(m − n)n−k .
k
J

Rearranging gives the desired result.
Finally, we need
X
vν(n) qξ2θ (ν) = nk dθ d(n−k,θ) ,

(6.5)

ν∈Ck

which holds because, for the primitive idempotent Eξθ of Ak,n , we have
dξθ

2

X


 2
qξθ (ν)
(n)
k
.
vν
= Tr Eξθ = Tr Eξθ = n
nk
ν∈Ck

Putting everything together, we get
(km − n2 )

(m)

P

µ∈Cn,k

2
(µ)
vµ q(n−k,θ)⊗(m−k,θ)

mn n(m − n)d(n−k,θ) d(m−k,θ)
(km − n2 )

P

ν∈Ck

n
k



(n)

(m − n)n−k vν



d(m−k,θ)

(nk)dθ

=

2
qξθ (ν)

mn n(m − n)d(n−k,θ) d(m−k,θ)
P
(n)
km − n2 (m − n)n−k d(m−k,θ) ν∈Ck vν qξ2θ (ν)

=
·
·
n
2
n(m − n)
mn
k d(n−k,θ) (dθ )
=

km − n2 (m − n)n−k k!d(m−k,θ)
·
·
n(m − n)
mn
dθ

≤

km − kn (m − n)n−k k!mk /H(θ)
·
·
n(m − n)
mn
k!/H(θ)

=

k (m − n)n−k
·
n (m − k)n−k

≤ k/n,
where the first equality is from (6.4) and Proposition 25, the third equality is from (6.5), and
for the first inequality we have used
d(m−k,θ) = m!/H((m − k, θ)) ≤ mk /H(θ).

6.4

Case ` > k

Now consider f ∈ Ωµ such that µ ∈ Cn,` for ` > k. There are exactly
weight k that agree with f . We therefore have
!
X
ν∈Ck

!
≤ max |qξθ (ν)| ·

qξθ (ν)φν

ν∈Ck

f

X
ν∈Ck

φν

= qξθ
f

`
k



assignments α of

 
 
 `
`
(1 |∅)
= d ξθ
,
k
k
k
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and Lemma 24 implies
|q(n−k,θ)⊗(m−k,θ) (µ)| = |(φξθ )f | ≤ d(m−k,θ) d(n−k,θ) `k /nk .
We can also see that
 2
X
n
(m)
vµ = `!
(m − n)n−` ,
`

(6.6)

(6.7)

µ∈Cn,`

as that is the number of elements of Sn,m whose image overlaps [n] in ` points. Putting
everything together, we have


Pn
P
(m)
2
2
(`m
−
n
)
v
·
q
(µ)
µ
`=k+1
µ∈Cn,`
(n−k,θ)⊗(m−k,θ)
mn n(m − n)d(n−k,θ) d(m−k,θ)

2
n 2
n−`
2
d(m−k,θ) d(n−k,θ) `k /nk
`=k+1 (`m − n )`! ` (m − n)
≤
mn n(m − n)d(n−k,θ) d(m−k,θ)

2
n
X
(m − n)n−` `m − n2 n − k
= d(m−k,θ) d(n−k,θ)
`!
mn
n(m − n) ` − k
Pn

`=k+1

n
X
mn−` 2(`−k) `
n
n
≤ mk nk
mn
`=k+1
`
∞ 
n3
mk X
≤ k
n
m−n
`=k+1

n3k+3
1
mk
·
= k ·
k
n
(m − n) m − n − n3
n2k+3
≤2
,
m
where the first inequality follows from (6.6) and (6.7), and the last from (1−n/m)k ≥ 1−kn/m.
This completes the proof of the main result.

7

Concluding Remarks and Open Questions

√
While we have proven a tight Ω( n) lower bound on√the bounded-error quantum query
complexity of Index Erasure, the requirement m ≥ n3 n on the range of injective functions
seems unreasonably strict. We suspect that the same lower bound holds whenever m ≥ c · n
1
for any constant c > 1−
, and we leave proving such a lower bound as an open problem.
When n = m, the n-partial permutation association scheme is simply the conjugacy-class
association scheme of Sn (see [10]), whose eigenvalues are a normalization of the irreducible
characters of Sn . While there is no known closed-formula for computing these normalized
characters, they do admit elegant determinantal and combinatorial expressions (i.e., the
Jacobi-Trudi and Murnaghan-Nakayama identities). Strahov [25] gave a generalization of
the Murnaghan-Nakayama rule for n = m − 1, which gives a combinatorial expression for
the eigenvalues of Sm−1,m association scheme, but for arbitrary n < m − 1, there is no
known Murnaghan-Nakayama-type rule for expressing the eigenvalues of the Sn,m association
scheme. Such an expression would give a deeper understanding of the dual eigenvalues of
this scheme, and may allow one to extend our lower bound to smaller m.
Finally, our proof suggests a general strategy for deriving lower bounds on the quantum
query complexity of sufficiently symmetric state conversion problems in the non-coherent
regime. It would be interesting to use our approach to find such lower bounds for other such
problems in the non-coherent regime.
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A

Connection to the graph isomorphism

Suppose we are given two rigid graphs G0 and G1 on k vertices (e.g., as k × k adjacency
matrices), and we are asked to decide whether there exists a permutation of vertices π ∈ Sk
such that π(G0 ) = G1 . Let Sk (G) := {π(G) : π ∈ Sk } and
1 X
|Sk (G)i := √
|π(G)i.
k! π∈Sk
For a rigid graph G, the function π 7→ π(G) is injective and |Sk (G)i is the uniform superposition over the image of this function. Note that Sk (G0 ) = Sk (G1 ) and hSk (G0 )|Sk (G1 )i = 1
if G0 ∼
6 G1 .
= G1 and Sk (G0 ) ∩ Sk (G1 ) = ∅ and hSk (G0 )|Sk (G1 )i = 0 if G0 ∼
=
Here we present two algorithms for Graph Isomorphism based on ability to generate
the state |Sk (G)i|tG i, where |tG i is the final state of the ancillary memory. Both algorithms
always return 0 when the graphs are isomorphic and return 1 with probability 1/2 when the
graphs are non-isomorphic.

A.1

Coherent test

Suppose we prepare a quantum state
1 X
√
|bi|Sk (Gb )i|tGb i,
2 b∈{0,1}
where the first register specifies whether we create the superposition over permutations of
G0 or G1 in the second register. Then we apply the Hadamard gate on the first register and
measure. This procedure returns 0 with probability

1 1 
+ < hSk (G0 )|Sk (G1 )i htG0 |tG1 i .
2 2
If G0 6∼
= G1 , then |Sk (G0 )i and |Sk (G1 )i are orthogonal states, and the measurement
returns 1 with probability 1/2. On the other hand, if G0 ∼
= G1 , then the probability of
outputting 0 completely depends on <[htG0 |tG1 i], on which we do not place any restrictions
in the non-coherent case. However, in the coherent case, <[htG0 |tG1 i] = 1 and 0 would be
always output whenever G0 ∼
= G1 .

A.2

Non-coherent test

Now suppose we first prepare a quantum state

1 
√ |0i + |1i |Sk (G0 )i|Sk (G1 )i|tG0 i|tG1 i,
2
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and then use the content of the first register to decide whether to swap the next two registers,
obtaining

1 
√ |0i|Sk (G0 )i|Sk (G1 )i + |1i|Sk (G1 )i|Sk (G0 )i |tG0 i|tG1 i.
2
Then we apply the Hadamard gate on the first register and measure. This procedure returns
0 with probability
1 1
hSk (G0 )|Sk (G1 )ik2 .
+
2 2
Note that the ancillary memory states |tG0 i play no role in this test.
√
We note that our Ω( n) lower bound √for non-coherent Index Erasure does not apply
here because of the condition m = Ω(n n ). In this context, n is the number of vertex
k
permutations, k!, and m is the number of rigid graphs, which is of order 2(2) [11, Corollary
2.3.3]. Nonetheless, the Ω(n1/3 ) lower bound (via Set Equality) still applies, which tells
us that both Graph Isomorphism tests based on Index Erasure are inefficient. However,
this dose not rule out an efficient preparation of |Sk (G)i by exploiting some inner workings
of the oracle OG (that is, by not treating it as a black-box).

B

Dual Eigenvalues of Maximal Irreps

In Lemma 24 we essentially expressed dual eigenvalues for irreps of form (n − k, θ) ⊗ (m − k, θ)
via dual eigenvalues for irreps of form λ ⊗ (m − n, λ), where θ ` k and λ ` n. Here we address
obtaining the dual eigenvalues for irreps of form λ ⊗ (m − n, λ), in particular, obtaining the
column vector (mn Eλ⊗(m−n,λ) )fid , whose entries are the dual eigenvalues.
Of course, since we have Eλ⊗(m−n,λ) = E(m−n,λ) , we have
(mn Eλ⊗(m−n,λ) )fid = mn E(m−n,λ) 1fid ,
where
E(m−n,λ) =

d(m−n,λ) X
χ(m−n,λ) (π)Vπ
m!
π∈Sm

and Vπ : 1f 7→ 1π∗f . Below, however, we present an expression for (mn Eλ⊗(m−n,λ) )fid that
might be more usefull when n  m, especially when n is constant.
Suppose m ≥ 2n and consider a 2n-tuple
(0)

(0)

(1)

(1)

(1)
2n
a := (a1 , a2 , · · · , a(0)
n , a1 , a2 , · · · , an ) ∈ [m]

of distinct elements. Consider the idempotent
Ea :=

I − V(a(0) ,a(1) )
1

2

1

·

I − V(a(0) ,a(1) )
2

2

2

· ··· ·

I − V(a(0) ,a(1) )
n

2

n

.

The image of Ea is orthogonal to all λ0 -isotypic subspaces for all λ0 ` m with λ01 > m − n [4,
Lemma 8]. For the An,m scheme, this means that the image of Ea is orthogonal to all irreps
λ ⊗ λ0 such that λ0 6= (m − n, λ). On the other hand, for the vector
X
φa :=
(−1)|b| 1ab ,
b∈{0,1}n
(b )

where ab : [n] → [m] : x 7→ ax x , we have Ea φa = φa .
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(0)

(1)

(1)

(1)

Now consider ax = x for all x ∈ [n] and (m − n)n choices of distinct a1 , a2 , · · · , an
from {n + 1, n + 2, · · · , m}, with their corresponding vectors φa . By adding all these vectors
and then dividing the result by (m − n)n , we obtain
φmax

n
X
(−1)`
:=
1 n−` ` ∈ (An,m )fid ,
(m − n)` (1 |1 )
`=0

where, for µ ∈ Cn , 1µ is the characteristic column of Aµ , namely, 1µ =
Now consider λ ` n and the projector
Eλ =

P

f ∈Ωµ

1f .

dλ X
χλ (π)Vπ
n!
π∈Sn

on the λ-isotypic subspace. By the above discussion, we have
Eλ φmax = Eλ⊗(m−n,λ) φmax ,
which is proportional to the characteristic column of Eλ⊗(m−n,λ) 1fid , and the coefficient of
proportionality is
1>
fid Eλ φmax
1>
fid Eλ⊗(m−n,λ) 1fid

=

(dλ /n!)dλ
dλ mn
=
,
dλ dλ0 /mn
dλ0 n!

where we have used that 1>
fid Vπ 1(1n−` |1` ) = 0 whenever π is not the identity permutation ε
or ` 6= 0 (or both), 1(1n |∅) = 1fid , and χλ (ε) = dλ . Hence,
(mn Eλ⊗(m−n,λ) )fid =

X
dλ0 n!
Eλ φmax = dλ0
χλ (π)Vπ φmax .
dλ
π∈Sn

C

Partial Permutations and RSK Correspondence

A well-known fact is that Sm admits the following representation-theoretic count
X
2
|Sm | =
(dλ )

(C.1)

λ`m

where dλ is the number of standard Young tableau of shape λ ` m (see [22]). An elegant
combinatorial proof of this fact follows from Robinson-Schensted Correspondence, a wellknown combinatorial procedure that associates to each permutation σ ∈ Sm a unique pair of
standard Young tableaux of the same shape, and vice versa (see [22]).
Knuth generalized this correspondence to a wider class of combinatorial objects called
generalized permutations, which are 2 × m arrays of integers


i1 i2 · · · im
such that i1 ≤ · · · ≤ im and if ir = ir+1 , then jr ≤ jr+1 .
j1 j2 · · · jm
Robinson-Schensted-Knuth Correspondence (RSK) associates a pair of semistandard Young
tableau of the same shape to each generalized permutation, and vice versa (see [22]). We
may encode each n-partial permutation (j1 , j2 , · · · , jn ) ∈ Sn,m as a generalized permutation
as follows:


1 2 ··· n n + 1 ··· n + 1
(j1 , j2 , · · · , jn ) ←→
,
j1 j2 . . . jn jn+1 · · ·
jm
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where jn+1 , · · · , jm ∈ [m] \ {j1 , · · · , jn } are ordered from least to greatest. Applying RSK to
n-partial permutations associates to each (j1 , j2 , · · · , jn ) ∈ Sn,m a standard Young tableau
P and a semistandard Young tableau Q of the same shape λ ` m. The subtableau of cells
labeled n + 1 in Q form a horizontal strip on m − n cells. Ignoring this horizontal strip
results in a standard Young tableau of shape µ ` n such that λ/µ is a horizontal strip, and
so we arrive at the following theorem.
I Theorem 26. RSK gives an explicit bijection between Sn,m and pairs (P, Q) where P is a
standard Young tableau of shape λ ` m and Q is a standard Young tableau of shape µ ` n
such that λ/µ is a horizontal strip.
As a corollary, we get a combinatorial proof of a natural generalization of Equation (C.1).
I Corollary 27. The number of n-partial permutations of [m] can be counted as follows:
X
|Sn,m | =
dµ dλ
µ,λ

where the sum runs over pairs µ ` n, λ ` m such that λ/µ is a horizontal strip.

D

Proofs

Theorem 7 (restated). Let θ ` k and θ+ ` (k + 1) be any shape obtained by adding an inner
corner to θ. For all m ≥ 2(k + 1), we have


d(m−k−1,θ+ )
m
2k + 1
≥
· 1−
.
d(m−k,θ)
k
m
Proof. Recall that, by the hook rule, H(θ)dθ = |θ|!. First, [20, Claim 6.3] states that
d(m−|θ+ |,θ)
2k
≥1−
.
d(m−|θ|,θ)
m
We reprove this claim here for completeness. Note that when we add a cell to the end of the
top row of (m − |θ+ |, θ) to obtain (m − |θ|, θ), this increases the hook-lengths of the cells in
the top row by 1, and the rest of the hook-lengths are unchanged. If we just consider the
“overhang” and ignore everything else in the first row, then the product of the hook-lengths
with respect to (m − |θ|, θ) is (m − 2k)! whereas it is (m − 2k − 1)! with respect to (m − |θ+ |, θ).
This gives us
d(m−|θ+ |,θ)
m − 2k
2k
≥
=1−
,
d(m−|θ|,θ)
m
m
which proves the claim.
Since (m − |θ+ |, θ) is a partition of (m − 1), it corresponds to an (Sm−1 )-irrep. When we
added one cell to (m − |θ+ |, θ) to obtain (m − |θ+ |, θ+ ), only one hook-length in the first
row increased, and before the increment it was at least m − 2k − 1. Thus, in the following
derivation, all the other hook-lengths of the first rows of (m − |θ+ |, θ) and (m − |θ+ |, θ+ )
have cancelled out.
d(m−|θ+ |,θ+ )
m!
m − 2k − 1 H(θ)
≥
·
·
d(m−|θ+ |,θ)
(m − 1)!
m − 2k
H(θ+ )




1
k!dθ+
m
1
=m 1−
≥
1−
,
m − 2k (k + 1)!dθ
k+1
m − 2k
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where in the middle equality we have used hook-length formula once more, and the last
inequality follows from the branching rule (namely, that dθ+ ≥ dθ ). Combining these two
inequalities gives the result.
J
Theorem 12 (restated). Let 1α ∈ C[Sn,m ] be the characteristic function of the family Sα .
Then 1α ∈ Uk .
Proof. Let StabSm (Sα ) be the stabilizer of Sα , which consists of all the permutations of
[m] \ im(α) and, thus, StabSm (Sα ) ∼
= Sm−k . Let λ ` m be any irrep of Sm such that
m − λ1 > k and let λ(π) be a matrix that represents π ∈ Sm . Finally, let 1Stab(Sα ) ∈ C[Sm ]
be the characteristic function of StabSm (Sα ), and recall from Section 3.1 that its Fourier
transform is

X
X 
λ(1Stab(Sα ) ) =
1Stab(Sα ) (π) λ(π) =
λ ↓SSm
(π).
m−k
π∈Sm

π∈Sm−k

Since λ has more than k cells below its first row, by the branching rule, no irrep µ of λ ↓SSm
m−k
is isomorphic to the trivial representation (m − k). This, and the fact that hχ(m−k) , χµ i = 0
for any µ ` m − k with µ 6= (m − k), implies that, for each irrep µ of the multiset of irreps
P
λ ↓SSm
, we have π∈Sm−k µ(π) = 0. This gives us
m−k
M
X
λ(1Stab(Sα ) ) =
µ(π) = 0,
m
µ∈λ↓S
S

π∈Sm−k

m−k

which completes the proof.

J

Theorem 4 (restated). Let G be an automorphism group for a non-coherent state generation
problem. The value of Advδ remains the same if one restricts the minimization in the
expression defining Advδ and the maximization in the expressions defining the γ2 and filtered
γ2 norms to R, T, Γ, Γ0 that are all G-invariant and imposes that (J −R)◦Γ has an G-invariant
principal eigenvector.
Proof. In this proof, let M denote a generic symmetric matrix whose rows and columns are
labeled by black-box functions f ∈ F in the same order. Let g(M ) be obtained by permuting
the rows and the columns of M according to the action of g ∈ G of F (see (2.2)). Namely,
entrywise we define g(M ) as
(g(M ))f,f 0 := Mg−1 (f ),g−1 (f 0 ) .
Similarly, for a vector ω ∈ C[F], define g(ω) entrywise as (g(ω))f 0 := ωg−1 (f ) . For the sake
of conciseness, we also occasionally write M g and ω g instead of g(M ) and g(ω), respectively.
Note that M is G-invariant if M g = M for all g ∈ G, and T , I, J are G-invariant. Also
note that (M ◦ M 0 )g = M g ◦ M 0g .
Let ∆ = {∆1 , · · · , ∆n } be the family of difference matrices. This family is closed under
the action of G is the following sense.
B Claim 28. We have (π, σ)(∆x ) = ∆π(x) for all (π, σ) ∈ G.
n
Proof. Fix (π, σ) ∈ G and let g := (π, σ)−1 . Note that g = (π −1 , σ 0 ) for some σ 0 ∈ Sm
.
0
0
From (2.2), we have (g(f ))(x) = (g(f ))(x) if and only if f (π(x)) = f (π(x)). As a result, we
have

((π, σ)(∆x ))f,f 0 = (∆x )g(f ),g(f 0 ) = 1
if and only if f (π(x)) = f 0 (π(x)).

J
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Note that M g equals M with its rows and columns permuted. Since permuting rows
and columns do not affect the γ2 norm, we have γ2 (M g ) = γ2 (M ) for all g ∈ G. And, if
the diagonal of M is all-zeros, then Claim 28 also implies that γ2 (M g |∆) = γ2 (M |∆) for all
g ∈ G.
I Lemma 29. Restricting R, T ∈ T to be G-invariant does not change the optimal value of
the minimization problem defining Advδ .
Proof. Let R, T be an optimal solution of the minimization in (2.1). We define their
respective G-symmetrizations as
R :=

1 X
g(R)
|G|

T :=

and

g∈G

1 X
g(T ),
|G|
g∈G

which are both clearly in T . Since g(T ) = T

γ2 (R − T

◦ T ) = γ2

1 X
g(R − T
|G|

for all g ∈ G, the triangle inequality yields


◦ T)

≤

g∈G

1 X
γ2 g(R − T
|G|

◦ T)



g∈G

1 X
γ2 (R − T
=
|G|

◦ T ) = γ2 (R − T

◦ T ) ≤ δ.

g∈G

Hence we have show that the pair R, T is a feasible solution to the minimization in (2.1),
and it remains to show that it is also optimal. And, again by the triangle inequality,

γ2 (J − R|∆) = γ2



1 X
1 X
g(J − R) ∆ ≤
γ2 g(J − R)|∆
|G|
|G|
g∈G

g∈G

1 X
γ2 (J − R|∆) = γ2 (J − R|∆) = Advδ .
=
|G|
g∈G

J
Now, fix G-invariant R, T ∈ T and let M := J − R, which is also G-invariant. Let us
now show that the maximization in

γ2 (M |∆) = max kM ◦ Γk : ∀x k∆x ◦ Γk ≤ 1
Γ

can be restricted to G-invariant Γ.
The proof is very similar to that of the automorphism principle in [15]. Fix an optimal
solution Γ, and without loss of generality assume that the largest eigenvalue of M ◦ Γ is
positive and let it correspond to an eigenvector ω ∈ C[F] of norm 1. Namely,
kM ◦ Γk = ω >(M ◦ Γ)ω.
Define the G-symmetrization ω of ω entrywise as
s
ω f :=

1 X
|(ω g )f |2 ,
|G|
g∈G
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and note that ω also has norm 1. Without loss of generality, all the entries of ω are strictly
positive (the rows and columns corresponding to f such that ω f = 0 can be removed from
the consideration), and thus we can entrywise define a vector µ as µf := 1/ω f . Let us define
Γ := µµ> ◦

1 X g
Γ ◦ ω g ω g> ,
|G|
g∈G

which is clearly G-invariant.
Let us start by showing that kΓ ◦ ∆x k ≤ 1 for all x. Note that kΓg ◦ ∆x k ≤ 1 for all x and
all g ∈ G due to Claim 28, kΓ ◦ ∆x k ≤ 1 if and only if I ± Γ ◦ ∆x is positive-semidefinite, and
I ◦ µµ> ◦

1 X g g>
ω ω = I.
|G|
g∈G

We thus have that
I ± Γ ◦ ∆x = µµ> ◦


1  X g g>
ω ω ◦ (I ± Γg ◦ ∆x )
|G|
g∈G

is positive-semidefinite as the sum and the entrywise product of positive-semidefinite matrices
are positive-semidefinite. Thus, indeed, kΓ ◦ ∆x k ≤ 1 for all x.
Now let us use the fact that ω is a principal eigenvector of M ◦ Γ, and, therefore, ω g is a
principal eigenvector of M ◦ Γg for all g ∈ G (recall that M is G-invariant). We have
kM ◦ Γk ≥ ω Γ ω > =


X  1 X
(M ◦ Γg ◦ ω g ω g> )
|G|
f,f 0
0

f,f ∈F

g∈G

1 X g>
=
ω (M ◦ Γg )ω g = kM ◦ Γk.
|G|
g∈G

Thus Γ is also an optimal solution of the maximization above. Also note that ω is the
principal eigenvector of M ◦ Γ.
A similar argument shows that, for G-invariant M 0 := R − T ◦ T , one can restrict the
maximization in

γ2 (M 0 ) = max
kM 0 ◦ Γ0 k : kΓ0 k ≤ 1
0
Γ

to G-invariant Γ0 .
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Abstract
We study the single-choice Prophet Inequality problem when the gambler is given access to samples.
We show that the optimal competitive ratio of 1/2 can be achieved with a single sample from each
distribution. When the distributions are identical, we show that for any constant ε > 0, O(n)
samples from the distribution suffice to achieve the optimal competitive ratio (≈ 0.745) within
(1 + ε), resolving an open problem of [9].
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1

Introduction

Consider the classic single-choice Prophet Inequality problem. Offline, there are n distributions D1 , . . . , Dn presented to a gambler. For i = 1 to n, a random variable Xi is drawn
independently from Di and revealed online. The gambler must then decide immediately and
irrevocably whether to accept Xi (and achieve reward Xi , ending the game), or reject Xi
(continuing the game, but never revisiting Xi again). The goal of the gambler is to devise a
stopping rule which maximizes their expected reward. The performance of potential stopping
rules is typically measured by their competitive ratio in comparison to a prophet (who knows
all Xi in advance and achieves expected reward E[maxi {Xi }]). Typically, prophet inequalities
are designed assuming that the distributions presented offline are fully known. This paper
focuses on the setting where the gambler is instead presented with offline samples from the
Di , rather than complete knowledge.
In the classic setting, seminal work of Krengel and Sucheston provides a strategy guaranteeing a competitive ratio of 1/2, which is the best possible [22].1 Samuel-Cahn later
proved that simply setting a threshold equal to the median of maxi {Xi } (i.e. a value T such
that Pr[maxi {Xi } > v] = 1/2) also achieves the optimal competitive ratio of 1/2 [25], and
1

To see that no better than 1/2 is possible, consider an instance where X1 is deterministically 1, and
X2 is 1/ε with probability ε, and 0 otherwise. The prophet achieves 2 − ε (taking X2 when it is large,
and X1 otherwise), while the gambler achieves only 1 (they must decide whether to take X1 without
knowing if X2 is large).
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it was later shown that a threshold of E[maxi {Xi }]/2 suffices as well [21]. These last two
thresholds are remarkably simple, but certainly require a non-trivial number of samples to
estimate well.
Our first result establishes that a single sample from each Di suffices to achieve the
optimal competitive ratio of 1/2. The algorithm is also exceptionally simple: if X̃1 , . . . , X̃n
denote independent samples from D1 , . . . , Dn , simply set maxi {X̃i } as a threshold.
I Definition 1 (Single Sample Algorithm). Given as input X̃1 , . . . , X̃n , set a threshold T =
maxi {X̃i } and accept the first random variable exceeding T .
I Theorem 2. The Single Sample Algorithm guarantees a competitive ratio of 1/2.
A subsequent line of works considers the special case where each Di is identical (which
we’ll refer to as D). Here, work of Hill and Kertz provided the first improved competitive
ratio (of 1 − 1/e) [19], and this was recently improved to the optimal competitive ratio of
α ≈ 0.745 [10]. Our second result establishes that a linear number of samples from D suffices
to achieve the optimal competitive ratio, up to ε. Since our algorithm simply replaces the
quantile-based thresholds of [10] with samples, we call it Samples-CFHOV (the five authors
of [10]). The algorithm and analysis are fairly simple and we provide a formal description in
Section 4.
I Theorem 3. With O(n/ε6 ) samples, Samples-CFHOV achieves a competitive ratio of
α − O(ε).

1.1

Related Work

Over the past decade, prophet inequalities have been studied from numerous angles within the
TCS community [7, 3, 21, 17, 15, 23, 16, 24, 12, 14, 6, 2, 11, 4, 18, 13, 8]. All of these works
assume explicit knowledge of the given distributions. The limited prior work most related
to ours considers sample access to the underlying distributions. On this front, Azar et al.
consider prophet inequalities subject to combinatorial constraints, and establish that limited
samples suffice to obtain constant competitive ratios in many settings [5]. In comparison to
this work, our paper considers only optimal competitive ratios, and the simple single-choice
setting.
In the i.i.d. model (each value is drawn from the same D), a (1 − 1/e)-approximation was
first shown in [19], and recent work achieved the same guarantee with n − 1 samples from
D [9]. This ratio was later improved to ≈ 0.738 [1], and then to α ≈ 0.745 [10], where α is
the optimal achievable competitive ratio [19, 20]. The most related work in this sequence to
ours is [9], who establish that a competitive ratio of α − ε is achievable with O(n2 ) samples
(for any constant ε), and that Ω(n) samples are necessary. They also establish a formal
barrier to achieving α − ε with o(n2 ) samples. In comparison, we circumvent their barrier to
achieve a competitive ratio of α − ε with O(n) samples, resolving one of their open problems.

Roadmap
In Section 2, we provide brief preliminaries. Section 3 contains our 2-approximation with a
single sample. Section 4 contains our (α − ε)-approximation with linearly many samples.
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Preliminaries

There are n distributions, D1 , . . . , Dn . Online, a gambler sees a random variable Xi drawn
from Di one at a time, and must immediately and irrevocably decide whether to accept (and
get reward Xi ) or reject (and see Xi+1 , throwing away Xi forever). Strategies for a gambler
are often termed stopping rules, and the competitive ratio of a stopping rule is the worst-case
ratio (over all possible n, and D1 , . . . , Dn ) between its expected reward and E[maxi {Xi }].
Our algorithms will not have knowledge of any Di , but instead will have access to samples.
Our algorithms will treat these samples as the only offline input, and decide whether to
accept or reject an element based only on the value of that element and the samples.2 Here,
we will count the number of samples from each distribution as our sample complexity.
We will also consider the i.i.d. setting, where each Di = D. Here, we will count the total
number of samples from D as our sample complexity. In this setting, we will let α ≈ 0.745
denote the optimal competitive ratio for an algorithm with knowledge of D.

Continuous versus Discrete Random Variables
All of our algorithm definitions are straight-forward for continuous distributions. For
distributions with point masses, the following “reduction” to continuous is needed. Instead of
thinking of D as a single-variate distribution, we will (overload notation and) think of D as
a bivariate distribution with the first coordinate drawn from D, and the second “tie-breaker”
coordinate drawn independently and uniformly from [0, 1]. Then (X1 , t1 ) > (X2 , t2 ) if either
X1 > X2 , or X1 = X2 and t1 > t2 . Observe that because the tie-breaker coordinate is
continuous, the probability of having (X1 , t1 ) = (X2 , t2 ) for any two values during a run of
any algorithm is zero. Therefore, if we define FD (X, t) := Pr(Y,u)←(D,U ([0,1])) [(Y, u) < (X, t)],
we have that FD (X, t) < FD (Y, u) ⇔ (X, t) < (Y, u). We will not explicitly reference this
tie-breaker random variable in the definition of our algorithms, but simply refer to X ← D
as the pair (X, t).

Adversaries
Prophet Inequalities are typically studied against an offline adversary. That is, the adversary
simply picks the distributions D1 , . . . , Dn (and their indices), which is all presented to the
gambler offline. Some prophet inequalities hold against the stronger almighty adversary,
which selects the set of distributions {D1 , . . . , Dn } offline, then decides in which order to
reveal the random variables X1 , . . . , Xn based on their realization. Note that previous
competitive ratios of 1/2 in the non-i.i.d. setting hold against an almighty adversary, and
Theorem 2 does as well. Previous competitive ratios of α in the i.i.d. setting hold against
the offline adversary (and are impossible to achieve against the almighty adversary), so
Theorem 3 holds against the offline adversary as well.

3

The Non-I.I.D. Case: Optimal Ratio with a Single Sample From Di

The Single Sample Algorithm proceeds as follows. It takes as input X̃i drawn independently
from each Di , sets a threshold T = maxi {X̃i }, and accepts the first element exceeding T .
Our goal in this section is to prove Theorem 2 that this algorithm obtains 12 the reward, in
expectation, of the omniscient prophet that always selects the highest value.

2

In principle, sample-based algorithms might also consider previously viewed elements, but our algorithms
don’t.
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Our analysis will use the principle of deferred decisions: instead of first drawing the
samples X̃, and then revealing the actual draws X, we will jointly draw 2n samples
Y1 , . . . , Yn , Z1 , . . . , Zn , and then for each i randomly decide which of {Yi , Zi } is equal to X̃i
and which is equal to Xi . Formally, consider the following Deferred-Decisions procedure for
drawing X, X̃:
1. Draw Y1 , . . . , Yn and Z1 , . . . , Zn independently each from D1 , . . . , Dn .
2. For ease of notation later, for all i, relabel so that Yi > Zi .
3. Independently, flip n fair coins. If coin i is heads, set Xi := Yi and X̃i := Zi . Otherwise,
set Xi := Zi and X̃i := Yi .
I Observation 4. The output of the Deferred-Decisions procedure correctly generates
X̃1 , . . . , X̃n and X1 , . . . , Xn as independent draws from D1 , . . . , Dn .
Our analysis will proceed by directly comparing, for any fixed Y1 , . . . , Yn , Z1 , . . . , Zn , the
expected reward of the gambler over the randomness in the coin flips of step three to the
expected reward of the prophet over the randomness in the coin flips of step three. We note
that this analysis is similar to that of the rehearsal algorithm of [5] for k-uniform matroids
(whose competitive ratio is asymptotically optimal for large k), and that prior to this it was
folklore knowledge that the Single Sample Algorithm achieves a competitive ratio of at least
1/4. The novelty in our analysis is precisely nailing down the tight competitive ratio.

3.1

Analysis Setup

For a fixed Y1 , . . . , Yn , Z1 , . . . , Zn , sort the values into descending order, and relabel them as
W1 , . . . , W2n . If Wj is equal to Yi (or Zi ), we say that Wj comes from i, and denote this
with index(Wj ) = i. Call the pivotal index j ∗ the minimum j such that there exists an ` > j
with index(W` ) = index(Wj ). That is, the pivotal index j ∗ is such that there are exactly
j ∗ − 1 Y random variables exceeding the largest Z random variable.
Our analysis will make use of the following concept: for each W1 , . . . , Wj ∗ −1 , let Cj
denote the outcome of the coinflip for index(Wj ) (which assigns either Yi or Zi to arrive as
a sample and the other to arrive as a real value). Observe, importantly, that the random
variables C1 , . . . , Cj ∗ −1 are independent (because they are independent coin flips for different
indices). Also importantly, observe that the random variable Cj ∗ is deterministic conditioned
on C1 , . . . , Cj ∗ −1 (because it is exactly the same coin flip as one of the earlier indices).

3.2

The Prophet’s Expected Reward

I Proposition 5. For fixed W1 , . . . , W2n and pivotal index∗ j ∗ , the prophet’s expected reward,
Pj −1
∗
over the randomness in the coin flips of step three, is j=1 Wj /2j + Wj ∗ /2j −1 .
Proof. Observe that the prophet achieves expected reward equal to maxi {Xi }, so we just
want to compute the probability that this is W1 , . . . , W2n . For each j < j ∗ , Wj is equal to
maxi {Xi } if and only if Cj is heads, and C` is tails for all ` < j (recall that all Wj ’s are Y
random variables for j < j ∗ ). Because each of the coin flips are independent, this occurs
with probability precisely 1/2j .
For j ∗ , Wj ∗ is equal to maxi {Xi } if and only if C` is tails for all ` < j ∗ , and coin Cj ∗ is
tails. Observe, however, that by definition of the pivotal index j ∗ , that when C` is tails for
all ` < j ∗ we have Cj ∗ as tails as well (because it is the same coin as one of the first j ∗ − 1).
Therefore, whenever all of the first j ∗ − 1 coins are tails, maxi {Xi } = Wj ∗ (and this happens
∗
with probability 1/2j −1 ).
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As the first j ∗ −1 coins either contain some heads, or are all tails (and we have counted the
prophet’s reward in all such cases), we have now fully accounted for the prophet’s expected
reward over the randomness in the coin flips.
J

3.3

The Single Sample Algorithm’s Expected Reward

I Proposition 6. For fixed W1 , . . . , W2n and pivotal index j ∗ , the
gambler’s expected reward,
Pj ∗ −2
∗
over the randomness in the coin flips of step three, is at least j=1 Wj /2j+1 + Wj ∗ −1 /2j −1 .
Proof. Consider the case where C1 is tails. In this case, the gambler gets no reward because
the threshold is higher than all revealed elements. For j < j ∗ − 1, consider next the case
where C1 , . . . , Cj are heads, but Cj+1 is tails. In this case, the gambler gets reward at least
Wj (because the gambler will accept the first non-sample random variable exceeding Wj+1 ,
and these random variables have values W1 , . . . , Wj ). The probability that this occurs is
exactly 1/2j+1 .
Consider also the case where C1 , . . . , Cj ∗ −1 are all heads. Then the threshold is set at Wj ∗ ,
∗
and the gambler will get at least Wj ∗ −1 . This occurs with probability exactly 1/2j −1 . J

3.4

Proof of Theorem 2

Proof. We can immediately see that:
∗
jX
−2

j=1

j+1

Wj /2

j ∗ −1

+ Wj ∗ −1 /2

≥

∗
jX
−1

Wj /2j+1 + Wj ∗ /2j

∗

j=1

∗

j −1
∗
1 X
= ·
Wj /2j + Wj ∗ /2j −1  .
2
j=1
By Propositions 5 and 6, the right-hand side is exactly half the prophet’s expected reward,
conditioned on W1 , . . . , W2n and j ∗ , and the left-hand side is exactly the gambler’s expected
reward (again conditioned on W1 , . . . , W2n and j ∗ ). As the gambler achieves half the prophet’s
expected reward for all W1 , . . . , W2n and j ∗ , the guarantee holds in expectation as well. J

4

The I.I.D. Case: Optimal Ratio with Linear Samples From D

We begin with a brief overview of the algorithm from [10] and its main features, followed by
a formal specification of our algorithm.

4.1

Overview of [10] and Samples-CFHOV

The algorithm of [10] (with one slight modification due to [9]) proceeds as follows. We’ll
refer to this algorithm as Explicit-CFHOV.
1. As a function only of n, and independently of D, define monotone increasing probabilities
0 ≤ p1 ≤ . . . pn ≤ 1.
2. For all i such that pi ≤ δ = ε2 /n, update pi := 0 (this is the [9] modification).
3. Accept Xi if and only if FD (Xi ) > 1 − pi . Observe that this is identical to accepting Xi if
and only if Xi > σi = FD−1 (1 − pi ). Also observe that Xi exceeds σi with probability pi .
I Theorem 7 ([10, 9]). In the i.i.d. setting, Explicit-CFHOV has competitive ratio α − ε.3
3

Without step two, the algorithm achieves a competitive ratio of α.
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That is, Explicit-CFHOV sets, for each i ∈ [n], a probability pi independent of D, and
sets a threshold σi for accepting Xi which is exceeded with probability exactly pi .
If instead of explicit access to D, we’re given m i.i.d. samples from D, the challenge
is simply that we can no longer compute FD (Xi ) exactly and run Explicit-CFHOV. The
algorithm of [9] observes that m = O(n2 ) samples suffices to estimate the quantiles sufficiently
well. Our algorithm observes that in fact m = O(n) samples suffice (which is asymptotically
tight, by a lower bound in [9]). Our algorithm proceeds as follows, which we call SamplesCFHOV.
1. As a function only of n, and independently of D, define monotone increasing
probabilities 0 ≤ p1 ≤ . . . pn ≤ 1, exactly as in Explicit-CFHOV.
2. Round down each pi to the nearest integer power of (1 + ε); we denote the rounded value
by bpi c ∈ {(1 + ε)−1 , (1 + ε)−2 . . . }.
3. Set p̃i := bpi c/(1 + ε) (that is, we have rounded down each pi , then further divided by
(1 + ε)).
4. From our m samples, let τi denote the value of the (p̃i · m)-th highest sample.
5. Accept Xi if and only if Xi > τi .
That is, Samples-CFHOV provides an estimate τi of σi via the m samples. Intuitively,
we are trying to overestimate σi so that it is unlikely that Samples-CFHOV will ever choose
to accept an element that Explicit-CFHOV would not. We’ll prove Theorem 3 as a corollary
of Theorem 8:
I Theorem 8. For any distribution D, with m = O(n/ε6 ) samples, the expected value
achieved by Samples-CFHOV is at least a (1 − O(ε))-fraction of that of Explicit-CFHOV.
We briefly remark that our proof of Theorem 8 actually holds for any choice of pi ’s (all
∈
/ (0, δ)). That is, if Explicit-CFHOV achieves a competitive ratio of γ(~
p) with a particular
choice of p~, Samples-CFHOV achieves a competitive ratio of γ(~
p) − O(ε) (as long as each
pi ∈
/ (0, δ)).

4.2

Brief Comparison to [9]

The algorithm employed by [9] using O(n2 ) samples is conceptually similar in that they
also wish to set thresholds τi such that FD (τi ) ≈ 1 − pi . The main difference is that we
target a multiplicative (1 − ε)-approximation to each, whereas they target an additive 1/napproximation for each threshold. That is, they aim to ensure that for each pi , the threshold
τi has |FD (τi ) − pi | ≤ 1/n. They prove, using the Dvoretzky-Kiefer-Wolfowitz Inequality,
that O(n2 ) samples suffice for this, then further argue that these small additive errors in the
CDF don’t cost much.
The same paper also establishes a barrier to moving beyond Ω(n2 ) samples. Specifically,
they establish that Ω(n2 ) samples are necessarily just to guarantee for a single i with pi ≈ 1/2
that |FD (τi ) − pi | ≤ 1/n. Our approach circumvents this bound by seeking a significantly
weaker guarantee for such i (only that |FD (τi ) − pi | ≤ O(εpi ) – see Equation (1)). So the
two key differences in our approach is (a) we show that O(n) samples suffice to learn the
thresholds up to a multiplicative (1 + ε) error in the CDF and (b) establishing that this
(significantly weaker) estimation suffices for a good approximation.
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Proof of Theorem 8

Our proof breaks down into two simple claims. The first establishes that with high probability,
our sample-based thresholds are “good.” The second establishes that “good” thresholds yield
a good approximation. Below, recall that δ = ε2 /n.
I Lemma 9. With m = 12 ln(1/ε)/(ε3 δ) = O(n/ε6 ) samples, with probability at least 1 − ε,
we have that for every i (simultaneously),
pi
≤ Pr [x > τi ] ≤ pi .
x∼D
(1 + ε)3

(1)

Note that Equation (1) does not reference the values of the actual elements X1 , . . . , Xn
at all – it is just a claim about the thresholds ~τ being set. That is, the probability 1 − ε
is taken only over the randomness in drawing the samples (and in particular independent
of the values of the actual elements). We will call a set of thresholds “good” if they satisfy
Equation (1).
Proof. Recall that τi is set by first rounding down pi to bpi c, then further dividing by (1 + ε)
to p̃i , then set equal to the (p̃i · m)-th highest of m samples. To proceed, let Li be such that
Pr [x > Li ] = bpi c.

x∼D

Similarly, let Hi be such that
Pr [x > Hi ] = (1 + ε)−2 bpi c.

x∼D

Then (1) certainly holds whenever Li < τi < Hi . The remainder of the proof establishes that
we are likely to have Li < τi < Hi for all i.
Indeed, observe that we expect to see bpi cm samples greater than
h Li . We say that bpi c

is bad if the number of samples greater than Li is not in the range (1 + ε)−1 (bpi cm), (1 +
i
ε)(bpi cm) . Note that whenever neither bpi c nor (1 + ε)−2 bpi c is bad, then we indeed have
Li < τi < Hi .
Because the number of samples greater than p is an average of m independent {0, 1}
random variables with expectation p, the multiplicative Chernoff bound implies that the the
probability that a particular p is bad is upper bounded by:
Pr[p is bad] < e−ε

2

pm/3

.

If all p ∈ {(1 + ε)−1 , . . . , δ} are not bad, then our desired claim holds. Taking union
bound over this (1 + ε)-multiplicative net, we have that the probability that some p ∈
{(1 + ε)−1 , (1 + ε)−2 . . . , δ} is bad is bounded by:
O(ln(1/δ)/ε)

X
i=0

e−ε

2

(1−ε)−i δm/3

≤

∞
X
i=0

e−ε

2

(1−ε)−i δm/3

≤

∞
X

e−ε

3

iδm/6

≤ e−ε

3

δm/12

i=0

Above, the first term is simply a union bound over all p in this net. The second inequality
follows as (1 − ε)−i ≥ εi/2 for all ε ∈ (0, 1) and i ≥ 0. The final inequality holds (at least)
when m ≥ 6/(ε3 δ). Therefore, setting m = 12 ln(1/ε)/(ε3 δ) satisfies the desired claim. J
Next, we wish to show that whenever the thresholds are “good”, the algorithm performs
well in expectation. Below, let t1 denote the stopping time of Explicit-CFHOV (i.e. the
random variable denoting the element it chooses to accept), and let t2 denote the stopping
time of Samples-CFHOV.
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B Claim 10. Conditioned on (1) holding for every i, t2 ≥ t1 . That is, Samples-CFHOV
selects an element later than Explicit-CFHOV.
Proof. For every i, we have that by (1), the threshold used by Samples-CFHOV is at least
the threshold used by Explicit-CFHOV. Therefore, the first time they deviate (if any) is
when Explicit-CFHOV accepts an element but Samples-CFHOV does not.
C
I Lemma 11. Conditioned on (1) holding for every i, the following holds for every v:
Pr[Xt2 > v] ≥

1
Pr[Xt1 > v].
(1 + ε)3

(2)

Proof. We prove that (2) holds uniformly for every i ∈ [n], i.e.
Pr[(Xt2 > v) ∧ (t2 = i)] ≥

1
Pr[(Xt1 > v) ∧ (t1 = i)].
(1 + ε)3

(3)

The event (Xtb > v) ∧ (tb = i) (for either b ∈ {1, 2}) occurs if and only if the corresponding
algorithm doesn’t stop before i, and Xi is larger than both v and the threshold set (by
the corresponding algorithm). Of course, whether or not an algorithm stops before i is
completely independent of Xi . We claim that the following holds on the probability that the
two algorithms accept Xi (conditioned on making it to Xi ). Intuitively, Claim 12 establishes
that, even though the threshold τi is stricter than σi , we are still roughly as likely to accept
an Xi exceeding v using τi versus σi , for all v.
B Claim 12. Conditioned on (1) holding for every i, then for every v and i such that pi ≥ δ:
(1 + ε)3 Pr[(Xi > v) ∧ (Xi > τi )] ≥ Pr[(Xi > v) ∧ (Xi > σi )].
Proof. We consider the following three cases: perhaps v > τi , or perhaps v ∈ (σi , τi ), or
perhaps v < σi . We claim that the following three inequalities hold:
v ≥ τi ⇒
Pr[(Xi > v) ∧ (Xi > τi )] = Pr[Xi > v] = Pr[(Xi > v) ∧ (Xi > σi )].
v ∈ (σi ,τi ) ⇒
Pr[(Xi > v) ∧ (Xi > σi )] ≤ Pr[Xi > σi ] ≤

Pr[Xi > τi ]
Pr[(Xi > v) ∧ (Xi > τi )]
=
.
(1 + ε)3
(1 + ε)3

v < σi ⇒
Pr[(Xi > v) ∧ (Xi > σi )] = Pr[Xi > σi ] ≤

Pr[Xi > τi ]
Pr[(Xi > τi ) ∧ (Xi > v)]
=
.
(1 + ε)3
(1 + ε)3

Indeed, the first implication follows as v exceeds both σi and τi . The second implication
follows as v > σi , and then by condition (1). The third implication follows from condition (1).
C
Claim 12 is the heart of the proof, and we can now wrap up. Observe that Pr[(Xt2 >
v) ∧ (t2 = i)] = Pr[t2 ≥ i] · Pr[(Xi > v) ∧ (Xi > τi )]. Similarly, Pr[(Xt1 > v) ∧ (t1 = i)] =
Pr[t1 ≥ i] · Pr[(Xi > v) ∧ (Xi > σi )]. By the work above, (1 + ε)3 Pr[(Xi > v) ∧ (Xi > τi )] ≥
Pr[(Xi > v) ∧ (Xi > σi )]. By Claim 10, Pr[t2 ≥ i] ≥ Pr[t1 ≥ i]. Therefore, we’ve proven the
P
desired claim for every i ∈ [n]. As Pr[Xtb > v] = i Pr[(Xtb > v) ∧ (tb = i)], this completes
the proof of Lemma 11.
J
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Proof of Theorem 8. The proof of Theorem 8 now follows as a direct corollary of Lemmas 9
and 11. Lemma 11 asserts that whenever the thresholds are “good”, Samples-CFHOV
achieves at least a 1/(1 + ε)3 fraction of the expected reward
R ∞ of Explicit-CFHOV
R ∞ (this is
because the expected reward of Samples-CFHOV is simply 0 Pr[Xt2 > v]dv
≥
Pr[Xt1 >
0
R∞
3
v]dv/(1 + ε) , and the expected reward of Explicit-CFHOV is precisely 0 Pr[Xt2 > v]dv).
Lemma 9 asserts that the thresholds are good with probability at least 1 − ε. So together,
1−ε
Samples-CFHOV achieves at least a (1+ε)
J
3 of the expected reward of Explicit-CFHOV.
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Abstract
State-of-the-art posted-price mechanisms for submodular bidders with m items achieve approximation
guarantees of O((log log m)3 ) [1]. Their truthfulness, however, requires bidders to compute an NPhard demand-query. Some computational complexity of this form is unavoidable, as it is NP-hard
for truthful mechanisms to guarantee even an m1/2−ε -approximation for any ε > 0 [21]. Together,
these establish a stark distinction between computationally-efficient and communication-efficient
truthful mechanisms.
We show that this distinction disappears with a mild relaxation of truthfulness, which we
term implementation in advised strategies. Specifically, advice maps a tentative strategy either to
that same strategy itself, or one that dominates it. We say that a player follows advice as long
as they never play actions which are dominated by advice. A poly-time mechanism guarantees
an α-approximation in implementation in advised strategies if there exists advice (which runs in
poly-time) for each player such that an α-approximation is achieved whenever all players follow
advice. Using an appropriate bicriterion notion of approximate demand queries (which can be
computed in poly-time), we establish that (a slight modification of) the [1] mechanism achieves the
same O((log log m)3 )-approximation in implementation in advised strategies.
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1

Introduction

Combinatorial auctions have been at the forefront of Algorithmic Game Theory since its
inception as a lens through which to study the relative power of algorithms for honest agents
versus mechanisms for strategic agents. Specifically, there are n buyers with combinatorial
valuations v1 (·), . . . , vn (·) over subsets of m items, and the designer wishes to allocate the
P
items so as to maximize the welfare, i vi (Si ) (where Si is the set allocated to bidder i).
Without concern for computation/communication/etc., the celebrated Vickrey-Clarke-Groves
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mechanism [41, 9, 28] provides a black-box reduction from precisely optimal mechanisms to
precisely optimal algorithms. Of course, precisely optimal algorithms are NP-hard and require
exponential communication in most settings of interest (for example, when buyers have
submodular valuations over the items, which we’ll take as the running example for the rest
of the introduction), rendering VCG inapplicable. On the algorithmic front, poly-time/polycommunication constant-factor approximation algorithms are known [38, 30, 33, 4, 42, 24]
and a central direction in algorithmic mechanism design is understanding whether these
guarantees are achievable by computationally/communication efficient truthful mechanisms
as well.
From the communication complexity perspective, this problem is still wide open: stateof-the-art truthful mechanisms guarantee an O((log log m)3 )-approximation [1], yet no lower
bounds separate achievable guarantees of mechanisms from algorithms (that is, it could
very well be the case that truthful, poly-communication mechanisms can achieve the same
guarantees as poly-communication algorithms). From the computational perspective, however,
a landmark result of Dobzinski and Vondrak establishes that for all ε > 0, an m1/2−ε approximation is NP-hard for truthful mechanisms [21]. As poly-time algorithms guarantee
a e/(e − 1)-approximation [42], this establishes a strong separation between computationallyefficient algorithms and computationally-efficient truthful mechanisms.
So while the communication perspective has seen exciting progress in recent years [15, 3],
the computational perspective is generally considered fully resolved. In this paper, we present
a new dimension to the computational perspective, motivated by the following two examples.
Consider first the truthful mechanism of [1]. The core of the mechanism is a posted-price
mechanism: it visits each bidder one at a time, posts a price pj on each remaining item j,
P
and offers the option to purchase any set S of items at total price j∈S pj (see Section 4
and Appendix B for a full description of their mechanism, which also includes randomization,
pre-procesesing, and learning). The auxiliary parts of the mechanism run in poly-time,1
and the offered prices can also be computed in poly-time. While it might sound like this
mechanism should be poly-time, the catch is that it’s NP-hard for the buyer find their
utility-maximizing set, called a demand query. Therefore, the mechanism is either not
truthful (because the buyers do not select their utility-maximizing sets), or requires solving
an NP-hard problem (because the buyers pick their favorite sets). Still, the analysis of [1]
and related mechanisms [12, 18, 31, 11, 26, 14, 22, 14] seems fairly robust, suggesting that
perhaps they should maintain their guarantees under reasonable strategic behavior. Indeed,
the focus of this paper is a novel solution concept (described below) under which the [1]
O((log log m)3 )-approximation is maintained in polynomial time.
A New Solution Concept: Implementation in Advised Strategies. To get intuition for our
solution concept, consider the following example due to [39]: there is only a single buyer, but
the buyer can receive only k of the m items (this is the one-buyer case of Combinatorial Public
Projects). Since there is just a single buyer, the obvious mechanism for the designer simply
allows the buyer to pick any set of size k for free (call this the “Set-For-Free” mechanism).
The same catch is that it is NP-hard for the buyer to pick their favorite set, so Set-For-Free is
again not truthful (because the buyer picks a suboptimal set) or solving an NP-hard problem
(because they find their favorite set). In fact, [39] establishes that it is NP-hard for truthful
mechanisms to achieve a m1/2−ε -approximation for any ε > 0. Algorithmically, a poly-time
e/(e − 1)-approximation is known [35], providing again a strong separation.

1

Rather, they can be slightly modified to run in poly-time – see Section 4 and Appendix B.
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We ask instead: what should one reasonably expect to happen if a strategic buyer
participated in Set-For-Free? Consider the set S output by the poly-time algorithm of [35].
It is certainly reasonable for the buyer to select some set T 6= S: perhaps a different heuristic
finds a better set. But it seems irrational for the buyer to select some set T with v(T ) < v(S).
We therefore pose that there should be some reasonable solution concept under which
Set-For-Free guarantees an e/(e − 1)-approximation. Indeed, Set-For-Free guarantees an
e/(e − 1)-approximation under our proposed “implementation in advised strategies.”
Formally, we will think of Set-For-Free as simply asking the buyer to report a set of size
at most k, and then awarding them that set for free. In addition, the designer provides
advice: a Turing machine A(·, ·) which takes as input the buyer’s valuation v(·) (possibly as
a circuit/Turing machine itself, or accessing it via value queries) and a tentative set T , then
recommends a set S to purchase that is at least as good as T . Specifically in Set-For-Free,
we will think of the advice as running the [35] approximation algorithm to get a set S 0 and
outputting S := arg max{v(T ), v(S 0 )}. We say that a bidder follows advice if they select
a set S with A(v, S) = S. The idea is that it seems irrational for the buyer to select a set
without this property, when the advice gives a poly-time algorithm to improve it.
For a general mechanism, we think of advice as a Turing machine which takes as input the
current state of the mechanism, the buyer’s valuation, and a tentative action, then advises
an (maybe the same, maybe different) action to take. Importantly, we say that advice is
useful if for all strategies s, either the advice maps s to itself, or to another strategy which
dominates it (see Section 2 for full definition). Intuitively, this suggests that it is irrational
for a buyer to use a strategy which advice does not map to itself. We postpone to Section 2
a formal definition of what it means to follow advice, but note here that our definition is a
natural relaxation of dominant strategies: if a mechanism has a dominant strategy s, then
the only strategy which follows advice that recommends s is s itself. We say that mechanism
guarantees a poly-time α-approximation in implementation in advised strategies whenever
the mechanism itself concludes in poly-time, and there exists poly-time advice A such that
an α-approximation is guaranteed whenever all bidders follow advice A. Again, note that
the assumption on bidder behavior is quite permissive: they need not play a dominant, or
even undominated strategy. We just assume they do not play a strategy which the advice
itself dominates.
Advice via Approximate Demand Queries. We now revisit posted-price mechanisms, which
achieve approximation guarantees of O((log log m)3 ), but whose truthfulness requires buyers
to compute NP-hard demand queries. Instead, we pursue guarantees in implementation
in advised strategies. For a posted-price mechanism with price vector p, our proposed
advice will take as input a tentative set T for purchase, and the buyer’s valuation v(·), and
recommend a set S guaranteeing v(S) − p(S) ≥ v(T ) − p(T ).2 More specifically, our advice
will compute a tentative recommendation S 0 independently of T , then simply recommend
arg max{v(S 0 ) − p(S), v(T ) − p(T )}. Again, our behavioral assumption does not assume
that the buyer will purchase the set S 0 tentatively recommended, just that they will not
irrationally ignore the advice in favor of a lower-utility set.
The remaining challenge is now to find concrete advice under which the [1] approximation
guarantees are maintained. A first natural attempt is simply an approximate demand
P
oracle: have a tentative recommendation S 0 with v(S 0 ) − p(S 0 ) ≥ c · maxT {v(T ) − j∈T pj }.
Unfortunately, even this is NP-hard for any c = Ω(1/m1−ε ) (for any ε > 0) [25]. Instead,

2

Throughout the paper we will use notation p(S) :=

P
i∈S

pi .
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we design bicriterion approximate demand oracles. Specifically, for some c, d < 1, a (c, d)approximate demand oracle produces a set S 0 satisfying v(S 0 ) − p(S 0 ) ≥ c · maxT {v(T ) −
p(T )/d}. That is, the guaranteed utility is at least an c-fraction of the optimum if all
prices were increased by a factor of 1/d. We design a simple greedy (1/2, 1/2)-approximation
in poly-time (based on [33]), and further establish that the [1] mechanism maintains its
approximation guarantee up to an additional min{c, d} factor when bidders follow advice
provided in this manner by a (c, d)-approximate demand oracle. This allows us to conclude
the main result of this paper:
I Theorem 1. There exists a poly-time mechanism which achieves an O((log log m)3 )approximation to the optimal welfare for any number of submodular buyers in implementation
in advised strategies.

1.1

Roadmap

Combinatorial auctions have a long history within AGT, along with related problems like
Combinatorial Public Projects. The most related work is overviewed in Section 1, but
we provide additional context in Section 1.2. Section 2 contains a formal definition of
implementation in advised strategies, repeating our motivating examples and providing
additional discussion.
In Section 3, we design our poly-time (1/2, 1/2)-approximate demand oracles for submodular valuations. The proof is fairly simple, but we include the complete proof in the body for
readers unfamiliar with [33] (readers familiar with [33] will find the outline simliar).
In Section 4, we establish that existing posted-price mechanisms maintain their approximation guarantees as long as buyers follow advice given by (Ω(1), Ω(1))-approximate demand
oracles. We include a complete analysis of the main lemma of [26] concerning “fixed price
auctions” for readers unfamiliar with this aspect (readers familiar with [26] will find the
outline similar). We defer all aspects of the analysis of [1] to Appendix B.
Finally, in Section 5, we design simple poly-time ( √1m , 1+1√m )-approximate demand oracles
for subadditive valuations. This is essentially the best possible even for XOS valuations,3
due to known lower bounds on welfare-maximization with value queries [17] and the results
of Section 4.

1.2

Discussion and Related Work

There is a vast literature studying combinatorial auctions, which we will not attempt to
overview in its entirety here. We summarize the lines of work most relevant to ours below.
VCG-based Mechanisms. The Vickrey-Clarke-Groves mechanism provides a poly-time/
poly-communication black-box reduction from precise welfare maximization with a truthful
mechanism to precise welfare maximization with an algorithm for any class of valuation
functions [41, 9, 28]. The same reduction applies for “maximal-in-range” approximation
algorithms, but this approach provably cannot achieve sub-polynomial approximations in polytime (unless P = NP) or subexponential communication [8, 7, 10]. Still, in some regimes (e.g.
arbitrary monotone valuations with poly-time/poly-communication, or XOS valuations with
√
poly-time), no better than a Θ( m)-approximation is achievable even with honest players,
√
and a Θ( m)-approximation is achievable via truthful VCG-based mechanisms [32, 17].

3

More precisely, it is unconditionally hard to obtain a (1/m1/2−ε , 1/m1/2−ε )-approximate demand query
for XOS valuations using polynomially many black-box value queries.
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Combinatorial Auctions in the Computational Model. Taking the above discussion into
account, valuation function classes above XOS (including subadditive, or arbitrary monotone)
√
are “too hard”, in the sense that Θ( m) is the best approximation achievable in poly-time
even without concern for incentives, and this guarantee can be matched by VCG-based truthful
mechanisms. Other valuation function classes like Gross Substitutes are “easy”, in the sense
that precise welfare maximization is achievable in poly-time, so the VCG mechanism is polytime as well. Submodular valuations are a fascinating middle ground. Here, an algorithmic
e/(e − 1)-approximations is possible in poly-time (and it is NP-hard to do better) [42, 34, 19],
but a long series of works establishes that it is NP-hard for a truthful mechanism to even
achieve an m1/2−ε -approximation (for any ε > 0) [36, 7, 8, 10, 13, 20, 19, 21].
On this front, our work establishes that significantly better (O((log log m)3 )) guarantees
are achievable with a slightly relaxed solution concept, matching the state-of-the-art in the
communication model. In addition to the standalone motivation for the communication
model discussed below, our work establishes that resolving key open questions (e.g. is there
a constant-factor approximation in the communication model for submodular valuations?)
may have strong implications in the computational model as well (via implementation in
advised strategies).
Combinatorial Auctions in the Communication Model. In the communication model, only
arbitrary monotone valuations are “too hard” per the above discussion: a 2-approximation
1
is possible for subadditive valuations, and a 1−(1−1/n)
n -approximation is possible for XOS
valuations in poly-communication, both of which are tight [24, 17, 23]. Yet, no truthful
constant-factor approximations are known (the state-of-the-art is O((log log m)3 ) for submodular/XOS [1] or O(log m log log m) for subadditive [12]). On the lower bounds side,
no separations are known between the approximation ratios of truthful mechanisms and
non-truthful algorithms using poly(n, m) communication, even for deterministic truthful
√
mechanisms (where the O( m)-approximation of [17] remains the state-of-the-art). Determining whether such a separation exists is the central open problem of this agenda
(e.g. [15, 3]).
On this front, our work in some sense unifies the state-of-the-art for submodular valuations
in the communication and computational models via implementation in advised strategies.
So in addition to the standalone interest in establishing (or disproving) a separation in the
communication model, such a result will now likely have implications in the computational
model as well.
Posted Price Mechanisms. Posted-price mechanisms are ubiquitous in mechanism design,
owing to their simplicity and surprising ability to guarantee good approximations through a
variety of lenses [31, 11, 26, 14, 22, 1]. Very recent work also establishes posted-price mechanisms as the unique class of mechanisms which is “strongly obviously strategy-proof” [37].
One minor downside of these mechanisms is that they require buyers to compute NP-hard
demand queries. Our work formally mitigates this downside under implementation in advised
strategies. For example, our work immediately extends the price of anarchy bounds of [11]
to hold in equilibria which are poly-time learnable for submodular buyers (previously the
equilibria required computation of demand queries).
Combinatorial Public Projects. Combinatorial Public Projects is a related problem, which
has also received substantial attention. Here, the designer may select any set of k items,
but every bidder receives all k items (instead of the bidders each receiving disjoint sets of
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items, as in auctions). We used the single submodular bidder Combinatorial Public Projects
problem as a motivating example due to the hardness results established in [39]: no poly-time
√
truthful mechanism can achieve an approximation ratio better than O( m) (unless P =
NP). Contrast this with the general communication model, where Set-For-Free is truthful
and precisely optimizes welfare. Follow up work of [6] establishes that while the single-bidder
CPPP is inapproximable only because demand queries are NP-hard, the strong multi-bidder
inapproximability results of [36, 8] hold even when bidders have access to demand oracles.
[31, 14, 1] already establish that the aforementioned computational separations no longer
hold with demand oracles (so the story for combinatorial auctions differs greatly from
combinatorial public projects). Our work further establishes that the same guarantees are
achievable in truly polynomial time, under a relaxed solution concept.
(c, d)-Approximate Demand Oracles. To the best of our knowledge, bicriterion approximate demand oracles have not previously been considered. However, prior work regarding
approximation algorithms for nonnegative submodular functions with bounded curvature
subject to a matroid constraint designs a randomized (1 − 1/e, 1 − 1/e)-approximate demand
oracle for submodular functions (under a different name) [40, 27, 29]. We include our
(1/2, 1/2)-approximate demand oracles for submodular functions as they are deterministic
and significantly simpler (note also that determinism makes our related solution concepts
significantly cleaner).
Related Solution Concepts. The most related existing solution concept to ours is Algorithmic Implementation in Undominated Strategies [2]. Here, a mechanism achieves an
α-approximation if whenever players play any undominated strategy, the resulting allocation
is an α-approximation (and for all dominated strategies, there is a poly-time algorithm to find
an undominated one which dominates it). For posted-price mechanisms, this solution concept
has no bite as the only undominated strategy is to pick the utility-maximizing set, and it is
not possible to find this set in poly-time. We establish in Observation 10 that implementation
in advised strategies is a relaxation of algorithmic implementation in undominated strategies.
The purpose of our novel solution concept is to have bite even when it is NP-hard to find an
undominated strategy.

2

Implementation in Advised Strategies

Motivated by the example of [39], we first relax the requirement that a mechanism be truthful,
instead requiring that a mechanism achieve its approximation guarantee whenever players
behave in a manner which is not clearly irrational. Before proposing our formal definition,
let’s examine it applied to two motivating examples.
Example One: [39]. There is a single buyer with submodular valuation function v(·). The
seller’s mechanism (Set-For-Free) allows the buyer to state any set of size k, and receive
that set for free. Recall that it is NP-hard for the buyer to find their favorite set of size k –
so if the mechanism is to be truthful, it is not poly-time (unless P = NP). The buyer can
indeed find an e/(e − 1)-approximation in poly-time [35], but assuming the buyer will run
this particular algorithm (or any specific approximation algorithm) is perhaps too strong an
assumption.
Instead, we assume simply that the buyer picks a set yielding at least as much utility
as this e/(e − 1)-approximation. Specifically, we will think of the designer as providing a
poly-time mechanism (Set-For-Free – the buyer states a set of size k and receives that set
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for free), and a poly-time advice algorithm (takes as input the buyer’s valuation function
v(·), and a tentative set S, then runs the e/(e − 1)-approximation to get a set T and outputs
arg max{v(S), v(T )}, tie-breaking for S). Intuitively, we are claiming that it is certainly
rational for the buyer to purchase a set other than T , but that it is irrational to purchase a
set with v(S) < v(T ).
Example Two: Posted-Price Mechanisms. Consider now any posted-price mechanism.
Again, we think of the designer as providing a poly-time mechanism (for all i, computes in
poly-time a price vector to offer bidder i, based on interactions with bidders < i), along with
a poly-time advice algorithm (takes as input the buyer’s valuation function v(·), a tentative
set S, computes in poly-time a set T and outputs arg max{v(S) − p(S), v(T ) − p(T )}, again
tie-breaking for S). Again note that we are claiming that it may be rational for the buyer to
purchase a set other than T , but that it is irrational to purchase a set yielding lower utility
than T .
Importantly, we emphasize that we assume the buyer achieves at least as much utility as
recommended (a well-justified behavioral assumption, although not particularly convenient
for welfare guarantees), and not that the buyer picks a set guaranteeing them at least as much
welfare (more convenient for analyzing welfare guarantees, but an unmotivated assumption).
With these instantiations in mind, we now build up language to present our formal definition.
I Definition 2 (Mechanism as an Extended Form Game). Formally, a mechanism is just an
extended form game: at every state, it solicits actions from one or more players and (possibly
randomly) updates its state. With probability one, the mechanism eventually reaches a
terminal state, and (possibly randomly) outputs an allocation of items and payments charged.
A mechanism is poly-time if every state update is poly-time computable, and the mechanism reaches a terminal state with probability one after poly(n, m) updates.
I Definition 3 (Strategies, Utility, and Dominance). A strategy s(·) for player i is simply a
mapping from the current state x of the mechanism to an action s(x).
We denote by ui (vi , ~s) the expected utility of player i when their valuation function is
vi (·) and the players use strategy profile ~s.
Strategy s(·) dominates strategy s0 (·) for player i with valuation vi (·) if for all s−i ,
ui (vi , si ; ~s−i ) ≥ ui (vi , s0i ; ~s−i ), and there exists an ~s−i such that ui (vi , si ; ~s−i ) > ui (vi , s0i ; ~s−i ).
I Definition 4 (Advice). Advice is a function A(·, ·, ·) which takes as input the valuation vi (·)
of a player, a state x of a mechanism, and a tentative action a, then (possibly randomly)
outputs an advised action A(vi , x, a). We say that advice is poly-time if it is poly-time
computable.
Observe that every advice A(·, ·, ·), valuation function vi (·), and tentative strategy s(·)
induces a strategy Avi ,s (·) with Avi ,s (x) := A(vi , x, s(x)).
I Definition 5 (Useful Advice). We say that advice A is useful if:
1. For all s(·), and all vi (·), either Avi ,s (·) = s(·), or Avi ,s (·) dominates s(·) (for valuation
vi (·)).
vi ,s
2. For all s(·) and all vi (·), Avi ,A (·) = Avi ,s (·) (Advice is idempotent – applying advice
to s(·) twice is the same as applying it once).
Intuitively, Property 1 guarantees that the bidder should indeed follow advice given by A
instead of whatever strategy they had originally planned. Property 2 guarantees essentially
that the bidder does not get “stuck” in an exponentially-long loop trying to repeatedly
improve their strategy via advice (because the loop terminates after one iteration). Let us
briefly observe the following implication of our definition (which we explore further when
revisiting our two main examples):
ITCS 2020

61:8

Implementation in Advised Strategies

I Observation 6. Let A(·, ·, ·) be useful, and let A(vi , x, a) 6= a. Then for all s such that
s(x) = a, Avi ,s (·) dominates s(·).
Intuitively, useful advice A separates strategies into advised strategies (where Avi ,s (·) =
s(·)), and ill-advised strategies (where Avi ,s (·) dominates s(·)). We say that a bidder follows
advice if they use an advised strategy.
I Definition 7 (Follows Advice). We say that s(·) is advised for vi (·) under A if Avi ,s (·) = s(·).
A bidder with valuation vi (·) follows advice A if they use a strategy which is advised under A.
Intuitively, we are claiming that it is irrational for a player to use an ill-advised strategy
s(·) (because they could instead use the strategy Avi ,s (·), which dominates it).
I Definition 8 (Implementation in Advised Strategies). We say that a mechanism M guarantees
an α-approximation in implementation in advised strategies with advice A if A is useful and
for all v1 (·), . . . , vn (·), if all players follow advice A, the resulting allocation in M achieves
(expected) welfare at least α · OPT(v1 , . . . , vn ). If both M and A are poly-time, we say that
M guarantees a poly-time α-approximation in implementation in advised strategies (without
referencing A).
Let’s now briefly revisit our two examples through the formal definitions. First, recall the
single-bidder mechanism Set-For-Free. Set-For-Free is poly-time: it takes as input a set and
simply outputs that set, and terminates after one iteration. Consider the advice algorithm
which takes as input v(·), and a set S, then runs the e/(e − 1)-approximation algorithm
of [35] to get a set T and outputs arg max{v(S), v(T )}, tie-breaking for S (the mechanism
has only a single non-terminal state, so this completely specifies the advice). Then the advice
indeed recommends a dominating strategy whenever it recommends T 6= S, and is idempotent
(tie-breaking in favor of S is subtly necessary for this claim – if instead the advice tie-broke
for T , then it might recommend an action distinct from S which does not dominate it).
Moreover, observe that the bidder follows advice if and only if they choose a higher value set
than produced by the algorithm, and therefore we’re guaranteed a e/(e − 1)-approximation
whenever the bidder follows advice.
Posted-price mechanisms with poly-time computable prices are poly-time: they iteratively
take as input a set from bidder i, assign that set to bidder i, then run a poly-time computation
to determine the prices for bidder i + 1. They terminate after n iterations. We will later
design poly-time approximate demand oracles, which take as input vi (·) and the price vector
p, and output a recommended set D(vi , p) in poly-time. For a posted-price mechanism,
there are multiple non-terminal states, each corresponding to a different price vector p. Our
advice, on input vi , S, p, will advise the set arg max{v(S) − p(S), v(D(vi , p)) − p(D(vi , p))},
again tie-breaking in favor of S.4 If a strategy follows advice, it must, for all p, select a set
S satisfying vi (S) − p(S) ≥ vi (D(vi , p)) − p(D(vi , p)). It’s not immediately clear why this
property should provide meaningful welfare guarantees, but we will later argue that the right
pairing of mechanism and notion of approximate demand oracle achieves polynomial-time
welfare guarantees which match state-of-the-art guarantees for computationally-unbounded
bidders.
4

Subtly, note that tie-breaking in favor of T would violate the definition of usefulness, via Observation 6.
Indeed, consider the strategy s(·) which purchases a utility-maximizing set on all prices 6= p, and set S
on p. Then any advice which tie-breaks in favor of T on prices p does not map s(·) to itself, and does
not dominate s(·) (because it generates the same utility on prices p, and cannot generate strictly higher
utility on any other prices, because s(·) is optimal).
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Brief Discussion of Definitions. We chose our definitions with the goal of (a) providing a
strict relaxation of truthfulness, and (b) doing so in a way that permits all rational behavior
while (c) still eliminating enough irrational behavior to guarantee good welfare. We include
in Appendix A a brief example motivating our decision to think of advice as improving
a given strategy as opposed to outright proposing a replacement strategy. We conclude by
establishing that implementation in advised strategies is a strict relaxation of truthfulness
and algorithmic implementation in undominated strategies.
I Observation 9. If player i with valuation vi has a dominant strategy s∗ (·) in mechanism
M , and Avi ,s (·) := s∗ (·) for all s(·), then the only strategy which follows advice is s∗ (·) itself.
I Observation 10. Let M achieve an α-approximation in algorithmic implementation in
undominated strategies. Then M achieves an α-approximation in implementation in advised
strategies.
Proof. Recall that algorithmic implementation in undominated strategies implies for all vi (·)
the existence of a poly-time function fvi (·) which takes as input a strategy s(·) and outputs
a new strategy fvi (s) such that if s(·) is dominated, fvi (s) dominates s. Extend this so
that fvi (s) := s when s(·) is undominated. Now simply define Avi ,s (·) := fvi (s), and then
A is useful and poly-time. Moreover, the advised strategies are exactly the undominated
strategies, so because M achieves an α-approximation whenever all players use undominated
strategies, it also achieves an α-approximation whenever all players follow advice.
J
Of course, the whole point of our definitions is that the designer may not be able to find
a dominant (or even undominated) strategy in poly-time, and implementation in advised
strategies has bite even under these circumstances while the previous solution concepts
do not.

3

Approximate demand oracles

In this section, we develop our poly-time advice for posted-price mechanisms in the form
of an approximate demand oracle. Recall that a demand oracle for valuation function v(·)
takes as input a price vector p and outputs a set in arg maxS⊆M {v(S) − p(S)}. Recall
also that implementing a demand oracle is NP-hard when v(·) is submodular. In fact, it
is NP-hard to even guarantee better than a m-approximation when v(·) is submodular
(more precisely, for any ε > 0 it is NP-hard to guarantee a set T satisfying v(T ) − p(T ) ≥
1
O(m1−ε ) · maxS {v(S) − p(S)} [25]). Motivated by this, we pursue instead a bicriterion
approximation. Specifically:
I Definition 11. For any c, d ≤ 1, a (c, d)-approximate demand oracle takes as input a
valuation function v(·) and a price vector p and outputs a set of items S such that
v(S) − p(S) ≥ c · max{v(T ) − p(T )/d}.
T

That is, a (c, d)-demand oracle outputs a set guaranteeing at least a c-fraction of the
optimal utility if all prices were blown up by a factor of 1/d. We refer to the utility of
the optimal bundle with these higher prices (i.e. maxT {v(T ) − p(T )/d}) as the benchmark
(so our goal is to be c-competitive with the benchmark). In this section, we establish that
poly-time (1/2, 1/2)-approximate demand oracles exist for submodular functions, based on the
simple greedy algorithm of [33].
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Algorithm 1 SimpleGreedy(v, p, M ).

S←∅
for j = 1, . . . , m do
. For items in an arbitrary order
if v(S ∪ {j}) − v(S) ≥ 2p(j) then . If the marginal gain is at least twice the price
S ← S ∪ {j}
. Then allocate that item
return S
I Proposition 12. When v(·) is submodular, SimpleGreedy is a (1/2, 1/2)-approximate demand
oracle.
Proof. Our proof follows by induction on the number of items m. Importantly, observe that
SimpleGreedy is recursive. Specifically, if we do not allocate item 1, then the remainder of the
for loop is simply SimpleGreedy(v, p, M \ {1}). If we do allocate item 1, then the remainder
of the for loop is simply SimpleGreedy(v{1} , p, M \ {1}), where vS (T ) := v(S ∪ T ) − v(S).
Also importantly, observe that vS (·) is submodular whenever v(·) is submodular (like [33],
this is the only part of the proof which requires submodularity instead of subadditivity).
Now we begin with the base case. Observe that when m = 1, SimpleGreedy purchases
the item if and only if the value exceeds twice the price. So when SimpleGreedy purchases
the item, it is optimal. When SimpleGreedy doesn’t purchase the item, the benchmark is 0
(because we compete with the optimal utility when the prices are doubled, which is zero). So
in both cases, it guarantees a the required (1/2, 1/2)-approximation. This proves the base case.
Now assume that the proposition holds for a fixed m ≥ 1, and consider the case with
m + 1 items. First, observe that if SimpleGreedy does not allocate item 1, it is because
v(1) < 2p(1). By submodularity of v(·) (in fact, subadditivity suffices), this implies that
v(S) − 2p(S) > v(S ∪ {1}) − 2p(S ∪ {1}) for all S 3 1 (and in particular, that the optimum
when prices are doubled does not contain item 1). By the inductive hypothesis, SimpleGreedy
finds a (1/2, 1/2)-approximation for v(·) on M \ {1}, which by the previous sentence is also a
(1/2, 1/2)-approximation for v(·) on M , completing the inductive step in this case.
It remains to consider the case where SimpleGreedy allocates item 1. Let S2 := S \ {1}
denote the set output by SimpleGreedy(v{1} , p, M \ {1}), and let O∗ := arg max{v(Y ) −
2p(Y )} be the optimum bundle if prices were doubled. Then the inductive hypothesis
guarantees:
v{1} (S2 ) − p(S2 ) ≥ v{1} (O∗ )/2 − p(O∗ \ {1}).
Suppose first 1 ∈ O∗ . The inductive hypothesis then implies:
v(O∗ )/2 − p(O∗ ) = v{1} (O∗ )/2 − p(O∗ \ {1}) + v({1})/2 − p({1})
≤ v{1} (S2 ) − p(S2 ) + v({1})/2 − p({1})
≤ v(S) − p(S).
Above, the first and third lines are simply expanding the definition of v{1} (·), and
the second line follows by inductive hypothesis. Observe that this concludes a (1/2, 1/2)approximation in the case that 1 ∈ O∗ . Now, suppose instead that 1 ∈
/ O∗ . Then we have:
v(O∗ )/2 − p(O∗ ) ≤ v(O∗ ∪ {1})/2 − p(O∗ ) = v{1} (O∗ )/2 + v({1})/2 − p(O∗ )
≤ v{1} (S2 ) − p(S2 ) + v({1})/2
≤ v{1} (S2 ) − p(S2 ) + v({1}) − p(1)
= v(S) − p(S).
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Above, the first line follows by monotonicity and expanding the definition of v{1} (·). The
second line follows by inductive hypothesis. The third line follows as v({1}) ≥ 2p(1) by
assumption that SimpleGreedy allocates item 1. The final line follows again by expanding
v{1} (·). This concludes both cases of the inductive step, and the proof of the proposition. J
This concludes our development of bicriterion approximate demand oracles. The following
section establishes that a wide class of posted-price mechanisms that achieve good guarantees
when buyers use precise demand queries maintain their guarantees when buyers follow advice
given by bicriterion approximate demand oracles.

4

Welfare Guarantees with Approximate Demand Oracles

In this section, we demonstrate that a slight modification of the O((log log m)3 ) approximation
of [1] (which is truthful when buyers implement precise demand oracles) maintains its
approximation guarantee when buyers follow advice recommended by a (1/2, 1/2)-approximate
demand oracle. We begin with the main insight below, followed by a precise statement of
our main result.

4.1

Fixed Price Auctions with Approximate Demand Oracles

A key component of the [1] (and related) auctions is the notion of a Fixed Price Auction. A
fixed price auction simply sets a price p(j) on item j, visits the buyers one at a time, and
offers the buyer the option to purchase any set S of remaining items for price p(S) (so it is a
posted-price mechanism which sets the same prices for all bidders).
A key lemma used by these works establishes that there exists a fixed price auction
generating good welfare (when bidders implement exact demand oracles) for any instance
with submodular bidders (or even XOS bidders).5 One can view the [14, 1] auctions as
attempting to learn such a “good” fixed price auction. The key intuition behind our extension
is that good fixed price auctions still exist when bidders only implement approximate demand
oracles. This is captured formally by Lemma 15 below, which first requires the notion of
supporting prices.
I Definition 13. q are supporting prices for v1 (·), . . . , vn (·) and allocation S1 , . . . , Sn if:
For all i, T , vi (T ) ≥ q(Si ∩ T ).
For all i, vi (Si ) = q(Si ).
I Fact 14. When all vi (·) are XOS, supporting prices exist for any allocation S1 , . . . , Sn .6
Much prior work leverages the fact that with precise demand queries, the fixed-price
auction with prices q/2 achieves half the optimal welfare. The intuition for our main result
is that this key lemma extends to (c, d)-approximate demand queries by losing an additional
min{c, d} factor. In the statement below, we will slightly abuse notation and say that a
bidder “follows advice given by a (c, d)-approximate demand oracle” if they follow advice
given by an algorithm which on input v(·), S computs a (c, d)-approximate demand query T ,
then advises arg max{v(S) − p(S), v(T ) − p(T )}.

5
6

This lemma appears at least as early as [16].
Recall that submodular functions are XOS, and a function is XOS if it can be written as the maximum of
additive functions. Supporting prices for items in Si are defined by simply taking the additive function
which defines vi (Si ).

ITCS 2020

61:12

Implementation in Advised Strategies

I Lemma 15. Let q be supporting prices for v1 (·), . . . , vn (·) and S1 , . . . , Sn . Then the fixedP
price auction with prices dq/2 guarantees welfare at least min{c, d} · i vi (Si )/2 when all
bidders follow advice given by a (c, d)-approximate demand oracle.
Proof. Let S := ∪i Si . Let also Ti denote the set purchased by bidder i (following advice
S
given by a (c, d)-approximate demand oracle), and denote by Sold = i∈N Ti . Define
Ai = Si \ Sold. Because items in Ai are never allocated when bidder i is chosen to act
(meaning that bidder i could choose to purchase the set Ai ), and bidder i will choose a set
guaranteeing at least as much utility as a (c, d)-approximate demand oracle, we have:




1
dq(Ai )/2
= c vi (Ai ) − q(Ai ) .
vi (Ti ) − dq(Ti )/2 ≥ c vi (Ai ) −
d
2
P
The welfare achieved ( i∈N vi (Ti )) is exactly the sum of the utilities of each bidder
P
(vi (Ti ) − dq(Ti )/2) and the total revenue of the auction ( i∈N dq(Ti )/2 = dq(Sold)/2). By
the definition of supporting prices (and the fact that Ai ⊆ Si ), we know that vi (Ai ) ≥ q(Ai ).
Thus:
!
n
n
X
X
d
1
d
d
q(Sold) +
vi (Ai ) − q(Ai )
vi (Ti ) − q(Ti ) ≥ q(Sold) + c
2
2
2
2
i=1
i=1
n

≥

d
cX
q(Sold) +
q(Ai )
2
2 i=1


min{c, d}
q(Sold) + q(S \ Sold)
2
min{c, d}
min{c, d} X
≥
q(S) =
vi (Si ).
2
2
i
≥

The first inequality follows as each bidder follows advice of a (c, d)-approximate demand
oracle. The second follows as vi (Ai ) ≥ q(Ai ) for all i (by definition of supporting prices).
The third follows as ∪i Ai = S \ Sold. The final inequality follows by basic arithmetic, and
P
the final equality follows as q(S) = i vi (Si ) by definition of supporting prices.
J
Lemma 15 captures the main intuition for why existing posted-price guarantees can
be extended to accommodate bicriterion approximate demand queries. Of course, the [1]
mechanism is not just a single posted-price mechanism, and Lemma 15 is just one technical
lemma used along the way (to be more precise, a generalization of Lemma 15 is used along
the way, but the overly technical statement hides the intuition). But an outline similar to the
proof of Lemma 15 establishes the more general claim. Section 4.2 formally states our main
result, and all details of the proof aside from the above intuition can be found in Appendix B.

4.2

Formal Statement of Main Result

I Theorem 16. Let V be a subclass of XOS valuations and let D be a poly-time (c, d)approximate demand oracle for valuation class V. Then there exists a poly-time mechanism forwelfare maximization
 when all valuations are in V with approximation guarantee
O max 1c , d1 · (log log m)3 in implementation in advised strategies with polynomial time
computable advice.
Theorem 1 now follows from Theorem 16 as submodular valuations are a subclass of XOS
which admits poly-time (1/2, 1/2)-approximate demand oracles. The poly-time mechanism
witnessing Theorem 16 is a slight modification of [1]. The high-level approach of their
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mechanism is the following: because V is XOS, Lemma 15 establishes that there exists a
fixed-price mechanism which achieves an 1/O(min{c, d}) = O(max {1/c, 1/d}) approximation
in implementation in advised strategies. Of course, implementing this fixed-price auction
requires complete knowledge of v1 (·), . . . , vn (·), which the seller lacks. The mechanism of [1]
essentially tries to iteratively guess a better and better set of fixed prices, and then pick one
uniformly at random.
Intuitively, our adapted [1] mechanism works with (c, d)-approximated demand oracles
for the same reason that Lemma 15 works with approximate demand oracles. Formally
establishing this requires a bit of work, but much of the analysis of [1] treats the (c, d) = (1, 1)
case of Lemma 15 as a black box, and therefore we can leverage most of their analysis as
a black box as well. The generalized Lemma 15 (Lemma 20) provides all the properties of
demand queries which their proof requires (and all the properties of approximate demand
queries which our adaptation requires). A complete proof appears in Appendix B.

5

Approximate Demand Queries beyond Submodular

In this section, we explore approximate demand queries beyond submodular valuation functions. As the approximation guarantees of [1] hold for XOS valuations with precise demand
queries, a poly-time (Ω(1), Ω(1))-approximate demand query would immediately extend their
guarantees to XOS valuations under implementation in advised strategies. Interestingly, this
very fact establishes that for all ε > 0, no poly-time (Ω(m−1/2+ε ), Ω(m−1/2+ε ))-approximate
demand oracle exists for XOS valuations using subexponentially-many value queries.
I Proposition 17. For all ε > 0, there is no (Ω(m−1/2+ε , Ω(m−1/2+ε ))-approximate demand
oracle for XOS valuations using poly(m) value queries.
Proof. Assume for contradiction that the proposition were false. Then by Theorem 16, there
exists an algorithm using poly(n,
 m) value queries that approximates the optimal welfare
within O m1/2−ε · (log log m)3 ∈ O(m1/2−ε/2 ) for XOS valuations. However, Theorem 6.1
of [17] proves that no such algorithm exists.
J
√
√
To complete the picture, we also design poly-time (Ω(1/ m), Ω(1/ m))-approximate
√
demand oracles for subadditive valuations (defined immediately below, based on the Ω(1/ m)approximation of [17]), which is the best possible using subexponentially-many value queries.
Algorithm 2 SingleOrBundle(v, p, M ).

j ← arg maxj∈M v(j) − p(j)
√
M ∗ ← {j ∈ M : v(j) − (1 + m)p(j) > 0}
if v(M ∗ ) − p(M ∗ ) > v(j) − p(j) then
return M ∗
else
return {j}

I Proposition 18. SingleOrBundle(v, p, M ) is a ( √1m , 1+1√m )-approximate demand oracle
for subadditive valuation functions.
√
Proof. Let S be the set that maximizes utility (v(S) − (1 + m) · p(S)). If S = ∅, then the
benchmark is 0, and SingleOrBundle achieves non-negative utility. It remains to consider
the case v(S) − p(S) > 0.
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In this case, let T be the set returned by SingleOrBundle(v, p, M ). Call an item j
special if:
√
1
v(j) − p(j) ≥ √ (v(S) − (1 + m) · p(S)).
m
Observe that if any item j is special, then we conclude:
√
1
v(T ) − p(T ) ≥ v(j) − p(j) ≥ √ (v(S) − (1 + m) · p(S)),
m
which is a ( √1m , 1+1√m )-approximate demand oracle. If no item is special, then ∀j ∈ M ∗ ,
√
v(j) − p(j) < √1m (v(S) − (1 + m)p(S)). Summing this for all j ∈ M ∗ yields:




√
√
√
|M ∗ |
v(j) − p(M ∗ ) < √ (v(S) − (1 + m) · p(S)) ≤ m · v(S) ≤ m · v(M ∗ ).
m
∗

X

j∈M

(1)
The final inequality follows as S cannot contain items for which v(j) < (1 +
is subadditive. We can then conclude that:



X
1
v(M ∗ ) − p(M ∗ ) > √ 
v(j) − p(M ∗ ) − p(M ∗ )
m
∗
j∈M


√
1 X
v(j) − (1 + m)p(j)
=√
m
∗
j∈M


√
1 X
≥√
v(j) − (1 + m)p(j)
m

√

m)p(j), as v(·)

j∈S


√
1
v(S) − (1 + m)p(S) .
≥√
m
√
The first inequality follows directly from (1). The second follows as v(j) > (1 + m)p(j) for
all j ∈ M ∗ , and S ⊆ M ∗ (because v(·) is subadditive, and S is the utility-maximizing set at
√
prices (1 + m)p). The third follows from subadditivity of v(·). We conclude that when
there are no special items, the proposition is satisfied as well, completing the proof.
J
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Brief Discussion of Definitions

The following example will motivate our decision to think of advice as improving a given
strategy as opposed to outright proposing a replacement strategy.
Consider, for example, a single-bidder mechanism where the bidder faces one of k postedprice vectors p1 , . . . , pk chosen uniformly at random, and is asked to submit their desired
sets S1 , . . . , Sk before knowing which price is “real.” Then the strategy which submits
Si := arg max{v(S) − pi (S)} is dominant. In this case, advice could indeed simply propose
this strategy to replace whatever else the bidder might try.
Things get more interesting, however, if the designer cannot recommend a dominant
strategy. Consider instead a recommended strategy T1 , . . . , Tk where Ti ∈
/ arg max{v(S) −
pi (S)} ∪ arg min{v(S) − pi (S)} for any i (call this strategy T~ ). If the designer shares
the sets T1 , . . . , Tk with the buyer, a reasonable buyer should certainly submit sets Si
satisfying v(Si ) − pi (Si ) ≥ v(Ti ) − pi (Ti ) for all i (because they could just swap any set
violating this for Ti and strictly improve their utility). Consider then the strategy which
sets Sj ∈ arg max{v(S) − pj (S)} (for a single j ∈ [k]) and Si ∈ arg min{v(S) − pi (S)} for
all i =
6 j (picks the optimal set for pj , and worst possible sets for all other pi , call this
~ We don’t want to say that a bidder originally planning to use S
~ should instead
strategy S).
~
~
~
use T (indeed, T does not dominate S, and it’s not a priori clear which strategy yields
~
higher expected utility). But we do want to say that a bidder originally planning to use S
should stick with Sj , and update Si to Ti for all i 6= j. But in order to recommend such a
strategy without knowing j in advance, T~ would need to be the dominant strategy itself. So
in order for the solution concept to meaningfully apply to posted-price mechanisms without
advising the dominant strategy itself, advice should really take the form of improving a
tentative strategy rather than outright recommending a replacement. Lemma 29 below
provides a representative example of how this solution concept can be harnessed for existing
state-of-the-art mechanisms.

B

Proof of Theorem 16

The full definition of “implementation in advised strategies” is very powerful, but a bit
awkward to carry around. Throughout this appendix, we use the following definition of
(c, d)-competitive sets, which simply says that a set of items will give the bidder utility at
least as high as a (c, d)-approximate demand oracle.
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I Definition 19. A set S is a (c, d)-competitive subset of M for vi with prices p if
vi (S) − p(S) ≥ c · max {vi (T ) − p(T )/d} .
T ⊆M

We say a bidder i picks (c, d) competitive sets in a fixed price auction if, when the fixed
price auction visits i, they pick a set which is a (c, d)-competitive subset of the collection of
remaining items.
The full proof of theorem 16 is fairly involved. We start off this section by providing the
more technical version of lemma 15 in section B.1, which captures most of the properties of
fixed price auctions with approximate demand queries which we need. Next in section B.2,
we describe the “core algorithm” PriceLearningMechanism of [1]. Then in section B.3,
using fairly elementary properties of fixed-price auctions, we prove the correctness of the
PriceLearningMechanism, as long as 1) bidders pick (c, d)-competitive sets in every fixed price
auction they participate in, and 2) we make the simplifying assumption 21. In section B.4,
we remove the simplifying assumption, and prove that there exists poly time computable
advice such that, when bidders are following the advice, they always pick (c, d)-competitive
sets.

B.1

Generalization of Lemma 15

In this subsection we state and prove the generalization of Lemma 15, which will be used in
the analysis of the PriceLearningMechanism.
The first term in the maximum below (and the “moreover” part of the lemma) relates
the achieved welfare with the value of the unsold items, and will be used to handle “learning”
phases in the mechanism. The second term of the maximum shows that once we have learned
the prices well, we definitely get good welfare.
I Lemma 20. Suppose {Ti }i∈N ← FixedPriceAuction(M, N, dp), where each bidder i picks
a subset of the remaining items which is (c, d)-competitive set for vi with prices p. Let
{Oi }i∈N be any allocation with supporting prices q. Let Si be the set of items j where
S
S
δq(j) ≤ p(j) ≤ 12 q(j) and j ∈ Oi . Denote S = i∈N Si and Sold = i Ti . Then
(
X
i

vi (Ti ) ≥ max

c
2

· q(S \ Sold),

min 2c , δd · q(S).

Moreover, suppose k is the last bidder in N . We also have vi (Tk ) ≥ 2c q(Sk \ Sold<k ),
S
where Sold<k = i<k Ti .
Proof. Let Ai = Si \ Sold. Because items in Ai are never allocated when bidder i is chosen
to act (and because each bidder picks a (c, d)-competitive set with prices p), the utility of
each bidder i satisfies
vi (Ti ) − d · p(Ti ) ≥ c · (vi (Ai ) − p(Ai )) .
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As Ai ⊆ Si , we know δq(Ai ) ≤ p(Ai ) ≤ 21 q(Ai ), and by the definition of supporting
prices, we know that q(Ai ) ≤ vi (Ai ) Thus, {Ti }i∈N achieves welfare
X
X
X

vi (Ti ) =
vi (Ti ) − d · p(Ti ) + d
p(Ti )
i∈N

i∈N

≥c

i∈N

X


vi (Ai ) − p(Ai ) + d · p(Sold)

i∈N

≥

X
i

1
c(q(Ai ) − q(Ai )) + dδ · q(Sold).
2

(*)

S
Observe that S \ Sold = i∈N Ai . Thus, ignoring the term dδq(Sold) from (*), we can
conclude the auction gets welfare at least 2c q(S \ Sold). Moreover, (*) tells us we get welfare
at least
c

c


min
, δd · q(S \ Sold) + q(Sold) ≥ min
, δd · q(S),
2
2
from which we can conclude main statement of the lemma.
For the “moreover” component, simply observe that when bidder k was picked by the
mechanism, the items in A0 := Sk \ Sold<k were still available, and that Sk ⊆ Ok , so
vi (Tk ) ≥ vi (Tk ) − dp(Tk ) ≥ c(vi (A0 ) − p(A0 )) ≥ c(q(A0 ) − q(A0 )/2) =

B.2

c
q(A0 ).
2

J

The Mechanism

For the reader’s convenience, we first briefly describe the mechanism in [1] and quote
mechanism verbatim (the only change we need to make is that every price used by
mechanism is “discounted” by an extra factor of d, plus some slight simplifications in
“removing extra assumptions” step). Then we present a slightly condensed version of
analysis.

the
the
the
the

High-level overview. Posted price mechanisms for combinatorial auctions typically use
the following high-level strategy: attempt to (approximately) learn the supporting prices
(definition 13) of an optimal allocation, then sell the items at those prices. The key innovation
of [1] is to “explore” prices for each item individually using a price tree in which each successive
layer of the tree corresponds to a finer “granularity” of prices. Initially, each item is set at a
price corresponding to the root of the tree, and in each successive round of the mechanism,
the price of each item moves one layer down in the tree to a “more precise” price which
corresponds to some child node of the old price.
The mechanism of [1] runs several fixed-price auctions for each round (i.e. each layer of
the price tree). In each of these successive auctions, each item is priced higher and higher
in a way corresponding to the children of the “old” price node of the item. The price in
the next round of the mechanism is then the highest price in the next layer where the item
was still sold. The idea here is that, in the next layer of prices, we need to make the prices
as high as possible such that the items will still sell. Intuitively, this serves to refine our
estimate for the supporting prices as we move a layer down in the tree.
In fact, the story is more subtle than this. The mechanism may not actually achieve a
better approximation to the prices in each layer, but [1] prove that if you do not get a better
estimate for the prices, then you can already get a good approximation to the optimal welfare
at the current prices. These two cases exactly correspond to the “learnable” or “allocatable”
cases in lemma 22 below. For this reason, for every layer of the price tree, the mechanism
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1

1

1

[1, γ]

γ8
γ4

[γ 2 , γ 3 ]

[γ 4 , γ 5 ]

γ8

[γ 6 , γ 7 ]

γ 12

[γ 8 , γ 9 ] [γ 10 , γ 11 ] [γ 12 , γ 13 ] [γ 14 , γ 15 ]

Figure 1 [1, Figure 2] An illustration of a price tree T e with α = 2, β = 3, and ψmin = 1.

has some chance (proportional to the number of layers) of stopping early and allocating the
items according to some fixed price auction in that layer. Thus, regardless of whether we
always learn prices or if we hit the “allocatable” in some step, we will use a good auction
with some probability.
Simplifying Assumption. It’s useful for posted price mechanisms to know ahead of time
the range of possible supporting prices of an optimal allocation. This assumption can be
removed in a fairly “modular” way, as done in [1] (though we make some modifications in
order to more easily fit our solution concept).
Let q be the supporting prices of an optimal allocation. Formally, our simplifying
assumption is the following:
I Assumption 21. There are known numbers ψmin , ψmax such that the supporting prices of
any item in q are either 0 or in [ψmin , ψmax ], and ψmax /ψmin is polynomial in m.

The price tree and mechanism parameters. We now formally describe the price tree in
terms of three parameters:
α = Θ(1) is the branching factor of the tree (and the number of auctions in each iteration
of the mechanism).
β = Θ(log log(ψmax /ψmin )) = Θ(log log m) is the number of layers in the price tree (and
the number of iterations of the mechanism).
γ = Θ(αβ) = Θ(log log m) is the “accuracy factor” of the prices.
We would like the leaves of the price tree correspond to “price buckets”
P = {[ψmin γ i , ψmin γ i+1 ] | i = 0, 1, . . . , k}
for some k large enough that all prices in [ψmin , ψmax ] are considered. Informally, we take
“learning a price q correctly” to mean that we find the bucket in P to which q belongs. We
will assign “actual” prices in p according to the smallest price ψmin γ i in the corresponding
bucket. Our goal is that, if we “learn the price of q correctly”, then the price used in p is
within a γ factor of the true price in q.
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However, for technical reasons, we need a gap of at least γ between the prices of consecutive
nodes in each layer of the tree (not just the leaves), so that prices will be guided to the
closest leaf node below the price in q (this is desirable because lemma 20 requires prices in p
to be less than in q). To ensure this, the mechanism creates a price gap of factor γ between
nodes by splitting P into
P o = {[ψmin γ 2k−1 , ψmin γ 2k ] |k = 1, . . . , αβ }
P e = {[ψmin γ 2k , ψmin γ 2k+1 ] |k = 0, . . . , αβ − 1}
Trees T o and T e are constructed with leaf nodes P o and P e respectively. We use T ∗ to
denote either of T o or T e , and P ∗ will denote the corresponding P o or P e .
The price tree T ∗ is an α-branching tree with depth β (i.e. with β + 1 layers). The leaf
nodes correspond, in left-to-right (depth-first search) order, to the price buckets in P ∗ (in
increasing order). Furthermore, any non-leaf node x corresponding to a single price, which is
the minimum value in any bucket of any leaf node which is a descendant of x. Thus, the
β+1−i
prices corresponding to consecutive level-i nodes differ by a factor of γ 2α
.
Let p be a “level-i price vector”, i.e. a vector in which the price of each item is a price
(i)
which corresponds to some level-i node. We let nextj (p) = p0 denote the price vector
constructed as follows: for each item ` ∈ M , let x be the level-i node whose corresponding
price is p(`). Then set p0 (`) to the price corresponding to the jth child node of x. Thus,
β−i
(i)
a precise formula is given by p0 (`) = γ 2α (j−1) p(`). In words, nextj (p) sets the price of
each item ` to be the jth largest “refined price” below the current price of item `.
The mechanism. We start by randomly picking a price tree T o or T e . The mechanism
then proceeds in β iterations (though it may terminate early) in which a price vector p(i) is
constructed in each iteration i. Initially, p(1) is the (unique) level-1 price vector of T ∗ . In each
1
iteration, a 10β
fraction of the bidders are selected uniformly at random, and the α different
(i)

(i)

price vectors pj = nextj (p(i) ) for j = 1, . . . , α are considered. The mechanism runs fixed
(i)

price auction with the current set of bidders on prices dpj /2 for j = 1, . . . , α. The new
(i)

(level-(i + 1)) vector p(i+1) is then constructed as follows: for each item `, p(i+1) (`) = pj (`),
(i)
dpj /2.

where j is the highest index such that item ` sold in the auction with prices
(or
p(i) (`) if no such j exists). In words, the new price of ` is the price of ` in the highest
auction in iteration i for which item ` was sold. For each fixed price auction described in this
paragraph, there is a 1/Ω(αβ) chance that the mechanism will terminate early and return
the allocation determined by the auction. This serves to strictly incentivizes bidder to pick
good sets, but also serves an important purpose for achieving the desired approximation
grantee, as discussed in the overview.
If the mechanism does not terminate early in iteration 1, . . . , β, then the final step of the
mechanism is to run a fixed price auction with all of the remaining bidders on prices dp(β) /2.
(The hope is that, for a large fraction (weighted by q) of the items, the price of the items is
in the level-β bin which is closest to the price in q, and thus we can apply lemma 20.)
The exact mechanism in [1] is quoted in Algorithm 3.

B.3

The Modified Analysis

Notation
We follow [1] and depart somewhat from conventional notation for the analysis of the
mechanism. We let i denote an iteration of the mechanism, j denote an auction inside some
iterations, b denote a bidder, and ` denote an item.
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Algorithm 3 PriceLearningMechanism(N, M ).
1: procedure Partition(N )

4:

Permute N uniformly at random.
for i = 1, 2, ..β do
|N |
bidders uniformly at random from N ; assign them to the set Ni .
Remove 10β

5:

Put the remaining items in N into Nβ+1 .

2:
3:

6: procedure PriceUpdate(A1 ,. . . ,Aα , p1 ,. . . ,pα )
7:
8:
9:

For each ` ∈ M , let p0 (`) = pj (`) for the
highest value of j such that ` is allocated in Aj (or p1 (`) if no j exists)
Return p0

10: Let (N1 , N2 , ...Nβ+1 ) ← Partition(N )
11: Pick one of the modified trees T o or T e uniformly at random and denote it by T ∗
12: Let p(1) be the (unqiue) level-1 (root) price of T ∗
13: for i = 1, . . . , β do
(i)

(i)

14:

For j = 1, . . . , α, let pj = nextj (p(i) )

15:

For j = 1, . . . , α: run FixedPriceAuction(Ni , M, dpj /2) and let Aj be the allocation

16:

With probability (1/β), pick j ∗ ∈ [α] u.a.r. and return Aj ∗ as the final allocation

17:

Otherwise, let p(i+1) ←PriceUpdate(A1 , ..., Aα , p1 , ..., pα ), and continue

(i)

(i)

(i)

(i)

(i)

(i)

(i)

18: Run FixedPriceAuction(Nβ+1 , M, dp(β+1) /2) and return the allocation A∗

Let O be an optimal allocation with supporting prices q and OP T be the optimal welfare
resulting from allocation O. Let q∗ be q restricted to items whose prices are in some
bucket of P ∗ . Let O∗ be the collection of those items. Let N1 , . . . , Nβ+1 denote the groups
of bidders from the Partition function. Given (Ni )i and T ∗ as picked by the mechanism,
define price vectors q(i) as q∗ , restricted to items which are allocated in O∗ to bidders from
Ni , Ni+1 , . . . , Nβ+1 (intuitively, we restricted attention to items which could still go to the
same bidder in A as in O, and give price 0 to items that can no longer be allocated to the right
bidder in O). Call item ` correctly priced at iteration i if q(i) (`) is in the bin corresponding
to some leaf node which is a child of the node corresponding to p(i) (`). Let C (i) denote all
items priced correctly before iteration i begins. Note that C (1) = O∗ and that an item can
only be in C (i) if it is also in C (j) for j = 1, . . . , i − 1, so C (1) ⊇ C (2) ⊇ . . . ⊇ C (β+1) . We
(i)
(i)
(i)
(i)
separate C (i) into C1 , C2 , ...Cα , where Cj is the subset of items in C (i) that are priced
(i)

D
correctly in nextj (p(i) ). For any set of bidders N 0 and items D, let ON
0 be the restriction
∗
0
of O to items in D and bidders in N .

Assumptions
Throughout the claims in this section, we assume all bidders pick (c, d)-competitive sets in
every fixed price auction they participate in, though we may not restate this assumption
in every claim statement7 . We also assume that the optimal allocation O has supporting
prices q.

7

It is somewhat easier to prove that PriceLearningMechanism is implementable in advised strategies
compared to GeneralizedMechanism below. However, we hold off and only demonstrate that GeneralizedMechanism is implementable in advised strategies, both for completeness, and in order to demonstrate
that our solution concept “composes well” to be useful for complicated mechanisms.
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The following lemma is the heart of the proof of the approximation ratio of mechanism 3.
I Lemma 22 (Learnable-Or-Allocable Lemma from [1]). Assume 21, and suppose all bidders
pick (c, d)-competitive sets in every fixed price auction they participate in. For any iteration
i ∈ [β], conditioned
any outcome of first i − 1 iterations and choice of T ∗ ,
 (i+1) on(i+1)
T
1. either E q
(C
) ≥ q(i) (C (i) ) − OP
3β , where the expectation is over Ni ;


c
2. or E val(Aj ∗ )(i) ≥ O(αβ
2 ) OP T .
First we prove a series of claims before proving the Learnable-Or-Allocable lemma,
(i)
following the same outline as [1]. For claims 23 and 24, we fix some j ∈ [α] and let D = Cj .
(i)

D
Note that q(i) (Cj ) = q(i) (ON
), as q(i) zeros out items allocated in O to bidders from
≥i
N<i .
(i)

B Claim 23. (5.3 from [1]) Deterministically, val(Aj ) ≥

c
2

(i)

D
· q(i) (ON
\ Aj ).
i
(i)

D
Proof. Recall that ON
is the restriction of O∗ to items in Cj and bidders in Ni . The
i
definition of item ` being “priced correctly” means that p(i) (`) ≤ q(i) (`). Thus, for any
D
` ∈ ON
we get that 0 · q(i) (`) ≤ dp(i) (`)/2 ≤ q(i) (`)/2. Thus, the claim follows from lemma
i
20.
C
h
i
(i)
B Claim 24. (5.4 from [1]) By randomness of choice of Ni from N≥i , E val(Aj ) ≥
i
h
(i)
c
D
( 20β
) · E q(i) (ON
>i \ Aj ) .

Proof. Consider picking a bidder k ∈ N>i uniformly at random and running an imaginary
fixed price auction on Ni ∪ {k}, where k is the last bidder chosen to act. Then by Lemma 20
(i)
(parameters in the lemma take values N = Ni ∪ {k}, Sold<k = Aj , Sk = OkD ), the value
(i)

bidder k gets from the imaginary fixed price auction satisfy vk (Tk ) ≥ 2c · q(i) (OkD \ Aj ). We
now take the expectation over the randomness on bidders Ni ∪ k,


i
h
X
c
c
1
(i)
(i)
E
[vk (Tk )] ≥ ·
E
q(i) (OkD \ Aj ) = · E 
·
q(i) (OkD \ Aj )
Ni ,k∈N>i

2

2

Ni ,k∈N>i

Ni

|N>i |

k∈N>i

1
c
(i)
D
=
· · E q(i) (ON
\ Aj ) .
>i
|N>i | 2

h

i

(i)

Observe that the expectation of val(Aj ) is the same as the expected welfare of bidders
in Ni in the imaginary fixed price auction. Since the bidders in Ni arrive before bidder k,
their expected welfare in the imaginary fixed price auction is larger equal to that of bidder k.
Thus by linearity of expectation
h
i
h
i  c 
h
i
|Ni | c
(i)
(i)
(i)
(i)
D
D
E val(Aj ) ≥
· · E q (ON>i \ Aj ) ≥
· E q(i) (ON
\
A
)
.
C
j
>i
|N>i | 2
20β
B Claim 25. (5.2 from [1]) For any j, we have
h
i
h
i
h
i
22β
(i)
(i)
(i)
(i)
· E val(Aj ) + E q(i) (Cj ∩ Aj ) ≥ E q(i) (Cj ) .
c
Proof. By combining Claim 23 and 24, we have
 h

i
h
i
h
i
2
20β
(i)
(i)
(i)
D
(i)
D
+
E val(Aj ) ≥ E q(i) (ON
>i \ Aj ) + E q (ONi \ Aj )
c
c
h
i
(i)
(i)
= E q(i) (Cj \ Aj ) .
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(i)

D
Because ON
is exactly Cj . Thus, we get
≥i

h
i
h
i
h
i
20β + 2
(i)
(i)
(i)
(i)
· E val(Aj ) + E q(i) (Cj ∩ Aj ) ≥ E q(i) (Cj ) .
c

C

The previous claim can be thought of as a preliminary version of the entire learnableor-allocatable lemma. In expectation, we get something comparable to the items which are
(i)
correctly priced in auction j of round i (i.e. q(i) (Cj )). The contribution come from either
(i)

(i)

the items which sold in the round they were “supposed to” (i.e. Cj ∩ Aj ) or the welfare of
(i)

the current allocation (i.e. Aj ) (with an extra O(β) factor). The previous claims dealt with
individual auctions within an iteration – next we handle iterations as a whole.
We still have to account for two things: items which sell in auctions where the prices are
too high and the loss in welfare from the fact that bidders in Ni will no longer be allocated
items in later rounds. The proofs in [1] hold as written – only the properties of the price
tree and the structure of the auctions are used.
B Claim 26. (5.5 from [1])
q(i) (C (i+1) ) ≥

α
X

(i)

(i)

q(i) (Aj ∩ Cj ) −

j=1

OP T
.
10β

Proof. The key observation here is that the set of “overpriced” items represent a small fraction
of the optimal revenue. Let U be the set of items that are allocated in FixedPriceAuction
with price above their correct price in round i. The
S set of items that are allocated in the
(i)
(i)
correct round but not priced correctly is exactly
\ C (i+1) . This must be a
j Aj ∩ Cj
Pα
(i)
(i)
subset of U . Thus, q(i) (C (i+1) ) ≥ j=1 q(i) (Aj ∩ Cj ) − q(U ).
Consider an allocation that gives all items in U to the bidder in the highest priced auction
where it is ever allocated. Such an allocation must give welfare ≤ OP T , but ≥ γq(i) (U )
T
due to the price gap in the tree structure. Thus q(i) (U ) ≤ γ1 OP T ≤ OP
10β (by choosing
γ = θ(log log m) ≥ 10β) .
C
B Claim 27. (5.6 from [1])
h
i
h
i OP T
E q(i+1) (C (i+1) ) ≥ E q(i) (C (i+1) ) −
.
10β
Proof. This follows simply from the fact that q(i+1) is exactly q(i) with items corresponding
(under O) to bidders in Ni set to zero, and that bidders join Ni with probability 1/(10β).
C
Proof of Learnable-Or-Allocable Lemma, Lemma 22. By Claim 26 and 27,
α
h
i X
h
i OP T
(i)
(i)
E q(i+1) (C (i+1) ) ≥
E q(i) (Aj ∩ Cj ) −
,
5β
j=1

(2)

We now have two cases. First, assume
α
X

h
i
h
i
2
(i)
(i)
E q(i) (Aj ∩ Cj ) ≥ E q(i) (C (i) ) −
OP T.
15β
j=1

(3)
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Together with (2) this immediately implies that
h
i
h
i OP T
E q(i+1) (C (i+1) ) ≥ E q(i) (C (i) ) −
.
3β
and we are in the “learnable case”.
On the other hand, if equation (3) is false, then we can sum the inequality in claim 25 for
each j = 1, . . . , α to get
α
α
h
i 22β X
h
i X
h
i
(i)
(i)
(i)
E q(i) (C (i) ) ≤
E val(Aj ) +
E q(i) (Cj ∩ Aj )
c j=1
j=1

<

α
i
h
i
22β X h
2
(i)
E val(Aj ) + E q(i) (C (i) ) −
OP T.
c j=1
15β

Thus
α
i
22β X h
2
(i)
E val(Aj ) ≥
· OP T
c j=1
15β
α
i
h
i
2c
c
1X h
(i)
(i)
E val(Aj ) ≥
· OP T.
· OP T =
⇒ E val(Aj ∗ ) =
α j=1
22 ∗ 15αβ 2
O(αβ 2 )

and we are in the “allocatable” case.

J

Theorem 16 now follows readily follow from the Learnable or Allocable Lemma.
I Theorem 28. Suppose ψmin and ψmax are given and satisfy assumption 21. Suppose the
optimal allocation O has supporting prices q, and suppose bidders pick (c, d)-competitive
sets in every fixed price auction
they participate in. Then mechanism 3 achieves an

O max 1c , d1 · (log log m)3 approximation to the optimal welfare.
Proof. Note that by the Learnable or Allocable Lemma, in the mechanism there are only two
situation that can occur, 1) event E1 : “learnable” occurs in every iteration i = 1, 2, ...β, or
2) event E2 : “allocable” occurs in some iteration k. Denote the welfare from the mechanism
as W elf . Then E [W elf ] satisfy the equation


E [W elf ] ≥ min E [W elf | E1 ] , E [W elf | E2 ] .
Now we bound E [W elf | E1 ] and E [W elf | E2 ], respectively.
Suppose that “learnable” occurs for each iteration i = 1, 2, ...β in the mechanism.
Because


C (1) consist of items whose prices belong to the bins of P ∗ , we know that E q(1) (C (1) ) =
OP T /2. Thus,




OP T
OP T
OP T
OP T
E qβ+1 (C β+1 ) ≥ E q(1) (C (1) ) −
=
−
=
.
3
2
3
6
Let Wβ+1 be the welfare achieved when the mechanism allocate in the last iteration of
fixed price auction. Since for any correctly priced item j ∈ C (β+1) , 12 q(j) ≥ p(j) ≥ γ1 q(j),







by lemma 20, Wβ+1 ≥ min 2c , γd · E qβ+1 (C β+1 ) = O min c, βd
· OP T .
It’s easy to verify that the mechanism allocates inlast iteration

 with constant probability.
Thus, in this case we get E [W elf |E1 ] at least O min c, βd
· OP T .
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In the case where “learnable” does not occur for some iteration i, “allocable” must occur
at this iteration. Thus
h
i
c
(i)
E val(Aj ∗ ) =
· OP T.
O(αβ 2 )
The mechanism allocate in iteration i with probability (1 − 1/β)i−1 · 1/β = O(1/β), thus
c
in this case E [W elf | E2 ] is at least O(αβ
3 ) · OP T .
Since β = Θ(log log m), we conclude that mechanism M achieves an approximation ratio of





1 β αβ 3
1 1
O max
, ,
= max
,
· O(log log m)3 .
J
c d c
c d

B.4

Removing Assumptions

In this section we prove Theorem 16 in full generality by 1) removing the assumption that
the supporting price lies in {0} ∪ [ψmin , ψmax ], where ψmax /ψmin = poly(m), and 2) showing
that this generalized mechanism can be implemented in advised strategies. We use a similar
(but slightly simplified) extension to PriceLearningMechanism following previous work on
truthful mechanisms for XOS bidders [12, 18, 14, 1]8 . Our variation both simplifies the
analysis and allows us to satisfy the formal definition of implementation in advised strategies
more easily.
The final mechanism is as follows.
Algorithm 4 GeneralizedMechanism(N, M).
1: Pick a subset of bidders Nstat ⊆ N by sampling each bidder in N independently and

with probability 12 . Let Nmech = N \ Nstat .
2: Run a second price auction on the grand bundle M with bidders in Nstat . Let SP A be
the welfare of the resulting allocation. With probability 12 , return the resulting allocation
and terminate. With the remaining probability, continue.
1
3: Set ψmin = 4m
2 · SP A and ψmax = 4m · SP A.
4: Run PriceLearningMechanism (Mechanism 3) on bidders in Nmech with ψmin and ψmax
and return the allocation.
First, we show that implementation in advised strategies allows us to force bidders to
play truthfully in the second-price auction of mechanism 4, and to pick (c, d)-competitive
sets in the PriceLearningMechanism.
I Lemma 29. Suppose we are given a (c, d)-approximate demand oracle D for valuations
V. Then there exists a useful poly-time computable advice A for mechanism 4 such that, if
a strategy s is advised for vi under A, then any bidder in Nstat will play truthfully in the
second price auction, and any bidder in Nmech will pick (c, d)-competitive sets in every fixed
price auction they participate in.
Proof. As in prior works [1, 12, 14], to formally meet our solution concept we need all actions
by a single bidder to happen simultaneously in order to preclude bidders from “threatening”
each other (for example, if a different bidder will only let me have items in future auctions if

8

Prior works have some probability of selling the grand bundle M in a second price auction (to handle
“dominant bidders”) or running a different algorithm to collect basic “statistics” on the bidders. We
combine the two approaches by using the result of the second price auction to calculate the statistics
(at the cost of some loss in the polynomial factor in assumption 21).
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I lie in the current auction, then truthful play does not dominate lying). Thus, we formally
implement GeneralizedMechanism as a game where each bidder can act in exactly one node.
If the bidder is assigned in Nstat , the mechanisms simultaneously asks all bidders in Nstat
for a single bid on the grand bundle. If the bidder is put in Nmech , and then into Ni for
i < β + 1, then the bidder needs to participate in α fixed-price auctions simultaneously in a
single game node. Thus, the bidder reports a list (Tj )j=1,...,α of α subsets of M , where Tj is
still available in auction j of the mechanism when it is bidder i’s turn to pick a set. Bidders
in Nβ+1 report similarly, but participate in only one auction.
Recall that the advice function A(vi , x, a) takes as input the valuation function vi of
player i, a node x of the game, and a “tentative” action a which the player may play.
The advice works as follows: for a node x which corresponds to a bidder in Nstat , A can
ignore the tentative action a and recommend truthful play in the second price auction, i.e.
A(vi , x, a) = vi (M ) in this case. If x corresponds to a bidder put in Ni ⊆ Nmech for some
i < β, then the tentative action a is some list of sets (S1 , . . . , Sα ) which bidder i may choose
in each auction. For each of the α auctions, A will run the (c, d)-approximate demand query
D (with prices and remaining items known from the node x) to get a sets T1 , . . . , Tα . Then,
A will return (S10 , . . . , Sα0 ), where Si0 is whichever of Si or Ti that gives bidder i higher utility.
The advice behaves similarly for bidders in Nβ+1 ⊆ Nmech .
It’s clear that, if D is computable in poly-time, then A(vi , x, a) is computable in poly-time.
We now show that A is useful (definition 5). A satisfies the required idempotency property,
because for bidders in Nstat , the result of A is a constant, and for bidders in Nmech , the
result is given by taking the max of sets Sj with the result of D (which is fixed given bidder’s
valuation vi and a node x of the game).
For any si and for any randomness in the mechanism, it’s clear that Avi ,s gets i utility at
least as high as s. For, if i is in Nstat , then Avi ,s recommends a dominant strategy, and if i
is in Nmech , then the utility of i is completely determined by the unique node in which i
is chosen to act, and Avi ,s will differ from s only in selecting sets with higher utility for i.
Moreover, if s 6= Avi ,s , then either s and Avi ,s differ for some node corresponding to a bidder
in Nstat , or s and Avi ,s differ for some node corresponding to a bidder in Nmech . In the first
case, because Avi ,s is dominant, there exists v−i and random outcomes of the mechanism
which get i strictly higher utility. In the second case, there must be some auction in which the
advice Avi ,s selects strictly better sets than s, and because there is positive probability that
each auction is the allocation returned by the mechanism, there are some random outcomes
of the mechanism which get the bidder strictly more utility. Thus, if Avi ,s 6= s, then Avi ,s
dominates s.
Finally, it’s clear that if a bidder plays according to strategy Avi ,s for any s, then if the
bidder is in Nstat then they play truthfully, and if the bidder is in Nmech then they select
(c, d)-competitive sets.
J
Now, we show that algorithm 4 successfully allows us to remove assumption 21. Let S be
any set of bidders and let OP T (S) denote the optimal welfare possible for bidders in S. We
say (ψmin , ψmax ) is correct for S if ψmin ≤ OP T (S)/m2 and ψmax ≥ OP T (S). We call a
bidder i dominant for a set S if vi (Oi ) > OP T8 (S) .
I Lemma 30. Let q be the supporting prices of an optimal allocation of items to bidders
in some set S. If (ψmin , ψmax ) is correct for S, then the supporting prices of a (1 − o(1))
fraction of the items (weighted by their supporting prices) are in the range I = [ψmin , ψmax ].
P
1
More formally, j∈M 1 [q(j) ∈ I] · q(j) ≥ (1 − m
) · OP T (S).

ITCS 2020

61:28

Implementation in Advised Strategies

Proof. Since ψmax ≥ OP T (S), we know that for all item j, q(j) ∈ [0, ψmax ]. Now we count
the sum over supporting prices of items whose supporting price is ≤ OP T (S)/m2 .
X
q(j) ≤ m · OP T (S)/m2 = OP T (S)/m.
q(j)≤OP T (S)/m2

Thus
X

1 [q(j) ∈ I] · q(j) ≥

j∈[m]

X

X

q(j) −



1
q(j) ≥ 1 −
· OP T (S).
m
2

J

q(j)≤OP T (S)/m

j∈[m]

I Corollary 31. For bidders in S and items in M , if (ψmin , ψmax ) is correct for S, and
ψmax /ψmin = poly(m), then PriceLearningMechanism(S,
with
 M ) returns an allocation

1
) · OP T (S), where r = O max 1c , d1 (log log m)3 .
expected welfare 1r · (1 − m
Proof. Again let q be the supporting prices of an optimal allocation of items to bidders
in some set S. Observe that although Theorem 28 assumes allh supporting price toibe in
P
0 ∪ [ψmin , ψmax ], the proof holds as is for approximating j∈[m] 1 q(j) ∈ [ψmin , ψmax ] · q(j)
(i.e. the contribution to the optimal welfare of items whose supporting price is in [ψmin , ψmax ]).
If (ψmin , ψmax ) is correct for S, then
X

h

i

1 q(j) ∈ [ψmin , ψmax ] · q(j) ≥ (1 −

j∈[m]

1
) · OP T (S).
m

We conclude that PriceLearningMechanism returns an allocation with expected welfare
1 X
·
r

h

i

1 q(j) ∈ [ψmin , ψmax ] · q(j) =

j∈[m]

where r = O max

1

1
c, d

1
1
· (1 − ) · OP T (S),
r
m


(log log m)3 .

J

The following lemma follows from a standard application of chernoff bound and is quoted
verbatim from [1]. It allows us to show that, with constant probability, a good fraction of
the welfare is achievable by bidders in both Nstat and Nmech .
I Lemma 32. [12, 18, 14, 1] Let O = (O1 , ...On ) be an optimal allocation of items M to
bidders N with welfare OP T . Suppose we sample each i ∈ N w.p. ρ independently to obtain
P
N 0 . If for every i ∈ N , we have vi (Oi ) ≤  · OP T , then i∈N 0 vi (Oi ) ≥ (ρ/2) · OP T w.p. at
ρ
).
least 1 − 2 · exp(− 2
Finally, once the previous lemma has been applied, we will need this lemma to prove that
we set the parameters correctly for PriceLearningMechanism.
I Lemma 33. If Nstat satisfy OP T (Nstat ) ≥
(ψmin , ψmax ) is correct for Nmech .
Proof. Assume Nstat satisfy OP T (Nstat ) ≥
know that SP A < OP T (Nstat ). Thus

1
4

1
4

· OP T and OP T (Nmech ) ≥

1
4

· OP T , then

· OP T and OP T (Nmech ) ≥

1
4

· OP T . We

4 · OP T (Nmech ) ≥ OP T ≥ OP T (Nstat ) ≥ SP A,
1
1
⇒ ψmin =
· SP A ≤ 2 · OP T (Nmech ).
4m2
m
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Moreover, since SP A is at least the value of M for any bidder in Nstat , we have m · SP A ≥
OP T (Nstat ). Thus
ψmax = 4m · SP A ≥ 4 · OP T (Nstat ) ≥ OP T ≥ OP T (Nmech ).
We conclude that (ψmin , ψmax ) is correct for Nmech .

J

I Theorem 34. For valuation functions v1 , . . . , vn , suppose the optimal allocation O has
supporting prices q. Let D be a (c, d)-approximate demand oraclefor valuation in {v1, . . . , vn }.
Then mechanism 4 with advice A as in lemma 29 gets a O max 1c , d1 · (log log m)3 fraction
of the optimal welfare in implementation in advised strategies.
Proof. Lemma 29 shows that there exists poly time computable advice such than, whenever
a bidder in Nstat follows advice, they play truthfully, and whenever a bidder in Nmech follows
advice, they pick (c, d)-competitive sets in every fixed price auction they participate in.
Recall that a bidder is dominant if they contribute more than a 1/8 fraction of the
welfare of an optimal allocation. Next we show that whether there is a dominant bidder
or not, the expected welfare from GeneralizedMechanism is an O max 1c , d1 (log log m)3
approximation to OP T in implementation in advised strategy with advice B.
When there is a dominant bidder, then with 12 probability the dominant bidder would
be selected in the Nstat group. Conditioned on this, with 12 probability the resulting
allocation from running second price auction on the Nstat group would be realized. Since
a dominant bidder is in Nstat group, the welfare from the second price auction is at least
OP T
8 . Thus the expected welfare of GeneralizedMechanism, conditioned on there being a
T
dominant bidder, is at least 12 · 12 · OP8 T = OP
32 .
When there is no dominant bidder, then by Lemma 32, OP T (Nstat ) ≥ 14 · OP T with
probability at least 1 − 2e−2 , which means OP T (Nstat ) < 41 · OP T with probability
< 2e−2 . Symmetrically, O(Nmech ) < 41 · OP T with probability < 2e−2 . By union bound,
both OP T (Nstat ) and OP T (Nmech ) is ≥ 41 · OP T with probability at least 1 − 4e−2 ,
which is still a positive, constant probability.
Let’s call the event where OP T (Nstat ) ≥ 41 · OP T and OP T (Nmech ) ≥ 14 · OP T the good
event.
By Lemma 33, if the good event occurs, then (ψmin , ψmax ) is correct for Nmech . By construction in GeneralizedMechanism, ψmax /ψmin = O(m3 ). By Corollary 31, conditioned
on ψmin and ψmax begin set correctly and ψmax /ψmin = poly(m), priceLearningMech1
anism returns
allocation that
achieves welfare 1r · (1 − m
) · OP T (Nmech ), where
 1 an

1
3
r = O max c , d (log log m) . Since the good event occurs, OP T (Nmech ) ≥ 14 · OP T .
We conclude that conditioned
on the good event, the expected welfare from PriceLearn
ingMechanism O max 1c , d1 (log log m)3 approximates OP T . As the event “the good
event happens and GeneralizedMechanism runs PriceLearningMechanism in setp 4” occurs
with constant probability, we conclude that Generalized
mechanism achieves expected

welfare at least OP T /O max 1c , d1 (log log m)3 when there is no dominant bidder.
Together with the fact that every allocation for XOS valuation functions has supporting
prices, we immediately get theorem 16.
I Theorem 16. Let V be a subclass of XOS valuations and let D be a poly-time (c, d)approximate demand oracle for valuation class V. Then there exists a poly-time mechanism forwelfare maximization
 when all valuations are in V with approximation guarantee
O max 1c , d1 · (log log m)3 in implementation in advised strategies with polynomial time
computable advice.
J
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C

Approximate Demand Queries vs. Approximate Welfare
Approximation

As it happens, both SimpleGreedy and SingleOrBundle were inspired by simple known
algorithms for approximate welfare maximization, combined with the following simple
observation:
I Proposition 35. S is the return of a demand query on prices p if and only if (S, M \ S) is
a welfare maximizing bundle for the following two player auction: one bidder has valuation
function v, and the other bidder has additive valuation function given by p.
Proof. The utility of v is v(S) − p(S), which differs from the welfare v(S) + p(M \ S) only
by the constant p(M ). So maximizing these two objectives is equivalent.
J
In particular, SimpleGreedy is exactly the 2-approximation algorithm from [33] played
√
by a regular bidder and a “price bidder”. SingleOrBundle is similarly inspired by the m
approximation of [17]. However, we show below that approximate demand queries do not, in
general, reduce to approximate welfare maximization.
I Example 36. Consider a budget additive valuation v with value 2 for every item and
√
√
budget of 2 m. That is, v(S) = max{2|S|, 2 m}. Let p have price 1 for each item, i.e.
√
√
p(S) = |S|. The result of a demand query on (v, p) is any set of size m, with utility m.
However, consider running an approximate welfare maximization mechanism A with two
bidders: one with valuation v(S) for bundle S and one with valuation p(S) for bundle S.
√
The optimal allocation is to give any S of size exactly m to v, and give the rest of the
√
items to p. This has welfare m + m. However, the allocation giving every item to p has
welfare m. Thus, any constant factor approximation algorithm (for which no other grantees
√
hold) may return this allocation, as m + m = (1 + o(1))m.
This corresponds to an approximate demand query giving the bidder the empty set. As
this has zero utility, it will fail to be any factor approximation ration of the optimal.
Moreover, the above example would still go through if we consider a few simple variations
on the reduction given by Proposition 35. For example, if we discount prices by a constant
√
√
factor, say d, it’s still the case that d(m − m) + 2 m = (1 + o(1))dm, so a constant-factor
approximation algorithm A might give all items to the “price player”.
Thus, approximate demand queries do not reduce to approximate welfare maximization
(at least not as outlined by Proposition 35).

D

Other Algorithms for approximate demand oracles

Here we give another algorithm for computing a (1/2, 1/2)-approximate demand oracle.
Instead of being inspired by known welfare maximization algorithms, this technique is inspired
by known submodular maximization algorithms. Namely, the algorithm MeetInMiddle below
is exactly the algorithm DeterministicUSM from [5], run on the submodular function f given
by f (S) = v(S) − p(S). When f is a nonnegative (possibly decreasing) submodular function,
[5] shows that it gives a 1/3 approximation to the maximum value of f . Unfortunately, the
submodular utility function we are interested in is possibly negative, so this result does not
apply (indeed, it is NP hard to achieve any nontrivial approximation ration for possibly
negative submodular maximization, as we discussed in section 3).
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Algorithm 5 MeetInMiddle(v, p, M ).

X ← ∅ and Y ← M
for j = 1, . . . , m do
Set aj ← v(X ∪ j) − v(X) − p(j)
Set bj ← v(Y \ j) − v(Y ) + p(j)
if aj ≥ bj then
Set X ← X ∪ j
else
Set Y ← Y \ j
return X

. For items in an arbitrary order
. Invariant: Y = X ∪ {j, . . . , m}

. or return Y (as X = Y by now)

For SimpleGreedy and SingleOrBundle, we needed to run an existing algorithm with the
“higher” prices p/d to attain a (c, d)-approximate demand oracle for (i.e. a set S for which
v(S) − p(S) ≥ c maxT v(T ) − p(T )/d). Interestingly, we show that MeetInMiddle need to
take the lower (“discounted”) prices as input in order to provide an approximation guarantee.
We show that
1. For any  > 0, S =MeetInMiddle(v, p, M ) is not a (, ) approximate demand oracle for
prices p (i.e. there exists a valuation function v such that v(S) − p(S) < maxT {v(T ) −
p(T )}).
2. MeetInMiddle(v, p/2, M ) is an ( 12 , 12 ) approximate demand oracle for prices p/2 (i.e. for
any submodular v we have v(S) − p(S)/2 ≥ 12 maxT {v(T ) − p(T )}).
I Example 37. For any  > 0, let K = 4/ and N = 2 + (K − 1)/ and M = {1, 2, ...N }.
Consider the price vector p(1) = K
2 + 1 and ∀i > 1 : p(i) = 1 −  and the bidder valuation
function v(S) = K for any S 3 1 and v(S) = 1 + (|S| − 1) for any S 3 1. One can check
that the valuation function is submodular.
MeetInMiddle will remove the first item from X, since v(M − 1) − v(M ) + p(1) = K
2 +1 >
K
1
=
v(1)
−
p(1).
Similarly,
one
can
check
that
the
algorithm
will
then
remove
all
items
−
2
except the last item N , which it will keep. Thus the algorithm returns set T = {N }, so
v(T ) − p(T ) = .
However, the optimal set is O = {1}. We have (v(O) − p(O)) = ( 2 − 1) = 2 − . Thus
v(T ) − (p(T )) < (v(O) − p(O)), and MeedInMiddle(v, p, M ) is not a (, ) approximate
demand oracle for all constant 1 >  > 0.
B Claim 38. If v is submodular, S =MeetInMiddle(v, p/2, M ) is an ( 12 , 12 ) approximate
demand oracle for prices p/2 (i.e. v(S) − p(S)/2 ≥ 21 maxT {v(T ) − p(T )}.
Proof. Let T ←MeetInMiddle(v, p/2, M ) and O = arg maxS⊆M v(S) − p(S). We use induction on |M |.
For the base case, let |M | = 1. Observe that a1 = v(1) − p(1)/2 = −b1 . Thus, T = ∅
only when v(1) ≥ p(1)/2, so T is exactly arg maxS v(S) − p(S)/2 ≥ v(O) − p(O).
Now, let |M | > 1, and assume by induction that the claim is true for all m0 < |M |.
Consider the following two cases:
If 1 6∈ T , then
p(1)
p(1)
= a1 < b1 = v(M \ 1) − v(M ) +
2
2
⇒ p(1) > v(1) + v(M ) − v(M \ 1) ≥ v(1).

v(1) −

(*)

thus 1 6∈ O. If M 0 = M \ 1, then T =MeetInMiddle(v, p/2, M 0 ) and O =
arg maxS⊆M 0 v(S) − p(S). By the inductive hypothesis, v(T ) − 12 p(T ) ≥ 21 (v(O) − p(O)).
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Suppose 1 ∈ T . Let M 0 = M \ 1 and let O2 be the set that maximizes utility on M 0
for v at prices p (i.e. O2 = arg maxS⊆M 0 v(S) − p(S)). The negation of (∗) plus the
submodularity of v tells us that
p(1) ≤ v(1) + v(M ) − v(M \ 1) ≤ v(1) + v(O2 ∪ 1) − v(O2 ).

(†)

Define a new submodular function v 0 on M 0 such that v 0 (S) = v(S∪1)−v(1) for all S ⊆ M 0 .
One can check that an item > 1 is added to X in MeetInMiddle(v, p/2, M ) if and only if it
is added to X in MeetInMiddle(v 0 , p/2, M 0 ). Thus, T \1 =MeetInMiddle(v 0 , p/2, M 0 ), and
the inductive hypothesis tells us that v 0 (T \ 1) − 12 p(T \ 1) ≥ 12 (v 0 (O20 ) − p(O20 )), where O20
is the set that maximizes utility on M 0 for v 0 on prices p (i.e. O20 = arg maxS⊆M 0 v 0 (S) −
p(S)).
We now analyze two subcases:
If 1 ∈ O, then O = 1 ∪ O20 . Thus, applying the inductive hypothesis we know
v(T ) −

p(T )
1
1
= v(1) − p(1) + (v 0 (T \ 1) − p(T \ 1))
2
2
2
1
1 0 0
≥ v(1) − p(1) + (v (O2 ) − p(O20 ))
2
2
 1
1
0
0
≥ v(1) + v (O2 ) − p(1) − p(O20 ) = (v(O) − p(O))).
2
2

If 1 6∈ O, then O = O2 . By rearranging (†), we get
p(1) ≤ 2v(1) + v 0 (O2 ) − v(O2 )


p(1)
0
⇒ v(O2 ) − v (O2 ) ≤ 2 v(1) −
.
2

(§)

Thus
 1

1
1
(v(O) − p(O)) = v(O2 ) − p(O2 ) = v 0 (O2 ) − p(O2 ) + v(O2 ) − v 0 (O2 )
2
2
2

1 0 0
≤ v (O2 ) − p(O20 ) + v(O2 ) − v 0 (O2 )
2
p(T \ 1)
p(1)
≤ v 0 (T \ 1) −
+ v(1) −
2
2
p(T )
.
= v(T ) −
2

Where the first inequality follows from the definition of O20 , and the second follows from
the inductive hypothesis combined with (§).
C
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We begin a general theory for characterizing the computational complexity of motion planning of
robot(s) through a graph of “gadgets”, where each gadget has its own state defining a set of allowed
traversals which in turn modify the gadget’s state. We study two general families of such gadgets
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solutions, and another which leads to polynomially unbounded (potentially exponential) solutions.
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certain restrictions on these gadgets, we fully characterize the complexity of bounded 1-player motion
planning (NL vs. NP-complete), unbounded 1-player motion planning (NL vs. PSPACE-complete),
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complexity of unbounded 2-player motion planning (P vs. EXPTIME-complete), bounded 2-team
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ment proofs”. The search for a hardness reduction usually starts by experimenting with
small candidate gadgets, seeing how they behave, and repeating until amassing a sufficient
collection of gadgets to prove hardness.
This approach leads to a natural question: what gadget sets suffice to prove hardness?
There are many possible answers to this question, depending on the precise meaning of
“gadget” and the style of problem considered. Schaefer [17] characterized the complexity
of all Boolean constraint satisfiability gadgets, with a dichotomy between polynomial
problems (e.g., 2SAT, Horn SAT, dual-Horn SAT, XOR SAT) and NP-complete problems (e.g.,
3SAT, 1-in-3SAT, NAE 3SAT). At STOC’97, Khanna, Sudan, Trevisan, and Williamson [13]
refined this result to characterize approximability of constraint satisfaction problems,
forking into polynomial, APX-complete, Poly-APX-complete, Nearest-Codeword-complete,
and Min-Horn-Deletion-complete. Introduced at CCC’08, Constraint Logic [7, 11] proves
sufficiency of small sets of gadgets on directed graphs that always satisfy one local rule
(weighted in-degree at least 2), in many game types (1-player, 2-player, and team games,
both polynomially bounded and unbounded), although the exact minimal sets of required
gadgets remain unknown.
The aforementioned general techniques naturally model “global” moves that can be
made anywhere at any time (while satisfying the constraints). Nonetheless, the techniques
have been successful at proving hardness for problems where moves must be made local
to an agent/robot that traverses the instance. For single-player agent-based problems, the
doors-and-buttons framework (described in [9] and improved by [19] and [18]) is a good
example of classifying a universe of abstract motion planning problems which can then be
applied. In addition, the door gadget used to prove Lemmings [20] and various Nintendo
games [2] PSPACE-complete served as a primary example of the form of gadget we wanted
to generalize.
In this paper, we analyze which gadgets suffice for hardness in a general semi-static
motion planning problem where one or more agents/robots traverse a given environment,
which only changes in response to the agent’s actions, from given start location(s) to given
goal location(s). We study a very general model of gadget, where the gadget changes state
when it gets traversed by an agent according to a general transition function, enabling
and/or disabling certain traversals in the future. We study this model from the traditional
single-robot (one-player) perspective, extending our initial work on this case [6], as well as
from the perspective of two robots or teams of robots competing to reach their respective
goals. We also analyze natural settings where the number of moves is polynomially bounded,
because each gadget can be traversed only a bounded number of times, or more general
settings where gadgets can be re-used many times and thus the number of moves can be
exponential in the environment complexity. In each case, we partially or fully characterize
which gadgets suffice to make the motion planning problem hard (NP-hard, PSPACE-hard,
EXPTIME-hard, NEXPTIME-hard, or RE-hard, depending on the scenario), and conversely
which gadgets result in a polynomially solvable problem (NL or P). Table 1 summarizes
our results.

1.1

Gadget Model and Motion-Planning Games

In general, we model a gadget as consisting of a finite number of locations (entrances/exits)
and a finite number of states; see Figure 1 for two examples. We may also consider a
family of gadgets parameterized by the problem size. In this case we restrict the number of
locations and states to be polynomial in the size of the problem. Each state s of the gadget
defines a labeled directed graph on the locations, where a directed edge (a, b) with label s0
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Table 1 Summary of our results for k-tunnel gadgets (with additional constraints listed in the left
column). A “full characterization” means that we give an easily checkable condition on the allowed
gadget set that determines the complexity of the corresponding motion planning problem; a “partial
characterization” means that we give two easily checkable conditions on the allowed gadget set, one
for the easy class and one for the hard class, each of which suffices to establish the complexity of the
corresponding motion planning problem.

1-Player Game

2-Player Game

Team Game

Polynomially
Bounded
(DAG gadgets)

NL vs. NPcomplete: full
characterization [§5]

P vs. PSPACEcomplete: full
characterization [§6]

P vs. NEXPTIMEcomplete: full
characterization [§7]

Polynomially
Unbounded
(reversible,
deterministic
gadgets)

NL vs. PSPACEcomplete: full
characterization [§2]
Planar: equivalent
[§2.3]

P vs. EXPTIMEcomplete: partial
characterization [§3]

P vs. RE-complete
(⇒ Undecidable):
partial
characterization [§4]

means that a robot can enter the gadget at location a and exit at location b, and that such a
traversal forcibly changes the state of the gadget to s0 . Equivalently, a gadget is specified
by its transition graph,1 a directed graph whose vertices are state/location pairs, where a
directed edge from (s, a) to (s0 , b) represents that the robot can traverse the gadget from a to
b if it is in state s, and that such traversal will change the gadget’s state to s0 . Gadgets are
local in the sense that traversing a gadget does not change the state of any other gadgets.
A system of gadgets consists of gadgets, their initial states, and a connection graph
on the gadgets’ locations. 2 If two locations a, b of two gadgets (possibly the same gadget)
are connected by a path in the connection graph, then the robot can traverse freely between
a and b (outside the gadgets). (Equivalently, we can think of locations a and b as being
identified, effectively contracting connected components of the connection graph.) These are
all the ways that the robot can move: exterior to gadgets using the connection graph, and
traversing gadgets according to their current states.
We define a general family of motion planning problems involving one or more robots,
each with their own start and goal location, in a system of gadgets. In a one-player game,
we are given a system of gadgets, a single robot that starts at a specified start location, and
we want to decide whether there is a sequence of moves that brings the robot to a specified
goal location. (This problem is perhaps the most common setting for robot motion planning.)
In a two-player game, we are given a system of gadgets and the start and goal locations
of two robots, and two players alternate moving their own robot by traversing a single gadget
(entering at a location reachable from the robot’s current location via the connection graph).
Both players have complete information about the locations of the robots, the locations of
the gadgets, and the states of the gadgets. Here we count gadget traversals as costing one
move, and view movement in the connection graph as instantaneous/free. The goal is to
decide whether the first player has a forced win, that is, their robot can reach their goal

1
2

In [6], the transition graph is called the “state space”, but we feel that “transition graph” more clearly
captures the automaton nature of transitions, which are discrete and directed.
In [6], locations could only be matched to exactly one other location and a ‘branching hallway’ gadget
was introduced to fulfill the need of the connection graph.
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3
1

2

3

3

1

2

(a) The locking 2-toggle gadget (L2T). In the top
state 3, you can traverse either tunnel going down,
which blocks off the other tunnel until you reverse
the initial traversal.

1

2
2

1

(b) The 1-toggle gadget. Traversing the
tunnel reverses the direction that it can be
traversed.

Figure 1 Basic gadgets that can be simulated by any interacting-k-tunnel reversible deterministic
gadget, as shown in Section 2.1.

location before the second player’s does, no matter how the second player responds to the
first player’s moves. In a team game, there are more than two robots, each controlled by a
single player, and the robots/players are partitioned into two teams; the goal of each team
is to get any one of its player’s robot to their goal location. Crucially, after a team game
begins, each player has only partial information of the current gadgets’ states: they can only
see the state of the gadgets reachable by their robot via the connection graph.
We also define planar motion planning. In this case, the cyclic order of locations on
a gadget is specified, and the system of gadgets must be embedded in the plane without
intersections. Specifically, construct the following graph from a system of gadgets: replace
each gadget with a wheel graph, which has a cycle of vertices corresponding to the locations
on the gadget in the appropriate order, and a central vertex connected to each location.
Connect locations on these wheels with edges according to the connection graph. The system
of gadgets is planar if this graph is planar. In planar motion planning, we restrict the
problem to planar systems of gadgets. Note that this allows rotations and reflections of
gadgets, but no other permutation of their locations. In some contexts, one may want to
disallow reflections of gadgets, which corresponds to imposing a handedness constraint on
the planar embedding of each wheel.

1.2

Gadget Types

We define different subclasses of gadgets that naturally model motion planning where the
number of moves is either polynomially bounded or unbounded (potentially exponential).
In both cases, we require that the various states of a gadget differ only in their orientations
of the possible traversals. More precisely, a k-tunnel gadget has 2k locations, paired in
a perfect matching whose pairs are called tunnels, such that each state defines which
direction(s) each tunnel can be traversed. All of the gadgets we consider in this paper are
k-tunnel.
In the polynomial case, we focus on “DAG” gadgets. First define the state-transition
(multi)graph of a gadget to have a vertex for each state, and a directed edge from s to s0
for each possible traversal of the gadget in state s that leads to state s0 . (This graph can be
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obtained from the transition graph by combining together all vertices with the same state.)
Then a gadget is a DAG if its state-transition graph is a directed acyclic graph. Such gadgets
naturally lead to polynomially bounded motion planning, as every gadget traversal consumes
potential within that gadget, as measured by the state (e.g., in a topological ordering of the
state-transition graph). The total number of traversals is thus bounded by the total number
of states in all gadgets in the system. (It is not enough to require that the transition graph
be acyclic, because the robot can use the connection graph and other gadgets to reach other
locations of this gadget in between traversals.)
In the polynomially unbounded case, we focus on gadgets that are “deterministic” and
“reversible”. A gadget is deterministic if its transition graph has maximum out-degree
≤ 1; i.e., a robot entering the gadget at some location in some state can exit at only one
location and in only one state. A gadget is reversible if its transition graph has the reverse
of every edge, i.e., it is the bidirectional version of an undirected graph. Thus a robot
can immediately undo any gadget traversal.3 Together, determinism and reversibility are
equivalent to requiring that the transition graph is the bidirectional version of a matching.
We also consider planar motion planning problems with a planar system of gadgets,
where the gadgets and connections are drawn in the plane without crossings. Planar gadgets
are drawn as small regions (say, disks) with their locations as points in a fixed clockwise
order along their boundary. A single gadget type thus corresponds to multiple planar gadget
types, depending on the choice of the clockwise order of locations. Connections are drawn
as paths connecting the points corresponding to the endpoint locations, without crossing
gadget interiors or other connections.
The gadget model described above is an extension of the model introduced in [6], which
characterized 2-state deterministic reversible k-tunnel gadgets that make for PSPACEcomplete one-player games (polynomially unbounded), and showed that this characterization
is the same when restricting to planar systems of gadgets. This prior result corresponds to
the 2-state special case of our result in the bottom-left cell of Table 1. In this paper, we
generalize that characterization to gadgets with arbitrarily many states, and generalize to
2-player games, team games, and (polynomially bounded) DAG k-tunnel gadgets.

1.3

Our Characterizations

In each type of motion planning problem where we obtain a full characterization of easy vs.
hard gadget sets (bounded one-player, bounded two-player, bounded team, and unbounded
one-player), we identify a class of gadgets such that motion planning with any single gadget
in that class is hard, while motion planning with any collection of gadgets not in the class is
easy. Thus, we do not see a difference in hardness between one and multiple gadget types; it
is not possible for two “easy” gadgets to combine into a hard motion planning problem. This
result is in surprising contrast to Constraint Logic where multiple gadgets were required for
hardness in any setting.
For one-player motion planning, the key property of a gadget is interacting tunnels:
the traversal of some tunnel must affect the traversability of some other tunnel in the same
gadget.4 In the unbounded case (Section 2), we show that any such gadget (that is also

3

4

This notion is different than the sense of “reversible” in reversible computing, which would mean that
we could derive which move to undo from the current state; here the undoing move only needs to be an
option.
This is roughly what [6] calls ‘non-trivial’ gadgets.
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reversible and deterministic) can be used to simulate two specific gadgets, the “locking 2toggle” and “1-toggle” (shown in Figure 1), which together suffice to prove PSPACE-hardness.
This argument involves surprisingly little case analysis, in contrast to the prior work in this
area [6], which simply enumerated and analyzed all 2-state gadgets. On the other hand,
we show that any fixed collection of gadgets without interacting tunnels reduces (via a
shortcutting argument) to graph traversal, which can be solved in NL. We furthermore show
that this dichotomy still holds for 1-player planar motion planning (Section 2.3). In the
bounded case (Section 5), we examine the naturally bounded class of DAG gadgets. We
again obtain a somewhat more complicated full characterization, which mostly depends on
the existence of interacting tunnels.
For two-player motion planning, it turns out that interacting tunnels are not required for
hardness. In the bounded case (Section 6), we show that PSPACE-completeness holds for
any DAG gadget that is nontrivial, i.e., has at least one transition in some state. We show
that any nontrivial DAG gadget can simulate one of two one-tunnel gadgets, “single-use
unidirectional edge” or “single-use bidirectional edge”, and surprisingly either suffices to
prove PSPACE-completeness. A single use-use edge is a transition in a gadget such that
after taking that transition, there are no further transitions between the two associated
locations. Obviously, two-player motion planning with trivial gadgets is in P: the robots
can only traverse the connection graph, and one merely needs to see which is closer to their
goal. In the unbounded case (Section 3), we show that any gadget with interacting tunnels
suffices for EXPTIME-completeness, and it remains an open problem whether some weaker
condition suffices.
For team motion planning, interacting tunnels are again not required for hardness. In the
bounded case (Section 7), we show that NEXPTIME-completeness holds for any nontrivial
DAG gadget, again by showing that any single-use edge gadget suffices. In the unbounded case
(Section 4), we again show that any gadget with interacting tunnels suffices for undecidability,
and it remains an open problem whether some weaker condition suffices.
Armed with the general framework of this paper, it should be much easier to prove
hardness of most games that involve motion planning of robots in an environment with
nontrivial local state. You simply need to pick a gadget that is hard according to our
characterization (with the matching boundedness and number of players/teams), draw a
single figure of how to build that gadget within the game of interest, and check that it
is possible to connect these gadgets together. While this paper focuses on general theory
building, we return to possible applications in Section 8.

2

1-Player Unbounded Motion Planning

In this section, we study reversible, deterministic gadgets, extending the work in [6] which
only considered gadgets with two or fewer states. Here we give a complete categorization
as either in NL or PSPACE-complete for reversible, deterministic gadget. For the NL half
of the characterization, Theorem 2 below shows that 1-player motion planning problems
with non-interacting-k-tunnel gadgets is in NL. For the PSPACE-completeness half of the
characterization, we introduce a new base gadget, the locking 2-toggle (L2T) shown in
Figure 1a. In Section 2.1 we show that all interacting-k-tunnel reversible deterministic
gadgets are able to simulate the locking 2-toggle. Then in Section 2.2 we show that 1-player
motion planning with locking 2-toggles is PSPACE-complete by simulating Nondeterministic
Constraint Logic. Section 2.2 shows how to adapt the construction to show these gadgets
remain PSPACE-hard even for the planar 1-player motion planning problem.
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I Lemma 1. 1-player motion planning with any set of gadgets is in PSPACE.
Proof. This was shown in [6], but included here for convenience. A configuration of the
system of gadgets consists of the state of each gadget and the location of the robot, and
has polynomial length. The algorithm that repeatedly nondeterministically picks a legal
transition, and updates the configuration based on it, accepting when the robot reaches the
goal location, decides the reachability problem in nondeterministic polynomial space. By
Savitch’s theorem, the problem is in PSPACE.
J
I Theorem 2. 1-player motion planning with any k-tunnel gadget that does not have
interacting tunnels is in NL.
Proof. We first show that if a system of such gadgets has a solution, then it has a solution
which visits each location at most once. Suppose there is a solution, and consider the last time
a solution of minimal length visits a previously visited location, assuming there is any such
time. Let v be the vertex of this last self-intersection. After leaving v for the last time, every
transition the robot makes is through a tunnel that it had not previously traversed. Since the
gadget does not have interacting tunnels, these tunnels have the same traversability when
the robot goes through them as they do originally. We modify the solution by ‘shortcutting’:
remove the portion of the solution between the first visit to v and the last visit to v, so the
robot only visits v once, and skips the loop that begins and ends at v. The new path is still a
solution: the segment before v is identical to the unmodified solution, and the segment after
v consists of tunnels whose traversability is not changed before the robot goes through them.
The shortcut path is shorter than the original solution, which was assumed to be minimal.
Thus a solution of minimal length has no self-intersections.
We’ll want to treat the system of gadgets as though it were a directed graph by replacing
each tunnel with an edge in the appropriate direction, or a pair edges if it is traversable in
either direction. We can locally walk through all the available transitions in a gadget, assess
which locations they lead to, and non-deterministically pick one to try, allowing this to be
executed in NL. A path from the start location to the end location in this graph is exactly a
solution for the system of gadgets with no self-intersections; the traversability of each tunnel
used in such a solution does not change before the tunnel is used.
Since reachability in directed graphs is in NL, the motion planning problem is also in NL.
Moreover, if the gadget has any state in which a tunnel can be traversed in one direction but
not the other, the motion planning problem is NL-complete, and otherwise it is in L.
J

2.1

Reducing to Locking 2-Toggles

In this section, we introduce the locking 2-toggle shown in Figure 1a, and we show that
all interacting-k-tunnel reversible deterministic gadgets can simulate it. The proof first
examines what constraints on a gadget are implied by being interacting-k-tunnel, reversible,
and deterministic, and goes on to identify that all such gadgets have a pair of special states
with some useful common properties. From this pair of states we construct a 1-toggle, and
then combine that with our special states to build a locking 2-toggle. One of the major
insights is identifying this special pair of states which belongs to all gadgets in the class, and
after that the primary challenge is in preventing undesired transitions, which are plentiful
when allowing such a wide class of gadgets.
I Theorem 3. Every interacting-k-tunnel reversible deterministic gadget simulates a locking
2-toggle.
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Figure 2 An arbitrary interacting-k-tunnel reversible deterministic gadget. Hollow arrows indicate
traversals that may or may not be possible. Solid or absent arrows indicate traversals that are or
are not possible, respectively.
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(a) State graph, refining Figure 2.

?
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(b) Simulating a one-directional edge.

Figure 3 An arbitrary interacting-k-tunnel reversible deterministic gadget which has no onedirectional edge.

Proof. We begin by examining an arbitrary interacting-k-tunnel reversible deterministic
gadget, as shown in Figure 2. Because the gadget has interacting tunnels, we can find a pair
of states in which traversing the top line can change the traversability of the bottom line to
the right. Since it is also reversible, the inverse transition is also possible, so traversing the
top line can change in either direction the left-to-right traversability of the bottom line. Then
without loss of generality, the gadget has the form shown in Figure 2: in state 1, traversing
the top line to the right switches to state 2, and the bottom line is not traversable to the
right. In state 2, traversing the top line to the left switches to state 1, and the bottom line
is traversable to the right, say to state 3 (which may be the same as state 1). All other
traversals may or may not be possible in either state, indicated by the question marks.
I Lemma 4. Every interacting-k-tunnel reversible deterministic gadget simulates a onedirectional edge, that is, a tunnel which (in some state) can be traversed in one direction
but not the other.
Proof. If in some state, some edge in the gadget can be traversed in one direction but not
the other, then it is a one-directional edge. Otherwise, the gadget has the form shown
in Figure 3a. Then the construction in Figure 3b is equivalent to a one-directional edge:
currently the gadget is in state 1, so the path from the bottom to the top is blocked by the
bottom edge, but from the top, you can go across the top edge, switching the gadget to state
2, and then back across the bottom edge.
J
I Lemma 5. Every interacting-k-tunnel reversible deterministic gadget simulates a 1-toggle
(Figure 1b).
Proof. By the previous lemma, we can build a one-directional edge, which has the structure
shown in Figure 4a: in state 1, we can traverse the edge to the right and switch to state 2,
but not to the left. In state 2, we can undo this transition, and possibly also traverse the
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(a) Form of state graph.
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(b) Simulating a 1-toggle.

Figure 4 A one-directional edge gadget.
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Figure 5 An arbitrary interacting-k-tunnel reversible deterministic gadget and a 1-toggle simulate
a locking 2-toggle.

edge to the right. The construction in Figure 4b is then a 1-toggle. In the current state, it
can be traversed to the right but not to the left because of the gadget on the left. After
making this traversal, it becomes the rotation of the current state, and it cannot be traversed
to the right again because of the gadget on the right.
J

To build a locking 2-toggle, we put the arbitrary gadget (in state 2), an antiparallel pair
of 1-toggles, and the rotation of the arbitrary gadget (also in state 2) in series, as in Figure 5.
Currently, the top edge is traversable to the left and the bottom edge is traversable to the
right, but not in the other direction. After traversing the top edge to the left, the 1-toggles
prevents us from traversing either edge to the left, and the leftmost gadget (in state 1)
prevents us from traversing the bottom edge to the right, so the only legal traversal is going
back across the top edge to the right. Similarly after traversing the bottom edge, the only
legal traversal is across the bottom edge in the opposite direction. Thus this construction is
equivalent to a (antiparallel) locking 2-toggle.
Traversing the simulated locking 2-toggle takes either 4 or 6 transitions of the raw gadget,
depending on whether it contains a one-directional edge (from Lemma 4). For simplicity,
we can include additional gadgets (e.g. another pair of 1-toggles) to ensure it always takes
exactly 6 transitions; this will be relevant to timing considerations in multiplayer games. J

(a) An AND vertex gadget. The leftmost edge
has weight two and is pointing in (up). The
other edges have weight one and are pointing
away (down).

(b) An OR vertex gadget. All edges are weight
2. The leftmost edge is pointing in (up), the
middle edge is free, and the rightmost edge is
pointing away (down).

Figure 6 Vertex gadgets in the NCL reduction.
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(a) An edge gadget pointed up, in the unlocked
state. The gadget is accessed by the loose end
on the left.

(b) The same edge gadget in the locked state.

Figure 7 Edge gadget in the NCL reduction.

2.2

PSPACE-hardness

In this section, we show that 1-player motion planning with the locking 2-toggle is PSPACEcomplete by a reduction from Nondeterministic Constraint Logic (NCL). See Appendix A.1
for a definition of NCL. We represent edges by pairs of locking 2-toggles. The construction
requires edge gadgets which are directed and can be flipped, as well as AND and OR
vertex gadgets which apply constraints on how many edges must be directed towards them
at any given point in time.
I Theorem 6. 1-player motion planning with the locking 2-toggle is PSPACE-complete.
Proof. Motion planning with the gadget is in PSPACE by Lemma 1. We use a reduction from
Nondeterministic Constraint Logic (NCL) to show PSPACE-hardness. See Appendix A.1 for
a definition of NCL.
The edge gadget, shown in Figure 7, contains two locking 2-toggles, each of which is
also attached to a vertex gadget. It is oriented towards one of the vertices, can be either
locked or unlocked. Specifically, the edge gadget is unlocked (Figure 7a) if either locking
2-toggle is in the middle state (with both lines traversable), and locked (Figure 7b) otherwise.
It is oriented towards the vertex attached to the locking 2-toggle whose edge not accessible
from the edge gadget is traversable. The robot can access the free line on the left. If the edge
gadget is unlocked, the robot can traverse a loop through one edge of each locking 2-toggle
to change the orientation of the edge gadget. The edge gadget switches between being locked
and unlocked when the robot moves through a vertex gadget to traverse one of the edges not
accessible from the edge gadget.
The vertex gadgets are shown in Figure 6. The robot can access the free line on the
top, and traverse loops to lock and unlock edge gadgets, enforcing the constraints of vertices.
Specifically, if all three edges are pointing towards an AND vertex, the robot can traverse a
loop to lock both weight-1 edges and unlock the weight-2 edge, or vice versa. If multiple edges
are pointing towards an OR vertex, the robot can traverse a loop to unlock the currently
locked edge and lock another edge. Observe that for both vertex gadgets, the sum of the
weights of locked edges does not change.
Given an NCL graph, we construct a maze of locking 2-toggles. Each edge in the
graph corresponds to an edge gadget (Figure 7). Each locking 2-toggle in the edge gadget
corresponds to a vertex incident to the edge. When three edges meet at a vertex, we put a
vertex gadget on the locking 2-toggles corresponding to that vertex. We use an AND vertex
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gadget (Figure 6a) or an OR vertex gadget (Figure 6b) depending on the type of vertex.
The vertical “entrance” line on each vertex gadget and horizontal “entrance” line on each
edge gadget is connected to the starting location. Each edge is oriented as in the NCL graph.
For each vertex, we pick a set of edges initially pointing at the vertex with total weight 2.
The edge gadgets corresponding to the chosen edges are locked, and other edge gadgets are
unlocked. The goal location is placed inside the edge gadget corresponding to the target
edge so that it is reachable if and only if the target edge is unlocked.
If the original NCL graph is solvable, the robot can perform the same sequence of edge
flips, visiting vertex gadgets to lock and unlock edges as necessary, and reach the goal location.
If the robot can reach the goal location, the same sequence of edge flips solves the NCL
graph. So the maze is solvable if and only if the NCL graph was.
J
This reduction is also possible without edge gadgets, and leads to a system with only one
L2T for each constraint logic edge. We use edge gadgets because the reduction is easier to
understand, and adaptations of this construction in Sections 2.3, 3, and 4 will need them.
I Corollary 7. 1-player motion planning with any interacting-k-tunnel reversible deterministic
gadget is PSPACE-complete.
Proof. Hardness follows from Theorems 3, and 6. For any such gadget, we have a reduction
from mazes of locking 2-toggles to mazes of that gadget by replacing each locking 2-toggle
with a simulation of one built from the arbitrary gadget. Motion planning with the gadget is
in PSPACE by Lemma 1.
J

2.3

Planarity

In this section, we show that interacting-k-tunnel reversible deterministic gadgets are
PSPACE-complete even for the planar 1-player motion planning problem. We once again
work with the locking 2-toggle, showing that each of its planar versions can simulate each
other. From there we use the crossing locking 2-toggle to build an A / BA crossover, which is
less powerful than a full crossover but will suffice to make our reduction in Section 2.2 planar.
An interesting question is whether the locking 2-toggle is powerful enough to build a full
crossover, which can be done with any of the 2 state gadgets. Although not needed here, it
would allow the multiplayer game results later in this paper to carry over to the planar case.
Recall for the planar problem we allow rotations and reflections of gadgets. This leaves
three distinct embeddings of the locking 2-toggle into a plane: parallel, antiparallel, and
crossing, shown in Figure 8, and which we abbreviate PL2T, APL2T, and CL2T. (Up to
only rotation, there are four, the other being the antiparallel locking 2-toggle with the other
handedness). We will allow reflections of gadgets, so these are the three kinds of locking
2-toggles we will consider.
I Lemma 8 ([6]). Parallel, antiparallel, and crossing locking 2-toggles all simulate each
other in planar graphs.
Proof. Figure 9 shows APL2T simulating CL2T, Figure 10 shows CL2T simulating PL2T,
and Figure 11 shows PL2T simulating APL2T. Note that we use both APL2Ts of both
handednesses, so we need to be able to reflect gadgets.
J
I Theorem 9. Every interacting-k-tunnel reversible deterministic gadget simulates each type
of locking 2-toggle in planar graphs.
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(a) A parallel locking 2-toggle (b) An antiparallel locking 2- (c) A crossing locking 2-toggle
(PL2T).
toggle (APL2T).
(CL2T).

Figure 8 Types of locking 2-toggles in planar mazes.

Figure 9 APL2T simulating CL2T.
(Based on [6, Figure 4].)

Figure 10 CL2T simulating PL2T.
(Based on [6, Figure 5].)

Figure 11 PL2T simulating APL2T. (Based on [6, Figure 13].)
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Figure 12 The antiparallel case of an arbitrary interacting-k-tunnel reversible deterministic
gadget.
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Figure 13 An arbitrary antiparallel interacting-k-tunnel reversible deterministic gadget and a
1-toggle simulate a PL2T.
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Figure 14 The crossing case of an arbitrary interacting-k-tunnel reversible deterministic gadget.

Proof. We follow the proof of Theorem 3. As before, we assume that traversing a line to
switch from state 1 to state 2 makes a traversal on another line legal. This new traversal can
be parallel to, antiparallel to, or cross the first traversal; we consider each case. If the new
traversal is parallel, the construction in the proof of Theorem 3 works to simulate an APL2T
in a planar graph.
If it is antiparallel, the gadget has the form shown in Figure 12. Either the gadget has a
one-directional edge, or it has the form in Figure 3a, and simulates a one-directional edge by
the construction in Figure 3b. Thus it simulates a 1-toggle by the construction in Figure 4b.
Then the construction in Figure 13 simulates a PL2T: currently either edge can be traversed
to the left, if the top edge is traversed, the left gadget blocks the bottom edge, and if the
bottom edge is traversed, the right gadget blocks the top edge.
Finally, if the new traversal crosses the first traversal, the gadget has the form shown in
Figure 14. Either it has a one-directional edge, or the construction in Figure 15 simulates
a one-directional edge, similarly to Lemma 4. So the gadget simulates a 1-toggle by the
construction in Figure 4b. Then the construction in Figure 16 simulates a PL2T, similarly
to the previous case.
Once the gadget simulates some locking 2-toggle, we can use Lemma 8 to simulate all
three types.
J
I Theorem 10. 1-player planar motion planning with any interacting-k-tunnel reversible
deterministic gadget is PSPACE-complete.
Proof. We begin by constructing some weak crossover gadgets. The crossover locking 2toggle is itself a very weak crossover. We use it to construct an A/BA crossover, shown in
Figure 17a. Calling the traversal from top to bottom A and that from left to right B, we can

2
?

Figure 15 A crossing interacting-k-tunnel reversible deterministic gadget simulates a one-way
edge.
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Figure 16 An arbitrary crossing interacting-k-tunnel reversible deterministic gadget and a
one-toggle simulate a PL2T.

perform either of the sequences A and BA. Since everything is reversible and deterministic,
we can also undo those sequences. The A/BA crossover is sufficient for the rest of the proof;
we abbreviate it as shown in Figure 17b.
We modify the proof of Theorem 6, giving a reduction from planar NCL to planar mazes
with locking 2-toggles. By Theorem 9, this is sufficient to show PSPACE-hardness. Our
gadgets use PL2Ts, CL2Ts, and A/BA crossovers; they do not use APL2Ts.
The edge gadget is shown in Figure 18, and vertex gadgets are shown in Figure 19. Given
a planar NCL graph, we construct a mazes as follows.
Pick a rooted spanning tree of the dual of the NCL graph, directed away from the root;
the robot will use this tree to navigate the graph. The system of gadgets will contain a
vertex for each face f of the NCL graph, which is a vertex of the spanning tree.
For each edge of the graph, we place an edge gadget. When an edge is in the spanning
tree, we orient it so that the A/BA crossover points, from entrance to exit, in the same
direction as the edge points in the spanning tree (left to right in Figure 18, and away from
the root). If an edge is in the spanning tree and has target f , we connect its exit to f . For
each edge e, we connect its entrance to the vertex f corresponding to the face containing its
entrance, i.e. the face adjacent to e to which we can connect its entrance without crossings.
If e is in the spanning tree, this connects the entrance of e to the source f of e.
Now we place a vertex gadget of the appropriate type for each vertex of the NCL graph,
so that the gadget shares a PL2T with each incident edge gadget. AND vertex gadgets must
be oriented so the weight-2 edge has the appropriate PL2T (the bottom one in Figure 19a).
The entrance of each vertex gadget is connected to the vertex f corresponding to the face
containing the entrance.
We set each edge gadget to the orientation of its corresponding edge. For each vertex, we
select edges directed towards it with total weight 2, and set the selected edges to locked and
other edges to unlocked. The goal location is placed inside the target edge so that reaching
it requires flipping the target edge. The starting location is the vertex corresponding to the
root of the spanning tree.
Play on this maze proceeds as follows: the robot travels down the spanning tree, crossing
edges until it reaches some face. It goes into an edge or vertex attached to that face, and
manipulates it. Then the robot travels back up the spanning tree and down a different
branch, manipulating another edge or vertex, and so on. The edge and vertex gadgets enforce
the NCL constraints. If the target edge can be flipped, the robot can reach the goal location.
Thus the maze is solvable if and only if the NCL graph was. The maze is planar by its
construction, using the planarity of the NCL graph.
This completes the proof of PSPACE-hardness. Containment in PSPACE is by Lemma 1,
so the problem is PSPACE-complete.
J
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(a) Simulating an A/BA crossover using CL2Ts.
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(b) A state diagram and notation for the A/BA
crossover.

Figure 17 An A/BA crossover gadget: the robot can traverse top to bottom (A), or traverse left
to right (B) and then top to bottom. Thinking of the gadget as a crossing pair of 1-toggles, the
vertical 1-toggle is always traversable, and the horizontal 1-toggle is traversable when the vertical
one is pointing down.

Figure 18 An edge gadget for planar graphs, currently unlocked and directed up. This is
analogous to Figure 7, with two changes. First, the bottom PL2T is “twisted” to have the same
handedness as the top PL2T for connecting to vertex gadgets; the CL2T is sufficient for the crossing
caused by this. Second, the A/BA crossover allows the robot to cross the edge from left to right,
regardless of the state of the edge. We call the line on the left the entrance and the line on the
right, on the other side of the A/BA crossover, the exit.

ITCS 2020

62:16

Toward a General Complexity Theory of Motion Planning

(a) An AND vertex for planar graphs. Currently
the weight-2 edge, connected at the bottom PL2T,
is directed towards the vertex and locked, and
both weight-1 edges are directed away. If the
weight-1 edges become directed towards the vertex, the robot can visit the vertex gadget and
traverse a loop through all three PL2Ts, locking
the weight-1 edges and unlocking the weight-2
edge. The CL2T is a sufficient crossover.

(b) An OR vertex for planar graphs. Currently the
edge containing the bottom PL2T is directed towards
the vertex, and the other edges are directed away. If
multiple edges are ever directed towards the vertex,
the robot can visit the vertex gadget, unlock the
locked edge, and lock another edge.

Figure 19 NCL vertex gadgets for planar graphs, analogous to the gadgets in Figure 6. In each
gadget, each of the three PL2Ts is also part of an edge gadget. The robot enters at the line on the
left, called the entrance, traverses loops that enforce the NCL constraints, and then leaves at the
entrance.

3

2-Player Unbounded Motion Planning

In this section, we analyze 2-player motion planning games with k-tunnel reversible deterministic gadgets. We show that any such game which includes an interacting-tunnels gadget
is EXPTIME-complete. We do so by a reduction from 2-player unbounded constraint logic,
allowing us to reuse some of the work in the prior section. In addition to building the single
player AND and OR vertices, we show how to adapt the gadgets to allow different players to
have control of different edges. We also build up the needed infrastructure to enforce turn
taking in the simulated game.
The construction of crossovers using interacting-k-tunnel reversible deterministic gadgets
with two states should allow one to show hardness for the planar version of this problem with
those gadgets and any others that simulate them. Care must be taken with the layout, timing,
and interaction between crossovers so we do not go on to prove such a result in this paper.
Unfortunately, the crossover created by the locking 2-toggle in Section 2.3 does not suffice and
thus leaves the question partially open. In addition, the question of noninteracting-k-tunnels
reversible deterministic gadgets has not been resolved. We are not able to show problems
with such gadgets are easy, and Section 6 suggests they should be at least PSPACE-hard.
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Figure 20 The timer gadget used in the 2CL reduction, made of PL2Ts and 1-toggles. In order
to travel between A and B, a player must travel between C and D three times. The timer can be
extended to the right; two iterations are shown.

I Lemma 11. 2-player motion planning with any set of gadgets is in EXPTIME.
Proof. A configuration of the maze consists of the state of each gadget and the location
of the robot, and has polynomial length. There is a polynomial-space alternating Turing
machine which nondeterministically guesses moves for each player and keeps track of the
configuration, using existential quantifiers for player 1 and universal quantifiers for player 2.
This Turing machine accepts exactly when player 1 has a forced win. Thus the problem is in
APSPACE = EXPTIME.
J
I Theorem 12. 2-player motion planning with the locking 2-toggle gadget is EXPTIMEcomplete.
Proof. This game is in EXPTIME by Lemma 11. We use a reduction from 2-player Constraint
Logic (2CL) to show EXPTIME-completeness. See Appendix A.1 for a definition of 2CL.
We begin by describing a timer gadget, shown in Figure 20. Suppose one player has
access to the bottom line. They can enter the gadget at A, and begin going through the
timer, eventually reaching a victory gadget at B. The timer has two key properties:
1. Reaching B takes a number of transitions exponential in the size of the timer. In order to
get from A to B, the player goes though the top PL2T to C, recursively travels from C to
D, goes around the loop through the top two PL2Ts, goes back from D to C, traverses the
bottom loop, once again goes from C to D, and finally proceeds to B. If traveling between
C and D takes m transitions, then traveling between A and B takes 3m + 6 transitions.
If the timer gadget is repeated k times, it takes at least 3k transition to get from A to B.
2. A player in the timer has an opportunity to exit the timer at least every 2 turns, and
exiting takes 1 turn; in particular, they can always exit within 3 turns while progressing
the timer. The player uses a 1-toggle to exit to the bottom line. They can then later
reenter using the same 1-toggle, resuming their work on the timer where they left off. If
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the player is in the timer, the next step in progressing the timer is either traversing a
loop between to PL2Ts, which takes 2 transitions, or moving horizontally between timer
segments, which takes 1 transition. Thus in 3 transition, the player can complete the
current or next step and exit to the bottom line.
The constraint logic gadgets are similar to those used in Theorem 6 for the 1-player game,
with the modification shown in Figure 21. We have added 1-toggles allowing a player at an
edge to visit and configure the incident vertices, without allowing the player to travel to
other edges. Each player’s goal location is inside the gadget corresponding to their target
edge, so that they can reach it if they can flip the edge.
Unlike the 1-player version, we need gadgets to enforce the turn order. The overall
construction is shown in Figure 22. The maze consists of three main regions: the White area,
the Black area, and the constraint logic. Each player will spend most of their time in their
own area, occasionally entering the constraint logic to flip an edge. The players’ areas are
designed to enforce turn order and progression of the game. A player can never enter the
other player’s area.
There is a single L2T separating the constraint logic area from each player’s area. This
prevents both players from being in the constraint logic at the same time.
Each player’s area contains an edge selection gadget, which consist of a locking 2-toggle
for each edge they can control. The other line in the L2T is accessible by entering the
constraint logic area and passing through a delay line four 1-toggles, and is connected to the
corresponding edge gadget. In order to access an edge gadget, the player must activate the
appropriate L2T, which requires deactivating the previously activated L2T. This ensures that
only one edge gadget is accessible by each player at any time. There is a 1-toggle separating
the edge selection gadget from the rest of the player’s area, so that switching the selected
edge requires at least 4 turns (we use one tunnel of a L2T for a 1-toggle).
Each player’s area has a timer, of length tw for White and tb for black. If a player finishes
their timer, they win.
Each player begins inside their edge selection gadget, and White goes first. The game
begins with White picking an edge and going to the constraint logic area, while Black goes
to their timer.
A round of normal play proceeds as follows:
White moves from edge selection to the constraint logic area. Black is currently in their
timer.
White enters the constraint logic, walks to their selected edge, and flips it. Black continues
working on their timer.
White returns through their constraint logic delay line. Once they pass the first 1-toggle,
Black finishes their current step in the timer and exits, moving towards edge selection.
White begins working on their timer. Black selects an edge, enters the constraint logic,
and flips the edge.
Black returns through their constraint logic delay line. Once they pass the first 1-toggle,
White exits their timer and moves to edge selection.
White selects an edge as Black enters their timer.
Suppose Black has just flipped an edge gadget; they have nothing to do but return
through the delay line of length 4. When Black is past the first 1-toggle, White will leave
their timer to flip an edge. Black might try turning around to go back to the constraint logic
area. It takes Black at least 6 turns to flip the edge back, during which White has enough
time to select an edge and reenter their timer. The game is now in the same situation as
before, except that White has progressed their timer; thus Black does not want to do this.
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Black might instead try waiting at the central L2T after White has selected an edge.
White will then go to their timer, forcing Black to exit eventually. When Black is not next
to the central L2T, White exits their timer and moves to constraint logic. Because of the
1-toggle separating edge selection from the central L2T, for Black to change their selected
edge, they must spend multiple turns away from the L2T, allowing White to enter constraint
logic; similarly if Black works on their timer, White can enter constraint logic. So Black has
no choice but to pass the turn to White.
Since White can always exit their timer within 3 turns, and Black has three more 1-toggles
to get through when White begins looking to exit, White will reach edge selection before
Black can reach edge selection, so White will be the first player ready to enter constraint
logic again. Nothing Black can do will prevent White from taking the next turn in the 2CL
game. Similarly after White flips an edge, Black will be able to take a turn next. So either
player can force the alternation of constraint logic turns.
The sizes of the timers are chosen to satisfy the following. First, if White cannot win the
constraint logic, Black should win, so Black’s timer is shorter: tb < tw . Second, if White can
win the constraint logic game, White should win first, even if Black ignores the constraint
logic game and just works on their timer. If the constraint logic graph has n edges, it takes at
most 2n constraint logic turns for White to win. Each constraint logic turn for White takes
6 turns to select an edge and return to the constraint logic, 8 turns to cross the constraint
logic delay line twice, 4 turns to access and flip an edge, and up to 5 turns to access and
configure an incident vertex, so 25 turns in total during which Black can work on their timer.
Both players might be in their timers simultaneously at most 4 times each cycle, and each
time for at most 4 turns, so Black spends at most 41 turns in their timer for each constraint
logic turn. Thus, since it takes Black at least 3tb turns to win through the timer, we need
41 · 2n < 3tb ; tb = n + 6 suffices, and we can set tw = 2n + 12.
Using these timer sizes, it is clear that the constraint logic game will resolve before either
timer if the players follow normal play. We need the timers so that Black cannot force a
draw by sitting in the constraint logic forever, preventing White from winning; White will
progress on their timer if Black attempts this.
Hence White has a forced win in the motion planning game if and only if they have a
forced win in the constraint logic game. Since 2CL is EXPTIME-complete, the 2-player
game on systems of locking 2-toggles is EXPTIME-hard. The maze used in the reduction
has only O(n) L2Ts.
J
I Theorem 13. 2-player motion planning with any interacting-k-tunnel reversible deterministic gadget is EXPTIME-complete.
Proof. This game is in EXPTIME by Lemma 11. We adapt the 2CL reduction in the proof
of Theorem 12. Replace each locking 2-toggle in that 2CL reduction with the simulation of a
locking 2-toggle from the arbitrary gadget in Theorem 3. In the new maze, each tunnel in a
simulated L2T takes 6 transitions to traverse, so the game goes 6 times slower.
The simulation still works with two players, as long as both players do not have access to
the gadget at the same time. Each L2T in the turn enforcement area is accessible only by
one player, and only one player can be in the constraint logic area at any time. The only
L2T both players have simultaneous access to is the central gadget which gives access to the
constraint logic area, so we look more carefully at that gadget.
The state with both edges traversable is shown in Figure 5 (the 1-toggle simulation still
works). Note that the simulation is of an APL2T, but the gadget in the 2CL reduction is a
PL2T; this is not a problem because we are not concerned with planarity. Suppose both
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Figure 21 A modified edge gadget for the 2CL reduction. A player can visit the vertex gadgets
attached to the edge gadget, and then return to the edge gadget.

players approach the gadget, one from the right on the top line and one from the left on the
bottom line. Whoever reaches the gadget first should “win the race”, and lock out the other
player. The simulation implements this correctly, provided that the player who arrives first
is a full turn ahead in the L2T maze, or 6 turns ahead in the new maze. The only time the
players might be within 6 turns of each other is at the very beginning of the game, so we put
a delay of 6 turns for Black to get from their start location to edge selection to ensure White
wins the race by 6 turns. If a player would arrive less than 6 turn before the other player,
they should go to their timer instead; since this is a zero-sum game and the players would
have to collaborate to break the simulation, one player will choose not to.
The other way players can interact at this gadget is when one player is exiting the
constraint logic area, and the other player is waiting just outside and enters as soon as they
can. The state of the simulation is shown in Figure 23 (the other possible state is symmetric).
One player, say White, has traversed the top edge to enter the constraint logic area, and
is about to exit by traversing the top line to the right. Black is waiting at the left end
of the bottom line, ready to enter the constraint logic area. The leftmost gadget prevents
Black from making any transitions until White begins exiting. Once White begins exiting,
the leftmost gadget switches to state 2, so Black can follow parallel to White and one turn
behind. As long as White continues through the construction at full speed, Black interacts
with the construction as though White has already finished their traversal, so it correctly
simulates a L2T. Again breaking the simulation would require the players to cooperate, and
the game is zero-sum, so at least one player will ensure the simulation works.
J

4

Team Unbounded

In this section, we show that team imperfect information games with interacting-k-tunnel
reversible deterministic gadgets is RE-complete, implying the problem is Undecidable. The
reduction is from Team Private Constraint Logic (TPCL); see Appendix A.1 for a definition.
We use many of the ideas and constructions from Section 3, but various modifications are
needed to deal with the additional player and the model of player knowledge. Recall in
this model we have three players on two different teams, each controlling a single robot.
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Figure 22 The overall structure and turn enforcement gadget. Each player’s edge selection area
has a L2T for each edge that player can flip; four are shown for each player. The bottom line from
each such L2T connects to the corresponding edge gadget. The timers are as shown in Figure 20,
with tw and tb repetitions. The inside connection to each timer is connected to its access line, and
the outside connection (to a win gadget) is at B in Figure 20. The goal location past each timer is
for the player whose side it is on.
?

?

2

?

2

?

?

Figure 23 Another state of the construction shown in Figure 5. The leftmost gadget is in state
1, and the rightmost gadget is in state 3.

All players start knowing the configuration of the entire game; however, after that point
players can only observe the states of the gadgets that their robots can reach via the
connection graph. Adaptations for the planar version and the complexity of such games with
noninteracting-tunnel gadgets remains open as in Section 3.
I Lemma 14. Team motion planning with any set of gadgets is in RE (recursively enumerable).
Proof. Suppose the White team has a forced win on some system of gadgets, and consider
the tree of possible positions when White follows their winning strategy. The branches in
the tree correspond to choices the Black team might make. Since White forces a win, every
branch of the tree is finite. Since Black has finitely many choices at each turn, the tree is
finitely branching, so by Kőnig’s infinity lemma [14], the tree is finite. In particular, there is
a finite bound on the number of turns it takes for White to win, so the winning strategy can
be described in a finite amount of space. So there are countably many potential winning
strategies, and we can sort them lexicographically.
Given a potential winning strategy, the problem of determining whether it is actually a
winning strategy is decidable: an algorithm can explore every choice Black might make, and
see whether White always wins. There are only finitely many choices to check because the
strategy only describes a finite number of turns.
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We use the following algorithm to determine whether White has a forced win. For each
potential winning strategy in lexicographic order, check whether it is a winning strategy.
If it is, accept. This algorithm accepts whenever White has a forced win, and runs forever
otherwise, so it recognizes the games in which White has a forced win.
J
Although [7] only mentions undecidability and not RE-completeness, it follows that TPCL
is RE-complete. Containment in RE is given by an argument nearly identical to the proof of
Lemma 14. The proof of undecidability is ultimately by a reduction from acceptance of a
Turing machine on an empty input, which is RE-complete, implying that TPCL is RE-hard.
I Theorem 15. Team motion planning with the locking 2-toggle gadget is RE-complete (and
thus undecidable).
Proof. Containment in RE is given by Lemma 14. For RE-hardness, we use a reduction from
TPCL, with a similar construction as in the proof of Theorem 12. The overall construction
is shown in Figure 24. Capital letters label L2Ts, and lowercase letters label lengths of delay
lines. The two tunnels in the same L2T are labelled the same, instead of being positioned
next to each other. The three players B, W1 , and W2 each have their own region. Each
region contains an edge selection area with k edges initially active, access to the constraint
logic, and some additional gadgets. We need to ensure the following:
1. Turn order is enforced. That is, the players take turns in the order B, W1 , W2 , and
neither team can gain anything by deviating from this. We use L1 and L2 to prevent B
from being in the constraint logic area at the same time as W1 or W2 , and appropriate
delays to ensure each player is ready for their turn. The timer in W2 ’s region forces B to
eventually pass the turn to W1 .
2. Each player can flip up to k edges each turn. If k edges are initially accessible for each
player, the edge selection area allows them to select any k of their edges, and a player
must end their turn in order to change their selection.
3. The White players have the correct information about the state of the game. Each of
them has a visibility area, which allows them to see the orientation of the appropriate
constraint logic edges. We must not allow W1 and W2 to both access the same L2T, as
they could then use it to communicate. So we need a more complicated mechanism to
prevent both White players from being to the constraint logic area at the same time.
For visibility, we modify the edge gadget as shown in Figure 25. The appropriate line is
connected to each White player’s visibility area if they should be able to see that edge.
A round of normal play proceeds as follows:
B begins their turn by passing down through L1 and L2 . W1 waits next to V , and W2
walks through their timer.
B flips some edges, and returns, passing V . When W1 sees this happen, they go to their
visibility area, and then select k edges. W2 continues in the timer.
B finishes exiting through the delay b. Once B has passed L1 , W1 enters the constraint
logic area. W2 reaches the end of the timer, finds S to be closed, and comes back.
B is stuck on the side of L1 away from the constraint logic area, and can select edges.
W1 flips edges and returns to just below L1 . W2 goes to their visibility area, and then
selects edges.
After a number of turns large enough that both White players are definitely ready, W1
exits L1 . The same round, W2 enters L2 , passing the turns from W1 to W2 .
W2 takes their turn. B waits just to the right of L2 , and W1 waits above X.
W2 exits L2 and goes to the timer. B passes through L2 to take their turn, and W1 waits.
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We place each player’s starting location to be at the end of a chain of 1-toggles leading
to their region, so they arrive after an appropriate delay. We can set B to have no delay and
W1 and W2 to have 2k delay, so B has time to select edges before the White players arrive.
The first turn has slightly strange timing since W2 starts the timer later than normal, but
this is not important.
We consider ways in which player might deviate from normal play, and see that in each
case they do not gain anything by deviating.
B enters the constraint logic through L2 as soon as W2 passes L2 on their way out, at
which point W2 enters the timer. B need to be able to take a full turn and go back through
S before W2 reaches the end of the timer; this takes up to 2(b + c + 2) + 2 + 11k turns, since
flipping each edge now takes up to 11 turns. So we need t > 2(b + c + 2) + 2 + 11k. The
timer forces B to return through S within t + 2 turns, since otherwise W2 wins.
The gadget V lets W1 know when B is done, since W1 can see whether B is past V while
waiting at L1 . Specifically, W1 waits until they see B stay past V for 2c turns, and then
return. For B to be unable to flip edges after this, we need 4c > t. Then W1 goes to visibility
and sees the current configuration, selects k edges for their next turn, and waits at L1 again.
For W1 to have time to do this before B gets out, we need b > 2k + 2.
Once B exits L1 , W1 goes in and flips edges. The delay d ensures that if W1 (or W2 )
flips any edges, then B will be ready for their next turn; we need 2d > 2k + 4. W2 returns
through the timer, checks visibility, and selects edges. If W2 enters constraint logic before W1
leaves, B can win through X and Y , so W2 must wait until W1 leaves. The White players
coordinate using the fact that the length of an entire round is bounded, so they can wait
long enough to ensure that they are both ready, and then W1 exits X immediately before
W2 enters Y . Since W1 was past L1 , B is locked outside of L1 , so W2 can get past L2 ; the
W1 can safely pass the turn to W2 .
While W1 is past X, B might try going through Z and X, trapping W1 . In this case, W2
can win through Z, so B will only go through Z if both X and Y are traversable.
During W2 ’s turn in the constraint logic, W1 must not be past X to prevent B from
winning through X and Y . So B can go through L1 , and go through L2 as soon as W2 exits.
That is, W2 cannot pass the turn back to W1 .
W2 might try to stay in the timer, forcing B to stay out of the constraint logic to prevent
W2 from winning through S. Then W1 might be able to take extra turns in the constraint
logic. If the White team attempts this, B will win through P and Q. If B goes through R
and P when Q is not traversable in order to trap W1 , W2 will win through R; these three
L2Ts are analogous to X, Y , and Z.
Assuming the constraints mentioned are satisfied, no player or team can usefully deviate
from normal play, and normal play simulates the TPCL game. Thus White has a forced win
in the team motion planning game if and only if they have a forced win in the TPCL game.
We can satisfy all the constraints, e.g by b = 2k + 3, c = 8k + 7, d = k + 3, and t = 31k + 27
(the constraints are not tight, but they suffice). The number of L2Ts in the resulting system
of gadgets is only linear in the number of edges in the constraint logic graph.
J
I Theorem 16. Team motion planning with any interacting-k-tunnel reversible deterministic
gadget is RE-complete.
Proof. Containment in RE is given by Lemma 14. For RE-hardness, we adapt the TPCL
reduction in Theorem 15 to work for the arbitrary gadget. As in the 2-player case of
Theorem 3, it is almost sufficient to replace each L2T with the simulation in Theorem 3. We
examine the L2Ts that are shared between two players.

ITCS 2020

62:24

Toward a General Complexity Theory of Motion Planning

Y

X

Z
To visibility

S
Q

L2

Black

P

V

L1

White 1 X

b

d

R

c

L1
P

V
Edge selection

Edge selection

To edge gadgets

To edge gadgets

Figure 24 The turn enforcement gadget for the team game. Each player has their own region
which contains an edge selection area, a path to the edge gadgets they can control, and some other
constructions. Each White player has a visibility area which allows them to see the state of some
edge gadgets in constant time. There is no good layout for the whole gadget, so we use pairs of
1-toggles that share a (capital) label to represent L2T. Long boxes with lowercase labels represent
chains of 1-toggles with length given by the label. The win gadgets are for the obvious players, and
the tunnels currently not traversable (P , Q, R, S, X, Y , and Z) will directed toward the win gadget
when they become traversable.

First, L1 and L2 are analogous to the central L2T in Theorem 3: if two player are racing
to enter, the player who should win is at least 6 turns ahead, and if one player exits and
another enters, is works correctly.
For S, P , Q, R, X, Y , and Z, we use a single copy of the arbitrary gadget with 5 extra
gadgets for delay, instead of the simulation. Considering the gadget as in Figure 2, we use
state 1, and put the bottom edge in the position next to a win gadget. For S, Q, Y , R, and
Z, if the bottom edge is traversed from state 2, the game is over, so the gadget is never in
a state other than 1 or 2 while the game is going. For P and X, we know that B cannot
safely wait past those gadgets, so the game must be about to end in Black victory if they
ever reach state 3.
For V and the visibility gadgets on edges, we use the construction in Figure 26. B has
three paths to choose from in the process of crossing the bottommost 1-toggle, and always
two of them are align with that 1-toggle, so B has two options. The White player, say W1
can see the state of a gadget in all three paths, and thus determine the orientation. If W1
goes through one of these gadgets, B will use the other path. If there were only one path,
W1 could go through the gadget, forcing B to either not flip that edge or get a gadget into
an unknown state (for L2Ts, we used the fact that W1 could never traverse that tunnel in
one direction). This visibility gadget allows W1 to see the orientation of a constraint logic
edge or V without being able to interfere.
Once we make these replacements, the new maze with the arbitrary gadget has a forced
win by White if and only if the maze with L2Ts did.
J
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W1 visibility

W2 visibility

Figure 25 An edge gadget for the TPCL reduction. This is the same as a 2CL edge gadget,
except two L2Ts have been added that allow W1 or W2 to see the state of the edge if it is connected
to their visibility area, but they cannot make any transitions.

5

1-Player Bounded Motion Planning

In this section, we consider a broad class of gadgets which are naturally in NP and give a
dichotomy classifying them as NP-complete or in NL. We examine all gadgets in tunnels
whose state-transition graph forms a DAG. We will call these DAG gadgets for short. Our
proof of hardness further applies to a larger class of gadgets, however a full classification of
more general, simple to describe classes of gadgets will require more insight or much more
case-work. Also, our constructions require the use of a crossover gadget.
The results in this section can be seen as similar to Viglietta’s Metatheorem 1 about
location traversal (being implemented by the interacting tunnels in gadgets) and single-use
paths [19]. It also bears resemblance to Metatheorem 4 about pressure plates which only affect
one door [19]. However, our proof goes through 3SAT rather than Hamiltonian Path, uses a
different underlying model which makes different features salient, and gives generalizations
in a different direction. Structurally the proof follows that used to show Mario as well as
many other games are NP-hard [1].
I Lemma 17. All DAG gadgets contain a single-use transition unless they are a transitionless
gadget.
Proof. First, find a node which only has transitions to terminal states, ones with no
possible further transitions. To find one, begin by removing all terminal states from the
graph. Of the remaining nodes, all of them which are now terminal states must have pointed
to at least one terminal state in the original graph or it would have been removed, and it
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Figure 26 A visibility gadget for the TPCL reduction. The Black player can travel between the
top and bottom, and a White player can enter the side to see which direction was traversed most
recently.

must have only pointed to terminal states or it would not be a terminal node. Terminal nodes
have no transitions. Thus the node we discovered has an available transition which closes all
tunnels in the new state. The gadget starting from that state is a single-use gadget.
J
In a system of gadgets, each DAG gadget can only be traversed polynomially many times.
This is the core reason that motion planning involving these gadgets is always in NP.
I Lemma 18. 1-player motion planning with any set of DAG gadgets is in NP.
Proof. If a gadget and its state is a sink in the state-transition graph, then no transitions
are available from that state. Each time a gadget is traversed the state of the gadget is
moved down the graph. All paths from any vertex to a leaf are of polynomial length and
thus each gadget can only be traversed polynomially many times before it no longer has any
open tunnels. Thus we can give a polynomial size witness consisting of the order in which
gadgets are visited, as well as the transition made at each gadget. To verify this certificate
we check that each specified transition is legal, and that the location after each transition is
connected to the location before the next transition in the witness.
J
Recall from Theorem 2 that all gadgets without interacting tunnels are in NL. Thus one
might hope to show that all interacting-k-tunnel DAG gadgets are NP-complete. This is true
for deterministic gadgets but false in general; nondeterministic gadgets require a more careful
categorization. We will define two behaviors a DAG gadget might have, “distant opening”
and “forced distant closing”, and show that either behavior guarantees NP-hardness, while
having neither one puts the gadget in NL.
A distant opening in a DAG gadget is a transition in some state across a tunnel which
opens a different tunnel.
I Lemma 19. 1-player motion planning with any k-tunnel DAG gadget with a distant opening
is NP-hard.
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Proof. We show this problem is hard by a standard reduction from 3SAT. See Appendix A.2
for a definition of 3SAT.
We construct our reduction as follows. We use the tunnel which is traversed in the distant
opening and one of the tunnels it opens. Each literal in a 3-CNF formula will be represented
by those two tunnels in a single gadget, in the state of the distance opening. Each variable
xi is represented by a connection to two different paths, one which goes through the opening
transitions for the xi literals, and one for the ¬xi literals. We place a single-use gadget at
the start and end of each branch of each variable to ensure only one side of the variable
is traversed. The single-use gadget prevents the agent from returning on the same branch,
and if the agent returns via the other branch, they will not be able to proceed to the next
variable.
Each clause contains connections between the openable tunnels for each of its literals. All
variable gadgets are laid out in series followed by the clause gadgets, with the goal location at
the end of the clause gadgets. Each clause gadget can only be traversed if at least one of its
corresponding variable gadgets has been traversed, allowing at least one passage to be open.
The agent can reach the goal location exactly when it has a path through the variable gadgets
which makes each clause gadget traversable, which corresponds to a satisfying assignment of
the 3-CNF formula.
J
When a transition across a tunnel closes another tunnel, the situation is more complicated,
since the agent may be able to cross the same tunnel through a different transition, choosing
not to close the other tunnel. For distant openings, the agent always chooses to open the
other tunnel. We will now consider only monotonically closing DAG gadgets, which are
DAG gadgets with no distant openings. We clarify some terminology regarding k-tunnel
DAG gadgets. A transition is an edge in the transition graph, which is a legal move between
locations which changes the state of the gadget. A traversal in a state is an orientation of a
tunnel which is open in that state. A traversal may correspond to multiple transitions; a
gadget being deterministic is equivalent to each traversal having only one transition. An
orientation of a set of tunnels in a state contains, for each tunnel in the set, a single
traversal of the tunnel the state.
For NP-completeness one might suggest there exist a traversal such that all of its
transitions close some other traversal. However, this fails in a simple two tunnel case where
one transition closes one direction of the other tunnel and the other transition closes the
other direction. This leads us to a more complex definition. A forced distant closing in a
state of a DAG gadget is a traversal across a tunnel in that state and an orientation of some
other tunnels in the state such that, for each transition corresponding to the traversal, the
transition closes some traversal in the orientation. The size of a forced distant closing is the
number of traversals in the orientation.
I Lemma 20. 1-player motion planning with any monotonic k-tunnel DAG gadget with a
forced distant closing is NP-hard.
Proof. Consider all states which have forced distant closings, and let s be such a state that
is minimal in the state-transition DAG, so that after making a transition from state s there
are no forced distant closings. We will use a forced distant closing in s with smallest size;
say this forced distant closing traverses tunnel t and has size i. We chain the i tunnels in the
orientation for the forced distant closing, in the directions specified by the orientation, to
make what is effectively a single long tunnel r. We will use the tunnels t and r in a reduction
from 3SAT, and they have two important properties:
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If the agent traverses t, it cannot later traverse r: since we are using a forced distant
closing, after traversing t at least one (oriented) tunnel in r is not traversable. Since
there are no distant openings, this tunnel cannot become traversable again.
The agent can traverse r from state s: in state s, each tunnel in r is open. The agent
begins by traversing the first tunnel in r. This cannot be a forced distant closing for the
remaining i − 1 tunnels, since we assume the smallest forced distant closing has size i. So
the agent can choose a transition which leaves the remaining tunnels in r open. After
this first traversal, there are no more forced distant closings, so the robot can always
choose a transition which leaves the remaining tunnels in r open.
We can now describe the reduction, which is very similar to the reduction in the proof of
Lemma 19. Each literal in a 3-CNF formula is represented by a gadget in state s, with the
tunnels r chained together. Each variable xi is represented by a connection to two different
paths, one which goes through t for the xi literals, and one for the ¬xi literals. We place a
single-use gadget at the start and end of each branch of each variable to ensure only one side
of the variable is traversed. The single-use gadget prevents the agent from returning on the
same branch, and if the agent returns via the other branch, they will not be able to proceed
to the next variable.
When the agent goes through the xi (resp ¬xi ) path of a variable, it closes r in the gadget
for each literal xi (¬xi ), which corresponds to assigning xi to false (true). This is reversed
from the reduction for gadgets with distant openings.
Each clause contains connections between the r for each of its literals. All variable gadgets
are laid out in series followed by the clause gadgets, with the goal location at the end of the
clause gadgets. Each clause gadget can only be traversed if at least one of its corresponding
variable gadgets has not been traversed, leaving at least one passage r open. The agent can
reach the goal location exactly when it has a path through the variable gadgets which leaves
each clause gadget traversable, which corresponds to a satisfying assignment of the 3-CNF
formula.
J
I Lemma 21. 1-player motion planning with any monotonic k-tunnel DAG gadget with no
forced distant closing is in NL.
Proof. The proof follows that of Theorem 2, though we must be more careful to account
for optional distant closings. As in Theorem 2, if a system of gadgets has a solution, then a
solution of minimal length does not intersect itself. This only requires that the gadget has
no distant openings, since then making transitions can never increase traversability, and the
shortcutting argument applies.
We locally convert the system of gadgets into a directed graph, and show a path in the
graph from the start location to the goal location corresponds to a solution to the system of
gadgets which does not intersect itself. Given a (not self-intersecting) path in the graph, we
follow the corresponding path through the system of gadgets. When we make a traversal, we
must pick a transition to avoid closing tunnels we will need later. This is always possible
because there are no forced distant closings; we can always choose a transition which does
not close any traversal in the orientation consisting of the traversals the path will later take.
By doing this, we ensure that every traversal we need is available when we get to it, so the
system of gadgets is solvable.
Suppose there is a solution to the system of gadgets that does not intersect itself. Since
it uses each tunnel at most once, and the gadget has no distant openings, the traversability
of each tunnel does not change before the solution uses it. Thus the solution is also a path
in the directed graph.
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So the system of gadgets has a solution iff there is a path from the start location to the
end location in the directed graph. Since we can locally convert the system of gadgets to the
graph in logarithmic space and solve reachability in NL, the motion planning problem is in
NL.
J
Combining Lemmas 17, 18, 19, 20, and 21, we have our dichotomy:
I Theorem 22. 1-player motion planning with a k-tunnel DAG gadget is NP-complete if
the gadget has a distant opening or forced distant closing, and otherwise is in NL.
It is natural to wonder whether this condition for hardness can be checked in polynomial
time. That is, is there a polynomial-time algorithm which determines whether 1-player
motion planning with a given DAG gadget is NP-complete? For all of our other dichotomies,
the question of whether a gadget of the appropriate type satisfies the condition for hardness
is clearly in P; in fact, in L. But a forced distant closing involves an orientation of the tunnels
in the gadget, so there may be exponentially many potential forced distant closings to check.
We will show that whenever it is necessary to search through each potential forced distant
closing, the number of states of the gadget is exponential in the number of tunnels, so the
search takes time polynomial in the number of states.
First, it is easy to determine whether a DAG gadget has a distant opening in polynomial
time, since we can iterate through the transitions and see whether each one opens another
tunnel. So we consider gadgets with no distant openings, and wish to determine whether
they have a forced distant closing.
I Lemma 23. Suppose a monotonic DAG gadget has a state s with k open tunnels, and
there are no forced distant closings from states reachable from s. Then the gadget has at least
2k states reachable from s.
Proof. For each subset of the open tunnels in s, we will find a state that has exactly those
tunnels open. Since there are 2k such subsets, this implies there are at least 2k states.
Assume without loss of generality that each tunnel is traversable from left to right in state s.
Given a subset X of the open tunnels, we perform transitions starting from s as follows.
For each tunnel not in X, traverse the tunnel repeatedly until it is closed in both directions;
this must happen eventually because the gadget is a DAG. At each traversal, choose a
transition which does not close any other tunnel from left to right. If there were no such
choice of transition, that traversal with all other tunnels oriented from left to right would be
a forced distant closing, which does not exist by assumption.
After making these transitions, we have closed each tunnel not in X without closing any
tunnels in X. Since the gadget is monotonic, we have not reopened any tunnel. So the final
state has exactly the tunnels in X open.
J
I Theorem 24. Deciding whether a 1-player motion planning with a k-tunnel DAG gadget
is NP-complete can be done in polynomial time.
Proof. The following algorithm checks in polynomial time whether 1-player motion planning
with a given a DAG gadget is NP-complete.
For each transition, see whether it is a distant opening. If it is, accept.
Iterate through the states of the gadget in reverse order; i.e. check each state reachable
from s before checking s. For each state, and for each traversal from that state:
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Suppose the state has k open tunnels other than the tunnel of the traversal. If every
transition corresponding to the traversal leaves fewer than k of these tunnels open,
accept.
Enumerate the 2k orientations of these k open tunnels, and check for each orientation
whether it is a forced distant closing with the traversal. If it is, accept.
Reject.
If the gadget has a distant opening, the algorithm notices it in the first step. Otherwise,
we check for each state and traversal whether it has a forced distant closing. If every transition
for a traversal reduces the number of other open tunnels, than any orientation of the other
tunnels gives a forced distant closing. Otherwise, we check for each orientation whether it
gives a forced distant closing. So the algorithm accepts exactly when the gadget has a distant
opening or a forced distant closing, which is when 1-player motion planning with the gadget
is NP-complete by Theorem 22.
The only step of the algorithm which does not obviously take polynomial time is running
through all 2k orientations of tunnels. Suppose the algorithm reaches this step for some
state and traversal. Then there are no forced distant closings after making a transition from
this state, since we would have accept already if there were. Also, there is some transition
corresponding to the traversal which leaves all k other open tunnels open. By Lemma 23,
there are at least 2k states reachable after making this transition. In particular, the gadget
has more than 2k states, so enumerating the 2k orientations takes time polynomial in the
number of states. Thus the algorithm runs in polynomial time.
J

6

2-Player Bounded Motion Planning

In this section, we show that it is PSPACE-complete to decide who wins in a 2-player
race with any nontrivial DAG gadget (having at least one transition). To do so we give a
construction that shows hardness for single-use paths and single-use one-way gadgets by a
reduction from QBF. A simpler construction is possible, but this construction is more easily
adapted to the team game in Section 7. This gives us a nice example of the 2-player local
motion planning problem fitting into the canonical complexity class for two-player bounded
games. It is also of interest because of how incredibly simple this gadget is. Two-location
gadgets trivially do not have interacting tunnels (there is no other tunnel to interact with)
and thus the 1-player version of these problems are contained in NL by Theorem 2.
I Lemma 25. 2-player motion planning with any set of DAG gadgets is in PSPACE.
Proof. Since each gadget can undergo only a polynomial number of transitions, the length
of the game is polynomially bounded. An alternating Turing machine which uses ∀ states to
pick Black’s moves and ∃ state to pick White’s moves can simulate the game in polynomial
time, so the motion planning problem is in AP = PSPACE.
J
I Lemma 26. 2-player motion planning with the single-use bidirectional gadget is PSPACEcomplete.
Proof. Containment in PSPACE follows from Lemma 25. For PSPACE-hardness, we reduce
from quantified boolean formulas (QBF). See Appendix A.2 for a definition of QBF.
We begin by describing the gadgets used in the reduction. The variable gadget is shown in
Figure 27. Most of the gadget is two branches, corresponding to a variable and its negation.
Each branch has a series of forks separated by single-use paths. There will be a number of
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forks depending on the number of occurrences of a literal in the formula; two forks are shown.
Each side of each fork has two single-use paths in series. The game will be constructed so
that White always prefers the top side of a fork to be traversable, and Black prefers them to
be not traversable; the top of a fork will be used later in evaluating the formula.
During the game, both players will pass through each variable gadget, with one player
taking each of the two branches. White will take the bottom side of each fork on their branch,
and Black will take the top side. Afterwards, only the branch which White took will have
forks whose top sides are traversable. Thus we consider the assignment of the variable to be
the literal corresponding to the branch White takes.
Suppose both players are at the left end of a variable gadget, and it is Player 1’s (who
may be White or Black) turn. Player 1 picks a branch, and Player 2 must walk down the
other branch. Player 1 arrives at the right end of the branches immediately before Player 2.
If Player 1 proceeds along the bottom path, Player 2 wins, so Player 1 must take the top
path, which takes one turn longer. After traversing the variable gadget, both players are at
the right end, and it is Player 2’s turn, so the other player gets to choose a branch in the
next variable gadget.
The clause gadget is shown in Figure 28. There are three paths from the left end to
the right end, corresponding to the literals in a clause. Each path goes through a fork in a
variable gadget. After variables are assigned, the single-use paths on each end of the fork are
used, as are either those on the top or those on the bottom of each fork. If the top single-use
paths are used, that path through the clause gadget is blocked, and if the bottom paths
are used, that path is open. White will ultimately win by traversing each clause gadget, so
White prefers to use the bottom side of a fork, and Black prefers to use the top side.
Each path has a large amount of delay (gadgets in series) before and after the fork, so that
trying to use the clause gadget during variable assignment results in losing before reaching
the end of the delay.
The race gadget is shown in Figure 29. It ensures both players proceed though variable
gadgets as fast as possible. Let Player 1 be the player who reaches the race gadget first in
this situation, immediately before Player 2; they are also the player who did not pick the
assignment of the last variable. If Player 1 takes the bottom path, Player 2 will win, so
Player 1 takes the top path. Then Player 2 takes the bottom path, and now the two players
have been separated.
If Player 1 arrives more than a turn ahead of Player 2, they can take the bottom path.
The next turn, before Player two can do anything at the race gadget, Player 1 wins. If Player
2 reaches the race gadget first, they can take the top path and win.
Given a quantified boolean formula with V variables and C clauses, we construct a system
of gadgets as follows. We assume the QBF has alternating quantifiers beginning with ∃.
There is a series of variable gadgets connected end-to-end corresponding to the variables of
the formula, in the order of quantification. The goal location inside each variable gadget
is a win for alternating players, beginning with Black. The branches of the variable gadget
corresponding to x correspond to the literals x and ¬x. Each branch of that variable gadget
has enough forks that each instance of a x or ¬x in the formula corresponds to a fork, and
the two branches have the same number of forks.
There is a clause gadget for each clause in the formula, connected in series. The three
branches of a clause gadget correspond to the three literals in the clause. Each branch goes
through the fork in the appropriate variable gadget corresponding to that instance of the
literal. The delay before and after each fork consists of 9C + 3V single-use paths. The right
end of the last clause is connected to a White goal location.
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P2 win

Figure 27 A variable gadget. The players arrive at the left, each take one path across, and exit
at the right.

A race gadget is connected to the right end of the last variable gadget, with the goal
locations such that Player 1 is the player with a win gadget inside the last variable gadget. The
path with a White win gadget, which Black will walk down, is followed by C(18C +6V +1)+2
of single-use paths in series leading to a Black win gadget. The other path, which White will
walk down, is connected to the first clause gadget.
Both players begin at the left end of the first variable gadget, and White goes first.
The game begins with White choosing a branch of the first variable gadget, corresponding
to a choice of variable, and Black taking the other branch. Then Black chooses a branch of
the second variable gadget, choosing the assignment of the variable based on the path White
is forced to take. The players continue to take turns assigning variables. If either player
deviates from this, such as by going into the delay in a clause gadget or by going backwards
along another path, the other player will reach the race gadget first and win; the delay in
clause gadgets is long enough to ensure that they do not have time to get through the clause
gadget before losing. Otherwise both players arrive at the race gadget, and are sent down
different branches.
White then proceed through each clause in series. Each branch of a clause is traversable if
and only if the corresponding literal is true (since White took the bottom side and Black took
the top side of each clause). The single-use paths between forks ensure that White cannot do
anything other than progress through each clause gadget. If the formula is satisfied, White
has a path through the clauses, and wins after C(18C + 6V + 1) turns. If the formula is not
satisfied, Black, who is walking down their long path, wins after slightly longer. Thus White
has a forced win if and only if the quantified formula is true.
J
I Lemma 27. 2-player motion planning with the single-use one-way gadget is PSPACEcomplete.
Proof. We again reduce from QBF. In the reduction in Lemma 26, neither player ever has
to move through a single-use gadget to the left. Thus we can replace each bidirectional
single-use gadget with a one-way single-use gadget pointing to the right, and the reduction
still works.
J
I Corollary 28. 2-player motion planning with any nontrivial DAG gadget is PSPACEcomplete.
Proof. As noted in Section 5 all DAG gadgets contain a single-use transition. This can be
bidirectional or one-way, which are both shown to be PSPACE-hard in Lemmas 26 and 27.
Containment in PSPACE is given by Lemma 25.
J
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Figure 28 A clause gadget. Each literal is also part of a variable gadget. Each branch has a long
series of gadgets so that it takes a large amount of time to traverse.

P2 win

P1 win
Figure 29 A race gadget. If Player 1 arrives at the left immediately before Player 2, each player
ends up on one of the right exits. Otherwise, the player who arrives first wins.
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7

Team Bounded Motion Planning

In this section we characterize the complexity of team imperfect information motion planning
games with DAG gadgets. Since DAG gadgets are inherently bounded, the problem is in
NEXPTIME, shown in Lemma 29. We go on to show in Lemma 30 that any nontrivial
DAG gadget is NEXPTIME-complete by first giving a reduction from dependency quantified
boolean formula (DQBF) for the single-use gadget. We then show that this proof adapts for
single-use one-way gadgets. Since all DAG gadgets with at least one transition contain at
least one of these, we achieve hardness for all such DAG gadgets.
I Lemma 29. Team motion planning with any set of DAG gadgets is in NEXPTIME.
Proof. A partial history for a player is the sequence of visible gadget states and moves
made by that player, up to some point in the game. A strategy is a family of functions,
one for each White player, that assign to each possible partial history a legal move from the
position at the end of the partial history.
Since the gadget is a DAG, the game lasts a polynomial number of turns. Each player
has polynomially many choices for each move, so there are only exponentially many possible
sequences of moves, and only exponentially many possible partial histories for each player.
Thus a strategy can be written in an exponential amount of space.
To determine whether White has a forced win in the team game, first nondeterministically
pick a strategy. Then, for each possible sequence of moves the Black players could make,
simulate the game with the White players following the strategy. If Black ever wins, reject;
if White always wins, accept. This nondeterministic algorithm accepts if and only if there
is some strategy White can use to force a win. The algorithm runs in exponential time
because there are exponentially many sequences of moves the Black players might make, and
the game for each such sequence takes a polynomial amount of time to simulate. Thus the
algorithm decides the team game on systems of the gadget in NEXPTIME.
J
I Lemma 30. Team motion planning with the single-use bidirectional gadget is NEXPTIMEcomplete.
Proof. Containment in NEXPTIME follows from Lemma 29. For NEXPTIME-completeness,
we reduce from dependency quantified boolean formulas (DQBF). See Appendix A.2 for a
definition of DQBF. In this reduction White represents the existential variables and Black
represents the universal variables.
The reduction uses the same gadgets as that in Lemma 26, except that the clause gadget
is modified as in Figure 30. This allows the White player checking the formula to try each
literal, and return to the start of the clause gadget if the literal is false. This is necessary
because the White player cannot see the state of the literals until arriving at them. For
variable gadgets, we do not include the portion with a win gadget for Player 2 (the rightmost
quarter or so in Figure 27), since we no longer want players to alternate choosing variables.
We construct the system of gadgets as follows. The overall structure is shown in Figure 31.
For each set of variables ~x1 , ~x1 , ~y1 , and ~y2 , there is a corresponding set of variable gadgets
(without the win gadget component) connected in series, followed by a race gadget. For
simplicity, we will put C forks in each branch of each variable, where the formula has C
clauses, though usually we need much fewer. Then each variable gadget takes k = 3C + 1
turns to traverse. We call the top path of a race gadget the fast exit and the bottom path
the slow exit, since (in normal play) the first (second) player to arrive leaves through the
fast (slow) exit. It will become clear which player each win gadget in a race gadget is for.
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The turn order will be B, then W1 , then W2 . Both B and W1 start at the beginning
of the variable gadgets for ~x1 . W2 starts next to a delay line of length d1 . The fast exit of
the race gadget for ~x1 and the end of this delay line both connect to the beginning of the
~x2 variable gadgets. The slow exit connects to a delay line of length d2 . The end of this
delay line and the fast exit of the ~x2 race gadget connect to the beginning of the ~y1 variable
gadgets, and the slow exit connects to a delay line of length d3 . The end of this delay line is
connected to the slow exit of the ~y1 race gadget and the beginning of the ~y2 variable gadgets.
The fast exit of the ~y1 race gadget is connected to yet another delay line of length d4 . The
slow exit of the ~y2 race gadget is connected to a long delay line of length d5 followed by a
win gadget for B, and the fast exit is connected to a longer delay line of length d5 + 3.
This all serves to accomplish the following. First, B chooses the assignment for ~x1
accompanied by W1 , so W1 learns the assignment. Then B and W1 are separated, and B
assigns ~x2 accompanied by W2 . Next, W1 chooses ~y1 accompanied by B, and finally W2
chooses ~y2 accompanied by B. The delays d1 through d4 are chosen so that the White players
arrive at exactly the right time; we have d1 = |~x1 |k + 1, d2 = |~x2 |k − 1, d3 = |~y1 |k, and
d4 = |~y2 |. If a player deviates during variable assignment, they will arrive at their next race
gadget too late, and lose.
The end of the final delay line for W1 , of length d4 , is connected to the first clause gadget,
and the clause gadgets are connected in series corresponding to the clauses of the formula.
The delay lines in each branch of each clause gadget have length V k, where V is the number
of variables; this ensures that if a player enters one of the delay lines during variable selection,
an opponent will reach a race gadget and win before they accomplish anything. The end of
the last clause gadget is connected to a win gadget for W1 . When W1 reaches each clause
gadget, they try the literals one at a time. When they cross the delay line to the fork, if
the fork is traversable, they move on to the next clause. Otherwise they return through the
other delay line and try the next literal. Each clause takes up to 6V k + 1 turns to cross.
If the formula is satisfied, W1 eventually gets through all the clauses and wins. Otherwise,
B wins after walking through their delay line of length d5 , which we can set to C(6V k + 1) + 1.
We have seen that no player or team can benefit by deviating from normal play, and
normal play is equivalent to the game corresponding to the DQBF. Thus White has a forced
win if and only if the DQBF is true.
J

I Lemma 31. Team motion planning with the single-use one-way gadget is NEXPTIMEcomplete.
Proof. The reduction in Lemma 30 still works when we replace each single-use bidirectional
gadget with a one-way bidirectional gadget. We have to be a bit more careful than in
Lemma 27: of the two paths in a clause gadget from the beginning to a fork, we need one
path to point to the right and the other to point to the left, allowing W1 to return from that
fork. All other gadgets point to the right.
J
I Corollary 32. Team motion planning with any nontrivial DAG gadget is NEXPTIMEcomplete.
Proof. Every DAG gadget has a single-use transition, which may be either bidirectional or
one-way. Both cases are shown to be NEXPTIME-hard in Lemmas 30 and 31. Containment
in NEXPTIME is Lemma 29.
J
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Figure 30 A clause gadget for team games. There are now two paths from the entrance of the
clause to each fork, so the White player traversing the clause can return if they discover the fork is
not traversable.

8

Applications

In this section we give examples of some known hard problems whose proofs can be simplified
by using this motion planning framework.

8.1

PushPull-1F

In this section, we use the results of this paper to provide a simple proof that a Sokoban
variant called PushPull-1F is PSPACE-hard, by reducing from motion planning in planar
systems of locking 2-toggles (Section 2.3). This problem, and many related problems, were
considered in [5] and were shown to be PSPACE-complete in [15] by a reduction from
nondeterministic constraint logic; our reduction is much more straightforward using the
infrastructure of the gadget framework.
I Definition 33. In PushPull-1F, there is a square grid containing movable blocks, fixed
blocks, an agent, and a goal location. The agent can freely move through empty squares, but
can’t move through blocks. The agent can push or pull one movable block at a time. The
agent wins by reaching the goal location. The corresponding decision problem is whether a
given instance of PushPull-1F is winnable.
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Figure 31 The high-level structure of the DQBF reduction.

In the notation “PushPull-1F”, “PushPull” indicates that the agent can both push and
pull, “1” indicates the number of blocks which can be moved at a time, and “F” indicates
the existence of fixed blocks [5].
I Theorem 34 ([15]). PushPull-kF is PSPACE-hard for k ≥ 1.
Proof. We reduce from 1-player planar motion planning with locking 2-toggles, shown
PSPACE-complete in Theorem 10. The (planar) connection graph is implemented using
tunnels built with fixed blocks, and the agent and target location are placed appropriately.
It suffices to build a gadget which behaves as a locking 2-toggle.
Such a gadget is shown in Figure 32. The two tunnels, currently both traversable, go
from top to left and right to bottom. They interact in the center, where traversing either
tunnel requires pushing a block into the middle square, which blocks the other tunnel. This
is surrounded by four 1-toggles, which prevent additional traversals which aren’t possible
in a locking 2-toggle. Each 1-toggle is a room with 3 blocks, which can only be entered on
one side. Upon entry, the agent can move the blocks to reveal the other exit, but doing so
requires blocking the entrance taken, which flips the 1-toggle.
J

8.2

Mario Kart

Mario Kart is a popular Nintendo racing game whose computational complexity was considered
in [3] which showed NP-completeness for 1 player races and PSPACE-completeness for 2
player races with reductions from 3SAT and QSAT respectively. Using results from this
paper, the 2 player proof now only needs a single, simple gadget, reducing a several page
proof to a paragraph.
I Theorem 35. Deciding if a player can force a win in two player Mario Kart is PSPACEhard.
Proof. A single-use one-way gadget can be constructed from a ramp and Dash Mushroom
in Mario Kart. We place a ramp before a gap in the track long enough that a racer going at
the normal maximum speed will not be able to make the jump and will fall onto another
track that will take a long time to reach the finish line, ensuring they lose. However, this
gap is small enough that, if the player uses a Dash Mushroom before, the increase in speed
will allow them to make the jump. We put a single Dash Mushroom power-up before each
ramp, ensuring the first racer to arrive can pick up the item and use it to cross the gap.
To ensure a racer does not pick up the item and then keep it for later use, we precede the
mushroom and ramp with a one-way gadget implemented by a long-fall. Along with the
trivial existence of crossovers and the finish line as a location based win condition, Mario
Kart is PSPACE-hard by Theorem 27.
J
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Figure 32 A locking 2-toggle in PushPull-1F.

9

Open Problems

This paper characterizes the complexity of two large classes of gadgets (DAG gadgets and
reversible deterministic gadgets). Ideally, we could fully characterize the complexity of motion
planning for every gadget type (and set of gadgets) as being easy or hard. There are many
specific steps we might take towards this grand goal:
1. Is 2-player motion planning with 1-toggles EXPTIME-complete? This would complete
our characterization for 2-player games with k-tunnel reversible deterministic gadgets.
As an easier target, we could prove PSPACE-hardness, perhaps by adapting the 2-player
proof for one-way closing gadgets.
2. Can we extend our characterizations of k-tunnel reversible deterministic gadgets to remove
one of these restrictions? Specifically, non-tunnel gadgets, non-reversible gadgets, and
nondeterministic gadgets are all interesting (and challenging) goals.
3. Which motion planning problems remain hard on planar systems of gadgets, like we
proved for 1-player reversible deterministic? Are there any examples of gadgets where
the planar version of the motion planning problem has a different complexity?
While we focused in this paper on general theory building, we can also explore the
application of this motion planning framework to analyze the complexity of specific problems
of interest. We conjecture that the results of this paper simplify many past hardness proofs,
which can now be reduced to one or two figures showing how to build any hard gadget
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according to our characterization, and how to connect gadgets together. See the hardness
surveys [8, 11, 12, 4] for a large family of candidate problems. Of course, we also hope that
this framework will enable the solution of many open problems in this space.
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Problem Definitions

In this appendix, we give formal definitions for the known hard problems used in this paper.
In the paper we use single player, 2-player, and team imperfect information versions of
Constraint Logic and Boolean Formula Games. The exact problems are specified in the
following sections.

A.1

Constraint Logic

Constraint Logic [7, 11] is a uniform family of games – one-player, two-player, or team, with
both bounded and unbounded variants – with the appropriate complexity in each case (as
in Table 1). We will only describe the unbounded variants of Constraint Logic, as we use
formula games for our bounded reductions. We also do not describe zero-player Constraint
Logic, as we do not need it here.
In general, a constraint graph is an undirected maximum-degree-3 graph, where each
edge has a weight of 1 (called a red edge) or 2 (called a blue edge). A legal configuration
of a constraint graph is an orientation of the edges such that, at every vertex, the total
incoming weight is at least 2. A legal move in a legal configuration of a constraint graph is
a reversal of a single edge that results in another legal configuration.
In 1-player Constraint Logic (also called Nondeterministic Constraint Logic or
NCL), we are given a legal configuration of a constraint graph and a target edge e, and we
want to know whether there is a sequence of legal moves ending with the reversal of target
edge e. In this game, two types of vertices suffice for PSPACE-completeness: an OR vertex
has exactly three incident blue edges, and an AND vertex has exactly one incident blue
edge and exactly two incident red edges. We can also assume that each OR vertex can be
assigned two “input” edges, and the overall construction is designed to guarantee that at
most one input edge is incoming at any time; thus, we only need a “Protected OR” gadget
which does not handle the case of two incoming inputs. Furthermore, the problem remains
PSPACE-complete for planar constraint graphs.
In 2-player Constraint Logic (2CL), each edge of a constraint graph is also colored
either black or white, and two players named Black and White alternate making valid moves
where each player can only reverse an edge of their color. Given a legal configuration of a
constraint graph, a target white edge for White, and a target black edge for Black, the goal
is to determine whether White has a forced win, i.e., a strategy for reversing their target
edge before Black can possibly reverse their target edge. In this game, six types of vertices
suffice for EXPTIME-completeness: and and or vertices where all edges are white, and
vertices where all edges are black, and vertices where the blue edge is white and one or both
of the red edges are black, and degree-2 vertices where exactly one edge is black.
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In Team Private Constraint Logic (TPCL), there are two players on the White
team and one player on the Black team, who play in round-robin fashion. In each move,
the player can reverse up to a constant number k of edges of their color. Each player has
a target edge to reverse, and can see the orientation of a specified set of edges, including
edges of their own color and edges incident to those edges. Given a legal configuration of a
constraint graph, the goal is to determine whether the White team has a forced win; i.e.,
whether one of the White players can reverse their target edge before Black can. In this
game, all possible black/white colorings of and and or vertices suffice for RE-completeness.
(Only undecidability has been claimed before, but RE-completeness follows by the same
arguments.)

A.2

Formula Games

A 3-CNF formula is a boolean formula ϕ of the form C1 ∧ · · · ∧ Ck , where each clause
Ci is the disjunction of up to three literals, which are variables or their negations. An
assignment for such a formula specifies a truth value for each variable, and is satisfying if
the formula is true under the assignment.
In 3SAT, we are given a 3-CNF formula, and we want to know whether it has a satisfying
assignment. 3SAT is NP-complete [10].
A partially quantified boolean formula is a formula of the form Q1 x1 : · · · : Qn xn : ϕ,
where Qi is one of the quantifiers ∀ or ∃, xi is a (distinct) variable, and ϕ is a 3-CNF formula.
An assignment for a partially quantified boolean formula specifies a truth value for each
variable in ϕ that is not any xi , called free variables. For a partially quantified boolean
formula ψ = Q1 x1 : · · · : Qn xn : ϕ with n > 0, let ψ 0 = Q2 x2 : · · · : Qn xn : ϕ. Given an
assignment S for ψ, define assignments S + x1 and S + ¬x1 for ψ 0 which assign the same
truth value as S to each free variable of ϕ and assign “true” and “false” to x1 , respectively.
The truth value of ψ under S is defined recursively as follows:
If n = 0 (so ψ = ϕ), ψ is true under S if and only if ϕ is true under S.
If n > 0 and Q1 = ∀, ψ is true under S if and only if ψ 0 is true under both S + x1 and
S + ¬x1 .
If n > 0 and Q1 = ∃, ψ is true under S if and only if ψ 0 is true under at least one of
S + x1 and S + ¬x1 .
A quantified boolean formula is a partially quantified boolean formula with no free
variables. A quantified boolean formula has only one assignment (which is empty), so we say
it is true if it is true under this unique assignment.
The truth value of a quantified boolean formula ψ = Q1 x1 : · · · : Qn xn : ϕ is equivalent to
whether ∃ has a forced win in the following game: two players ∃ and ∀ choose an assignment
for ϕ by assigning variables in the order they are quantified, with player Qi choosing the
truth value of xi . ∃ wins if the assignment satisfies ϕ.
In QBF, we are given a (fully) quantified boolean formula, and we want to know whether
it is true. QBF is PSPACE-complete, even if we restrict to formulas with alternating
quantifiers beginning with ∃. This restriction is equivalent to that ∃ and ∀ take alternating
turns, with ∃ going first [10].
A dependency quantified boolean formula is a formula of the form ∀x1 : · · · : ∀xm :
∃y1 (s1 ) : · · · : ∃yn (sn ) : ϕ, where xi and yj are (distinct) variables, ϕ is a 3-CNF formula,
and sj is a subset of {xi | i ≤ m}. We also require that every variable in ϕ is some xi or
yj (ϕ has no free variables). A strategy for a dependency quantified boolean formula is a
collection of functions fj : {true, false}sj → {true, false} for j = 1, . . . , n. A strategy solves
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a dependency quantified boolean formula if for every map S : {xi | i ≤ m} → {true, false},
the assignment given by xi 7→ S(xi ) and yj 7→ fj (S|sj ) satisfies ϕ. Intuitively, yj is only
allowed to depend on the variables in sj . A quantified boolean formula is a special case
of a dependency quantified boolean formula, where each sj = {xi | i < k} for some k. A
dependency quantified boolean formula is true if there is a strategy that solves it.
The truth value of a dependency quantified boolean formula ∀x1 : · · · : ∀xm : ∃y1 (s1 ) :
· · · : ∃yn (sn ) : ϕ is equivalent to whether the ∃ team has a forced win in the following game,
which puts a team of one player ∀ against a team of players ∃j for j = 1, . . . , n: ∀ picks a
truth value for each xi . ∃j sees the truth value for each element of sj (and nothing else) and
picks a truth value for yj . The ∃ team wins if the resulting assignment satisfies ϕ.
In the DQBF problem, we are given a dependency quantified boolean formula, and we
want to know whether it is true. DQBF is NEXPTIME-complete even if we restrict to
formulas of the form ∀~x1 : ∀~x2 : ∃~y1 (~x1 ) : ∃~y2 (~x2 ) : ϕ, where ~xi and ~yi may contain multiple
variables, and each variable in ~yi can depend on all the variables in ~xi . This restriction is
equivalent to requiring that the ∃ team has two players who each choose multiple variables,
and they see disjoint exhaustive subsets of the variables ∀ picks [16].
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Abstract
The AdS/CFT correspondence is central to efforts to reconcile gravity and quantum mechanics, a
fundamental goal of physics. It posits a duality between a gravitational theory in Anti de Sitter
(AdS) space and a quantum mechanical conformal field theory (CFT), embodied in a map known as
the AdS/CFT dictionary mapping states to states and operators to operators. This dictionary map
is not well understood and has only been computed on special, structured instances. In this work
we introduce cryptographic ideas to the study of AdS/CFT, and provide evidence that either the
dictionary must be exponentially hard to compute, or else the quantum Extended Church-Turing
thesis must be false in quantum gravity.
Our argument has its origins in a fundamental paradox in the AdS/CFT correspondence known
as the wormhole growth paradox. The paradox is that the CFT is believed to be “scrambling” –
i.e. the expectation value of local operators equilibrates in polynomial time – whereas the gravity
theory is not, because the interiors of certain black holes known as “wormholes” do not equilibrate
and instead their volume grows at a linear rate for at least an exponential amount of time. So
what could be the CFT dual to wormhole volume? Susskind’s proposed resolution was to equate
the wormhole volume with the quantum circuit complexity of the CFT state. From a computer
science perspective, circuit complexity seems like an unusual choice because it should be difficult to
compute, in contrast to physical quantities such as wormhole volume.
We show how to create pseudorandom quantum states in the CFT, thereby arguing that their
quantum circuit complexity is not “feelable”, in the sense that it cannot be approximated by any
efficient experiment. This requires a specialized construction inspired by symmetric block ciphers
such as DES and AES, since unfortunately existing constructions based on quantum-resistant one
way functions cannot be used in the context of the wormhole growth paradox as only very restricted
operations are allowed in the CFT. By contrast we argue that the wormhole volume is “feelable” in
some general but non-physical sense. The duality between a “feelable” quantity and an “unfeelable”
quantity implies that some aspect of this duality must have exponential complexity. More precisely,
it implies that either the dictionary is exponentially complex, or else the quantum gravity theory is
exponentially difficult to simulate on a quantum computer.
While at first sight this might seem to justify the discomfort of complexity theorists with equating
computational complexity with a physical quantity, a further examination of our arguments shows
that any resolution of the wormhole growth paradox must equate wormhole volume to an “unfeelable”
quantity, leading to the same conclusions. In other words this discomfort is an inevitable consequence
of the paradox.
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Abstract
We consider submodular function minimization in the oracle model: given black-box access to a
submodular set function f : 2[n] → R, find an element of arg minS {f (S)} using as few queries to
f (·) as possible. State-of-the-art algorithms succeed with Õ(n2 ) queries [13], yet the best-known
lower bound has never been improved beyond n [6].
We provide a query lower bound of 2n for submodular function minimization, a 3n/2 − 2 query
lower bound for the non-trivial minimizer of a symmetric submodular function, and a n2 query
lower bound for the non-trivial minimizer of an asymmetric submodular function.
Our 3n/2 − 2 lower bound results from a connection between SFM lower bounds and a novel
concept we term the cut dimension of a graph. Interestingly, this yields a 3n/2 − 2 cut-query lower
bound for finding the global mincut in an undirected, weighted graph, but we also prove it cannot
yield a lower bound better than n + 1 for s-t mincut, even in a directed, weighted graph.
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1

Introduction

Submodular function minimization (SFM) is a classic algorithmic problem with numerous
applications (e.g. [1, 11, 12, 14]): given black-box access to a submodular1 function f :
2[n] → R, find an element of arg min{f (S)}. Due to its ubiquity within TCS and without,
the problem has received substantial attention over the past four decades within various
communities. Seminal work of Grötschel, Lovasz, and Schrijver first established that a
minimizer can be found in poly-time [5], and after a long series of improvements the state-ofthe-art now requires Õ(n2 ) value queries to f (·) and Õ(n3 ) additional overhead.

1

f (·) is submodular if f (X ∪ Y ) + f (X ∩ Y ) ≤ f (X) + f (Y ) for all sets X, Y . This is equivalent to
f (S ∪ T ∪ {i}) − f (S ∪ T ) ≤ f (S ∪ {i}) − f (S) for all S, T, i (called diminishing marginal returns).
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Despite remarkable progress on the algorithmic front, shockingly few lower bounds on
submodular function minimization are known. It is perhaps unsurprising that computational
lower bounds are elusive, but even query lower bounds are virtually non-existent. Indeed,
state-of-the-art query lower bounds for SFM have remained stagnant at exactly n for the
past decade [6]. Our main results are new query lower bounds for three variants of SFM. We
briefly provide the formal problem statements and our main results below, followed by an
overview of context and related work.
I Definition 1 (Query Complexity of Submodular Function Minimization). Given as input
black-box access to a submodular function f (·) over n elements, output an element of
arg minS {f (S)}, along with minS {f (S)}. The query complexity of SFM is equal to the
minimum q(·) such that a deterministic algorithm solves SFM on all instances of n elements
with at most q(n) queries.
If f (·) is further assumed symmetric, i.e. f (S) = f ([n] \ S) for all S, this is Symmetric
SFM.
If we ask for arg minS ∈{∅,[n]}
{f (S)}, this is Non-Trivial SFM (we will also use both
/
qualifiers).2
As a representative problem to have in mind, imagine a graph on n nodes with positive
edge weights and define f (S) to be the weight of all edges leaving set S (the value of cut S).
Then f (·) is submodular, and non-trivial symmetric SFM would count the number of cut
queries needed to find the mincut. If you seek the minimum s-t cut (and adjust notation
so that f (S) is equal to the weight of all edges leaving S ∪ {s}), then this is standard SFM
(because it is valid to output ∅, which implies that the mincut is s). If you seek the global
mincut in a directed graph, then this is an instance of Non-Trivial SFM (because it is now
invalid to output ∅). If you seek the global mincut in an undirected graph, then this is an
instance of Non-Trivial Symmetric SFM (because it doesn’t matter which side of the cut is
sending versus receiving). Our main results are below.
I Theorem 2 (Main Results). The following lower bound the query complexity of SFM:
The query complexity of SFM is at least 2n.
The query complexity of Non-Trivial Symmetric SFM is at least 3n/2 − 2.

The query complexity of Non-Trivial SFM is at least n2 .

1.1

New Technique: The Cut Dimension

Our SFM and Non-Trivial SFM lower bounds are direct constructions, and we defer all related
intuition and technical details to the corresponding sections. Our Non-Trivial Symmetric
SFM lower bound, however, derives from a new framework based on the cut dimension of
graphs.
I Definition 3 (Global Cut Dimension, special case of Definition 11). Let G be a directed graph
with m edges, and let S be a subset of nodes. Define ~v S be the vector in Rm with veS = 1
iff the edge e has left endpoint in S and right endpoint not in S (and veS = 0 otherwise).
Then the cut dimension of G is the dimension of span({~v S , S is a global mincut}). We also
consider the following variants:

2

Indeed, note that Symmetric SFM (without the Non-Trivial qualifier) is trivial, as ∅ (or [n]) is always a
solution.
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If G is undirected, then veS = 1 iff the edge e has one endpoint in S and the other not in
S.
If we seek the min s-t cut, then veS = 1 iff the edge e has left endpoint in S ∪ {s} and
right endpoint not in S ∪ {s}. We also take the dimension over min s-t cuts instead of
global mincuts. In this case, we call this the s-t Cut Dimension.
Our main result concerning the cut dimension connects it to SFM lower bounds:
I Theorem 4 (Special case of Theorem 15). If an undirected graph exists with Global Cut
Dimension d, then the query complexity of Non-Trivial Symmetric SFM is at least d.
If a graph exists with s-t Cut Dimension d, then the query complexity of SFM is at least d.
If a directed graph exists with Global Cut Dimension d, then the query complexity of
Non-Trivial SFM is at least d.
Interestingly, we also establish that the Cut Dimension is a equivalent to the best
achievable lower bounds based on graphs via a canonical perturbation approach. Our
3n/2 − 2 lower bound for Non-Trivial Symmetric SFM follows immediately from Theorem 4
and the construction of an undirected graph with Global Cut Dimension 3n/2 − 2. We also
establish that every graph has s-t Cut Dimension at most n + 1, meaning this approach is
useful for Non-Trivial SFM but not SFM.

1.2

Related Work

The first poly-time (and strongly poly-time) algorithms for SFM were given by [5] using
the Lovasz extension and the Ellipsoid algorithm [10]. A substantial series of improvements
followed over the subsequent four decades [3, 18, 4, 8, 7, 19, 15, 9] The state-of-the-art is
an Õ(n2 ) upper bound on the query complexity of SFM [13], an O(n3 ) upper bound on the
query complexity of Non-Trivial Symmetric SFM [16], and an Õ(n3 ) upper bound on the
query complexity of Non-Trivial SFM [13].3
Despite this substantial progress on upper bounds, the only unconditional query lower
bound is just n (which is surprisingly non-trivial to establish) [6]. [2] give a construction
which requires Ω(n) queries to the Lovasz extension (if the algorithm can only query the
Lovasz extension), but one can find the minimizer in their construction by simply querying
all n singletons.
Our Non-Trivial Symmetric SFM lower bound uses the cut function in graphs. Recent
work of [17] establishes that this particular instance of Non-Trivial Symmetric SFM (in
unweighted graphs) can be solved by a randomized algorithm in Õ(n) queries, but our
techniques are unrelated.

1.3

Roadmap

Section 2 provides our 2n lower bound for SFM, which is a direct construction. Section 3
proves (a generalization of) Theorem 4 and provides a graph with Global Cut Dimension
3n/2 − 2, yielding
 our 3n/2 − 2 lower bound for Non-Trivial Symmetric SFM. Section 4
provides our n2 lower bound for Non-Trivial SFM, which is also a direct construction.
Appendix B contains auxiliary claims concerning cut queries in graphs (i.e., it is impossible
to learn precisely a directed graph using cut queries, what can you learn?) which are not
necessary for our lower bounds, but likely useful for future work. Appendix A contains one
omitted proof.
3

The final bound follows by a reduction from Non-Trivial SFM to SFM incurring a blowup of 2n (for
all elements i, run SFM only over sets containing i and not containing i + 1, and then only over sets
containing i and not i − 1).
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2

A 2n Query Lower Bound for SFM

This section proves our lower bound on SFM.
I Theorem 5. The query complexity of SFM is at least 2n.
Let us first provide intuition for our construction. We start with an arbitrary permutation
σ on [n], and define the important sets Ri for 0 ≤ i ≤ n by Ri := {σ(1), σ(2), ..., σ(i)} for
each i ∈ [n] ∪ {0}. Observe that there is exactly one important set of each size from 0 to
n. These important sets will be the potential minimizers. Intuitively, we will define our
function such that: (a) any algorithm must query at least n − 1 unimportant sets to learn
the important sets, and (b) any algorithm must query all n + 1 important sets to learn the
minimizer. In detail:
Let σ be an arbitrary permutation on [n].
Define Ri := {σ(1), . . . , σ(i)} for each i ∈ [n] ∪ {0}.
For each i ∈ [n] ∪ {0}, let ci ∈ {0, 1}.
Define the function fσ~c (·) such that (below, j(S) denotes the maximum j such that
Rj ⊆ S):
(
−ci
if S = Ri for some 0 ≤ i ≤ n
~
c
fσ (S) =
(|S| − j(S)) · (n + 2 − j(S)) else
That is, fσ~c (·) is defined to be non-negative on the unimportant sets, and non-positive on
the important sets. Intuitively, queries to unimportant sets give information regarding σ,
and queries to important sets give information regarding ~c. It is not obvious, but straightforward to establish that fσ~c (·) is submodular for all σ, ~c. The proof of Lemma 6 appears in
Appendix A.
I Lemma 6. For all σ, ~c, fσ~c is submodular.
We now provide a complete proof that deterministic algorithms must make 2n queries for
functions of the form fσ~c (·). We define an adversary which adaptively sets σ, ~c as queries are
made:
Initialize σ, ~c to be undefined.
Let i denote the maximum j such that σ(j) is defined (so initially i = 0).
When a new query, S, is made:
1. If S = Rj , for some j ≤ i, answer 0 and set cj = 0. Call this an important query.
2. If Ri 6⊆ S, j(S) is defined. Answer (|S| − j(S)) · (n + 2 − j(S)). Call this a useless
query.
3. If Ri ⊂ S, j(S) is not yet defined. Pick any j ∈
/ S (such a j must exist as S 6= Rn )
4
and set σ(i + 1) = j. Now j(S) := i, so answer (|S| − i) · (n + 2 − i). Call this a decoy
query.
If the algorithm terminates after n + 1 (distinct) important queries, σ and ~c are fully
defined.
If the algorithm has made fewer than n + 1 (distinct) important queries, let x denote the
algorithm’s guess for the minimum value.
1. If x = 0, set all undefined ci := 1 and complete σ arbitrarily (if necessary).
2. If x = −1, set all undefined ci := 0 and complete σ arbitrarily (if necessary).
3. If x ∈
/ {0, −1}, complete ~c, σ arbitrarily.

4

Observe also that j 6= σ(`) for any ` ≤ i, as Ri ⊂ S.
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Theorem 5 will follow by proving that the above adversary is consistent and that the
adversary has the power to make multiple (distinct) minima unless the algorithm has made
at least n − 1 decoy queries and n + 1 important queries.
I Observation 7. The adversary answers all queries in a way that is consistent with some
fσ~c (·).
Proof. Observe that the adversary answers all queries to Rj with 0, so this is always
consistent. Further observe that whenever an unimportant set is queried, either the answer
is already determined by σ (and therefore consistent), or one new output of σ is fixed so that
the answer is now determined by σ (and therefore consistent now and forever). The precise
definition of fσ~c (·) is important for the final claim: as soon as we know that σ(i + 1) ∈
/ S,
this fixes the value of fσ~c (·).
Finally, observe that the completion step is also consistent with all previous queries, as
they are completely defined by the partial definition of σ, ~c.
J
I Lemma 8. Algorithms cannnot make n + 1 distinct important queries without n − 1 decoy
queries.
Proof. Observe that each decoy query increases i by one. Observe that the only distinct
important queries that can be made are ∅, [n], and R1 , . . . , Ri , for a total of i + 2. If i < n − 1,
then the distinct possible important queries are also < n + 1.
J
I Lemma 9. Any algorithm making < n + 1 distinct important queries is wrong.
Proof. If the guess is ∈
/ {0, −1}, then the guess is clearly wrong. If the guess is 0, then the
completion step makes it so that the minimum is −1, so the guess is wrong. If the guess is
−1, then the completion step makes it so that the minimum is 0, so the guess is wrong. J
Proof of Theorem 5. Lemmas 9 and 8 together assert that the algorithm must make n − 1
decoy queries and n + 1 important queries in order to correctly solve SFM on instances of
the form fσ~c (·) against the prescribed adversary. Therefore, a total of 2n queries must be
made.
J
We conclude this section by noting that our construction witnesses a lower bound of
exactly 2n (and no better).
I Proposition 10. An SFM algorithm exists making 2n queries for any function of the form
fσ~c (·).
Proof. First, query the n − 1 sets [n] \ {i} for all i 6= 1. Observe that fσ~c ([n] \ {i}) ≤ 0 if
and only if σ(n) = i. Similarly, as [n] \ {i} is missing only a single element (i), this means
that if σ(n) 6= i then fσ~c ([n] \ {i}) = (n − σ −1 (i)) · (n + 3 − σ −1 (i)). So the query to [n] \ {i}
reveals σ −1 (i), for any i. Therefore, these n − 1 queries completely reveal σ (because σ is a
permutation).
After σ is fully revealed, simply query the n + 1 important sets to find the minimizer. J
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A 3n/2 − 2 Query Lower Bound for Non-Trivial Symmetric SFM

3

We begin this section by providing a generalization the cut dimension, first by providing a
class of submodular functions which generalize mincuts in graphs.

3.1

Defining the Generalized Cut Dimension

Consider a ground set of n elements, and a disjoint set of m hyperedges. We associate with
each S ⊆ [n] (including S = ∅) a set h(S) ⊆ [m] of hyperedges that are active for S. For
example, to capture mincuts in an undirected graph we might have the hyperedges simply
be the edges of that graph, and h(S) would denote the edges with one endpoint in S and the
other not in S.
To each i ∈ [m], associate a non-negative weight wi , and define the function f (·) so that
P
f (S) := i∈h(S) wi . If the active sets h(·) satisfy the following inequality, then it is easy to
see that f (·) is submodular (below, X∪Y denotes the multiset union of X and Y , which
contains two copies of every element in X ∩ Y ):
h(S ∩ T )∪h(S ∪ T ) ⊆ h(S)∪h(T ).
We call such functions weight-based. It is easy to see that cuts in graphs or hypergraphs
are weight-based. For such functions, there is a meaningful notion of “dimension” associated
with the set of minimizers. For every S ⊆ [n], define the vector ~v S ∈ Rm so that viS = 1 if
and only if i ∈ h(S) and wi > 0, and viS = 0 otherwise. For a set S of subsets of [n], let
dim(S) denote the dimension of the span (over Rm ) of the vectors {~v S }S∈S . We now define
the Generalized Cut Dimension:
I Definition 11 (Generalized Cut Dimension). Let f (·) be weight-based. Then the Generalized
Cut Dimension of f (·) is equal to dim(arg minS {f (S)}). The Generalized Non-Trivial Cut
Dimension of f (·) is dim(arg minS ∈{∅,[n]}
{f (S)}}).
/
We will call a weight-based function symmetric if h(S) = h([n] \ S) – it is clear that the
resulting submodular function is symmetric.

3.2

Connecting Generalized Cut Dimension to Query Complexity

In this section, we establish the equivalence of Generalized Cut Dimension to a canonical
“perturbation” approach for lower bounding the query complexity.
I Definition 12 (Perturbation Bound). Starting from a (symmetric, if desired) weight-based
submodular function f (·) with weights w
~ and (non-trivial, if desired) minimizers Mf , pick a
sufficiently small ε > 0 so that every w
~ 0 with wi0 ∈ [(1 − ε)wi , (1 + ε)wi ] induces a (symmetric,
if desired) weight-based submodular function g(·) with (non-trivial, if desired) minimizers
Mg ⊆ Mf . Let G(f ) denote the set of all (symmetric, if desired) weight-based functions
with wi0 ∈ [(1 − ε)wi , (1 + ε)wi ].
If it is the case that, for any set of q − 1 queries to f , there exists a g ∈ G(f ) consistent with those queries such that minS {g(S)} 6= minS {f (S)}, we say that f witnesses a
(Symmetric) Perturbation Bound of q (if there is a g(·) ∈ G(f ) with minS ∈{∅,[n]}
{g(S)} =
6
/
minS ∈{∅,[n]}
{f (S)}, we say that f witnesses a Non-Trivial Perturbation Bound of q).
/
We refer to the Perturbation Bound of f as the maximum possible q such that f witnesses
a Peturbation Bound of q (and similarly can define the Non-Trivial Perturbation Bound).
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Intuitively, the perturbation bound captures the following natural way to obtain query
lower bounds: start from some function f (·) with minimizers Mf . There is some non-zero
gap δ between the minimizers and the rest, so there exists a sufficiently small ε such that
perturbing weights by ε can tie-break among minimizers, but not yield a new minimizer.
I Observation 13. If there exists an f (·) witnessing a (Symmetric, Non-Trivial) Perturbation
Bound of q, then the query complexity of (Symmetric, Non-Trivial) SFM is at least q.
Proof. Assume for contradiction that an algorithm correctly outputs the minimum value,
x, after q − 1 queries that are consistent with f (·). If x 6= minS {f (S)}, then all queries
are consistent with f (·), so the algorithm could be wrong because the function is f (·). if
x = minS {f (S)}, then because f (·) witnesses a Perturbation Bound of q, there exists a g(·)
consistent with all q − 1 queries with minS {g(S)} =
6 x, so the algorithm could be wrong
because the function is g(·).
The same proof holds verbatim if f (·) is assumed to be symmetric, or if we replace
absolute minimizers with non-trivial minimizers.
J
We now establish that the perturbation bound approach yields exactly the same lower
bound as the generalized cut dimension. Our proof will make use of the following observation.
I Observation 14. For any g ∈ G(f ), g(S) = ~v S · w
~ 0 (where w
~ 0 is the weight vector defining
g(·)).
P
Proof. First, recall that g(S) := i∈h(S) wi0 . Recall further that viS = 1 whenever wi 6= 0
and i ∈ h(S). Importantly, note that wi = 0 ⇔ wi0 = 0 for all g(·) ∈ G(f ), so in fact
viS = 1 whenever wi0 6= 0 and i ∈ h(S) (and 0 otherwise). This immediately implies that
P
~v S · w
~ 0 = i∈h(S) wi0 = g(S).
J
I Theorem 15. Let f (·) be (symmetric) weight-based. Then the (Symmetric, Non-Trivial)
Perturbation Bound of f (·) is exactly equal to the Generalized (Non-Trivial) Cut Dimension
of f (·).
Proof. We break the proof down into two lemmas, one establishing that the Perturbation
Bound is at most the Generalized Cut Dimension, and one establishing that the Perturbation
Bound is at least the Generalized Cut Dimension. We first establish the easy direction,
that if f (·) has Generalized (Non-Trivial) Cut Dimension d, it witnesses a (Symmetric,
Non-Trivial) Perturbation Bound of at most d. For simplicity of notation throughout the
proof, we explicitly prove the standard case, but the claims for Symmetric and Non-Trivial
follow verbatim.
I Lemma 16. For all (Symmetric) weight-based f (·), the (Symmetric, Non-Trivial) Perturbation Bound is at most the Generalized (Non-Trivial) Cut Dimension.

Proof. Say that f (·) has Generalized Cut Dimension d, and let S1 , . . . , Sd be such that
v S1 , . . . , v Sd form a basis for the span of {~v S }S∈Mf . We claim that queries to S1 , . . . , Sd
completely determine g(S) = f (S) for all S ∈ Mf and all g(·) ∈ G(f ). If true, this establishes
a set of q queries for which there does not exist a g(·) ∈ G(f ) consistent with these queries
for which minS {g(S)} =
6 minS {f (S)} (and therefore the Perturbation Bound for f (·) is at
most d).
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Consider any S ∈ Mf . Then we know by definition of the Generalized Cut Dimension that
P
P
~v S = i ci~v Si for some c1 , . . . , cd ∈ R. We claim that this implies that g(S) = i ci g(Si ) for
any g(·) ∈ G(f ). This follows from the following equalities, which make use of Observation 14.
g(S) = ~v S · w
~0
X
=
ci~v Si · w
~0
i

=

X

ci · g(Si ).

i

Therefore, if we query S1 , . . . , Sd and learn that g(Si ) = f (Si ), this fully determines
g(S) = f (S) for all S ∈ Mf , and therefore establishes that the Perturbation Bound for f (·)
is at most d.
J
We now show the hard direction: Perturbation Bound is at least the Generalized Cut
Dimension.
I Lemma 17. Any (Symmetric) weight-based f (·) witnesses a (Symmetric, Non-Trivial)
Perturbation Bound of d, the (Non-Trivial) Generalized Cut Dimension.
Proof. Let T1 , . . . , Td−1 be any d − 1 sets queried. Let X denote the subspace of vectors
~y which satisfy the linear equations ~v Ti · ~y = 0 for all 1 ≤ i ≤ d − 1. Observe that X has
dimension at least m − d + 1. Let Y denote the subspace of vectors spanned by {~v S }S∈Mf .
Observe that Y has dimension d.
The dimension of X (≥ m − d + 1) and the dimension of Y (d) sum to > m. This means
that there exists a non-zero vector, ~z ∈ X ∩ Y .5 Because ~z ∈ X, we can add ε~z to w
~ for any
ε and arrive at a w
~ 0 which is consistent with the queries so far. Because ~z ∈ Y , we must have
zi = 0 whenever wi = 0 (because all ~v S have vi = 0 when wi = 0). Therefore, there exists a
sufficiently small ε such that w
~ + ε~z results in a g(·) which is consistent with all d − 1 queries
so far, and is in G(f ), and also w
~ − ε~z results in such a g(·) as well.
Consider now ~z · ~v S for any S ∈ Mf . If ~z · ~v S > 0, then when w
~ 0 := w
~ − ε~z, we have
g(S) < f (S), and therefore minS {g(S)} < minS {f (S)}, meaning that we have found the
desired Perturbation Bound g(·) for these d − 1 queries. If ~z · ~v S < 0 we can instead use
w
~ 0 := w
~ + ε~z. So if these d − 1 queries have no witness, it must be that ~z · ~v S = 0 for all
S ∈ Mf . In particular that this holds for the basis ~v S1 , . . . , ~v Sd of Y . To summarize this
paragraph: unless ~v Si · ~z = 0 for all i (note that these Si were not necessarily queried), then
these d − 1 queries have a witness for the Perturbation Bound.
We will now establish that we can’t have ~z · ~v Si = 0 for all i, which will establish that in
fact there is a witness for these d − 1 queries (and all d − 1 queries, since they were arbitrary).
P
Consider that because ~z ∈ Y , we can write ~z = i βi~v Si for some β~ which is not ~0. If
~z · ~v Si = 0 for all i we have
X
βi~v Si · ~v Sj = 0, ∀j.
i

5

To see why this is the case, write a basis BX = {v1 , v2 , . . . , vm−q } of X and a basis BY = {w1 , w2 , . . . , wd }
of Y . If BX ∩ BY is non-empty then we are of course done, otherwise BX ∪ BY is a set of strictly
more than m vectors in Rm . Hence they must be linearly dependent, implying we can write α1 v1 +
. . . αm−q vm−q + β1 w1 + . . . + βd wd = 0 for some coefficients {αi }, {βj } that are not all zero. Then
note that β1 w1 + . . . βd wd is clearly in both X and Y , and cannot be zero as otherwise all coefficients
would be zero (because both BX and BY are linearly independent).
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Therefore, if we let A denote the d × m matrix whose rows are the vectors ~v Si , we get that:



β1
 
(A · AT )  ...  = 0
βd
Because ~v S1 , . . . , ~v Sd form a basis for Y we know A, AT , and A · AT have rank d.6 But β~ is a
non-zero vector in the kernel of the d × d matrix A · AT , which is a contradiction. Therefore,
we must have ~z · ~v Si 6= 0 for some i, implying that there exists the desired g(·) for any set of
d − 1 queries, and the Perturbation Bound is hence at least d.
J
The proof of the theorem now follows directly from Lemmas 16 and 17.

J

Theorem 15 lets us now restrict attention to the study of generalized cut dimension if we
aim to prove lower bounds through the canonical perturbation approach. The subsequent
sections establish that this is fruitful for symmetric, non-trivial SFM, but not for standard
SFM.

3.3

An Undirected Graph with Global Cut Dimension 3n/2 − 2

In this section, we provide an explicit undirected graph G on n vertices which has global cut
dimension 3n/2 − 2. This establishes the following theorem:
I Theorem 18. The query complexity of Symmetric Non-Trivial SFM is at least 3n/2 − 2.
Proof. First, let n be odd and n ≥ 3. Then n = 2a + 1 for some a ≥ 1, so label the vertices
of G as {v, w1 , w10 , w2 , w20 , . . . , wa , wa0 }. For edges (all undirected), put an edge between v
and all other nodes, and an edge between wi and wi0 for all i (and no other edges). It is easy
to see that every cut in G has value at least 2, and that the mincuts indeed have value 2.
The mincuts either separate wi from the rest of the graph, wi0 from the rest of the graph, or
{wi , wi0 } from the rest of the graph.
For any i ∈ [a], let i1 , i2 , i3 denote the three positions in indicator vectors corresponding
to the three edges (v, wi ), (v, wi0 ), (wi , wi0 ). Restricted to these positions, the indicator vectors
for the three minimum cuts {wi }, {wi0 }, {wi , wi0 } are (1, 0, 1), (0, 1, 1), and (1, 1, 0), which
span a subspace of dimension three. As these three cuts have zeroes for all other entries, the
full vectors also span a subspace of dimension three. For each i ∈ [a], the set of three indices
referenced above are distinct, which means that taking all these indicator vectors together
has rank 3a.
As n = 2a + 1, 3a = 3(n − 1)/2. So the claim holds when n is odd. If n is even, use
exactly the same construction on n − 1 nodes, and connect the remaining node to v with an
edge of weight two. Now there is one additional mincut (separating the extra node from the
rest), so the dimension is 3a + 1 = 3(n − 2)/2 + 1 = 3n/2 − 2.
J

6

A short proof of this is through the singular value decomposition (SVD) of A. Write A = U ΣV where
U ∈ Rd×d , Σ ∈ Rd×m , and V ∈ Rm×m (where U and V satisfy U U T = I and V V T = I, and Σ is
diagonal with d non-zero entries). Note then that A · AT = U ΣV V T ΣT U T = U (ΣΣT )U T . As ΣΣT is
diagonal of rank d and U U T = I, this is a singular value decomposition of A · AT , and directly implies
that its rank is d.
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3.4

Generalized Cut Dimension is at most n + 1

The previous section establishes that the Non-Trivial Symmetric Cut Dimension can be much
larger than n, which leads to novel lower bounds. In this section, we establish that this
approach will not yield novel lower bounds for standard SFM (and by Theorem 15, neither
will the canonical perturbation argument for weight-based functions).
I Theorem 19. The Generalized Cut Dimension of any weight-based function is at most
n + 1.
Proof. First, recall that for any submodular f (·), the set of minimizes Mf is closed under
union and intersection.7 For each i ∈ [n], define Si := ∩S∈Mf ,i∈S S (if there exists a minimizer
containing i, otherwise let Si be null). If Si is not null, then Si ∈ Mf , because Mf is closed
under intersection. Our goal will be to show that these Si (and ∅, if ∅ ∈ Mf ) span Mf
through a sequence of lemmas.
Define the base sets B of Mf to be the set of all non-null Si , together with ∅ (if ∅ ∈ Mf ).
It is clear that B has size at most n + 1. It is also the case that every minimizer S ∈ Mf
can be written as the union of elements in B:
I Lemma 20. For all S ∈ Mf , S = ∪i∈S Si .
Proof. For any i ∈ S, we know that i ∈ Si which means that S ⊆ ∪i∈S Si . We need only
show that for any i ∈ S, Si ⊆ S. This is true by definition of Si because S is a minimizer
containing i.
J
We next show that the base sets “cover” Mf in the following sense. Say that a set S is
covered by B if either: (a) S ∈ B, or (b) S can be written as the union of two sets which are
covered by B.
I Lemma 21. Every set in Mf is covered by B.
Proof. Assume for contradiction that there is some S ∈ Mf which is not covered by B. Take
the S which minimizes |S|. Then clearly S ∈
/ B. So pick an arbitrary i ∈ S and we can write
S = ∪j∈S Sj = Si ∪ (∪j∈S\Si Sj ). Si is clearly non-empty, and also because S ∈
/ B, it is not
equal to S. Similarly, ∪j ∈S
S
is
non-empty
(or
else
S
would
equal
S),
and
is
also
not equal
i
/ i j
to S (because it does not contain i). Because | ∪j∈S\Si Sj | < |S|, it is covered. We have just
written S as the union of two covered sets, so therefore S is also covered, a contradiction. J
Now, we are ready for the last step. We will argue that for all g ∈ G(f ), knowledge of
g(S), g(T ), and g(S ∩ T ) suffices to deduce g(S ∪ T ). We will then deduce that knowledge of
g(S) for all S ∈ B suffices to deduce g(S) for all S ∈ Mf .
I Lemma 22. Let S, T ∈ Mf . Then ~v S∪T = ~v S + ~v T − ~v S∩T .
Proof. Recall from the definition of weight-based that h(S ∩ T )∪h(S ∪ T ) ⊆ h(S)∪h(T ).
P
P
But recall also that i∈h(S∩T )∪h(S∪T ) wi = i∈h(S)∪h(T ) wi because all of S, T, S ∩ T, S ∪ T
are minimizers. As all wi are non-negative, this means that the only possible i which are
counted fewer times on the LHS than the RHS must have wi = 0. This immediately means
that ~v S∩T + ~v S∪T = ~v S + ~v T .
J
7

To see this, recall that f (S ∪ T ) + f (S ∩ T ) ≤ f (S) + f (T ). If both of the sets on the RHS are minimizers,
both sets on the LHS must be as well.
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I Corollary 23. Every S ∈ Mf has ~v S ∈ span({~v T }T ∈B ).
Proof. Lemma 22 establishes that if S, T , and S ∩ T are in span({~v T }T ∈B ), then so is S ∪ T .
Assume for contradiction that some S ∈ Mf , ~v S is not in span({~v T }T ∈B ), and take the one
of minimal |S|. Then S is covered by B by Lemma 21, so we can write S = A ∪ B, where
|A|, |B| < |S|. ~v A , ~v B , and ~v A∩B are therefore in span({~v T }T ∈B ). By Lemma 22, so then is
~v S , a contradiction.
J
The proof is now concluded: we have argued that |B| ≤ n + 1, and Corollary 23 establishes
that all of Mf is in the span of B, so the Generalized Cut Dimension is at most n + 1.
Importantly, observe that this proof fails to hold for the Generalized Non-Trivial Cut
Dimension (it must, as we previously demonstrated an example with Generalized Non-Trivial
Cut Dimension 3n/2 − 2). The point of failure is that the set of Non-Trivial minimizers is not
closed under intersection or union (if either the intersection is empty or the union is [n]). J

4

A

 
n
2

Query Lower Bound for Non-Trivial SFM

In this section, we establish our lower bound for Non-Trivial SFM. The class of functions we
consider will be the following:
I Definition 24. A function f (·) is cost-based if there exists a cost function c : 2[n] → R+
P
P
with c(T ) = 0 whenever |T | ≤ 1 such that f (S) = i∈S f ({i}) − T ⊆S c(T ).
I Proposition 25. Every cost-based function is submodular.
Proof. We will establish that f (S ∪ {i}) − f (S) ≤ f (T ∪ {i}) − f (T ) whenever T ⊆ S
and i ∈
/ S. Observe that for any X ⊆ [n] with i ∈
/ X we have f (X ∪ {i}) − f (X) =
P
f ({i}) − U ⊆X c(U ∪ {i}). f ({i}) is independent of X, and the second term is clearly at least
as large for X = S than X = T (as c(U ) ≥ 0 for every U ). Therefore, f (·) has diminishing
marginal returns and is submodular.
J

I Theorem 26. The query complexity of Non-Trivial SFM is at least n2 .

Proof. Consider the following n2 +1 cost functions. Define c(·) so that c(S) = 0 if |S| ≤ n−2,
c([n] \ {i}) = n − 1 for all i, and c([n]) = 2n. Call the associated function f (·) where we set
f ({i}) = 1 for all i. Then f (S) = |S| when |S| ≤ n − 2, f ([n] \ {i}) = 0, and f ([n]) = −n2 .
For every 1 ≤ i < j ≤ n define cij (·) so that cij (S) = 0 if |S| ≤ n − 3. For sets of size
n − 2, set cij ([n] \ {i, j}) = n − 1, and cij ([n] \ {k, `}) = 0 for all other {k, `} =
6 {i, j}. For sets
of size n − 1, set cij ([n] \ {i}) = cij ([n] \ {j}) = 0, and cij ([n] \ {k}) = n − 1 for all k ∈
/ {i, j}.
Finally, set cij ([n]) = 3n − 1. Call the associated function fij (·) where we set fij ({`}) = 1
for all `. Observe that fij (S) = |S| when |S| ≤ n − 3, fij (S) = n − 2 if |S| = n − 2 and
S 6= [n] \ {i, j}, fij ([n] \ {i, j}) = −1, fij ([n] \ {`}) = 0 for all `, and fij ([n]) = −n2 .
Observe, importantly, that the non-trivial minimum of f (·) is 0, while the non-trivial
minimum of fij (·) is −1 for all i, j. Observe also that f (·) and fij (·) differ only on their
evaluation for [n] \ {i, j}. Therefore, an adversary
could answer any query S with f (S). If

n
the algorithm terminates with fewer than 2 queries, then there is some [n] \ {i, j} that has
not been queried. Therefore, the adversary is free to decide that the function is either f (·) or
fij (·). As the value of the minima for these two functions are distinct, the algorithm cannot
be correct. Therefore, any correct algorithm for Non-Trivial SFM must make at least n2
queries.
J
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5

Conclusions and Open Questions

We establish the first query lower bounds exceeding
n for SFM (2n), Non-Trivial Symmetric

SFM (3n/2 − 2), and Non-Trivial SFM ( n2 ). Our asymmetric lower bounds are from direct
constructions. Our symmetric lower bound arises from the novel cut dimension.
Our work leaves open a clear direction for future work: what is the maximum possible
Global Cut Dimension for an undirected graph? Or more generally, what is the maximum
possible Non-Trivial Symmetric Generalized Cut Dimension of a weight-based function?
It is also of course generally important to further improve query complexity lower bounds
for SFM variants (and also develop better algorithms).
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A

Omitted Proofs from Section 2

We will make use of the following technical lemma:
I Lemma 27. If Ri ⊆ S, then fσ~c (S) ≤ (|S| − i) · (n + 2 − i).
Proof. If S = Rj(S) , then fσ~c (S) = −cj ≤ 0 ≤ (|S| − i) · (n + 2 − i), as desired. Otherwise
because j(S) ≥ i (by definition of j(S)), we know |S|−j(S) ≤ |S|−i and n+2−j(S) ≤ n+2−i,
which implies that fσ~c (S) ≤ (|S| − i) · (n + 2 − i) as desired.
J
Proof of Lemma 6. Let X, Y be any two subsets of [n]; we will show that
fσ~c (X) + fσ~c (Y ) ≥ fσ~c (X ∪ Y ) + fσ~c (X ∩ Y ).
Note that if X ⊆ Y , the inequality is trivially satisfied, as X ∩ Y = X and X ∪ Y = Y ;
the inequality is also trivially satisfied if Y ⊆ X. Hence, we will assume that neither set is
contained in the other; note that this means neither set could equal ∅ or [n]. From here we
consider two separate cases.
In the first case, assume neither X nor Y is an important set. Let Ri be the largest
important set that is a subset of X and Rj be the largest important set that is a subset
of Y . Without loss of generality, let’s assume that i ≥ j. Let A := (X \ Ri ) \ (Y \ Ri ),
B := (Y \ Ri ) \ (X \ Ri ), C := (X \ Ri ) ∩ (Y \ Ri ), and D := Y ∩ (Ri \ Rj ) and for convenience
define a := |A|, b := |B|, c := |C|, and d := |D|. From the definition of f we have that
fσ~c (X) = (a + c) · (n + 2 − i)
and
fσ~c (Y ) = (b + c + d) · (n + 2 − j).
First, we prove the inequality when i = j. In this case, D = ∅, but A and B are both
non-empty (as otherwise either X ⊆ Y or Y ⊆ X). As X ∩ Y contains Ri we have
fσ~c (X ∩ Y ) ≤ c(n + 2 − i)
from Lemma A.1. As X ∪ Y contains Ri we similarly have
fσ~c (X ∪ Y ) ≤ (a + b + c) · (n + 2 − i).
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Hence,
fσ~c (X ∪ Y ) + fσ~c (X ∩ Y ) ≤ (a + b + 2c)(n + 2 − i)
= (a + c)(n + 2 − i) + (b + c)(n + 2 − i)
= fσ~c (X) + fσ~c (Y )
which proves the inequality as d = 0. We’ll next prove the inequality assuming i > j. In that
case, we again have that Rj is a subset of X ∩ Y so
fσ~c (X ∩ Y ) ≤ (c + d)(n + 2 − j)
by Lemma A.1. Similarly, Ri is a subset of X ∪ Y so
fσ~c (X ∪ Y ) ≤ (a + b + c)(n + 2 − i).
Hence it is sufficient to prove
(a + c) · (n + 2 − i) + (b + c + d) · (n + 2 − j) ≥ (c + d)(n + 2 − j) + (a + b + c)(n + 2 − i)
which reduces to b(n + 2 − j) ≥ b(n + 2 − i), which is true as b ≥ 0 and i > j. Hence we
have completed our analysis for the first case.
Our second case is when X is an important set and Y is not. Say X = Ri for some i ≥ 1
and let Rj be the largest important set contained in Y . Clearly, i > j (as otherwise we would
have X ⊆ Y ). Let A := Y \ Ri , B := (Y \ Rj ) ∩ Ri , and for convenience define a := |A| and
b := |B|. Note that a > 0 (as otherwise Y ⊆ X) and that there are exactly a + b elements of
Y not in Rj . Because X ∩ Y contains Rj but not Rj+1 we know
fσ~c (X ∩ Y ) = b · (n + 2 − j).
Also, as X ∪ Y contains Ri we know that
fσ~c (X ∪ Y ) ≤ a · (n + 2 − i).
Hence it is sufficient to prove
−ci + (a + b) · (n + 2 − j) ≥ b · (n + 2 − j) + a · (n + 2 − i).
This inequality is equivalent to −ci + a(i − j) ≥ 0, which is true since a ≥ 1, i − j ≥ 1 and
ci ≤ 1, hence concluding the second case.
By symmetry, we now also have the same conclusion if Y is an important set and X is
not. Moreover, we need not consider the case where both are important sets as then one
must be a subset of the other. Hence we have the result.
J

B

On Cut Queries in Directed Graphs

In this section, we examine the limits of cut queries when learning the edges of a graph. This
appendix is not directly relevant to our main results, but may be of interest for future work.
B Claim 28. A directed weighted graph can be learned via cut queries up to directed cycles.
That is, with cut queries one can learn a graph G0 that is equivalent to the true graph G up
to adding/deleting directed cycles. Moreover, no set of queries can determine the weight of a
directed cycle.
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Proof. We first work over unweighted graphs and show that a graph can be learned up to
the direction of directed cycles. Let G(V, E) be a directed, unweighted graph. First, we note
that for any two vertices u and v in V , we can learn if
both edges (u, v) and (v, u) exist,
exactly one of the edges (u, v) and (v, u) exist (but not which one),
or neither of these edges exist.
To see this, consider creating a new function f 0 (·) which outputs f (S) + f (V \ S). Then
f 0 (·) corresponds to an undirected weighted graph G0 where the weight between two nodes is
zero, one, or two (and equal to the number of edges between them in G). As G0 is undirected,
we can learn G0 exactly using cut queries [17].8
Moreover, for every vertex u, by querying {u} and V \ {u}, we know the in degree and
the out degree of u.
Now, suppose two graphs G and G0 both satisfy all the queries made so far. We claim
that G can be converted to G0 by flipping the direction of certain cycles. Let e = (u, v) be an
edge in G that does not exist in G0 . We know that (v, u) must be an edge in G0 . Suppose we
flip edge (v, u) in G0 . Now, the in degree of u in G0 is one less than the in degree of u in G0 ,
while the out degree of u in G0 is one more than that of G. Hence, there is an edge (u, v 0 ) in
G0 , and an edge (v 0 , u) in G. We flip this edge in G0 . Continuing this way, we flip all edges in
a path, until we reach v. If G0 is the same as G, we are done, else, we pick another edge and
repeat this procedure. Hence, G0 and G are the same, up to the directions of directed cycles.
Moreover, for any cut queried, every directed cycle either does not contribute anything
to the cut or adds exactly 1 to the cut (irrespective of the direction). Hence, the direction of
cycles in a directed graph cannot be learned by cut queries.
This argument can be extended to weighted graphs as well. For weighted graphs, we can
learn the sum of the weights of edges (u, v) and (v, u) for all edges, as well as the in degree
and out degree of every vertex.
Suppose we have two graphs G and G0 which satisfy all the queries made to learn the
above. Similar to the unweighted case, we claim that G0 can be converted to G by changing
the weights of certain directed cycles. Let (u, v) be an edge which has weight w in G and w0
in G0 . We change the weight of (u, v) in G0 to w, and add w0 − w to the weight of (v, u) in
G0 . Now, the in degree of u has increased by w0 − w. Since the in degree of u is the same in
both G and G0 initially, this implies that there are edges incident on u in G whose weights
differ from those in G0 by exactly w0 − w. We change the weights of each of those edges to
match the ones in G, continuing till we complete each of these cycles. Hence, G and G0 are
identical up to the weights of certain directed cycles.
Note that each time we decrease the weight of a cycle in one direction by α, we increase
the weight of the cycle in the other direction by exactly α. That is, the sum of the weights
of the cycle in both directions remains constant. Let’s assume that a cut query cuts k
edges of this cycle. This implies that the cut query also cuts k edges of the cycle in the
opposite direction. Hence, we can only determine the sum of the weights of these two cycles,
irrespective of the number of queries made.
C
B Claim 29. For a weighted undirected graph, when making s-t cut queries, the weight of
edge (s, u) cannot be learned for any vertex u. Similarly, the weight of edge (u, t) cannot be
learned for any vertex u.
8

To see this, observe that f 0 ({u}) + f 0 ({v}) − f 0 ({u, v}) is exactly twice the weight of the edge between
u and v in G0 .
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Proof. We first note that we can always learn the weight of edges of the form (u, v), with
u, v =
6 s =
6 t. This can be done by querying {s}, {s, u}, {s, v} and {s, u, v}. Hence, we
can learn all edges except for those of the form (s, u) and (u, t) (because these queries are
redundant or invalid in that case). After learning these weights, every query S ∪ {s} can be
viewed as the sum of n weights (the weights of edges from S to t, and the weights of edges
from V \ S to s). Let us denote the weight of edge (s, u) as wu , and the weight of edge (u, t)
as wu0 . Every query S ∪ {s} can be written as a linear equation
X
X
wu0 +
wu = cS
u∈S

u∈V \S

Let αS denote a 2n dimensional vector with the coefficients of the above equation. Let w be
a 2n dimensional vector with wu and the wu0 , for all u. The above equation can be written as
hαS , wi = cS
Let us consider the subspace Π spanned by {αS : S ⊆ V \ {s, t}}. Let eu denote the vector
with a 1 in the position of edge (s, u) and zeros elsewhere. If eu ∈ Π, we can compute the
value of wu . We show that eu 6∈ Π, for all u.
To show this, it is enough to describe a vector in the kernel of Π, whose dot product with
eu is non-zero. Consider the vector β with 1 in the position of edges (s, u) and (u, t), and
− n1 elsewhere.
heu , βi = 1
However, for any S,
hαS , βi = 0
Hence, we cannot compute the weight of edge (s, u) for any vertex u. The same argument
can also be made for the edge (u, t).
C
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1

Introduction

Distributed systems drive much of the modern computing revolution. However, these systems
are only as powerful as the abstractions which enable programmers to make use of them. A
key such abstraction is data aggregation, wherein a network computes a function of every
node’s input. For example, if every node stored an integer value, a programmer could run
data aggregation to compute the sum or the largest value of every node in the network.
Indeed, the well-studied and widely-used AllReduce abstraction [29, 16] consists of a data
aggregation step followed by a broadcast step.
The utility of modern systems is their ability to perform massive computations and so,
applications of data aggregation often consist of a function which is computationally-intensive
to compute. A rigorous theoretical study of data aggregation, then, must take the cost of
computation into account. At the same time, one cannot omit the cost of communication, as
many applications of data aggregation operate on large datasets which take time to transmit
over a network.
However, to our knowledge, all existing models of distributed computation – e.g., the
CONGEST [28], SINR [4], (noisy) radio network [21, 9, 7, 8], congested clique [12], dual graph
[6], store-and-forward [22, 31], LOCAL [23], and telephone broadcast models [30, 20, 17] – all
only consider the cost of communication. Relatedly, while there has been significant applied
research on communication-efficient data aggregation algorithms, there has been relatively
little work that explicitly considers the cost of computation, and even less work that considers
how to design a network to efficiently perform data aggregation [25, 19, 26, 27, 18]. In this
way, there do not seem to exist theoretical results for efficient data aggregation scheduling
algorithms that consider both the cost of communication and computation.
Thus, we aim to provide answers to two theoretical questions in settings where both
computation and communication are non-negligible:
1. How should one structure a network to efficiently perform data aggregation?
2. How can one coordinate a fixed network to efficiently perform data aggregation?

1.1

Our Model and Problem

The Token Network Model
So as to give formal answers to these questions we introduce the following simple distributed
model, the Token Network Model. A Token Network is given by an undirected graph
G = (V, E), |V | = n, with parameters tc , tm ∈ N which describe the time it takes nodes to
do computation and communication, respectively.1
Time proceeds in synchronous rounds during which nodes can compute on or communicate
atomic tokens. Specifically, in any given round a node is busy or not busy. If a node is not
busy and has at least one token it can communicate: any node that does so is busy for the
next tm rounds, at the end of which it passes one of its tokens to a neighbor in G. If a node
is not busy and has two or more tokens, it can compute: any node that does so is busy for
the next tc rounds, at the end of which it combines (a.k.a. aggregates) two of its tokens into
a single new token.2 At a high level, this means that communication takes tm rounds and
computation takes tc rounds.

1
2

We assume tc , tm = poly(n) throughout this paper.
Throughout this paper, we assume for ease of exposition that the smaller of tc and tm evenly divides
the larger of tc and tm , or equivalently that either tc or tm is 1.
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The Token Computation Problem
We use our Token Network model to give a formal treatment of data aggregation
scheduling. In particular, we study the Token Computation problem. Given an input
Token Network, an algorithm for the Token Computation problem must output
a schedule S which directs each node when to compute and when and with whom to
communicate. A schedule is valid if after the schedule is run on the input Token Network
where every node begins with a single token, there is one remaining token in the entire
network; i.e., there is one node that has aggregated all the information in the network. We
use |S| to notate the length of S – i.e., the number of rounds S takes – and measure the
quality of an algorithm by the length of the schedule that it outputs. For completeness, we
give a more technical and formal definition in Appendix A.

Discussion of Modeling Choices
Our Token Network model and the Token Computation problem are designed to
formally capture the challenges of scheduling distributed computations where both computation and communication are at play. In particular, combining tokens can be understood as
applying some commutative, associative function to the private input of all nodes in a network.
For instance, summing up private inputs, taking a minimum of private inputs, or computing
the intersection of input sets can all be cast as instances of the Token Computation
problem. We assume that the computation time is the same for every operation and that the
output of a computation is the same size as each of the inputs as a simplifying assumption.
We allow nodes to receive information from multiple neighbors as this sort of communication
is possible in practice.
Lastly, our model should be seen as a so-called “broadcast” model [21] of communication.
In particular, it is easy to see that our assumption that a node can send its token to only
a single neighbor rather than multiple copies of its token to multiple neighbors is without
loss of generality: One can easily modify a schedule in which nodes send multiple copies to
one of equal length in which a node only ever sends one token per round. An interesting
followup question could be to consider our problem in a non-broadcast setting.

1.2

Our Results

We now give a high-level description of our technical results.

Optimal Algorithm on Complete Graphs (Section 3)
We begin by considering how to construct the optimal data aggregation schedule in the
Token Network model for complete graphs for given values of tc and tm . The principal
challenge in constructing such a schedule is formalizing how to optimally pipeline computation
and communication and showing that any valid schedule needs at least as many rounds as
one’s constructed schedule. We overcome this challenge by showing how to modify a given
optimal schedule into an efficiently computable one in a way that preserves its pipelining
structure. Specifically, we show that one can always modify a valid optimal schedule into
another valid optimal schedule with a well-behaved recursive form. We show that this
well-behaved schedule can be computed in polynomial time. Stronger yet, we show that the
edges over which communication takes place in this schedule induce a tree. It is important
to emphasize that this result has implications beyond producing the optimal schedule for a
complete graph; it shows one optimal way to construct a network for data aggregation (if
one had the freedom to include any edge), thereby suggesting an answer to the first of our
two research questions.
ITCS 2020
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Hardness and Approximation on Arbitrary Graphs (Section 4)
We next consider the hardness of producing good schedules efficiently for arbitrary graphs
and given values of tc and tm . We first show that no polynomial-time algorithm can produce
a schedule of length within a multiplicative 1.5 factor of the optimal schedule unless P = NP.
This result implies that one can only coordinate data aggregation over a pre-existing network
so well.
Given that an approximation algorithm is the best one can hope for, we next give an algorithm which in polynomial time produces an approximately-optimal Token Computation
schedule. Our algorithm is based on the simple observation that after O(log n) repetitions of
pairing off nodes with tokens, having one node in each pair route a token to the other node
in the pair, and then having every node compute, there will be a single token in the network.
The difficulty in this approach lies in showing that one can route pairs of tokens in a way
that is competitive with the length of the optimal schedule. We show that by considering
the paths in G traced out by tokens sent by the optimal schedule, we can get a concrete
hold on the optimal schedule. Specifically, we show that a polynomial-time algorithm based
on our observation produces a valid schedule of length O(OPT · log n · log OPT
tm ) with high
3
probability, where OPT is the length of the optimal schedule. Using an easy bound on
OPT, this can be roughly interpreted as an O(log2 n)-approximation algorithm. This result
shows that data aggregation over a pre-existing network can be coordinated fairly well.
Furthermore, it is not hard to see that when tc = 0 and tm > 0, or when tc > 0 and tm = 0,
our problem is trivially solvable in polynomial time. However, we show hardness for the
case where tc , tm > 0, which gives a formal sense in which computation and communication
cannot be considered in isolation, as assumed in previous models of distributed computation.

1.3

Terminology

For the remainder of this paper we use the following terminology. A token a contains token a0
if a = a0 or a was created by combining two tokens, one of which contains a0 . For shorthand
we write a0 ∈ a to mean that a contains a0 . A singleton token is a token that only contains
itself; i.e., it is a token with which a node started. We let av be the singleton token with
which vertex v starts and refer to av as v’s singleton token. The size of a token is the number
of singleton tokens it contains. Finally, let af be the last token of a valid schedule S; the
terminus of S is the node at which af is formed by a computation.

2

Related Work

Cornejo et al. [10] study a form of data aggregation in networks that change over time,
where the goal is to collect tokens at as few nodes as possible after a certain time. However,
they do not consider computation time and they measure the quality of their solutions
with respect to the optimal offline algorithm. Awerbuch et al. [5] consider computation and
communication in a setting where jobs arrive online at nodes, and nodes can decide whether
or not to complete the job or pass the job to a neighbor. However, they study the problem
of job scheduling, not data aggregation, and, again, they approach the problem from the
perspective of competitive analysis with respect to the optimal offline algorithm.

3

Meaning at least 1 − 1/poly(n) henceforth.
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Another line of theoretical work related to our own is a line of work in centralized
algorithms for scheduling information dissemination [30, 20, 17]. In this problem, an algorithm
is given a graph and a model of distributed communication, and must output a schedule that
instructs nodes how to communicate in order to spread some information. For instance, in
one setting an algorithm must produce a schedule which, when run, broadcasts a message
from one node to all other nodes in the graph. The fact that these problems consider
spreading information is complementary to the way in which we consider consolidating it.
However, we note that computation plays no role in these problems, in contrast to our
Token Computation problem.
Of these prior models of communication, the model which is most similar to our own is
the telephone broadcast model. In this model in each round a node can “call” another node
to transmit information or receive a call from a single neighbor. Previous results have given a
hardness of approximation of 3 [13] for broadcasting in this model and logarithmic as well as
sublogarithmic approximation algorithms for broadcasting [14]. The two notable differences
between this model and our own are (1) in our model nodes can receive information from
multiple neighbors in a single round4 and (2) again, in our model computation takes a
non-negligible amount of time. Note, then, that even in the special case when tc = 0, our
model does not generalize the telephone broadcast model; as such we do not immediately
inherit prior hardness results from the telephone broadcast problem. Furthermore, (1) and
especially (2) preclude the possibility of an easy reduction from our problem to the telephone
broadcast problem.
There is also a great deal of related applied work; additional details are in Appendix B.

3

Optimal Algorithm for Complete Graphs

In this section we provide an optimal polynomial-time algorithm for the Token Computation problem on a complete graph. The schedule output by our algorithm ultimately only
uses the edges of a particular tree, and so, although we reason about our algorithm in a fully
connected graph, in reality our algorithm works equally well on said tree. This result, then,
informs the design of an optimal network.

3.1

Binary Trees (Warmup)

We build intuition by considering a natural solution to Token Computation on the complete
graph: naïve aggregation on a rooted binary tree. In this schedule, nodes do computations
and communications in lock-step. In particular, consider the schedule S which alternates
the following two operations until only a single node with tokens remains on a fixed binary
tree: (1) every non-root node that has a token sends its token to its parent in the binary
tree; (2) every v with at least two tokens performs one computation. Once only one node
has any tokens, that node performs computation until only a single token remains. After
log n iterations of this schedule, the root of the binary tree is the only node with any tokens,
and thereafter only performs computation for the remainder of S. However, S does not
efficiently pipeline communication and computation: after each iteration of (1) and (2), the
root of the tree gains an extra token. Therefore, after log n repetitions of this schedule, the
root has log n tokens. In total, then, this schedule aggregates all tokens after essentially
log n(tc + tm ) + log n · tc rounds. See Figure 1.

4

See above for the justification of this assumption.
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(a) Round 1.

(b) Round 2.
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Figure 1 The naïve aggregation schedule on a binary tree for tc = tm = 1 and n = 7 after 4
rounds. tokens are represented by blue diamonds; a red arrow from node u to node v means that
u sends to v; and a double-ended blue arrow between two tokens a and b means that a and b are
combined at the node. Notice that the root gains an extra token every 2 rounds.
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(a) Round 1.
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(b) Round 2.

(c) Round 3.

(d) Round 4.

Figure 2 The aggregation schedule on a binary tree for tc = tm = 1 and n = 7 after 4 rounds
where the root pipelines its computations. Again, tokens are represented by blue diamonds; a red
arrow from node u to node v means that u sends to v; and a double-ended blue arrow between two
tokens a and b means that a and b are combined at the node. Notice that the root will never have
more than 3 tokens when this schedule is run.

For certain values of tc and tm , we can speed up naïve aggregation on the binary tree
by pipelining the computations of the root with the communications of other nodes in the
network. In particular, consider the schedule S 0 for a fixed binary tree for the case when
tc = tm in which every non-root node behaves exactly as it does in S but the root always
computes. Since the root always computes in S 0 , even as other nodes are sending, it does
not build up a surplus of tokens as in S. Thus, this schedule aggregates all tokens after
essentially log n(tc + tm ) rounds when tc = tm , as shown in Figure 2.
However, as we will prove, binary trees are not optimal even when they pipeline computation at the root and tc = tm . In the remainder of this section, we generalize this pipelining
intuition to arbitrary values of tc and tm and formalize how to show a schedule is optimal.

Figure 3 T (16) for tc = 2, tm = 1.
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Complete Graphs

We now describe our optimal polynomial-time algorithm for complete graphs. This algorithm
produces a schedule which greedily aggregates on a particular tree, Tn∗ . In order to describe
this tree, we first introduce the tree T (R, tc , tm ). This tree can be thought of as the largest
tree for which greedy aggregation aggregates all tokens in R rounds given computation cost
tc and communication cost tm . We will overload notation and let T (R) denote T (R, tc , tm )
for some fixed values of tc and tm . Let the root of a tree be the node in that tree with no
parents. Also, given a tree T1 with root r we define T1 join T2 as T1 but where r also has
T2 as an additional subtree. We define T (R) as follows (see Figure 3 for an example):
T (R) :=

(
A single leaf

if R < tm + tc

T (R − tc ) join T (R − tc − tm ) otherwise

Since an input to the Token Computation problem consists of n nodes, and not
a desired number of rounds, we define R∗ (n, tc , tm ) to be the minimum value such that
|T (R∗ (n, tc , tm ))| ≥ n. We again overload notation and let R∗ (n) denote R∗ (n, tc , tm ).
Formally,
R∗ (n) := min{R : |T (R)| ≥ n}.
We let Tn∗ denote T (R∗ (n)). For ease of presentation we assume that |Tn∗ | = n.5
The schedule produced by our algorithm will simply perform greedy aggregation on Tn∗ .
We now formally define greedy aggregation and establish its runtime on the tree T (R).
I Definition 1 (Greedy Aggregation). Given an r-rooted tree, let the greedy aggregation
schedule be defined as follows. In the first round, every node except for r sends its token to
its parent. In subsequent rounds we do the following. If a node is not busy and has at least
two tokens, it performs a computation. If a non-root node is not busy, has exactly one token,
and has received a token from every child in previous rounds, it forwards its token to its
parent.
I Lemma 2. Greedy aggregation on T (R) terminates in R rounds.
Proof. We will show by induction on k ≥ 0 that greedy aggregation results in the root of
T (k) having a token of size |T (k)| after k rounds. The base cases of k ∈ [0, tm + tc ) are
trivial, as nothing needs to be combined. For the inductive step, applying the inductive
hypothesis and using the recursive structure of our graph tells us that the root of T (k + tc )
has a token of size |T (k)| at its root in k rounds, and the root of the child T (k − tm ) has
a token of size |T (k − tm )| at its root in k − tm rounds. Therefore, by the definition of
greedy aggregation, the root of T (k − tm ) sends its token of size |T (k − tm )| to the root of
T (k + tc ) at time k − tm , which means the root of T (k + tc ) can compute a token of size
|T (k − tm )| + |T (k)| = |T (k + tc )| by round k + tc .
J
To build intuition about how quickly Tn∗ grows, see Figure 6 for an illustration of |Tn∗ | as
a function of n for specific values of tc and tm . Furthermore, notice that T (R) and Tn∗ are
constructed in such a way that greedy aggregation pipelines computation and communication.
We can now formalize our optimal algorithm, which simply outputs the greedy aggregation
schedule on Tn∗ , as Algorithm 1. The following theorem is our main result for this section.

5

If |Tn∗ | > n, then we could always “hallucinate” extra nodes where appropriate.
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Algorithm 1 OptComplete(tc , tm , n).

Input: tc , tm , n
Output: A schedule for Token Computation on Kn with parameters tc and tm
Arbitrarily embed Tn∗ into Kn
return Greedy aggregation schedule on Tn∗ embedded in Kn

I Theorem 3. Given a complete graph Kn on n vertices and any tm , tc ∈ Z+ , OptComplete
optimally solves Token Computation on the Token Network (Kn , tc , tm ) in polynomial
time.
To show that Theorem 3 holds, we first note that OptComplete trivially runs in
polynomial time. Therefore, we focus on showing that greedy aggregation on Tn∗ optimally
solves the Token Computation problem on Kn . We demonstrate this claim by showing
that, given R rounds, |T (R)| is the size of the largest solvable graph. Specifically, we
will let N ∗ (R) be the size of the largest complete graph on which one can solve Token
Computation in R rounds, and we will argue that N ∗ (R) obeys the same recurrence as
|T (R)|.
First notice that the base case of N ∗ (R) is trivially 1.
∗
I Lemma 4. For R ∈ Z+
0 we have that N (R) = 1 for R < tc + tm .

Proof. If R < tc + tm , there are not enough rounds to send and combine a token, and so the
Token Computation problem can only be solved on a graph with one node.
J
We now show that for the recursive case N ∗ (R) is always at least as large as N ∗ (R −
tc ) + N ∗ (R − tc − tm ), which is the recurrence that defines |T (R)|.
∗
∗
∗
I Lemma 5. For R ∈ Z+
0 we have that N (R) ≥ N (R−tc )+N (R−tc −tm ) for R ≥ tc +tm .

Proof. Suppose R ≥ tc + tm . Let S1 be the optimal schedule on the complete graph of
N ∗ (R − tc ) nodes with terminus vt1 and let S2 be the optimal schedule on the complete graph
of size N ∗ (R − tc − tm ) with corresponding terminus vt2 . Now consider the following solution
on the complete graph of N ∗ (R − tc ) + N ∗ (R − tc − tm ) nodes. Run S1 and S2 in parallel on
N ∗ (R − tc ) and N ∗ (R − tc − tm ) nodes respectively, and once S2 has completed, forward the
token at vt2 to vt1 and, once it arrives, have vt1 perform one computation. This is a valid
schedule which takes R rounds to solve Token Computation on N ∗ (R−tc )+N ∗ (R−tc −tm )
nodes. Thus, we have that N ∗ (R) ≥ N ∗ (R − tc ) + N ∗ (R − tc − tm ) for R ≥ tc + tm .
J
It remains to show that this bound on the recursion is tight. To do so, we case on whether
tc ≥ tm or tc < tm . When tc ≥ tm , we perform a straightforward case analysis to show that
N ∗ follows the same recurrence as Tn∗ . Specifically, we case on when the last token in the
optimal schedule was created to show the following.
∗
∗
∗
I Lemma 6. When tc ≥ tm for R ∈ Z+
0 it holds that N (R) = N (R − tc ) + N (R − tc − tm ).

Proof. Suppose that R ≥ tc + tm . By Lemma 5, it is sufficient to show that N ∗ (R) ≤
N ∗ (R − tc ) + N ∗ (R − tc − tm ). Consider the optimal solution given R rounds. The last
action performed by any node must have been a computation that combines two tokens, a
and b, at the terminus vt because, in an optimal schedule, any further communication of the
last token increases the length of the schedule. We now consider three cases.
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Round t + tm

Equivalent
Round t

Round t + tm

(b) Shortcutting insight.

Figure 4 An illustration of the shortcutting and combining insights. Here, tokens are denoted by
blue diamonds, and hallucinated tokens are denoted by striped red diamonds. As before, a red arrow
from node u to node v means that u sends to v, and a double-ended blue arrow between two tokens
a and b means that a and b are combined at the node. Notice that which nodes have tokens and
when nodes have tokens are the same under both modifications (though in the combining insight, a
node is only hallucinating that it has a token).

In the first case, a and b were both created at vt . Because both of a or b could not have
been created at time R − tc , one of them must have been created at time R − 2tc at the
latest. This means that N ∗ (R) ≤ N ∗ (R−tc )+N ∗ (R−2tc ) ≤ N ∗ (R−tc )+N ∗ (R−tc −tm ).
In the second case, exactly one of a or b (without loss of generality, a) was created at vt .
This means that b must have been sent to vt at latest at time R − tc − tm . It follows that
N ∗ (R) ≤ N ∗ (R − tc ) + N ∗ (R − tc − tm ).
In the last case, neither a nor b was created at vt . This means that both must have been
sent to vt at the latest at time R − tc − tm . We conclude that N ∗ (R) ≤ N ∗ (R − tc −
tm ) + N ∗ (R − tc − tm ) ≤ N ∗ (R − tc ) + N ∗ (R − tc − tm ).
Thus, in all cases we have N ∗ (R) ≤ N ∗ (R − tc ) + N ∗ (R − tc − tm ).

J

We now consider the case in which communication is more expensive than computation,
tc < tm . One might hope that the same case analysis used when tc ≥ tm would prove the
desired result for when tc < tm . However, we must do significantly more work to show that
N ∗ (R) = N ∗ (R − tc ) + N ∗ (R − tc − tm ) when tc < tm . We do this by establishing structure
on the schedule which solves Token Computation on KN ∗ (R) in R rounds: we successively
modify an optimal schedule in a way that does not affect its validity or length but which
adds structure to the schedule.
Specifically, we leverage the following insights – illustrated in Figure 4 – to modify
schedules. Combining insight: Suppose node v has two tokens in round t, a and b, and v
sends a to node u in round t. Node v can just aggregate a and b, treat this aggregation as it
treats b in the original schedule and u can just pretend that it receives a in round t + tm .
That is, u can “hallucinate” that it has token a. Note that this insight crucially leverages
the fact that tc < tm , since otherwise the performed computation would not finish before
round t + tm . Shortcutting insight: Suppose node v sends a token to node u in round t and
node u sends a token to node w in a round in [t, t + tm ]. Node v can “shortcut” node u and
send to w directly and u can just not send.
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Through modifications based on these insights we show that there exists an optimal
schedule where the last node to perform a computation never communicates, and every
computation performed by this node computes on the token with which this node started.
This structure, in turn, allows us to establish the following lemma, which asserts that when
tc < tm we have that N ∗ (R) and |T (R)| follow the same recurrence.
∗
∗
∗
I Lemma 7. When tc < tm , for R ∈ Z+
0 it holds that N (R) = N (R − tc ) + N (R − tc − tm ).

The proof of the lemma is relegated to Appendix D. We are now ready to prove the
theorem.
Proof of Theorem 3. On a high level, we argue that the greedy aggregation schedule on
T (R) combines N ∗ (R) nodes in R rounds and is therefore optimal. Combining Lemma 4,
Lemma 6, and Lemma 7 we have the following recurrence on N ∗ (R) for R ∈ Z+
0.
(
N ∗ (R) =

if R < tc + tm

1
∗

∗

N (R − tc ) + N (R − tc − tm ) if R ≥ tc + tm

Notice that this is the recurrence which defines |T (R)| so for R ∈ Z+
0 we have that
∗
N (R) = |T (R)|, and by Lemma 2, the greedy aggregation schedule on T (R) terminates in
R rounds.
Thus, the greedy aggregation schedule on T (R) solves Token Computation on K|T (R)| =
KN ∗ (R) in R rounds, and therefore is an optimal solution for KN ∗ (R) . Since Tn∗ is the smallest
T (R) with at most n nodes, greedy aggregation on Tn∗ is optimal for Kn and so OptComplete
optimally solves Token Computation on Kn . Finally, the polynomial runtime is trivial. J

4

Hardness and Approximation for Arbitrary Graphs

We now consider the Token Computation problem on arbitrary graphs. Unlike in the case
of complete graphs, the problem turns out to be computationally hard on arbitrary graphs.
The challenge in demonstrating the hardness of Token Computation is that the optimal
schedule for an arbitrary graph does not have a well-behaved structure. Our insight here
is that by forcing a single node to do a great deal of computation we can impose structure
on the optimal schedule in a way that makes it reflect the minimum dominating set of the
graph. The following theorem formalizes this; its full proof is relegated to Appendix E.
I Theorem 8. Token Computation cannot be approximated by a polynomial-time algorithm
1
within (1.5 − ) for  ≥ o(log
n) unless P = NP.
Therefore, our focus in this section is on designing an approximation algorithm. Specifically, we construct a polynomial-time algorithm, SolveTC, which produces a schedule
that solves Token Computation on arbitrary graphs using at most O(log n · log OPT
tm )
multiplicatively more rounds than the optimal schedule, where OPT is the length of the
optimal schedule. Define the diameter D of graph G as maxv,u d(u, v). Notice that OPT/tm
is at most (n − 1)tc /tm + D since OPT ≤ (n − 1)(tc + D · tm ): the schedule that picks a pair
of nodes, routes one to the other then aggregates and repeats n − 1 times is valid and takes
(n − 1)(tc + D · tm ) rounds. Thus, our algorithm can roughly be understood as an O(log2 n)
approximation algorithm. Formally, our main result for this section is the following theorem
whose lengthy proof we summarize in the rest of this section.
I Theorem 9. SolveTC is a polynomial-time algorithm that gives an O(log n · log OPT
tm )approximation for Token Computation with high probability.
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The rest of this section provides an overview of this theorem’s lengthy proof. Our
approximation algorithm, SolveTC, is given as Algorithm 2. SolveTC performs O(log n)
repetitions of: designate some subset of nodes with tokens sinks and the rest of the nodes
with tokens sources; route tokens at sources to sinks. If tc > tm , we will delay computations
until tokens from sources arrive at sinks, and if tm ≥ tc , we will immediately aggregate
tokens that arrive at the same node.

4.1

Token Computation Extremes (Warmup)

Before moving on to a more technical overview of our algorithm, we build intuition by
considering two extremes of Token Computation.

tm  tc
First, consider the case where tm  tc ; that is, communication is very cheap compared to
computation. As computation is the bottleneck here, we can achieve an essentially optimal
schedule by parallelizing computation as much as possible. That is, consider a schedule
consisting of O(log n) repetitions of: (1) each node with a token uniquely pairs off with
another node with a token; (2) one node in each pair routes its token to the other node in
its pair; (3) nodes that received a token perform one computation. This takes O(tc · log n)
rounds to perform computations along with some amount of time to perform communications.
But, any schedule takes at least Ω(tc · log n) rounds, even if communication were free and
computation were perfectly parallelized. Because the time to perform communications is
negligible, this schedule is essentially optimal.

tc  tm
Now consider the case where tc  tm ; that is, computation is very cheap compared to
communication. In this setting, we can provide an essentially optimal schedule by minimizing
the amount of communication that occurs. In particular, we pick a center c of the graph6
and have all nodes send their tokens along the shortest path towards c. At any point during
this schedule, it is always more time efficient for a node with multiple tokens to combine
its tokens together before forwarding them since tc  tm . Thus, if at any point a node
has multiple tokens, it combines these into one token and forwards the result towards c.
Lastly, c aggregates all tokens it receives. This schedule takes tm · r time to perform its
communications, where r is the radius of the graph,7 and some amount of time to perform
its computations. However, because for every schedule there exists a token that must travel
at least r hops, any schedule takes at least Ω(r · tm ) rounds. Computations take a negligible
amount of time since tc  tm , which means that this schedule is essentially optimal.
See Figure 5 for an illustration of these two schedules. Thus, in the case when tm  tc ,
we have that routing between pairs of nodes and delaying computations is essentially optimal,
and in the case when tc  tm , we have that it is essentially optimal for nodes to greedily
aggregate tokens before sending. These two observations will form the foundation of our
approximation algorithm.

6
7

The center of graph G is arg minv maxu d(v, u) where d(v, u) is the length of the shortest u − v path.
The radius of graph G is minv maxu d(v, u).
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(a) tm  tc .

(b) tc  tm .

Figure 5 An illustration of essentially optimal schedules for the extremes of the Token Computation problem. Dotted red arrows give the node towards which each node routes. In the case
where tm  tc one would repeat this sort of routing O(log n) times.

4.2

Approximation Algorithm

Recall that our approximation algorithm routes tokens from designated sources to designated
sinks O(log n) times. Formally, the problem which our algorithm solves O(log n) times is as
follows.
I Definition 10 (Route and Compute Problem). The input to the Route and Compute
Problem consists of a set U ⊆ V and a set of directed paths P~U = {P~u : u ∈ U } where: (1)
u ∈ U has a token and is the source of P~u ; (2) every sink of every path P~u has a token; (3)
if u and tu are the sources and sinks of P~u ∈ P~U , respectively, then neither u nor tu are
endpoints of any P~u0 ∈ P~U for u0 6= u. A solution of cost C is a schedule of length C which,
when run, performs computations on a constant fraction of tokens belonging to nodes in U .
SolveTC repeatedly calls a subroutine, GetDirectedPaths, to get a set of paths for
which it would like to solve the Route and Compute Problem. It then solves the Route
and Compute Problem for these paths, using RoutePathsm if tc ≤ tm or RoutePathsc
if tc > tm . Below we give an overview of these procedures. The proofs of the lemmas in this
section, as well as further details regarding SolveTC, are relegated to Appendix F.
Algorithm 2 SolveTC.

Input: Token Computation instance given by graph G = (V, E), tc , tm
Output: A schedule for the input Token Computation problem
W ←V
for iteration i ∈ O(log n) do
P~U ← GetDirectedPaths(W, G)
if tc > tm then RoutePathsm (P~U )
if tc ≤ tm then RoutePathsc (P~U )
W ← {v : v has 1 token}

4.2.1

Producing Paths on Which to Route

We now describe GetDirectedPaths. First, for a set of paths P, we define the vertex
P
congestion of P as con(P) = maxv P ∈P (# occurences of v ∈ P ), and the dilation of P as
maxP ∈P |P |.
Given that nodes in W ⊆ V have tokens, GetDirectedPaths solves a flow LP which
has a flow for each w ∈ W whose sinks are w0 ∈ W such that w0 6= w. The objective
of this flow LP is the vertex congestion. The flow for each w ∈ W defines a probability
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distribution over (undirected) paths with endpoints w and w0 where w0 6= w and w0 ∈ W .
Given these probability distributions, we repeatedly sample paths by taking random walks
proportional to LP values of edges until we produce a set of paths – one for each w ∈ W –
with low vertex congestion. Lastly, given our undirected paths, we apply another subroutine
to direct our paths and fix some subset of nodes U ⊂ W as sources such that |U | is within
a constant fraction of |W |. The key property of the LP we use is that it has an optimal
vertex congestion comparable to OPT, the length of the optimal Token Computation
schedule. Using this fact and several additional lemmas we can prove the following properties
of GetDirectedPaths.
I Lemma 11. Given W ⊆ V , GetDirectedPaths is a randomized polynomial-time
algorithm that returns a set of directed paths, P~U = {Pu : u ∈ U } for U ⊆ W , such that with
high probability at least 1/12 of nodes in W are sources of paths in P~U each with a unique
sink in W . Moreover,


OPT
OPT
8OPT
con(P~U ) ≤ O
log
and dil(P~U ) ≤
.
min(tc , tm )
tm
tm

4.2.2

Routing Along Produced Paths

We now specify how we route along the paths produced by GetDirectedPaths. If tc > tm ,
we run RoutePathsm to delay computations until tokens from sources arrive at sinks, and
if tm ≥ tc , we run RoutePathsc to immediately aggregate tokens that arrive at the same
node.

Case of tc > tm
RoutePathsm adapts the routing algorithm of Leighton et al. [22] – which was simplified
by Rothvoß [31] – to efficiently route from sources to sinks.8 We let OPTRoute be this
adaptation of the algorithm of Leighton et al. [22].
I Lemma 12. Given a set of directed paths P~U with some subset of endpoints of paths
in P~U designated sources and the rest of the endpoints designated sinks, OPTRoute is a
randomized polynomial-time algorithm that w.h.p. produces a Token Network schedule
that sends from all sources to sinks in O(con(P~U ) + dil(P~U )).
Given P~U , RoutePathsm is as follows. Run OPTRoute and then perform a single
computation. As mentioned earlier, this algorithm delays computation until all tokens have
been routed.
I Lemma 13. RoutePathsm is a polynomial-time algorithm that, given P~U , solves the
Route and Compute Problem w.h.p. using O(tm (con(P~U ) + dil(P~U )) + tc ) rounds.

Case of tc ≤ tm
Given directed paths P~U , RoutePathsc is as follows. Initially, every sink is asleep and
every other node is awake. For O(dil(P~U ) · tm ) rounds we repeat the following: if a node is
not currently sending and has exactly one token then it forwards this token along its path; if

8

Our approach for the case when tc > tm can be simplified using techniques from Srinivasan and Teo [32].
In fact, using their techniques we can even shave the log tOPT
factor in our approximation. However,
c
because these techniques do not take computation into account, they do not readily extend to the case
when tc ≤ tm . Thus, for the sake of a unified exposition, we omit the adaptation of their results.
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a node is not currently sending and has two or more tokens then it sleeps for the remainder
of the O(dil(P~U ) · tm ) rounds. Lastly, every node combines any tokens it has for tc · con(P~U )
rounds.
I Lemma 14. RoutePathsc is a polynomial-time algorithm that, given P~U , solves the
Route and Compute Problem w.h.p. using O(tc · con(P~U ) + tm · dil(P~U )) rounds.
By leveraging the foregoing results, we can prove Theorem 9; see Appendix F.3 for details.

5

Future Work

There are many promising directions for future work. First, as Section 4.1 illustrates, the
extremes of our problem – when tc  tm and when tm  tc – are trivial to solve. However,
our hardness reduction demonstrates that for tc = 1 and tm in a specific range, our problem
is hard to approximate. Determining precisely what values of tm and tc make our problem
hard to approximate is open.
Next, it is not always the case that there exists a centralized coordinator to produce a
schedule. We hope to give an analysis of our problem in a distributed setting as no past
work in this setting takes computation into account. Even more broadly, we hope to analyze
formal models of distributed computation in which nodes are not assumed to have unbounded
computational resources and computation takes a non-trivial amount of time.
We also note that there is a gap between our hardness of approximation and the approximation guarantee of our algorithm. The best possible approximation, then, is to be decided
by future work.
Furthermore, we are interested in studying technical challenges similar to those studied in
approximation algorithms for network design. For instance, we are interested in the problem
in which each edge has a cost and one must build a network subject to budget constraints
which has as efficient a Token Computation schedule as possible.
Lastly, there are many natural generalizations of our problem. For instance, consider the
problem in which nodes can aggregate an arbitrary number of tokens together, but the time
to aggregate multiple tokens is, e.g., a concave function of the number of tokens aggregated.
These new directions offer not only compelling theoretical challenges but may be of practical
interest.
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A

Formal Model, Problem, and Definitions

Let us formally define the Token Computation problem. The input to the problem is a
Token Network specified by graph G = (V, E) and parameters tc , tm ∈ N. Each node
starts with a single token.
An algorithm for this problem must provide a schedule, S : V × [l] → V ∪ {idle, busy}
where we refer to |S| := l as the length of the schedule. Intuitively, a schedule S directs each
node when to compute and when to communicate as follows:
S(v, r) = v 0 6= v indicates that v begins passing a token to v 0 in round r of S;
S(v, r) = v indicates that v begins combining two token in round r of S;
S(v, r) = idle indicates that v does nothing in round r;
S(v, r) = busy indicates that v is currently communicating or computing.
Moreover, we define the number of computations that v has performed up to round r
P
as CS (v, r) := r0 ∈[r−tc ] 1(S(v, r0 ) == v), the number of messages that v has received up
P
P
to round r as RS (v, r) := r0 ∈[r−tm ] v0 6=v 1(S(v 0 , r0 ) == v), and the number of messages
P
P
that v has sent up to round r as MS (v, r) := r0 ∈[r−tm ] v0 6=v 1(S(v, r0 ) == v 0 ). Finally,
define the number of tokens a node has in round r of S as follows.
tokensS (v, r) := I(v) + RS (v, r) − MS (v, r) − CS (v, r).
A schedule, S, is valid for Token Network (G, tc , tm ) if:
1. Valid communication: If S(v, r) = v 0 =
6 v then (v, v 0 ) ∈ E, S(v, r0 ) = busy for r0 ∈
[r + 1, r + tm ] and tokensS (v, r) ≥ 1;
2. Valid computation: If S(v, r) = v then S(v, r0 ) = busy for r0 ∈ [r + 1, r + tc ] and
tokensS (v, r) ≥ 2;
P
3. Full aggregation: v∈V tokensS (v, |S|) = 1.
An algorithm solves Token Computation if it outputs a valid schedule.
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Deferred Related Work

There is a significant body of applied work in resource-aware scheduling, sensor networks,
and high-performance computing that considers both the relative costs of communication
and computation, often bundled together in an energy cost. However, these studies have
been largely empirical rather than theoretical, and much of the work considers distributed
algorithms (as opposed to our centralized setting).

AllReduce in HPC
There is much related applied work in the high-performance computing space on AllReduce [29, 16]. However, while there has been significant research on communication-efficient
AllReduce algorithms, there has been relatively little work that explicitly considers the cost
of computation, and even less work that considers the construction of optimal topologies for
efficient distributed computation. Researchers have empirically evaluated the performance
of different models of communication [25, 19] and have proven (trivial) lower bounds for
communication without considering computation [26, 27]. Indeed, to the best of our knowledge, the extent to which they consider computation is through an additive penalty that
consists of a multiplicative factor times the size of all inputs at all nodes, as in the work of
Jain et al. [18]; crucially, this penalty is the same for any schedule and cannot be reduced via
intelligent scheduling. Therefore, there do not seem to exist theoretical results for efficient
algorithms that consider both the cost of communication and computation.

Resource-Aware Scheduling
In the distributed computation space, people have considered resource-aware scheduling on a
completely connected topology with different nodes having different loads. Although this
problem considers computation-aware communication, these studies are much more empirical
than theoretical, and only consider distributed solutions as opposed to centralized algorithms
[33, 24].

Sensor Networks
Members of the sensor networks community have studied the problem of minimizing an energy
cost, which succinctly combines the costs of communication and computation. However,
sensor networks involve rapidly-changing, non-static topologies [1, 2], which means that
their objective is not to construct a fixed, optimal topology, but rather to develop adaptive
algorithms for minimizing total energy cost with respect to an objective function [3].
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Figure 6 An illustration of the optimal schedule length for different sized trees. The solid red
line is the number of rounds taken by greedy aggregation with pipelining on a binary tree (i.e.,
d2 · tc · log n + tm · log ne); the dashed blue line is the number of rounds taken by greedy aggregation
on Tn∗ ; and the dotted green line is the trivial lower bound of dtc · log ne rounds. Note that though
we illustrate the trivial lower bound of dtc · log ne rounds, the true lower bound is given by the
number of rounds taken by greedy aggregation on Tn∗ .

D

Proof of Lemma 7

Using our combining and shortcutting insights, we establish the following structure on a
schedule which solves Token Computation on KN ∗ (R) in R rounds when tc < tm .
∗
I Lemma 15. When tc < tm , for all R ∈ Z+
0 , there exists a schedule, S̃ , of length R
that solves Token Computation on KN ∗ (R) such that the terminus of S̃ ∗ , vt , never
communicates and every computation performed by vt involves a token that contains vt ’s
singleton token, avt .

Proof. Let S ∗ be some arbitrary schedule of length R which solves Token Computation
on KN ∗ (R) ; we know that such a schedule exists by definition of N ∗ (R). We first show how
∗
to modify S ∗ into another schedule, S1−4
, which not only also solves Token Computation
on KN ∗ (R) in R rounds, but which also satisfies the following four properties.
(1) v only sends at time t if v at time t has exactly one token for t ∈ [R];
(2) if v sends in round t then v does not receive any tokens in rounds [t, t + tm ] for t ∈ [R];
(3) if v sends in round t then v is idle during rounds t0 > t for t ∈ [R];
(4) the terminus never communicates.

Achieving property (1)
Consider an optimal schedule S ∗ . We first show how to modify S ∗ to an R-round schedule
S1∗ that solves Token Computation on KN ∗ (R) and satisfies property (1). We use our
combining insight here. Suppose that (1) does not hold for S ∗ ; i.e., a node v sends a token
a1 to node u at time t and v has at least one other token, say a2 , at time t. We modify S ∗ as
follows. At time t, node v combines a1 and a2 into a token which it then performs operations
on (i.e., computes and sends) as it does to a2 in the original schedule. Moreover, node u
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pretends that it receives token a1 at time t + tm : any round in which S ∗ has u compute
on or communicate a1 , u now simply does nothing; nodes that were meant to receive a1
do the same. It is easy to see that by repeatedly applying the above procedure to every
node when it sends when it has more than one token, we can reduce the number of tokens
every node has whenever it sends to at most one. The total runtime of this schedule is no
greater than that of S ∗ , namely R, because tc < tm . Moreover, it clearly still solves Token
Computation on KN ∗ (R) . Call the schedule S1∗ .

Achieving properties (1) and (2)
∗
Now, we show how to modify S1∗ into S1−2
such that properties (1) and (2) both hold. Again,
∗
S1−2 is of length R and solves Token Computation on KN ∗ (R) . We use our shortcutting
insight here. Suppose that (2) does not hold for S1∗ ; i.e., there exists a v that receives a
token a1 from node u while sending another token a2 to node u0 . We say that node u is
bothering node v in round t if node u communicates a token a1 to v in round t, and node v
communicates a token a2 to node u0 ∈ V \ {v, u} in round [t, t + tm ]. Say any such pair is a
bothersome pair. Furthermore, given a pair of nodes (u, v) and round t such that node u is
bothering node v in round t, let the resolution of (u, v) in round t be the modification in
which u sends its token directly to the node u0 to which v sends its token. Note that each
resolution does not increase the length of the optimal schedule because, by the definition of
bothering, this will only serve as a shortcut; u0 will receive a token from u at the latest in
the same round it would have received a token from v in the original schedule, and nodes u0
and v can pretend that they received tokens from v and u, respectively. However, it may
now be the case that node u ends up bothering node u0 . We now show how to repeatedly
∗
apply resolutions to modify S1∗ into a schedule S1−2
in which no node bothers another in
any round t.

Consider the graph Bt (S1∗ ) where the vertices are the nodes in G and there exists a
directed edge (u, v) if node u is bothering node v in round t in schedule S1∗ . First, consider
cycles in Bt (S1∗ ). Note that, for any time t in which Bt (S1∗ ) has a cycle, we can create a
schedule S̃1∗ in which no nodes in any cycle in Bt (S1∗ ) send their tokens in round t; rather,
they remain idle this round and pretend they received the token they would have received
under S1∗ . Clearly, this does not increase the length of the optimal schedule and removes all
cycles in round t. Furthermore, this does not violate property (1) because fewer nodes send
tokens in round t, and no new nodes send tokens in round t.
Therefore, it suffices to consider an acyclic, directed graph Bt (S̃1 ). Now, for each round
t, we repeatedly apply resolutions until no node bothers any other node during that round.
Note that for every t, each node can only be bothering at most one other node because
nodes can only send one message at a time. This fact, coupled with the fact that Bt (S̃1 ) is
acyclic, means that Bt (S̃1 ) is a DAG where nodes have out-degree 1. It is not hard to see
that repeatedly applying resolutions to a node v which bothers another node will decrease
the number of edges in Bt (S̃1 ) by 1. Furthermore, because there are n total nodes in the
network, the number of resolutions needed for any node v at time t is at most n.
Furthermore, repeatedly applying resolutions to Bt (S̃1 ) for times t = 1, . . . , R in order
∗
results in a schedule S1−2
with no bothersome pairs at any time t and that still satisfies
∗
property (1), and so schedule S1−2
satisfies properties (1) and (2). Since each resolution did
∗
∗
not increase the length of the schedule we also have that S1−2
is of length R. Lastly, S1−2
clearly still solves Token Computation on KN ∗ (R) .
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Achieving properties (1) - (3)
∗
∗
Now, we show how to modify S1−2
into S1−3
which satisfies properties (1), (2), and (3).
∗
We use our shortcutting insight here as well as some new ideas. Given S1−2
, we show by
induction over k from 0 to R − tm , where R is the length of an optimal schedule, that we
∗
can modify S1−2
such that if a node finishes communicating in round R − k (i.e., begins
communicating in round R − k − tm ), it remains idle in rounds t0 ∈ (R − k, R] in the modified
optimal schedule. The base case of k = 0 is trivial: If a node communicates in round R − tm ,
it must remain idle in round R because the entire schedule is of length R.
Suppose there exists a node v that finishes communicating in round t = R − k but is not
∗
idle in some round t0 > R − k in S1−2
; furthermore, let round t0 be the first round after t
in which node v is not idle. By property (1), node v must have sent its only token away in
round t, and therefore node v must have received at least one other token after round t but
before round t0 . We now case on the type of action node v performs in round t0 .

If node v communicates in round t0 , it must send a token it received after time t but
before round t0 . Furthermore, as this is the first round after t in which v is not idle, v
cannot have performed any computation on this token, and by the inductive hypothesis,
v must remain idle from round t0 + tm on. Therefore, v receives a token au from some
node u and then forwards this token to node u0 at time t0 . One can modify this schedule
such that u sends au directly to u0 instead of sending to v.
If node v computes in round t0 , consider the actions of node v after round t0 + tc . Either
v eventually performs a communication after some number of computations, after which
point it is idle by the inductive hypothesis, or v only ever performs computations from
time t0 on.
In round t0 , v must combine two tokens it received after time t + tm by property (1). Note
that two distinct nodes must have sent the two tokens to v because, by the inductive
hypothesis, each node that sends after round t remains idle for the remainder of the
schedule. Therefore, the nodes u1 and u2 that sent the two tokens to v must have been
active at times t01 , t02 > t, where t1 ≤ t2 , after which they remain idle for the rest of the
schedule. Call the tuple (v, u1 , u2 ) a switchable triple. We can modify the schedule to
make v idle at round t0 by picking the node that first sent to v and treating it as v while
the original v stays idle for the remainder of the schedule. In particular, we can modify
∗
S1−2
such that, without loss of generality, u2 sends its token to u1 and u1 performs the
∗
computation that v originally performed in S1−2
. Note that this now ensures that v will
0
be idle in round t and does not increase the length of the schedule, as u1 takes on the
role of v. Furthermore, node u1 ’s new actions do not violate the inductive hypothesis:
Either u1 only ever performs computations after time t0 , or it eventually communicates
and thereafter remains idle.
We can repeat this process for all nodes that are not idle after performing a communication
∗
in order to produce a schedule S1−3
in which property (3) is satisfied.
∗
First, notice that these modifications do not change the length of S1−2
: in the first case u0
0
can still pretend that it receives au at time t + tm even though it now receives it in an earlier
round and in the second case u2 takes on the role of v at the expense of no additional round
∗
overhead. Also, it is easy to see that S1−3
still solves Token Computation on KN ∗ (R) .
We now argue that the above modifications preserve (1) and (2). First, notice that the
modifications we do for the first case do not change when any nodes send and so (1) is
satisfied. In the second case, because we switch the roles of nodes, we may potentially add a
send for a node. However, note that we only require a node u1 to perform an additional send
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when it is part of a switchable triple (v, u1 , u2 ), and u1 takes on the role of v in the original
∗
schedule from time t0 on. However, because S1−2
satisfies (1), u was about to send its only
token away and therefore only had one token upon receipt of the token from u2 . Therefore,
∗
because u1 performs the actions that v performs in S1−2
from time t0 on, and because at
∗
time t0 , both u1 and v have exactly two tokens, (1) is still satisfied by S1−3
. Next, we argue
∗
that (3) is a strictly stronger condition than (2). In particular, we show that since S1−3
∗
satisfies (3) it also satisfies (2). Suppose for the sake of contradiction that S1−3 satisfies (3)
but not (2). Since (2) is not satisfied there must exist some node v that sends in some round
t to, say node u, but receives a token in some round in [t, t + tm ]. By (3) it then follows that
v is idle in all rounds after t. However, u also receives a token in round t + tm . Therefore, in
round t + tm , two distinct nodes have tokens, one of which is idle in all rounds after t + tm ;
∗
∗
this contradicts the fact that S1−3
solves Token Computation. Thus, S1−3
must also
satisfy (2)

Achieving properties (1) - (4)
∗
It is straightforward to see that S1−3
also satisfies property (4). Indeed, by property (3),
if the terminus ever sends in round t < R − tc , then the terminus must remain idle during
rounds t0 > t, meaning it must be idle in round R − tc which contradicts the fact that in
∗
∗
this round the terminus performs a computation. Therefore, S1−4
= S1−3
satisfies properties
(1) - (4), and we know that there exists an optimal schedule in which vt is always either
computing or idle.

Achieving the final property
∗
We now argue that we can modify S1−4
into another optimal schedule S̃ ∗ such that every
computation done at the terminus vt involves a token that contains the original singleton
∗
token that started at the terminus. Suppose that in S1−4
, vt performs computation that
does not involve avt . Take the first instance in which vt combines tokens a1 and a2 , neither
of which contains avt , in round t. Because this is the first computation that does not involve
a token containing avt , both a1 and a2 must have been communicated to the terminus in
round t − tm at the latest.
Consider the earliest time t0 > t in which vt computes a token acomb that contains all of
∗
a1 , a2 , and avt . We now show how to modify S1−4
into S̃ 0 such that vt computes a token
0
0
acomb at time t that contains all of a1 , a2 , and avt and is at least the size of acomb by having
nodes swap roles in the schedule between times t and t0 . Furthermore, because the rest of the
schedule remains the same after time t0 , this implies that S̃ 0 uses at most as many rounds as
∗
S1−4
, and therefore that S̃ 0 uses at most R rounds.
The modification is as follows. At time t, instead of having vt combine tokens a1 and a2 ,
have vt combine one of them (without loss of generality, a1 ) with the token containing avt .
∗
Now, continue executing S1−4
but substitute a2 for the token containing avt from round t
on; this is a valid substitution because vt possesses a2 at time t. In round t0 , vt computes a
token a0comb = acomb ; the difference from the previous schedule is that the new schedule has
one fewer violation of property (4), i.e., one fewer round in which it computes on two tokens,
neither of which contains avt .
We repeat this process for every step in which the terminus does not compute on the
token containing avt , resulting in a schedule S̃ ∗ in which the terminus is always combining
a communicated token with a token containing its own singleton token. Note that these
modifications do not affect properties (1) - (4) because this does not affect the sending
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actions of any node, and therefore S̃ ∗ still satisfies properties (1) - (4). It easily follows,
then, that S̃ ∗ solves Token Computation on KN ∗ (R) in R rounds. Thus, S̃ ∗ is a schedule
of length R that solves Token Computation on KN ∗ (R) in which every computation the
terminus vt does is on two tokens, one of which contains avt , and, by (4), the terminus vt
never communicates.
J
Having shown that the schedule corresponding to N ∗ (R) can be modified to satisfy a
nice structure when tc < tm , we can conclude our recursive bound on N ∗ (R).
∗
∗
∗
I Lemma 7. When tc < tm , for R ∈ Z+
0 it holds that N (R) = N (R − tc ) + N (R − tc − tm ).

Proof. Suppose R ≥ tc + tm . We begin by applying Lemma 15 to show that N ∗ (R) ≤
N ∗ (R − tc ) + N ∗ (R − tc − tm ). Let vt be the terminus of the schedule S̃ ∗ using R rounds
as given in Lemma 15. By Lemma 15, in all rounds after round tm of S̃ ∗ it holds that vt is
either computing on a token that contains avt or busy because it did such a computation.
Notice that it follows that every token produced by a computation at vt contains avt .
Now consider the last token produced by our schedule. Call this token a. By definition of
the terminus, a must be produced by a computation performed by vt , combining two tokens,
say a1 and a2 , in round R − tc at the latest. Since every computation that vt does combines
two tokens, one of which contains avt , without loss of generality let a1 contain avt .
We now bound the size of a1 and a2 . Since a1 exists in round R − tc we know that it is of
size at most N ∗ (R − tc ). Now consider a2 . Since every token produced by a computation at
vt contains avt and a2 does not contain avt it follows that a2 must either be a singleton token
that originates at a node other than v, or a2 was produced by a computation at another
node. Either way, a2 must have been sent to v, who then performed a computation on a2 in
round R − tc at the latest. It follows that a2 exists in round R − tc − tm , and so a2 is of size
no more than N ∗ (R − tc − tm ).
Since the size of a just is the size of a1 plus the size of a2 , we conclude that a is of size
no more than N ∗ (R − tc ) + N ∗ (R − tc − tm ). Since, S̃ ∗ solves Token Computation on
a complete graph of size N ∗ (R), we have that a is of size N ∗ (R) and so we conclude that
N ∗ (R) ≤ N ∗ (R − tc ) + N ∗ (R − tc − tm ) for R ≥ tc + tm when tc < tm .
Lastly, since N ∗ (R) ≥ N ∗ (R − tc ) + N ∗ (R − tc − tm ) for R ≥ tc + tm by Lemma 5, we
conclude that N ∗ (R) = N ∗ (R − tc ) + N ∗ (R − tc − tm ) for R ≥ tc + tm when tc < tm .
J

E

Proof of Theorem 8

As a warmup for our hardness of approximation result, and to introduce some of the
techniques, we begin with a proof that the decision version of Token Computation is
NP-complete in Appendix E.1. We then prove the hardness of approximation result in
Appendix E.2.

E.1

NP-Completeness (Warmup)

An instance of the decision version of Token Computation is given by an instance of
Token Computation and a candidate `. An algorithm must decide if there exists a schedule
that solves Token Computation in at most ` rounds.
We reduce from k-dominating set.
I Definition 16 (k-dominating set). An instance of k-dominating set consists of a graph
G = (V, E); the decision problem is to decide whether there exists κ ⊆ V where |κ| = k such
that for all v ∈ V \ κ there exists ν ∈ κ such that (v, ν) ∈ E.
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a

d⇤
(a) G.

(b) Ψ(G, 1).

Figure 7 An example of Ψ for a given graph G and tm = 1. Nodes and edges added by Ψ are
dashed and in blue. Notice that |β| = ∆ + tm = 3 + 1 = 4.

Recall that k-dominating set is NP-complete.
I Lemma 17 (Garey and Johnson [15]). k-dominating set is NP-complete.
Given an instance of k-dominating set, we would like to transform G into another
graph G0 in polynomial time such that G has a k-dominating set iff there exists a Token
Computation schedule of some particular length for G0 for some values of tc and tm .
We begin by describing the intuition behind the transformation we use, which we call
Ψ. Any schedule on graph G in which every node only performs a single communication
and which aggregates all tokens down to at most k tokens corresponds to a k-dominating
set of G; in particular, those nodes that do computation form a k-dominating set of G. If
we had a schedule of length < 2tm which aggregated all tokens down to k tokens, then we
could recover a k-dominating set from our schedule. However, our problem aggregates down
to only a single token, not k tokens. Our crucial insight, here, is that by structuring our
graph such that a single node, a, must perform a great deal of computation, a must be the
terminus of any short schedule. The fact that a must be the terminus and do a great deal of
computation, in turn, forces any short schedule to aggregate all tokens in G down to at most
k tokens at some point, giving us a k-dominating set.
Formally, Ψ is as follows. Ψ takes as input a graph G and a value for tm and outputs
G0 = (V 0 , E 0 ). G0 has G as a sub-graph and in addition has auxiliary node a where a is
connected to all v ∈ V ; a is also connected to dangling nodes d ∈ β, where |β| = ∆+tm , along
with a special dangling node d∗ .9 Thus, G0 = (V ∪ {a, d∗ } ∪ β, E ∪ {(a, v 0 ) : v 0 ∈ V 0 \ {a}}).
See Figure 7.
We now prove that the optimal Token Computation schedule on G0 = Ψ(G, tm ) can
be upper bounded as a function of the size of the minimum dominating set of G.
I Lemma 18. The optimal Token Computation schedule on G0 = Ψ(G, tm ) is of length
at most 2tm + ∆ + k ∗ for tc = 1, where k ∗ is the minimum dominating set of G.
Proof. We know by definition of k ∗ that there is a dominating set of size k ∗ on G. Call this
set κ and let σ : V → κ map any given v ∈ V to a unique node in κ that dominates it. We
argue that it must be the case that Token Computation requires at most 2tm + tc (∆ + k ∗ )
rounds on G0 for tc = 1. Roughly, we solve Token Computation by first aggregating at κ
and then aggregating at a.
In more detail, in stage 1 of the schedule, every d ∈ β sends to a, every node v ∈ V sends
to σ(v) and a sends to d∗ . This takes tm rounds. In stage 2, each node does the following
in parallel. Node d∗ computes and sends its single token to a. Each ν ∈ κ computes until

9

∆ is the max degree of G.
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it has a single token and sends the result to a. Node a combines all tokens from β ∪ {d∗ }.
Node d∗ takes 1 + tm rounds to do this. Each ν ∈ κ takes at most ∆ + tm rounds to do this.
Node a takes ∆ + tm rounds to do this since a will receive d∗ ’s token after tm + 1 rounds
(and ∆ ≥ 1 without loss of generality). Thus, stage 2, when done in parallel, takes ∆ + tm
rounds. At this point a has k ∗ + 1 tokens and no other node in G0 has a token. In stage 3, a
computes until it has only a single token, which takes k ∗ rounds.
In total the number of rounds used by this schedule is tm + ∆ + tm + k ∗ = 2tm + ∆ + k ∗ .
Thus, the total number of rounds used by the optimal Token Computation schedule on
G0 is at most 2tm + ∆ + k ∗ .
J
Next, we show that any valid Token Computation schedule on G0 = Ψ(G, tm ) that has
at most two serialized sends corresponds to a dominating set of size bounded by the length
of the schedule.
I Lemma 19. Given G0 = Ψ(G, tm ) and a Token Computation schedule S for G0 where
|S| < 3tm , tc = 1, κ = {v : v ∈ G, v sends to a in S} is a dominating set of G of size
|S| − 2tm − ∆.
Proof. Roughly, we argue that a must be the terminus of S and must perform at most
|S| − 2tm − ∆ computations on tokens from G, each of which is the aggregation of a node’s
token and some of its neighbors’ tokens. We begin by arguing that a must be the terminus.
First, we prove that no d ∈ β ∪ {d∗ } is the terminus of S. Suppose for the sake of
contradiction that some d¯ ∈ β ∪ {d∗ } is the terminus. Since our schedule takes fewer than
3tm rounds, we know that every node sends a token that is not just the singleton token with
which it starts at most once. Thus, a sends tokens that are not just the singleton token that
¯ = ∆ + tm and a is the only node connected
it starts with at most once. Since |β ∪ {d∗ } \ {d}|
¯ must
to these nodes, we know that every singleton token that originates in β ∪ {d∗ } \ {d}
travel through a. Moreover, since a sends tokens that are not just the singleton token that
it starts with at most once, a must send all such tokens as a single token. It follows that
a must perform at least ∆ + tm computations, but then our entire schedule takes at least
tm + ∆ + tm + tm = 3tm + ∆ > 3tm rounds – a contradiction to our assumption that our
schedule takes less than 3tm rounds.
We now argue that no v ∈ G is the terminus. Suppose for the sake of contradiction
that some v̄ ∈ V is the terminus. Again, we know that a sends tokens that are not just
the singleton token that it starts with at most once. Thus, every token in β ∪ {d∗ } must
travel through a, meaning that a must perform ∆ + tm + 1 computations. It follows that the
schedule takes tm + ∆ + tm + tm + 1 > 3tm rounds, a contradiction to our assumption that
the schedule takes < 3tm rounds.
Thus, since no d ∈ β ∪ {d∗ } and no v ∈ G is the terminus, we know that a must be the
terminus.
We now argue that a sends a token in the first round and this is the only time that a
sends (i.e., the only thing that a sends is the singleton token that it starts with, which it
sends immediately). Assume for the sake of contradiction that a sends a token that it did
not start with. It must have taken at least tm rounds for this token to arrive at a and at
least an additional tm rounds for a to send a token containing it. Moreover, since a is the
terminus, a token containing this token must eventually return to a and so an additional tm
rounds are required. Thus, at least 3tm rounds are required if a sends a token other than
that with which it starts, a contradiction to the fact that our schedule takes < 3tm rounds.
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Thus, since a is the terminus, our schedule solves Token Computation in fewer than
3tm rounds, and no computations occur in the first tm rounds, a does at most |S| − tm
computations. Since a never sends any token aside from its singleton token, and a is the only
node to which β ∪ {d∗ } are connected, we know that a must combine all tokens of nodes in
β ∪ {d∗ }, where a must take ∆ + tm rounds to do so. Thus, since a takes ∆ + tm rounds to
aggregate tokens from β ∪ {d∗ } and it performs at most |S| − tm computations in total, a
must receive at most |S| − 2tm − ∆ tokens from G. It follows that |κ| ≤ |S| − 2tm − ∆.
Since each token sent by a node in κ to a must be sent at the latest in round |S| − tm
and since |S| < 3tm , we have that every token sent by a node in κ is formed in fewer than
2tm rounds. It follows that each such token is formed by tokens that travel at most 1 hop in
G. Since every node in G must eventually aggregate its tokens at a, it follows that every
node in G is adjacent to a node in κ. Thus κ is a dominating set of G, and as shown before
|κ| ≤ |S| − 2tm − ∆.
J
Having shown that the optimal Token Computation schedule of G0 = Ψ(G, tm ) is closely
related to the size of the minimum dominating set, we prove that Token Computation is
NP-complete.
I Theorem 20. The decision version of Token Computation is NP-complete.
Proof. The problem is clearly in NP. To show hardness, we reduce from k-dominating set.
Specifically, we give a polynomial-time Karp reduction from k-dominating set to the decision
version of Token Computation.
Our reduction is as follows. First, run Ψ(G, tm ) for tm = ∆ + k + 1 to get back G0 .
Next, return a decision version instance of Token Computation given by graph G0 with
tm = ∆ + k + 1, tc = 1 and ` = 2tm + ∆ + k. We now argue that G0 has a schedule of length
` iff G has a k-dominating set.
Suppose that G has a k-dominating set. We know that k ≥ k ∗ , where k ∗ is the minimum
dominating of G, and so by Lemma 18 we know that G0 has a schedule of length at most
2tm + ∆ + k ∗ ≤ 2tm + ∆ + k.
Suppose that G0 has a Token Computation schedule S of length at most 2tm + ∆ + k.
Notice that by our choice of tm , we have that |S| = 2tm + ∆ + k < 3tm and so by
Lemma 19 we know that κ = {v : v ∈ G, v sends to a in S} is a dominating set of G of
size |S| − 2tm − ∆. Since |S| ≤ 2tm + ∆ + k we conclude that |κ| = |S| − 2tm − ∆ ≤ k.
Lastly, notice that our reduction, Ψ, runs in polynomial time since it adds at most a
polynomial number of vertices and edges to G. Thus, we conclude that k-dominating is
polynomial-time reducible to the decision version of Token Computation, and therefore
the decision version of Token Computation is NP-complete.
J

E.2

Hardness of Approximation

We now show that unless P = NP there exists no polynomial-time algorithm that approximates
Token Computation multiplicatively better than 1.5.
Recall that k-dominating set is Ω(log n) hard to approximate.
I Lemma 21 (Dinur and Steurer [11]). Unless P = NP every polynomial-time algorithm
approximates minimum dominating set at best within a (1 − o(1))(log n) multiplicative factor.
We prove hardness of approximation by using a (1.5 − ) algorithm for Token Computation to approximate minimum dominating set with a polynomial-time algorithm better than
O(log n). Similar to our proof of NP-completeness, given input graph G whose minimum
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dominating set we would like to approximate, we would like to transform G into another
graph G0 such that a (1.5 − )-approximate Token Computation schedule for G0 allows us
to recover an approximately minimum dominating set.
One may hope to simply apply the transformation Ψ from the preceding section to do so.
However, it is not hard to see that the approximation factor on the minimum dominating set
recovered in this way has dependence on ∆, the maximum degree of G. If ∆ is significantly
larger than the minimum dominating set of G, we cannot hope that this will yield a good
approximation to minimum dominating set. For this reason, before applying Ψ to G, we
duplicate G a total of ∆/  times to create graph Gα ; this keeps ∆ unchanged but increases
the size of the minimum dominating set.10 By applying Ψ to Gα instead of G to get back
G0α we are able to free our approximation factor from a dependence on ∆. Lastly, we show
that we can efficiently recover an approximate minimum dominating set for G from an
approximate Token Computation schedule for G0α using our polynomial-time algorithm
DSFromSchedule. Our full algorithm is given by MDSApx.
We first describe the algorithm – DSFromSchedule – we use to recover a minimum
dominating set for G given a Token Computation schedule for G0α = Ψ(Gα , tm ). We
denote copy i of G as Gi .
Algorithm 3 DSFromSchedule.

Input: G0α = Ψ(Gα , tm ); a valid Token Computation schedule for G0α , S, of length
< 3tm ; 
Output: A dominating set for G of size |S| − 2tm − ∆
K←∅  
for i ∈ ∆ do
κi ← {v ∈ Vi : v ∈ Gα sends to a in S}
K ← K ∪ {κi }
return arg minκi ∈K |κi |
I Lemma 22. Given G0α = Ψ(Gα , tm ) and a valid Token Computation schedule S for
G0α where |S| < 3tm , tc = 1 and  ∈ (0, 1], DSFromSchedule outputs in polynomial time a
dominating set of G of size ∆ (|S| − 2tm − ∆).11
Proof. Polynomial runtime is trivial, so we focus on the size guarantee. By Lemma 19 we
know that κ = {v : v ∈ Gα , v sends to a in S} is a dominating set of Gα of size |S|−2tm −∆.
Moreover, notice that κi = κ ∩ Gi , and so it follows that κi is a dominating set of Gi , or
equivalently G because Gi is just a copy of G. Thus we have that arg minκi ∈K |κi | will return
a dominating set of G.
P∆/ 
We now prove that arg minκi ∈K |κi | is small. Since each κi is disjoint we have i=1 |κi | =
|κ| ≤ |S| − 2tm − ∆. Thus, by an averaging argument we have that there must be some
κi such that |κi | ≤ ∆ (|S| − 2tm − ∆). It follows that minκi ∈K |κi | ≤ ∆ (|S| − 2tm − ∆),
meaning the κi that our algorithm returns is not only a dominating set of G but of size at
most ∆ (|S| − 2tm − ∆).
J
10

Since the max degree of G and Gα are the same, throughout this section ∆ will be used to refer to both
the max degree of G and the max degree of Gα .
11
Since this lemma allows for  ∈ (0, 1], it may appear that we will be able to achieve an arbitrarily good
approximation for minimum dominating set. In fact, it might even seems as though we can produce
a dominating set of size smaller than the minimum dominating set by simply letting  be arbitrarily
small. However, this is not the case. Intuitively, the smaller  is, the larger Gα is and so the longer any
feasible schedule S must be. Thus, decreases in  are balanced out by increases in |S| with respect to

the size of our dominating set, ∆
(|S| − 2tm − ∆).
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Lastly, we combine Ψ with DSFromSchedule to get MDSApx, our algorithm for
approximating minimum dominating set. Roughly, MDSApx constructs G0α by applying Ψ
to Gα , uses a (1.5 − ) approximation to Token Computation to get a schedule to G0α and
then uses DSFromSchedule to extract a minimum dominating set for G from this schedule.
MDSApx will carefully choose a tm that is large enough so that the schedule produced by
the (1.5 − ) approximation for Token Computation is of length < 3tm but also small
enough so that the produced schedule can be used to recover a small dominating set.
Algorithm 4 MDSApx.

Input: Graph G; (1.5 − ) Token Computation approximation algorithm A
Output: An O(1/ )-approximation for the minimum dominating set of G
D←∅
for k̂ ∈ [n] do
S∆/ 
Gα ← i=1 Gi 
tm ←
G0α

1


∆+

k̂∆


+ 1; tc ← 1

← Ψ(Gα , tm )

Sk̂ ← A G0α , k̂ , tm , tc



if |Sk̂ | < 3tm then
κk̂ ← DSFromSchedule(Gα , S, )
D ← D ∪ {κk̂ }
return arg minκ∈D |κ|.

I Lemma 23. Given graph G and a (1.5 − )-approximation algorithm for Token 
Com

∗
1
putation, A, MDSApx outputs in poly n,  time a dominating set of G of size O k ,
where k ∗ is the size of the minimum dominating set of G.
Proof. By Lemma22 we know that any set κk̂ ∈ D is a dominating set of G of size at most
∆
 |Sk̂ | − 2tm − ∆ . Thus, it suffices to show that D contains at least one dominating set of
G, κk̂ such that Sκk̂ is small. We do so now.
Let k ∗ be the size of the minimum dominating set of G. We know that k ∗ ≤ n and so
in some iteration of MDSApx we will have k̂ = k ∗ . Moreover, the minimum dominating
∗
set of Gα in this iteration just is ∆k since Gα is just ∆ copies of G. Consider this
iteration. Let S ∗ be the optimal schedule for G0α when k̂ = k ∗ . By Lemma 18 we know that
∗
|S ∗ | ≤ 2tm + ∆ + k ∆ . We now leverage the fact that that we chose tm to be large enough
∗
so that |S ∗ | < 3tm . In particular, combining the fact that |S ∗ | ≤ 2tm + ∆ + k ∆ with the
fact that A is a (1.5 − ) approximation we have that
|Sk∗ | ≤ (1.5 − )|S ∗ |


k∗ ∆
≤ (1.5 − ) 2tm + ∆ +



k∗ ∆
= 3tm − 2  tm + (1.5 − ) ∆ +

= 3tm − 2  tm + (1.5 − )  (tm − 1)

(By tm dfn.)

= 3tm − (0.5 + )tm − (1.5 − )
< 3tm .

(1)
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Thus, since |Sk∗ | < 3tm we know that κk∗ ∈ D. Lastly, we argue that |κk∗ | = O



k∗




, thereby

∗
showing that arg minκ∈D |κ|, the returned dominating set of our algorithm, is O k .
We now leverage the fact that we chose tm to be small enough to give us a small
dominating set. Applying Lemma 22 we have that



(|Sk∗ | − 2tm − ∆)
∆

< (tm − ∆)
∆ 


k∗ ∆
 1
∆+
+1−∆
=
∆ 



∗
k

= 1+
+
−

∆
 ∗
k
=O


|κk∗ | ≤

Thus, we conclude that MDSApx produces an O

(By Lemma 22)
(By Equation (1))
(By tm dfn.)



k∗




minimum dominating set of G.

Lastly, we argue a polynomial in n and 1/ runtime of MDSApx. First we argue that
each iteration requires polynomial time. Constructing
Gα takes polynomial time since the

∆
1
algorithm need only create  = poly n,  copies of G. Running Ψ also requires polynomial
time since it simply adds polynomially many nodes to Gα . A is polynomial by assumption
and DSFromSchedule is polynomial by Lemma 22. Thus, each iteration takes polynomial
time and since MDSApx has n iterations, MDSApx takes polynomial time in n and 1/. J
Given that MDSApx demonstrates an efficient approximation for minimum dominating
set given a polynomial-time (1.5 − ) approximation for Token Computation, we conclude
our hardness of approximation.
I Theorem 8. Token Computation cannot be approximated by a polynomial-time algorithm
1
within (1.5 − ) for  ≥ o(log
n) unless P = NP.
Proof. Assume for the sake of contradiction that P 6= NP and there existed a polynomial1
time algorithm A that approximated Token Computation within (1.5 − ) for  = o(log
n) .
It follows by Lemma 23 that MDSApx when run with A is a o(log n)-approximation for
minimum dominating set. However, this contradicts Lemma 21, and so we conclude that
1
Token Computation cannot be approximated within (1.5 − ) for  ≥ o(log
J
n) .

F
F.1

Omitted Lemmas of the Proof of Theorem 9
Proof of Lemma 11

The goal of this section is to prove Lemma 11, which states the properties of GetDirectedPaths. To this end we will begin by rigorously defining the LP we use for GetDirectedPaths and establishing its relevant properties. We then formally define GetDirectedPaths,
establish the properties of its subroutines and then prove Lemma 11.

F.1.1

Our Flow LP

The flow LP we use for GetDirectedPaths can be thought of as flow on a graph G
“time-expanded” by the maximum length that a token in the optimal schedule travels. Given
any schedule we define the distance that singleton token a travels as the number of times
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Figure 8 An illustration of non-zero flows for a feasible solution for PathsFlowLP(3) for graph G.
Nodes a, d, and g are in W , and fw is colored by w. For this feasible solution, z = 2.

any token containing a is sent in said schedule. Let L∗ be the furthest distance a singleton
token travels in the optimal schedule. Given a guess for L∗ , namely L̂, we define a graph
GL̂ with vertices {vr : v ∈ V, r ∈ [L̂]} and edges {e = (ur , vr+1 ) : (u, v) ∈ E, r ∈ [L̂ − 1]}.
We have a flow type for each w ∈ W , where W = {v : v has at least 1 token}, which uses
{w0 : w0 ∈ W ∧ w0 6= w} as sinks. Correspondingly, we have a flow variable, fw (xr , yr+1 ) for
every r ∈ [L̂ − 1], w ∈ W and (x, y) ∈ E. The objective function of the LP is to minimize
the maximum vertex congestion, given by variable z. Let z(L̂) be the objective value of our
LP given our guess L̂. Formally, our LP is given in PathsFlowLP(L̂), where Γ(v) gives the
neighbors of v in G. See Figure 8 for an illustration of a feasible solution to this LP.
min z s.t.
“Conserve flow across rounds”

X

fw (x0r−1 , xr ) =

x0 ∈Γ(x)

(PathsFlowLP(L̂))

X

fw (xr , x00
r+1 )

∀w ∈ W, x 6∈ W, r ∈ [L̂ − 1]

(2)

∀w ∈ W

(3)

∀w

(4)

∀v

(5)

∀, x, y, r, w ∈ W

(6)

x00 ∈Γ(x)

“Every w ∈ W is a source for fw and not a sink for fw ”

"

#

X

X

r∈[L̂−1]

x0 ∈Γ(w)

fw (wr , x0r+1 )

−

X

fw (x0r , wr+1 )

≥1

x0 ∈Γ(w)

“w-flow ends at w0 ∈ W s.t. w0 6= w”

X

X

0
fw (uL̂ , wL̂
)=1

w0 ∈W :w0 6=w u∈Γ(w0 )

“z is the vertex congestion”
z≥

X X
w

X

fw (vr0 , vr+1 )

v∈Γ(v) r∈[D−1]

“Non-negative flow”
fw (xr , yr+1 ) ≥ 0

F.1.2

Proof of the Key Property of our LP

The key property of our LP is that it has an optimal vertex congestion comparable to OPT.
In particular, we can produce a feasible solution for our LP of cost 2OPT by routing tokens
along the paths taken in the optimal schedule.
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I Lemma 24. min(tc , tm ) · z(2L∗ ) ≤ 2OPT.
The remainder of this section is a proof of Lemma 24. Consider a W as in Section 4.2.1
where W ← {v : v has at least 1 token} and the optimal schedule that solves Token
Computation in time OPT.
We will prove Lemma 24 by showing that, by sending flow along paths taken by certain
tokens in the optimal schedule, we can provide a feasible solution to PathsFlowLP(L̂)
with value commensurate with OPT. For this reason we now formally define these paths,
OptPaths(W ). Roughly, these are the paths taken by tokens containing singleton tokens
that originate in W . Formally, these paths are as follows. Recall that aw is the singleton
token with which node w starts in the optimal schedule. Notice that in any given round of
the optimal schedule exactly one token contains aw . As such, order every round in which a
token containing aw is received by a node in ascending order as r0 (w), r1 (w) . . . where we
think of w as receiving aw in the first round. Correspondingly, let vi (w) be the vertex that
receives a token containing aw in round ri (w); that is (v1 (w), v2 (w), . . .) is the path “traced
out” by aw in the optimal schedule. For token a, let C(a) := {aw0 : w0 ∈ W ∧ a0w ∈ a} stand
for all singleton tokens contained by token a that originated at a w0 ∈ W . Say that token
a is active if |C(a)| is odd. Let vLw (w) be the first vertex in (v1 (w), v2 (w), . . .) where an
active token containing aw is combined with another active token. Correspondingly, let c(w)
be the first round in which an active token containing aw is combined with another active
token. Say that a singleton token aw is pending in round r if r < c(w). We note the following
behavior of pending singleton tokens.
I Lemma 25. In every round of the optimal schedule, if a token is active then it contains
exactly one pending singleton token and if a token is inactive then it contains no pending
singleton tokens.
Proof. We prove this by induction over the rounds of the optimal schedule. As a base case,
we note that in the first round of the optimal schedule a token is active iff it is a singleton
node and every singleton node is pending. Now consider an arbitrary round i and assume
that our claim holds in previous rounds. Consider an arbitrary token a. If a is not computed
on by a node in this round then by our inductive hypothesis we have that it contains exactly
one pending singleton token if it is active and no pending singleton tokens if it is not active.
If a is active and combined with an inactive token, by our inductive hypothesis, the resulting
token contains exactly one pending singleton token. Lastly, if a is active and combined with
another active token by our inductive hypothesis these contain pending singletons aw and
au respectively such that c(w) = c(u) = i; it follows that the resulting token is inactive and
contains no pending singleton tokens. This completes our induction.
J
This behavior allows us to pair off vertices in W based on how their singleton tokens are
combined.12
I Lemma 26. For each w ∈ W there exists a unique u ∈ W such that u 6= w and
vLw (w) = vLu (u) and c(w) = c(u).
Proof. Consider the round in which a token containing aw , say a, is combined with an active
token, say b, at vertex vLw (w). Recall that this round is notated c(w). By Lemma 25 we
know that a and b contain exactly one pending singleton token, say aw and au respectively.
12

Without loss of generality we assume that |W | is even here; if not, we can simply drop one element
from W each time we construct OptPaths(W ).
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Figure 9 An illustration of the optimal schedule and how OptPaths(W ) is constructed from
it for a particular G. Active tokens are denoted by blue diamonds; inactive tokens are denoted by
white diamonds; a dotted red arrow from node u to node v means that u sends to v; a double-ended
blue arrow between two tokens a and b means that a and b are combined at the node; thick, dashed
green lines give a path and its reversal in OptPaths(W ) (for a total of 4 paths across all rounds)
where (v1 (w), v2 (w), . . . vLw (w) = vLu (u), vLu −1 (u), . . . , v1 (u)) = P ∈ OptPaths(w) drawn only in
round c(w). Furthermore, token a labeled with {v : a contains av } and W = {1, 3, 4, 6}.

Since both a and b are active in this round and b contains au we have c(u) = c(w). Moreover,
since both a and b are combined at the same vertex we have vLu (u) = vLw (w). Lastly, notice
that this u is unique since by Lemma 25 there is exactly one singleton token, au , contained
by b such that c(u) ≤ c(w).
J
Having paired off vertices in W , we can now define OptPaths(W ). Fix a w and
let u be the vertex it is paired off with as in Lemma 26. We define OptPath(w) :=
(v1 (w), v2 (w), . . . vLw (w) = vLu (u), vLu −1 (u), . . . , v1 (u)). Lastly, define OptPaths(W ) =
S
w∈W OptPath(w). See Figure 9 for an illustration of how OptPaths(W ) is constructed
from the optimal schedule.
The critical property of OptPaths(W ) is that it has vertex congestion commensurate
with OPT as follows.
I Lemma 27. con(OptPaths(W )) ≤

2·OPT
min(tc ,tm ) .

Proof. Call a pair of directed paths in OptPaths(W ) complementary if one path is
OptPath(w) and the other OptPath(u) where u is to w as in Lemma 26. We argue
that each pair of complementary paths passing through a given vertex v uniquely account
for either tc or tm rounds of v’s OPT rounds in the optimal schedule. Consider a pair of
complementary paths, P = (OptPath(w), OptPath(u)), passing through a given vertex v.
This pair of paths pass through v because in some round, say rP , v sends a token containing
au or aw or v combines together tokens a and a0 containing au and aw respectively. Say that
whichever of these operations accounts for P is responsible for P . Now suppose for the sake
of contradiction that this operation of v in round rP is responsible for another distinct pair
P 0 of complementary paths, OptPath(w0 ) and OptPath(u0 ). Notice that aw , aw0 , au and
au0 are all pending in round rP . We case on whether v’s action is a communication or a
computation and show that v’s operation cannot be responsible for P 0 in either case.
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Suppose that v is responsible for P and P 0 because it performs a computation in rP . It
follows that v combines an active token a and another active token a0 where without loss
of generality aw , aw0 ∈ a and au0 , au ∈ a0 . However, it then follows that a is active and
contains two pending singleton tokens, which contradicts Lemma 25.
Suppose that v is responsible for P and P 0 because it performs a communication in rP
by sending token a. It follows that without loss of generality aw , aw0 ∈ a. However, either
a is active or it is not. But by Lemma 25 if a is active it contains 1 pending singleton
token and if a is not active then it contains 0 pending singleton tokens. Thus, the fact
that v sends a token containing two pending singleton tokens contradicts Lemma 25.
Thus, it must be the case that v’s action in rP is uniquely responsible for P .
It follows that each computation and communication performed by v uniquely corresponds
to a pair of complementary paths (consisting of a pair of paths in OptPaths(W )) that
passes through v. Since v performs at most OPT/ min(tc , tm ) operations in the optimal
schedule, it follows that there are at most OPT/ min(tc , tm ) pairs of complementary paths
in OptPaths(W ) incident to v. Since each pair consists of two paths, there are at most
2 · OPT/ min(tc , tm ) paths in OptPaths(W ) incident to v and so v has vertex congestion at
most 2 · OPT/ min(tc , tm ) in OptPaths(W ). Since v was arbitrary, this bound on congestion
holds for every vertex.
J
We now use OptPaths(W ) to construct a feasible solution for PathsFlowLP(2L∗ ).
We let f˜ be this feasible solution. Intuitively, f˜ simply sends flow along the paths of
OptPaths(W ). More formally define f˜ as follows. For w ∈ W and its corresponding path
OptPath(w) = (v1 (w), v2 (w), . . .) we set f˜w (vi , vi+1 ) = 1. We set all other variables of f˜ to
0 and let z̃ be the vertex congestion of OptPaths(W ).
I Lemma 28. (f˜, z̃) is a feasible solution for PathsFlowLP(2L∗ ) where
z̃ ≤ 2OPT/ min(tc , tm ).
Proof. We begin by noting that every path in OptPaths(W ) is of length at most 2L∗ : for
each w ∈ W , OptPath(w) is the concatenation of two paths, each of which is of length no
more than L∗ . Moreover, notice that for each w ∈ W , the sink of OptPath(w) is a w0 ∈ W
such that w0 6= w.
We now argue that (f˜, z̃) is a feasible solution for PathsFlowLP(2L∗ ): each vertex v
with incoming w-flow that is not in W \ w sends out this unit of flow and so Equation (2) is
satisfied; since each OptPath(w) is of length at most 2L∗ and ends at a w0 ∈ W we have
that every w ∈ W is a source for fw and not a sink for fw , satisfying Equation (3); for the
same reason, Equation (4) is satisfied; letting z̃ be the vertex congestion of OptPaths(W )
clearly satisfies Equation (5); and flow is trivially non-zero.
Lastly, since f˜ simply sends one unit of flow along each path in OptPaths(W ), our
bound of z̃ ≤ 2OPT/ min(tc , tm ) follows immediately from Lemma 27.
J
We conclude that f˜ demonstrates that our LP has value commensurate with OPT.
I Lemma 24. min(tc , tm ) · z(2L∗ ) ≤ 2OPT.
Proof. Since Lemma 28 shows that (f˜, z̃) is a feasible solution for PathsFlowLP(2L∗ )
with cost at most 2OPT/ min(tc , tm ), our claim immediately follows.
J
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GetDirectedPaths Formally Defined

GetDirectedPaths solves our LP for different guesses of the longest path used by the
optimal, samples paths based on the LP solution for our best guess, and then directs these
paths. Formally, GetDirectedPaths is given in Algorithm 5, where ξ := d2(n − 1) · (tc +
D · tm )/tm e is the range over which we search for L∗ .
Algorithm 5 GetDirectedPaths(G, W).

Input: W ⊆ V where w ∈ W has a token
Output: Directed
h paths between nodes in W
i
L ← arg minL̂∈[ξ] tm · L̂ + min(tc , tm ) · t(L̂)
fw∗ ← PathsFlowLP(L)
PW ← SampleLPPaths(fw∗ , L, W )
P~U ← AssignPaths(PW , W )
return P~U

F.1.4

Sampling Paths from LP

Having shown that our LP has value commensurate with OPT and defined our algorithm
based on this LP, we now provide the algorithm which we use to sample paths from our LP
solution, SampleLPPaths. This algorithm produces a single sample by taking a random
walk from each w ∈ W where edges are taken with probability corresponding to their
LP value. It repeats this O(log n) times to produce O(log n) samples. It then takes the
sample with the most low congestion paths, discarding any high congestion paths in said
i
i
sample. In particular, SampleLPPaths takes the sample PW
that maximizes |Q(PW
)|
i
i
where Q(PW ) = {Pw : Pw ∈ PW , con(Pw ) ≤ 10 · z(L̂) log L̂} for an input L̂.
Algorithm 6 SampleLPPaths(fw∗ ).

Input: fw∗ , solution to PathsFlowLP(L̂); L̂, guess of L∗ ; W ⊆ V
Output: Undirected paths between nodes in W
C←∅
for sample i ∈ O(log n) do
i
←∅
PW
for w ∈ W do
v ∼ fw∗ (w1 , v2 )
Pw ← (w, v)
while v 6∈ W do
0
)
v 0 ∼ fw∗ (v|Pw | , v|P
w |+1
0
v←v
Pw + = v
i
i
PW ← PW
∪ {Pw }
i
C ← C ∪ PW
i
PS ← Q(arg maxP i ∈C |Q(PW
)|)
W
return PW

The properties of SampleLPPaths are as follows.
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I Lemma 29. For any fixed W ⊆ V , L̂ and an optimal solution fw∗ to PathsFlowLP(L̂),
SampleLPPaths is a polynomial-time randomized algorithm that outputs a set of undirected
paths PW such that Pw ∈ PW is an undirected path with endpoints w, w0 ∈ S where w 6= w0 .
Also |PW | ≥ 31 |W | w.h.p., con(PW ) ≤ z(L̂) · O(log L̂), and dil(PW ) ≤ L̂.
Proof. Our proof consists of a series of union and Chernoff bounds over our samples. Consider
an arbitrary W ⊆ V . Define Tw for w ∈ W as the (directed) subgraph of GL̂ containing arc
(v, u) ∈ EL̂ if for some r we have fw∗ (x, y) > 0. Notice that Tw is a weakly connected DAG
where w has no edges into it: Tw does not contain any cycles since flow only moves from
xr to yr+1 for x, y ∈ V ; by our flow constraints Tw must be weakly connected and wr must
have no edges into it for any r. Moreover, notice that Pw is generated by a random walk on
Tw starting at w1 , where if the last vertex added to Pw was v, then we add u to Pw in step
r of the random walk with probability fw∗ (vr , ur+1 ).
We first argue that every Pw ∈ PW has endpoints w, w0 ∈ W for w 6= w0 and dil(PW ) ≤ L̂.
By construction, one endpoint of Pw is w. Moreover, the other endpoint of Pw will necessarily
be a w0 ∈ W such that w0 6= w: by Equation (2) flow is conserved and by Equation (4) all
flow from w must end at a point w0 ∈ W such that w0 =
6 w; thus our random walk will
0
always eventually find such an w . Moreover, notice that our random walk is of length at
most L̂ since Tw is of depth at most L̂. Thus, every Pw is of length at most L̂, meaning
dil(PW ) ≤ L̂.
Next, notice that, by the definition of Q, con(PW ) ≤ z(L̂) · O(log L̂) by construction since
i
every element in Q(arg maxP i ∈C |Q(PW
)|) has O(z(L̂) · O(log L̂)) congestion.
W

Thus, it remains only to prove that |PW | ≥ 13 |W |. We begin by arguing that for a
i
fixed path Pw in a fixed set of sampled paths, PW
we have con(Pw ) ≥ z(L̂) · O(log L̂) with
1
i
probability at most 3 . Consider a fixed path Pw ∈ PW
and fix an arbitrary v ∈ Pw . Now
let Xwv stand for the random variable indicating the number of times that path Pw visits
vertex w. without loss of generality we know that Pw contains no cycles (since if it did
we could just remove said cycles) and so Xsv is either 1 or 0. By a union bound over
P P
∗
rounds, then, we have E[Xwv ] ≤ r u∈Γ(v) fW
(ur , vr+1 ) · Pr(u taken in (r − 1)th step) ≤
P
P ∗
f
(u
,
v
).
r
r+1
u∈Γ(v)
r W
Now note that the congestion of a single vertex under our solution is just con(v) =
w∈W Xwv . It follows that

P

E[con(v)] =

X
w∈W

E[Xwv ] ≤ max
v

X X X

∗
fW
(ur , vr+1 ) ≤ z(L̂).

w u∈Γ(v) r

Also notice that for a fixed v every Xwv is independent. Thus, we have by a Chernoff bound
that that

"
Pr(con(v) ≥ z(L̂) · O(log L̂)) ≤ Pr

X
w∈W

≤

1
(L̂)c

Xwv ≥ E

#
X

!

Xwv · O(log L̂)

w∈W

(7)

for c given by constants of our choosing. Pw is of length at most L̂ by construction. Thus,
by a union over v ∈ Pw and Equation (7) we have that
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1
L̂c−1
1
.
3

i
Thus, for a fixed path Pw ∈ PW
we know that this path has congestion at least z(L̂)·O(log L̂))
1
with probability at most 3 .
We now argue at least one of our O(log n) samples is such that at least 13 of the paths in
the sample have congestion at most z(L̂) · O(log L̂)). Let Yiw be the random variable that is 1
i
if Pw ∈ PW
is such that con(Pw ) ≥ z(L̂) · O(log L̂)) and 0 otherwise. Notice that E[Yiw ] ≤ 13
by the fact that a path has congestion at least z(L̂) · O(log L̂) with probability at most 13 .
P
Now let Zi = w∈W Yiw stand for the number of paths in sample i with high congestion. By
linearity of expectation we have E[Zi ] ≤ |W | 31 . By Markov’s inequality we have for a fixed i
that Pr(Zi ≥ 23 |W |) ≤ Pr(Zi ≥ 2 E[Zi ]|W |) ≤ 12 . Now consider the probability that every
sample i is such that more than 23 of the paths have congestion more than z(L̂) · O(log L̂),
i.e. consider the probability that for all i we have Zi ≥ |W | 23 . We have

  O(log n)
2
1
Pr Zi ≥ |W | , ∀i ≤
3
2
1
=
.
poly(n)


Thus, with high probability there will be some sample, i, such that Zi ≤ |W | 23 . It follows that
1
i
i
i ∈C |Q(P
with high probability maxPW
i ∈C |Q(P
W )| ≥ 3 |W | and since PW = Q(arg maxPW
W )|),
1
we conclude that with high probability PW ≥ 3 |W |.
J

F.1.5

Directing Paths

Given the undirected paths that we sample from our LP, PW , we produce a set of directed
paths P~U using AssignPaths, which works as follows. Define G0 as the directed supergraph
consisting of nodes W and directed edges E 0 = {(w, w0 ) : w0 is an endpoint of Pw ∈ PW )}.
Let ΓG0 (v) = {v 0 : (v 0 , v) ∈ E 0 ∨ (v, v 0 ) ∈ E 0 } give the neighbors of v in G0 . For each node
w ∈ G0 with in-degree of at least two we do the following: if v has odd degree delete an
arbitrary neighbor of w from G0 ; arbitrarily pair off the neighbors of w; for each such pair
(w1 , w2 ) add the directed path Pw1 ◦ rev(Pw2 ) to P~U where rev(Pw2 ) gives the result of
removing the last element of Pw2 (namely, w) and reversing the direction of the path; remove
{w, w1 , w2 } from G0 . Since we remove all vertices with in-degree of two or more and every
vertex has out-degree 1, the remaining graph trivially consists only of nodes with in-degree
at most 1 and out-degree at most 1. The remaining graph, therefore, is all cycles and paths.
For each cycle or path w1 , w2 , w3 , . . . add the path corresponding to the edge from wi to
~ U . We let U be all sources of paths in P
~ U and we let Pu be the path in
wi+1 for odd i to P
~ U with source u.
P
The properties of AssignPaths are as follows.
I Lemma 30. Given W ⊆ V and PW = {Pw : w ∈ W } where the endpoints of Pw are
w, w0 ∈ W for w 6= w0 , AssignPaths in polynomial-time returns directed paths P~U where at
least 1/4 of the nodes in W are the source of a directed path in P~U , each path in P~U is of
length at most 2 · dil(PW ) with congestion at most con(PW ) and each path in P~U ends in a
unique sink in W .
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~ U that go through vertices of in-degree at least two, for
Proof. When we add paths to P
~ U that is at most double
every 4 vertices we remove we add at least one directed path to P
the length of the longest a path in PU : in the worst case v has odd in-degree of 3 and we
add only a single path. When we do the same for our cycles and paths for every 3 vertices
~ U . Notice that by construction we clearly
we remove we add at least one directed path to P
never reuse sinks in our directed paths. The bound on congestion and a polynomial runtime
are trivial.
J

F.1.6

Proof of Lemma 11

Finally, we conclude with the proof of Lemma 11.
I Lemma 11. Given W ⊆ V , GetDirectedPaths is a randomized polynomial-time
algorithm that returns a set of directed paths, P~U = {Pu : u ∈ U } for U ⊆ W , such that with
high probability at least 1/12 of nodes in W are sources of paths in P~U each with a unique
sink in W . Moreover,


OPT
OPT
8OPT
~
con(PU ) ≤ O
log
and dil(P~U ) ≤
.
min(tc , tm )
tm
tm
Proof. The fact that GetDirectedPaths returns a set of directed paths, P~U , such that
at least 1/12 of nodes in W are sources in a path with a sink in W follows directly from
Lemma 29 and Lemma 30.
We now give the stated bounds on congestion and dilation. First notice that 2L∗ ∈ [ξ].
Moreover, 2OPT ≤ 2(n − 1)(tc + D · tm ): the schedule that picks a pair of nodes, routes
one to the other then aggregates and repeats n − 1 times is always feasible and takes
(n − 1)(tc + D · tm ) rounds. Thus, 2L∗ ≤ 2 OPT
tm ≤ ξ.
Thus, by definition of L we know that
tm · L + min(tc , tm ) · t(L) ≤ 2tm · L∗ + min(tc , tm ) · z(2L∗ )
≤ 2L∗ + 2OPT

(By Lemma 24)

≤ 4OPT

(By dfn. of L∗ )

It follows, then, that tm · L ≤ 4OPT and so L ≤
4OPT
min(tc , tm ) · z(L) ≤ 4OPT and so z(L) ≤ min(t
.
c ,tm )

4OPT
tm .

Similarly, we know that

Lastly, by Lemma 29 we know that dil(PW ) ≤ L ≤ 4OPT
tm and con(PW ) ≤ t(L)·O(log L) ≤


OPT
O min(t
· log OPT
. By Lemma 30 we get that the same congestion bound holds for P~U
tm
c ,tm )
and dil(P~U ) ≤ 8OPT .
min(tc ,tm )

A polynomial runtime comes from the fact that we solve at most (n − 1)(tc + D · tm ) =
poly(n) LPs and then sample at most (n − 1)(tc + D · tm ) edges O(log n) times to round the
chosen LP.
J

F.2

Deferred Proofs of Section 4.2.2

I Lemma 12. Given a set of directed paths P~U with some subset of endpoints of paths
in P~U designated sources and the rest of the endpoints designated sinks, OPTRoute is a
randomized polynomial-time algorithm that w.h.p. produces a Token Network schedule
that sends from all sources to sinks in O(con(P~U ) + dil(P~U )).
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Proof. Given a set of paths P~U , Rothvoß [31] provides a polynomial-time algorithm that
produces a schedule that routes along all paths in O(conE (P~U ) + dil(P~U ) where conE (P) =
P
maxe P ∈P 1(e ∈ P ) is the edge congestion. However, the algorithm of Rothvoß [31] assumes
that in each round a vertex can send a token along each of its incident edges whereas we
assume that in each round a vertex can only forward a single token.
However, it is easy to use the algorithm of Rothvoß [31] to produce an algorithm that
produces a Token Network routing schedule using O(con(P~U ) + dil(P~U )) rounds which
assumes that vertices only send one token per round as we assume in the Token Network
model as follows. Let G be our input network with paths P~U along which we would like to
route where we assume that vertices can only send one token per round. We will produce
another graph G0 on which to run the algorithm of Rothvoß [31]. For each node v ∈ G add
0
nodes vi and vo to G0 . Project each path P ∈ P~U into G0 to get P 0 ∈ P~U as follows: if edge
(u, v) is in path P ∈ P~S then add edge (uo , vi ) and edge (vi , vo ) to path P 0 in G0 . Notice
0
0
that con(P~U ) = conE (P~U ) and dil(P~U ) = 2dil(P~U ). Now run the algorithm of Rothvoß [31]
on G0 with paths PU0 to get back some routing schedule S 0 .
Without loss of generality we can assume that S 0 only has nodes in G0 send along a single
edge in each round: every vi is incident to a single outbound edge across all paths (namely
(vi , vo )) and so cannot send more than one token per round; every vo has a single incoming
edge and so receives at most one token per round which, without loss of generality, we can
assume vo sends as soon as it receives (it might be the case that vo collects some number of
tokens over several rounds and then sends them all out at once but we can always just have
vo forward these tokens as soon as they are received and have the recipients “pretend” that
they do not receive them until vo would have sent out many tokens at once).
Now generate a routing schedule for G as follows: if vo sends token a in round r of
0
S then v will send token a in round r of S. Since S only ever has vertices send one
token per round, it is easy to see by induction over rounds that S will successfully route
along all paths. Moreover, S takes as many rounds as S 0 which by [31] we know takes
O(con(P~U0 ) + dil(P~U0 )) = O(con(P~U ) + 2dil(P~U )) = O(con(P~U ) + dil(P~U )). Thus, we let
OPTRoute be the algorithm that returns S.
J
I Lemma 13. RoutePathsm is a polynomial-time algorithm that, given P~U , solves the
Route and Compute Problem w.h.p. using O(tm (con(P~U ) + dil(P~U )) + tc ) rounds.
Proof. By Lemma 12, OPTRoute takes tm (con(P~U )+dil(P~U )) rounds to route all sources to
sinks. All sources are combined with sinks in the following computation and so RoutePathsm
successfully solves the Route and Compute Problem since every source has its token
combined with another token. The polynomial runtime of the algorithm is trivial.
J
I Lemma 14. RoutePathsc is a polynomial-time algorithm that, given P~U , solves the
Route and Compute Problem w.h.p. using O(tc · con(P~U ) + tm · dil(P~U )) rounds.
Proof. We argue that every source’s token ends at an asleep node with at least two tokens
and no more than con(P~U ) tokens. It follows that our computation at the end at least halves
the number of tokens.
First notice that if a vertex falls asleep then it will receive at most con(P~S ) tokens by the
end of our algorithm since it is incident to at most this many paths. Moreover, notice that
every token will either end at a sink or a sleeping vertex and every sleeping vertex is asleep
because it has two or more tokens. It follows that every token is combined with at least one
other token and so our schedule at least halves the total number of tokens.
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The length of our schedule simply comes from noting that we have O(dil(P~U ) · tm )
forwarding rounds followed by con(P~U ) · tc rounds of computation. Thus, we get a schedule
of total length O(tc · con(P~S ) + tm · dil(P~S )). A polynomial runtime is trivial.
J

F.3

Proof of Theorem 9

I Theorem 9. SolveTC is a polynomial-time algorithm that gives an O(log n · log OPT
tm )approximation for Token Computation with high probability.
~
Proof. By Lemma 11 we know that the paths
 returned by GetDirectedPaths, PU are
OPT
OPT
8OPT
~
~
such that con(PU ) ≤ O min(tc ,tm ) log tm
and dil(PU ) ≤ tm and the paths returned
have unique sinks and sources in W and there are at least |W |/12 paths w.h.p.
If tc > tm then RoutePathsm is run which by Lemma 13 solves the Route and
Compute Problem in O(tm · con(P~U ) + tm · dil(P~U ) + tc ) rounds which is


OPT
OPT
8OPT
≤ O tm ·
· log
+ tm ·
+ tc
min(tc , tm )
tm
tm


OPT
= O OPT · log
+ tc
tm
If tc ≤ tm then RoutePathsc is run to solve the Route and Compute Problem which
by Lemma 14 takes O(tc · con(P~U ) + tm · dil(P~U )) rounds which is


4OPT
OPT
8OPT
≤ O tc ·
· log
+ tm ·
min(tc , tm )
tm
tm


OPT
= O OPT · log
tm





+
t
Thus, in either case, the produced schedule takes at most O OPT · log OPT
rounds
c
tm
to solve the Route and Compute Problem on at least |W |/12 paths in each iteration.
Since solving the Route and Compute Problem reduces the total number of tokens by a
constant fraction on the paths over which it is solved, and we have at least |W |/12 paths in
each iteration w.h.p., by a union bound, every iteration reduces the total number of tokens
by a constant fraction w.h.p. Thus, the concatenation of the O(log n) schedules produced,
each of length O(OPT · log OPT
tm + tc ), is sufficient to reduce the total number of tokens to 1.
Thus, SolveTC produces a schedule that solves the problem of Token Computation
in O(OPT · log n log OPT
tm + tc · log n) rounds. However, notice that tc · log n ≤ OPT (since the
optimal schedule must perform at least log n serialized computations) and so the produced
OPT
schedule is of length O(OPT · log n log OPT
tm + tc log n) ≤ O(OPT · log n log tm ). Lastly, a
polynomial runtime is trivial given the polynomial runtime of our subroutines.
J
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Abstract
Erasure codes are typically used in large-scale distributed storage systems to provide durability
of data in the face of failures. In this setting, a set of k blocks to be stored is encoded using an
[n, k] code to generate n blocks that are then stored on different storage nodes. A recent work
by Kadekodi et al. [32] shows that the failure rate of storage devices vary significantly over time,
and that changing the rate of the code (via a change in the parameters n and k) in response to
such variations provides significant reduction in storage space requirement. However, the resource
overhead of realizing such a change in the code rate on already encoded data in traditional codes is
prohibitively high.
Motivated by this application, in this work we first present a new framework to formalize
the notion of code conversion – the process of converting data encoded with an [nI , kI ] code into
data encoded with an [nF , kF ] code while maintaining desired decodability properties, such as the
maximum-distance-separable (MDS) property. We then introduce convertible codes, a new class of
code pairs that allow for code conversions in a resource-efficient manner. For an important parameter
regime (which we call the merge regime) along with the widely used linearity and MDS decodability
constraint, we prove tight bounds on the number of nodes accessed during code conversion. In
particular, our achievability result is an explicit construction of MDS convertible codes that are
optimal for all parameter values in the merge regime albeit with a high field size. We then present
explicit low-field-size constructions of optimal MDS convertible codes for a broad range of parameters
in the merge regime. Our results thus show that it is indeed possible to achieve code conversions
with significantly lesser resources as compared to the default approach of re-encoding.
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Introduction

Erasure codes have become an essential tool for protecting against failures in distributed
storage systems [18, 9, 30, 4]. Under erasure coding, a set of k data symbols to be stored
is encoded using an [n, k] code to generate n coded symbols, called a codeword (or stripe).
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Each of the n symbols in a codeword is stored on a different storage node, and the system
as a whole will contain several independent codewords distributed across different sets of
storage nodes in the cluster.
A key factor that determines the choice of parameters n and k is the failure rate of the
storage devices. It has been shown that failure rates of storage devices in large-scale storage
systems can vary significantly over time and that changing the code rate, by changing n and
k, in response to these variations yields substantial savings in storage space and hence the
operating costs [32]. For example, in [32], the authors show that an 11% to 44% reduction
in storage space can be achieved by tailoring n and k to changes in observed device failure
rates. Such a reduction in storage space requirement translates to significant savings in
the cost of resources and energy consumed in large-scale storage systems. It is natural to
think of potentially achieving such a change in code rate by changing only n while keeping k
fixed. However, due to several practical system constraints, changing code rate in storage
systems often necessitates change in both the parameters n and k [32]. We refer the reader
to [32] for a more detailed discussion on the practical benefits and constraints of adapting
the erasure-code parameters with the variations in failure rates in a storage system.
Changing n and k for stripes in a storage system would involve converting already encoded
data from one code to another. Such conversions, however, can generate a large amount of
load (as explained below) which adversely affects the operation of the cluster. Furthermore,
in some cases these conversions might need to be performed in an expedited manner, for
example, to avoid the risk of data loss when facing an unexpected rise in failure rate. Hence
it is critical to minimize the resource consumption of code conversion operations. Clearly, it
is always possible to re-encode the data in a codeword (or a stripe) according to a new code
by accessing (or decoding if needed) all the (original) message symbols. However, such an
approach, which we call the default approach, requires accessing a large number of nodes
(for example, for MDS codes, the initial value of k number of nodes need to be accessed)
reading out all the data, transferring over the network, and re-encoding, which consumes
large amounts of resources.
To the best of our knowledge, the existing literature [44, 59, 29] on formally studying
the problem of changing parameters n and k for already encoded data model the code
conversion problem within the framework of repair-efficient codes. Repair-efficient codes
(e.g., [16, 47, 71, 49, 21]), which are a class of codes that can reconstruct a small subset of
codeword symbols more efficiently than reconstructing the entire (original) message, has been
an active area of research in the recent past. While the existing approach of exploiting repair
efficiency for conversion efficiency provides reduction in the network bandwidth consumed as
compared to the default approach for several parameter regimes, it has several drawbacks.
For example, under this approach conversion requires accessing every symbol in the codeword
and redistributing (“subsymbols”) around. A more detailed discussion on repair-efficient
codes and existing works which exploit repair efficiency for conversion efficiency is provided
in Section 6.
In this paper, we propose a fundamentally new framework to model the code conversion
problem, which is independent of repair efficiency. Our approach is based on the observation
that the problem of changing code parameters in a storage system can be viewed as converting
multiple codewords of an [nI , k I ] code (denoted by C I ) into (potentially multiple) codewords
of an [nF , k F ] code (denoted by C F )1 , with desired constraints on decodability such as both

1

The superscripts I and F stand for initial and final respectively, representing the initial and final state
of the conversion.
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Initial codeword 1

Initial codeword 2

kI

kI

2kI
Final codeword

Figure 1 Example of code conversion: two codewords of a [kI + 1, kI ] single-parity-check code
become one codeword of a [2kI + 1, 2kI ] single-parity-check code. The parity symbols are shown
shaded. The data symbols from each codeword are preserved, and the parity symbol from the final
codeword is the sum of the parities from each initial codeword.

codes satisfying the maximum-distance-separability (MDS) property. The code constructions
that we present in this paper, under this new framework, require accessing significantly fewer
symbols during conversion than existing works. Furthermore, even though the constructions
presented in this paper optimize for reducing the number of symbols accessed for conversion,
the bandwidth consumed for conversion is also lower in several parameter regimes of practical
interest, compared to existing works (based on repair efficiency) that optimize for network
bandwidth.
We now present a toy example to elucidate the concept of code conversion in our
framework.
I Example 1. Consider conversion from an [nI = k I + 1, k I ] code C I to an [nF = k F + 1, k F ]
code C F . In our framework, this conversion is achieved by “merging” two codewords of the
initial code for each codeword of the final code. Let us focus on the number of symbols
accessed during conversion. The default approach requires accessing k I symbols from each
codeword belonging to C I (initial codewords), and accessing at least one symbol for each
codeword belonging to C F (final codewords) to write out the result, totalling 2k I + 1 symbols
accessed per final codeword. Alternatively, as depicted in Figure 1, one can choose C I and C F
to be single-parity-check codes with the parity symbol holding the sum of the data symbols
in each codeword (shown with a shaded box in the figure). To convert from C I to C F , one
sums the parity symbol from each initial codeword and stores the result as the parity symbol
of the final codeword C F . This alternative approach requires accessing only three symbols
for each final codeword, which is significantly more efficient.
Next, we give an overview of the main results and key ideas presented in this paper.

1.1

Overview of results

In this paper, we propose a new framework to model the problem of code conversion, that
is, the process of converting data encoded with an [nI , k I ] code into data encoded with an
[nF , k F ] code while maintaining desired decodability properties, such as maximum-distanceseparable (MDS) property (Section 2). We then introduce a new class of code pairs, which we
call convertible codes, that allow for resource-efficient conversions. We begin the study of this
new class of code pairs, by focusing on an important regime where k F = λk I for any integer
λ ≥ 2 with arbitrary values of nI and nF , which we call the merge regime. Furthermore, we
focus on the access cost of code conversion, which corresponds to the total number of symbols
accessed during conversion. Keeping the number of symbols accessed small makes conversion
less disruptive, allows the unaffected nodes to remain available for normal operations, and
also reduces the amount of computation and communication needed.
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Using our framework, we prove a tight lower bound on the access cost of conversions for
linear MDS codes in the merge regime (Section 3). Let rI = nI − k I and rF = nF − k F .
This lower bound identifies two regions: (1) rF ≤ rI , where significant savings in access cost
can be achieved when rF < k I , and (2) the complement rF > rI , where linear MDS codes
cannot achieve lower access cost than the default approach. Specifically, we prove:
I Theorem 15. For all linear MDS (nI , k I ; nF , k F = λk I ) convertible codes, the access cost
of conversion is at least rF + λ min{k I , rF }. Furthermore, if rI < rF , the access cost of
conversion is at least rF + λk I .
We prove this lower bound first on a class of linear MDS convertible codes that we call stable
convertible codes. We then extend this lower bound to all linear MDS convertible codes
by showing that non-stable convertible codes cannot achieve this lower bound, and thus all
optimal linear MDS convertible codes in the merge regime are stable.
Then, we describe a construction of linear MDS Convertible Codes in the merge regime
that meet the bound of Theorem 15, thereby providing convertible codes that are accessoptimal (Section 4). Specifically:
I Theorem 22. The explicit construction provided in Section 4.1 yields access-optimal linear
MDS convertible codes for all parameter values in the merge regime.
The construction is deterministic and yields codes over a finite extension field. To prove
that those codes are access-optimal, we show that the resulting generator matrices have a
particular structure, and that none of their minors are zero when the degree of the field
extension is large enough. This implies that the field size required is very large (exponential
in nF for fixed constant final code rate and typical parameters). Field size is an important
aspect of code design that has been widely studied in the context of other code families
[12, 62, 2, 24]. To address this issue, we introduce a sequence of constructions of convertible
codes that have significantly lower field size requirements (Section 5). This sequence of
constructions, which we denote Hankels (s ∈ {λ, . . . , rI }), presents a tradeoff between field
size and the parameter range that they support. Specifically, we show:
I Theorem 25. Given parameters k I , rI , λ, and a field Fq , Hankels (s ∈ {λ, . . . , rI }) constructs an access-optimal (nI , k I ; nF , k F = λk I ) convertible code if:
 I
 I
r
r
F
I
I
r ≤ (s − λ + 1)
+ max{(r mod s) − λ + 1, 0} and q ≥ sk +
− 1.
s
s
Of particular interest are the two extreme points of this tradeoff which we call HankelI and Hankel-II respectively: Hankel-I supports rF ≤ brI /λc requiring field size q ≥
max{nI − 1, nF − 1}; and Hankel-II supports a wider range rF ≤ rI − λ + 1 requiring field
size q ≥ k I rI .
The key idea behind our construction is to construct the parity generator matrices of the
initial and final codes as cleverly-chosen submatrices of a specially constructed upper-left
triangular array. This array has two important properties: (1) every square submatrix of this
array is non-singular, and (2) it has Hankel form, that is, each ascending diagonal from left to
right is constant. By exploiting the repetitive structure of the array, our constructions yield
convertible codes that achieve optimal access cost during conversion. Given the way in which
these codes are constructed, they also have the additional property of being (punctured)
generalized doubly-extended Reed-Solomon codes.
Our results thus show that there is a broad regime where code conversions can be
achieved with significantly less access cost than the default approach, and another regime
where achieving less access cost than the default approach is not possible. We provide a
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general explicit construction of access-optimal convertible codes in the former regime, and
low-field-size constructions for a wide parameter range within this regime. The framework
of convertible codes presented in this work opens several new opportunities which pose
interesting theoretical questions that have a potential for impact on real-world systems.

1.2

Background

In this subsection we introduce some notation and basic definitions related to linear codes.
Let Fq be a finite field of size q. An [n, k] linear code C over Fq is a k-dimensional subspace
C ⊆ Fnq . Here, n is called the length of the code, and k is called the dimension of the code.
A generator matrix of an [n, k] linear code C over Fq is a k × n matrix G over Fq such that
the rows of G form a basis of the subspace C. A k × n generator matrix G is said to be
systematic if it has the form G = [I | P], where I is the k × k identity matrix and P is a
k × (n − k) matrix. Even though the generator matrix of a code C is not unique, we will
sometimes associate code C to a specific generator matrix G, which will be clear from the
context. The encoding of a message m ∈ Fkq under an [n, k] code C with generator matrix G
is denoted C(m) = mT G.
Let [i] denote the set {1, 2, . . . , i}. A linear code C is maximum distance separable (MDS)
if the minimum distance of the code is the maximum possible:
min-dist(C) = min
|{i ∈ [n] : ci 6= c0i }| = n − k + 1
0
c6=c ∈ C

where ci ∈ Fq denotes the i-th coordinate of c. Equivalently, a linear code C is MDS if and
only if every k × k submatrix of its generator matrix G is non-singular [34].

2

A framework for studying code conversions

In this section, we formally define our new framework for studying code conversions and
introduce convertible codes. While we use the notation of linear codes introduced in Section 1.2,
the framework introduced in this section can be applied to arbitrary (not necessarily linear)
codes. Suppose one wants to convert data that is already encoded using an [nI , k I ] initial
code C I into data encoded using an [nF , k F ] final code C F where both codes are over the same
field Fq . In the initial and final configurations, the system must store the same information,
but encoded differently. In order to capture the changes in the dimension of the code during
conversion, we consider M = lcm(k I , k F ) number of “message” symbols (i.e., the data to be
stored) over a finite field Fq , denoted by m ∈ FM
q . This corresponds to multiple codewords in
the initial and final configurations. We note that this need for considering multiple codewords
in order to capture the smallest instance of the problem deviates from existing literature on
the code repair problem (e.g., [16, 26, 47, 49]) and code locality (e.g., [21, 41, 27]), where a
single codeword is sufficient to capture the problem.
Since there are multiple codewords, we first specify an initial partition PI and a final
partition PF of the set [M ], which map the message symbols of m to their corresponding
initial and final codewords. The initial partition PI ⊆ 2[M ] is composed of M/k I disjoint
subsets of size k I , and the final partition PF ⊆ 2[M ] is composed of M/k F disjoint subsets
of size k F . In the initial (respectively, final) configuration, the data indexed by each subset
S ∈ PI (respectively, PF ) is encoded using the code C I (respectively, C F ). The codewords
{C I (mS ), S ∈ PI } are referred to as initial codewords, and the codewords {C F (mS ), S ∈ PF }
are referred to as final codewords, where mS corresponds to the projection of m onto the
coordinates in S. The descriptions of the initial and final partitions and codes, along with
the conversion procedure, define a convertible code. We now proceed to define conversions
and convertible codes formally.
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I Definition 2 (Code conversion). A conversion from an initial code C I to a final code C F
with initial partition PI and final partition PF is a procedure, denoted by TC I→C F , that for
any m, takes the set of initial codewords {C I (mS ) | S ∈ PI } as input, and outputs the
corresponding set of final codewords {C F (mS ) | S ∈ PF }.
I Definition 3 (Convertible code). A (nI , k I ; nF , k F ) convertible code over Fq is defined by:
(1) a pair of codes (C I , C F ) where C I is an [nI , k I ] code over Fq and C F is an [nF , k F ] code
over Fq ; (2) a pair of partitions PI , PF of [M = lcm(k I , k F )] such that each subset in PI is
of size k I and each subset in PF is of size k F ; and (3) a conversion procedure TC I→C F that
on input {C I (mS ) | S ∈ PI } outputs {C F (mS ) | S ∈ PF } for all m ∈ FM
q .
Typically, additional constraints would be imposed on C I and C F , such as requiring both
codes to be MDS.
I Remark 4. Note that the definition of convertible codes (Definition 3) assumes that
(nI , k I ; nF , k F ) are known at the time of code construction. This will be helpful in understanding the fundamental limits of the conversion process. In practice, this assumption
might not hold. For example, nF , k F might depend on the node failure rates that are
yet to be observed. Interestingly, it is possible for a (nI , k I ; nF , k F ) convertible code to
facilitate conversion to multiple values of nF , k F simultaneously, as is the case for the code
constructions presented in this paper.
The cost of conversion is determined by the cost of the conversion procedure TC I→C F ,
as a function of the parameters (nI , k I ; nF , k F ). Towards minimizing the overhead of
the conversion, our general objective is to design codes (C I , C F ), partitions (PI , PF ) and
conversion procedure TC I→C F that satisfy Definition 3 and minimize the conversion cost for
given parameters (nI , k I ; nF , k F ), subject to desired decodability constraints on C I and C F .
Depending on the relative importance of various resources in the cluster, one might be
interested in optimizing the conversion with respect to various types of costs such as symbol
access, computation (CPU), communication (network bandwidth), read/writes (disk IO),
etc., or a combination of these costs. The general formulation of code conversions above
provides a powerful framework to theoretically reason about convertible codes. In what
follows, we will focus on a specific regime and a specific cost model.

3

Lower bounds on access cost of code conversion

The focus of this section is on deriving lower bounds on the access cost of code conversion in
the merge regime (as defined below). We focus on a fundamental regime given by k F = λk I ,
where integer λ ≥ 2 is the number of initial codewords merged, with arbitrary values of nI
and nF . We call this regime as merge regime. We additionally require that both the initial
and final code are linear and MDS. Since linear MDS codes are widely used in storage systems
and are well understood in the Coding Theory literature, they constitute a good starting
point. In terms of cost of conversion, we focus on the access cost of code conversion, that
is, the number of symbols that are affected by the conversion. Each symbol read from the
initial codewords requires one symbol access and each symbol written to the final codeword
requires one symbol access. Therefore, minimizing access cost amounts to minimizing the
sum of the number of symbols written to the final codeword and the number of symbols read
from the initial codewords.2 Keeping this number small makes code conversion less disruptive
2

Readers who are familiar with the literature on regenerating codes might observe that convertible codes
optimizing for the access cost are “scalar” codes as opposed to being “vector” codes.
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and allows the unaffected symbols to remain available for normal operation. Furthermore,
reducing the number of accesses also reduces the amount of computation and communication
required in contrast to the default approach.
I Remark 5. Note that, when defining the access cost above, we implicitly assume that
conversion is performed by downloading all the required data to a central location, where the
new symbols are computed and then distributed to their final locations. This assumption
does not affect the access cost, but it could affect other forms of cost, such as network
bandwidth, which could be reduced by transferring data in a different way.
We now introduce some notation. We use the term unchanged symbols to refer to symbols
from the initial codewords that remain as is in the final codeword, and we use the term
new symbols to refer to symbols from the final codeword that are not present in the initial
codewords (i.e. they are not unchanged). For example, in Figure 1, all the data symbols are
unchanged symbols (unshaded boxes), and the parity symbol of the final codeword is a new
symbol (striped box). We define the read access set of an (nI , k I ; nF , k F = λk I ) convertible
code as a set of tuples D ∈ [λ] × [nI ], where (i, j) ∈ D corresponds to the j-th symbol of
initial codeword i. The set D must be such that all new symbols are linear combinations of
symbols indexed by the tuples in D. Furthermore, we use Di = {j | (i, j) ∈ D}, ∀i ∈ [λ] to
denote the symbols read from a particular initial codeword.
In Section 4, we show that the lower bounds on the access cost derived in this section
are in fact achievable. Therefore, we refer to MDS convertible codes in the merge regime
achieving these lower bounds as access-optimal.
I Definition 6 (Access-optimal). A linear MDS (nI , k I ; nF , k F = λk I ) convertible code is
said to be access-optimal if and only if it attains the minimum access cost over all linear
MDS (nI , k I ; nF , k F = λk I ) convertible codes.
Now we present the access cost lower bounds of convertible codes in the merge regime.

3.1

Lower bounds on the access cost of code conversion

In this subsection, we present lower bounds on the access cost of linear MDS convertible
codes in the merge regime. This is done in four steps:
1. We show that in the merge regime, all possible pairs of partitions PI and PF partitions
are equivalent up to relabeling, and hence do not need to be specified.
2. An upper bound on the maximum number of unchanged symbols is proved. We call
convertible codes that meet this bound as “stable”.
3. Lower bounds on the access cost of linear MDS convertible codes are proved, under the
added restriction that the convertible codes are stable.
4. The stability restriction is removed, by showing that non-stable linear MDS convertible
codes necessarily incur higher access cost, and hence it suffices to consider only stable
MDS convertible codes.
In the general regime, partitions need to be specified since they indicate how message
symbols from the initial codewords are mapped into the final codewords. In the merge regime,
however, the choice of the partitions does not matter.
I Proposition 7. For every (nI , k I ; nF , k F = λk I ) convertible code, all possible pairs of
initial and final partitions (PI , PF ) are equivalent up to relabeling.
Proof. It holds that M = λk I , and there is only one possible final partition PF = {[λk I ]}.
Thus, all data is mapped to the same final codeword, regardless of PI .
J
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Since one of the terms in access cost is the number of new symbols, a natural way to
reduce access cost is to maximize the number of unchanged symbols. However, there is a
limit on the number of symbols that can remain unchanged.
I Proposition 8. In an MDS (nI , k I ; nF , k F = λk I ) convertible code, there can be at most
k I unchanged symbols from each initial codeword.
Proof. By the MDS property of C I every subset of k I + 1 symbols is linearly dependent.
Hence, there can be at most k I unchanged symbols from each initial codeword for C F to be
MDS.
J
This implies that there are at most λk I unchanged symbols and at least rF new symbols in
total.
Intuitively, having more new symbols means that more symbols have to be read in order
to construct them, resulting in higher access cost. With this intuition in mind, we first focus
on convertible codes that minimize the number of new symbols, which we call stable.
I Definition 9 (Stability). An MDS (nI , k I ; nF , k F = λk I ) convertible code is stable if and
only if it has exactly λk I unchanged symbols, or in other words, exactly rF new blocks.
We first prove lower bounds on the access cost of stable linear MDS convertible codes, and
then show that the minimum access cost of conversion in MDS codes without this stability
property can only be higher. Minimizing the access cost of a stable convertible code reduces
to minimizing the size of its read access set D. The first lower bound on the size of Di is
given by the interaction between new symbols and the MDS property.
I Lemma 10. For all linear stable MDS (nI , k I ; nF , k F = λk I ) convertible codes, the read
access set Di from each initial codeword i ∈ [λ] satisfies |Di | ≥ min{k I , rF }.
Proof sketch. For the MDS property to hold in the final code, the encoding vectors of the
new symbols must fulfill certain independence requirements. This requires reading at least as
many symbol from each initial codeword as there are new symbols, up to k I symbols. Please
refer to Appendix A.2 for full proof.
J
We next show that when the number of new symbols rF is greater than rI in a MDS
stable convertible code in the merge regime, then the default approach is optimal in terms of
access cost.
I Lemma 11. For all linear stable MDS (nI , k I ; nF , k F = λk I ) convertible codes, if rI < rF
then the read access set Di from each initial codeword i ∈ [λ] satisfies |Di | ≥ k I .
Proof sketch. By Lemma 10, one is forced to read at least rI + 1 symbols. Hence there exist
symbols that are both unchanged and are read during conversion. Since unchanged blocks
are also part of the final codeword, the information read from these symbols is not useful in
creating a new symbol that retains the MDS property of the final code, unless k I symbols
(that is, full data) are read. Please refer to Appendix A.3 for full proof.
J
Combining the above results leads to the following theorem on the lower bound of read
access set size of linear stable MDS convertible codes.
I Theorem 12. Let d∗ (nI , k I ; nF , k F ) denote the minimum integer d such that there exists
a linear stable MDS (nI , k I ; nF , k F = λk I ) convertible code with read access set D of size
|D| = d. For all valid parameters, d∗ (nI , k I ; nF , k F ) ≥ λ min{k I , rF }. Furthermore, if
rI < rF , then d∗ (nI , k I ; nF , k F ) ≥ λk I .
Proof. Follows directly from Lemma 10 and Lemma 11.

J
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We next show that this lower bound generally applies even for non-stable convertible
codes by proving that increasing the number of new symbols from the minimum possible
does not decrease the lower bound on the size of the read access set D.
I Lemma 13. The lower bounds on the size of the read access set from Theorem 12 hold for
all linear MDS (nI , k I ; nF , k F = λk I ) convertible codes.
Proof. In Appendix A.4.

J

The above result, along with the fact that the lower bound in Theorem 12 is achievable
(as will be shown in Section 4), implies that all access-optimal linear MDS convertible codes
in the merge regime are stable.
I Lemma 14. All access-optimal linear MDS (nI , k I ; nF , k F = λk I ) convertible codes are
stable.
Proof. In Appendix A.5.

J

Thus, for MDS convertible codes in the merge regime, it suffices to focus only on stable codes.
Combining all the results above, leads to the following key result.
I Theorem 15. For all linear MDS (nI , k I ; nF , k F = λk I ) convertible codes, the access cost
of conversion is at least rF + λ min{k I , rF }. Furthermore, if rI < rF , the access cost of
conversion is at least rF + λk I .
Proof. Follows from Theorem 12, Lemma 13, Lemma 14, and the definition of access cost. J
Next, in Section 4 we show that the lower bound of Theorem 15 is achievable for all parameters.
Thus, Theorem 15 implies that it is possible to perform conversion of MDS convertible codes
in the merge regime with significantly less access cost than the default approach if and only
if rF ≤ rI and rF < k I .
I Remark 16. As discussed in Section 1, existing works [44, 59, 29] on code conversion
model the problem within the framework of repair-efficient codes and optimize for network
bandwidth consumed during conversion. These works require accessing every symbol, i.e. nF
symbols in total, during conversion. Our approach, thus, provides a significant reduction in
terms of access cost in comparison to existing solutions for code conversion. To compare
in terms of network bandwidth, consider each symbol to be a vector of size α as in these
existing works. Then, our constructions (Section 4) can be easily implemented in a way that
only requires a network bandwidth of (λ − 1)rF α in the merge regime, by independently
constructing each new symbol at the same location as one of the retired symbols it depends
on. On the other hand, existing solutions [44, 59, 29] require network bandwidth of at least
[(λ − 1)k I + rF − rI ]α. Thus, although our constructions are optimized for access cost and
not network bandwidth, they outperform existing solutions for several parameter regimes
of practical interest, such as the merge regime with rI = rF < k I which corresponds to
increasing the code rate for a code with rate greater than 0.5 (most storage systems use
codes with rate greater than 0.5 and a conversion that increases the rate has been shown to
be beneficial when a reduction in failure rate of storage devices is observed [32]).
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4

Achievability: Explicit access-optimal convertible codes in the
merge regime

In this section, we present an explicit construction of access-optimal MDS convertible codes
for all parameters in the merge regime. In Section 4.1, we describe the construction of the
generator matrices for the initial and final code. Then, in Section 4.2, we describe sufficient
conditions for optimality and show that this construction yields access-optimal convertible
codes.

4.1

Explicit construction

Recall that, in the merge regime, k F = λk I , for an integer λ ≥ 2 and arbitrary nI and nF .
Also, recall that rI = nI − k I and rF = nF − k F . Notice that when rI < rF , or k I ≤ rF ,
constructing an access-optimal convertible code is trivial, since one can simply use the default
approach. Thus, assume rF ≤ min{rI , k I }.
Let Fq be a finite field of size q = pD , where p is any prime and the degree D is a function
3
of the convertible code parameters, which grows as Θ((nF ) ) when nF > nI and the rate
of the final code is constant. Let θ be a primitive element of Fq . Let GI = [I|PI ] and
GF = [I|PF ] be systematic generator matrices of C I and C F over Fq , where PI is a k I × rI
I
I
matrix and PF is a k F × rF matrix. Define entry (i, j) of PI ∈ Fkq ×r as θ(i−1)(j−1) , where
F
F
(i, j) ranges over [k I ] × [rI ]. Entry (i, j) of PF ∈ Fkq ×r is defined identically as θ(i−1)(j−1) ,
where (i, j) ranges over [k F ] × [rF ]. Notice that this construction is stable, because it is
access-optimal (recall Lemma 14). The unchanged symbols of the initial code are exactly the
systematic symbols.

4.2

Proof of optimality

Throughout this section, we use the following notation for submatrices: let M be a n × m
matrix, the submatrix of M defined by row indices {i1 , . . . , ia } and column indices {j1 , . . . , jb }
is denoted by M [i1 , . . . , ia ; j1 , . . . , jb ]. For conciseness, we use ∗ to denote all row or column
indices, e.g., M [∗; j1 , . . . , jb ] denotes the submatrix composed by columns {j1 , . . . , jb }, and
M [i1 , . . . , ia ; ∗] denotes the submatrix composed by rows {i1 , . . . , ia }.
We first recall an important fact about systematic generator matrices of MDS codes.
I Proposition 17 ([34]). Let C be an [n, k] code with generator matrix G = [I|P ]. Then C is
MDS if and only if P is superregular, that is, every square submatrix of P is nonsingular3 .
Thus, to be MDS, both PI and PF need to be superregular.
To be access-optimal during conversion in the non-trivial case, the new symbols (corresponding to the columns of PF ) have to be such that they can be generated by accessing rF
symbols from the initial codewords (corresponding to columns of GI ).
During conversion, the encoding vectors of symbols from the initial codewords are
represented as λk I -dimensional vectors, where each initial codeword occupies a disjoint
subset of k I coordinates. To capture this property, we introduce the following definition.

3

This definition of superregularity is stronger than the definition introduced in [19] in the context of
convolutional codes.
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I Definition 18 (t-column block-constructible). We will say that an n × m1 matrix M1
is t-column constructible from an n × m2 matrix M2 if and only if there exists a subset
S ⊆ cols(M2 ) of size t, such that the m1 columns of M1 are in the span of S. We say that a
λn × m1 matrix M1 is t-column block-constructible from an n × m2 matrix M2 if and only if
for every i ∈ [λ], the submatrix M1 [(i − 1)n + 1, . . . , in; ∗] is t-column constructible from M2 .
I Theorem 19. A systematic (nI , k I ; nF , k F = λk I ) convertible code with k I × rI initial
parity generator matrix PI and k F × rF final parity generator matrix PF is MDS and
access-optimal, if the following two conditions hold: (1) if rI ≥ rF then PF is rF -column
block-constructible from PI , and (2) PI , PF are superregular.
Proof. Follows from Proposition 17 and the fact that PF must be generated by accessing
just rF symbols from each initial codeword (Lemma 10).
J
Thus, we can reduce the problem of proving the optimality of a systematic MDS convertible
code in the merge regime to that of showing that matrices PI and PF satisfy the two
properties mentioned in Theorem 19.
We first show that the construction specified in Section 4.1 satisfies condition (1) of
Theorem 19.
I Lemma 20. Let PI , PF be as defined in Section 4.1. Then PF is rF -column blockconstructible from PI .
Proof sketch. Given the structure of PI and PF , it is easy to see that PF can be obtained
by “vertically stacking” copies of PI , with their columns appropriately scaled by powers of θ.
Please refer to Appendix B.1 for full proof.
J
It only remains to show that the construction in Section 4.1 satisfies condition (2) of
Theorem 19, that is, that PI and PF are superregular.
I Lemma 21. Let PI , PF be as defined in Section 4.1. Then PI and PF are superregular,
for sufficiently large field size.
Proof sketch. Consider the minors of PI and PF as polynomials on θ. Due to the structure
of the the matrices PI and PF as specified in Section 4.1, all of these are non-zero polynomials
which cannot have θ as a root as long as the degree of the extension field is large enough.
Therefore none of the minors can be zero. Please refer to Appendix B.2 for the full proof. J
Combining the above results leads to the following key result on the achievability of the
lower bounds on access cost derived in Section 3.
I Theorem 22. The explicit construction provided in Section 4.1 yields access-optimal linear
MDS convertible codes for all parameter values in the merge regime.
Proof. Follows from Theorem 19, Lemma 20, and Lemma 21.

J

The construction presented in this section is practical only for very small values of these
parameters since the required field size grows exponentially with the lengths of the initial
and final codes. In Section 5 we present practical low-field-size constructions.
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5

Low field-size convertible codes based on superregular Hankel
arrays

In this section we present alternative constructions for (nI , k I ; nF , k F = λk I ) convertible
codes that require a significantly lower (polynomial) field size than the construction presented
in Section 4. The key idea behind our constructions is to take the matrices PI and PF as
cleverly-chosen submatrices from a specially constructed triangular array of the following form:

b1
b2
Tm :

b2
b3
..
.
..
.
bm

b3
..
.
bm−1
bm

b3
···
.
..
..

· · · bm−1
···
bm
.
..

bm

.

(1)

with the property that every submatrix of Tm is superregular (the submatrix must lie
completely within the triangular array). Here, (1) b1 , . . . , bm are (not necessarily distinct)
elements from Fq , and (2) m is at most the field size q. The array Tm has Hankel form, that
is, Tm [i, j] = Tm [i − 1, j + 1], for all i ∈ [2, m], j ∈ [m − 1]. We denote Tm a superregular
Hankel array. Such an array can be constructed by employing the algorithm proposed in [52]
(where the algorithm was employed to generate generalized Cauchy matrices to construct
generalized Reed-Solomon codes). This algorithm is described in Appendix D for reference,
although it is not necessary for understanding the constructions in this section.
We construct the initial and final codes by taking submatrices PI and PF in a specific
manner from superregular Hankel arrays (the submatrices have to be contained in the triangle
where the array is defined). This guarantees that PI and PF are superregular. In addition,
we exploit the Hankel form of the array by carefully choosing the submatrices that form PI
and PF to ensure that PF is rF -column block-constructible from PI . Given the way we
construct these matrices and the properties of Tm , all the initial and final codes presented in
this subsection are (punctured) generalized doubly-extended Reed-Solomon codes [52].
The above idea yields a sequence of constructions with a tradeoff between the field
size and the range of rF supported. We first present two examples that correspond to the
extreme ends of this tradeoff, which we call Hankel-I and Hankel-II. Construction Hankel-I,
shown in Example 23, can be applied whenever rF ≤ brI /λc, and requires a field size of
q ≥ max{nI , nF }−1. Construction Hankel-II, shown in Example 24, can be applied whenever
rF ≤ rI − λ + 1, and requires a field size of q ≥ k I rI .
We then describe in detail the sequence of constructions that define a tradeoff between
field size and coverage of rF values in Section 5.1. In Section 5.2, we finalize with a discussion
on the ability of these constructions to be optimal even when parameters of the final code
are a priori unknown. Throughout this section we will assume that λ ≤ rI ≤ k I . The ideas
presented here are still applicable when rI > k I , but the constructions and analysis change
in minor ways.
I Example 23 (Hankel-I). Consider the parameters (nI = 9, k I = 5; nF = 12, k F = 10) and
the field F11 . Notice that these parameters satisfy:
rF = 2 ≤



rI
λ



= 2 and q = 11 ≥ max{nI , nF } − 1 = 11.
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1
3
4
3
10
10
5
9
6
5
10

3
4
3
10
10
5
9
6
5
10

4
3
10
10
5
9
6
5
10

(a) Hankel-I

3
10
10
5
9
6
5
10

10
10
5
9
6
5
10

10
5
9
6
5
10

5
9
6
5
10

9 6 5 10
6 5 10
5 10
10

P I ∈ F5×4
11
P F ∈ F10×2
11
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T12 :

12
12
1
9
1
5
11
9

12
1
9
1
5
11
9
10

1
9
1
5
11
9
10
6
...

9
1
5
11
9
10
6
9

1
5
11
9
10
6
9
2

5
11
9
10
6
9
2

11
9
10
6
9
2

9
10
6
9
2

10 6 9 2
6 9 2
9 2
2

P I ∈ F4×3
13
P F ∈ F8×2
13

(b) Hankel-II

Figure 2 Examples of constructions based on Hankel arrays: (a) Hankel-I construction parity generator matrices for systematic (nI = 9, kI = 5; nF = 12, kF = 10) convertible code. Notice
how matrix PF corresponds to the vertical concatenation of the first two columns and the last
two columns of matrix PI . (b) Hankel-II construction parity generator matrices for systematic
(nI = 7, kI = 4; nF = 10, kF = 8) convertible code. Notice how matrix PF corresponds to the vertical
concatenation of the first and second column of PI , and the second and third column of PI .

First, construct a superregular Hankel array of size nF − 1 = 11, T11 , employing the
algorithm in [52]. Then, divide the rI = 4 initial parities into λ = 2 groups: encoding vectors
of parities in the same group will correspond to contiguous columns of T11 . The submatrix
I
I
I
PI ∈ F5×4
11 is formed from the top k = 5 rows and columns 1, 2, k + 1 = 6 and k + 2 = 7
10×2
F
of T11 , as shown in Figure 2a. The submatrix P ∈ F11 is formed from the top k I = 10
rows and columns 1, 2 of T11 , as shown in Figure 2a. Checking that these matrices are
superregular follows from the superregularity of T11 . It is to check that both these matrices
are superregular, which follows from the the superregularity of T11 . Furthermore, notice that
the chosen parity matrices have the following structure:




p p2
PF = 1
.
PI = p1 p2 p3 p4  ,
p3 p4
From this structure, it is clear that PF is 2-column block-constructible from PI . Therefore,
PI and PF satisfy the sufficient conditions of Theorem 19, and define an access-optimal
convertible code.
I Example 24 (Hankel-II). Consider parameters (nI = 7, k I = 4; nF = 10, k F = 8) and field
F13 . Notice that these parameters satisfy:
rF = 2 ≤ rI − λ + 1 = 2 and q = 13 ≥ k I rI = 12
First, construct a superregular Hankel array of size k I rI = 12, T12 , by choosing q = 13 as
the field size, and employing the algorithm in [52]. The submatrix PI ∈ F4×3
13 is formed by
the top k I = 4 rows and columns 1, k I + 1 = 5 and 2k I + 1 = 9 of T12 , as shown in Figure 2b.
F
I
The submatrix PF ∈ F8×2
13 is formed by the top k = 8 rows and columns 1 and k + 1 = 5
I
F
of T12 , as shown in Figure 2b. It is easy to check that P and P are superregular, which
follows from the superregularity of T12 . Furthermore, notice that the chosen parity matrices
have the following structure:




p1 p2
I
F


P = p1 p2 p3 ,
P =
p2 p3
It is easy to see that PF is 2-column block-constructible from PI . Therefore, PI and PF
satisfy the sufficient conditions of Theorem 19, and define an access-optimal convertible code.
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5.1

General Hankel-array-based construction of convertible codes

In this subsection, we present a sequence of Hankel-array-based constructions of accessoptimal MDS convertible codes. This sequence of constructions presents a tradeoff between
field size and the range of rF supported. To index the sequence we use a s ∈ {λ, λ + 1, . . . , rI }
which corresponds to the number of groups into which the initial parity encoding vectors are
divided. Given parameters k I , rI , λ and a field Fq , construction Hankels (s ∈ {λ, λ+1, . . . , rI })
supports:
 I
 I
r
r
I
I
F
r ≤ (s−λ+1)
+max{(r mod s)−λ+1, 0}, requiring q ≥ max{sk +
−1, nI −1}.
s
s
Therefore, Hankel-I, from Example 23 corresponds to Hankelλ and Hankel-II from Example 24
corresponds to HankelrI .
Construction of Hankels . Assume, for the sake of simplicity, that s | rI and let t = rI /s.
Now we describe how to construct PI and PF over a field Fq whenever:
rF ≤ (s − λ + 1)t and q ≥ sk I + t − 1.
Without loss of generality, we consider rF = (s − λ + 1)t (lesser values of rF can be obtained
by puncturing the final code, i.e., eliminating some of the final parities). Let Tm be as in
Equation (1), with m = sk I + t − 1. Divide the rI initial parity encoding vectors into s
disjoint sets S1 , S2 , . . . , Ss of size t each. We associate each set Si (i ∈ [s]) with a set of
column indices col(Si ) = {(i−1)k I +1, (i−1)k I +2, . . . , (i−1)k I +t} of Tm . Matrix PI is the
submatrix formed by the top k I rows and the columns indexed by the set col(S1 )∪· · ·∪col(Ss )
of Tm . Matrix PF is the submatrix formed by the top λk I rows and the columns indexed by
the set col(S1 ) ∪ · · · ∪ col(Ss−λ+1 ) of Tm . This results in the following matrices PI and PF :


b1
 b2

PI =  .
 ..

···

bt

···

···

bt+1
..
.

···

..
.

bkI

···

bkI +t−1



···

b(i−1)kI +t

···

···

..
.

b(i−1)kI +t+1
..
.

···

···

b(i−1)kI +1
b(i−1)kI +2
..
.

···

bikI

···

bikI +t−1

···
···

b1
b2
..
.

···

bt

···

···

bt+1
..
.

···

..
.

···

b(i−λ)kI +1
b(i−λ)kI +2
..
.

bλkI

···

bλkI +1

···

bikI



PF = 


···

···

b(s−1)kI +1
b(s−1)kI +2
..
.

···

bskI

···

bskI +t−1

b(i−λ)kI +t

···

···

b(s−λ)kI +t

b(i−λ)kI +t+1
..
.

···

..
.

···

b(s−λ)kI +1
b(s−λ)kI +2
..
.

···

bikI +t−1

···

bskI

···

···

..
.

···

..
.

b(s−1)kI +t



b(s−1)kI +t+1 

,
..

.



b(s−λ)kI +t+1 

.
..

.
bskI +t−1

I Theorem 25. Given parameters k I , rI , λ, and a field Fq Hankels (s ∈ {λ, . . . , rI }) constructs an access-optimal (nI , k I ; nF , k F = λk I ) convertible code if:
 I
 I
r
r
F
I
I
r ≤ (s − λ + 1)
+ max{(r mod s) − λ + 1, 0} and q ≥ sk +
− 1.
s
s
Proof. In Appendix C.1.

J

(Access-optimal) conversion process. During conversion, the k I data symbols from each
of the λ initial codewords remain unchanged, and become the k F = λk I data symbols from
the final codeword. The rF new (parity) blocks from the final codeword are constructed by
accessing symbols from the initial codewords as detailed below. To construct the l-th new
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symbol (corresponding to the l-th column of PF , l ∈ [rF ]), read parity symbol l + (i − 1)t
from each initial codeword i ∈ [λ], and then sum the λ symbols read. The encoding vector of
the new symbol will be equal to the sum of the encoding vectors of the symbols read. This is
done for every new encoding vector l ∈ [rF ].

5.2

Handling a priori unknown parameters

So far, we had assumed that the parameters of the final code, nF , k F , are known a priori
and are fixed. As discussed in Section 2, this is useful in developing an understanding of the
fundamental limits of code conversion. When realizing code conversion in practice, however,
the parameters nF , k F might not be known at code construction time (as it depends on
the empirically observed failure rates). Thus, it is of interest to be able to convert a code
optimally to multiple different parameters. The Hankel-array based constructions presented
above indeed provide such a flexibility. Our constructions continue to enable access-optimal
0
0
0
0
0
conversion for any k F = λ0 k I and nF = rF + k F with 0 ≤ rF ≤ rF and 2 ≤ λ0 ≤ λ.

6

Related work

MDS erasure codes, such as Reed-Solomon codes, are widely used in storage systems because
they achieve the optimal tradeoff between failure tolerance and storage overhead [43, 42].
However, the use of erasure codes in storage systems raises a host of other challenges. Several
works in the literature have studied these aspects.
The encoding and decoding of data, and the finite field arithmetic that they require,
can be compute intensive. Motivated by this, array codes [7, 70, 31, 28] are designed to use
XOR operations exclusively, which are typically faster to execute, and aim to decrease the
complexity of encoding and decoding.
The repair of failed nodes can require a large amount of network bandwidth. Several
approaches have been proposed to alleviate this problem. Dimakis et al. [16] proposed a new
class of codes called regenerating codes that minimize the amount of network bandwidth
consumed during repair operations. Under the regenerating codes model [16], each symbol
(i.e., node) is represented as an α-dimensional vector over a finite field. During repair of
a failed node, download of elements of the finite field (i.e., “sub-symbols”) is allowed as
opposed to the whole vector (i.e., one “entire” symbol). This line of research has led to
several constructions [10, 47, 55, 60, 68, 69, 64, 11, 40, 53, 71, 73, 50, 54, 22, 13, 35, 36],
generalizations [56, 58, 1], and more efficient repair algorithms for Reed-Solomon codes [57,
26, 72, 15, 66, 37, 14, 67]. It has been shown that meeting the lower bound on the repair
bandwidth requirement when MDS property and high rate are desired necessitates large
sub-packetization [65, 23, 5, 3], which negatively affects certain key performance metrics
in storage systems [45]. To overcome this issue, several works [49, 25] have proposed code
constructions that relax the requirement of meeting lower bounds on IO and bandwidth
requirements for repair operations. For example, the Piggybacking framework [49] provides
a general framework to construct repair-efficient codes by transforming any existing codes,
while allowing a small sub-packetization (even as small as 2).
Several works [46, 39] study the problem of two stage encoding: first generating a certain
number of parities during the encoding process and then adding additional parities. As
discussed in [46], adding additional parities can be conceptually viewed as a repair process
by considering the new parity nodes to be generated as failed nodes. Furthermore, as shown
in [55], for MDS codes, the bandwidth requirement for repair of even a single node is lower
bounded by the same amount as in regenerating codes that require repair of all nodes.
Thus one can always employ a regenerating code to add additional parities with minimum
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bandwidth overhead. However, when MDS property and high rate are desired, as discussed
above, using regenerating codes requires a large sub-packetization. The paper [39] employs
the Piggybacking framework [48, 49] to construct codes that reduce the sub-packetization
factor for two-stage encoding. The scenario of adding a fixed number of additional parities,
when viewed under the setting of conversions, corresponds to having k I = k F and nI < nF .
Existing works that consider changing the parameters n and k of already encoded
data [44, 59, 29] consider a model similar to the regenerating codes model, wherein symbols
are represented as vectors and communication is modeled via an information flow graph.
In order to accommodate the changes in parameter k, the dimension α of each vector is
changed, and constructions exploit repair efficiency to achieve conversion efficiency. However,
this approach has the disadvantage that during conversion every symbol must be accessed.
Our approach circumvents this problem by considering multiple codewords at a time, which
allows convertible codes to achieve significantly smaller access cost during conversion. For a
more detailed comparison between convertible codes and existing works on code conversion,
see Remark 16 in Section 3.
Another class of codes, called locally repairable codes (LRCs) [21, 51, 8, 20, 41, 61, 33,
12, 63, 62, 6, 17, 2, 38, 27], focuses on the locality of codeword symbols during repair, that
is, the number of nodes that need to be accessed when repairing a single failure. LRCs
improve repair and degraded read performance, since missing information can be recovered by
accessing a small subset of symbols. The objective of LRCs and convertible codes optimized
for access cost is similar, as both aim to minimize the number of symbols that need to be
accessed for different operations in storage systems.

7

Conclusions and future directions

In this paper, we propose a new framework to model the code conversion problem, that of
converting data encoded with an [nI , k I ] code into data encoded with an [nF , k F ] code in a
resource-efficient manner. The code conversion problem is motivated by the practical necessity
of reducing the overhead of redundancy adaptation in erasure-coded storage systems [32].
We present the framework of convertible codes for studying code conversions, and fully
characterize the fundamental limits on the access cost of conversions for an important
regime of convertible codes. Furthermore, we present practical low-field-size constructions
for access-optimal convertible codes for a wide range of parameters.
This work leads to a number of challenging and potentially impactful open problems.
An important future direction is to go beyond the merge regime considered in this paper.
While the construction techniques presented in this paper can be easily extended to upper
bound the access cost of some parameter values outside the merge regime, identifying the
fundamental limits on the access cost in general and constructing access-optimal convertible
codes for all parameters remains open. Another important future direction is to analyze
the fundamental limits of convertible codes on the overhead of other resources, such as disk
IO (i.e., device bandwidth), communication (network bandwidth), computation (CPU), and
construct convertible codes optimizing these resources. Note that while the access-optimal
convertible codes considered in this paper also reduce the total disk IO, communication and
computation during conversion as compared to the default approach, the overhead on these
other resources may not be optimal. A final important direction is to explore additional
applications of convertible codes beyond our initial motivation, to other problems within
theoretical computer science where codes are used.
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Proofs of Section 3
Notation used in proofs

Let C I be an [nI , k I ] MDS code over field Fq , specified by generator matrix GI , with columns
I
(that is, encoding vectors) {g1I , . . . , gnI I } ⊆ Fkq . Let λ ≥ 2 be an integer, and let C F be an
[nF , k F = λk I ] MDS code over field Fq , specified by generator matrix GF , with columns
F
(that is, encoding vectors) {g1F , . . . , gnFF } ⊆ Fkq . Let rI = nI − k I and rF = nF − k F . When
C I and C F are systematic, rI and rF correspond to the initial number of parities and final
number of parities, respectively. All vectors are assumed to be column vectors. We will use
the notation v[l] to denote the l-th coordinate of a vector v.
We will represent all the code symbols in the initial codewords as being generated by
F
I
a single λk I × λnI matrix G̃I , with encoding vectors {g̃i,j
| i ∈ [λ], j ∈ [nI ]} ⊆ Fkq . This
representation can be viewed as embedding the column vectors of the generator matrix GI in
an λk I -dimensional space, where the index set Ki = {(i−1)k I +1, . . . , ik I }, i ∈ [λ] corresponds
I
to the encoding vectors for initial codeword i. Let g̃i,j
denote the j-th encoding vector in
I
the initial codeword i in this (embedded) representation. Thus, g̃i,j
[l] = gjI [l − (i − 1)k I ] for
I
l ∈ Ki , and g̃i,j
[l] = 0 otherwise. As an example, Figure 3 shows the values of the defined
terms for the single parity-check code from Figure 1 with nI = 3, k I = 2, nF = 5, k F = 4.
At times, focus will be only on the coordinates of an encoding vector of a certain initial
I
F
codeword i. For this purpose, define projKi (v) ∈ Fkq to be the projection of v ∈ Fkq to the
coordinates in an index set Ki , and for a set V of vectors, projKi (V) = {projKi (v) | v ∈ V}.
I
For example, projKi (g̃i,j
) = gjI for all i ∈ [λ] and j ∈ [nI ].
The following sets of vectors are defined: the encoding vectors from initial codeword i,
I
SiI = {g̃i,j
| j ∈ [nI ]}, all the encoding vectors from all the initial codewords, S I = ∪i∈[λ] SiI ,
and all the encoding vectors from the final codeword S F = {gjF | j ∈ [nF ]}.
We use the term unchanged symbols to refer to symbols from the initial codewords that
remain as is (that is, unchanged) in the final codeword. The symbols in the final codeword
that were not present in the initial codewords are called new, and the symbols from the
initial codewords that do not carry over to the final codeword are called retired. For example,
in Figure 1, all the data symbols are unchanged symbols (unshaded boxes), the single parity
symbol of the final codeword is a new symbol, and the two parity blocks from the initial
codewords are retired symbols. Each unchanged symbol corresponds to a pair of identical
I
initial and final encoding vectors, that is, a tuple of indices (i, j, l) such that g̃i,j
= glF .
For instance, the example in Figure 1 has four unchanged symbols, corresponding to the
I
F
identical encoding vectors g̃i,j
= g2(i−1)+j
for i, j ∈ [2]. The final encoding vectors S F can
thus be partitioned into the following sets: unchanged encoding vectors from initial codeword
i, Ui = S F ∩ SiI for all i ∈ [λ], and new encoding vectors N = S F \ S I .
From the point of view of conversion cost, unchanged symbols are ideal, because they
require no extra work. On the other hand, constructing new symbols require accessing
symbols from the initial codewords. When a symbol from the initial codewords is accessed,
all of its contents are downloaded to a central location, where they are available for the
construction of all new symbols. For example, in Figure 1, one symbol from each initial
codeword is accessed during conversion.
During conversion, new symbols are constructed by reading symbols from the initial
codewords. That is, every new encoding vector is simply a linear combination of a specific
subset of S I . Define the read access set for an MDS (nI , k I ; nF , k F = λk I ) convertible code
as the set of tuples D ∈ [λ] × [nI ] such that the set of new encoding vectors N is contained in
I
the span of the set {g̃i,j
| (i, j) ∈ D}. Furthermore, define the index sets Di = {j | (i, j) ∈ D},
∀i ∈ [λ] which denote the encoding vectors accessed from each initial codeword.
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Figure 3 Generator matrices for a specific (nI = 3, kI = 2; nF = 5, kF = 4) convertible code: GI
is the generator matrix of the initial code; G̃I is the generator matrix of all initial codewords; GF is
the generator matrix of the final code.

A.2

Proof of Lemma 10

The notation used in this proof is introduced in Appendix A.1. By the MDS property, every
subset V ∈ S F of size at most k F = λk I is linearly independent. For any initial codeword
i ∈ [λ], consider the set of all unchanged encoding vectors from other codewords, ∪`6=i U` , and
pick any subset of new encoding vectors W ⊆ N of size |W| = min{k I , rF }. Consider the
subset V = (∪`6=i U` ∪ W): it is true that V ⊆ S F and |V| = (λ − 1)k I + min{k I , rF } ≤ k F .
Therefore, all the encoding vectors in V are linearly independent.
Notice that the encoding vectors in V \ W contain no information about initial codeword
i and complete information about every other initial codeword ` =
6 i. Therefore, the
information about initial codeword i in each encoding vector in W has to be linearly
independent since, otherwise, V could not be linearly independent. Formally, it must be the
case that Wi = projKi (W) has rank equal to min{k I , rF } (recall from Appendix A.1 that Ki
is the set of coordinates belonging to initial codeword i). However, by definition, the subset
Wi must be contained in the span of {gjI | j ∈ Di }. Therefore, the rank of {gjI | j ∈ Di } is
at least that of Wi , which implies that |Di | ≥ min{k I , rF }.
J

A.3

Proof of Lemma 11

The notation used in this proof is introduced in Appendix A.1. When rF ≥ k I , this lemma
is equivalent to Lemma 10, so assume rI < rF < k I . From the proof of Lemma 10, for every
initial codeword i ∈ [λ] it holds that |Di | ≥ rF . Since rF > rI , this implies that Di must
contain at least one index of an unchanged encoding vector.
Choose a subset of at most k F = λk I encoding vectors from S F , which must be linearly
independent by the MDS property. In this subset, include all the unchanged encoding vectors
from the other initial codewords, ∪l6=i Ul . Then, choose all the unchanged encoding vectors
I
from initial codeword i that are accessed during conversion, W1 = ({g̃i,j
| j ∈ Di } ∩ Ui ). For
the remaining vectors (if any), choose an arbitrary subset of new encoding vectors, W2 ⊆ N ,
such that:
|W2 | = min{k I − |W1 |, rF }.

(2)

It is easy to check that the subset V = ∪l6=i Ul ∪ W1 ∪ W2 is of size at most k F = λk I , and
therefore it is linearly independent. This choice of V follows from the idea that the information
contributed by W1 to the new encoding vectors is already present in the unchanged encoding
vectors, which will be at odds with the linear independence of V.
Since the elements of W1 and W2 are the only encoding vectors in V that contain
f = projK (W1 ) ∪ projK (W2 )
information from initial codeword i, it must be the case that W
i
i
f is contained in the span of {gI | j ∈ Di } by definition,
has rank |W1 | + |W2 |. Moreover, W
j
so it holds that:
|Di | ≥ |W1 | + |W2 |.

(3)
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From Equation (2), there are two cases:
Case 1: k I − |W1 | ≤ rF . Then |W2 | = k I − |W1 | and by Equation (3) it holds that
|Di | ≥ |W1 | + |W2 | = k I .
Case 2: k I − |W1 | > rF . Then |W2 | = rF and by Equation (3) it holds that:
|Di | ≥ |W1 | + rF .

(4)

Notice that there are only rI retired (i.e. not unchanged) encoding vectors in codeword i.
Since every accessed encoding vector is either in W1 or is a retired encoding vector, it
holds that:
|Di | ≤ |W1 | + rI .

(5)

By combining Equation (4) and Equation (5), we arrive at the contradiction rF ≤ rI , which
occurs because there are not enough retired symbols in the initial codeword i to ensure that
the final code has the MDS property. Therefore, case 1 always holds, and |Di | ≥ k.
J

A.4

Proof of Lemma 13

The notation used in this proof is introduced in Appendix A.1. We show that, even for
non-stable convertible codes, that is, when there are more than rF new symbols, the bounds
on the read access set D from Theorem 12 still hold.
Case 1: rI ≥ rF . Let i ∈ [λ] be an arbitrary initial codeword. We lower bound the
size of Di by invoking the MDS property on a subset V ⊆ S F of size |V| = λk I that
minimizes the size of the intersection |V ∩ Ui |. There are exactly rF encoding vectors in
S F \ V, so the minimum size of the intersection |V ∩ Ui | is max{|Ui | − rF , 0}. Clearly,
the subset projKi (V) has rank k I due to the MDS property. Therefore, it holds that
|Di | + max{|Ui | − rF , 0} ≥ k I . By reordering, the following is obtained:
|Di | ≥ k I − max{|Ui | − rF , 0} ≥ min{rF , k I },
which means that the bound on Di established in Lemma 10 continues to hold for
non-stable codes.
I
Case 2: rI < rF . Let i ∈ [λ] be an arbitrary initial codeword, let W1 = ({g̃i,j
| j ∈ Di } ∩ Ui )
be the unchanged encoding vectors that are accessed during conversion, and let W2 =
Ui \ W1 be the unchanged encoding vectors that are not accessed during conversion.
Consider the subset V ⊆ S F of k F = λk I encoding vectors from the final codeword such
that W1 ⊆ V and the size of the intersection W3 = (S ∩ W2 ) is minimized. Since V may
exclude at most rF encoding vectors from the final codeword, it holds that:
|W3 | = max{0, |W2 | − rF }.

(6)

By the MDS property, V is a linearly independent set of encoding vectors of size k F , and
thus, must contain all the information to recover the contents of every initial codeword,
and in particular, initial codeword i. Since all the information in V about codeword i is
in either W3 or the accessed encoding vectors, it must hold that:
|Di | + |W3 | ≥ k I .

(7)

From Equation (6), there are two cases:
Subcase 2.1: |W2 | − rF ≤ 0. Then |W3 | = 0, and by Equation (7) it holds that |Di | ≥ k I ,
which matches the bound of Lemma 11.
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Subcase 2.2: |W2 | − rF > 0. Then |W3 | = |W2 | − rF , and by Equation (7) it holds that:
|Di | + |W2 | − rF ≥ k I .

(8)

The initial codeword i has k I + rI symbols. By the principle of inclusion-exclusion we
have that:
|Di | + |Ui | − |W1 | ≤ k I + rI .

(9)

By using Equation (8), Equation (9) and the fact that |W2 | = |Ui | − |W1 |, we conclude
that rI ≥ rF , which is a contradiction and means that subcase 2.1 always holds in this
case.
J

A.5

Proof of Lemma 14

Lemma 13 shows that the lower bound on the read access set D for stable linear MDS
convertible codes continues to hold in the non-stable case. Furthermore, this bound is
achievable by stable linear MDS convertible codes in the merge regime (as will be shown
in Section 4). The number of new blocks written during conversion under stable MDS
convertible codes is rF . On the other hand, the number of new symbols under a non-stable
convertible code is strictly greater than rF . Thus, the overall access cost of a non-stable
MDS (nI , k I ; nF , k F = λk I ) convertible code is strictly greater than the access cost of an
access-optimal (nI , k I ; nF , k F = λk I ) convertible code.
J

B

Proofs of Section 4

B.1

Proof of Lemma 20

Consider the first rF columns of PI , which we denote as PIrF
PF can be written as the following block matrix:

PIrF
I
I
F

I
kI
PrF diag(1, θ , θ2k , . . . , θk (r −1) )

I
I
I
F

PIrF diag(1, θ2k , θ2·2k , . . . , θ2k (r −1) )
PF = 

..


.
PIrF

= PI [∗; 1, . . . , rF ]. Notice that





,



I
I
I
F
(λ−1)k
2(λ−1)k
(λ−1)k (r −1)
diag(1, θ
,θ
,...,θ
)

where diag(a1 , a2 , . . . , an ) is the n × n diagonal matrix with a1 , . . . , an as the diagonal
elements. From this representation, it is clear that PF can be constructed from the the first
rF columns of PI .
J

B.2

Proof of Lemma 21

Let R be a t × t submatrix of PI or PF , determined by the row indices i1 < i2 < · · · < it
and the column indices j1 < j2 < · · · < jt , and denote entry (i, j) of R as R[i, j]. The
determinant of R is defined by the Leibniz formula:
det(R) =

X

sgn(σ)

σ∈Perm(t)

where

Eσ =

t
X
l=1

t
Y

R[l, σ(l)] =

l=1

(il − 1)(jσ(l) − 1),

X

sgn(σ)θEσ

(10)

σ∈Perm(t)

(11)
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Perm(t) is the set of all permutations on t elements, and sgn(σ) ∈ {−1, 1} is the sign of
permutation σ. Clearly, det(R) defines a univariate polynomial fR ∈ Fp [θ]. We will now
Pt
show that deg(fR ) = l=1 (il − 1)(jl − 1) by showing that there is a unique permutation
σ ∗ ∈ Perm(t) for which Eσ∗ achieves this value, and that this is the maximum over all
permutations in Perm(t). This means that fR has a leading term of degree Eσ∗ .
To prove this, we show that any permutation σ ∈ Perm(t)\{σ ∗ } can be modified into
a permutation σ 0 such that Eσ0 > Eσ . Specifically, we show that σ ∗ = σid , the identity
permutation. Consider σ ∈ Perm(t)\{σid }: let a be the smallest index such that σ(a) 6= a,
let b = σ −1 (a), and let c = σ(a). Let σ 0 be such that σ 0 (a) = a, σ 0 (b) = c, and σ 0 (d) = σ(d)
for d ∈ [t]\{a, b}. In other words, σ 0 is the result of “swapping” the images of a and b in σ.
Notice that a < b and a < c. Then, we have that:
Eσ0 − Eσ = (ia − 1)(ja − 1) + (ib − 1)(jc − 1) − (ia − 1)(jc − 1) − (ib − 1)(ja − 1) (12)
= (ib − ia )(jc − ja ) > 0

(13)

The last inequality comes from the fact that a < b implies ia < ib and a < c implies ja < jc .
Therefore, deg(fR ) = maxσ∈Perm(t) Eσ = Eσid .
Let E ∗ (λ, k I , rI , rF ) be the maximum degree of fR over all submatrices R of PI or PF .
Then, E ∗ (λ, k I , rI , rF ) corresponds to the diagonal with the largest elements in PI or PF .
In PF this is the diagonal of the square submatrix formed by the bottom rF rows. In PI it
can be either the diagonal of the square submatrix formed by the bottom rI rows, or by the
right k I columns. Thus, we have that:

E ∗ (λ, k I , rI , rF ) = max

F
−1
rX


i=0

i(λk I − rF + i),

I
rX
−1

i(k I − rI + i),

i=0

I
kX
−1

i=0



i(rI − k I + i)


 F F

I
F
r (r − 1)(3λk − r − 1),
= (1/6) · max
.
rI (rI − 1)(3k I − rI − 1),
 I I

k (k − 1)(3rI − k I − 1)
Let D = E ∗ (λ, k I , rI , rF ) + 1. Then, if det(R) = 0 for some submatrix R, θ is a root of fR ,
which is a contradiction since θ is a primitive element and the minimal polynomial of θ over
Fp has degree D > deg(fR ) [34].
J

C
C.1

Proofs of Section 5
Proof of Theorem 25

Consider the construction Hankels described in this section, for some s ∈ {λ, . . . , rI }. The
Hankel form of Tm and the manner in which PI and PF are constructed guarantees that the
l-th column of PF corresponds to the vertical concatenation of columns l, l + t, . . . , l + (λ − 1)t
of PI . Thus, PF is rF -column block-constructible from PI . Furthermore, since PI and
PF are submatrices of Tm , they are superregular. Thus PI and PF satisfy both of the
properties laid out in Theorem 19 and hence the convertible code constructed by Hankels is
access-optimal.
J
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D

Algorithm for constructing superregular Hankel triangular arrays

In this appendix we describe the algorithm from [52] for constructing a superregular Hankel
triangular array over any finite field. This is supplied as reference and is not necessary for
understanding the constructions described in this paper. We note that the algorithm outlined
in [52] takes the field size q as input, and generates Tq as the output. It is easy to see that
Tq thus generated can be truncated to generate the triangular array Tm for any m ≤ q.
Let Fq be a given base field, and let m ≤ q be the size of the output triangular array Tm .
The triangular array Tm has Hankel form, as shown in Equation (1). Therefore, it suffices to
specify the entries b1 , b2 , . . . , bm in the first column of Tm . On input m ≤ q, the algorithm
proceeds as follows:
1. Consider the extension field Fq2 and choose an element β ∈ Fq2 such that β i 6∈ Fq for
i ∈ [q] and β q+1 ∈ Fq . Let p(x) = x2 + µ x + η be the minimal polynomial of β over Fq2 .
2. Let σ−1 , σ0 , . . . , σm ∈ Fq be such that σ−1 = −η −1 , σ0 = 0, and σi = −µ σi−1 − η σi−2 ,
for i ∈ [m].
3. Set bi = σi−1 , for all i ∈ [m].
The resulting triangular array is superregular, that is, every square submatrix taken from
Tm is superregular. Please refer to [52] for a proof of this fact.

Incentive Compatible Active Learning
Federico Echenique
Division of the Humanities and Social Sciences, California Institute of Technology,
Pasadena, CA, USA
fede@hss.caltech.edu

Siddharth Prasad
Computer Science Department, Carnegie Mellon University, Pittsburgh, PA, USA
sprasad2@cs.cmu.edu

Abstract
We consider active learning under incentive compatibility constraints. The main application of our
results is to economic experiments, in which a learner seeks to infer the parameters of a subject’s
preferences: for example their attitudes towards risk, or their beliefs over uncertain events. By
cleverly adapting the experimental design, one can save on the time spent by subjects in the
laboratory, or maximize the information obtained from each subject in a given laboratory session;
but the resulting adaptive design raises complications due to incentive compatibility. A subject in
the lab may answer questions strategically, and not truthfully, so as to steer subsequent questions in
a profitable direction.
We analyze two standard economic problems: inference of preferences over risk from multiple
price lists, and belief elicitation in experiments on choice over uncertainty. In the first setting, we
tune a simple and fast learning algorithm to retain certain incentive compatibility properties. In
the second setting, we provide an incentive compatible learning algorithm based on scoring rules
with query complexity that differs from obvious methods of achieving fast learning rates only by
subpolynomial factors. Thus, for these areas of application, incentive compatibility may be achieved
without paying a large sample complexity price.
2012 ACM Subject Classification Theory of computation → Models of learning
Keywords and phrases Active Learning, Incentive Compatibility, Preference Elicitation
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.67
Funding Federico Echenique: Echenique thanks the NSF for support through the grants SES-1558757
and CNS-1518941.
Siddharth Prasad: Prasad thanks the Caltech SURF Program for support.

1

Introduction

We study active learning under incentive compatibility constraints. Consider a learner: Alice,
who seeks to elicit the parameters governing the behavior of a human subject: Bob. The
chief application of our paper is to the design of laboratory experiments in economics. In
such applications, Alice is an experimenter observing choices made by Bob in her laboratory.
The active learning paradigm seeks to save on the number of questions posed by Alice by
making the formulation of each question dependent on Bob’s answers to previous questions
[8, 21]. Now, Bob may misrepresent his answers to some of Alice’s questions so as to guide
Alice’s line of questioning in a direction that he can benefit from.
Our setting differs from standard applications of active learning in computer science,
in that data are labeled by a self-interested human agent (in our story, Bob). Computer
scientists have thought of active learning as applied to, for example, combinatorial chemistry,
or image detection. A learner then makes queries that are always truthfully answered. In
economic settings, in contrast, one must recognize the role of incentives.
© Federico Echenique and Siddharth Prasad;
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The existing literature on applications of passive learning to preference elicitation (see
for example [12, 30, 11, 17]) does not have to deal with agents’ incentives to manipulate
the learning mechanism, but active learning does, because an agent who understands the
learner’s algorithm may answer strategically early on in the experiment so as to influence
the questions he faces later in the experiment.
We should emphasize that experimental orthodoxy in economics requires that subjects
(such as Bob) know as much as possible about the experimental design. No deception is
allowed in economic experiments. In addition, subjects’ participation is almost universally
incentivized: Bob gets a payoff that depends on his answers to Alice’s questions. Our model
relates to a long-standing interest among economists for adaptive experimental design, see
[23, 32, 16, 29].
Consider a concrete example. Bob has a utility function xσ over money, so that if he
faces a random amount of money X, his expected utility is E[X σ ]. In other words, Bob has
a utility of the “constant relative risk aversion” (CRRA) form, and Alice wants to learn the
value of the parameter σ –Bob’s relative risk aversion coefficient.1 A standard procedure for
estimating σ is a multiple price list.2
In a multiple-price list (MPL), Alice successively asks Bob to choose between a sure
payoff of x dollars and a fixed lottery L, for example a lottery that flips a fair coin and pays
0 dollars if the coin turns up Heads, and 1 dollar if it turns up Tails. Alice would first ask
Bob to choose between a very small amount x (almost zero) and L. Then Alice would raise
x a little and ask Bob to choose again. The procedure is repeated, each time increasing the
amount x, until reaching a number equal to, or close to 1. At some value x, Bob would
switch from preferring the lottery to preferring the fixed amount of money. Then Alice would
solve the equation
xσ = (1/2)0σ + (1/2)1σ = (1/2)

(1)

to find the value of σ. Now, it is important to explain how the experiment is incentivized:
When the experiment is over, Alice will actually implement one of the choices made by Bob.
Conventional experimental methodology dictates [7] that she chooses one of the questions at
random and implements it.
A proponent of active learning will immediately remark that the MPL design asks too
many questions. Alice only needs to know the value of x at which Bob is indifferent between
x and the lottery L. We can thus imagine an adaptive design, where Alice raises x until Bob
switches from L to x, and stops the experiment when that happens. This design will result
in strictly fewer questions than the passive (supervised) learning design.
Bob, however, understands that Alice stops raising x when he declares indifference to
L. So he will manipulate Alice into offering him values of x beyond what he truly views as
indifferent to L. Specifically, suppose that Alice raises x continuously (this is a simplifying
assumption; see Section 3 for a realistic version of this design), and that if Bob declares
indifference at x then the last question is implemented with probability p(x) ∈ (0, 1). The
function p is strictly decreasing since reporting a larger value of x increases the probability
that a question for which Bob preferred L will be implemented.

1

2

The coefficient σ captures Bob’s willingness to assume risk. It is a parameter that economic experiments
very often seek to measure, even when the experiment is ostensibly about a totally different question.
Economic experimentalists want to understand the relation between risk and their general experimental
findings, so they include risk elicitation as part of the design.
Multiple price lists are a very common experimental design, first used by [13], and popularized by [28]
as a method to estimate σ, as described here.
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Bob’s payoff from stopping at x is π(x; σ) = p(x)xσ + (1 − p(x))(1/2) because with
probability p(x) the last question gets implemented, so he gets the sure amount x, and with
the complementary probability one of the other questions is implemented and Bob gets his
preference for those questions, namely the lottery L. The expected utility of L is 1/2.
Then it is clear that Bob would like to stop at an x that is strictly greater than the value
at which he would truly be indifferent to L, the value that solves (1). If he stops at the true
value of x, he gets for sure something that he values as much as L (either L or the amount x
that he values exactly as L). By stopping at a strictly greater x, he has a shot at getting a
value of x that he prefers over L.
The situation is, however, far from hopeless. Bob’s optimal value of x is strictly increasing
in σ.3 Alice can then undo Bob’s strategic choice of x and back out the true value of σ.
(Alice’s approach is common in applied econometrics, often called the “structural” method.)
In this paper, we prove general possibility results, to illustrate that there are many
situations where active learning is consistent with incentive compatibility. In Section 3 we
shall present a formal model of multiple price lists, and show that it is possible to learn
while satisfying incentive compatibility. In Section 4 we discuss incentive issues in active
learning in a more general sense. We present a formal notion of incentive compatible active
learning in a general preference elicitation environment, and provide characterizations of the
complexity of incentive compatible learning in certain “nice” environments.
A recent and growing body of work studies the problem of inferring models of economic
choice from a learning theoretic perspective [30, 12, 35, 9, 11, 17, 10]. The learnability of
preference relations has also received very recent attention [11, 17]. Our investigation takes
a different angle: in attempting to model an experimental situation where subjects are asked
to make choices in an interactive manner, via, e.g., a computer program, or in person, we
allow the analyst complete control over the learning data. In the active learning literature,
this framework is known as the membership queries model. There is also an ongoing line
of work that considers learning problems when the data provider is strategic [22, 1, 31, 18].
Finally, the recent work of [27] studies a model where an agent may (at a cost) manipulate
the input to a classification algorithm.
The membership query model closely captures an adaptive economic experiment, while
in this context the more traditional learning/active learning models (e.g. PAC learning,
stream-based active learning) seem to place unnecessary restrictions on how the analyst
learns. This notion is briefly discussed in [17], where classical learning theoretic approaches
appear to give much weaker complexity guarantees than the membership queries model in
learning time-dependent discounted utility preferences. For the remainder of this paper,
whenever we use the phrase “active learning”, we refer to the membership query setting – all
other forms of learning can be viewed as a special case of membership queries.
The other important component in modelling an economic experiment is a payment to the
agent after the experiment has concluded. Experiments in economics are always incentivized,
meaning that there are actual material consequences to subjects’ decisions in the lab. Subjects
are paid for their decisions in the experiment. We incorporate this incentive payment into the
execution of the algorithm by which the analyst chooses questions – the analyst implements
the outcome chosen by the agent in the final round of the interaction. Thus, rather than
treating the payment scheme as a separate problem, we use it to demand a certain level of

3

If π(x; σ) = p(x)xσ + (1 − p(x))(1/2) and we assume that p is smooth, then ∂ 2 π(x; σ)/∂σ∂x =
p0 (x)xσ ln(x) + (σ + 1)p(x)xσ−1 > 0 as x ∈ (0, 1] and p is decreasing. So π is strictly supermodular.
Hence the optimal x is increasing in σ.
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robustness from our learning algorithms. As we demonstrate, this precludes the analyst from
running naive learning algorithms that, despite achieving good query complexities, allow the
agent to strategically and dishonestly answer questions to get offered higher payoff outcomes.
Finally, the framework we introduce engenders the following natural question: is there a
combinatorial measure of complexity, akin to VC dimension for PAC learning concept classes,
that precisely captures the complexity of incentive compatible learning in preference environments? Our results examine certain sufficient conditions for incentive compatible learning, a
potential first step towards better understanding this new and interesting learning model.

Summary of results
We begin by discussing incentive issues in a very common experimental paradigm, that of
convex budgets. We present an example to the effect that incentive problem are present
and can be critical. Then we turn to the Multiple Price Lists (MPL), another very common
experimental design used to infer agents’ attitudes towards risk. In MPL experiments,
an agent is asked to choose between receiving various deterministic monetary amounts
and participating in a lottery. The goal of the analyst is to elicit the agent’s certainty
equivalent, i.e. the deterministic quantity at which the agent values the lottery (in our
previous discussion, the certainty equivalent is the quantity that solves Equation (1)). We
analyze a simple sequential search mechanism that is used in practice – start from the lowest
possible deterministic amount and keep increasing the offer until the agent prefers it to the
lottery. The analyst pays the agent by implementing the agent’s decision on a randomly
selected question that was asked. We show that while this mechanism is not incentive
compatible, under relatively benign assumptions it satisfies a one-to-one condition where the
analyst can accurately infer the agent’s true certainty equivalent after learning the agent’s
reported certainty equivalent. We then show how a modified payment scheme that only
depends on the final decision of the agent allows the analyst to do a binary search and retain
incentive compatibility, giving a mechanism for learning the certainty equivalent of a strategic
agent to within an error of ε using O(log 1/ε) questions.
We then turn to an abstract model of learning preference parameters/types. The idea is,
as in the MPL, to induce incentive compatibility by incentivizing the payment from the last
question asked of the agent. To this end, we coin a formal notion of incentive compatible
(IC) learnability. A learning algorithm is simply an adaptive procedure that at each step
asks the agent to choose between two outcomes. Informally, the IC learning complexity of an
algorithm is the number of rounds required to both
1. Accurately learn (with high probability) the agent’s type with respect to some specified
metric on the type space.
2. Ensure that (with high probability) the payment mechanism of implementing the agent’s
choice on the final question cannot be strategically manipulated to yield a significant
payoff gain over answering questions truthfully.
A simple structural condition allows a strong notion of incentive compatibility to be
achieved via a deterministic exhaustive search (truthful reporting is the agent’s unique best
response), and we give examples of commonly studied economic preference models that fit
our condition. We demonstrate that a large class of preference relations over Euclidean space
– those exhibiting strict convexity under a condition which we call hyperplane uniqueness
(detailed in Section 4) – can be learned in an incentive compatible manner.
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I Theorem 1 (informal). Let Θ be a type space such that the preferences induced by each
θ ∈ Θ are continuous, strictly convex, and satisfy hyperplane uniqueness. Then, Θ is IC
learnable, under a suitably chosen metric.
However, this strong notion of incentive compatibility comes at a cost – the associated
IC learning complexity can be massive (exponential in the preference parameters). In
the abstract setting of preferences over outcomes, it is unclear how to obtain a tangible
improvement in this complexity (even with randomization), and specifically it would appear
that the problem parameters (e.g. the outcome space, the set of possible agent types) require
much more structure for any sort of improvement.
We then analyze the specific setting of learning the beliefs of an expected utility agent,
where we have the required structure. Here, an agent holds a belief represented by a
distribution α ∈ ∆n (there are n uncertain states of the world, and αi is the probability
with which the agent believes state i will occur), and is asked to make choices between
vectors of rewards x ∈ Rn , where the utility an agent of type α enjoys from x is simply α.x.
We first observe that naive learning algorithms can vastly beat the learning complexity of
the general preference framework, but fail to be incentive compatible. Our main result is
an incentive compatible learning algorithm for eliciting an agent’s beliefs that significantly
improves upon the complexity in the general framework, and only differs from the fast naive
learning algorithms by subpolynomial factors.
I Theorem 2. There is an algorithm for learning the belief of an expected utility agent that
when run for



n
1
O n3/2 log n max log , log
ε
τ
rounds (with high probability) cannot be manipulated to yield more than a τ increase in payoff,
and learns a truthful agent’s belief to within total variation distance of ε. 4
Our algorithm is built upon disagreement based active learning methods that provide
learning guarantees, and employs the spherical scoring rule to ensure incentive compatibility
properties.

2

Example: Convex budgets

We present a simple example to illustrate how incentive issues can prevent a very popular
experimental design from being implementable in an active learning setting.
Consider an experiment on choice under uncertainty, with an adaptive “convex budgets”
design. Such designs are ubiquitous in experimental economics: see [5, 19, 2, 25, 4, 6] among
(many) others. Convex budgets is very popular as a design because it parallels the most
basic model in economic theory, the model of consumer choice.5
Bob, a subject in the lab, has expected utility preferences. Specifically, suppose that the
experiment involves two possible states of the world, and that Bob chooses among vectors
x = (x1 , x2 ) ∈ R2+ . If Bob chooses the vector (x1 , x2 ) and the state of the world turns out to
4
5

Typical supervised learning bounds have a logarithmic dependence on the confidence parameter 1δ , and
so for the sake of brevity we omit terms depending on δ in our complexity bounds.
Consumer choice is probably the first model a student of economics is ever exposed to. It captures
optimal choice from an economic budget sets, defined from linear prices and a maximum expenditure
level.
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be i, then he is paid xi . Bob believes that the state of the world i occurs with probability αi ,
so his expected utility from choosing x is α1 x1 + α2 x2 (we assume for simplicity that Bob is
risk-neutral).
The experiment seeks to learn the subjects’ beliefs α with a design that has Bob choosing
x ∈ B(p, I) = {y ∈ R2+ : p · y ≤ I},
at prices p ∈ R2+ and income I > 0. The problem is equivalent to learning the ratio α1 /α2 .
It is obviously optimal for Bob to choose x = (1/p1 , 0) if α1 /p1 > α/p2 and x = (0, 1/p2 ) if
α1 /p1 < α/p2 .
The experimental design presents the subject with a sequence of prices p and incomes I,
and asks him to choose from B(p, I). Usually only one of the choice problems in the sequence
will actually be paid off. It is standard practice in experimental economics to pay out only
one of the questions posed to a subject. For the purpose of this example, imagine that the
sequence has a length of 2: (p1 , I 1 ) and (p2 , I 2 ). Moreover, suppose (again for simplicity)
that incomes and prices are such that I t = pt · (1/2, 1/2) = 1, for t = 1, 2.
Fix the first price at p1 = (1, 1). If Alice, the experimenter, observes a choice of (1/p1 , 0)
she should conclude that α1 /α2 > p11 /p12 . And given such an inference, it would not make
sense to set the second set of prices so that p21 /p22 < p11 /p12 . Alice, following an active learning
paradigm of adaptive experimental design, should adjust p1 /p2 upwards. So let us assume
that she decides to adjust the ratio p11 /p12 by a factor of 2 in the direction in which there is
something to learn: If the choice from B(p1 , I 1 ) is (1/p11 , 0), Alice will set p21 /p22 = 2(p11 /p12 ).
If the choice is (0, 1/p12 ), she will set p21 /p22 = (1/2)(p11 /p12 ).
Now consider the problem facing our subject, Bob. Suppose that Bob’s beliefs are such
that α1 < α2 , and, to make our calculations simpler, that α1 /α2 ≤ 1/2. If he chooses
“truthfully” according to his beliefs, he would choose x = (0, 1/p11 ) = (0, 1) from B(p1 , I 1 )
and thus face prices p2 = (2/3, 4/3). This means that the relative price of payoffs in state
2 increase, the state that Bob values the most because he thinks it is the most likely to
occur. If instead Bob “manipulates” the experiment by choosing x = (1/p1 , 0), he will face
prices p2 = (4/3, 2/3). It is obvious that Bob is better off in the second choice problem from
facing the second budget because he will be able to afford a much larger payoff in state 2. If
Alice only incentivizes (pays out) the choice from B(p2 , I2 ), then Bob is always better off by
misrepresenting his choice from the first budget.
If, instead, Alice incentivizes the experiment by implementing one of the choices made by
Bob at random (a common practice in economic experiments, see [7] for a formal justification),
then the utility from truthtelling is (1/2)α2 (1+3/4) = α2 (7/8). The utility from manipulation
is (1/2)(α1 + α2 (3/2)). As long as α1 /α2 ∈ (1/4, 1/2), the manipulation yields a higher
utility than truth telling.
The convex budgets example illustrates the perils of active learning as a guide to adaptive
experimental design, when human subjects understand how the experiment unfolds conditional
on how they make choices. The main result of our paper (see Section 4.2) considers belief
elicitation, but proposes an active learning algorithm that is based on pairwise comparisons,
not choices from convex budgets.

3

Multiple Price Lists

We begin by formally considering the application in the introduction: the use of Multiple
Price Lists (MPL) to elicit an agent’s preferences over risk. MPL was first proposed by
[13], and popularized by [28], who used it to estimate risk attitudes along the lines of the
discussion in the sequel.
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We shall consider a version of MPL where a lottery with monetary outcomes is fixed, and
an agent chooses between a sure (deterministic) monetary payment x or the lottery. More
specifically, consider a lottery where a coin is flipped and if the outcome is heads, the payoff
is x dollars, while if the outcome is tails, the payoff is x dollars. An analyst wants to assess
an agent’s willingness to participate in the lottery when presented with various deterministic
alternatives. Denote this lottery by L.
At every round of the experiment, the analyst asks the agent to choose between a
deterministic payoff of x or participation in the lottery, and aims to learn the agent’s
certainty equivalent: the deterministic amount that yields indifference. Conventionally (for
example, see [28, 3]), the experiment is run by presenting the agent with a list of n pairs
(xi , L). The agent makes a choice from each pair, either the sure amount xi or the lottery L.
Then the experimenter draws one of the n questions at random an pays the agent according
to the decision he made for that question. (i.e. if he preferred the deterministic amount
x, he is paid x, and otherwise gets to participate in the lottery). We now present a formal
model of the MPL experimental design and analyze issues of incentive compatibility.

3.1

The model

We consider a lottery L with a low outcome x and a high outcome x, x < x. The lottery
can operate in any number of ways, for example, by a coin flip. The analyst chooses a
discretization x = x0 < x1 , . . . < xn−1 < xn = x of the interval I = [x, x] such that the
x−x
intervals Ik = (xk , xk+1 ] all have equal length ` = n . This discretization of I represents
the deterministic amounts that the analyst will offer to the agent.
An agent’s certainty equivalent is the point x ∈ (x, x) such that he is indifferent between
receiving x versus participating in the lottery. Certainty equivalents will be uniquely
determined by an agent’s utility over money, as long as his utility function is strictly
increasing.
For example, if an agent values money according to u : R → R, his certainty equivalent
(assuming that L is a coin-flip) would be the point x ∈ (x, x) such that u(x) = 12 u(x) + 12 u(x).
In our model, we consider agents whose utility functions belong to a given family U of
functions such that a given certainty equivalent uniquely determines the utility function of
the agent, and vice-versa. For example, if U = {x 7→ xσ : 0 < σ < 1}, so utilities take the
CRRA form we discussed in the introduction, then σ uniquely determines the point x such
that xσ = 12 xσ + 12 xσ .

3.2

Sequential Search

We first consider a simple mechanism that aims to find the agent’s certainty equivalent
by performing a sequential search on x1 , . . . , xn . On round t of the experiment, the agent
chooses between the lottery and a deterministic payoff of xt . If he chooses the lottery, the
experiment continues, and if he chooses xt or claims indifference, the experiment terminates.
If the experiment terminates at round T , the analyst can conclude that the agent reported a
certainty equivalent lying in the interval (xT −1 , xT ].
The goal of the analyst is to make a payment to the agent at the end of the experiment such
that the agent is incentivized to answer questions according to his true certainty equivalent.
We analyze a common scheme used in experiments: if the experiment terminates after T
rounds, choose t randomly from {1, . . . , T }, and pay the agent based on his preference on
the tth question: so if t = T , the agent receives xT , otherwise the agent receives a payment
that is the outcome of the lottery. However, as discussed in the introduction, this scheme
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is not incentive compatible. Indeed, if xT is the agent’s true certainty equivalent, he has a
profitable deviation to push the experiment to terminate at xT +1 . The agent is indifferent
between receiving xT and participating in the lottery, so by declaring a certainty equivalent
that is higher than xT he may possibly win an amount larger than xT , and which he values
strictly more than the lottery.
We now show that under some simplifying assumptions, this kind of payment scheme
can at least be implemented in a manner such that the agent’s true certainty equivalent
can be accurately inferred based on his report. Let U be a family of utility functions such
that each u ∈ U satisfies an inverse Lipschitz condition with constant Ku : for all x, x∗ ,
|u(x) − u(x∗ )| > Ku |x − x∗ |. Let K = supu∈U Ku . Finally, let M = supu∈U (u(x) − u(x)).
For t ∈ {1, . . . , n} let pt denote the probability that the agent is paid the deterministic
amount xt if the experiment stops on round t (so the agent participates in the lottery with
probability 1 − pt ). An agent with true certainty equivalent x and corresponding utility
function u has an expected payoff of
Payoff(x, xt ) = pt u(xt ) + (1 − pt )u(x)
for reporting a certainty equivalent in (xt−1 , xt ].
Let r : (x, x) → {x1 , . . . , xn } be the best response of an agent with certainty equivalent x:
r(x) = argmaxxt Payoff(x, xt ).
We refer to r as the report function.
K`
We now show that when p1 , . . . , pn satisfy pt+1 < pt 6 and pt+1 < 2M
pt , the analyst can
recover the agent’s true certainty equivalent up to some low error via the sequential search
mechanism.
We should emphasize that the agent will not be truthful, in the sense of reporting their
true certainty equivalent. However, we are still able to back out the true certainty equivalent
from understanding the agents strategic incentives.
We proceed in steps. First, we characterize the best responses for agents with certainty
equivalents belonging to {x1 , . . . , xn−1 }. We show that the report function is one to one.
This implies that r(xt ) = xt+1 , since r(xt ) > xt , for each t = 1, . . . , n − 1.
I Proposition 3. For xt ∈ {x1 , . . . , xn−1 }, r(xt ) = xt+1 .
Proof. Note that since r(xn−1 ) = xn , it suffices to show that r is injective on {x1 , . . . , xn−1 }.
Suppose r(xt1 ) = r(xt2 ), and without loss of generality let t1 ≥ t2 . Let r(xt1 ) = r(xt2 ) =
xt . Since any agent is incentivized to report higher than their true certainty equivalent,
t > t1 , t2 , so in particular t ≥ t1 + 1. Let u1 denote the utility function of the agent with
true type xt1 , u2 that of the agent with true type xt2 .
For any s 6= t we have (since r gives the best response):
pt u1 (xt ) − pt u1 (xt1 ) > ps u1 (xs ) − ps u1 (xt1 ),
pt u2 (xt ) − pt u2 (xt2 ) > ps u2 (xs ) − ps u2 (xt2 ).
Adding the two inequalities and rearranging gives
u1 (xs ) − u1 (xt1 ) + u2 (xs ) − u2 (xt2 )
pt
>
.
ps
u1 (xt ) − u1 (xt1 ) + u2 (xt ) − u2 (xt2 )
6

(2)

This is true for the standard uniform randomization scheme, as pt = 1/t. More generally, without this
condition the agent will have incentives to report high certainty equivalents as this is not penalized by
lower probabilities of winning the certain amount.
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At s = t1 (we know t1 6= t, since r(xt1 ) > xt1 ), Equation 2 simplifies to
pt
u2 (xt1 ) − u2 (xt2 )
u2 (xt1 ) − u2 (xt2 )
>
>
,
pt1
u1 (xt ) − u1 (xt1 ) + u2 (xt ) − u2 (xt2 )
2M
so
u2 (xt1 ) − u2 (xt2 ) < 2M

pt +1
pt
≤ 2M 1
< K`.
pt1
pt1

The inverse Lipschitz condition on u2 then implies that |xt1 − xt2 | < `, which cannot happen
unless t1 = t2 .
J
Thus, if an agent’s true certainty equivalent happens to coincide with one of the points
of the discretization, the agent will answer questions as if his certainty equivalent is the next
point in the discretization.
For the next step, we need an additional Lipschitz type condition on utility functions.
Suppose there are constants C1 and C2 such that for any x, x∗ ∈ (x, x), with u, u∗ the
corresponding utility functions, and for any x, x00 ∈ (x, x),
|u(x0 ) − u∗ (x00 )| ≤ C1 |x − x∗ | + C2 |x0 − x00 |.
Moreover, let
λ=

inf

min |Payoff(x, xs ) − Payoff(x, xt )| ,

x∈(x,x) s,t

be the smallest possible deviation in payoff obtained by changing one’s report.
We also require the assumption that if x∗ ≥ x, then u∗ (x0 ) ≥ u(x0 ) for any x0 , where u∗ and
u are the utility functions corresponding to certainty equivalents x∗ and x, respectively. This
is an intuitive condition stating that agents with a higher certainty equivalent value money
more than agents with a lower certainty equivalent (note that the CRRA utilities discussed
previously satisfy this property). This in particular implies that u∗ (x∗ ) ≥ u∗ (x) ≥ u(x), so
Payoff(x∗ , xk ) ≥ Payoff(x, xk ) for any xk in the discretization. We will use this in the proof
of the following proposition, which establishes that r satisfies a certain weak monotonicity
property.
I Proposition 4. Let xt−1 < x < x∗ ≤ xt with x∗ −x <
Then, r(x) ≤ xt+1 .

λ
2(2C1 +C2 ) ,

and suppose r(x∗ ) ≤ xt+1 .

Proof. Let u, u∗ be the utility functions corresponding to certainty equivalents x and x∗ ,
respectively. We first bound the increase in payoff an agent of type x∗ experiences over an
agent of type x for making the same report. For any xk , we have
Payoff(x∗ , xk ) − Payoff(x, xk ) = pk (u∗ (xk ) − u(xk )) − pk (u∗ (x∗ ) − u(x)) + (u∗ (x∗ ) − u(x))
< pk (u∗ (xk ) − u(xk )) + (u∗ (x∗ ) − u(x))
< (u∗ (xk ) − u(xk )) + (u∗ (x∗ ) − u(x))
≤ C1 ` + (C1 + C2 )`
λ
≤
2
As r(x∗ ) ≤ xt+1 , either r(x∗ ) = xt+1 or r(x∗ ) = xt . Suppose r(x∗ ) = xt+1 . We show
that an agent of type x cannot increase his payoff by reporting above xt+1 . Let s > t + 1.
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Plugging xt+1 into the above bound gives
Payoff(x∗ , xt+1 ) ≤

λ
+ Payoff(x, xt+1 ),
2

and the definition of λ gives that
Payoff(x∗ , xt+1 ) ≥ Payoff(x∗ , xs ) + λ.
Combining the two inequalities yields
Payoff(x, xt+1 ) ≥ Payoff(x∗ , xt+1 ) −

λ
λ
> Payoff(x∗ , xs ) +
2
2
> Payoff(x∗ , xs )
> Payoff(x, xs ),

so r(x) ≤ xt+1 .
In the case that r(x∗ ) = xt , we similarly get r(x) ≤ xt .

J

We can then repeatedly apply this proposition starting with r(xt ) = xt+1 to conclude
that for any xt−1 < x ≤ xt , we have r(x) ≤ xt+1 .
Putting things together, we get:
I Theorem 5. If r(x) = xt+1 , then xt−1 < x < xt+1 .
Thus, to learn the agent’s true certainty equivalent to within ε-error, the analyst chooses
x−x
a discretization with n ≤ 2ε , and runs a sequential search over the discretization. The
number of questions the analyst asks is O( 1ε ).
Of course, to lower the number of questions asked, the analyst could instead perform
a binary search. It is easy to see that, like in the sequential search mechanism, simply
implementing a uniformly random question is not incentive compatible. For example,
consider a discretization with deterministic amounts x1 , . . . , x7 , and consider an agent with
true certainty equivalent at x3 . For simplicity, we assume that if when presented with
(xi , L) the agent is indifferent between xi and L, he chooses xi . If the agent answers
truthfully, the pairs offered by a binary search would be (x4 , L), (x2 , L), and (x3 , L), and
his choices would have been x4 , L, and x3 , respectively. The agent’s expected payoff is
(1/3)u(x4 ) + (1/3)u(L) + (1/3)u(x3 ) = (1/3)u(x4 ) + (2/3)u(L). Suppose instead the agent
answers as if his true certainty equivalent is x5 . Then, the pairs he gets offered would be
(x4 , L), (x6 , L), and (x5 , L), and his choices would have been L, x6 , and x5 , respectively. His
expected payoff is then (1/3)u(L) + (1/3)u(x6 ) + (1/3)u(x5 ), which is clearly a profitable
deviation.
It is unclear if this scheme can be directly modified to satisfy incentive compatibility
properties, but since the payments in the sequential search mechanism only depended on
the last question asked, we can use the same payment scheme here so that Theorem 5 holds.
So now the analyst can learn the agent’s certainty equivalent to within an error of ε with
O(log 1/ε) questions.

4

General Preference Elicitation

Our discussion so far has focused on a specific, albeit ubiquitous, preference elicitation
environment. In the rest of the paper we introduce a general model of incentive compatible
active learning. We introduce the idea of incentive compatible query complexity: the sample
size that guarantees some learning objective while maintaining incentive compatibility.
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The main application of our tools will be to expected utility theory. We shall introduce a
learning algorithm that is incentive compatible for learning the beliefs of an agent that has
expected utility preferences.
We focus on learning an agent’s preferences. The agent will be modeled as having a utility
function parameterized by some type, which generates the agent’s choices, that the learner
wishes to infer. To this end, Θ is a type space equipped with a metric d : Θ × Θ → R≥0 that
is bounded with respect to d. O is the space of possible outcomes. An agent of type θ ∈ Θ
has utility u(θ, o) if the outcome is o ∈ O. θ induces a preference relation % over O defined
by o % o0 ⇐⇒ u(θ, o) ≥ u(θ, o0 ).
An analyst aims to learn the agent’s type by asking him to make a sequence of choices
between pairs of outcomes.7 The agent makes choices among the pairs presented to him.
The agent’s choices can be thought of as the result of a strategy. Formally, a strategy σ
is a mapping
[
σ : {((o1 , o01 ), 1o1 %o01 ), . . . , ((ot , o0t ), 1ot %o0t ), (ot+1 , ot+10 )} → ∆{0, 1}
t

that dictates a (potentially randomized) response for every possible history of the interaction
up to any given time. Let Σ denote the collection of all possible consistent strategies (a
strategy is consistent if its outputs up to any given time are consistent with some preference
relation in the type space).
For any strategy σ, let σ̂ denote an oracle with memory that responds to queries of the
form “is o preferred to o0 ?” according to σ given the history of previous queries made so far.
Let Σ̂ = {σ̂ : σ ∈ Σ} denote the collection of oracles corresponding to all possible strategies.
For a type θ ∈ Θ, let θ̂ ∈ Σ̂ denote the oracle that responds truthfully according to θ (i.e. on
query (o, o0 ) it returns 1u(θ,o)≥u(θ,o0 ) ).
We imagine the oracle playing the role of the agent: in an interaction with the analyst, an
agent of true type θ chooses to act as an oracle for some strategy σ (departing from standard
terminology, we allow the oracle to have randomized responses).
The analyst implements a learning mechanism, which consists of the following steps:
1. Run a (potentially randomized) learning algorithm A : Σ̂ → Θ that has access to oracle
σ̂ and can make queries to σ̂ of the form (o, o0 ) for o, o0 ∈ O.
2. Arrive at a hypothesis θh ∼ A(σ̂) for the agent’s type.
3. Implement the agent’s response on the last query.8
We now establish the notion of learnability that we work with. This definition is not
concerned with issues of incentive compatibility: it is simply a refinement of the standard
notion of a learning algorithm that stipulates that we learn a truthfully reported hypothesis
accurately. Since in our setting the analyst has full control over the data he learns from, our
requirements on the error of the algorithm are with respect to the metric d on the space of
types Θ.

7

8

One can imagine many other protocols for learning. We constrain ourselves to protocols that are based
on a sequence of pairwise comparisons. Such protocols are common in practice, and are the obvious
empirical counterpart to the decision theory literature in economics and statistics. This stands in
contrast with the literature on scoring rules, which allows for richer message spaces.
Within adaptive experimental design, the idea of making a last choice on behalf of the agent is due to
Ian Krajbich.
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I Definition 6. A : Σ̂ → Θ is an (ε, δ)-learning algorithm if for all θ ∈ Θ,
Pr

[d(θ, θh ) ≤ ε] ≥ 1 − δ.

θ h ∼A(θ̂)

The number of queries made by A to the oracle θ̂ is the query complexity of A, denoted by
q(ε, δ).
Next, we define what it means for a learning algorithm to be incentive compatible.
Intuitively, we require that if the learning algorithm is terminated on round T , and the
analyst implements the agent’s preferred outcome on the T th query (oT , o0T ), then the agent
(with high probability) cannot gain a non-negligible advantage over truthfully reporting by
attempting to answer questions strategically. Let AT (σ̂) = (oT , o0T ) ∈ ∆(O × O) denote the
T th query to θ̂ made by an execution of A(σ̂).
I Definition 7. A : Σ̂ → Θ is (τ, ν)-incentive compatible if there exists a T (τ, ν) ∈ N such
that for all T ≥ T (τ, ν), the following holds for any type θ and strategy σ:
Pr
(oT ,pT )∼AT (θ̂)
(o0T ,p0T )∼AT (σ̂)

[u(θ, qT ) ≥ u(θ, qT0 ) − τ ] ≥ 1 − ν,

where qT (qT0 ) is the preferred outcome between oT and pT (o0T and p0T ) according to oracle θ̂
(σ̂). The quantity T (τ, ν) is the IC complexity of A.9
Our goal is to design mechanisms that learn the agent’s true type in an incentive
compatible manner.
I Definition 8. A : Σ̂ → Θ is an (ε, δ, τ, ν)-IC learning algorithm if it is an (ε, δ)-learning
algorithm that is (τ, ν)-IC. We refer to the quantity max(q(ε, δ), T (τ, ν)) as the IC learning
complexity of A.

4.1

An incentive compatible exhaustive search

We first give a very simple method of achieving incentive compatible learning in the general
framework introduced in Section 4. The method proceeds by exhaustively searching over the
type space, and requires a simple structural assumption. The assumption connects agents’
payoffs to the distance metric used by the learner to assess learning accuracy. In a sense,
this lines up the agent’s incentives with the learner’s objective, and makes it easy to obtain
a satisfactory algorithm.
Suppose there exists a one-to-one assignment of outcomes to types s : Θ → O such that
u(θ, s(θ0 )) > u(θ, s(θ00 )) ⇐⇒ d(θ, θ0 ) < d(θ, θ00 ),
so in particular θ = argmaxθ0 u(θ, s(θ0 )). In the literature on scoring rules, s is called effective
with respect to d [24].
The following is an incentive compatible learning algorithm. Recall that an ε-cover of a
subset K of a metric space (M, d) is a set of points C such that for every x ∈ K, there is an
x∗ ∈ C such that d(x, x∗ ) ≤ ε.
1. Initialize an ε-cover {θ1 , . . .} of Θ with respect to d.
2. Initialize θh ← θ1 .
9

In this definition, (oT , pT ) and (o0T , p0T ) are drawn from independent executions of A.
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3. For t = 1 to T :
a. Query (s(θt+1 ), s(θh )).
b. If s(θt+1 ) is preferred, θh ← θt+1 .
4. Output θh .
5. Pay the agent s(θh ).
By definition of the function s, allowing the algorithm to exhaustively search over all
points of the cover will yield a θh that is the most preferred point in the cover and is also
the closest point in the cover to the report. So reporting θ yields d(θ, θh ) ≤ ε. Moreover,
this (deterministic) algorithm satisfies (0, 0)-incentive compatibility for any runtime T , since
lying at any round would simply reduce the payoff of stopping at any round. The learning
complexity is the covering number Nε (Θ) of the type space (which is finite as Θ is bounded).
We now present some natural preference environments in which such an assignment
function can be constructed. In the following discussion, the outcome space is O = Rn , and
Θ is assumed to be bounded so that the search above terminates.
Euclidean preferences. Each agent has an “ideal point” θ ∈ Rn , and u(θ, x) ≥ u(θ, y) iff
||x − θ|| ≤ ||y − θ||. Let s : Rn → Rn be the identity.
Linear preferences. The type of an agent is a vector θ ∈ Rn and u(θ, x) ≥ u(θ, y) iff
θ.x ≥ θ.y (in order for preferences to be distinguishable we assume that no two θ, θ0 ∈ Θ
are scalar multiples of one another, and so for simplicity we normalize so that all types
have the same length). The indifference sets of an agent of type θ are the hyperplanes
{x : θ.x = k}, for k ∈ R. For each θ, there is a unique indifference set that is tangent to
the unit (n − 1)-sphere S n−1 . Let s(θ) be that tangent point.
Euclidean and linear preferences are characterized by natural axioms for preference
relations [14].
More generally, suppose the preferences of each agent are continuous and strictly convex,
which we define as the upper contour sets C(x) = {y : y % x} being closed, convex, and any
supporting hyperplane of C(x) being unique, for all x. For a type θ, real number k, and
outcome x ∈ Rn such that u(θ, x) = k, let Hkθ (x) denote the supporting hyperplane of the
upper contour set {y : u(θ, y) ≥ k} at x.
Suppose that the following uniqueness requirement holds: for every pair of types θ =
6 θ0 ,
n
0
0
real number k, and outcome x ∈ R such that u(θ, x) = k, if k is such that u(θ , x) = k 0 ,
0
it holds that Hkθ (x) 6= Hkθ0 (x). We call this property hyperplane uniqueness.10 Then, the
argument for IC learnability in the case of linear preferences can be adapted to this setting
as well. Though the assignment function s we construct may not necessarily be effective,
we show that exhaustively searching over a sufficiently fine cover is nevertheless incentive
compatible.
I Theorem 1. Let Θ be a type space such that the preferences induced by each θ ∈ Θ are
continuous, strictly convex, and satisfy hyperplane uniqueness. Then, there exists a metric
on Θ with respect to which Θ is (ε, 0, 0, 0)-IC learnable.
Proof. For each θ, let s(θ) be the unique maximizer of u(θ, x) over the unit (n − 1)-sphere
S n−1 ; uniqueness follows from the strict convexity of preferences. Note that S n−1 and
C = {y : u(θ, y) ≥ k}, with k = u(θ, s(θ)), are on differing sides of the supporting hyperplane
of C at s(θ). Hyperplane uniqueness ensures that s is one-to-one. Let d be the metric where
d(θ, θ0 ) is the Euclidean distance between s(θ) and s(θ0 ).

10

Hyperplane uniqueness is reminiscent of the single-crossing property in mechanism design.

ITCS 2020

67:14

Incentive Compatible Active Learning

Let Ckθ0 = {y : u(θ, y) > k 0 } with k 0 < k and let Nkθ0 = Ck0 ∩S n−1 . Clearly the diameter of
converges to 0 as k 0 ↑ k. Therefore, for each θ and ε > 0, there is an open neighborhood
⊂ Bε (s(θ)) of s(θ) such that u(θ, x) > u(θ, y) for all x ∈ Nεθ and all y ∈ S n−1 \ Nεθ
(where Nεθ is of the form Nkθ0 , for k 0 sufficiently close to k). 11
Now, fix the learning parameter ε, and let η > 0 be sufficiently small such that if K is an
η-cover of S n−1 , K ∩ Nεθ =
6 ∅ for all θ. Then, any x ∈ K ∩ Nεθ satisfies u(θ, x) > u(θ, y), for
n−1
all y ∈ S
\ Bε (s(θ)). Thus, the most preferred point of an agent of type θ is contained in
K ∩ Nεθ ⊂ Bε (s(θ)), and so exhaustively searching over this η-cover is an ε-learning algorithm
with respect to d that is incentive compatible.
J
Nkθ0
Nεθ

It is an interesting question to see what structural conditions one can impose on the type
space, the outcome space, etc. to write down better learning mechanisms. For example,
one might hope to achieve a learning complexity that is logarithmic in the size of the cover
Nε (Θ). As we will see in the case of expected utility, naive learning algorithms achieve this
sample complexity, but fail to be incentive compatible. More generally one can ask if there
is a combinatorial complexity measure (such as VC dimension in the case of PAC learning)
that characterizes the complexity of incentive compatible learning.

4.2

The expected utility model of choice under uncertainty

We now turn to the case of belief elicitation for an expected utility agent. Belief elicitation
has a long history in experimental economics, and in the theoretical literature on scoring
rules (e.g. [15]; see [20] for a survey). A major difference with the theory of scoring rules is
that we shall take as given a protocol that is based on pairwise comparisons among uncertain
prospects.12 The case of passive learning was studied in [11].
There are n states of the world, indexed by i = 1, . . . , n. An agent has a subjective
belief α ∈ ∆n , where αi is the probability the agent assigns to state i occurring. The agent
evaluates the payoff of a vector of rewards x ∈ Rn by computing expectation according to α.
An agent’s belief α defines a preference relation %⊆ Rn × Rn , where
x % y ⇐⇒ α.x ≥ α.y.
An analyst would like to learn α by asking the agent to make several choices between
vectors of rewards. The analyst presents the agent with a sequence of pairs (x, y) and if the
agent chooses x she infers that (x − y).α ≥ 0. So the problem is related to that of learning
half spaces, but with the added complication of having to respect incentive compatibility.
An important assumption is that the analyst is able to simulate the states of the world and
observe a state according to the “ground truth” process governing the states (so for example
if the states were “rain”, “snow”, and “shine”, the analyst could simply observe the weather
on the given day).
Using the notation of the previous section, Θ = ∆n , O = Rn , and u(α, x) = Ei∼α [x] =
α.x.
In the context of learning the agent’s true belief, the analyst uses total variation distance
Pn
||α − β||T V = 21 i=1 |αi − βi | to measure accuracy/error.
11
12

The neighborhoods and balls are with respect to the subspace topology on S n−1 .
This follows experimental practice, as well as the standard model of choice under uncertainty; starting
from von-Neumann and Morgenstern [34] and Savage [33]. In the scoring rule model, subjects are asked
to report beliefs rather than carrying out a sequence of binary choices. In any case we shall use scoring
rules in our solution, just not by asking subjects to report their beliefs.
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Naive algorithms are not incentive compatible

First, to illustrate the restrictions of our definitions, we write down a naive algorithm for
eliciting α that achieves a good query complexity, but is not incentive compatible.
Consider a mechanism that tries to elicit each αi by performing a search (sequential or
binary) on each state. That is, for each state i, the algorithm makes queries (ei , ci~1), varying
ci over a 2ε
n -cover of [0, 1] to find the indifference points, which reveal αi to within an error
2ε
of n . So, for example, a binary search uses O(n log nε ) questions to arrive at a hypothesis
within total variation distance ε from α. Note that a 2ε
n -cover of the simplex ∆n with respect
to total variation distance contains O((n/ε)n ) elements, so performing a state-wise binary
search exponentially improves upon a search over the entire cover.
However, incentive compatibility is broken rather easily, since the agent has a great deal
of control over what questions the agent asks (in a similar manner to the situation in MPL).
Consider the following simple example: suppose the analyst fixes a discretization of [0, 1]
with sure amounts x1 , . . . , x7 , as in the binary search MPL example from Section 3, and
suppose an agent has a true belief α, with αn ≤ x6 . If, instead of α, the agent reports an
α0 with αn0 ∈ (x6 , x7 ), the final question he would get asked would be (en , x7~1). The agent
would prefer x7~1, and thus would get paid off a sure amount of x7 . It is clear that truthfully
reporting yields a strictly lower payoff than the misrepresentation. Notice that this situation
is even worse than that of MPL, since if the binary search ends on state n, then regardless of
the probabilities an agent assigns to states 1, . . . , n − 1, he will want to answer questions
as if he assigns most weight to state n – so there is no hope of backing-out an agent’s true
belief using this kind of scheme.
A strategic agent can easily outwit minor modifications to this scheme: for example if the
analyst does the binary searches in a random order over the states, the agent can adaptively
report a belief that assigns most weight to the last state over which the analyst performs a
binary search.

4.2.2

A mechanism based on scoring rules.

In this section we present an IC learning algorithm with IC learning complexity



1
n
O n3/2 log n max log , log
.
ε
τ
The algorithm is based on ideas from active learning, and specifically leverages convergence
bounds on so-called disagreement based methods. Let || · || denote the L2 norm, let S n−1
denote the unit (n − 1)-sphere, and let ρ : Rn → S n−1 denote the projection map onto the
α
.
unit sphere defined by ρ(α) = ||α||
We now present an incentive compatible learning algorithm that we henceforth refer to
as A.
1. Initialize H0 ← ∆n .
2. For t = 1 to T :
a. Choose v uniformly at random from S n−1 . If the hyperplane {x : v.x = 0} does not
intersect Ht−1 , resample.
b. Let β 1 , β 2 be any elements of Ht−1 such that ρ(β 1 ) − ρ(β 2 ) is a scalar multiple of v.
c. Query oracle on pair (xt = ρ(β 1 ), yt = ρ(β 2 )).
d. Ht ← Ht−1 ∩ {β ∈ ∆n : β is consistent with label on (xt , yt )}
3. Output any β h ∈ HT .
4. Pay the agent off based on preference from (xT , yT ). If zT is the preferred vector, simulate
states of the world, and pay (zT )i if state i occurs.
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Before analyzing the algorithm, let us briefly remark that the analyst can always find β 1 ,
β satisfying the required conditions to query the agent. Let normal vector v ∈ S n−1 define a
hyperplane v.x = 0 that cuts through the projection ρ(H) ⊂ S n−1 of the current hypothesis
set onto the unit sphere. Let w be a point in the interior of ρ(H) such that v.w = 0.13 We
can find an open ball B(w, r) (with respect to the subspace topology on S n−1 induced by
Rn ) of radius r centered at w such that B(w, r) ⊂ ρ(H). Then, take a point x ∈ B(w, r) in
the positive v direction from w and y ∈ B(w, r) in the negative v direction from w such that
||x − w|| = ||y − w||. Then, x − y = v||x − y||.
Choosing β 1 and β 2 in this manner has no effect on the analysis of the learning rate,
but is the main ingredient in achieving incentive compatibility. The learning guarantees we
obtain are due to standard bounds on the label complexity of disagreement based active
learning.
2

I Theorem 9. A is a learning algorithm of query complexity O(n3/2 log n log nε ) with respect
to total variation distance.
Proof. Suppose A receives as input an oracle α̂. If on a given round we sample a normal
vector v and correspondingly query points (xt , yt ), the truthful agent’s/oracle’s preference
from (xt , yt ) precisely reveals sgn(v.α) – this is simply because xt − yt and v determine the
same hyperplane.
The VC dimension of the expected utility model is linear (Theorem 2 of [11]), and
the disagreement coefficient of the class of homogeneous linear separators with respect to
√
the uniform distribution over normal vectors is bounded above by π n (Theorem 1 of
[26]). Standard convergence results in active learning (see, e.g., [21]) then imply that with
O(n3/2 log n log η1 ) queries, it holds with high probability that errα (αh ) ≤ η for all αh in the
final hypothesis set, where
errα (β) =

arccos(ρ(α).ρ(β))
.
π


2
arccos 1 − 2ε
n2 , so cos(πη) > 1 −

Pr [sgn(v.α) 6= sgn(v.β)] =

v∼S n−1

For ε > 0, let η =

2ε
1
πn < π
3/2

2ε2
n2 .

Running A for O(n log n log nε ) rounds yields that for any hypothesis αh ∈ HT ,
q
||ρ(α) − ρ(αh )|| = (ρ(α) − ρ(αh )).(ρ(α) − ρ(αh ))
q
= 2 − 2ρ(α).ρ(αh )
p
≤ 2 − 2 cos(πη),
which is at most 2ε/n (where the final inequality is with high probability over the execution
h
14
of A). Thus ||α − αh || ≤ 2ε
J
n , and so ||α − α ||T V ≤ ε.
We now analyze incentive compatibility properties of the algorithm. The main ingredient
αi
is in using the mapping (α, i) 7→ ρ(α)i = ||α||
to choose what questions to ask. This mapping
is known as the spherical scoring rule, and incentivizes truthful forecasts, in the sense that
α = argmaxβ Ei∼α [ρ(β)i ]. The spherical scoring rule satisfies the geometric property that

13

The interior of ρ(H) can be written as ρ({β ∈ ∆n : v1 .β > 0, . . . , vT .β > 0}) for some v1 , . . . , vT , which
is a non-empty intersection of open half-spaces as the agent’s responses are required to be consistent.
Pn
2
14
h
2ε
||α − αh || ≤ 2ε
=⇒
(αi − αih )2 ≤ 4ε
n
n2 , so (αi − αi ) ≤ n for each i, which implies that
i=1
||α − αh ||T V ≤ ε.
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Ei∼α [ρ(β)i ] = ||α|| cos(α, β), where cos(α, β) is the cosine of the angle formed by vectors
α, β. Moreover, the spherical scoring rule is effective with respect to the renormalized L2
metric, i.e. Ei∼α [ρ(β)i ] > Ei∼α [ρ(β 0 )i ] if and only if ||ρ(α) − ρ(β)|| < ||ρ(α) − ρ(β 0 )||. Note
that the spherical scoring rule plays the role of the assignment function s in the more general
preference framework.
We use the following straightforward observation bounding the deviation from the maximum possible payoff in terms of the renormalized L2 distance from the true type.
I Lemma 10. Let ||ρ(α) − ρ(α0 )|| ≤ λ. Then
1
Ei∼α [ρ(α0 )i ] ≥ Ei∼α [ρ(α)i ] − λ2 .
2
Proof. We can write ||ρ(α) − ρ(α0 )||2 = 2(1 − cos(α, α0 )), so


1
1
0
0
0 2
Ei∼α [ρ(α )i ] = ||α|| cos(α, α ) = ||α|| 1 − ||ρ(α) − ρ(α )|| ≥ Ei∼α [ρ(α)i ] − λ2 .
2
2

I Theorem 2. The IC learning complexity of A is O n3/2 log n max log nε , log τ1 .

J

Proof. Suppose we run A for T rounds to achieve (ε, δ)-learning. By Theorem 9, it holds
with high probability that the hypothesis set obtained will be contained inside a small ball
with respect to renormalized L2 distance. More precisely, if A is given access to oracle α̂,
and λ = 2ε/n, then
Pr[HT (α) ⊆ B(α, λ)] ≥ 1 − δ,
where HT (α) is shorthand to denote a hypothesis set drawn from an execution of AT (α̂) and
B(α, λ) = {α0 : ||ρ(α) − ρ(α0 )|| ≤ λ}.
By Lemma 10,


1 2
h
T
h
Pr ∀α ∈ H (α), Ei∼α [ρ(α )i ] ≥ Ei∼α [ρ(α)i ] − λ ≥ Pr[HT (α) ⊆ B(α, λ)] ≥ 1 − δ,
2
2

so any strategy can yield an advantage of at most 12 λ2 = 2ε
n2 over truthful reporting. For
√
ε < n τ and δ = ν we get (τ, ν)-incentive compatibility. The IC complexity is the query
√
complexity of (n τ , ν)-learning, which is O(n3/2 log n log τ1 ).
Thus, the number of queries required to simultaneously
 achieve (ε, δ)-learning and (τ, ν)J
incentive compatibility is O n3/2 log n max log nε , log τ1 .
Our notion of incentive compatibility is approximate, and allows for small gains to the
agent from misrepresenting their beliefs. We now demonstrate that, even though Theorem 2
allows for the possibility of gaining some advantage by playing strategically, we can ensure
that with high probability any type learned by the analyst as a result of a strategic interaction
will be sufficiently close to the true type that the analyst accurately learns the true type
nonetheless.
Suppose the analyst wants to achieve ε learning accuracy, and additionally wants to
guarantee that with probability at least 1 − δ, any best-responding agent will report a belief,
or type, that is within ε total variation distance to the true type (note that this is a slightly
different notion of incentive compatibility than the√previous one). As usual, let α denote the
agent’s true type. Let ε0 < 3ε , λ = 2εn0 , δ0 < 1 − 1 − δ, and run the algorithm to achieve
(ε0 , δ0 )-learning.
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We first show that any misreport that is sufficiently far from the true type yields, with
high probability, a strictly worse payoff than truthful reporting. Recall that B(α, λ) denotes
the closed ball of radius λ centered at α with respect to the renormalized L2 distance.
Suppose that ||ρ(α) − ρ(β)|| > 2λ, so that B(α, λ) ∩ B(β, λ) = ∅. Then, as the spherical
scoring rule is effective with respect to renormalized L2 -distance,


Pr ∀αh ∈ HT (α), ∀β h ∈ HT (β), Ei∼α [ρ(αh )i ] > Ei∼α [ρ(β h )i ]
≥ Pr[HT (α) ⊆ B(α, λ) ∧ HT (β) ⊆ B(β, λ)]
≥ (1 − δ0 )2
≥ 1 − δ,
so it holds with high probability that any such misreport yields a strictly worse payoff.
The remaining misreports are sufficiently close to the true type such that the analyst does
not care if these allow the agent to increase his payoff. Indeed, if ||ρ(α) − ρ(β)|| ≤ 2λ, since
HT (α) ⊆ B(α, λ) and HT (β) ⊆ B(β, λ) with high probability, the triangle inequality yields
||ρ(α) − ρ(β h )|| ≤ ||ρ(α) − ρ(β)|| + ||ρ(β) − ρ(β h )|| ≤ 3λ,
so ||α − β h ||T V ≤ 3ε0 < ε. Thus with probability at least 1 − δ, the analyst will learn a β h
such that ||α − β h ||T V ≤ ε for any such misreport.
To summarize, the algorithm can be run for O(n3/2 log n log nε ) rounds (the exact number
of rounds would just be a small constant factor more than that required by the vanilla
learning requirement) such that regardless of what strategy an agent may use to best respond
during the interaction, with high probability the analyst will end up accurately learning the
agents true type.

5

Concluding remarks

We have analyzed the incentive compatibility of active learning using data labeled by human
subjects. Our results are directly applicable to the adaptive design of economic experiments
that seek to estimate subjects’ preference parameters. Our paper has discussed some of
the leading areas of economic experimentation: estimation of risk aversion from multiple
price lists, and belief elicitation using convex budgets and scoring rules. We highlight some
challenges in making active learning compatible with incentives, but for the most part we offer
satisfactory algorithmic solutions to the specific areas of experimentation we have focused on.
There are, of course, many other areas of application of active learning, and incentive
issues will be important as long as the required training data is labeled by human subjects
under incentivized conditions. To this end, we have introduced a general model of active
learning under incentives: we believe that we are the first to do so, and we expect our findings
to motivate additional investigations of the problems at the intersection of learning and
incentives.
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Abstract
We explore the possibility of basing one-way functions on the average-case hardness of the fundamental
Minimum Circuit Size Problem (MCSP[s]), which asks whether a Boolean function on n bits specified
by its truth table has circuits of size s(n).
1. (Pseudorandomness from Zero-Error Average-Case Hardness) We show that for a given size
function s, the following are equivalent: Pseudorandom distributions supported on strings
describable by s(O(n))-size circuits exist; Hitting sets supported on strings describable by s(O(n))size circuits exist; MCSP[s(O(n))] is zero-error average-case hard. Using similar techniques,
we show that Feige’s hypothesis for random k-CNFs implies that there is a pseudorandom
distribution (with constant error) supported entirely on satisfiable formulas. Underlying our
results is a general notion of semantic sampling, which might be of independent interest.
2. (A New Conjecture) In analogy to a known universal construction of succinct hitting sets
against arbitrary polynomial-size adversaries, we propose the Universality Conjecture: there is a
universal construction of succinct pseudorandom distributions against arbitrary polynomial-size
adversaries. We show that under the Universality Conjecture, the following are equivalent:
One-way functions exist; Natural proofs useful against sub-exponential size circuits do not exist;
Learning polynomial-size circuits with membership queries over the uniform distribution is hard;
MCSP[2n ] is zero-error hard on average for some  > 0; Cryptographic succinct hitting set
generators exist.
3. (Non-Black-Box Results) We show that for weak circuit classes C against which there are natural
proofs [44], pseudorandom functions secure against poly-size circuits in C imply superpolynomial
lower bounds in P against poly-size circuits in C. We also show that for a certain natural variant
of MCSP, there is a polynomial-time reduction from approximating the problem well in the
worst case to solving it on average. These results are shown using non-black-box techniques, and
in the first case we show that there is no black-box proof of the result under standard crypto
assumptions.
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Pseudorandomness and the Minimum Circuit Size Problem

1

Introduction

We investigate the relationship between the complexity of the Minimum Circuit Size Problem
(MCSP) [2] and the existence of various kinds of pseudorandom objects, such as hitting sets
and pseudorandom sets, succinctly describable or not, in the cryptographic regime. There
are two broad regimes of pseudorandom constructions: the complexity-theoretic regime,
where the generator has more resources than the adversary, and the cryptographic regime,
where the adversary can have more resources than the generator. In the complexity-theoretic
regime, there is a beautiful theory [40, 31] giving equivalences between the existence of hard
problems in E (linear exponential time), and explicit constructions of hitting set generators
and pseudorandom generators.
In the cryptographic regime, the celebrated result of [22] gives an equivalence between
pseudorandom generators and one-way functions, which are in many ways the fundamental
cryptographic primitive. However, as we point out, there are several gaps in our understanding
of the relationships between hardness and pseudorandomness in the cryptographic regime.
To some extent, these gaps reflect an imperfect knowledge of average-case hardness for NP
in general. In this paper, we make the argument that the average-case complexity of MCSP
in particular is deeply relevant to pseudorandomness in the cryptographic regime.
We first discuss the questions that motivate us.

1.1
1.1.1

Our Questions
One-way Functions

From a cryptographer’s point of view, one-way functions are an extremely robust and useful
primitive, forming the basis for a range of important crypo constructions [34]. However,
one-way functions do not fit very neatly into the complexity landscape. The hardness
assumptions required to do cryptography seem stronger than the assumptions traditionally
studied in complexity theory, and bridging this gap is an important open problem.
I Question 1. Is there a natural well-studied problem in NP whose average-case hardness
with respect to some natural distribution is equivalent to the existence of one-way functions?
An attempt to base one-way functions on a standard complexity assumption was made
by Ostrovsky and Wigderson [42], who showed that a weak variant of one-way functions
called auxiliary-input one-way functions follow from the assumption that ZK (computational
zero-knowledge) is not contained in BPP. It is unknown whether the existence of one-way
functions is equivalent to the existence of auxiliary-input one-way functions. An equivalence
result would imply that one-way functions could be based on worst-case hardness of ZK,
which “would have a major impact on cryptography” [10].
I Question 2. Are one-way functions equivalent to auxiliary-input one-way functions?
One-way functions are also relevant to proof complexity. The main result of [44] is that
if one-way functions exist, “natural proofs” of lower bounds against superpolynomial-size
circuits do not. Here a “natural proof” is a property of Boolean functions that is satisfied with
significant probability by a random Boolean function, and is moreover easy to check. Most
standard algebraic and combinatorial lower bound techniques yield properties of this form.
Thus one-way functions rule out natural proofs of lower bounds, but could it be the case
that neither one-way functions exist nor natural proofs? Both objects are useful, the first for
cryptographic applications and the second for proof theory, so it would be nice to have at
least one of them available, even if it is impossible to have both.
I Question 3. Can we base one-way functions on the non-existence of natural proofs?
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Pseudorandomness

In many contexts where pseudorandomness is relevant, there is a distinction between a
one-sided “hitting” notion where the goal is to find an explicit set of points that hits
every “easy” dense set and a two-sided “pseudorandom” notion, where the question is to
find an explicit distribution on points that approximates every easy set. The support of
a pseudorandom distribution is a hitting set, but it is not clear in general how to get
pseudorandom distributions from hitting sets. Sometimes the two notions coincide, and this
makes for a cleaner theory. This is the case for example with the complexity-theoretic regime,
where the results of [40, 31] imply that hitting set generators (HSGs) and pseudorandom
generators (PRGs) are equivalent.
How about the cryptographic regime? What is the power of HSGs in this setting?
Surprisingly, this question doesn’t seem to have received much attention, though it seems a
very natural one.
Part of the reason might be that, in contrast to PRGs, HSGs are not obviously robust.
For instance, while we can increase the “stretch” of a PRG simply by iterating it, this does
not seem to work with HSGs.
I Question 4. Can HSGs be stretched in the cryptographic regime? For example, does a
HSG with seed length N 0.5 (where N is the output length) imply one with seed length N 0.25 ?
Question 4 might seem purely curiosity-driven, but in fact it has relevance to proof complexity
and cryptography against non-deterministic adversaries, as suggested by Rudich [45]. The
notion of cryptographic pseudorandomness does not make sense against non-deterministic
adversaries, as a non-deterministic adversary could break the PRG by simply guessing the
seed and checking that it maps to his/her input. However, a crucial observation is that
the notion of HSG still does make sense against non-deterministic adversaries. Rudich
defined the notion of a “demi-bit” to capture hitting sets in this setting, and asked questions
about whether they can be stretched. Indeed, Question 4 is a version of his question for
deterministic adversaries.
Cryptographic PRGs are equivalent to the existence of one-way functions, as shown
by [22]. Is there a comparable connection for HSGs?
I Question 5. In the cryptographic regime, is the existence of HSGs equivalent to some
notion of average-case hardness for a decision or search problem?
Finally, an ideal situation in terms of the cleanness of the resulting theory would be if HSGs
are simply equivalent to PRGs.
I Question 6. Are HSGs equivalent to PRGs in the cryptographic regime?

1.1.3

The Minimum Circuit Size Problem and Learning

The Minimum Circuit Size Problem (MCSP), which asks if a given string is the truth table of
a function with small circuits, is both fundamental and elusive. It asks a very natural question
about the complexity of a string, and the naturalness and importance of the problem have
been clear since work by Soviet researchers in the 50s and 60s [46]. However, the problem
has also been elusive in terms of classifying its complexity. It is said that Levin delayed
publication of his seminal paper on NP-completness because he was hoping to show MCSP is
NP-complete [8]. Nearly 50 years later, we still lack even a clear belief about whether MCSP
is NP-complete or not.
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Natural proofs are essentially zero-error algorithms for MCSP on average over the uniform
distribution [44, 24], so it is no surprise that the “natural proofs” paper revived work on
MCSP and its place in the complexity of landscape. There has been a long line of recent
works on the problem [33, 5, 3, 4, 7, 39, 53, 6, 25, 26, 24, 41]. In fact, the work by Williams
[53] implicitly studies connections between MCSP and derandomization, but he is interested
in connections to complexity-theoretic derandomization, while we are interested in the
cryptographic regime, which raises some very different issues.
Despite recent work, major questions still remain about how the problem relates to other
problems. Indeed, a number of the cited works deal with the difficulties of constructing
reductions to MCSP.
I Question 7. Is MCSP or one of its variants equivalent in complexity to some other
complexity class or notion of independent interest?
MCSP comes supplied with a parameter - the size s for which we wish to know whether
the input truth table has circuits of that size. Often complexity results about MCSP are
fairly robust to this parameter, but there is no formal justification known for this. It was
suggested in [24] that the problem might be easier to show robust to its parameter in terms
of average-case complexity.
I Question 8. Does the average-case easiness of MCSP with parameter 2n/4 imply the
average-case easiness of MCSP with parameter 2n/2 ?
The MCSP problem is closely connected to Valiant’s PAC learning model [52]. Learning
algorithms can be thought of as methods to solve the search version of MCSP - they are given
access to the truth table of a Boolean function with small circuits, and need to efficiently find
a small circuit that approximates the truth table well. Valiant observed in his original paper
that polynomial-size circuits are not learnable in his model under cryptographic assumptions,
and it was observed in [43] that non-learnability follows from the assumption that one-way
functions exist. However the precise complexity of learning in various models is still not
known despite more than three decades of work [52, 35, 11, 10, 15, 50]. In particular, one can
ask if there is a converse to the hardness result of [52, 43] for some natural learning model.
I Question 9. For some natural learning model, does non-learnability of polynomial-size
circuits imply the existence of one-way functions?
MCSP has stubbornly resisted attempts to show that it is NP-complete. It is natural to
wonder if it has structural features that distinguish it from other NP-complete problems, such
as for example random self-reducibility or a worst-case to average-case reduction. This might
give some evidence that MCSP is not NP-complete - it is known under standard complexity
assumptions that NP-complete problems do not have black-box worst-case to average-case
reductions [17, 12].
I Question 10. Is there a worst-case to average-case reduction for MCSP? Or to ask a more
relaxed question, does average-case easiness of MCSP imply non-trivial approximations for
the problem?
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Results
Pseudorandomness from Zero-Error Average-Case Hardness

We begin by showing connections between zero-error average-case hardness of MCSP, and
the existence of succinct hitting sets and pseudorandom distributions. As mentioned before,
we are inspired by the connections between these notions in the complexity-theoretic setting
[40, 31], and are looking for analogous results in the cryptographic setting.
Let us first explain what we mean by zero-error average-case hardness of MCSP. Given any
size function s : N → N, MCSP[s] has a very natural distribution on inputs associated with
it, namely the uniform distribution. MCSP[s] is heavily biased over the uniform distribution
since the overwhelming majority of truth tables correspond to hard Boolean functions. So
it does not make sense to study bounded-error notions of average-case hardness over the
uniform distribution - the trivial algorithm that always says “no” will do very well. Instead,
we consider zero-error algorithms, i.e., algorithms that always output the correct answer or
“?”, and output the correct answer with noticeable probability over the uniform distribution.
It turns out that this notion of average-case hardness is fairly robust. It was shown in [24]
that average-case hardness is essentially equivalent to the non-existence of Razborov-Rudich
natural proofs. Thus the main result of Razborov and Rudich [44] showing that natural
proofs don’t exist if one-way functions exist can also be interpreted as showing zero-error
average-case hardness of MCSP[s] for any s = 2Ω(n) under the assumption that one-way
functions exist. A major motivation for this paper is the question of whether the converse
holds, i.e., whether one-way functions can be based on zero-error average-case hardness of
MCSP[s] for reasonable size functions s. Indeed, by the connection we just mentioned with
natural proofs, this is equivalent to Question 3.
It is known in the cryptographic setting that the existence of pseudorandom functions
of circuit complexity 2n for any  > 0 is equivalent to the existence of one-way functions
[22, 20]. In order to make progress toward basing one-way functions on zero-error average-case
hardness of MCSP, we first show how to derive weaker versions of pseudorandom functions.
Succinct hitting sets and succinct pseudorandom distributions are examples of such weaker
objects, as we explain below.
A succinct set (resp. distribution) is a set of (resp. distribution over) strings, each of
which, when interpreted as the truth table of a Boolean function, has circuits that are not
too large. Succinct hitting sets are simply succinct sets that are hitting sets against arbitrary
poly-size adversaries. A succinct pseudorandom distribution is a succinct distribution that is
pseudorandom against arbitrary poly-size adversaries.
To compare these notions with pseudorandom functions, we note that pseudorandom
functions are essentially equivalent to succinct PRGs, i.e., succinct pseudorandom distributions that are efficiently samplable. Similarly, a succinct HSG is an efficiently computable
function whose range is a collection of succinct hitting sets.
It is fairly straightforward to show that zero-error average-case hardness of MCSP[Õ(s)],
Õ(s(n))-succinct hitting sets and Õ(s(n))-succinct HSGs are all equivalent. We give this
argument in Subsection 3.1 of Section 3. The equivalence between the second and third
notions follows from the existence of universal succinct HSGs, i.e., a fixed polynomial-time
construction that is guaranteed to be a succinct HSG if succinct hitting sets exist. This
is essentially folklore - the idea is to use the mapping from circuits to the truth tables of
functions they compute. Indeed, this has been a very fruitful technique in complexity theory
- the “easy witness” method of [32, 29].
What seems less straightforward is to get a connection between succinct hitting sets and
succinct pseudorandom sets. This is what we manage to show.
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I Theorem 1 (Informal Statement). The following are equivalent:
1. For all  > 0, there are succinct hitting sets supported on truth tables of circuit complexity 2n .
2. For all  > 0, MCSP with parameter 2n is zero-error hard on average.
3. For all  > 0, there are succinct pseudorandom distributions supported on truth tables of
circuit complexity 2n .
It is perhaps surprising that based on a zero-error average-case notion of hardness for
MCSP, we are able to get pseudorandom distributions that are indistinguishable from random
with respect to bounded two-sided error.
The proof of Theorem 1 proceeds via a certain Sampler-Distinguisher game we define
here, inspired by the PRF-Distinguisher game in [41]. The analysis of the game uses the
approximate Min-Max theorem of [9, 38] and is fairly general. We note that the approximate
Min-Max theorem has been used in many different contexts in complexity theory and
pseudorandomness (see [51]), but as far as we are aware, our use of it here to derive
pseudorandomness from zero-error average-case hardness is novel.
Indeed our techniques can be used to establish an analogous result for Satisfiability based
on Feige’s hypothesis [16] that random k-CNFs of linear density are hard to refute. Feige’s
hypothesis is essentially a hypothesis about zero-error average-case hardness of k-SAT under
a natural distribution on k-CNFs, just as the non-existence of natural proofs is a hypothesis
about zero-error average-case hardness of MCSP. One way of stating the hypothesis is that
errorless polynomial-time algorithms, which always output the correct answer or “?” and
output the correct answer with high probability over randomly chosen k-CNFs of linear
density, do not exist.
In this case again, we get a consequence for pseudorandom distributions. Just as the
pseudorandom distributions obtained in Theorem 1 are succinct, i.e., supported on YES
instances of MCSP[s], here the pseudorandom distributions obtained are supported on
satisfiable instances.
I Theorem 2 (Informal Statement). For any fixed integer k, if random k-CNFs with any
linear number of clauses are hard to refute for non-uniform poly-time algorithms, then for
each  > 0 there is a pseudorandom distribution over satisfiable formulas with error .
We abstract out the main idea behind the proofs of Theorems 1 and 2 to show a more
general connection between zero-error average-case hardness for a language Q ⊆ {0, 1}∗
and the existence of pseudorandom distributions supported on a language Q0 ⊆ {0, 1}∗ .
We show that such a connection exists whenever there are samplers satisfying a certain
semantic condition. Recall that a sampler f from n bits to m bits with seed length ` is a
polynomial-time computable function such that for any bounded function g on m bits, for
most inputs x of length n, the expectation of g(f (x, U` )) is close to the expectation of g(Um ).
Samplers are closely related to randomness extractors [49]. We consider samplers with an
additional condition: whenever x ∈ Q, for every y of length `, f (x, y) ∈ Q0 . We call such
samplers (Q, Q0 )-semantic samplers, and show that the existence of semantic samplers with
good parameters implies a strong connection between zero-error average-case hardness and
pseudorandomness.
We note that this connection between samplers and pseudorandomness is different to the
well-known connection of Trevisan [47] between hardness-based pseudorandom generators
and extractors. Indeed, Trevisan’s connection does not involve any semantic property of the
extractor.
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A New Conjecture and Its Consequences

Theorem 1 partly addresses Questions 5 and 6 in Subsection 1.1, but it is not clear what
it says about the others. Motivated by a belief that the questions in Subsection 1.1 are all
connected and part of a unified picture, we propose a natural conjecture about universal
succinct PRGs that results in such a picture.
A universal succinct PRG is a fixed polynomial-time computable function f such that if
succinct pseudorandom distributions exist, then f induces such distributions on uniformly
chosen seeds.
I Universality Conjecture (Informal Statement). There exist universal succinct PRGs.
We briefly discuss the context for the Conjecture. Universality is a phenomenon that is widely
observed in complexity theory and the foundations of cryptography. For example, there are
universal one-way functions [36], and via the equivalence between one-way functions and
PRGs [22], there are universal PRGs in the cryptographic setting. In the complexity-theoretic
setting, universal HSGs and PRGs follow from the equivalence of HSGs, PRGs and circuit
def
lower bounds for E = DTIME(2O(n)) ), together with the existence of complete problems for
E. Given the variety of such universal examples, and the variety of ways for establishing that
they exist, it is perhaps not unreasonable to expect them in the context of succinct PRGs.
An even closer analogy is to the case of succinct HSGs, which are the one-sided error
version of succinct PRGs. As described in the previous subsection, universal succinct HSGs
can be shown to exist by interpreting circuits succinctly describing hitting sets as seeds
to a hitting set generator. This is a folklore argument that we formalize in Section 3 as
Proposition 9. The Universality Conjecture is simply the analogue of Proposition 9 for
pseudorandom distributions.
Next we turn to the consequences of our Conjecture for the questions raised in the
introduction. We make a few clarifications about notation in the informal statement of our
main result below. N always refer to the output size of some generator and is a power of 2,
def
and n = log(N ). By default, we take the succinctness parameter (i.e., the size of circuits
representing each element of the range) to be the same as the seed length. To clarify any
further notational issues, please refer to Section 2.
I Theorem 3 (Informal Statement). If the Univerality Conjecture is true, then the following
hold:
1. One-way functions exist iff there is an  < 1 such that MCSP with parameter 2n is
zero-error hard on average.
2. One-way functions exist iff auxiliary one-way functions exist.
3. One-way functions exist iff natural proofs against SIZE(poly) do not exist.
4. For any 0 <  < δ < 1, a succinct HSG with seed length N δ implies a succinct HSG with
seed length N  .
5. For any  < 1, a succinct HSG with seed length N  exists iff MCSP with parameter 2n is
zero-error hard on average.
6. For any  < 1, a succinct HSG with seed length N  exists iff a PRG with seed length N 
exists.
7. For any 0 <  < δ, MCSP with parameter 2n is zero-error hard on average iff MCSP
with parameter 2δn is zero-error hard on average.
8. One-way functions exist iff polynomial-size circuits cannot be learned with membership
queries under the uniform distribution in polynomial time.
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Items 1 to 3 of Theorem 3 answer Questions 1 to 3. Items 4 to 6 answer Questions 4 to 6,
but for succinct HSGs rather than HSGs. Question 7 is also answered by Item 1. Questions
8 and 9 are answered by Items 7 and 8.
Of the items in Theorem 3, it is perhaps Item 1 which is of most interest. Most candidate
one-way functions are based on problems in NP ∩ coNP. MCSP, however, is believed by many
to be NP-complete, and therefore unlikely to be in coNP. Indeed, a conjecture of Rudich [45]
even asserts that MCSP is hard on average for coNP.
Item 1 also has implications for Impagliazzo’s “Five Worlds” [28]. In particular, if the
Conjecture were true and we could base one-way functions on average-case hardness of MCSP,
we would get evidence against the existence of Pessiland: a world where there are problems
that are hard on average, but one-way functions do not exist.
We briefly explain how the Conjecture helps to show these results. For every item
in Theorem 3, one of the two directions of the equivalence was known before, and it is
the Conjecture, together with Theorem 1, that enables us to show the reverse direction.
The crucial aspect of the Conjecture is that it allows us to derive succinct PRGs from
succinct pseudorandom distributions. Once we have a PRG, we are able to stretch the PRG
using standard techniques, and this enables us to close the chain of implications between
average-case hardness of MCSP, succinct HSGs and succinct PRGs.
We discuss some reasons why it might be useful to consider the Universality Conjecture.
First note that common beliefs in the crypto and complexity communities support the
Conjecture. Indeed, most complexity theorists and cryptographers believe that one-way
functions exist. If one-way functions exist, by [22] and [20], pseudorandom function generators
exist, and any pseudorandom function generator is trivially a universal succinct PRG.
Of course, the issue is not simply truth but also provability. Is it likely the Universality
Conjecture will be proved in the near future? We do not have a strong belief about this, but
there is at least some reason to hope that more sophisticated versions of the proof technique
of Theorem 1 might help. More precisely, understanding uniformity and succinctness of
approximate strategies for Min-Max games [9, 38] is a possible direction.
Regardless of whether the Conjecture will be settled in the near future, it could function
as an organizing principle connecting various fundamental phenomena that we still don’t
understand well, including the complexity of MCSP, the hardness of learning, the relationship
between uniform and non-uniform versions of one-way functions, the structure of zero
knowledge, reducibilities between average-case problems over the uniform distribution, and
the role of pseudorandomness in proof complexity, among others.

1.2.3

Non-Black-Box Results

Finally, we show a couple of non-black-box results about MCSP. As a meta-complexity
problem, i.e., a problem whose instances themselves encode computations, MCSP seems
particularly amenable to non-black-box techniques. Hopefully this amenability will come
in useful in establishing strong unconditional connections between the hardness of MCSP
and the existence of one-way functions. Basing one-way functions on NP-hardness in a
black-box fashion has unlikely consequences [1], so if MCSP did turn out to be NP-complete
and we wished to base one-way functions on its worst-case hardness, we would need to use
non-black-box techniques.
Our first result is about circuit classes that are weak in the sense that there are natural
proofs useful against them. For such circuit classes (which include AC0 , AC0 [p] for prime p,
etc.), we establish a surprising implication from lower bounds for MCSP to lower bounds
for P.
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I Theorem 4 (Informal Statement). Let D be any circuit class closed under projections for
which there are natural proofs against D. If there is a constant k such that MCSP with
parameter nk is zero-error hard on average against D, then P is not contained in D.
The proof of Theorem 4 is non black-box, i.e., it does not work when the circuit class D
against which we are arguing is given access to an oracle. Indeed, we can prove that under
standard crypto assumptions, there is no black-box implication of the sort we show.
The reason we find the implication in Theorem 4 somewhat surprising is that the
hypothesis is about the hardness of a problem in NP and unlikely to be in P, indeed even
believed by many to be NP-complete. Yet the conclusion is about super-polynomial lower
bounds within P!
Our next result addresses the relaxed version of Question 10. We observe that a recent
search-to-decision reduction of [14] for a slight variant of MCSP called AveMCSP (where the
question is whether there is a small circuit that computes the input truth table correctly on
a 0.9 fraction of inputs) actually gives an approximation to average-case reduction. We note
that Shuichi Hirahara [23] independently observed an analogous approximation to averagecase reduction for the standard version of MCSP, based on [13], however the approximation
factor there is much larger.
I Theorem 5 (Informal Statement). There is an approximation to average-case reduction for
AveMCSP.
Theorem 5 has implications for the NP-hardness of problems such as MCSP and AveMCSP.
For several NP-hard problems, the theory of probabilistically checkable proofs establishes
strong inapproximability results under the NP 6= P assumption. Thus an approximation to
average-case reduction can be considered morally similar to a worst-case to average-case
reduction. It is known under standard complexity assumptions that NP-complete problems
do not have black-box worst-case to average-case reductions [17, 12].
Does this suggest that AveMCSP is unlikely to be NP-complete? Not quite! The proof of
Theorem 5 is also non black-box, even though the ideas are quite different from the proof of
Theorem 4.

1.3

Related Work

The first paper to connect the complexity of MCSP with the existence of one-way functions
was the “natural proofs” paper of Razborov and Rudich [44]. Razborov and Rudich do
not explicitly consider MCSP - indeed, this problem was only defined in subsequent work
of Kabanets and Cai [33]. The main result of [44] states that exponentially-hard one-way
functions imply the non-existence of natural proofs with poly-size constructibility that
are useful against polynomial-size circuits. This can be re-interpreted [24] as saying that if
exponentially-hard one-way functions exist, then MCSP[poly(n)] is zero-error hard on average.
Thus an average-case algorithm for MCSP can be used to break any one-way function. The
main question we consider in this paper is whether the converse holds.
Various works have attempted to connect the existence of one-way functions and their
variants with other complexity notions. Ostrovsky and Wigderson [42] showed that if
ZK 6= BPP, then auxiliary-input one-way functions exist. They also showed that if ZK is
hard for BPP on average (in the bounded-error sense), then one-way functions exist. [30]
and [11] (see also [10]) show equivalences between the existence of one-way functions and
certain average-case hardness assumptions for learning.
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More recently, interest in the complexity of MCSP and its connections with learning and
pseudorandomness has been re-awakened by the result of [13] which shows that natural
proofs useful against a circuit class C imply efficient learning algorithms for C, under certain
reasonable conditions on C. Building on this, [41] show equivalences between various forms
of learning, as well as a dichotomy between learning and pseudorandomness in a certain
parameter regime.
A very recent work of Hirahara [23] (who obtained his results independently from ours)
builds on [13] to show that solving MCSP on average in the zero-error sense implies efficient
non-trivial approximability of the minimum circuit size. Thus, if MCSP were NP-hard even
to approximate non-trivially, the existence of hard-on-average problems in NP would follow.
This suggests the possibility of excluding Impagliazzo’s Heuristica world [28] where NP is
hard in the worst case but not hard on average by studying MCSP and showing that it is
NP-hard to approximate.
In contrast to [23], our focus in this paper is on finding evidence against the existence of
Pessiland: another world of Impagliazzo’s [28] where there are hard-on-average problems but
one-way functions do not exist.

2
2.1

Preliminaries
Notation

For convenience, we use f : K → N to denote a function mapping K bits to N bits, i.e.,
f : {0, 1}K → {0, 1}N . We let FK→N denote the family of all functions f : K → N . We
sometimes view a boolean function f : N → 1 as a subset of {0, 1}N .
Throughout this paper, we use capital letters to denote the input length and output
length of a function when we are interested in interpreting the output as the truth table of a
Boolean function. In such a case, we will use a lowercase letter to denote the logarithm of
the number represented by the corresponding uppercase letter.
We let UL denote the uniform distribution over {0, 1}L . We occasionally abuse notation
and identify a set S with the uniform distribution over the set. We say that a function
f : K → N ε-fools a family of functions D ⊆ FN →1 if | Pr[g(f (UK )) = 1]−Pr[g(UN ) = 1]| ≤ ε
for every g ∈ D.
A function g : N → 1 is γ-dense if Pr[g(UN ) = 1] ≥ γ. We say that f ∈ FK→N hits g is
f ({0, 1}K ) ∩ g −1 (1) 6= ∅.
Given a Boolean function f ∈ Fn→1 , tt(f ) is the 2n -bit string which represents the truth
n
table of f in the standard way, and conversely, given a string y ∈ {0, 1}2 , fn(y) is the
Boolean function in Fn→1 whose truth table is represented by y.
Given a circuit class C, we use C[s(n)] to refer to the class of functions computed by
C-circuits of size s(n). Given a language L ⊆ {0, 1}∗ , co-L denotes the complement of L.
We say a circuit class C is standard if there is a quasi-linear time Turing machine which,
given a representation C̃ of a circuit C from the class and an input x, computes C(x).
All commonly studied circuit classes contained in the class of general Boolean circuits are
standard.
For a size bound s : N → N, we use quasi-s(n) to denote a function of growth rate
s(n) · poly(log s(n)).
The density of a set A ⊆ {0, 1}N is |A|/2N . Given a language L and an integer n,
Ln = L ∩ {0, 1}n denotes the slice of L at length n.
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Let K : N → N be a function such that K(N ) < N for all N , and  : N → [0, 1] be a function.
Moreover, let C be a complexity class and D be a class of functions. A C-PRG against
D with seed length K and error  is a sequence f = {fN }N ∈N of functions such that (i)
f ∈ FK(N )→N ; (ii) f ∈ C; and (iii) the output of fN (N )-fools every function in FN →1 ∩ D,
whenever N is sufficiently large. If  is left unspecified, it will be taken to be 1/N ω(1) by
default. Similarly C will be taken to be DTIME(poly(N )) by default, and D will be taken to
be SIZE(poly(N )) by default. Note that in this default situation, the generator is computable
in a fixed polynomial time in its output length, but must be secure against arbitrary poly-size
distinguishers.
We say f = {fN }N ∈N is a C-HSG against D if instead of condition (iii) above the output
of fN hits every set AN ⊆ {0, 1}N of density (N ) in D. Again the error parameter is taken
to be 1/N ω(1) by default.
It is instructive to consider the following examples: standard cryptographic PRGs are
default PRGs with seed length K(N ) = N Ω(1) , while complexity-theoretic (Nisan-Wigderson)
PRGs are E-PRGs against SIZE(N ) with error 1/N , where the seed length can be anything
between log N and N − 1.
We say the seed length K is non-trivial if K(N ) < N .
We will be interested in succinct pseudorandom distributions and hitting sets. Let C
be a circuit class and  : N → [0, 1] be an error bound. We say that there are C-succinct
pseudorandom distributions against D with error  if there is a set S ⊆ {0, 1}∗ and a
probability distribution µS supported on S such that for each N a power of 2, (i) For each
y ∈ SN , fn(y) ∈ C; and (ii) | Pry←µS [g(y) = 1] − Pry←UN [g(y) = 1]| ≤ (N ) for every g ∈ D.
By default, we will take (N ) to be 1/N ω(1) as usual.
Similarly, we say that there are C-succinct hitting sets against D with error  if there is a
set S ⊆ {0, 1}∗ such that for each N a power of 2, (i) For each y ∈ SN , fn(y) ∈ C; and (ii)
For each set AN ⊆ {0, 1}N of density (N ), SN has non-empty intersection with AN .
A C-succinct PRG is simply a PRG that induces a C-succinct pseudorandom distributions
when a seed of any given length is chosen uniformly at random, and a C-succinct HSG is a
HSG whose range is a collection of C-succinct hitting sets.
I Definition 6 (Universal Succinct Generators). Let C be a circuit class and K : N → N be a
function. A universal C-succinct HSG with seed length K is a poly-time computable sequence
f = {fN }N ∈N of functions from K(N ) bits to N bits such that if there are C-succinct hitting
sets against SIZE(poly) with error (N ), then f is a C-succinct HSG with error (N ). A
universal C-succinct PRG with seed length K is a poly-time computable family f of functions
from K(N ) bits to N bits such that if there are C-succinct pseudorandom distributions against
SIZE(poly) with error (N ), then f is a C-succinct PRG with error (N ). A non-uniform
universal C-succinct PRG with seed length K is a poly-size computable family f of functions
from K(N ) bits to N bits such that if there are C-succinct pseudorandom distributions against
SIZE(poly) with error (N ), then f is a C-succinct SIZE(poly)-PRG with error (N ).
Given  : N → R, a one-way function with security (N ) is a polynomial-time computable
sequence of functions f = {fN : K(N ) → N } for some K(N ) = N Ω(1) , such that for any
sequence {CN } of polynomial-size circuits, for large enough N , Prx∼UN [fN (CN (1N , f (x))) =
fN (x)] ≤ (N ). A one-way function is called weak if it has security 1 − 1/ poly(N ), and strong
if it has security 1/N ω(1) . One-way functions are often defined against uniform adversaries;
in this work, we only consider security against non-uniform adversaries.
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Informally, an auxiliary-input one-way function is a poly-time computable sequence of
functions f with an “auxiliary” input z such that for any poly-size adversary, there is an
infinite set of auxiliary inputs z for which f is hard to invert. For a formal definition and a
good discussion of the significance of auxiliary-input one-way functions, see [48].
We require a notion of zero-error average-case hardness for languages. Given a parameter
 : N → [0, 1], a language Q ⊆ {0, 1}∗ , and a circuit class D, we say that Q is zero-error
average-case feasible for D with success probability  if there is a sequence of circuits DN ∈ D
such that for each N , DN always outputs 0,1 or “?”, never outputs the wrong answer for
any input to Q, and outputs “?” with probability at most 1 − (N ). We say Q is zero-error
average-case easy if it is average-case feasible for SIZE[poly] with success probability 1/N O(1) .
We say that Q is zero-error average-case infeasible for D with success probability  if for
every sequence of circuits DN ∈ D such that DN always outputs 0,1 or “?”, for large enough
N , DN either outputs the wrong answer for some input to Q or outputs “?” with probability
greater than 1 − (N ). We say Q is zero-error average-case hard if it is average-case infeasible
for SIZE[poly] with success probability 1/N O(1) .
Note that hardness is not just defined as the complement of easiness - hardness and
easiness are both required to hold on almost all input lengths.

2.3

MCSP, Natural Proofs and Learning

MCSP[s(n)] denotes the Minimum Circuit Size Problem for a size parameter s(n), where the
truth table given as input to the problem has size 2n . In other words, an input truth table
is a positive instance if and only if it is computed by a circuit of size at most s(n). This
notation is adopted for convenience. Thus the most interesting functions s(n) would satisfy
n ≤ s(n) ≤ 2n . Given a class C, C-MCSP[s(n)] denotes MCSP for C-circuits. In case the
input size N is not a power of two, we consider the input truth table to be the first 2blog(N )c
bits of the input.
We also require some variants of MCSP. Given an approximation parameter δ : N → [0, 1],
and size functions c, s : N → N with n ≤ c(n) ≤ s(n) ≤ 2n for all n, δ-AveMCSP[c, s] is the
following promise problem: YES instances are truth tables of Boolean functions that can
be δ(n)-approximated by circuits of size at most c(n), and NO instances are truth tables of
Boolean functions that cannot be δ-approximated by circuits of size at most s(n). When δ is
left unspecified, we take it to be 0.9 for convenience.
We say that R = {Rn }n∈N is a combinatorial property (of boolean functions) if Rn ⊆ Fn
for all n. We use LR to denote the language of truth-tables of functions in R. Formally,
LR = {y | y = tt(f ) for some f ∈ Rn and n ∈ N}.
I Definition 7 (Natural Properties [44]). Let R = {Rn } be a combinatorial property, C
a circuit class, and D a (uniform or non-uniform) complexity class. We say that R is a
D-natural property useful against C[s(n)] if there is n0 ∈ N such that the following holds:
(i) Constructivity. LR ∈ D.
(ii) Density. For every n ≥ n0 , Prf ∼Fn [f ∈ Rn ] ≥ 1/2.
(iii) Usefulness. For every n ≥ n0 , we have Rn ∩ Cn [s(n)] = ∅.
By default, D is taken to be SIZE[poly].
It has been observed that the density parameter in the definition above can be amplified
using a straightforward reduction (cf. [13]).
I Proposition 8 ([24]). Let s : N → N be a size function. MCSP[s(n)] is zero-error easy on
average iff there are SIZE(poly)-natural properties useful against SIZE[s(n)].
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We give only a brief description of learning in Valiant’s PAC model. We will be concerned
here only with learning using membership queries under the uniform distribution. A learning
algorithm in this context is a probabilistic oracle algorithm making queries to an oracle for
some function f . Given a circuit class C and a function T : N → N, a time T learner for C
is an oracle algorithm which given input 1n and oracle access to a function f from C halts
in time T (n) and outputs with high probability a circuit computing f correctly on a 0.9
fraction of inputs of length n.

3
3.1

Hitting Sets, Pseudorandom Distributions and the Hardness of
MCSP
Succinct HSGs and MCSP

We first observe that there is a universal succinct HSG.
I Proposition 9. Let C be any standard circuit class, and s : N → N be any function such
that n ≤ s(n) ≤ 2n for all n. There is a universal C[s(n)]-succinct HSG U with seed length
quasi-s(n).
Proof. The idea of the proof is simple. We define a HSG U with seed length quasi-s(n) that
interprets its seed as the representation of a C-circuit of size s(n), and outputs the truth
table of the function computed by this circuit. U can be computed in time 2n quasi-s(n),
which is quasi-quadratic in N = 2n .
We need to show that U is a universal C[s(n)]-succinct HSG. The C[s(n)]-succinctness is
immediate from the definition of the HSG - every output of the HSG is the truth table of a
Boolean function in C[s(n)]. For the universality, suppose that there is some collection H of
C[s(n)]-succinct hitting sets. Every string in this collection is the truth table of a Boolean
function in C[s(n)]. Hence H is contained in the range of U , from which it follows that the
range of U is a collection of hitting sits.
J
Next we observe that the existence of succinct hitting set generators is equivalent to
hardness for MCSP. This observation is closely related to similar observations in the theory of
Boolean or arithmetic circuit complexity and meta-mathematics of lower bounds [53, 21, 18].
I Proposition 10. Let C be a standard circuit class and D be a family of functions. Moreover,
let s(n) ≥ n. For every large n, the following are equivalent:
1. There are C[quasi-s(n)]-succinct hitting sets against D
2. There is a C[quasi-s(n)]-succinct HSG with seed length quasi-s(n) against D
3. C-MCSP[quasi-s(n)] is zero-error average-case hard against D.
Proof. The second item follows from the first by Proposition 9.
Next we show that the third item follows from the second. Let H be a C[quasi-s(n)]succinct HSG against D. Assume for the sake of contradiction that C-MCSP[quasi-s(n)] is
zero-error average-case solvable with success probability 1/N O(1) in D , where N = 2n . This
implies that there is a subset A of co-C-MCSP[quasi-s(n)] with density 1/N O(1) . For each
large N , AN has no strings of C-circuit complexity ≤ quasi-s(n), hence AN does not intersect
the range of HN for such N . Yet the density of An is at least 1/N O(1) , which contradicts
the assumption that H is a HSG against D.
Finally we show that the first item follows from the third. Suppose C-MCSP[quasi-s(n)]
is zero-error average-case hard against D. Consider the set of truth tables of functions with
C-complexity at most quasi-s(n). We show that this is a collection of C[quasi-s(n)]-succinct
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hitting sets against D. The succinctness condition follows from the definition of the set.
To show that this is a collection of hitting sets, suppose to the contrary that there is a set
A ∈ D such that AN has density 1/N O(1) for each N a power of 2, and A does not intersect
the collection. Then we can define a zero-error average-case algorithm which outputs 0 for
x ∈ A and “?” otherwise. This algorithm only outputs 0 on truth tables that do not have
quasi-s(n) size C-circuits, hence it always outputs the correct answer when it does not output
“?”. By the density condition on A, the algorithm has success probability 1/N O(1) .
J

3.2

From Zero-Error Average-Case Hardness to Succinct
Pseudorandomness

In this section, we show that zero-error average-case hardness for MCSP in fact yields succinct
pseudorandom distributions, where the complexity parameter of the succinctness is slightly
worse than that of the MCSP problem we assume to be hard.
In fact, we show something more general for languages Q, Q0 ⊆ {0, 1}∗ : assuming the
existence of certain “semantic” samplers, zero-error average-case hardness over the uniform
distribution for a problem Q implies the existence of pseudorandom distributions supported
on YES instances of Q0 . The main idea for showing the implication to pseudorandomness is
to analyze a family of Sampler-Distinguisher zero-sum games, which we introduce in this
work. This is inspired by, but different from, the PRF-Distinguisher game analyzed in [41].
The strategies of the row player in the Sampler-Distinguisher game are YES instances of a
given length for the problem Q we wish to solve. The strategies of the column player are
circuits from some circuit class D, corresponding to the class against which we are analyzing
average-case hardness.
The payoff corresponding to a row (instance) x and column (circuit) D is defined as the
average of D(xj ), j = 1 . . . k minus the expectation of D on inputs of length |xj |. Here the
strings xj are generated from x to have the following properties. First, when x is a YES
instance of Q, the xj ’s are YES instances of Q’. Second, when y is random, the set {yi } is a
good sampler with high probability, meaning that it can be used to estimate the expectation
of any bounded function to within reasonable error.
We are able to argue that when the Row player wins the game, there are succinct
pseudorandom distributions against D, and when the column player wins the game, there is
a zero-error average case algorithm for Q. The argument in the second case relies on the
approximately optimal succinct strategies for zero-sum games given by [9, 38].
I Lemma 11 ([9, 38]). Let M be a r ×c matrix with entries in [−1, 1] representing the payoffs
of a zero-sum game. Let v(M ) denote the value of the game. Let δ < 1 be a parameter. Then
there is a strategy for the row (Min) player supported uniformly on at most 10 log(c)/δ 2 pure
strategies that guarantees her a payoff at most v(M ) + δ and a strategy for the column (Max)
player supported uniformly on at most 10 log(r)/δ 2 pure strategies that guarantees here a
payoff at least v(M ) − δ.
We will need a special case of the standard Hoeffding inequalities.
I Proposition 12 ([27]). Let X1 . . . Xn be independent random variables taking values in
def P
[−1, 1]. Let X̄ =
the empirical mean of these variables. Then, for any
i Xi /n denote
2
t > 0, Pr(|X̄ − E(X̄)| ≥ t) ≤ 2e−t n/2 .
We now define the notion of semantic sampler we require.
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I Definition 13. Let Q, Q0 ⊆ {0, 1}∗ be languages, `, m : N → N and , δ : N → [0, 1] be
functions. A poly-time computable sequence of functions f = {fN : {0, 1}N × {0, 1}`(N ) →
{0, 1}m(N ) } is a (Q, Q0 )-semantic sampler f with seed length `, output length m, accuracy 
and error δ if:
1. (Semantic condition) For large enough N ∈ N, for all x ∈ {0, 1}N and y ∈ {0, 1}`(N ) ,
x ∈ Q implies fN (x, y) ∈ Q0 .
2. (Sampling condition) For large enough N ∈ N, for every function g : {0, 1}m(N ) → [−1, 1],
for all but a δ(N ) fraction of N -bit strings x, |Ez∈Um(N ) g(z) − Ey∈U`(N ) g(fN (x, y))| ≤
(N ).
We are ready to prove our general connection between zero-error average-case hardness
and pseudorandomness.
I Theorem 14. Let Q, Q0 ⊆ {0, 1}∗ be languages, m : N → N be a surjective function
such that m(N ) ≤ N for all N ∈ N, and , δ : N → [0, 1] be functions. Suppose there is
a (Q, Q0 )-semantic sampler f with output length m, accuracy  and error δ. If Q is zeroerror average-case infeasible for SIZE[poly] with success probability 1 − δ(N ), then there are
pseudorandom distributions with error 30(N ) against SIZE[poly] that are supported on Q0 .
Proof. Let t : N → N be a size function, and f be the (Q, Q0 )-semantic sampler in the
statement of the theorem. We define the (f, t) Sampler-Distinguisher family of zero-sum
games at level N by their payoff functions as follows. For each positive integer N , the set AN
corresponding to strategies of the Row (Min) player is defined to be the set of N -bit strings
x such that x ∈ Q. The set BN corresponding to strategies of the Column (Max) player is
defined to be the set of Boolean circuits with input length m(N ) and size at most t(N ).
Now we define the Column player’s payoff function PN : AN × BN → [−1, 1] as follows. Given a string x ∈ AN and a circuit D ∈ BN , PN (x, D) = Ey∈U`(N ) D(fN (x, y)) −
Ez∈Um(N ) D(z) . Since the class of Boolean circuits is closed under complement, we can
assume wlog that the value of the game is non-negative for each N .
Let γ : N → [0, 1] be a monotonically decreasing error parameter to be specified later.
There are two cases: either for every polynomially bounded t, for almost all N , the value
of the (f, t) Sampler-Distinguisher game at level N is at most γ(N ), or there exists some
polynomially bounded t such that for infinitely many N , the value of the game at level N is
greater than γ(N ).
In the first case, using Lemma 11, for each t(N ), for N large enough, there is a γ(N )/2approximately optimal strategy of the Row player for the game at level N that is a uniform
distribution on a multiset R of strings x of length N in Q.
Now the induced distribution on strings z = fN (x, y) obtained by picking x uniformly
from R and y uniformly from strings of length `(N ) is a pseudorandom distribution with
error at most 3γ(N )/2 against circuits with input length m(N ) and size at most t(N ), just
by linearity of expectation. Then we have that there are pseudorandom distributions with
error at most 3γ(N )/2 against SIZE(poly) that are supported on Q0 , using the fact that
R ⊆ Q and that f (x, y) ∈ Q0 whenever x ∈ Q and y ∈ {0, 1}`(N ) . We will eventually choose
γ(N ) = 20(N ), which yields pseudorandom distributions with error at most 30(N ).
In the second case, let t be polynomially bounded in N and I 0 be an infinite set of input
lengths such that the value of the (f, t) Sampler-Distinguisher game is at least γ(N 0 ) on
each N 0 ∈ I 0 . Define the set I of input lengths as follows: N ∈ I iff m(N ) ∈ I 0 . Since I 0 is
infinite and m is surjective, I is also infinite. We show that there is a sequence of circuits
{CN } of polynomial size such that for each input length N ∈ I, CN solves Q well on average,
contradicting the assumption that Q is average-case hard against SIZE[poly].
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Since the value of the game is at least γ(N 0 ) on each N 0 ∈ I 0 , we have that for each N 0 ∈ I 0 ,
there is an approximately optimal strategy for the Column player supported uniformly on at
most O(N 0 /γ(N 0 )2 ) pure strategies that guarantees her a payoff at least γ(N 0 )/2. Note that
each pure strategy is simply a circuit of size O(t). For each N 0 ∈ I 0 , define the probabilistic
0
0
0
circuit CN
0 on input z of length N as follows. CN 0 samples uniformly a circuit D from the set
of circuits SN 0 in the support of the approximate strategy for the Column player, and outputs
0
0
0 2
D(z). CN
0 can be implemented straightforwardly to have size at most O(tN /γ(N ) ). Let
v denote the value Ez←UN 0 ,D←SN 0 D(z).
Next we define the circuit CN . We first construct a probabilistic circuit and then show how
to fix the randomness. On input x of length N , the circuit samples y uniformly at random
from {0, 1}`(N ) and computes fN (x, y). CN runs the probabilistic circuit C 0 independently
100N/(γ(N ))2 times on fN (x, y) for uniformly and independently chosen y ∈ {0, 1}`(N ) . It
computes the average v 0 of the outputs obtained by C 0 over all these runs, and checks if
v 0 − v ≥ /4. In order to implement this check, the value v (which does not depend on x) is
hardcoded into C. If the majority of checks succeed, CN outputs “?”, else it outputs 0.
Let N ∈ I and N 0 = m(N ). We show that if x of length N is a YES instance of Q, CN
always outputs “?” with probability > 1 − 2−N , and for a 1 − o(1) fraction of inputs of
length N , CN outputs 0 with probability > 1 − 2−N . By fixing the randomness of CN using
Adleman’s trick, we get deterministic circuits which always output “?” on YES inputs, and
output 0 on almost all NO instances. Moreover, they output either “0” or “?” on every NO
instance. This implies that for each N ∈ I, CN is a circuit that solves Q well on average.
We first establish our claim for YES instances. Suppose x of length N is in Q. This implies
that for all y ∈ {0, 1}`(N ) , fN (x, y) ∈ Q0 by the semantic condition on the (Q, Q0 )-semantic
sampler f . Hence, for each y ∈ {0, 1}`(N ) , fN (x, y) is a pure strategy for the Row player
in the (s00 , t) Sampler-Distinguisher game at level N 0 . Since N 0 ∈ I 0 , the game at level
N 0 has value greater than γ(N 0 ). In particular, this means that the Row player’s strategy
of playing f (x, U`N ) yields payoff at least γ(N 0 )/2 in expectation to the Column player
when the Column player plays the approximately optimal strategy corresponding to the
probabilistic circuit C 0 . Thus, over the randomness of C 0 and random choice of y ∈ {0, 1}`(N ) ,
E[C 0 (fN (x, y))] > v + γ(N 0 )/2. Since γ is a monotonically decreasing function, and N 0 ≤ N ,
we have that E[C 0 (fN (x, y))] > v + γ(N )/2. Applying Proposition 12, when C 0 is simulated
100N/(γ(N ))2 times independently on uniformly chosen y ∈ {0, 1}`(N ) to compute the
empirical average v 0 , v 0 > v + γ(N )/4 with probability > 1 − 2−N . Hence CN outputs “?”
with at least this probability, as claimed.
Next we argue that when γ(N ) is chosen to be 20(N ), for all but approximately δ(N )
fraction of inputs of length N , CN outputs 0 with probability > 1 − 2−N . Intuitively, this
follows from the fact that a large enough randomly chosen set of strings is a good sampler
for a function with range [−1, 1].
More formally, consider the quantity v defined above as the expectation of C 0 (z) over
uniformly chosen N 0 -bit z and randomness of the circuit C 0 . We upper bound the probability,
for a uniformly chosen x of length N , that the empirical average v 0 of the outputs obtained
by 100N/(γ(N ))2 independent runs of C 0 (fN (x, y)) for uniformly chosen y, is greater than
v + γ(N )/4.
By the sampling condition for the (Q, Q0 )-semantic sampler f , with probability at least
1 − δ(N ) over uniformly chosen x of length N , |Ey∈U`(N ) C 0 (fN (x, y)) − v| ≤ (N ). Call a
string x “good” if this inequality is satisfied. Applying Proposition 12 again, for any x, with
probability > 1 − 2−N over the internal randomness of C, |v 0 − Ey∈U`(N ) C 0 (fN (x, y))| ≤
γ(N )/5. In particular, for good x, by the triangle inequality, we have that with probability
> 1 − 2−N , |v 0 − v| < γ/5 + (N ) ≤ γ(N )/5 + γ(N )/20 = γ(N )/4. Thus, for all but a δ(N )
fraction of strings x of length N , CN outputs 0 with probability > 1 − 2−N , as claimed. J
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We now show how to use Theorem 14 to derive pseudorandom distributions from zeroerror average-case hardness for MCSP and SAT, by showing the existence of appropriate
semantic samplers. Indeed, in both cases, we will use the simple sampler defined below.
I Definition 15. Given a function q : N → N such that q(N ) ≤ N is a power of two for
all N , we define the q(N )-projection sampler to be the function sequence P roj = {P rojN :
{0, 1}N × {0, 1}log(q(N )) → {0, 1}bN/q(N )c , where for any string x = x1 x2 . . . xN of length N
and a string y of length log(q(N )) interpreted in the standard way as an integer in [q(N )],
P rojN (x, y) = xybN/q(N )c . . . x(y+1)bN/q(N )c−1 . In other words, P rojN (x, y) is the contiguous
substring of x of length bN/q(N )c beginning at index ybN/q(N )c.
We first show how to apply Theorem 14 in the case of MCSP.
I Theorem 16. Let C be any circuit class closed under projections. Let s : N → N be a
size function, and q : N → N be any super-constant poly-time computable function such
that q(N ) ≤ N is a power of two for all N . Let  : N → R be
p any poly-time computable
monotonically decreasing error function such that (N ) = ω(1/ q(N )). If C-MCSP[s(n)] is
zero-error average-case infeasible for SIZE[poly] with success probability 1 − o(1), then there
are C[s0 ]-succinct pseudorandom distributions with error O((N )) against SIZE[poly], where
s0 : N → N is any size function such that s0 (n − log(q(2n ))) ≥ s(n).
Proof. Let Q be C-MCSP[s(n)], and Q0 be C-MCSP[s0 (n)], where s0 is any size function
such that s0 (n − 2 log(q(2n ))) ≥ s(n), as in the statement of the theorem. We show that
the q(N )-projection sampler P roj is in fact a (Q, Q0 )-semantic sampler with error o(1) and
accuracy (N ), and then apply Theorem 14.
First we show the semantic condition. Let x of length N be the truth table of a Boolean
function with C-circuits of size at most s(n), where n = log(N ). We show that for any
y ∈ {0, 1}log(q(n) , P rojN (x, y) is the truth table of a Boolean function with C-circuits of size at
most s0 (n). Indeed, P rojN (x, y) is the truth table of a function on n−log(q(N )) bits, obtained
from x by fixing the first log(q(n)) input bits. Let CN be a C-circuit of size s(n) computing
fn(x). By fixing log(q(n)) input bits of CN to constants, and using the fact that C is closed
under projections, we obtain a C-circuit of size at most s(n) computing fn(P roj(x, y)), which
is a function with n − log(q(N )) input bits. Since s0 (n − log(q(N )) ≥ s(n), we have that
fn(P roj(x, y)) is in C-MCSP[s0 (n)].
Next we establish the sampling condition. Note that for x uniformly chosen in {0, 1}N ,
the q(N ) strings P rojN (x, y), y ∈ [q(N )] are uniformly and independently distributed in
{0, 1}bN/q(N )c .
Applying Proposition 12, we have that with for any function
bN/q(N )c
g : {0, 1}
→ [−1, 1], for at least a 1 − o(1) fraction of x, |Ez∈UbN/q(N )c g(z) −
Ey∈Ulog(q(N )) g(P rojN (x, y))| ≤ (N ), where (N ) is as in the statement of the theorem.
Now applying Theorem 14, the statement of the theorem follows immediately.
J
Theorem 16 gives a connection from zero-error average-case hardness of MCSP to succinct
pseudorandom distributions. It is perhaps surprising that zero-error average-case hardness
in this context implies the existence of pseudorandom distributions that approximate any
poly-size circuit well with respect to two-sided error. This is reminiscent of the situation
with complexity-theoretic pseudo-random generators, where the generator is allowed to run
in time exponential in the seed length. Known equivalences between worst-case hardness of
exponential time and existence of complexity-theoretic PRGs [40, 31] also imply an equivalence
between complexity-theoretic PRGs and complexity-theoretic hitting set generators. Such an
equivalence is unknown in the cryptographic setting, and is a major motivation for our work.
Theorem 16 provides partial unconditional evidence for such an equivalence extending to the
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cryptographic setting. Indeed, combining Theorem 16 with Proposition 10 for appropriately
chosen parameters, we get the following equivalence between succinct hitting sets and succinct
pseudorandom distributions in the medium-error regime.
I Corollary 17. Let C be a standard circuit class closed under projections. Moreover, let
s(n) ≥ n. For every large n, the following are equivalent:
1. For every δ < 1/2, there are C[s(O(n))]-succinct hitting sets with error N −δ against
SIZE[poly]
2. For every δ < 1/2, C-MCSP[s(O(n))] is zero-error average-case infeasible for SIZE[poly]
with success probability N −δ .
3. For every δ < 1/2, there are C[s(O(n))]-succinct pseudorandom distributions with error
N −δ against SIZE[poly]
Proof. The second item follows from the first using the proof idea of Proposition 10. By
using a direct implication from the first item to the third item of Proposition 10, we avoid the
quasi-linear blow-up in the parameter, and preserve the error to within a neglibible additive
term.
The third item follows from the second by using Theorem 16 with (N ) = N δ and
k(N ) = N 2δ+γ for some γ such that 2δ + γ < 1. Note that for this parameter choice of k,
s0 (N ) = s(O(N )), as desired.
The first item follows trivially from the third, since pseudorandom sets are also hitting
sets.
J
I Remark. For MCSP, the equivalence above can be extended to the setting of negligible
error by using samplers more sophisticated than the projection sampler used in the proof of
Theorem 16, such as samplers corresponding to the Nisan-Wigderson generator. However,
this extension comes at the cost of generality - it does not work for C-MCSP for arbitrary C
closed under projections.
Corollary 17 implies Theorem 1 by choosing s appropriately.
We next show how to apply Theorem 14 to SAT, by showing an analogous construction
of pseudorandom satisfiable formulas based on Feige’s hypothesis [16] that random k-CNF
formulas with a linear number of clauses are hard to refute. In our terminology, Feige’s
hypothesis states that random k-SAT is zero-error average-case hard. Here, as elsewhere in
this paper, we consider non-uniform algorithms rather than uniform ones.
We would like to construct a pseudorandom distribution supported on satisfiable formulae
based on Feige’s hypothesis, similar to the construction of succinct pseudorandom distribution
in Theorem 16 based on the zero-error average-case hardness of MCSP. However, we need to
be careful in how we encode our formulas. With an arbitrary encoding, it might be the case
that satisfiable formulas are easily distinguishable from random strings. This would the case,
for example, if any valid encoding of any formula began with a 1. To solve this issue, we
specify a natural information-theoretically efficient encoding of formulas as follows.
We consider k-CNF formulas on N variables, where k is a constant and N is a power of 2.
We encode a formula φ with cN clauses by using (n + 1)kcN bits of information. Each clause
is encoded by (n + 1)k bits, n bits to encode each variable, and 1 bit to encode whether the
variable is positive or negative. These blocks of bits are simply concatenated together. Thus
every string of (n + 1)kcN represents a unique k-CNF in a valid way.
Assuming the encoding of inputs to SAT above, we can show the following result.
I Theorem 18. Fix a positive integer k. If for every c > 0, k-SAT on cN clauses is zeroerror infeasible for SIZE[poly] with success probability Ω(1), then for every  > 0 there are
pseudorandom distributions with error O() supported entirely on satisfiable formulas.
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Proof. We provide a sketch, since the proof is quite similar to that of Theorem 16.
Let  > 0 be any constant, and q be a power of two to be chosen large enough as a
function of . Let Q be k-SAT with cN clauses for some c a large enough power of two,
encoded as described above, and Q0 be k-SAT with cN/q clauses. We show that that the
q-projection sampler is a (Q, Q0 )-semantic sampler with error  and accuracy .
For the semantic condition, we simply note that any sub-formula of a satisfiable formula is
itself satisfiable, and therefore the q-projection sampler maps satisfiable formulas to satisfiable
formulas in our encoding, whenever q is a power of two. The sampling condition is easy to
check by again using Proposition 12.
Now the theorem follows by applying Theorem 14.
J
Theorem 18 is a formal statement of Theorem 2.
We use the simple projection sampler in the proof of Theorem 18. We might be able to
reduce the error for the pseudorandom sets by using more sophisticated samplers, however it
is tricky to ensure that satisfiable formulas remain satisfiable when the sampler is applied.

4

On Universal Succinct PRGs

We first state our main conjecture formally.
I Conjecture 19 (Universality Conjecture). For every  < 1, there is a universal SIZE(2n )succinct PRG with non-trivial seed length.
We need the standard fact that a PRG can be stretched by iteration.
I Lemma 20. For each 0 <  < 1, if there is a PRG with non-trivial seed length, there is a
PRG with seed length N  .
We also need the construction of succinct PRGs from PRGs due to [20].
I Lemma 21 ([20]). For each  > δ < 1, if there is a PRG with seed length N δ , there is a
SIZE[2n ]-succinct PRG
I Theorem 22. Under Conjecture 19, the following are equivalent:
1. There is a one-way function secure against SIZE(poly).
2. There is an non-uniform one-way function secure against SIZE(poly).
3. There is a SIZE[2δn ]-succinct HSGs secure against SIZE[poly(N )], for some 0 < δ < 1.
4. There are SIZE[2εn ]-succinct HSGs secure against SIZE[poly(N )], for any 0 < ε < 1.
5. There is a PRG secure against SIZE[poly(N )] with non-trivial seed length.
6. MCSP[2δn ] is hard on average against SIZE[poly(N )] for some 0 < δ < 1.
7. MCSP[2εn ] is hard on average against SIZE[poly(N )] for every 0 < ε < 1.
8. There are no SIZE(poly)-natural proofs against SIZE(2n ) for any  > 0.
9. Polynomial-size circuits cannot be PAC-learned with membership queries over the uniform
distribution in polynomial time.
Proof. We establish the equivalence through a series of implications.
(3) implies (6): Follows from Proposition 10.
(6) implies (5): By setting k(N ) to be a sufficiently small power of N in Theorem 16,
0
we get that there are SIZE[2δ n ]-succinct pseudorandom distributions with error 1/N γ for
some γ > 0. Using Conjecture 19 we get that there is a PRG G with non-trivial seed length
and error 1/N γ . The PRG G yields a weak one-way function, and by using the standard
conversion from weak to strong one-way functions [54, 19], and then applying the HILL
construction [22], we get a PRG with non-trivial seed length and negligible error.
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(5) implies (4): By using Lemma 20 and Lemma 21, we get SIZE[2εn ]-succinct PRGs for
any ε > 0. This trivially implies SIZE[2εn ]-succinct HSGs for any ε > 0.
(4) implies (7): Again follows from Proposition 10.
(7) implies (3): Trivial.
(7) equivalent to (8): Shown in [24].
(1) equivalent to (5): Shown in [22].
(1) implies (2): Trivial.
(2) implies (8): Given any infinite set I of auxiliary inputs, by applying the constructions
of [22] and [20] to auxiliary-input one-way functions, for any ε > 0, we get a SIZE[2εn ]-succinct
distribution which can be distinguished from uniform by SIZE(poly)-natural proofs against
SIZE(2n ). This implies that the auxiliary-input one-way function can be inverted on I, in
contradiction to the assumption that for each poly-size adversary, there is some infinite set
of inputs on which the function is hard to invert.
(6) equivalent to (8): Shown in [13].
J
Theorem 22 can easily be seen to imply all the items in Theorem 3.
The equivalences above give a fairly clean picture of connections between various fundamental notions, modulo Conjecture 19. We now discuss some of the more interesting
individual connections in more detail.
The connection between auxiliary-input one-way functions and one-way functions has
been an important question in cryptography since the former notion was introduced in [42].
The notion of auxiliary-input one-way functions has played an important role in the study of
zero-knowledge [42, 48] and learning [10]. In particular, it follows from the main result of
[42] that under Conjecture 19, if there is a language with zero-knowledge proofs that is not
in polynomial size, then one-way functions exist1 .
The notion of HSGs has not been much studied in cryptography, and this is perhaps
because it is not obvious how to use HSGs in crypto applications. One of the issues is that
it is not clear how to stretch a HSG, i.e., increase the gap between seed length and output
length. As a consequence of the Conjecture, succinct HSGs are stretchable. It remains
unclear whether the same is true for standard HSGs under plausible assumptions.
One of the main questions about MCSP is how robust its complexity is with respect to the
size parameter s. Known results about the complexity of the problem are not very sensitive to
the size parameter, but there are no known equivalences between the complexity of MCSP[s]
and the complexity of MCSP[s0 ] for s and s0 that are different. As a consequence of the
Conjecture, we get such an equivalence in the average-case setting. It would be interesting
to try to establish this equivalence unconditionally.
The equivalence we get between hardness of learning and one-way functions (modulo
the Conjecture) is the first such equivalence of which we are aware for a natural worst-case
notion of learning. It is shown in [11] that hardness of PAC-learning on average implies the
existence of one-way functions. The question of whether the hardness of PAC-learning (over
any distribution, and without membership queries) implies the existence of one-way functions
is posed in [10]. It would be nice if we could use the Conjecture to resolve this question.
Perhaps the most interesting connection is the equivalence between the average-case
hardness of MCSP over the uniform distribution and the existence of one-way functions. This
has potential applications for the construction of a natural universal one-way function [37].
One also wonders if under the Conjecture, there are other natural problems and distributions

1

Note that we are using security against non-uniform adversaries throughout our work.
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such that the average-case hardness of the problem under the distibution is equivalent to
the existence of one-way functions. One would like a richer theory of reducibility between
average-case problems, and equivalences of this sort might help.

5

MCSP and Circuit Lower Bounds against Weak Classes

Pseudorandomness is intimately connected to circuit lower bounds. Complexity-theoretic
PRGs are equivalent to circuit lower bounds for E, and cryptographic PRGs are equivalent to
one-way functions and hence imply circuit lower bounds for NP. In this section, we consider
“weak” circuit classes, i.e., circuit classes C for which there are natural proofs useful against
C[poly]. We show that for weak circuit classes C, succinct hitting sets imply lower bounds
for P against C[poly]. Using the connection between succinct hitting sets and average-case
hardness for MCSP, we show that zero-error average-case lower bounds for MCSP[poly]
against C[poly] imply lower bounds for P against C[poly]. This is surprising in that we
establish a hardness consequence for P based on a hardness assumption about a problem not
believed to be in P. Indeed, we show that our result is inherently non-black box if one-way
functions exist.
I Lemma 23. Let C be a weak circuit class closed under projections. If there is a constant
k such that there are SIZE(nk )-succinct hitting sets against C[poly], then P 6⊆ C[poly]
Proof. Let C be a weak circuit class closed under projections. Suppose there is a constant
k such that there are SIZE(nk )-succinct hitting sets against C[poly]. Using Proposition 9,
we have that there is a SIZE(nk )-succinct HSG U with seed length quasi-nk against C[poly].
Now consider the following function f (x, i), where i is of length n and x is of length quasi-nk .
f (x, i) is defined to be 1 iff the i’th bit of G(x)=1. Now, since Boolean circuits are a standard
class, given seed x to G and index i of G(x), the i’th bit of G(x) is computable in time
quasi-s(n), which is quasi-nk . Thus f ∈ P.
Now we use a win-win analysis. If P 6⊆ C[poly], we are done. Hence we can assume that
0
P ⊆ C[poly]. This implies that f ∈ C[nk ] for some constant k 0 . Since C is closed under
projections, it follows that every string in the range of U is the truth table of a function with
0
C-circuits of size at most nk .
Since C is weak, there are natural proofs useful against C[poly]. This implies that there is
0
a set A ⊆ SIZE(poly) of density 1/2 such that no string y for which fn(y) is in C[nk ] belongs
to A .
Now again using the assumption that P ⊆ C[poly], we have that SIZEpoly ⊆ C[poly], and
hence A ∈ C[poly]. But now A is a set in C[poly] of density 1/2 which does not intersect
the range of U non-trivially, contradicting the assumption that U is a hitting set generator
against C[poly].
J
The smallest complexity class within which weakness of C is known to imply a superpolynomial lower bound against C is ZPEXP [41]. Lemma 23 shows that if additionally there
are succinct hitting sets against C[poly], the function for which we get a lower bound is much
more explicit - it is in P.
Next we combine Lemma 23 with Proposition 10 to get a surprising implication.
I Theorem 24. Let C be a weak circuit class closed under projections. If there is a constant
k such that MCSP[nk ] is zero-error average-case hard against C[poly], then P is not contained
in C[poly].
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Proof. if there is a constant k such that MCSP[nk ] is zero-error average-case hard against
C[poly], then by Proposition 10, we get that there are SIZE(nk )-succinct hitting sets against
C[poly]. Now applying Lemma 23, we get the desired consequence.
J
Theorem 24 is essentially a restatement of Theorem 4.
Theorem 24 is a partial converse to the following corollary to Theorem 2 from [41].
I Theorem 25. Let C[poly] be any circuit class closed under composition with poly-size AC0 .
If there is a language in P that cannot be approximated on 1/2 + 1/ poly(n) fraction of inputs
by C-circuits of polynomial size, then MCSP[2n/2 ] is zero-error average-case hard against
C[poly].
Note that there are examples of weak circuit classes such as AC0 and AC0 [p] which satisfy
the condition in Theorem 25.
Theorem 24 is a rare example of a non-black-box reduction between two problems - the
reduction does not work when the circuit class against which we are arguing is given access
to an oracle. Indeed, under standard crypto assumptions, there is no black-box reduction
from MCSP[nk ] to P, for k chosen large enough.
I Theorem 26. Let C be any Boolean circuit class which contains the projection functions.
If there are one-way functions of exponential hardness, there is a constant k for which there
is no black-box reduction from zero-error average-case hardness of MCSP[nk ] against C[poly]
to P 6⊆ C[poly].
Proof. If there were such a black-box reduction, then for each oracle A, P ⊆ CA [poly] would
imply MCSP[nk ] is zero-error easy on average for CA [poly]. But now consider an oracle A that
is complete for P under projections. The antecedent trivially holds for such an oracle, but if
the consequent held, we would have MCSP[nk ] is zero-error easy on average for SIZE[poly]
for any k, which by the “natural proofs” argument of Razborov and Rudich [44] would invert
any one-way function in sub-exponential time.
J

6

An approximation to average-case reduction for AveMCSP

Finally, we observe that a certain search-to-decision reduction for a variant of MCSP given
in recent work [14] actually yields a non black-box approximation to average-case reduction.
We will use the following variant of the Nisan-Wigderson generator [14], for which the output
of the generator has small average-case circuit complexity for most seeds when the function
on which the generator is based has small average-case circuit complexity.
I Theorem 27 ([40, 14]). There is a fixed constant d > 1 such that for any constant c > d
c
there is a sequence of functions {Gm : {0, 1}m × {0, 1}O(log(m)) → {0, 1}m } computable in
polynomial time such that
c
1. Given y ∈ {0, 1}m and for any t = log(m)ω(1) , if fn(y) can be computed correctly on 0.9
fraction of inputs by circuits of size t, then with probability 1 − o(1) over choice of the
seed z ∈ {0, 1}O(log(m)) , fn(Gm (y, z)) can be computed correctly on 0.9 fraction of inputs
by circuits of size t2 .
c
2. Given y ∈ {0, 1}m , if fn(y) cannot be computed correctly on 0.9 fraction of inputs by
circuits of size md , then Gm (y, ·) is a PRG with error 1/m against SIZE(m).
I Theorem 28. For any δ > 0 and k > 0, there is  > 0 such that if AveMCSP[2n/2 ] is
zero-error easy on average for circuits of size N k , then AveMCSP[2n , 2δn ] has polynomial-size
circuits.
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Proof. Suppose there is k > 0 such that AveMCSP[2n/2 ] is zero-error easy on average for
circuits of size N k . Without loss of generality, this means that there exists a set A ⊆ {0, 1}∗
with circuits of size N k such that A has density at least 0.01 and A does not contain any
strings y for which fn(y) has circuits of size at most 2n/2 .
We show how to solve AveMCSP[2n , 2δn ] in polynomial size, for some  fixed during
the argument which depends on δ and k. Given an input z of length N , our non-uniform
polynomial time algorithm runs as follows. First it finds m such that mc = N , where d is
the fixed constant given by Theorem 27, and c is chosen to be 2kd/δ in the construction of
Theorem 27. It then computes Gmk (z, x) for each x ∈ {0, 1}O(log(m)) in polynomial time,
truncating each output string to its first m bits. It calculates the fraction η of these strings
that belong to A. If η ≥ 0.005, it rejects, else it accepts. This algorithm can clearly be
implemented by circuits of polynomial size.
In the following argument, we use “average-case circuit complexity” to mean the size of
the smallest circuit computing the function correctly on a 0.9 fraction of inputs.
We argue that when fn(z) has average-case circuit complexity at least N δ , the algorithm
rejects, and that when fn(z) has average-case circuit complexity at most N  for appropriately
chosen , the algorithm accepts. For the first item, note that when fn(z) has average-case
circuit complexity at least N δ , by the second part of Theorem 27, Gmk (z, ·) is a 1/mk -error
PRG against circuits of size mk . Since A has circuits of size mk and also has density at least
0.01, this means that Gmk (z, ·) fools A, and hence the fraction η calculated by the algorithm
in this case is at least 0.01 − o(1), which is at least 0.005 for large enough N .
Now if fn(z) has average-case circuit complexity at most N  , where we are yet to fixe ,
we have from the first part of Theorem of Theorem 27, for at least a 1 − o(1) fraction of seeds
x, Gmk (z, x) has average-case circuit complexity at most N 2 . Note that we are truncating
the output of the PRG to the first m bits, hence the function represented by the output has
length m = N δ/2kd . If  is chosen so that  < δ/8kd, we have that with probability 1 − o(1)
over choice of seed x, the truncated output of the PRG has average-case circuit complexity at
most 2n/2 . Since A does not contain any strings y for which fn(y) has circuits of size at most
2n/2 , we have that the fraction η is calculated to be o(1) < 0.005 for large enough N .
J
Theorem 28 is a formal version of Theorem 5.
Note that the approximation to average-case reduction in Theorem 28 has a very unusual
feature - the gap in the approximation version depends on the complexity of the average-case
algorithm. In particular, this reduction is not black-box, meaning that the reduction does
not extend to the case where the average-case algorithm uses an oracle.

7

Future Work

The Universality Conjecture opens up several directions for future work. The first is to derive
further interesting implications from the Conjecture. For example, is the Learning is Hard
assumption of [10] equivalent to the non-existence of natural proofs under the Conjecture?
The second is to establish the connections and equivalences we seek unconditionally, or
under weaker forms of the Conjecture. Our unconditional results such as Theorem 1 are a
step in this direction.
The third is to develop approaches to proving the Conjecture. A useful step here would
be to come up with an explicit candidate for universal succinct PRGs.
A fourth direction is to explore consequences of the Conjecture being false. As mentioned
before, the Conjecture holds if one-way functions exist, and therefore the failure of the
Conjecture would imply the non-existence of one-way functions. But perhaps even stronger
consequences follow from the failure of the Conjecture, lending further support to it?
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More generally, there are other pathways to connecting average-case hardness of MCSP
to the existence of one-way functions. In this work, we have explored average-case hardness
in the zero-error sense. But perhaps it would be easier to use average-case hardness of MCSP
in the bounded-error sense to construct one-way functions. One question here is to come up
with a natural distribution under which MCSP is hard on average in the bounded-error sense
– clearly the uniform distribution is not a valid candidate.
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Abstract
We propose a new setting for testing properties of distributions while receiving samples from several
distributions, but few samples per distribution. Given samples from s distributions, p1 , p2 , . . . , ps ,
we design testers for the following problems: (1) Uniformity Testing: Testing whether all the pi ’s
are uniform or -far from being uniform in `1 -distance (2) Identity Testing: Testing whether all the
pi ’s are equal to an explicitly given distribution q or -far from q in `1 -distance, and (3) Closeness
Testing: Testing whether all the pi ’s are equal to a distribution q which we have sample access
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1

Introduction

Statistical tests are a crucial tool in scientific endeavors to analyze data: We routinely model
data to be a set of samples from an unknown distribution, and use statistical tests to infer
or verify the properties of the underlying distribution. While these tests typically operate
under the assumption that data points are drawn from a single underlying distribution,
in applications, usually the data is gathered from multiple sources. Furthermore in many
situations, it is the case that the dataset contains only a few data points from each source.
For example, an online shop may have the purchase history of thousands of customers while
each customer may shop at the store a small number of times. Alternatively, a medical
dataset might record the lifestyle behaviors of patients of a particular disease while only
having few data points from any specific demographic (such as age).

1

Corresponding author

© Maryam Aliakbarpour and Sandeep Silwal;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 69; pp. 69:1–69:41
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

69:2

Testing Properties of Multiple Distributions with Few Samples

On the other hand, data that comes from multiple sources may result in a dataset
consisting of a collection of unconnected and unrelated data points. For example, it might
not be possible to derive any meaningful conclusions from a dataset that contains the blood
pressure of patients with heart diseases, Alzheimer patients, and healthy individuals. However,
if there is some consensus among the sources, we may be able to make reasonable inferences
based on the data. Therefore, an important question to ask is: how can we mathematically
model agreement among the sources such that it is possible to design testers with theoretical
guarantees?
In this work, we propose a framework for hypothesis testing, one of the most fundamental
problems in statistics, while allowing for the underlying data to be drawn from multiple
distributions (sources) and only receiving “few” samples from each distribution. More
specifically, we study the following problem: suppose we have s source distributions, p1 , . . . , ps .
We have a distribution q (hypothesis), and we aim to distinguish between the case where all
the source distributions are equal to q and the case where all the source distributions are
far from q. We propose a structural condition in order to model the agreement among the
sources to enable us to draw meaningful conclusions.
Our structural condition requires all the sources to have the same preference for every
element, meaning that for each domain element x, either all the sources assign higher
probability than the “speculated” probability, q(x), or all of them assign lower probabilities.
However, the sources can go arbitrarily higher or lower than q(x) as long as they stay on
the same side of the q(x). For example, suppose one has tried several prize wheels (lottery
machines) in a casino. The player spins the wheel and expects to receive one of the prizes
uniformly. Given the results of each spin, our goal is to test whether all the machines were
fair (i.e., selecting the prize uniformly), or they are far from being fair. In this case, we can
naturally assume that if the machines are unfair, the house will assign a lower probability
to the expensive prizes, and higher probability to cheap ones. Another example is political
affiliation at a local vs. national level. Suppose a political party polls its constituents in
a district about their opinion on the most crucial policy and compares it with national
polls. It is natural to assume that the policies of national interest will receive the same
responses in different districts. On the other hand, if a policy affects the district positively
(or negatively), members of the district are more (less) likely to pick them. It is worth noting
that if no structural condition is assumed, the problem becomes vacuous even in the simplest
cases. The main issue is that two completely different sets of distributions may result in
identical set of samples. For example, suppose each pi is a singleton distribution on a random
element x ∈ [n]. If we draw one sample from each distribution, the samples we obtain will be
indistinguishable from the samples that are i.i.d. from a uniform distribution over [n]. See
Section 2.2 for more elaboration.
Given our agreement condition, we consider three different cases for our hypothesis q:
(i) Uniformity testing: q is uniform. (ii) Identity testing (goodness of fit): q is explicitly
known. (iii) Closeness testing (equivalence test): q is accessible through samples. We require
each source distribution to provide exactly one sample for uniformity and one sample in
expectation for identity and closeness testing. We develop sample optimal testers for all these
three problems. In fact, the sample complexity of our testers is exactly equal to the standard
versions of these problems when samples are drawn from a single source. These results lead
to the belief that our agreement condition provides the same power as the standard setting
for designing the testers while operating under a weaker assumption.
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Our sample complexity upper bounds are achieved by using variants of testers previously
used for distribution testing in the case where samples are drawn from a fixed distribution.
The challenge however, lies in analyzing these testers in our more general setting with multiple
sources. The sample complexity lower bounds follow directly from the single distribution
setting. For a full description of our contributions and approaches, see Section 2.3.

1.1

Necessity of modeling multiple sources

We might hypothesize that data points drawn from different distributions can be thought of
as coming from some “average” or “aggregated” distribution. Indeed, we know by de Finetti’s
theorem that an infinite sequence of exchangeable random variables is actually drawn from
a mixture of product distributions. In other words, there is some latent variable such that
conditioning on this variable, all the samples are independently drawn from one probability
distribution. However in the case that we have finitely many samples (or equivalently finitely
many sources), de Finetti type theorems only hold up to some approximation error and in
the case where the number of samples is sublinear in the domain size, we give a family of
distributions where the sequence of random variables with each sample drawn from a different
distribution cannot be seen as a mixture of product distributions. This result implies that
modeling data as samples from a single distribution is not sufficient when multiple sources
are involved. See Section 2.3.4 for more information.

1.2

Comparison with other models

Studying properties of a collection of distributions has been studied prior to our work
in [26, 2, 16]. These papers consider two primary models for sampling a collection of
distributions. In the first model, which is called the query model, the user can query each
distribution and receive a sample from it. In the second model, which is called the sampling
model, the user does not get to choose the source distribution, but the user receives a pair
(i, j) which can be interpreted as a sample from the collection: the first element i indicates
that distribution i was selected with a probability proportional to some (known or unknown)
weight, and then j is a sample drawn from the i-th distribution.
There are few differences between our model and two models listed above. In these
models, there is no limit on the number of samples that can come from a distribution. This is
in contrast to our setting where every distribution contributes only one sample in expectation.
On the other hand, in these two models, there is no agreement condition imposed between
the different distributions, and their goal is to distinguish if all the distributions are equal
or their average distance from a single distribution is at least . Considering the average
distance essentially turns this problem into testing closeness of a distribution over the domain
[n] × [s] which requires more samples.
While our problems are inherently different, none of the results in the papers cited above
solve the problems we consider using a sublinear number of queries. In fact in some regime
of the parameters, their algorithms draw ω(1) samples (even in expectation). In some special
case, where the number of samples per distribution is Θ(1) in expectation, the sample
complexity of their algorithm is greatly larger than ours. In particular, suppose we have s
distributions over a domain of size n and we draw m samples from them in total. In the query
model, the provided algorithms pick a few distributions and draw O(n2/3 ) samples from
them which is in contrast to our requirement of one sample per distribution. Moreover for
√
the sampling model, the optimal algorithm needs m = O( ns/2 + n2/3 s1/3 /4/3 ) samples
in total. Roughly speaking, if the number of distributions is asymptotically smaller than n,
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i.e., s = o(n), then certainly the number of samples, m, has to be ω(s) meaning that we need
more than Θ(1) samples per distribution. On the other hand, if the number of distributions,
s, is Ω(n), then the number of samples, m, has to be Ω(n/2 ) which is drastically larger than
√
our sample complexity, O( n/2 + n2/3 /4/3 ).
In [31, 36], the authors consider a similar setting as our paper. In their setting, they have
N distributions over the domain of size two. Each distribution is determined by a parameter
which indicates the probability of the first domain element, and the algorithm receives t
samples from each distribution. However, these papers consider a very different problem
compared to ours as their goal is to optimally learn the histogram of the parameters with
approximation error as a function of t.

1.3

Other related work

Distribution property testing is a framework for investigating properties of a distribution(s)
upon receiving samples. This framework was first introduced in [21, 6], and it is part of
the broader topic of hypothesis testing in statistics [27, 25]. In this framework, we wish
to determine if one or more unknown distributions satisfy a certain property or are “far”
from satisfying the property. The goal is to obtain an algorithm, or tester, for this task
that has the optimal sample complexity. Since its introduction, several properties have been
considered. See [30, 9, 20] for a survey of results.
The problems of testing uniformity, identity, and closeness of distributions have first
been considered in [22, 6, 5]where it is assumed that samples are always drawn from a
fixed distribution. Many subsequent work improved on their results, and eventually testers
√
with optimal sample complexities of Θ( n/2 ) for identity and uniformity testing, and
√
Θ(n2/3 /4/3 + n/2 ) for closeness testing were obtained. See [34, 28, 33, 10, 17, 1, 16, 18,
14, 15, 8, 4]. For a survey of techniques used for these problems, see [9].

1.4

Organization

We start with definitions and preliminaries in Section 2. In Section 3, we study uniformity
testing with samples from multiple sources.
In Section 4, we study identity testing with non-identically drawn samples. In Section 5
we study closeness testing with non-identically drawn samples. Finally, we prove Theorem 2
in Appendix 6.

2
2.1

Preliminaries
Notation and Definitions

We use [n] to denote the set {1, · · · , n}. We consider discrete distributions over [n], which
P
are non-negative functions p : [n] → [0, 1] such that i∈[n] p(i) = 1. We let p(i) denote
the probability assigned to element i ∈ [n] by a distribution p and for a set A ⊆ [n], we
P
define p(A) = i∈A p(i). For q ≥ 1, the `q -norm of distribution q is defined as kpkq =
P
( i∈[n] p(i)q )1/q . Given two distributions p and p0 , the `q -distance between them is defined as
P
the `q -norm of the vector of their differences: kp − p0 kq = ( i∈[n] |p(i) − q(i)|q )1/q . The total
variation distance of two distributions p and p0 is defined as kp − p0 kT V = supA |p(A) − p0 (A)|
which is known to be equal to kp − p0 k1 /2. We say that two distributions p and p0 are -far
in `q -distance if kp − p0 kq ≥ . Otherwise, we say that p and p0 are -close in `q -distance. In
this paper, we primarily focus on `1 -distance. We denote the uniform distribution over [n]
by Un . Also, we refer to a Poisson random variable with parameter λ as Poi(λ).
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The Structural Condition

We introduce the structural condition used in our multiple source distribution testing setting.
This condition models the assumption that the different sources have an agreement of the
preferences which we explain earlier.
I Definition 1 (Structural Condition). Given a sequence of distributions p1 , p2 , · · · over [n]
and another distribution q over [n], we say that {pi }i≥1 satisfy the structural condition if
there exist sets A ⊂ [n], B = [n] \ A, such that for all the pi ’s,
pi (j) ≥ q(j)

∀j ∈ A ,

pi (j) ≤ q(j)

∀j ∈ B.

Note that we do not assume knowledge of what the sets A and B are, just that they exist.

2.2.1

Alternative agreement conditions

To motivate Definition 1, our structural condition, we focus on the problem of uniformity
testing. In the usual setting of uniformity testing, we are given sample access to a single
unknown probability distribution p over [n], and we wish to determine if p is equal to Un or
if kp − Un k1 ≥ .
The most general relaxation of the single source assumption is to allow each sample to
be drawn from a possibly different distribution. In particular, we wish to distinguish the
completeness case, where each sample is i.i.d. from Un , from the soundness case, where sample
i is drawn independently from pi , and pi and pj are not necessarily the same for i 6= j, and
kpi − Un k1 ≥  for all i. By using the relation between the `1 -norm and the total variation
distance, this general setting can be written in the following way in the soundness case which
we require the total variation distance between every pi and the uniform distribution to be
at least /2:
min max |pi (A) − Un (A)| ≥ /2.
i

(1)

A⊆[n]

However, we cannot hope to drive meaningful conclusions in this setting. Consider the case
where each pi is a singleton distribution on a random element x ∈ [n]. If we draw one sample
from each distribution, the samples we obtain will be indistinguishable from the samples that
are i.i.d. from a uniform distribution over [n]. A natural strengthening of (1) is to assume
that in the soundness case, not only each distribution is different from Un on some set A, as
we had above, but all the pi ’s are far from Un on the same set A. This can be written as:
max min |pi (A) − Un (A)| ≥ /2.

A⊆[n]

i

(2)

(Note that the min and max are switched from Equation (1)). In other words, there is some
fixed set A such that pi and Un are assigning very different probability mass to the set A.
However, this assumption is still too weak to support uniformity testing in sublinear time.
The main reason is that we can come up with s distribution satisfying Equation (2), but the
samples drawn from them look the same as uniform distribution. In general, for testing a
symmetric property (i.e., a property that does not depend on the labeling of the elements),
e.g., uniformity, we only consider the number of repetition in the sample set. The main
sources of information is how many elements repeated t many times in the sample set. In
the single distribution setting, these information is related to the moments of the underlying
distribution, and it is known that distributions with the similar moments requires a lot of
samples to tell them apart [29, 35, 37].
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Consider the following example where we have s < n distributions, and each distribution
pi is supported on [1, i] ⊂ [n]. For i ∈ [s] The distribution pi assigns the following probability
to the domain element x ∈ [n].

1

if x < i

n
i−1
pi (x) = 1 − n
if x = i .


0
if x > i
Let A be the set of elements that all the pi ’s assign zero probability to them: {s+1, s+2, . . . , n}.
Clearly in our example Equation (2) holds for a parameter  < 1. As long as s ≤ (1 − )n
since kpi − Un k1 /2 ≥ |pi (A) − Un (A)| ≥ (n − s)/n ≥  for all i. Now, the probability that
samples i and j, where i < j, are equal is


i−1
i−1 1
1
+ 1−
=
2
n
n
n
n
which is exactly the probability of a collision between two different samples in the completeness
case. Furthermore, for any k ≤ s ≤ (1 − )n, we can compute the probability that any
k samples i1 < · · · < ik match. Due to the support of pi1 , we know that this quantity is
precisely


i1 − 1
i1 − 1
1
1
+ 1−
= k−1
nk
n
nk−1
n
which is exactly the probability that any k samples all match if all samples are drawn from
the uniform distribution. Therefore with some generalized notion of the moments, the set of
distributions in the above example match the first O(n) moments of the uniform distribution.
Due to the matching of these moments, we cannot hope to test uniformity (or any other
symmetric property). Hence, a stronger structural condition than (2) is needed to allow
testing in our setting. In this work, we proposed a natural strengthening of the assumption
(2), given in Definition 1, which is enough to perform uniformity testing, along with other
hypothesis testing problems. This is elaborated in Section 2.3.

2.3
2.3.1

Our Contributions
Uniformity testing with multiple sources

In our multiple source distributions setting for uniformity testing, we have s distributions,
p1 , . . . , ps , and each distribution provides exactly one sample. Our goal is to distinguish the
following cases with probability at least 2/32 :
Completeness case: p1 , p2 , · · · are all uniform on [n].
Soundness case: p1 , p2 , · · · are all -far from uniform on [n] in `1 -distance.
Furthermore, we impose that in the soundness case, the distributions {pi }si=1 satisfy the
structural condition given in Definition 1 with q being Un , the uniform distribution. That is
in the soundness case, all the distributions have mass at least 1/n on the elements in A and
at most 1/n on the elements in B for some sets A and B that are unknown to us. Note
that the structural condition trivially holds in the completeness case when all the pi ’s are the
same distribution. Therefore, we can think of our setting as a generalization of uniformity
testing.
2

Note that the constant 2/3 is arbitrary here. One can boost the accuracy to 1 − δ for an arbitrary small
δ by increasing the number of samples (distributions) by a O(log δ −1 ) factor.
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We show that the standard collision-based algorithm used in the single distribution case
of uniformity testing ([23, 6, 14]) is able to distinguish the completeness and the soundness
case in our multiple sources setting. The statistic that we calculate is the number of pairwise
collisions among the samples. We show that in the completeness case, there are “few”
collisions among the samples whereas in the soundness case, we see “many” collisions. The
main challenge is the analysis of this statistic in the soundness case, since the distributions
p1 , p2 , · · · are not necessarily the same.
In the completeness case that all the pi ’s are equal to some distribution p, the collision
statistic is equal to a multiple of the `2 -norm of p. We proceed similarly by introducing a
more general notion of `2 -norm in our setting. In addition, we argue that our statistic is
sufficiently concentrated by calculating its variance. We generalize the tight variance analysis
of [14], which shows that the collision based tester is optimal in the single source setting.
Again if all the pi ’s are equal to some distribution p, as is the case in the single source
uniformity testing setting, the variance is related to the `3 -norm of p. In our case where the
pi ’s are not necessarily the same, we introduce a generalized notion of `3 -norm and relate
it to our notion of `2 -norm. This argument relies on Maclaurin’s inequality. Altogether,
√
our analysis shows that we can perform uniformity testing in our setting using O( n/2 )
samples, which is optimal since the standard single source uniformity testing is a special case
√
of our setting, has a known sample complexity lower bound of Ω( n/2 ) [28]. This result is
presented in Section 3.

2.3.2

Identity testing with multiple sources

We now describe identity testing in the multiple source distributions setting. We first assume
that we explicitly know some fixed distribution q over [n]. We suppose we have s distributions,
p1 , . . . , ps . Our goal then is to distinguish the following cases with probability at least 2/3:
Completeness case: p1 , p2 , · · · , ps are identical to q
Soundness case: p1 , p2 , · · · , ps are all -far from q in `1 -distance.
Furthermore, we impose that the distributions {pi }si=1 and q satisfy the structural condition
given in Definition 1. For identity testing with multiple sources, we use a generalization of
the poissonization method used in many distribution testing problem (see [9]): we assume
that we receive Poi(1) samples, as opposed to one sample from each distribution pi that we
had in the uniformity case. Clearly, each distribution provides one sample in expectation,
and with high constant probability, no distribution provides more than O(log s) samples.
In standard single distribution identity testing, a modified version of Pearson’s χ2 -test
statistic is picked to calculate the expected value of kq −pk22 , where q is the known distribution
and all samples are from p [32, 10, 1, 16]. In our case, we generalize this approach and give
a new statistic, again a modified version of Pearson’s χ2 -test, which calculates a variant of
the `2 -distance between our known distribution q and the distributions that our samples
come from.
In particular, if we take s samples, we show that the expected value of our statistic is
2
Ps
ej , where ~ej is a vector in Rn where the x-th entry is |pj (x) − q(x)| for x ∈ [n].
j=1 ~
2

Note that one can think of this quantity as a generalization of kq − pk22 . We then show
that the sample complexity of distinguishing the soundness and completeness cases for our
generalized identity testing depends on kqk2 , the `2 -norm of the known distribution. The
main technical issue is to analyze the variance of our statistic which is challenging since
each sample can come from a possibly distinct distribution. Finally, we show how to reduce
kqk2 using a “flattening” scheme adapted from [16] that only enlarges the domain size by a
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√
constant factor which results in the sample complexity of O( n/2 ) which is optimal since
the standard single distribution uniformity testing is a special case of our generalized identity
√
testing, and it requires Ω( n/2 ) samples [28].
Remark on Goldreich’s reduction from identity to uniformity testing. There is a reduction
from identity testing to uniformity testing given in [19] in which Goldreich gives mappings
F1 and F2 such that if p is -far from q, then F2 (F1 (p)) is a distribution that is O()-far from
the uniform distribution over a larger domain of size m = n/γ where γ is a parameter of
the reduction. This reduction works partially in our case. Denote F = F2 ◦ F1 . Then we
can check that F (pi ) is O()-far from q for every pi in the soundness case. Furthermore, if
x ∈ [n] is also in A, then the domain elements corresponding to x in [m] are all at least 1/m
and similarly, if x ∈ [n] is in the set B, the domain elements corresponding to x in [m] are
all at most 1/m. In particular, F maps the set A ⊆ [n] to a set A0 ⊆ [m] that has the same
properties as A and similarly, F maps the set B ⊆ [n] to another subset B 0 ⊆ [m].
The issue in applying this reduction to our setting is with F1 . In particular, F1 (pi )
increases the domain size from [n] to possibly [n + 1], and there is no guarantee if the domain
elements in m corresponding to n + 1 will be in A0 or B 0 . In particular, it could be that for
some pi ’s, these domain elements will be in A0 and for other pi ’s, these domain elements
can possibly be in B 0 . This could create potential “cancellations” that hide collisions when
observing samples from F (pi ). To fix this, we would have to make sure these domain elements
don’t have much probability mass, which leads to letting γ = O(). This ultimately leads
to a sub optimal query complexity in terms of  for identity testing. Therefore, we do not
pursue this approach.

2.3.3

Closeness testing with multiple sources

We now describe our generalized version of closeness testing. We assume that we have
access to two streams of samples. In the first stream, all samples are i.i.d. from some fixed
distribution q over [n] that is unknown to us. In the second stream, samples are drawn
independently from distributions p1 , . . . , ps where pi and pj are not necessarily the same
distribution for i 6= j. Our goal then is to distinguish the following cases with probability at
least 2/3:
Completeness case: p1 , p2 , · · · , ps are identical to q
Soundness case: p1 , p2 , · · · , ps are all -far from q in `1 -distance.
We also impose that the distributions {pi }si=1 and q satisfy the structural condition given in
Definition 1. Note that the structural condition trivially holds in the completeness case.
Our approach to closeness testing with multiple sources is very similar to our approach
for identity testing above. We make use of the poissonization method. In particular, we draw
Poi(s) samples from distribution q. Also, we take Poi(1) samples from each of the distributions
pi , so in total we have Poi(s) samples from the distributions {pi }si=1 . Furthermore, we use
a (different) modified version of Pearson’s χ2 -test proposed in [10, 16] and show that the
2
Ps
expected value of our statistic is
ej where the vector ~ej is the same as in the identity
j=1 ~
2

testing case above. With a careful analysis of the statistic, in contrast with [16], we show that
the sample complexity only depends on the `22 -norm of the q. 3 Finally, we use a (randomized)
√
“flattening” scheme from [16] which results in the sample complexity of O(n2/3 /4/3 + n/2 )

3

Similar analysis has appeared in [3] before this work.
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√
which is optimal since there is a known lower bound of Ω(max(n2/3 /4/3 , n/2 )) for the
single distribution setting of closeness testing [16]. Using the same techniques, we also
obtain a tester which uses asymptotically different number of samples from q compared to
the number of sources (known as testing with unequal-sized samples). See Remark 18 for
more details.

2.3.4

Failure of de Finetti’s Theorem with sublinear number of samples

An infinite sequence X1 , X2 , . . . of random variables is called exchangeable if for all m ≥ 1, the
distribution of the sequence X1 , . . . , Xm is identical to the distribution of Xσ(1) , . . . , Xσ(m) for
any permutation σ on m elements. de Finetti’s theorem states that any infinite exchangeable
sequence is a mixture of product distributions. In other words, there exists a probability
measure µ such that conditioned on µ, X1 , X2 , . . . can be seen as i.i.d. samples from a
distribution.
Similarly, a finite sequence X1 , . . . , Xm is called exchangeable if all the permutations of
the sequence have the same distribution. If an exact version of de Finetti’s theorem were
to hold for finite sequences, our new setting where each sample can come from a different
distribution reduces to the known setting where all the samples are i.i.d. (since an algorithm
can turn the samples it sees into an exchangeable sequence by randomly permuting the
samples). However, all the known finite versions of de Finetti’s type theorems have an error
term which roughly states that finite exchangeable sequences are only approximately close to
mixtures of product distributions (see [13, 12, 24]).
In Section 6, we give an example of a finite sequence of random variables that falls in
the soundness case of our setting of uniformity testing with multiple sources that is Ω(1)-far
from any mixture of product distributions. More precisely, our theorem, Theorem 2, tells
us that it is not always possible to approximate a finite exchangeable sequence X1 , . . . , Xs
arbitrarily well by a mixture of product distributions. This suggests that it is not possible to
use de Finetti’s theorem in our setting and therefore, more refined tools are needed rather
than a hammer like de Finetti’s theorem. More formally, our theorem is the following.
√
I Theorem 2. Let s = O( n) be the number of samples required by Algorithm 1 for  = 1/3.
There exists an exchangeable sequence X1 , . . . , Xs such that Xi is drawn from distribution qi
which are all supported in [n] and satisfy kqi − Un k1 ≥ 1/3 for all i. Furthermore, {qi }si=1
all satisfy the structural condition given in Definition 1 with q = Un . Let P denote the
distribution of the sequence X1 , . . . , Xs . Then P is Ω(1)-far in `1 -distance from any mixture
of product distributions.
The proof of Theorem 2 uses ideas from Diaconis and Freedman in [13]. For other variants
and finite extension of de Finetti’s theorem, see [24].

3

Uniformity Testing with Multiple Sources

We now present our algorithm, Uniformity-Tester, for uniformity testing with multiple
sources. We show the standard collision based statistic, introduced in [22, 7], is a sufficient
statistic to distinguish whether all sources are uniform or all sources are -far from uniform in
our multiple sources setting. The collision statistic is selected based on a simple observation:
if we draw two samples from a distribution, the probability that these two samples are equal
(also known as a collision) is lowest when the distribution is uniform. Thus, the number of
pairwise collisions tends to be “small” if the samples are drawn from a uniform distribution.
We show that this observation still holds in our setting. Our algorithm takes s samples (for
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Algorithm 1 Uniformity-Tester.

1
2
3

Input : n, , one sample from each of p1 , p2 , . . . , ps
Output
√ : accept or reject
s ← c12 n
Take s samples X1 , · · · , Xs .
For each 1 ≤ i < j ≤ s, let σij be the indicator variable for the event Xi = Xj .
2

7

τ ← 1+n/16

P
Z ← i<j σij / 2s
if Z ≥ τ then
Output reject and abort.

8

Output accept.

4
5
6

a parameter s which we determine later) and calculates the number of pairwise collisions in
the samples. Then, it compares the number collisions to a threshold, τ , which we specify
later. If the number of collisions is less than τ , we infer the sources are uniform and output
accept; otherwise, we infer the sources are far from uniform, and output reject. We present
our approach in Algorithm 1 along with the main theorem, Theorem 3, which proves the
correctness of our algorithm.
I Theorem 3 (Correctness of Uniformity-Tester). There exists a constants c1 independent
of n such that the following statements hold with probability 2/3:
Completeness case: Uniformity-Tester outputs accept if each of the s distributions
p1 , . . . , ps are uniform.
Soundness Case: Uniformity-Tester outputs reject if the pi ’s are -far from the
uniform distribution (i.e., kpi − Un k1 ≥ ) and {pi }si=1 satisfy the structural condition of
Definition 1 with q = Un .
I Remark 4. The sample complexity of Algorithm 1 is optimal due to the lower bound of
√
Ω( n/2 ) for testing uniformity in the standard single source setting presented in [28].
Overview of the proof. To prove the correctness of Uniformity-Tester, we analyze the
statistic Z which is the number of collisions in the sample set:
Z=

1

s

X

2

1≤i<j≤s

σij

where σij , for i < j, is the indicator that sample i is equal to sample j. The algorithm
outputs accept or reject by comparing the statistic Z to a threshold τ . Our goal is to show
Z is below the threshold in the completeness case and above the threshold in the soundness
case. To do so, we first compute the expectation of Z and then show a sufficiently strong
concentration around its expectation by bounding the variance of Z. By a careful selection
of the number of samples and the threshold τ , we can prove with high probability that Z is
on the desired side of the threshold, and consequently the correctness of the algorithm.
Proof of Theorem 3. We start by setting the parameters: Let the threshold τ be (1 +
2 /16)/n. Define α to be the solution to E[Z] = (1 + α)/n. Let the number of samples, s, to
√
be c1 n/2 for a sufficiently large constant c1 .

M. Aliakbarpour and S. Silwal

69:11

Note that in the completeness case, all samples are coming from the uniform distribution.
In this case, Z is analyzed in [22, 6, 14], so we know the expected value of the statistic is as
follows:
1
E[Z] = kUn k22 = .
n
Furthermore, the variance of Z is bounded from above as below (see Lemma 2.3 in [14]):
!


s2 · kUn k22 + m3 kUn k33 − kUn k42
1
.
Var[Z] ≤ Θ
≤Θ

s 2
ns2
2

Now, by Chebyshev’s inequality, we can bound the probability that Z become larger than
the threshold as follows


 n  1
2
Pr [Z ≥ τ ] ≤ Pr |Z − E[Z]| ≥
≤Θ 4 2 ≤
16 n
 s
3
√
where the last inequality holds for a sufficiently large constant c1 and having s = c1 n/2
which proves the correctness of the completeness case.
The main challenge of this proof is to analyze the soundness case when the pi ’s are
potentially different. We first give a lower bound for the expected value of Z. We begin by
providing an intuitive overview of our approach. In the soundness case, we can compute that
the expected value of the indicator random variable for a collision between the i-th and the
j-th sample is given by
X
E[σij ] =
pi (x)pj (x)
(3)
x∈[n]

where pi and pj are the distributions that sample i and j are respectively drawn from. One
can think of Equation (3) as a generalization of kpk22 when two distributions are involved.
To bound Equation (3) from below, we make use of the structural condition. Namely, we can
define the error terms
1
ei (x) = pi (x) −
∀x ∈ A
n
1
ei (x) = − pi (x)
∀x ∈ B .
(4)
n
We know that
X
X
ei (x) =
ei (x) .
x∈A

x∈B

In fact, the above quantities are half the `1 -distance between pi and the uniform distribution.
We define ej (x) similarly for pj , and the above identity similarly holds for the ej ’s as well.
Using these equations, we show in Lemma 5 that
X
X
1
pi (x)pj (x) = +
ei (x)ej (x).
n
x∈[n]

x∈[n]

Recall that our goal is to showthat the expected number of collisions in the soundness case
is substantially larger than 2s /n. Thus, we desired to bound find a lower bound for the
second term in the right hand side above. However, since pi and pj are not necessarily the
P
same distribution, it could be the case that for a fixed pair i, j we have x∈[n] ei (x)ej (x) = 0
which is what we would expect if pi and pj were both uniform. Thus, instead of bounding
P
x∈[n] ei (x)ej (x) for each pair i and j, we show that the sum of these terms over all the
pairs i < j is Θ(2 ). More formally, we have the following lemma.
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I Lemma 5. Let {pi }si=1 be distributions over [n] that are all -far from Un in `1 -distance,
and satisfy the structural condition given in Definition 1 with q = Un . Let Xi be drawn
independently from pi for all 1 ≤ i ≤ s. Let σij be the indicator variable for the event
P
Xi = Xj and define Z = i<j σij / 2s . Then the following estimate holds
E[Z] ≥

1 + 2 /8
.
n

Proof. Recall the error terms which we defined in Equation (4):
1
n

∀x ∈ A ,

1
− pi (x)
n

∀x ∈ B .

ei (x) = pi (x) −
ei (x) =

We start by giving a convenient representation of E[σij ] in terms of the error terms:
E[σij ] =

X
1
+
ei (x)ej (x) .
n

(5)

x∈[n]

To prove the above equation, observe that since the sum of the probabilities in any discrete
distribution is one, we have:
X
X
ei (x) =
ei (x)
(6)
x∈A

x∈B

and similar for the ej ’s. All of the ei (x)’s and the ej (x)’s are non-negative for any domain
element x by definition and the structural condition. Thus, we can obtain:
X
E[σij ] =
pi (x)pj (x)
x∈[n]


 X


X
1
1
1
1
=
ei (x) +
ej (x) +
+
− ei (x)
− ej (x)
n
n
n
n
x∈A

x∈B

X
|A|
1 X
1 X
= 2 +
ei (x) +
ej (x) +
ei (x)ej (x)
n
n
n
x∈A

x∈A

x∈A

X
|B|
1 X
1 X
+ 2 −
ei (x) −
ej (x) +
ei (x)ej (x) .
n
n
n
x∈B

x∈B

x∈B

Using Equation (6), it is clear that the sum of two middle terms above are zero:
1 X
1 X
ei (x) −
ei (x) = 0 ,
n
n
x∈A

and

x∈B

1 X
1 X
ej (x) −
ej (x) = 0 ,
n
n
x∈A

x∈B

which implies the desired identity we claimed in Equation (5):
E[σij ] =

X
X
|A| + |B|
1
+
ei (x)ej (x) = +
ei (x)ej (x) .
2
n
n
x∈[n]

x∈[n]


s

Using this identity for all 2 pair of samples, yields to the following:


 
  
X
X X
s 1 X X
s


σij =
pi (x)pj (x) =
E
Z =E
+
ei (x)ej (x).
2
2 n j<i
j<i
j<i
x∈[n]

x∈[n]

(7)
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Now, we focus on the second term on the right hand side of the equation above. We can
compute that


!2
X X

s
s X
X

1
2

ei (x) −
ei (x)ej (x) = 
ei (x)  .
2

i=1
j<i x∈B
i=1 x∈B
x∈B
|
{z
} |
{z
}
first term
second term

XX

(8)

To fine a lower bound E[Z], we find a lower bound for the first term and an upper bound for
the second term in the right hand side above.
Lower bound for the first term. Note that if x ∈ B, by definition, ei (x) is at most 1/n. On
P
the other hand, x∈B ei (x) is half of the `1 -distance between pi and the uniform distribution.
P
Define 0i to be kpi − Un k1 = 2 x∈B ei (x). Clearly, 0i is at least . Then, we have the
following lower bound for the size of B:
|B| ·

X
1
0
≥
ei (x) = i ,
n
2

⇒

|B| ≥

x∈B

0i n
n
≥
.
2
2

Therefore, it follows that for any i, we have
X

ei (x)2 ≤

x∈B

0i
1 0i n
·
=
.
n2 2
2n

Now by the Cauchy-Schwarz inequality, and having |B| ≤ n, we have:
!2
!2
Ps
s
s X
2
X X
X
( i=1 0i )
1
ei (x)
≥
ei (x)
≥
.
|B| i=1
4n
i=1
x∈B

x∈B

Upper bound for the second term. On the other hand, for the second term in Equation (8),
we obtain:
s X
X
i=1 x∈B

ei (x)2 ≤

s
s X
X
1 X 0
ei (x)
≤

n
2n i=1 i
i=1
x∈B

where the first inequality holds since the ei (x)’s are at most 1/n.
Putting it all together. Using the two bounds above, we achieve the following lower bound
for Equation (8):
!
Ps
Ps
2
0
XX

1 ( i=1 0i )
i
ei (x)ej (x) ≥
− i=1
.
2
4n
2n
j<i
x∈B

√
Observe that since s = c1 n/2 , for a sufficiently large c1 , s is at least Θ(1/). Therefore,
we have:
!2
Ps
s
s
s
2
X
X
( i=1 0i )
1 X 0
0
0
i ≥ s ≥ 4 ⇒
i
−
i ≥
.
2 i=1
4
i=1
i=1
Therefore, we obtain:
XX
j<i x∈B

1
ei (x)ej (x) ≥
2

!
Ps
Ps
Ps
2
2
0
( i=1 0i )
( i=1 0i )
s2 2
i=1 i
−
≥
≥
.
4n
2n
16n
16n
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Going back to Equation (7), we achieve:
    
 
s
s 1
s2 2
s (1 + 2 /8)
E
Z ≥
+
≥
,
2
2 n
16n
2
n
J

which concludes the proof of the lemma.

We now proceed with the proof of Theorem 3. In the next step, we show a tight bound for
the variance of the our statistic Z. We generalize the tight variance analysis given in [14] for
the standard collision based tester in the single source setting to our multiple source setting.
We start by a useful identity for the variance: Var[Z] = E[Z 2 ] − E[Z]2 . Note that when we
P
expand Z 2 = ( i<j σij )2 , we get terms of the form σij σjk . In the single distribution case,
this term can be related to the `3 -norm of p. In our setting, we introduce a generalization of
the `3 -norm which is the following:
X
E[σij σjk ] =
pi (x)pj (x)pk (x).
(9)
x∈[n]

To upper bound Equation (9), we again make use of the structural condition and relate it
to our version of the `2 -norm, Equation (3), by using Maclaurin’s inequality which roughly
states that the `3 -norm is at most the `2 -norm. More formally, we have the following lemma
and our proof is presented in Section 3.1.
I Lemma 6. Let {pi }si=1 be distributions over [n] that are all -far from U in `1 -distance
and satisfy the structural condition given in Definition 1 with q = Un . Let Xi be drawn
independently from pi for all 1 ≤ i ≤ s. Let σij be the indicator variable for the event
Xi = Xj . Then the following estimate holds


 
  3/2 X
X
18αs s
α s


Var
σij ≤
+3
+
E[σij ]
2
n
2
n 2
i<j
i<j
where α is defined to be the solution to E[Z] = (1 + α)/n, and it is at least 2 /8.
We can now prove the correctness of the algorithm by bounding the probability that
Z is below the threshold τ . Recall that E[Z] = (1 + α)/n ≥ (1 + 2 /8)/n from Lemma 5.
Therefore, α ≥ 2 /8. By Chebyshev’s inequality, we have
Pr [Z < τ ] = Pr [E[Z] − Z ≥ E[Z] − τ ] ≤ Pr [|E[Z] − Z| ≥ E[Z] − τ ]



2
α − 2 /16
n
≤ Pr |E[Z] − Z| ≥
≤ Var[Z] ·
n
α − 2 /16


!2
X
n

≤ Var 
σij  ·
.
s
(α
−
2 /16)
2
i<j
Now, Lemma 6 gives us


 
  3/2 X
X
18αs s
α s


Var
σij ≤
+3
+
E[σij ] .
2
n
n 2
2
i<j
|
{z
} |i<j {z }
T1

T2

We use T1 and T2 to indicate the two terms in the upper bound above. In either of the cases
T1 ≤ T2 or T1 > T2 , we show the error probability is bounded by 1/3.
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Case 1: T1 ≤ T2 . In this case, we bound the variance of the number of collisions by 2 T2 .
We have:


!2
!2
X
n
n


Pr [Z < τ ] ≤ Var 
σij  ·
≤ 2 T2 ·
s
s
2
2
2 (α −  /16)
2 (α −  /16)
i<j
!2

 2
X
s (1 + α)
n2
n

≤
Θ
·
≤2
E[σij ] ·
s
2
n
s4 (α − 2 /16)2
2 (α −  /16)
i<j


n

1+α


≤ Θ 2 ·
.
 s (α − 2 /16)2 
|
{z
}
f (α)

Define f (α) := (1 + α)/(α − 2 /16)2 . We can compute that f is a decreasing function
over the range [2 /8, ∞), so we can bound f (α) by f (2 /8) = Θ(1/2 ) from above. Thus,
we bound the probability of Z < τ as
 n  1
Pr [Z < τ ] ≤ Θ 2 2 ≤ ,
s 
3
√
where the last inequality holds for a sufficiently large constant c1 and having s = c1 n/2 .
Case 2: T1 > T2 . In this case, we bound the variance of Z by 2 A. Note that we know
α ≥ 2 /8, so we have:


!2
!2
X
n
n


Pr [Z < τ ] ≤ Var 
σij  ·
≤ 2 T2 ·
s
s
2
2
2 (α −  /16)
2 (α −  /16)
i<j
!2
 
  3/2 !
18αs s
α s
n

≤2
+3
·
s
2
n2 2
n 2
2 (α −  /16)
 3




√
αs
α3/2 s3
n2
1
n
≤Θ
+ 3/2
· 4 2 ≤Θ
+ √
.
n2
s α
sα s α
n
The number of samples, s is chosen to be


√
√ 
√ 
n
1
n
n
1
+√
s = c1 · 2 ≥ Θ 2 +
≥Θ
,



α
α
and therefore, by picking a sufficiently large constant c1 , we can bound the probability of
outputting the incorrect answer in the soundness case by 1/3.
J

3.1

Proof of Lemma 6

I Lemma 6. Let {pi }si=1 be distributions over [n] that are all -far from U in `1 -distance
and satisfy the structural condition given in Definition 1 with q = Un . Let Xi be drawn
independently from pi for all 1 ≤ i ≤ s. Let σij be the indicator variable for the event
Xi = Xj . Then the following estimate holds


 
  3/2 X
X
18αs s
α s
+
3
+
E[σij ]
Var 
σij  ≤
2
n
2
n 2
i<j
i<j
where α is defined to be the solution to E[Z] = (1 + α)/n, and it is at least 2 /8.
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Proof. For simplicity, let W denote
the following steps.

P

i<j

σij . We bound the variance of W from above in


2  
2
X
X


Var[W ] = E[W 2 ] − E[W ]2 = E 
σij   − 
E[σij ]
i<j

i<j




X


= E

σij σk` + 2

i<j,k<`
all distinct

X

−

X

(σij σik + σij σjk + σik σjk ) +

E[σij ] E[σk` ] − 2

X

X

2
σij


i<j

i<j<`

i<j,k<`
all distinct

−

X

(E[σij ] E[σik ] + E[σij ] E[σjk ] + E[σik ] E[σjk ])

i<j<`

E[σij ]2 .

i<j

Note that if i, j, k, and ` are all distinct, then σij is independent from σk` . Thus, we have:
E[σij σk` ] = E[σij ] E[σk` ] .
2
Moreover, we know that E[σij ] ≥ 1/n for all i < j from Lemma 5. Having σij
= σij , we
continue bounding the variance as follows:

Var[W ] = 2

X

(E[σij σik ] + E[σij σjk ] + E[σik σjk ])

i<j<`



 
X
X
s 6


−
E[σij ]2 .
+E
σij −
2
n
3
i<j
i<j
For now, we focus on the first sum in the right hand side above. We bound this term via the
error terms we defined in Equation (4). We note that
E[σij σik ] = E[σij σjk ] = E[σik σjk ] =

X

pi (x)pj (x)pk (x)

x∈[n]




1
1
=
+ ei (x)
+ ej (x)
+ ek (x)
n
n
n
x∈A



X 1
1
1
+
− ei (x)
− ej (x)
− ek (x)
n
n
n
x∈B

X 1



X

X
X
X
X
X



ei (x) −
ei (x) +
ej (x) −
ej (x) +
ek (x) −
ek (x)


x∈A

x∈A
x∈B
x∈A
x∈B
x∈B
{z
} |
{z
} |
{z
}
|
=0
=0
=0


X
X 1
1 X
ei (x)ej (x) + ei (x)ek (x) + ej (x)ek (x) +
ei (x)ej (x)ek (x) +
+ 
n
n3
1
≤ 2
n

x∈[n]

x∈[n]

x∈[n]

where the last inequality holds since all the ei (x)’s are non-negative. Therefore, we can
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continue bounding the variance as follows:
 
s 6
18 s X X
Var[W ] ≤
+
ei (x)ej (x)
2
3 n
n i<j
x∈[n]

X X

+6

ei (x)ej (x)ek (x) + E[W ] −

i<j<k x∈[n]

 
s 6
.
3 n2

To bound the above terms, we use Maclaurin’s inequality proved in [11].
I Lemma 7 (Maclaurin’s inequality). Let {ai }si=1 be non-negative real numbers. Define
Sk =

1

s
k

X

ai1 ai2 · · · aik .

1≤i1 <···<ik ≤s

Then,
S1 ≥

p

S2 ≥

p
p
3
S3 ≥ · · · ≥ s Ss .

For our purposes, we prove a strengthening of Maclaurin’s inequality which is given in the
following lemma:
I Lemma 8 (Strengthened Maclaurin’s Inequality).

2 
3
X X
X X
2
ei (x)ej (x)ek (x) ≤ 
ei (x)ej (x) .
i<j x∈[n]

i<j<k x∈[n]

Proof. We prove this by induction on n. Consider the case n = 1. By Lemma 7, we have:
2

3
 
s 3
X
X

ei (1)ej (1)ek (1) .
ei (1)ej (1) ≥ 22 
s
i<j

3

i<j<k

3 2
Now for s ≥ 3, we have: 2s / 3s > 4 which proves our claim. We now proceed by induction.
Suppose that the induction hypothesis is true for n − 1. We know by the induction hypothesis
that the following two inequalities hold:

2 
3
 X X

X X





2


ei (x)ej (x)ek (x) ≤ 
ei (x)ej (x)


 i<j<k x∈[n−1]

 i<j x∈[n−1]

|
{z
}
|
{z
}
F0

F

2



3



 X

X








2
≤
e
(n)e
(n)e
(n)
e
(n)e
(n)
i
j
k
i
j




 i<j<k

 i<j

|
{z
}
{z
}
|
G

G0

where the first inequality is the induction hypothesis and the second inequality is just the
base case of the induction which was proved earlier. Let F, F 0 , G, and G0 denote the terms as
indicated above. The above inequalities after substituting new variables become: F 03 ≥ F 2
and G03 ≥ G2 . Since all of these terms are positive, we have:
(F 03 G03 )1/2 ≥ F G
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Then, by the arithmetic mean-geometric mean inequality, we have
3F 02 G0 + 3F 0 G02 ≥ 6(F 0 G0 )3/2 ≥ 6F G ≥ 2F G.
Using the fact that F 03 ≥ F 2 and G03 ≥ G2 again, yields
(F 0 + G0 )3 ≥ (F + G)2 ,
J

which concludes the lemma.
We now proceed to bound the variance of W . We know
Var[W ] ≤

X X
18 s X X
ei (x)ej (x) + 6
ei (x)ej (x)ek (x) + E[W ] .
n i<j
i<j<k x∈[n]

x∈[n]

In the next step, we bound the two middle term based on n, s, and α. Using Lemma 8, we
have

3/2
X X
1 X X
ei (x)ej (x)ek (x) ≤
.
ei (x)ej (x)
2 i<j
i<j<k x∈[n]

x∈[n]

Recall that E[Z] = (1 + α)/n. Thus, using Equation (5), we know
 

X X
X X 
s 1+α
1
= E[W ] =
pi (x)pj (x) =
ei (x)ej (x) +
,
2
n
n
i<j
i<j
x∈[n]

x∈[n]

which immediately implies that
 
X X
s α
.
ei (x)ej (x) =
n
2
i<j
x∈[n]

Putting all of it together, we obtain
Var[W ] ≤

 
  3/2 X
18 α s s
s α
+
3
+
E[σij ] ,
n2
2
2 n
i<j

as desired.

4

J

Identity Testing with Multiple Sources

In this section, we present our algorithm for identity testing with multiple sources and its
analysis. Recall that our goal is to distinguish the following two cases with probability at
least 2/3 given knowledge of some fixed distribution q over [n]:
Completeness case: p1 , p2 , · · · , ps are identical to q
Soundness case: p1 , p2 , · · · , ps are all -far from q in `1 -distance
where we receive samples from {pi }si=1 . In the soundness case, we also assume that the pi ’s
satisfy the structural condition given in Definition 1: we assume there are disjoint sets A and
B that partition [n] such that all pi ’s are larger than q on the indices in A, and all the pi ’s
are smaller than q on the indices in B. Note that structural condition trivially holds in the
completeness case.
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Algorithm for Identity Testing

We now present our algorithm, Identity-Tester, for identity testing with multiple sources.
Suppose we receive Poi(1) samples from each of the distributions pi . This is a generalization
of the standard technique in distribution testing which significantly simplifies the analysis
of our algorithm by making certain random variables independent, as we explain later.
Furthermore, as Poi(s) is tightly concentrated around s, we can carry out this poissonization
method at the expense of only constant factor increases in the sample complexity. Moreover,
while we draw one sample in expectation per source, with probability 0.9, we will not receive
more than O(log s) samples per distribution.
Our algorithm calculates a new χ-square type statistics inspired by the previous χ2 -type
statistics [32, 1, 10, 16]). The statistic is designed so that its expected value is related to
the “`2 -norm” of the difference of the distributions, as explained in Section 2.3. Similarly
to uniformity testing, our algorithm in this section also proceeds by taking samples and
calculating our statistic. Then, it compares the value of this statistic to a threshold τ . If the
value of the statistic is “large”, the algorithm outputs reject and aborts, and outputs accept
otherwise. Ultimately, we prove that the sample complexity of our generalized identity tester
depends on the `2 -norm of q, the known distribution. We give a flattening procedure in
√
Section 4.2 which allows us to assume that the `2 -norm of the known distribution is O(1/ n),
resulting in the optimal sample complexity. We present our algorithm below along with the
main theorem, Theorem 9, which proves the correctness of our algorithm.
Algorithm 2 Identity-Tester.

1
2
3

Input : n, , q, Poi(1) samples from each of p1 , p2 , · · · , ps
Output : accept or reject
2
s ← c1 nkqk
2
Draw Poi(1) samples from each of the s distributions {pj }sj=1 .
Tx ← # times we see element x ∈ [n] among the samples.
2 2

7

τ ← 5s8n
P
Z ← x∈[n] (Tx − sq(x))2 − Tx
if Z ≥ τ then
Output reject and abort.

8

Output accept

4
5
6

I Theorem 9 (Correctness of Identity-Tester). There exist a constant c1 independent of
n such that the following statements hold with probability 2/3:
Identity-Tester outputs accept if each of the s distributions p1 , · · · , ps are equal to q.
Identity-Tester outputs reject if the pi ’s are -far from q (kpi − qk1 ≥ ) and {pi }si=1
satisfy the structural condition given in Definition 1.
I Remark 10. The sample complexity of Algorithm 2 is Θ(nkqk2 /2 ). Using the flattening
√
procedure of Section 4.2, the sample complexity of Identity-Tester reduces to Θ( n/2 )
√
which is optimal since the lower bound of Ω( n/2 ) holds for identity testing in the standard
single distribution setting [28].
I Remark 11. Note that identity testing is a generalization of uniformity testing in Section 3.
However, we keep our approach for uniformity testing since we only use exactly one sample
per distribution, rather than one sample in expectation.
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Overview of the proof. To prove the correctness of Identity-Tester, we analyze the
statistic
X
Z=
(Tx − s q(x))2 − Tx ,
x∈[n]

where Tx denotes the number of times we observe element x among our s0 ∼ Poi(s) samples.
Note that by employing the poissonization method, Tx is a Poisson random variable with
Ps
parameter λx := j=1 pj (x) and Tx and Ty are independent for x =
6 y. The independence
among Tx ’s greatly simplifies our calculations.
Our goal is to show Z is below the threshold τ in the completeness case, and above
the threshold in the soundness case. To do so, we make use of the structural condition
to first define a convenient representation of E[Z] in Lemma 12. We then show a strong
concentration around its expectation by bounding the variance of Z in Lemma 13. Finally,
we show that Z is always on the desired side of the threshold proving the correctness of our
algorithm.
Proof of Theorem 9. Note that we set the (expected) number of samples to be s =
c1 nkqk2 /2 for some sufficiently large constant c1 , and the threshold τ to be equal to
5s2 2 /(8n). We begin by stating a convenient representation of E[Z]. To motivate our
calculations, note that for a fixed x,
E[(Tx − s q(x))2 − Tx ] = E[Tx2 ] − E[Tx ] − 2sq(x)E[Tx ] + s2 q(x)2
= λ2x − 2s q(x)λx + s2 q(x)2 = (λx − s q(x))2
which follows from the fact that Tx is a Poisson random variable with parameter λx =
Ps
j=1 pj (x). Now using the structural condition, we can define error terms similar to our
uniformity testing section. For each distribution pj , we define
ej (x) = pj (x) − q(x)

∀x ∈ A

ej (x) = q(x) − pj (x)

∀x ∈ B.

After plugging in ej (x) for all x into our expression for λx , we combine these terms into
a more useful representation of E[Z]. We precisely show this representation in Lemma 12
where we prove that E[Z] is given by k~e1 + · · · + ~es k22 where we interpret the vector ~ej ∈ Rn
as the vector with entries ej (x) = |q(x) − pj (x)|. Note that this is a natural generalization
of the quantity s2 kq − pk22 which is the quantity calculated by all χ2 -based testers in the
single distribution setting of identity testing (where all the samples are i.i.d. from a fixed
distribution p). More formally, we have the following lemma which we prove in Section 4.3.
I Lemma 12. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and let Tx be the number of
P
times we see element x ∈ [n] among the samples. Let Z = x∈[n] (Tx − sq(x))2 − Tx . Then,
E[Z] = k~e1 + · · · + ~es k22
where the x-th coordinate of ~ej ∈ Rn is |q(x) − pj (x)|.
We now give a tight upper bound for the variance of our statistic Z. Let Zx denote the
x-th term in Z, (Tx − sq(x))2 − Tx . As we establish earlier, using the Poissonization method,
Tx ’s are independent from each other. Thus, the Zx ’s are independent as well. Therefore,
one can expand the variance of Z as bellow:
X
X
Var[Z] =
Var[Zx ] =
E[Zx2 ] − E[Zx ]2 .
x∈[n]

x∈[n]
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As we expand the term Zx2 , to bound E Zx2 , higher norms of Tx , i.e., E Txk for k ∈ [4],
appear in our calculation. We can compute the closed-form of these quantities via the known
norms of the Poisson distribution. Combining these terms, we again get an upper bound of
Var[Z] in terms of the vectors ~ej . Formally, we prove the following lemma in Section 4.4.
I Lemma 13. Let {pi }si=1 be s distributions over [n] that satisfy the structural condition
given in Definition 1. Suppose we draw Poi(1) samples from each pi , and let Tx be the number
P
of times we see element x ∈ [n] among the samples. Let Z = x∈[n] (Tx − sq(x))2 − Tx .
Then, we have:

Var[Z] ≤ 4skqk2

s
X
j=1

2

~ej

+2

s
X

2

~pj

j=1

4

+4

s
X
j=1

2

3

~ej

,
3

where |q(x) − pj (x)| is the x-th coordinates of ~ej ∈ Rn , and p~j is the vector representation of
the distribution pj .
We can now proceed to the proof of the theorem in the completeness case.
Proof of the completeness case. In this case, Lemma 12 gives us E[Z] = 0, and Lemma 13
gives us Var[Z] ≤ 2s2 kqk22 . Therefore by Chebyshev’s inequality,


s2 2
32s2 kqk22 n2
32kqk22 n2
Pr[Z ≥ τ ] ≤ Pr |Z| = |Z − E[Z]| ≥
≤
=
.
4
4
4n
s 
s2 4
Recall that we let s = c1 nkqk2 /2 . The right hand side of the above inequality can be made
arbitrarily small by picking a sufficiently large constant c1 , which proves the completeness
case.
Proof of the soundness case. In this case, Lemma 12 gives us

E[Z] = k~e1 + · · · + ~es k22 =

x∈[n]

2


2
s X
X
1
s2 2

ej (x) ≥ 
ej (x) ≥
n j=1
n
j=1


X

s
X

x∈[n]

where the first inequality is Cauchy-Schwarz, and the second inequality follows from the fact
that
X
ej (x) = kq − pj k1 ≥ 
x∈[n]

for each j ∈ [s]. Then by Chebyshev’s inequality and Lemma 13,


E[Z]
16Var[Z]
Pr |Z − E[Z]| ≥
≤
4
E[Z]2
2
2
Ps
Ps
Ps
4skqk2
ej
2
pj
4
ej
j=1 ~
j=1 ~
j=1 ~
4
2
≤
+
+
4
4
Ps
Ps
Ps
ej
ej
ej
j=1 ~
j=1 ~
j=1 ~
2

2

3
3
4

(10)

2

Now, we bound each of the three terms above separately. We start off by introducing a
Ps
e to be p
e := 1s j=1 pj . In some of our calculation, this new
new distribution denoted by p
representation simplifies our calculations.
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First term: Now, we focus on the first term in Equation (10). We note that all the
ej (x) are positive, so we have:
v

4

2
u
2
2
uX X
s
s
s
s
X
X X
X
u


~ej = t
~ej .
(11)
ej (x) ≤
ej (x) ≤
j=1

j=1

x∈[n]

4

x∈[n]

j=1

j=1

2

We again use the same Cauchy-Schwarz calculation as in E[Z] and get:

2

2
2
s
s
s
X X
X
X
X
1
s2 2

~ej =
ej (x) ≥ 
ej (x) ≥
.
n
n
j=1
j=1
j=1
x∈[n]

2

(12)

x∈[n]

Therefore, we bound the first term from above:
2

Ps

ej
j=1 ~

4skqk2

4

ej
j=1 ~

4nkqk2
.
s2

≤

4

Ps

2

Second term: For the second term, we have:
2

2

Ps

pj
j=1 ~

Ps

ej
j=1 ~
1
s

2s2 ke
pk22
= P
s
ej
j=1 ~

2
4
2

Ps

e=
where p
then we have:
2s2 ke
pk22
Ps
ej
j=1 ~

j=1

2

pk2 ≤ 3kqk2 ,
pj . We now consider two cases. If it is the case that ke


4

4

≤

5nkqk2
s2

2
.

2

On the other hand, suppose that ke
pk2 > 3kqk2 . Then, using our structural condition, we
obtain:
2s2 ke
pk22
Ps
ej
j=1 ~

4

=

2ke
pk22
s2 ke
p − qk42

2

and note that
ke
p − qk22 ≥ ke
pk22 + kqk22 − 2kqk2 ke
pk2 ≥ ke
pk22 /3.
Hence,
18
2ke
pk22
≤ 2
≤
4
2
s ke
p − qk2
s ke
pk22



5
skqk2

2
.

Third term: Again, we use the Cauchy-Schwarz inequality to obtain:
v

3 u

2  

4 
3
u
s
s
s
s
X
X
X
X X
u X X
 




~ej =
ej (x)  · 
ej (x) 
ej (x) ≤ u
t
j=1

x∈[n]

3

≤

s
X
j=1

j=1

·

~ej
2

x∈[n]

s
X
j=1

2

~ej
4

j=1

x∈[n]

j=1
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Now, we use Equation (11) and Equation (12), which we show earlier, to bound the third
term:
4

3

Ps

ej
j=1 ~

Ps

ej
j=1 ~

4
3
4

≤

Ps

·

ej
j=1 ~

2

Ps

ej
j=1 ~

2

2

Ps

ej
j=1 ~

4

4

≤ P
s

4

ej
j=1 ~

2

≤

4

√
s

n

.

2

Thus in all cases, we have

2 

2

√
5
5nkqk2
4 n
4nkqk2
E[Z]
+
+
+
≤
.
Pr |Z − E[Z]| ≥
4
s2
s2
skqk2
s
√
Note that s = c1 nkqk2 /2 and kqk2 ≥ 1/ n. Therefore, by letting c1 be a sufficiently large
constant, we get that the above probability is smaller than 1/3. Hence with probability at
least 2/3, we know Z ≥ 3s2 2 /(4n) in the soundness case, so we reject with probability at
least 2/3, as desired.
J

4.2

Flattening Procedure

In this section, we present the flattening procedure which allows us to assume that kqk22 =
O(1/n) in Remark 10 without loss of generality where q is our known distribution. While
this procedure is similar to the one used in [16], we state it here for the sake of completeness.
For each x ∈ [n], define
bx := bnq(x)c + 1.
We note that bx ≥ 1 for each x ∈ [n]. Given a sample x from a distribution p over [n], we
can get a sample from the “flattened” distribution p0 over a new domain, D, defined as
D := {(x, y) | x ∈ [n], y ∈ [bx ]},
by drawing an element from y ∈ [bx ] uniformly at random and creating the tuple (x, y). This
is the flattening procedure that we use for our version of identity testing. Note that the
probability mass over [n] placed by p gets “flattened” to be a probability distribution over
the domain D.
Furthermore, this procedure has a few desired properties which we state here: First, the
size of this new domain is O(n):
X
|D| =
bx ≤ 2n.
x∈[n]

Second, the procedure preserves the `1 -distance between two distributions: let p0 and q 0
denote the flattened versions of p and q. Then, we have:
kq 0 − p0 k1 =

X X |q(x) − p(x)|
X
=
|q(x) − p(x)| = kq − pk1 .
|bx |

x∈[n] y∈[bx ]

x∈[n]

Third, by definition of the bx ’s, we can show that q 0 has a low `2 -norm:
kq 0 k22 =

X X q(x)2
X q(x)2
X q(x)
1
≤
≤ .
=
2
bx
bx
n
n

x∈[n] y∈[bx ]

x∈[n]

x∈[n]

The above inequality implies that the `2 -norm of q 0 is within a constant factor of the smallest
possible norm, which is (|D|)−1/2 .
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Therefore whenever we get a sample over [n] in Identity-Tester, we can use this
flattening procedure to draw a sample over D. By using this flattening procedure to draw
samples from a slightly larger domain, we can assume that the `2 -norm of the known
√
distribution q is O(1/ n). Note that since the size of the larger domain is still O(n), the
flattening procedure only affects the sample complexity up to constant factors. Therefore, by
combining with Theorem 9, we can perform our generalized version of identity testing by
√
using s = O( n/2 ) samples, which is optimal up to constant factors.

4.3

Proof of Lemma 12

I Lemma 12. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and let Tx be the number of
P
times we see element x ∈ [n] among the samples. Let Z = x∈[n] (Tx − sq(x))2 − Tx . Then,
E[Z] = k~e1 + · · · + ~es k22
where the x-th coordinate of ~ej ∈ Rn is |q(x) − pj (x)|.
Proof. Let
Zx = (Tx − sq(x))2 − Tx .
We have:
Zx2 = Tx2 − 2sq(x)Tx + s2 q(x)2 − Tx .
We can compute that:
E[Zx ] = E[Tx2 ] − E[Tx ] − 2sq(x)E[Tx ] + s2 q(x)2
= λ2x − 2sq(x)λx + s2 q(x)2
where we have used the fact that the variance of a Poisson random variable with parameter
λ is also λ. We introduce the following notation (−1)x∈B which is defined as
(−1)

x∈B

=

(
−1

if x ∈ B,

1

if x 6∈ B.

Using the fact that λx =
X
x∈[n]

λx =

s X
X

Ps

j=1

pj (x), we can compute that


q(x) + (−1)x∈B ej (x) .

j=1 x∈[n]

In Appendix A, we calculate the
X

λ2x = s2 ||q||22 + 2s

P

x∈[n]

s X
X

λ2x . There we show that

(−1)x∈B q(x)ej (x)

j=1 x∈[n]

x∈[n]

+

s X
X
j=1 x∈[n]

ej (x)2 +

X X
j6=k x∈[n]

ej (x)ek (x).
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Using these two results, we have:
X
X
X
X
E[Zx ] =
λ2x − 2s
q(x)λx + s2
q(x)2
x∈[n]

x∈[n]

= 2s

x∈[n]

s
X

X

x∈[n]

(−1)x∈B q(x)ej (x) +

j=1 x∈[n]

− 2s

s X
X

s X
X

ej (x)2 +

j=1 x∈[n]

X X

ej (x)ek (x)

j6=k x∈[n]

(q(x)2 + (−1)x∈B q(x)ej (x)) + 2s2 kqk22

j=1 x∈[n]

=

s X
X

ej (x)2 +

j=1 x∈[n]

X X

ej (x)ek (x)

j6=k x∈[n]

= k~e1 + · · · + ~es k22 .
Therefore, our final result is as follows:
E[Z] = k~e1 + · · · + ~es k22 ,
J

as desired.

I Remark 14. Note that the quantity k~e1 + · · · + ~es k22 is a natural generalization of the
quantity s2 kq − pk22 which is the expectation of the random variable calculated by identity
testers in the single distribution case where samples come from a fixed distribution p.

4.4

Proof of Lemma 13

I Lemma 13. Let {pi }si=1 be s distributions over [n] that satisfy the structural condition
given in Definition 1. Suppose we draw Poi(1) samples from each pi , and let Tx be the number
P
of times we see element x ∈ [n] among the samples. Let Z = x∈[n] (Tx − sq(x))2 − Tx .
Then, we have:

Var[Z] ≤ 4skqk2

s
X

2

~ej

j=1

+2
4

s
X
j=1

2

~pj

+4
2

s
X
j=1

3

~ej

,
3

n

where |q(x) − pj (x)| is the x-th coordinates of ~ej ∈ R , and p~j is the vector representation of
the distribution pj .
Proof. Let
Zx = (Tx − sq(x))2 − Tx .
Due to the independence of Tx , we have
X
X
Var[Z] =
Var[Zx ] =
E[Zx2 ] − E[Zx ]2
x∈[n]

x∈[n]

where
Zx = (Tx − sq(x))2 − Tx .
Noting that Tx is a Poisson with parameter λx , we can compute that
E[Zx2 ] = λ4x + 4λ3x (1 − sq(x)) + 2λ2x (1 − 4sq(x) + 3s2 q(x)2 ) + 4s2 q(x)2 λx (1 − sq(x)) + s4 q(x)4 .
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P
In Appendix A we calculate the x∈[n] λkx for k ∈ {1, 2, 3, 4}. Using these results and
simplifying, we arrive at the following expression:
X

E[Zx2 ] = 4s
s X
X

s X
X

(−1)x∈B q(x)ej (x) + 2

s X
X

ej (x)2 + 2

j=1 x∈[n]

(−1)x∈B ej (x)3 + 12

j=1 x∈[n]

X X

X X

ej (x)ek (x)

j6=k x∈[n]

(−1)x∈B ej (x)2 ek (x)

j6=k x∈[n]

X X

+4

q(x)ej (x)ek (x) + 2s2 kqk22

j6=k x∈[n]

j=1 x∈[n]

+4

X X

q(x)ej (x)2 + 4s

j=1 x∈[n]

x∈[n]

+ 4s

s X
X

(−1)

x∈B

s X
X

ej (x)ek (x)e` (x) +

ej (x)4 + 6

j=1 x∈[n]

j6=k6=` x∈[n]

X

ej (x)2 ek (x)e` (x)

j6=k6=`

!
+4

X

ej (x)3 ek (x) + 3

j6=k

X

X

ej (x)2 ek (x)2 +

j6=k

ej (x)ek (x)e` (x)et (x) .

j6=k6=`6=t

We now simplify the above expression. First note that

4s

s X
X

q(x)ej (x)2 + 4s

j=1 x∈[n]

= 4s

X X

q(x)ej (x)ek (x)

j6=k x∈[n]

2



s
s
X
X
X
X
ej (x)
ej (x)2 +
ej (x)ek (x) = 4s
q(x) 
q(x) 

X

j=1

x∈[n]

≤ 4skqk2 k~e1 + · · ·

j6=k

x∈[n]

j=1

+ ~es k24 .

Furthermore,
s X
X

2s2 kqk22 + 4s

(−1)x∈B q(x)ej (x) + 2

j=1 x∈[n]

=2

X X

s X
X

ej (x)2 + 2

j=1 x∈[n]

X X

ej (x)ek (x)

j6=k x∈[n]

(q(x) + (−1)x∈B ej (x))(q(x) + (−1)x∈B ek (x))

j6=k x∈[n]

= 2k~p1 + · · · ~ps k22
and
4

s X
X

(−1)x∈B ej (x)3 + 12

j=1 x∈[n]

+4

X X

(−1)x∈B ej (x)2 ek (x)

j6=k x∈[n]

X X

(−1)

x∈B

ej (x)ek (x)e` (x)

j6=k6=` x∈[n]



s X
X
X X
X X
≤ 4
ej (x)3 + 3
ej (x)2 ek (x) +
ej (x)ek (x)e` (x)
j=1 x∈[n]

= 4k~e1 + · · ·

+ ~es k33 .

j6=k x∈[n]

j6=k6=` x∈[n]
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Finally, the last expression inside the parenthesis in the expression for
s X
X
j=1 x∈[n]

ej (x)2 ek (x)e` (x) + 4

j6=k6=`

X

+

X

ej (x)4 + 6

X

ej (x)3 ek (x) + 3

P

x∈[n]

X

E[Zx2 ] which is:

ej (x)2 ek (x)2

j6=k

j6=k

ej (x)ek (x)e` (x)et (x)

j6=k6=`6=t

is precisely

X

P

x∈[n]

4

P

s
j=1 ej (x)

s
X

E[Zx2 ] ≤ 4skqk2

2

~ej

j=1

x∈[n]

. Therefore, we obtain the following bound:
s
X

+2

2

~pj

j=1

4

+4

s
X

3

~ej

j=1

2

X

+
3

x∈[n]


4
s
X

ej (x) .
j=1

Using the calculation for E[Zx ] that we performed for Lemma 12, we see that:
X

E[Zx ]2 =

x∈[n]


2

4
s
s
X
X
X X


ej (x)2 +
ej (x)ek (x) =
ej (x)

X
x∈[n]

j=1

j6=k

j=1

x∈[n]

so altogether,

Var[Z] ≤ 4skqk2

s
X
j=1

2

~ej

+2
4

s
X
j=1

2

~pj

+4
2

s
X
j=1

3

~ej

,
3

J

as desired.
I Remark 15. As stated in Section 4.3, the quantity

Ps

ej
j=1 ~

2

is a natural generalization
4

of s2 kq − pk22 which appears in the variance calculations of the statistic used by identity
testers in the single distribution setting where samples come from a fixed distribution p.
2
Ps
Similarly, the quantity
pj is a natural generalization of s2 kpk22 which also appears
j=1 ~
2
in these calculations.

5

Closeness Testing with Multiple Sources

in this section, we present our algorithm for closeness testing with multiple sources and its
analysis. Recall that our goal is to distinguish the following two cases with probability at
least 2/3:
Completeness case: p1 , p2 , · · · are identical to q
Soundness case: p1 , p2 , · · · are all -far from q in `1 -distance
where we have access to two streams. In the first stream, all samples are i.i.d. from some fixed
distribution q over [n] that is unknown to us while in the second stream, we receive samples
from {pi }si=1 . In the soundness case, we also assume that the pi ’s satisfy the structural
condition given in Definition 1: we assume there are disjoint sets A and B that partition
[n] such that all pi ’s are larger than q on the indices in A, and all the pi ’s are smaller
than q on the indices in B. Note that the structural condition is trivially satisfied in the
completeness case.
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5.1

Algorithm for Closeness Testing

We now present our algorithm, Closeness-Tester, for closeness testing with multiple
sources. Overall, our approach is very similar to our approach in Section 4. As in the identity
testing section, we again make the assumption that we are able to receive Poi(1) samples from
each of the distributions pi . This is a generalization of the standard assumption in the single
source closeness testing [10, 16] and it significantly simplifies the analysis of our algorithm
by making certain random variables independent, similar to the identity testing section.
Furthermore, as Poi(s) is tightly concentrated around s, we can carry out this poissonization
method at the expense of only constant factor increases in the sample complexity.
As in the identity testing section, the statistic calculated by our algorithm is introduced
in [10, 16]. We show that the expected value of our statistic is related to the “`2 -norm” of
the difference of the distributions, as explained in Section 2.3. If the value of the statistic
is “large” compared to some threshold τ , the algorithm outputs reject and outputs accept
otherwise. As in uniformity testing, the challenge is to show that the value of this statistic
concentrates which we do so by analyzing its variance. Ultimately, we prove that the sample
complexity of our generalized identity tester depends on the `2 -norm of q, the distribution
that we have i.i.d. sample access from. We then present a randomized
√ flattening procedure in
Section 5.2 which shows how to reduce the `2 -norm of q to O(1/ k) where k is a parameter
in our algorithm. This randomized flattening procedure is slightly different than the one used
in Section 4.2 since we do not know q in advance. Therefore, we must use some samples from
q to towards this procedure. We present our algorithm below along with the main theorem,
Theorem 16, which proves the correctness of our algorithm.
Algorithm 3 Closeness-Tester.

1
2

3
4
5
6
7

Input : n, , sample access to q, Poi(1) samples from each of p1 , p2 , · · · , ps
Output : Accept or Reject
2/3
k ← n4/3
Draw Poi(k) samples from q to perform the randomized flattening procedure given in
Section 5.2.
s ← c21√nk
Draw
Draw
Yx ←
Tx ←

Poi(s) samples from q.
Poi(1) samples from each of the s distributions {pj }sj=1 .
# times we see element x ∈ [n] among the Poi(s) samples from q
# times we see element x ∈ [n] among the samples from {pj }sj=1 .
2 2

11

τ ← 5s8n
P
Z ← x∈[n] (Tx − Yx )2 − Tx − Yx
if Z ≥ τ then
Output reject and abort.

12

Output accept

8
9
10

I Theorem 16 (Correctness of Closeness-Tester). There exist a constant c1 independent
of n such that the following statements hold with probability 2/3:
Closeness-Tester outputs accept if each of the s distributions p1 , · · · , ps are q.
Closeness-Tester outputs reject if each of the pi ’s are -far from q ( kpi − qk1 ≥ )
and {pi }si=1 satisfy the structural condition given in Definition 1.
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√
I Remark 17. The sample complexity of Closeness-Tester is Θ(k + n/(2 k)) using the
flattening procedure of Section 5.2. Optimizing in k, the sample complexity of Closeness√
Tester reduces to Θ(n2/3 /4/3 + n/2 ) which is optimal since the same lower bound holds
for closeness testing in the standard single distribution setting [16].
I Remark 18. Note that given the above result, we may need fewer sources as long as
we have more samples fromthe distribution q. In particular, suppose we use k1 =
√
Θ min n2/3 /4/3 + n/2 , n samples from q for flattening, which implies that the `2 √
norm of the “flattened” q is O(1/ k1 ) with high probability. Then, we can use s =
√
√
Θ(n/( k1 2 ) + n/2 ) sources, and Θ(s) samples from the “flattened” q and use ClosenessTester to distinguish between the completeness and the soundness case. This is an sampleoptimal trade off up to constant factors since the same lower bound holds in the standard
single distribution setting [16].
Overview of the proof. To prove the correctness of Closeness-Tester, we analyze the
statistic
X
Z=
(Tx − Yx )2 − Tx − Yx
x∈[n]

where Tx denote the number of times we observe element x among the samples from {pi }si=1
and Yx denotes the number of times we see element x among the Poi(s) samples from q.
Note that by the poissonization method, Tx is a Poisson random variable with parameter
Ps
λx =
j=1 pj (x), similar to the identity testing section. Furthermore, Tx and Ty are
independent for x =
6 y and furthermore, Yx is a Poisson random variable with parameter
s q(x). Our goal is to show Z is below the threshold τ in the completeness case, and above
the threshold in the soundness case. To do so, we make use of the structural condition
to first define a convenient representation of E[Z] in Lemma 19. We then show a strong
concentration around its expectation by bounding the variance of Z in Lemma 20. These
two lemmas are very similar to the ones proved in Section 4 due to the similarity of the
statistic Z used here and in Section 4. Finally, we show that Z is always on the desired side
of the threshold proving the correctness of our algorithm.
√
Proof of Theorem 16. Note that we set the number of samples to be c1 n/(2 k) for a
sufficiently large constant c1 , and the threshold τ to be equal to 5s2 2 /(8n). We begin by
stating a convenient representation of E[Z]. To motivate our calculations, note that for a
fixed x,
E[(Tx − Yx )2 − Tx − Yx ] = E[Tx2 ] − E[Tx ] + E[Yx2 ] − E[Yx ] − 2E[Yx ]E[Tx ]
= λ2x − 2sq(x)λx + s2 q(x)2
where we have used the fact that Tx and Yx are Poisson random variables with parameters
Ps
λx = j=1 pj (x) and sq(x) respectively. Now using the structural condition, we can define
error terms similar to Sections 3 and 4. For each distribution pj , we define
ej (x) = pj (x) − q(x)

∀x ∈ A

ej (x) = q(x) − pj (x)

∀x ∈ B.

After plugging in ej (x) for for all x into our expression for λx , we again get terms of the
P
P
form j ej (x)2 and cross terms j6=k ej (x)ek (x), similar to the proof of Theorem 9. Our
goal is to combine these terms into a more useful representation. We precisely show this in
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Lemma 19 where we prove that E[Z] is given by k~e1 + · · · + ~es k22 where we interpret the
vector ~ej ∈ Rn as the vector with entries ej (x) = |q(x) − pj (x)|. Note that this is a natural
generalization of the quantity s2 kq − pk22 . More formally, we have the following lemma which
we prove in Section 5.3.
I Lemma 19. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and Poi(s) samples from q
and let Tx be the number of times we see element x ∈ [n] among the samples among the pi ,
and let Yx be the number of times we see element x ∈ [n] among the samples from q. Let
P
Z = x∈[n] (Tx − yx )2 − Tx − Yx . Then
E[Z] = k~e1 + · · · + ~es k22
where ~ej ∈ Rn has coordinates |q(x) − pj (x)|.
We now give a tight upper bound for the variance of our statistic Z. Defining Zx =
(Tx − Yx )2 − Tx − Yx and recalling the poissonization method, we see that
X
X
Var[Z] =
Var[Zx ] =
E[Zx2 ] − E[Zx ]2 .
x∈[n]

x∈[n]

Expanding Zx2 , we get terms involving λkx for k ∈ {1, 2, 3, 4}. Combining these terms, we
again get an upper bound of Var[Z] in terms of the vectors ~ej . Formally, we prove the
following lemma in Section 5.4.
I Lemma 20. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and Poi(s) samples from q
and let Tx be the number of times we see element x ∈ [n] among the samples among the pi ,
and let Yx be the number of times we see element x ∈ [n] among the samples from q. Let
P
Z = x∈[n] (Tx − yx )2 − Tx − Yx . Then
Var(Z) ≤ 8skqk2

s
X
j=1

2

~ej

+8

s
X
j=1

4

n

2

~pj

+4
2

s
X
j=1

3

~ej
3
n

where ~ej ∈ R has coordinates |q(x) − pj (x)| and ~pj ∈ R has coordinates pj (x).
We can now proceed to the proof of the theorem in the completeness case.
Proof of the Completeness Case. In this case, Lemma 19 gives us E[Z] = 0 and Lemma
20 gives us Var[Z] ≤ 8s2 kqk22 . Therefore by Chebyshev’s inequality,


128s2 kqk22 n2
128kqk22 n2
s2 2
≤
=
.
Pr[|Z| ≥ τ ] = Pr |Z| ≥
4n
s4 4
s2 4
The right hand side of the above inequality can be made arbitrarily small by letting
s = c1 nkqk2 /2 for a sufficiently large constant c1 . Due
√ to our randomized flattening
procedure of Section 5.2, we can assume that kqk = O(1/ k). Therefore,
we can make the
√
above probability bound arbitrarily small by letting s = c1 n/(2 k) for a sufficiently large
constant c1 .
Proof of the Soundness Case. In this case,

2

2
s
s X
X X
X
1
s2 2

E[Z] = k~e1 + · · · + ~es k22 =
ej (x) ≥ 
ej (x) ≥
n j=1
n
j=1
x∈[n]

x∈[n]
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where the first inequality is Cauchy-Schwarz and the last inequality follows from our assumption about the error terms ej (x) in the soundness case. Then by Chebyshev’s inequality,


E[Z]
16Var[Z]
Pr |Z − E[Z]| ≥
≤
4
E[Z]2
2
2
3
Ps
Ps
Ps
8skqk2
ej
8
pj
4
ej
j=1 ~
j=1 ~
j=1 ~
4
2
3
≤
+ P
4
4 +
4 .
Ps
Ps
s
ej
ej
ej
j=1 ~
j=1 ~
j=1 ~
2

2

2

Note that the right hand side of the above inequality is identical to the right hand side of
Inequality (10) that appears in the probability calculation in the proof of Theorem 9. Using
the identical bounds given there, we arrive at the following inequality:

2 

2 √ !

1
nkqk
E[Z]
nkqk2
n
+
+
+
≤C
Pr |Z − E[Z]| ≥
4
s2
s2
skqk2
s
for some constant C. Note that if we let s = c1 nkqk2 /2 for a sufficiently large constant
√
c1 and use the fact that kqk2 ≥ 1/ n, we have that the above probability is smaller than
1/3. Again using
√ the randomized flattening procedure of Section 5.2, we see that we can
let s = c1 n/(2 k). Hence with probability at least 2/3, we know Z ≥ 3s2 2 /(4n) in the
soundness case so we reject with probability at least 2/3, as desired.
J

5.2

Randomized Flattening Procedure

in this section, we present our randomized flattening procedure. Let k be some fixed parameter
(which is an input to Closeness-Tester). We show that we can assume that kqk22 = O(1/k)
for Section 5 without loss of generality where q is the distribution that we have i.i.d. sample
access to. This procedure is similar to the one used in [16] for single distribution closeness
testing.
First, suppose that we draw Poi(k) i.i.d. samples from q. Then for each x ∈ [n], define bx
to be the number of instances of element x ∈ [n] that we see among these samples plus 1.
Note the resemblance between this definition and the one given in the flattening procedure
for identity testing in Section 4.2. Now given a sample x from a distribution p over [n], we
can get a sample from the “flattened” distribution p0 over
D = {(x, y) | x ∈ [n], y ∈ [bx ]}
by drawing an element from y ∈ [bx ] uniformly at random and creating the tuple (x, y). This
is the flattening procedure that we use for our generalized version closeness testing. Note that
the probability mass over [n] placed by p gets “flattened” to be a probability distribution
over D, hence the name. The size of this new domain is n + k. We can calculate that this
procedure preserves the `1 -distance:
kq 0 − p0 k1 =

X X |q(x) − p(x)|
X
=
|q(x) − p(x)| = kq − pk1 .
|bx |

x∈[n] y∈[bx ]

x∈[n]

Furthermore,



X X q(x)2
X
≤
E[kq 0 k22 ] = E 
q(x)2 E [1/bx ] .
2
bx
x∈[n] y∈[bx ]

x∈[n]
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By the poissonization method, we know that bx is distributed as 1+Z where Z is a Poi(kq(x))
random variable. Therefore, similar to [16], we have:
Z 1
 Z 1
Z 1
1
E [1/(Z + 1)] = E
sz ds =
E[sz ] ds =
ekq(x)(s−1) ds ≤
kq(x)
0
0
0
where we have used the probability generating function for a Poisson random variable. This
gives us
E[kq 0 k22 ] ≤

X q(x)
1
≤ .
k
k

x∈[n]

Hence by Markov’s inequality, we can say that kq 0 k22 = O(1/k) holds with an arbitrarily large,
constant probability. Now whenever we get a sample over [n], we can use this flattening
procedure to draw a sample over D. Furthermore, by using this flattening procedure to draw
samples from a slightly larger domain, we can assume that kqk22 = O(1/k) in Section 5 at
the expense of losing a negligible factor in our error probability.
Note that the size of the larger domain is O(n + k) = O(n) if we pick k ≤ n. Therefore,
combining with Theorem 16, we show that we can perform closeness testing with multiple
sources by using




 2/3
√ 
nkqk2
n
n
n
O k+
=O k+ √
=O
+ 2
2
4/3
2



 k
samples after optimizing the value of k. This sample complexity is optimal since a matching
lower bound holds for the single distribution closeness testing setting.

5.3

Proof of Lemma 19

I Lemma 19. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and Poi(s) samples from q
and let Tx be the number of times we see element x ∈ [n] among the samples among the pi ,
and let Yx be the number of times we see element x ∈ [n] among the samples from q. Let
P
Z = x∈[n] (Tx − yx )2 − Tx − Yx . Then
E[Z] = k~e1 + · · · + ~es k22
where ~ej ∈ Rn has coordinates |q(x) − pj (x)|.
Proof. Note that Tx is a Poisson random variable with parameter λx =
is a Poisson random variable with parameter sq(x). Let

Ps

j=1

pj (x) and Yx

Zx = (Tx − Yx )2 − Tx − Yx .
We can compute that
E[Zx ] = E[Tx2 ] − E[Tx ] + E[Yx2 ] − E[Yx ] − 2E[Yx ]E[Tx ]
= λ2x − 2sq(x)λx + s2 q(x)2 .
This is the same as the expected value of the variable Zx in Lemma 12. Therefore, the same
computations hold and we arrive at
X
E[Z] =
E[Zx ] = k~e1 + · · · + ~es k22 ,
x∈[n]

as desired.

J
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Proof of Lemma 20

I Lemma 20. Let {pi }si=1 be distributions over [n] that satisfy the structural condition given
in Definition 1. Suppose we draw Poi(1) samples from each pi and Poi(s) samples from q
and let Tx be the number of times we see element x ∈ [n] among the samples among the pi ,
and let Yx be the number of times we see element x ∈ [n] among the samples from q. Let
P
Z = x∈[n] (Tx − yx )2 − Tx − Yx . Then

Var(Z) ≤ 8skqk2

s
X

2

~ej

j=1

+8

s
X
j=1

4

2

~pj

+4

s
X

3

~ej

j=1

2

3

where ~ej ∈ Rn has coordinates |q(x) − pj (x)| and ~pj ∈ Rn has coordinates pj (x).
Proof. Define
Zx = (Tx − Yx )2 − Tx − Yx .
Due to the independence of Tx and Yx , we have
X
X
Var(Z) =
Var(Zx ) =
E[Zx2 ] − E[Zx ]2 .
x∈[n]

x∈[n]

Noting that Tx is Poisson with parameter λx =
sq(x), we can compute that

Ps

j=1

pj (x) and Yx is Poisson with parameter

E[Zx2 ] = λ4x + 4λ3x (1 − sq(x)) + 2λ2x (3s2 q(x)2 − 2sq(x) + 1)
+ 4sq(x)λx (1 − sq(x) − s2 q(x)2 ) + s4 q(x)4 + 4s3 q(x)3 + 2s2 q(x)2 .
Using the formula for λkx for k ∈ {1, 2, 3, 4} given in Appendix A and simplifying, we arrive
at the following expression:
X

E[Zx2 ] = 8s
s X
X

s X
X

(−1)x∈B q(x)ej (x) + 2

s X
X

ej (x)2 + 2

j=1 x∈[n]

(−1)x∈B ej (x)3 + 12

j=1 x∈[n]

+4

q(x)ej (x)ek (x) + 8s2 kqk22

j6=k x∈[n]

j=1 x∈[n]

+4

X X

q(x)ej (x)2 + 8s

j=1 x∈[n]

x∈[n]

+ 8s

s X
X

X X

X X

ej (x)ek (x)

j6=k x∈[n]

(−1)x∈B ej (x)2 ek (x)

j6=k x∈[n]

X X

(−1)x∈B ej (x)ek (x)e` (x) +

s X
X
j=1 x∈[n]

j6=k6=` x∈[n]

ej (x)4 + 6

X

ej (x)2 ek (x)e` (x)

j6=k6=`

!
+4

X

3

ej (x) ek (x) + 3

j6=k

X

2

2

ej (x) ek (x) +

j6=k

X

ej (x)ek (x)e` (x)et (x) .

j6=k6=`6=t

Similar to Lemma 13, we have
8s

s X
X
j=1 x∈[n]

q(x)ej (x)2 + 8s

X X

q(x)ej (x)ek (x) ≤ 8skqk2 k~e1 + · · · + ~es k24 ,

j6=k x∈[n]
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and
8s2 kqk22 + 8s

s X
X

(−1)x∈B q(x)ej (x) + 2

j=1 x∈[n]

s X
X

ej (x)2 + 2

j=1 x∈[n]

X X

ej (x)ek (x)

j6=k x∈[n]

≤ 8k~p1 + · · · ~ps k22 ,
and finally,
4

s X
X

(−1)x∈B ej (x)3 + 12

j=1 x∈[n]

(−1)x∈B ej (x)2 ek (x)

j6=k x∈[n]

X X

+4

X X

(−1)

x∈B

ej (x)ek (x)e` (x) = 4k~e1 + · · · + ~es k33 .

j6=k6=` x∈[n]

As in Lemma 13, the last expression inside the parenthesis of E[Zx2 ] is precisely

X

s
X



4
ej (x) .

j=1

x∈[n]

Therefore,
X

s
X

E[Zx2 ] ≤ 8skqk2

2

~ej

j=1

x∈[n]

s
X

+8

2

~pj

j=1

4

+4

s
X

3

~ej

j=1

2

+
3

X
x∈[n]


4
s
X

ej (x) .
j=1

The same calculation as in Lemma 13 gives us

2

4
s
s
X
X X
X
X X


E[Zx ]2 =
ej (x)2 +
ej (x)ek (x) =
ej (x)
x∈[n]

x∈[n]

j=1

j6=k

x∈[n]

j=1

so altogether,

Var(Z) ≤ 8skqk2

s
X
j=1

2

~ej

+8
4

s
X
j=1

2

~pj

+4
2

s
X
j=1

3

~ej

.

(13)

3

J

6

Failure of de Finetti’s Theorem with Sublinear Number of Samples

in this section, we prove Theorem 2. Recall the statement of Theorem 2.
√
I Theorem 2. Let s = O( n) be the number of samples required by Algorithm 1 for  = 1/3.
There exists an exchangeable sequence X1 , . . . , Xs such that Xi is drawn from distribution qi
which are all supported in [n] and satisfy kqi − Un k1 ≥ 1/3 for all i. Furthermore, {qi }si=1
all satisfy the structural condition given in Definition 1 with q = Un . Let P denote the
distribution of the sequence X1 , . . . , Xs . Then P is Ω(1)-far in `1 -distance from any mixture
of product distributions.
Note that an algorithm can turn samples Y1 , · · · , Ys into an exchangeable sequence
X1 , · · · , Xs by permuting randomly. In this section, we given an example of samples
Y1 , · · · , Ys such that after permuting them to turn them into an exchangeable sequence
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X1 , · · · , Xs , the exchangeable sequence is “far” from a mixture of product distributions.
The main idea behind Theorem 2 is based on Proposition 31 in [13]. Essentially, Diaconis
and Freedman show in [13] that a Polya’s urn process generates an exchangeable sequence
that is far from the mixture of any product distributions. This example does not quite work
in our case since we would like the structural condition to hold. Therefore, we adapt the
Polya’s urn idea by partitioning our domain into a “large” set and a “small” set. We then
apply a Polya’s urn type process on the small set so that no collisions can happen on it.
This results in an event E1 which we use to lower bound the distance from the distribution
of our exchangeable sequence to any mixture of product distributions. However, we need
an additional event E2 to deal with the large set. Combining these two events allows us to
prove Theorem 2. This overview is formalized below.
Proof of Theorem 2. Let  = 1/3 and let s be the number of samples required by our
uniformity tester in Algorithm 1 for this value of . In particular, s2 = Cn for some constant
C > 10 and define δ as δ = 1/C. We now construct distributions {qi }si=1 as follows:



1 − δ/20 − s/n, x = 1
qi (x) = 1/n,
x ∈ {2, · · · , s + 1} \ {i + 1}


δ/20,
x = i + 1.
Note that all distributions are supported only on {1, · · · , s + 1}. We can check that for large
enough n, we have kqi − Un k1 ≥ 1/3 for all i. We then draw sample Yi independently from
qi . Note that A = {1, · · · , s + 1} and B = [n] \ {1, · · · , s + 1} for the structural condition in
Definition 1. In other words, all the distributions are larger than uniform on A and smaller
than uniform on B so {qi }si=1 satisfy the conditions of the theorem.
Now let {Xi }si=1 be an exchangeable sequence derived from {Yi }si=1 (for example, by
permuting them randomly). Let p be the distribution of (X1 , · · · , Xs ). Consider the following
two events:
E1 = Event that Xi = Xj ∈ {2, · · · , s + 1} for some i 6= j
E2 = Event that at least s(1 − δ 2 /2) of the Xi ’s are equal to 1.
We first compute p(E1 ). Note that for any i 6= j, we have
P(Xi = Xj ∈ {2, · · · , s + 1}) ≤

δ
s
+ 2.
10n n

Therefore by a union bound, the probability that there exists some i 6= j such that E1 holds
is at most
Cδ
s3
1
+ 2 ≤
10
n
9
for sufficiently large n. We now compute p(E2 ). We know that P(Xi = 1) ≤ 1 − δ/20
for all i. Therefore, the number of 1’s among the Xi ’s is sum of s Bernoulli random
variables with parameters at most 1 − δ/20 and hence, the expected number of 1’s is at most
s(1 − δ/20). Then by a Chernoff bound, we have P(E2 ) ≤ 1/100 if we take n (and therefore s)
sufficiently large.
Now for a distribution pk over [n], we let psk be the distribution of s independent picks
P
from pk . Let M = k wk psk be any mixture of product distributions psk . We wish to show
that kp − M k1 = Ω(1) for any M . Note that all of the {qi }si=1 are only supported on
{1, · · · , s + 1}. Therefore, we can assume without loss of generality that the pk is also
supported only on {1, · · · , s + 1} for all k. Now consider a single psk . We consider two cases.
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Case 1: pk ({2, · · · , s + 1}) ≥ δ 2 . In this case, let Z be the number of collisions among
elements in {2, · · · , s + 1} if we draw s independent samples from pk . We have
 
s
E[Z] =
2

X

pk (i)2 .

i∈{2,··· ,s}

P
Define i∈{2,··· ,s} pk (i)2 = kpek k22 . Using standard calculations as in the single distribution
uniformity testing case, see [23, 6], we can compute
 
3/2
s
2
Var[Z] ≤ 4
kpek k2
.
2
Hence by Chebyshev’s inequality,

P(Z = 0) ≤ P(|Z − E[Z]| ≥ E[Z]) ≤

4


s 3/2
kpek k32
2

s 2
4
2 kpek k2

≤

C0
skpek k2

for some absolute constant C 0 . Now by Cauchy Schwarz,
δ2
kpek k2 ≥ √
s
so we have P(Z = 0) ≤ 1/100 for sufficiently large n. Therefore, psk (E1 ) ≥ 99/100.
Case 2: pk ({2, · · · , s + 1}) < δ 2 . In this case, we have pk (1) ≥ 1 − δ 2 . Therefore, if
we draw s samples from pk , the number of 1’s that we will see is at least s(1 − δ 2 ) in
expectation. By Chernoff, the probability that we see less than s(1 − δ 2 /2) number of 1’s
is at at most 1/100 for sufficiently large n. Hence, psk (E2 ) ≥ 99/100.
Now note that
kp − M k1 = 2kp − M kT V ≥ |P (E1 ) − M (E1 )| + |p(E2 ) − M (E2 )|.
We have
X

|p(E1 ) − M (E1 )| ≥

wk psk (E1 ) −

k|pk ∈Case 1

99
1
≥
9
100

X
k|pk ∈Case 1

1
wk − .
9

Similarly,
X

|p(E2 ) − M (E2 )| ≥

wk psk (E2 ) −

k|pk ∈Case 2

1
99
≥
100
100

X
k|pk ∈Case 2

wk −

1
.
100

Hence we have that
99
kp − M k1 ≥
100

!
X
k

wk


−

1
1
+
9 100


≥ Ω(1).

Since M was arbitrary, we are done. Hence, p is Ω(1)-far from any mixture of product
distributions.
J
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A

Moment Calculations of Sections 4 and 5

In this section, we calculate the moments of random variables that appear in Section 4 and
Section 5. Suppose we have distributions q and p1 , · · · , ps such that there exist subsets A
and B = [n] \ A with the property that pj (x) ≥ q(x) for all x ∈ A and all j and pj (x) ≤ q(x)
for all x ∈ B and all j. Now, let Tx be a Poisson random variable with parameter
λx =

s
X
j=1

pj (x).
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We compute
X

λkx for k ∈ {1, 2, 3, 4}. We note that

P

λx =

69:39

x∈[n]

s X
X

(q(x) + (−1)x∈B ej (x))

(14)

j=1 x∈[n]

x∈[n]

P
We now compute x∈[n] λ2x . We use the notation (−1)x∈B as follows:
(
−1 if x ∈ B
x∈B
(−1)
=
.
1 if x 6∈ B
Note that:
X

λ2x =

x∈[n]



2

s
s
X
X X
X


pj (x) =
pj (x)2 +
pj (x)pk (x) .

X

j=1

x∈[n]

j=1

x∈[n]

j6=k

For fixed j and k, we can compute that:
pj (x)2 = q(x)2 + 2(−1)x∈B q(x)ej (x) + ej (x)2 ,
and we have:
pj (x)pk (x) = q(x)2 + (−1)x∈B (q(x)ek (x) + q(x)ej (x)) + ej (x)ek (x) .
Putting everything together, we obtain:
X

λ2x = s2 ||q||22 + 2s

s X
X

(−1)x∈B q(x)ej (x)

j=1 x∈[n]

x∈[n]

+

s X
X

ej (x)2 +

j=1 x∈[n]

We now compute

P

x∈[n]

X X

ej (x)ek (x).

(15)

j6=k x∈[n]

λ3x . For a fixed x, we have:

3

s
s
X
X
X
X
pj (x)3 + 3
pj (x)2 pk (x) +
pj (x)pk (x)p` (x).
pj (x) =
λ3x = 
j=1

j=1

j6=k

j6=k6=`

Now for a fixed j,
pj (x)3 = (q(x) + (−1)x∈B ej (x))3
= q(x)3 + 3(−1)x∈B q(x)2 ej (x) + 3q(x)ej (x)2 + (−1)x∈B ej (x)3 ,
while for fixed j 6= k,
pj (x)2 pk (x) = (q(x) + (−1)x∈B ej (x))2 (q(x) + (−1)x∈B ek (x))
= q(x)3 + (−1)x∈B q(x)2 (2ej (x) + ek (x)) + (−1)x∈B ej (x)2 ek (x)
+ q(x)(ej (x)2 + 2ej (x)ek (x) + e2k (x)),
and finally for j 6= k 6= `, we have:
pj (x)pk (x)p` (x) = (q(x) + (−1)x∈B ej (x))(q(x) + (−1)x∈B ek (x))(q(x) + (−1)x∈B e` (x))
= q(x)3 + (−1)x∈B q(x)2 (ej (x) + ek (x) + e` (x)) + (−1)x∈B ej (x)ek (x)e` (x)
+ q(x)(ej (x)ek (x) + ek (x)e` (x) + ej (x)e` (x)).
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Putting everything together, we have
X

λ3x = s3 kqk33 + 3s2

s X
X

(−1)x∈B q(x)2 ej (x) + 3

j=1 x∈[n]

x∈[n]

+ 3s

X X

+

q(x)ej (x)ek (x) + 3

(−1)x∈B ej (x)3 +

P

X X

(−1)

x∈B

ej (x)2 ek (x)

j6=k x∈[n]

j=1 x∈[n]

We now compute

q(x)ej (x)2

j=1 x∈[n]

j6=k x∈[n]
s X
X

s X
X

X X

(−1)x∈B ej (x)ek (x)e` (x).

j6=k6=` x∈[n]

x∈[n]

λ4x . We have


4
s
s
X
X
X
X
λx = 
pj (x) =
pj (x)4 + 3
pj (x)2 pk (x)2 + 4
pj (x)3 pk (x)
j=1

j=1

+6

X

j6=k

j6=k

X

2

pj (x) pk (x)p` (x) +

j6=k6=`

pj (x)pk (x)p` (x)pt (x).

j6=k6=`6=t

We first analyze pj (x)4 for a fixed j. We have:
pj (x)4 = (q(x) + (−1)x∈B ej (x))4 = q(x)4 + 4(−1)x∈B q(x)3 ej (x) + 6q(x)2 ej (x)2
+ 4(−1)x∈B q(x)ej (x)3 + ej (x)4 .
Then for fixed j 6= k, we have:
pj (x)2 pk (x)2 = (q(x) + (−1)x∈B ej (x))2 (q(x) + (−1)x∈B ek (x))2
= q(x)4 + (−1)x∈B q(x)3 (2ej (x) + 2ek (x))
+ q(x2 (ej (x)2 + 4ej (x)ek (x) + ek (x)2 )
+ (−1)x∈B q(x)(2ej (x)2 ek (x) + 2ej (x)ek (x)2 ) + ej (x)2 ek (x)2 ,
and, we can get:
pj (x)3 pk (x) = (q(x) + (−1)x∈B ej (x))3 (q(x) + (−1)x∈B ek (x))
= q(x)4 + (−1)x∈B q(x)3 (ej (x) + ek (x)) + q(x)2 (3ej (x)2 + 3ej (x)ek (x))
+ (−1)x∈B q(x)(ej (x)3 + 3ej (x)2 ek (x)) + ej (x)3 ek (x).
Furthermore, for fixed j 6= k 6= `, we have:
pj (x)2 pk (x)p` (x)
= (q(x) + (−1)x∈B ej (x))2 (q(x) + (−1)x∈B ek (x))(q(x) + (−1)x∈B e` (x))
= q(x)4 + (−1)x∈B q(x)3 (2ej (x) + e` (x) + ek (x))
+ q(x)2 (ej (x)2 + 2ej (x)ek (x) + 2ej (x)e` (x) + ek (x)e` (x))
+ (−1)x∈B q(x)(ej (x)2 e` (x) + ej (x)2 ek (x) + 2ej (x)ek (x)e` (x))
+ ej (x)2 ek (x)e` (x).

(16)
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Finally, for fixed j 6= k 6= ` 6= t, we have:
pj (x)pk (x)p` (x)pt (x)
= (q(x) + (−1)x∈B ej (x))(q(x) + (−1)x∈B ek (x))
· (q(x) + (−1)x∈B e` (x))(q(x) + (−1)x∈B et (x))
= q(x)4 + (−1)x∈B q(x)(ej (x) + ek (x) + e` (x) + et (x))
+ q(x)2 (ej (x)ek (x) + ej (x)e` (x) + ej (x)et (x) + ek (x)e` (x) + ek (x)et (x) + e` (x)et (x))
+ (−1)x∈B q(x)(ej (x)ek (x)e` (x) + ej (x)ek (x)et (x) + ej (x)et (x)e` (x) + ek (x)e` (x)et (x))
+ ej (x)ek (x)e` (x)et (x).
Altogether, we have:
X
λ4x
x∈[n]

= s4 kqk44 +

s
X X

ej (x)4 + 6s2

x∈[n] j=1

+ 4s3

s X
X

s X
X
j=1 x∈[n]

(−1)x∈B q(x)3 ej (x) + 6s2

j=1 x∈[n]

+ 12s

X X

+6

(−1)

+

X

(−1)x∈B q(x)ej (x)3

j=1 x∈[n]

X X

2

q(x)ej (x) ek (x) + 4s

q(x)2 ej (x)ek (x)

X X

(−1)x∈B q(x)ej (x)ek (x)e` (x)

j6=k6=` x∈[n]
2

ej (x) ek (x)e` (x) + 4

j6=k6=`

s X
X

j6=k x∈[n]
x∈B

j6=k x∈[n]

X

q(x)2 ej (x)2 + 4s

X X
j6=k x∈[n]

ej (x)ek (x)e` (x)et (x).

ej (x)3 ek (x) + 3

X X

ej (x)2 ek (x)2

j6=k x∈[n]

(17)

j6=k6=`6=t
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Abstract
Hardness magnification reduces major complexity separations (such as EXP * NC1 ) to proving
lower bounds for some natural problem Q against weak circuit models. Several recent works
[42, 36, 13, 39, 12, 38, 10] have established results of this form. In the most intriguing cases, the
required lower bound is known for problems that appear to be significantly easier than Q, while Q
itself is susceptible to lower bounds but these are not yet sufficient for magnification.
In this work, we provide more examples of this phenomenon, and investigate the prospects of
proving new lower bounds using this approach. In particular, we consider the following essential
questions associated with the hardness magnification program:
Does hardness magnification avoid the natural proofs barrier of Razborov and Rudich [46]?
Can we adapt known lower bound techniques to establish the desired lower bound for Q?
We establish that some instantiations of hardness magnification overcome the natural proofs
barrier in the following sense: slightly superlinear-size circuit lower bounds for certain versions of
the minimum circuit size problem MCSP imply the non-existence of natural proofs. As a corollary
of our result, we show that certain magnification theorems not only imply strong worst-case circuit
lower bounds but also rule out the existence of efficient learning algorithms.
Hardness magnification might sidestep natural proofs, but we identify a source of difficulty when
trying to adapt existing lower bound techniques to prove strong lower bounds via magnification.
This is captured by a locality barrier: existing magnification theorems unconditionally show that
the problems Q considered above admit highly efficient circuits extended with small fan-in oracle
gates, while lower bound techniques against weak circuit models quite often easily extend to circuits
containing such oracles. This explains why direct adaptations of certain lower bounds are unlikely
to yield strong complexity separations via hardness magnification.
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1

Introduction

Proving circuit size lower bounds for explicit Boolean functions is a central problem in
Complexity Theory. Unfortunately, it is also notoriously hard, and arguments ruling out a
wide range of approaches have been discovered. The most prominent of them is the natural
proofs barrier of Razborov and Rudich [46].
A candidate approach for overcoming this barrier was investigated recently by Oliveira
and Santhanam [42]. Hardness Magnification identifies situations where strong circuit
lower bounds for explicit Boolean functions (e.g. NP 6⊆ P/poly) follow from much weaker
(e.g. slightly superlinear) lower bounds for specific natural problems. As discussed in [42],
in some cases the lower bounds required for magnification are already known for explicit
problems, but not yet for the problem for which the magnification theorem holds. This
approach to lower bounds has attracted the interest of several researchers, and a number of
recent works have proved magnification results [36, 13, 39, 12, 38, 10] (see also [50, 3, 35, 37]
for related previous work). We provide a concise review of existing results in Appendix A.1.
In this work, we are interested in understanding the prospects of proving new lower
bounds using hardness magnification, including potential barriers.

1.1

Hardness Magnification Frontiers

While hardness magnification is a broad phenomenon, its most promising instantiations seem
to occur in the setting of circuit classes such as NC1 . The potential of hardness magnification
stems from establishing the following scenario.
HM Frontier: There is a natural problem Q and a computational model C such
that:
1.
2.
3.
4.

(Magnification) Q ∈
/ C implies NP 6⊆ NC1 or a similar breakthrough.
(Evidence of Hardness) Q ∈
/ C under a standard conjecture.
(Lower Bound against C) L ∈
/ C, where L is a simple function like PARITY.
(Lower Bound for Q) Q ∈
/ C − , where C − is slightly weaker than C.

A frontier of this form provides hope that the required lower bound in Item 1 is true
(thanks to Item 2), and that it might be within the reach of known techniques (thanks
to Items 3 and 4, which provide evidence that we can analyse the circuit model and the
problem). HM frontiers have been already achieved in earlier works with a striking example
appearing in [39] (see also [10]). Despite the number of works in this area, we note that the
HM frontier is achieved only by some magnification theorems (Item 3 is often unknown; e.g.
in the case of results in [3, 13]).

1

Most of this work was completed while Igor C. Oliveira was affiliated with the University of Oxford.
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In order to make our subsequent discussion more concrete, we provide five examples of
HM frontiers. Some of these results are new or require an extension of previous work, and
the relevant statements will be explained in more detail in Section 3. The list of frontiers is
not meant to be exhaustive, but we have tried to cover different computational models.
(A) HM Frontier for MKtP[nc , 2nc ] and AC0 -XOR:
A1. If MKtP[nc , 2nc ] ∈
/ AC0 -XOR[N 1.01 ] for large c > 1 then EXP * NC1
(Section 3.1).
/ P/poly for large enough c under exponentially secure PRFs [46].
A2. MKtP[nc , 2nc ] ∈
o(1)
A3. Majority ∈
/ AC0 -XOR[2N ] (immediate from [44, 49]).
A4. MKtP[nc , 2nc ] ∈
/ AC0 for any sufficiently large constant c (Section 3.1).
A. MKtP[s, t] refers to the promise problem of determining if an N -bit input has Levin
Kolmogorov complexity at most s versus at least t (cf. [39]). Here N = 2n . The AC0 -XOR
model is the extension of AC0 where gates at the bottom layer of the circuit can compute
arbitrary parity functions. AC0 -XOR[s] denotes AC0 -XOR circuits of size s where the size is
measured as the number of gates. This circuit class has received some attention in recent
years (cf. [15]), and a few basic questions about AC0 circuits with parity gates (such as
constructing PRGs of seed length o(n) and learnability using random examples) remain open
for AC0 -XOR as well.
1/3

(B) HM Frontier for MCSP[2n
B1.
B2.
B3.
B4.

1/3

, 2n

2/3

] and Formula-XOR:

2/3

MCSP[2n , 2n ] ∈
/ Formula-XOR[N 1.01 ] implies NQP 6⊆ NC1 (Section 3.2).
n1/3 n2/3
MCSP[2
,2
]∈
/ P/poly under standard cryptographic assumptions [46].
InnerProduct ∈
/ Formula-XOR[N 1.99 ] (immediate consequence of [52]).
1/3
2/3
MCSP[2n , 2n ] ∈
/ Formula[N 1.99 ] ([23]; see also [39]).

B. Here, NQP is nondeterministic quasi-polynomial time, InnerProduct is the Boolean
P
function defined as InnerProduct(x, y) = i xi · yi (mod 2), where x, y ∈ {0, 1}N , FormulaXOR[s] refers to the class of Boolean formulas over the De Morgan basis with at most s
leaves, where each leaf is an XOR of arbitrary arity over the inputs2 , and MCSP[s, t] denotes
a promise problem over N = 2n input bits with YES inputs being truth-tables of Boolean
functions on n inputs which are computable by circuits of size s, and NO instances being
truth-tables of Boolean functions which are hard for circuits of size t.
(C) HM Frontier for MCSP[2n
n1/2

1/2

n1/2

1/2

C1. MCSP[ 210n , 2n
(Section 3.3).

1/2

/10n, 2n

1/2

] and Almost-Formulas:

]∈
/ N 0.01 -Almost-Formula[N 1.01 ] implies NP 6⊆ NC1

C2. MCSP[ 210n , 2n ] ∈
/ P/poly under standard cryptographic assumptions [46].
C3. PARITY ∈
/ N 0.01 -Almost-Formula[N 1.01 ] (Section 3.3).
1/2
1/2
C4. MCSP[2n /10n, 2n ] ∈
/ Formula[N 1.99 ] ([23]; see also [39]).

2

Note that Formula-XOR[N 1.01 ] ⊆ Formula[N 3.01 ]. A better understanding of the former class is therefore
necessary before we can understand the power and limitations of super-cubic formulas, which is a major
open question in circuit complexity.
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C. An almost-formula is a circuit with a bounded number of gates of fan-out larger than
1. More precisely, a γ-Almost-Formula[s] is a circuit containing at most s AND, OR, NOT
gates of fan-in at most 2, and among such gates, at most γ of them have fan-out larger
than 1. Consequently, this class naturally interpolates between formulas and circuits. This
magnification frontier can be seen as progress towards establishing magnification theorems
for worst-case variants of MCSP in the regime of sub-quadratic formulas (see the discussion
in [39]).
√

(D) HM Frontier for MCSP[2
las:

n

] and one-sided error randomized formu-

√

D1. MCSP[2 n ] ∈
/ GapANDO(N ) -Formula[N 2.01 ] ⇒ NQP ∈
/ NC1 (Section 3.2).
√
/ P/poly under standard cryptographic assumptions [46].
D2. MCSP[2 n ] ∈
D3.1. AndreevN ∈
/ GapANDO(N ) -Formula[N 2.99 ] (implicit in [21]).
n
D3.2. MCSP[2 /n4 ] ∈
/ GapANDO(N ) -Formula[N 2.99 ] (implicit in [16]).
√
D4. MCSP[2 n ] ∈
/ GapANDO(N ) -Formula[N 1.99 ] ([11], building on [23, 39]).

D. GapANDN is the promise function on N bits such that it outputs 1 when all input bits
are 1, and outputs 0 when at most 1/10 of the input bits are 1. GapANDO(N ) -Formula[s]
denotes circuits with GapANDO(N ) gate at the top with formulas of size s being inputs of
the top gate. Therefore, GapANDO(N ) -Formula can be seen as randomized formulas with
one-sided error.3 The most interesting aspect of this magnification frontier is that the gap
between the known hardness result and the magnification threshold is nearly-tight (N 2−ε
versus N 2+ε ).4
(E) HM Frontier for (n − k)-Clique and AC0 :
E1. If (n − k)-Clique ∈
/ AC0 [m1.01 ] for some k = (log n)C , then NP * NC1
(Section 3.4).
E2. (Non-uniform) ETH ⇒ (n − k)-Clique ∈
/ P/poly for some k = (log n)C
(Section 3.4).
E3. Parity ∈
/ AC0 [1, 19].
E4. (n − k)-Clique ∈
/ mP/poly for some k = (log n)C ([4]; see Section 3.4).

E. The `-Clique problem is defined on graphs on n vertices in the adjacency matrix representation of size m = Θ(n2 ). (The statements above refers to the regime of very large
clique detection.) The class mP/poly refers to monotone circuits of polynomial size. In this
frontier we are modifying Item 4 from HM frontier so that instead of slightly weaker C − we
consider an incomparable C − . This frontier is however particularly interesting, as items E1
and E4 connect hardness magnification to a basic question about the power of non-monotone

3

4

Suppose there is a GapANDO(N ) -Formula circuit computing a function f : {0, 1}N → {0, 1}. Consider
a uniform distribution of all sub-formulas below the top GapANDO(N ) gate. Then for any input x, if
f (x) = 1 then a sample formula from that distribution always outputs 1 on x, otherwise it outputs 0
with probability at least 0.9 on x. On the other hand, it is possible to derandomize a distribution of
formulas computing f with one-sided error using a top GapANDO(N ) gate.
This tight threshold is first observed in [11], we include it here to show that the barrier discussed in this
paper also applies to this particular setting.
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circuits when computing monotone functions (see [14, 20] and references therein): Is every
monotone function in AC0 computable by a monotone (unbounded depth) boolean circuit of
polynomial size? If this is the case, NP * NC1 would follow.
Note that these hardness magnification frontiers offer different approaches to proving
lower bounds against NC1 .
Essential Questions. Do magnification theorems bring us closer to strong circuit lower
bounds? In order to understand the limits and prospects of hardness magnification, the
following questions are relevant.
Q1. Naturalization. Is hardness magnification a non-naturalizing approach to circuit lower
bounds? If we accept standard cryptographic assumptions, non-naturalizability is a
necessary property of any successful approach to strong circuit lower bounds.5
Q2. Extending known lower bounds. Can we adapt an existing lower bound proof from Items
3 and 4 in some HM frontier to show the lower bound required from Item 1 in that HM
frontier? Is it possible to establish the required lower bounds via a reduction from L to
Q?
Q3. Improving existing magnification theorems. Can we close the gap between Items 1 and 4
in HM frontier by establishing a magnification theorem that meets known lower bounds,
such as the ones appearing in Item 4?
In the next sections, we present results that shed light into all these questions.

1.2

Hardness Magnification and Natural Proofs

The very existence of the natural proofs barrier provides a direction for proving strong circuit
lower bounds: one can proceed by refuting the existence of natural properties.6 In other
words, a way to avoid natural proofs is to prove that there are no natural proofs. It is also
easy to see that P/poly-natural properties useful against P/poly can be turned into natural
properties with much higher constructivity, e.g. into linear-size natural properties useful
against circuits of polynomial-size. If read contrapositively, this gives a form of hardness
magnification.
The initial hardness magnification theorem of Oliveira and Santhanam [42] proceeds in a
similar fashion. It proposes to approach NP 6⊆ P/poly by deriving slightly superlinear circuit
lower bounds for specific problems such as an approximate version of MCSP, which asks to
distinguish truth-tables of Boolean functions computable by small circuits from truth-tables
of Boolean functions which are hard to approximate by small circuits. Interestingly, this
approach does not seem to naturalize, as it appears to yield strong lower bounds only for
certain problems, and not for most of them. (The same heuristic argument appears in [3].)
However, this is only an informal argument, and we would like to get stronger evidence that
the natural proofs barrier does not apply here.
We show that hardness magnification for approximate MCSP can be used to conclude
the non-existence of natural proofs against polynomial-size circuits. More precisely, we
prove that if approximate MCSP requires slightly superlinear-size circuits, then there are
no P/poly-natural properties against P/poly. This strongly suggests that the natural proofs

5
6

We assume familiarity of the reader with the natural proofs framework of [46].
A similar perspective has been employed in proof complexity in attempts to approach strong proof
complexity lower bounds by extending the natural proofs barrier (see [34, 45]).
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barrier isn’t relevant to the magnification approach. Indeed, there remains the possibility that
the weak circuit lower bound for MCSP in the hypothesis of the result can be shown using
naturalizing techniques (as there aren’t any strong enough plausible cryptographic conjectures
known that rule this out), and yet by using magnification to “break” naturalness, we could
get strong circuit lower bounds and even conclude the non-existence of natural proofs!
The core of our proof is the following new hardness magnification theorem: if approximate
MCSP requires slightly superlinear-size circuits, then not only NP 6⊆ P/poly but it is impossible
even to learn efficiently. We can then refute the existence of natural proofs by applying the
known translation of natural properties to learning algorithms [8]. Similar implications hold
with a worst-case gap version of MCSP (in the sense of HM Frontiers B and C but with
different parameters) instead of approximate MCSP, following an idea from [22].
Interestingly, all the implications above are actually equivalences. In particular, the existence of natural properties is equivalent to the existence of highly efficient circuits for computing
approximate MCSP and worst-case gap MCSP with certain parameters (cf. Theorem 1). This
extends a known characterization of natural properties: Carmosino et al. [8] showed that
P/poly natural proofs against P/poly are equivalent to learning P/poly by subexponential-size
circuits, which was in turn shown to be equivalent by Oliveira and Santhanam [41] to the
non-existence of non-uniform pseudorandom function families of sub-exponential security.
The connection of hardness magnification to learning and pseudorandom function generators
might be of independent interest, since it extends the consequences of magnification into two
central areas in Complexity Theory.
I Theorem 1 (Equivalences for Hardness Magnification). The following statements are equivalent:7
(a) Hardness of approximate MCSP against almost-linear size circuits.
γ
There exist c ≥ 1, 0 < γ < 1, and ε > 0 such that MCSP[(nc , 0), (2n , n−c )] ∈
/
Circuit[N 1+ε ].
(b) Hardness of worst-case MCSP against almost-linear size circuits.
There exists c ≥ 1 and ε > 0 such that MCSP[nc , 2n /nc ] ∈
/ Circuit[N 1+ε ].
(c) Hardness of sub-exponential size learning using non-adaptive queries.
There exist ` ≥ 1 and 0 < γ < 1 such that Circuit[n` ] cannot be learned up to error
γ
O(1/n` ) under the uniform distribution by circuits of size 2O(n ) using non-adaptive
membership queries.
(d) Non-existence of natural properties against polynomial size circuits.
For some d ≥ 1 there is no Circuit[poly(N )]-natural property useful against Circuit[nd ].
(e) Existence of non-uniform PRFs secure against sub-exponential size circuits.
For every constant a ≥ 0, there exists d ≥ 1, a sequence F = {Fn }n≥1 of families Fn
of n-bit boolean functions fn ∈ Circuit[nd ], and a sequence of probability distributions
D = {Dn }n≥1 supported over Fn such that, for infinitely many values of n, (Fn , Dn ) is
pseudo-random function family that (1/N ω(1) )-fools (oracle) circuits of size 2a·n .
The proof of this result appears in Section 4.1. We highlight below the most interesting
implications of Theorem 1. (Note that some of them have appeared in other works in similar
or related forms.)
(a) → (d): The initial hardness magnification result from [42, Theorem 1] (stated for
circuits) implies the non-existence of natural proofs useful against polynomial-size circuits,
indicating that the natural proofs barrier might not be relevant to the magnification
approach.

7

See Preliminaries (Section 2) for definitions.
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(a), (b) ↔ (d): Any P/poly natural property useful against P/poly can be transformed into an almost-linear size natural property that is simply the approximate
γ
MCSP[(nc , 0), (2n , n−c )] or worst-case gap MCSP[nc , 2n /nc ]. (Note the different regime
of circuit size parameters for these problems.)
(a), (b) ↔ (c): A weak-seeming hardness assumption for worst-case gap and approximate
versions of MCSP implies a strong non-learnability result: polynomial-size circuits cannot
be learned over the uniform distribution even non-uniformly in sub-exponential time.
(a), (b) ↔ (e): Hardness magnification for MCSP also yields cryptographic hardness in a
certain regime.
We note that the use of non-adaptive membership queries in Theorem 4.1 Item (c) is not
essential. It follows from [8] that, in the context of learnability of polynomial size circuits
under the uniform distribution in sub-exponential time, adaptive queries are not significantly
more powerful than non-adaptive queries.8
Towards a more robust theory. While Theorem 1 formally connects hardness magnification
and natural properties, it would be very interesting to understand to which extent different
hardness magnification theorems are provably non-naturalizable. This would provide a more
complete answer to Question Q1 asked above. For instance, Theorem 1 leaves open whether
ε
hardness magnification for worst-case versions of MCSP such as MCSP[nc , 2n ] refutes natural
proofs as well. Note that one way of approaching this question would be to study reductions
γ
0
γ0
0
from MCSP[nc , 2n ] to its approximate version MCSP[(nc , 0), (2n , n−c )].9 In Section 4.2,
we observe that this question is related to the problem of basing hardness of learning on
worst-case assumptions such as P 6= NP (cf. [5]). We refer to the discussion in Section 4.2 for
more details.

1.3

The Locality Barrier

The results from the preceding section show that hardness magnification can go beyond
natural proofs. Is there another barrier that makes it difficult to establish lower bounds via
magnification? In this section, we present a general argument to explain why the lower bound
techniques behind A3-E3, A4-D4 in the magnification frontiers from Section 1.1 cannot be
adapted (without significantly new ideas) to establish the required lower bounds in Items
A1-E1, respectively. We refer to it as the locality barrier. While we will focus on these
particular examples to make the discussion concrete, we believe that this barrier applies
more broadly.
In order to explain the locality barrier, let’s consider the argument behind the proof of B1
1/3
2/3
presented in Section 3.2. Recall that this result shows that if MCSP[2n , 2n ] ∈
/ Formula1
1.01
XOR[N
] then NQP 6⊆ NC . This and other known hardness magnification theorems
are established in the contrapositive. The core of the argument is to prove that there are
1/3
2/3
highly efficient Formula-XOR circuits that reduce an input to MCSP[2n , 2n ] of length
N = 2n to deciding whether certain strings of length N 0 (much smaller than N ) belong to

8

In a bit more detail, one can easily extract a natural property from a learner that uses adaptive queries.
In turn, closer inspection of the technique of [8] shows that a non-adaptive learner can be obtained from
a natural property.

9

More precisely, the existence of a reduction from MCSP[nc , 2n ] to MCSP[(nc , 0), (2n , n−c )] shows
that lower bounds for the former problem yield lower bounds for the latter. Since any such lower bound
γ
must be non-naturalizable by Theorem 1, we obtain the same consequence for MCSP[nc , 2n ]. (Note
that in the context of hardness magnification it is also important to have highly efficient reductions.)

γ

0

γ0

0
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a certain language L0 . Then, under the assumption that NQP ⊆ NC1 , one argues that L0
has polynomial size formulas. Finally, since N 0  N , we can employ such formulas and still
1/3
2/3
conclude that MCSP[2n , 2n ] is in Formula-XOR[N 1.01 ], which completes the proof.
Note that the argument above provides a conditional construction of highly efficient
formulas for the original problem. Crucially, however, we can derive an unconditional circuit
upper bound from this argument: If we stop right before we replace the calls to L0 by an
algorithm for L0 (this is what makes the reduction conditional), it unconditionally follows
1/3
2/3
that MCSP[2n , 2n ] can be computed by highly efficient Formula-XOR circuits containing
oracle gates of small fan-in, for some oracle. Similarly, one can argue that the problems in
Items A1-E1 can be computed in the respective models by highly efficient Boolean devices
containing oracles of small fan-in.
We stress that, as opposed to a magnification theorem, where one cares about the
complexity of the oracle gates, in our discussion of the locality barrier we only need the fact
that there is some way of setting these oracles gates so that the resulting circuit or formula
solves the original problem. (A definition of this model appears in Section 2.5.) A more
exhaustive interpretation of magnification theorems as construction of circuits with small
fan-in oracles can be found in Appendix A.2.
On the other hand, we argue that the lower bound arguments from Items A3-E3 of the
hardness magnification frontiers quite easily handle (in the respective models) the presence
of oracles of small fan-in, regardless of the function computed by these oracles. Using a
more involved argument we can localize also lower bounds from items A4-D4. Consequently,
these methods do not seem to be refined enough to prove the lower bounds required by
A1-D1 without excluding oracle circuits that are unconditionally known to exist for the
corresponding problems.
Following the example above, we state our results for the Magnification Frontier B.
I Theorem 2 (Locality Barrier for HM Frontier B). The following results hold.
1/3
2/3
(B1O ) (Oracle Circuits from Magnification) : For any ε > 0, MCSP[2n , 2n ] ∈
Formula-O-XOR[N 1.01 ] for some oracle O, where every oracle gate has fan-in at most N ε
and appears in the layer right above the XOR leaves.
(B3O ) (Extension of Lower Bound Techniques Above Magnification Threshold) : For any
δ > 0, InnerProduct over N input bits cannot be computed by N 2−3δ -size Formula-O-XOR
circuits with at most N 2−3δ oracle gates of fan-in N δ in the layer right above the XOR
leaves, for any oracle O.
(B4O ) (Extension of Lower Bound Techniques Below Magnification Threshold) : There
is a universal constant c such that for all constants ε > 0 and α > 2, MCSP[nc , 2ε/α·n ]
cannot be computed by oracle formulas F with SIZE3 (F ) ≤ N 2−ε and adaptivity
o(log N/ log log N ).10
Here, Sizet (F ) denotes the size of the formula, if we replace every oracle O with fan-in β
in F by a formula of size β t which reads all its inputs exactly β t−1 times (see Section 5.2.2
for the motivation of this definition).
The first two items of Theorem 2 are proved in Section 5.1.2. The third item is proved
in Section 5.2.2. While Theorem 2 does not specify that, we actually localize all proofs of
the lower bounds from B3 and B4 we are aware of. Interestingly, the localization of B4
allows us to refute the Anti-Checker Hypothesis from [39] (and a family of potential hardness
magnification theorems), cf. Section 5.2.2. We refer to Section 5 for analogous statements
describing the locality barrier in frontiers A, C, D, and E.
10

That is, on any path from root to a leaf, there are at most o(log N/ log log N ) oracles.
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Locality of Computations and Lower Bound Techniques. The fact that many lower bound
techniques extend to computational devices with oracles of small fan-in was observed already
by Yao in 1989 on a paper on local computations [56]. According to Yao, a local function
is one that can be efficiently computed using only localized processing elements. In our
terminology, this corresponds to circuits with oracles of small fan-in. Among other results,
[56] argues that Razborov’s monotone circuit size lower bound for k-Clique [43] and Karchmer
and Wigderson’s monotone formula size lower bound for ST-CONN [31] extend to boolean
devices with monotone oracles of bounded fan-in. Compared to Yao’s work, our motivation
and perspective are different. While Yao is particularly interested in lower bounds that can
be extended in this sense (see e.g. Sections 2 and 6 in [56]), here we view such extensions as
a limitation of the corresponding arguments, meaning that they are not refined enough to
address the locality barrier.11
We note, however, that not every lower bound technique extends to circuits with small fanin oracles.12 For instance, by the work of Allender and Koucký [3] (also a more recent work by
Chen and Tell [13]), the parity function Parityn over n input bits can be computed by a TC0
circuit of size O(n) (number of wires) containing ≤ n1−ε oracle gates of fan-in ≤ nε , provided
−d
that its depth d = O(1/ε). On the other hand, it is known that Parityn ∈
/ TC0d [n1+c ] for a
constant c > 0 [25] (again, the complexity measure is the number of wires). Since the latter
lower bound is super-linear for every choice of d, it follows by the result of [3, 13] that it
cannot be extended to circuits containing a certain number of oracles of fan-in nε , for a large
enough depth d that depends on ε. Incidentally, the hardness magnification theorems of
[3, 13] do not achieve a magnification frontier.
In Section 3.2 we identify one specific lower bound related to HM frontier D which is
both above the magnification threshold and provably non-localizable, cf. Theorem 49. In
principle, there might be ways to overcome the locality barrier and match the lower bound
with the magnification threshold. We refer to Section 1.4 below for additional discussion.

On Lower Bounds Through Reductions. The discussion above has focused on the possibility of directly adapting existing lower bounds from Item 3 in HM frontier to establish the
desired lower bound in Item 1. There is however an indirect approach that one might hope
to use: reductions. For instance, in the context of the HM Frontier B discussed above, can
1/3
2/3
we have a reduction from InnerProduct to MCSP[2n , 2n ] that would allow us to show
1/3
2/3
that MCSP[2n , 2n ] ∈
/ Formula-XOR[N 1.01 ]? The first thing to notice is that, for this
approach to make sense, the reduction needs to have a specific form so that composing the
1/3
2/3
reduction with a candidate Formula-XOR circuit for MCSP[2n , 2n ] violates the hardness
of InnerProduct. Is there any hope to design a reduction of this form?
The locality barrier presents a definitive answer in this case. Indeed, it is immediate
from the first two items of Theorem 2 that such a reduction does not exist. For the same
reason, it is not possible to use reductions to establish the required lower bounds in some
other magnification frontiers, cf. Section 5.1.6.

11

On a more technical level, we are interested in the regime of barely super-linear size circuits and formulas,
and our results do not impose a monotonicity constraint on the oracle.
12
Of course any such discussion depends on parameters such as number of oracles and their fan-ins, so
whether a technique avoids or not the locality barrier is relative to a particular magnification theorem.
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1.4

Concluding Remarks and Open Problems

Hardness magnification shows that obtaining a refined understanding of weak computational
models is an approach to major complexity lower bounds, such as separating EXP from NC1 .
As discussed in Sections 1.1 and 1.2 above, its different instantiations are connected to a
few basic questions in Complexity Theory, including the power of non-monotone operations,
learnability of circuit classes, and pseudorandomness.
One of our main conceptual contributions in this work is to identify a challenge when
implementing this strategy for lower bounds. Quoting the influential article [46] that
introduced the natural proofs barrier,
“We do not conclude that researchers should give up on proving serious lower bounds.
Quite the contrary, by classifying a large number of techniques that are unable to do
the job we hope to focus research in a more fruitful direction.”
Razborov and Rudich [46, Section 6]

We share a similar opinion with respect to hardness magnification and the obstruction
identified in Section 1.3. While locality provides a unified explanation for the difficulty of
adapting combinatorial lower bound techniques to exploit most (if not all) known magnification frontiers, it might be possible to discover new HM frontiers whose associated lower
bound techniques in Item 3 are sensitive to the presence of small fan-in oracles. For instance,
in the case of uniform complexity lower bounds, this has been achieved in [38] via an indirect
diagonalization that explores the theory of pseudorandomness.13 Alternatively, it might be
possible to establish magnification theorems using a technique that does not produce circuits
with small fan-in oracles. Even if one is pessimistic about these possibilities, we believe that
an important contribution of the theory of hardness magnification is to break the divide
between “weak” and “strong” circuit classes advocated by the natural proofs barrier, and
that it deserves further investigation.
We finish with a couple of technical questions related to our contributions. First, we would
like to understand if it is possible to strengthen items (a) and (b) in Theorem 1 to a wider
γ
range of parameters. For example, is hardness magnification for worst-case MCSP[nc , 2n ]
with γ < 1 non-naturalizable? The core of this question seems to be the problem of reducing
worst-case MCSP from item (a) to approximate MCSP from item (b).
Another important direction is to show that hardness magnification avoids natural proofs
also in the context of non-meta-computational problems. Interestingly, many magnification
theorems from [39] established for MCSP and variants were subsequently shown to hold for
any sparse language in NP [10]. Could it be the case that hardness magnification overcomes
natural proofs in a much broader sense?
Finally, it would be useful to investigate the locality of additional lower bound techniques.
Can we, for example, come up with non-localizable lower bounds similar to Theorem 49
which would be above the magnification threshold and work for a problem more closely
related to the one from the corresponding HM frontier?

13

In other words, the magnification theorem discussed in [38] admits a formulation for uniform randomized
algorithms, and its proof provides an algorithm with oracle gates of small fan-in in the spirit of the
oracle circuits discussed here. Nevertheless, the unconditional lower bound established in the same
paper does not extend to algorithms with such oracle gates.

L. Chen, S. Hirahara, I. C. Oliveira, J. Pich, N. Rajgopal, and R. Santhanam

2

70:11

Preliminaries

2.1

Notation

Given a Boolean function f : {0, 1}n → {0, 1}, tt(f ) denotes the 2n -bit string representing
n
the truth table of f . On the other hand, for any string y ∈ {0, 1}2 , define fy as the function
on n inputs such that tt(fy ) = y.
Circuit[s] denotes fan-in two Boolean circuits of size at most s where we count the number
of gates. Formula[s] denotes formulas over the basis U2 (fan-in two ANDs and ORs) of size
at most s (counting the number of leaves) with input leaves labelled by literals or constants.
For a circuit class C, C[s] denotes circuits from C of size at most s.
A function f : {0, 1}n → {0, 1} is γ-approximated by a circuit C, if Prx [C(x) = f (x)] ≥ γ.

2.2

Complexity of Learning

I Definition 3 (Learning). A circuit class C is learnable over the uniform disribution by
circuits in D up to error ε with confidence δ if there are randomized oracle D-circuits Lf
such that for every boolean function f : {0, 1}n 7→ {0, 1} computable by a circuit from C,
when given oracle access to f , input 1n and the internal randomness w ∈ {0, 1}∗ , Lf outputs
the description of a circuit satisfying
Pr{Lf (1n , w) (1 − ε)-approximates f } ≥ δ.
w

Lf uses non-adaptive membership queries if the set of queries which Lf makes to the oracle
does not depend on the answers to previous queries. If δ = 1, we omit mentioning the
confidence parameter.

2.3

Natural Properties, MCSP, and its Variants

Let Fn be the set of all functions on n variables. R = {Rn ⊆ Fn }n∈N is a combinatorial
property of Boolean functions.
I Definition 4 (Natural property [46]). Let R = {Rn } be a combinatorial property, C be a
circuit class and Γ be a complexity class. Then, R is a Γ-natural property useful against
C[s(n)], if there exists an n0 ∈ N such that the following hold:
?

• Constructivity : For any function fn ∈ Fn , the predicate fn ∈ Rn is computable in Γ
in the size of the truth table of fn .
1
• Largeness : For every n ≥ n0 , Prfn ∼Fn {fn ∈ Rn } ≥ 2O(n)
.
• Usefulness : For every n ≥ n0 , Rn ∩ C[s(n)] = ∅.
The following result which follows from [8] connects the existence of natural properties
useful against a class C to designing learning algorithms for C.
I Theorem 5 (From Theorem 5.1 of [8] and Lemma 14 of [27]). Let R be a P/poly-natural
property useful against Circuit[nd ] for some d ≥ 1. Then, for each γ ∈ (0, 1), there are
γ
randomized, oracle circuits {Dn }n≥1 ∈ Circuit[2O(n ) ] that learn Circuit[nk ] up to error n1k
using non-adaptive oracle queries to fn , where k = dγ
a and a is a universal constant that
does not depend on d and γ.
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I Definition 6 (Gap MCSP). Let s, t : N → N, where s(n) ≤ t(n) and 0 ≤ ε, σ < 1/2. Define
MCSP[(s, σ), (t, ε)] on inputs of length N = 2n , as the following promise problem :
YES instances: y ∈ {0, 1}N such that there exists a circuit of size s(n) that (1 − σ)approximates fy .
NO instances: y ∈ {0, 1}N such that no circuit of size t(n) (1 − ε)-approximates fy .
We refer to MCSP[(s, 0), (t, 0)] as MCSP[s, t]. Informally speaking, if ε > 0, we say that
MCSP[(s, 0), (t, ε)] is an approximate version of MCSP. Otherwise, it is a worst-case version
of MCSP.
I Remark 7. In Definition 6, if s(n) = t(n), we also require that σ < ε for the yes and no
instances to be disjoint.
I Definition 8 (Succinct MCSP). For functions s, t : N 7→ N, Succinct-MCSP[s(n), t(n)] is the
following problem. Given an input h1n , 1s , (x1 , b1 ), . . . , (xt , bt )i where xi ∈ {0, 1}n , bi ∈ {0, 1},
V
decide if there is a circuit C of size s such that i=1,...,t C(xi ) = bi .

2.4

Pseudorandom Generators

I Definition 9 (Pseudorandom function families). For any circuit class C, size functions
s(n), t(n) ≥ n, family Gn of n-bit Boolean functions and distribution Dn over Gn , we say
that a pair (Gn , Dn ) is a (t(n), ε(n))-pseudorandom function family (PRF) in C[s(n)], if each
function in Gn is in C[s(n)] and for every randomized circuit AO ∈ CircuitO [t(n)], where O
denotes oracle access to a fixed Boolean function over n inputs, we have
Pr {Ag (w) = 1} −

g∼Dn ,w

Pr {Af (w) = 1} ≤ ε(n)

f ∼Fn ,w

[41] state an equivalence between the non-existence of PRFs in a circuit class C and
learning algorithms for C. In particular, we care about the following direction which they
prove using a small-support version of Von-Neumann’s Min-max Theorem.
I Theorem 10 (No PRFs in C implies Learning Algorithm for C [41]). Let t(n) ≤ 2O(n) . Suppose
that for every k ≥ 1 and large enough n, there exists no (poly(t(n)), 1/10)-pseudorandom
function families in C[nk ]. Then, for every ε > 0, k ≥ 1 and large enough n, there is a
ε
randomized oracle circuit in CircuitO [2n ] that learns every function fn ∈ C[nk ] up to error
1/nk with confidence 1 − 1/n, where O denotes membership query access to fn .

2.5

Local Circuit Classes

Our definition of local computation is somewhat similar to some definitions appearing in [56].
I Definition 11 (Local circuit classes). Let C be a circuit class (such as AC0 [s], TC0d [s],
Circuit[s], etc). For functions q, `, a : N → N, we say that a language L is in [q, `, a]– C if
there exists a sequence {En } of oracle circuits for which the following holds:
(i) Each oracle circuit En is a circuit from C.
(ii) There are at most q(n) oracle gates in En , each of fan-in at most `(n), and any path
from an input gate to an output gate encounters at most a(n) oracle gates.
(iii) There exists a language O ⊆ {0, 1}∗ such that the sequence {EnO } (En with its oracle
gates set to O) computes L.
In the definition above, q stands for quantity, ` for locality, and a for adaptivity of the
corresponding oracle gates.
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Random Restrictions

Let ρ : [N ] → {0, 1, ∗} be a restriction, and ρ be a random restriction, i.e., a distribution
of restrictions. We say that ρ is p-regular if Pr[ρ(i) = ∗] = p and Pr[ρ(i) = 0] = Pr[ρ(i) =
1] = (1 − p)/2 for every i ∈ [N ]. We also say ρ is k-wise independent if any k coordinates of
ρ are independent. For a function f : {0, 1}N → {0, 1}, we use f ρ to denote the function
−1
{0, 1}|ρ (∗)| → {0, 1} obtained by restricting f according to ρ in the natural way.
We need the following lemma stating that one can sample from a k-wise independent
random restriction with a short seed, and moreover all restrictions have a small circuit
description.
I Lemma 12 ([24, 55]). There exists a q-regular k-wise independent random restriction ρ
distributed over ρ : [N ] → {0, 1, ∗} samplable with O(k · log(N ) log(1/q)) bits. Furthermore,
each output coordinate of the random restriction can be computed in time polynomial in the
number of random bits.

2.7

Technical Results

I Lemma 13 (Hoeffding’s inequality). Let X1 , . . . , Xn be independent random variables such
Pn
that 0 ≤ Xi ≤ 1 for every i ∈ [n]. Let X = i=1 Xi . Then, for any ε > 0, we have
Pr{|X − EX| ≥ εn} ≤ 2 exp(−2ε2 n)

3

Magnification Frontiers

3.1

EXP * NC1 and AC0 -XOR Lower Bounds for MKtP

In this Section, we present the proofs of the new results stated in HM Frontier A. Recall
that Kt(x) is defined as the minimum over |M | + log t such that a program M outputs x in t
steps. For thresholds θ, θ0 : N → N, we denote by MKtP[θ(N ), θ0 (N )] the promise problem
whose YES instances consist of the strings x ∈ {0, 1}N such that Kt(x) ≤ θ(N ) and NO
instances consist of the strings such that Kt(x) > θ0 (N ).
We start with the hardness magnification theorem of HM Frontier A1.
I Theorem 14. There exists a constant c such that, for every large enough constant d > 1,
MKtP[(log N )d , (log N )d + c log N ] ∈
/ AC0 -XOR[N 1.01 ]

implies

EXP 6⊆ NC1 .

Proof. We prove the contrapositive. Assume that EXP ⊆ NC1 . First, recall that any N bit-input polynomial-size NC1 circuit can be converted into a depth-d0 AC0 circuit of size
O(1/d0 )
2N
for every positive integer constant d0 (see, e.g., [2, Lemma 8.1]).
Oliveira, Pich, and Santhanam [39] showed that there exists a problem L ∈ EXP such that
MKtP[θ(N ), θ(N )+c log N ] ∈ ANDO(N ) -LO(θ(N )) -XOR for θ(N ) ≥ log N . (Here the subscript
denotes the fan-in of a gate.) That is, the promise problem MKtP[θ(N ), θ(N ) + c log N ] can
be computed by the following form of an L-oracle circuit: The output gate is an AND gate
of fan-in O(N ), at the middle layer are L-oracle gates of fan-in O(θ(N )), and at the bottom
layer are XOR gates. Under the assumption that EXP ⊆ NC1 , we can replace L-oracle circuits
O(d/d0 )
with depth-d0 AC0 circuits of size 2(log N )
, which is smaller than N 0.01 by choosing a
0
constant d large enough. In particular, we obtain a depth-(d0 + O(1)) almost linear size AC0
circuit with bottom XOR gates that computes MKtP[θ(N ), θ(N ) + c log N ].
J
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The rest of this section is devoted to proving the following AC0 lower bound for MKtP,
which establishes HM Frontier A4.
e
N )3 and any θ0 (N ) =
I Theorem 15. For any d = d(N ), for some θ(N ) = d · O(log
0
d
0
N/ω(log N ) , it holds that MKtP[θ(N ), θ (N )] 6∈ ACd .
Note that Theorem 15 is only meaningful if d = o(log N/ log log N ), because otherwise the
promise problem is not well-defined.
The idea of the proof is as follows: Trevisan and Xue [54] showed that there exists a
pseudorandom restriction ρ of seed length polylog(N ) that shrinks every polynomial-size
depth-2 circuit into shallow decision trees. Moreover, the expected fraction of unrestricted
variables ρ−1 (∗) is at least p = Ω(1/ log N ). In particular, by composing d independent
pseudorandom restrictions ρ1 , · · · , ρd , every depth-d circuit can be turned into a constant
function, while still leaving at least pd -fraction of inputs unrestricted. The seed length
required to sample d independent pseudorandom restrictions is at most d × polylog(N ), and
thus Kt(0N ◦ρ) ≤ polylog(N ). We stress that the exponent of the seed length does not depend
on d. Since the circuit hit with the pseudorandom restriction becomes a constant function, it
cannot distinguish 0N ◦ ρ with UN ◦ ρ, i.e., the distribution where the unrestricted variables
of ρ are replaced with the uniform distribution UN . Assuming that there remain sufficiently
many unrestricted inputs (e.g., N/O(log N )d  polylog(N )), the latter distribution has a
large Kt complexity, which is a contradiction to the fact that the circuit computes a gap
version of MKtP.
We note that Cheraghchi, Kabanets, Lu, and Myrisiotis [16] used the pseudorandom
restriction method in order to obtain an exponential-size AC0 lower bound. A crucial
difference in this work is that instead of optimizing the size of AC0 circuits, we aim at
minimizing the threshold θ of MKtP[θ].
Following [54], in order to generate a random restriction ρ ∈ {0, 1, ∗}N that leaves a
variable unrestricted with probability 2−q , we regard a binary string w ∈ {0, 1}(q+1)N as a
random restriction ρw . Specifically:
I Definition 16. For a string w ∈ {0, 1}(q+1)N , we define a restriction ρw ∈ {0, 1, ∗}N
as follows: Write w as (w1 , b1 ) · · · (wN , bN ), where wi ∈ {0, 1}q and bi ∈ {0, 1}. For each
i ∈ [N ], if wi = 1q then set ρw (i) := ∗; otherwise, set ρw (i) := bi .
Note that this is defined so that Prw [ρw (i) = ∗] = 2−q for every i ∈ [N ], when w is distributed
uniformly at random.
Trevisan and Xue [54] showed that Håstad’s switching lemma can be derandomized by
using a distribution that fools CNFs. To state this formally, we need the following definitions.
Define a t-width CNF as one which has at most t literals in each clause. We say that a
distribution D over {0, 1}n ε-fools a set of functions Sn over n variables if for every f ∈ Sn ,
| Prx∼D {f (x) = 1} − Prx∼Un {f (x) = 1}| ≤ ε. Finally, define DT(f ) as the depth of the
smallest decision tree computing f .
I Lemma 17 (Derandomized Switching Lemma [54, Lemma 7]). Let ϕ be a t-width M -clause
CNF formula over N inputs. Let p = 2−q for some q ∈ N. Assume that a distribution D
over {0, 1}(q+1)N ε0 -fools M · 2t(q+1) -clause CNFs. Then,
Pr [DT(ϕρw ) > s] ≤ 2s+t+1 (5pt)s + ε0 · 2(s+1)(2t+log M ) .

w∼D

I Theorem 18 (Based on [54] and [53, Theorem 56]). Let s, M, d, N ∈ N be positive integers.
Let p = 2−q for some q ∈ N so that 1/128s ≤ p < 1/64s. Assume that there is a pseudorandom
generator G : {0, 1}r → {0, 1}(q+1)N that ε0 -fools CNFs of size M · 2s · 2s(q+1) . Then, there
exists a distribution R of random restrictions that satisfies the following:
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1. For every circuit C of size M and depth d over N inputs,


Pr [DT(Cρ ) > s] ≤ M · 2−s+1 + ε0 · 2(s+1)(3s+log M ) .
ρ∼R

2. For any parameter δ < 1, with probability at least 1−N (δ+dε0 ), the number of unrestricted
variables in [N ] is at least bN · pd−1 /64 log(1/δ)c.
3. R can be generated by a seed of length dr in polynomial time.
Proof. We apply the derandomized switching lemma (Lemma 17) d times. In the first
iteration, we set p := 1/64 (and q := 6) and generate ρG(z)[1,··· ,(6+1)N ] . (Here we use the
first (6 + 1)N bits of G(z) to generate ρG(z) .) This turns a circuit C of size M into a circuit
whose bottom fan-in is at most s. For every other iteration i (where i = 2, · · · , d), we set
p := 2−q and turn a circuit C of depth d − i + 2 into a circuit of depth d − i + 1. Our
final pseudorandom restriction ρ ∼ R is defined by the composition of the d independent
pseudorandom restrictions ρG(z1 )[1,··· ,(6+1)N ] , ρG(z2 ) , · · · , ρG(zd ) .
Our proof is essentially the same with [53], except that (1) we apply the switching lemma
d times (instead of d − 1) in order to turn depth-d circuits into shallow decision trees, and
(2) in [54, 53], for the application of constructing a pseudorandom generator for AC0 , fixed
bits of pseudorandom restrictions must be generated by using truly random bits, whereas in
our case we generate all the bits by using G.
In more detail, for each i ∈ [d], let Mi be the number of the gates at level i in C (i.e., the
gates whose distance from the input gates is i). At the first iteration, we set p := 1/64 = 2−6
and q := 6. We then generate ρ1 := ρG(z1 )[1,··· ,(6+1)N ] by choosing a seed z1 ∼ {0, 1}r
uniformly at random. We regard C as a depth-(d + 1) circuit of bottom fan-in 1, and apply
Lemma 17 to each gate at level 1 (in the original circuit C). The probability that there
exists a gate at level 1 in Cρ1 that cannot be computed by a decision tree of depth s is
bounded above by


M1 · 2s+1+1 (5/64)s + ε0 · 2(s+1)(2+log M ) .
In the complement event, each gate at level 1 can be written as DNFs and CNFs of width s,
and hence can be merged into some gate at level 2. Thus a circuit Cρ1 can be turned into a
circuit of depth d and bottom fan-in s. Moreover, the number of gates at level 1 is bounded
by M · 2s , which is an invariant preserved during the iterations.
For every other iteration i (i = 2, · · · , d), we generate ρi := ρG(zi ) by choosing a seed
zi ∼ {0, 1}r uniformly at random. Using the invariant that the number of gates at level i − 1
is at most M · 2s , the probability that some gate at level i in Cρ1 ···ρi cannot be computed
by a decision tree of depth s is bounded above by


s
Mi · 2s+s+1 (5ps)s + ε0 · 2(s+1)(2s+log(M 2 )) .
In the complement event, every gate at level i can be written as width-s CNFs or DNFs of
size 2s , and hence can be merged into some gate at level i + 1 (for i < d). At the last iteration
(i.e., i = d), the circuit Cρ1 ···ρd can be written as a decision tree of depth s. We define the
pseudorandom restriction ρ as ρd ◦ · · · ◦ ρ1 . Item 3 is obvious from this construction.
Overall, the probability that DT(Cρ ) > s is at most M · (2−s+1 + ε0 · 2(s+1)(3s+log M ) ).
This completes the proof of Item 1.
To see Item 2, we divide N input bits into k disjoint blocks T1 , · · · , Tk of size at least t (and
hence k = bN/tc), where t is a parameter chosen later. We claim that each block must contain
at least one unrestricted variable in ρ ∼ R with high probability (and hence |ρ−1 (∗)| ≥ bN/tc).
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Fix any block T = Ti for some i ∈ [k]. As in [53], one can easily observe that the condition
that every variable in T is restricted can be checked by a CNF of size at most |T | (≤ N ). By
a simple hybrid argument, the concatenation of d independent pseudorandom distributions
G(z1 ), · · · , G(zd ) dε0 -fools CNFs (cf. [53, Corollary 55]). Therefore, the probability that
every variable in T is restricted by ρ ∼ R is bounded by (1 − pd−1 /64)t + dε0 , where the first
term is an upper bound for the probability that every variable in T is restricted by a truly
random restriction. Choosing t = 64 log(1/δ)/pd−1 and using a union bound, the probability
that some block Ti is completely fixed can be bounded above by bN/tc · (δ + dε0 ), which
completes the proof of Item 2.
J
I Corollary 19. For every circuit C of size M (≥ N ) and depth d over N inputs, there exists
a restriction ρ such that
1. Cρ is a decision tree of depth at most s := 2 log 8M ,
2. |ρ−1 (∗)| ≥ N/O(log M )d , and
e
3. Kt(ρ) ≤ d · O((log
M )3 ).
Proof. Tal [53, Theorem 52] showed that there exists a polynomial-time pseudorandom
e
generator G of seed length r := O(log
M0 · log(M0 /ε0 )) that ε0 -fools CNFs of size M0 . We set
2
s
s(q+1)
M0 := M · 2 · 2
, s := 2 log 8M , and ε0 := 2−9s . Then the seed length r of G is at most
e
e
r = O(log
M0 · log(M0 /ε0 )) = O(log
M · (log M )2 ). Applying Theorem 18, the probability
1
that DT(Cρ ) > s is bounded by 2 . Choosing δ = 1/8N , we also have that the probability
that |ρ−1 (∗)| < bN ·pd−1 /64 log(1/δ)c is at most 14 . Thus there exists some restriction ρ in the
support of R such that DT(Cρ ) ≤ s and |ρ−1 (∗)| ≥ Ω(N · pd−1 / log N ) ≥ N/O(log M )d . J
Using the assumption that a circuit computes MKtP, we show that shallow decision trees
must be a constant function.
I Lemma 20. Let C be a circuit and ρ be a restriction such that Cρ is a decision tree of
depth s. If MKtP[O(s log N ) + Kt(ρ)] ⊆ C −1 (1), then Cρ ≡ 1.
Proof. We prove the contrapositive. Assume that Cρ 6≡ 1, which means that there is a path
π : [N ] → {0, 1, ∗} of a decision tree Cρ that assigns at most s variables so that Cρπ ≡ 0.
Note that Kt(π) ≤ O(s log N ), because one can specify each restricted variable of π by
using O(log N ) bits. Thus we have Kt(0N ◦ π ◦ ρ) ≤ O(s log N ) + Kt(ρ). On the other hand,
C(0N ◦π ◦ρ) = Cρπ (0N ) = 0. Therefore, we obtain MKtP[O(s log N )+Kt(ρ)] 6⊆ C −1 (1). J
Now we are ready to prove the main result of this section.
Proof of Theorem 15. Assume, by way of contradiction, that there is a circuit C of size M :=
e
N O(1) and depth d that computes MKtP[d · O(log
N )3 , N/ω(log N )d ]. Using Corollary 19,
we take a restriction ρ such that Cρ is a decision tree of depth s = O(log N ). By Lemma 20,
we have Cρ ≡ 1, under the assumption that O(s log N ) + Kt(ρ) ≤ θ(N ), which is satisfied
by choosing θ(N ) large enough. Now, by counting the number of inputs accepted by Cρ ,
we obtain
d

2N/O(log N ) ≤ 2|ρ

−1

(∗)|

0

= |(Cρ )−1 (1)| ≤ 2θ (N )+1 ,

where, in the last inequality, we used the fact that the number of strings whose Kt complexity
0
is at most θ0 (N ) is at most 2θ (N )+1 . However, the inequality contradicts the choice of
θ0 (N ).
J
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NQP * NC1 and Formula-XOR or GapAND-Formula for MCSP

This section is devoted to proving HM Frontier B1 and HM Frontier D1. In fact, we provide
two different proofs of HM Frontier B1, one based on [42], another one based on [10].
In both proofs, the hardness magnification is achieved by constructing an oracle circuit for
MCSP. The most interesting part of the first proof is that it gives a conditional construction
assuming QP ⊆ P/poly. While the oracle circuit construction can be made unconditional
(as in the second proof), it illustrates a potentially more applicable approach: proving the
hardness magnification theorem while assuming the target circuit lower bound is false (i.e.,
NQP ⊆ NC1 ).

3.2.1

Reduction Based Approach from [42]

In the initial magnification theorem [42, Theorem 1], approximate MCSP was shown to
admit hardness magnification phenomena. Here we present a similar hardness magnification
theorem for a worst-case version of MCSP.
A natural way of reducing worst-case MCSP to approximate MCSP is to apply errorcorrecting codes. Error-correcting codes map a hard Boolean function to a Boolean function
which is hard on average. A problem with this approach is that error-correcting codes do not
guarantee that an easy Boolean function will be mapped to an easy Boolean function. Our
main idea is to enforce the latter property with an extra assumption QP ⊆ P/poly. Here,
O(1)
O(1)
n
n
QP denotes TIME[nlog
]. Similarly, NQP will stand for NTIME[nlog
].
We will use the following explicit error-correcting code.
I Theorem 21 (Explicit linear error-correcting codes [30, 48]). There exists a sequence
{EN }N ∈N of error-correcting codes EN : {0, 1}N → {0, 1}M (N ) with the following properties:
EN (x) can be computed by a uniform deterministic algorithm running in time poly(N ).
M (N ) = b · N for a fixed b ≥ 1.
There exists a constant δ > 0 such that any codeword EN (x) ∈ {0, 1}M (N ) that is
corrupted on at most a δ-fraction of coordinates can be uniquely decoded to x by a uniform
deterministic algorithm D running in time poly(M (N )).
Each output bit is computed by a parity function: for each input length N ≥ 1 and for
each coordinate i ∈ [M (N )], there exists a set SN,i ⊆ [N ] such that for every x ∈ {0, 1}N ,
EN (x)i =

M

xj .

j∈SN,i

Under the assumption that QP ⊆ P/poly, we present an efficient reduction from worst-case
MCSP to approximate MCSP: Given the truth table of a function f , we simply map it to
EN (tt(f )). The following lemma establishes the correctness of this reduction.
I Lemma 22 (Reducing worst-case MCSP to approximate MCSP). Assume QP ⊆ P/poly.
Then the error-correcting code EN from Theorem 21 satisfies the following:
1/3

√

1. fn ∈ Circuit[2n ] ⇒ EN (tt(fn )) ∈ Circuit[2 m ],14
√
2/3
2. fn 6∈ Circuit[2n ] ⇒ EN (tt(fn )) is hard to (1 − δ)-approximate by 2 m -size circuits,
where m = Θ(n).

14

Here we identify EN (tt(fn )) with the function whose truth table is EN (tt(fn )).
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Proof. For the first implication we consider the map
C, i 7→ EN (tt(C))i
1/3

where C is a circuit with n inputs and size 2n , i ∈ {0, 1}m , and m = log |EN |. The map
1/3
takes an input of length 2O(n ) , and is computable in time 2O(n) ; hence the map is in
1/3
QP ⊆ P/poly. Thus, there exists a circuit F of size 2O(n ) that, taking the description of a
1/3
circuit C of size 2n and i ∈ {0, 1}m as input, outputs the ith bit of EN (tt(C)). Therefore
1/3
if fn is computed by a circuit C of size
2n , the function i 7→ EN (tt(fn ))i is computable by
√
1/3
a circuit F (C, -) of size 2O(n ) < 2 m .
The second implication is obtained in a similar way by considering the map
C, i 7→ DN (tt(C))i
√

where C is a circuit with m = log |EN | inputs and size 2 m , i ∈ {0, 1}n and DN is an efficient
decoder of EN . The new map is computable in time 2O(m) and again
is in QP ⊆ P/poly.
√
Therefore if EN (tt(fn ))√is (1 − δ)-approximated by a circuit C of size 2 m , fn is computable
2/3
by a circuit of size 2O( m) < 2n .
J
Since the error-correcting code of Theorem 21 can be computed by using one layer of
XOR gates, we obtain the following corollary.
1/3

2/3

I Corollary
23.
If QP ⊆ P/poly, then MCSP[2n , 2n ] is reducible to
√
√
n
n
MCSP[(2 , 0), (2 , δ)] by using a many-one reduction computed by a linear-size circuit of
XOR gates.
We are ready to prove the main result of this section:
I Theorem 24 (Magnification for worst-case MCSP via error-correcting codes).
1/3
2/3
Assume that MCSP[2n , 2n ] 6∈ Formula-XOR[N 1+ε ] for some constant ε > 0. Then either
QP 6⊆ P/poly or NP 6⊆ NC1 . In particular, NQP 6⊆ NC1 .
that QP
⊆ P/poly and NP ⊆ NC1 . [42, Lemma
Proof. We prove the contrapositive. Assume
√
√
16] shows that NP ⊆ NC1 implies MCSP[(2 n , 0), (2 n , δ)] ∈ Formula[N 1+ε ] for any constant
1/3
2/3
ε > 0. By combining this with Corollary 23, we obtain that MCSP[2n , 2n ] ∈ FormulaXOR[O(N 1+ε )].
J

3.2.2

Kernelization Based Approach from [10]

Now we give another proof of HM Frontier B1 by adapting techniques from [10]. In fact,
the following proof implies (under a straightforward adjustment of parameters) both HM
Frontier B1 and HM Frontier D1.
I Theorem 25 (Magnification for worst-case MCSP via kernelization for GapAND1/3
Formula-XOR). Assume that MCSP[2n ] 6∈ GapANDO(N ) -Formula-XOR[N ε ] for some constant ε > 0. Then NQP 6⊆ NC1 .
Proof Sketch. The following proof is just an adaption of Theorem 3.4 of [10].
1/3
1/3
1/3
Let N = 2n and s = 2n
= 2(log N ) . Let S = MCSP[2n ]−1 (1) (that is, all yes
1/3
instances of MCSP[2n ] on inputs of length N ), and m = |S|. We have that m ≤ sO(s) . Let
EN be the error correcting code from Theorem 21. Recall that EN maps from {0, 1}N to
{0, 1}b·N for a constant b.
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Let T = c1 · log m for a large enough constant c1 . Suppose we pick T random indexes
I = (i1 , i2 , . . . , iT ) from [b · N ] independently and uniformly at random. Given x ∈ {0, 1}N ,
let HI (x) := (EN (x)i1 , EN (x)i2 , . . . , EN (x)iT ).
By a Chernoff bound and a union bound, we can see that with high probability over
random choices of I, all inputs from S are mapped into distinct strings in {0, 1}T by HI .
We fix such a good collection of indexes Igood .
Now, consider the following language
Lcheck : [b · N ]T × {0, 1}T × [b · N ] × {0, 1} → {0, 1},
which takes as inputs I (hash function coordinates), w (hash value), i (index), and z
(check-bit). Lcheck (I, w, i, z) guesses an input y ∈ {0, 1}N , and accepts if HI (y) = w,
1/3
MCSP[2n ](y) = 1, and EN (y)i = z. It is easy to see that Lcheck is in NQP.
1/3
Given x
∈
{0, 1}N ,
we claim that MCSP[2n ](x)
=
1 iff
Lcheck (Igood , HIgood (x), i, EN (x)i ) = 1 for all i ∈ [b · N ].
1/3

1. When MCSP[2n ](x) = 1, on the particular guess y = x, Lcheck (Igood , HIgood (x), i, EN (x)i )
accepts for all i ∈ [b · N ].
1/3
2. When MCSP[2n ](x) = 0, we set z = HIgood (x). By our choice of Igood , there is at most
1/3
one x0 satisfying both MCSP[2n ](x0 ) = 1 and HIgood (x0 ) = z. If there is no such x0 , then
all Lcheck (Igood , HIgood (x), i, xi ) reject. Otherwise, we have x 6= x0 . Let i be an index such
that EN (x)i 6= EN (x0 )i . Then Lcheck (Igood , HIgood (x), i, EN (x)i ) rejects.
Moreover, in the second case, Lcheck (Igood , HIgood (x), i, EN (x)i ) indeed rejects at least for
a constant fraction of i ∈ [b · N ], since EN (x) is an error correcting code,
Now suppose NQP ⊆ NC1 for the sake of contradiction. Since HIgood (x) can be computed
by T = N o(1) many XOR gates (Igood is hardwired into the circuit), we can construct
1/3
b · N Formula-XOR[N o(1) ] circuits C1 , C2 , . . . , Cb·N , such that if MCSP[2n ](x) = 1 then
Ci (x) = 1 for all x, and otherwise Ci (x) = 0 for a constant fraction of i’s.
By a simple error reduction via random sampling, we construct m = O(N ) Formula1/3
XOR[N o(1) ] circuits D1 , D2 , . . . , Dm , such that if MCSP[2n ](x) = 1 then Di (x) = 1 for
all x, and otherwise Di (x) = 0 for at least a 0.9 fraction of inputs. Hence, we have
1/3
MCSP[2n ] ∈ GapANDO(N ) -Formula-XOR[N o(1) ], a contradiction to the assumption.
J
I Remark 26. We note that GapANDO(N ) -Formula-XOR[N ε ] circuits are a special case of
both Formula-XOR[N 1+ε ] circuits and GapANDO(N ) -Formula[N 2+ε ] circuits. Therefore, the
above proof implies both HM Frontier B1 and HM Frontier D1.

3.3

NP * NC1 and Almost-Formula Lower Bounds for MCSP
o(1)

o(1)

Recall that near-quadratic formula lower bounds are known for MCSP[2n , 2n ]. On the
other hand, a hardness magnification obtained by a super efficient construction of anticheckers
established in [39] states that NP ⊆ P/poly implies almost linear-size circuits for a worst-case
o(1)
o(1)
version of parameterized MCSP[2n , 2n ]. Consequently, if we could make the hardness
magnification work for formulas, NP 6⊆ NC1 would follow. We make a step in this direction
by showing that NP ⊆ NC1 implies the existence of almost-formulas of almost linear size
o(1)
o(1)
solving the worst-case MCSP[2n , 2n ], cf. Theorem 29. This is established by a more
detailed analysis of the proof from [39] extended with an application of the Valiant-Vazirani
Isolation Lemma (cf. [6, Lemma 17.19]) in the process of selecting anticheckers. We also
observe that almost-formulas of sub-quadratic size cannot solve PARITY, cf. Theorem 30.
These results yield HM Frontier C1 and HM Frontier C3.
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We start the presentation with a lemma needed to derive HM Frontier C1.
I Lemma 27 (Anticheckers). Assume NP ⊆ NC1 . Then for any λ ∈ (0, 1) there are
λ
n+O(nλ )
circuits {C2n }∞
which given tt(f ) ∈ {0, 1}N , outputs 2O(n ) n-bit strings
n=1 of size 2
y1 , . . . , y2O(nλ ) together with bits f (y1 ), . . . , f (y2O(nλ ) ) forming a set of anticheckers for f ,
λ
λ
i.e. if f is hard for circuits of size 2n then every circuit of size 2n /2n fails to compute f
on one of the inputs y1 , . . . , y2O(nλ ) . Moreover, each yi , f (yi ) is generated by a subcircuit of
C2n with inputs y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ), tt(f ) whose only gates with fanout > 1 are
y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ).
Proof. This proof follows [39]. Our contribution here is the “moreover” part, but we also
give a more succinct self-contained proof. For each Boolean function f the desired set of
anticheckers is known to exist, the only problem is to find it with a circuit of the desired
size and formula-like form. In order to do so, we will simulate the proof of the existence of
anticheckers, but make the involved counting constructive by using linear hash functions
and the assumption NP ⊆ NC1 . Additionally, for the “moreover” part of the lemma, we
will employ the Valiant-Vazirani Isolation Lemma (cf. [6, Lemma 17.19]) in the process of
selecting good anticheckers.
λ

Let λ ∈ (0, 1) and f be a Boolean function with n inputs hard for circuits of size 2n .
For j n-bit strings y1 , . . . , yj and s ∈ [0, 1], define a predicate
λ

Pf (y1 , . . . , yj )[s] iff ≤ s fraction of all circuits of size 2n /2n compute f on y1 , . . . , yj .
λ

Further, let Rf (y1 , . . . , yj ) be the number of circuits of size 2n /2n which do not make any
error on y1 , . . . , yj when computing f . Note that Pf and Rf depend on j values of f , not on
the whole tt(f ), but for simplicity we do not display them.
Suppose that given tt(f ) we already generated y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ) such that
Pf (y1 , . . . , yi−1 )[(1 − 1/4n)i−1 ] holds. For i = 1 the generated set is empty. We want to find
yi , f (yi ) such that Pf (y1 , . . . , yi )[(1 − 1/4n)i ]. In order to do so, we will construct a formula
λ
λ
F (y1 , . . . , yi , f (y1 ), . . . , f (yi )) of size 2O(n ) (if i ≤ 2O(n ) ) such that under the assumption
Rf (y1 , . . . , yi−1 ) ≥ 2n2 ,
⇒

F (y1 , . . . , yi , f (y1 ), . . . , f (yi )) = 1
Pf (y1 , . . . , yi−1 )[(1 − 1/4n)i−1 ]

⇒

Pf (y1 , . . . , yi )[(1 − 1/4n)i ]
∃yi , F (y1 , . . . , yi , f (y1 ), . . . , f (yi )) = 1.

Assume for now that we already have such a formula F . We firstly show how to find yi , f (yi )
given F by an exhaustive search through all n-bit strings in combination with Valiant-Vazirani
Lemma.
λ
Consider a 2O(n ) -size formula F r,h (y1 , . . . , yi−1 , z, f (y1 ), . . . , f (yi−1 ), f (z)) computing
the following predicate
F (y1 , . . . , yi−1 , z, f (y1 ), . . . , f (yi−1 ), f (z)) ∧ h(z) = 0r

(1)

where z ∈ {0, 1}n , r ≤ n + 2 and h ∈ Hn,r for a pairwise independent efficiently computable
hash function collection Hn,r from {0, 1}n to {0, 1}r . Formula F r,h exists since NP ⊆ NC1 .
By Valiant-Vazirani Lemma, for fixed y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ), if h is chosen randomly
from Hn,r and r randomly from {2, . . . , n + 1}, then with probability ≥ 1/8n, there is a
λ
unique z satisfying (1). Therefore, the probability that none of 2O(n ) many randomly
chosen tuples r, h guarantees a unique solution is < (1 − 1/8n)2

O(nλ )

≤ 1/22

O(nλ )

/8n

. That
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λ

is, there exist a set R of 2O(n ) tuples r, h such that for each y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ),
at least one tuple r, h from R will guarantee a unique solution. Consequently, for each
λ
y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ) for at least one r, h ∈ R the following 2n+O(n ) -size formula
_
(bkj ∧ F r,h (y1 , . . . , yi−1 , bk , f (y1 ), . . . , f (yi−1 ), f (bk )),
k=1,...,2n

where bkj is the jth bit of the kth n-bit string bk (in the lexicographic order), outputs the
λ

jth bit of a good antichecker yi . Since NP ⊆ NC1 , we can select the right yi from the 2O(n )
λ
candidate strings corresponding to tuples r, h from R by applying a formula of size 2O(n ) on
top of them. Having yi , a formula of size poly(n)2n with access to tt(f ) can generate f (yi ).
λ
Iteratively, a circuit of size 2n+O(n ) will generate y1 , . . . , y2O(nλ ) , f (y1 ), . . . , f (y2O(nλ ) )
such that Pf (y1 , . . . , y2O(nλ ) )[(1 − 1/4n)2

O(nλ )

] as long as Rf (y1 , . . . , y2O(nλ ) ) ≥ 2n2 . Deciding

whether Rf (y1 , . . . , yi ) ≥ 2n2 is in NP ⊆ NC1 (on input y1 , . . . , yi , f (y1 ), . . . , f (yi ), 12
O(nλ )

2O(n

λ)

λ)

2O(n

nλ

), so

/4n

≤ 1/2
there are formulas of size 2
for it. Since (1 − 1/4n)
, we reach
λ
Rf (y1 , . . . , yi ) < 2n2 with i ≤ 2O(n ) . When this happens, the remaining < 2n2 circuits of
λ
size 2n /2n can be generated by an NPcoNP algorithm, and since NP ⊆ NC1 , by a formula of
λ
size 2O(n ) . Finally, for each of the remaining circuits we can find an n bit string witnessing
λ
its error exhaustively by a formula of size 2n+O(n ) . Altogether, the desired anticheckers
λ
y1 , . . . , y2O(nλ ) with bits f (y1 ), . . . , f (y2O(nλ ) ) will be generated by a circuit of size 2n+O(n ) .
Note that this circuit will have the desired formula-like structure because its only gates with
fanout bigger than 1 are those computing tuples yi , f (yi ).
B Claim 28. If Pf (y1 , . . . , yi−1 )[(1 − 1/4n)i−1 ] and Rf (y1 , . . . , yi−1 ) ≥ 2n2 , then for some
yi , Pf (y1 , . . . , yi )[(1 − 1/4n)i−1 (1 − 1/2n)].
Claim 28 is proved by a standard counting argument, cf. [39, Claim 22]. Observe that
with Claim 28 we can construct the desired formula F . Here we employ approximate
counting with linear hash functions: if X ⊆ {0, 1}m is a set of size s, there are matrices
A1 , . . . , Alog(4sc ) such that each Aj defines a linear function mapping a Cartesian power
X c to (s(1 + ε))c / log(4sc ), for c = 2(ε−1 (log log s + log ε−1 )). Moreover, for each Aj there
S
is Xjc ⊆ X c satisfying ∀x ∈ Xjc ∀x0 ∈ X c (x 6= x0 → Aj (x) 6= Aj (x0 )), and j Xjc = X c .
Mapping x ∈ X c to Aj (x) in the jth block of size (s(1 + ε))c / log(4sc ), for the first Aj with
x ∈ Xjc , thus defines an injection from X c to (s(1 + ε))c which witnesses that the size of X
is ≤ s(1 + ε). See e.g. [28, Section 3, 2nd paragraph] for details.
Therefore, once we have Pf (y1 , . . . , yi )[(1 − 1/4n)i−1 (1 − 1/2n)] we can conclude that
there are matrices A1 , . . . , A2O(nλ ) defining an injective mapping of a Cartesian power (with
λ
exponent of rate poly(n)) of the set of all circuits of size 2n /2n that compute f on y1 , . . . , yi
to the same Cartesian power of (1 − 1/4n)i−1 (1 − 1/2n)(1 + 1/4n) ≤ (1 − 1/4n)i fraction
λ
of the set of all circuits of size 2n /2n. The existence of such matrices, not only witnesses
Pf (y1 , . . . , yi )[(1 − 1/4n)i ] but is also an NPcoNP property, and since NP ⊆ NC1 , decidable
λ
by a formula F of size 2O(n ) .
J
1/2

1/2

I Theorem 29 (Improved magnification via anticheckers). Assume that MCSP[2n /2n, 2n ]
1/2
is hard for circuits C (with 2n inputs) of size 2n+O(n ) with the following form.
Given tt(f ), subcircuits of C generate y1 , . . . , y2O(n1/2 ) , f (y1 ), . . . , f (y2O(n1/2 ) ) so that each
yi , f (yi ) is generated by a subcircuit of C with inputs y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ), tt(f )
whose only gates with fanout > 1 are y1 , . . . , yi−1 , f (y1 ), . . . , f (yi−1 ).
Having
1/2
y1 , . . . , y2O(n1/2 ) , f (y1 ), . . . , f (y2O(n1/2 ) ), C applies a formula of size 2O(n ) on top of these
gates.
Then NP 6⊆ NC1 .
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1/2

1/2

1/2

Proof. If NP ⊆ NC1 , then MCSP[2n /2n, 2n ] can be solved by circuits of size 2n+O(n )
of the required form: given a Boolean function f , apply Lemma 27 to generate a set of its
anticheckers y1 , . . . , y2O(n1/2 ) together with bits f (y1 ), . . . , f (y2O(n1/2 ) ) and using NP ⊆ NC1
decide whether f is hard for circuits of size 2n

1/2

/2n on y1 , . . . , y2O(n1/2 ) .

J

Note that circuits from the assumption of hardness magnification via anticheckers, The1/2
orem 29, are 2O(n ) -almost formulas of almost linear size which gives us HM Frontier C1.
We can now complement it with HM Frontier C3.
Consider an s-almost formula. Each gate G of F with fanout larger than 1 is computed
by a formula with inputs being either the original inputs of F or gates of F with fanout
larger than 1. We call any maximal formula of this form a principal formula of G.
I Theorem 30. PARITY 6∈ nε -almost-Formula[n2−9ε ], if ε < 1.
Proof Sketch. For the sake of contradiction, assume PARITY has nε -almost formulas of size
n2−9ε . Since there are only nε gates of fanout > 1, we can replace these gates by appropriate
constants and obtain formulas Fn of size n2−8ε computing PARITY with probability ≥
ε
1/2 + 1/2n . In more detail, each formula Fn checks if the principal formulas compute
the fixed constants. If this is the case, then Fn outputs the output of the original almostformula (since gates with fan-out larger than 1 are fixed, the output can be computed by a
formula). Otherwise, Fn outputs a fixed constant, whichever is better on the majority of
the remaining inputs. This does not increase the size of the resulting formula Fn by more
than a constant factor. As pointed out by Komargodski-Raz [32], each boolean
function f
p
on n input bits can be approximated by a real polynomial of degree O(t L(f ) logloglogn n ) up
to a point-wise additive error of 2−t , and this can be shown to imply that each formula of
size o((n/t)2 (log log n/ log n)2 ) computes PARITY over n input bits with probability at most
1/2 + 1/2t+O(1) (for large enough t). Taking t = n2ε we get a contradiction.
J

3.4

NP * NC1 and AC0 Lower Bounds for (n − k)-Clique

In this Section, we discuss the proofs of some statements claimed in HM Frontier E from
Section 1.1. Recall that we consider graphs on n vertices that are described in the adjacency
matrix representation. The input graph is therefore represented using m = Θ(n2 ) bits. We
begin with the proof of the magnification result in HM Frontier E1.
I Proposition 31. Let k(n) = (log n)C for some constant C. If there exists ε > 0 such that
for every depth d ≥ 1, (n − k)-Clique ∈
/ AC0d [m1+ε ], then NP * NC1 .
Proof. We use a straightforward reduction to the magnification theorem for k-Vertex-Cover
established in [42, Theorem 7]. (We state Proposition 31 in a slightly weaker form just for
simplicity.) Indeed, a graph G on n vertices has a vertex cover of size ≤ k if and only if G has
an independent set of size ≥ n − k. In turn, the latter is true if and only if the complement
graph G has a clique of size ≥ n − k. Therefore, by negating input literals, the complexities
of (n − k)-Clique and k-Vertex-Cover are equivalent with respect to AC0 circuits. For this
reason, the hardness magnification theorem of [42] immediately implies Proposition 31. J
We state below conditional and unconditional lower bounds on the complexity of detecting
very large cliques. The next proposition implies the lower bound claimed in HM Frontier E4.
I Proposition 32 ([4]; see also [29, Section 9.2]). For k(n) ≤ n/2, every monotone circuit
1/3
for (n − k)-Clique requires 2Ω(k ) gates.
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Interestingly, the problem can be solved by (bounded depth) polynomial size monotone
√
circuits if k ≤ log n [4].
Finally, by the observation employed in the proof of Proposition 31, for non-monotone
computations the complexities of detecting large cliques and small vertex covers are equivalent.
A consequence of this is that one can show the following result, which implies the statement
in HM Frontier E2.
I Proposition 33. If ETH for non-uniform circuits holds, then (n − k)-Clique ∈
/ P/poly as
long as ω(log n) ≤ k ≤ n/2.
Indeed, under ETH the k-Vertex-Cover problem cannot be solved in time 2o(k) · poly(m)
(see [26] and [17, Theorem 29.5.9]). Further discussion on the conditional hardness of
k-Vertex-Cover that also applies to (n − k)-Clique appears in [42].

4
4.1

Hardness Magnification and Natural Proofs
Equivalences

The main contribution of this section is new hardness magnification results showing nonlearnability of circuit classes from slightly super-linear lower bounds for the approximate
version of MCSP and the gap version of MCSP. We then use these magnification results to
establish a series of equivalences.
I Lemma 34 (Hardness Magnification for Learnability from Lower Bounds for Approximate
MCSP). Let s, t : N → N be size functions such that n ≤ s(n) ≤ t(n) and ε, δ be parameters such that ε < 1/2, 0 ≤ δ ≤ 1/9. If for infinitely many input lengths N = 2n ,
MCSP[(s, 0), (t, ε)] ∈
/ Circuit[N · poly(t(n)/ε)], then for infinitely many inputs n, Circuit[s(n)]
cannot be learnt up to error ε/2 with confidence 1 − δ by t(n)-size circuits using non-adaptive
membership queries over the uniform distribution.
We also show a related result which gives lower bounds for learnability of a circuit class
C using C-circuits by starting with a lower bound against worst-case MCSP instead of the
average-case.
I Lemma 35 (Hardness Magnification for Learnability from Lower Bounds for Gap MCSP).
Let c ≥ 1 be an arbitrary constant. If there is ε < 1/2, such that infinitely many input
lengths N = 2n , MCSP[nc , 2n /nc ] ∈
/ Circuit[N 1+ε ], then for every γ ∈ (0, 1), for infinitely
many inputs n, Circuit[nc ] cannot be learnt up to error 1/O(n2c ) with confidence 1 − 1/n by
γ
Circuit[2O(n ) ]-circuits using non-adaptive membership queries over the uniform distribution.
Proof of Theorem 1. The following implications establish the desired equivalences.
(a) =⇒ (c): For the parameters c, γ, ε given by (a), we apply Lemma 34 for s(n) = nc and
γ
t(n) = 2n , to see that for some γ 0 > 0, Circuit[nc ] cannot be learned by circuits of size
γ0
2O(n ) via non-adaptive queries up to an error O(1/nc ).
(c) =⇒ (d): We show the contrapositive of this implication. Suppose that for every d ≥ 1,
there exists a Circuit[poly(n)]-natural property that is useful against Circuit[nd ] for all large
enough n. By Theorem 5, for every c ≥ 1, we can learn Circuit[nc ] by a sequence of oracle
1/2
Circuit[2O(n ) ]-circuits up to an error of n−c , by choosing d = 2ac for the constant a from
Theorem 5.
(d) =⇒ (a), (d) =⇒ (b): Trivial, using the fact that random functions are hard.
(c) =⇒ (e): Follows from the contrapositive of Theorem 10.
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(e) =⇒ (c): Follows from the non-uniform version of Proposition 29 in [41], using essentially
the same proof.
(b) =⇒ (c): For the parameter c given by (b), we apply Lemma 35 to see that Circuit[nc ]
γ
cannot be learned by circuits of size 2O(n ) via non-adaptive queries up to an error O(1/nc ),
for any γ ∈ (0, 1).
J
We now complete the proof of Theorem 1 by proving Lemmas 34 and 35.
Proof of Lemma 34. For the promise problem MCSP[(s, 0), (t, ε)] over N inputs, define
Πyes = {y ∈ {0, 1}N | ∃ circuit of size ≤ s(n) that computes fy }
Πno = {y ∈ {0, 1}N | no circuit of size ≤ t(n) (1 − ε)-approximates fy }
We prove the contrapositive of the statement, by showing a reduction from
MCSP[(s, 0), (t, ε)] to a learning algorithm for Circuit[s(n)] using non-adaptive membership queries over the uniform distribution. For a fixed ε < 1/2 and 0 ≤ δ ≤ 1/9, let
{Dn }n≥1 ∈ Circuit[t(n)] be the corresponding sequence of oracle circuits which learns
Circuit[s(n)] up to error ε/2, where Dn makes non-adaptive queries to some function
f ∈ Circuit[s(n)] over n inputs.
N
nq(n)
Let q = q(n) = 200
× {0, 1}t(n) → {0, 1} as the sequence
ε2 . Define FN : {0, 1} × {0, 1}
of randomized circuits such that :
z ∈ Πyes =⇒ Pr {FN (z, y1 , w) = 1} > 2/3
y1 ,w

z ∈ Πno =⇒ Pr {FN (z, y1 , w) = 1} < 1/3
y1 ,w

The reduction FN does the following. Let Y = (x1 , . . . , xt(n) ) be the set of queries made
by Dn . FN runs the learner Dn with input w as its source of internal randomness and
answers its oracle queries to fz by using the other input z ∈ {0, 1}N . If the output string
of the learner cannot be interpreted as a t(n)-sized circuit, then FN outputs 0. Otherwise,
let h be the t(n)-sized circuit on n inputs, which can interpret the hypothesis output by
the learner as a t(n)-sized circuit. FN then interprets the random input y1 as a sequence
of q random examples v1 , . . . , vq ∈ {0, 1}n and computes h on each of these. It then forms
a string u ∈ {0, 1}q , where for every i ∈ [q], ui = 1 if and only if h(vi ) = fz (vi ). Finally, it
uses a threshold gate on T on q(n) inputs to check if the Hamming weight of u is at least
((1 − 3ε/4)q).
We now show the correctness of the reduction. If z ∈ Πyes , then fz is computed by some
circuit of size at most s(n). Thus, for every random choice of y1 and w, Dn can learn the
function fz and with probability at least (1 − δ), output a hypothesis h which has an error
of at most ε/2 with respect to fz . Now, for the q samples given by y1 , by an application of
Hoeffding’s inequality (Lemma 13), the probability that the Hamming weight of u ∈ {0, 1}q
is lesser than (1 − 0.6ε) q is at most 2 exp(−2qε2 /100) which is at most 1/4 for our choice of
q. When δ ≤ 1/9, we see that T (u) = 1 with probability at least (1 − δ)3/4 ≥ 2/3.
On the other hand, if z ∈ Πno , then no circuit of size at most t(n) can even (1 − ε)approximate fz . Thus, for any random choice of y1 and w, any hypothesis h which Dn
outputs is a circuit of size at most t(n) and thus is at least ε-far from fz . By a similar
application of Hoeffding’s inequality, we see that the probability that the Hamming weight
of u ∈ {0, 1}q is greater than (1 − 0.9ε) q is at most 2 exp(−2qε2 /100) ≤ 1/4. Therefore,
T (u) = 0 with probability 2/3.
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For the next step, we need to derandomize the circuits FN . Define EN as
R

EN : {0, 1}N × {0, 1}n·q+t(n)
→ {0, 1}
EN (z, y (1) , . . . , y (R) ) =MAJR (FN (z, y (1) ), . . . , FN (z, y (R) ))
where R = CN and each y (j) ∈ {0, 1}n·q+t(n) , for each j ∈ [R].
When, z ∈ Πyes , then using Hoeffding’s inequality, we see that with probability at
most 2−2N (for suitably chosen C), the string (FN (z, y (1) ), . . . , FN (z, y (R) )) has Hamming
weight ≤ 3R/5. Similarly, when z ∈ Πno , with probability at most 2−2N , the string
(FN (z, y (1) ), . . . , FN (z, y (R) )) has Hamming weight ≥ 2R/5. Thus, the majority gate differentiates between the two cases except with probability at most 2−2N . We use Adleman’s
trick [6] to fix a string α ∈ {0, 1}R·(n·q+t(n)) which correctly derandomizes FN on all in∗
puts in Πyes and Πno and call the resulting circuit as EN
which computes the function
∗
EN
: {0, 1}N → {0, 1}.
∗
We next compute the size of EN
. Each FN (z, y (i) ) is fixed to FN (z, α(i) ), where α(i) ∈
(n·q+t(n))
th
{0, 1}
is the i section of the hardwired random string α. Observe that for the
set of oracle queries Y made by Dn , it is enough to use appropriate literals from the input
z whenever we need to access the truth table of fz . Indeed, whenever Dn uses a random
example, the randomness comes from α(i) which is fixed non-uniformly and whenever it
makes a membership query, the set of queries Y is fixed for Dn because of its non-adaptivity.
Recall that the size of the circuit Dn is t(n) and the hypothesis h output by the learner
can be interpreted as a circuit and efficiently computed by another circuit of size poly(t(n)).
Thus, the circuit size to compute FN (z, α) is at most poly(t(n) · q) and the total circuit size
∗
to construct EN
is O(N · poly(t(n)/ε)).
J
Proof sketch of Lemma 35. We show a two-sided error
 randomized reduction from
MCSP[nc , 2n /nc ] to {Dn }n≥1 . Let q = q(n) = O n3c . The reduction is almost the
same as that of Lemma 34. Here we use a threshold gate on q(n) inputs which answers 1
whenever the Hamming weight of its input is greater than (1 − 1/n1.5c )q(n).
When the input to MCSP[nc , 2n /nc ] is a yes instance, with probability at least (1 − 1/n),
γ
Dn outputs a hypothesis hn ∈ Circuit[2n ] which has error at most 1/O(n2c ). Now for the
q(n) samples drawn uniformly at random, the probability that h agrees with the input
instance on at least a (1 − 1/n1.5c )q(n) samples is at least (1 − 1/n)2/3.
When the input to MCSP[nc , 2n /nc ] is a no instance, any hypothesis h which Dn outputs
must have error greater than 1/O(nc+2 ). Indeed, if the error is less than O(1/nc+2 ), then
n
by hardwiring all the error inputs by using circuits of size at most O n2c+2 · n we get a
circuit of size at most 2n /nc , which is a contradiction to the promise of the no instance. By
Hoeffding’s inequality, the probability that h agrees with the input instance on at most a
(1 − 1/n1.5c )q(n) samples is at least 2/3.
The derandomization is the same as that of Lemma 34, obtained by repeating the
above reduction R = O(N ) times and computing the majority over the R outputs of the
γ
reduction. The circuit size to compute MCSP[nc , 2n /nc ] is thus O(N · 2O(n ) n3c ) = O(N 1+ε ),
for ε = o(1).
J

4.2

Towards a More Robust Theory

The question of non-naturalizability of hardness magnification for MCSP[nc /2n, nc ] is connecγ
ted to the question of basing hardness of learning on the assumption NP 6⊆ Circuit[2O(n ) ].
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I Proposition 36. Assume that for every γ ∈ (0, 1) there is d ≥ 2 such that NP 6⊆
γ
γ
Circuit[2O(n ) ] implies hardness of learning Circuit[nd ] by 2n -size circuits with error 1/nd .
Then, there is a constant e such that for every γ ∈ (0, 1) and c ≥ 1, MCSP[nc /2n, nc ] ∈
/
Circuit[N 1+eγc ] implies that there is no P/poly-natural property against P/poly.
Proof. By Theorem 5, P/poly-natural property against P/poly implies that for every d there
γ
is γ < 1/d and 2n -size circuits learning Circuit[nd ] with error 1/nd . By our assumption, this
γ
γ
implies NP ⊆ Circuit[2O(n ) ]. We can now use NP ⊆ Circuit[2O(n ) ] as the assumption in the
proof of Theorem 29 to conclude that there is a constant e independent of γ such that for
c ≥ 1, MCSP[nc /2n, nc ] ∈ Circuit[N 1+eγc ].
J

A form of the opposite implication holds as well if we assume NP-completeness of MCSP.
Moreover, instead of the non-naturalizability of hardness magnification, we need to assume a
reduction from worst-case MCSP to approximate MCSP.
I Definition 37. A p-time algorithm A k-reduces MCSP[s, t] to MCSP[(s, 0), (t, ε)] if it maps
instances of MCSP[s, t] to instances of MCSP[(s, 0), (t, ε)] and
1. For f ∈ Circuit[s], A(tt(f )) is the truth-table of a Boolean function in Circuit[sk ].
2. For f 6∈ Circuit[t], A(tt(f )) is not (1 − ε)-approximable by circuits of size t1/k .
I Proposition 38. Assume there is a p-time algorithm k-reducing MCSP[s, t] to
MCSP[(s, 0), (t, ε)] and that for all 0 < α < β < 1, MCSP[2αn , 2βn ] is NP-complete. If
for every sufficiently small α > 0 there is β < 1/k and a 2βn -time algorithm learning
Circuit[2αn ] with error ε, then P = NP.
Proof. Let A bet the p-time k-reduction from the statement and α > 0 be sufficiently small.
Assume we can learn in 2βn -time Circuit[2kαn ] with error ε and kα < β < 1/k. This implies
that MCSP[(2kαn , 0), (2βn , ε)] can be solved in p-time. Since A reduces an NP-complete
problem MCSP[2αn , 2kβn ] to MCSP[(2kαn , 0), (2βn , ε)], this shows that P = NP.
J

5
5.1
5.1.1

The Locality Barrier
Lower Bounds Above Magnification Threshold
The Razborov-Smolensky Polynomial Approximation Method

In this section, we observe that the lower bound techniques of Razborov and Smolensky
[44, 49] can be “localized.” The following proposition instantiates the locality barrier for HM
Frontier A.
I Proposition 39 (Locality Barrier for HM Frontier A). The following results hold.
(A1O ) (Oracle Circuits from Magnification) : MKtP[nc , 2nc ] ∈ AND-O-XOR[N 1.01 ].
More precisely, MKtP[nc , 2nc ] is computed by circuits with N 1.01 gates and of the following
form: the output gate is an AND gate of fan-in O(N ), at the middle layer are oracle
gates of fan-in poly(n), and at the bottom layer are XOR gates.
(A3O ) (Extension of Lower Bound
For a constant d, assume that
√ Techniques) :
Qd
O1 , · · · , Od ∈ N satisfy i=1 Oi ≤ N /ω(log N )d . Then Majority cannot be computed by
a depth-d polynomial-size oracle (AC0 [⊕])O circuit whose oracle gates on the i-th level
have fan-in at most Oi .
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The first item is immediate from the proof of Theorem 14 in Section 3.1. In what follows,
we prove the second item of Proposition 39.
Recall that the proof techniques of Razborov and Smolensky [44, 49] consist of two parts:
The first lemma shows that any low degree polynomial cannot approximate Majority. (A
simple proof sketch can be found in, e.g., [33].)
√
I Lemma 40. For any polynomial p ∈ F2 [x1 , · · · , xN ] of degree ≤ N /4,
Pr

x∼{0,1}N

[p(x) 6= Majority(x)] ≥

1
.
4

The second lemma shows that AC0 [⊕] circuits can be approximated by low degree polynomials.
We show that this argument can be localized.
I Lemma 41. Let C be a depth-d polynomial-size oracle AC0 [⊕] circuit whose oracle gates
on the i-th level have fan-in at most Oi . Then there exists a polynomial p ∈ F2 [x1 , · · · , xN ]
Qd
of degree ≤ O(log N )d · i=1 Oi such that Prx∼{0,1}N [p(x) 6= C(x)] < 14 .
Proof Sketch. We convert each layer of the circuit C into a low degree probabilistic polynomial p that approximates C.
Consider the i-th level of a circuit C. NOT, OR, AND, and XOR gates can be converted
into a probabilistic polynomial of degree O(log N ) and error 1/poly(N ) in the standard
way [44]. In order to represent an oracle gate O as a low-degree polynomial, we simply
take the multilinear extension of the oracle gate O. Note that, at the i-th level, the fanin of the oracle gate O is bounded by Oi ; thus the oracle gate at the i-th level can be
represented as a polynomial of degree ≤ Oi . Thus, in either cases, any gate at i-th level can
be represented as a probabilistic polynomial of degree max{O(log N ), Oi }. Continuing this
for i = 1, · · · , d and composing resulting polynomials, we obtain a probabilistic polynomial of
Qd
degree i=1 max{O(log N ), Oi } that approximates C. This implies via standard techniques
the existence of a (deterministic) polynomial of the same degree that correctly computes the
circuit on most inputs.
J
These two lemmas immediately imply the Majority lower bound for (AC0 [⊕])O :
Proof of (A3 O ) of Proposition 39. Suppose that there exists a depth-d polynomial-size
oracle AC0 [⊕] circuit that computes Majority and satisfies the condition of Proposition
√ 39.
Qd
By Lemma 41, there exists a polynomial p of degree at most O(log N )d · i=1 Oi ≤ o( N )
that approximates Majority. However, this contradicts Lemma 40.
J
Finally, we mention that an incomparable bound can be obtained by using a lower bound
for AC0 [⊕] interactive compression games.
I Proposition 42 ([40, Corollary 5.3]). (A3O ) Majority 6∈ (AC0 [⊕])O [poly(n)] if the total
number of input wires in the circuit feeding the O-gates is N/(log N )ω(1) .

5.1.2

The Formula-XOR Lower Bound of [52]

This section captures an instantiation of the locality barrier for HM Frontier B. Throughout
this section we use the {−1, 1} realization of the Boolean domain (that is, −1 represents True
and 1 represents False). Let Formula-XOR on variables x1 , . . . , xn be the class of formulas
where the input leaves are labeled by parity functions of arbitrary arity over x1 , . . . , xn .
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I Proposition 43 (Locality Barrier for HM Frontier B). The following results hold.
1/3

2/3

(B1O ) (Oracle Circuits from Magnification) : For any ε > 0, MCSP[2n , 2n ] ∈
Formula-O-XOR[N 1.01 ], where every oracle O has fan-in at most N ε and appears in the
layer right above the XOR leaves.
(B3O ) (Extension of Lower Bound Techniques) : For any δ > 0, InnerProduct over N
input bits cannot be computed by N 2−3δ -size Formula-O-XOR circuits with at most N 2−3δ
oracle gates of fan-in N δ in the layer right above the XOR leaves, for any oracle O.
To prove item 2 of Proposition 43, we adapt Tal’s [52] lower bound for bipartite formulas15 ,
for which we need the following results.
I Lemma 44 ([47, 52]). Let F be a De Morgan formula of size s which computes f :
√
{−1, 1}n → {1, 1}. Then, there exists a multilinear polynomial p over R of degree O( s),
such that for every x ∈ {−1, 1}n , p(x) ∈ [F (x) − 1/3, F (x) + 1/3].
For any function f : {−1, 1}n → {−1, 1}, f is ε-correlated with a parity pS (x) =
if |Ex∈{−1,1}n [f (x) · pS (x)]| ≥ ε. We have

Q

i∈S

xi ,

I Lemma 45. For any δ > 0, let F (x1 , . . . , xn ) be a Formula-O-XOR formula of size s, where
every oracle O has fan-in at most nδ and appears in the layer right above the XOR leaves.
Then the following hold true:
√

δ

√

1. There exists a multi-linear polynomial p(x1 , . . . , xn ) over R with at most sO( s) · 2n ·O( s)
monomials such that for every x ∈ {−1, 1}n , sign(p(x)) = F (x).


2. There exists a parity function fT (x1 , . . . , xn ) which is at least O(√s) 1nδ O(√s) -correlated
s
·2
with F .
Proof. We assume that the oracle function is a Boolean function on nδ inputs. Let t ≤ s/nδ
be the number of oracle gates in F . Let p1 , . . . , ps be the leaves of F , where each pi is an XOR
gate over x1 , . . . , xn and every oracle gate g1 , . . . , gt is such that gi (x) = O(pi1 (x), . . . , pi` (x)),
where ` = nδ and pij ∈ {p1 , . . . , pt } for every i ∈ [t], j ∈ [`].
Let F 0 be a De morgan formula obtained by replacing oracle gates in F with new variables
zi (for notational simplicity we assume that every leaf is an √
input to some oracle gate), for
0
i ∈ [t]. We now use Lemma 44 on F to get a degree d = O( t) polynomial q(z) such that
for every z ∈ {−1, 1}t , sign(q(z)) = F 0 (z). Expanding q(z) as a multilinear polynomial :
q(z) =

X
S⊆[t],|S|≤d

q̂(S)

Y

zi

i∈S

To prove the first item, we replace each zi by the original leaf and we get that for every
x ∈ {−1, 1}n ,

15

A bipartite formula on variables x1 , . . . , xn , y1 , . . . , yn is a formula such that each leaf computes an
arbitrary function in either (x1 , . . . , xn ) or (y1 , . . . , yn ). Formula-XOR circuits are a subset of bipartite
formulas as one can always write ⊕(x1 , . . . , x2n ) as the parity of ⊕(x1 , . . . , xn ) and ⊕(xn+1 , . . . , x2n ).
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X

F (x) = sign 

q̂(S)

Y

gi (x)

i∈S

S⊆[t],|S|≤d




X

= sign 

q̂(S)

Y

i∈S

S⊆[t],|S|≤d


X

Ô(U )

Y

pij (x)

j∈U

U ⊆[`]









= sign 



X




q̂(S) · 
Ô(Uik )
pik j (x)

j∈Uik
1≤k≤|S|
Ui1 ,...,Ui|S| ⊆[`]

Y

X

S⊆[t]
S={i1 ,...,i|S| }
|S|≤d

Y

where the second equality uses the fact that any Boolean function on ` inputs can be
represented by a multilinear polynomial of degree at most√` where each
coefficient is between
√
δ
[−1, 1]. Clearly the number of monomials is at most sO( s) · 2n ·O( s) .
To prove the second item, firstly observe that for every z ∈ {−1, 1}t , q(z) · F 0 (z) ∈
[2/3, 4/3], because |q(z) − F 0 (z)| ≤ 1/3 for every z. This also means that for the polynomial
n
r(x) = q(g1 (x), . . . , gt (x)), Ex∈{−1,1}
· F (x)]
 [r(x)
 ≥ 2/3.
Q
Given that q̂(S) = Ez∈{−1,1}s q(z) i∈S zi , we see that |q̂(S)| ≤ 4/3. We have
2/3 ≤

[F (x) · r(x)]

E

x∈{−1,1}n


=

E

x∈{−1,1}n


X

F (x) ·

q̂(S)

S⊆[t],|S|≤d

Y

gi (x)

i∈S


≤

X

X

S⊆[t]
Ui1 ,...,Ui|S| ⊆[`]
S={i1 ,...,i|S| }
|S|≤d

q̂(S)

Y
1≤k≤|S|

Ô(Uik )

E

x∈{−1,1}n

F (x)


Y

Y

pik j (x)

1≤k≤|S| j∈Uik

Since, |q̂(S)| ≤ 4/3 for every S ⊆ [t] and |Ô(U )| ≤ 1 for every U ⊆ [`], we
see that there exists a set S of size at most d and sets Ui1 , . . . , Ui|S| such that
h
i
Q
Q
Ex∈{−1,1}n F (x) · 1≤k≤|S| j∈Ui pik j (x) ≥ O(√t) 1nδ O(√t) ≥ O(√s) 1nδ O(√s) . Taking
·2 Q
s
·2
k
Qt
pT be the parity of the parities given by pT = 1≤k≤|S| j∈Ui pik j (x), we see that pT is
1

sO(

√
√
s) ·2nδ O( s)

k

-correlated with F .

J

n
n
Define the Inner Product
Pnmodulo 2 function, InnerProductn : {−1, 1} × {−1, 1} →
(1−xi )(1−yi )/4
{−1, 1} as IPn (x, y) = (−1) i=1
.

Proof Sketch of Proposition 43. The first item follows from an inspection of the proof of
Theorem 25 in Section 3.2. Theorem 24 gives the same oracle circuit construction (with
different oracles) under the assumption QP ⊆ P/poly.
The second item follows from Lemma 45. We observe that three different techniques
used to show Formula-XOR lower bounds localize. Firstly, Tal’s lower bound based on sign
rank shows that the sign rank of any Formula-XOR circuit F is at most the number of
monomials
in √
the polynomial p given by the first item of lemma 45. Since this is at most
√
δ
sO( s) · 2n ·O( s) and InnerProduct has a sign rank which is at least 2n/2 [18], the lower
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bound follows. Secondly, Tal’s lower bound based on the discrepancy of a function also
localizes, as he shows that the discrepancy of F is at least a constant times
 the correlation

of F with the parity fT given by item 2 of Lemma 45, which is at least Ω O(√s) 1nδ O(√s) ,
s

·2

whereas the discrepancy of the inner product is at most 1/2n/2 (cf. [29, Lemma 14.5]), thus
proving the given lower bound for inner product. Finally, we also observe that the lower
bound technique of showing high correlation of F with some parity fT and the fact that
inner product has exactly 2−n/2 -correlation with any parity also localizes to give the same
lower bound.
J

5.1.3

Almost-Formula Lower Bounds

This section captures an instantiation of the locality barrier for HM Frontier C. We recall
the following definition. Consider an s-almost formula. Each gate G of F with fanout larger
than 1 is computed by a formula with inputs being either the original inputs of F or gates of
F with fanout larger than 1. We call any maximal formula of this form a principal formula
of G.
I Theorem 46 (Locality Barrier for HM Frontier C). The following results hold.
1/2
1/2
(C1O ) (Oracle Circuits from Magnification) : MCSP[2n /2n, 2n ] is computable by
1/2
1/2
1/2
2O(n ) -almost formulas of size 2n+O(n ) with oracles of fanin 2O(n ) at the bottom
layer of principal formulas computing gates with fanout larger than 1.
(C3O ) (Extension of Lower Bound Techniques) : For every ε < 1, PARITY is not in
nε -almost-Formula[n2−9ε ] even if the almost-formulas are allowed to use arbitrary oracles
of fanin < nε at the bottom layer of principal formulas computing gates with fanout larger
than 1.
Proof. The first item follows by inspecting the proof of Theorem 29. It is not hard to see
1/2
1/2
1/2
1/2
that MCSP[2n /2n, 2n ] is computable by 2O(n ) -almost formulas FN of size 2n+O(n )
1/2
with local oracles of fanin 2O(n ) . Moreover, the only gates of fanout larger than 1 are the
gates computing anticheckers y1 , . . . , y2O(n1/2 ) with bits f (y1 ), . . . , f (y2O(n1/2 ) ). We want to
show that the local oracles are at the bottom of principal formulas generating gates with
fanout larger than 1. In order to achieve this we need to modify formulas FN a bit.
First, note that FN contains an oracle which is applied on top of anticheckers
y1 , . . . , y2O(n1/2 ) with bits f (y1 ), . . . , f (y2O(n1/2 ) ). In order to ensure that this oracle is
at the bottom of a principal formula computing a gate with fanout bigger than 1 we
simply add dummy negation gates to the output gate and the gates computing anticheckers
y1 , . . . , y2O(n1/2 ) with bits f (y1 ), . . . , f (y2O(n1/2 ) ), if necessary.
Second, note that each yi+1 , f (yi+1 ) is generated as follows: 1. if Rf (y1 , . . . , yi ) ≥ 2n2
then a subformula F 0 generates anticheckers yi+1 , f (yi+1 ), and 2. if Rf (y1 , . . . , yi ) < 2n2 then
a subformula F 00 generates anticheckers yi+1 , f (yi+1 ). In both cases we replace predicates
Rf (y1 , . . . , yi ) < 2n2 by oracles. In case 1, subformulas of F 0 with oracles at the bottom
1/2
compute predicates F r,h from the proof of Lemma 27. This process generates a set of 2O(n )
potential anticheckers. F 0 chooses the right antichecker by applying another oracle. In order
to ensure that this top oracle is at the bottom of a principal formula, we add dummy negation
gates to the gates generating the potential anticheckers. This increases the number of gates
1/2
with fanout larger than 1 only by 2O(n ) . In case 2, yi+1 , f (yi+1 ) is generated by oracles
outputting circuits which have not been killed yet and evaluating them on all possible inputs.
Here we ensure that the oracles are at the bottom by asking them to perform both tasks:
choose the next alive circuit and evaluate it on a given input. The oracle selecting the right
antichecker from the set of potential anticheckers is treated in the same way as in case 1. All
in all, we obtain the desired oracle almost formulas.
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The second item is proved analogously to Theorem 30. For the sake of contradiction
assume PARITY has nε -almost formulas of size n2−9ε with local oracles at the bottom of
principal formulas. Since there are only nε gates of fanout > 1, we can replace these gates by
constants and obtain formulas Fn of size n2−8ε with local oracles at the bottom computing
ε
PARITY with probability ≥ 1/2 + 1/2n . Let L0 (f ) be the size (i.e. the number of leafs)
of the smallest formula with local oracles at the bottom computing f . Since oracles have
fanin < nε and are located at the bottom,p
each function f : {−1, 1}n 7→ {−1, 1} can be
approximated by a polynomial of degree O(t L0 (f ) logloglogn n nε ) up to point-wise error of 2−t .
This implies that each formula of size o((n/t)2 (log log n/ log n)2 (1/nε )2 ) with local oracles at
the bottom computes PARITY with probability at most 1/2 + 1/2t+O(1) (for large enough t).
Taking t = n2ε we get a contradiction.
J

5.1.4

GapAND-Formula Lower Bounds

This section captures an instantiation of the locality barrier for HM Frontier D.
I Theorem 47 (Locality Barrier for HM Frontier D). The following
results hold.
√
MCSP[2 n ] ∈ GapANDO(N ) -ON o(1) 1. (D1O ) (Oracle Circuits from Magnification) :
Formula[N 2 ].
2. (D3O ) (Extension of Lower Bound Techniques) : For 0 < β < ε < 1, AndreevN ∈
/
3−ε
GapANDO(N ) -ON β -Formula[N
].
3. (D3O ) : Furthermore, MCSP[2n /n4 ] ∈
/ GapANDO(N ) -ON β -Formula[N 3−ε ], for 0 < β <
ε < 1.
Item 1 of the theorem above follows directly from Theorem 25.
Next we show that the classical N 3−o(1) formula size lower bound for the Andreev’s
function [21, 51] localizes, even in the presence of a GapAND gate of bounded fan-in at the
top of the formula.
Proof of Item 2. Let m = N/2, recall that AndreevN is defined on a 2m-bit string z = x ◦ y,
where x, y ∈ {0, 1}m . For simplicity, we assume m is a power of 2 in the following.
AndreevN (x, y) first partitions x into log m blocks x1 , x2 , . . . , xlog m , each of length
m/ log m. After that, it computes i ∈ {0, 1}log m as i = PARITY(x1 ) ◦ PARITY(x2 ) ◦
. . . PARITY(xlog m ). It then treats i as an integer from [m], and outputs yi .
Now, suppose there is a GapANDO(N ) -ON β -Formula[N 3−ε ] formula for AndreevN . Suppose
we fix the y variables to a string w ∈ {0, 1}m , and apply a random restriction keeping exactly
one variable from each block alive to x variables, then w.p. 0.9, we obtain a GapANDO(N ) ON β -Formula[N 1−ε · polylog(N )] formula computing fw : {0, 1}log m → {0, 1} [51].
That is, for all w ∈ {0, 1}m , there exists an ON β -Formula[N 1−ε · polylog(N )] formula 0.81−ε+β
·polylog(N )
approximating fw . Note that there are at most 2N
such ON β -Formula[N 1−ε ·
N
polylog(N )] formulas, and there are 2 possible w’s (Note that O is a fixed oracle which
does not depend on w). Since each ON β -Formula[N 1−ε · polylog(N )] formula can only 0.8approximate 2α·N many functions from {0, 1}log m → {0, 1} for a constant α < 1, there must
exist a w such that fw cannot be 0.8-approximated by such formulas, contradiction.
J
Next, we observe that the N 3−o(1) formula lower bound for MCSP [16] also localizes.
Proof of Item 3. We first observe that the PRG construction of [16] also works for oracle
formulas. (We omit the details of this proof.)
B Claim 48 ([16]). For 0 < β < ε < 1, there is M = N 1−Ωβ,ε (1) and a PRG G : {0, 1}M →
{0, 1}N such that the following hold.
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1. For each fixed z ∈ {0, 1}M , G(z), when interpreted as a function from {0, 1}log N → {0, 1},
can be computed by a circuit of size N 1−Ω(1) .
2. For all ON β -Formula[N 3−ε ] formulas C, we have
Pr

z∈{0,1}N

[C(z) = 1] −

Pr

z∈{0,1}M

[C(G(z)) = 1] ≤ 0.01.

Now, suppose MCSP[2n /n4 ] on N = 2n bits can be computed by a GapANDO(N ) -ON β Formula[N 3−ε ] formula C. Let C1 , C2 , . . . , Cb·N be the ON β -Formula[N 3−ε ] sub-formulas of
C under the top GapAND gate, where b is a constant.
We know that
Pr

z∈{0,1}N

[MCSP[2n /n4 ](z) = 1] = o(1).

Since C computes MCSP[2n /n4 ], and C(x) = 0 implies Ci (x) = 0 for at least a 0.9 fraction
of i ∈ [b · N ]. We have that
Pr

i∈[b·N ], z∈{0,1}N

[Ci (z) = 1] ≤ 0.2.

On the other side, by the definition of MCSP[2n /n4 ], and the Item (1) of Claim 48, it follows
that
Pr

z∈{0,1}M

[MCSP[2n /n4 ](G(z)) = 1] = 1.

Again, since C computes MCSP[2n /n4 ], and C(x) = 1 implies Ci (x) = 1 for all i ∈ [b · N ].
We have that
Pr

i∈[b·N ], z∈{0,1}M

[Ci (G(z)) = 1] = 1.

Therefore, there must exist an i such that
Pr

z∈{0,1}N

[Ci (z) = 1] −

Pr

z∈{0,1}M

[Ci (G(z)) = 1] ≥ 0.5,

which is a contradiction to Item (2) of Claim 48.

J

Finally, we show that there is a language in E which cannot be computed by GapANDO(N ) Formula[N 3−ε ] formulas, but it can be computed by an ON o(1) -Formula[N 2 ] formula. Therefore, this lower bound does not localize in the sense of Theorem 47.
I Theorem 49. There is a language L ∈ E, such that L ∈
/ GapANDO(N ) -Formula[N 3−ε ] for
all constants ε > 0, but L ∈ ON o(1) -Formula[N 2 ].
Proof. The function L is very similar to the Andreev’s function. On an input x of length N ,
let m = log N (we assume N is a power of 2 for simplicity). To avoid the second input to
AndreevN , we want to find a function fhard : {0, 1}m → {0, 1} which cannot be 0.8-computed
by N 1−ε/2 formulas in 2O(N ) time (such a function exists by a simple counting argument).
To find fhard , we simply enumerate all possible functions f : {0, 1}m → {0, 1}, and check
whether it can be 0.8-approximated by an N 1−ε/2 -size formula.
m
1−ε/2
)
There are 22
= 2N possible functions on m bits, and (N 1−ε/2 )O(N
=
N 1−ε/2 ·polylog(N )
1−ε/2
2
many formulas of N
size. Hence, a straightforward implementation of
the algorithm runs in 2O(N ) time.
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Next, L partitions x into m blocks x1 , x2 , . . . , xm , each of length N/m. After that, it
computes i ∈ {0, 1}m as i = PARITY(x1 ) ◦ PARITY(x2 ) ◦ . . . PARITY(xm ). It then outputs
fhard (i).
Now, suppose there is a GapANDO(N ) -Formula[N 3−ε ] for L. We apply a random restriction
keeping exactly one variable from each block alive, then w.p. 0.9, we obtain a GapANDO(N ) Formula[N 1−ε · polylog(N )] formula for fhard [51], which implies that there is an N 1−ε ·
polylog(N )-size formula 0.8-approximating fhard , contradiction.
Finally, it is easy to verify that L ∈ E and L ∈ ON o(1) -Formula[N 2 ].
J

5.1.5

AC0 Lower Bounds via Random Restrictions

This section states and proves a result capturing an instantiation of the locality barrier for
HM Frontier E.
I Proposition 50 (Locality Barrier for HM Frontier E). The following results hold.
(E1O ) (Oracle Circuits from Magnification) : For each k = (log n)C and every large
enough depth d, (n − k)-Clique ∈ (AC0d )O [m1+εd ], where εd → 0 as d → ∞, and the
corresponding circuit employs a single oracle gate O of fan-in at most O((log n)4C ).
(E3O ) (Extension of Lower Bound Techniques) : Parity ∈
/ (AC0 )O [poly(n)] if the total
number of input wires in the circuit feeding the O-gates is n/(log n)ω(1) .
Proof. The first item is established by inspection of the proof of Proposition 31, which relies
on the circuit construction from [42] and a straightforward translation between vertex cover
and clique detection. Recall that the circuit in [42] simulates a well-known kernelization
algorithm for k-Vertex-Cover. This algorithm produces a graph H containing O(k 2 ) vertices
and a new parameter kH ≤ k. This graph can be described by a string of length O(k 4 ), and
the pair (H, kH ) becomes the input string to the single oracle O that is necessary in the
oracle circuit construction. (If O solves vertex cover, the resulting oracle circuit correctly
solves (n − k)-Clique.)
The second item easily follows by simulating oracle circuits via interactive compression
games (see e.g. [40, Section 5]). In other words, one can view a circuit with oracles as an
interactive protocol between two parties, where one of them has unbounded computational
power, and the other is restricted to computations in a fixed circuit class. The total number
of wires feeding the oracle gates corresponds to the number of bits sent to the unbounded
party. The desired lower bound for oracle circuits then follows immediately from the main
result from [9], which shows that the random restriction method can be extended to establish
limitations on circuits with oracle gates of large fan-in.
J
Informally, the main difficulty with the use of random restrictions in connection to HM
Frontier E is that as soon as one simplifies a boolean circuit so that the oracle gate O is
directly fed by input literals, one can fix just (log n)O(C) input variables and eliminate this
gate. Sacrificing such a small number of coordinates won’t affect a typical worst-case lower
bound based on the random restriction method.

5.1.6

Lower Bounds Through Reductions
1/2

1/2

Consider a reduction of PARITY to MCSP[2n /2n, 2n ] by subquadratic-size nε -almost
0
formulas with nε MCSP (possibly non-local) oracles at the bottom of each principal formula computing a gate with fanout > 1. By Theorem 46, such a reduction would imply
1/2
1/2
MCSP[2n /2n, 2n ] ∈
/ nε -almost-Formula[N 1.1 ] assuming that after replacing all oracles by
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0

nε -almost formulas of size N 1.1 the total size of the resulting circuit remains < N 2−9(ε+ε ) .
In combination with hardness magnification, this would give us NP 6⊆ NC1 . Unfortunately,
Theorem 46 rules this possibility out.
0

I Corollary 51. PARITY is not computable by subquadratic-size nε -almost formulas with nε
1/2
1/2
oracle gates computing MCSP[2n /2n, 2n ], assuming that after replacing all oracles by
0
nε -almost formulas of size N 1.1 the total size of the resulting circuit remains < N 2−9(ε+ε )
for ε + ε0 < 1.
Proof. Assume the reduction in question exists. By Theorem 29, for every ε > 0 and all
1/2
1/2
sufficiently big n, MCSP[2n /2n, 2n ] is computable by N 1.1 -size nε -almost formulas with
local oracles at the bottom of principal formulas computing gates with fanout > 1. By the
assumption, if we replace the MCSP oracles in the reduction by almost-formulas with local
0
0
oracles, the resulting circuit is an nε+ε -almost formula of size N 2−9(ε+ε ) with oracles of
bounded fan-in. This contradicts the second item of Theorem 46.
J

Analogous arguments rule out the possibility of establishing strong lower bounds via
reductions also in other HM frontiers.

5.2

Lower Bounds Below Magnification Threshold

The localizations presented in this section show that one cannot obtain strong circuit lower
bounds by “lowering the threshold” in certain hardness magnification proofs. As a consequence
of one of our results (Theorem 59 in Section 5.2.2), we also refute the Anti-Checker Hypothesis
from [39].

5.2.1

AC0 Lower Bounds via Pseudorandom Restrictions

In this section we show that the AC0 lower bounds proved for MCSP (MKtP) via pseudorandom
restrictions [16] (see also Section 3.1) localize in a very strong sense.
We use AC0d [O1 , O2 , . . . , Od ] to denote AC0d circuits extended with arbitrary oracles, such
that oracle gates on the i-th level (the gates whose distance from the inputs is i) have fan-in
at most Oi .
I Theorem 52. There is a constant c such that for all ε > 0, constants d, and O1 , O2 , . . . , Od
Qd
such that i=1 Oi ≤ N/(log N )ω(1) , MCSP[nc , n2c ] ∈
/ AC0d [O1 , O2 , . . . , Od ][poly(N )].
I Remark 53. We remark that the constraint on oracles in the above theorem is incomparable
to the second item of Proposition 50. Here we focus on the maximum oracle fan-in at each
level, while there the focus is on the total fan-in of all oracles. A lower bound result for an
explicit problem with parameters similar to Theorem 52 is not known for AC0 oracle circuits
extended with parity gates ( see [40] for results in this direction).
We are going to apply Lemma 17, together with the following well-known results on
k-wise independence fooling CNFs.
I Lemma 54 ([7, 53]). k = O(log(M/ε) · log(M ))-wise independent distribution ε-fools
M -clauses CNFs.
Combining Lemma 17 and Lemma 54, we have the following lemma.
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I Lemma 55. Let ϕ be a t-width M -clause CNF formula over N inputs, p = 2−q for some
q ∈ N, and ε0 > 0 be a real. There is a p-regular,
k = Θ(log(M · 2t(q+1) /ε0 ) · log(M · 2t(q+1) ) · q −1 )-wise
independent random restriction ρ such that
Pr [DT(ϕρ ) > s] ≤ 2s+t+1 (5pt)s + ε0 · 2(s+1)(2t+log M ) .

ρ∼ρ

Moreover, ρ is samplable with O(t · q · polylog(M, N ) · log(1/ε0 )) bits, and each output
coordinate of the random restriction can be computed in time polynomial in the number of
random bits.
The moreover part follows from standard construction of k-wise independent distributions (see e.g. [55]).
We also need the following lemma which states that an arbitrary oracle with inputs being
small-size decision trees shrinks to a small-size decision tree with high probability, under
suitable pseudorandom restrictions.
I Lemma 56. Let O : {0, 1}T → {0, 1} be an arbitrary function, and D1 , D2 , . . . , DT be
T k-query decision trees on variables x1 , x2 , . . . , xN . Let F := O ◦ (D1 , D2 , . . . , DT ) be
their compositions. For s ∈ N, and all k(s + 1)-wise independent 1/(T · k 2 )-regular random
restriction ρ, we have

Pr [DT(F ρ ) > s] ≤

ρ∼ρ

k(s + 1)
2e2

−(s+1)
.

Proof. We focus on the following particular decision tree for evaluating {D1 , D2 , . . . , DT }
with respect to a restriction ρ : [N ] → {0, 1, ∗}:
Algorithm 1 Eval(ρ, D1 , D2 , . . . , DT ).

For i from 1 to T:
Simulate decision tree Di with restriction ρ. That is, when Di queries an index j, we
feed ρj to Di if ρj ∈ {0, 1}, and query the j-th bit otherwise.
Let αi be the output of the i-th decision tree, we output α = (α1 , α2 , . . . , αT ).

To obtain a decision tree for F ρ , we can run Eval(ρ, D1 , D2 , . . . , DT ) to obtain α first
and output F (α) at the end.
f  ) be the query complexity of the above decision tree. Since DT(F  ) ≤
Let DT(F
ρ
ρ
f  ) (DT(F  ) is the minimum complexity among all decision trees computing F  ), it
DT(F
ρ
ρ
ρ
suffices to bound
f  ) > s].
Pr [DT(F
ρ

ρ∼ρ

f  ) > s, it is equivalent to that there exists a string
Consider the event that DT(F
ρ
s
w ∈ {0, 1} , such that if we fix the first s queried unrestricted bits in ρ according to w, Eval
f  ) > s, we
ends up querying > s bits. (Note that since we only care about whether DT(F
ρ
can force the algorithm to abort if it tries to make the (s + 1)-th query.)
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Now, suppose we fix the string w, then the number of queries made by Eval only depends
on ρ. Suppose the algorithm has queried at least s + 1 bits, we let D10 , D20 , . . . , Dt0 (t ≤ s + 1)
be the decision trees in which the algorithm made queries during the first s + 1 queries.
This implies that if we run Eval(ρ, D10 , D20 , . . . , Dt0 ) with respect to the same string w, the
algorithm also makes at least s + 1 queries.
Now, since ρ is k(s + 1)-wise independent. The probability that Eval(ρ, D10 , D20 , . . . , Dt0 )
makes at least s + 1 queries with respect to the fixed string w is bounded by


t·k
(T · k 2 )−(s+1) ·
s+1
s+1

t·k·e
2 −(s+1)
≤(T · k )
·
s+1

−(s+1) 
−(s+1)
T · k · (s + 1)
T ·k
≤
≤
.
t·e
e
Putting everything together, we have
f  ) > s]
Pr [DT(F
ρ

ρ∼ρ

−(s+1) X
s+1  
T
·
t
t=0

−(s+1) 
s+1
T ·k
T ·e
s
≤2 ·
·
e
s+1

−(s+1)
k · (s + 1)
≤
.
2e2
≤2s ·



T ·k
e

J

I Remark 57. Clearly, Lemma 56 also holds when ρ is k(s+1)-wise independent and p-regular,
1
for p ≤ T ·k
2.
Now we are ready to prove Theorem 52.
Proof of Theorem 52. We assume N and log N are both powers of 2 for simplicity. Let
6
p = 1/ log5 N , ε0 = 2− log N , s = t = 10 log2 N , M = 2s · N log N , and ρ be the k-wise
independent p-regular random restriction guaranteed by Lemma 55. Note that we have
k = ω(log6 N ) and k = logO(1) N .
Let C ∈ AC0d [O1 , O2 , . . . , Od ] be a circuit with S gates computing MCSP[nc , n2c ]. For
each i ∈ [d], let Si be the number of gates at level i (i.e., the gates whose distance from the
input gates is i). Recall that Oi is the maximum oracle fan-in at level i. We are going to
prove the stronger claim that S = Ω(N log N ). Now, suppose for the sake of contradiction
that S ≤ N log N /8.
Now we proceed in d iterations. We will ensure that at the end of the i-th iteration, all
gates at level i become s-query decision trees with high probability. At the i-th iteration, we
apply ρ
τi = dlog1/p Oi e + 1
times. It is straightforward to see that the composition of τi independent restrictions from ρ
1
is a k-wise independent pi -regular random restriction for pi = pτi ≤ Oi ·log
5N.
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Note that each oracle gate at original level i has inputs computed by s-query decision
trees (at the first step, one can treat the input variables as 1-query decision trees). By
Lemma 56 and noting that k ≥ s(s + 1) and Oi · log5 N ≥ Oi · s2 , with probability at least

1 − Si ·

s(s + 1)
2e2

−(s+1)

≥ 1 − Si · N − log N ,

all oracle gates at level i become s-query decision trees after these τi restrictions.
Similarly, note that each AND / OR gate at level i are equivalent to a CNF or DNF with
width-s and size at most 2s · S. By Lemma 55, again with probability at least


1 − Si · 2s+t+1 (5pt)s + ε0 · 2(s+1)(2t+log M )

2
2
≥ 1 − Si · 220 log N +1 (5 · (1/ log5 N ) · 10 log2 N )10 log N

6
2
2
log N 10 log2 N
·2
))
+ 2− log N · 2(10 log N +1)(20 log N +log(N
≥ 1 − Si ·N − log N ,
all AND / OR gates at level i become s-query decision tree after these τi restrictions.
Finally, note that in total we have applied ρ at most
!
d
Y
τtotal = 2d + log1/p
Oi = log1/p N − ω(1)
i=1

times, and the final output gate shrinks to an s-query decision tree with probability at least
1 − 2 · S · N − log N .
Since S ≤ N log N /8, with probability at least 3/4, after all these restrictions, C is equivalent
to an s-query decision tree.
Now let pend = pτtotal = N −1 ·p−ω(1) . By Chebyshev’s inequality, the number of unrestricted
variables at the end of the restriction is at least Nremain = 12 · pend · N = (log N )ω(1) with
probability at least 1/2. Therefore, with probability at least 1/4, at the end of the restrictions,
it holds that the remaining circuit C is equivalent to an s-query decision tree D, and the
number of unrestricted variables is at least Nremain .
Suppose we fix all these remaining unrestricted variables to be 0 to get an input x∗ ,
since each restriction from ρ can be computed by a poly(n)-size circuit, x∗ has a circuit
of poly(n) · log N = poly(n) ≤ nc size (now we set c). Let S be the set of input variables
that D queries on the input x∗ . Note that there are at least 2Nremain −|S| ways of assigning
values to unrestricted variables while keeping variables in S all 0. And we can see that F ’s
output on x∗ is the same as its output on all of these assignments. But there must exist at
ω(1)
least one assignment such the MCSP value is at least (log N )2c = n2c (2Nremain −|S| = 2n ),
contradiction to the assumption that C computes MCSP[nc , n2c ].
J

5.2.2

The Nearly Quadratic Formula Lower Bound of [23]

In this section, we prove that the nearly quadratic formula lower bound of [23] localizes, and
thereby proving the third item of Theorem 2. This localization indeed refutes a family of
possible approaches to establish circuit lower bounds through hardness magnification via
“lowering the threshold”.
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More√concretely, consider the following hypothesized approach. Suppose we can compute
MCSP[2 n ] by a formula F with NP oracles, such that when we replace every oracle O with
fan-in β in F by a formula of size β k which reads all its inputs exactly β k−1 times, the size of
the new formula is less than N 1.99 . Then we know that NP cannot be computed by formulas
of size nk which reads
all its inputs exactly nk−1 times, as otherwise we get an N 1.99 -size
√
n
formula for MCSP[2 ], which is a contradiction to the lower bound in [23]. If this holds for
all k > 0, then we would have NP 6⊂ Formula[nk ] for all k.
In the following, by localizing [23], we show that there is no such oracle formula construction for MCSP even if the oracles can be arbitrary. This excludes magnification theorems
obtained by approaches that unconditionally produce circuits with oracles, and essentially
addresses a question from [39]. It also suggests that the consideration of almost-formulas in
HM Frontier C is unavoidable.

A Size Measure on Oracle Formulas and A Potential Approach to
Formula Size Lower Bound
We first introduce a size measure Sizet on oracle formulas to formalize the previous discussion.
For a parameter t and an oracle formula F , we define Sizet (F ) as the size of the formula,
if we replace every oracle O with fan-in β in F by a formula of size β t which reads all its
inputs exactly β t−1 times.
More formally,

SIZEt (F1 ) + SIZEt (F2 )
F = F1 ∧ F2 or F = F1 ∨ F2 ,
P

SIZEt (F ) :=
β
t−1
β
·
F = O(F1 , F2 , . . . , Fβ ).
i=1 SIZEt (Fi )
k > 0, if there is an NP oracle formula F (all oracles are
I Proposition 58. For a constant
√
languages in NP) for MCSP[2 n ] such that SIZEk+1 (F ) ≤ N 2−ε for a constant ε > 0, then
NP 6⊆ Formula[nk ].
Proof. Suppose NP ⊆ Formula[nk ] for the sake of contradiction. Then in particular each NP
language can be computed by a size-nk+1 formula which reads all its inputs exactly nk times
by adding some dummy nodes in the formula. Therefore, by
replacing all NP oracles in F by
√
2−ε
n
such formulas, we have an N
-size formula for MCSP[2 ], in contradiction to the lower
bound in [23].
J

Localization of [23]
Our following theorem shows that the above approach is not viable even with k = 3 by
localizing [23], with a moderate constraint on the adaptivity of the oracle circuits.
I Theorem 59. There is a universal constant c such that for all constants ε > 0 and α > 2,
MCSP[nc , 2(ε/α)·n ] cannot be computed by oracle formulas F with SIZE3 (F ) ≤ N 2−ε and
adaptivity o(log N/ log log N ) (that is, on any path from root to a leaf, there are at most
o(log N/ log log N ) oracles).
I Remark 60. It is not hard to see that the adaptivity can be at most O(log N ) given the
condition SIZE3 (F ) ≤ N 2−ε .
Before proving Theorem 59, we first show it refutes the Anti-Checker Hypothesis (restated
below) from [39].
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The Anti-Checker Hypothesis. For every λ ∈ (0, 1), there are ε > 0 and a collection
1−ε
Y = {Y1 , . . . , Y` } of sets Yi ⊆ {0, 1}n , where ` = 2(2−ε)n and each |Yi | = 2n , for which the
following holds.
λ
If f : {0, 1}n 7→ {0, 1} and f ∈
/ Circuit[2n ], then some set Y ∈ Y forms an anti-checker
λ
for f : For each circuit C of size 2n /10n, there is an input y ∈ Y such that C(y) 6= f (y).
I Corollary 61. The Anti-Checker Hypothesis is false.
Proof. It is easy to see that, assuming the Anti-Checker Hypothesis, we can solve
1/3
2/3
MCSP[2n , 2n ] with a formula F of N 2−ε size which uses N 2−ε oracles of fan-in
1−ε
1−ε
poly(n)2n
= polylog(N ) · 2(log N )
= N o(1) only at the layer above the inputs, for
1/3
2/3
some ε > 0. However, since SIZE3 (F ) ≤ N 2−ε+o(1) , F cannot compute MCSP[2n , 2n ]
by Theorem 59, contradiction.
J
Now we are ready to prove Theorem 59.
√
Proof of Theorem 59. Let k = log3 N , and ρ be the k-wise independent (1/ k)-regular
random restriction guaranteed by Lemma 12.
For an oracle formula F and a sub-formula G of it, we say G is a maximal sub-formula if
G is an entire subtree rooted at either the root, an oracle gate, or a gate whose father is an
oracle.
We are going to apply t = Θ(logk N ) independent pseudorandom restrictions ρ1 , ρ2 , . . . ,
ρt , each distributed identically to ρ, where t will be set precisely later.

The Overall Proof Structure
To analyze the size of the oracle formula under the random restriction sequence ρ1 , ρ2 , . . . , ρt ,
we define a potential function Φ inductively for all maximal sub-formulas of the given formula
F . As it will be clear from the definition, Φ is not only a function of the structure of the
oracle formula, but also depends on the history of the pseudorandom restrictions.
Formally, for each maximal sub-formula G of the given formula F , and for each integer
0 ≤ i ≤ t, we define a random variable ΦG,i , which denotes the potential function of G after
the first i pseudorandom restrictions and only depends on ρ1 , ρ2 , . . . , ρi .

Definition of Tiny formulas and Blow up
For an oracle formula, if the top gate is an oracle, we say it is tiny if it depends on at most
log N variables. Otherwise, we say it is tiny if it depends on at most ctiny · k variables, for a
constant ctiny to be specified later.
After each pseudorandom restriction, for a formula with an oracle gate at the top, when
it depends on at most b = 20 variables, we blow it up to a formula of size B = 2b (note that
if there are two oracle gates u, v such that u and v both depend on at most b variables and u
is an ancestor of v, then it suffices to only blow up u).
The above two definitions (tiny formulas and the process of blowing up) may not seem
easy to understand at first. Let us explain the motivation behind them. The key difficulty
of the proof is to handle the oracle gates properly. The process of blowing up ensures that
whenever an oracle becomes too small, we just replace it with a constant size normal formula,
so it becomes easier to deal with.
The definition of tiny formulas is more subtle. As it will be clearly in Case II and Case
III of the inductive definition of Φ, setting the threshold of being tiny to log N for oracle
formulas with top oracle gates ensures that the corresponding event of becoming tiny happens
with high probability, which is indeed crucial in our proof.
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The properties of Φ
We require the following properties on Φ.
1. For an oracle formula F , Φ is multiplied by a factor of ckF under ρ in expectation, where
cF depends on F but it is upper bounded by a universal constant.
2. With probability 1 − pF , for all stages, and all maximal sub-formulas G of F , Φ = 0 for
G implies that G is tiny, where pF depends on F but it is upper bounded by N −2 .
3. It holds that either Φ = 0 or Φ ≥ 1. Together with the second item, it implies that if the
oracle formula is not tiny then Φ ≥ 1.
With these carefully designed properties of Φ, the overall proof is straightforward. We
first show that Φ of F is closely related to SIZE3 (F ), and our conditions on the oracle
formula imply that Φ of the whole oracle formula is bounded by N 2−ε+o(1) at the beginning.
Then after roughly t ≈ logk (N 2−ε+o(1) ) rounds of restrictions from ρ, Φ becomes 0 with a
good probability, which also implies the whole oracle formula becomes tiny (only depend on
polylog(N ) bits).
But then we argue that after t rounds of restrictions from ρ, with high probability
the number of unrestricted variables is still at least N Ω(1) . Using a similar argument
as from [23, 42, 39], we show that the tiny oracle formula left behind cannot compute
MCSP[nc , 2ε/α·n ] on the remaining variables, which concludes the proof.

The Inductive Definition of the Potential Function Φ
In the following, we gradually develop the definition of the potential function Φ. We remark
that Case I and Case II below are actually special cases of Case III and Case IV respectively.
We discuss them first in the hope that they provide some intuitions and make it easier to
understand the more complicated Case III and Case IV.

Case I: Φ for a Pure Formula
We begin with the simplest case of pure formulas F (formulas with no oracles) of size S. We
define
(
S S ≥ 100 · k,
Φ=
0
otherwise.
It follows from the shrinkage lemma [21], formula decomposition [51, Claim 6.2], and the
k-wise independence of ρ that, when S ≥ 100 · k, the expected size of S drops by a factor of
at least k/cTal , for a universal constant cTal (we can set cF = cTal ). Otherwise, the formula is
tiny. It is straightforward to verify that all three properties of Φ are satisfied (we can set
pF = 0 in this case).

Case II: Φ for a Pure Oracle
Next we consider the case that F is a pure oracle O with fan-in T (pure oracle means each
input to O is just a variable). We set
Φ = T 2 · k3
at the beginning. And set Φ ← Φ/k after each ρ. Whenever it happens Φ < 1, we set Φ = 0
afterwards. Here, we can simply set cF = 1.
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Now we argue that with probability at least 1 − N −5 (that is, we set pF = N −5 ), when
Φ = 0, O only depends on at most log N variables and therefore becomes tiny.
Note that Φ = 0 means at least logk T 2 rounds of random restrictions have been applied.16
Their composition is a k-wise independent restriction which keeps a variable unrestricted
with probability at most T −1 . Therefore, the probability that the number of alive variable is
larger than log N is smaller than


T
log N



· T − log N ≤



e·T
log N

log N

· T − log N ≤



e
log N

log N

≤ N −5 .

Note that in the above inequalities we can safely assume T > log N .

Case III: Φ for an Oracle Formula with an Oracle Top Gate
Then we move to the case of a maximal sub-formula F with an oracle top gate O with fan-in
T . Let Φi be the corresponding potential function of the maximal sub-formula with root
being the i-th input to O. We set
!
T
X
Φ = max
Φi , 1/k · T 2 · k 4 ,
i=1

at the beginning.
P

PT
PT
T
When i=1 Φi > 0, we still let Φ =
Φ
· T 2 · k 4 . When i=1 Φi first becomes
i
i=1
PT
0 (this could happen before the first restriction, if i=1 Φi = 0 at the beginning), we set
Φ = T 2 · k 3 and decrease it by a factor of k during each later restriction, and set it to 0 if it
becomes < 1.
Here, we set cF to be the maximum of cF 0 for all maximal sub-formulas F 0 whose root is
an input to the top oracle gate O in F .
First let us argue that Φ is multiplied by a factor of ckF after each ρ in expectation. When
PT
PT
i=1 Φi = 0, it is evident from the way we set Φ (note that cF ≥ 1). When
i=1 Φi > 0,
it follows from the induction as each Φi is multiplied by a factor of ckF after each ρ in
PT
expectation. In the borderline case when i=1 Φi > 0 before ρ and becomes 0 afterwards.
One can see Φ drops from at least T 2 · k 4 to at most T 2 · k 3 .
PT
PT
Moreover, when i=1 Φi = 0, with probability at least 1 − i=1 pFi (Fi is the i-th
sub-formula whose root is an input to the top oracle gate O in F ) all the sub-formulas are
tiny, so at this time the oracle depends on at most O(T · k) variables.
PT
Therefore, when Φ drops to 0, with probability at least 1 − i=1 pFi − N −5 the whole
oracle formula becomes tiny, by a calculation similar to the pure oracle case. Therefore, we
PT
can set pF = i=1 pFi + N −5 .

Case IV: Φ for a Formula with Oracle Leaves
Finally, we deal with the most complicated case when the maximal sub-formula F is a
formula with oracle leaves. Suppose F is a formula of size S with m oracle leaves. Let Φi be
the potential function of the sub-formula corresponding to the i-th oracle leaf. Also, let cdrop
be the maximum of the cF ’s of all the sub-formulas corresponding to the oracle leaves.
16

Note that for this argument, a potential function of T · k already suffices. We use T 2 · k3 here to make
it consistent with Case III.
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The difficulty in analyzing this case is that there could be many oracles which are tiny
but have not blown up yet, and we have to keep track of the number of such oracles. Let
Nactive be the number of remaining active tiny oracles (oracles which are tiny but have not
blown up). Clearly, Nactive ≤ S at the beginning.
We set
Φ = S + Nactive · k 2 +

m
X

Φi · k 4 ,

i=1

at the beginning. When S ≤ 100 · k happens, we change Φ to be
Nactive · k 2 +

m
X

Φi · k 4

i=1

afterwards.
After each ρ, if S ≥ 100 · k, the expected size of S becomes at most
!
m
X
c1 · S/k + c2 · k ·
Φi + Nactive ,
i=1

for two universal constants c1 and c2 . This bound holds because, by Claim 4.4 of [24], a
formula of size S can be decomposed into 6S/k sub-formulas, each of size at most k, and
each formula has at most 2 sub-formula children.
Pm
The number of active oracle leaves (which are not blown up) is at most i=1 Φi + Nactive .
Pm
Hence, at least 6 · S/k − i=1 Φi − Nactive sub-formulas do not contain an active oracle
leaf, and their total expected size is O(S/k) after ρ (by Lemma 4.1 and Lemma 4.3 of [24],
and [51]). For those sub-formulas containing active oracle leaves, their total size is at most
Pm
( i=1 Φi + Nactive ) · O(k) after ρ (this takes account of the worst case situation that all these
active oracle leaves blow up).
Also, we can see that after ρ, Nactive becomes at most
Nactive /k 2 +

m
X

Φi

i=1

in expectation. This is because for a tiny active oracle depending on at most log N variables,
the probability that it does not blow up after ρ is at most


log N
· k −b/2 ≤ (log N )b−1.5·b = (log N )−10 ≤ 1/k 2 .
b
Pm
c
By induction, we also have that i=1 Φi is multiplied by a factor of drop
k in expectation
as well after each ρ. Therefore, after ρ, the expectation of Φ can be bounded by
!
!
!
m
m
m
X
X
X
cdrop 4
2
2
c1 · S/k + c2 k
Φi + Nactive + Nactive /k +
Φi · k +
Φi ·
·k
k
i=1
i=1
i=1


m
c1
c2 + 1/k X
cdrop + c2 /k 2 + 1/k
≤ S·
+ Nactive · k 2 ·
+
Φi · k 4 ·
.
k
k
k
i=1
We can set
cF = max(c1 , c2 + 1/k, cdrop + c2 /k 2 + 1/k).
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Recall that when S ≤ 100 · k happens, we change Φ to be
2

Nactive · k +

m
X

Φi · k 4

i=1

afterwards.
By the previous discussion, after this Φ still drops by a factor of k/cF in expectation
after each ρ. Note that when Φ = 0, we can see the size of the whole formula is smaller than
B · 100 · k = O(k), therefore it is tiny (here we set ctiny = B · 100). This is because Φ = 0
Pm
implies S ≤ 100 · k happened at some point, and also Nactive = i=1 Φi = 0. They together
imply that all oracles have blown up, and the size bound follows since each oracle adds at
most B leaves.
Let Fi be the sub-formula with root being the i-th oracle leaf. In this case, we can set
Pm
pF = i=1 pFi .

The MCSP Lower Bound
Let F be an oracle formula with SIZE3 (F ) ≤ N 2−ε and adaptivity τ = o(log N/ log log N ).
We first need to verify that cF is upper bounded by a universal constant. One can upper
bound
cF ≤ max(c1 , c2 + 1/k, cTal ) + τ · (c2 /k 2 + 1/k) ≤ max(c1 , c2 + 1/k, cTal ) + o(1) = O(1).
We can also upper bound pF by pF ≤ N −5 · N 2 = N −3 .
By the inductive definition of the potential function Ψ on maximal sub-formulas, it is not
hard to show that
Φ ≤ SIZE3 (F ) · k O(τ ) ≤ N 2−ε+o(1) .
Note that this inequality crucially employs the definition of SIZE3 (·).
After each ρ, Φ is reduced by a factor of k/cF . After
t = dlogk/cF Φe + 2
rounds of ρ, the expected Φ of the overall formula becomes < 1/10, which means with
probability 0.9 − pF ≥ 0.8 it is tiny and only depends on at most O(k) = O(log3 N ) variables.
Note that by definition
(k/cF )t ≤ Φ · k 3 ,
and therefore
k t ≤ Φ · k 3 · (cF )t ≤ N 2−ε+o(1) ,
as (cF )t = (cF )O(log N/ log log N ) = N o(1) .
The composition of t independent ρ keeps a variable unrestricted with probability
k −t/2 ≥ N −1+ε/2−o(1) , and is clearly pairwise independent. By Chebyshev’s inequality, after
t restrictions from ρ, with probability 0.5, at least
1/2 · N · N −1+ε/2−o(1) ≥ N ε/2−o(1)
variables remain active. So with probability at least 0.3, after t restrictions from ρ, the
remaining formula F only depends on O(log3 N ) variables, and the number of remaining
unrestricted variables is at least N ε/2−o(1) .
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Suppose we fix all these remaining unrestricted variables to be 0 to get an input x∗ .
Since each restriction from ρ can be computed by a poly(n)-size circuit, x∗ has a circuit of
poly(n) · t = poly(n) ≤ nc size (here we set c). Let S be the set of input variables that F
ε/2−o(1)
−|S|
depends on. Note that there are at least 2N
ways of assigning values to unrestricted
variables while keeping variables in S all 0. Since F only depends on S, F ’s output on x∗
is the same as its output on all of these assignments. But there must exist at least one
assignment such the MCSP value is at least N ε/α = 2(ε/α)·n as α > 2. Therefore, F cannot
compute MCSP[nc , 2(ε/α)·n ].
J
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Review of Hardness Magnification in Circuit Complexity
Previous Work

We focus on some representative examples. For definitions and more details, check Section 2
or consult the original papers.
Srinivasan [50] (Informal). If there exists ε > 0 such that n1−o(1) -approximating MAXCLIQUE requires boolean circuits of size at least m1+ε (where m = Θ(n2 )), then NP *
Circuit[poly].
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Allender-Koucký [3] and Chen-Tell [13]. The following results hold.
Let Π ∈ {BFE, WS5 , W5-STCONN}. Suppose that for each c > 1 there exist infinitely
−d
many d ∈ N such that TC0 circuits of depth d require more than n1+c wires to solve Π.
Then, NC1 * TC0 .
Suppose that for each c > 1 there exist infinitely many d ∈ N such that MAJ cannot
−d
be computed by ACC0 circuits of depth d with n1+c wires. Then MAJ ∈
/ ACC0 , and
0
0
consequently TC * ACC .
Lipton-Williams [35]. If there is ε > 0 such that for every δ > 0 we have
CircEval ∈
/ Size-Depth[n1+ε , n1−δ ], then for every k ≥ 1 and γ > 0 we have CircEval ∈
/
k
1−γ
Size-Depth[n , n
] (in particular P * NC).
Oliveira-Santhanam [42]. The following results hold.
Let s(n) = nk and δ(n) = n−k , where k ∈ N. If MCSP[(s, 0), (s, δ)] ∈
/ Formula[N 1+ε ] for
δ
some ε > 0, then there is L ∈ NP over m-bit inputs and δ > 0 such that L ∈
/ Formula[2m ].
Suppose there exists k ≥ 1 such that for every d ≥ 1 there is εd > 0 such that
MCSP[(s, 0), (s, δ)] ∈
/ AC0d [N 1+εd ], where s(n) = nk and δ(n) = n−k . Then NP * NC1 .
Let k(n) = no(1) . If there exists ε > 0 such that k-Vertex-Cover ∈
/ DTISP[m1+ε , mo(1) ],
where the input is an n-vertex graph represented by an adjacency matrix of bit length
m = Θ(n2 ), then P 6= NP.
Let k(n) = (log n)C , where C ∈ N is arbitrary. If for every d ≥ 1 there exists ε > 0 such
that k-Vertex-Cover ∈
/ AC0d [m1+ε ], then NP * NC1 .
Oliveira-Pich-Santhanam [39] and McKay-Murray-Williams [36] (Informal). If there exists ε > 0 such that for every small enough β > 0,
MCSP[2βn ] ∈
/ Circuit[N 1+ε ], then NP * Circuit[poly].
MKtP[2βn ] ∈
/ TC0 [N 1+ε ], then EXP * TC0 [poly].
βn
MKtP[2 ] ∈
/ U2 -Formula[N 3+ε ], then EXP * Formula[poly].
MKtP[2βn ] ∈
/ B2 -Formula[N 2+ε ], then EXP * Formula[poly].
βn
MKtP[2 ] ∈
/ Formula-XOR[N 1+ε ], then EXP * Formula[poly].
MKtP[2βn ] ∈
/ BP[N 2+ε ], then EXP * BP[poly].
βn
MKtP[2 ] ∈
/ (AC0 [6])[N 1+ε ], then EXP * AC0 [6].
Many results for MKtP admit analogues for MrKtP, which considers a randomized version of
Kt complexity introduced by [38]. An advantage of MrKtP is that strong unconditional lower
bounds against uniform computations are known, while the hardness of problems such as
MCSP and MKtP currently relies on cryptographic assumptions.
Chen-McKay-Murray-Williams [12]. The following results hold.
If there is ε > 0, c ≥ 1, and an nc -sparse language L ∈ NP such that L ∈
/ Circuit[n1+ε ],
then NE * Circuit[2δ·n ] for some δ > 0.
β

β

If there is ε > 0 such that for every β > 0 there is a 2n -sparse language L ∈ NTIME[2n ]
such that L ∈
/ Circuit[n1+ε ], then NEXP * Circuit[poly].
More recently, [10] established that many hardness magnification theorems for problems
such as MCSP and MKtP hold in fact under the assumption that a sufficiently sparse and
explicit language admits weak lower bounds. We refer to their work for more details.
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A.2

Hardness Magnification Through the Lens of Oracle Circuits

We can view the results from Appendix A.1 as unconditional upper bounds on the size of
small fan-in oracle circuits solving the corresponding problems, for a certain choice of oracle
gates. In a magnification theorem, it is important to upper bound the uniform complexity of
the oracle gates. For our discussion, this is not going to be relevant.
We repeat here a definition from Section 2, for convenience of the reader.
I Definition 62 (Local circuit classes). Let C be a circuit class (such as AC0 [s], TC0d [s],
Circuit[s], etc). For functions q, `, a : N → N, we say that a language L is in [q, `, a]– C if
there exists a sequence {En } of oracle circuits for which the following holds:
(i) Each oracle circuit En is a circuit from C.
(ii) There are at most q(n) oracle gates in En , each of fan-in at most `(n), and any path
from an input gate to an output gate encounters at most a(n) oracle gates.
(iii) There exists a language O ⊆ {0, 1}∗ such that the sequence {EnO } (En with its oracle
gates set to O) computes L.
In the definition above, q stands for quantity, ` for locality, and a for adaptivity of the
corresponding oracle gates.
The fact that existing magnification theorems produce such circuits is a consequence of
the algorithmic nature of the underlying proofs, which show how to reduce an instance of a
problem to shorter instances of another related problem. By inspection of each proof, it is
possible to establish a variety of upper bounds. We explicitly state some of them below.
I Proposition 63. The following results hold.
[3]
Π i∈ {BFE, WS5 , W5-STCONN} and every β > 0, Πn ∈
h For every 
1−β
β
O n
, n , O β1 – TC0 [O(n)].


[35] For every δ > 0, CircEvaln ∈ n · poly(log n), nδ , n1−δ – Circuit[n · poly(log n)].
[42] For every constructive function n ≤ s(n) ≤ 2n /poly(n) and parameter 0 < δ(n) < 1/2,
MCSP[(s, 0), (s, δ)] ∈ [N, poly(s/δ), 1]– Formula[N · poly(s/δ)].
[42] Let k = (log n)C , where C ∈ N. Then k-Vertex-Cover ∈ [1, (log n)4C , 1]– AC0d [m1+ε ],
where εd → 0 as d → ∞.
[39] For every β > 0 and for every constructive function s(n) ≤ 2βn , Gap-MKtP ∈
[N, poly(s), 1]– Formula-XOR[N · poly(s)].
[39] For every constructive function s(n) ≤ 2n /poly(n), it follows that Gap-MCSP ∈
[N · poly(s), poly(s), poly(s)]– Circuit[N · poly(s)].
[36] For every constructive function s(n) ≤ 2n /poly(n), we have MCSP[s(n)] ∈
[O(N/poly(s)), poly(s), O(n/ log(s))]– Circuit[N/poly(s)].
We stress however that not every hardness magnification theorem needs to lead to an
unconditional construction of efficient oracle circuits. (All the proofs that we know of produce
such circuits though.)
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Abstract
We consider the question of minimizing the round complexity of protocols for secure multiparty
computation (MPC) with security against an arbitrary number of semi-honest parties. Very recently,
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functionality other than OT.
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1

Introduction

Secure multiparty computation (MPC) allows mutually distrusting parties to compute a
joint function f of their private inputs without revealing anything more than the output to
each other.
In this paper we consider the simplest setting for MPC with no honest majority, namely
MPC with an arbitrary number of corrupted parties. We focus on the semi-honest (aka
passive) security model, where corrupted parties follow the protocol but try to (jointly) learn
additional information on inputs of uncorrupted parties from the messages they observe. We
also assume that the parties can communicate over secure point-to-point channels and that
corruptions are non-adaptive (i.e., the set of corrupted parties is fixed before the protocol’s
execution). All of the above assumptions make negative results stronger.
The design and analysis of MPC protocols crucially rely on the notion of secure reductions.
In particular, classical completeness results [54, 34] have shown that the problem of securely
computing a general n-party functionality f efficiently reduces to the problem of securely
computing the elementary finite 2-party Oblivious Transfer (OT) functionality [51, 26].
(Similar results have been proven for active adversaries as well [44, 43].) Perhaps surprisingly,
for 2-party secure computation (2PC), Yao’s reduction is round preserving. That is, it incurs
no overhead in the round complexity. It additionally requires the parties to make a black-box
use of any pseudorandom generator (PRG).
I Theorem 1 (Round-optimal 2PC [54]). Every 2-party functionality g admits an MPC
protocol that only makes parallel calls to an OT oracle and a black-box use of a PRG.
In more detail, the OT functionality FOT involves two parties referred to as Receiver and
Sender. The functionality takes a bit x from the Receiver and a pair of bits (more generally,
strings) (m0 , m1 ) from the Sender, and delivers to the Receiver the message mx . This is
done while hiding m1−x from the Receiver and hiding x from the Sender.
Yao’s reduction makes a single round of parallel calls to FOT .1 Using a suitable composition
theorem for MPC in the semi-honest model (see, e.g., [20, 33]), this can be securely replaced
by parallel invocations of any OT protocol, namely a secure 2-party protocol for FOT . The

1

If both parties should receive an output, the reduction uses parallel OTs in both directions, where each
party acts both as a Sender and as a Receiver.
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resulting construction of 2-party MPC from a 2-party OT protocol is black-box.2 This means
that the MPC protocol does not depend on the code of the underlying OT protocol, and
moreover the security proof is black-box in the sense that any adversary “breaking” the
MPC protocol can be used as a black-box to break the OT protocol. Instantiating with
one of several natural known 2-round OT protocols (whose existence follows from standard
intractability assumptions), we get a 2-round 2-party MPC protocol, which is clearly optimal.
Round Complexity in the Multiparty Setting. In contrast to the 2-party setting, progress
on the round complexity of general MPC has been slow and some of the questions still remain
unanswered. As already mentioned, the completeness of OT in the multiparty setting was
first established by Goldreich, Micali, and Wigderson (GMW) [34]. However, their reduction
suffered from large round complexity (proportional to the circuit depth of the target function).
The question of achieving a constant-round protocol has been considered by Beaver, Micali,
and Rogaway [12], who extended Yao’s garbled circuit technique to the multiparty setting.
Combined with the GMW result, this yields a reduction to OT with constant overhead in
the round complexity.
I Theorem 2 (Constant-round MPC [34, 12]). Every n-party functionality admits a constantround protocol, making black-box use of a PRG, given an oracle access to FOT .
In more concrete terms, the most round-efficient current MPC protocol that makes a
black-box use of a 2-round OT protocol requires 4 rounds of interaction [1]. The above
results left a gap between the round complexity of 2PC and MPC protocols. In a recent
breakthrough, this gap was partially closed.
I Theorem 3 (2-round MPC from minimal assumption [31, 13]). Suppose a 2-round OT
protocol exists. Then every n-party functionality admits a 2-round MPC protocol.
The theorem settles the high-order bit about the minimal assumptions needed for 2-round
MPC by showing that 2-round OT is sufficient. (Being a special case of 2-round MPC, it is
clearly necessary.) However, quite surprisingly, the MPC protocol in these works inherently
makes use of the code of the underlying OT protocol. This situation is quite rare in the
context of MPC protocols and in cryptography in general (see Section 1.2), and it is not
clear whether this non-black-box use of OT is inherent. This calls for the following natural
question:
Is it possible to reduce general n-party MPC to a 2-party OT protocol in a roundpreserving black-box way? In particular, is there a black-box construction of 2-round
MPC from 2-round OT?
The above question is not only of a theoretical interest, but is also potentially relevant to
practice. Indeed, black-box use of cryptographic primitives tends to lead to more efficient
constructions. The goal of obtaining efficient 2-round MPC protocols is very well motivated,
since such protocols have qualitative advantages over similar protocols with a bigger number of
rounds. Indeed, in a 2-round MPC protocol, each party can send its first-round messages and
then go offline until all second-round messages are received and the output can be computed.
Moreover, the first-round messages can be potentially reused for several computations in
which a party’s input remains unchanged. This is analogous to the qualitative advantage of
public-key encryption over interactive key agreement.
2

The notion of a black-box construction used in this paper (also referred to as a black-box reduction)
corresponds to the notion of a fully black-box reduction in the taxonomy of [52].
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In this paper, we will provide a negative answer to the above question, showing that
there is a real gap between the power of round-preserving black-box (RPBB) reductions and
round-preserving non-black-box reductions. Our findings also reveal a rich and somewhat
unexplored world of cryptographic protocols that use a minimal amount of interaction. We
will exhibit some of the black-box and non-black-box connections among these primitives
and relate them to standard ones.

1.1

Our Results

We now give a more detailed account of our results.

1.1.1

Separating 3-Party Functionalities from 2-Party Functionalities

Our first result shows that 2-round MPC protocols cannot be based on 2-round OT in a
black-box way. In fact, we show that even 3-party computation of fairly simple functionalities
is unachievable via black-box use of 2-round OT.
I Theorem 4 (Main Result). There exists a 3-party functionality f that cannot be securely
computed by a 2-round protocol with black-box use of 2-round OT.
We note that we do not just rule out round-preserving reductions to the ideal-OT
functionality, but rather rule out all such black-box constructions from an OT protocol.
(Indeed, much of the technical work is devoted to coping with the latter model; see Section 2.)
Moreover, the theorem holds even for constructions in the private-channel setting (where
each pair of parties is connected via a private channel), and even when the parties have an
access to a public common reference string (CRS), and to a random oracle.

1.1.2

A Complete 4-Party Functionality

OT turns out to be incomplete for MPC under RPBB reductions. Given this state of affairs,
one may try to prove a completeness result for some other finite functionality. We show that
this is indeed possible. Specifically, let (3, 4) − MULTPlus denote the 4-party functionality
that takes a pair of bits (xi , zi ) from each of the first three parties (and no input from the
fourth party) and delivers the value x1 x2 x3 +z1 +z2 +z3 to all four parties where addition and
multiplication are over the binary field. We prove that (3, 4) − MULTPlus is MPC-complete
under RPBB reductions. (Related results have been proved in other settings [18, 28].) In
fact, we prove an “ideal-oracle” completeness result just like in Yao’s theorem.
I Theorem 5 (Round Optimal MPC from Finite Ideal Functionality). Every n-party functionality f can be realized using parallel calls to a (3, 4) − MULTPlus oracle and a black-box use
of a PRG.
It’s worth noting that (3, 4) − MULTPlus is related to the standard 2-party OT functionality.
In general, for d ≤ p, let (d, p) − MULTPlus denote the p-party functionality in which each
Q
P
of the first d parties holds an input (xi , zi ) and the product-sum i xi + i zi is delivered
to all p parties. Then, standard 2-party OT is equivalent (under RPBB reductions) to
(2, 2) − MULTPlus.3

3

First observe that the receiver’s output in OT can be written as m0 + x(m1 − m0 ) where addition and
multiplication are over the binary field. Therefore, we can implement OT based on (2, 2) − MULTPlus by
letting the receiver (resp., sender) play the role of the first party (resp., second party) with inputs x1 = x
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The Land of Three-Party Functionalities

The finite (3, 4)−MULTPlus therefore stands at the entry point to the general MPC mainland.
Across the ocean, lies the island of two party functionalities (including the complete OT)
and one cannot cross it in a black-box round-preserving vessel. We move on and explore the
mysterious land of three party functionalities.
Given the incompleteness of 2-party functionalities and the completeness of four party
functionalities (under round-preserving BB reductions), it is natural to ask whether 3-party
functionalities are complete. We show that the answer to this question is related to a
well-known open problem in information-theoretic cryptography.
I Question 6 ([41]). Does every finite function admit a degree-2 statistical randomized
encoding?
A randomized encoding (RE) of a function [41, 6] f (x) is a randomized function fˆ(x; r) that,
in addition to the input x, takes an additional random input r. For any input x, the random
variable fˆ(x), induced by a random choice of r, should reveal the value of f (x) and hide
everything else. The power of REs stems from the fact that even complicated functions
can be encoded by simple encoding. In the context of MPC, it is known that every finite
function can be encoded by a function fˆ(x; r) that each of its outputs can be written as a
degree-3 polynomial over the indeterminates (x, r). While some negative results are known
for perfectly-private degree-2 encodings [41], the feasibility of statistically-private degree-2
encodings (that are allowed to have a small non-zero privacy error) has remained open for
almost 20 years. (See also the surveys [40, 3].) We relate this longstanding open problem to
the completeness of 3-party functionalities under RPBB reductions.
I Proposition 7. A positive answer to Question 6 implies that every n-party finite functionality g can be realized using parallel calls to an oracle that implements the 3-party functionality
(2, 3) − MULTPlus.
The proposition implies that we cannot rule out the completeness of 3-party functionalities
without ruling out the existence of general degree-2 (statistical) randomized encoding. Similar
barriers have been established in the context of degree-2 cryptographic hash functions [5]. We
note that the completeness of (2, 3) − MULTPlus follows even from the existence of general
degree-2 fully-secure multiparty randomized encoding [4] – a seemingly weaker variant of RE
whose existence is also open. (See the discussion in [4].)
External output functionalities. The (2, 3) − MULTPlus is a special case of an externaloutput 3-party functionality. Formally, let g(x, y) be a 2-party functionality. The external
version of g, is the 3-party functionality fg that takes x from Alice, y from Bob and delivers
g(x, y) to Alice and Bob, and to Carol who holds no input.4 Two-round protocols for

4

and a random bit z1 (resp., x2 = m1 − m0 and z2 = m0 ). The receiver gets the required output (by
subtracting z1 from the output of the (2, 2) − MULTPlus), and the sender learns noting (since it receives
a random bit). In the other direction, first observe that the one-sided variant of (2, 2) − MULTPlus,
where only the first party has to learn the value x1 x2 + z1 + z2 , is RPBB-reducible to OT. Indeed, let
player 1 (resp., player 2) play the role of the receiver (resp., sender) with inputs x = x1 (resp., m0 = z2
and m1 = z2 + x2 ), and set the output of player 1 to be the output of the OT plus z1 . Next, observe that
standard (2, 2) − MULTPlus can be constructed by making two parallel calls to the one-sided variant.
In fact, for all of our purposes, an even weaker version suffices. In this relaxed version, all parties are
allowed to learn the output (for purposes of privacy), but only Carol is required to learn it (for purposes
of correctness). Since this leads to a cumbersome definition, we stick to the simpler version described
above.
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such functionalities turn out to have interesting properties. Specifically, at the core of our
main impossibility result (Theorem 4), lies the following constructive theorem for external
functionalities.
I Theorem 8 (Conversion Theorem). Let g(x, y) be a 2-party functionality. The external
version of g is the 3-party functionality fg that takes x from Alice, y from Bob and delivers
g(x, y) to Alice and Bob, and to Carol who holds no input.
Suppose that the functionality fg can be securely computed in 2 rounds by making a
black-box use of 2-round OT over private channels. Then, fg can be securely implemented
over random inputs given only an access to a Random Oracle over private channels. Moreover,
in the resulting protocol Carol sends no message and so it yields a two-party protocol for
computing g over random inputs given only an access to a Random Oracle.
Haitner et al. [36] showed that any 2-party functionality that can be securely realized in the
Random Oracle (RO) model is trivial in the sense that it admits an unconditional 2-party
protocol over random inputs with security against computationally-unbounded adversaries.
As a corollary, we derive the following stronger version of Theorem 4.
I Corollary 9. Every external functionality fg that is based on a non-trivial 2-party functionality f cannot be computed by a 2-round protocol that makes a black-box use of 2-round
OT even in the private-channel setting.
A notable example for such a non-trivial 2-party functionality is the AND functionality [21, 46].
Corollary 9 is tight in terms of round complexity. With one additional round, fg can
be black-box reduced to 2-round OT. (Specifically, one can use Yao’s theorem to pass the
value of f (x, y) to Alice and Bob in two rounds, and then exploit the additional round to
send this value to Carol.) The 2-party completeness of OT (Theorem 1) also implies that
Corollary 9 holds when the OT functionality is replaced by an arbitrary 2-party functionality
h(x, y). Overall, we get a separation between all 2-party functionalities and all external
functionalities fg whose underlying g is non-trivial.
Relation with homomorphic secret sharing. Two-round MPC for extended-output functionalities can be seen as closely related to the problem of homomorphic secret sharing
(HSS) [16, 18]. HSS is the secret-sharing analogue of fully homomorphic encryption. A
(2-party) HSS scheme allows local computation of a function g(x, y) on independently shared
inputs x and y, where the output g(x, y) can be decoded from the pair of output shares. The
standard notions of HSS require either additive decoding over a group or, more generally, that
the output shares be compact in the sense that they are shorter than the inputs. A natural
variant is to replace compactness by the requirement that the pair of output shares give no
information except g(x, y), even from the point of view of one of the input holders. This
security requirement is easily obtained from additive HSS via a simple additive refreshing of
the output shares. This flavor of non-compact HSS easily implies (in a black-box way) a
2-round external output protocol for g (in the private-channel setting), which by Corollary 9
can be separated from 2-round OT. On the other hand, a non-black-box construction of
non-compact HSS from 2-round OT follows from [31, 28].

1.2

Discussion

In this section we give some further perspective on our results and some future research
directions which they motivate.
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Why is the multiparty setting different than the 2-party setting?

It is instructive to reconsider the round complexity of MPC in light of our results. Protocols
with low round complexity are based on two types of reductions.
1. A degree reduction that takes a general n-party functionality f and reduces it (via
RPBB reduction) to a degree-d functionality for a constant d. Specifically, the standard
machinery of randomized-encoding leads to degree 3. In the special case of two parties,
we can trivially reduce the degree down to 2, and so we get a degree reduction to
d = min(3, n).
2. A player reduction that takes an n-party functionality of degree d and reduces it to the
(d, p)–MULTPlus functionality. We show that p can be dropped down to d + 1 and, in
any case, it is no larger than n, leading to an expression of the form p = min(d + 1, n).
In the special case of two parties n = 2 we get an RPBB-reduction to (2, 2)–MULTPlus
which is equivalent to OT. For large n’s, this leads to the completeness of (3, 4)–MULTPlus
(Theorem 5). In order to prove that OT is complete (under RPBB-reductions) we have
to bypass two barriers: A Degree barrier (prove completeness of degree 2 functionalities)
and a Player reduction barrier (reducing the 3-party functionality (2,3)–MULTPlus to (2,2)–
MULTPlus). While the first barrier is well-known, the second one appears to be new to this
work. Clearly, both barriers are bypassed by non-black-box techniques (Theorem 3). We
show that this is inherent for the second “player reduction” barrier, and leave the possibility
of breaking the degree-barrier via RPBB-reduction open.

1.2.2

On the Role of Non-Black-Box Constructions in Cryptography

Our main result provides a very natural example of a pair of cryptographic primitives for
which a non-black-box construction of one from the other exists but a black-box construction
can be ruled out. Thus, our work further demonstrates the essential role of non-black-box
techniques in cryptography.
To give some historical perspective, following the seminal result of Impagliazzo and
Rudich [39] and subsequent works on black-box separations in cryptography [53, 32, 52], the
question of finding a pair of “natural” cryptographic primitives for which a non-black-box
reduction is provably necessary has been put forward as a desirable but elusive goal.5 For
some of the conjectured candidate examples, such as constructing “malicious OT” from “semihonest OT,” black-box constructions were subsequently found [35]. However, in recent years
several such provable examples emerged. We survey some of the most notable ones below.
Non-interactive commitments from OWFs: Mahmoody and Pass [48] showed that noninteractive commitments cannot be constructed from so-called “hitting-OWFs” in a
black-box manner, even though a non-black-box construction was previously shown [10].
One nice feature of this example is that a non-interactive commitment is a very basic
primitive. However, in comparison hitting-OWFs have found little other applications in
cryptography. Furthermore, the separation here is intuitively weak since knowing the
circuit size of the OWF enables a black-box construction. This is contrasted with the
non-black-box constructions of 2-round MPC from OT [31, 13], which make an essential
use of the full code of the OT protocol.

5

The question is informal due to the subjective nature of the term “natural primitive.” It should not be
confused with the question of black-box vs. non-black-box simulation, for which Barak’s breakthrough
non-black-box simulation technique [8] gave the first such natural examples.
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Two-round OT extension: Beaver gave a construction of two-round OT extension [11]
making a non-black-box use of one-way functions. This construction can be cast in the
OT-hybrid model. However, very recently, Garg et al. [29] showed that a back-box variant
of such a constriction is impossible. They showed that such constructions are not possible
even when black-box use of a random oracle (and not just a one-way function) is allowed.
One limitation of this example is that the separation is only proved for protocols in the
OT-hybrid model.
IBE from CDH (or Generic Groups): In a recent result, Döttling and Garg [24] show that
Identity-Based Encryption (IBE) can be realized under the Computational Diffie-Hellman
(CDH) assumption, while black-box constructions of the same had been previously ruled
out [15, 50]. However, in this case both the positive and the negative result use strong
“structured” primitives.
In another very related example, Döttling and Garg [23] showed a generic non-black-box
construction of hierarchical-IBE from IBE but we can expect a black-box impossibility
for the same using techniques from [15].6
Constructions of IO: In a very recent work, Garg et al. [30] showed that indistinguishability
obfuscation (IO) [27] cannot be constructed from compact functional encryption (FE) in
a black-box manner, even though non-black-constructions achieving this were already
known [14, 2].
Secret-Key FE vs Public-Key FE: In a recent work, Kitagawa et al. [45] showed that
public-key FE can be constructed from secret-key FE in a non-black-box manner, even
though black-box positive constructions had been previously ruled out [7].
In comparison with the above works, our main result has the advantage that it considers
two very natural and simple primitives. Our separation lives entirely in the “passive adversary”
world, and does not depend on the input domain being super-polynomial. For instance, our
separation is also meaningful for MPC with a uniform input distribution over a constant-size
domain. Thus, it is arguably similar in spirit to the Impagliazzo-Rudich separation of
key agreement from one-way functions [39], except that in the latter case no analogous
non-black-box construction is known.

1.3

Open Problems

While we settle the main open question concerning black-box round-optimal MPC, our work
leaves several interesting directions for future research. We highlight a few below, focusing
on our current setting of semi-honest security with no honest majority.
3-round MPC from black-box OT. Our main result rules out 2-round MPC protocols
making a black-box use of 2-round OT. On the other hand, a previous result of Ananth
et al. [1] shows that such 4-round protocols exist. What about 3-round protocols? In
the full version of the paper, we give evidence that extending our negative result to the
3-round case would require settling Question 6 in the negative. This barrier does not seem
to apply to 3-round protocols in which the first round messages do not depend on the
inputs, or alternatively 2-round protocols with a public-key infrastructure (PKI) setup.
Black-box use of stronger primitives. Can our negative result be bypassed by
replacing OT with stronger or more structured primitives? It is known that 2-round MPC
can make black-box use of different flavors of multi-key homomorphic encryption [49, 22]

6

Even though we expect such an impossibility to hold, we are not aware of a work that gives a full proof
of this claim.
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or homomorphic secret sharing [17, 18]. However, this is almost immediate from the
definitions of such primitives. Using simpler structured primitives, such as a “DDHhard” group or a generic group, we have black-box 2-round protocols that require a PKI
setup [28]. Can we get similar group-based constructions in the plain model? Alternatively,
can the separation be bypassed by using stronger variants of 2-round OT, such as OT
with high information rate [25] or OT with a stronger notion of receiver privacy [42]?
Minimal complete primitive for 2-round MPC. We have shown the existence of a
4-party functionality such that general MPC reduces to parallel calls to this functionality
without further interaction. We have also ruled out such a 2-party functionality. This
leaves open the 3-party case. As in the case of 3-round MPC from 2-round OT, we can
show that proving a negative result would require settling Question 6 in the negative.
Standard MPC vs. client-server MPC. Our main negative result automatically
carries over to the stronger client-server model for MPC, where n clients interact with n
servers who have no inputs or outputs. It is known that 2-round client-server MPC can
be constructed in a non-black-box way from standard 2-round MPC [28]. Whether such
a black-box construction exists remains open.

2

Technical Overview

In this section, we give a high-level overview of our techniques in proving the main result
(Theorem 4). To keep the exposition simple, we restrict ourselves to proving the impossibility
result for securely computing external-AND.
External-AND Functionality. Let us denote the three parties by (P1 , P2 , P3 ). The private
input of P1 is a bit x, the private input of P2 is a bit y and P3 does not have any private
inputs. The functionality f× outputs x · y to all the parties. Specifically, f× (x, y, ⊥) = x · y.
Main Idea. To prove the impossibility result, we define a set of oracles such that 2round oblivious transfer exists with respect to these oracles, but there exists no 2-round,
semi-honest protocol for securely computing f× . This is sufficient to rule out a black-box
transformation from 2-round oblivious transfer to 2-round, 3-party semi-honest protocols
for general functionalities. Below, we describe these oracles (throughout this overview, sec
denotes the security parameter):
OT1 is a random length tripling function that takes in the receiver’s choice bit b ∈ {0, 1}
and its random tape r ∈ {0, 1}sec and outputs the receiver’s message otm1 .
OT2 is a random length tripling function that takes in the receiver’s message otm1 , the
sender’s inputs m0 , m1 ∈ {0, 1}, its random tape s ∈ {0, 1}sec and outputs the sender’s
message otm2 .
OT3 is a function that takes the transcript (otm1 , otm2 ) along with (b, r) as input
and outputs mb if there exists unique (m0 , m1 , s) for which OT1 (b, r) = otm1 and
OT2 (otm1 , m0 , m1 , s) = otm2 . Otherwise, it outputs ⊥.
As observed by [37], the oracles (OT1 , OT2 , OT3 ) naturally give rise to a 2-round oblivious
transfer protocol. Specifically, letting b, r denote the input/randomness of the receiver, and
letting (m0 , m1 ), s denote the input/randomness of the sender, the protocol proceeds as
follows: The receiver sends otm1 = OT1 (b, r) to the sender, who responds with otm2 =
OT2 (otm1 , m0 , m1 , s), allowing the receiver to output the value OT3 (otm1 , otm2 , b, r).
In this work, we prove that the existence of a 2-round protocol for external-AND w.r.t.
(OT1 , OT2 , OT3 ) implies a two-party protocol for computing g(x, y) = x · y in the random
oracle model. (Note that we start with a three-party protocol for an external functionality,
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and show a two-party protocol for a related functionality.) The existence of such two-party
protocol is known to be impossible [21, 46, 36, 47] and therefore the original protocol can
also not exist. This proves Theorem 8 discussed above, and implies Theorem 4 as a corollary.
Outline. The above result is proven using a sequence of transformations depicted in Figure 1.
2-round, 3-party protocol Π for f×
Step 1
2-round, 2-party protocol Π for g with PDT
Step 2
2-round protocol Π1 for g with PDT and no OT3 queries in generating the first message
Step 3
2-round protocol Π2 for g with PDT and no OT3 queries in generating both the messages
Step 4
Multi-round protocol Π∗ for g with PDT in RO model
[36, 47]
Multi-round, information-theoretic protocol for g
Figure 1 Key Steps in the Proof. Here, PDT denotes publicly decodable transcript, g(x, y) = x · y
and f× (x, y, ⊥) = g(x, y).

Step-1: Publicly Decodable Transcript. Let Π be a 2-round protocol for securely computing f× w.r.t. (OT1 , OT2 , OT3 ). We first show that this implies a 2-round, 2-party protocol
Π for computing the two-party functionality g = g(x, y) = x · y, which has an additional
special property – the output is publicly decodable from the transcript. More formally, there
exists a deterministic algorithm Dec that computes the output of the functionality given the
transcript of the two-party protocol. In particular, if there exists a protocol Π that computes
g with publicly decodable transcript, then Dec on input T (which is the transcript of the
protocol Π) outputs g(x, y). In terms of security, Π is required to have the standard security
properties of a two-party (semi-honest) protocol, i.e., the corrupted party does not learn any
information about the other party’s input except the output.
To transform a 2-round protocol for f× into a 2-round protocol Π for g with publicly
decodable transcript, we use a player emulation technique.7 Concretely, we ask P1 to choose a
uniform random tape for P3 and send this random tape in the first round. Using this random

7

The idea of player emulation goes back to [19]; see also [38].
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tape, P1 and P2 can generate the messages P3 would have sent in the original protocol.
Additionally, P1 and P2 forwards all its outgoing messages that are sent to each other as
well the messages sent to P3 in the original protocol.
This protocol satisfies public decodability since given the transcript of the protocol (which
includes the entire view of P3 in the original protocol), one can run the output computing
algorithm of P3 to learn g(x, y). Further, the security follows directly from the security of
the original protocol when (P1 , P3 ) and (P2 , P3 ) are corrupted.8
Remaining Steps – Removing OT3 Queries. In the remainder of the proof, we show that
use of the oracle OT3 can be removed. More specifically, we show how to convert any
two-round two-party secure computation protocol Π with access to (OT1 , OT2 , OT3 ) and
publicly decodable transcript into a two-party protocol that computes the same functionality,
but with a few differences. The oracles OT3 will no longer be used in the new protocol, but
this will come at a cost, both in round-complexity and in security:
The round complexity of the protocol will grow by a polynomial factor (essentially upper
bounded by the query complexity of Dec).
The correctness and security guarantees will only be with respect to random inputs (we
call this “weak security”). One instructive way to think about weak security is to think
of a protocol between parties that have no input, and at the beginning of the execution
they sample a random input using their local random tape (or shared randomness) and
proceed to execute the protocol. Note that this makes simulation easier since we no
longer need to worry about consistency with an adversarially chosen (or sampled) input.
In other words, the new protocol Π∗ only makes queries to (OT1 , OT2 ) which are essentially
random oracles. Therefore, Π∗ securely computes g in the random oracle model. However, it
follows from [36, 47] that such a protocol can be used to securely compute g in the informationtheoretic setting and this is known to be impossible for the AND functionality [21, 46] (even
with weak security as described above).
The remainder of the overview describes this transformation. We transform Π to Π∗
through a sequence of steps. We first transform Π to Π1 in which the first message function
of the protocol does not make any OT3 queries (Step 2 below). Then, we transform Π1 to
Π2 such that the first and second message functions of the protocol do not make any OT3
queries (Step 3 below). Finally, we transform Π2 to Π∗ such that the decoder Dec does not
make any OT3 queries (Step 4 below). It is the final step that incurs the blow-up in the
round complexity. Additional details follow.
Step-2: Π ⇒ Π1 . The first message function of Π has access to (OT1 , OT2 , OT3 ) oracles
and may make multiple queries to all of them. In order to perform this transformation, we
devise a mechanism to emulate the OT3 oracle without making actual queries to it. Recall
that any query to the OT3 oracle contains ((otm1 , otm2 ), (b, r)) and it outputs mb if and only
if there exists (m0 , m1 , s) for which OT1 (b, r) = otm1 and OT2 (otm1 , m0 , m1 , s) = otm2 . The
first step of the OT3 oracle is easy to emulate; we can query OT1 on (b, r) and check if the
output is otm1 . To emulate the second step, we maintain a list of all the queries/responses
made by the first message function to OT2 . If we find an entry (otm1 , m0 , m1 , s, otm2 ) in
this list, we output mb ; else, we output ⊥. Note that since OT2 is length tripling, it is
8

It is easy to see that the security of the transformed protocol requires security against collusion of P1 , P3
since P1 has the entire view of P3 . We also require security against (P2 , P3 ) collusion since P1 forwards
all its messages sent to P3 in the second-round of the protocol.
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injective with overwhelming probability. Thus, if we find such an entry then our emulation
is correct. On the other hand, if we don’t find such an entry, we output ⊥ and it can be
easily shown that the original oracle also outputs ⊥ except with negligible probability. Thus,
our emulation is statistically close to the real oracle.
Step-3: Π1 ⇒ Π2 . It might be tempting to conclude that a similar strategy as before
should work even for OT3 queries made in the second round. That is, maintain the list
of queries to the OT2 oracle and when the second message function makes an OT3 query,
check if there is entry in this list with the response equal to otm2 . If such an entry is found,
output the corresponding mb ; else, output ⊥. This strategy fails because in the second round
it is possible that the relevant OT2 query was made by the other party and therefore it
is not possible for each party to only consider the list of OT2 queries made locally. Note,
however, that only one simultanous round of communication has been made by the parties
so far. Therefore, it must be the case that the party that made the OT2 query also made the
respective OT1 query.
To take care of such queries, that we call “correlated queries”, we modify the first round
of Π1 as follows. The parties will prepare an additional list L that contains all correlated
queries that are “likely” to be asked by the other party. (No OT3 calls will be made while
preparing this list.)
The parties will now send this list L along with the first round message of Π1 . Now,
when the second message function of a party in Π1 attempts to make an OT3 query on
(otm1 , otm2 , (b, r)), we first check if otm1 is valid (by querying OT1 ) and then answer this
query as follows. If otm2 is a result of a local query then find the response using the list of
local queries/responses. If otm2 is a correlated query, use the list L sent by the other party
to answer. If we don’t find any entry in the local list or the correlated list, we output ⊥. We
show that with overwhelming probability, the real oracle also outputs ⊥ in this case. We
also prove that sending this additional list of “likely” correlated queries does not harm the
security of Π2 .
To conclude, we describe how the list L is generated, say by P1 . Note that the list needs
to be generated at a point where P1 already decided on its first Π1 message; now it just
needs to come up with L. To this end, P1 executes many copies of Π1 executions of P2 , each
time with fresh randomness and random input. Then the list L contains the responses to the
list of all correlated OT2 queries, i.e., the valid queries made to OT3 by “virtual” P2 such
that both OT1 and OT2 have been generated by P1 . This will allow to preserve correctness
on an average input, and does not violate privacy since given the first Π1 messages, anyone
can sample such executions.
Step-4: Π2 ⇒ Π∗ . At the end of step-3, we have a protocol where the first and the second
message functions do not make any queries to the OT3 oracle. However, for the parties to
learn the output, they must run the decoder Dec on the transcript, and this decoder might
make queries to OT3 . Recall that Dec is a deterministic decoding function whose input is
the transcript of the interaction. Further recall that Π∗ will be a protocol that does not use
OT3 but will have many communication rounds.
In Π∗ , the parties will first execute the two rounds of Π2 to obtain a transcript. Then
they will jointly execute the decoder, where for each OT3 query that the decoder needs to
make, the party that made the relevant OT2 query will “help out” by sending the decoding
value to the other party. This will proceed for as many rounds as the number of queries that
Dec needs to make, but eventually it will allow both parties to complete the execution of
Dec locally and compute the output of the functionality. We will then need to show that
privacy is not harmed in this process. Details follow.
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Let us go back to the point where both parties finished executing the two rounds of
Π2 now wish to engage in joint decoding. One of the parties, say P1 , starts running the
decoder on the transcript, and along the way maintain the list of OT1 , OT2 made in this
process. When the decoder attempts to make an OT3 query on input ((otm1 , otm2 ), (b, r)),
P1 checks if otm1 is valid (by making a query to OT1 ). It then checks if there is an entry
(otm1 , m0 , m1 , s, otm2 ) in the list of OT2 queries made by the decoder and in the case such
an entry is found, it answers with mb . If such an entry is not found, P1 checks its local list
of queries/responses made to OT2 during the generation of the first two messages. If it finds
an entry (otm1 , m0 , m1 , s, otm2 ) in that list, it answers with mb . If even this list does not
contain an entry, there are 3 possibilities.
1. otm2 is not in the image of OT2 oracle in which case P1 has to output ⊥.
2. otm2 is in the image of OT2 oracle and P2 has made this query.
3. otm2 is in the image of OT2 oracle and P2 has not made this query.
The probability that case-3 happens can be shown to be negligible for similar reasons to ones
discussed above: if neither party made the relevant OT2 query then the value otm2 is almost
surely invalid. Thus, P1 must decide whether it is in case-1 or case-2 and if it is in case-2, it
must give the corresponding mb . To accomplish this, P1 sends a message to P2 with (b, otm2 )
and asks P2 to see if there is an entry of the form (otm1 , m0 , m1 , s, otm2 ) in its local list of
queries to OT2 oracle. If yes, P2 responds with mb ; else, it responds with ⊥. P1 just gives
P2 ’s message as the corresponding response to that query. This blows up the number of
rounds of the protocol Π∗ proportional to the number of queries made by the decoder.
Observe that Π∗ does not make any queries to the OT3 oracle. At the end, P1 learns
the output g(x, y) and it can send this as the last round message to P2 . Thus, Π∗ also has
publicly decodable transcript. The correctness of this transformation directly follows since
we prove that case-3 happens with negligible probability and if OT2 is injective (which occurs
with overwhelming probability), it follows that if an entry is found in either of the lists of the
two parties or on the local list of the decoder, the response given by the emulation is correct.
To see why this transformation is secure, notice that the query ((otm1 , otm2 ), (b, r)) is
made by the Dec by just looking at the transcript. Hence, there is no harm in P1 sending
(b, otm2 ) to the other party. Similarly, if P2 has indeed made a query to OT2 such that the
response obtained is otm2 , it should follow from the security of Π2 that the P2 ’s privacy
is not affected if it sends mb to P1 . Indeed, this information is efficiently learnable given
the transcript and an access to the OT3 oracle. However, there is a subtle issue with this
argument which we elaborate next.
Problem of Intersecting Queries. A subtle issue arises when we try to formally reduce the
security of Π∗ to the security of Π2 . To illustrate this, let us assume the case where P2 is
corrupted. To get a reduction to the security of Π2 , we must give an algorithm that takes
the view of P2 in Π2 and efficiently generates the view of P2 in Π∗ . In particular, it must
generate the additional messages in Π∗ given only the view of P2 in Π2 . This algorithm is
allowed to make OT3 queries as we are trying to give a reduction to the security of Π2 . For
the sake of illustration, assume that the Dec makes a single OT3 query. A natural approach
for this algorithm is to take the transcript available in the view of P2 and start running the
decoder on the transcript. When the decoder makes an OT3 query, the algorithm uses the
real OT3 oracle to respond to this query. However, notice that the algorithm must generate
the messages that correspond to answering this OT3 query in Π∗ . Recall that in Π∗ , P1 first
checks in its local list whether there an entry of the form (otm1 , m0 , m1 , s, otm2 ), and only
if such an entry is not found, P1 sends the message (b, otm2 ) to P2 . Thus, to generate the
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transcript of Π∗ , the algorithm must somehow decide whether P1 would find this entry in its
local list or not. However, the algorithm is only given the view of P2 and does not have any
information about the queries that P1 has made to OT2 .
We see that the problem arises when there is an OT2 query that potentially was made
by both parties. To handle this issue, we resort to the notion of intersection queries taken
from the key-agreement impossibility result [39, 9]. These works show that it is possible,
in polynomial time, to recover a superset of all oracle queries made by both parties (with
all but small probability). Given this algorithm, we modify the transformation as follows.
The parties will first run the two rounds of communication of Π2 . Then they will run the
intersection query finder to recover the intersection query superset. We assume for the
purpose of this outline this process is deterministic.9 Now, upon each potential OT3 query
of the decoder, P1 will look for the preimage query not only in its query history, but also in
the superset of intersection queries, and send a message to P2 only if the preimage is found
in either of this. In particular this means that if the preimage is in the intersection query
superset, then we are guaranteed that P1 will not send a message.
The above modified protocol can be efficiently simulated, since the simulator can also
run the intersection query finder and recover the same superset as the parties. Now, if OT3
gives a valid answer, the simulator looks for a preimage in the intersection query superset. If
it finds one, then it concludes that P1 will not send any message to P2 . If not, then it knows
that (except with small probability) exactly one of the parties made the preimage query, and
it furthermore knows the internal state of one of the parties, so it knows whether this party
made the preimage query. This allows the simulator to always deduce which is the party
that made the preimage query and simulate appropriately.
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Abstract
Building on [Clegg et al. ’96], [Impagliazzo et al. ’99] established that if an unsatisfiable k-CNF
formula over n variables has a refutation of size S in the polynomial calculus resolution proof system,
√
then this formula also has a refutation of degree k + O( n log S). The proof of this works by
converting a small-size refutation into a small-degree one, but at the expense of increasing the proof
size exponentially. This raises the question of whether it is possible to achieve both small size and
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Introduction

The main task of proof complexity is to quantify the amount of different resources required
to prove that some given formula is unsatisfiable. The particular resources examined depend
on the proof system under study, but it is believed that no proof system can have proofs
that are both efficiently verifiable and short – that is, polynomial in the size of the given
formula. Establishing such an impossibility result in full generality is equivalent to proving
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NP 6= coNP, and hence this goal currently seems out of reach. Current research in proof
complexity instead focuses on studying more limited, concrete methods of reasoning, and on
proving lower bounds for these methods.
In this paper we consider polynomial calculus resolution (PCR). This is a more
powerful proof system than what is arguably the most well studied system in all of proof
complexity, namely resolution [12], but is therefore also less well understood. PCR,
introduced by Clegg et al. [15] and Alekhnovich and Razborov [1] can be seen as a dynamic
version of Hilbert’s Nullstellensatz [6]. In order to refute a CNF formula in PCR, the clauses
in the formula are translated into multilinear polynomials, and the proof of unsatisfiability,
or refutation, consists essentially of certifying that the polynomial 1 is a member of the
ideal generated by these polynomials.
Two important masures for PCR refutations are the size (the number of monomials in
the refutation when all polynomials are expanded out as linear combinations of monomials)
and the degree (the maximal monomial degree in the refutation). Impagliazzo et al. [24]
showed a strong connection between these two measures: if a k-CNF formula over n variables
√
admits a PCR refutation of size S then there is also a refutation of degree k + O( n log S).
This result, which is known by [21] to be tight, plays a crucial role in almost all known
size lower bounds for PCR. By proving strong enough degree lower bounds one can also
obtain size lower bounds, and techniques for establishing lower bounds on degree have been
developed in, e.g., [2, 21, 20, 26]. An interesting aspect of [24], however, is that the small-size
refutation is not the same as the small-degree one. Instead, the transformation from small
size to small degree increases the proof size exponentially. It is natural to ask whether this
exponential blow-up is nescessary.
A similar question arises also in the context of the resolution proof system, where the
measures of interest are length and width. Building on [24], Ben-Sasson and Wigderson [10]
showed that every small-length resolution refutation can be transformed into a small-width
refutation with the same parameters as in [24]. Again, this bound is again known to be
tight [13], and the conversion increases the length exponentially. For resolution, Thapen [29]
proved that such a blow-up cannot be avoided in the worst case. In this work, we show that
this holds true for PCR as well.1 More precisely we prove the following theorem.
I Theorem 1. For any  > 0 and c large enough, there is a CNF formula ϕ with θ(c1+ )
variables, of size θ(c1+ ) and degree O(log c) such that
ϕ has a PCR refutation of size polynomial in c and degree c + O(log c),
ϕ has a PCR refutation of degree O(c ),

any PCR refutation of degree strictly less than c − 1 has size exp cΩ() .
In particular, this implies that any PCR refutation of the formula ϕ in degree O(log c) +
p

O( c1+o(1) log c)  c, as obtained by the size-degree bound in [24], must have size exp cΩ() .

1.1

Related work

The study of connections between different complexity measures has received a fair amount
of attention in proof complexity. We give a brief overview below, referring the reader to the
book [25] or the upcoming survey chapter [14] for more details.

1

Note that this is more precise than just saying that there is a trade-off between length and width, or
between size and degree, so that minimizing the latter measure must lead to an increase in the former.
It is easy to show that there are trade-offs between length/size and width/degree as observed in [27], but
such trade-offs are very far from being strong enough to show that the blow-ups in [10, 24] is necessary.
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We have already mentioned connections between size and degree in PCR [24] and between
length and width in resolution [10]. Let us also mention that in [3] a beautiful relation is
exhibited between width and space in resolution, showing that width provides a lower bound
on space, and that a similar, but weaker, result was recently proved in [19] for PCR.
When studying trade-offs, we are asking whether two different complexity measures can
be minimized at the same time, or whether optimizing one measure must lead to an increase
in the other in the worst case. This question was first raised in the context of proof complexity
by Ben-Sasson [8], who proved trade-offs between space and width in resolution. This result
was later extended to size-degree trade-offs in PCR [7], and the result for resolution was
extended to a wider regime of parameters in [11].
Trade-offs between length/size and space have been shown for resolution in [5, 9] and
for PCR in [7]. There are even some size-space trade-offs for stronger proof systems such as
cutting planes [16] in [18, 22, 23], but since this proof system will not be relevant for the
current paper we will not discuss it further.
For length versus width in resolution, or size versus degree in PCR, it is not too hard to
show that there are trade-offs [27], but to prove that the length blow-up in [10] is necessary
requires the stronger result in [29]. Recently, Razborov [28] established another length-width
trade-off showing that low-width tree-like resolution refutations of certain k-CNF formulas
must have doubly exponential size,
For Nullstellensatz, which as noted above can be viewed as a weaker version of PCR,
strong trade-offs between size and degree were shown in [17]. That paper states as an
open problem whether similarly strong results could be established for PCR, and this is the
problem that we resolve here.

1.2

Organization of the paper

We start with preliminaries in Section 2 where we define the relevant proof systems and
discuss some basic properties of ideals in polynomial rings. In Section 3, we present the
family of CNF formulas that we will consider, which we call safe colored polynomial local
search formulas. Section 4 is devoted to a description of the overall proof strategy. Section 5
develops the machinery used to prove PCR degree lower bounds together with the adaptations
needed to obtain our results. Section 6, finally, contains some concluding remarks. We refer
to the upcoming full-length version of the paper for the details missing in this extended
abstract.

2

Preliminaries

Throughout this paper, we let F denote a fixed but arbitrary field. For a an integer, we
denote by [a] the set {0, 1, . . . , a − 1}. Given a graph H and a vertex v ∈ H, we write N (v)
for the set of neighbours of v in the graph H.

2.1

Resolution and Polynomial calculus

We use x to denote boolean variables ranging over {0, 1}, and write x̄ to denote the negation
of x. A literal is either a variable x or its negation x̄. A clause C is a disjunction of literals,
such as x ∨ ȳ. The width of a clause is the number of literals in it. A CNF formula F
is a conjunction of clauses, and F is a k-CNF formulas if all clauses in it have width at
most k. Clauses and formulas are considered as sets, so that there are no repetitions and the
ordering is immaterial.
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D∨x̄
The resolution proof system has a single derivation rule C∨x
, called the resolution
C∨D
rule, for any clauses C, D and any variable x. In this proof system, a derivation of a
clause D from a CNF formula F = C1 ∧ · · · ∧ Cm is a sequence of clauses such that each clause
is either an original clause Ci or the conclusion of the resolution rule applied to previously
derived clauses. A resolution refutation of F is a derivation of the empty clause containing
no literals from F . The length of a derivation, or refutation, is the length of the sequence
of clauses, and the width is the maximum width of any clause appearing in the sequence.
Moving on to polynomial calculus, we let X denote a set of algebraic variables containing
x and x̄ for all boolean variables, where x and x̄ are considered to be distinct, and consider
polynomials in the ring F[X]. We note that in the context of algebraic proof systems it is
natural to think of 0 as True and 1 as False, and so we will use this convention in what
follows.
The PCR proof system contains the following axioms:
boolean axioms: x2 − x for all variables x;
complementary axioms: x + x̄ − 1 for all variables x.
It also contains the following derivation rules:
p
q
linear combination: αp+βq
for any α, β ∈ F, p, q ∈ F[X];
p
multiplication: xp for any p ∈ F[X] and x ∈ X.
A polynomial f is derivable from a set of polynomials g1 , . . . , gk (written g1 , . . . , gk ` f ) if
there is a sequence of polynomials such that each polynomial is either an axiom, an original
polynomial gi , or the conclusion of a derivation rule applied to previously derived polynomials.
We refer to such a sequence of polynomials as a PCR derivation. A PCR refutation of
a set of polynomials g1 , . . . , gk is a derivation of the polynomial 1 from g1 , . . . , gk .

I Example 2. Over the variables x, y, z, if we are given xz and yz̄ we can derive xy. This is
a simulation, in PCR, of the resolution rule deriving x ∨ y from x ∨ z and y ∨ z̄.
yz̄
xyz̄

z + z̄ − 1
xyz + xyz̄ − xy
xy − xyz
xy

xz
xyz

A set I of polynomials in F[X] is an ideal if I is closed under linear combination and
multiplication by any polynomial in F[X]. Given a set of polynomials S = {g1 , . . . , gk }, the
ideal generated by S is defined as the smallest ideal IS that contains the set S.
Observe that, by definition, g1 , . . . , gk ` f is equivalent to saying that f is in the ideal
generated by g1 , . . . , gk together with all boolean and complementary axioms. Intuitively, a
PCR refutation is a certificate that the system of polynomial equations {g1 = 0, . . . , gk = 0}
has no boolean solutions. If the polynomials have no common boolean solution then there
always exists such a certificate, since it can be shown that 1 lies in the ideal generated by
the polynomials arising in the system together with the polynomials from the boolean and
complementary axioms. In other words, the PCR proof system is sound and complete.
The size of a PCR refutation is the total number of non-zero monomials (counted with
repetition) that appear in the derivation when all polynomials are expanded out as linear
combinations of monomials. The degree of a PCR refutation is the maximal degree of a
non-zero monomial that appears in the derivation.
There is a standard translation tr(·) from clauses to monomials defined by induction in
the following way:
tr(x) = x;
tr(¬x) = x̄;
tr(C ∨ D) = tr(C) · tr(D).
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Using tr(·), any k-CNF formula F with s clauses can be converted into a set of s polynomials
of degree at most k by applying the translation to all clauses in F . Denote this set by tr(F ).
It is not hard to see that F is satisfiable if and only if the set of polynomials tr(F ) have a
common boolean root. Therefore F is an unsatisfiable CNF formula if and only if there is a
PCR refutation of the set of polynomials tr(F ). Furthermore, a straightforward generalization
of Example 2 shows that a resolution refutation in length ` and width w can be converted
into a PCR refutation in size O(`w) and degree w + 1.
A restriction is a partial assignment of the variables, that is a function ρ : X → X ∪ F
such that the value ρ(x) is either x or a constant from F. For a polynomial p, we denote by
p  ρ the polynomial p in which any variable x is replaced by ρ(x).

2.2

Reduction over ideals

Two polynomials p, q are said to be equivalent modulo an ideal I, written p ∼I q, if
p − q ∈ I. This is an equivalence relation. For any polynomial p we fix a special representative
of the equivalence class [p] that we call the reduction of p modulo I and write as RI (p).
If an ideal I is generated by a set of polynomials S, we abuse notation slightly and write
RS (p) for RI (p).
To define the representative, we fix any order ≺ on the polynomials that respects inclusion
as follows:
1. Firstly, for two monomials m1 and m2 we have m1 ≺ m2 whenever m1 is a submonomial
of m2 .
2. Secondly, we extend this in an arbitrary way to a total order on monomials.
3. Finally, we order polynomials in the following way. To any polynomial p we associate a
sequence sp consisting of the non-zero monomials of p, sorted in decreasing order with
respect to ≺. The polynomials are then compared by comparing lexicographically their
associated sequences. For example, if m1 ≺ m2 ≺ m3 , then the polynomial m2 is strictly
smaller than the polynomial m2 + m1 , which is itself strictly smaller than the polynomial
m3 .
The representative RI (p) is then defined as min({q ∈ [p]}). We now observe two easy but
useful properties of ≺.
I Fact 3. For any restriction ρ, we have that p  ρ  p.
Proof. To see this, observe that any monomial in p  ρ is either a monomial or a submononial
from p; this can only decrease p.
J
I Fact 4. If I1 , I2 are two ideals such that I1 ⊆ I2 , then
RI2 (p × RI1 (q)) = RI2 (p × q).
Proof. By definition, q = RI1 (q) + h for some h ∈ I1 . Therefore
RI2 (p × q) = RI2 (p × (RI1 (q) + h))
= RI2 (p × (RI1 (q)) + RI2 (p × h)
by linearity. To conclude, observe that p × h ∈ I1 so is reduced to zero modulo I1 , and hence
is reduced to zero modulo I2 since I1 ⊆ I2 .
J
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3

The formula

In this section, we describe the construction of the family of formulas for which we establish
our size-degree trade-off result. We also argue why they have small-size refutations. Our
formulas encode a modified version of the colored polynomial local search (CPLS)
principle, and are very similar to the ones used in [29] to prove trade-offs between length and
width in resolution, but there are two main differences. First, we add an extra color that
we call the safe color that plays a role slightly different from the normal ones. The reason
for adding this color is purely technical – we were not able to make the PCR machinery
works without it. Second, instead of using a grid graph where any two consecutive layers
form a complete bipartite graph, we restrict the edges between two consecutive layers to
be a well-chosen expander graph. Since this makes the formula more constrained than that
in [29], it makes our lower bound slightly stronger.

3.1

The modified CPLS formula

Let a, b, c be positive integers. We work only with graphs H = (V, E) of the following form:
The set V of vertices are given by {(i, x), i ∈ [a], x ∈ [b]}. We say a vertex (i, x) is the
vertex x on layer i.
Edge appear only between consecutive layers. I.e., if ((i, x), (i0 , x0 )) is an edge then
i0 = i + 1.
To any such graph H we associate a formula CP LS H (a, b, c) (or simply CP LS(a, b, c) if H
is clear from the context). Intuitively, the formula will give a set of colors (which is a subset
of [c]) to each node in H according to the following rules.
1. Node (0, 0) gets no color.
2. From every node u there is some special neighbor v on the next layer. If v gets a color
then u gets a color. Specifically, there is a safe color (corresponding to the first color
from [c]) and either u gets the safe color or it gets all of v’s colors.
3. Every node on the bottom layer gets some color.
Of course, this means there is a path of special neighbors from (0, 0) to the bottom layer.
The last node must get some color, so we can trace backward and see (0, 0) gets some color,
a contradiction. Hence CP LS(a, b, c) is unsatisfiable. Now we state this formally. We use
Θ(abc) variables:
G(u, y) for each u ∈ V and y ∈ [c]. This says whether y is set at u.
f (u, v) for each u ∈ V and v ∈ N (u). This says whether v is a special neighbor of u.
h(u)j for each u = (a − 1, x) and j ∈ [log c]. The function h(u) identifies a color that
must be present at u, but is encoded in binary.
Now we can restate the intuitive rules above as formal axioms:
1. for each color y ∈ [c],
¬G((0, 0), y);
2. for each node u ∈ V
(a) for each neighbor v ∈ N (u), and color y ∈ [c],
(f (u, v) ∧ G(v, y)) → G(u, y) ∨ G(u, 0);
(b) if u is not on the bottom layer,
W
v∈N (u) f (u, v);
3. for each node u ∈ V on the last layer and color y ∈ [c],
(h(u) = y) → G(u, y).
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{0, 4}
u
{2, 3}
v
w
{2}

Figure 1 Nodes u and v have three possible neighbors represented by the arrows. The two arrows
that are not dotted represent the actual values of f ; for these arrows, axioms 2a are respected.
Indeed the axioms Pv,w,· are satisfied because the colors at v is a superset of the colors at w; the
axioms Pu,v,· are satisfied because u contains the safe color 0.

See Figure 1 for an illustration of the formula. We refer to instances of axioms 2a, 2b, and 3
as Pu,v,y , Qu , and Tu,y respectively.
I Definition 5. An (s, e)-expander is a bipartite graph (VL , VR , E) such that for any subset
of “left” vertices S ⊆ VL such that |S| ≤ s, the following holds: |N (S)| ≥ e|S|. We recall
that N (S) is the neighborhood of S.
We will use a = b = c in this paper. Let Hi be H restricted to the ith layer. That is
Hi := H ∩ {(i, x), (i + 1, y) | x, y ∈ [b]}. We need Hi to be an (a7/8 , e)-expander, where any
constant e > 1 suffices. We also need Hi to have vertex degrees bounded above and below
by some constants. For simplicity we assume it has constant degree d.
I Remark 6. Note that it is also possible to ask each Hi to be a full bipartite graph. Because
the vertex degree then grows with a, we need to change the formula by encoding the neighbors
of any vertex in “binary”, as in Thapen’s paper [29], in order to avoid the width becoming
too large (due to type 2b axioms).

3.2

Short and narrow refutations

We give a refutation of CP LS H (a, b, c) which is of small size. While this refutation can be
translated into a refutation of small degree, by a result from [24], we additionally give a much
lower degree refutation. The rest of the paper will consist of proving that small size and
small degree cannot be obtained simultaneously. The proof of the next two propositions can
be found in the appendix of the full version and are very similar to the one from Thapen [29].
I Proposition 7. For any graph H, CP LS H (a, b, c) has a resolution refutation Π of length
O(ab2 c) and width c + log b + 1.
As discussed in Section 2, this gives a PCR refutation of size O(a2 b4 c2 ) and degree c+log b+2.
I Proposition 8. For any graph H, CP LS H (a, b, c) has a resolution refutation Π of width
a(d + 1) + log c.
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4

Restricting the formula and refutation

The strategy we are going to use is as follows: we suppose for contradiction that we have a
refutation Π of the formula CP LS which is both of small size and small degree. Then we
will apply a random restriction ρ to both CP LS and Π, which is a partial assignment to
the variables. At this point, we have in hand a refutation Π  ρ of the restricted formula
CP LS  ρ. By the assumption that Π is both of small size and small degree, we show
that Π  ρ enjoys some nice properties; we call such a refutation a beautiful refutation.
We conclude by showing that CP LS  ρ cannot have any beautiful refutation, yielding the
desired contradiction.
We start with the definition of ρ.

4.1

The restriction

Let p = a−3/4 and w = a7/8 . The restriction ρ is randomly set in the following way.
With probability p, for any vertex u, we set independently for all y ∈ [1, c − 1] the value
of G(u, y) to True or False with probability 1/2; if this happens for a vertex u, we say
that the colors at u are set. Moreover, if such a vertex is at the bottom layer, then
we select one color y that has been set to True during the process and we set h(u) = y.
If we set the colors at u then we also give the safe color to this vertex, i.e., we set
G(u, 0) = True. Otherwise we set G(u, 0) = False.
If we set the colors at u then with probability 12 we also set f (u, v) = True for a uniformly
random chosen vertex v ∈ N (u) and we set all others values f (u, ·) to zero.
For the rest of the paper, we write this restriction ρ.
I Remark 9. Note that for any u where the colors are set, u gets the safe color. Hence we
satisfy all type 2a axioms mentioning f (u, ·) and we can treat the vertex u as if it is removed
from the graph. For any node v with an edge (v, u) in the graph this reduces the (out-)degree
of v by 1. We must maintain a positive degree for vertices outside the last layer. If vertices
have degree at least 3 then the chance of reducing any vertex degree to 0 is o(1). Hence our
random choice of ρ works with high probability in this case. It is still a CP LS formula (over
a smaller graph) and we can now reason over this new graph.

4.2

Beautiful properties after restriction

In this section, we prove that applying the above restriction ρ to a small sized refutation Π
gives a refutation Π  ρ of CP LS  ρ enjoying useful properties.
I Definition 10. A term t touches vertex u ∈ H iff t contains at least one of the following:
G(u, y) for some y ∈ [c] \ {0};
f (u, v) for some v ∈ N (u);
h(u)j for some j ∈ [log c].
The vertex-degree of a term t is the number of vertices it touches.
See Figure 2 for an example.
I Definition 11. We say that a term t is almost beautiful if:
the vertex-degree of t is at most w + 1;
it does not contain any G(·, 0) variable;
it touches at most c − 2 different colors.
If the vertex-degree of t is at most w then we say it is beautiful. By extension, a derivation
Π is beautiful if every term that appears in Π is beautiful.
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t = G(u, 2)f (v, w)h(x)3

u

v

w

x
Figure 2 The term t touches three vertices that are the ones colored in the figure.


I Proposition 12. There is an  so that if |Π| = s ≤ 2c then with probability 1 − s · 2−c
over the choice of ρ, every term in Π  ρ is beautiful.



Proof. Consider a term t and suppose it touches at least w distinct vertices u. We show
that except with exponentially small probability ρ sets t to 0.
Suppose we set the colors at u, which happens with probability p. If t contains G(u, y)
for 0 < y then with probability 12 we set G(u, y) = 0. If t contains h(u)j then because h(u)
is uniformly random we set h(u)j = 0 with probability 21 .
We also set the arrow at u with probability p/2. There are d neighbors of u so we set
f (u, v) to True with probability d1 and False with probability d−1
d Hence if t contains f (u, v)
p
then we set t to 0 with probability at least 2d .
p
Hence, for each u, if t touches u then with probability at least 2d
we set t to 0. For
distinct u these events are independent so the probability of not setting t to 0 is at most:
(1 −

1 1/8
p w
) < e− 2d a .
2d

To conclude the proof, observe that t  ρ does not contain any G(·, 0) variable since the
restriction sets the value G(u, 0) to True of False for any vertex u.
J

5

PCR machinery

In this section, we ask the order on monomials to have the additional property that it respects
the vertex-degree: if a monomial m1 has a vertex-degree smaller than a monomial m2 , then
m1 ≺ m2 .

5.1

R operator

We follow a strategy similar in spirit to the technique developed by Alekhnovich and
Razborov [2]. The idea is to define a linear map R : F[X] → F[X] that acts as a witness
that the polynomial 1 is not reachable from the axioms by any beautiful derivation. Such a
linear map was constructed by Alekhnovich and Razborov to separate the polynomial 1 from
polynomials reachable by small degree derivations. It has been applied to Tseitin tautologies,
among other formulas. Note that Mikša and Nordström [26] gave some sufficient (and quite
general) conditions to prove existence of such operators. Unfortunately, we can not use
directly these results since they deal with degree and we therefore need to adapt them to
handle our notion of beautifulness. More precisely, we aim to prove the following theorem.
ITCS 2020
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I Theorem 13. There is a linear map R : F[X] → F[X] such that:
1. R(A) = 0 for any axiom A;
2. R(1) 6= 0;
3. R(xt) = R(xR(t)) whenever xt is a beautiful monomial.
Theorem 13 is sufficient to prove our main theorem, since any polynomial derived by a
beautiful derivation is mapped to zero under the R operator, leaving the polynomial 1
unreachable.
The operator R that we will use is defined on monomials and then extended linearly to
general polynomials. To do that, we associate to any monomial t a set of vertices, written
Supp(t), and the value R(t) is defined to be the reduction of t under the ideal generated
by axioms associated to Supp(t). Again, we abuse notation slightly and write this reduced
polynomial as RSupp(t) (t).
More formally, to a given set A of vertices, we identify the following set of axioms:
{Qu | u ∈ A}
∪ {Pu,v,y | u ∈ A, v ∈ N (u), y ∈ [c]}
∪ {Tu,y | u ∈ A, y ∈ [c]}
∪ {¬G((0, 0), y) | y ∈ [c]}
∪ all boolean axioms
∪ all complementary axioms.
This set contains some axioms that are related to set A as well as the axioms saying that
(0, 0) is not colored. RA (t) is then interpreted as the reduction of t under the ideal generated
by the axioms above.

5.2

Closure/support

We first associate to any term t a set of vertices called its support and written Supp(t).
The motivation here is that only axioms associated with certain vertices could have been
meaningfully used to derive t. Any axiom that mentions a variable of t certainly could be
used, but axioms associated with a node u that is in turn associated with a variable in t may
be used, and even axioms at some nearby nodes in H may be used.
The support is defined using the following closure operation:
I Definition 14. Given a bipartite graph with partition (VL , VR ), and S ⊆ VR a subset of
“right” vertices. We say that Cl(S) := {v ∈ VL | N (v) ⊆ S} is the closure of S.
The following property of the closure will be useful.
I Lemma 15. Let G = (VL , VR ) be an (s, e)-expander. If S, S 0 ⊆ VR such that |S|, |S 0 | < e 2s
then:
|Cl(S)| ≤

|S|
e ;
0

Cl(S) ∪ Cl(S ) ⊆ Cl(S ∪ S 0 );
∀V ⊆ (VL \ Cl(S)) such that |V | ≤

s
2

we have N (V ) * S.
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t = G(x, 2)h(y)3 h(z)1 f (v, s)f (`, z)

a

w

x

y

u

b

v

`

z

s

Figure 3 Example of the support of a term t. Color notation:
nodes for which t contains f variables: {v, `};
nodes for which t contains G variables: {x};
nodes for which t contains h variables: {y, z};
nodes that are not touched by t but included in Supp(t): {a, b, u, w};
nodes that are banished from the graph after application of the restriction from Section 4.

The proof is straightforward and appears in the full version. We can now define the
support (and extended support) associated with a term t. We do this by a downward
induction on i over the layers of the graph H as follows:
bi := {(i, x) | ∃v.f ((i, x), v) or h((i, x)) appears in t}
ci := {(i, x) | ∃y.G((i, x), y) appears in t}
di−1 := bi−1 ∪ Cl(di ∪ ci )
[
Supp :=
di
i∈[a]

ExSupp :=

[

(di ∪ ci )

i∈[a]

I Remark 16. For any terms t, t0 it holds that
Supp(t) ∪ Supp(t0 ) ⊆ Supp(t ∪ t0 ).
Proof. Follows from Lemma 15, third item.

J

I Lemma 17. If t touches at most ` vertices where ` ≤ 2w, then |Supp(t)| ≤ |ExSupp(t)| =
O(`).
The proof uses a simple induction and telescoping sum and appears in the full version.
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5.3

Proof of Theorem 13

The following propositions are sufficient to prove that the R operator fulfills the desired
properties.
I Proposition 18. For any variable x, any monomial t such that xt is beautiful, and any
t0 ∈ R(t), we have RSupp(xt0 ) (xt0 ) = RSupp(xt) (xt0 ).
I Proposition 19. For any almost beautiful monomial t and any A ⊆ H with |A| ≤ O(w)
we have:
RSupp(t)∪A (t) = RSupp(t) (t).
With these propositions in hand, let us now prove Theorem 13
Proof of Theorem 13. We start with the first item, that R(A) = 0 for any axiom A.
Consider some axiom A and note that it touches a set of vertices HA ⊆ H of constant size.
P
S
S
ti be a polynomial representation of A. By Remark 16, Supp(ti ) ⊆ Supp( ti ) and
Let
P
P
P
by Proposition 19, R( ti ) = RSupp(ti ) (ti ) = RSupp(S ti )∪HA (ti ) = 0.
For the second item, that R(1) 6= 0, observe that since Supp(1) = ∅ the set of axioms
associated to it is simply:
{¬G((0, 0), y) | y ∈ [c]}
∪ all boolean axioms
∪ all complementary axioms.
This is a satisfiable set of polynomial equations and thus the polynomial 1 is irreducible over
the ideal generated by Supp(1).
Let us now prove the third item, that R(xt) = R(xR(t)) whenever xt is beautiful. Consider
a beautiful term xt.
R(xR(t)) =

X

R(xt0 )

by linearity

t0 ∈R(t)

=

X

RSupp(xt0 ) (xt0 )

by definition of R(·)

RSupp(xt) (xt0 )

using Proposition 18

t0 ∈R(t)

=

X
t0 ∈R(t)

= RSupp(xt) (xR(t))
= RSupp(xt) (xRSupp(t) (t))

by linearity
by definition of R(·)

Observe that since Supp(t) ⊆ Supp(xt), we can remove the righthand R operator using
Fact 4. We then get
= RSupp(xt) (xt)
= R(xt)
by definition of R(·).

J
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Proof of Proposition 19

Proof of Proposition 19. We assume for sake of contradiction that the proposition is false
and let A be a minimal witness of this. Without loss of generality A ∩ Supp(t) = ∅ and A is
nonempty. We find A0 with |A0 | < |A| where the lemma also fails.
P
Let r := RSupp(t)∪A (t). We have an equation t = r + qi pi where pi is one of the axiom
that correspond to Supp(t) ∪ A. By assumption, we also have that r ≺ RSupp(t) (t). We want
to construct an assignment α that:
sets pi to 0 for at least one pi ∈ A;
leaves t unchanged;
for any pi either satisfies it or leaves it unchanged.
P
If such an assignment exists then t  α = r  α + (qi  α)(pi  α) and thus t =
P 0
r  α + qi (pi  α) with r  α  r. Since α sets at least one pi , this shows we can reduce t
using only Supp(t) ∪ (A \ {pi }), as desired.
First observe that if there is a vertex u ∈ A with neighbor v ∈ N (u) \ (A ∪ ExSupp(t))
then we can:
set the arrow out of u to point to v (α(f (u, v)) = True);
set all other arrows out of u to False (∀v 0 ∈ N (u) \ v.α(f (u, v 0 )) = False);
set all colors to False at v (∀y ∈ [c].α(G(v, y)) = False).
This satisfies all Pu,·,· and Qu axioms at u and leaves axioms at other vertices in A ∪ Supp(t)
untouched. Also v ∈
/ ExSupp(t) and hence t is also untouched.
The only way we can fail to find such a u and v is if N (A) ⊆ A ∪ ExSupp(t). Note that
this implies A contains a vertex in the last layer. Indeed, consider the largest i ∈ [a] that
contains some vertices from A. If i < a − 1 then for any vertex u ∈ A on this layer there is
at least one neighbor v ∈
/ ExSupp(t) because otherwise by definition of closure u should be
included in the Supp(t). Since we picked the largest possible i we also know v ∈
/ A.
If A contains a vertex on the last layer then we consider some layer i such that axioms
from ExSupp(t) ∪ A do not touch any vertex on layers i, i + 1 and let
B := {(i0 , j) | i0 > i, j ∈ [b]}.
B is the set of all vertices between this layer and the bottom layer. Since |A| + |Supp(t)| =
O(w) we know such a row exists. We pick some color y not mentioned by t, set G(u, y) = True
for all u ∈ B, and set h((a − 1, x)) = y for any (a − 1, x) ∈ B \ Supp(t).
Furthermore, for any u ∈ B ∩ A that is not on the last layer we know by the second item
of Lemma 15 that u has a neighbor z ∈
/ ExSupp(t). We set f so it points u to z and set
0
G(z, y ) = False for all other colors. Here we use the fact that z ∈
/ ExSupp(t) and if we set
colors for z the term t remains unchanged. That is, f (u, v) = False for all v ∈ N (u) \ {z}
and f (u, z) = True. If there were no such z then u would be included in Supp(t) and hence
would not be in A.
By setting colors in this way we satisfy all axioms for all u ∈ B ∩ A. At u ∈ B ∩ Supp(t)
we only set a single color to True and satisfy the corresponding axiom. We can always pick a
color y because |t| < c and we touch no variable in t. Finally, we satisfy the Qu and Tu,y
axioms anywhere they are touched by setting h and f .
J
The proof of Proposition 18 uses similar ideas to that of Proposition 19 and appears in
the full version.
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6

Concluding remarks

In this paper, we have shown that although it is known from [24] that size provides an upper
bound on degree in polynomial calculus resolution (PCR) – in the sense that if a set of
degree-k polynomials have a PCR refutation in size S, then there is also a refutation in
√
degree k + O( n log S) – it is not possible in general to construct PCR refutations that get
even remotely close to these two upper bounds simultaneously. This extends the analogous
trade-off result in [29] for the weaker resolution proof system.
We would like to remark that while our trade-off result is currently stated for formulas
of logarithmic width – in order to avoid extra technical complications – it is also possible
to obtain the result for constant-width formulas. This involves converting the wide clauses
in our formulas to 3-CNF using the standard approach with extension variables. Since the
upper bounds for our formulas also work in resolution, this strengthens [29]. We refer to the
upcoming full-length version of the paper for the details.
As mentioned in the introduction, in addition to generalizing [29] from resolution to
PCR, our main theorem is also a counterpart of the size-degree trade-offs for the weaker
algebraic system Nullstellensatz established in [17]. In contrast to our result, however, the
Nullstellensatz trade-offs only hold for the version of the proof system without formal variables
for negated literals. It would be desirable to obtain more robust trade-off theorems that also
applies to Nullstellensatz with separate formal variables for positive and negative literals.
Another, even more interesting, question would be to investigate stronger proof systems.
Very recently, Atserias and Hakoniemi [4] showed that if a system of degree-k polynomial
constraints over n boolean variables has a Sums-of-Squares (SOS) refutation of size S,
√
then it also has a refutation of degree at most O(k + n log S). They also proved a similar
statement for the stronger Positivstellensatz proof system, and an analogous result for
the weaker system Sherali-Adams also follows from the proofs in the paper. However, for
these proof systems the question of whether the conversion from small size to small degree
can be achieved without blowing up the size remains open, and it is not even known if the
upper bound on degree in terms of size in [4] is tight.
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Abstract
We study the smoothed complexity of finding pure Nash equilibria in Network Coordination Games, a
PLS-complete problem in the worst case, even when each player has two strategies. This is a potential
game where the sequential-better-response algorithm is known to converge to a pure NE, albeit in
exponential time. First, we prove polynomial (respectively, quasi-polynomial) smoothed complexity
when the underlying game graph is complete (resp. arbitrary), and every player has constantly many
strategies. The complete graph assumption is reminiscent of perturbing all parameters, a common
assumption in most known polynomial smoothed complexity results. We develop techniques to
bound the probability that an (adversarial) better-response sequence makes slow improvements to
the potential. Our approach combines and generalizes the local-max-cut approaches of Etscheid and
Röglin (SODA ‘14; ACM TALG, ‘17) and Angel, Bubeck, Peres, and Wei (STOC ‘17), to handle
the multi-strategy case. We believe that the approach and notions developed herein could be of
interest in addressing the smoothed complexity of other potential games.
Further, we define a notion of a smoothness-preserving reduction among search problems,
and obtain reductions from 2-strategy network coordination games to local-max-cut, and from
k-strategy games (k arbitrary) to local-max-bisection. The former, with the recent result of Bibak,
Chandrasekaran, and Carlson (SODA ‘18) gives an alternate O(n8 )-time smoothed algorithm when
k = 2. These reductions extend smoothed efficient algorithms from one problem to another.
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Introduction

Coordination games are a widely studied class of games, where players receive equal payoffs,
and so are incentivized to coordinate. Network coordination games are a succinctly represented, natural multi-player extension of coordination games. The players simultaneously
play multiple two-player coordination games, and receive the sum of their payoffs from these
individual games. As a caveat, the players must choose the same strategy to play in all
games.
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These games naturally arise in various settings like social and biological networks [3, 32, 29],
and have been extensively studied in various areas like Game theory and economics, Learning,
Networks etc [25, 11, 20, 14, 2].
The natural dynamics in such a game imply that agents will change their strategy choices
if this increases their payoff. Because these are coordination games, this also increases the
total sum of payoffs. This sum is then a proxy for the progression towards an equilibrium,
where no player can improve, hence is a potential function for the game, and the game
becomes a potential game. When no player can benefit by deviating, or equivalently the
potential function reaches a local maximum, this is a pure Nash equilibrium, and the standard
search problem for most potential games is to find such an equilibrium.
Finding a pure Nash equilibrium in a network coordination game is complete for the
class PLS (Polynomial Local Search) [12]. Although it is widely conjectured that PLS is
unlikely to lie in P [6, 9, 38], problems in this class admit local-search algorithms [27], which
have been observed to be empirically fast [27, 15, 18], but requiring exponential time in
the worst case [40, 39]. To understand this discrepancy, we naturally turn to a beyond
worst-case analysis technique called smoothed analysis, which “continuously interpolates
between the worst-case and average-case analyses of algorithms,” [41] (see Section 1.2 for a
detailed discussion). Informally, we wish to show that adversarial instances are “scattered”
in a probabilistic sense. We say that an algorithm is smoothed-efficient if it is efficient with
high probability when all input parameters are perturbed by small random noise. This is one
of the strongest performance metrics beyond worst-case performance. We ask the following:
I Question. Can we design smoothed efficient algorithms for finding pure Nash equilibria
for network coordination games?
In this paper we answer the question in the affirmative. In particular, we obtain
smoothed (quasi-)polynomial time algorithms to find pure Nash equilibria (PNE) in networkcoordination games (NetCoordNash) with a constant number of strategies. We also introduce
a notion for a smoothness-preserving reduction, and show that a special case of NetCoordNash
admits such a reduction to local-max-cut, and the general case admits a reduction to localmax-bisection (see Section 2.2 for the problem definitions).
To the best of our knowledge, no smoothed efficient algorithm for a worst-case hard Nash
equilibrium problem was known prior to this work, apart from the party affiliation games,
the smoothed complexity of which directly follows from local-max-cut [23]. Similarly, to the
authors’ knowledge, no notion of smoothness-preserving reduction has been shown in the
past, and we believe that such reductions are of independent interest.
Local-max-cut is a PLS-complete problem, where the goal is to find a cut in a graph that
is maximal up to switching one vertex. In a recent series of results, the smoothed complexity
of local-max-cut was shown to be first quasi-polynomial for arbitrary graphs [22], and then
polynomial for complete graphs [1]. Both results and a recent (simultaneous) work [8] follow
a common high-level framework: using anti-concentration bounds for linear combinations of
random variables to argue that bad events are unlikely. Our analysis extends this high-level
approach to NetCoordNash. However, local-max-cut is a special case of NetCoordNash where
every player has two strategies and the matrix on every edge is off-diagonal (see Figure 1).
To handle the extra complexity of NetCoordNash in general, we need to define novel bounds.

1.1

Our Results

A network coordination game is represented by an undirected game graph G = (V, E),
where the nodes are the players, and each player v ∈ V simultaneously plays a two-player
coordination game with each of its neighbors. If players have k strategies to choose from,

S. Boodaghians, R. Kulkarni, and R. Mehta

Auv =

wuv
u

73:3

v

u

h

0 wuv
wuv 0

i
v

Figure 1 Local-max-cut to 2-strategy network coordination games: mapping of edge (u, v).

the game on each edge uv can be represented by a k × k payoff matrix. Once every player
chooses a strategy, the payoff value for each edge is fixed, and players receive the sum of the
payoffs from incident edges. The goal is to find a PNE of this game. We show the natural
better-response algorithm converges quickly with high probability on perturbed instances.
Smoothed Analysis of NetCoordNash. A strategy profile is at equilibrium if no single
player can gain by deviating while others’ unilaterally. Better-response dynamics/algorithms
are an iterative procedure where any player who benefits by deviating, does so, one at a
time, until an equilibrium is reached. This need not converge in general, e.g. for a game of
rock-paper-scissors, where the players would infinitely cycle through the three strategies. In
our setting, however, the sum of payoffs of all players acts as a potential function, which
increases with every better-response move (Section 2.1). Thus, starting from any initial
choice of strategies, better-response algorithm (BRA) will converge to a PNE in network
coordination games, since it can be shown that the potential function is bounded.
We show that the BRA is an efficient algorithm with probability 1 − 1/poly(n) for
perturbed instances: when the payoff values are independently sampled from distributions
with density bounded by φ, the runtime will be polynomial in φ and the input size with high
probability. One may interpret φ as the inverse of the minimum allowed perturbation. The
exact relation between perturbation size and running time are as follows:
I Theorem 1. Let G = (V, E) be a game graph for an instance of NetCoordNash, with k × k
payoff matrices, whose entries are independently distributed, continuous, random variables,
with densities fu,v,i,j : [−1, 1] → [0, φ]. Let n := |V |. If G is a complete graph, then with
probability 1 − (nk)−3 , all valid executions of the BRA (even adversarial) will converge to a
PNE in at most (nkφ)O(k) steps, and the expected running time (nkφ)O(k) as well.
If G is arbitrary, all valid executions of the BRA, from all starting points, will converge
to a PNE in at most φ · (nk)O(k log(nk)) steps with probability 1 − (nk)−2 over the payoff
entries. Furthermore, the expected running time is also at most φ · (nk)O(k log(nk)) .
The proof of this is discussed in Section 3. The polynomial running time requires the
graph to be complete so that all parameters can be perturbed. This seems to be unavoidable
as all known results on polynomial smoothed complexity so far, e.g., linear-programming [41],
local-max-cut [1], etc., require this.
The above performance guarantees are only (quasi-)polynomial in the input size for k
constant. It is an open problem to improve this to general k. This can be achieved either by
showing that local-max-bisection has polynomial smoothed complexity (see below), or by
directly tightening the bounds in the proof presented in this paper (Section 3).
Smoothness-Preserving Reductions. Note that standard Karp reductions do not suffice to
extend a smoothed efficient algorithm across problems. This is because, among other things,
such a reduction needs to ensure that independently perturbed parameters of the original
problem produce independent perturbations of all parameters in the reduced problem. In this
work, we introduce a notion of a smoothness-preserving reduction, which to the knowledge of
the authors, has not been studied prior to this work. We obtain two such reductions:
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I Theorem 2. NetCoordNash with 2×2 payoff matrices admits a weak smoothness-preserving
reduction to the local-max-cut problem. Furthermore, NetCoordNash with k × k matrices for
general k admits a weak smoothness-preserving reduction to the local-max-bisection problem.
For both results, an instance of NetCoordNash with a general or complete game graph reduces
to an instance of local-max-cut/bisection on a general or complete graph, respectively.
The definition of weak reductions is given in Section 4, and a formal statement of the localmax-cut and -bisection problems is in Section 2.2. In this writeup, we provide an outline of
the reductions in Section 4, and a formal description and proofs of correctness are given in the
full version of this paper [10]. The first reduction, together with smoothed efficient algorithms
for local-max-cut, gives alternate smoothed efficient algorithms for the k = 2 instance; namely,
the result of [8] implies an O(n8 ) algorithm when the game graph is complete. For general
network coordination games, the smoothed complexity of local-max-bisection is open, and so
any conclusion on the complexity of NetCoordNash is conditional.

1.2

Related Work

The works most closely related to ours are [22] and [1], where the smoothed complexity of
local-max-cut was first analyzed, and [8] which refined the analyses. As discussed above,
local-max-cut is a special case of NetCoordNash, therefore the techniques do not immediately
apply. Independently, [8] also obtained smoothed polynomial algorithms for local-max-3-cut
on complete graphs, and quasi-polynomial algorithms in general for local-max-k-cut with
constant k. Local-max-k-cut naturally reduces to NetCoordNash with k × k payoff matrices.
However, our result does not subsume theirs as the reduction is not smoothness preserving.
Complexity of Equilibrium Computation. There has been extensive work on various potential games, equivalently congestion games (e.g., [35, 31, 36, 23]), capturing routing and
traffic situations (e.g., [37, 25]), and resource allocation under strategic agents (e.g., [26, 24]).
A potential function ensures that these games always have a pure NE [35]. Finding pure NE
is typically PLS-complete in the worst case [23, 12]. Our approach provides tools to prove
smoothed analysis results for such games.
For the general games, NE computation is PPAD-complete [17, 13], even (1/poly)-additive
approximation. This latter result also implies smoothed complexity does not lie in P unless
RP = PPAD [13]. Towards average case analysis, Bárány, Vempala, and Vetta [5] showed that
a game picked uniformly at random has a NE with support size 2 for both the players with
inverse-logarithmic probability The average case complexity of a random potential game was
shown to be polynomial in the number of players and strategies by Durand and Gaujal [19].
Smoothed Analysis. The work of Spielman and Teng [41] introduced the smoothed analysis
framework to study the empirical performance of the Simplex method for linear programming.
They showed that introducing independent random perturbations to any given (adversarial)
LP instance, ensures that Simplex terminates fast with high probability, with polynomial
dependence on the inverse of the magnitude of perturbation. Performance on such perturbed
instances has since been known as smoothed complexity of the problem – one of the strongest
guarantees one can hope for beyond worst-case analysis. In the past decade and a half, much
work has sought to obtain smoothed efficient algorithms when worst-case efficiency seems
infeasible [16, 7, 30, 34, 4, 21, 22, 1], including for integer programming, binary search trees,
iterative-closest-point (ICP) algorithms, the 2-OPT algorithm for the Traveling Salesman
problem (TSP), the knapsack problem, and the local-max-cut problem.
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Preliminaries: Game Model and Smoothed Analysis

In what follows, the set {1, 2, . . . , k} is denoted as [k], and h·, ·i denotes inner product.

2.1

Nash Equilibria in Network Coordination Games

A two-player game, where each player has finitely many strategies to choose from is given by
two payoff matrices A and B. Assume without loss of generality that both players have k
strategies, and thus the matrices are k × k. It is called a coordination game if A = B.
A network coordination game is a multi-player extension of coordination games. The game
is specified by an underlying undirected graph G = (V, E), where the nodes are players, and
each edge represents a two-player coordination game between its endpoints. It is a k-network
coordination game if each player has k strategies. For disambiguation, we represent the payoff
values as an |E|k 2 -dimensional vector A, and denote as A((u, i)(v, j)) the payoff that players
u and v get for the game-edge uv ∈ E, when u chooses strategy i, and v, strategy j. As
Nash equilibria are invariant to shifting and scaling of the payoffs, assume without loss of
generality that every entry of A is contained in [−1, 1].
Potential Function. Below we show that it suffices to only consider pure strategies, i.e.
players needn’t randomize. Let n be the number of players; a strategy profile is a vector
σ ∈ [k]n , assigning to each player a strategy in [k]. The payoff to player u is given by
payoff u (σ) :=

P

v: uv∈E

A((u, σu )(v, σv ))

Define the potential function Φ : [k]n → R to be the sum of all payoffs. Formally,
Φ(σ) :=

P

(u,v)∈E

A((u, σu ), (v, σv )) =

1
2

P

u∈V

payoff u (σ)

(1)

The potential function is of interest since it captures the possible improvements to all players’
payoffs in the following sense [12]: if player u changes their strategy, Φ(σ) and payoff u (σ)
vary by the same amount. Formally, for all u ∈ V , σu , σu0 ∈ [k], and σ−u ∈ [k]n−1
Φ(σu , σ−u ) − Φ(σu0 , σ−u ) = payoff u (σu , σ−u ) − payoff u (σu0 , σ−u )
where σ−u ∈ [k]n−1 denotes the strategy profile on V \ u. Network coordination games are
termed potential games because they admit such a potential function. As a consequence,
they must admit pure Nash equilibria [35].
Nash Equilibrium and Better-Response Algorithm (BR alg., or BRA).
librium (NE), no player gains by deviating unilaterally.
NE:

∀u ∈ V,

payoff u (σu , σ−u ) ≥ payoff u (σu0 , σ−u ),

At a Nash equi-

∀σu0 ∈ [k]

Such a σ is called pure NE (PNE) as every player is playing a deterministic strategy. By
the discussion above, σ is a PNE if and only if it is a local maximum for Φ, where σ 0 is
in the local neighbourhood of σ when they differ in exactly one entry. A deviation for one
player is termed a better-response (BR) move if their individual payoff strictly increases.
Note that if σ 0 is a BR deviation from σ, differing in a single player, then Φ(σ 0 ) > Φ(σ).
The better-response algorithm (BRA) repeatedly makes better-response moves, increasing the
Φ value in every step. The terminating point has to be a local maximum of Φ, and thereby a
PNE. Since Φ may only take k n different values, this procedure must terminate at a PNE.
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2.2

Smoothed Analysis and Reductions

The notion of smoothed analysis was introduced by Spielman and Teng [41] to bridge the
gap between average- and worst-case analysis. The parameters of the problem are perturbed
by some small noise, and the performance is measured as a function of the perturbation size.
We present first a formal definition of smoothed-efficient algorithms in our setting.
I Definition 3 (Independent distributions with bounded density). Let X be a random vector in
[−1, 1]d . We say it is independently distributed with density bounded by φ if the entries are
independently distributed, and the p.d.f. for the i-th entry is a function fi : [−1, 1] → [0, φ].
Observe that the joint distribution on X has p.d.f. upper-bounded by φd .
Intuitively, a bounded-density X is “spread” by at least 1/φ. Running-time bounds will
be defined as a function of φ. We define here polynomial smoothed complexity in our setting:
I Definition 4 (Polynomial Smoothed Complexity). Let P be a search problem, whose instances
consist of some structural information D – e.g. a graph – and some real-valued information
X – e.g. edge weights. We say A is a smoothed efficient algorithm for P if, A(D, X) returns
a correct solution with probability 1, and there exist constants c, c0 > 0 such that whenever
X ∈ Rd is an independently distributed random vector with density bounded by φ,


0
max Pr running time of A on (D, X) ≥ (d · |D| · φ)c ≤ (d · |D|)−c .
D

X

P is said to have polynomial smoothed complexity if a smoothed efficient algorithm exists. It
has quasi-poly smoothed complexity if the above holds for running time (d · |D| · φ)O(log(d·|D|)) .
An algorithm is smoothed-efficient in expectation if the expected running time over a
worst-case choice of φ-bounded distributions is (quasi-)polynomial in d, φ, and |D|; a problem
P is said to have (quasi-)polynomial smoothed complexity in expectation similarly.
Local-max-cut and -bisection. In this paper, we define smoothness preserving reductions
which allow the extension of smoothed-complexity results, as defined above, from one problem
to another. Namely, we obtain reductions to the local-max-cut and -bisection problems.
These problems are defined as FLIP and SWAP respectively in [40]. Given a weighted graph
G = (V, E), local-max-cut is the problem of finding a cut which is maximal up to flipping
one vertex across the cut, and local-max-bisection is the problem of finding a balanced cut
of the nodes into two sets of equal size, whose cut value is maximal up to swapping a pair of
nodes across the cut. Both problems are shown to be PLS-hard in [40], and the smoothed
complexity of local-max-cut has been studied at length, as discussed in the introduction.

3

Smoothed Performance of the BR algorithm

This section is a partial proof of Theorem 1. All missing details may be found in the
full version [10]. Recall that Theorem 1 stated that for φ-bounded random variables, the
BRA converges in (nkφ)O(k) steps with probability 1 − (nk)−3 on complete graphs, and
φ · (nk)O(k log(nk)) steps with probability 1 − (nk)−2 over the payoff entries. Only the payoff
values are randomized, the BR moves may be chosen adversarially after sampling.
Recall that a profile σ is a PNE if and only if it is a local maximum of the potential Φ.
Note that Φ may only take values in the interval [−n2 , n2 ], since the payoffs are in [−1, 1]. It
suffices then to show that with high probability, every linear-length sequence of BR moves
has significant increase in Φ. We show the following:
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I Theorem 5. Let G = (V, E) be a game graph, with random payoff vector A, and σ 0 ∈ [k]n
be an arbitrary strategy profile. With probability 1 − (nk)−2 over the values of A, all BR
sequences of length at least 2nk, initiated at any choice of σ 0 , must have at least one step in
which the potential increases by  = φ−1 (2n2 k 3 )−20k log(nk) . If G is a complete graph, then
with probability 1 − (nk)−3 , all BR sequences of length at least 2nk, will have at least one
step increasing by 0 = (20φ2 n3 k 3 )−4k−4 .
From the above discussion, this implies that the BRA must terminate in φ(nk)O(k log(nk))
steps with probability 1 − (nk)−2 in general, and (φnk)O(k) steps with probability 1 − (nk)−3
on complete game graphs, implying Theorem 1. We proceed with a proof of Theorem 5.
The high level approach of this paper, and also that of [22, 1, 8], is as follows: Express the
increase in potential as a linear combination of the payoff values, and conclude Theorem 5 via
an anti-concentration inequality and a union bound. Each step of the BRA is some player u,
deviating to a new σ ∈ [k], denoted as the (player,strategy) pair (u, σ). Thus, an execution
of the BRA is fully specified by a sequence of pairs S = (u1 , σ1 ), (u2 , σ2 ), . . . , along with an
t−1
initial strategy vector σ 0 ∈ [k]n . The strategy profile at time t is given by σ t := (σt , σ−u
).
t
We wish to control the value of Φ(σ t ) − Φ(σ t−1 ) as a function of the payoff values. To
this end, define the potential-change indicator matrix for a BR sequence as follows:
I Definition 6. For any fixed BR sequence S of length `, let L(S, σ 0 ) := {λ1 , λ2 , . . . , λ` },
2
where λt ∈ {−1, 0, 1}(|E|×k ) , for all t. The entries of λt are indexed by indices of payoff
matrix entries, denoted ((v, i)(w, j)). The values of its entries are chosen as follows:

 1
λt ((v, i)(w, j)) :=
−1

0

if: ut ∈ {v, w}
if: ut ∈ {v, w}
otherwise.

and
and

σvt = i
σvt−1 = i

and
and

t
σw
= j.
t−1
σw
= j.

Each entry denotes whether the payoff values remain in the payoff (0), get added to the total
payoff (+1), or removed (−1). This set of vectors – or equivalently the matrix whose rows
consist of the λt ’s – is termed the potential-change indicator matrix of a sequence.
The arguments S, σ 0 are omitted if they are clear from context. Observe Φ(σ t ) −
Φ(σ t−1 ) = hλt , Ai, where A is the vector of payoff values, so the product LA represents
the sequence of changes in Φ along an execution of the BRA. Bounding the probability of
LA ∈
/ [0, ]` for all sequences of length ` ≥ 2nk then implies Theorem 5. We use the following.
I Lemma 7 ([33]). Let X ∈ Rd be a random vector such that the joint probability on any
a ≤ d coordinates of X is upper-bounded by φa at all points. Let M be a rank r matrix in
ηZ`×d , i.e. all entries are multiples of η. Then the joint density of the vector M X is bounded
by (φ/η)r , and for any given b1 , b2 , . . . , b` ∈ R and  > 0,
h
i
Pr M X ∈ [b1 , b1 + ] × · · · × [b` , b` + ] ≤ (φ/η)r

(2)

Observe that if X is a vector whose entries are independently distributed, and each Xi
has probability density bounded by φ, then the joint distribution over any ` coordinates of
X has density bounded by φ` . This statement is a generalization of a lemma from [33], but
the proof therein easily extends.
To conclude Theorem 5, we first show that L has large enough rank, then apply the
above lemma with M = L(S, σ 0 ) and X = A, and finally take a union bound over the choice
of S and σ 0 . The following parameters are introduced for clarity of exposition.
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I Definition 8 (Active, Inactive, Repeating, and Non-Repeating players.). Let S be a BR
sequence, then player u is said to be active if she appears in the sequence, and inactive
otherwise. An active player u is said to be repeating if there exists some strategy i such that
(u, i) appears at least twice in S, or if (u, σu0 ) appears in S at all. An active player who is
not repeating is said to be non-repeating. We introduce the following notation:
p(S)
p1 (S)
p2 (S)

number of active players in S,
num. non-repeating players in S,
number of repeating players in S,

d(S)
d1 (S)
q0 (S)

number of distinct (u, i) moves in S,
distinct moves by non-rept. players in S,
number of distinct (u, σu0 ) moves in S.

Observe that p = p1 + p2 , k · p ≥ d ≥ p, k · p1 ≥ d1 ≥ p1 , and q0 ≤ p2 . We will often use
the quantity d(S) − q0 (S), which is the number of “new” strategies played by the players.

3.1

Inactive Players, Rank Bounds, and Union Bounds

As discussed above, the goal is to show that L(S) has large rank, and apply Lemma 7, taking
a union bound over all possible choices of S and σ 0 . Naïvely, there are k n (nk)` choices for
sequences of length `. However, if p(S)  n, the rank bound cannot exceed d(S) ≤ k · p(S) in
our model, which does not match the union bound. To circumvent this issue, we modify the
matrix L in two different ways, for the cases p1 (S) ≥ p2 (S) and p2 (S) ≥ p1 (S), respectively.
This case analysis is similar to the proofs in [1, 8], however these two papers each use only
one of the two constructions, whereas our analyses require both, as the large strategy space
allows for more complex interactions between the rows of L, and each construction only
allows bounds of one kind.

3.1.1

Control by rounding.

The first modification to L builds on a technique of [1]. While the construction is valid for
arbitrary graphs, the rank bounds hold only for complete graphs. Let V0 ⊂ V be the set of
0
inactive players, and V1 the active players. For any u ∈ V1 and i fixed, all ((u, i)(w, σw
))
rows of L for w ∈ V0 are identical, up to flipping a row’s signs, since w’s strategy remains
unchanged. Therefore, in the inner product hλt , Ai, these ((u, i), (w, σv0 )) terms are added or
subtracted together, and we may simply “guess” this value approximately, and take a union
bound on the guesses, rather than guessing strategy choices. This is formalized below.
The quantity of interest is the change in Φ(σ t ) over t, so it is equivalent to instead
t
t
0
0
et−0
consider Φ(σ t ) − Φ(σ 0 ), a constant shift. Let A
uv = A((u, σu )(v, σv )) − A((u, σu )(v, σv )).
X
Φ(σ t ) − Φ(σ 0 ) =
A((u, σut )(v, σvt )) − A((u, σu0 )(v, σv0 ))
u,v∈V

=

X

et−0
A
uv +

u,v∈V1
t
σw

0
σw
,

X

et−00 +
A
ww

w,w0 ∈V0

X X

et−0
A
uw

u∈V1 w∈V0

et−00 ”
“A
ww

For w ∈ V0 ,
=
so the
terms are 0. Furthermore, the rightmost terms are
P
0
in fact constants, depending only on σu . Let then C(u, σ) := w∈V0 A((u, σ)(w, σw
)) −
0
0
0
A((u, σu )(w, σw )). Note C(u, σu ) = 0. The above sum is therefore equivalent to
X
X
et−0
Φ(σ t ) − Φ(σ 0 ) =
A
+ 0 +
C(u, σut )
uv
u,v∈V1

u∈V1

For p(S) fixed, we need only take a union bound over the nk ` choices of BR sequence,
k
choices of initial strategy, and the d(S) − q0 (S) different C values for each (u, σ 6= σu0 ).
We will round these to the nearest multiple of , leaving 2n/ choices for each. With this, we
have a union bound of size k p(S) (nk)` (2n/)d(S)−q0 (S) .
p(S)
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Critical Subsequences and Rank Bounds. It remains to argue that L(S, σ 0 ) has sufficiently
large rank bounds. The statements below are presented informally, in the interest of space.
See the full version for complete details [10]. To this end, we define critical subsequences as
follows, based on the definition of critical block from [1]:
of S. If `(B) ≥
I Definition 9 (Critical Subsequence). Let B be a contiguous subsequence

2 d(B) − q0 (B) , but for every B 0 ⊆ B, `(B 0 ) < 2 d(B 0 ) − q0 (B 0 ) , we say that B is critical.
Note that a return move – i.e. q0 -type move – for a subsequence B which starts at time tB is
a move (u, σutB ), as opposed to a (u, σu0 ) move.
Observe that for any BR sequence S of length 2nk, `(S) ≥ 2(d(S) − q0 (S)), and so a
maximal (up-to-inclusion) subsequence satisfying ` ≤ 2(d − q0 ) will be critical. Thus, any
sequence of length 2nk must contain a critical subsequence B, with `(B) = 2(d(B) − q0 (B)).
Critical subsequences are key to the analysis, since their length and number of distinct moves
are perfectly correlated. This will be used in conjunction with the notion of separated blocks.
I Definition 10 (Separated Blocks). Fix a BR sequence S. For any active, non-repeating,
player u, let Tu be the set of indices where the moving player is u, and T := {t1 < t2 <
· · · < tm } be the union of the Tu ’s. Note that |T | = d1 (S). Let Si for 0 ≤ i ≤ m be the
subsequences of S from time ti to ti+1 excluding boundaries, respectively, where t0 = 0 and
tm+1 = |S|. We say these Si ’s are the separated blocks of S.
The separated blocks allow us to isolate large-rank submatrices and combine their
ranks. Let w be any inactive player, and (ui , σi ) be the non-repeating move which begins
separated block i for all i. Then, up to column permutations, the submatrix with rows from
T and columns indexed by ((ui , σi )(w, σw )) is upper-triangular with a non-zero diagonal.
The diagonal is necessarily nonzero because the graph is complete. Furthermore, for a
separated block S 0 which begins at move (ui , σi ), the submatrix of rows from S 0 and columns
((v, σv )(ui , σi )) also form an upper-triangular matrix with non-zero diagonals, where the
columns are sorted by the first appearance of v, σv in S 0 . Finally, if we sort the rows of T
first, then by chronological order of separated blocks, we can form a block-upper-triangular
P
submatrix with non-zero diagonal terms, of size d1 (S) + S 0 separated (d(S 0 ) − q0 (S 0 )). As
above, graph completeness is necessary for the diagonal to be nonzero. This submatrix is
block-upper-triangular because ((·, ·), (ui , σi )) rows are all 0 before ui first enters σi , since ui
is non-repeating. Assuming that the overall sequence S is critical, this gives
X
X
0
1
rank(L) ≥ d1 (S) +
d(S 0 ) − q0 (S 0 ) > 12 d1 (S) + 12 d1 (S) +
2 `(S )
S 0 sep.

S 0 sep.

P
However, `(S) = d1 (S) + S 0 sep. `(S 0 ), so we have rank(L) ≥ 12 d1 (S) + 12 `(S). By criticality,
`(S) = 2(d(S) − q0 (S)), which gives a rank bound of 12 (d1 (S) + `(S)) = 12 d1 (S) + d(S) − q0 (S).
Combining Rank and Union bounds. Recall that we have shown, for any BR sequence
of length 2nk, it must contain a critical subsequence B. Assuming B has length `, there
are k p(B) (nk)` choices for the (modified) matrix L(B, σ 0 ), and (4n/)d(B)−q0 (B) choices for
the approximate C(u, σ) values. The C(u, σ)’s are rounded to the nearest , so the true
improvements lie in (0, ) if the approximated improvements lie in (−, 2), since there can
be at most two C terms in each change, and rounding introduces error at most /2.
We have shown that L(B, σ 0 ) has rank at least 12 d1 (B) + d(B) − q0 (B). Applying
Lemma 7, we conclude that the probability that every critical subsequence of a valid
BR sequence of length at least 2nk has all improvements in (0, ) is upper-bounded by
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k p(B) (nk)` (4n/)d(B)−q0 (B) (3φ)d1 (B)/2+d(B)−q0 (B) . Recall d1 (B) ≥ p1 (B), and assume
p1 (B) ≥ p2 (B) =⇒ d1 (B) ≥ p1 (B) ≥ 12 p(B). Also, d(B) − q0 (B) ≤ k · p(B), and recall ` = 2(d(B) − q0 (B)). Thus the probability that all improvements are small, for complete
p(B)
graphs, when p1 (B) ≥ p2 (B) is at most (20n3 k 3 φ2 )k 1/4
. We later combine this bound
with one for the case p2 (B) ≥ p1 (B), and take a union bound over the choice of p(B).

3.1.2

Control by cyclic sums

The second rank bound argument is more intricate, and is loosely based on a construction
in [22]. The bounds proved here hold for arbitrary graphs. We construct a new matrix Q
whose columns lie in the span of L, which cancels the contributions of inactive players, but
still captures improvement. Let (u, σ) be some move which appears twice in S, or suppose
some (u, σu0 ) appears in S. Let τ0 be the index of the first occurrence of (u, σ) in the BR
sequence (τ0 = 0 in the latter case), and let τ1 , τ2 , . . . be all subsequent appearances of (u, ·)
in the sequence. Suppose τm is the second occurrence of (u, σ) in the BR sequence. Then
Pm
we let qu,σ := j=1 λτj , noting that the τ0 is omitted. Let Q(S, σ 0 ) be the matrix whose
columns consist of the qu,σ ’s. Observe, for any inactive player w,
0
qu,σ (u, σ 0 )(w, σw
)



=

m
X
j=1

m
X

0
I[σuτj = σ 0 ] − I[σuτj−1 = σ 0 ] = 0
λτj (u, σ 0 )(w, σw
) =
j=1

Thus, the qu,σ ’s are all 0 in entries corresponding to edges with inactive players, and therefore
the Q matrix does not depend on the initial strategies of the inactive players. Thus, to union
bound the possible Q matrices, it suffices to fix the initial strategy of only the active players
and the BR sequence. Furthermore, L · A ∈ [0, ]` =⇒ Q · A ∈ [0, `]d−d1 , so it suffices to
apply Lemma 7 on the matrix Q, with only polynomial blowup, since ` ≤ O(nk).
Fixing a critical subsequence B, there are at most (nk)`(B) choices of the BR sequence,
and k p(B) choices of initial strategy profiles for the active players.
Rank Bounds. It remains to show that Q has large rank relative to this smaller union bound.
Since we have eliminated inactive players, the high-rank submatrix will consist of interactions
between active players. As in [22], construct an auxiliary directed graph G0 = (V, E 0 ), where
V is the set of players, and E 0 is constructed as follows: for any repeating move(u, σ), add
the directed edge (u, w) for every w ∈ V , such that ∃σ 0 ∈ [k] : qu,σ (u, σ)(w, σ 0 ) =
6 0. Note
that u and w must be connected in the game graph, and we do not need completeness.
Let P2 ⊆ V be the set of repeating players, and note that they all have non-zero out-degree,
since qu,σ 6= 0 as this would contradict the fact that the sequence is improving. Repeatedly
perform the following: choose r1 ∈ P2 , and let T1 be the BFS arborescence rooted at r1
which spans all nodes reachable from r1 in G0 . Delete V (T1 ) from G0 and repeat, picking
an arbitrary root vertex r2 ∈ P2 \ V (T1 ). Stop when every vertex of P2 is covered by some
arborescence. For all i, let Ti0 and Ti1 be a partition of the nodes of Ti which are of even or
odd distance from the root, respectively. Let Pi0 be the larger of V (Ti0 ) ∩ P2 and V (Ti1 ) ∩ P2 ,
S∞
and let P20 := i=1 Pi0 , noting that |P20 | ≥ |P2 |/2 = p2 (S)/2. We claim that the collection
V := {qu,· : u ∈ P20 } is linearly independent.
For every u ∈ P20 , either u was an internal node to the arborescence that covers it, or a
leaf. If it is internal, we may associate to u any of its children in the arborescence, which are
not contained in P20 , by definition. Let w be the chosen child, then the only V vectors which
have nonzero ((u, ·)(w, ·)) entries are the qu,· vectors.
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Conversely if u is a leaf, then its out-neighbours must be in previously constructed
arborescences. Let w be any such neighbour, then qw,· can not contain a non-zero ((u, ·)(w, ·))
entry, as otherwise u would have been in w’s arborescence. Therefore, qu,· is the only vector
in V to contain a nonzero ((u, ·)(w, ·)) entry. Observe that these matrix entries are necessarily
nonzero even if the graph is not complete. The above discussion demonstrates a |V| × |V|
diagonal submatrix of V, which implies Q has rank at least |V| ≥ p2 (S)/2.
Combining Rank and Union Bounds. This section considers the complete graph case.
These bounds will be extended to general graphs in the next section. Section 3.1.1 gives
bounds for the case p1 (B) ≥ p2 (B), and so we restrict our attention to the case p2 (B) ≥
p1 (B) =⇒ p2 (B) ≥ p(B)/2.
For any fixed critical subsequence B, we have argued that the probability that L(B, σ 0 )
has all entries in (0, ) is at most the probability that Q(B, σ 0 ) has all entries in (0, `). By
Lemma 7 and the above rank bounds, this occurs with probability at most (`φ)p2 (B)/2 . Recall
that by criticality, ` = 2(d(B) − q0 (B)) ≤ 2k · p(B). Thus, with the above union bound, the
probability that all critical subsequences with p(B) active players and p2 (B) ≥ p1 (B) have bad
p(S)
improvements is at most k p(B) (nk)2kp(B) (2k · p(B) · φ)p(B)/4 ≤ 2(nk)2k k 5/4 (nφ)1/4
.

3.2

(Quasi-)Polynomial Smoothed Complexity for NetCoordNash

Complete Game Graphs. From Sections, 3.1.1 and 3.1.2, the probability that all valid BR
sequences of length at least 2nk have all improvements in (0, ) is at most
n
X

(20n3 k 3 φ2 )k 1/4

p

+ 2(nk)2k (nk 5 φ)1/4

p

p=1

by simply taking a union bound over the value of p(B), and whether p1 (B) ≥ p2 (B) or the
converse hold. Setting  = (20φ2 n3 k 3 )−4k−4 , we conclude that this probability is at most
1/(20φ2 n3 k 4 − 1), which concludes the complete-graph portion of Theorem 5 noting that
φ > 12 . We omit calculation details and handling edge-cases where all players are active.
These are included in the full version [10].
General Game Graphs. For general game graphs, we will use the cyclical-sum construction,
as it does not require completeness. Note that it was phrased in terms of critical subsequences,
but never used this property. However, the cyclic-sum construction only gives bounds in
terms of p2 (S). As in [22], we use the following lemma:
I Lemma 11 ([22], Lemma 3.4). Any valid BR sequence of length 5nk contains a contiguous
subsequence S 0 with |S 0 |/(5 log(nk)) repeating moves (pairs).
This implies that any 5nk-length BR sequence S contains a subsequence S 0 with p2 (S 0 ) ≥
|S |/(5 log(nk)). Therefore, the probability that all 5nk-length sequences have improvements
P5nk
in (0, ) is at most `=1 k n (nk)` (φ)`/10 log(nk) . Setting  = φ−1 (2n2 k 3 )−20k·log(nk) , the
probability is at most 1/(nk)2 . This concludes the general-graph portion of Theorem 5. As
above, the details of calculation are omitted.
0

Performance in Expectation. The performance analysis of BRA in expectation is discussed
in the full-version. It is derived as a consequence of the with-high-probability bounds,
integrating over the choice of .
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4

Smoothness-Preserving Reduction to Local-Max-Cut and
-Bisection

In this section, we refine standard Karp reductions to define smoothness preserving reductions,
and outline the two reductions of Theorem 2. Recall from Section 2.2 that an algorithm is
said to be smoothed-efficient if, on applying independent random perturbations to all inputs
of an adversarially chosen instance, the algorithm runs in time polynomial in the input size
and inverse perturbation size, with high probability.
I Definition 12 (Strong and Weak Smoothness-Preserving Reductions). A weak (randomized)
smoothness-preserving reduction from a search problem P to problem Q is defined by poly-time
computable functions f1 and f2 , a full-row-rank, integer, matrix M with polynomially bounded
entries, a constant η ≥ 1/poly, and a real probability space Ω ⊆ Rd ; such that the following
holds: For any I = (D, X) ∈ P and R ∈ Ω, J = (f1 (D), ηM (X ◦ R)) is an instance of Q
whose solutions σ map to solutions f2 (σ) for I. Here, ◦ denotes concatenation.
We require that |f1 (D)|, the dimension of R, and the size of M , be polynomial in |I|; that
the probability density of the entries of R be polynomial in |I| and the density bound on X;
and that the entries of R be independently distributed.
If M is a diagonal matrix, then this is a strong smoothness-preserving reduction.
The R variables may seem superfluous at first, but are included to ensure that M has
full-rank. A key fact to the proof of Lemma 7, the anti-concentration bound at the heart of
this paper and previous local-max-cut papers, is the following:
I Proposition 13 ([33]). Let X ∈ Rd be a random vector such that the joint probability
on any a ≤ d coordinates of X is upper-bounded by φa at all points, and let M ∈ R`×d
be full-rank, with entries which are multiples of η, for ` ≤ d. Then the random variable
Y := M X also has bounded joint density fY (y) ≤ (φ/η)` for all y ∈ Rd .
Thus, if the entries of X and R have bounded density, and | det(ηM )| ≥ η d , then the joint
distribution on M (X ◦ R) has polynomially bounded density. A proof of this statement is
provided in the full version of the paper [10].
When M is diagonal, the reduced instance trivially has independent entries, which is
sufficient for most smoothed-analysis results to hold. Hence, strong reductions easily extend
smoothed efficient algorithms. We conjecture that for many problems, upper-bounding the
joint density of the input values suffices for smoothed-efficient algorithms to exist.
I Lemma 14. (a) Suppose problem Q has (quasi-)polynomial smoothed complexity. If P
admits a strong smoothness-preserving reduction to Q, then P also has (quasi-)polynomial
smoothed complexity. (b) If Q has a smoothed efficient algorithms when the input distribution
has joint density bounds as in Proposition 13 and Lemma 7, then if P admits a weak
smoothness-preserving reduction to Q, P has (quasi-)polynomial smoothed complexity.
The proof is straightforward modulo technicalities, and is included for completeness in
the full version of this paper [10]. It is key that the matrix M has full (row) rank, since this
ensures that the joint density on the reduced parameters is sufficiently bounded.
Observe that local-max-cut satisfies the conditions of part (b), since the proofs of [22, 1]
simply apply Lemma 7 to the input, similarly to the argument in Section 3. Thus weak
reductions to local-max-cut do imply smoothed efficient algorithms. This would not be
an interesting notion of reduction if it only held for reductions to max-cut. As mentioned
above, we conjecture that many smoothed-analysis results satisfy the conditions for part (b).
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As an example, we note that the analyses for the smoothed efficient algorithms for a TSP
2-approximation [21] and for multidimensional bin-packing [28], are robust to this form of
input assumption.
The smoothed complexity of local-max-bisection is open, but we believe that the natural
local search procedure may admit a similar smoothed analysis to local-max-cut. This would
imply a smoothed efficient algorithm for k-NetCoordNash for non-constant k.

4.1

Outline of Reductions

It suffices then, to provide weak smoothness-preserving reductions from NetCoordNash to
local-max-cut and -bisection, as stated in Theorem 2. The main technical part involves the
construction of M such that its rows are independent, and solutions of the resulting instance
map to solutions of the original.
In this writeup, we give only a sketch of the reductions. The formal definitions and
rank analyses may be found in the full version of this paper [10]. The reduction from
2-NetCoordNash to local-max-cut will be given first and in more detail, as it is cleaner, and
is the basis for the reduction from k-NetCoordNash to local-max-bisection.
2-NetCoordNash reduces to Local-max-cut. Let G = (V, E) be the game graph, with
payoff vector A. Construct a weighted cut graph H = (V 0 , E 0 ) where V 0 = V ∪ {s, t}, and
S
E 0 = E ∪ u∈V {su, ut}. We will define edge weights such that (1) every locally maximal cut
is an s-t cut, and (2) the value of the cut (S, T ) with s ∈ S and t ∈ T is equal to the total
payoff of the game when σu = 1 if u ∈ S, and 2 if u ∈ T . Thus changing a player’s strategy
is equivalent to flipping its vertex across the cut. In the reverse direction, local-max-cuts are
exactly the local maxima of the game’s potential function, and thereby pure NE.
The following figure gives the edge weights for a small 2-player example which achieves
the above properties, with the payoff matrix given as follows:
− 12 (b + c) − Ru − Rv

uv game payoffs:



a
c

b
d



s

1
2 (c

+ d) + Ru

u
1
2 (b

1
2 (b

+ d) + Rv

1
2 (a

+ b) + Ru
t

+ c − a − d)
v

1
2 (a

+ c) + Rv

The general construction consists of placing copies of the above gadget on H for every game
edge in E, taking the sum of the edge-weights for the su, ut, and st edges.
Observe that the above construction has edge weights which are linear combinations of
the payoff values. Furthermore, for all values of Ru and Rv , the cut values are equal to
payoff values. The R values are added only to increase the rank of the reduction matrix, and
choosing them negative ensures that only s-t cuts are maximal. We show [10] by induction
on |V | that the matrix rows are independent, and so the reduction satisfies the necessary
conditions. Note that the cut graph is complete if and only if the game graph is.
k-NetCoordNash reduces to Local-max-bisection. The reductions from games with k
strategies are not as straightforward. Let G = (V, E) be the game graph with payoff
vector A. We construct a weighted cut graph H = (V 0 , E 0 ) where V 0 = (V × [k]) ∪
{s0 , s1 , . . . , sn(k−2) , t}, the (player,strategy) pairs, and construct E 0 as follows: for every
node (u, i) and 0 ≤ a ≤ n(k − 2), we add an {sa , (u, i)} and {(u, i), t} edge; for every u ∈ V
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and i 6= j, we add a {(u, i), (u, j)} edge; and for every uv ∈ E and i, j ∈ [k], we add a
{(u, i), (v, j)} edge. Call a cut (S, T ) valid if s` ∈ S for all `, t ∈ T , and S contains exactly
one (u, i) node for all u ∈ V . Note that all valid cuts are balanced.
By construction, there is a natural strategy profile associated with each valid cut, namely
if node (u, i) is in S then σu = i. We wish to choose edge weights such that (1) all locally
maximal bisections are valid, and (2) the cut value is equal to Φ(σ). (1) will be achieved by
giving low weight to the {(u, i), (u, j)} edges, and higher weight to the {sa , (u, i)} edges, using
the extra randomness available. This respectively ensures that it is always in our interest to
have a small number of (u, ·) nodes in S, but not none. As above, we will introduce extra
randomness to the edge weights to ensure that M is full-rank. In this case, we will show M
is full rank by arguing that it is upper-triangular after basic row operations.
The cut graph is again complete if and only if the game graph is, and thereby we have
shown the second part of Theorem 2. The edge weights are not given directly, but are instead
found by solving for the total cut values. As it would not be of any value to the reader to be
given the values of the edge-weights without the full exposition, the details are left to the
full version of this paper [10].
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Abstract
Agreement expansion is concerned with set systems for which local assignments to the sets with
almost perfect pairwise consistency (i.e., most overlapping pairs of sets agree on their intersections)
implies the existence of a global assignment to the ground set (from which the sets are defined) that
agrees with most of the local assignments.
It is currently known that if a set system forms a two-sided or a partite high dimensional expander
then agreement expansion is implied. However, it was not known whether agreement expansion can
be implied for one-sided high dimensional expanders.
In this work we show that agreement expansion can be deduced for one-sided high dimensional
expanders assuming that all the vertices’ links (i.e., the neighborhoods of the vertices) are agreement
expanders. Thus, for one-sided high dimensional expander, an agreement expansion of the large
complicated complex can be deduced from agreement expansion of its small simple links.
Using our result, we settle the open question whether the well studied Ramanujan complexes are
agreement expanders. These complexes are neither partite nor two-sided high dimensional expanders.
However, they are one-sided high dimensional expanders for which their links are partite and
hence are agreement expanders. Thus, our result implies that Ramanujan complexes are agreement
expanders, answering affirmatively the aforementioned open question.
The local-to-global agreement expansion that we prove is based on the variance method that we
develop. We show that for a high dimensional expander, if we define a function on its top faces and
consider its local averages over the links then the variance of these local averages is much smaller
than the global variance of the original function. This decreasing in the variance enables us to
construct one global agreement function that ties together all local agreement functions.
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Introduction

Agreement expansion has been extensively studied. It plays an important role in nearly all
PCP constructions, and has found various applications in many recent works (see e.g., [8, 5,
1, 9] and [3]). Previous works could only prove agreement expansion for complexes which are
two-sided local spectral expanders or partite one-sided local spectral expanders. However,
the question for the general case of one-sided local spectral expanders remained open. In this
work we show that all one-sided local spectral expanders are agreement expanders, given that
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the local views of their vertices are agreement expanders. In particular, this solves an open
question regarding the well studied Ramanujan complexes, which are not two-sided local
spectral expanders nor partite, but the local views of their vertices are agreement expanders.
Our main theorem is a local-to-global agreement expansion. We show that agreement
expansion of the entire complex can be deduced from agreement expansion of its vertices,
i.e., if locally the complex is an agreement expander, then it is also globally expanding. In
many cases of high dimensional expanders, the entire complex is a complicated object which
is hard to understand, but it is composed of many simple local objects. We show that it is
enough to argue regarding the simple local views of the complex, which then implies that
the whole complicated complex is also an agreement expander.
The main theorem that we prove is based on the variance method that we develop. We
show that for one-sided local spectral expanders, the variance of any function decreases as
we go down the dimensions. Namely, if we define a function on the top faces of the complex
and consider its local averages over the links then the variance of these local averages is
much smaller than the global variance of the original function. This decreasing in variance
enables us to construct a single global function that stitches together all the local agreement
functions.

Agreement tests
Let S a collection of subsets over some ground set V . A local assignment is a collection of
functions f = {fσ }σ∈S , where each fσ is a function that specifies a 0, 1 value for each u ∈ σ.
Any fσ is local in the sense that it gives values only to the elements in σ, independently
of the rest of the functions and the ground set. A global assignment is a single function
g : V → {0, 1} which specifices a value for every vertex in the ground set. We say that a
local assignment f = {fσ } comes from a global assignment g, if for every σ ∈ S it holds that
fσ = g σ , i.e., fσ is just the restriction of g to σ.
Denote by G the set of all global assignments. An agreement test is specified by a
distribution D on tuples (τ, σ1 , σ2 ) such that σ1 , σ2 ∈ S and τ ⊆ σ1 ∩ σ2 . The test picks
τ, σ1 , σ2 according to D and accepts if fσ1 and fσ2 agree on τ , i.e., if for every u ∈ τ ,
fσ1 (τ ) = fσ2 (τ ).1 We denote the acceptance probability of the test by
agreeD (f ) =

Pr

τ,σ1 ,σ2 ∼D

[fσ1

τ

= fσ2 τ ].

It is easy to see that if a local assignment comes from a global assignment then the test
accepts with probability 1. Denote by dist(f, g) the fraction of σ ∈ S for which fσ 6= g σ .
An agreement theorem states that if agreeD (f ) ≥ 1 − ε then f is 1 − O(ε) close to a global
assignment, i.e., there exists a global assignment g ∈ G such that dist(f, g) ≤ O(ε). In
other words, an agreement theorem guarantees that the agreement test provides a good
approximation for the distance of a local assignment from the global assignments.

High dimensional expanders
A d-dimensional simplicial complex X is a (d + 1)-hypergraph which is closed under containment: For any (d + 1)-hyperedge σ in X, all of its subsets τ ⊂ σ also belong to X. A
hyperedge σ is also called a face of the complex, and its dimension is |σ| − 1. The set of all
k-dimensional faces of the complex is denoted by X(k).

1

A weaker notion of an agreement test, which we do not discuss in this paper, is concerned with an
approximate global consistency, i.e., that fσ agrees with g on most of the elements in σ.
σ
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For any face σ ∈ X, its link is the subcomplex obtained by all the faces in X which
contain σ after removing σ from all of them, and denoted by Xσ = {τ \ σ | σ ⊆ τ ∈ X}.
Note that if X is of dimension d then Xσ is of dimension d − |σ|.
I Definition 1.1 (Partite complex). A d-dimensional complex X is called partite if its vertices
can be partitioned into d + 1 sets X(0) = V1 ∪· V2 ∪· · · · ∪· Vd+1 such that any d-dimensional
face σ ∈ X(d) contains a vertex from each Vi , i.e., |σ ∩ Vi | = 1.
In recent years, several distinct notions of high dimensional expansion have been studied.
For a detailed survey regarding high dimensional expanders we refer the reader to [10]. In
this work we focus on the spectral expansion of the links of the complex.
I Definition 1.2 (Local spectral expansion). A d-dimensional complex X is called a λone-sided local spectral expander (or λ-two-sided local spectral expander) if for every
−1 ≤ k ≤ d − 2 and every σ ∈ X(k), the underlying graph2 of Xσ is a λ-one-sided spectral
expander (or λ-two-sided spectral expander, respectively).

High dimensional expanders and agreement expansion
The work of [4] initiated the relation of high dimensional expanders to agreement tests. We
follow their definition of agreement expansion.
I Definition 1.3 (Agreement expansion). A d-dimensional complex X is called a c-agreement
expander for dimension k if there exists a distribution D such that for every local assignment
f = {fσ }σ∈X(k) there exists a global agreement function g ∈ G such that
dist(f, g) ≤ c · disagreeD (f ),
where disagreeD (f ) = 1 − agreeD (f ) is the rejection probability of the test.
The name “agreement expansion” comes from its similarity to other expansion measures,
since X is an agreement expander if and only if
min
f

disagreeD (f )
1
≥ ,
dist(f, G)
c

where the minimum is taken over all local assignments that do not come from a global
assignment.
In [6], the authors prove that there exists a constant c > 0 such that the d-dimensional
complete complex, which is the complex that contains all possible sets of size ≤ d + 1, is a
c-agreement expander for its top dimension. Building on [6], [4] show that there exists a
constant c > 0 such that a d-dimensional
two-sided local spectral expander is a c-agreement
√
expander for dimension k = O( d). Their proof goes by a reduction to the complete complex,
and therefore they could not prove agreement expansion for the top dimension of the complex,
but only for some lower dimension.
In a recent work, Dikstein and Dinur [2] prove that there exists a constant c > 0 such
that a d-dimensional two-sided local spectral expander or a partite one-sided local spectral
expander are c-agreement expanders for their top dimension. However, the general question
for one-sided local spectral expanders remained open.

2

The graph whose vertices are Xσ (0) and its edges are Xσ (1).
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Our main theorem in this work is that agreement expansion of a complex can be deduced
from the agreement expansion of the links of its vertices. In particular, for any constant
c > 0 there exists a constant c0 > 0 which is dependent only on c such that a d-dimensional
one-sided local spectral expander is a c0 -agreement expander for its top dimension, given
that the links of its vertices are c-agreement expanders for their top dimension.
I Theorem 1.4 (Main Theorem, informal). For any constant c > 0 there exists a constant
c0 = c0 (c) such that if the links of the vertices of a one-sided local spectral expander are
c-agreement expanders for their top dimension, then the entire complex is a c0 -agreement
expander for its top dimension. Moreover, the global agreement function that agrees with
most of the local functions is defined by majority decoding.
Our result extends [2] to general one-sided local expanders, which are not necessarily
partite. Moreover, the result of [2] ensures that if the agreement test accepts with probability
1 − ε then there exists some global function that agrees with 1 − cε of the local functions. The
global function that [2] construct is not necessarily the majority function, but rather some
conditional majority. We show here that the majority function agrees with 1 − c0 ε of the local
functions, regardless of which functions agree with the local functions on each vertex. Our
proof technique can be used for two-sided local spectral expanders and for partite one-sided
local spectral expanders as well: As a first step use [2] to construct a local agreement function
for each vertex, and then by our work conclude that the majority function agrees with most
of these local agreement functions.
I Corollary 1.5. There exists a constant c > 0 such that any d-dimensional two-sided
local spectral expander and any d-dimensional partite one-sided local spectral expander is a
c-agreement expander for its top dimension, where the global agreement function is defined
by majority decoding.

Ramanujan complexes
Much of the motivation for the study of high dimensional expanders comes from the existence
of Ramanujan complexes, whose properties are optimal in almost every measure. Ramanujan
complexes are the high dimensional analogs of the celebrated LPS Ramanujan graphs [11],
which arise from number theory. In [12] the authors describe an explicit construction of a
family of bounded degree Ramanujan complexes, i.e., every vertex is contained in a bounded
number of faces. Thus, the number of d-dimensional faces in these complexes is linear in the
number of vertices.
Ramanujan complexes are known to be one-sided local spectral expanders [7], and their
links are also partite. However, Ramanujan complexes are not two-sided local spectral
expanders nor partite, so previous works could not show that they are agreement expanders.
As a corollary of our theorem, we settle this open question.
I Corollary 1.6. There exists a constant c > 0 such that Ramanujan complexes are cagreement expanders for their top dimension.

The variance method
Our local-to-global agreement theorem is based on the variance method. The decreasing in
variance idea has first appeared in [4], where the authors proved that in high dimensional
expanders, the difference of variances of a function on successive dimensions is decreasing.
The authors in [4] proved it only for two-sided local spectral expanders, and used it just for
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the single purpose of showing that random walks on high dimensional expanders have an
optimal convergence rate. We extend their work and show that the same holds for one-sided
local spectral expanders as well. In addition, we show the general statement that the variance
of any function on the top faces of a high dimensional expander decreases by a factor of d
when considered on the vertices.
I Theorem 1.7 (The variance method, informal). Let X be a d-dimensional one-sided local
spectral expander. For any function h : X(d) → R,
 
1
Var
E
h(uσ) ≤ O
Var h(σ).
d
u∈X(0) σ∈Xu (d−1)
σ∈X(d)
The small variance is important in order to get a global function that agrees with
1 − O(ε) of the local functions. Recall that we are given a local assignment f = {fσ } and a
probability distribution D such that disagreeD (f ) ≤ ε and our goal is to construct a global
function g such that dist(f, g) ≤ O(ε). By a simple union bound argument, it is easy to
get dist(f, g) ≤ O(dε). In order to get an agreement which is not dependent on d, we must
bound the probability of the bad events by O(ε/d) and then by a union bound to get an
agreement of O(ε). Using the variance method, we can show that the variance on the vertices
decreases by a factor of d, and thus the bad events happen with a probability bounded by
O(ε/d). We believe that this method will find many more applications in the future.

Organization
In Section 2 we provide some required preliminaries regarding expander graphs and high
dimensional expanders. In Section 3 we introduce the variance method. In Section 4 we
prove our main theorem.

2

Preliminaries

2.1

Expander graphs

Let G = (V, E) be a graph with positive weights on the edges w : E → R>0 . Assume without
loss of generality that the sum of the weights is 1 (otherwise just normalize), i.e., w is a
probability distribution on the edges. These weights induce a probability distribution on the
P
vertices as well, where the probability of a vertex u ∈ V is given by 12 e3u w(e). All the
following probabilities are taken according to these distributions.
For any two functions h, h0 : E → R, we define their inner product by
X
hh, h0 i =
w(e)h(e)h0 (e) = E h(e)h0 (e).
e∈E

e∈E

Similarly, for any two functions g, g 0 : V → R, their inner product is defined by
hg, g 0 i = E g(u)g 0 (u).
u∈V

The adjacency operator A = A(G) : RV → RV is defined by Ag(u) = Euv|u g(v), where
uv|u denotes the event that the edge {u, v} was chosen given that the vertex u was chosen.
Denote the eigenvalues of the adjacency operator of G by λ1 ≥ λ2 ≥ · · · ≥ λ|V | . It is easy
to see that λ1 = 1 (with corresponding eigenfunction 1) and that λ|V | ≥ −1. Let 0 < λ < 1
be a positive constant. The graph G is said to be a λ-one-sided spectral expander if λ2 ≤ λ,
and G is said to be a λ-two-sided spectral expander if both λ2 ≤ λ and λ|V | ≥ −λ.

ITCS 2020

74:6

Local-To-Global Agreement Expansion via the Variance Method

2.2

High dimensional expanders

Recall that a d-dimensional simplicial complex X is a (d + 1)-hypergraph which is closed
under containment. Throughout the paper we refer to the probability of choosing a face of
the complex, which is given by the following probabilistic process. Consider the random
sequence of faces σd ⊃ σd−1 ⊃ · · · ⊃ σ0 ⊃ ∅, where σd ∈ X(d) is chosen uniformly at random,
and then for each k = d − 1, · · · , 0, σk is chosen by removing a uniformly random vertex
from σk+1 . For any σ ∈ X(k), we denote the probability of choosing σ by
Pr[σ] = Pr[σd ⊃ σd−1 ⊃ · · · ⊃ σ0 ⊃ ∅ | σk = σ].
For any −1 ≤ k < d and a face σ ∈ X(k), its link is the (d − k − 1)-dimensional complex
defined by Xσ = {τ \ σ | σ ⊆ τ ∈ X}. The probability of choosing a face τ ∈ Xσ is given by
Pr[τ ∈ Xσ ] = Pr[τ ∪· σ | σk = σ].
For the agreement test, we use the Dd,` distribution as defined in [2].
I Definition 2.1 (The Dd,` distribution). Let X be a d-dimensional simplicial complex and
` < d be a positive integer. The Dd,` distribution is defined by the following random process:
1. Choose τ ∈ X(`) at random.
2. Choose σ1 , σ2 ∈ Xτ (d − ` − 1) independently at random.
The tuple that is then returned is (τ, τ ∪· σ1 , τ ∪· σ2 ).

3

The Variance Method

We show in this section that for one-sided local spectral expanders, the variance of any
function decreases as we go down the dimensions of the complex. We first bound the variance
in one-sided spectral expander graphs, and then show how to use this bound in order to
bound the variance on functions of a complex.

3.1

Bounding the variance in expander graphs

Let G = (V, E) be a weighted graph. Recall that the adjacency operator A : RV → RV is
defined by Ag(u) = Euv|u g(v). We define the following two additional averaging operators:
A↓ : RE → RV defined by A↓ h(u) = Ee|u h(e).
A↑ : RV → RE defined by A↑ g(e) = Eu|e g(u).
The following properties are pretty standard.
(1) A↓ and A↑ are adjoint to each other, i.e., for any two vectors h ∈ RE , g ∈ RV ,
hA↓ h, gi = E E h(e)g(u) = E E h(e)g(u) = hh, A↑ gi.
u e|u

e u|e

(2) Denote by λ2 (A↓ A↑ ) and λ2 (A) the second largest eigenvalues of A↓ A↑ and A correspondingly. It is easy to check that A↓ A↑ = (A + I)/2, where I is the identity operator.
Thus,
λ2 (A↓ A↑ ) =

1 + λ2 (A)
.
2

(3) A↑ A↓ and A↓ A↑ have the same non-zero eigenvalues. In particular, λ2 (A↑ A↓ ) =
λ2 (A↓ A↑ ).
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(4) By Rayleigh quotient
λ2 (A↑ A↓ ) = max

hA↑ A↓ h, hi
khk

h:E→R
h⊥1

2

.

We will use the following lemma, which is immediate from the aforementioned properties.
I Lemma 3.1. Let G = (V, E) be a λ-one-sided spectral expander graph. For any function
h : E → R such that h ⊥ 1 it holds that
2

A↓ h

≤

1+λ
2
khk .
2

Proof. It follows immediately from the properties mentioned above, since
A↓ h

2

2

2

= hA↓ h, A↓ hi = hA↑ A↓ h, hi ≤ λ2 (A↑ A↓ ) khk = λ2 (A↓ A↑ ) khk =

1 + λ2 (A)
2
khk ,
2
J

where we used properties (1), (4), (3) and (2) in that order.
We can now bound the variance of any function on the edges of the graph.

I Lemma 3.2. Let G = (V, E) be a λ-one-sided spectral expander graph. For any function
h : E → R it holds that
E Var h(e) ≥
u e|u

1−λ
Var E h(e).
1 + λ u e|u

Proof. Assume without loss of generality that Ee h(e) = 0 (otherwise, define h0 = h − Ee h(e)
and continue with h0 ). Now, note that
Var E h(e) = E
u



u

e|u

E h(e)

2

= A↓ h

2

.

(1)

e|u

Note also that

E Var h(e) = E
u e|u

u

2

E h(e) −

e|u



E h(e)

e|u

2 

= E h(e)2 − E
e



u

2
2
E h(e) = khk − A↓ h

2

. (2)

e|u

Since Ee h(e) = 0, by lemma 3.1 we have that
2

khk ≥

2
A↓ h
1+λ

2

.

(3)

Combining (1), (2) in (3) finishes the proof.

3.2

J

Bounding the variance in one-sided local spectral expanders

The following lemma follows immediately from lemma 3.2.
I Lemma 3.3. Let X be a d-dimensional λ-one-sided local spectral expander. For any
1 ≤ k ≤ d and a function h : X(k) → R it holds that
E

Var h(σu) ≥

σ∈X(k−1) u∈Xσ (0)

1−λ
E
Var
E
h(σuv).
1 + λ σ∈X(k−2) u∈Xσ (0) v∈Xσu (0)
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Proof. By definition, for every σ ∈ X(k − 2), the underlying graph of Xσ is a λ-one-sided
spectral expander. Thus, by lemma 3.2,
h(σuv) ≥

Var

E

u∈Xσ (0) v∈Xσu (0)

1−λ
Var
E
h(σuv).
1 + λ u∈Xσ (0) v∈Xσu (0)

Averaging over all σ ∈ X(k − 2) finishes the proof.

J

We can now prove the following two lemmas for one-sided local spectral expanders.
I Lemma 3.4. Let X be a (d − 1)-dimensional λ-one-sided local spectral expander, where
d ≥ k · ` for k ≥ 2, ` ≥ 1. If λ ≤ 1/2d then for any function h : X(d − 1) → R,
h(σ) ≤

Var
σ∈X(d−1)

k+2
E
k − 1 τ ∈X(`−1)

h(τ σ).

Var
σ∈Xτ (d−`−1)

Proof. Note that
Var
σ∈X(d−1)

h(σ) = E · · · E h(u1 · · · ud )2 −
u1



ud

2
E · · · E h(u1 · · · ud )
ud

u1

= E · · · E h(u1 · · · ud )2 − E · · · E
u1

ud

u1

E ··· E

u1



ud−1

··· + E

u1



E h(u1 · · · ud )



ud−1

2

2

ud

− E ··· E
u1

ud

E h(u1 · · · ud )


+

E E h(u1 · · · ud )

ud−1 ud

ud−2

2 
2
E · · · E h(u1 · · · ud ) − E · · · E h(u1 · · · ud )

u2

ud

u1

2

+ ···
(4)

ud

= E · · · E Var h(u1 · · · ud ) +
u1

ud−1 ud

E · · · E Var E h(u1 · · · ud ) + · · ·

u1

ud−2 ud−1 ud

· · · + Var E · · · E h(u1 · · · ud ),
u1 u2

ud

where the second equality follows by a telescoping sum argument. Similarly,
E

Var

τ ∈X(`−1) σ∈Xτ (d−`−1)

h(τ σ) = E · · · E Var h(u1 · · · ud ) +
u1

ud−1 ud

E · · · E Var E h(u1 · · · ud ) + · · ·

u1

ud−2 ud−1 ud

· · · + E · · · E Var E · · · E h(u1 · · · ud ).
u1

u` u`+1 u`+2

ud

For any 1 ≤ i ≤ k − 1, invoking lemma 3.3 i · ` times on each of the last ` summands
of (4) yields
E · · · E Var E · · · E h(u1 · · · ud ) + · · · + Var E · · · E h(u1 · · · ud )
u`−1 u` u`+1
ud
u1 u2
ud
 1 + λ i` 
≤
E ···
E
Var
E
· · · E h(u1 · · · ud ) + · · ·
u1
u(i+1)`−1 u(i+1)` u(i+1)`+1
ud
1−λ

· · · + E · · · E Var E · · · E h(u1 · · · ud )
u1
ui` ui`+1 ui`+2
ud

≤ e E ···
E
Var
E
· · · E h(u1 · · · ud ) + · · ·
u1
u(i+1)`−1 u(i+1)` u(i+1)`+1
ud

· · · + E · · · E Var E · · · E h(u1 · · · ud ) ,

u1

u1

ui` ui`+1 ui`+2

ud
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where the last inequality follows since i · ` ≤ d − 1 and λ ≤ 1/2d. Thus, by invoking lemma 3.3
i · ` times on the last ` summands of (4) for i = 1, . . . , k − 1 we get
(k − 1)

h(σ) ≤ (k − 1 + e)

Var
σ∈X(d−1)

E

Var

τ ∈X(`−1) σ∈Xτ (d−`−1)

h(τ σ),
J

which finishes the proof.

I Lemma 3.5. Let X be a d-dimensional λ-one-sided local spectral expander. If λ ≤ 1/(2d+1)
then for any function h : X(`) → R, ` ≤ d,
Var

h(uσ) ≤

E

u∈X(0) σ∈Xu (`−1)

8
Var h(σ).
5` σ∈X(`)

Proof. Note that
Var h(σ) = E · · · E Var h(u1 · · · u`+1 ) +
u` u`+1

u1

σ∈X(`)

E · · · E Var E h(u1 · · · u`+1 ) + · · ·
u`−1 u` u`+1

u1

(5)

· · · + Var E · · · E h(u1 · · · u`+1 ).
u1

u2

u`+1

By invoking lemma 3.3 on each summand of (5), where on the ith summand we invoke it
i − 1 times, we get
i
` 
X
1−λ
Var h(σ) ≥
Var
E
h(uσ) ≥ `(1 − e−1 ) Var
E
h(uσ),
1
+
λ
σ∈X(`)
u∈X(0) σ∈Xu (`−1)
u∈X(0) σ∈Xu (`−1)
i=0
where the last inequality follows since λ ≤ 1/(2d + 1).

J

I Corollary 3.6. By the assumptions of lemma 3.5, if the range of h is [0, 1] then
Var

E

h(uσ) ≤

u∈X(0) σ∈Xu (`−1)

8
E h(σ).
5` σ∈X(`)

Proof. It follows immediately since for h with range in [0, 1], Varσ∈X(`) h(σ) ≤ Eσ∈X(`) h(σ).
J

4

Local-to-Global Agreement Expansion

In this section we state and prove our main theorem.
I Theorem 4.1 (Main Theorem). For any constant c > 0 and two natural numbers d > ` ≥ 2
such that ` = Θ(d), there exists a constant c0 = c0 (c, d/`) such that the following holds. Let
X be a d-dimensional λ-one-sided local spectral expander, λ ≤ 1/(2d + 1). If for every vertex
v ∈ X(0), the link Xv is a c-agreement expander with regard to the Dd−1,`−1 distribution,
then X is a c0 -agreement expander with regard to the Dd,` distribution. Moreover, the global
agreement function is defined by majority decoding.
The general idea will be to decompose the global agreement probability to local agreements
in the links, and to show that with high probability the local functions agree with the global
majority function.
Let f = {fσ }σ∈X(d) . Define the majority function maj : X(0) → {0, 1} by
n
o
maj(v) = arg max
Pr
[fvσ (v) = α] .
α∈{0,1}

σ∈Xv (d−1)

Denote by ε = disagree(f ). The proof will follow from the following claims.
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B Claim 4.2.
B Claim 4.3.

E

Pr

E

Pr

v∈X(0) σ∈Xv (d−1)

v∈X(0) σ∈Xv (d−1)


[fvσ (v) 6= maj(v)] ≤ 2 1 +

gv

σ



6= maj

σ

≤ 120

 2d
`

3 
ε.
d/` − 1

c2 + 2c + 1 +

3 
ε,
d/` − 1

where gv : Xv (0) → {0, 1} is the function promised by the c-agreement expansion of Xv .
Proof of Main Theorem. Consider a vertex v ∈ X(0) and a top face in its link σ ∈ Xv (d−1).
Note that if the following three events happen then fvσ agrees with maj vσ :
(1) fvσ (v) = maj(v),
(2) fvσ σ = gv σ ,
(3) gv σ = maj σ .
Therefore,
Pr [fσ 6= maj σ ] =

σ∈X(d)

Pr

E

v∈X(0) σ∈Xv (d−1)

[fvσ

6= maj

vσ

vσ

]


≤

E

v∈X(0)

Pr
σ∈Xv (d−1)

[fvσ (v) 6= maj(v)] +

Pr
σ∈Xv (d−1)

[fvσ

Pr
σ∈Xv (d−1)

[gv

6= gv σ ] +

6= maj σ ]

σ

σ

 2d
3 
3 
c2 + 2c + 1 +
ε + cε + 120
ε
d/` − 1
`
d/` − 1
 240d
366 
c2 + 241c + 122 +
ε,
=
`
d/` − 1


≤2 1+

where the second inequality follows by claims 4.2 and 4.3, and by the c-agreement expansion
of the link of every vertex in the complex. Finally, the theorem follows since d/l = Θ(1). J

4.1

Proofs of Claims 4.2 and 4.3

Proof of Claim 4.2. The idea of the proof is by the variance method, as follows. For any
vertex v ∈ X(0) we consider the indicator function on the d-faces whether a local function
fσ agrees with the majority on v. We note that the global variance of this function indicates
the disagreement probability of two d-faces on v, and the average over τ ∈ Xv (` − 1) of local
variances indicates the disagreement probability of two d-faces on v with intersection of size
at least `. Since ` = Θ(d) we conclude by the variance method that these two distributions
are approximately equal. Details follow.
Let v ∈ X(0). Define the indicator function hv : Xv (d − 1) → {0, 1} by
(
1 fvσ (v) 6= maj(v),
hv (σ) =
0 fvσ (v) = maj(v).
By definition, Eσ∈Xv (d−1) hv (σ) ≤ 1/2. Thus,

E
hv (σ) ≤ 2
E
hv (σ) 1 −
E

hv (σ) .

(6)

Since hv is an indicator function


E
hv (σ) 1 −
E
hv (σ) =

hv (σ).

(7)

σ∈Xv (d−1)

σ∈Xv (d−1)

σ∈Xv (d−1)

σ∈Xv (d−1)

σ∈Xv (d−1)

Var
σ∈Xv (d−1)



T. Kaufman and D. Mass

74:11

Since X is a λ-one-sided local spectral expander, by lemma 3.4
Var
σ∈Xv (d−1)

hv (σ) ≤

d + 2`
E
d − ` τ ∈Xv (`−1)

Var
σ∈Xvτ (d−`−1)

hv (τ σ).

(8)

Again, since hv is an indicator function
Var
σ∈Xvτ (d−`−1)

hv (τ σ) =

E

σ∈Xvτ (d−`−1)


hv (τ σ) 1 −

E

σ∈Xvτ (d−`−1)


hv (τ σ) .

(9)

Combining (6), (7), (8) and (9) yields
Pr
σ∈Xv (d−1)

[fvσ (v) 6= maj(v)] ≤
2

d + 2`
E
Pr
[fvτ σ1 (v) 6= maj(v) ∧ fvτ σ2 (v) = maj(v)].
d − ` τ ∈Xv (`−1) σ1 ,σ2 ∈Xvτ (d−`−1)

Finally, since fvτ σ1 (v) 6= maj(v) ∧ fvτ σ2 (v) = maj(v) implies that fvτ σ1 vτ 6= fvτ σ2 vτ , we
can conclude that
d + 2`
E
Pr
[fvσ (v) 6= maj(v)] ≤ 2
E
Pr
[fτ σ1 τ 6= fτ σ2 τ ]
d − ` τ ∈X(`) σ1 ,σ2 ∈Xτ (d−`−1)
v∈X(0) σ∈Xv (d−1)

3 
≤2 1+
ε.
d/` − 1
C
Before proving Claim 4.3, let us define the following set of “bad neighbors”. For any vertex
u ∈ X(0), by the agreement expansion of Xu , there exists a function gu : Xu (0) → {0, 1}
that agrees with most of the top faces on u. We say that v ∈ Xu (0) is a bad neighbor of u if
gu disagrees with many top faces that contain v:


3
Bu = v ∈ Xu (0)
Pr
[fuvσ vσ 6= gu vσ ] >
.
10
σ∈Xuv (d−2)
We will use the following two claims, which guarantee that on average almost all of the
neighbors are not bad.
d
 ε
B Claim 4.4.
E
Pr [v ∈ Bu ] ≤ 160 c2 + c
.
`
d−1
u∈X(0) v∈Xu (0)

3  ε
B Claim 4.5.
E
Pr [gu (v) 6= maj(v) ∧ v ∈
/ Bu ] ≤ 80 1 +
.
d/` − 1 d − 1
v∈X(0) u∈Xv (0)
Proof of Claim 4.3. Note that
E

Pr

u∈X(0) σ∈Xu (d−1)

[gu

σ

6= maj σ ] =

Pr

E

u∈X(0) σ∈Xu (d−1)

≤d

E

[∃v ∈ σ s.t. gu (v) 6= maj(v)]

[gu (v) 6= maj(v)].

Pr

u∈X(0) v∈Xu (0)

By the law of total probability
E

Pr

u∈X(0) v∈Xu (0)

[gu (v) 6= maj(v)] =

E

Pr

E

Pr

u∈X(0) v∈Xu (0)

[gu (v) 6= maj(v) ∧ v ∈ Bu ] +

v∈X(0) u∈Xu (0)

[gu (v) 6= maj(v) ∧ v ∈
/ Bu ]

d
 ε

3  ε
≤ 160 c2 + c
+ 80 1 +
`
d−1
d/` − 1 d − 1
 2d
 ε
3
= 80
c2 + 2c + 1 +
,
`
d/` − 1 d − 1
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where the inequality follows by claims 4.4 and 4.5. Therefore,
Pr

E

u∈X(0) σ∈Xu (d−1)

[gu

σ

6= maj σ ] ≤ 120

 2d
`

c2 + 2c + 1 +

3 
ε,
d/` − 1

where the inequality follows by the assumption that d ≥ 3.

4.2

C

Proofs of Claims 4.4 and 4.5

For any u ∈ X(0), denote by εu the disagreement probability conditioned on u:
εu =

Pr

E

τ ∈Xu (`−1) σ1 ,σ2 ∈Xuτ (d−`−1)

[fuτ σ1

uτ

6= fuτ σ2

uτ

],

and define the following set of vertices:


1
.
S = u ∈ X(0) εu ≤
5c
The proofs will follow from the following claims.
B Claim 4.6.

ε
Pr [u ∈
/ S] ≤ 160c2 .
`
u∈X(0)

B Claim 4.7. For any vertex u ∈ S,
Pr
v∈Xu (0)

[v ∈ Bu | u ∈ S] ≤ 160c

εu
.
d−1

Proof of Claim 4.4. Assuming claims 4.6 and 4.7 the proof follows immediately since
E

Pr

[v ∈ Bu ] ≤

u∈X(0) v∈Xu (0)

Pr [u ∈
/ S] + E

Pr

u∈S v∈Xu (0)

u∈X(0)

[v ∈ Bu ]

ε
1
≤ 160c2 + 160c
E εu
`
d − 1 u∈S
d
 ε
≤ 160 c2 + c
,
`
d−1
where the last inequality follows since Eu∈X(0) εu ≤ ε.

C

Proof of Claim 4.5. Consider a vertex v ∈ X(0) and the sets of top faces which disagree with
the majority on v. By the variance method we know that almost all the vertices in the link
of v see the right amount of top faces that disagree with the majority on v. Thus, if for
a vertex u ∈ Xv (0), where v is not bad neighbor of u, the function gu disagrees with the
majority on v, it must see a lot of top faces that disagree with the majority. By the variance
method we know that this happens with a small probability. Details follows.
For any vertex v ∈ X(0) define the function hv : Xv (d − 1) → {0, 1} by
hv (σ) =

(
1

fvσ (v) 6= maj(v),

0

fvσ (v) = maj(v).

Note that Eσ∈Xv (d−1) hv (σ) ≤ 1/2. Note also that for any vertex u ∈ Xv (0),
gu (v) 6= maj(v)

∧

v∈
/ Bu

⇒

E

σ∈Xuv (d−2)

hv (uσ) >

7
.
10
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Therefore,

Pr
u∈Xv (0)

[gu (v) 6= maj(v) ∧ v ∈
/ Bu ] ≤



1
E
hv (uσ) −
E
hv (σ) >
.
5
σ∈Xuv (d−2)
σ∈Xv (d−1)

Pr
u∈Xv (0)

By corollary 3.6
Var

E

u∈Xv (0) σ∈Xuv (d−2)

hv (uσ) ≤

8
E
hv (σ).
5(d − 1) σ∈Xv (d−1)

Thus, by Chebyshev inequality

Pr
E
hv (uσ) −
u∈Xv (0) σ∈Xuv (d−2)

E

σ∈Xv (d−1)

hv (σ) >


1
40
≤
E
hv (σ).
5
d − 1 σ∈Xv (d−1)

Averaging over all v ∈ X(0) yields
E

40
E
E
hv (σ)
d − 1 v∈X(0) σ∈Xv (d−1)

3  ε
≤ 80 1 +
,
d/` − 1 d − 1

[gu (v) 6= maj(v) ∧ v ∈
/ Bu ] ≤

Pr

v∈X(0) u∈Xv (0)

C

where the last inequality follows by claim 4.2.

4.3

Proofs of Claims 4.6 and 4.7

Both of these claims follow immediately by the variance method. In claim 4.6 we use the
small variance of the function that measures the disagreement probability on a face τ ∈ X(`).
Since the variance of the average of this function on the vertices is small, almost all the
vertices have disagreement close to the expectation.
In claim 4.7 we use the small variance of the indicator function in the link of a vertex
u ∈ X(0), which indicates whether a top face disagrees with the function gu . Since the
variance of the average of this function on the vertices is small, almost all the vertices in the
link of u see a small amount of top faces which disagree with gu , i.e., almost all the vertices
in the link of u are not bad neighbors. Details follow.
Proof of Claim 4.6. Note that Eu∈X(0) εu ≤ ε and assume that ε ≤ 1/10c. Thus, for a vertex
u ∈ X(0) to not be in S, it has to deviate from its mean by more than 1/10c. By corollary 3.6
Var εu ≤

u∈X(0)

8
E
Pr
[fτ σ1
5` τ ∈X(`) σ1 ,σ2 ∈Xτ (d−`−1)

Thus, by Chebyshev inequality

Pr [u ∈
/ S] ≤ Pr
εu − 0 E
u∈X(0)

u∈X(0)

u ∈X(0)

εu0

τ

6= fτ σ2 τ ] ≤

8ε
.
5`


1
160c2 ε
>
≤
.
10c
`

C

Proof of Claim 4.7. Consider a vertex u ∈ S. Since Xu is a c-agreement expander, there
exists a local function gu : Xu (0) → {0, 1} such that
Pr
σ∈Xu (d−1)

[fuσ

σ

6= gu σ ] ≤ cεu .

Define the indicator function hu : Xu (d − 1) → {0, 1} by
(
1 fuσ σ 6= gu σ ,
hu (σ) =
0 fuσ σ = gu σ .
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By the definition of S, Eσ∈Xu (d−1) hu (σ) ≤ cεu ≤ 1/5. Thus, in order for a vertex
v ∈ Xu (0) to be in Bu , it has to deviate from its mean by more than 1/10. By corollary 3.6
Var

E

v∈Xu (0) σ∈Xuv (d−2)

hu (vσ) ≤

8cεu
8
E
hu (σ) ≤
.
5(d − 1) σ∈Xu (d−1)
5(d − 1)

Thus, by Chebyshev inequality

Pr
v∈Xu (0)

[v ∈ Bu | u ∈ S] ≤

Pr

E

v∈Xu (0) σ∈Xuv (d−2)

hu (vσ) −

E

σ∈Xu (d−1)

hu (σ) >


1
160cεu
≤
.
10
d−1
C
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Abstract
Massively Parallel Computation (MPC) is a model of computation widely believed to best capture
realistic parallel computing architectures such as large-scale MapReduce and Hadoop clusters.
Motivated by the fact that many data analytics tasks performed on these platforms involve sensitive
user data, we initiate the theoretical exploration of how to leverage MPC architectures to enable
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we show the following results:
any MPC algorithm can be compiled to a communication-oblivious counterpart while asymptotically preserving its round and space complexity, where communication-obliviousness ensures that
any network intermediary observing the communication patterns learn no information about the
secret inputs;
assuming the existence of Fully Homomorphic Encryption with a suitable notion of compactness
and other standard cryptographic assumptions, any MPC algorithm can be compiled to a secure
counterpart that defends against an adversary who controls not only intermediate network
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1

Introduction

In the past decade, parallel computation has been widely adopted to manipulate and analyze
large-scale data-sets, and numerous programming paradigms such as MapReduce, Hadoop,
and Spark have been popularized to help program large computing clusters. This has partly
served as a driving force for the algorithms community to better understand the power and
limitations of such parallel computation models. The first theoretic model capturing modern
parallel computation frameworks was proposed by Karloff, Suri, and Vassilvitskii [79]. Since
then, a flurry of results have appeared proposing refinements to the model as well as novel
algorithms with better asymptotical and practical efficiency [4, 40, 76, 79, 80, 83, 89, 99].
With these amazing efforts, the community has converged on a model called Massively
Parallel Computation (MPC), which is believed to best capture large computing clusters
(e.g., those operated by companies like Google and Facebook) consisting of a network of
Random-Access Machines (RAMs), each with a somewhat considerable amount of local
memory and processing power – and yet each individual machine is not powerful enough to
store the massive amount of data available. In the MPC model of computation, we typically
assume a total of N data records where N is rather large (in practice, the data size can
range from tens of terabytes to a petabyte). Each machine can locally store only s = N ε
amount of data for some constant ε ∈ (0, 1); and the number of machines m ≥ N 1−ε such
that all machines can jointly store the entire dataset. In many MPC algorithms it is also
e ) or m · s ≤ N 1+θ for some small constant θ ∈ (0, 1), i.e., the total
desirable if m · s = O(N
space consumed should not be too much larger than the dataset itself [2, 5, 79, 83].
In the standard algorithms literature on MPC, a key focus has been the design of algorithms
that minimize the round complexity, partly by harnessing the reasonably large local memory
that is available on each processing unit. Using round complexity as a primary metric, a
rich set of computational tasks have been investigated in the MPC model, including graph
problems [2,4–6,10–13,15,19,20,29,36,40,52,60,63,81,83,93,97], clustering [16,17,46,61,107]
and submodular function optimization [41, 47, 80, 90]. Interestingly, it is also known that a
number of tasks (such as sorting, parity, minimum spanning tree) that either suffered from
an almost logarithmic depth lower bound on a classical Parallel Random-Access Machine
(PRAM) now can be accomplished in O(1) or sublogarithmic number of rounds on an MPC
framework [40,67,79,93]. Note that a PRAM assumes that each processing unit has O(1) local
storage and thus PRAM is not the best fit for capturing modern parallel computing clusters.

1.1

Privacy-Preserving Data Analytics on MPC Frameworks

In this paper, we are the first to ask the question, how can we leverage an MPC cluster
to facilitate privacy-preserving, large-scale data analytics? This question is of increasing
importance because numerous data analytics tasks we want to perform on these frameworks
involve sensitive user data, e.g., users’ behavior history on websites and/or social networks,
medical records, or genomic data. We consider two primary scenarios:
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Scenario 1: MPC with secure end-points
We may consider an MPC framework where the end-points1 are secured by trusted processors
such as Intel SGX. Without loss of generality, we may assume that data is encrypted in
memory or in transit such that all the secure processors can decrypt them inside a hardwareenabled sandbox where computation will take place (to achieve this the secure processors may
employ standard cryptographic techniques to perform a secure handshake and establish a
shared encryption key). Finally, when the computation result is ready, the secure processors
can send encrypt results to an authorized analyst who has a corresponding key to decrypt
the results.
In this scenario, we consider a network adversary (e.g., compromised operating systems,
intermediate network routers, or system administrators) that can observe the communication
patterns between the end-points, and we would like to make sure that the MPC algorithm’s
communication pattern leak no information about the secret data.
Note that in Scenario 1, we make a simplifying assumption that the adversary cannot
observe the memory access patterns on end-points: since known works on efficient Oblivious
RAM (ORAM) [64, 66, 100, 102] have in principle solved this problem; not only so, in recent
work the first secure processor with ORAM support has been taped out [50, 51, 98].

Scenario 2: MPC with insecure end-points
In the second scenario, imagine that the adversary controls not only the intermediate network
routers but also some of the end-points. For example, the end-points may be legacy machines
without trusted hardware support, and they may have a comprised operating system. The
adversary may also be a rogue system administrator who has access to a subset of the
machines. We assume, however, that the adversary controls only a small subset of the
end-points – such an assumption is reasonable if the end-points are hosted by various
organizations, or by the same organization but in different data centers, or if they have
diverse hardware/software configurations such that they are unlikely to be all hit by the
same virus.
In this scenario, we would like to obtain a guarantee similar to that of cryptographic
Secure Multi-Party Computation (SMPC)2 , i.e., an adversary controlling a relatively small
subset of the machines cannot learn more information beyond what is implied by the union
of the corrupt machine’s outputs. Note that in this scenario, all machines’ outputs can also
be in encrypted format such that only an authorized data analyst can decrypt the result; or
alternatively, secret shared such that only the authorized data analyst can reconstruct – in
this case, the adversary should not be able to learn anything at all from the computation.
With the aforementioned scenarios in mind, we ask, what computation tasks can be
securely and efficiently computed on an MPC architecture? Clearly, if a computation task
does not lend itself to efficient computation on MPC even without security, we cannot hope
to attain an efficient and secure solution on the same architecture. Therefore, the best we can
hope for is the following: for computational tasks that indeed have efficient MPC algorithms,
we now want to compute the same task securely on MPC while preserving the efficiency of
the original insecure algorithm. In other words, we ask the following important question:
Can we securely evaluate a function f on an MPC framework, while paying not too
much more overhead than evaluating f insecurely on MPC?

1
2

By end-points, we mean the machines, as opposed to the communication/network.
In this paper, to avoid confusion, we use SMPC to mean cryptographic Secure Multi-Party Computation;
and we use MPC to mean Massively Parallel Computation.
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1.2

Our Results and Contributions

Conceptual and definitional contributions
We initiate the exploration of how to leverage Massively Parallel Computation (MPC) to
secure large-scale computation. The widespread empirical success of MPC frameworks in
practice, as well as the typically sensitive nature of the data involved in the analytics provide
strong motivations for our exploration. We hope that the formal definitions and theoretical
feasibility results in our work will encourage future work along this direction, and hopefully
leading to practical solutions for privacy-preserving large-scale data analytics.
In comparison, although earlier works originating from the cryptography community have
explored secure computation on parallel architectures, most known results [3, 24, 25, 32, 34, 35,
37, 38, 87, 92] adopt PRAM as the model of computation. As discussed later in Section 2,
known results specialized for PRAMs do not directly lead to the type of results in this paper
due to the discrepancy both in model and in metrics. As mentioned, the PRAM model is
arguably a mismatch for the parallel computing architectures encountered in most practical
scenarios. This is exactly why in the past decade, the algorithms community have focused
more on the modern MPC model which better captures the massively parallel computing
clusters deployed by companies like Google and Facebook. Therefore, we hope that our work
will bring the MPC model to the attention of the cryptography community for exploring
parallel secure computation.
We proceed to present a summary of our major results.

Communication-oblivious MPC
To securely compute a function in Scenario 1 and as a stepping stone towards enabling
Scenario 2, we first define a notion of communication obliviousness for MPC algorithms.
Informally speaking, we want that the adversary learns no information about the secret
inputs after observing an MPC algorithm’s communication patterns. In this paper we require
a very strong notion of communication obliviousness, where we simply want that the MPC
algorithm’s communication patterns be deterministic and input independent3 .
We prove that any MPC algorithm Π can be compiled to a communication-oblivious
counterpart while asymptotically preserving its round complexity and space consumption.
I Theorem 1 (Communication-oblivious MPC algorithms). Suppose that s = N ε and that m
is upper bounded by a fixed polynomial in N . Given any MPC algorithm Π that completes in
R rounds where each of the m machines has s local space, there is a communication-oblivious
e that computes the same function as Π except with exp(−Ω(√s)) probability,
MPC algorithm Π
e completes in O(R) rounds, and consuming O(s) space on each of the m
and moreover Π
machines. Furthermore, only O(m · s) amount of data are communicated in each round in
e
an execution of Π.
Note that numerous interesting MPC algorithms known thus far have total communication
at least Ω(R·m·s) where R denotes the protocol’s round complexity (ignoring polylogarithmic
factors) [6,59,62,67,77], and for this class of MPC algorithms, our compilation also introduces
very little asymptotical communication overhead.

3

We stress that the algorithm itself can be randomized, we just want its communication patterns to be
deterministic and fixed a-priori.
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Secure multi-party computation for MPC
We now turn to Scenario 2. In this setting security means that a relatively small corrupt
coalition cannot learn anything more beyond the coalition’s joint outputs. We now ask the
following natural question:
Can we compile any MPC protocol to a secure counterpart (where security is in the
above sense), allowing only O(1) blowup in round complexity and security parameter
related blowup in the total space4 ?
We answer this question affirmatively assuming that the adversary controls only 13 − η
fraction of machines for any arbitrarily small constant η. Note that 13 is necessary since the
MPC model assumes a point-to-point channel without broadcast, and in this model it is known
that secure computation cannot be attained in the presence of 13 or more corruptions [48, 82].
To achieve this result, we need to assume the existence of a common random string
and appropriate cryptographic hardness assumptions, including the Learning With Errors
(LWE) assumption, enhanced trapdoor permutations, as well as the existence of a Fully
Homomorphic Encryption (FHE) scheme with an appropriate notion of compactness [55, 58].
It is well-known that such compact FHE schemes are implied by a suitable circularly secure
variant of the LWE assumption [58], although our compiler can work in general given any
such compact FHE scheme (not necessarily based on LWE). Our result is summarized in the
following theorem:
I Theorem 2 (Secure computation for MPC). Assume the existence of a common random
string, the Learning With Errors (LWE) assumption, enhanced trapdoor permutations, as well
as the existence of an FHE scheme with a suitable notion of compactness (see Appendix A.1
for a formal definition of compactness). Suppose that s = N ε and that m is upper bounded by
a fixed polynomial in N . Let κ denote a security parameter, and assume that s ≥ κ. Given
any MPC algorithm Π that completes in R rounds where each of the m machines has s local
e that securely realizes the same function computed by Π
space, there is an MPC algorithm Π
in the presence of an adversary that statically corrupts at most 13 − η fraction of the machines
e completes in O(R) rounds, consumes at
for an arbitrarily small constant η. Moreover, Π
most O(s) · poly(κ) space per-machine, and incurs O(m · s) · poly(κ) total communication
per round.
Now, one interesting question is whether the cryptographic assumptions we rely on in
the above theorem can be avoided. We show that if one can indeed achieve the same result
with statistical security, then it would imply (at least partial) solutions to long-standing
open questions in the cryptography literature. Specifically, in Appendix B, we show that if
we could construct such a compiler, it would immediately imply a constant-round Secure
Multi-Party Computation protocol for a broad class of circuits that can be computed in
small space, achieving total communication complexity that is (significantly) sublinear in the
circuit size, regardless of the number of parties. As noted in numerous works [26, 39, 44, 45],
the existence of such constant-round, sublinear-communication multi-party computation (for
circuits) with statistical security has been a long-standing open problem, even for special
(but nonetheless broad) classes of circuits.

4

Since many well-known MPC algorithms [2, 4–6, 10–13, 15–17, 19, 20, 29, 36, 40, 41, 46, 47, 52, 60, 61, 63, 80,
81, 83, 90, 93, 97, 107] incur only constant to sub-logarithmic rounds, we would like to preserve the round
complexity tightly; and thus we do not allow a security parameter related blowup for round complexity.
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Interestingly, we note that barring strong assumptions such as Indistinguishable Obfuscation [53], the only known approach to construct constant-round, sublinear-communication
multi-party computation for circuits of unbounded polynomial size is also through compact
FHE [55, 58]. We stress, however, that even with a compact FHE scheme, constructing our
“MPC to SMPC-for-MPC” compiler is non-trivial and require the careful combination of
several techniques.

2

Technical Roadmap

We now present a succinct and informal technical roadmap to capture our main ideas and
new techniques.
Recall that in the MPC model of computation, there are m machines each with s local
space. All machines will jointly compute a function over a large input containing N words.
We assume that s = N ε for some constant ε ∈ (0, 1), and that m ∈ [N 1−ε , poly(N )]. Note
that although our results will hold as long as m is upper bounded by some polynomial
function in N , in known MPC algorithms typically we desire that m · s is not too much
greater than N . At the beginning of the first round, every machine receives an input whose
size is bounded by s. In every other round, each machine begins by receiving incoming
messages from the network, and it is guaranteed that no more than s words will be received
such that the machine can write them down in its local memory – henceforth this is referred to
as the s-receiver-constraint. After receiving the inputs or the network messages, all machines
perform local computation, and then send messages to other machines. These messages will
then be received at the beginning of the next round.
As explained earlier, in the algorithms literature on MPC, the primary metric of
performance is the algorithm’s round complexity [2, 4–6, 10–13, 15–17, 19, 20, 29, 36, 40, 41, 46,
47, 52, 60, 61, 63, 80, 81, 83, 90, 93, 97, 107].

2.1

Achieving Communication Obliviousness: Oblivious Routing

Many known MPC algorithms are not communication oblivious, and thus the communication
patterns of these algorithms can leak information about the secret inputs. For example, many
graph algorithms for MPC have communication patterns that will leak partial information
about the structure and properties of the graph, such as the degrees of nodes or the
connectivity between vertices [6, 40, 62, 81, 93].
Our goal is to compile an MPC algorithm to a communication-oblivious counterpart
while preserving its round and space complexity. To achieve this, we will compile each
communication round of the original MPC to a constant-round, oblivious protocol that
accomplishes the same message routing. Interestingly, the compiled protocol will respect
communication-obliviousness in a very strong sense: its communication patterns are deterministic and independent of the input.

Sender and receiver constraints
In the MPC model of computation [6, 40, 93], we typically have that in each round, each
machine sends at most s words and receives at most s words – henceforth these are referred
to as the s-sender-constraint and the s-receiver-constraint respectively. Note that if a sender
wants to send the same word to two machines, it is counted twice.
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Oblivious routing
Oblivious routing basically aims to obliviously realize the message routing as long as both
the s-sender- and s-receiver-constraints are satisfied.
More specifically, suppose that each machine receives at most s send-instructions as input,
where each send-instruction contains an outgoing word to be sent and a destination machine
for the outgoing word. The joint inputs of all machines guarantee that each machine will
receive no more than s words. How can we design a constant-round, communication-oblivious
protocol that routes the outgoing words to the appropriate destinations?
I Remark 3. It seems that some MPC works in the algorithms literature respect only the
s-receiver constraint but not the s-sender constraint. We think most likely, the folklore
understanding is that as long as we assume the s-receiver constraint, whether or not there is
an s-sender constraint do not really affect the expressive power of the computation model.
For completeness, in Appendix C, we describe a round- and space-preserving transformation
that compiles any MPC protocol that satisfies only the s-receiver-constraint to one that
satisfies both O(s)-receiver- and O(s)-sender-constraints. This means that all of our results
would be applicable to MPC algorithms that satisfy only the s-receiver-constraint but not
the s-sender-constraint.

Background
Our approach is partly inspired by algorithmic techniques from the recent Oblivious RAM
and oblivious sorting line of work [7, 33, 49, 96, 101]. Specifically, these works propose a RAM
algorithm with a fixed memory access pattern that routes elements to random buckets and
succeeds with 1 − exp(−Ω(Z)) probability where Z denotes each bucket’s capacity (and
assuming that the total number of elements is polynomially bounded). To accomplish this,
imagine that initially all N elements are divided into 2N/Z buckets each of capacity Z
such that each bucket is at most half-loaded. Every element is assigned a random label
declaring which bucket it wants to go to. Now, these prior works rely on a logarithmic-depth,
butterfly network of buckets and move the elements along this butterfly network based on
their respective labels, until eventually every element falls into its desired bucket – this is
guaranteed to succeed with 1 − exp(−Ω(Z)) probability where a failure can only occur if in
the middle some bucket in the butterfly network exceeds its capacity – henceforth this is
said to be an overflow event.
In summary, the insight we can gain from this elegant construction is the following:
roughly speaking, a butterfly network of super-logarithmically sized buckets can obliviously
route elements to their desired buckets in the final layer with a deterministic communication
pattern (determined by interconnections in the butterfly network); but to ensure correctness,
i.e., to ensure that overflow does not happen except with negligible probability, the elements
should have random destination labels to achieve good load-balancing properties.

A first attempt
Our idea is to use such a butterfly-network to route the words to their destinations –
specifically, one can imagine that each bucket is relatively small such that every machine holds
Θ( Zs ) of the resulting buckets; and moreover, the buckets are numbered 1, 2, . . . , O(m · s/Z)
respectively. For convenience, we will use the term “element” to mean an outgoing word to
be sent. Since every sender already knows the destination machines for each of its input
elements, it can basically assign the element to a random bucket within the destination
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machine. Henceforth, by “destination label”, we mean the index of the destination bucket
(as opposed to the destination machine). We are, however, faced with two challenges which
prevent us from adopting the known approach in its current form:
Load balancing challenge: First, in our setting, the destination labels of the input elements
are not completely random; and thus the load-balancing properties that hold in earlier
works [7, 33, 49] for randomly assigned labels no longer hold in our case;
Round complexity challenge: Second, the natural way to adopt the butterfly network
is to assign to each machine an appropriate subset of Θ( Zs ) buckets in each layer of
the network. However, if Zs = Θ(1), then we will incur logarithmic number Ω(log m) of
rounds (corresponding exactly to the depth of the butterfly network). Later, we shall set
√
Z to be small enough (e.g., Z = O( s) in size) to reduce the number of rounds.

Overcoming the load balancing challenge
To overcome the load balancing challenge, our idea is to run this butterfly network twice:
the first time we use it to route every element a random destination bucket just like in the
earlier works; and the second time we use it to route every element to a random destination
bucket within the destination machine they originally wanted to go to. At the end of the
second phase, every element will be routed to the machine it wants to go to.
For the first phase, we can rely on the same load balancing arguments as in the previous
works [7,33,49] to prove that overflow events happen only with negligible probability. For the
second phase, we will prove a new stochastic bound showing that the same load-balancing
properties hold with a different starting condition (see Section 4.4): i) the starting condition
must satisfy the s-receiver-constraint; and ii) initially the elements are assigned to random
input buckets, which is guaranteed by phase 1.
It remains to overcome the round complexity challenge which we explain below.

Overcoming the round complexity challenge
The earlier works rely on a 2-way butterfly network where in each layer i, a local 2-way
routing decision is made for every element based on the i-th bit of its destination label.
In our new construction, we will compress r layers of work in the original butterfly to a
single round, exploiting the fact that each machine local space to store roughly 2r buckets,
where 2r = Θ( Zs ).5 In this way our new approach requires O((log N
Z )/r) = O(1/ε) rounds
√
for Z = O( s) and s = N ε . Effectively, in each round i, each machine would be looking at
the i-th r-bit-group of an element’s label to make a 2r -way routing decision for the element.
To make this idea work, the crux is to show that at the end of every round (corresponding
to r layers in the old 2-way butterfly), there is a communication-efficient way for the machines
to exchange messages and rearrange their buckets such that the interconnections in the graph
are “localized” in the next round too. In this way, within each round, each machine can
perform 2r -way routing on its local elements, simulating r layers of the old 2-way butterfly,
without communicating with any other machine. Fortunately, we can accomplish this by
exploiting the structure of the butterfly network. We defer the algorithmic details and proofs
to Section 4.

5

Our techniques remotely reminiscient of the line of work on external-memory ORAM constructions
with large, N  CPU private cache [33, 68, 69, 96, 101] – however, all previous works consider a sequential
setting.
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SMPC for MPC
Informal Problem Statement

We now turn our attention to Scenario 2 where the adversary controls not just the intermediate
network routers but also a subset of the machines involved in large-scale computation. As
before, given a computation task f that has an efficient but insecure MPC algorithm, we
now would like to securely realize f also using the MPC model while preserving its efficiency.
Here, our security goal is to guarantee that the adversary learns nothing more than what
is already implied by the joint outputs of corrupt machines. Such a notion of security can
be formally defined using a standard simulation-based paradigm [30], requiring that the
real-world protocol must “securely emulate” an ideal-world protocol where all machines simply
forward their inputs to a trusted ideal functionality who performs the desired computation
task and forwards the outputs to each machine. Intuitively, we require that for any real-world
attack that can be performed by a polynomially bounded adversary, there is an ideal-world
adversary that can essentially implement the same attack in the ideal world. We refer the
reader to Section 5 for a formal definition. Note that our definition follows the same style as
the Universal Composition framework [30]. Henceforth, a secure multi-party computation
protocol satisfying the aforementioned security notion is said to be an “SMPC-for-MPC”
protocol.
Before we describe how to solve this problem, we need to clarify a few points about the
model of execution as we marry SMPC and MPC. Since we now have corrupt machines and
corrupt machines are allowed to send arbitrary messages to any machine, we can no longer
guarantee that each honest machine receive at most s words. Instead, we require that at the
end of the every round r − 1, every machine can write down in its local memory a receiving
schedule for round r of the form {(fj , wj )}j , where fj ∈ [m] denotes the index of a sender to
anticipate a message from in round r and wj denotes the number of words expected from
fj . In this way, an honest machine will only save the first wj words received from every
anticipated sender fj contained in this receiving schedule; all other received messages are
discarded immediately.
I Remark 4. Recall that since we showed how to compile any MPC protocol to one that has
a fixed communication schedule while asymptotically preserving round and space complexity
(Section 2.1), requiring that receivers be able to anticipate their receiving schedule does not
reduce the expressive power of the underlying computational model. However, somewhat
more subtlely, we do not insist that the communication patterns be deterministic (i.e., fully
fixed a-priori) for our SMPC-for-MPC protocols in order not to rule out interesting SMPCfor-MPC protocols – it suffices for an honest machine to anticipate its receiving schedule of
some round right before the round starts.

2.2.2

MPC to “SMPC-for-MPC” Compiler

Recall that we would like the compiled SMPC-for-MPC protocol to tightly preserve the
original MPC program’s round complexity, and for per-machine space we only allow a
security parameter related blowup. Although in the cryptography literature, secure multiparty computation (SMPC) techniques have been explored for various models of computation
including circuits [21, 55, 65, 105, 106], RAM [1, 54, 56, 57, 71, 85, 86, 104], and PRAM [24, 25, 32,
34, 35, 37, 38, 87, 92], none of the existing approaches can satisfy our efficiency requirements
due to a discrepancy in both model and metric of performance.
First, any approach whose round complexity depends at least on the depth of the
circuit [9, 22, 65, 78] or on the parallel runtime of a PRAM [24] can be immediately ruled
out, since MPC protocols can have high circuit/PRAM depth (e.g., if each machine’s local
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computation is of a sequential nature). We thus turn our attention to known approaches that
achieve small round complexity. For example, a line of works [18, 42, 84] showed a technique
where multiple machines jointly garble a circuit/PRAM in constant number of rounds, then
each individual machine simply evaluates the garbled circuit/PRAM locally. Although such a
protocol would indeed complete in a small number of rounds, the garbled circuit/PRAM’s size
would be at least linear in the total computation time of all parties (unless we make strong
assumptions such as Indistinguishable Obfuscation [53]). This means that the per-machine
space blowup will be proportional to the number of machines m. Similarly, other constantround approaches, including those relying on Threshold Fully Homomorphic Encryption [8]
or Multi-Key Fully Homomorphic Encryption [14, 28, 72, 75, 91], also do not directly work due
to a linear-in-m blowup in the per-machine space, e.g., due to the need to store all machines’
encrypted inputs (although later in our construction we will indeed leverage FHE-based MPC
techniques as a building block, although this MPC will only be run among small committees).

Our approach
Henceforth we assume that the adversary controls only 13 − η fraction of the machines where
η may be an arbitrarily small constant. As explained earlier, this is nearly optimal tolerance
in a point-to-point network since an honest fraction of at least 23 is necessary for realizing
broadcast in a point-to-point network. Without loss of generality, we may also assume that
the original MPC has already been compiled to a communication-oblivious counterpart whose
communication patterns are deterministic and input independent.
Our idea is to directly emulate the original (communication-oblivious) MPC round by
round, by having a randomly elected small committee emulate each machine’s actions in
the original MPC. Henceforth the committee acting on behalf of machine i in the original
MPC is called the i-th committee. As long as the committee size is polylogarithmic in the
security parameter, except with negligible probability each committee must have at least
a 23 -fraction of honest machines. Therefore, we may employ an SMPC that tolerates less
than 13 corruption (and satisfies suitable efficiency requirements to be described below) to
securely emulate the following actions – note that in all cases this SMPC protocol will be
executed among a small set of polylogarithmically many machines; and thus we call this
SMPC building block CommitteeSMPC:
1. Share input: initially each machine i secret shares its input with the i-th committee; the
secret sharing scheme must be robust such that correct reconstruction can be achieved in
polynomial time even when corrupt machines provide false shares. Note that to achieve
this we may run the aforementioned CommitteeSMPC protocol among machine i and the
i-th committee;
2. Local compute: in every round’s computation step, the i-th committee employ
CommitteeSMPC to jointly evaluate what machine i’s is supposed to locally compute in
the original MPC, and the result is again robustly secret-shared among the committee;
3. Communicate: whenever machine i wants to send a message to machine j in the original
MPC, now the i-th committee and the j-th committee employ CommitteeSMPC to
accomplish this. At the end of this small protocol, every member of the j-th committee
will obtain a fresh robust secret share of the message.
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Instantiating CommitteeSMPC with suitable efficiency requirements
For our compilation to satisfy the stated efficiency goals, the CommitteeSMPC employed
must meet certain efficiency requirements:
1. Constant round: the protocol must complete in constant number of rounds; and
2. Weakly space efficient: the space consumed by each machine in the CommitteeSMPC
protocol asypmtotically matches the RAM-space-complexity of the function being evaluated, allowing only a security-parameter-related blowup6 . In this paper, we assume that
the RAM-space-complexity accounts for the space for writing down the RAM program’s
description and all inputs and outputs.
I Remark 5. Note that since the RAM-space-complexity accounts for writing down all
machines’ inputs and outputs, by definition the RAM-space-complexity of the function being
evaluated incur a linear blowup in the number of machines. However, since CommitteeSMPC
will only be run among at most 2 committees, the number of machines participating is small
in our case. In fact, by the weak space efficiency condition, each machine’s space complexity
may sometimes need to be sublinear in the circuit size, runtime, or even depth of the function
being evaluated (depending on the function being evaluated).
The only known approach for achieving these guarantees simultaneously is through
Threshold Fully Homomorphic Encryption (TFHE) [8] or Multi-Key Threshold Fully Homomorphic Encryption (MTFHE) [14, 72, 75] with a suitable notion of compactness (to be
explained shortly after). Roughly speaking, to perform an SMPC, the following takes place
where the encryption scheme employed is (M)TFHE:
(a) possibly after a setup phase, each machine encrypts their local input using the (M)TFHE
scheme and computes a zero-knowledge proof attesting to the well-formedness of the
ciphertext; now the machine broadcasts the ciphertext as well as the proof;
(b) now each machine homomorphically evaluates an encryption of all machines’ outputs;
(c) for every machine involved, compute the partial decryption share for that machine’s
encrypted output, along with a zero-knowledge proof attesting to the correctness of
decryption; now send the partial decryption share and the proof to the corresponding
machine.
(d) a machine finally reconstructs the output after collecting enough decryption shares.
If the (M)TFHE scheme employed is compact in the sense that the public key, secret
key, and ciphertext sizes depend only on the security parameter κ but not the size or the
depth of the circuit being evaluated, then we can show that in the above steps each machine
needs only O(m0 · s) · poly(κ) space where m0 denotes the number of machines involved
in the CommitteeSMPC protocol and s denotes the RAM-space-complexity of the function
being evaluated. Specifically, recall that any RAM machine with space complexity s can be
converted to a layered circuit with width s (and moreover the circuit can be generated and
written down layer by layer consuming space proportional to the RAM’s next-instruction
circuit size). Thus in the above, Step (b) can be accomplished using O(m0 · s) · poly(κ) space;
and it is easy to verify that all other steps indeed consume at most O(m0 · s) · poly(κ) too.
In existing (M)TFHE schemes [8, 14, 72], however, the key and ciphertext sizes are
dependent on the depth of the circuit being evaluated and thus they do not satisfy the
aforementioned compactness requirement. To make these schemes compact, we need to rely
on the bootstrapping technique described in the original Gentry work on FHE [55]; and it is

6

We call this notion weakly space efficient, since one can imagine a stronger notion requiring that the
total space consumed by all parties asyptotically matches the RAM-space-complexity of the function
being evaluted.
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well-known that to get provable security with bootstrapping, we need to assume that the
(M)TFHE scheme employed satisfies circular security – informally speaking, ciphertexts must
nonetheless remain semantically secure even when we use the encryption scheme to encrypt
the secret decryption key.
Since there are relatively few known (M)TFHE constructions [14,72], rather than assuming
that the existing constructions are circularly secure, we would like to further hedge our bet.
Later in our technical sections, we further relax the assumption and base our scheme instead
on LWE and the existence of any compact FHE. Note that compact FHE is known to exist
assuming circularly secure variants of LWE; but for our purpose, we can work with any
compact FHE scheme including ones that depend on different algebraic assumptions.

2.3

Related Work

As mentioned earlier, the cryptography literature has extensively considered secure computation on an parallel architecture but most existing works focus on the PRAM model [3, 24,
25, 32, 34, 35, 37, 38, 87, 92]. Since most real-world large-scale parallel computation is now
done on an MPC architecture, we hope that our work will bring the MPC computation
model (which has been extensively studied in the algorithms literature) to the attention of
the cryptography community. Besides the PRAM model, Parter and Yogev have considered
secure computation on graphs in the so-called CONGEST model of computation [94, 95].

3
3.1

Preliminaries
Massively Parallel Computation Model

We now describe the Massively Parallel Computation (MPC) model. Let N be the input size
in words where each word consists of w = Ω(log N ) bits, and ε ∈ (0, 1) be a constant. The
MPC model consists of m parallel machines, where m ∈ [N 1−ε , poly(N )] and each machine
has a local space of s = N ε words. Hence, the total space of all machines is m · s ≥ N
words. Often in the design of MPC algorithms we also want that the total space is not
e ), or
too much larger than N , and thus many works [2, 5, 79, 83] assume that m · s = O(N
1+θ
m·s = O(N
) for some small constant θ ∈ (0, 1). Henceforth the m machines are numbered
1, 2, . . . , m respectively. The m machines are pairwise connected and every machine can send
messages to every other machine.
In this paper we are interested in protocols (also called algorithms) in the MPC model.
In this model, the computation proceeds in rounds. At the beginning of each round, if this is
the first round then each machine receives N/m words as input; else each machine receives
incoming messages from the network, and a well-formed MPC algorithm must guarantee
that each machine receives at most s words since there is no additional space to store more
messages. After receiving the incoming messages or inputs, every machine now performs
local computation; and we may assume that the local computation is bounded by poly(s)
and the choice of the polynomial poly is fixed once the parameters s and m are fixed. After
completing the local computation, every machine may send messages to some other machines
through a pairwise channel, and then all messages are received at the beginning of the
next round. When the algorithm terminates, the result of computation is written down
jointly by all machines, i.e., by concatenating the outputs of all machines. Every machine’s
output is also constrained to at most s words. An MPC algorithm may be randomized, in
which case every machine has a sequential-access random tape and can read random coins
from the random tape. The size of this random tape is not charged to the machine’s space
consumption.
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In the standard literature on MPC, we are most concerned about the round complexity of
an MPC algorithm. Specifically, this model has been of interest to the algorithms community
since numerous tasks that are known to have logarithmic depth lower bounds on the classical
Parallel Random-Access Machine (PRAM) model are known to have sublogarithmic- or even
constant-round algorithms in the MPC model [40, 67, 79, 93].

Useful notations and conventions
We introduce a couple useful notations and conventions:
Given an MPC algorithm Π, we use the notation (y1 , y2 , . . . , ym ) ← Π(x1 , x2 , . . . , xm ) to
denote a possibly randomized execution of the algorithm where each machine i’s input is
xi and its output is yi for i ∈ [m].
When we say the input to an MPC algorithm, we mean the concatenation of all machines’
inputs. When we say that an input array I is evenly spread across the m machines, we
mean that every machine but the last one obtains b|I|/mc elements and the last machine
obtains |I| mod m elements where |I| denotes the total number of elements in I.
We use the term s-receiver-constraint to refer to the requirement that a well-formed MPC
algorithm must ensure that each machine receives no more than s words in each round.
One may also consider, symmetrically, an s-sender-constraint, that is, in each round every
machine can send at most s words (where sending the same word to two machines counts
twice). Many MPC algorithms in the literature respect both constraints. However, it
seems that some other works in the MPC literature require only the s-receiver-constraint
but not the s-sender-constraint.
It turns out that the two modeling approaches are equivalent in terms of expressive power
as we show in Appendix C. Therefore, in the main body of the paper, we simply assume
that both constraints must be respected, but our results also extend to MPC algorithms
that respect only the s-receiver-constraint.
Like in the standard algorithms literature on MPC, we are concerned about asymptotical
complexity. For this reason, whenever convenient, we shall assume that each machine is
allowed O(s) local space rather than s. Similarly, the s-receiver-constraint is sometimes
interpreted as each machine receiving no more than O(s) data per-round.
We assume that the original MPC protocol to be compiled runs in a fixed number of
rounds. If not, we can always pad its round complexity to be the worst case. This ensures
that no information will be leaked through the number of rounds.

3.2

Communication-Oblivious MPC Algorithms

Communication-oblivious MPC algorithms
To compile an MPC algorithm to a secure counterpart, we go through an important stepping
stone where we first compile the original MPC algorithm to a communication-oblivious
counterpart. As mentioned earlier in Section 1, communication-oblivious MPC algorithms
are also interesting in their own right, e.g., for MPC clusters where the end points are secured
with secure processors such as Intel SGX, such that the adversary can observe only the
communication patterns.
Intuitively, an MPC algorithm is said to be communication-oblivious, iff an adversary
who can observe the communication patterns of the machines learn nothing about the secret
input. When we execute an MPC algorithm on some input I, the communication pattern
incurred in the execution is the concatenation of the following:
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1. For each round r, a matrix Pr ∈ [s]m×m where Pr [i, j] ∈ [s] indicates how many words
machine i sends to machine j in round r;
2. An ordered list containing the number of words each machine outputs at the end of the
algorithm.
In this paper, we define a very strong notion of communication obliviousness: we say
that an MPC algorithm is communication-oblivious, iff the communication pattern of the
algorithm is deterministic, input independent, and known a-priori. Note that this also implies
that the algorithm must run for a deterministic number of rounds.

Defining correctness of MPC algorithms
We will define a notion of δ-correctness for an MPC algorithm. Let (y1 , y2 , . . . , ym ) ←
F(x1 , x2 , . . . , xm ) be a (possibly randomized) ideal functionality which, upon receiving
inputs x1 , x2 , . . . , xm , outputs y1 , y2 , . . . , ym . Here xi represents machine i’s input and yi
represents machine i’s output for i ∈ [m]; without loss of generality we may assume that each
xi contains exactly s words (if not we can always pad it with dummies to exactly s words).
We say that an MPC algorithm denoted Π δ-correctly realizes the ideal functionality F iff
for any input I = (x1 , . . . , xm ) the statistical distance between Π(I) and F(I) is at most δ.
I Definition 6 (δ-oblivious realization of an ideal functionality). We say that an MPC algorithm
Π δ-obliviously realizes an ideal functionality F, iff Π is communication-oblivious and
moreover Π δ-correctly realizes F.
I Remark 7. One can alternatively consider a weaker notion for an MPC algorithm Π to
“δ-oblivious realize” the ideal functionality F, that is, we require that there exists a simulator
Sim, such that for any input I of appropriate length, the following distributions must have
statistical distance at most δ:
RealΠ (1m , 1s , I): outputs the outcome of the MPC algorithm Π on input I and its
communication patterns;
IdealF (1m , 1s , I): outputs F(I) and Sim(1m , 1s ). Notice that the simulator Sim is not
given the input I.
It is not hard to see that our notion (i.e., Definition 6) implies this weaker notion. This
weakened definition would permit the communication patterns to be randomized and also
not necessarily known a-priori. In this paper we focus on the stronger notion since we can
achieve even the stronger notion in an efficiency-preserving manner.

4
4.1

Oblivious Routing and Communication-Oblivious Compiler
Problem Definition

Recall that our first goal is to obtain an MPC protocol communication oblivious, and the
crux of the problem is to realize an oblivious form of routing. Imagine that in the original
MPC protocol, in some round, every machine has a list of at most s words that they want to
send, and each outgoing word has an intended destination machine. It is also guaranteed
that every machine will receive no more than s words. The question is how to route these
messages obliviously such that the communication patterns leak no information.
More formally, the Routing problem has the following syntax:
Input. Every machine i ∈ [m] has at most s send instructions where each send instruction
consists of a word to be sent, and the index of the recipient machine. All machines’ send
instructions must jointly satisfy the s-receiver-constraint, i.e., every machine receives no
more than s words.
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Output. Every machine outputs the list of words it is supposed to receive as uniquely
defined by the joint input (i.e., all machines’ send instructions); and moreover, these
received words are sorted based on a lexicographically increasing order. If fewer than
s words are received, the machine pads the output array with dummies to a length of
exactly s.
The above abstraction defines a most natural ideal functionality FRouting which implements
the routing task correctly.
In the remainder of this section, we will devise an oblivious MPC protocol that accomplishes routing. In the process we will need two intermediate building blocks called “Bucket
Route” and “Random Bucket Assignment” respectively.

Notational convention: a global Overflow indicator
Throughout this section, we shall assume that each machine maintains a global variable
denoted Overflow. Initially the Overflow bit is set to 0. During the algorithm’s execution, a
machine may set the Overflow bit to 1. If at the end of the algorithm, all machines’ Overflow
indicators remain unset, we say that the algorithm is successful; otherwise the algorithm is
said to have failed.

4.2
4.2.1

Building Block: Bucket Route
Syntax

The goal is to classify elements into buckets based on each element’s label indicating its
desired destination bucket. The algorithm is not always guaranteed to succeed; however,
should it succeed, the final assignment should be correct. Recall that an algorithm is said to
be successful if no machine has set their Overflow indicator by the end of the algorithm. We
consider both the input and output configuration as a list of buckets spread evenly across
the machines, where each bucket contains either real or dummy elements.
More formally, a BucketRouteZ algorithm, parametrized by a bucket size Z, satisfies the
following syntax – recall that there are in total m machines each of which has local space
O(s); without loss of generality, we may assume that m and s are both powers of 2:
Input. In the beginning, each machine stores 2r number of buckets each of capacity Z
where 2r · Z = 2s. Each bucket contains Z elements, some of which are real and others
are dummy. Each real element carries an `-bit label where 2` = m · 2r – henceforth if a
real element’s label is k ∈ {0, 1}` , we say that the element wants to go to the k-th bucket
out of a total of 2` = m · 2r buckets.
Output. The machines jointly output a list of 2` = m · 2r buckets, each of capacity Z.
We require that if the algorithm is successful (i.e., no machine’s Overflow indicator is
set), then every bucket must contain all the real elements wanting to go there plus an
appropriate number of dummy elements.

4.2.2

Protocol

We now describe a BucketRouteZ algorithm that tries to move every real element to the
desired destination bucket but will possibly fail in the middle due to overflow events. Later
in Section 4.4, we will show that if the input configuration satisfies certain nice conditions,
then the overflow probability can be made negligibly small. Roughly speaking, by “nice
conditions”, we want that all input buckets are at most half-full; and moreover the input
elements’ labels are randomly chosen. In this section, we first focus on presenting the
algorithm and we will worry about the probability analysis in Section 4.4.
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Algorithm 1 Bucket Route.

Input: Let 2r · Z = 2s and let ` = log2 m + r. The input consists of 2` buckets denoted
L := {Bi : i ∈ [2` ]} each with capacity Z, where each real element in a bucket contains an
`-bit label. There are m = 2`−r parallel machines, each of which has enough memory to
store and process 2r buckets.
Z

1: procedure BucketRoute (L := {Bi : i ∈ [2` ]})

. The input is a list of 2` buckets.
2:
Each bucket
in L receives an empty bit string as its label.

3:
for r` sequential iterations do
Partition the buckets in L into m groups of equal size 2r , where the buckets
4:
in each group has the same label; a machine is assigned to each group.
. Step 4 requires the machines to exchange their buckets according to a predetermined
fashion.
5:
6:

7:
8:
9:

10:
11:

12:
13:

for each of m machines in parallel do
Every machine calls 2r -way LocalClassifyr,Z on its group of buckets to
produce its modified group of buckets (whose labels have lengths increased
by r).
Update the list L to be the union of all machines’ modified groups of buckets.
if t := ` mod r 6= 0 then
In the last iteration, each machine receives 2r−t sub-groups of buckets,
where each sub-group contains 2t buckets with the same label.
for each of m machines in parallel do
Every machine calls 2t -way LocalClassifyt,Z on every of its sub-groups of
buckets.
Let L be the union of all machines’ updated buckets.
return the list L of 2r buckets, each of which receives a unique label in
{0, 1}r . Recall that if any instance of multi-way LocalClassify encounters
Overflow, the failure-indicator Overflow will be set to 1 but the algorithm
will continue after truncating the excessive elements in the overflowing
bucket(s).

At a very high level, our BucketRouteZ algorithm will proceed in iterations such that
at the end of the i-th iteration, elements will be sorted based on the first i · r bits of
their respective labels. During each iteration i, every machine will obtain a list of buckets
containing elements whose labels all share the same ((i − 1) · r)-bit prefix, and the machine
will locally further classify these elements into buckets based on the next r bits of their
respective labels. This subroutine is henceforth called LocalClassify which is described more
formally below. We will then describe the full BucketRouteZ algorithm after specifying this
subroutine.

A multi-way LocalClassify subroutine
We introduce a subroutine called a 2t -way LocalClassifyt,Z . The 2t -way LocalClassifyt,Z
subroutine is always performed by a single machine locally which operates on a list of 2t
buckets:
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Imagine that a machine has as input a list of 2t buckets each of capacity Z where
2t · Z ≤ 2s. All of the 2t buckets must have the same bucket-label x ∈ {0, 1}|x| , where |x|
is the bit-length of x. Moreover, every real element contained in the buckets has an `-bit
label of the form x||y, i.e., the element’s label must be prefixed by x, followed by a suffix
denoted y (that has length at least r). It is guaranteed that |x| + r ≤ `.
Now, the machine locally rearranges the input to form 2t output buckets as follows: for
each i ∈ {0, 1}t , the i-th output bucket has the bucket-label x||i, and contains all the
real elements from the input whose label is prefixed with x||i, padded with dummies to a
capacity of Z. Moreover, in each output bucket the real elements must appear before the
dummies.
If the above rearrange fails due to the overflow of some output bucket, then set the
indicator Overflow to 1; moreover, truncate the bucket to a load of Z and continue with
the algorithm. Note that if Overflow is set, then some elements can be lost due to the
truncation.

The BucketRoute algorithm
We describe the BucketRouteZ algorithm in Algorithm 1 which calls LocalClassify as a
subroutine. Assuming that no Overflow is encountered, then the algorithm proceeds in the
following way: first, using the 2r -way LocalClassify subroutine, all machines rearrange their
local 2r buckets of elements based on the first r bits of the elements’ labels, such that all
elements whose labels have the same r-bit prefix fall into the same bucket, and this common
r-bit prefix also become the bucket’s label. At the end of this iteration, for each r-bit bucket
label, there will be 2`−r buckets with the same bucket label. We will then assign 2`−2r
machines to work on buckets sharing each r-bit bucket label, and each machine now locally
calls LocalClassify to further classify the elements based on the next r-bits of their input
labels; and this goes on. In general, after the end of the i-th iteration, buckets will acquire
labels of length i · r bits, and there will be 2`−i·r buckets sharing each unique (i · r)-bit label;
we now assign all buckets with the same label to 2`−(i+1)·r machines which further classifies
the elements based on the next r bits in the input labels. The algorithm will have ended by
iteration i if i · r ≥ `, i.e., after O(`/r) iterations – at the end, all buckets across all machines
will have a unique `-bit label. Algorithm 1 formalizes the above idea and in particular, treats
the last iteration more formally for the case when ` is not divisible by r.
I Fact 8. Using the parameters in Algorithm 1, the number of rounds is O( r` ) = O( logr m ).
I Fact 9 (Communication pattern). The communication pattern of Algorithm 1 is deterministic, and depends only on the parameters m, `, r and Z. Moreover, in every round, the total
communication is upper bounded by O(m · s).
Proof. Step 4 of Algorithm 1 is where the communication happens, and it is not hard to
check that this fact holds.
J

4.3

Building Block: Oblivious Random Bucket Assignment

Based on the BucketRouteZ primitive described above, we realize another intermediate
building block called “random bucket assignment”. The problem, henceforth denoted
RandBucketZ , is parametrized by an appropriate bucket size Z and is described below:
Input. The input is an array of m · s elements spread evenly across the machines where
each machine receives exactly s elements; each element can either be real or dummy. We
assume that each element can be stored in O(1) words.

ITCS 2020

75:18

MPC for MPC: Secure Computation on a Massively Parallel Computing Architecture

Output. Each machine receives 2r = 2s/Z output buckets each of capacity Z. The
contents of the buckets are determined below:
Every real element in the input array is assigned to a random bucket out of the 2r · m
buckets;
If a bucket receives more than Z real elements, choose the Z lexicographically smallest
elements to populate the bucket (and the remaining elements are lost);
Else if a bucket receives Z or fewer real elements, then the bucket should contain all
of these elements, in a lexicographically increasing order, and padded at the end with
an appropriate number of dummies to a capacity of Z.
Z
Note that the above abstraction also defines the most natural ideal functionality FRandBucket
which correctly implements the above task.

Protocol
Using BucketRouteZ , we can obliviously realize random bucket assignment using the following
simple algorithm where we assume that m and s are powers of 2 without loss of generality
(if not, we can pad them to the nearest power of 2):
1. Choose r, ` based on Z, m, and s, such that 2r = 2s/Z and 2` = m · 2r . Henceforth 2r
denotes the number of buckets on each machine, and 2` denotes the total number of
buckets across all machines.
2. Each machine places Z/2 elements from the input array to each of its 2r buckets, and
pads each bucket with an additional Z/2 dummies to a capacity of Z – note that each
bucket is at most half full.
3. Every machine assigns a random `-bit label to each real element in its buckets, indicating
which bucket the element wants to go to.
4. Call BucketRouteZ (Algorithm 1) to produce the list of output buckets, and for each
resulting bucket, sort the elements in it based on a lexicographically increasing order,
placing all dummies at the end.
Recall that in the BucketRouteZ , a machine may encounter a bucket overflow exception
which will cause the Overflow indicator to be set. Below we bound the probability of seeing
Overflow using the fact that the initial labels are randomly chosen and that the initial buckets
are at most half full – this allows us to prove good load-balancing properties. We use the
standard Chernoff Bound to analyze overflow probability.
I Fact 10 (Chernoff Bound). Suppose X is a sum of independent {0, 1}-random variables.
Then, for any β ≥ 2, Pr[X ≥ βE[X]] ≤ exp(− βE[X]
).
6
I Lemma 11 (Overflow probability for random bucket assignment algorithm). In the above
algorithm, the probability that some machine sets the Overflow indicator is at most O( r` ) · 2` ·
Z
e− 6 .
Proof. Observe that there are O( r` ) iterations in Algorithm 1. We fix some iteration and
some bucket B, and analyze the overflow event of that bucket after that iteration.
Observe that if we assume that all buckets from previous iterations have infinite capacity,
then no element will be lost in previous iterations. Hence, the resulting number of elements
ending up at bucket B after this iteration in this alternate world will stochastically dominate
that in the actual world. The property of no overflow in previous iterations is used to ensure
that different elements do not influence one another so that we can apply Chernoff Bound.
By stochastic dominance, it suffices to analyze the overflow probability of bucket B after
this iteration under this additional assumption.
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Suppose after this iteration, this bucket has received a label with k bits. This means that
the elements in this bucket could only have come from 2k possible input buckets, each of
which contains at most Z2 elements.
Observe that each such element receives a random `-bit label, whose k-bit prefix coincides
with this bucket’s label with probability 21k . Hence, the expected number of elements entering
this bucket after this iteration is at most Z2 .
Therefore, using Chernoff Bound (Fact 10), after each iteration, each bucket overflows
Z
with probability at most e− 6 .
Finally, the union bound over all iterations and all buckets gives the result.
J
I Lemma 12 (Correctness of random bucket assignment). The above algorithm, parametrized
Z
Z
with Z, δ-correctly realizes FRandBucket
where δ = O( r` ) · 2` · e− 6 (note that the parameters `
and r are determined once Z is determined).
Proof. Follows from Lemma 11 and the fact for every random string ρ assigning real elements
to destination buckets, if ρ does not cause Overflow in the algorithm, then the algorithm’s
Z
output must correctly match that output by the ideal functionality FRandBucket
consuming
the same randomness ρ.
J
I Fact 13. The communication patterns of the algorithm is deterministic and depends only
on the parameters m, `, r and Z.
Proof. The communication pattern of the algorithm stems from that of BucketRouteZ since
all other steps are performed locally on each machine and incur no communication. The fact
now follows directly from Fact 9.
J

4.4

Putting it Together: Oblivious Routing

Using the building blocks BucketRouteZ and RandBucketZ , we can realize oblivious routing
as follows:
(a) Without loss of generality, we may assume that both m and s are powers of 2 and s is a
√
perfect square. Choose the parameter Z = 2 s and 2r = 2s/Z, and ` := log2 m + r.
(b) Every machine does the following: let X be an input array containing all the words the
machine wants to send (also called outgoing words), padded with dummies to a length
of s. Each real outgoing word in the input array has a label of the form x||ρ where
$

x ∈ {0, 1}log2 m encodes the identifier of the recipient machine, and ρ ← {0, 1}`−log2 m is
chosen at random and indicates the index of the destination bucket within machine x.
(c) Invoke an oblivious RandBucketZ algorithm to assign each outgoing word to a random
bucket among a total of 2` buckets, and recall that each machine stores 2r of these
buckets.
We emphasize that the labels selected earlier in Step (b) are not used as destination
labels for the RandBucketZ algorithm since the RandBucketZ algorithm itself internally
assigns a random bucket to each element. However, these labels selected earlier will be
used in the next step.
(d) Invoke an instance of BucketRouteZ to route each outgoing word to the destination
bucket encoded in the label chosen in Step (b). Now, every machine looks at the resulting
2r buckets it stores and outputs all received (real) words in a lexicographically increasing
order, padded with an appropriate number of dummies to a length of s.
I Fact 14. In the above routing algorithm, the communication pattern is deterministic and
depends only on the parameters Z, m, r, `.
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Proof. The communication pattern of the above algorithm is determined by the communication pattern of the RandBucketZ algorithm and the BucketRouteZ algorithm. The fact now
follows directly from Fact 9 and Fact 13.
J
I Lemma 15 (Correctness of routing). Suppose that RandBucketZ δ-correctly realizes
Z
Frandbucket
. Then, the above algorithm δ 0 -correctly realizes FRouting for some δ 0 ≤ δ +
Z
`
`
O( r ) · 2 · e− 6 .
Proof. We consider a sequence of hybrids.
RealZ (I).

We will use RealZ (I) to denote the outcome of the real-world algorithm.

Z
HybZ
1 (I). We now consider a hybrid execution denoted Hyb1 , which is defined almost
the same as the real-world execution, except that we now replace the RandBucketZ algorithm
Z
with Frandbucket
. We define HybZ
1 (I) to output the outcome of this hybrid execution upon
the input I.
Z
Since RandBucketZ δ-correctly realizes Frandbucket
, it holds that for any I, HybZ
1 (I) has
Z
at most δ statistical distance from Real (I).

I Lemma 16. For any I, in the execution defined by HybZ
1 (I), the probability that some
Z
machine sets the Overflow indicator is bounded by O( r` ) · 2` · e− 6 .
Proof. To prove this, we instead consider an execution Hyb∞
1 where the parameters Z, `,
and r are chosen as before; however, we do not impose a Z-capacity limit on any of the
buckets, including the buckets in Frandbucket or any bucket in the hybrid execution HybZ
1.
It is not hard to that the probability of seeing Overflow in HybZ
1 is upper bounded by the
probability that there is some bucket storing more than Z real elements in Hyb∞
1 . This can
be formally proven through a standard stochastic domination argument.
Therefore, it suffices for us to prove that in Hyb∞
1 , the probability that some bucket
Z
needs to store more than Z real elements is upper bounded by O( r` ) · 2` · e− 6 , and below we
prove this statement.
The analysis is similar to the proof of Lemma 11. We fix some iteration in Algorithm 1
and some bucket B. Let Xi,B denote an indicator random variable indicating the contribution
of the i-th outgoing word in the input to the load of the bucket B. Our goal is to prove a
P
tail bound for i Xi,B which denotes bucket B’s total load. Note that Xi,B depends only
on the i-th outgoing word’s destination bucket and the initial bucket placement chosen by
FRandBucket for the i-th outgoing word. Therefore, all of the random variables {Xi,B }i are
independent which will allow us to apply the standard Chernoff bound. To do so, we will
first show that the expected number of real elements the bucket contains after this iteration
is at most Z2 . Hence, in the execution Hyb∞
1 , we analyze the expected number of elements
for this bucket B after this iteration based on the number k of bits of the label received by
this bucket after this iteration. Let L be the list of buckets obtained after Frandbucket .
1. Suppose k ≤ log2 m. The k-bit label indicate a subset of 2m−k destination machines.
Then, only elements going to these 2m−k machines can end up in this bucket. There are
totally at most 2m−k · s such elements.
Moreover, only elements from 2k buckets in L can end up in bucket B after this
iteration. Due to Frandbucket , an element is in one of those 2k buckets independently with
k
probability 22` .
Hence, the expected number of elements in bucket B after this iteration is at most
k
2m−k · s · 22` = 2sr = Z2 .
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2. Suppose k > log2 m. The k-bit label then identifies 2`−k buckets within a certain
destination machine M .
Recall that at most s elements are supposed to go to machine M . In order for an element
to end up in bucket B after this iteration, it has to satisfy the following independent
events:
a. The element is in one of 2k buckets in L whose elements can end up in B after this
k
iteration. Due to Frandbucket , this happens with probability 22` .
b. The element has chosen a destination bucket that is among those 2`−k buckets whose
identity agrees with the k-bit label of the bucket B. This happens with probability
2`−k
2r .
Hence, the expected of elements that enter this bucket B after this iteration is at most
`−k
k
s · 22` · 2 2r = 2sr = Z2 , as required.
Finally, we apply a standard Chernoff bound and then a union bound over all iterations
and all buckets just like in Lemma 11, which leads to the lemma statement.
J
Ideal(I). The experiment Ideal(I) outputs the result of FRouting upon the input I
We now show that for any I, Ideal(I) and HybZ
1 have statistical distance at most
Z
`
O( r ) · 2` · e− 6 . Note that conditioned on 1) seeing no Overflow in HybZ
1 and 2) that
Frandbucket does not pick bad randomness such that some bucket initially exceeds Z load,
then the outcome obtained in HybZ
1 would be the same as the output of Ideal(I). In
Lemma 16, we have shown that the probability of some machine setting the Overflow
`
`
−Z
6 , therefore it suffices to show that the probability that
indicator in HybZ
1 O( r ) · 2 · e
Z
Frandbucket internally exceeds Z load is upper bounded by O( r` ) · 2` · e− 6 . Due to a simple
application of the Chernoff bound, we can show that the probability that some fixed bucket
Z
exceeds load Z is at most e− 6 . Now, applying a union bound over all 2` buckets, the
conclusion follows.
In summary, applying a standard hybrid argument, we can complete the proof of this
lemma.
J
I Corollary 17. The above algorithm δ-obliviously realizes FRouting by Definition 6 for
√
δ = exp(−Ω( s)).
Proof. Straightforward by Fact 14, Lemma 15 and Lemma 12 and the parameters chosen in
the algorithm.
J

4.5

Oblivious Sorting

Given our oblivious routing primitive, one immediate and interesting application is to
construct a constant-round MPC algorithm that obliviously realizes sorting.
To achieve this, recall that Goodrich [67] constructed a non-oblivious MPC algorithm
that accomplishes sorting in O(1) rounds; and moreover, his algorithm satisfies both the
s-receiver-constraint and the s-sender-constraint.
I Lemma 18 (Constant-round sorting, Theorem 3.5 of Goodrich [67]). Let m = N 1−ε and
s = O(N ε ) for any constant ε ∈ (0, 1). Suppose that each item to be sorted can be stored
in O(1) words. There exists a deterministic, comparison-based sorting algorithm that can
correctly sort N items stored on m machines each with s local space consuming an a-priori
fixed constant number of rounds; and moreover, the algorithm satisfies both the s-senderconstraint and the s-receiver-constraint.
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The idea is to apply our Routing algorithm to realize each round of communication in
Goodrich’s algorithm. In this way, we obtain the following theorem:
I Theorem 19 (Constant-round oblivious sorting on MPC). Let m = N 1−ε and s = O(N ε ) for
any constant ε ∈ (0, 1), and suppose that each items to be sorted can be represented in O(1)
words. There exists an MPC algorithm that obliviously sorts N items stored on s machines
√
in O(1) number of rounds and the result is correct with 1 − exp(−Ω( s)) probability.
Proof. Note that Goodrich’s algorithm runs for an apriori-fixed constant number of rounds.
Thus, if we apply our oblivious Routing algorithm to realize each round of communication in
Goodrich’s algorithm, the resulting algorithm has a deterministic communication pattern;
and moreover, due to Corollary 17, the resulting algorithm correctly sort the input with
√
1 − exp(−Ω( s)) probability.
J
Although our secure multi-party computation compiler later will not directly rely on
oblivious sorting as a building block, we state this result explicitly nonetheless since sorting
is such an important and fundamental algorithmic building block.

4.6

Communication-Oblivious Compiler

We can now arrive at Theorem 1 which we restate below for the reader’s convenience.
I Theorem 20 (Communication-oblivious MPC algorithms: Restatement of Theorem 1).
Suppose that s = N ε and that m is upper bounded by a fixed polynomial in N . Given
any MPC algorithm Π that completes in R rounds where each of the m machines has s local
e that computes the same function
space, there is a communication-oblivious MPC algorithm Π
√
e completes in O(R) rounds, and
as Π except with exp(−Ω( s)) probability, and moreover Π
consuming O(s) space on each of the m machines. Furthermore, only O(m · s) amount of
e
data are communicated in each round in an execution of Π.
Proof. We apply the oblivious Routing algorithm developed earlier in this section to realize
every communication round of the original MPC protocol Π. The theorem now follows
directly from Corollary 17.
J

5

Secure Multi-Party Computation for Massively Parallel Computing

In this section, we consider how to perform secure computation on a Massively Parallel
Computing (MPC) architecture. As before, we consider a set of m machines each of which
is s-space-bounded. Without loss of generality, we consider a setting where each machine
receives some input denoted x1 , x2 , . . . , xm respectively where each input contains at most
s words. Now, these machines would like to jointly evaluate a function (y1 , y2 , . . . , ym ) ←
f (x1 , x2 , . . . , xm ) such that at the end, the i-th machine obtains the s-bounded output yi for
i ∈ [m]. We would like to ensure that an adversary controlling a relatively small subset of
the machines will not learn anything beyond the outputs of the machines in its control.
The question we are concerned about is the following: suppose that there is an efficient,
insecure MPC protocol Π to evaluate the function f . Can we now securely evaluate the
function f while preserving the efficiency relative to the insecure protocol Π?

5.1

Execution Model: SMPC for MPC

We consider an MPC protocol Π executing on m machines each with maximum space s. To
define Secure Multi-Party Computation (SMPC), we augment the protocol execution model
used so-far in the paper as follows to capture a polynomial-time adversary who can corrupt a
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subset of the machines. Most of the definitions below directly follow the standard approach in
the cryptography literature – there is, however, one subtlety that needs to be clarified when
we marry SMPC and MPC: since corrupt machines can send arbitrary messages to honest
machines, we must now redefine the s-receiver-constraint (see details in the “communication
model” paragraph).
We now parametrize the protocol’s execution with a security parameter denoted κ.
Therefore we may write Π as Π(1κ , 1m , 1s ), i.e., it is parametrized by the security
parameter κ and the MPC framework’s parameters 1m and 1s .
A subset of the machines which are said to be corrupt are controlled by an adversary
A(1κ ). We assume that corruption is static, i.e., A decides which machines to corrupt
before the protocol execution starts. All protocol messages received by corrupt machines
are visible to A, and A fully controls what messages corrupt machines send.
Machines that are not in A’s control are said to be honest, and honest machines faithfully
follow the prescribed protocol.
All machines’ inputs are chosen by some environment denoted Z(1κ ); and at the end of
the protocol, all honest machines send their respective output to Z.
During the execution A and Z may communicate freely.

Communication model
The protocol proceeds in rounds and machines communicate with each other through a
pairwise point-to-point network. At the beginning of each round, honest machines receive
messages from the network; and afterwards they perform computation and send messages.
If an honest machine sends a message in round r, then an honest recipient will receive the
message at the beginning of the next round. We assume that honest machines communicate
through a pairwise secure channel such that the adversary can observe who is communicating
with whom, the length of each honest message sent, but not the contents of the message –
note that since we can realize secure channels from authenticated channels with key exchange
and authenticated encryption, assuming secure channels is without loss of generality.
Recall that in this new setting, some machines can be corrupt and corrupt machines
send arbitrary, unwanted messages to honest machines. We cannot guarantee that the
s-receiver-constraint is respected in the presence of corrupt nodes; instead, we require the
following:
at the end of the previous round, an honest machine must have written down in a
designated location in its memory a receiving schedule for the next round, i.e., a list of
{(fj , wj )}j pairs where fj ∈ [m] denotes the index of a sender and wj ∈ [s] denotes the
number of words the machine is expecting to receiver from machine fj . Additionally, it
P
must hold7 that j wj ≤ s.
Every sender whose index appears in this receiving schedule is called an anticipated sender.
Now, a machine will save only the first wj words received from each anticipated sender fj ; it
will ignore all words received from unanticipated senders; and also ignore all excessive words
received from anticipated senders.

7

Later on, in our compiled protocol, s will actually be substituted with O(s) · poly(κ) where s is the
per-machine space complexity of the original MPC to be compiled.
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5.2

Security Definition

Security is defined through (computational) observational equivalence of the environment
Z in an ideal-world and a real-world execution. In the real-world execution, machines run
the real protocol Π. In the ideal-world execution, the computation task is performed by an
ideal functionality F f which computes the intended function f and distributes the results to
everyone.
Formally, we define a real-world and an ideal-world execution formally as below:
RealA,Z,Π (1κ , 1m , 1s ): Z(1κ ) chooses and provides inputs x1 , x2 , . . . , xm for each of the m
machines. Now the m machines engage in a protocol execution as explained above, where
honest machines will faithfully execute the prescribed protocol Π using the input they
obtained from Z but corrupt machines that are controlled by A can behave arbitrarily.
At the end of the protocol, the honest machines send their output to Z.
f
IdealS,Z,F (1κ , 1m , 1s ): The ideal-world execution involves the environment Z and an
ideal-world adversary denoted S. Z and S can communicate arbitrarily during the
ideal-world execution. Now the execution is defined as below where Honest ⊆ [m] denotes
the set of honest machines; and Crupt := [m]\Honest denotes the set of corrupt machines
all of which are controlled S:
1. First, Z chooses and provides inputs x1 , x2 , . . . , xm for each of the m machines.
2. Every honest machine i ∈ Honest sends the input xi received from Z to F f , and F f
records x
ei := xi ;
3. For a corrupt machine j ∈ Crupt, F f may receive an input x0j from j, and if so, it
records x
ej := x0j . Note that corrupt machines may use arbitrary inputs, and not
necessarily the ones provided by Z.
4. As soon as all m machines have provided input, F f computes the outputs
(y1 , y2 , . . . , ym ) := f (e
x1 , x
e2 , . . . , x
em ) and gives {yi }i∈Crupt to S.
5. Upon receiving deliver from the ideal-world adversary denoted S, if any corrupt
machine j has not yet provided input, set x
ej := ⊥ and compute (y1 , y2 , . . . , ym ) :=
f (e
x1 , x
e2 , . . . , x
em ). Now for i ∈ [m], give yi to machine i.
6. Upon receiving an output from F f , an honest machine forwards the output to Z.
In this paper, we define a notion of compositional security for multi-party computation
analogous to the guarantees of Universal Composability [30]; moreover, our definition captures
the requirement of guaranteed output, i.e., a small corrupted coalition should not be able to
stop honest machines from producing output. The formal definition is provided below – note
that the requirement of guaranteed output is captured since we require that the ideal-world
adversary S send deliver to the ideal functionality:
I Definition 21 (SMPC for MPC). We say that an MPC protocol Π securely realizes some
ideal functionality F f against a t-bounded adversary where t < m iff for any non-uniform
polynomial-time adversary A that statically corrupts at most t out of m machines, there is a
non-uniform polynomial-time ideal-world adversary S which is required to send deliver to
F f , such that for any non-uniform polynomial-time environment Z,
n
o
n
o
f
ViewZ (RealA,Z,Π (1κ , 1m , 1s )) ≈ ViewZ (IdealS,Z,F (1κ , 1m , 1s ))
κ

κ

where ViewZ (Expt) denotes the view of Z in the experiment Expt and ≈ denotes computational indistinguishability of two probability ensembles.
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Resilience assumption
Henceforth we will assume that the adversary controls no more than 13 − η fraction of the
machines for an arbitrarily small constant η. Such a corruption threshold is (almost) the best
one can hope for in a pairwise point-to-point network, since it takes at least 2/3 honest to
realize broadcast [48, 82] (note that multi-party computation with guaranteed output implies
broadcast).

5.3

Building Block: Constant-Round, Weakly Space-Efficient SMPC

We will leverage a universally composable SMPC protocol as a building block, and we
would like this protocol to be not only constant round, but also somewhat efficient in space.
Specifically, if the function f (x1 , . . . , xm0 ) evaluated requires S ≥ |x1 | + |x2 | + . . . |xm0 | space
to compute insecurely on a RAM, then for m0 machines to securely compute the function f
would require each machine to expend about O(S) space, and moreover, allowing a poly(κ)
blowup due to the use of cryptography. While this seems somewhat conserving in terms
of space from the perspective of each individual machine, from the perspective of all m0
machines, we are expending m0 times more total space than the original RAM – for this
reason, we call this notion weakly space-efficient. More formally, we require the following
efficiency guarantees:
1. Constant round: the protocol must complete in O(1) rounds;
2. Weak space efficiency: suppose that the function f (x1 , x2 , . . . , xm0 ) can be computed
insecurely on a Random Access Machine (RAM) with S space where S must account for
the space needed to write down all m0 inputs and outputs, we would then like a protocol
running on m0 machines that securely realize F f , requiring only poly(κ) · O(S) space on
each machine.
3. Communication efficiency: total communication must be asymptotically not more than
the total space of all machines;
Note that we cannot directly use this SMPC protocol to compile an MPC protocol to a
secure counterpart if we want to preserve the efficiency of the original (insecure) MPC, since
weak space efficiency still blows up each machine’s space complexity to at least the size of
the whole input. Looking ahead, we will run this SMPC building block within a randomly
elected poly-logarithmic-sized committee to emulate a MPC machine with small space.
On the other hand, since a machine cannot receive messages of length greater than its
space complexity, a constant-round, weakly space efficient SMPC protocol has communication
complexity at most poly(κ) · O(m0 · S), independent of the time complexity of the functionality
f . Constant-round protocols based on garbled circuits or garbled RAM do not achieve desired
efficiency. Thus, we consider FHE-based SMPC protocols, and furthermore, we would require
the FHE schemes to satisfy a strong notion of compactness [55, 58] to avoid dependency
on the circuit depth complexity of the functionality (which is the case if standard leveled
FHE schemes are used). FHE schemes with this compactness property can be achieved by
assuming circular security for standard FHE constructions [55,58] or using indistinguishability
obfuscation [31, 53].
There is a long line of work on constant-round FHE-based SMPC that construct SMPC
protocols based on threshold FHE (TFHE) or multi-key FHE (MKFHE) [14, 28, 72, 75, 91].
For our purpose, relying on these protocols would requires to assume above-mentioned
compactness for TFHE or MKFHE (and trusted setup for some of them). Ideally, we would
like to construct a protocol based on any compact (plain) FHE.
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To achieve this goal, we follow the approach of constructing SMPC based on threshold
FHE (e.g., [8]) and obtain the threshold FHE in use by applying the universal thresholdizer
of Boneh et al. [23] to any compact FHE. We show that this yields a constant-round weakly
space efficient SMPC protocol, but it requires a trusted setup. We further remove the
setup by invoking another constant-round FHE-based SMPC protocol of Badrinarayanan
et al. [14] to instantiate the setup. The protocol of [14] does not require a trusted setup.
Furthermore, since the setup of threshold FHE has complexity independent of the complexity
of the functionality, we do not need to assume compactness for the underlying (multi-key)
FHE in the protocol of [14] to achieve weak space efficiency.
Later in our construction, we actually require that each machine receives different output
in this SMPC protocol. Namely, the functionality to be securely computed is f = (f1 , . . . , fm0 )
where each machine Mi receives output fi (x1 , . . . , xm0 ). In this case, we consider the space
complexity as the maximal space complexity of f1 , . . . , fm0 . Formally, we obtain the following
theorem, which will serve as the building block of our SMPC for MPC construction. We
prove the theorem in Appendix A.
I Theorem 22 (Constant-round, weakly space-efficient, and communication efficient SMPC).
Assume that the LWE assumption holds, the existence of enhanced trapdoor permutations,
and the existence of FHE with an appropriate notion of compactness defined in Appendix A.1.
Then, for any polynomial-time computable functions f = (f1 , . . . , fm0 ), there is a constantround, weakly space-efficient, and communication efficient protocol that securely realizes F f
on m0 machines against a t-bounded adversary as long as m0 ≥ 3t + 1.
Proof. Deferred to Appendix A.

5.4

J

Intuition

Given an original insecure MPC protocol that computes some function f over m machines’
respective inputs, we would like to compile it to an SMPC protocol that securely realizes
the functionality F f . We would like the compilation to be efficiency-preserving, that is, if
the original MPC protocol completes in R rounds consuming s space per machine, then the
compiled SMPC protocol completes in O(R) rounds, and consumes O(s) · poly log λ · poly(κ)
space per machine. Specifically, κ and λ denote a computational and a statistical security
parameter respectively: the poly(κ) blowup is due to the use of cryptography and the
poly log λ blowup stems from random committee election.
Inspired by Boyle et al. [24, 27], our idea is to randomly elect a small, polylogarithmically
sized committee to securely emulate each machine of the original MPC protocol. We use
m0 = poly log λ to denote the size of each committee to distinguish from the total number
of machines m. Suppose that (1/3 − η)m machines are corrupt where η is an arbitrarily
small constant, then by Chernoff bound, within each committee, only t0 ≤ (1/3 − η/2)m0 are
corrupt except with negligible (in both λ and κ) probability.
Without loss of generality, henceforth we may assume that the original MPC protocol is
communication-oblivious. If not, we can always take the compiler of Section 4.6 and compile
the protocol to a communication-oblivious counterpart incurring only constant round and
space blowup.
The state of each machine i ∈ [m] in the original MPC protocol will now be secret shared
among the i-th committee using a t0 -out-of-m0 robust secret sharing scheme. This means
that at the beginning of the protocol, after each machine i ∈ [m] receives an input it will
invoke a protocol to secret share its input among the i-th committee. To accomplish this,
machine i and the i-th committee will jointly perform a constant-round, weakly space-efficient,
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and communication efficient SMPC (see Section 5.3) that realizes a robust secret-sharing
functionality. Within each round, each machine i ∈ [m] in the original MPC protocol must
perform some local computation; in the compiled secure protocol, this computation will now
be jointly performed by the i-th committee using a constant-round, weakly space-efficient,
and communication efficient SMPC protocol (see Section 5.3). At end of this SMPC protocol,
every committee member obtains a robust secret-share of machine i’s new state in the
original MPC. Finally, for a machine i ∈ [m] to send a message to a machine j ∈ [m] in the
original MPC protocol, this communication will now also be implemented by an instance
of a constant-round, weakly space-efficient SMPC protocol among the i-th and the j-th
committees. At the end of the protocol, each member of the j-th committee should receive a
robust secret share of the message.

5.5
5.5.1

Assumptions and Notations
Assumptions on the Original MPC

Without loss of generality, we can make the following assumptions on the original MPC to
be compiled:
WLOG1 : We assume that the original MPC to be compiled has a deterministic communication pattern; and moreover, in every round every machine sends at most s words (where
sending the same word to two machines is counted twice). Not only so, we may assume
that in every round, every machine can compute on the fly and write down 1) an ordered
list of at most s machines it wants to send words to and 2) an ordered list of at most s
machines it is expecting to receive data from; and moreover this can be accomplished in
O(s) space.
If this is not the case, we can always apply the oblivious-compiler of Section 4.6 to make
it so while incurring only constant blowup in round complexity and space.
WLOG2 : We may in fact assume that in the original MPC, at the end of the computation
step in every round, every machine writes down at a designated location in memory
(e.g., address 0) a list of at most s words to be sent. Recall that by WLOG1 , the
destinations of these outgoing words are deterministic and a-priori known.
WLOG3 : We assume that in each round, after receiving messages from the network, a
machine appends the received messages to its local memory in an arbitrary order. This is
without loss of generality since during the computation step, the machine can always sort
the received messages locally based on any order that is desired.

5.5.2

Notations

We will use the following notations:
Let mem0 ← Mri (mem) be the description of the RAM corresponding to machine i’s
computation in the r-th round in the original MPC; it takes in machine i’s current
memory mem and outputs a new memory state mem0 .
Let m0 = poly log λ denote each small committee’s size, let η be an arbitrarily small
constant, and let t0 = (1/3 − η/2)m0 such that each committee has at most t0 corrupt
nodes except with negligible probability (see also the proof of Theorem 23).
Let (Share, Recons) denote a t0 -out-of-m0 robust secret sharing scheme (see Appendix D).
If the Share algorithm is provided with a string consisting of multiple words, we always
assume that Share will perform secret sharing word by word; and similarly Recons will be
performed word by word too.
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Later in our protocol, a small committee will be elected to emulate each machine in the
original MPC protocol. Henceforth the committee that is emulating machine i in the
original MPC is called the i-th committee.

5.5.3

Computing Relevant Committee Information on the Fly

To enable the pseudo-random committee election, a common reference string crs will be
distributed to all honest machines at protocol start, and thus crs is common knowledge. In
our protocol, committee election relies only on the crs. Specifically, the i-th committee is
decided by PRFcrs (i) where PRF is a pseudorandom function. At this point, it might seem
safe to assume that the members of all committees are common knowledge. There is a slight
subtlety here in that a machine in fact cannot store the members of all committees since this
would consume too much space. Fortunately, by consuming poly log λ · O(s) additional space,
a machine i can always compute on the fly and temporarily store members of committees
relevant to itself in some round, including
1. which committees it is serving on, and all members of every committee it is serving on –
we will show that every machine serves on at most Θ(m0 ) = poly log λ committees except
with negligible probability (see proof of Theorem 23);
2. all members of every committee it wants to communicate with in the present round:
there are at most 2s such committees due to the s-sender-constraint and the s-receiverconstraint – note that to write this information down we rely on the fact that the original
MPC to be compiled has a deterministic and fixed communication pattern;
3. all members of the committee emulating machine i itself.
Because of the above observations, later in Section 5.6, for simplicity it is unambiguous
to parametrize our ideal functionalities that serve 1 or 2 committees with the relevant
committee’s indices – if a machine needs interact with some ideal functionality, it can
be computed on-the-fly exactly which other machines will also be involved. Except with
negligible probability, the additional per-machine space needed to compute on-the-fly and
store the committee information relevant to the present round is bounded by poly log λ · O(s).

5.6

Intermediate Building Blocks

We will adopt the constant-round, weakly space efficient, and communication efficient SMPC
protocol of Section 5.3 among one to two small committee(s) to securely realize a few useful
ideal functionalities which we can adopt as intermediate building blocks:
F share[i] is the ideal functionality that allows machine i to secret share its state among
the i-th committee; F share[i] involves m0 + 1 participants among whom at most t0 + 1 can
be corrupt;
r
F comp [i] is the ideal functionality that allows the i-th committee to jointly emulate the
r
computation of machine i in the r-th round in the original MPC; F comp [i] involves m0
participants among whom at most t0 corruptions; and
0
F send[i,i ] is the ideal functionality that emulates machine i sending a message to machine
0
i0 in the original MPC; F send[i,i ] involves 2m0 participants (i.e., the sending and receiving
committees), among whom at most 2t0 can be corrupt.
r

0

More formally, to define each of F share[i] , F comp [i] , and F send[i,i ] , we only need to specify
what the functions share[i], compr [i], and send[i, i0 ] compute respectively and among which
players.
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1. share[i]: a function that anticipates inputs from machine i as well as members of the i-th
committee. The function ignores everyone’s input and looks at only machine i’s input
henceforth denoted x, and computes (x1 , . . ., xm0 ) ← Share(x). It outputs ⊥ to machine
i, and xj to the j-th member of the i-th committee for j ∈ [m0 ].
2. compr [i]: the function compr [i] anticipates inputs from members of the i-th committee denoted mem1 , mem2 , . . . , memm0 . It internally evaluates mem0 ← Mri (Recons({xj }j∈[m0 ] )),
and (mem01 , . . . , mem0m0 ) ← Share(mem0 ). Now, the j-th member of the i-th committee is
supposed to get mem0j for j ∈ [m0 ].
3. send[i, i0 ]: this function anticipates inputs from the i-th committee and the i0 -th committee.
It ignores the inputs from the i0 -th committee, and looks at only inputs from the i-th committee henceforth denoted x1 , . . . , xm0 . It internally evaluates x ← Recons(x1 , . . . , xm0 ),
and y 1 , . . . , y m0 ← Share(x). Now, y j is meant as the output for the j-th member of the
i0 -th committee for j ∈ [m0 ].

5.7

Compilation to a Hybrid Protocol

Since a machine may participate in multiple committees, henceforth when the machine we are
concerned with is clear from the context, we often use the notation memj a machine’s robust
secret share pertaining to the j-th committee (assuming that i indeed participates in the j-th
committee). Given an original communication-oblivious MPC protocol, our SMPC compiler
0
works as follows where PRF : {0, 1}κ × [m] → [m]m denotes a pseudo-random function:
$

Initialize. At protocol start, a random common reference string denoted crs ← {0, 1}κ is
chosen which will be used for committee election. Every machine i now receives an input
xi from the environment Z, and each machine is also informed of crs.
Committee election. Now, the pseudo-random string PRFcrs (j) can be used to determine
the m0 members of the j-th committee for j ∈ [m]. Note that instead of storing all
members of every committee, relying on the observations in Section 5.5.3, machines will
instead compute all the relevant committee information on the fly, in all of the subsequent
steps of the protocol; and this will not consume too much space. For simplicity, in our
description below, we will not explicitly describe how a machine computes the relevant
committee information needed in every round.
Secret-share input. Each machine i ∈ [m] sends its input xi to F share[i] . For every
committee i serves on, machine i sends ⊥ to F share[i] . As a result every member of the
i-th committee obtains a robust secret share of xi from F share[i] . When a machine i
participating in the j-th committee receives a robust secret share v from F share[j] , it sets
memj := v.
Emulate protocol. For every round r ∈ [R] where R denotes the worst-case round
complexity of the original MPC protocol, every machine i ∈ [m] does the following:
Emulate computation: For each committee j ∈ [m] the machine i serves on, machine
r
r
i sends memj to F comp [i] . It will obtain from F comp [i] an updated share of the new
memory denoted mem0 . Machine i overwrites its memj variable with mem0 .
Emulate sending: For each committee j ∈ [m] the machine i serves on, do the following:
recall that by WLOG2 , shares of the words to be sent are written at a designated
location in memj . By WLOG1 , the total number of words committee j wants to send in
this round s0 ≤ s is deterministic and a-priori known; and moreover the s0 destination
machines can be computed on the fly and written down in O(s) space. Henceforth let
d1 , d2 , . . . , ds0 be the s0 ≤ s destination machines’ identifiers, and let y 1 , . . . , y s0 denote
the shares of the words to send to them respectively. For each dk where k ∈ [s0 ], send
y k to F send[j,dk ] .
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Emulate receiving: For every committee j 0 that machine i serves on, if in the original
MPC machine j ∈ [m] is supposed to send message to machine j 0 (all such j’s can be
computed and written down on the fly due to WLOG1 ), then for every such j:
0
1. send ⊥ to F send[j,j ] indicating participation as a receiver;
0
2. the machine i will receive a secret share y from F send[j,j ] , now append y to its
memj .
Output. After emulating all rounds of the original MPC in the above manner, machine i
does the following: for every committee j it serves on, send memj to machine j. When
each machine i receives shares from at least 2m0 /3 members of the i-th committee, call
Recons with the 2m0 /3 shares received and output the corresponding output.
I Theorem 23. Suppose that the PRF scheme employed is secure8 , and that the MPC protocol
Π to be compiled obliviously realizes the ideal functionality f by Definition 6. Then, if we
apply the above compiler to Π to obtain a hybrid-world protocol Πhyb , Πhyb must securely
realizes F f by Definition 21, as long as the adversary controls no more than 1/3 − η fraction
of the machines (for an arbitrarily small constant η).
Proof. Let A be a PPT adversary and Crupt ⊂ [m] of size |Crupt| ≤ (1/3 − η) · m be the set
of machines corrupted by A. We first show that except with negligible probability, (i) all
the committees elected by PRFcrs have at most (1/3 − η/2) · m0 corrupted machines, and (ii)
each machine participates in at most 2m0 committees.9 Suppose the committees were elected
using truly uniform randomness, then the expected corrupted machines in a committee is
m0 · |Crupt|/m ≤ (1/3 − η) · m0 and the expected number of committees a machine participate
is m0 . By a Chernoff Bound and union bound, both (i) and (ii) hold except with probability
0
e−Ω(m ) = negl(λ). Since both properties can be checked efficiently, by the security of PRF,
the probability that the committees elected by PRFcrs violates violate (i) or (ii) is at most
negl(κ) + negl(λ). Hence, in the rest of the proof, we assume both (i) and (ii) hold. We
proceed to define a simulator S:
Initialize and Committee election. S simply simulate a random crs. There is no
communication in the committee election step.
Secret-share input. In this step, S extracts the adversary A’s input {xi } Crupt from F share[i]
for i ∈ Crupt. S sends {xi } Crupt to the ideal functionality. For the output of F share[·]
that A receives, since each committee has at most (1/3 − η/2) · m0 corrupted machines,
S can simulate the shares outputted by each F share[·] by generating a fresh Share(0).
r
Emulate protocol. Note both F comp [·] and F send[·,·] also output shares, by the same reason,
r
S can simulate the shares outputted by each F comp [·] and F send[·,·] to A by fresh secret
sharings Share(0).
Output. S sends deliver to the ideal functionality and receives the output {yi }i∈Crupt .
For each i ∈ Crupt, S generates Share(yi ) and sends the shares that machine i should
receive from the honest machines in the i-th committee.
r

By perfect privacy of the RSS, it is clear that the shares outputted by F share[·] , F comp
and F send[·,·] are simulated perfectly.

8

9

[·]

In fact, this hybrid-world theorem secures against even computationally unbounded adversaries despite
the use of the PRF, since the PRF is used to defeat only the polynomial checkable function whether
some committee has 1/3 or more corruption.
In fact, property (ii) is not needed for proving security but we will use it to analyze efficiency of the
protocol later.
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Now, note that our protocol Πhyb emulate the underlying MPC protocol by committees,
where all the input and messages are stored by shares of the robust secret sharing scheme
(RSS) in each committee. Since all committee has at most (1/3 − η) · m0 < m0 /3 corrupted
machines, by robustness of RSS, the adversary cannot change the value stored in the RSS.
Hence the underlying MPC protocol is emulated correctly, and at the end, each machine
i ∈ Crupt receives shares of Share(yi ) from the i-th committee. Hence, S also simulates the
shares in the output step perfectly.
Therefore, Πhyb securely realizes F f , in fact, with statistical security in this hybrid
model.
J

5.8

Compilation to a Real-World Protocol

In Section 5.7, we compiled a communication-oblivious MPC protocol Π to a secure
r
counterpart Πhyb assuming the existence of ideal functionalities F share[i] , F comp [i] , and
0
F send[i,i ] . Eventually we would like to replace these ideal functionalities with real-world
building blocks. This is easy:
r
0
Let Πshare[i] , Πcomp [i] , and Πsend[i,i ] be SMPC protocols that securely realize (by Defir
0
nition 21) F share[i] , F comp [i] , and F send[i,i ] respectively. Note that Πshare[i] is a protocol
r
among machine i and the i-th committee, Πcomp [i] is a protocol among the i-th committee,
0
and Πsend[i,i ] is a protocol among the i-th committee and the i0 -th committee.
In the compiled hybrid-world protocol in Section 5.7, whenever a machine invokes some
r
0
ideal functionality F share[i] , F comp [i] , or F send[i,i ] with the input x, it now invokes the
r
0
corresponding protocol, Πshare[i] , Πcomp [i] , or Πsend[i,i ] respectively, also with the input x.
In the compiled hybrid-world protocol in Section 5.7, whenever a machine is to receive
r
0
output from the ideal functionality F share[i] , F comp [i] , or F send[i,i ] , it now instead receives
r
0
the output from Πshare[i] , Πcomp [i] , or Πsend[i,i ] respectively.
Note that due to the observations made in Section 5.5.3, at the beginning of every round,
every machine can compute on the fly and temporarily store members of all committees
relevant to itself in this round, including committees it serves on and committees it will
interact with – and this will only incur O(s) · poly log λ additional space. Therefore, for every
r
0
protocol Πshare[i] , Πcomp [i] , or Πsend[i,i ] invoked, the machine already knows exactly who are
the other machines involved in the protocol. Not only so, in fact, at the beginning of every
round, a machine has written down a receiving schedule for this round, again consuming
O(s) · poly log λ additional space. As mentioned, if a machine receives any message from
unanticipated senders or excessive messages from anticipated senders, these messages get
discarded immediately and will not be stored or processed.

Efficiency of the compiled protocol
Let Πreal denote the compiled real-world protocol by applying the compiler described above
r
to an original MPC communication-oblivious protocol Π. Since all of Πshare[i] , Πcomp [i] , and
0
Πsend[i,i ] complete in constant number of rounds, clearly, the round complexity of Πreal is
only a constant factor more than the original Π.
We now analyze the per-machine space complexity. We will use the fact that Πshare[i] ,
0
compr [i]
Π
, and Πsend[i,i ] are weakly space efficient. We first focus on the space expended
by each machine for every committee it serves on. Recall that each robust secret share
of a machine’s state in the original MPC is only O(s) in size. The dominant part is the
r
0
space consumed during Πshare[i] , Πcomp [i] , and Πsend[i,i ] protocols. Note that all of the
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r

0

functions evaluated by Πshare[i] , Πcomp [i] , and Πsend[i,i ] protocols have at most O(s) RAMspace complexity. Now, observe that a RAM consuming space s can be converted to a
layered circuit of width s. Recall also that at most 2m0 machines participate in each of
r
0
Πshare[i] , Πcomp [i] , and Πsend[i,i ] . Thus by weak space efficiency, the space consumed by each
r
0
Πshare[i] , Πcomp [i] , or Πsend[i,i ] instance is at most O(m0 · s) · poly(κ). So far we have focused
on the space per machine per committee it serves on. The total space consumption of any
single machine is at most 2m0 · O(m0 · s) · poly(κ), where 2m0 is an upper bound on the
number of committees a machine can participate in by the proof of Theorem 23 (except for a
negligible probability). Since m0 = poly log λ, the total space per machine is upper bounded
by poly log λ · poly(κ) · O(s) (for some other suitable polynomial poly).
Finally, the total communication is asymptotically no more than the total space by the
communication efficiency requirement.
r

I Corollary 24. Suppose that the PRF employed is secure, and that the Πshare[i] , Πcomp [i] ,
0
r
0
and Πsend[i,i ] protocols employed securely realize F share[i] , F comp [i] , and F send[i,i ] protocols
respectively by Definition 21 as long as at least 2/3 fraction of the machines participating in
each protocol instance are honest; and moreover suppose that they are constant-round, weakly
space efficiency, and communication efficient as defined in Section 5.3. Suppose that the
MPC protocol Π obliviously realizes the ideal functionality f by Definition 6. Then, if we
apply the above compiler to Π to obtain a real-world protocol Πreal , Πreal must securely realizes
F f by Definition 21. Moreover, Πreal ’s round complexity is asymptotically the same as Π;
its per-machine space consumption is at most O(s) · poly(κ) where κ denotes the security
parameter and s is the per-machine space of the original Π, and its total communication is
upper bounded O(m · s) · poly(κ).
Proof. As shown in the proof of Theorem 23, indeed, in each committee at least 2/3 fraction
of the machines must be honest. Now, security follows from a standard compositional
argument: for any real-world adversary A attacking Πreal , we can construct a hybrid-world
r
adversary A0 that basically calls the simulators of all instances of Πshare[i] , Πcomp [i] , and
0
Πsend[i,i ] , and no polynomial-time environment Z should be able distinguish whether it
is in the real world interacting with A or the hybrid world interacting with A0 . Now, by
Theorem 23, for this hybrid-world adversary A0 corresponding to the real-world adversary A,
we can construct an ideal-world adversary S, such that no polynomial-time environment Z
can distinguish whether it is in the hybrid world or the ideal world. Thus we can conclude
that no polynomial-time environment Z can distinguish whether it is in the real world
interacting with A or the ideal world interacting with S.
Finally, the efficiency statements follow from the analysis in the paragraph before the
corollary.
J

Main theorem statement for SMPC-for-MPC
Recall that the main theorem statement for our “MPC to SMPC-for-MPC” compiler is
Theorem 2. We restate it below for the reader’s convenience and complete our presentation
with a proof.
I Theorem 25 (Secure computation for MPC: Restatement of Theorem 2). Assume the
existence of a common random string, the Learning With Errors (LWE) assumption, enhanced
trapdoor permutations, as well as the existence of an FHE scheme with a suitable notion of
compactness (see Appendix A.1 for a formal definition of compactness). Suppose that s = N ε
and that m is upper bounded by a fixed polynomial in N . Let κ denote a security parameter,
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and assume that s ≥ κ. Given any MPC algorithm Π that completes in R rounds where
e that securely realizes
each of the m machines has s local space, there is an MPC algorithm Π
the same function computed by Π in the presence of an adversary that statically corrupts
e
at most 13 − η fraction of the machines for an arbitrarily small constant η. Moreover, Π
completes in O(R) rounds, consumes at most O(s) · poly(κ) space per-machine, and incurs
O(m · s) · poly(κ) total communication per round.
Proof. We may first apply the communication-oblivious compiler corresponding to Theorem 1
to compile Π to a communication-oblivious counterpart Π0 , we then apply the compiler
corresponding to Corollary 24 on Π0 . The theorem then follows in a straightforward fashion
due to Theorem 1 and Corollary 24.
J
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A

Proof of Theorem 22: the CommitteeMPC Protocol

In this section, we construct a constant-round, weakly space efficient, and communication
efficient SMPC protocol as stated in Theorem 22. Starting from a compact FHE, we first
apply the universal thresholdizer of Boneh et al. [23] to obtain a compact threshold FHE.
We show that the resulting threshold FHE has desired security by Definition 21. Thus we
can use it to construct a semi-malicious secure constant-round, weakly space efficient SMPC
in a trusted setup model. The protocol can then be converted to a maliciously secure one
by a generic transformation [14, 75], and the setup can be removed by invoking the SMPC
protocol of Badrinarayanan et al. [14]. We start with the definitions.

Notation
We will use the variable m to denote the number of machines, although keep in mind that
when the SMPC protocol in this section is employed in our “MPC to SMPC-for-MPC”
compiler, this SMPC building block is in fact applied to at most 2m0 = poly log λ number of
machines.

A.1

Preliminaries

Fully Homomorphic Encryption
We first define fully homomorphic encryption schemes (FHE) with a strong compactness
property. A FHE scheme is a tuple of PPT algorithms ΠFHE = (FHE.KeyGen, FHE.Enc,
FHE.Eval, FHE.Dec) defined as follows:
FHE.KeyGen(1κ ) → (pk, sk): On input the security parameter κ, the key generation
algorithm outputs a public key pk and a secret key sk.
FHE.Enc(pk, x) → ct: On input a public key pk and a message x ∈ {0, 1}, the encryption
`
algorithm outputs a ciphertext ct. For convenience, for a message x ∈ {0, 1} , we use
FHE.Enc(pk, x) = FHE.Enc(pk, x1 ), . . . FHE.Enc(pk, x` ) to denote the bit by bit encryptions of x.
ˆ On input a public key pk, a circuit C : {0, 1}` → {0, 1}
FHE.Eval(pk, C, ct1 , . . . , ct` ) → ct:
and ciphertexts ct1 , . . . , ct` , the homomorphic evaluation algorithm outputs another
ˆ
ciphertext ct.
ˆ → µ̂: On input a secret key sk and a ciphertext ct,
ˆ the decryption
FHE.Dec(sk, ct)
algorithm outputs a bit µ̂.

Correctness
`

We require that for all κ ∈ N, (pk, sk) ← FHE.KeyGen(1κ ), circuit C : {0, 1} → {0, 1} and
corresponding inputs x1 , . . . , x` ∈ {0, 1}, it holds that
Pr[FHE.Dec(sk, FHE.Eval(pk, C, ct1 , . . . , ct` )) 6= C(x1 , . . . , x` )] ≤ negl(κ)
where (pk, sk) ← FHE.KeyGen(1k ) and cti ← FHE.Enc(pk, xi ).
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Security
We require the usual semantic security. Namely, we require that for all κ ∈ N,
(pk, Enc(pk, 0)) ≈c (pk, Enc(pk, 1)), where (pk, sk) ← FHE.KeyGen(1k ).

Compactness
We require the following strong compactness property. There exists a polynomial poly such
that the following holds. |pk|, |sk|, |ct| ≤ poly(κ) for the public and secret key, and any
ciphertext ct generated from the algorithms of FHE. Furthermore, for a layered circuit10 C
with width w, homomorphic evaluation of C can be done in space poly(κ) × w, independent
of the size or depth of the circuit.11
FHE schemes with this compactness property can be achieved by assuming circular security
for standard FHE constructions [55, 58] or using indistinguishability obfuscation [31, 53].

Universal Thresholdizer
The following definition of universal thresholdizer is taken from Boneh et al. [23], who
constructed universal thresholdizer based on the learning with error assumption. For our
purpose, we do not require the verification algorithm, so we omit it from the definition for
simplicity.
I Definition 26. Fix a security parameter κ and a data space X . A universal thresholdizer
scheme is a tuple of algorithm ΠUT = (UT.Setup, UT.Eval, UT.Combine) defined as follows:
UT.Setup(1κ , 1m , 1t , 1d , x) → (pp, {ski }i∈[m] ): On input the security parameter κ, a
number of users in the system m, a threshold t ∈ [m], a bound on the depth d, and a
secret x ∈ X , the setup algorithm generates the public parameters pp and a set of secret
keys sk1 , . . . , skm for each user in the system.
UT.Eval(pp, ski , C) → pi : On input the public parameters pp, a secret key ski , and a
circuit C, the evaluation algorithm outputs a partial evaluation pi .
UT.Combine(pp, {pi }i∈S ) → µ̂: On input the public parameter pp, and a set of partial
evaluations {pi }i∈S , the combining algorithm outputs the final evaluation µ.

Evaluation Correctness
We say that a universal thresholdizer scheme ΠUT = (UT.Setup, UT.Eval, UT.Combine)
satisfies evaluation correctness if the following conditions are true. For all κ, m, t, d ∈ N, x ∈
X , let (pp, {ski }i∈[m] ) ← UT.Setup(1κ , 1m , 1t , 1d , x), S ⊂ [m] of size |S| = t, and circuit
C : X → {0, 1} of depth at most d, we have that
Pr[UT.Combine(pp, {UT.Eval(pp, ski , C)}i∈S ) = C(x)] = 1 − negl(κ),
where the probability is over the randomness of UT.Setup, UT.Eval, and UT.Combine.

10
11

A circuit is layered if the circuit can be represented as a layered graph with no wires crossing the layers.
Here the space complexity measures the working space of FHE.Eval but not the description size of C.
Looking ahead, we will consider uniform circuits whose description can be generated in small space.
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Privacy
We say that a universal thresholdizer scheme ΠUT = (UT.Setup, UT.Eval, UT.Combine)
satisfies privacy if there exists a PPT simulator Sim such that for all κ ∈ N, polynomial
m, t, d, PPT adversary A = (A1 , A2 , A3 ), there exists a negligible function negl(κ) such that
Rand
Pr[ExptReal
ΠUT ,A (κ, m, t, d) = 1] − Pr[ExptΠUT ,A (κ, m, t, d) = 1] ≤ negl(κ)
Rand
where the experiments ExptReal
ΠUT ,A and ExptΠUT ,A are defined as follows:
ExptReal
ΠUT ,A (κ, m, t, d):
1. (x∗ , st1 ) ← A1 (1κ ).
2. (pp, {ski }i∈[m] ) ← UT.Setup(1κ , 1m , 1t , 1d , x∗ ).
3. (S ∗ , st2 ) ← A2 (pp, st1 ) where |S ∗ | = t − 1.
OEval ({ski }i∈[m] ,·,·)

({ski }i∈S ∗ , st2 ).
4. b ← A3
5. Output b.
ExptRand
ΠUT ,A (κ, m, t, d):
1. (x∗ , st1 ) ← A1 (1κ ).
∗
2. (pp, {ski }i∈[m] ) ← UT.Setup(1κ , 1m , 1t , 1d , 0|x | ).
3. (S ∗ , st2 ) ← A2 (pp, st1 ) where |S ∗ | = t − 1.
SimOSim (·) ({ski }i∈S ∗ ,·,·)

({ski }i∈S ∗ , st2 ).
4. b ← A3
5. Output b.
where the oracles OEval ({ski }i∈[m] , ·, ·) and OSim (·) are defined as follows
OEval ({ski }i∈[m] , C, j): On input the set of key {ski }i∈[m] , a circuit C, and an index
j ∈ [m]\S ∗ , outputs UT.Eval(pp, skj , C).
OSim (C): On input a circuit C, if there exists a query (C, j) for some j ∈ [m]\S ∗
previously made by A3 , the algorithm outputs C(x∗ ). Otherwise, it outputs ⊥.

A.2

Threshold FHE

We now define a notion of threshold FHE schemes with a simulation security that is sufficient
to directly construct a semi-malicious SMPC protocol in a trusted setup model. We then
show that applying the above universal thresholdizer to a FHE scheme yields such a threshold
FHE scheme.

Syntax
A threshold FHE scheme is a tuple of PPT algorithms ΠTFHE = (TFHE.Setup, TFHE.SimSetup,
TFHE.Enc, TFHE.Eval, TFHE.PartDec, TFHE.FinDec) defined as follows:
TFHE.Setup(1κ , 1m , 1t ) → (tpk, {tski }i∈[m] ): On input the security parameter κ, a number
of users in the system m, and a threshold t ∈ [m], the setup algorithm generates the
public key tpk and a set of secret keys tsk1 , . . . , tskm for each user in the system.
TFHE.SimSetup(1κ , 1m , 1t ) → (tpk, {tski }i∈[m] ): On input the security parameter κ, a
number of users in the system m, and a threshold t ∈ [m], the simulation setup algorithm
generates the simulated public key tpk and a set of simulated secret keys tsk1 , . . . , tskm
for each user in the system.
TFHE.Enc(tpk, x) → ct: On input a public key tpk and a message x ∈ {0, 1}, the
encryption algorithm outputs a ciphertext ct.
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ˆ On input a public key tpk, a circuit C : {0, 1}` →
TFHE.Eval(tpk, C, ct1 , . . . , ct` ) → ct:
{0, 1} and ciphertexts ct1 , . . . , ct` , the homomorphic evaluation algorithm outputs another
ˆ
ciphertext ct.
ˆ → pi : On input an index i ∈ [m], a secret key tski , and a
TFHE.PartDec(i, tpk, tski , ct)
ˆ
ciphertext ct, the partial decryption algorithm outputs a partial decryption pi .
TFHE.FinDec(tpk, {pi }i∈S ) → µ̂: On input the public key tpk, and a set of partial
decryptions {pi }i∈S , the final decryption algorithm outputs the final decryption value µ̂.

Correctness
`

We require that for all κ, m, t ∈ N, S ⊂ [m], circuit C : {0, 1} → {0, 1} and corresponding
input x1 , . . . , x` ∈ {0, 1}, the following holds except with negligible probability in κ: Let
ˆ =
(tpk, {tski }i∈[m] ) ← TFHE.Setup(1κ , 1m , 1t ), cti ← TFHE.Enc(tpk, xi ) for i ∈ [`], let ct
ˆ
TFHE.Eval(tpk, C, ct1 , . . . , ct` ), let pi ← TFHE.PartDec(i, tpk, tski , ct),
and µ̂ ←
TFHE.FinDec(tpk, {pi }i∈S ). Then µ̂ = C(x1 , . . . , x` ) if |S| ≥ t, and µ̂ = ⊥ otherwise.

Compactness
We require the same compactness property as in FHE. There exists a polynomial poly such
that the following holds. |pk|, |sk|, |ct| ≤ poly(κ) for the public and secret key, and any
ciphertext ct generated from the algorithms of TFHE. Furthermore, for a layered circuit C
with width w, homomorphic evaluation of C can be done in space poly(κ) × w, independent
of the size or depth of the circuit.

Simulation Security
We require the following simulation-based security for the purpose of constructing SMPC
protocols. There exists PPT algorithms Sim1 , Sim2 such that for all κ, polynomial m, t, s ∈ N
m·s
with m ≥ 3t + 1, S ⊂ [m] of size |S| ≤ t, polynomial size circuits Cj : {0, 1}
→ {0, 1} for
j ∈ S, PPT adversary A = (A1 , A2 , A3 ), there exists a negligible function negl(κ) such that
Ideal
Pr[ExptReal
ΠTFHE ,A (κ, m, t, S, {Cj }j∈S ) = 1] − Pr[ExptΠTFHE ,A (κ, m, t, S, {Cj }j∈S ) = 1] ≤ negl(κ)

Ideal
where the experiments ExptReal
ΠTFHE ,A and ExptΠTFHE ,A are defined as follows:
Real
ExptΠTFHE ,A (κ, m, t, S, {Cj }j∈S ):
1. (tpk, {tski }i∈[m] ) ← TFHE.Setup(1κ , 1m , 1t ).
βs

2. ({xi }i∈[m]\S , st1 ) ← A1 (tpk, {tski }i∈S ) where xi ∈ {0, 1} .
3. cti ← TFHE.Enc(tpk, xi ) for i ∈ [m]\S.
4. ({(xi , riEnc )}i∈S , st2 ) ← A2 (st1 , {cti }i∈[m]\S ).
5. cti ← TFHE.Enc(tpk, xi ; riEnc ) for i ∈ S; ctˆj ← TFHE.Eval(tpk, Cj , {cti }i∈[m] ) for j ∈ S.
ˆ j ) for i ∈ [m]\S and j ∈ S.
6. pj,i ← TFHE.PartDec(i, tpk, tski , ct
7. b ← A3 (st2 , {pj,i }i∈[m]\S,j∈S ).
8. Output b.
ExptIdeal
ΠTFHE ,A (κ, m, t, S, {Cj }j∈S ):
1. (tpk, {tski }i∈[m] ) ← TFHE.SimSetup(1κ , 1m , 1t ).
2.
3.
4.
5.

βs

({xi }i∈[m]\S , st1 ) ← A1 (tpk, {tski }i∈S ) where xi ∈ {0, 1} .
({cti }i∈[m]\S , st1 ) ← Sim1 (tpk, {tski }i∈S )
({(xi , riEnc )}i∈S , st2 ) ← A2 (st1 , {cti }i∈[m]\S ).
cti ← TFHE.Enc(tpk, xi ; riEnc ) for i ∈ S; ctˆj ← TFHE.Eval(tpk, Cj , {cti }i∈[m] ) for j ∈ S.
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6. {pj,i }i∈[m]\S,j∈S ← Sim2 (st1 , {(xj , rjEnc )}j∈S , {µ̂j }j∈S ), where µ̂j = Cj (x1 , . . . , xm ) for
j ∈ S.
7. b ← A3 (st2 , {pj,i }i∈[m]\S,j∈S ).
8. Output b.

Construction
We show that applying the universal thresholdizer to a FHE scheme yields a threshold
FHE scheme with above security. Let ΠFHE = (FHE.KeyGen, FHE.Enc, FHE.Eval, FHE.Dec)
be a FHE scheme with circular security. Let ΠUT = (UT.Setup, UT.Eval, UT.Combine) be a
universal thresholdizer. Formally, we construct a threshold FHE scheme as follows.
TFHE.Setup(1κ , 1m , 1t ): Run (pk, sk) ← FHE.KeyGen(1κ ). Let d be the circuit depth of
FHE decryption algorithm FHE.Dec. Run (pp, {ski }i∈[m] ) ← UT.Setup(1κ , 1m , 1t+1 , 1d ,
sk). Let tpk = (pp, pk) and tski = ski for i ∈ [m]. Output (tpk, {tski }i∈[m] ).
TFHE.SimSetup(1κ , 1m , 1t ): Run (pk, sk) ← FHE.KeyGen(1κ ). Let d be the circuit depth
of FHE decryption algorithm FHE.Dec. Run (pp, {ski }i∈[m] ) ← UT.Setup(1κ , 1m , 1t+1 , 1d ,
0|sk| ). Let tpk = (pp, pk) and tski = ski for i ∈ [m]. Output (tpk, {tski }i∈[m] ).
TFHE.Enc(tpk, x): Output ct ← FHE.Enc(pk, x).
ˆ ← FHE.Eval(pk, C, ct1 , . . . , ct` ).
TFHE.Eval(tpk, C, ct1 , . . . , ct` ): Output ct
ˆ
ˆ
TFHE.PartDec(i, tpk, tski , ct): Output pi ← UT.Eval(pp, tski , FHE.Dec(·, ct)).
TFHE.FinDec(tpk, {pi }i∈S ): Output µ̂ ← UT.Combine(pp, {pi }i∈S ).
It is clear by inspection that correctness follows by that of the underlying FHE scheme
and universal thresholdizer. For compactness, note that universal thresholdizer is applied to
evaluate the FHE decryption circuit FHE.Dec, which has a fixed polynomial complexity in κ.
Hence, the complexity of universal thresholdizer is upper bounded by a fixed poly(κ) and
compactness follows by compactness of the underlying FHE scheme.

Security
We now show that the above construction satisfies simulation security defined above. We
define simulators Sim1 , Sim2 using the simulator of the universal thresholdizer (denoted by
UT.Sim) as follows.
Sim1 (tpk, {tski }i∈S ): Simply run cti ← FHE.Enc(pk, 0βs ) for i ∈ [m]\S, store
tpk, {tski }i∈S in st1 , and output ({cti }i∈[m]\S , st1 ).
Sim2 (st1 , {(xi , riEnc )}i∈S , {µ̂j }j∈S ): Run pj,i ← UT.SimOSim ({ski }i∈S , Cj , i) for i ∈ [m]\S
and j ∈ S, where OSim on input query C 0 returns µ̂j if C 0 = Cj for j ∈ S, and ⊥ otherwise.
Output {pj,i }i∈[m]\S,j∈S .
Ideal
Indistinguishability of ExptReal
ΠTFHE ,A and ExptΠTFHE ,A follows by considering a hybrid experiment that runs TFHE.SimSetup and Sim2 in Step 1 and 6 respectively as the ideal experiment,
but still encrypts xi in Step 3. Formally, we define
ExptHyb
ΠTFHE ,A (κ, m, t, C, S):
1. (tpk, {tski }i∈[m] ) ← TFHE.SimSetup(1κ , 1m , 1t ).
βs
2. ({xi }i∈[m]\S , st1 ) ← A1 (tpk, {tski }i∈S ) where xi ∈ {0, 1} .
3. cti ← TFHE.Enc(tpk, xi ) for i ∈ [m]\S.
4. ({(xi , riEnc )}i∈S , st2 ) ← A2 (st1 , {cti }i∈[m]\S ).
5. cti ← TFHE.Enc(tpk, xi ; riEnc ) for i ∈ S; ctˆj ← TFHE.Eval(tpk, Cj , {cti }i∈[m] ) for j ∈ S.
6. {pj,i }i∈[m]\S,j∈S ← Sim2 (st1 , {(xj , rjEnc )}j∈S , {µ̂j }j∈S ), where µ̂j = Cj (x1 , . . . , xm ) for
j ∈ S.
7. b ← A3 (st2 , {pj,i }i∈[m]\S,j∈S ).
8. Output b.
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Hyb
We claim that indistinguishability of ExptReal
ΠTFHE ,A and ExptΠTFHE ,A follows directly by
privacy of universal thresholdizer. Indeed, observe that the difference between TFHE.Setup
and TFHE.SimSetup is in the call of UT.Setup, whereTFHE.Setup uses actual FHE secret key
ˆj
sk and TFHE.SimSetup uses 0|sk| . Also in Step 6, partial decryptions TFHE.PartDec of ct
for j ∈ S, which in turn are the partial evaluations UT.Eval on the FHE decryption circuit
FHE.Dec(·, sk), is replaced by the simulator of the universal thresholdizer UT.Sim, where
OSim is emulated correctly by returning µ̂j = Cj (x1 , . . . , xm ) when queried by Cj for j ∈ S.
Hyb
Real
Rand
Hence, ExptReal
ΠTFHE ,A and ExptΠTFHE ,A correspond to ExptΠUT ,A and ExptΠUT ,A for universal
thresholdizer, and the indistinguishability follows by privacy of universal thresholdizer.
Ideal
Now, observe that the difference between ExptHyb
ΠTFHE ,A and ExptΠTFHE ,A is only the messages
encrypted in Step 3 and that the FHE secret key is not used in the experiments. Hence,
Ideal
indistinguishability of ExptHyb
ΠTFHE ,A and ExptΠTFHE ,A follows directly by semantic security of
FHE. This completes the proof of security for the constructed TFHE scheme.

A.3

Semi-Malicious Secure SMPC in a Trusted Setup Model

We proceed to construct a semi-malicious secure constant-round, weakly space efficient
SMPC in a trusted setup model using threshold FHE. We consider SMPC protocols over
m machines. Henceforth let β denote the bit-width of each word. Each machine holds
βs
m·β·s
input xi ∈ {0, 1} and wishes to learn fi (x1 , . . . , xm ) for functions fi : {0, 1}
→
12
{0, 1}. The construction is rather straightforward: We use the setup to run the threshold
FHE setup algorithm TFHE.Setup and distribute the keys. Upon receiving the keys, each
machine encrypts its input and output the ciphertext. Then they locally evaluate the output
ciphertexts homomorphically, partially decrypt them, and send the partial decryptions to
the corresponding machines, who can then learn their own outputs.
Formally, let ΠTFHE = (TFHE.Setup, TFHE.SimSetup, TFHE.Enc, TFHE.Eval,
TFHE.PartDec, TFHE.FinDec) be a threshold FHE scheme. We construct the following
SMPC protocol ΠSMPC over m machines. Let t be an upper bound on the number of
corrupted machines, where m ≥ 3t + 1.
Input and functionality:
βs
Each machine Mi has input xi ∈ {0, 1} and wishes to learn fi (x1 , . . . , xm ) for
m·β·s
functions fi : {0, 1}
→ {0, 1}.
Setup Stage:
Run (tpk, {tski }i∈[m] ) ← TFHE.Setup(1κ , 1m , 1t ).
Send (tpk, tski ) to each machine Mi for i ∈ [m].
Round 1: Each machine Mi does the following:
Run cti ← TFHE.Enc(tpk, xi ).
Broadcast cti .
Round 2: Each machine Mi does the following:
Record each ctj received from machine Mj .
If Mj aborts, then use
βs ∗
ctj ← TFHE.Enc(tpk, 0 ; 0 ) as a default ciphertext.
Compute ctˆj ← TFHE.Eval(tpk, Cj , {cti }i∈[m] ) for j ∈ [m].
ˆ j ) for j ∈ [m].
Compute pj,i ← TFHE.PartDec(i, tpk, tski , ct
Send pj,i to machine Mj for each j ∈ [m].

12

For notational simplicity, we consider functions with one-bit output. It is straightforward to extend the
protocol to handle long outputs.

T-H. H. Chan, K-M. Chung, W-K. Lin, and E. Shi

75:45

Output Computation: Each machine Mi does the following:
Record each pi,j received from machine Mj . Let Si be the set of partial decryptions
received by Mi .
Compute µ̂i ← TFHE.FinDec(tpk, {pi,j }j∈Si ).
Output µ̂i .

Correctness
Correctness follows directly from the correctness of TFHE. Furthermore, since the number of
honest machines is greater than t + 1, the honest machines always learn the output.

Weak Space Efficiency
We first note that by compactness, except for the homomorphic evaluation TFHE.Eval, the
remaining step takes space at most poly(κ) · O(ms). Let SRAM denote the space complexity
for computing f1 , . . . , fm using a RAM machine. It is not hard to see that we can emulate the
RAM computation by a uniform layered circuit of width O(SRAM ): for example, a naïve way is
to emulate CPU and memory by circuits and for each RAM computation step, emulate CPU
accessing memory by constructing a linear-sized circuit gadget that goes over every memory
cell to selects the position requested. Thus, it follows by compactness that TFHE.Eval can
be done in space poly(κ) · O(SRAM ).

Semi-malicious Security
The security follows directly from the simulation security of TFHE. For completeness, we
formally define the simulator S for ΠSMPC as follows. Let Honest and Crupt denote the set
of honest and corrupted machines, respectively.
Setup Stage: S simulates the setup by running TFHE.SimSetup instead of TFHE.Setup.
Namely,
Run (tpk, {tski }i∈[m] ) ← TFHE.SimSetup(1κ , 1m , 1t ).
Send {(tpk, tski )}i∈Crupt to the adversary A.
Round 1:
S simulates the honest machines’ messages by running Sim1 of TFHE. Namely, S runs
({cti }i∈Honest , st1 ) ← Sim1 (tpk, {tski }i∈Crupt ). S sends {cti }i∈Honest to A.
Upon receiving ({(xi , riEnc )}i∈Crupt from A, S sends it to the ideal functionality. If any
corrupted machine i aborts, then S sends xi = 0βs to the ideal functionality.
S receives the outputs {µ̂i }i∈Crupt from the ideal functionality.
Round 2:
S simulates the honest machines’ messages by running Sim2 of TFHE. Namely, S runs
{pj,i }i∈Honest,j∈Crupt
←
Sim2 (st1 , {(xj , rjEnc )}j∈Crupt , {µ̂j }j∈Crupt ).
S sends
{pj,i }i∈Honest,j∈Crupt to A.
S sends deliver to the ideal functionality.
It is not hard to see that the real world and ideal world execution of ΠSMPC directly
Ideal
corresponds to the experiments ExptReal
ΠTFHE ,A and ExptΠTFHE ,A in the simulation security of
TFHE with corresponding adversary. Hence, indistinguishability of the simulation for ΠSMPC
follows by the simulation security of TFHE.
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A.4

Achieving Malicious Security and Removing the Trusted Setup

Finally, we briefly discuss how to upgrade to malicious security and remove the trusted
setup in ΠSMPC . To upgrade to malicious security, we can apply the standard generic
transformation using a simulation-extractable multi-string NIZK which can be constructed
from enhanced trapdoor permutations without extra setup [14, 74, 75]. Note that NIZK is
used to prove that TFHE.Enc and TFHE.PartDec are done correctly, both statements have a
fixed poly(κ) complexity. The NIZK proofs can be generated in a fixed poly(κ) space as well.
Thus, the transformation preserves weak space efficiency.
To remove the setup, we rely on an SMPC protocol by Badrinarayanan et al. [14].
The protocol of [14] (Theorem 10) is constant-round, achieves guaranteed output delivery,
and does not require any setup. We remove the trusted setup by invoking the protocol of
Badrinarayanan et al. [14] to securely realize the setup stage in ΠSMPC . Note that TFHE.Setup
has a fixed poly(κ) complexity (independent of the functionalities f1 , . . . , fm ). As a result,
we obtain a malicious security, constant-round, weakly space efficient and communication
efficient SMPC protocol, as required in Theorem 22.

B

Potential Barriers Towards Achieving Statistical Security

We have shown how to compile an MPC protocol to a secure counterpart that defends against
slightly less than 1/3 corruption while preserving its efficiency; but our compiler relied on
a few computational assumptions such as enhanced trapdoor permutations, LWE, and an
appropriate notion of compact FHE. One intriguing question is whether we can accomplish
the same, but unconditionally, i.e., without making any cryptographic hardness assumptions.
Such protocols are also said to be statistically secure. We now show that if one could achieve
the same result unconditionally, it will imply solutions to long-standing open questions in
cryptography. Specifically, we prove the following theorem:
I Theorem 27. Let κ denote the security parameter. Suppose that there exists an compiler
that compiles any MPC protocol Π computing the function f among m machines into an
SMPC-for-MPC protocol Π0 among m machines that securely realizes F f unconditionally, as
long as m is polynomially bounded by s and s ≥ κ. Furthermore, suppose that the compiler
incurs only O(1) blowup in round complexity and poly(κ) blowup in terms of per-machine
space complexity.
Then, for m ≥ κ, for any m-input, m-output uniform layered circuit C with width m, as
long as C’s size is a sufficiently large polynomial in m (related to the parameter α later),
then there exists a constant-round protocol that allows m parties to securely realize F C
unconditionally, incurring total communication that is |C|α for an arbitrarily small constant
α ∈ (0, 1).
Proof. If such a compiler existed, we can use it to compile the following insecure 1-round
MPC protocol among m machines each of which has s = O(m) space. Every one now sends
their input to the first machine, the first machine computes the circuit C locally, and sends
to each machine their respective output. Note that since the circuit is uniform and layered
with maximum width m, the first machine can evaluate it in total space O(m).
Now consider the compiled protocol: it will complete in O(1) rounds, and moreover
the total communication must be upper bounded by the number of rounds multiplied by
m · O(s) · poly(κ) = O(m2 ), which can be made |C|α as long as the circuit size is a sufficiently
large polynomial in m where |C| denotes the size of C.
J
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As noted in numerous works in the cryptography literature [26, 39, 44, 45], the existence of
such constant-round, sublinear-communication multi-party computation (for circuits) with
statistical security has been a long-standing open problem, even for the special class of
circuits that we consider. To the best of our knowledge, the best known n-party, statistically
secure computation protocol achieves the following13
O(n|C|) total communication and d number of rounds without preprocessing [43, 73]
where d denotes the circuit depth, and
O(n|C|/ log log |C|) total communication and d/ log log |C| number of rounds with (polynomially-bounded) preprocessing (for layered circuits) [39].
Interestingly, we note that barring strong assumptions such as Indistinguishable Obfuscation [53], the only known approach to construct constant-round, sublinear-communication
multi-party computation for circuits of unbounded polynomial size is also through compact
FHE [55, 58]. In our earlier sections, we essentially showed that making a similar assumption,
combined with other standard cryptographic assumptions, we can construct an efficiencypreserving “MPC to SMPC-for-MPC” compiler. From a technical perspective, the main new
challenge we encountered is the fact that the machines are now also space-constrained (which
was not a concern in the standard multi-party computation for circuit literature), and thus
we could not just apply existing techniques to the entire set of machines.
Besides the feasibility of achieving statistical security, another interesting direction is
to weaken the cryptographic assumption necessary in achieving such a compiler. Similarly,
new results in this vein would imply new breakthroughs for constant-round, sublinearcommunication multi-party computation for circuits too – and even partial results for special
classes of circuits (like the family we considered in Theorem 27) would be interesting.

C

Removing the Sender Constraint

As mentioned earlier, some works in the MPC literature do not seem to respect the s-senderconstraint, and only respect the s-receiver-constraint. In this section, we generalize our
results even to such MPC algorithms.
To achieve this, it suffices to show that given an MPC protocol denoted Π that respects
only the s-receiver-constraint, we can compile it to a counterpart denoted Π0 that satisfies
not just the O(s)-receiver-constraint, but also the O(s)-sender-constraint. Furthermore, the
compilation should preserve both round- and space-complexity; and moreover, the compiled
protocol Π0 should run in a fixed number of rounds (since the oblivious Routing primitive
applied to emulate the communication of Π0 will not hide total round complexity).

Intuition
The idea is the following: in the first phase (called the replication phase), if a sender wants
to send in total µ words in some communication round (where sending the same word to
two machines is counted twice), it will replicate all of its local memory to dµ/se helpermachines where each helper is assigned a unique index from 1 to dµ/se. This must be
accomplished using an s-sender-bounded communication pattern. In the second phase (called
the distribution phase), each helper distributes s words on behalf of the sender it represents.
Note that in the same round, many machines may be trying to send data simultaneously.

13

For this reason, in fact even if we relaxed the round complexity blowup in Theorem 27 to polylogarithmically many rounds or any number that does not depend on circuit depth, having such an
MPC-to-SMPC compiler would still imply improving the state-of-the-art for statistically secure MPC.
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Thus the above procedure is performed in parallel among all senders. It must be guaranteed
that every machine serves as a helper at most for one sender. In this way, the distribution
phase will satisfy the s-sender-constraint.

C.1

Replication Protocol

A replication protocol allows senders to replicate their local memory to an appropriate
number of helpers.

Definition
Formally, replication, henceforth denoted Replicate, is the following problem.
Input. Suppose that among the m machines, some machines are senders and others
are non-senders. Each machine i obtains an input pair (βi , ci ) where βi ∈ {0, 1} is a
bit indicating whether machine i is a sender; and if βi = 1, ci ≥ 1 denotes the total
number of machines to replicate machine i’s state – henceforth we refer to ci as sender
i’s multiplicity.
Pm
It is guaranteed that i=1 βi ci ≤ m, i.e., in total there are enough machines around to
act as receivers.
Output. At the end of the replication protocol, the following output configuration is
produced:
each sender i has its entire machine state (i.e., a total of s words) replicated on exactly
ci receivers;
each machine acts as a receiver for at most 1 sender;
suppose sender i has ci receivers, each of these receivers output i and also a unique
index j from the range [ci ], i.e., each of these receiver knows that it acts as the j-th
receiver for its sender.
We will next construct a Replicate protocol. Note that the protocol need not be
communication-oblivious. The idea is that all machines will first perform a prefix sum
computation which allows each sender to discover a range of indices which are meant to
become its helpers; moreover, all senders’ helpers, identified by the range, are disjoint.
It is well-known that prefix sum can be accomplished on MPC in O(1) rounds with an
s-sender-bounded communication style. Now, we employ a RangeCast protocol for the sender
to replicate its state to the range of machines discovered above. Below we first explain how
to construct the RangeCast building block and then describe our Replicate protocol.

Building block: RangeCast
As mentioned, RangeCast allows a sender to replicate its state to a set of machines defined
by a range [a, b] ⊆ [m]. To realize such a RangeCast primitive, we first realize a weaker form
denoted WeakRangeCast which only works if the range’s size is at most s. Our RangeCast is
similar to the “broadcast” algorithm in the “bulk-synchronous parallel (BSP)” model [103],
but we describe it again for completeness.
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WeakRangeCast
Input: let a, b be any two machines such that 1 ≤ a ≤ b ≤ m, let I be an array of s words.
The machine a receives the input (I, a, b) where the range [a, b] is small enough such that
b − a + 1 ≤ s.
Output: every machine k ∈ [a, b] outputs I.
Protocol:
1. Let c := b − a + 1 and t := ds/ce. For each j ∈ [c], let Ij := I[(j − 1)t + 1 : jt] be the
substring of I where Ij consists of at most t words (if jt or (j − 1)t + 1 is less than s,
Ij is by definition a shorter or empty string). In this round, the machine a sends to the
machine a + j − 1 the message tuple (a, b, Ij ) for each j ∈ [c], while all other machines
send nothing.
2. In the next round, machine a + j − 1 receives (a, b, Ij ) for each j ∈ [c], and it sends the
same message (j, Ij ) to every machine k ∈ [a, b].
3. Every machine k ∈ [a, b] receives a copy of (j, Ij ) for all j ∈ [c], and it recovers I by
concatenating (Ij )j∈[c] .
I Lemma 28. For any 1 ≤ a ≤ b ≤ m such that b − a + 1 ≤ s, WeakRangeCast
correctly implements range-cast in 2 rounds and satisfies both O(s)-sender- and O(s)-receiverconstraints, where each machine takes O(s) space and time locally.
Proof. The correctness, rounds, and local-machine complexity follows directly. The O(s)sender-constraint holds because in Step 1, machine a sends to each machine O(s/c + 2) words,
and thus the total number of words sent is O(s + c) = O(s). The O(s)-receiver-constraint
holds because in Step 3, each machine receives c messages each consists of O(s/c + 1)
words.
J
Given WeakRangeCast as a building block, we can construct RangeCast where the range
[a, b] may be arbitrary in size. The protocol basically builds a distribution tree of fanout s
such that the sender first distributes to s machines, then the s machines distribute to upto
s2 machines, and so on. The protocol can be described formally below.
RangeCast
Input and output: Same as WeakRangeCast but without any constraint on the range
[a, b].
Protocol:
1. (Base case.) Let c := b − a + 1. If c ≤ 1, then there is only one machine a and it outputs
I directly. Otherwise c > 1, continue with the following steps.
2. Let r := min(c, s). Run WeakRangeCast on the first r machines (i.e., in the range
[a, a + r − 1]) to copy I from machine a to machines [a, a + r − 1].
3. The machine a computes a partition [a1 , b1 ], [a2 , b2 ], . . . , [ar , br ] of the range [a, b] such
that the ranges [ai , bi ] are as even as possible (i.e., for any i1 , i2 ∈ [r], it holds that
|(bi1 − ai1 ) − (bi2 − ai2 )| ≤ 1). The pair (ai , bi ) is sent from machine a to both machines
a + i − 1 and ai ; Afterwards, machine a + i − 1 sends the received I to machine ai for
each i ∈ [r].
4. For each i ∈ [r], the machine ai performs recursively RangeCast on the received I and
the range [ai , bi ].
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I Lemma 29. For any 1 ≤ a ≤ b ≤ m, RangeCast correctly implements range-cast in
m
O( log
log s ) rounds and satisfies both O(s)-sender- and O(s)-receiver-constraints, where each
machine takes O(s) space and time locally.
Proof. In Step 3, if c < s, then r = c and all c machines receive I in O(1) rounds. Else, the
first s machines receive I and then forward I to groups of size dc/se, and it takes at most
m
O(logs m) = O( log
log s ) iterations to divide any problem of size c ≤ m to a constant size. The
correctness follows directly. The local-machine complexity, O(s)-sender and O(s)-receiver
constraints follow by WeakRangeCast.
J

Protocol Replicate
We are now ready to describe the Replicate protocol. We will use the following terminology:
we use the term ball to refer to a machine’s entire state consisting of upto s words. Each
ball is always tagged the ball’s identifier denoted id ∈ [m], i.e., which machine’s state it
represents.
The building block PrefixSum is the following primitive: every machine starts with a
number, and machine i would like to learn the sum of machine 1 to machine i’s numbers.
As described by Goodrich et al. [70], this can be accomplished in O(1) rounds with an
s-sender-bounded MPC protocol, and consuming O(m) total communication.
1. Each ball is additionally tagged with its outputting range computed as follows.
a. Given as input (βi , ci ), each machine i ∈ [m] sets ci = 0 iff βi = 0. All m machines
jointly run the PrefixSum protocol on (ci )i∈[m] . As the result, each machine i gets the
P
prefix sum pi = j∈[i] cj .
b. Let p0 = 0. Every machine i calculates pi−1 = pi − ci locally. For each machine i
such that ci ≥ 1 (i.e., the range [pi−1 + 1, pi ] is non-empty), machine i tags the range
[pi−1 + 1, pi ] to its ball and then sends the ball to machine pi−1 + 1.
2. Now each ball i is received by the first machine in its outputting range [pi−1 + 1, pi ]. To
replicate the ball i to all machines in the range, for each ball i and the tagged range
[pi−1 + 1, pi ], the machine pi−1 + 1 performs RangeCast on the ball i and the range of
machines [pi−1 + 1, pi ]. This RangeCast is performed simultaneously for all balls and
hence all machines. To ensure all machines finish at the same round, every instance of
m
RangeCast is programmed to finish at the O( log
log s )-th round specified in Lemma 29.
3. For each machine i such that has a ball tagged with a range [a, b], let j := i − a + 1.
Output the ball and j.
I Lemma 30. The MPC protocol Replicate is a correct replicate protocol such that takes O(1)
rounds and O(m · s) communication, satisfies O(s)-sender- and O(s)-receiver-constraints,
and each machine locally takes O(s) time and O(s) space.
Proof. The correctness holds as each ball i is replicated exactly ci copies and the ranges
[pi−1 + 1, pi ] are disjoint. The complexities follow directly by PrefixSum [70] and RangeCast
(Lemma 29).
J

C.2

Sender-Bounded Compiler

We will now compile any MPC protocol that respects only the s-receiver-constraint to one
that respects both the s-receiver- and s-sender-constraints.
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Without loss of generality, we may assume that at the end of the local computation
stage of each round, there is a deterministic polynomial time algorithm14 that takes each
machine’s local state as input, and can write down sequentially in a stream a set of send
instructions where each send instruction contains an outgoing word to be sent and the
destination machine’s identifier. Note that the sender may not have space to write down all
these instructions since each word sent multiple times need to be duplicated multiple times,
taking more than O(s) space. However, if the sender replicates its state to enough helpers,
every helper can locally repeat the same computation, and write down the range of at most
O(s) instructions it is responsible for implementing.

Sender-bounded compiler
Every communication round of the original MPC is replaced with the following protocol:
1. Invoke an instance of the non-oblivious Replicate algorithm: if machine i is trying to send
in total µi words15 , it replicates its local state onto dµi /se machines. At the end of this
phase, every machine i0 may receive the local state of at most one machine i and if so, it
also learns that it will act as the j-th helper for machine i.
2. If a machine i0 is the j-th helper for machine i, it uses machine i’s state to compute the
((j − 1)s + 1)-th send instruction through the min(j · s, µi )-th send instruction.
3. Now, every machines executes all send instructions written down in the previous step.
Note that this sender-bounded compiler may not compile each round of the original MPC
to a fixed number of rounds. To obtain a compiler that always emits a protocol with a fixed
number of rounds, we can simply pad the resulting protocol to the worst-case number of
rounds: if there is no more work to be done, just execute empty rounds that do nothing.
I Theorem 31 (Sender-bounded compiler with a fixed number of rounds). Assume that s = N ε
and m is upper bounded by a fixed polynomial in N . Given any m-machine MPC protocol
Π that completes in R rounds in the worst case and consuming s per-machine space, there
is an MPC protocol Π0 that computes the same function as Π, consuming O(R) rounds,
O(s) per-machine space, and O(m · s) total communication per round, and moreover Π0
additionally satisfies the O(s)-sender-constraint, and executes for a fixed number of rounds.
Note that for well-formedness, both Π and Π0 must satisfy the s-receiver-constraint.
Proof. By Lemma 30, the above compiler replaces each round of the original MPC with O(1)
rounds of communication, and moreover the resulting protocol satisfies O(s)-sender- and
O(s)-receiver-constraints. The fixed total rounds is guaranteed due the padding mechanism
mentioned above.
J

D

Additional Preliminary: Robust Secret Sharing

We recall the notion of robust secret sharing schemes [88]. Here, we only consider robust
secret sharing schemes with threshold t < m/3.

14

In the case that the algorithm for generating send instructions is randomized, we may assume that
the randomness is pseudo-randomly generated with a small seed using a cryptographically secure
pseudo-random generator. This way, the MPC’s outputs are computationally indistinguishable no
matter whether true randomness or pseudorandomness is used in determining the send instructions.
15
This can be determined with polynomial-time computation based on its local state.
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I Definition 32 (Robust Secret Sharing). A t-out-of-m robust secret sharing scheme over
a message space M and share space S is a tuple (Share, Recons) of algorithms defined as
follows:
Share(msg) → (s1 , . . . , sm ): This is a randomized algorithm that takes as input a message
msg ∈ M and output a sequence of shares s1 , . . . , sm ∈ S.
Recons(s1 , . . . , sm ) → msg0 : This is a deterministic algorithm that takes as input m shares
(s1 , . . . , sm ) with si ∈ S ∪ {⊥} and outputs a message msg0 ∈ M.
We require the following properties.
Perfect Privacy: Any t out of m shares of a secret give no information on the secret
itself. Namely, for any msg, msg0 ∈ M and S ⊂ [m] of size |S| = t, the distributions of
Share(msg)S and Share(msg0 )S are identical. Here, Share(msg)S denotes the set of shares
{si }i∈S generated by Share(msg).
Robustness: An adversary modifies up to t shares can cause the wrong secret to be
recovered with probability at most δ. Specifically, for any msg ∈ M, S ⊂ [m] of size
|S| = t and (unbounded) adversary A,
Pr[Recons(Share(msg)[m]\S , A(Share(msg)S )) 6= msg] ≤ δ.
It is known that Shamir’s secret sharing scheme is an efficient t-out-of-m robust secret
sharing scheme for t < m/3.
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Introduction

Motivation and Related Work. The power of choice paradigm is the phenomenon that
when a random process is offered a choice between two or more uniformly selected options,
as opposed to just being supplied with a uniformly random one, then a series of choices can
be made to improve overall performance [32]. The power of two choices was first considered
for balanced allocation of balls to bins [7, 11, 31]. Here the surprising discovery was made
that if each ball is offered two randomly selected bins and the bin containing fewer balls
is chosen
 then the
 maximum load when assigning n balls to n bins decreases significantly
log n
from Θ log log n to Θ(log log n). The power of choice was later studied for random graphs
under the broader class of rule-based random graph processes known as Achlioptas processes.
In the standard random graph process, a graph on a fixed vertex set is built up by adding
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random edges one by one. Achlioptas suggested that if instead an edge to add is chosen from
two random options, this may be done in such a way as to shift the position of the critical
window in which a giant component emerges. This is indeed the case and now much is known
about the effect of various rules on the phase transition [12, 13, 2, 36, 35]. The effect of the
power of choice on the degree distribution in the Preferential Attachment process has also
been studied [30, 25].
In this paper we apply the power of two choices to a random walk on a graph with the
hope of speeding up the cover and hitting times. One motivation behind this is to improve
the efficiency of random walks used in algorithmic applications such as searching, routing,
self-stabilization, and query processing in wireless networks, peer-to-peer networks and other
distributed systems. One practical setting where routing using the power of choice walk
may be advantageous is in relatively slowly evolving dynamic networks such as the internet.
For example, say a packet has a target destination v and each node stores a pointer to a
neighbour which it believes leads most directly to v. If this network is perturbed then the
deterministic scheme may get stuck in “dead ends” whereas a random walk would avoid this
fate. The choice random walk which prefers edges pointed to by a node may be the best of
both worlds as it would also avoid traps but may see a speed up over the simple random
walk when the original paths are still largely intact.
To the best of our knowledge, Avin and Krishnamachari [5] were the first to apply the
principle of power of choices to random walks. However, their version only considers a simple
choice rule where the vertex with fewer previous visits is always preferred, and ties are broken
randomly.
Their results are mainly empirical and suggest a decrease in the variance of the cover
time, and a significant improvement in visit load balancing. This is related to the greedy
random walk of Orenshtein and Shinkar [34], which chooses uniformly from adjacent vertices
that have not yet been visited (if possible). This model is well studied for expanders [10, 15].
Alon, Benjamini, Lubetzky and Sodin [4] studied the mixing rate and asymptotic number
of visits made to vertices by the non-backtracking walk. These authors mention the power of
two choices paradigm and ask if the number of visits to any vertex can be further reduced
by choosing between two independent non-backtracking walks at each step. Fitzner and van
der Hofstad [21] obtained more mixing time results and Bordenave, Lelarge and Massoulié
have also studied this process in relation to community detection [14].
Perhaps closest to our work, Azar, Broder, Karlin, Linial and Phillips [6] introduced the
ε-bias random walk where at each step with probability ε a controller can choose a neighbour
of the current vertex, otherwise one is uniformly selected. They obtained bounds on the
stationary probabilities and show that optimal strategies for max/minimising stationary
probabilities or hitting times can be computed in polynomial time (cf. Section 4.3).
Other related strategies for speeding up the hitting and cover times include degree-biased
random walk models [28, 1, 17] or performing multiple walks in parallel [3, 19, 20]. The
Power of two choices concept has also been studied in the context of deterministic variants
of random walks [16, 8].
Our Results and Techniques. Our first result is a general upper bound of O(|E|) = O(n2 )
on the maximum hitting time of a vertex (Theorem 3). This is tight and improves considerably
over the well-known O(n|E|) worst-case bound for the simple random walk. This is achieved
by approximating the (not necessarily reversible) CRW by a suitable reversible walk.
In Section 4, we present bounds on hitting and cover times in terms of the spectral gap
of the lazy random walk. Our general cover time result (Theorem 4) constitutes a significant
improvement over the corresponding best possible bound for the simple random walk [33].
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In particular, it implies an almost-optimal O(n log log n) bound for any bounded-degree
expander. The same result also holds for a natural variant of the biased random walk of
[6]. Our hitting time result (Theorem 5) is quite different from Theorem 3 and shows that
for a large class of graphs that the hitting times of the choice and biased random walk are
sublinear. The main technical contribution to derive these bounds is Theorem 6, which
shows that any rare event in the simple random walk case can be amplified substantially
under a suitable choice (or time-biased) random walk strategy. If one thinks of a simple
random walk as running a program with random bits as input then the “tree gadget” used
to prove Theorem 6 is a novel way to quantify the effect of the non-determinism added by
the power of two choices. We apply the results of this section to a conjecture of Azar et al.
[6]; since our approach is orthogonal to theirs, we manage to confirm their conjecture for
class of graphs different to those previously treated. As our amplification result applies to
arbitrarily defined events and general stochastic processes, we believe this result may find
further applications in other areas.
In Section 5, we investigate the complexity of computing optimal strategies for hitting
times, cover times and maximising stationary probabilities. Our main insight is a surprising
dichotomy, essentially saying that computing complete optimal strategies for hitting times is
easy (i.e., polynomial-time), while computing a sequence of optimal choices for cover times,
even in an on-line fashion, is NP-hard. To the best of our knowledge, this is the first negative
result for processes involving random walks with choice.

2

Notation and Preliminaries

Throughout this paper all graphs will be finite and connected.
Choice Random Walk. The Choice Random Walk (CRW) is a discrete time stochastic
process (Xt )t>0 on the vertices of a connected graph G = (V, E), influenced by a controller.
The starting state is a fixed vertex; at each time t ∈ N the controller is presented with two
neighbours {ct1 , ct2 } of the current state Xt chosen uniformly at random with replacement and
must choose one of these neighbours as the next state Xt+1 . We assume that at each time t
t
the controller knows the graph G, its current position Xt ∈ V , and Ht = Xi , {ci1 , ci2 } i=0 the
history of the process so far. The controller has access to arbitrary computational resources
and an infinite string of random bits ω in order to choose Xt+1 from {ct1 , ct2 }. A strategy for
a given task on G is a function which given any t, Ht and ω outputs a single vertex from
ct where ct = {ct1 , ct2 } ⊆ Γ(Xt ) (here, as is usual, we write Γ(v) := {w : vw ∈ E} for the
neighbourhood of v).
The aim of the CRW is to make a sequence of choices which most effectively complete a
given objective. Examples of objectives may be as follows:
(1) to visit every vertex of the graph;
(2) to hit a given vertex or set of vertices;
(3) to maximise or minimise the stationary probability of a given vertex or set.
Efficacy in tasks (1) and (2) is determined by the expected number of steps taken. Note
that an optimal solution to task (1) will necessarily make use of the history of the process,
whereas task (3) only applies in the context of strategies which do not change over time. We
say that a CRW strategy is unchanging if it is independent of both time and the history of
the walk. As the walk has access to random bits the strategy may be randomised; we say a
strategy is deterministic if random bits are not used to make a choice.
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j
For a strategy α and for a vertex v and distinct neighbours i, j let αv,i
be the probability
that when the walk is at v it chooses i when offered {i, j} as choices, i.e.


j
αv,i
:= P Xt+1 = i | Xt = v, ct = {i, j}

(this probability is also conditional on Ht but we suppress this for notational convenience).
These are the only parameters we may vary, but we shall find it convenient to define
i
αv,i
:= 1/2 for each i adjacent to v. Thus
j
j
i
for each v ∈ V : αv,i
∈ [0, 1] and αv,j
= 1 − αv,i
for all i, j ∈ Γ(v).

The transition probabilities qv,i for the strategy α are then given by
P
j
2 j∈Γ(v) αv,i
qv,i =
.
2
d(v)

(1)

(2)

j
Note, any family of parameters αv,i
satisfying (1) gives a valid set of transition probabilities.
two
Let Cv (G) denote the minimum expected time (taken over all strategies) for the CRW to
two
visit every vertex of G starting from v, and define the cover time ttwo
cov (G) := maxv∈V Cv (G).
Analogously, let Hxtwo (y) denote the minimum expected time for the CRW to reach y, which
may be a single vertex or a set of vertices, starting from a vertex x and define the hitting
two
time ttwo
hit (G) := maxx,y∈V Hx (y).

ε-Biased and ε-Time-Biased Random Walks. Azar et al. [6], building on earlier work [9],
introduced the ε-biased random walk (ε-BRW) on a graph G. Each step of the ε-B walk is
preceded by an (ε, 1 − ε)-coin flip. With probability 1 − ε a step of the simple random walk
is performed, but with probability ε the controller gets to select which neighbour to move to.
The selection can be probabilistic, but it is time independent. Thus if P is the transition
matrix of a random walk, then the transition matrix QεB of the ε-biased random walk is
given by
QεB = (1 − ε)P + εB,

(3)

where B is an arbitrary stochastic matrix chosen by the controller, with support restricted to
E(G). In both the ε-Biased and Choice random walks the controller has full knowledge of G.
Azar et al. focused on bias strategies for maximising stationary probabilities and minimising or maximising hitting times of vertices or sets. For each of these tasks one may
apply tools from Markov decision theory [18] to show there is a time-independent optimal
strategy, so the definition above is sufficient for their purposes. For us a time-dependent
version, where the bias matrix Bt may depend on the time t and the history of the process
up to time t, will be useful; we refer to this as the ε-time-biased walk (ε-TBRW). We shall
show that the ε-TBRW may be simulated, for suitable ε, by a CRW.
I Proposition 1. For any graph G of maximum degree dmax , and for any ε 6 1/dmax , the
CRW can simulate the ε-TBRW and ε-BRW on G.
I Remark 2. The dependence of ε on dmax in Proposition 1 is tight. In the reverse direction,
the ε-TB walk can only simulate the CRW if ε > 1 − 1/dmax .
We write tεTB
cov for the cover time of the ε-TBRW under an optimal strategy. There is always a
time-independent optimal strategy for hitting a given vertex [6, Thm. 11], thus the maximum
hitting times of the ε-TBRW and ε-BRW are the same; we use tεB
hit to denote them. Any
unchanging strategy on a finite connected graph results in an irreducible Markov chain and
thus, when appropriate, we refer to its stationary distribution as π.
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A Tight Upper Bound on the Hitting Time in General Graphs

Our first result is the following asymptotically tight bound on the maximal hitting time:
two
2
I Theorem 3. For any graph G we have ttwo
hit (G) < 3e(G) and thit (G) < n .

Both bounds are best possible up to the implied constants: for the path, ttwo
hit is about twice
the number of edges, and for a clique with a pendant path, where the length of the path is
growing much slower than the size of the clique, it is about 3n2 /8.
We say that an unchanging strategy is reversible if it can be realised as a random walk on
a weighted graph. The main idea used to prove Theorem 3 is that on any graph the CRW
can implement a reversible strategy with a strong drift towards the target vertex. We can
then employ tools from reversible Markov chains to bound the hitting time. See Appendix
A.2 for a proof. While the reversible strategy constructed gives a bound on the optimal
strategy, the latter need not be reversible; for an example, see Appendix A.2.

4

Hitting and Cover Times in Expanders

In this section we prove the following bounds on the cover and hitting times of the ε-TBRW
and CRW on a graph G in terms of n, its extremal and average degrees dmax , dmin and davg ,
1
and its relaxation time trel := 1−λ
, where λ2 is the second largest eigenvalue of the transition
2
matrix of the lazy random walk (LRW) on G with loop probability 1/2.
I Theorem 4. For any graph G, and any ε ∈ (0, 1), we have




log trel
davg √
t
·
1
+
ttwo
(G)
=
O
n
·
d
·
·
log
log
n
;
·
max
rel
cov
dmin
log log n




√
log trel
−1 davg
t
·
1
+
·
log
log
n
.
tεTB
(G)
=
O
n
·
ε
·
·
rel
cov
dmin
log log n
In particular, the CRW cover time of a bounded degree (not necessarily regular) expander is
O(n log log n), significantly less than that of the SRW, which is Θ(n log n).
I Theorem 5. For any graph G, and any ε ∈ (0, 1), we have

1−1/dmax

1−ε
n · davg
n · davg
two
εB
thit (G) 6 12
· trel · ln n and thit (G) 6 12
· trel · ln n;
dmin
dmin
these bounds hold also for return times.
Theorems 4 and 5 will follow from Theorem 6. Let G, t > 0 and S be a set of trajectories of
length t. In the following we use bold characters to denote trajectories in G and if u ∈ V (G)
then u will denote the length 0 trajectory from u. Let px,S denote the probability that
extending a trajectory x to length t according to the law of a SRW results in a member of
S. Let qx,S (ε) and qex,S denote the corresponding probabilities under the ε-TBRW or CRW
laws respectively; the values of these probabilities will depend on the particular strategies
used. These functions can encode probabilities of many events of interest such as “the graph
is covered by time t”, “the walk is in a set X at time t” or “the walk has hit a vertex x by
time t” for example. However, let us emphasise that our result in fact applies to any possible
event.
I Theorem 6. Let G be a graph, u ∈ V , t > 0, 0 6 ε 6 1 and S be a set of trajectories of
length t from u. Then there exist strategies for the ε-TBRW and the CRW such that
1−ε

qu,S (ε) > (pu,S )

and

1−1/dmax

qeu,S > (pu,S )

.
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By Proposition 1, the results for the CRW in Theorems 4, 5 and 6 follow immediately
from those for the ε-TBRW by taking ε = 1/dmax . We shall therefore only consider the
ε-TBRW. After stating a technical lemma in Section 4.1, we then explain an alternative
way of considering the ε-TBRW in Section 4.2, which enables the proof of Theorem 6 to be
completed. The proof of Theorems 4 and 5 via Theorem 6 is given in Appendix A.3.

4.1

The ε-Max/Average Operation

For 0 < ε < 1 define the ε-max/average operator MAε : [0, ∞)m → [0, ∞) by
MAε (x1 , . . . , xm ) = ε · max xi +
16i6m

m
1−ε X
·
xi .
m
i=1

This can be seen as an average which is biased in favour of the largest element, indeed it is a
convex combination between the largest element and the arithmetic mean.
For p ∈ R \ {0}, the p-power mean Mp of non-negative reals x1 , . . . , xm is defined by

Mp (x1 , . . . , xm ) =

xp1 + · · · + xpm
m

1/p
,

and
M∞ (x1 , . . . , xm ) = max{x1 , . . . , xm } = lim Mp (x1 , . . . , xm ).
p→∞

Thus we can express the ε-max/ave operator as MAε (·) = (1 − ε)M1 (·) + ε M∞ (·). We use a
key lemma, Lemma 7, which could be be described as a multivariate anti-convexity inequality.
I Lemma 7. Let 0 < ε < 1, m > 1 and δ 6 ε/(1 − ε). Then for any x1 , . . . , xm ∈ [0, ∞),
M1+δ (x1 , . . . , xm ) 6 MAε (x1 , . . . , xm ) .
A proof of this Lemma may be found in [26].
I Remark 8. The dependence of δ on ε given in Lemma 7 is best possible. This can be seen
by setting x1 = 0 and xi = 1 for 2 6 i 6 m, and letting m tend to ∞.

4.2

The Tree Gadget for Graphs

In this section we prove Theorem 6. To achieve this we introduce the Tree Gadget which
encodes walks of length at most t from u in a rooted graph (G, u) by vertices of an arborescence
(Tt , r), i.e. a tree with all edges oriented away from the root r. Given (G, u) we represent
each walk of length i 6 t started from u in G as a node at distance i from the root r in the
tree Tt . The root r represents the walk of length 0 from u. There is an edge from x to y in
Tt if x is obtained from y by deleting the final vertex.
Also for x ∈ V (Tt ) let Γ+ (x) = {y ∈ V (Tt ) : xy ∈ E(Tt )} be the offspring of x in T ; as
usual we write d+ (x) for the number of offspring. Write |x| for the length of the walk x. To
Sk
prove Theorem 6 we shall need to discuss simple random walk paths; let Wu (k) := i=0 {Xi }
be the trajectory of a simple random walk Xi on G up to time k, with X0 = u.
Proof of Theorem 6. To each node x of the tree gadget Tt we assign the value qx,S under
the the ε-TB strategy of biasing towards a neighbour in G which extends to a walk y ∈ Γ+ (x)
maximising qy,S . This is well defined because both the strategy and the values qx,S can be
computed in a “bottom up” fashion starting at the leaves, where if x ∈ V (Tt ) is a leaf then
qx,S is 1 if x ∈ S and 0 otherwise.
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Figure 1 Illustration of a (non-lazy) walk on a non-regular graph starting from u with the
objective of being at {y, z} at step t = 2. The probabilities of achieving this are given in blue (left)
for the SRW and in red (right) for the 31 -TBRW.

Suppose x is not a leaf. Then with probability 1 − ε we choose the next step of the walk
uniformly at random in which case the probability of reaching S from x is just the average
of qy,S over the offspring y of x, otherwise we choose a maximal qy,S . Thus the value of x is
given by the ε-max/average of its offspring, that is


qx,S = MAε (qy,S )y∈Γ+ (x) .
(4)
We define the following potential function Φ(i) on the ith generation of the tree gadget T :
X

Φ(i) =

1+δ
qx,S
· P [ Wu (i) = x ] ;

(5)

|x|=i

note that the sum ranges over all walks of length i. Notice that if xy ∈ E(Tt ) then
P [ Wu (|y|) = y ] = P [ Wu (|x|) = x ] /d+ (x). Also since each y with |y| = i has exactly one
parent x with |x| = i − 1 we can write
X

Φ(i) =

X

|x|=i−1 y∈Γ+ (x)

1+δ
qy,S
·

P [ Wu (i − 1) = x ]
.
d+ (x)

(6)

We now show that Φ(i) is non-increasing in i. By combining (5) and (6) we can see that the
difference Φ(i−1) − Φ(i) is given by


X
X
1+δ 
q 1+δ − 1
qy,S
P [ Wu (i − 1) = x ] .
x,S
d+ (x)
+
|x|=i−1

y∈Γ (x)

Recalling (4), to establish Φ(i−1) − Φ(i) > 0 it is sufficient to show the following inequality
holds whenever x is not a leaf:

1+δ
X
1
1+δ
MAε (qy,S )y∈Γ+ (x)
> +
qy,S
.
d (x)
+
y∈Γ (x)

By taking (1 + δ)th roots this inequality holds for any δ 6 ε/(1 − ε) by Lemma 7, and thus
for δ in this range Φ(i) is non-increasing in i.
1+δ
Observe Φ(0) = qu,S
. Also if |x| = t then qx,S = 1 if x ∈ S and 0 otherwise, it follows
that
X
X
1+δ
Φ(t) =
qx,S
· P [ Wu (t) = x ] =
1x∈S · P [ Wu (t) = x ] = pu,S .
|x|=t

|x|=t
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1+δ
Thus since Φ(t) is non-decreasing qu,S
= Φ(t) > Φ(0) = pu,S . The result for the ε-TBRW
follows by taking δ = ε/(1 − ε). If we let ε = 1/dmax we can apply the bound on qu,S for the
ε-TBRW to the CRW by Proposition 1.
J

4.3

A Conjecture of Azar et al. for the ε-Biased Walk

Azar, Broder, Karlin, Linial and Phillips [6] make the following conjecture for the ε-BRW.
I Conjecture ([6, Conjecture 1]). In any graph, a controller can increase the stationary
probability of any vertex from p to p1−ε .
They prove a weaker bound of p1−O(ε) for bounded-degree regular graphs. As a corollary
of Theorem 5 we obtain a slightly weakened form of the conjecture for any graph where
dmax /dmin and trel are both subpolynomial in n. Our techniques are different and allow us
to cover a larger class of graphs, including dense graphs as well as sparse ones, as well as
getting closer to the conjectured bound.
I Corollary 9. For any family of graphs such that log(trel · dmax /dmin ) = o(log n), a controller
can increase the stationary probability of any vertex from p to p1−ε+on (1) .
The corollary follows from Theorem 5 and can be found in [26].
I Remark 10. As proven in Theorem 16, the optimal strategy is computable in polynomial
time; thus a strategy achieving the above performance bound is also computable in polynomial
time.
The original conjecture fails for the graph K2 , as no strategy for the ε-BRW can increase
the stationary probability over that of a simple random walk. This motivates weakening the
conjecture by replacing p1−ε by p1−ε+on (1) , as in Corollary 9, however this fails for the star
on n vertices, and non-bipartite counterexamples may be obtained by adding a small number
of extra edges to the star. While these counterexamples have large degree discrepancy, their
relaxation time is bounded. We believe the following should hold.
I Conjecture 11. For any family of graphs such that dmax /dmin = o(n), a controller can
increase the stationary probability of any vertex from p to p1−ε+on (1) .

5

Computing Optimal Choice Strategies

In this section we focus on the following problem: given a graph G and an objective, how
can we compute a series of choices for the walk which achieves the given objective in optimal
expected time? In particular we consider the following computational problems related to our
main objectives of max/minimising hitting times, cover times and stationary probabilities πv .
P
Stat (G, w):
Hit (G, v, S):
Cov (G, v):

Find a CRW strategy min/maximising
wv πv for vertex weights wv > 0.
v∈V
Find a CRW strategy minimising Hvtwo (S) for a given S ⊆ V (G) and v ∈ V (G).
Find a CRW strategy minimising Cvtwo (G) for a given v ∈ V (G).

We restrict the strategy in Stat to be unchanging so the stationary distribution is well
defined. The analogous problems to Stat (G, w) and Hit (G, v, S) were studied in [6] for the
biased random walk. While Stat is not one of our primary objectives, we include it here
both as a natural problem to consider but also because of its relationship to Hit in the case
where w is the indicator function of a set S; we shall abuse notation by writing Stat(G, S)
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for this case. Clearly for Stat we must restrict ourselves to unchanging strategies for the
stationary probabilities πv to be well-defined; we shall show that Hit also has an unchanging
optimal strategy.
For Hit and Cov, there are two possible interpretations of what it means to “find” a CRW
strategy. Perhaps the most natural is to compute a sequence of optimal choices in an on-line
fashion, that is at each time step to compute which of the two offered choices to accept.
For any particular walk, with suitable memoisation, at most a polynomial number of such
computations will be required for either problem: which choice to accept depends only on
the current vertex, the two choices, and in the case of Cov the vacant set, which can change
at most n times. We might alternatively want to compute a complete optimal strategy
in advance; for Hit this requires only a polynomial number of single-choice computations,
but for Cov the number of possible situations our strategy must cover will be exponential.
However, we shall show that Cov is hard even for individual choices.

5.1

A Polynomial-Time Algorithm for Stat and Hit

First, we show how the (unknown) optimal values Hxtwo (v) determine an optimal strategy
for Hit(G, ·, v). In the following two lemmas we will need to work with a multigraph F ; in
this context the choice offered at each stage is between two random edges from the current
vertex.
I Lemma 12. Let F be a multigraph and fix a vertex v. Let v = v0 , v1 , . . . be an ordering of
the vertices such that for all i < j we have Hvtwo
(v) 6 Hvtwo
(v). Let β be the deterministic
i
j
vk
unchanging strategy given by βvi ,vj = 1 whenever j < k. Then β is optimal (among all
strategies) for Hit(F, x, v) for every x 6= v, and also for the problem of minimising Ev [ τv+ ].
I Remark 13. In particular, recalling that for an unchanging strategy πv = 1/Ev [ τv+ ], it
follows that β is an optimal strategy for Stat(F, {v}). However, this is true in a somewhat
stronger sense, since optimality for Stat only requires minimising Ev [ τv+ ] among unchanging
strategies, whereas Lemma 12 shows that β minimises this quantity among all strategies; we
shall need this extra strength.
Note that there may be other deterministic unchanging optimal strategies for Hit(F, x, v).
For example, if there are multiple vertices with the same optimal hitting time, we may choose
between them arbitrarily, and in particular may have a cyclic order of preference which is
not consistent with any single ordering. The following lemmas will enable us to show that a
good enough approximation to an optimal strategy must itself be optimal.

I Lemma 14. Let F be a multigraph with at most n vertices and at most n2 edges, and fix
a vertex v. Let α be any unchanging strategy for Stat(F, {v}). Suppose there exist vertices
z
x, y, z with y, z ∈ Γ+ (x), Hytwo (v) < Hztwo (v) and αx,y
6 1/2. Then πvα differs from the
−4(n+1)
two
two
optimal value by at least n
(Hz (v) − Hy (v)).
I Lemma 15. For any simple graph G of order n and every pair of vertices x, y with
2
Hxtwo (S) < Hytwo (S) we have Hytwo (S) − Hxtwo (S) > n−2n .

ITCS 2020

76:10

Choice and Bias in Random Walks

For any graph G, v ∈ V and weighting w : V → [0, ∞) on the vertices of G we can phrase
Stat (G, w) as an optimisation problem as follows, where we shall encode our actions using
z
the probabilities αx,y
= P [ Xt+1 = y | Xt = x, c = {y, z} ] from Section 2.
X
maximize:
wv π(v)
v∈V

π(x) =

subject to:

X

π(y) ·

y∈Γ(x)

X

2

P

z
z∈Γ(y) αy,x
,
2

d(x)

∀x ∈ V
(7)

π(x) = 1,

x∈V
y
αx,z
∈ [0, 1],

∀xz, xy ∈ E

y
z
αx,z
= 1 − αx,y
,

∀xz, xy ∈ E

For minimising the stationary probabilities we maximise −1 times the objective function.
I Theorem 16. For any multigraph G and weight function w : V → [0, ∞) a policy solving the
problem Stat (G, w) to within an additive ε factor can be computed in time poly(|E|, log(1/ε)).
To prove Theorem 16 the quadratic terms in (7) can be eliminated using the same
substitution as [6], we can then solve (7) as a Linear Program.
I Theorem 17. For any graph G and any S ⊂ V , a solution to Hit (G, x, S) for every
x ∈ V \ S can be computed in time poly(n).
Proof. Contract S to a single vertex v to obtain a multigraph F ; where a vertex x has
more than one edge to S in G, retain multiple edges between x and v in F . Note that F
has at most n vertices and at most n2 edges. Provided that the CRW on G has not yet
reached S, there is a natural correspondence between strategies on G and F with the same
transition probabilities, and it follows that Hxtwo (S) for G and Hxtwo (v) for F are equal for any
x ∈ V (G) \ S. We compute an optimal strategy to Stat(F, {v}) to within an additive error of
2
ε := n−10n ; note that log(1/ε) = o(n3 ) and so this may be done in time poly(n) by Theorem
16. Applying Lemma 14 to F and Lemma 15 to G, using the equality of corresponding
z
hitting times, implies that this strategy has αx,y
> 1/2 whenever Hytwo (v) < Hztwo (v), and so
z
rounding each of the probabilities αx,y
to the nearest integer gives an optimal strategy (on
F ) for every x, which may easily be converted to an optimal strategy for G.
J

5.2

A Hardness Result for Cov (G, v)

We show that in general even the on-line version of Cov (G, v) is NP-hard. To that end we
introduce the following problem, which represents a single decision in the on-line version.
The input is a graph G, a current vertex u, two vertices v and w which are adjacent to u,
and a visited set X, which must be connected and contain u.
NextStep (G, u, v, w, X):

Choose whether to move to v or w so as to minimise the expected
time for the CRW to visit every vertex not in X, assuming an
optimal strategy is followed thereafter.

Any such problem may arise during a random walk with choice on G starting from any
vertex in X, no matter what strategy was followed up to that point, since with positive
probability no real choice was offered in the previous walk.
I Theorem 18. NextStep is NP-hard, even if G is constrained to have maximum degree 3.
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Proof. We give a (Cook) reduction from the NP-hard problem of either finding a Hamilton
path in a given graph H or determining that none exists. This is known to be NP-hard even
if H is restricted to have maximum degree 3 [22].
We shall find it more convenient to work with the following problem, which takes as input
a graph G, a current vertex u and a connected visited set X containing u.
BestStep (G, u, X):

Choose a neighbour of u to move to so as to minimise the expected
time for the CRW to visit every vertex not in X, assuming an
optimal strategy is followed thereafter.

We may solve BestStep(G, u, X) by computing NextStep(G, u, v, w, X) for every pair
v, w of neighbours of u; since all optimal neighbours must be preferred to all others, this
will identify a set of one or more optimal choices for BestStep(G, u, X). Consequently, it is
sufficient to reduce the Hamilton path search problem to BestStep.
Given an n-vertex graph H, construct the graph G as follows. First replace each edge of
H by a path of length 2cn2 through new vertices. Next add a new pendant path of length
n3 starting at the midpoint of each path corresponding to an edge of H. Finally, add edges
to form a cycle consisting of the end vertices of these pendant paths (in any order). Note
that if H has maximum degree 3, so does G.
Fix a starting vertex u and a non-empty unvisited set Y ⊆ V (H) \ {u}, and set X =
V (G) \ Y . (The purpose of the second and third stages of the construction is to make X
connected without affecting the optimal strategy.) Suppose that H contains at least one path
of length |Y | starting at u which visits every vertex of Y ; in particular if Y = V (H) \ {u}
this is a Hamilton path of H. We claim that any optimal next step is to move towards the
next vertex on some such path. Assuming the truth of this claim, an algorithm to find a
Hamilton path starting at x, if one exists, is to set u = x and Y = V (H) \ {x}, then find
the vertex y such that moving towards y is optimal, set u = y and remove y from Y , then
continue. If this fails to find a Hamilton path, repeat for other possible choices of x.
To prove the claim, first we argue by induction that there is a strategy to visit every
vertex in |Y | in expected time (4cn2 + O(n))|Y |, where the implied constant does not depend
on c. This is clearly true for |Y | = 0. Let y be the next vertex on a suitable path in H,
and let z be the middle vertex of the path corresponding to the edge uy. Attempting to
reach z by a straightforward strategy, the distance to z evolves as a random walk with
probability 3/4 of decreasing unless the current location is a branch vertex. We thus reach
z in expected time 2cn2 plus an additional constant time for each visit to u, of which we
expect O(d(u)) = O(n), giving a total expected time of 2cn2 + O(n) (if the walker is forced
to a different branch vertex first, the expected time to return from this point is polynomial
in n, but this event occurs with exponentially small probability). Similarly, the time taken
to reach y from z is 2cn2 + O(1). Once y is reached, there is (by choice of y) a path of length
|Y | − 1 in H starting from y and visiting all of Y \ {y}. Thus, by induction, the required
bound holds. Secondly, suppose that an optimal first step in a strategy from u moves towards
a vertex y 0 of H which is not the first step in a suitable path. Since the expected remaining
time decreases whenever an optimal step is taken, two successive optimal steps cannot be
in opposite directions unless the walker visits a vertex of Y in between. Thus the optimal
strategy is to continue in the direction of y 0 if possible, and such a strategy reaches y 0 before
returning to u with at least constant probability p, and this takes at least 2cn2 steps. Note
that the expected time taken to reach another vertex of H from a vertex in H, even if the
walker is purely trying to minimise this quantity, is at least 4cn2 , and from either u or y 0 at
least |Y | such transitions are necessary to cover Y . Thus such a strategy, conditioned on the
first step being in the direction of y 0 , has expected time at least 4cn2 + 2pcn2 , which, for
suitable choice of c, proves the claim.
J
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5.3

Computing Cov (G, v) via Markov Decision Processes

To compute a solution for Cov (G, v) we can encode the cover time problem as a hitting time
problem on a (significantly) larger graph. For a proof of the following lemma see [23].
e = (Ve , E)
e be
I Lemma 19. For any graph G = (V, E) let the (directed) auxiliary graph G
e
e
given by V = V × P(V ) and E = {((i, S), (j, S ∪ j)) | ij ∈ E}. Then solutions to Cov (G, v)
e ve, W and vice versa, where W = {(u, V ) | u ∈ V }.
correspond to solutions to Hit G,
In light of Lemma 19 it may appear that we can solve Cov(G, v) by converting it to an
e ve, W and appealing to Theorem 17. This is unfortunately not the case
instance of Hit G,
e is a directed graph and Theorem 17 cannot handle directed graphs. Lemma 19 is still
as G
of use as we can phrase Hit in terms of Markov Decision processes and then standard results
tell us that an optimal strategy for the problem can be computed in finite time.
A Markov Decision Process (MDP) is a discrete time finite state stochastic process
controlled by a sequence of decisions [18]. At each step a controller specifies a probability
distribution over a set of actions which may be taken and this has a direct affect on the
next step of the process. Costs are associated with each step/action and the aim of the
controller is to minimise the total cost of performing a given task, for example hitting a
given state. In our setting the actions are orderings of the vertices in each neighbourhood
and the cost of each step/action is one unit of time. Hit G, u, v) is then an instance of the
optimal first passage problem which can be solved as a linear program. In our setting actions
P
are orderings of neighbourhoods and so the linear program has x6=v d(x)! many constraints
[18, page. 58]. Since, by the construction in Lemma 19, the out degrees of vertices in the
e are the same as those of the corresponding vertices of G we obtain.
directed graph G
I Corollary 20. For any graph G and v ∈ V an optimal policy for the problem Cov (G, v)
can be computed in exponential time.
I Remark 21. Applying the LP from [18, page. 58] to graphs with degrees of order higher
than poly(log n) will not result in a polynomial time algorithm for Hit. This is why we took
a different approach to find a polynomial time algorithm in Section 5.1.

6

Summary and Future Work

In this paper we proposed a new random walk process inspired by the power-of-two-choices
paradigm. We derived several quantitative bounds on the hitting and cover times, and also
presented a surprising dichotomy with regards to computing optimal strategies. Some tools
we developed were also applicable to ε-biased walks and we made progress on a long standing
conjecture [6].
While we were able to show that on expanders, the CRW significantly outperforms the
SRW in terms of its cover time, it is natural to ask whether the cover time is Θ(n). In fact,
it might even be possible for this bound to apply to any bounded-degree graph.
We have shown that Cov ∈ EXP and that the problem is NP-Hard, it would be interesting
to find a complexity class for which the problem is complete.
Our focus here was on hitting and cover times, as well as maximising stationary probabilities, but another natural question is whether we can define a meaningful notion of mixing
time and analyse the speed-up achieved by a CRW in comparison to a simple random walk.

A. Georgakopoulos, J. Haslegrave, T. Sauerwald, and J. Sylvester

76:13

References
1

2
3

4
5

6
7
8

9
10

11

12

13
14

15

16

17
18

Mohammed Amin Abdullah, Colin Cooper, and Moez Draief. Speeding up cover time of sparse
graphs using local knowledge. In Combinatorial algorithms, volume 9538 of Lecture Notes in
Comput. Sci., pages 1–12. Springer, [Cham], 2016. doi:10.1007/978-3-319-29516-9_1.
Dimitris Achlioptas, Raissa M. D’Souza, and Joel Spencer. Explosive percolation in random
networks. Science, 323(5920):1453–1455, 2009. doi:10.1126/science.1167782.
Noga Alon, Chen Avin, Michal Koucký, Gady Kozma, Zvi Lotker, and Mark R. Tuttle.
Many random walks are faster than one. Combin. Probab. Comput., 20(4):481–502, 2011.
doi:10.1017/S0963548311000125.
Noga Alon, Itai Benjamini, Eyal Lubetzky, and Sasha Sodin. Non-backtracking random walks
mix faster. Commun. Contemp. Math., 9(4):585–603, 2007. doi:10.1142/S0219199707002551.
Chen Avin and Bhaskar Krishnamachari. The power of choice in random walks: An empirical
study. Computer Networks, 52(1):44–60, 2008. (1) Performance of Wireless Networks (2)
Synergy of Telecommunication and Broadcasting Networks. doi:10.1016/j.comnet.2007.09.
012.
Yossi Azar, Andrei Z. Broder, Anna R. Karlin, Nathan Linial, and Steven Phillips. Biased
random walks. Combinatorica, 16(1):1–18, 1996. doi:10.1007/BF01300124.
Yossi Azar, Andrei Z. Broder, Anna R. Karlin, and Eli Upfal. Balanced allocations. SIAM J.
Comput., 29(1):180–200, 1999. doi:10.1137/S0097539795288490.
Katy E. Beeler, Kenneth S. Berenhaut, Joshua N. Cooper, Meagan N. Hunter, and Peter S.
Barr. Deterministic walks with choice. Discrete Appl. Math., 162:100–107, 2014. doi:
10.1016/j.dam.2013.08.031.
Michael Ben-Or and Nathan Linial. Collective coin flipping. In S. Micali, editor, Randomness
and Computation, pages 91–115. Academic Press, New York, 1989.
Petra Berenbrink, Colin Cooper, and Tom Friedetzky. Random walks which prefer unvisited
edges: exploring high girth even degree expanders in linear time. Random Structures Algorithms,
46(1):36–54, 2015. doi:10.1002/rsa.20504.
Petra Berenbrink, Artur Czumaj, Angelika Steger, and Berthold Vöcking. Balanced allocations:
the heavily loaded case. In Proceedings of the Thirty-Second Annual ACM Symposium on
Theory of Computing, pages 745–754. ACM, New York, 2000. doi:10.1145/335305.335411.
Tom Bohman and Alan Frieze. Addendum to “Avoiding a giant component” [Random
Structures Algorithms 19 (2001), no. 1, 75–85; MR1848028]. Random Structures Algorithms,
20(1):126–130, 2002. doi:10.1002/rsa.10018.
Tom Bohman and David Kravitz. Creating a giant component. Combin. Probab. Comput.,
15(4):489–511, 2006. doi:10.1017/S0963548306007486.
Charles Bordenave, Marc Lelarge, and Laurent Massoulié. Nonbacktracking spectrum of
random graphs: community detection and nonregular Ramanujan graphs. Ann. Probab.,
46(1):1–71, 2018. doi:10.1214/16-AOP1142.
Colin Cooper, Alan M. Frieze, and Tony Johansson. The Cover Time of a Biased Random
Walk on a Random Cubic Graph. In James Allen Fill and Mark Daniel Ward, editors,
29th International Conference on Probabilistic, Combinatorial and Asymptotic Methods for
the Analysis of Algorithms, AofA 2018, June 25-29, 2018, Uppsala, Sweden, volume 110 of
LIPIcs, pages 16:1–16:12. Schloss Dagstuhl - Leibniz-Zentrum fuer Informatik, 2018. doi:
10.4230/LIPIcs.AofA.2018.16.
Colin Cooper, David Ilcinkas, Ralf Klasing, and Adrian Kosowski. Derandomizing random
walks in undirected graphs using locally fair exploration strategies. Distributed Computing,
24(2):91–99, 2011. doi:10.1007/s00446-011-0138-4.
Roee David and Uriel Feige. Random walks with the minimum degree local rule have O(n2 )
cover time. SIAM J. Comput., 47(3):755–768, 2018. doi:10.1137/17M1119901.
Cyrus Derman. Finite state Markovian decision processes. Mathematics in Science and
Engineering, Vol. 67. Academic Press, New York-London, 1970.

ITCS 2020

76:14

Choice and Bias in Random Walks

19

Klim Efremenko and Omer Reingold. How well do random walks parallelize? In Approximation,
randomization, and combinatorial optimization, volume 5687 of Lecture Notes in Comput. Sci.,
pages 476–489. Springer, Berlin, 2009. doi:10.1007/978-3-642-03685-9_36.

20

Robert Elsässer and Thomas Sauerwald. Tight bounds for the cover time of multiple random
walks. Theoret. Comput. Sci., 412(24):2623–2641, 2011. doi:10.1016/j.tcs.2010.08.010.

21

Robert Fitzner and Remco van der Hofstad. Non-backtracking random walk. J. Stat. Phys.,
150(2):264–284, 2013. doi:10.1007/s10955-012-0684-6.

22

M. R. Garey, D. S. Johnson, and L. Stockmeyer. Some simplified NP-complete graph problems.
Theoret. Comput. Sci., 1(3):237–267, 1976. doi:10.1016/0304-3975(76)90059-1.

23

Agelos Georgakopoulos, John Haslegrave, Thomas Sauerwald, and John Sylvester. The Power
of Two Choices for Random Walks. Preprint, 2019. arXiv:1911.05170.

24

Martin Grötschel, László Lovász, and Alexander Schrijver. Geometric algorithms and combinatorial optimization, volume 2 of Algorithms and Combinatorics. Springer-Verlag, Berlin,
second edition, 1993. doi:10.1007/978-3-642-78240-4.

25

John Haslegrave and Jonathan Jordan. Preferential attachment with choice. Random Structures
Algorithms, 48(4):751–766, 2016. doi:10.1002/rsa.20616.

26

John Haslegrave, Thomas Sauerwald, and John Sylvester. Time Dependent Biased Random
Walks. In preparation, to appear on ArXiv, 2019.

27

Roger A. Horn and Charles R. Johnson. Matrix Analysis, 2nd Ed. Cambridge University
Press, 2012. doi:10.1017/CBO9781139020411.

28

Satoshi Ikeda, Izumi Kubo, and Masafumi Yamashita. The hitting and cover times of random
walks on finite graphs using local degree information. Theoret. Comput. Sci., 410(1):94–100,
2009. doi:10.1016/j.tcs.2008.10.020.

29

N. Karmarkar. A new polynomial-time algorithm for linear programming. Combinatorica,
4(4):373–395, 1984. doi:10.1007/BF02579150.

30

Yury Malyshkin and Elliot Paquette. The power of choice over preferential attachment. ALEA
Lat. Am. J. Probab. Math. Stat., 12(2):903–915, 2015.

31

Michael Mitzenmacher. The Power of Two Choices in Randomized Load Balancing. IEEE
Trans. Parallel Distrib. Syst., 12(10):1094–1104, 2001. doi:10.1109/71.963420.

32

Michael Mitzenmacher, Andréa W. Richa, and Ramesh Sitaraman. The power of two random
choices: a survey of techniques and results. In Handbook of randomized computing, Vol.
I, II, volume 9 of Comb. Optim., pages 255–312. Kluwer Acad. Publ., Dordrecht, 2001.
doi:10.1007/978-1-4615-0013-1_9.

33

Roberto I. Oliveira and Yuval Peres. Random walks on graphs: new bounds on hitting, meeting,
coalescing and returning. In Marni Mishna and J. Ian Munro, editors, Proceedings of the
Sixteenth Workshop on Analytic Algorithmics and Combinatorics, ANALCO 2019, San Diego,
CA, USA, January 6, 2019, pages 119–126. SIAM, 2019. doi:10.1137/1.9781611975505.13.

34

Tal Orenshtein and Igor Shinkar. Greedy random walk. Combin. Probab. Comput., 23(2):269–
289, 2014. doi:10.1017/S0963548313000552.

35

Oliver Riordan and Lutz Warnke. Achlioptas process phase transitions are continuous. Ann.
Appl. Probab., 22(4):1450–1464, 2012. doi:10.1214/11-AAP798.

36

Joel Spencer and Nicholas Wormald. Birth control for giants. Combinatorica, 27(5):587–628,
2007. doi:10.1007/s00493-007-2163-2.

A. Georgakopoulos, J. Haslegrave, T. Sauerwald, and J. Sylvester

A

76:15

Appendix

A.1

Proofs Omitted from Section 1

Proof of Proposition 1. It is sufficient to provide a strategy to simulate a given bias matrix,
since we may then vary the strategy depending on t and Ht in order to simulate the ε-TBRW.
z
Fix a bias matrix B with elements bx,y and let the weights αx,y
for the CRW be given by
z
αx,y
=

1
[1 + εd(x) (bx,y − bx,z )]
2

for each x ∈ V (G) and y, z ∈ Γ(x). Since ε 6 1/dmax 6 1/d(x), these weights satisfy (1), so
this gives a valid CRW strategy.
two
εB
For adjacent vertices x and y, let qx,y
and qx,y
denote the transition probabilities of the
CRW and ε-biased walks respectively. By (3) we have
εB
qx,y
=

and

P

1−ε
+ εbx,y ,
d(x)

y∈Γ(x) bx,y

two
qx,y
=

=
=

2
d(x)

X
2

z
αx,y

z∈Γ(x)

1
d(x)

= 1 by definition of B. Also, by (2) we have

X
2

(1 + εd(x) (bx,y − bx,z ))

z∈Γ(x)

1
ε
+ εbx,y −
d(x)
d(x)

εB
= qx,y
,

as required.

A.2

J

Proof of Theorem 3

We first need a lemma establishing that the CRW can simulate random walks on a suitable
weighting of G.
I Lemma 22. Fix a vertex v, and partition its neighbours into two sets, A and B. There
is an unchanging strategy for the CRW such that whenever the walker is at v it moves to
a random neighbour according to the probability distribution in which every vertex in B is
twice as likely as every vertex in A.
By considering the strategy at each vertex separately, we immediately obtain the following
consequence.
I Corollary 23. Let G be a weighted graph with weight function w, having the property that
for any two incident edges xy, xz either w(xy) = w(xz), w(xy) = 2w(xz) or 2w(xy) = w(xz).
Then there is an unchanging strategy for the CRW on G which simulates a random walk
according to the weights w.
P
For a weighted graph (G, w), write w(G) = e∈E(G) w(e). We need an additional result
on edge-crossing times of weighted graphs.
I Lemma 24. Let (G, w) be a weighted graph, and let x be a vertex such that every edge
incident with x has weight 1. Then for any vertex y adjacent to x, Hy (x) 6 w(G) + w(G \ x).
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Proofs of the three Lemmas above can be found [23, Sec. 3]. We are now ready to prove the
main result of this section.
Proof of Theorem 3. We have to show that the above bounds apply to Hytwo (x) for two arbitrary vertices x, y. Define a weight function w : E(G) → Q+ by w(uv) = 2− min(d(u,x),d(v,x)) .
Note that w satisfies the requirements of Corollary 23, so we can bound Hytwo (x) by the
corresponding hitting time of the random walk on (G, w). We will bound that hitting time
now.
Write d for the maximum distance of a vertex from x, and Vk for the set of vertices at
distance exactly k from x. Note that if y ∈ Vk+1 then
Hy (x) 6 Hy (Vk ) + max Hz (x),
z∈Vk

and consequently
max Hy (x) 6

y∈V (G)

d−1
X
k=0

max Hz (Vk ).

z∈Vk+1

S
For each 0 6 k 6 d − 1 let Gk be the simple weighted graph obtained by deleting i<k Vi
and identifying vertices in Vk to give a vertex vk ; if a vertex in Vk+1 has multiple edges to Vk ,
delete all but one of them to leave a simple graph. Since removing edges between Vk+1 and
Vk cannot reduce the hitting time of Vk , we have for any z ∈ Vk+1 that HzG (Vk ) 6 HzGk (vk ).
Note that the latter hitting time is unchanged by multiplying all weights by 2k , and since every
z ∈ Vk+1 is adjacent to vk in Gk , by Lemma 24 we have HzGk (vk ) 6 2k (w(Gk ) + w(Gk \ vk )).
Thus
max Hy (x) 6

y∈V (G)

d−1
X

2k (w(Gk ) + w(Gk \ vk )).

k=0

If e is an edge between Vj and Vj+1 then the contribution of e to the kth term of the above
sum is 2k−j+1 if k < j, at most 1 if k = j and 0 otherwise, so its total contribution is less
than 3, and is less than 2 if e is one of the edges deleted to make Gj simple. If e is an edge
within Vj then its contribution to the kth term is 2k−j+1 if k < j and 0 otherwise, so its
total contribution is less than 2. The first bound follows. Note that of the edges of the first
type which are not deleted, there is exactly one from each vertex (other than x) to a vertex
in a lower layer of G, and so these edges form a tree. Thus there are n − 1 such edges, whose
contribution is bounded by 3, and atmost n2 − (n − 1) other edges, whose contribution is
bounded by 2, giving a bound of 2 n2 + n − 1 = n2 − 1.
J

A.3

Deducing Theorems 4 & 5 from Theorem 6

To prove Theorems 4 & 5 from Theorem 6 we need some elementary lemmas concerning
random walks. The Proofs of Lemmas 25 & 26 can be found in [23].
I Lemma 25. Let U (t) be the number of unvisited vertices at time t by a SRW on a graph
and let Tn/2x be the number of SRW steps taken before U 6 n/2x . Then
E [ U (2x · thit ) ] 6

n
2x

and



E Tn/2x 6 4(x + 1)thit .

Theorems 4 & 5 bound the hitting/cover times in terms of trel = 1/(1 − λ2 ), where λ2 is the
largest non-trivial eigenvalue of the transition matrix of the lazy random walk (LRW). The
relaxation time of LRW is more commonly studied than that of the simple random walk
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(SRW) since laziness ensures that the walk is an aperiodic Markov chain, and hence the
relaxation time is well defined. This provides a further obstacle to overcome since Theorem
6 uses the SRW rather than the LRW; our next lemma resolves this issue.
(t)
Let px,· be the distribution of the simple random walk after t steps, and write π(S) for
the stationary probability of a set S.
I Lemma 26. For any graph G, S ⊂ V and x ∈ V there exists t 6 4trel ln n such that
(t)

px,S > π(S)/3.
j
k
Proof of Theorem 4. We first let a simple random walk cover all but α = n/ logC n
vertices, for some C to be specified later. By Lemma 25 if we let a simple random walk
run for 4thit · C log2 log n steps then the expected size of the unvisited
set will be at most

davg √
C
n/ log n as required. For a simple random walk thit = O dmin n trel by [33, Thm. 1]. Thus


davg √
it follows that the expected time τ1 to complete the first phase is O C(log log n) · dmin
n trel .
We then have α different phases, labelled α, α − 1, . . . , 1, where in each phase we reduce
the number of uncovered vertices by one. Consider any phase i where a set of i vertices
are still uncovered; call this set Si ⊆ V . By Lemma 26 there is some T 6 4trel log n and
(t)
(t)
1−ε
t 6 T such that px,S > π(S)/3 > dmin · i/(3ndavg ) and thus qu,Si > (dmin · i/(3ndavg ))
by
Theorem 6. By considering independent trials with walks of length T the expected time until
at least one vertex in Si is visited is at most
!

1−ε
n · davg
O
· trel · log n .
i · dmin
Hence the expected time τ2 to complete all α phases satisfies
!

1−ε
n/ logC n
X
ndavg
O
τ2 =
trel log n
idmin
i=1
! n/ logC n

1−ε
X
ndavg
=O
trel log n
iε−1 .
dmin
i=1
Then, since

Pn/ logC n
i=1


ε P

ε
n/ logC n −1
iε−1 6 n/ logC n · i=1
i 6 n/ logC n · log n,

!
1−ε

ε

n
ndavg
trel log n · O
·
log
n
τ2 = O
dmin
logC n
!

1−ε
davg
log2 n
=O n·
· trel ·
.
dmin
logCε n


log trel
Cε
Now if we let C = 2 + log
n = trel · log2 n and thus τ2 = o(τ1 ). It follows
log n /ε then log


that the contribution from the first phasedominates the second.
total time is O(τ1 )
 Thus the 
√
log trel
−1 davg
and for C above this is given by τ1 = O n · ε · dmin · trel · 2 + log log n · log log n . J
Proof of Theorem 5. Let T = 4 · trel · ln n then for any x, v ∈ V there exists some t 6 T
(t)
such that px,y > π(y)/3 by Lemma 26. By Theorem 6 for any x, y ∈ V there exists an ε-TB
(t)
1−ε
strategy and some t 6 T such that qx,y > (π(y)/3)1−ε > (dmin /ndavg )
/3. Thus for any
1−ε
target vertex y and start vertex x we need in expectation at most 3 (ndavg /dmin )
attempts
to hit y in at most T = 4trel ln n steps, the result follows.
J
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A.4

Proofs from section 5.1

Proof of Theorem 16. We prove the simple graph case; this proof may be easily extended
for multigraphs with suitably adapted notation. The optimisation problem (7) above can
z
be rephrased as a Linear Program by making the substitution rx,y,z = π(x) · αx,y
. Either
the Ellipsoid method or Karmarkar’s algorithm will approximate the solution to within
an additive ε > 0 factor in time which is polynomial in the dimension of the problem and
log(1/ε), see for example [29, 24].
J
Proof of Lemma 12. Fix an optimal strategy α for Hit(F, x, v), and for each y ∈ Γ(x) write
qy for the probability that the first step under this strategy is from x to y. Recall that
P
2αzx,y
qy = z∈Γx d(x)
2 . Now given that the first step is at y, an optimal strategy for the remaining
steps is precisely an optimal strategy for Hit(F, y, v), and thus
Hxtwo (v) =

X

qy Hytwo (v).

y∈Γ(x)
z
Suppose there exist y, z ∈ Γ(x) with Hytwo (v) < Hztwo (v) but αx,y
< 1 at the first step. By
instead (at time 1 only) always choosing y in preference to z, the expected hitting time is
2
z
two
z
decreased by d(x)
(v) − Hytwo (v)), a contradiction. Thus we have αx,y
=1
2 (1 − αx,y )(Hz
z
if Hytwo (v) < Hztwo (v) and αx,y
= 0 if Hytwo (v) > Hztwo (v). If Hytwo (v) = Hztwo (v) then the
z
expected hitting time does not depend on αx,y
, and so any strategy satisfying these conditions
at time 1, and thereafter following an optimal strategy, is itself optimal.
It follows by induction that following β for k turns and thereafter following α is optimal;
since this gives arbitrarily good approximations of the expected hitting time under β, β
is itself optimal for Hit(F, x, v), and, since the definition of β does not depend on x, for
Hit(F, y, v) for any y 6= v.
Next we show that β is also an optimal strategy for minimising Ev [ τv+ ]. Suppose not,
and let γ be an optimal strategy. Write qxγ for the probability of moving from v to x at time
1 under γ, and Hvγ (v + ) for Ev [ τv+ ] under γ. Now

Hvγ (v + ) =

X

qxγ Hxγ (v)

x∈Γ(v)

>

X

qxγ Hxβ (v),

x∈Γ(v)
y
y
by optimality of β for Hit(F, x, v). Suppose γv,x
6= βv,x
for some x, y ∈ Γ(v). ReplaP
2
y
x
y
x
y
cing γv,x and γv,y by βv,x and βv,y respectively changes x∈Γ(v) qxγ Hxβ (v) by d(v)
2 (βv,x −
y
two
two
γv,x )(Hx (v) − Hy (v)), which is non-positive by choice of β. Thus after a sequence of such
changes we obtain
X
Hvγ (v + ) >
qxγ Hxβ (v)
x∈Γ(v)

= Hvβ (v + ).

J

Proof of Lemma 14. First we bound Hvα (v + ) − Hvβ (v + ), where β is as described in Lemma
12. Consider the strategy of following α until the first time the walk either reaches v or is at
x and offered a choice between y and z, and in the latter case following β until v is reached.
z
y
The difference between this strategy and following α is p(αx,y
Hyα (v) + αx,z
Hzα (v) − Hyβ (v)),
where p is the probability of the latter event occurring before the walk returns to v. Note
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that
z
y
z
y
αx,y
Hyα (v) + αx,z
Hzα (v) − Hyβ (v) > (αx,y
− 1)Hyβ (v) + αx,z
Hzβ (v)
z
= (1 − αx,y
)(Hztwo (v) − Hytwo (v))

> (Hztwo (v) − Hytwo (v))/2
by Lemma 12 and the assumptions. Further,
d(v,x)+1  −2n

n
1
>
,
p>2
2
∆(F )2
since with at least this probability the walk is forced along a specific shortest path to x, then
offered a choice of y or z.
Thus the difference in Ev [ τv+ ] between α and this hybrid strategy is at least
ζ :=

 −2n
1 n
(Hztwo (v) − Hytwo (v)),
2 2

and since β minimises this quantity among all strategies by Lemma 12, the same bound
applies to the difference between α and β, giving
πα (v)−1 > πβ (v)−1 + ζ,
and consequently
πα (v) 6 πβ (v) − ζ
We have 1 > πβ (v) >

πβ (v)2
.
1 + πβ (v)ζ

(8)


n −1
2

by comparison with a simple random walk. Also we may crudely
1−n
bound ttwo
F
by
noting
that
a SRW has probability at least n2
of reaching any given
hit
vertex in at most n − 1 steps, giving ζ < 1. Combining these bounds with (8) gives the
required result.
J
Proof of Lemma 15. Note that the hitting times (hx )x∈V for any given unchanging strategy
are uniquely determined by the equations
(
P
1 + y Pxy · hy
if x 6∈ S
hx =
0
if x ∈ S,

where P is the transition matrix for the strategy. This set of equations can be written
as Ah = b, where A := (I − Q), Qi,j = Px,y if i, j ∈
/ S and 0 otherwise, and b is a 0-1
vector. Notice that since S 6= ∅ we have kQk < 1 and so A−1 exists [27, Cor. 5.6.16.] For
any non-random strategy, and in particular for the optimal strategy described above, every
transition probability from x is a multiple of d(x)−2 . Thus all the elements of A can be put
2
over a common denominator D, where D := LCM(d(x) )x∈V < (n!)2 < n2n /2.
−1
−1 T
We have h = A b = |A| C b, where C is the matrix of cofactors. Each entry in C
can be put over a common denominator which is at most Dn , and so the same applies to
each entry of CT b. Also, |A| < 2n by Hadamard’s inequality [27, Thm. 7.8.1]. It follows
that if two hitting times differ, they differ by at least (2D)−n .
J
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Graph spanners are sparse subgraphs which approximately preserve all pairwise shortest-path
distances in an input graph. The notion of approximation can be additive, multiplicative, or both,
and many variants of this problem have been extensively studied. We study the problem of computing
a graph spanner when the edges of the input graph are distributed across two or more sites in an
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Introduction

In modern computational settings, graphs are often stored in a distributed setting with
edges living across multiple servers. This may happen when traditional, single-server
methods for representing and processing massive graphs are no longer feasible and require
parallel processing capability to complete. In other real world settings, different sites collect
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information in different locations, naturally leading to a computational setting with an input
graph distributed across servers. For example, the sites may correspond to sensor networks,
different network servers, etc. Furthermore, the bottleneck in these settings is often in the
communication between the servers, rather than the computation time within each of the
servers. Computing synopses of distributed graphs in a communication-efficient manner has
therefore become increasingly important.
We consider the problem of efficiently constructing a graph spanner in the message-passing
model of communication. A graph spanner is a subgraph of the input graph, for which shortest
path distances are approximately preserved in the subgraph. This property can immediately
be used to approximately answer shortest path queries, diameter queries, connectivity queries,
etc. Spanners have applications to internet routing [49, 22, 23, 47], using protocols in
unsynchronized networks to simulate synchronized networks [46], distributed and parallel
algorithms for shortest paths [19, 20, 27], and for constructing distance oracles [50, 12].
There are various notions of approximation provided by a spanner, such as additive,
for which there is an integer β ≥ 1 and one wants for all pairs u, v of vertices, that
dH (u, v) ≤ dG (u, v) + β, as well as multiplicative, in which case there is an integer α ≥ 1 and
one wants for all pairs u, v of vertices, that dH (u, v) ≤ α · dG (u, v).

Message-Passing Model
In the message-passing model (see, e.g., [48, 55, 14, 56, 36]) there are s players, denoted
P 1 , P 2 , . . . , P s , and each player holds part of the input. In our context, player P i holds a
subset Ei of a set of edges on a common vertex set V , and we define the graph G with vertex
S
set V and edgeset i Ei . We focus on two input models, the without duplication edge model
in which the Ei are pairwise disjoint, and the with duplication edge model in which the Ei
are allowed to overlap.
In this model there is also a coordinator C who is required to compute a function defined
on the union of the inputs of the players. The communication channels in this model are
point-to-point. For example, if C is communicating with P i , then the remaining s − 1 players
do not see the contents of the message between C and P i . We also do not allow the players
to talk directly with each other; rather, all communication happens between the coordinator
and a given player at any given time1 . The coordinator C is responsible for producing
the output.
The main resource measure we study is the communication complexity, that is, the total
number of bits required to be sent between the servers in order to output such a spanner
with high probability. While graph spanners have been studied in the offline model, as
well as in various distributed models such as the CONGEST and LOCAL models, e.g.,
[16, 28, 25, 34, 15, 45] as well as in the local computation algorithms model [44], they have
not been systematically studied in the message-passing model. The few related results we
are aware of in the message-passing model are given in [56], where (1) the problem of testing
graph connectivity was studied, which can be viewed as a very special case of a spanner, and
(2) a result on additive 2-spanners which we discuss more and improve upon below. There is
also work in related models such as [41], but such models require that the edges be randomly
distributed, which may not be a realistic assumption in certain applications, e.g., if data is
collected at sensors with different input distributions.

1

This model only mildly increases the communication cost over a complete point-to-point network in
which each pair of players can communicate with each other. Indeed, if P i wishes to speak to P j , then
P i can forward a message through the coordinator who can send it to P j . Thus the communication
increases by a multiplicative factor of 2 and an additive O(log s) per message to specify where to forward
the message. As these factors are small in our context, we will focus on the coordinator model.
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Table 1 Our results.

Spanner
+2
+k
×3
×5
×(2k − 1),
k≥3
×(2k − 1),
(sim.)

With duplication
LB
UB
3

3

Õ(sn 2 )

Ω(sn 2 )
Ω(sn

4 −o(1)
3

)

3

3

4

Ω(n 3 −o(1) + sn)

Õ(sn 2 )
3

Õ(sn 2 )

Ω(sn 2 )
4
3

Õ(sn )

1
1+ k

1
1+ k

)

1

Ω(sn1+ k )

Õ(sn

1

1

3

1
3

4
3

Ω(s 2 n 2 + sn)

4
3

Ω(sn )
Ω(sn

Without duplication
UB
√ 3
√ 3
2
Ω( sn + sn)
Õ( sn 2 + sn)
LB

Ω(s n + sn)
)

Õ(sn1+ k )

Ω(s

1− 1
2
2k

1
1+ k

n

1

+ sn)

Ω(sn1+ k )

Õ(

ps

Õ(s

1
3

3

n 2 + snk)

k
1/2

3

n 2 + sn)
4
3

Õ(s n + sn)
2

1

Õ(ks1− k n1+ k + snk)
1

Õ(sn1+ k )

We also study a variant of the communication complexity in the message-passing model
known as the simultaneous communication complexity for the multiplicative (2k − 1)-spanner
problem, in which each server is only allowed to send one round of communication to the
coordinator [9, 52].

Turnstile Streaming Model
Finally, we present some simple results in the turnstile streaming model, in which the input
graph is presented
 as a stream of insertion and deletion updates of edges. That is, we view our
n
graph as an 2 -dimensional
vector x starting with the zero vector, and we receive updates of

the form (ei , ∆i ) ∈ [ n2 ] × {±1} and increment the ei th entry of x by ∆i . Our input graph is
P
then the graph that has the edge e iff i:ei =e ∆i > 0. We assume that the input graph has
no self-loops. In this model, we wish to design algorithms using low space and low number
of passes through the stream. The study of graph problems in this model were pioneered by
[2] and were subsequently studied by many other works, including [3, 4, 40, 38, 39].

1.1

Our Results

We summarize our results in Table 1. Note that the Õ and Ω̃ notation hides poly(log n)
factors. Often our upper bounds are stated in terms of edges, but since each edge can be
represented using O(log n) bits, we obtain the same upper bound in terms of bits up to an
O(log n) factor. We study both the with duplication and without duplication edge models,
and in all cases we consider a worst-case distribution of edges.
We give a number of communication versus approximation quality tradeoffs for additive
spanners and multiplicative spanners. We describe each type of spanner we consider in the
sections below, together with the results that we obtain. We obtain qualitatively different
results depending on whether edges are allowed to be duplicated across the players, or if
each edge is an input to exactly one player.
We point out some particular notable aspects of our results. First, we obtain nearly
tight bounds (up to poly(log n) factors) for the communication of additive 2-spanners in
both the with and without duplication models, multiplicative (2k − 1)-spanners in the with
duplication model, and multiplicative 3 and 5-spanners in the without duplication model.
Second, in proving our tight lower bound for 3-spanners in the without duplication model
(Theorem 16), we employ results from extremal graph theory on biregular bipartite graphs,
which, to the best of our knowledge, is the first explicit use of such graphs in the context of
lower bounds for spanners. All other lower bounds that we are aware of are obtained from
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extremal graphs given by the Erdős girth conjecture (e.g., lower bounds in the streaming
[10], local computation algorithm [44], and distributed [16, 28, 25, 34, 15, 45] models), and
we believe that our use of biregular bipartite graphs may inspire tight lower bounds in other
models in the future as well.
We note that our results slightly differ from traditional results on spanners, in that
the sparsity of our spanner may be far from optimal. For instance, we show an algorithm
for computing an additive 2-spanner in the without duplication model with near-optimal
√
communication complexity of Õ( sn3/2 ) bits of communication, but the size of this spanner is
√ 3/2
Õ( sn ) edges, which may be much larger than the optimal O(n3/2 ) edges when the number
of servers s is very large. It is an interesting question to characterize the communication
complexity of computing spanners of optimal size.

1.1.1

Additive Spanners

In the case of additive spanners, one is given an arbitrary graph G on a set V of n vertices
and an integer parameter β ≥ 1, and we want to output a subgraph H containing as few
edges as possible so that dH (u, v) ≤ dG (u, v) + β for all pairs of vertices u, v ∈ V . The first
such spanner was constructed by Aingworth et al. [5], which was slightly improved in [26, 29].
They showed, surprisingly, that for β = 2, it is always possible to achieve |H| = O(n3/2 ).
The next additive spanner was constructed in [11], where it was shown that for β = 6 one
can achieve O(n4/3 ) edges; see also [54] where the time complexity was optimized. Recently,
it was shown in [18] how to achieve an additive spanner with Õ(n7/5 ) edges for β = 4. In a
breakthrough work [1], an Ω(n4/3−o(1) ) lower bound was shown for any constant β.
The one previous result we are aware of for computing spanners in the message-passing
model is for additive 2-spanners given in [56], for which an Õ(sn3/2 ) upper bound was given
which works with edge duplication. We first show that with edge duplication, the algorithm of
[56] is optimal, by proving a matching Ω(sn3/2 ) lower bound. Our lower bound is a reduction
from the s-player set disjointness problem [14]. We next consider the case when there is no
edge duplication, and perhaps surprisingly, show that one can achieve an additive 2-spanner
√
with Õ( sn3/2 ) communication, improving upon the Õ(sn3/2 ) bound of [56], and given our
lower bound in the case of edge duplication, providing a separation for additive spanners in
the models with and without edge duplication. Our upper bound is based on observing that
the dominant cost in implementing additive spanner algorithms in a distributed setting is
that of performing a breadth-first search. We instead perform fewer breadth first searches to
obtain a better overall communication cost than one would obtain by naïvely implementing
an offline additive spanner algorithm, as is done in [56]. This algorithm is the starting point
for our technically more involved
p upper bound, where we show that it is possible to obtain
an additive k-spanner with Õ( s/kn3/2 + snk) total communication. We complement this
result with a lower bound of Ω(n4/3−o(1) ) for this problem.
We note that we are not able to obtain constant additive spanners with fewer than n3/2
edges, as the dominant cost comes from having to do breadth first search trees, which is
communication-intensive in the message-passing model. We conjecture that Θ(n3/2 ) may be
the optimal communication bound for any additive spanner with constant distortion, unlike
in the offline model where an O(n4/3 ) edge bound is achievable.

1.1.2

Multiplicative Spanners

In the case of multiplicative spanners, we are given an arbitrary graph G on a set V of n
vertices and an integer parameter α ≥ 1, and wish to output a subgraph H containing as few
edges as possible so that dH (u, v) ≤ α · dG (u, v) for all pairs of vertices u, v ∈ V . For odd
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integers α = 2k − 1, for any graph G on n vertices there exists a α-spanner with O(n1+1/k )
edges, for any integer k ≥ 1 [7]. Further, this is known to be optimal for k ∈ {1, 2, 3, 5} [51, 53],
while for general k the best known bounds are Ω(n1+2/(3k−3) ) for odd k and Ω(n1+2/(3k−2) )
for even k [42, 43].
Under a standard conjecture of Erdős [31], this bound of O(n1+1/k ) is in fact optimal
for every k. Recall that the girth of an unweighted graph is the minimum length cycle in
the graph. Erdős’s conjecture is that there exist graphs G with Ω(n1+1/k ) edges for which
the girth is 2k + 2. Note that given such a G, if one were to delete any edge {u, v} in G,
then the distance from u to v would increase from 1 to 2k + 1, and therefore G is the only
2k − 1-spanner of itself, giving the Ω(n1+1/k ) edge lower bound. Notice that G is also the
only 2k-spanner of itself, and so the Ω(n1+1/k ) lower bound also holds for even integers
α = 2k, which is also optimal since, as mentioned above, there always exist (2k − 1)-spanners
with O(n1+1/k ) edges.

1.1.2.1

Message-Passing Model

We show that for computing a multiplicative (2k − 1)-spanner with s players, in the edge
model with duplication on n-node graphs, there is an Ω(s · OP Tk ) communication lower
bound, where OP Tk is the maximum size of a (2k − 1)-spanner of any graph. Our lower
bound is again based on a reduction from the multiplayer set disjointness communication
problem. A greedy algorithm shows that this bound is optimal, that is, we provide a matching
Õ(s · OP Tk ) upper bound.
If instead each edge occurs on exactly one server, note that the additive 2-spanner
√
algorithm already gives a separation in the s parameter by providing a Õ( sn3/2 + sn)
algorithm. We show that this is optimal up to polylog factors by showing a lower bound
√
of Ω( sn3/2 ) for multiplicative 3-spanners. This then gives near optimal lower bounds for
additive 2-spanners as well. Our lower bound here uses for the first time, to the best of our
knowledge, the theory of biregular bipartite cages, which may be of wider interest. For k ≥ 3,
we again show that there is a separation in the s parameter between the models with and
without edge duplication, by showing that carefully balancing the complexity of a lesser
known variant of the classic algorithm of [13], the cluster-cluster joining variant, can be
implemented to use only Õ(ks1−2/k n1+1/k + snk) communication. We complement this result
with a lower bound of Ω(s1/2−1/2k n1+1/k + sn) communication via a reduction from the
edge model with duplication, essentially by splitting vertices to transform the input instance
with duplication into one without duplication. This bound is off by a factor of O(s1/2−3/2k ).
For k = 3, the exponent on s is exactly correct, giving a nearly tight characterization of
Θ̃(s1/3 n4/3 ) communication for the problem of computing multiplicative 5-spanners.

1.1.2.2

Simultaneous Communication

In the simultaneous communication model, we show an upper bound of Õ(sn1+1/k ) in the
with duplication model and a lower bound of Ω(sn1+1/k ) without duplication model under
the Erdős girth conjecture, showing that the complexity is Θ̃(sn1+1/k ) in all cases. The
upper bound simply comes from locally computing a multiplicative (2k − 1)-spanner of size
Θ(n1+1/k ) at each server, while the lower bound comes from constructing s edge-disjoint
graphs on n vertices and Ω(n1+1/k ) edges, a constant fraction of which must be sent to the
server in the simultaneous communication model, as we show.
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1.1.2.3

Turnstile Streaming Model

Finally, we note that implementing the cluster-cluster joining algorithm of [13] in the turnstile
streaming model gives an algorithm for computing a multiplicative (2k − 1)-spanner with
(bk/2c + 1) passes and Õ(n1+1/k ) space. Our algorithm follows the techniques of [3], but
implements a different version of the Baswana-Sen algorithm than they do, which allows us
to save on the number of passes. Previously, in the regime of a small constant number of
passes, [40] gave an algorithm for computing multiplicative spanners with distortion 2k in
Õ(n1+1/k ) space with two passes. Our result improves upon this in the distortion for k = 3,
achieving an optimal space-distortion tradeoff.

2

Preliminaries

We use [n] to denote {1, . . . , n}. We often use capital letters X, Y , . . . for sets, vectors, or
random variables, and lower case letters x, y, . . . for specific values of the random variables
X, Y , . . . . For a set S, we use |S| to denote the size of S.
Let G = (V, E) be an undirected graph, where V is the vertex set and E is the edgeset.
Let n = |V | and m = |E| denote the number of vertices and the number of edges, respectively.
For a pair of vertices u, v in G, the distance between u and v is denoted by dG (u, v), which
indicates the length of the shortest path connecting u to v. The results in this paper are for
unweighted graphs, thus the length of a path is equal to the number of edges is contains.
We will also assume in this paper that s  n, e.g. s = O(nε ) for a small constant ε: this
is typically the case in practice, as well as the interesting regime for most of our bounds.
As for messages and communication, we assume that all communication is measured in
terms of bits. All logarithms in this paper are base 2.
We make use of the Set Disjointness problem in the message-passing model, see, e.g., [17].
I Definition 1 (DISJn,s ). There are s players and each of them holds a set Xi ⊆ [n], and
Ts
the goal is to determine whether i=1 Xi is empty or not.
Recently in [14], the authors obtained a tight lower bound for this problem.
I Theorem 2 ([14], Theorem 1.1). For every δ > 0, n ≥ 1 and s = Ω(log n), the randomized
communication complexity of set disjointness in the message-passing model is Ω(sn) bits.
That is, for every randomized protocol which succeeds with probability at least 2/3 on any
given set of inputs, there exists a set of inputs and random coin tosses of the players which
causes the sum of message lengths of the protocol to be Ω(sn) bits. Further, for any s ≥ 2,
the randomized communication complexity of set disjointness is Ω(n) ([37]).

3

Additive Spanners

In this section we study how to compute additive spanners of graphs in the message-passing
model. Recall the definition of additive spanners.
I Definition 3 (Additive spanners). Given a graph G, a subgraph H is an additive β-spanner
for G if for all u, v ∈ V , dG (u, v) ≤ dH (u, v) ≤ dG (u, v) + β, where dG (u, v) and dH (u, v)
are lengths of the shortest paths in G and H, respectively.

3.1

Additive 2-Spanners with Duplication

As a warmup, we first consider the case when β = 2, and edge duplication is allowed. We
will show the following:
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I Theorem 4. The optimal communication cost of the additive 2-spanner problem with edge
duplication in the message passing model is Θ̃(sn3/2 ) bits.
The following lemma is well known and follows from Theorem 2 of [33].
I Lemma 5. For every n, there is a family of graphs on n vertices with Θ(n3/2 ) edges and
girth at least 6.
It is easy to see that if a graph G has girth 6, then G is the only possible spanner for G.
Thus, we can tell whether a subgraph H of G is all of G or not just by looking at a valid
spanner of H. We use this fact to reduce the set disjointness problem to the problem of
computing spanners. We state our reduction in the following general lemma:
I Lemma 6. Let R be a binary relation between graphs and members of a set P. Suppose
there is a family of graphs {Gn }n such that Gn has n vertices and f (n) edges, and:
1. pn is the unique member of P with (Gn , pn ) ∈ R
2. for any proper subgraph H of Gn , (H, pn ) 6∈ R
Then for a graph G on n vertices, the communication complexity in the edge duplication case
of computing p such that (G, p) ∈ R is Ω(sf (n)) bits.
For concreteness, in this example we may think of P as the set of all graphs, and define
R to be the set of pairs (G, S) such that S is an additive 2-spanner of G.
Proof. We reduce from the set disjointness problem in the message-passing model. Given an
instance of set disjointness with s players each holding Xi ⊆ [f (n)], we create a graph Gn
on n vertices. We give player i the edge indexed by j if j 6∈ Xi . If the coordinator outputs
T
T
p = pn , we output that i Xi 6= ∅, otherwise we output that i Xi = ∅. The coordinator
outputs pn if and only if all the edges of Gn are present among the players, which is the case if
T
6 ∅. Therefore this procedure correctly decides set disjointness. Theorem
and only if i Xi =
2 implies a Ω̃(sf (n)) bit lower bound for the communication cost of computing p.
J
Together, these pieces yield the following:
Proof of Theorem 4. For the lower bound, we observe that for a graph G as in Lemma
5 removing any edge (u, v) increases the distance from u to v to at least 5, and thus the
only additive-2 spanner of G is G itself. By Lemma 6 with P as the set of all graphs and
R as the set of pairs (G, H) such that H is an additive 2-spanner of G, we immediately
have that the communication cost of finding a subgraph that is an additive 2-spanner is
Ω̃(s|E(G)|) = Ω̃(sn3/2 ).
For the upper bound, one can show that the well known algorithm of [26] for computing
additive 2-spanners can be implemented in the message passing model with Õ(sn3/2 ) bits of
communication, even in the case of edge duplication. See the proof of Theorem 5 of [56] for
details.
J

3.2

Additive k-Spanners with Duplication

Unfortunately, we are not able to design algorithms with improved communication over the
above additive 2-spanners even if we allow for larger additive distortion, despite the existence
of algorithms for additive 6-spanners that achieve O(n4/3 ) edges [11, 54]. In this section,
we show a lower bound of Ω(sn4/3−o(1) ) on the communication of additive k-spanners via a
similar argument to the lower bound in Theorem 4.
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I Theorem 7. The randomized communication complexity of the additive k-spanner problem
with edge duplication is Ω(sn4/3−o(1) ).
Proof. The proof follows essentially from applying Lemma 6 on the extremal graph of [1],
with minor modifications. The details are in the appendix of the full version of the paper. J

3.3

Additive 2-Spanners without Duplication

We next show how to improve the upper bound of Theorem 4 when edges are not duplicated
across servers. We note that we can assume all servers know the degree of every vertex, since
this involves exchanging at most n numbers per player or O(ns log n) bits of communication.
This is negligible compared to the rest of the communication assuming s  n.
First we write down some simple lemmas that we will make use of multiple times. The
proofs of these can be found in the full version.
I Lemma 8. Let C be a collection of sets over a ground set U each of size at least t. If we
sample |Ut | log |C/δ| elements from U uniformly with replacement, with probability at least
1 − δ we sample at least one element from each set in C.
I Lemma 9. The deterministic communication complexity of computing a BFS (breadth first
search) tree from a given node in the message passing model (with our without duplication)
is Õ(sn).
We are ready to state the main algorithm of this section:
I Theorem 10. The randomized communication complexity of the additive-2 spanner problem
√
without edge duplication is Õ( sn3/2 ).
Algorithm 1 +2 spanner without edge duplication.

Input: G = (V, E).
Output: H, +2 spanner of G.
√
1: V1 = {x ∈ V : degree of x ≤ sn}.
2: Each player sends the coordinator all edges adjacent to V1 . The coordinator aggregates
these and compiles the set E1 = {(u, v) ∈ E : u ∈ V, v ∈ V1 }.
pn
3: The coordinator samples 2 log n ·
s vertices uniformly at random with replacement
from V , and let R denote the sampled vertex set.
4: Grow a BFS tree Tx from each x ∈ R, let E(Tx ) be its edge set.
S
5: F = E1 ∪ x∈R E(Tx ).
6: return H = (V, F ).

Proof. First we will show this algorithm provides a +2 spanner of G with constant probability.
√
Consider the set V \ V1 of vertices with degree ≥ sn. Let E denote the event that R
contains at least one vertex from the neighborhood of every vertex in this set. Applying
Lemma 8 with U = V , with C as the collection of neighborhoods of vertices in V \ V1 , and
√
with t = sn, we have that E occurs with probability at least 1 − o(1).
Now for an arbitrary pair of vertices u, v, let us consider the shortest path P connecting
them in G. Suppose an edge (x, y) ∈ P is missing from E1 . This implies that both x and y
√
are in V \ V1 and have degree strictly larger than sn. If E holds, then x has a neighbor w
sampled in R. Then:
dH (u, v) ≤ dH (u, w) + dH (w, v) ≤ dG (u, w) + dG (w, v)
≤ dG (u, x) + 1 + dG (x, v) + 1 = dG (u, v) + 2

(1)
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Above the first and third line follow from the triangle inequality, the second holds since H
includes a BFS-tree rooted at w, and the last line since x is on the shortest path between u
and v.
√
Next we bound the communication. Line 2 requires Õ( sn3/2 ) p
communication since each
edge is in N (V1 )pis sent exactly once. By Lemma 9, growing log n n/s BFS trees on line 4
√
requires Õ(sn · n/s = sn3/2 ) communication as well. Thus the total communication is
√ 3/2
Õ( sn ).
J
√
We will later show that this is nearly optimal by showing a lower bound of Ω( sn3/2 )
for the weaker problem of computing a multiplicative 3-spanner in Theorem 16 later in
the paper.

3.4

Additive k-Spanners without Duplication

We now study the additive spanner problem with larger distortion in the without duplication
model. Unfortunately, we are not able to get tight tight results in this setting, and closing
this gap remains and outstanding question.
A lower bound of Ω(n4/3−o(1) ) on the communication complexity follows from the strong
incompressibility result of additive spanners in Theorem 2 of [1], the proof for which can be
found in the full version.
I Theorem 11. The randomized communication complexity of the additive k-spanner problem
without edge duplication is Ω(n4/3−o(1) + sn).
On the algorithms side, we generalize√the additive 2-spanner algorithm, showing that the
communication drops off by a factor of k for larger additive distortions k.
I Theorem 12. The randomized
complexity of the additive k-spanner problem
p communication
3/2
without edge duplication is Õ( s/kn + snk).
Algorithm 2 +k spanner without edge duplication.

Input: G = (V, E)
Output: H, +s spanner of G p
1: V1 = {x ∈ V : degree of x ≤
sn/k}, E1 = {(u, v) ∈ E : u ∈ V, v ∈ V1 }
p
2: Uniformly sample Õ( n/sk) + Õ(k) vertices from V , and let R1 denote the set of
sampled vertices.
3: Grow a BFS tree Tx from every x ∈ R1 , E2 = {e ∈ E : e ∈ Tx for some x ∈ R1 }.
p
4: Uniformly sample Õ( kn/s) vertices from V , and let R2 denote the sampled vertices.
5: Grow a truncated BFS tree Tx from every x ∈ R2 , such that |Tx | = n/k. (In
the last level of building the tree, arbitrarily include edges until |Tx | = n/k.) Let
E3 = {e ∈ E : e ∈ Tx for some x ∈ R2 }
6: F ← E1 ∪ E2 ∪ E3
7: return H = (V, F )

Proof. We will first show that Algorithm 2 gives an additive k-spanner with probability at
least 1 − o(1), then argue that it achieves the stated communication complexity. We may
assume that k ≥ 6, since otherwise Theorem 10 directly implies the claim. For convenience,
let N` (e) denote the set of vertices within ` hops of either of the endpoints of e. Suppose
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p
we have added only the edges E1 which are adjacent to vertices of degree at most sn/k,
which is the case at the end of line 3, and consider the shortest path P in G between an
arbitrary pair of vertices u, v. Let D be the set of edges of P missing from E1 .
Case 1: |D| ≥ k
Since P is a simple path and we have already
included√all edges adjacent to low-degree
p
vertices, there are collectively at least k sn/k/2 = Ω( snk) vertices in the union of the
N1 (e) for all e missing from P . Let E1 be the event that R1 contains a vertex from this
neighborhood for every choice of u, v with at least k missing path edges. If E1 holds, since
in line 5 we include a BFS tree from each sampled vertex, this implies that the returned
H is a +2 spanner for each such pair of u, v by the same reasoning as in the proof of
Theorem 10.
Case 2: |D| < k
In what follows, we will argue that our construction either bridges each missing e =
(u0 , v 0 ) ∈ D with a 2-hop path, or places the root of a full BFS within distance 3 of P . If
all e ∈ D are bridged by 2-hop paths, we will argue that these paths are contained in
truncated BFS trees included in line 5. Since there are at most k edges missing from
P , and since the distance between the endpoints of e changes from dG (u0 , v 0 ) = 1 to
dH (u0 , v 0 ) = 2, we will have that dH (u, v) ≤ dG (u, v) + k. On the other hand if there is a
BFS tree center a within distance 3 of u0 , then by the triangle inequality
dH (u, v) ≤ dH (u, a) + dH (a, v)
≤ dG (u, u0 ) + dG (u0 , a) + dG (a, u0 ) + dG (u0 , v)
0

(2)

0

≤ dG (u, u ) + dG (u , v) + 3 + 3 = dG (u, v) + 6
and since we may assume that k ≥ 6, we will again have that dH (u, v) ≤ dG (u, v) + k.
Let E2 denote the event that R2 samples a vertex ue in N1 (e) for every missing edge e.
Furthermore, let E3 denote the event that R1 samples at least one vertex ve from N2 (ue )
for every edge e for which |N2 (ue )| ≥ n/k. If E2 and E3 both hold, then:
Case a: for all e ∈ D, we have N2 (ue ) ≤ n/k
By E2 , there is a truncated BFS center in N1 (e) for all e ∈ D that reaches both
endpoints of e. So all missing edges have 2-hop paths.
Case b: For some e ∈ D, we have N2 (ue ) > n/k
By E3 , there is a full BFS center ve in N2 (ue ), which is at a distance at most
dG (P, ve ) ≤ dG (P, ue ) + dG (ue , ve ) ≤ 1 + 2 = 3

(3)

of P .
By the arguments above, this sub-case analysis implies that H is a +s spanner for all
u, v for which at most s edges are missing from P .
It remains to show that E1 , E2 and E3 hold simultaneously with probability 1 − o(1). All
three can be made to hold individually with probability 1 − o(1) by applying Lemma 8, and
this will determine the Õ factors in Algorithm 2. By a union bound all three events hold
simultaneously with probability 1 − o(1).
We now
p consider the communication complexity. Identifying the verticespof degree
3/2
at most sn/k and communicating their incident edges in line 2 requires Õ(
)
p s/kn
3/2
communication. By Lemma 9 the full BFS trees constructed in line 3 require Õ( s/kn +
snk) communication. Similarly, the truncated
BFS trees found in step 8 require Õ(sn/k)
p
3/2
communication
each,
for
a
total
of
Õ(
s/kn
). Adding, we obtain an upper bound of
p
Õ( s/kn3/2 + snk).
J
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Multiplicative Spanners

In this section we study how to compute multiplicative spanners of graphs in the messagepassing model. Recall the definition of multiplicative spanners.
I Definition 13 (Multiplicative spanners). Given a graph G, a subgraph H is a multiplicative
α-spanner for G if for all vertex pairs u, v ∈ V , dH (u, v) ≤ α · dG (u, v). where dG (u, v) and
dH (u, v) are the shortest path distances in G and H respectively.

4.1

Multiplicative (2k − 1)-Spanners with Duplication

One can show that the classic greedy algorithm for computing multiplicative (2k − 1)spanners can be implemented to match the a lower bound that follows the same techniques
as Theorem 4:
I Theorem 14. The communication cost of the multiplicative (2k − 1)-spanner problem with
edge duplication is Õ(sn1+1/k ). Under Erdős’ girth conjecture [30], the bound is tight, in
other words the cost is Θ̃(sn1+1/k ).
The details can be found in the full version.

4.2

Multiplicative (2k − 1)-Spanners without Duplication

For k = 2, the additive 2-spanner algorithm of Theorem 10 immediately gives us a multiplic√
ative (2k − 1) = 3-spanner algorithm with Õ( sn3/2 ) communication. We show that this
bound is in fact tight. We will use the following fact about bipartite biregular graphs follows
from Theorem 2 of [57] by taking an appropriate subgraph of their construction:
p
√
I Corollary 15. Let s, n be such that sn be a prime power and n/s is an integer. Then,
there exists a bipartite biregular graph of girth 6 on Θ(n) vertices where one side has
p size
√
Θ(n/s) with common degree sn and one side with size Θ(n) with common degree n/s.
Using this extremal graph, we obtain the following theorem:
I Theorem 16. The randomized communication cost of the multiplicative 3-spanner problem
√
without edge duplication is Ω( sn3/2 ).
Proof. Recall the graph Z from Corollary 15 and let U be the partite set with Θ(n/s) vertices
√
and
set with Θ(n) vertices and common degree
p common degree sn and let V be the partite
√
3/2
:=
n/s. Note that this graph has m
Θ(n / s). We will reduce s player set disjointness
on m elements to the problem of finding multiplicative 3-spanners without edge duplication.
Consider s copies of the vertex sets U 1 , U 2 , . . . , U s , each belonging to each of the s players,
as well as one copy of the vertex set V belonging to the coordinator. Now given an instance
of set disjointness with s players each holding a set Xi ⊆ [m], we define our input graph
G by giving the ith player the edge indexed by j ∈ [m] if and only if j ∈
/ Xi . That is, if
{a, b} ∈ Z is the edge indexed by j, then we give P i the edge {(a, i), b}, where (a, i) ∈ U i is
the copy of the vertex a ∈ U and b is the single copy of the vertex b ∈ V that belongs to
the coordinator. Note that this graph consists of Θ(n) vertices for the one copy of V and
√
Θ(s · n/s) = Θ(n) for the s copies of U , and Θ( sn3/2 ) edges without duplication.
We now show that the s sets Xi simultaneously intersect if and only if there is an edge
{a, b} ∈ Z that is missing from all s copies of the graph Z in the spanner H. It’s clear that
Ts
if j ∈ i=1 Xi , then the edge {a, b} ∈ Z indexed by j cannot be in the spanner H. Now
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U1
U2
..
.

V

Us
Figure 1 Our hard input instance.

suppose that no copy of the edge {a, b} ∈ Z indexed by j is in the spanner H and suppose for
contradiction that j ∈
/ Xi for some i, that is, the edge {a, b} ∈ G belonged to some player P i .
We claim that there is no path of length at most 3 in the spanner H, contradicting that H is
a multiplicative 3-spanner. Indeed, suppose for contradiction that a path (a, i), v1 , (v2 , i0 ), b
were in the spanner. Then v1 6= b since we assumed that there were no copies of {a, b} in the
spanner, and similarly, v2 6= a. Then since {a, b} is also an edge of Z, this implies that there
is a 4-cycle a, v1 , v2 , b in Z, which contradicts that Z is of girth 6.
We thus conclude that the randomized communication complexity of this problem is
 3/2 
√
n
(4)
Ω(sm) = Ω s √
= Ω( sn3/2 ),
s
as desired.

J

I Remark 17. For bipartite biregular graphs of larger girth, the optimal size of the graph is
unknown. However, a simple counting argument known as the Moore bound gives a lower
bound on the number of vertices of a bipartite biregular graph of prescribed bidegree and
girth [35, 32, 6], which shows limitations of the above technique for proving communication
lower bounds for multiplicative spanners of larger distortion. More specifically, let g = 2k + 2
be the girth and let the two degrees be {d, sd} (as we require one side of the bipartite graph
to be of size Θ(n/s) in our proof technique). Then the Moore bound states that when k is
odd, then the number of vertices is at least


n = Ω (sd)(k+1)/2 d(k−1)/2 = Ω(s(k+1)/2 dk )
(5)
which implies that we can’t get a bound better than Ω(sdn) = Ω(s1/2−1/2k n1+1/k ). We will
in fact be able to show this bound under the Erdős girth conjecture for all k, as we show
next. On the other hand, when k is even, then the Moore bound is
n = Ω((sd)k/2 dk/2 ) = Ω(sk/2 dk )

(6)

which implies that the best we can do is Ω(sdn) = Ω(s1/2 n1+1/k ), which is slightly better
than the previous bound. However, it is known that these Moore bounds are not tight
everywhere, and counterexamples exist in some limited parameter regimes, e.g. Theorem 4
of [24].
Finally, we note that more robust versions of the Moore bound have been shown for
bipartite biregular graphs [35], where an analogue of the above bound holds even for irregular
graphs.
For k ≥ 3, one can implement the multiplicative spanner algorithm of [13] to get
asymptotically better dependence on the number of servers s than the lower bound of
Theorem 14. This separates the with edge duplication model from the without duplication
model for all k, given the lower bound of Theorem 14.
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Figure 2 Converting an instance with edge duplication to one without.

I Theorem 18. For k ≥ 3, the randomized communication complexity of the multiplicative
(2k − 1)-spanner problem without edge duplication is Õ(ks1−2/k n1+1/k + snk).
Furthermore, this algorithm can be made deterministic with small modifications, essentially by having the players send Õ(s1−2/k n1+1/k ) edges that allows for the coordinator to
do the randomized part by themselves, which can then in turn be done deterministically by
brute force.
I Theorem 19. For k ≥ 3, the deterministic communication complexity of the multiplicative
(2k − 1)-spanner problem without edge duplication is Õ(ks1−2/k n1+1/k + snk).
The details for both of these algorithms can be found in the full version.
We also show that in this model, a polynomial dependence on the parameter s is necessary.
Specifically, we prove a Ω(s1/2−1/2k n1+1/k ) lower bound via a reduction from the lower bound
for the multiplicative (2k − 1)-spanner problem with duplication. The lower bound matches
the algorithm of Theorem 18 exactly for k = 3 up to polylog factors, giving a communication
complexity of Θ̃(s1/3 n4/3 ) in this case. For general k, the bounds are off by a factor of
Õ(s1/2−3/2k ). Interestingly, this technique is not able to get us tight results for k = 2, giving
a lower bound of Ω(s1/4 n3/2 ) instead.
I Theorem 20. Under Erdős’ girth conjecture, the randomized communication cost of the
multiplicative (2k − 1)-spanner problem without edge duplication is Ω(s1/2−1/2k n1+1/k + sn).
√
Figure 2 illustrates the main idea of the proof: we can split vertices into s different
vertices so that an instance with edge duplication on n vertices can be converted into one
√
with sn vertices without duplication. Proofs for the lower and upper bounds are detailed
in the full version.

4.3

Simultaneous Communication of Multiplicative (2k − 1)-Spanners

We now prove our results for simultaneous communication for multiplicative (2k −1)-spanners.
Our algorithm comes from observing that for multiplicative spanners, each server can
just locally compute a multiplicative (2k − 1)-spanner of size O(n1+1/k ) and send it to the
server for a Õ(sn1+1/k ) communication algorithm, which turns out to be optimal.
I Theorem 21. The deterministic simultaneous communication complexity of multiplicative
(2k − 1)-spanners problem with duplication is Õ(sn1+1/k ).
To prove the lower bound, we will make use of the following lemma.
I Lemma 22. Let s = o(n1/3−1/3k ). Then under the Erdős girth conjecture, there exist s
pairwise edge-disjoint graphs E1 , E2 , . . . , Es on n vertices and Θ(n1+1/k ) edges, each of girth
2k + 2.
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Proof. Under the Erdős girth conjecture, there exists a graph G on n vertices with Θ(n1+1/k )
edges and girth 2k + 2. We now choose the s pairwise edge-disjoint graphs on n vertices as
follows. First draw a random permutation of G for each server P j for j ∈ [s] by drawing
a random permutation πj : [n] → [n] of the vertices and giving the server P j the edge set
{{πj (u), πj (v)} : {u, v} ∈ E(G)}. To get pairwise edge-disjoint graphs, we now just delete
any shared edges to produce our final edges Ej for j ∈ [s].
Note that any subgraph of G also has girth at least 2k−1, so Ej has girth at least 2k+2 for
all j ∈ [s]. It remains to show that in our parameter regime, this yields graphs of the desired
size. Fix two distinct players P i , P j and edges e1 ∈ Ei and e2 ∈ Ej . Then, the probability
that e1 collides with e2 is (n − 2)!/n! = 1/n(n − 1) and thus the expected number of edges
shared between P i and P j is n1+1/k n1+1/k /n(n − 1) = Θ(n2/k ). By Markov’s inequality, we
delete O(s2 n2/k ) edges between these two players with probability at least 1 − O(s−2 ). By the
union bound, this is true simultaneously for all pairs of players with positive probability. In
this event, each player deleted at most s·O(s2 n2/k ) = O(s3 n2/k ) = o(n1−1/k n2/k ) = o(n1+1/k )
edges, so each player still has a graph of size Θ(n1+1/k ).
J
Our lower bound now comes from either giving each of the players the above graphs with
probability 1/2, or giving only one player one of the above graphs with probability 1/2. The
intuition is as follows. When a player is the only one with a graph, then they must send their
entire graph, while this is not the case when everyone has a graph. However, the players do
not know whether everyone else has a graph or not, and therefore must always send their
input graph whenever they get one.
I Theorem 23. The randomized simultaneous communication complexity of multiplicative
(2k − 1)-approximate distance oracle problem without duplication is Ω(sn1+1/k ).
The above intuition is formalized in the full version.

4.4

Multiplicative (2k − 1)-Spanners in the Dynamic Streaming Model

Finally, we note that implementing the Baswana-Sen cluster-cluster joining algorithm [13] in
the turnstile streaming model gives a (bk/2c + 1)-pass algorithm.
I Theorem 24. There exists an algorithm for constructing a multiplicative (2k − 1)-spanner
using Õ(n1+1/k ) space and bk/2c + 1 passes in the dynamic streaming model.
The space-distortion tradeoff here is optimal under the Erdős girth conjecture, as graphs
given by this conjecture must output themselves as spanners, which takes Ω(n1+1/k ) bits of
space.

5

Conclusions

We initiated the study of communication versus spanner quality in the message-passing model
of communication, in which the edges of a graph are arbitrarily distributed, with or without
duplication, across two or more players, and the players wish to execute a low communication
protocol to compute a spanner. We believe there are several surprising aspects of these
problems illustrated by our work, illustrating separations between models with and without
edge duplication.
One open question is whether it is possible to obtain an additive spanner with constant
distortion with O(n4/3 ) communication for constant s. We show it is possible to obtain
O(n3/2 ) communication and constant distortion, but in the non-distributed setting it is
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possible to obtain an additive 6-spanner with O(n4/3 ) edges. Since known constructions
involve computing many partial breadth-first search trees, we are not able to implement
them in the message-passing model, nor are we able to exploit any of the literature for
computing distributed BFS trees (see, e.g., [8]), without spending Ω(n2 ) communication
in the message-passing model. Yet another question is to extend our techniques to other
notions of spanners, such as distance preservers [21] or mixed additive and multiplicative
spanners [29]; see also the (k, k − 1) spanners in [11].
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Abstract
Given a random n × n symmetric matrix W drawn from the Gaussian orthogonal ensemble (GOE),
we consider the problem of certifying an upper bound on the maximum value of the quadratic form
x> W x over all vectors x in a constraint set S ⊂ Rn . For a certain class of normalized constraint
sets we show that, conditional on a certain complexity-theoretic conjecture, no polynomial-time
algorithm can certify a better upper bound than the largest eigenvalue of W . A notable special
√
case included in our results is the hypercube S = {±1/ n}n , which corresponds to the problem of
certifying bounds on the Hamiltonian of the Sherrington-Kirkpatrick spin glass model from statistical
physics. Our results suggest a striking gap between optimization and certification for this problem.
Our proof proceeds in two steps. First, we give a reduction from the detection problem in the
negatively-spiked Wishart model to the above certification problem. We then give evidence that this
Wishart detection problem is computationally hard below the classical spectral threshold, by showing
that no low-degree polynomial can (in expectation) distinguish the spiked and unspiked models. This
method for predicting computational thresholds was proposed in a sequence of recent works on the
sum-of-squares hierarchy, and is conjectured to be correct for a large class of problems. Our proof
can be seen as constructing a distribution over symmetric matrices that appears computationally
indistinguishable from the GOE, yet is supported on matrices whose maximum quadratic form over
x ∈ S is much larger than that of a GOE matrix.
2012 ACM Subject Classification Theory of computation → Computational complexity and cryptography
Keywords and phrases Certification, Sherrington-Kirkpatrick model, spiked Wishart model, lowdegree likelihood ratio
Digital Object Identifier 10.4230/LIPIcs.ITCS.2020.78
Funding Afonso S. Bandeira: Part of this work was done while with the Courant Institute of
Mathematical Sciences and the Center for Data Science at New York University and supported by
NSF grants DMS-1712730, DMS-1719545, and by a grant from the Sloan Foundation.
Dmitriy Kunisky: Partially supported by NSF grants DMS-1712730 and DMS-1719545.
Alexander S. Wein: Partially supported by NSF grant DMS-1712730 and by the Simons Collaboration
on Algorithms and Geometry.
Acknowledgements We thank Andrea Montanari and Samuel B. Hopkins for insightful discussions.
© Afonso S. Bandeira, Dmitriy Kunisky, and Alexander S. Wein;
licensed under Creative Commons License CC-BY
11th Innovations in Theoretical Computer Science Conference (ITCS 2020).
Editor: Thomas Vidick; Article No. 78; pp. 78:1–78:29
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

78:2

Computational Hardness of Certifying Bounds on Constrained PCA Problems

1

Introduction

An important phenomenon in the study of the computational aspects of random problems
is the appearance of statistical-to-computational gaps, wherein a problem may be solved by
an inefficient algorithm – typically a brute-force search – but empirical evidence, heuristic
formal calculations, and negative results for classes of powerful algorithms all suggest that
the same problem cannot be solved by any algorithm running in polynomial time. Many
examples of this phenomenon arise from Bayesian estimation tasks, in which the goal is to
recover a planted signal from noisy observations. Bayesian problems exhibiting statistical-tocomputational gaps in certain regimes include graph problems such as community detection
[16], estimation for models of structured matrices and tensors [42, 30], statistical problems
arising from imaging and microscopy tasks [53, 10], and many others. A different family
of examples comes from random optimization problems that are signal-free, where there is
no “planted” structure to recover; rather, the task is simply to optimize a random objective
function as effectively as possible. Notable instances of problems of this kind that exhibit
statistical-to-computational gaps include finding a large clique in a random graph [33], finding
a submatrix of large entries of a random matrix [25], or finding an approximate solution to a
random constraint satisfaction problem [1].
In this paper, we study a problem from the latter class, namely the problem of maximizing
the quadratic form x> W x over a constraint set x ∈ S ⊂ Rn , where W is a random matrix
drawn from the Gaussian orthogonal ensemble,1 W ∼ GOE(n). Unlike previous works that
have studied whether an efficient algorithm can optimize and find x = x(W ) that achieves a
large objective value, we study whether an efficient algorithm can certify an upper bound
on the objective over all x ∈ S. In the notable case of the Sherrington-Kirkpatrick (SK)
√
Hamiltonian [59, 49], where S = {±1/ n}n , while there is an efficient algorithm believed
to optimize arbitrarily close to the true maximum [46], we give evidence – based on the
low-degree likelihood ratio recently studied in the sum-of-squares literature [9, 31, 29, 28],
which we describe in Section 2.4 – that there is no efficient algorithm to certify an upper
bound that improves on a simple spectral certificate. Thus, the certification task for this
problem appears to exhibit a statistical-to-computational gap, while the optimization task
does not.

1.1

Computational tasks in random optimization problems

To formalize the above discussion, consider a generic random optimization problem:
maximize fω (x)
subject to x ∈ S
where
ω ∼ P,

(1)

for P a probability distribution over some set of problem instances Ω. We will contrast
two important computational tasks in this setting. The first, most obvious task is that of
optimization, producing an algorithm that computes algopt : Ω → S such that fω (algopt (ω))
is as large as possible (say, in expectation, or with high probability as the size of the
problem diverges).
Another task is that of certification, producing instead an algorithm that computes a
scalar algcert : Ω → R, such that for all ω ∈ Ω and all x ∈ S we have fω (x) ≤ algcert (ω). The
main challenge specific to certification is that algcert must produce a valid upper bound on
1

Gaussian orthogonal ensemble (GOE): W is symmetric with Wij = Wji ∼ N (0, 1/n) for i 6= j and
Wii ∼ N (0, 2/n), all independent.
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fω for every possible instance ω ∈ Ω, no matter how unlikely ω is to occur under P. Subject
to this requirement, we seek to minimize algcert (ω) (again, in a suitable probabilistic sense
when ω ∼ P). Convex relaxations are a common approach to certification, where S is relaxed
to a convex superset S 0 ⊃ S over which it is possible to optimize exactly and efficiently
using convex optimization. Often, such algorithms admit an alternative interpretation of
proving a bound on fω (x) in some limited proof system (see, e.g., [27] for such discussion of
sum-of-squares algorithms).
If x? = x? (ω) is the true maximizer of fω , then for any pair of optimization and
certification algorithms as above, we have
fω (algopt (ω)) ≤ fω (x? ) ≤ algcert (ω).

(2)

Thus, in the case of a maximization problem, optimization algorithms approximate the true
value fω (x? ) from below, while certification algorithms approximate it from above. We
are then interested in how tight either inequality can be for random problems of growing
dimension. Of course, we can achieve “perfect” optimization and certification (equality on
either side of (2)) by exhaustive search over all x ∈ S, but we are interested in whether this
is still possible when we restrict our attention to computationally-efficient algorithms.
To make these definitions concrete, we review an instance of each type of algorithm for
the problem of optimizing the Sherrington-Kirkpatrick Hamiltonian.
I Example 1.1. The “SK problem” is the random optimization problem
maximize x> W x
√
subject to x ∈ {±1/ n}n
where
W ∼ GOE(n).

(3)

Here, two related spectral algorithms give simple examples of algorithms for both optimization
and certification. For certification, writing λmax for the largest eigenvalue of W , we may use
the bound
x> W x ≤ λmax · kxk2 = λmax ≈ 2
(4)
√ n
for all x ∈ {±1/ n} , whereby λmax is a certifiable upper bound on (3). From classical
random matrix theory (see, e.g., [5]), it is known that λmax ≈ 2 as n → ∞.
For optimization, for vmax the eigenvector of λmax , we may take x = x(W ) :=
√
sgn(vmax )/ n where sgn denotes the {±1}-valued sign function, applied entrywise. The
vector vmax is distributed as an uniform random unit vector in Rn , so the quality of this
solution may be computed as




1
kvmax k21
1
4
x> W x = λmax · hx, vmax i2 + O √
= λmax ·
+O √
≈ ≈ 1.2732 (5)
n
π
n
n
P
with high probability as n → ∞. (The error in the first equation is obtained as i λi hvi , xi2 ≈
1
2
n Tr(W )(1 − hvmax , xi ), where the sum is over all eigenvectors vi except vmax . This analysis
appeared in [3], an early rigorous mathematical work on the SK model.)
On the other hand, deep results of statistical physics imply that the true optimal value
approaches
>

x? W x? ≈ 2P∗ ≈ 1.5264

(6)

as n → ∞, where the constant P∗ is expressed via the celebrated Parisi formula for the free
energy of the SK model [50, 49, 62]. The approximate value we give above was estimated
with numerical experiments in previous works (see, e.g., [51, 15]).
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Thus, neither for optimization nor for certification does the naive spectral algorithm achieve
the optimal value, which suggests the question: can more sophisticated algorithms improve
on the spectral algorithm for either task? For optimization, the recent result of [46] implies,
assuming a widely-believed conjecture from statistical physics, that for any ε > 0 there exists
a polynomial-time optimization algorithm achieving with high probability a value of 2P∗ − ε
on the SK problem.2 On the other hand, there are few results addressing certification in
the SK problem. The only previous work we are aware of in this direction is [48], where a
simple semidefinite programming relaxation (which coincides with degree-2 sum-of-squares)
is shown to achieve the same value as the spectral certificate (4). More recently (after the
initial appearance of this paper) the same was shown for degree-4 sum-of-squares [39, 45].

1.2

Our contributions

The main result of this paper, which we now state informally, gives formal evidence that for
the SK certification problem, the simple spectral certificate (4) is optimal among efficient
algorithms. See Corollary 3.8 for the precise statement.
I Theorem 1.2 (Informal). Conditional on the correctness of the low-degree likelihood ratio
method (see Section 2.4), for any ε > 0, there is no polynomial-time algorithm that certifies
the upper bound 2 − ε on the SK problem (3) with probability 1 − o(1) as n → ∞.
In fact, we expect that there is not even a subexponential-time algorithm; see Remark 3.6.
Theorem 1.2 reveals a striking gap between optimization and certification: it is possible
to efficiently give a tight lower bound on the maximum objective value by exhibiting a
solution x, but it seems impossible to efficiently give a tight upper bound. In other words,
an algorithm can efficiently find a near-optimal solution, but cannot be sure that it has done
√
so. The same result also holds for a wide variety of constraints other than x ∈ {±1/ n}n
(see Corollary 3.8). Due to the high-dimensional setting of the problem, we expect the value
of an optimal certification algorithm to concentrate tightly; thus we expect Theorem 1.2 to
still hold if 1 − o(1) is replaced by any positive constant.
Our result has important consequences for convex programming. A natural approach for
optimizing the SK problem (3) would be to use a convex programming relaxation such as a
semidefinite program based on the sum-of-squares hierarchy [60, 52, 41] (see [55] for a survey).
Such a method would relax the constraints of the SK problem to weaker ones for which
the associated optimization problem can be solved efficiently. One can either hope that the
√
relaxation is tight and gives a valid solution x ∈ {±1/ n}n (with high probability), or use a
rounding procedure to extract a valid solution from the relaxation. The optimal value of any
convex relaxation of (3) provides an upper bound on the optimal value of (3) and therefore
gives a certification algorithm. Thus Theorem 1.2 implies that (conditional on the correctness
of the low-degree likelihood ratio method) no polynomial-time convex relaxation of (3) can
have value ≤ 2 − ε (resolving a question posed by [32]) and in particular cannot be tight.3 As
a result, we expect that natural relax-and-round approaches for optimization should fail to
find a solution of value close to 2P∗ . This would suggest a fundamental weakness of convex
programs: even the most powerful convex programs (such as sum-of-squares relaxations)

2

3

The work [46] builds on that of [2, 61], and these works taken together formalize the heuristic idea from
statistical physics that optimization is tractable for certain optimization problems exhibiting full replica
symmetry breaking.
Our results suggest that Ω(n1−o(1) ) rounds of sum-of-squares are required to certify a value 2 − ε; see
Remark 3.6.
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seem to fail to optimize (3), even though other methods succeed (namely, the message-passing
algorithm of [46]).4 An explanation for this suboptimality is that convex relaxations are
actually solving a fundamentally harder problem: certification.

1.3

Related work

A related example of an optimization–certification gap comes from random constraint
satisfaction problems (CSPs).
I Example 1.3. In random MAX-3SAT, the decision variable is a boolean vector x ∈ {0, 1}n ,
and the optimization task is to maximize the number of satisfied clauses C1 , . . . , Cm , each
of which is a boolean expression of the form Ci = ai1 ∨ ai2 ∨ ai3 where each aij is chosen
uniformly among the xi and their boolean negations. Let sC (x) denote the number of clauses
satisfied by x.
If m/n → ∞ as n → ∞, the optimal value maxx sC (x) is (7/8 + o(1))m with probability
1 − o(1) [11]. This is achieved by the trivial optimization algorithm that chooses a uniformly
random assignment x. On the other hand, sum-of-squares lower bounds suggest that it
is hard to certify even sC (x) < m unless m  n3/2 [26, 58, 38]. Along similar lines, a
well-known conjecture of Feige asserts this cannot be certified (by any certification algorithm)
in polynomial time for m/n an arbitrarily large constant [22].
As in the SK problem, there is an efficient algorithm for near-perfect optimization, while
there does not seem to be such an algorithm for near-perfect certification. However, here the
optimization algorithm is trivial (a random guess), so arguably a more natural optimization
task would be to achieve the best possible advantage over random guessing, assessing the
quality of a solution on a finer scale.
Prior work has used sum-of-squares lower bounds to argue for hardness of certification in
problems such as random CSPs [26, 58, 38], planted clique [19, 44, 9], tensor injective norm
[30, 29], graph coloring [8], community detection in hypergraphs [37], and others. These
results prove that the sum-of-squares hierarchy (at some degree) fails to certify. If sum-ofsquares fails at every constant degree (e.g., [9, 38, 29]), this suggests that all polynomial-time
algorithms should also fail. In our case, it appears difficult to prove such sum-of-squares
lower bounds for the SK problem, although recent work (appearing after the initial version
of this paper) has shown lower bounds at degree 4 [39, 45]. We instead take a new approach
based on a related heuristic for computational hardness, which we explain in Section 2.4. One
advantage of this approach over sum-of-squares is that it is substantially simpler. Perhaps
the prior work that is closest to our approach is [63], which also gives a reduction from a
hypothesis testing problem to a certification problem.

Overview of techniques
The proof of Theorem 1.2 has two parts. First, we give a reduction from hypothesis testing
in the negatively-spiked Wishart model [34, 6, 7, 54] to the SK certification problem. We then
use a method introduced in the sum-of-squares literature based on the low-degree likelihood
ratio [9, 31, 29, 28] to give formal evidence that detection in that negatively-spiked Wishart
model is computationally hard.

4

In contrast, simple rounded convex relaxations are believed to approximate many similar problems
optimally in the worst-case (rather than average-case) setting [36].
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In the spiked Wishart model, we observe either N i.i.d. samples y1 , . . . , yN ∼ N (0, In ),
√
or N i.i.d. samples y1 , . . . , yN ∼ N (0, In + βxx> ) where the “spike” x ∈ {±1/ n}n is a
uniformly random hypercube vector, and β ∈ [−1, ∞). The goal is to distinguish between
these two cases with probability 1−o(1) as n → ∞. In the negatively-spiked (β < 0) case with
√
β ≈ −1, this task amounts to deciding whether there is a hypercube vector x ∈ {±1/ n}n
that is nearly orthogonal to all of the samples yi . When N = Θ(n), a simple spectral method
succeeds when β 2 > n/N [6, 7], and we expect the problem to be computationally hard when
β 2 < n/N .
Let us now intuitively explain the relation between the negatively-spiked Wishart model
and the SK certification problem. Suppose we want to certify that
SK(W ) :=

max√
x∈{±1/ n}n

x> W x ≤ 2 − ε

where W ∼ GOE(n), for some small constant ε > 0. Since the eigenvalues of W approximately follow the semicircle distribution on [−2, 2] [64], we need to certify that the top
δn-dimensional eigenspace of W does not (approximately) contain a hypercube vector, for
a small δ > 0 depending on ε. In particular, we need to distinguish a uniformly random
δn-dimensional subspace (the distribution of the actual top eigenspace of W ∼ GOE(n)) from
a δn-dimensional subspace that contains a hypercube vector. Equivalently, taking orthogonal
complements, we need to distinguish a uniformly random (1 − δ)n-dimensional subspace
from a (1 − δ)n-dimensional subspace that is orthogonal to a hypercube vector. This is the
problem of detection in the negatively-spiked Wishart model with β ≈ −1 and N = (1 − δ)n,
and these parameters lie in the “hard regime” β 2 < n/N .
Formally, we construct a distribution D(n) over n × n symmetric matrices with SK(W ) ≥
2 − ε/2 when W ∼ D(n). This D(n) also has the property that, conditional on the hardness
of the above detection problem, it is computationally hard to distinguish W ∼ D(n) from
W ∼ GOE(n). The existence of such D(n) implies hardness of certification for the SK
problem, because if an algorithm could certify that SK(W ) ≤ 2 − ε when W ∼ GOE(n),
then it could distinguish D(n) from GOE(n).
Borrowing terminology from [65, 66], we refer to this idea of “planting” a hidden solution
(in our case, a hypercube vector x) in such a way that it is difficult to detect, as quiet
planting 5 . Our quiet planting scheme D(n) draws W ∼ GOE(n) and then rotates the top
eigenspace of W to align with a random hypercube vector x, while leaving the eigenvalues
of W unchanged. (The more straightforward planting scheme, W + (2 − ε/2)xx> with
W ∼ GOE(n), is not quiet because it changes the largest eigenvalue of W [23].) The
question of how to design optimal quiet planting schemes in general remains an interesting
open problem.
The final ingredient in our proof is to give formal evidence (in the form of the low-degree
likelihood ratio) that detection in the spiked Wishart model is computationally hard below
the spectral threshold. This consists of a calculation involving the projection of the likelihood
ratio (between the “null” and “planted” distributions) onto the subspace of low-degree
polynomials. This method suggests that the correct strategy for quiet planting is to match
the low-degree moments of the distributions D(n) and GOE(n). We discuss the details of
this method further in Section 2.4.
Our results on hardness in the spiked Wishart model may be of independent interest:
our low-degree calculations suggest that, for a large class of spike priors, no polynomial-time
algorithm can successfully distinguish the spiked and unspiked models below the classical

5

However, our notion of quiet planting is not quite the same as that of [65, 66].
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spectral threshold [6, 7], both in the negatively-spiked and positively-spiked regimes. (For
positive spikes there was existing evidence for this based on failure of approximate message
passing [24]; no such evidence was known for negative spikes.)

2
2.1

Background
Probability Theory

Our asymptotic notation (e.g., O(·), o(·)) always pertains to the limit n → ∞. Parameters
of the problem (e.g., β, γ, X , S) are held fixed as n → ∞. Thus the constants hidden by
O(·) and o(·) do not depend on n but may depend on the other parameters. When An is
a sequence of events in probability spaces with measures Pn , we say An holds with high
probability if Pn [An ] = 1 − o(1).
I Definition 2.1. A real-valued random variable π with E[π] = 0 is subgaussian if there exists
σ 2 ≥ 0 (the variance proxy) such that, for all t ∈ R, M (t) := E[exp(tπ)] ≤ exp(σ 2 t2 /2).
The name subgaussian refers to the fact that if π ∼ N (0, σ 2 ), then M (t) = exp(σ 2 t2 /2).
A random variable with law N (0, σ 2 ) is therefore subgaussian. Any bounded centered
random variable is also subgaussian: if π ∈ [a, b] almost surely, then π is subgaussian with
σ 2 = 14 (b − a)2 (see, e.g., [56]).
We next give some background facts from random matrix theory (see, e.g., [5]).
I Definition 2.2. The Gaussian orthogonal ensemble GOE(n) is a probability distribution
over symmetric matrices W ∈ Rn×n , under which Wii ∼ N (0, 2/n) and Wij ∼ N (0, 1/n)
when i 6= j, where the entries Wij are independent for distinct pairs (i, j) with i ≤ j.
Our scaling of the entries of GOE(n) ensures a spectrum of constant width.
I Proposition 2.3. Let Wn ∼ GOE(n). Then, almost surely, λmin (Wn ) → −2 and
λmax (Wn ) → 2 as n → ∞. In particular, for any ε > 0, kWn k ≤ 2 + ε with high
probability. Also, the empirical distribution of eigenvalues of Wn converges weakly to a
semicircle distribution supported on [−2, 2].

2.2

Constrained PCA

I Definition 2.4. A constraint set is a sequence S = (Sn )n∈N where Sn ⊂ Rn . The
constrained principal component analysis (PCA) problem with constraint set S, denoted
PCA(S), is
maximize x> W x
subject to x ∈ Sn
where
W ∼ GOE(n).
We will work only with constraint sets supported on vectors of approximately unit norm.
General problems of this kind have been studied previously in, e.g., [20].
I Example 2.5. Problems that may be described in the constrained PCA framework include:
√
the Sherrington-Kirkpatrick (SK) spin glass model: Sn = {±1/ n}n [59, 49],
the Wigner sparse PCA null model: Sn = {x ∈ Rn : kxk = 1, kxk0 ≤ ρ} [17, 43],
the spherical 2p-spin spin glass model: Spn = {x⊗p : x ∈ Rn , kxk = 1} [14, 13],
the positive PCA null model: Sn = {x ∈ Rn : xi ≥ 0, kxk = 1} [47].
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Our results apply to the first two examples: the SK model, and sparse PCA when ρ = Θ(n).
I Definition 2.6. Let f be a (randomized) algorithm6 that takes a square matrix W as input
and outputs a number f (W ) ∈ R. We say that f certifies a value B on PCA(S) if
1. for any symmetric matrix W ∈ Rn×n , maxx∈Sn x> W x ≤ f (W ), and
2. if Wn ∼ GOE(n) then f (Wn ) ≤ B + o(1) with high probability.

2.3

Spiked Wishart Models

I Definition 2.7. A normalized spike prior is a sequence X = (Xn )n∈N where Xn is a
probability distribution over Rn , such that if x ∼ Xn then kxk → 1 in probability as n → ∞.
I Definition 2.8 (Spiked Wishart model). Let X be a normalized spike prior, let γ > 0, and
let β ∈ [−1, ∞). Let N = dn/γe. We define two probability distributions over (Rn )N :
1. Under Q, the null model, draw yi ∼ N (0, In ) independently for i ∈ [N ].
2. Under P, the planted model, draw x ∼ Xn . If βkxk2 ≥ −1, then draw yi ∼ N (0, In +
βxx> ) independently for i ∈ [N ]. Otherwise, draw yi ∼ N (0, In ) independently for
i ∈ [N ].
Taken together, P and Q form the spiked Wishart model (P, Q) =: Wishart(n, γ, β, X ). For
fixed γ and β we denote the sequence (Wishart(n, γ, β, X ))n∈N by Wishart(γ, β, X ).
Several remarks on this definition are in order. First, we make the explicit choice N = dn/γe
for concreteness, but our results apply to any choice of N = N (n) for which n/N → γ as
n → ∞. Second, often the Wishart model is described in terms of the distribution of the
PN
sample covariance matrix N1 i=1 yi yi> . We instead work directly with the samples yi so as
not to restrict ourselves to algorithms that only use the sample covariance matrix. (This
modification only makes our results on computational hardness of detection more general.)
Finally, the definition of P has two cases to ensure that the covariance matrix In + βxx> is
positive semidefinite. We will work in the setting β > −1 where the first case (βkxk2 ≥ −1)
occurs with high probability.
We consider the algorithmic task of distinguishing between P and Q in the following
sense.
I Definition 2.9. For sequences of distributions P = (Pn )n∈N and Q = (Qn )n∈N over
measurable spaces (Ωn , Fn )n∈N , an algorithm fn : Ωn → {0, 1} achieves strong detection
between P and Q if
Qn [fn (y) = 0] = 1 − o(1)

and

Pn [fn (y) = 1] = 1 − o(1).

The celebrated BBP transition [6] implies a spectral algorithm for strong detection in the
spiked Wishart model whenever β 2 > γ.
I Theorem 2.10 ([6, 7]). Let X be any normalized spike prior. If β 2 > γ then there exists
a polynomial-time algorithm for strong detection in Wishart(γ, β, X ).
The algorithm thresholds the largest eigenvalue (if β > 0) or smallest eigenvalue (if β < 0) of
PN
the sample covariance matrix N1 i=1 yi yi> . This eigenvalue converges almost surely to a
limiting value which is different under P and Q.
6

We allow f to be randomized; i.e., it may use randomness in its computations, but the output B must
be an upper bound almost surely. We do not expect certification algorithms to require randomness, but
it may be convenient, e.g., to randomly initialize an iterative optimization procedure.
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We will give evidence that (see Corollary 3.5) if X has i.i.d. subgaussian entries with
suitable scaling, then no polynomial-time algorithm achieves strong detection below the BBP
threshold (β 2 < γ). Exponential-time strong detection is possible below the BBP threshold
for some priors, such as i.i.d. Rademacher when β < −0.84 [54]. Very sparse priors with
√
x supported on O( n) entries give rise to the sparse PCA regime, where polynomial-time
strong detection is possible below the BBP threshold [35, 4, 18]; our results will not apply in
this setting (although see [29, 21] for some related work that addresses this regime).

2.4

The Low-Degree Likelihood Ratio

Inspired by the sum-of-squares hierarchy (e.g., [60, 52, 41]) and in particular the pseudocalibration approach [9], recent works [31, 29, 28] have proposed a strikingly simple method
for predicting computational hardness of Bayesian inference problems. This method recovers
widely-conjectured computational thresholds for high-dimensional inference problems such as
planted clique [9, 28], community detection [31, 28], sparse PCA [21], tensor PCA [29, 28, 40],
and the spiked Wigner matrix model [40]. We now give an overview of this method (see also
[40] for a survey).
Consider the problem of distinguishing two simple hypotheses Pn and Qn which are
probability distributions on some domain Ωn = Rd(n) (where typically the dimension d(n)
grows with n). One example is the spiked Wishart model Wishart(γ, β, X ) for some fixed
choice of the parameters β, γ, X . The idea is to take low-degree polynomials as a proxy
for polynomial-time algorithms and consider whether there are such polynomials that can
distinguish Pn from Qn .
I Definition 2.11. Let D : N → N. We say that distinguishing Pn from Qn is D(n)-lowdegree easy if there exists a sequence of nonzero polynomials fn ∈ R[y1 , . . . , yd(n) ] with
deg fn ≤ D(n) such that
Ey∼Pn fn (y)
lim p
= +∞,
n→∞
Ey∼Qn fn (y)2

(7)

and D(n)-low-degree hard otherwise.
We view Qn as the “null” distribution, which is often i.i.d. Gaussian (as in the Wishart
model) or i.i.d. Rademacher (±1-valued). Qn induces an inner product on L2 functions
f : Ωn → R given by hf, giL2 (Qn ) = Ey∼Qn [f (y)g(y)], and a norm kf k2L2 (Qn ) = hf, f iL2 (Qn ) .
For D ∈ N, let R[y]≤D denote the polynomials Ωn → R of degree at most D. For f : Ωn → R,
let f ≤D denote the orthogonal projection (with respect to h·, ·iL2 (Qn ) ) of f onto R[y]≤D . The
following relates low-degree hardness to the low-degree likelihood ratio.
I Theorem 2.12 ([31]). Let Pn and Qn be probability distributions on Ωn for each n ∈ N.
dPn
Suppose Pn is absolutely continuous with respect to Qn , so that the likelihood ratio Ln = dQ
n
is defined. Then
E
f (y)
p y∼Pn
= kL≤D
n kL2 (Qn ) .
f ∈R[y]≤D \{0}
Ey∼Qn f (y)2
max

(8)

Proof. The objective can be rewritten as hf, Ln iL2 (Qn ) /kf kL2 (Qn ) , so by basic Hilbert space
theory, the maximum is attained by taking f = L≤D
J
n .
I Corollary 2.13. In the setting of Theorem 2.12,
≤D(n)
1. if kLn
kL2 (Qn ) = O(1), then distinguishing Pn from Qn is D(n)-low-degree hard;
≤D(n)

2. if kLn

kL2 (Qn ) = ω(1), then distinguishing Pn from Qn is D(n)-low-degree easy.
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We take O(log n)-degree polynomials Ωn → R as a proxy for functions computable in
polynomial-time. One justification for this is that many polynomial-time algorithms compute
the leading eigenvalue of a matrix M whose entries are constant-degree polynomials in
the data; in fact, there is formal evidence that such low-degree spectral methods are as
powerful as the sum-of-squares hierarchy [29]. Typically, O(log n) rounds of power iteration
are sufficient to compute the leading eigenvalue accurately, which amounts to evaluating the
O(log n)-degree polynomial Tr(M 2q ) for some q = O(log n). This argument can be made
formal: if kL≤D
n kL2 (Qn ) = O(1) then all low-degree spectral methods must fail in a certain
sense [40]. This motivates the following informal conjecture, which is based on [31, 29, 28],
particularly Conjecture 2.2.4 of [28].
I Conjecture 2.14 (Informal). For “nice” distributions Pn and Qn , if distinguishing Pn and
Qn is log1+Ω(1) (n)-low-degree hard, then there is no randomized polynomial-time algorithm
for strong detection between P and Q.
This conjecture is useful because the norm of the low-degree likelihood ratio, kL≤D
n kL2 (Qn ) ,
can be computed (or at least bounded) for various distributions such as the stochastic block
model [31] and the spiked tensor model [29, 28]. More generally, Hypothesis 2.1.5 of [28]
e(D) algorithms.
conjectures that degree-D polynomials are a proxy for time-nΘ
I Remark 2.15. We do not expect the converse of Conjecture 2.14 to hold. If detection is
O(log n)-low-degree easy then we expect an nO(log n) -time algorithm but not necessarily a
polynomial-time algorithm, because not every O(log n)-degree polynomial can be evaluated
in polynomial time.
Conjecture 2.14 is informal in that we do not specify what is meant by “nice” distributions.
See Conjecture 2.2.4 of [28] for a precise variant of Conjecture 2.14; however, this variant
uses the more refined notion of coordinate degree and so does not apply to the calculations
we will perform. Roughly speaking, “nice” distributions P and Q should satisfy the following:
1. Q should be a product distribution, e.g., i.i.d. Gaussian or i.i.d. Rademacher;
2. P should be sufficiently symmetric with respect to permutations of its coordinates; and
3. we should be able to add a small amount of noise to P, ruling out distributions with
brittle algebraic structure (such as random satisfiable instances of XOR-SAT, which can
be identified using Gaussian elimination [12]).
We refer the reader to [31, 28, 40] for further details and evidence in favor of Conjecture 2.14.

3
3.1

Main Results
Spiked Wishart Models

We now study the low-degree hardness of the spiked Wishart model. The following technical
definitions will be important to specify the priors to which our results apply.
I Definition 3.1. Let β ∈ (−1, ∞) and let X be a normalized spike prior. We say that X is
β-good if when x ∼ Xn then βkxk2 > −1 almost surely.
We consider spike priors having i.i.d. entries, and will sometimes need to slightly modify the
spike prior to ensure that it is β-good and has bounded norm.
I Definition 3.2. Let π be a probability distribution over R such that E[π] = 0 and E[π 2 ] = 1.
√
Let iid(π/ n) denote the normalized spike prior X = (Xn ) that draws each entry of x
independently from √1n π. (We do not allow π to depend on n.)
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I Definition 3.3. For a normalized spike prior X , let the β-truncation truncβ (X ) of X
denote the following normalized spike prior. To sample x from (truncβ (X ))n , first sample
x0 ∼ Xn . Then, let x = x0 if βkx0 k2 > −1 and kx0 k2 ≤ 2, and let x = 0 otherwise.
If β > −1 then since X is normalized (kx0 k → 1 in probability), the first case of Definition 3.3
occurs with high probability. The upper bound kx0 k ≤ 2 is for technical convenience, and the
constant 2 is not essential. Note also that the β-truncation of an i.i.d. prior is no longer i.i.d.
I Theorem 3.4. Fix constants γ > 0 and β > −1.
√
1. Suppose β 2 < γ. Let X = truncβ (iid(π/ n)) where π is subgaussian with E[π] = 0 and
E[π 2 ] = 1. For any D = o(n/ log n), distinguishing Pn from Qn is D(n)-low-degree hard.
√
2. Suppose β 2 > γ. Let X = iid(π/ n) be β-good with π symmetric about zero, E[π] = 0,
and E[π 2 ] = 1. For any D = ω(1), distinguishing Pn from Qn is D(n)-low-degree easy.
We prove Theorem 3.4 in Section 5. Part 1 of Theorem 3.4, combined with Conjecture 2.14,
suggests that for i.i.d. subgaussian priors, strong detection is hard below the BBP threshold.
I Corollary 3.5. Suppose Conjecture 2.14 holds for the spiked Wishart model. Fix constants
γ > 0 and β > −1. Let π be subgaussian with E[π] = 0 and E[π 2 ] = 1. Let X be either
√
√
iid(π/ n) or truncβ (iid(π/ n)). If β 2 < γ, then there is no randomized polynomial-time
algorithm for strong detection in Wishart(γ, β, X ).
√
Proof. The case X = truncβ (iid(π/ n)) follows immediately from Part 1 of Theorem 3.4.
√
If strong detection is impossible for X = truncβ (iid(π/ n)), then strong detection is also
√
impossible for X = iid(π/ n), as these two spike priors differ with probability o(1) (under
the natural coupling).
J
I Remark 3.6. We make some technical remarks regarding Theorem 3.4 and Corollary 3.5.
1. Even if Conjecture 2.14 does not hold, note that Theorem 3.4 still implies unconditional
lower bounds against low-degree polynomials in the sense of Definition 2.11.
2. Part 2 of Theorem 3.4 serves only to check that we do not predict computational
hardness when β 2 > γ (as polynomial-time strong detection is possible in this regime; see
Theorem 2.10). The assumption that π is symmetric about zero should not be essential.
3. In Part 1 of Theorem 3.4 and in Corollary 3.5, the requirement that X be a β-truncated
i.i.d. prior can be relaxed. We only require that X is the β-truncation of a normalized
prior admitting a local Chernoff bound (see Definition 5.11).
4. Part 1 of Theorem 3.4 holds for any D = o(n/ log n), much larger than the D =
log1+Ω(1) (n) required by Conjecture 2.14. Since Hypothesis 2.1.5 of [28] conjectures that
e(D) -time algorithms [28], this suggests that the
degree-D polynomials are a proxy for nΘ
1−δ
conclusion of Corollary 3.5 also holds for 2n -time algorithms, for any δ > 0. In other
words, strong detection requires nearly-exponential time.

3.2

Constrained PCA

The following result gives a reduction from strong detection in the spiked Wishart model to
certification in the constrained PCA problem.
I Theorem 3.7. Let S be a constraint set and let X be a normalized spike prior such that
if x ∼ Xn then x ∈ Sn with high probability. Suppose there exists ε > 0 and a randomized
polynomial-time algorithm that certifies the value 2 − ε on PCA(S). Then there exist γ > 1
and β ∈ (−1, 0) such that there is a randomized polynomial-time algorithm for strong detection
in Wishart(γ, β, X ).
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We give the proof in Section 4. Note for the parameters γ, β above, β 2 < γ (the “hard
regime”).
I Corollary 3.8. Suppose Conjecture 2.14 holds for the spiked Wishart model. Let π be
√
subgaussian with E[π] = 0 and E[π 2 ] = 1. Let S be a constraint set such that, if x ∼ iid(π/ n),
then x ∈ Sn with high probability. Then, for any ε > 0, there is no randomized polynomialtime algorithm to certify the value 2 − ε on PCA(S).
Proof. The result is immediate from Theorem 3.4 and Theorem 3.7.

J

In particular, we obtain the hardness of improving on the spectral certificate in the SK
model.
I Corollary 3.9. If Conjecture 2.14 holds for the spiked Wishart model, then for any ε > 0,
there is no randomized polynomial-time algorithm to certify the value 2 − ε on the SK
problem (3).
√
Proof. Apply Corollary 3.8 with π having the Rademacher distribution and Sn = {±1/ n}n .
J

4

Proof of Reduction from Spiked Wishart to Constrained PCA

Our proof will rely on the following crucial invariance property of GOE(n).
I Proposition 4.1. For any orthogonal matrix Q ∈ O(n), if W ∼ GOE(n), then the law of
QW Q> is also GOE(n).
Proof of Theorem 3.7. Let S be a constraint set and let X be a normalized spike prior such
that, if x ∼ Xn , then x ∈ Sn with high probability. Suppose that for some ε > 0 there is
a randomized polynomial-time algorithm f that certifies the value 2 − ε on PCA(S). We
will show that this implies that there is a polynomial-time algorithm for strong detection in
Wishart(γ, β, X ) with certain parameters γ > 1 and β ∈ (−1, 0) (depending on ε). Note that
these parameters lie in the “hard” regime β 2 < γ.
Our algorithm for detection in the Wishart model is as follows. Fix γ > 1, to be
chosen later. Since n/N → γ we have n > N (for sufficiently large n). Given samples
y1 , . . . , yN ∼ N (0, In +βxx> ), let V = span{y1 , . . . , yN } ⊆ Rn and let V ⊥ be its orthogonal
complement. We sample W ∈ Rn×n having the distribution GOE(n) conditioned on the event
that the span of the top n − N eigenvectors of W is V ⊥ . Concretely, we can obtain a sample
in the following way. Let v1 , . . . , vN be a uniformly random orthonormal basis for V and
let vN +1 , . . . , vn be a uniformly random orthonormal basis for V ⊥ . Sample W 0 ∼ GOE(n)
Pn
and let λ1 < · · · < λn be the eigenvalues of W 0 . Then, let W := i=1 λi vi vi> . Finally, run
the certification algorithm f for PCA(S) on W . The detection algorithm fe : (Rn )N → {0, 1}
then thresholds f (W ):

0 (report Qn ) if f (W ) ≤ 2 − ε/2,
e
f (y1 , . . . , yN ) =
(9)
1 (report Pn ) if f (W ) > 2 − ε/2.
We now prove that fe indeed achieves strong detection in Wishart(γ, β, X ). First, if the
samples yi are drawn from the null model Qn , then V is a uniformly random N -dimensional
subspace of Rn , so by Proposition 4.1 the law of W constructed above is GOE(n). Thus
f (W ) ≤ 2 − ε/2 with high probability by assumption, and therefore fe(y1 , . . . , yN ) = 0 with
high probability, i.e., our algorithm correctly reports that the samples were drawn from the
null model.
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Next, suppose the samples yi are drawn from the planted model Pn with planted spike
x ∼ Xn . We will choose γ > 1 and β ∈ (−1, 0) so that x> W x ≥ 2−ε/3 with high probability.
Since x ∈ Sn with high probability, this would imply f (W ) ≥ 2 − ε/3, so we will have
fe(y1 , . . . , yN ) = 1 with high probability, i.e., our algorithm will correctly report that the
samples were drawn from the planted model.
It remains to show that x> W x ≥ 2 − ε/3. Let λ1 < · · · < λn be the eigenvalues of W
and let v1 , . . . , vn be the corresponding (unit-norm) eigenvectors. By Proposition 2.3, with
high probability, for all i ∈ [n], λi ∈ [−2 − o(1), 2 + o(1)]. Furthermore, by the semicircle law
[64], with high probability, λN +1 ≥ 2 − g(γ) where g(γ) > 0 is a function satisfying g(γ) → 0
as γ → 1+ (recalling that n/N → γ). Letting kxkV denote the norm of the orthogonal
projection of x onto V , we have, with high probability,
!
n
X
x> W x = x>
λi vi vi> x
i=1

=

n
X

λi hx, vi i2

i=1

≥ λ1 kxk2V + λN +1 kxk2V ⊥
≥ (−2 − o(1))kxk2V + (2 − g(γ))(kxk2 − kxk2V )
= (2 − g(γ))kxk2 + (−4 + g(γ) − o(1))kxk2V
≥ 2 − g(γ) − 4kxk2V − o(1).

(10)

Thus we need to upper bound kxk2V . Let PV denote the orthogonal projection matrix onto
V . Since V is the span of {y1 , . . . , yN }, we have PV  µ1 Y where
Y =

N
1 X
yi yi>
N i=1

and µ is the smallest nonzero eigenvalue of Y . (Here  denotes Loewner order.) Since Y is a
spiked Wishart matrix, it follows from Theorem 1.2 of [7] that its smallest nonzero eigenvalue
√
√
converges almost surely to (1 − γ)2 as n → ∞. Thus we have µ = (1 − γ)2 + o(1).
Therefore,
kxk2V = kPV xk2 = x> PV x ≤

N
1 >
1 X
x Yx=
hx, yi i2 .
µ
µN i=1

We have yi ∼ N (0, In + βxx> ) and so hx, yi i ∼ N (0, x> (In + βxx> )x) = N (0, kxk2 +
PN
βkxk4 ). Therefore, letting a2N = i=1 gi2 for gi i.i.d. standard gaussian random variables, so
that a2N has the χ2 distribution with N degrees of freedom, we have conditional on x the
distributional equality
(d)

x> Y x = (kxk2 + βkxk4 )

a2N
.
N

Standard concentration inequalities imply a2N /N ∈ [1 − o(1), 1 + o(1)] with high probability,
and therefore x> Y x = 1 + β + o(1) with high probability. Thus, with high probability, we
find
kxk2V =

1+β
+ o(1).
√
(1 − γ)2

(11)
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Finally, we choose γ > 1 close enough to 1 so that g(γ) ≤ ε/8. By (11), we can also choose
β ∈ (−1, 0) close enough to −1 so that kxk2V ≤ ε/32 with high probability. Combining these,
from (10) it follows that x> W x ≥ 2 − ε/4 − o(1) ≥ 2 − ε/3 with high probability, completing
the proof.
J
I Remark 4.2. We remark that we have ignored issues of numerical precision by assuming
a model of computation where eigendecomposition computations can be done exactly in
polynomial time. However, we believe all the operations we have used are stable, so that our
reduction should also hold for weaker models of computation. (In particular, if we want to
compute polynomially-many bits of precision of the PCA(S) instance, this should require
only polynomially-many bits of precision in the eigendecomposition computation.)

5

Proofs for Spiked Wishart Models

5.1

Preliminaries

Spiked Wishart model statistics
The following formulae pertaining to the spiked Wishart model are derived in [54]. (Recall
that in the spiked Wishart model, the parameter N is determined by n and γ as N = dn/γe.)
I Proposition 5.1. Suppose γ > 0, β ∈ [−1, ∞), and X is a β-good normalized spike prior.
Then, the likelihood ratio of the null and planted probability distributions of Definition 2.8 is
Ln,γ,β,X (y1 , . . . , yN ) :=
=

dPn
(y1 , . . . , yN )
dQn
"
E


2 −N/2

1 + βkxk

x∼Xn

N
Y
i=1


exp

1
β
hx, yi i2
2 1 + βkxk2

#
.

(12)

If furthermore kxk2 < 1/|β| almost surely when x ∼ Xn , then the second moment of the
likelihood ratio is given by
h
i
2
(1 − β 2 hx1 , x2 i2 )−N/2
(13)
E (Ln,γ,β,X (y1 , . . . , yN )) =
E
y∼Qn

x1 ,x2 ∼Xn

where x1 , x2 are drawn independently from Xn .

Hermite polynomials
We recall the classical one-dimensional Hermite polynomials.
I Definition 5.2. The polynomials hk ∈ R[x] for k ≥ 0 are defined by the recursion
h0 (x) = 1,
hk+1 (x) = xhk (x) − h0k (x),
and we define normalized versions
1
b
hk (x) = √ hk (x).
k!
I Proposition 5.3. The b
hk are an orthonormal polynomial system for the standard Gaussian
measure:
h
i
b
hk (g)b
h` (g) = δk` .
E
g∼N (0,1)
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Similarly, we define the product Hermite polynomials. It is helpful to first define some
notations for vectors of indices, which will also be used in the later derivations.
I Definition 5.4. Let N = {n ∈ Z : n ≥ 0}. For α ∈ Nn and x ∈ Rn , let
|α| :=
α! :=
xα :=

n
X
i=1
n
Y
i=1
n
Y

αi ,
αi !,
i
xα
i .

i=1

I Definition 5.5. For α ∈ Nn and x ∈ Rn ,
Hα (x) :=
b α (x) :=
H

n
Y

hαi (xi ),

i=1
n
Y

1
b
hαi (xi ) = √ Hα (x).
α!
i=1

b α are an orthonormal polynomial system for the product measure
I Proposition 5.6. The H
of n standard Gaussian measures:
h
i
b α (g)H
b β (g) = δαβ .
H
E
g∼N (0,In )

Combinatorics
We will also need the (ordinary) generating function of the central binomial coefficients.
I Proposition 5.7. For any x ∈ R with |x| < 14 ,
X 2k 
−1/2
(1 − 4x)
=
xk .
k
k≥0

5.2

Norm of the Low-Degree Projection

In this section, we describe the formulas for the norm of the low-degree likelihood ratio in
the spiked Wishart model, kL≤D
n,γ,β,X kL2 (Qn ) . The full calculations are given in Appendix A.
The following result, the main technical one of this portion of the argument, computes
the norm of the projection of the likelihood ratio onto a single Hermite polynomial.
I Lemma 5.8. Let α ∈ (Nn )N , and let αi ∈ Nn denote the ith component. Let |α| =
PN
i=1 |αi |. Suppose γ > 0, β ∈ [−1, ∞), and X is a β-good normalized spike prior. Then,
b α i2 2
hLn,γ,β,X , H
L (Qn )

 |α| QN
β · i=1
=

0

(|αi |−1)!!2
αi !


· Ex∼Xn x

PN
i=1

αi

2
if |αi | even for all i ∈ [N ],
otherwise,
(14)

where when β = 0 and α = 0 we interpret 00 = 1.
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Note in particular that the quantity in question does not depend on the sign of β; thus the
calculation of the norm of the low-degree projection of the likelihood ratio will not distinguish
between the positively and negatively spiked Wishart models. Interestingly, in our proof,
which involves generalized Hermite polynomials that form families of orthogonal polynomials
with respect to Gaussian measures of different variances, this corresponds to the fact that
an “umbral” analogue of the Hermite polynomials corresponding to a fictitious Gaussian
measure with negative variance satisfies many of the same identities as the ordinary Hermite
polynomials.
Combining these quantities, we may give a simple description of the norm of the low-degree
projection of the likelihood ratio.
I Lemma 5.9. Suppose γ > 0, β ∈ [−1, ∞), and X is a β-good normalized spike prior.
Define
ϕN (x) := (1 − 4x)−N/2 ,

(15)


N 
k
X
X Y
2di
d
ϕN,k (x) :=
x
,
di
d=0
d
1 ,...,dN i=1
P

(16)

di =d

so that ϕN,k (x) is the Taylor series of ϕN around x = 0 truncated to degree k (as may be
justified by Proposition 5.7). Then,
2
kL≤D
n,γ,β,X kL2 (Qn )


 2 1 2 2 
β hx , x i
=
ϕN,bD/2c
E
1
2
4
x ,x ∼Xn

(17)

where x1 , x2 are drawn independently from X .
I Remark 5.10. The squared norm of the low-degree likelihood ratio (17) is closely related
via Taylor expansion to the squared norm (or second moment) of the full likelihood ratio
(13), which is recovered by taking D → ∞ while n and N remain fixed.

5.3

Asymptotics as n → ∞

In this section, we use the formula from Lemma 5.9 to prove Part 1 of Theorem 3.4 (the case
β 2 < γ). The proof of Part 2 (β 2 > γ) is deferred to Appendix B.4.
The following concentration result is the key property that we require from the spike
prior X .
I Definition 5.11. A normalized spike prior X admits a local Chernoff bound if for every
η > 0 there exist δ > 0 and C > 0 such that, for all n,



1
Pr |hx1 , x2 i| ≥ t ≤ C exp − (1 − η)nt2
for all t ∈ [0, δ]
(18)
2
where x1 , x2 are drawn independently from Xn .
√
I Proposition 5.12. If π is subgaussian with E[π] = 0 and E[π 2 ] = 1 then iid(π/ n) and
√
truncβ (iid(π/ n)) (for any β > −1) each admit a local Chernoff bound.
We defer the proof to Appendix B.1.
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Proof of Theorem 3.4 (Part 1). Let β 2 < γ. We decompose the norm of the low-degree
likelihood ratio into two parts, which we will bound separately:


 2
β
≤D
1
2 2
2
hx , x i
= R1 + R2
kLn,γ,β,X kL2 (Qn ) =
ϕN,bD/2c
E
4
x1 ,x2 ∼Xn
where
R1 :=
R2 :=

E

x1 ,x2 ∼Xn

E
2

x1 ,x ∼Xn





β2 1 2 2
hx , x i
4







β2 1 2 2
hx , x i
4



1|hx1 ,x2 i|≤ε ϕN,bD/2c
1|hx1 ,x2 i|>ε ϕN,bD/2c

,
.

Here ε > 0 is a small constant to be chosen later. We call R1 the small deviations and call
R2 the large deviations.
The following two lemmas bound these two terms, respectively. First, we bound the large
deviations.
I Lemma 5.13 (Large Deviations). Let β 2 < γ. Suppose X is a β-good normalized spike
prior that admits a local Chernoff bound. Suppose that for any n, x ∼ Xn satisfies kxk2 ≤ 2
almost surely. If D = o(n/ log n) and ε > 0 is any constant, then R2 = o(1).
We give a proof summary, with the full proof deferred to Appendix B.2. Since kx1 k2 ≤ 2
and kx2 k2 ≤ 2,

R2 ≤ Pr |hx1 , x2 i| > ε ϕN,bD/2c (β 2 ).

By the local Chernoff bound, Pr |hx1 , x2 i| > ε decays exponentially in n. To complete
the proof, we use elementary combinatorial bounds to control the polynomial expression
(16) for ϕN,bD/2c (β 2 ). Its
is roughly of order O(nD ), which is counteracted by the
 growth
1
2
exponential decay of Pr |hx , x i| > ε so long as D = o(n/ log n).
Next, we bound the small deviations. For this part of the argument, it is irrelevant that
the likelihood ratio is truncated to its low-degree component, and we essentially reuse an
existing argument for the full likelihood ratio from [54].
I Lemma 5.14 (Small Deviations). Let β 2 < γ. Suppose X is a β-good normalized spike
prior that admits a local Chernoff bound. Let D = D(n) be any function of n. If ε > 0 is a
sufficiently small constant then R1 = O(1).
We again give a proof summary, with the full proof deferred to Appendix B.3. As mentioned
above, unlike in the proof of Lemma 5.13, here we simply bound ϕN,bD/2c ≤ ϕN in the
expression for R1 . To bound the resulting expression, we borrow an argument from [54]. This
step crucially uses the local Chernoff bound, and amounts to showing that the exponential
decay from the Chernoff bound sufficiently counteracts the exponential growth of the likelihood
2
ratio term ϕN ( β4 hx1 , x2 i2 ) when hx1 , x2 i is small.
Combining Proposition 5.12 with Lemmas 5.13 and 5.14 completes the proof of Part 1 of
Theorem 3.4. (The proof of Part 2 is deferred to Appendix B.4.)
J
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Proofs for Computing the Low-Degree Likelihood Ratio

A.1

Generalized and Umbral Hermite Polynomials

We introduce some calculations with a useful generalization of the Hermite polynomials.
While the usual Hermite polynomials are a family of orthogonal polynomials for the Gaussian
measure with variance 1, and a straightforward generalization yields orthogonal polynomials
for the Gaussian measure with any positive variance, we will use the surprising further
generalization to fictitious Gaussian measures with negative variance, as described by the
so-called umbral calculus. We follow the presentation of [57] (specifically, Section 2.1 of
Chapter 4).
I Definition A.1. For any v ∈ R, the Hermite polynomials with variance v are defined by
the recursion
h0 (x; v) = 1,

(19)

hk+1 (x; v) = xhk (x; v) − v∂x [hk ](x; v).

(20)

The next facts are useful for translating between different versions of the basic recursion and
other properties of the Hermite polynomials.
I Proposition A.2 (Differentiation Identity). For any v, x ∈ R,
∂x [hk ](x; v) = khk−1 (x; v).

(21)

I Proposition A.3 (Alternate Recursion). For any v ∈ R, the Hermite polynomials are
equivalently defined by the recursion
h0 (x; v) = 1,

(22)

hk+1 (x; v) = xhk (x; v) − vkhk−1 (x; v).

(23)

The following is yet another common way of defining the Hermite polynomials, in terms of
the derivatives of the corresponding Gaussian density (or, in the negative variance case, a
suitable generalization thereof).
I Proposition A.4 (Rodrigues Formula). Let v ∈ R with v 6= 0. Then,





dk
1 2
1 2
−k
exp − x
= (−v) hk (x; v) exp − x .
dxk
2v
2v

(24)

The next fact shows how the generalized Hermite polynomials transform under scaling.
I Proposition A.5 (Scaling Identity). Let v, w, x ∈ R, then
 v 
hk (wx; v) = wk hk x; 2 .
w

(25)

Finally, the following is a generalized version of Gaussian integration by parts. We only
provide the version of this identity for the standard Hermite polynomials, which is the only
one we will use, but analogous statements hold for the generalized and umbral Hermite
polynomials.
I Proposition A.6 (Integration by Parts). Let f ∈ C k (R) have |f (i) (x)| ≤ eCx for all
i ∈ {0, 1, . . . , k} and some C > 0. Then,
h
i
[hk (g; 1)f (g)] =
f (k) (g) .
(26)
E
E
g∼N (0,1)

g∼N (0,1)
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While the above results are standard, we now give two results we will use in our calculation that do not seem to appear explicitly in the previous literature, although they are
straightforward to obtain from the preceding facts. First, we will use the following slightly
more general version of the Rodgrigues formula (Proposition A.4) in our calculations.
I Proposition A.7 (Multidimensional Rodrigues Formula). Let x ∈ Rn , α ∈ Nn , and v ∈ R
with v 6= 0. Then,





1
1
α
2
2
−|α| α
∂y exp − hx, yi
= (−v)
x h|α| (hx, yi; v) exp − hx, yi .
(27)
2v
2v
Proof. We proceed by induction on |α|. Clearly the result holds for α = 0. Suppose the
result holds for all |α0 | ≤ k, and |α| = k + 1 > 0. Let α0 having |α0 | = k differ from α only
in coordinate i, so that αi0 = αi − 1 and αj0 = αj for all j 6= i. Then,
∂yα




1
2
exp − hx, yi
2v




1
α0
2
= ∂yi ∂y exp − hx, yi
2v



0
1
2
−k α
= (−v) x ∂yi hk (hx, yi; v) exp − hx, yi
2v




0
1
−k α
−1
2
= (−v) x
xi ∂x [hk ](hx, yi; v) − v hx, yixi hk (hx, yi; v) exp − hx, yi
2v




1
−(k+1) α
2
= (−v)
x hx, yihk (hx, yi; v) − v∂x [hk ](hx, yi; v) exp − hx, yi
2v


1
= (−v)−(k+1) xα hk+1 (hx, yi; v) exp − hx, yi2 ,
2v
J

completing the proof.

Second, we will need the following calculation evaluating the expectation of any Hermite
polynomial under any centered Gaussian measure.
I Proposition A.8 (Expectation Under Mismatched Variance). Let v ∈ R and k ≥ 0. Then,

Eg∼N (0,σ2 ) [hk (g; v)] =

0
(k − 1)!!(σ 2 − v)k/2

if k odd,
if k even.

Proof. The result for odd k holds since hk (· ; v) is an odd function for any v ∈ R in this case.
For even k, we argue by induction on k. The result clearly holds for k = 0. If the result
holds for a given k, then we may compute
Eg∼N (0,σ2 ) [hk+2 (g; v)] = Eg∼N (0,1) [hk+2 (σg)]
= σEg∼N (0,1) [ghk+1 (σg; v)] − v(k + 1)Eg∼N (0,1) [hk (σg)]
= σ 2 Eg∼N (0,1) [∂x [hk+1 ](σg; v)] − v(k + 1)Eg∼N (0,1) [hk (σg)]
= (k + 1)σ 2 Eg∼N (0,1) [hk (σg; v)] − v(k + 1)Eg∼N (0,1) [hk (σg)]
= (k + 1)(σ 2 − v)Eg∼N (0,1) [hk (σg)]
= (k + 1)(σ 2 − v)Eg∼N (0,σ2 ) [hk (g)]
completing the proof.

J
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We note two interesting features of this result. First, it generalizes two simple cases, on the one
hand v = σ 2 where the expectation is zero unless k = 0, as may be seen from the orthogonality
relations, and on the other v = 0 where it recovers the moments of a Gaussian measure.
Second, the quantities appearing on the right-hand side formally resemble the moments of a
Gaussian measure of suitable variance, but the formula in fact still holds for σ 2 < v, in which
case case these quantities may be viewed as the moments of a fictitious Gaussian measure of
negative variance (the same as inspired the umbral Hermite polynomials).

A.2

Individual Hermite Components of the Likelihood Ratio

Proof of Lemma 5.8. By Proposition A.6, we find
b α i2
hLn,γ,β,X , H

2
1
α
=
E ∂y Ln,γ,β,X (y1 , . . . , yN )
α! y∼Qn
1
=
α!
= QN

E

x∼Xn ,y∼Qn

1

i=1

αi !

E

N
−N/2 α Y
1 + βkxk2
∂y
exp



i=1


2 −N/2

1 + βkxk

x∼Xn

1
β
hx, yi i2
2 1 + βkxk2

!2



!2
1
β
αi
2
∂y exp
hx, yi
E
2 1 + βkxk2
y∼N (0,In )
i=1
N
Y

(28)
where the αi ∈ Nn are the components of α corresponding to yi , for each i ∈ [N ]. When
b α i2 = δ0,|α| . (Indeed, in this case
β = 0, our result follows from the above, giving hLn,γ,β,X , H
the null and planted models are identical, so Ln,γ,β,X = 1 is a constant, which is compatible
with the above.) Let us suppose β 6= 0 below.
In this case, using Proposition A.7, we have
∂yαi




1
β
2
exp
hx, yi
2 1 + βkxk2


−|αi |



1 + βkxk2
β
1 + βkxk2
1
2
αi
=
hx, yi .
x h|αi | hx, yi; −
exp
β
β
2 1 + βkxk2
(29)

(Note that the sign of the spike, or equivalently the sign of β, is the opposite of the sign of
the variance of the Hermite polynomials that appear; thus, it is the negatively spiked case
that corresponds to the more natural positive variance Hermite polynomials.) Since when
y ∼ N (0, In ) then hx, yi ∼ N (0, kxk2 ), we find
2|α|
b α i = Qβ
hLn,γ,β,X , H
N
i=1 αi !
2

x
E

PN
i=1

αi
|α|+N/2

(1 + βkxk2 )



 !2
N
Y
1 + βkxk2
1
β
2
. (30)
h|αi | g; −
exp
g
E
β
2 1 + βkxk2
g∼N (0,kxk2 )
i=1
x∼Xn
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We next focus on the innermost expectation. We may rewrite:




1 + βkxk2
1
β
2
h|αi | g; −
g
exp
E
β
2 1 + βkxk2
g∼N (0,kxk2 )

 



Z ∞
1 + βkxk2
1
β
1
1
h|αi | g; −
=p
−
g 2 dg
exp −
β
2 kxk2
1 + βkxk2
2πkxk2 −∞




Z ∞
(1 + βkxk2 )1/2
1 + βkxk2
1
2
=p
h|αi | g; −
exp −
g dg
β
2kxk2 (1 + βkxk2 )
2πkxk2 (1 + βkxk2 ) −∞


1 + βkxk2
.
(31)
= (1 + βkxk2 )1/2
h
g;
−
E
|αi |
β
g∼N (0,kxk2 (1+βkxk2 ))
b α i2
By Proposition A.8, this quantity will be zero unless |αi | is even, and thus hLn,γ,β,X , H
will be zero unless |αi | is even for all i. In this case, by Proposition A.8,




1 + βkxk2
(1 + βkxk2 )|αi |+1/2
1
β
2
h|αi | g; −
.
g
=
(|α
|−1)!!
exp
i
β
2 1 + βkxk2
β |αi |/2
g∼N (0,kxk2 )
E

(32)
Substituting into (30), we find many cancellations after which we are left with
b α i2 =
hLn,γ,β,X , H

QN

2
i=1 (|αi | − 1)!!
β |α|
QN
i=1 αi !


E x

PN
i=1

αi

2
,

(33)

x∼Xn

J

the final result.

A.3

Norm of the Low-Degree Likelihood Ratio

Proof of Lemma 5.9. Recall that
X
2
b α i2 .
hLn,γ,β,X , H
kL≤D
k
=
2
n,γ,β,X L (Qn )

(34)

α∈(Nn )N
|α|≤D

We substitute in the result of Lemma 5.8, which, after introducing independent replicas
x1 , x2 ∼ Xn , may be rewritten as
2
kL≤D
n,γ,β,X kL2 (Qn ) =

X

E
2

x1 ,x ∼Xn

N
Y
(|αi | − 1)!!2

αi !

n

αi ∈N ,i∈[N ] i=1

β |αi | (x1 )αi (x2 )αi

|αi |even
PN
i=1

=

E

x1 ,x2 ∼Xn

D
X

β

d

d=0

X
d1 ,...,d
P N even
di =d

|αi |≤D

N
Y

(di − 1)!!2
di !
i=1

By the multinomial theorem,
hx1 , x2 idi =

n
X di  Y
(x1j x2j )α(j) ,
α
n
j=1

α∈N
|α|=di

!
X

 n
N 
Y
di Y

αi ∈Nn ,i∈[N ] i=1
|αi |=di

αi

j=1

(x1j x2j )αi (j) .
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and therefore
N
PN
Y
hx1 , x2 i i=1 di =
hx1 , x2 idi
i=1
N X  Y
n
Y
di
=
(x1j x2j )α(j)
α
n
i=1
j=1
α∈N
|α|=di

X

=

 n
N 
Y
di Y

n

αi ∈N ,i∈[N ] i=1
|αi |=di

αi

(x1j x2j )αi (j) .

j=1

In our case, this shows
2
kL≤D
n,γ,β,X kL2 (Qn )

=

E

x1 ,x2 ∼Xn

=

E
2

x1 ,x ∼Xn

=

E

x1 ,x2 ∼Xn

X

β

d1 ,...,d
P N even
di =d

0≤d≤D
d even

X

d1 ,...,d
P N even
di =d

0≤d≤D
d even

2

−d d

1

2 d

β hx , x i

!

di !

i=1

X

β d hx1 , x2 id

0≤d≤D
d even

X

N
Y
(di − 1)!!2

X

d

N
Y

!
1

2 di

hx , x i

i=1

N
Y
di !
d !!2
i=1 i

X
d1 ,...,d
P N even
di =d


N 
Y
di
di /2
i=1

where we have used the identities n! = n!! · (n − 1)!! and (2n)!! = 2n · n!. We now pass to a
notation making the restriction to even degrees clearer:
 2 1 2 2 d X Y

N 
X
β hx , x i
2di
2
kL≤D
k
=
.
2
E
n,γ,β,X L (Qn )
4
di
x1 ,x2 ∼Xn
i=1
d
,...,d
0≤d≤bD/2c
1
N
P
di =d

The remaining function may be understood in terms of the generating function of the central
binomial coefficients: using Proposition 5.7, we have that for any x ∈ (− 41 , 14 ),

N

N 
X 2d
X
X Y
2di
−N/2
d
d

ϕN (x) := (1 − 4x)
=
x
=
x
.
d
di
d≥0
d≥0
d
1 ,...,dN i=1
P
di =d

Writing ϕN,k (x) for the truncation of this Taylor series to degree k, we see that

 2 1 2 2 
β hx , x i
2
,
kL≤D
k
=
ϕ
2
E
N,bD/2c
n,γ,β,X L (Qn )
1
2
4
x ,x ∼Xn
the final result.

B
B.1

J

Proofs for Bounding the Low-Degree Likelihood Ratio
Local Chernoff Bound

√
Proof of Proposition 5.12. It is sufficient to show that iid(π/ n) admits a local Chernoff
bound. Since π is subgaussian, π 2 − E[π 2 ] is subexponential (see, e.g., [56]), i.e., the momentt2
generating function M (t) = E[exp(t(π 2 − E[π 2 ]))] satisfies M (t) ≤ exp( 2s
2 ) for all |t| ≤ s for
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a suitable choice of a constant s > 0. In particular, E[exp(tπ 2 )] < ∞ for all |t| ≤ s for this
choice of s > 0.
Let Π = ππ 0 , the product of two independent copies of π. Let σ 2 be the variance proxy
of π (see Definition 2.1). The moment-generating function of Π is


M (t) = E[exp(tΠ)] = Eπ Eπ0 [exp(tππ 0 )] ≤ Eπ exp σ 2 t2 π 2 /2 < ∞
p
provided 12 σ 2 t2 < s, i.e., |t| < 2s/σ 2 . Thus M (t) exists in an open interval containing
t = 0, which implies M 0 (0) = E[Π] = 0 and M 00 (0) = E[Π2 ] = 1 (this is the defining property
of the moment-generating function:
at t = 0 are the moments of Π).
 its derivatives

Let η > 0 and f (t) = exp

t2
2(1−η)

. Since M (0) = 1, M 0 (0) = 0, M 00 (0) = 1 and

1
f (0) = 1, f 0 (0) = 0, f 00 (0) = 1−η
> 1, there exists δ > 0 such that for all t ∈ [−δ, δ], M (t)
exists and M (t) ≤ f (t).
Pn
We now apply the standard Chernoff bound argument to hx1 , x2 i = n1 i=1 Πi , where
Π1 , . . . , Πn are i.i.d. copies of Π. For any λ > 0,


Pr hx1 , x2 i ≥ t = Pr exp(λhx1 , x2 i) ≥ exp(λt)

≤ exp(−λt)E[exp(λhx1 , x2 i)]
n
X
= exp(−λt)E[exp(λn−1
Πi )]

(by Markov’s inequality)

i=1

= exp(−λt)[M (λ/n)]n
≤ exp(−λt)[f (λ/n)]n


λ2
≤ exp(−λt) exp
.
2(1 − η)n

(provided λ/n ≤ δ)

Taking λ = (1 − η)nt,





1
1
Pr hx1 , x2 i ≥ t ≤ exp −(1 − η)nt2 + (1 − η)nt2 = exp − (1 − η)nt2
2
2
as desired. This holds provided λ/n ≤ δ, i.e., t ≤ δ/(1 − η). The same argument (with −Π
instead of Π) holds for the other tail bound Pr hx1 , x2 i ≤ −t .
J

B.2

Bounding the Large Deviations

Proof of Lemma 5.13. Recall that
bD/2c

ϕN,bD/2c (x) =

X
d=0


N 
X Y
2di
x
.
di
d
1 ,...,dN i=1
P
d

di =d

Note that the first sum above has bD/2c + 1 terms and the second
has at most
 2dj  sum 2(d
i +dj )
i
N d ≤ N bD/2c ≤ N D/2 terms. It is combinatorially clear that 2d
≤
, and
di
dj
di +dj
therefore
  PN
  
N 
Y
2 i=1 di
2di
2d
≤ PN
=
≤ (2d)d ≤ DD/2 .
d
d
d
i
i
i=1
i=1
Since kx1 k2 ≤ 2 and kx2 k2 ≤ 2 we have 14 β 2 hx1 , x2 i2 ≤ β 2 . Since d ≤ D/2 we have
(β 2 )d ≤ (1 + β 2 )D/2 , and therefore
 2

β
ϕN,bD/2c
hx1 , x2 i2 ≤ (D/2 + 1)(1 + β 2 )D/2 N D/2 DD/2 ≤ (1 + β 2 )D/2 DN D/2 DD/2 .
4
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Combining these bounds,

 2

β
1
2 2
1
2
R2 =
1
ϕ
hx
,
x
i
E
|hx ,x i|>ε N,bD/2c
4
x1 ,x2 ∼Xn
 1 2
2 D/2
≤ Pr |hx , x i| > ε (1 + β )
DN D/2 DD/2 .
Since R2 increases as ε decreases, we can assume without loss of generality that ε is small
enough that we may apply the local Chernoff bound (18):



1 2
≤ exp − nε (1 + β 2 )D/2 DN D/2 DD/2
3


1 2 D
D
D
2
= exp − nε + log(1 + β ) + log D + log N + log D
3
2
2
2
= o(1)
provided D = o(n/ log n), completing the proof.

B.3

J

Bounding the Small Deviations

Proof of Lemma 5.14. We use the argument from Appendix K of [54]. Since the Taylor
series for ϕN (x) has nonnegative coefficients, we have ϕN,bD/2c (x) ≤ ϕN (x) for all x ∈ [0, 1/4).
Taking ε < 1/|β|, we have

 2

β
1
2 2
R1 =
1|hx1 ,x2 i|≤ε ϕN,bD/2c
hx , x i
E
4
x1 ,x2 ∼Xn

 2

β
1
2 2
≤
1|hx1 ,x2 i|≤ε ϕN
hx , x i
E
4
x1 ,x2 ∼Xn
h
i

2
1
2 2 −N/2
1
2
1
−
β
hx
,
x
i
=
1
E
|hx ,x i|≤ε
x1 ,x2 ∼Xn




N
2
1
2 2
1
2
=
1
exp
−
log
1
−
β
hx
,
x
i
.
E
|hx ,x i|≤ε
2
x1 ,x2 ∼Xn
By the convexity of t 7→ − log(1 − β 2 t), we have − log(1 − β 2 t) ≤ − εt2 (1 − β 2 ε2 ) for all
N
2 2
t ∈ [0, ε2 ]. Letting c := − 2ε
2 log(1 − β ε ) > 0, we proceed bounding
≤
=

1|hx1 ,x2 i|≤ε exp chx1 , x2 i2



E
2

x1 ,x ∼Xn
Z ∞


Pr



1|hx1 ,x2 i|≤ε exp chx1 , x2 i2 > u du


Z0 ∞



Pr |hx1 , x2 i| ≤ ε and exp chx1 , x2 i2 > u du
0
Z ∞


≤1+
Pr |hx1 , x2 i| ≤ ε and exp chx1 , x2 i2 > u du.
=

1

Applying the change of variables u = exp (ct),
Z

∞


Pr |hx1 , x2 i| ≤ ε

=1+

and hx1 , x2 i2 > t c exp (ct) dt

0

Z
≤1+

ε2


Pr hx1 , x2 i2 > t c exp (ct) dt.

0
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Provided ε is sufficiently small, we can apply the local Chernoff bound (18):
ε2

Z



1
exp − (1 − η)nt + ct dt.
2

≤ 1 + Cc
0

Let γ
b := n/N , so that γ
b → γ as n → ∞. Letting c =: b
cn where b
c = − log(1 − β 2 ε2 )/(2ε2 γ
b),
Z
≤1+C ·b
cn

ε2

exp
0
β2
.
2b
γ

We have limε→0+ b
c=


 
1
− (1 − η) + b
c nt dt.
2

Since β 2 < γ, we have that for sufficiently large n,

β2
2b
γ

< 12 . Thus

we can choose ε and η small enough so that for sufficiently large n, − 21 (1 − η) + b
c ≤ −α for
some α > 0. Now
Z
≤1+C ·b
cn

∞

exp (−αnt) dt
0

C ·b
c
α
= O(1),
=1+

J

completing the proof.

B.4

Above the BBP Threshold

Proof of Theorem 3.4 (Part 2). Let β 2 > γ. Recall

 2

β
1
2 2
ϕ
hx
,
x
i
E
N,bD/2c
4
x1 ,x2 ∼Xn

d X Y

bD/2c
N 
X
2di
β2 1 2 2
=
hx , x i
.
E
4
di
x1 ,x2 ∼Xn
d=0
d
1 ,...,dN i=1
P

2
kL≤D
n,γ,β,X kL2 (Qn ) =

(35)

di =d

Since each term in the outer summation of (35) is nonnegative, it sufficies to fix a single
Pn
d ≤ D/2 and show that the corresponding term is ω(1). We can write hx1 , x2 i = n1 i=1 Πi
where Π1 , . . . , Πn are i.i.d. with distribution of the product Π = ππ 0 of two independent
copies of π. This means
n

E
2

x1 ,x ∼Xn

1

2 2d

hx , x i

=E

1X
Πi
n i=1

!2d
= n−2d

X

E[Πi1 Πi2 · · · Πid2 ].

i1 ,...,i2d ∈[n]

Since π is symmetric about zero, Π is also symmetric about zero, so all moments E[Πk ] are
nonnegative. This means each term in the remaining sum is nonnegative, so we can obtain
a lower bound by only considering terms where each index occurring among the i1 , . . . , i2d
occurs exactly twice:
 
 

n (2d)!
2 d
−2d n (2d)!
hx1 , x2 i2d ≥ n−2d
.
E[Π
]
=
n
E
d 2d
d 2d
x1 ,x2 ∼Xn
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Next, we bound the inner summation of (35) below by taking only the terms with di ∈ {0, 1}
for all i ∈ [N ]:
  
N 
X Y
2di
N d
≥
2 .
di
d
d
1 ,...,dN i=1
P
di =d

Combining these bounds, we find that for any fixed 0 ≤ d ≤ bD/2c,
 
 
β 2d −2d n (2d)! N d
≤D
2
kLn,γ,β,X kL2 (Qn ) ≥ d n
2
d 2d
d
4
 2 d
β
(2d)! n! N !
=
4n2
(d!)2 (n − d)! (N − d)!
 2
d  
β (n − d)(N − d)
2d
≥
.
d
4n2
√

d
Using the standard bound 2d
d ≥ 4 /(2 d),
2
kL≤D
n,γ,β,X kL2 (Qn )

1
≥ √
2 d



β 2 (n − d)(N − d)
n2

d
.

This final expression will be ω(1) provided that 1  d  n, since n/N → γ and β 2 > γ.
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Abstract
A pseudo-deterministic algorithm is a (randomized) algorithm which, when run multiple times on
the same input, with high probability outputs the same result on all executions. Classic streaming
algorithms, such as those for finding heavy hitters, approximate counting, `2 approximation, finding
a nonzero entry in a vector (for turnstile algorithms) are not pseudo-deterministic. For example, in
the instance of finding a nonzero entry in a vector, for any known low-space algorithm A, there exists
a stream x so that running A twice on x (using different randomness) would with high probability
result in two different entries as the output.
In this work, we study whether it is inherent that these algorithms output different values on
different executions. That is, we ask whether these problems have low-memory pseudo-deterministic
algorithms. For instance, we show that there is no low-memory pseudo-deterministic algorithm
for finding a nonzero entry in a vector (given in a turnstile fashion), and also that there is no
low-dimensional pseudo-deterministic sketching algorithm for `2 norm estimation. We also exhibit
problems which do have low memory pseudo-deterministic algorithms but no low memory deterministic algorithm, such as outputting a nonzero row of a matrix, or outputting a basis for the row-span
of a matrix.
We also investigate multi-pseudo-deterministic algorithms: algorithms which with high probability
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1

Introduction

Consider some classic streaming problems: heavy hitters, approximate counting, `p approximation, finding a nonzero entry in a vector (for turnstile algorithms), counting the number
of distinct elements in a stream. These problems were shown to have low-space randomized
algorithms in [4, 27, 7, 2, 20, 26], respectively. All of these algorithms exhibit the property
that when running the algorithm multiple times on the same stream, different outputs may
result on the different executions.
For the sake of concreteness, let’s consider the problem of `2 approximation: given a
stream of poly(n) updates to a vector (the vector begins as the zero vector, and updates
are of the form “increase the ith entry by 1” or “decrease the j th entry by 1”), output an
approximation of the `2 norm of the vector. There exists a celebrated randomized algorithm
for this problem [2]. This algorithm has the curious property that running the same algorithm
multiple times on the same stream may result in different approximations. That is, if Alice
runs the algorithm on the same stream as Bob (but using different randomness), Alice
may get some approximation of the `2 norm (such as 27839.8), and Bob (running the same
algorithm, but with your own randomness) may get a different approximation (such as
27840.2). The randomized algorithm has the guarantee that both of the approximations
will be close to the true value. However, interestingly, Alice and Bob end up with slightly
different approximations. Is this behavior inherent? That is, could there exist an algorithm
which, while being randomized, for all streams with high probability both Alice and Bob will
end up with the same approximation for the `2 norm?
Such an algorithm, which when run on the same stream multiple times outputs the same
output with high probability is called pseudo-deterministic. The main question we tackle in
this paper is:
What streaming problems have low-memory pseudo-deterministic algorithms?

1.1

Our Contributions

This paper is the first to investigate pseudo-determinism in the context of streaming algorithms.
We show certain problems have pseudo-deterministic algorithms substantially faster than the
optimal deterministic algorithm, while other problems do not.

1.1.1
1.1.1.1

Lower Bounds
Find-Support-Elem

We show pseudo-deterministic lower bounds for finding a nonzero entry in a vector in the
turnstile model. Specifically, consider the problem Find-Support-Elem of finding a nonzero
entry in a vector for a turnstile algorithm (the input is a stream of updates of the form
“increase entry i by 1” or “decrease entry j by 1”, and we wish to find a nonzero entry in
the final vector). We show this problem does not have a low-memory pseudo-deterministic
algorithm:
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I Theorem 1. There is no pseudo-deterministic algorithm for Find-Support-Elem which
uses õ(n) memory.
This is in contrast with the work of [26], which shows a randomized algorithm for the
problem using polylogarithmic space.
Theorem 1 can be viewed as showing that any low-memory algorithm A for FindSupport-Elem must have an input x where the output A(x) (viewed as a random variable
depending on the randomness used by A) must have at least a little bit of entropy. The
algorithms we know for Find-Support-Elem have a very high amount of entropy in their
outputs (the standard algorithms, for an input which is the all 1s vector, will find a uniformly
random entry). Is this inherent, or can the entropy of the output be reduced? We show that
this is inherent: for every low memory algorithm there is an input x such that A(x) has high
entropy.
using o(s) space must
I Theorem 2. Every randomized algorithm for Find-Support-Elem


n
.
s log n

have an input x such that A(x) has entropy at least log

So, in particular, an algorithm using n1−ε space must have outputs with entropy Ω(log n),
which is maximal up to constant factors.
We also show analogous lower bounds for the problem Find-Duplicatein which the
input is a stream of 3n/2 integers between 1 and n, and the goal is to output a number k
which appears at least twice in the stream:
using o(s) space must
I Theorem 3. Every randomized algorithm for Find-Duplicate


n
.
s log n

have an input x such that A(x) has entropy at least log

1.1.1.2

Techniques

To prove a pseudo-deterministic lower bound for Find-Support-Elem, the idea is to show
that if a pseudo-deterministic algorithm existed for Find-Support-Elem, then there would
also exist a pseudo-deterministic one-way communication protocol for the problem OneWay-Find-Duplicate, where Alice has a subset of [n] of size 3n/4, and so does Bob, and
they wish to find an element which they share.
To prove a lower bound on the one-way communication problem One-Way-FindDuplicate, we show that if such a pseudo-deterministic protocol existed, then Bob can use
Alice’s message to recover many (n/10) elements of her input (which contains much more
information than one short message). The idea is that using Alice’s message, Bob can find
an element they have in common. Then, he can remove the element he found that they have
in common from his input, and repeat to find another element they have in common (using
the original message Alice sent, so Alice does not have to send another message). After
repeating n/10 times, he will have found many elements which Alice has.
It may not be immediately obvious where pseudo-determinism is being used in this proof.
The idea is that because the algorithm is pseudo-deterministic, the element which Bob finds
as the intersection with high probability does not depend on the randomness used by Alice.
That is, let b1 , b2 , . . . be the sequence of elements which Bob finds. Because the algorithm is
pseudo-deterministic, there exists a specific sequence b1 , b2 , . . . such that with high probability
this will be the sequence of elements which Bob finds. Notice that a randomized (but not
pseudo-deterministic) algorithm for One-Way-Find-Duplicatewould result in different
sequences on different executions.
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When the sequence b1 , b2 , . . . is determined in advance, we can use a union bound and
argue that with high probability, one of Alice’s messages will likely work on all of Bob’s
inputs. If b1 , b2 , . . . is not determined in advance, then it’s not possible to use a union bound.
Proving a lower bound on the entropy of the output of an algorithm for Find-SupportElem uses a similar idea, but is more technically involved. It is harder to ensure that Bob’s
later inputs will be able to succeed with Alice’s original message. The idea, at a very high
level, is to have Alice send many messages (but not too many), so that Bob’s new inputs
will not strongly depend on any part of Alice’s randomness, and also to have Alice send
additional messages to keep Bob from going down a path where Alice’s messages will no
longer work.
This lower bound technique may seem similar to the way one would show a deterministic
lower bound. It’s worth noting that for certain problems, deterministic lower bounds do
not generalize to pseudo-deterministic lower bounds; see our results on pseudo-deterministic
upper bounds for some examples and intuition for why certain problems remain hard in the
pseudo-deterministic setting while others do not.

1.1.1.3

Sketching lower bounds for pseudo-deterministic `2 norm estimation

The known randomized algorithms (such as [2]) for approximating the `2 norm of a vector
x in a stream rely on sketching, i.e., storing Sx where S is a d × n random matrix where
d  n and outputting the `2 norm of Sx. More generally, an abstraction of this framework
is the setting where one has a distribution over matrices D and a function f . One then stores
a sketch of the input vector Sx where S ∼ D and outputs f (Sx). By far, most streaming
algorithms fall into this framework and in fact some recent work [24, 1] proves under some
caveats and assumptions that low-space turnstile streaming algorithms imply algorithms
based on low-dimensional sketches. Since sketching-based streaming algorithms are provably
optimal in many settings, it motivates studying whether there are low-dimensional sketches
of x from which the `2 norm can be estimated pseudo-deterministically.
We prove a lower bound on the dimension of sketches from which the `2 norm can be
estimated pseudo-deterministically:
I Theorem 4. Suppose D is a distribution over d × n matrices and f is a function from Rd
to R such that for all x ∈ Rn , when S ∼ D:
f (Sx) approximates the `2 norm of x to within a constant factor with high probability,
f (Sx) takes a unique value with high probability.
Then d must be Ω (n).
As an extension, we also show that
I Theorem 5. For every constant ε, δ > 0, every randomized sketching algorithm A for
`2 norm estimation using a O(n1−δ )-dimensional sketch, there is a vector x such that the
output entropy of A(x) is at least 1 − ε. Furthermore, there is a randomized algorithm using
a O(poly log n)-dimensional sketch with output entropy at most 1 + ε on all input vectors.

1.1.1.4

Techniques

The first insight in our lower bound is that if there is a pseudo-deterministic streaming
algorithm A for `2 norm estimation in k space, then that means there is a fixed function g
such that g(x) approximates kxk2 and A is a randomized algorithm to compute g(x) with
high probability. The next step uses a result in the work of [17] to illustrate a (randomized)
sequence of vectors x(1) , . . . , x(t) only depending on g such that any linear sketching-based
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algorithm that uses sublinear dimensional sketches outputs an incorrect approximation to
the `2 norm of some vector in that sequence with constant probability, thereby implying a
dimension lower bound.

1.1.2

Upper Bounds

On the one hand, all the problems considered so far were such that
1. There were “low-space” randomized algorithms.
2. The pseudo-deterministic and deterministic space complexity were “high” and equal up
to logarithmic factors.
This raises the question if there are natural problems where pseudo-deterministic algorithms outperform deterministic algorithms (by more than logarithmic factors). We answer
this question in the affirmative.
We illustrate several natural problems where the pseudo-deterministic space complexity
is strictly smaller than the deterministic space complexity.
The first problem is that of finding a nonzero row in a matrix given as input in a turnstile
stream. Our result for this problem has the bonus of giving a natural problem where
the pseudo-deterministic streaming space complexity is strictly sandwiched between the
deterministic and randomized streaming space complexity.
In the problem Find-Nonzero-Row, the input is an n × d matrix A streamed in the
turnstile model, and the goal is to output an i such that the ith row of the matrix A is
nonzero.
e
the
I Theorem 6. The randomized space complexity for Find-Nonzero-Row is Θ(1),
e
pseudo-deterministic space complexity for Find-Nonzero-Row is Θ(n), and the determine
istic space complexity for Find-Nonzero-Row is Θ(nd).
The idea behind the proof of Theorem 6 is to sample a random vector x, and then
deterministically find a nonzero entry of Ax. With high probability, if a row of A is nonzero,
then the corresponding entry of Ax will be nonzero as well.

1.1.2.1

Discussion

Roughly speaking, in this problem there is a certain structure that allows us to use randomness
to “hash” pieces of the input together, and then apply a deterministic algorithm on the hashed
pieces. The other upper bounds we show for pseudo-deterministic algorithms also have a
structure which allows us to hash, and then use a deterministic algorithm. It is interesting
to ask if there are natural problems which have faster pseudo-deterministic algorithms than
the best deterministic algorithms, but for which the pseudo-deterministic algorithms follow a
different structure.
The next problems we show upper bounds for are estimating frequencies in a length-m
stream of elements from a large universe [n] up to error εm, and that of estimating the inner
product of two vectors x and y in an insertion-only stream of length-m up to error ε·kxk1 ·kyk1 .
We show a separation between the deterministic and (weak) pseudo-deterministic space
complexity in the regime where m  n.
I Theorem 7. There is a pseudo-deterministic
algorithm
for point query estimation and


inner product estimation that uses O logε m + log n bits of space. On the other hand, any


deterministic algorithm needs Ω logε n bits of space.
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1.2

Related work

Pseudo-deterministic algorithms were introduced by Gat and Goldwasser [9]. Such algorithms
have since been studied in the context of standard (sequential algorithms) [15, 30], average case
algorithms [18], parallel algorithms [12], decision tree algorithms [11, 10], interactive proofs
[13], learning algorithms [31], approximation algorithms [31, 6], and low space algorithms
[16]. In this work, we initiate the study of pseudo-determinism in the context of streaming
algorithms (and in the context of one-way communication complexity).
The problem of finding duplicates in a stream of integers between 1 and n was first
considered by [14], where an O(log3 n) bits of space algorithm is given, later improved by
[22] to O(log2 n) bits. We show that in contrast to these low space randomized algorithms, a
pseudo-deterministic algorithm needs significantly more space in the regime where the length
of the stream is, say, 3n/2. [23] shows optimal lower bounds for randomized algorithms
solving the problem.
The method of `p -sampling to sample an index of a turnstile vector with probability
proportional to its `p mass, whose study was initiated in [26], is one way of outputting an
element from the support of a turnstile stream. A line of work [8, 26, 22, 3], ultimately
leading to an optimal algorithm in [21] and tight lower bounds in [23], characterizes the space
complexity of randomized algorithms to output an element from the support of a turnstile
vector as Θ(poly log n), in contrast with the space lower bounds we show for algorithms
constrained to a low entropy output.

1.3

Open Problems

Morris Counters
In [27], Morris showed that one can approximate (up to a multiplicative error) the number
of elements in a stream with up to n elements using O(log log n) bits of space. Does there
exist an O(log log n) bits of space pseudo-deterministic algorithm for the problem?

`2 -norm estimation
In this work, we show that there are no low-dimensional pseudo-deterministic sketching
algorithms for estimating the `2 -norm of a vector. However, we do not show a turnstile
streaming lower bound for pseudo-deterministic algorithms, which motivates the following
question. Does there exist a O(poly log n) space pseudo-deterministic algorithm for `2 -norm
estimation?

Multi-pass streaming lower bounds
All the streaming lower bounds we prove are in the single pass model, i.e., where the algorithm
receives the stream exactly once. How do these lower bounds extend to the multi-pass model,
where the algorithm receives the stream multiple times? All of the pseudo-deterministic
streaming lower bounds in this paper do not even extend to 2-pass streaming algorithms.

1.4

Table of complexities

In the below table, we outline the known space complexity of various problems considered in
our work.
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Table 1 Table of space complexities.
Problem
Morris Counters
Find-Duplicate
`2 -approximation (streaming)
`2 -approximation (sketching)
Find-Nonzero-Row

2

Randomized
Θ(log log n)
Θ(log n)

Deterministic
Θ(log n)
Θ(n)

Θ(log n)

e (n)
Θ

e (1)
Θ

e (nd)
Θ

Pseudo-deterministic
O(log n), Ω(log log n)
e (n)
Θ
e (n)
Θ
e (log n)
e
O(n),
Ω
e (n)
Θ

Preliminaries

A randomized algorithm is called pseudo-deterministic if for every valid input x, when
running the algorithm twice on x, the same output is obtained with probability at least
2/3. Equivalently (up to amplification of error probabilities), one can think of an algorithm
as pseudo-deterministic if for every input x, there is a unique value f (x) such that with
probability at least 2/3 the algorithm outputs f (x) on input x
I Definition 8 (Pseudo-deterministic). A (randomized) algorithm A is called pseudo-deterministic if for all valid inputs x, the algorithm A satisfies
Pr [A(x, r1 ) = A(x, r2 )] ≥ 2/3.

r1 ,r2

An extension of pseudo-determinism is that of k-entropy randomized algorithms [16].
Such algorithms have the guarantee that for every input x, the distribution A(x, r) (over a
random choice of randomness r) has low entropy, in particular bounded by k.
Another extension of pseudo-determinism is that of m-pseudo-deterministic algorithms,
from [10]. Intuitively speaking, any algorithm is k-pseudo-deterministic if for every valid input,
with high probability the algorithm outputs one of k options (so, a 1-pseudo-deterministic
algorithm is the same as a standard pseudo-deterministic algorithm, since it outputs the one
unique option with high probability):
I Definition 9 (k-pseudo-deterministic). We say that an algorithm A is k-pseudo-deterministic
if for all valid inputs x, there is a set S(x) of size at most k, such that Prr [A(x, r) ∈ S(x)] ≥
k+1
k+2

For the purposes of this work, we define a simple notion that we call a k-concentrated
algorithm.
I Definition 10. We say that an algorithm A is k-concentrated if for all valid inputs x, there
is some output F (x) such that Prr [A(x, r) = F (x)] ≥ k1 .
The reason for making this definition is that any log k-entropy randomized algorithm, and
any (k + 2)-pseudo-deterministic algorithm is k-concentrated. Thus, showing an impossibility
result for k-concentrated algorithms also shows an impossibility result for log k-entropy and
(k + 2)-pseudo-deterministic algorithms. Indeed, in this work, we use space lower bounds
against k-concentrated algorithms to simultaneously conclude space lower bounds against
low entropy and multi-pseudo-deterministic algorithms.
I Definition 11. A turnstile streaming algorithm is one where there is a vector v, and the
input is a stream of updates of the form “increase the ith coordinate of v by r” or “decrease
the ith coordinate of v by r0 ”. The goal is to compute something about the final vector, after
all of the updates.
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We use a pseudorandom generator for space-bounded computation due to Nisan [29],
which we recap below.
I Theorem 12. There is a function G : {0, 1}s log r → {0, 1}r such that
1. Any bit of G(x) for any input x can be computed in O(s log r) space.
2. For all functions f from {0, 1}r to some set A such that f is computable by a finite state
machine on 2s states, the total variation distance between the random variables f (x)
and f (G(y)) where x is uniformly drawn from {0, 1}r and y is uniformly drawn from
{0, 1}s log r is at most 2−s .

3

Find-Duplicate: Pseudo-deterministic lower bounds

Consider the following problem: the input is a stream of 3n/2 integers between 1 and n. The
goal is to output a number k which appears at least twice in the stream. Call this problem
Find-Duplicate. Recall that this problem has been considered in the past literature,
specifically in [14, 22, 23], where upper and lower bounds for randomized algorithms have
been shown.
Indeed, we know the following is true from [14, 22].
I Theorem 13. Find-Duplicate has an algorithm which uses O(poly log n) memory and
1
succeeds with all but probability poly(n)
.
We formally define a pseudo-deterministic streaming algorithm and show a pseudodeterministic lower bound for Find-Duplicate to contrast with the randomized algorithm
from Theorem 13.
I Definition 14 (Pseudo-deterministic Streaming Algorithm). A pseudo-deterministic streaming
algorithm is a (randomized) streaming algorithm A such that for all valid input streams
s = hx1 , . . . , xm i, the algorithm A satisfies Prr1 ,r2 [(A(x, r1 ) = A(x, r2 )] ≥ 2/3.
One can also think of a pseudo-deterministic streaming algorithm as an algorithm A
such that for every valid input stream s, there exists some valid output f (s) such that the
algorithm A outputs f (s) with probability at least 2/3 (one would have to amplify the success
probability using repetition to see that this alternate notion is the same as the definition
above).
I Definition 15 (Find-Duplicate). Define Find-Duplicate to be the streaming problem
where the input is a stream of length 3n/2 consisting of up to n, and the output must be an
integer which has occured at least twice in the string.
I Theorem 16. Find-Duplicate has no pseudo-deterministic algorithm with memory o(n).

Proof Overview
In order to prove Theorem 16, we introduce two communication complexity problems –
One-Way-Find-Duplicate and One-Way-Partial-Recovery:
In the One-Way-Find-Duplicate problem, Alice has a list of 3n/4 integers between 1
and n, and so does Bob. Alice sends a message to Bob, after which Bob must output an
integer which is in both Alice’s and Bob’s list. Formally:
I Definition 17 (One-Way-Find-Duplicate). Define One-Way-Find-Duplicate to be
the one-way communication complexity problem where Alice has input SA ⊆ [n] and Bob
has input SB ⊆ [n], where |SA |, |SB | ≥ 3n/4. The goal is for Bob to output an element in
SA ∩ SB .
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The idea is that one can reduce One-Way-Find-Duplicate to Find-Duplicate. So,
our new goal will be to show that One-Way-Find-Duplicate requires high communication.
To do so, we will show that it is possible to reduce a different problem, denoted One-WayPartial-Recovery(defined below), to One-Way-Find-Duplicate. Informally, in the
One-Way-Partial-Recovery problem, Alice has a list of 3n/4 integers between 1 and n.
Bob does not have an input. Alice sends a message to Bob, after which Bob must output
n/10 distinct elements which are all in Alice’s list. Formally:
I Definition 18 (One-Way-Partial-Recovery). Define One-Way-Partial-Recovery
to be the one-way communication complexity problem where Alice has input SA ⊆ [n] and
Bob has no input. The goal is for Bob to output a set S satisfying S ⊆ SA and |S| ≥ n/10.
We will show in Claim 19 that a low memory pseudo-deterministic algorithm for FindDuplicate implies a low-communication pseudo-deterministic algorithm for One-Way-FindDuplicate, and in Claim 20 that a low-communication pseudo-deterministic algorithm for
One-Way-Find-Duplicate implies a low communication algorithm for One-Way-PartialRecovery. Finally, in Claim 21, we show that One-Way-Partial-Recovery cannot be
solved with low communication. Combining the claims yields Theorem 16.
Proof of Theorem 16.
B Claim 19. A pseudo-deterministic algorithm for Find-Duplicate with space S and
success probability p implies a pseudo-deterministic communication protocol for One-WayFind-Duplicate with communication S and success probability at least p.
Proof. To prove the above claim, we construct a protocol for One-Way-Find-Duplicate
from a streaming algorithm for Find-Duplicate. Given an instance of One-Way-FindDuplicate, Alice can stream her input set of integers in increasing order, and simulate
the streaming algorithm for Find-Duplicate. Then, she sends the current state of the
algorithm (which is at most S bits) to Bob, who continues the execution of the streaming
algorithm. At the end, the streaming algorithm outputs a repetition with probability p,
which means the element showed up in both Alice and Bob’s lists. Note that for a given
input to Alice and Bob, Bob outputs a unique element with high probability because the
streaming algorithm is pseudo-deterministic.
C
B Claim 20. A pseudo-deterministic one-way communication protocol
 for One-WayFind-Duplicate with S communication and failure probability O n12 implies a pseudodeterministic communication
protocol for One-Way-Partial-Recovery with S communic
ation and O n1 failure probability.
Proof. We will show how to use a protocol for One-Way-Find-Duplicate to solve the
instance of One-Way-Partial-Recovery.
Suppose we have an instance of One-Way-Partial-Recovery. Alice sends the same
message to Bob as if the input was an instance of One-Way-Find-Duplicate, which is
valid since in both of these problems, Alice’s input is a list of length 3n/4 of integers between
1 and n.
Now, Bob’s goal is to use the message sent by Alice to recover n/10 elements of Alice.
Let X be the (initially empty) set of elements of Alice’s input that Bob knows and let
B be a set of 3n/4 elements in {1, . . . , n} disjoint from X, where we initially set B to
{1, 2, . . . , n}. While the size of X is less than n/10, Bob simulates the protocol of One-WayFind-Duplicate with Alice’s message and input B. This will result in Bob finding a single
element x in Alice’s input that is (i) in B, and (ii) not in X. Bob adds x to X, and deletes
x from B. Once the size of X is n/10, Bob outputs X.
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If Alice has the set A as her input, define fA (B) to be the output which the pseudodeterministic algorithm for One-Way-Find-Duplicate outputs with high probability when
Alice’s input is A and Bob’s input is B. Now, set B0 = {1, 2, . . . , n}, and Bi = Bi−1 \{fA (B)}.
Note that these Bi (for i = 0 through n/10) are the sets which, assuming the pseudodeterministic algorithm never errs during the reduction (where we say the algorithm errs if it
does not output the unique element which is guaranteed to be output with high probability),
Bob will use as his inputs for the simulated executions of One-Way-Find-Duplicate.
The pseudo-deterministic algorithm does not err on any of the Bi except with probability
at most 1/n, by a union bound. If Bob succeeds on all of the Bi , that means that the
sequence of inputs which will be his inputs for the simulated executions of One-Way-FindDuplicate are indeed B0 , B1 , . . . , Bn/10 . So, since we have shown with high probability
the algorithms succeeds on all of the Bi , and therefore with high probability the Bi are also
Bob’s inputs for the simulated executions of One-Way-Find-Duplicate, we see that with
high probability Bob will succeed on all of the n/10 inputs he tries to simulate executions of
One-Way-Find-Duplicate with.
Note that we used the union bound over all the Bi for i = 1 through n/10. All of these
Bi are a function of A. In particular, notice that by definition, the Bi do not depend on the
randomness chosen by Alice.
C
B Claim 21. Every pseudo-deterministic One-Way-Partial-Recovery protocol which
succeeds with probability at least 23 requires Ω(n) bits of communication.
Proof. We prove this lower bound by showing that a protocol for One-Way-PartialRecovery can be used to obtain a protocol with exactly the same communication for the
problem where Alice is given a string x in {0, 1}Cn as input, she sends a message to Bob,
and Bob must exactly recover x from Alice’s message with probability at least 2/3. This
problem has a lower bound of Ω(n) bits of communication.
Suppose there exists a pseudo-deterministic algorithm for One-Way-Partial-Recovery.
Given such a pseudo-deterministic protocol that succeeds with probability at least 2/3, there
is a function F such that F (S) (a set with n/10 elements) is Bob’s output after the protocol
with probability at least 2/3 when Alice is given S as input.
We will construct sets S1 , . . . , St to be subsets of [n] of size 3n/4 such that for any i 6= j,
F (Si ) is not a subset of Sj . To do so, we use the probabilistic method: set S1 , . . . , St be
random subsets of [n] of size 3n/4. The probability that F (Si ) is contained Sj for fixed i 6= j
n/10
is at most 34
. Thus, by a union bound, the probability that for any i 6= j, F (Si ) is
n/10
n/100
contained Sj is at most t2 34
, a quantity which is strictly less than 1 when t is 43
,
so S1 , . . . , St satisfying the desired guarantee exist.
Alice and Bob can (ahead of time) agree on an encoding of blog tc-bit strings that is an
injective function G from {0, 1}blog tc to {S1 , . . . , St }. Now, if Alice is given a blog tc-bit string
x as input, she can send a message to Bob according to the pseudo-deterministic protocol for
One-Way-Partial-Recovery by treating her input as G(x). Bob then recovers F (G(x))
with probability at least 2/3, and can use it to recover G(x) since there is unique Si in which
F (G(x)) is contained. Since G is injective, Bob can also recover x with probability 2/3.
This reduction establishes a lower bound of Ω(blog tc) on the pseudo-deterministic communication complexity of One-Way-Partial-Recovery, which is an Ω(n) lower bound.
C
Combining Claim 19, Claim 20 and Claim 21 completes the proof of Theorem 16.

J
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It is worth noting that the problem has pseudo-deterministic algorithms with sublinear
space if one allows multiple passes through the input. Informally, a p-pass streaming algorithm
is a streaming algorithm which, instead of seeing the stream only once, gets to see the stream
p times.
e 1/p ) memory
B Claim 22. There is a p-pass deterministic streaming algorithm that uses O(n
for the Find-Duplicate problem.
Proof. At the start of t-th pass, the algorithm maintains a candidate interval I of width
n1−(t−1)/p from which it seeks to find a repeated element. At the very beginning, this
candidate interval is [1, n]. In the t-th pass, first partition the interval into n1/p equal sized
intervals I10 , . . . , In0 1/p , each of whose width (the width of an interval [a, b] is b − a) is n1−t/p
and count the number of elements of the stream that lie in each such subinterval – this count
must exceed the width of at least one subinterval It0 . Update I to It0 and proceed to the next
pass. After p passes, this interval will contain at most 1 integer.
C

4

Entropy Lower Bound for Find-Duplicate

I Theorem 23. Every zero-error
randomized algorithm for Find-Duplicate that is


s
concentrated must use Ω log n space.

n
s-

By zero error, we mean that the algorithm never outputs a number k which is not
repeated. With probability one it either outputs a valid output, or ⊥.
Proof. We use a reduction similar to that of the pseudo-deterministic case (cf. Proof of
Claim 20). Using the exact same reduction from the proof of Claim 19, we get that a
n
s -concentrated streaming algorithm for Find-Duplicate using T space must give us a
n
s -concentrated protocol for One-Way-Find-Duplicate with communication complexity
T . If we can give
 a way to convert such a protocol for One-Way-Find-Duplicate into
n
an O T n log
-communication protocol for One-Way-Partial-Recovery, the desired
s
lower bound on T follows from the lower bound on communication complexity of One-WayPartial-Recovery from Claim 21. We will now show how to make such a conversion by
describing a protocol for One-Way-Partial-Recovery.
Alice sends Bob Θ(n log n/s) messages according to the protocol for One-Way-FindDuplicate (that is, she simulates the protocol for One-Way-Find-Duplicate a total
of Θ(n log n/s) times). Bob’s goal is to use these Θ(n log n/s) messages to recover at least
n/10 input elements of Alice. Towards this goal, he maintains a set of elements recovered
so far, X (initially empty), and a family of “active sets” B (initially containing the set
{1, 2, . . . , n}). While the size of X is smaller than n/10, Bob simulates the remainder of the
One-Way-Find-Duplicate protocol on every possible pair (B, M ) where B is a set in B
and M is one of the messages of Alice. For each such pair (B, M ) where the protocol is
successful in finding a duplicate element x, Bob adds x to X, removes B from B and adds
B \ {x} to B.
We now wish to prove that this protocol indeed lets Bob recover n/10 elements of Alice.
Suppose Alice has input A. For each set S, define fA (S) be an element of A ∩ S that has
probability at least s/n of being outputted by Bob on input S at the end of a One-WayFind-Duplicate protocol. Let S0 := {1, 2, . . . , n} and Si := Si−1 \ {fA (Si )} be defined for
0 ≤ i ≤ n/10. Note that Si are predetermined: it is a function of Alice’s input (and, in
particular, not a function of the randomness she uses when choosing her messages). For a
fixed i, the probability of failure to recover fA (Si ) from any of Alice’s messages is at most
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1/n2 . A failure to fill in X with n/10 elements implies that for some i, Bob failed to recover
fA (Si ) from all of Alice’s messages. The probability that such a failure happens for a specific
i is at most (1 − s/n)Θ(n log n/s) . By setting the constant in the Θ to be large enough, we
can have this be at most n12 , and so by a union bound the probability that there is an i such
that fA (Si ) is not recovered by Bob is at most 1/n.
Thus, we obtain a protocol for One-Way-Partial-Recovery with communication
complexity O(T n log n/s), and so T ≤ s/ log n, completing the proof.
J
We obtain the following as immediate corollaries:

n
I Corollary24. Any
 zero-error log s -entropy randomized algorithm for Find-Duplicate
must use Ω logs n space.

n
I Corollary25. Any
zero-error
O
-pseudo-deterministic algorithm for Find-Duplicate
s

s
must use Ω log n space.
Below we show that the above lower bound is tight up to log factors.
I Theorem 26. For all s, there exists a zero-error randomized algorithm for Find-Dupli
e
e hides factors polylogarithmic in n) that is O n -concencate using O(s)
space (where O
s
trated.
Proof. Define the following algorithm A for Find-Duplicate: pick a random number i in
[3n/2], then remember the ith element a of the stream, and see if a appears again later in
the stream. If it does, return x. Otherwise return ⊥.
The O ns -concentrated algorithm algorithm is as follows: Run s log n copies of Algorithm
A independently (in parallel), and then output the minimum
 of the outputs.
n
We are left to show that this algorithm is indeed O s -concentrated.
Define f to be a function where f (i) is the total number of times which i shows up in
the stream, and define g(i) = max((f (i) − 1), 0). Note that then, the probability that i is
outputted by algorithm A is g(i)/(3n/2), since i will be outputted if A chooses to remember
one of the first i − 1.
Pa
Consider the smallest a such that i=1 g(i) ≥ n/(2s). We will show that the probability
that the output is less than a with high probability. It will follow that the algorithm is
Pa−1
s-concentrated, since of the a − 1 smallest elements, at most i=1 g(i) outputs are possible
(since if g(i) = 0, then i is not a possible output). So, we will see that with high probability,
Pa−1
one of at most i=1 g(i) + 1 ≤ n/(2s) outputs (namely, the valid outputs less than or
equal to a) will be outputted with high probability. And hence, at least one of them will be
outputted with probability at least ns .
Pa
The probability that the output is at most a in a single run of algorithm A is 3n
i=1 g(i)
2
≥ 3/(4s). So, the probability that in s log n runs of algorithm, in at least one of them an
3 s log n
element which is at most a is outputted is 1 − (1 − 4s
)
, which is polynomially small in
n. Hence, with high probability an element which is at most a (and there are n/(2s) valid
outputs less than a) will be outputted.
J

4.1

Getting Rid of the Zero Error Requirement

A downside of Theorem 23 is that it shows a lower bound only for zero-error algorithms. In
this section, we strengthen the theorem by getting rid of that requirement:
I Theorem 27. Every randomized algorithm for Find-Duplicate
that is ns -concentrated

and errs with probability at most n12 must use Ω̃ s1− space (for all  > 0).
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Proof overview
We begin by outlining why the approach of Theorem 23 does not work without the zero-error
requirement. Recall that the idea in the proof was to have Alice send many messages (for
One-Way-Find-Duplicate) to Bob, and Bob simulates the One-Way-Find-Duplicate algorithm (using simulated inputs he creates for himself) using these messages to find elements
in Alice’s input.
The problem is that the elements we end up removing from Bob’s simulated input1 depend
on Alice’s messages, and therefore we can’t use a union bound to bound the probability that
the protocol failed for a certain simulated input. So, we want the elements we remove from
Bob’s fake input not to depend on the inputs Alice sent. One idea to achieve this is to have
Alice send a bunch of messages (for finding a shared element), and then Bob will remove
the element that gets output the largest number of times (by simulating the protocol with
each of the many messages Alice sent). The issue with this is that if the two most common
outputs have very similar probability, the outputted element depends not only on Alice’s
input, but also on the randomness she uses when choosing what messages to send to Bob.
This makes it again not possible to use a union bound.
There are two new ideas to fix this issue. The first is to use the following “Threshold”
technique: Bob will pick a random “threshold” T between ks/(2n) and ks/(4n) (where we wish
to show a lower bound on n/s-concentrated algorithms, and k is the total number of messages
Alice sends to Bob). He simulates the algorithm for One-Way-Find-Duplicate with all k
messages Alice sent him, and gets a list L of k outputs. Then, he will consider the “real”
output to be the lexicographically first output y ∈ L where there are more than T copies of
y in the list L (note that since the algorithm is n/s-concentrated, its very unlikely for no
such element to exist).
Now, it follows that with high probability, the shared element does not really
p depend
on the messages. This is because
with
all
but
probability
approximately
1/
ks/n, the
p
2
threshold is far (more than pks/n log ks/n away) from the the frequency of every element
in L. We note that we pick ks/n log2 ks/npsince from noise we would expect to have the
frequencies of elements in L change by up to ks/n log2 ks/n, depending on the randomness
of A. We want the threshold to be further than that from the expected frequencies, so that
with high probability there will be no element which sometimes has frequency more than T
and sometimes has frequency less than T , depending on Alice’s messages (recall that the goal
is to make the outputs depend as little as possible on Alice’s messages, but to only depend
on shared randomness and on Alice’s input).
p
This is still not enough for us: we still cannot use a union bound, as 1/ ks/n fraction
of the time Bob’s output will depends on Alice’s message
(and not just her input). The next
p
idea resolves this. What Alice will do is send n/ ks/n additional pieces of information:
telling Bob where the chosen thresholds are bad, and what threshold to use instead. We
assume that we have shared randomness so Alice knows all of the thresholds that will be
chosen by Bob (note heavy-recovery is hard, even in the presence of shared randomness,
so the lower bound is sufficient with shared randomness). Now, Alice can tell for which
executions there the threshold chosen
will be too close to the likelihood of an element. So,
p
Alice will send approximately n/ ks/n additional pieces of information: telling Bob where
the chosen thresholds are bad, and what threshold to use instead. By doing so, Alice has
guaranteed that a path independent of her messages will be taken.

1

recall that Bob simulates an input to the One-Way-Find-Duplicate problem, and then he repeatedly
finds elements he shares with Alice, removes them from the “fake” input, and reconstructs a large
fraction Alice’s inputs
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p
To recap, idea 1 is to use the threshold technique so that with probability 1 − 1/ ks/n
what Bob does doesn’t depend
p on Alice’s messages (only on her input). Idea 2 is to have
Alice tell Bob where these 1/ ks/n bad situations are, and how to fix them.
p
The total amount of information Alice sends (ignoring logs) is Θ̃(kb + n/ ks/n), (where
b is the message size we are assuming exists for pseudo-deterministically
p finding a shared
element,
and
k
is
the
number
of
messages
Alice
sends).
The
factor
n/
ks/n follows since
p
1/ ks/n of the times, short messages will be sent to Bob due to a different threshold. A
threshold requires log n bits to describe, which can be dropped since we are ignoring log
factors. Setting n/s  k  n/b, we conclude that Alice sends a total of õ(n) bits. This
establishes a contradiction, since we need Θ̃(n) bits to solve One-Way-Partial-Recovery.
So, whenever s = ω̃(b), we can pick a k such that we get a contradiction.
Proof. Below we write the full reduction written out as an algorithm for One-Way-FindDuplicate.
√
Alice Creates k = n/ sb messages for One-Way-Find-Duplicate, and sends them to
Bob (Call these messages of type A).
Additionally, Alice looks at the thresholds
in the shared randomness. every time there
p
is a threshold that is close (within ks/n log2 ks/n) of the expected number of times
a certain y will be outputted on the corresponding input (that is, for each fake input
Bob will try, Alice checks if the probability of outputting some y is close to T – to be
precise, say she checks if its probability of being outputted, assuming a randomly chosen
message by Alice, is close to T ), she sends a message to Bob informing him about the
bad threshold, and suggests a good threshold to be used instead (call these messages of
type B). Notice that these messages do not depend on the messages of type A that Alice
sends, and that each such message is of size O(log n).
Bob sets B to be the simulated input {1, ..., n}
Bob uses each of the messages of type A that Alice sent, along with B, to construct a list
of outputs.
Bob looks at the shared randomness to find a threshold T (if Alice has informed him it is a
bad threshold, use the threshold Alice suggests instead), and consider the lexicographically
minimal output y that is contained in the multiset more than T times.
Bob removes y from the fake input and repeat the last three steps of the algorithm (this
time using a new threshold).
B Claim 28. The above protocol solves One-Way-Partial-Recoverywith high probability
using õ(n) bits.
Proof. First we show that the total number of bits communicated
is õ(n). Notice that the
√
total number of messages of type A that√are sent is n/ sb. We assume that each of these is
√
of size at most b, giving us a total of n b/ s bits sent in messages of type A. Under the
assumption that b = õ(n), we see that this is õ(n) total bits for messages of type A.
We now count the total number of bits communicated in messages of type B. Each
message of type B is of size O(log n) (it is describing a single element, and a number
corresponding to which execution the message is relevant for, each requiring O(log n) bits).
So, we wish to show that with high probability the total number of messages of type B
is õ(n). The total number of messages of type B that will be sent is O( √ n ), since for
ks/n

every input, the probability thatp
the randomly chosen threshold (which is sampled using
public randomness) is more than ks/n log2 ks/n away from the frequency of every output
p
is O( √ 1 ). Note that √ n = õ(n) since ks = n sb , and we assume b = õ(s).
ks/n

ks/n
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We are now left to show the protocol correctly solves One-Way-Partial-Recovery
with high probability. We will first show that, after fixing Alice’s input and the public
randomness, with high probability there will be a single sequence of inputs that Bob will
try that will occur with high probability (that is, there is a sequence of y’s that Bob goes
through with high probability). To do this, consider a certain input that Bob tries. We
will bound the probability that there are two values y and y 0 such that both y and y 0 have
probability at least n1 of being outputted. Suppose there exists two such y and y 0 that means
that at least one of them (say y, without loss of generality) has to be the output of more
than T of the k executions with probability more than n1 , but less than n−1
n . Additionally,
we know
that
the
expected
number
of
times
that
y
will
be
outputted
of
the
k times is more
p
than ks/n log2 ks/n away from T (otherwise Alice will pick a different value of T such
that this will be true, and send that value to Bob in a message of type B). However, the
p
1/4
probability of being more than ks/n log2 ks/n = Θ( sb
log2 s/b) = Θ(nε/4 log2 n) away
from the expectation, by a Chernoff bound, is (asymptotically) less than n1 .
Notice also, that by the assumption that the algorithm in n/s-concentrated, there will
always be an output ymax which is expected to appear at least ns of the time. Also, since
the threshold T is at most ks/2n,
the probability that ymax appeared fewer than T times is
p
exponentially low in ks/n = s/b = Θ̃(n/2 ), and so with high probability there will always
exist a y which was outputted on more than T of the executions, so in the second to last
step, the multiset will always have an element that appears at least T1 times.
Hence, by a union bound over all inputs that Bob tries, with high probability there will
be a single sequence of inputs which Bob goes through (which depends only only on the
public thresholds and Alice’s input).
We will show that each y generated by Bob is an element in Alice’s input with high
probability. Notice that the y that Bob picks has appeared more than T times out of k,
where T is at least ks/(4n). If y is not a valid output then its probability of being outputted
is n12 . The probability it is outputted at least once is at most nk2 ≤ n1 . Taking a union bound
over the inputs that Bob tries (of which there are n/10), we get that the probability that
there is an invalid y at any point is at most 1/10. So, with probability 9/10, no invalid y is
ever outputted.
C
J

5

Entropy lower bounds for finding a support element

Consider the turnstile model of streaming, where a vector z ∈ Rn starts out as 0 and receives
updates of the form “increment zi by 1” or “decrement zi by 1”, and the goal of outputting a
nonzero coordinate of z. This is a well studied problem and a common randomized algorithm
to solve this problem in a small amount of space is known as `0 sampling [8]. `0 sampling
uses polylogarithmic space and outputs a uniformly random coordinate from the support
of z. A natural question one could ask is whether the output of any low space randomized
algorithm is necessarily close to uniform, i.e., has high entropy. We answer this affirmatively
and show a nearly tight tradeoff between the space needed to solve this problem and the
entropy of the output of a randomized algorithm under the assumption that the algorithm is
not allowed to output anything outside the support2

2

We note that using similar ideas to those in Subsection 4.1, the zero error requirement could be removed.
We omit this adaptation since it is very similar to that of Subsection 4.1.
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I Theorem 29. Every zero-error

 randomized algorithm for Find-Support-Elem that is
n
s
-concentrated
must
use
Ω
space.
s
log n
We only provide a sketch of the proof and omit details since they are nearly identical to the
proof of Theorem 23.
Proof Sketch. Let A be such an algorithm that uses T space. Just like the proof of
Theorem 23,the way we show this lower bound is by illustrating that A can be used to
n
obtain an O T n log
-communication protocol for One-Way-Partial-Recovery, which
s
combined with Claim 21 yields the desired result.
For every
 element a in Alice’s input set A, she streams “increment za by 1” and runs
n
Θ s log n independent copies of A on the input. She then sends the states of each these
n
independent runs of A to Bob, which is at most T n log
bits, to Bob. Bob maintains a set of
s
states M, initially filled with all of Alice’s messages. While he has not yet recovered n/10
elements, Bob picks a message M ∈ M and recovers x in A using algorithm A. And for each
M ∈ M, Bob resumes A on state M and streams “decrement zx by 1” and adds the new
state to M, and deletes M from M.
The proof of correctness for why Bob indeed eventually recovers n/10 elements of A is
identical to that in the proof of Theorem 23, thus giving a protocol for One-Way-PartialRecovery and proving the statement.
J
We can immediately conclude the following.

I Corollary 30. Any
log ns -entropy randomized algorithm for Find-Support
 zero-error
Elem must use Ω logs n space.
I Corollary 31. Any
O
 zero-error

s
Elem must use Ω log n space.

n
s



-pseudo-deterministic algorithm for Find-Support-

This lower bound is also tight up to polylogarithmic factors due to an algorithm nearly
identical to the one from Theorem 26. In particular, we have:
I Theorem 32. For all s, there exists
 a zero-error randomized algorithm for Find-Duplicate using O(s) space that is O ns -concentrated.

6

Space complexity of pseudo-deterministic `2 -norm estimation

In this section, we once again consider the pseudo-deterministic complexity of `2 norm
estimation in the sketching model. The algorithmic question here is to design a distribution
D over s × n matrices along with a function f : Rs → R so that for any x ∈ Rn :


1
1
Pr [f (Sx) 6∈
kxk2 , αkxk2 ≤
.
S∼D
α
poly(n)
Further, we want f (Sx) to be a pseudo-deterministic function; i.e., we want f (Sx) to be a
unique number with high probability.
I Theorem 33. The pseudo-deterministic sketching complexity of `2 norm estimation is
Ω(n).
The following query problem is key to our lower bound.
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I Definition 34 (`2 adaptive attack). Let α > 0 be some constant. Let S be an s × n matrix
with real-valued entries and f : Rs → R be some function. Now, consider the query model
where an algorithm is allowed to specify a vector x ∈ Rn as a query and is given f (Sx) as a
response. The goal of the algorithm is to output y such that


1
kyk2 , αkyk2
f (Sy) ∈
/
α
in as few queries as possible. We call this algorithmic problem the `2 -adaptive attack problem.
We use a theorem on adaptive attacks on `2 sketches proved in [17].
I Theorem 35. There is a poly(n)-query protocol to solve the `2 adaptive attack problem
with probability at least 9/10, i.e., the problem in Definition 34 when s = o(n).
Proof of Theorem 33. Suppose D is a distribution over s × n sketching matrices and f is a
function mapping Rs to R with the property that the pair (D, f ) gives a pseudo-deterministic
sketching algorithm for `2 norm estimation. Henceforth, we use S to denote a random matrix
sampled from D. Then there is a function g : Rn → R such that:
1. g is an α-approximation of the `2 norm.
2. On every input x, f (Sx) = g(x) with probability at least 1 − n1c for some constant c.
We will show that s must be Ω(n) by deducing a contradiction when k = o(n). Let r
be a parameter to be chosen later. Let x(1) , x(2) , . . . , x(r) be the (random) sequence of
vectors in Rn obtained by the adaptive query protocol from Theorem 35 based on responses
g(x(0) ), . . . , g(x(r) ) where r = poly(n), and let y be the (random) output of the protocol.
Note that the guarantee that r = poly(n) hinges on assuming s = o(n). From the guarantees
of Theorem 35, for any fixed matrix B and function h such that h(Bx(i) ) = g(x(i) ) for all
i, it is true with probability at least 9/10 that h(By) 6= g(y). On the other hand, for any
sequence of r + 2 fixed vectors v0 , . . . , vr+1 , f (Svi ) = g(vi ) for all i with probability at least
1
1 − poly(n)
. Call the event {f (Sx(0) ) = g(x(0) ), . . . , f (Sx(r) ) = g(x(r) ), f (Sy) = g(y)} as
E. Let pS be the probability density function of S and let pT be the probability density
function of (x(0) , . . . , x(r) , y). This results in the following two estimates of Pr[E].
On the one hand,
Z
Pr[E] =
Pr[E|S]pS (S)
ZS
1
≤
pS (S)
10
S
1
,
=
10
and on the other hand,
Z
Pr[E] =
Pr[E|x(0) , . . . , x(r) , y]pT (x(0) , . . . , x(r) , y)
x(0) ,...,x(r) ,y


Z
1
≥
1−
pT (x(0) , . . . , x(r) , y)
poly(n)
x(0) ,...,x(r) ,y
1
=1−
.
poly(n)
The contradiction arises since Pr[E] cannot simultaneously be at least 1 −
1
most 10
, and hence s cannot be o(n).

1
poly(n)

and at
J
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I Corollary 36. For any constant δ > 0, any (2 − δ)-concentrated sketching algorithm that
where the sketching matrix is s × n can be turned into a pseudo-deterministic one by running
log n independent copies of the sketch and outputting
the
 majority answer. Thus, as an

n
upshot of Theorem 33 we obtain a lower bound of Ω log n on (2 − δ)-concentrated algorithms
for pseudo-deterministic `2 -norm estimation in the sketching model.
In contrast to Corollary 36 which says that (2 − δ)-concentrated algorithms for `2
estimation in the sketching model need near linear dimension, we show that there is an
O(poly log n)-dimension (2 + δ)-concentrated sketching algorithm to solve the problem, thus
exhibiting a “phase transition”.
I Theorem 37. There is a distribution D over s × n matrices and a function f : Rs → R
when s = O(poly log n) For every constant δ > 0, there is an O(poly(log n, log m))-space
(2 + δ)-concentrated sketching algorithm for `2 -norm estimation.
Proof. Let the true `2 norm of the input vector be r. Run the classic sketching algorithm
of [2] for randomized `2 norm estimation with error min{1/220 , ε4 } and failure probability
1
poly(n) where (1 + ε) is the desired approximation ratio. This uses a sketch of dimension
O(poly log n). Now, we describe the function f we use. Take the output of the sketching
algorithm of [2] and return the number obtained by zeroing out all its bits beyond the first
max{2 log 1ε , 5} significant bits.3 First, the outputted number is a (1 + ε) approximation.
1
Further, for each input, the output is one of two candidates with probability 1− poly(n)
> 1−δ
4
for every constant δ. This is because [2]
produces
a
(1
+
ε
)-approximation
to
r,
and
there

are only two candidates for the 2 log 1ε most significant bits of any real number that lies in
an interval [(1 − ε4 )r, (1 + ε4 )r].
J

7
7.1

Pseudo-deterministic Upper Bounds
Finding a nonzero row

Given updates to an n × d matrix A (where we assume d ≤ n) that is initially 0 in a turnstile
stream such that all entries of A are always in range [−n3 , n3 ], the problem Find-NonzeroRow is to either output an index i such that the ith row of A is nonzero, or output none if
A is the zero matrix.
e
I Theorem 38. The randomized space complexity for Find-Nonzero-Row is Θ(1),
the
e
pseudo-deterministic space complexity for Find-Nonzero-Row is Θ(n), and the determine
istic space complexity for Find-Nonzero-Row is Θ(nd).
e
Proof. We first will show a randomized Θ(1)
space algorithm for the problem, then we will
show pseudo-deterministic upper and lower bounds, and then show the deterministic lower
bound.
Randomized algorithm for Find-Nonzero-Row. A randomized algorithm for this problem
is given below. Note that the version of the algorithm as stated below does not have the
e
desirable O(1)
space guarantee, but we will show how to use a pseudorandom generator of
Nisan [29] to convert the below algorithm to one that uses low space.

3

The parameters 1/220 , 5 and ε4 are chosen purely for safety reasons.
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1. Sample a random d-dimensional vector x where each entry is an independently drawn
integer in [−n3 , n3 ] and store it.
2. Simulate a turnstile stream which maintains Ax. In particular, consider the n-dimensional
vector y, which is initially 0, and for each update to A of the form “add ∆ to Aij ”, add
∆xj to yi . We run an `0 -sampling algorithm [8] on this simulated stream updating y,
and return the output of the `0 -sampler, which is close in total variation distance to a
uniformly random element in the support of y.
In the above algorithm, step 1 is not low-space as stated. Before we give a way to perform
e
step 1 in O(1)
space, we prove the correctness of the above algorithm. Suppose Ai is a
nonzero row of A, then let j be an index where Ai is nonzero. Suppose all coordinates of x
except for the j-th coordinate have been sampled, there is at most one value C for xj for
which hAi , xi is 0, and there is at most a 1/n3 probability that xj equals C, which means if
i is a nonzero row, then (Ax)i is nonzero except with probability at most 1/n3 . In fact, by
taking a union bound over all nonzero rows we can conclude that the set of nonzero rows
and the set of nonzero indices of Ax are exactly the same, except with probability bounded
by 1/n2 .
Now we turn our attention to implementing step 1 in low space. Towards doing so we use
Nisan’s pseudorandom generator for space bounded computation in a very similar manner
to [19].
Instead of sampling 3d log n + 1 bits to store x, we sample and store a uniformly random
seed w of length O(poly log(n, d)) and add ∆G(w)j to yi when an update “add ∆ to Aij ” is
received, where G is the function from Theorem 12 that maps the random seed to a sequence
3d log n + 1 bits. To prove the algorithm is still correct if we use the pseudorandom vector
G(w) instead of the uniformly random vector x, we must show that when Ai is nonzero,
then hAi , G(w)i is nonzero with probability at least 1 − O(1/n3 ). Towards this, for a fixed
d-dimensional vector q, consider the following finite state machine. The states are labeled by
pairs (i, a) where i is in {0, 1, . . . , d} and a is in [−n6 d, n6 d]. The FSM takes a d-dimensional
vector r as input, starts at state (0, 0), and transitions from state (i, a) to (i + 1, a + qi+1 · ri+1 )
until it reaches a state (d, `). The FSM then outputs `. This establishes that for a fixed q,
the function f (x) := hq, xi is computable by an FSM on poly(d, n) states, and hence from
Theorem 12, f (x) and f (G(w)) are 1/dn6 close in total variation distance, which means
when Ai is nonzero, then hAi , G(w)i is nonzero except with probability bounded by O(1/n3 ).

A pseudo-deterministic algorithm and lower bound for Find-Nonzero-Row. The pseudodeterministic algorithm is very similar to the randomized algorithm from the previous
section.
1. Sample a random d-dimensional vector x where each entry is an independently drawn
integer in [−n3 , n3 ]. Store x and maintain Ax.
2. Output the smallest index i such that (Ax)i is nonzero.
Storing x takes O(d log n) space, and maintaining Ax takes O(n log n) space. Recall from the
discussion surrounding the randomized algorithm that the set of nonzero indices of Ax and
the set of nonzero rows were equal with probability 1 − 1/n2 , which establishes correctness
of the above pseudo-deterministic algorithm. The space complexity is thus O((d + n) log n),
which is equal to O(n log n) from the assumption that d ≤ n.
e
A pseudo-deterministic lower bound of Ω(n)
follows immediately from Corollary 31 since
Find-Nonzero-Row specialized to the d = 1 case is the same as Find-Support-Elem.
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Lower Bound for deterministic algorithms. An Ω(nd log n) bit space lower bound for
deterministic algorithms follows from a reduction to the communication complexity problem
of Equality. Alice and Bob are each given nd log n bit strings as input, which they interpret
as n × d matrices, A and B respectively, where each entry is a chunk of length log n. Suppose
a deterministic algorithm A takes S bits of space to solve this problem. We will show that
this can be converted to a S-bit communication protocol to solve Equality. Alice runs A
on a turnstile stream updating matrix X initialized at 0 by adding Aij to Xij for all (i, j)
in [n] × [d]. Alice then sends the S bits corresponding to the state of the algorithm to Bob
and he continues running A on the updates “add −Bij to Xij ”. A outputs none if and only
if A = B and thus Bob outputs the answer to Equality depending on the output of A.
Due to a communication complexity lower bound of Ω(nd log n) on Equality, S must be
Ω(nd log n).
J

7.2

Point Query Estimation and Inner Product Estimation

In this section, we give pseudo-deterministic algorithms that beat the deterministic lower
bounds for two closely related streaming problems – point query estimation and inner product
estimation.

Point Query Estimation
Given a parameter ε and a stream of m elements where each element comes from a universe
[n], followed by a query i ∈ [n], output fi0 such that |fi − fi0 | ≤ εm where fi is the frequency
of element i in the stream.

Inner Product Estimation
Given a parameter ε and a stream of m updates to (initially 0-valued) n-dimensional vectors
x and y in an insertion-only stream4 , output estimate e satisfying |e − hx, yi| < ε · kxk1 · kyk1 .
In the above problems, we will be interested in the regime where m  n.
Our main result regarding a pseudo-deterministic algorithm for point query estimation is:


I Theorem 39. There is an O logε m + log n -space pseudo-deterministic algorithm A for
point query estimation with the following precise guarantees. For every sequence s1 , . . . , sm
in [n]m , there is a sequence f10 , . . . , fn0 such that
1. For all i, |fi0 − fi | ≤ εm where fi is the frequency of i in the stream.
2. Except with probability 1/m, for all i ∈ [n] A outputs fi0 on query i.
We remark that the deterministic complexity of the problem is Ω( logε n (see Theorem 44).
Towards establishing Theorem 39, we recall two facts.
I Theorem 40 (Misra–Gries algorithm [25]). Givena parameter
 ε and a length-m stream
log d+log m
of elements in {1, . . . , d}, there is a deterministic O
-space algorithm that given
ε
any query s ∈ [d], outputs fs0 such that |fs0 − fs | ≤ εm where fs is the number of occurrences
of s in the stream. An additional guarantee that the algorithm satisfies is the following, which
we call permutation invariance. Consider the stream
s1 , s2 , . . . , sm
4

A stream where only increments by positive numbers are promised.
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and for any permutation π : [d] → [d], consider the stream
π(s1 ), π(s2 ), . . . , π(sm ).
When the algorithm is given the first stream as input, let fs0 denote its output on query s,
0
and when the algorithm is given the second stream as input, let gπ(s)
denote its output on
0
0
query π(s). The algorithm has the guarantee that fs = gπ(s) .
I Theorem 41 (Pairwise independent hashing, [32, Corollary 3.34]). Assume d  n. There
is a pairwise independent hash function h : [n] → [d], which can be sampled using O(log n)
random bits and also can be stored in O(log n) bits.
Proof of Theorem 39. The algorithm is as follows.
Sample a random pairwise independent hash function h : [n] → [m3 ], which can be
sampled and stored in O(log n) bits.
Run the Misra–Gries algorithm with the following simulated stream as input: for each s
streamed as input, stream h(s) to the simulation.
Given any query s, perform query h(s) to the Misra–Gries algorithm running on the
simulated stream, and return its output.
Let S be the collection of elements of [n] that occur in the input stream s1 , . . . , sm . Assuming
h maps S into [m3 ] without any collisions5 , it follows from the permutation invariance
property of the Misra–Gries algorithm from Theorem 40 the output of the above algorithm
on any query q is equal to F (s1 , . . . , sm , q) for a fixed function F . Thus if we show that h
indeed maps S into [m3 ] injectively pseudo-determinism of the given algorithm would follow.
Given i, j ∈ S, due to pairwise independence of h, the probability that h(i) = h(j) is
equal to 1/m3 . A union bound over all pairs of elements in S tells us that h is collision-free
except with probability at most 1/m, which implies that the above algorithm is indeed
pseudo-deterministic.
J
I Theorem 42. There
is a (weakly)
pseudo-deterministic algorithm for inner product estim

log m
+
log
n
space.
ε

ation that uses O

The algorithm for inner product estimation is based on point query estimation, and
towards stating the algorithm we first state a known result that helps relate the two problems.
I Lemma 43 (Easily extracted from the proof of [28, Theorem 1]). Let x, y, x0 , y 0 be vectors
such that kx − x0 k∞ ≤ εkxk1 and ky − y 0 k∞ ≤ εkyk1 . Now, let x00 (and respectively y 00 )
denote x0 with everything except the maximum 1/ε entries zeroed out. Then the following
holds:
|hx00 , y 00 i − hx, yi| ≤ ε · kxk1 · kyk1 .
Proof of Theorem 42. Given a stream of updates to x and y, run two instances of the point
query estimation algorithm from Theorem 39 – one for updates to x and one for updates to
y. There are x0 and y 0 that only depend on the stream such that
kx − x0 k∞ ≤ ε · kxk1

and ky − y 0 k∞ ≤ ε · kyk1

and except with probability O(1/m) both point query algorithms respond
to any query i

log m
0
0
with xi (and yi respectively). Maintaining these two instances takes O
+ log n space.
ε

5

I.e. the restriction of h to domain S is an injective function.
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Next, enumerate over elements of [n] and for each i ∈ [n] query both instances with i,
and store the running max-1/ε answers to queries to each instance along with the hashed
identities of the indices

of entries that are part of the running max. Storing the runlog m
ning max takes O
space, and storing a counter to enumerate over [n] takes log n
ε
space. Thus, at the end of this routine, except with probability O(1/m) our two lists are
equal to (x0i1 , h(i1 )), . . . , (x0i1/ε , h(i1/ε )) and (yj0 1 , h(j1 )), . . . , (yj0 1/ε , h(j1/ε )) respectively where
x0i1 , . . . , xi1/ε are the max-1/ε entries of x0 and yj0 1 , . . . , yj1/ε are the max-1/ε entries of y 0 .
Finally, if there is t, u such that h(it ) = h(iu ) or h(jt ) = h(ju ), return “fail”; otherwise
output
X
x0` y`0 .
`∈{h(it )}t=1,...,1/ε ∩{h(jt )}t=1,...,1/ε

With probability at least 1 − 2/m, the above quantity is equal to hx00 , y 00 i from Lemma 43,
which lets us conclude via Lemma 43 that the output is within ε · kxk1 · kyk1 of the true
inner product.
J
Finally, we remark that the following lower bounds can be proved for deterministic
algorithms.
I Theorem 44. Any
algorithm for point query estimation and inner product
 deterministic

estimation needs Ω logε n space.
Proof. We prove a lower bound for point query estimation
via a reduction from Equalityin

n
communication complexity. Alice encodes a log 1/(3ε)
bit string as a subset S of [n] of size
1/(3ε) and runs the point query streaming algorithm on the input where she streams each
element of this subset 3εm times. She then sends the state of the algorithm to Bob, who can
query every index in the universe and learn S (the element corresponding to the query is in
n
S if and only if the response to the query is at least 2ε · m), decode S back to a log 1/(3ε)
and check if it is equal to his own input.

The space lower bound from the theorem statement

log n
n
then follows since log 1/(3ε) = Ω
.
ε
A space lower bound for inner product estimation follows from the lower bound for point
query estimation since the latter is a special case of the former when x is the vector of
frequencies and y is a standard unit vector ei corresponding to query i.
J

7.3

Retrieving a Basis of a Row-space

We now work in a “mixed” model, where an input n × d matrix A of rank-≤ k is given to us
via a sequence of updates in a turnstile stream, and each entry at all times in the stream can
be represented by an O(log n)-bit word. During this phase, there is an upper bound T on the
number of bits of space an algorithm is allowed to use. In the “second phase”, we are allowed
to perform arbitrary computation and the goal is to output a basis for the row-span of A
e
We show a lower bound on T of Ω(nd)
for deterministic algorithms, and a pseudoe
deterministic algorithm that uses O(poly(k)
· d) space in the streaming phase.
e
I Theorem 45. Any deterministic streaming algorithm for RecoverBasis needs Ω(nd)
space.
Proof. Suppose the matrix A is 0, then the algorithm would have to output the empty set.
A T space streaming algorithm for this problem could be used to solve the communication
complexity problem of equality Equality using T bits of communication. In particular,
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Alice and Bob could encode their respective inputs x and y as matrices Mx and My . Alice
can then run the T -space algorithm on adding Mx in a turnstile stream, and send Bob the
state of the algorithm. Bob can then resume running the algorithm from Alice’s state on
updates that subtract My . If Bob outputs the empty set, then x = y and Bob outputs “yes”.
Otherwise, Bob outputs “no”.
J
e
While the deterministic complexity is Ω(nd),
there is a pseudo-deterministic streaming
e
algorithm which uses only O(poly(k) + k · d) in its streaming phase:
I Theorem 46. There is a pseudo-deterministic algorithm for RecoverBasis that uses
e
e hides factors of poly log n.
O(poly(k)
+ k · d) space in its streaming phase, where the O(·)
Towards giving a pseudo-deterministic algorithm, we first state a result about pseudorandom matrices that is a special case of [5, Lemma 3.4].
I Theorem 47. There is a distribution D over m × n matrices where m = O(k log n) with
±1 entries such that for any n × m matrix U with orthonormal columns and S ∼ D, the
following holds with probability 1 − 1/poly(n):
kU T SS T U − Ik2 ≤ 1/2.
Further, the rows of S are independent and each row can be generated by a (k + log n)-wise
independent hash family.
I Theorem 48 (t-wise independent hash families [32, Corollary 3.34]). There is a t-wise
independent hash family H of functions from [n] → {±1} such that sampling a uniformly
random h from H can be done using a poly(log n, t)-length random seed, and h(x) for any
x ∈ [n] can be computed in poly(log n, t) time and space from the random seed used to sample
it.
As a consequence we have:
I Corollary 49. Let A be a n × d matrix of rank k and let D be the distribution over
O(k log n) × n matrices from the statement of Theorem 47. Then, for S ∼ D, SA has rank
k with probability 1 − 1/poly(n).
Proof. We start by writing A in its singular value decomposition U ΣV T . Since A has rank
k, U is a n × k matrix with orthonormal columns and ΣV T surjectively maps Rd to Rk .
From Theorem 47, SA is also full rank, which means the collection of vectors
{SAx : x ∈ Rd } = {SU ΣV T x : x ∈ Rd } = {SU x : x ∈ Rk }
is a k-dimensional space, and hence SA has rank k.

J

Proof of Theorem 46. Begin by sampling S ∼ D via a seed s of length O(poly(k) ·
poly log(n)) from which entries of S can be efficiently computed where D is the distribution over matrices given by Corollary 49, and maintain the sketch SA in the stream.
The row-span of SA is exactly the same as that of A assuming the two matrices have
equal rank, which happens with probability 1 − 1/poly(n).
SA is an O(k) × d matrix and each entry is a signed combination of at most n entries of
e
A and hence there is a bit complexity bound of O(kd)
on the space used to store SA.
In the second phase (i.e., after the stream is over) of the algorithm, we first find an
e A = QQT . And finally, use
orthonormal basis Q for the row-span of SA and compute Π
e A and
e ΣVe T of Π
a deterministic algorithm to compute the singular value decomposition U
T
e
output the rows of V .
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The row-span of SA and A are equal except with probability 1/poly(n); assuming this
e A is exactly equal to ΠA , the unique projection matrix onto the row-span of A.
happens, Π
e A = ΠA , Ve T is exactly equal to
Write ΠA in its singular value decomposition U ΣV T . If Π
T
T
V . Since V is given by a deterministic function of A, and the output of the algorithm Ve
is equal to V T with high probability, our algorithm is pseudo-deterministic.
J
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Introduction

Since the introduction of non-malleable codes (NMC) by Dziembowski, Pietrzak, and Wichs
in 2010, there has been a long line of work constructing non-malleable codes for various
classes [43]. A plethora of upper bounds, explicit and implicit (to varying degrees), have been
shown for a wealth of classes of tampering functions. However, to our knowledge, relatively
little is known about when non-malleability is impossible. In this work, we initiate the study
of the limits to non-malleability.
Non-malleability for a class F is defined via the following “tampering” experiment:
Let f ∈ F denote a tampering function.
1. Encode message m using a (public) randomized encoding algorithm: c ← E(m),
2. Tamper the codeword: c̃ = f (c),
3. Decode the tampered codeword (with public decoder): m̃ = D(c̃).
Roughly, the encoding scheme, (E, D), is non-malleable for a class F, if for any f ∈ F the
result of the above experiment, m̃, is either identical to the original message, or completely
unrelated. More precisely, the outcome of a F-tampering experiment should be simulatable
without knowledge of the message m (using a special flag “same” to capture the case of
unchanged message).
[43] showed that, remarkably, this definition is achievable for any F such that loglog|F| <
n − 2 · log(1/), where n is the length of the codeword (the input/output of functions in
F), and  parameterizes the quality of simulation possible (see Definition 3). However the
definition is not achievable in general. It is easy to observe that if F is the class of all
functions, there is a trivial tampering attack: decode, maul, and re-encode. This same
observation rules out the possibility of efficient codes against efficient tampering, as this
attack only requires that decoding and outputting constants conditioned on the result is in
the tampering class. By a similar argument, the decoding function of a non-malleable code
with respect to the distribution formed by encoding a random one-bit message can be seen
as existence of hard decision problem for the tampering class. (This, in turn, informs us of
where to hope for unconditional constructions.)
In this work, we give a variety of impossibility results for non-malleable codes, in disparate
tampering regimes. We present 3 unconditional impossibility results for various classes, which
hold even for inefficient NMC. These impossibility results apply to classes that are simple and
natural extensions of classes with well-known and efficient NMC constructions. Additionally,
we rule out constructions of NMC for a wide range of complexity classes with security
reductions that are only given black-box access to the tampering function. This result is
more technically complex than the previous ones, and requires the introduction of a new
notion of fine-grained black-box reductions appropriate for the non-malleability setting, as
we explain below. This result allows us to study the minimal assumptions necessary for
achieving NMC for complexity classes contained in P (e.g., NC1 ), and to rule out such NMC
constructions (with black-box reductions) from minimal average-case hardness assumptions.
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To our knowledge, the only previously-known impossibility results beyond the simple
observations above, are related to other variants of NMC. These include bounds on locality
of locally decodable and updatable NMC, bounds on continuous NMC, and impossibility of
“look-ahead” or “block-wise” NMC (which also follows from a simple observation). There are
also several bounds related to the rate of NMC. We discuss these and other related works in
Section 1.4. In contrast, our results hold regardless of rate. In fact, our lower bounds rule
out even message spaces of size two or three.

1.1

Strictly Impossible

We identify 3 tampering regimes where non-malleability is strictly impossible.

On tampering functions that change d/2 symbols, where d is the distance of the
code
It is common to present non-malleable codes as a strict relaxation of error-correcting codes
(ECC). It is easy to see that ECC are NMC against tampering that changes up to the allowed
fraction of symbols, but since NMC only require correctness of decoding in the absence of
errors, they can provide “security” for tampering functions that ECC cannot, in particular
functions that can modify most, or even all, symbols of the codeword. This suggests that we
could potentially construct NMC for tampering classes that are strictly larger than any class
for which ECC could exist. However, no such construction is known: all NMC results that
allow to modify more symbols, also require that the computation of the tampering function
is restricted in some way. In contrast, ECC do not place any restrictions on the tampering
adversary beyond the limit to the number of modified symbols.
In the current work we ask whether this trade-off is in fact necessary. Specifically, can we
construct NMC that allow for modifying more symbols of the codeword than ECC without
placing any other restrictions on the tampering? Note that for ECC it is known that if
the distance of the code is d, it is not possible to correct when d/2 symbols are modified,
but there are constructions that allow for error correction after arbitrary modification of at
most d/2 − 1 symbols (e.g., Reed-Solomon ECC achieve this bound). Indeed, for the case
of potentially inefficient coding schemes, the above is tight: A coding scheme with distance
d implies error correction against d/2 − 1 errors. Thus, fixing a message space M and a
codeword space C, we consider the optimal ECC for this message and codeword space, which
has some distance d (and therefore can correct d/2 − 1 errors). We then ask whether one
can construct a non-malleable code with message space M and codeword space C against
the class of functions that may arbitrarily tamper with d/2 codeword symbols.
We fully resolve our question. We show that for message space of size 2, non-malleable
codes that tolerate arbitrary modification of even up to d − 1 symbols are possible (via a
repetition code, see Section 3). On the other hand, for message space of size greater than 2,
it is impossible to construct non-malleable codes with distance d for tampering functions
that arbitrarily modify d/2 codeword symbols. This indicates that for message space larger
than 2, in order to obtain improved parameters beyond what is possible with error correcting
codes, imposing some additional restrictions on the tampering function is necessary.

On tampering functions where each input symbol affects at most one output
symbol
In their recent work, Ball et al. [17] presented unconditional NMC for the class of output-local
functions, where each output symbol depends on a bounded number of input symbols. As an
intermediate step, they also considered the class of functions that are both input and output
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local. The class of input-local functions is the class of functions where each input symbol
affects a bounded number of output symbol. A natural question is whether non-malleable
codes can be constructed for the class of input-local functions, where for codeword length n,
each input bit affects  n output bits.
In this work, we answer this question negatively in a very strong sense. We show that
even achieving NMC for 1-input local functions (where each input bit affects at most one
output bit) is impossible. In fact, our proof shows an even stronger result: the impossibility
holds even if each input symbol can only affect the same single output symbol. That is,
it is impossible to construct NMC for the tampering class that allows to change only one
codeword symbol in a way that depends on the input (while the other symbols may be
changed into constant values). Stated like this, this result can also be viewed as an extension
of our first result above on the maximum number of symbols that can be modified in a
non-malleable code.

On tampering functions where each output symbol depends on n − log(1/(4))
input symbols
Here we move on to consider achieving NMC for output-local tampering functions. The prior
work of [17] constructed efficient NMC for tampering functions with locality nc , for constant
c < 1. The size of the class of all output-local tampering functions (with locality sufficiently
smaller than n) is also bounded in size and therefore NMC for this class follow from the
existential results of [43]. A natural question is how large can the output-locality be?
We prove the impossibility of -non-malleable codes (see Definition 3) for the class of
(n − log(1/(4)))-output-local tampering functions. In addition to the above motivation,
parity over n bits is average-case hard for this class.1 Therefore, our impossibility result can
be viewed as a “separation” between average-case hardness and non-malleability, as it exhibits
a class for which we have average-case hardness bounds, but cannot construct non-malleable
codes for. Furthermore, the class F 0 constructed in our lower bound proof has size only
n−log(1/(4))
4n · 22
, which in turn means that log log |F 0 | = n − log(1/(4)) = n − log(1/) + 2.
On the other hand, the aforementioned result of Dziembowski et al. [43] shows existence of
an -non-malleable code for any class F such that log log |F| ≤ n − 2 log(1/). Thus, our
lower bound result is close to matching the existential upper bound.

Remark: deterministic vs. randomized decoding
The standard (and original) definition of NMC requires deterministic decoding and perfect
correctness, although some later work took advantage of randomized decoding.2 We note
that our lower bound for the class of input-local functions holds for standard schemes (with
1
deterministic decoding and perfect correctness). Our lower bound (with  = 4n
) for the class
of n − log(n) output-local functions holds even for coding schemes that have randomized
decoding and perfect correctness. The lower bound for the class of functions that change d/2
symbols holds even for coding schemes with randomized decoding and imperfect correctness.

1
2

Note that, even arbitrary decision trees of depth n − 1 have no advantage in computing the parity of n
bits with respect to the uniform distribution. [22]
For the class of output-local functions (where each output depends on at most ` inputs) we have explicit
constructions with randomized decoding (and  = negl(n)) for ` < n/ log n [17], whereasconstructions
with deterministic decoding are known for locality up to n1/2− for small . [28, 15].
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Impossibility of Black-Box Security Reductions

In recent work, unconditional constructions of non-malleable codes for progressively larger
tampering classes, such as NC0 [17, 29, 15] and AC0 [29, 15], have been presented. In fact,
the construction of [15] remains secure for circuit depths as large as Θ(log(n)/ log log(n)).
Moreover, due to the impossibility of efficient NMC for all of P, extending their result
to obtain unconditional NMC for circuits with asymptotically larger depth would require
separating P from NC1 , a problem that is well out of reach with current complexity-theoretic
techniques. However, rather than ruling out such constructions entirely, in this regime we
ask what are the minimal assumptions necessary for achieving non-malleable codes for NC1 ,
as well as other classes F that are believed to be strictly contained in P.
The above question was partially addressed by Ball et al. [18, 16] in their recent work,
where they presented a general framework for construction of NMC for various classes F in
the CRS model and under cryptographic assumptions. Instantiating their framework for NC1
yields a computational, CRS-model construction of 1-bit NMC for NC1 , assuming there is a
distributional problem that is hard for NC1 , but easy for P. Moreover, such distributional
problems for NC1 can be based on worst-case assumptions.3
In this work, we ask whether 1-bit non-malleable codes for NC1 in the standard (no-CRS)
model can be constructed from the assumption that there are distributional problems that
are hard for NC1 but easy for P. Recall that this assumption is minimal, since the decoding
function of a 1-bit non-malleable code for NC1 w.r.t. the distribution of random encodings of
1 bit messages yields such a distributional problem.
We provide a negative answer, showing that, under black-box reductions (restricting use
of the tampering function in the security proof to be black-box), this is impossible.
Specifically, we define a notion of black-box reductions for the setting of 1-bit nonmalleable codes (E, D) against a complexity class F to a distributional problem (Ψ, L) that
is hard for F. This type of reduction is required to use the “adversary” – i.e. the tampering
function in our setting – in a black-box manner, but is not restricted in its use of the
underlying assumptions. To motivate our new notion, we begin by recalling the notions of
reductions in complexity theory and cryptography, and how they are used.

Reductions in Complexity Theory
A reduction is a technique in complexity theory that is used to show that Problem 1 is as
hard as Problem 2. For example, the famous Cook-Levin theorem showed that SAT (Boolean
satisfiability) is as hard as any problem in NP, by showing a reduction from any problem in
NP to SAT. In more detail, a reduction R, is an algorithm that receives as input an algorithm
A that solves Problem 1 and uses it to solve Problem 2. Typically, R will only access A
in an input/output manner as a subroutine (also known as oracle access and denoted as
RA ). When a reduction R uses a solver A in this way, R is known as a black-box reduction.
Intuitively, in this case, R does not care how A solves Problem 1, it just cares that A exhibits
the correct input-output behavior. Therefore, the reduction R should still be able to solve
Problem 2, even when A is computationally unbounded. In fact, in the Cook-Levin theorem,
only a single oracle query is made by the reduction to the algorithm solving SAT.
When is a reduction R between two problems useful? Note that if R is in a complexity
class that can solve Problem 2, then existence of such a reduction R is tautological, since R
can simply ignore its oracle and solve Problem 2 on its own (so no relationship is demonstrated

3

Assuming ⊕L/ poly 6⊆ NC1 yields a distributional problem since randomized encodings for ⊕L/ poly are
known to exist [13, 21, 41, 14].

ITCS 2020

80:6

Limits to Non-Malleability

about the relative hardness of the problems). This is why in the Cook-Levin theorem the
reduction is required to be polynomial time. Reductions are also useful since they allow us to
draw conclusions about the relationships between different complexity classes. For example,
using the Cook-Levin theorem, we conclude that if there exists a polynomial time algorithm
for solving SAT then there exists a polynomial time algorithm for all of NP (i.e. P = NP).
Note that there is actually a subtlety here: In order for the above to hold, we need that
whenever A is polynomial time, RA is also polynomial time. This holds trivially for the case of
polynomial time, since the class P is closed under composition. However, as we will see later,
this closure does not necessarily hold in some of the settings we consider. Many variations on
reductions beyond the setting of the Cook-Levin Theorem and NP-completeness have been
considered in complexity theory. For example, polynomial time reductions have no utility
when P is the object of study. Instead, the theory of P-completeness uses NC-computable
reductions to argue about whether or not problems in P can be parallelized. Another such
example is the theory of fine-grained complexity, which seeks to understand the exact (or,
more exact) complexity of problems in P. Fine-grained reductions allow one to argue that
a problem cannot be solved in, for example, O(n2− ) time (for any  > 0), by reduction
from another problem believed to require Ω(n2−o(1) ) time. For this reasoning to hold, such a
fine-grained reduction must run in sub-quadratic time, and moreover it can make at most
no(1) queries to an oracle defined on instances of length n if it is to remain useful. As we will
see, this tension between the length of the inputs queried to the oracle and the number of
such queries will also be relevant in our setting.

Reductions in Cryptography
Reductions in cryptography are exactly like reductions in complexity theory. For example, the
seminal result of [54] proves by reduction that breaking a pseudorandom function (Problem 1)
is as hard as breaking a pseudorandom generator (Problem 2). In order to prove this, they
present a reduction R such that that given an algorithm A that breaks the constructed
pseudorandom function, RA breaks the underlying pseudorandom generator. Note that since
R only has oracle access to A, again R does not care how A works, as long as it exhibits
input-output behavior that qualifies it as a valid distinguisher between a pseudorandom and
random function. Thus, R is black-box. As before, R is only useful if it is polynomial time,
since otherwise R can break the pseudorandom generator on its own. Furthermore, we again
want to use the existence of the reduction to draw conclusions about the security relationship
between the pseudorandom function and the pseudorandom generator. Here we want to show
that if there exists a polynomial-time algorithm that breaks the pseudorandom function, then
there exists a polynomial-time algorithm that breaks the pseudorandom generator. Therefore,
we want it to be the case that whenever A is polynomial time, RA is also polynomial time.
This trivially holds, as before, since P is closed under composition. However, in the following
we will consider cases where this type of closure does not necessarily hold. For example,
when A and R are in NC1 , RA may no longer be in NC1 (in fact RA could have depth up to
log2 (n)). We therefore need to include a notion of closure under composition as one of the
requirements of a black-box reduction in our setting.

A fine-grained setting: Security reductions for non-malleable codes
What would a security reduction in the setting of non-malleable codes look like? In this case,
we want to show that breaking the non-malleable code (Problem 1) is as hard as breaking
distributional problem (Ψ, L) (Problem 2). Here, an algorithm that breaks the non-malleable
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code simply consists of a tampering function f . A reduction R is provided black-box access
to the tampering function f and must use it to break the distributional problem (Ψ, L).
First, note that since we assume R is black-box, R is only allowed to use f as a subroutine
(gives it inputs and obtains its output), regardless of how f performs its computation. Thus,
as in all the cases discussed above, we require that Rf break the distributional problem
(Ψ, L), even in the case that f is not contained in F. Note that the distributional problem
(Ψ, L) is easy for polynomial-time. Therefore, for the reduction to be non-trivial, R must be
in a complexity class that does not contain P. Indeed, since we only assume that (Ψ, L) is
hard for F, R must be contained in F in order for us to draw any conclusions (otherwise, we
cannot rule out the possibility that R simply ignores its oracle and solves (Ψ, L) on its own).
Furthermore, as discussed above, the point of the reduction is to be able to conclude that if
there is a tampering function f in F that breaks the non-malleable code, then there exists
an algorithm in F that breaks the distributional problem (Ψ, L). Therefore, it is not enough
that R ∈ F, and we actually need that whenever f ∈ F, Rf ∈ F. We will then use the fact
that Rf breaks (Ψ, L) and is used to obtain a contradiction to the hardness of (Ψ, L) for F.
Overall, at a high level (skipping some technical details), we require two properties of a
black-box reduction R from (E, D) to (Ψ, L):
If the tampering function f succeeds in breaking the non-malleable code, the reduction,
Rf , should succeed, regardless of whether f ∈ F. This represents the fact that R uses f
in a black-box manner.
For any f ∈ F, Rf must also be in F, and in particular, R itself must be in F.
This represents the fact that the black-box reduction R should allow one to obtain a
contradiction to the assumption that (Ψ, L) is hard for F, in the case that (E, D) is
malleable by F.
Note that for arbitrary classes F (unlike the usual polynomial-time adversaries typically used
in cryptography), the fact that R ∈ F and f ∈ F does not necessarily imply that Rf ∈ F.
This introduces some additional complexity in our definitions and also requires us to restrict
our end results to classes F that behave appropriately under composition.
We present general impossibility results for constructing 1-bit non-malleable codes for a
class F from a distributional problem that is hard for F but easy for P. We present three
types of results: results ruling out security parameter preserving reductions for tampering
class F that behave nicely under composition; results ruling out “approximate” security
parameter preserving reductions for tampering class F with slightly stronger compositional
properties; and results ruling out non-security parameter preserving reductions for tampering
class F that are fully closed under composition. See Definitions 21, 22 and Lemmas 31, 35, 37
for the formal statements.
Briefly, security parameter preserving reductions have the property that the reduction only
queries the adversary (in our case the tampering function) on the same security parameter
that it receives as input. The security parameter preserving reductions have been used in
constructions of leakage resilient circuit compilers [11]. The notion of “approximate” security
parameter preserving reductions is new to this work. Such reductions are parameterized by
polynomial functions `(·), u(·) and on input security parameter n, the reduction may query
the adversary on any security parameter in the range `(n) to u(n). This notion is somewhat
less restrictive than a security parameter preserving reduction. Finally, in a non-security
parameter preserving reduction, the reduction receives security parameter n as input and
may query the adversary on arbitrary security parameter n0 . Note that n0 (n) must be in
O(nc ) for some constant c, since the reduction must be polynomial time. This notion allows
us to rule out the most general type of black-box reduction discussed above.
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We can instantiate the tampering class F from our generic lemma statements with various
classes of interest. Our results on security parameter preserving and approximate security
parameter preserving reductions apply to the class NC1 as a special case. Our result ruling
out non-security parameter preserving reductions applies to the class (non-uniform) NC as a
special case. See Corollaries 32, 36, 38 for the formal statements. As the proofs are already
quite involved, we make the simplifying assumption of deterministic decoding and perfect
correctness. However, this is not inherent to the proof and we expect the results to extend
to coding schemes with imperfect correctness and randomized decoding.

Do reductions for NMC take the above form?
So far, in the non-malleable codes setting, results have either been unconditional (e.g. [43, 4])
or have been based on polynomial-hardness assumptions (e.g. [64, 2]). The results that are
based on polynomial-hardness assumptions have all used black-box security reductions, in the
standard polynomial-time sense [69]. Our notion is new since it captures a fine-grained setting
where the underlying distributional problem is, in fact, easy for polynomial-time algorithms.
As discussed above, this is the minimal computational hardness assumption necessary to
construct non-malleable codes for classes F for which we cannot prove unconditionally that
P 6⊆ F. While this type of reduction implicitly arises in the work of [18], our work is the
first to formally define and explore this notion of fine-grained black-box reductions in a
cryptographic setting.

1.3

Technical Overview

In order to prove impossibility of constructing non-malleable codes in different scenarios,
we need to show that any such code is malleable. Recall that for single-bit messages,
non-malleability is equivalent to showing that when applying the tampering function to a
randomly generated encoding of a random bit, the decoded value flips with probability at
most 1/2 + negl(n). Thus, proving that something is malleable, corresponds to showing that
the decoded value flips with probability at least 1/2 + 1/ poly(n). We will use this fact in
the following exposition.

1.3.1

On tampering functions that change d/2 symbols, where d is the
distance of the code

We observe that for any coding scheme, there must be some message, x∗ , such that every
encoding of that message is at most distance d/2 from something that is likely to decode to
something other than x∗ . Our tampering function will only modify encodings of x∗ , and it
will do so by moving each encoding to one of these nearby points that decodes differently. We
claim that if there are at least 3 messages in the message space, then the output of decoding
with the tampering function described above depends on the input message (and thus cannot
be simulated). Indeed, when starting with message x∗ (which is encoded, tampered, and
decoded) there must be some other message y ∗ 6= x∗ that is not output a majority of the
times by this process. On the other hand, when starting with y ∗ , since the tampering does
not change anything in this case, correctness of decoding means that y ∗ should be output a
majority of times.
This argument falls apart if there are only two possible messages, and in this case a
repetition code with a decoding that outputs a fixed value on invalid codewords is, in fact,
non-malleable with respect to tampering functions that can change up to n − 1 symbols.
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On tampering functions where each input symbol affects at most
one output symbol

Consider any two codewords cx and cy corresponding to distinct messages, x and y. Now
consider any sequence of n codewords between cx and cy , made by altering one symbol at
a time. There must be two adjacent codewords, ci , ci+1 , (differing on a single bit) in this
sequence that decode differently. Therefore, to tamper, simply output ci if the input is
an encoding of 0, and ci+1 otherwise. Because ci and ci+1 just differ on a single bit, the
tampering function has input locality 1.

1.3.3

On tampering functions where each output symbol depends on
n − log(1/(4)) input symbols

We begin by considering a simpler argument, that only rules out tampering functions of
output locality n − 1 (each output bit can depend on at most n − 1 input bits), where n
is the bit length of the codeword. To illustrate the idea in the locality n − 1 case, we also
assume that the decoding algorithm is deterministic. We consider two cases and show that
each case leads to a different tampering attack:
Case 1: Given the first n − 1 bits of the codeword, the codeword decodes to the same
bit b, regardless of whether the final bit is 0 or 1. In this case, the tampering function
contains a hardwired valid codeword encoding 0 and a valid codeword encoding 1. The
tampering function derives the bit b, given only the first n − 1 bits (since the decoded bit
b is independent of the final bit) and replaces the codeword with the hardwired encoding
of 1 − b.
Case 2: Given the first n − 1 bits of the codeword, the codeword decodes to 0 if the final
bit is set to b and decodes to 1 if the final bit is set to 1 − b. In this case, the tampering
function just flips the final bit, causing the decoding to flip.
The key observation is that we can extend the attacks for Cases 1 and 2 above to tampering
functions of output locality n − log(1/(4)). We will sketch the special case corresponding
1
to extending to  = 4n
(and locality (n − log(n))), to rule out non-malleable codes with
negligible error. Case 1 now corresponds to the case that, for a randomly generated codeword,
when the first n − log(n) bits of the codeword are fixed and the remaining log(n) bits are
set at random, the decoded value remains the same with probability at least 1/2 + 1/(4n)
In this case, the tampering function gets the first n − log(n) bits, randomly sets the final
log(n) bits and decodes to obtain a bit b. Then, the tampering function succeeds in flipping
the encoding with probability 1/2 + 1/(4n) by replacing the codeword with the hardwired
encoding of 1 − b.
Case 2 now corresponds to the case that for a randomly generated codeword, when the
first n − log(n) bits of the codeword are fixed and the remaining log(n) bits are set at random,
the decoded value flips with probability at least 1/2 − 1/(4n). Note that the decoded value
never flips when the randomly chosen log(n) bits happen to be the same as the original
value, which occurs with probability 1/n. Thus, if the final log(n) bits are chosen at random,
conditioned on being different from the original value, then the decoded value must flip with
probability at least 1/2−1/(4n)
≥ 1/2 + 1/(4n). In this case, the tampering function ignores
1−1/n
the first part of the codeword and simply sets the final log(n) bits at random, conditioned on
the value being different from the original value. Then, the tampering function succeeds in
flipping the value of the encoding with probability at least 1/2 + 1/(4n).
Our final argument for n − log(1/(4))-locality holds even for randomized decoding.
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1.3.4

Impossibility of Black-Box Security Reductions

We begin by describing our proof showing the impossibility of a black-box, security-parameter
preserving reduction, from NMC against the tampering class NC1 , to a distributional problem
that is hard for NC1 . The proof for approximately security parameter preserving reductions
is essentially the same, and so we subsequently describe the extension to impossibility of a
black-box, non-security-parameter preserving reduction, from non-malleable codes against
the tampering class NC, to a distributional problem that is hard for NC.
Our proof proceeds via the meta-reduction technique. Specifically, consider a black-box
reduction R, reducing the security of a single-bit non-malleable code against NC1 to a
distributional problem that is hard for NC1 . The form that this reduction takes, is that it
submits codewords c to the tampering function f and gets back (tampered) codewords y as
responses. The main idea is to begin with a tampering function f , which is not in NC1 . This
tampering function receives a codeword c, decodes it to obtain the bit b and then submits a
randomly generated encoding of the bit 1 − b. In the proof, we assume the existence of a
reduction R such that Rf breaks the underlying distributional problem (this follows from
the definition of a black-box reduction). We then switch from f to a tampering function f 0
that is in NC1 , which behaves as follows: Upon receiving a codeword c, f simply responds
with a (hardcoded) random codeword c0 that encodes a random bit, independent of the
bit that is obtained when the decoding algorithm is applied to c. This switch is desirable,
0
0
since then Rf will be in NC1 (note that we are guaranteed that Rf is in NC1 , since one
0
of the properties of R is that whenever the tampering function f 0 is in NC1 , then Rf must
0
also be in NC1 ). It remains, however, to show that Rf succeeds in breaking the underlying
distributional problem, which then implies that the underlying distributional problem is
not hard for NC1 . In order to ensure this, we use a hybrid argument, where responses to
queries from R are switched one by one, from responses according to f to responses according
to f 0 . In each step, we must show that the reduction remains successful in breaking the
underlying distributional problem. Importantly, in the i-th hybrid, the first i − 1 responses
are answered according to f , the i-th response and on are answered according to f 0 . Since R
is in NC1 , we argue that if R can distinguish the (i − 1)-st and i-th hybrids, then we obtain
a tampering attack in NC1 on the non-malleable code. To do this, we construct a tampering
function that hardwires the input to R, the transcript (queries and responses) and entire
state of R for the first i − 1 queries made from R to f , the i-th query along with the value
b that it decodes to, and the responses to the queries i + 1 and on. Then, given an input
codeword c0 , the tampering function inserts this value as the response to the i-th query, runs
the reduction R from this point on (given the state of R at the point of the response to the
i-th query) and responds with the random hardwired queries upon any future queries from
R. If R distinguishes between Hybrids i − 1 and i, then the above yields a distinguisher
between randomly generated encodings of the bit b, versus randomly generated encodings of
a random bit. It is not hard to see that such a distinguisher immediately yields a tampering
attack, since it can be used to predict the underlying encoded value and the tampering
attack can then replace the codeword with an encoding of a bit which is the opposite of the
predicted bit.
In the above, note that it is crucial that the reduction is security parameter preserving.
Indeed, if R queries codewords c0 that are very short (say length log2 (n)) then we can no
longer use R to obtain a valid tampering function against the non-malleable code. This is
because R has size poly(n) and depth log(n), which is not in NC1 relative to input length
log2 (n). To deal with this problem, we take advantage of the fact that R must be successful
2
even for tampering functions f that work only for very sparse input lengths {1, 2, 22 , 22 , . . .}.
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In this way, we can essentially guarantee that the reduction queries at most a single input
length ` which is greater than log(n) and at most poly(n). We now consider two cases: Either
for this input length ` it is the case that NC circuits can distinguish encodings of 0 and 1
with probability at least 3/4, or for this input length ` it is the case that NC circuits can
distinguish encodings of 0 and 1 with probability at most 1 − 1/ poly(n). If we are in the first
case, then we can actually honestly run the attack using a NC circuit (in this case we just
use the distinguisher to guess the value of the encoding and succeed with probability 3/4). If
we are in the second case, then we can use Impagliazzo’s Hard Core Set [55] to find a set of
encodings such that a NC circuit can distinguish random encodings of 0 and 1 from this set
with probability at most 1/2 + 1/ poly(n). In this case, we modify the tampering function to
hardcode random encodings from the hard core set and return these in response to the queries
from R. Note that to obtain contradiction to the security of the constructed non-malleable
code, we now require that when the reduction R is composed with any tampering circuit
in NC, then the composed circuit is still in NC. This property holds for NC, but not NC1 ,
which is why our result on ruling out non-security preserving reductions holds only for NC.

1.4

Related Work

Non-Malleable Codes
Non-malleable codes (NMC) were introduced in the seminal work of Dziembowski, Pietrzak
and Wichs [43]. In the same paper they pointed out the simple impossibility result for
NMC for all polynomial tampering functions. Since then NMC have been studied in the
information-theoretic as well as computational settings. Liu and Lysyanskaya [64] studied
the split-state classes of tampering functions and constructed computationally secure NMC
for split-state tampering. A long line of work followed in both the computational [2] as
well as information theoretic setting with a series of advances – reduced number of states,
improved rate, or adding desirable features to the scheme [42, 4, 31, 3, 8, 2, 26, 58, 62, 63, 7].
Recently efficient NMC have been constructed for tampering function classes other than
split-state tampering [17, 9, 29, 45, 18, 15, 16, 19, 32] in both the computational and
information-theoretic setting. Additionally, [43, 33, 48] present various inefficient, existential
or randomized constructions for more general classes of tampering functions. These results
are sometimes presented as efficient constructions in a random-oracle or CRS model. Other
works on non-malleable codes include [46, 34, 24, 6, 57, 40, 47, 3, 25, 23, 60, 38, 5, 39, 59, 65,
61, 44, 27, 30, 68, 35].

Bounds on Non-Malleable Codes
Surprisingly, understanding the limitations and bounds on NMC has received relatively
less attention. While there have been a few previous works exploring the lower and upper
bounds on NMC and its variants [43, 33, 23, 38, 37], most of the effort has been focused on
understanding and/or improving the bounds on the rates of NMC [2, 9, 8, 58, 63, 35]
Perhaps the closest to this work are the results of [33, 38, 37]. Cheragachi and
Guruswami [33] studied the “capacity” of non-malleable codes in order to understand
the optimal bounds on the efficiency of non-malleable codes. They showed that information
theoretically secure efficient NMC exist for tampering families F of size |F| if loglog|F| ≤ αn
for 0 ≤ α < 1, moreover these NMC have optimal rate of 1 − α with error ε ∈ O(1/poly(n)).
Dachman-Soled, Kulkarni, and Shahverdi [38] studied the bounds on the locality of locally
decodable and updatable NMC. They showed that for any locally decodable and updatable
NMC which allows rewind attacks, the locality parameter of the scheme must be ω(1), and
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gave an improved version of [40] construction to match the lower bound in computational
setting. Recently, Dachman-Soled and Kulkarni [37] studied the bounds on continuous nonmalleable codes (CNMC), and showed that 2-split-state CNMC cannot be constructed from
any falsifiable assumption without CRS. They also gave a construction of 2-split-state CNMC
from injective one-way functions in CRS model. Faust et al. [46] showed the impossibility of
constructing information-theoretically secure 2-split-state CNMC.

Black-Box Separations
Impagliazzo and Rudich [56] showed the impossibility of black-box reductions from key
agreement to one-way function. Their oracle separation technique subsequently led to
sequence of works, ruling out black-box reductions between different primitives. Notable
examples are [71] separating collision resistant hash functions from one way functions, and [53]
ruling out oblivious transfer from public key encryption. The meta-reduction technique
(cf. [36, 66, 51, 49, 67, 52, 1, 70, 20, 50]) has been used for ruling out larger classes of reductions
– where the construction is arbitrary (non-black-box), but the reduction uses the adversary
in a black-box manner. The meta-reduction technique is often used to provide evidence
that construction of a cryptographic primitive is impossible under “standard assumptions”
(e.g. falsifiable or non-interactive assumptions).

2

Preliminaries

2.1

Notation

For any positive integer n, [n] := {1, . . . , n}. For a vector x ∈ χ of length n, we denote
its hamming weight by k x k0 := |{xi : xi 6= 0 for i ∈ [n]}|, where |S| is the cardinality of
set S, and xi denotes the i-th element of x. For x, y ∈ {0, 1}n define their distance to
be d(x, y) := k x − y k0 . (I.e. x and y are ε-far if d(x, y) ≥ ε.) We denote the statistical
distance between two random variables, X and Y , over a domain S to be ∆(X, Y ) :=
P
1/2 s∈S |Pr [X = s] − Pr [Y = s]|, where | · | denotes the absolute value. We say X and Y
are ε-close, denoted by X≈ε Y , if ∆(X, Y ) ≤ ε.

2.2

Non-Malleable Codes

I Definition 1 (Coding Scheme [43]). A Coding scheme, (E, D), consists of a (possibly
randomized) encoding function E : {0, 1}k → {0, 1}n and a deterministic decoding function
D : {0, 1}n → {0, 1}k ∪ {⊥} such that ∀m ∈ {0, 1}k , Pr [D(E(m)) = m] = 1 (over randomness
of E).
We define the distance of a randomized coding scheme by considering the minimum
distance of all codes formed as follows: for each message x ∈ {0, 1}k choosing an arbitrary
codeword corresponding to that message, cx ∈ {E(x; r)}r∈{0,1}∗ . We take the distance of the
randomized encoding scheme to be the maximum of all such minimum distances (i.e. the
distance of the best sub-code).
I Definition 2 (Distance of a Coding Scheme). The distance of a (randomized) coding scheme,
(E, D), is
max

min

S⊂{c=E(x;r):x∈{0,1}k ,r∈{0,1}∗ }: cx ,cy ∈S:
k
∀x∈{0,1}k ,∃cx ∈S:Pr[D(cx )=x]>1/2 x6=y∈{0,1}

kcx − cy k0
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Note that this definition can be extended to arbitrary alphabets. Moreover, it is clear that
the minimum distance any coding scheme with K messages and codeword space Σn is upper
bounded by the maximum of the traditional notion of minimum distance in (non-randomized)
codes with the same parameters: the minimum distance between codewords from a code
(over Σn with K distinct code words).
I Definition 3 (ε-Non-malleability [43]). Let F be some family of functions. For each function
f ∈ F, and m ∈ {0, 1}k , define the tampering experiment:


c ← E(m), c̃ := f (c), m̃ := D(c̃).
def
Tamperfm =
,
Output : m̃.
where the randomness of the experiment comes from E. We say a coding scheme (E, D) is
ε-non-malleable with respect to F if for each f ∈ F, there exists a distribution Df over
{0, 1}k ∪ {same∗ , ⊥} such that for every message m ∈ {0, 1}k , we have

m̃ ← Df .

Tamperfm ≈ε
Output : m if m̃ = same∗ ;


otherwise m̃.



Here the indistinguishability can be either statistical or computational.
I Lemma 4 (Lemma 2 [42]). Let (E, D) be a coding scheme with E : {0, 1} → X and
D : X → {0, 1}. Let F be a set of functions f : X → X . Then (E, D) is ε-non-malleable with
respect to F if and only if for every f ∈ F,
Pr [D(f (E(b))) = 1 − b] ≤
b←{0,1}

1
+ ε,
2

where the probability is over the uniform choice of b and the randomness of E.
I Definition 5 (ε-Malleable Code). Let (E, D) be a coding scheme with E : {0, 1} → X and
D : X → {0, 1}. Let F be a set of functions f : X → X . Then (E, D) is ε-malleable with
respect to F, if ∃f ∈ F such that,
Pr [D(f (E(b))) = 1 − b] ≥
b←{0,1}

1
+ ε,
2

where the probability is over the uniform choice of b and the randomness of E.

2.3

Input/Output Local Functions

We next define input and output local functions. In input local functions, each input bit
can affect a bounded number of output bits. In output local functions, each output bit is
affected by a bounded number of input bits. Loosely speaking, an input bit xi affects the
output bit yj if for any boolean circuit computing f , there is a path in the underlying DAG
from xi to yj . The formal definitions are below, and our notation follows that of [12].
I Definition 6 ( [17]). We say that a bit xi affects the boolean function f ,
if ∃ {x1 , x2 , · · · xi−1 , xi+1 , · · · xn } ∈ {0, 1}n−1 such that,
f (x1 , x2 , · · · xi−1 , 0, xi+1 , · · · xn ) 6= f (x1 , x2 , · · · xi−1 , 1, xi+1 , · · · xn ).
Given a function f = (f1 , . . . , fn ) (where each fj is a boolean function), we say that input
bit xi affects output bit yj , or that output bit yj depends on input bit xi , if xi affects fj .
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I Definition 7 (Input Locality [17]). A function f : {0, 1}n → {0, 1}n is said to have input
locality ` if every input bit fi is affects at most ` output bits.
I Definition 8 (Output Locality [17]). A function f : {0, 1}n → {0, 1}n is said to have output
locality m if every output bit fi is dependent on at most m input bits.
I Definition 9 (Input Local Functions [12]). A function f : {0, 1}n → {0, 1}n is said to be
`-input local, f ∈ Local` , if it has input locality `.
I Definition 10 (Output Local Functions [12]). A function f : {0, 1}n → {0, 1}n is said to be
m-output local, f ∈ Localm , if it has output locality m.
Recall that NC1 is the class of functions where each output bit can be computed by a
efficiently and uniformly generated poly(n) size boolean circuit with O(log n) depth and
constant fan-in, where n is the input size. NC is the class of functions where each output
is computed by a uniformly and efficiently generated poly log(n) depth poly(n) size circuit.
nu − NC is the class of functions computed by a poly log(n) depth poly(n) size circuit.
I Definition 11 (Pseudorandom Generator [41]). Let n, n0 ∈ N such that n0 > n, and let
0
PRG = {prgn : {0, 1}n → {0, 1}n } be a family of deterministic functions which can be
computed in computational class C1 . We say PRG is a C1 -pseudorandom generator for C2 if
0
for any D := {Dn : {0, 1}n → {0, 1}} ∈ C2 :
|Pr [Dn (prgn (x)) = 1] − Pr [Dn (r) = 1]| ≤ negl(n),
0

where x ← {0, 1}n and r ← {0, 1}n are sampled uniform randomly.
For class C, if C1 = C2 = C then we simply call it C-pseudorandom generator.

2.4

Distributional Problems

I Definition 12 (Distributional Problem). A distributional problem is a decision problem
∞
along with ensembles (Ψ = {Ψn }∞
n=1 , L = {Ln }n=1 ) for n ∈ N, where Ψn is probability
n
distribution over {0, 1} . The decision problem is to decide whether s ∈ Ln where, s ← Ψn .
For a string s ∈ {0, 1}n , we define L(s) to output 1, if and only if s ∈ Ln .
Note that length of s need not be n.
∞
We say distributional problem (Ψ = {Ψn }∞
n=1 , L = {Ln }n=1 ) is in P if L ∈ P. We say
it is efficiently samplable if there is a randomized poly-time algorithm that on input 1n
samples Ψn .
∞
I Definition 13 (ε(n)-Hard Distributional Problem). Let (Ψ = {Ψn }∞
n=1 , L = {Ln }n=1 )
be a distributional problem, we say that (Ψ, L) is ε(n)-hard for family of boolean circuits
C = {Cn }∞
n=1 , if and only if for every circuit Cn ∈ C,

Pr [Cn (x) = Ln (x)] ≤

x←Ψn

1
+ ε(n)
2

∞
I Definition 14 (ε(n)-Easy Distributional Problem). Let (Ψ = {Ψn }∞
n=1 , L = {Ln }n=1 )
be a distributional problem, we say that (Ψ, L) is ε(n)-easy for family of boolean circuits
C = {Cn }∞
n=1 , if there exists some circuit Cn ∈ C,

Pr [Cn (x) = Ln (x)] ≥

x←Ψn

1
+ ε(n)
2
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Hardness of Boolean Functions and Composition

I Definition 15 (δ-hardness of boolean function). Let f : {0, 1}n → {0, 1} be a boolean
n
function, and Un be uniform distribution over {0, 1}n . Also let 0 < δ < 12 , and n ≤ s ≤ 2n .
We say f is δ-hard for size s if for any boolean circuits C of size at most s
Pr [C(x) = f (x)] ≤ 1 − δ.

x←Un

I Definition 16 (ε-hard-core function). Let f : {0, 1}n → {0, 1} be a boolean function, and
DS be a distribution over {0, 1}n induced by the characteristic function of set S ⊂ {0, 1}n4 .
n
We call f ε-hard-core on S for size s (where n ≤ s ≤ 2n ), if for any boolean circuits C of
size at most s
1
Pr [C(x) = f (x)] < · (1 + ε).
x←DS
2
We also present the following theorem from [55].
I Theorem 17 (Theorem 1 [55]). Let f : {0, 1}n → {0, 1} be boolean function that δ-hard
for size s. Also, let ε > 0. Then ∃ set S ⊆ {0, 1}n and constant c, such that |S| ≥ δ · 2n and
f is ε-hard-core on S for circuits of size s0 ≤ c · ε2 · δ 2 · s.
I Definition 18 (Hard Core Set (HCS) Amenable). We say that F = {Fn }∞
n=1 is
HCS-Amenable if for any polynomial p(·), it holds that if C1 , . . . , Cp(n) ∈ Fn then
MAJ(C1 , . . . , Cp(n) ) ∈ Fn .
We now present definitions of functionalities Unroll and Replace which will then allow us
to define the appropriate notions of composition and closure for function classes.
n
I Definition 19 (Unroll functionality.). Let F := {fn }∞
n=1 ∈ F, where fn : {0, 1} → {0, 1}
∞
m
m
and G = {gm }m=1 ∈ G, where gm : {0, 1} → {0, 1} , be function families. Also let t, p be
polynomials. Let m ∈ poly(n). Let F G denote families functions fn : {0, 1}n → {0, 1} ∈ F
which contains at most t(n) oracle gates computing gm : {0, 1}m → {0, 1}m ∈ G and get
string of length p(n) as non-uniform advice. On an n-bit input, consider the DAG whose
left side consists of the circuit of fn and whose right side consists of circuits gn1 , . . . , gnt(n) .
The values of wires going from the left to the right correspond to (a topological ordering of)
the oracle queries x1 , . . . , xt(n) of lengths n1 , . . . , nt(n) , made in each of the t(n) queries. For
i ∈ [t(n)], circuit gni takes as input xi and returns yi . The values of wires going from the
right to the left correspond to the responses y1 , . . . , yt(n) . We say that this DAG, denoted
Unroll(F G ), is an unrolling of F G (x).

I Definition 20 (Replace Functionality.). Consider replacing each gni , i ∈ [t(n)], in Unroll(F G )
with a circuit gn0 i that takes input (x1 , . . . , xi ) and produces output yi . This is denoted by
Replace(Unroll(F G ), gn0 1 , . . . , gn0 t(n) ).
n
I Definition 21 ((G, t, `, u)-closure of F). Let F := {fn }∞
n=1 ∈ F, where fn : {0, 1} → {0, 1}
∞
m
m
and G = {gm }m=1 ∈ G, where gm : {0, 1} → {0, 1} , be function families. Also let t, `, u
be polynomials, and `(n) ≤ m ≤ u(n). Let fn gm denote function fn : {0, 1}n → {0, 1} which
has access to the output of gm : {0, 1}m → {0, 1}m on at most t(n) inputs of its choice.
We say that F is (G, t, `, u)-closed under compositions if for every F ∈ F such that
for all G ∈ G, Unroll(F G ) ∈ F, we have that for all G0 ∈ G and all gn0 1 , . . . , gn0 t(n) ∈ G0 ,
Replace(Unroll(F G ), gn0 1 , . . . , gn0 t(n) ) ∈ F.

4

Characteristic function of set S outputs 1 if the input to the function is in set S.
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I Definition 22 ((G, t)-closure of F under Strong Composition). Let F := {fn }∞
n=1 ∈ F,
m
where fn : {0, 1}n → {0, 1} and G = {gm }∞
∈
G,
where
g
:
{0,
1}
→
{0,
1}m , be
m
m=1
G
function families. Also let t, p be polynomials. Let m ∈ poly(n). Let F denote families
functions fn : {0, 1}n → {0, 1} ∈ F which contains at most t(n) oracle gates computing
gm : {0, 1}m → {0, 1}m ∈ G
We say that F is (G, t)-closed under compositions if for every F ∈ F we have that for all
0
0
G, G0 ∈ G and all g10 , . . . , gt(n)
∈ G0 , Replace(Unroll(F G ), g10 , . . . , gt(n)
) ∈ F.

2.6

Black Box Reductions

I Definition 23 (Black-Box-Reduction). We say R is an (F, , δ)-black-box reduction from
a (single bit) non-malleable code, (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem,
(Ψ, L) = {(Ψn , Ln )}∞
,
if
the
following
hold:
n=1
1. For every set of circuits {fn }∞
n=1 parameterized by input length n such that fn achieves
(n)-malleability, for non-negligible , i.e.

u

Pr [Dn (fn (En (b))) = 1 − b] >

b←{0,1}

1
+ (n),
2

then Rf solves {(Ψn , Ln )}∞
n=1 with advantage δ(n), where δ is non-negligible. I.e.
∞

Pr [Ln (x) = R{fk }k=1 (x)] >

x←Ψn

1
+ δ(n).
2

∞

{fk }k=1
2. If {fn }∞
(x) ∈ F .
n=1 ∈ F , then R

We say a reduction R is length-preserving if R, on input of length n is only allowed to
make queries to oracles with security parameter n. Namely,
Pr [Ln (x) = Rfn (x)] >

x←Ψn

1
+ δ(n).
2

We say a reduction R is approximately length-preserving if there are polynomials p(·), q(·)
such that R, on input of length n is only allowed to make queries to oracles with security
parameter k ∈ [p(n), q(n)]. Namely,
q(n)

Pr [Ln (x) = R

x←Ψn

{fk }k=p(n)

(x)] >

1
+ δ(n).
2

We say a reduction is in NC1 if it can be written as a family of circuits of O(log n)-depth,
poly(n)-size.

3

2-Message NMC against d − 1 arbitrary errors

In this section, we show that when the message space has size 2 (i.e. single bit messages),
non-malleable codes are possible against d − 1 arbitrary errors, whereas error correcting
codes can tolerate at most (d − 1)/2 arbitrary errors. In the next section, we will show that
if the message space is increased to 3 or more, then non-malleable codes are impossible even
against d/2 errors.
The construction is simply a repetition code (E, D). On input a bit b, E outputs the string
d
b (the bit b repeated d times). On input a string b1 , . . . , bd , D outputs 1 if there is some
i ∈ [d] such that bi = 1. Otherwise, D outputs 0. Note that this code has distance d.
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We next prove that (E, D) is a 0-non-malleable code (i.e. the two distributions in the
security definition for non-malleable codes–see Definition 3–are identical). Applying Lemma 4,
it is sufficient to show that for every tampering function f that modifies at most d−1 symbols,
Pr [D(f (E(b))) = 1 − b] ≤
b←{0,1}

1
,
2

We will use the fact that for the decode algorithm defined above,
Pr[D(f (E(1))) = 0] = 0,
since a tampering function that modifies at most d − 1 bits cannot flip a 1 codeword to a
tampered codeword that decodes to 0 under D.
Therefore,
1
1
Pr[D(f (E(0))) = 1] + Pr[D(f (E(1))) = 0]
2
2
1
= Pr[D(f (E(0))) = 1]
2
1
≤ .
2

Pr [D(f (E(b))) = 1 − b] =
b←{0,1}

This completes the proof.

4

Unconditional Negative Results

In this section we demonstrate that non-malleable codes are impossible to construct for 3
different classes. The first impossibility result holds for message spaces of size greater than 2
(which is tight, given the result in Section 3), the second and third impossibility results hold
even for a single bit.

4.1

Functions that Modify Half the Max Minimum Distance

Let (E, D) be a coding scheme with distance d. Define the class of functions Fd/2−1 = {f : f
changes < d/2 codeword symbols }. We know that ECC exist, and thus NMC also exist, for
Fd/2−1 (e.g. Reed Solomon Codes achieve this bound).
We now define the slightly larger class Fd/2 = {f : f changes ≤ d/2 symbols}. In
Theorem 24 we show that even inefficient NMC do not exist for Fd/2 . Recall that distance for
randomized coding schemes is upper bounded by the notion of distance for (non-randomized)
codes with the same message/codeword-space parameters. Specifically, for a set of codewords
S, we define the distance of S (dist(S)) as the minimum pairwise distance over all pairs
of codewords in S. Let S, be the set that consists of all sets S that contain exactly one
codeword for each message in the message space. Then the distance of the code is defined
as maxS∈S dist(S). Refer to definition 2 for formal definition of distance of coding scheme,
presented earlier. Intuitively, we want that a code with distance d, ensures that any 2
codewords which are at least d distance apart decode to distinct messages. Therefore,
first consider a set of codewords which contains at least one codeword corresponding to
each message in the message space such that decoding that specific codeword returns the
corresponding message with probability greater than 1/2. Now consider the minimum of
pairwise distances for the codewords in this set (say d0 ). Note that, if the distance of the
code is set to d0 , then for this particular set, we will ensures that any 2 codewords which are
at least d0 apart decode to distinct messages with high probability. Further, if we take the
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maximum over all such distances d0 corresponding to each set of codewords and call that
value d as the distance of the code, then for any 2 codewords which are at least d apart
decode to distinct messages with high probability.
I Theorem 24. Let (E, D) be a coding scheme with message space of size greater than 2,
alphabet Σ and distance d. Then, for any  > 0, (E, D) is not a 81 − -NMC for Fd/2 .
Proof. We begin with some notation Given α, β ∈ Σn , we denote by kα − βk0 the number
of positions i ∈ [n] such that αi 6= βi .
Let (E : U → V, D : V → U ) be a randomized encoding scheme, where U ⊆ Σk , V ⊆ Σn
and |U | > 2.
B Claim 25. ∃x ∈ U such that ∀cx ∈ E(x) there is a z = z(cx ) ∈ V :
1. kcx − zk0 ≤ d2
2. Pr[D(z) 6= x] =≥ 12 .
Assuming the claim, consider the following tampering function f ∈ Fd/2 . Let zc be the z for
each c ∈ E(x∗ ) guaranteed to exist for some x∗ ∈ U by the above claim.

zc if c ∈ E(x∗ )
f (c) :=
c otherwise
Let Prcx∗ ←E(x∗ ) [D(z(cx∗ )) 6= x∗ ] = p ≥ 21 . Then, ∃y ∗ 6= x∗ ∈ U such that
Prcx∗ ←E(x∗ ) [D(z(cx∗ )) = y ∗ ] ≤ |U p|−1 , but Pr[D(f (E(y ∗ ))) = y ∗ ] = 1. This means that
a distribution Dxf ∗ that exactly agrees with D(f (E(·))) on x∗ must output same∗ or x∗ with
probability 1−p and y ∗ with probability at most |U p|−1 . A distribution Dyf∗ that exactly agrees
with D(f (E(·))) on y ∗ must output same∗ or y ∗ with probability 1. Thus, any distribution
Df can only agree with D(f (E(·))) for both x∗ and y ∗ at most (1 − p) + |U p|−1 ≤ 3/4 fraction
of the time (and must have statistical distance at least 1/8 from one of them), since p ≥ 1/2
and |U | > 2.
Next we prove the claim.
Proof. Suppose for the sake of contradiction that ∀x ∈ U, ∃cx ∈ E(x) such that ∀z ∈ V
with kcx − zk0 ≤ d2 it is the case that Pr[D(z) 6= x] < 12 . Fix any such set of codewords
corresponding to all messages S = {cx : ∀z ∈ V kcx − zk0 ≤ d2 =⇒ Pr[D(z) 6= x] < 12 }x∈U .
Note that the distance of S (mincx 6=cy ∈S kcx − cy k0 ) is at most d (by definition of the distance
of a randomized code). Let cx =
6 cy ∈ U be two such codewords such that kcx − cy k ≤ d.
Then, ∃z ∈ V such that kz − cx k0 ≤ d/2 and kz − cy k0 ≤ d/2. But then by assumption it
follows that Pr[D(z) = x] > 12 and Pr[D(z) = y] > 12 , which is a contradiction because x 6= y.
C
J
We observe that a randomized coding scheme with message space M, codeword space
C and distance d (as defined above for randomized coding schemes), implies a (possibly
inefficient) error correcting code with the same message/codeword space that can correct
up to d/2 − 1 errors. To see this, note that one can take the set S ∈ S (as in the definition
of distance for randomized coding schemes) achieving the maximum dist(S). Since S ⊆ C
contains exactly one codeword for each message in the message space, the set S itself
comprises a code with message space M, codeword space C and distance d. This, in turn,
implies a (possibly inefficient) error correcting code with message space M and codeword
space C that can correct up to d/2 − 1 errors. We thus obtain the following corollary:
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I Corollary 26. Fix a message space M and a codeword space C. If the optimal (inefficient)
error-correcting code for (M, C) can correct at most t errors, then there is no non-malleable
code with message space M and codeword space C against tampering class Ft+1 .

4.2

Input-Local Functions

We rule out non-malleable codes for input-local functions (see Section 2.3 for formal definition),
where each input symbol affects ` output symbols and ` is the locality parameter. We show
that even for ` = 1, non-malleability is impossible to achieve. The specific tampering
functions used in our proof fix all but one of the codeword symbols to constant values. So we
can alternately view this result as building on the previous impossibility result: If one allows
fixing codeword symbols to constants, then one cannot achieve non-malleability against
functions where even a single output symbol’s value depends on the input.
I Theorem 27. Let (E, D) be a coding scheme with message space of at least 2 and alphabet
Σ. Then, for any  > 0, (E, D) is not a 1/2 − -NMC for Local1 .
Proof. Let U ⊆ {0, 1}k , V ⊆ {0, 1}n where |U | > 1. Let (E : U → V, D : V → U ) be
non-malleable code. Take x 6= y ∈ U . Consider cx = E(x), cy = E(y) for some fixed
randomness. By correctness cx 6= cy and moreover, D(cx ) 6= D(cy ). Also let d := d(cx , cy )
be the distance between cx and cy , note that 0 < d ≤ n. Consider d + 1 codewords starting
with, c0 = cx , c1 , . . . , cd = cy where ∀i ∈ {0, . . . , d − 1}, d(ci , ci+1 ) = 1. Notice that
D(c0 ) 6= D(cd ) =⇒ ∃j ∈ {0, . . . , d − 1} : D(cj ) 6= D(cj+1 ).
Let x = D(cj ) and let y = D(cj+1 ), where x 6= y. Now, consider the following f ∈ Local1 ,

cj if c ∈ E(y)
f (c) =
cj+1 otherwise
(Note that all symbols except a single one are constant.) Because they have disjoint support,
either D(f (E(x))) or D(f (E(y))) will be at least 1/2-far from any distribution Df .
J

4.3

Functions with Large Output Locality

A function f : {0, 1}n → {0, 1}n is (n − log(n))-output-local if each output bit depends on
at most n − log(n) input bits (see Section 2.3 for formal definition). The particular class
F 0 that we use in our lower bound proof is a subclass of all (n − log(n))-local tampering
functions F. Each f ∈ F 0 has the following structure: First, f1 , . . . , fn−log(n) (the functions
that output the first n − log(n) bits) are all the same, except that two different bits from
{0, 1} are hardcoded in each. Second, fn−log(n)+1 , . . . , fn are also the same, except that a
different value from {0, 1} is hardcoded in each. Finally, the set of input bits upon which
f1 , . . . , fn−log(n) depend and the set of input bits upon which fn−log(n)+1 , . . . , fn depend are
fixed. Taken together, this means that the total number of functions f in F is at most
n−log(n)
4n · 22
, so log log |F 0 | = n − log(n). On the other hand, Dziembowski et al. [43] showed
existence of a 1/n-non-malleable code for any class F such that log log |F| ≤ n − 2 log(n).
Thus, our lower bound result is nearly tight matching the existential upper bound. In our
theorem, we prove a more general statement:
I Theorem 28. Let (E, D) be a coding scheme with E : {0, 1} → {0, 1}n and D : {0, 1}n →
{0, 1}. Let F be the class of (n − log(1/) + 2)-output- local functions, where 1/8 ≥  ≥ 1/2n .
Then (E, D) is -malleable with respect to F.
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1
Note that the parameters discussed above can be obtained by setting  = 4n
.
Additionally, note that non-malleable codes whose decode function D may output values
in {0, 1, ⊥} imply non-malleable codes whose decode function D may only output values in
{0, 1}. Thus, ruling out the latter implies ruling out the former and only makes our result
stronger.

Proof. Fix an arbitrary (E, D) with E : {0, 1} → {0, 1}n and D : {0, 1}n → {0, 1}. Our
analysis considers two cases and shows that for each case, there exists f ∈ F such that
Pr [D(f (E(b))) = 1 − b] ≥
b←{0,1}

1
+ .
2

By Definition 5, this is sufficient to prove Theorem 28.
We begin with some notation and the proceed to the case analysis. For codeword
c = c1 , . . . , cn , let ctop (resp. cbot ) denote the first n − log(1/) + 2 bits (resp. last log(1/) − 2
bits) of c. I.e. ctop := c1 , . . . , cn−log(1/)+2 (cbot := cn−log(1/)+3 , . . . , cn ). For t ∈ N, let St
denote the set of all t-bit strings and let Ut denote the uniform distribution over t bits.
Assume n ≥ 2.
Case 1.
Pr [D(ctop ||r) = b | c ← E(b), r ← Ulog(1/)−2 ] ≥ 1/2 + .

b←{0,1}

∗,0
∗,1
∗,1
Let c∗,0 = c∗,0
= c∗,1
1 , . . . , cn (resp. c
1 , . . . , cn ) be the lexicographically first string
∗,0
that decodes to 0 (resp. 1) under D (i.e. D(c ) = 0 and D(c∗,1 ) = 1.
In this case we consider the following distribution over tampering circuits f = f1 , . . . , fn ,
where fi outputs the i-th bit of f :

Sample r ← Ulog(1/)−2 , construct circuits fi for each i ∈ [n], which take input ctop and
output c0i . Each fi does the following:
Compute d := D(ctop ||r).
Output c0i = c∗,1−d
.
i
We now analyze Prb←{0,1} [D(f (E(b))) = 1 − b].
Pr [D(f (E(b))) = 1 − b] =
b←{0,1}

Pr [f (E(b)) outputs c∗,1−b ]
b←{0,1}

=

Pr [D(ctop ||r) = b | c ← E(b), r ← Ulog(1/)−2 ]

b←{0,1}

≥ 1/2 + ,
where the two equalities follow from the definition of the tampering function f , and the
inequality follows since we are in Case 1. This implies the -malleability of (E, D).
Case 2.
Pr [D(ctop ||r) = 1 − b | c ← E(b), r ← Ulog(1/)−2 ] ≥ 1/2 − .

b←{0,1}

In this case we consider the following distribution over tampering circuits f = f1 , . . . , fn ,
where fi outputs the i-th bit of f :
The first n − log(1/) + 2 circuits (f1 , . . . , fn−log(1/)+2 ) simply compute the identity
function: I.e. fi for i ∈ [n − log(1/) + 2] takes ci as input and produces ci as output.
We next describe the distribution over circuits fi for i ∈ {n − log(1/) + 3, . . . , n}. Sample
r0 ← [1/(4) − 1]. Construct circuits fi for each i ∈ {n − log(1/) + 3, . . . , n} that take
input cbot and produce output c0i . Each fi does the following:
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Let r := rn−log(1/)+3 , . . . , rn be the r0 -th lexicographic string in the set Slog(1/)−2 \
{cbot }5 .
Output c0i = ri .
We now analyze Prb←{0,1} [D(f (E(b))) = 1 − b].
Since we are in Case 2 we have that:
1/2 −  ≤

Pr

[D(ctop ||r) = 1 − b | c ← E(b), r ← Ulog(1/)−2 ]

b←{0,1}


=

Pr
b←{0,1}

D(ctop ||r) = 1 − b |
cbot = r |
· Pr
c ← E(b), r ← Ulog(1/)−2 b←{0,1} cbot = r ∧ c ← E(b), r ← Ulog(1/)−2



D(ctop ||r) = 1 − b |
cbot 6= r |
· Pr
c ← E(b), r ← Ulog n b←{0,1} cbot 6= r ∧ c ← E(b), r ← Ulog(1/)−2


+

Pr
b←{0,1}




=

b←{0,1}





D(ctop ||r) = 1 − b |
cbot 6= r |
· Pr
c ← E(b), r ← Ulog(1/)−2 b←{0,1} cbot 6= r ∧ c ← E(b), r ← Ulog(1/)−2


Pr
b←{0,1}



Pr
b←{0,1}



D(ctop ||r) = 1 − b |
cbot 6= r |
· Pr
c ← E(b), r ← Ulog(1/)−2 b←{0,1} cbot 6= r ∧ c ← E(b), r ← Ulog(1/)−2


=





cbot = r |
·0
c ← E(b), r ← Ulog(1/)−2

Pr

+





D(ctop ||r) = 1 − b |


= (1 − 4) ·

Pr
b←{0,1}









cbot 6= r ∧ c ← E(b), r ← Ulog(1/)−2

.

Note that
"
Pr
b←{0,1}

D(ctop ||r) = 1 − b |

cbot 6= r ∧ c ← E(b), r ← Ulog(1/)−2

#
=

Pr [D(f (E(b))) = 1 − b].
b←{0,1}

Thus, we have that
1/2 −  ≤ (1 − 4)

Pr [D(f (E(b))) = 1 − b].
b←{0,1}

Since
(1/2 + ) · (1 − 4) = 1/2 +  − 2 − 42
≤ 1/2 − ,
we have that
Pr [D(f (E(b))) = 1 − b] ≥
b←{0,1}

1/2 − 
1 − 4

≥ 1/2 + .
This implies the -malleability of (E, D).

5

J

On NMC via BB Reductions

For the formal definition of a (F, , δ)-black-box reduction from a (single bit) non-malleable
∞
code, (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem, (Ψ, L) = {(Ψn , Ln )}n=1 , see
Definition 23 in Section 2.6.
5

Recall that, t ∈ N, let St denote the set of all t-bit strings and let Ut denote the uniform distribution
over t bits.
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A crucial component of our impossibility result will be a lookup circuit that responds to
queries submitted by the reduction with hardwired responses. However, we need the lookup
circuit to maintain consistency: If the reduction queries the same query multiple times, the
same response should be given each time. Such a lookup circuit is trivial to implement
with polynomial-size circuits. However, in our case, we require that this lookup circuit is
implementable in NC1 . In the following, we first formally define such a lookup circuit and
then prove that it is implementable in NC1 .
I Definition 29 (Look-Up Circuit.). A (`(n), p(n)) lookup circuit consists of `(n) hardwired
values of length p(n) bits, denoted y1 , . . . , y`(n) . The lookup circuit receives as input
x1 , . . . , x`(n) , where each xi has length p(n) bits. The circuit outputs `(n) number of p(n)-bit
strings: yi1 , . . . , yi`(n) , where for j ∈ [`(n)], ij is set to the first index k ∈ [`(n)] such that
xj = xk . For example, on input x1 , x2 , x3 , x4 , . . ., where x1 = x3 and x2 = x4 , the circuit
outputs y1 , y2 , y1 , y2 .
I Proposition 30. For p(n), `(n) = O(nc ) for some fixed constant c, there exist polynomial
size look-up circuits of depth O(log n).
Sketch. The inputs, x1 , . . . , x`−1 , can be put in sorted order via a circuit of size O(nc log n)
and depth O(log n) [10]. Then each sorted xi can determine if it is the first of that value
(if x1 , . . . , x`−1 are in sorted order then xj is determining that there does not exist xi = xj
such that i < j), by comparing only to one neighboring value. This can be done in parallel.
Finally, compare x` to all xi that pass this test in parallel. If there is such an xi such that
xi = x` , the circuit will output yi . Otherwise, the circuit will output y` .
J
We now present the central technical lemma of the section.
I Lemma 31. Assume that F is (F, t, p(n), p(n))-closed under composition (see Definition 21), and contains (t(n), p(n)) look-up circuits for polynomials t(·), p(·).6 If there is an
(F, 1/2, δ(n))-black-box-reduction making t(n) security parameter-preserving queries from a
(single bit) non-malleable code for F, (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem,
(Ψ, L) = {(= Ψn , Ln )}∞
,
then
one
of
the
following
must
hold:
n=1
δ(n)
-malleable by F.
1. (E, D) is 2t(n)
2. (Ψ, L) is (δ(n)/2)-easy for F.
Moreover, if (E, D) is efficient, then it suffices that F contains such look-up circuits
generated in uniform polynomial time.
Proof. Let R be such a security parameter-preserving (F, 1/2, δ(n)-reduction, for a nonmalleable code (E, D) and distributional problem (Ψ, L). Moreover, for security parameter n,
let p(n) be the length of the codeword generated by E, where p(·) is a polynomial.
Consider the following tampering functions {fp(n) }p(n) whose behavior on a given
codeword c is defined as follows (where H is a random function H : {0, 1}p(n) → {0, 1}∗ and
H(c) is the randomness used by encoding algorithm):

En (1; H(c)) if Dn (c) = 0
fp(n) (c) :=
En (0; H(c)) if Dn (c) = 1
Since, NMC are perfectly correct, we have (for any choice of H)
u

Pr [Dn (fp(n) (E(b))) = 1 − b] = 1.

b←{0,1}

6

p(n) corresponds to the length of the codeword outputted by En .
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Therefore, by our assumption on R we have that for all n,
Pr [Ln (x) = Rfp(n) (x)] ≥

x←Ψn

1
+ δ(n).
2
0

,j
Now, for the j-th oracle query, we define fp(n)
, a stateful simulation of the output of the
0

,j
tampering function fp(n) on the j-th query. Each fp(n)
is a (j, p(n)) lookup circuit (with j
number of inputs/outputs of length p(n)) that hardcodes a random codeword (sampled from
E(b) where b is uniform) as the yj value.
0
0
,t(n)
,1
By our assumption on F (and R), we have that Replace(Unroll(Rfp(n) ), fp(n)
, . . . , fp(n) ) ∈
0

F. We will abuse notation and denote the resulting circuit by Rfp(n) . So, it suffices to
0
H
show that the behavior of Rfp(n) (x) is close that of Rfp(n) (x), for any x, which will imply
0
H
that Rfp(n) (x) ∈ F breaks the distributional problem w.h.p., since Rfp(n) (x) does. More
δ(n)
accurately, if (E, D) is 2t(n)
-non-malleable by F, then we will show that
0

∀n ∈ N, ∀x ∈ {0, 1}n , ∆(Rfn (x); Rfn (x)) ≤ δ(n)/2.
By the above, this then implies that (Ψ, L) is (δ(n)/2)-easy for F.
0
H
To show that the outputs of Rfp(n) (x) and Rfp(n) (x) are close, we will use a hybrid
δ(n)
argument, reducing to the 2t(n)
-non-malleablity of (E, D) at every step.
(i),j

In the i-th hybrid, the function fp(n) responding to the j-th query is a (j, p(n)) look-up
circuit that hardcodes values y1i , . . . , yji . For k ∈ [t = t(n)], the yki values are sampled as
H
follows: For k ∈ [t − i], yki is sampled as by fp(n)
. For k > t − i, yki is a random encoding of
(i)

a random bit. The concatenation of the t circuits for each query is denoted by fp(n) . Clearly,
(0)

(t)

0
fp(n) ≡ fp(n) and fp(n) ≡ fp(n)
.
We will show that for all x ∈ {0, 1}n (and any fixing of random coins r for R)
f

(i)

f

(i−1)

f

(0)

δ(n)
∆(R p(n) (x); R p(n) (x)) ≤ 2t(n)
(for i ∈ [t(n)]), which proves the claim above.(R p(n) (x)
has advantage δ(n) and in each of the subsequent t(n) hybrids we lose at most an (n)
factor.)
Suppose not, then there exists an x (and random coins r, if R is randomized) such that
(i)

(i−1)

R’s behavior differs with respect to fp(n) and fp(n) : | Pr[R

(i)

fp(n)

(i−1)

(x) = 1] − Pr[R

fp(n)

(x) =

δ(n)
2t(n) .

1]| ≥
Note that for fixed random function H (that generates the random coins used to sample
(i)
(i−1)
the yj values) fp(n) and fp(n) differ solely on the response to (t − i)-th query. So, fix x, H
i
and all but the (t − i)-th value yt−i
and “hardcode” all other yk values in both cases. The
reason that we can hardcode the yj values except for the (t − i)-th response is the following:
Clearly, up to the (t − i)-th query, the responses can be fully hardcoded since x is fixed and so
all the queries and responses can also be fixed. The yj values hardcoded in the (t − i + 1)-st
(i)
(i−1)
lookup circuit and on can also be fixed, since in both fp(n) and fp(n) , the (t − i + 1)-st value
of yj and on is a random codeword, that does not depend on the value encoded in the query
submitted by the reduction. Let sH,x denote the value encoded in the (t − i)-th query in
this hardcoded variant of the hybrid. Note that the value of sH,x is also fixed.
f

(i−1)

1. In R p(n) (x) all values up to the (t−i)-th response are hardcoded. The (t−i)-th response,
which will be a random encoding of bit 1 − sH,x , is not hardcoded. All the other responses
are computed by lookup circuits with hardwired yj values.
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f

(i)

2. In R p(n) (x), all values up to the (t − i)-th response are hardcoded. The (t − i)-th
response, which will be a random encoding of a random bit, is not hardcoded. All the
other responses are computed by lookup circuits with hardwired yj values.
0
Thus, we will treat the above as a new function RH,x
(·) that takes as input just the
0
response to the (t − i)-th query and returns some value. Note that RH,x
(·) is in F, since it
f

(i)

can be viewed as the circuit R p(n) , with queries/responses to f (i),j , j ∈ [t − i − 1] hardcoded,
i
the (t − i)-th query hardcoded, the (t − i)-th value yt−i
as the input to the circuit, and for
(i),j
j > t − i, the f
functions as lookup circuits contained in F. Moreover, by the above,
0
RH,x
(·) distinguishes random codewords that encode the bit 1 − sH,x from random codewords
that encode a random bit with advantage (n). Specifically,
0
0
Pr[RH,x
(c) = 1 | c ← En (1 − sH,x )] − Pr[RH,x
(c) = 1 | c ← En (b), b ← {0, 1}] ≥

δ(n)
.
2t(n)

By standard manipulation, the above is equivalent to:
1
1
δ(n)
1
0
0
· Pr[RH,x
(c) = 1 | c ← En (1 − sH,x )] + · Pr[RH,x
(c) = 0 | c ← En (sH,x )] ≥ +
.
2
2
2 2t(n)
0
This implies that we can use RH,x
to construct a distribution over tampering functions
in F that successfully break (E, D). Details follows.
Let csH,x be a codeword encoding bit sH,x and let c1−sH,x be a codeword encoding bit
1 − sH,x . Define fˆH,x as follows: fˆH,x hardcodes csH,x and c1−sH,x . On input (codeword) c,
0
(c) = 1, output csH,x ;
If RH,x
Otherwise, output c1−sH,x .

We now analyze
Pr [Dn (fˆH,x (En (b))) = 1 − b].

b←{0,1}

0
Pr [D(fˆH,x (E(b))) = 1 − b] = Pr[b = 1 − sH,x ] · Pr[RH,x
(c) = 1 | c ← En (1 − sH,x )]

b←{0,1}

0
+ Pr[b = sH,x ] · Pr[RH,x
(c) = 0 | c ← En (sH,x )]

1
0
· Pr[RH,x
(c) = 1 | c ← En (1 − sH,x )]
2
1
0
+ · Pr[RH,x
(c) = 0 | c ← En (sH,x )]
2
1
δ(n)
≥ +
.
2 2t(n)
=

δ(n)
2t(n) -malleable for F.
δ(n)
(E, D) is 2t(n)
-malleable

But, the above implies that (E, D) is

Therefore, we conclude that either
problem, (Ψ, L) = {(Ψn , Ln )}∞
n=1 is (δ(n)/2)-easy for F.

for F or the distributional
J

The following corollary holds since NC1 is (NC1 , t, p(n), p(n))-closed under composition
(for all polynomials p(·)), and NC1 contains (t(n), p(n)) lookup circuits for any polynomials
t(·), p(·).
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I Corollary 32. If there is an (NC1 , 1/2, δ(n))-black-box-reduction making t(n) security
parameter preserving queries from a (single bit) non-malleable code for NC1 , (E, D) =
∞
{(En , Dn )}∞
n=1 , to a distributional problem, (Ψ, L) = {(Ψn , Ln )}n=1 , then one of the following
must hold:
1. (E, D) is

δ(n)
2t(n) -malleable

by NC1 .

2. (Ψ, L) is (δ(n)/2)-easy for NC1 .
I Note 33. The proof of Lemma 31 (as well as the other proofs in this section), does not
extend to cases in which the reduction R is outside in the class of tampering functions
0
F. Specifically, in the hybrid arguments, we require that RH,x
(·) is in F. In particular,
our proof approach does not extend to proving impossibility of constructing a (single bit)
non-malleable code for F, from a distributional problem, (Ψ, L) that is hard for some larger
class F. E.g. our techniques do not allow us to rule out constructions of non-malleable codes
for NC1 from a distributional problem that is hard for NC2 . Our techniques also do not rule
out constructions of non-malleable codes for F from an “incompressibility”-type assumption,
such as those used in the recent work of [16]. Briefly, if a function ψ is incompressible by
circuit class F, it means that for t  n, for any computationally unbounded Boolean function
D : {0, 1}t → {0, 1} and any F : {0, 1}n → {0, 1}t ∈ F, the output of D ◦ F (x1 , . . . , xn ) is
uncorrelated with ψ(x1 , . . . , xn ) (over uniform choice of x1 , . . . , xn ). In our case, this would
mean that the reduction R is allowed oracle access to a computationally unbounded Boolean
function D, since the hardness assumption would still be broken by the reduction as long
as R ∈ F and the query made to D has length t  n. Since R composed with D is clearly
outside the tampering class F, our proof approach does not apply in the incompressibility
setting.
I Note 34. We can extend Lemma 31 to rule out (u(n), `(n))-approximately security
parameter preserving reductions by allowing our reduction access to a greater range of
u(n)
inefficient/simulated tampering functions (defined in the same manner as above): {fk }k=`(n)
u(n)

and {fk0 }k=`(n) . In this case, we can, WLOG, conflate the security parameter queried to the
oracle with the length of the query made to the oracle. However, we now require for our
proof that F is (F, t, `, u)-closed under composition and contains look-up circuits with t(n)
inputs, consisting of `(n) to u(n) number of bits, for polynomials t(·), `(·), u(·).
I Lemma 35. Assume F is (F, t, `, u)-closed under composition (see Definition 21) and
contains (t(n), p(n)) look-up circuits for polynomials t(·), p(·). If there is an (F, 1/2, δ(n))black-box-reduction making t(n) number of (`(n), u(n))-approximately length preserving
queries, from a (single bit) non-malleable code for F, (E, D) = {(En , Dn )}∞
n=1 , to a
∞
distributional problem, (Ψ, L) = {(Ψn , Ln )}n=1 , then one of the following must hold:
δ(n)
1. (E, D) is 2t(n)
-malleable by F.
2. (Ψ, L) is (δ(n)/2)-easy for F.
Moreover, if (E, D) is efficient, then for the conclusion to hold it suffices that F contains
such look-up circuits generated that are generated uniform polynomial time.

The following corollary holds since NC1 is (NC1 , t, `, u)-closed under composition, where
`(n) = nγ , for any constant γ ≤ 1, u(n) = nc , for any constant c ≥ 1 and NC1 contains
look-up circuits with t(n) number of inputs of length `(n) to u(n)-bits for polynomials t(·),
`(·), u(·).

ITCS 2020

80:26

Limits to Non-Malleability

I Corollary 36. Fix constants γ ≤ 1, c ≥ 1. If there is an (NC1 , 1/2, δ(n))-black-box-reduction
making t(n) (nγ , nc )-approximately length preserving queries from a (single bit) non-malleable
∞
code for NC1 , (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem, (Ψ, L) = {(Ψn , Ln )}n=1 ,
then one of the following must hold:
1. (E, D) is

δ(n)
2t(n) -malleable

by NC1 .

2. (Ψ, L) is (δ(n)/2)-easy for NC1 .
We extend to non-security parameter preserving reductions, but require a stronger
compositional property for the tampering class F. As for approximate security parameter
preserving reductions, WLOG we may conflate the security parameter queried to the oracle
with the length of the query made to the oracle.
I Lemma 37. Let F be closed under strong composition (see Definition 22) and contain
(t(n), u(n)) lookup circuits. If for every non-negligible , there is an (F, , δ(n))-blackbox-reduction (for some non-negligble δ) making t(n) queries from an (single bit) (n)non-malleable code for F, (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem, (Ψ, L) =
{(Ψn , Ln )}∞
,
then
(Ψ,
L)
is
not
(δ(n)
−
t(n)
·
(n))-hard for F.
n=1
1

21

Proof. Let S := {1, 21 , 22 , 22 , . . .}. Let (n) be the following non-negligible function:
 1
if n ∈ S
4
(n) :=
0 if n ∈
/S
Assume there is some reduction R that succeeds with non-negligible probability δ := δ(n)
for this . Since δ is non-negligible, there must be an infinite set S 0 such that δ(n) ≥ 1/nc
for some constant c and for all n ∈ S 0 .
WLOG, we may assume that the reduction R, on input of length n, queries at most a
single input length `(n) ∈ ω(log(n)), whereas all other queries are of input length O(log(n))
(since we may assume the oracle simply returns strings of all 0’s on any input of length k ∈
/ S).
Additionally, we may assume that (1) `(n) is polynomial in n (since otherwise the reduction
does not have time to even write down the query) and (2) for any k ∈ N, the size of the set
`−1 (k) ∩ S 0 is finite (otherwise we can hardcode all possible query/responses for a particular
input length k into the reduction–which is constant size since k is constant–and obtain a
circuit that breaks the underlying hard problem on an infinite number of input lengths).
Moreover, we assume WLOG that `(n) < n, since otherwise our previous proof holds.
Since by assumption F is HCS-amenable, it means that Impagliazzo’s hardcore set holds
for adversaries in F. Specifically, for random codewords c ← E`(n) (b), b ← {0, 1} of length
` = `(n) s.t. `(n) < n, there are two possible cases:
1. For infinitely many n ∈ S 0 (this set of values is denoted by S 00 ⊆ S 0 ), there is some
adversary in F := {Fn }n∈N that outputs D`(n) (c) with probability at least 3/47 .
2. For infinitely many n ∈ S 0 (this set of values is denoted by S 00 ⊆ S 0 ), there is some
hardcore set H of size at least 0 (n) · 2` , where 0 (n) = 2·nc1·t(n) such that every adversary
in F := {Fn }n∈N outputs D`(n) (c) with probability at most 1/2 + 0 (n), when c is chosen
at random from H8 .
7
8

Note that D`(n) (c) takes inputs of length `(n), whereas Fn takes inputs of length n. We can easily
resolve this discrepancy by padding inputs of length `(n) up to n.
Again, the input c to D`(n) has length `(n) while Fn takes inputs of length n. As above, we resolve the
discrepancy by padding inputs of length `(n) up to n.
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In Case 1, we set the tampering function {fk }k to use the circuit described above to
decode a random codeword with prob 3/4 and then chooses a random encoding of 0 or
1 appropriately. Additionally, fk only responds if k ∈ S. Clearly, fk succeeds with nonnegligible probability . Since the  function remains the same, we know that δ and `, S, S 0
remain the same.
In this case, as in the previous proof, we can switch to a simulated tampering function
Sim, which responds with f`(n) on query input length `(n) and hardcodes all responses for
all possible queries R makes to fk with input lengths k = k(n) ∈ O(log(n)).
Note that since we are in Case 1, for infinitely many input lengths–input lengths n ∈ S 00 –to
R, RSim , is a circuit in Fn , since Fn strongly composes. Additionally, the behavior of RSim is
identical to the behavior of R{fk }k . Moreover, since fk succeeds with non-negligible , by
assumption on R, it means that for all n ∈ S 0 , Rf`(n) agrees with (Ψ, L) with probability
1/2+1/nc . But then we must have that for infinitely many n ∈ S 0 –input lengths n ∈ S 00 –RSim
agrees with (Ψ, L) with probability 1/2 + 1/nc and RSim ∈ Fn . So (Ψ, L) is (δ 0 (n))-easy for
F, where
 1
if n ∈ S 00
nc
δ 0 (n) :=
0
if n ∈
/ S 00
In Case 2, we set the tampering function {fk }k to decode the query submitted by the
reduction R and respond with a random encoding from the hardcore set described above (if
it exists), which decodes to 0 or 1 as appropriate. Specifically, the hardcore set H is defined
as follows: fk sets n∗ to be equal to the lexicographically first element in the (finite) set
∗
`−1 (k) ∩ S 009 , and chooses the lexicographically first set H of size 0 (n∗ ) · 2`(n ) = 0 (n∗ ) · 2k
for which every adversary in Fn outputs D`(n∗ ) (c) with probability at most 1/2 + 0 (n∗ ),
when c is chosen at random from H. If `−1 (k) ∩ S 0 = ∅ or there is no such hardcore set
H, then fk applies the trivial breaking strategy described above (decoding the input and
responding with a random encoding of 0 or 1 as appropriate). Moreover, fk responds only if
k ∈ S. Since the  function remains the same in this case as well, the δ function also remains
the same. Thus, for n ∈ S 0 , Rf`(n) must still agree with (Ψ, L) with probability 1/2 + 1/nc .
In this case, as in the previous proof, we can switch to a simulated tampering function
Sim that does not decode but rather chooses a random codeword from the hardcode set
H (which again we can hardcode in using lookup circuits as before). Moreover, for queries
R makes to Sim with input lengths k = k(n) ∈ O(log(n)), all responses for all possible
queries c are hardcoded into Sim. Now, for infinitely many n ∈ S 0 –input lengths n ∈ S 00 –R’s
behavior should be t(n) · 0 (n)-close when interacting with {fk }k versus Sim, since otherwise
in each hybrid step we can construct a distinguishing circuit in Fn (as in the previous proof)
contradicting the guaranteed hardness of the hardcore set. Finally, we must argue that for
infinitely many n ∈ S 0 –input lengths n ∈ S 00 –R composed with Sim is in the class F. But
due to the fact that F is (F, t)-closed under strong composition, this occurs whenever the
reduction is instantiated with security parameter n ∈ S 00 , where n is the lexicographically first
element in the set `−1 (`(n)) ∩ S 00 . Since n is always contained in `−1 (`(n)), since the size of
`−1 (`(n)) ∩ S 0 is finite and since the size of S 00 is infinite, there will be infinitely many n ∈ S 00
e
for which this event occurs. Thus, for infinitely many n ∈ S 00 (denote this set of values by S,
{fk }k
c
Sim
0
c
R
agrees with (Ψ, L) with probability 1/2 + 1/n and R
is t(n) ·  (n) ≤ 1/2n -close
to R{fk }k . So we conclude that (Ψ, L) is (δ 0 (n))-easy for F, where
(
1
if n ∈ Se
0
2nc
δ (n) :=
J
0
if n ∈
/ Se
9

Note that it is finite since `−1 (k) ∩ S 0 is finite and S 00 ⊆ S 0 .
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The following corollary holds since NC is (NC, t)-closed under strong composition and
Impagliazzo’s HCS holds for NC.
I Corollary 38. If for every non-negligible  = (·), there is an (nu − NC, , δ)-black-boxreduction, for some non-negligible δ = δ(·), making t(n) queries from a (single bit) nonmalleable code for nu − NC, (E, D) = {(En , Dn )}∞
n=1 , to a distributional problem, (Ψ, L) =
∞
0
{(Ψn , Ln )}n=1 , then (Ψ, L) is (δ (n))-easy for NC, for some non-negligible δ 0 = δ 0 (·).
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Abstract
Reductions between problems, the mainstay of theoretical computer science, efficiently map an
instance of one problem to an instance of another in such a way that solving the latter allows
solving the former.1 The subject of this work is “lossy” reductions, where the reduction loses some
information about the input instance. We show that such reductions, when they exist, have interesting
and powerful consequences for lifting hardness into “useful” hardness, namely cryptography.
Our first, conceptual, contribution is a definition of lossy reductions in the language of mutual
information. Roughly speaking, our definition says that a reduction C is t-lossy if, for any distribution
X over its inputs, the mutual information I(X; C(X)) ≤ t. Our treatment generalizes a variety of
seemingly related but distinct notions such as worst-case to average-case reductions, randomized
encodings (Ishai and Kushilevitz, FOCS 2000), homomorphic computations (Gentry, STOC 2009),
and instance compression (Harnik and Naor, FOCS 2006).
We then proceed to show several consequences of lossy reductions:
1. We say that a language L has an f -reduction to a language L0 for a Boolean function f if there is
a (randomized) polynomial-time algorithm C that takes an m-tuple of strings X = (x1 , . . . , xm ),
with each xi ∈ {0, 1}n , and outputs a string z such that with high probability,
L0 (z) = f (L(x1 ), L(x2 ), . . . , L(xm ))
Suppose a language L has an f -reduction C to L0 that is t-lossy. Our first result is that one-way
functions exist if L is worst-case hard and one of the following conditions holds:
f is the OR function, t ≤ m/100, and L0 is the same as L
f is the Majority function, and t ≤ m/100
f is the OR function, t ≤ O(m log n), and the reduction has no error
This improves on the implications that follow from combining (Drucker, FOCS 2012) with
(Ostrovsky and Wigderson, ISTCS 1993) that result in auxiliary-input one-way functions.
2. Our second result is about the stronger notion of t-compressing f -reductions – reductions that only
output t bits. We show that if there is an average-case hard language L that has a t-compressing
Majority reduction to some language for t = m/100, then there exist collision-resistant hash
functions.
This improves on the result of (Harnik and Naor, STOC 2006), whose starting point is a
cryptographic primitive (namely, one-way functions) rather than average-case hardness, and
whose assumption is a compressing OR-reduction of SAT (which is now known to be false unless
the polynomial hierarchy collapses).

1

Such reductions are called many-one or Karp reductions. To be sure, there are more general types of
reductions, such as oracle reductions (or Cook reductions), which we do not deal with in this paper.
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1

Introduction

Consider a polynomial-time reduction R from a language L to another L0 .2 That is, R takes
as input x ∈ {0, 1}n for any n and produces an output y ∈ {0, 1}m(n) for some polynomial m
such that x ∈ L if and only if y ∈ L0 . Such a reduction relates the computational complexities
of L and L0 ; its existence says that the complexity of L is at most the complexity of L0 , upto
some additional polynomial running time. In general, the reduction says little more than
this. If the reduction has certain additional properties, however, it tells us more about the
complexity of L and starts becoming more useful. This work is about an important such
class of reductions, namely lossy reductions that forget information about the input instance.
Losing Information through Compression. One way to lose information about the input
instance is by compressing it. Continuing the discussion above, if m(n) = O(log n), the
reduction enables L to be decided in non-uniform polynomial-time. More generally, L can
be decided on n-bit inputs by a circuit of size roughly 2m(n) . Such instance compressing

2

Much of our discussion also applies to promise problems and search problems.
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reductions, those that have m(n)  n, have been an important part of the study of
fixed parameter tractable algorithms, where they are called kernelizations (see [11] and
the references therein). A classical example is the vertex cover problem on n-node graphs
parameterized by the size of the cover k, where there is a poly(n)-time algorithm that takes
the graph as input and outputs a smaller graph of size poly(k) which has a cover of size k if
and only if the original graph does.
Harnik and Naor [18] showed a variety of cryptographic applications of such compressing
reductions. For example, assuming that the Boolean Satisfiability problem (SAT) has good
enough instance compression, they showed how to construct a collision-resistant hash function
starting from any one-way function, a task known to be impossible to do in a black-box
manner [28]. Furthermore, if this compression has some additional properties, they also
show how to get public-key encryption schemes and oblivious transfer protocols from oneway functions. However, Fortnow and Santhanam [14] and later Drucker [12] showed that,
unless the polynomial hierarchy collapses, such instance compression algorithms for SAT
cannot exist.
This Work: Losing Information without Compression. Compression is one way to lose
information, but not the only one. In this paper, we study cryptographic implications of
lossy reductions – randomized algorithms that forget information about the input instance
but not necessarily by compressing them. Such reductions are abundant in the study of
average-case complexity and cryptography.
An example is a reduction R(x) that outputs a sample from a distribution that is (almost)
completely determined by whether x is contained in L (and, as before, R(x) ∈ L0 if and
only if x ∈ L). Such a reduction loses all information about x other than its membership
in L. Thus, it relates the complexity of deciding L in the worst-case to the complexity of
deciding L0 on average over a specific distribution3 . In other words, a reduction that loses all
information about its input except membership in L is a worst-case to average-case reduction
from L to L0 .
From a different vantage point, such reductions are equivalent to randomized encodings [19],
a powerful and versatile notion in cryptography (see the survey by Applebaum [1] and
the references therein). In particular, randomized encodings have been used to delegate
computations [3], for secure computation [31, 7, 20], for parallel cryptography [2], for keydependent message security and much more.
Given this relevance to cryptography of reductions that lose all information except
membership, both as average-case reductions and as randomized encodings, we ask whether
anything similar can be said of reductions that are almost this way. That is, are reductions
that lose almost all other information except membership useful for cryptography?
Lossy Reductions and Cryptography. Our first contribution is a definition of such lossy
reductions through the lens of mutual information. For a function t : N → R+ , we say that a
reduction C from a language L to a language L0 is t-lossy if for any random variable X over
bit-strings of length n (capturing an input distribution), the mutual information I(X; C(X))
is at most t(n). Note that this definition does not fix an input distribution, rather quantifies
over all of them. In this sense, it is reminiscent of the prior-free information complexity
definition of [10]. Roughly speaking, if X has little entropy, we don’t care; if X has more
than t(n) bits of entropy, we want the reduction to reveal at most t(n) of it.

3

The distribution is given by picking any xN 6∈ L and any xY ∈ L, and taking the equal convex
combination of the distributions sampled by R(xN ) and R(xY ).

ITCS 2020

81:4

Cryptography from Information Loss

Whereas Harnik and Naor showed that instance compression can be used to construct
other cryptographic primitives from one-way functions, we investigate the possibility of
using compression or information loss to construct one-way functions from simpler hardness
properties. Some results along these lines are already known, or are implicit in prior work: (1)
Drucker [12] showed that the existence of certain kinds of compression for a language L implies
that L has a statistical zero-knowledge proof.4 Together with a result of Ostrovsky [25],
this implies that if such a language is average-case hard, then one-way functions exist; (2)
Replacing average-case with worst-case hardness in the above gives us auxiliary input one-way
functions, a weaker object [26]; (3) on the other hand, if the reduction is a randomized
encoding, then replacing average-case with worst-case hardness in the above gives us one-way
functions [5].
We demonstrate a number of other similar sufficient conditions to elevate worst-case
hardness to one-way functions. To give the reader a taste of what is to come, one of our
results is a way to achieve the best of (1), (2) and (3) above, showing how to elevate worst-case
hardness of L into one-way functions if L has a lossy reduction to L0 .
I Informal Theorem 1.1. Suppose there is a perfect reduction from L to L0 that is O(log n)lossy on n-bit inputs. If L is worst-case hard, then One-Way Functions exist.
The above follows as a corollary to Informal Theorem 1.4 described later. As noted
earlier, randomized encodings may be seen roughly as a 1-lossy reduction from L to some
problem L0 , and the worst-case hardness of a problem that has randomized encodings implies
the existence of a one-way function. The above theorem says that it is in fact sufficient for
the reduction to be O(log n)-lossy (rather than 1-lossy) for this conclusion to hold, if it has
the additional property that it does not make any errors – that is, a YES instance of L is
never mapped to a NO instance of L0 , and also the other way round. This may also be
interpreted as saying that the implication to OWFs for randomized encodings still holds if
the privacy guarantee of the encodings is much weaker, as long as the correctness is perfect.
f -Reductions and OWFs. Our main theorems are about the implications of lossy reductions
for the composition of a simple Boolean function with membership in a language. Let
f = {f n } denote a family of (partial) Boolean functions, where for some polynomial m, the
function f n takes m(n) bits as input. We denote by f ◦ L the composition of f with L –
on m(n) inputs x1 , . . . , xm(n) ∈ {0, 1}n , this function is computed as f (L(x1 ), . . . , L(xm(n) )).
We refer to a reduction from f ◦ L to some problem as an f -reduction of L.
Such f -reductions that are also compressing (in terms of bit length) have been the
subject of considerable past work in the study of parametrized complexity [18, 9, 14, 13] (see
also further references in [13]), especially for simple functions f like AND and OR. Most
relevant to our work are the results of Drucker [13], who showed that if there is a sufficiently
compressing reduction from ORm ◦ L to any problem L0 , then L is contained in SZK (where
m is some polynomial and ORm is the family of OR function on m(n) inputs). As noted
earlier, this implied membership in SZK lets us lift the average-case hardness of L to a
one-way function, or its worst-case hardness to an auxiliary-input OWF.
Our starting point is the observation that Drucker’s proofs still work if the reduction
were just lossy and not necessarily compressing. We prove the following theorems that show
three different sufficient conditions for lossy reductions to be useful in lifting worst-case

4
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hardness directly to one-way functions. Each of the three imply OWFs along different paths,
as described briefly below. These paths and the pointers to the relevant parts of the paper
are presented in Figure 1.
I Informal Theorem 1.2. Suppose, for some polynomial m, and promise problem L, there
is a reduction from ORm ◦ L to L that is (m(n)/100)-lossy on (n · m(n))-bit inputs. If L is
worst-case hard, then One-Way Functions exist.
We prove this by first showing that Drucker’s techniques actually imply a certain kind of
worst-case to average-case reduction to L0 . And if L is worst-case hard, then this reduction
lets us conclude that L0 is one-sided average-case hard, a notion explained later in this section.
Thus, if L0 is L itself, then it is both contained in SZK and is one-sided average-case hard.
Finally, we show that the existence of any such problem implies the existence of a OWF.
The next theorem we prove is that a similarly lossy Majority-reduction for L by itself lets
us lift the worst-case hardness of L to a OWF, without worrying about what it reduces to.
I Informal Theorem 1.3. Suppose, for some polynomial m, and promise problem L, there
is a reduction from MAJm ◦ L to some problem that is (m(n)/100)-lossy on (n · m(n))-bit
inputs. If L is also worst-case hard, then One-Way Functions exist.
In this case, we extend Drucker’s techniques to show that such a reduction from MAJm ◦ L
implies a two-sided average-case reduction from L to some problem L0 – where the YES
and NO parts of the distribution over instances of L0 that L is reduced to can be sampled
separately. In different terms, this implies that L has statistical randomized encodings, and
the conclusion follows from the fact that the worst-case hardness of a problem that has
randomized encodings implies one-way functions [5].
Finally, the following theorem says that we can make do with ORm -reductions that are
not as lossy as before – only O(m(n) log n)-lossy instead of m(n)/100 – if the reduction is
perfect, meaning that it never maps YES instances of ORm ◦ L to NO instances of L0 , and
also the other way. Note that a reduction that is Ω(m(n) log n)-lossy could still preserve
some information about all of its m(n) inputs – for instance, whether each xi is a YES or
NO instance of L, etc..
I Informal Theorem 1.4. Suppose, for some polynomial m, and promise problems L and L0 ,
there is a perfect reduction from ORm ◦ L to L0 that is O(m(n) log n)-lossy on (n · m(n))-bit
inputs. If L is worst-case hard, then One-Way Functions exist.
We prove this by showing that a perfect reduction from ORm ◦ L implies a one-sided
average-case reduction that is perfect in the sense that the NO and YES distributions that
are generated by the reduction are disjoint. On the other hand, the hardness that is implied
by the reduction is quite weak due to it not being lossy enough – it only says that the NO
distribution is no better than (1 − 1/poly(n))-distinguishable from the YES distribution
for a given algorithm. However, the perfectness lets us show that the sampler for the NO
distribution itself is a weak one-way function (with the input as its random string).
Collision-Resistance from Compression. Finally, we show that compressing reductions – a
strong form of lossy reductions where the output length is smaller than the input length –
can be used to lift one-sided average-case hardness to collision-resistant hash functions.
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I Informal Theorem 1.5. Suppose, for some polynomial m, and promise problem L, there
is a perfect reduction from ORm ◦ L to some problem that compresses (n · m(n))-bit inputs
to m(n)/100 bits. If L is also one-sided average-case hard with perfect sampling5 , then
Collision-Resistant Hash Functions exist.
Our construction builds directly on the construction of collision-resistant hash functions
from homomorphic commitments by Ishai et al [21]. In our construction, the keys of the
hash function for hashing strings of length m correspond to a set of 2m instances (grouped
into m pairs) sampled from the NO distribution. Each bit of an input x is used to select an
instance from the corresponding pair, and the hash function is computed by running the
compressing OR-reduction on this set.
The construction in [21] may be seen to use essentially the same approach, where instead
of using a compressing OR-reduction for a hard problem, they use the homomorphism of a
commitment scheme. The security of the commitment scheme there is the analogue of the
one-sided average-case hardness of L, and our observation is that, while homomorphism is one
way to compress (XOR-compression in their case), it is not necessary, and any compressing
OR-reduction is sufficient to use with the construction.
One-Sided Average-Case Hardness. In the process of studying the implications of ORcompression of a problem to itself, we introduce the notion of one-sided average-case hardness,
which we describe next. Recall that the worst-case hardness of a problem L says that for any
polynomial-time algorithm A that attempts to decide L, there exists some input x on which
it is wrong. Perhaps the simplest notion of average-case hardness flips the quantifiers here
and says that there exists a (samplable) distribution over inputs such that any algorithm
fails to decide L with large advantage when inputs are sampled from this distribution.
A stronger notion of average-case hardness that we call two-sided average-case hardness
(and one that directly relates to one-way functions), says that there are two (samplable)
distributions, one over the just the YES instances of L and another over just the NO instances,
such that no algorithm A can distinguish between them. One-sided average-case hardness
is a notion between this and worst-case hardness, and says that there exists one samplable
distribution N over (mostly) NO instances such that for any algorithm A, there exists a
distribution YA over (mostly) YES instances such that A cannot distinguish between N
and YA .
One-sided average-case hardness implies worst-case hardness, is implied by two-sided
average-case hardness, and does not seem to be related in this manner to plain average-case
hardness. Ostrovsky [25] proved that plain average-case hardness of a problem in SZK implies
OWFs. We prove the following theorem that, to our knowledge, is incomparable to it.
I Informal Theorem 1.6. If there is a problem in SZK that is one-sided average-case hard,
then One-Way Functions exist.
The theorem is proven using a reduction to (the complement of) the Statistical Difference
problem that is complete for SZK [27]. We also show that the existence of an analogous
notion of worst-case to average-case reduction – called one-sided average-case reduction –
from a problem L to any other problem implies that L is contained in SZK. Thus, along with
the worst-case hardness of L, they imply auxiliary-input OWFs analogous to how two-sided
average-case hardness implies OWFs. Such reductions are closely related to the notion of
semi-private randomized encodings [4].

5
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Perfect redn of
L to L0
t = O(log n)

Redn of
ORm ◦ L to L
t < m/100

Perfect redn of
MAJm ◦ L to L0
t = O(m log n)

Perfect redn of
ORm ◦ L to L0
t = O(m log n)

Lemma 22

[13]

L ∈ SZK

[26]

Lemma 23

L0 weak one-sided
avg-case hard w.
perfect sampling

L one-sided
avg-case hard

Theorem 15

auxiliary-input
OWF

Lemma 6

Redn of
MAJm ◦ L to L0
t < m/100

Lemma 24

L0 two-sided
avg-case hard

[15, 23]
also [5]

OWF

Figure 1 The many paths to One-Way Functions. L and L0 are promise problems. The solid
arrows denote implications, and the dashed arrows denote implication conditioned on the worst-case
hardness of L. In all cases, m and t are polynomials in n, and the reductions lose all but t(n) bits
of information on a set of m(n) inputs of size n – that is, t-lossy according to Definition 21 (when
reducing L to L0 , m(n) is set to 1).

1.1

Notation

We will always deal with promise problems and partial functions rather than languages and
total functions, as these come up naturally in our discussions, and are also more general.
Given a promise problem L, we denote by LY and LN the corresponding sets of YES and NO
inputs. Abusing notation, we also denote by L the partial function indicating membership
in this promise problem. In the other direction, note that any partial Boolean function
f : {0, 1, ⊥}n → {0, 1, ⊥} has a corresponding promise problem, which we also sometimes
denote by f . The symbol ⊥ is set to be the output of a partial function on an input on
which it is otherwise undefined. In general, we take US to be the random variable distributed
uniformly over the set S, where S is clear from context we simply write U .
Random variables are capitalized (X), and algorithms are sans serif (A). A(X) denotes
the random variable resulting from sampling x according to X and running A on it. H(X) is
the Shannon entropy of X, and I (X; Y ) is the mutual information between X and Y . We
take ∆(X; Y ) to denote the total variation distance between X and Y .
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Unless otherwise specified, all algorithms in our work are non-uniform, and assumptions
and claims of hardness are also against non-uniform algorithms. Further, we always use
notions of hardness that are strong in the following sense – when we say, for instance, that a
problem L is hard against polynomial-time algorithms, we mean that for any polynomial-time
algorithm A, there is an nA ∈ Z such that for any n ≥ nA , the algorithm A fails to decide L
correctly on some instance of size n. This is to be contrasted against the more standard notion
of hardness, infinitely-often hardness, which would say that there is an infinite sequence of
n’s such that A fails to decide L on some instance of size n. All of our lemmas and theorems,
however, may also be stated in terms of infinitely-often hardness and follow from the same
proofs, resulting in infinitely-often cryptographic objects as well.

1.2

Outline of the Paper

In Section 2, we define the various kinds of computational hardness that we will be using, the
corresponding reductions, and some lemmas relating the reductions, the hardness, and one-way
functions. In Section 3, we prove define the class SZK and prove that one-sided average-case
hardness in SZK implies one-way functions, and some associated lemmas. In Section 4,
we define our notion of lossy reductions, and prove that certain kinds of lossy reductions
along with worst-case hardness imply one-way functions. In Section 5, we prove that onesided average-case hardness and OR-compressing reductions imply collision-resistance hash
functions.

2

Computational Hardness

In this section, we define the various kinds of computational hardness of promise problems
that we will be employing in later discussions, and also different kinds of reductions between
problems that have implications for such hardness. The proofs of the lemmas in this section
are in Appendix A. We start by defining the weakest and simplest form of hardness.
I Definition 1 (Worst-Case Hardness). A problem L is worst-case hard if, for any polynomialtime algorithm A and all large enough n, there is an input x ∈ (LY ∪ LN ) ∩ {0, 1}n such that
Pr [A(x) = L(x)] < 2/3.
Worst-case hardness says that for any algorithm A (and large enough instance size n),
there is an input x on which it is wrong. We next define perhaps the simplest form of averagecase hardness, which mostly just swaps these quantifiers. It says that there is a distribution
over inputs x such that any algorithm A is wrong on average over this distribution.
I Definition 2 (Average-Case Hardness). A problem L is average-case hard if there is a
polynomial-time sampling algorithm D such that:
D mostly samples instances from LY and LN . That is, for all large enough n,
Pr

x←D(1n )

[x 6∈ LY ∪ LN ] ≤ 0.1

The membership in L of most instances drawn from D is hard to decide. That is, for any
polynomial-time algorithm A, for all large enough n,
Pr

x←D(1n )

[A(x) = L(x) ∨ L(x) = ⊥] ≤

1
+ 0.15
2
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Note that the constant 2/3 in Definition 1 is somewhat arbitrary – if there is an algorithm
A that does in fact decide L in the worst-case with success probability bounded away from 1/2
for all n, this can be amplified by repetition to get an algorithm A0 with success probability
close to 1.
In Definition 2, however, the constants are not arbitrary, at least in this straighforward
sense. There are known hardness amplification theorems (see [6, Chapter 19]) that can take
a problem L that is somewhat average-case hard as above, and obtain another problem L0
and a distribution under which L0 is much harder, but these do not say that L itself is any
harder than initially supposed. Our choice of the constants we use in our definitions are such
that the hardness is mild enough to be implied by the hypotheses that we later start with,
and are yet strong enough to have interesting implications for cryptography, as shown by our
theorems.
We next define a stronger and natural notion of average-case hardness that is known to
be closely related to One-Way Functions. It separates the hard distribution into YES and
NO parts, and asks that each of these parts be efficiently samplable.
I Definition 3 (Two-Sided Average-Case Hardness). A problem L is two-sided average-case
hard if there are two polynomial-time sampling algorithms Y and N such that:
Y and N mostly sample instances from LY and LN , respectively. That is, for all large
enough n,
Pr

[x 6∈ LY ] ≤ 0.1

Pr

[x 6∈ LN ] ≤ 0.1

x←Y(1n )
x←N(1n )

The outputs of Y and N are computationally indistinguishable. That is, for any polynomialtime algorithm A, for all large enough n,
Pr

x←Y(1n )

[A(x) = 1] −

Pr

x←N(1n )

[A(x) = 1] ≤ 0.3

It is known that any two-sided average-case hard problem implies the existence of a
One-Way Function. This follows from the fact that such hardness implies the existence
of a family of statistically far distributions that are computationally indistinguishable (N
and Y). Goldreich [15] showed that this is equivalent to the existence of OWFs if the
indistinguishability was with negligible advantage, and this was later extended by Naor
and Rothblum [23] to hold for weaker indistinguishability that covers the constants used
above (see [8] for an alternative proof), leading to the following lemma. A theorem that is
roughly equivalent to the combination of Lemmas 4 and 9 was also proven by Applebaum
and Raykov [5].
I Lemma 4. There is a problem that is two-sided average-case hard if and only if One-Way
Functions exist.
Further, note that the existence of a OWF also implies (as can be seen by the PRG that
can be constructed from it) that there is some language that is two-sided average-case hard,
but with much stronger guarantees – with negligible functions (in n) in place of the constants
0.1 and 0.3 in Definition 3. In this sense, for the purposes of its relevance to cryptography,
the constants in the definition above are also somewhat arbitrary.
Finally, we introduce a notion of average-case hardness that is intermediate between
worst-case and two-sided average-case hardness and, to our knowledge, is incomparable to
plain average-case hardness. Recall that average-case hardness was obtained by swapping
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the quantifiers in worst-case hardness, and two-sided average-case hardness then came out
of separating and fixing the YES and NO parts. The following definition fixes just the NO
distribution, and requires that for any algorithm A, there exists some YES distribution that
it cannot distinguish from this fixed NO distribution.
I Definition 5 (One-Sided Average-Case Hardness). A problem L is one-sided average-case
hard if there is a polynomial-time sampling algorithm N such that:
N mostly samples instances from LN . That is, for all large enough n,
Pr

x←N(1n )

[x 6∈ LN ] ≤ 0.1

For any polynomial-time algorithm, there is some distribution that is mostly over LY that
it cannot distinguish from the output of N. That is, for every polynomial-time algorithm
A, there is a (possibly inefficient) sampler YA such that:
YA mostly samples instances from LY . That is, for all large enough n,
Pr

x←YA (1n )

[x 6∈ LY ] ≤ 0.1

The outputs of N and YA are indistinguishable to A. That is, for all large enough n,
Pr

x←N(1n )

[A(x) = 1] −

Pr

x←YA (1n )

[A(x) = 1] ≤ 0.3

We say that the hardness is strong if the distinguishing advantage is negligible in n, and
weak if it is only required to be less than (1 − 1/nc ) for some constant c. We say that L is
one-sided average-case hard with perfect sampling if N and YA only output samples in LN
and LY , respectively.
This kind of hardness turns out to be somewhat related to a weaker kind of OWF called
auxiliary-input OWF – see Corollary 17. We do not know how to amplify this kind of
hardness, so the choice of constants in its definition is not arbitrary.
We consider separately the weak one-sided average-case hardness with perfect sampling,
which requires that the YES and NO distribution be contained completely within the respective parts of the problem, but places a much weaker requirement on their indistinguishability.
This variant implies the existence of OWFs, though following an approach different from
that taken in Lemma 4.
I Lemma 6. If there is a problem that is weak one-sided average-case hard with perfect
sampling, then One-Way Functions exist.

2.1

Reductions

Reductions relate the complexities of different problems, and while there are more involved
forms of reductions that still do so, in our work we will be using the simple notion of Karp
reductions. Roughly, a Karp reduction from L to L0 takes an instance x and produces an
instance x0 whose membership in L0 is completely determined by that of x in L. Later
definitions below also ask for some additional properties.
I Definition 7 (Karp Reduction). A polynomial-time algorithm R is a Karp reduction from
a problem L to a problem L0 if for all large enough n:
x ∈ LY ∩ {0, 1}n =⇒ Pr [R(x) ∈ L0Y ] ≥ 0.9
x ∈ LN ∩ {0, 1}n =⇒ Pr [R(x) ∈ L0N ] ≥ 0.9
In this case, L is said to reduce to L0 . If the above probabilities are both 1, then A is said to
be a perfect Karp reduction.
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A worst-case reduction like the one above from L to L0 allows us to conclude that L0 is
worst-case hard if L is worst-case hard. Throughout the rest of this work, we will be drawing
conclusions about the two-sided and one-sided average-case hardness of L0 that follow from
analogous notions of worst-to-average-case reductions defined below.
I Definition 8 (Two-Sided Average-Case Karp Reduction). A polynomial-time algorithm R is
a two-sided average-case Karp reduction from a problem L to a problem L0 if there are two
polynomial-time samplers Y and N such that the following hold for all large enough n:
Y and N mostly sample instances from L0Y and L0N , respectively. That is,
Pr

[x 6∈ L0Y ] ≤ 0.1

Pr

[x 6∈ L0N ] ≤ 0.1

x←Y(1n )
x←N(1n )

For any x ∈ LN ∩ {0, 1}n , the output of R(x) is close to that of N(1n ). That is, for such
x,
∆ (R(x); N(1n )) ≤ 0.1
For any x ∈ LY ∩ {0, 1}n , the output of R(x) is close to that of Y(1n ). That is, for such
x,
∆ (R(x); Y(1n )) ≤ 0.1
A two-sided average-case reduction from L to L0 allows us to conclude that L0 is two-sided
average-case hard if L is worst-case hard.
I Lemma 9. Suppose there is a two-sided average-case Karp reduction from a language L to
a language L0 , and L is worst-case hard. Then, L0 is two-sided average-case hard.
Finally, we define one-sided average-case reductions, which similarly relate one-sided
average-case hardness to worst-case hardness.
I Definition 10 (One-Sided Average-Case Karp Reduction). A polynomial-time algorithm R
is a one-sided average-case Karp reduction from a problem L to a problem L0 if there is a
polynomial-time sampler N such that the following hold for all large enough n:
N mostly samples instances from L0N . That is,
Pr

x←N(1n )

[x 6∈ L0N ] ≤ 0.1

For any x ∈ LN ∩ {0, 1}n , the output of R(x) is close to that of N(1n ). That is, for such
x,
∆ (R(x); N(1n )) ≤ 0.1
For any x ∈ LY ∩ {0, 1}n , the output of R(x) is mostly contained in L0Y . That is, for
such x,
Pr

x0 ←R(x)

[x0 ∈
/ L0Y ] ≤ 0.1

The reduction is said to be strong if for any x ∈ LN ∩{0, 1}n , the distance ∆ (R(x); N(1n ))
is negligible in n, and is weak if this is at most 1 − 1/nc for some constant c. The reduction
is said to have perfect sampling if the probability that the outputs of N or R(x) when x ∈ LY
are not in L0N and L0Y , respectively, are 0.
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I Lemma 11. Suppose there is a one-sided average-case Karp reduction from a language L
to a language L0 , and L is worst-case hard. Then, L0 is one-sided average-case hard. Further,
if the reduction is weak and has perfect sampling, then the hardness is also weak and has
perfect sampling.

3

Statistical Zero Knowledge

One of the paths we take to showing the existence of OWFs is through a one-sided average-case
hard problem that also has a statistical zero-knowledge proof. The class SZK of problems
that have statistical zero-knowledge proofs has been widely studied in the past, partly owing
to its connections to cryptography (see [29] and discussions and references therein). Due to
a completeness theorem of Sahai and Vadhan [27], we may equivalently define this class in
the following manner that is more convenient for us.
I Definition 12 (Statistical Zero Knowledge [27]). Statistical Zero Knowledge (SZK) is the
class of promise problems which have a perfect Karp reduction to the Statistical Difference
problem (SD), which is defined over pairs of circuits (C0 , C1 ), as follows:
SDY = {(C0 , C1 ) | ∆(C0 (U )); C1 (U ))) > 2/3}
SDN = {(C0 , C1 ) | ∆(C0 (U )); C1 (U ))) < 1/3}
where n is the output length of both C0 and C1 , and the U ’s above represent uniform
distributions over the appropriate input domains.
We will also use the following two results regarding SZK.
I Lemma 13 (Polarization [27]). There exists an efficient procedure Polarize that when given
two circuits C0 , C1 and a parameter 1λ as input outputs C00 , C10 such that
If ∆(C0 (U ); C1 (U )) > 2/3, then ∆(C00 (U ); C10 (U )) > 1 − 2−λ .
If ∆(C0 (U ); C1 (U )) < 1/3, then ∆(C0 (U ); C1 (U )) < 2−λ .
I Theorem 14 (SZK closed under complement [24]). If Π = (ΠY , ΠN ) ∈ SZK, then Π =
(ΠY , ΠN ) ∈ SZK where ΠY = ΠN and ΠN = ΠY .
As noted in Lemma 4, two-sided average-case hardness of any problem implies the
existence of OWFs. Ostrovsky [25] showed that plain average-case hardness of any problem in
SZK also implies the existence of OWFs. Furthermore, Ostrovsky and Wigderson [26] observe
that the worst-case hardness of any problem in SZK implies the existence of auxiliary-input
one-way functions.6 We show the following incomparable theorem.
I Theorem 15. If there is a problem in SZK that is one-sided average-case hard, then
One-Way Functions exist.

6

Roughly, auxiliary-input one-way functions (against non-uniform adversaries) exist if there is polynomial
p such that for every family of poly size circuits, {An }n∈N there is family of circuits of size p(n), {Fn }n∈N ,
such that An fails to invert Fn when given a description of Fn as an auxiliary input. Contrast this with
the notion of non-uniform one-way functions we use throughout: a (fixed) family of poly-sized circuits,
{Fn }n∈N is a non-uniform one-way function if for any poly-sized circuit family {Fn } is hard to invert.
So far as we know, the latter is strictly stronger. Interestingly however, if one is concerned with security
against uniform adversaries, the quantifiers can be switched via diagonalization arguments and the two
notions are equivalent.
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Proof. We show that such hardness implies the existence of two samplable distributions that
are α-statistically far but β-computationally indistinguishable, where there is a noticeable
gap between α and β. (Here, we will take α = 4/5 − negl(n) and β = 3/4.) The rest follows
from the results of Goldreich and Naor-Rothblum [15, 23].
The completeness of the complement of Statistical Difference(by Theorem 14) implies
that for any problem L in SZK, there is a reduction R that takes input x and outputs two
circuits that sample distributions that are far if x ∈ LN , and negligibly close if x ∈ LY . Let
L be the one-sided average-case hard problem in SZK and let N be the sampler for its fixed
NO distribution. The two distributions we want are sampled by the samplers D0 and D1
below given security parameter n:
D0 (1n ): Sample x ← N(1n ). Compute (C0 , C1 ) ← R(x). Compute circuits (C00 , C10 ) ←
Polarize(1n , C0 , C1 ). Pick random r of appropriate length and output ((C00 , C10 ), C0 (r)).
D1 (1n ): Same as above, but output ((C00 , C10 ), C10 (r)) at the end.
By definition, the event that N(1n ) outputs something not in LN happens with probability
at most 1/10. By the definition of SD, conditioned on this event not happening, for any
fixed output C0 , C1 we have that ∆(C0 (U ); C1 (U )) > 2/3. If this is the case, it follows from
Lemma 13 that ∆(C00 (U ); C10 (U )) > 1 − 2−n It follows that, conditioned on this event not
happening, we have ∆(D0 (1n ); D1 (1n )) > 1 − negl(n). By standard manipulations7 , we get
that ∆(D0 (1n ); D1 (1n )) > .8 − negl(n).
To see that these distributions are 3/4-computationally indistinguishable, consider any
distinguisher A for them. Suppose A has more than 3/4 advantage in distinguishing D0 (1n )
from D1 (1n ). But then consider A0 that attempts to solve L by on input x running the
reduction,R, and polarization procedure, Polarize(1n , ·, ·) to get C00 , C10 , flipping a coin
b ← U{0,1} , and outputting 1 if A(C00 , C10 , Cb0 (U )) = b. If A0 is given inputs from N (1n ), then
what it feeds A is identically distributed to either D0 (1n ) (if b = 0) or D1 (1n ) (if b = 1). It
follows from A’s advantage that P r[A0 (N (1n ))] > 1+3/4
= .875.
2
On the other hand, by virtue of the fact that L is one-sided average case hard there is a
distribution YA0 which is .3-indistinguishable from N to A0 . Consider A0 (YA0 ). First of all
Pr[YA0 ∈ LY ] ≥ .9. Moreover, for any such x ∈ LY , R(x) ∈ SDN . In this case, Polarize(1n )
will output (C00 , C10 ) such that ∆(C00 (U ); C10 (U )) < 2−n . Therefore, with probability at least
.9, the two circuits A0 gives to A correspond to distributions with negligible distance from
one another. It follows from standard manipulations that A, regardless of efficiency, can
distinguish with probability at most .1 + negl(n). Thus, Pr[A0 (YA0 ) = 1] ≤ 1+.15
= .575.
2
But then Pr[A0 (NA0 ) = 1] − Pr[A0 (YA0 ) = 1] > .3, which violates the assumption on YA0
following from the average-case hardness of L.
J
The above theorem talks about the implication of a problem that is both one-sided hard
and is in SZK. The following lemma, which was implicitly used by Drucker [13], says that
membership of a problem in SZK is implied by the existence of any one-sided average-case
reduction from it. A stronger version of this lemma (in different terminology) was also proven
by Applebaum and Raykov [5].
I Lemma 16. If there is a one-sided average-case Karp reduction from a problem L to any
other problem, then L is in SZK.

7

For
any
random
variables
X, Y, Z
[Pr[Z ∈ E]∆(X|Z ∈ E; Y |Z ∈ E) ± Pr[Z ∈
/ E]].

and

any

event

E,

∆(X; Y )

∈
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Proof of Lemma 16. We show this by reduction to the Statistical Difference problem, and
appealing to its completeness of SZK and the closure of the class under complement. Suppose
R is the one-sided average-case Karp reduction and N is the canonical NO distribution
from Definition 10. The reduction is, given input x for L, to output the pair of circuits
(N(1n ; ·), R(x; ·)) – each of these takes the randomness for the respective algorithm as input
and produces the corresponding output. The properties of the one-sided reduction guarantee
that if x ∈ LN , then ∆ (N(1n ); R(x)) is at most 0.1, while if x ∈ LY , then this is at
least 0.9.
J
Because worst-case hard languages in SZK imply auxiliary-input one-way functions [26],
the following is an immediate consequence of Lemma 16. We refer the reader to [26] for the
definition of auxiliary-input one-way functions.
I Corollary 17. If L is worst-case hard and there is a one-sided average-case Karp reduction
from L to any other problem, then auxiliary-input one-way functions exist.
Starting with a stronger hypothesis – a two-sided average-case reduction from L – we
show membership in SRE, which is the class of problems that have statistical randomized
encodings (and is a subset of SZK). We refer the reader to [5] for the definitions of randomized
encodings and this class.
I Lemma 18. If there is a two-sided average-case Karp reduction from a problem L to any
other problem, then L is in SRE.
This lemma is proven in the same way as Lemma 16, with the two fixed distributions of
the randomized encodings taken to be Y and N from the two-sided average-case reduction
(see Definition 8).

4

Lossy Reductions

In this section, we define our notions of lossy reductions, and show their implications for OWFs.
We start with a definition of what it means for a generic algorithm to lose information about
its input. All algorithms in this section are randomized and non-uniform unless specified
otherwise.
I Definition 19 (Lossy Algorithm). An algorithm C is said to t-lossy on n-bit inputs for
some n ∈ N and t ∈ R+ if, for any random variable X over {0, 1}n ,
I (X; C(X)) ≤ t
Note that being t-lossy means, in a sense, that the algorithm loses (n − t(n)) bits of
information. For convenience, we overload the above terminology for the following special
cases of reductions.
I Definition 20 (Lossy Reduction). For a function t : N → R+ , a Karp reduction from a
problem L to a problem L0 is said to be t-lossy if, for every n ∈ N, it is t(n)-lossy on n-bit
inputs.

For a polynomial m, consider a family f = fn : {0, 1, ⊥}m(n) → {0, 1, ⊥} of partial
functions. Define the problem f ◦ L on inputs from {0, 1}n×m(n) as the composition of f
with m(n) copies of L; that is, for x1 , . . . , xm(n) ∈ {0, 1}n , define (f ◦ L)(x1 , . . . , xm(n) ) =
f (L(x1 ), . . . , L(xm(n) )). We also overload the terminology for reductions from such compositions as follows.
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I Definition
21 (Lossy f -Reduction). Let m : N → N and t : N → R+ be polynomials, and

f = fn : {0, 1, ⊥}m(n) → {0, 1, ⊥} be a family of partial functions. For a problem L, a
Karp reduction from f ◦ L to a problem L0 is said to be t-lossy if, for every n ∈ N, it is
t(n)-lossy on (n · m(n))-bit inputs. We say in this case that L has a t-lossy f -reduction to L0 .
In the last two definitions, the problem L is said to have a t-lossy self-reduction (or
self-f -reduction) if L0 is the same as L. During many of our discussions, the size parameter n
will be fixed, and when it is, we will use just t and m to denote the numbers t(n) and m(n).
We first
 consider the family of OR functions – for some polynomial m, the family
ORm = ORn : {0, 1, ⊥}m(n) → {0, 1, ⊥} n∈N , where ORn is a function from {0, 1, ⊥}m(n)
to {0, 1, ⊥} that is the Boolean OR of its inputs if they are all from {0, 1}, and is ⊥ if
any of its inputs is ⊥. Drucker [13] showed that any problem that is ORm -compressible to
O(m(n) log n) bits is contained in SZK, where his notion of compression to t bits was that
the output length of the reduction is at most t bits (similar to Definition 31). We observe
that his proof works almost as is for reductions that are lossy in the sense of Definition 21
(but that may not be compressing). We isolate the following lemma that is implicit in [13],
which will be useful for us, and state it in terms of average-case Karp reductions.
I Lemma 22. Suppose, for some polynomial m and problems L, L0 , there is a reduction from
ORm ◦ L to L0 . If this reduction is (m/100)-lossy and m(n) > 100 for all large enough n,
then there is a one-sided average-case Karp reduction from L to L0 .
As noted above, Drucker shows membership in SZK as long as the compression (or
loss) is to O(m log n) bits, but the implication of the one-sided average-case reduction as
in Lemma 22 seems to follow only if the loss is to somewhat less than m bits. In the case
where the reduction from ORm ◦ L does not make any errors, however, we can recover a weak
one-sided average-case reduction with perfect sampling even if the loss is only to O(m log n)
bits.
I Lemma 23. Suppose, for some polynomial m and problems L, L0 , there is a perfect
reduction from the problem ORm ◦ L to L0 . If this reduction is O(m log n)-lossy, then there
is a weak one-sided average-case Karp reduction with perfect sampling from L to L0 .
Define MAJm in the same way as ORm , but with the Majority function. We extend
Drucker’s results and show the following stronger conclusion from lossy Majority-reduction
– that it implies a two-sided average-case reduction (or a randomized encoding, following
Lemma 18).
I Lemma 24. Suppose, for some polynomial m and problems L, L0 , there is a reduction from
the problem MAJm ◦ L to L0 . If this reduction is m/100-lossy and m(n) > 100 for all large
enough n, then there is a two-sided average-case Karp reduction from L to L0 .
The proofs of these lemmas are in Appendix B.

4.1

Lossy Reductions and One-Way Functions

We now state and prove our main theorems, showing that certain lossy reductions for a
problem L can be used to lift its worst-case hardness to a One-Way Function. Each of our
three theorems is proven by following a different path, as explained in the respective proofs.
The first says that good enough lossy self-OR-reduction implies a OWF.
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I Theorem 25. Suppose, for some polynomial m and a problem L, there is a reduction from
ORm ◦ L to L that is (m/100)-lossy. If L is worst-case hard and m(n) > 100 for all large
enough n, then One-Way Functions exist.
Proof of Theorem 25. This theorem is proven by showing that the hypothesis implies that
L is both one-sided average-case hard and contained in SZK which, as seen in Section 3,
implies a OWF. The proof is as follows:
Lemma 22 implies that there is a one-sided average-case reduction from L to itself.
Lemma 16 and the one-sided reduction imply that L ∈ SZK.
Together with the worst-case hardness of L and the one-sided reduction, Lemma 11
implies that L is one-sided average-case hard.
Theorem 15, along with the above two conclusions, implies that OWFs exist.
J
Our second theorem uses an incomparable hypothesis – that there is a lossy MAJ-reduction,
but not necessarily to L itself.
I Theorem 26. Suppose, for some polynomial m and a problem L, there is a reduction from
MAJm ◦ L to some problem that is (m/100)-lossy. If L is worst-case hard and m(n) > 100
for all large enough n, then One-Way Functions exist.
Proof of Theorem 26. This theorem is proven by showing that such a reduction implies the
existence of a two-sided average-case reduction from L, and using this to go from worst-case
hardness of L to OWFs. Suppose the reduction is to a problem L0 . The proof is as follows:
Lemma 24 implies that there is a two-sided average-case reduction from L to L0 .
Together with the worst-case hardness of L and the two-sided reduction, Lemma 9 implies
that L0 is two-sided average-case hard.
Lemma 4, along with the above two-sided hardness, implies that OWFs exist.
J
The third theorem also uses a hypothesis incomparable to the other two – it assumes
that the lossy reduction is perfect, but works even if the loss is to more bits than the number
of instances it takes as input.
I Theorem 27. Suppose, for a polynomial m and a problem L, there is a perfect reduction
from ORm ◦ L to some problem that is O(m log n)-lossy. If L is also worst-case hard, then
One-Way Functions exist.
We draw the following interesting corollaries of this theorem, both of which follow from a
direct implication of lossy perfect OR-reduction by their respective hypotheses. The first is
a statement along the lines of Lemma 4, but incomparable to it. Lemma 4 may be rephrased
as saying that a 1-lossy reduction from a worst-case hard language implies OWFs, and
Corollary 28 relaxes the requirement to O(log n)-lossiness, but requires the reduction to be
perfect.
I Corollary 28. Suppose there is a perfect reduction from a problem L to another problem
that is O(log n)-lossy. If L is also worst-case hard, then One-Way Functions exist.
The second corollary is the analogue of Theorem 27 for Majority reductions.
I Corollary 29. Suppose, for a polynomial m and a problem L, there is a perfect reduction
from MAJm ◦ L to some problem that is O(m log n)-lossy. If L is also worst-case hard, then
One-Way Functions exist.
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Proof of Theorem 27. This theorem is proven by showing that a perfect lossy OR-reduction
leads to a weak one-sided average-case reduction with perfect sampling, which along with
worst-case hardness leads to OWFs. Suppose the reduction is to a problem L0 . The proof is
as follows:
Lemma 23 implies that there is a weak one-sided average-case reduction from L to L0
with perfect sampling.
Together with the worst-case hardness of L and the above reduction, Lemma 11 implies
that L0 is weak one-sided average-case hard with perfect sampling.
Lemma 6, along with the above hardness, implies that OWFs exist.
J

5

Collision Resistance

In this section, we show that that one-sided average-case hardness of a language L combined
with compressiblility of ORm ◦ L (in the standard sense of compressed output length), implies
the existence of collision-resistant hash functions.
The reduction builds directly on the construction of collision-resistant hash functions
from homomorphic encryption due to Ishai, Kushilevitz, and Ostrovsky [21] (more generally,
from any one-round private information retrieval (PIR) protocol, or homomorphic one-way
commitments). Indeed, these cryptographic notions can be viewed precisely as providing
compressing reductions for related languages whose average-case hardness is implied by
security: e.g., additively homomorphic encryption corresponds directly to self-compression
from (XORm ◦ L) to L, for the (average-case hard) language L where LY is the set of
ciphertexts encrypting the bit 1, and LN is the set of ciphertexts of 0.
We begin by formally defining collision-resistant hash function families and the required
form of output-length compression.
I Definition 30. Collision-resistant hash functions exist if there exist `, `0 : N → N with
`(n) > `0 (n), an index set I ⊆ {0, 1}∗ , and probabilistic polynomial-time algorithms of the
form:
Gen(1n ), which outputs an index s ∈ I,
0
Eval(s, y), which given index s ∈ I and input y ∈ {0, 1}`(n) , outputs hs (y) ∈ {0, 1}` (n) ,
for which finding collisions is computationally hard. That is, for every polynomial-time
(non-uniform) A, there exists a negligible function ν for which
Pr

s←Gen(1n )
(y,y 0 )←A(s)

[(y 6= y 0 ) ∧ (Eval(s, y) = Eval(s, y 0 ))] ≤ ν(n).

I Definition 31 (Compressing Reduction). An algorithm C is said to compress n-bit inputs
to t bits for some n, t ∈ N if for any x ∈ {0, 1}n the output bit length is |C(x)| ≤ t.
For a function t : N → N, a Karp reduction from a problem L to a problem L0 is said to
t-compressing if, for every n ∈ N, it is t(n)-compressing on n-bit inputs.
We now present the main theorem of the section. Note for simplicity, we present the
reduction with respect to a perfect compressing reduction of ORm ◦ L (see Definition 7), as
well as assuming perfect sampling for the one-sided average-case hard language L (that is,
for any polynomial-time A, the probability that the outputs of N or YA are not in LN and
LY , respectively, are set to 0).
I Theorem 32. Suppose, for some polynomial m and a problem L, there is a perfect reduction
from ORm ◦ L to L0 that compresses to m/100 bits. If L is strongly one-sided average-case
hard with perfect sampling and m(n) > 100 for all large enough n, then Collision-Resistant
Hash Functions exist.
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Recall that existence of a compressing reduction from (MAJ2m+1 ◦ L) to L0 , or from
(ANDm ◦ L) to L0 , each directly imply equivalent compressing reduction from (ORm ◦ L) to
L0 , up to constant factors of compression. This yields the following corollary.
I Corollary 33. The following variations of Theorem 32 additionally hold. Let m be polynomial and L a problem. Then collision-resistant hash functions exist assuming existence of a
compressing reduction of the following corresponding kinds (to m/100 bits), in addition to
the specified hardness requirements on L:
1. If there is a compressing reduction from MAJm ◦ L to L0 and L is strongly one-sided
average-case hard with perfect sampling.
2. If there is a compressing reduction from ANDm ◦ L to L0 and the complement language
coL is strongly one-sided average-case hard with perfect sampling.
At a high level, the construction mirrors the approach of [21], as follows. Each hash
function in the family will be keyed by a collection s of 2m randomly sampled no-instances of
L (via N). The corresponding hash function Eval(s, ·) takes as input a bit-string y ∈ {0, 1}m ,
and outputs the m/100-bit instance of L0 generated by applying the compressing reduction
on the (ORm ◦ L) instance defined by the m no-instances selected by the bits of y. A
successful collision-finder can be used to gain contradictorily high advantage in deciding
L (more specifically, in distinguishing a sample of N from the (possibly inefficient) YA ), by
embedding the challenge instance x into a random location i∗ ∈ [m] of the key, and seeing
whether the colliding inputs y 6= y 0 differ in this index i∗ . If x was sampled from N, then
the concocted key is properly distributed, independent of i∗ , and thus y, y 0 must differ in
position i∗ with noticeable probability. On the other hand, if x was sampled from YA , then
any (ORm ◦ L) instance containing x is a yes instance, whereas any instance not containing
x is (by construction) a no instance; by perfect correctness of the compressing reduction, it
thus cannot be the case that any two such inputs y, y 0 that differ in position i∗ could collide
to an identical output in L0 .
Proof of Theorem 32. Given such a pair of languages L, L0 , we construct the desired
collision-resistant hash function family.
Denote by R the weakly compressing reduction from (ORm ◦ L) to L0 . By one-sided
average-case hardness of L (as per Definition 5), there exists a polynomial-time sampling
algorithm N which samples instances from LN . Let `(n) = m and `0 (n) = m/100 be the input
and (compressed) output length of the hash function. Consider the following algorithms.
Gen(1n ): Independently sample `(n) = m instances from N. That is, for (i, b) ∈ [m] ×
{0, 1}, let xi,b ← N(1n ). Output s = (xi,b )i∈[m],b∈{0,1} .
Eval(s, y): Parse s = (xi,b )i∈[m],b∈{0,1} and y = (y1 , . . . , ym ) ∈ {0, 1}m . Output the

R-compression of the ORm ◦ L instance selected by y. That is, output R (xi,yi )i∈[`] ∈
{0, 1}m/100 .
We prove that the above constitutes a collision-resistant hash function family, by showing
that any successful collision finder would violate one-sided average-case hardness of L.
Suppose there exists a (non-uniform) polynomial-time algorithm A for which
Pr

s←Gen(1n )
(y,y 0 )←A(s)

[(y 6= y 0 ) ∧ (Eval(s, y) = Eval(s, y 0 ))] = .

Consider the following associated algorithm A0 , which receives as input a bit string x ∈ {0, 1}n
and outputs a bit (corresponding to a prediction for x ∈ LY or LN ). Intuitively, A0 embeds
the input x into a random index of the hash function description, runs the collision-finder A,
and outputs 1 if A successfully finds a collision which differs in the embedded index.
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Algorithm 1 Algorithm A0 (x).

1. Select a random index (i∗ , b∗ ) ← [m] × {0, 1}; let xi∗ ,b∗ := x.
For every (i, b) 6= (i∗ , b∗ ), sample xi,b ← N. Set s = (xi,b )i∈[m],b∈{0,1} .
2. Execute (y, y 0 ) ← A(s).
3. If it holds that: (1) y 6= y 0 , (2) Eval(s, y) = Eval(s, y 0 ), and (3) yi∗ 6= yi0∗ , then output 1.
Else, output a randomly selected bit c ← {0, 1}.

By the strong one-sided average-case hardness of L, there exists a negligible function ν 0
and (possibly inefficient) sampler algorithm YA0 corresponding to A0 , for which
Pr

x←N(1n )

[A0 (x) = 1] −

Pr

x←YA0 (1n )

[A0 (x) = 1] ≤ ν 0 (n).

(1)

Claim 1: Prx←N(1n ) [A0 (x) = 1] ≥ /m. Given x ← N(1n ), the value of s as generated by
A is identically distributed to that of Gen(1n ), independent of the selected choice of i∗ ∈ [m].
This implies that
0

Pr

x←N(1n )

[A0 (x) = 1] =

≥

Pr

[(y 6= y 0 ) ∧ (Eval(s, y) = Eval(s, y 0 )) ∧ (yi∗ 6= yi0∗ )]

Pr

[(y 6= y 0 ) ∧ (Eval(s, y) = Eval(s, y 0 ))] ·

s←Gen(1n )
(y,y 0 )←A(s)

s←Gen(1n )
(y,y 0 )←A(s)

1

= .
m
m

Claim 2: Prx←YA0 (1n ) [A0 (x) = 1] = 0. Assuming perfect correctness Prx←YA0 [x ∈ LY ] = 1
and Prx←N [x ∈ LN ] = 1, then the embedded instance satisfies xi∗ ,b∗ ∈ LY , whereas the
ambient instances are in xi,b ∈ LN for (i, b) 6= (i∗ , b∗ ). This means for any y, y 0 ∈ {0, 1}m
in which yi∗ =
6 yi0∗ , the corresponding selected ORm ◦ L instances necessarily disagree:
(xi,yi )i∈[m] ∈ (ORm ◦ L)Y and (xi,yi0 )i∈[m] ∈ (ORm ◦ L)N , or vice versa. However, by perfect
correctness of the compression algorithm R, this implies R((xi,yi )i∈[m] ) 6= R((xi,yi0 )i∈[m] ).
Thus, for any y, y 0 ∈ {0, 1}m with yi∗ 6= yi0∗ , it must be the case that Eval(s, y) 6= Eval(s, y 0 ).
Combining the two above claims together with Equation (1) implies that the collisionfinding success probability  of A must be bounded above by a negligible value. The theorem
follows.
J
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OWFs and One/Two-Sided Average-Case Hardness

In this section, we restate and prove the lemmas stated in Section 2 about average-case
hardness and reductions, and their connections to one-way functions.

A.1

Proof of Lemma 6

I Lemma 6. If there is a problem that is weak one-sided average-case hard with perfect
sampling, then One-Way Functions exist.
Proof. Let L be weak one-sided average-case hard with perfect sampling, and N the poly-time
sampling algorithm, such that there is a constant c such that for any poly-time distinguisher D
there is YD such that for almost all n, | Prr [D(N(1n ; r)) = 1] − Pr[YD (1n ; r) = 1]| < 1 − 1/nc .
Moreover, Supp(N) ⊆ LN and Supp(Y) ⊆ LY .
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Let F be defined for output length n as Fn (x) := N(1n ; x). We will show that F is a
weak-one-way function. The lemma then follows from classical results. [30, 17, 16]
Suppose, for the sake of contradiction, there exists an efficient A that can invert Fn with
probability > 1 − 1/nc , for infinitely many n. Then, consider the (efficient) distinguisher D
that simply checks if A was succesful. In particular, D on input x simply:
1. y ← A(x)
2. If Fn (y) = x, output 1. Otherwise, output 0.
Because A has advantage 1 − 1/nc on Fn , Prr [A(N(1n ; r)) = 1] > 1 − 1/nc , for infinitely
many n. Now by our assumption on L, there exists YD such that | Prr [D(N(1n ; r)) =
1] − Prr [D(YD (1n ; r)) = 1]| < 1 − 1/nc and Supp(YD ) ∩ Supp(N) = ∅, for almost all n. It
follows from the latter condition that A will never find preimages (under F) for outputs from
YD , because they don’t exist. It follows that Prr [D(YD (1n ; r))] = 0.
But then, Pr[D(N) = 1] − Pr[D(YD ) = 1] > 1 − 1/nc for infinitely many n, which
contradicts the weak one-sided average-case hardness of L.
J

A.2

Proof of Lemma 9

I Lemma 9. Suppose there is a two-sided average-case Karp reduction from a language L to
a language L0 , and L is worst-case hard. Then, L0 is two-sided average-case hard.
Let Y, N be the samplers guaranteed by the two-sided-ness of the reduction from L to
L , R. Let Y, N denote the random variable distributed according to Y and N evaluated on
random inputs, respectively.
It suffices to show that for every efficient A, | Pr[A(Y ) = 1] − Pr[A(Y ) = 1]| ≤ 3/10 (for
almost all n).
Suppose not, and let A be a counter-example to the above in that ∆(A(Y ); A(N )) > 3/10
for infinitely many n. Moreover, suppose without loss of generality that Pr[A(Y ) = 1] >
Pr[A(N ) = 1]. Then define A0 to be the algorithm for L that on input x: (i) runs the
reduction to get z ← R(x), then (ii) runs b ← A(z), and finally (iii) outputs b. Let Rx
be the random variable distributed according to R(x). By definition, it is the case that
∆(Rx ; Y ) ≤ 1/10 for all x ∈ LY and similarly ∆(Rx ; N ) ≤ 1/10 for all x ∈ LN . It follows
that ∆(A(Rx ); A(N )) ≤ 1/10 for all x ∈ LY and similarly ∆(A(Rx ); A(Y )) ≤ 1/10 for all
x ∈ LN .
Consequently,
0

x ∈ LY =⇒ Pr[A0 (x) = 1] = Pr[A(Rx ) = 1] ≥ Pr[A(Y ) = 1] − 1/10
x ∈ LN =⇒ Pr[A0 (x) = 1] = Pr[A(Rx ) = 1] ≤ Pr[A(N ) = 1] + 1/10
≤ Pr[A(Y ) = 1] − 2/10.
It follows from standard amplification that L is not worst-case hard, contradicting our
assumption on L.

A.3

Proof of Lemma 11

I Lemma 11. Suppose there is a one-sided average-case Karp reduction from a language L
to a language L0 , and L is worst-case hard. Then, L0 is one-sided average-case hard. Further,
if the reduction is weak and has perfect sampling, then the hardness is also weak and has
perfect sampling.
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Let R be the one-sided average-case Karp reduction from L to L0 with a corresponding
NO-instance sampler N. In order to show that L0 is one-sided average-case hard, we need to
show a NO-instance sampler for L0 and, for any polynomial-time A, a YES-distribution YA
that it cannot distinguish from it. Our NO-instance sampler will be the N from the reduction
itself, which satisfies the property that its samples are in L0N except with probability 0.1.
Given a polynomial-time algorithm A, we claim that, for all large enough n, there exists
an xy ∈ LY ∩ {0, 1}n such that A cannot distinguish between R(xy ) and N(1n ) with advantage
more than 0.3. If this were not the case, that is, if for every x ∈ LY ∩ {0, 1}n , the algorithm A
could distinguish between R(x) and N(1n ) with advantage more than 0.3, then the algorithm
A0 that, on input x, estimates the probability that A(R(x)) = 1 up to error say 0.01 could be
used to decide L on all instances x ∈ (LY ∪ LN ) ∩ {0, 1}n , as for all x ∈ LN , the reduction
promises that R(x) is at most 0.1-far from N(1n ). The distribution YA (1n ) is simply R(xy )
for such an xy , and the reduction guarantees that R(xy ) is contained in LY except with
probability 0.1, as necessary.
Note that if R is a weak one-sided average-case reduction with perfect sampling, then
for any x ∈ LY , Pr[R(x) ∈
/ L0Y ] = 0, Pr[N(1n ) ∈
/ L0N ] = 0, and there is a constant c such
n
−c
that for any x ∈ LN , ∆(N(1 ); R(x)) ≤ 1 − n . Then, again, for any efficient A it follows
that ∆(A(N(1n )); A(R(x))) ≤ 1 − n−c , for any x ∈ LY . Now, we can modify the A0 above
to approximate Pr[A(R(x)) = 1] to within a 2n1 c factor. We claim, as above, that there
is some xy ∈ LY ∆(A(R(x)); A(N(1n ))) ≤ 1 − 4n1 c . If not then for every x ∈ LY ∪ LN ,
∆(A(R(x)); A(N(1n ))) > 1− 4n1 c and A0 will output such that A0 (x) = L(x) with overwhelming
probability. It follows that such an xy exists and again we can take YA (1n ) = R(xy ). Because
x ∈ LY , Pr[R(x) ∈
/ L0Y ] = 0, it follows that Pr[YA (1n ) ∈
/ L0Y ] = 0.

B

Proofs for Section 4

In this section, we restate and prove the lemmas used in Section 4. The proofs of Lemmas 22
and 23 are based on the following lemma that is implicit in [13], in particular following from
the proofs of Theorem 7.1 and Claim 7.2 there. While the statement there is in terms of the
compression (where the output length of the reduction itself is restricted to t bits), it may
be verified that the proof only uses lossiness as in Definitions 19 and 21.
I Lemma 34 ([13]). Suppose, for some polynomials m : N → N and t : N → R, a problem L
has a t-lossy ORm -reduction to a problem L0 , and the reduction has error (n) < 0.5. Let
(s
δ(n) = min

t(n)
ln 2 t(n) + 1
·
, 1 − 2− m(n) −3
2
m(n)

)

Then, for any constant c, there are polynomial-time algorithms A and B such that:
Pr [A(1n ) ∈
/ L0N ] ≤ 
For any x ∈ LN ∩ {0, 1}n , ∆ (A(1n ); B(x)) ≤ δ(n) + n−c
For any x ∈ LY ∩ {0, 1}n , Pr [B(x) ∈
/ L0Y ] ≤ 
We now use this to prove the following lemmas.
I Lemma 22. Suppose, for some polynomial m and problems L, L0 , there is a reduction from
ORm ◦ L to L0 . If this reduction is (m/100)-lossy and m(n) > 100 for all large enough n,
then there is a one-sided average-case Karp reduction from L to L0 .
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Proof of Lemma 22. The reduction from the hypothesis has error at most 0.1, and is t-lossy
for t = m/100. Applying
p Lemma 34 with c = 1 gives us algorithms A and B as in its
statement, with δ(n) < ln 2/100 for large enough n. We get a one-sided Karp reduction
from L to L0 with the algorithm B as the reduction and A the corresponding NO-instance
sampler.
J
I Lemma 23. Suppose, for some polynomial m and problems L, L0 , there is a perfect
reduction from the problem ORm ◦ L to L0 . If this reduction is O(m log n)-lossy, then there
is a weak one-sided average-case Karp reduction with perfect sampling from L to L0 .
Proof of Lemma 23. Here, the reduction has error 0, and is t-lossy for t = c0 m log n for
0
some constant c0 . Applying Lemma 34 with c = c0 + 2, we get δ(n) = 1 − 2−(c log n+3) , which
is less than 1 − 1/nc−1 for large enough n. We get a weak-perfect one-sided reduction from
L to L0 with the algorithm B as the reduction and A as the corresponding NO-instance
sampler.
J
Closely along the lines of Drucker [13], we show the following analogue of Lemma 34 for
Majority reductions, and use it to prove Lemma 24. We defer the proof of this lemma to
Appendix B.1.
I Lemma 35. Suppose, for some polynomials m : N → N and t : N → R, a problem L has a
t-lossy MAJm -reduction to a problem L0 , and the reduction has error (n) < 0.5. Let
(r
)
2t
(t + 1) ln 2
δ(n) = min
, 1 − 2− m+2 −3
m+1
Then, for any constant c, there are polynomial-time algorithms Y, N and R such that:
Pr [N(1n ) ∈
/ L0N ] ≤ 
n
Pr [Y(1 ) ∈
/ L0Y ] ≤ 
For any x ∈ LN ∩ {0, 1}n , ∆ (N(1n ); R(x)) ≤ δ(n) + n−c
For any x ∈ LY ∩ {0, 1}n , ∆ (Y(1n ); R(x)) ≤ δ(n) + n−c
I Lemma 24. Suppose, for some polynomial m and problems L, L0 , there is a reduction from
the problem MAJm ◦ L to L0 . If this reduction is m/100-lossy and m(n) > 100 for all large
enough n, then there is a two-sided average-case Karp reduction from L to L0 .
Proof of Lemma 24. The reduction we start with has error 0.1 and is t-lossy p
for t = m/100
bits. Applying Lemma 35 with c = 1, we get algorithms R, Y and N with δ < ln 2/100 for
all large enough n. We get a two-sided Karp reduction from L to L0 with the algorithm Y as
the YES-instance sampler, N as the NO-instance sampler, and R as the reduction.
J

B.1

Proof of Lemma 35

Throughout this subsection, we will be concerned with a (possibly randomized) mapping
F : ({0, 1}n )m → {0, 1}∗ for some odd m and n ∈ N. The following notation will be useful
in our discussions. Suppose D0 and D1 are distributions over {0, 1}n . By F(D0k , D1` ), we
denote the execution of F on m inputs, k of which are sampled from D0 , and ` from D1 , and
the whole set of samples is randomly permuted before being input to F. For an x ∈ {0, 1}n ,
F(D0k , D1` , x) is similar, except along with the (k + `) samples, x is also inserted. We will use
the following concept of distributional stability that is similar to the one used by Drucker [13],
but specialised for pairs of distirbutions.
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I Definition 36. Let m, n, k ∈ N, with m = 2k + 1, and δ ∈ [0, 1]. A (possibly randomized)
mapping F : ({0, 1}n )m → {0, 1}∗ is said to be δ-distributionally stable (denoted δ-DS) over
a pair of distributions (D0 , D1 ) over {0, 1}n if the following holds:


E ∆ F(D0k , D1k , x); F(D0k+1 , D1k ) ≤ δ
x←D0

The proof of Lemma 35 follows from the following propositions.
I Proposition 37. Let m, n, k ∈ N, and t ∈ R+ , with m = 2k + 1. Any (possibly
randomized) mapping F : ({0, 1}n )m → {0, 1}∗ that is t-lossy on nm-bit inputs is δn
distributionally
stable over any
q
 pair of distributions (D0 , D1 ) over {0, 1} , where δ =
2t
(t+1) ln 2
− m+2
−3
min
.
m+1 , 1 − 2
I Proposition 38. Let m, n, k ∈ N, with m = 2k + 1. Suppose F : ({0, 1}n )m → {0, 1}∗ is
δ-DS over all pairs of distributions over {0, 1}n . For any pair of disjoint sets S0 , S1 ⊆ {0, 1}n ,
any ` > 0, and any ν ∈ (0, 1), there exists a distibution K over S0` × S1` such that:
K is samplable in time poly(n, `, 1/ν 2 )
For any x ∈ S0 ,


E
∆ F(UTk0 , UTk1 , x); F(UTk+1
, UTk1 ) ≤ δ + 2m/` + ν
0
(T0 ,T1 )←K

For any x ∈ S1 ,


E
∆ F(UTk1 , UTk0 , x); F(UTk+1
, UTk0 ) ≤ δ + 2m/` + ν
1
(T0 ,T1 )←K

where UT is the uniform distribution over the multiset T .
Proof of Lemma 35. Given a reduction A from MAJm ◦ L to L0 that is t-lossy and the
constant c, we construct the algorithms Y, N, and R as required by the lemma. Fix a value
of n and, for convenience, denote m(n) and t(n) by just m (= 2k + 1) and t.
First, we apply Proposition 37 to A, which tells us that it is δ-DS over any pair of
distributions over {0, 1}n , with δ as in the statement. This lets us apply Proposition 38
taking the sets S0 and S1 to be LN ∩ {0, 1}n and LY ∩ {0, 1}n , respectively, and with
` = 4mnc and ν = 1/2nc there. Proposition 38 then gives us a samplable distribution K
over L`N × L`Y .
The algorithm N, on input 1n , samples (T0 , T1 ) from the K obtained as above, and outputs
a sample from A(UTk+1
, UTk1 ). The algorithm R is the same, except it outputs A(UTk+1
, UTk0 ).
0
1
The algorithm R, on input x, similarly samples (T0 , T1 ) and outputs A(UTk0 , UTk1 , x).
That the outputs of N(1n ) and Y(1n ) are contained in L0N except with error  follows
from the fact that T0 ⊆ LN , T1 ⊆ LY , and A has error at most .
Next, for any x ∈ LN ∩ {0, 1}n , we are interested in the following distance:

∆ (N(1n ); R(x)) = ∆ A(UTk+1
, UTk1 ); A(UTk0 , UTk1 , x)
0

≤ ∆ (T0 , T1 , A(UTk+1
, UTk1 )); (T0 , T1 , A(UTk0 , UTk1 , x))
0


=
E
∆ A(UTk+1
, UTk1 ); A(UTk0 , UTk1 , x)
0
(T0 ,T1 )←K

≤ δ + 2m/` + ν = δ + 3/4nc
where the first inequality follows from the data processing inequality, and the second from
Proposition 38. The analogous guarantee for x ∈ LY ∩ {0, 1}n and Y(1n ) is shown in the
same way. This proves the lemma.
J
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Proof of Proposition 37. We prove this by reduction to the simpler distributional stability lemma proved by Drucker [13]. Recall that F(D0k+1 , D1k ) is computed by sampling
x1 , . . . , xk+1 ← D0 and y1 , . . . yk ← D1 , and a random permutation π over [2k + 1], and then
computing the output as F(π(x1 , . . . , xk+1 , y1 , . . . , yk )). Alternatively, we can write this as
the random variable F (Π(X, Y )). Similarly, we can write F(D0k , D1k , x) as F(Π(x, X 0 , Y 0 )).
The distance we are interested in is now:

∆ F(Π(X, Y )); F(Π(x, X 0 , Y ))
We split the process of sampling Π into two parts. First, we sample the part of the permutation
b
that maps the last k inputs (corresponding to Y ) to get an intermediate random variable Π,
which is uniform over the set of permutations that all map their last k inputs to the same
places, and then sample the final permutation π from this variable. We have:



b F(Π(X, Y ))); (Π,
b F(Π(x, X 0 , Y )))
∆ F(Π(X, Y )); F(Π(x, X 0 , Y )) ≤ ∆ (Π,


= E ∆ F(Πb
(X, Y )); F(Πb
(x, X 0 , Y ))
π
π
b
b
π ←Π
where the first inequality is by the data processing inequality, and in the last expectation
ΠΠ
b.
b represents Π sampled conditioned on the last k inputs being mapped according to π
b define the mapping G on input (x1 , . . . , xk+1 ) as the one
For any π
b sampled from Π,
b
π
obtained by sampling (y1 , . . . , yk ) ← Y , and running F with the yi ’s in the positions assigned
by π
b, and the xi ’s in lexicographic order in the rest. We can now apply [13, Lemma 6.2],
which is paraphrased below, to the quantity inside the first expectation with Gb
as the
π
mapping to get the proposition.
I Proposition 39 ([13, Lemma 6.2]). Let m, n ∈ N, and t ∈ R+ . Any (possibly randomized)
mapping F : ({0, 1}n )m → {0, 1}∗ that is t-lossy on nm-bit inputs satisfies the following for
any distribution D over {0, 1}n :


E ∆ F(Dk , x); F(Dk+1 ) ≤ δ
x←D

where δ = min

q

ln 2
2

·

t+1
m ,1


t
− 2− m −3 .

While the lemma in [13] was stated for compression as measured by output length, it may be
verified that its proof there only uses lossiness.
J
In order to prove Proposition 38, we need the following proposition that is proven in the
same way as [13, Lemma 6.3].
I Proposition 40. Suppose F is δ-DS over all pairs of distributions over {0, 1}n . For a pair
b 0,` (respectively D
b 1,` ) the empirical distribution formed
of distributions (D0 , D1 ), denote by D
by taking ` samples from D0 (respectively D1 ). (Note that these are themselves random
variables.) Then,
h 
i
k
k
k
b 0,`
b 1,`
b k+1 , D
b 1,`
E
∆ F(D
,D
, x); F(D
)
≤ δ + 2m/`
0,`
b0,` , D
b1,`
D
x ← D0

Proof of Proposition 38. We proceed by considering the following two-player zero-sum
game:
Player 1 chooses a pair of multisets T0 ⊆ S0 and T1 ⊆ S1 , both of size `
Player 2 chooses a string x ∈ S0 ∪ S1
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If x ∈ S0 , Player 2 gets a payoff of ∆ F(UTk0 , UTk1 , x); F(UTk+1
, UTk1 ) , and if x ∈ S1 , it gets
0

a payoff of ∆ F(UTk1 , UTk0 , x); F(UTk+1
, UTk0 )
1
The rest of the proof follows that of [13, Lemmas 6.4 and 6.5]. For any randomized
strategy of Player 2, which is a distribution X over S0 ∪ S1 , consider the randomized strategy
of Player 1 (T0 , T1 ) where each element of T0 (respectively T1 ) is sampled from the distribution
X restricted to S0 (respectively S1 ), denoted X|S0 (denoted X|S1 ). In the case where X is
not supported in S0 (respectively S1 ), the set T0 is chosen arbitrarily from S0 (respectively
T1 from S1 ). The payoff of this strategy for Player 2 is calculated as follows:


Pr [x ∈ S0 ]
E
∆ F(UTk0 , UTk1 , x); F(UTk+1
, UTk1 )
0
x←X

x←X|S0 ,T0 ,T1

+ Pr [x ∈ S1 ]
x←X

E

x←X|S1 ,T0 ,T1



∆ F(UTk1 , UTk0 , x); F(UTk+1
, UTk0 )
1

Noting that the elements of T0 and T1 are sampled from X|S0 and X|S1 , respectively, and
that F is δ-DS over all pairs of distributions over {0, 1}n , Proposition 40 implies that both
the expectations above are at most δ + 2m/`.
Thus, for any strategy of Player 2, there is a strategy of Player 1 such that Player 2’s
payoff is at most δ + 2m/`. By the minimax theorem, there is a randomized strategy of Player
1 – a distribution over multisets (T0 , T1 ) – such that for every move x ∈ S0 ∪ S1 of Player 2,
its payoff is at most δ + 2m/`. Further, by the results of Lipton and Young [22, Theorem 2],
there is a randomized strategy of Player 1 that corresponds to uniformly sampling from a
set of pure strategies of size O(n/ν 2 ) and restricts Player 2’s payoff to δ + 2m/` + ν. This
proves the proposition.
J
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1

Introduction

Program obfuscation “scrambles” a program, preserving functionality while hiding implementation details. A theoretical study of program obfuscation was initiated by Barak et al. [6], who
demonstrated that the natural notion of virtual black-box (VBB) obfuscation is impossible
to achieve for all circuits. This initially led to skepticism that general cryptographically
useful program obfuscation might not be realizable.
The situation changed several years ago when Garg et al. [17] gave the first candidate construction of indistinguishability obfuscation – a weaker notion not subject to the impossibility
– and, along with subsequent work [32], showed how to use this weaker notion in a multitude
of cryptographically useful ways. In fact, today indistinguishability obfuscation (iO) is widely
regarded as “crypto complete,” capable of achieving essentially any cryptographic task.1
Initially all candidate obfuscators required cryptographic multilinear maps [16, 13, 20],
a powerful new mathematical tool. Very recently, two new lines of work have emerged on
constructing obfuscation without multilinear maps. The first line of work builds upon the
connection between obfuscation and functional encryption (see [1] and the references therein);
the second builds on a number of new mathematical methods [21]. While these new directions
expand the set of methodologies for achieving general-purpose obfuscation, the set of viable
approaches for building general-purpose obfuscation remains extremely limited.
We view the situation as being reminiscent of the early days of public key cryptography,
which also required new mathematical tools for the time. Some, such as Diffie-Hellman
and RSA, have withstood the test of time, whereas others, such as the Merkle–Hellman
knapsack cryptosystem, were ultimately found to be insecure. But even the failures yielded
interesting insights, such as new cryptanalysis techniques. Therefore, given the importance of
obfuscation, we believe it is crucial to investigate many potential lines of inquiry for realizing
obfuscation. Furthermore, we believe it is particularly important to emphasize simplicity in
our search for new approaches, since even successful cryptanalyses of simple proposals are
likely to inform the scientific quest for secure and efficient obfuscation. (This perspective is
part of a larger research agenda exploring new sources of hardness in cryptography [31].)

This Work
In this work, we propose a new framework for building obfuscation through affine determinant
programs (ADP). An ADP consists of a tuple of square matrices (A, B1 , . . . , Bn ) over
Fp , where evaluation on an input x ∈ {0, 1}n involves computing the affine combination
P
A + i∈[n] xi Bi and taking the determinant. While ADPs have appeared before in the
literature (e.g. to build randomized encodings [28]), to the best of our knowledge no prior
work has considered their application to general obfuscation. We believe ADPs are a promising
route toward obfuscation for several reasons:
ADPs are conceptually very simple.
We can interpret the recent work of Bartusek et al. [8] as an ADP for conjunction
obfuscation, with provable security under the LPN assumption. Thus, ADPs certainly
provide security for obfuscation in some situations.
As we will show, ADPs may offer a route toward implementable applications.

1

To be slightly more precise, building cryptography from iO also requires one-way functions.
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Therefore, we initiate the study of ADPs for obfuscation, giving the following results:
A New Framework for Building Obfuscation. We suggest ADPs as a route toward
building obfuscation without multilinear maps. To facilitate this approach, we provide
a number of techniques for protecting ADPs against attacks, and study the security of
these techniques by developing new cryptanalysis techniques.
A Candidate Witness Encryption Scheme. We examine a special case of obfuscation,
called witness encryption, and give a very simple candidate construction. As an application,
we use our scheme to build a public key encryption scheme with low-complexity key
generation. Our approach yields for the first time implementable applications of witness
encryption.
Towards Candidate iO Constructions. We then turn to the much more difficult
problem of constructing full indistinguishability obfuscation. We develop some initial
ideas, including cryptanalytic methods, leading to an initial candidate construction.

1.1

Technical Overview

One of the main approaches to general-purpose program obfuscation, pioneered in [17], can
be seen as following a particular recipe:
1. Construct an algebraic randomized encoding for the input program, which can be seen as
offering a sort of “one-time” security.
2. Place the algebraic encoding “in the exponent” of a multilinear map, using the multilinear
map operations to evaluate the encoding.
In most of the literature, the randomized encoding used is a matrix branching program,
which can be obtained using Barrington’s theorem and Kilian re-randomization. Another
common example due to [37] converts a circuit into an algebraic circuit.

Affine Determinant Programs
In this work, we consider another variant of randomized encodings from the literature (though
not yet considered in the obfuscation literature) which we call Affine Determinant Programs
(ADPs). Here, the program consists of a matrix M whose entries are affine functions mapping
inputs x to a field Fp . We will denote by M (x) the entry-wise evaluation of M on input x.
There is also a fixed evaluation function Eval : F → {0, 1}. To evaluate the program on input
x, we simply compute Eval(det(M (x)).
We note that, just like Barrington’s theorem or the algebraic circuit approach to constructing algebraic randomized encodings, ADPs can also plausibly be used in conjunction with
multilinear maps (and appropriate re-randomization) to yield secure obfuscation2 . However,
the central question we consider in this work is:
Can we obfuscate with ADPs in the clear, without using multilinear maps?

Witness Encryption – An Initial Idea
As a starting point, we consider the easier task of constructing a secure witness encryption [19]
scheme. In witness encryption, a ciphertext c is encrypted with respect to an instance x of
some NP language L. The ciphertext may be decrypted using any witness π that attests

2

There is a potential issue that the standard multilinear map interface does not allow for efficiently
computing determinants over encoded values. However, the first two multilinear map candidates [16, 13]
do allow for determinant computations.
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that x ∈ L. Security stipulates that, for any false instance x ∈
/ L, encryptions relative to
x completely hide the message from computationally bounded adversaries. Note that the
instance x is considered public.
We build a new framework for witness encryption for the NP-complete subset-sum problem,
where instances x are vector/scalar pairs (v, t) ∈ Zn × Z, and witnesses are 0/1 vectors
w ∈ {0, 1}n such that v · w = t. Under standard NP reductions, our construction extends to
any NP language.
Testing the validity of a subset-sum witness can be trivially expressed as an ADP of
dimension one: Mv,t (w) = −t + v · w is an affine function that is 0 if and only if w is a
witness for (v, t). We can introduce randomization and extend this to a matrix program by
choosing a random R ∈ Fk×k and setting Mv,t (w) = (−t + v · w)R. Then, with overwhelming
probability over the choice of R, for w ∈ {0, 1}n , det(Mv,t (w)) = 0 if and only if w is a
valid witness.
While the above allows for testing if a witness is valid, we need a way to actually encode
a message in the output. There are many ways to do this, but perhaps the simplest is to
encrypt 0 by sampling the distribution above, and encrypting 1 by sampling a uniformly
random ADP. Let Mv,t,m be the resulting ADP. A random ADP over a large field will have
det(M (w)) 6= 0 with high probability for any w. Therefore for valid witnesses w, we have
that det(Mv,t,m (w)) = 0 if and only if m = 0.

Witness Encryption – Resisting Attacks Through Structured “Noise”
It is not difficult to see that the idea so far is completely insecure. The attacker can learn m
by, for example, choosing a w∗ that satisfies v · w∗ = t, but where w∗ now consists of arbitrary
field elements rather than 0/1. Such a w∗ can be found trivially using linear algebra. In this
case, we will still have that det(M (w)) = 0 if and only if m = 0, thus revealing m. We call
attacks of this form invalid input attacks.
Alternatively, one could simply inspect a single entry of M and notice that in the case
m = 0, the entry is a multiple of the (known) function (−t + v · w), whereas if m = 1 the
entry is a random affine function and is most likely not a multiple of (−t + v · w).
To remedy these issues, we will add as “noise” a randomized “all-accept” ADP MAA ,
which is an ADP that accepts every 0/1 input, but rejects (with high probability) any input
that is not 0/1. The encryption of 0 will then be
M (w) = MAA (w) + Mv,t,m (w).
Since the all-accept program rejects any input that is not 0/1, meaning MAA (w) is full
rank, it is also the case that M (w) is full rank with high probability. Therefore, our witness
encryption scheme will reject any invalid inputs, just as a random ADP will. This shows that
our witness encryption scheme is at least immune to invalid input attacks.
Of course, as suggested by our noise analogy above, the security of this proposal depends
on how “noisy” the all-accept program MAA is. In Section 5 we discuss two simple approaches,
and how these approaches evade our attempts at cryptanalysis.

Applications
As suggested in [19], one application of witness encryption is to build a public key encryption
scheme where public keys are extremely short and generated by a lightweight process. In
particular, given a PRG G, the secret key will be a seed s and the public key will be the
output x = G(s). To encrypt a message m, simply witness encrypt m to the statement “x
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has a pre-image under G”. Correctness is immediate, and security follows from a simple
two-step hybrid: first replace x with a random string, which with overwhelming probability
will not be in the image of G. Then invoke witness encryption security to show that m is
hidden. Under a stronger assumption of extractable witness encryption due to [23], G can
even be taken to be an arbitrary one-way function.
We show how to optimize our witness encryption candidate for use with Goldreich’s
one-way function, which is a very simple one-way function where every output bit depends
on only 5 input bits. Thus, public-key generation is linear-time in the secret key length. For
a plausible setting of parameters, we obtain 300-bit public keys, and 50 megabyte ciphertexts.
We note that while our ciphertexts are too large for any practical use, they are well within the
realm of implementability. In contrast, existing approaches to building witness encryption
using multilinear maps are extremely impractical and their concrete efficiency has never even
been estimated, to the best of our knowledge.

Indistinguishability Obfuscation
We now turn to the task of using ADPs to build general-purpose indistinguishability obfuscation (iO). We note that this case is much more challenging than witness encryption. First,
there is the obvious question of converting general computations into ADPs. Second, the
security requirements for witness encryption are much weaker: it only needs security to hold
in the evasive setting, where the adversary cannot find accepting inputs, and the adversary
is allowed to know almost the entire program, save for a single message bit.
Fortunately, there are multiple ways to convert a circuit in NC1 into an ADP, outlined
in Section 4, and iO for NC1 can be bootstrapped into iO for all circuits following known
techniques [17]. However, simply taking such a program and adding an all-accept program
as in our witness encryption construction is insufficient, as doing so leads to various attacks,
which we outline in Section 9.
As mentioned earlier, the common approach starting with [17] to obfuscating circuits
in NC1 first applies Barrington’s theorem [7] to obtain a representation of the circuit as a
polynomial-size branching program. Then, the branching program is represented as a matrix
branching program, and the matrix entries are encoded in the exponent of a multilinear map.
In this work, we still make use of branching programs as the underlying computational
model, but instead appeal to the works of [28, 4], which give a representation of any deterministic branching program as an ADP (A, B1 , . . . , Bn ). In particular, this representation has
P
the property that for any binary input x ∈ {0, 1}n , det(A + i xi Bi ) = 1 if x induces an
P
accepting path in the branching program, and det(A + i xi Bi ) = 0 otherwise.
We argue that this ADP representation of branching programs has several qualitative
advantages over the matrix branching program approach. Notably, the earlier matrix
branching program approach gives rise to so-called “mixed input” attacks, since multiple
matrices are associated with each input bit. In contrast, the ADP encoding associates a
single matrix with each input bit.
In this work, we initiate a systematic study of various randomization strategies that can
be applied to ADPs that encode branching programs, in the hope that such safeguards will
lead to a secure obfuscation scheme. As a first attempt, we left- and right-randomize with
matrices R, S over Fp such that det(R) · det(S) = 1, preserving the correctness property
of the ADP, while scrambling the individual matrix entries. However, this safeguard is not
sufficient, due to the existence of “polynomial extension attacks,” discussed in Section 9.1.
Thus, we consider methods of scrambling the underlying ADP encoding first, before applying
the left and right randomization as a final step.
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In particular, we make use of the fact that on honest evaluation, the determinant will
always be in {0, 1}. This motivates the possibility of adding random even-valued noise to
the matrices in the ADP, which shifts the determinant by an even value on every input.
Correctness is then preserved by simply having the evaluator compute the parity of the
determinant. Parameters must be set carefully so that the size of the field over which these
determinant calculations are being carried out is large enough so that determinants on honest
inputs do not wrap around the modulus. This is discussed in detail in Section 8.1.
Unfortunately, as we show in Section 9.3, this even-valued error does not yet give a
secure obfuscation scheme. In particular, there exist attacks on iO that use the fact that the
adversary may know the underlying structure of the branching program it is attacking to
learn non-trivial information about the random even-valued error. This in turn motivates
the need to inject entropy into the structure of the branching program itself, before encoding
it as an ADP and applying the safeguards described above. We term this process “random
local substitution,” where each individual “step” of the branching program is randomized,
and discuss one concrete method of doing this in Section 8.1.1. However, we stress that there
is a vast space of transformations to explore here, and our proposal is only the first of many
simple possibilities to explore.
In summary, we present the following generic recipe for obfuscating a deterministic
branching program BP :
Apply random local functionality-preserving transformations to BP , producing BP 0 .
Represent BP 0 as an ADP, following [28, 4].
Add random even-valued error to each matrix in ADP, fixing the evaluation function to
compute the parity of the determinant.
Left- and right-randomize with matrices R, S such that det(R) · det(S) = 1.
In the body, we give an instantiation of the above recipe, resulting in a candidate iO
scheme for all circuits (noting that it suffices to obfuscate the class NC1 , which can be
simulated by polynomial-size branching programs). However, we view the recipe itself as the
main contribution of this section, and hope that it will motivate other candidates and more
cryptanalysis, with the eventual goal of obtaining efficient and secure obfuscation without
the use of multilinear maps.

2

Preliminaries

Let Z, N be the set of integers and positive integers respectively. For n ∈ N, we let [n] denote
the set {1, . . . , n}. For p ∈ N, denote Z/pZ by Zp , and denote the finite field of order p by
Fp . A vector v ∈ Fnp (represented in column form by default) is written as a bold lower-case
letter and we denote its ith element by vi ∈ Fp . A matrix A ∈ Fpn×m is written as a bold
capital letter and we denote the entry at position (i, j) by (A)i,j . For any set of matrices
A1 , . . . , An of potentially varying dimensions, let diag(A1 , . . . , An ) be the block diagonal
matrix with the Ai on the diagonal, and zeros elsewhere.
We use the usual Landau notations. A function f (n) is said to be negligible if it is n−ω(1)
and we denote it by f (n) := negl(n). A probability p(n) is said to be overwhelming if it is
1 − n−ω(1) . We write D1 ≈S D2 if there exists a negligible function negl(n) such that the
statistical distance between D1 and D2 , denoted SD(D1 , D2 ), is bounded above by negl(n).
Recall for any two distribution D1 and D2 taking values in some set S the statistical distance
or SD(D1 , D2 ) is defined as:
X
SD(D1 , D2 ) = 1/2
| Pr[D1 = x] − Pr[D2 = x]|
x∈S
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We write D1 ≈C D2 if no computationally-bounded adversary can distinguish between
D1 and D2 except with advantage negl(n).

2.1

Randomized Encodings

A randomized encoding of the function f (x) is a function fˆ(x, r) such that a sample from
the output distribution of fˆ(x, r) for a uniformly chosen r reveals f (x) and no additional
information about x. We formalize and generalize this below.
I Definition 1 (Randomized Encodings [5]). Let f : {0, 1}n → {0, 1}` be a function. We say
that fˆ : {0, 1}n × {0, 1}m → {0, 1}s is a δ-correct, -private randomized encoding of f , if it
satisfies the following:
δ-correctness. There exists an algorithm B, called a decoder, such that for any input
x ∈ {0, 1}n ,
Pr[B(fˆ(x, Um )) 6= f (x)] ≤ δ.
-privacy. There exists a randomized simulator algorithm Sim such that for any x ∈
{0, 1}n ,
SD(Sim(f (x)), fˆ(x, Um )) ≤ .

2.2

Witness Encryption

The following definition is taken almost verbatim from [19].
I Definition 2. A witness encryption scheme for an NP language L (with corresponding
witness relation R) consists of the following two polynomial-time algorithms:
Encrypt(1λ , x, m) takes as input a security parameter 1λ , an unbounded-length string x,
and a message m ∈ {0, 1}, and outputs a ciphertext ct.
Decrypt(ct, w) takes as input a ciphertext ct and an unbounded-length string w, and
outputs a message m or the symbol ⊥.
These algorithms satisfy the following two conditions:
Correctness. For any security parameter λ, for any m ∈ {0, 1}, and for any x ∈ L such
that R(x, w) holds, we have that
Pr[Decrypt(Encrypt(1λ , x, m), w) = m] = 1.
Soundness Security. For any PPT adversary A, there exists a negligible function
negl(·) such that for any x 6∈ L, we have:
| Pr[A(Encrypt(1λ , x, 0)) = 1] − Pr[A(Encrypt(1λ , x, 1)) = 1]| < negl(λ).
We also consider an “extractable” version of witness encryption, introduced by [23].
In extractable witness encryption, if an adversary that can break semantic security for
an instance x, an extractor can extract the witness for x. Formally, in an extractable
witness encryption, the following definition (taken verbatim from [23]) replaces the standard
soundness security notion.
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Extractable Security. A witness encryption scheme for a language L ∈ NP is secure
if for all PPT adversary A and all polynomials q, there exists a PPT extractor E and a
polynomial p(·) such that for all auxiliary inputs z and for all x ∈ {0, 1}∗ , the following
holds:
1
1
+
2 q(|x|)
1
=⇒ Pr[E(x, z) = w : (x, w) ∈ RL ] ≥
.
p(|x|)

Pr[m ← {0, 1}; ct ← WE.Encrypt(1λ , x, m) : A(x, ct, z) = b] ≥

2.3

Indistinguishability Obfuscation

I Definition 3 (Indistinguishability Obfuscator [6]). A uniform PPT machine iO is an
indistinguishability obfuscator for a circuit class {Cλ } if the following conditions are satisfied:
(Strong Functionality Preservation) For all security parameters λ ∈ N, for all C ∈ Cλ ,
Pr

C 0 ←iO(λ,C)

[∀x, C 0 (x) = C(x)] ≥ 1 − negl(λ).

For any non-uniform PPT distinguisher D, there exists a negligible function α such that
the following holds: for all λ ∈ N, for all pairs of circuits C0 , C1 ∈ Cλ , we have that if
C0 (x) = C1 (x) for all inputs x and |C0 | = |C1 | (where |C| denotes the size of a circuit),
then
| Pr[D(iO(λ, C0 )) = 1] − Pr[D(iO(λ, C1 )) = 1]| ≤ α(λ).

3

Affine Determinant Programs: Syntax and Definitions

An affine determinant program (ADP) : {0, 1}n → {0, 1} is parameterized by an input
length n, a width k, and a finite field Fp . An ADP is comprised of an affine function
M : {0, 1}n → Fpk×k along with an evaluation function Eval : Fp → {0, 1}. The affine function
M is specified by an (n + 1)-tuple of k × k matrices M = (A, B1 , . . . , Bn ) over Fp so that
M(x) := A +

X

xi Bi .

i∈[n]

On input x ∈ {0, 1}n , ADPM,Eval (x) is computed as
Eval(det(M(x))).
We will typically use one of the following Eval functions.
(
1 if y = 0
Eval0 (y) =
.
0 if y 6= 0
(
1 if y 6= 0
Eval6=0 (y) =
.
0 if y = 0
Evalparity (y) = y mod 2.
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Encoding Functions as ADPs

We will consider a randomized procedure ADP-Encode which takes as input a description hf i
of a function f : {0, 1}n → {0, 1} and produces ADPM,Eval such that ADPM,Eval ≡ f . Formally,
the algorithm works as follows.
ADP-Encode(1λ , hf i) : This algorithm takes in a security parameter 1λ and a canonical
description hf i of a function f ∈ Fn . It outputs width-k ADPM,Eval over Fp where
k = poly(λ, |hf i|) and p = 2poly(λ) .
In this work, Eval will be fixed as part of the description of ADP-Encode and will be
independent of the particular input hf i. We will therefore view ADP-Encode as an algorithm
outputting M = (A, B1 , . . . , Bn ) where A, B1 , . . . , Bn ∈ Fk×k
.
p

3.2

One-time Security

We say that ADP-Encode satisfies one-time security if the matrix M(x) can be simulated
given only f (x).
I Definition 4 (One-time Security). ADP-Encode is one-time secure for Fn if there exists a
PPT simulator Sim such that for any f ∈ Fn and any x ∈ {0, 1}n ,
M(x) ≈S Sim(f (x))
where M ← ADP-Encode(1λ , hf i).
We stress that while M = (A, B1 , . . . , Bn ), the simulator is only required to simulate a
P
single evaluation of M(x) = A + i∈[n] xi Bi .
I Theorem 5 ([28]). There exists an algorithm ADP-Encode which satisfies correctness and
one-time security for all branching programs.
I Remark 6. One-time security implies that M(x) is a randomized encoding [27] of f (x).

Achieving One-time Security Generically
When the evaluation function is Eval0 or Eval6=0 , there is a simple generic transformation
that turns any functionality-preserving ADP-Encode procedure into one that additionally
satisfies one-time security.
We first import the following lemma from [26].
I Lemma 7 ([26]). For any fixed A ∈ Fk×k
and uniformly random invertible R, S ← Fk×k
,
q
q
the distribution of R · A · S depends only on rank(A).
Let ADP-Encode be an encoding procedure which uses Eval0 or Eval6=0 , and outputs
M = (A, B1 , . . . , Bn ) ∈ (Fk×k
)n+1 .
p
B Claim 8 (One-Time Security for Eval0 , Eval6=0 ). Suppose ADP-Encode has the property that
when det(M(x)) = 0, then rank(M(x)) = k 0 for some fixed k 0 < k. Furthermore, ADP-Encode
uses Eval0 or Eval6=0 . Let ADP-Encode0 be an algorithm which runs ADP-Encode, samples
uniformly random invertible R, S ← Fk×k
, and outputs
p
R · M · S := (R · A · S, R · B1 · S, . . . , R · Bn · S).
Then ADP-Encode0 has identical functionality to ADP-Encode, and is additionally one-time
secure.
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Proof. Identical functionality holds since det(M(x)) = 0 implies det(R · M(x) · S) = 0, and
det(M(x)) 6= 0 implies det(R · M(x) · S) 6= 0 since R, S are invertible.
One-time security follows from the fact that given f (x), R · M(x) · S can be simulated by
either drawing a random matrix of rank k 0 or of rank k (by Lemma 7)
C

3.3

iO Security

In contrast to one-time security, iO security holds even if the adversary is free to evaluate M
on as many inputs x of its choosing. In particular, we ask that M = (A, B1 , . . . , Bn ) be an
iO of the input program f .
I Definition 9. ADP-Encode is iO-secure for Fn if for any two functions f1 , f2 ∈ Fn such
that f1 ≡ f2 and |hf1 i| = |hf2 i|, then
M1 ≈C M2
where M1 ← ADP-Encode(1λ , hf1 i) and M2 ← ADP-Encode(1λ , hf2 i).

4
4.1

Constructing ADPs
Obfuscating Simple Functionalities with ADPs

In this section we describe simple ADP-based obfuscations of point functions and conjunctions.
These constructions have appeared before in the literature, but we recast them in the language
of our ADP framework.

Point Functions
Consider the class of point functions {Iy }y over {0, 1}n , where for any x ∈ {0, 1}n , Iy (x)
outputs 1 if and only if x = y, and outputs 0 otherwise. There exists a simple ADP encoding
scheme for point functions due to [9] where each ADP matrix is 1 × 1 (i.e. a scalar).
On input point y, the ADP encoding of Iy is generated as follows. Fix a superpolynomialsize modulus p, draw uniformly random b1 , . . . , bn ← Zp , and set
X
a=−
bi .
i∈[n]:yi =1

The resulting scalar ADP is M = (a, b1 , . . . , bn ). To evaluate M on input x ∈ {0, 1}n ,
P
compute the scalar sum M(x) = a + i∈[n] xi bi and output 1 if and only if the resulting
scalar is 0. Correctness holds with high probability on any input since the modulus p is
superpolynomial. Observe that this ADP construction fits into the more general framework
of taking a determinant of an affine combination of matrices, since the determinant is simply
the identity for 1 × 1 matrices.
If the accepting point y is chosen from a distribution with sufficient entropy, this ADP
information-theoretically hides y (this follows immediately from the Leftover Hash Lemma).

Conjunctions
Point functions can be naturally extended to conjunctions, a more expressive class of
functionalities that allow for “wildcard” positions (which we denote by ∗) indicating locations
where the input bit can be either 0 or 1. Formally, a conjunction Cpat is parameterized by a
pattern string pat ∈ {0, 1, ∗}n . On input x ∈ {0, 1}n , Cpat = 1 if and only if x matches pat at
all indices i where pati ∈ {0, 1}. Bartusek et al. [8] give a simple ADP-based obfuscation for
conjunctions, which we recall here.
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For pat ∈ {0, 1, ∗}n , the corresponding ADP will consist of square matrices of width n
over Fp where p is a superpolynomial-size prime. We use the notation colspan(M) to denote
the linear subspace spanned by the columns of M.
1. Sample a uniformly random rank-(n − 1) matrix L ∈ Fn×n
.
p
2. For each index i ∈ [n] where pati ∈ {0, 1}, sample a uniformly random rank-one matrix
Bi ∈ Fn×n
.
p
3. For each index i ∈ [n] where pati = ∗, sample a uniformly random rank-one matrix Bi
conditioned on colspan(Bi ) ⊆ colspan(L). Since a rank-one Bi can be written as ui vi> ,
this is equivalent to sampling vi uniformly at random from Fnp , sampling wi uniformly at
random from Fnp , and setting ui := Lwi .
P
4. Set A = L − i∈[n],pati =1 Bi , and output
M = (A, B1 , . . . , Bn )
To evaluate the ADP M on input x ∈ {0, 1}n , compute
X
M(x) = A +
Bi
i∈[n]:xi =1

and accept (output 1) if and only if det(M(x)) = 0.
Correctness follows since for any input x that agrees with pat on all 0/1 positions,
colspan(M(x)) ⊆ colspan(L). Since L is rank-(n − 1), det(M(x)) will be 0. On any input
x that disagrees with pat on a 0/1 position, M(x) is the sum of a random rank-(n − 1)
matrix and at least one independent random rank-one matrix, which yields a full-rank with
overwhelming probability.
Bartusek et al. [8] prove that this construction statistically hides pat assuming that
pat has sufficient entropy on its 0/1 entries. The entropy of pat is used to argue that
P
A = L − i∈[n],pati =1 Bi is statistically close to a uniformly random matrix. This means L
is statistically hidden, and so for all i ∈ [n], Bi is statistically close to uniformly random
rank-one matrix. At this point, the distribution of (A, B1 , . . . , Bn ) is independent of pat.

4.2

ADPs for Log-depth Boolean Formulas

We now give a simple construction that directly converts any log-depth formula into a
functionally equivalent ADP. In contrast to the point function and conjunction setting,
we have been unable to prove that this ADP encoding achieves any meaningful notion of
obfuscation security. Nevertheless, this encoding procedure will be useful for one of our
candidate witness encryption constructions (see Section 5), as well as to develop general
intuition for the ADP framework.
We describe the construction recursively, associating an ADP with each wire in the
formula and demonstrating how to construct an output ADP given two input ADPs to either
an OR gate or an AND gate.
Fix a superpolynomial-size prime p. For this ADP construction, evaluation is done by
P
computing the determinant of M(x) := A + i∈[n]:xi =1 Bi over Fp and accepting if and only
if the result is 0.
Throughout this construction, we maintain the invariant that (with overwhelming probability) on an accepting input M(x) will be rank-deficient by 1, and on a rejecting input
M(x) will be full-rank.
Positive Input Wire: An ADP for the (positive) input wire f (x1 , . . . , xn ) = xj consists
of n + 1 scalars (i.e. a width-1 ADP) (a, b1 , . . . , bn ) set as follows. Sample a uniformly
random r ← Fp and set a = −r and bj = r. For all i 6= j, set bi = 0.
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Negated Input Wire: An ADP for the (negated) input wire f (x1 , . . . , xn ) = ¬xj consists
of n + 1 scalars (a, b1 , . . . , bn ) set as follows. Sample a uniformly random r ← Fp and set
bj = r. Set a = 0 and bi = 0 for all i 6= j.
For any input x ∈ {0, 1}n , correctness of the input wire ADP constructions holds with
high probability over the randomness of r.
The ADP M that computes the AND of two n-bit input ADPs M1 , M2 with widths w1 , w2
respectively is constructed as follows. Define k := k1 + k2 . Sample a uniformly random
(k−1)×k
k×(k−1)
matrix R ← Fq
and a uniformly random matrix S ← Fq
. Output


M1 (x)
0
M(x) = R ·
· S.
0
M2 (x)
We briefly sketch correctness of the AND construction.
(Both input wires accept) If det(M1 (x)) = 0 and det(M2 (x)) = 0, then


M1 (x)
0
0
M2 (x)
is a k × k matrix which is rank-deficient by 2. Left- and right-multiplying by random
(k−1)×k
k×(k−1)
matrices R ← Fq
, S ← Fq
yields M(x) which is rank deficient by 1 with
overwhelming probability.
(Some input wire rejects) If either of det(M1 (x)) 6= 0 or det(M2 (x)) 6= 0 holds, then


M1 (x)
0
0
M2 (x)
is a k × k matrix which is rank-deficient by at most 1. Left- and right-multiplying
(k−1)×k
k×(k−1)
by random matrices R ← Fq
, S ← Fq
yields M(x) which is full-rank with
overwhelming probability.
An ADP M which computes the OR of two n-bit input ADPs M1 , M2 with widths w1 , w2
respectively can be constructed as follows. Define k := k1 + k2 . Sample a uniformly random
matrix R ← Fk×k
and a uniformly random matrix S ← Fk×k
. Sample a uniformly random
q
q
affine function T : {0, 1}n → Fkq 1 ×k2 . Output


M1 (x) T(x)
M(x) = R ·
· S.
0
M2 (x)
We briefly sketch correctness of the OR construction.
(Either input wire accepts) If det(M1 (x)) = 0 or det(M2 (x)) = 0, then


M1 (x) T(x)
0
M2 (x)
is a k×k matrix which is rank-deficient by 1; even if both det(M1 (x)) = 0 and det(M2 (x)) =
0 hold, the random T(x) will ensure the rank is only deficient by 1 with overwhelming
probability. Left- and right-multiplying by random matrices R ← Fk×k
, S ← Fk×k
yields
q
q
M(x) which is still rank deficient by 1 with overwhelming probability.
(Both input wires reject) If both det(M1 (x)) 6= 0 and det(M2 (x)) 6= 0 hold, then


M1 (x) T(x)
0
M2 (x)
is a full-rank k × k matrix. Left- and right-multiplying by random matrices R ←
Fk×k
, S ← Fk×k
still yields a full-rank M(x) with overwhelming probability.
q
q
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Encoding Branching Programs as ADPs

In this section we describe a way to represent branching programs as ADPs. This representation is implicit in [28] (see also [4]). Different notions of branching programs (e.g.,
deterministic vs. non-deterministic vs. counting) correspond to different choices of the field
and evaluation Eval.
We start by defining the most expressive notion and then specialize it to the weaker
notions on which we will rely.
I Definition 10 (Counting Branching Programs [28]). A Z-arithmetic branching program
computing f : {0, 1}n → Z is specified by a directed acyclic graph G = (V, E) and a labeling
φ(·, ·) where each edge (u, v) is labeled with a literal φ(u, v) = xi or φ(u, v) = ¬xi , or the
constant 1. Two of the vertices are labeled s, t. Its size is |V | − 1. Any input x induces
a subgraph Gx limited to edges consistent with x (i.e. edges that evaluate to 1 on x). An
accepting path on input x is a directed s − t path in Gx . A Z-arithmetic branching program
(ABP) computes the function f : {0, 1}n → Z such that f (x) is the number of accepting paths.
It computes a boolean function f : {0, 1}n → {0, 1} if the number of accepting paths is equal
to f (x) ∈ {0, 1}.
I Lemma 11 ([28, 4]). Suppose there is a Z-arithmetic branching program (ABP) of size `
computing a boolean function f . Suppose L(x) satisfies the following
L(x) has −1 along the second diagonal (right below the main diagonal).
L(x) is 0 below the second diagonal.
Each entry of L(x) is a degree (at most) 1 polynomial in a single input variable xi .
More precisely, L(x) is defined as follows. Fix a topological ordering of the vertices in
V , and label the columns / rows (from left to right / top to bottom) according to this
ordering of vertices. In particular we want s labeled 1 and t labeled `. We first define a
matrix A(x) of dimension ` × `. For entry (i, j) of A(x), write φ(i, j) if (i, j) is an edge
in G and 0 otherwise. Note that A(x) will be 0 on and below the main diagonal. Now
consider A(x) − I, and delete its first column and last row to obtain the (` − 1) × (` − 1)
dimensional matrix L(x).
Then for all x ∈ {0, 1}n , we have det(L(x)) = f (x). (If f is boolean, we say f (x) accepts if
det(L(x)) is non-zero.)
This immediately gives us an ADP for Z-arithmetic branching programs. Namely, M = L
and Eval is simply the identity function (if f is boolean). This ADP can also be implemented
over a finite field Fp if the number of accepting paths is at most p − 1. Simply compute
f (x) = det(L(x)) mod p.

Example
Suppose we have vertices in the order s, v1 , v2 , t. We can write a point function that accepts
on x = 010 with an edge from s to v1 labeled with 1 − x1 , an edge from v1 to v2 labeled
with x2 , and an edge from v2 to t labeled with 1 − x3 . So the resulting A(x) − I and L(x)
matrices are


−1 1 − x1 0
0
0
−1
x2
0 
,
A(x) = 
0
0
−1 1 − x3 
0

0

0

−1
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1 − x1

L(x) =
−1
0

0
x2
−1


0
0 .
1 − x3

Thus the resulting ADP is of the following form:




1
0 0
−1 0 0
A = −1 0 0 , B1 =  0 0 0 ,
0 −1 1
0 0 0




0 0 0
0 0 0
B2 = 0 1 0 , B3 = 0 0 0  .
0 0 0
0 0 −1
Then, as done in [4] and described above, the resulting program can be “re-randomized” by
left- and right-multiplying by uniformly random matrices R, S such that det(R) = det(S) = 1.

5

Witness Encryption

5.1

Definitions

In this section we will use ADPs to construct witness encryption [18]. Since our focus will
not be on encoding functions as ADPs, we will ignore the Eval part of our ADP formalism.
For the remainder of this section, a width-k ADP M over Fp will refer to a tuple of n + 1
matrices (A, B1 , . . . , Bn ), where each matrix is in Fk×k
. Since we will not have a dedicated
p
Eval function, the evaluation of M(·) on an input x ∈ {0, 1}n will refer to the matrix
X
M(x) := A +
xi Bi .
i∈[n]

Consider the NP-complete subset sum problem (or more generally, vector subset sum).
I Definition 12. The VECTOR-SUBSET-SUM language consists of instances (H, `) where
H ∈ Zd×n , ` ∈ Zd , such that there exists w ∈ {0, 1}n satisfying H · w = ` (over the integers).
We refer to d as the dimension of the instance. When d = 1, we simply refer to this as
SUBSET-SUM.

Vector Subset Sum Encoding
A dimension d = 1 instance (h, `) can be represented as an ADP of arbitrary width k as
follows. Sample a uniformly random matrix R ← Fk×k
and set A = −`R and Bi = hi R for
p
all i ∈ [n]. This ADP accepts on input w ∈ {0, 1}n if and only if
X
X
det(A +
wi Bi ) = det((−` +
wi hi )R) = 0.
i∈[n]

i∈[n]

We can generalize this approach to any instance (H, `) of dimension d ≥ 1 as follows. We
define the procedure VSS.Encode, which takes an instance (H, `) of VECTOR-SUBSET-SUM
instance and outputs a width-k ADP over Fp .
VSS.Encode((H ∈ Zd×n , ` ∈ Zd ), p, k) : Interpret each entry of H and ` as the corresponding element over Fp ; for correctness we will require p > maxx∈{0,1}n ||H · x||∞ .
P
For each j ∈ [d], draw uniformly random Rj ← Fk×k
. Set A := − j∈[d] `j Rj and
p
P
Bi := j∈[d] Hj,i Rj for each i ∈ [n]. Output
MH,` = (A, B1 , . . . , Bn ).
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An Insecure Witness Encryption
Consider the following insecure construction of witness encryption for VECTOR-SUBSETSUM. To “encrypt” a bit b with respect to an instance (H, `):
1. Fix a width k and a prime p > maxx∈{0,1}n ||H · x||∞ such that p is at least superpolynomial in the security parameter.
2. Sample
MH,` ← VSS.Encode((H, `), p, k).
3. Sample uniformly random S ← Fk×k
and output the ciphertext
p
MH,`,b := MH,` + (bS, 0, . . . , 0).
To decrypt a ciphertext of the form (A, B1 , . . . , Bn ) using a witness w ∈ {0, 1}n , we
compute
X
det(A +
wi Bi ).
i∈[n]

If this determinant is a non-zero element in Fp , then b = 1 and if the result is zero then b = 0.
Correctness holds since if w ∈ {0, 1}n is a witness for (H, `) ∈ VECTOR-SUBSET-SUM,
then H · w = `, so
X
wi Bi = bS.
A+
i∈[n]

Since S is a random matrix in Fp , where p is super-polynomial in the security parameter,
its determinant is nonzero with overwhelming probability.
However, this construction is insecure; given an instance (H, `) 6∈ VECTOR-SUBSET-SUM,
an adversary can potentially find x ∈ Fnp (where x 6∈ {0, 1}n ) such that H · x = ` . The same
correctness argument used for valid witnesses w ∈ {0, 1}n will also imply that for such an
x ∈ Fnp , the “encrypted” bit b can be recovered as
b = Eval6=0 (det(MH,`,b (x))).

Preventing Invalid Evaluations
For this approach to have any hope for security, we will need to modify the ciphertext MH,`,b
so that det(MH,`,b (x)) does not leak the value of b on inputs x 6∈ {0, 1}n .
Our approach is to add “noise” to MH,`,b which will prevent the adversary from gaining
information on non-binary inputs. This noise will take the form of another ADP Mnoise which
will satisfy the following properties:
(Zero on binary inputs) For all x ∈ {0, 1}n , det(Mnoise (x)) = 0,
(Non-zero on non-binary inputs): For all x ∈ Fnp \{0, 1}n , Pr[det(Mnoise (x)) = 0] = negl(n),
where the probability is taken over the randomness used to generate Mnoise . In the construction,
we will simply add Mnoise to MH,`,b , so the “non-zero on non-binary inputs” property will
intuitively block the attack described above. We set Mnoise to be the result of sampling from
an “All-Accept” encoding scheme, defined as follows.
An All-Accept ADP encoding scheme AllAcc.Gen is a randomized procedure that takes
an input length n and field Fp , and outputs M of width k with the following properties:
(Correctness) For all x ∈ {0, 1}n ,
Pr[det(M(x)) = 0 : AllAcc.Gen(n, Fp ) → (M, k)] = 1.
(Rejection of Invalid Inputs) For all non-binary x, i.e. x ∈ Fnp \ {0, 1}n ,
Pr[det(M(x)) = 0 : AllAcc.Gen(n, Fp ) → (M, k)] = negl(n).
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An All-Accept ADP from a Boolean Formula Encoding
A natural attempt to construct such an encoding scheme would be to use the formula
encoding scheme described in Section 4.2 to encode any formula that accepts all boolean
inputs x ∈ {0, 1}n . Unfortunately, this does not in general guarantee rejection of invalid
inputs. However, it turns out that encoding the simple boolean formula
f (x1 , . . . , xn ) = (x1 ∨ ¬x1 ) ∧ · · · ∧ (xn ∨ ¬xn )
via the procedure described above does guarantee rejection of invalid inputs. This sampling
procedure is equivalent to the concrete procedure given here.
AllAcc.GenFORM (n, Fp ) :
Draw uniformly at random 4 sets of n vectors of dimension n + 1:
{ui }i∈[n] , {vi }i∈[n] , {si }i∈[n] , {ti }i∈[n] ,
(i)

along with n2 scalars {cj }i,j∈[n] over Fp .
Let
X
A=
ui vi> ,
i∈[n]

Bi = −ui vi> + si t>
i +

X

(j)

ci uj t>
j ,

j∈[n]

and output M = (A, B1 , . . . , Bn ).
Correctness and security follow by fixing the field size p = ω(poly(n)) and rewriting an
P
(i)
evaluation on input x ∈ Fnp as follows, setting ki := j∈[n] xj cj :
A+

X

xi Bi =

i∈[n]

=

X

+

xi si t>
i

+

ki ui t>
i



i∈[n]

X


ui

vi>

+

i∈[n]:xi =0

+

(1 −

xi )ui vi>

ki t>
i


+

X




si + ki ui t>
i

i∈[n]:xi =1

X



ui (1 − xi )vi> + ki t>
+ xi si t>
i
i .

i∈[n]:xi ∈{0,1}
/

P
Thus when x is binary, A + i∈[n] xi Bi can be written as a sum of n rank one matrices
(recall the dimension is n + 1). Otherwise, it can be written as a sum of at least n + 1 rank
one matrices which do not share column or row spans (with overwhelming probability over
the sampling randomness). Since the field size is p = ω(poly(n)), the resulting matrix will be
full rank except with probability negligible in the input length n.
We now describe a slight generalization of the above sampling procedure, which will
help with security of the eventual witness encryption candidate. We replace the vectors
ui , vi , si , ti with matrices Ui , Vi , Si , Ti of width q(n) (where q(·) is now a parameter for
the encoding procedure). In the sampling procedure given above, q(n) is implicitly set to
always output 1. In general, the resulting dimension of the output program will be set to
k = nq(n) + 1. This more general sampling procedure is used in the concrete candidate we
give in Section 5.2.
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An All-Accept ADP from “Nearly Skew Symmetric” Matrices
To state our next construction of an all-accept ADP, it will be helpful to define a “nearlyskew-symmetric” matrix.
I Definition 13 (Nearly Skew Symmetric Matrices). A matrix N ∈ Fk×k
is nearly-skewp
symmetric (NSS) if Ni,j = −Ni,j for all i, j > 1 such that i 6= j, and Ni,1 + N1,i + Ni,i = 0
for all i.
Observe that any nearly-skew-symmetric matrix will have N1,1 = 0. Furthermore, the
bottom-right (k − 1) × (k − 1) supmatrix of any NSS matrix is skew-symmetric. Setting
n = k − 1, note that it is easy to sample a random NSS by choosing uniformly random
field elements a1 , . . . , an , d1 , . . . , dn , as well as a uniformly random width-n skew-symmetric
matrix B, and outputting

 

0 0 ··· 0
0
a1 · · · an
0
  −a1 − d1 d1 · · · 0 

 

.
+
..
.. . .
..  .
.
.
 
. .
.
.

B

−an − dn

0

0

···

dn

The above formulation makes it clear that for any finite field Fp and matrix width k,
the set of all NSS matrices lies in a known linear subspace. Let NSS.Sample(p, k) be the
procedure that produces a uniformly random sample from this subspace, i.e. outputs a
random nearly-skew-symmetric matrix N of width k over Fp .
We define the following all-accept encoding procedure.
AllAcc.GenNSS (n, Fp ) :
.
Let k = n + 1, and draw a uniformly random full rank matrix T ← Fk×k
p
−1
For each i ∈ [k], draw Ni ← NSS.Sample(k) and set Ci = T · Ni .
Let A be the k × k matrix obtained by concatenating the first column of each of the Ci
matrices, and let Bi be the k × k matrix obtained by concatenating the i + 1st columns
of each of the Ci matrices. Output M = (A, B1 , . . . , Bn ).
To show correctness, fix any x ∈ {0, 1}n , and let x0 = [1 | x> ]> . Denote the jth column
of a matrix M by (M)j . Then for all j ∈ [n + 1],
X
T · (A +
xi Bi )j = T · Cj · x0 = Nj · x0 .
i∈[n]

Now we claim that for all j, x0> · Nj · x0 = 0, which implies that x0> · T is in the kernel
P
of A + i∈[n] xi Bi , and thus that det(M(x)) = 0. In fact, for any NSS matrix N, and any
vector x0 = [1 | x> ]> , where x ∈ {0, 1}n , it holds that x0> · N · x0 = 0. To see this, treat
each entry of x as a distinct formal variable, and expand out the expression as a quadratic
polynomial over x1 , . . . , xn . Since x is binary, we know that x2i = xi . Thus, the coefficient
on xi is equal to N1,i + Ni,1 + Ni,i = 0, and the coefficient on xi xj for i =
6 j is equal to
Ni,j + Nj,i = 0, which establishes the claim.
To argue security, we take n to be the security parameter, and fix the field size to be
p = ω(poly(n)). Fix any x ∈
/ {0, 1}n and again let x0 = [1 | x> ]> . We want to bound the
P
probability that there exists some vector v =
6 0 such that v> · (A + i xi Bi ) = 0. Setting
w0> = v> · T−1 , we have that
X
v> · (A +
xi Bi ) = 0 ⇔ w0> · Ni · x0 = 0 ∀i ∈ [n + 1].
i
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We will union bound over all vectors w0> to show that there does not exist such a vector
with high probability. Note that it suffices to union bound over all w0 with first entry equal
to 0 or 1, for a total of 2pn vectors.
First consider the case where w0> = [0 | w> ] for some w ∈ Fnp . Recall that each Ni is
generated by choosing random values a1 , . . . , an , d1 , . . . , dn and a skew-symmetric B and
arranging in a matrix as described above. Now treat these values as formal variables, and
consider the linear polynomial over these variables induced by the expression [0 | w> ] · Ni · [1 |
x> ]> . We argue that this polynomial must not be identically zero. The coefficient on the
variable ai is exactly −wi . Since w0 6= 0, it must be the case that w 6= 0, so there must be
some i such that wi 6= 0.
Now consider the case where w0> = [1 | w> ] for some w ∈ Fnp . The coefficient on ai
is exactly wi (xi − 1) and the coefficient on di is exactly xi (wi − 1). But by assumption,
there must be some i such that xi ∈
/ {0, 1}, implying that the coefficient on either ai or
di is non-zero. Thus, for each of the 2pn vectors w0 that we consider, the probability that
w0> ·Ni ·x0 = 0 is at most 1/p over the randomness of sampling Ni . This holds simultaneously
for each i ∈ [n + 1] with probability at most 1/pn+1 . So by a union bound, there exists a w0
orthogonal to each Ni · x0 with probability at most 2/p = negl(n).

5.2

Candidate Witness Encryption Constructions

Generic Candidate
Given the above definitions, we can define a general paradigm for constructing witness encryption (encrypting a single bit b) for VECTOR-SUBSET-SUM. Instantiating the framework
with any AllAcc.Gen and VSS.Encode procedures will result in a correct witness encryption.
WE.Enc(b, (H, `)) : Let d × n be the dimension of H.
1. Choose a prime p > maxx∈{0,1}n ||H · x||∞ . Additionally we require p = ω(poly(n)).
2. Sample (MAA , k) ← AllAcc.Gen(n, Fp ).
3. Sample MH,` ← VSS.Encode((H, `), Fp , k).
.
4. Sample S ← Fk×k
p
5. Output MAA + MH,` + (bS, 0, . . . , 0).
WE.Dec(M, w) : output Eval6=0 (det(M(w))).

Concrete Candidate
We now give a simple, self-contained instantiation of the general witness encryption framework
described above.
This candidate will be a witness encryption for SUBSET-SUM, with instances (h ∈ Zn , ` ∈
Z). Given an instance (h ∈ Zn , ` ∈ Z), define the instance (H ∈ Z(n+1)×2n , ` ∈ Zn+1 ) of
VECTOR-SUBSET-SUM where


 
h1 h2 · · · hn 0 0 · · · 0
`
1



0 · · · 0 1 0 · · · 0
1

0


1 · · · 0 0 1 · · · 0 , ` := 1
H := 
.
.
.
.. . .
..
.. .. . .
.. 
.
 ..


.
.
.
.
. .
.
.
0

0

···

1

0

0

···

1

1

As discussed in Section 7, this transformation will help with security. In particular, an
instance ((h1 , . . . , hn ), `) 6∈ SUBSET-SUM could potentially have many hi = 0, so encoding
without the above transformation will leak many Bi of the all-accept encoding in the clear.
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The following instantiation combines the VSS.Encode scheme described above with the
all-accept encoding AllAcc.GenFORM , with parameter q(n) = n for some constant  > 0.
As discussed in Section 7.1, setting q(·) to be a super-constant function of n will help
defend against MQ-style attack strategies. Note that the encryption scheme below takes as
input a one-dimensional SUBSET-SUM instance and first follows the above conversion to
a VECTOR-SUBSET-SUM instance. Then, it encrypts under this VECTOR-SUBSET-SUM
instance following the generic paradigm above.
WE.Enc(b, ((h1 , . . . , hn ), `)). Choose p > maxx∈{0,1}n |
and fix the field Fp .

P

i

xi hi | such that p = ω(poly(n)),

1. For each i ∈ [2n], draw 4 uniformly random matrices
Ui , Vi , Si , Ti ← F(2n
p

1+

+1)×n

.

2. For each i, j ∈ [2n], draw a uniformly random scalar
(i)

cj ← Fp .
3. Draw 2n uniformly random matrices
R0 , R1 , . . . , Rn , S ← F(2n
p

1+

+1)×(2n1+ +1)

.

4. Define
A :=

X

X

Ui Vi> − `R0 −

i∈[2n]

Ri + bS.

i∈[n]

For ` ∈ [n], define
(j)

X

B` := −U` V`> + V` T>
` +

c` Uj T>
j + h ` R0 + R`

j∈[2n]

For ` ∈ {n + 1, . . . , 2n}, define
B` := −U` V`> + S` T>
` +

X

(j)

c` Uj T>
j + R` .

j∈[2n]

5. Finally, output
M = (A, B1 , . . . , B2n ).
WE.Dec(M, w). Let w
b be such that each w
bi = 1 − wi . Output Eval6=0 (det(M([w | w]))).
b

6

Applications of ADP-Based Witness Encryption

6.1

Public-Key Encryption with Short Public Keys

In this section, we show how to use our witness encryption candidate to construct a public
key encryption scheme with extremely short public keys and with fast key generation.
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6.1.1

A Generic Framework

We recall from [19] the generic construction of public-key encryption from a witness encryption
scheme WE and any pseudo-random generator g : {0, 1}λ → {0, 1}n(λ) .
PKE.Gen(1λ ). Sample a uniformly random sk ← {0, 1}λ , and set pk = g(sk). Output
(pk, sk).
PKE.Encrypt(pk, m ∈ {0, 1}). Define the boolean circuit C[g, pk](·), which on input
x ∈ {0, 1}λ , outputs 1 if and only if g(x) = pk. Interpreting C[g, pk](·) as an instance of
CIRCUIT-SAT, apply a deterministic reduction from CIRCUIT-SAT to SUBSET-SUM and
obtain an instance (h, `). Output c ← WE.Enc(1λ , (h, `), m).
PKE.Decrypt(sk, (h, `), c). Run the reduction from CIRCUIT-SAT to SUBSET-SUM to
transform the witness sk for C[g, pk](·) to a subset-sum witness w for (h, `). Return
m ← WE.Dec(c, w).
I Remark 14. The choice of g is fixed in the specification of the public-key encryption scheme
and is not included in pk. Notice that 1λ is an input to WE.Enc since there is no set-up/gen
algorithm in witness encryption, but it is not an explicit input to PKE.Encrypt; however, it
can be easily obtained by inspecting the length of pk.
The following claim captures the fact that security of this construction can be proved
assuming either the standard security notion for witness encryption [19], or the stronger
extractable security notion given by [23]; in the latter case the requirement on g can be
weakened to one-wayness.
B Claim 15 (Security of Witness-Encryption-based PKE). The above public-key encryption
scheme satisfies CPA-security if
WE is secure under the standard [19] security notion for witness encryption, and g :
{0, 1}λ → {0, 1}n(λ) is a pseudo-random generator with n(λ) ≥ 2λ, OR
WE is secure under the stronger [23] security notion for extractable witness encryption,
and g : {0, 1}λ → {0, 1}n(λ) is a one-way function.
Proof. In the case where we use the standard [19] security notion for witness encryption,
an encryption with respect to pk which is not generated as the output of g computationally
hides the encrypted message. Therefore, an adversary that can distinguish encryptions of 0
and 1 also distinguishes between outputs of g and uniformly random strings, breaking the
pseudorandomness of g.
If we rely on the [23] extractable security notion, then an adversary which can distinguish
encryptions of 0 and 1 implies the existence of an extractor which outputs a witness that pk
is in the image of g; this breaks the one-wayness of g.
J

6.1.2

A Concrete Instantiation from Goldreich’s PRG

For an arbitrary one-way function, the CIRCUIT-SAT to SUBSET-SUM reduction may be
costly. Thus, we give a concrete instantiation of the above approach using Goldreich’s
PRG [22, 3] in place of g, along with a custom reduction to VECTOR-SUBSET-SUM. We
first recall the construction of Goldreich’s PRG.
I Definition 16 (Goldreich’s PRG with locality k). Fix a boolean predicate P : {0, 1}k → {0, 1},
and a list S1 , . . . , Sm ∈ [n]k of k-tuples of indices. Write Si as (i1 , . . . , ik ). On input
x ∈ {0, 1}n , the jth bit of the output is set to P (xi1 , . . . , xik ).
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For this work, we will exclusively focus on the locality k = 5 setting with the TSA
(“Tri-Sum-And”) predicate, defined as
TSA(x1 , x2 , x3 , x4 , x5 ) = x1 + x2 + x3 + x4 x5

mod 2.

Hereinafter, “Goldreich’s PRG” will refer to the instantiation with the TSA predicate.
For a list S = (S1 , . . . , Sm ) where each Si ∈ [n]5 , let gS : {0, 1}n → {0, 1}m be Goldreich’s
PRG instantiated with the TSA predicate, parameterized by index sets S1 , . . . , Sm .
I Definition 17. The GOLDREICH language consists of instances (n, y, (S1 , . . . , Sm )) such
that each Si ∈ [n]5 , and y is in the image of gS where S = (S1 , . . . , Sm ).
I Lemma 18 (GOLDREICH to VECTOR-SUBSET-SUM). There is a Karp reduction which
takes (n, y, (S1 , . . . , Sm )) in GOLDREICH and outputs (H, `) in VECTOR-SUBSET-SUM,
where H ∈ Zm×(n+2m) and ` ∈ Zm .
Proof. Given a list S = (S1 , . . . , Sm ) with corresponding Goldreich PRG gS : {0, 1}n →
{0, 1}m , along with a string y ∈ {0, 1}m , we construct an instance (H, `) where H ∈
Zm×(n+2m) and ` ∈ Zm such that there exists w ∈ {0, 1}n+2m satisfying H · w = ` if and
only there exists x ∈ {0, 1}n satisfying GS (x) = y.
We define n + 2m variables by allocating 1 variable for each input position j ∈ [n], and 2
variables ai , bi for each output position i ∈ [m]. We generate m equations as follows. For
each i ∈ [m], write Si = (i1 , i2 , i3 , i4 , i5 ) and consider the pair (Si , yi ).
If yi = 0, the associated equation is
2xi1 + 2xi2 + 2xi3 − xi4 − xi5 − 4ai + bi = 0.
If yi = 1, the associated equation is
2xi1 + 2xi2 + 2xi3 + xi4 + xi5 − 4ai − bi = 2.
Since each equation is a linear equation over n + 2m variables, writing the coefficients of
each of the m equations as a matrix yields the matrix H ∈ Zm×(n+2m) . Correspondingly,
` ∈ Zm is specified by the right-hand-side values of the m equations.
We can extend a pre-image x ∈ {0, 1}n into a vector w ∈ {0, 1}n+2m satisfying H · w = `
as follows. For each i ∈ [m]:
If yi = 0, set ai = 1 if and only if xi1 + xi2 + xi3 ≥ 2.
If yi = 1, set ai = 1 if and only if xi1 + xi2 + xi3 + xi4 xi5 ≥ 3.
Regardless of yi , set bi = 1 if and only if xi4 + xi5 = 1.
It can be verified that if any constraint i is not satisfied, then there is no {0, 1} setting of
the ai , bi variables that can result in a satisfying VECTOR-SUBSET-SUM witness.
J

6.1.3

Optimizations and Parameter Size Estimates

In this section, we describe an extension of the above witness encryption candidate for one-bit
messages that allows for encoding an h-bit message in a single ADP. We will make use of the
NSS based all-accept, and will first generalize the AllAcc.GenNSS algorithm to output wide
rectangular matrices of dimension k × (k + r). We include the parameter r in the input to
the sampling procedure, noting that the procedure given before implicitly set r = 0.
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AllAcc.GenNSS (n, r, Fp ) :
Let k = n + 1, and draw a uniformly random full rank matrix T ← Fk×k
.
p
−1
For each i ∈ [k + r], draw Ni ← NSS.Sample(k) and set Ci = T · Ni .
Let A be the k × (k + r) matrix obtained by concatenating the first column of each of the
Ci matrices, and let Bi be the k × (k + r) matrix obtained by concatenating the i + 1st
column of each of the Ci matrices. Output M = (A, B1 , . . . , Bn ).
It is also straightforward to generalize the VSS.Encode procedure to take in an additional
input r and produce an ADP with matrices of width k × (k + r). Simply draw the random
k×(k+r)
Ri matrices over Fp
.
The optimized witness encryption algorithm will additionally take as input a parameter
λ which determines the correctness of the encryption, and the input message will now be
m ∈ {0, 1}h . It operates as follows.
WE.Enc(1λ , m, (H, `)) : Let d × n be the dimension of H, and h be the bit length of m.
1. Choose a prime p > maxx∈{0,1}n ||H · x||∞ .
2. Set t = dh/ log(p)e and r = λ + t.
3. Sample (MAA , k) ← AllAcc.GenNSS (n, r, Fp ).
4. Sample MH,` ← VSS.Encode((H, `), Fp , k, r).
5. Encode m ∈ {0, 1}h as a vector m̂ ∈ Ftp . Let Xm̂ be the matrix of dimension k × (k + r)
whose only non-zero entries consist of the vector m̂, placed in the last t positions of
the first row.
6. Output MAA + MH,` + Xm̂ .
P
WE.Dec(M, w) : Compute Aw = A + i wi Bi . If the first k + λ columns of Aw do not
form a matrix of rank exactly k − 1, abort. Otherwise, find a rank k − 1 submatrix A0w
of dimension k × (k − 1) among the first k + λ columns of Aw . Let X be the matrix of all
zeros except for a formal variable x in the top right corner. Now, for each i ∈ [t], let m̂i
be the solution to the linear equation det([A0w | (Aw )k+λ+i ] − X) = 0 over the variable
x. Assemble the m̂i into a vector m̂ ∈ Ftp and recover the message m ∈ {0, 1}h .
To argue correctness of decryption on input a valid witness w, first note that since A0w
has full rank k − 1, each equation det([A0w | (Aw )k+λ+i ] − X) = 0 will be linear with a
non-zero coefficient on variable x. Hence, each element of m̂ can easily be recovered. It is
left to argue that the decryption function aborts with negligible probability. Let Aw be the
first k + λ columns of Aw . We claim that the rank of Aw is k − 1, except with negligible
probability. We know it is not full rank, since by the properties of the NSS all-accept scheme,
the vector [1 | w] · T must be in its left kernel. Similar to the proof of security of the original
NSS all accept, we can union bound over all other possible vectors, concluding that Aw is
rank deficient by at least 2 with probability at most 1/pλ , which is negligible in λ, even for
constant size fields.
Now we estimate the ciphertext size of the public key encryption scheme that results from
combining the optimized witness encryption scheme with our reduction from GOLDREICH
to VECTOR-SUBSET-SUM. We will set λ = 80 to be the security and correctness parameter.
Note that for any public key encryption scheme, it suffices to encrypt a security parameter
number of bits and then appeal to key encapsulation to encrypt arbitrarily long messages.
We set p = 11 to be the smallest prime satisfying p > maxx∈{0,1}n ||H · x||∞ for H output
by the reduction from GOLDREICH.
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We will make use of Goldreich’s PRG3 with input length n = 300 and output length
m = 300 [15]. Plugging in these parameters, the optimized witness encryption will output
n + 2m = 900 matrices of dimension 900 × 1007 over the field of size 11. Assuming 4 bits per
field element, this comes to a ciphertext of size about 400 MB. Again, the public key size
will be extremely small: 300 bits. Perhaps even more impressively, the key generation can be
done by a Boolean circuit with 300 AND gates and 900 XOR gates. This can be useful for
fast distributed generation of keys via secure multiparty computation. We are not aware of
any other (practically feasible) public-key encryption schemes whose key generation is nearly
as efficient.

7

Cryptanalysis of the Witness Encryption Candidate

Recall that in our generic witness encryption framework of Section 5, we encrypt a bit b with
respect to an instance (h, `) by sampling the following 3 ADPs.
An instance-encoding ADP
(h,`)

Mh,` = (A(h,`) , B1

, . . . , Bn(h,`) ).

A bit-encoding ADP
Mb = (bS, 0, . . . , 0).
An all-accept ADP
(AA)

MAA = (A(AA) , B1

, . . . , B(AA)
) ← AllAcc.Gen(n, Fp ).
n

The ciphertext is the ADP
(h,`)

Mh,` + Mb + MAA = (A(h,`) + bS + A(AA) , B1

(AA)

+ B1

, . . . , B(h,`)
+ B(AA)
).
n
n

A described in Section 5, Mh,` + Mb on its own would be insufficient for security, since
given any vector w ∈ Fnp such that h · w = `, it is possible to recover b. For security,
recovering b should only be possible when the vector w additionally satisfies w ∈ {0, 1}n .
We therefore include the “all-accept” ADP MAA such that for any x 6∈ {0, 1}n ,
det(MAA (x)) 6= 0 with overwhelming probability, and for any x ∈ {0, 1}n , det(MAA (x)) = 0.
We note that both Mh,` + Mb and MAA on their own are “insecure” in the sense that we
can show randomness recovery attacks on the procedures used to sample them. However,
security relies on the idea that adding these ADPs to each other may block such attacks.
First, we show how to mount a randomness recovery attack on MAA . On its own, this will
not constitute an attack on the witness encryption ciphertext. However, we will show that
this attack strategy can be extended to a full attack on a simplified version of our concrete
witness encryption candidate, without the additional safeguards.
Indeed, to obtain secure witness encryption for VECTOR-SUBSET-SUM, we need semantic
security of ciphertexts to hold for any instance (h, `) that is not in the language. A toy NO
instance to consider is
h = (0, . . . , 0, 1), ` = 2.

3

This function is conjectured to be one-way when the output length is equal to the input length. Here
we use it as a one-way function, which by Claim 15 suffices if our WE candidate is extractable. The
latter assumption is only sufficient but not necessary; in fact, the security of this PKE candidate is a
relatively clean and falsifiable assumption that can serve as a good target for cryptanalysis.
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Intuitively, such an instances is particularly vulnerable since the resulting Mh,` + Mb + MAA
will give out all but 2 of the matrices of MAA in the clear.
Attacks on this instance motivate the concrete candidate given in Section 5, in which
we first encode the instance (h, `) into a VECTOR-SUBSET-SUM instance (H, `) where H
consists of many linearly independent rows.

7.1

Formula-Based All-Accept

We will consider two attacks on the AllAcc.GenFORM sampling procedure, where the width
of each ui , vi , si , ti is set to 1. The second attack in particular will motivate the need to
consider a more general width parameter q(·).

7.1.1

Correlated Span Attack

We first show a polynomial-time algorithm that given M = (A, B1 , . . . , Bn ) ←
AllAcc.Gen(n, Fp ), recovers all 4n vectors {ui , vi , si , ti }i∈[n] up to scalings. The high-level
P
intuition for the attack is that for any x ∈ {0, 1}n , the matrix A + i xi Bi is rank-deficient.
Moreover, if we look at the kernel of this matrix for many different choices of x ∈ {0, 1}n ,
correlations between these kernels will allow us to recover the original randomness used to
sample (A, B1 , . . . , Bn ). We refer to this as a correlated span attack.
More precisely, the algorithm proceeds in the following steps.
1. Observe that A is rank deficient by 1. Thus, we can find vectors α and β such that
A · α = 0 and β > · A = 0.
2. Observe that with high probability α⊥ vi for all i ∈ [n]. Similarly, β⊥ui for all i ∈ [n].
3. Now to recover ti up to a scalar, compute β > · Bi . Since β is perpendicular to ui for all
i ∈ [n], β > · Bi = (β > · si ) · ti .
4. Now find a vector γ that is perpendicular to ti for i ∈ [n]. Then, one can compute Bi · γ
to find a vector that is a scalar multiple of ui . Continuing this way, one can recover all
vectors ui , vi , si , ti for i ∈ [n] up to scalar multiples.
P
Note that this attack crucially relies on access to the rank deficient matrix A + i xi Bi
for various choices of x ∈ {0, 1}n . In the witness encryption candidate, it appears difficult
to recover such a matrix when the instance is not in the language SUBSET-SUM, which is
crucial for security.

7.1.2

Linearization Attack

Next we discuss linearization-style attacks [29, 14]. At a high level, a linearization attack
first models the problem to be solved as a system of non-linear equations. Then, it attempts
to find certain structures within the equations that enable solving them with just linear
algebra. Generally, one derives new variables and re-expresses the system as a larger system
of linear equations. Note that in general, systems of quadratic equations are difficult to solve.
However, certain systems may be vulnerable to this style of attack.
For concreteness, we give a particular witness encryption instance that we are interested in
attacking. We describe the output of encrypting a bit b under the SUBSET-SUM NO instance
(h, `) = ((0, . . . , 0, 1), 2), without first applying the transformation to VECTOR-SUBSET-SUM
instance (H, `).
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WE.Enc(b, ((0, . . . , 0, 1), 2)). Fix a large enough field Fp and draw at random 4 sets of n
vectors of dimension n + 1: {ui }i∈[n] , {vi }i∈[n] , {si }i∈[n] , {ti }i∈[n] , along with n2 scalars
(i)

(n+1)×(n+1)

{cj }i,j∈[n] over Fp . Also draw uniformly random matrices R, S ∈ Fp
A=

X

. Let

ui vi> − 2R + bS,

i∈[n]

X

B1 = −u1 v1> + s1 t>
1 +

(j)

c1 uj t>
j ,

j∈[n]

..
.
>
Bn−1 = −un−1 vn−1
+ sn−1 t>
n−1 +

X

(j)

cn−1 uj t>
j ,

j∈[n]

Bn =

−un vn>

+

sn t>
n

+

X

>
c(j)
n uj tj

+ R.

j∈[n]

Output
M = (A, B1 , . . . , Bn ).
First, observe that A and Bn are masked by R, so we will attempt to extract information
only from B1 , ..., Bn−1 . Our goal is to recover vectors (u1 , ..., un , s1 ). In the end, we will
be left with Ω(n6 ) equations of degree 3 over the the O(n2 ) variables that constitute these
vectors. As discussed at the end of the section, these asymptotics fall in the range where
successful linearization attacks may be mounted. Thus, we view this as evidence that the
above simplified scheme requires the safeguards described in Section 5.2.
The idea can now be described as follows.
1. Compute Mi = B1 · B−1
for i ∈ {2, . . . , n − 1}. Denote matrix P = [u1 , ..., un , s1 ]
i
and Q = [t1 , ..., tn , −v1 ]> . In this notation, B1 can be written as P · D1 · Q where
(n+1)×(n+1)
D1 ∈ Fp
is:
 (1)
c1

 0
 .
D1 = 
 ..

 0
1

c1
..
.

...
...
..
.

0
0
..
.

0
0

...
...

c1
0

0
(2)

(n)


1

0
.. 

.

0
0

2. Now for i ∈ {2, . . . , n − 1}, Bi can be expressed as P · Di · Q + LowRanki . Here, Di is
described below, and LowRanki is a matrix with rank at most 2.
 (1)
ci

 0
 .
Di = 
 ..

 0
0

ci
..
.

...
...
..
.

0
0
..
.

0
0

...
...

ci
0

0
(2)

(n)


0

0
.. 

.

0
0
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3. Calculate D0i := D−1
1 · Di as

0
0

.
0
Di = 
 ..

0
0

0
(2) −1 (2)
(c1 ) ci
..
.

...
...
..
.

0
0

...
...

0
0
..
.
(n)

(n)

(c1 )−1 ci
0


0
0

.. 

.

0
0

4. Now, define Mi := B−1
1 · Bi . Note that the attacker can compute all Mi for i ∈
{2, . . . , n − 1} in the clear. Observe that
−1
Q · Mi = Q · B−1
· D0i · Q + Q · LowRanki = D0i · Q + LowRank0i ,
1 · Bi = Q · Q

where LowRank0i is a matrix of rank at most 2.
5. Defining Q0i := D0i · Q, we have that Q · Mi − Q0i has rank at most 2. Then, for any i,
letting Q and Q0i be matrices of formal variables, the attacker can set up O(n6 ) degree 2
equations over 2n2 variables. These arise by setting the determinant of each of the O(n6 )
submatrices of size 3 × 3 in Q · Mi − Q0i equal to zero.
We also have more equations that arise from the fact that Q0i has the following structure:


0
 (c(2) )−1 c(2) Q
 1
2,1
i

..
Q0i = 
.

 (n) −1 (n)
(c1 ) ci Qn,1
0

0
(2)
(2)
(c1 )−1 ci Q2,2
..
.
(n)

(n)

(c1 )−1 ci Qn,2
0

...
...
...
...


0
(2)
(2)
(c1 )−1 ci Q2,n+1 


..

.


(n) −1 (n)
(c1 ) ci Qn,n+1 
0

Thus, for every i1 , i2 ∈ [2, . . . , n − 1] and j1 , j2 ∈ [n + 1], Q0i,j1 · Qi,j2 = Q0i,j2 · Qi,j1 .
Similarly, one can set up new equations for every i ∈ [n]. We can further impose that
P
i Qi,i = 1 to ensure non-triviality.
6. It is not immediately clear that there are enough linearly independent equations to mount
an attack. As long as we have a unique solution, Kipnis and Shamir [29] suggest that
(heuristically) it should be possible to solve for Q and D0i (up to scaling factors).4 This
argument can be generalized to any constant degree d. For a degree 3 system with n2
variables, we need 0.1 · n6 equations. A rudimentary counting argument suggests that if
Bi are random, such a solution should not exist. We leave a more refined analysis of this
attack to future work.
This attack suggests that we should set parameters so that LowRank matrices have
a super-constant rank, or alternatively, that we do not allow the attacker to see many
Bi matrices in the clear. The construction in Section 5.2 incorporates safeguards that
address both, generalizing the width of the ui , vi , si , ti vectors via the parameter q(·), and
encoding SUBSET-SUM instances into VECTOR-SUBSET-SUM instances with many linearly
independent vectors.

4

More specifically, for a degree-2 system of equation over n variables, roughly 0.1 · n2 linearly independent
quadratic equations suffice to recover an over-determined solution in polynomial time [29, 35].
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One potential advantage that the NSS-based construction has over the formula-based construction is in the amount of randomness used to generate a sample. For dimension n, the
formula-based sampling procedure uses 4(n + 1)n + n2 = O(n2 ) uniformly random field
elements to produce n + 1 matrices of dimension (n + 1) × (n + 1). On the other hand, the
NSS-based sampling procedure generates a fresh NSS matrix for each i ∈ [n], each of which
requires about n2 /2 fresh random variables. Thus the sampling procedure overall uses O(n3 )
random field elements to produce n + 1 matrices of dimension (n + 1) × (n + 1).
However, the NSS matrices are very structured, which leads to randomness recovery
attacks in certain settings, even when the attacker is not given the entire all-accept sample.
Consider a sample (A, B1 , . . . , Bn ) ← AllAcc.GenNSS (n, Fp ), recalling that the width k of
each matrix is n + 1. The goal will be to recover the random matrix T drawn during the
sampling procedure. First assume that just B1 and B2 are given in the clear. This means
we have the 2nd and 3rd column of each Ci matrix for i ∈ [k], where Ni = T · Ci and each
Ni is NSS. The symmetric properties of each Ni immediately give us k linear equations
over the 2k variables comprising the 2nd and 3rd row of T. Generalizing, if we started with
s matrices Bi in the clear, we could form 2s linear equations over 2s variables of T and
eventually the linear system will be over-determined.
We can use this structure to attack the (h, `) = ((1, 0, . . . , 0), 2) instance of SUBSET-SUM
as follows (note this is the same instance considered above but relabeled for convenience).
Encryption of the bit 0 results in the set of matrices A0 = A + 2R, B01 = B1 + R, B2 , . . . , Bn ,
where (A, B1 , . . . , Bn ) ← AllAcc.GenNSS (n, Fp ) and R is a uniformly random matrix. Using
B2 , . . . , Bn , recover all but the first two rows of T as described above, and call this matrix
e ∈ F(k−2)×k
. We will be interested in solving for the first and second rows of T, denoted
T
p
(1)
(2)
e and the matrices A0 and B0 .
t and t , using T
1
e and B2 , . . . , Bn reveal the bottom right (k − 2) × (k − 2) submatrix of each
Note that T
Ni , and in particular the diagonal entries of each of these submatrices. Now let di be the
column vector that consists of the final k − 2 elements on the diagonal of Ni , and arrange
e of dimension (k − 2) by k. Using the symmetries present
the k columns di into a matrix N
in the Ni , we see that

 (2)

−t(1) · B2
−t · B2
 e

..
..
e ·A=
e (1) − N
e and T
e · B1 = 
e (2) ,
T

 − N := T

 := T
.
.


−t(1) · Bn

−t(2) · Bn

and we can then compute
e 0 + 2B0 ) = T(A
e
e
e (1) − 2T
e (2) − N.
e
T(A
− 2R + 2B1 + 2R) = T(A
+ 2B1 ) = T
1
This gives k 2 linear equations over the 2k variables comprising t(1) and t(2) .
This attack again highlights the danger of giving the adversary many Bi matrices in
the clear. This motivates the need for encoding the SUBSET-SUM instance (h, `) into
a VECTOR-SUBSET-SUM instance (H, `) where H contains many linearly independent
rows, as described in the concrete candidate above. Now an adversary attacking the
(h, `) = ((1, 0, . . . , 0), 2) instance can recover matrices B1 − Bn/2+1 , . . . , Bn/2 − Bn in the
clear, and about half the information in T, but it is unclear how to use this limited information
to mount a full randomness recovery or message distinguishing attack.
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8

Candidate Obfuscation for Branching Programs

As discussed in Section 4.3, the ADP model is powerful enough to capture different types
of branching programs. In this section, we describe a general paradigm for taking an
arbitrary deterministic branching program BP and producing an ADP that is plausibly an
indistinguishability obfuscation (iO) of BP. Since polynomial-size deterministic branching
programs are powerful enough to simulate the class NC1 (by Barrington’s theorem) or even
log-space computations, our construction directly yields a candidate iO for NC1 and log-space.
As shown in [17], this suffices to obtain a candidate iO for all polynomial-size circuits.

8.1

Functionality-Preserving Transformations

In this section, we describe three generic transformations that can be applied to affine
determinant programs satisfying specific conditions. Our candidate NC1 obfuscation will be
the result of applying these three transformations in sequence to an ADP encoding of [28, 4].

8.1.1

Transformation 1: Random Local Substitutions

Recall the ADP encoding of counting branching programs described in Section 4.3. Consider
any such branching program, specified by a directed acyclic graph G = (V, E), and fix a
topological ordering on the vertices v1 , . . . , v|V | . Each pair of ordered vertices (vj , vk ), for
j < k, is labeled by a function xi , ¬xi , 1, or 0 (no edge). Given such a branching program,
our first transformation will perform what we term a random local substitution for each
vertex pair (vj , vk ). We describe in Section 9.3 an attack strategy that motivates the need
for random local substitutions.
Viewing the branching program as ADP = (M, Eval), where M = (A, B1 , . . . , Bn ), we see
that each vertex pair (vj , vk ), for j < k, defines a width-1 ADP. For concreteness, these
matrices can be thought to be over some finite field Fp and Eval is just the identity function.
In particular, each pair gives rise to the (j, k − 1)th entry of each matrix A, B1 , . . . , Bn ,
(j,k)
(j,k)
which we denote by a(j,k) , b1 , . . . , bn , as follows. If the label is the bit 0 or 1, then
(j,k)
(j,k)
a(j,k) is equal to the bit, and all bi
= 0. If the label is xi , then a(j,k) = 0, bi
= 1, and
(j,k)
(j,k)
(j,k)
0
(j,k)
bi0 = 0 for i 6= i. If the label is ¬xi , then a
= 1, bi
= −1, and bi0 = 0 for i0 6= i.
We will inject entropy into the branching program by replacing each of these width-1
ADPs with a random width-2 ADP computing the same function. There are many possible
such local substitution operations and generalizations, but we present here a particularly
simple realization, which maintains the property that the resulting matrices have all entries
in {−1, 0, 1}.
In the graph representation of the original branching program, the effect of replacing
each each width-1 ADP with a width-2 ADP amounts to adding a vertex vj,k for each pair
(vj , vk ). Thus, if the width of the original ADP was `, the width of the resulting ADP
A0 , B01 , . . . , B0n will be ` + `+1
2 . With this view it is easy to see what transformations are
possible. For any pair (vj , vk ), we consider the set of 2 × 2 submatrices of A0 , B01 , . . . , B0n with
rows indexed by vj , vj,k and columns indexed by vj,k , vk . Denote this set of 2 × 2 matrices
0(j,k)
0(j,k)
0(j,k)
as A0(j,k) , B1
, . . . , Bn . If the label of (vj , vk ) was 0, we set all Bi
= 0, and have
the following possibilities for A0(j,k) :
(0)

A1 =



0
−1



0
1
(0)
, A2 =
0
−1



0
0
(0)
, A3 =
0
−1


0
.
1
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(j,k)

If the label of (vj , vk ) was 1, we set all Bi
= 0, and have the following possibilities for
A(j,k) :








0 1
1 1
0 1
1 0
(1)
(1)
(1)
(1)
A1 =
, A2 =
, A3 =
, A4 =
.
−1 0
−1 0
−1 1
−1 1
(0)

If the label of (vj , vk ) was xi , we can set A0(j,k) to be Ac for some c ∈ {1, 2, 3}, and
(1)
(0)
to be Ad −Ac for some d ∈ {1, 2, 3, 4}. This gives a total of 12 possible substitutions.
Finally, if the label of (vj , vk ) was 1 − xi , we again obtain 12 possible substitutions by fixing
(1)
0(j,k)
(0)
(1)
A0(j,k) to be Ac for some c ∈ {1, 2, 3, 4}, and Bi
to be Ad − Ac , for some d ∈ {1, 2, 3}.
The operation we perform will, for each vertex pair, pick uniformly at random from the
set of possibilities described above. For convenience, we denote this random local substitution
operation by ADP0 = RLS(ADP).
We stress that our particular method of performing random local substitutions is only
one potential candidate, and there are many possible transformations to explore. Our
candidate was designed specifically to thwart attacks on iO described in Section 9.3, which
take advantage of the fact that the structure of the underlying branching program is known.
0(j,k)
Bi

8.1.2

Transformation 2: Small Even-Valued Noise

Our next transformation assumes the following about the input ADP = (M, Eval).
M = (A, B1 , . . . , Bn ) is such that each entry of A, B1 , . . . , Bn is in {−1, 0, 1}.
P
Eval = Eval6=0 , and furthermore, on any input x ∈ {0, 1}n , det(A + i xi Bi ) ∈ {0, 1}.
Note that any ADP output by the [28, 4] encoding and then subjected to the random
local substitution above satisfies these properties.
AddNoise(ADP):
Let ` be the width of the matrices in ADP and n be the input length. Based on n, `, fix
a prime modulus p and error distribution χ as explained below. Consider each matrix
A, Bi as now being over F`×`
p .
Sample matrices U, V randomly in Fp`×` such that det(U) · det(V) = 1.
Sample matrices Erri ← χ`×` .
Set A0 = U · (A + 2 · Err0 ) · V and B0j = U · (Bj + 2 · Errj ) · V for all j ∈ [n].
Finally, in the resulting ADP, set M = (A0 , B01 , ..., B0n ) and set Eval = Evalparity .

Parameters
We set χ to be the distribution that samples uniformly from the range [−B(`),
√ +B(`)], where
B(`) = `ω(1) . We set p to be a prime modulus such that p is Θ((n · B(`) · `)` ). This can
be done by setting the bit length of p as `1+ for any constant  > 0, assuming ` > n.

Correctness
P
Let x be any input in {0, 1}n and let L(x) := A + i xi Bi be the branching program that
is being obfuscated. Observe that
X
det(M(x)) = det(U · (L(x) + 2 · Err0 +
xi · 2 · Erri ) · V)
i

= det(U) det(V) det(L(x) + 2 · Err0 +

X

xi · 2 · Erri )

i

= det(L(x) + 2(Err0 +

X

xi · Erri )).

i
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Correctness follows from the following observations.
P
The value of det(L(x) + 2(Err0 + i xi · Erri )) over the integers is of the form L(x) + 2z
for some z ∈ Z.
The number of monomials in the degree ` polynomial defined by the determinant is
(loosely) bounded by `` .
P
Each entry in L(x) + 2(Err0 + i xi · Erri ) is bounded by n · B(`) + 1 in absolute value, so
the determinant is smaller than (n·B(`)+1)` ·`` in absolute value. If p > (n·B(`)+1)` ·`` ,
correctness holds.
One can also carry out a more refined calculation as follows. For a boolean input x, let
P
Qx = L(x) + 2(Err0 + i xi · Erri ). With overwhelming probability over the choice of x, Qx
has entries bounded by n1/2+δ B(`) in absolute value for any δ > 0. This can be shown using
a Chernoff bound. The signs of the entries of this matrix Qx , are random and independent,
so one can use the matrix Bernstein inequality (see for example, Theorem 6.6.1 [36]) to
bound the maximum eigenvalue and hence the determinant (as determinant is the product of
eigenvalues), to be (n1/2+δ · B(`) · `1/2+δ )` . This implies that p can be a Θ(`1+ ) bit prime
for any  > 0.

8.1.3

Transformation 3: Block-Diagonal Matrices

Ideally, the obfuscation of a circuit over n bits should not leak anything other than its
input/output behavior on x ∈ {0, 1}n . However, consider evaluating the ADP that results
from the above transformation on a short but non-binary input x. Due to the setting of
P
parameters necessary for correctness, the determinant of the matrix A + i xi Bi will not
be large enough to wrap around the modulus. Intuitively, the even-valued noise should
ensure that the only useful information gained from this determinant is the evaluation of the
circuit on input x mod 2. However, the fact that the determinant does not wrap around p is
nevertheless worrisome, and we present a simple method to potentially block any attacks that
might make use of short non-binary evaluations, such as the polynomial extension attacks
described in Section 9.1.
The idea will be to post-process any M = (A, B1 , . . . , Bn ) in a way that forces the
determinant on non-binary inputs to be large and random. This can be accomplished using
2n random matrices {Gi , Hi }i∈[n] of determinant 1. We will append each Gi to A along the
diagonal, and then append Hi − Gi to Bi in the ith slot along the diagonal. After appending,
we rerandomize as before with U and V. The determinant on any binary input will be the
product of the determinant of the original ADP times the product of the determinant of Gi
or Hi for each i, which are both 1. On any non-binary input, some block diagonal will be
a linear combination of Gi and Hi that results in a large and random determinant. The
following transformation also takes as input a parameter d, which determines the size of the
random Gi , Hi matrices. In our obfuscation construction, it is reasonable to set d = 2.
AddBlockDiagonals(ADP, d):
Let ` be the width of the matrices in ADP and n be the input length.
Sample 2n matrices {Gi , Hi }i∈[n] uniformly from Fd×d
conditioned on their determinant
p
being equal to 1.
(`+nd)×(`+nd)

Sample U, V uniformly from Fp

conditioned on det(U) · det(V) = 1.

Set A0 = U·diag(A, G1 , . . . , Gn )·V, and B0i = U·diag(Bi , 0, . . . , 0, Hi −Gi , 0, . . . , 0)·V,
and return the resulting ADP, consisting of M = (A0 , B01 , . . . , B0n ) and Eval = Evalparity .
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In summary, to obfuscate a deterministic (alternatively, F2 counting) branching program, we first convert it into an ADP as described in Section 4.3. We then output
AddBlockDiagonals(AddNoise(RLS(ADP)), 2) as the final obfuscation.

8.2
8.2.1

Extensions of the Basic Construction
Obfuscating Affine F2 Counting Branching Programs

Motivated by the goal of improved concrete efficiency, we extend the branching program
model to allow labeling of edges by any affine function over the input bits. This is captured
by the following notion of Affine F2 Counting Branching Programs.
I Definition 19 (Affine Counting Branching Programs [28]). An Affine F2 Counting Branching
Program computing f : {0, 1}n → {0, 1} is specified by a directed acyclic graph G = (V, E) and
a labeling φ(·, ·) where each edge (u, v) ∈ E is labeled with an affine function φ(u, v) = fu,v (x),
and two special source and sink vertices are labeled s and t respectively. fu,v has the form
X
fu,v (x) =
xi + cu,v mod 2,
i∈Su,v

where cu,v ∈ F2 . Its size is |V | − 1. Any input x ∈ {0, 1}n induces a sub-graph Gx limited
to edges consistent with x (i.e. edges that evaluate to 1 on x). An accepting path on input
x is a directed s − t path in Gx . An Affine F2 Counting Branching Program computes the
function g : {0, 1}n → {0, 1} such that g(x) is the number of accepting paths in Gx mod 2.
We now import the following theorem.
I Lemma 20 ([28, 4]). Suppose there is an Affine F2 Counting Branching Program of size `
computing a boolean function f . Suppose L(x) satisfies the following
L(x) has −1 along the second diagonal (right below the main diagonal).
L(x) is 0 below the second diagonal.
Each entry of L(x) is a degree (at most) 1 polynomial in a single input variable xi .
More precisely, L(x) is defined as follows. Fix a topological ordering of the vertices in V ,
and label the columns / rows (from left to right / top to bottom) according to this ordering
of vertices. In particular we want s labeled 1 and t labeled `. We first define a matrix A(x)
of dimension ` × `. For entry (i, j) entry of A(x) write affine function φ(i, j) (written as
a degree one polynomial over the reals) if (i, j) is an edge in G and 0 otherwise. Note
that A(x) will be 0 on and below the main diagonal. Now consider A(x) − I, and delete
its first column and last row to obtain the (` − 1) × (` − 1) dimensional matrix L(x).
Then for all x ∈ {0, 1}n , we have det(L(x)) mod 2 = f (x).
Observe that this class of branching programs contain Z branching programs, since
the evaluation of a Z branching program is exactly its evaluation modulo 2. What we
observe is that in this case, our obfuscation scheme described in Section 8 is already
capable of obfuscating affine F2 counting branching programs. The idea is that we can
apply transformation 2 given in Section 8 to the matrix L(x) representing an Affine F2
Counting Branching Program as follows: Each edge in L(x) is an affine function of the form
P
f (x) = i∈S xi + c mod 2. We construct a new matrix L0 (x) where the edge is replaced by
P
f 0 (x) = i∈S xi + c, and the computation is now over integers. The range of this new affine
function is [0, n + 1]. If the parameters are chosen appropriately, what we end up computing
by the evaluation procedure is det(L0 (x)) mod 2. We set p so that this can be computed
without a wrap-around. Note that det(L(x)) mod 2 = det(L0 (x)) mod 2 as the error that is
added to the matrices is even. This ensures correctness.
In the next section, we refine the notion of random local substitution and propose another
alternative safeguard that relies on the ideas developed in this section.
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8.2.2

Using Embedded Affine F2 Branching Programs

In Section 8.1.1, we discussed the notion of random local substitutions, which is our safeguard
for preventing attacks such as the one described in Section 9.3. However, that solution incurs
a quadratic blow up in the size of the branching program. In this section, we propose an
alternate safeguard. Let BP : {0, 1}n → {0, 1} be a Z branching program with ` vertices,
including source s and target t. First, sample a BP0 : {0, 1}n → {0, 1} as follows:
Fix ` vertices, and select two vertices s0 , t0 among these ` vertices to act as the source
vertex and target vertex of BP0 .
Induce a random directed acyclic graph among these vertices. This is done by connecting
all vertices i ∈ [`] to vertices j where j ≥ i + 1. In this numbering, the starting vertex
s0 is the 1st vertex and t0 is the `th vertex. For every edge u, v sample a random affine
function fu,v (x) which is used to label the edges.
We now combine BP and BP0 into the final transformed BP00 as follows. BP00 consists of
2` + 2 vertices: the ` vertices of BP, the ` vertices of BP0 , and a new source s00 and target
t00 . Form edges from s00 to s, from s00 to s0 , and from t to t00 , all with label 1. Note that
there will be no edge between t0 and t00 . Observe that BP00 computes the same function as
BP0 . Indeed, any additional paths that go via BP0 are never connected to the target vertex
t00 . There can be either 0 or 1 path going via BP since we started with a deterministic Z
branching program. This resulting new BP00 can now be input to transformations 2 and 3
outlined in Section 8.

9

Cryptanalysis and Parameter Estimation for the Branching
Program Obfuscation Candidate

9.1

Polynomial Extension Attacks

As an instructive example, consider the ADP obfuscation of a point function Iv , without the
even-valued error. Recall that on input x ∈ {0, 1}n , Iv outputs 1 if x = v and 0 otherwise.
A simple branching program computing Iv contains n + 1 vertices, with a single edge from
each vertex i to vertex i + 1 that is either set to vi or 1 − vi . Thus, L(x) can be written as
the following matrix:


1 + 2v1 x1 − v1 − x1
−1

0
1 + 2v2 x2 − v2 − x2

0
..
.
0

−1
..
.
0









...
...
..
.
..
.
...

...
...
..
.
..
.
−1

0
0

0
..
.
1 + 2vn xn − vn − xn









Hence, for x ∈ {0, 1}n , det(L(x)) is 1 if x = v and 0 otherwise. Writing
L(x) = L0 + x1 L1 + . . . + xn Ln ,
we see that an attacker given
ADP = (A = U · L0 · V, B1 = U · L1 · V, ..., Bn = U · Ln · V),
can evaluate
X
det(A +
xi Bi ) = det(U · L(x) · V) = det(L(x)).
i
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Thus, the attacker has input-output access to the polynomial det(L(x)) over the field Fp ,
and is not restricted to evaluation on binary inputs x ∈ {0, 1}n . This leads to the following
attack.
P
1. Observe that det(A + i xi Bi ) is the unique multilinear polynomial over Fnp agreeing
Q
with i∈[n] (1 + 2vi xi − vi − xi ) on inputs from {0, 1}n . This implies
det(A +

X

Y

xi Bi ) =

i

(1 + 2vi xi − vi − xi )

i∈[n]

over Fnp .
2. To recover v1 , compute
det(A + x1 · B1 +

X

2−1 Bi ) = (1 − 2−1 )n−1 (1 + 2v1 x1 − v1 − x1 ).

i≥2

We can find x1 = 1 − v1 by equating this quantity to 0. This recovers the first bit of the
point function, and the others can be computed in the same way.
The reason that this particular attack succeeds is that the polynomial extending the
boolean function det(L(x)) is multilinear. Read-once branching programs give rise to such
polynomials. More generally, Klivans and Shpilka [30] showed that any read-once, oblivious
branching program can be learned efficiently. In their model, the attacker is given membership
and equivalence query access to an unknown polynomial P computed by a read once branching
program over a field Fp . This means the attacker is able to evaluate the program on any
input x ∈ Fnp , as well as submit a hypothesis H and learn that either H is equal to P or
receive a point y on which H(y) 6= P (y). In our setting, we just argued that the attacker
has membership query access to the polynomial computed by the branching program, and
equivalence queries can be simulated by evaluation on random points and appealing to
Schwartz-Zippel.
For our construction to satisfy the security notion of indistinguishablity obfuscation, we
need to be able to successfully obfuscate simple classes of functions computable by read once
branching programs. Thus, we have to include some noise in the obfuscation procedure that
destroys the read once nature of any such program. One can view the random even-valued
error as adding an edge between every pair of vertices in the branching program, labeled with
a random, small, even linear combination of the entire input vector. The resulting program
is very far from read-once, as evaluating every edge requires reading the entire input. Thus,
learning results that apply to restricted classes on branching programs will not apply. As
an example, [30] state that their techniques would not apply to a polynomial as simple as
Qn
f (x1 , . . . , xn ) = i=2 (x1 + xi ).

9.2

The Need for Super-polynomial Error and Modulus

Now we present a contrived example consisting of two ADPs which will motivate the need
for super-polynomial noise for transformation 2. While these specific ADPs will not arise
from the [28] transformation, we will set our error-size to err on the side of caution.
The attack works as follows. Suppose we have an ADP A, B1 , . . . , Bn that is in one of
the two following forms.
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In the first form, A, B1 , . . . , Bn = 0.
In the second form, A = 0, and Bi for i ∈ [n] is the matrix


1 1 ... 1
0 0 . . . 0


. .
..
..  .
 .. ..
.
.
0 0 ... 0
Now consider applying the AddNoise operation to one of the ADPs, hoping that the
choice of ADP is masked by this operation. Assume that the even-valued error added by
the AddNoise operation is actually chosen in {−2, 2}, so that each entry of the matrices
P
Err0 , Err1 , . . . , Errn is uniform in {−1, +1}. Observe that in both cases det(A + i xi Bi ) = 0
for all x ∈ {0, 1}n , so the parity of the determinant will not reveal which ADP was chosen.
A relevant result of [33] states that the determinant of a matrix where the entries
√ are chosen
uniformly at random from {−1, +1} concentrates in absolute value around n!. This fact
P
can be used to estimate the determinant of the matrix A + i Bi in both cases, which is
the ADP evaluated on input x = [1, . . . , 1].
P
P
Case 1: The value det(A + i Bi ) is exactly det(2(Err0 + i xi · Erri )), whose entries are
√
independently signed,
√ with√standard deviation about n. Thus, the determinant will
concentrate around n! · ( n)n in absolute value.
P
Case 2: To estimate the value det(A + i Bi ) in this case, we apply a Chernoff bound and
√
√
find that the elements in the top row are typically in the range [n− n log2 n, n+ n log2 n].
√
If we divide the top row by n, we are left with a matrix whose entries are distributed as
the matrix in case 1, with the only difference being that the top row is positively signed.
P
√
Heuristically, this will result in det(A + i Bi ) being a n factor larger.
Thus, the magnitude of the determinant on input [1, . . . , 1] will give a distinguisher. Note
however that neither ADP considered here is a valid [28, 4] encoding of a branching program.
We chose these particular ADPs for simplicity, to illustrate the need for super-polynomial
error; similar attacks can be carried out on ADPs that result from encodings of real branching
programs.

Setting the Modulus
Once we fix the noise bound B(`), we can choose p in a more refined manner as follows. Let
L = (L0 , ..., Ln ) be the branching program to obfuscate. We would like to add noise to the
matrices of L to form an ADP (A, B1 , . . . , Bn ), in such a way that for all y0 , y1 , ..., yn ∈ {0, 1},
!
X
X
det(y0 A +
yi Bi ) mod p
mod 2 = det(y0 L0 +
yi Li ) mod 2.
i

i

√

Let t = poly(`) be a parameter, and set p = Θ(t` · B(`)` · `! · `). Then we observe the
following:
If t ≥ n2 , then with overwhelming probability we can correctly evaluate any boolean comP
bination y0 , y1 , ..., yn ∈ {0, 1}n+1 . To see this, first note that the entries of y0 A + i yi B
√
√
are randomly signed, and typically lie in [−2· n + 1 log2 n·B(`), +2· n + 1 log2 n·B(`)]
due to a Chernoff bound. Then, we can appeal to Theorem 1.1 from [33], stating that the
determinant of any matrix M of dimension `, with entries chosen uniformly at randomly
from {−1, +1}, satisfies
√
√
√
`! · e−c ` log ` ≤ | det(M)| ≤ `! · `,
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with overwhelming probability. Here c > 0 is any constant. In this case, the determinant
will thus heuristically satisfy
X
√
√
| det(y · A +
yi · Bi )| ≤ (2 · B(`) · n + 1 log2 n)` `! · ` ≤ p.
i

Now, consider more general (non-binary) linear combinations (y0 , y1 , . . . , yn ). If the `1
P
norm of the combination satisfies |y0 | + i |yi | > t3 , then it holds that
X
| det(y0 A +
yi Bi )| ≥ p.
i

This overflow will hopefully help with security against attacks that evaluate the ADP
on non-binary inputs. We can again observe heuristically from theorem 1.1 in [33]. If
the weight is greater than t3 , then typically we expect each entries of the matrix to be
randomly signed and having values larger than t1.4 · B(`). Thus with high probability,
√
X
√
| det(y0 A +
yi Bi )| ≥ (t1.4 · B(`))` `! · e−c ` log ` ≥ p.
i
2

We set t to be n to allow correct evaluation of boolean inputs. The above describes
that setting the modulus appropriately can protect against attacks that involves evaluating
programs on inputs of large (polynomial) weight. If the weight of the combination is bounded
by some polynomial t, we claim the following.
B Claim 21. Fix any ADP A, B1 , ...., Bn of width ` with entries in {−1, 0, 1}. For any
P
x = (x0 , ..., xn ) ∈ Zn+1 , Let L(x) = x0 A + i xi Bi , and let ADP0 = AddNoise(ADP). Let
Err0 , Err1 , . . . , Errn be the matrices drawn during the real AddNoise procedure (with a superP
polynomial bound), and for x ∈ Z n+1 , let Err(x) := x0 · 2Err0 + i xi · 2Erri . Then for any
x ∈ Zn+1 where kxk1 < t,
P


0
0
Pr

| det(x0 A +

i

xi Bi )| − | det(L(x))
| det(Err(x))|

mod 2 + det(Err(x))|

≤ negl(`) ≥ 1 − negl(`).

where the probability is taken over the randomness of generating Err0 , Err1 , . . . , Errn .
This also shows that if the error is chosen from a super-polynomially large error distribution, then a distinguishing attack which only uses the magnitude of det(M(x)) will not
apply.
Proof. This follows from a result of Ipsen and Rehman [25] who showed that for any
non-singular matrices M1 , M2 ∈ R`×` ,

`
kM2 k2
| det(M1 + M2 ) − det(M1 )|/| det(M1 )| ≤ · κ ·
+ 1 − 1,
kM1 k2
were kMk2 is the largest singular value of the matrix M and κ := kM1 k2 · kM−1
1 k2 (κ is
sometimes referred to as the condition number of M1 ). For a random matrix of size ` × `, the
condition number is expected to be around O(`) [12]. Now, we can substitute M1 as Err(x),
√
M2 as L(x). Observe that the maximum singular value of Err(x) will be at least Ω(B(`) `)
(see Excercise 14, [34]). Since branching programs have small entries, their singular values
are also bounded by kxk1 · O(`) = O(t · `). Thus, the right hand side of the previous equation
is

`

`
kL(x)k2
O(t · `)
√ + 1 − 1.
κ·
+ 1 − 1 = O(`) ·
kErr(x)k2
Ω(B(`) · `)
≈ O(`2 · t · B(`)−1 )
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Since B(`) is super-polynomial in `, this concludes the argument. Although above we
P
talked about learning for any y ∈ Zn+1 determinants of the form det(y0 A + i yi Bi ),
P
however, in Z branching programs, whenever y = 0 mod 2, then det(y0 L0 + i yi Li ) = 0
mod 2 and thus such combinations should not reveal anything useful. Heuristically, Claim 21
P
suggests that the magnitude of det(y0 A + i yi Bi ) should only reveal information about
P
det((y0 mod 2)L0 + i (yi mod 2)Li ).
J

9.3

The Need for Random Local Substitutions

P
Consider any fixed branching program L(x) = A + i xi Bi of width `. Suppose we obfuscate
L(x) but skip the random local substitution step. Let Err(0) , Err(1) , . . . , Err(n) be the n + 1
(i)
(i)
error matrices drawn by the AddNoise transformation. Write each Errj,k = 2ej,k . We can
(i)

recover the parity of each ej,k as follows. Let A0 , B01 , . . . , B0n be the ADP after obfuscation.
For any input x,
X
XX
(i)
det(A0 +
xi B0i ) ≡ det(L(x)) +
(
xi 2ej,k ) det(L(x)(j,k) ) mod 4,
i

j,k

i

where L(x)(j,k) is the (j, k) minor of L(x). Note that everything is known except the
(i)

parities of ej,k , so this gives a linear equation mod 2 over these (n + 1)`2 parities. We have
an exponential number of equations of this form, and can eventually obtain (n + 1)`2 linearly
independent equations.
This readily gives an attack on iO. To distinguish between two known and functionally
equivalent branching programs L1 , L2 , simply run the above attack assuming the underlying
BP is L1 and see if there exists a solution or not. Now, the random local substitution is
meant to randomize the underlying branching program L(x), so an attacker does not know
all of the L(x)(j,k) values. Without these, the attacker cannot set up and solve the above
system of linear equations.

10

Applications and Future Work

In future work, we aim to explore applications of optimized variants of our candidates.
We give some of the more promising directions below. Since our focus here is on concrete
efficiency, we make a heuristic leap of faith of treating our iO candidates as ideal obfuscation
schemes for the purpose of these applications.

Concretely Efficient Obfuscation for Circuits
If the safeguards described are secure, then in order to obfuscate a branching program of size
`, we need about O(`4+ ) bits for any  > 0. In concrete terms, if the size of the branching
program exceeds 213 vertices, the size is already around 100 terabytes. This motivates the
study of efficient bootstrapping mechanisms and simple “obfuscation complete” families
of branching programs. In particular, we would like to understand if the SNARG-based
bootstrapping approach from [11] or the PRF-based approach from [24, 2] are practically
feasible for our candidates.

Obfuscating PRFs
Efficiently obfuscating PRFs and simple computations that employ them is a highly desirable
goal for both theoretical and practical applications. For instance, the bootstrapping theorems
of [24, 2] reduce the obfuscation of a circuit to multiple obfuscations of simple functions
that each use a constant number of PRF calls. This and other applications motivate PRF
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candidates that have small affine branching programs, which can be efficiently handled by
our construction. One such candidate could be based on the work of [10]. They propose
a weak PRF5 candidate based on Learning With Rounding (LWR) modulo a constant-size
composite, which can be computed by a linear-size deterministic branching program. They
also suggest a heuristic for converting a weak PRF into a strong one by evaluating the weak
PRF on a suitable encoding of the input; for this particular weak PRF candidate, a linear
encoding over a prime that does not divide the LWR modulus seems like a natural choice.
For instance, one could use a linear code over F2 and LWR modulo 15 or linear code over F3
and LWR modulo 10. This approach yields (strong) PRF candidates that can be evaluated
by a linear-size affine branching program.

Optimally-Succinct Non-Interactive Arguments
The ability to efficiently obfuscate a PRF would give several compelling applications. One
example, due to Sahai and Waters [32], is a succinct non-interactive argument (SNARG)
with proof length that is the best one could hope for; namely, an s-bit proof suffices to obtain
(roughly) 2−s soundness error.
To give slightly more detail, we briefly recall the obfuscation-based SNARG of [32]. Given
a PRF and relation circuit RL for language L, the crs consists of the obfuscations of two
programs CP and CV . CP takes as input an instance witness pair (x, w) and outputs PRFk (x)
(where k is a hard-coded PRF key) if and only if RL (x, w) = 1. CV , which has the same k
hard-coded, takes as input (x, π) and outputs 1 if and only if PRFk (x) = π. A prover wishing
to prove that x ∈ L simply evaluates Obf(CP ) on (x, w) to obtain π = PRFk (x). The verifier
on input x and proof π runs Obf(CV ) on (x, π) and accepts if the output is 1.
If the obfuscation is an ideal obfuscation, then forging a proof on x 6∈ L requires predicting
PRF(k, x). If the PRF is exponentially-secure, then the SNARG soundness error is (within
polynomial factors of) 2−s .
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Abstract
A graph G on n nodes is an Orthogonal Vectors (OV) graph of dimension d if there are vectors
v1 , . . . , vn ∈ {0, 1}d such that nodes i and j are adjacent in G if and only if hvi , vj i = 0 over Z. In
this paper, we study a number of basic graph algorithm problems, except where one is given as input
the vectors defining an OV graph instead of a general graph. We show that for each of the following
problems, an algorithm solving it faster on such OV graphs G of dimension only d = O(log n) than
in the general case would refute a plausible conjecture about the time required to solve sparse
MAX-k-SAT instances:
Determining whether G contains a triangle.
More generally, determining whether G contains a directed k-cycle for any k ≥ 3.
Computing the square of the adjacency matrix of G over Z or F2 .
Maintaining the shortest distance between two fixed nodes of G, or whether G has a perfect
matching, when G is a dynamically updating OV graph.
We also prove some complementary results about OV graphs. We show that any problem which is
NP-hard on constant-degree graphs is also NP-hard on OV graphs of dimension O(log n), and we
give two problems which can be solved faster on OV graphs than in general: Maximum Clique, and
Online Matrix-Vector Multiplication.
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1

Introduction

Two of the most studied conjectures in fine-grained complexity are the Strong Exponential
Time Hypothesis (SETH), and the Orthogonal Vectors Conjecture (OVC). SETH was
introduced by Impagliazzo, Paturi and Zane [17] regarding the complexity of k-SAT:
I Hypothesis 1 (Strong Exponential Time Hypothesis). For every ε > 0, there is an integer
k ≥ 3 such that k-SAT on n variables cannot be solved in O(2(1−ε)n ) (randomized) time.
OVC concerns the Orthogonal Vectors (OV) problem: Given as input a set A ⊆ {0, 1}d of
|A| = n vectors, determine whether there are a, b ∈ A such that ha, bi = 0 (all inner products
in this paper, including this one, are taken over Z unless stated otherwise).
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I Hypothesis 2 (Orthogonal Vectors Conjecture). For every ε > 0, there is a c > 0 such that
OV in dimension d = c log n cannot be solved in O(n2−ε ) (randomized) time.
Williams [28] showed that SETH implies OVC. Most of the known fine-grained implications
of SETH use this result and are actually proved assuming OVC instead; see [27] for a survey
of the many applications of OVC to graph algorithms, string algorithms, nearest neighbors
problems, and more.
In this paper, we study a mathematical object inspired by OVC which we call an OV graph:
a graph G on n nodes is an OV graph of dimension d if there are n vectors v1 , . . . , vn ∈ {0, 1}d
such that nodes i and j are adjacent in G if and only if hvi , vj i = 0. Given as input the
vectors v1 , . . . , vn ∈ {0, 1}d defining G, there are a number of natural algorithmic questions
one might ask, including:
OV: does G have any edges?
OV∆: does G contain any triangles?
OV-DIR-k-CYCLE: given a partition of the nodes of G into k parts, is there a k-cycle
containing one node from each part?
Detecting triangles and more generally, k-cycles are among the most basic algorithmic
questions one can ask about graphs. OV graphs of low dimension d  n make up a small
2
fraction of all graphs: there are only 2O(nd) such graphs on n nodes, compared to 2Θ(n )
total graphs on n nodes. However, in this paper we will show that solving these problems on
OV graphs of dimension only d = O(log n) may be just as hard as solving them in general
graphs. Somewhat analogously to how Williams showed that faster algorithms for OV in
dimension O(log n) would lead to breakthroughs in solving k-SAT, we will show that faster
algorithms for OV∆ or OV-DIR-k-CYCLE on OV graphs of dimension O(log n) would lead to
breakthroughs in solving MAX-k-SAT.

MAX-k-SAT
In the MAX-k-SAT problem for an integer k ≥ 2, given as input a k-CNF formula φ, the
goal is to determine the maximum number of clauses of φ which can be satisfied by a single
assignment.
MAX-k-SAT on n variables and m clauses can be solved in O(2n m) time by exhaustive
search. Williams [28, 29] showed that MAX-2-SAT has a much faster, 2ωn/3 poly(n) time
algorithm, where ω < 2.373 is the exponent of matrix multiplication [26, 13]. This running
time for MAX-2-SAT has remained unchallenged for over 15 years. It is an interesting open
problem whether a faster algorithm exists.
Williams’ techniques for MAX-2-SAT do not carry over to MAX-k-SAT for k ≥ 3 (see [19]
for a discussion), and there is no known O((2 − ε)n ) time algorithm for MAX-k-SAT for any
k ≥ 3 and ε > 0.
Unlike with k-SAT [16], there is no known sparsification lemma for MAX-k-SAT, so that
in principle MAX-k-SAT on formulas with O(n) clauses might be easier than the general
case of MAX-k-SAT that might have nk clauses. This has led researchers to investigate the
complexity of such sparse instances of MAX-k-SAT (e.g. [11, 9, 3]).
The fastest known algorithms for MAX-k-SAT on n variables and cn clauses for constant
2
1/3
c run in time 2n(1−1/O(log c)) poly(n) when k ≤ 4, or in time 2n(1−1/O(c )) poly(n) when
k > 4 [3]. Unfortunately, as c grows, these running times go to 2n , the brute force running
time. Thus the following hypothesis is fully consistent with the state-of-the art of MAX-k-SAT
algorithms:
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I Hypothesis 3 (Sparse MAX-3-SAT Hypothesis). For every ε > 0, there exists a c > 0 so
that n variable MAX-3-SAT on cn clauses cannot be solved in time O(2n(1−ε) ).
The hypothesis above strengthens an earlier hypothesis that MAX-3-SAT requires 2n(1−o(1))
time (see e.g. [27, 19]); it would be equivalent to that hypothesis if a sparsification lemma for
MAX-3-SAT can be proven. We will base some of our hardness results on our strengthened
hypothesis. We will also use an analogous hypothesis for Sparse MAX-2-SAT:
I Hypothesis 4 (Sparse MAX-2-SAT Hypothesis). For every ε > 0, there exists a c > 0 so
that n variable MAX-2-SAT on cn clauses cannot be solved in time O(2n(ω/3−ε) ).

1.1

Our Results

Triangle Finding and Matrix Multiplication
The best known algorithm for finding a triangle in a graph on n nodes runs in time nω+o(1) ,
where ω ≤ 2.373 is the matrix multiplication exponent [26, 13]. Our first result is that if
there is a faster algorithm that finds triangles in OV graphs, then Hypothesis 4 would be
violated and sparse MAX-2-SAT would have faster algorithms.
I Theorem 5. Suppose OV∆ in OV graphs with n nodes and dimension O(log n) can be solved
in time nω−ε+o(1) for some constant ε > 0. Then, for any constants a, δ > 0, MAX-2-SAT
on n variables and a · n clauses can be solved in time 2(ω/3−ε/3+δ)n .
The best known algorithm for triangle finding in a general graph G works by reducing to
the Boolean matrix multiplication of two copies of the adjacency matrix of G. In Boolean
matrix multiplication, given as input two matrices A, B ∈ {0, 1}n×n , the goal is to compute
their product over the (AND,OR) semiring, i.e. the matrix C ∈ {0, 1}n×n given by C[i, j] =
Wn
ω+o(1)
using a simple reduction to matrix
k=1 A[i, k] ∧ B[k, j]. This can be solved in time n
multiplication over either F2 or Z.
Similarly, OV∆ in OV graphs with n nodes and dimension d has a simple linear-time
reduction to Boolean matrix multiplication of n×n matrices which are the adjacency matrices
of OV graphs of dimension d. In other words, these are matrices A ∈ {0, 1}n×n for which
there are vectors v1 , . . . , vn ∈ {0, 1}d such that A[i, j] = 1 if and only if hvi , vj i = 0. If such
matrices for d = O(log n) can be multiplied in nω−ε+o(1) time for some constant ε > 0, it
would lead to a corresponding speedup for MAX-2-SAT on n variables and O(n) clauses as
well. In other words, this small set of only O(2nd ) = O(2n log n ) matrices with such efficient
descriptions may be just as difficult to multiply as arbitrary {0, 1} matrices (of which there
2
are 2Θ(n ) ).

Consequences of the nω hardness of OV∆ for dynamic algorithms
Because of its simplicity, triangle detection has been reduced to many other problems. For
instance, Abboud and Vassilevska Williams [1] present several clean reductions from triangle
detection to a variety of dynamic problems. We next show that, as a consequence of the
hardness of OV∆, many of the triangle-based lower bounds in [1] also hold for OV graphs
with O(log n) dimension.
Typically, in dynamic graph algorithms one supports edge insertions and deletions. In
OV graphs, however, the edge relation is captured by the labels on the vertices of the graph.
Thus, in dynamic OV graphs, we instead support vertex label updates as above. One could
also consider an alternate model where the updates may only change one bit of a vertex
label, but update times in these two models differ by at most a fairly negligible O(d) factor.
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Although changing a vertex label can change all the incident edges to the vertex, our
lower bounds apply even when each update changes at most a single edge. Hence the lower
bounds would also apply in the standard dynamic graph algorithms model if one maintains
the OV graph as a graph, rather than as a set of vectors.
Assuming that OV∆ requires nω−o(1) time (as follows from Hypothesis 4), we obtain the
following conditional lower bounds:
Dynamic s-t OV Shortest Paths, maintaining the distance between two fixed vertices
s and t in an n node OV graph with dimension O(log n) under vertex relabel updates
(change the vector representing a node) requires either nω−o(1) preprocessing time, or
nω−1−o(1) amortized update time; the lower bound holds even if the updates insert or
delete at most a single edge. The same lower bounds hold for 5/3 − ε-approximating the
s-t distance when arbitrary label updates are allowed, even when the preprocessing time
can be arbitrary.
Dynamic bipartite perfect matching in OV graphs on n nodes and dimension O(log n)
under vertex relabel updates requires either nω−o(1) preprocessing time, or nω−1−o(1)
amortized update time. The lower bound holds even if the updates insert or delete at
most a single edge. If the updates can be arbitrary, the lower bound holds for arbitrary
preprocessing time.
In the full version of the paper we present more such reductions. Because of the structure
of our reductions, the lower bounds we prove in which the relabelings change only a single
edge also hold for incremental algorithms (where edges are only inserted), but the lower
bound is only for worst case update time.

Directed k-Cycle
The fastest known algorithm for finding a k-cycle for any constant k ≥ 3 in a general directed
n-node graph runs in nω+o(1) time via color-coding and matrix multiplication [6]. Our next
result is that under Hypothesis 4, this running time is essentially tight even in OV graphs:
I Theorem 6. Let k ≥ 3 be any constant. Suppose that k-Cycle in directed OV graphs with
n nodes and dimension O(log n) can be solved in time nω−ε+o(1) for some constant ε > 0.
Then, for any constants a, δ > 0, MAX-2-SAT on n variables and a · n clauses can be solved
in time 2(ω/3−ε/3+δ)n .
As our MAX-3-SAT Hypothesis 3 is potentially more believable than our MAX-2-SAT
Hypothesis 4, we further investigate what it implies for k-Cycle detection. We show that
unless Hypothesis 3 fails, there is no constant k for which k-cycle in an n node OV graph
with dimension O(log n) can be found in O(n3/2−ε ) time for any ε > 0. The statement of
our directed k-cycle results under Hypothesis 3 are strongest for k = 4:
I Theorem 7. Suppose that OV-DIR-4CYCLE in OV graphs with n nodes and dimension
O(log n) can be solved in time n2−ε+o(1) for some constant ε > 0. Then, for any constants
a, δ > 0, MAX-3-SAT on n variables and a · n clauses can be solved in time 2(1−ε/2+δ)n , and
Hypothesis 3 fails.
If ω = 2, the above would give an essentially tight lower bound under a better hypothesis.
While the lower bounds we obtain under Hypothesis 3 are not nearly as strong as the
tight results we get under Hypothesis 4, they are conditioned on a slightly more believable
hypothesis. Moreover, the techniques seem to be slightly more flexible, so that there might
be hope that a similar result might hold for k-cycle in undirected graphs. When k is odd,
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our hardness results already hold for k-cycle in undirected OV graphs, but when k is even,
k-cycle in general undirected graphs can be solved in O(n2 ) time regardless of k [30]. Hence
our nω−o(1) lower bound from Hypothesis 4 may not extend to undirected graphs if ω > 2.
A strengthening of our MAX-3-SAT-based reductions to undirected graphs might still be
possible, and would be significant as it would be tight, at least for 4-cycles.

Constant Degree Graphs have low OV dimension
Next, we study the complexity of various NP-hard graph problems when they are restricted
to graphs on n nodes with OV dimension O(log n). We begin with problems which are
known to be NP-hard on constant-degree graphs, including Hamiltonian Path and Minimum
Vertex Cover. It follows from prior work [5] that constant-degree graphs have OV dimension
O(log n). However, the proof of this is nonconstructive, and uses the probabilistic method.
We nonetheless show how to derandomize this proof, giving a deterministic polynomial-time
algorithm for finding a representation of a constant-degree graph as an OV graph of dimension
O(log n). We hence show:
I Theorem 8. Any problem which is NP-hard on graphs of constant maximum degree is also
NP-hard on OV graphs of dimension O(log n).
We also show that at least one NP-hard problem, the Max Clique problem, seems to
become easier on OV graphs of dimension d  n, by reducing to a set packing problem:
I Theorem 9. Given as input vectors V = {v1 , . . . , vn } ⊆ {0, 1}d defining a dimension d
OV graph GV , a maximum size clique in GV can be found in time 2d · nO(1) .

Online Matrix-Vector Multiplication
Finally, we study the Online Matrix-Vector Multiplication (OMV) problem: preprocess a
matrix M ∈ Fn×n
so that, given as input a query vector v ∈ Fn2 , one can quickly return the
2
product M · v. The best known algorithms in general answer queries in time n2−o(1) [18].
We show that faster algorithms are possible when the matrix M is the adjacency matrix of a
graph with OV dimension c log n:
I Theorem 10. For c > 0, we can preprocess vectors u1 , . . . , un , v1 , . . . , vn ∈ {0, 1}c log n ,
which define a matrix M ∈ Fn×n
as M [i, j] = 1 if and only if hui , vj i = 0, in preprocessing
2
time Õ(n2 ) with high probability, such that given as input a vector v ∈ Fn2 , we can compute
the product M · v in time n2−1/O(log c) .
Data structures for OMV have many applications. For instance, by multiplying the
adjacency matrix of a graph G by an indicator vector for a subset S ⊆ {1, 2, . . . , n} of the
nodes of G, one gets the neighborhood of S. Similar to [18, Corollary 1.1], our Theorem 10
thus yields a data structure with Õ(n2 ) preprocessing time for OV graphs G of dimension
c · log n which, given as a query a subset S of the nodes of G, can answer whether S is
independent, dominating, or a vertex cover, in time n2−1/O(log c) .
Our data structure for Theorem 10 works by expressing the matrix M as the sum of a
matrix of rank n0.1 and a sparse matrix with n2−1/O(log c) nonzero entries. It does this by
combining the algorithm for OV by Abboud et al. [2], which makes use of the “polynomial
method in algorithm design”, together with known techniques for converting polynomial
method constructions into “matrix rigidity” upper bounds [4].
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1.2

Other Related Work

OV graphs have been studied in a number of other settings in mathematics and computer
science.
The Edge Clique Cover Number (ECCN) of a graph G is the minimum number of
cliques needed to cover the edges of G. We can see that a graph G is an OV graph of
dimension d if and only if the ECCN of the complement of G is d. A line of work in the
combinatorics community has shown that a number of simple classes of graphs have low
ECCN; see e.g. [12, 5, 15, 24, 23].
The complexity of determining the ECCN of an input graph has also been studied. The
problem is known to be NP-hard in general, but Gramm et al. [14] gave a parameterized
O(k)
algorithm running in time 22
· poly(n) on an n node graph with ECCN k. Such a doublyo(k)
exponential dependence on k may be optimal: Cygan et al. [10] showed that a 22
· poly(n)
time algorithm would refute the Exponential Time Hypothesis (a weak version of SETH).
Representations of graphs by the orthogonality relations of vectors have also been studied
in other areas. For instance, Lovász [20] describes “orthonormal representations” where each
node must be assigned a unit vector in Euclidean space, and the vectors corresponding to
nonadjacent vertices must be orthogonal. In this language, if G is a graph with low OV
dimension, then the complement of G has low {0, 1}-faithful orthogonality dimension; see
e.g. [22, 21].

2

Preliminaries

2.1

Notation

For a positive integer d, write 0d for the all-zeroes vector of dimension d. Write || to denote
concatenation of vectors.
Define AN D : {0, 1}d × {0, 1}d → {0, 1}d , the bit-wise AND function by, for x, y ∈ {0, 1}d
and ` ∈ {1, . . . , d}, AN D(x, y)[`] = x[`] · y[`].

2.2

OV Graphs

I Definition 11 (OV Graph). For positive integers n, d and vectors V = {v1 , . . . , vn } ⊆ {0, 1}d ,
the OV graph GV is the graph on n nodes where nodes i and j are adjacent if and only
if hvi , vj i = 0, where the inner product is over Z. The OV dimension of a graph G is the
smallest nonnegative integer d such that G can be written as the OV graph of vectors in
{0, 1}d .
I Definition 12 (Generalized Inner Product). For any positive integers n, d and vectors
v1 , . . . , vn ∈ Zd , we define the generalized inner product
IP({v1 , . . . , vn }) = hv1 , . . . , vn i =

d
X

v1 [`] · v2 [`] · · · vn [`].

`=1

The sum (as well as all inner products in this paper) is taken over Z.
I Definition 13 (k-Uniform OV Hypergraph). For positive integers n, d and vectors V =
{v1 , . . . , vn } ⊆ {0, 1}d , the k-uniform OV hypergraph GV,k is the k-uniform hypergraph on n
nodes where, for distinct nodes i1 , i2 , . . . , ik , the hyperedge (i1 , . . . , ik ) is in GV,k if and only
if hvi1 , vi2 , . . . , vik i = 0.
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I Definition 14 (OV dimension of a matrix). The OV dimension of a matrix M ∈ {0, 1}n×n
is the smallest nonnegative integer d such that there are 2n vectors u1 , . . . , un , v1 , . . . , vn ∈
{0, 1}d with the property that, for any i, j ∈ {1, 2, . . . , n}, we have M [i, j] = 1 if and only if
hui , vj i = 0. Equivalently, the OV dimension of M is the rank of M̄ (the all 1s matrix minus
M ) over the OR, AND (Boolean) semiring.
I Remark 15. The adjacency matrix of an OV graph of dimension d is a matrix of OV
dimension d.

2.3

Algorithmic Problems

I Definition 16. We define some problems. For positive integers n, d:
OVn,d : Given A, B ⊆ {0, 1}d with |A| = |B| = n, determine whether there is an (a, b) ∈
A × B with ha, bi = 0.
EXACT-IPn,d : Given A, B ⊆ {0, 1}d with |A| = |B| = n, and an integer 0 ≤ m ≤ d,
determine whether there is an (a, b) ∈ A × B with ha, bi = m.
OV∆n,d : Given V ⊆ {0, 1}d with |V | = n, determine whether there are distinct a, b, c ∈ V
with ha, bi = hb, ci = hc, ai = 0.
EXACT-IP∆n,d : Given A, B, C ⊆ {0, 1}d with |A| = |B| = |C| = n, and three integers
0 ≤ mAB , mBC , mCA ≤ d, determine whether there is a (a, b, c) ∈ A × B × C with
ha, bi = mAB , hb, ci = mBC , and hc, ai = mCA .
OV-HYPERGRAPHn,d,`,k (for ` > k ≥ 2): Given V ⊆ {0, 1}d with |V | = n, determine
whether there is a T ⊆ V of size |T | = ` such that for all S ⊆ T of size |S| = k we have
IP(S) = 0.
DIRECTED-CYCLEn,d,k : Given V1 , . . . , Vk ⊆ {0, 1}d with |V1 | = · · · = |Vk | = n, determine
whether there is a vi ∈ Vi for each i ∈ {1, 2, . . . , k} such that hvi , vi+1 i = 0 for all such i
(with vk+1 = v1 ).
MAX-k-SATn,m : Given a k-CNF formula φ on n variables and m clauses, determine the
maximum number of clauses of φ which can be satisfied by an assignment.

3

Reduction from MAX-2SAT to Finding Triangles in OV Graphs

I Lemma 17. There is a polynomial-time reduction from MAX-2-SATn,m to O(m3 ) instances
of EXACT-IP∆3·2dn/3e ,m .

Proof. Partition the input variables into three groups X, Y, Z of n/3 variables each. Let S
0
be the set of clauses of φ. Partition S into six sets SX , SY , SZ , SX
, SY0 , SZ0 such that:
0
SX
contains the clauses which consist only of literals of variables from X, and SY0 and
0
SZ are defined similarly.
0
SX ⊆ S \ (SX
∪ SY0 ∪ SZ0 ) contains the clauses which contain one literal from Y and one
from Z, and SY and SZ are defined similarly.
For each of the O(m3 ) choices of 0 ≤ mX , mY , mZ ≤ m, we will determine whether it is
possible to find an assignment to φ which satisfies all but mX clauses of SY0 ∪ SZ , all but
0
mY clauses of SZ0 ∪ SX , and all but mZ clauses of SX
∪ SY . From this we can compute the
desired answer.
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For any assignment α : X → {0, 1}n/3 , define the vector vα ∈ {0, 1}m , whose entries are
indexed by clauses c in S, by

0


0 if c ∈ SX ∪ SY ∪ SZ and α satisfies a literal in c,
vα [c] = 0 if c ∈ SZ0 ∪ SX ,


1 otherwise.
Similarly, for any assignment β : Y → {0, 1}, define vβ ∈ {0, 1}m by

0


0 if c ∈ SX ∪ SY ∪ SZ and α satisfies a literal in c,
0
vβ [c] = 0 if c ∈ SX
∪ SY ,


1 otherwise.
and for any assignment γ : Z → {0, 1}, define vγ ∈ {0, 1}m by

0


0 if c ∈ SX ∪ SY ∪ SZ and α satisfies a literal in c,
vγ [c] = 0 if c ∈ SY0 ∪ SZ ,


1 otherwise.
Note that for any assignment s to all the variables, letting α = s|X , β = s|Y , and γ = s|Z ,
we have that hvα , vβ i counts the number of clauses in SY0 ∪ SZ which are unsatisfied by s,
hvβ , vγ i counts the number of clauses in SZ0 ∪ SX which are unsatisfied by s, and hvγ , vα i
0
counts the number of clauses in SX
∪ SY which are unsatisfied by s. In other words, our
goal is to determine whether there is an α : X → {0, 1}, β : Y → {0, 1}, and γ : Z → {0, 1}
with hvα , vβ i = mX , hvβ , vγ i = mY , and hvγ , vα i = mZ . This is exactly an instance of
EXACT-IP∆3·2dn/3e ,m , as desired.
J
I Theorem 18 (Reduction from EXACT-IP to OV implicit in [8, Proof of Lemma 4.2]). For
any positive integer n, and any c, ε > 0, set s := nε log(c/ε) and d := O(2c/ε log n). There is a
pair of maps
r1 , r2 : {0, 1}c log n × {1, 2, . . . , s} × {0, 1, . . . , c log n} → {0, 1}d
which can be computed in deterministic time O(s · 2c/ε log n) such that for any x, y ∈
{0, 1}c log n , and any m ∈ {0, 1, . . . , c log n}, we have hx, yi = m if and only if there is an
i ∈ {1, 2, . . . , s} such that hr1 (x, i, m), r2 (y, i, m)i = 0 (over Z).
I Lemma 19. For every c, ε > 0, there is a reduction from an EXACT-IP∆n,c log n instance to
n3ε log(c/ε) many instances of OV∆n,O(2c/ε log n) . The EXACT-IP∆ instance is a yes instance
if and only if at least one of the OV∆ instances is a yes instance. The reduction takes time
2O(ε log(c/ε) log n+c/ε) .
Proof. In our EXACT-IP∆n,c log n instance, we are given A, B, C ⊆ {0, 1}c log n with |A| =
|B| = |C| = n and three nonnegative integers mAB , mBC , mCA , and our goal is to determine
whether there is a (a, b, c) ∈ A × B × C such that ha, bi = mAB , hb, ci = mBC , and
hc, ai = mCA .
Set s := nε log(c/ε) and d := O(2c/ε log n), and let r1 , r2 be the maps from Theorem 18.
Then, our goal is equivalently to determine whether there is a choice of (a, b, c) ∈ A ×
B × C and iAB , iBC , iCA ∈ {1, 2, . . . , s} such that hr1 (a, iAB , mAB ), r2 (b, iAB , mAB )i =
hr1 (b, iBC , mBC ), r2 (c, iBC , mBC )i = hr1 (c, iCA , mCA ), r2 (a, iCA , mCA )i = 0.

J. Alman and V. V. Williams

83:9

For each fixed choice of iAB , iBC , iCA ∈ {1, 2, . . . , s}, this is very nearly an instance of
OV∆n,d , which would complete the proof. To convert it into an instance of OV∆n,3d , simply
map:
a → r1 (a, iAB , mAB )||0d ||r2 (a, iCA , mCA ),
b → r2 (b, iAB , mAB )||r1 (b, iBC , mBC )||0d ,
c → 0d ||r2 (c, iBC , mBC )||r1 (c, iCA , mCA ),
for each a ∈ A, b ∈ B, c ∈ C, where || denotes concatenation of vectors, and 0d is the all-0s
vector of length d.
J
I Theorem 20. Suppose that OV∆N,c log N can be solved in (deterministic) time N τ +o(1) for
some constant τ ≥ 0 and all constants c > 0. Then, for any constant a > 0, MAX-2-SATn,an
can be solved in (deterministic) time O(2(τ /3+δ)n ) for every δ > 0.
Proof. Let ε > 0 be a small constant to be set later. Lemma 17 gives a reduction from
MAX-2-SATn,an to O(n3 ) instances of EXACT-IP∆O(2n/3 ),an . Lemma 19 then reduces each
of those to 2O(nε log(a/ε)) instances of OV∆O(2n/3 ),O(n·23a/ε ) . The total time for computing
all these reductions is 2O(nε log(a/ε)+a/ε) .
For any δ > 0, we can pick a sufficiently small ε > 0 so that the combination is a reduction
from MAX-2-SATn,an to 2δn/2 instances of OV∆O(2n/3 ),O(n) , which can be computed in 2δ/2
time. Each of those instances can be solved in time 2τ n/3+o(n) using the given algorithm
with N = O(2n/3 ), as desired.
J
Finally, we can extend Theorem 20 from showing hardness just for OV∆n,O(log n) to
showing hardness for DIRECTED-CYCLEn,O(log n),k for any integer k ≥ 3 (the two problems
coincide when k = 3) via a simple reduction:
I Lemma 21. For any integer k ≥ 3, there is a linear-time reduction from OV∆n,O(log n) to
DIRECTED-CYCLEn,O(log n),k .
Proof. OV∆n,O(log n) reduces to DIRECTED-CYCLEn,O(log n),3 by simply repeating the given
input set three times (unless it contains the all-zeroes vector, in which case we include it in
only one of the three sets). We next show how to reduce from DIRECTED-CYCLEn,O(log n),k−1
to DIRECTED-CYCLEn,O(log n),k for any k ≥ 4, which will complete the proof.
We are given as input k − 1 sets V1 , . . . , Vk−1 ⊆ {0, 1}d for d = O(log n) and |Vi | = n for
all i ∈ {1, 2, . . . , k − 1}. For each i write Vi = {vi,j }j∈{1,...,n} .
0
Next, for a sufficiently large d0 = O(log n), pick 2n vectors α1 , . . . , αn , β1 , . . . , βn ∈ {0, 1}d
such that, for i, j ∈ {1, 2, . . . , n} we have
(
0
if i = j
hαi , βj i =
≥ 1 otherwise.
This can be done, for instance, by picking each αi to be a different vector with exactly half
its entries 1, and picking βi to be ᾱi (i.e.
the all 1s vector minus αi ). We thus can pick the

d0
0
smallest d = O(log n) such that d0 /2 ≥ n.
0

We will now pick sets V10 , . . . , Vk0 ⊆ {0, 1}2d+d for our DIRECTED-CYCLEn,O(log n),k
0
0
instance. We will pick Vi0 = {vi,j
}j∈{1,2,...,n} , where the vi,j
vectors are defined as follows:
0
d0
0
If i ∈ {1, 2, . . . , k − 2} then set vi,j = vi,j ||vi,j ||0 . Then, set vk−1,j
= 0d ||vk−1,j ||αj and
0
vk,j
= vk−1,j ||0d ||βj .
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We can see with these choices that the vectors (v1,j1 , v2,j2 , . . . , vk−1,jk−1 ) formed a k − 1
cycle in the original instance of DIRECTED-CYCLEn,O(log n),k−1 if and only if the k vec0
0
0
0
tors (v1,j
, v2,j
, . . . , vk−1,j
, vk,j
) form a k cycle in the new instance we created of
1
2
k−1
k−1
0
0
0
DIRECTED-CYCLEn,O(log n),k . Moreover, hvk−1,j
, vk,j
0 i = 0 if and only if j = j , so these are
the only possible k cycles in the new instance, as desired.
J
I Corollary 22. Suppose for any k ≥ 3 that DIRECTED-CYCLEn,O(log n),k can be solved
in (deterministic) time N τ +o(1) for some constant τ ≥ 0. Then, for any constant a > 0,
MAX-2-SATn,an can be solved in (deterministic) time O(2(τ /3+δ)n ) for every δ > 0.

4

Hypercliques in OV Hypergraphs and Directed Cycles

A straightforward generalization of the above argument shows:
I Theorem 23. Suppose, for integers ` > k ≥ 2, that OV-HYPERGRAPHN,O(log N ),`,k can
be solved in (deterministic) time N τ +o(1) for some constant τ ≥ 0. Then, for any constant
a > 0, MAX-k-SATn,an can be solved in (deterministic) time O(2(τ /`+δ)n ) for every δ > 0.
Following the reduction from finding hypercliques in hypergraphs to finding directed
cycles of [19], we can also reduce to finding directed cycles in OV graphs, with some care to
ensure that the OV dimension does not increase too much:
I Theorem 24. Let k ≥ 4 be a constant integer. There is a Õ(d·nk−dk/3e ) time deterministic
reduction from OV-HYPERGRAPHn,d,k,3 to DIRECTED-CYCLEnk−dk/3e ,d+O(log n),k .
The proof of the theorem is a bit technical, so we first present the special case for k = 4
and then highlight some changes.
I Theorem 25 (k = 4 case of Theorem 24). There is a O(d · n2 log n) time deterministic
reduction from OV-HYPERGRAPHn,d,4,3 to DIRECTED-CYCLE(n),d+O(log n),4 .
2

Proof. In OV-HYPERGRAPHn,d,4,3 , we are given as input a size-n set V = {v1 , . . . , vn } ⊆
{0, 1}d , and we want to determine whether there is a T ⊆ V of size |T | = 4 such that, for all
S ⊆ T of size |S| = 3, we have IP(S) = 0.
We first give some definitions. Define AN D : {0, 1}d × {0, 1}d → {0, 1}d by, for x, y ∈
{0, 1}d and ` ∈ {1, . . . , d}, AN D(x, y)[`] = x[`] · y[`]. Next, similar to Lemma 21, for a
0
sufficiently large d0 = O(log n), pick 2n vectors α1 , . . . , αn , β1 , . . . , βn ∈ {0, 1}d such that,
for i, j ∈ {1, 2, . . . , n} we have
(
0
if i = j
hαi , βj i =
≥ 1 otherwise.
As before, we can pick the smallest d0 = O(log n) such that
2

2

d0
d0 /2



≥ n. Finally, define

d0

χ : {1, 2, 3, 4} × {1, 2, . . . , n} → {0, 1} by


if p = q

αj
χ(p, q, i, j) = βi
if p = q + 1 (mod 4)


0d0 otherwise.
0

Our reduction constructs sets V1 , V2 , V3 , V4 ⊆ {0, 1}d+4d , each of size
each p ∈ {1, 2, 3}, and 1 ≤ i < j ≤ n, put into set Vp the vector

n
2



, as follows. For

J. Alman and V. V. Williams

83:11

vi,j,p := AN D(vi , vj )||χ(p, 1, i, j)||χ(p, 2, i, j)||χ(p, 3, i, j)||χ(p, 4, i, j),
where || denotes vector concatenation. Finally, for each 1 ≤ i < j ≤ n, put into V4 the vector
vj,i,4 := AN D(vi , vj )||χ(4, 1, j, i)||χ(4, 2, j, i)||χ(4, 3, j, i)||χ(4, 4, j, i).
We picked the function χ so that, for a, b, c, d ∈ {1, 2, . . . , n},
for p ∈ {1, 2, 3}, we have hva,b,p , vc,d,p+1 i = 0 if and only if a < b = c < d and
hAN D(via , vib ), AN D(vib , vid )i = hvia , vib , vid i = 0.
For p = 4, we have hva,b,4 , vc,d,1 i = 0 if and only if a > b = c < d and hvia , vib , vid i = 0.
In other words, there are a, b, c, d ∈ {1, 2, . . . , n} such that hva,b,1 , vb,c,2 i = hvb,c,2 , vc,d,3 i =
hvc,d,3 , vd,a,4 i = hvd,a,4 , va,b,1 i = 0 if and only if 1 ≤ a < b < c < d ≤ n and, for every
S ⊆ {via , vib , vic , vid } of size |S| = 3 we have IP(S) = 3. In other words, the sets V1 , V2 , V3 , V4
form the desired instance of DIRECTED-CYCLE(n),d+4d0 ,4 .
J
2

Now we highlight the main changes to the above proof needed to obtain Theorem 24.
Sketch of the proof of Theorem 24. We start with OV-HYPERGRAPHn,d,k,3 where we are
given as input a size-n set V = {v1 , . . . , vn } ⊆ {0, 1}d , and we want to determine whether
there is a T ⊆ V of size |T | = k such that, for all S ⊆ T of size |S| = 3, we have IP(S) = 0.
Let γ = k − dk/3e.
The reduction from k-hyperclique in 3-uniform hypergraphs to k-hypercycle in 3-uniform
hypergraphs from [19] carries over to our case and we see (details in the full version) that
OV-HYPERGRAPHn,d,k,3 reduces to the following OV Hypercycle problem: given k sets of
vectors W1 , . . . , Wk where Wi ⊆ {0, 1}d with |Qi | = n, are there a1 ∈ W1 , . . . , ak ∈ Qk so
that for every j ∈ {1, . . . , k}, we have that haj , aj+1 , . . . , aj+γ i = 0, where indices are taken
mod k.
We now take this hypercycle problem with generalized inner product over (γ + 1)-tuples
and reduce it to k-cycle in a graph with roughly nγ vertices extending our construction for
4-cycle.
We extend the definition of AND to take the bitwise AND of a γ-tuple of d length bit
vectors. We then select for sufficiently high d0 , 2nγ−1 vectors α1 , . . . , αnγ−1 , β1 , . . . , βnγ−1 ∈
0
{0, 1}d such that, for i, j ∈ {1, 2, . . . , n}γ−1 we have
hαi , βj i =

(
0
≥1

if i = j
otherwise.

This can be done as before by picking each αi to be a different vector with exactly half its
entries
picking βi to be ᾱi . Then we get d0 = O(log n) by picking the smallest d0 with
 1, and
0
d0
γ−1
. We define χ : {1, 2, . . . , k}2 × {1, 2, . . . , n}γ → {0, 1}d by the below, where
d0 /2 ≥ n
i1 , . . . , iγ ∈ {1, . . . , n}:


if p = q
αi2 ,...,iγ

χ(p, q, i1 , . . . , iγ ) = βi1 ,...,iγ−1 if p = q + 1 (mod k)


0d0
otherwise.
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0

Our reduction constructs sets V1 , V2 , . . . , Vk ⊆ {0, 1}d+kd , each of size roughly nγ , as
follows. For each p ∈ {1, 2, . . . , k}, and each γ-tuple i1 , . . . , iγ ∈ {1, . . . , n} put into set Vp
the vector
vi1 ,...,iγ ,p := AN D(vip1 , . . . , vipγ )||χ(p, 1, vip1 , . . . , vipγ )||χ(p, 2, vip1 , . . . , vipγ )|| . . . ||χ(p, k, vip1 , . . . , vipγ ),

where || denotes vector concatenation and vjp is the jth node of Wp from the hypercycle
instance.
We picked the function χ so that,
hvi1 ,...,iγ ,p , vj1 ,...,jγ ,p+1 i = 0
if and only if (vip2 , . . . , vipγ ) = (vip+1
, . . . , vip+1
) and
1
γ−1
, . . . , vjp+1
)i = hv1p , v2p , . . . , vγp , vγp+1 i = 0.
hAN D(vip1 , . . . , vipγ ), (vjp+1
1
γ
In other words, there is an OV k-cycle if and only if there was an OV k-hypercycle.

J

We obtain the following corollary:
I Corollary 26. Suppose that there is some ε > 0 so that DIRECTED-CYCLEn,O(log n),k can
be solved in
O(n3/2−ε ) time for some k ≥ 6 divisible by 3, or
O(n3/2+1/(2`)−ε ) time for some k = 3` + 1 ≥ 4, or
O(n3/2+1/(4`+2)−ε ) time for some k = 3` + 2 ≥ 5.
Then, for any constant a > 0, MAX-3-SATn,an can be solved in (deterministic) time
O(2(1−ε/4+δ)n ) for every δ > 0.
In particular, if DIRECTED-CYCLEn,O(log n),4 can be solved in time n2−ε time for some
ε > 0, then MAX-3-SATn,an has a faster algorithm.

5

Consequences for dynamic problems

In this section we will give two reductions that show that under Hypothesis 4, dynamic graph
problems are hard even in OV graphs. We will need two tools to prove our theorems.
The first is from the previous section. It says that for any n we can construct 2n Boolean
vectors of length O(log n), α1 , . . . , αn , β1 , . . . , βn so that hαi , βj i = 0 if and only if i = j.
The second tool is a way to make an OV graph “layered”.
B Claim 27. For any ` ≥ 2, there exist ` nonzero Boolean vectors a1 , . . . , a` of length
2 + (` − 2)(` − 1)/2 so that for each i, j, hai , aj i = 0 if and only if j = i + 1 or i = j + 1.
Proof. We proceed by induction. For ` = 2, the vectors are [1, 0] and [0, 1]. Suppose the
vectors for ` are a1 , . . . , a` and have length L, then for every j < `, replace aj with aj
concatenated with the length ` − 1 bit vector that is all 0 except in position j in which it is
1. Replace a` with a` concatenated with the length ` − 1 all 0s vector. Finally set a`+1 to be
the length L all 0s vector concatenated with the length ` − 1 all 1s vector.
After the vector replacement, haj , a`+1 i > 0 for all j < `, and hai , aj i is the same as
before the replacement for i, j ≤ `, and ha` , a`+1 i = 0. The length of the vectors goes up by
` − 1. If we assume inductively that L = 2 + (` − 2)(` − 1)/2, adding ` − 1, we complete the
proof as (` − 2)(` − 1)/2 + (` − 1) = (` − 1)`/2.
C
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I Remark 28. In fact, we will see in Theorem 32 below that the bound 2 + (` − 2)(` − 1)/2 in
Claim 27 can be replaced by only O(log `). However, such an improvement is unimportant
for the results in this section, in which we will always pick ` to be a constant.
First let us consider the dynamic s-t OV Shortest Paths which asks to maintain the
distance between two fixed vertices s and t in an n node OV graph with dimension O(log n)
under vertex relabel updates (change the vector representing a node).
I Theorem 29. Under Hypothesis 4, dynamic s-t OV Shortest Paths with vertex label
updates that change at most one edge at a time requires either nω−o(1) preprocessing time,
or nω−1−o(1) amortized update time. If arbitrary vertex label updates are supported, then
5/3 − ε-approximating the s-t distance requires nω−1−o(1) amortized update time even when
starting with an empty graph (all vectors are all 1s).
Proof. Suppose we are given an instance of OV∆ with n vectors V of dimension d = O(log n).
We will start with the proof for vertex label updates that change at most a single edge.
Let us create 4 sets of vectors V1 , V2 , V3 , V4 , using the vectors a1 , a2 , . . . , a6 from Claim 27:
for each i ∈ {1, . . . , 4} and for every v ∈ V , put in Vj the vector v j that concatenates v
with aj+1 . In addition, create two new vectors, s and t, where s is the d-length all 1s vector
concatenated with a1 and t is the d-length all 1s vector concatenated with a6 .
By construction, s and t are non-orthogonal with all other vectors, and a vector v j ∈ Vj
and a vector uk ∈ Vk for j ≤ k are orthogonal if and only if k = j + 1 and u and v are
orthogonal in the original OV∆ instance.
We will use the length d0 = O(log n) vectors α1 , . . . , αn , β1 , . . . , βn from our first tool.
For every vector v j ∈ V j for j ∈ {2, 3}, we concatenate the length d0 all 0s vector to its end.
For a vector vqj ∈ V j for j ∈ {1, 4} (where vq is the qth vector of V ) we concatenate βq to
the end of it. This does not change the orthogonality of the vectors. We also concatenate
the length d0 all zeros vector to the ends of both s and t.
This completes the preprocessing stage.
Now, the updates are as follows. We have n stages, one for each vector vq ∈ V . In the
stage for vq , we replace the last d0 bits of s and t with αq and the first d bits with the all
0 vector. This has the effect of inserting the edges (s, vq1 ) and (vq4 , t) and leaving all other
edges unchanged.
Then, the distance between s and t in the new OV graph is 5 if and only if there are
vectors a, b ∈ V such that hvq , ai = ha, bi = hb, vq i = 0. At the end of the stage for vq , we
undo the relabeling of s and t and we move on to the next vector in V . This effectively
deletes the two edges that were inserted.
The number of stages is n, and so if the preprocessing time is O(nω−ε ) for ε > 0, then
the total time of all n update stages needs to be nω−o(1) under our Hypothesis, and hence
the amortized time per update is nω−1−o(1) .
Now we present a simpler proof where the updates are arbitrary relabelings. In the
previous proof since the edges in the initial graph would be too expensive to insert one by
one using single edge updates, we needed preprocessing. Here there will be no need for
preprocessing since we can simply label all vertices as needed one by one.
Create just two sets of vectors V1 , V2 , using the vectors a1 , a2 , a3 , a4 from Claim 27: for
each i ∈ {1, 2} and for every v ∈ V , put in Vj the vector v j that concatenates v with aj+1 . In
addition, create two new vectors, s and t, where s is the d-length all 1s vector concatenated
with a1 and t is the d-length all 1s vector concatenated with a4 . Then we will have n stages
one for each vector vq ∈ V in which we will change s and t as follows. In the stage for vq , we
replace the first d bits of s and t with vq . Now, s will only be orthogonal to the vectors in V1
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corresponding to original vectors that are orthogonal to vq and t will be orthogonal to the
vectors in V2 corresponding to original vectors that are orthogonal to vq . Thus the distance
between s and t is 3 if there is a triangle in the OV graph, and it is at least 5 otherwise. J
The second dynamic problem we will prove hardness for is dynamic bipartite perfect
matching in OV graphs: given an OV graph maintain whether it has a perfect matching,
under vertex relabel updates.
I Theorem 30. Dynamic bipartite perfect matching in OV graphs on n nodes and dimension
O(log n) under vertex relabel updates that change only a single edge at a time requires either
nω−o(1) preprocessing time, or nω−1−o(1) amortized update time. If arbitrary vertex relabelings
are supported, the same lower bound holds but with arbitrary preprocessing.
Proof. The proof is similar to the proof of the previous theorem.
We start with an instance of OV∆, and make it layered with 10 layers, s, V 1,1 , V 1,2 , V 2,1 ,
2,2
V , V 3,1 , V 3,2 , V 4,1 , V 4,2 , t. Here s and t are vertices and the rest contain vectors corresponding to the vectors in V . The layering is accomplished using Claim 27 as in the previous
theorem. This adds a constant number of coordinates to the vectors.
For a particular j, the edges between V j,1 and V j,2 are just a matching between the
vectors vqj,1 and vqj,2 corresponding to a vector vq ∈ V . This is accomplished using the vectors
αi and βi from our first tool.
The edges between V j,2 and V j+1,1 are between vectors vqj,2 and vrj+1,1 that correspond
to vq , vr ∈ V that are orthogonal.
The above two tasks are accomplished as follows. Let L = O(1) be the length of the
vectors aj for j ∈ {1, . . . , 12} from Claim 27 . Let d = O(log n) be the length of the
vectors from the original OV∆ instance and let d0 = O(log n) be the length of the vectors
α1 , . . . , αn , β1 , . . . , βn from our first tool. Let 0t denote the length-t all 0s vector. Each of
the vectors vqj,b for j ∈ {1, 2, 3, 4}, b ∈ {1, 2} is of length L + 2d0 + 2d as follows. If j is
odd, a vector vqj,1 is the concatenation of a2j+2 , 0d0 , αq , vq and 0d , and a vector vqj,2 is the
concatenation of a2j+3 , 0d0 , βq , 0d and vq . On the other hand, if j is even, a vector vqj,1 is
the concatenation of a2j+2 , αq ,0d0 , 0d and vq , and a vector vqj,2 is the concatenation of a2j+3 ,
βq , 0d0 , vq and 0d .
We make s and t orthogonal to each other but not to anything else. This can be done by
letting s be a1 followed by 02d0 +2d and t be a2 followed by 02d0 +2d . Since all other vectors
start with ak for k ≥ 4, s and t are not orthogonal to any of the other vectors but are
orthogonal to each other.
This completes the preprocessing stage. At this point there is a perfect matching consisting
of (s, t) and the perfect matchings between V j,1 and V j,2 for j ∈ {1, 2, 3, 4}.
There is a stage for each vq ∈ V . In the stage for vq , we make s be in layer 1 and only
orthogonal to vq1,1 , and t be in layer 10 and only orthogonal to vq4,2 . This effectively deletes
the edge (s, t) and inserts edges (s, vq1,1 ) and (vq4,2 , t). (These updates are undone at the end
of the stage.)
Since vq1,1 is the concatenation of a4 , αq , 0d0 , 0d , vq and vq4,2 is the concatenation of
a11 , βq , 0d0 , vq , 0d , we only need to set s to be the concatenation of a3 , βq , 0d0 , 0d , 0d and t to
be the concatenation of a12 , αq , 0d0 , 0d , 0d .
Now the only way that for there to be a perfect matching is if there are va , vb ∈ V so
that vq , va , vb form a triangle in the original OV graph. The number of updates is O(n), and
hence we get the same conditional lower bound as in the previous theorem.
J
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Problems still NP-hard on OV graphs

We begin by recalling Alon’s original proof that graphs with low maximum degree can be
written as OV graphs of low dimension:
I Lemma 31 ([5, Lemma 3.2]). For any graph G with n nodes and maximum degree d, there
2
are n vectors in {0, 1}O(d log n) whose OV graph is G.
Proof. (We give here the original proof of [5].) Let k = d2e2 (d + 1)2 ln ne. We begin
by picking n vectors v1 , . . . , vn ∈ {0, 1}k at random: for each i ∈ {1, 2, . . . , n} and each
` ∈ {1, 2, . . . , k} we set vi [`] = 1 independently with probability 1/(d + 1), and vi [`] = 0
otherwise. Next, we perform a “correction”: for each i, j ∈ {1, 2, . . . , n} which are adjacent
nodes in G, and each ` ∈ {1, 2, . . . , k} such that vi [`] = vj [`] = 1, we set both vi [`] and vj [`] to
0. After this correction, every edge in G is also an edge in the OV graph for V = {v1 , . . . , vn }.
Now, consider any i, j ∈ {1, 2, . . . , n} which are not adjacent in G. They are also
not adjacent in the OV graph of V so long as there is an ` ∈ {1, 2, . . . , k} such that (1)
vi [`] = vj [`] = 1 before the correction phase, and (2) for every i0 ∈ {1, 2, . . . , n} \ {i, j} which
is adjacent to i or j (there are at most 2d such i0 s), vi0 [`] = 0 before the correction phase.
For a fixed ` ∈ {1, 2, . . . , k}, this happens with probability

2d
1
1
1
1
−
≥ 2
.
(d + 1)2
d+1
e (d + 1)2
Thus, for a fixed pair i, j ∈ {1, 2, . . . , n} which are not adjacent in G, the probability that
they are adjacent in the OV graph of V is at most

k
2
2
1
1
1− 2
≤ e−k/e (d+1) ≤ 2 .
e (d + 1)2
n
It follows that the expected number of i, j ∈ {1, 2, . . . , n} which are not adjacent in G but
are adjacent in the OV graph of V is at most n2 · n−2 < 1/2. Hence, by the probabilistic
method, there is a choice of randomness for which there are no such i, j, and hence the OV
graph of V is exactly our graph G, as desired.
J
I Theorem 32. Given a graph G with n nodes and maximum degree d, there is a deterministic
2
2
algorithm running in time nO(d ) to find n vectors in {0, 1}O(d log n) whose OV graph is G.
Proof. We will derandomize the construction from Lemma 31. We first note that, for a
fixed `, when picking vi [`] for all i before the correction phase, it is sufficient to pick them
(2d + 2)-wise independently, rather than fully independently as we did in the original proof.
Indeed, in the proof that any i, j ∈ {1, 2, . . . , n} which are not adjacent in G are also not
adjacent in the OV graph of V , we only needed to consider vi0 [`] for (2d + 2) choices of
i0 . For a fixed `, we can thus draw the required vi [`] before the correction phase for all
i, (2d + 2)-wise independently, to be 1 with probability 1/(d + 1), and 0 otherwise, using
O(d log n) random bits via standard constructions.
Next, rather than independently sample such a vector for each `, we use the standard
derandomization trick of using a random walk on a constant-degree expander graph (see
e.g. [25, Section 4.2]). We saw above that for a given i, j ∈ {1, 2, . . . , n} which are not adjacent
in G, the required vector entries for a particular ` can be drawn with O(d log n) random bits,
and will cause them to be not adjacent in the OV graph of V with probability 1/O(d2 ). Hence,
using an expander random walk, we can draw the vector entries for t = O(d2 log n) different
`s using O(t + d log n) = O(d2 log n) random bits. As before, there is a choice of randomness
2
2
for which the resulting OV graph is G. We can iterate over all 2O(d log n) = nO(d ) choices of
randomness to find such an OV graph as desired.
J
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This immediately gives a polynomial-time reduction from algorithmic problems on sparse
graphs to algorithmic problems on OV graphs of dimension O(log n). For instance:
I Corollary 33. Any problem which is NP-hard on graphs of constant maximum degree is
also NP-hard on OV graphs of dimension O(log n).
Finally, we note that some NP-hard graph problems do become easier on OV graphs:
I Theorem 34. Given as input vectors V = {v1 , . . . , vn } ⊆ {0, 1}d defining a dimension d
OV graph GV , a maximum size clique in GV can be found in time 2d · nO(1) .
Proof. A clique in GV of size s corresponds to a subset S ⊆ V of size |S| = s such that, for
each i ∈ {1, 2, . . . , d}, there is at most one v ∈ V such that v[i] = 1. Equivalently, if we view
each v ∈ V as a subset of U := {1, 2, . . . , d} (i.e. i ∈ v if and only if v[i] = 1), then S ⊆ V
is a clique if and only if it is a collection of disjoint subsets of U . Finding the maximum
size clique is hence the set packing problem in a universe of size d, which can be solved in
2d · nO(1) time [7].
J

7

OV Matrices and Online Matrix-Vector Multiplication

I Theorem 35. For any real numbers a, c with c > 2a > 0, and any matrix M ∈ Fn×n
2
of OV dimension c · log n, we can write M = L · R + S where L, RT ∈ Fn×r
for r =
2
na log(c/a)+o(1) , and S ∈ Fn×n
has at most O(n2−a ) entries equal to 1. Moreover, given the
2
vectors u1 , . . . , un , v1 , . . . , vn ∈ {0, 1}c log n such that M [i, j] = 1 if and only if hui , vj i = 0
(over Z), we can compute L, R and S in randomized time Õ(n2 ) with high probability.
Proof. We use the polynomial method similar to [2, Theorem 1.1]. Let d = c log n. For every
P
subset S ⊆ {1, 2, . . . , d}, define the polynomial pS : Fd2 → F2 by pS (x) = `∈S x[`]. Notice
that, when x = 0d , then pS (x) = 0 for all S, and when x 6= 0d , then pS (x) = 1 for half of all
S.
Let m = a log n. We begin by picking m independent, uniformly random subsets
S1 , . . . , Sm ⊆ {1, 2, . . . , d}. We then compute the set E of all pairs (i, j) ∈ {1, . . . , n}2
such that AN D(ui , vj ) 6= 0d but pSt (AN D(ui , vj )) = 0 for all t ∈ {1, . . . , m}. This can be
computed in O(n2 md) = Õ(n2 ) time. From the above discussion, a given (i, j) will be in
E with probability 2−m = n−a , and so the expected size of E is n2−a . Hence, by Markov’s
inequality, |E| ≤ 100 · n2−a with probability at least 0.99; if this is not the case, repeat
independently until it is.
Qm
Now, consider the polynomial p : Fd2 → F2 given by, for z ∈ Fd2 , p(z) = 1+ t=1 (1+pSt (z)).
Since p is over F2 , with x2 = x for all x ∈ F2 , we can assume that p is multilinear by reducing
any exponent larger than 1 to 1. Hence, we can expand p into a sum of multilinear monomials,
and the number r of monomials will be at most1
r≤

m  
X
d
g=0

1

g


≤O

d
m

m


=O

c log n
a log n

a log n

≤ na log(c/a)+o(1) .

Here we use the fact, from Stirling’s inequality, that for any 1 ≤ k ≤ n we have
O(n/k)k .

n
k



≤

nk
k!

≤

e·n k
k



≤
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In particular, since for x, y ∈ Fd2 the vector AN D(x, y) consists of a single monomial in
terms of x and y in each entry, i.e. AN D(x, y)[`] = x[`] · y[`], we can write
p(AN D(x, y)) =

r
X
Y

x[`] · y[`]

w=1 `∈Tw

for some subsets T1 , . . . , Tr ⊆ {1, 2, . . . , d}. Define the map V : Fd2 → Fr2 by V (x)[w] =
Q
`∈Tw x[`]. Hence, p(AN D(x, y)) = hV (x), V (y)i (where the inner product is over F2 ).
Finally, we can define our matrices L, R, S as follows: L ∈ Fn×r
is the matrix whose
2
n×n
ith row is V (ui ), R ∈ Fr×n
is
the
matrix
whose
jth
column
is
V
(v
j ), and S ∈ F2
2
is the matrix whose entry S[i, j] is 1 if and only if (i, j) ∈ E. Hence, we can see that
(L · R)[i, j] = p(AN D(ui , vj )), and we have defined E so that S[i, j] = 1 if and only if
p(AN D(ui , vj )) 6= M [i, j].
J
I Corollary 36. For c > 0, given vectors u1 , . . . , un , v1 , . . . , vn ∈ {0, 1}c log n which define
0.1
a matrix M ∈ Fn×n
of OV dimension c log n, we can compute matrices L ∈ F2n×n ,
2
0.1
R ∈ Fn2 ×n and S ∈ Fn×n
in time Õ(n2 ) with high probability such that S has at most
2
n2−1/O(log c) nonzero entries and M = L · R + S.
Proof. Apply Theorem 35 with a = 1/O(log c) so that a log(c/a) < 0.1.

J

I Corollary 37. For c > 0, we can preprocess vectors u1 , . . . , un , v1 , . . . , vn ∈ {0, 1}c log n
which define a matrix M ∈ Fn×n
of OV dimension c log n, in preprocessing time Õ(n2 ) with
2
high probability, such that given as input a vector v ∈ Fn2 , we can compute the product M · v
in time n2−1/O(log c) .
Proof. In preprocessing we compute the matrices L, R, S from Corollary 36. Then, on
input v, we compute L · (R · v) in O(n1.2 ) time and S · v in n2−1/O(log c) time, and sum the
results.
J
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Abstract
Say that we are given samples from a distribution ψ over an n-dimensional space. We expect
or desire ψ to behave like a product distribution (or a k-wise independent distribution over its
marginals for small k). We propose the problem of enumerating/list-decoding all large subcubes
where the distribution ψ deviates markedly from what we expect; we refer to such subcubes as skewed
subcubes. Skewed subcubes are certificates of dependencies between small subsets of variables in ψ.
We motivate this problem by showing that it arises naturally in the context of algorithmic fairness
and anomaly detection.
In this work we focus on the special but important case where the space is the Boolean hypercube,
and the expected marginals are uniform. We show that the obvious definition of skewed subcubes
can lead to intractable list sizes, and propose a better definition of a minimal skewed subcube, which
are subcubes whose skew cannot be attributed to a larger subcube that contains it. Our main
technical contribution is a list-size bound for this definition and an algorithm to efficiently find all
such subcubes. Both the bound and the algorithm rely on Fourier-analytic techniques, especially
the powerful hypercontractive inequality.
On the lower bounds side, we show that finding skewed subcubes is as hard as the sparse
noisy parity problem, and hence our algorithms cannot be improved on substantially without a
breakthrough on this problem which is believed to be intractable. Motivated by this, we study
alternate models allowing query access to ψ where finding skewed subcubes might be easier.
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1

Introduction

Assume that we observe samples from a distribution ψ over points in n-dimensional space Dn .
Our prior belief is that each attribute has a marginal distribution µi and that the various
attributes are nearly independent (or at least k-wise independent for small k), hence ψ is
Q
close to the product distribution µ = i µi . Our goal is to find significant deviations between
our hypothesis µ and the observed distribution ψ, manifested as significant dependencies
between small sets of variables. The distribution µ might represent either a prior model for

1
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ψ, or it might be represent a target distribution that we wish ψ to be close to. This problem
arises naturally in several machine learning applications as we detail in Section 1.1, but first
we formulate the problem with more detail.
To formulate a precise statement, we first define the notion of subcubes. Assume that
D is ordered and bounded, the two canonical examples are Dn = {0, 1}n and Dn = [0, 1]n .
Let K ⊆ [n] be a set of k coordinates. For x ∈ Dn , xK denotes the projection of x onto
coordinates in K. For each j ∈ K, let Ij ( D be an interval in D. We call the set of points
Q
C = {x ∈ Dn : xK ∈ j∈K Ij } a subcube of codimension k. We have
µ(C) := Pr [x ∈ C] =
x∼µ

Y
j∈K

Pr [xj ∈ Ij ] =

xj ∼µj

Y

µj (Ij ).

j∈K

If we similarly define ψ(C) := Prx∼ψ [x ∈ C], then our goal is to find subcubes such that
|µ(C) − ψ(C)| ≥ γ. Motivated by our applications, we add two more desiderata to our
problem formulation (that will be justified shortly): we restrict to large subcubes, and we
want algorithms that enumerate all subcubes that satisfy our conditions.
One way to restrict to large subcubes is to only consider subcubes with µ(C) ≥ η for
some η ∈ [0, 1]. Alternately, we could bound the codimension by k. The advantage of the
Q
latter is that we only need that µ is k-wise independent for the equality µ(C) = j∈K µj (Ij )
to hold. In the discrete case Dn = {0, 1}n , the two notions coincide since µ(C) = 2−k for
subcubes of codimension k.
Rather then phrasing this as an optimization question where the goal is to find the
subcube that maximizes the deviation γ, our goal will be to come up with a list-decoding style
algorithm that enumerates over all subcubes of codimension k such that |µ(C) − ψ(C)| ≥ γ.
In addition to being a natural algorithmic question in its own right, this problem comes
up in recent work in machine learning, on anomaly detection and fairness.

1.1

Motivation

Fairness in Machine Learning
Assume there is a base population P of individuals, each described by n attributes. We
naturally view P as inducing a distribution µ on the attribute space Dn . Suppose that
small subsets of the attributes are nearly independent, so that µ is close to being k-wise
independent for some k which is small compared to n. We are given a distribution ψ over
this population. Our goal is to discover significant biases in the distribution that are not
present in the original population P . For instance the population P might be the set of
students that apply to a university, and ψ might represent the set of successful applicants.
Or P might be the training data for a machine learning algorithm while ψ represents the
misclassified inputs. The latter setting has received a fair amount of attention in the context
of algorithmic bias and fairness in Machine learning, where the most commonly studied
notion is that of intersectionality bias [4]: we are interested in biases where we restrict the
values of some small subset of attributes, which are typically discrete. See for instance a
recent study showing that facial recognition software has higher error rates for women of
color [3]. Our motivation for considering subcubes is that it captures intersectionality in the
discrete setting.
Enumerating over all subcubes is more appropriate than optimization in this setting since
not all intersectionalities might be equally important. The fact that college applications
submitted during certain days of the week are less likely to be accepted might not be as
significant as the fact that certain zipcodes are less likely to be accepted; even if the deviation
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is lower in the latter case. We ask for algorithms that enumerate over all biased subcubes
and leave it to subject experts to decide how interesting these are, just as in list-decoding we
do not worry about how the receiver chooses from the list of possible codewords returned by
the decoder. Another reason to favor enumeration is that in real-world datasets, we may
not expect ψ to be truly k-wise independent; we might expect correlations between certain
sets of attributes. But even so, an exhaustive list of significant correlations might lead us
to discover interesting new properties of the distribution and refine our model for ψ. The
restriction to subcubes of bounded codimension is natural since intersectionalities of few
attributes are more interesting.

Anomaly Detection
Anomaly detection is a ubiquitous unsupervised learning problem [5]. Isolation based methods
for anomaly detection have proven to be extremely effective in practice [15, 7, 11]. Building
on this, the recent work of [10] proposes an approach to anomaly detection based on a
notion called Partial Identification. It assigns a score denoted PIDScore(x, P ) to each point
x ∈ P which measures how easy it is to distinguish x from other points in P . They give
a heuristic to compute PIDScore(x, P ), and show that the resulting anomaly detection
algorithm outperforms several popular anomaly detection methods, across a broad range of
benchmarks.
Formally, given a set of points P ⊆ Dn and a subcube C ∈ Dn , define the sparsity of C as
ρ(C) =

vol(C)
|C ∩ P |

The PIDScore of a point x ∈ P is the maximum value of ρ(C) over all subcubes that
contain it.
PIDScore(x, P ) = max ρ(C).
C3x

Anomalous points are those for which PIDScore(x, P ) ≥ t for some threshold t. Equivalently,
it suffices to find all C such that ρ(C) ≥ t, and then take all the points contained in them.
To relate this to our problem, let us take µ to be the uniform measure over Dn and ψ to
be the measure induced by P . Rescaling ρ by a factor of |P |/vol(Dn ), we get
ρ0 (C) =

µ(C) 2
vol(C) |P |
≈
.
vol(Dn ) |C ∩ P |
ψ(C)

If we also scale the threshold t by the same factor, then the set of outliers stays the same.
But ρ0 (C) ≥ t0 implies ψ(C) ≤ µ(C)/t0 , hence
µ(C) − ψ(C)
1
≥ 1 − 0.
µ(C)
t
Thus this is an instance of the problem that we consider, where our goal is to find non-empty
subcubes that are underrepresented in ψ, when compared to µ. Enumeration over all sparse
subcubes is natural in this setting, since we wish to list all points with high scores.

2

Actually |C ∩ P |/|P | = ψ(C) only in expectation, but since subcubes have small VC dimension, we get
tight concentration.
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2

Our Results

In this paper, we focus on the case when Dn = {±1}n and µ is the uniform distribution. We
believe that several of our techniques apply to more general product distributions. A subcube
of codimension k is obtained by restricting the values of some subset K of coordinates. For
subcubes C ⊆ D we refer to C as a child of D and D as a parent of C.
As a warm-up we first consider the following problem:
I Problem 1 (Finding skewed subcubes). Given sample access to a distribution ψ over {±1}n
and γ ∈ (0, 2k − 1] find all subcubes C with codimension j ≤ k such that
Prx∼ψ [x ∈ C] − 2−j
≥ γ.
2−j
There is a trivial Õ(nk ) algorithm that enumerates over all subcubes. To beat this naive
bound, we first need to bound the list-size of the output, or rather a bound on the number
of skewed subcubes. However, we show in Lemma 12 that there exist distributions where the
number of skewed subcubes is Ω((n/k)k ), which is not far from the trivial upper bound.
The proof of Lemma 12 demonstrates that one source for the abundance of skewed
subcubes is that skew is easily inherited by children from their parents: if a subcube C of
codimension j is skewed, for every choice of k − j additional coordinates, by simple averaging,
there is at least one restriction that results in a skewed subcube. So even if we consider
the uniform distribution over points with x1 = 1, there are Ω(nk−1 ) skewed subcubes by
this definition, while really the only interesting subcube is the x1 = 1 subcube. Our first
contribution is a definition which captures only those subcubes that do not inherit their skew
from a parent.
I Problem 2 (Finding minimal skewed subcubes). Given sample access to a distribution ψ
over {±1}n , γ ∈ (0, 2k − 1] and  ∈ (0, 1) find all subcubes C with codimension j ≤ k such
that
Prx∼ψ [x ∈ C] − 2−j
≥ γ.
2−j
and for every parent C 0 ) C of codimension i,3
Prx∼ψ [x ∈ C] − 2−i
≤ γ(1 − ).
2−i
We refer to such a subcube as a (γ, )-minimal skewed subcube. This notion is motivated
by our applications: if we already know that Prx∼ψ [(x1 = 1) ∧ (x2 = 1)] = 3/4 (rather than
1/4), then knowing that Prx∼ψ [(x1 = 1) ∧ (x2 = 1) ∧ (x3 = 1)] = 3/8 should not surprise us,
given our prior.
A natural question to ask is whether focusing in minimal skewed subcubes suffices to
make the problem (or at least the list size) more tractable. Our second contribution is a
bound on the number of minimal skewed subcubes which is independent of the dimension n.
Instead we have a dependence on the max norm of the probability distribution defined below.

3

The formal definition of minimal skewed subcubes (Definition 13) is a little more involved, we only care
about those parents of C which are skewed the same way as C.
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Given a distribution ψ on {±1}n , let kψk∞ := 2n · maxx∈{±1}n Prx∼ψ [x = x]. The
parameter kψk∞ lies in the range [1, 2n ] and is a measure of how well-spread the distribution
is. It is referred to as the smoothness of a distribution in the literature on boosting, and is
closely related to min-entropy. The uniform distribution has t = 1, whereas t = 2n when the
entire distribution is concentrated on a single point.
I Theorem 1. For a distribution ψ on {±1}n , the number of (γ, )-minimal skewed subcubes
k
of codimension at most k is bounded by k O(k) (ln(e kψk∞ ) poly(1/, 1/γ)) .
For constant , γ, the asymptotic dependence on n is never worse than O(nk ), which
happens when ψ is concentrated on a point. But when kψk∞ = O(1), the above bound is
Ok (1) and when kψk∞ = poly(n), the bound is Ok (ln(n)k ) improving substantially over the
O(nk ) bound.
There are two key elements in the proof of Theorem 1. We first use a novel Fourier based
algorithm to reduce the problem to that of finding large, low-degree Fourier coefficients in a
series of restrictions of the distribution ψ to various subcubes. We then use the powerful
hypercontractive inequality to bound the number of such coefficients in any distribution in
terms of kψk∞ . This latter bound generalizes the level-k inequalities for indicators of small
sets in the Boolean hypercube [16, Chapter 9], and the proof follows similar lines. We also
construct distributions showing that for various values of , γ, the dependency of (ln(kψk∞ ))k
is optimal. The distributions are constructed using the Tribes function and BCH codes.
We now turn to the algorithmic problem of finding the list of minimal skewed subcubes.
We observe that even when the list-size is constant, there is a significant algorithmic barrier
to a no(k) algorithm, namely the k-sparse noisy parity problem [8, 18]. In this problem, we
are given points x and labels y which are the XOR of some k-subset S with random noise of
rate η added. There is a simple reduction from this problem to finding skewed subcubes,
if we consider the distribution of (x, y) ∈ {±1}n+1 the only skewed subcubes involve the
coordinates S ∪ {n + 1}.
I Theorem 2. For η ∈ (0, 1/2), an algorithm that given a distribution ψ and k can find a
(1 − 2η, 1)-minimal skewed subcube of co-dimension k in time T (n, k, η) can be used to solve
the k-sparse noisy parity problem with noise rate η in time T (n, k, η).
Given this reduction, there are two lower bounds on the running time of any list-decoder:
the list-size given in Theorem 1, and the running time of the best known algorithm for the
k-sparse noisy parity problem, which is O(n0.8k ) due to [18]. We give an algorithm that
nearly gets the sum of these two bounds.
I Theorem 3. For any measure ψ on {±1}n , integer k ≤ n, and parameters 0 ≤ γ ≤ 2k − 1
and 0 ≤  ≤ 1, there are algorithms that return all (γ, )-minimal skewed subcubes of
codimension at most k in time
 
k



e kψk∞
k O(k)
Õ n0.8k + Õ nk/3 ·
ln
γ
(γ)4/λ+2k
Finally, to circumvent the noisy parity problem, we consider stronger models where we
have query access to the distribution ψ: in addition to random samples, we can also query
the value of ψ(x) for any x ∈ {±1}n . The noisy parity problem becomes trivial to solve once
one has query access. In this model, we are able to get an algorithm whose running time
is is poly(n, kψk∞ ). Thus when kψk∞ < nαk for some α > 0, this improves over the trivial
algorithm. We show some dependence on kψk∞ , possibly of the form ln(kψk∞ )k is inherent
even in the query model, by constructing a distribution ψ (with large kψk∞ ) where the query
model and random samples model are equivalent, and where finding skewed subcubes lets us
solve the k-sparse noisy parity problem.
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2.1

Related Work

In nearby work, [1] study the problem of testing whether a distribution is δ close in statistical
distance to (, k)-wise uniform. In our language, a distribution D is said to be (, k)-wise
uniform if all subcubes of codimension j ≤ k have skew no greater than 2j . They provide a
sample complexity upper bound of O((k log n)/2 δ 2 ). They then provide evidence, based on
the conjectured hardness of finding planted cliques, that no polynomial in n time algorithm
for this problem exists (one can also base this hardness on sparse noisy parity, as we do here).
Indeed, their testing algorithm essentially reduces the problem to the optimization version:
find the subcube of codimension k such that the skew is maximized.
Fourier analytic techniques have found widespread use in a variety of supervised learning
problems under the uniform distribution [16]. Our work differs from this in that the problem
we consider is an unsupervised learning problem, and that we use Fourier analysis over the
uniform distribution to reason about the deviation from an arbitrary distribution. In this
aspect, our work is similar to the work of [1, 17].
Finally, there have been a line of recent results in machine learning which have a listdecoding flavor to them, see for instance [6, 12].
Outline of the paper. Section 3 introduces definitions and notation. Section 4 contains
Fourier analytic results that are required for our results. Section 5 proves our main combinatorial bounds on the number of skewed subcubes, and gives examples that show these
bounds are tight. Section 6 describes the efficient algorithm for enumerating minimal skewed
subcubes. Section 7 gives lower bounds due to the reduction from the noisy parity problem.
Section 8 considers the problem in the membership query model. Some proofs are deferred
from the main body to the Appendix 9.

3

Definitions

In this section we present basic definitions and facts.

Distributions
We denote the n-dimensional Hamming cube by {±1}n . Given a probability distribution
ψ on {±1}n , it is convenient to identify it with the probability measure ψ : {±1}n → R≥0
which satisfies
E

x∼{±1}n

[ψ(x)] = 1.

We write x ∼ ψ to denote x is a random variable with the distribution
Pr [x = x] =

x∼ψ

ψ(x)
2n

Henceforth, we will interchangeably refer to ψ as a distribution and a measure. We will use
µ to denote the uniform distribution over {±1}n , where µ(x) = 1 for all x ∈ {±1}n . Given
functions f, g : {±1}n → R, we define their inner product by hf, gi := Ex∼µ [f (x)g(x)]. We
define kf kp := Ex∼µ [f (x)p ]1/p . For two probability measures ψ, θ, we have
hψ, θi =

X
x∈{±1}n

ψ(x)θ(x)
= E [θ(x)] = E [ψ(x)].
x∼ψ
x∼θ
2n
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Let A ⊆ {±1}n and let α = |A|/2n denote its fractional density. We use µA to denote
the uniform distribution over A. The corresponding measure is defined as
(
1
if x ∈ A
(1)
µA (x) = α
0 otherwise
For a distribution ψ, we define
kψk∞ =

max ψ(x)

x∈{±1}n

It follows from the definition that
kψk∞ = 2n max n Pr [x = x] =
x∈{±1} x∼ψ

max

x∈{±1}n

Prx∼ψ [x = x]
Prx∼µ [x = x]

A bound on kψk∞ implies that no point is too likely.

Subcubes
A subcube is a subset of {±1}n obtained by fixing some subset of bits to a particular value.
Formally, a subcube C ⊆ {±1}n is specified by a pair (K, y) where K ⊆ [n] and y ∈ {±1}K .
We have
C = {x ∈ {±1}n s.t. xi = yi ∀ i ∈ K}.
We refer to coordinates in K as the fixed coordinates of C, and to the rest as the free
coordinates of C. For C = (K, y) we define the codimension of C to be |K| and denote
it codim(C). We use C ≤k to denote the set of all subcubes of codimension at most k. By
Equation (1), µC the uniform measure over C is given by
(
2codim(C) if x ∈ C
µC (x) =
0
if x 6∈ C
For subcubes C = (K, y), D = (L, z), we have D ⊂ C iff K ⊂ L and zi = yi for all i ∈ K.
We refer to D as a child of C and C as a parent of D.
I Definition 4 (Restriction). For a distribution ψ on {±1}n and a subcube C ⊆ {±1}n such
that ψ assigns non-zero probability to C we define ψ|C : C → R≥0 , the restriction of ψ to C,
as
ψ|C (x) =

ψ(x)
.
hψ, µC i

Since hψ, µC i = Ex∼µC [ψ(x)], ψ assings non-zero probaility to C iff hψ, µC i > 0. The
restriction is itself a legal probability measure; it satisfies Ex∈C [ ψ|C ] = 1. This definition
immediately implies the relationship:
I Fact 5. For a distribution ψ on {±1}n and a subcube C ⊂ {±1}n
k ψ|C k∞ =

kψk∞
hψ, µC i

I Lemma 6. Given subcubes C and D such that D ⊆ C ⊆ {±1}n , and a density function
ψ, it holds that:
hψ, µD i = hψ, µC i · ψ|C , µD

C
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3.1

Skewed subcubes

I Definition 7 (Skew). We define the skew of a subcube C with respect to measure ψ as
Skewψ (C) = hψ, µC i − 1
The next two lemmas state some simple facts about the skew of subcubes. First we
show the skew of a subcube measures the deviation of the measure on the subcube from the
uniform distribution.
I Lemma 8. Let codim(C) = k. We have
Skewψ (C) = 2k Pr [x ∈ C] − 1
x∼ψ


1
=
Pr [x ∈ C] − Pr [x ∈ C] .
x∼µ
Prx∼µ [x ∈ C] x∼ψ
I Corollary 9. For any distribution ψ, Skewψ (C) lies in the range [−1, 2k − 1].
If Skewψ (C) < 0, we say that C is negatively skewed while if Skewψ (C) > 0 we say
that it is positively skewed. An averaging argument shows that the existence of negatively
skewed subcubes implies the existence of positively skewed subcubes and vice versa.
I Lemma 10. For any K ⊆ [n], we have
X
Skew(D) = 0.
D=(K,w)
w∈{±1}K

Given a cube C = (K, y) of codimension k, we can partition it into 2` subcubes of
codimension k + `, where we pick a set L of ` additional coordinates outside of K to fix and
enumerate over all settings of these coordinates.
I Lemma 11. If {C1 , . . . , C2` } is a partition of C, then
`

2
1 X
Skewψ (C) = `
Skewψ (Ci ).
2 i=1

Having established basic properties of the skew function, we next turn to bounding the
number of subcubes with a given skew. We show that this number may be quite large in the
worst case.
I Lemma 12. Let γ = 2f − 1 for f ∈ {1, . . . , k}. There exists a distribution ψ such that
there are Ω((n/k)k ) many subcubes of codimension k with Skew(C) ≥ γ.
Proof. Let C be the subcube where the first t ≥ f bits are fixed to 1, and let µC be the
uniform distribution over it. Consider any subcube D where we choose f indices from [t]
and k − f indices from [n] \ [t], and set them to 1. We have
hµC , µD i = E [µD ] = 2k Pr [x ∈ D] = 2k
µC

x∼µC

1
= 2f ≥ 1 + γ
2k−f

since a point from µC lies in D iff the k − f bits from [n] \ [t] are all set to 1. We now
optimize the choice of t. Let α = f /k for α ≤ 1. We choose t = αn (ignoring floors and
ceilings which will not affect the asymptotics). The number of choices for D is given by
  
   
  
t
n−t
αn
(1 − α)n
n αk  n (1−α)k  n k
·
=
·
≥
·
≥
.
J
f
k−f
αk
(1 − α)k
k
k
k
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While the above bound is proved for positive skew, Lemma 10 can be used to derive a
similar bound
 for negative skew. Given that this bound is not too far from the trivial upper
bound of nk , we need to refine our notion of skew, and also to restrict the set of distributions
we consider.

3.2

Minimal skewed subcubes

Lemma 11 tells us that if there exists C = (J, y) such that |J| = j < k and Skew(C) ≥ γ,
then for any L ⊆ [n] \ J of size k − j, there exists some further restriction of bits in L such
that the resulting subcube D ⊆ C has Skew(D) ≥ γ. This suggests that we ought to ignore
subcubes such as D that can be viewed as inheriting skew from some parent C, and instead
focus on subcubes whose skew is larger than any parent. One technical issue is that we
now need to handle the case of positive and negative skew separately. This motivates the
following definitions.
I Definition 13. Let γ ∈ (0, 2k −1] and  ∈ (0, 1]. A subcube C ⊆ {±1}n is a (γ, )-minimally
skewed subcube if Skew(C) ≥ γ and for all its parent subcubes D ) C, we have
Skewψ (D) ≤ (1 − )γ.

(2)

Let γ ∈ (0, 1] and  ∈ (0, 1]. A subcube C ⊆ {±1}n is a (−γ, )-minimally skewed subcube if
Skew(C) ≤ −γ and for all its parent subcubes D ) C, we have
Skewψ (D) ≥ −(1 − )γ.

(3)

Note that our convention is to always use γ > 0 for the magnitude of the skew, and specify
its sign explicitly. Note that the allowable values of γ are different for the case of positive
and negative skew. We restrict  ∈ (0, 1]. The case  = 1 corresponds to the case where every
subcube of C has no skew.
The crux of this definition is that minimal skew cannot be inherited from a parent. Given
a minimal skewed subcube C, and a parent D ) C, we show that C has noticeable skew in
the restriction ψ|D .
I Lemma 14. If C is a (γ, )-minimal skewed subcube and D ⊇ C is a parent of C, then
√
 γ
Skew ψ|D (C) ≥
.
2
If C is a (−γ, )-minimal skewed subcube and D ⊇ C is a parent of C, then
Skew ψ|D (C) ≤ −γ.
Proof. We first consider the case when γ > 0. By Lemma 6
h ψ|D , µC |D i =

1 + Skewψ (C)
1+γ
hψ, µC i
=
≥
.
hψ, µD i
1 + Skewψ (D)
1 + (1 − )γ

(4)

We have
Skew ψ|D (C) = h ψ|D , µC |D i − 1 ≥

√
 γ
γ
γ
≥ p
≥
1 + (1 − )γ
2
2 (1 − )γ

where the first inequality is by Equation (4) and the second is by the AM-GM inequality.
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Next we consider the case where γ < 0. By Lemma 6
h ψ|D , µC |D i =

hψ, µC i
1 + Skewψ (C)
1−γ
=
≤
.
hψ, µD i
1 + Skewψ (D)
1 − (1 − )γ

Hence
Skew ψ|D (C) = h ψ|D , µC |D i − 1 ≤

4

1−γ
γ
−1=
≤ −γ.
1 − (1 − )γ
1 − (1 − )γ

J

Fourier Analysis

Q
Given S ⊆ [n], let χS : {±1}n → {±1} be given by χS (x) = i∈S xi . These functions form
P b
a basis so we can write ψ = S ψ(S)χ
S , where the Fourier coefficients of ψ are given by
b
ψ(S)
= E [ψ(x)χS (x)] =
x∼µ

X
x∈{±1}n

ψ(x)χS (x)
=
2n

X

Pr [x = x]χS (x) = E [χS (x)]

x∈{±1}n

x∼ψ

x∼ψ

which is simply the bias of χS under the distribution ψ. Thus we have
X
b
ψ(x) =
ψ(S)χ
S (x)
S⊆[n]

b
where ψ(∅)
= Ex∼ψ [ψ(x)] = 1. Given two distributions ψ and ω, their inner product is
given by
hψ, ωi =

E

x∼{±1}n

X

[ψ(x)ω(x)] =

x∈{±1}n

ψ(x)ω(x)
=1+
2n

X

b ω (S)
ψ(S)b

∅6=S⊆[n]

Skew implies heavy low-degree coefficients
We show that large skew in the subcube (K, y) implies non-trivial Fourier mass on subsets
of K.
I Lemma 15. For C = (K, y),
X
b
Skewψ (C) =
ψ(S)χ
S (y).
∅6=S⊆K

Proof. Given C = (K, y), µC the uniform measure over C is given by
Y
X
µC (x) =
(1 + xi yi ) = 1 +
χS (y)χS (x).
i∈K

∅6=S⊆K

Hence we have
hψ, µC i = 1 +

X

b µA (S) = 1 +
ψ(S)b

∅6=S⊆[n]

from which the claim follows.

X

b
ψ(S)χ
S (y)

∅6=S⊆K

J

Given the above lemma, our approach is to reduce bounding the number of skewed
subcubes to bounding the number of large Fourier coefficients of ψ at level k.
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We define
W ≤k (ψ) =

X

b 2.
ψ(S)

S⊆[n]
|S|≤k

A trivial bound is obtained from Parseval’s identity:
X
b 2=
W ≤k (ψ) ≤
ψ(S)
E n [ψ(x)2 ] ≤ kψk∞
S⊆[n]

x∼{±1}

E

x∼{±1}n

[ψ(x)] = kψk∞

If we restrict the summation to sets S of cardinality at most k, then a much stronger bound
of O(ln(kψk∞ )k ) holds, it is proved using the powerful HyperContractivity Theorem. These
bounds generalize the Level-k inequalities for the Fourier spectrum of small-sets, indeed the
proof is identical.
For a f : {±1}n → R and 0 ≤ ρ ≤ 1 set
X
Tρ f =
ρ|S| fb(S)χS
S

Tρ is known as the noise operator. Recall that for p > 0 we have kf kp = E[f p ]1/p . The
hypercontractive inequality quantifies the extent to which the noise operater reduces the
norm of a function. See for instance. [16, Chapter 2] for a detailed exposition.
I Theorem 16. Let f : {±1}n → R and ρ ∈ [0, 1]. Then
kTρ f k2 ≤ kf k1+ρ2 .
We use the hypercontractive inequality to bound the mass of the low level coefficients.
I Theorem 17. Let ψ be a distribution. Then
W ≤k (ψ) ≤ e2 (ln(e kψk∞ ))k .
Proof. By Theorem 16, we have
kTρ ψk2 ≤ kψk1+ρ2

1/(1+ρ2 )
ρ2
=
E n [ψ(x) ψ(x)]
x∼{±1}

ρ2 /(1+ρ2 )

E [ψ(x)]1/(1+ρ
≤ kψk∞
x∼{±1}n


ln(kψk∞ )ρ2
= exp
1 + ρ2

2

)

p
where we used Holder’s inequality with p = ∞, q = 1. Taking ρ = min(1, 1/ ln(kψk∞ )), we
have
kTρ ψk2 ≤ exp(1/(1 + ρ2 )) ≤ e
But note that
kTρ ψk2 ≥ (ρ2k W ≤k (ψ))1/2
Hence we conclude that
W ≤k (ψ)) ≤ e2 (1/ρ)2k = e2 max(1, ln kψk∞ )k ≤ e2 (ln(e kψk∞ ))k .

J
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We also need a bound for the Fourier mass at level k where we do not count coordinates
from some set J ⊆ [n] in the degree of a coefficient.
W ≤k (ψ, J) =

X

X

b ∪ T )2 .
ψ(S

T ⊆J S⊆[n]\J
|S|≤k

I Corollary 18. For J ⊆ [n] and a distribution ψ over {±1}n ,
W ≤k (ψ, J) ≤ 2|J| e2 (ln(e kψk∞ ))k .

Projection, Extension, Restriction
Given x ∈ {±1}n and a set of coordinates P ⊆ [n], let xP denote the projection of x onto
coordinates in P . Given a distribution ψ over {±1}n and a set of coordinates P ⊆ [n], let
ψP denote the marginal distribution over the set P . The Fourier expansion is especially
convenient for marginals, we simply restrict the sum to subsets of P .
I Lemma 19. For P ⊆ [n] and a distribution ψ over {±1}n , the restriction ψP is given by
ψP (y) =

X

b
ψ(S)χ
S (y).

S⊆P

Coversely we can extend a distribution ψ 0 defined on {±1}P for P ⊆ [n] to all of {±1}n
while preserving its important properties.
I Lemma 20. Let P ( [n]. Let ψ 0 be a distribution on {±1}P . Define a distribution ψ on
{±1}n by ψ(x) = ψ 0 (xP ). Then
1. ψ is the product distribution of ψ 0 with the uniform distribution on {±1}P̄ .
2. kψk∞ = kψ 0 k∞ .
3. C is a minimal skewed subcube under ψ iff it is a minimal skewed subcube under ψ 0 .
Finally, we derive an expression for the Fourier expansion of ψ|C in terms of the coefficients
of ψ.
I Lemma 21. Let C = (J, z). Then
ψ|C (x) =

X

P
χS (x)

S⊆[n]\J

5

T ⊆J

b ∪ T )χT (z)
ψ(S
hψ, µC i

.

A Combinatorial Bound for minimal skewed subcubes

In this section, we show bounds on the number of minimal skewed subcubes that is dimension
independent.
I Theorem 22 (Combinatorial Bound for Positive Skew). For any measure ψ on {±1}n ,
integer k ≤ n, and γ ∈ (0, 2k − 1] and  ∈ (0, 1], the number of (γ, )-minimal skewed subcubes
of codimension at most k is bounded by
k O(k)



k
1
ln(e
kψk
)
.
∞
2 γ
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I Theorem 23 (Combinatorial Bound for Negative Skew). For any measure ψ on {±1}n ,
integer k ≤ n, and γ ∈ (0, 1] and  ∈ (0, 1], the number of (−γ, )-minimal skewed subcubes
of codimension at most k is bounded by
k

O(k)



1
ln
2 γ 2



e kψk∞
γ

k
.

We now outline our approach for proving these bounds.
1. We give an algorithm to enumerate all minimal skewed subcubes, given the list of large,
low-degree Fourier coefficients in an adaptively chosen sequence of restrictions of the
original distribution ψ. The algorithm recursively “grows” skewed subcubes by finding
heavy Fourier coefficients and restricting the bits in that coefficient, and showing that
this algorithm discovers all minimal skewed subcubes.
2. We bound the number of large low-degree Fourier coefficients of ψ using Theorem 17.
The details of the algorithm in Step 1 are different for the cases of positive and negative
skew, so we present them in Subsections 5.1 and 5.2. To go from a combinatorial bound to
an efficient algorithm, we need to make Step 2 algorithmic. We will consider this problem
under different learning models in Sections 6 and 8.

5.1

Positive skew

We first present an algorithm FindSkew+ for enumerating minimal skewed subcubes where
the skew is positive.
To prove the combinatorial bound, we allow the algorithm to make certain guesses in
Lines 6 and 7. We think of the set of all possible outputs over all possible guesses as the
list that is returned by the algorithm. In Lemma 24, we will show that all minimal skewed
subcubes are contained in this list. We bound the list size in Lemma 26. Together, these
complete the proof of Theorem 22.
We start the recursion with R0 = ∅ and z0 = ∅ the null string. The routine either returns
FAIL or returns St ⊂ [n] and zt ∈ {±1}St such that (Rt , zt ) is a γ-skewed subcube. The
algorithm also takes as inputs the input the distribution ψ, a bound k on the codimension,
and skew parameters γ ∈ (0, 2k − 1] and  ∈ (0, 1]. These stay constant through the recursion,
so we suppress the dependence on them. Consider the list of all possible choices returned by
the algorithm.
Algorithm 1 FindSkew+ (Rt , yt ).
1: Let Dt = (Rt , yt ). Let ψt = ψ|Dt . Let kt = k − |Rt |.
2: if Skewψ (Dt ) > γ(1 − ) then
3: return Dt
4: if hψ, µDt i < (1 + γ) · 2−kt then
5: return FAIL
6: Pick St such that |St | ≤ kt and

ct (St )| ≥
|ψ

√
 γ
kt ·

kt
|St |

.

(5)

7: Pick zt ∈ {±1}St .
8: return FindSkew+ (Rt ∪ St , yt ◦ zt ).
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We need some notation for the analysis. Let the sequence of subcubes produced by the
algorithm be D0 ) D1 · · · ) D` . Let st = |St |.
I Lemma 24. For every (γ, )-minimal skewed subcube C with codim(C) ≤ k there are
sequences of choices of St and zt (in Lines 6 and 7) so that C is returned by FindSkew+ .
Proof. For every C = (K ∗ , z ∗ ) that is a (γ, )-minimal skewed subcube where codim(C) ≤ k,
we will show that for every t, if Dt ) C is parent of C, and is not equal to C there
is a choice of St , zt that leads to a parent Dt+1 of C with a larger codimension. Since
t ≤ codim(Dt ) ≤ codim(C) ≤ k, in ` ≤ k steps we must have Dt = C, at which point we
return at Line 3. Thus the claim implies the lemma.
At t = 0, we have D0 = {±1}n so the parent condition holds trivially. Assume that we
have Dt ) C.
By the definition of a minimal skewed subcube, Skew(Dt ) ≤ (1−)γ, hence the procedure
will not return at Line 3.
Next we show that hψ, µDt i ≥ (1 + γ)2−kt , the algorithm will not return FAIL at Line 5:
hψ, µDt i = Pr [µDt (x)] = 2k−kt Pr [x ∈ Dt ]
x∼ψ

k−kt

≥2

x∼ψ

Pr [x ∈ C]

x∼ψ

≥ 2−kt hψ, µCt i
≥ (1 + γ)2−kt .
The first inequality holds because Dt ⊃ C, the second because codim(C) ≤ k and the last
because we assume that Skew(C) ≥ γ.
Recall that ψt = ψ|Dt , and let Kt = K \ St . By Lemma 15,
Skewψt (C) =

X

ψbt (S)χS (y) =

∅6=S⊆Kt

X

X

k0

∅6=S⊆Kt
|S|=k0

ψbt (S)χS (y)

√
By Lemma 14, Skewψt (C) ≥  γ/2 which implies that for some k 0 ≤ kt , we have
X
√
ψbt (S)χS (y) ≥  γ/kt
∅6=S⊆Kt
|S|=k0

which in turn implies that for at least one ∅ =
6 St ⊆ Kt , we have

 
kt
√
.
|ψbt (St )| ≥  γ/ kt ·
k0
Assume that we pick this St in Line 6 and zt = z ∗ |S in Line 7. This ensures that Dt+1 is a
parent of C of larger codimension.
J
We next bound the number of all possible outputs of the algorithm. The crux of the
argument is to bound the number of large low-degree Fourier coefficients using Theorem 17.
This in turn requires a bound on the infinity norm of ψt which comes from passing the test
in Line 4.
I Lemma 25. The number of choices for St satisfying Equation (5) is bounded by
e2
(ln(2kt e kψk∞ ))st kt4st +2 .
2 γ
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Proof. We bound kψt k∞ as
kψt k∞ = ψ|Dt

∞

≤

kψk∞
kψk∞
≤ kψk∞ 2kt
≤
hψ, µDt i
(1 + γ)2−kt

where the first inequality is from Fact 5 and we have hψ, µDt i ≥ (1 + γ)2−kt since we check
for this condition in Line 5. We now use Theorem 17 which gives
W ≤st (ψ) ≤ e2 (ln(e kψk∞ · 2kt ))st .
Hence the number of choices for St satisfying (5) is bounded by
 !2
kt
k
t
e2
s
≤ 2 (ln(2kt e kψk∞ ))st kt4st +2 .
W ≤st (ψt )
√t
 γ
 γ

J

I Lemma 26. The total number of subcubes of codimension k output by FindSkew+ is at
most:

k
ln(e kψk∞ )
O(k)
k
.
2 γ
P
Proof. Since t≤` st = k, the sequence {st }`t=1 is a partition of k, and there are at most
k k of them. Let us fix the sequence. The number of choices for St is bounded by Lemma
25. Since zt ∈ {±1}St , the number of choices for z is 2st . Taking the product over all t, the
number of possible outputs for FindSkew+ is bounded by
`
Y
e2
(ln(2kt e kψk∞ ))st kt4st +2 · 2st
2γ

t=1

We can bound
`
Y

(ln(2kt e kψk∞ ))st ≤ ln(2k e kψk∞ )k ≤ (k + ln(e kψk∞ ))k ≤ (2k)k (ln(e kψk∞ ))k .

t=1
`
Y

kt4st +2 2st ≤ k 5k+2 .

t=1

Including the k k choices for s1 , . . . , st , the output list size is bounded by
 2 k

k
ln(e kψk∞ )
e
k 7k+2
O(k)
(ln(e kψk∞ )) k
=k
.
2 γ
2 γ

J

Together Lemma 24 and Lemma 26 complete the proof of Theorem 22.

5.2

Negative Skew

We now present an algorithm FindSkew− for the negative skewed case. The algorithm takes
as input γ ∈ (0, 1] and [ ∈ (0, 1] and the goal is to list all (−γ, )-minimal negatively skewed
subcubes.
The main differences from FindSkew+ are that once the skew is less than −γ(1 − ),
we can return. Thus we can combine the Return statement (Line 3, and the the check in
Line 5. Also, the bound on the coefficient size in Equation(6) now reflects the bound for the
negative skew case in Lemma 14.
We have the following claim about the correctness of FindSkew− .
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Algorithm 2 FindSkew− (Rt , yt ).
1: Let Dt = (St , zt ). Let ψt = ψ|Dt . Let kt = k − |St |.
2: if Skewψ (Dt ) < −γ(1 − ) then
3: return Dt
4: Pick St such that |St | ≤ kt and

ct (St )| ≥
|ψ

γ
kt ·

.

kt
|St |

(6)

5: Pick zt ∈ {±1}St .
6: return FindSkew− (Rt ∪ St , yt ◦ zt ).

I Lemma 27. For every (γ, )-minimal skewed subcube C with codim(C) ≤ k there are
choices of subsets St and zt (in Lines 6 and 7) so that C is returned by FindSkew− .
We prove this by showing that for every t, if Dt ) C is parent of C, and is not equal to
C there is a choice of St , zt that gives a parent Dt+1 of C with a larger codimension. Indeed,
we know that for any parent of C, inner product hψ, µDt i is large enough to pass the test in
Line 3. The rest of the proof is identical to that of Lemma 24 for the case of positive skew,
so we do not repeat it.
The crux of the proof is to bound the number of choices for St satisfying Equation (6).
I Lemma 28. The number of choices for St satisfying Equation (6) is bounded by
 
st
e kψk∞
e2
ln
k 2st +2 .
2 γ 2
γ
Proof. To pass Line 3, it must hold that Skewψ (Dt ) ≥ −γ(1 − ), hence
hψ, µDt i ≥ 1 − γ(1 − ) ≥ γ
since γ ≤ 1. So we bound kψt k∞ as
kψt k∞ = ψ|Dt

∞

=

kψk∞
kψk∞
.
≤
hψ, µDt i
γ

Using Theorem 17 gives
 
st
e kψk∞
W ≤st (ψt ) ≤ e2 ln
.
γ
Hence the number of choices for St satisfying Equation (6) is bounded by


2
 2
 
st k · kt 
W ≤st · kt · |Sktt |
t
|St |
e kψk∞
≤ e2 ln
2 γ 2
γ
2 γ 2
 
st
e kψk∞
e2
≤ 2 2 ln
k 2st +2 .
 γ
γ

J

We can now conclude as before.
I Lemma 29. The total number of subcubes of codimension k output by FindSkew− is
bounded by


k
e kψk∞
1
k O(k) 2 2 ln
.
 γ
γ
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Proof. Using Lemma 28 and the fact that there are are 2st choices for zt and k k choices of
the partition s1 , . . . , st , the overall list size is bounded by

 

st
k
`
Y
e kψk∞
e kψk∞
1
e2
O(k)
2st +2 st
k
k
ln
k
2 ≤k
ln
.
J
2 γ 2
γ
2 γ 2
γ
t=1
Combining Lemmas 27 and 29 completes the proof of Theorem 23.

5.3

Tightness of our bounds

We show that the dependence on kψk∞ in Theorem 22 is nearly optimal. To simplify our
constructions, we will construct distributions on n variables where n = n(kψk∞ , k). But one
can then use Lemma 20 to extend the construction to all larger values of n.
I Theorem 30. There exists a distribution µC on {±1}n which has Ωk ((ln(kµC k∞ ))k ) many
(2k , 1/2)-minimal skewed subcubes of codimension k.
Proof. Let C be the subcube where all the bits are fixed to 1, and let µC be the uniform
distribution
over it. It follows that kµC k∞ = 2n hence ln(kµC k∞ ) = n. We claim that all

n
k
k subcubes where a k out of the first t bits are fixed to 1 are (2 − 1, 1/2)-minimal skewed
subcubes. Fix one such cube D. We have
SkewµC (D) = 2k Pr [x ∈ D] − 1 = 2k − 1.
x∼µC

Since the maximum skew of any subcube of codimension k − 1 is at most 2k−1 − 1, D satisfies
the definition of (γ, )-minimal skew for γ = 2k − 1 and  such that γ(1 − ) ≥ 2k−1 − 1. In
particular, we can take  = 1/2.

Thus the number of (2k − 1, 1/2)-minimal skewed subcubes is nk = Ωk (nk ). The only
dependence on n in Theorem 22 comes from the kµC k∞ since  is a constant and γ ≤ 2k .
Thus the number of cubes is Ω((ln(kµC k∞ ))k ).
J
For Theorem 23 dealing with negative skew, we show a similar bound, though with a
smaller value of  = 1/k. The distribution we use is derived from the Tribes function.
I Theorem 31. There exists a distribution τ on {±1}n which has Ωk ((ln(kτ k∞ ))k ) many
(−1, 1/k)-minimal skewed subcubes of codimension k.
Proof. Let n = tk. We label the coordinates as {xi,j }i∈[k],j∈[t] . Consider the DNF formula
Tribes(x) =

k ^
t
_

xi,j

i=1 j=1

We now define a distribution τ where we pick a i∗ ∈ [k] at random, set xi∗ ,j = 1 for all
j ∈ [t] and set all the other variables randomly. Clearly the distribution τ is supported on
the satisfying assignments of Tribes(x). It is also easy to see that
kτ k∞

k
X
1 −(k−1)t
= τ (1 ) = 2
2
= 2t .
k
i=1
tk

tk

Now consider the set of minimal 0 certificates of Tribes, which are subcubes where we
pick a single variables from each term and set it to 0. There are tk such subcubes, fix one
such subcube C. Clearly Prx∼τ [x ∈ C] = 0, hence Skewτ (C) = −1. Now consider any
parent subcube D of C. Assume it has codimension ` < k, and let L ⊂ [k] denote the set of
terms that it sets to 0. For x ∼ τ to lie in L, two events need to happen:
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i∗ 6∈ L, which happens with probability 1 − `/k.
The variables in L which are set to 0 in D are also set to 0 by the random assignment,
which happens with probability 2−` .
As these two events are independent, we have Prx∼τ [x ∈ D] = 2−` (1 − `/k) hence
`
Skewτ (D) = 2` Pr [x ∈ D] − 1 = − .
x∼τ
k
Thus the maximum skew of any parent D is −1 + 1/k. Hence C is (−1, 1/k)-minimally
skewed.
As before we note that γ = 1 and  = 1/k, hence the only dependence on t comes from
log(kτ k∞ ) = t, which gives the claimed bound.
J
Finally, we present a distribution that has a large number of (−1, 1) and (1, 1) minimally
skewed subcubes. Recall that  = 1 means that every parent of the cube has skew 0.
The construction is based on (dual) BCH codes. We think of linear codes as subsets of
Fn2 where F2 = {0, 1} which we can identify with {±1}n via the usual mapping x → (−1)x .
For x ∈ Fn2 let the weight of x denoted wt(x) be the number of 1s in x. Let supp(x) ⊆ [n]
denote the set of cordinates where x is non-zero. We will use the following fact about BCH
codes communicated to us by Sergey Yekhanin [19].
I Lemma 32 ([19]). Let d ≥ 2 be even and let n + 1 = 2l ≥ d. There exists a F2 -linear
code CBCH ⊆ {0, 1}n with minimum distance d, which contains Ω(nd/2+1 ) minimum weight
codewords.
I Theorem 33. For any even k ≥ 2 and large enough n, there exists a distribution ψk on
{±1}n where the numbers of (−1, 1)-minimal skewed subcubes and (1, 1)-minimal skewed
subcubes of codimension k are both Ωk ((log(kψk k∞ ))k/2+1 ).
Proof. Set k = d, and take n as in Lemma 32. Let ψ k be the uniform distribution on the
dual space to CBCH . Using standard facts about the Fourier expansion of a subspace, we
can write
X
ψk =
χS (x).
(7)
c∈CBCH
S=supp(c)

Since CBCH has minimum distance k, ψ k is (k − 1)-wise independent, so for any subcube
C where codim(C) ≤ k − 1, we have Skewψk (C) = 0. This relies on a standard construction
of k-wise independent spaces from codes [2, Chapter 16], it can also be seen using Lemma 15
combined with Equation (7).
Fix S ⊂ [n] to be the support of a minimum weight codeword in CBCH . By Lemma 19
and Equation (7), the projection of ψ k to coordinates in S is given by ψSk (x) = 1 + χS (x).
Hence it is uniform over the 2k−1 settings y ∈ {±1}S such that χS (y + ) = 1.
For every such y and D+ = (S, y), we have Prx∼ψk [x ∈ D+ ] = 2−(k−1) hence
Skewψk (D+ ) = 2k Pr [x ∈ D+ ] − 1 = 1.
x∼ψ k

On the other hand, for every y ∈ {±1}S such that χS (y) = −1 and D− = (S, y), we have
Prx∼ψk [x ∈ D− ] = 0 hence
Skewψk (D− ) = 2k Pr [x ∈ D− ] − 1 = −1.
x∼ψ k

Since every parent of D+ has 0 skew, every such D+ is a (1, 1)-minimal skewed subcube, and
similary for every D− .
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Trivially, we have ψ k ∞ ≤ 2n , hence log( ψ k ∞ ) ≤ n (in fact it equals n − O(log(n)).
Since the number of minimal weight codewords is Ωk (nk/2+1 ) by Lemma 32, and γ,  are
both 1, the number of codewords is Ωk ((log( ψ k ∞ ))k/2+1 ). Hence the number of minimal
skewed subcubes is as claimed.
J

6

Algorithms for Finding Skewed Subcubes

In this section, we present an algorithm that find skewed subcubes efficiently in the random
sample model, where we have access to random samples from ψ.
To make Algorithm 1 efficient, we need to replace the step of guessing S (Line 6 in
Algorithm 1, and Line 4 in Algorithm 2) with an algorithm to find large low degree Fourier
coefficients4 . We restate the problem below:
I Problem 3 (Finding large low-degree biases). Given a distribution ψ on {±1}n , an integer
k and ρ ≥ 0, find all S ⊆ [n] such that |S| ≤ k and
ψ̂(S) := E [χS (x)] ≥ ρ.
x∼ψ

Our main result is the following pair of theorems.
I Theorem 34 (Algorithm for Positive Skew). Given sample access to a distribution ψ on
{±1}n , integer k ≤ n, and parameters γ ∈ (0, 2k − 1],  ∈ (0, 1] and λ ∈ [0, 1], there is an
algorithm that returns all (γ, )-minimal skewed subcubes of codimension at most k in time:




ω
poly(n)
Õ(nk/3 )
k
k( 3−λ
O(k)
)
Õ n
+ √ 2k
+k
· (ln(e kψk∞ ))
√
( γ)
( γ)4/λ
where ω is the matrix multiplication exponent, and Õ hides poly log n factors.
I Theorem 35 (Algorithm for Negative Skew). Given sample access to a distribution ψ
on {±1}n , integer k ≤ n, and parameters γ ∈ (0, 1],  ∈ (0, 1] and λ ∈ [0, 1], there is an
algorithm that returns all (−γ, )-minimal skewed subcubes of codimension at most k in time:




ω
Õ(nk/3 ) poly(n)
k
Õ nk( 3−λ ) + k O(k) · (ln(e kψk∞ ))
+
(γ)2k
(γ)4/λ
where ω is the matrix multiplication exponent, and Õ hides poly log n factors.
Theorem 3 follows from using (a), setting λ = 0.01 and ω ≤ 2.38.
In both algorithms, we will find large low-degree biases using a breakthrough algorithm
of [18] for detecting pairs of vectors that are highly correlated from a set of weakly correlated
vectors. The algorithm was subsequently improved by [13]).
I Theorem 36 ([13]). Given two sets of vectors V1 , V2 ⊆ {±1}n for which there are at most
q pairs (v1 , v2 ) ∈ V1 × V2 with correlation larger than τ , and a parameter ρ ≥ τ 1/λ (for
λ ∈ [0, 1]), there is an algorithm FindCorr(V1 , V2 , ρ, τ ) that with high probability outputs
all pairs (v1 , v2 ) ∈ V1 × V2 with correlation at least ρ. Furthermore, algorithm runs in time
 2ω

2(1−λ)
Õ n 3−λ + qdn 3−λ .
4

We note that technically to implement the algorithm we also need to estimate hψ, µC i for every C to
an additive accuracy of min(γ, 2−k ). If done via sampling, these only incur 22k k log n/γ 2 additional
cost per call, and will be absorbed into our runtime bounds anyway.
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The essence of the reduction is as follows. For each set S ⊆ [n] less than k/2 we associate
a vector yS , for which each coordinate is a random sample of χS (x) where x is drawn from
ψ. If Q, R ⊆ [n] are disjoint, the correlation coefficient E [yQ · yR ] /d is precisely the value
b ∪ R). Thus as long as the algorithm of [13] succeeds and is
of the Fourier coefficient ψ(Q
not overwhelmed by sample error, every ρ correlated pair (yQ , yR ) corresponds to a Fourier
b ∪ R) of size less than k and absolute value ρ. We now describe this more
coefficient ψ(Q
formally.
Algorithm 3 FindFourierCoefficients(ψ, k, ρ, λ).
1: S ← ∅
2: τ ← (ρ/2)1/λ
3: Draw a set of d = O(k log n/τ 2 ) samples x1 , . . . xd from ψ.
4: for T = O(k 3/2 log n) rounds do

Randomly partition [n] into two subsets N1 and N2 .
For every subset S ⊆ N1 of size ≤ dk/2e, form a vector yS ∈ [−1, 1]d for which the
ith bit is set to χS (xi ). Call this set of vectors V1 .
Do the same for N2 for sets of size ≤ bk/2c, and call the set of vectors V2 .
Run FindCorr(V1 , V2 , ρ/2, τ ) from [13] to find all pairs yQ and yR such that Q ⊆ N1 ,
R ⊆ N2 , and yQ and yR are ρ/2 correlated. For each of these, add Q ∪ R to S.

5:
6:
7:
8:

9: return S.

We first prove some simple lemmas using standard concentration of measure results.
b ∪ R) ≤ τ /2.
I Lemma 37. For every Q ∈ N1 and R ∈ N2 , w.h.p. hyQ , yR i /d − ψ(Q
b ∪ R).
Proof. For a single x ∼ {±1}n and disjoint Q, R ⊆ N , we have E [χQ (x) · χR (x)] = ψ(Q
2
Applying the Hoeffding bound with our choice of d = 32k log n/τ , we have that hyQ , yR i /d
b ∪ R) with probability at least 1 − n−2k . By a union bound, this hold
is within τ /2 of ψ(Q
k
for all O(n ) choices of pairs (Q, R) with probability 1 − n−k .
J
I Lemma 38. For every S ⊆ [n] with |S| ≤ k, w.h.p. in at least one round t ∈ [T ] there are
Q ⊆ N1 , R ⊆ N2 with Q ∩ R = ∅ such that Q ∪ R = S.
bipartition of [n], the probability S is perfectly
Proof. Fix a set S of size√`. For a random
√
bisected is at least 1/(8 `) ≥ 1/(8 k). The probability it is never bisected over T =
16k 3/2 log n rounds is upper bounded by


1
1− √
8 k

T

≤ e−2k log n = n−2k .

By a union bound, every S of size ≤ k is bisected at least once with high probability.

J

I Lemma 39. The algorithm FindFourierCoefficients(ψ, k, ρ, λ) returns all Fourier
coefficients of ψ of degree at most k of absolute value at least ρ in time


Õ nkω/(3−λ) + Õ(nk/3 )2O(k) (ln(e kψk∞ ))k ρ−4/λ .
Proof. Consider any set S ⊆ [n] of size ≤ k of magnitude at least ρ. By Lemma 38, w.h.p.
for some round t ∈ [T ], the algorithm will form two vectors yQ and yR such that Q ⊆ N1 ,
R ⊆ N2 and Q ∪ R = S. Furthermore, by Lemma 37, we have hyQ , yR i /d ≥ ρ − τ ≥ ρ/2. In
turn, this means that FindCorr(V1 , V2 , ρ/2, τ ) will detect these w.h.p.
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To bound the running time, we need a bound on the number q of pairs with correlation
higher than τ . By Lemma 37, we have hyQ , yR i /d ≥ τ implies ψ̂(Q ∪ R) ≥ τ /2. The number
of such coefficients is bounded by
W ≤k (ψ)
k
≤ 28 (ln(e kψk∞ )) ρ−2/λ .
(τ /2)2
For each such coefficient S, there are 2k ways to write it as S = Q ∪ R for disjoint Q, R.
Hence
q ≤ 2k+8 (ln(e kψk∞ ))k ρ−2/λ .
Observe that logτ ρ ≥ λ by our choice of τ . By Theorem 36, [13] will find a list containing
all ρ/2 correlated pairs in time at most

2ω/(3−λ)

(2−2λ)/(3−λ) 
k/2
k/2
Õ
n
+ qd n


≤ Õ nkω/(3−λ) + 2O(k) (ln(e kψk∞ ))k ρ−2/λ k · log(n) · ρ−2/λ nk(1−λ)/(3−λ)


≤ Õ nkω/(3−λ) + Õ(nk/3 )2O(k) (ln(e kψk∞ ))k ρ−4/λ .
J
We relegate the remainder of the proofs of Theorem 34 to the appendix.

7

Reduction from Noisy Parity

Q
Recall that given S ⊆ [n], a parity function χS : {±1}n → {±1} is given by χS (x) = i∈S xi .
A noisy parity is a parity function with random noise of rate η added to it. In other
words, we say f : {±1}n → {±1} is an η-noisy parity if Pr[f (x) = χS (x)] = 1 − η an
Pr[f (x) = −χS (x)] = η. In the sparse noisy parity problem, we are given access to samples
(x, f (x)) where x ∼ µ is sampled uniformly from {±1}n and f is noisy parity χS with |S| = k.
The goal is to recover the parity function, or equivalently the set S.
Given a set S 0 ⊆ [n], we have
(
0

E [fb(S )] =

x∼µ

0

if S 0 6= S

1 − 2η

if S 0 = S

This leads to a naive enumeration algorithm that runs in time O(nk ). The current best
algorithm due to [18] runs in time O(n0.8k ) poly(1/(1 − 2η))). A series of reductions due
to [8] show that efficient algorithms for sparse noisy parity imply algorithms with similar
running times for learning k-juntas, decision trees and DNFs under the uniform distribution.
This suggests the following conjecture (which we consider to be folklore).
I Conjecture. There is no algorithm for the sparse noisy parity problem which runs in time
no(k) .
We now prove Theorem 2 which we restate below.
I Theorem 2. For η ∈ (0, 1/2), an algorithm that given a distribution ψ and k can find a
(1 − 2η, 1)-minimal skewed subcube of co-dimension k in time T (n, k, η) can be used to solve
the k-sparse noisy parity problem with noise rate η in time T (n, k, η).
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Proof. Finding a noisy parity reduces to finding a minimal skewed subcube. Given an instance
of sparse noisy parity, consider the distribution ψ on {±1}n+1 obtained by appending the
label to the sample. Thus ψ = (x, f (x))x∼µ . We show that all skewed subcubes must restrict
the set S ∪ {n + 1}, hence they are all minimal, and finding any skewed subcube solves the
noisy parity problem.
For any z ∈ {±1}S , consider the subcube D+ (z) given by xS = z, xn+1 = χS (z). We
have




1−η
1
0
0
k+1
Skew(D+ (z)) = 2k+1 Pr
[x
∈
D]
−
Pr
[x
∈
D]
=
2
−
= 1 − 2η.
x0 ∼µ
x0 ∼ψ
2k
2k+1
Similarly if we define D− (z) by xS = z and xn+1 = −χS (z), then




1
η
0
0
k+1
Skew(D− (z)) = 2k+1 Pr
[x
∈
D]
−
Pr
[x
∈
D]
=
2
−
= −(1 − 2η).
x0 ∼µ
x0 ∼ψ
2k
2k+1
It is easy to verify that if the set of restricted variables is not S ∪ {n + 1}, then the skew is 0,
which shows that the subcubes above all (±(1 − 2η), 1)-minimal skewed subcubes.
J
This shows the hardness of finding subcubes with skew (1 − 2η) < 1. The reduction
could be extended to show the hardness of finding subcubes with larger skew, simply by
concatenating ` different samples of ψ. Now an algorithm that finds a subcube of skew
(2(1 − η))` − 1 and codimension k can be used to solve a k/`-sparse noisy parity problem.

8

The Membership Query Model

Theorem 2 suggests that a much better algorithm does not exist in the model where we only
get random samples from ψ. However, noisy parity becomes trivial when we are given query
access to f , by repeatedly querying the function at x and x · ei . This motivates us to consider
the query model where in addition to getting random samples from ψ, we are allowed to
query ψ(x) for points x of our choosing. As we will see, this does make finding skewed
subcubes easier for distributions where kψk∞ is small. We first show how this improvement
arises, and then give evidence that queries do not add too much power over random samples
when kψk∞ is large.
Algorthmically, all we need is a procedure to find all large low-degree Fourier coefficients
of ψ under the query model. Such a procedure is given by a classic result [14] of Kushilevitz
and Mansour, which uses the algorithm of Goldreich and Levin [9] to compute large Fourier
coefficients when given a query access to a function.
I Theorem 40 ([9]). Given query access to f : {±1}n → [−t, t] and a parameter ρ > 0,
there is an algorithm running in time poly(n, t/ρ) that with high probability outputs a list
containing all subsets S, such that fb(S) ≥ τ . 5
If we apply it to ψ, then we get an algorithm whose running time is poly(n, kψk∞ , ρ). Thus,
the algorithm is faster than the trivial exhaustive search algorithm only when kψk∞ < nαk
for some α > 0. The polynomial dependence on kψk∞ in the running time is inevitable
b
since the algorithm finds all ψ(S)
≥ ρ, and not just those with |S| ≤ k. The number of
such coefficients can be kψk∞ /ρ2 . In contrast, when we restrict to |S| ≤ k, the list-size only
grows as ln(e kψk∞ )k /ρ2 . This raises the following natural open question:
5

The theorem is typically stated for functions with range {±1}, however a similar bound is true for the
range [−1, 1]. The version stated here follows by scaling the function by t so it lies in the range [−1, 1],
and replacing ρ by ρ/t.
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I Problem 4. Given query access to a probability measure, ψ such parameter ρ > 0, does
b
there exist an algorithm that can find all S such that |S| ≤ k and |ψ(S)|
≥ ρ in time
k
poly(n, 1/ρ, ln(kψk∞ ) )?
We conclude by observing that some dependence on kψk∞ (at least logarithmic) seems
inevitable, even in cases where the list-size is 1. This is seen by a reduction from sparse
noisy parity. A sample of size O(k log n/2 ) from an instance of noisy parity preserves all
correlations of sets of k variables up to an additive . Define ψ to be the uniform measure
b
of these samples alone. Finding S such that |S| ≤ k + 1 and ψ(S)
≥ 1 − 2η will solve the
noisy parity problem. Note that for ψ the query model and the random samples model are
equivalent as we have the support explicitly. So if we believe that sparse noisy parity requires
time nΩ(k) time, then any algorithm for finding large low-degree Fourier coefficients in ψ must
require as much time. Since kψk∞ = 2 2n /k log(n), we have ln(kψk∞ ) = n − O(log(1/).
This is consistent with a dependence of ln(kψk∞ )Ω(k) .
References
1
2
3

4

5
6

7

8

9

10

11

12

Noga Alon, Alexandr Andoni, Tali Kaufman, Kevin Matulef, Ronitt Rubinfeld, and Ning Xie.
Testing k-wise and almost k-wise independence. In STOC, 2007.
Noga Alon and Joel H. Spencer. The Probabilistic Method. Wiley Publishing, 4th edition,
2016.
Joy Buolamwini and Timnit Gebru. Gender Shades: Intersectional Accuracy Disparities in
Commercial Gender Classification. In Conference on Fairness, Accountability and Transparency,
FAT 2018, 23-24 February 2018, New York, NY, USA, pages 77–91, 2018. URL: http:
//proceedings.mlr.press/v81/buolamwini18a.html.
Ángel Cabrera, Will Epperson, Fred Hohman, Minsuk Kahng, Jamie Morgenstern, and
Duen Horng Chau. FairVis: Visual Analytics for Discovering Intersectional Bias in Machine
Learning. IEEE Conference on Visual Analytics Science and Technology (VAST), 2019. URL:
https://poloclub.github.io/FairVis/.
Varun Chandola, Arindam Banerjee, and Vipin Kumar. Anomaly detection: A survey. ACM
Comput. Surv., 41(3):15:1–15:58, 2009. doi:10.1145/1541880.1541882.
Moses Charikar, Jacob Steinhardt, and Gregory Valiant. Learning from untrusted data. In
Proceedings of the 49th Annual ACM SIGACT Symposium on Theory of Computing, STOC
2017, Montreal, QC, Canada, June 19-23, 2017, pages 47–60, 2017.
Andrew F Emmott, Shubhomoy Das, Thomas Dietterich, Alan Fern, and Weng-Keen Wong.
Systematic construction of anomaly detection benchmarks from real data. In Proceedings of
the ACM SIGKDD workshop on outlier detection and description, pages 16–21. ACM, 2013.
Vitaly Feldman, Parikshit Gopalan, Subhash Khot, and Ashok Kumar Ponnuswami. On
Agnostic Learning of Parities, Monomials, and Halfspaces. SIAM J. Comput., 39(2):606–645,
2009. doi:10.1137/070684914.
Oded Goldreich and Leonid A. Levin. A Hard-Core Predicate for all One-Way Functions. In
Proceedings of the 21st Annual ACM Symposium on Theory of Computing, May 14-17, 1989,
Seattle, Washigton, USA, pages 25–32, 1989.
Parikshit Gopalan, Vatsal Sharan, and Udi Wieder. PIDForest: Anomaly detection via partial
identification. In Annual Conference on Neural Information Processing Systems 2019, NeurIPS
2019, 2019.
Sudipto Guha, Nina Mishra, Gourav Roy, and Okke Schrijvers. Robust Random Cut Forest
Based Anomaly Detection on Streams. In Proceedings of the 33nd International Conference on
Machine Learning, ICML 2016, New York City, NY, USA, June 19-24, 2016, pages 2712–2721,
2016.
Sushrut Karmalkar, Adam R. Klivans, and Pravesh K. Kothari. List-Decodable Linear
Regression. CoRR, abs/1905.05679, 2019. arXiv:1905.05679.

ITCS 2020

84:24

Finding Skewed Subcubes Under a Distribution

13

14
15

16
17
18

19

Matti Karppa, Petteri Kaski, and Jukka Kohonen. A Faster Subquadratic Algorithm for
Finding Outlier Correlations. ACM Trans. Algorithms, 14(3):31:1–31:26, June 2018. doi:
10.1145/3174804.
Eyal Kushilevitz and Yishay Mansour. Learning Decision Trees Using the Fourier Spectrum.
SIAM J. Comput., 22(6):1331–1348, 1993. doi:10.1137/0222080.
Fei Tony Liu, Kai Ming Ting, and Zhi-Hua Zhou. Isolation Forest. In Proceedings of the 8th
IEEE International Conference on Data Mining (ICDM 2008), December 15-19, 2008, Pisa,
Italy, pages 413–422, 2008.
Ryan O’Donnell. Analysis of boolean functions. Cambridge University Press, 2014.
Ryan O’Donnell and Yu Zhao. On Closeness to k-Wise Uniformity. In APPROX-RANDOM,
2018.
Gregory Valiant. Finding Correlations in Subquadratic Time, with Applications to Learning
Parities and the Closest Pair Problem. J. ACM, 62(2):13:1–13:45, May 2015. doi:10.1145/
2728167.
Sergey Yekhanin. Personal Communication, 2019.

9

Missing Proofs

I Lemma 6. Given subcubes C and D such that D ⊆ C ⊆ {±1}n , and a density function
ψ, it holds that:
hψ, µD i = hψ, µC i · ψ|C , µD

C

Proof. We have

hψ, µD i = hψ, µC i ·

ψ
, µD
hψ, µC i


= hψ, µC i · ψ|C , µD

C

J

where the second equality follows from D ⊆ C.
I Lemma 8. Let codim(C) = k. We have
Skewψ (C) = 2k Pr [x ∈ C] − 1
x∼ψ


1
Pr [x ∈ C] − Pr [x ∈ C] .
=
x∼µ
Prx∼µ [x ∈ C] x∼ψ
Proof. We have
hψ, µC i = E [ψ(x)]
x∈µC

X ψ(x)
2n−k
x∈C
X
= 2k
Pr [x = x]
=

x∈C

x∼ψ

= 2k Pr [x ∈ C].
x∼ψ

Hence
hψ, µC i − 1 = 2k Pr [x ∈ C] − 1
x∼ψ

=

Prx∼ψ [x ∈ C] − 2−k
.
2−k

Since Prx∼µ [x ∈ C] = 2−k , the claim follows.

J

P. Gopalan, R. Levin, and U. Wieder

84:25

I Lemma 10. For any K ⊆ [n], we have
X
Skew(D) = 0.
D=(K,w)
w∈{±1}K

Proof. Consider the sum:
X

X

Skew(D) =

D=(K,w)
w∈{±1}K

2

k



D=(K,w)
w∈{±1}K


Pr [x ∈ D] − Pr [x ∈ D] = 0.

x∼ψ

x∼µ

The first equality comes from Lemma 8, the second follows since the set of cubes D form a
partition of {±1}n .
J
I Lemma 11. If {C1 , . . . , C2` } is a partition of C, then
`

2
1 X
Skewψ (C) = `
Skewψ (Ci ).
2 i=1

Proof. We have

1
Pr [x ∈ C] − k
x∼ψ
2
 `



2
2k+` X
1
Pr [x ∈ Ci ] − k+` 
= `
x∼ψ
2
2
i=1
 `



2
1 X k+`
1
= `
2
Pr [x ∈ Ci ] − k+` 
x∼ψ
2
2
i=1

Skewψ (C) = 2k



`

=

2
1 X
Skewψ (Ci ).
2` i=1

J

I Corollary 18. For J ⊆ [n] and a distribution ψ over {±1}n ,
W ≤k (ψ, J) ≤ 2|J| e2 (ln(e kψk∞ ))k .
Proof. Recall that
X
W ≤k (ψ, J) =

X

b ∪ T )2
ψ(S

T ⊆J S⊆[n]\J
|S|≤k

We will show that for any T ⊆ J, we have
X
b ∪ T )2 ≤ e2 (ln(e kψk ))k .
ψ(S
∞

(8)

S⊆[n]\J
|S|≤k

The claim will then follow by summing over all 2|J| choices of T ⊆ J. To prove Equation (8),
we define ψ (T ) : {±1}[n]\J → R as
ψ (T ) (x) =

E

z∼{±1}J

[ψ(x ◦ z)χT (z)].
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Note that unlike ψ, ψ (T ) can be negative. By orthogonality of characters, we have
X
b ∪ T )χS (x).
ψ (T ) (x) =
ψ(S
S⊆[n]\J

Since ψ (T ) is a signed average of ψ which is non-negative, we have ψ T
ψT

1

≤ kψk∞ and




[ψ(x ◦ z)χT (z)]
z∼{±1}J
x∈{±1}[n]\J


≤
E
E [|ψ(x ◦ z)|] =
=

∞

E

E

x∈{±1}[n]\J

z∼{±1}J

E

x∈{±1}n

[|ψ(x)|] = 1.

The proof of Theorem 17 only uses bounds on the 1 and ∞ norms of ψ. Hence we can repeat
the same proof with ψ (T ) to get an identical bound. This proves Equation (8).
J
I Lemma 19. For P ⊆ [n] and a distribution ψ over {±1}n , the restriction ψP is given by
ψP (y) =

X

b
ψ(S)χ
S (y).

S⊆P

Proof. Let |P | = p < n. For x ∈ {±1}P , we have
ψP (y) = 2p Pr [xP = y] =

X

x∼ψ

z∈{±1}P̄

ψ(y ◦ z)
= E [ψ(y ◦ z)].
z∼µP̄
2n−p

where the last expectation is over the bits z assigned to P̄ being chosen uniformly at random.
Using the Fourier expansion of ψ,
X
X
b
b
E [ψ(y ◦ z)] =
ψ(S)
E χS (y ◦ z) =
ψ(S)χ
J
S (y).
z∼µP̄

z∼µP̄

S⊆[n]

S⊆P

I Lemma 20. Let P ( [n]. Let ψ 0 be a distribution on {±1}P . Define a distribution ψ on
{±1}n by ψ(x) = ψ 0 (xP ). Then
1. ψ is the product distribution of ψ 0 with the uniform distribution on {±1}P̄ .
2. kψk∞ = kψ 0 k∞ .
3. C is a minimal skewed subcube under ψ iff it is a minimal skewed subcube under ψ 0 .
Proof. It follows that ψ is a distribution since it is non-negative and kψk1 = 1. Since the
uniform distribution on {±1}(P̄ ) is given by µP̄ (y) = 1 for all y ∈ {±1}P̄ , it follows that
ψ = ψ 0 × µP̄ is the product of ψ 0 and µP̄ .
Claim (2) follows trivially from the definition of ψ.
For claim (3), we show that if C = (K, y) is a minimal skewed subcube under ψ, then
K ⊆ P . Indeed, suppose i ∈ K \ P . Consider the parent subcube D ) C obtained by freeing
the coordinate i. Then Prx∈ψ [x ∈ C] = Prx∈ψ [x ∈ D]/2, whereas codim(C) = codim(D) + 1,
hence
Skewψ (C) = 2codim(C) Pr [x ∈ C] − 1 = Skewψ (D).
x∈ψ

This violates the definition of minimality. In the other direction, it is easy to see that a
minimal skewed subcube under ψ 0 is also a minimal skewed subcube under ψ.
J
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I Lemma 21. Let C = (J, z). Then
P

X

ψ|C (x) =

χS (x)

T ⊆J

b ∪ T )χT (z)
ψ(S
hψ, µC i

S⊆[n]\J

.

Proof. Recall that ψ|C (x) = ψ(x)/ hψ, µC i for x ∈ C. For x ∈ {±1}[n]\J let x ◦ z denote
the string obtained by setting coordinates in J to z and those in [n] \ J to x. Then
ψ(x ◦ z)
hψ, µC i
X
1
=
hψ, µC i

ψ|C (x) =

X

b ∪ T)
χS∪T (x ◦ z)ψ(S

S⊂[n]\J T ⊂J

1
=
hψ, µC i

X

b ∪ T)
χS (x)χT (z)ψ(S

S⊂[n]\J T ⊂J

P

X

=

X

χS (x)

T ⊂J

S⊂[n]\J

b ∪ T)
χT (z)ψ(S
hψ, µC i

J

I Lemma 32 ([19]). Let d ≥ 2 be even and let n + 1 = 2l ≥ d. There exists a F2 -linear
code CBCH ⊆ {0, 1}n with minimum distance d, which contains Ω(nd/2+1 ) minimum weight
codewords.
Proof. Let d = 2e + 2 for e ≥ 0. We use the fact that BCH codes are [n, n − el − 1, 2e + 2)]
codes [2, Theorem 16.21]. We need to show that there are many minimum weight codewords.
For this, let us consider the parity check matrix H which has dimension (el + 1) × n so that
CBCH = {x ∈ Fn2 : Hx = 0}.
Now let us consider the mapping x → Hx for all x : wt(x) = e + 1. This maps each x to
a vector y ∈ {0, 1}el+1 . For each y ∈ {0, 1}el+1 , let by = |{x : wt(x) = e + 1, Hx
 = 0}| be
P
n
the number of vectors of weight e + 1 mapped to y. Then we have y by = e+1
, hence
P
X

b2y

≥

y

y by

2

2el+1

=


n 2
e+1
2(n + 1)e

.

For x1 6= x2 both of weight e + 1, if Hx1 = Hx2 then H(x1 + x2 ) = 0, hence x1 + x2 is a
non-zero codeword of weight at most 2e + 2, hence it is in fact a minimum weight codeword.
2e+2
Since there are 2e+2
ways to write each vector of weight 2e + 2 as such as sum,
e+1 < 2
hence the number of vectors of codewords of weight 2e + 2 is at least

 

!
n 2
1 X by
1 X 2
1
n
e+1
= 2e+3
(by − by ) ≥ 2e+3
−
= Ωe (ne+2 ). J
e
22e+2 y
2
2
2
2(n
+
1)
e
+
1
y
I Theorem 34 (Algorithm for Positive Skew). Given sample access to a distribution ψ on
{±1}n , integer k ≤ n, and parameters γ ∈ (0, 2k − 1],  ∈ (0, 1] and λ ∈ [0, 1], there is an
algorithm that returns all (γ, )-minimal skewed subcubes of codimension at most k in time:


Õ n

ω
k( 3−λ
)



+k

O(k)

· (ln(e kψk∞ ))

k



Õ(nk/3 )
poly(n)
√ 4/λ + √ 2k
( γ)
( γ)



where ω is the matrix multiplication exponent, and Õ hides poly log n factors.
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I Theorem 35 (Algorithm for Negative Skew). Given sample access to a distribution ψ
on {±1}n , integer k ≤ n, and parameters γ ∈ (0, 1],  ∈ (0, 1] and λ ∈ [0, 1], there is an
algorithm that returns all (−γ, )-minimal skewed subcubes of codimension at most k in time:




ω
Õ(nk/3 ) poly(n)
k
Õ nk( 3−λ ) + k O(k) · (ln(e kψk∞ ))
+
(γ)2k
(γ)4/λ
where ω is the matrix multiplication exponent, and Õ hides poly log n factors.
The algorithm is FindSkew+ (∅, ∅) in the positive case and FindSkew− (∅, ∅) in the
negative case with the nondeterminism replaced. In the positive case, one could replace
the enumeration of Fourier coefficients (this is Line 6 in Algorithm 1 and Line 4 in Algorithm 2) by a call to FindFourierCoefficients. However this would naively yield a
k
running time bound of O(n0.8k ) · k O(k) (ln(e kψk∞ /γ)) /(γ)2k+O(1) . We show the stronger
bound claimed in the theorem by making the following modification. Instead of running
FindFourierCoefficients at every recursive call, we run it once at the top level to get
the list L of heavy coefficients for ψ, and “deduce” the heavy Fourier coefficients for each
restricted distribution ψ|C from the original list L. To do so efficiently, we require a data
structure which we now explain.
We preprocess L by creating a graph GL . Vertices of this graph are indexed by elements
of the power set 2[n] . For each coefficient S ∈ L, and each subset T ⊂ S, add the directed
edge T → S. Furthermore, each T stores k lists, where the ith list contains all sets S in the
out-neighborhood of T such that |S\T | = i. Since 2k |L| is a bound on both the total number
of edges and the total number of vertices in the graph, creating the graph takes O(2k |L|)
time. Creating the partitions of the out-neighborhoods also takes O(2k |L|) times since each
edge in the graph need only be processed once.
We summarize the algorithm below for reference.
Algorithm 4 PreprocessCoefficients(L).
1: V, E ← ∅
2: for S ∈ L do
3:
4:
5:

for T ⊆ S do
V ← V ∪ {S, T }
E ← E ∪ {(T → S)}

6: for edge (T → S) ∈ E do
7:

Let i = |S\T |, and add S to the ith list stored at T .

8: return GL = (V, E)

Next, given GL the preprocessed form of L, a target subcube C = (J, z) and a threshold
d (S) such that ψ|
d (S) ≥ τ .
τ , we show how to output all Fourier coefficients ψ|
C
C
b
I Lemma 41. Let L = {S ⊆ [n] : |S| ≤ k, |ψ(S)|
≥ τ /4k }, and GL be the output
of Preprocess(L). Then DeduceSubcubeCoefficients(GL , C, τ ) returns the list of
Fourier coefficients of ψ|C of degree at most k and magnitude at least τ . Furthermore,
DeduceSubcubeCoefficients(GL , C, τ ) runs in time
poly(n) · O(|L0 |) ≤ poly(n) · 2O(k) ·

(ln(e kψk∞ ))k−|J|
.
τ2
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Algorithm 5 DeduceSubcubeCoefficients(GL , C, τ ).
1: Let J be the coordinates fixed by C.
2: L0 ← ∅
3: for T ⊆ J do
4:
5:

for S out-neighbor of T in GL with |S\T | ≤ k − |J| do
d (S\J) ≥ 3τ /4 to accuracy τ /4. If so, add S\J to L0 .
Check by sampling if ψ|
C

6: return L0 .

Proof. The output L0 consists only of sets S 0 such that S 0 ∪J ∈ L, S 0 ∩J = ∅ and |S 0 | ≤ k−|J|.
d (S 0 ) ≥ τ , note that for
Furthermore it contains all S 0 meeting these criteria such that ψ|
C

any set H ∈ L such that |H| ≤ k, if T is chosen to be H ∩ J, then |H\J| = |H\T | ≤ k − |J|
and thus the algorithm will add H\J to the output.
To obtain the claim of the lemma, we need to argue that for every Fourier coefficient
d
ψ|C (S) of absolute value at least τ , the set S must appear in L0 . We need the following
consequence of Lemma 21: let ψ be a distribution on {±1}n and let C = (J, z) be a subcube.
Then
d (S) =
ψ|
C

X χT (z)ψ(S
b ∪ T)
.
hψ, µC i

T ⊆J

d (S) is the signed sum of at most 2k coefficients ψ(R)
b
It follows that every coefficient ψ|
=
C
k
b ∪ T ), which is then scaled by 1/ hψ, µC i (at most 2 ). Furthermore, if |S| ≤ k − |J|,
ψ(S
d (S) ≥ τ , there is at least one
then each such coefficient has |R| ≤ |S| + |T | ≤ k. Thus if ψ|
C
k
b
R ⊆ J with |R| ≤ k such that |ψ(R)| ≥ τ /4 , which means that R ∈ L.
Finally, the running time claim follows from Corollary 18 and the fact that for every
b
S ∈ L we have ψ(S)
≥ τ /4k .
J
We are now ready to prove our main theorem. We start with the positive case.
Proof of Theorem 34. We start by running FindFourierCoefficients(ψ, k, ρ+ , λ) once,
√
b
with ρ+ =  γ/16k . This outputs a list L+ containing all S where |S| ≤ k and ψ(S)
≥
√
k
+
 γ/4 . Subsequently, we compute GL+ ← PreprocessCoefficients(L ) using the
output. This set up phase has running time R+ bounded by

 k O(k) Õ nk/3  ln(e kψk )k
ω
∞
k( 3−λ
+
)
R ≤ Õ n
.
+
√
( γ)4/λ
Next we run FindSkew+ (∅, ∅) but we replace the nondeterministic enumeration of Fourier
coefficients (this is Line
6 in Algorithm
1) by DeduceSubcubeCoefficients(GL+ , C, τ + )



√
where τ + :=  γ/ kt · |Sktt | . We also replace the nondeterministic choice of z (Line 7
in Algorithm 1) by simple enumeration over all possible choices. Correctness follows from
Lemma 24 together with Lemmas 39 and 41 and it remains to show the running time bound.
By Lemma 41, at every subcube C the algorithm spends time at most
poly(n) · 2O(k) ·

(ln(e kψk∞ ))k−|J|
(ln(e kψk∞ ))k−|J|
= poly(n) · 2O(k) ·
√
+
2
(τ )
( γ)2

to run DeduceSubcubeCoefficients.
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On the other hand, the proof of Lemma 26 requires that the branching factor of
√
FindSkew+ be bounded as in Lemma 25. Since this bound is at least (ln(e kψk∞ ))k−|J| /( γ)
(and we may assume WLOG that the branching factor is at least this threshold), we may
amortize the cost of each call to DeduceSubcubeCoefficients by charging to each child
call the average running time per child. The time spent per child is poly(n) · 2O(k) , and we
argued in Lemma 26 that the total number of recursive calls to FindSkew+ is at most
k O(k)



ln(e kψk∞ )
2 γ

k
.

Thus we may bound the running time of FindSkew+ (∅, ∅) by this expression as well.
To conclude, the final running time of the algorithm in the positive skew case is:
k
ln(e kψk∞ )
2 γ
k

 k O(k) Õ nk/3  ln(e kψk )k

ω
ln(e kψk∞ )
∞
k( 3−λ
k
O(k)
)
+
+ poly(n, k ) · k
≤ Õ n
√
2 γ
( γ)4/λ
!



Õ nk/3
ω
poly(n)
k
≤ Õ nk( 3−λ ) + k O(k) · (ln(e kψk∞ ))
+ √ 2k .
√
( γ)
( γ)4/λ

R+ + poly(n, k k ) · k O(k)



J

The negative case is identical, but with a different setting of parameters.
Proof of Theorem 35. In this case we run FindFourierCoefficients(ψ, k, ρ− , λ) with
ρ− = γ/16k . This outputs the list L− , and we set GL− ← PreprocessCoefficients(L− ).
This all has running time R− bounded by

 k O(k) Õ nk/3  ln(e kψk )k
ω
∞
k( 3−λ
−
)
R ≤ Õ n
.
+
(γ)4/λ
Now we run FindSkew− (∅, ∅), with Fourier coefficient enumeration (Algorithm 2 in Algorithm
2) replaced
with DeduceSubcubeCoefficients(GL− , C, τ − ), and we set τ − =


kt
γ/ kt · |St | . The analysis is identical to the positive case, and the final running time is:


Õ n

ω
k( 3−λ
)



+k

O(k)

· (ln(e kψk∞ ))

k

!

Õ nk/3
poly(n)
+
.
(γ)2k
(γ)4/λ

J

Combinatorial Lower Bounds for 3-Query LDCs
Arnab Bhattacharyya
National University of Singapore, Singapore
arnabb@nus.edu.sg

L. Sunil Chandran
Indian Institute of Science, Bangalore, India
sunil@iisc.ac.in

Suprovat Ghoshal
Indian Institute of Science, Bangalore, India
suprovat@iisc.ac.in

Abstract
A code is called a q-query locally decodable code (LDC) if there is a randomized decoding algorithm
that, given an index i and a received word w close to an encoding of a message x, outputs xi by
querying only at most q coordinates of w. Understanding the tradeoffs between the dimension, length
and query complexity of LDCs is a fascinating and unresolved research challenge. In particular, for
o(1)
3-query binary LDC’s of dimension k and length n, the best known bounds are: 2k
≥ n ≥ Ω̃(k2 ).
In this work, we take a second look at binary 3-query LDCs. We investigate a class of 3-uniform
hypergraphs that are equivalent to strong binary 3-query LDCs. We prove an upper bound on the
number of edges in these hypergraphs, reproducing the known lower bound of Ω̃(k2 ) for the length
of strong 3-query LDCs. In contrast to previous work, our techniques are purely combinatorial and
do not rely on a direct reduction to 2-query LDCs, opening up a potentially different approach to
analyzing 3-query LDCs.
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1

Introduction

A code C is said to be a q-query locally decodable code (LDC) if it is possible to recover
any symbol xi of a message x by querying C(x) on at most q locations, such that even if a
constant fraction of C(x) is corrupted, the decoder returns xi with high probability. LDCs
already appeared in the PCP literature (e.g., implicitly in [1]) but they were first explicitly
formulated by Katz and Trevisan in [10]. LDCs have attracted attention not only because of
their immediate relevance to data transmission and data storage but also because of their
surprising connections to complexity theory and cryptography ([3, 13, 8, 11]). In more recent
years, the analysis of LDCs has led to a greater understanding of basic problems in incidence
geometry, the construction of design matrices and the theory of matrix scaling, e.g. [2, 7, 6].
Although LDCs have been studied now for two decades, some basic questions remain
stubbornly open. In particular, we have the following open question for 3-query LDCs:
I Open Question 1. What is the length of the shortest 3-query LDC that can encode all
k-bit binary messages?
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licensed under Creative Commons License CC-BY
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A wild variety of techniques have been used to study the problem. For a while, it was believed
that the length n should be exponential in k for 3-query LDCs (indeed, for any constant number of queries). This belief was shattered by a breakthrough work of Yekhanin that designed
3-query LDCs of length subexponential in k (conditional on some number-theoretic conjectures). Subsequent work ([9, 5] reformulated the construction in terms of matching
 vector codes
√
and established an unconditional upper bound of exp exp(O( log k log log k)) = exp(k o(1) )
on the length.
As for lower bounds on the length of 3-query LDCs, which is the focus of this work,
Katz and Trevisan [10] first gave a super linear lower bound of Ω(k 3/2 ), which was then
improved to Ω k 2 /(log k)2 by Kerenedis and de Wolf [12] using quantum information
theoretic techniques. The current state-of-the-art is due to Woodruff [14] from over a decade
ago where he showed that n ≥ Ω(k 2 / log k).
Given the state of affairs, it is natural to try to prove lower bounds for stronger variants1
of LDCs where the task should be easier. In this work, we study a restricted form of LDCs
which seem to capture most of the challenges associated with general LDCs.
I Definition 2. For a given δ ∈ (0, 1), a code C : {±1}k → {±1}n is a (3, δ)-strong LDC if
for every i ∈ [k], there exists a set Mi of ≥ δn disjoint triples in [n]
such that for every
3
k
x ∈ {±1} and for every triple (j1 , j2 , j3 ) ∈ Mi , xi = C(x)j1 · C(x)j2 · C(x)j3 . Moreover, if
i 6= i0 , a triple in Mi intersects a triple in Mi0 in at most 1 coordinate.
Known constructions of 3-query LDCs are strong. Conceptually, the main2 restriction that
the above definition makes is that each triple in the matching Mi successfully decodes xi for
every x. On the other hand, Katz and Trevisan [10] show that general LDCs yield matchings
M1 , . . . , Mk such that each triple in the matching Mi sucessfully decodes xi for most (not
all) x’s.
We show a combinatorial proof of the known Ω(k 2 / log k) lower bound for the length of
code words of 3-query strong LDCs. Here is the main theorem stating the lower bound.
I Theorem 3. Let C : {±1}k 7→ {±1}n be a (3, δ)-strong LDC. Then, n ≥ Ωδ (k 2 / log k).

1.1

Proof Overview

As we already noted, Theorem 3 follows from [14]. Of more interest is our proof technique.
Woodruff’s lower bound reduces 3-query LDCs to 2-query LDCs and applies known analytic
proofs giving tight bounds for 2-query LDCs [12]. On the other hand, our proof is purely
combinatorial and does not seem to be a reduction to 2 queries.
Our starting point is the observation that strong 3-query LDCs are equivalent to evencolored 3-uniform hypergraphs. A 3-uniform hypergraph is called linear if any two edges
intersect in at most one vertex.
I Definition 4. An (n, k, δ)-even-colored 3-uniform hypergraph is a linear edge-colored
hypergraph H on n vertices with each edge having a color in {1, . . . , k} such that:
(i) For each i ∈ [k], the edges of color i form a matching of size at least δn, and
(ii) If H 0 is a subgraph of H such that every vertex has even degree in H 0 , then there are
an even number of edges of each color in H 0 .

1
2

For instance, Woodruff in [15] gave an Ω(k2 ) lower bound for the special case of linear 3-query LDCs.
The decoding scheme of taking the product (xor) of the codeword bits is without loss of generality (see
[14]). The additional condition in Definition 2 about triples in different matchings intersecting only at
single coordinates is made for technical convenience and should be avoidable.
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Given a (3, δ)-strong LDCs, define the hypergraph H which is the union of the matchings
M1 , . . . , Mk given by Definition 2, and let the color of an edge be the matching it comes
from. Then, it is easy to check that both conditions (i) and (ii) are met (see Claim 5). The
correspondence naturally goes in the other direction too, although this is not needed in the
present work.
We prove an upper bound k 2 ≤ Oδ (n log n) for (n, k, δ)-even-colored 3-uniform hypergraphs, proving our main theorem. To motivate our proof, let us sketch the corresponding
argument for 2-query LDCs (which is also new to the best of our knowledge). Suppose
we have a (2-uniform) graph which is the union of k matchings, with edges from the i’th
matching having color i. Analogously to condition (ii) of Definition 4, also suppose that any
cycle contains an even number of edges of each color. Then, we prove that the number of
vertices n is at least exp(k). For simplicity, suppose the matchings of each color are perfect.
Our argument is through coding (ironically!). Fix an arbitrary vertex s. For any vertex
v 6= s, let its signature S(v) be defined as (n1 , . . . , nk ) where ni is the parity of the number
of edges of color i on a path P from s to v. We claim that S(v) does not depend on the path
chosen. This is because if two paths from s to v gave different signatures, this would yield a
cycle in which some color occurred an odd number of times. On the other hand, there are at
least 2k different signatures because for any signature (s1 , . . . , sk ) ∈ {0, 1}k , there is a path
from s with exactly si edges of color i (since the matchings are perfect). Hence, the number
of vertices is at least exp(k).
Our proof for 3-uniform hypergraphs is in a similar spirit. Instead of a path to define
a signature, we use a sequence of cherries, borrowing an idea from [4]. A cherry is a pair
of hyperedges which uniquely intersect at a hyperedge; see Figure 1. We observe that if
the number of edges is sufficiently large, then there are many cherries. We then use this
structure to show that there are even subgraphs (i.e., subgraphs in which all vertices have
even degrees) which have an odd number of edges of some color. Namely, we construct a
“cycle of cherries” in which we know there is a color that appears on a unique edge, yielding
the contradiction. More details follow.
Formally, given an (n, k, δ)-even colored hypergraph H which is a union of matchings
M1 , . . . , Mk , define the signature graph G = (V 0 , E 0 ) as follows. The vertex set V 0 = V × V ,
and there is an edge in G between the vertices (u1 , v1 ) and (u2 , v2 ) ∈ V 0 whenever there
exists a w ∈ V such that {u1 , u2 , w} and {v1 , v2 , w} are hyperedges forming a cherry in
H. Moreover, such an edge is labeled by the pair of colors {i1 , i2 } if {u1 , u2 , w} ∈ Mi1 and
{v1 , v2 , w} ∈ Mi2 . The signature graph enjoys the following useful structural property:
For any vertex x in G and for any color i ∈ [k], there are at most 4 edges incident to
x that have i in their label.
(?)
The proof of (?) follows from the definition of G in terms of cherries (see Claim 8) .

Figure 1 A cherry formed from the edges {u1 , w, u2 } and {v1 , w, v2 } intersecting at w.
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√
For the sake of contradiction, assume that k ≥ Cn log n for some large constant C. This,
along with a standard averaging argument, implies that there exists a large subgraph G0 of the
signature graph with minimum degree at least k 2 n/4n2 ≥ (C/4) log n. Now fixing an arbitrary
vertex r ∈ V (G0 ) as root, we iteratively grow a sequence of trees T1 , T2 , . . . , T`+1 using edges
in G0 , while maintaining the following rainbow condition: For any vertex x ∈ V (Ti ), no color
appears more than once among the colors labeling the unique path from r to x in Ti .
We explain how to construct Ti+1 from Ti so that the above rainbow condition is met.
Let Li denote the leaves of the tree Ti , and let Ni denote the neighbors y of vertices x ∈ Li
so that the colors labeling the edge (x, y) do not occur on the path from the root r to x in
Ti . A short argument (Claim 9) allows us to deduce that Ni must be disjoint from V (Ti ),
because otherwise, condition (ii) of Definition 4 is violated. Hence, the next tree Ti+1 can be
built by letting Li+1 = Ni and adding one edge from each vertex in Li+1 to a vertex in Li .
We continue this process until |L` | < 2|L`−1 | for some iteration `. We now sketch how
to arrive at a contradiction. From the stopping criteria, we know that for every i < ` − 1
we have |Li+1 | ≥ 2|Li | ≥ 2i+1 , and therefore the depth of the tree is at most ` = O(log n).
Therefore, for any x ∈ L`−1 , the number of colors labeling the path from r to x is at most
O(log n). From property (?), we get that there are at least (C/4) log n − O(log n) = C 0 log n
neighbors of x that are in L` (for some other constant C 0 ). Since |L` | < 2|L`−1 |, there exists
a vertex w ∈ L` with at least (C 0 /2) log n neighbors in L`−1 . Again, invoking property (?),
for C 0 large enough, there will be a neighbor w0 ∈ L`−1 such that that the colors labeling
(w, w0 ) do not appear among the O(log n) labels of the path from r to w. From here, we can
conclude that the unique path between w and w0 in T` along with the edge (w, w0 ) forms
a cycle in G in which some color appears exactly once. This structure corresponds to a
subgraph in H that violates condition (ii) of Definition 4.
In the rest of the paper, we present the argument formally with all the details. It is
unclear currently how to extend the analysis to q-query LDCs or how to improve the analysis
for 3-query LDCs. But we remain hopeful that by looking at more intricate combinatorial
structures than cherries, we can make some progress.

2

Preliminaries

In this section and later, we do not invoke the notion of even-colored subgraphs, and we
define objects directly in reference to strong 3-query LDCs.
Given a (3, γ)-strong LDC, we define the recovery hypergraph H, where V (H) = [n]
and E(H) := ∪i∈[k] Mi to be the 3-uniform hypergraph which is the union of matchings
M1 , M2 , . . . , Mk . For any edge e ∈ E(H), we say that the color of the hyperedge e is i if e
belongs to matching Mi . We use the notation col(e) to denote the color of the hyperedge e.
We additionally assume that H is linear, i.e. no two hyperedges of H intersect in more than
one element.
Let L be a hypergraph. Then we define an augmentation L0 of L as follows: V (L0 ) = V (L)
and E(L0 ) is a multiset where each member e ∈ E(L0 ) also belongs to E(L) but can possibly
have a higher multiplicity than the multiplicity of e in E(L). With respect to a hypergraph L
where a hyperedge e is allowed to have multiplicity greater than 1, we denote by multL (e) the
multiplicity of e in E(L). We may drop the subscript L, if the hypergraph under consideration
P
is clear from the context. Also for v ∈ V (L), degL (v) := e∈E(L):v∈e multL (e). If for all
v ∈ V (L), degL (v) is even, then L is called an even hypergraph. We use col(L) to denote the
multiset of colors associated with edges in E(L).
If L is an augmentation of the recovery hypergraph H, for 1 ≤ i ≤ k, we define
X
λL (i) :=
multL (e).
e∈E(L):col(e)=i
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B Claim 5. Let L be an augmentation of the recovery hypergraph H. If L is even, then for
1 ≤ i ≤ k, λL (i) is even.
Proof. Suppose for contradiction that there exists i, 1 ≤ i ≤ k such that λL (i) is odd. Recall
that the indices of the code word bits correspond to the vertices of the recovery hypergraph.
Let us assume that y = (y1 , y2 , . . . , yn ) is the code word of a message (x1 , x2 , . . . , xk ), where
xi = −1 and xj = 1 for j 6= i. For an edge e = {a, b, c} of the recovery hypergraph,
Q
Y e = ya .yb .yc . Now it is clear that e∈E(L) Y e = 1 , since L is an even augmentation of H.
On the other hand, by definition of the recovery hypergraph, if col(e) = t, then Y e = xt
Q
Q
λ (t)
for 1 ≤ t ≤ k. Therefore e∈E(L) Y e = 1≤t≤k xt L . Clearly since for the selected message
Q
λ (i)
xj = 1 for j 6= i, we infer that e∈E(L) Y e = xi L = −1, if λL (i) is odd. This is a
contradiction. We conclude that for 1 ≤ i ≤ k, λL (i) is even.
C

The Signature Graph
We define a graph called the signature graph G as follows: V (G) = {(u, v) : u, v ∈ V (H); u 6=
v} and an edge exists between two vertices (u1 , v1 ) and (u2 , v2 ) of G if and only if {u1 , v1 } ∩
{u2 , v2 } = ∅ and there exists a vertex w ∈ V (H) such that {u1 , u2 , w}, {v1 , v2 , w} ∈ E(H).
Note that since the recovery hypergraph H is linear, if there exists an edge between two vertices
(u1 , v1 ) and (u2 , v2 ), there is a unique vertex w such that {u1 , u2 , w}, {v1 , v2 , w} ∈ E(H).
We may say that the vertex w causes the edge ((u1 , v1 ), (u2 , v2 )). Given an edge e ∈ E(G),
we define T (e) = ({u1 , u2 , w}, {v1 , v2 , w}) if w causes the edge e. We may abuse the notation
and use T (e) to denote the corresponding unordered set. We define col(e) = {i1 , i2 } if
(u1 , u2 , w) ∈ Mi1 and (v1 , v2 , w) ∈ Mi2 . Note that i1 6= i2 since w cannot be in two different
edges of the same matching.
B Claim 6. The number of edges in the signature graph G is at least 12γ 2 nk 2 .
Proof. Since each matching is of size at least γn, the number of hyperedges m in H is at least
P
γnk. It follows that v∈V (H) deg(v) = 3m ≥ 3γnk. For any vertex w ∈ V (H) consider a pair
of incident edges, say {u1 , u2 , w} and {v1 , v2 , w}. Since H is linear, {u1 , u2 } ∩ {v1 , v2 } = ∅.
It is easy to see that based on this pair of incident edges, w can
 cause 4 distinct edges of
d(v)
the signature graph G. Therefore the vertex w causes 4 2 distinct edges of G, where
d(v) = deg(v). As we have mentioned earlier, two different
w and w0 cannot cause
 vertices
P
P
d(v)
the same edge in G. Therefore |E(G)| ≥ 4 v∈V (H) 2 = 2 v∈V (H) (d(v)2 − d(v)). Recall
P
P
2
that v∈V (H) d(v) = 3m. Using Cauchy-Schwarz inequality, 3 we get v∈V (H) (d(v)2 ) ≥ 9m
n .
It follows that |E(G)| ≥
m ≥ n, since γk ≥ 1.

6m
n (3m

− n) ≥

12m2
n

≥ 12γ 2 nk 2 . Here we have used m ≥ γnk and
C

For a subgraph J of the signature graph G, we define HJ to be the augmentation of H,
with V (HJ ) = V (H) and E(HJ ) = ∪e∈E(J) T (e). Note that when we take the union here, we
retain multiple copies of a hyperedge if that hyperedge appears in multiple sets T (e) taking
part in the union operation. Thus E(HJ ) is by definition a multi-set. We extend some of
the notation used for hypergraphs to subgraphs of signature graphs also in the following
way: We use col(J) to denote the multiset col(HJ ). A hypergraph H 0 is rainbow colored
with respect to an edge coloring if there exist no two hyperedges having the same color. (In

3

For vectors X, Y , the Cauchy-Schwarz inequality states that kXk · kY k ≥ X > Y . Now take X =
(d(v1 ), d(v2 ), . . . , d(vn ))> , where V (H) = {v1 , v2 , . . . , vn } and Y = (1, 1, . . . , 1)T to get the required
lower bound.
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particular, there will not be any hyperedge with multiplicity greater than 1.) A subgraph J
of the signature graph is rainbow colored, if HJ is rainbow colored. We may also say J (or
H) is rainbow, shortening the phrase rainbow colored.
B Claim 7. Let J be an even subgraph of the signature graph G, i.e. ∀v ∈ V (J), deg(v) is
even. Then HJ is an even augmentation of H.
Proof. Recall that each edge e = ((u1 , v1 ), (u2 , v2 )) ∈ E(G) corresponds to exactly 2 edges
in E(HJ ), namely the two edges of T (e) = {{u1 , u2 , w}, {v1 , v2 , w}}, where w is the unique
vertex which caused the edge e. We say that w appears in the role of an intermediate vertex
and u1 , v1 , u2 and v2 appear in the role of signature vertices in T (e). It is easy to see that
since in T (e) itself the degree(w) is even, each vertex plays the role of an intermediate vertex
an even number of times. Noting that in T (e) each vertex appears in the role of a signature
vertex exactly once, it is easy to see that if x = (u, v) is a vertex of J, then u (also v)
plays the role of a signature vertex in ∪e∈EJ (x) T (e) (where EJ (x) denotes the set of edges
incident on x in J) exactly degJ (x) times. Since degJ (x) is even, it follows that degHJ (u)
and degHJ (v) are even numbers.
C
B Claim 8. Let x be a vertex of the signature graph G and let E(x) be the set of edges
incident on x in G. Let C ⊆ [k] be a subset of colors. Let E(x, C) = {e ∈ E(x) : col(e)∩C =
6 ∅}.
Then |E(x, C)| ≤ 4|C|.
Proof. Let x = (u, v). For an edge e ∈ E(x), T (e) contains 2 hyperedges, exactly one of
which contains u and the other one contains v: Let us denote by T (e)1 and T (e)2 the
hyperedges in T (e) that contain u and v respectively. For 1 ≤ i ≤ k, E(x, C) = ∪i∈C E1i ∪ E2i ,
where Eji = {e ∈ E(x) : col(T (e)j ) = i} for j = 1, 2. First we will show that |E1i | ≤ 2. To
see this, note that if col(T (e)1 ) = i, then T (e)1 ∈ Mi and T (e)1 contains u as mentioned
earlier. There is a unique hyperedge with these properties since Mi is a matching. Let
T (e)1 = (u, a, b). Then either a or b could have caused the edge e. If a caused the edge e,
then T (e)2 contains both v and a, and there is a unique edge in E(H) that is a superset of
{v, a} since H is linear. Similarly if b caused e, then T (e)2 is uniquely determined, since it
should contain both v and b. It follows that |E1i | ≤ 2 for all i, 1 ≤ i ≤ k. A similar argument
shows that |E2i | ≤ 2. It follows that |E(x, C)| ≤ 4|C|.
C
Now we are ready to prove Theorem 3.

3

Proof of Theorem 3

For contradiction, we shall assume that k 2 > Cn log n where C = C(γ) is a sufficiently large
constant. We can then lower bound the average degree of G as follows. From claim 6, we
know that |E(G)| ≥ 12γ 2 nk 2 . On the other hand, the number of vertices in G is at most
n2 . Therefore, for k 2 ≥ Cn log n, for C large enough, the average degree of G is at least
(2C 0 ) log n so that we can find a subgraph G0 ⊆ G with minimum degree at least C 0 log n,
where C 0 is a sufficiently large constant.
Now we fix a vertex r ∈ V (G0 ), and we grow a rainbow tree rooted at r in G0 level by
level as follows. Let T0 be the tree consisting only of the root r and T1 be the tree consisting
i
of r and all its neighbors. At the ith stage, we will have a tree Ti where V (Ti ) = ∪˙ i=0 Li
where Li is the set of vertices in level i. Note that V0 = L0 = {r} and T1 consists of 2 levels,
L0 = {r} and L1 = NG0 (r). For two vertices x and y, the unique path in Ti from x to y will
be denoted by P (x, y).
Moreover at the ith stage, we will make sure that the tree Ti satisfies the following
property:
For any vertex x ∈ V (Ti ), P (r, x) is a rainbow path.

(1)
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B Claim 9. If Ti satisfies property (1), and if e = (x, y) is an edge of G0 such that x ∈ Li
and y ∈ Lj , where i ≥ j, then col(e) ∩ col(P (r, x)) 6= ∅.
Proof. Suppose not. Let z be the least common ancestor of x and y in Ti . Since P (z, x) ⊆
P (r, x) is a rainbow path by property (1), P (z, x) ∪ {(x, y)} is also rainbow. Since |P (z, y)| ≤
|P (z, x)|, clearly we have |col(P (z, x) ∪ {(x, y)})| > |col(P (z, y)|. It follows that there is
at least one matching color, say i in the cycle C = P (z, x) ∪ {(x, y)} ∪ P (y, z), such that
λHC (i) = 1. But since C is an even subgraph of G, HC is an even augmentation of H by
Claim 7. Then by Claim 5, λHC (i) should be an even number, a contradiction.
C

Now we describe how to construct Ti+1 from Ti by adding a new level Li+1 . For a
vertex x ∈ Li define N 0 (x) = {y ∈ NG0 (x) : col(x, y) ∩ col(P (r, x)) = ∅}. Observe that
N 0 (x) ∩ V (Ti ) = ∅: This follows from Claim 9, since if there is an edge in G0 from a vertex
x ∈ Li to a vertex y ∈ Lj , j ≤ i then col(x, y) ∩ col(P (r, x)) 6= ∅, and therefore y ∈
/ N 0 (x).
0
Define Li+1 = ∪x∈Li N (x). Clearly Li+1 ∩ V (Ti ) = ∅. If Li+1 6= ∅, define a bipartite graph
Bi = (Li , Li+1 ) such that for x ∈ Li and y ∈ Li+1 , (x, y) ∈ E(Bi ) if and only if y ∈ N 0 (x).
Now for each y ∈ Li+1 , select one vertex y 0 from Li such that (y, y 0 ) ∈ E(Bi ) to be its parent
thus obtaining the new tree Ti+1 . From the way we defined N 0 (x) for x ∈ Li , it is clear
that property (1) is satisfied by Ti+1 . If |Li+1 | ≥ 2|Li |, we proceed to add the next level.
Otherwise we stop the procedure and define the final tree T to be Ti+1 .
Let L` be the last level added to the tree. Clearly ` > 2. We observe that ` ≤ log n + 1.
Otherwise |L`−1 | ≥ 2t−1 > n, since |Li+1 | ≥ 2|Li | for i ≤ ` − 2. Now consider the bipartite
graph B`−1 : For each vertex x ∈ L`−1 , we know by applying Claim 8 with C = col(P (r, x))
that E(x, C) ≤ 4|col(P (r, x))| ≤ 8 log n. But |EG0 (x)| = degG0 (x) ≥ C 0 log n and therefore
|N 0 (x)| ≥ (C 0 − 8) log n. Therefore B`−1 has at least |L`−1 |(C 0 − 8) log n edges. Since
|L` | < 2|L`−1 |, there exists a vertex w ∈ L` such that its degree in B`−1 is at least
(C 0 /2 − 4) log n. Again by applying Claim 8, this time with C = col(P (r, w)), at most
8(log n + 1) of these edges can have a common color with any edge in P (r, w). It follows that
if C is taken large enough, w has a neighbor w0 ∈ L`−1 such that col(w, w0 ) ∩ col(P (r, w)) = ∅.
This contradicts Claim 9 applied to the tree T = T` . The situation is depicted
in Figure 2.

k2
2
Thus we infer that k ≤ Cn log n, which in turn implies that n = Ω log k .

Figure 2 The cycle formed by the concatenation of P (z, w0 ), P (z, w), and (w, w0 ) corresponds to
an even subgraph in H with an odd number of edges having a particular color.
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Abstract
Garbling schemes, also known as decomposable randomized encodings (DRE), have found many
applications in cryptography. However, despite a large body of work on constructing such schemes,
very little is known about their limitations.
We initiate a systematic study of the DRE complexity of Boolean functions, obtaining the
following main results:
Near-quadratic lower bounds. We use a classical lower bound technique of Nečiporuk
[Dokl. Akad. Nauk SSSR ’66] to show an Ω(n2 / log n) lower bound on the size of any DRE for
many explicit Boolean functions. For some natural functions, we obtain a corresponding upper
bound, thus settling their DRE complexity up to polylogarithmic factors. Prior to our work, no
superlinear lower bounds were known, even for non-explicit functions.
Garbling-friendly PRFs. We show that any exponentially secure PRF has Ω(n2 / log n) DRE
size, and present a plausible candidate for a “garbling-optimal” PRF that nearly meets this
bound. This candidate establishes a barrier for super-quadratic DRE lower bounds via natural
proof techniques. In contrast, we show a candidate for a weak PRF with near-exponential
security and linear DRE size.
Our results establish several qualitative separations, including near-quadratic separations between
computational and information-theoretic DRE size of Boolean functions, and between DRE size of
weak vs. strong PRFs.
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1

Introduction

Originating from Yao’s garbled circuit construction [65], garbling schemes have played an
important role in different sub-areas of cryptography. A garbled representation of f (x) is a
randomized function fˆ(x; r) such that: (1) a sample from the output of fˆ(x; r) reveals f (x)
and no additional information about x; and (2) each output bit of fˆ depends on at most
one bit of x (but can depend arbitrarily on r); equivalently, each bit of x acts as a selector
between two strings that are determined by r. We refer to such a garbled representation fˆ
for f as a decomposable randomized encoding (DRE)1 of f , and refer to the output length of
fˆ as its size.
Garbling schemes were initially motivated by the goal of efficient secure computation [65,
44, 30, 40]. This still serves as a primary motivation for their study, which has led to many
optimized constructions (see, e.g., [12] and references therein).
Over the years, different flavors of garbling schemes have found applications in many
other areas of cryptography, including parallel cryptography [8], one-time programs and
leakage-resilient cryptography [36], verifiable computation [33, 10], key-dependent message
security [13, 5], identity-based encryption [29], and more. See [18, 39, 6] for surveys.
Despite the large body of work on constructing and applying such garbling schemes, very
little is known about their limitations. Previous relevant works show very limited lower
bounds for more liberal notions of garbling. These include either conditional lower bounds
that apply to computationally efficient garbling of intractable functions [5, 1] or linear size
lower bounds for so-called “2-party PSM protocols” [30, 25, 7].
In this work, we initiate a complexity theoretic study of standard (“DRE-style”) garbling
schemes, providing lower bounds in both information-theoretic and computational settings.

1

This notion of garbling roughly corresponds to a projective garbling scheme in the terminology of Bellare
et al. [18]. We use the DRE terminology when we want to emphasize that we are not interested in the
process of “garbling” a given representation of f , but only in the existence of a garbled representation fˆ
with a given complexity.
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Our Contribution

We make two types of contributions: (1) obtaining the first super-linear lower bounds on the
DRE size of Boolean functions (with some matching upper bounds), and (2) studying the
minimal DRE size of (strong and weak) pseudorandom functions. We now detail both types
of results.

1.1.1

Near-quadratic lower bounds and matching upper bounds

We adapt a classical lower bound technique of Nečiporuk [49] to show an Ω(n2 / log n) lower
bound on the size of any DRE for many explicit Boolean functions f : {0, 1}n → {0, 1}.
Nečiporuk showed that functions with many subfunctions cannot have small formulas or
branching programs. We provide matching lower bounds on DRE for the same class. In
particular, this yields Ω(n2 /logn) lower bounds on DRE size for almost all functions, including
the explicit examples of Element Distinctness, Indirect Storage Access, Clique, Determinant,
Matching, and others. These bounds hold in both the information theoretic setting and the
exponentially-secure computational setting, provided the DRE admits a sub-exponential
decoding algorithm in the latter case.
For the explicit example of Element Distinctness, we obtain a corresponding upper bound,
thus settling its DRE complexity up to polylogarithmic factors. Furthermore, since some
of the functions that admit nearly quadratic lower bounds on DRE size can be computed
by linear-size circuits, our lower bounds establish a near-quadratic gap between the size of
computationally secure and information-theoretic DRE in a setting where the input size
is polynomially bigger than the computational security parameter. In fact, given that our
nearly quadratic lower bounds also apply to computational DREs with security parameter
nearly that of the input size, this means, in a concrete sense, that a tradeoff between DRE
size and security parameter is inherent!
The only previous lower bounds we are aware of are linear lower bounds that also apply
to the more liberal 2-party Private Simultaneous Messages (PSM)2 setting [30, 25, 7] and
quadratic lower bounds for non-Boolean functions f : {0, 1}n → {0, 1}n that follow from
the input locality lower bounds of [9]. In contrast to the other classes lower bounded by
Nečiporuk’s method, such as formulas and branching programs, no superlinear lower bounds
on DRE size were known prior to our work, even for a non-explicit (e.g., random or worst-case)
Boolean function.

1.1.2

Garbling-friendly PRFs

There is a recent line of work on “MPC-friendly” block ciphers [3, 37, 54, 28, 27, 2] and
pseudorandom functions (PRFs) [48, 32, 37, 19]. In this context, DRE size is a highly relevant
complexity measure that is often used as a benchmark. The question of minimizing the
DRE size of PRFs is motivated by the goal of securely evaluating a PRF in a setting where
the input (and possibly also the key) is secret-shared between two or more parties. This is
useful for natural applications that involve secure keyword search and distributed forms of
searchable symmetric encryption; see [19] for discussion.

2

A DRE can be viewed as an n-party PSM protocol in which each party holds just one bit. Any 2-party
PSM lower bound implies a similar DRE lower bound, but the converse is not true.
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For the case of exponentially secure (strong) PRFs, we show that the DRE size must
be Ω(n2 / log n).3 Finally, we conjecture that a candidate PRF based on the “hidden shift
problem” is exponentially secure PRF with almost matching DRE size O(n2 ). That is, the
function outputs the quadratic character of a hidden shift of the input, determined by the
secret key. To defeat known attacks (both quantum and classical), we restrict inputs bounded
interval rather than the entire domain. A similar PRF (without the input restriction) has
been proposed in [37] as an attractive candidate for MPC-friendly PRF, but in an interactive
setting of arithmetic MPC, rather than in the context of garbling. We also present a similar
PRF construction with Ω(n) bits of output, for which we can still obtain a near-quadratic
DRE size upper bound.4 Consequently, modulo the validity of the conjectured security, these
PRFs are nearly garbling-optimal.
Interpreted differently, our garbling-friendly PRF candidate establishes a barrier for superquadratic DRE lower bounds on explicit Boolean functions via natural proof techniques [53].
In contrast, we show that a recent candidate for a weak PRF with near-exponential security
due to Boneh et al. [19] has a linear DRE size.
Our results imply several qualitative separations, including near-quadratic separations
between computational and information-theoretic DRE size of Boolean functions, and between
the DRE size of weak vs. strong PRFs.

2

Preliminaries

2.1

Cryptography

I Definition 1 (Pseudorandom Functions [35]). An (s(·), δ(·))-secure pseudorandom function
(PRF) family is an ensemble F = {Fλ }λ∈Z+ , where each Fλ is a keyed family of functions
Fλ = {fk : {0, 1}n(λ) → {0, 1}m(λ) }k∈{0,1}κ(λ) , satisfying the following security property:
Pseudorandomness. For every λ ∈ Z+ and every size-s (ensemble) of oracle circuits A (with
output in {0, 1}),

E

[Afk (1λ ) − AU (1λ )] ≤ δ(λ).

k←{0,1}κ(λ)
U :{0,1}n(λ) →{0,1}m(λ)

n(·), m(·), and κ(·) are respectively called the input length, output length, and key length
of F.
I Definition 2 (Weak PRFs [34]). An (s(·), δ(·))-secure weak PRF family is a relaxation of a
PRF family as in Definition 1, with the “pseudorandomness” security property replaced by
the following notion of “weak pseudorandomness”:
Weak Pseudorandomness. For every λ, the tuples
X1 , . . . , Xs(λ) , fK (X1 ), . . . , fK (Xs(λ) )

3

4



This is almost immediate in the non-uniform setting, given our lower bounds. In the appendix we give a
constructive proof for this fact in the uniform setting by exhibiting a sublinear test for an average-case
variant of the natural property used in Nečiporuk’s method.
For this case, multi-bit output, we use input locality bounds of [9] to prove a slightly stronger (and
nearly tight) quadratic lower bound (contrast with our Ω(n2 / log n) bounds for single bit output).
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and
X1 , . . . , Xs(λ) , Y1 , . . . , Ys(λ)



are (s(λ), δ(λ))-indistinguishable in the probability space defined by sampling
K ← {0, 1}`(λ)
X1 , . . . , Xs(λ) ← {0, 1}n(λ)
Y1 , . . . , Ys(λ) ← {0, 1}m(λ) .
I Definition 3. Random variables X and Y are (s, )-indistinguishable if the advantage of
every size-s circuit in distinguishing X from Y is at most . We denote this by X ≈(s,) Y .

2.2

Information Theory
Definition

4. The min-entropy
1
minx∈Supp(X) log2 Pr[X=x]
.

I

2.3

of

a

random

variable

X

is

H∞ (X)

def

=

Decomposable Randomized Encodings

I Definition 5 (Randomized Encodings). A randomized encoding for a function f : {0, 1}n →
Y consists of a “randomness” distribution R, an encoding function Enc : {0, 1}n ×R → {0, 1}` ,
and a decoding function Dec : {0, 1}` → Y. ` is called the size of the randomized encoding.
A randomized encoding (R, Enc, Dec) for function f : {0, 1}n → Y should satisfy:
Correctness. For any input x ∈ {0, 1}n ,
Pr [Dec(Enc(x, R)) = f (x)] = 1.

R←R

Security. For all x, y ∈ {0, 1}n with f (x) = f (y), the distribution of Enc(x, R) is identical to
the distribution of Enc(y, R) when sampling R ← R.
The security can be relaxed to require only that Enc(x, R) and Enc(y, R) cannot be effectively
distinguished by small circuits.
(s, δ)-Security. For all x, y ∈ {0, 1}n such that f (x) = f (y), for any circuit A : {0, 1}` →
{0, 1} of size at most s,
Pr [A(Enc(x, R)) = 1] − Pr [A(Enc(y, R)) = 1] ≤ δ.

R←R

R←R

In this paper, we focus on decomposable randomized encoding (DRE), which is a randomized
encoding that also satisfies an additional property:
Decomposability. Each output bit of Enc(x, r) is determined by r and 1 bit of input x.
To ease presentation, we also introduce an equivalent definition of DRE. The equivalent
definition is used when we prove lower bounds on the size of DRE.
I Definition 6. An (s, δ)-secure decomposable randomized encoding (DRE) for a function
f : {0, 1}n → {0, 1} is a family of random variables

X =

X01 , . . . , X0n
X11 , . . . , X1n



such that

ITCS 2020

86:6

On the Complexity of DRE, Or: How Friendly Can a Garbling-Friendly PRF Be?

Correctness. There is an algorithm Dec such that for every x ∈ {0, 1}n ,
Pr[Dec(Xx11 , . . . , Xxnn ) = f (x)] = 1.
Dec is called a decoding algorithm for X .
(s, δ)-Security. For all x, y ∈ {0, 1}n such that f (x) = f (y),
(Xx11 , . . . , Xxnn ) ≈(s,δ) (Xy11 , . . . , Xynn ).
The size of X is
X
def
|X | =

log2 Supp(Xbi ) .

i∈[n],b∈{0,1}

2.4

Function Restrictions

I Definition 7 ([50]). For any function f : X n → Y , any set S ⊆ [n] with complement S̄,
and any z ∈ X S̄ , the restriction of f to S using z is the function
fS|z : X S → Y
defined by fixing the coordinates in S̄ to the value z. More formally, for any x ∈ X S , we
define
def

fS|z (x) = f (x0 ),
where for each i ∈ [n],
(
xi if i ∈ S
0
xi =
zi otherwise.

3

Lower Bounds on DRE Size

Over 50 years ago, Nečiporuk published a two-page note titled “On a boolean function.” [49]
Within these two pages, Nečiporuk introduced an elegant combinatorial measure of a function
related to the number of ways a function can be restricted distinctly. To this day, Nečiporuk’s
method still provides the strongest lower bounds known for formulas over arbitrary finite
bases, deterministic branching programs, non-deterministic branching programs, parity
branching programs, switching networks, span programs, and more [16].
In this section we recall Nečiporuk’s measure and add decomposable randomized encoding
(DRE) size to the list of complexity measures that are lower bounded by Nečiporuk’s measure.
Specifically, we show that for any function f , the DRE complexity of f is at least Nečiporuk’s
measure (which for explicit functions is as large as n2 / log n). Prior to this work no super
linear lower bounds on DRE size were known.

3.1

Technical Overview

To lower bound the DRE size of a function f : {0, 1}n → {0, 1}, we first consider all possible
restrictions of f , using notation as in Definition 7. For simplicity, suppose that
 1

X0 , . . . , X0n
X =
X11 , . . . , X1n
is a perfect DRE for f . Then for all S ⊆ [n] (with complement denoted by S̄), we observe
that:
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1. The distribution of (Xzii )i∈S̄ does not depend on z ∈ {0, 1}S̄ (as long as fS|z is nonconstant). This follows from DRE security.
2. Given (Xzii )i∈S̄ , the values (Xbi )i∈S,b∈{0,1} are sufficient to reconstruct the truth table of
fS|z . This follows from DRE correctness.
Together, these properties imply that the size of the support of (Xbi )i∈S,b∈{0,1} is at least
the number of non-constant truth tables of the form fS|z for some z ∈ {0, 1}S̄ . We obtain a
bound on the size of X by partitioning [n] into sets S1 , . . . , Sm , and lower bounding the size
of each (Xbi )i∈Sj ,b∈{0,1} . The maximum bound on the bit length of X that can be achieved
in this way is essentially Nečiporuk’s measure of f .
We elaborate further below, defining a somewhat more general computational analogue
of Nečiporuk’s measure (that will suffice for lower bounds on computationally secure DREs).

3.2

Nečiporuk’s Measure

Let f : {0, 1}n → {0, 1} be any boolean function. For any subset S ⊆ [n], let S̄ denote [n] \ S,
and define
def

gS (f ) = log(#{fS|z : z ∈ {0, 1}S̄ }).
Let V = (V1 , . . . , Vm ) denote a partition of [n]. That is, V1 , . . . , Vm are pairwise disjoint
subsets of [n] whose union is [n]. Then, the Nečiporuk measure of f is
def

G(f ) = max
V

X

gVi (f ).

Vi ∈V

I Remark 8. It is well known that for any function f , G(f ) ≤ n2 / log n [57].

3.3

Functions with Maximal Measure

We recall several functions whose Nečiporuk measures are known to be as high as possible
(Ω(n2 / log n), where n is the bit-length of the input).

Element Distinctness
Element Distinctness is a function EDm : [m2 ]m → {0, 1} which given a vector (x1 , . . . , xm ) ∈
[m2 ]m and outputs 1 if all xi are distinct and 0 otherwise (∃i 6= j such that xi = xj ).

Others
Clique, matching, and determinant all have measure Ω(n2 / log n) [57].

Random
Finally, and perhaps unsurprisingly, we note that a random function has measure at least
n(n−2)
log n ) with overwhelming probability (for n large enough). See Appendix B for proof.

3.4

DRE Size Lower Bounds via Nečiporuk

We define a pseudo-min-entropic analogue of Nečiporuk’s measure, with an additional
non-constantness restriction that is tailored for use in DRE lower bounds.
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I Definition 9. The (s, )-pseudo min-entropy of a random variable X, which we will denote
(s,)
by H̃∞ (X), is the supremum of H∞ (X̃) over all random variables X̃ that are (s, )indistinguishable from X.
I Definition 10. For any function f : {0, 1}n → {0, 1} and any subset ∅ =
6 V ⊆ [n], define


def
(s,)
(s,)
G̃V (f ) = sup H̃∞
(fV |Z ) ,
where the supremum is taken over all {0, 1}V̄ -valued random variables Z whose support only
consists of values z that make fV |z non-constant.
We define G̃(s,) (f ) to be the maximum over all partitions [n] = V1 ∪ · · · ∪ Vm of
P
(s,)
i∈[m] G̃Vi (f ).
I Remark 11. If not for the non-constantness constraint on fV |Z , the measure G̃(∞,0) is the
same as Nečiporuk’s original measure. Reducing s or increasing  only increases this measure.
Taking the non-constantness restriction into account, our measure cannot be smaller than
Nečiporuk’s measure by more than O(n) (so superlinear lower bounds on Nečiporuk’s measure
imply an asymptotically identical lower bound on our measure).
Beyond a certain threshold, increasing s no longer changes the value of G̃(s,) :
n
B Claim 12. For any
 function f : {0, 1} → {0, 1} and any subset V ⊆ [n], we have
|V |

(∞,)
G̃V
(f )

22

= G̃V

,

(f ).

Proof. Any function of n bits can be computed by a circuit of size 2n . In fact this can
n
be strengthened to O( 2n ) [59, 45], but we prefer the simpler bound 2n . Apply this to the
(s, )-indistinguishability in the definition of pseudo-min-entropy of fV |Z (which is a truth
table of bit length n = 2|V | ).
C
Our main lower bound is given by the following theorem.
I Theorem 13. Let f : {0, 1}n → {0, 1} be a function, and let X be a (s∗DRE , 13 )-secure DRE
for f with a decoding algorithm of size sDec .
Then for all V ⊆ [n], we have




1
s∗DRE
(s∗
DRE , 3 )
|X V | ≥ min log2
,
G̃
(f
)
−
2
.
V
sDec · 2|V |
 ∗

(s∗ , 1 )
s
Proof. Suppose otherwise – that |X V | < log2 sDecDRE
and |X V | < G̃V DRE 3 (f ) − 2.
·2|V |
(s∗

,1)

Let Z be a {0, 1}V̄ -valued random variable that maximizes H̃∞DRE 3 (fV |Z ), supported
by values z for which fV |z is non-constant, and let F̃V denote a random variable that is
(s∗

,1)

(s∗DRE , 31 )-indistinguishable from fV |Z and satisfies H∞ (F̃V ) = H̃∞DRE 3 (fV |Z ). Let Z 0 be an
independent copy of Z.
∗
1
We first claim that (XZV̄ , fV |Z ) ≈(sDRE , 3 ) (XZV̄0 , fV |Z ). To see why, suppose for contradiction
that there is size-s∗DRE circuit A that distinguishes (XZV̄ , fV |Z ) from (XZV̄0 , fV |Z ) with advantage
better than 13 . Then in particular there exist z, z 0 ∈ {0, 1}V̄ such that A distinguishes
(XzV̄ , fV |z ) from (XzV̄0 , fV |z ) with the same advantage. Hardwiring fV |z into A, this gives a
circuit B of size5 |B| ≤ |A| for distinguishing XzV̄ from XzV̄0 with the same advantage. But
this contradicts the (s∗DRE , 13 )-indistinguishability that is guaranteed by DRE security.
5

Recall that the size of a circuit is measured in number of gates, and all gates of A whose inputs are the
hard-wired value fV |z can be simplified or eliminated.
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1

We also know that (XZV̄0 , fV |Z ) ≈(sDRE , 3 ) (XZV̄0 , F̃V ), so together with the previous claim, we
∗
2
have (XZV̄ , fV |Z ) ≈(sDRE , 3 ) (XZV̄0 , F̃V ). However, there is a distinguisher that contradicts this.

s∗
Specifically, try all possible values of Xbi i∈V,b∈{0,1} (there are at most sDecDRE
possibilities),
·2|V |
and apply the DRE decoding algorithm (2|V | times per possibility) to see whether any
possibility “explains” the given truth table.
By correctness of the DRE, there will always exist a value that explains fV |Z given XZV̄ ,
but because H∞ (F̃V ) > log2 |X V | + 2, the probability that any value explains F̃V is at most
3
2
1
J
4 . Hence the distinguisher succeeds with probability 4 > 3 , which is a contradiction.

3.5

The Nečiporuk Measure of PRFs

In this section, we prove lower bounds on the Nečiporuk measure of PRFs (of varying security
levels), which imply corresponding lower bounds on the size of DREs.
I Proposition 14. If E : {0, 1}κ+n → {0, 1} is an (s, )-secure PRF with key length κ and
input length n satisfying s ≥ 4 and  ≤ 16 , then for any subset V ⊆ [κ + 1, κ + n] with |V | ≥ 2,
(s,0 )

we have G̃V

(E) = 2|V | for 0 = 3 + 2−s+1 + 2−2

|V |

+1

.

Proof. Let Z 0 be a {0, 1}V̄ -valued random variable whose first κ coordinates are independent
and uniformly random, and the rest of whose coordinates are 0. By PRF security, the
|V |
|V |
def
probability that EV |Z 0 is constant is at most δ =  + 2− min(s,2 )+1 ≤  + 2−s+1 + 2−2 +1 ≤
1
2.
Let A be an arbitrary size-s circuit. Suppose for contradiction that A distinguishes EV |Z 0
from a uniformly random truth table with advantage greater than . Then each input wire
of A can be replaced by an oracle gate to yield a circuit that distinguishes oracle access to
E(K, ·) (for uniform K) from oracle access to a uniformly random function with the same
advantage . This contradicts (s, )-security of the PRF. So EV |Z 0 is (s, )-indistinguishable
from a uniformly random truth table.
Conditioned on EV |Z 0 being non-constant, the advantage of any A in distinguishing EV |Z 0
from a uniformly random truth table can increase to at most
1
2

+ 1
|V |
1
1
− ≤ ( + ) · (1 + 2δ) − =  + δ + 2 · δ ≤ 3 + 2−s+1 + 2−2 +1 .
1−δ
2
2
2
Thus if Z denotes the random variable Z 0 conditioned on EV |Z 0 being non-constant, we
0
|V |
have H̃ (s, ) (EV |Z ) = 2|V | for 0 = 3 + 2−s+1 + 2−2 +1 .
J
I Corollary 15. If E : {0, 1}κ+n → {0, 1} is the evaluation algorithm for an (s, )-secure PRF
1
(∞,0 )
family
with
(E) ≥

 key length κ and input length n satisfying s ≥ 4 and  ≤ 6 , then G̃
n log s
log log s

for 0 = 3 + 2−s+2 . In particular, if the PRF family is exponentially secure,
 2 
0
n
then G̃(∞, ) (E) ≥ Ω log
n .
Ω

Proof. For every V ⊆ [κ + 1, n] of size |V | = log log s, Proposition 14 implies that there
0
exists a random variable Z such that H̃ (s, ) (EV |Z ) = 2|V | = log s for 0 = 3 + 2−s+2 . But
0
0
by Claim 12, H̃ (s, ) (EV |Z ) = H̃ (∞, ) (EV |Z ).
0
The lower bound on G̃(∞, ) (E) follows by partitioning [κ+n] into V0 ∪V1 ∪· · ·∪Vn/ log log s ,
where V0 = [κ] and each Vi has size |Vi | = log log s for 1 ≤ i ≤ n/ log log s.
J
I Remark 16. We obtain a similar result to Corollary 15 in Appendix A that applies to
uniformly secure PRFs.
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I Corollary 17. If E is the evaluation algorithm for an exponentially secure PRF
 2 family

n
with input length n, then any statistically secure DRE for E has size at least Ω log
n .

3.6

A Truly Quadratic Lower Bound

We observe that for exponentially secure PRFs with n-bit output, even computationally
secure DREs require size Ω(n2 ).
I Theorem 18. Any computational DRE of an exponentially-secure PRF with n-bits of
output must have size Ω(n2 ).
To prove this theorem we will rely on the following result of Applebaum et al. [9].
I Theorem 19. Let S(k, x, r) be a one-time MAC with key k, message x, and randomness
r. Let `(n) denote the input locality of Sk (x, r) and let s(n) denote the length of a tag, where
n is the security parameter. (A function has input locality ` if no input bit affects more than
` output
Then, there is an efficient attack on S(k, x, r) that succeeds with probability
 bits.)
−`(n)
1/ s(n)
·
2
.
`(n)
Proof. Recall that an exponentially secure PRF fk : {0, 1}n → {0, 1}n is also an exponentially
secure one-time MAC [42]. Moreover, a DRE of a MAC preserves unforgeability [9]. Because
n
1/ `(n)
· 2−`(n) ≤ 2`(n) , it follows Theorem 19 that any DRE of an exponentially-secure fk
must have input locality Ω(n). By decomposability, any such DRE must have size Ω(n2 ). J

4

Upper Bounds on DRE Size

In this section we present nearly matching upper bounds for some of the explicit functions
to which our lower bounds apply. We explicitly conjecture two variants of the “hidden shift
problem” are exponentially secure PRFs and show that they admit nearly quadratic size
(efficient, perfect) DREs. Finally, we show a recent weak PRF candidate due to Boneh et
al. [19], conjectured to be nearly exponentially-secure, admits a linear-size (efficient and
perfect) DRE

4.1

Almost Tight Quadratic Upper Bounds

Partial Decomposability
We introduce the notation of a partially decomposable randomized encoding, so that later we
can construction DRE by composing a randomized encoding and a partially decomposable
randomized encoding. A randomized encoding (Enc, Dec) for a function f : {0, 1}n × W → Y
is a partially decomposable randomized encoding (PDRE) if every bit of Enc(x, w, r) is
determined by w ∈ W, r ∈ R and only 1 bit of x ∈ {0, 1}n .
I Lemma 20 (Composition of randomized encodings). Let Enc : {0, 1}n × W → {0, 1}` be
(the encoding function of) a randomized encoding (Enc, Dec) for function f : {0, 1}n → Y.
0
Let Enc0 : ({0, 1}n × W) × R → {0, 1}` be the encoding function of a PDRE (Enc0 , Dec0 ) for
0
0
function Enc. Then Enc : {0, 1}n × (W × R) → {0, 1}` is the encoding function of a DRE
for function f .
Proof. The corresponding decoding function is Dec00 (c) := Dec(Dec0 (c)). It’s easy to verify
(Enc0 , Dec00 ) is a DRE, as each bit of Enc0 (x, r, w) is determined by (r, w) and only 1 bit of x.
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A DRE for Element Distinctness
Choose an O(log n)-bit prime p with p >
δi,i0 ∈ {0, 1} that captures whether xi = xi0 ,

δi,i0 :=

1,
0,

n
2



. For all 1 ≤ i < i0 ≤ n, define indicator

if xi = xi0 ,
if xi =
6 x i0 .

Sample a ← Zp \ {0} for the CRS. For all 1 ≤ i < i0 ≤ n, sample random ri,i0 ∈ Zp from
P
CRS such that 1≤i<i0 ≤n ri,i0 = 0. Define r̂i,i0 ∈ Zp as r̂i,i0 := ri,i0 + a · δi,i0 .
Then a DRE for element distinctness is induced by composing the following two claims:
B Claim 21. (r̂i,i0 )1≤i<i0 ≤n is a randomized encoding of the functionality output.
P
Proof. It’s obvious that (r̂i,i0 )1≤i<i0 ≤n is a randomized encoding of a · 1≤i<i0 ≤n δi,i0 . The
later is a randomized encoding of the functionality output because: when (xi )1≤i≤n are all
P
P
distinct, a · 1≤i<i0 ≤n δi,i0 is zero; when there is a collision, a · 1≤i<i0 ≤n δi,i0 is uniformly
random in Zp \ {0}.
C
B Claim 22. For all 1 ≤ i < i0 ≤ n, there exists a PDRE for r̂i,i0 of size O(log4 n).
Proof. For any v ∈ Zp , let v[k] denote the k-th bit of its binary representation. Then the
k-th bit of ri,i0 can be computed from
(
r̂i,i0 [k] =

ri,i0 [k],

if δi,i0 = 0

(ri,i0 + a)[k],

if δi,i0 = 1

= ri,i0 [k] ⊕ (ri,i0 [k] ⊕ (ri,i0 + a)[k]) ·

log
_p

(xi [j] ⊕ xi0 [j]),

j=1

which, as a function of (xi , xi0 ), is a binary branching program of size O(log n). Thus there
is a PDRE for r̂i,i0 of size O(log3 n) [8]6 . As r̂i,i0 has log n bits, there exists a PDRE for r̂i,i0
of size O(log4 n).
C

4.2

A PRF Candidate With A Nearly Optimal DRE

Now we can present the almost-optimally-garble-able candidate PRF. Modulo a conjecture
on its hardness, this simple algebraic PRF candidate admits a (perfect) DRE of size at most
a log n factor from the minimum. Moreover, a simple generalization of this candidate yields
linear output length with the same DRE complexity. Thus, if this candidate is exponentially
secure, it is indeed optimally-garble-able.
In addition to applications in efficient MPC, this candidate can be conversely interpreted
through Razborov and Rudich’s natural proof framework as barrier to proving super quadratic
bounds on DRE size [53].

6

For a branching program of size s and has t input bits, there is a DRE for the branching program of
size s2 t.
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An Exponentially-Secure PRF Candidate
Our starting point is an algebraic object that has received considerable attention in both
cryptography and mathematics: Legendre sequences. A Legendre sequence is a sequence of
the form:
(x + 1)(p−1)/2 , (x + 2)(p−1)/2 , (x + 3)(p−1)/2 , . . .
where all operations are over Zp for some prime p.
The pseudorandomness of sequences of quadratic characters have a long history in both
cryptography and mathematics [4, 20, 24, 26, 38, 46, 47, 52, 55]. These sequences have
been shown to behave as if random with respect to a variety of statistical tests designed for
randomness.
Recent work has considered the so-called “hidden shift problems” and their generalizations.
In the quadratic character variant of the hidden shift problem, algorithms are given oracle
access to a function φk : Zp → {−1, 0, +1} where φk (x) = (k + x)(p−1)/2 from some
k ∈ Zp . The task is then to recover k. Efficient quantum algorithms for this problem are
known [61, 62, 63, 56, 41]. However, the best classical algorithms to date are still just
subexponentional (under an assumption on the density of smooth integers) [20, 56, 43].
Indeed, Dam, Hallgren, and Ip [63] have explicitly conjectured that φk is a PRF with
respect to polytime classical algorithms. Grassi et al. [37] additionally proposed this function
specifically as an “MPC-friendly” PRF. Recently, cryptanalytic bounties have been announced
on this PRF [31].
With the known attacks in mind, we give a twist on the hidden shift problem restricting
evaluation to a short interval. So far as we know this confounds all existing techniques
(including quantum algorithms) and the best algorithm7 runs in 2(1+o(1))n -time [60].
We actually make two conjectures: (1) restricted hidden shift yields an exponentiallysecure PRF with one bit of output, (2) a natural generalization is an exponentially-secure
PRF with many bits of output. But first, we define the restricted hidden shift function.
For any m ∈ Z+ , let p ≡ 1 (mod m) be a prime with p ≥ 22n , and let hζm i denote the
group of mth roots of unity in Z×
p . For k ∈ Zp define
Charp,m,n
: [0, 2n − 1] → hζm i
k
p−1
Charp,m,n
: x 7→ (k + x) m (mod p).
k
Note that Charp,2,n
(x) = 0 for k + x = p. In order to achieve single bit output (just two
k
possible output values) we restrict the key space in addition to the input space, so that this
equation cannot be satisfied.
n+1
I Conjecture
23. Let p = p(n)
.
n
o be any prime sequence satisfying p ≡ 1 (mod m), p > 2
p,2,n
Ω(n)
−1
Then,
Chark
is,
for
some
s(n)
=
2
,
an
(s(·),
s(·)
)-secure
PRF
k∈{1,...,2n }
n∈Z+

family.
Next, we present a variant with long output by applying an input restriction to the
“hidden power problem” [21] or “hidden root problem” [64]. In this problem, the goal is to
recover k using query access to x 7→ (k + x)e for more general e|p − 1 (the shift problem

7

The algorithm is to simply guess k and test on enough x. However it is worth noting that even this is not
known to work, and requires making a conjecture on the distribution of Legendre sequences generated
by random k [60]. The best provable distinguisher that we know of runs in time 2(3/2+o(1))n -time by
simply exhaustively enumerate all sequences of length 2n/2 and comparing [60]
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discussed above is simply the specific case of e = p−1
2 ). Notably, [21] demonstrated (classical)
algorithms for this problem that make O(1) queries and recover k in time e1+ logO(1) p.
With this in mind, we make the following conjecture.
I Conjecture 24. Let p = p(n) be any prime sequence and m = m(n)
n be any positive
o integer
p,m,n
p
2n
n
sequence satisfying p ≡ 1 (mod m), p ≥ 2 , and m ≥ 2 . Then
Chark
is,
k∈Z
p

n∈Z+

for some s(n) = 2Ω(n) , an (s(·), s(·)−1 )-secure PRF family.

An O(n2 ) DRE for the Candidate PRF
We now show that there is a DRE for Charn,m,p
(·) of size O(n2 ). Assuming the above
(·)
conjectures, it follows from Corollary 32 that this DRE has essentially optimal size, not just
for Charn,m,p
(·), but among DREs for any exponentially-secure PRF.
(·)
For clarity, we present a DRE for Charp,2,n
and note that the construction can easily be
k
extended to the multi-bit output case.
Our starting point is a simple perfect randomized encoding for quadratic residue8 :
Enc : x 7→ x · r2 , for uniformly sampled r ← Zp
Dec : y 7→ y (p−1)/2
Security follows from the fact that any quadratic residue is mapped to a uniformly random
quadratic residue, and any non-residue is mapped to a uniformly random non-residue. Note
that this randomized encoding has size O(n).
However, we would like a randomized encoding of the quadratic residuosity of x + k and
moreover we would like it to be decomposable. This is easily remedied via bit decomposition
and the fact that the above encoding is linear with respect to the input.
Enc : xi 7→ xi · 2i−1 · r2 + si
ki 7→ ki · 2i−1 · r2 + ti
where r, s1 , . . . , sn , t1 , . . . , t2n+1 are drawn uniformly from Zp

Dec : y1 , . . . , y3n+1

such that s1 + · · · + sn + t1 + · · · + t2n+1 = 0.
X (p−1)/2
7→
yi

Similarly, correctness and security follow from the fact that an encoding is simply 3n + 1
random elements, conditioned on the fact that their sum is a random element with the
quadratic residuosity of x. Note that because the encoding consists of 3n + 1 elements, each
of bit length 2n + 1, the size of this DRE is O(n2 ).

4.3

A WPRF Candidate With A Nearly Optimal DRE

In this section, we observe that a recent weak pseudorandom function candidate put forward
by Boneh et al. admits a DRE of quasi-linear size [19].
Boneh et al. [19] have put forward the following WPRF candidate related to both the
learning parity with noise problem (with “deterministic” noise) and learning with rounding
problem (over constant-size modulus). Given a key k ∈ {0, 1}n , they define

8

A similar randomization technique for quadratic characters was previously used in related contexts
in [30, 5, 1, 37].
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Protocol Let S6 and f act on Z6 on the right in the natural way. Let σ ∈ S6 denote the
permutation that maps x to x + 1. Let L = 0 ∈ Z6 .
Randomness :
Sample r1 , . . . , rn−1 ← S6 .
Define (R1,0 , R1,1 ) = (L · r1 , L · σ · r1 )
−1
−1
For 2 ≤ i ≤ n − 1, define (Ri,0 , Ri,1 ) = (ri−1
· ri , ri−1
· σ · ri )
−1
−1
Define (Rn,0 , Rn,1 ) = (rn−1 · f, rn−1 · σ · f )
Encoding For 1 ≤ i ≤ n, Enci (zi , Ri ) = Mi = Ri,zi
Decoding M1 · · · Mn
Figure 1 A DRE for a function of a sum mod 6 [17].

LWR6k (x) =

LWR6k : {0, 1}n → {0, 1}
(
0 if hx, ki ≡ 0, 1, or 2

(mod 6)

if hx, ki ≡ 3, 4, or 5

(mod 6).

1

This candidate was proposed with efficient secure function evaluation protocols in mind;
however, the protocol presented in [19] requires two phases of interaction: first it applies a
DRE-based subprotocol for computing shares of the mod-6 inner product, and then another
subprotocol for rounding. Here we show that LWR6 has a DRE of size O(n).9
Let b·e : Z6 → {0, 1} denote the function
(
0 if x ∈ {0, 1, 2}
bxc =
1 otherwise.
We obtain our DRE for LWR6k by composing
two DREs ([8, 11]); the first is for a function

P
that maps (z1 , . . . , zn ) 7→
z
(mod
6)
for
z
i
1 , . . . , zn ∈ {0, 1}, and the second is for the
i
AND function mapping (ki , xi ) ∈ {0, 1}2 to ki · xi .
The DRE for the first function is obtained as a special case of a result on symmetric
functions due to Beimel et al. [17, Theorem 7.2, Figure 9] that refines a group-based DRE
due to Kilian [44]:
I Imported Theorem 25 ([17]). For any function f : Z6 → {0, 1}, the scheme of Figure 1
P
is a size-O(n) DRE of the function h that maps (z1 , . . . , zn ) 7→ f
zi (mod 6) .
The second function is constant-sized, and thus has a constant-sized DRE by Barrington’s
theorem [14] and Kilian’s rerandomization.
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A

PRF Bounds in the Uniform Setting

In this appendix, we give improved lower bounds on the complexity of garbling pseudorandom
functions (PRFs). In particular, the attack presented here is uniform, as opposed to nonuniform bounds in Corollary 15. Our results follow from applying the natural proof framework
of [53]. However, we achieve improved bounds by demonstrating the existence of a property
tester for a relaxation of Nečiporuk’s measure. By combining our results with those of
Section 3.4 we show any exponentially-secure PRF has DRE size Ω(n2 / log n).
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We then discuss a candidate PRF with a DRE construction of size almost matching the
lower bound.

A.1

PRFs are complex under (average-case) Nečiporuk

Intuitively, because a random function has high measure under Nečiporuk, so should a
pseudorandom function.10 In fact, Servedio and Tan have recently shown how to exactly
δ
learn functions with low (O(n1.99 )) measure under Nečiporuk in time 2n−n (via membership
and equivalence queries) [58]. We show that the much simpler task of simply distinguishing a
function with low measure can be done much more quickly (and without equivalence queries,
which do not fit into the usual PRF game).
We accomplish this via an average case variant of Nečiporuk. Recall that Nečiporuk
is ultimately statement about the number of functions that can be generated under some
restriction. Viewed differently, this can be framed as a statement about the maximum entropy
of the random variable defined by sampling a restricted function uniformly at random. Our
observation is that for the special case of distinguishing from a random function it suffices to
look at the Shannon entropy of the same variable. Consequently, instead of bounding the
support size we can focus on much easier task of bounding the entropy.

An “average-case” notion of Nečiporuk
We begin by introducing our average-case variant of Nečiporuk’s measure that relies on
Shannon entropy as opposed to maximum entropy.
For a function f : {0, 1}n → {0, 1}, and a set S ⊂ [n], let Z f,S denote the variable
distributed according to fS|z for uniformly drawn z ← {0, 1}S̄ . Define,
def

hS (f ) = H(Z f,S ).
Notice that Hmax (Z f,S ) = gS (f ), thus it follows that hS (f ) ≤ gS (f ).

Random functions are complex (under hS )
Next we observe that random functions have high complexity with respect to the average-case
variant of Nečiporuk we defined above.
I Proposition 26. For any set S ⊆ [n] and a uniformly random function F : {0, 1}n → {0, 1},
Pr[hS (F ) ≤ 2|S| − t] < exp(−

2t2
)
|S̄| + ln(2)

We can apply the same style of balls/bins argument used for Nečiporuk’s original measure
again here.

10

Statements of this form indeed were at the heart of Razoborov and Rudich’s natural proof framework
and its recent extensions [53, 22, 23, 51]. Unfortunately, because Nečiporuk’s measure seems to behave
poorly under known pseudorandom function generators, its not clear how to apply their framework here
to get strong bounds on pseudorandom generators with simple DREs.
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Proof. First, we bound E[H(Z F,S )] from below. We will omit S from the superscript in this
proof (Z F = Z F,S ). Additionally, we will take ZφF to denote PrF [Z F = φ]. Note that for
any φ, E[ZφF ] = 1/#{φ : {0, 1}|S| → {0, 1}} = 2−2


X
EF [H(Z)] = EF 
ZφF log(1/ZφF )

|S|

.11

φ

=

X

≥

X

EF [ZφF log(1/ZφF )]

φ

EF [ZφF ] log(1/EF [ZφF ])

φ

= 22

|S|

·

|S|
1
log(22 )
22|S|

= 2|S|
Note that the third line follows from Jensen’s inequality.
Next, we show concentration around the mean in the standard way. Consider H(Z F ) as a
Doob martingale on the independent random variables FS|z for z ∈ {0, 1}S̄ . Clearly, if F and
0

|S̄|

)+ln(2)
F 0 only differ on single restriction of f to z, then |H(Z F )−H(Z F )| ≤ log(2 2|S̄|
. Moreover,
because F is random, these variables are independent. So, we can apply McDiarmid/Azuma’s
inequality to get, for any t > 0:
2

2t
).
Pr[E[H(Z F )] − H(Z F ) ≥ t] ≤ exp( |S̄|+ln(2)

J

F

Plugging |S| = log n and t = n/2 into the above proposition we immediately get the
following corollary.
I Corollary 27. For any set S ⊆ [n] such that |S| = log n, if F : {0, 1}n → {0, 1} is a
uniformly random function, then
Pr[hS (F ) ≤ n/2] < exp(−

A.2

n2
) < exp(−n/2).
2(n − log n + ln(2))

Low Nečiporuk measure can be distinguished from random

Next, we use the above to show that any function with Nečiporuk measure that is slightly less
than maximal can be distinguished from a random function in time O(2n/10 ). It immediately
follows that none of the classes whose functions have bounded Nečiporuk measure can contain
exponentially-secure PRFs.
The following theorem is implicit in Batu et al. [15].
I Imported Theorem 28. There is an algorithm that given sample access to a distribution X
supported on [N ], promised to either have “high” entropy (at least N/2) or “low” entropy (at
most N/21), runs in time Õ(N 1/100 ) and distinguishes which is the case with overwhelming
probability.
11

S

In more detail: Let M = #{0, 1}S̄ (number of balls) and N = #{0, 1}{0,1} (number of bins).
Then, for k ∈ N we can see that Pr[ZφF = k/M ] is the probability that exactly k out M balls
(or restrictions z ∈ {0, 1}S̄ ) hit the bin φ (which happens with probability 1/N ). Thus, Pr[ZφF =
 −k
1 M −k
k/M ] = M
(1 − N
)
. Because this is simply a rescaled binomial distribution it follows that
k N
1
1
E[ZφF ] = M
·M
=
.
N
N
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I Remark 29. Batu et al. actually show how to multiplicatively approximate entropy within
2
a factor of (1 + 2)γ (γ > 1,  ∈ (0, 1/2]) given sample access in time O(N 1/γ /2 log n) with
constant failure probability when the distribution has entropy at least Ω(γ/η) for some small
constant η ([15, Theorem 2]).
To apply this to the low entropy case, it suffices to suffices to show min-entropy is greater
than the constant assumed above. For these parameters, empirical estimates are more than
efficient enough. In fact, [15, Lemma 2] says just that. Finally, correctness of these estimates
can be amplified by taking the median/majority after poly log n repetitions.
I Theorem 30. There is an algorithm running in time Õ(2n/100 ) that given oracle access
to either a random function F : {0, 1}n → {0, 1} or any f : {0, 1}n → {0, 1} such that
2
G(f ) < 21 nlog n can distinguish between the two cases with overwhelming advantage.
P
2
2
Proof. Note that if G(f ) < 21 nlog n , then in particular Vi gVi (f ) < 21 nlog n for the partition
(V1 , . . . , Vn/ log n ) of [n] into consecutive log n-bit blocks. Moreover, there must be some Vi
such that hVi (f ) ≤ gVi (f ) < n/21.
In contrast, Corollary 27 implies that for a uniformly random F , it holds with overwhelming probability that for all i, hVi (F ) ≥ n/2.
Additionally, for any i, it is possible to efficiently sample Z f,Vi by simply drawing
z ← {0, 1}|V̄i | uniformly at random and evaluating fVi |z on all x ∈ {0, 1}Vi . Because
|Vi | = log n, this procedure takes time poly(n).
It follows that we can run the procedure from Imported Theorem 28 on all Vi in time
Õ(2n/100 ). If the procedure outputs “High” on all Vi , then output “F .” Otherwise, output
“f .” By Theorem 28 and the above observations, the procedure described will err with at
most negligible probability.
J
I Remark 31. We note that for  > 0 the above distinguisher can be modified to test on
n
the partition V = (V1 , . . . , Vm ) where each Vi is a block of size  log n (m = n
) and again


distinguish entropy that differs by constant factor in any block from n /2, taking time O(2n )
overall. By Proposition 26 a random function will have Nečiporuk measure hVi (f ) ≥ n /2 for

all Vi with high probability. It follows that an O(2n )-secure PRF must have DRE complexity
Ω(n1+ / log n).

PRFs have high complexity
From Theorem 30, it almost immediately follows that there can be no exponentially-secure
PRFs in any class to which Nečiporuk applies. This yields a host of lower bounds on PRF
complexity that, to our knowledge, were not known before now.
I Corollary 32. No exponentially-secure PRF has
Decomposable Randomized Encodings of size o(n2 / log n),
Binary formulas of size o(n2 / log n) over arbitrary basis,
Deterministic branching programs of size o(n2 / log2 n),
Switching networks of size o(n2 / log2 n),
Non-deterministic branching programs of size o(n3/2 / log n),
Parity branching programs of size o(n3/2 / log n),
Span programs of size o(n3/2 / log n),
Switching-and-rectifier networks of size o(n3/2 / log n).
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B

Deferred Proofs

I Proposition 33. For any set S ⊆ [n] and a random function f : {0, 1}n → {0, 1},
2t2
Prf [2gS (f ) ≤ 2n−|S| − t] < exp(− 2n−|S|
)
This follows from a standard balls & bins argument, reproduced here for completeness.
Proof. Recall that 2gV (f ) = #{fS|z : z ∈ {0, 1}S̄ }. If we let Yφ for φ : {0, 1}S → {0, 1} be
the indicator random variable such that

1 if ∃z ∈ {0, 1}S̄ : fS|z = φ
Yφ :=
0 otherwise
Then we can rewrite the above as,
X
2gS (f ) =
Yφ .
φ:{0,1}S →{0,1}

By linearity of expectation,
E[2gS (f ) ] = E[

X
φ

Yφ ] =

X

E[Yφ ] = 22

φ

|S|

·

2|S̄|
= 2n−|S| .
22|S|

Finally, we consider 2gS (f ) as a doob martingale on the independent random variables
fS|z for z ∈ {0, 1}S̄ . Clearly, if f and f 0 only differ on single restriction of f to z, then
|gS (f ) − gS (f 0 )| ≤ 1. Moreover, because f is random, these variables are independent. So,
we can apply McDiarmid/Azuma’s inequality to get, for any t > 0:
2

Pr[E[2gS (f ) ] − 2gS (f ) ≥ t] ≤ exp( 22t|S̄| ).

J

f

In particular, if we take |S| = log n and t = 2n−log n−1 , then Prf [gS (f ) ≤ n − log n − 1] ≤
exp(−2n−log n−1 ). This yields the following corollary via a union bound.
I Corollary 34. For a random function f , Prf [G(f ) ≤ n2 / log n − 2n] ≤

n
log n

· exp(−2n−1 ).

