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Preface
This proceedings volume contains peer-reviewed contributions accepted at the 31st International Conference on Concurrency Theory (CONCUR), 2020.
The CONCUR conference series brings together researchers, developers, and students
in order to advance the theory of concurrency, and promote its applications. Amid the
COVID-19 situation, CONCUR 2020 could not take place at TU Wien (Vienna, Austria), as
it was originally planned. Instead it was organized as a virtual conference, as part of the
umbrella conference QONFEST 2020. In addition to CONCUR 2020, the QONFEST 2020
comprised also the 25th International Conference on Formal Methods for Industrial Critical
Systems (FMICS) 2020, the 18th International Conference on Formal Modeling and Analysis
of Timed Systems (FORMATS) 2020 and the 17th International Conference on Quantitative
Evaluation of SysTems (QEST) 2020, alongside with several workshops and tutorials.
Despite the COVID-19 crisis, we have received a high number of submissions. Out of 112
submissions, we have accepted 45 papers for presentation at CONCUR 2020. Given great
quality of many submissions, the acceptance bar was quite high. The quality criteria for
acceptance were very strict and we thank our program committee and external reviewers
for their excellent job in reviewing the CONCUR 2020 submissions. We are especially very
grateful to all our reviewers for their efforts in providing high-quality and timely reviews and
conducting active discussions on each submission at CONCUR 2020.
We thank the authors of our proceeding’s papers for repaying the efforts of our reviewers
and submitting their revised works to the CONCUR 2020 proceedings. We hope that
details of the papers included in the present proceedings will bring lively discussions within
the virtual conference platform of CONCUR 2020, initiating new research directions and
collaboration within the CONCUR scientific community and beyond.
In addition to the exceptional papers accepted at CONCUR 2020, the proceedings also
include four invited papers accompanying the works presented by our invited speakers
at CONCUR 2020. The invited talk by Prof. Annabelle McIver (Macquarie University,
Australia) served as a plenary keynote talk of QONFEST 2020, whereas the invited talks by
Prof. Roderick Bloem (TU Graz, Austria) and Prof. Thomas A. Henzinger (IST Austria)
were shared with other QONFEST 2020 conferences, including FMICS 2020, FORMATS
2020, and QEST 2020. We are also delighted to have had Prof. Catuscia Palamidessi (INRIA
Saclay and LIX, France) as our invited speaker discussing recent applications of game theory
in the fields of machine learning and privacy, topics that are of core interests for the CONCUR
community.
Starting with CONCUR 2020, we are also happy to announce the CONCUR Test-of-Time
(ToT) Award series, established by the CONCUR conference and the IFIP 1.8 Working Group
on Concurrency Theory. The purpose of this award is to recognize important achievements
in Concurrency Theory that were published at CONCUR conferences and have stood the
test of time. All papers published in CONCUR between 1990 and 1995 were eligible for
the CONCUR ToT Award 2020. The award winners for the CONCUR ToT Awards 2020
have been selected by a Jury composed of Prof. Luca Aceto (Chair), Prof. Jos Baeten, Prof.
Patricia Bouyer-Decitre, Prof. Holger Hermanns, and Prof. Alexandra Silva. The results
and winners of the CONCUR ToT Award 2020 selection process are described in the invited
contribution of Prof. Luca Aceto in these proceedings.
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We finally would like to thank Interchain Foundation (Switzerland) for its generous
sponsorship for running CONCUR 2020. We also gratefully acknowledge the sponsorship
of the Vienna Center for Logics and Algorithms - VCLA and the TU Wien, as well as the
FORSYTE research group of the Faculty of Informatics of the TU Wien. We finally thank the
EasyChair conference management system for assisting us in the reviewing and organization
process of CONCUR 2020 together with QONFEST 2020.
As usual, the CONCUR 2020 proceedings are open access thanks to the LIPIcs series.
We thank the authors of CONCUR 2020 papers, the CONCUR 2020 participants, as well
as the organizers and student volunteers of CONCUR 2020 for making CONCUR 2020 a
sucessful virtual event.
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CONCUR 2020 PC Chairs
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Abstract
In this paper we study the relationship between privacy and accuracy in the context of correlated
datasets. We use a model of quantitative information flow to describe the the trade-off between
privacy of individuals’ data and and the utility of queries to that data by modelling the effectiveness
of adversaries attempting to make inferences after a data release.
We show that, where correlations exist in datasets, it is not possible to implement optimal
noise-adding mechanisms that give the best possible accuracy or the best possible privacy in all
situations. Finally we illustrate the trade-off between accuracy and privacy for local and oblivious
differentially private mechanisms in terms of inference attacks on medium-scale datasets.
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Introduction

Consider the following stories about actual and potential privacy breaches.
(i) In 2009 a lawsuit (Doe v. Netflix) was filed against Netflix alleging that it had violated
fair-trade laws and a federal privacy law. The complainants argued that Netflix’s
“anonymisation” still allowed individuals to be identified (and indeed plenty were) by
combining movie preferences with other generally available data. And that Netflix
should have known about these risks.
[Source: https://www.wired.com/2009/12/netflix-privacy-lawsuit/]
(ii) Also in 2009, researchers in Natural Language Processing showed that using powerful
machine learning algorithms, authors of anonymously-penned documents could be
identified with a high degree of accuracy.
[Source: On the Feasibility of Internet-Scale Author Identification [15]]
(iii) Finally Privacy researchers at the University of Melbourne noted that in any “anonymised datasets” records that can be characterised uniquely put the individuals who
contributed thoese records at risk. “While uniqueness does not imply re-identification,
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particular data that is known to be held by certain parties, does imply the opportunity for re-identification”. [Source: https://pursuit.unimelb.edu.au/articles/
the-simple-process-of-re-identifying-patients-in-public-health-records]
These three real examples share a common theme: the breaches, or the potential for
breaches, are all related to “unintended inferences,” meaning that the data published was
deemed to be innocuous but turned out to have the potential for inferring information that
individuals could claim as infringements to their privacy.
Modern approaches to privacy recognise that inferences are a problem and, whilst
they likely cannot be eliminated, can be mitigated by providing “plausible deniability” for
individuals. Differential privacy in particular does not rule out inferences, but rather provides
guarantees couched in terms of indistinguishability – an individual can plausibly deny that
their personal information contributed to some precise value v because the query to the data
that is finally announced (so the argument goes) could have been produced just as plausibly
with some other non-related value v 0 . This feature is formalised by equations of the form:
0

M (v)(Z) ≤ M (v 0 )(Z)×ed(v,v ) ,

(1)

where M is a mechanism that delivers a noisy output, and v, v 0 are possible instances of
input, one that could be related to an individual, and one that does not. The term M (v)(Z)
means “the probability that the output of M evaluated at input v is contained in the subset
Z”. Here d(v, v 0 ) is a distance measure defined on inputs and  ≥ 0 is a security parameter
often described as a “privacy budget”.
This powerful protection rests crucially on the particulars of the adversarial setting.
However the practical application of differential privacy in machine learning settings (for
example) has been shown to be problematic, with the  parameter typically tuned to optimise
accuracy (of some utility measure) without a good understanding of the ramifications for
privacy [8]. Moreover the scope and variations of differential privacy mechanisms have
been tabulated in other work [5] and what emerges is that there is often little clarification
around the basic questions: how does some particular version of differential privacy (and its
choice of ) affect both the potential for unintended inferences to be made of the individuals
contributing their data and the accuracy of the “useful” data that is released?
In this paper we aim to study these basic questions from the point of view of inferences.
We use a model of quantitative information flow to analyse the extent to which inferences
succeed once data has been released, and to estimate the accuracy of “useful” queries. From
this viewpoint we are able to gauge direct risks to individuals when compared to the benefits
of those wishing to use the data, as well as some understanding about the setting of the
parameter  in terms of the trade-off between privacy risks and accuracy of data releases.
Significant in this analysis is a contribution to the “no free lunch” style theorems of Kifer
et al. [11]. We demonstrate that it is impossible to design differentially-private mechanisms
that offer minimal risk benefits to all individuals in all situations at the same time as
preserving a fixed accuracy threshold. And dually it is impossible to design differentiallyprivate mechanisms that offer optimal accuracy in all scenarios whilst guaranteeing a fixed
threshold for plausible deniability for all individuals.
The implication of these impossibility results is that the manner in which noisy outputs
are created is crucial, and by making reasonable assumptions about adversaries, as argued
by Kifer at al. [11], a better understanding of the relationship between inferences about
privacy and accuracy can be obtained. Our final contribution is to compare experimentally
the different risks to privacy versus accuracy in a large to medium-sized datasets when
differential privacy is used as the noise-adding mechanism.
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Informal example: does it matter how to randomise?

In this section we illustrate, using a simple scenario, the challenges faced by designers of
privacy mechanisms in deciding what and how to randomise.
Suppose there are N participants invited to contribute to a survey. The survey question is
of a personal nature and some respondents might be embarrassed if their true response came
to be known. However the organisers of the survey only want to know the total number of
(say) “yes” replies. Fig. (1) and Fig. (2) are two possible designs for collecting the responses
and announcing a count of the total “yes” responses. Fig. (1) is the well-known “randomised
response” protocol which was designed to give respondents plausible deniability so that even
the data collectors do not know exactly whether the response they receive from any individual
is the “true” response [20].
Fig. (2) follows the blueprint of traditional “oblivious” privacy mechanisms. An accurate
tally of the true answers of the respondents is computed, and then some randomness is added.
In this particular example we use the geometric distribution.
In both cases there is a corresponding differential privacy guarantee. In Fig. (1) the
guarantee grants plausible deniability wrt. a elog 3 threshold for each respondent individually.
For Fig. (2) the differential-privacy guarantee is not handed down (directly at least) to an
individual, but rather gives a guarantee on the plausible deniability for the final output.
In this case more work is required to determine the privacy risk to an individual, but it
is relatively easy to provide a guarantee of accuracy: that’s because the randomisation is
added to the useful output, namely the true answer to the query and there are strong results
which show that good accuracy can be guaranteed using the geometric distribution for this
type of data release. In contrast for Fig. (1), as mentioned above, the randomness is added
directly to the data that is considered to be private (by the owner of that data), and so in
this scenario the survey organisers would want to know the affect on the accuracy of the
final count, which also requires more work to compute.
Much of the theoretical analysis of privacy mechanisms is carried out within the context of
an adversarial model. In the case of differential privacy that model is deliberately worst-case:
namely it is assumed that the adversary knows all the data except that of a given individual.
Within that setting though, it seems not straightforward to examine vulnerabilities in regard
to “unintended inferences” or the potential for such inferences as described by (iii) above.
Moreover Chatzikokolakis et al. [10] have shown that such adversarial models offer surprisingly
weak guarantees of privacy operating against other reasonable adversarial settings.
In the case of trying to decide whether to use Fig. 1 or Fig. 2 if we use the weak differential
privacy adversarial setting, a designer would be unable to determine how randomness might
defend against an actual privacy breach i.e. an unintended inference. When focussing
on randomness as a defence, relevant issues are not only that respondents have plausible
deniability, but also what level of  to use that balances the risk of an unintended inference
with a reasonably accurate tally of “yes” respondents, and what might be the adversary’s
prior knowledge.
In the remaining sections we analyse the potential for inferences using a model of
Quantitative Information Flow (QIF), and adversarial settings which include assumptions
about an adversary’s prior knowledge. We begin with a brief summary if QIF in the next
section.

CONCUR 2020

1:4

Privacy Versus Accuracy

// Assume resp is an array of length N set to
// participants ’ responses , to a survey question .
i := 0;
count := 0;
while (i < N ) {
coin := 0 [1/2] 1;
// Random response
count := ( count + coin
[1/2]
// Randomly include or not
count + resp [ i ]);
i ++;
}
Print count ;
// Announce the approximate count

Assume that all variables cannot be observed by an adversary except for the final “Print” of
the count. On each iteration, the participant i is randomly selected for inclusion in the count
or not. In the case that the participant’s true response resp[i] is not included, a random
response coin for that participant is delivered instead.
This mechanism R is able to guarantee the following differential-privacy constraint for each
participant i providing plausible deniability for their true response:
R(resp[i]=0)(Z) ≤ R(resp[i]=1)(Z)elog 3 .
Figure 1 Randomised response with N participants.

// Assume resp is an array of length N set to
// participants ’ responses , to a survey question
// epsilon is a parameter for randomising the final tally .
i := 0;
tally := 0;
while (i < N ) {
tally := tally + resp [ i ];
i ++;
}
count := Geom ( tally , epsilon );
Print count ;
// Announce the approximate count

Assume that all variables cannot be observed by an adversary except for the final “Print”
of the count. On each iteration, the participant i’s response resp[i] is included in the
count. After the full count has been tallied, the result is randomised according to the
(truncated) Geometric distribution. This mechanism G is able to guarantee the following
differential-privacy constraint for the value of the tally, for  = log 3:
G(tally = k)(Z) ≤ G(tally = k+1)(Z)elog 3 .
Figure 2 Oblivious response mechanism to announce the total for N participants.
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Review of Quantitative Information Flow

The fundamental notion in the analysis of information flow is a secret which is a value that is
unknown to an adversary, or at least about which there is uncertainty as to its precise value.
The relation between secrets and privacy is that any information designated as “sensitive”
means that it should be kept secret, meaning that its precise value should remain unknown,
or uncertain from the point of view of the adversary. When a privacy mechanism releases
information from a data set containing sensitive and insensitive information, of course some
sensitive (or “secret”) information is likely to be released as well. If the uncertainty about the
secret’s value is reduced sufficiently, then we might say that the privacy has been breached.
This is the essence of an inference attack: if the uncertainty about a secret’s value is reduced
sufficiently then the adversary is able to predict the true values of secrets with high likelihood.
Quantitative Information Flow makes these intuitions mathematically precise. Given
a range of possible secret values of (finite) type X , we model a secret as a probability
distribution of type DX , because it ascribes “probabilistic uncertainty” to the secret’s exact
value. Given π: DX , we write πx for the probability that π assigns to x: X , with the idea
that the more likely it is that the real value is some specific x, then the closer πx will be to 1.
Normally the uniform distribution over X models a secret which could equally take any one
of the possible values drawn from its type and we might say that, beyond the existence of
the secret, nothing else is known. In any case, once we have a secret, we are interested in
analysing whether a mechanism that uses it might leak some information about it. To do
this we define a measure for uncertainty, and use it to compare the uncertainty of the secret
before and after executing the algorithm. If we find that the two measurements differ then
we can say that there has been an information leak.
The original QIF analyses of information leaks in computer systems [3, 4] used Shannon
entropy [18] to measure uncertainty because it captures the idea that more uncertainty implies
“more secrecy”, and indeed the uniform distribution corresponds to maximum Shannon entropy
(corresponding to maximum “Shannon uncertainty”). More recent treatments have shown
that Shannon entropy is not the best way to measure uncertainty in security contexts because
it does not model scenarios relevant to the goals of the adversary. In particular there are
some circumstances where a Shannon analysis actually gives a more favourable assessment of
security than is actually warranted if the adversary’s motivation is taken into account [19].
Alvim et al. [2] proposed a more general notion of uncertainty based on “gain functions”.
This is the notion we will use. A gain function measures a secret’s uncertainty according to
how it affects an adversary’s actions within a given scenario. We write W for a (usually finite)
set of actions available to an adversary corresponding to an “attack scenario” where the
adversary tries to infer something (e.g. some property) about the secret. For a given secret
x: X , an adversary’s choice of w: W results in the adversary gaining something beneficial to
his objective. This gain can vary depending on the adversary’s choice (w) and the exact
value of the secret (x). The more effective is the adversary’s choice in how to act, the more
he is able to overcome any uncertainty concerning the secret’s value, and increase his gain.
I Definition 1. Given a type X of secrets, a gain function g: W×X → R is a real-valued
function such that g(w, x) determines the gain to an adversary if he chooses w and the secret
is x.
A simple example of a gain function is bv, where W:= X , and
bv(x, x0 )

:=

1 if x = x0 else 0 .

(2)
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For this scenario, the adversary’s goal is to determine the exact value of the secret, so he
receives a gain of 1 if he correctly guesses the value of a secret, and zero otherwise. Assuming
that he knows the range of possible secrets X , he therefore has W:= X for his set of possible
guesses.
Given a gain function we define the vulnerability of a secret in DX relative to the scenario
it describes: it is the maximum average gain to an adversary.
I Definition 2. Let g: W×X →R be a gain function, and π: DX be a secret. The vulnerability
Vg [π] of the secret wrt. g is:
X
Vg [π] := max
g(w, x)×πx .
w∈W

x∈X

For a secret π: DX , the vulnerability wrt. bv is Vbv [π]:= maxx: X πx , i.e. the maximum
probability assigned by π to possible values of x. The adversary’s best strategy for optimising
his gain would therefore be to choose the value x that corresponds to the maximum probability
under π. This vulnerability Vbv is called Bayes Vulnerability.
A mechanism is an algorithm that inputs a secret and outputs some observable, which
could be determined by the value of the secret. An example of a privacy mechanism could
be an query to a database which outputs numbers of residents living in various regions or
counties. We define Y to be the type for observables. The model of a mechanism now assigns
a probability that y: Y can be observed given that the secret is x. Such observables could be
sample timings in a timing analysis in cryptography, for example.
I Definition 3. A mechanism is a stochastic channel1 C: X ×Y → [0, 1]. The value Cxy is
the probability that y is observed given that the secret is x.
Given a (prior) secret π: DX and mechanism C we write π .C for the joint distribution
in X ×Y defined
(π .C)xy

:=

πx ×Cxy .

P
For each y: Y, the marginal probability that y is observed is py := x: X (π .C)xy . For each
observable y, the corresponding posterior probability of the secret is the conditional π|y : DX
defined (π|y )x := (π .C)xy /py . 2
Intuitively, given a prior secret π ∈ DX and mechanism C, the entry πx ×Cxy of the joint
distribution π .C is the probability that the actual secret value is x and the observation is y.
This joint distribution contains two pieces of information: the probability py of observing y
and the corresponding posterior π|y which represents the adversary’s updated view about
the uncertainty of the secret’s value. If the vulnerability of the posterior increases, then
information about the secret has leaked and the adversary can use it to increase his gain by
changing how he chooses to act. The adversary’s average overall gain, taking the observations
into account, is defined to be the average posterior vulnerability (i.e. the average gain of each
posterior distribution, weighted according to their respective marginals):
X
Vg [π .C] :=
py ×Vg [π|y ] ,
where py , π|y are defined at Def. 3.
(3)
y∈Y

1
2

P

Stochastic means that the rows sum to 1, i.e.
C = 1.
y∈Y xy
We assume for convenience that when we write py the terms C, π and y are understood from the context.
Notation suited for formal calculation would need to incorporate C and π explicitly.
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Now that we have Def. 2 and Def. 3 we can start to investigate whether the information
leaked through observations Y actually have an impact in terms of whether it is useful to
an adversary. It is easy to see that for any gain function g, prior π and mechanism C we
have that Vg [π] ≤ Vg [πiC]. In fact the greater the difference between the prior and posterior
vulnerability, the more the adversary is able to use the leaked information within the scenario
defined by g.
We can also compare the information leak properties of mechanisms – if one mechanism
C is more vulnerable than another D under all priors and gain functions, then we say that
D is more secure than C.
I Definition 4. Given C, D mechanisms we say that C is refined by D, or C v D if for all
priors π ∈ DX and gain functions g: W×X → R that Vg [π .C] ≥ Vg [π .D].
Def. 4 is a very robust ordering as it applies to all scenarios. It also characterises postprocessing of mechanisms. A post-processing step describes how outputs can be reassigned,
or merged. If C: X ×Y → [0, 1] that outputs values of type Y, then we can “remap” them to
outputs of type Z using a mechanism D: Y×Z → [0, 1]. The result is therefore the matrix
multiplication C·D. Not surprisingly it can be shown that C v C·D, but perhaps surprisingly
if C v D then there is some postprocessing mechanism E such that C·E = D. We use the
following facts about refinement [14].
F1 The maximal element in the refinement ordering is the unit channel I that releases no
information at all. It satisfies Vg [π .I] = Vg [π] , for all gain functions g.
F2 If C 6v D then there is some gain function such that Vg [π .C] < Vg [π .D].
F3 QIF enables reasoning about correlated data as follows. Let C: X ×Y → [0, 1], and let
Π ∈ D(Z×X ) be a joint distribution representing a correlation between Z. We can define
?
a channel C ? : Z×X ×Y → [0, 1] as Czxy
= Cxy . Notice that C ? simply repeats rows
?
of C; moreover C now allows us to investigate how much we can infer about Z from
information flows about X through C.
F4 If D 6v C then there is some correlation Π ∈ D(Z×X ) such that Vbv’ [π .C] > Vbv’ [π .D],
where bv’ defines Bayes’ Vulnerability for Z.

3.1

Modelling inferences

An inference is commonly regarded as the ability to determine a property about an individual
or a group of individuals using any available information. Thus the inferred property
might not be obvious, which is why almost all data releases are vulnerable, to some extent,
from inference attacks. In this section we show how to use a QIF model to study such
vulnerabilities.
As we have noted above we can use a gain function to model an adversary trying to guess
some value within a scenario defined prior knowledge π ∈ DX . We generalise the idea of
Bayes vulnerability Def. 1, modelling an adversary trying to guess a specific value, to an
adversary trying to guess a property (or set of values).
I Definition 5. Given a state space X let P:= {p1 , p2 . . . pn } be a partition of X . Define
gain function P : P×X → {0, 1}:
P(p, x) := 1 iff x ∈ p else 0 .
Suppose now that M is a mechanism operating within a scenario where the adversary’s
prior knowledge is π. We can determine the adversary’s ability to use the information in the
data release to infer a property defined by a partition P: it is VP [π .M ].
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It turns out that we can use this idea to analyse the effectiveness of a mechanism in terms
of both privacy and accuracy. To see how this works recall the mechanisms in Fig. 1 and
Fig. 2. The privacy aspect is to prevent observers from inferring true responses, whereas the
accuracy is to deliver a result from which observers can infer with a high level of confidence
the true count. 3
To analyse how well a participant’s true response can be inferred from the data release
we first set the state space X to be the set of total possible responses, and choose a prior
distribution π ∈ DX . Later in our experiments §5 we describe how to choose a prior to
capture reasonable prior knowledge of the adversary. Writing hr1 , r2 i for a scenario where
participant 1’s true response is r1 ∈ {0, 1} and participant 2’s true response is r2 ∈ {0, 1}
then X := {h0, 0i, h0, 1i, h1, 0i, h1, 1i}. Let S be the partition {{h0, 0i, h0, 1i}, {h1, 0i, h1, 1i}}
– notice that it contains two sets, with the first grouping the scenarios where participant
1’s true response is 0, and the second where participant 1’s true response is 1. Computing
VS [π .M ] gives the probability that the adversary can infer participant 1’s true response,
whatever it turns out to be. For M to defend strongly against unintended inferences about
an individual participant we would like this to be as close to VS [π] as possible, because then
the information delivered by the data release cannot be used by any adversary in his attack.
In fact in our later experiments §5, we define privacy loss to be the ratio VS [π .M ]/VS [π].
On the other hand in both mechanisms the output count is randomised, even though delivering an accurate count is the purpose of the data release. We can therefore gauge the accuracy
of the mechanism by calculating the probability with which the observer can infer the true
count for the same prior π. In detail, let U be the partition {{h0, 0i}, {h0, 1i, h1, 0i}, {h1, 1i}}.
Here there are three subsets – the first is the (only) case in which the true count is 0, the
second contains two instances where the true count is 1 and the third is the unique case
where the count is 2. Computing VU [π .M ] therefore gives the probability that the observer
(or adversary) can infer the true count. Clearly we would like this to be close to 1 for good
accuracy.
We can see these ideas working out for our two examples above by constructing the
information flow channels for each of them.
Consider first the channel associated with randomised response Fig. 1.

randomresp:=


h0, 0i

h1, 0i

h0, 1i
h1, 1i

0

1

2

0.56
0.19
0.19
0.06

0.38
0.62
0.62
0.38

0.06
0.19
0.19
0.56







(4)

Each row of the matrix corresponds to the probabilities of observing the output count
given by 0, 1 or 2 when executed within a scenario defined by the participants’ true responses.
For example if both participants’ responses are 0 (first row corresponding to h0, 0i) the
observer would see the output at 0 with probability 0.56 because 0 is output when both
respondents’ true values are counted and, when they are not, the random value that is counted
is still zero. For each participant, his true value is counted with probability 1/2, but also
with probability 1/2 he randomly picks to respond with zero anyway. Thus each participant
contributes 0 to the final survey count with probability 0.75, and since participant responses
are independent of each other the count reported will be 0 with probability 0.75×0.75 ∼ 0.56.
3

Thus in this scenario the adversary and observer are the same.
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The other probabilities are computed similarly. Assuming then a uniform prior distribution
over possible scenarios, we see that the probability of inferring participant 1’s true response
using the information in the data release is
VS [π .randomresp] = 0.63 ,
which is only a little more than the prior VS [π] = 0.5. On the other hand the accuracy of
inferring the sum of the responses is worse:
VU [π .randomresp] = 0.59 ,
signifying that the observer cannot have a great deal of confidence in inferring the true tally.
We can perform the same analysis on Fig. 2 for comparison. Here the channel matrix is:

obliviousresp:=


h0, 0i

h1, 0i

h0, 1i
h1, 1i

0

1

2

0.75
0.25
0.25
0.0833

0.1667
0.5
0.5
0.1667

0.0833
0.25
0.25
0.75







(5)

Notice that the (truncated) geometric mechanism is used to compute the probabilities. In the
first row, corresponding to scenario h0, 0i, the true tally is 0 which is then reported accurately
with probability 0.75. As above we an compute the probabilities of inferring participant 1’s
true response and the true tally as follows:
VS [π . obliviousresp] = 0.67

and

VU [π . obliviousresp] = 0.625 .

Notice that whilst the accuracy has improved from 0.59 to 0.625, this has come at a cost
of increasing the probability of inferring participant 1’s response from 0.63 to 0.67. The
reason that the increase in accuracy incurs a decrease in privacy is because the two properties
are related: if the ability to infer the participants’ responses increases then the ability to
infer an accurate tally which depends on those responses must also increase. The extent to
which we can have accuracy of utility and privacy depends crucially on how the S and U are
correlated in the prior.
In fact we can define a distribution Π ∈ D(S×U) which expresses the correlation between
the privacy property defined by partition S and the useful property defined by partition U:
Πsu := π(s ∩ u) .
From here we can observe that S and U can be highly correlated for some of their
partition subsets suggesting that a more accurate inference of one must lead to a more
accurate inference of the other. For example if a tally of 0 can be accurately inferred
then the probability of subsequently inferring that participant 1’s true response is also 0 is
Πs0 ,u0 /π(u0 ) = 1, meaning that a 0 tally implies absolutely that participant 1’s true value
must be 0. On the other hand, the probability of inferring that his value is 0 if the tally is
accurately reported as 1 is Πs0 ,u1 /π(u1 ) = 1/2. Thus studying the impact of the mechanism
in terms of the abstraction of the correlation will enable us to understand the trade off
between privacy and accuracy, and the limitations on delivering highly accurate data releases
in some scenarios.
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3.2

Accuracy versus privacy

In this section we study the trade off between accuracy and privacy in terms of inferences.
Rather than working with the raw data precisely we use an abstraction based on a correlation
between S and U where, as described above, S is defined by a partition on raw data that
specifies some privacy criterion, and U similarly is defined by a partition that specifies
the useful data to be released as accurately as possible. We describe the correlation by a
distribution D(S×U). For a stochastic channel in X ×Y → [0, 1] representing a mechanism
we use notation X _Y to differentiate between the input type X (denoting the secret) and
the output type Y denoting the observable.
Using these conventions, the next definition gives the effect of a mechanism in the ability
for an adversary to infer the component S.
I Definition 6. Let Π: D(S×U) represent a correlation in S×U, and let M : (S×U)_Y be a
stochastic channel representing a data release. We say that M is susceptible to an inference
leak for S if VS [Π] < VS [Π . M ].
M is completely privacy preserving wrt. S if and only if VS [Π] = VS [Π . M ]. We measure
the privacy loss by the ratio VS [Π . M ]/VS [Π].
Next, as described above, we can also define the accuracy of inferring the utility.
I Definition 7. Let Π: D(S×U) represent a correlation in S×U, and let M : (S×U)_Y be a
stochastic channel representing a data release. M ’s accuracy for U is the probability that U
can be inferred, i.e. VU [Π . M ].
M is completely accurate for U if and only if VU [Π . M ] = 1.
Now we have these definitions, we can provide a simple proof of the well-known “no free
lunch” theorem of Kifer [11], which states that it is not possible to have a single mechanism
that is arbitrarily accurate and arbitrarily private for all possible correlated secrets.
I Theorem 8. There exists no mechanism M which guarantees both arbitrary levels of
accuracy and privacy for all datasets Π: D(S×U).
Proof. Let M be a mechanism acting on a (correlated) data set. Pick S = U, and partition
P on both S, U so that the private and the useful property are entirely correlated. For
any >0 we might hope that VP [Π . M ] ≥ 1− for good accuracy, whilst at the same time
VP [Π . M ] ≤ VP [Π]+ for good privacy. However if both constraints hold simultaneously
then we deduce that 2 ≥ 1−VP [Π] for all Π, something that cannot be guaranteed.
J
Thm. 8 applies to all privacy mechanisms, including differential privacy of course. In
the next section we investigate two common implementations for differential privacy – one
which uses the randomisation in a way to obtain good accuracy, and the other to obtain
good privacy. We investigate the trade-off between accuracy and privacy in both cases.

4

Differential privacy

Alvim et al. [1] show that when a mechanism is modelled as a channel the above definition
(1) is equivalent to comparing rows of channels relating to x, x0 . In particular (1) applied to
a channel M says that M is -differentially private for x, x0 if
Mxy ≤ e Mx0 y and Mx0 y ≤ e Mxy

(6)

for all y ∈ Y. Notice that (6) compares two channel rows corresponding to secret values x, x0 .
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When we think of modelling mechanisms in this way, in the context of correlated data,
we see that there are two ways in which we can add the noise. The first is to apply it directly
to the S component, in the style of random response sometimes called “local differential
privacy”. The second is to the U component, i.e. the accurate result of the query; this is
sometimes referred to as an “oblivious (differentially private) mechanism”. As we saw in
Fig. (1) which is an example of the first kind, and Fig. (2), an example of the second kind,
both have an impact on accuracy and privacy. We define these two approaches to differential
privacy more generally and examine their respective trade-offs.
I Definition 9. A mechanism C ∈ (S×U) _ Y is U-insensitive if there is some L ∈ S _ Y
such that Csuy = Lsy (i.e. C = L? ). (Compare [F3] above.) Dually, C is S-insensitive if
there is some R ∈ U _ Y such that Csuy = Ruy (i.e. C = R? ).
Such insensitive mechanisms as described in Def. 9 add noise either to the S/U-component
respectively, so that the information flow on the other i.e. U/S-component is derived from
the original correlation between U and S. In general the use of randomisation can often be
tailored to achieve particular probabilistic effects. The use of the Laplace distribution for
example in oblivious mechanisms means that good utility can be maintained on U, and the
impact on privacy therefore can be investigated through the original correlation. We explore
the trade-off between accuracy and privacy in differentially-private mechanisms next.

4.1

Utility-focussed privacy

An utility-focussed mechanism for differential privacy adds noise to the result of a query,
thereby creating opportunities to tune the randomness for accuracy of that query. The
differentially-private guarantee for utility-focussed mechanisms entails a property of indistinguishability only on similar query results. Any indistinguishability relating to privacy of any
sensitive data is dependent on how it correlates with those query results.
With our model for correlated data we can decompose an oblivious mechanism into one
which acts directly on U independently of S, effectively treating it as the secret, and then
reinstalling the correlation with S.
I Definition 10. M ∈ (S×U)_Y is a utility-focussed -private mechanism if it is -private
on U, and S-insensitive.
The well-known oblivious mechanisms for differential privacy are examples of utilityfocused mechanisms. Whilst the randomisation can be tuned to optimise the accuracy of the
query this mode of adding randomness does not tell us about ability of an adversary that
has knowledge of the correlation to infer the secret component. Thm. 8 tells us we need to
consider that correlation to determine the risk. 4
A weaker property though is to consider whether there is a distinguished mechanism that
protects better than all other (oblivious) mechanisms wrt. inference attacks. We write S (U)
for the gain function derived from the partitioning S (U) into its singleton sets.
I Definition 11. An -differentially private mechanism M for datasets D(S×U) is optimal
wrt. inference attacks on S, if VS [Π . M ] ≤ VS [Π . M 0 ] for all Π ∈ D(S×U) and all
-differentially private mechanisms M 0 .
4

This problem of some individuals being “outliers” and thus potentially identified even in the release
of aggregate data is well known and a worst-case mitigation of this situation is the use of sensitivity
analysis in for example Laplacian mechanisms [6]. The result is to make any individual’s contribution
to a noisy announcements of an aggregate statistic minuscule.
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Unfortunately there is no mechanism that is optimal wrt. inference attacks except for the
trivial mechanisms that release no information at all.
I Theorem 12. There is no non-trivial utility-focused mechanism amongst all -private
mechanisms on S×U that is universally optimal wrt. inference attacks on S.
Proof. (Sketch) Let M be such a non-trivial -private mechanism. We show that it cannot
be universally optimal wrt. inference attacks on S. By Def. 10 this means that M can be
decomposed with -private component U ∈ U _ Y such that U ? = M . Moreover if M is
not the trivial mechanism, then there exists some mechanism G such that U @ G (strict
refinement, F1), implying that G 6v U . In this case, by (F4) we have immediately that there
is some Π ∈ D(S×U) such that VS [Π . U ? ] > VS [Π . G? ], as required.
J
Thm. 12 tells us that if privacy is of utmost concern, the use of a utility-focussed
mechanism is really about preserving accuracy of the result of the query, and gives no optimal
guarantees regarding whether the actual sensitive data is vulnerable to an inference attack
under some other mechanism. We see for example with Fig 2 that whilst this does deliver the
most accurate result it is not the “most private” as measured by vulnerability to inferences,
amongst non-trivial mechanisms.

4.2

Secrecy-focussed privacy

There are many alternative ways to add randomness in privacy mechanisms rather than to
the result of a query. We can model this idea as follows.
I Definition 13. M ∈ (S×U)_Y is a secrecy-focussed -private mechanism if it is -private
on S, and is U-insensitive.
Locally differential private mechanisms are somewhat in this style and therefore are, in
some sense, dual to utility-focussed mechanisms because they first produce a noisy version of
the data through a noise-adding mechanism applied to S, rather than to the result of a query.
Subsequent queries are then applied to the noisy version of the data, in the style of randomised
response Fig.1. Next, we define optimality wrt. utility, and show that secrecy-focussed
mechanisms cannot be universally optimal wrt. accuracy of utility.
I Definition 14. An -differentially private mechanism M ∈ D(S×U) is optimal wrt. accuracy
on U, if VU [Π . M ] ≥ VU [Π . M 0 ] for all Π ∈ D(S×U) and all -differentially private
mechanisms M 0 ∈ D(S×U).
I Theorem 15. Let |S| ≥ 3. There is no secrecy-focussed -differentially private mechanisms
on D(S×U) amongst all -differentially private mechanisms which is optimal wrt. accuracy
on U.
Proof. (Sketch.) Let M be such a secrecy-focussed mechanism, and let L be such that
L? = M as per Def. 10. The proof is dual to that of Thm. 12 once we show that there is
some -differentially private L0 over S such that L 6v L0 . But this follows from an analysis of
optimal -private mechanisms [10].
J
Thm. 15 is interesting because it says that mechanisms that add randomness to enable a
direct guarantee to the privacy component, cannot be optimised universally for all utility
measures. For example, mechanisms that are designed to be locally-differentially private
use post-processing to compute the utility on the noisy data. Post-processing, however
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is just refinement. Indeed it can be shown, for example, that Fig.1 is a refinement of a
secrecy-focussed -private mechanism but more work is needed to explain the observation
that locally private mechanisms often exhibit poor accuracy on medium-sized datasets. We
end this section by showing that any refinements of secrecy-focussed mechanisms cannot
provide universal accuracy.
I Corollary 16. If M v M 0 and M is secrecy-focussed as in Thm. 15, then M 0 is not optimal
wrt. accuracy on U.
Proof. Follows since VU [Π . M ] ≥ VU [Π . M 0 ].

5

J

Experiments

In this section we present some experiments illustrating the main points presented in previous
sections. We consider scenarios in which both a data analyst and an adversary can observe
the output of a mechanism that reports a (possibly randomised) count of the number of rows
in a dataset that satisfy some property. However, whereas the data analyst wants to infer
the real value of the counting query performed on the dataset, the adversary wants only to
infer the value of a sensitive attribute in a row just added to the dataset. More precisely, we
consider experimental scenarios under the following conditions.
1. There is a dataset D of interest, consisting in a multiset of rows, each of which is a tuple
defined on a set A of attributes. Each attribute a∈A has domain domain(a), and we
denote by rows(A) the set of all possible rows that can be formed from attribute set A,
and by x[a] the value assumed by attribute a∈A on a row x∈rows(A).
2. A new row x? ∈rows(A) will be added to D (due to, e.g., data from a new individual),
yielding an extended dataset denoted (with a slight abuse of notation) by D∪x? .
3. A data analyst wants to learn the result of a counting query countq that returns the
number of rows in the extended dataset D∪x? satisfying a given condition q on a useful
attribute au ∈A (e.g., how many rows have attribute gender set to female). The value
countq (D∪x? ) is the real count for the counting query performed on the extended dataset.
4. An adversary has full knowledge of all rows in the dataset D, but is unsure about the
contents of the newly added row x? . His goal is to learn the value x? [as ] of a sensitive
attribute as ∈A for this new row.
5. Both the data analyst and the adversary learn the count on the extended dataset D∪x?
via a query mechanism Mcountq that returns a (possibly randomised) version of the real
count countq (D∪x? ). We call the output Mcountq (D∪x? ) the reported count, by the
mechanism, for the counting query performed on the extended dataset.
6. Both the data analyst and the adversary know the value of the real count countq (D) on
the original dataset D, and both have as prior knowledge a distribution π ? :D(rows(A)) on
all values that the new added row x? can assume (e.g., the adversary and the data analyst
may be the same entity). From that, they can derive, in the usual way, distributions on
the value x? [as ] of the sensitive value of the newly added individual and on the real count
countq (D∪x? ) for the query.
To properly formalize the privacy loss and utility of such scenarios, we introduce the
following notation. Given a scenario Γ as described above, let P rΓ denote the corresponding
joint probability distribution –depending on the coin tosses of the distribution π ? on the
values for the new row x? and on the query mechanism Mcountq employed–, s.t. P rΓ (x? =x,
x? [as ]=s, countq (D∪x? )=u, Mcountq (D∪x? )=u0 ) is the probability that in scenario Γ: (i) the
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new added row x? assumes value x∈rows(A); (ii) the sensitive value x? [as ] of the new added
row x? assumes value s∈domain(as ); (iii) the real count of query countq performed on the
extended dataset D∪x? assumes value u∈N; and (iv) the reported count of query countq
produced by the mechanism Mcountq , w.r.t. the extended dataset D∪x? , assumes value u0 ∈N.
We then define the privacy loss of a scenario as the multiplicative Bayes leakage of the
new row’s sensitive value x? [as ] given the reported count Mcountq (D∪x? ) on the extended
dataset D∪x? . (Compare Def. 6.) Intuitively, privacy loss reflects by how much knowledge
of the reported count increases the adversary’s chance of correctly guessing the secret value
in one try. Formally:
P
Γ ?
?
0
def
u0 ∈N maxs∈domain(as ) P r (x [as ]=s, Mcountq (D∪x )=u )
privacy-loss(Γ) =
.
(7)
maxs∈domain(as ) P rΓ (x? [as ]=s)
On the other hand, we define the utility of a scenario as the posterior Bayes vulnerability
of the real count countq (D∪x? ) of query countq performed on the extended dataset D∪x?
given the reported count Mcountq (D∪x? ) on the extended dataset D∪x? . (Compare Def. 7.)
Formally:
X
def
utility(Γ) =
max P rΓ (countq (D∪x? )=u, Mcountq (D∪x? )=u0 ) .
(8)
u0 ∈N

u∈N

Equations (7) and (8) depend on the joint probability distribution P rΓ induced by the
scenario, which itself depends on the coin tosses of the query mechanism Mcountq employed.
Hence, to fully flesh out these definitions we need to determine how the mechanism Mcountq
works. We consider two deferentially-private mechanisms adding noise in different ways.
obv
An oblivious mechanism Mcount
that first applies counting query countq to the input
q
dataset to produce a real count u, and then applies a (differentially-private) oblivious
randomisation function Robv :N→D(N) to u in order to produce a reported count u0 as
the output of the mechanism. This is similar to a utility-focussed mechanism.
loc
A local mechanism Mcount
that first applies a (differentially-private) local randomisation
q
loc
function R :domain(au )→D(domain(au )) independently to each row’s useful value to
produce a randomised dataset D0 , and only then applies the counting query countq to
D0 in order to produce a reported count u0 =countq (D0 ) as the output of the mechanism.
This is in the spirit of a privacy-focussed mechanism.

In our experiments we used the dataset released by ProPublica 5 corresponding to two
years worth of data from the COMPAS tool (Correctional Offender Management Profiling
for Alternative Sanctions), which is one of the most popular algorithmic tools used in the
United States criminal justice system for pretrial and sentencing evaluation of the risk of bad
behaviour for criminal defendants. We focused on the tool’s assessment scores for “Risk of
Failure to Appear”, and eliminated from the dataset all but the most recent record for any
given person, as well as all records with invalid entries for attributes marital_status and
score_text. This treatment has left us with a database containing 11,710 unique records.
We then considered two scenarios. In both, the adversary’s goal is to learn the newly
added row’s value for sensitive attribute custody_status, which can be 0-“pretrial defendant”, 1-“residential program”, 2-“probation”, 3-“parole”, 4-“jail inmate”, or 5-“prison
inmate”. However, in scenario A the data analyst’s query of interest is “select count *
5

https://github.com/propublica/compas-analysis
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from D where custody_status=0”, whose result is highly correlated with the secret information, whereas in scenario B the query of interest is “select count * from D where
marital_status=0” (the range for marital_status is 0-“single”, 1-“significant other”, 2“married”, 3-“separeted”, 4-“divorced”, or 5-“widowed”), whose result is highly independent
from the secret information. In both scenarios data analyst and adversary assume the new
row x? added to dataset D follows a distribution π ? :D(rows(A)) s.t. the probability of each
x∈rows(A) is the value’s frequency in the dataset D. Moreover, for fairness in comparison,
we instantiate both the oblivious randomisation function Robv and the local randomisation
function Rloc as the truncated geometric mechanism with the same value of . 6
Table 1 presents the results of our experiments for various values of . In terms of
inferences, we want the privacy loss to be low to offer good protection for individuals. This
means, in the scale of Bayes vulnerability leakage, that the value should be close to 1 because
then we can argue that in the studied scenario the information flow does not increase the
adversary’s prior knowledge. 7 For accuracy however, to offer good utility, we want it to
be as high as possible. In the scale of Bayes vulnerability a value close to 1 represents high
certainty that the true value of the query can be accurately inferred.
As we can notice, in both scenarios described above and for each value of  the local
mechanism is consistently more private, but less useful, than its oblivious counterpart. The
experiments also illustrate the well known fact from the literature that local mechanisms tend
not to provide good utility in small datasets like the one we consider here: utility remains at
its theoretical minimum for relatively high values of  (≈ ln 200 in Scenario A and ≈ ln 103
in Scenario B). Finally, note that in Scenario A, where real count and secret are highly
correlated, it is hard to achieve a satisfactory trade-off between utility and privacy, as these
values are always in opposition to each other. On the other hand, since in Scenario B the
real count is practically independent of the secret, it is possible to maintain privacy at a
minimum level even for very high values of utility.

6

Related work

Our work builds upon the “no free lunch” theorem of Kifer and Machanavajjhala [11],
who provided the first analysis of the limitations of differential privacy in the presence of
correlations between secrets. Their work also uses inference attack models to demonstrate
the effect of correlations on possible inferences resulting in unexpected privacy breaches. Our
work complements theirs by utilising the QIF framework to model the effect of inference
attacks through the lens of information flow. The same authors proposed Pufferfish, a
framework providing a more nuanced approach to privacy that depends on the idiosyncracies
of particular datasets [12]. Inspired by Pufferfish, He et al. [7] introduced the Blowfish
framework to allow a more tailored approach to privacy policies which depends on known
(public) correlations in the dataset.
Other authors have observed that differential privacy does not protect known correlations
in datasets. Zhu et al. [21] proposed strengthening privacy mechanisms for correlated datasets
based on a modified measure of the sensitivity of the dataset. Liu et al. [13] demonstrate an
inference attack against a differentially private dataset by exploiting known correlations in

6

7

The truncated geometric mechanism with parameter >0, domain {0, 1, 2, . . . , m}, and co-domain
{0, 1, 2, . . . , n} is defined as G(j|i)=1/(1+α) · αi , if j=0, or G(j|i)=(1−α)/(1+α) · α|i−j| , if 0<j<n, or
G(j|i)=1/(1+α) · α|i−n| , if j=n, for every 0≤i≤m and 0≤j≤n, where α=e− , and each value G(j|i)
represents the probability that integer i is remapped to integer j.
In a leakage measure we do not tabulate the actual probability of inference, but rather than increase in
inference compared to the prior.
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Table 1 Results of privacy loss and utility on Scenarios A (with highly correlated counting query
and secret) and B (with practically independent counting query and secret) for the COMPAS dataset
A value close to 1 for privacy means the data release does not pose a risk to an individual; a value
close to 1 for utility means that the data release is accurate.
Scenario A
Oblivious
mechanism

Scenario B

Local
mechanism

Oblivious
mechanism

Local
mechanism

Priv.
loss

Util.

Priv.
loss

Util.

Priv.
loss

Util.

Priv.
loss

Util.

minimum)

1.0000

0.7984

1.0000

0.7984

1.0000

0.7704

1.0000

0.7704

ln 3

1.0000

0.7984

1.0000

0.7984

1.0000

0.7704

1.0000

0.7704

ln 5

1.0452

0.8333

1.0000

0.7984

1.0000

0.8333

1.0000

0.7704


0 (theoretical

ln 10

1.1402

0.9091

1.0000

0.7984

1.0000

0.9091

1.0000

0.7704

ln 100

1.2418

0.9901

1.0000

0.7984

1.0000

0.9901

1.0000

0.7704

ln 200

1.2480

0.9950

1.0001

0.7984

1.0000

0.9950

1.0000

0.7704

ln 500

1.2517

0.9980

1.0035

0.8011

1.0000

0.9980

1.0000

0.7704

3

1.2529

0.9990

1.0234

0.8169

1.0000

0.9990

1.0000

0.7704

5

1.2542

1.0000

1.2481

0.9952

1.0000

1.0000

1.0000

0.9330

1.2607

1.0000

1.2607

1.0000

1.2607

1.0000

1.2607

1.0000

ln 10
ln 10

∞ (theoretical
maximum)

the data. Works in this area focus on known correlations – particularly correlations within
the dataset – and do not address the more general problem of unknown correlations which
may be known only to an adversary.
Other works on inference attacks on private data consider alternate privacy metrics to
measure privacy loss. Salamatian et al. [17] use traditional information theoretic measures
such as entropy and mutual information to produce an alternate privacy framework to
differential privacy which is focussed on protecting against inference attacks. Most recently,
Jayaraman et al. [9] propose new privacy metrics to evaluate the risk of inference attacks.
Finally, there is considerable interest in understanding inference attacks on machine
learning models which employ differential privacy to protect their training data. Rahman et
al. [16] empirically evaluate the success of membership inference attacks against machine
learning models trained with different privacy parameters. Most recently, Jayaraman et
al. [9] empirically evaluate the risk of inference attacks on differentially private machine
learned models using their own privacy metrics. Works in this area typically use ad hoc
methods to evaluate privacy leakage, whereas our QIF framework permits rigorous analysis
based on an operational inference attack model.

7

Conclusion

In this paper we have studied the relationship between accuracy and privacy in data releases
from the perspective of inferences. We have shown, using a channel model for quantitative
information flow, how to capture reasonable assumptions about prior knowledge to compare
accuracy of a query result versus the ability for the adversary to infer additional information
about individuals in the database. We have demonstrated how correlations in databases of
moderate size pose challenges for protecting privacy of individuals.
In future work we hope to use this kind of analysis to expose potential vulnerabilities in
databases by considering the threats posed by inferences in proposed data releases.
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Abstract
A graph game is a two-player zero-sum game in which the players move a token throughout a graph
to produce an infinite path, which determines the winner or payoff of the game. In bidding games,
both players have budgets, and in each turn, we hold an “auction” (bidding) to determine which
player moves the token. In this survey, we consider several bidding mechanisms and study their
effect on the properties of the game. Specifically, bidding games, and in particular bidding games of
infinite duration, have an intriguing equivalence with random-turn games in which in each turn, the
player who moves is chosen randomly. We show how minor changes in the bidding mechanism lead
to unexpected differences in the equivalence with random-turn games.
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1

Introduction

Two-player zero-sum games on graphs games have deep connections to foundations of logic [31]
as well as numerous practical applications, e.g., verification [19], reactive synthesis [29], and
reasoning about multi-agent systems [2]. The game proceeds by placing a token on one of
the vertices and allowing the players to move it throughout the graph to produce an infinite
trace, which determines the winner or payoff of the game.
Several “modes of moving” the token have been studied. The most well-studied mode
is turn-based games, in which the vertices are partitioned between the players and whoever
controls the vertex on which the token is placed, decides its next position. Two other modes
of moving that will make appearances in this survey are stochastic games and concurrent
games. Stochastic games generalize turn-based games in that some vertices are controlled by
nature and from which the token moves probabilistically. In concurrent games, in each vertex,
the players simultaneously select actions, and the next location is determined according to
the joint (deterministic or probabilistic) action vector. For formal definitions, see [3] for
example.
We study the bidding mode of moving. Abstractly speaking, both players have budgets,
and in each turn, we hold an “auction” (bidding) to determine which player moves the token.
In this survey, we consider several concrete bidding mechanisms and study the properties of
the bidding games that they give rise to.
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We emphasize that bidding is a mode of moving the token and bidding games can be
studied in combination with any objective. We focus on three objectives: reachability, parity,
and mean-payoff. We start by surveying results on reachability games that were obtained
in two papers in the 1990s [24, 23]. We then turn to summarize more recent results on
infinite-duration games. Our most interesting results are for mean-payoff games. In a nutshell,
reachability bidding games with a specific bidding mechanism called Richman bidding were
shown to be equivalent to a class of games called random-turn games, which are well-studied
in their own right since the seminal paper [27]. We show a generalized equivalence between
mean-payoff bidding games and random-turn games. While the equivalence for finite-duration
games holds only for Richman bidding, for mean-payoff games, equivalences with random-turn
games hold for a wide range of bidding mechanisms.
We keep the presentation in the survey relatively informal. For formal definitions, see the
cited papers.

Bidding mechanisms
In all mechanisms that we consider, both players simultaneously submit “legal” bids that do
not exceed their available budgets, and the higher bidder moves the token.
We mainly focus on two orthogonal distinctions between the mechanisms: who pays
and who is the recipient. To answer the latter, two mechanisms were defined in [23]: in
Richman bidding (named after David Richman), payments are made to the other player, and
in poorman bidding the payments are made to the “bank” thus the money is lost. A third
payment scheme called taxman spans the spectrum between Richman and poorman.
We make the payment schemes precise below. For i ∈ {1, 2}, suppose Player i’s budget is
Bi prior to a bidding and his bid is bi ∈ [0, Bi ], and assume for convenience that Player 1
wins the bidding, thus b1 > b2 . The budgets are updated as follows:
First-price: Only the higher bidder pays.
Richman: B10 = B1 − b1 and B20 = B2 + b1 .
Poorman: B10 = B1 − b1 and B20 = B2 .
Taxman: For a fixed τ ∈ [0, 1], we have B10 = B1 − b1 and B20 = B2 + (1 − τ ) · b1 .
All-pay: Both players pay their bids.
Richman: B10 = B1 − b1 + b2 and B20 = B2 + b1 − b2 . Thus, Player 1 pays Player 2
the difference between the two bids.
Poorman: B10 = B1 − b1 and B20 = B2 − b2 .
Discrete vs. continuous bidding. A third orthogonal property of the bidding mechanism
concerns the type of bids that are allowed: in discrete bidding, the budgets are given in
coins and the minimal positive bid a player can make is one coin. In this survey, apart from
Section 5, we consider continuous bidding, in which bids can be arbitrary small.
I Remark 1 (Ties in biddings). In continuous bidding, we avoid the issue of ties in the
questions that we study (see Def. 3 for example). So while one needs to determine how ties
are resolved, our results do not depend on a specific tie-breaking mechanism (apart from
the corner cases in Thm. 32). Ties cannot be avoided in discrete bidding as we discuss in
Section 5.
y
I Definition 2 (Budget ratio). For i ∈ {1, 2}, let Bi denote Player i’s budget. Player i’s
ratio is then Bi /(B1 + B2 ). In Richman bidding, since the bids only exchange hands, the
sum of budgets is constant and we normalize it to 1, so that a player’s ratio coincides with
his actual budget.
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Qualitative First-Price Bidding Games

We consider the following qualitative objectives:
I Definition 3 (Qualitative objectives). Consider a graph with a set V of vertices.
Reachability: There are two targets t1 , t2 ∈ V . The game ends once a target ti is visited,
for i ∈ {1, 2}. Then, Player i is the winner.
Parity: A parity index function is p : V → N. Player 1 wins an infinite play iff the
maximal parity index that is visited infinitely often is odd.
I Remark 4. Note that the definition of reachability objectives is slightly different than the
typical definition in which only one player has a target and the second player (the safety
player) wins iff the target is not reached. The main difference is that in the two-target
version, there is no winner in a play in which both targets are not reached. As we show in
Thm. 7 below, such ties do not occur. Thus, the two types of reachability objectives coincide
in bidding games. See [4] for more details.
y
The main question studied in qualitative bidding games is the following:
What is a necessary and sufficient initial budget ratio that guarantees winning the game?
We illustrate a solution to this question in the following example.
I Example 5. Consider the reachability first-price Richman bidding game that is depicted
in Figure 1. Player 1’s goal is to reach t1 , and Player 2’s goal is to reach t2 . We start with a
naive solution by showing that Player 1 wins when his1 budget exceeds 0.75. Suppose that
the budgets are h0.75 + ε, 0.25 − εi, for Player 1 and 2, respectively, for ε > 0. In the first
turn, Player 1 bids 0.25 and wins the bidding since Player 2 cannot bid above 0.25 − ε. The
budgets are updated to h0.5 + ε, 0.5 − εi (in first-price Richman, only the higher bidder pays
his bid to the other player). Player 1 moves the token to v2 . In the second bidding, Player 1
bids all his budget, wins the bidding since Player 2 cannot bid above 0.5 − ε, moves the
token to t1 , and wins the game.
A ratio of 0.75 thus suffices for winning, but is it necessary? No. The necessary and
sufficient budget is in fact 2/3. More formally, we show that for every ε > 0, Player 1 can win
when the initial budgets are h2/3 + ε, 1/3 − εi. Player 1’s first bid is 1/3, thus he wins the
wins the bidding and moves the token to v2 . The budgets are updated to h1/3 + ε, 2/3 − εi.
Next, Player 1 bids all his budget, namely 1/3 + ε. If he wins the bidding, he proceeds to t1
and wins the game. Otherwise, Player 2 wins the bidding, and moves the token back to v0 .
The key observation is that since Player 2 overbids, she bids at least 1/3 + ε, thus Player 1’s
new budget is at least 2/3 + 2ε. In other words, we are back to v0 only that Player 1’s
increases by ε. By continuing in a similar manner, Player 1 forces his budget to increase by
a constant every time we return to v0 . Thus, eventually, his budget exceed 0.75 and he can
use the strategy above to force the game to t1 . A symmetric argument shows that Player 2
wins when the budgets are h2/3 − ε, 1/3 + εi.
y
I Definition 6 (Threshold ratios). Consider a bidding game over a set of vertices V and let
B1 ∈ [0, 1] be Player 1’s initial budget ratio. The threshold ratio in a vertex v ∈ V , denoted
Th(v) ∈ [0, 1] is such that
when B1 > Th(v), Player 1 can win the game from v, and
when B1 < Th(v), Player 2 can win the game.
1

For fairness, we refer to Player 1/Max as he and Player 2/Min as she.
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Figure 1 A reachability bidding game with the
Figure 2 The random-turn game that corthreshold ratios under first-price Richman and poor- responds the game in Fig. 1 with the probabman bidding.
ilities to reach t1 from each vertex.

2.1

Reachability first-price bidding games

The following theorem identifies threshold ratios in reachability first-price bidding games.
See Fig. 1 for a specific instantiation of the theorem.
I Theorem 7 ([23]). Consider a reachability bidding game with target states t1 and t2 .
Threshold ratios exist under taxman bidding. Moreover, Th(t1 ) = 0 and Th(t2 ) = 1, and for
all other vertices v, let v − and v + be the neighbors of v such that Th(v − ) ≤ Th(v 0 ) ≤ Th(v + ),
for every neighbor v 0 of v. Then:
under Richman bidding, Th(v) = 21 (Th(v + ) + Th(v − )),
under poorman bidding, Th(v) =

Th(v + )
1−Th(v − )+Th(v + ) ,

and

under taxman bidding with constant τ ∈ [0, 1], we have Th(v) =

Th(v + )+Th(v − )−Th(v − )·τ
2−(1+Th(v − )−Th(v + ))·τ .

Proof. We sketch the proof for Richman bidding to give a flavor of the techniques. Suppose
the initial vertex is v and that Player 1’s budget is B = Th(v) + ε. Player 1 maintains
the invariant that whenever the token is placed on a vertex u, his ratio exceeds
Th(u).

1
+
−
The invariant holds initially. Suppose Player 1 bids b = 2 · Th(v ) − Th(v ) , and upon
winning, moves the token to v − . If Player 1 wins the bidding, since Th(v) − b = Th(v − ), the
invariant is maintained at v − . If he loses the bidding, Player 2 pays him at least b, and since
Th(v) + b = Th(v + ) and Th(v + ) ≥ Th(v 0 ), for every neighbor v 0 , no matter where Player 2
moves, the invariant is maintained. The invariant implies that Player 1 does not lose. Indeed,
recall that the sum of budgets is 1 in Richman bidding. Since Th(t2 ) = 1, the game cannot
reach t2 , since then Player 1 owns more than the sum of budgets. To win the game, Player 1
plays as in Example 5: he uses his “excess” budget ε to bid slightly more than b so that
he guarantees not losing while accumulating budget as the game proceeds. Eventually he
accumulates enough budget to win |V | biddings in a row and draws the game to t1 .
J
Thm. 7 implies an intriguing equivalence between reachability Richman-bidding games
and random processes. Before stating it in full generality, we illustrate the “plain vanilla”
version of the equivalence, which applies to games in which all vertices have out-degree at
most 2.
I Example 8. Consider the game depicted in Fig. 1. We construct a Markov chain by
labeling all edges with probability 0.5 (see Fig. 2). Consider the probability of reaching
the target t1 from a vertex u, denoted P[reach(u, t1 )]. Clearly, we have P[reach(t1 , t1 )] =
1 and P[reach(t2 , t1 )] = 0. As for the other two vertices, we have P[reach(v0 , t1 )] =
1
1
2 P[reach(v1 , t1 )] + 2 P[reach(t2 , t1 )], which is technically the same as the expression in Thm. 7
for threshold ratios in Richman bidding. Since the values for the targets are reversed, for
every vertex u, we have Th(u) = 1 − P[reach(u, t1 )].
y
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Graphs with out-degree 2 are easier to reason about since it is clear which vertices are
v − and v + (which vertex is which does not matter, since we take a simple average between
the two). In general, however, determining which are the two “important” vertices out of all
the neighbors is not trivial.
I Definition 9 (Random-turn game). Consider a bidding game G that is played on a graph
over a set of vertices V . For p ∈ [0, 1], the random-turn game that corresponds to G w.r.t. p,
denoted RT(G, p), is a game in which instead of bidding, in each turn we toss a (biased) coin
to determine which player gets to move the token: Player 1 is chosen with probability p and
Player 2 with probability 1 − p. Formally, RT(G, p) is a stochastic game [17]. Every vertex
v ∈ V , is replaced by three vertices vN , v1 , and v2 . The vertex vN simulates the coin toss,
thus it has two outgoing edges: one with probability p to v1 and a second with probability 1 − p
to v2 . For i ∈ {1, 2}, the vertex vi is controlled by Player i and there are deterministic edges
from vi to uN , for every neighbor u of v. The objective in RT(G, p) matches that of G. For
example, when G is a reachability bidding game, then RT(G, p) is a simple stochastic game.
A positional strategy f in a stochastic game is a function that maps each vertex to a
successor. When Player i, for i ∈ {1, 2}, plays according to f and the game reaches a
vertex v that he controls, he moves the token to f (v). Fixing two positional strategies in a
stochastic game gives rise to a Markov chain. We restrict attention to positional strategies
since in stochastic games with the objectives that we consider, existence of optimal positional
strategies is well known.
I Definition 10 (Values in simple stochastic games). Consider a simple stochastic game H
and a vertex v in H. The value of v in H, denoted val(H, v), is the probability that Player 1
reaches his target under optimal play of the two players.
We state the general equivalence between the two models in the following theorem.
I Theorem 11 ([24]). Consider a reachability first-price Richman biddinggame G over the
vertices V . For every vertex v ∈ V , we have Th(v) = 1 − val RT(G, 0.5), v .
I Remark 12. We note that in graphs of finite size, threshold ratios under Richman bidding
are always rational numbers; indeed, they coincide with values of a stochastic game, which
in turn are a solution to a linear program. Since for poorman bidding the thresholds can
be irrational (see Fig. 1), it seems unlikely that an equivalence with random-turn games
exists.
y

2.2

Parity first-price bidding games

The solution to parity bidding games is based on the following lemma.
I Lemma 13 ([7]). Consider a reachability first-price taxman-bidding game G over the
vertices V such that from every vertex, only Player 1’s objective is reachable. Then, Player 1
wins with any positive initial budget from every vertex v ∈ V ; thus, Th(v) = 0.
We proceed to solve parity games.
I Theorem 14 ([7]). Parity first-price taxman-bidding games are linearly reducible to
reachability taxman-bidding games. In particular, threshold ratios exists.
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Proof. Consider a bidding game G. we identify the bottom strongly-connected components
(BSCCs) of G. We claim that in each such BSCC S there is a unique winner. The claim
implies the theorem since the threshold ratios in the vertices of S are either all 0 or all 1.
We then construct a reachability game on the rest of the graph in which each player’s goal is
to draw the game to a BSCC that is winning for him.
To prove the claim, suppose the maximal parity index in a BSCC S is obtained in a
vertex t and that it is even, and the other case is dual. We think of S as a reachability game
in which Player 2’s target is t and Player 1 has no target. By Lem. 13, Player 2 can force a
visit to t with any positive initial budget. To force infinite many visits, she splits her initial
budget ε > 0 into infinite many parts ε1 , ε2 , . . ., and uses a budget of εi , for i ≥ 1, to force a
visit to t for the i-th time.
J

2.3

Computational complexity and open problems

Intuitively, the computational problem that we would like to solve is finding the threshold
ratio in a vertex. Formally, one way to define the corresponding decision problem is given a
game G and a vertex v in G, decide whether Th(v) > 0.5.
I Theorem 15 ([23, 4, 5, 7]). For parity Richman bidding, finding threshold ratios is in
NP ∩ coNP, and it is in P when all vertices have outdegree at most 2 or when the graph is
undirected. For taxman and poorman bidding the problem is in PSPACE.
Proof (Sketch). The upper bound for Richman bidding immediately follows from the equivalence with random-turn games in Thm. 11. Indeed, random-turn games are a special case
of stochastic games, and solving the later is in NP ∩ coNP [17]. When the outdegree is 2,
the solution is obtained by solving a linear program. An algorithm for undirected graphs
was shown in [23] (and was extended recently to solve biased undirected random-turn games
[28]). For taxman bidding, the properties of threshold ratios in Thm. 7 are polynomial but
not linear, thus we reduce the problem to the existential theory of the reals [15].
J
I Open problem 1 (Tightening the computational complexity gap). There is a gap in our
understanding in terms of computational complexity. It is possible that solving Richman
bidding games is in P, and it is possible that they are as hard as solving stochastic games.
Possible lower bounds for poorman and taxman bidding include showing that the problem is
NP-hard or as hard as solving the existential theory of the reals.

3

Mean-Payoff First-Price Bidding Games

Before formalizing the mean-payoff objective, we motivate it in the following application.
I Example 16. Suppose an internet content-provider (e.g., New York Times) has one ad
slot for sale on its website. Two advertisers repeatedly (e.g., daily) compete to publish their
ad in a first-price auction that the content provider holds. Our goal is to find an optimal
bidding strategy for an advertiser that, given his budget constraints, maximizes the long-run
ratio of the time that his ad shows. To find such a strategy, we reason about the Bowtie
game in Fig. 3; we associate our advertiser with Player 1. Whenever Player 1 wins a bidding,
he moves to vMax , which represents his ad being shown that day. Informally, Player 1’s goal
is to maximize the time his ad shows (e.g., maximize the number of days his ad appears in a
year).
y
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Formally, a mean-payoff game is played on a weighted graph hV, E, wi, where w : V → Q.
Each infinite play has a payoff, which is Player 1’s reward and Player 2’s cost, thus we call
the players in a mean-payoff game Max and Min, respectively.
I Definition 17 (Payoff and energy). Consider an infinite path η = η0 , η1 , . . .. For n > 1,
let η n = η0 , . . . , ηn be a prefix of η. The energy of η n , denoted energy(η n ), is the sum of
P
weights it traverses, thus energy(η n ) = 0≤i<n w(ηi ). The payoff of η, denoted payoff(η), is
payoff(η) = lim inf n→∞ n1 · energy(η n ). Note that the use of lim inf gives Min an advantage.
We consider the following main question when studying mean-payoff bidding games.
Given an initial budget ratio r, what is the optimal payoff a player can guarantee?
For example, consider the Bowtie game in Fig. 3. What is the optimal payoff Max can
guarantee with a budget ratio of 2/3 under Richman bidding? How does it compare with the
optimal payoff under poorman bidding? Does the answer change when the ratio is 1/3?

1

0

vMax

vMin

Figure 3 The Bowtie mean-payoff game G./ .

We answer the questions in full generality after the following definitions. The specific
solutions in the Bowtie game can be found in Example 21.
I Definition 18 (Mean-payoff value in bidding games). Consider a strongly-connected meanpayoff bidding game G and a budget ratio r ∈ (0, 1). The mean-payoff value of G w.r.t. r,
denoted MP(G, r), is c ∈ R if independent of the initial vertex,
when Max’s initial ratio exceeds r, he1 has a strategy that guarantees a payoff of c − ε,
for every ε > 0, and
Max cannot do better: with a ratio that exceeds 1 − r, Min can guarantee a payoff of at
most c + ε, for every ε > 0.
I Definition 19 (Mean-payoff value in random-turn games). For p ∈ [0, 1], since G is a
mean-payoff game, the random-turn game RT(G, p) is a stochastic mean-payoff game. The
expected payoff under optimal play of the two players is called the mean-payoff value, which
we denote MP(RT(G, p)). The value is known to exist [30], and since G is strongly-connected,
the value does not depend on the initial vertex.
The theorem below states the equivalence between mean-payoff first-price bidding games
and random-turn games.
I Theorem 20 ([5, 4, 7]). Consider a strongly-connected mean-payoff game G and a ratio
r ∈ (0, 1). Then:

under Richman bidding, MP(G, r) = MP RT(G, 0.5)
 ,
under poorman bidding, MP(G, r) = MP RT(G, r) , and
·(1−r) 
under taxman bidding with constant τ ∈ [0, 1], we have MP(G, r) = MP RT(G, r+τ1+τ
) .
I Example 21. We apply Thm. 20 to the bowtie mean-payoff game G./ (Fig. 3). Since the
outdegree in G./ is 2, the random-turn game that corresponds to it is simple and depicted
in Fig. 4. Informally, we expect a random run to “stay” in vMax portion p of the time, and
since the weights are simple, we have MP(RT(GBowtie , p)) = p.
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Under Richman bidding, the initial ratio does not matter, the equivalence is always with
the fair random-turn game, thus MP(G./ , r) = 0.5, for every r ∈ (0, 1). We find the result for
mean-payoff poorman bidding more surprising, since no equivalence is known for reachability
poorman bidding games (see Remark 12). With an initial ratio of r ∈ (0, 1), the optimal
payoff under poorman bidding is r. Thus, Max prefers poorman over Richman when his
ratio is 2/3 and prefers Richman over poorman when the ratio is 1/3. Interestingly, when
the ratio is 1/2, the payoffs under poorman and Richman bidding coincide.
y

1−p
p

1

0

1−p

p
vMax

vMin

Figure 4 The random-turn game that corresponds to G./ in Fig. 3 w.r.t. p ∈ [0, 1].

I Remark 22 (Strategies in bidding games vs. in random-turn games). We point out that
strategies in bidding games are much more complicated than in stochastic games. At a
vertex v in a stochastic game, a strategy only needs to select a vertex u to move the token
to from v. In a bidding game, in addition to the choice of u, a strategy prescribes a bid
b. As the proof of Thm. 7 shows, in reachability games, knowing the threshold ratios and
assuming they are positive, immediately gives us both u and b. In mean-payoff games, this
is no longer the case. Indeed, the statement of Thm. 20 only tells us the optimal payoff
a player can guarantee. Knowing the optimal payoff does not hint at how to achieve it.
The proof of Lem. 23 demonstrates that finding the right bids is not a trivial task. In fact,
there is an alternative existential proof for the Richman part of Thm. 20 (see [4]). The
proof relies on the equivalence shown in [23] between reachability Richman bidding games
and random-turn games adapted to infinite graphs together with results on one-counter
simple-stochastic games [14, 13]. Beyond the lack of bidding strategy, since no equivalence is
known for reachability objectives apart from Richman bidding, the existential proof does not
extend to poorman or taxman bidding.
y

3.1

Solving the Bowtie game

In the next two sections, we give a flavor of the techniques used to prove Thm. 20. In this
section, we solve G./ and in the next section, we describe a framework to extend a solution
to G./ to general SCCs. See Open problem 3 for a discussion on the asymmetry between
Min and Max in the following lemma.
I Lemma 23. Consider the mean-payoff game G./ (Fig. 3) under Richman bidding. Irrespective of the initial ratios:
Min has a strategy that guarantees a payoff of at most 0.5.
For every ε > 0, Max has a strategy that guarantees a payoff of at least 0.5 − ε.
Proof. An optimal Min strategy. The details of the construction can be found in [4]. It is
convenient to re-normalize the weights and set w(vMin ) = −1 so that MP RT(G./ , 0.5) = 0.
Recall that the energy of a finite path, which we denote with k below, is the sum of weights
that it traverses. The construction is based on the following observation whose proof is a
simple exercise.
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Observation: Suppose Min plays according to a strategy that guarantees that in every
infinite play either the energy (1) equals 0 infinitely often, or (2) is bounded from above by a
constant. Then, the payoff is non-negative.
I
Suppose that the energy starts from k0 > 0 and Min’s initial budget is BMin
> 0. Min
I
I
chooses N ∈ N such that BMin = k0 /N + δ, for some δ > 0. This is possible since BMin
and
k0 are constants. We think of δ as “spare change” that Min does not use, but will be helpful
at the end of the proof. We call the rest of her budget the main budget.
Min’s strategy maintains the following invariant: when the energy of a finite play is k,
k
Min’s budget exceeds N
. The invariant holds initially by our choice of N . Suppose that
k
Min’s main budget following a finite play with energy k is N
. Min bids N1 . We distinguish
between two cases. If Min wins the bidding, the energy drops to k − 1 and since she pays N1 ,
her main budget drops to k−1
N . On the other hand, if she loses, the energy increases to k + 1,
and Max pays her at least N1 , thus her main budget increases to k+1
N . The strict inequality
in the invariant is obtained from the spare change δ. Finally, recall that in Richman bidding
the sum of budgets is 1. Thus, the invariant ensures that the energy is bounded from above
by N , since by plugging k = N in the invariant, Min’s budget would exceed 1.
To conclude the construction, Min plays as follows. When the energy is 0, Min bids 0
and “waits” for the energy to increase. When it increases to k01 , she plays according to the
strategy above to guarantee a bounded energy N1 . When the energy drops to 0, Min “waits”
until the energy increases again to k02 , and she plays to keep the energy bounded by N2 , and
so on. If there is an n ≥ 1, such that the energy hits 0 only n − 1 times, then the energy
is bounded from above by Nn . Otherwise, the energy hits 0 infinitely often. Thus, by the
observation, the payoff is at most 0.
An optimal Max strategy. An explicit construction for Max was shown in [4] and an
existential one in [7]. We describe a simpler construction, which is due to Ismaël Jecker [9].
Let ε > 0. This time, we re-normalize the weights to be w(vMax ) = c = 1 + ε and
w(vMin ) = −1.
Observation: Suppose Max plays according to a strategy that guarantees that the energy is
bounded from below by a constant. Then, the payoff with the updated weights is non-negative,
1
and the payoff with the original weights is at least 2+ε
.
−c
Let α such that (1 + α) = (1 − α) , and such α exists since c > 1. Max maintains
the invariant that when the energy is k ∈ N, his budget exceeds (1 + α)−k . The invariant
implies k > 0, since otherwise, Max’s budget is greater than (1 + α)0 = 1, which, again, is
impossible since the sum of budgets in Richman bidding is 1. We choose an initial energy level
k0 ∈ N, thus the energy will in fact be bounded from below by −k0 . We choose k0 such that
I
BMax
= B + δ, where B = (1 + α)−k0 and δ > 0. This is possible since limk→∞ (1 + α)−k = 0.
Again, the “spare change” δ is never used and we refer to B as Max’s main budget. Max
maintains the invariant that when the energy is k, his main budget is at least (1 + α)−k .
When Max’s main budget is B, he bids α · B. We distinguish between the two outcomes of
a bidding. If Max loses, the energy decreases to k − 1. Moreover, Min overbids Max, thus
1
α
k−1
Max’s new main budget B 0 is at least B + αB ≥ (1+α)
. On the
k + (1+α)k = (1 + α)
other hand, if Max wins, the energy increases to k + c and his new main budget B 0 is at
1−α
−c
least B − αB = (1+α)
, we obtain (1 − α) = (1 + α)−c , thus
k . Since (1 + α) = (1 − α)
B 0 = (1 + α)−(k+c) , as required.

J

Poorman bidding
An explicit construction of an optimal strategy for Max under poorman bidding was shown
in [5], an existential construction was shown in [7], and a significantly simpler explicit
construction was shown in [9]. Those constructions use similar ideas to the construction
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shown in Lem. 23 for Max, though they are technically more involved. We leave the
constructions out of this survey for sake of brevity. We would still like to convince the reader
that contrary to Richman bidding, the initial ratio matters in poorman bidding; i.e., with
a higher ratio a player can guarantee a better payoff. Below we show a simple strategy
construction that is optimal for Min in the Bowtie game.
I Lemma 24 ([5]). Suppose that Min’s initial budget is ` ∈ N and Max’s initial budget is 1.
`
Then, in G./ , Min can guarantee a payoff of at most `+1
.
Proof. We re-normalize the weights so that w(vMin ) = −1 and w(vMax ) = 1. Suppose first
that both budgets are 1. We describe the “tit for tat” strategy for Min that, intuitively, copies
Max’s bidding strategy. We assume for simplicity that Min wins bidding ties. Formally,
Min’s strategy is based on a queue of numbers as follows: if the queue is empty, Min bids 0,
and otherwise she bids the maximal number in the queue. If Min wins with a bid of b > 0,
she removes b from the queue. If Max wins with a bid of b > 0, Min adds b to the queue.
We make several observations. (1) Min’s strategy is legal: it never bids higher than the
available budget; indeed, Max bids legally, the budgets are the same, and Min’s sum of
winning bids is at most Max’s sum of winning bids. (2) The size of the queue is an upper
bound on the energy; indeed, every bid in the queue corresponds to a Max winning bid that
is not “matched” (the size is an upper bound since Min might win biddings when the queue
is empty). (3) If Min’s queue fills, it will eventually empty; indeed, if b ∈ R is in the queue,
in order to keep b in the queue, Max must bid at least b, thus eventually his budget runs
out. Combining the three, since the energy is at most 0 when the queue empties, Min’s
strategy guarantees that the energy is at most 0 infinitely often and as in Lem. 23, the payoff
is non-positive.
Now, assume Min’s budget is ` ∈ N. Min’s strategy is the same only that whenever Max
wins with b > 0, Min adds ` copies of b to the queue. The strategy is legal since, intuitively,
we can think of Min’s budget as if it consists of ` parts of size 1, and each copy of the bid b
is paid out of a unique part. Legality then follows as in the simple case above. The other
two observations above still hold, only that now, since every Max win is matched by ` Min
wins, when the queue empties, the number of Min wins is at least ` times as much as Max’s
`
wins. It follows that the payoff is at most `+1
.
J

3.2

Solving strongly-connected games

In this section, we describe a general framework that, intuitively, allows us to extend a
solution for G./ to any strongly-connected mean-payoff game. We describe the challenges of
the extension in the following example.
I Example 25. It is helpful to think about changes in the budget and energy throughout a
play as two “walks” on two sequences; a “budget sequence” and an “energy sequence”. We
preserve an invariant between the two walks. Recall, for example, that in Lem. 23, when the
energy is k, Max’s ratio is (1 + α)−k . When Max wins a bidding, the energy walk takes a
step to k + 1 and the budget walk takes a step down to (1 + α)−(k+1) . The key idea that
concludes the proof is that the budget walk is bounded from above, e.g., in Richman bidding
the sum of budgets is 1. Due to the invariant, the bound on the budget implies a bound on
the energy and in turn a guarantee on the payoff.
The structure of G./ is convenient since in each bidding, both walks always take exactly
one step at a time. In general, this is not the case. For example, consider the game depicted
in Fig. 5. Cycling v4 decreases the energy by 2, so to even out, the budget walk should also
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take two steps at once. Moreover, there are more involved cycles. Suppose the game starts
from v3 . Note that Max always moves left (see the red edges) and Min moves to the right.
How should Max bid in v3 to maintain the invariant between budget and energy? On the
one hand, if he wins the first bidding and loses the second, the cycle v3 , v2 , v3 forms with a
change in energy of −2. On the other hand, if he loses the first bidding and wins the second,
the cycle v3 v4 v3 forms with a change of energy of −3. Finally, there is no guarantee that the
game returns to v3
y
To overcome these challenges, we introduce a measure of “importance” to vertices, which
we call the strength. We need several definitions. Let p ∈ [0, 1]. Inspired by the notation
in reachability games, we denote by v − and v + the optimal vertices to move to from v for
Min and Max, respectively. Formally, for optimal memoryless strategies σMax and σMin in
RT(G, p), we define v − = σMin (v) and v + = σMax (v). The concept of potentials was originally
defined in the context of the strategy iteration algorithm [20]. We denote the potential of v
by Potp (v) and the strength of v by Stp (v), and we define them as solutions to the following
equations:
Potp (v) = p · Potp (v + ) + (1 − p) · Potp (v − ) + w(v) − MP(RT(G, p))

Stp (v) = p · (1 − p) · Potp (v + ) − Potp (v − )
We suggest an intuitive way to read the definition of potentials. Consider a weighted
Markov chain in which each vertex v has two neighbors v + and v − , and the probability
of proceeding from v to v + and v − is respectively p and 1 − p. Suppose there is a target
that is reached with probability 1. Let E(v) denote the expected energy in a path from
v to the target. We note that E(v) roughly coincides with Potp (v). Indeed, to compute
E(v), we take the current energy, i.e., w(v), and add, for each neighbor u, the probability
of proceeding from v to u multiplied by the expected energy to the target from u, thus we
obtain E(v) = w(v) + p · E(v + ) + (1 − p) · E(v − ).
The following lemma connects potential, energy, and strength and thus gives rise to the
invariant between budget and energy. We need several definitions. Consider a finite path
η = v1 , . . . , vn in G. We intuitively think of η as a play, where for every 1 ≤ i < n, the bid of
Max in vi is Stp (vi ) and he moves to vi+ upon winning. Thus, when vi+1 = vi+ , we think of
Max as investing Stp (vi ) and when vi+1 6= vi+ , we think of Min winning the bid thus Max
gains Stp (vi ). We denote by I(η) and G(η) the sum of investments and gains, respectively.
P
Recall that the energy of η is energy(η) = 0≤i<n w(vi ).
ν
I Lemma 26 ([4, 5, 7]). Consider a strongly-connected game G, and p = ν+1
∈ (0, 1), thus
Max’s budget is ν and Min’s budget is 1. For every finite path η = v1 , . . . , vn in G, we have

Potp (v1 ) − Potp (vn ) + (n − 1) · MP(RT(G, p)) ≤ energy(η) + G(η) · ν − I(η).

1

−1

−1

−2

v1

v2

v3

v4

Potential:

6

3

0

−3

Strength:

1

2

2

1

Figure 5 A mean-payoff game G with MP(RT(G, 2/3)) = 0, Max’s optimal moves are depicted in
red, and Pot2/3 and St2/3 below the vertices.
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I Example 27. Consider the game depicted in Fig. 5. Max always proceeds left, that is, for
every vertex v, the vertex v + is the one to its left. The potentials and the resulting strengths
are depicted below the vertices. It is not hard to verify that the stationary distribution of
8
4
2
1
RT(G, 2/3) is h 15
, 15
, 15
, 15
i. Multiplying by the weights, we obtain MP(RT(G, 2/3)) = 0.
It is clearest to exemplify Lem. 26 in cycles, where the left-hand side of the inequality
completely cancels out. Consider the cycle η = v3 , v2 , v1 , v1 , v2 , v3 in which Max wins the
first three bids, thus I(η) = 2 + 2 + 1 = 5, and loses the last two biddings, thus G(η) = 1 + 2.
We have energy(η) = −1 since the last vertex on the path does not contribute to the energy.
As Lem. 26 predicts, we have I(η) − G(η) · ν = 5 − 3 · 2 = −1 = energy(η). We encourage
the reader to verify that every cycle has this property.
y

3.3

Solving general games, computational complexity, and open
problems

As in the case of qualitative objectives, there is a gap in our understanding of the computational complexity of mean-payoff games. We state the known upper bounds.
I Theorem 28 ([4, 5, 7]). Given a mean-payoff game G, a vertex v in G, a ratio r ∈ (0, 1),
and a constant c ∈ Q, deciding whether Max can guarantee a payoff greater than c from v
with an initial ratio that exceeds r is:
In PSPACE for taxman bidding and general graphs.
In NP ∩ coNP for Richman bidding, or with taxman bidding when G is strongly-connected.
In P when G is strongly-connected and the out-degree of all vertices is 2.
Proof (Sketch). Thm. 20 allows us to reduce general mean-payoff games to reachability games. Under Richman bidding, the theorem implies that every bottom stronglyconnected component
(BSCC) S of G has a “winner”: we say that S is winning for Max iff

MP RT(S, 0.5) > c. Indeed, all Max needs to do, is to reach S with a positive ratio. Upon
reaching S, he can switch to a strategy that guarantees MP RT(S, 0.5) . Thus, similarly to
Thm. 14, we construct a reachability game in which the targets for Max are his winning
BSCCs and the targets for Min are her winning BSCCs. Membership in NP and coNP
for Richman bidding is obtained by guessing the winning BSCCs and guessing positional
strategies both in the reachability random-turn game and the mean-payoff random-turn
games in the BSCCs. One can verify in polynomial time that the strategies are optimal and
calculate the mean-payoff values that they achieve. Verifying that a BSCC is winning is then
trivial.
For poorman and taxman bidding, the ideas are similar though more complicated. For
a BSCC S, we need to find a ratio r(S) such that Max can guarantee a payoff greater
than c with r(S). The reachability game we construct is more involved: the game ends
once a target S is reached, and Max wins iff his ratio is greater than r(S). Recall that in
reachability bidding games, the threshold ratios of the targets is Th(t1 ) = 0 and Th(t2 ) = 1,
and every other vertex it is some “average” of two of its neighbors that depends on the
bidding mechanism. The solution here in the intermediate vertices is the same average as in
reachability bidding games with the corresponding bidding mechanism. The only change is
in the targets; namely, the threshold ratio in a target S is r(S).
We turn to the last point. Under Richman bidding, since the random-turn game is
un-biased, for every vertex v with two neighbors v1 and v2 , we can construct a linear program
without finding which of the vertices is v + and which is v − . Indeed, the linear program
ensures that Th(v) = 12 · (Th(v1 ) + Th(v2 )). A similar solution applies to mean-payoff Richman
bidding games. On the other hand, for poorman and taxman bidding, since the random-turn
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game is biased, we need to find which of the vertices is v + and which is v − . Fortunately,
it is shown in [5] that when the out-degree is 2, it suffices to solve an MDP rather than a
stochastic game, hence the polynomial-time upper bound.
J

Open problems
The bounds in Thm. 28 are not tight, thus Open problem 1 applies here as well. In addition,
we state the following open problem.
I Open problem 2 (The target-payoff problem). Study the dual of the problem that is studied
in Thm. 28: given a target payoff, find the minimal ratio that is required to guarantee it.
I Open problem 3 (ε-optimal vs. optimal strategies). Consider a strongly-connected meanpayoff game G and an initial ratio r for Max. For all but Richman bidding, to prove Thm. 20,
we construct ε-optimal strategies for Max, namely strategies that guarantee a payoff of
MP(G, r) − ε, for every ε > 0. This is sufficient since the definition of mean-payoff (Def. 17)
gives Min an advantage, thus an ε-optimal strategy for Min is obtained by relating Min with
Max in the “dual” game in which the weights are multiplied by −1. We call a strategy optimal
if it guarantees a payoff of MP(G, r). This raises two open questions:
Find optimal strategies for Max.
Find optimal strategies for Min for poorman and taxman bidding.2
Energy games. An energy game is played on a weighted directed graph. Min wins iff there
is a prefix in which the energy hits 0. Energy games are qualitative games and so the main
question regards the threshold ratio: given an initial vertex v and an initial energy level k,
find the threshold ratio Th(v, k) that is necessary and sufficient for Min to win. Our solution
to mean-payoff games has some implications on energy games. Consider a strongly-connected
energy game G. It is not hard to adapt Min’s strategy in Lem. 23 to show that under
Richman bidding, when MP(RT(G, 0.5)) = 0, Min wins from every initial energy level and
with any positive initial budget, thus Th(v, k) = 0, for every v ∈ V and k ∈ N. On the other
hand, if MP(RT(G, 0.5)) > 0, then limk→∞ Th(v, k) = 1, thus for every initial ratio r > 0,
there is an initial energy level from which Max wins. A similar corollary holds for poorman
and taxman bidding. In [23], the threshold ratios for the Bowtie game are classified under
k+2
poorman bidding: for every k ∈ N, we have Th(v, k) = 2k+2
.
I Open problem 4 (Energy bidding games). Find solutions to other energy bidding games.
For example, solving the Bowtie game with weights +2 and −1 under poorman bidding is
open. The only thing we know is that when Max’s budget exceeds 2/3, there is an initial
energy level from which he wins.

4

All-Pay Bidding Games

Before describing the theoretical properties of all-pay bidding games, we illustrate applications
of the model. Throughout the survey we always think of the players’ budgets as money.
Applications arise, however, from thinking of the budgets as bounded resources with little
or no inherent value that the players use in order to achieve some goal. Colonel Blotto
games, which date back to [12] and have been extensively studied since, have been used to

2

Note that Lem. 24 constructs an optimal strategy for the Bowtie game under poorman bidding. We do
not know how to extend this strategy to general strongly-connected games.
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model such settings; e.g., rent seeking [32], patent races (e.g., [10]), political campaigning
or lobbying, sport competitions, or biological auctions. The terminology there is that two
colonels own armies and compete in one-shot in n battlefields; the colonels need to distribute
their armies across the battlefields, in each battlefield the outnumbering army wins, and
possible goals include maximizing the number of battlefields won or the probability that at
least k < n battlefields are won. In our terminology, the colonels are performing n concurrent
biddings. It was argued in [21] that many of the examples above are actually dynamic in
nature. We thus argue that all-pay poorman bidding games, which are a dynamic version of
Colonel Blotto games, capture these settings in a more precise way.
Another application of bidding games is reasoning about systems in which the scheduler
accepts payment in exchange for priority. Blockchain technology is one such system, where
the miners accept payment and have freedom to decide the order of blocks they process based
on the proposed transaction fees. Transaction fees are not refundable, thus all-pay poorman
bidding is the most appropriate modelling. Manipulating transaction fees is possible and
can have dramatic consequences: such a manipulation was used to win a popular game on
Ethereum called FOMO3d3 . There is thus ample motivation for reasoning and verifying
blockchain technology [16].

Rechability all-pay poorman games
Reachability all-pay poorman bidding games were studied in [8]. The bad news is that
reachability games under all-pay bidding are significantly more complicated than under
first-price bidding. In light of the technical difficulty, it is encouraging that simple yet
powerful results are obtained on this model. We focus mostly on the following class of games.
I Definition 29 (Race games). In the race game G(i, j), for i, j ∈ N, Player 1 wins iff he
wins i biddings before Player 2 wins j biddings.
I Example 30. Suppose for example that two NBA teams play a “best of 7” tournament.
The resources (the athletes’ strengths) need to be invested throughout the tournament so
as to maximize the probability that the tournament is won. Note that the resources have
no inherent value, that invested resources are exhausted rather than transferred between
the teams, and that the budgets need not be equal (one the teams can be fresher or have a
deeper bench). Thus, in order to find an optimal strategy to select how much to invest in
each game, we solve the race game G(4, 4) under all-pay poorman bidding.
y
The simplest interesting reachability game is G(2, 1), in which Player 1 needs to win
two biddings in a row. Throughout all of this section we fix Player 2’s budget to 1. Under
first-price bidding, the solution to this game is almost trivial: the threshold ratios are 2 and
3 under poorman and Richman bidding, respectively. Let B1 be Player 1’s budget. It was
observed already in [23] that under all-pay poorman bidding, for B1 ∈ [1, 2], neither player
has a deterministic winning strategy. We thus need the following definitions.
I Definition 31. A mixed strategy assigns a probability distribution over bids in each
↓
step. The
R lower value in an all-pay game G w.r.t. an initial ratio r is val ↑(G, r) =
supf inf g π∼D(f,g) P[π is winning for P layer 1]. The upper value, denoted val (G, r) is
defined dually. It is always the case that val↓ (G, r) ≤ val↑ (G, r), and when val↑ (G, r) =
val↓ (G, r), we say that the value exists and we denote it by val(G, r).

3
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The following problem was left open in [23] already for G(2, 1):
Does the value exist in every vertex of every all-pay bidding game?
If it does, characterize the value.
We solve this problem for the game G(2, 1).
I Theorem 32 ([8]). Consider the all-pay bidding game G(2, 1) in which Player 1 needs to
win twice in a row. The value exists for every pair of initial budgets, the optimal Player 1
strategy has finite support, and the value as a function of Player 1’s budget is the following
step-wise function: if Player 1’s budget is B1 and Player 2’s budget is 1, then, when B1 > 2,
1
the value is 1, when B1 < 1, the value is 0, and when B1 ∈ (1 + n+1
, 1 + n1 ], for n ∈ N, then
1
the value is n+1 .
Thm. 32 is positive in several aspects, however all-pay bidding games are not that simple.
I Theorem 33 ([8]). Consider the game G(3, 1) in which Player 1 needs to win three biddings
in a row. Suppose the initial budgets are 1.25 for Player 1 and 1 for Player 2. Then, an
optimal strategy for Player 1 requires infinite support in the first bidding.
We turn to present simple yet powerful positive news about all-pay bidding games.
An approximation algorithm. We obtain an approximation algorithm for the upper- and
lower-values in games played on DAGs. The algorithm is based on a discretization of the
budgets similar in spirit to discrete bidding. That is, we restrict the granularity of the bids
and require Player 1 to bid multiples of some ε > 0. The smaller the ε, the better the discrete
game approximates the continuous game (see [8] for the formal guarantees). A discrete
bidding game is a finite game (the smaller ε is, the larger the game). Finding values can
thus be done in polynomial time using linear programming.
We implemented the algorithm and ran it on several race games, see the plots in Fig. 6.
Each game is associated with two plots; a lower- and an upper-bound. It is encouraging that
the difference between the two plots is barely visible already for ε = 0.01. That is, the plots
hint that the lower- and upper-values coincide and that the value exists in the games that
we experiment with. It is also reassuring to find an experimental confirmation for Thm. 32
(see the red plots). While the statement in Thm. 33 cannot be confirmed by the plots, the
value function in the budget region of 1.25 seems involved (see the purple plots). For more
complicated games, the plots hint that the value as a function of the budgets is continuous
rather than step-wise as in G(2, 1).
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Figure 6 Approximations for the upper- and lower-values for several race games.
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Surely-winning threshold ratios. we considering the question of surely winning in all-pay
bidding games, namely winning with probability 1, and identify a threshold phenomena
similar to first-price bidding.
I Theorem 34 ([8]). Consider a reachability bidding game G played on a general graph.
Each vertex v in G has a surely-winning threshold ratio SThr(v) such that, when Player 1’s
budget is B and Player 2’s budget is 1:
If B > SThr(v), Player 1 has a deterministic surely-winning strategy.
If B < SThr(v), Player 2 wins with positive probability.
Moreover, when the targets are t1 and t2 , then SThr(t1 ) = 0 and SThr(t2 ) = ∞,4 and for
every other vertex v, we have SThr(v) = SThr(v − ) + (1 − SThr(v − )/SThr(v + )). Finding
the thresholds is in PSPACE in general and in linear time in games played on DAGs.
In DAGs, surely-winning threshold ratios are rational numbers. In general graphs,
however, Fig. 8 shows that this not the case. The algorithm for computing surely-winning
threshold ratios in DAGs is a simple backwards induction. We implemented it and used it to
solve the game tic-tac-toe. The solution of tic-tac-toe under first-price bidding is discussed
in the blog post https://bit.ly/2KUong4: with first-price Richman bidding, Player 1 can
guarantee winning when his ratio exceeds 133/123 ≈ 1.0183 [18] and with first-price poorman
bidding, when it exceeds roughly 1.0184. Under all-pay poorman bidding, the surely-winning
threshold ratio is 51/31 ≈ 1.65 (see Fig. 7). A reason for the slightly higher threshold in
all-pay is that contrary to first-price bidding, there is a gap between the surely-winning
thresholds of the two players; namely, in the range (31/51, 51/31) neither player surely wins
the game. For more unexpected phenomena that the solution points to, see [8].
wins
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1
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Figure 7 Surely-winning thresholds in all-pay
poorman tic-tac-toe. For example, the surelywinning threshold budget in c4 is 3 since in order
to win the game, Player 1 must win three biddings
in a row.

P2
Figure 8 A reachability all-pay poorman
game with target P i for Player i in which
surely-winning threshold ratios are irrational.

I Open problem 5. We provide a complete picture for the game G(2, 1). Solutions to more
complicated games are left open. In particular:
Show that the value exists in general.
Can the value as a function of the budget ratio be a continuous function?
Find closed-form solutions to other race games or other games on DAGs.

4

Recall that Player 2’s budget is normalized to 1 hence the different values in the targets compared with
first-price bidding.
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Infinite-duration all-pay bidding games
Recall that even though reachability first-price poorman games do not exhibit an equivalence
with random-turn games (Remark 12), an equivalence “pops up” in mean-payoff first-price
poorman games (Thm. 20). Inspired by this result, we study the following question:
Are mean-payoff all-pay bidding games equivalent to random-turn games?
This question is studied in [9] and answered positively. Moreover, we find the results
particularly surprising. We describe the key properties of mean-payoff games played on
strongly connected graphs. Under all-pay Richman bidding, a simple argument shows
that deterministic strategies cannot guarantee anything; e.g., in G./ (Fig. 3), Max cannot
deterministically guarantee any positive payoff. On the other hand, with mixed strategies,
all-pay and first-price Richman coincide: in both, the initial ratio does not matter, and the
optimal almost-sure payoff a player can guarantee under all-pay Richman coincides with
what he can guarantee deterministically under first-price Richman. In G./ this is 0.5.
Given these results, it seems safe to guess that poorman all-pay bidding would exhibit
similar properties: deterministic strategies are useless and with mixed strategies, first-price
and all-pay coincide. Both guesses, however, are wrong. Consider G./ and suppose Max’s
ratio is 0.75. As a baseline, recall that under first-price bidding, the mean-payoff value is
0.75. The first surprise is that deterministic strategies are useful under all-pay poorman
bidding when the ratio is greater than 0.5; Max can deterministically guarantee a payoff of
2/3 with a ratio of 0.75. The real surprise is with mixed strategies: given a choice between
first-price and all-pay bidding, Max strictly prefers all-pay bidding! In G./ , with ratio 0.75,
Max can almost-surely guarantee a payoff of 5/6.

5

Discrete Bidding Games

In discrete bidding, the budgets are given in coins, and the minimal positive bid a player can
make is one coin. Discrete bidding is more natural with Richman bidding since with poorman
bidding, the budgets run out eventually. Motivated by recreational play, reachability discrete
bidding games were introduced and studied in [18] (see also [11, 22]). They showed existence
of threshold ratios, i.e., an adaption of Thm. 7 to discrete bidding.
Unlike continuous bidding, in discrete bidding, ties in biddings need to be addressed
explicitly. We thus assume a bidding game comes equipped with a tie-breaking mechanism.
A configuration of a bidding game consists of the current vertex the token is placed on,
the budgets of the two players, and the state of the tie-breaking mechanism. A game is
determined if from each configuration exactly one player has a winning strategy. It is not
hard to show that bidding games are a sub-class of concurrent games, which are not in general
determined. For example, the game “matching pennies” is a non-determined concurrent
game: both players concurrently choose a side of a coin, either 1 (“heads”) or 0 (“tails”),
and Player 1 wins iff the parity of the sum of the players’ choices is 0. Matching pennies is
not determined since if Player 1 reveals his choice first, Player 2 will choose opposite and
win the game, and dually for Player 2.
In [1], we studied the following question:
Which tie-breaking mechanisms admit determinacy of discrete bidding games?
We consider the following classes of tie-breaking mechanisms.
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I Definition 35 (Tie-breaking mechanisms).
Transducer-based: Several natural tie-breaking mechanisms can be expressed using a
transducer. Examples include “Player 1 wins all ties”, “the players alternate turns in
winning ties”, “tie breaking depends on the vertex on which the token is placed”, “the player
with less budget wins ties”, and more. Formally, a transducer is T = hΣ, Q, q0 , ∆, Γi,
where Σ is a set of letters, Q is a set of states, q0 ∈ Q is an initial state, ∆ : Q × Σ → Q
is a deterministic transition function, and Γ : Q → {1, 2} is a labeling of the states.
Intuitively, T is run in parallel to the bidding game and its state is updated according to
the outcomes of the biddings. Whenever a tie occurs and T is in state s ∈ Q, the winner
of the bidding is Γ(s). A critical point is the information according to which tie-breaking
is determined, and this is represented in the alphabet of the transducer.
Random-based: A tie is resolved by choosing the winner uniformly at random.
Advantage-based: Exactly one player holds the advantage. Suppose Player i holds the
advantage and a tie occurs. Then Player i chooses who wins the bidding. If he calls the
other player the winner, Player i keeps the advantage, and if he calls himself the winner,
the advantage switches to the other player. This is the main tie-breaking mechanism
studied in [18].
The following simple example shows that bidding games are not in general determined with
transducer-based tie-breaking. In [1], a more complicated example shows non-determinacy
for a particularly simple tie-breaking mechanism: the players alternate turns in winning ties,
that is, Player 1 wins the first tie, Player 2 the second tie, Player 1 the third, etc.
I Example 36. In a Büchi game, Player 1 wins a play iff it visits an accepting state infinitely
often. Consider the Büchi bidding game that is depicted on the left of Fig. 9, and assume
the players’ budgets are positive and equal. We claim that the game is not determined when
tie-breaking is resolved using the transducer on the right of the figure. That is, if a tie occurs
in the first bidding, Player 2 wins all ties for the rest of the game, and otherwise Player 1
wins all ties. First note that, for i ∈ {1, 2}, no matter what the budgets are, if Player i wins
all ties, he wins the game. A winning strategy for Player 1 always bids 0. Intuitively, Player 2
must invest a unit of budget for winning a bidding and leaving v1 . Thus, if Player 2’s initial
budget is B, he can leave v1 only B times, and the game eventually stays in v1 . So, the
winner is determined according to the outcome of the first bidding, and the players essentially
play a matching-pennies game in that round.
y

⊤, ⊥
v1

v2

1
s1

⊥

1
s0

⊤

2

⊤, ⊥

s2

Figure 9 On the left, a Büchi game that is not determined when tie-breaking is determined
according to the transducer on the right, where the letters > and ⊥ respectively represent “tie” and
“no tie”.

The statement of the theorem below uses Müller objectives, which generalize parity
objectives.
I Theorem 37 ([1]). Discrete bidding games are a determined sub-class of concurrent games
in the following cases:
Müller bidding games that use a transducer that is not aware of ties are determined.
Reachability bidding games with random tie-breaking are determined.
Müller bidding games with advantage-based tie-breaking are determined.
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Determinacy implies an immediate upper bound on solving discrete bidding games in
which the budgets are given in unary.
I Theorem 38 ([1]). Let G be a discrete bidding game with objective γ and with either
transducer or advantage-based tie-breaking. The complexity of deciding whether Player 1 wins
from a given vertex with budgets N1 and N2 for the two players, given in unary, matches the
complexity of solving a turn-based game with objective γ.
I Open problem 6. Our understanding of infinite-duration discrete bidding games is far
from complete. We list specific directions for future work below:
Adapt the theory of infinite-duration continuous bidding games to discrete bidding:
Recall that the key property of parity continuous-bidding games is that exactly one
player wins a strongly-connected game (Lem. 13). This is not true for parity discretebidding games. Find a classification for strongly-connected parity discrete-bidding
games that can serve a basis for a solution for games played on general graphs.
Mean-payoff discrete-bidding games were never studied. Can the equivalence with
random-turn games in continuous-bidding games be adapted to discrete-bidding?
Discrete bidding is especially suited for practical applications; find concrete applications
for this model, e.g., in verifying blockchain technology (see Sec. 4).
Preliminary results on discrete all-pay Richman bidding games were shown in [26] and it
is interesting to continue this line of work.
Study the computation complexity of discrete bidding games with budgets given in binary.

6

Conclusions

We studied three orthogonal dimensions of bidding mechanisms: who pays (first-price vs.
all-pay), who is paid (Richman, poorman, and taxman), and what types of bids are allowed
(continuous vs. discrete). Our results depict a relatively complete picture, especially for
continuous bidding. We believe that there is still ample room for future work on bidding
games. In addition to the open problems mentioned throughout the survey, we discuss several
orthogonal dimensions to the three mentioned above:
The underlying structure. Bidding games in this survey are always played on graphs. In [6],
we established initial results on bidding games that have stochastic behavior: the game is
played on an MDP and in each turn, we hold an auction to determine which action is chosen,
and the next position of the token is determined according to a probability distribution that
depends on the current vertex and the chosen action. Other possible structures to consider
include real-time systems or systems with counters.
Objectives. We focused on three objectives: reachability, parity, and mean-payoff. It is
interesting to study bidding games with other objectives. For example, in discounted-sum
bidding games, the players are encouraged to bid higher in the first rounds due to the
discounted payoffs. Another example is quantitative reachability, which is played on a
weighted directed graph, the game ends once a target is reached, and the payoff is the
(un-averaged) sum of the traversed weights.
One motivation to study bidding games is that they model ongoing auctions. In auctions,
and different from mean-payoff objectives, the budget has a value to the players. We thus
find it interesting to incorporate the budget in the payoff. For example, suppose that a play
in a quantitative reachability game, reaches the target after traversing weights with a sum of
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c, and leaving Player 1 with a budget of B. Then, we can define Player 1’s payoff as c + B.
That is, he gains a utility of c for the items he purchased and a utility of B from his left-over
money. A similar definition can be applied to infinite plays like in mean-payoff games.
Non-zero-sum games. To the best of our knowledge, non-zero-sum bidding games were
only studied in [25]. They consider two-player games on DAGs in which each leaf is labeled by
two (not necessarily contradicting) payoffs that the players gain when the game ends in the
leaf. They show existence of subgame perfect equilibrium in bidding games with out-degree 2.
We believe that their results encourage further study of non-zero-sum bidding games.
Multi-player games. To the best of our knowledge, a combination of bidding games with
multiple players has never been considered. While it is tempting to study non-zero-sum
multi-player games, we note that it is interesting to study a zero-sum version in the spirit of
[2]. For example, consider a reachability game with three players, where Player 1 has a target
and Players 2 and 3 win iff Player 1 does not reach his target. We hold a first-price bidding
in each round to determine who moves the token (say poorman bidding). The coalition can
coordinate their actions, but they are restricted compared with a “traditional” player in a
two-player bidding game: For example, if the budgets are h1.5, 1, 1i, even though the sum of
budgets in the coalition is 2, the highest a member of the coalition can bid is 1, thus Player 1
can guarantee winning the bidding.
We mention a surprising result regarding this model. We say that B = hB1 , B2 , B3 i ∈ R3
is a winning point if Player 1 wins when Player i’s budget is Bi , for i ∈ {1, 2, 3}. Ventsislav
Chonev showed that the set {B : B is a winning point} is not convex in the game in which
the coalition needs to win two biddings and Player 1 needs to win once.
Changes to the bidding mechanism. We list two examples of changes to the bidding
mechanism, and there are plenty of other interesting changes one can study. It is appealing,
especially in discrete poorman bidding, to add re-charging to the budgets. One way recharging
can be defined is by labeling each vertex with a pair hc1 , c2 i ∈ N2 and when the token lands
on a vertex, we add ci to Player i’s budget, for i ∈ {1, 2}. So, Player i’s available budget at
the end of a finite play is his initial budget, minus the sum of bids he pays, plus the sum of
recharges to his budget.
A second change to the bidding mechanism relaxes the requirement that the bidding
mechanism applies in the same manner to all vertices in the graph. A simple definition would
be to partition the vertices into vertices in which we hold a Richman bidding and those in
which we hold a poorman bidding. For example, consider the Bowtie game (Fig. 3) and
set one of the vertices to be Richman and the other to poorman. It is not clear whether
Max prefers his vertex being the poorman vertex, the Richman vertex, or whether he has no
preference. More generally, each vertex can be associated with its own taxman parameter.
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Abstract
This paper concerns the efficient construction of a safety shield for reinforcement learning. We
specifically target scenarios that incorporate uncertainty and use Markov decision processes (MDPs)
as the underlying model to capture such problems. Reinforcement learning (RL) is a machine
learning technique that can determine near-optimal policies in MDPs that may be unknown before
exploring the model. However, during exploration, RL is prone to induce behavior that is undesirable
or not allowed in safety- or mission-critical contexts. We introduce the concept of a probabilistic
shield that enables RL decision-making to adhere to safety constraints with high probability. We
employ formal verification to efficiently compute the probabilities of critical decisions within a
safety-relevant fragment of the MDP. These results help to realize a shield that, when applied to
an RL algorithm, restricts the agent from taking unsafe actions, while optimizing the performance
objective. We discuss tradeoffs between sufficient progress in the exploration of the environment
and ensuring safety. In our experiments, we demonstrate on the arcade game PAC-MAN and on a
case study involving service robots that the learning efficiency increases as the learning needs orders
of magnitude fewer episodes.
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1

Introduction

Recent years showed increased use of reinforcement learning (RL) in solving tasks such as
complex games [60] or robotic manipulation [67]. In RL, an agent perceives the surrounding
environment and acts towards maximizing a long-term reward. A major open challenge
for systems employing RL is the safety of decision-making [61, 30]. In particular during
the exploration phase – when an agent chooses random actions in order to examine its
surroundings – it is important to avoid actions that may cause unsafe outcomes. The area of
safe exploration investigates how RL agents may be forced to adhere to safety requirements
during this phase [54, 4].
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Safe Reinforcement Learning Using Probabilistic Shields

A suite of methods that deliver theoretical guarantees are so-called safety-shields [15].
Shields prevent an agent from taking unsafe actions at runtime. To this end, the performance
objective is extended with a constraint specifying that unsafe states should never be visited.
This new safety objective ensures there are no violations during the exploration phase.
We propose to incorporate constraints that enforce safety violations to occur only with
small probability. If an action increases the probability of a safety violation by more than
a threshold δ with respect to the optimal safety probability, the shield blocks the action.
Consequently, an agent augmented with a shield is guided to satisfy the safety objective
during exploration (or as long as the shield is used). The shield is adaptive with respect
to δ, as a high value for δ yields a stricter shield, a smaller value a more permissive shield.
The value for δ can be changed on-the-fly, and may depend on the individual minimal safety
probabilities at each state. Moreover, in case there is not suitable safe action with respect to
δ, the shield can always pick the optimal action as a fallback.
We base our formal notion of a probabilistic shield on MDPs, which constitute a popular
modeling formalism for decision-making under uncertainty [69] and is widely used in modelbased RL. We assess safety by means of probabilistic temporal logic constraints [7] that limit,
for example, the probability to reach a set of critical states in the MDP.
In order to assess the risk of one action, we (1) construct a behavior model for the
environment using model-based RL [26]. By plugging this model into any concrete scenario,
we obtain an MDP. To construct the shield, we (2) use a model-based verification technique
known as model checking [23, 7] that assesses whether a system model satisfies a specification.
In particular, we obtain precise safety probabilities of any possible decision within the MDP.
These probabilities can be looked up efficiently and compared to the threshold δ. The shield
then readily (3) augments either model-free or model-based RL.
We identify three key challenges. Firstly, model checking – as any model-based technique –
is susceptible to scalability issues. A key advantage of using a separate safety objective is
that we may analyze safety on just a fraction of the system, the safety-critical MDP. In
our experiments, these MDP fragments are at least ten orders of magnitude smaller than
a full model of the system, rendering model checking applicable to realistic scenarios. We
introduce further optimizations based on problem-specific abstraction techniques.
Secondly, without randomness, all states are either absolutely safe or unsafe. However, in
the presence of randomness, safety may be seen as a quantitative measure: in some states
certain actions induce a large risk, while others may be considered relatively safe. Therefore,
we propose an adaptive notion of shielding, in which the pre-selection of actions is not based
on absolute thresholds.
Lastly, shielding may restrict exploration and lead to suboptimal policies. Therefore, it
should not be considered in isolation. The trade-off between optimizing the performance
objective and the achieved safety is intricate. Intuitively, accepting small short term risks
may allow for efficient exploration and limit the risk long-term. To this end, we provide and
discuss mechanisms that allow to adjust the shield based on such observations.
We apply shielding to two distinct use cases: the arcade game PAC-MAN and a new case
study involving service robots in a warehouse. Shielded RL leads to improved policies for
both case studies with fewer safety violations and performance superior to unshielded RL.
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Related Work
Safety in RL
Safe RL [33, 54] is concerned with providing safety guarantees for learned agents. Our
work focusses on the safe exploration [52], we refer to [33] for other types of safe RL. Using
their taxonomy, shielding is an instance of “teacher provides advice” [24], where a teacher
with additional information about the system guides the RL agent to pick the right actions.
Apprenticeship learning [1] is a closely related variant where the teacher gives (positive)
examples and has been used in the context of verification [72]. Some of the work does
not assume a model for the environment, making the problem intrinsically harder – and
often limiting the safety during exploration. We refer to [52, 31, 21, 32, 37, 36, 38] for some
interesting approaches.

Shielding and non-probabilistic specifications
In the remainder of the work, we focus on related work that assumes that the (relevant)
dynamics are known. Let us focus on discrete systems first. Exploiting the progress in
reactive synthesis [13] provides a shield [44], a maximally permissive policy that contains all
actions that will not violate the safety specification. This approach has been shown to be
successful in combination with RL [3], and has some noticeable variants. In [68], the temporal
specification is extended with an unknown reward function. To enforce complex timing
behavior, shields from timed safety properties given as timed automata were considered in [14].
Finally, shielding multi-agent systems is considered in [11], and a shield for almost-sure
specifications in partially observable MDPs is introduced in [41].

Shielding and probabilistic specifications
The difference and novel contribution of this paper with the aforementioned papers is rooted
in the consideration of stochastic behavior, which is natural to RL. Intuitively, without
stochasticities, a learning agent does not take any risk, which is unrealistic in most scenarios.
Moreover, often one cannot assume that a 100% (or almost-sure) safety is realizable. A
permissive policy for these cases is provided in [29]. Such policies can also be computed
from abstract environments [51]. However, as there is no notion of maximally-permissive
policies for probabilistic guarentees, multiple permissive policies need to be deployed [42].
Furthermore, the computation of these permissive policies is even more expansive than
probabilistic model checking itself, harming scalability. A similar approach to ours was
developed independently in [16], but targets a different application area and does not consider
scalability issues of formal verification.

Continuous domains
In [71], shielding with qualitative guarantees for continuous domains is discussed. For
probabilistic properties and continuous MDPs, additional assumptions are necessary to
provide guarantees. Often, these assumption help make some ranking or barrier function [10,
53, 22, 34, 2], and have been extended to work with uncertain specifications [64]. UPPAAL
STRATEGO provides a number of algorithms combining safety synthesis with optimizing RL
for continuous space MDPs [25, 40].

CONCUR 2020

3:4

Safe Reinforcement Learning Using Probabilistic Shields

Reinforcement learning in verification
The recent area of programmatic reinforcement learning aims to find (simple) programs
rather than policies represented by deep neural networks, such that these programs can
be verified [8, 66, 65]. These approaches can be seen as an extension to guided policy
synthesis [50]. Such programs have also been used as shields [73]. More generally, Ashok et
al. [6, 5] consider post-processing controllers into decision trees. Recently, also the verification
of recurrent neural network controllers has been investigated [18]. These approaches do not
aim to generate permissive shields, but do post-processing to provide guarantees about the
final result. Simlarly, methods from reinforcement learning have been successfully employed
to improve the scalability of verification methods for MDPs [17, 57, 45] or other areas of
formal methods [20, 49].

2
2.1

Problem Statement
Foundations

P
A probability distribution over a countable set X is a function µ : X → [0, 1] with x∈X µ(x) =
1. Distr(X) denotes all distributions on X. The support of µ ∈ Distr(X) is supp(µ) = {x ∈
X | µ(x)>0}.
I Definition 1 (MDP). A Markov decision process (MDP) M = (S, Act, P, r) has a set S of
states, a finite set Act of actions, a (partial) probabilistic transition function P : S × Act →
Distr(S), and an immediate reward function r : S × Act → R≥0 . For all s ∈ S the available
actions are Act(s) = {α ∈ Act | P(s, α) 6= ⊥} and we assume |Act(s)| ≥ 1.
MDPs operate by means of nondeterministic choices of actions at each state. A policy for
an MDP is a function σ : S ∗ → Distr(Act) with supp(σ(s1 . . . sn )) ⊆ Act(sn ) and S ∗ a finite
sequence of states.
In formal methods, safety properties are often specified as linear temporal logic (LTL)
properties [55]. For an MDP M, probabilistic model checking [43, 47] employs value iteration
or linear programming to compute the probabilities of all states and actions of the MDP to
max
min
satisfy an LTL property ϕ. Specifically, we compute ηϕ,M
: S → [0, 1] or ηϕ,M
: S → [0, 1],
which yields for all states the minimal (or maximal) probability over all possible policies
max
to satisfy ϕ. For instance, for ϕ encoding to reach a set of states T , ηϕ,M
(s) describes the
maximal probability to “eventually” reach a state in T .

2.2

Setting

We define a setting where one controllable agent (the avatar) and a number of uncontrollable
agents (the adversaries) operate within an arena. The arena is a compact, high-level
description of the underlying model. From this arena, the potential states and actions of all
agents may be inferred. For safety considerations, the reward structure can be neglected,
effectively reducing the state space for our model-based safety computations. Formally, an
arena is a directed graph G = (V, E) with a finite sets V of nodes and E ⊆ V × V of edges.
The agent’s position is defined via the current node v ∈ V . The agent decides on a new edge
(v, v 0 ) ∈ E and determines its next position v 0 . Some (combinations of) agent positions are
safety-critical, as they e.g., correspond to collisions or falling off a cliff. A safety property
may describe reaching such positions, or use any other property expressible in (the safety
fragment of) temporal logic.
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While the underlying model for the arena suffices to specify the safe behavior, it is
not sufficiently succinct to model the performance via rewards. Consider an edge that is
safety-relevant, but the agent is only rewarded the first time taking this edge. In a flat model
with rewards, two different edges are necessary to model this behavior. However, the reward
(and thus the difference between these edges) is not needed to assess the safety, and the
safety-relevant model may be pruned to an exponentially smaller model. We use a token
function that implicitly extends the underlying model by a reward structure, enabling a
separation of concerns between safety and performance.
Technically, we associate edges with a token function ◦ : E → {0, 1}, indicating the status
of an edge. Tokens can be (de-) activated and have an associated reward earned upon taking
edges with an active token.
I Example 2 (Autonomous driving). An autonomous taxi (the avatar) operates within a
road network encoded by an arena. The taxi has to visit several points to pick up or drop
off passengers [28, 35]. Upon visiting such a point, a corresponding token activates and a
reward is earned, afterwards the token is deactivated permanently. Meanwhile, the taxi has
to account for other traffic participants or further environmental factors (the adversaries). A
sensible safety specification may restrict the probability for collision with other cars to 0.5%.
Note that the token structure is not relevant for such a specification.
I Example 3 (Robot logistics in a smart factory). Take a factory floor plan with several
corridors with machines. The adversaries are (possibly autonomous) transporters moving
parts within the factory. The avatar models a specific service unit moving around and
inspecting machines where an issue has been raised (as indicated by a token), while accounting
for the behavior of the adversaries. Corridors might be to narrow for multiple (facing) robots,
which poses a safety critical situation. The tokens allow to have a state-dependent cost, either
as long as they are present (indicating the costs of a broken machine) or for removing the
tokens (indicating costs for inspecting the machine). A similar scenario has been investigated
in [12].

2.3

Problem

Consider an environment described by an arena as above and a safety specification. We
assume stochastic behaviors for the adversaries, e.g, obtained using RL [58, 59] in a training
environment. In fact, this stochastic behavior determines all actions of the adversaries via
probabilities. The underlying model is then an MDP: the avatar executes an action, and upon
this execution the next exact positions (the state of the system) are determined stochastically.
We compute a δ-shield that prevents avatar decisions that violate this specification by
more than a threshold δ with respect to the optimal safety probability. We evaluate the
shield using a model-based or model-free RL avatar that aims to optimize the performance.
The shield therefore has to handle an intricate tradeoff between strictly focussing on (short
and midterm) safety and performance.

3

Constructing Shields for MDPs

We outline the workflow of our approach in Fig. 1, and describe it below. We employ a
separation of concerns between the model-based shield construction and potentially model-free
reinforcement learning (RL). First, we construct a behavior model for each adversary. Based
on this model and a concrete arena, we construct a compact MDP model: the safety-relevant
MDP quotient. In this MDP, we compute the shield which enables safe RL for the full MDP.
We now detail the individual technical steps to realize our proposed method.
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Fig. 3. Graphical representation of our gridworlds
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directions, i.e. ↵h 2 Orient = {i · 14 ⇡ | i 2 [0, 7]}. As an auxiliary we
define for each direction an associated direction vector Dir : Orient !
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Figure 1 Workflow of the Shield Construction.
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loc = {(x, y) | x 2 [0, 4] y 2 [0, 5]}, and
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Behavior Models for Adversaries
Feat = {fi = (Wpt, (2, i)) | i 2 {0 . . . 5} }

[NJ] Envshould be a tuple as defined, right?
Goal areas missing.

We learn an adversary model by observing behavior in a set of similar, but smaller arenas,
until we gain sufficient confidence that more training data would not change the behavior
significantly [58]. To reduce the size of the training set, we devise a data augmentation
technique using domain knowledge of the arenas [46, 70]. In particular, we abstract away
from the precise configuration of the arena by partitioning the graph into zones that are
relative to the view-point of the adversary (e. g., near or far, north or south, east or west).
The intuitive assumption is that the specific position of an adversary is not important, but
some key information is (e.g., the relation to the position of the avatar). This approach
(1) speeds up the learning process and (2) renders the resulting behavior model applicable
for varying the concrete instance of the same setting.
Zones are uniquely identified by a coloring with a finite set C of colors. Formally, for
an arena G = (V, E), zones relative to a node v ∈ V are given by a function zv : V → C.
For nodes x, y ∈ V , with zv (x) = zv (y), the assumption is that the adversary in v behaves
similarly regardless whether the avatar is in x or y. From our observations, we extract a
histogram h : E × C → N, where h(e, c) describes how often the adversary takes an edge
e = (v, v 0 ) ∈ E while the avatar is in a node u with zv (u) = c. We translate these likelihoods
into distributions over possible edges in the arena.
[ {f6 = (Obst, (1, 1)), f7 = (Obst, (3, 3))}
[ {f8 = (Litt, (1, 3)), f9 = (Litt, (4, 3))}

Human. The human is represented by its position which is a tuple of a
location and orientation posh = (`h , ↵h ). An orientation has 8 possible
directions, i.e. ↵h 2 Orient = {i · 14 ⇡ | i 2 [0, 7]}. As an auxiliary we
define for each direction an associated direction vector Dir : Orient !
{ 1, 0, 1}2 \ {(0, 0)}, which we depict in Fig. 4(a). Human movements
Mh = {LEFT, STRAIGHT, RIGHT} have associated changes in angle of
= 14 ⇡, 0, or 14 ⇡. We depict the movement options in Fig. 4(b).
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I Definition 4 (Adversary Behavior). For an arena G = (V, E), zones zu : V → C for every
u ∈ V , and a histogram h : E × C → N, the adversary behavior is a function B : V × C →
Distr(E) with

h (v, v 0 ), c
 .
B(v, c) = P
0
(v,v 0 )∈E h (v, v ), c
While we employ a simple normalization of likelihoods, alternatively one may also utilize,
e. g., a softmax function which is adjustable to favor more or less likely decisions [62].

3.2

Safety-Relevant Quotient MDP

The construction of the MDP M = (S, Act, P) augments an arena by behavior models Bi .
First, the states S = V m+1 × {0, . . . , m} encode the positions for all agents and whose turn
it is. The decision states of the safety-relevant MDP M are Sd = {sd ∈ S | sd = (. . . , 0)},
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i.e., it’s the turn of the avatar. The actions Act = {α0 } ∪ Act E with Act E = {αe | e ∈ E}
determine the movements of the avatar and the adversaries. For (v, . . . , 0) = sd ∈ Sd (the
avatar moves next), the available actions are αe ∈ Act(sd ) ⊆ Act e , where αe corresponds to
an outgoing edge of v. For (v, . . . , 0) = sd ∈ Sd , αe with e = (v, v 0 ) leads with probability
one to a state se = (v 0 , . . . , 1). For (v, . . . , vi , . . . , i > 0) (an adversary moves next), there is
a unique action α0 where vi is changed to vi0 , randomly determined according to the behavior
Bi , which also updates i to i + 1 modulo m. These transitions induce the only probabilistic
choices in the MDP. A policy only has to choose an action at decision states. At all other
states, only the unique action α0 emanates. Consequently, a policy for M is a policy for the
avatar.
Under the assumption that the reward function is known and not discovered during the
exploration of the MDP, one can build the full MDP for the arena (V, E) and the token
function ◦ : E → {0, 1}. Then, one can compute the reward-optimal and safe policy without
need for further learning techniques. As there are 2E token configurations, the state space
blows up exponentially, which prevents the successful application of model checking or
planning techniques for anything but very small examples.

3.3

Shield Construction

For the safety-relevant MDP M, a set of unsafe states T ⊆ S should preferably not be
reached from any state. The property ϕ = ♦T encodes the violation of this safety constraint,
that is, eventually reaching T within M. The shield needs to limit the probability to satisfy
ϕ. We evaluate all decision states sd ∈ Sd with respect to this probability: We compute
min
ηϕ,M
(se ), i.e., the minimal probability to satisfy ϕ from se , which is the state reached after
taking action αe ∈ Act e in sd .
I Definition 5 (Action-valuation). An action-valuation for each available action αe ∈ Act e
at each decision state sd ∈ Sd is given by
M
min
valM
sd : Act(sd ) → [0, 1], with valsd (αe ) = ηϕ,M (se ) .
M
0
The optimal action-value for sd is optvalM
sd = minα0 ∈Act valsd (α ), the set of all actionvaluations at sd is ActValssd .

We now define a shield for the safety-relevant MDP M using the action values. Specifically, a
δ-shield for δ ∈ [0, 1] determines a set of actions at each decision state sd that are δ-optimal
for the specification ϕ. All other actions are “shielded” or “blocked”.
I Definition 6 (Shield). For action-valuation valM
sd and δ ∈ [0, 1], a δ-shield for state sd ∈ Sd
is given by
shield sδd : ActValssd → 2Act(sd )
M
with shield sδd 7→ {α ∈ Act(sd ) | δ · valM
sd (α) ≤ optvalsd }.

Intuitively, δ enforces a constraint on actions that are acceptable with respect to the optimal
probability. The shield is adaptive with respect to δ, as a high value for δ yields a stricter
shield, a smaller value a more permissive shield. The shield is stored using a lookup-table,
and the value for δ can then be changed on-the-fly. In particularly critical situations, the
shield can enforce the decision-maker to resort to (only) the optimal actions w.r.t. the safety
objective. A δ-shield for the MDP M is built by constructing and applying δ-shields to all
decision states.
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I Definition 7 (Shielded MDP). The shielded MDP M = (S, Act P ) for a safety-relevant
quotient MDP M = (S, Act, P) and a δ-shield for all sd ∈ Sd is given by the transition
probability P with P (s, α) = P(s, α) if α ∈ shield sδ (valM
s ) and P (s, α) = ⊥ otherwise.
I Lemma 8. If MDP M is deadlock-free if and only if the shielded MDP M is deadlock-free.
We compute the shield relative to optimal values optvalM
sd . Consequently, for δ = 1, only
optimal actions are preserved, and for δ = 0 no actions are blocked.
M

I Theorem 9. For an MDP M and a δ-shield, it holds for any state s that valM
s = vals

.

As optimal actions for the safety objective are not removed, optimality w.r.t. safety is
preserved in the shielded MDP. Thus, during construction of the shield, we compute the
action-valuations in fact for the shielded MDP. Observe that computing a shield for a state
is done independently from the application of the shield to other states.

3.4

Guaranteed Safety

A δ-shield ensures that only actions that are δ-optimal with respect to an LTL property ϕ are
allowed. In particular, for each action α ∈ Act e at state se , we use the minimal probability
min
min
ηϕ,M
(se ) to satisfy ϕ, see Def. 5. Under optimal (subsequent) choices, the value ηϕ,M
(se )
will be achieved. In contrast, a sequence of bad choices may violate ϕ with high probability.
A more conservative notion would be to use the minimal action value while assuming that in
all subsequent states the worst-case decisions corresponding to the maximal probabilities are
taken. These values are computable by model checking. Regardless of subsequent choices, at
least valM
sd (αe ) is then guaranteed. A sensible notion to construct a shield would then be to
impose a threshold λ ∈ [0, 1] such that only actions with valM
sd (αe ) ≤ λ are allowed. A shield
with such a guaranteed safety probability may induce a shielded MDP (Def. 7) that is not
deadlock free. Moreover, the shield may become too restrictive for the agent.

3.5

Scalable Shield Construction

Although we apply model checking only in the safety-relevant MDP, scalability issues for large
applications remain. We employ several optimizations towards computational tractability.

Finite Horizon
For infinite horizon properties, the probability to violate safety (in the long run) is often one
in our examples. Furthermore, our learned MDP model is inherently an approximation of
the real world. Errors originating from this approximation accumulate for growing horizons.
Thus, we focus on a finite horizon such that the action values (and consequently, a policy
for the avatar) carry only guarantees for the next steps. This assumption also allows us to
prune the safety-relevant MDP (see below), increasing the scalability.

Piecewise Construction
Computing a shield for all states in an MDP concurrently yields a large memory footprint.
To alleviate this footprint, we compute the shield states independently, in accordance with
Theorem 9. The independent computation prunes the relevant part of the MDP, as the
number of states reachable within the horizon is drastically reduced. Additionally, the
independent computation allows for parallelizing the computation.
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Independent Agents
The explosion of state spaces stems mostly from the number of agents. Here, an important
observation is that we can consider agents independently. For instance, the probability for the
avatar to crash with an adversary is stochastically independent from crashing with the others.
Instead of determining the shield for all adversaries at once, we perform computations for
each agent individually, and combine them via the inclusion-exclusion principle. Afterwards,
the shield is composed from the shields dedicated to individual adversaries.

Abstractions
We observe that for finite horizon properties and piecewise construction, adversaries may
be far away – beyond the horizon – without a chance to reach the avatar. We do not need
to consider such (positions for) adversaries, as in these states, the shield will not block any
actions.
Fewer Decision States. Depending on the setting, there might be only a few critical situations in which the agent requires shielding to ensure safety. The shield can be computed
for this critical states only. Consequently, the agent makes shielded decisions in the
adapted decision states, and unshielded decisions in all other ones.
Shielding versus Performance. A shield which is minimally invasive gives the RL agent
the most freedom to optimize the performance objective. We propose two methods to
alleviate invasiveness, all of them assume domain knowledge of the rationale behind the
decision procedure.
Iterative Weakening. During runtime, we may observe that the progress of the avatar
regarding the performance objective is not increasing anymore. Then, we weaken the
shield by δ − ε, allowing additional actions. As soon as progress is made, we reset δ to its
former value. The adaption of shield sδ to shield sδ−ε can be done on the fly, without new
computations.
Adapted Specifications. If the goal of the decision maker is known and can be captured
in temporal logic, we may adapt the original specification accordingly. There are often
natural trade-offs between safety and performance. These trade-offs might be resolved
via weights, but this process is often undesirable [56] and similar to reward engineering.
Instead, optimizing the conditional performance while assuming to stay sufficiently
safe [63], avoids side-effects of attaching some weights to the safety specification.

4
4.1

Implementation and Numerical Experiments
Set-up

We run experiments using an Intel Core i7-4790K CPU with 16 GB of RAM using 4 cores. We
give the timing results for a single CPU. Since the shield may be computed in a multi-threaded
architecture, this time can be divided by the number of cores available.
The supplementary materials, namely the source code and videos are available online1 .
We demonstrate the applicability of our approach by means of two case studies. For both
case studies, we learn the adversary behavior in small arenas, individually for each adversary.
These behavior models are applicable to any benchmark instance, as they are independent of
concrete positions.

1

http://shieldrl.nilsjansen.org
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Figure 2 Video still for classic PAC-MAN.
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Figure 3 Training scores classic PAC-MAN.

For the arcade game PAC-MAN, PM (the avatar) aims to collect PAC-dots in a maze
and not get caught by ghosts (the adversaries). We model various instance of the game (with
different sizes) as an arena, where tokens represent the dots at each position in the maze,
such that a dot is either present or collected. The score (reward, performance) is positively
affected (+10) by collecting a dot and negatively by time (each step: -1). If PM either
collects all dots (+500) or is caught (-500), the game is restarted. RL approaches exist [9],
but they suffer from the fact that during the exploration phase PM is often caught by the
ghosts, achieving very poor scores. The safety specification places a lower bound on the
probability of reaching states in the underlying MDP that correspond to being caught.
We also consider a warehouse floor plan with several corridors. A similar scenario has
been investigated in [12]. In the arena, nodes describe crossings, the edges the corridors
with shelves, and the distances the corridor length. The agents are fork-lift units picking up
packages from the shelves and delivering them to the exit; tokens represent the presence of a
package at its position. The avatar is a specific (yellow) fork-lift unit that has to account for
other units, the adversaries. The performance (reward) is positively affected by loading and
delivering packages (+20, respectively) and negatively by time (each step: -1). Delivering all
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Figure 4 Video still for warehouse.

750

W/o Shield
Shield 2 Cross.
Shield 4 Cross.
Shield 8 Cross.

Average reward

500

0

−500

0

40

80

120

160

200

240

280

Training episodes
Figure 5 Training scores warehouse.

packages yields a large bonus (+500) and a collision leads to a large punishment (-500), both
cases end the scenario. Corridors might be too narrow for multiple (facing) units, which
poses a safety-critical situation. Most crucial is the crowded area near the exit, since all
units have to deliver the packages to the exit.
Transferring the stochastic adversary behavior to any arena (without tokens) yields a
concrete safety-relevant MDP. In particular, we specify an arena with the positions of the
avatar and the adversaries as well as their behavior in the high-level PRISM-language [48].
We employ a script that automatically generates arenas to enable a broad set of benchmarks.
Taking, e.g., the PAC-MAN arena from Fig. 2, the considered MDP has roughly 1012 states
(compared to 1050 for the full MDP). For a safety-relevant MDP, we compute a δ-shield
(with iterative weakening) via the model checker Storm [27], using a horizon of 10 steps. The
immense size even of safety-relevant MDPs requires optimizations such as a piecewise and
independent shield construction. Moreover, a multi-threaded architecture lets us construct
shields for very large examples. In particular, we perform model checking for (many) MDPs
of roughly 106 states. The computation time for the largest PM instance takes about 6 hours
(single-threaded), while memory is not an issue due to the piecewise shield construction.

CONCUR 2020

3:12

Safe Reinforcement Learning Using Probabilistic Shields

Table 1 Average scores and win rates for PM.
Score
Size,
#Model
Score w. Win Rate Win Rate
#Ghosts Checking time (s) w/o Shield Shield w/o Shield w. Shield
9x7,1
5912
584
-359,6
535,3
0,04
0,84
17x6,2
5841
1072
-195,6
253,9
0,04
0,4
17x10,3
51732
3681
-220,79
-40,52
0,01
0,07
27x25,4
269426
19941
-129,25
339,89
0,00
0,00

We compare RL to shielded RL on different instances. The key comparison criterion is the
performance (detailed above) during learning. Our implementation is based on an existing
PAC-MAN environment2 using an approximate Q-learning agent [62] with the following
feature vectors:
for PAC-MAN: (1) distance to the closest dot, (2) whether a ghost collision is imminent,
and (3) whether a ghost is one step away.
for Warehouse: (1) has the unit loaded or unloaded, (2) the distance to the next package
and (3) to the exit, (4) whether another unit is three steps away and (5) one step away.
The results are basic reflex controllers. The Q-learning uses the learning rate α = 0.2 and the
discount factor γ = 0.8 for the Q-update and an -greedy exploration policy with  = 0.05.
One episode lasts until either the game is restarted. We describe results for the training
phase of RL (300 episodes).

4.2

Results

Figures 2 and 4 show screenshots of a series of recommended videos (available in the
supplementary material). Each video compares how RL performs either shielded or unshielded
on a instance of the case study. In the shielded version, at each decision state in the underlying
MDP, we indicate the risk of decisions from low to high by the colors green, orange, red.
Consider PAC-MAN in detail: Figure 3 depicts the scores obtained during RL. The curves
(blue, solid: unshielded, orange, dashed: shielded) show the average scores for every ten
training episodes. Table 1 shows results for instances in increasing size. We list the number
of model checking calls and the time to construct the shield. We list the scores with and
without shield, and the winning rate capturing the ratio of successfully ended episodes. For
all instances, we see a large difference in scores due to the fact that PM is often rescued by
the shield. The winning rates differ for most benchmarks, favoring shielded RL. For three or
four ghosts, a shield with a ten-step horizon cannot guide PM to avoid being encircled by
the ghosts long enough to successfully end the game. Nevertheless, the shield often safes
PM, leading to superior scores. Moreover, the shield helps learning an optimal policy much
faster as fewer restarts are needed.
For the warehouse case study, we choose to vary the decision states, i.e., the positions of
the avatar for which we compute a shield. We present results for shielding the 2–8 crossings
closest to the exit. Figure 5 shows the average score for the different variants, Table 2
summarizes average score and win rate. Unsurprisingly, the score gets better the more states
are shielded. Furthermore, we have seen that shielding even more states has only a very
limited effect.

2

http://ai.berkeley.edu/project_overview.html
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Table 2 Average scores and win rates for warehouse.
Crossings shielded
Score
Win Rate

5

0

2

4

8

-186
0.16

-27.6
0.31

303
0.59

420
0.71

Conclusion and Future Work

We developed the concept of shields for MDPs. Utilizing probabilistic model checking,
we maintained probabilistic safety measures during reinforcement learning. We addressed
inherent scalability issues and provided means to deal with typical trade-off between safety
and performance. Our experiments showed that we improved the state-of-the-art in safe
reinforcement learning.
For future work, we will extend the applications to more arcade games and employ deep
recurrent neural networks as means of decision-making [39, 19, 18]. Another interesting
direction is to explore (possibly model-free) learning of shields, instead of employing modelbased model checking.
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1

Introduction

Game theory is concerned with situations in which one agent’s best action depends on the
expectation about what one or more other agents will do, and viceversa. Long before being
investigated as a mathematical discipline, game-theoretic insights go back to ancient times,
and influenced the strategies of political and military leaders. For example, when landing
in Mexico with a small force, and surrounded by a far more numerous Atzecs army, Cortez
burnt the ships on which he and his soldiers had landed, and took care of doing so very
visibly, so that the Atzecs would see it. His action had a discouraging effect on the Aztecs,
who must have thought: Any commander who is so confident as to willfully destroy his own
option to save himself must have good reasons to be so optimist; it wouldn’t be wise to
attack an opponent who is so sure (whatever, exactly, the reason might be) that he can’t
lose. Thus the Atzecs retreated and missed the occasion – perhaps the best they ever had,
to stop the Spanish invasion.
The initial formulation of games in mathematical terms is usually attributed to Emile
Borel. However, it was John von Neumann who first solved the problem of the two-player
zero-sum games, with the minimax theorem [14]. Formally, this theorem states that, if
f : X × Y → R is a continuous function that is concave in the first argument and convex in
the second one, then we have that:
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max min f (x, y) = min max f (x, y).
x∈X y∈Y

y∈Y x∈X

The importance of this theorem consists in the fact that it states the existence of a saddle
point, which in a sense represents the best possible pair of choices of the two adversaries –
having to take each other strategy into account.
Von Neumann’s work culminated in the fundamental book on game theory titled Theory
of Games and Economic Behavior, written in collaboration with Oskar Morgenstern [20].
The mathematical foundations established in this book, and later on in the work of Nash,
who generalized the notion of saddle point with that of Nash equilibrium [10], found a wide
range of applications, especially in economics, social sciences, and biology.
In the past several decades, the framework has been deepened and generalized, and new
variants and refinements are still being made. In logic, the principles of game theory have
inspired the game semantics, with the purpose of giving an interpretation to intuitionistic
logic [13] and to linear logic [5]. These ideas were further developed by Samson Abramsky,
Radhakrishnan Jagadeesan, Pasquale Malacaria and independently Martin Hyland and Luke
Ong, who focused in particular on defining strategies compositionally and inductively on the
syntax. In this way, they succeeded to define a fully abstract semantics for PCF, which had
been a long-standing problem [3, 9]. Following this line, game semantics has been applied
to a variety of programming languages, and has led to semantic-based methods of software
verification by model checking [2],
In concurrency theory, games were used for the first time by Colin Stirling to give an
elegant characterization of strong bisimulation [19]. These are infinite-duration games played
by two adversaries, called Spoiler and Duplicator. The game is played on pairs of states
(s, t) in a labelled transition system, where Duplicator tries to prove that states s and t are
strongly bisimilar, whereas Spoiler tries to disprove this. Spoiler plays first, and challenges
Duplicator with a move from either s or t, while Duplicator is required to match this move.
At the next turn, the game continues from the pair of the new states reached after the
transitions. If the game is infinite (i.e., the play continues forever), Duplicator wins the
game. If on the other hand the game is finite, namely one of the players gets stuck, then the
game is won by the other player. Note that if it is Duplicator that gets stuck, it means that
Spoiler found a way to distinguish the states. Viceversa, if it is Spoiler that gets stuck, or if
the games goes on indefinitely, then it means that Duplicator is able to match all Spoiler’s
challenges. Hence, the two states are deemed equivalent if and only if Duplicator wins.
In recent times, game theory has found additional exciting applications in new fields:
machine learning (ML), privacy, and computer security. We are going to give an overview of
the first two applications in the next sections.

2

Game theory and machine learning

The principles of game theory have inspired Ian Goodfellow and other researchers at the University of Montreal (including Yoshua Bengio) to propose the so-called generative adversarial
networks (GANs) [8], which has been called by Facebook’s AI research director Yann LeCun
“the most interesting idea in the last 10 years in machine learning”.
To fully understand the power of this idea, we should explain the difference between two
main categories of learning algorithms: the discriminative and the generative ones. The first
category aims at building classifiers. For example, a machine that takes in input a picture
of an animal and outputs a label representing the kind of animal: a cat, a dog, etc. To
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Figure 1 Scheme of a GANs, where πdata is the distribution of the real data, and π is the random
number generator.

construct such model, typically the learning phase consists in feeding the machine with a
huge amount of pairs of the form (animal, label), called training examples. Processing these
examples brings to the tuning of the nodes of the net in such a way that, later on, when
the machine is given a new picture (possibly never seen in training phase), it will be able to
associate to it the most likely label.
In contrast, a generative algorithm should be able to generate new examples. For instance,
the generative counterpart of the model above, should be able to generate a picture of a new
dog (never seen in training phase) each time it is requested.
In 2014, while the research on discriminative algorithms had made enormous progress in
the last decade and the corresponding models were being deployed successfully, generative
algorithms were still an open challenge. In his seminal paper, Goodfellow and his colleagues
had the idea of using an architecture consisting of two neural networks, pitting one against
the other (thus the “adversarial”). The two nets are called respectively generator G and
discriminator D. The purpose of G is to learn to transform a latent space of random
numbers into data of the target domain, trying to imitate the (unknown) distribution of
the data (the random generator in input is necessary because neural nets are essentially
deterministic). The discriminator, on the other hand, tries to distinguish between real data
sampled from the distribution and the synthetic data generated by the generator. The
output of the discriminator is fed back to the generator, that in this way can learn if it
has been successful or not in fooling the adversary. The goal of the generative network,
indeed, is to trick the discriminator into thinking that the novel data produced is coming
from true data distribution; this way, it increases the discriminator’s error rate. The goal of
the discriminator, of course, is to minimize its own error rate. Thus this game is in fact a
two-player zero-sum game. The GANs architecture is represented in Figure 1. The interplay
between the two networks is regulated by the following minimax problem:
min max V (D, G) where V (D, G) = Ex∼πdata (x) [log D(x)] + Ez∼π(z) [log(1 − D(G(z)))]
D

G

GANs are used widely in image generation, video generation and voice generation, and
their results are impressive. As an example, Figure 2 shows the outcome of a GANs model
developed in [11]. GANs are also used to crete artistic works according to a given style, see
for instance Figure 3.

3

Game theory and privacy

The huge amount of data collected by digital service providers and the development of
powerful technologies to perform analytics, in particular ML, have exacerbated the risks
for privacy. See for example the model inversion attacks [7] and the membership inference
attacks [17].
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Figure 2 Synthetic images representing human faces (1024 × 1024 pixels) generated using the
CELEBA-HQ dataset [11].

Figure 3 An artwork created using DeepDream, which researchers at Google developed in 2015.

However, if ML can be a threat to privacy, it can also be exploited as a powerful means
to build “good” privacy-protection mechanisms, i.e. mechanisms that are robust and which
preserve a good utility. In particular, we consider mechanisms that achieve privacy by adding
controlled noise to the original data. Following the approach of [18], we aim at maximizing
the privacy protection while ensuring the desired quality of service (QoS) that the user
receives when providing obfuscated data. In this paper we focus on location privacy and on
the risk of the re-identification of a user from his location, but the framework we develop is
general and can be applied to any scenario in which there is sensitive information that we
wish to hide, correlated to information that we need to make public.
In the context of location privacy, the QoS constraint (aka utility constraint) is typically
expressed as a bound on the expected distance between the real location and the obfuscated
one (cfr. [18, 4]). This is a linear constraint. If also privacy is measured by a linear expression,
then in principle it is possible to use linear programming to compute a mechanism that
provides the optimal privacy-utility trade-off (cfr. [18, 6, 15]). The limitation of this approach,
however, is that it does not scale to large datasets. The problem is that the linear program
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needs one variable for every pair (w, z) of real and obfuscated locations. Such variables
represent the probability of producing the obfuscated location z when the real one is w. For
a 50 × 50 grid this is more than six million variables, which is already at the limit of what
modern solvers can do. For a 260 × 260 grid, the program has 4.5 billion variables, making
it completely intractable (we could not even launch such a program due to huge memory
requirements).
In order to overcome this limitation, in [16] we have explored an approach based on
ML. Inspired by the GANs paradigm [8], we constructed a system of two adversarial neural
networks: a generator G and classifier C . G generates noise so to confuse the adversary as
much as possible, within the boundaries of the utility constraints, while C takes the noisy
locations produced by G as inputs and tries to re-identify (classify) the corresponding user.
Note that there are considerable differences with the standard GANs paradigm: in the latter
the generator tries to reproduce a known target data distribution, while in our setting the
target distribution that optimizes the data obfuscation is unknown and G has to “invent” it.
The interplay between G and C can be seen as an instance of a zero-sum Stackelberg
game [18], where G is the leader, and C is the follower, and the payoff function f is the
privacy loss. Finding the optimal point of equilibrium between G and C corresponds to
solving a minimax problem on f with G being the minimizer and C the maximizer.
The definition of f was particularly critical in our setting. A first idea would be to
measure the privacy in terms of C ’s capability of re-identifying users given their locations (i.e.
classification accuracy). However this would be a poor choice. In fact, consider the following
scenario: two users, A and B, are respectively in two locations a and b. C is trained on this
dataset and learns that a corresponds to A and b to B. At the next iteration, G will maximize
C ’s misclassification error by swapping the locations so that a corresponds now to B and b
to A. But at the next iteration C is trained again and learns the new correct classification.
G would then keep swapping the locations without ever reaching the equilibrium point. A
similar example was independently pointed out in [1].
In order to address this issue we adopted a different payoff function f , one which is less
sensitive to the particular labeling strategy of C and takes into account not just the precision
of the classification, but, rather, the information contained in it. A way to formalize this
intuition was to use the mutual information I(X; Y ), where X, Y are respectively the random
variables associated to the true ids, and to the ids resulting from the classification (predicted
ids). We recall that I(X; Y ) = H(X) − H(X|Y ), where H(X) is the entropy of X and
H(X|Y ) is the residual entropy of X given Y .
The nets G and C tries to minimize/maximize I(X; Y ) according to the following minimax
game formulation:
min max I(X; Y ).
G

C

where the minimization by G is on the mechanisms producing the noisy points Z and which
satisfy the utility constraint, while the maximization by C is on the classifications that map
Z into Y .
The adversarial networks are organized as follows: G takes in input a pair (x, w) ∼ (X, W )
consisting of an identifier x and an associated location w, and two random seeds. (The latter
are necessary because a neural network by itself is deterministic. ) The goal of the classifier it
to transform the random inputs in “clever” probabilistic noise to add to the two coordinates
of the location, taking into account the utility consraint. The noisy location produced by
G is given in input to C, which tries to re-identify it. Note that C is helped in this by the
fact that X and W are correlated, and that Z is also correlated to W and therefore to X,
because of the utility constraint. The result of C is then fed back to G, which uses it to
refine the mechanism.
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Figure 4 Synthetic testing data. From left to right: Laplace noise, no noise, our noise. L = 270m.

Figure 5 Synthetic testing data. From left to right: Laplace noise, no noise, our noise. L = 173m.

In the next section we evaluate the performance of our mechanism with respect to others
used in location privacy. We fix the level of utility and we compare the resulting Bayes error
P
of X given Z, which is defined as B(X | Z) =
z PZ (z)(1 − maxx PX|Z (x | z)). The use
of this metric is justified by the fact that it can be proved that B(X | Z) is a lower bound
for B(X | Y ) for any possible classifier that derives Y from Z. It is indeed the error of the
“ideal” Bayesian classifier, which is optimal, and represents, therefore, the strongest possible
adversary for the given Z.
The other two mechanisms under comparison are the (planar) Laplace [4] and the optimal
mechanism, namely the mechanism that induces the highest B(X | Z) for the given utility
loss.

4

Experiments

We perform four different experiments, over synthetic and Gowalla [12] data, and with two
different utility bounds.
The first experiment is on synthetic data with a loose utility constraint. We set the
domain of W and Z to be a square of side 6500m. We create a dataset of 600 synthetic
check-ins (locations) for each one of 4 users (classes). We use 480 check-ins for training
and validation, and 120 for testing. We place the check-ins randomly in clouds of 50m max
around the four vertices of a square of side 300m (each user corresponds to a vertex). We
set the bound on utility, namely the maximum expected distance L between Z and W (aka
distortion), to be 270m. Note that such L is enough for each check-in to be remapped into
the center of the square, that is what the optimal mechanism would do. In fact, if all noisy
locations coincide then they give no information about the identity of the corresponding user.
We first apply a Laplace mechanism to the test data (cfr. Figure 4(a)). For the sake of the
comparison, we have set the parameters of the Laplace to be such that the average distortion
is at least 270m. In fact, it results to be ≈ 298.40m. Then, we train our mechanism and we
apply it to the test data (cfr. Figure 4(c)), obtaining an average distortion of ≈ 219.60m.
Note that, while the Laplace tends to “spread out” the obfuscated check-ins, our method
tends to concentrate them into a small area in the center, thus approximating the optimal
mechanism. Remapping all check-ins into the same location may not be possible in general,
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Figure 6 Gowalla testing data. From left to right: Laplace noise, no noise, our noise. L = 1150m.

Figure 7 Gowalla testing data. From left to right: Laplace noise, no noise, our noise. L = 518m.

as it depends on the utility constraint. Nevertheless, we can expect that our mechanism will
tend to overlap the check-ins of different classes as much as allowed by the utility constraint.
With the Laplace, on the contrary, the zones of the various classes tend to remain separated
and the noise is injected in a symmetrical fashion and remaps the check-ins into zones that
remain separate and hence do not contribute to increase privacy.
We now evaluate B(X | Z). To this aim we need to discretize Z, and we do so by using
a 260 × 260 cells grid where each cell has 25m long side, i.e. 6500/260. We apply the
mechanisms on each check-in in the test set for 500 times with different random seeds thus
obtaining 4 × 120 × 500 obfuscated check-ins. In a real situation this would correspond to a
scenario in which a user is in a certain location multiple times and each time reports different
noisy locations. Figure 8(a) represents the Bayes errors for the three mechanisms. Note
that, since the optimal mechanism in this case leaks no information about X (identifiers),
its Bayes error is the same as that of randomly guessing the identifier. Since there are 4
identifiers, and as classes they are balanced, B(X | Z) = 1 − 1/4 = 0.75.
The second experiment is the same as the first, except now the utility bound is 173m. This
bound is not enough to map all check-ins to the center of the square, but it is enough to map
the check-ins of two adjacent vertices into the same point in the middle of the corresponding
side. Hence one of the possible optimal mechanisms is the one that induces a partition of the
identifiers in two sets, where each set contains two indistinguishable identifiers. The Bayes
error of an optimal mechanism is therefore B(X | Z) = 1 − 1/2 = 0.50. The Laplace method
and ours produce the distribution in Figures 5(a) and 5(c). The Bayes error is reported in
Figure 8(b).
The third experiment is on data extracted from the Gowalla dataset [12]. We set the
domain of W and Z to be a squared region of with side 4500m and centered in 5, Boulevard
de Sébastopol, Paris. We select the 6 users who checked in the region most frequently. (We
limit the classes to 6 for visualization sake, but our method can handle an unbound number
of classes.) For each location we create 10 repetitions with different random seeds so to
increase the dataset. Again for the sake of visualization, we filter the check-ins so obtained
to reduce the overlapping of those belonging to different classes. We divide the resulting
check-ins into 4920 for training and validation, and 1200 for testing. Fig. 6(b) shows the test
data. We set the utility threshold to L = 1150m, which is enough to map all check-ins into a
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Synthetic data, low utility

Synthetic data, high utility
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Ours

Optimal

0.39

0.74
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0.23

0.42

0.50

(a)

(b)

Figure 8 Bayes error on synthetic data, for the Laplace mechanism, our mechanism, and the
optimal mechanism, on a grid of 260 × 260 cells.
Gowalla data, low utility

Gowalla data, high utility

Laplace

Ours

Optimal

Laplace

Ours

Optimal

0.33

0.80

0.83

0.28

0.38

?

(a)

(b)

Figure 9 Bayes error on Gowalla data, for the Laplace mechanism, our mechanism, and the
optimal mechanism, on a grid of 260 × 260 cells. In the last table the Bayes error of the optimal
mechanism is unknown: the linear program contains 4.5 billion variables, making it intractable in
practice.

unique location. Therefore the Bayes error of the optimal mechanisms is the same as that of
the random guess, i.e., B(X | Z) = 1 − 1/6 ≈ 0.83. The distribution for Laplace and ours are
in Figure 6(a) and 6(c) respectively, and the corresponding Bayes errors are reported in
Figure 9(a).
Finally, the setting of the fourth experiment is like the third one, except we now set a
stricter threshold, L = 518m. We obtain the data distribution in Figure 7(a) for Laplace and
Figure 7(c) for our mechanism. The corresponding Bayes errors are reported in Figure 9(b).
In this case we do not know the optimal mechanism: we cannot figure it theoretically and
we cannot compute it due to the large number of variables.
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Introduction

The International Conference on Concurrency Theory (CONCUR) and the IFIP Working
Group 1.8 on Concurrency Theory have established the CONCUR Test-of-Time Award
to recognize important achievements in Concurrency Theory that were published at the
CONCUR conference and have stood the test of time. All papers published at CONCUR
between 1990 and 1995 were eligible for the first installment of the award, which was
presented at the 31st International Conference on Concurrency Theory (CONCUR 2020).
The conference was held on line from Vienna, Austria, in the period 1–4 September 2020,
with Igor Konnov and Laura Kovacs as chairs of the program committee.
We had the great honour to serve as members of the first CONCUR Test-of-Time Award
Jury, and were asked by the CONCUR Steering Committee to select one or two awardees for
the periods 1990–1993 and 1992–1995.
After having made a shortlist of candidate award recipients for each of the above-mentioned
periods and having thoroughly discussed their relative merits and impact on the CONCUR
research community and beyond, the Jury unanimously selected the four articles mentioned
below for the award out of a slate of many excellent candidates.
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2

The Award Winning Contributions

2.1

Period 1990–1993

Rob van Glabbeek. “The Linear Time-Branching Time Spectrum”.
Citation: The companion papers on “The Linear Time-Branching Time Spectrum”,
published by Rob van Glabbeek at CONCUR 1990 and 1993, jointly receive one award
for offering a highly influential taxonomy of the menagerie of process semantics, both
in a setting where every system action is observable and in the presence of silent moves.
Each of the plethora of studied semantics comes equipped with a variety of elegant
characterisations in terms of modal logics, testing scenarios, relations, and complete
axiomatisations. The encyclopedic nature of the above-mentioned papers has made them
a must read for researchers in concurrency theory for nearly 30 years.
Søren Christensen, Hans Hüttel and Colin Stirling. “Bisimulation Equivalence is Decidable
for all Context-Free Processes”.
Citation: The paper “Bisimulation Equivalence is Decidable for all Context-Free Processes”, published by Søren Christensen, Hans Hüttel and Colin Stirling at CONCUR
1992, receives one award for extending and simplifying the seminal result by Baeten,
Bergstra and Klop, who proved the decidability of bisimilarity over normed context-free
processes. The CONCUR 1992 paper has paved the way to further decidability and
complexity results for a variety of classes of infinite-state processes. This includes the
2-EXPTIME algorithm for bisimilarity over BPA presented by Burkart, Caucal and
Steffen in a paper published at MFCS 1995, and the work by Senizergues in papers at
FOCS 1998 and in the SIAM Journal on Computing in 2005, presenting decidability
results for all “equational graphs” with finite out-degree.

2.2

Period 1992–1995

Roberto Segala and Nancy Lynch. “Probabilistic Simulations for Probabilistic Processes”.
Citation: The paper “Probabilistic Simulations for Probabilistic Processes”, published by
Roberto Segala and Nancy Lynch at CONCUR 1994, receives one award for introducing the
“simple” probabilistic automata model. Unlike earlier attempts to embrace probabilities,
transition targets here are probability distributions over states, and this makes it possible
to lift core process algebraic results in a very elegant manner. Probabilistic automata
have quickly been recognised as the pivotal link between classical concurrency theory and
the theory of discrete-state Markov processes. They have become the central subjects
of probabilistic model checking, and are echoed in a range of very influential modelling
formalisms including probabilistic timed automata, probabilistic hybrid automata, and
Markov automata.
Davide Sangiorgi. “A Theory of Bisimulation for the pi-Calculus”.
Citation: The paper “A Theory of Bisimulation for the pi-Calculus”, published by Davide
Sangiorgi at CONCUR 1993, receives one award for introducing the notion of open
bisimilarity, which, unlike early and late bisimilarity, is a congruence for the pi-calculus.
Open bisimilarity makes it possible to view most names as uninstantiated variables,
and this allows for the development of efficient tools based on a kind of symbolic statespace exploration. Open bisimilarity and tools based on it have, for instance, played an
important role in research on cryptographic protocols modelled using extensions of the
pi-calculus. For a recent example, Horne has used open bisimilarity as the appropriate
way to model the capabilities of an attacker trying to get confidential information, with a
real-world application to finding and fixing a privacy flaw in e-passports presented by
Filimonov et al. at ESORICS 2019.
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Concluding Remarks

Interviews with the award recipients, which give some information on the historical context
that led them to develop their award-winning work and on their research philosophy, may be
found in four blog posts that are accessible from https://processalgebra.blogspot.com/,
and are collected under one roof in a contribution to the June 2020 issue of the Bulletin of
the EATCS [1].
We hope that researchers in Concurrency Theory will read or re-read the award-winning
papers and the others that were presented at the early editions of the CONCUR conference,
which are a veritable treasure trove of information about our field’s intellectual heritage and
of inspiration for future work.
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1

Introduction

This is a contribution to classic untimed non-probabilistic process algebra, modelling systems
that move from state to state by performing discrete, uninterpreted actions. A system is
modelled as a process-algebraic expression, whose standard semantics is a state in a labelled
transition system (LTS). An LTS consists of a set of states, with action-labelled transitions
between them. The execution of an action is assumed to be instantaneous, so when any time
elapses the system must be in one of its states. With “untimed” I mean that I will refrain
from quantifying the passage of time; however, whether a system can pause in some state or
not will be part of my model.
Following [29], I consider reactive systems that interact with their environments through
the synchronous execution of visible actions a, b, c, ... taken from an alphabet A. At any
time, the environment allows a set of actions X ⊆ A, while blocking all other actions. At
discrete moments the environment can change the set of actions it allows. In a metaphor
from [29], the environment of a system can be seen as a user interacting with it. This user has
a button for each action a ∈ A, on which it can exercise pressure. When the user exercises
pressure and the system is in a state where it can perform action a, the action occurs. For the
system this involves taking an a-labelled transition to a following state; for the environment
it entails the button going down, thus making the action occurrence observable. This can
trigger the user to alter the set of buttons on which it exercises pressure.
The current paper considers two special actions that can occur as transition labels: the
traditional hidden action τ [29], modelling the occurrence of an instantaneous action from
which we abstract, and the time-out action t, modelling the end of a time-consuming activity
from which we abstract. The latter was introduced in [16] and constitutes the main novelty
of the present paper with respect to [29] and forty years of process algebra. Both special
actions are unobservable, in the sense that their occurrence cannot trigger any state-change
in the environment. Conversely, the environment cannot cause or block their occurrence.
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Following [16], I model the passage of time in the following way. When a system arrives
in a state P , and at that time X is the set of actions allowed by the environment, there are
two possibilities. If P has an outgoing transition P −α
→ Q with α ∈ X ∪ {τ }, the system
immediately takes one of the outgoing transitions P −α
→ Q with α ∈ X ∪ {τ }, without
spending any time in state P . The choice between these actions is entirely nondeterministic.
b
The system cannot immediately take a transition −→
with b ∈ A\X, because the action b is
t
blocked by the environment. Neither can it immediately take a transition P −→
Q, because
such transitions model the end of an activity with a finite but positive duration that started
when reaching state P .
In case P has no outgoing transition P −α
→ Q with α ∈ X ∪ {τ }, the system idles in state
P for a positive amount of time. This idling can end in two possible ways. Either one of
t
the time-out transitions P −→
Q occurs, or the environment spontaneously changes the set
a
of actions it allows into a different set Y with the property that P −→
Q for some a ∈ Y .
a
In the latter case a transition P −→
Q occurs, with a ∈ Y . The choice between the various
ways to end a period of idling is entirely nondeterministic. It is possible to stay forever in
t
state P only if there are no outgoing time-out transitions P −→
Q.
The addition of time-outs enhances the expressive power of LTSs and process algebras.
The process a.P + t.b.Q, for instance, models a choice between a.P and b.Q where the former
has priority. In an environment where a is allowed it will always choose a.P and never
b.Q; but in an environment that blocks a the process will, after some delay, proceed with
b.Q. Such a priority mechanism cannot be modelled in standard process algebras without
time-outs, such as CCS [29], CSP [4, 24] and ACP [1, 8]. Additionally, mutual exclusion
cannot be correctly modelled in any of these standard process algebras [17], but adding
time-outs makes it possible – see Section 11 for a more precise statement.
In [16] I characterised the coarsest reasonable semantic equivalence on LTSs with timeouts – the one induced by may testing, as proposed by De Nicola & Hennessy [6]. In the
absence of time-outs, may testing yields weak trace equivalence, where two processes are
defined equivalent iff they have the same weak traces: sequence of actions the system can
perform, while eliding hidden actions. In the presence of time-outs weak trace equivalence
fails to be a congruence for common process algebraic operators, and may testing yields its
congruence closure, characterised in [16] as (rooted) failure trace equivalence.
The present paper aims to characterise one of the finest reasonable semantic equivalences
on LTSs with time-outs – the counterpart of strong bisimilarity for LTSs without time-outs.
Naturally, strong bisimilarity can be applied verbatim to LTSs with time-outs – and has been in
[16] – by treating t exactly like any visible action. Here, however, I aim to take into account the
essence of time-outs, and propose an equivalence that satisfies some natural laws discussed in
[16], such as τ.P + t.Q = τ.P and a.P + t.(Q + τ.R + a.S) = a.P + t.(Q + τ.R). To motivate
t
the last law, note that the time-out transition a.P + t.(Q + τ.R + a.S) −→
Q + τ.R + a.S
can occur only in an environment that blocks the action a, for otherwise a would have taken
place before the time-out went off. The occurrence of this transition is not observable by the
environment, so right afterwards the state of the environment is unchanged, and the action a
is still blocked. Therefore, the process Q + τ.R + a.S will, without further ado, proceed with
the τ -transition to R, or any action from Q, just as if the a.S summand were not present.
Standard process algebras and LTSs without time-outs can model systems whose behaviour
is triggered by input signals from the environment in which they operate. This is why they
are called “reactive systems”. By means of time-outs one can additionally model systems
whose behaviour is triggered by the absence of input signals from the environment, during
a sufficiently long period. This creates a greater symmetry between a system and its
environment, as it has always been understood that the environment or user of a system can
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change its behaviour as a result of sustained inactivity of the system it is interacting with.
Hence one could say that process algebras and LTSs enriched with time-outs form a more
faithful model of reactivity. It is for this reason that I use the name reactive bisimilarity for
the appropriate form of bisimilarity on systems modelled in this fashion.
Section 2 introduces strong reactive bisimilarity as the proper counterpart of strong
bisimilarity in the presence of time-out transitions. Naturally, it coincides with strong
bisimilarity when there are no time-out transitions. Section 3 derives a modal characterisation;
a reactive variant of the Hennessy-Milner logic. Section 4 offers an alternative characterisation
of strong reactive bisimilarity that will be more convenient in proofs, although it is lacks the
intuitive appeal to be used as the initial definition.
Section 5 recalls the process algebra CCSP, a common mix of CCS and CSP, and adds
the time-out action, as well as two auxiliary operators that will be used in the forthcoming
axiomatisation. Section 6 states that in this process algebra one can express all countably
branching transition systems, and only those, or all and only the finitely branching ones
when restricting to guarded recursion.
Section 7 recalls the concept of a congruence, focusing on the congruence property for
the recursion operator, which is commonly the hardest to establish. It then shows that the
simple initials equivalence, as well as Milner’s strong bisimilarity, are congruences. Due to
the presence of negative premises in the operational rules for the auxiliary operators, these
proofs are not entirely trivial. Using these results as a stepping stone, Section 8 shows that
strong reactive bisimilarity is a congruence for my extension of CCSP. Here the congruence
property for one of the auxiliary operators with negative premises is needed in establishing
the result for the common CCSP operators, such as parallel composition.
Section 9 shows that guarded recursive specifications have unique solutions up to strong
reactive bisimilarity. Using this, Section 10 provides a sound and complete axiomatisation
for processes with guarded recursion. My completeness proof combines three innovations in
establishing completeness of process algebraic axiomatisations. First of all, following [19], it
applies to all processes in a Turing powerful language like guarded CCSP, rather than the
more common fragment merely employing finite sets of recursion equations featuring only
choice and action prefixing. Secondly, instead of the classic technique of merging guarded
recursive equations [27, 28, 35, 9, 26], which in essence proves two bisimilar systems P and Q
equivalent by equating both to an intermediate variant that is essentially a product of P and
Q, I employ the novel method of canonical solutions [25], which equates both P and Q to a
canonical representative within the bisimulation equivalence class of P and Q – one that has
only one reachable state for each bisimulation equivalence class of states of P and Q. In fact
I tried so hard, and in vain, to apply the traditional technique of merging guarded recursive
equations, that I came to believe that it fundamentally does not work for this axiomatisation.
The third innovation is the use of the axiom of choice [36] in defining the transition relation
on my canonical representative, in order to keep this process finitely branching.
Section 11 describes a worthwhile gain in expressiveness caused by the addition of
time-outs, and presents an agenda for future work.
Due to lack of space, all proofs have been deleted. However, some appear in the appendix
– their theorems are marked @ – and all can be found in the accompanying technical report.
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2

Reactive bisimilarity

P
P

P

A labelled transition system (LTS) is a triple ( , Act, →) with a set (of states or processes),
Act a set (of actions) and → ∈ × Act × . In this paper I consider LTSs with Act :=
A ] {τ, t}, where A is a set of visible actions, τ is the hidden action, and t the time-out
action. The set of initial actions of a process P ∈ is I(P ) := {α ∈ A ∪ {τ } | P −α
→}. Here
P −α
→ means that there is a Q with P −α
→ Q.

P

P

P

P

I Definition 1. A strong reactive bisimulation is a symmetric relation R ⊆ ( × P(A) × )
∪ ( × ) (meaning that (P, X, Q) ∈ R ⇔ (Q, X, P ) ∈ R and (P, Q) ∈ R ⇔ (Q, P ) ∈ R),
such that,
τ
τ
if (P, Q) ∈ R and P −→
P 0 , then there exists a Q0 such that Q −→
Q0 and (P 0 , Q0 ) ∈ R,
if (P, Q) ∈ R then (P, X, Q) ∈ R for all X ⊆ A,
and for all (P, X, Q) ∈ R,
a
a
if P −→
P 0 with a ∈ X, then there exists a Q0 such that Q −→
Q0 and (P 0 , Q0 ) ∈ R,
τ
τ
0
0
0
0
if P −→ P , then there exists a Q such that Q −→ Q and (P , X, Q0 ) ∈ R,
if I(P ) ∩ (X ∪ {τ }) = ∅, then (P, Q) ∈ R, and
t
t
if I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 , then ∃Q0 such that Q −→
Q0 and (P 0 , X, Q0 ) ∈ R.
X
↔
Processes P, Q ∈ are strongly X-bisimilar, denoted P r Q, if (P, X, Q) ∈ R for some
strong reactive bisimulation R. They are strongly reactive bisimilar, denoted P ↔r Q, if
(P, Q) ∈ R for some strong reactive bisimulation R.

P P

P

Intuitively, (P, X, Q) ∈ R says that processes P and Q behave the same way, as witnessed
by the relation R, when placed in the environment X – meaning any environment that
allows exactly the actions in X to occur – whereas (P, Q) ∈ R says they behave the same
way in an environment that has just been triggered to change. An environment can be
thought of as an unknown process placed in parallel with P and Q, using the operator kA ,
enforcing synchronisation on all visible actions. The environment X can be seen as a process
P
i∈I ai .Ri + t.R where {ai | i ∈ I} = X. A triggered environment, on the other hand, can
execute a sequence of instantaneous hidden actions before stabilising as an environment Y , for
Y ⊆ A. During this execution, actions can be blocked and allowed in rapid succession. Since
the environment is unknown, the bisimulation should be robust under any such environment.
The first clause for (P, X, Q) ∈ R is like the common transfer property of strong
bisimilarity [29]: a visible a-transition of P can be matched by one of Q, such that the
resulting processes P 0 and Q0 are related again. However, I require it only for actions a ∈ X,
because actions b ∈ A\X cannot happen at all in the environment X, and thus need not be
matched by Q. Since the occurrence of a is observable by the environment, this can trigger
the environment to change the set of actions it allows, so P 0 and Q0 ought to be related in a
triggered environment.
The second clause is the transfer property for τ -transitions. Since these are not observable
by the environment, they cannot trigger a change in the set of actions allowed by it, so the
resulting processes P 0 and Q0 should be related only in the same environment X.
The first clause for (P, Q) ∈ R expresses the transfer property for τ -transitions in
a triggered environment. Here it may happen that the τ -transition occurs before the
environment stabilises, and hence P 0 and Q0 will still be related in a triggered environment.
A similar transfer property for a-transitions is already implied by the next two clauses.
The second clause allows a triggered environment to stabilise into any environment X.
The first two clauses for (P, X, Q) ∈ R imply that if (P, X, Q) ∈ R then I(P )∩(X ∪{τ }) =
I(Q) ∩ (X ∪ {τ }). So P ↔r Q implies I(P ) = I(Q). The condition I(P ) ∩ (X ∪ {τ }) = ∅ is
necessary and sufficient for the system to remain a positive amount of time in state P when
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X is the set of allowed actions. The next clause says that during this time the environment
may be triggered to change the set of actions it allows by an event outside our model, that is,
by a time-out in the environment. So P and Q should be related in a triggered environment.
The last clause says that also a t-transition of P should be matched by one of Q.
Naturally, the t-transition of P can be taken only when the system is idling in P , i.e., when
I(P ) ∩ (X ∪ {τ }) = ∅. The resulting processes P 0 and Q0 should be related again, but only
in the same environment allowing X.
I Proposition 2 (@). ↔r and ↔X
r for X ⊆ A are equivalence relations.
Note that the union of arbitrarily many strong reactive bisimulations is itself a strong reactive
bisimulation. Consequently, the family of relations ↔r , ↔X
r for X ⊆ A can be seen as a
strong reactive bisimulation.
To get a firm grasp on strong reactive bisimilarity, the reader is invited to check the two
laws mentioned in the introduction, and then to construct a strong reactive bisimulation
between the two systems depicted on Page 14.

2.1

A more general form of reactive bisimulation

The following notion of a generalised strong reactive bisimulation (gsrb) generalises that of a
strong reactive bisimulation; yet it induces the same concept of strong reactive bisimilarity.
This makes the relation convenient to use for further analysis. I did not introduce it as the
original definition, because it lacks a strong motivation.

P

P

P P

I Definition 3. A gsrb is a symmetric relation R ⊆ ( × P(A) × ) ∪ ( × ) such that,
for all (P, Q) ∈ R,
if P −α→ P 0 with a ∈ A ∪ {τ }, then there exists a Q0 such that Q −α→ Q0 and (P 0 , Q0 ) ∈ R,
t
t
if I(P ) ∩ (X ∪ {τ }) = ∅ with X ⊆ A and P −→
P 0 , then there exists a Q0 with Q −→
Q0
and (P 0 , X, Q0 ) ∈ R,
and for all (P, Y, Q) ∈ R,
a
a
if P −→
P 0 with either a ∈ Y or I(P ) ∩ (Y ∪ {τ }) = ∅, then there exists a Q0 with Q −→
Q0
0
0
and (P , Q ) ∈ R,
τ
τ
if P −→
P 0 , then there exists a Q0 such that Q −→
Q0 and (P 0 , Y, Q0 ) ∈ R,
t
t
0
if I(P ) ∩ (X ∪ Y ∪ {τ }) = ∅ with X ⊆ A and P −→ P then there exists a Q0 with Q −→
Q0
0
0
and (P , X, Q ) ∈ R.
I Proposition 4 (@). P ↔r Q iff there exists a gsrb R with (P, Q) ∈ R.
Likewise, P ↔X
r Q iff there exists a gsrb R with (P, X, Q) ∈ R.
Unlike Definition 1, a gsrb needs the triples (P, X, Q) only after encountering a t-transition;
two systems without t-transitions can be related without using these triples at all.

3

A modal characterisation of strong reactive bisimilarity

The Hennessy-Milner logic [23] expresses properties on the behaviour of processes in an LTS.

O

I Definition 5. The class
of infinitary HML formulas is defined as follows, where I
ranges over all index sets and α over A ∪ {τ }:
^
ϕ ::=
ϕi | ¬ϕ | hαiϕ
i∈I

> abbreviates the empty conjunction, and ϕ1 ∧ ϕ2 stands for

V

i∈{1,2}

ϕi .
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P |= ϕ denotes that process P satisfies formula ϕ. The first two operators represent standard
Boolean operators. By definition, P |= hαiϕ iff P −α
→ P 0 for some P 0 with P 0 |= ϕ.
A famous result stemming from [23] states that
P ↔ Q ⇔ ∀ϕ ∈

O. (P |= ϕ ⇔ Q |= ϕ)

where ↔ denotes strong bisimilarity [29, 23], formally defined in Section 7. It states that
the Hennessy-Milner logic yields a modal characterisation of strong bisimilarity. I will now
adapt this into a modal characterisation of strong reactive bisimilarity.
To this end I extend the Hennessy-Milner logic with a new modality hXi, for X ⊆ A,
and auxiliary satisfaction relations |=X ⊆ ×
for each X ⊆ A. The formula P |= hXiϕ
says that in an environment X, allowing exactly the actions in X, process P can perform
a time-out transition to a process that satisfies ϕ. P |=X ϕ says that if P satisfies ϕ when
placed in environment X. The relations |= and |=X are the smallest ones satisfying:

P O

P
P
P
P
P
P
P
P
P

V
|= i∈I ϕi
|= ¬ϕ
|= hαiϕ with α ∈ A ∪ {τ }
|= hXiϕ with X ⊆ A
V
|=X i∈I ϕi
|=X ¬ϕ
|=X haiϕ with a ∈ A
|=X hτ iϕ
|=X ϕ

if
if
if
if

∀i ∈ I. P |= ϕi
P 6|= ϕ
∃P 0 . P −α
→ P 0 ∧ P 0 |= ϕ
t
I(P ) ∩ (X ∪ {τ }) = ∅ ∧ ∃P 0 . P −→
P 0 ∧ P 0 |=X ϕ

if
if
if
if
if

∀i ∈ I. P |=X ϕi
P 6|=X ϕ
a
a ∈ X ∧ ∃P 0 . P −→
P 0 ∧ P 0 |= ϕ
τ
∃P 0 . P −→
P 0 ∧ P 0 |=X ϕ
I(P ) ∩ (X ∪ {τ }) = ∅ ∧ P |= ϕ

Note that a formula haiϕ is less often true under |=X then under |=, due to the side condition
a ∈ X. This reflects the fact that a cannot happen in an environment that blocks it. The last
clause in the above definition reflects the fifth clause of Definition 1. If I(P ) ∩ (X ∪ {τ }) = ∅,
then process P , operating in environment X, idles for a while, during which the environment
can change. This ends the blocking of actions a ∈
/ X and makes any formula valid under |=
also valid under |=X .
I Example 6. Both systems depicted on Page 14 satisfy h{a, b}ihτ ihbi> ∧ h{a, b}ihτ i¬hbi> ∧
h{b}ihai> ∧ h{b}i¬hai> and neither satisfies h{a, b}i(hai ∧ hτ ihbi) or h{b}i(hai ∧ hτ ihbi).

P

I Theorem 7 (@). Let P, Q ∈ and X ⊆ A. Then P ↔r Q ⇔ ∀ϕ ∈
and P ↔X
. (P |=X ϕ ⇔ Q |=X ϕ).
r Q ⇔ ∀ϕ ∈

O

4

O. (P |= ϕ ⇔ Q |= ϕ)

Time-out bisimulations

I will now present a characterisation of strong reactive bisimilarity in terms of a binary
relation B on processes – a strong time-out bisimulation – not parametrised by the set of
allowed actions X. To this end I need a family of unary operators θX on processes, for
X ⊆ A. These environment operators place a process in an environment that allows exactly
the actions in X to occur. They are defined by the following structural operational rules.
τ
x −→
y

a
x −→
y

τ
θX (x) −→
θX (y)

a
θX (x) −→
y

(a ∈ X)

x −α
→y

β
x−6→
for all β ∈ X ∪ {τ }

θX (x) −α
→y

(α ∈ A∪{t})
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The operator θX modifies its argument by inhibiting all initial transitions (here including also
those that occur after a τ -transition) that cannot occur in the specified environment. When
an observable transition does occur, the environment may be triggered to change, and the
β
inhibiting effect of the θX -operator comes to an end. The premises x−6→
for all β ∈ X ∪ {τ }
in the third rule guarantee that the process x will idle for a positive amount of time in its
current state. During this time, the environment may be triggered to change, and again the
inhibiting effect of the θX -operator comes to an end.
Below I assume that is closed under θ, that is, if P ∈ and X ⊆ A then θX (P ) ∈ .

P

P

P P

P

I Definition 8. A strong time-out bisimulation is a symmetric relation B ⊆ × , such
that, for P B Q,
if P −α→ P 0 with α ∈ A ∪ {τ }, then ∃Q0 such that Q −α→ Q0 and P 0 B Q0 ,
t
t
if I(P )∩(X ∪{τ }) = ∅ and P −→
P 0 , then ∃Q0 such that Q −→
Q0 and θX (P 0 ) B θX (Q0 ).
I Proposition 9 (@). P ↔r Q iff there exists a strong time-out bisimulation B with P B Q.
Note that the union of arbitrarily many strong time-out bisimulations is itself a strong
time-out bisimulation. Consequently, the relation ↔r is a strong time-out bisimulation.

5

The process algebra CCSPθt

Let A be a set of visible actions and Var an infinite set of variables. The syntax of CCSPθt is
given by
E ::= 0

| α.E | E+E | EkS E | τI (E) | R(E) | θLU (E) | ψX (E) | x | /\x|S\/ (with x∈VS )

with α ∈ Act := A ] {τ, t}, S, I, U, L, X ⊆ A, L ⊆ U , R ⊆ A × A, x ∈ Var and S a recursive
specification: a set of equations {y = Sy | y ∈ VS } with VS ⊆ Var (the bound variables of S)
and each Sy a CCSPθt expression. I require that all sets {b | (a, b) ∈ R} are finite.
U
The fragment of CCSPθt without θL
and ψX is called CCSPt . Omitting t._ yields CCSP.
The constant 0 represents a process that is unable to perform any action. The process
α.E first performs the action α and then proceeds as E. The process E + F behaves as
either E or F . kS is a partially synchronous parallel composition operator; actions a ∈ S
must synchronise – they can occur only when both arguments are ready to perform them –
whereas actions α ∈
/ S from both arguments are interleaved. τI is an abstraction operator;
it conceals the actions in I by renaming them into the hidden action τ . The operator R is
a relational renaming: it renames a given action a ∈ A into a choice between all actions b
U
with (a, b) ∈ R. The environment operators θL
and ψX are new in this paper and explained
/
\
below. Finally, \x|S/ represents the x-component of a solution of the system of recursive
equations S.
The language CCSP is a common mix of the process algebras CCS [29] and CSP [4, 24].
It first appeared in [30], where it was named following a suggestion by M. Nielsen. The
family of parallel composition operators kS stems from [31], and incorporates the two CSP
parallel composition operators from [4]. The relation renaming operators R(_) stem from
[34]; they combine both the (functional) renaming operators that are common to CCS and
CSP, and the inverse image operators of CSP. The choice operator + stems from CCS, and
the abstraction operator from CSP, while the inaction constant 0, action prefixing operators
a._ for a ∈ A, and the recursion construct are common to CCS and CSP. The time-out
prefixing operator t._ was added by me in [16]. The syntactic form of inaction 0, action
prefixing α.E and choice E + F follows CCS, whereas the syntax of abstraction τI (_) and
recursion /\x|S\/ follows ACP [1, 8].
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Table 1 Structural operational interleaving semantics of CCSPθt .

α.x −→ x
x −α
→ x0
x kS y −α
→ x0 k S y
x −α
→ x0
τI (x) −α
→ τI (x0 )

!

x −α
→ x0

y −α
→ y0

x −α
→ x0

x + y −α
→ x0

x + y −α
→ y0

β
R(x) −→
R(x0 )

α

(α ∈
/ S)

a
x −→
x0

a
x kS y −→
x0 k S y 0

(α 6∈ I)

a
x −→
x0
τ
τI (x) −→
τI (x0 )

τ
x −→
y

a
x −→
y

τ
U (x) −→
U (y)
θL
θL

a
U (x) −→
θL
y

x −α
→y
ψX (x) −α
→y

a
y −→
y0

(a ∈ U )

(α ∈ A ∪ {τ })

(a ∈ S)

y −α
→ y0
x kS y −α
→ x kS y 0

(a ∈ I)

x −α
→y

(α 6∈ S)

Sx |S\/ −α
→y

/
\

x|S\/ −α
→y

/
\

β
x−6→
for all β ∈ L∪{τ }
U (x) −α
θL
→y

t
x −→
y

α=β=τ
∨ α=β=t
∨ (α,β)∈R

(α∈A ∪{t})

β
x−6→
for all β ∈ X ∪ {τ }
t
ψX (x) −→
θX (y)

An occurrence of a variable x in a CCSPθt expression E is bound iff it occurs in a
subexpression /\y|S\/ of E with x ∈ VS ; otherwise it is free. Here each Sy for y ∈ VS counts
U
as a subexpression of /\x|S\/. An expression E is invalid if it has a subexpression θL
(F ) or
ψX (F ) such that a variable occurrence in F is free in F but bound in E. Let be the set of
valid CCSPθt expressions. Furthermore, ⊆ is the set of closed valid CCSPθt expressions,
or processes; those in which every variable occurrence is bound.

E

P E

E

A substitution is a partial function ρ : Var * . The application E[ρ] of a substitution
ρ to an expression E ∈ is the result of simultaneous replacement, for all x ∈ dom(ρ), of
each free occurrence of x in E by the expression ρ(x), while renaming bound variables in E
if necessary to present name clashes.

E

P

P
E

The semantics of CCSPθt is given by the labelled transition relation → ⊆ × Act × ,
where the transitions P −α
→ Q are derived from the rules of Table 1. Here /\E|S\/ for E ∈
and S a recursive specification denotes the result of substituting /\y|S\/ for y in E, for all
y ∈ VS . Even though negative premises occur in Table 1, the meaning of this transition
system specification is well-defined, for instance by the method of stratification [21, 13]. This
is explained in the appendix (@).
U
The auxiliary operators θL
and ψX are added here to facilitate complete axiomatisation,
X
similar to the left merge and communication merge of ACP [1, 8]. The operator θX
is the
same as what was called θX in Section 4. It inhibits those transitions of its argument that
are blocked in the environment X, allowing only the actions from X ⊆ A. It stops inhibiting
as soon as the system performs a visible action or takes a break, as this may trigger a change
U
in the environment. The operator θL
preserves those transitions that are allowed in some
environment X with L ⊆ X ⊆ U . The letters L and U stand for lower and upperbound.
The operator ψX places a process in the environment X when a time-out transition occurs;
β
it is inert if any other transition occurs. If P −→
for β ∈ A ∪ {τ }, then a time-out transition
t
t
P −→ Q cannot occur in an environment that allows β. Thus the transition P −→
Q survives
only when considering an environments that blocks β, meaning β ∈
/ X ∪ {τ }. Taking the
β
contrapositive, β ∈ X ∪ {τ } implies P −6→.

The operator θ∅U features in the forthcoming law (L3), which is a convenient addition to
X
my axiomatisation, although only ψX and θX (= θX
) are necessary for completeness.
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Guarded recursion and finitely branching processes

In many process algebraic treatments, only guarded recursive specifications are allowed.
I Definition 10. An occurrence of a variable x in an expression E is guarded if x occurs in
a subexpression α.F of E, with α ∈ Act. An expression E is guarded if all free occurrences of
variables in E are guarded. A recursive specification S is manifestly guarded if all expressions
Sy for y ∈ VS are guarded. It is guarded if it can be converted into a manifestly guarded
recursive specification by repeated substitution of expressions Sy for variables y ∈ VS occurring
in the expressions Sz for z ∈ VS . Let guarded CCSPθt be the fragment of CCSPθt allowing
only guarded recursion.
I Definition 11. The set of processes reachable from a process P is inductively defined by
(i) P is reachable from P , and
(ii) if Q is reachable from P and Q −α→ R for some α ∈ Act then R is reachable from P .
A process P is finitely branching if for all Q ∈
reachable from P there are only finitely
many processes R such that Q −α→ R for some α ∈ Act. Likewise, P is countably branching
if there are countably many.

P

I Proposition 12 (@). Each CCSPθt process is countably branching.
I Proposition 13 (@). Each CCSPθt process with guarded recursion is finitely branching.
I Proposition 14 ([11], @). Each finitely branching processes in an LTS can be denoted by
a CCSPt expression with guarded recursion, only using the operations 0, α._ and +.
I Proposition 15 ([11], @). Each countably branching processes in an LTS can be denoted
by a CCSPt expression. Again I only need the CCSPt operations 0, α._ , + and recursion.

7

Congruence

Given an arbitrary process algebra with a collection of operators f , each with an arity n,
and a recursion construct /\x|S\/ as in Section 5, let
and
be the sets of [closed] valid
expressions, and let a substitution instance E[ρ] ∈ for E ∈ and ρ : Var * be defined
as in Section 5. Any semantic equivalence ∼ ⊆ × extends to ∼ ⊆ × by defining
E ∼ F iff E[ρ] ∼ F [ρ] for each closed substitution ρ : Var → . It extends to substitutions
ρ, ν : Var * by ρ ∼ ν iff ρ(x) ∼ ν(x) for each x ∈ dom(ρ).

P
E
P P

E

E
E

P

E
E E

I Definition 16 ([14]). A semantic equivalence ∼ is a lean congruence if E[ρ] ∼ E[ν] for
any expression E ∈ and any substitutions ρ and ν with ρ ∼ ν. It is a full congruence if

E

Pi ∼ Qi for all i = 1, ..., n ⇒ f (P1 , ..., Pn ) ∼ f (Q1 , ..., Qn )
Sy ∼

Sy0

for all y ∈ VS

⇒

0\

x|S ∼ x|S /

/
\

\
/

/
\

for all functions f of arity n, processes Pi , Qi ∈
x ∈ VS = VS 0 and /\x|S\/, /\x|S 0\/ ∈ .

P

(1)
(2)

P, and recursive specifications S, S 0 with

Clearly, each full congruence is also a lean congruence, and each lean congruence satisfies (1)
above. Both implications are strict, as illustrated in [14].
A main result of the present paper will be that strong reactive bisimilarity is a full
congruence for the process algebra CCSPθt . To achieve it I need to establish first that strong
bisimilarity [29], ↔, and initials equivalence [12, Section 16], =I , are full congruences.
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I Definition 17. CCSPθt processes P and Q are initials equivalent, P =I Q, if I(P ) = I(Q).
I Theorem 18. Initials equivalence is a full congruence for CCSPθt .
I Definition 19. A strong bisimulation is a symmetric relation B, such that, when P B Q,
if P −α→ P 0 with α ∈ Act then Q −α→ Q0 for some Q0 with P 0 B Q0 .
Two processes P, Q ∈ are strongly bisimilar, P ↔ Q, if P R Q for a strong bisimulation B.

P

Contrary to reactive bisimilarity, strong bisimilarity treats the time-out action t, as well as
the hidden action τ , just like any visible action. In the absence of time-out actions, there is no
difference between a strong bisimulation and a time-out bisimulation, so ↔r and ↔ coincide.
In general, strong bisimulation is a finer equivalence relation: P ↔ Q ⇒ P ↔r Q ⇒ P =I Q,
and both implications are strict.
I Theorem 20 (@). Strong bisimilarity is a full congruence for CCSPθt .

Strong reactive bisimilarity is a full congruence for CCSPθt

8

The proofs showing that ↔r is a full congruence for CCSPθt follow the lines of Milner [29],
but are more complicated due to the nature of reactive bisimilarity. A crucial tool is Milner’s
U
notion of bisimilarity up-to. Even if we would not be interested in the operators θL
and
X
ψX , the proof needs to take the operator θX (= θX ) along in order to deal with the other
operators. This is a consequence of the occurrence of θX in Definition 8.

P P

I Definition 21. Given a relation ∼ ⊆ × , a strong time-out bisimulation up to ∼ is a
symmetric relation B ⊆ × , such that, for P B Q,
if P −α→ P 0 with α ∈ A ∪ {τ }, then ∃Q0 such that Q −α→ Q0 and P 0 ∼B∼ Q0 ,
t
t
if I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 , then ∃Q0 with Q −→
Q0 and θX (P 0 ) ∼B∼ θX (Q0 ).
Here ∼B∼:= {(R, T ) | ∃R0 , T 0 . R ∼ R0 B T 0 ∼ T }.

P P

I Proposition 22. If P B Q for a strong time-out bisimulation B up to ↔ , then P ↔r Q.
I Theorem 23. Strong reactive bisimilarity is a lean congruence for CCSPθt . In other words,
if ρ, ν : Var * are substitutions with ρ ↔r ν, then E[ρ] ↔r E[ν] for any expression E ∈ .

E

E

I Proposition 24. If P B Q for a strong time-out bisimulation B up to ↔r , then P ↔r Q.
I Theorem 25. Strong reactive bisimilarity is a full congruence for CCSPθt .

9

The Recursive Specification Principle

E

~ ∈ W . It has a
For W ⊆ Var a set of variables, a W -tuple of expressions is a function E
~
component E(x)
for each variable x ∈ W . Note that a W -tuple of expressions is nothing else
than a substitution. Let idW be the identity function, given by idW (x) = x for all x ∈ W . If
~ ∈ W then G[E]
~ denotes the result of simultaneous substitution of E(x)
~
G ∈ and E
for x
V
W
V
~
~
~
~
in G, for all x ∈ W . Likewise, if G ∈
and E ∈
then G[E] ∈
denotes the V -tuple
~ for y ∈ V . Henceforth, I regard a recursive specification S as a
with components G(y)[E]
~ ∈ W and S ∈ V , then /\E|S
~ \/ ∈ W
VS -tuple with components S(y) = Sy for y ∈ VS . If E
W
\
~
is the W -tuple with components /\E(x)|S
for x ∈ W .
/ ∈
VS
~
~ ↔r S[E]
~ states
For S a recursive specification and E ∈
a VS -tuple of expressions, E
/
\
~ is a solution of S, up to strong reactive bisimilarity. The tuple \idV |S/ ∈ VS is
that E
S
called the default solution.

E

E

E

E

E
E

E

E

E

E

E

R. van Glabbeek

6:11

Table 2 A complete axiomatisation of strong bisimilarity on guarded CCSPt .

x + (y + z) = (x + y) + z
τI (x + y) =
x+y = y+x
τI (α.x) =
x+x = x
τI (α.x) =
/
\
x+0 = 0
\x|S / =
X
X
If P =
αi .Pi and Q =
βj .Qj then
i∈I

τI (x) + τI (y)
α.τI (x)
if α ∈
/I
τ.τI (x)
if α ∈ I
/
\
\Sx |S /

R(x + y)
R(τ.x)
R(t.x)
R(a.x)

=
=
=
=

R(x) + R(y)
τ.R(x)
t.R(x)
X
b.R(x)

{b|(a,b)∈R}

j∈J

X

P kS Q =

i∈I, αi ∈S
/

(αi .Pi kS Q) +

X

(P kS βj .Qj ) +

X

αi .(Pi kS Qj )

i∈I, j∈J, αi =βj ∈S

j∈J, βj ∈S
/

S ⇒ x = /\x|S\/

Recursive Specification Principle (RSP)

(S guarded)

In [1, 8] two requirements occur for process algebras with recursion. The recursive
definition principle (RDP) says that each recursive specification must have a solution, and
the recursive specification principle (RSP) says that guarded recursive specifications have
at most one solution. When dealing with process algebras where the meaning of a closed
expression is a semantic equivalence class of processes, these principles become requirements
on the semantic equivalence employed.
I Proposition 26. Let S be a guarded recursive specification, and x ∈ VS .
Then /\x|S\/ ↔r /\Sx |S\/.
Proposition 26 says that the recursive definition principle holds for strong reactive bisimulation
semantics. The “default solution” of a recursive specification is in fact a solution. Note
that the conclusion of Proposition 26 can be restated as /\idVS |S\/ ↔r /\S|S\/, and that
S[/\idVS |S\/] = /\S|S\/.
The following theorem establishes the recursive specification principle for strong reactive
bisimulation semantics.
~ ↔r S[E]
~ and F~ ↔r S[F~ ]
I Theorem 27. Let S be a guarded recursive specification. If E
VS
~
~
~
~
with E, F ∈
, then E ↔r F .

E

10

A complete axiomatisation for processes with guarded recursion

The well-known axioms of Table 2 are sound for strong bisimilarity, meaning that writing
↔ for =, and substituting arbitrary expressions for the free variables x, y, z, or the metavariables Pi and Qj , turns them into true statements. In these axioms α, β range over Act
and a, b over A. All axioms involving variables are equations. The axiom involving P and Q
is a template that stands for a family of equations, one for each fitting choice of P and Q.
This is the CCSPt version of the expansion law from [29]. The axiom /\x|S\/ = /\Sx |S\/ says
that recursively defined processes /\x|S\/ satisfy their set of defining equations S. As discussed
in the previous section, this entails that each recursive specification has a solution. The
axiom RSP [1, 8] is a conditional equation, with as antecedents the equations of a guarded
recursive specification S. It says that the x-component of any solution of S – a vector of
processes substituted for the variables VS – equals /\x|S\/. In other words, each solution of
S equals the default solution. This is a compact way of saying that solutions of guarded
recursive specifications are unique.

P

I Theorem 28. For CCSPt processes P, Q ∈
with guarded recursion, one has P ↔ Q,
that is, P and Q are strongly bisimilar, iff P = Q is derivable from the axioms of Table 2.
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Table 3 A complete axiomatisation of strong bisimilarity on guarded CCSPθt .
U
θL
(

P

i∈I

αi .xi ) =

P

i∈I

(αi ∈
/ L ∪ {τ } for all i ∈ I)

αi .xi

U
U
θL
(x + α.y + β.z) = θL
(x + α.y)

(α ∈ L ∪ {τ } ∧ β ∈
/ U ∪ {τ })

U
U
U
θL
(x + α.y + β.z) = θL
(x + α.y) + θL
(β.z)

(α ∈ L ∪ {τ } ∧ β ∈ U ∪ {τ })

U
θL
(β.x) = β.x
U
U
θL (τ.x) = τ.θL
(x)

(β 6= τ )

ψX (x + α.z) = ψX (x) + α.z

(α ∈
/ X ∪ {τ, t})

ψX (x + α.y + t.z) = ψX (x + α.y)

(α ∈ X ∪ {τ })

ψX (x + α.y + β.z) = ψX (x + α.y) + β.z

(α, β ∈ X ∪ {τ })

ψX (α.x) = α.x
P
P
ψX ( j∈I t.yi ) = j∈I t.θX (yj )

(α 6= t)

In this theorem, “if”, the soundness of the axiomatisation of Table 2, is an immediate
consequence of the soundness of the individual axioms. “Only if” states the completeness of
the axiomatisation.
A crucial tool in its proof is the simple observation that the axioms from the first box of
P
Table 2 allow any CCSPt process with guarded recursion to be brought in the form i∈I αi .Pi
– a head normal form. Using this, the rest of the proof is a standard argument employing RSP,
independent of the choice of the specific process algebra. It can be found in [29], [1], [8] and
many other places. However, in the literature this completeness theorem was always stated
and proved for a small fragment of the process algebra, allowing only guarded recursive
specifications with a finite number of equations, and whose right-hand sides Sy involve only
the basic operators inaction, action prefixing and choice. Since the set of true statements
P ↔ Q, with P and Q processes in a process algebra like guarded CCSPt , is well-known to
be undecidable, and even not recursively enumerable, is was widely believed that no sound
and complete axiomatisation of strong bisimilarity could exist. Only in March 2017, Kees
Middelburg observed (in the setting of the process algebra ACP [1, 8]) that the standard
proof applies almost verbatim to arbitrary processes with guarded recursion, although one
has to be a bit careful in dealing with the infinite nature of recursive specifications. The
argument has been carefully documented in [19], in the setting of the process algebra ACP.
This result does not contradict the non-enumerability of the set of true statements P ↔ Q,
due to the fact that RSP is a proof rule with infinitely many premises.
U
Table 3 extends Table 2 with axioms for the auxiliary operators θL
and ψX . With Table 1
it is straightforward to check the soundness of these axioms. The fourth axiom, for instance,
U
follows from the second or third rule for θL
in Table 1, depending on whether β ∈ L ∪ {t}.
Moreover, a straightforward induction shows that these axioms suffice to convert each process
into head normal form. Using this, we immediately obtain:

P

I Theorem 29. For CCSPθt processes P, Q ∈ with guarded recursion, one has P ↔ Q iff
P = Q is derivable from the axioms of Tables 2 and 3.
A law that turns out to be particularly useful in verifications modulo strong reactive
bisimilarity is
V
U
V ∩U
θK
(θL
(x)) ↔ θK∪L
(x)

provided U = V or K = L or
K ⊆ L ⊆ U ⊆ V or L ⊆ K ⊆ V ⊆ U

(L1) .
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Table 4 A complete axiomatisation of strong reactive bisimilarity on guarded CCSPθt .

ψX (x) = ψX (y) for all X ⊆ A
x=y

(RA)

Note that the right-hand side only exists if (K ∪ L) ⊆ (V ∩ U ). This law is sound for strong
bisimilarity, as demonstrated by the following proposition. Yet it is not needed to add it to
Table 3, as all its closed instances are derivable. In fact, this is a consequence of the above
completeness theorem.
V
U
V ∩U
I Proposition 30. θK
(θL
(P )) ↔ θK∪L
(P ), provided (K ∪ L) ⊆ (V ∩ U ) and either U = V
or K = L or K ⊆ L ⊆ U ⊆ V or L ⊆ K ⊆ V ⊆ U .

To obtain a sound and complete axiomatisation of strong reactive bisimilarity for CCSPθt
with guarded recursion, one needs to combine the axioms of Tables 2, 3 and 4. These
axioms are useful only in combination with the full congruence property of strong reactive
bisimilarity, Theorem 25. This is what allows us to apply these axioms within subexpressions
of a given expression. Since ↔ ⊆ ↔r , the soundness of all equational axioms for strong
reactive bisimilarity follows from their soundness for strong bisimilarity. The soundness of
RSP has been established as Theorem 27. The soundness of (RA), the reactive approximation
axiom, is contributed by the following proposition.
I Proposition 31. Let P, Q ∈

P. If ψX (P ) ↔r ψX (Q) for all X ⊆ A, then P ↔r Q.

The completeness of this axiomatisation is documented in the technical report accompanying
this paper. Instead of the classic technique of merging guarded recursive equations [27, 28,
35, 9, 26], which in essence proves two bisimilar systems P and Q equivalent by equating
both to an intermediate variant that is essentially a product of P and Q, it employs the novel
method of canonical solutions [25], which equates both P and Q to a canonical representative
within the bisimulation equivalence class of P and Q – one that has only one reachable state
for each bisimulation equivalence class of states of P and Q.
Moreover, my proof employs the axiom of choice [36] in defining the transition relation
on my canonical representative, in order to keep this process finitely branching.
At first sight it appears that axiom (RA) is not very handy, as the number of premises
to verify is exponential in the size of the alphabet A of visible actions. In case A is infinite,
there are even uncountably many premises. However, in practical verifications this is hardly
an issue, as one uses a partition of the premises into a small number of equivalence classes,
each of which requires only one common proof. This technique will be illustrated on three
examples below. Furthermore, one could calculate the set of visible actions J (P ) of a process
P that can be encountered as initial actions after one t-transition followed by a sequence of
τ -transitions. For large classes of processes, J (P ) will be a finite set. Now axiom (RA) can
be modified by changing X ⊆ A into X ⊆ J (P ) ∪ J (Q). This preserves the soundness of
the axiom, because only the actions in J (P ) play any rôle in evaluating ψX (P ).
A crucial property of strong reactive bisimilarity was mentioned in the introduction:
τ.P + t.Q = τ.P

(L2) .

It is an immediate consequence of (RA), since ψX (τ.P + t.Q) = ψX (τ.P ) for any X ⊆ A, by
Table 3. Another useful law in verifications modulo strong reactive bisimilarity is
P

i∈I

ai .xi + t.y =

P

i∈I

A\In

ai .xi + t.θ∅

(y), where In = {ai | i ∈ I}.

(L3)
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Its soundness is intuitively obvious: the t-transition to y will be taken only in an environment
X with X ∩ In = ∅. Hence one can just as well restrict the behaviour of y to those transitions
that are allowed in one such environment. This law was one of the prime reasons for extending
X
the family of operators θX (= θX
), which were needed to establish the key theorems of this
U
paper, to the larger family θL . Law (L3) for finite I is effortlessly derivable from its simple
instance
A\{a}

a.x + t.y = a.x + t.θ∅

(L30 )

(y).

in combination with (L1). I now show how to derive (L3) from (RA). For this proof I need
to partition the set of premises of (RA) in only two equivalence classes.
P
P
P
A\In
First let X∩In 6= ∅. Then ψX ( i∈I ai .xi + t.y) = i∈I ai .xi = ψX ( i∈I ai .xi + t.θ∅ (y)).
P
P
Next let X ∩ In = ∅. Then ψX ( i∈I ai .xi + t.y) = i∈I ai .xi + t.θX (y)
P
A\In
= i∈I ai .xi + t.θX (θ∅ (y))
P
A\In
= ψX ( i∈I ai .xi + t.θ∅ (y)) ,
where the second step is an application of (L1).
As an application of (L30 ) one obtains the law that was justified in the introduction:
A\{a}

a.P + t.(Q + τ.R + a.S) = a.P + t.θ∅
(Q + τ.R + a.S)
A\{a}
= a.P + t.θ∅
(Q + τ.R)
= a.P + t.(Q + τ.R) .
As a third illustration of the use of (RA) I derive an equational law that does not follow
from (L1), (L2) and (L3), namely
b.P + t.(a.Q + τ.(b.R + a.S)) + t.τ.a.S = b.P + t.(a.Q + τ.a.S) + t.τ.(b.R + a.S)

b

t

b

t

P

t

P
a

τ

a

τ

Q

τ

τ

Q
b

R

t

a

a
S

b
R

a

a
S

These system are surely not strongly bisimilar. Moreover, (L3) does not help in proving
A\{b}
them equivalent, as applying θ∅
to any of the four targets of a t-transition does not kill
A\{b}
any of the transitions of those processes. In particular, θ∅
(b.R + a.S) = b.R + a.S. To
derive this law from (RA), I partition P(A) into three equivalence classes.
First let b ∈ X. Then ψX (b.P + t.(a.Q + τ.(b.R + a.S)) + t.τ.a.S)
= b.P
= ψX (b.P + t.(a.Q + τ.a.S) + t.τ.(b.R + a.S)).
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Next let b ∈
/ X and a ∈ X. Then

ψX b.P + t.(a.Q + τ.(b.R + a.S)) +
 t.τ.a.S

= b.P + t.θX a.Q + τ.(b.R + a.S) + t.θX τ.a.S
= b.P + t.(a.Q + τ.θX (b.R + a.S)) + t.τ.θX (a.S)
= b.P + t.(a.Q + τ.a.S) + t.τ.a.S

= b.P + t.(a.Q + τ.θX (a.S))
 + t.τ.θX b.R + a.S 
= b.P + t.θX a.Q + τ.a.S + t.θX τ.(b.R + a.S)

= ψX b.P + t.(a.Q + τ.a.S) + t.τ.(b.R + a.S) .
Finally let a, b ∈
/ X. Then

ψX b.P + t.(a.Q + τ.(b.R + a.S)) +
t.τ.a.S


= b.P + t.θX a.Q + τ.(b.R + a.S) + t.θX τ.a.S
= b.P + t.τ.θX (b.R + a.S) + t.τ.θX (a.S)
= b.P + t.τ.(b.R + a.S) + t.τ.a.S
= b.P + t.τ.a.S + t.τ.(b.R + a.S)

= b.P + t.τ.θX (a.S) + t.τ.θ
 X b.R + a.S

= b.P + t.θX a.Q + τ.a.S + t.θX τ.(b.R + a.S)

= ψX b.P + t.(a.Q + τ.a.S) + t.τ.(b.R + a.S) .
In words, the 4 processes that are targets of t-transitions always run in an environment that
blocks b. In an environment that allows a, the branch b.R disappears, so that the left branch
of the first process can matched with the left branch of the second process, and similarly
for the two right branches. In an environment that blocks a, this matching won’t fly, as the
branch b.R now survives. However, the branches a.Q will disappear, so that the left branch
of the first process can be matched with the right branch of the second, and vice versa.
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Concluding remarks

This paper laid the foundations of the proper analogue of strong bisimulation semantics for
a process algebra with time-outs. This makes it possible to specify systems in this setting
and verify their correctness properties. The addition of time-outs comes with considerable
gains in expressive power. An illustration of this is mutual exclusion.
As shown in [17], it is fundamentally impossible to correctly specify mutual exclusion
protocols in standard process algebras, such as CCS [29], CSP [4, 24], ACP [1, 8] or CCSP,
unless the correctness of the specified protocol hinges on a fairness assumption. The latter,
in the view of [17], does not provide an adequate solution, as fairness assumptions are in
many situations unwarranted and lead to false conclusions. In [7] a correct process-algebraic
rendering of mutual exclusion is given, but only after making two important modifications to
standard process algebra. The first involves making a justness assumption. Here justness [18]
is an alternative to fairness, in some sense a much weaker form of fairness – meaning weaker
than weak fairness. Unlike (strong or weak) fairness, its use typically is warranted and does
not lead to false conclusions. The second modification is the addition of a new construct –
signals – to CCS, or any other standard process algebra. Interestingly, both modifications are
necessary; just using justness, or just adding signals, is insufficient. Bouwman [2, 3] points
out that since the justness requirement was fairly new, and needed to be carefully defined to
describe its interaction with signals anyway, it is possible to specify mutual exclusion without
adding signals to the language at all, instead reformulating the justness requirement in such
a way that it effectively turns some actions into signals. Yet justness is essential in all these
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approaches. This may be seen as problematic, because large parts of the foundations of
process algebra are incompatible with justness, and hence need to be thoroughly reformulated
in a justness-friendly way. This is pointed out in [15].
The addition of time-outs to standard process algebra makes it possible to specify mutual
exclusion without assuming justness! Instead, one should make the assumption called progress
in [18], which is weaker than justness, uncontroversial, unproblematic, and made (explicitly
or implicitly) in virtually all papers dealing with issues like mutual exclusion. I will defer
substantiation of this claim to a future occasion.
Besides applications to protocol verification, future work includes adapting the work done
here to a form of reactive bisimilarity that abstracts from hidden actions, that is, to provide
a counterpart for process algebras with time-outs of, for instance, branching bisimilarity [20],
weak bisimilarity [29] or coupled similarity [32, 10]. Other topics worth exploring are the
extension to probabilistic processes, and especially the relations with timed process algebras.
Davies & Schneider in [5], for instance, added a construct with a quantified time-out to
the process algebra CSP [4, 24], elaborating the timed model of CSP presented by Reed &
Roscoe in [33].
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Proofs

I Proposition 2. ↔r and ↔X
r for X ⊆ A are equivalence relations.

P

↔r are reflexive, as {(P, X, P ), (P, P ) | P ∈ ∧ X ⊆ A} is a strong reactive
Proof. ↔X
r,
bisimulation.
↔X
↔r are symmetric, since strong reactive bisimulations are symmetric by definition.
r and
↔X
↔r are transitive, for if R and S are strong reactive bisimulations, then so is
r and
R; S = {(P, X, R) | (P, X, Q) ∈ R ∧ (Q, X, R) ∈ S } ∪ {(P, R) | (P, Q) ∈ R ∧ (Q, R) ∈ S }. J
I Proposition 4. P ↔r Q iff there exists a gsrb R with (P, Q) ∈ R.
Likewise, P ↔X
r Q iff there exists a gsrb R with (P, X, Q) ∈ R.
Proof. Clearly, each strong reactive bisimulation satisfies the five clauses of Definition 3 and
thus is a gsrb. In the other direction, given a gsrb B, let
R := B ∪ {(P, X, Q) | (P, Q) ∈ B ∧ X ⊆ A}
∪ {(P, Q), (P, X, Q) | (P, Y, Q) ∈ B ∧ I(P ) ∩ (Y ∪ {τ }) = ∅} .
It is straightforward to check that R satisfies the six clauses of Definition 1.

J

O
O
Proof. “⇒”: I prove by simultaneous structural induction on ϕ ∈ O that, for all P, Q ∈ P
I Theorem 7. Let P, Q ∈
and

P and X ⊆ A. Then P ↔r Q

⇔ ∀ϕ ∈ . (P |= ϕ ⇔ Q |= ϕ)
P ↔X
Q
⇔
∀ϕ ∈ . (P |=X ϕ ⇔ Q |=X ϕ).
r

and X ⊆ A, P ↔r Q ∧ P |= ϕ ⇒ Q |= ϕ and P ↔X
r Q ∧ P |=X ϕ ⇒ Q |=X ϕ. The
converse implications (Q |= ϕ ⇒ P |= ϕ and Q |=X ϕ ⇒ P |=X ϕ) follow by symmetry.
Let P ↔r Q ∧ P |= ϕ.
V
V
Let ϕ = i∈I ϕi . Then P |= ϕi for all i ∈ I. By induction Q |= ϕi for all i, so q |= i∈I ϕi .
Let ϕ = ¬ψ. Then P 6|= ψ. By induction Q 6|= ψ, so Q |= ¬ψ.
Let ϕ = hαiψ with α ∈ A ∪ {τ }. Then P −α
→ P 0 for some P 0 with P 0 |= ψ. By
α
0
0
0 ↔
0
0
Definition 3, Q −→ Q for some Q with P
r Q . So by induction Q |= ψ, and thus
Q |= hαiψ.
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t
Let ϕ = hXiψ for some X ⊆ A. Then I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 for some
t
0
0
0
0
0 ↔X
0
P with P |=X ψ. By Definition 3, Q −→ Q for some Q with P
r Q . So by
0
induction Q |=X ψ. Moreover, I(Q) = I(P ), as P ↔r Q, so I(Q) ∩ (X ∪ {τ }) = ∅.
Thus Q |= hXiψ.
Let P ↔X
r Q ∧ P |=X ϕ.
V
Let ϕ = i∈I ϕi , and P |=X ϕi for all i ∈ I. By induction Q |=X ϕi for all i ∈ I, so
V
q |=X i∈I ϕi .
Let ϕ = ¬ψ, and P 6|=X ψ. By induction Q 6|=X ψ, so Q |=X ¬ψ.
a
Let ϕ = haiψ with a ∈ X and P −→
P 0 for some P 0 with P 0 |= ψ. By Definition 1,
a
0
0
0 ↔
0
0
Q −→ Q for some Q with P
r Q . By induction Q |= ψ, so Q |=X haiψ.
τ
τ
Let ϕ = hτ iψ, and P −→
P 0 for some P 0 with P 0 |=X ψ. By Definition 1, Q −→
Q0
0
0
0 ↔X 0
for some Q with P
r Q . By induction Q |=X ψ, so Q |=X hτ iψ.
Let I(P ) ∩ (X ∪ {τ }) = ∅ and P |= ϕ. By the fifth clause of Definition 1, P ↔r Q.
Hence, by the previous case in this proof, Q |= ϕ. Moreover, I(Q) ∩ (X ∪ {τ }) =
I(P ) ∩ (X ∪ {τ }), since P ↔X
r Q. Thus Q |=X ϕ.
“⇐”: Write P ≡ Q for ∀ϕ ∈ . (P |= ϕ ⇔ Q |= ϕ), and P ≡X Q for ∀ϕ ∈ . (P |=X ϕ ⇔
Q |=X ϕ). I show that the family of relations ≡, ≡X for X ⊆ A constitutes a gsrb.
Suppose P ≡ Q and P −α
→ P 0 with α ∈ A ∪ {τ }. Let Q† := {Q† ∈ | Q −α
→ Q† ∧ P 0 6≡
†
†
0
†
be a formula such that P |= ϕQ† and Q† 6|= ϕQ† .
Q }. For each Q ∈ Q , let ϕQ† ∈
(Such a formula always exists because
is closed under negation.)
V
0
Define ϕ := Q† ∈Q† ϕQ† . Then P |= ϕ, so P |= haiϕ. Consequently, also Q |= haiϕ.
Hence there is a Q0 with Q −α
→ Q0 and Q0 |= ϕ. Since none of the Q† ∈ Q† satisfies ϕ,
0
†
one obtains Q ∈
/ Q and thus P 0 ≡ Q0 .
t
Let X ⊆ A and suppose I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 . Let

O

O

O

P

O

t
P | Q −→
Q† ∧ P 0 6≡X Q† }.
For each Q† ∈ Q† , let ϕQ ∈ O be a formula such that P 0 |=X ϕQ
V

Q† := {Q† ∈

†

Define ϕ :=

Q† ∈Q†
0

ϕQ† . Then P 0 |=X

and Q† 6|=X ϕQ† .
ϕ, so P |= hXiϕ. Consequently, also Q |= hXiϕ.
†

t
Hence there is a Q with Q −→
Q0 and Q0 |=X ϕ. Again Q0 ∈
/ Q† and thus P 0 ≡X Q0 .
Suppose P ≡Y Q and P −α
→ P 0 with a ∈ A and either a ∈ Y or I(P ) ∩ (Y ∪ {τ }) = ∅.
Let Q† := {Q† ∈
| Q −α
→ Q† ∧ P 0 6≡ Q† }. For each Q† ∈ Q† , let ϕQ† ∈
be a
V
0
formula such that P |= ϕQ† and Q† 6|= ϕQ† . Define ϕ := Q† ∈Q† ϕQ† . Then P 0 |= ϕ, so
P |= haiϕ, and also P |=Y haiϕ, using either the third or last clause in the definition of
|=X . Hence also Q |=Y haiϕ. Therefore there is a Q0 with Q −α
→ Q0 and Q0 |= ϕ, using
the third clause of either |=X or |=. Since none of the Q† ∈ Q† satisfies ϕ, one obtains
Q0 ∈
/ Q† and thus P 0 ≡ Q0 .
The fourth clause of Definition 3 is obtained exactly like the first, but using |=Y instead
of |=.
t
Suppose P ≡Y Q, P −→
P 0 and I(P ) ∩ (X ∪ Y ∪ {τ }) = ∅, with X ⊆ A. Let

P

O

t
P | Q −→
Q† ∧ P 0 6≡X Q† }.
For each Q† ∈ Q† , let ϕQ ∈ O be a formula such that P 0 |=X ϕQ
V

Q† := {Q† ∈

and Q† 6|=X ϕQ† .
Define ϕ := Q† ∈Q† ϕQ† . Then P |=X ϕ, so P |= hXiϕ, and thus P |=Y hXiϕ.
Consequently, also Q |=Y hXiϕ and therefore Q |= hXiϕ. Hence there is a Q0 with
t
Q −→
Q0 and Q0 |=X ϕ. Again Q0 ∈
/ Q† and thus P 0 ≡X Q0 .
J
†

†

0
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I Proposition 9. P ↔r Q iff there exists a strong time-out bisimulation B with P B Q.

P

P P

×
by P B Q iff either (P, Q) ∈ R or
Proof. Let R be a gsrb on . Define B ⊆
†
†
†
†
P = θX (P ), Q = θX (Q ) and (P , X, Q ) ∈ R. I show that B is a strong time-out
bisimulation.
a
Let P B Q and P −→
P 0 with a ∈ A. First suppose (P, Q) ∈ R. Then, by the first clause
a
of Definition 3, there exists a Q0 such that Q −→
Q0 and (P 0 , Q0 ) ∈ R. So P 0 B Q0 .
a
Next suppose P = θX (P † ), Q = θX (Q† ) and (P † , X, Q† ) ∈ R. Since θX (P † ) −→
P 0 it
† a
0
† β
must be that P −→ P and either a ∈ X or P −6→ for all β ∈ X ∪ {τ }. Hence there
a
exists a Q0 such that Q† −→
Q0 and (P 0 , Q0 ) ∈ R, using the third clause of Definition 3.
† ↔X †
†
†
Recall that P
r Q implies I(P ) ∩ (X ∪ {τ }) = I(Q ) ∩ (X ∪ {τ }), and thus either
β
a
a ∈ X or Q† −6→ for all β ∈ X ∪ {τ }. It follows that Q = θX (Q† ) −→
Q0 and P 0 B Q0 .
τ
0
Let P B Q and P −→ P . First suppose (P, Q) ∈ R. Then, using the first clause of
τ
Definition 3, there is a Q0 with Q −→
Q0 and (P 0 , Q0 ) ∈ R. So P 0 B Q0 .
τ
†
P 0 , it
Next suppose P = θX (P ), Q = θX (Q† ) and (P † , X, Q† ) ∈ R. Since θX (P † ) −→
0
‡
† τ
‡
must be that P has the form θX (P ), and P −→ P . Thus, by the fourth clause of
τ
τ
Definition 3, there is a Q‡ with Q† −→
Q‡ and (P ‡ , X, Q‡ ) ∈ R. Now Q = θX (Q† ) −→
‡
0
0
0
θX (Q ) =: Q and P B Q .
t
Let P B Q, I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 . First suppose (P, Q) ∈ R. Then, by
t
0
the second clause of Definition 3, there is a Q with Q −→
Q0 and (P 0 , X, Q0 ) ∈ R. So
θX (P 0 ) B θX (Q0 ).
t
P 0 , it
Next suppose P = θY (P † ), Q = θY (Q† ) and (P † , Y, Q† ) ∈ R. Since θY (P † ) −→
† t
0
† β
†
must be that P −→ P and P −6→ for all β ∈ Y ∪ {τ }. Consequently, I(P ) = I(P ) and
thus I(P † ) ∩ (X ∪ Y ∪ {τ }) = ∅. By the last clause of Definition 3 there is a Q0 such
t
that Q† −→
Q0 and (P, X, Q0 ) ∈ R. So θX (P 0 ) B θX (Q0 ). From (P † , Y, Q† ) ∈ R and
β
†
I(P ) ∩ (Y ∪ {τ }) = ∅, I infer I(Q† ) ∩ (Y ∪ {τ }) = ∅. So Q† −6→
for all β ∈ Y ∪ {τ }. This
t
†
0
yields Q = θY (Q ) −→ Q .
Now let B be a time-out bisimulation. Define R ⊆ × P(A) × by (P, Q) ∈ R iff P B Q,
and (P, X, Q) ∈ R iff θX (P ) B θX (Q). I need to show that R is a gsrb.
Suppose (P, Q) ∈ R and P −α
→ P 0 with α ∈ A ∪ {τ }. Then P B Q, so there is a Q0 such
α
0
0
0
that Q −→ Q and P B Q . Hence (P 0 , Q0 ) ∈ R.
t
Suppose (P, Q) ∈ R, X ⊆ A, I(P ) ∩ (X ∪ {τ }) = ∅ and P −→
P 0 . Then P B Q, so ∃Q0
t
such that Q −→ Q0 and θX (P 0 ) B θX (Q0 ). Thus (P 0 , X, Q0 ) ∈ R.
a
Suppose (P, X, Q) ∈ R and P −→
P 0 with either a ∈ X or I(P ) ∩ (X ∪ {τ }) = ∅. Then
a
a
θX (P ) B θX (Q). Moreover, θX (P ) −→
P 0 . Hence there is a Q0 such that θX (Q) −→
Q0
a
0
0
0
0
0
and P B Q . It must be that Q −→ Q . Moreover, (P , Q ) ∈ R.
τ
τ
Suppose (P, X, Q) ∈ R and P −→
P 0 . Then θX (P ) B θX (Q). Since P −→
P 0 , one
τ
τ
has θX (P ) −→ θX (P 0 ). Hence there is an R such that θX (Q) −→ R and θX (P 0 ) B R.
τ
The process R must have the form θX (Q0 ) for some Q0 with Q −→
Q0 . It follows that
0
0
(P , X, Q ) ∈ R.
t
Suppose (P, Y, Q) ∈ R, X ⊆ A, I(P ) ∩ (X ∪ Y ∪ {τ }) = ∅ and P −→
P 0 . Then
t
θY (P ) B θY (Q) and θY (P ) −→ P 0 . Moreover, I(θY (P )) = I(P ), so by the second clause
t
of Definition 8 there exists a Q0 such that θY (Q) −→
Q0 and θX (P 0 ) B θX (Q0 ). So
t
0
0
0
Q −→ Q and (P , X, Q ) ∈ R.
J

P

P

Stratification. Even though negative premises occur in Table 1, the meaning of this transition system specification is well-defined, for instance by the method of stratification explained
in [21, 13]. Assign inductively to each expression E ∈
an ordinal λE that counts the
nesting depth of recursive specifications: if E = /\x|S\/ then λE is 1 more than the supremum

E
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of the λSy for y ∈ VS ; otherwise λE is the supremum of λ/\x|S\/ for all subterms /\x|S\/ of
U
E. Moreover κE ∈
is the nesting depth of θL
and ψX operators in E that remain after
replacing any subterm F of E with λF < λE by 0. Now the ordered pair (λP , κP ) constitutes
a valid stratification for closed literals P −α
→ P 0 . Namely, whenever a transition P −α
→ P0
β
depends on a transition Q −→ Q0 , in the sense that that there is a closed substitution
β
instance r of a rule from Table 1 with conclusion P −α
→ P 0 , and Q −→
Q0 occurring in its
premises, then either λQ < λP , or λQ = λP and κQ ≤ κP . Moreover, when P −α
→ P 0 depends
β
on a negative literal Q−6→, then λQ = λP and κQ < κP .
The above argument hinges on the exclusion of invalid CCSPθt expressions. The invalid
{a}
expression P := /\x | {x = θ{a} (b.0 + R(x))}\/ for instance, with R = {(b, a)}, does not have a
b
b
well-defined meaning, since the transition P −→
0 is derivable iff one has the premise P −6→:

N

b
P −6→
b

τ
P −6→

a

b.0 −→ 0

R(P )−6→
b

R(P )−6→
a

b.0 + R(P ) −→ 0

(OK)

τ

b.0 + R(P )−6→

τ
b.0 + R(P )−6→

{a}

b
θ{a} (b.0 + R(P )) −→
0
b
P −→
0
{a}

However, the meaning of the valid expression /\x | {x = θ{a} (/\y|{y = b.y}\/) k∅ R(x)}\/, for
instance, is entirely unproblematic.
I Proposition 12. Each CCSPθt process is countably branching.
Proof. I show that for each CCSPθt process Q there are only countably many transitions
Q −α
→ R. Each such transition must be derivable from the rules of Table 1. So it suffices to
show that for each Q there are only countably many derivations of transitions Q −α
→ R.
A derivation of a transition is a well-founded, upwardly branching tree, in which each
node models an application of one of the rules of Table 1. Since each of these rules has
finitely many positive premises, such a proof tree is finitely branching, and thus finite. Let
d(π), the depth of π, be the length of the longest branch in a derivation π. If π derives a
transition Q −α
→ R, then I call Q the source of π.
It suffices to show that for each n ∈
there are only finitely many derivations of depth
n with a given source. This I do by induction on n.
In case Q = f (Q1 , . . . , Qk ), with f an k-ary CCSPθt operator, a derivation π of depth n
β
is completely determined by the concluding rule from Table 1, deriving a transition Q −→
R,
the subderivations of π with source Qi for some of the i ∈ {1, . . . , k}, and the transition label
β. The choice of the concluding rule depends on f , and for each f there are at most three
choices. The subderivations of π with source Qi have depth < n, so by induction there are
only finitely many. When f is not a renaming operator R, there is no further choice for the
transition label β, as it is completely determined by the premises of the rule, and thus by the
subderivations of those premises. In case f = R, there are finitely many choices for β when
faced with a given transition label α contributed by the premise of the rule for renaming.
Here I use the requirement of Section 5 that all sets {b | (a, b) ∈ R} are finite. This shows
there are only finitely many choices for π.
In case Q = /\x|S\/, the last step in π must be application of the rule for recursion, so π is
completely determined by a subderivation π 0 of a transition with source /\Sx |S\/. By induction
there are only finitely many choices for π 0 , and hence also for π.
J

N

CONCUR 2020

6:22

Reactive Bisimulation Semantics for a Process Algebra with Time-Outs

I Proposition 13. Each CCSPθt process with guarded recursion is finitely branching.
Proof. A trivial structural induction shows that if P is a CCSPθt process with guarded
recursion and Q is reachable from P , then also Q has with guarded recursion. Hence it
suffices to show that for each CCSPθt process Q with guarded recursion there are only finitely
many derivations with source Q.
u
u
Let −→
be the smallest binary relation on
such that (i) f (P1 , . . . , Pk ) −→
Pi for
θ
each k-ary CCSPt operator f except action prefixing, and each i ∈ {1, . . . , k}, and (ii)
u /
/
\
\
→
\x|S / −
\Sx |S /. This relation is finitely branching. Moreover, on processes with guarded
u
u
u
recursion, −→ has no forward infinite chains P0 −→
P1 −→
. . . . In fact, this could have been
used as an alternative definition of guarded recursion. Let, for any process Q with guarded
u
u
u
recursion, e(Q) be the length of the longest forward chain Q −→
P1 −→
. . . −→
Pe(Q) . I show
with induction on e(Q) that there are only finitely many derivations with source Q. In fact,
this proceeds exactly as in the previous proof.
J

P

I Proposition 14. Each finitely branching processes in an LTS can be denoted by a CCSPt
expression with guarded recursion. Here I only need the operations inaction, action prefixing,
choice and recursion.

P0, Act, →). Let

Proof. Let P be a finitely branching process in an LTS (
VS := {xQ | Q ∈

P0 is reachable from P } ⊆ Var.
P0

For each Q reachable from P , let next(Q) be the finite set of pairs (α, R) ∈ Act ×
such
P
that there is a transition Q −α
→ R. Let S := {xQ = (α,R)∈next(Q) α.xR | xQ ∈ VS }. Here
P
the finite choice operator i∈I αi .Pi can easily be expressed in terms of inaction, action
prefixing and choice. Now the CCSPt process /\xP |S\/ denotes P .
J
In fact, /\xP |S\/ ↔ P , where ↔ denotes strong bisimilarity [29], formally defined in the next
section.
I Proposition 15. Each countably branching processes in an LTS can be denoted by a
CCSPt expression. Again I only need the CCSPt operations 0, α._ , + and recursion.
Proof. The proof is the same as the previous one, except that next(Q) now is a countable set,
P
rather than a finite one, and consequently I need a countable choice operator i∈N αi .Pi .
The latter can be expressed in CCSPt with unguarded recursion by
X
αi .Pi := /\zo |{zi = αi .Pi + zi+1 | i ∈ }\/.
J
i∈

N

N

I Lemma 32. For each CCSPθt process P there exists a CCSPθt process Q only built using
inaction, action prefixing, choice and recursion, such that P ↔ Q.
Proof. Immediately from Propositions 12 and 15.

J

I Theorem 20. Strong bisimilarity is a full congruence for CCSPθt .
Proof. The structural operational rules for CCSPt fit the tyft/tyxt format with recursion
of [14]. By [14, Theorem 3] this implies that ↔ is a full congruence for CCSPt . (In fact, when
omitting the recursion construct, the operational rules for CCSPt fit the tyft/tyxt format
of [22], and by the main theorem of [22], ↔ is a congruence for the operators of CCSPt , that
is, it satisfies (1) in Definition 16. The work of [14] extends this result of [22] with recursion.)
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The structural operational rules for all of CCSPθt fit the ntyft/ntyxt format with recursion
of [14]. By [14, Theorem 2] this implies that ↔ is a lean congruence for CCSPθt . (In fact,
when omitting the recursion construct, the operational rules for CCSPθt fit the ntyft/ntyxt
format of [21], and by the main theorem of [21], ↔ is a congruence for the operators of
CCSPθt . The work of [14] extends this result of [21] with recursion.)
To verify (2) for the whole language CCSPθt , let S and S 0 be recursive specifications with
x ∈ VS = VS 0 , such that /\x|S\/, /\x|S 0\/ ∈
and Sy ↔ Sy0 for all y ∈ VS . Let {Pi | i ∈ I} be
U
the collection of processes of the form θL (Q) or ψX (Q), for some L, U , X, that occur as a
closed subexpression of Sy or Sy0 for one of the y ∈ VS , not counting strict subexpressions
U
of a closed subexpression R of Sy or Sy0 that is itself of the form θL
(Q) or ψX (Q). Pick a
b
fresh variable zi ∈
/ VS for each i ∈ I, and let, for y ∈ Y , Sy be the result of replacing each
U
occurrence of Pi in Sy by zi . Then Sby does not contain the operators θL
(Q) or ψX (Q). In
/
\
deriving this conclusion it is essential that \x|S/ is a valid expression, for this implies that
the term Sy ∈ , which may contain free occurrences of the variables y ∈ VS , does not have
U
a subterm of the form θL
(F ) or ψX (F ) that contains free occurrences of these variables. Let
Sb := {y = Sby | y ∈ VS }; it is a recursive specification in the language CCSPt . The recursive
specification Sb0 is defined in the same way.
For each i ∈ I there is, by Lemma 32, a process Qi in the language CCSPt such that
Pi ↔ Qi . Now let ρ, η : {zi | i ∈ I} →
be the substitutions defined by ρ(zi ) = Pi and
η(zi ) = Qi for all i ∈ I. Then ρ ↔ η. Since ↔ is a lean congruence for CCSPθt , one
has /\x|Sb \/[ρ] ↔ /\x|Sb \/[η] and likewise /\x|Sb0 \/[ρ] ↔ /\x|Sb0 \/[η]. For the same reason one has
b and Sb0 [η] are recursive
Sby [η] ↔ Sby [ρ] = Sy ↔ Sy0 ↔ Sby0 [ρ] ↔ Sby0 [η] for all y ∈ VS . Since S[η]
/
\ ↔ /
\
0
b
b
specifications over CCSPt , \x|S[η]/
\x|S [η]/. Hence

P

E

P

b \/ = /\x|Sb\/[ρ] ↔ /\x|Sb\/[η] = /\x|S[η]
b \/ ↔ /\x|Sb0 [η]\/ ↔ /\x|Sb0 [ρ]\/ = /\x|S 0\/.
x|S\/ = /\x|S[ρ]

/
\

J
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Abstract
Reversible computation opens up the possibility of overcoming some of the hardware’s current
physical limitations. It also offers theoretical insights, as it enriches multiple paradigms and models
of computation, and sometimes retrospectively enlightens them. Concurrent reversible computation,
for instance, offered interesting extensions to the Calculus of Communicating Systems, but was still
lacking a natural and pertinent bisimulation to study processes equivalences. Our paper formulates
an equivalence exploiting the two aspects of reversibility: backward moves and memory mechanisms.
This bisimulation captures classical equivalences relations for denotational models of concurrency
(history- and hereditary history-preserving bisimulation, (H)HPB), that were up to now only partially
characterized by process algebras. This result gives an insight on the expressiveness of reversibility,
as both backward moves and a memory mechanism – providing “backward determinism” – are
needed to capture HHPB.
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Introduction

The Benefits of Reversible Computation. Future progresses in computing may heavily rely
on reversibility [17]. The foreseeable limitations of conventional semiconductor technology,
Landauer’s principle [22] – promising low-energy consumption for reversible computers – and
quantum computing [26] – intrinsically reversible and now within reach [1] – motivated a
colossal push toward a better understanding of reversible computation. Those efforts have
given birth to new paradigms [16], richer models of computation (e.g. for automata [20],
Petri nets [14, 27], Turing machines [3]) and richer semantics, sometimes for preexisting
calculi like the Calculus of Communicating Systems (CCS) [11, 28], the π-calculus [9, 10]
and the higher-order π-calculus [25]. Those new perspectives sometimes additionally give in
retrospect a better understanding of “traditional” (i.e., irreversible) computation, and our
contribution illustrates this latter aspect.
© Clément Aubert and Ioana Cristescu;
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Editors: Igor Konnov and Laura Kovács; Article No. 7; pp. 7:1–7:23
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Summary. In brief terms, we offer a solution to an open problem on classes of equivalence
of (non-reversible) concurrent processes thanks to reversibility. Hereditary history-preserving
bisimulation (HHPB) is considered “the gold standard” for establishing equivalence classes
on “true” models of concurrency [21, 36]. However, no relation expressed in syntactical terms
(e.g. on CCS) was known to capture it, despite intensive efforts: previous results [2, 29]
characterized HHPB on limited classes of processes, that excluded CCS terms as simple as
a.a, a + a, a | a or containing similar patterns. We prove in this paper a somewhat expected
result, namely that adding mechanisms to reverse the computation and keep track of the
past enables syntactical characterizations of HHPB. This result uses natural reformulations
of canonical CCS bisimulations, provides a “meaningful” bisimulation for reversible calculi,
and furthermore validates the mechanism we use to reverse the computation in a concurrent
set-up. It also connects with previous semantics of reversible processes [2, 18] and supports
categorical treatment.
Reversing Concurrent Computation. Reversible systems can backtrack and return to a
previous state. Implementing reversibility often requires a mechanism to record the history
of the execution. Ideally, this history should be complete, so that every forward step can
be backtracked, and minimal, so that only the relevant information is saved. Concurrent
programming languages have additional requirements: the history should be distributed, to
avoid centralization, and should prevent steps that required a synchronization with other
parts of the program to backtrack without undoing this synchronization. To fulfill those
requirements, Reversible CCS (RCCS) [11, 12] uses memories attached to the threads of a
process1 , and CCS with Communication Keys (CCSK) [30] “marks” each occurrence of an
action. The two calculi are equi-expressive [24] and are conservative extensions over CCS,
and in this paper we will use RCCS, to benefit from its previous denotational semantics [2].
Reversible calculi are also backward deterministic, a term introduced [6, p. 15] to denote the
fact that only one piece of information – in RCCS, the identifier in a memory – is enough
to undo a particular action. It should be noted that using only the labels is not enough, as
it can be the case that multiple events with the same label have taken place and could be
undone.
Equivalences for Denotational Models of Concurrency. A theory of concurrent computation, be it reversible or irreversible, relies not only on a syntax and a model, but also on
“meaningful” behavioral equivalences. This paper defines new bisimulations on RCCS, and
proves their relevance by connecting them to bisimulations on configuration structures [40],
a classical denotational model for concurrency. In configuration structures, an event represents an execution step, and a configuration – a set of events that occurred – represents a
state. A forward transition is then represented as moving from a configuration to one of its
supersets. Backward transitions have a “built-in” representation: it suffices to move from
a configuration to one of its subsets. Among the behavioral equivalences on configuration
structures, some of them, like history- and hereditary history-preserving bisimulation (HPB
and HHPB) [6, 32, 34, 35], use that “built-in” notion of reversibility. HPB and HHPB
are usually regarded as the “canonical” [29, p. 94] or “strongest desirable true” [31, p. 2]
concurrency equivalences because they preserve causality, branching, their interplay, and are

1

In this system, the distribution of the memory is given precedence over the minimality: while there is
some redundancy in the memories, they are maximally distributed, and hence every thread carries its
own complete history.
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the coarser (or finer, for HHPB) reasonable equivalences with these properties [37, p. 309].
HHPB also naturally equals path bisimulations [21], an elegant notion of equivalence relying
on category theory, and can be captured concisely using event identifier logic [31]. However,
no relation on operational semantics, e.g. on the labeled transition systems (LTS) of CCS,
RCCS, or CCSK, was known to capture it on all processes.
Encoding Reversible Processes in Configuration Structures. There have been multiple
attempts [2, 30] to transfer equivalences defined on denotational models, by construction
suited for reversibility, into reversible process algebras. Showing that an equivalence on
configuration structures corresponds to one on processes starts by defining an encoding of
the latter in the former. Encodings, for RCCS [2] and CCSK [18] alike, generally consider
only reachable reversible processes, and map them to one particular configuration in the
encoding of its origin, the CCS “memory-less” process to which it can backtrack. We come
back to the relation between this encoding and our current work in the conclusion.
Contribution. This paper improves on previous results [2, 29] by defining relations on
syntactical terms that correspond to HHPB on all processes, and hence are proven to be
“the right” bisimulation to study reversible computation2 . This result relies on encoding the
processes’ memories into identified configuration structures, an extension to configuration
structures that constitutes our second contribution.
RCCS is exploited as a syntactic tool to decide HHPB for CCS processes, by endowing
them with
1. backtracking capabilities and
2. a memory mechanism.
This gives a precious insight on the expressiveness of reversibility, as we show that having
only one of those tools is not enough to define relations that capture HHPB. The memories
attached to a process are no longer only a syntactic layer to implement reversibility, but
become essential to define and capture equivalences, thanks to the backward determinism
they provide.
Recursion is not treated in this paper: its treatment amounts to unfolding processes and
structures up to a certain level, and it strongly suggests that there are not much insight to
gain from its development, that we reserve as a technical appendix for future work.
Related Work. The correspondences between HHPB and back-and-forth bisimulations
for restricted classes of processes [2, 29] inspired some of the work presented here. This
correspondence has been studied in the denotational world, on structures without autoconcurrency [6].
The insight that backward determinism is essential to capture HHPB is also used in the
event identifier logic [31] and in one if its sub-systems [5], that both characterize HHPB
without restricting the structures considered. As in our case, the authors exploit identifiers
to eliminate constraints due to label “duplication”. Our work is similar, taking place in the
operational world instead of the logical one. Note that we do not introduce extra syntax
constructions on the LTS, but simply use the ones provided by RCCS, that we use “as is”.

2

Of course, this claim is open for discussion [23, Conclusion], nevertheless HHPB is to the best of our
knowledge the strongest form of bisimulation one can obtain on truly concurrent systems, which makes
it, at the very least, a point of comparison when studying other relations.

CONCUR 2020

7:4

How Reversibility Can Solve Traditional Questions

In the operational semantics, the previous attempts to characterize HHPB wrongly
focused on the backward capabilities of processes and considered the memory mechanisms
only as a tool to achieve it. As a result, those bisimulations could not decide that the
encoding of (a.a) | b and a | a | b were not HHPB. Instead, their characterizations of HHPB
were applicable only on “non-repeating” [29] or “singly-labeled” [2] processes. By integrating
the memory mechanism, the equivalence relation we introduce and consider can correctly
determine that these two processes are not HHPB, as we detail in Example 27.
Finally, our approach shares similarity with causal trees – in the sense that only part of
the execution, its “past”, is encoded in a denotational representation – which were used to
characterize HPB for CCS terms [13]. Capturing (H)HPB with novel techniques can also
impact model-checking and decidability issues [5], but we leave this as future work.

2

Denotational and Operational Models for the Reversible CCS

We write ⊆ for the set inclusion, P for the power set, \ for the set difference, f : A → B
(resp. f : A * B) for the (resp. partial) function from A to B, f C for the restriction of f to
C ⊆ A, and f ∪ {a 7→ b} for the function defined as f on A that additionally maps a ∈
/A
to b.

2.1

Identified Configuration Structures

Labeled configuration structures [38, 39] are a classical non-interleaving model of concurrent computation – also known as “stable configuration structures” [37, Definition 5.5] or
“completed stable families” [41, Section 3.2] – , that we enrich here with identifiers. We then
show that they support categorical understanding and the usual operations just as well as
their “un-identified” variations.
I Definition 1 ((Identified) Configuration structure). A configuration structure C is a tuple
(E, C, L, `) where E is a set of events, L is a set of labels, ` : E → L is a labeling function
and C ⊆ P(E) is a set of subsets satisfying:
∀x ∈ C, ∀e ∈ x, ∃z ∈ C finite, e ∈ z, z ⊆ x
∀x ∈ C, ∀d, e ∈ x, d 6= e ⇒ ∃z ∈ C, z ⊆ x, d ∈ z ⇐⇒ e ∈
/z
S
∀X ⊆ C, ∀x, y ∈ X, ∃z ∈ C finite, x ∪ y ⊆ z ⇒ X ∈ C
∀x, y ∈ C, x ∪ y ∈ C ⇒ x ∩ y ∈ C

(Finiteness)
(Coincidence Freeness)
(Finite Completeness)
(Stability)

If C also has a set of identifiers I and an identifying function m : E → I satisfying:
∀x ∈ C, ∀e1 , e2 ∈ x, m(e1 ) 6= m(e2 )

(Collision Freeness)

then we write C ⊕m, and say that I = (E, C, L, `, I, m) is an identified configuration structure,
or I-structure, and call C the underlying configuration structure of I.
We denote with 0 both the I-structure and its underlying configuration structure with
e
e
C = {∅}, and, for x, y ∈ C, we write x −−
→ y and y ::
→ x if x = y ∪ {e} and e ∈
/ x.

We omit the identifiers when representing I-structures and write the label for the event
(with a subscript if multiple events shares a label).
I Definition 2 (Causality, concurrency, and maximality). For all I, x ∈ C and d, e ∈ x, the
causality relation on x is given by d <x e iff d 6x e and d 6= e, where d 6x e iff for all y ∈ C
with y ⊆ x, we have e ∈ y ⇒ d ∈ y. The concurrency relation on x is given by d cox e iff
¬(d <x e ∨ e <x d). Finally, x is a maximal configuration in I if ∀y ∈ C, x = y or x 6⊆ y.
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{a, a, b}
{a1 , a2 }
{a1 }

{a2 }

{a1 }

∅
(a)

{a, b}
{a2 }

{a}

∅
(b)

{τ, b}

{a, a}
{a}

{τ }

∅
(c)

Figure 1 Examples of I-structures.

I Example 3. Consider Fig. 1, where we let the events have distinct arbitrary identifiers: if
two events with complement names as labels can happen at the same time (Fig. 1c), then
they are “merged” into a single event labeled with τ , as is usual in CCS (Sect. 2.2). In
Fig. 1c, a <{a,b} b, a <{a,a,b} b and τ <{τ,b} b; and in Fig. 1b, a1 co{a1 ,a2 } a2 . An I-structure
can have one (Fig. 1b) or multiple (Fig. 1a and 1c) maximal configurations.
Categorical point of view. We remind in Appendix A that configuration structures and
“structure-preserving” functions form a category. We also prove that a similar category
can be defined with I-structures as objects and define a forgetful functor that returns the
underlying configuration structure. This development supports the interest and validity of
studying I-structures, but can be omitted, except for the notion of morphisms:
I Definition 4 (Morphism of I-structure). A morphism f = (fE , fL , fC , fm ) between I1 and
I2 is given by fE : E1 → E2 such that `2 (fE (e)) = fL (`1 (e)), for fL : L1 → L2 ; fC : C1 → C2
defined as fC (x) = {fE (e) | e ∈ x}, and fm : I1 → I2 such that fm (m1 (e)) = m2 (fE (e)). We
often write f for all the components, and write I1 ∼
= I2 if f is an isomorphism.
Operations on I-configurations. Operations on I-structures are conservative extensions
over their counterparts on configuration structures – forgetting about event identifiers gives
back the “un-identified” definition [39] – , except for the parallel composition. The intuition
here is that configuration structures encode CCS processes, and I-structures encode memories
of RCCS processes, where parallel composition has a different meaning. Examples of those
operations will be given in Sect. 2.4, after introducing the calculi in Sect. 2.2 and the
encodings in Sect. 2.3. Sect. C.1 gives intuitions on the correctness of those operations.
Given two sets A, B, and a symbol ? ∈
/ A ∪ B denoting undefined, we write C ? = C ∪ {?}
if ? ∈
/ C and define the partial product [39, Appendix A] of A and B to be
A ×? B = {(a, ?) | a ∈ A} ∪ {(?, b) | b ∈ B} ∪ {(a, b) | a ∈ A, b ∈ B}
and the two projections to be π1 : A ×? B → A? and π2 : A ×? B → B ? .
I Definition 5 (Operations on I-structures). Given Ii = (Ei , Ci , Li , `i , Ii , mi ), for i = 1, 2,
The relabeling of I1 along `0 : E1 → L is I1 [`0 /`1 ] = (E1 , C1 , L, `0 , I1 , m1 ).
The reidentifiying of I1 along m : E1 → I is I1 [m/m1 ] = (E1 , C1 , L1 , `1 , I, m), provided
I1 [m/m1 ] respects the Collision Freeness condition.
The restriction of a set of events A ⊆ E1 in I1 is I1 A = (E, C, L, `1 E , I, m1 E ) , where
E = E1 \A, C = {x | x ∈ C1 and x ∩ A = ∅}, L = {a | ∃e ∈ E1 \A, `1 (e) = a} and
I = {i | ∃e ∈ E1 \A, m1 (e) = i}.
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The restriction of a set of labels L ⊆ L1 in I1 is I1 L = I1 E1L where E1L = {e ∈ E1 |
`1 (e) ∈ L}. We write I1 a , when the restricting set of labels L is the singleton {a}.
The prefixing of I1 by the label a is a.I1 = (E, C, L, `, I, m) where
E = E1 ∪ {e}, for e ∈
/ E1 ,
C = {x | x = ∅ or ∃x0 ∈ C1 , x = x0 ∪ e},
L = L1 ∪ {a},

` = `1 ∪ {e 7→ a},
I = I1 ∪ {i}, for i ∈
/ I1
m = m1 ∪ {e 7→ i}.

The postfixing of (a, i) to I1 is defined if i ∈
/ I1 as I1 : :(a, i) = (E, C, L, `, I, m) where
everything is as in a.I1 , except that C = C1 ∪ {x ∪ {e} | x ∈ C1 is maximal and finite}.
The nondeterministic choice of I1 and I2 is I1 + I2 = (E, C, L, `, I, m), where
E = {{1} × E1 } ∪ {{2} × E2 } with
`(e) = `i (π2 (e)) for π1 (e) = i,
π1 : E → {1, 2} and π2 : E → E1 ∪ E2 ,
I = I1 ∪ I2 ,
C = {{i} × x | x ∈ Ci },
L = L1 ∪ L2 ,
m(e) = mi (π2 (e)) for π1 (e) = i.
The product of I1 and I2 is I1 × I2 = (E, C, L, `, I, m), where:
E = E1 ×? E2 , with πi : E → Ei? the projections of the partial product,
For i ∈ {1, 2}, define the projections γi : I1 × I2 → Ii and the configurations x ∈ C:
∀e ∈ E, γi (e) = πi (e), γi (`i (e)) = `i (πi (e)), γi (mi (e)) = mi (πi (e))
γi (x) ∈ Ci , with γi (x) = {ei | πi (e) = ei 6= ? and e ∈ x}
∀e, e0 ∈ x, π1 (e) = π1 (e0 ) 6= ? or π2 (e) = π2 (e0 ) 6= ? ⇒ e = e0
∀e ∈ x, ∃z ⊆ x finite, γi (z) ∈ Ci , e ∈ z
∀e, e0 ∈ x, e 6= e0 ⇒ ∃z ⊆ x, γi (z) ∈ Ci , e ∈ z ⇐⇒ e0 ∈
/z

if π2 (e) = ?

(`1 (e1 ), ?)
` : E → L = L1 ×? L2 is `(e) = (?, `2 (e2 ))
if π1 (e) = ?


(`1 (e1 ), `2 (e2 )) otherwise

if π2 (e) = ?

(m1 (π1 (e)), ?)
m : E → I = I1 ×? I2 is m(e) = (?, m2 (π2 (e)))
if π1 (e) = ?


(m1 (π1 (e)), m2 (π2 (e))) otherwise
We now recall the definition of parallel composition for configuration structures, and
detail the definition for I-structures. Parallel composition consists of a combination of
product, relabelling, reidentifiying for the I-structures, and restriction. For the relabelling
operation, we use a synchronization algebra [42] (S, ?, ⊥) consisting of a commutative and
associative operation • on a set of labels S ∪ {?, ⊥}, where {?, ⊥} ∈
/ S and such that a • ? = a
(i.e. ? is the identity element) and a • ⊥ = ⊥ (i.e. ⊥ is the zero element), for all a ∈ S. To
avoid repetition, below we assume given (S, ?, ⊥), such that S ⊆ L1 ∪ L2 . We give examples
of synchronization algebras in Sect. 2.3.
I Definition 6 (Parallel composition of configuration structures). The parallel composition of C1
and C2 is C1 |S C2 = (C1 × C2 )[`0 /`] ⊥ where ` : E1 ×? E2 → L1 ∪ L2 is the labeling function
from the product, and `0 : E1 ×? E2 → L1 ∪ L2 ∪ {⊥} is defined as `0 (e) = `1 (e1 ) • `2 (e2 ).
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I Definition 7 (Parallel composition of I-structures). The parallel composition of I1 and I2 ,
is I1 |S I2 = (I3 [m0 /m3 ][`0 /`3 ])⊥ where I3 = (E3 , C3 , L3 , `3 , I3 , m3 ) is I1 × I2 , and
m0 : E3 → I1 ∪ I2 ∪ {⊥k | k ∈ I1 ×? I2 } is defined as follows, for i 6= ?:

i




 i
m0 (e) =

i




⊥k

if m3 (e) = (i, i)

(Sync. or Fork)

if m3 (e) = (i, ?) ∧ ∀e2 ∈ E2 , m2 (e2 ) 6= i

(Extra ?. 1)

if m3 (e) = (?, i) ∧ ∀e1 ∈ E1 , m1 (e1 ) 6= i

(Extra ?. 2)

otherwise, with m3 (e) = k

(Error)

`0 : E3 → L1 ∪ L2 ∪ {⊥} maps e to ⊥ if m0 (e) = ⊥k , and to `1 (e1 ) • `2 (e2 ) otherwise.
Parallel composition removes from the product the pairs of events that represent “nonrealizable” interactions: for configuration structures, pairs of events that do not represent
possible and future synchronizations; for I-structures, pairs of events that do not represent
past synchronizations or forks. Definitions 11 and 12 will detail how those operations are used
to encode a process or a memory, and both types of parallel compositions will be illustrated
in Examples 14 and 15.

2.2

Concurrent Communicating Calculi

Let I = N be a set of identifiers and i, j range over it. Let N = {a, b, c, . . . } be a set of names
and N = {a, b, c, . . . } its set of co-names. We let N ∪ N ∪ {τ } be the set of labels, and use α
(resp. λ, µ, ν) to range over them (resp. over N ∪ N). The complement of a name is given by
a bijection · : N → N, whose inverse is also written ·, and that we extend to τ , i.e. τ = τ .
I Definition 8 (RCCS Processes). The set of reversible processes R is built on top of the set
of CCS processes by adding memory stacks to the threads:
P, Q := P | Q k

P

i>0 λi .Pi

e := hi, λ, P i
m := ∅ k g .m k e.m
T := m  P

R, S := T k R | S k R\a

k P \a

(CCS Processes)
(Memory Events)
(Memory Stacks)
(Reversible Threads)
(RCCS Processes)

We denote I(e) (resp I(m), I(R)) the set of identifiers occurring in e (resp. m, R), and let
nm(m) = {α | α ∈ N or α ∈ N occurs in m} be the set of (co-)names occurring in m.
Note that the nullary case of the sum3 gives the inactive process, denoted 0, and that
the unary case gives the “usual” prefixing of a process by a label, and we write e.g. a.P for
P
1 λi .Pi with λ1 = a and P1 = P . We assume sum to be associative and often consider only
its binary case, that we denote with the + sign. We often forget about the trailing ∅ in the
memory stack, or the inactive process 0 and write e.g. e  a | (b + c) for e.∅  (a.0 | (b.0 + c.0)).
We work up to the structural congruence ≡ of CCS – that we suppose familiar to the reader –
in CCS processes under the memory, and write e.g. ∅(P1 | P2 | P3 ) without parenthesis since
(P1 | P2 ) | P3 ≡ P1 | (P2 | P3 ). Finally, the only binder is restriction, and alpha-equivalence,
written =α and supposed familiar, equates e.g. ((a + a) | b)\a with ((c + c) | b)\c.
3

This version of sum is used for simplifying the presentation of the LTS in Fig. 2, and always written
with at least one prefix to ease remembering its particular form.
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i∈
/ I(m)

R −i:λ
−−
→ R0

act.

i:λ

(m  λ.P + Q) −−−
→ hi, λ, Qi.m  P
i∈
/ I(m)

R | S −i:τ
−−
→ R0 | S 0
act.∗

i:λ

hi, λ, Qi.m  P :::
→ m  (λ.P + Q)

i:λ
R :::
→ R0

i:α

R | S ==⇒
= R0 | S
i:α

syn.

syn.∗

i:α

R ==⇒
= R0

R ==⇒
= R0

i:λ
S :::
→ S0

i:τ
R | S :::
→ R0 | S 0

i:α

i∈
/ I(S)

S −i:λ
−−
→ S0

par.L

a∈
/α

i:α

res.

= R0 \a
R\a ==⇒

i∈
/ I(S)

S ==⇒
= S0
i:α

R | S ==⇒
= R | S0
R1 ≡ R

i:α

R ===
⇒ R0
i:α

par.R

R0 ≡ R10

≡

⇒ R10
R1 ===

Figure 2 Rules of the labeled transition system (LTS).

In a memory event hi, λ, P i, the P component represents the process that was not chosen
in a non-deterministic transition, but that can be restored if the process wants to go back.
The “fork” symbol g tracks when a memory stack is split between two threads.
I Definition 9 (Structural equivalence [2, 11]). Structural equivalence on R is the smallest
equivalence relation generated by the following rules:
P =α Q
mP ≡mQ

m  (P | Q) ≡ (g.m  P | g.m  Q)

m  P \a ≡ (m  P )\a with a ∈
/ nm(m)

(α-Conversion)
(Distribution of Memory)
(Scope of Restriction)
i:α

The labeled transition system for RCCS is given by the rules of Fig. 2. We use ==⇒
=
i:α
i:α
for the union of −−−
→ (forward) and :::
→ (backward transition), and if there are indices
i1 :α1
in :αn
i1 , . . . , in and labels α1 , . . . , αn such that R1 ====
⇒ · · · ====
⇒ Rn , then we write R1 =⇒
⇒
= Rn .
Sect. 2.4 will provide examples of executions, but it should be noted that a process m  a.P
is allowed to make a transition with label a and identifier i ∈
/ I(m) using act. and add the
event hi, a, 0i to the memory stack m if i ∈
/ I(m). Conversely, a process hi, a, 0i.m  P can
do a backward transition using act.∗ with label a and identifier i and become m  a.P . This
system is a conservative extension over the LTS of CCS with prefixed sum, simply adding
indices and backward transitions: in this sense, CCS can be seen as a sublanguage of RCCS,
namely by identifying ∅  P with P and using only forward transitions.
I Definition 10 (Reachable [2, Lemma 1]). For all R, if there is a CCS process P such that
∅  P ==
⇒
⇒ R, we say that R is reachable, that P is the unique origin of R and write it OR .

An important result [11, Lemma 10] furthermore states that a forward-only4 trace
∅  P ==
⇒
⇒ R exists. Also, note that multiple RCCS processes can have the same origin, but
that reachable RCCS processes have one unique origin (up to structural equivalence). We
consider only reachable terms: unreachable terms are “dysfunctional” and their memory is
considered not coherent [12], as they can not “rewind” back to an origin process.

4

Traces and trace equivalences for RCCS are reminded in Appendix B: they are needed for some proofs
and they are similar to their CCS’s counterpart [8], but are not required to understand our results.
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In RCCS, identifiers are needed to distinguish between events that have the same label.
In CCS, events are considered “the same” up to labels: two events can synchrionise if they
have the same label. Therefore, in the forward computation, events are free to choose a
synchronization partner as long as they have the same label. Undoing a synchronization,
however requires a precise pairs of events to backtrack: an event cannot change its synchronization partner when going backwards. Reversibility therefore needs to distinguish events
are considered “the same” in the non-reversible setting. This constraint of using identifiers
to distinguish events with the same label makes RCCS backward deterministic.

2.3

Processes and Memories as (Identified) Configuration Structures

In the definitions below, we write S for a synchronization algebra (S, ?, ⊥) with S = N∪N∪{τ }.
I Definition 11 (Encoding CCS processes [42]). Given a CCS process P , its encoding JP K as
a configuration structure is built inductively:
JP | QK = JP K |S JQK

Jλ.P + QK = Jλ.P K + JQK
Jλ.P K = λ.JP K

JP \aK = JP K{a,a}

J0K = 0

where S includes α • α = τ and α • β = ⊥, if β 6= α.
I Definition 12 (Encoding RCCS memories). Given a RCCS process R, the encoding dRe of
its memory as an I-structure is built by induction on the process and on the memory:
dm  P e = bmc

dR1 | R2 e = dR1 e |S dR2 e

bhi, λ, P i.mc = bmc : :(λ, i)

b∅c = 0

dR\ae = dRe
bg.mc = bmc

where S includes α • α = τ ; α • α = α and α • β = ⊥ if β ∈
/ {α, α}.
Intuitively, a memory is a linear sequence of events executed by a process, which has
resolved choices (i.e. in the sum or in synchronizations). The encoding of a memory is a
chain of configurations. Appending a memory event corresponds to adding an event on top of
the chain, and parallel composition combines two chains by fusing “partial” events resulting
from a fork or a synchronization. We show examples in the following section and make this
argument more formal in Lemma 17.

2.4

Examples

We now illustrate the execution of RCCS processes, the encoding of CCS processes and of
RCCS memories, and how they relate.
I Example 13 (Executing a RCCS process). An example of forward-only trace is:
∅  (a.b | c.a) ≡

−1:c
−−
→

−2:τ
−−
→
−3:b
−−
→

(g.∅  a.b) | (g.∅  c.a)

(Distribution of Memory)

(g.∅  a.b) | (h1, c, 0i. g .∅  a)

(act.)

(h2, a, 0i. g .∅  b) | (h2, a, 0i.h1, c, 0i. g .∅  0)

(h3, b, 0i.h2, a, 0i. g .∅  0) | (h2, a, 0i.h1, c, 0i. g .∅  0)
_:_

(syn.)
(act.)

_:_

Reading it from end to beginning and replacing −−−
→ with →
::: gives a backward-only trace,
that would rewind the process back to its origin. Of course, a trace can mix forward and
backward transitions, as we illustrate in Example 20. The memory of this process is encoded
in Example 15.

CONCUR 2020

7:10

How Reversibility Can Solve Traditional Questions

{a, b, c, a}
{a, b, c}
{a, b, c}
{a, b}

{c, a}

{a}

{c}

∅

∅

(a) Ja.bK

(b) Jc.aK

{a, b}

{a, c, a}

{c, τ, b}

{a, c}

{c, a}

{a}

{c}

{a, b}

{c, a}

{a}

{c}

{c, τ }

∅

∅

(c) J(a.b) | (c.a)K

(d) Ja.b | cK

Figure 3 I-structures for Examples 14, 15, 16 and 20, with the CCS term encoded by their
underlying configuration in caption.

I Example 14 (Encoding CCS processes). We can see the I-structures from Fig. 1 as
configuration structures obtained by encoding the CCS processes a + a, a | a, and (a.b) | a.
Similarly, we can consider the I-structures from Fig. 3 – ignoring the grayed out parts for now
– as configuration structures. The interested reader can check that the encoding of (a.b) | (c.a)
in Fig. 3c is indeed the result of applying the parallel composition of configurations structures
(Definition 6) to the encoding of a.b in Fig. 3a and of c.a in Fig. 3b. Lastly, Fig. 3d shows
the encoding of (a.b) | c.
The parallel composition of I-structures (Definition 7) differs slightly and is new, and
hence deserves a detailed example.
I Example 15 (Encoding RCCS memories). The process obtained at the end of Example 13
has its memory encoded as follows:
d(h3, b, 0i.h2, a, 0i. g .∅  0) | (h2, a, 0i.h1, c, 0i. g .∅  0)e

=dh3, b, 0i.h2, a, 0i. g .∅  0e | dh2, a, 0i.h1, c, 0i. g .∅  0e

=bh3, b, 0i.h2, a, 0i. g .∅c | bh2, a, 0i.h1, c, 0i. g .∅c

Letting E = L = {a, a, b, c}, ` = id, I = {1, 2, 3}, using bg.∅c = b∅c = 0 and the postfixing:
bh3, b, 0i.h2, a, 0i. g .∅c = ({a, b}, {∅, {a}, {a, b}}, L, `, I, {a 7→ 2, b 7→ 3}
bh2, a, 0i.h1, c, 0i. g .∅c = ({c, a}, {∅, {c}, {c, a}}, L, `, I, {c 7→ 1, a 7→ 2})
Those are displayed in Fig. 3a and 3b, and their product (which is the first step to
compute their parallel composition) gives the following sets of events and identifiers:
Event
Identifier

(a, ?)
(2, ?)

(b, ?)
(3, ?)

(?, c)
(?, 1)

(?, a)
(?, 2)

(a, c)
(2, 1)

(a, a)
(2, 2)

(b, c)
(3, 1)

(b, a)
(3, 2)

Re-identifying and re-labeling according to the definition of parallel composition gives:
Event
Re-identified
Re-labeled

(a, ?)
⊥(2,?)
⊥

(b, ?)
3
b

(?, c)
1
c

(?, a)
⊥(?,2)
⊥

(a, c)
⊥(2,1)
⊥

(a, a)
2
τ

(b, c)
⊥(3,1)
⊥

(b, a)
⊥(3,2)
⊥

Indeed, if two events occur at the same time with the same identifier (Sync. or Fork),
then their identifier is simply picked. Hence, m0 (a, a) = 2. If only one event is present in the
pair, and no event on the other component have the same identifier (Extra ?. 1, Extra ?. 2),
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then this event’s identifier is picked. Hence, m0 (b, ?) = 3 and m0 (?, c) = 1. The remaining
cases get re-identified with ⊥k (Error). Finally, (b, ?), (?, c) and (a, a) gets relabeled with b,
c and τ respectively, and after restricting to the label ⊥ we obtain the grayed out part of
Fig. 3c.
Observe that in this last example, the structure underlying the encoding of the memory
is just a particular “path” in the encoding of the origin. We can observe this intuition again
with the following example:
I Example 16 (Memory and origin). The encoding of the memory resulting from the execution
∅  ((a.b) | c) −1:c
−−
→−2:a
−−
→ (h2, a, 0i. g .∅  b) | (h1, c, 0i. g .∅  0) is the grayed out part in Fig. 3d,
with m(c) = 1 and m(a) = 2. We name this process R1 and come back to it in Example 20.

2.5

Operational Correspondence

Before studying bisimulations on configuration structures and processes, we prove the
operational correspondence5 between RCCS processes and the encodings of their memories in
I-structures (Lemma 19, cf. also Sect. C.2). Events in I-structures resulting from the encoding
of a process have different identifiers, and they are either causally linked or concurrent.
I Lemma 17 (Memories give posets). For all R, letting x be the maximal configuration in
dRe (Definition 2), (dRe, ⊆) is a partially ordered set (poset) with maximal element x.
This is proved by induction on R and illustrated by Examples 15 and 16. However, having
at most one maximal configuration does not imply that one particular event has to be “the
last one” introduced. We use the following definition to make it formal.
I Definition 18 (Maximal event). An event e is maximal in I if there is no event e0 such
that e <x e0 , for x a maximal configuration of I.
For instance, the encoding of the memory of Example 16, pictured in Fig. 3d, has two
maximal events, labeled a and c. We can now state the main result of this section:
I Lemma 19 (Operational Correspondence). For all R and S, writing (ER , CR , `R , IR , mR )
i:α
for dRe and similarly for S, if R −i:α
−−
→ S or S :::
→ R, then there exists e ∈ ES maximal in
dSe with mS (e) = i s.t. dRe ∼
= dSe{e} . For all R and e a maximal event in dRe, there is a
mR (e):`R (e)
transition R::::::::
→S with dSe ∼
= dRe{e} .
For the first part, it suffices to show that the forward transition triggers the creation
of a maximal event with the same identifier, and nothing else, and that this event can be
“traced” in dSe. It uses intermediate lemma (Lemmas 43–45) showing how maximal events
are preserved by certain operations on I-structures. The result follows easily for backward
transitions, but the last part is more involved: it requires to show that e can be mapped to a
particular transition in the trace from OR to R, and, using a notion of trace equivalence, that
this particular transition can be “postponed” and done last, so that R can backtrack on it.
I Example 20 (Forward and backward transitions). Looking back at the process of Example 16,
1:c
we could further have R1 :::
→ R2 −3:b
−→
− R3 , i.e.
1:c
(h2, a, 0i. g .∅  b) | (h1, c, 0i. g .∅  0) :::
→ (h2, a, 0i. g .∅  b) | g.∅  c))

(act.∗ )

−3:b
−−
→ (h3, b, 0i.h2, a, 0i. g .∅  0) | g.∅  c)) (act.)

We can see using Fig. 3d that dR1 ec = dR2 e and that dR2 e = dR3 eb .
5

Similar to the operational correspondance between configuration structures and CCS processes [7,
− Q, then JP K = JQK{e} , where e is an event in JP K such that `(e) = α.
Section 3] i.e., if P −α→
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{a1 , a2 , b}
{a, b1 }

{a, b2 }
{a}
∅

{a1 , b1 }

{a2 , b2 }

{a1 , a2 }

{a1 , b}

{a1 }

{a2 }

{a1 }

{b}

∅

(a) Ja.(b + b)K

(b) J(a.b) + (a.b)K

{a1 , a2 , b}
{a1 , a2 } {a1 , b} {a2 , b}
{a1 }

{a2 }

∅
(c) J(a.a) | bK

{b}

∅
(d) Ja | a | bK

Figure 4 Configuration structures for Examples 23 and 27.

3

Reversible and Truly Concurrent Bisimulations Are the Same

3.1

History-Preserving Bisimulations in Configuration Structures

History-preserving bisimulation (HPB) [4, 31, 32] and hereditary history-preserving bisimulation (HHPB) [4, 6] are equivalences on configuration structures that use label- and
order-preserving bijections on events. Below, assume given Ci = (Ei , Ci , Li , `i ) for i = 1, 2.
I Definition 21 (Label- and order-preserving functions (l&o-p)). A function f : x1 → x2 , for
xi ∈ Ci , i ∈ {1, 2} is label-preserving if `1 (e) = `2 (f (e)) for all e ∈ x1 . It is order-preserving
if e1 6x1 e2 ⇒ f (e1 ) 6x2 f (e2 ), for all e1 , e2 ∈ x1 . We write that f is l&o-p if it is both.
I Definition 22 (HPB and HHPB). A relation R ⊆ C1 × C2 × (E1 * E2 ) such that
(∅, ∅, ∅) ∈ R, and if (x1 , x2 , f ) ∈ R, then f is a l&o-p bijection between x1 and x2 and
(1) and (2) (resp. (1–4)) hold is called a history- (resp. hereditary history-) preserving
bisimulation (HPB, resp. HHPB) between C1 and C2 .
e

e

e2

e1

e1

e2

e2

e1

1
2
∀y1 , x1 −−
y1 ⇒ ∃y2 , g, x2 −−
y2 , gx1 = f, (y1 , y2 , g) ∈ R
→
→

∀y2 , x2 −−
→ y2 ⇒ ∃y1 , g, x1 −−
→ y1 , gx1 = f, (y1 , y2 , g) ∈ R
∀y1 , x1 ::
→ y1 ⇒ ∃y2 , g, x2 ::
→ y2 , g = f y1 , (y1 , y2 , g) ∈ R

∀y2 , x2 ::
→ y2 ⇒ ∃y1 , g, x1 ::
→ y1 , g = f y1 , (y1 , y2 , g) ∈ R

(1)
(2)
(3)
(4)

We write that C1 and C2 are HHPB (resp. HPB) if there exists a HHPB (resp. HPB)
relation between them.
Note that HPB and HHPB are two different relations, as e.g. (a | (b+c))+(a | b)+((a+c) |
b) and (a | (b + c)) + ((a + c) | b) have HPB but not HHPB encodings [37] .
I Example 23. The encoding of the two processes a.(b + b) and (a.b) + (a.b), in Fig. 4a
and 4b, are HHPB: the relation can start by mapping a to a1 or a2 , and then maps b1 or b2
(depending on the superset reached) to b1 or b2 , according to the first choice made. This
relation can “follow” the forward and backward movements in both structures, giving a l&o-p
bijection. This example also proves that HHPB is not CCS’s structural congruence.

3.2

Back-And-Forth Bisimulations in Reversible CCS

This section presents the relations we will be using, explain the restrictions on previous
attempts to capture HHPB as a relation on process algebra terms [2, 29], and shows why
both backward transitions and identifiers are needed to capture HHPB.
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Below, assume given two reachable processes R1 and R2 , and if f : A → B is such that
f (a) = b, we write f \ {a 7→ b} for f A\{a} .
I Definition 24 (B&F and SB&F bisimulations). A relation R ⊆ R × R × (I * I) such that
(∅  OR1 , ∅  OR2 , ∅) ∈ R and if (R1 , R2 , f ) ∈ R, then f is a bijection between I(R1 ) and
I(R2 ) and (5–8) hold is called a back-and-forth bisimulation (B&F) between R1 and R2 .
j:α

−−
→ S1 ⇒ ∃S2 , g, R2 −−−
→ S2 , g = f ∪ {i 7→ j}, (S1 , S2 , g) ∈ R
∀S1 , R1 −i:α
j:α

∀S2 , R2 −i:α
−−
→ S2 ⇒ ∃S1 , g, R1 −−−
→ S1 , g = f ∪ {i 7→ j}, (S1 , S2 , g) ∈ R
i:α

j:α

∀S1 , R1 :::
→ S1 ⇒ ∃S2 , f, R2 :::
→ S2 , g = f \{i 7→ j}, (S1 , S2 , g) ∈ R
j:α

i:α
∀S2 , R2 :::
→ S2 ⇒ ∃S1 , g, R1 :::
→ S1 , g = f \{i 7→ j}, (S1 , S2 , g) ∈ R

(5)
(6)
(7)
(8)

If we remove the requirements on f and g in the second part of (5–8), we call R a simple
back-and-forth bisimulation (SB&F). We write that R1 and R2 are B&F (resp. SB&F) if
there exists a B&F (resp. SB&F) relation between them.
Other back-and-forth bisimulations have been studied for a variety of systems [15, 25],
and are similar to SB&F bisimulation in the sense that they focus on backward and forward
moves, but did not took the identifiers into account.
Restrictions and Previous Results.
I Definition 25 (Constraints). Given C, if ∀x ∈ C, ∀e1 , e2 ∈ x, `(e1 ) = `(e2 ) implies
e1 = e2 , then C is non-repeating [29, Definition 3.5]. If, ∀x ∈ C, ∀e1 , e2 ∈ x, e1 cox e2 and
`(e1 ) = `(e2 ) implies e1 = e2 , then C is without auto-concurrency [37, Definition 9.5]. A
process R is non-repeating (resp. without auto-concurrency) if JOR K is.
Those are the constraints used in showing equivalences between process algebra and
configuration structures. We omitted the definition of singly labeled [2, Definition 26], as
it does not contribute to the understanding of our results. Every non-repeating process is
without auto-concurrency, but being non-repeating events and singly labeled are incomparable
features. Simple processes can be repeating (e.g. a.a), with auto-concurency (e.g. (a.b) | a),
not singly labeled (e.g. a + a), and the same can be said of more complex processes using
similar patterns.
The first syntactical characterization of HHPB was obtained on non-repeating processes,
using the “forward-reverse bisimulation” (FR) [30, Definition 6.5], which is essentially defined
as B&F, with the additional requirement that f = id. The theorem states that non-repeating
CCSK processes are FR iff their encoding are HHPB [29, Theorem 5.4]. We argue that FR
gives too much importance to the technical apparatus implementing reversibility. To the best
of our knowledge, freshness is the only constrain imposed on identifiers in reversible works.
Hence, to obtain meaningful FR equivalences, one would have to force a particular strategy
for choosing the identifiers6 . We prefer instead to impose only the freshness constraint on
the identifiers, and use bijections (instead of equality on identifier) in our equivalences.

6

For example, a possible strategy is to always pick the smallest available identifier, which then guarantees
that both events labelled a in (a.b) + (a.b) of Example 23 picks the same identifier, in their respective
execution trace. Using this strategy we have then that (a.b) + (a.b) and a.(b + b) are FR equivalent.
However, this strategy makes selecting an identifier a bottleneck of the system, as all the processes have
to check which is the smallest available from the same “pool”.
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A second attempt [2] to capture HHPB used a back-and-forth barbed congruence on RCCS
processes which was proven to correspond to HHPB on their encodings for a restricted class
of processes as well, the class of singly-labeled processes.
Pinpointing the Right Reversible Bisimulation. We lift both restrictions in Corollary 31,
by proving that B&F captures HHPB on all processes. Before doing so, let us note that
even though B&F is the right notion to capture HHPB, when restricted to non-repeating
processes, which are also without auto-concurrency, it does not use in a meaningful way the
identifiers.
I Theorem 26 (Collapsing B&F and SB&F). If R1 and R2 are without auto-concurrency,
then they are B&F iff they are SB&F.
The intuition is that since two concurrent transitions sharing the same label can not be
fired at the same time, the identifiers do not add any information. The proof is easy for
the forward transitions, and uses an order on the transitions enforced by causality for the
backward traces. In the presence of auto-concurrency, the relations differ, e.g. the process
with auto-concurrency a | a and a.a are SB&F but not B&F.
I Example 27 (Reversibility is not “just back and forth”). Observe that the bisimulation
relation obtained by only considering (5–6) and ignoring the identifiers in Definition 24 is the
“standard” CCS bisimulation. Hence, it could seem natural to assume that “simply adding
the backwards transitions”, i.e. taking (5–8) without the identifiers, giving SB&F, would be
“the right” bisimulation for RCCS. Processes like (a.a) | b and a | a | b are SB&F, but their
encodings, presented in Fig. 4c and 4d, are not HPB and hence not HHPB: SB&F does not
account for reversibility in a satisfactory manner.
Both the bijection on identifiers and backward transitions are necessary to capture HHPB.
Indeed, as suggested by Example 27, “simply” considering forward and backward transitions
is not enough. Let us now consider the role of the bijection on identifiers a bit further. A
first remark is that Theorem 26 shows that it is easy to overlook the role of identifiers when
restricting the class of processes considered. Secondly, we can prove, as an immediate corollary
of Theorems 29 and 30, that considering only (5–6) (with the identifiers) in Definition 24
gives a characterization of HPB (Corollary 49): if anything, having a bijection between
identifiers – thanks to the order on events that can be deducted from it – helps getting closer
to “truly concurrent” bisimulation than adding backward transitions does. However, as HPB
and HHPB do not coincide, the identifiers are not enough either.
Of course, similar mechanisms could achieve similar results, but it is our hope that
reversibility is fully understood as not “just” being about adding backward transitions or
memories, but to use both to obtain backward determinism.

3.3

History-Preserving Bisimulations in (R)CCS

Proving our main result (Corollary 31) will use intermediate relations on processes – called
HPB and HHPB as well – that use the encoding of the memories into I-structures. Those
relations are proven to correspond to (H)HPB on the encoding of the processes on one
hand (Theorem 29), and the one that characterizes HHPB is proven to coincide with B&F
(Theorem 30) on the other hand. The connections between formalisms and additional
discussion are gathered in Sect. C.3.
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I Definition 28 (HPB and HHPB on RCCS). A relation R ⊆ R × R × (E1 * E2 ) such that
(∅  OR1 , ∅  OR2 , ∅) ∈ R and if (R1 , R2 , f ) ∈ R then f is an isomorphism between dR1 e
and dR2 e and (9) and (10) (resp. (9–12)) hold is called a history-(resp. hereditary history-)
preserving bisimulation between R1 and R2 .
j:α

−−
→ S1 ⇒ ∃S2 , g, R2 −−−
→ S2 , gdR1 e = f, (S1 , S2 , g) ∈ R
∀S1 , R1 −i:α
j:α

∀S2 , R2 −i:α
−−
→ S2 ⇒ ∃S1 , g, R1 −−−
→ S1 , gdR1 e = f, (S1 , S2 , g) ∈ R
i:α

j:α

i:α

j:α

∀S1 , R1 :::
→ S1 ⇒ ∃S2 , f, R2 :::
→ S2 , g = f dS1 e , (S1 , S2 , g) ∈ R

∀S2 , R2 :::
→ S2 ⇒ ∃S1 , g, R1 :::
→ S1 , g = f dS1 e , (S1 , S2 , g) ∈ R

(9)
(10)
(11)
(12)

where we write gdRe for the restriction of each component of g to dRe.
We write that R1 and R2 are (H)HPB if there exists a (H)HPB relation between them.
Note that the definitions above reflect the definition of (H)HPB (Definition 22): the condition
(∅  OR1 , ∅  OR2 , ∅) ∈ R is intuitively the counterpart to the condition that (∅, ∅, ∅) has to
be included in the relation on configuration structures. Also, f shares similarity with the
l&o-p bijection, in the sense that it exists, with the identity as the component on the labels,
iff there exists a l&o-p bijection between the unique maximal configurations in dR1 e and
dR2 e (Lemma 46).
Relations defined on RCCS (B&F, SB&F, HPB and HHPB) straightforwardly extend to
CCS, by simply stating that P1 and P2 are in it if ∅  P1 and ∅  P2 are too. Therefore we
can state below our results in terms of CCS processes.
I Theorem 29 (Equivalences). P1 and P2 are HHPB (resp. HPB) iff JP1 K and JP2 K are.
This result can easily be extended to weak-HPB and weak-HHPB [6, 31], which are
defined by removing from (H)HPB on configuration structures (Definition 22) and on RCCS
(Definition 28) the condition that f must be preserved from one step to the next one.
I Theorem 30 (Equivalence (contd)). P1 and P2 are B&F iff they are HHPB.
Theorem 29 (resp. Theorem 30) uses our operational correspondence between RCCS
processes (resp. RCCS memories) and their encodings as configuration structures [2, Lemma 6]
(resp. as I-structure (Lemma 19)) to transition between the semantic and syntactic worlds.
Our main result will come as an immediate corollary of Theorems 29 and 30.
I Corollary 31 (Main result). P1 and P2 are B&F iff JP1 K and JP2 K are HHPB.

4

Concluding Remarks

This work offers a “definitive” answer to the question of finding a meaningful bisimulation
for reversible LTS by providing relations that correspond to (H)HPB on their encodings on
all processes. We believe this contribution is of value because:
1. This result solves a problem that was open since HHPB was defined [6], nearly 30 years
ago, for which despite the use of multiple techniques, only partial results were obtained,
2. This idea in appearance simple still requires a lot of technical work, as sketched in the
Appendix and detailed in https://hal.archives-ouvertes.fr/hal-02568250,
3. The use of reversibility (both the backtracking capability and the memory mechanism) is
critical to characterize HHPB on syntactical terms.
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This result also enforces the importance of identifiers in general and not just as part of a
backtracking mechanism. Indeed, they are generally already present when concurrency is
implemented, e.g. when two Unix threads terminate with the same signal, the parent process
have the capacity of determining which process sent which signal.
As a byproduct of our result, we also proposed an encoding of RCCS memories into an
“enriched” configuration structure, called identified configuration structure. This observation
echoes our previous formalism [2] and similar encoding [18] in an interesting way: as
mentioned in the Introduction, a reversible process R was encoded as a pair (JOR K, xR )
made of the configuration structure encoding the origin of R, and a configuration xR in
it, called the address of R. The intuition was that we could “match” a partially executed
process with a configuration. We can now go further by observing that dRe is isomorphic to
the I-structure generated by xR , which is everything “below” it. This result (Lemma 48)
is used in our proof, and exemplified by Example 16: the encoding of the memory of
(h2, a, 0i. g .∅  b) | (h1, c, 0i. g .∅  0) corresponds to the “past” of the process, whose
underlying structure is grayed out in Fig. 3d, and what is left to execute – b | 0 – corresponds
to the “future” of that process, and is represented by the configuration {c, a, b} in Fig. 3d.
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Event Structures as Categories

Configuration structures often use the insights provided by the categorical framework [19,
33, 39, 42]. This appendix regroups the categorical treatment of (identified) configuration
structures (Definition 1).
I Definition 32 (Category of configuration structures). We define C the category of configuration structures, where an object is a configuration structure, and a morphism f : C1 → C2
is a triple (fE , fL , fC ) such that
fL : L1 → L2 ;
fE : E1 → E2 preserves labels: `2 (fE (e)) = fL (`1 (e));
fC : C1 → C2 is defined as fC (x) = {fE (e) | e ∈ x}.
∼ C2 if there exists an isomorphism between C1 and C2 .
We write C1 =
For simplicity, we often assume that L1 = L2 , i.e., that all the configuration structures use
the same set of labels, take fL to be the identity and remove it from the notation.
I Definition 33 (Category of I-structures). We define D the category of identified configuration
structures, where objects are I-structures, and a morphism f : I1 → I2 is a tuple q = (f, fm )
such that
f = (fE , fC ) is a morphism in C between the underlying structures of I1 and I2 ,
fm : I1 → I2 preserves identifiers: fm (m1 (e)) = m2 (fE (e)).
We write I1 ∼
= I2 if there exists an isomorphism between I1 and I2 .
Observe that C is a subcategory of D. In both C and D, composition is written ◦ and defined
componentwise.
I Lemma 34. Identified configuration structures and their morphisms form a category.
Unsurprisingly, a forgetful functor and an enrichment functor can be defined between
those two categories. The only assumption is that we need to suppose that every configuration
structure can be endowed with a total ordering  on its events.
I Lemma 35. The forgetful functor F : D → C, defined by
F(E, C, `, I, m) = (E, C, `)
F(fE , fC , fm ) = (fE , fC )
and the enrichment functor S : C → D, defined by
S(E, C, `) = (E, C, `, I, m), where I = {1, . . . , |E|} for |E| the cardinality of E, and
(
1
if ∀e0 , e  e0
m(e) =
i + 1 if ∃e0 , e0  e, m(e0 ) = i and there is no e00 s.t. e0  e00  e
For (fE , fC ) : (E1 , C1 , `1 ) → (E2 , C2 , `2 ), S(fE , fC ) = (fE , fC , fm ), where we let
fm (m1 (e)) = m2 (fE (e2 )).
are functors.
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I Remark 36. In D, every morphism f = (fE , fL , fC , fm ) from I1 to I2 is actually fully
determined by fE whenever fL = id. Indeed, given fE : E1 → E2 , then we can define for all
x ∈ C1 , fC (x) = {fE (e) | e ∈ x} and fm as fm (m1 (e)) = m2 (fE (e)). We will often make the
abuse of notation of writing fE for f and reciprocally.

B

Concurrency in a Trace and Trace Equivalence

We give here a quick reminder on concurrency and causality in CCS [8] and RCCS [11] traces.
Aside from the convenient notation mR/S that represents the memory stack(s) modified
−
by a forward transition from R to S, and of the notation →
a for a list of names a1 , · · · , an ,
nothing new is introduced in this Section. However, the results reminded below are used in
the proofs of Lemma 19 and Theorem 26.
Concurrency on events corresponds to a notion of concurrency on transitions in RCCS
traces [11, Definition 7 and Lemma 8]. For this reminder we consider only concurrency
and causality for forward transitions, so that CCS intuitions work equally well. We make a
remark at the end about extending the concurrency to backward transitions, but it should
be noted that forward and backward transitions are not mixed.
i1 :α1
i2 :α2
Two transitions t1 = R −−
−−
→ R1 and t2 = R0 −−
−−
→ R2 are composable if R1 = R0 ,
and in this case, doing t1 then t2 is written as the composition t1 ; t2 . Given n composable
i:αi
transitions ti : Ri −−−
→ Ri+1 and their composition t1 ; . . . ; tn , we say that ti is a direct cause
of tk for 1 6 i < k 6 n and write ti < tk (or, for short, i < k) if there is a memory stack
m in Ri+1 and a memory stack m0 in Rk+1 such that m < m0 , where the order on memory
stacks is given by prefix ordering. Note that, if they exist, m and m0 are unique, as memory
events in reachable processes all have a different pairs (identifier, label).
Let R −i:α
−→
− S be a transition. If α 6= τ , we write mR/S = {m} where
→
−
→
−
−
→
R =(· · · ((R3 | ((R1 | (m  P )) | R2 )\ b1 ) | R4 )\ b2 · · · | Rn )\bm
→
−
→
−
−
→
S =(· · · ((R3 | ((R1 | hi, a, Qi.m  P ) | R2 )\ b1 ) | R4 )\ b2 · · · | Rn )\bm

→
−
for some Ri any of which could be missing and for some bj , possibly missing as well. If
α = τ , then mR/S will contain the pair of memory stacks that has been changed by the
transition. Intuitively, the notation mR/S is useful to extract the memory stack(s) modified
by a forward transition from R to S.
Two transitions are coinitial if they have the same source process and cofinal if they
i1 :α1
have the same target process. We say that two coinitial transitions t1 = R −−
−−
→ S1 and
i2 :α2
t2 = R −−−→
− S2 are concurrent if mR/S1 ∩ mR/S2 = ∅, that is, if the transitions modify
disjoint memories in R.
The square lemma [11, Lemma 8] says that moreover, given two such concurrent transitions,
i2 :α2
i1 :α1
there exists two cofinal and concurrent transitions t01 = S1 −−
−→
− S and t02 = S2 −−
−−
→ S.
The name of the lemma comes from this picture:
S
t01

t02
S2
t2

S1
t1
R
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Moreover, the traces θ1 = t1 ; t01 and θ2 = t2 ; t02 are equivalent [11, Definition 9]. This
allows one to define equivalence classes on transitions: t1 in θ1 is equivalent to t02 in θ2 if θ1
is equivalent to θ2 and t1 and t02 have the same index. Then in the trace t1 ; t01 we are now
allowed to say that t1 is concurrent to t01 .
In a trace t1 ; t2 we have that t1 is concurrent to t2 iff t1 is not a cause of t2 . This follows
from a case analysis using the definitions of concurrency and causality. Thanks to trace
equivalence, we also have that in a trace t1 ; . . . ; tn either t1 is a cause of tn or the two
transitions are concurrent. Those intuitions are enough for us to carry on our development,
but a complete treatment of concurrency and causality in the trace of a CCS process [8] can
give better insight to the curious reader.
The definitions of concurrency for forward coinitial traces and of causality for forward
traces can easily be “flipped” into definitions of concurrency for backward cofinal traces, and
of causality for backward traces.

C

Auxiliary Materials

In this section we introduce some intermediate definitions and lemmas that are necessary
for the proofs, the details of which can be found at https://hal.archives-ouvertes.fr/
hal-02568250.

C.1

Operations on Identified Configurations Structures (Sect. 2.1)

Our main goal here is to state that the operations of Definition 5 preserve I-structures
(Lemma 40), and to give some intuitions about them. The product and coproduct (used
to define the nondeterministic choice below) have particular roles, since they have a direct
representation in the categorical world (Lemma 38).
The structures we considered are full w.r.t. the sets of labels and identifiers, i.e. the
labeling and identifying functions are surjective. This only impacts the relabelling and
reidentifying operations, where we have to additionally require that `0 and m0 are surjective.
We redefine the nondeterministic choice of Definition 5 by first defining the coproduct
on I-structures and then using relabeling and reidentifying to get rid of the extra indices
in the label and the identifier of events. It is easy to check that the two definitions of
nondeterministic choice are equivalent, but working with the one from Definition 5 is easier
and simpler.
I Definition 37. We redefine nondeterministic choice using coproduct as follows:
The coproduct of I1 and I2 is I1 ± I2 = (E, C, L, `, I, m), where
E = {{1} × E1 } ∪ {{2} × E2 } with
`(e) = (i, `i (π2 (e))) for π1 (e) = i,
π1 : E → {1, 2} and π2 : E → E1 ∪ E2 ,
I = {{1} × I1 } ∪ {{2} × I2 },
C = {{i} × x | x ∈ Ci },
L = {{1} × L1 } ∪ {{2} × L2 },
m(e) = (i, mi (π2 (e))) for π1 (e) = i.
and with the expected injections ιi : Ii → I1 + I2 .
The nondeterministic choice of I1 and I2 is I1 + I2 = (I1 + I2 )[`0 /`][m0 /m] where
`0 (e) = a if `(e) = (j, a), j ∈ {1, 2},
m0 (e) = i if `(e) = (j, i), j ∈ {1, 2}.
I Lemma 38. The product and coproduct of I-structures is the product and coproduct in D.
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In the categorical setting, the product and coproduct on labeled configuration structures
can be obtained by a straightforward enrichment of un-labeled configuration structures [42,
Propositions 11.2.2 and 11.2.3]. In a similar vein, we obtain the extension of those operations
on identified (labeled) configuration structures directly.
The restriction of the operations of Definition 5 to configuration structures are standard [39,
40], except for postfixing. We state below that the restriction of this operation to configuration
structures is correct.
I Lemma 39. The postfixing of a label a to an event structure C1 = (E1 , C1 , L1 , `1 ), defined
as C1 : :(a) = (E, C, L, `) where
E = E1 ∪ {e}, for e ∈
/ E1 ,
L = L1 ∪ {a},
C = C1 ∪ {x ∪ {e} | x ∈ C1 is maximal and finite},
` = `1 ∪ {e 7→ a},
is a configuration structure.
I Lemma 40. The operations of Definition 5 (relabeling, reidentifiying, restriction, prefixing, postfixing, non-deterministic choice and product), coproduct, as well as the parallel
composition (Definition 7) preserve I-structures.

C.2

Properties of Memory Encodings and Operational Correspondence

Our goal here is to give some intuition as to how to prove that that there is an operational
correspondence between R and dRe (Lemma 19) by stating intermediate lemmas (Lemmas 43–
45) about the encoding of memories and their relation to maximal events. Those lemmas, in
turn, requires some useful properties of memory encoding (Sect. C.2.1).

C.2.1

Properties of Memory Encodings

We assume given reachable processes R and S and we write OR for the origin of R, and
dRe as (ER , CR , `R , IR , mR ) and similarly for S. To prove interesting properties about the
encoding of memory, we first need this small technical lemma.
I Lemma 41. For every reversible thread m  P of a reachable process R, and for all
i ∈ I(m), i occurs once in m.
Note that the property above holds for reversible threads, and not for RCCS processes in
general: we actually want memory events to sometimes share the same identifiers. Indeed,
two memory events need to have the same identifiers if they result from a synchronization (i.e.,
the application of the syn. rule of Fig. 2) or a fork (i.e., the application of the Distribution of
Memory rule of structural equivalence, Definition 9).
I Lemma 42 (Uniqueness of identifiers). For all e1 , e2 ∈ ER , mR (e1 ) = mR (e2 ) implies
e1 = e2 .
I Lemma 17 (Memories give posets). For all R, letting x be the maximal configuration in
dRe (Definition 2), (dRe, ⊆) is a partially ordered set (poset) with maximal element x.

C.2.2

Operational Correspondence

I Lemma 43. If R ≡ S, then the exists an isomorphism f between dRe and dSe, with
fL = id and fm = id.
I Lemma 44. The event introduced in the postfixing of a memory event to an identified
structure is maximal in the resulting identified structure.
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Furthermore, the maximality of an event can be “preserved” by parallel composition:
I Lemma 45. For all identified structure I1 = (E1 , C1 , L1 , `1 , I1 , m1 ) with e1 ∈ E1 a
maximal event in it, and for all identified configuration I2 = (E2 , C2 , L2 , `2 , I2 , m2 ) such that
m1 (e1 ) ∈
/ I2 , (e1 , ?) is maximal in I1 | I2 .
And then Lemmas 43–45 give all the required tools to prove the operational correspondence
of Lemma 19.

C.3

Connecting Formalisms to Obtain Our Main Results

Our goal here is to give the tools and intuitions needed to prove Theorems 29 and 30, which
give as an immediate corollary our main result (Corollary 31) and an interesting remark
(Corollary 49). Our main task will be to identify isomorphisms of I-structures with l&o-p
functions (Lemma 46) and then to connect our previous formalism with the encoding of
memories (Lemma 48). This connection coupled to the operational correspondence detailed
in Sect. 2.5 makes it possible to prove our two main theorems.
We first establish a connection between isomorphisms (in category theory) and l&o-p
bijections (that are used to define (H)HPB). Then, we construct a bridge between bRc and
our previous formalism [2].
m
I Lemma 46. Letting xm
1 and x2 be the unique maximal configurations in dR1 e and dR2 e,
there is an isomorphism f between dR1 e and dR2 e with fL = id iff there exists a l&o-p
m
bijection between xm
1 and x2 .

For the reader familiar with event structures, a configuration x defines an event structure
(x, 6x , `). The construction below mirrors the transformation from an event structure to a
configuration structure [42].
I Definition 47 (Generation of a I-structure from a configuration). Given I = (E, C, L, `, I, m),
for x ∈ C, the I-structure generated by x is x↓ = (x, {y | y ∈ C, y ⊆ x}, {a | ∃e ∈ xR , `(e) =
a}, `x , {i | ∃e ∈ xR , m(e) = i}, mx ).
I Lemma 48. The I-structure dRe is isomorphic to xR ↓, where (JOR K, xR ) is the encoding
previously defined [2].
I Corollary 49. The relation obtained by considering only (5–6) in the definition of B&F
(Definition 24) is equal to HPB on CCS terms (Definition 28).
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Introduction

Bisimilarity formalises when two behaviours are equal, where behaviours are given by
automata or variants of directed graphs, such as labelled transition systems, Kripke structures
or Markov chains. In these fields bisimilarity is also known as the zig-zag relation or lumping.
Bisimilarity is an equivalence relation that preserves all core properties of behaviour. Moreover,
calculating the bisimilarity quotient of a behaviour can lead to substantially smaller graphs.
This is particularly useful when analysing the behaviour either by visual inspection or using
other tools.
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Further reduction of the behaviour is possible by considering some or all of the edges
as silent steps, steps that cannot be observed directly. Milner referred to such steps as
τ -actions [18]. Bisimulation equivalences that take such internal steps into account are weak
bisimilarity [18], branching bisimilarity [9], stuttering equivalence [5], and weak/branching
bisimulation on fully probabilistic systems [1].
In this article we are interested in weak behavioural equivalences for discrete-time Markov
chains, similar to those introduced by [1]. There it was shown that branching and weak
bisimilarity are equal notions on fully probabilistic systems, and an O(mn) algorithm was
given to calculate the weak/branching bisimilarity quotient, where m is the number of
transitions and n is the number of states. In this paper we substantially improve upon this
by providing an expected-time O(m log4 n) algorithm, which is nearly linear in the number
of transitions m, to calculate the weak/branching bisimilarity quotient on Markov chains.
The algorithm is an intricate combination of a number of rather different ideas stemming
from various algorithms.
The first idea is to use the principle “Process the smaller half” of Hopcroft [13] in the
setting of probabilistic processes as in [7, 12, 20]. This means that whenever a state
is revisited in an algorithm, its context is at least reduced by half compared to the
previous visit. For n states this then means that each state is processed at most O(log n)
times. This leads to O(m log n) algorithms to calculate (strong) bisimilarity on graphs.
In our algorithm this is reflected in the use of two partitions of states, one containing
constellations and a finer (or equal) partition containing blocks. The blocks are the
context of a state that are reduced by a factor 2 for each visit.
As weak and branching bisimilarity coincide on Markov chains, we can use the ideas
from the algorithms for branching bisimulation minimisation. The first idea stems from
[11]: detecting whether blocks need to be split can be done as efficiently as in strong
bisimulation by only looking at bottom states, states without outgoing silent steps. The
second idea comes from [10, 14]: the actual splitting of blocks can be done in time
proportional to the smaller resulting subblock, guaranteeing that each state is visited at
most O(log n) times in a split, according to the principle “Process the smaller half”. This
is achieved by simultaneously extending the markings and non-markings of bottom states
to all other states in a block, and stop when the first of these two processes finishes.
We introduce the notion of C-silent states, which are states of which all outgoing transitions
lead to the constellation containing the state itself. The role of the bottom states can
now be played by non-C-silent states. A block is only splittable if it has non-C-silent
states marked with different probabilities to go to a splitter block. These probabilities
are then extended to the C-silent states in the block in time proportional to the sizes of
the smallest resulting subblocks.
For bottom states and the simultaneous extension of the (non-)markings, it is essential
that strongly connected components (SCCs) of inert steps can be contracted to a single
state in the behavioural graph. The algorithms in [11, 10, 14] preprocess the graph
accordingly. Unfortunately, it is not possible to contract inert SCCs in Markov chains,
as this does not preserve weak bisimilarity. This is caused by the fact that often, the
probability to leave an SCC through a specific edge is different for every state in the SCC,
which means that states within SCCs are not necessarily weakly bisimilar.
To extend the markings and non-markings, we need to know what the C-silent SCCs are,
i.e., the SCCs restricted to the C-silent states in each block. This would not be a problem
if the SCCs were static throughout each run of the algorithm, as they could be determined
in time O(m) as a preprocessing step. But whenever a constellation is split, the SCCs
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change, as more states become non-C-silent. It is not an option to recalculate the SCCs
each time a state becomes non-C-silent and is moved, as done in [21] for orthogonal
bisimulation, as this would lead to a runtime of O(mn).
Fortunately, we can use a recent result showing that SCCs can be maintained under
the removal of edges within an expected O(m log4 n) time [4]. Whenever splitting a
constellation, states become non-C-silent, and in particular their transitions are removed
from the SCCs. The algorithm of [4] maintains the SCCs using the above complexity,
allowing at any moment during the run of our algorithm to determine in constant time
which states are in the same SCC, and that is exactly what we require.
The result is the first algorithm with an expected near-linear time complexity and a linear
space complexity for the reduction of weak/branching bisimilarity of Markov chains.
Note that contrary to the previous less efficient algorithms we can only guarantee an
expected runtime. The reason for this is deeply embedded in the algorithm of [4] to maintain
decremental SCCs. The SCCs are constructed using a generalization of so-called ES-trees [8].
When SCCs fall apart, the ES-trees have to be recalculated, except for those SCCs which
contain the roots of the old ES-trees. If such roots are chosen uniformly at random, there is
a higher probability that the roots are in the larger ES-trees, and the work to recalculate
them falls within an expected “Process the smaller half” regime. This is the only place where
the algorithm is randomized. For the remainder it is completely deterministic.
The structure of this article is as follows. In Section 2 the required preliminaries are
explained. In Section 3 the algorithm is outlined. The details, correctness and complexity
are presented in Section 4, followed by a conclusion.

2

Preliminaries

We consider finite discrete-time Markov chains in the line of [1, 3]. In order to distinguish
states, we allow for a state labelling with atomic propositions from a set AP.
I Definition 1. A discrete-time Markov chain (DTMC) is a quadruple M = (S, AP, P, L)
where:
S is a finite set of states. We write n for the number of states.
AP is a finite set of atomic propositions.
P
P : S × S → [0, 1] is a probability matrix satisfying t∈S P(s, t) = 1 for all s ∈ S. We
write m for the number of non-zero entries in P.
L : S → 2AP is a labelling function, which assigns to each state s ∈ S the set L(s) of
atomic propositions that are valid in s.
In a DTMC M = (S, AP, P, L), the transition probability function P(s, t) intuitively gives
the probability of a state s going to t in a single step. For s ∈ S and A ⊆ S, we define
P
P(s, A) := t∈A P(s, t) to be the probability of a state s entering A in a single step. If
P(s, t) > 0, we sometimes write s → t if the numerical value of the probability is irrelevant.
We define the sets of incoming transitions in(A) = {s → t | s ∈
/ A ∧ t ∈ A} and outgoing
transitions out(A) = {s → t | s ∈ A ∧ t ∈
/ A} for A ⊆ S. We assume the set AP to be small.
For the complexity results we concretely require that |AP| ∈ O(m/n log4 n).
As a side note we observe that it is easy to accommodate subprobabilistic DTMCs (i.e.,
to allow P to be a subprobability matrix satisfying 0 ≤ P(s, S) ≤ 1). In that case, one
adds a pseudostate ⊥ ∈
/ S and defines P(s, ⊥) = 1 − P(s, S) and P(⊥, ⊥) = 1. Also, ⊥ is
separated from normal states by an atomic proposition: L(⊥) = {pseudo} for pseudo ∈
/ AP.
Then, (S ∪ {⊥}, AP ∪ {pseudo}, P, L) is a fully probabilistic DTMC.
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A path in a DTMC is an infinite sequence of states π = (s0 , s1 , s2 , . . .) with si−1 → si
for i > 0. A cylinder set Cyl(s0 , s1 , . . . , sn ) is the set of paths that start with the sequence
(s0 , s1 , . . . , sn ). Given an initial probability distribution µ on states, each cylinder set is
Qn
assigned a probability: Pr µ (Cyl(s0 , s1 , . . . , sn )) = µ(s0 ) i=1 P(si−1 , si ). The probability
space of a DTMC can be defined as the unique extension of this content Pr µ to the σ-algebra
generated by the cylinder sets; details can be found in [16, Chapters 2, 4]. For a state s
we write the Dirac distribution on s as δ(s), i.e., δ(s)(s) = 1 and δ(s)(t) = 0 for t =
6 s. We
denote the probability to take a path to a state in C ⊆ S through states in B ⊆ S:
X
Pr(s, B, C) :=
Pr δ(s) (Cyl(s0 , s1 , . . . , sn )) .
s0 ,...,sn−1 ∈B\C, sn ∈C

Note that if s ∈ C, we have Pr(s, B, C) = 1 for any B; but if s ∈
/ B ∪ C, then Pr(s, B, C) = 0.
The presented algorithm is based on refining partitions of finite sets of states. For any
set S, a partition of S is a set B = {Bi ⊆ S | i ∈ I} satisfying ∅ ∈
/ B, Bi ∩ Bj = ∅ whenever
S
i 6= j, and B = S. We call each Bi a block.
For two partitions B1 6= B2 of S, we say B1 is finer than B2 , or that B2 is coarser than
B1 , iff for every block B1 ∈ B1 , there is a block B2 ∈ B2 , such that B1 ⊆ B2 .
Given a partition B, we denote the block containing state s by [s]B . If a set of states
B 0 ⊆ B for some block B in B, we also write [B 0 ]B for B being the block in which B 0 is
contained. Every partition B induces an equivalence relation, also denoted B, defined by
s B t iff s ∈ [t]B . Conversely, every equivalence relation R on S has a unique corresponding
partition {{t | t R s} | s ∈ S}. This partition is denoted as S/R. We denote by [s]R the
R-equivalence class of s ∈ S, i.e., [s]R = {t | t R s}.
Given a DTMC M = (S, AP, P, L), we define AP-equivalence to be the relation that
distinguishes states based on their labels: s ≡AP t iff L(s) = L(t). Its equivalence class for s
is denoted [s]AP .
I Definition 2. Let M = (S, AP, P, L) be a DTMC and R ⊆ S × S an equivalence relation.
A state s is R-silent iff P(s, [s]R ) = 1. A transition s → t is R-inert iff s R t.
If the equivalence relation R is given by a partition B of states, we also speak about a B-silent
state. For non-R-silent states, we define the conditional probability to enter some set of
states in a single step under the condition to leave the R-equivalence class:
P(s, B | non-R-inert) :=

P(s, B)
.
1 − P(s, [s]R )

We are now ready to introduce the notions of weak and branching bisimilarity.
I Definition 3. Let M = (S, AP, P, L) be a DTMC and R ⊆ ≡AP an equivalence relation
on S (which respects the atomic propositions of states). We say that R is
a weak bisimulation iff s R t implies, for all R-equivalence classes C ∈ S/R with s, t ∈
/ C,
that Pr(s, [s]AP , C) = Pr(t, [t]AP , C).
a branching bisimulation iff s R t implies, for all R-equivalence classes C ∈ S/R with
s, t ∈
/ C, that Pr(s, [s]R , C) = Pr(t, [t]R , C).
a conditional-probability bisimulation iff s R t implies
/ C,
1. If s and t are both non-R-silent, for all R-equivalence classes C ∈ S/R with s, t ∈
we have P(s, C | non-R-inert) = P(t, C | non-R-inert); and
2. s has a path to a state outside [s]R iff t has a path to a state outside [t]R .
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The states s and t are weakly bisimilar, denoted s ≈w t, iff a weak bisimulation R exists
such that s R t. Similarly, s and t are branching bisimilar, denoted s ≈b t, iff a branching
bisimulation R exists such that s R t. Finally, s and t are conditional-probability-bisimilar,
denoted s ≈c t, iff a conditional-probability bisimulation R exists such that s R t.
All three relations ≈w , ≈b and ≈c are equivalence relations. The essential difference between
branching and weak bisimulation is that in branching bisimulation a step from state s
must be mimicked by a number of steps through the equivalence class of s, whereas in
weak bisimulation a step can be mimicked by steps through states labelled with the same
propositions. For nondeterministic transition systems branching bisimilarity implies weak
bisimilarity but not vice versa. Furthermore, deciding branching bisimilarity is more efficient.
Remarkably, in the context of Markov chains, the notions are equal:
I Proposition 4. Let M = (S, AP, P, L) be a DTMC. States in S are weakly bisimilar iff
they are branching bisimilar iff they are conditional-probability-bisimilar.
Proof. [1, 2] prove this result for fully probabilistic systems (with action labels instead of
atomic propositions). See the Appendix for an adaptation of the proof to DTMCs.
J
Due to this proposition, we only write “weak bisimulation” in the remainder of this paper.
Because conditional-probability bisimulation can be tested by looking at single-step probabilities only, we use its conditions to calculate the weak bisimilarity quotient without having to
calculate a transitive closure.
If we allowed DTMCs with an infinite state space, conditional-probability bisimilarity
would not imply weak/branching bisimilarity. See [15] for an example and a possible
strengthening of Condition 2 in the definition of conditional-probability bisimulation.

3

Main ideas of the algorithm

Now we state our problem formally:
Given a DTMC M = (S, AP, P, L), we need to compute the weak bisimilarity
relation, or equivalently, to give a partition B of the state space S consisting of the
weak bisimilarity equivalence classes.
This section explains the main ideas to solve this problem efficiently.
Partition refinement. Typically, bisimilarity is computed by partition refinement. In our
case this starts from an initial partition where states are in the same block iff they have the
same atomic propositions and satisfy Condition 2 of conditional-probability bisimulation –
note that refinements of a partition preserve these conditions. Then the algorithm checks
Condition 1 of conditional-probability bisimulation for every block. If it finds a pair of states
in one block with different transition probabilities to another block, it splits the former block,
bringing the validity of Condition 1 closer. The latter block is called a splitter.
Avoid superfluous refinements. After a splitter Sp ∈ B has been used to split all blocks
with transitions to Sp, every further refined partition is stable w.r.t. Sp. However, the
algorithm of [1] does not register this information and may check whether Sp is a splitter
repeatedly. We optimize by registering former splitters. In addition to the current partition
B, we store a coarser (or equal) partition C to record the splitters already used in previous
iterations. We call blocks in C constellations and print them in boldface C ∈ C. The relation
between blocks ∈ B and constellations ∈ C is described by the main invariant:
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I Main Invariant 5. If s and t are non-C-silent states in the same block, i.e., [s]B = [t]B ,
and C ∈ C is a constellation that does not contain s and t, then
P(s, C | non-C-inert) = P(t, C | non-C-inert).
This invariant expresses that states in the same block have the same conditional probability
to enter every other constellation in a single step. This means that blocks cannot be split by
constellations. They can however be split by other blocks.
I Example 6. The formulation of the main invariant is inspired by conditional-probability
bisimulation. The DTMC fragment in Figure 1 shows that a formulation inspired by weak or
branching bisimulation does not appear to work.
States s and t have the same conditional probability to enter C in a single step:
0.5
1
P(s, C | non-C-inert) = 1−0.2−0.3
= 1 = 1−0
= P(t, C | non-C-inert). However, because s
also has a transition to state u, which is in a different block of the same constellation and
has no C-inert path to C, we have Pr(s, [s]C , C) = 0.5 + 0.2 · 1 = 0.7 ==
6 1 = Pr(t, [t]C , C),
0.5
1
and also P(s, C | non-B-inert) = 1−0.2 = 0.625 ==
6 1 = 1−0 = P(t, C | non-B-inert). If
B = C, then no states like u exist, and Main Invariant 5 (together with Condition 2 of
conditional-probability bisimulation, which was already ensured by the initial partition)
implies weak bisimulation.
Refining constellations in C. As mentioned in the example, we should try to reach the
situation that B = C. Therefore, as long as these partitions are different, we choose a
small splitter block Sp ∈ B \ C. We move Sp to its own constellation, and reestablish Main
Invariant 5 by splitting blocks with transitions to Sp. By choosing a small splitter, we ensure
that each state takes part in constellation processing only logarithmically often – according
to the principle “Process the smaller half”.
To register the fact that we have used some Sp as a splitter, we refine its C-equivalence
class [Sp]C into Sp and the rest [Sp]C \ Sp. Note that establishing Main Invariant 5 w.r.t. Sp
also automatically establishes the invariant w.r.t. [Sp]C \ Sp for most states: As we know
P(s, [Sp]C | non-C-inert) = P(t, [Sp]C | non-C-inert) for states s, t in the same block 6⊆ [Sp]C ,
and the algorithm ensures that P(s, Sp | non-C-inert) = P(t, Sp | non-C-inert), we get for
free that P(s, [Sp]C \ Sp | non-C-inert) = P(t, [Sp]C \ Sp | non-C-inert). Only for states in Sp
itself we have to additionally check whether they are stable under [Sp]C \ Sp.
Refining blocks in B. For every block B with transitions to the selected splitter Sp, we
first split its non-C-silent states into subblocks whose conditional probabilities to enter the
splitter in a single step are equal. Similarly, in algorithms for branching bisimilarity [11, 10],
one splits the bottom states into two subblocks first. But in our case the non-C-silent states
may fall apart into more than two subblocks, depending on the (conditional) probability to
enter the splitter in a single step.

u

0.3

0.2

s

[s]C
0.5

t [s]
B
1

C
Figure 1 Even if P(s, C | non-C-inert) = P(t, C | non-C-inert), we still may have Pr(s, [s]C , C) 6=
Pr(t, [t]C , C).
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The next step is to extend this splitting to the C-silent states in B. Assume for the
moment that there are no strongly connected components of C-silent states. This means that
the B-inert transitions in B form a dag. The C-silent states that only have paths to a single
subblock of non-C-silent states join this subblock. This condition is checked by traversing the
transition relation backwards, to find states whose outgoing B-inert transitions all lead to the
same subblock. Only after we have investigated all outgoing B-inert transitions of a state,
we can extend the splitting to its predecessors. Those C-silent states that have B-inert paths
to multiple subblocks move to a special subblock, which we call the residue. These paths to
other subblocks may have different probabilities for different states, but as the residue will
be split further later in the algorithm, this is not a problem.
However, the subblocks have to be extended in a way compatible with the principle
“Process the smaller half”. This forbids to spend time on a subblock with more than half
the states of B. Because we do not know which subblock will end up to be the largest, all
subblocks are extended simultaneously, and when a subblock (which can be the residue)
becomes too large, we abort extending this subblock. Note that at most one block can be so
large. This process of simultaneous backward extension of the subblocks ends if all but one
block have been completed. All non-visited states necessarily belong to this non-completed
block. The time used for the backward extension can now be attributed completely to the
smaller subblocks whose sizes are guaranteed to be at most half that of B.
Strongly connected components. Unfortunately, if there are non-trivial SCCs in the Binert transitions, the backward extension does not work. The reason is that in order to decide
whether a state belongs to a subblock or to the residue, all its outgoing B-inert transitions
must have been investigated first. In a dag this is guaranteed, but with non-trivial SCCs,
this is impossible. Still, all states in such a non-trivial SCC have paths to the same subblocks.
It is therefore possible to view this SCC as a single state, and apply the dag-based backward
extension of subblocks as described above to the complete SCC.
For this to work we have to keep track of SCCs in the B-inert transitions within the
C-silent states of every block. When a constellation is split, some states may become non-Csilent, and we have to dynamically recompute the sub-SCCs within the states that remain
C-silent. It is not possible to use a classical linear algorithm for this purpose, as the strongly
connected components have to be recomputed for all new blocks, including a potential block
that is larger than half of the size of B. Therefore, the “Process the smaller half” strategy
cannot be applied, leaving us with an O(mn) algorithm.
Fortunately, recently an efficient algorithm has been presented that can maintain the
strongly connected components within a lower time bound [4]. This algorithm initializes
a data structure for SCCs in worst-case time complexity O(m log4 n) and recomputes all
sub-SCCs in total expected time complexity O(m log4 n).
I Example 7. Figure 2 illustrates the above ideas for an example DTMC. The state labellings
with atomic propositions are not explicitly indicated, but different letters in the state name
indicate different labellings. For some transitions the exact probability value is not shown,
but it is nonzero, and all outgoing probabilities sum up to 1.
Subfigure 2a shows the initial partition: states with different labelling are in different
blocks (shown as rounded, darker grey shapes). Additionally, to satisfy Condition 2 of
conditional-probability bisimulation, we have separated s1 from states s2 and s3 as only
the latter two have paths to a state outside {s1 , s2 , s3 }. All states are in one constellation
(shown as light grey rectangle).
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Figure 2 The first few steps of partition refinement.

Subfigure 2b shows the situation after blocks {u} and {s1 } have been used as splitters.
This is recorded by putting them into their own constellations. However, these two splitters
did not lead to actual refinements. State s2 only has a transition to another block in the
same constellation, and when this block becomes a splitter, it will separate s2 from s3 .
Then, the only remaining small splitter is block Sp = {s2 , s3 } in constellation C. Block
B, the block with transitions to Sp, needs to be refined. Subfigure 2c shows the situation
after the non-C-silent states t1 , t6 and t7 have been separated: every state is in a block
corresponding to its conditional probability to enter Sp in a single step. Also, state t1 was
C-silent but is so no longer, so it had to be removed from its SCC, and the algorithm quickly
finds two sub-SCCs in the remaining C-silent states. Note that the transition t1 → t4 is
ignored when calculating the conditional probability P(t1 , Sp | non-C-inert).
The refinement has to be extended to the C-silent SCCs in the block. The situation after
this has finished is shown in subfigure 2d: SCC {t2 , t3 } is completely added to B1 because
its only outgoing transition goes to a state in B1 . Here, one can see that it is necessary to
move the SCC to B1 as a whole. If we would have tried to move state t2 individually to B1 ,
we would have to wait until t3 is in B1 first, which in turn depends on t2 already being in B1 .
The SCC {t4 , t5 } is moved to the residue because t5 can enter both B0.1 and B0 in a single
step. Note that also Sp has been split into two because it was unstable under C0 = [Sp]C \ Sp.
State s2 has (conditional) probability 1 to enter C0 in a single step, while s3 has conditional
probability .3/(.3 + .2) = 0.6.
In further refinements, where the new blocks are used as splitters, the algorithm will find
that the states in SCC {t2 , t3 } are equivalent, but SCC {t4 , t5 } will be split up because the
states have different probabilities to reach other blocks like B0 .
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Algorithm 1 Efficient algorithm for weak bisimulation of Markov chains.
1.1:

1.2:
1.3:
1.4:
1.5:
1.6:
1.7:
1.8:
1.9:
1.10:
1.11:
1.12:
1.13:
1.14:
1.15:
1.16:
1.17:
1.18:
1.19:
1.20:
1.21:
1.22:
1.23:
1.24:
1.25:
1.26:
1.27:
1.28:

4

B := coarsest partition of S that is at least as fine as S/≡AP and satisfies Condition 2
of conditional-probability bisimulation
Add all B ∈ B (except one maximal-size one) to the set of potential splitters
Label all transitions as C-inert, C := {S}
Construct all SCCs based on the B-inert transitions
for all potential splitters Sp ∈ B do
for all incoming transitions t → s ∈ in(Sp) do
if t → s is labelled as C-inert then {i.e. t ∈ [Sp]C \ Sp}
if t is C-silent then remove t from SCC(t), Pnon-C-inert (t) := 0, P→splitter (t) := 0
Pnon-C-inert (t) := Pnon-C-inert (t) + P(t, s)
Label t → s as non-C-inert
end if
if P→splitter (t) = 0 then mark state t (as a predecessor)
P→splitter (t) := P→splitter (t) + P(t, s)
end for
for all outgoing transitions s → t ∈ out(Sp) labelled as C-inert do {i.e. t ∈ [Sp]C \Sp}
if s is C-silent then remove s from SCC(s), Pnon-C-inert (s) := 0, P→splitter (s) := 0
Pnon-C-inert (s) := Pnon-C-inert (s) + P(s, t)
Label s → t as non-C-inert
if P→splitter (s) = 0 then mark state s (as a predecessor)
P→splitter (s) := P→splitter (s) + P(s, t)
end for
Remove Sp from the set of potential splitters, C 0 := (C \ {[Sp]C }) ∪ {[Sp]C \ Sp, Sp}
for all all blocks B containing marked states do
Refine B according to

P→splitter ( · )
Pnon-C-inert ( · )

(Algorithm 2)

end for
C := C 0
end for
return B

Detailed algorithm for weak bisimilarity on Markov chains

In this section, we walk through the pseudocode to explain how the ideas of the previous
section can be fleshed out.
We store all states such that we can easily traverse all incoming transitions. There is a
partition B of states. We store a set of potential splitter blocks, and we label every transition
to indicate whether it is C-inert. As this is all we need to know of the constellation, we do
not have to maintain C explicitly. We treat C as a ghost variable, as it is only used to prove
correctness. Code referring to the ghost variable is printed in grey.
Non-C-silent states are handled individually, while C-silent states are handled as part of
an SCC. When some state becomes non-C-silent, the algorithm moves it to the individuallyhandled states and recalculates the maximal sub-SCCs in the remaining C-silent states.
To make the code slightly more efficient, every non-C-silent state also has an associated
probability Pnon-C-inert (s), which is the probability to take a non-C-inert transition. This is
the denominator in the conditional probability P(s, · | non-C-inert).

CONCUR 2020

8:10

A Near-Linear-Time Algorithm for Weak Bisimilarity on Markov Chains

Algorithm 2 Refine block B (Line 1.24).
P→splitter (s)
Pnon-C-inert (s)

2.1:

Move the non-C-silent states of B to new subblocks Bp = {s ∈ B |

2.2:

Unmark all states and set P→splitter ( · ) := 0 in the subblocks Bp
if for some Bp , we have |Bp | > 21 (original size of B) then Mark this Bp as aborted
Create an empty block Bresidue for the residue
while there are at least two non-completed subblocks (including Bresidue ) do
for all non-completed and non-aborted normal subblocks Bp do
Take one step for Bp in Algorithm 3
end for
if Bresidue is not aborted then take one step for Bresidue in Algorithm 4
end while
Let Baborted be the only non-completed subblock (or residue).
if Bresidue = ∅ then
if Bresidue = Baborted then let Baborted := a maximal-size normal Bp
Delete Bresidue
end if
Move all states in Baborted back to B and delete Baborted

2.3:
2.4:
2.5:
2.6:
2.7:
2.8:
2.9:
2.10:
2.11:
2.12:
2.13:
2.14:
2.15:
2.16:

= p}

Algorithm 1: Main program. We initialize all data structures in Lines 1.1–1.4. To construct
the initial partition (Line 1.1), one starts with the partition S/≡AP and marks all states s
that have a path to a state outside their block [s]AP . Then, every block is separated into the
marked and unmarked states if necessary. The resulting partition satisfies Condition 2 of
conditional-probability bisimulation. – Line 1.4 does not need to check whether states are
C-silent, as there are no non-C-inert transitions at this moment.
Each iteration of the main loop refines one constellation of C. This is done by selecting a
small splitter Sp and the following two steps.
First, it calculates the probability to enter the splitter Sp in a single step for each state
in the loop at Lines 1.6–1.14. It also calculates, for the states in Sp, the probability to
enter [Sp]C \ Sp in a single step at Lines 1.15–1.21 because Sp is the one block that is not
automatically stabilized under [Sp]C \ Sp by stabilizing under Sp. During these calculations,
the algorithm may find that some states in [Sp]C are no longer C-silent at Lines 1.8 and 1.16.
In that case, it (efficiently) recalculates the SCCs that formerly contained these states.
Second, from Line 1.23 it splits all blocks that have some transition to their splitter by
calling Algorithm 2.
Algorithm 2: Refine block B. At Line 2.1, we split the non-C-silent states. This can be
done by sorting them according to their conditional probability and group those with the
same probability in one subblock.
To extend the separation to C-silent states, we start a coroutine (see Algorithm 3) for each
initial subblock. Additionally, we also start one coroutine (see Algorithm 4) for the so-called
residue, i.e. the part of the block that cannot be put into one subblock because it has paths
to several non-C-silent states with different probabilities P→splitter (s)/Pnon-C-inert (s). In the
main loop in Lines 2.5–2.10, we let each coroutine do one step (execute one loop iteration,
handle one transition) in turn until all of them except one have completed their search.
Then, the remaining states must belong to the incomplete subblock. If there is a subblock
containing the majority of the states, this will be the incomplete subblock; otherwise, the
incomplete subblock will often be large, but it does not matter much. This guarantees that
the processing time is proportional to the cumulative size of those subblocks that are at most
half the original block.
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Algorithm 3 Extend a normal subblock Bp (Line 2.7).
3.1:
3.2:
3.3:
3.4:
3.5:
3.6:
3.7:
3.8:
3.9:
3.10:
3.11:
3.12:
3.13:
3.14:
3.15:
3.16:
3.17:
3.18:
3.19:
3.20:
3.21:
3.22:
3.23:
3.24:
3.25:

for all unmarked states s ∈ Bp do
for all incoming transitions t → s ∈ in(SCC(s)) with C-silent t do
if SCC(t) ⊆ B then
Move SCC(t) from B to the marked states of Bp
untested(SCC(t)) := |{outgoing B-inert transitions of SCC(t)}|
end if
if SCC(t) ⊆ Bp then {SCC(t) must have been marked}
untested(SCC(t)) := untested(SCC(t)) − 1
if untested(SCC(t)) = 0 then
Unmark SCC(t)
if |{unmarked states ∈ Bp }| > 21 (original size of B) then
Mark Bp as aborted
Abort this copy of Algorithm 3
end if
end if
else if SCC(t) ⊆ Bq for some q 6= p then {SCC(t) must have been marked}
Unmark SCC(t) and move it from Bq to Bresidue
if |Bresidue | > 12 (original size of B) then Mark Bresidue as aborted
end if
end for
end for
Unmark all marked SCCs in Bp and move them to Bresidue
if |Bresidue | > 12 (original size of B) then Mark Bresidue as aborted
Insert Bp into the set of potential splitters
Mark Bp as completed

After B has been divided completely, the identity of B is reused to become a large
subblock (so that most pointers from states to their block need not be changed). Only if the
residue is empty, it may have become aborted accidentally, so we correct for that.
Algorithm 3: Extend a normal subblock Bp . This algorithm extends the subblock Bp
by all C-silent states in B that only have transitions to Bp -states. The basic idea is as
follows. As soon as we find a transition from such a state t to an unmarked Bp -state s, we
provisionally add it to Bp as a marked state at Line 3.4 – here, marked states indicate that
if t is not in the residue, then it is in Bp . Note that each such transition from t to s is only
investigated once. We also initialize a counter untested(t) to the number of outgoing B-inert
transitions of t that are not known to go to Bp . When we have determined that no more of
such transitions exist, we unmark t at Line 3.10 to indicate that it is definitely in Bp . If,
however, we find that state t has already been moved to another Bq =
6 Bp , it has transitions
to several subblocks, so it has to move to the residue at Line 3.17.
The above is slightly complicated by the fact that we may have nontrivial SCCs in B.
Therefore, we do not handle C-silent states individually, but always their SCC as a whole.
Instead of moving a single state t, we move the whole SCC (t) to Bp or the residue. And
instead of considering the incoming transitions of a single C-silent state s, we simultaneously
consider all incoming transitions of SCC (s) at Line 3.2. In case s is not C-silent, we regard
in(SCC(s)) to be in(s) at this line.
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Algorithm 4 Extend the residue Bresidue (Line 2.9).
4.1:
4.2:
4.3:
4.4:
4.5:
4.6:
4.7:
4.8:
4.9:
4.10:
4.11:
4.12:
4.13:
4.14:
4.15:

while there are at least two non-completed subblocks Bp , Bq do
for all states s ∈ Bresidue that are not yet completely handled do
for all incoming transitions t → s ∈ in(SCC(s)) with C-silent t do
if SCC(t) ⊆ Bp for some p or SCC(t) ⊆ B then
Unmark SCC(t) and move it to Bresidue
if |Bresidue | > 12 (original size of B) then
Mark the residue as aborted
Abort Algorithm 4
end if
end if
end for
end for
end while
Insert Bresidue into the set of potential splitters
Mark the residue as completed

When Bp gets too large at Line 3.11 its handling is aborted, simply meaning that it is
not handled further in the algorithm. Note that at most one subblock can be too large, so
every subblock except possibly one is completely investigated. At the end of Algorithm 2 the
aborted block is cleaned up. When no more states can be added, the states that are still
marked must have a transition to Bp and either to some other Bq 6= Bp or to the residue.
So, they also move to the residue at Line 3.22.
Algorithm 4: Extend the residue. The handling of the residue is, in a sense, simpler than
Bp : every predecessor t of a state in the residue with t originally in B also belongs to the
residue. Therefore, we greedily add all states in SCC (t) to the residue.
However, when all states currently in the residue have been handled and still two or more
normal subblocks Bp , Bq are incomplete, it may happen that new states will be added to the
residue at Lines 3.17 or 3.22 in the coroutines for Bp or Bq . Therefore Algorithm 4 has to
wait until (at most) one normal subblock is incomplete (Line 4.1). When only one subblock
is incomplete, no other subblock has marked states left that could still move to the residue.

4.1

Correctness

The correctness can be expressed by the following lemmas.
I Lemma 8 (Loop invariants in Algorithm 1).
1. Whenever Line 1.5 is reached, the following holds:
B satisfies Condition 2 of the definition of conditional-probability bisimulation, and is
at least as coarse as weak bisimilarity and at least as fine as S/≡AP and C.
Main Invariant 5.
For every constellation C ∈ C, exactly one block B ⊆ C is not in the set of potential
splitters.
For non-C-silent state s ∈ S, we have Pnon-C-inert (s) = 1−P(s, [s]C ) and P→splitter (s) = 0.
Every transition is labelled as C-inert iff it is (cf. Line 1.10).
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2. After executing Line 1.22, it holds:
For every constellation C ∈ C 0 , exactly one block B ⊆ C is not in the set of potential
splitters.
For every state s ∈ S, (†)
Pnon-C-inert (s) = 1 − P(s, [s]C 0 ).
If s ∈
/ Sp, then P→splitter (s) = P(s, Sp).
If s ∈ Sp, then P→splitter (s) = P(s, [Sp]C \ Sp).
Every transition is labelled as C-inert iff it is C 0 -inert.
In the proof of Lemma 8, we refer to Algorithm 2. Therefore, we first state its correctness:
I Lemma 9 (Correctness of Algorithm 2). If all states in B satisfy the conditions (†) of
Lemma 8, then Algorithm 2 splits B into the coarsest subblocks that satisfy
Main Invariant 5 w.r.t. C 0 , i.e. if s and t are non-C 0 -silent states in B before Algorithm 2,
then they are in the same subblock Bp after Algorithm 2 iff for all constellations C ∈ C 0
that do not contain s or t, P(s, C | non-C 0 -inert) = P(t, C | non-C 0 -inert).
C 0 -silent states in Bp have a Bp -inert path to some state outside Bp , but not to a state in
another Bq .
All states ∈ Bresidue are C 0 -silent and have Bresidue -inert paths to at least two subblocks
of the form Bp .
For every state s ∈ B before Algorithm 2, we have P→splitter (s) = 0 after Algorithm 2.
Proof of Lemma 9. Line 2.1 ensures the condition on non-C 0 -silent states holds; the remainder of Algorithms 2–4 only moves C 0 -silent states around.
During the execution of Algorithm 3, we have for every C 0 -silent SCC ⊆ B: If all its
outgoing B-inert transitions have been tested and go to Bp , then the SCC also is in the
unmarked part of Bp . If some (but not all) of its outgoing B-inert transitions have been
tested, then the SCC is either in the marked part of Bp or in Bresidue . (It is in Bresidue only if
it satisfies the conditions in the next paragraph.) Also, every state in Bp has a Bp -inert path
to some non-C 0 -silent state in Bp . From this we can conclude that at Line 3.22, the unmarked
C 0 -silent states of Bp have Bp -inert paths to some non-C 0 -silent state in Bp (and therefore
some state outside Bp ), but they have no Bp -inert path to different Bq . The marked C 0 -silent
states of Bp can go in a single step to some state in Bp and also some other state, that
either is in some Bq =
6 Bp or in Bresidue . In both cases, adding the marked states to Bresidue
maintains the condition on Bresidue of the lemma.
During the execution of Algorithm 4, we have for every SCC ⊆ B: The SCC is in the
residue if it has tested transitions to at least two subblocks of the form Bp (because it was
a marked SCC of one copy of Algorithm 3, and another copy executed Line 3.17), or if it
has a tested transition to a completed subblock Bp and a transition that leads elsewhere
(because it was a marked SCC of Bp at Line 3.22), or if it has a transition to some other
state in Bresidue that was visited in Line 4.5. In all such cases, it consists of C 0 -silent states
which have Bresidue -inert paths to at least two subblocks of the form Bp . When Algorithm 4
leaves the loop at Lines 4.1–4.13, at most one copy of Algorithm 3 is still running. This copy
will not add anything to the residue because all states with transitions to completed copies
of Algorithm 3 have already been visited and moved to the appropriate Bp or Bresidue . J
Proof of Lemma 8. When Line 1.5 is reached for the first time, B and C have just been
initialized to values that obviously satisfy Item 1 of Lemma 8.
Let’s now look at the situation after Line 1.22. Lines 1.6–1.22 do not change B or C,
so Item 1 remains valid, except that Sp is not marked as a splitter any more. – The only
difference between C and C 0 is that Sp is now in its own constellation. As Sp was in the set
of potential splitters, exactly one other block ⊆ [Sp]C was not in this set, and we now have

CONCUR 2020

8:14

A Near-Linear-Time Algorithm for Weak Bisimilarity on Markov Chains

that this is the one block ⊆ [Sp]C \ Sp not in the set of potential splitters. Therefore, the
first part of Item 2 of Lemma 8 holds. Condition (†) is ensured for every state by the loops
in Lines 1.6–1.21. Note that C-inert transitions that enter or leave Sp must be transitions
from and to [Sp]C \ Sp, so these transitions are not C 0 -inert.
After Algorithm 2 has been called for all blocks with marked states (i.e. all blocks that
have transitions to a splitter) at Lines 1.23–1.25, we have that Item 1 of Lemma 8 is satisfied
for C 0 . In particular, no split by Algorithm 2 separated weakly bisimilar states. Line 1.26
then ensures Item 1 for C.
J
I Theorem 10. Algorithm 1 returns the partition of S into weak bisimilarity equivalence
classes.
Proof. This is an immediate consequence of Item 1 of Lemma 8, in particular Main Invariant 5
and the fact that B = C if the set of potential splitters is empty.
J

4.2

Complexity

The time complexity can be described by the following theorem. Observe that n ≤ m.
I Theorem 11. All operations in the main loop of Algorithm 1 fall under one of the following
cases.
1. State s is handled as part of a small splitter at most blog2 nc times. Whenever this
happens, O((|in(s)| + 1) log n + |out(s)|) time is spent.
2. State s becomes part of a small subblock at most blog2 nc times. Whenever this happens,
O(|in(s)| + 1) time is spent.
3. All operations on decremental SCC handling together run in expected time O(m log4 n).
Summing up, the overall time complexity is in expected time O(m log4 n).
Data structures. To prove Theorem 11, we propose that the algorithm stores the following
information.
Per block: a set of unmarked non-C-silent states, a set of marked non-C-silent states, a set
of unmarked C-silent SCCs, a set of marked C-silent SCCs, and a way to iterate over its
incoming and outgoing non-B-inert transitions (possibly through its states and SCCs).
The set of potential splitters can be stored as a set or list of pointers to blocks.
In Algorithm 2, some subblocks are marked as completed, and possibly one block is
marked as aborted; one can store the non-completed and the completed subblocks in two
(circular) list of pointers to blocks, and the aborted block as a (possibly NULL) pointer
to a block.
Per state: a flag to indicate whether it is C-silent.
Per non-C-silent state: its block, P→splitter and Pnon-C-inert , and a way to iterate over its
incoming B-inert transitions.
Per C-silent state: the SCC it belongs to.
Per C-silent SCC: its block, the untested counter, the number of states, the number of
outgoing B-inert transitions, and a way to iterate over its incoming B-inert transitions.
The last three items can be collected and stored while (re)computing the ES-trees in the
SCC algorithm without increasing the time complexity.
Per transition: a label to indicate whether it is C-inert.
Proof of Theorem 11. We walk through the algorithms and show under which clause each
individual step can be subsumed. Algorithm 1 mostly falls under Clause 1: the incoming and
outgoing transitions of Sp are visited in Lines 1.6–1.22, and every transition is handled in
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constant time, except for Lines 1.8 and 1.16. In these lines predecessor states are removed
from SCCs. Since a state is initially in at most one SCC, and it can effectively only be
removed once, these lines fall under Clause 3. In Lines 1.23–1.25, Algorithm 2 is called.
The first part of Algorithm 2 runs in time proportional to log n times the marked states
of B. Note that marked states either have a transition to Sp or are in Sp. Therefore, the
calls to Algorithm 2 caused by one splitter together lead to at most |in(Sp)| + |Sp| marked
states. Hence, those parts of Algorithm 2 that use marked states fall under Clause 1.
At Line 2.1, we separate the non-C-silent states. This boils down to sorting the marked
states of B according to the conditional probability P→splitter (s)/Pnon-C-inert (s), which can
be done in time O(|Marked(B)| log n). Note that using techniques as in [7, 20, 12] the factor
log n can be saved, but this will not reduce the overall complexity of our algorithm. The
subblock Bp with p = 0 requires special care, as it receives the unmarked non-C-silent states
of B 6= Sp. If p > 0, states moved to Bp have transitions to the small splitter Sp, and we are
guaranteed to move only a small number of states to Bp . This does not hold for B0 ; there
may be too many non-C 0 -silent states that have no transition to the splitter. In our proposed
data structure, B0 can be initialized from the unmarked non-C-silent states, which are stored
in a separate subset of B.
Unmarking states and related operations at Lines 2.2–2.3 take O(|Marked(B)|).
The loop at Lines 2.5–2.10 falls under Clause 2. We interpret “Take one step” as “execute
one loop iteration”. In Algorithms 3 and 4, this takes constant time. The work in these
algorithms is proportional to the number of states and incoming transitions of the respective
subblock. The only part that is not trivial is Line 3.22, which can be executed in time
proportional to the incoming transitions of the (clearly small) subblock Bp , as every marked
SCC in Bp has a transition to the unmarked states of Bp .
In most cases, executing one loop iteration means that one state or transition is handled,
or alternatively, that Algorithm 4 confirms that nothing needs to be done right now. In this
way, we ensure that at most one more step is handled in the largest subblock than in the
second largest subblock. The overhead caused by this is at most proportional to the work
done for the second largest subblock (including the residue) and can be attributed to this.
In Clauses 1 and 2 it is indicated that each state is handled at most blog2 nc times. This
is due to the fact that each state when it is processed again is in a block of at most half the
size of the previous block it belonged to, according the the principle “Process the smaller
half”. When we sum the complexity up over all states in Clauses 1 and 2 we obtain the
complexity O((m + n) log2 n). Together with the complexity of Clause 3, we obtain the
overall expected time complexity O(m log4 n), as n ≤ m.
J
In Theorem 11 we did not include the time complexity of the initialisation of the algorithm.
However, if we assume that AP is small enough to find the initial partition fast, namely
|AP| ∈ O(m/n log4 n), then we can find an initial partition within the desired overall time
complexity. In Line 1.4 the SCCs are constructed, which also fits within the time assigned to
Clause 3 of Theorem 11.

5

Conclusion and Outlook

The combination of the ideas from the algorithms from [10, 14] on the one hand and [4] on the
other hand allow to come up with a near-linear expected-time algorithm for weak bisimilarity
on Markov chains. There are many equivalences that have the same structure, namely
direct steps between equivalence classes as in branching bisimilarity and irreducible strongly
connected components of inert steps in these equivalence classes. Examples are orthogonal
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bisimilarity [21], governed stuttering bisimilarity [6], various branching bisimilarities on
non-deterministic probabilistic systems [3, 19] and equivalences using other forms of weighted
transitions [17]. We expect that all these equivalences can be provided with a near-linear
expected-time algorithm using the techniques provided in this paper.
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Proof of Proposition 4

This appendix compares the three notions of bisimilarity. First let’s recall the definition of
the three bisimulation relations:
I Definition 3. Let M = (S, AP, P, L) be a DTMC and R ⊆ ≡AP an equivalence relation
on S (which respects the atomic propositions of states). We say that R is
a weak bisimulation iff s R t implies, for all R-equivalence classes C ∈ S/R with s, t ∈
/ C,
that Pr(s, [s]AP , C) = Pr(t, [t]AP , C).
a branching bisimulation iff s R t implies, for all R-equivalence classes C ∈ S/R with
s, t ∈
/ C, that Pr(s, [s]R , C) = Pr(t, [t]R , C).
a conditional-probability bisimulation iff s R t implies
/ C,
1. If s and t are both non-R-silent, for all R-equivalence classes C ∈ S/R with s, t ∈
we have P(s, C | non-R-inert) = P(t, C | non-R-inert); and
2. s has a path to a state outside [s]R iff t has a path to a state outside [t]R .
The states s and t are weakly bisimilar, denoted s ≈w t, iff a weak bisimulation R exists
such that s R t. Similarly, s and t are branching bisimilar, denoted s ≈b t, iff a branching
bisimulation R exists such that s R t. Finally, s and t are conditional-probability-bisimilar,
denoted s ≈c t, iff a conditional-probability bisimulation R exists such that s R t.
I Proposition 4. Let M = (S, AP, P, L) be a DTMC. States in S are weakly bisimilar iff
they are branching bisimilar iff they are conditional-probability-bisimilar.
We prove this proposition by the three lemmas below. The proofs are adapted from [2],
where Markov chains are defined with action labels instead of atomic propositions.
I Lemma 12. Let R be a conditional-probability bisimulation. Then R is a branching
bisimulation.
Proof. Consider a state s ∈ S. If all states in [s]R are R-silent, they are all trivially branching
bisimilar to s, as Pr(s, [s]R , C) = 0 for all C ∈ S/R\{[s]R }. Otherwise, Pr(s, [s]R , S\[s]R ) = 1
because S is finite. Fix some non-R-silent s0 ∈ [s]R . Note that for any C ∈ S/R \ {[s]R }, we
have that P(s0 , C | non-R-inert) does not depend on the concrete choice of s0 . Then,
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X

Pr(s, [s]R , C) =

Pr δ(s) (Cyl(s, s1 , . . . , sn , sn+1 ))

s1 ,...,sn ∈[s]R ,sn+1 ∈C

X

=

Pr δ(s) (Cyl(s, s1 , . . . , sn ))P(sn , C)

s1 ,...,sn ∈[s]R

X

=

Pr δ(s) (Cyl(s, s1 , . . . , sn ))P(sn , C | non-R-inert)(1 − P(sn , [s]R ))

s1 ,...,sn ∈[s]R

X

= P(s0 , C | non-R-inert)

Pr δ(s) (Cyl(s, s1 , . . . , sn ))P(sn , S \ [s]R )

s1 ,...,sn ∈[s]R

X

= P(s0 , C | non-R-inert)

Pr δ(s) (Cyl(s, s1 , . . . , sn , sn+1 ))

s1 ,...,sn ∈[s]R ,sn+1 ∈[s]
/ R

= P(s0 , C | non-R-inert)Pr(s, [s]R , S \ [s]R )
= P(s0 , C | non-R-inert)

By the same method Pr(t, [s]R , C) = P(s0 , C | non-R-inert) for any t ∈ [s]R , so Pr(s, [s]R , C) =
Pr(t, [t]R , C) whenever s R t.
J
I Lemma 13. Let R be a branching bisimulation. Then R is a weak bisimulation.
Proof. We first define the auxiliary notion of a block-cylinder set: Cyl(B1 , B2 , . . . , Bn )
is the set of paths that start in B1 , after visiting a number of states in B1 move on to
B2 , and visit all further blocks in the order mentioned. After entering Bn the paths may
continue without any restrictions. A block-cylinder set is a countable union of (basic) cylinder
sets. Hence, it is in the σ-algebra generated by the basic cylinder sets allowing to write
Pr δ(s) (Cyl([s]R , B1 , B2 , . . . , Bn , C)). We can therefore define:
Pr(s, [s]R , B1 , B2 , . . . , Bn , C) := Pr δ(s) (Cyl([s]R , B1 , B2 , . . . , Bn , C)).
Further, we have, for all states s ∈ S \ C,
X
Pr(s, [s]R , B1 , B2 , . . . , Bn , C).
Pr(s, [s]AP , C) =
B1 ,B2 ,...,Bn ∈S/R
B1 ,B2 ,...,Bn ⊆[s]AP \C
[s]R 6=B1 6=B2 6=···6=Bn

Now assume given two branching bisimilar states s R t. Note that [s]AP = [t]AP . It is easy to
show that Pr(s, [s]R , B1 , B2 , . . . , Bn , C) = Pr(t, [t]R , B1 , B2 , . . . , Bn , C) for blocks Bi ∈ S/R
for i = 1, . . . , n, and therefore Pr(s, [s]AP , C) = Pr(t, [t]AP , C).
J
I Lemma 14. Weak bisimilarity, ≈w , is a conditional-probability bisimulation.
Proof. We adapt the proof of [1] (for action-labelled fully probabilistic systems) to our
state-labelled DTMCs. Condition 2 of conditional-probability bisimulation is easy to check,
so we concentrate on Condition 1.
Let B1 , B2 , . . . , Bk be an enumeration of the ≈w -equivalence classes with at least one
non-≈w -silent state, and let B0 , B−1 , . . . , Bksil be an enumeration of the other ≈w -equivalence
classes, in which all states are ≈w -silent. Let s be a non-≈w -silent state. Assume w.l.o.g.
that [s]≈w = Bk . Let C 6= [s]≈w be an ≈w -equivalence class. Then
Pr(s, [s]AP , C) =

k
X
i=ksil

P(s, Bi )Pr(Bi , [s]AP , C).
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As ≈w is a weak bisimulation, Pr(Bi , [s]AP , C) does not depend on the concrete initial state
in Bi if Bi 6= C, and Pr(C, [s]AP , C) = 1. Therefore the above sum is well-defined. Note
that Pr(Bi , [s]AP , C) = 0 if C 6= Bi 6⊆ [s]AP . Then
k
X
Pr(s, [s]AP , C)
P(s, Bi )
=
Pr(Bi , [s]AP , C)
1 − P(s, [s]≈w )
1 − P(s, [s]≈w )
i=ksil
k−1
X

=

i=ksil
k−1
X

=

i=ksil

P(s, Bi )
Pr(Bi , [s]AP , C)
1 − P(s, [s]≈w )

+

P(s, Bk )
Pr(Bk , [s]AP , C)
1 − P(s, [s]≈w )

P(s, Bi )
Pr(Bi , [s]AP , C)
1 − P(s, [s]≈w )

+

P(s, [s]≈w )
Pr(s, [s]AP , C).
1 − P(s, [s]≈w )

We now solve the above equation for Pr(s, [s]AP , C) and get:
k−1
X

Pr(s, [s]AP , C) =

i=ksil

P(s, Bi )
Pr(Bi , [s]AP , C).
1 − P(s, [s]≈w )

This shows that the conditional probabilities xi = P(s, Bi | non-≈w -inert) =
i ∈ {ksil , . . . , k − 1} solve the following linear equation system:
k−1
X

P(s,Bi )
1−P(s,[s]≈w )

xi Pr(Bi , [s]AP , C) = Pr([s]≈w , [s]AP , C) for all C ∈ {Bksil , . . . , Bk−1 }

for

(1)

i=ksil

We claim that Equation System (1) has at most one solution. Therefore, for each non-≈w silent state t ∈ [s]≈w , we have P(t, Bi | non-≈w -inert) = P(s, Bi | non-≈w -inert), which
proves this lemma.
We now prove the claim that Equation System (1) has at most one solution. We first
prove that the matrix A = (Pr(Bj , [s]AP , Bi ))i,j∈{1,...,k} is regular. For every Bi (with i ≥ 1),
fix some state si ∈ Bi that is non-≈w -silent. Let
(
where cij =

C = (cij )i,j∈{1,...,k}



1 − e1

0
..

E=


0

.
1 − ek

P(sj , Bi )

if sj ∈ [s]AP

0

otherwise



 k
 P P(s , B )Pr(B , [s] , B ) if s ∈ [s]
i
i
i
h
h
AP
AP

where
e
=
i

h=1
0

otherwise.

Let D = (dij )i,j∈{1,...,k} = A · C + E. We show that D = A. For the diagonal elements dii
with si ∈ [s]AP , we have:
dii =

k
X

Pr(Bh , [s]AP , Bi )P(si , Bh ) + 1 − ei = 1 = Pr(Bi , [s]AP , Bi )

h=1

and for the off-diagonal elements dij with sj ∈ [s]AP , we have:
Pr(Bj , [s]AP , Bi ) = Pr(sj , [s]AP , Bi ) =

k
X

Pr(Bh , [s]AP , Bi )P(sj , Bh ) = dij

h=1

Elements dij with sj ∈
/ [s]AP are trivial.
This proves that A · C + E = A, so also E = A · (I − C). Next we show that all ei < 1.
This is trivial if si ∈
/ [s]AP , so we now assume that Bi ⊆ [s]AP .
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Assume that there is some Bh0 6= Bi with Pr(Bh0 , [s]AP , Bi ) 6= 0. Note that if some state
s0 satisfies Pr(s0 , [s]AP , Bi ) = 1 then s0 ∈ Bi (here we use that we started with ≈w and
not just any weak bisimulation); therefore, Pr(Bh0 , [s]AP , Bi ) < 1. Then
k
X

ei ≤

P(si , Bh ) + P(si , Bh0 )Pr(Bh0 , [s]AP , Bi ) < P(si , S) ≤ 1.

h=1
h6=h0

If for all Bi 6= Bj we have Pr(Bj , [s]AP , Bi ) = 0, then
ei = P(si , Bi )Pr(Bi , [s]AP , Bi ) = P(si , Bi ) < 1.
Therefore, E is regular, and hence A is regular because A−1 = (I − C) · E−1 .
Now we prove that the extended matrix A0 = (Pr(Bj , [s]AP , Bi ))i,j∈{ksil ,...,k} is regular.
Note that if i 6= j ≤ 0, then Pr(Bj , [s]AP , Bi ) = 0. So, we can write A0 as follows
A0 =



I
0


∗
.
A

Hence, A0 is regular as well. The matrix of Equation System (1) is the matrix A0 without
the last column and row, i.e., (Pr(Bj , [s]AP , Bi ))i,j∈{ksil ,...,k−1} . Let A0 be A0 without the
last row, and consider the equation system A0 x = b, where bi = Pr([s]≈w , [s]AP , Bi ) for
i = ksil , . . . , k − 1. If some x solves this equation system, then (xi )i=ksil ,...,k−1 solves (1) iff
xk = 0. We argue that there is at most one such x.
As A0 is regular, the solution space of A0 x = b is (at most) one-dimensional and can
therefore be described by {a + t · c | t ∈ R} for some vectors a, c ∈ Rk−ksil +1 .
To come to a contradiction, we assume ak = ck = 0 and c =
6 0; in that case, there would
0
be more than one solution of (1). We know A (a + tc) = b for all t ∈ R, so
k−1
X

Pr(Bh , [s]AP , Bi )(ah + tch ) = Pr([s]≈w , [s]AP , Bi )

for i = ksil , . . . , k − 1.

h=ksil

Because this holds for all t ∈ R, we must have that
k−1
X

Pr(Bh , [s]AP , Bi )ch = 0 for i = ksil , . . . , k − 1.

h=ksil

Because A0 is regular, we cannot have A0 c = 0, therefore
c :=

k−1
X

Pr(Bh , [s]AP , Bk )ch 6= 0.

h=1

By these equations, the vector ( 1c ci )i=1,...,k is equal to the last row of A−1 . We have
0 = 1c ck = (A−1 )kk = (I − C)kk /(1 − ek ) = (1 − P(sk , Bk ))/(1 − ek ) 6= 0. Contradiction! J
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Introduction

Most distributed algorithms solving problems like consensus, leader election, set agreement,
or renaming are essentially one iterated loop. Yet, their behavior is difficult to understand due
to unbounded number of processes, asynchrony, failures, and other aspects of the execution
model. The general context of this work is to be able to say what happens when we change
some of the parameters: modify an algorithm or the execution model. Ideally we would like
to characterize the space of all algorithms solving a particular problem.
To approach this kind of questions, one needs to restrict to a well defined space of all
distributed algorithms and execution contexts. In general this is an impossible requirement.
Yet the distributed algorithms community has come up with some settings that are expressive
enough to represent interesting cases and limited enough to start quantifying over “all
possible” distributed algorithms [11, 40, 1].
In this work we consider the consensus problem in the Heard-Of model [11]. Consensus
problem is a central problem in the field of distributed algorithms; it requires that all correct
processes eventually decide on one of the initial values. The Heard-Of model is a round- and
message-passing-based model. It can represent many intricacies of various execution models
and yet is simple enough to attempt to analyze it algorithmically [9, 14, 15, 28, 27]. Initially,
our goal was to continue the quest from [28] of examining what is algorithmically possible
to verify in the Heard-Of model. While working on this problem we have realized that a
much more ambitious goal can be achieved: to give a simple, and in particular decidable,
characterization of all consensus algorithms in well-defined fragments of the Heard-Of model.
The Heard-Of model is an open ended model: it does not specify what operations processes
can perform and what kinds of communication predicates are allowed. Communication
predicates in the Heard-Of model capture in an elegant way both synchrony degree and
failure model. In this work we fix the set of atomic communication predicates and atomic
operations. We opted for a set sufficient to express most prominent consensus algorithms (cf.
Section 7), but we do not cover all operations found in the literature on the Heard-Of model.
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Our characterization of algorithms that solve consensus is expressed in terms of syntactic
conditions both on the text of the algorithm, and on the constraints in the communication
predicate. It exhibits an interesting way all consensus algorithms should behave. One could
imagine that there can be a consensus algorithm that makes processes gradually converge
to a consensus: more and more processes adopting the same value. This is not the case.
A consensus algorithm, in models we study here, should have a fixed number of crucial
rounds where precise things are guaranteed to happen. Special rounds have been identified
for existing algorithms [33], but not their distribution over different phases. Additionally,
here we show that all algorithms should have this structure.
As an application of our characterization we can think of using it as an intermediate
step in analysis of more complicated settings than the Heard-Of model. An algorithm in
a given setting can be abstracted to an algorithm in the Heard-Of model, and then our
characterization can be applied. Instead of proving the original algorithm correct it is enough
to show that the abstraction is sound. For example, an approach reducing asynchronous
semantics to round based semantics under some conditions is developed in [8]. A recent
paper [13] gives a reduction methodology in a much larger context, and shows its applicability.
The goal language of the reduction is an extension of the Heard-Of model that is not covered
by our characterization. As another application, our characterization can be used to quickly
see if an algorithm can be improved by taking a less constrained communication predicate,
by adapting threshold constants, or by removing parts of code (c.f. Section 7).
Organization of the paper. In the next section we introduce the Heard-Of model and
formulate the consensus problem. In the four consecutive sections we present the characterizations for the core model as well as for the extensions with timestamps, coordinators,
and with both timestamps and coordinators at the same time. We then give examples of
algorithms that are covered by these characterizations. Proofs can be found in the appendix,
as well as in the full version of the paper [3].

Related work
The celebrated FLP result [18] states that consensus is impossible to achieve in an asynchronous system in presence of failures, even in the presence of one crash failure. There is a
considerable literature investigating the models in which the consensus problem is solvable.
Even closer in spirit to the present paper are results on weakest failure detectors required to
solve the problem [6, 19]. Another step closer are works providing generic consensus algorithms that can be instantiated to give several known concrete algorithms [31, 22, 21, 5, 34, 33].
The present paper considers a relatively simple model, but gives a characterization result of
all possible consensus algorithms.
The cornerstone idea of the Heard-Of model is to represent both asynchrony and failures
by the constraints on the message loss expressed by communication predicates. This greatly
simplifies the model, that in turn is very useful for a kind of characterizations we present here.
Unavoidably, not all aspects of partial synchrony [17, 12] or failures [7] are covered by the
model. For example, after a crash it may be difficult for a process to get into initial state, or
in terms of the Heard-of model, do the same round as other processes [38, 8]. Faults are not
malicious: a sent value may be lost, but the value may not be modified during transmission.
These observations just underline that there is no universal model for distributed algorithms.
There exists several other proposals of relatively simple and expressible models [20, 40, 1, 32].
The Heard-Of model, while not perfect, is in our opinion representative enough to merit a
more detailed study.

A. R. Balasubramanian and I. Walukiewicz

9:3

On the verification side there are at least three approaches to analysis of the Heard-Of or
similar models. One is to use automatic theorem provers like Isabelle [10, 9, 14]. Another is
deductive verification methods applied to annotated programs [16, 15]. The closest to this
work is a model-checking approach [37, 28, 27, 2]. Particularly relevant here is the work
of Maric et al. [28]. who show cut-off results for a fragment of the Heard-Of model and
then perform verification on a resulting finite state system. Our fragment of the Heard-Of
model is incomparable with the one from that work, and arguably it has less restrictions
coming from purely technical issues in proofs. While trying to extend the scope of automatic
verification methods along the lines in the above papers, we have realized that in our case it
is possible to obtain a characterization result.
Of course there are also other models of distributed systems that are considered in the
context of verification. For example there has been big progress on verification of threshold
automata [26, 24, 25, 35, 4]. There are also other methods, as automatically generating
invariants for distributed algorithms [23, 39, 36], or verification in Coq proof assistant [41, 42].

2

Heard-Of model and the consensus problem

In the Heard-Of model a certain
number of processes execute the same code synchronously.
1
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Figure 1 A schema of an execution of a round and of a phase. In every round i every process
sends a value of its variable xi , and sets its variable xi+1 depending on the received multiset of
values: Hji . At the beginning of the phase the value of inp is sent, at some round inp may be
updated; we use ir for the index of this round. In the last round dec may be set. Both inp and dec
are not updated if the value is ?, standing for undefined.

At the beginning every process has its initial value in variable inp. Every process is
expected to eventually set its decision variable dec. Every round is communication closed
meaning that a value sent in a round can only be received in the same round; if it is not
received it is lost. A communication predicate is used to express a constraint on acceptable
message losses. Algorithm 1 is a concrete simple example of a 2-round algorithm with two
rounds. In the first round the value of inp is send, in the second the value of x1 . We will
explain the algorithm later in the text.
We proceed with a description of the syntax and semantics of Heard-Of algorithms. Next
we define the consensus problem. In later sections we will extend the core language with
timestamps and coordinators.
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Algorithm 1 Parametrized OneThird algorithm [11], thr 1 , thr 2 are constants from (0, 1).

send (inp)
if uni(H) ∧ |H| > thr 1 · |Π| then x1 := inp := smor(H);
if mult(H) ∧ |H| > thr 1 · |Π| then x1 := inp := smor(H);
send x1
if uni(H) ∧ |H| > thr 2 · |Π| then dec := smor(H);
Communication predicate: F(ψ 1 ∧ Fψ 2 )
where: ψ 1 := (ϕ= ∧ ϕthr 1 , true) and ψ 2 := (ϕthr 1 , ϕthr 2 )

Syntax
An algorithm has one phase that consists of two or more rounds. In the first round each
process sends the value of inp variable, in the last round it can set the value of dec variable.
A phase is repeated forever, all processes execute the same round at the same time. A round
i is a send statement followed by a sequence of conditionals:
send xi−1
if cond 1i (H) then xi := op1i (H);
..
.
if cond li (H) then xi := opli (H);
The variables are used in a sequence: first x0 , which is inp, is sent and x1 is set, then x1 is
sent and x2 is set, etc. (cf. Figure 1). There should be exactly one round (before the last
round) where inp is updated; the conditional lines in this round are:
if cond jir (H) then xir := inp := opjir (H)
Since this is a special round, we use the index ir to designate this round number. In the last
round, only instructions setting variable dec can be present:
if cond jr (H) then dec := opjr (H)
Because of this special form of the last round, a phase needs to have at least two rounds.
Of course one can also have a syntax and a characterization for one round algorithms, but
unifying the two hinders readability. Our fragment roughly corresponds to the fragment
from [28], without extra restrictions but with a less liberty at the fork point.
The intuition behind the syntax is that in the ith round, after a process sends its value of
the xi−1 variable and receives a multiset H, it finds the first instruction whose condition is
satisfied by H and performs the corresponding assignment. Hence, even if multiple conditions
are satisfied by a multi-set, only the first such condition is executed.
As an example, consider Algorithm 1. It has two rounds, each begins with a send
statement. In the first round both x1 and inp are set, in the second round dec is set. The
conditions talk about properties of the received H multiset; we describe them below.
In round i every process first sends the value of variable xi−1 , and then receives a multiset
of values H that it uses to set the value of the variable xi . The possible tests on the received
set H are uni, mult, and |H| > thr · |Π| saying respectively that: the multiset has only
one value; has more than one value; and that is of size > thr · n where n is the number of
processes and 0 ≤ thr < 1. The possible operations are min(H) resulting in the minimal
value in H, and smor(H) resulting in the minimal most frequent value in H. For example, the
first conditional line in Algorithm 1 tests if there is only one value in H, and if this value has
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multiplicity at least thr 1 · n in H; if so inp and x1 are set to this value, it does not matter if
min or smor operation is used in this case. The test in the second line holds when received H
set has at least two values and is of size at least thr 1 · n. In this case x1 is set to the smallest
most frequent value in H.
In addition to description of rounds, an algorithm has also a communication predicate
putting constraints on the behavior of the communication medium. A communication
predicate for a phase with r rounds is a tuple ψ = (ψ1 , . . . , ψr ), where each ψl is a conjunction
of atomic communication predicates that we specify later. A communication predicate for an
algorithm is
(Gψ) ∧ (F(ψ 1 ∧ F(ψ 2 ∧ . . . (Fψ k ) . . . )))
where ψ and ψ i are communication predicates for a phase. Predicate ψ is a global predicate,
and ψ 1 . . . , ψ k are sporadic predicates. So the global predicate specifies constraints on every
phase of execution, while sporadic predicates specify a sequence of special phases that should
happen: first ψ1 , followed later by ψ2 , etc. We have two types of atomic communication
predicates: ϕ= says that every process receives the same multiset; ϕthr says that every
process receives a multiset of size at least thr · n where n is the number of processes. In
Algorithm 1 the global predicate is trivial, and we require two special phases. In the first of
them, in its first round every process should receive exactly the same H multiset, and the
multiset should contain values from at least thr 1 fraction of all processes.

Semantics
The values of variables come from a fixed linearly ordered set D. Additionally, we take a
special value ? ∈
/ D standing for undefined. We write D? for D ∪ {?}.
We describe the semantics of an algorithm for n processes. A state of an algorithm is a
pair of n-tuples of values; denoted (f, d). Intuitively, f specifies the value of the inp variable
for each process, and d specifies the value of the dec variable. The value of inp can never be
?, while initially the value of dec is ? for every process. We denote by mset(f ) the multiset
of values appearing in the tuple f . Only values of inp and dec survive between phases. All
the other variables are reset to ? at the beginning of each phase.
There are two kinds of transitions:
ψ

(f, d) −→(f 0 , d0 )
ϕ

f =⇒i f

0

a phase transition
a transition for round i

Phase transitions will be defined as a composition of round transitions. In a transition for
round i, tuple f describes the values of xi−1 , and f 0 the values of xi Phase transition is
labeled with a phase communication predicate, while a round transition has a round number
and a conjunction of atomic predicates as labels.
Before defining these transitions we need to describe the semantics of communication
predicates. At every round processes send values of their variable to a communication medium,
and then receive a multiset of values from the medium (cf. Figure 1). Communication medium
is not assumed to be perfect, it can send a different multiset of values to every process,
provided it is a sub-multiset of received values. An atomic communication predicate puts
constraints on multisets that every process receives. In other words, such a predicate specifies
~ = (H1 , . . . , Hn ). Predicate ϕ= requires that all the
constraints on a tuple of multisets H
multisets are the same. Predicate ϕthr requires that every multiset is bigger than thr · n for
~ ϕ
some number 0 ≤ thr < 1. Predicate true does not put any restrictions. We write H
~
when the tuple of multisets H satisfies the conjunction of atomic predicates ϕ.
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Once a process p receives a multiset Hp , it uses it to do an update of one of its variables.
For this it finds the first condition that Hp satisfies and performs the operation from the
corresponding assignment.
Recall that a condition is a conjunction of atomic conditions: uni, mult, |H| > thr · |Π|.
A multiset H satisfies uni when it contains just one value; it satisfies mult if it contains more
than one value. A multiset H satisfies |H| > thr · |Π| when the size of H is bigger than thr · n,
where n is the number of processes. Observe that only predicates of the last type take into
account possible repetitions of the same value.
We can now define the update value updatei (H), describing to which value the process
sets its variable in round i upon receiving the multiset H. For this the process finds the first
conditional statement in the sequence of instructions for round i whose condition is satisfied
by H − {?} and looks at the operation in the statement:
if it is x := min(H) then updatei (H) is the minimal value in H − {?};
if it is x := smor(H) then updatei (H) is the smallest most frequent value in H − {?};
if no condition is satisfied then updatei (H) =?.
ϕ

A transition f =⇒i f 0 is possible when there exists a tuple of multisets (H1 , . . . , Hn )  ϕ
such that for all p = 1, . . . , n: Hp ⊆ mset(f ), and f 0 (p) = updatei (Hp ). Observe that ? value
in Hp is ignored by the update function, but not by the communication predicate.
ψ

A transition (f, d) −→ (f 0 , d0 ), for ψ = (ϕ1 , . . . , ϕn ), is possible when there is a sequence:
ϕ1

ϕ2

ϕr−1

ϕr

f0 =⇒1 f1 =⇒2 · · · =⇒ r−1 fr−1 =⇒r fr

where

f0 = f ;
f 0 (p) = fir (p) if fir (p) 6=?, and f 0 (p) = fir (p) otherwise;
d0 (p) = d(p) if d(p) 6=?, and d0 (p) = fr (p) otherwise.
This means that if in round ir, the value of fir (p) was ?, then the process p retains its value
of the inp onto the next phase; otherwise the process p updates its value of inp to fir (p).
The value of dec cannot be updated, it can only be set if it has not been set before. For
setting the value of dec, the value from the last round is used.
An execution is a sequence of phase transitions. An execution of an algorithm respecting
a communication predicate (Gψ) ∧ (F(ψ 1 ∧ F(ψ 2 ∧ . . . (Fψ k ) . . . ))) is an infinite sequence:
ψ

∗

ψ∧ψ 1

ψ

∗

ψ∧ψ k

ψ

ω

(f0 , d0 ) −→ (f1 , d1 ) −→ (f10 , d01 ) · · · −→ (fk , dk ) −→ (fk0 , d0k ) −→ · · ·
ψ

∗

ψ

ψ

ω

where −→ stands for a finite sequence of −→ transitions, and −→ for an infinite sequence.
For every execution there is some fixed n determining the number of processes, f0 is any
n-tuple of values without ?, and d0 is the n-tuple of ? values. Observe that the size of the
first tuple determines the size of every other tuple. By definition of transitions, there is
always a transition from every configuration, so an execution cannot block. Thus we can
think of every execution as being infinite.
I Definition 1 (Consensus problem). An algorithm has agreement property if for every
number of processes n, and for every state (f, d) reachable by an execution of the algorithm,
for all processes p1 and p2 , either d(p1 ) = d(p2 ) or one of the two values is ?. An algorithm
has termination property if for every n, and for every execution there is a state (f, d) on this
execution with d(p) 6=? for all p = 1, . . . , n. An algorithm solves consensus if it has agreement
and termination properties.
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I Remark 2. Normally, the consensus problem also requires irrevocability and integrity
properties, but these are always guaranteed by the semantics: once set, a process cannot
change its dec value, and a variable can be set only to one of the values that has been
received.
I Remark 3. The original definition of the Heard-Of model is open ended: it does not limit
possible forms of a communication predicate, conditions, or operations. Clearly, for the kind
of result we present here, we need to fix them.
I Remark 4. In the original definition processes are allowed to have identifiers. We do not
need them for the set of operations we consider. Later we will add coordinators without
referring to identifiers. This is a relatively standard way of avoiding identifiers while having
reasonable expressivity.

3

A characterization for the core language

We present a characterization of all the algorithms in our language that solve consensus. In
later sections we will extend it to include timestamps and coordinators. As it will turn out,
for our analysis we will need to consider only two values a, b with a fixed order between them:
we take a smaller than b. This order influences the semantics of instructions: the result of
min is a on a multiset containing at least one a; the result of smor is a on a multiset with
the same number of a’s and b’s. Because of this asymmetry we mostly focus on the number
of b’s in a tuple. In our analysis we will consider tuples of the form bias(θ) for θ < 1, i.e., a
tuple where we have n processes (for some large enough n), out of which θ · n of them have
their value set to b; and the remaining ones to a. The tuple containing only b’s (resp. only
a’s) is called solo (resp. soloa ).
We show that there is essentially one way to solve consensus. The text of the algorithm
together with the form of the global predicate determines a threshold thr. We prove that in
the language we consider here, there should be a unifier phase which guarantees that the
tuple of inp values after the phase belongs to one of the following four types: solo, soloa ,
bias(θ), or bias(1 − θ) where θ ≥ thr. Intuitively, this means that there is a dominant value in
the tuple. This phase should be followed by a decider phase which guarantees that if the tuple
of inp values is of one of the above mentioned types, then all the processes decide. While
this ensures termination, agreement is ensured by proving that some structural properties on
the algorithm should always hold.
Before stating the characterization, we will make some observations that allow us to
simplify the structure of an algorithm, and in consequence simplify the statements.
It is easy to see that in our languge we can assume that the list of conditional instructions
in each round can have at most one uni conditional followed by a sequence of mult conditionals
with non-increasing thresholds:
if uni(H) ∧ |H| > thr iu · |Π| then x := opiu (H)
i
if mult(H) ∧ |H| > thr i,1
m · |Π| then x := opm (H)
..
.
i
if mult(H) ∧ |H| > thr i,k
m · |Π| then x := opm (H)

We use superscript i to denote the round number: so thr 1u is a threshold associated to uni
instruction in the first round, etc. If round i does not have a uni instruction, then thr 1u will
be −1. For the sake of brevity, thr i,k
m will always denote the minimal threshold appearing in
any of the mult instructions in round i and −1 if no mult instructions exist in round i.
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We fix a communication predicate:
(Gψ) ∧ (F(ψ 1 ∧ F(ψ 2 ∧ . . . (Fψ k ) . . . )))

(1)

Without loss of generality we can assume that every sporadic predicate implies the global
predicate; in consequence, ψ ∧ ψ i is equivalent to ψ i . Recall that each of ψ, ψ 1 , . . . , ψ k is
an r-tuple of conjunctions of atomic predicates. We write ψi for the i-th element of the
tuple and so ψ is (ψ1 , . . . , ψr ). By thr i (ψ) we denote the threshold constant appearing in
the predicate ψi , i.e., if ψi has ϕthr as a conjunct, then thr i (ψ) = thr, if it has no such
conjunct then thr i (ψ) = −1. We call ψi an equalizer if it has ϕ= as a conjunct. In this case
we also say that ψ has an equalizer.
ψ

Recall (cf. page 2) that a transition f =⇒i f 0 for a round i under a phase predicate ψ is
possible when there is a tuple of multisets (H1 , . . . , Hn )  ψi such that for all p = 1, . . . , n:
Hp ∈ mset(f ) and f 0 (p) = updatei (Hp ).
I Definition 5. A round i is preserving w.r.t. ψ iff one of the three conditions hold: (i) it
does not have an uni instruction, (ii) it does not have a mult instruction, or (iii) thr i (ψ) <
max(thr iu , thr i,k
m ). Otherwise the round is non-preserving. The round is solo safe w.r.t. ψ if
0 ≤ thr iu ≤ thr i (ψ).
If i is a preserving round, then there exists a tuple f such that ? ∈
/ mset(f ) and such that
ψ

a transition f =⇒i f 0 is possible for f 0 a tuple consisting solely of ?. The consequence of
such a transition is that inp is not updated in the phase, i.e., old values of inp are preserved.
On the other extreme, if all transitions in the phase are non-preserving then all inp values
are necessarily updated by the phase. Finally, a solo safe round cannot alter the solo state,
ψ

i.e., solo =⇒i solo is the only transition possible from solo.
I Remark 6. Suppose rounds 1, . . . , i − 1 are non-preserving under ψ, the global predicate.
ψ 1

ψ 2

ψ i−1

In this situation, since ? ∈
/ mset(f ), if f =⇒1 f1 =⇒2 . . . =⇒ i−1 fi−1 then ? ∈
/ mset(fi−1 ).
Hence, no heard-of multi-set H constructed from fi−1 can have ? value. Notice that every
process is bound to receive a heard-of set of size at least thr i (ψ) in round i. For a sake of
example, suppose thr i (ψ) > thr i,2
m . The semantics then guarantees that every heard-of set
sent during the ith round either satisfies the uni instruction, or one of the first two mult
instructions, or no instruction at all. Hence, in such a case all the mult instructions except
the first two can be removed from the description of round i as they will be never executed.
This implies that we can adopt the following assumption.
I Assumption 1. For every round i, if rounds 1, . . . , i − 1 are non-preserving under ψ then
(
thr iu ≥ thr i (ψ)
if round i has uni instruction
(2)
i,k
thr m ≥ thr i (ψ)
if round i has mult instruction
We put some restrictions on the form of algorithms we consider in our characterization.
They greatly simplify the statements, and as we argue, are removing cases that are not that
interesting anyway.
I Proviso 1. We adopt the following additional syntactic restrictions:
We require that the global predicate does not have an equalizer.
We assume that there is no mult instruction in the round ir + 1.
Concerning the first of the above requirements, if the global predicate has an equalizer
then it is quite easy to construct an algorithm for consensus because equalizer guarantees
that in a given round all the processes receive the same value. The characterization below
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can be extended to this case but would require to mention it separately in all the statements.
Concerning the second requirement, We can show that if such a mult instruction exists then
either the algorithm violates consensus, or the instruction will never be fired in any execution
of the algorithm and so it can be removed without making an algorithm incorrect.
In order to state our characterization we need to give formal definitions of concepts we
have discussed at the beginning of the section.
I Definition 7. The border threshold is thr = max(1 − thr 1u , 1 − thr 1,k
m /2).
I Definition 8. A predicate ψ is a
Decider, if all rounds are solo safe w.r.t. ψ
Unifier, if the three conditions hold:
1
thr 1 (ψ) ≥ thr 1,k
m and either thr 1 (ψ) ≥ thr u or thr 1 (ψ) ≥ thr,
there exists i such that 1 ≤ i ≤ ir and ψi is an equalizer,
rounds 2, . . . , i are non-preserving w.r.t. ψ and rounds i + 1, . . . ir are solo-safe w.r.t. ψ
Finally, we list some syntactic properties of algorithms that, as we will see later, imply
the agreement property.
I Definition 9. An algorithm is syntactically safe when:
1. First round has a mult instruction.
2. Every round has a uni instruction.
3. In the first round the operation in every mult instruction is smor.
ir+1
4. thr 1,k
, and thr 1u ≥ 1 − thr ir+1
.
m /2 ≥ 1 − thr u
u
Recall that ψ 1 , . . . , ψ k are the set of sporadic predicates from the communication predicate.
Without loss of generality we can assume that there is at least one sporadic predicate; at
a degenerate case it is always possible to take a sporadic predicate that is the same as the
global predicate. With these definitions we can state our characterization:
I Theorem 10. Consider algorithms in the core language satisfying syntactic constraints
from Assumption 1 and Proviso 1. An algorithm solves consensus iff it is syntactically safe
according to Definition 9, and it satisfies the condition:
T There is i ≤ j such that ψ i is a unifier and ψ j is a decider.
A two value principle is a corollary from the proof of the above theorem: an algorithm
solves consensus iff it solves consensus for two values. Indeed, it turns out that it is enough
to work with three values a, b, and ? standing for undefined. The proof considers separately
safety and liveness aspects of the consensus problem. Notice that the properties from
Definition 9 intervene also in the proof of termination.
I Lemma 11. An algorithm violating structural properties from Definition 9 cannot solve
consensus. An algorithm with the structural properties has the agreement property.
I Lemma 12.
An algorithm with the structural properties from Definition 9 has the
termination property iff it satisfies condition T from Theorem 10.

4

A characterization for algorithms with timestamps

We extend our characterization to algorithms with timestamps. Now, variable inp stores not
only the value but also a timestamp, that is the number of the last phase at which inp was
updated. These timestamps are used in the first round, as a process considers only values
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with the most recent timestamp. The syntax is the same as before except that we introduce
a new operation, called maxts, that must be used in the first round and nowhere else. So
the form of the first round becomes:
send (inp, ts)
if cond 11 (H) then x1 := maxts(H);
..
.
if cond l1 (H) then x1 := maxts(H);
The semantics of transitions for rounds and phases needs to take into account timestamps.
ϕ
The semantics changes only for the first round; its form becomes (f, t) =⇒ f 0 , where t is a
vector of timestamps (n-tuple of natural numbers). Timestamps are ignored by communication
predicates and conditions, but are used in the update operation. The operation maxts(H)
returns the smallest among values with the most recent timestamp in H.
ψ

The form of a phase transition changes to (f, t, d) −→ (f 0 , t0 , d0 ). Value t(p) is the
timestamp of the last update of inp of process p (whose value is f (p)). We do not need
to keep timestamps for d since the value of dec can be set only once. Phase transitions
are defined as before, taking into account the above mentioned change for the first round
transition, and the fact that in the round ir when inp is updated then so is its timestamp.
Some examples of algorithms with timestamps are presented in Section 7.
As in the case of the core language, without loss of generality we can assume conditions
from Assumption 1. Concerning Proviso 1, we assume almost the same conditions, but now
the second one refers to the round ir and not to the round ir + 1, and is a bit stronger.
I Proviso 2. We adopt the following syntactic restrictions:
We require that the global predicate does not have an equalizer.
We assume that there is no mult instruction in the round ir, and that thr ir
u ≥ 1/2.
The justification for the first restriction is as before. Concerning the second restriction,
we can prove that if these two assumptions do not hold then either the algorithm violates
consensus, or we can remove the mult instruction and increase thr ir
u without making an
algorithm incorrect.
Our characterization resembles the one for the core language. The structural conditions
get slightly modified: the condition on constants is weakened, and there is no need to talk
about smor operations in the fist round.
I Definition 13. An algorithm is syntactically t-safe when:
1. Every round has a uni instruction.
2. First round has a mult instruction.
1,k
3. thr m
≥ 1 − thr ir+1
and thr 1u ≥ 1 − thr ir+1
.
u
u
We consider the same shape of a communication predicate as in the case of the core
language (1). A characterization for the case with timestamps uses a stronger version of a
unifier that we define now. The intuition is that we do not have thr constant because of
maxts operations in the first round. In other words, the conditions are the same as before
but when taking thr > 1.
I Definition 14. A predicate ψ is a strong unifier ψ if it is a unifier in a sense of Definition 8
and thr 1u ≤ thr 1 (ψ).
Modulo the above two changes, the characterization stays the same.
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I Theorem 15. Consider algorithms in the language with timestamps satisfying syntactic
constraints from Assumption 1 and Proviso 2. An algorithm satisfies consensus iff it is
syntactically t-safe according to Definition 13, and it satisfies:
sT There are i ≤ j such that ψ i is a strong unifier and ψ j is a decider.

5

A characterization for algorithms with coordinators

We consider algorithms equipped with coordinators. The novelty is that we can now have
rounds where there is a unique process that receives values from other processes, as well as
rounds where there is a unique process that sends values to other processes. For this we
extend the syntax by introducing a round type that can be: every, lr (leader receive), or
ls (leader-send):
A round of type every behaves as before.
In a round of type lr only one arbitrarily selected process receives values.
In a round of type ls, the process selected in the immediately preceding lr round sends
its value to all other processes.
If an ls round is not preceded by an lr round then an arbitrarily chosen process sends its
value. We assume that every lr round is immediately followed by an ls round, because
otherwise the lr round would be useless. We also assume that inp and dec are not updated
during lr rounds, as only one process is active in these rounds.
For ls rounds we introduce a new communication predicate. The predicate ϕls says that
the leader successfully sends its message to everybody; it makes sense only for ls rounds.
These extensions of the syntax are reflected in the semantics. For convenience we introduce
two new names for tuples: one b is a tuple where all the entries are ? except for one entry
which is b; similarly for one a . Abusing the notation we also write one ? for solo? , namely the
tuple consisting only of ? values.
Let us define the semantics of lr and ls rounds. If i-th round is of type lr, we have
ψ

a transition f =⇒i one d for every d ∈ firei (f, ψ). In particular, if ? ∈ firei (f, ψ) then
ϕ
f =⇒i solo? is possible.
Suppose i-th round is of type ls. If ψi contains ϕls as a conjunct then
ψ

one d =⇒i solod
ψ

f =⇒i solod

if round (i − 1) is of type lr
for d ∈ set(f )

otherwise

When ψi does not contain ϕls then independently of the type of the round (i − 1) we have
ψ

f =⇒i f 0 for every d ∈ set(f ) and f 0 such that set(f 0 ) ⊆ {d, ?}.
We consider the same shape of a communication predicate as in the case of the core
language (1).
The semantics allows us to adopt some more simplifying assumptions about the syntax
of the algorithm, and the form of the communication predicate.
I Assumption 2. We assume that ls rounds do not have a mult instruction. Indeed, from
the above semantics it follows that mult instruction is never used in a round of type ls. It
also does not make much sense to use ϕls in rounds other than of type ls. So to shorten some
definitions we require that ϕls can appear only in communication predicates for ls-rounds.
For similar reasons we require that ϕ= predicate is not used in ls-rounds. As we have
observed in the first paragraph, we can assume that neither round ir nor the last round are
of type lr.
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The notions of preserving and solo-safe rounds get adapted to the new syntax.
I Definition 16. A round of type ls is c-solo-safe w.r.t. ψ if ψi has ϕls as a conjunct, it is
c-preserving otherwise. A round of type other than ls is c-preserving or c-solo-safe w.r.t ψ
if it is so in the sense of Definition 5.
I Definition 17. A c-equalizer is a conjunction containing a term of the form ϕ= or ϕls .
I Proviso 3. We assume the same conditions as in Proviso 8, but using the concepts of
c-equalizers instead of equalizers.
To justify the proviso we prove that mult instruction in round ir + 1 cannot be useful.
Assumption 1 is also updated to using the notion of c-preserving instead of preserving. We
restate it for convenience.
I Assumption 3. For every round i, if rounds 1, . . . , i − 1 are non-c-preserving under ψ
then
(
if round i has uni instruction
thr iu ≥ thr i (ψ)
(3)
i,k
if round i has mult instruction
thr m ≥ thr i (ψ)
Finally, the above modifications imply modifications of terms from Definition 8.
I Definition 18. A predicate ψ is called a
c-decider, if all rounds are c-solo safe w.r.t. ψ.
c-unifier, if
1
thr 1 (ψ) ≥ thr 1,k
m and either thr 1 (ψ) ≥ thr u or thr 1 (ψ) ≥ thr,
there exists i such that 1 ≤ i ≤ ir and ψi is an c-equalizer,
rounds 2, . . . , i are non-c-preserving w.r.t. ψ and rounds i + 1, . . . ir are c-solo-safe
w.r.t. ψ.
With these modifications, we get an analog of Theorem 10 for the case with coordinators
subject to the modified provisos as explained above.
I Theorem 19. Consider algorithms in the language with timestamps satisfying syntactic
constraints from Assumptions 2, 3 and Proviso 3. An algorithm satisfies consensus iff the
first round and the (ir + 1)th round are not of type ls, it is syntactically safe according to
Definition 9, and it satisfies the condition:
cT There are i ≤ j such that ψ i is a c-unifier and ψ j is a c-decider.

6

A characterization for algorithms with coordinators and timestamps

Finally, we consider an extension of the core language with both coordinators and timestamps.
Formally, we extend the coordinator model with timestamps in the same way we have extended
the core model. So now inp variables store pairs (value, timestamp), and all the instructions
in the first round are maxts (cf. page 10).
I Proviso 4. We assume the same proviso as for timestamps; namely, Proviso 2, but using
the notion of c-equalizer.
As in the previous cases we justify our proviso by showing that the algorithm violating
the second condition would not be correct or the condition could be removed.
The characterization is a mix of conditions from timestamps and coordinator cases.
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I Definition 20. A predicate ψ is a strong c-unifier if it is a c-unifier (cf. Definition 14)
and thr 1u ≤ thr 1 (ψ).
I Theorem 21. Consider algorithms in the language with timestamps satisfying syntactic
constraints from Assumptions 2, 3 and Proviso 4. An algorithm satisfies consensus iff the
first round and the (ir + 1)th round are not of type ls, it has the structural properties from
Definition 13, and it satisfies:
scT There are i ≤ j such that ψ i is a strong c-unifier and ψ j is a c-decider.

7

Examples

We apply the characterizations from the previous sections to some consensus algorithms
studied in the literature, and their variants.
First, we can revisit the parametrized Algorithm 1 from page 4. This is an algorithm
in the core language, and it depends on two thresholds. Theorem 10 implies that it solves
consensus iff thr 1 /2 ≥ 1 − thr 2 . In case of thr 1 = thr 2 = 2/3 we obtain the well known
OneThird algorithm. But, for example, thr 1 = 1/2 and thr2 = 3/4 are also possible solutions
for this inequality. So Algorithm 1 solves consensus for these values of thresholds.
ir+1
Because of the conditions on constants, thr 1,k
coming from Definition 9,
m /2 ≥ 1 − thr u
it is not possible to have an algorithm in the core language where all constants are at most
1/2. This answers a question from [11] for the language we consider here.
ir+1
The above condition on constants is weakened to thr 1,k
when we have
m ≥ 1 − thr u
timestamps. In this case indeed it is possible to use only 1/2 thresholds [27].

When we have both timestamps and coordinators, we get variants of Paxos algorithm.
Algorithm 2 Paxos algorithm.

send (inp, ts) lr
if uni(H) ∧ |H| > 1/2 · |Π| then x1 := maxts(H);
if mult(H) ∧ |H| > 1/2 · |Π| then x1 := maxts(H);
send x1 ls
if uni(H) then x2 := inp := smor(H);
send x2 lr
if uni(H) ∧ |H| > 1/2 · |Π| then x3 := smor(H);
send x3 ls
if uni(H) then dec := smor(H);
Communication predicate: F(ψ 1 ) where ψ 1 := (ϕ1/2 , ϕls , ϕ1/2 , ϕls )
The algorithm is correct by Theorem 21. One can observe that without modifying the
code there is not much room for improvement in this algorithm. A decider phase is needed to
solve consensus, and ψ1 is a minimal requirement for a decider phase. A possible modification
is to change the thresholds in the first round to, say, 1/3 and in the third round to 2/3 (both
in the algorithm and in the communication predicate).
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Algorithm 3 Three round Paxos algorithm.

send (inp, ts) lr
if uni(H) ∧ |H| > 1/2 · |Π| then x1 := maxts(H);
if mult(H) ∧ |H| > 1/2 · |Π| then x1 := maxts(H);
send x1 ls
if uni(H) then x2 := inp := smor(H);
send x2 every
if uni(H) ∧ |H| > 1/2 · |Π| then dec := smor(H);
Communication predicate: F(ψ 1 ) where ψ 1 := (ϕ1/2 , ϕls , ϕ1/2 )
The three round Paxos presented above is also correct by Theorem 21. Once again it is
possible to change constants in the first round to 1/3 and in the last round to 2/3 (both in
the algorithm and in the communication predicate).
One can also wander about algorithms with coordinators but without timestamps. Here
is a possibility that resembles three round Paxos:
Algorithm 4 Three round coordinator algorithm.

send (inp) lr
if uni(H) ∧ |H| > 2/3 · |Π| then x1 := smor(H);
if mult(H) ∧ |H| > 2/3 · |Π| then x1 := smor(H);
send x1 ls
if uni(H) then x2 := inp := smor(H);
send x2 every
if uni(H) ∧ |H| > 2/3 · |Π| then dec := smor(H);
Communication predicate: F(ψ) where ψ := (ϕ2/3 , ϕls , ϕ2/3 )
The algorithm solves consensus by Theorem 19. The constants are bigger than in Paxos
because we do not have timestamps: the constraints on constants come from Definition 9,
and not from Definition 13. The advantage is that we do not need time-stamps, while keeping
the same structure as for three-round Paxos.
It is possible to introduce more parameters in these algorithms to analyze for which
choices of parameters they solve consensus.

8

Conclusions

We have characterized all algorithms solving consensus in a fragment of the Heard-Of model.
We have aimed at a fragment that can express most important algorithms while trying to
avoid ad hoc restrictions (c.f. proviso on page 8). The fragment covers algorithms considered
in the context of verification [28, 10] with a notable exception of algorithms sending more than
one variable. In this work we have considered only single phase algorithms while originally
the model permits also to have initial phases. We believe that it is possible to extend
the characterization to incorporate the initial phases, but this would further complicate
the results and there are no well-know algorithms that use such phases. More severe and
technically important restriction is that we allow to use only one variable at a time. In
particular, it is not possible to send pairs of variables.
One curious direction of further research would be to list all “best” consensus algorithms
under some external constraints; for example the constraints can come from some properties
of an execution platform external to the Heard-Of model. This problem assumes that there

A. R. Balasubramanian and I. Walukiewicz

9:15

is some way to compare two algorithms. One guiding principle for such a measure could
be efficient use of knowledge [30, 29]: at every step the algorithm does maximum it can do,
given its knowledge of the state of the system.
This research is on the borderline between distributed computing and verification. From
a distributed computing side it considers quite a simple model, but gives a characterization
result. From a verification side, the systems are complicated because the number of processes
is unbounded, there are timestamps, and interactions are based on a fraction of processes
having a particular value. We do not advance on verification methods for such a setting.
Instead, we observe that in the context considered here verification may be avoided. We
believe that a similar phenomenon can appear also for other problems than consensus. It is
also an intriguing question to explore how much we can enrich the current model and still
get a characterization. We conjecture that a characterization is possible for an extension
with randomness covering at least the Ben-Or algorithm. Of course, formalization of proofs,
either in Coq or Isabelle, for such extensions would be very helpful.
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Introduction

Distributed computing is increasingly interested in the study of networks of natural or artificial
devices, like molecules, cells, microorganisms, or nano-robots. These devices have very limited
computational and communication capabilities, and are indistinguishable. In particular, a
device cannot recognize whether its current communication partner is the same as a past
one. This stands in stark contrast to the devices of standard computer networks, which has
motivated researchers to question the suitability of traditional distributed computing models
for the study of these networks, and to propose new ones. Examples include population
protocols [3, 1], chemical reaction networks [13], networked finite state machines [6], the
weak models of distributed computing of [8], and the beeping model [5]. A survey discussing
many of them, and more, can be found in [11].
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All these models share several common features, introduced to capture the limitations of
the devices [6]: the network can have an arbitrary topology; all nodes of the network have
a finite number of states, independent of the size of the network or its topology; all nodes
run the same protocol; and state changes only depend on the states of a bounded number of
neighbors, again independent of the size of the network.
Unfortunately, despite this very substantial common ground, the models still differ in
many aspects, which makes it hard to compare results across them, or decide which features
are essential for a particular result. A study of the models allows one to identify four specific
junctions at which they choose different paths:
Detection. In some models, agents can only detect the existence of neighbors in a certain
state [8]. In others, they can count their number, up to a fixed threshold [6, 8]. For
example, in biological models, cells communicate by emitting special kinds of proteins,
and detecting them; in some models the cells may detect the presence of the protein
when its concentration exceeds a given threshold, while in others they are able to detect
different concentration levels.
Acceptance. Some models compute by stable consensus, which requires all nodes to
eventually agree on the outcome of the computation (but the nodes do not need to know
that consensus has been reached) [3, 1, 13], while others require the nodes to reach a
consensus in a halting configuration [8]. Acceptance by stable consensus is computationally
powerful, since it permits the algorithm designer to concentrate on ensuring that every
bad input is eventually rejected; declaring all non-rejecting states accepting ensures that
every good input is eventually accepted.
Selection. In some models, at each step a scheduler chooses an arbitrary set of nodes to
make a step [6, 12], while in others it is exactly one, or exactly one pair of neighboring
nodes [3, 1, 13]. We call the latter exclusive or interleaving models. Intuitively, interleaving
models are useful when it can be assumed that process steps are much faster than the time
interval between them, while the former policy does not need this assumption. In addition,
they help the algorithm designer, who can assume that agents act in mutual exclusion.
(Examples where this is useful can be found in the proofs of Propositions 16 and 20.)
Another common option for selection is the synchronous execution model [8], where all
nodes are selected in each step. Again this can be helpful for designing algorithms, but it
is incompatible with exclusive selection.
Fairness. Some models use fairness assumptions designed to model or approximate
stochastic behavior [3, 1, 13], while others choose minimal notions, like “all nodes make
a step infinitely often”, which only assume the absence of crash faults (see, e.g., [7, 9]).
Stochastic-like assumptions are reasonable for biological or chemical models, but can
be too strong for networks of artificial nodes, which may follow non-random execution
policies. Stochastic models may be able to solve problems that cannot be solved with
weaker fairness assumptions.
The goal of this paper is to explore the space of models spanned by the above parameters, and
compare their computational power within a specific framework. For this we use distributed
automata, a generic formalism for the description of finite-state distributed algorithms. Such
an automaton consists of a set of rules that tell the nodes of a graph how to change their
state depending on the states of their neighbors. Intuitively, the automaton describes an
algorithm that allows the nodes of an input graph to decide, in a distributed way, whether the
graph satisfies a given property. The computational power of a class of distributed automata
is then given by the class of graph languages recognized by the automata in the class, or, in
other words, by the graph properties that the class of automata can decide.
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We start with twenty classes of distributed automata, and show that with respect to their
computational power, they fall into seven different classes. This reduction is a consequence
of two results presented in this paper: (1) acceptance by halting configuration only has nontrivial expressive power if it is combined with counting; (2) both interleaving and synchronous
selection have the same power as liberal selection where arbitrarily many nodes can move at
the same time (and therefore, one can design an automaton in an interleaving or synchronous
model, which is less error prone, and then translate it to a liberal model). Some of the
simulations we design to prove the results are of independent interest. In particular, we give
explicit constructions showing how to simulate interleaving models by non-interleaving ones.
The paper is organized as follows. Section 2 introduces distributed automata and their
variants. Sections 3 to 5 show that the variants collapse to at most the seven equivalence
classes mentioned above. Section 6 contains separation results showing that the seven classes
are different. Finally, Section 7 presents further results on their expressive power. Proofs
missing or only sketched can be found in the appendix of the arXiv version.

2

A taxonomy of distributed automata

Given sets X, Y , we denote by 2X the power set of X, and by X Y the set of functions Y → X.
We define [m : n] := {i ∈ Z | m ≤ i ≤ n} and [n] := [0 : n], for any m, n ∈ Z such that m ≤ n.
Angle brackets indicate excluded endpoints, e.g., hm : n] := [m − 1 : n] and [ni := [0 : n − 1].
Let Λ be a finite set. A (Λ-labeled, undirected) graph is a triple G = (V, E, λ), where V is
a finite nonempty set of nodes, E is a set of undirected edges of the form e = {u, v} ⊆ V
such that u 6= v, and λ : V → Λ is a labeling. Isomorphic graphs are considered to be equal.
Convention: Throughout the paper, all graphs have at least two nodes and are connected.

2.1

Distributed automata

Distributed automata take a graph as input, and either accept or reject it. To define them
we first introduce distributed machines.
Distributed machines. Let Λ be a finite set of symbols and let β ∈ N+ . A (distributed)
machine with input alphabet Λ and counting bound β is a tuple M = (Q, δ0 , δ, Y, N ), where
Q is a finite set of states, δ0 : Λ → Q is an initialization function, δ : Q × [β]Q → Q is a
transition function, and Y, N ⊆ Q are two sets of accepting and rejecting states, respectively.
The function δ updates the state of a node v based on the number of neighbors v has in each
state, but it can only detect if v has 0, 1, . . . , (β − 1), or at least β neighbors in a given state.
Selections, schedules, configurations, runs, and acceptance. A selection of a Λ-labeled
graph G = (V, E, λ) is a set S ⊆ V , and a schedule of G is an infinite sequence of selections
σ = (S0 , S1 , S2 , . . .) ∈ (2V )ω . Intuitively, the selection St is the set of nodes activated by the
scheduler at time t.
Let M = (Q, δ0 , δ, Y, N ) be a distributed machine with input alphabet Λ. A configuration
of M on G is a mapping C : V → Q. Given a configuration C and a node v ∈ V , we let
NvC : Q → [β] denote the function that assigns 
to each state q the number of neighbors of v
that are in state q up to threshold β, i.e., min β, card({u | {u, v} ∈ E ∧ C(u) = q}) . We
call NvC the β-bounded multiset of states of v’s neighbors.
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For any selection S, we define the successor configuration of C via S to be the configuration
succ δ (C, S) that one obtains from C if all nodes in S evaluate the transition function δ
simultaneously while the remaining nodes keep their current state. Formally, for all v ∈ V ,
(
C(v)
if v ∈
/S
succ δ (C, S)(v) =

C
δ C(v), Nv
if v ∈ S.
This brings us directly to the notion of a run. Given a schedule σ = (S0 , S1 , S2 , . . .), the
run of M on G scheduled by σ is the infinite sequence ρ = (C0 , C1 , C2 , . . . ) of configurations
that are defined inductively as follows, where ◦ denotes function composition, and t ∈ N:
C0 = δ0 ◦ λ

and

Ct+1 = succ δ (Ct , St ).

A configuration C is accepting if C(v) ∈ Y for every v ∈ V , and rejecting if C(v) ∈ N for
every v ∈ V . A run ρ = (C0 , C1 , C2 , . . . ) of M on G is accepting if there is a time t ∈ N such
that Ct0 is accepting for every t0 ≥ t. In other words, a run is accepting if from some time
on it only visits accepting configurations. Similarly, ρ is rejecting if eventually all visited
configurations are rejecting. Following [3], we call this acceptance by stable consensus.
Distributed automata. Not every schedule of a distributed machine models an execution;
for example, schedules in which a node is never activated are usually considered illegal.
We assume that distributed machines are controlled by a scheduler that ensures that the
machine executes a legal run. Formally, a scheduler is a pair Σ = (s, f ), where s is a selection
constraint that assigns to every graph G = (V, E, λ) a set s(G) ⊆ 2V of permitted selections
such that every node v ∈ V occurs in at least one selection S ∈ s(G), and f is a fairness
constraint that assigns to every graph G a set f (G) ⊆ s(G)ω of fair schedules of G. We call
the runs with schedules in f (G) fair runs (with respect to Σ).
A distributed automaton is a pair A = (M, Σ), where M is a machine and Σ is a scheduler
satisfying the consistency condition: for every graph G, either all fair runs of M on G are
accepting, or all fair runs of M on G are rejecting. Intuitively, the machine is “immune” to
the scheduler because its answer is independent of the scheduler’s choices. This formalizes
the standard notion of “asynchronous distributed algorithm”. Notice that the consistency
condition is a very strong semantic requirement. Although we will not do so in this paper,
one can prove that it is undecidable whether a given pair (M, Σ) satisfies it.
A accepts G if every fair run of A on G is accepting, and rejects G otherwise. The
language L(A) recognized by A is the set of graphs it accepts. Two automata are equivalent
if they recognize the same language.

2.2

Classifying distributed automata

We classify automata according to four criteria: detection capabilities, acceptance condition,
selection constraint, and fairness constraint. The first two criteria concern the distributed
machine, and the other two the scheduler. For each criterion, we investigate some of the
major options that have been considered in the literature.
Detection. In some models, agents can only detect the existence of neighbors in a certain
state. This corresponds to non-counting machines, i.e., machines with counting bound β = 1.
Other models can detect the number of neighbors up to a higher bound [8].
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Acceptance. As mentioned above, distributed machines accept by stable consensus. This
is the acceptance condition of population protocols and chemical reaction networks [3, 1, 13].
Other models consider a notion of acceptance where each node explicitly decides to accept
or reject [8]. This notion is captured by halting automata. A machine M is halting if its
transition function does not allow the nodes to leave accepting or rejecting states, i.e., if
δ(q, P ) = q for every q ∈ Y ∪ N and every β-bounded multiset P ∈ [β]Q . In halting machines,
each node knows whether the input graph will be accepted the moment it enters an accepting
or rejecting state. Indeed, by the consistency condition, in every fair run, eventually either
all nodes occupy accepting states, or all nodes occupy rejecting states. Since nodes can never
leave an accepting state once they enter it, each node that enters such a state knows that all
other nodes will eventually do likewise. The same applies to rejecting states.
Selection. A scheduler Σ = (s, f ) is synchronous on G = (V, E, λ) if s(G) = {V }. Intuitively, at every step all nodes make a move. Σ is exclusive or interleaving-based on G if
s(G) = {{v} | v ∈ V }. Intuitively, at every step exactly one node makes a move, i.e., nodes
execute steps in mutual exclusion. Finally, Σ is liberal on G if s(G) = 2V . Intuitively, at
every step an arbitrary subset of nodes makes a move. A scheduler is called synchronous if it
is synchronous on every graph. Exclusive and liberal schedulers are defined analogously.
Fairness. A schedule σ = (S0 , S1 , . . .) of a graph G is weakly fair if for every node v of G,
there exist infinitely many indices t such that v ∈ St . In other words, a schedule is weakly
fair if every node is active infinitely often. A scheduler Σ = (s, f ) is weakly fair if f (G)
contains precisely the weakly-fair schedules of s(G)ω for every graph G. This is the weakest
fairness constraint one can impose on distributed automata; it only excludes runs in which a
node crashes, and does not participate in the computation anymore.
With respect to a given selection constraint s, a schedule σ = (S0 , S1 , . . .) ∈ s(G)ω of a
graph G is strongly fair if for every finite sequence (T0 , . . . , Tn ) ∈ s(G)∗ there exist infinitely
many indices t such that (St , St+1 , . . . , St+n ) = (T0 , T1 , . . . , Tn ). Intuitively, strong fairness
requires that every possible finite sequence of selections is scheduled infinitely often. If every
node is selected independently with positive probability, stochastic schedules are almost
surely strongly fair. A scheduler Σ = (s, f ) is strongly fair if for every graph G, the set f (G)
contains precisely the strongly-fair schedules of s(G)ω .
I Remark 1. Whether a schedule σ of a graph G = (V, E, λ) is strongly fair or not depends
on s(G). For example, if s(G) = {V }, then the synchronous schedule V ω is strongly fair, but
if s(G) = 2V , then it is not.
Our notion of strong fairness implies an apparently stronger one, used frequently in the
literature, stating that in a strongly fair run, a sequence of configurations that is enabled
infinitely often must occur infinitely often:
I Lemma 2. Let A be a strongly fair automaton and (D0 , . . . , Dn ) be a sequence of configurations of A such that Di+1 is the successor configuration of Di via some selection Si permitted
by A, for i ∈ [0 : ni. For any fair run ρ = (C0 , C1 , . . . ) of A, if Ci = D0 for infinitely many
indices i ∈ N, then (Cj , . . . , Cj+n ) = (D0 , . . . , Dn ) for infinitely many indices j ∈ N.
The classification above yields 24 classes of automata (four classes of machines and six
classes of schedulers). To assign mnemonics to them, we use lowercase letters for the most
restrictive machine variants (i.e., non-counting and halting), and the same letters in uppercase
for the other variants. With schedulers we proceed the other way round, assigning lowercase
letters to the most liberal variants (i.e., liberal selection and weak fairness). Intuitively, due
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dA$*

daSf

dasf

da$*
Figure 1 Initial classification of the models according to the class of graph languages they
recognize. Arrows indicate inclusion between classes of languages. The diagram can be thought of as
lying in four-dimensional space, where each dimension represents one of our four parameters. The
vectors of the “coordinate system” are labeled with the statement number of Lemma 3 that proves
the inclusions in the corresponding direction. In the coming sections, classes are shown to be equal
if and only if they have the same color, reducing the 20 classes to 7, as shown in Figure 4. This
means in particular that we completely eliminate the dimension of selection (shown in dotted lines),
leaving us with only three dimensions.

to the consistency condition, the more liberal a scheduler, the harder it is for an automaton
to recognize a graph language, because more runs have to yield the same result. So, loosely
speaking, we expect the expressive power to increase with the number of uppercase letters.
Detection

Acceptance

Selection

Fairness

d: non-counting
D: counting

a: halting
A: stable consensus

s: liberal
S: exclusive
$: synchronous

f: weak
F: strong

We denote each class of automata by a string wxyz ∈ {d, D} × {a, A} × {s, S, $} × {f, F}.
The class of languages recognized by wxyz-automata is denoted G(wxyz). The following
lemma states all relations between language classes that follow directly from the definitions.
Statement 1 abbreviates “G(dxyz) ⊆ G(Dxyz) for all x ∈ {a, A}, y ∈ {s, S, $}, z ∈ {f, F}”.
We use the same convention in Statements 2 to 5, and throughout the paper. That is, any
statement with four-letter strings containing the wildcard symbol * must be expanded into
the list of all statements that can be obtained by replacing identically positioned occurrences
of * with the same letter.
I Lemma 3. 1. G(d***) ⊆ G(D***), 2. G(*a**) ⊆ G(*A**), 3. G(***f) ⊆ G(***F),
4. G(**sf) ⊆ G(**Sf), 5. G(**sf) ⊆ G(**$f), 6. G(**$F) ⊆ G(**$f).
Lemma 3 leads to the diagram in Figure 1, showing 20 automata classes (we have
G(**$f) = G(**$F) by Statements 3 and 6). An arrow between two classes means that every
graph language recognized by the source class is also recognized by the target class.
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The reader probably finds Figure 1 very complicated. We also do, and this was the
motivation for the present paper. How many of these classes are really different? In the next
sections we show that classes with the same color have the same expressivity, and thus that
the diagram of Figure 1 collapses to the one of Figure 4, which contains only seven classes.

3

The weakest classes have no expressiveness

We prove that das*-automata have no expressive power, and the results in Sections 4 and 5
will generalize this to da**-automata. Intuitively, if agents cannot count their neighbors, and
must reach a halting configuration, then they cannot distinguish any two graphs. Formally,
a graph property is trivial if either every graph satisfies it, or no graph satisfies it. We have:
I Theorem 4. Every das*-automaton recognizes a trivial graph property.
Proof sketch. By Statement 3 of Lemma 3, it suffices to prove the claim for dasF-automata.
So let A be a dasF-automaton, and let G and H be two graphs (connected and with at least
two nodes by convention). Assume that A accepts G but rejects H. By the consistency
condition, all fair runs of A on G accept, and all fair runs on H reject. Now let ρG and ρH
be any such runs, and let t ∈ N be a time at which all nodes in ρG and ρH have halted. We
define a new graph K that consists of t copies {Gi }i∈[1 : t] and {Hi }i∈[1 : t] of G and H, with
additional edges defined as follows. For each node wX of the original graph X ∈ {G, H}, we
denote its copy in Xi by wiX , where i ∈ [1 : t]. Let uG and v G be two adjacent nodes of G,
X
and uH and v H be two adjacent nodes of H. We add the connecting edges {uX
i , vi+1 } for all
G
H
i ∈ [1 : ti and X ∈ {G, H}, as well as the edge {ut , ut }. This is illustrated in Figure 2.
uG
1
G1
v1G

uG
2
G2
v2G

uG
t
...

Gt
vtG

uH
t
Ht
vtH

...

uH
2
H2

uH
1
H1

v2H

v1H

Figure 2 Graph K used in the proof of Theorem 4.

We show that there is a fair run ρ of A on K that neither accepts nor rejects. It follows
that A does not satisfy the consistency condition, contradicting the hypothesis. Since A is
H
a non-counting automaton, initially every node wiX except for uG
t and ut “sees” the same
X
neighborhood as the corresponding node w in the original graph X. Only the two nodes uG
t
G
H
and uH
t may have a different neighborhoods than u and u , and this might affect their
behavior starting at time 1. Their different behavior can be propagated to other nodes
in subsequent rounds, but it takes time before it reaches every node. We exploit this to
construct ρ in such a way that some nodes of K (those of G1 ) reach an accepting state, while
others (those of H1 ) reach a rejecting state. Since A is a halting automaton, these nodes will
never change their state again, and so the run is neither accepting nor rejecting.
J

4

Synchronicity can always be simulated

We show that every class with synchronous selection is equivalent to the corresponding
class with liberal selection. Albeit non-trivial, this is easy to prove by a standard technique
of distributed computing known as alpha synchronizer. (The term was introduced in [4],
but a similar idea appeared earlier in cellular automata theory [10].) Given a machine
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M = (Q, δ0 , δ, Y, N ), we define a machine M̃ = (Q̃, δ˜0 , δ̃, Ỹ , Ñ ) such that for every graph G,
the unique synchronous run of M on G accepts (rejects) iff every weakly fair run ρ of M̃ on
G accepts (rejects). The gadget achieving this is called a “synchronizer”, because it ensures
that the nodes of G behave “as in the synchronous case”, even when selection is liberal.
The set of states of M̃ is Q̃ := Q × Q × {0, 1, 2}. Given (q, q 0 , i) ∈ Q̃, we call q the past
M -state, q 0 the current M -state, and i the phase. The initialization function is given by
δ̃0 (a) := (δ0 (a), δ0 (a), 0). In order to define the transition function δ̃, let v be a node in state
(q, q 0 , i). If v is selected by the scheduler, its next state is determined as follows:
If at least one neighbor of v is in phase (i − 1) mod 3, then v does not change state.
Intuitively, if some neighbor is still one phase behind, then v waits for it to “catch up”.
If every neighbor of v is in phase i or (i + 1) mod 3, then v moves to (q 0 , q 00 , (i + 1) mod 3),
where q 00 is defined as follows. Let Nv be the set of neighbors of v, and for each
u ∈ Nv , let (qu , qu0 , iu ) be the state of u. Further, let qu00 := qu0 if iu = i, and qu00 := qu if
iu = (i + 1) mod 3, and let M be the multiset over Q containing for each u ∈ Nv a copy
of the state qu00 . (Loosely speaking, M contains the current M -states of the neighbors
of v that are in the same phase as v, and the past M -states of the neighbors that are
one phase ahead, i.e., the states they had when they were in the same phase as v). Let
Mβ be given by Mβ (q) = min{β, Mβ (q)}. We define q 00 := δ(q, Mβ ); loosely speaking,
v moves to the state it would move to in M if all its neighbors were in the same phase.
Let ρ̃ be any weakly-fair run of M̃ on a graph G. Fix a node v of G, and extract from ρ̃
0
0
0
0
0
0
0 0 0
0
the sequence q10
q11
q12
q20
q21
q22
. . . qi0
qi1 qi2 . . ., where qij
denotes the current M -state of v
immediately after entering phase j for the i-th time. Now, let ρ be the unique synchronous
run of M on G, and let q00 q10 q20 . . . be the sequence obtained by projecting ρ onto the states
of v. It is easy to see that these two sequences coincide. By the definition of stable acceptance,
ρ̃ accepts iff ρ accepts, and rejects iff ρ rejects. Using this construction, we obtain:
I Theorem 5. For every **$*-automaton there is an equivalent **s*-automaton.

5

Exclusivity does not increase expressiveness

In this section, we obtain the rather surprising result that the computational power of a
class of automata does not increase if we restrict its schedulers to interleaving ones (which
guarantees that agents act in mutual exclusion with all other agents).

5.1

Exclusivity under strong fairness

We start by considering strongly fair models, i.e., we compare a class of the form **sF with
the corresponding class **SF. On an intuitive level, their equivalence might be less surprising
than the subsequent result presented in Section 5.2 because strong fairness provides a way to
break symmetry, which can be exploited to simulate exclusivity. Nevertheless, neither class
trivially subsumes the other, so we have to prove inclusions in both directions.
I Theorem 6. For every **sF-automaton there is an equivalent **SF-automaton.
Proof sketch. Given a **sF-automaton A, we construct a **SF-automaton B such that for
all input graphs G, every strongly fair run of B on G simulates a strongly fair run of A on G.
The difficulty lies in the fact that A and B do not share the same notion of strong fairness
because they have different selection constraints. While A’s liberal scheduler guarantees
that arbitrary sequences of selections will occur infinitely often, B’s exclusive scheduler can
select only one node at a time. To simulate A’s behavior with B, we adapt the synchronizer
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from Section 4. Just like there, nodes keep track of their previous and current state in A,
as well as the current phase number modulo 3. However, instead of updating their state in
every phase, they only do so if an additional activity flag is set. Thus, we can simulate an
arbitrary selection S by raising the flags of exactly those nodes that lie in S. The outcome
of a phase simulated in this way will be the same as if all the nodes in S made a transition
simultaneously. The main issue is how to set the activity flags in each phase in such a way
that every finite sequence (S1 , . . . , Sn ) of selections is guaranteed to occur infinitely often.
We show that this is possible, exploiting the fact that B’s scheduler is strongly fair.
J
I Theorem 7. For every **SF-automaton there is an equivalent **sF-automaton.
Proof sketch. First, we note that the only way exclusivity could possibly be useful is to
break symmetry between adjacent nodes. This is because for an independent set (i.e., a set
of pairwise non-adjacent nodes), the order of activation is irrelevant: whether the scheduler
activates them all at once or one by one in some arbitrary order, the outcome will always
be the same. Consequently, to simulate a run with exclusivity, it suffices to simulate a run
where no two adjacent nodes are active at the same time. We provide a simple protocol
that makes use of the strong fairness constraint (in an environment with liberal selection) to
ensure that if a node wants to execute a transition, then it will eventually be able to do so
while all its neighbors remain passive.
J

5.2

Exclusivity under weak fairness

We now show that even in the absence of strong fairness, the restriction to interleaving
schedulers does not increase expressive power. At first sight, this may be quite surprising
because exclusivity inherently breaks symmetry, whereas an automaton with liberal selection
and weak fairness can always be assumed to run synchronously and thus be incapable of
breaking symmetry. In fact, it is easy to come up with examples of automata that exploit
exclusivity to ensure termination.
I Proposition 8. For every **sf-automaton, there exists a **Sf-automaton that recognizes
the same graph language but makes use of exclusive selection to ensure termination. If run
synchronously, it never terminates (and hence it is not a valid **sf-automaton).
However, although the automata described in Proposition 8 make use of exclusivity, they
do not really benefit from it; they only recognize languages that can also be recognized
by liberal automata. As we will see in Theorem 11, this observation can be generalized to
arbitrary **Sf-automata. Intuitively, since exclusivity does not add any expressive power, it
can in a certain sense be simulated without needing to break symmetry.
The proof of Theorem 11 is based on the notion of Kronecker cover. The Kronecker
cover (also known as bipartite double cover) of a graph G = (V, E, λ) is the bipartite graph
S
G0 = (V 0 , E 0 , λ0 ) where V 0 = V × {0, 1}, E 0 = {u,v}∈E { {(u, 0), (v, 1)}, {(u, 1), (v, 0)} }, and
λ0 ((v, i)) = λ(v) for all (v, i) ∈ V 0 . An example is provided in Figure 3.
The Kronecker cover in Figure 3 is connected because the nodes in {u, v, w} × {0, 1} form
a cycle. The following lemma generalizes this observation.
I Lemma 9. The Kronecker cover of a connected graph G is connected if and only if G
contains a cycle of odd length, (i.e., if and only if G is non-bipartite).
If a Kronecker cover is connected, then it constitutes a legal input for a distributed
automaton. The next key lemma shows that, in this case, a weakly fair automaton cannot
even distinguish between a graph and its Kronecker cover.
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u, 1

v, 0

v, 1

w

w, 0

w, 1

x

x, 0

x, 1

Figure 3 A graph (on the left) and its Kronecker cover (on the right).

I Lemma 10. For every ***f-automaton A with input alphabet Λ and every non-bipartite
Λ-labeled graph G, A accepts G if and only if it accepts the Kronecker cover of G.
We can now prove the main technical result of this section:
I Theorem 11. For every **Sf-automaton there is an equivalent **sf-automaton.
Proof sketch. Given a **Sf-automaton A, we construct an equivalent **$f-automaton B
(i.e., a synchronous automaton). This is sufficient to prove the claim, because we know from
Theorem 5 that B can always be simulated by a **sf-automaton using a synchronizer.
Let G be an input graph for A. If we were guaranteed that the labels of G define a
proper vertex coloring (i.e., edges connect nodes of different colors), then the task would
be straightforward. Indeed, since each color of a proper coloring represents an independent
set, B could simply operate in cyclically repeating phases, each one activating precisely the
nodes of one of the colors. As explained in the proof of Theorem 7, such a run is equivalent
to a run of an exclusive scheduler that activates the nodes of each independent set one by
one (in some arbitrary order).
This approach can be adapted to bipartite graphs because a bipartite graph has exactly
two possible 2-colorings. However, computing one of the two 2-colorings would require to
break symmetry, which a **$f-automaton cannot do. So instead, the states of automaton B
have two components, one corresponding to each coloring, and nodes update both components
when they are activated.
Using these ideas, we construct B in such a way that it recognizes the same bipartite
graphs as A. Then we use Lemmas 9 and 10 to prove that L(A) = L(B). Indeed, if G is not
bipartite, then by Lemma 9, its Kronecker cover G0 is connected and therefore constitutes
a legal input for a distributed automaton. By Lemma 10, B accepts G if and only if it
accepts G0 . Since Kronecker covers are bipartite by definition, we know from the above
discussion that B accepts G0 if and only if A accepts G0 . Finally, again by Lemma 10,
A accepts G0 if and only if it accepts G. From this chain of equivalences, we can conclude
that G is accepted by B if and only if it is accepted by A.
J

6

Separations

In Sections 3, 4 and 5 we have shown that the classes of graph languages in Figure 1 collapse
to at most the seven classes shown on the left of Figure 4. In this section we show that the
seven classes are all different. For this we examine four graph languages, and determine
which classes are expressive enough to recognize them:
B: The language of graphs with set of labels {black, white} having at least one black node.
S: The language of star graphs, i.e., the set of all connected, unlabeled graphs in which
one node (the center) has degree at least 2, and all others (the leaves) have degree 1.
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C3 : The language containing one single graph, namely the cycle C3 with three nodes
labeled by 0, 1, and 2, respectively.
Seven : The language of even stars, i.e., the graphs of S with an even number of leaves.
The results are summarized on the right of Figure 4.
DAsF

DasF

DAsf

Dasf

dAsF

dAsf

dasf

Class

B

S

C3

Seven

DAsF

3

3

3

3

DasF

7

3

7

3

DAsf

3

3

7

7

dAsF

3

3

3

7

Dasf

7

3

7

7

dAsf

3

7

7

7

dasf

7

7

7

7

Figure 4 On the left, quotient of the classification of Figure 1. On the right, four graph languages,
and the automata models capable of recognizing them.

Recognizing properties of labeled graphs: the language B
The main difference between the two types of acceptance is that halting automata cannot
recognize properties that require nodes to wait an unlimited amount of time for some
information that may never arrive, while even the simplest class of automata accepting by
stable consensus can recognize some of those properties, such as B.
I Proposition 12. B is recognizable by a dAsf-automaton, but not by any *a**-automaton.
Proof sketch. The dAsf-automaton has two states, called black and white. The initial state
of a node is given by its label. Black nodes remain always black, and white nodes with a
black neighbor become black. Since graphs are connected by assumption, if a graph contains
some black node then eventually all nodes are black, otherwise all nodes stay white.
For the second part, one can show that DasF-automata cannot distinguish between an
entirely white cycle and a sufficiently long path graph whose nodes are all white except for
two black nodes at the endpoints. (The argument is similar to the proof of Theorem 4.) J

Recognizing properties of unlabeled graphs: the language S
We show in Proposition 13 that dAsf-automata cannot recognize any non-trivial property of
unlabeled graphs (which we identify with the labeled graphs whose nodes all carry the same
label). That is, while dAsf-automata can recognize properties of the labeling of a graph, they
cannot recognize any non-trivial property of its structure. Then we show in Proposition 14
that the strong fairness of dAsF-automata allows them to recognize S.
I Proposition 13. dAsf-automata can only recognize trivial properties of unlabeled graphs.
In particular, S is not recognizable by a dAsf-automaton.
Proof. Let A be a dAsf-automaton, and let ρ = (C0 , C1 , . . .) be the synchronous run of A on
an unlabeled graph G = (V, E), i.e., the run scheduled by V ω . We show that A either accepts
all unlabeled graphs, or rejects all unlabeled graphs. Since V ω is a weakly fair schedule, ρ is
a fair run, and so by the consistency condition A accepts G iff ρ is accepting. Since G is
unlabeled, in C0 every node of G is in the same state q0 , which is independent of G. Moreover,
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since ρ is synchronous and A is non-counting, in each configuration Ci every node of G is in
the same state qi , which is also independent of G. So the states visited by ρ are independent
of G, and so A either accepts all unlabeled graphs, or rejects all unlabeled graphs.
J
I Proposition 14. S is recognizable by a dAsF-automaton and by a Dasf-automaton.
Proof sketch. We give a dAsF-automaton that recognizes S. The states of the automaton
are pairs (d, c), where d ∈ {leaf, center, unknown, neither} is the estimate of v, and c ∈ {0, 1}
is its color. Every time a node is selected it flips its color. When a node with estimate
unknown sees two neighbors with different colors, it switches to center, and if from then on
it sees a neighbor with estimate center, it moves to neither. Strong fairness is crucial for
correctness: by Lemma 2, it ensures that a node that is not a leaf will eventually be selected
in a configuration in which at least two of its neighbors have different colors.
Now we give a Dasf-automaton with β = 2 that recognizes S. Since β = 2, a node can
determine for each state q if it has 0, 1, or at least 2 neighbors in q. The automaton’s states
are {init, leaf, non-leaf, accept, reject}. Initially all nodes are in state init. The nodes update
their estimates depending on the number of neighbors (0, 1, or at least 2) in each state. J

Symmetry breaking: the language C3
We show that the language C3 requires both acceptance by stable consensus and strong
fairness to be recognizable. Intuitively, both of them are required to distinguish C3 from
arbitrarily long cycles that repeat the labeling of C3 cyclically.
I Proposition 15. C3 is recognizable by a dAsF-automaton, but neither by DA*f-automata
nor by Da*F-automata.
Proof sketch. Our dAsF-automaton for C3 checks two conditions: first, that the input graph
is a cycle with cyclic labeling 0−1−2, and second, that it contains exactly one node labeled
by 2 (which implies that the cycle has length 3). For both conditions, we use a similar
trick as in Proposition 14, relying on acceptance by stable consensus and strong fairness to
eventually break symmetry between otherwise indistinguishable nodes. To verify the second
condition, each node labeled by 2 successively sends signals in both directions through the
cycle, and checks that those signals always come back from the expected direction.
For the second part of the claim, we show that DA*f- and Da*F-automata cannot distinguish C3 from C6 , the hexagon whose nodes are labeled by 0−1−2−0−1−2 (and back
to 0). To do so, given a fair run ρ3 of such an automaton on C3 , we construct a fair run ρ6
on C6 that “duplicates” the behavior of ρ3 . In the case of Da*F-automata, this duplication
is performed only until ρ3 has reached a halting configuration (because otherwise ρ6 would
violate the strong fairness constraint).
J

Counting neighbors modulo a number: the language Seven
Since counting automata can only count up to a threshold β, no node can directly observe
that it has an even number of neighbors. This makes the language Seven rather difficult to
recognize. We now show that the combination of counting and strong fairness can do the job.
The proof also provides a good example where exclusivity helps to design an algorithm.
I Proposition 16. Seven is recognizable by a DasF-automaton.
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Proof sketch. In Proposition 14 we have exhibited a Dasf-automaton A recognizing S. We
now give a DaSF-automaton B that uses counting, exclusivity, and strong fairness to further
decide if the number of leaves is even. Loosely speaking, B first executes A; if A rejects,
then B rejects, because the graph is not even a star. If A accepts, then B enters a new phase
during which it counts the number of leaves modulo 2. By Theorem 7, B is equivalent to a
DasF-automaton.
We can assume that when A accepts, all nodes are labeled with either leaf or center
(the unique non-leaf). We give an informal description of B. Leaves can be in states visible,
invisible, dead, even, or odd. While leaves have not been counted by the center, they alternate
between the states visible and invisible. The center only increments its modulo-2 counter if
exactly one leaf is visible. After a leaf is counted, it moves to dead. When all leaves become
dead, i.e., when they have all been counted, the center decides whether to accept or reject;
the leaves read the decision from the counter, and move to even or odd accordingly.
J
The next two results show that recognizing Seven needs both counting and strong fairness.
I Proposition 17. Seven is not recognizable by DA*f-automata.
Proof. We show that for every DA*f-automaton A there exist stars G and G0 such that
exactly one of G and G0 belongs to Seven , but A either accepts both of them or rejects both
of them. Let β ≥ 1 be A’s counting bound, and let G and G0 be the stars with β + 1 and
β + 2 leaves, respectively. Now consider the synchronous runs ρ and ρ0 of A on G and G0 . By
symmetry, and since the number of leaves exceeds β in both G and G0 , at every time t ∈ N,
the center is in the same state in ρ and ρ0 , and likewise all leaves are in the same state. So
the sequences of states visited by the center and the leaves are the same in both ρ and ρ0 ,
and therefore ρ is accepting iff ρ0 is accepting.
J
I Proposition 18. Seven is not recognizable by dA*F-automata.
Proof sketch. Given a dA*F-automaton A, the proof identifies an even number n, depending
on A, such that if A accepts the star with n leaves, then it cannot reject the star with n + 1
leaves. The proof is involved, and can be found in the appendix of the arXiv version.
J

7

Expressive power

As a first application of our results, we investigate the expressivity of our models for graph
languages that depend only on the labeling function of a graph, and not on its topology.
Given a Λ-labeled graph G = (V, E, λ), where Λ = {`1 , . . . , `k }, let #G : Λ → N be the
mapping that assigns to each label ` the number #G (`) of nodes of V such that λ(v) = `. A
language is Presburger-definable if there is a formula ϕ(x1 , . . . , xk ) of Presburger arithmetic
such that a Λ-labeled graph G belongs to the language if and only if ϕ(#G (`1 ), . . . , #G (`k ))
holds. An example of such a language is B, the set of graphs that contain a black node.
We show that DAsF-automata recognize all Presburger languages, but none of the other
six classes do. The negative part of the result follows easily from the table in Figure 4.
I Proposition 19. There exist Presburger-definable languages that are not recognizable by
d***-, *a**-, or ***f-automata.
Proof. By Proposition 12, *a**-automata cannot recognize the language B, which is
Presburger-definable. Furthermore, by Propositions 14, 17 and 18, dA*F- and DA*f-automata
can recognize the language S of star graphs but not the language Seven of stars with an
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even number of leaves. This implies that dA*F- and DA*f-automata cannot recognize the
Presburger-definable language of graphs with an odd number of nodes, because the intersection of this language with S is equal to Seven , and languages recognizable by distributed
automata are closed under intersection (by a standard product construction).
J
For the positive part, we proceed in three steps: First, following [1] and Section 5 of [3], we
introduce graph population protocols, a graph variant of the well-known population protocol
model introduced in [2, 3]. Then we recall a result of [3] showing that graph population
protocols recognize all Presburger-definable languages. Finally, we show that every graph
population protocol can be simulated by a DAsF-automaton.
Our definition of graph population protocols is equivalent to that of [1, 3], but reuses the
notation of Section 2 as far as possible. A graph population protocol Π = (Q, δ0 , δ, Y, N ) is
defined like a DASF-automaton with machine M = Π, except for the following differences:
The transition function is of the form δ : Q2 → Q2 .
A selection of a graph G = (V, E, λ) is an ordered pair S = (u, v) ∈ V 2 of adjacent nodes
(instead of a singleton {u} ⊆ V ), and the selection constraint on G is {(u, v) | {u, v} ∈ E}.
Ct (v) is defined inductively as follows, for t ∈ N and v ∈ V :



δ Ct (v), Ct (u) fst if St = (v, u) for some u,



C0 (v) = δ0 (λ(v)) and Ct+1 (v) = δ Ct (u), Ct (v) snd if St = (u, v) for some u,


C (v)
otherwise,
t

where Pfst and Psnd denote the first and second component of a pair P .
So, intuitively, the scheduler selects two adjacent nodes, which update their states according
to δ. The definitions of all other relevant notions remain the same. This holds in particular
for acceptance by stable consensus and strong fairness (which are baked into the model), and
the consistency condition. Standard population protocols correspond to graph population
protocols on complete graphs, where every pair of distinct nodes is connected by an edge.
It is shown in [3] that standard population protocols recognize all Presburger-definable
languages. Further, Theorem 7 of [3] shows that every language recognized by population
protocols is also recognized by graph population protocols. Loosely speaking, given a
population protocol, one constructs the protocol on graphs in which, when an edge of the
graph is selected, either the two nodes connected by it interact as in the population protocol, or
they swap their states. By strong fairness, the states of the nodes can “move around the graph”,
and any pair of states eventually interacts infinitely often. The choice between interacting or
swapping is nondeterministic, but it can be simulated by deterministic transitions (see [3]).
Therefore, in order to show that DA*F-automata recognize all Presburger-definable languages,
it suffices to simulate graph population protocols with distributed automata. As in the proof
of Proposition 16, we make use of exclusivity to simplify the construction.
I Proposition 20. For every graph population protocol there is an equivalent DA*F-automaton.
Proof sketch. We present a simulation that runs a population protocol on a distributed
automaton. To this end, the automaton has to simulate a scheduler that selects ordered
pairs of adjacent nodes instead of arbitrary sets of nodes. For any pair (u, v) that is selected
to perform a transition, let us call u the initiator and v the responder of the transition. By
Theorem 7, we may assume that the automaton’s scheduler selects a single node in each step.
The main idea is as follows: When a node u is selected and sees that it can become the
initiator of a transition, it declares its intention to do so by raising the flag “?”. Then u waits
until some neighbor v is selected and raises the flag “!”, which signals that v wants to become
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the responder of a transition. If this happens, the next time u is selected, it computes its
new state according to the state of v and the transition function of the population protocol,
but also keeps its old state in memory so that v can still see it. After that, v also updates its
state, and finally u deletes its old state, which completes the transition. Throughout this
protocol, the nodes verify that they have exactly one partner during each transition. If this
condition is violated, they raise the error flag “⊥” and abort their current transition.
J
I Corollary 21. DA*F-automata recognize all Presburger-definable languages.

8

Conclusions

We have conducted an extensive comparative analysis of the expressive power of weak
asynchronous models of distributed computing. Our analysis has reduced the initial “jungle”
of twenty different models to only seven. This reduction in complexity is achieved by
Theorems 4, 5, 6, 7, and 11, all of which have a clear and intuitive interpretation.
We have also shown that the seven classes are distinct, and have identified inclusions
and non-inclusions between them. However, two inclusions remain open: Are Dasf or DAsf
included in dAsF? Intuitively, this asks if strong fairness and acceptance by stable consensus
can be used to simulate counting. We can provide a positive answer for graphs of bounded
degree (a limitation common in practice), because in this case even dA*F and DAsF coincide.
I Proposition 22. For every DA*F-automaton A and every k ∈ N there is a dA*F-automaton
B equivalent to A on graphs of maximum degree k.
However, for arbitrary graphs we conjecture that neither Dasf nor DAsf are included in dAsF.
Finally, we have made a first step towards characterizing the graph languages recognizable
by the different classes, by transferring a characterization for population protocols.
As a last note, observe that our results hold for decision problems on undirected graphs
that can be solved by consensus in the framework of distributed automata. Several of
our constructions (e.g., those in Theorems 5 and 7) rely on bidirectional communication,
which is not guaranteed on directed graphs. Furthermore, exclusive selection leads to higher
computational power for non-decision problems. For instance, it can be used to solve the
vertex coloring problem on graphs of bounded degree (by a standard greedy algorithm),
which, for symmetry reasons, is impossible in a model with synchronous selection.
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Abstract
Automatic garbage collection (GC) prevents certain kinds of bugs and reduces programming overhead. GC techniques for sequential programs are based on reachability analysis. However, testing
reachability from a root set is inadequate for determining whether an actor is garbage because an unreachable actor may send a message to a reachable actor. Instead, it is sufficient to check termination
(sometimes also called quiescence): an actor is terminated if it is not currently processing a message
and cannot receive a message in the future. Moreover, many actor frameworks provide all actors with
access to file I/O or external storage; without inspecting an actor’s internal code, it is necessary to
check that the actor has terminated to ensure that it may be garbage collected in these frameworks.
Previous algorithms to detect actor garbage require coordination mechanisms such as causal message
delivery or nonlocal monitoring of actors for mutation. Such coordination mechanisms adversely
affect concurrency and are therefore expensive in distributed systems. We present a low-overhead
reference listing technique (called DRL) for termination detection in actor systems. DRL is based
on asynchronous local snapshots and message-passing between actors. This enables a decentralized
implementation and transient network partition tolerance. The paper provides a formal description
of DRL, shows that all actors identified as garbage have indeed terminated (safety), and that all
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Introduction

The actor model [1, 2] is a foundational model of concurrency that has been widely adopted
for its scalability: for example, actor languages have been used to implement services at
PayPal [19], Discord [27], and in the United Kingdom’s National Health Service database [18].
In the actor model, stateful processes known as actors execute concurrently and communicate
by sending asynchronous messages to other actors, provided they have a reference (also called
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a mail address or address in the literature) to the recipient. Actors can also spawn new
actors. An actor is said to be garbage if it can be destroyed without affecting the system’s
observable behavior.
Although a number of algorithms for automatic actor GC have been proposed [10, 13, 24,
25, 28, 30], actor languages and frameworks currently popular in industry (such as Akka [4],
Erlang [5], and Orleans [8]) require that programmers garbage collect actors manually. We
believe this is because the algorithms proposed thus far are too expensive to implement in
distributed systems. In order to find applicability in real-world actor runtimes, we argue
that a GC algorithm should satisfy the following properties:
1. (Low latency) GC should not restrict concurrency in the application.
2. (High throughput) GC should not impose significant space or message overhead.
3. (Scalability) GC should scale with the number of actors and nodes in the system.
To the best of our knowledge, no previous algorithm satisfies all three constraints. The
first requirement precludes any global synchronization between actors, a “stop-the-world”
step, or a requirement for causal order delivery of all messages. The second requirement
means that the number of additional “control” messages imposed by the algorithm should
be minimal. The third requirement precludes algorithms based on global snapshots, since
taking a global snapshot of a system with a large number of nodes is infeasible.
To address these goals, we have developed a garbage collection technique called DRL for
Deferred Reference Listing. The primary advantage of DRL is that it is decentralized and
incremental: local garbage can be collected at one node without communicating with other
nodes. Garbage collection can be performed concurrently with the application and imposes
no message ordering constraints. We also expect DRL to be reasonably efficient in practice,
since it does not require many additional messages or significant actor-local computation.
DRL works as follows. The communication protocol (Section 4) tracks information, such
as references and message counts, and stores it in each actor’s state. Actors periodically
send out copies of their local state (called snapshots) to be stored at one or more designated
snapshot aggregator actors. Each aggregator periodically searches its local store to find a
subset of snapshots representing terminated actors (Section 6). Once an actor is determined
to have terminated, it can be garbage collected by, for example, sending it a self-destruct
message. Note that our termination detection algorithm itself is location transparent.
Since DRL is defined on top of the actor model, it is oblivious to details of a particular
implementation (such as how sequential computations are represented). Our technique is
therefore applicable to any actor framework and can be implemented as a library. Moreover,
it can also be applied to open systems, allowing a garbage-collected actor subsystem to
interoperate with an external actor system.
The outline of the paper is as follows. We provide a characterization of actor garbage in
Section 2 and discuss related work in Section 3. We then provide a specification of the DRL
protocol in Section 4. In Section 5, we describe a key property of DRL called the Chain
Lemma. This lemma allows us to prove the safety and liveness properties, which are stated in
Section 6. We then conclude in Section 7 with some discussion of future work and how DRL
may be used in practice. To conserve space, all proofs have been relegated to the Appendix.

2

Preliminaries

An actor can only receive a message when it is idle. Upon receiving a message, it becomes
busy. A busy actor can perform an unbounded sequence of actions before becoming idle.
In [3], an action may be to spawn an actor, send a message, or perform a (local) computation.
We will also assume that actors can perform effects, such as file I/O. The actions an actor
performs in response to a message are dictated by its application-level code, called a behavior.
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Figure 1 A simple actor system. The first configuration leads to the second after C receives the
message m, which contains a reference to E. Notice that an actor can send a message and “forget”
its reference to the recipient before the message is delivered, as is the case for actor F . In both
configurations, E is a potential acquaintance of C, and D is potentially reachable from C. The only
terminated actor is F because all other actors are potentially reachable from unblocked actors.

Actors can also receive messages from external actors (such as the user) by becoming
receptionists. An actor A becomes a receptionist when its address is exposed to an external
actor. Subsequently, any external actor can potentially obtain A’s address and send it a
message. It is not possible for an actor system to determine when all external actors have
“forgotten” a receptionist’s address. We will therefore assume that an actor can never cease
to be a receptionist once its address has been exposed.
An actor is said to be garbage if it can be destroyed without affecting the system’s
observable behavior. However, without analyzing an actor’s code, it is not possible to know
whether it will have an effect when it receives a message. We will therefore restrict our
attention to actors that can be guaranteed to be garbage without inspecting their behavior.
According to this more conservative definition, any actor that might receive a message in the
future should not be garbage collected because it could, for instance, write to a log file when
it becomes busy. Conversely, any actor that is guaranteed to remain idle indefinitely can
safely be garbage collected because it will never have any effects; such an actor is said to be
terminated. Hence, garbage actors coincide with terminated actors in our model.
Terminated actors can be detected by looking at the global state of the system. We say
that an actor B is a potential acquaintance of A (and A is a potential inverse acquaintance
of B) if A has a reference to B or if there is an undelivered message to A that contains a
reference to B. We define potential reachability to be the reflexive transitive closure of the
potential acquaintance relation. If an actor is idle and has no undelivered messages, then it
is blocked; otherwise it is unblocked. We then observe that an actor is terminated when it is
only potentially reachable by blocked actors: Such an actor is idle, blocked, and can only
potentially be sent a message by other idle blocked actors. Conversely, without analyzing
actor code we cannot safely conclude that an actor is terminated if it is potentially reachable
by an unblocked actor. Hence, we say that an actor is terminated if and only if it is blocked
and all of its potential inverse acquaintances are terminated.
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3

Related Work

Global Termination
Global termination detection (GTD) is used to determine when all processes have terminated
[17, 16]. For GTD, it suffices to obtain global message send and receive counts. Most GTD
algorithms also assume a fixed process topology. However, Lai gives an algorithm in [14]
that supports dynamic topologies such as in the actor model. Lai’s algorithm performs
termination detection in “waves”, disseminating control messages along a spanning tree
(such as an actor supervisor hierarchy) so as to obtain consistent global message send and
receive counts. Venkatasubramanian et al. take a similar approach to obtain a consistent
global snapshot of actor states in a distributed system [25]. However, such an approach does
not scale well because it is not incremental: garbage cannot be detected until all nodes in
the system have responded. In contrast, DRL does not require a global snapshot, does not
require actors to coordinate their local snapshots, and does not require waiting for all nodes
before detecting local terminated actors.

Reference Tracking
We say that an idle actor is simple garbage if it has no undelivered messages and no other
actor has a reference to it. Such actors can be detected with distributed reference counting
[31, 6, 20] or with reference listing [21, 30] techniques. In reference listing algorithms, each
actor maintains a partial list of actors that may have references to it. Whenever A sends B
a reference to C, it also sends an info message informing C about B’s reference. Once B
no longer needs a reference to C, it informs C by sending a release message; this message
should not be processed by C until all preceding messages from B to C have been delivered.
Thus an actor is simple garbage when its reference listing is empty.
Our technique uses a form of deferred reference listing, in which A may also defer sending
info messages to C until it releases its references to C. This allows info and release
messages to be batched together, reducing communication overhead.

Cyclic Garbage
Actors that are transitively acquainted with one another are said to form cycles. Cycles of
terminated actors are called cyclic garbage and cannot be detected with reference listing
alone. Since actors are hosted on nodes and cycles may span across multiple nodes, detecting
cyclic garbage requires sharing information between nodes to obtain a consistent view of the
global topology. One approach is to compute a global snapshot of the distributed system [13]
using the Chandy-Lamport algorithm [9]; but this requires pausing execution of all actors on
a node to compute its local snapshot.
Another approach is to add edges to the actor reference graph so that actor garbage
coincides with passive object garbage [24, 29]. This is convenient because it allows existing
algorithms for distributed passive object GC, such as [23], to be reused in actor systems.
However, such transformations require that actors know when they have undelivered messages,
which requires some form of synchronization.
To avoid pausing executions, Wang and Varela proposed a reference listing based technique
called the pseudo-root algorithm. The algorithm computes approximate global snapshots and
is implemented in the SALSA runtime [30, 28]. The pseudo-root algorithm requires a high
number of additional control messages and requires actors to write to shared memory if they
migrate or release references during snapshot collection. Our protocol requires fewer control
messages and no additional actions between local actor snapshots. Wang and Varela also
explicitly address migration of actors, a concern orthogonal to our algorithm.
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Our technique is inspired by MAC, a termination detection algorithm implemented in
the Pony runtime [10]. In MAC, actors send a local snapshot to a designated cycle detector
whenever their message queue becomes empty, and send another notification whenever it
becomes non-empty. Clebsch and Drossopoulou prove that for systems with causal message
delivery, a simple request-reply protocol is sufficient to confirm that the cycle detector’s view
of the topology is consistent. However, enforcing causal delivery in a distributed system
imposes additional space and networking costs [11, 7]. DRL is similar to MAC, but does not
require causal message delivery, supports decentralized termination detection, and actors
need not take snapshots each time their message queues become empty. The key insight is
that these limitations can be removed by tracking additional information at the actor level.
An earlier version of DRL appeared in [22]. In this paper, we formalize the description of
the algorithm and prove its safety and liveness. In the process, we discovered that release
acknowledgment messages are unnecessary and that termination detection is more flexible
than we first thought: it is not necessary for GC to be performed in distinct “phases” where
every actor takes a snapshot in each phase. In particular, once an idle actor takes a snapshot,
it need not take another snapshot until it receives a fresh message.

4

A Two-Level Semantic Model

Our computation model is based on the two level approach to actor semantics [26], in which
a lower system-level transition system interprets the operations performed by a higher, userfacing application-level transition system. In this section, we define the DRL communication
protocol at the system level. We do not provide a transition system for the application
level computation model, since it is not relevant to garbage collection (see [3] for how
it can be done). What is relevant to us is that corresponding to each application-level
action is a system-level transition that tracks references. We will therefore define systemlevel configurations and transitions on system-level configurations. We will refer to these,
respectively, as configurations and transitions in the rest of the paper.

4.1

Overview

Actors in DRL use reference objects (abbreviated refobs) to send messages, instead of using
plain actor addresses. Refobs are similar to unidirectional channels and can only be used
by their designated owner to send messages to their target; thus in order for A to give B a
reference to C, it must explicitly create a new refob owned by B. Once a refob is no longer
needed, it should be deactivated by its owner and removed from local state.
The DRL communication protocol enriches each actor’s state with a list of refobs that
it currently owns and associated message counts representing the number of messages sent
using each refob. Each actor also maintains a subset of the refobs of which it is the target,
together with associated message receive counts. Lastly, actors perform a form of “contact
tracing” by maintaining a subset of the refobs that they have created for other actors; we
provide details about the bookkeeping later in this section.
The additional information above allows us to detect termination by inspecting actor
snapshots. If a set of snapshots is consistent (in the sense of [9]) then we can use the “contact
tracing” information to determine whether the set is closed under the potential inverse
acquaintance relation (see Section 5). Then, given a consistent and closed set of snapshots,
we can use the message counts to determine whether an actor is blocked. We can therefore
find all the terminated actors within a consistent set of snapshots.
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Figure 2 An example showing how refobs are created and destroyed. Below each actor we list all
the “facts” related to z that are stored in its local state. Although not pictured in the figure, A
also obtains facts Active(x) and Active(y) after spawning actors B and C, respectively. Likewise,
actors B, C obtain facts Created(x), Created(y), respectively, upon being spawned.

In fact, DRL satisfies a stronger property: any set of snapshots that “appears terminated”
in the sense above is guaranteed to be consistent. Hence, given an arbitrary closed set of
snapshots, it is possible to determine which of the corresponding actors have terminated.
This allows a great deal of freedom in how snapshots are aggregated. For instance, actors
could place their snapshots in a global eventually consistent store, with a garbage collection
thread at each node periodically inspecting the store for local terminated actors.

Reference Objects
A refob is a triple (x, A, B), where A is the owner actor’s address, B is the target actor’s
address, and x is a globally unique token. An actor can cheaply generate such a token by
combining its address with a local sequence number, since actor systems already guarantee
that each address is unique. We will stylize a triple (x, A, B) as x : A ( B. We will also
sometimes refer to such a refob as simply x, since tokens act as unique identifiers.
When an actor A spawns an actor B (Fig. 2 (1, 2)) the DRL protocol creates a new refob
x : A ( B that is stored in both A and B’s system-level state, and a refob y : B ( B in
B’s state. The refob x allows A to send application-level messages to B. These messages are
denoted app(x, R), where R is the sett of refobs contained in the message that A has created
for B. The refob y corresponds to the self variable present in some actor languages.
If A has active refobs x : A ( B and y : A ( C, then it can create a new refob z : B ( C
by generating a token z. In addition to being sent to B, this refob must also temporarily
be stored in A’s system-level state and marked as “created using y” (Fig. 2 (3)). Once B
receives z, it must add the refob to its system-level state and mark it as “active” (Fig. 2 (4)).
Note that B can have multiple distinct refobs that reference the same actor in its state; this
can be the result of, for example, several actors concurrently sending refobs to B. Transition
rules for spawning actors and sending messages are given in Section 4.3.
Actor A may remove z from its state once it has sent a (system-level) info message
informing C about z (Fig. 2 (4)). Similarly, when B no longer needs its refob for C, it
can “deactivate” z by removing it from local state and sending C a (system-level) release
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Figure 3 A time diagram for actors A, B, C, demonstrating message counts and consistent
snapshots. Dashed arrows represent messages and dotted lines represent consistent cuts. In each cut
above, B’s message send count agrees with C’s message receive count.

message (Fig. 2 (5)). Note that if B already has a refob z : B ( C and then receives another
z 0 : B ( C, then it can be more efficient to defer deactivating the extraneous z 0 until z is
also no longer needed; this way, the release messages can be batched together.
When C receives an info message, it records that the refob has been created, and when
C receives a release message, it records that the refob has been released (Fig. 2 (6)). Note
that these messages may arrive in any order. Once C has received both, it is permitted to
remove all facts about the refob from its local state. Transition rules for these reference
listing actions are given in Section 4.4.
Once a refob has been created, it cycles through four states: pending, active, inactive, or
released. A refob z : B ( C is said to be pending until it is received by its owner B. Once
received, the refob is active until it is deactivated by its owner, at which point it becomes
inactive. Finally, once C learns that z has been deactivated, the refob is said to be released.
A refob that has not yet been released is unreleased.
Slightly amending the definition we gave in Section 2, we say that B is a potential
acquaintance of A (and A is a potential inverse acquaintance of B) when there exists an
unreleased refob x : A ( B. Thus, B becomes a potential acquaintance of A as soon as x is
created, and only ceases to be an acquaintance once it has received a release message for
every refob y : A ( B that has been created so far.

Message Counts and Snapshots
For each refob x : A ( B, the owner A counts the number of app and info messages sent
along x; this count can be deleted when A deactivates x. Each message is annotated with the
refob used to send it. Whenever B receives an app or info message along x, it correspondingly
increments a receive count for x; this count can be deleted once x has been released. Thus
the memory overhead of message counts is linear in the number of unreleased refobs.
A snapshot is a copy of all the facts in an actor’s system-level state at some point in
time. We will assume throughout the paper that in every set of snapshots Q, each snapshot
was taken by a different actor. Such a set is also said to form a cut. Recall that a cut is
consistent if no snapshot in the cut causally precedes any other [9]. Let us also say that Q is
a set of mutually quiescent snapshots if there are no undelivered messages between actors
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in the cut. That is, if A ∈ Q sent a message to B ∈ Q before taking a snapshot, then the
message must have been delivered before B took its snapshot. Notice that if all snapshots in
Q are mutually quiescent, then Q is consistent.
Notice also that in Fig. 3, the snapshots of B and C are mutually quiescent when their
send and receive counts agree. This is ensured in part because each refob has a unique token:
If actors associated message counts with actor names instead of tokens, then B’s snapshots
at t0 and t3 would both contain Sent(C, 1). Thus, B’s snapshot at t3 and C’s snapshot at t0
would appear mutually quiescent, despite having undelivered messages in the cut.
We would like to conclude that snapshots from two actors A, B are mutually quiescent if
and only if their send and receive counts are agreed for every refob x : A ( B or y : B ( A.
Unfortunately, this fails to hold in general for systems with unordered message delivery. It
also fails to hold when, for instance, the owner actor takes a snapshot before the refob is
activated and the target actor takes a snapshot after the refob is released. In such a case,
neither knowledge set includes a message count for the refob and they therefore appear to
agree. However, we show that the message counts can nevertheless be used to bound the
number of undelivered messages for purposes of our algorithm (Lemma 12).

Definitions
We use the capital letters A, B, C, D, E to denote actor addresses. Tokens are denoted x, y, z,
with a special reserved token null for messages from external actors.
A fact is a value that takes one of the following forms: Created(x), Released(x),
CreatedUsing(x, y), Active(x), Unreleased(x), Sent(x, n), or Received(x, n) for some
refobs x, y and natural number n. Each actor’s state holds a set of facts about refobs and
message counts called its knowledge set. We use φ, ψ to denote facts and Φ, Ψ to denote
finite sets of facts. Each fact may be interpreted as a predicate that indicates the occurrence
of some past event. Interpreting a set of facts Φ as a set of axioms, we write Φ ` φ when φ is
derivable by first-order logic from Φ with the following additional rules:
If (6 ∃n ∈ N, Sent(x, n) ∈ Φ) then Φ ` Sent(x, 0)
If (6 ∃n ∈ N, Received(x, n) ∈ Φ) then Φ ` Received(x, 0)
If Φ ` Created(x) ∧ ¬Released(x) then Φ ` Unreleased(x)
If Φ ` CreatedUsing(x, y) then Φ ` Created(y)
For convenience, we define a pair of functions incSent(x, Φ), incRecv(x, Φ) for incrementing
message send/receive counts, as follows: If Sent(x, n) ∈ Φ for some n, then incSent(x, Φ) =
(Φ \ {Sent(x, n)}) ∪ {Sent(x, n + 1)}; otherwise, incSent(x, Φ) = Φ ∪ {Sent(x, 1)}. Likewise
for incRecv and Received.
Recall that an actor is either busy (processing a message) or idle (waiting for a message).
An actor with knowledge set Φ is denoted [Φ] if it is busy and (Φ) if it is idle.
Our specification includes both system messages (also called control messages) and
application messages. The former are automatically generated by the DRL protocol and
handled at the system level, whereas the latter are explicitly created and consumed by
user-defined behaviors. Application-level messages are denoted app(x, R). The argument x
is the refob used to send the message. The second argument R is a set of refobs created by
the sender to be used by the destination actor. Any remaining application-specific data in
the message is omitted in our notation.
The DRL communication protocol uses two kinds of system messages. info(y, z, B) is a
message sent from an actor A to an actor C, informing it that a new refob z : B ( C was
created using y : A ( C. release(x, n) is a message sent from an actor A to an actor B,
informing it that the refob x : A ( B has been deactivated and should be released.
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A configuration hh α | µ iiρχ is a quadruple (α, µ, ρ, χ) where: α is a mapping from actor
addresses to knowledge sets; µ is a mapping from actor addresses to multisets of messages;
and ρ, χ are sets of actor addresses. Actors in dom(α) are internal actors and actors in χ are
external actors; the two sets may not intersect. The mapping µ associates each actor with
undelivered messages to that actor. Actors in ρ are receptionists. We will ensure ρ ⊆ dom(α)
remains valid in any configuration that is derived from a configuration where the property
holds (referred to as the locality laws in [12]).
Configurations are denoted by κ, κ0 , κ0 , etc. If an actor address A (resp. a token x),
does not occur in κ, then the address (resp. the token) is said to be fresh. We assume a
facility for generating fresh addresses and tokens.
In order to express our transition rules in a pattern-matching style, we will employ
the following shorthand. Let α, [Φ]A refer to a mapping α0 where α0 (A) = [Φ] and α =
α0 |dom(α0 )\{A} . Similarly, let µ, [A / m] refer to a mapping µ0 where m ∈ µ0 (A) and µ =
µ0 |dom(µ0 )\{A} ∪{A 7→ µ0 (A)\{m}}. Informally, the expression α, [Φ]A refers to a set of actors
containing both α and the busy actor A (with knowledge set Φ); the expression µ, [A / m]
refers to the set of messages containing both µ and the message m (sent to actor A).
The rules of our transition system define atomic transitions from one configuration to
another. Each transition rule has a label l, parameterized by some variables ~x that occur in
the left- and right-hand configurations. Given a configuration κ, these parameters functionally
l(~
v)

determine the next configuration κ0 . Given arguments ~v , we write κ −−→ κ0 to denote a
semantic step from κ to κ0 using rule l(~v ).
We refer to a label with arguments l(~v ) as an event, denoted e. A sequence of events
e1
e2
en
π
is denoted π. If π = e1 , . . . , en then we write κ −
→ κ0 when κ −→
κ1 −→
. . . −→
κ0 . If
π
0
0
there exists π such that κ −
→ κ , then κ is derivable from κ. An execution is a sequence
e1
e2
en
of events e1 , . . . , en such that κ0 −→
κ1 −→
. . . −→
κn , where κ0 is the initial configuration
(Section 4.2). We say that a property holds at time t if it holds in κt .

4.2

Initial Configuration

The initial configuration κ0 consists of a single actor in a busy state:
hh [Φ]A | ∅ ii∅{E} ,
where Φ = {Active(x : A ( E), Created(y : A ( A), Active(y : A ( A)}. The actor’s
knowledge set includes a refob to itself and a refob to an external actor E. A can become a
receptionist by sending E a refob to itself. Henceforth, we will only consider configurations
that are derivable from an initial configuration.

4.3

Standard Actor Operations

Fig. 4 gives transition rules for standard actor operations, such as spawning actors and sending
messages. Each of these rules corresponds a rule in the standard operational semantics of
actors [3]. Note that each rule is atomic, but can just as well be implemented as a sequence
of several smaller steps without loss of generality because actors do not share state – see [3]
for a formal proof.
The Spawn event allows a busy actor A to spawn a new actor B and creates two refobs x : A ( B, y : B ( B. B is initialized with knowledge about x and y via the facts
Created(x), Created(y). The facts Active(x), Active(y) allow A and B to immediately
begin sending messages to B. Note that implementing Spawn does not require a synchronization protocol between A and B to construct x : A ( B. The parent A can pass both its
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Spawn(x, A, B)
hh α, [Φ]A | µ iiρχ → hh α, [Φ ∪ {Active(x : A ( B)}]A , [Ψ]B | µ iiρχ
x, y, B fresh
Ψ = {Created(x : A ( B), Created(y : B ( B), Active(y : B ( B)}

where
and

~
Send(x, ~y , ~z, A, B, C)
hh α, [Φ]A | µ iiρχ → hh α, [incSent(x, Φ) ∪ Ψ]A | µ, [B / app(x, R)] iiρχ
~
~
y and ~z fresh and n = |~
y | = |~z| = |C|
Φ ` Active(x : A ( B) and ∀i ≤ n, Φ ` Active(yi : A ( Ci )
R = {zi : B ( Ci | i ≤ n} and Ψ = {CreatedUsing(yi , zi ) | i ≤ n}

where
and
and

Receive(x, B, R)
hh α, (Φ)B | µ, [B / app(x, R)] iiρχ → hh α, [incRecv(x, Φ) ∪ Ψ]B | µ iiρχ
where Ψ = {Active(z) | z ∈ R}

Idle(A)
hh α, [Φ]A | µ iiρχ → hh α, (Φ)A | µ iiρχ
Figure 4 Rules for standard actor interactions.

address and the freshly generated token x to the constructor for B. Since actors typically
know their own addresses, this allows B to construct the triple (x, A, B). Since the spawn
call typically returns the address of the spawned actor, A can also create the same triple.
The Send event allows a busy actor A to send an application-level message to B containing
~ = C1 , . . . , Cn – it is possible that B = A or Ci = A for
a set of refobs z1 , . . . , zn to actors C
some i. For each new refob zi , we say that the message contains zi . Any other data in the
message besides these refobs is irrelevant to termination detection and therefore omitted. To
send the message, A must have active refobs to both the target actor B and to every actor
C1 , . . . , Cn referenced in the message. For each target Ci , A adds a fact CreatedUsing(yi , zi )
to its knowledge set; we say that A created zi using yi . Finally, A must increment its Sent
count for the refob x used to send the message; we say that the message is sent along x.
The Receive event allows an idle actor B to become busy by consuming an application
message sent to B. Before performing subsequent actions, B increments the receive count
for x and adds all refobs in the message to its knowledge set.
Finally, the Idle event puts a busy actor into the idle state, enabling it to consume
another message.

4.4

Release Protocol

Whenever an actor creates or receives a refob, it adds facts to its knowledge set. To remove
these facts when they are no longer needed, actors can perform the release protocol defined
in Fig. 5. All of these rules are not present in the standard operational semantics of actors.
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SendInfo(y, z, A, B, C)
hh α, [Φ ∪ Ψ]A | µ iiρχ → hh α, [incSent(y, Φ)]A | µ, [C / info(y, z, B)] iiρχ
where Ψ = {CreatedUsing(y : A ( C, z : B ( C)}

Info(y, z, B, C)
hh α, (Φ)C | µ, [C / info(y, z, B)] iiρχ → hh α, (incRecv(y, Φ) ∪ Ψ)C | µ iiρχ
where Ψ = {Created(z : B ( C)}

SendRelease(x, A, B)
hh α, [Φ ∪ Ψ]A | µ iiρχ → hh α, [Φ]A | µ, [B / release(x, n)] iiρχ
where
and

Ψ = {Active(x : A ( B), Sent(x, n)}
6 ∃y, CreatedUsing(x, y) ∈ Φ

Release(x, A, B)
hh α, (Φ)B | µ, [B / release(x, n)] iiρχ → hh α, (Φ ∪ {Released(x)})B | µ iiρχ
only if Φ ` Received(x, n)

Compaction(x, B, C)
hh α, (Φ ∪ Ψ)C | µ iiρχ → hh α, (Φ)C | µ iiρχ
where
or

Ψ = {Created(x : B ( C), Released(x : B ( C), Received(x, n)} for some n ∈ N
Ψ = {Created(x : B ( C), Released(x : B ( C)} and ∀n ∈ N, Received(x, n) 6∈ Φ

Snapshot(A, Φ)
hh α, (Φ)A | µ iiρχ → hh α, (Φ)A | µ iiρχ
Figure 5 Rules for performing the release protocol.

The SendInfo event allows a busy actor A to inform C about a refob z : B ( C that it
created using y; we say that the info message is sent along y and contains z. This event
allows A to remove the fact CreatedUsing(y, z) from its knowledge set. It is crucial that
A also increments its Sent count for y to indicate an undelivered info message sent to
C: it allows the snapshot aggregator to detect when there are undelivered info messages,
which contain refobs. This message is delivered with the Info event, which adds the fact
Created(z : B ( C) to C’s knowledge set and correspondingly increments C’s Received
count for y.
When an actor A no longer needs x : A ( B for sending messages, A can deactivate x
with the SendRelease event; we say that the release is sent along x. A precondition of
this event is that A has already sent messages to inform B about all the refobs it has created
using x. In practice, an implementation may defer sending any info or release messages
to a target B until all A’s refobs to B are deactivated. This introduces a trade-off between
the number of control messages and the rate of simple garbage detection (Section 5).
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In(A, R)
hh α | µ iiρχ → hh α | µ, [A / app(null, R)] iiρχ∪χ0
where
and

A ∈ ρ and R = {x1 : A ( B1 , . . . , xn : A ( Bn } and x1 , . . . , xn fresh
{B1 , . . . , Bn } ∩ dom(α) ⊆ ρ and χ0 = {B1 , . . . , Bn } \ dom(α)

Out(x, B, R)
0

hh α | µ, [B / app(x, R)] iiρχ → hh α | µ iiχρ∪ρ

where B ∈ χ and R = {x1 : B ( C1 , . . . , xn : B ( Cn } and ρ0 = {C1 , . . . , Cn } ∩ dom(α)

ReleaseOut(x, B)
hh α | µ, [B / release(x, n)] iiρχ∪{B} → hh α | µ iiρχ∪{B}
InfoOut(y, z, A, B, C)
hh α | µ, [C / info(y, z, A, B)] iiρχ∪{C} → hh α | µ iiρχ∪{C}
Figure 6 Rules for interacting with the outside world.

Each release message for a refob x includes a count n of the number of messages sent
using x. This ensures that release(x, n) is only delivered after all the preceding messages
sent along x have been delivered. Once the Release event can be executed, it adds the
fact that x has been released to B’s knowledge set. Once C has received both an info and
release message for a refob x, it may remove facts about x from its knowledge set using
the Compaction event.
Finally, the Snapshot event captures an idle actor’s knowledge set. For simplicity, we
have omitted the process of disseminating snapshots to an aggregator. Although this event
does not change the configuration, it allows us to prove properties about snapshot events at
different points in time.

4.5

Composition and Effects

We give rules to dictate how internal actors interact with external actors in Fig. 6. The In
and Out rules correspond to similar rules in the standard operational semantics of actors.
Since internal garbage collection protocols are not exposed to the outside world, all
release and info messages sent to external actors are simply dropped by the ReleaseOut
and InfoOut events. Likewise, only app messages can enter the system. Since we cannot
statically determine when a receptionist’s address has been forgotten by all external actors,
we assume that receptionists are never terminated. The resulting “black box” behavior of
our system is the same as the actor systems in [3]. Hence, in principle DRL can be gradually
integrated into a codebase by creating a subsystem for garbage-collected actors.
The In event allows an external actor to send an application-level message to a receptionist
A containing a set of refobs R, all owned by A. Since external actors do not use refobs, the
message is sent using the special null token. All targets in R that are not internal actors
are added to the set of external actors.
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Figure 7 An example of a chain from B to x3 .

The Out event delivers an application-level message to an external actor with a set of
refobs R. All internal actors referenced in R become receptionists because their addresses
have been exposed to the outside world.

4.6

Garbage

We can now operationally characterize actor garbage in our model. An actor A can potentially
receive a message in κ if there is a sequence of events (possibly of length zero) leading from
κ to a configuration κ0 in which A has an undelivered message. We say that an actor is
terminated if it is idle and cannot potentially receive a message.
An actor is blocked if it satisfies three conditions: (1) it is idle, (2) it is not a receptionist,
and (3) it has no undelivered messages; otherwise, it is unblocked. We define potential
reachability as the reflexive transitive closure of the potential acquaintance relation. That
is, A1 can potentially reach An if and only if there is a sequence of unreleased refobs
(x1 : A1 ( A2 ), . . . , (xn : An−1 ( An ); recall that a refob x : A ( B is unreleased if its
target B has not yet received a release message for x.
Notice that an actor can potentially receive a message if and only if it is potentially
reachable from an unblocked actor. Hence an actor is terminated if and only if it is only
potentially reachable by blocked actors. A special case of this is simple garbage, in which an
actor is blocked and has no potential inverse acquaintances besides itself.
We say that a set of actors S is closed (with respect to the potential inverse acquaintance
relation) if, whenever B ∈ S and there is an unreleased refob x : A ( B, then also A ∈ S.
Notice that the closure of a set of terminated actors is also a set of terminated actors.

5

Chain Lemma

To determine if an actor has terminated, one must show that all of its potential inverse
acquaintances have terminated. This appears to pose a problem for termination detection,
since actors cannot have a complete listing of all their potential inverse acquaintances
without some synchronization: actors would need to consult their acquaintances before
creating new references to them. In this section, we show that the DRL protocol provides a
weaker guarantee that will nevertheless prove sufficient: knowledge about an actor’s refobs
is distributed across the system and there is always a “path” from the actor to any of its
potential inverse acquaintances.
Let us construct a concrete example of such a path, depicted by Fig. 7. Suppose that A1
spawns B, gaining a refob x1 : A1 ( B. Then A1 may use x1 to create x2 : A2 ( B, which
A2 may receive and then use x2 to create x3 : A3 ( B.
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At this point, there are unreleased refobs owned by A2 and A3 that are not included
in B’s knowledge set. However, Fig. 7 shows that the distributed knowledge of B, A1 , A2
creates a “path” to all of B’s potential inverse acquaintances. Since A1 spawned B, B knows
the fact Created(x1 ). Then when A1 created x2 , it added the fact CreatedUsing(x1 , x2 ) to
its knowledge set, and likewise A2 added the fact CreatedUsing(x2 , x3 ); each fact points to
another actor that owns an unreleased refob to B (Fig. 7 (1)).
Since actors can remove CreatedUsing facts by sending info messages, we also consider
(Fig. 7 (2)) to be a “path” from B to A3 . But notice that, once B receives the info message,
the fact Created(x3 ) will be added to its knowledge set and so there will be a “direct path”
from B to A3 . We formalize this intuition with the notion of a chain in a given configuration
hh α | µ iiρχ :
I Definition 1. A chain to x : A ( B is a sequence of unreleased refobs (x1 : A1 ( B), . . . ,
(xn : An ( B) such that:
α(B) ` Created(x1 : A1 ( B);
For all i < n, either α(Ai ) ` CreatedUsing(xi , xi+1 ) or the message [B / info(xi , xi+1 )]
is in transit; and
An = A and xn = x.
We say that an actor B is in the root set if it is a receptionist or if there is an application
message app(x, R) in transit to an external actor with B ∈ targets(R). Since external actors
never release refobs, actors in the root set must never terminate.
I Lemma 2 (Chain Lemma). Let B be an internal actor in κ. If B is not in the root set,
then there is a chain to every unreleased refob x : A ( B. Otherwise, there is a chain to
some refob y : C ( B where C is an external actor.
I Remark. When B is in the root set, not all of its unreleased refobs are guaranteed to have
chains. This is because an external actor may send B’s address to other receptionists without
sending an info message to B.
An immediate application of the Chain Lemma is to allow actors to detect when they are
simple garbage. If any actor besides B owns an unreleased refob to B, then B must have a
fact Created(x : A ( B) in its knowledge set where A 6= B. Hence, if B has no such facts,
then it must have no nontrivial potential inverse acquaintances. Moreover, since actors can
only have undelivered messages along unreleased refobs, B also has no undelivered messages
from any other actor; it can only have undelivered messages that it sent to itself. This gives
us the following result:
I Theorem 3. Suppose B is idle with knowledge set Φ, such that:
Φ does not contain any facts of the form Created(x : A ( B) where A 6= B; and
for all facts Created(x : B ( B) ∈ Φ, also Φ ` Sent(x, n) ∧ Received(x, n) for some n.
Then B is simple garbage.

6

Termination Detection

In order to detect non-simple terminated garbage, actors periodically sends a snapshot of
their knowledge set to a snapshot aggregator actor. An aggregator in turn may disseminate
snapshots it has to other aggregators. Each aggregator maintains a map data structure,
associating an actor’s address to its most recent snapshot; in effect, snapshot aggregators
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maintain an eventually consistent key-value store with addresses as keys and snapshots as
values. At any time, an aggregator can scan its local store to find terminated actors and
send them a request to self-destruct.
Given an arbitrary set of snapshots Q, we characterize the finalized subsets of Q in this
section. We show that the actors that took these finalized snapshots must be terminated.
Conversely, the snapshots of any closed set of terminated actors are guaranteed to be finalized.
(Recall that the closure of a set of terminated actors is also a terminated set of actors.) Thus,
snapshot aggregators can eventually detect all terminated actors by periodically searching
their local stores for finalized subsets. Finally, we give an algorithm for obtaining the
maximum finalized subset of a set Q by “pruning away” the snapshots of actors that appear
not to have terminated.
Recall that when we speak of a set of snapshots Q, we assume each snapshot was taken
by a different actor. We will write ΦA ∈ Q to denote A’s snapshot in Q; we will also write
A ∈ Q if A has a snapshot in Q. We will also write Q ` φ if Φ ` φ for some Φ ∈ Q.
I Definition 4. A set of snapshots Q is closed if, whenever Q ` Unreleased(x : A ( B)
and B ∈ Q, then also A ∈ Q and ΦA ` Active(x : A ( B).
I Definition 5. An actor B ∈ Q appears blocked if, for every Q ` Unreleased(x : A ( B),
then ΦA , ΦB ∈ Q and ΦA ` Sent(x, n) and ΦB ` Received(x, n) for some n.
I Definition 6. A set of snapshots Q is finalized if it is closed and every actor in Q appears
blocked.
This definition corresponds to our characterization in Section 4.6: An actor is terminated
precisely when it is in a closed set of blocked actors.
I Theorem 7 (Safety). If Q is a finalized set of snapshots at time tf then the actors in Q
are all terminated at tf .
We say that the final action of a terminated actor is the last non-snapshot event it
performs before becoming terminated. Notice that an actor’s final action can only be an
Idle, Info, or Release event. Note also that the final action may come strictly before an
actor becomes terminated, since a blocked actor may only terminate after all of its potential
inverse acquaintances become blocked.
The following lemma allows us to prove that DRL is eventually live. It also shows that
an non-finalized set of snapshots must have an unblocked actor.
I Lemma 8. Let S be a closed set of terminated actors at time tf . If every actor in S took
a snapshot sometime after its final action, then the resulting set of snapshots is finalized.
I Theorem 9 (Liveness). If every actor eventually takes a snapshot after performing an
Idle, Info, or Release event, then every terminated actor is eventually part of a finalized
set of snapshots.
Proof. If an actor A is terminated, then the closure S of {A} is a terminated set of actors.
Since every actor eventually takes a snapshot after taking its final action, Lemma 8 implies
that the resulting snapshots of S are finalized.
J
We say that a refob x : A ( B is unreleased in Q if Q ` Unreleased(x). Such a refob is
said to be relevant when B ∈ Q implies A ∈ Q and ΦA ` Active(x) and ΦA ` Sent(x, n)
and ΦB ` Received(x, n) for some n; intuitively, this indicates that B has no undelivered
messages along x. Notice that a set Q is finalized if and only if all unreleased refobs in Q are
relevant.
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Observe that if x : A ( B is unreleased and irrelevant in Q, then B cannot be in any
finalized subset of Q. We can therefore employ a simple iterative algorithm to find the
maximum finalized subset of Q: for each irrelevant unreleased refob x : A ( B in Q, remove
the target B from Q. Since this can make another unreleased refob y : B ( C irrelevant,
we must repeat this process until a fixed point is reached. In the resulting subset Q0 , all
unreleased refobs are relevant. Since all actors in Q \ Q0 are not members of any finalized
subset of Q, it must be that Q0 is the maximum finalized subset of Q.

7

Conclusion and Future Work

We have shown how deferred reference listing and message counts can be used to detect
termination in actor systems. The technique is provably safe (Theorem 7) and eventually
live (Theorem 9). An implementation in Akka is presently underway.
We believe that DRL satisfies our three initial goals:
1. Termination detection does not restrict concurrency in the application. Actors do not
need to coordinate their snapshots or pause execution during garbage collection.
2. Termination detection does not impose high overhead. The amortized memory overhead of
our technique is linear in the number of unreleased refobs. Besides application messages,
the only additional control messages required by the DRL communication protocol are
info and release messages. These control messages can be batched together and
deferred, at the cost of worse termination detection time.
3. Termination detection scales with the number of nodes in the system. Our algorithm is
incremental, decentralized, and does not require synchronization between nodes.
Since it does not matter what order snapshots are collected in, DRL can be used as
a “building block” for more sophisticated garbage collection algorithms. One promising
direction is to take a generational approach [15], in which long-lived actors take snapshots
less frequently than short-lived actors. Different types of actors could also take snapshots at
different rates. In another approach, snapshot aggregators could request snapshots instead of
waiting to receive them.
In the presence of faults, DRL remains safe but its liveness properties are affected. If an
actor A crashes and its state cannot be recovered, then none of its refobs can be released and
the aggregator will never receive its snapshot. Consequently, all actors potentially reachable
from A can no longer be garbage collected. However, A’s failure does not affect the garbage
collection of actors it cannot reach. In particular, network partitions between nodes will not
delay node-local garbage collection.
Choosing an adequate fault-recovery protocol will likely vary depending on the target
actor framework. One option is to use checkpointing or event-sourcing to persist GC state;
the resulting overhead may be acceptable in applications that do not frequently spawn actors
or create refobs. Another option is to monitor actors for failure and infer which refobs are
no longer active; this is a subject for future work.
Another issue that can affect liveness is message loss: If any messages along a refob
x : A ( B are dropped, then B can never be garbage collected because it will always appear
unblocked. This is, in fact, the desired behavior if one cannot guarantee that the message
will not be delivered at some later point. In practice, this problem might be addressed with
watermarking.
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Appendix

A.1

Basic Properties

I Lemma 10. If B has undelivered messages along x : A ( B, then x is an unreleased refob.
Proof. There are three types of messages: app, info, and release. All three messages can
only be sent when x is active. Moreover, the Release rule ensures that they must all be
delivered before x can be released.
J
I Lemma 11.
Once CreatedUsing(y : A ( C, z : B ( C) is added to A’s knowledge set, it will not be
removed until after A has sent an info message containing z to C.
Once Created(z : B ( C) is added to C’s knowledge set, it will not be removed until
after C has received the (unique) release message along z.
Once Released(z : B ( C) is added to C’s knowledge set, it will not be removed until
after C has received the (unique) info message containing z.
Proof. Immediate from the transition rules.

J

I Lemma 12. Consider a refob x : A ( B. Let t1 , t2 be times such that x has not yet been
deactivated at t1 and x has not yet been released at t2 . In particular, t1 and t2 may be before
the creation time of x.
Suppose that αt1 (A) ` Sent(x, n) and αt2 (B) ` Received(x, m) and, if t1 < t2 , that
A does not send any messages along x during the interval [t1 , t2 ] . Then the difference
max(n − m, 0) is the number of messages sent along x before t1 that were not received
before t2 .
Proof. Since x is not deactivated at time t1 and unreleased at time t2 , the message counts
were never reset by the SendRelease or Compaction rules. Hence n is the number of
messages A sent along x before t1 and m is the number of messages B received along x
before t2 . Hence max(n − m, 0) is the number of messages sent before t1 and not received
before t2 .
J

A.2

Chain Lemma

I Lemma 2 (Chain Lemma). Let B be an internal actor in κ. If B is not in the root set,
then there is a chain to every unreleased refob x : A ( B. Otherwise, there is a chain to
some refob y : C ( B where C is an external actor.
Proof. We prove that the invariant holds in the initial configuration and at all subsequent
e
times by induction on events κ −
→ κ0 , omitting events that do not affect chains. Let
0
κ = hh α | µ iiρχ and κ0 = hh α0 | µ0 iiρχ0 .
In the initial configuration, the only refob to an internal actor is y : A ( A. Since A
knows Created(y : A ( A), the invariant is satisfied.
In the cases below, let x, y, z, A, B, C be free variables, not referencing the variables used
in the statement of the lemma.
Spawn(x, A, B) creates a new unreleased refob x : A ( B, which satisfies the invariant
because α0 (B) ` Created(x : A ( B).
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~ creates a set of refobs R. Let (z : B ( C) ∈ R, created using
Send(x, ~y , ~z, A, B, C)
y : A ( C.
If C is already in the root set, then the invariant is trivially preserved. Otherwise, there
must be a chain (x1 : A1 ( C), . . . , (xn : An ( C) where xn = y and An = A. Then
x1 , . . . , xn , z is a chain in κ0 , since α0 (An ) ` CreatedUsing(xn , z).
If B is an internal actor, then this shows that every unreleased refob to C has a chain in
κ0 . Otherwise, C is in the root set in κ0 . To see that the invariant still holds, notice that
z : B ( C is a witness of the desired chain.
SendInfo(y, z, A, B, C) removes the CreatedUsing(y, z) fact but also sends info(y, z, B),
so chains are unaffected.
Info(y, z, B, C) delivers info(y, z, B) to C and adds Created(z : B ( C) to its knowledge set.
Suppose z : B ( C is part of a chain (x1 : A1 ( C), . . . , (xn : An ( C), i.e. xi = y and
xi+1 = z and Ai+1 = B for some i < n. Since α0 (C) ` Created(xi+1 : Ai+1 ( C), we
still have a chain xi+1 , . . . , xn in κ0 .
Release(x, A, B) releases the refob x : A ( B. Since external actors never release their
refobs, both A and B must be internal actors.
Suppose the released refob was part of a chain (x1 : A1 ( B), . . . , (xn : An ( B), i.e.
xi = x and Ai = A for some i < n. We will show that xi+1 , . . . , xn is a chain in κ0 .
Before performing SendRelease(xi , Ai , B), Ai must have performed the Info(xi , xi+1 ,
Ai+1 , B) event. Since the info message was sent along xi , Lemma 10 ensures that the message must have been delivered before the present Release event. Furthermore, since xi+1
is an unreleased refob in κ0 , Lemma 11 ensures that α0 (B) ` Created(xi+1 : Ai+1 ( B).
In(A, R) adds a message from an external actor to the internal actor A. This event can
only create new refobs that point to receptionists, so it preserves the invariant.
Out(x, B, R) emits a message app(x, R) to the external actor B. Since all targets in R
are already in the root set, the invariant is preserved.
J

A.3

Termination Detection

Given a set of snapshots Q taken before some time tf , we write Qt to denote those snapshots
in Q that were taken before time t < tf . If ΦA ∈ Q, we denote the time of A’s snapshot
as tA .
I Lemma 8. Let S be a closed set of terminated actors at time tf . If every actor in S took
a snapshot sometime after its final action, then the resulting set of snapshots is finalized.
Call this set of snapshots Q. First, we prove the following lemma.
I Lemma 13. If Q ` Unreleased(x : A ( B) and B ∈ Q, then x is unreleased at tB .
Proof. By definition, Q ` Unreleased(x : A ( B) only if Q ` Created(x) ∧ ¬Released(x).
Since Q 6` Released(x), we must also have ΦB 6` Released(x). For Q ` Created(x), there
are two cases.
Case 1: ΦB ` Created(x). Since ΦB 6` Released(x), Lemma 11 implies that x is
unreleased at time tB .
Case 2: For some C ∈ Q and some y, ΦC ` CreatedUsing(y, x). Since C performed its
final action before taking its snapshot, this implies that C will never send the info message
containing x to B.
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Suppose then for a contradiction that x is released at time tB . Since ΦB 6` Released(x),
Lemma 11 implies that B received an info message containing x before its snapshot. But
this is impossible because C never sends this message.
J
Proof (Lemma 8). By strong induction on time t, we show that Q is closed and that every
actor appears blocked.
Induction hypothesis: For all times t0 < t, if B ∈ Qt0 and Q ` Unreleased(x : A ( B), then
A ∈ Q, Q ` Active(x), and Q ` Sent(x, n) and Q ` Received(x, n) for some n.
Since Q0 = ∅, the induction hypothesis holds trivially in the initial configuration.
Now assume the induction hypothesis. Suppose that B ∈ Q takes its snapshot at time t
with Q ` Unreleased(x : A ( B), which implies Q ` Created(x) ∧ ¬Released(x).
Q ` Created(x) implies that x was created before tf . Lemma 13 implies that x is also
unreleased at time tf , since B cannot perform a Release event after its final action. Hence
A is in the closure of {B} at time tf , so A ∈ Q.
Now suppose ΦA 6` Active(x). Then either x will be activated after tA or x was
deactivated before tA . The former is impossible because A would need to become unblocked
to receive x. Since x is unreleased at time tf and tA < tf , the latter implies that there is
an undelivered release message for x at time tf . But this is impossible as well, since B is
blocked at tf .
Finally, let n such that ΦB ` Received(x, n); we must show that ΦA ` Sent(x, n). By
the above arguments, x is active at time tA and unreleased at time tB . Since both actors
performed their final action before their snapshots, all messages sent before tA must have
been delivered before tB . By Lemma 12, this implies ΦA ` Sent(x, n).
J
We now prove the safety theorem, which states that if Q is a finalized set of snapshots,
then the corresponding actors of Q are terminated. We do this by showing that at each time
t, all actors in Qt are blocked and all of their potential inverse acquaintances are in Q.
Consider the first actor B in Q to take a snapshot. We show, using the Chain Lemma,
that the closure of this actor is in Q. Then, since all potential inverse acquaintances of B
take snapshots strictly after tB , it is impossible for B to have any undelivered messages
without appearing unblocked.
For every subsequent actor B to take a snapshot, we make a similar argument with an
additional step: If B has any potential inverse acquaintances in QtB , then they could not
have sent B a message without first becoming unblocked.
I Theorem 7 (Safety). If Q is a finalized set of snapshots at time tf then the actors in Q
are all terminated at tf .
Proof. Proof by induction on events. The induction hypothesis consists of two clauses that
must both be satisfied at all times t ≤ tf .
IH 1: If B ∈ Qt and x : A ( B is unreleased, then Q ` Unreleased(x).
IH 2: The actors of Qt are all blocked.
Initial configuration. Since Q0 = ∅, the invariant trivially holds.
Snapshot(B, ΦB ). Suppose B ∈ Q takes a snapshot at time t. We show that if x : A ( B
is unreleased at time t, then Q ` Unreleased(x) and there are no undelivered messages
along x from A to B. We do this with the help of two lemmas.
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I Lemma 14. If Q ` Unreleased(x : A ( B), then x is unreleased at time t and there are
no undelivered messages along x at time t. Moreover, if tA > t, then there are no undelivered
messages along x throughout the interval [t, tA ].
Proof (Lemma). Since Q is closed, we have A ∈ Q and ΦA ` Active(x). Since B appears
blocked, we must have ΦA ` Sent(x, n) and ΦB ` Received(x, n) for some n.
Suppose tA > t. Since ΦA ` Active(x), x is not deactivated and not released at tA or
t. Hence, by Lemma 12, every message sent along x before tA was received before t. Since
message sends precede receipts, each of those messages was sent before t. Hence there are no
undelivered messages along x throughout [t, tA ].
Now suppose tA < t. Since ΦA ` Active(x), x is not deactivated and not released at tA .
By IH 2, A was blocked throughout the interval [tA , t], so it could not have sent a release
message. Hence x is not released at t. By Lemma 12, all messages sent along x before tA
must have been delivered before t. Hence, there are no undelivered messages along x at
time t.
J
I Lemma 15. Let x1 : A1 ( B, . . . , xn : An ( B be a chain to x : A ( B at time t. Then
Q ` Unreleased(x).
Proof (Lemma). Since all refobs in a chain are unreleased, we know ∀i ≤ n, ΦB 6`
Released(xi ) and so Q 6` Released(xi ). It therefore suffices to prove, by induction on
the length of the chain, that ∀i ≤ n, Q ` Created(xi ).
Base case: By the definition of a chain, αt (B) ` Created(x1 ), so Created(x1 ) ∈ ΦB .
Induction step: Assume Q ` Unreleased(xi ), which implies Ai ∈ Q. Let ti be the time of
Ai ’s snapshot.
By the definition of a chain, either the message [B / info(xi , xi+1 )] is in transit at time t,
or αt (Ai ) ` CreatedUsing(xi , xi+1 ). But the first case is impossible by Lemma 14, so we
only need to consider the latter.
Suppose ti > t. Lemma 14 implies that Ai cannot perform the SendInfo(xi , xi+1 , Ai+1 , B)
event during [t, ti ]. Hence αti (Ai ) ` CreatedUsing(xi , xi+1 ), so Q ` Created(xi+1 ).
Now suppose ti < t. By IH 2, Ai must have been blocked throughout the interval
[ti , t]. Hence Ai could not have created any refobs during this interval, so xi+1 must
have been created before ti . This implies αti (Ai ) ` CreatedUsing(xi , xi+1 ) and therefore
Q ` Created(xi+1 ).
J
Lemma 15 implies that B cannot be in the root set. If it were, then by the Chain
Lemma there would be a refob y : C ( B with a chain where C is an external actor. Since
Q ` Unreleased(y), there would need to be a snapshot from C in Q – but external actors
do not take snapshots, so this is impossible.
Since B is not in the root set, there must be a chain to every unreleased refob x : A ( B.
By Lemma 15, Q ` Unreleased(x). By Lemma 14, there are no undelivered messages to
B along x at time t. Since B can only have undelivered messages along unreleased refobs
(Lemma 10), the actor is indeed blocked.
~
Send(x, y
~, ~
z , A, B, C).
In order to maintain IH 2, we must show that if B ∈ Qt then this
event cannot occur. So suppose B ∈ Qt . By IH 1, we must have Q ` Unreleased(x : A ( B),
so A ∈ Q. By IH 2, we moreover have A 6∈ Qt – otherwise A would be blocked and unable
to send this message. Since B appears blocked in Q, we must have ΦA ` Sent(x, n) and
ΦB ` Received(x, n) for some n. Since x is not deactivated at tA and unreleased at tB ,
Lemma 12 implies that every message sent before tA is received before tB . Hence A cannot
send this message to B because tA > t > tB .
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In order to maintain IH 1, suppose that one of the refobs sent to B in this step is
z : B ( C, where C ∈ Qt . Then in the next configuration, CreatedUsing(y, z) occurs in
A’s knowledge set. By the same argument as above, A ∈ Q \ Qt and ΦA ` Sent(y, n) and
ΦC ` Received(y, n) for some n. Hence A cannot perform the SendInfo(y, z, A, B, C) event
before tA , so ΦA ` CreatedUsing(y, z) and Q ` Created(z).
SendInfo(y,z,A,B,C). By the same argument as above, A 6∈ Qt cannot send an info
message to B ∈ Qt without violating message counts, so IH 2 is preserved.
SendRelease(x, A, B). Suppose that A 6∈ Qt and B ∈ Qt . By IH 1, x : A ( B is unreleased at time t. Since Q is finalized, ΦA ` Active(x). Hence A cannot deactivate x and IH
2 is preserved.
In(A, R). Since every potential inverse acquaintance of an actor in Qt is also in Q, none of
the actors in Qt is a receptionist. Hence this rule does not affect the invariants.
Out(x, B, R). Suppose (y : B ( C) ∈ R where C ∈ Qt . Then y is unreleased and
Q ` Unreleased(y) and B ∈ Q. But this is impossible because external actors do not take
snapshots.
J
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Abstract
We present a structural proof theory for multi-party sessions, exploiting the expressive power of
non-commutative logic which can capture explicitly the message sequence order in sessions. The
approach in this work uses a more flexible form of subtyping than standard, for example, allowing a
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the type system is algorithmic, that multiparty compatible processes which are race free are also
deadlock free, and that subtyping is sound with respect to the substitution principle. Interestingly,
each of these results can be established using cut elimination. We remark that global types are
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1

Introduction

Session types are a class of type systems for modelling protocols that prescribe, not only the
types of messages exchanged, but also the sequence in which they are communicated. The
first session type systems were constrained to two parties. For such binary sessions, given a
session type prescribing the behaviour of each of the participants, it is possible to determine
whether the two behaviours are compatible, in the sense that they can interact together to
successfully realise a protocol.
Here, in the introduction, we first make it clear there are obvious, underexploited,
connections between compatibility in the binary setting and provability in non-commutative
extensions of linear logic. The body of this work shows that these observations extend
elegantly to the multiparty setting [32, 33], where multiparty compatibility is the problem of
whether two or more participants realise a protocol when they communicate together.
On the binary setting and non-commutative logic. In the binary setting, compatibility
holds when the two parties are dual to each other [30]. For example, !λ1 ;(?λ2 ∧ ?λ3 ) is dual
to ?λ1 ;(!λ2 ∨ !λ3 ). The former types a process that is ready to output a message of type λ1 ,
and then receives either a message of type λ2 or λ3 . The latter types a process that is ready
to receive a message of type λ1 , and then makes a choice between two branches, sending a
message of type λ2 or λ3 . By building subtyping into the system [24, 23, 18], duality becomes
a more flexible concept. For example, two processes of respective types !λ1 ;(?λ2 ∧ ?λ3 ) and
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?λ1 ;!λ2 are also compatible. Notice a process of the type !λ1 ;(?λ2 ∧ ?λ3 ) offers two possible
inputs, so is more than capable of responding correctly to ?λ1 ;!λ2 , which always chooses to
send λ2 as its second action.
For binary sessions, compatibility is proven by showing that the dual of a type is a subtype
of another type, for example establishing !λ1 ;(?λ2 ∧ ?λ3 ) ≤ !λ1 ;?λ2 . In the original paper on
session types [30], it was explicit that internal and external choice were inspired by the additive
operators in linear logic [27, 26, 1]. For example, interpreting ∧ as additive conjunction in
linear logic, subtype relation ?λ2 ∧ ?λ3 ≤ ?λ2 is a provable implication in linear logic. While
pure linear logic has no concept of sequentiality (all operators are commutative), linear logic
can be extended with non-commutative operators explicitly capturing sequentiality, allowing
the above subtype judgement involving prefixing to be proven. In this work, we restrict
ourselves to a fragment of non-commutative logic with action prefixing only, allowing us
to retain a sequent calculus presentation. Full sequential composition can be achieved [34].
However, for full sequential composition, it is necessary [50] to employ the calculus of
structures [28]. The compromise adopted in this work, of restricting non-commutative logic
to prefixing, allows us to formulate our subtype system using the sequent calculus, whilst
still working within a fragment of a conservative extension of linear logic.
Contribution to the multiparty setting. Using non-commutative extensions of linear logic
to model multiparty session types provides additional expressive power. In particular, the
subtype system obtained allows more session types to be compared than possible using
established subtype systems [25]. Indeed the subtype system obtained is sufficiently rich, so
that subtyping can be used to evaluate compatibility in the multi-party setting. The notion
of multiparty compatibility enforced by this methodology allows session types to be used
to guarantee that multiparty sessions are deadlock free without the need for a global type
choreographing all processes. An advantage of avoiding global types is that we can check
compatibility for protocols for which no global type exists [48].
Problems with pairwise duality resolved. Early work on multi-party session types [8, 21]
employed a notion of compatibility based on the notion of duality for binary types applied
pairwise. In that early work, we take each pair of participants and restrict them only to the
inputs and outputs between the participants selected, and then check whether each pair of
projections are dual. Pair-wise duality fails to guarantee deadlock freedom, since process
?λ1 ;!λ2 k?λ2 ;!λ3 k?λ3 ;!λ1 deadlocks, despite participants being pair-wise dual (e.g., restricting
the first two participants to their mutual communications gives types !λ2 and ?λ2 , which are
dual). The process above consists of three participants in parallel each waiting to receive a
message, from another process before producing an output. The process is clearly deadlocked
since all inputs await a message that never arrives.
The current work, and related work [20, 15, 48, 39, 19], addresses the above limitation
of pair-wise duality by proposing more sophisticated notions of multi-party compatibility.
The work on which this builds [15] (which concerned a finite fragment of Scribble [31]),
handles multiparty compatibility as a special case of subtyping. In this work, as required,
our example processes in the previous paragraph would not be multi-party compatible. The
rules of the system in this paper are determined by logical principles (cut-elimination).
Related paradigms. This paper does not follow the Curry-Howard inspired proofs-asprocesses school; instead, it follows a processes-as-formulae [10, 36] approach closer to
intersection types [44] and algorithmic subtyping [47]. For multiparty sessions, the processes-
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as-formulae [15] and proofs-as-processes paradigms [12, 11] emerged simultaneously. Papers
following the Curry-Howard approach typically aim to design new (higher-order) session
calculi where the process terms are proofs in an established logic. In contrast, in the processesas-formulae approach pursued here, we typically harness the power of structural proof theory
to design new logics that can directly embed established session calculi [17], while respecting
their semantics. In this work, linear implication in the logical system introduced provides us
with a notion of session subtyping preserving deadlock freedom.
Summary. In Section 2, we explain how the notion of multiparty subtyping is more flexible
than established notions of subtyping for multiparty sessions, illustrated using an example
where a participant is substituted by two participants. Section 3 formally develops a theory
of session subtyping and multiparty compatibility in a coinductive sequent calculus. That
section concludes with an example where we guarantee the deadlock freedom of a session for
which no global type exists.

2

Motivating Example: A Generalised Substitution Principle

The problem of defining a subtype system for multiparty sessions is in a sense solved in the
synchronous setting [14, 25]. Soundness in that work is defined according to a substitution
principle [41], informally stated in related work [25] as: “If T R T0 , then a process of type T0
engaged in a well-typed session may be safely replaced with a process of type T.” Here R is
a candidate subtype relation and “safely” is formalised in terms of deadlock freedom.
In the above related work, the substitution principle allows one (single threaded) participant to replace another participant. In the current paper, we take a broader interpretation
of the substitution principle, permitting more parallelism to be introduced. We allow participants in a session to be replaced by any number of participants, e.g., a single thread of
type T can be replaced by two parallel participants of type T1 and T2 , where T1 ⊗ T2 ≤ T.
This allows parallel components to be introduced with additional communications, while
preserving the ability of the multiple components to fulfil the role of the original components.
An example is provided next.
An authorisation protocol. We provide an example that is out of scope of the substitution
principle in related work mentioned above, but within the scope of the substitution principal
in the current paper. In the example that follows, we consider an application where a Trusted
App is replaced by an Untrusted App and an OAuth Server. This demands a rich multi-party
subtype system accounting for parallelism and interactions.
Consider the protocol realised by the three participants in Fig. 1, which are modelled as
threads in a typical session calculus. In this authorisation protocol, the Trusted App asks the
Owner of a resource for permission before it accesses the Resource.
Owner: This could be you – the human user, who owns the resource. You get redirected
to a login page containing the app_id for the Trusted App and a scope indicating the
resources requested (e.g., personal contact details). If you chose to approve authorisation,
you grant access to the resource by providing your name and password. You do however
have the ability to chose not to approve, choosing the branch !deny in the internal choice,
notated ⊕ in the process Owner in Fig. 1.
Resource: A token is used by the Trusted App to prove it has the right to access the
resource. The Resource can be accessed many times by the Trusted App until the token
expires or is revoked. The expiry of a token is modelled here by the Resource making an
internal choice, deciding whether to provide data or revoke.
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Owner:

?login_page (app_id , scope ); (!deny ⊕ !authorise (name , password ))

Resource:

recX.(?release + ?request (token );(!revoke ⊕ !response (data );X))

Trusted App:

!login_page (app_id , scope );
?deny ;!release + ?authorise (name , password );
recY .!release ⊕ !request (token );
?revoke + ?response (data );Y

Figure 1 The local behaviours of three participants in an authorisation protocol.

Trusted App: Since the App is trusted it presents directly the login page to the user. If
the Resource Owner approves, the same App manufactures a token which is used to access
the resource. Notice external choice, notated +, is used for inputs.
A problem with the above protocol is that user credentials are provided directly to the
Trusted App. Furthermore, the Trusted App does not only know the credentials of the owner
of the resource, it must also know how to manufacture tokens to access the resource; hence,
in principle, has the right to freely access the resource without asking permission. Thus,
there is no security offered to the Resource Owner or Resource if the app is compromised.
Substituting one participant with two participants. We can address the above limitation
by making use of the OAuth 2.0 protocol [29] where credentials and the generation of tokens
is handled by an OAuth Server that the Owner trusts more than the app. We can refine the
above protocol by substituting Trusted App with two processes in parallel: an Untrusted App
and OAuth Server, defined in Fig. 2.
Untrusted App:
!initiate (app_id , scope );
?close + ?authorisation_code (code );
!exchange (app_id , secret , code );
?close + ?access_token (token );
recY .!request (token );(?revoke + ?response (data );Y )
OAuth Server:
?initiate (app_id , scope );
!login_page (app_id , scope );
(?deny ;!close ;!release ) + ?authorise (name , password );
(!close ;!release ) ⊕ !authorisation_code (code );
?exchange (app_id , secret , code );
(!close ;!release ) ⊕ !access_token (token )
Figure 2 Two participants that can safely replace the Trusted App in Fig. 1.

The OAuth protocol enables the Untrusted App to access the Resource, for which permission is required from the Owner, in such a way that the Owner never discloses their
credentials to the Untrusted App. The Owner permits the OAuth Server to grant an access
token to the Untrusted App that can be used to access the Resource. We briefly describe
informally each process.
OAuth Server: As a mediator between the Untrusted App and Resource Owner, the
OAuth Server receives an initiate request from the Untrusted App, resulting in the Resource
Owner being redirected to a login page. Notice the OAuth Server reacts to the decision of
the Resource Owner to either provide credentials or end the session, indicated by an external
choice. Notice, after that point, that the server makes two internal choices: the first issuing
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a code to the Untrusted App only if the correct credentials were provided by the Owner; the
second issuing an access token only if the Untrusted App provides its correct credentials (and
the correct code ). If all is correct, a token is eventually issued to the Untrusted App.
Untrusted App: The Untrusted App initiates the protocol. It then reacts, indicated by
external choices, to whether the Resource Owner and OAuth Server grant access. If an access
token is granted, the token can be used repeatedly to access the resource requested.
What the subtype system guarantees here. The Trusted App can be replaced by
Untrusted App k OAuth Server while preserving deadlock freedom of the protocol. We know
this because the type of App k OAuth is a subtype of the type of Trusted App, by using the
subtype system introduce in the next section. Furthermore, for protocols of the complexity of
this OAuth example, it is not immediately obvious whether all roles are correctly implemented
such that deadlock freedom is guaranteed. We can also use the subtype system introduced
in the next section to check whether participants together are multiparty compatible.

3

A Proof System for Subtyping and Multiparty Compatibility

In this section, we introduce session types and a proof system for expressing session types
called Session, which defines our subtype system for multiparty sessions. Later in this section,
having introduced Session, we define multiparty compatibility and race freedom, and use
these properties to establish our main deadlock freedom result.
Session types are defined according to the following syntax. Note we could have propositional data types (nat, bool, etc.), but accommodating such data types is a perpendicular
issue to this work, hence we simply label messages (λ1 , λ2 , etc.).
I Definition 1 (session types). Session types for threads are defined by:
V
W
OK
L ::=
i∈I ?λi ;Li |
i∈I !λi ;Li | µt.L | t |
Session types for networks are defined by:
N ::=
L | N `N | N ⊗N
We refer to both of the above simply as session types, which are ranged over by T, U, V. We
restrict ourselves to guarded recursion, avoiding the type µt.t. Index sets I are finite.
The constant OK is used to type networks that, on all paths, either successfully terminate or
progress forever. Intersection types (abbreviated as ∧ when there are two branches) are used
to type external choices between inputs; while union types (abbreviated as ∨) type internal
choices between outputs.
Actions π are either of the form !λ or ?λ. Whenever there is only one branch in a
union/intersection type, we simply write the action prefixed type π;T, which is used to type
a process that performs an input or output and then behaves as T. As standard, we allow OK
to be omitted, by abbreviating π;OK as π.
Notably, the syntax features two commutative multiplicative operators ` and ⊗. When
typing multiparty sessions we employ only T ⊗ U, representing two parallel sessions T and U
that may communicate and interleave actions. The operator T ` U is introduced to complete
the theory, as the dual to parallel composition, and is used in subtyping proofs. Future work
may also use ` as an additional modelling device that prevents one session from interfering
with another session. As a consequence of including the pair of multiplicatives, every session
type, has a dual type, its co-type, given by the function below.

CONCUR 2020

12:6

Session Subtyping and Multiparty Compatibility

I Definition 2 (co-type). Co-types are defined by the following mapping over types, prefixed
types and actions:
^
i∈I

Ti =

_

Ti

i∈I

T⊗U=T`U

_
i∈I

Ti =

^

Ti

π;T = π;T

!λ = ?λ

?λ = !λ

i∈I

T`U=T⊗U

µt.T = µt.T

t=t

OK

= OK

In addition to the duality between the multiplicatives, described above, the de Morgan duality
between ∨ and ∧ is standard for session types. The co-type of a prefix action interchanges
send and receive, and dualises the continuation. The unit OK is self-dual. Since we have only
guarded recursion, we treat fixed points equi-recursively, hence the fixed point operator is
self-dual. Intuitively, equi-recursive types are treated equivalently to their infinite unfoldings.
Note co-types and the use of two multiplicatives is optional in this work. Having co-types
reduces the number of rules in the next section by avoiding two sided sequents.

3.1

Deriving subtype judgements using the rules of Session

The rules of Session are defined in Fig. 3, using, in proof theoretic terms, a circular (or cyclic)
sequent calculus [9, 4] – which is, in type theoretical terms, a coinductive algorithmic subtype
system [47]. We employ an explicit algorithmic presentation of such a circular system where
we have an axiom [Leaf] which is enabled whenever there is a loop in the proof returning to
a sequent visited earlier in the proof. This algorithmic approach to coinduction is standard
in type theory [2], being sound and complete for infinite proofs such as these due to the
restriction to guarded recursion.
We explain the notation [Θ] Γ `. The sequent Γ is a (comma separated) multiset of
types, hence types in a sequent can commute (exchange) inside a sequent, but cannot be
duplicated (contraction) or removed (weakening). A set of sequents Θ, where each sequent
in the set is separated using ][, is employed to define an algorithmic coinductive system, by
remembering sequents that may be revisited. We omit Θ if it is empty.
I Remark 3. Note that proof systems typically formalise provability of formulae, written ` T.
For a tight match with session type conventions (without breaking the logical convention
that ∧ is conjunctive), we instead formulate provability of duals of formulae. To emphasise
that we formulate probability of duals we write sequents as T `, which is equivalent to ` T.
Subtypes. Using co-types (Def. 2) and the rules in Fig. 3, subtyping can be defined as
follows. Note, a type is closed when no type variables appear free.
I Definition 4 (subtyping). We say a closed type T is a subtype of another closed type U,
written T ≤ U, whenever T , U ` holds in Session.
Note that in linear logic a linear implication T ( U holds whenever T ⊗ U is provable.
Translating to provability of duals, proving T ⊗ U is equivalent to establishing T , U `.
Indeed subtyping as defined above is a conservative extension of linear implication in linear
logic (with the mix rule). In what follows, we confirm that standard subtype judgements
are covered by the above definition. In addition, some additional subtype judgements hold,
which are particular to the multiparty setting.
We briefly highlight that most rules are standard rules from linear logic and coinductive
proof systems. Examples appear in the next section. Rules are well-defined over closed types.
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[Fix-µ]

[OK]

[Leaf]

[Θ] OK , OK , . . . OK `

[Θ ][ Γ] Γ `


[Θ ][ µt.T , Γ] T µt.T/t , Γ `
[Θ] µt.T , Γ `

[Meet]

[Join]

[Θ] ?λj ;Tj , Γ ` for some j ∈ I
^
[Θ] ?λj ;Ti , Γ `

[Θ] !λj ;Tj , Γ ` for all j ∈ I
_
[Θ] !λj ;Ti , Γ `

i∈I

[Prefix]

i∈I

[Times]

[Par]

[Θ] T , U , Γ `

[Θ] T , U , Γ `

[Θ] !λ;T , ?λ;U , Γ `

[Θ] T ⊗ U , Γ `

[Θ] T , Γ1 `

[Θ] U , Γ2 `

[Θ] T ` U , Γ1 , Γ2 `

Figure 3 A presentation of the algorithmic coinductive proof system Session. Note, to align with
session type conventions, the system establishes provability of duals.

Rules from MALL. Most rules of Session are rules of Multiplicative Additive Linear Logic
(MALL), dualised in order to formalise provability of duals. The rule [Times] breaks down
types into their parallel components. The rule [Par] is required for subtyping in the presence
of parallelism. The axiom [OK] indicates that a protocol with no more actions has successfully
terminated (this rule is valid for MALL with mix). Rules [Join] and [Meet] are (dualised)
standard rules for the additives of linear logic.
Rules for equi-recursion. Fixed points can be unfolded using the rule [Fix-µ]. Axiom
[Leaf] is applied when we reach a previously visited sequent, completing a loop.
Rule [Prefix]. The exception to the above established rules for equi-recursion and MALL is
the [Prefix] rule. This is used to model an interaction between two processes where one
sends and the other receives. The rule enforces a causal order on interactions.

3.2

On notable admissible rules and algorithmic subtyping

For a proof system, we say a rule is admissible, whenever anything provable in the system
with the rule present is provable in the same system but with the rule removed. We highlight
the following three notable rules that are admissible in Session.
[Cut]
[Θ] Γ1 , T `

[Θ] T , Γ2 `

[Θ] Γ1 , Γ2 `

[Intr]
I⊆J
[Θ]

[Θ] Tk , Uk , Γ `

_
i∈I

!λi ;Ti ,

^

for all k ∈ I

[Mix]
[Θ] Γ1 `

?λj ;Uj , Γ `

[Θ] Γ2 `

[Θ] Γ1 , Γ2 `

j∈J

Cut elimination and algorithmic subtyping. The admissibility of [Cut], called cut elimination, is the corner stone of proof theory, since many results in logic (e.g., the consistency of
classical logic) can be proven as corollaries of cut elimination. Since cut elimination justifies
that rules are consistently defined, we present cut elimination in Session as a theorem.
I Theorem 5 (cut elimination). The [Cut] rule is admissible in Session.
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To see that the above holds, observe that, trivially, the unfolding of a proof in Session to
infinite proofs (over infinitely unfolded terms) is sound, and, due to regularity, complete
(i.e., an infinite proof will always eventually loop on every branch, allowing [Leaf] to be
applied). Thus it is sufficient to show that cut elimination holds for the finite proof system.
This follows by observing that the standard normalisation steps for MALL, plus cases for
[Prefix], can be applied to unfold a cut free proof to an arbitrary depth. We show only the
principal case for [Prefix], which is given by the following proof normalisation step.
Γ1 , U , T `

T , V , Γ2 `

Γ1 , ?λ;U , !λ;T `

?λ;T , !λ;V , Γ2 `

Γ1 , ?λ;U , !λ;V , Γ2 `

Γ1 , U , T `
[Cut]

;

T , V , Γ2 `

Γ1 , U , V , Γ2 `

[Cut]

Γ1 , ?λ;U , !λ;V , Γ2 `

An immediate consequence of cut elimination for session types is that subtyping relation
≤ is transitive. It is also reflexive by a simple induction on the structure of types.
I Corollary 6. If T ≤ U and U ≤ V, then T ≤ V. Also, we have T ≤ T.
From the perspective of type theory this is a standard result that must hold in order to
recommend an algorithmic subtype system. An algorithmic subtype system is expressed
without a cut (or transitivity) rule, since cut violates what is known as the sub-formula
property. The sub-formula property states that every formula appearing in the premise is a
sub-formula of one of formulae appearing in the conclusion (up to unfolding of equi-recursion,
which is allowed here due to regularity). The sub-formula property guarantees that proof
search in Session terminates.
Admissibility of [Intr]. Established algorithmic subtype systems usually employ a rule of
the form [Intr]. That rule can be simulated by using [Join], [Meet] and [Prefix], without
loss of expressive power. For example, the following sequent, provable using the rule [Intr]
is also provable as follows.
[OK]
[OK]
OK , OK `
, OK `
[Prefix]
[Prefix]
?λ1 , !λ1 `
?λ2 , !λ2 `
[Meet]
[Meet]
(?λ1 ∧ ?λ2 ) , !λ1 `
(?λ1 ∧ ?λ2 ) , !λ2 `
[Join]
(?λ1 ∧ ?λ2 ) , (!λ1 ∨ !λ2 ) `
OK

However, we cannot simulate all proofs involving the three rules discussed above, if, instead,
only [Intr] is employed. The following cannot be proven using only [Intr].
[OK]
[OK]
OK , OK , OK `
, OK , OK `
[Prefix]
[Prefix]
!λ3 , OK , ?λ3 `
!λ4 , ?λ4 , OK `
[Meet]
[Meet]
!λ3 , OK , ?λ2 ∧ ?λ3 `
!λ4 , ?λ1 ∧ ?λ4 , OK `
[Prefix]
[Prefix]
!λ1 ;!λ3 , ?λ1 , ?λ2 ∧ ?λ3 `
!λ2 ;!λ4 , ?λ1 ∧ ?λ4 , ?λ2 `
[Meet]
[Meet]
!λ1 ;!λ3 , ?λ1 ∧ ?λ4 , ?λ2 ∧ ?λ3 `
!λ2 ;!λ4 , ?λ1 ∧ ?λ4 , ?λ2 ∧ ?λ3 `
[Join]
!λ1 ;!λ3 ∨ !λ2 ;!λ4 , ?λ1 ∧ ?λ4 , ?λ2 ∧ ?λ3 `
OK

The following is an example of a coinductive proof that, similarly to the above proof,
cannot be established using only [Intr]. In the following proof, assume T = µt.(!λ1 ;t ∨ !λ2 ;t),
U = µu.(?λ1 ;u), and V = µv.(?λ2 ;v). We also abbreviate sequents Γ = T , U , V and
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Γ0 = !λ1 ;T , U , V and Γ00 = !λ2 ;T , U , V, but notice only Γ is used rule [Leaf].
[Leaf]
[Leaf]
[Γ0 ][ Γ] Γ `
[Γ00 ][ Γ] Γ `
[Prefix]
[Prefix]
[Γ0 ][ Γ] !λ1 ;T , ?λ1 ;U , V `
[Γ00 ][ Γ] !λ2 ;T , U , ?λ2 ;V `
[Fix-µ]
[Fix-µ]
[Γ] !λ1 ;T , U , V `
[Γ] !λ2 ;T , U , V `
[Join]
[Γ] !λ1 ;T ∨ !λ2 ;T , U , V `
[Fix-µ]
T,U,V`
[Times]
T,U⊗V`
Notice, the above proof establishes µu.(?λ1 ;u) ⊗ µv.(?λ2 ;v) ≤ µt.(?λ1 ;t ∧ ?λ2 ;t) – a subtype
judgement decomposing a single threaded participant into two concurrent threads.
Admissibility of [Mix]. The fact that the [Mix] rule is admissible allows scenarios where
separate parallel communications can occur. For example, the subtype judgement !λ1 ⊗
?λ1 ⊗ !λ2 ⊗ ?λ2 ≤ OK (which also holds in pure linear logic with mix only), can be established
by the following proof in Session without using mix.
[OK]
, OK , OK , OK , OK `
[Prefix] (twice)
!λ1 , ?λ1 , !λ2 , ?λ2 , OK `
[Times] (twice)
!λ1 ⊗ ?λ1 ⊗ !λ2 ⊗ ?λ2 , OK `
OK

The admissibility of [Mix] is a corollary of Theorem 5.

3.3

Typing multiparty compatible networks, by using subtyping

The syntax of processes is defined by the following grammar.
I Definition 7 (Processes). Processes for threads are defined by:
P ::= Σi∈I ?λi ;Pi | ⊕i∈I !λi ;Pi | µX.P | X | 1
Processes for networks are defined by grammar: N ::= P | N k N.
We simply refer to both of the above as processes, ranged over by P , Q, R. . . .
Internal choice ⊕ defines a process ready to perform any of the given outputs, and external
P
choice
indicates a process ready to perform some input. We typically abbreviate !λ;P
and !λ1 ;P1 ⊕ !λ2 ;P2 for the unary and binary versions of the above external choice. Similarly,
?λ;P and ?λ1 ;P1 + ?λ2 ;P2 can be used for internal choices.
∆ ` Pi : Ti (i ∈ I)
∆ ` Σi∈I ?λi ;Pi :

V
i∈I

?λi ;Ti

∆ ` Pi : Ti (i ∈ I)
[t-ExtCh]

∆ ` ⊕i∈I !λi ;Pi :

W
i∈I

!λi ;Ti

[t-IntCh]

∆, X : t ` P : T
∆, X : t ` X : t [t-Var]
∆`P :T

∆ ` µX.P : µt.T

∆`Q:U

∆`P kQ:T⊗U

[t-Par]

∆ ` 1 : OK [t-1]

[t-Rec]
∆`P :T

T≤U

∆`P :U

[subsumption]

Figure 4 Typing rules for processes, making use of the subtype relation ≤ in Def. 4.

Multiparty compatible processes are those with type OK. Note, for any interesting example,
this will involve applying subsumption.
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I Definition 8 (compatibility). Process P is multiparty compatible whenever ` P : OK, according to the rules of Fig. 4, where environment ∆ associates process variables to type
variables.
Any application of the [subsumption] rule can always be delayed to the final step. I.e.,
we calculate the minimal type for the whole network, then apply [subsumption].
I Theorem 9 (algorithmic typing). If ` P : U then we can construct a T such that T ≤ U
holds and ` P : T holds without using the [subsumption] rule.
The above result is another consequence of cut elimination.
An immediate consequence is that, if P is multiparty compatible, there exists T such that
` P : T, without using the subsumption rule, and T ` holds. For example, proofs from the
previous section can be used to established that networks such as the following are multiparty
compatible: !λ1 ;!λ3 ⊕ !λ2 ;!λ4 k ?λ1 + ?λ4 k ?λ2 + ?λ3 and µt.(!λ1 ;t ⊕ !λ2 ;t) k µu.(?λ1 ;u) k
µv.(?λ2 ;v). Furthermore, the multiparty compatibility of the processes from Sec. 2 can be
established in this way.
Note on open sessions. We select a flexible presentation in Fig. 4, since, as a bonus,
we can also use the above type system to reason about open sessions, which may be
missing participants in order for multiparty compatibility to hold. For example, by using
[subsumption] and the processes from Sec. 2, we have the following type judgement.
` OwnerkUntrusted AppkOAuth Server : µt. !release⊕ !request (token );

(?revoke + ?response (data );t)
The above type judgement indicates an “interface” exposed by the open session given by
network Owner k Untrusted App k OAuth Server. Hence, if composed with a process that
interacts with the interface given by the dual of the above type (such as Resource from
Sec 2) we can judge the whole system to be multiparty compatible. Composition of two
open sessions can be performed by using [t-Par] and then applying [subsumption] to the
resulting type to show that, together, they inhabit type OK, assuming that together the
processes are multiparty compatible (alternatively, when composed, they may expose another
interface if the composition of two open sessions is still an open session). Note this achieves
the same effect as applying a rule of the following form.
∆`P :T⊗U

∆`Q:U⊗V

∆`P kQ:T⊗V

[t-Cut]

The above rule, derivable using [t-Par] and [subsumption], achieves the effect of a “connecting cut”, as desired in recent work on open multiparty sessions [6].

3.4

Guaranteeing deadlock freedom (via race freedom)

In order to prove deadlock freedom of multiparty compatible networks, we require a reduction
system for closed networks, defined by the rules in Fig. 5. As standard [17], different
behaviours are forced for internal choice and external choice. When ranging over all executions,
for external choice, we consider all branches, as indicated by the transition rule for internal
choice (⊕). Notice that, in order for a communication to occur, we must have committed to
a single branch of the internal choice, forcing all branches to be resolved. However, we need
P
only select one of the inputs with the corresponding output label in an external choice ( )
for a communication to occur.
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Race freedom. Some multiparty compatible networks with race conditions are not deadlock
free. Races can be avoided by naming participants and ensuring each branch of an external
choice awaits a message from the same participant but is labelled differently compared to other
branches of that external choice. For example, the following multiparty compatible networks
have races, hence should be rejected. For network !λ1 ;!λ2 ⊕ !λ1 ;!λ3 k ?λ1 ;?λ2 + ?λ1 ;?λ3 , when
λ1 is sent it may be received by the wrong branch of the external choice resulting in deadlock.
Similarly, network !λ1 ;?λ2 k !λ1 k ?λ1 ;!λ2 ;?λ1 , may deadlock if the second process engages in
a communication before the first.
While explicitly naming participants, as described above, would avoid such examples, for
added flexibility we show that we can also achieve race freedom without naming participants.
This additional flexibility is necessary for examples such as in Sec. 2, where one participant
is replaced by two or more participants (hence if participants were named we would require a
mechanism such as internal delegation [13] to allow one participant act on behalf of another).
An added benefit of avoiding races without naming participants is that we may guarantee
race freedom without relying on participant names to guide reductions.
Race freedom can be formulated in terms of a type inference problem using the race type
system in Fig. 6, where A race type is of the form ho:α, i:χi, where α and χ are sets of sets
of labels. The former, α, represents a set of sets of output labels – one set of labels for each
thread in a network. The latter χ represents a set of sets of inputs – one set of labels for
each external choice somewhere in the network. We also require a “participant condition”
ensuring all branches of a choice talk to the same process, formalised as follows.
I Definition 10. A race type ho:α, i:χi satisfies the participant condition whenever, for
all x ∈ χ and y, z ∈ α, if x ∩ y 6= ∅ and x ∩ z 6= ∅ then y = z. A process P is race free,
whenever there exists a race type ho:α, i:χi satisfying the participant condition such that
` P : ho:α, i:χi using the rules of Fig. 6.
The above race-freedom property we propose is satisfied whenever the unfolding of all
fixed points of a process satisfies the following:
Branches of an external choice use distinct labels for their immediately enabled inputs
(see [r-ExtCh]).
For any external choice, the set of immediately enabled input labels in an external choice
must be disjoint from the set of all output labels of all but one of the parallel components
(the participant condition). This ensures one participant is listening to at most one other
participant at a time.
For parallel processes, P k Q, the set of all input labels of P and the set of all input
labels of Q are disjoint; and, similarly, the sets of all output labels of P and Q are disjoint
(see [r-Par]).
The above property is efficient to check, since it simply builds up the relevant sets of sets
of labels. Note, a single thread always has a singleton set of outputs.

j∈I
⊕i∈I !λi ;Qi

j∈I
I !λj ;Qj

P

I P0

P kQ

0

IP kQ

!λj ;P k Σi∈I ?λi ;Qi

P ≡ P0

P0

I Q0

P

IQ

I P k Qj
Q0 ≡ Q

recX.P

IP

recX.P
/X

P k (Q k R) ≡ (P k Q) k R
P kQ≡QkP P k1≡P

Figure 5 Reduction system for networks.
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Σ ` Pi : ho:{xi }, i:χi i (i ∈ I)

* (
Σ ` Σi∈I ?λi ;Pi :

o:

(∀i, j ∈ I)λi = λj implies i = j

)
[

+

xi , i:

i∈I

[

[r-ExtCh]

χi ∪ {{λi : i ∈ I}}

i∈I

Σ ` Pi : ho:{xi }, i:χi i (i ∈ I)

* (
Σ ` ⊕i∈I !λi ;Pi :

o:

+ [r-IntCh]

)
[

xi ∪ {λi : i ∈ I} , i:

i∈I

[

χi

i∈I

Σ ` P : ho:α, i:χi Σ ` Q : ho:β, i:ζi

[ 

α ∩

[ 
β

=∅

[ 

χ ∩

[ 
ζ

=∅

Σ ` P k Q : ho:α ∪ β, i:χ ∪ ζi
Σ, X : ho:α, i:χi ` X : ho:α, i:χi [r-Var]

[r-Par]

Σ ` 1 : ho:∅, i:∅i [r-1]

Σ, X : ho:α, i:χi ` P : ho:α, i:χi
Σ ` µX.P : ho:α, i:χi

[r-Rec]

Figure 6 Type rules for checking race freedom.

A critical example the participant condition rejects is the following process, which is of
the race type indicated below.
` !λ1 k recX. (?λ1 + ?λ2 ;X) k recY .!λ2 ;Y : ho:{{λ1 } , ∅, {λ2 }}, i:{{λ1 , λ2 }}i
The above example processes contains a race. Two parallel outputs with different labels
contact a process ready to receive a message from either process and, if actions labelled
λ1 are played, the process deadlocks. The above example is forbidden by the participant
condition since we have {λ1 , λ2 } ∩ {λ1 } =
6 ∅ and {λ1 , λ2 } ∩ {λ2 } =
6 ∅ but {λ1 } =
6 {λ2 }.
Deadlock freedom. Deadlock freedom can be defined as follows (coinductively): at any
point we can either make progress or we have successfully terminated.
I Definition 11 (deadlock freedom). A network P is deadlock free whenever:
either P ≡ 1, or there exists network Q such that P
I Q;
and, for all R such that P
I R we have R is deadlock free.
The theory developed in this work guarantees deadlock freedom as in Def. 11.
I Theorem 12. Any race-free multiparty-compatible network satisfies deadlock freedom.
The proof of this result [see Appendix] relies on Theorem 5 and builds on novel proof
normalisation techniques developed for giving computational interpretations of formulae in
extensions of linear logic [35, 36].
I Remark 13. Note often deadlock freedom is referred to as “progress” which is an overloaded
word in the literature. Deadlock freedom does not necessarily prevent starvation, as for
notions such as lock freedom [37, 46]. Restricted variants of Session can be tightened to
enforce stronger liveness properties – an observation deserving of attention in future work.
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Soundness of the subtype system with respect to our multithreaded liberalisation of the
substitution principle [25] is precisely formulated below, which is an immediate consequence
of Theorem 5 and Theorem 12. Notice the flexible subtype system in this work, which permits
networks consisting of parallel threads to be compared, allows a thread to be substituted by
more than one thread, as motivated in Sec. 2.
I Corollary 14 (substitution principle). Assume P , Q and R are closed networks. If ` P : T,
` Q : T0 and T ≤ T0 , then if ` Q k R : OK, and P k R is race free, then P k R is deadlock free.
Proof. Assume ` P : T and ` Q : T0 without using [subsumption], and also assume T ≤ T0 ,
` Q k R : OK and P k R is race free. By Theorem 9, there exists a type U such that ` Q k R : U
without using [subsumption] and U ≤ OK. By Lemma 15 there exists V such that U = T0 ⊗ V
and ` P k R : T0 ⊗ V without using [subsumption]. By Theorem 5, we have T ⊗ V ≤ T0 ⊗ V,
and hence, by Theorem 5 again, T ⊗ V ≤ OK. Thereby ` P k R : OK, and hence, by race freedom
and Theorem 12, we have P k R is deadlock free, as required.
J
Importance of avoiding races. The following example emphasises the importance of checking races are avoided. Consider the multiparty compatible network 1 k !λ1 k (?λ1 + ?λ2 ).
Observe we have ` !λ2 k ?λ2 : OK hence process 1 can be substituted by !λ2 k ?λ2 while
preserving multiparty compatibility. Now, if we remove the condition concerning races in
the substitution principle, after applying the above substitution in the network at the top of
the paragraph, we should have !λ2 k ?λ2 k !λ1 k (?λ1 + ?λ2 ) is deadlock free. However, this
network is in fact not deadlock free, due to the presence of a race.
Note our race-freedom property does not require output labels in an internal choice
to be distinct. For example, the network (!λ1 ;!λ2 ⊕ !λ1 ;!λ3 ) k ?λ1 ;(?λ2 + ?λ3 ) is race free,
multiparty compatible and deadlock free. Note this is example would not be typeable using
established session type systems.

3.5

Typeable sessions for which there is no global type

Multiparty compatibility is defined independently from global types. Theories that rely
on global types run into the problem that many reasonable protocols have no global type.
Such problematic protocols typically feature branching under a recursion where different
participants are contacted in each branch. The problem of typing protocols for which there
is no established theory in which they can be assigned a global type has been explored in
recent work [48].
To emphasise that Session can also be used to type multiparty sessions for which there is
no global type, we adapt one of the key examples from related work (Figure 4, (2) [48]). In
this recursive two-buyer protocol a buyer repeatedly asks another buyer to split the price.
Assume we have the following types.
TA = !query;?price;µt.T1 where T1 = (!split;T2 ∨ !cancel;!no) and T2 = (?yes;!buy ∧
?no;t)
TB = µt.T3 where T3 = (?split;T4 ∧ ?cancel) and T4 = !yes ∨ !no;t
TS = ?query;!price;T5 where T5 = ?buy ∧ ?no.

Also assume we have sequents Γ = µt.T1 , T5 , TB and Γ0 = T1 µt.T1/t , T5 , TB
(only the former is used in a [leaf] axiom). The following proof can be used to establish
TA ⊗ TB ⊗ TS ≤ OK, which can be used in a multiparty compatibility judgement. Notice we
use the admissible compound rule [Intr] to shorten the proof.
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Γ0 ][ Γ





OK

, OK , OK `



[OK]

Γ0 ][ Γ !buy , T5 , OK `





Γ0 ][ Γ T2

[Intr]

µt.T

/t

1







, T5 , T4

µt.T

Γ0 ][ Γ µt.T1 , T5 , TB `



Γ0 ][ Γ T1

µt.T

[Γ] T1

/t

3

/t

µt.T

/t

1

[Intr]

`

, T5 , T3

1

[Leaf]

µt.T

, T5 , TB `

/t

3



Γ0 ][ Γ







OK

, OK , OK `

Γ0 ][ Γ !no , T5 , OK `

[OK]
[Intr]
[Intr]

`
[Fix-µ]

[Fix-µ]
µt.T1 , T5 , TB `
[Prefix]
?price;µt.T1 , !price;T5 , TB `
[Prefix]
TA , TS , TB `

In the above example, it is possible that processes typed with TA and TB negotiate forever and
a process typed with TS , after reaching a state typed by T5 , waits forever. Such starvation is
permitted by our classic notion of progress in Def. 11, i.e., deadlock freedom.

4

Related Work and Future Work

A closely related line of work studies the problem of synthesising a “coherent” global type
for multi-party compatible types [43]. The approach in the current paper can be used to
expose the structural proof theoretic content of a closely related system proposed for such
a synthesis problem [38]. There is much work providing notions of semantic subtyping for
session types [7, 5, 45], whose resulting systems can be interpreted proof theoretically using
subsystems and variants of Session (at least for the first-order fragment without delegation).
It could be valuable to explore connections between Session, which follows a processes-asformulas approach, and a variety of Curry-Howard inspired systems. There are intersection
type systems, satisfying subject expansion, that completely characterise deadlock freedom
for a fragment of the asynchronous π-calculus where a name can only be used as an input
channel by the process that created the name [16]. Process in that work are quite different
from those in our session calculus, since, in this work, we neither consider channel passing
(delegation) nor asynchrony, while they do not consider choice. Challenges concerning duality
of binary sessions in the presence of delegation and recursion are explored through a linear
λ-calculus typed using explicit least and greatest fixedpoints rather than equi-recursion [40].
Regarding circular proofs, Derakhshan and Pfenning propose a calculus for binary sessions
with delegation in a Curry-Howard style [22]. In their work, they propose a locally checkable
condition that guarantees a well-typed session will always terminate either in an empty
configuration or a configuration attempting to communicate along external channels.
In future work, it would be valuable to investigate variants of the rules, notably a focussed
variant of Session [3, 4]. In a focussed system, rules such as Join are treated asynchronously,
meaning that we can immediately apply the rule without backtracking; whereas rules such
as Meet are synchronous, meaning that, in general, backtracking may be required during
proof search. The important observation is that, for race-free sessions there will only be one
way to apply synchronous rules, thereby eliminating the need to backtrack in the search for
a proof, i.e., proof search can be conducted deterministically. The ability to search for proofs
in this uniform manner is connected with goal-directed search in logic programming [42].
The system designed in this work preserves deadlock freedom for race-free processes,
as established in Theorem 12; but does not guarantee stronger livelock freedom properties
(sometimes referred to as lock freedom) [37, 46, 49]. Livelock freedom strengthens deadlock
freedom by ensuring that no parties are starved of resources; however, there are many subtle
variations on precisely how livelock freedom is defined. Hence we push the investigation of
refinements of Session that can guarantee notions livelock freedom to future work.
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To illustrate the above point, we observe some more unexpected properties of Session.
Observe, the process µX.?λ1 ;X k ?λ2 k µY .!λ1 ;Y is race-free and multiparty compatible, and
hence deadlock free. However, it has a hanging input ?λ2 that never receives a message,
hence it is not livelock free in any sense. Using a proof of the multiparty compatibility
of the above process, we can also establish subtype judgement µt.?λ1 ;t ⊗ ?λ2 ≤ µt.?λ1 ;t.
This subtype judgements allows inactive parallel components to be typed using the subtype
system, as long as they rest of the system is deadlock free. Thus the current formulation of
Session guarantees no property stronger than deadlock freedom.
For a more subtle example outside the scope of established session type systems, consider
the types T = µt.(!λ1 ;t ∨ !λ2 ;!λ3 ) and U = µt.(?λ1 ;t ∧ ?λ2 ). We have T ⊗ U ≤ !λ3 thus a
thread that sends λ2 can be replaced by two threads that may choose to talk internally on
λ1 forever, although there is always the possibility of a branching taken where λ3 is sent.
This subtype judgement does preserve some notions of livelock freedom (it is always possible
for everyone to eventually act [46]), but not stronger notions of livelock freedom (always
everyone must act eventually [37]). An objective for future work would be to explain how
Session can be refined by restricting circular proofs so that they preserve a strong form of
livelock freedom. The key idea is to check that at all threads in a network act at least once
in every unfolding of a recursion, thereby rejecting both subtype judgements above.

5

Conclusion

The proof calculus Session, introduced in Fig. 3, showcases tools of structural proof theory,
i.e., analytic calculi satisfying cut elimination (Theorem 5), which can be used in the design
of rich multiparty session type systems. Session defines an algorithmic subtype system
(Definition 4), the transitivity of which follows from cut elimination (Corollary 6). The
subtype system admits a more flexible substitution principle (Corollary 14) than standard.
This flexibility enables subtyping to be used directly to decide multiparty compatibility
(Definition 8) and also opens up fresh problems that can be tackled using subtyping, not
limited to scenarios where extra parallelism is introduced, as illustrated in Sec. 2.
Race freedom may be guaranteed by naming participants; however, for extra flexibility we
propose a type system for race freedom (Definition 10), which does not require participants
to be named. From these definitions, we establish our main result (Theorem 12) guaranteeing
deadlock freedom for networks that are both multiparty compatible and race free. In this
line of work, global types are optional, allowing networks for which no global type exists to
be typed.
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Proof of Theorem 12: well-typed networks are deadlock free

We require the following standard lemmas, which follow by structural induction.
I Lemma 15 (inversion lemma). In the following, we do not use the subsumption rule.
If ` P k Q : T, there exists U and V such that T = U ⊗ V and ` P : U and ` Q : V.
W
If ` ⊕i∈I !λi ;Pi : T, there exists Ti such that T = i∈I !λi ;Ti and ` Pi : Ti .
V
If ` Σi∈I ?λi ;Pi : T, there exists Ti such that T = i∈I !λi ;Ti and ` Pi : Ti .
If ` recX.P : T, there exists U and t such that T = µt.U and X : t ` P : U.
If ` 1 : T then T = OK.


I Lemma 16. If ` recX.P : µt.T then ` P X.P/X : T µt.T/t .
We also require that race freedom is preserved by the reduction system. This is effectively
a subject reduction theorem for the race free property.
I Lemma 17 (race freedom). If P is race free and P

I Q, then Q is race free.

The following condition follows from inverting the type system for race freedom.
I Lemma 18. If P k Q is race free and ` P : T and ` Q : U, then if π appears in T, then π
does not appear in U.
Since we employ a reduction semantics, we require that the rules of the structural
congruence preserve multiparty compatibility.
I Lemma 19. If ` P :

OK

and P ≡ Q, then ` Q :

OK.

We also require a subject reduction result, where proofs that T ≤ OK and race freedom
play the role that a global type normally plays in such proofs. Note we avoid the term session
fidelity since fidelity is typically expressed in terms of global types [32].
I Lemma 20 (subject reduction). If ` P :
P
I Q, we have ` Q : OK.

OK,

and P is race free, then for all Q such that
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Proof. If there exists a reduction, we can apply the structural congruence to a process
to reach one of the following forms. By Lemma 19, the use of the structural congruence
preserves multiparty compatibility.
Case of internal choice. Assume we have ` ⊕i∈I !λi ;Pi k Q : OK. By Theorem 9, for some T,
we have ` ⊕i∈I !λi ;Pi k Q : T, without using subsumption, and T ≤ OK. Consider the transition
⊕i∈I !λi ;Pi k Q I !λk ;Pk k Q, where k ∈ I.
W
By Lemma 15, we have there exists Ui and V such that T = i∈I !λi ;Ui ⊗ V and ` Pi : Ui ,
for all i, and ` Q : V. Therefore ` !λk ;Pk k Q : !λi ;Ui ⊗ V.
W
V
Now, since i∈I !λi ;Ui , V ` is provable and so is i∈I ?λi ;Ui , !λk ;Uk `, by Theorem 5,
!λk ;Uk , V ` holds. Hence !λk ;Uk ⊗ V ≤ OK, as required.
Case of external choice. Assume we have ` Σi∈I ?λi ;Pi k !λk ;Q k R : OK, where k ∈ I and
Σi∈I ?λi ;Pi k !λk ;Q k R is race free. Consider transition Σi∈I ?λi ;Pi k !λk ;Q k R I Pk k Q k R.
By Theorem 9, for some T, we have that ` Σi∈I ?λi ;Pi k !λk ;Q k R : T holds without using
subsumption, and T ≤ OK. By Lemma 15 we have there exists Ui , V and W such that we have
V
T = i∈I ?λi ;Ui ⊗ !λk ;V ⊗ W and ` Pi : Ui , for all i, and ` Q : V and ` R : W. Therefore we
have ` Pk k Q k R : Uk ⊗ V ⊗ W holds.
V
Now, consider the proof of i∈I ?λi ;Ui , !λk ;V , W `. Since we have the type judgements
V
` Σi∈I ?λi ;Pi k !λk ;Q : i∈I ?λi ;Ui ⊗ !λk ;V and ` R : W and Σi∈I ?λi ;Pi k !λk ;Q k R is race
free, by Lemma 18, neither !λi nor ?λk appear in W. Hence there are only two possibilities,
for every branch of the proof tree:
1. Either we eventually reach an application of rule [Prefix], possibly via an application of
[Meet] as follows:
..
.
[Θ] ` Uk , V , Γ `
[Prefix]
[Θ] ?λk ;Uk , !λk ;V , Γ `
..
.
[Θ0 ] ?λk ;Uk , !λk ;V , Γ0 `
V
[Meet]
[Θ0 ] i∈I ?λi ;Ui , !λk ;V , Γ0 `
..
.
Note, by race freedom, if λj = λk then j = k, hence only one branch can be selected in
rule [Meet] to enable the rule [Prefix]. Hence the above application of rule [Intr] is
deterministic.
2. Alternatively, on some path no [Prefix] is ever applied to type !λk ;V and there is a
[Leaf] axiom of the following form, with an corresponding ancestor [Fix-µ] rule as
follows:
[Θ0 ][ !λk ;V , µt.W0 , Γ] !λk ;V , µt.W0 , Γ `

[Leaf]

..
.
[Θ ][ !λk ;V , µt.W0 , Γ] !λk ;V , W0

n

o
/t , Γ `

µt.W0

[Θ] !λk ;V , µt.W0 , Γ `

[Fix-µ]

In this case, by the participant condition in the race free condition, each λj such that
j ∈ I can only match an output in the type !λk ;V. Hence there must also be no [Prefix]
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V
applied to any λi in i∈I ?λi ;Ui between the [Leaf] and the corresponding [Fix-µ]. Hence
V
either i∈I ?λi ;Ui appears in Γ, or there is some j ∈ I such that ?λj ;Uj for j ∈ I appears
in Γ.
In paths in the proof satisfying the first case above, simply remove the relevant instance
V
of the rule [Intr] below the rule in the proof, replace i∈I ?λi ;Ui and !λk ;V with Uk and V.
V
In paths in the proof satisfying the second case above where both i∈I ?λi ;Ui and !λk ;V
are never touched, simply replacing these formulae with Uk and V everywhere in the given
path. In cases where ?λj ;Ui appears in Γ, there must be an instance of rule [Join] below the
rule [Fix-µ] that introduced Γ or the following form.
[Θ00 ] !λk ;V , ?λj ;Uj , Γ00 `
^
[Θ00 ] !λk ;V ,
?λi ;Ui , Γ00 `
i∈I

Since, by the participant condition, we know that in this path we never apply [Prefix] to
λj , we can safely remove the above rule instances from the proof and replace ?λj ;Uj with Uk
along that path.
After applying the above proof transformation, we obtain a proof of Uk , V , W `. Hence
Uk ⊗ V ⊗ W ≤ OK as required.
Case of fixed points. Assume ` recX.P k Q : OK holds. By Theorem 9, for some T, we
have ` recX.P k Q: T, without using subsumption, and T ≤ OK. Consider the transition
recX.P k Q I P recX.P/X k Q.
By Lemma 15, we have there exist types U and V and type variable
t such that
T=
µt.U
recX.P
/t .
µt.U ⊗ V and ` recX.P: µt.U and ` Q : V.
Now,
by
Lemma
16,
`
P
/
:
U
X
µt.U
recX.P
⊗
Therefore, we have ` P
/X k Q : U
/t
V.
µt.U
Now,
since
`
µt.U
,
V
is
provable
and
µt.U,
U
/t ` is provable, by Theorem 5, we


have U µt.U/t , V ` is provable. Hence U µt.U/t ⊗ V ≤ OK, as required.
J
I Theorem 21 (Theorem 12). Any race-free multiparty-compatible network is deadlock free.
Proof. Assume ` P : OK holds and P is race free. Consider the form of P . Either P has a
fixed point or internal choice at the head of a process, hence is ready to act. Hence, there
exists Q such that P
I Q. Otherwise we have a process equivalent to the following form.
!λ1 ;Q1 k . . . k !λm ;Qm k Σi∈I1 ?λ1i ;Ri1 k . . . k Σi∈In ?λni ;Rin k 1 k . . . k 1
There are two cases to consider as follows.
In the first case, m = n = 0; hence we have P = 1 k . . . k 1. Therefore, P ≡ 1 and hence
the processes is successfully terminated.
Otherwise, observe, by Theorem 9, there exists T such that ` P : T without using
subsumption and T ≤ OK. Also, observe, by Theorem 15, there exists Ui and Vii such that
V
V
T = !λ1 ;U1 ⊗ . . . ⊗ !λm ;Um ⊗ i∈I1 ?λ1i ;Vi1 k . . . ⊗ i∈In ?λni ;Vin ⊗ OK ⊗ . . . ⊗ OK and ` Qk : Uk
and ` Rj` : Vj` , for all j, k and `.
In the proof of T `, there must be at least one application of the rule [Prefix]. Due to the
absence of ` in T , the only other rules that may be applied before the bottommost instances
of rule [Prefix] are the rules [Par] and [Meet]. In order to apply the rule [Prefix], there
exists j, k and ` such j ∈ I` and λk = λ`j , allowing a proof tree of the following form.
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[Θ] Tk , U`i , Γ `
[Θ] !λk ;Tk , ?λ`j ;U`j , Γ `
..
.
[Θ] !λk ;Tk , ?λ`j ;U`j , Γ `
^
[Θ] !λk ;Tk ,
?λ`i ;U`i , Γ `
i∈I`

..
.
T `
Thus, simply due to the existence of such a matching pair of inputs and outputs, we have a
transition of the form.
!λ1 ;Q1 k . . . k Qk k . . . k !λm ;Qm
I kΣi∈I1 ?λ1i ;Ri1 k . . . k Rj` k . . .
kΣi∈In ?λni ;Rin k 1 k . . . k 1

!λ1 ;Q1 k . . . k !λk ;Qk k . . . k !λm ;Qm
kΣi∈I1 ?λ1i ;Ri1 k . . . k Σi∈I` ?λn `i ;Ri` k . . . k
Σi∈In ?λni ;Rin k 1 k . . . k 1

I Q.
Thus we certainly have that either P ≡ 1 or there exists Q such that P
Finally, by Lemma 20, since R is race free, we have that for all R such that P
I R,
OK
` R : and furthermore, by Lemma 17, R is race free, as required. Hence, deadlock freedom
is established by coinduction.
J

B

The Precise Relationship to Linear Logic

For a self-contained presentation, we summarise the related non-commutative logic [15] on
which this work builds, formulated in the calculus of structures [28]. We adjust the syntax
to match the body of the paper. The rules of MAV [34] are presented as in Fig. 7, where the
calculus of structures allows rules to be applied in any context C{ · } and the structural
congruence ≡ can be applied at any point in a proof.

OK

`

success

C{ OK } `
atomic interaction
C{ !λ ⊗ ?λ } `

C{ (T ⊗ V) ; (U ⊗ W) } `
seq
C{ (T ; U) ⊗ (V ; W) } `
C{ (T ∨ V) ; (U ∨ W) } `
medial
C{ (T ; U) ∨ (V ; W) } `
C{ T } `
left
C{ T ∧ U } `

C{ T ` (U ⊗ V) } `
switch
C{ (T ` U) ⊗ V } `
C{ (T ⊗ U) ∨ (T ⊗ V) } `
external
C{ T ⊗ (U ∨ V) } `

C{ U } `
right
C{ T ∧ U } `

C{ OK } `
tidy
C{ OK ∨ OK } `

OK ; T ≡ T
(T ` U) ` V ≡ T ` (U ` V)
(T ⊗ U) ⊗ V ≡ T ⊗ (U ⊗ V)
T ` OK ≡ T
T ; OK ≡ T
T ⊗ OK ≡ T
T`U≡U`T
(T ; U) ; V ≡ T ; (U ; V)
T⊗U≡U⊗T

Figure 7 Inference and structural rules for proof system MAV (formalising provability of duals).
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We extend the notion of a co-type to local types with sequential composition.
(T ∧ U) = T ∨ U
(T ; U) = T ; U

(T ∨ U) = T ∧ U
OK

= OK

!λ = ?λ

T`U=T⊗U

T⊗U=T`U

?λ = !λ

Notice the only difference compared to the co-type transformation for Session (Def. 2) is
that any type may appear to the left of sequential composition, not only an atomic send or
receive action. The following result generalises cut elimination to the calculus of structures.

I Theorem 22 (Horne 2015 [34]). In the system in Fig. 7, if C T ` T ` holds then we
can construct a proof of C{ OK } `.
The related work [15, 34], from which the above is extracted, clarifies that, as for Session in
the body of this paper, MAV defines a rich notion of multiparty subtyping and compatibility.
The following result formally relating MAV and Session is a corollary of cut elimination
(each direction of the implication follows from cut elimination in one of the two systems).
I Corollary 23. If T is a session type, as in Def. 1 but without fixed points, then T ` in
Session if and only if T ` in System MAV.
Finally, observe that MAV is a conservative extension of linear logic with mix and, the above
corollary proves the finite fragment of Session is also a fragment of MAV.
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1

Introduction

Session types [24, 42] provide a structured way of prescribing communication protocols
in message-passing systems. This paper focuses on binary session types governing the
interactions along channels with two endpoints. They arise either directly as part of a
program notation [25], or as the result of endpoint projection of multi-party session types [26]
and are thus of central importance in the study of message-passing concurrency. Moreover, a
Curry-Howard correspondence relates propositions of linear logic to session types [8, 43, 9],
further evidence for their fundamental nature.
Once recursion is introduced for session types as well as processes, we are confronted
with the question as to what is the correct notion of type equality since its use in type
checking is inescapable. Gay and Hole [17] convincingly answer this question and also provide
a practical algorithm for subtyping (which implies an algorithm for type equality). First,
since the endpoints of channels need to agree on a type (or possibly two dual types) for
communication, recursive types should be a priori structural rather than nominal. Second,
types should be equal if their observable communication behaviors are indistinguishable.
This means that two types should be equal if there is a bisimulation between them. This
is particularly elegant since the definition is independent of any particular programming
© Ankush Das and Frank Pfenning;
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31st International Conference on Concurrency Theory (CONCUR 2020).
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language in which session types are embedded, or whether they are checked statically or
dynamically. The algorithm for type equality then constructs a bisimulation. It terminates
because the number of pairs of types that might be related by the bisimulation is finite.
Like any type system, basic session types are limited in the kind of properties they
can express, which has led to some generalizations such as polymorphic [43, 7, 21] and
context-free [38] session types, each with its own questions for type equality. In this paper we
propose a natural linear arithmetic refinement of session types, which allows us to capture a
number of significant properties of message-passing communication such as size or value of
data structures, number of messages exchanged or delay in those messages. In conception,
this refinement is closely related to indexed types or value-dependent types familiar from
functional languages [47, 46, 37], where the indices are arithmetic expressions.
To our surprise, despite an eminently decidable index domain, the type equality problem
becomes undecidable. We show this via a reduction from the non-halting problem for
two-counter machines [30]. Analyzing this reduction in detail shows that the problem is
already undecidable for a single type constructor (pick either internal (⊕) or external (&)
choice, in addition to arithmetic refinements). While our type system is equirecursive to aid
in the simplicity of programming, even retreating to isorecursive types leaves the problem
undecidable. Finally, one may be tempted to blame the quantifiers in Presburger arithmetic,
but our reduction shows that even if we restrict ourselves to linear arithmetic with universal
prefix quantification only, type equality remains undecidable.
A retrenchment to a nominal interpretation of recursive types would rule out too many
programs and complicate communications, so we develop a sound but incomplete algorithm.
Our experience with the Rast implementation [14] to date shows that it is effective in practice
(see Section 6 for further discussion).
Most closely related is the design of LiquidPi [22], but it refines only basic data types
such as int rather than equirecursively defined session types. The resulting system has a
decidable subtyping problem and even type inference (under reasonable assumptions on
the constraint domain), but it cannot express many of our motivating examples. Along
similar lines, refinements of basic data types together with subtyping have been proposed for
runtime monitoring of binary session-typed communication [20, 19]. Label-dependent session
types [39] also support types indexed by natural numbers using a fixed schema of iteration
with a particular unfolding equality, rather than arbitrary recursion and bisimulation. Zhou
et al. [49, 48] refine base types with arithmetic expressions in the context of multiparty
session types without recursive types. In this simpler setting, they obtain a decidable notion
of type equality. Further related work can be found in Section 7.

2

Basic Session Types

We review the basic language of binary session types. We take the intuitionistic point of
view [8, 9], since our experiments and motivating examples have been carried out in Rast [14].
Changes for a classical view [43] are minimal and do not affect our results or algorithms. We
would add a type ⊥ dual to 1, and replace the ( operator with ` with only minor changes
to the remainder of the development.
A, B, C

::=
|
|
|
|
|

⊕{` : A` }`∈L
&{` : A` }`∈L
A⊗B
A(B
1
V

send label k ∈ L
receive label k ∈ L
send channel a : A
receive channel a : A
send close message
defined type variable

continue at type
continue at type
continue at type
continue at type
no continuation

Ak
Ak
B
B
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We provide a brief description of the operational behavior of the types from the provider’s
point of view. The provider of ⊕{` : A` }`∈L sends a label k ∈ L and continues to provide
Ak . Dually, the provider of &{` : A` }`∈L receives one of the labels in L. The provider of
A ⊗ B sends a channel of type A and continues to provide B, whereas the process providing
A ( B receives a channel of type A and provides B. Finally, the provider of 1 sends a close
message and terminates.
We assume that labels ` ∈ L (for a finite, nonempty set L) and close messages can be
observed, but the identity of channels can not. Instead any communication along channels
that are sent and received can be observed in turn. Based on this notion, we adopt type
bisimulations from Gay and Hole [17]. Rather than an explicit recursive type constructor µ
we postulate a signature Σ with definitions of type variables V .
Signature Σ

::= · | Σ, V = A

In a valid signature all definitions V = A are contractive, that is, A is not itself a type
variable. This allows us to take an equirecursive view of type definitions, which means
that unfolding a type definition does not require communication. We can easily adapt our
definitions to an isorecursive view [28, 15] with explicit unfold messages (see the remark at
the end of Section 4). All type variables V occurring in a valid signature may refer to each
other and must be defined, and all type variables defined in a signature must be distinct.
I Definition 1. We define unfoldΣ (V ) = A if V = A ∈ Σ and unfoldΣ (A) = A otherwise.
I Definition 2. A relation R on types is a type bisimulation if (A, B) ∈ R implies that for
S = unfoldΣ (A), T = unfoldΣ (B) we have
If S = ⊕{` : A` }`∈L then T = ⊕{` : B` }`∈L and (A` , B` ) ∈ R for all ` ∈ L.
If S = &{` : A` }`∈L then T = &{` : B` }`∈L and (A` , B` ) ∈ R for all ` ∈ L.
If S = A1 ⊗ A2 , then T = B1 ⊗ B2 and (A1 , B1 ) ∈ R and (A2 , B2 ) ∈ R.
If S = A1 ( A2 , then T = B1 ( B2 and (A1 , B1 ) ∈ R and (A2 , B2 ) ∈ R.
If S = 1 then T = 1.
I Definition 3. We say that A is equal to B, written A ≡ B, if there is a type bisimulation
R such that (A, B) ∈ R.
As two simple running examples we use an interface to a queue and the representation of
binary numbers as sequences of bits.
I Example 4 (Queues, v1). A queue provider offers a choice (indicated by &) of either
receiving an ins label followed by a channel of type A (denoted by () to insert into the
queue, or a del label to delete an element from the queue. In the latter case, the queue
provider has a choice (indicated by ⊕) of either responding with the label none (if there is no
element in the queue) and closes the channel (indicated by 1), or the label some followed by
an element of type A (denoted by ⊗) and recurses to await the next round of interactions. We
view queueA as a family of types, one for each A, to avoid introducing explicit polymorphic
type constructors.
queueA = &{ins : A ( queueA ,
del : ⊕{none : 1,
some : A ⊗ queueA }}
I Example 5 (Binary Numbers, v1). A process representing a binary number either sends a
label e representing the number 0 and closes the channel, or one of the labels b0 (bit 0) or
b1 (bit 1) followed by remaining bits (by recursing). We assume a “little endian” form, that
is, the least significant bit is sent first.
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bin = ⊕{b0 : bin, b1 : bin, e : 1}
As examples of message sequences along a fixed channel, we would have
e ; close
b0 ; e ; close
b0 ; b1 ; e ; close
b1 ; b0 ; b1 ; b1 ; e ; close

3

representing 0
also representing 0
representing 2
representing 13

Arithmetic Refinements

Before we extend our language of types formally, we revisit the examples in order to motivate
the specific constructs available. We write V [e] for a type indexed by a sequence of arithmetic
expressions e. Since it has been appropriate for most of our examples, we restrict ourselves
to natural numbers rather than arbitrary integers.
I Example 6 (Queues, v2). The provider of a queue should be constrained to answer none
exactly if the queue contains no elements and some if it is nonempty. The queue type from
Example 4 does not express this. This means a client may need to have some redundant
branches to account for responses that should be impossible. We now define the type
queueA [n] to stand for a queue with exactly n elements.
queueA [n] = &{ins : A ( queueA [n + 1],
del : ⊕{none : ?{n = 0}. 1,
some : ?{n > 0}. A ⊗ queueA [n − 1]}}
The first branch is easy to understand: if we add an element to a queue of length n, it
subsequently contains n + 1 elements. In the second branch we constrain the arithmetic
variable n to be equal to 0 if the provider sends none and positive if the provider sends some.
In the latter case, we subtract one from the length after an element has been dequeued.
Conceptually, the type ?{φ}. A means that the provider must send a proof p of φ, so it
corresponds to ∃p : φ. A. A characteristic of type refinement, in contrast to fully dependent
types, is that the computation of A and thus, the execution of processes can only depend
on the existence of a proof, but not on its form (known in type theory as proof irrelevance).
More concretely, the process types and terms cannot refer to the proof p. This irrelevance
property combined with the decidability of our index domain means that no actual proof
needs to be sent (since one can be constructed from φ automatically, if needed), just a token
asserting its existence. There is also a dual constructor !{φ}. A that licenses the assumption
of φ, which, conceptually, corresponds to receiving a proof of φ.
I Example 7 (Binary Numbers, v2). The indexed type bin[n] should represent a binary
number with value n. Because the least significant bit comes first, we expect, for example,
that bin[n] = ⊕{b0 : ?{2 | n}. bin[n/2], . . .} (a | b denotes a divides b). However, while
divisibility is available in Presburger arithmetic, division itself is not; instead, we can express
the constraint and the index of the recursive occurrence using quantification.
bin[n] = ⊕{b0 : ∃k. ?{n = 2 ∗ k}. bin[k],
b1 : ∃k. ?{n = 2 ∗ k + 1}. bin[k],
e : ?{n = 0}. 1}
As a further refinement, we could rule out leading zeros by adding the constraint n > 0 in
the branch for b0 (in branch b1, n = 2k + 1 implies n > 0 so the constraint implicitly holds).
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The type ∃n. A means that the provider must send a natural number i and proceed at
type A[i/n], corresponding to existential quantification in arithmetic. The dual universal
quantifier ∀n. A requires the provider to receive a number i and proceed at type A[i/n].
We now extend our definitions to account for these new constructs. Below, i represents a
constant, n is a natural number variable and (i | e) means i divides e.
A

Types

Arith. Expressions

e

::=
|
|
|
|
|

...
?{φ}. A
!{φ}. A
∃n. A
∀n. A
V [e]

assert φ
assume φ
send number i
receive number i
variable instantiation

continue
continue
continue
continue

at
at
at
at

type
type
type
type

A
A
A[i/n]
A[i/n]

::= i | e + e | e − e | i × e | (i | e) | n

Arith. Propositions φ

::= e = e | e > e | > | ⊥ | φ ∧ φ | φ ∨ φ | ¬φ | ∃n. φ | ∀n. φ

Signature

::= · | Σ, V [n | φ] = A

Σ

An indexed type definition V [n | φ] = A containing an optional proposition φ requires
every instantiation e (in V [e]) of the sequence of variables n to satisfy φ[e/n]. This is
verified statically when a type signature is checked for validity, as defined below. We use
V for a collection of arithmetic variables and C (to signify constraints) for an arithmetic
proposition occurring among the antecedents of a judgment. We then have the following
rules defining the validity of signatures (` Σ signature), declarations (`Σ Σ0 valid), and types
(V ; C `Σ A valid) where V is a collection of arithmetic variables including all free variables
in constraint C and type A. We silently rename variables so that n does not already occur in
V in the ∃V and ∀V rules. We also call upon the semantic entailment judgment V ; C  φ
which means that ∀V. C ⊃ φ holds in arithmetic and  φ abbreviates · ; >  φ.
`Σ Σ valid
` Σ signature

`Σ (·) valid

`Σ Σ0 valid n ; φ `Σ A valid A 6= V 0 [e0 ]
`Σ Σ0 , V [n | φ] = A valid

V ; C ∧ φ `Σ A valid
?V
V ; C `Σ ?{φ}. A valid

V ; C ∧ φ `Σ A valid
!V
V ; C `Σ !{φ}. A valid

V, n ; C `Σ A valid
∃V n
V ; C `Σ ∃n. A valid

V, n ; C `Σ A valid
∀V n
V ; C `Σ ∀n. A valid

V [n | φ] = A ∈ Σ V ; C  φ[e/n]
tdef
V ; C `Σ V [e] valid
We elide the compositional rules for all the other type constructors. Since we like to work
over natural numbers rather than integers, it is convenient to assume that every definition
V [n] = A abbreviates V [n | n ≥ 0] = A. This means that in valid signatures every occurrence
V [e] is such that e ≥ 0 follows from the known constraints.
I Example 8. The declaration
queueA [n] = &{ins : A ( queueA [n + 1],
del : ⊕{none : ?{n = 0}. 1,
some : ?{n > 0}. A ⊗ queueA [n − 1]}}
is valid: in the ins branch, we verify (n ; n ≥ 0  n + 1 ≥ 0) while checking validity of
queueA [n + 1] with rule tdef; in the some branch, we add n > 0 to our constraint C (due to
rule ?V ) and verify (n ; n ≥ 0 ∧ n > 0  n − 1 ≥ 0) while checking validity of queueA [n − 1].
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Unfolding a definition must now substitute for the arithmetic variables we abstract over.
I Definition 9. unfoldΣ (V [e]) = A[e/n] if V [n | φ] = A ∈ Σ and unfoldΣ (A) = A otherwise.
We say that a type is closed if it contains no free arithmetic variables n.
I Definition 10. A relation R on closed valid types is a type bisimulation if (A, B) ∈ R
implies that for S = unfoldΣ (A), T = unfoldΣ (B) we have the following conditions (in
addition to those of Definition 2):
If S = ?{φ}. A0 then T = ?{ψ}. B 0 and either (i)  φ,  ψ, and (A0 , B 0 ) ∈ R,
or (ii)  ¬φ and  ¬ψ.
If S = !{φ}. A0 then T = !{ψ}. B 0 and either (i)  φ,  ψ, and (A0 , B 0 ) ∈ R,
or (ii)  ¬φ and  ¬ψ
If S = ∃m. A0 then T = ∃n. B 0 and for all i ∈ N, (A0 [i/m], B 0 [i/n]) ∈ R.
If S = ∀m. A0 then T = ∀n. B 0 and for all i ∈ N, (A0 [i/m], B 0 [i/n]) ∈ R.
We also extend the notation A ≡ B to this richer set of types.
An interesting point here is provided by the cases (ii) in the first two clauses. Because
the type must be closed, we know that φ and ψ will be either true or false. If both are false,
no messages can be sent along a channel of either type and therefore the continuation types
A0 and B 0 are irrelevant when considering type equality.
Fundamentally, due to the presence of arbitrary recursion and therefore non-termination,
we always view a type as a restriction of what a process might send or receive along some
channel, but it is neither required to send a message nor guaranteed to receive one. This is
similar to functional programming with unrestricted recursion where an expression may not
return a value. The definition based on observability of messages is then somewhat strict, as
exemplified by the next example.
I Example 11. Consider the following two types
bin[n] = ⊕{b0 : ∃k. ?{n = 2 ∗ k}. bin[k],
b1 : ∃k. ?{n = 2 ∗ k + 1}. bin[k],
e : ?{n = 0}. 1}

zero = ⊕{b0 : ∃k. ?{k = 0}. zero,
e : ?{0 = 0}. 1}

We might expect bin[0] ≡ zero, but this is not so. A process of type bin[0] could send the
label b1 and an arbitrary value for k and then just loop forever (because there is no proof of
0 = 2k + 1). The type zero cannot exhibit this behavior so the types are not equivalent.
In our implementation, missing branches for a choice in process definitions are reconstructed
with a continuation that marks it as impossible, which is then verified by the type checker. We
found this simple technique significantly limited the need for subtyping or explicit definition
of types such as zero – instead, we just work with bin[0].
The following properties of type equality are straightforward.
I Lemma 12 (Properties of Type Equality). The relation ≡ is reflexive, symmetric, transitive
and a congruence on closed valid types.

4

Undecidability of Type Equality

We prove the undecidability of type equality by exhibiting a reduction from an undecidable
problem about two counter machines.
The type system allows us to simulate two counter machines [30]. Intuitively, arithmetic
constraints allow us to model branching zero-tests available in the machine. This, coupled with
recursion in the language of types, establishes undecidability. Remarkably, a small fragment
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of our language containing only type definitions, internal choice (⊕) and assertions (?{φ}. A)
where φ just contains constraints n = 0 and n > 0 is sufficient to prove undecidability.
Moreover, the proof still applies if we treat types isorecursively. In the remainder of this
section we provide some details of the undecidability proof.
I Definition 13 (Two Counter Machine). A two counter machine M is defined as a sequence
of instructions ι1 , ι2 , . . . , ιm and cj (j ∈ {1, 2}) as the two counters. Each instruction has
one of the following forms.
“inc(cj ); goto k” (increment counter j by 1 and go to instruction k)
“zero(cj )? goto k : dec(cj ); goto l” (if the value of counter j is 0, go to instruction k, else
decrement the counter by 1 and go to instruction l)
“halt” (stop computation)
A configuration C of the machine M is defined as a triple (i, c1 , c2 ), where i denotes the
number of the current instruction and cj ’s denote the value of the counters. A configuration
C 0 is defined as the successor configuration of C, written as C 7→ C 0 if C 0 is the result
of executing the i-th instruction on C. If ιi = halt, then C = (i, c1 , c2 ) has no successor
configuration. The computation of M is the unique maximal sequence ρ = ρ(0)ρ(1) . . . such
that ρ(i) 7→ ρ(i + 1) and ρ(0) = (1, 0, 0). Either ρ is infinite, or ends in (i, c1 , c2 ) such that
ιi = halt and c1 , c2 ∈ N.
The halting problem refers to determining whether the computation of a two counter
machine M with given initial values c1 , c2 ∈ N is finite. Both the halting problem and its
dual, the non-halting problem, are undecidable.
I Theorem 14. Given a valid signature Σ, two natural number variables m and n, and two
types A and B such that m, n ; > `Σ A, B valid. Then it is undecidable whether for concrete
i, j ∈ N we have A[i/m, j/n] ≡ B[i/m, j/n].
Proof. Given a two counter machine, we construct a signature Σ and two types A and B
with free arithmetic variables m and n such that the computation of the machine starting
with initial counter values i and j is infinite iff A[i/m, j/n] ≡ B[i/m, j/n] in Σ.
0
0
We define types Tinf = ⊕{` : Tinf } and Tinf
= ⊕{`0 : Tinf
} for distinct labels ` and `0 .
0
Next, for every instruction ιi , we define types Ti and Ti based on the form of the instruction.
Case (ιi = inc(c1 ); goto k): We define
Ti [c1 , c2 ] =
Ti0 [c1 , c2 ] =

⊕{inc1 : Tk [c1 + 1, c2 ]}
⊕{inc1 : Tk0 [c1 + 1, c2 ]}

Case (ιi = inc(c2 ); goto k): We define
Ti [c1 , c2 ] =
Ti0 [c1 , c2 ] =

⊕{inc2 : Tk [c1 , c2 + 1]}
⊕{inc2 : Tk0 [c1 , c2 + 1]}

Case (ιi = zero(c1 )? goto k : dec(c1 ); goto l): We define
Ti [c1 , c2 ] =
Ti0 [c1 , c2 ] =

⊕{zero1 : ?{c1 = 0}. Tk [c1 , c2 ], dec1 : ?{c1 > 0}. Tl [c1 − 1, c2 ]}
⊕{zero1 : ?{c1 = 0}. Tk0 [c1 , c2 ], dec1 : ?{c1 > 0}. Tl0 [c1 − 1, c2 ]}

Case (ιi = zero(c2 )? goto k : dec(c2 ); goto l): We define
Ti [c1 , c2 ] =
Ti0 [c1 , c2 ] =

⊕{zero2 : ?{c2 = 0}. Tk [c1 , c2 ], dec2 : ?{c2 > 0}. Tl [c1 , c2 − 1]}
⊕{zero2 : ?{c2 = 0}. Tk0 [c1 , c2 ], dec2 : ?{c2 > 0}. Tl0 [c1 , c2 − 1]}
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Case (ιi = halt): We define
Ti [c1 , c2 ] = Tinf
0
Ti0 [c1 , c2 ] = Tinf
We set type A = T1 [m, n] and B = T10 [m, n]. Now suppose, the counter machine M is
initialized in the state (1, i, j). The type equality question we ask is whether T1 [i, j] ≡ T10 [i, j].
The two types only differ at the halting instruction. If M does not halt, the two types
capture exactly the same communication behavior, since the halting instruction is never
reached and they agree on all other instructions. If M halts, the first type proceeds with
label ` and the second with `0 and they are therefore not equal. Hence, the two types are
equal iff M does not halt.
J
We can easily modify this reduction for an isorecursive interpretation of types, by wrapping
⊕{unfold : } around the right-hand side of each type definition to simulate the unfold
message. We also see that a host of other problems are undecidable, such as determining
whether two types with free arithmetic variables are equal for all instances. This is the
problem that arises while type-checking parametric process definitions.

5

A Practical Algorithm for Type Equality

Despite its undecidability, we have designed a coinductive algorithm for soundly approximating
type equality. Similar to Gay and Hole’s algorithm, it proceeds by attempting to construct a
bisimulation. Due to the undecidability of the problem, our algorithm can terminate in three
different states: (1) we have succeeded in constructing a bisimulation, (2) we have found a
counterexample to type equality by finding a place where the types may exhibit different
behavior, or (3) we have terminated the search without a definitive answer. From the point
of view of type-checking, both (2) and (3) are interpreted as a failure to type-check (but
there is a recourse; see Subsection 5.2). Our algorithm is expressed as a set of inference
rules where the execution of the algorithm corresponds to the bottom-up construction of a
deduction. The algorithm is deterministic (no backtracking) and the implementation is quite
efficient in practice (see Section 6).
One of the basic operations in Gay and Hole’s algorithm is loop detection, that is, we
have to determine that we have already added an equation A ≡ B to the bisimulation we are
constructing. Since we must treat open types, that is, types with free arithmetic variables
subject to some constraints, determining if we have considered an equation already becomes a
difficult operation. To that purpose we make an initial pass over the given type and introduce
fresh internal names abstracted over their free type variables and known constraints. In
the resulting signature defined type variables and type constructors alternate and we can
perform loop detection entirely on type definitions (whether internal or external).
I Example 15 (Queues, v3). After creating internal names %i for the type of queue we
obtain the following signature (here parametric in A).
queueA [n] = &{ins : %0[n], del : %1[n]}
%0[n] = A ( queueA [n + 1]
%1[n] = ⊕{none : %2[n], some : %4[n]}
%2[n] = ?{n = 0}. %3

%3 = 1
%4[n] = ?{n > 0}. %5[n]
%5[n | n > 0] = A ⊗ queueA [n − 1]

Based on the invariants established by internal names, the algorithm only needs to
compare two type variables or two structural types. The rules are shown in Figure 1.
The judgment has the form V ; C ; Γ ` A ≡ B where V contains the free arithmetic
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V ; C ; Γ ` A` ≡ B` (∀` ∈ L)
⊕
V ; C ; Γ ` ⊕{` : A` }`∈L ≡ ⊕{` : B` }`∈L

V ; C ; Γ ` A` ≡ B` (∀` ∈ L)
&
V ; C ; Γ ` &{` : A` }`∈L ≡ &{` : B` }`∈L

V ; C ; Γ ` A1 ≡ B 1
V ; C ; Γ ` A2 ≡ B 2
⊗
V ; C ; Γ ` A1 ⊗ A2 ≡ B 1 ⊗ B 2
V ; C ; Γ ` A1 ≡ B 1
V ; C ; Γ ` A2 ≡ B2
(
V ; C ; Γ ` A1 ( A2 ≡ B 1 ( B 2

V, k ; C ; Γ ` A[k/m] ≡ B[k/n]
∃k
V ; C ; Γ ` ∃m. A ≡ ∃n. B

V, k ; C ; Γ ` A[k/m] ≡ B[k/n]
∀k
V ; C ; Γ ` ∀m. A ≡ ∀n. B
V ; C  e1 = e01 ∧ . . . ∧ en = e0n
refl
V ; C ; Γ ` V [e] ≡ V [e0 ]

V1 [v1 | φ1 ] = A ∈ Σ
V2 [v2 | φ2 ] = B ∈ Σ
γ = hV ; C ; V1 [e1 ] ≡ V2 [e2 ]i
V ; C ; Γ, γ ` A[e1 /v1 ] ≡ B[e2 /v2 ]
V ; C ; Γ ` V1 [e1 ] ≡ V2 [e2 ]
hV 0 ; C 0 ; V1 [e1 0 ] ≡ V2 [e2 0 ]i ∈ Γ

1

V; Cφ↔ψ
V ; C∧φ; Γ`A≡B
!
V ; C ; Γ ` !{φ}. A ≡ !{ψ}. B

V; Cφ↔ψ
V ; C∧φ; Γ`A≡B
?
V ; C ; Γ ` ?{φ}. A ≡ ?{ψ}. B

V; C⊥
⊥
V; C; Γ`A≡B

V; C; Γ`1≡1

expd

V ; C  ∃V 0 . C 0 ∧ e1 0 = e1 ∧ e2 0 = e2

V ; C ; Γ ` V1 [e1 ] ≡ V2 [e2 ]

def

Figure 1 Algorithmic Rules for Type Equality.

variables in the constraints C and the types A and B, and Γ is a collection of closures
hV 0 ; C 0 ; V10 [e1 0 ] ≡ V20 [e2 0 ]i. If a derivation can be constructed, all ground instances of all
closures are included in the resulting bisimulation (see the proof of Theorem 20). A ground
instance V10 [e1 0 [σ 0 ]] ≡ V20 [e2 0 [σ 0 ]] is given by a substitution σ 0 over variables in V 0 such that
 C 0 [σ 0 ].
The rules for type constructors simply compare the components. If the type constructors
(or the label sets in the ⊕ and & rules) do not match, then type equality fails (having
constructed a counterexample to bisimulation) unless the ⊥ rule applies. This rules handles
the case where the constraints are contradictory and no communication is possible.
The rule of reflexivity is needed explicitly here (but not in the version of Gay and Hole)
because due to the incompleteness of the algorithm we may otherwise fail to recognize type
variables with equal index expressions as equal.
Now we come to the key rules, expd and def. In the expd rule we expand the definitions
of V1 [e1 ] and V2 [e2 ], and we also add the closure hV ; C ; V1 [e1 ] ≡ V2 [e2 ]i to Γ. Since the
equality of V1 [e1 ] and V2 [e2 ] must hold for all its ground instances, the extension of Γ with
the corresponding closure remembers exactly that. We can ignore the propositions φ1 and
φ2 since the validity of types (rule tdef in Section 3) ensures that both  φ1 [e1 /v1 ] and
 φ2 [e2 /v2 ] hold.
In the def rule we close off the derivation successfully if all instances of the equation
V1 [e1 ] ≡ V2 [e2 ] are already instances of a closure in Γ. This is checked by the entailment in
the second premise, V ; C  ∃V 0 . C 0 ∧ E1 = e1 ∧ E2 = e2 . This entailment is verified as a
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closed ∀∃ arithmetic formula, even if the original constraints C and C 0 do not contain any
quantifiers. While for Presburger arithmetic we can decide such a proposition using quantifier
elimination, other constraint domains may not permit such a decision procedure.
The algorithm so far is sound, but potentially nonterminating because when encountering
variable/variable equations, we can use the expd rule indefinitely. To ensure termination, we
restrict the expd rule to the case where no closure with the same type variables V1 and V2 is
already present in Γ. This also removes the overlap between these two rules. Note that if
type variables have no parameters, our algorithm specializes to Gay and Hole’s (with the
small optimizations of reflexivity and internal naming), which means our algorithm is sound
and complete on unindexed types.
As an extension, our algorithm also allows the programmer to specify a depth bound k.
This informs the algorithm to apply the expd rule until there are at most k closures with the
same type variables V1 and V2 in Γ.
I Example 16 (Integer Counter). An integer counter with increment (inc), decrement (dec)
and sign-test (sgn) operations provides type intctr[x, y], where the current value of the
counter is x − y for natural numbers x and y.
intctr[x, y] = &{inc : intctr[x + 1, y],
dec : intctr[x, y + 1],
sgn : ⊕{neg : ?{x < y}. intctr[x, y],
zer : ?{x = y}. intctr[x, y],
pos : ?{x > y}. intctr[x, y]}}
Under this definition our algorithm verifies, for example, that an increment followed by a
decrement does not change the counter value. That is,
x, y ; > ; · ` intctr[x, y] ≡ intctr[x + 1, y + 1]
where we have elided the assumptions x, y ≥ 0. When applying expd, we assume γ =
hx0 , y 0 ; > ; intctr[x0 , y 0 ] ≡ intctr[x0 + 1, y 0 + 1]i. Then, for example, in the first branch (for
inc) we conclude x, y ; > ; γ ` intctr[x + 1, y] ≡ intcr[x + 2, y + 1] using the def rule and the
entailment x, y ; >  ∃x0 . ∃y 0 . x0 = x + 1 ∧ y 0 = y ∧ x0 + 1 = x + 2 ∧ y 0 + 1 = y + 1. The other
branches are similar.
As exemplified by the above example, a distinguishing feature of our algorithm is that
it goes beyond reflexivity. Essentially, V [e1 ] ≡ V [e2 ] can hold even if e1 =
6 e2 . This is in
contrast with traditional refinement languages such as DML [46] that use reflexivity as the
only criterion for equality on indexed type names.

5.1

Soundness of the Type Equality Algorithm

We prove that the type equality algorithm is sound with respect to the definition of type
equality. The soundness is proved by constructing a type bisimulation from a derivation of
the algorithmic type equality judgment. We sketch the key points of the proofs.
The first gap we have to bridge is that the type bisimulation is defined only for closed
types, because observations can only arise from communication along channels which, at
runtime, will be of closed type. So, if we can derive V ; C ; · ` A ≡ B then we should
interpret this as stating that for all ground substitutions σ over V such that  C[σ] we have
A[σ] ≡ B[σ].
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I Definition 17. Given a relation R on valid ground types and two types A and B such that
V ; C ` A, B valid, we write ∀V. C ⇒ A ≡R B if for all ground substitutions σ over V such
that  C[σ] we have (A[σ], B[σ]) ∈ R.
Furthermore, we write ∀V. C ⇒ A ≡ B if there exists a type bisimulation R such that
∀V. C ⇒ A ≡R B.
Note that if V ; C  ⊥, then ∀V. C ⇒ A ≡ B is vacuously true, since there does not exist
a ground substitution σ such that  C[σ].
A key lemma is the following, which is needed to show the soundness of the def rule.
I Lemma 18. Suppose ∀V 0 .C 0 ⇒ V1 [e1 0 ] ≡R V2 [e2 0 ] holds. Further assume that V ; C 
∃V 0 .C 0 ∧ e1 0 = e1 ∧ e2 0 = e2 for some V, C, e1 , e2 . Then, ∀V.C ⇒ V1 [e1 ] ≡R V2 [e2 ] holds.
Proof. To prove ∀V. C ⇒ V1 [e1 ] ≡R V2 [e2 ], it is sufficient to show that V1 [e1 [σ]] ≡R
V2 [e2 [σ]] for any substitution σ over V such that  C[σ]. Applying this substitution to
V ; C  ∃V 0 . C 0 ∧ e1 0 = e1 ∧ e2 0 = e2 , we infer ∃V 0 . C 0 ∧ e1 0 = e1 [σ] ∧ e2 0 = e2 [σ] since
 C[σ]. Thus, there exists σ 0 over V 0 such that  C 0 [σ 0 ] holds, and e1 0 [σ 0 ] = e1 [σ] and
e2 0 [σ 0 ] = e2 [σ]. And since ∀V 0 . C 0 ⇒ V1 [e1 0 ] ≡R V2 [e2 0 ], we deduce that for any ground
substitution (including the current one) σ 0 over V 0 , V1 [e1 0 [σ 0 ]] ≡R V2 [e2 0 [σ 0 ]] holds. This
implies that V1 [e1 [σ]] ≡R V2 [e2 [σ]] since e1 0 [σ 0 ] = e1 [σ] and e2 0 [σ 0 ] = e2 [σ].
J
We construct the bisimulation from a derivation of V ; C ; Γ ` A ≡ B by (i) collecting
the conclusions of all the sequents, excepting only the def rule, and (ii) forming all ground
instances from them.
I Definition 19. Given a derivation D of V ; C ; Γ ` A ≡ B, we define the set S(D) of
closures. For each sequent V 0 ; C 0 ; Γ0 ` A0 ≡ B 0 (except the conclusion of the def rule) we
include the closure hV 0 ; C 0 ; A0 ≡ B 0 i in S(D).
I Theorem 20 (Soundness). If V ; C ; · ` A ≡ B, then ∀V. C ⇒ A ≡ B.
Proof. We are given a derivation D0 of V0 ; C0 ; · ` A0 ≡ B0 . Construct S(D0 ) and define
a relation R on closed valid types as follows:
R = {(A[σ], B[σ]) | hV ; C ; A ≡ Bi ∈ S(D0 ) and σ over V with  C[σ]}
We prove that R is a type bisimulation. Then our theorem follows since the closure
hV0 ; C0 ; A0 ≡ B0 i ∈ S(D0 ).
Consider (A[σ], B[σ]) ∈ R where hV ; C ; A ≡ Bi ∈ S(D0 ) for some σ over V and  C[σ].
First, consider the case where V ; C  ⊥. Under such a constraint, V ; C ; · ` A ≡ B
holds true due to the ⊥ rule. Furthermore, ∀V. C ⇒ A ≡ B holds vacuously, and the
algorithm is sound. For the remaining cases, we case analyze on the structure of A[σ] and
assume that there exists a ground substitution σ such that  C[σ].
Consider the case where A = ⊕{` : A` }`∈L . Since A and B are both structural, B =
⊕{` : B` }`∈L . Since hV ; C ; A ≡ Bi ∈ S(D0 ), by definition of S(D0 ), we get hV ; C ; A` ≡
B` i ∈ S(D0 ) for all ` ∈ L. By the definition of R, we get that (A` [σ], B` [σ]) ∈ R. Also,
A[σ] = ⊕{` : A` [σ]}`∈L and similarly, B[σ] = ⊕{` : B` [σ]}`∈L . Hence, R satisfies the
appropriate closure condition for a type bisimulation.
Next, consider the case where A = ?{φ}. A0 . Since A and B are both structural,
B = ?{ψ}. B 0 . Since hV ; C ; A ≡ Bi ∈ S(D0 ), we obtain V ; C  φ ↔ ψ and hV ; C ∧
φ ; A0 ≡ B 0 i ∈ S(D0 ). Thus, for any substitution σ such that  C[σ] ∧ φ[σ], we get that
(A0 [σ], B 0 [σ]) ∈ R with A[σ] = ?{φ[σ]}. A0 [σ] and B[σ] = ?{ψ[σ]}. B 0 [σ]. Since  φ[σ] and
and V ; C  φ ↔ ψ we also obtain  ψ[σ] and the closure condition is satisfied.
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Next, consider the case where A = ∃m. A0 . Since A and B are both structural, B = ∃n. B 0 .
Since hV ; C ; A ≡ Bi ∈ S(D0 ), we get that hV, k ; C ; A0 [k/m] ≡ B 0 [k/n]i ∈ S(D0 ). Since
k was chosen fresh and does not occur in C, we obtain that for any i ∈ N we have  C[σ, i/k]
and therefore (A0 [σ, i/k], B 0 [σ, i/k]) ∈ R for all i ∈ N and the closure condition is satisfied.
The only case where a conclusion is not added to S(D0 ) is the def rule. In this case,
adding (∀V. C ⇒ V1 [e1 ] ≡ V2 [e2 ]) is redundant: Lemma 18 states that V1 [e1 [σ]] ≡R V2 [e2 [σ]]
which implies (V1 [e1 [σ]], V2 [e2 [σ]]) ∈ R.
J

5.2

Type Equality Declarations

Even though the type equality algorithm in Section 5 is incomplete, we have yet to find a
natural example where it fails after we added reflexivity as a general rule. But since we
cannot see a simple reason why this should be so, we made our type equality algorithm
extensible by the programmer via an additional form of declaration
∀V. C ⇒ V1 [e1 ] ≡ V2 [e2 ]
in signatures. Let ΓΣ denote the set of all such declarations. Then we check
V ; C ; ΓΣ ` V1 [e1 ] ≡ V2 [e2 ]
for each such declaration, seeding the construction of a bisimulation with all the given
equations. Then, when type-checking has to decide the equality of two types, it starts not
with the empty context Γ but with ΓΣ . Our soundness proof can easily accommodate this
more general algorithm.
I Example 21 (Queues, v4). Consider the two types queueA [n] and queue0A [n], both representing queue data structures, but queue0A [n] is rooted at 1.
queueA [n] = &{ins : A ( queueA [n + 1],
del : ⊕{none : ?{n = 0}. 1,
some : ?{n > 0}. A ⊗ queueA [n − 1]}}
queue0A [n] = &{ins : A ( queue0A [n + 1],
del : ⊕{none : ?{n = 1}. 1,
some : ?{n > 1}. A ⊗ queue0A [n − 1]}}
Our intuition would suggest that queueA [0] ≡ queue0A [1]. But this cannot be directly
proved by our equality algorithm. While checking this equality, our algorithm would add
h· ; > ; queueA [0] ≡ queue0A [1]i to Γ and would continue to check queueA [1] ≡ queue0A [2]
(the ins branch). However, our closure in Γ is not sufficient to prove this goal (the def rule
fails), and our algorithm reports the types may not be equal. However, we can add a general
equality declaration ∀n. queueA [n] ≡ queue0A [n + 1] to the signature. This can be verified by
our algorithm since it would add hn ; > ; queueA [n] ≡ queue0A [n + 1]i to Γ and use it to
prove queueA [n + 1] ≡ queue0A [n + 2] in the ins branch. Then, we will use the same equality
declaration from the signature to verify queueA [0] ≡ queue0A [1] by instantiating n = 0.

6

Implementation and Further Examples

We have implemented the algorithm presented in Section 5 as part of the Rast programming
language [14], whose name derives from “Resource-Aware Session Types”. Rast is based on
intuitionistic linear sessions [8, 9] extended with general equirecursive types and recursively
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Table 1 Case Studies.
Module
arithmetic
integers
linlam
list
primes
segments
ternary
theorems
tries
Total

LOC

#Defs

T (ms)

143
114
67
441
118
65
235
141
308

8
8
6
29
8
9
16
16
9

1.325
1.074
4.003
3.419
1.646
0.195
1.967
0.894
5.283

1632

109

19.806

defined processes. We do not explicitly dualize types [43] but distinguish providers and clients
that are connected by a private channel. In parallel work we have proved type safety for Rast,
which includes type preservation (session fidelity) and global progress (deadlock freedom).
The open-source implementation is written in Standard ML and currently comprises about
7500 lines of source code [36].
Rast supports indexed types, quantifiers, and arithmetic constraints, following the presentation in this paper with minor syntactic differences. In addition, Rast has temporal [12] and
ergometric [13] types that capture parallel and sequential complexity of programs. These
bounds often depend on intrinsic properties of the data structures (such as the length of a
queue or the value of a binary number) which are expressed as arithmetic indices.
Rast’s linear type checker is bidirectional, which means that only process definitions
need to be annotated with their types. In the so-called explicit syntax type checking is then
straightforward, breaking down the structure of the type and unfolding definitions, except for
calls to type equality (which are necessary for forwarding, process invocations, and sending of
channels). The implementation also supports an implicit syntax in which some parts of the
program, specifically those concerning missing branches that can be proved to be impossible
using refinements, can be omitted from the source and are reconstructed. The reconstructed
code is then passed through the type checker as ultimate arbiter.
We use a straightforward implementation of Cooper’s algorithm [10] to decide Presburger
arithmetic with two small but significant optimizations. One takes advantage of the fact
that we are working over natural numbers rather than integers, the other is to eliminate
constraints of the form x = e by substituting e for x in order to reduce the number of
variables. We also extend our solver to handle non-linear constraints. Since non-linear
arithmetic is undecidable, in general, we use a normalizer which collects coefficients of each
term in the multinomial expression. To check e1 = e2 , we normalize e1 − e2 and check that
each coefficient of the normal form is 0. To check e1 ≥ e2 , we normalize e1 − e2 and check
that each coefficient is non-negative.
We have a variety of 21 examples implemented, totaling about 3700 lines of code, for
which complete code can be found in our open source repository [36]. Table 1 describes the
results for nine representative case studies: LOC describes the lines of code, #Defs shows
the number of process definitions, and T (ms) shows the type-checking time in milliseconds
respectively. The experiments were run on an Intel Core i5 2.7 GHz processor with 16 GB
1867 MHz DDR3 memory. We briefly describe each case study.
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1. arithmetic: natural numbers in unary and binary representation indexed by their value
and processes implementing standard arithmetic operations.
2. integers: an integer counter represented using two indices x and y with value x − y.
3. linlam: expressions in the linear λ-calculus indexed by their size with an eval process to
evaluate them (see below for an excerpt).
4. list: lists indexed by their size with standard operations (e.g., append, reverse, map).
5. primes: implementation of the sieve of Eratosthenes.
6. segments: type seg[n] = ∀k.list[k] ( list[n + k] representing partial lists with constantwork append operation.
7. ternary: natural numbers represented in balanced ternary form with digits 0, 1, −1,
indexed by their value, and some standard operations on them.
8. theorems: processes representing (circular [15]) proofs of simple arithmetic theorems.
9. tries: a trie data structure to store multisets of binary numbers, with constant amortized
work insertion and deletion, verified with ergometric types.
Linear λ-calculus. We briefly sketch the types in an implementation of the (untyped) linear
λ-calculus in which the index objects track the size of the expression, because it uses multiple
feature of the type system.
exp[n] = ⊕{lam : ?{n > 0}. ∀n1 . exp[n1 ] ( exp[n1 + n − 1],
app : ∃n1 . ∃n2 . ?{n = n1 + n2 + 1}. exp[n1 ] ⊗ exp[n2 ]}
An expression is either a λ-abstraction (sending label lam) or an application (sending label
app). In case of lam, the continuation receives a number n1 and an argument of size n1 and
then behaves like the body of the λ-abstraction of size n1 + n − 1. In case of app, it will
send n1 and n2 such that n = n1 + n2 + 1 followed an expression of size n1 and then behave
as an expression of size n2 .
A value can only be a λ-abstraction
val[n] = ⊕{lam : ?{n > 0}. ∀n1 . exp[n1 ] ( exp[n1 + n − 1]}
so the app label is not permitted. Type checking verifies that that the result of evaluating
a linear λ-term is no larger than the original term. The declaration below expresses that
eval [n] is client to a process sending a λ-expression of size n along channel e and provides a
value of size k, where k ≤ n.
(e : exp[n]) ` eval [n] :: (v : ∃k. ?{k ≤ n}. val[k])

7

Further Related Work

Traditional languages with dependent type refinements such as Zenger’s [47] or DML [46] only
use the rule of reflexivity as a criterion for equality of indexed types. This is justified in the
context of these functional languages because data types are generative and therefore nominal
in nature. This is also true for more recent languages with linearity and value-dependent
types such as Granule [32].
Session type systems that allow dependencies are label-dependent session types [39] and
richer linear type theories [40, 33, 41]. Toninho et al. [40, 33] allow sufficient dependencies
that, in general, proofs must be sent in some circumstances. They do not provide a type
equality algorithm or implementation. In a more recent paper, Toninho et al. [41] propose a
dependent type theory with rich notions of value and process equality based on βη-congruences
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and certain process equalities, but they do not discuss decidability or algorithms for type
checking or type equality. Wu and Xi [44] propose a dependent session type system based on
ATS [45] formalizing type equality in terms of subtyping and regular constraint relations.
They mention recursive session types as a possible extension, but do not develop them nor
investigate properties of the required type equality.
Linearly refined session types [2, 16] extend the π-calculus with capabilities from a
fragment of multiplicative linear logic. These capabilities encode an authorization logic
enabling fine-grained specifications and are thus not directly comparable to arithmetic
refinements. Session types with limited arithmetic refinements (only base types could
be refined) have been proposed for the purpose of runtime monitoring [20, 19], which is
complementary to our uses for static verification. They have also been proposed to capture
work [13, 11] and parallel time [12], but parameterization over index objects was left to an
informal meta-level and not part of the object language. Consequently, these languages
contain neither constraints nor quantifiers, and the metatheory of type equality, type checking,
and reconstruction in the presence of index variables was not developed.
Several other generalizations of session types for specification and verification have been
proposed. Generalizing the idea of “Design by Contract” [29] to distributed domains, session
types have been elaborated with logical predicates to obtain global assertions [4]. Actris [23]
combines concurrent separation logics with session types for reasoning about message passing
in the presence of other concurrency paradigms. Actris is able to prove functional correctness
of a distributed merge sort, a distributed load-balancing mapper, and a variant of the mapreduce model. Context-free session types [38] are another generalization of basic session types
in a different direction, essentially allowing the concatenation of sessions. This generalization
has decidable type checking and type equality problems that have been shown to be efficient
in practice [1].
Asynchronous session types [18] have a notion of subtyping under different assumptions
regarding communication behavior [31]. The resulting subtyping relation also turns out to be
undecidable [6, 27] with the development of recent practical incomplete algorithms [5]. The
expressive power of asynchronous session subtyping seems incomparable to our arithmetically
refined session types.

8

Conclusion

This paper explored the metatheory of session types with arithmetic refinements, showing
the undecidability of type equality. Nevertheless, we have shown a sound, but incomplete
algorithm that has performed well over a range of examples in our Rast implementation.
Natural extensions include nonlinear arithmetic and other constraint domains, balancing
practicality of type checking with expressive power. We would also like to generalize from type
equality to subtyping, replacing the notion of bisimulation with a simulation. Clearly, this
will be undecidable as well, but the pioneering work by Gay and Hole and the characteristics
of our algorithms suggest that it should extend cleanly and remain practical.
Finally, we would also like to generalize our approach to a mixed linear/nonlinear
language [3] or all the way to adjoint session types [34, 35]. Since the main issues of type
equality are orthogonal to the presence or absence of structural properties, we conjecture
that the algorithm proposed here will extend to this more general setting.
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1

Introduction

Session types [29, 30] have consolidated as a formalism for the modular analysis of complex
systems of communicating processes. A session is a private channel connecting two (sometimes
more) processes, each owning one endpoint of the session and using the endpoint according
to a specification – the session type – that constrains the sequence of messages that can be
sent and received through that endpoint. As an example, the session type
!int.(◦ & ?int.(◦ ⊕ T ))

(1.1)

could describe (part of) an auction protocol as seen from the viewpoint of a buyer process,
which sends a bid (!int) and waits for a decision from the auctioneer. The protocol proceeds in
two different ways, as specified by the two sides of the branching operator &. The auctioneer
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may declare that the item is sold, in which case the session terminates immediately (◦), or it
may inform the buyer of a different (higher) bid (?int). At that point the buyer may choose
(⊕) to quit the auction or to restart the same protocol, here denoted by T , with another bid.
Most session type theories are aimed at enforcing qualitative properties of a system,
such as type safety, protocol compliance, deadlock and livelock freedom, and so on [30]. In
these theories, branches (&) and choices (⊕) are given a non-deterministic interpretation
since all that matters is understanding whether the system “behaves well” no matter how it
evolves. In this work, we propose a session type system for a particular quantitative analysis
of session-based networks of communicating processes. More specifically, we shift from a
non-deterministic to a probabilistic interpretation of branches and choices in session types
and study a type system aimed at determining the probability with which a particular session
terminates successfully. Since there is no universal interpretation of “successful termination”,
we differentiate successful from unsuccessful termination of a session by means of a dedicated
type constructor. For example, in our type system we can refine (1.1) as
!int.(• p & ?int.(◦ q ⊕ T ))

(1.2)

where the session type • indicates successful termination and branches and choices are
annotated with probabilities p and q. In particular, the auctioneer declares the item sold
with probability p and answers with a counteroffer with probability 1 − p, whereas the buyer
decides to quit the auction with probability q and to bid again with probability 1 − q.
From an abstract description such as (1.2), we can easily compute the probability that
the interaction ends up in a particular state (e.g., the probability with which the buyer wins
the auction). However, (1.2) is “just” the type of one endpoint of a single session in a system,
while the system itself could be much more complex: there could be many different processes
involved, each making probabilistic choices affecting the behavior of faraway processes that
directly or indirectly receive information about such choices through messages exchanged in
sessions. Also, new processes and sessions could be created and the network topology could
evolve dynamically as the system runs. How do we know that (1.2) is a faithful abstraction
of our system? How do we know that the probability annotations we see in (1.2) correspond
to the actual probabilities that the system evolves in a certain way? Here is where our type
system comes into play: by certifying that a system of processes is well typed with respect to
a given set of session types with probability annotations, we support the computation of the
probability that the system evolves in certain way statically – i.e., before the system runs –
and solely looking at the session types we are interested in as opposed to the system itself.

Summary of contributions and structure of the paper. We define a session calculus in
which processes may perform probabilistic choices (Section 2). We study a variant of session
types based on a probabilistic interpretation of branches and choices so that session types
correspond to a particular class of Discrete-Time Markov Chains (Section 3). We provide
syntax-directed typing rules for relating processes and session types (Section 4). Well-typed
processes are shown to behave probabilistically as specified by the corresponding session
types. We are able to trace this correspondence not just for finite processes (Theorem 4.8)
but also for processes engaged in potentially infinite interactions (Corollary 4.9). We discuss
related work in Section 5 and ideas for further developments in Section 6. Some example
details are provided in the appendix.
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Table 1 Syntax of processes.

Domains

Processes

2

p, q, r ∈ [0, 1]
x, y, z ∈ N
P, Q ::=
|
|
|

idle
done x
x?(y).P
x!y.P

probability
name
inaction
success
message input
message output

|
|
|
|
|
|
|

case x [P, Q]
inl x.P
inr x.P
P |Q
(x)P
P p Q
Ahxi

branch
left selection
right selection
parallel composition
session restriction
probabilistic choice
process invocation

A Probabilistic Session Calculus

We let p, q and r range over probabilities, namely real numbers in the range [0, 1]. We let x,
y and z range over an infinite set N of channel names. We write x for finite sequences of
names and other entities. Processes, ranged over by P , Q and R, are defined by the grammar
in Table 1. We have two distinct terms, idle and done x, for modeling inactive processes. We
use idle to denote plain termination and done x to denote successful termination of session
x. This way, we are able to relate the success rate resulting from processes to that inferrable
from session types (Theorem 4.8). The terms x?(y).P and x!y.P denote a process that
respectively performs an input and an output of a message y on session x and then continues
as P . For simplicity, in the model we only consider messages that are themselves (session)
channels, while in some examples we will also use more elaborate message types. The term
case x [P, Q] represents a process that waits for a selection (either “left” or “right”) on session
x and continues as either P or Q accordingly. The terms inl x.P and inr x.P represent
processes that perform a selection (respectively “left” and “right”) on session x and continue
as P . Parallel composition P | Q, channel restriction (x)P and process invocation Ahxi
are standard. We assume that for every process variable A there is an equation A(x) := P
defining it. Finally, the term P p  Q represents a process that has performed a probabilistic
choice and that behaves as P with probability p and as Q with probability 1 − p.
The notions of free and bound names are standard. In the following, we write fn(P ) and
bn(P ) for the set of free and bound names of P , respectively. For the sake of readability, we
occasionally omit idle terms and we assume that input/output prefixes and selections bind
more tightly than choices and parallel compositions. So for example, inl x.done y p  inr x
is to be read (inl x.done y) p  (inr x.idle).
The operational semantics of processes is given by a structural precongruence relation
4 and a reduction relation →, which are defined by the axioms and rules in Table 2 where
we abbreviate with P ≡ Q the two relations P 4 Q and Q 4 P . We use a pre-congruence
instead of a symmetric relation because careless rewriting of processes may compromise their
well typing. Nonetheless, the use of a pre-congruence does not affect the ability of processes
to reduce (cf. Theorem 4.5) and most relations are symmetric anyway. We now describe the
structural pre-congruence and reduction, focusing on the former relation since it is the only
one that deals with probabilistic choices.
The relations described by s-par-comm, s-new-comm and s-par-new are standard and need
no commentary. Axiom s-choice-comm allows us to commute a probabilistic choice. The
probability needs to be suitably adjusted so as to preserve the semantics of the process. Axiom
s-no-choice turns a probabilistic choice into a deterministic one when the probability is trivial.
This axiom is the main motivation for adopting a pre-congruence rather than a symmetric
relation. Indeed, while the symmetric relation P 4 P 1  Q makes sense operationally, it
violates typing in general for the process Q can be arbitrary. On the contrary, knowing
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Table 2 Structural pre-congruence and reduction of processes.

Structural pre-congruence

P 4Q

s-no-choice

s-choice-idem

s-choice-comm

s-new-comm

P 1 Q 4 P

P p P ≡ P

P p  Q ≡ Q 1−p  P

(x)(y)P ≡ (y)(x)P
s-par-new

s-par-comm

s-par-choice

P |Q≡Q|P

(P p  Q) | R 4 (P | R) p  (Q | R)

s-choice-assoc

x 6∈ fn(Q)
(x)P | Q ≡ (x)(P | Q)

s-par-assoc

fn(Q) ∩ fn(R) 6= ∅

pq < 1
(P q  Q) p  R ≡ P

pq 

(Q

p−pq
1−pq

 R)

(P | Q) | R 4 P | (Q | R)
P →Q

Reduction
r-var
r-com

r-left

x!y.P | x?(y).Q → P | Q

inl x.P | case x [Q, R] → P | Q

r-par

r-new

r-choice

A(x) := P
Ahxi → P

r-struct

P →Q

P →Q

P →Q

P 4 R → R0 4 Q

P |R→Q|R

(x)P → (x)Q

P p R → Q p R

P →Q

that P 1  Q is well typed allows us to easily derive that P alone is also well typed. Axiom
s-choice-idem states that the probabilistic choice is idempotent, namely that a probabilistic
choice between equal behaviors is not really a choice. Rule s-choice-assoc expresses the
standard associativity property for probabilistic choices, which requires a normalization of
the involved probabilities. Note that this rule is applicable only when pq < 1, or else the
rightmost probability in the conclusion would be undefined. When pq = 1, the process can
be simplified using s-no-choice. Rule s-par-assoc expresses the associativity property for the
parallel composition. The side condition, requiring the middle and rightmost processes to be
connected by one shared name, is needed by the type system (cf. Section 4). The reader might
be worried by the side conditions imposed on the associativity rule, since they are limiting the
ability to rewrite processes to an extent which could prevent processes to be placed next to
each other and reduce according to the reduction relation. It is possible to prove a proximity
property [31] ensuring that this is not the case, namely that it is always possible to rearrange
(well-typed) processes in such a way that processes connected by a session can communicate.
The symmetric relation P | (Q | R) 4 (P | Q) | R when fn(P ) ∩ fn(Q) 6= ∅ is derivable
using s-par-assoc and s-par-comm. Rule s-par-choice distributes parallel compositions over
probabilistic choices. This rule is pivotal in our model, for two different reasons. First, being
able to distribute a process over a probabilistic choice is essential to make sure that processes
connected by a session can be placed next to each other so that they can reduce according
to →. Second, the relation is quite challenging to handle at the typing level: when R is
composed in parallel with P and Q, it might be necessary to type R differently depending
on whether or not the session that connects R with P and Q is affected by the probabilistic
choice. This is doable provided that R uses the session safely, namely if it does not delegate
the session before it becomes aware of the probabilistic choice (cf. Section 4).
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The reduction relation is standard. The base cases consist of the usual rules for communication (r-com), branch selection (r-left and r-right, the latter omitted) along with the
expansion of process variables (r-var). Reduction is closed under parallel compositions (r-par),
restrictions (r-new), probabilistic choices (r-choice) and structural precongruence (r-struct).
Note that a probabilistic choice P p  Q is persistent, in the sense that neither P nor Q is
discarded by reduction even though they morally represent two mutually-exclusive evolutions
of the same process. This is one of the standard approaches for describing the semantics
of probabilistic processes [28, 54, 38]. As a consequence, a process like A := idle 0.001  A
diverges but terminates with probability 1. We will be able to state interesting properties of
such processes through a soundness result that is relativized to the probability of termination.
We write ⇒ for the reflexive, transitive closure of →, we write P → if there exists Q
such that P → Q and P X→ if not P → . In the above example, A ⇒ P implies P →.
I Example 2.1 (Auction). We end this section showing how to represent in our calculus the
auction example informally described in Section 1. We define two processes, a Buyer and a
Seller connected by a session x:
Buyer(x) := x!bid.case x [done x, x?(y).(inl x q  inr x.Buyerhxi)]
Seller(x) := x?(z).(inl x.done x p  inr x.x!counteroffer.case x [idle, Sellerhxi])
The buyer sends the current bid on x and waits for a reaction from the seller. The seller
accepts the bid with probability p and rejects it with probability 1 − p. If the seller accepts
(by selecting the left branch of the session), the buyer terminates successfully. Otherwise,
the seller proposes a counteroffer, which the buyer rejects with probability q and accepts
with probability 1 − q. In the first case, the session terminates without satisfaction of the
buyer. In the second case, the buyer starts a new negotiation.
y

3

Probabilistic Session Types

Session types. Probabilistic session types describe communication protocols taking place
through session endpoints and their (finite) syntax is given by the following grammar:
Session type

T, S ::= ◦ | • | ?t.T | !t.T | T p & S | T p ⊕ S

(3.1)

The session types ◦ and • describe a session endpoint on which no further input/output
operations are possible. We use • to mark those termination points of a protocol that
represent success and that we target in our probabilistic analysis. The precise meaning of
“successful termination” is domain specific but also irrelevant in the technical development
that follows. The session types ?t.T and !t.T describe session endpoints used for receiving
(respectively, sending) a message of type t and then according to T . Types will be discussed
shortly. The session types T p & S and T p ⊕ S describe a session endpoint used for receiving
(respectively, sending) a binary choice which is “left” with probability p and “right” with
probability 1 − p. The endpoint is then used according to T or S, respectively. Note that p ⊕
is an internal choice – the process behaving according to this type internally chooses either
“left” or “right” – whereas p & is an external choice – the process behaving according to this
type externally offers behaviors corresponding to both choices. Therefore, the probability
annotation in p & is completely determined by the one in the corresponding internal choice
and it could be argued that it is somewhat superfluous. Nonetheless, as we will see when
discussing the typing rule for branch processes, having direct access to this annotation makes
it easy to propagate the probability of choices across different sessions.
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We do not use any special syntax for specifying infinite session types. Rather, we interpret
the productions for T coinductively and we call session types the possibly infinite trees
generated by the productions in (3.1) that satisfy the following conditions:
Regularity. We require every tree to consist of finitely many distinct subtrees. This condition ensures that session types are finitely representable either using the so-called “µ
notation” [48] or as solutions of finite sets of equations [16].
Reachability. We require every subtree T of a session type to contain a reachable leaf labelled
by ◦ or •. This condition ensures that it is always possible to terminate a session regardless
of how long it has been running.
To formalize these conditions, we define a relation T p S modeling the fact that (the
behavior described by) T may evolve into S with probability p in a single step:
◦
•

1
1

◦
•

?t.T
!t.T

1
1

T
T

T p& S
T p⊕ S
∗
p,

We also consider the relation
T

∗
1

T

T
T

p
∗
p

S

T

S

∗
p

p

T
T

T p& S
T p⊕ S

1−p
1−p

S
S

which accounts for multiple steps in the expected way:

T0
T

p

T0
∗
pq

∗
q

S

S

Roughly speaking, ∗p is the reflexive, transitive closure of p except that the probability
annotation p accounts for the cumulative transition probability between two session types.
def

I Definition 3.1 (well-formed session type). Let T (T ) = {S | ∃p, S : T ∗p S}. A (possibly
infinite) tree T generated by the productions in (3.1) is a well-formed session type if T (T ) is
finite and, for every S ∈ T (T ), there exists p > 0 such that either S ∗p ◦ or S ∗p •.
I Example 3.2 (auction protocol, buyer side). Even though we have not presented the typing
rules for the calculus of Section 2, we can speculate on the session type of the endpoint used
e.g., by the buyer process in Example 2.1, which satisfies the equation
T = !int.(• p & ?int.(◦ q ⊕ T ))
In this case we have T (T ) = {◦, •, • p & (?int.(◦ q ⊕ T )), ?int.(◦ q ⊕ T ), ◦ q ⊕ T, T } and it
is easy to see that T is well formed provided that at least one among p and q is positive. y
From now on we assume that all the session types we work with are well formed.
Success probability. We now define the probability that a protocol described by a session
type T terminates successfully. Intuitively, this probability is computed by accounting for all
paths in the structure of T that lead to a leaf labelled by •. Formally:
I Definition 3.3 (success probability). The success probability of a session type T , denoted
by JT K, is determined by the following equations:
J◦K = 0
J•K = 1

J?t.T K = JT K
J!t.T K = JT K

JT p & SK = pJT K + (1 − p)JSK
JT p ⊕ SK = pJT K + (1 − p)JSK

For a finite session type T , Definition 3.3 gives a straightforward recursive algorithm for
computing JT K. When T is infinite, however, it is less obvious that Definition 3.3 provides a
way for determining JT K. To address the problem in the general case we observe that, by
interpreting JT K as a probability variable, Definition 3.3 allows us to derive a finite system
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of equations relating such variables. Indeed, the right hand side of each equation for JT K in
Definition 3.3 is expressed in terms of probability variables corresponding to the children
nodes in the tree of T . Since T has finitely many subtrees, we end up with finitely many
equations. Then, we observe that every session type T corresponds to a Discrete-Time
Markov Chain (DTMC) [34, 49] whose state space is T (T ) = {S1 , . . . , Sn } and such that the
probability pij of performing a transition from state Si to state Sj is given by
(
def

pij =

p

if Si

0

otherwise

p

Sj

Regularity and reachability imply that the DTMC we obtain from any session type T is
finite state and absorbing. That is, it is always possible to reach an absorbing state (either
◦ or •) from any transient state (any other session type). In any finite-state, absorbing
DTMC, the probability of reaching a specific absorbing state from any transient state can be
computed by solving a particular system of equations which is guaranteed to have a unique
solution [34]. Moreover, the system that we obtain for JT K using Definition 3.3 is precisely
the one whose solution is the probability of reaching • from T (see Appendix A).
I Example 3.4. We compute the success probability of T from Example 3.2 where, for the
sake of illustration, we take p = 14 and q = 23 . Let T1 = • 1 & T2 and T2 = ?int.T3 and
4
T3 = ◦ 2 ⊕ T be convenient names for some of its subtrees. Using Definition 3.3 we obtain
3
the system of equations
JT K = JT1 K
JT1 K = 14 J•K + 34 JT2 K
from which we compute JT K =

J•K = 1
JT2 K = JT3 K
1
3

JT3 K = 23 J◦K + 13 JT K
J◦K = 0

(Appendix A details the corresponding DTMC).

y

Duality. We write T for the dual of T , that is the session type obtained from T by swapping
input actions with output actions and leaving the remaining forms unchanged. Formally, T
is the session type obtained from T that satisfies the following equations:
◦=◦
•=•

?t.T = !t.T
!t.T = ?t.T

T p& S = T p⊕ S
T p⊕ S = T p& S

It is easy to see that duality is an involution (that is, T = T ) and that the success
probability is unaffected by duality, that is JT K = JT K. This means that we can compute the
success probability of a session from either of its two endpoints.
Types. Types describe resources used by processes and exchanged as messages. We distinguish between session endpoints, whose type is a session type T , from sessions with success
probability p, whose type has the form hpi:
Type

t, s ::= T | hpi

(3.2)

We will see in Section 4 that a type hpi results from “joining” the two peer endpoints of
a session having dual sessions types T and T such that p = JT K = JT K. For brevity we omit
message types such as unit and int from the formal development as their handling is folklore
and does not affect the presented results. We occasionally use them in the examples though.
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A key aspect of the type system is that processes may use session endpoints differently,
depending on the outcome of probabilistic choices. Nonetheless, we need to capture the overall
effect of such different uses in a single type. For this reason, we introduce a probabilistic
type combinator that allows us to combine types by weighing the different ways in which a
resource is used according to a given probability.
I Definition 3.5 (probabilistic type combination). We write t p  s for the combination of t
and s weighed by p, which is defined by cases on the form of t and s as follows:


t
if t = s



T
if t = T q ⊕ S and s = T r ⊕ S
def
pq+(1−p)r ⊕ S
t p s =


hpq + (1 − p)ri if t = hqi and s = hri


undefined
otherwise
Intuitively, t p  s describes a resource that is used according to t with probability p and
according to s with probability 1 − p. The combination of t and s is only defined when t
and s have “compatible shapes”, the trivial case being when they are the same type. The
interesting cases are when t and s describe a choice (a point of the protocol where one
process performs a selection) and when t and s describe a session as a whole. In both cases,
the success probability of the choice (respectively, of the session) is weighed by p. As an
example, consider a session endpoint that is used according to T 1 ⊕ S with probability p
and according to T 0 ⊕ S with probability 1 − p. In the first case, we are certain that the
session endpoint is used for selecting “left” and then according to T . In the second case, we
are certain that the session endpoint is used for selecting “right” and then according to S.
Overall, the session endpoint is used according to the type T p ⊕ S.
The combination hqi p  hri = hpq +(1−p)ri captures the fact that the success probability
of a whole session that is carried out in two different ways having success probabilities
respectively q and r is the convex sum of q and r weighed by p. The success probability
with which we annotate this type allows us to state the soundness properties of the type
system, by relating the success probabilities in session types with those of a process that
behaves according to those session types. Speaking of success probability, a fundamental
property that is used extensively in the soundness proofs is the following one. Any conceivable
generalization of Definition 3.5 must guarantee this property for the type system to be sound.
I Proposition 3.6. JT1 p  T2 K = pJT1 K + (1 − p)JT2 K.
Definition 3.5 is quite conservative in that, except for top-level choices, any other session
type can only be combined with itself. It is conceivable to generalize p  to permit the
combination of “deep choices” found after a common prefix. For example, we could have
!int.(T 1 ⊕ S) p  !int.(T 0 ⊕ S) = !int.(T p ⊕ S). This generalization is not for free, though.
As we will see in Section 4, session endpoints that are affected by a probabilistic choice must
be “handled with care” and Definition 3.5 as it stands helps ensuring that this is actually
the case. We leave the combination of “deep choices” to future work.

4

Typing Rules

We use contexts for tracking the type of free variables occurring in processes. A context is a
finite map from variables to types written x1 : t1 , . . . , xn : tn . We let Γ and ∆ range over
contexts, we write ∅ for the empty context, dom(Γ) for the domain of Γ and Γ, ∆ for the
union of Γ and ∆ when dom(Γ) ∩ dom(∆) = ∅. We also extend p  pointwise to contexts in
the obvious way.
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Table 3 Typing rules.
t-idle

t-done

t-var

un(Γ)

un(Γ)

Γ ` idle

Γ, x : • ` done x

t-in

un(Γ)

A:t

Γ, x : t ` Ahxi

t-branch

Γ, x : T, y : t ` P

Γ, x : T ` P

Γ, x : ?t.T ` x?(y).P
t-out

Γ, x : S ` P

Γ, x : T 1 ⊕ S ` inl x.P

Γ, x : T 0 ⊕ S ` inr x.P

t-par

Γ, x : T ` P

t-right

Γ, x : T ` P

safe(t)

Γ, x : !t.T, y : t ` x!y.P

∆, x : S ` Q

Γ p  ∆, x : T p & S ` case x [P, Q]

t-left

Γ, x : T ` P

safe(t)

t-choice

∆, x : T ` Q

Γ, ∆, x : hJT Ki ` P | Q

Γ`P

t-new

∆`Q

Γ p ∆ ` P p Q

Γ, x : hpi ` P
Γ ` (x)P

Before we discuss the typing rules, we have to introduce two predicates to single out
types that have particular properties. The class of unrestricted types, defined next, is aimed
at describing resources that can be discarded and duplicated at will.
I Definition 4.1 (unrestricted type and context). We say that t is unrestricted and we write
un(t) if t = ◦. We write un(Γ) if un(Γ(x)) for all x ∈ dom(Γ).
In our case, the only unrestricted type is ◦, but if the type system is extended with basic
types such as unit and int, these would be unrestricted as well. Next we introduce the class of
safe types, those describing resources that can be safely sent in messages and used in process
invocations because they cannot be passively affected by a probabilistic choice.
I Definition 4.2 (safe type). We write safe(t) if t is not of the form T p & S.
The ultimate motivation for the safety predicate has its roots in the soundness proof of
the type system. In a nutshell, an unsafe session type is one whose dual admits a non-trivial
probabilistic combination (Definition 3.5) and therefore that may change unpredictably, from
the standpoint of a process using a resource with that (unsafe) type. In this case, the process
must wait to be notified of the (probabilistic) choice that has occurred before using the
resource in a message. Should the need arise to send an unsafe endpoint in a message, it is
possible to patch the endpoint’s session type so as to make it safe, for example by prefixing
the session type with a dummy input/output action. We will see an instance where this
patch is necessary in Example 4.12.
Judgments have the form Γ ` P , meaning that P is well typed in Γ, and are derived
by the rules in Table 3. We assume a global map from process variables to sequences of
types written {Ai : ti }i∈I whose domain includes all the process variables for which there
is a definition Ai (x) := Pi and that x : t ` Pi is derivable for every i ∈ I. This ensures
that all process definitions are typed consistently. The typing rules are syntax directed,
so that each process form corresponds to a typing rule. We now discuss each rule in detail.
Rules t-idle and t-done deal with terminated processes. In t-idle the whole context must
be unrestricted, since the idle process does not use any resource. Rule t-done is similar,
except that the session x flagged by the process must have type •. This way, we enforce the
correspondence between successful termination in processes and successful termination in
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session types. Rule t-var establishes that a process invocation is well typed provided that the
type of the parameters passed to the process match the expected ones and that any unused
resource has an unrestricted type. The premise A : t indicates that A is associated with the
sequence of types t in the global map, ensuring that A is invoked with parameters of the
right type. Observe that the type of such parameters must be safe. This way, we prevent to
use as parameters resources whose type can be (passively) affected by a probabilistic choice.
Rules t-in and t-out deal with the exchange of a message y on session x. The rules update
the type of x from the conclusion to the premise of the rule to account for the communication.
As usual, a linear resource y being sent in a message is no longer available in the continuation
of the process. As anticipated earlier, t-out requires the type of y to be safe, again to ensure
that the type of y does not suddenly change under the effect of a probabilistic choice.
The typing rules described so far are fairly standard for any session calculus. We now
move on to the part of the type system that handles probabilities. Rules t-left and t-right
deal with selections. In these cases, the type of x must be of the form T p ⊕ S and the process
continuation uses x according to either T or S respectively. The key aspect is the probability
p with which the process selects “left”, which is 1 in the case of inl x and 0 in the case of
inr x. These processes behave deterministically, hence the probability annotation in the
session type is trivial. Rule t-branch illustrates the typing of a branch, whereby a process
receives a choice from a session x and continues accordingly. The type of x must be of the
form T p & S, where p is the probability with which the process will receive a “left” choice.
The key part of the rule concerns all the other resources used by the process, which will be
used according to Γ if the process receives a “left” choice and according to ∆ otherwise. That
is, the process is becoming aware of a probabilistic choice that has been performed elsewhere
and whose outcome is communicated on x. Depending on this information, the process uses
its resources (not just x) accordingly. The behavior of the process as a whole is described by
the combination Γ p  ∆ of the contexts in the two branches. Recall that the p  operator,
when used on session types, is idempotent in all cases but for selections (Definition 3.5).
Hence, Γ p  ∆ is nearly the same as Γ and ∆, except that the probabilities with which some
future selections will be performed on endpoints in Γ and ∆ may have been adjusted as a
side effect of the information received from x. This mechanism enables the propagation of
probabilistic choices through the system as messages are exchanged on sessions.
Rule t-par deals with parallel compositions P | Q, where P and Q must use x according
to dual session types. Writing Γ, ∆ in the conclusion of the rule ensures that P and Q do not
share any name other than x, thus preventing the creation of network topologies that may
lead to deadlocks [12]. In the conclusion of the rule the type of x becomes of the form hpi to
record the fact that both endpoints of x have been used. The success probability p coincides
with that of one of the endpoints and is well defined since JT K = JT K. Rule t-choice deals
with probabilistic choices performed by a process and partially overlaps with t-branch in that
the contexts of the two alternative evolutions of the process after the choice are combined by
p . Finally, rule t-new removes a session x from the context when x is restricted.
Let us now discuss the main properties enjoyed by well-typed processes. First and
foremost, typing is preserved by reductions.
I Theorem 4.3 (subject reduction). If Γ ` P and P → Q, then Γ ` Q.
Although this result is considered standard, one detail makes it special in our setting.
Specifically, we observe that the reduct Q is well typed in the very same environment used
for typing P , despite the fact that a communication may have taken place on a session
x in P , determining a change in the session types associated with the endpoints of x. A
communication can occur only if P contains both endpoints for x, and more precisely if there
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are two subprocesses of P that use x according to dual session types and that are composed
in parallel using t-par. Then, x in Γ must be associated with a type of the form hpi, where p
is the success probability of P . Then, Theorem 4.3 guarantees that not only the typing, but
also the success probability of sessions is preserved by reductions. This is counterintuitive
at first, given that a session may evolve through different branches each having different
success probabilities. However, recall that probabilistic choices are persistent in our calculus,
meaning that the reduct Q accounts for all possible evolutions of P . This is what entails
such strong formulation of Theorem 4.3.
Next we turn our attention to termination. To this aim, we provide two characterizations
of process termination respectively concerning the present and the future states of a process.
I Definition 4.4 (immediate and eventual termination). We say that P is terminated if P ↓
is derivable using the following axioms and rules:
idle ↓

done x ↓

P↓

Q↓

P | Q↓

P↓

Q↓

P p Q ↓

P↓
(x)P ↓

We say that P terminates with probability p, notation P ⇓p , if there exist (Pn ), (Qn )
and (pn ) for n ∈ N such that P ⇒ Pn pn  Qn and Pn ↓ for every n ∈ N and limn→∞ pn = p.
In words, P ↓ means that P does not contain any pending communications, whereas
P ⇓p means that P evolves with probability p to states in which there are no pending
communications. Our type system is not strong enough to guarantee (probable) termination.
For example, the process Ω defined by Ω := Ω is well-typed and diverges. In general, however,
well-typed processes are guaranteed to be deadlock free, as stated formally below.
I Theorem 4.5 (deadlock freedom). If ∅ ` P and P ⇒ Q, then either Q → or Q ↓.
Note that deadlock freedom is not simply a bonus feature of our type system. It
is actually a requirement for proving the properties of the type system that specifically
pertain probabilities, which we will discuss shortly. Before doing so, we need an operational
characterization of successful termination relative to a particular session.
I Definition 4.6 (successful termination of a session). We say that P successfully terminates
session x with probability p if P ↑xp is derivable using the following axioms and rules:
p-done

done x ↑x1

p-par-1

P ↑xp

P | Q ↑xp

p-par-2

Q ↑xp

P | Q ↑xp

p-res

P ↑xp

p-choice

x 6= y

(y)P ↑xp

P ↑xq

Q ↑xr

P p  Q ↑xpq+(1−p)r

p-any

P ↑x0

Axiom p-done states that a process of the form done x has successfully terminated session
x with probability 1. The rules p-par-i state that the successful termination of a parallel
composition P | Q with respect to a session x can be reduced to the successful termination
of either P or Q. In particular, we do not require that both P and Q have successfully
terminated x, for two reasons: first, it could be the case that P and Q are connected by a
session different from x, hence only one among P and Q could own x; second, if a process
has successfully terminated a session through one of its endpoints, then duality ensures that
the peer owning the other endpoint cannot have pending operations on it, so the session as a
whole can be considered successfully terminated even if only one peer has become done x.
Rule p-res accounts for session restrictions in the expected way and p-choice states
that the successful termination of x in a process distribution is obtained by weighing the
probabilities of successful termination of the processes in the distribution. Note that p-choice
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can be applied only if it is possible to derive the successful termination of x for all of
the processes in the distribution, whereas in general only some of such processes will have
successfully terminated x. To account for this possibility, we can use p-any to approximate
the probability of successful termination of x for any process to 0.
The type system gives us an upper bound to the success probability of any session:
I Proposition 4.7. If x : hpi ` P and P ↑xq , then q ≤ p.
In particular, a session with type h0i cannot be successfully completed, which could
indicate a flaw in the system. The upper bound is matched exactly by terminated processes:
I Theorem 4.8. If x : hpi ` P and P X→, then P ↑xp .
Note that Theorem 4.8 does not hold unless processes are deadlock free, whence the key
role of Theorem 4.5. As stated, Theorem 4.8 appears of limited use since it only concerns
processes that cannot reduce any further, whereas in general we are interested in computing
the probability of successful termination also for processes engaged in arbitrarily long
interactions, for which the predicate P X→ might never hold. It turns out that Theorem 4.8
can be relativized to the probability that a process terminates, thus:
I Corollary 4.9 (relative success). Let P ⇑xp if there exist (Pn ) and (pn ) such that P ⇒ Pn
and Pn ↑xpn for all n ∈ N and limn→∞ pn = p. Then (1) x : h1i ` P and P ⇓p imply P ⇑xp
and (2) x : hpi ` P and P ⇓1 imply P ⇑xp .
Property (1) states that a well-typed process using a session with type x : h1i successfully
completes the session with the same probability with which it terminates. Property (2)
extends Theorem 4.8 to processes that are known to terminate with probability 1.
I Example 4.10. Below is the type derivation for the process Buyer from Example 2.1 using
T from Example 3.2 and assuming the type assignment Buyer : T .
x : ◦ ` idle

t-idle

x : ◦ 1 ⊕ T ` inl x

t-left

x : T, y : int ` Buyerhxi

t-var

x : ◦ 0 ⊕ T, y : int ` inr x.Buyerhxi

t-choice

x : ◦ q ⊕ T, y : int ` inl x q  inr x.Buyerhxi
x : • ` done x

t-done

x : ?int.(◦ q ⊕ T ) ` x?(y).(inl x q  inr x.Buyerhxi)

x : • p & ?int.(◦ q ⊕ T ) ` case x [done x, x?(y).(inl x q  inr x.Buyerhxi)]
x : T ` x!bid.case x [done x, x?(y).(inl x p  inr x.Buyerhxi)]

t-right

t-in
t-branch

t-out

Observe the application of t-choice, which turns the probabilistic choice ◦ q ⊕ T in the
conclusion of the rule into a deterministic one in the two premises. There exists an analogous
derivation for x : T ` Q where Q is the body of Sellerhxi in Example 2.1. By taking p and q
as in Example 3.4, we derive x : h 13 i ` Buyerhxi | Sellerhxi with one application of t-par. It
is easy to establish that this process terminates with probability 1, hence by Corollary 4.9(2)
the buyer wins the auction with probability 13 .
y
I Example 4.11. The separation of probabilistic choices from the communication of information (“left” and “right” selections) that depends on such choices implies that there is
no 1-to-1 correspondence between choices as seen in session types and choices performed
by processes. Below are a few instances in which the type system performs a non-trivial
reconciliation between the probability annotations in types and those in processes. The type
derivations are detailed in [31].
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1. The process case x [inr y.done x, inl y.done y] inverts a choice from session x to y, so
that it successfully completes x if and only if it does not successfully complete y. It is
well typed in the context x : • p & ◦, y : • 1−p ⊕ ◦, which reflects the effect of the inversion.
2. The process case x [case y [inl z.done z, inr z], case y [inr z, inr z]] coalesces two choices
received from x and y into a choice sent on z. The process is well typed in the context
x : ◦ p & ◦, y : ◦ q & ◦, z : • pq ⊕ ◦, indicating that the success probability for z is the
product of the probabilities of receiving “left” from both x and y.
3. The process inl x.inl x.done x 1  inr x.inr x sends the same probabilistic choice twice
2
on session x. It is well typed in the context x : (• 1 ⊕ ◦) 1 ⊕ (◦ 0 ⊕ ◦) but not in the
2
context x : (• 1 ⊕ ◦) 1 ⊕ (◦ 1 ⊕ ◦). Once the choice is communicated, subsequent “left” or
2
2
2
“right” selections that depend on that choice become deterministic.
y
I Example 4.12 (Work sharing). Consider a system Chxi | x?(z).Bhx, y, zi | Ahyi modeling
(from left to right) a master process C connected with two slave processes which can be
“busy” handling jobs or “idle” waiting for jobs. The processes are defined as follows:
C(x) := x!job.case x [done x, idle]

B(x, y, job) := y!hi. inl x.inl y.done x p  inr x.inl y q  inr y.y!x.y!job.Ahyi
A(y) := y?().case y [idle, y?(x).y?(z).Bhx, y, zi]
The master sends a job to the first slave and waits for a notification indicating whether
the job has been handled or not. Obviously, the master succeeds only in the first case. A
busy slave decides whether to handle the job (with probability p) or not (with probability
1 − p). In the first case, it notifies the master and the idle slave that the job has been handled
and terminates. In the second case, it decides whether to discard the job (with probability q)
or to hand it over to the other slave (with probability 1 − q). Note that the busy slave sends
on y a dummy value to the idle one before taking any decision so that the type of y is safe
when y is used in Ahyi. This way, by the time the busy slave makes a probabilistic choice
that may affect (and will be communicated to) the idle slave, the idle slave is blocked on a
case waiting for such choice, and therefore its typing can be suitably adjusted when it is
moved (by s-par-choice) into the scope of the choice.
Now, take T = !unit.(◦ p−pq+q ⊕ !S.!int.T ) and S = • r ⊕ ◦ where max{p, q} > 0 and
p
r = p−pq+q
. It is possible to show that the above composition is well typed under the global
type assignments C : !int.S, B : S, T, int and A : T , where we assume that job has type int.
From the fact that the system terminates with probability 1, we conclude that the master
succeeds with probability r. Details can be found in [31].
y

5

Related Work

Type systems for probabilistic, concurrent programs. Despite their close relationship with
process algebras, many of which have been extensively studied in a probabilistic setting, there
are few results concerning probabilistic variants of session types. A notable exception is [2],
which considers a probabilistic variant of multiparty session types (MST) where global types
are decorated by ranges of probabilities representing the degree of likelihood for interactions
to happen. Besides using MST while we use binary session types, a key difference is that [2]
does not consider interleaved sessions. The effect of probabilistic choices across different
sessions and the type system presented therein ensures that the aggregate probability of all
execution paths is 1, which in our case is guaranteed by the semantics of the probabilistic
choice operator in processes. The type system in [2] essentially checks that each choice
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in a process is made according to the probability range written in its type, i.e., a process
chooses a branch with a probability value that lies within the range specified by its session
type. Differently, a probability value in our types does not necessarily translate into the
same probability value in a process; moreover, the same probabilistic choice in a process may
be reflected as different probabilities in different sessions, as illustrated in Example 4.11.
Some type systems for probabilistic programs have been developed to characterize precisely
the space of the possible execution traces [39] or to ensure that well-typed programs do
not leak secret information [17]. The work [54] considers a sub-structural type system for
a probabilistic variant of the linear π-calculus. Although the type system is not concerned
with probabilities directly, there are interesting analogies with our typing discipline: it is
only by relying on the properties of well-typed processes – most notably, race and deadlock
freedom – that we are able to relate the probabilities in processes with those in types.

Probabilistic models of concurrent processes. The design of computational models that
combine concurrency and probabilities has a long tradition [55, 50] and gave birth to a variety
of operational approaches [51] and concrete probabilistic extensions of well-known concurrency
models, such as CCS [27], CSP [41, 25], Petri nets [9], Klaim [19], and name-passing process
calculi [28, 54, 43, 26]. Our language for processes can be seen as the session-based counterpart
of (a synchronous version of) the simple probabilistic π-calculus [43], which features both
probabilistic and non-deterministic choices. While non-deterministic choices in [43] correspond
to the standard choice operator (+) of the π-calculus, we adopted a session discipline, and
hence a choice is realised by communicating a label over a session.
The development of a denotational semantics for languages that combine non-determinism,
concurrency and probabilities has revealed challenging. On the one hand, probabilistic choices
do not distribute over non-deterministic ones, i.e., it matters whether the environment chooses
before or after a probabilistic choice is made, as highlighted in [53]. This observation appears
to be reflected in our type system by the typing rules that require a term to be of a safe type,
e.g., when a session is delegated. Establishing a precise connection between these two notions
may pave the way for generalisations of our probabilistic type combinator. On the other hand,
probabilistic choices in a system need to be (probabilistically) independent. This problem
is connected with the well-known confusion phenomenon, in which concurrent (and hence,
independent) choices may influence each other (e.g., one choice may enable/disable some
branch in another choice). As shown in [1, 33, 11], confusion can be avoided by establishing
an order in which choices are executed; essentially, by reducing concurrency. We remark that
the session discipline imposed by our language – and rule t-par in particular – makes all
probabilistic choices independent (in a probabilistic sense).

Probabilistic languages and analyses. Probabilistic models are frequently used to prove
properties that can be expressed as reachability probabilities; they are then verified by
model-checking [32]. Our types are also reachability properties related to the probability of
successful completion of a session. Besides, our type system guarantees deadlock-freedom.
Many approaches have been recently proposed for reasoning on probabilistic programs, e.g.,
deductive-style approaches based on separation logic [6, 52, 5], probabilistic strategy logic [3],
proof of termination [23, 37], static analysis [56], and probabilistic symbolic execution [10].
Typing has been used in the sequential setting to ensure almost-sure termination in a
probabilistic lambda calculus [35]. Our type system does not ensure termination, but it could
form the basis for a probabilistic termination analysis.
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Deadlock-free sessions. The technique we use for preventing deadlocks, which only addresses tree-like network topologies, is directly inspired to logic-based session type systems [12].
However, our probabilitic analysis is independent of the exact mechanism that enforces deadlock freedom and applies to other type systems relying on richer type structures [46, 18].

6

Concluding Remarks

In this work we start the study of a type-based static analysis technique for reasoning on
probabilistic reachability problems in session-based systems. We relate a probabilistic variant
of a session-based calculus (Section 2) with a probabilistic variant of binary session types
(Section 3) and establish a correspondence between probability annotations in processes and
those in types (Section 4). By breaking down a complex system of communicating processes
into sessions, we are able to modularly infer properties concerning the (probable) evolution
of the system from the much simpler specifications described by session types.
There are many developments that stem from this work addressing both technical and
practical problems. Here we discuss those looking more promising or intriguing.
To make our approach practical, the type system must be supported by suitable type
checking and inference algorithms. Indeed, even though the typing rules are syntax directed,
the probabilistic type combinator (Definition 3.5) is difficult to deal with because it is
not injective (the same type can result from combining types with different probability
annotations). We are also considering extensions of the very same operator so that it is
applicable to “deep choices” that do not necessarily occur at the top level of a session type.
This extension requires a careful balancing with the notion of type safety (Definition 4.2).
Subtyping relations for session types [24] are important for addressing realistic programming scenarios. Given the already established connections between session subtyping and
(fair) testing relations [36, 13, 45, 8, 47] and the extensive literature on probabilistic testing
relations [14, 44, 21, 20] and behavioral equivalences [40], the investigation of probabilistic
variants of session subtyping has solid grounds to build upon. A related problem is that
process models that feature both non-deterministic and probabilistic choices are known to
be difficult to model and analyze [21]. It could be the case that session-based systems with
both non-deterministic and probabilistic choices are easier to address thanks to their simpler
structure, as already observed in [54].
Our analysis based on probabilistic session types can be extended in several ways. For
example, it would be interesting to quantify the probability of (partial) execution traces
rather than (or in addition to) the reachability of “successful states”. As remarked in
Section 3, reachability ensures uniqueness of solutions of the systems of equations induced
by Definition 3.3, but it could be interesting to analyse the spectra of solutions obtained
when reachability is dropped. One could also study variants where probabilities are allowed
to vary during the execution. For instance, one would like to analyse recursive protocols
where probabilities may decrease (or increase) at each iteration. In our setting this may
spoil regularity (subtrees may be decorated with infinitely many probabilities), allowing
one to give non finitary specifications. A possible way of tackling this problem is to allow
imprecise probabilities in the types; this may retain regularity at the cost of a coarser
static analysis. Probability ranges could also be useful in those cases where probability
annotations in processes are uncertain, possibly because they have been estimated from
execution traces [22]. Besides probabilities, there might be other methods suitable to model
the uncertainty behind the behavior of processes. Further approaches include the “possibilistic”
one, where uncertainty is described using linguistic categories with fuzzy boundaries [57],
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information gap decision theory, where the impact of uncertain parameters is estimated by
the deviation of errors [7], and interval analysis, where uncertain parameters are modelled
as intervals and worst-case analysis is usually performed [42]. We think that probability
annotations in session types may also support forms of static analysis aimed at quantifying
the termination probability of session-based programs. Known type systems that ensure
progress, deadlock and livelock freedom are often quite constraining on the structure of
well-typed programs [46, 15, 4]. It could be the case that switching to a probabilistic setting
broadens substantially the range of addressable programs.
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Supplement to Section 3

I Example A.1. Consider the type T in Example 3.4. The transition matrix P = [pij ] of its
associated DTMC is shown below:


1
0
0





P = 1
 4

 0
0

0
1
0
0
0

0
0
0
0
0

2
3

1
3

0
0
1
0
0
0

0
0
0
3
4

0
0

0
0
0
0
1
0











where

S0
S1
S2
S3

=
=
=
=

•
◦
T
• 1 & ?int.(◦ 2 ⊕ T )
4

3

S4 = ?int.(◦ 2 ⊕ T )
3

S5 = ◦ 2 ⊕ T
3

Note that we have given P in its canonical form [34], in which we have partitioned P in
four submatrices with the names and meaning described below in clockwise order, starting
from the top-left corner of P :
S is the 2-by-2 identity matrix giving the probability transitions among the absorbing
states. By definition of absorbing state, this is an identity matrix.
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O is the 2-by-4 matrix giving the probability transitions from the absorbing states to the
transient states. By definition, these probabilities are all zeros.
Q is the 4-by-4 matrix giving the probability transitions among the transient states.
R is the 4-by-2 matrix giving the probability transitions from the transient states to the
absorbing states.
Now, the probability of S2 being absorbed by S1 , i.e., JT K, can be obtained from the
matrix B = [bij ] which is computed as follows:
B = (I − Q)−1 R

1 −1
0
3
 0
1 −4
=
 0
0
1
− 31
0
0

−1 
0
0
1


0  4
−1  0
1
0

 4
0
3
1
0
 = 3
0  49

2
3

4
9

4
3
4
3
4
9
4
9

1
1
4
3
1
3


0
1
1


1  4
4 
0
3
4
0
3

 1
0
3
1
0
 = 3
0  19

2
3

1
9

Then, the probability of absorption for S2 = T is b00 . Hence, JT K = 13 .

2
3
2
3
8
9
8
9

y

I Theorem A.2 ([34]). Let P be the transition matrix of an absorbing DTMC and B ∗ be
the matrix of the absorption probabilities. Then, P B ∗ = B ∗ .
Note that the column l of B ∗ , i.e., [bil ] contains the probabilities of si being absorbed by
sl . Consequently, bll = 1 and bil = 0 for all absorbing states si 6= sl . Also, the probability
bil for non-absorbing states si can be obtained by solving the system of linear equations
corresponding to l-column of B ∗ in the equality B ∗ = P B ∗ , i.e.,
bll = 1
bii = 0
P
bil = h pih × bhl

for all absorbing states si 6= sl
for all non-absorbing states si

When considering the DTMCs associated with session types there are exactly two
absorbing states, namely • and ◦. Moreover, we are interested in computing the column in
B ∗ associated with •. If we write JSi K in place of bi l when Sl = •, then the set of linear
equations is
J•K = 1
J◦K = 0
P
JSi K = h pih × JSh K

for all Si 6∈ {◦, •}

I Example A.3. The system of equations for the DTMC in Example A.1 is
J•K
J◦K
JT K
JS3 K
JS4 K
JS5 K

=
=
=
=
=
=

1
0
JS3 K
1
3
4 J•K + 4 JS4 K
JS5 K
2
1
3 J◦K + 3 JT K

Note in particular that the system of equations corresponds exactly to the one derived from
Definition 3.3 and its solution is JT K = 13 , JS3 K = 13 , JS5 K = 91 , JS5 K = 19 .
y
We conclude this section with the proof of Proposition 3.6.
I Proposition 3.6. JT1 p  T2 K = pJT1 K + (1 − p)JT2 K.
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Proof. The only interesting case is when T1 = T q ⊕ S and T2 = T r ⊕ S. We have
JT1 p  T2 K
= J(T q ⊕ S) p  (T r ⊕ S)K
= JT pq+(1−p)r ⊕ SK
= (pq + (1 − p)r)JT K + (1 − pq − (1 − p)r)JSK
= pqJT K + rJT K − prJT K + JSK − pqJSK − rJSK + prJSK

by definition of T1 and T2
by definition of p 
by definition of J·K

pJT1 K + (1 − p)JT2 K
= pJT q ⊕ SK + (1 − p)JT r ⊕ SK
by definition of T1 and T2
= p(qJT K + (1 − q)JSK) + (1 − p)(rJT K + (1 − r)JSK)
by definition of J·K
= pqJT K + pJSK − pqJSK + rJT K + JSK − rJSK − prJT K − pJSK + prJSK
= pqJT K + rJT K − prJT K + JSK − pqJSK − rJSK + prJSK
which confirms the statement.

J
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Introduction

The method of proving program termination through ranking functions is one of the oldest
and most fundamental ideas in computer science. More recently, the idea of automatically
synthesising ranking functions has emerged as an important topic in automated verification
and program analysis. Particular attention has focussed on linear ranking functions. Indeed
for simple programs, such as linear constraint loops, there are complete methods for synthesising linear ranking functions: such methods find a ranking function whenever one exists,
typically by reduction to linear and integer programming [16]. We refer to survey [2] for a
thorough discussion of the extensive literature on this topic. More expressive generalisations
of linear ranking functions include lexicographic linear ranking functions [3, 9], multiphase
linear ranking functions [4], and piecewise linear ranking functions [18].
The advent of powerful techniques for solving non-linear constraints has led to another
direction generalising linear ranking functions, namely polynomial ranking functions. Semidefinite programming was used in [10] to synthesise polynomial ranking functions on polynomial loops, while [8] uses cylindrical algebraic decomposition. More recently, polynomial
ranking functions [7] have been used to prove termination of probabilistic programs.
In this paper we consider the problem of synthesising polynomial ranking functions for
semi-algebraic loops: single-path loops over the reals in which the update computed by the
loop body is a continuous semi-algebraic function and the loop guard is a semi-algebraic set.
© Eike Neumann, Joël Ouaknine, and James Worrell;
licensed under Creative Commons License CC-BY
31st International Conference on Concurrency Theory (CONCUR 2020).
Editors: Igor Konnov and Laura Kovács; Article No. 15; pp. 15:1–15:15
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany
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Since we allow polynomials of arbitrary degree as ranking functions, the search for a ranking
function cannot immediately be reduced to a constraint satisfaction problem. Our main
result shows that if the guard set is compact then a semi-algebraic loop admits a polynomial
ranking function if and only if it terminates. The assumption of compactness is essential
here: it is straightforward to give examples of terminating loops with non-compact guard
that admit no polynomial ranking function. Nevertheless, the class of programs we consider
is highly non-trivial. Indeed, to the best of our knowledge, the termination problem for
semi-algebraic loops with compact guard set is open (see the discussion below), hence the
equivalent problem of deciding the existence of polynomial ranking functions is likewise open.
Our main result illustrates the utility and generality of polynomial ranking functions, and
offers a potential approach to resolve the decidability of termination for the class of loops in
question.
As a second contribution, we show that in the case of semi-algebraic loops in which the
guard is compact and the update map is affine, non-termination is equivalent to the existence
of a polynomial invariant for the update that is contained in the guard set, and hence
decidable. For comparison, recall that Tiwari [17] has given a method to decide termination
over the reals of loops with convex polyhedral guard sets and linear update functions (i.e.,
the same loop dynamics and an incomparable class of loop guards). The case of termination
of linear loops with general polyhedral guards (i.e., potentially neither compact nor convex)
remains open to the best of our knowledge.
Related Work. It is shown in [1, Lemma 12] and [14, last paragraph in the proof of
Theorem 8] that a linear constraint loop with compact polyhedral guard terminates if and
only if it has a linear ranking function. This is similar in form to our main result, but involves
an incomparable class of transition relations in which non-determinism is allowed but all
constraints must be linear.
A partial decidability result for termination of single-path polynomial loops with compact
connected guard sets is given in [13]. Under certain semantic assumptions on the loop, this
procedure reduces the problem of deciding termination to that of finding fixed points of
polynomial maps. Another partial decidability result is [11], which considers a syntactic
subclass of polynomial loop programs called triangular weakly non-linear and reduces the
termination problem to the decision problem for the existential theory of real-closed fields.
For loops with linear updates and convex linear guard conditions, termination is known
to be decidable when program variables respectively range over R, Q, and Z – see [6, 12, 17].
In [19] decidability is shown for loops whose guard sets can be expressed as conjunctions of
polynomial inequalities and whose updates are linear functions which satisfy an additional
technical condition called the “non-zero minimum property”.

2

The main theorem

Recall that K ⊆ Rn is said to be semi-algebraic if it is definable by a Boolean combination
of inequalities f (x1 , . . . , xn ) < 0 and f (x1 , . . . , xn ) ≤ 0 with f ∈ Z[x1 , . . . , xn ]. A function
g : Rm → Rn is moreover said to be semi-algebraic if its graph is a semi-algebraic set. Our
main result concerns the existence of ranking functions for single-path loops with compact
semi-algebraic guard set and semi-algebraic update map:
I Theorem 1. Let g : Rn → Rn be a continuous semi-algebraic map. Let K ⊆ Rn be a
compact semi-algebraic set. If for all x ∈ K there exists an m ∈ N such that g m (x) ∈
/ K then
there exists a polynomial ranking function for g on K, i.e., a polynomial f ∈ R[x1 , . . . , xn ]
satisfying f (x) − f (g(x)) ≥ 1 and f (x) ≥ 0 for all x ∈ K.
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Since the existence of a ranking function clearly implies termination, Theorem 1 shows
that such a semi-algebraic loop terminates precisely when it has a polynomial ranking
function. The theorem clearly fails if we remove the requirement that K be closed: for
loop guard K = (0, 1) and transition function g(x) = 2x there cannot be a polynomial
ranking function since the time to escape K under the action of g is not bounded from
above. Likewise the theorem fails in case K is closed
but not bounded. For example, consider

K = {(x, y) ∈ R2 : x ≥ 0, y ≥ 1} and g(x, y) = x − y1 , y + 1 . The loop is terminating since
P∞ 1
Pn 1
y=1 y diverges, but from
y=1 y < ln n + 1 one sees that the time to termination from
m−1
(m, 1) is at least e
, which precludes the existence of a polynomial ranking function.
The proof of Theorem 1 relies on several lemmas. In the rest of this section we give an
informal overview of the proof structure, formulate the key lemmas, and finally show how
they imply the main result.
According to the Stone-Weierstraß theorem, a continuous function on K can be uniformly
approximated arbitrarily closely by polynomials, and hence it suffices to find a continuous
function f : K ∪ g(K) → R satisfying f (x) − f (g(x)) ≥ 1 for all x ∈ K. We show the stronger
assertion that there exists a continuous function f satisfying f (x) = f (g(x)) + 1 for all x ∈ K.
The first step associates with the loop update function g an injective “covering map” ge.
Specifically, we construct a space T and continuous surjective map p : T → K ∪ g(K) such
that there is S ⊆ T and an injective semi-algebraic map ge : S → T making the following
diagram commute:
e
g

S

p

pS

K

T

g

K ∪ g(K)

We then construct a continuous function fe: T → R that satisfies the functional equation
g (x)) + 1 for all x ∈ S and is constant on each fibre p−1 (x), x ∈ K ∪ g(K). To
fe(x) = fe(e
construct fe we find a partition of T into finitely many semi-algebraic pieces S1 , . . . , Sm such
that (i) the boundary of a piece is contained in a union of pieces of lower dimension, (ii) S is
a union of pieces, (iii) each piece Si ⊆ S is mapped by ge onto another piece Sj . We order
the pieces of a given dimension by the transitive closure of the relation Si = ge(Sj ). This is
a well-founded partial ordering thanks to the termination assumption – that for all x ∈ K
there exists m such that g m (x) 6∈ K. Ignoring for now the technical requirement that fe be
constant on the fibres of p, we can essentially construct fe as follows: On the zero-dimensional
pieces Si which are minimal with respect to this ordering let fe(Si ) = 0. Extend fe to the
remaining zero-dimensional pieces using the functional equation fe(x) = fe(e
g (x)) + 1. Now fe
can be defined on the minimal one-dimensional pieces by interpolating the boundary values.
It can be extended to all one-dimensional pieces using the functional equation. Continuing
with the higher-dimensional pieces in the same manner, we eventually obtain a continuous
solution to the functional equation fe(x) = fe(e
g (x)) + 1 on all of T . We will also be able to
ensure that it is constant on the fibres of the projection p, so that we obtain a continuous
solution to the equation f (x) = f (g(x)) + 1 on K ∪ g(K) by letting f (x) = fe(e
x) where x
e is
any point in T satisfying p(e
x) = x.
As a preliminary result we observe that if the iteration of a continuous function escapes a
compact set then the number of iterations required to escape is bounded independently of
the starting point.
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I Proposition 2. Let g : Rn → Rn be a continuous map. Let K ⊆ Rn be a compact set.
Assume that for every x ∈ K there exists a positive integer m such that g m (x) ∈
/ K. Then
there exists a positive integer M such that for all x ∈ K there exists i ≤ M such that
g i (x) ∈
/ K.
Proof. For every positive integer m ∈ N let Bm = {x ∈ Rn | g m (x) ∈
/ K}. Since K is
closed and g is continuous, each of the sets Bm is open. The assumption says that every
x ∈ K is contained in Bm for some m. In other words, the family (Bm )m∈N is an open
cover for K. Since K is compact this cover has a finite subcover Bm1 , . . . , Bms . Now take
M = max{m1 , . . . , ms }.
J
Let us now state the required lemmas more formally. The first lemma concerns the
existence of a suitable covering space, which allows us to replace g with an injective map.
I Lemma 3. Let g : Rn → Rn be a continuous semi-algebraic map. Let K ⊆ Rn be a
compact semi-algebraic set. If for all x ∈ K there exists m ∈ N such that g m (x) ∈
/ K then
there exist a compact semi-algebraic set T ⊆ RN , a continuous semi-algebraic surjection
p : T → K ∪ g(K), and an injective continuous semi-algebraic map ge : p−1 (K) → T such that
the following diagram commutes:
e
g

p−1 (K)

p

p

K

T

g

K ∪ g(K)

Proof. By Proposition 2 there exists a number M ≥ 0 such that for all x ∈ K there exists
i ≤ M such that g i (x) ∈
/ K. Let
n
o
H = (i, x, g(x), g 2 (x), . . . , g i (x), 0, . . . , 0) ∈ Rn(M +2)+1 | i ∈ N, i ≤ M + 1, x ∈ K .
Then H is clearly a compact semi-algebraic set.
Let
p : H → Rn , p(i, x, g(x), . . . , g i (x), 0, . . . , 0) = g i (x).
Let T = p−1 (K ∪ g(K)) ⊆ H and S = p−1 (K). Then S and T are compact semi-algebraic
subsets of H and p maps S onto K and T onto K ∪ g(K) (as we allow i = 0 in the definition
of H).
Let
ge : S → T, ge(i, x, g(x), g 2 (x), . . . , g i (x), 0, . . . , 0) = (i+1, x, g(x), g 2 (x), . . . , g i+1 (x), 0, . . . , 0).
Then ge is a continuous, injective semi-algebraic map. It satisfies the equation p◦e
g (x) = g◦p(x)
for all x ∈ S.
J
We will construct a ranking function for ge that is constant on fibres of the projection.
This will be achieved through the construction and refinement of certain semi-algebraic
cellular decompositions of the codomain T of ge. For the definition of semi-algebraic cellular
decomposition compare, e.g., [5, Definition 9.1.11].
I Definition 4. A subset C ⊆ Rn is a cell of dimension d ∈ N if there is a semi-algebraic
homeomorphism Φ : D → C where D is the open disk in Rd . Given a closed semi-algebraic
set S ⊆ Rn , a semi-algebraic cellular decomposition of S is a finite partition of S into cells
such that for each cell C its closure in Rn is the union of C and a collection of other cells of
strictly smaller dimension than C.
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Based on the above, we introduce the notion of an invariant semi-algebraic stratification:
I Definition 5. Let g : S → T be a semi-algebraic map between semi-algebraic sets S and
T , with S ⊆ T and T closed. A g-invariant semi-algebraic stratification of T consists of a
partition of T into finitely many semi-algebraic sets S1 , . . . , Sm , called strata, together with
a semi-algebraic cellular decomposition of T , such that
1. Each stratum is a finite union of cells, homeomorpic to an open disk.
2. The set S is a finite union of strata.
3. For all strata Si ⊆ S, the set g(Si ) is a stratum.
The boundary of a stratum S is defined to be cl (S) \ S. Note that this is different from the
topological boundary of S regarded as a subset of Rn . Since every stratum S is a finite union
of cells, and the closure of every cell is also a union of cells, the boundary of S is a finite
union of cells.
The next two lemmas constitute the core of the proof of Theorem 1. They will be proved
in Sections 3 and 4 respectively.
I Lemma 6. Let g : S → T be an injective continuous semi-algebraic map between compact
semi-algebraic sets S and T with S ⊆ T . Assume that for all x ∈ S there exists an integer
i ≥ 0 such that g i (x) ∈
/ S. Then there exists a g-invariant semi-algebraic stratification of T .
I Lemma 7. Let g : Rn → Rn be a continuous semi-algebraic map. Let K ⊆ Rn be a compact
semi-algebraic set such that for all x ∈ K there exists m ∈ N such that g m (x) ∈
/ K. Let
T ⊆ RN be a compact semi-algebraic set such that there exists a continuous semi-algebraic
surjection p : T → K ∪ g(K) and an injective continuous semi-algebraic map ge : p−1 (K) → T
such that the following diagram commutes:
e
g

p−1 (K)

p

p

K

T

g

K ∪ g(K)

Assume that there exists a ge-invariant stratification of T . Then there exists a continuous
function fe: T → R satisfying the functional equation fe(x) = fe(e
g (x)) + 1 for all x ∈ p−1 (K)
which is constant on the fibres of p.
Assuming the lemmas above we can now prove Theorem 1:
Proof of Theorem 1. We will prove that there exists a continuous function f : K ∪g(K) → R
which satisfies the functional equation f (x) = f (g(x)) + 1 for all x ∈ K. This suffices to prove
the claim, for by the Stone-Weierstraß theorem there exists a polynomial p ∈ R[x1 , . . . , xn ]
satisfying |p(x) − f (x)| < 14 for all x ∈ K. Let c = min {p(x) | x ∈ K}. Then the polynomial
h(x) = 2(p(x) − c) satisfies h(x) − h(g(x)) ≥ 1 and h(x) ≥ 0 for all x ∈ K.
By Lemma 3 there exist compact semi-algebraic sets p−1 (K) = S ⊆ T ⊆ RN , a continuous
semi-algebraic surjection p : T → K ∪ g(K), which restricts to a surjection p : S → K, and
an injective continuous semi-algebraic map ge : S → T such that p ◦ ge = g ◦ p. By Lemma 6
there exists a ge-invariant stratification of T . By Lemma 7 there exists a continuous function
fe: T → R which satisfies fe(x) = fe(e
g (x)) + 1 for all x ∈ S and is constant on fibres of p.
Define on K ∪ g(K) the function f (x) = fe(e
x) where x
e is any point in the fibre of x
e
under p. This function is well-defined since f is constant on fibres. We have for all x ∈ K:
f (x) = fe(e
x) = fe(e
g (e
x)) + 1 = f (g(x)) + 1.
The last equality uses the fact that p ◦ ge = g ◦ p, so that if p(e
x) = x then p(e
g (e
x)) = g(p(e
x)) =
g(x).
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Finally, f is continuous. Observe that we have f −1 (A) = p(fe−1 (A)) for all sets A ⊆ R.
If A is closed, then fe−1 (A) is compact, so that p(fe−1 (A)) is closed. Hence the preimage of
any closed set under f is closed, so that f is continuous.
J

3

Proof of Lemma 6

In this section we prove Lemma 6. Throughout this section S and T are compact semialgebraic subsets of Rn with S ⊆ T , and g : S → T is a continuous injective semi-algebraic
map such that for all x ∈ S there exists an integer i ≥ 0 such that g i (x) ∈
/ S.
We show that we can find a g-invariant stratification of T , in the sense of Definition 5.
The construction relies on the following standard result in real-algebraic geometry on the
existence of cellular decompositions (see, e.g., [5, Proposition 9.1.12]):
I Theorem 8. Let S ⊆ Rn be a compact semi-algebraic set. Let S1 , . . . , Sm be semi-algebraic
subsets of S. Then S admits a semi-algebraic cellular decomposition such that each Si is a
finite union of cells.
We have a semi-algebraic function

rank : T → N, rank(x) = min i ∈ N | g i (x) ∈
/S .
We can decompose T into finitely many semi-algebraic subsets

Ei = x ∈ T | g i (x) ∈
/ S and g j (x) ∈ S for all j < i .
On these sets the function rank is constant. By Theorem 8 the set T admits a semi-algebraic
cellular decomposition such that each Ei is a finite union of cells. Then rank is constant on
every cell of this cellular decomposition, so that we can assign to every cell e the number
rank(e).
Let every cell of this decomposition be a stratum. We will keep refining this stratification
until g maps strata onto strata.
A stratum A is called an injury if it is not mapped by g onto another stratum, i.e., there
does not exist another stratum A0 such that g(A) = A0 . If A is an injury which is mapped
into another stratum, i.e., there exists another stratum A0 such that g(A) ⊆ A0 , then A is
called en injury of the second kind. Otherwise it is called an injury of the first kind.
The signature of an injury A is the tuple (kind A, dim A, rank A). The injury signature
of a stratification of T is the multiset of all signatures of all injuries. Thus, if n different
injuries have the same signature, then the injury signature of the stratification contains n
copies of this signature.
I Lemma 9. If the stratification of T contains an injury of the first kind, then the decomposition can be refined such that the new injury signature is the old injury signature with
one signature of the form (1, m, k) removed and finitely many signatures added of the form
(2, l, k) with l ≤ m. Additionally, the subdivision may result in any number of injuries of the
second kind of rank k + 1 and dimension ≤ m becoming injuries of the first kind.
Proof. Let A be an injury of the first kind with dimension m and rank k.
The sets of the form g −1 (C) ∩ A where C is a stratum are semi-algebraic subsets of cl (A).
By Theorem 8 there exists a semi-algebraic cellular decomposition of cl (A) such that each
set of the form g −1 (C) ∩ A and every cell of the old cellular decomposition of cl (A) is a finite
union of cells. Replace the cellular decomposition on cl (A) with this new decomposition.
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This defines a new cellular decomposition of T that refines the old one. Remove A from the
stratification, and add all cells of the refined decomposition which are contained in A as new
strata.
The newly added strata get mapped into strata by construction, but they may still be
injuries of the second kind. Since they are contained in A they have the same rank as A and
their dimension is at most dim A. Strata that were mapped into but not onto A may no
longer be mapped into strata in the new stratification, so that they become injuries of the
first kind. Their rank is equal to rank A + 1. Since g is injective their dimension is at most
dim A.
It may be the case that there is a stratum C that was mapped onto A. Since g is
injective there is at most one such stratum. Its closure cl (C) is mapped by g onto cl (A).
Its dimension is the same as the dimension of A and its rank is rank A + 1. This stratum
would become an injury of the first kind in the new stratification. To remove this injury we
proceed as follows: Apply Theorem 8 to obtain a new cellular decomposition of cl (C) such
that each old cell which is contained in cl (C) and each set of the form g −1 (c), where c is a
cell of the old cellular decomposition of cl (A), is a finite union of cells. Remove C from the
stratification. For each of the strata Ci that have replaced A in the new stratification add
the set g −1 (Ci ) to the stratification. Then every new stratum contained in the old stratum
C gets mapped onto some Ci by construction. The new strata are homeomorphic to disks, as
they are homeomorphic images of disks under g −1 . Note that the refinement of the cellular
decomposition may change the cellular decomposition of strata that are not contained in
C, but this does not introduce new injuries, as the underlying set of these strata does not
change.
If there is a stratum C 0 that was mapped onto C, repeat this procedure with C 0 playing
the role of C and C playing the role of A. Continue in this manner until all injuries of the
first kind that arise in this way are removed. This happens after finitely many steps as the
rank of C increases by one with each repetition.
J
I Lemma 10. If the stratification of T contains an injury of the second kind, then the
decomposition can be refined such that the new injury signature is the old injury signature
with at least one signature of the form (2, m, k) removed and finitely many signatures added
of the form (i, l, k − 1).
Proof. Let A be an injury of the second kind with dimension m and rank k. By assumption
it is mapped into a stratum C.
Let A1 , . . . , As be all other injuries of the second kind that get mapped into the same
stratum C. By Theorem 8 there exists a semi-algebraic cellular decomposition of cl (C) such
that each of the sets g(A) and g(Ai ), and each of the cells of the old cellular decomposition
of cl (C) is a finite union of cells. Replace the cellular decomposition on cl (C) with this new
decomposition. This defines a new cellular decomposition of T that refines the old one. Then
C is the disjoint union of g(A), the g(Ai )’s, and a finite union of cells c1 , . . . , ck . Remove C
from the stratification and add g(A), the g(Ai )’s, and c1 , . . . , ck as new strata.
Then A and the Ai ’s are no longer injuries, as they are mapped onto strata by construction.
The ci are potentially new injuries with rank k − 1. As A is mapped into C, different strata
are disjoint, and g is injective, no stratum was mapped onto C before. For all other strata,
neither their underlying set nor the underlying set of their image has changed, so that no
further injuries are added.
J
Now all injuries can be removed by repeatedly applying the two previous lemmas in the
correct order:
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I Lemma 11. Consider the following algorithm:
1. Find a semi-algebraic cellular decomposition of T such that each cell has constant rank.
Let each cell of the decomposition be a stratum.
2. Sort the injuries of the stratification lexicographically, comparing first by dimension, then
by negative rank, and then by kind.
3. Pick a minimal element with respect to this ordering. If it is of the first kind, remove it
using the first lemma. If it is of the second kind, remove it using the second lemma.
4. If there are no injuries left, then output the stratification. Otherwise go to (2).
Then this algorithm terminates in finite time. It returns a g-invariant stratification of T .
Proof. Let N be the highest rank among all injuries. Consider the N × n matrix A =
((ai,j , bi,j )) whose entry at index (i, j) is the pair (ai,j , bi,j ) ∈ N × N where ai,j is the number
of injuries of the first kind of rank N − i and dimension j, and bi,j is the number of injuries of
the second kind of rank N − i and dimension j. Thus, the j th column of the matrix records
all injuries of dimension j and the ith row of the matrix records all injuries of rank N − i. In
each step the algorithm will process an injury which is recorded in the first non-zero entry in
the first non-zero column of the matrix A. Define the rank of a non-zero column to be the
highest rank of all injuries that are recorded in the column.
We will now show by induction on the index of the first non-zero column that the
algorithm will make the first non-zero column into a zero column in finitely many steps
without introducing injuries whose dimension is smaller than or equal to the column index
or whose rank is greater than or equal to the column rank. In particular it will make all
columns into a zero column in finitely many steps, proving termination.
If the first non-zero column is the first column of the matrix, then the algorithm will first
remove all injuries of the first kind and of highest rank. This potentially introduces new
injuries of the second kind of the same dimension and the same rank, but no further injuries.
It will then remove all injuries of the second kind and of highest rank. This potentially
introduces new injuries of any kind and any dimension, but of a rank that is strictly lower
than the column rank. Once the first non-zero entry of the column has been made into
zero, the algorithm will proceed with the next entry of the column and continue in the same
manner until the column is made into a zero column. All injuries introduced by the end of
this process have rank strictly less than the initial column rank. Their dimension is higher
than the column index since the column was assumed to be the first column in the matrix.
Now assume that we have shown the result for all column indexes strictly smaller than
j > 0. Assume that the j th column is the first non-zero column, and let (ai,j , bi,j ) be its first
non-zero entry. If ai,j > 0 then an application of one step of the algorithm decreases ai,j by
one, increases bi,j by an arbitrary amount, and potentially introduces new injuries of the
second kind in the ith row and to the left of (i, j). The algorithm will now proceed to remove
non-zero columns with smaller index than j. These columns have rank at most N − i, so
that by induction hypothesis any injuries added in the process of removing these columns
have rank strictly smaller than N − i, so that in particular the entry at index (i, j) does not
change throughout. Therefore, after finitely many steps, the first non-zero entry in the first
non-zero column will be (ai,j − 1, bi,j + c) with c ≥ 0. This shows that the value of the first
entry at index (i, j) is strictly decreasing and will hence eventually be equal to zero. Note
that at no point injuries of rank greater than or equal to N − i were introduced. If ai,j = 0
and bi,j > 0, then an application of one step of the algorithm decreases bi,j by at least one,
and potentially introduces new injuries of lower rank and any dimension. The algorithm
will proceed to remove non-zero columns of lower index, leaving the entries with index (i, j)
unaffected by induction hypothesis. Thus, after finitely many steps, the first non-zero entry
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in the first non-zero column will be (0, b0i,j ) with b0i,j < bi,j . It follows that the entry is made
into zero after finitely many steps. Again, no injuries of rank greater than or equal to N − i
were introduced. The algorithm will proceed to process the rest of the entries of the column
in the same manner until the column and all columns to the left of it are made into zero, not
introducing any injuries of rank N − i or greater.
J

4

Proof of Lemma 7

In this section we prove Lemma 7. Throughout this section, let g : Rn → Rn be a continuous
semi-algebraic map, let K ⊆ Rn be a compact semi-algebraic set such that for all x ∈ K
there exists m ∈ N such that g m (x) ∈
/ K, let T ⊆ RN be a compact semi-algebraic set, let
p : T → K ∪ g(K) be a continuous semi-algebraic surjection, and let ge : p−1 (K) → T be an
injective continuous semi-algebraic map such that the following diagram commutes:
e
g

p−1 (K)

p

p

K

T

g

K ∪ g(K)

Write S = p−1 (K). Fix a ge-invariant stratification of T .
Define a well-founded partial ordering on the strata of T as follows: S1 ≤ S2 if and only
if S1 = gem (S2 ) for some m ≥ 0. Arrange the strata in a linear chain S1 , S2 , . . . , Sm such
that i < j implies dim Si ≤ dim Sj and Sj 6≤ Si .
Let F1 = {x ∈ T | ∃x0 ∈ S1 .p(x0 ) = p(x)}. For all k = 2, . . . , m, define the set Fk =
{x ∈ T | ∃x0 ∈ Sk ∪ Fk−1 .p(x0 ) = p(x)}. Note that we have Fk ⊇ Fi and Fk ⊇ Si for all
i ≤ k.
Before we begin with the construction of fe, we record some basic properties of the sets
Sk and Fk :
I Lemma 12. The sets Fk and Fk ∪ Sk+1 are closed for all k.
Proof. The set S1 is a zero-dimensional disk and hence a singleton. The set F1 = p−1 (p(S1 ))
is closed, as S1 is compact and p is continuous.
Assume now that Fk is closed for a given k. The boundary of Sk+1 is contained in the
union of all strata of dimension < dim Sk+1 , which by definition are contained in Fk . Hence
Fk ∪ Sk+1 is closed. It then follows, using compactness of Fk ∪ Sk+1 and continuity of p, that
the set Fk+1 = p−1 (p(Fk ∪ Sk+1 )) is closed as well.
J
I Lemma 13. For all k = 1, . . . , m, the set Fk contains all fibres of p that intersect it.
Proof. Assume that there exists x0 ∈ p−1 (x) ∩ Fk . Then there exists x00 ∈ Sk ∪ Fk−1 with
p(x00 ) = x. Let x000 ∈ p−1 (x). Then p(x000 ) = x = p(x00 ) with x00 ∈ Sk ∪ Fk−1 , so that
x000 ∈ Fk .
J
I Lemma 14. For all k = 1, . . . , m, if x ∈ Fk ∩ S then ge(x) ∈ Fk .
Proof. We prove this by induction on k. We have S1 ∩ S = ∅, for if this were not the case
then we could apply ge to S1 to obtain a stratum Sj = ge(S1 ) with j > 1. This would imply
Sj ≤ S1 which directly contradicts the definition of the linear ordering on strata. It follows
that p(S1 ) ∩ K = ∅ and hence F1 ∩ S = p−1 (p(S1 )) ∩ p−1 (K) = ∅. This establishes the claim
for k = 1.
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Assume that the claim is true for k − 1. Let x ∈ Fk ∩ S. By definition of Fk there exists
x0 ∈ Sk ∪ Fk−1 with p(x0 ) = p(x). Since x is assumed to be contained in S = p−1 (K) we
have p(x0 ) ∈ K and thus x0 ∈ S, so that ge can be applied to x0 .
If x0 ∈ Fk−1 then ge(x0 ) ∈ Fk−1 . Since p ◦ ge(x0 ) = p ◦ ge(x) and Fk−1 contains all fibres
that intersect it, it follows that ge(x) ∈ Fk−1 . As Fk−1 ⊆ Fk the claim follows.
Now assume that x0 ∈ Sk . Since all strata are disjoint and S is a union of strata, the
stratum Sk is either contained in S or disjoint from S. We have seen above that x0 ∈ S, so
that Sk ⊆ S. It follows that ge can be applied to Sk . Since the stratification is ge-invariant,
the set ge(Sk ) is again a stratum, say, ge(Sk ) = Sj for some j. By definition of the ordering on
strata we have Sj ≤ Sk which implies j ≤ k, and hence Sj ⊆ Fk by definition of Fk . Thus,
ge(x0 ) ∈ Fk . Since p ◦ ge(x0 ) = p ◦ ge(x) and Fk contains all fibres that intersect it, it follows
that ge(x) ∈ Fk .
J
We prove by induction on k that there exists a continuous function fe: Fk → R which
satisfies the functional equation fe(x) = fe(e
g (x)) + 1 for all x ∈ Fk ∩ S and is constant on all
fibres of p which intersect Fk . Note that by Lemma 14, if x ∈ Fk ∩ S then ge(x) ∈ Fk , so that
fe(e
g (x)) is defined, and it makes sense to ask that fe satisfy the functional equation in x.
The stratum S1 is necessarily a 0-cell and minimal with respect to the ordering on strata.
In particular we have S1 ∩ S = ∅ and hence F1 ∩ S = ∅ (see also the proof of Lemma 14
above). Put fe(x) = 0 on F1 . Then clearly fe has all the required properties, as the functional
equation is only required to hold for points in S.
Assume that fe: Fk → R has been defined. We want to extend fe to Fk+1 . Either Sk+1 is
minimal with respect to the ordering or it is mapped by ge onto some Si with i ≤ k.
If Sk+1 is minimal with respect to the ordering on strata, then Sk+1 is not contained in S.
Extend fe continuously from Fk ∩ cl (Sk+1 ) to all of Sk+1 , ensuring that p(x) = p(x0 ) implies
fe(x) = fe(x0 ). This can be achieved as follows: By assumption the map fe is defined and
constant on all fibres of p which intersect Fk , so that we obtain a well-defined continuous map
ϕ : p(Fk ∩ cl (Sk+1 )) → R by letting ϕ(p(x)) = fe(x). By the Tietze extension theorem the
map ϕ extends continuously to p(cl (Sk+1 )). Then letting fe(x) = ϕ(p(x)) on Sk+1 yields the
desired function. This extension is continuous by definition. It still satisfies the functional
equation since no points in S were added to its domain.
We hence have a continuous map fe: Fk ∪ Sk+1 → R which factors through a continuous
map f : p(Fk ∪ Sk+1 ) → R. This yields a continuous extension to Fk+1 , by letting fe(x) =
f ◦ p(x) for all x ∈ Fk+1 .
The extension still satisfies the functional equation: Let x ∈ Fk+1 . Then there exists
x0 ∈ Sk+1 ∪ Fk with p(x0 ) = p(x). If x0 ∈ Sk+1 then x0 ∈
/ S by minimality of Sk+1 , so there
is no constraint on fe(x0 ). If x0 ∈ Fk then the functional equation fe(x0 ) = fe(e
g (x0 )) + 1 is
e
satisfied by induction hypothesis. This yields the functional equation for x as f is constant
on fibres and ge sends fibres to fibres.
This concludes the case where Sk+1 is minimal with respect to the ordering on strata.
Let us now assume that ge(Sk+1 ) = Si for some i.
On Sk+1 , put fe(x) = fe(e
g (x)) + 1. Then clearly fe is continuous and satisfies the functional
equation on Sk+1 . To show that it is continuous on Sk+1 ∪ Fk it suffices to show that it is
continuous on the closure of Sk+1 . Thus, let (xn )n be a sequence in Sk+1 which converges
to x ∈ Fk . The set S is closed, so that x ∈ S. As ge(xn ) ∈ Fk and Fk is closed, we have
ge(x) ∈ Fk . By definition we have fe(xn ) = fe(e
g (xn )) + 1. Since fe is continuous on Fk by
induction hypothesis we have fe(e
g (xn )) → fe(e
g (x)). Hence, fe(xn ) → fe(e
g (x)) + 1 = fe(x) where
the equality holds because the functional equation is satisfied on Fk by induction hypothesis.
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On Fk+1 , let fe(x) = fe(x0 ) where x0 ∈ Sk+1 and p(x0 ) = p(x). As above, the extension to
Fk+1 is well-defined and continuous.
It remains to show that the extension satisfies the functional equation on Fk+1 ∩ S. Let
x ∈ Fk+1 ∩ S. Then p(x) = p(x0 ) where x0 ∈ Sk+1 ∪ Fk . If x0 ∈ Fk then the functional
equation fe(x) = fe(e
g (x)) + 1 is satisfied by the same argument as above. If x0 ∈ Sk+1 then
the functional equation fe(x0 ) = fe(e
g (x0 )) + 1 is satisfied by construction. By construction,
0
0
e
e
e
e
g (x )) = f (e
g (x)) since ge(x0 ) ∈ Fk , the set Fk contains all fibres that
f (x ) = f (x) and f (e
intersect it, and fe is constant on fibres.

5

Decidability of termination in the case of linear updates

Theorem 1 raises the question whether the existence of a ranking function or, equivalently,
termination is decidable for compact semi-algebraic K and continuous semi-algebraic update
g : Rn → Rn . We can answer this affirmatively in the case where g is linear:
I Theorem 15. There exists an algorithm which receives as input a compact semi-algebraic
set K ⊆ Rn , encoded as a finite boolean combination of rational polynomial inequalities, and
a linear map A : Rn → Rn , encoded as a rational matrix, and decides whether for all x ∈ K
there exists i ∈ N such that Ai x ∈
/ K.
Proof. If every point of K escapes K under A in finitely many steps, then by Proposition 2
there exists a constant M ∈ N such that every point of K escapes K in at most M steps.
For a fixed m ∈ N, the statement that every point of K escapes K in at most m steps is a
sentence in the first-order theory of the reals and hence decidable. It follows that we can
semi-decide if every point escapes K under A.
We will show in Theorem 18 below that the existence of a point in K which does not
escape K under A implies the existence of a semi-algebraic invariant for A in K, i.e., a
semi-algebraic set S ⊆ K with A(S) ⊆ S. The statement that there exists a semi-algebraic
invariant which can be expressed as a boolean combination of m inequalities involving
polynomials of degree at most d is a sentence in the first-order theory of the reals and hence
decidable. It follows that the existence of a non-escaping point is semi-decidable as well. J
More generally, termination is decidable for affine maps, i.e., maps of the form g(x) =
Ax + b where A is an n × n-matrix and b is an n-dimensional vector:
I Corollary 16. There exists an algorithm which receives as input a compact semi-algebraic
set K ⊆ Rn , encoded as a finite boolean combination of rational polynomial inequalities, and
an affine map A : Rn → Rn , encoded by a rational matrix, and decides whether for all x ∈ K
there exists i ∈ N such that Ai x ∈
/ K.
Proof. Let A(x) = B(x) + c. Apply Theorem 15 to the compact semi-algebraic set K × {1} ⊆
e z) = (B(x) + cz, z).
Rn+1 and the linear map A(x,
J
Note that the decision procedure in the proof of Theorem 15 combines two unbounded
searches, one of which is guaranteed to terminate. We hence do not obtain any non-trivial
upper bound on the computational complexity of deciding termination.
To complete the proof of Theorem 15 we require the following version of Kronecker’s
theorem, as stated in [15, Corollary 3.1]:
I Lemma 17. Let λ1 , . . . , λf be complex numbers of modulus one. Consider the free abelian
group
n
o
v
L = (v1 , . . . , vf ) ∈ Zf | λv11 · · · · · λff = 1 .
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Let {`1 , . . . , `p } be a basis of this group. Then L is a free abelian group with a finite basis
{`1 , . . . , `p }. Let

T = (z1 , . . . , zf ) ∈ Cf | |z1 | = · · · = |zf | = 1, (z1 · · · · · zf )`i = 1 for all i = 1, . . . , p .
Then the sequence (λs1 , . . . , λsf )s∈N is dense in T .
I Theorem 18. Let K ⊆ Rn be a compact semi-algebraic set and let A : Rn → Rn be a
linear map. Assume that there exists x ∈ K such that Ai x ∈ K for all i ∈ N. Then there
exists a closed semi-algebraic set S ⊆ K with A(S) ⊆ S.
Proof. By choosing an appropriate basis of Rn we may assume that A is given as a matrix
in real Jordan normal form, i.e., A can be written as


A1


A2




.
..


Al
where the Ak ’s are Jordan blocks

Λk I

Λk I


..
..
Ak = 
.
.


Λk I

of the form








Λk
where, by slight abuse of notation, Λk is either a real eigenvalue or a 2×2-matrix corresponding
to a pair of complex conjugate eigenvalues, and I is either the number 1 or the 2 × 2-identity
matrix. The sth iterate of Ak is given by:
 s

 s−1
 s−2

s
s
Λk
. . . dks−1 Λks−dk +1
1 Λk
2Λk


s
s−1
Λsk
. . . dks−2 Λks−dk +2 


1 Λk


s
.
.
.

.
..
..
..
Ak = 




s
s−1


Λsk
Λ
k
1
Λsk
Here, dk denotes the size of the Jordan block, i.e., the number of Λk ’s.
Let x ∈ K be a point whose orbit under A does not escape K. Fix a Jordan block Ak
as above. Let xk = (xk0 , . . . , xkdk −1 ) be the corresponding component of x. Again by slight
abuse of notation, xki denotes a number if Λk is a number and a 2-dimensional vector if Λk
is a 2 × 2-matrix.
If 
Λk is real,
 let |Λk | be the absolute value of Λk . If Λk is a 2 × 2-matrix, then we have
√
a −b
Λk =
. In this case, let |Λk | = a2 + b2 .
b a
If |Λk | > 1 then we claim that xk = (0, . . . , 0). Indeed, if xki 6= 0, then the ith component
s
of Ask (xk ) is of the form Λsk xki + O(|Λs−1
k |). Hence, the euclidean distance of A x to 0 is
s
unbounded as s → ∞, contradicting the assumption that the sequence A x stays in the
compact set K.

If |Λk | < 1 then each of the expressions si Λs−i
converges to zero as s → ∞, so that
k
Ask xk → 0 as s → ∞.
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If |Λk | = 1 then we claim that xk = (xk0 , 0, . . . , 0). Indeed, the first component of As xk is
equal to
Λsk x0

+

dX
k −1 
i=1


s s−i k
Λ x .
i k i


k
k
For large s the term si Λs−i
k xi with the largest i where xi 6= 0 dominates the whole expression.
If i 6= 0 then the expression is unbounded as s → ∞. The claim follows.
Permute the basis vectors such that A is given in the new basis as


Λ1


Λ2




.
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Λf
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A’

Where Λ1 , . . . , Λf correspond to all the real and complex eigenvalues of A of modulus one,
so that (As x)i → 0 for all i ≥ f + 1.
Let


Λ1


Λ2




..


.




Ā = 
Λf





0




..


.
0
Then we have AĀs x = Ās+1 x, so that the orbit of x under Ā is invariant under A. Since A
is continuous, the closure of the orbit is still invariant under A. We will now show that the
closure of the orbit is a semi-algebraic set.
We can associate with each Λi with i ≤ f a complex algebraic number λi of modulus one.
Let
n
o
v
L = (v1 , . . . , vf ) ∈ Zf | λv11 · · · · · λff = 1 .
Then L is a free abelian group with a finite basis {`1 , . . . , `p }. Let

T = (z1 , . . . , zf ) ∈ Cf | |z1 | = · · · = |zf | = 1, (z1 · · · · · zf )`i = 1 for all i = 1, . . . , p
Then T is a complex algebraic set and by Lemma 17 the sequence (λs1 , . . . , λsf ) is dense in
T . This yields a real algebraic subset T 0 of Rn×n such that Ās is dense in T 0 . The matrix
evaluation map Rn×n × Rn → Rn is a polynomial map, so that the image of T 0 × {x} under
this map is a semi-algebraic subset of Rn . But this is the same as the closure of the orbit of
x under Ā.
We have now shown that the closure S of the orbit of x under Ā is a semi-algebraic
invariant for A. It remains to show that S is contained in K. The above argument establishes
that the iterates Ās x are dense in S. Now, A can be written as A = Ā + B with As = Ās + B s
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and B s x → 0 as s → ∞. Since the iterates Ās x are dense in S, for every y ∈ S there exists
a sequence (sk )k with Āsk x → y as k → ∞. It follows that Ask x = Āsk x + B sk x → y as
k → ∞. By assumption Ask x ∈ K for all k, and since K is closed it follows that y ∈ K. We
conclude that S ⊆ K.
J

6

Conclusion

We have shown, by non-constructive means, that a single-path loop with continuous semialgebraic update function and compact semi-algebraic guard set terminates over the reals if
and only if it has a polynomial ranking function. In the case of an affine update we have
shown the existence of a polynomial ranking function to be decidable by proving that any
non-terminating loop of this form admits a semi-algebraic invariant.
This naturally suggests the question whether the existence of a polynomial ranking
function can be decided for non-linear updates as well. A sufficient condition for decidability
which may be of independent interest is whether an analogue of Theorem 18 holds true for
certain classes of non-linear maps, say for instance whether any non-terminating polynomial
loop with compact guard admits a semi-algebraic invariant.
Further, it would be interesting to study the computational complexity of deciding
termination in the case of affine updates. Our decidability proof unfortunately does not yield
any non-trivial complexity bounds.
Another direction of future research is to ascertain whether Theorem 1 generalises to setvalued semi-algebraic updates with appropriate continuity properties. Also the boundedness
assumption on the guard set deserves to be further scrutinised. While the examples after
Theorem 1 show that closedness is necessary for the existence of a continuous ranking function
and that boundedness is necessary for the existence of a polynomial ranking function, it
seems reasonable to conjecture that a terminating semi-algebraic loop with a closed but not
necessarily bounded guard has, say, a piecewise-linear ranking function.
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Abstract
We address the separability problem for straight-line string constraints. The separability problem
for languages of a class C by a class S asks: given two languages A and B in C, does there exist a
language I in S separating A and B (i.e., I is a superset of A and disjoint from B)? The separability
of string constraints is the same as the fundamental problem of interpolation for string constraints.
We first show that regular separability of straight line string constraints is undecidable. Our second
result is the decidability of the separability problem for straight-line string constraints by piece-wise
testable languages, though the precise complexity is open. In our third result, we consider the
positive fragment of piece-wise testable languages as a separator, and obtain an ExpSpace algorithm
for the separability of a useful class of straight-line string constraints, and a Pspace-hardness
result.
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1

Introduction

The string data type is widely used in almost all modern programming and scripting
languages. Many of the well-known security vulnerabilities such as SQL injections and crosssite scripting attacks are often caused by an improper handling of strings. The detection of
such vulnerabilities is usually reduced to the satisfiability of a formula which is then solved
by SMT solvers (e.g., [39, 40, 46, 30]). Therefore, string constraints solving has received
considerable attention in recent years (e.g. [13, 12, 27, 46, 47, 42, 28, 26, 1, 30, 10, 25]) and
this has led to the development of many efficient string solvers such as HAMPI [27], Z3-str3
[9], CVC4 [28, 29, 38], S3P [42, 43], Trau [1, 2, 5], SLOTH [25] and OSTRICH [14].
In spite of these advances, most of these tools do not provide any completeness guarantees.
The foundational question regarding the decidability of string solving for a large class of
string constraints has several challenges to be overcome. A major difficulty is that any
reasonably expressive class of string constraints is either undecidable, or has its decidability
status open for several years [20, 21, 22]. In fact, the satisfiability problem is undecidable
even for the class of string constraints with concatenation (useful to model assignments in the
© Parosh Aziz Abdulla, Mohamed Faouzi Atig, Vrunda Dave, and Shankara Narayanan Krishna;
licensed under Creative Commons License CC-BY
31st International Conference on Concurrency Theory (CONCUR 2020).
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program) and transduction (useful to model sanitisation and replacement operations) [14].
A direction of research is to find meaningful and expressive subclasses of string constraints
for which the satisfiability problem is decidable (e.g., [3, 5, 21, 30, 25, 12]). An interesting
subclass, that has been studied extensively, is that of straight-line (SL) string constraints
(e.g., [25, 14, 30, 25, 12]). The SL fragment was introduced by Barceló and Lin in [30].
Roughly, an SL constraint models the feasibility of a path of a string-manipulating program
that can be generated by symbolic execution. The satisfiability of the SL fragment was shown
to be EXPSPACE-complete in [30] and forms the basis of many of the tools above [25, 12].
In this paper, we focus on the fundamental problem of interpolation/separability for
the SL fragment of string constraints. An interpolant for a pair of formulas A, B is a
formula over their common vocabulary that is implied by A and is inconsistent with B. The
Craig-Lyndon interpolation technique is very well-known in mathematical logic. McMillan
[32] in his pioneering work, has also recognized interpolation as an efficient method for
automated construction of abstractions of systems. Interpolation based algorithms have
been developed for a number of problems in program verification [32, 33, 34]. Interpolation
procedures have been implemented by many solvers for the theories most commonly used in
program verification like linear arithmetic, uninterpreted functions with equality and some
combination of such theories. In most of these algorithms, the interpolants were simple. The
interpolation technique can also be used to check the unsatisfiability. In fact, the existence
of an interpolant for formulas A and B implies the unsatisfiability of A ∧ B.

The notion of separators in formal language theory is the counterpart of interpolants
in logic. The separability problem for languages of a class C by a class S asks: given two
languages I, E ∈ C, does there exist a language S ∈ S separating I and E? That is, I ⊆ S
and S ∩ E = ∅. The language S is called the separator of I, E. Separability is a classical
problem of fundamental interest in theoretical computer science, and has recently received a
lot of attention. For instance, regular separability has been studied for one-counter automata
[16], Parikh automata [15], and well-structured transition systems [17]. In the following, we
use the terms interpolant or separator of two SL string constraints to mean the same thing,
since the solutions of a string constraint can be interpreted as a language.
In this paper, we first show that any string constraint φ can be written as the conjunction
of two SL string constraints A and B. Therefore, the interpolation problem for the pair A
and B can be used to check the unsatisfiability of the string constraint φ. (Recall that the
satisfiability problem for general string constraints is undecidable [14].)
Then, we consider the regular separability problem for SL string constraints. We show
that this problem is undecidable (Theorem 2) by a reduction from the halting problem of
Turing Machines. The main technical difficulty here is to ensure that the encoding of a
sequence of configurations of a Turing machine results in SL string constraints.
Due to this undecidability, we focus on the separability problem of SL string constraints by
piece-wise testable languages (PTL). A PTL is a finite Boolean combination of special regular
languages called piece languages of the form Σ∗ a1 Σ∗ a2 . . . Σ∗ an Σ∗ , where all aj ∈ Σ. PTL is
a well-studied class of languages in the context of the separability problem (e.g. [36, 18, 19]).
Furthermore, among the various separator classes considered in the literature, the class
of piecewise testable languages (PTL) seems to be the most tractable: PTL-separability
of regular languages is in PTIME [36, 18]. To decide the PTL-separability of SL string
constraints, we first encode the solutions of an SL string constraint as the language of
an Ordered Multi-Pushdown Automaton (OMPA) (Section 4.1). Then, we show that the
PTL-separability of SL constraints can be reduced to the PTL-separability of OMPAs. To
show the decidability of the latter problem, we first prove that the language of an OMPA: (1)
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str old = real_escape_string(oldIn);
str new1 = real_escape_string(newIn1);
str new2 = real_escape_string(newIn2);
str pass = database_query("SELECT password FROM users WHERE userID=" userID);
if (old == pass AND new1 == new2 AND new1 != old )
if (newIn1==newIn2 AND newIn1 != oldIn)
str query = "UPDATE users SET password=" + new1 + "WHERE userID=" + userID;
database_query(query);
Figure 1 A pseudo PHP code for changing password.

is a full trio [23] and (2) has a semilinear Parikh image. Using (1), we obtain the equivalence
of the PTL separability problem and the diagonal problem for OMPAs from [19], where the
equivalence has been shown to hold for full trios. Next, the decidability of PTL-separability
problem for OMPAs is obtained from the decidability of the diagonal problem for OMPAs:
the latter is obtained using (2) and [19] where the decidability of the diagonal problem has
been shown for languages having a semilinear Parikh image. As a corollary of these results,
we obtain the decidability of the PTL-separability problem for SL string constraints and
OMPAs; however the exact complexity is still an open question. In fact, it is an open problem
in the case of OMPAs with one stack (i.e., Context-Free Languages (CFLs)) [19].
Given the complexity question, we propose the class of positive piecewise testable languages
(PosPTL) as separators. PosPTL is obtained as a negation-free Boolean combination of piece
languages. As a first result (Theorem 12) we show that deciding PosPTL-separability for
any language class has a very elegant proof: it suffices to check if the upward (downward)
closure of one of the languages is disjoint from the other language. Using this result, we prove
the PSPACE-completeness of the PosPTL-separability for CFLs, thereby progressing on the
complexity front with respect to a problem which is open in the case of PTL-separability for
CFLs. Then, we focus on a class of SL string constraints where the variables used in outputs
of the transducers are independent of each other. This class contains SL string constraints
with functional transducers (computing partial functions, by associating at most one output
with each input). We prove the decidability and EXPSPACE membership for the PosPTLseparability of this class by first encoding the solutions of string constraints as outputs of two
way transducers (2NFT), and then proving the decidability of PosPTL-separability for 2NFT.
Due to lack of space, missing proofs of all results can be found in the full version [4].
As a practical motivation of PosPTL (and PTL), consider the following pseudo-PHP code
in Figure 1 obtained as a variation of the code at [31]. In this code, a user is prompted
to change his password by entering the new password twice. In this code, database_query
represents the function which executes the query given as its parameter. We use ‘+’ operator
as concatenation of strings and variables (variables are represented using blue color). The
user inputs the old password oldIn and the new password twice : newIn1 and newIn2. These
are sanitized and assigned to old, new1 and new2 respectively. The old sanitized password is
compared with the value pass from the database to authenticate the user, and also with the
new sanitized password to check that a different password has been chosen, and finally, the
sanitized new passwords entered twice are checked to be the same.
Sanitization ensures that there are no SQL injections. To ensure the absence of SQL
attacks, we require that the query query does not belong to a regular language Bad of bad
patterns over some finite alphabet Σ (i.e., the program is safe). This safety condition can be
expressed as the unsatisfiability of the following formula ϕ given by
new1 = T(newIn1) ∧ new2 = T(newIn2) ∧ old = T(oldIn) ∧ new1 = new2 ∧pass = old∧
old 6= new1 ∧ newIn1 = newIn2 ∧ query = u · new1 · v · userID ∧ query ∈ Bad.

CONCUR 2020

16:4

On the Separability Problem of String Constraints
Note that the check new1 = new2 has to be done by the server to ensure the sanitized new
passwords entered twice are same; however, the check newIn1 = newIn2 is not redundant,
since it can happen that post sanitization, the passwords may agree, but not before. The
sanitization on lines 1, 2 and 3 is represented by the transducer T and u, v are the constant
strings from line 7. It is easy to see that the program given here is safe iff the formula ϕ
is unsatisfiable. Observe that the formula ϕ is not in the straight line fragment [30] since
variable new1 has two assignments. Further, it also has a non-benign chain making it fall out
of the fragment of string programs handled in [5]. However the formula ϕ can be rewritten
as a conjunction of the two formula ϕ1 and ϕ2 in straight-line form where
ϕ1 : new1 = T(newIn1) ∧ old = T(oldIn) ∧ pass = old ∧ query = u · new1 · v · userID ∧ query ∈ Bad
ϕ2 : new2 = T(newIn2) ∧ new1 = new2 ∧ old 6= new1 ∧ newIn1 = newIn2.

It is easy to see that the program is safe if solution sets of ϕ1 and ϕ2 are separable by
some PosPTL set, in that case, we can say that there is no solution which is common to ϕ1
and ϕ2 and thus ϕ = ϕ1 ∧ ϕ2 is unsatisfiable.

Related work. The satisfiability problem for string constraints is an active research area
and there is a lot of progress in the last decade (e.g., [37, 27, 30, 12, 14, 5, 21, 22, 3, 45]). An
interpolation based semi-decision procedure for string constraints has been proposed in [3].
As far as we know, this is the first time the separability problem has been studied in the
context of string constraints.

2

Preliminaries

Notations. Let [i, j] denote the set {i, . . . , j} for i, j ∈ N. Let Σ be a finite alphabet. Σ∗
denotes the set of all finite words over Σ and Σ+ denotes Σ∗ \{} where  is the empty word.
We denote Σ ∪ {} by Σ . Let u ∈ Σ∗ . We use uR to denote the reverse of u. The length of
the word u is denoted |u| and the ith symbol of u by u[i]. Given two words u ∈ Σ∗ and v ∈ Σ∗ ,
we say that u is a subword of v (denoted u  v) if there is a mapping h : [1, |u|] 7→ [1, |v|]
such that (1) u[i] = v[h(i)] for all i ∈ [1, |u|], and (2) h(i) < h(j) for all i < j.
(Multi-tape)-Automata. A Finite State Automaton (FSA) over an alphabet Σ is a tuple
A = (Q, Σ, δ, I, F ), where Q is a finite set of states, δ ⊆ Q × Σ × Q is a set of transitions,
and I ⊆ Q (resp. F ⊆ Q ) are the initial (resp. accepting) states. A accepts a word w iff
there is a sequence q0 a1 q1 a2 · · · an qn such that (qi−1 , ai , qi ) ∈ δ for all 1 ≤ i ≤ n, q0 ∈ I,
qn ∈ F , and w = a1 · · · · · an . The language of A, denoted L(A), is the set all accepted words.
Given n∈N, a n-tape automaton T is an automaton over the alphabet (Σ )n . It recognizes
the relation R(T )⊆(Σ∗ )n that contains the n-tuple of words (w1 , w2 , . . . , wn ) for which there is
a word (a(1,1) , a(2,1) , . . . , a(n,1) ) · · · (a(1,m) , a(2,m) , . . . , a(n,m) )∈L(T ) with wi = a(i,1) ·· · ··a(i,m)
for all i ∈ {1, . . . , n}. A transducer is a 2-tape automaton.
Well-quasi orders. Given a (possibly infinite set) C, a quasi-order on C is a reflexive and
transitive relation v⊆ C × C. An infinite sequence c1 , c2 , . . . in C is said to be saturating
if there exists indices i < j s.t. ci v cj . A quasi-order v is said to be a well-quasi order
(wqo) on C if every infinite sequence in C is saturating. Observe that the subword ordering
 between words u, v over a finite alphabet Σ is well-known to be a wqo on Σ∗ [24].
Upward and Downward Closure: Given a wqo v on a set C, a set U ⊆ C is said to be
upward closed if for every a ∈ U and b ∈ C, with a v b, we have b ∈ U . The upward
closure of a set U ⊆ C is defined as U ↑ = {b ∈ C | ∃a ∈ U, a v b}. It is known that every
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upward closed set U can be characterized by a finite minor. A minor M ⊆ U is s.t. (i)
for each a ∈ U , there is a b ∈ M s.t. b v a, and (ii) for all a, b ∈ M s.t. a  b, we have
a = b. For an upward closed set U , let min be the function that returns the minor of U .
Downward closures are defined analogously. The downward closure of a set D ⊆ C is defined
as D↓ = {b ∈ C | ∃a ∈ D, b v a}. The notion of subword relation and thus upward and
downward closures naturally extends to n-tuples of words. The subword relation here is
component wise i.e. (u1 , . . . , un ) n (v1 , . . . , vn ) iff ui  vi for all i ∈ [1, n].
String Constraints. An atomic string constraint ϕ over an alphabet Σ and a set of string
variables X is either: (1) a membership constraint of the form x ∈ L(A) where x ∈ X and A
is a FSA (i.e., the evaluation of x is in the language of a FSA A over Σ), or (2) a relational
constraint of the form (t0 , t) ∈ R(T ) where t and t0 are string terms (i.e., concatenation of
variables in X ) and T is a transducer over Σ, and t and t0 are related by a relation recognised
by the transducer T . (t0 , t) ∈ R(T ) can also be written as t0 = T (t), that is, T produces t0 as
the output on input t. For a given term t, |t| denotes the number of variables appearing in t.
A string constraint Ψ is a conjunction of atomic string constraints. We define the semantics
of string constraints using a mapping η, called evaluation, that assigns for each variable a
word over Σ. The evaluation η can be extended in the straightforward manner to string
terms as follows η(t1 · t2 ) = η(t1 ) · η(t2 ). We extend also η to atomic constraints as follows:
(1) η(x ∈ L(A)) = > iff η(x) ∈ L(A), and (2) η((t, t0 ) ∈ R(T )) = > iff (η(t), η(t0 )) ∈ R(T ).
The truth value of Ψ for an evaluation η is defined in the standard manner. If η(Ψ) = >
then η is a solution of Ψ, written η |= Ψ. The formula Ψ is satisfiable iff it has a solution.
k
V
A string constraint is said to be Straight Line1 (SL) if it can be rewritten as Ψ0 ∧
ϕi
i=1

where Ψ0 is a conjunction of membership constraints, and ϕ1 , . . . , ϕk are relational constraints
such that (1) there is a sequence of different string variables x1 , x2 , . . . , xn with n ≥ k, and
(2) ϕi is of the form (xi , ti ) ∈ R(Ti ) such that if a variable xj is appearing in ti then j > i.
A string constraint in the SL form is called an SL formula. Observe that any string formula
can be rewritten as a conjunction of two SL formulas (by using extra-variables).
I Lemma 1. Given a string constraint Ψ, it is possible to construct two SL string constraints
Ψ1 and Ψ2 such that Ψ is satisfiable iff Ψ1 ∧ Ψ2 is satisfiable.
Let Ψ be a string constraint and x1 , . . . , xn be the set of variables appearing in Ψ. We use
L(Ψ) to denote the language of Ψ which consists of the set of n-tuple of words (u1 , . . . , un )
such that there is an evaluation η with η(Ψ) = > and η(xi ) = ui for all i ∈ [1, n].
The Separability Problem. Given two classes of languages C and S, the separability problem
for C by the separator class S is defined as follows: Given two languages I and E from the
class C, does there exist a separator S ∈ S such that I ⊆ S and E ∩ S = ∅.

3

Regular Separability of String Constraints.

Let Σ be an alphabet and k, n be two natural numbers. A set R of n-tuples of words over Σ
is said to be regular (REG) iff there is a sequence of finite-state automata A(i,1) , . . . , A(i,n)
Sk
for every i ∈ [1, k] such that R= i=1 [L(A(i,1) ) × · · · × L(A(i,n) )]. The REG separability
1

In [30], the authors consider Boolean combinations of membership constraints. Our results can be
extended to handle such formulas. In [30], they also consider constraints of the form x = t. Such
constraints can be encoded using our relational constraints.
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problem for string constraints consists in checking for two given string constraints Ψ and
Ψ0 over the string variables x1 , . . . , xn whether there is a regular set R ⊆ (Σ∗ )n such that
L(Ψ) ⊆ R and R ∩ L(Ψ0 ) = ∅.
The regular separability problem is undecidable in general. This can be seen as an immediate corollary of the fact that the satisfiability problem of string constraints is undecidable
[35, 14] even for a simple formula of the form (x, x) ∈ R(T ) where T is a transducer and x is
a string variable. To see why, consider Ψ to be (x, x) ∈ R(T ) and Ψ0 such that L(Ψ0 ) = Σ∗ .
It is easy to see that Ψ0 and Ψ are separable by a regular set iff Ψ is unsatisfiable. In the
following, we show a stronger result, namely that this undecidability still holds even for REG
separability between two SL formulas.
I Theorem 2. The REG separability problem is undecidable even for SL string constraints.

4

PTL-Separability of String Constraints

Given the undecidability of REG separability, we focus on the separability problem using
piece-wise testable languages (PTL). We show that the problem is in general undecidable
and then we show its decidability in the case of SL formulas. The undecidability proof
is exactly the same as in the case of the REG separability (since Σ∗ is a PTL) while the
decidability proof is done by reduction to its corresponding problem for the class of Ordered
Multi Pushdown Automata (OMPA) [7, 11] (which we show its decidability). In the rest of
this section, we first recall the definition of PTL and extend it to n-tuples of words. Then,
we define the class of OMPAs and show the decidability of its separability problem by PTL.
Finally, we show the decidability of the separability problem for SL formulas by PTL.
Piece-wise testable languages. Let Σ be an alphabet. A piece-language is a regular
language of the form Σ∗ a1 Σ∗ a2 Σ∗ . . . Σ∗ ak Σ∗ where a1 , a2 , . . . , ak ∈ Σ. The class of piecewise
testable languages (PTL) is defined as a finite Boolean combination of piece languages [41].
We can define PTL for an n-tuple alphabet with n ∈ N, as follows: The class of PTL over
n-tuple words (denoted n-PTL) is defined as the finite Boolean combination of languages of
the form (Σ∗ )n v1 (Σ∗ )n · · · (Σ∗ )n vk (Σ∗ )n where vi ∈ (Σ )n for all i ∈ [1, k].
Ordered Multi Pushdown Automata. Let Σ be a finite alphabet and n ≥ 1 a natural
number. Ordered multi-pushdown automata extend the model of pushdown automata
with multiple stacks. An n-Ordered Multi Pushdown Automaton (OMPA or n-OMPA)
is a tuple A = (Q, Σ, Γ, δ, Q0 , F ) where (1) Q, Q0 and F are finite sets of states, initial
states and final states, respectively, (2) Γ is the stack alphabet and it contains the special
symbol ⊥, and (3) δ is the transition relation. OMPA are restricted in a sense that pop
operations are only allowed from the first non-empty stack. A transition in δ is of the form
(q, ⊥, . . . , ⊥, Aj , , . . . , ) →a (q 0 , γ1 , . . . , γn ) where Aj ∈ Γ represents the symbol that will
be popped from the stack j on reading the input symbol a ∈ Σ , and γi ∈ Γ∗ represents
the sequence of symbols which is going to be pushed on the stack i. The condition that
A1 = . . . = Aj−1 = ⊥ (resp. Aj+1 = . . . = An = ) corresponds to the fact that the stacks
1, . . . , j − 1 (resp. j + 1, . . . , n) are required to be empty (resp. inaccessible).
A configuration of A is of the form (q, w, α1 , . . . , αn ) where q ∈ Q, w ∈ Σ∗ and
α1 , . . . , αn ∈ (Γ \ {⊥})∗ · {⊥}. The transition relation → between the set of configurations of
A is defined as follows: Given two configurations (q, w, α1 , . . . , αn ) and (q 0 , w0 , α10 , . . . , αn0 ),
we have (q, w, α1 , . . . , αn ) → (q 0 , w0 , α10 , . . . , αn0 ) iff there is a transition (q, A1 , . . . , An ) →a
(q 0 , γ1 , . . . , γn ) ∈ δ such that w = aw0 and αi0 = γi ui where αi = Ai ui for all i ∈ [1, n]. We
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use →∗ to denote the transitive and reflexive closure of →. A word w ∈ Σ∗ is accepted
by A if there exists a sequence of configurations c1 , . . . , cm such that: (1) c1 is of the form
(q0 , w, ⊥, . . . , ⊥), with q0 ∈ Q0 , (2) cm is of the form (qf , , ⊥, . . . , ⊥), with qf ∈ F , and (3)
ci → ci+1 for all i ∈ [1, m − 1]. The language of A (denoted by L(A)) is defined as the set of
words accepted by A. The languages accepted by OMPA are referred to as OMPL.
In the following, we show that the separability problem for OMPL by PTL is decidable.
As a first step, we show that the class of OMPL forms a full trio [23, 19]. We first recall
the definition of a full-trio. Let L be a language over an alphabet A, and let B ⊆ A. The
B-projection of a word w ∈ A∗ is the longest scattered subword containing only symbols
from B. For example, if A = {a, b, c}, B = {b, c}, then the B-projection of w = ababac is bbc.
The B-upward closure of L is the set of all words that can be obtained by taking a word
in L and padding it with symbols from B. For example, if L = {w} for w as above, then
the B-upward closure of L is the set B ∗ aB ∗ bB ∗ aB ∗ bB ∗ aB ∗ cB ∗ . A class of languages C is
a full trio if it is effectively closed under (1) B-projection for every finite alphabet B, (2)
B-upward closure for every finite alphabet B, and (3) intersection with regular languages.
I Lemma 3. The class of OMPLs forms a full trio.
To connect the PTL separability problem of SL string constraints to that of OMPL,
we first use lemma 4. Lemma 4 states that the PTL separability problem for OMPL is
equivalent to the diagonal problem for OMPL. We recall the diagonal problem [19]. Fix a
class of languages C as above and a language L ∈ C over alphabet Σ = {a1 , . . . , an }. Assume
an ordering a1 < · · · < an on Σ. For a ∈ Σ and w ∈ L, let #a (w) denote the number of
occurrences of a in w. The Parikh image of w is the n-tuple (#a1 (w), . . . , #an (w)). The
Parikh image of L is the set of all Parikh images of words in L. An n-tuple (m1 , . . . , mn ) ∈ Nn
is dominated by another n-tuple (d1 , . . . , dn ) iff mi ≤ di for all 1 ≤ i ≤ n. The diagonal
problem for C is the decision problem, which, given as input, a language L from C asks
whether each n-tuple (m, . . . , m) ∈ Nn is dominated by some Parikh image of L.
I Lemma 4. The PTL-separability and diagonal problems are equivalent for OMPLs.
Proof. This equivalence has been shown for full trios in [19] and by Lemma 3, OMPLs form
a full trio.
J
I Lemma 5. Each language L in OMPL has a semilinear Parikh image and its representation
can be effectively computable.
I Theorem 6. Given two OMPAs A1 and A2 , checking whether there is a PTL L such that
L(A1 ) ⊆ L and L ∩ L(A2 ) = ∅ is decidable.
Proof. The proof follows from Lemmas 5, 4 and [19], from where we know that the diagonal
problem is decidable for classes of languages having effectively semilinear Parikh images. J
I Remark 7. For the case of 1−OMPA, the PTL separability problem is already known to be
decidable [19] but its complexity is still an open problem.

4.1

From SL formula to OMPA

In the following, we show that the n-PTL separability problem for SL formulas can be reduced
to the PTL separability problem for OMPLs. To that aim, we proceed as follows: First, we
show how to encode an n-tuple of words (∈ (Σ∗ )n ) as a word over (Σ ∪ {#})∗ . Then, we
show how to encode the set of solutions of an atomic relational constraint (x, t) ∈ R(T ) using
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the stacks of an OMPA. Finally, we construct an OMPA that accepts exactly the language
of a given SL formula Ψ. This construction will make use of the constructed OMPAs that
encode the set of atomic relational constraints appearing in Ψ. Let Σ be an alphabet.
Encoding an n-tuple of words. Let n be a natural number. We assume w.l.o.g. that the
special symbol # does not belong to Σ. We define the function Encode that maps any n-tuple
word w = (w1 , . . . , wn ) ∈ (Σ∗ )n to the word w1 #w2 # · · · #wn .
From SL atomic relational constraints to OMPAs. Let x1 , x2 , . . . , xn be a sequence of
string variables. Let Pi be a relational constraint of the form (xi , ti ) ∈ R(Ti ) such that if a
variable xj is appearing in the term ti , then j > i. In the following, we show that we can
construct an OMPA Ai with (3n+|ti |+2−3i) stacks such that if Ai starts with a configuration
where the first (n − i) stacks contain, respectively, the evaluations η(xi+1 ), . . . , η(xn ) (and
all the other stacks are empty), then it can compute an evaluation η(xi ) of the variable xi
such that: (1) (η(xi ), η(ti )) ∈ R(Ti ) and the evaluations η(xi ), . . . , η(xn ) are stored in the
last n − i + 1 stacks of Ai . Such an OMPA Ai will be used as a gadget when constructing
the OMPA A that accepts exactly the language of a given SL formula Ψ.
I Lemma 8. We can construct an OMPA Ai =(Qi , Σ, {⊥} ∪ Σ, δi , {qiinit }, {qif inal }) with
(3n + |ti | + 2 − 3i)-stacks such that for every ui , . . . , un ∈ Σ∗ , we have (qiinit , , ui+1 ⊥,
. . . , un ⊥, ⊥, . . . , ⊥) →∗ (qif inal , , ⊥, . . . , ⊥, ui ⊥, ui+1 ⊥,. . . , un ⊥) iff (η(xi ), η(ti )) ∈ R(Ti )
with η(xj ) = uj for all j ∈ [i, n].
Proof. In the proof, we omit the input  from the OMPA configurations, and only write the
state, and stack contents. Let us assume that the string term ti is of the form y1 y2 · · · y|ti | .
Observe that yj ∈ {xi+1 , . . . , xn }. The OMPA Ai proceeds in phases starting from the configuration (qiinit , ui+1 ⊥, . . . , un ⊥, ⊥, . . . , ⊥). To begin, stacks 1 to n − i contain ui+1 , . . . , un ,
the evaluations of xi+1 , . . . , xn , and all other stacks are empty. The computation proceeds
in 4 phases. The stacks indexed 1, . . . , n − i and n − i + 1, . . . , 2n − 2i will be used in
the first phase below. The second phase uses stacks indexed n − i + 1, . . . , 2n − 2i and
2n − 2i + 1, . . . , 2n − 2i + |ti | along with the last n − i stacks indexed 2n − 2i + |ti | + 3 to
3n−3i+|ti |+2. In the third phase, stacks indexed 2n−2i+1, . . . , 2n−2i+|ti |, 2n−2i+|ti |+1
are used. In the last phase, stacks indexed 2n − 2i + |ti | + 1 and 2n − 2i + |ti | + 2 are used.
At the end of the 4 phases, stacks indexed 2n − 2i + |ti | + 2, . . . , 3n − 3i + |ti | + 2 hold the
evaluations of xi , xi+1 , . . . , xn , and all other stacks are empty.

Phase 1. The OMPA Ai pops the symbols, one by one, from the first (n−i)-stacks 1, . . . , n−i
and pushes them into the stacks from index (n − i + 1) to (2n − 2i), respectively. At the end of
R
this phase, the new configuration of the OMPA Ai is (qiinit , ⊥, . . . , ⊥, uR
i+1 ⊥, . . . , un ⊥, ⊥, . . . ,
R
⊥). That is, stacks n − i + 1, . . . , 2n − 2i have uR
i+1 , . . . , un , while all other stacks are empty.
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Phase 2. We do two things. (1) the contents of the n − i stacks n − i + 1, . . . , 2n − 2i are
moved (in reverse) into the n − i stacks 2n − 2i + |ti | + 3, . . . , 3n − 3i + |ti | + 2. This results in
the stacks 2n − 2i + |ti | + 3, . . . , 3n − 3i + |ti | + 2 containing ui+1 , . . . , un . (2) If yj appearing in
ti is the variable xi+` , then the content of stack n − i + ` (with n − i + 1 ≤ n − i + ` ≤ 2n − 2i)
is also moved (in reverse) to stack 2n − 2i + j, 1 ≤ j ≤ |ti |. This results in stack 2n − 2i + j
containing ui+` . Thus, at the end of (1), (2), the stacks n − i + 1, . . . , 2n − 2i are empty,
the stack 2n − 2i + |ti | + ` + 2 contains ui+` , the evaluation of xi+` for ` ≥ 1, while stack
2n − 2i + k for 1 ≤ k ≤ |ti | contains ui+m if yk = xi+m . The two stacks 2n − 2i + |ti | + 1 and
2n − 2i + |ti | + 2 are empty at the end of this phase. Stack contents of 2n − 2i + k, 1≤k≤|ti |
are referred to as vk in the figure.

Phase 3. The OMPA Ai mimics the transducer Ti . The current state of Ai is the same as
the current state of the simulated transducer. Each transition of Ti of the form (q, (a, b), q 0 )
is simulated by (1) moving the state of Ai from q to q 0 , (2) pushing the symbol a into the
stack (2n − 2i + |ti | + 1), and (3) popping the symbol b from the first non-empty stack
having an index between 2n − 2i + 1 to 2n − 2i + |ti |. Recall that the stacks 2n − 2i + 1 to
2n − 2i + |ti | contain the evaluations of y1 , . . . , y|ti | , for (η(xi ), η(y1 ).η(y2 ). . . . η(y|ti | ))∈R(Ti ).
When the current state of Ai is in a final state of Ti and the stacks from index 2n − 2i + 1 to
2n − 2i + |ti | are empty, then we know that η(y1 ) . . . η(y|ti | ) is indeed related by Ti on η(xi ).
Then Ai changes its state to qif inal . Observe that, in case η(y1 ) . . . η(y|ti | ) does not belong
to the domain of Ti , then the outgoing transition is not defined.

The Last Phase. At the end of the third phase, the current configuration of Ai is (qif inal , ⊥,
. . . , ⊥, uR
i , ⊥, ui+1 ⊥, . . . , un ⊥) such that (ui , v1 · · · v|ti | ) ∈ R(Ti ): that is, the last n − i stacks
2n − 2i + |ti | + 3, . . . , 3n − 3i + |ti | + 2 contain ui+1 , . . . , un , and stack 2n − 2i + |ti | + 1 contains
the reverse of ui . Then, Ai pops, one-by-one, the symbols from the (2n − 2i + |ti | + 1)-th
stack and pushes them, in the reverse order, into the stack (2n − 2i + |ti | + 2). Thus,
the new configuration of Ai is of the form (qif inal , ⊥, . . . , ⊥, ui ⊥, ui+1 ⊥, . . . , un ⊥) such that
(ui , v1 · · · v|ti | ) ∈ R(Ti ) where vj = u` if yj = x` for 1 ≤ j ≤ |ti |.

J
From SL formula to OMPAs. In the following, we first construct an OMPA that accepts
the encoding of the set of solutions of an SL formula.
I Lemma 9. Given an SL formula Ψ, with x1 , . . . , xn as its set of variables, it is possible to
construct an OMPA A such that L(A) = Encode(L(Ψ)).
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Proof. Let us assume that Ψ is of the form

n
V

i=1

xi ∈ L(Ai ) ∧

k
V

ϕi where ϕ1 , . . . , ϕk are

i=1

relational constraints such that ϕi is of the form (xi , ti ) ∈ R(Ti ). The OMPA A will have
Pk
(n − k + i=1 (2n − 2i + 2 + |ti |)) stacks. A first guesses an evaluation for the variables
xk+1 , . . . , xn in the first n − k stacks and then starts simulating the OMPA Ak (see Lemma
8 for the definition of Ak ) in order to compute a possible evaluation of the variable xk such
that the relational constraint (xk , tk ) ∈ R(Tk ) holds for that evaluation. After this step, the
stacks from index (2n − 2k + |tk | + 2) to (3n − 3k + |tk | + 2) contain the evaluation of the string
variables xk , . . . , xn , and all remaining stacks are empty. Now A can start the simulation
of the OMPA Ak−1 (Lemma 8) in order to compute a possible evaluation of the variable
xk−1 such that (xk , tk ) ∈ R(Tk ) ∧ (xk−1 , tk−1 ) ∈ R(Tk−1 ) holds for that evaluation. At the
start of the simulation of Ak−1 by A, the n − k + 1 stacks (indexed (2n − 2k + |tk | + 2) to
(3n−3k +|tk |+2)) contain the evaluations of xk , . . . , xn , and the next 2n−2(k −1)+|tk−1 |+2
stacks are used to simulate phases 2-4 of Ak−1 . At the end of this, the n − k + 2 stacks
backwards from the stack indexed (3n − 3k + |tk | + 2) + 2n − 2(k − 1) + |tk−1 | + 2 contain the
evaluations of xk−1 , . . . , xn . Now, A simulates Ak−2 , . . . , An in the same way. At the end of
this simulation phase, the last n-stacks of A contain an evaluation of the string variables
k
V
x1 , . . . , xn that satisfies
ϕi . Let us assume that the current configuration of A at the
i=1

end of this is of the form (q f inal , ⊥, . . . , ⊥, u1 ⊥, u2 ⊥, . . . , un ⊥). Then, A starts popping,
one-by-one, from the n-th stack from the last and outputs the read stack symbol ∈ Σ while
ensuring that the evaluation u1 of x1 belongs to L(A1 ). When the n-th stack from the last is
empty, A outputs the special symbol #. Then, A does the same for the i-th stack from last,
with i ∈ [1, n − 1], which contains the evaluation of xi+1 . If A succeeds to empty all stacks,
then this means that the evaluation η which associates to the variable xi , the word ui for all
n
V
i ∈ [1, n] satisfies
xi ∈ L(Ai ). Hence, u1 #u2 # · · · #un is accepted by A iff η |= Ψ.
J
i=1

The following lemma shows that the PTL-separability problem for SL formulas can be
reduced to the PTL-separability problem for OMPLs.

I Lemma 10. Let Ψ1 and Ψ2 be two SL formulae with x1 , . . . , xn as their set of variables.
Let A1 and A2 be two OMPAs such that L(A1 )=Encode(L(Ψ1 )) and L(A2 )=Encode(L(Ψ2 )).
Ψ1 , Ψ2 are n-PTL separable iff A1 , A2 are PTL-separable.
As an immediate corollary of Theorem 6, Lemma 10, we obtain our main result:
I Theorem 11. The n-PTL separability problem of SL formulae is decidable.

5

PosPTL-Separability of String Constraints

In this section, we address the separability problem for string constraints by a sub-class of
PTL, called positive piece-wise testable languages (PosPTL). A language is in PosPTL iff
it is defined as a finite positive Boolean combination (i.e., union and intersection but no
complementation) of piece-languages. Given a natural number n ∈ N, this definition can
naturally be extended to n-tuples of words in the straightforward manner (as in the case
of PTL) to obtain the class of n-PosPTL. In the following, we first provide a necessary and
sufficient condition for the n-PosPTL separability problem of any two languages. Following
result follows easily from PosPTL being upward closed.
I Theorem 12. Two languages I and E are n-PosPTL separable iff I↑ ∩ E = ∅ iff I ∩ E↓ = ∅.
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The rest of this section is structured as follows: First, we show that the PosPTL separability
is decidable for OMPLs; in the particular case of CFLs, this problem is PSPACE-complete.
Then, we use the encoding of SL formulas to OMPAs (as defined in Section 4), and show that
n-PosPTL separability of SL formulas reduces to the PosPTL-separability of corresponding
OMPLs. Finally, we consider the PosPTL-separability problem for a subclass of SL formulas,
called right sided SL formulas. We show that the PosPTL separability problem for this
subclass is Pspace-Hard and is in Expspace.

5.1

PosPTL-Separability of SL formulas

First, we show that the PosPTL separability for OMPLs is decidable.
I Theorem 13. PosPTL separability of OMPLs is decidable.
Proof. Consider C to be the class of OMPLs in Theorem 12. Let I and E be two languages
belonging to C as stated in Theorem 12. Then, the set min(I↑) is effectively computable as
an immediate consequence of the Generalized Valk-Jantzen construction [6]. The main idea
behind this construction is to start with an empty minor set M (so to begin, M ⊆ I) and
keep adding new words w ∈ I to M if w is not already in M ↑. Before adding a new word,
we need to test that I ∩ M ↑ =
6 ∅ (the complement of M ↑ intersects with I). This test is
decidable since (i) OMPLs are closed under intersection with regular languages and (ii) the
emptiness problem for OMPA is decidable [7]. At each step, we remove all the non-minimal
words from M (since M is finite). The algorithm terminates due to the Higman’s Lemma
[24] (the minor of an upward closed set is finite). When the algorithm terminates, I ⊆ M ↑
and thus I↑ ⊆ M ↑. By construction, M ⊆ I and M ↑ ⊆ I↑. Thus, M ↑ = I↑. Since M is a
minor set, we have min(I↑) = M . Using (i) and (ii), we obtain the decidability of checking
the emptiness of I↑ ∩ E, and thus PosPTL separability of OMPL is decidable.
J

As mentioned in section 4, the complexity of PTL-separability for 1-OMPL is open;
however, we show that the PosPTL separability problem for 1-OMPL is Pspace-Complete.
I Theorem 14. The PosPTL-separability for CFLs is Pspace-Complete.
For the decidability of the n-PosPTL separability of SL formulas, we use the encoding of
SL formulas to OMPAs (as defined in section 4), and show that the n-PosPTL separability
of SL formulas reduces to the PosPTL separability of their corresponding OMPLs. The
decidability of the n-PosPTL separability of SL formulas follows from Theorem 13.

I Lemma 15. Given two SL formulas Ψ and Ψ0 , with x1 , . . . , xn as their set of variables.
Let A and A0 be two OMPAs such that L(A) = Encode(L(Ψ)) and L(A0 ) = Encode(L(Ψ0 )).
Then, Ψ and Ψ0 are separable by an n-PosPTL iff A and A0 are separable by a PosPTL.
As an immediate corollary of Lemma 13 and 15, we obtain the following theorem:
I Theorem 16. The n-PosPTL separability problem of SL formulae is decidable.

5.2

PosPTL-Separability of Right-sided SL formula

Unfortunately, the proof of Theorem 16 does not allow us to extract any complexity result.
Therefore, we consider in this subsection a useful fragment of SL formulas, called right-sided
SL formulas. Roughly speaking, an SL formula Ψ is right-sided iff any variable appearing
on the right-side of a relational constraint can not appear on the left-side of any relational
constraint. Let us formalize the notion of right-sided SL formulas. Let us assume an SL
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formula Ψ of the form

n
V

i=1

xi ∈ L(Ai ) ∧

k
V

i=1

(xi , ti ) ∈ R(Ti ) with x1 , . . . , xn as set of variables.

Then, Ψ is said to be right-sided if none of the variables x1 , . . . , xk appear in any of t1 , . . . , tk .
We call xk+1 , . . . , xn (resp. x1 , . . . , xk ) independent (resp. dependent) variables. Observe
that the class of SL formulas with functional transducers can be rewritten as right-sided SL
formulas (detailed proof can be found at [4]). A transducer T is functional if for every word
w, there is at most one word w0 such that (w0 , w) ∈ R(T ) (T computes a function). An
example of a functional transducer is the one implementing the identity relational constraint
(allowing to express the equality x = t).
In the following, we show that the PosPTL-separability problem for right-sided SL formulas
is in Expspace. To show this result, we will reduce the PosPTL-separability problem for
right-sided SL formulas to its corresponding problem for two-way transducers.
Two way transducers. Let Σ be a finite input alphabet and let `, a be two special symbols
not in Σ. We assume that every input string w ∈ Σ∗ is presented as `wa, where `, a serve
as left and right delimiters that appear nowhere else in w. We write Σ`a = Σ ∪ {`, a}. A
two-way automaton A = (Q, Σ, δ, I, F ) has a finite set of states Q, subsets I, F ⊆ Q of initial
and final states and a transition relation δ ⊆ Q × Σ`a × Q × {−1, 1}. The -1 represents that
the reading head moves to left after taking the transition while a 1 represents that it moves
to right. The reading head cannot move left when it is on `, and cannot move right when
it is on a. A configuration of A on reading w0 = `wa is represented by (q, i) where q ∈ Q
and i is a position in the input, 1 ≤ i ≤ |w| + 2, which will be read in state q. An initial
configuration is of the form (q0 , 1) with q0 ∈ I and the reading head on `. If w0 = w1 aw2
and the current configuration is (q, |w1 | + 1), and (q, a, q 0 , −1) ∈ δ, then there is a transition
from the configuration (q, |w1 | + 1) to (q 0 , |w1 |) (hence a =
6 `). Likewise, if (q, a, q 0 , 1) ∈ δ,
0
we obtain a transition from (q, |w1 | + 1) to (q , |w1 | + 2). A run of A on reading `wa is a
sequence of transitions; it is accepting if it starts in an initial configuration and ends in a
configuration of the form (q, |w| + 2) with q ∈ F and the reading head on a. The language
of A (denoted L(A)) is the set of all words w ∈ Σ∗ s.t. A has an accepting run on `wa.
We extend the definition of a two-way automaton A = (Q, Σ, δ, I, F ) into a two-way
transducer (2NFT) A = (Q, Σ, Γ, δ, I, F ) where Γ is a finite output alphabet. The transition
relation is defined as a finite subset δ ⊆ Q × Σ`a × Q × Γ∗ × {−1, 1}. The output produced on
each transition is appended to the right of the output produced so far. A defines a relation
R(A) = {(w, u) | w is the output produced on an accepting run of u}. The acceptance
condition is the same as in two-way automata. Sometimes, we use the macro-notation
(p, a, q, α, 0) to denote a sequence of consecutive transitions (p, a, s, α, d) and (s, b, q, , d0 )
in δ with d + d0 = 0, b ∈ Σ`a and s is an extra intermediary state of A that is not used
anywhere else (and that we omit from the set of states of A).
PosPTL separability of 2NFT. In the following, we study the PosPTL separability of 2NFT.
We define here the notion of visiting sequences (similar to crossing sequences of 2NFT [8]),
which will be used in the proof of Lemma 17. Let w= ` a1 . . . an a be an input word and let
ρ be a run of the 2NFT on w. A visiting sequence at a position x of a word w, in a run ρ of
w captures the states visited in order in the run, each time the reading head is on position x,
along with the information pertaining to the direction of the outgoing transition from that
state. For example, in run ρ, if position x is visited for the first time in state q, and the
outgoing transition chosen in ρ from q during that visit had direction +1, then q + will be
the first entry in the visiting sequence. For a run ρ, the visiting sequence at a position x is
defined as the tuple ρ|x = (q1d1 , q2d2 , . . . , qhdh ) of states that have, in order, visited position x
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will be read in state q. The initial configuration is (q0 , 1) with q0 œ I and reading head on
top of „. If wÕ = w1 aw2 and the present configuration is (q, |w1 | + 1), and (q, a, q Õ , ≠1) œ ”,
then there is a transition from the configuration (q, |w1 | + 1) to (q Õ , |w1 |) (hence a ”= „).
Likewise, if (q, a, q Õ , 1) œ ” (resp. (q, a, q Õ , 0) œ ”), we obtain a transition from (q, |w1 | + 1) to
(q Õ , |w1 | + 2) (resp. (q Õ , |w1 | + 1)). A run of A on reading „w‰ is a sequence of transitions; it
is accepting if it starts in an initial configuration (p, 1) and ends in a configuration (q, |w| + 2)
P.‰)A.with
Abdulla,
M. language
F. Atig,ofV.
Dave, and
Krishna
(the reading head on
q œ F . The
A (denoted
L(A))S.orN.
domain
of A
ú
(denoted dom(A)) is the set of all words w œ
s.t. A has an accepting run on „w‰.
We extend the definition of a two-way automaton
A = (Q, , ”, I, F ) into a two-way transducer (2NFT)
a
a
q5 1 q6 2 q7
A = (Q, , , ”, I, F ) where is a finite output alphabet.
The transition relation is defined as a finite subset ” ™
„
Q ◊ „‰ ◊ Q ◊ ú ◊ {≠1, 0, 1}. The output produced
a
on each transition is appended to the right of the output
q4 1 q3
produced so far. A defines a relation R(A) = {(w, u) | w
a2
is the output produced on an accepting run of u}. The
acceptance condition is the same as in two-way automata.
a
Hereafter, we assume w.o.l.g. that the transition relation
q0 „ q1 1 q2
ú
” is a subset ” ™ Q ◊ „‰ ◊ Q ◊
◊ {≠1, 1}. The “no
movement” denoted by 0 in a transition from a state p
a1
a2
to q can be simulated using a dummy state s and two
„
‰
transitions, one from p to s another from s to q, having
2
3
1
4
directions 1 (resp. -1) and -1 (resp. 1) respectively.
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PosPTL separability of 2NFT. In the following, we study the PosPTL separability of 2NFT.
We define here the notion of visiting sequences (similar to crossing sequences of 2NFT [8]),
in ρ, and whose outgoing transitions had direction d1 , . . . , dh . In the example, the visiting
which will be used in the proof of Lemma 17. Let w= +
„ a1−. . . a+
n ‰ be an input word and let
sequence
atvisiting
position
2 is (q
q3 , q5 ),x in
while
1 and 3 respectively are (q0+ , q4+ ) and
ﬂ be a run of the 2NFT
on w. A
sequence
at1a,position
a runthose
ﬂ of wat
captures

(q2− , q6+ ).

I Lemma 17. Given a 2NFT T , if (v, u) is in min(R(T )↑) then |u| and |v| are of at most
exponential length in the size of T .
P|Q|
Proof. In the following, we show that, if (v, u) ∈ min(R(T )↑), then |u| ≤ inmax = i=1
P|Q|
((2|Q|)i · |Σ|) and |v| ≤ outmax = i=1 ((2|Q|)i · |Σ| · |Q| · γmax ) where γmax represents the
maximum length of an output on any transition in T . To show this result, we need to define
normalized runs as follows: A run is normalized if it visits each state at most once on each
position x. In the following, we show that (v, u) can be generated by a normalized run ρ.
Assume that (v, u) is accepted by a run ρ0 which is not normalized. Then, we will have,
in ρ0 , two visits to some position x of the word in the same state q. After the first visit
to position x in state q, the transducer has explored some positions till its second visit to
position x in state q. This part does not produce any output since (v, u) is a minimal word.
We can delete this explored part of the run in between, obtaining again, an accepting run,
which reads u while producing v. For example, in the figure if we have q6 = q2 , then we have
another run without visiting positions 1, 2 for a second time. Observe that repeating this
procedure will lead to a normalized run ρ accepting (v, u). The length of visiting sequences in
a normalized run is ≤ |Q| and hence the number of visiting sequences is at most exponential
P|Q|
i
in |Q|, precisely it is ≤ i=1 (2|Q|) .
Suppose |u| > inmax . Then there exists a visiting sequence which is repeated on reading
the same input symbol in the accepting run of u, at positions i 6= j. By deleting the part
between the ith and (j − 1)th position, we again obtain an accepting run over a word u0 ,
which is a strict subword of u, and whose output v 0 is also a subword (may not be strict)
of v, a contradiction to (v, u) ∈ min(R(T )↑). Now suppose |u| ≤ inmax but |v| > outmax .
We saw that in the normalized run, each visiting sequence has length at most |Q|. Then,
since |u| ≤ inmax , on reading each position of u, at most (|Q|)γmax symbols can be produced.
Hence, we have |v| ≤ (|Q|) · γmax · |u|.
J
From Theorem 12 and Lemma 17, the following result holds:
I Lemma 18. The 2-PosPTL separability problem for 2NFT is in Expspace.
Proof. Using Theorem 12, we know that R(T1 )↑ ∩ R(T2 ) = ∅ iff T1 and T2 are 2-PosPTL
separable. Here is an NExpSpace algorithm.
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(1) Guess some (v, u) s.t. the lengths of v, u are at most as given by the proof of Lemma 17.
(2) Check if (v, u) ∈ R(T1 ). If yes, then do (3). Else exit.
(3) Check if (v, u) ↑ ∩R(T2 ) 6= ∅.
The guessed word (v, u) has exponential length in the size of T1 . To check if (v, u) ∈ R(T1 ),
we construct another transducer T10 that first checks that its input word is u, then it comes
back to ` and starts simulating T1 , while also keeping track, longer and longer prefixes of
v. We then compare those prefixes with the output produced by T1 . This gives rise to
exponentially many states (maintaining prefixes of u and v) and we finish when T1 enters an
accepting state, and at the same time, the produced word is v. Since R(T10 ) = {(v, u)}∩R(T1 )
by construction, checking if (v, u) ∈ R(T1 ) can be reduced to the emptiness problem of T10 .
After this, we check the emptiness of (v, u) ↑ ∩R(T2 ). This is done as follows. First, construct
automata Au , Av accepting languages {u}↑ and {v}↑ respectively. The number of states
of Au , Av are exponential in the number of states of T1 , since the lengths of u, v have this
bound. Then, we construct a transducer T20 such that R(T20 ) = {(v, u)} ↑ ∩R(T2 ) in a similar
manner as T10 . T20 reads the input word while simulating Au . On entering an accepting state
of Au , it comes back to `. Then it simulates T2 , and, on the outputs produced, simulates
Av . If Av enters an accepting state at the same time T2 accepts, then we are done. The
state space of T20 is exponential in the states of T1 and linear in the states of T2 . Since
R(T20 ) = {(v, u)} ↑ ∩R(T2 ), checking the emptiness of (v, u) ↑ ∩R(T2 ) can be reduced to
checking the emptiness problem of T20 . The emptiness problem for 2NFT is known to be
Pspace-Complete [44]. Thus, in our case, the emptiness of T10 and T20 can be achieved
in space exponential in T1 . Since we can handle the second and third steps in exponential
space, we obtain an NExpspace algorithm. By Savitch’s Theorem, we obtain the Expspace
complexity.
J
From Right-sided SL formulas to 2NFT. Hereafter, we show how to encode the set of
solutions of a right-sided SL formula using 2NFT. Let Σ be an alphabet and # ∈
/ Σ.

I Lemma 19. Let Ψ be a right-sided SL formula over Σ, with x1 , x2 , . . . , xn as its set
of variables. Then, it is possible to construct, in polynomial time, a 2NFT AΨ such that
R(AΨ )={(u1 #u2 # · · · #un , w1 #w2 # . . . #wn )|u1 #u2 # · · · #un ∈Encode(L(Ψ)) and wi =ui
if xi is an independent variable }.
Proof. Let us assume that Ψ is of the form

n
V

i=1

yi ∈ L(Ai )∧

k
V

i=1

(yi , ti ) ∈ R(Ti ) with y1 , . . . , yn

is a permutation of x1 , . . . , xn . Let π : [1, n] → [1, n] be the mapping that associates to each
index i ∈ [1, n], the index j ∈ [1, n] s.t. xi = yj (or xi = yπ(i) ). We construct AΨ as follows:
AΨ reads n words over Σ separated by # as input. We explain hereafter the working of AΨ
when it produces the assignment for x1 ( the other variables are handled in similar manner).
• Assume that x1 is a dependent variable. Let ϕπ(1) =(yπ(1) , tπ(1) )∈R(Tπ(1) ), with tπ(1) =xi1
xi2 . . . xic and xij ∈{yk+1 , yk+2 , . . . , yn } for all j. First, AΨ reads xi1 i.e. the first variable in
tπ(1) . To read xi1 , it skips (i1 − 1) many blocks separated by #s of the input, and comes
to wi1 . On the first symbol of wi1 , AΨ starts mimicking transitions of Tπ(1) from its initial
state, while producing the same output as Tπ(1) . On the same output, AΨ mimics the
transitions of Aπ(1) starting from the initial state to check the membership constraint of yπ(1) .
This can be done by a product construction between Aπ(1) and Tπ(1) . For instance, A will
have a transition ((p, q), a, (p0 , q 0 ), b, 1) (resp. ((p, q), a, (p0 , q 0 ), b, 0)), if there are transitions
(p, (b, a), p0 ) (resp. (p, (b, ), p0 )) in Tπ(1) and (q, b, q 0 ) in Aπ(1) . If it reaches # or a in the
input, it remembers the current states of Tπ(1) and Aπ(1) , say (p1 , q1 ) in its control state.
Next, AΨ reads xi2 in the input. To read xi2 , AΨ moves to ` and then changes direction.
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As before it reaches xi2 by skipping (i2 − 1) many #s, and starts reading the input (the first
symbol of wi2 ) from the state (p1 , q1 ) stored in the finite control. Transitions are similar to
explained above. This procedure is repeated to read xi3 . . . xic . After reading xic , if the next
state contains the pair (pc , qc ), where pc (resp. qc ) is a final state of Tπ(1) (resp. Aπ(1) ), we
can say that the output produced till now satisfies ϕπ(1) and yπ(1) ∈ L(Aπ(1) ). Observe that
this procedure requires |tπ(1) | reversals, and thus we need at most |tπ(1) | copies of transducer
Tπ(1) . Thus the number of states required are at most polynomial.
• Assume now that x1 is an independent variable, then AΨ needs to read x1 . We need
a single pass of the input which verifies if the first block corresponding to value of x1 in
input indeed satisfies its corresponding membership constraint. During this pass AΨ mimics
transitions of Aπ(1) starting from its initial states, and outputs the same letter as input.
The above procedure is repeated for all variables from x2 to xn . After each pass, AΨ
moves to ` and then changes direction. Irrespective of whether xi is dependent or not, while
going from xi to xi+1 , i ∈ [1, n − 1], AΨ outputs a # as separator. From the description
above, it can be seen that if xi is independent, then its evaluation ui given as the ith block
of the input is equal to the output wi , and if xi is a dependent variable, then the output
block wi is the output of Tπ(i) . It is clear from the construction that AΨ requires at most
polynomial states in input. More details can be found at [4].
J
Notice that the above construction of 2NFT relies on the right-sidedness: if a variable xi
appears in the output of Ti and also in the input of Tk for some k, then we will have to store
the produced evaluation of xi in order to use it later on when processing Tk . However, there
is no way to store the produced evaluation of xi or compare it with its input evaluation.
Next, we show that the PosPTL separability problem for right-sided formulas can be reduced
to its corresponding problem for 2NFT.
I Lemma 20. Let Ψ1 and Ψ2 be two right-sided SL formula, with x1 , . . . , xn as their set of
variables. Let AΨ1 and AΨ2 be the two 2NFTs encoding, respectively, the set of solutions of
Ψ1 and Ψ2 (as described in Lemma 19). Then, the two formulae Ψ1 and Ψ2 are separable by
n-PosPTL iff R(AΨ1 ) and R(AΨ2 ) are separable by a 2-PosPTL.

Proof. Let R(AΨ1 ) and R(AΨ2 ) be separable by a 2-PosPTL L. By definition, L is a
Boolean combination (except complementation) of piece languages of words over the two
tuple alphabet (Σ ∪ {#})2 . We can assume w.l.o.g. that L is the union of piece languages.
This is possible since the intersection of two piece languages can be rewritten as a union
of piece languages. Consider L0 = L ∩ (R × R), where R is a regular language consisting
of words having exactly (n − 1) #s. We claim that L0 can be rewritten as the union of
languages of the form [L1 #L2 # . . . #Ln ] × [R1 #R2 # . . . #Rn ] where the Li s and Ri s are
piece languages over Σ, and that L0 is also a separator of R(AΨ1 ) and R(AΨ2 ).
We prove this claim inductively. As a base case consider L to be a piece language
((Σ ∪ {#})∗ )2 (a1 , b1 )((Σ ∪ {#})∗ )2 . . . (am , bm )((Σ ∪ {#})∗ )2 . Let S be a finite set containing
only the minimal words of the form (w, w0 ) such that a1 a2 . . . am  w, b1 b2 . . . bm  w0 ,
and the symbol
appears exactly
1)-times in w and w0 . Thus L ∩ (R × R) =
 (n
 −
 #
S
∗ 0 ∗ 0
0 ∗
∗ 0 ∗ 0
Σ a1 Σ a2 . . . ak Σ × Σ b1 Σ b2 . . . b0` Σ∗ . So L ∩ (R × R) is the union of
(a01 ...a0k ,b01 ...b0` )∈S

piece languages of the form [L1 #L2 # . . . #Ln ] × [R1 #R2 # . . . #Rn ] where the Li s and Ri s
are piece languages over Σ. Now assume that L is of the form L1 ∪ L2 . It is easy to
see that L ∩ (R × R) is equivalent to (L1 ∩ (R × R)) ∪ (L2 ∩ (R × R)). Thus we can use
our induction hypothesis to show that L ∩ (R × R) is the union of languages of the form
[L1 #L2 # . . . #Ln ] × [R1 #R2 # . . . #Rn ] where Li and Ri s are piece languages over Σ.
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Next we prove that L0 is a separator of R(AΨ1 ) and R(AΨ2 ). Indeed if (v, u) ∈ R(AΨ1 ),
then (v, u) ∈ R × R, by definition of R(AΨ1 ). Since L is a separator, we have (v, u) ∈ L and
hence (v, u) ∈ L0 . Suppose (v, u) ∈ R(AΨ2 ) ∩ L0 , then (v, u) ∈ L ∩ R(AΨ1 ) since (v, u) ∈ L0 ,
and L0 ⊆ L, which is a contradiction with the assumption that L is a separator.
Now we are in a condition to provide n-PosPTL separator for L(Ψ1 ) and L(Ψ2 ), using
L0 . Given a language of the form [L1 #L2 # . . . #Ln ] × [R1 #R2 # . . . #Rn ] where Li and
Ri s are piece languages, we associate to it an n-PosPTL equivalent to ((L1 ∩ R1 ) × (L2 ∩
R2 ) × . . . × (Ln ∩ Rn )): the idea is to generate the n dimensions in the n-PosPTL from
the n #-separated blocks in two dimensions. This definition is extended in the straightforward manner to union of piece languages. Let K be the n-PosPTL associated to L0 .
K is indeed a separator of L(Ψ1 ) and L(Ψ2 ): Suppose v = (w1 , . . . , wn ) ∈ L(Ψ1 ), then
(w1 # . . . #wn , w1 # . . . #wn ) ∈ R(AΨ1 ) (from the definition of AΨ1 ). Since L0 is a separator,
(w1 # . . . #wn , w1 # . . . #wn ) ∈ L0 . By construction of K, (w1 , . . . , wn ) ∈ K. Assume by
contradiction v = (w1 , . . . , wn ) ∈ L(Ψ2 ) ∩ K, then (w1 # . . . #wn , w1 # . . . #wn ) ∈ L0 . Since
L0 ∩ R(AΨ2 ) = ∅, then (w1 # . . . #wn , w1 # . . . #wn ) ∈
/ R(AΨ2 ). By definition of AΨ2 , if
(w1 , . . . , wn ) ∈ L(Ψ2 ), then (w1 # . . . #wn , w1 # . . . wn ) ∈ R(AΨ2 ). Hence contradiction.
For the other direction of the proof, assume the n-PosPTL S is a separator of L(Ψ1 )
and L(Ψ2 ). Then S can be rewritten as the union of (L1 × L2 × . . . × Ln ) where Li s are
piece languages. Replace each n-piece language (L1 × L2 × . . . × Ln ) of S with the 2-piece
language (L01 #L02 # . . . #L0n ) × ((Σ ∪ {#})∗ # . . . #(Σ ∪ {#})∗ ), where L01 = (Σ ∪ {#})∗ a1 (Σ ∪
{#})∗ . . . an (Σ ∪ {#})∗ if L1 = Σ∗ a1 Σ∗ . . . an Σ∗ . Denote the union of such languages by S 0 .
It is a 2-PosPTL over (Σ ∪ {#}). We show that S 0 is a 2-PosPTL separator of R(AΨ1 ) and
R(AΨ2 ). Let (v, u) = (v1 # . . . #vn , u1 # . . . #un ) ∈ R(AΨ1 ), then (v1 , . . . , vn ) ∈ L(Ψ1 ), and
thus (v1 , . . . , vn ) ∈ S (since S is a separator). This implies that (v, u) ∈ S 0 by its construction.
Suppose (v, u) = (v1 # . . . #vn , u1 # . . . #un ) ∈ R(AΨ2 ) ∩ S 0 , then (v1 , v2 , . . . , vn ) ∈ L(Ψ2 ).
Also (v1 , v2 , . . . , vn ) ∈ S by construction of S 0 . This leads to a contradiction that S is
separator of L(Ψ1 ) and L(Ψ2 ). So S 0 is a 2-PosPTL separator of R(AΨ1 ) and R(AΨ2 ). J
I Theorem 21. The n-PosPTL separability of right-sided SL formulas is in Expspace and
is Pspace-Hard.
Proof. Given two right-sided SL formulas Ψ1 and Ψ2 , one can construct corresponding
two way transducers AΨ1 and AΨ2 with polynomial states, as mentioned in Lemma 19.
Thanks to Lemma 20, the n-PosPTL separability reduces to 2-PosPTL separability of R(AΨ1 )
and R(AΨ2 ). The 2-PosPTL separability of 2NFTs is in Expspace (Lemma 18). Hence
n-PosPTL separability of SL formulae is also in Expspace. For the Pspace-Hard lower
bound, we reduce the emptiness of k-NFA intersection to PosPTL separability of right sided
Tk
Vk
SL. Let A1 , . . . , Ak be k-NFA. We want to decide if i=1 Ai = ∅. Let Ψ1 be i=1 xi =
Vk
V
k
x ∧ i=1 (xi ∈Ai ), and Ψ2 be x∈Σ∗ ∧ i=1 (xi ∈Σ∗ ). Ψ1 and Ψ2 are PosPTL separable iff
Tk
J
i=1 Ai = ∅.
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Introduction

Automata theoretic verification commonly uses an automaton S to specify the behaviors of a
system being analyzed and another automaton P to specify the property of interest. These
automata are assumed to be finite state machines accepting finite or infinite words. The key
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step is to verify whether the language inclusion L(S) ⊆ L(P ) holds. Failing this inclusion, a
counterexample σ is generated such that σ ∈ L(S) whereas σ 6∈ L(P ). Another important
area lies in runtime verification, wherein given a sequence of observations represented by
σ ∈ Σ∗ , we wish to check whether these observations satisfy the specification: σ ∈ L(P ).
The verification community has considered numerous extensions to these basic ideas such
as richer models of the system S that allow for succinct specifications (e.g., hierarchical
state machines, state-charts), or go beyond finite state machines and include features such
as real-time (timed automata) [4], physical quantities (hybrid automata) [3], and matching
calls/returns [8, 23, 6]. The complexity of the language inclusion and membership problems
in these settings are also well understood [11].
However, inclusion and membership problems lead to yes/no Boolean answers. The no
answer for an inclusion problem is witnessed by a counterexample trace. However, the yes
answer provides nothing further. A quantitative approach to these questions was proposed
independently by Fainekos et al. [16], Donze et al. [14] and Rizk et al. [21] for the satisfaction
of metric/signal temporal logic formula ϕ for a trace σ generated by continuous and hybrid
systems. Therein, the authors use the euclidean metric over real-valued traces that defines a
metric distance d(σ, σ 0 ) between traces σ, σ 0 in order to check whether traces that are in the
epsilon neighborhood of a given trace σ also satisfy the formula: (∀σ 0 ) d(σ, σ 0 ) <  ⇒ σ 0 |= ϕ.
Recent work, notably by Hasuo et al [24, 1] and Deshmukh et al [12] generalizes these notions
to time domain as well as the signal data domain. Efficient algorithms for computing the
robustness of a trace with respect to metric (signal) temporal formulas are known, and
furthermore, the theory led to numerous approaches to finding falsifications of complex
Simulink/Stateflow models, mining robust requirements and other monitoring problems [7].
Robustness Using Weighted Transducers. In this paper, we specify distances between
finite words over Σ∗ , using the notion of cost functions. A cost function assigns a non-negative
rational cost to each pair of words (w1 , w2 ) ∈ Σ∗ × Σ∗ , modelling the cost of rewriting w1 into
w2 . By bounding the costs of rewritings, it models how words can be transformed. As a result,
a neighborhood can be defined for each word, assuming that the cost of “rewriting” a word
w back to itself is 0. This, in turn, allows to reason about robustness of languages. In order
to model cost functions, we use weighted transducers with non-negative weights [15] along
with an aggregator that combines the cost of each individual rewriting of the transducer into
an overall cost between the input and output words. We now provide motivating examples
for the cost functions that can be specified by such a model. A formal definition is provided
in Section 2.
T
a1 | a1 , 0
a2 | a2 , 0

q0

a1 | a1 , 0
a2 | b, 1

a1 | a1 , 0
a2 | b, 1

q1

a1 | a1 , 0
a2 | a2 , 0

q2
a1 | a1 , 0
a2 | a2 , 0

Figure 1 A weighted-transducer over Σ = {a1 , a2 , b}.

Motivating Example. Consider the transducer T of Figure 1. This transducer is over
alphabet Σ : {a1 , a2 , b}. It allows to rewrite the letter a1 into a1 (at cost 0), and the letter
a2 into either a2 (at cost 0) or b (at cost 1). Additionally, these rewritings are possible only
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at state q1 . This allows us to have a model wherein errors appear in bursts rather than
individually: I.e, an error at a location increases the likelihood of one at the subsequent
location. Thus, the transducer models all possible words w0 that a given input word w can
be rewritten into. As an example, the word w : a1 a2 a2 a2 into w0 : a1 bba2 through transitions
that rewrite the first two occurrences of a2 into b. At the same time, the transducer forbids
certain rewritings. For instance, the word w above cannot be rewritten into the word
w00 : bba2 a1 since the rewrite from an a1 into a b or an a2 into an a1 is clearly disallowed by
the transducer T in Figure 1.
While the transducer T specifies the cost for individual rewritings through its transitions,
we define the cost of rewriting the entire word w into another w0 by additionally specifying an
aggregator function. For simplicity, we assume that there is exactly one run of the transducer
that rewrites w into w0 . The case of nondeterministic transducers is defined in Section 2.
1. Discounted Sum (DSum): Given a discount factor λ ∈ Q ∩ (0, 1), the cost of rewriting a
Pn
word w into another word w0 is defined as i=1 λ(i−1) τi , wherein n is the size of a run
through the transducer and τi is the cost associated with the ith transition.
Pn
2. Average (Mean): This aggregator computes the mean cost: n1 i=1 τi for n > 0.
Pn
3. Sum (Sum): This aggregator computes the sum: i=1 τi for n > 0.
Returning to our example, the Sum-cost of rewriting a1 a2 a2 a2 into a1 bba2 is 2, for the
DSum-cost with discount factor 1/2, it is 3/4, and for Mean-cost it is 1/2.
Our approach handles a more general nondeterministic transducer model that can allow
for insertions of new letters, deletion of letters, transpositions and arbitrary substitutions of
one letter by a finite word. Cost functions defined by such transducers may not satisfy the
axioms of a metric, however many commonly encountered type of metrics between words
such as the Cantor distance and the Levenstein (or edit) distance can be modeled as weighted
transducers [13]. For example, edit distance is naturally modelled by a sum-transducer.
Cantor distance maps any pair of word (w1 , w2 ) of same length to 2−i where i the first
position where w1 and w2 differ, and to 0 if w1 = w2 . This metric can be modelled by a
discounted-sum transducer with discount factor 1/2.
Robustness problems. Given a cost function c : (Σ∗ × Σ∗ ) → Q≥0 defined by a weightedtransducer with an aggregator function, we can define “neighborhoods” of languages for a
given distance ν ≥ 0. For a regular language N ⊆ Σ∗ and a threshold ν ∈ Q≥0 , let us define
its ν-neighborhood Nν : {w0 ∈ Σ∗ | (∃w ∈ N ) c(w, w0 ) ≤ ν}. Given a property L ⊆ Σ∗ , we
consider the following robustness problems:
Robust inclusion: Given N, ν and L, check whether Nν ⊆ L.
Threshold synthesis: Given N, L, find the largest threshold ν such that Nν ⊆ L.
Robust kernel synthesis: given N, ν, L, find the largest M ⊆ N s.t. Mν ⊆ L.
I Example 1. Consider the transducer of Figure 1 using the the Sum aggregator. We take
L as the set of words which does not have bbb as a subword. Now, any word of the form
(a1 a2 )∗ are ν-robust for any threshold ν since the letter a1 is not rewritten by the transducer
T . Such questions are tackled using the robust inclusion problem. On the other hand, let us
choose a word w ∈ a2 a2 a2 (a∗1 ). It is ν-robust for all the thresholds ν ≤ 2 but not for ν ≥ 3.
This is determined using the threshold synthesis problem. For all ν ≥ 3, the set of ν-robust
words in N = Σ∗ is (a1 + a1 a2 + a1 a2 a2 )∗ , and for ν ≤ 2, any word in Σ∗ is ν-robust. Such
questions are solved using the robust kernel synthesis problem.
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Contributions. We show that the robust inclusion problem is solvable in PTime when N
and L are regular languages (given as NFA and DFA respectively) and the weighted-transducer
defining the cost function is also given as input (Corollary 12). To obtain this result, we
show that we can effectively compute in PTime the largest threshold ν as defined before,
thus solving the threshold synthesis problem (Theorem 11). This result holds for the three
measures Sum, DSum and Mean. For Sum, we show that the robust kernel is effectively regular
(Lemma 14) and testing its non-emptiness is PSpace-complete (Theorem 15). For Mean, we
show that the robust kernel is not regular in general (Lemma 16), and its non-emptiness is
undecidable (Theorem 17). For DSum, we leave those questions partially open. We conjecture
that the robust kernel is non-regular in general and provide a sufficient condition under
which it is regular (Theorem 22).
Next, we present an implementation of the algorithms to synthesize robustness thresholds
and report some experiments with our implementation, illustrating its application to analyzing
manual control strategies under the presence of human error and approximate pattern analysis
in type-1 diabetes data. Here we analyze a publicly available dataset of blood glucose values
for people with type-1 diabetes. In both cases, we use a weighted transducer to model
some of the specifics of human error and glucose sensor noise patterns. For the type-1
diabetes application, we use a robust pattern matching to detect behaviors that are clinically
significant while accounting for the peculiarities of the glucose sensor.
Our work bears some similarities with earlier work by Henzinger et al [17, 22]. In these
papers, notions of robustness for string to string transformations are studied and the notion
of continuity of these transformations is defined. This is different from our setting, in which
we use weighted transducers to define notions of distances, and these transducers are not
necessarily continuous. Our notion of robustness is with respect to the rewriting of the words
of one language and not about the transducers. The transducers themselves serve to define
neighborhoods of strings.

2

Preliminaries and Problem Statements

Let Σ be an alphabet. We denote the empty word by the symbol ε 6∈ Σ and we write Σ∗ for
the set of finite words over Σ. Let Σε = Σ ∪ {ε}. As usual, we write Q for the set of rationals,
N = {0, 1, . . . } for naturals, and N∗ for the words over the infinite alphabet N.
A finite automaton over Σ is a tuple A = (Q, QI , QF , ∆) where Q is the finite set of
states, QI ⊆ Q is the set of initial states, QF ⊆ Q is the set of final states and ∆ ⊆ Q × Σ × Q
is the set of transitions. A run r of A over a word u = a1 . . . an ∈ Σ∗ of length n > 0 is a
sequence of transitions t1 . . . tn ∈ ∆∗ such that there exist q0 , q1 , . . . , qn and for all 1 ≤ i ≤ n,
ti = (qi−1 , ai , qi ). The run r is simple if no state repeats along r, i.e. i 6= j implies that
qi =
6 qj and, it is a cycle if q0 = qn . We say that r is a simple cycle if its a cycle and t2 . . . tn
is simple. Also, r is accepting if it starts from an initial state q0 ∈ QI and ends into a final
state qn ∈ QF . We denote by AccRunA (u) the set of accepting runs of A on the word u. The
language defined by A is the set of words L(A) = {u | AccRunA (u) 6= ∅}. The automaton A
is called deterministic (DFA for short) if QI is a singleton and ∆ is a function from Q × Σ to
Q. We define the representation size of an automaton A = (Q, QI , QF , ∆) as |A| = |Q| + |∆|.
Weighted transducers extend finite automata with string outputs and weights on transitions [15]. Any accepting run over some input word rewrites each input symbol into a
(possibly empty) word, with some cost in N. Transducers can also have -input transitions
with non-empty outputs, such that output symbols can be produced even though nothing
is read on the input (e.g. allowing for symbol insertions). The output of a run is the
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concatenation of all output words occurring on its transitions. Its cost is defined by an
aggregator function C : N∗ → Q≥0 , which associates a rational number to a sequence of
non-negative integers.
We consider three different aggregator functions, given later. Since there are possibly
several accepting runs over the same input, and generating the same output, we take the
minimal cost of them to compute the value of a pair of input and output words.
I Definition 2 (C-transducers). Let C : N∗ → Q≥0 be an aggregator function. A C-transducer
T is a tuple (A, W) where A = (Q, QI , QF , ∆) is an NFA over (Σε × Σ∗ ) \ {(ε, ε)} and the
function W : ∆ → N associates weights to each transition.
Given a transition t = (q, a, v, q 0 ) ∈ Q × Σε × Σ∗ × Q, we write Orig(t) = q, In(t) = a,
Out(t) = v, and Dest(t) = q 0 . We say that a transition t ∈ ∆ can be triggered by T if it is in
state Orig(t) and reads In(t) on its input (note that it is always possible to read In(t) = ε).
It, then, moves to Dest(t) and rewrites its input into Out(t). A run r = t1 . . . tn of T is a run
of A. We write In(r) = In(t1 ) . . . In(tn ) and Out(r) = Out(t1 ) . . . Out(tn ) and say that r is a
run of T on the pair of words (In(r), Out(r)). Let (u1 , u2 ) = (In(r), Out(r)). If moreover r
is accepting, we say that (u1 , u2 ) is accepted by T , and denote by AccRunT (u1 , u2 ) the set
of accepting runs over (u1 , u2 ). We also say that u1 is accepted by T if (u1 , u2 ) is accepted
by T for some u2 ∈ Σ∗ . We denote the weight sequence of r by W(r) = W(t1 ) . . . W(tn ) and its
corresponding (aggregated) cost is C(r) = C(W(r)).
A transducer T defines a relation from Σ∗ to itself, called a translation, denoted RT and
defined by: RT = {(u1 , u2 ) | AccRunT (u1 , u2 ) 6= ∅}. The domain of T , denoted dom(T ) is
the set of words u1 for which there exists u2 such that (u1 , u2 ) ∈ RT . The cost of a pair of
words (u1 , u2 ) is given by:
(
CT (u1 , u2 ) =

+∞

if (u1 , u2 ) 6∈ RT

min{C(r) | r ∈ AccRunT (u1 , u2 )}

otherwise.

Note that since runs consume at least one symbol of the input or one of the output, there
are finitely many runs on a pair (u1 , u2 ), hence the min is well-defined. Finally, given ν ∈ Q
and an input word u1 ∈ dom(T ), we define the threshold output language T≤ν (u1 ) of u1 as:
T≤ν (u1 ) = {u2 | CT (u1 , u2 ) ≤ ν}. This notation extends naturally to languages N ⊆ Σ∗ by
S
setting: T≤ν (N ) = u1 ∈N ∩dom(T ) T≤ν (u1 ).
I Assumption 3. We restrict our attention to C-transducers T that satisfy the condition that
for all u ∈ dom(T ), CT (u, u) = 0 (in particular (u, u) ∈ RT ). In other words, it is always
possible to rewrite u into itself at zero cost.
This assumption requires that each point must belong to any of its neighborhoods, which
naturally comes from the indiscernibility axiom of distance. However, we do not require the
triangle inequality axiom, that the edit distance does not satisfy.
Cost functions. We consider three aggregator functions, namely the sum, the mean and
the discounted-sum. Let λ ∈ Q ∩ (0, 1) be a discount factor. Given a sequence of weights
τ = τ1 . . . τn , those three functions are defined by:
(
n
n
X
X
0
if τ = ε
Sum(τ ) =
τi
Mean(τ ) =
DSum(τ ) =
λ(i−1) τi
Sum(τ )
otherwise
n
i=1
i=1
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Weighted-automata. When a C-transducer outputs only empty words, then its output
component can be removed and we get what is called a C-automaton, which defines a function
from words to costs. For C = Sum, this definition of Sum-automaton coincides with the
classical notion weighted automata over the semiring (N ∪ {+∞}, min, +) from [15].
Robustness problems. We study the following three fundamental problems related to
robustness for three different aggregator functions C ∈ {Sum, Mean, DSum}. Given a threshold
ν ∈ Q, a C-transducer T and a regular language L, a word u ∈ dom(T ) is said to be ν-robust
(or just robust if ν is clear from the context) if T≤ν (u) ⊆ L. In other words, all its rewritings
of cost ν at most are in L. A language N ⊆ Σ∗ is said to be ν-robust if N ∩ dom(T ) contains
only ν-robust words. Finally, the ν-robust kernel of T is the set RobT (ν, L) of ν-robust words:
RobT (ν, L) = {u ∈ dom(T ) | T≤ν (u) ⊆ L}. We prove that as the error threshold grows, so
does the robust kernel.
I Proposition 4. Given ν, ν 0 ∈ Q>0 , a C-transducer T and a regular language L, we have
that ν 0 ≤ ν =⇒ RobT (ν 0 , L) ⊆ RobT (ν, L).
Proof. By definition T≤ν (u1 ) = {u2 | CT (u1 , u2 ) ≤ ν}. For all u1 ∈ dom(T ) we have that
u1 ∈ RobT (ν, L) iff for all u2 both u2 ∈ L and CT (u1 , u2 ) ≤ ν hold. Clearly u1 ∈ RobT (ν, L)
implies u1 ∈ RobT (ν 0 , L) for any ν 0 ≤ ν.
J
We are in a position to formally define the three key problems studied in this paper. For
these definitions, we let C ∈ {Sum, Mean, DSum}.
I Problem 5 (Robust Inclusion). Given a C-transducer T , a regular language N ⊆ Σ∗ as an
NFA, a threshold ν ∈ Q≥0 and a language L ⊆ Σ∗ as a DFA, the robust inclusion problem is
to decide whether N ⊆ RobT (ν, L), i.e. whether T≤ν (N ) ⊆ L.
Note that we consider our specification language L deterministically presented, for tractability.
I Problem 6 (Threshold Synthesis). Given a C-transducer T , a regular language N ⊆ Σ∗
as an NFA, and a regular language L ⊆ Σ∗ as a DFA, the threshold synthesis problem is to
output a partition of the set of thresholds Q≥0 = G ] B into sets G and B of good and bad
thresholds, i.e.
G = {ν ∈ Q≥0 | N ⊆ RobT (ν, L)} and B = {ν ∈ Q≥0 | N 6⊆ RobT (ν, L)}.
As direct consequence of Proposition 4, the sets G and B are intervals of values, that is
for all ν1 , ν2 ∈ Q≥0 , if ν1 < ν2 and ν2 ∈ G, then ν1 ∈ G, and if ν1 ∈ B then ν2 ∈ B.
I Problem 7 (Robust Kernel Non-emptiness). Given a C-transducer T , a regular language
L ⊆ Σ∗ as a DFA, a threshold ν ∈ Q≥0 , the robust kernel non-emptiness problem is to decide
if there exists u ∈ RobT (ν, L).
For the cases where we provide algorithms for solving the non-emptiness of the robust
kernel, we also succeed in synthesizing the robust kernel as an automaton.

3

Robust Verification

Given an instance of the threshold synthesis problem, we show how to compute the interval of
good thresholds G and the interval of bad thresholds B in PTime for all the three measures
we consider. As a corollary, we show that the robust inclusion problem for Sum, Mean, DSum
measures is in PTime.
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T
a | a, 0

a | c, 1

a | b, 1
a | b, 0

id

a | c, 2
ok

a | c, 0
ko

Mean
DSum
Figure 2 Transducer T for which the infimums νT,L
= 1 and νT,L
= 2 are bad thresholds for T
1
interpreted as Mean- and DSum-transducer with discount factor 2 respectively, and for L = a∗ + b∗ .

In the following, we assume that N = dom(T ). This is w.l.o.g. as transducers are closed
(in polynomial time) under regular domain restriction (using a product construction of T
with the automaton for N ). With this assumption, the set of good thresholds G becomes
G = {ν ∈ Q≥0 | dom(T ) ⊆ RobT (ν, L)} and dually for the set of bad thresholds B. We let
νT,L be the infimum of the set of bad thresholds, i.e. νT,L = inf B = inf{ν ∈ Q≥0 | dom(T ) 6⊆
RobT (ν, L)}. As illustrated by the following example, computing νT,L allows us to compute
G = [0, vT,L ] and B = [vT,L , +∞).
I Example 8. Let Σ = {a, b, c} and C ∈ {Mean, DSum}. Consider the best threshold problem
for T the C-transducer of Figure 2, N = dom(T ) = a∗ and L = a∗ + b∗ . Note that the
translations accepted by ok and id belong to L. On the contrary, translations accepted
by ko do not belong to L and so they are not robust w.r.t. L for any threshold. For Mean
measure, the cost of a translation into c∗ is exactly 1 while the one into b∗ range over [0, 1).
Mean
Hence νT,L
= 1 and the set partition of good and bad thresholds is GMean = [0, 1) and
B Mean = [1, +∞). In the case of DSum with discount factor 0.5, the cost of a translation into
DSum
c∗ range over [2, 2.5) while the one into b∗ range over [0, 2). So νT,L
= 2 and the thresholds
DSum
DSum
are partitioned by G
= [0, 2) and B
= [2, +∞).
Then, we associate with every transducer T and property L given by some DFA A
(assumed to be complete), a graph called the weighted-graph associated with T and A, and
denoted by GT,A . Intuitively, GT,A is obtained by first taking the synchronised product of T
and A (where A is simulated on the outputs of T ) and then by projecting this product on
the inputs.
Formally, given T = (Q, QI , QF , ∆, W) and A = (P, pI , PF , δ), the synchronised product
GT,A = (V, E, W0 : E → N) is such that:
V =Q×P
E is the set of edges e = (q, p) → (q 0 , p0 ) such that there exists a ∈ Σε and a transition
t = (q, a, u, q 0 ) ∈ ∆ such that p0 = δ(p, u) where δ has been extended to words in the
expected way. We say that e is compatible with t.
For all e ∈ E, W0 (e) = min{W(t) | e is compatible with some t ∈ ∆}.
Additionally, we note VI = QI × {pI } the set of initial vertices and VF = QF × (P \ PF )
the set of final vertices of this graph. Given a path π in this graph as a sequence of edges
e1 . . . en , we let C(π) = C(W0 (e1 ) . . . W0 (en )).
The following lemma establishes some connection between νT,L and the paths of GT,A .
I Lemma 9. The infimum cost of paths from a vertex in VI to a vertex in VF is equal to
π
νT,L , i.e. νT,L = inf{C(π) | ∃s0 ∈ VI ∃sf ∈ VF s0 −
→GT ,A sf }.
Proof. We first show that any path π from VI to VF satisfies C(π) ≥ νT,L . Take such a path.
By construction of GT,A , there exists an input word u1 ∈ dom(T ), some output word u2 ∈
/L
and an accepting run r of T on (u1 , u2 ) of value C(r) = C(π). Since the value CT (u1 , u2 ) is
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the minimal value of all accepting runs of T over (u1 , u2 ), we have C(r) ≥ CT (u1 , u2 ) and
u1 is not robust for threshold CT (u1 , u2 ), a fortiori for threshold C(r), from which we get
π
C(r) = C(π) ≥ νT,L . This shows that νT,L ≤ inf{C(π) | ∃s0 ∈ VI ∃sf ∈ VF s0 −
→ GT ,A sf }.
Suppose that νT,L is strictly smaller than this infinimum (that we denote m) and take
some rational number ν such that νT,L < ν < m. Since νT,L < ν, it is a bad threshold which
means that there exists u1 ∈ dom(T ) such that u1 6∈ RobT (ν, L). Hence there exists u2 6∈ L
such that CT (u1 , u2 ) ≤ ν, and by definition of GT,A , there exists a path π from VI to VF of
value C(π) ≤ ν. This contradicts the fact that ν < m by definition of m. Hence, νT,L = m,
concluding the proof.
J
The next lemma establishes that the infimum of values of paths between two sets of states
in a weighted graph can be computed in PTime and it is also decidable in PTime if the
infimum is realized by a path, for all the three measures considered in this paper. As a direct
corollary of this lemma we obtain the main theorem of the section. The full proof can be
found in Appendix.
I Lemma 10. For a weighted graph G = (V, E, W : E → Q≥0 ), a set of sources VI ⊆ V and
a set of targets VF ⊆ V , the infimum of the weights of paths from VI to VF can be computed
in PTime for all C ∈ {Sum, DSum, Mean}. Moreover, we can decide in PTime if this infimum
is realizable by a path.
Sketch of proof. First, if no state of VF are reachable from some state of VI , we have
νT,L = +∞. Otherwise we use different procedures, depending on the aggregator C.
For Sum, the infimum can be computed in Ptime using Dijkstra algorithm and it is always
feasible. For Mean, we first note that the infimum is the Mean value of either a simple path or
the value of a reachable cycle that can be iterated before moving to some target. In the latter
case, the infimum is not feasible but can be approximated as close as possible by iterating
the cycle. So, the infimum is feasible iff it is the Mean value of a simple path. The minimal
Mean values amongst simple paths and cycles can be computed in Ptime with dynamic
programming thanks to [18]. For DSum, Theorem 1 of [5] provides a PTime algorithm that
computes for all v ∈ V , the infimum of DSum values xv of paths reaching the target VF
from v.
J
I Theorem 11. For a given C-transducer T , a language N ⊆ Σ∗ given as an NFA and L ⊆ Σ∗
given as a DFA, the set partition of good and bad thresholds (G, B) for C ∈ {Sum, DSum, Mean}
can be computed in PTime.
Proof. First, we restrict the domain of T to N by taking the product of T and the automaton
for N (simulated over the input of T ). Then, according to Lemma 10, we can compute in
PTime the value νT,L . This value is the infimum of B. If this infimum is feasible then the
interval B is left closed and equal to [νT,L , +∞) while G = [0, νT,L ), and on the contrary, if
this infimum is not feasible, then B is left open and equal to (νT,L , +∞), while G = [0, νT,L ].
Note that when νT,L = 0 and is feasible, then G = [0, 0) = ∅.
J
As a direct consequence, the robust inclusion problem for a threshold ν can be solved by
checking if ν ∈ G, and so we have the following corollary.
I Corollary 12. Let C ∈ {Sum, DSum, Mean}. Given T a C-transducer, N ⊆ Σ∗ given as an
NFA, L ⊆ Σ∗ given as a DFA and ν ∈ Q. The language inclusion N ⊆ RobT (ν, L) can be
decided in PTime.
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Robust Kernel Synthesis

In this section, we show that the robust kernel is regular for Sum-transducers, and checking
its emptiness is PSpace-complete. For Mean, we show that it is not necessarily regular, and
checking its emptiness is undecidable. For DSum, we conjecture that the robust kernel is
non-regular and give sufficient condition under which it is regular and computable, implying
decidability of its emptiness.

4.1

Sum measure

To show robust kernel regularity, we rely on the construction of Theorem 2 of [2] in the
context of weighted automata over the semiring (N ∪ {+∞}, min, +). The following lemma,
use the same automata construction and provides an upper bound on the number of states
required to denote a threshold language with a DFA.
I Lemma 13. Let U be an n state Sum-automaton and ν ∈ N. The threshold language
Lν (U ) = {w | U (w) ≥ ν}, where U (w) is defined as +∞ if there is no accepting run on w,
otherwise as the minimal sum of the weights along
 accepting runs on w, is regular. Moreover
Lν (U ) is recognized by a DFA with O (ν + 2)n states.
Proof. First, let assume that U has universal domain (i.e. any word has some accepting
run), otherwise we complete it by assigning value ν to each word of its complement.
Then, U (w) ≥ ν iff all the accepting runs on w have value at least ν. We design a
DFA D that accepts exactly those words. Since the weights of U are non-negative, D just
has to monitor the sum of all runs up to ν, by counting in its states. If Q is the set of
+
states of U , the set of states of D is 2Q×{0,...,ν−1,ν } , where ν + intuitively means any value
≥ ν. We extend natural addition to X = {0, . . . , ν − 1, ν + } by letting a + b = ν + iff
a = ν + , or b = ν + , or a + b ≥ ν. Then, D is obtained by subset construction: there is a
σ
σ|j
0
0
0
0
transition P −
→ P in D iff P ={(q , i + j) | (q, i) ∈ P ∧ q −−→ U q }. A state P is accepting
if P ∩ (Q \ F ) × {0, . . . , ν − 1} = ∅, where F are the accepting states of U .
Though simple, the latter construction does not give the claimed complexity, as the
number of states of D is 2nν . But the following simple observation allows us to get a better
state complexity. Consider an input word of the form uv. If after reading u, D reaches
some state P such that for some state q, there exists (q, i), (q, j) ∈ P such that i < j, then
if there is an accepting run of U from q on v, with sum s, there is an accepting run on uv
with sum i + s and one with sum j + s. Therefore if i + s ≥ ν, then j + s ≥ ν and the pair
(q, j) is useless in P . So, we can keep only the minimal elements in the states of D, where
minimality is defined with respect to the partial order (q, i)  (p, j) if q = p and i ≤ j. Let
us call Dopt the resulting “optimised” DFA. Its states can be therefore seen as functions from
Q to {0, . . . , ν − 1, ν + }, so that we get the claimed state-complexity.
J
I Lemma 14 (Robust language regularity). Let T be a Sum-transducer, ν ∈ N and L be regular
language. The language of robust words RobT (ν, L) is a regular language. Moreover, if L
is given by a DFA with nL states and T has nT states, then RobT (ν, L) is recognisable by a
DFA with O (ν + 2)nT ×nL states.
Proof of this lemma is provided in the appendix.
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I Theorem 15. Let T be a Sum-transducer, ν ∈ N given in binary and L a regular language
given as a DFA. Then, it is PSpace-complete to decide whether there exists a robust word
w ∈ RobT (ν, L). The hardness holds even if ν is a fixed constant, T is letter-to-letter1 and
io-unambiguous2 , and its weights are fixed constants in {0, 1}.

Proof. From Lemma 14, RobT (ν, L) is recognisable by a DFA with O (ν + 2)nT ×nL states,
where nT is the number of states of T and nA the number of states of the DFA defining
L. Checking emptiness of this automaton can be done in PSpace (apply the standard
NLogSpace emptiness checking algorithm on an exponential automaton that needs not be
constructed explicitly, but whose transitions can be computed on-demand).
To show PSpace-hardness, we reduce the problem from [19] of checking the non-emptiness
of the intersection of n regular languages given by n DFA A1 , . . . , An , over some alphabet
T
Γ. In particular, we construct T , ν and a DFA A such that i L(Ai ) 6= ∅ iff there exists a
robust word with respect to T ,ν and L.
We define the alphabet as Σ = Γ ∪ {#1 , . . . , #n , a} where we assume that #1 , . . . , #n , a
∈
/ Γ, and construct a transducer T which reads a word wa of length k = |w| + 1 with w ∈ Γ∗ ,
and rewrites it into either itself, or (#i )k for all i ∈ {1, . . . , n}. The identity rewriting has
total weight 0 while the rewriting into #ki has total weight 1 if w ∈ L(Ai ), and 0 otherwise.
The transducer T is constructed as the disjoint union of n + 1 transducers T1 , . . . , Tn , Ta .
For all i ∈ {1, . . . , n}, Ti simulates Ai on the input and outputs #i whenever it reads an
input letter different from a, with weight 0. When reading a from an accepting state of
Ai , it outputs a with weight 1, and if it reads a from a non-accepting state, it outputs a
with weight 0. Finally, Ta just realizes the identify function with weight 0. Note that T has
polynomial size in A1 , . . . , An and it is letter-to-letter and (input,output)-deterministic.
T
Now we prove that a word w a is robust iff w ∈ i L(Ai ). Assume that there exists a
∗
robust word w a for the property L = (Γ ∪ {a}) and threshold ν = 0. Equivalently, it means
that for all rewritings α ∈ Σ∗ , if SumT (wa, α) ≤ 0 then α ∈ L. It is equivalent to say that all
its rewritings α satisfies either SumT (wa, α) ≥ 1 or α ∈ L. By definition of T , it is equivalent
to say that all rewritings α are such that either α ∈ (#i )∗ · a for some i and w ∈ L(Ai ), or
α = w a. Since T necessarily rewrites wa into wa, as well as into (#1 )k , . . . , (#n )k , where
k = |w| + 1, the latter assumption is equivalent to saying that w ∈ L(Ai ) for all i ∈ {1, . . . , n},
concluding the proof.
J

4.2

Mean measure

Let us first establish non-regularity of the robust kernel.
I Lemma 16. Given a regular language L, a Mean-transducer T and ν ∈ Q≥0 , the language
RobT (ν, L) is not necessarily regular, but recursive.
Proof. Consider the language L = {w | ∃i ∈ N : w(i) = a} on the alphabet Σ = {a, b}, i.e.
the set of words on Σ that contain at least one a. Now, consider a (one state) transducer T
that can non-deterministically copy letters or change the current letter from a to b with weight
one. Now, if we fix ν to be equal to 12 , then all the translations of w by T of cost less than 12
are included in L, i.e. each translation of w will contain at least one letter a, if and only if, the
number of a’s in w is larger than the number of b’s in w, i.e. RobT ( 12 , L) = {w | w]a > w]b },
which is not regular. Note that in general RobT (ν, L) is recursive because the membership
problem to it, is decidable by Corollary 12 (applied on a singleton language).
J
1
2

A transducer is letter-to-letter if ∆ ⊆ Q × Σ × Σ × Q.
For all word pairs (w1 , w2 ), there exists at most one run of T on w1 outputting w2 .

E. Filiot, N. Mazzocchi, J.-F. Raskin, S. Sankaranarayanan, and A. Trivedi

17:11

We now show that testing the non-emptiness of the robust kernel is undecidable.
I Theorem 17. Let L be a regular language, T be a Mean-transducer and ν ∈ Q≥0 . Determine
whether RobT (ν, L) 6= ∅ is undecidable. It holds even if T is io-unambiguous.
Proof. Let A be a Sum-automaton weight by integers. The proof goes by reduction from
determining whether all words admits a run of non-positive cost in A which is known to be
undecidable [10, 2]. From A, we construct L as the set of non accepting runs of A union Σ∗ ,
the threshold ν as the maximal absolute weight of A and T such that:
MeanT =

[ {(w, w) 7→ 0 | w ∈ Σ∗ }
{(w, rw ) 7→ Xrw + ν|w| | rw run of A over w ∈ Σ∗ with value Xrw }

We can construct T as the disjoint union between a single-state transducer with weights zero
realising the identity, and a transducer that outputs all the possible runs of A on its input,
such that each T -transition simulating an A-transition t of value x (in A) has value ν + x,
which is positive by definition of ν. Hence T is indeed weighted over non-negative numbers.
Note that T is io-unambiguous: if the input and output are fixed, there is at most one run of
T . Now, we show that RobT (ν, L) = ∅ iff ∀w · A(w) ≤ 0, i.e.
∀w1 ∃w2 ∈ L MeanT (w1 , w2 ) ≤ ν iff ∀w A(w) ≤ 0.
We have the following equivalences: ∀w1 ∃w2 ∈ L · MeanT (w1 , w2 ) ≤ ν iff for all w1 , there
exists an accepting run r of A on w1 such that MeanT (w1 , r) ≤ ν, i.e. SumT (w1 , r) ≤ ν|w1 | and
by definition of T , it is equivalent to asking that SumA (r) + ν|w1 | ≤ ν|w1 |, i.e. SumA (r) ≤ 0.
Hence, the latter statement is equivalent to the fact that for all words w1 , there exists an
accepting run of A of value ≤ 0. Since A takes the minimal value of all accepting runs to
compute the value of a word, it is equivalent to saying that for all w1 , A(w1 ) ≤ 0, i.e., A is
universal, concluding the proof.
J

4.3

Discounted sum measure

For DSum-transducer, we conjecture that RobT (ν, L) is in general non-regular. This claim is
substantiated by the fact that DSum-automata over Q and ω-words have in general non-regular
cut-point languages, i.e. the set of words of DSum value below a given threshold is in general
non-regular [9]. With a proof similar to that of Theorem 17 for Mean-transducers, it is possible
to show that the universality problem for DSum-automata, which is open to the best of our
knowledge, reduces to checking the emptiness of the robust language of a DSum-transducer.
Following an approach that originates from the theory of probabilistic automata, it is
has been shown that cut-point languages are regular when the threshold is -isolated [9].
Formally, a threshold ν ∈ Q is -isolated, for  > 0 and for some DSum-transducer T if,
for all accepting runs r of T , DSumT (r) ∈ [0, ν − ] ∪ [ν + , +∞). It is isolated if it is
-isolated for some . Our objective now is to show that when ν is isolated, then RobT (ν, L)
is regular and one can effectively construct an automaton recognizing it. We will also give
a (possibly non-terminating) algorithm which, when it terminates, returns an automaton
recognising RobT (ν, L), and which is guaranteed to terminate whenever ν is -isolated for
some . Towards these results, we first give intermediate useful results. For a state q of T ,
we call continuation of q any run from q leading to some accepting state of T . By extension,
we also call continuation of a run r any continuation of the last state of r. A transducer T
is said to be trim if all its states admits some continuation. Note that any transducer can
be transformed into an equivalent trim one in PTime, just by removing states that do not
admit any continuation (this can be tested in PTime).
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I Lemma 18. Let T be a trim DSum-transducer and ν ∈ Q. If ν is -isolated for some , then
there exists n∗ ∈ N such that any run r of length at least n∗ satisfies one of the following
properties:
1. DSum(r) ≤ ν −  and any continuation r0 of r satisfies DSum(rr0 ) ≤ ν − 
2. DSum(r) ≥ ν + /2 and any continuation r0 of r satisfies DSum(rr0 ) ≥ ν + .
Proof of this lemma is provided in the appendix.
We now show how to construct better and better regular under-approximations of the set
of non-robust words, show that they “finitely” converge to the set of non-robust words when
ν is isolated.
I Lemma 19. Let T be a DSum-transducer, ν ∈ Q and L a regular language (given as a DFA).
For all n, we can construct an NFA An such that:
1. L(An ) ⊆ L(An+1 )
2. L(An ) ⊆ RobT (ν, L) ∩ dom(T )
Moreover, if ν is isolated, there exists n∗ such that L(An∗ ) = RobT (ν, L) ∩ dom(T ).
Proof of this lemma is provided in the appendix.
We also show that one can test whether given n, we have RobT (ν, L) ∩ dom(T ) ⊆ L(An ),
as stated by the following lemma:
I Lemma 20. Given a regular language N (given as some NFA), it is decidable to check
whether RobT (ν, L) ∩ dom(T ) ⊆ N holds.
Proof. We take the synchronised product of T , L (on the output) and N (on the input),
project the output, and check whether a path from an initial to a final vertex exists with
discounted sum ≤ ν.
J

1.
2.
3.
4.

Those results allow us to define the following semi-algorithm:
Compute-Rob(T, ν, L)
for n from 1 to +∞
compute An
if RobT (ν, L) ∩ dom(T ) ⊆ L(An ) return An

// as in Lemma 19
// using Lemma 20

I Lemma 21. The algorithm Compute-Rob(T, ν, L) satisfies the following properties:
1. if it terminates, then it returns an automaton recognising RobT (ν, L) ∩ dom(T ),
2. if ν is isolated, it terminates.
Proof. If it terminates at steps n, then by Lemma 19 and the test at line 4 we know that
L(An ) = RobT (ν, L) ∩ dom(T ), and if ν is isolated, the test will eventually succeed.
J
Note that the algorithm may terminate even if ν is not isolated. It is the case for instance
when the threshold is -isolated for “long” runs only, but not necessarily for small runs, in
the sense that it is only required that for some n, any accepting runs of length at least n
satisfies either DSum(r) ≤ ν −  or DSum(r) ≥ ν + . As a corollary of Lemma 21, RobT (ν, L)
is regular when ν is isolated: it suffices to run Algorithm Compute-Rob, complement the
automaton and restrict its language to dom(T ).
I Theorem 22. Let T be a DSum-transducer and ν ∈ Q and L a regular language. If ν is
isolated, then RobT (ν, L) is regular.
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Figure 3 Finite state automaton P showing a desired property for the automatic transmission
system. All incoming edges to s1 , . . . , s5 have label g3 , incoming edges to t1 , . . . , t5 have label g4
and r1 , . . . , r5 have incoming edges labelled g5 . All edges not shown lead to a rejecting sink state.

5

Implementation and Case Study

We describe an evaluation of the ideas presented thus far and their application to two case
studies: one involving robustness of control strategies to human mistakes and the other
involving glucose values for patients with type-1 diabetes. We have implemented in Python
the threshold synthesis problem (Problem 6) for the discounted and average costs. Our
implementation supports the specification of a language L specified as an NFA, a weighted
transducer T and a property P specified as some DFA. The implementation is available upon
request.

5.1

Robustness of Human Control Strategies

An industrial motor operates under many gears g1 , . . . , g5 . Under fault, the human operator
must take control of the machine and achieve the following: If the system goes into a fault
the operator must ensure that (a) the system is immediately set in gears 3 − 5. Subsequently,
for the next 5 cycles: (b) it must never go to gear g1 or g2 ; and (c) must shift and stay at a
higher gear g4 or g5 after the 5th cycle until the fault is resolved.
Figure 3 shows a finite state machine P that accepts all words satisfying this property:
fault is not in the operator’s control but g1 , . . . , g5 are operator actions. Consider that
the operator can perform this task in two different ways: σ1 : fault g4 g4 g4 g5 g5 versus
σ2 : fault g3 g3 g3 g3 g4 . The input σ1 induces the run s, s0 , t1 , t2 , t3 , r4 , r5 whereas the
input σ2 induces the run s, s0 , s1 , s2 , s3 , s4 , t5 . Both σ1 , σ2 satisfy the property of interest
and as such there is nothing to choose one over the other. Suppose the human operator can
make mistakes, especially since they are under stress. We will consider that the operator
can substitute a command for gear gi with gi−1 (for i > 1) or gi+1 (for i < 5). We use a
weighted transducer T0 shown in Figure 4 to model these substitutions. The transducer
defines possible ways in which a string σ can be converted to σ 0 with a notion of cost for
the conversion. In this example we consider two notions of cost: the DSum-cost, and the
Mean-cost. These costs now allow us to compare σ1 versus σ2 . For instance, under both
notions we will discover that σ1 is much more robust than σ2 . The robustness of σ1 under
both cost models is ∞ since any change to σ1 under the transducer continues to satisfy the
desired property. On the other hand σ2 has a finite robustness, since operator mistakes can
cause violations.
The use of a transducer allows for a richer specification of errors. For instance, transducer
T2 in Fig. 4 shows a model of “bounded” number of mistakes that assume that the operator
makes at most 2 mistakes whereas T3 in Fig. 4 shows a model with “bursty” mistakes that
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id, 0
s0

T0
gi | gi+1 , 1
∀i ∈ {1, . . . , 4}

T1
id, 0

gi | gi−1 , 1
∀i ∈ {2, . . . , 5}

id, 0
gj | gj−1 , 1

t0

gk | gk+1 , 1

T2
gj | gj−1 , 1
gk | gk+1 , 1

t1

gj | gj−1 , 1
gk | gk+1 , 1

gj | gj−1 , 1

t1

gk | gk+1 , 1



id, 0
t0

id, 0

t2

t2

id, 0

gj | gj−1 , 1
gk | gk+1 , 1

t3

Figure 4 Transducers modeling potential human operator mistakes along with their costs: T0
allows arbitrarily many mistakes whereas T1 restricts the number of mistakes to at most 2, whereas
T2 models a “bursty” set of mistakes. The edge a | b, w denotes a replacement of the letter a by b
with a cost w. For convenience T2 uses an  transition that can be removed.
Table 1 Running times and robustness values computed for various input strings (the first letter
fault is common to all the strings and is omitted). All timings are measured in seconds,  denotes
time < 0.01 seconds.
String
g4 g4 g4 g4 g5 g5
g3 g3 g3 g4 g4 g4
g3 g4 g4 g4 g5 g4 g4 g4 g3 g4
g310 g410
g35 g415 g55 g43 g5
g34 g425 g525

Disc.
∞
2−5
0
0
7.45e − 9
3.7e-9

T0
Avg.
∞
1
6

0
0
0.035
0.019

Time

0.03
0.04
0.07
0.12
0.15

Disc.
∞
2−5
0
0
7.45e − 9
3.73e-9

T1
Avg.
∞
1
6

0
0
0.035
0.019

Time

0.03
0.06
0.09
0.2
0.4

Disc.
∞

T2
Avg.
∞

7
32

1
2

0
0
2.6e − 8
6.52e-9

0
0
0.103
0.056

Time

0.03
0.06
0.1
0.2
0.3

assume that mistakes occur in bursts of at least 2 but at most 3 mistakes at a time. These
models are useful in capturing fine grained assumptions about errors that are often the case
in the study of human error or errors in physical systems.
Using the prototype implementation, we report on the robustness of various inputs for
this motivating example under the three transducer error models. The property P is as
shown in Figure 3 and the transducers T0 − T2 are as shown in Fig. 4. Table 1 reports
the robustness values for various input strings and the running time. We note that while
our approach takes about 0.3 seconds for a string of length 50, the prototype can be made
much more efficient to reduce the time to compute robustness. Also we note that discounted
sum becomes smaller as the strings grow larger while the average robustness value does not.
We conclude that average robustness is a more useful measure due to this property in this
particular example.

5.2

Robust Pattern Matching in Type-1 Diabetes Data

We will now apply our ideas to the robust pattern matching problem for analyzing clinical
data for patients with type-1 diabetes. People with type-1 diabetes are required to monitor
their blood glucose levels periodically using devices such as continuous glucose monitors
(CGMs). Data from CGMs is uploaded online and available for review by clinicians during
periodic doctor visits. Many applications such as Medtronic Carelink(tm) support the
automatic upload and visualization of this data by clinicians. Physicians are commonly
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alb,ub | alb0 ,ub0 , cost([lb, ub], [lb , ub ])
ε
DropoutNC

alb,ub | a40,50 , cost(dropout)
calibrate | calibrate, 0
ε

calibrate | calibrate, 0
Not Calib

ε
alb,ub | a40,50 , cost(dropout)
calibrate | calibrate, 0

17:15

Calib

DropoutC

ε
alb,ub | alb0 ,ub0 , 2 × cost([lb, ub], [lb0 , ub0 ])
calibrate | calibrate, 0

Figure 5 Transducer model for capturing the errors made by continuous glucose monitors.

interested in analyzing the data to reveal potentially dangerous patterns of blood glucose
levels: (a) Prolonged Hypoglycemia (P1): Do the blood glucose levels stay below 70 mg/dl
(hypoglycemia) for more than 3 hours continuously? 3 (b) Prolonged Hyperglycemia (P2):
Do the blood glucose levels remain above 300 mg/dl (hyperglycemia) for more than 3 hours
continuously? 4 ; and (c) Rebound Hyperglycemia (P3): Do the blood glucose levels go below
70 mg/dl and then rise rapidly up to 300 mg/dl or higher within 2 hours? 5
Note that these patterns specify “bad” events that should not happen. A straightforward
and strict pattern matching approach based on specifying the properties above will “hide”
potentially bad scenarios that “nearly” match the desired pattern for two main reasons. First,
the CGM can be noisy and inaccurate in a way that depends on the actual blood glucose
value measured and when it was last calibrated. (see Figure 5 and more detailed description
below). Secondly, the cutoffs involved such as 70 mg/dl and 3 hours are not “set in stone”.
For instance, a clinician will consider a scenario wherein the patient’s blood glucose levels
stays at 71 mg/dl for 2.75 hours as a serious case of prolonged hypoglycemia even though
such a scenario would not satisfy the property P1.
We propose to solve the approximate “pattern matching” problem. I.e, given a string
w, a transducer T and a language L, we are looking for a word w0 such that w0 ∈ L and
CT (w0 , w) is as small as possible. In other words, we solve the threshold synthesis problem
(Problem 6) for a language L that is the complement of P1 (P2 or P3).
We partition the range of CGM outputs [40, 400] mg/dl into intervals of size 10 mg/dl
over the range [40, 80] mg/dl and 20 mg/dl intervals over the remaining range [80, 400] mg/dl.
This yields a finite alphabet Σ where |Σ| = 20. For instance a60,70 ∈ Σ represents a range
[60, 70]mg/dl. CGMs provide a reading periodically at 5 minute intervals. This yields a
string where each letter describes the interval that contains the glucose value.
Transducer. The CGM error model is given by a transducer that considers possible errors
that a CGM can make (see Fig. 5). The transducer has four states: (a) Not Calib denoting
that no calibration has happened, (b) Calib: denoting a calibration event in the past, (c)
DropoutNC: a sensor drops out under the non calibrated mode and (d) DropoutC: a
calibration event has happened and sensor drops out. The cost of changing a reading in the
range [lb, ub] to one in the range [lb0 , ub0 ] is denoted by a function cost(lb, ub, lb0 , ub0 ) These

3
4
5

Such an event can lead to dangerous (and silent) nighttime seizures.
Such an event can lead to a potentially dangerous condition called diabetic ketacidosis.
Rebound hyperglycemia can lead to large future swings in the blood glucose level, raising the burden
on the patient for managing their blood glucose levels.
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costs are set to be higher for ranges [lb, ub] that are close to hypoglycemia. Also note that
we can model calibration events and the doubling of costs if the sensor is in the calibrated
mode.
Property Specifications. We specify the three different properties described above formally
using finite state machines over the alphabet Σ as defined above. The prolonged hypoglycemia
property can be written as a regular expression: Σ∗ (a40,50 + a50,60 + a60,70 )36 Σ∗ which can
be easily translated into an NFA with roughly 38 states. The number 36 represents a period
of 180 minutes since CGM values are sampled at 5 minute intervals. Similarly, the other two
properties are also easily expressed as NFAs.
Finally, we compose the transducer model with the properties P1-P3 individually and
calculate the mean robustness. More precisely, for each sequence of measures w, we compute
the minimal threshold ν such that w can be rewritten by T at mean cost ν into some w0
satisfying P1 (and P2, P3 respectively). The discounted sum robustness is not useful in this
situation since the patterns can match approximately anywhere in the middle of a trace. Also,
in most cases the discounted sum robustness value was very close to zero for any discount
factor < 1 or became forbiddingly large for discount factors slightly larger than 1, due to the
large size of the traces.
Patient Data. We used actual patient data involving nearly 50 patients with type-1 diabetes
undergoing a clinical trial of an artificial pancreas device, and nearly 40 nights of data per
patient, leading to an overall 2032 nights. Each night roughly corresponds to a 12 hour
period when CGM data was recorded [20]. This is converted to a string of size 140 (or
slightly larger, depending on how many calibration events occurred). The threshold synthesis
problem (Problem 6) was solved for each of the input strings, and the results were sorted by
the threshold robustness value for properties P1-P3.
Table 2 Total time taken per property and number of matches for various ranges of the threshold.
Prop.
P1
P2
P3

Total Time
4hr10m31s
2hr10m30s
2h0m9s

0
0
0
0

Threshold Values synthesized
(0, 0.1] (0.1, 1.0] > 1.0
∞
8
2
95
1927
28
13
0
1991
11
10
0
2011

Table 2 shows for each property, the total time taken to complete the analysis of the
full patient data, and the number of matches obtained corresponding to various threshold
values. As the table reveals, no single trace matches any of the properties perfectly. However,
our approach is more nuanced, and thus, allows us to find numerous approximate matches
that can be sorted by their robustness threshold values. Note that many of the input traces
yield a threshold value of ∞: this signifies that no possible translation as specified by the
transducer can cause the property to hold.
Figure 6 shows two of the approximate pattern matches obtained with a small robustness
value. Notice that the CGM values on the left do not satisfy the criterion for a “prolonged
hypoglycemia” for 3 hours (P1) in a strict sense due to a single point at the end of the trace
that is slightly above the 70 mg/dl threshold. Nevertheless, our approach assigns this trace a
very low robustness. Likewise, the plot on the right shows a rapid rise from a hypoglycemia
to a hyperglycemia within 120 minutes (P3) towards the beginning, except that the peak
value just falls short of the threshold of 300 mg/dl.
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Figure 6 Examples of patterns with small robustness thresholds for properties P1 (left) with
robustness value of 0.7, and P3 (right) with robustness 0.02. The red triangles show calibration
events.

Note that related work in the area of monitoring cyber-physical systems (CPS) mentioned
earlier [16, 14, 12, 1] can be used to perform approximate pattern matching using robustness
of temporal properties over hybrid traces. However, we note important differences that are
achieved due to the theory developed in this paper. For one, the use of a transducer can
provide a nuanced model of how errors transform a trace, wherein the transformation itself
changes based on the transducer state. A detailed transducer model of CGM errors remains
beyond the scope of this study but will likely be desirable for applications to the analysis of
patterns in type-1 diabetes data.

6

Conclusion

In conclusion, we have shown how notions of robustness can be defined through weighted
transducers along with approaches for solving the threshold and kernel synthesis problems
for various cost aggregators such as Sum, DSum and Mean. In the future, we will investigate
these notions for richer classes of systems including timed and hybrid systems. We also plan
to investigate connections to robust learning of automata from examples.
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Appendix
Proof of Lemma 10
Proof. We first trim the graph G by removing all the vertices that cannot be reached from
VI and that cannot reach VF as those vertices cannot participate to paths from VI to VF .
The set of paths from VI to VF is empty iff the trimmed graph is empty and then the infimum
is equal to +∞. Now, we assume the trimmed graph to be non-empty, i.e. there is at least
one path from VI to VF . In that case, the infimum value is guaranteed to be a non-negative
rational number.
We now consider the three measures in turn. For Sum, computing the infimum amounts
to computing a shortest path in a finite graph with non-negative weights. Any PTime
algorithm that solves this problem can be used, e.g. Dijkstra shortest path algorithm. In the
case of sum, the infimum is always realized by a (simple) shortest path.
For Mean, we first note that the infimum is either realized by a simple path from VI to
VF of minimal Mean value, or it is equal to the minimal Mean value among the simple cycles
in the graph. Indeed, if c is a cycle of Mean m which is smaller than the Mean value of any
path from VI to VF then the family of paths ρk = p · ck · s, where p is simple path from VI to
c and s is a simple path from c to VF (such simple paths exist as the graph is trimmed), is
such that limk 7→ +∞ Mean(ρk ) = Mean(c) and Mean(c) is the infimum. Now if all the simple
cycles have a value larger than the infimum, they cannot participate to a path or a family of
paths that realize the infimum as those cycles can be systematically removed and give paths
with smaller values. Now, we note that the minimum value of simple paths from VI to VF
can be computed in PTime by a simple dynamic program that considers the minimal values
of paths of lengths at most equal to the number of states in the trimmed graph. Moreover,
the minimum mean value of simple cycles in the trimmed graph can be computed in PTime
using the Karp algorithm [18]. It is easy to see that the infimum is feasible iff it equals the
minimum Mean value of simple paths.
We now turn to the DSum measure. Remember that the graph is trimmed according to VI
and VF . Theorem 1 of [5] tells us that we can compute for all v ∈ V , the infimum of DSum
values xv of paths reaching the target VF from v, in PTime. According to Lemma 1 of [5],
and similarly to the case of Mean, for all vI ∈ VI , the infimum DSum value xvI of paths from
vI to some vF ∈ VF is either realized by a simple path or by a family of paths of the form
p · ck · s. This is because if it is beneficial to include a cycle c to reduce the cost of a path
from vI to vF then it is beneficial to repeat the cycle arbitrarily many times. In particular,
the infimum value is feasible only when there exists a simple path with this value. In order
to decide the feasibility of the values xvI for all vI ∈ VI , we consider a subgraph where we
keep only those edges e = (v, v 0 ) such that the optimal value xv of v can be realised through
the vertex v 0 . Formally, we construct G0 = (V, E 0 ) with E 0 ⊆ E and such that (v, v 0 ) ∈ E 0 if
xv = λxv0 + W(v, v 0 ). We claim that, VF is reachable from v in G0 iff xv is feasible in G from
v, hence testing feasibility boils down to checking the existence of a path in G0 .
The left-to-right implication comes by induction on the length of the path π to reach some
vF ∈ VF from v. If v ∈ VF then |π| = 0, xv = 0 and this value is feasible. Assume v 6∈ VF
and π = (v, v 0 )π 0 . By induction hypothesis, xv0 is feasible by some path π 00 from v 0 to VF .
By construction of G0 we have xv = λxv0 + W(v, v 0 ). Hence xv is feasible by (v, v 0 )π 00 . For the
right-to-left implication, if v ∈ VF it is trivial, so assume that v 6∈ VF and let π = (v, v 0 )π 0 a
path that realises xv . Assume xv > λxv0 + W(v, v 0 ). This contradicts the optimality of xv , as
π witnesses a better discounted value from v to VF . Assume xv < λxv0 + W(v, v 0 ), then since
π realises xv , we have xv = W(v, v 0 ) + λDSum(π 0 ). It implies DSum(π 0 ) < xv0 . This contradicts
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the minimality of xv0 , as then π 0 witnesses a better value for paths from v 0 to VF . Hence
xv = λxv0 + W(v, v 0 ) and (v, v 0 ) is an edge of G0 . By induction on the length of π, we can
also conclude that π 0 is a path of G0 and then π is a path of G0 from v to VF .
J

Proof of Lemma 14
Proof. First, we show that the complement of RobT (ν, L) , defined as
RobT (ν, L) = {w1 | ∃w2 · SumT (w1 , w2 ) < ν ∧ w2 6∈ L}
is regular. First, let us assume that L is given by some NFA A, let A be a DFA recognizing
the complement of L. We first transform T into T ⊗ A, which simulates T and controls that
the output words belong to L. In particular, it rejects whenever the rewriting by T is in L.
It is obtained as a product of T with A run on the output, with set of states QT × QA . It
accepts whenever the final pair of states (p, q) is a pair of accepting states both for T and A.
Then, we have the following:
RobT (ν, L) = {w1 | ∃w2 · SumT ⊗A (w1 , w2 ) < ν}
Now, by definition of SumT ⊗A (w1 , w2 ) we have w1 ∈ RobT (ν, L) iff there exists a word w2
and an accepting run r over (w1 , w2 ) such that Sum(r) < ν. Therefore, we can project
T ⊗ A on its input dimension (thus, we just ignore the outputs) and obtain a Sum-automaton
that we call U such that RobT (ν, L) = {w1 | U (w1 ) < ν} , where U (w1 ) is defined as +∞ if
there is no accepting run of U on w1 , and as the minimal sum of the accepting runs on w1
otherwise. Complementing again, we get: RobT (ν, L) = {w1 | U (w1 ) ≥ ν} . Now, we apply
directly Lemma 13 on U to conclude for regularity. The state-complexity is again given by
Lemma 13 and the fact that U has nT × nL states.
J

Proof of Lemma 18
Proof. Let r be a run of length n of T . Since T is trim, there exists a continuation r0 of r,
P+∞
and moreover we have DSum(rr0 ) = DSum(r) + λn DSum(r0 ). We have DSum(r0 ) ≤ i=0 λi µ =
µ(1 − λ)−1 where µ is the largest absolute weight of T . We let Bn = λn µ(1 − λ)−1 . Let
n∗ be the smallest non-negative integer such that Bn∗ ≤ /2 (it exists since Bn is strictly
decreasing of limit 0). Assume that the length of r is greater than n∗ i.e. n ≥ n∗ . As a
consequence Bn ≤ Bn∗ . Since ν is -isolated, we have two cases:
i. If DSum(rr0 ) ≤ ν −  then DSum(r) ≤ ν −  since DSum(r) ≤ DSum(rr0 ) by non-negativity
of the weights of T
ii. If DSum(rr0 ) ≥ ν +  then DSum(r) ≥ ν +  − λn DSum(r0 ). Moreover λn DSum(r0 ) ≤ Bn ≤
Bn∗ ≤ /2 by construction. So −λn DSum(r0 ) ≥ −/2 which implies DSum(r) ≥ ν + /2.
We have just shown that either DSum(r) ≤ ν −  by (i) or DSum(r) ≥ ν + /2 by (ii). We
prove now that, for all continuation r0 of r we have (i) implies DSum(rr0 ) ≤ ν −  and (ii)
implies DSum(rr0 ) ≥ ν + . In the first case, assume by contradiction that (i) holds and some
continuation r0 of r satisfies DSum(rr0 ) ≥ ν + . As a consequence λn DSum(r0 ) ≥ 2, which
is impossible since λn DSum(r0 ) ≤ Bn ≤ Bn∗ ≤ /2. In the second case, if DSum(r) ≥ ν + /2
then any continuation r0 of r satisfies DSum(rr0 ) ≥ DSum(r) > ν + /2. Since ν is -isolated,
we get DSum(rr0 ) ≥ ν + .
J

Proof of Lemma 19
Proof. For all n, we let Bn = λn W (1 − λ)−1 , as in the proof of Lemma 18. A run r on a
pair (w1 , w2 ) is called bad if DSum(r) ≤ ν, w2 6∈ L and r is accepting. Not that necessarily,
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w1 6∈ RobT (ν, L). The run r is called dangerous if |r| ≥ n and DSum(r) ≤ ν − Bn . A dangerous
run r can possibly be extended to a bad run rr0 . It is possible iff there exists a continuation
r0 of r such that the output of rr0 is not in L. Note that the cost of rr0 does not matter
because the largest value r0 can achieve is Bn , keeping DSum(rr0 ) smaller than ν. Hence,
when a dangerous run is met, only a regular property has to be tested to extend it to a bad
run. We exploit this idea in the automata construction. Namely, An will accept words for
which there exists a bad run of length n at most, or a dangerous run of length n which can
be extended to a bad run.
• Automata construction. Let Runs≤n
T be the runs of T of length at most n, and Q its
set of states. We assume that for all (w1 , w2 ) ∈ RT , w2 6∈ L holds. This can be ensured
by taking the synchronised product of T (on its outputs) with an automaton recognizing
the complement of L. Let us now build the NFA An . Its set of states is Runs≤n
T ∪ Q. Its
transitions are defined as follows: for all T -runs r of length n − 1 at most ending in some
state q, for all σ ∈ Σε , if there exists a transition t of T from state q on reading σ, then we
σ
create the transition r −
→ rt in An . From any run r of length n, we consider two cases: if r
is not dangerous, then r has no outgoing transitions in An . If r is a dangerous run, then we
ε
add some ε-transition to its last state: r −
→ p where p is the last state of r. Finally, we add a
transition from any state q to any state q 0 on σ in An whenever there is a transition from q
to q 0 on input σ in T . Accepting states are bad runs of Runs≤n
T and accepting states of T .
• Correctness. Let us show that the family An satisfies the requirements of the lemma.
First, we show that L(An ) ⊆ L(An+1 ). Let w ∈ L(An ) and ρ some accepting run of An on
w. To simplify the notations, we assume here in this proof that runs of An , An+1 and T are
just sequences of states rather than sequences of transitions. By definition of An , ρ can be
∗
∗
decomposed into two parts ρ1 ρ2 such that ρ1 ∈ (Runs≤n
T ) and ρ2 ∈ Q with an -transition
from the last state of ρ1 to the first of ρ2 . We consider two cases. If |ρ2 | = 0, then ρ = ρ1
and by definition of An+1 , ρ is still an accepting run of An+1 . In the other case, there is
a dangerous run r of T such that ρ1 can be written ρ1 = r[: 1]r[: 2] . . . r[: n] where r[: i] is
the prefix of r up to position i, and ρ2 = q1 q2 . . . qk is a proper run of T . Note that q1 is
the last state of r by construction of An . Moreover, rρ2 is bad. Since r was dangerous at
step n, we also get that rq2 is dangerous at step n + 1, in the sense that |rq2 | = n + 1 and
DSum(rq2 ) ≤ ν − Bn+1 , by definition of Bn+1 and the fact that DSum(r) ≤ ν − Bn . So, we get
that the sequence of states ρ1 .(rq2 ).q2 . . . qk is a run of An+1 on w is accepting in An+1 (note
that rq2 here is a state of An+1 and there is an -transition from (rq2 ) to q2 ), concluding the
first part of the proof.
Now, suppose that ν is -isolated for some . Then, take n∗ as given by Lemma 18 and
let us show that RobT (ν, L) ∩ dom(T ) ⊆ L(An∗ ) (the other inclusion has just been proved
for all n). Let w ∈ dom(T ) such that w 6∈ RobT (ν, L). There exists (w1 , w2 ) ∈ RT and an
accepting run r of T on it such that DSum(r) ≤ ν and w2 6∈ L. In other words, r is bad. If
|r| ≤ n∗ , then r[: 1]r[: 2] . . . r[: |r|] is an accepting run of An∗ on w, and we are done. Now
suppose that |r| > n∗ . Since ν is -isolated, we have DSum(r) ≤ ν − . By Lemma 18, we
also get that DSum(r[: n∗ ]) ≤ ν − . By definition of n∗ being the smallest integer such that
Bn∗ < /2, we get DSum(r[: n∗ ]) ≤ ν − Bn∗ , hence r[: n∗ ] is dangerous. We can conclude
since then r[: 1]r[: 2] . . . r[: n∗ ]r[n∗ ]r[n∗ + 1] . . . r[|r|] is an accepting run of An∗ on w.
J
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1

Introduction

Process algebras [4, 6] are prototype specification languages allowing for the description and
analysis of concurrent and distributed systems, or simply processes. Briefly, the operational
semantics [26] of a process is modelled via a labelled transition system (LTS) [20] in which
the computational steps are abstracted into state-to-state transitions having actions as labels.
Notably, in order to model the concurrent interaction between processes, the majority of
process algebras include some form of parallel composition operator, also known as merge.
Behavioural equivalences have then been introduced as simple and elegant tools for
comparing the behaviour of processes. These are equivalence relations defined on the
states of LTSs allowing one to establish whether two processes have the same observable
behaviour. Different notions of observability correspond to different levels of abstraction from
the information carried by the LTS, which can either be considered irrelevant in a given
application context, or be unavailable to an external observer.
© Luca Aceto, Valentina Castiglioni, Anna Ingólfsdóttir, Bas Luttik, and Mathias Ruggaard Pedersen;
licensed under Creative Commons License CC-BY
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In [16], van Glabbeek presented the linear time-branching time spectrum, namely a
taxonomy of behavioural equivalences based on their distinguishing power. He carried out
his study in the setting of the process algebra BCCSP, which consists of the basic operators
from CCS [21] and CSP [19], and he proposed ground-complete axiomatisations for most of
the congruences in the spectrum over this language. (An axiomatisation is ground-complete
if it can prove all the valid equations relating terms that do not contain process variables.)
The presented ground-complete axiomatisations are finite if so is the set of actions. For ready
simulation, ready trace and failure trace equivalences, the axiomatisation in [16] made use of
conditional equations. Blom, Fokkink and Nain gave purely equational, finite axiomatisations
of those equivalences in [7]. Then, the works in [1], on nested semantics, and in [8], on
impossible futures semantics, completed the studies of the axiomatisability of behavioural
congruences over BCCSP by providing negative results: neither impossible futures nor any
of the nested semantics have a finite, ground-complete axiomatisation over BCCSP.
Obtaining a complete axiomatisation of a behavioural congruence is a classic, key problem
in concurrency theory, as it allows for characterising the semantics of a process algebra in a
purely syntactic fashion. Hence, this characterisation becomes independent of the details of
the definition of the process semantics of interest.
All the results mentioned so far were obtained over the algebra BCCSP that does not
include any operator for the parallel composition of processes. Considering the crucial role
of such an operator, it is natural to ask which of those results would still hold over a process
algebra including it.
In the literature, we can find a wealth of studies on the axiomatisability of parallel
composition modulo bisimulation semantics [25]. Briefly, in the seminal work [18], Hennessy
and Milner proposed a ground-complete axiomatisation of (a part of) CCS modulo bisimilarity.
That axiomatisation, however, included infinitely many axioms, which corresponded to
instances of the expansion law used to express equationally the semantics of the merge
operator. Then, Bergstra and Klop showed in [5] that a finite ground-complete axiomatisation
modulo bisimilarity can be obtained by enriching CCS with two auxiliary operators, i.e., the
left merge and the communication merge |. Later, Moller proved that the use of auxiliary
operators is indeed necessary to obtain a finite equational axiomatisation of bisimilarity
in [22–24].
To the best of our knowledge, no systematic study of the axiomatisability of the parallel
composition operator modulo the other semantics in the spectrum has been presented so far.
Our contribution. We consider the process algebra BCCSPk , namely BCCSP enriched with
the interleaving parallel composition operator, and we study the existence of finite equational
axiomatisations of the behavioural congruences in the linear time-branching time spectrum
over it. Our results delineate the boundary between finite and non-finite axiomatisability of
the congruences in the spectrum over the language BCCSPk . (See Figure 1.)
We start by providing a finite, ground-complete axiomatisations for ready simulation
semantics. The axiomatisation is obtained by extending the one for BCCSP with a few axioms
expressing equationally the behaviour of interleaving modulo the considered congruence.
The added axioms allow us to eliminate all occurrences of the interleaving operator from
BCCSPk processes, thus reducing ground-completeness over BCCSPk to ground-completeness
over BCCSP [7, 16]. Since the axioms for the elimination of parallel composition modulo
ready simulation equivalence are of course sound with respect to the coarser equivalences,
the reduction works for all behavioural equivalences below ready simulation equivalence.
Nevertheless, we shall find more elegant ways to do the reduction for the coarser equivalences
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in the spectrum. We shall then observe a sort of parallelism between the axiomatisations
for the notions of simulation and the corresponding decorated trace semantics: the axioms
used to express equationally the interleaving operator in a decorated trace semantics can
be seen as the linear counterpart of those used in the corresponding notion of simulation
semantics. For instance, while the axioms for ready simulation impose constraints on the
form of both arguments of the interleaving operator to trigger the reductions, those for ready
trace equivalence impose similar constraints but only on one argument.
Then, we complete our journey in the spectrum by showing that nested simulation and
nested trace semantics do not have a finite axiomatisation over BCCSPk . To this end, firstly
we adapt Moller’s arguments to the effect that bisimilarity is not finitely based over CCS
to obtain the negative result for possible futures equivalence, also known as 2-nested trace
equivalence. Informally, the negative result is obtained by providing an infinite family of
equations that are all sound modulo possible futures equivalence but that cannot all be
derived from any finite sound axiom system. Then, we exploit the soundness of the equations
in the family modulo bisimilarity to extend the negative result to all the congruences that
are finer than possible futures and coarser than bisimilarity, thus including all nested trace
and nested simulation semantics.
Organisation of contents. After reviewing some basic notions on behavioural equivalences
and equational logic in Section 2, we start our journey in the spectrum by providing a finite,
ground-complete axiomatisation for ready simulation equivalence over BCCSPk in Section 3.
In Section 4 we discuss how it is possible to refine the axioms for ready simulation to obtain
finite, ground-complete axiomatisations for completed simulation and simulation equivalences.
Then, in Section 5 similar refinements are provided for the (decorate) trace equivalences,
thus completing the presentation of our positive results. We end our journey in Section 6
with the presentation of the negative results, namely that the nested simulation and nested
trace equivalences do not have a finite axiomatiosation over BCCSPk . Finally, in Section 7
we draw some conclusions and discuss avenues for future work.

2

Background

The language BCCSPk . The language BCCSPk extends BCCSP with parallel composition.
Formally, BCCSPk consists of basic operators from CCS [21] and CSP [19], with the purely
interleaving parallel composition operator k, and is given by the following grammar:
t ::= 0 | x | a.t | t + t | t k t
where a ranges over a set of actions A and x ranges over a countably infinite set of variables
V. In what follows, we assume that the set of actions A is finite.
We shall use the meta-variables t, u, . . . to range over BCCSPk terms, and write var(t)
for the collection of variables occurring in the term t. We also adopt the standard convention
that prefixing binds strongest and + binds weakest. Moreover, trailing 0’s will often be
P
omitted from terms. We use a summation i∈{1,...,k} ti to denote the term t = t1 + · · · + tk ,
where the empty sum represents 0. We can also assume that the terms ti , for i ∈ {1, . . . , k},
do not have + as head operator, and refer to them as the summands of t. The size of a term
t, denoted by size(t), is the number of operator symbols in it.
A BCCSPk term is closed if it does not contain any variables. We shall, sometimes, refer
to closed terms simply as processes. We let P denote the set of BCCSPk processes and let
p, q, . . . range over it. We use the Structural Operational Semantics (SOS) framework [26]
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Table 1 Operational semantics of BCCSPk .

a

a

a.x −→ x

x −→ x0
a
x + y −→ x0

a

y −→ y 0
a

x + y −→ y 0

a

x −→ x0
a
x k y −→ x0 k y

a

y −→ y 0
a

x k y −→ x k y 0

to equip processes with an operational semantics. A literal is an expression of the form
a
t −→ t0 for some process terms t, t0 and action a ∈ A. It is closed if both t, t0 are closed
terms. The inference rules for prefixing a._, nondeterministic choice + and interleaving
parallel composition k are reported in Table 1. A substitution σ is a mapping from variables
to terms. It extends to terms, literals and rules in the usual way and it is closed if it maps
every variable to a process.
The inference rules in Table 1 induce the A-labelled transition system [20] (P, A, →
−)
whose transition relation →
− ⊆ P × A × P contains exactly the closed literals that can be
a
derived using the rules in Table 1. As usual, we write p −→ p0 in lieu of (p, a, p0 ) ∈ →
− . For
a
a
a
0
each p ∈ P and a ∈ A, we write p −→ if p −→ p holds for some p0 , and p −→
6 otherwise. The
a
initials of p are the actions that label the outgoing transitions of p, that is, I(p) = {a | p −→}.
α
For a sequence of actions α = a1 · · · ak (k ≥ 0), and processes p, p0 , we write p −→ p0 if and
ak
a1
a2
α
only if there exists a sequence of transitions p = p0 −−→
p1 −−→
· · · −−→
pk = p0 . If p −→ p0
0
0
holds for some process p , then α is a trace of p, and p is a derivative of p. Moreover, we
say that α is a completed trace of p if I(p0 ) = ∅. We let T(p) denote the set of traces of
p, and we let CT(p) ⊆ T(p) denote the set of completed traces of p. We let ε denote the
empty trace, and |α| denote the length of trace α. It is well known, and easy to show,
that T(p) is finite for each BCCSPk process p. It follows that we can define the depth of a
process p, denoted by depth(p), as the length of a longest completed trace of p. Formally,
depth(p) = max{|α| | α ∈ CT(p)}. Similarly, the norm of a process p, denoted by norm(p), is
the length of a shortest completed trace of p, i.e. norm(p) = min{|α| | α ∈ CT(p)}.
Behavioural equivalences. Behavioural equivalences have been introduced to establish
whether the behaviours of two processes are indistinguishable for their observers. Roughly,
they allow us to check whether the observable semantics of two processes is the same. In the
literature we can find several notions of behavioural equivalence based on the observations
that an external observer can make on the process. In his seminal article [16], van Glabbeek
gave a taxonomy of the behavioural equivalences discussed in the literature on concurrency
theory, which is now called the linear time-branching time spectrum (see Figure 1).
One of the main concerns in the development of a meta-theory of process languages is to
guarantee their compositionality, i.e., that the replacement of a component of a system with
an R -equivalent one, for a chosen behavioural equivalence R , does not affect the behaviour
of that system. In algebraic terms, this is known as the congruence property of R with
respect to all language operators, which consists in verifying whether
f (t1 , . . . , tn ) R f (t01 , . . . , t0n ) for any n-ary operator f whenever ti R t0i for all i = 1, . . . , n .
Since BCCSPk operators are defined by inference rules in the de Simone format [12],
by [14, Theorem 4] we have that all the equivalences in the spectrum in Figure 1 are
congruences with respect to them. Our aim in this paper is to investigate the existence of a
finite equational axiomatisation of BCCSPk modulo all those congruences.
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bisimulation (∼B )
2-nested simulation (∼2S )
failure simulation (∼FS ) = ready simulation (∼RS )
possible futures (∼PF )
ready trace (∼RT )
completed simulation (∼CS )

failure trace (∼FT )

simulation (∼S )

readies (∼R )

failures (∼F )
completed trace (∼CT )
trace (∼T )

Figure 1 The linear time-branching time spectrum [16]. For the equivalence relations in blue we
provide a finite, ground-complete axiomatization. For the ones in red, we provide a negative result.
The case of bisimulation is known from the literature.
Table 2 The rules of equational logic.

(e1 ) t ≈ t
(e5 )

(e2 )

t≈u
a.t ≈ a.u

t≈u
u≈t
(e6 )

(e3 )

t≈u u≈v
t≈v

t ≈ u t0 ≈ u0
t + t0 ≈ u + u0

(e8 )

t≈u
σ(t) ≈ σ(u)
t ≈ u t0 ≈ u0 .
t k t0 ≈ u k u0
(e4 )

Equational Logic. An axiom system E is a collection of equations t ≈ u over BCCSPk .
An equation t ≈ u is derivable from an axiom system E, notation E ` t ≈ u, if there is an
equational proof for it from E, namely if t ≈ u can be inferred from the axioms in E using
the rules of equational logic, which express reflexivity, symmetry, transitivity, substitution
and closure under BCCSPk contexts and are reported in Table 2.
We are interested in equations that are valid modulo some congruence relation R over
closed terms. The equation t ≈ u is said to be sound modulo R if σ(t) R σ(u) for all
closed substitutions σ. For simplicity, if t ≈ u is sound modulo R , then we write t R u. An
axiom system is sound modulo R if, and only if, all of its equations are sound modulo R .
Conversely, we say that E is ground-complete modulo R if p R q implies E ` p ≈ q for all
closed terms p, q. We say that R has a finite ground-complete axiomatisation, if there is a
finite axiom system E that is sound and ground-complete for R .
In Table 3 we present some basic axioms for BCCSPk that are sound with respect to
all the behavioural equivalences in Figure 1. Henceforth, we will let E0 = {A0, A1, A2, A3},
and we will denote by E1 the axiom system consisting of all the axioms in Table 3, namely
E1 = E0 ∪ {P0, P1}.
To be able to eliminate the interleaving parallel composition operator from closed terms
we will make use of two refinements EL1 and EL2 of EL3, which is the classic expansion
law [18] (see Table 4). We remark that the actions occurring in the three axioms in Table 4
are not action variables. Hence, when we write that an axiom system E includes one of these
axioms, we mean that it includes all possible instances of that axiom with respect to the
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Table 3 Basic axioms for BCCSPk . We define E0 = {A0, A1, A2, A3} and E1 = E0 ∪ {P0, P1}.
x+0≈x
x+y ≈y+x
(A2) (x + y) + z ≈ x + (y + z)
(A3) x + x ≈ x
(A0)

(P0)

(A1)

(P1)

xk0≈x
xky ≈ykx

Table 4 The different instantiations of the expansion law.
(EL1) ax k by ≈ a(x k by) + b(ax k y)
(EL2)

P
i∈I

ai xi k

P
j∈J

bj yj ≈

P
i∈I

ai (xi k

P
j∈J

bj yj ) +

P
j∈J

bj (

P
i∈I

ai xi k yj )

with ai 6= ak whenever i 6= k and bj 6= bh whenever j 6= h, ∀ i, k ∈ I, ∀ j, h ∈ J
(EL3)

P
i∈I

ai xi k

P
j∈J

bj yj ≈

P
i∈I

ai (xi k

P
j∈J

bj yj ) +

P
j∈J

bj (

P
i∈I

ai xi k yj )

actions in A. In particular, EL3 is a schema that generates infinitely many axioms, regardless
of the cardinality of the set of actions. This is due to the fact that we can have arbitrary
summations in the two arguments of the parallel composition in the left hand side of EL3.
Conversely, when the set of actions is assumed to be finite, we are guaranteed that there
are only finitely many instances of EL1 and EL2. Indeed, EL1 is a particular instance of
EL2, i.e., the one in which both summations are over singletons. The reason for considering
both is that, as we will see, EL1 is enough to obtain the elimination result when combined
P
P
with axioms allowing us to reduce any process of the form ( i∈I ai pi ) k ( j∈J bj qj ) to
P
i∈I,j∈J (ai pi k bj qj ). Conversely, EL2 is needed when this reduction is not sound modulo
the considered semantics.

3

The first stage: ready simulation

In this section we study the equational theory of ready simulation, whose formal definition is
recalled below together with those of completed simulation and simulation equivalence.
I Definition 1 (Simulation equivalences).
a
A simulation is a binary relation R ⊆ P × P such that, whenever p R q and p −→ p0 , then
a
there is some q 0 such that q −→ q 0 and p0 R q 0 . We write p vS q if there is a simulation R
such that p R q. We say that p is simulation equivalent to q, notation p ∼S q, if p vS q
and q vS p.
A completed simulation is a simulation R such that, whenever p R q and I(p) = ∅, then
I(q) = ∅. We write p vCS q if there is a completed simulation R such that p R q. We say
that p is completed simulation equivalent to q, notation p ∼CS q, if p vCS q and q vCS p.
A ready simulation is a simulation R such that, whenever p R q then I(p) = I(q). We
write p vRS q if there is a ready simulation R such that p R q. We say that p is ready
simulation equivalent to q, notation p ∼RS q, if p vRS q and q vRS p.
In [15] the notion of failure simulation was also introduced as a simulation R such that,
whenever p R q and I(p) ∩ X = ∅, for some X ⊆ A, then I(q) ∩ X = ∅. Then, in [14] it was
proved that the notion of failure simulation coincides with that of ready simulation.
Our aim is to provide a finite, ground-complete axiomatisation of BCCSPk modulo ready
simulation equivalence. To this end, we recall that in [16] it was proved that the axiom system
consisting of E0 together with axiom RS in Table 5 is a ground-complete axiomatisation of
BCCSP, namely BCCSPk without any occurrence of k, modulo ready simulation equivalence.
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Table 5 Additional axioms for (ready, completed) simulation equivalence.
a(bx + by + z) ≈ a(bx + by + z) + a(bx + z)

(RS)

(ax + ay + u) k (bz + bw + v) ≈ (ax + u) k (bz + bw + v) + (ay + u) k (bz + bw + v)+
+(ax + ay + u) k (bz + v) + (ax + ay + u) k (bw + v)

P
P
a x k (by + bz + w) ≈ i∈I ai (xi k (by + bz + w)) +
(RSP2)
i∈I i i


P
P
a x k (bz + w)
a x k (by + w) +
+
i∈I i i
i∈I i i
where aj 6= ak whenever j 6= k for j, k ∈ I
(RSP1)

ERS = E1 ∪ {RS,RSP1,RSP2,EL2}
a(bx + y + z) ≈ a(bx + y + z) + a(bx + z)

(CS)

(ax + by + u) k (cz + dw + v) ≈ (ax + u) k (cz + dw + v) + (by + u) k (cz + dw + v)+
+(ax + by + u) k (cz + v) + (ax + by + u) k (dw + v)
(CSP2) ax k (by + cz + w) ≈ a(x k (by + cz + w)) + ax k (by + w) + ax k (cz + w)
(CSP1)

ECS = E1 ∪ {CS,CSP1,CSP2,EL1}
(S)

a(x + y) ≈ a(x + y) + ax

(SP1)
(SP2)

(x + y) k (z + w) ≈ x k (z + w) + y k (z + w) + (x + y) k z + (x + y) k w
ax k (y + z) ≈ a(x k (y + z)) + ax k y + ax k z

ES = E1 ∪ {S,SP1,SP2,EL1}

Hence, to obtain a finite, ground-complete axiomatisation of BCCSPk modulo ∼RS it suffices
to enrich the axiom system E1 ∪ {RS} with finitely many axioms allowing one to eliminate all
occurrences of k from closed BCCSPk terms. In fact, by letting ERS denote the axiom system
E1 ∪ {RS} enriched with the necessary axioms, the elimination result consists in proving
that for every closed BCCSPk term p there is a closed BCCSP term q (i.e., without any
occurrence of k in it) such that ERS ` p ≈ q. Therefore, the completeness of the proposed
axiom system over BCCSPk is a direct consequence of that over BCCSP proved in [16].
Clearly, EL3 would allow us to obtain the desired elimination, but, as previously outlined,
it is a schema that finitely presents as infinite collection of equations, and thus an axiom
system including it is not finite. In order to obtain the elimination result using only finitely
many axioms we will characterise the distributivity properties of k over + modulo ready
simulation equivalence. This is done by axioms RSP1 and RSP2 in Table 5.
First of all, we notice that the axiom system ERS = E1 ∪ {RS, RSP1, RSP2, EL2} is sound
modulo ready simulation equivalence.
I Theorem 2 (ERS soundness). The axiom system ERS is sound for BCCSPk modulo ready
simulation equivalence, namely whenever ERS ` p ≈ q then p ∼RS q.
Let us focus now on ground-completeness. Intuitively, RSP1 and RSP2 have been
constructed in such a way that the set of initial actions of the two arguments of k is preserved,
while the initial term is reduced to a sum of terms of smaller size. Briefly, according to
the main features of ready simulation semantics, axiom RSP1 allows us to distribute k
over + when both arguments of k have nondeterministic choices among summands having
the same initial action. Conversely, axiom RSP2 deals with the case in which only one
argument of k has summands with the same initial action. In order to preserve the branching
structure of the process, which is fundamental to guarantee the soundness of the axioms
modulo ∼RS , both RSP1 and RSP2 take into account the behaviour of both arguments
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of k: the terms in the right-hand side of both axioms are such that whenever the initial
nondeterministic choice of one argument of k is resolved, the entire behaviour of the other
argument is preserved. In fact, we stress that a simplified version of, e.g., RSP1 in which
only one argument of k distributes over + would not be sound modulo ∼RS . Consider, for
instance, the process p = (ap1 + ap2 + b) k c, with p1 6∼RS p2 . It is immediate to verify that
p 6∼RS (ap1 + b) k c + (ap2 + b) k c.
The idea is that by (repeatedly) applying axioms RSP1 and RSP2, from left to right,
P
P
we are able to reduce a process of the form ( i∈I pi ) k ( j∈J pj ) to a process of the form
P
P
P
k∈K pk such that whenever pk has k as head operator then pk =
h∈H ah ph k
l∈L bl pl ,
with ah 6= ah0 for h =
6 h0 , and bl 6= bl0 for l 6= l0 , for some closed BCCSPk terms ph , pl . The
elimination of k from these terms can then proceed by means of the finitary refinement EL2 of
the expansion law presented in Table 4. In particular, we notice that RSP2 is needed because
P
P
RSP1 alone does not allow us to reduce all processes of the form ( i∈I pi ) k ( j∈J pj ) into
a sum of processes to which EL2 can be applied. This is mainly due to the fact that, in
order to be sound modulo ∼RS , RSP1 imposes constraints on the form of both arguments of
P
P
a process ( i∈I pi ) k ( j∈J pj ).
We can then proceed to prove the elimination result.
I Proposition 3 (ERS elimination). For every closed BCCSPk term p there exists a BCCSP
term q such that ERS ` p ≈ q.
The ground-completeness of ERS then follows from the ground-completeness of E0 ∪ {RS}
over BCCSP [16].
I Theorem 4 (ERS completeness). The axiom system ERS is a ground-complete axiomatisation
of BCCSPk modulo ready simulation equivalence, i.e., whenever p ∼RS q then ERS ` p ≈ q.
We remark that since axioms RSP1, RSP2, and EL2 are sound modulo ready simulation
equivalence, they are automatically sound modulo all the equivalences in the spectrum
that are coarser than ∼RS , namely the completed simulation, simulation, and (decorated)
trace equivalences. Hence, we can easily obtain finite, ground-complete axiomatisations of
BCCSPk modulo each of those equivalences by adding RSP1, RSP2 and EL2 to the respective
ground-complete axiomatisations of BCCSP that have been proposed in the literature [7, 16].
However, for each of those equivalences we can provide stronger axioms that give a more
elegant characterisation of the distributivity properties of k over +. In particular, the
axiom schemata RSP2 and EL2 both generate 2|A| equational axioms. By exploiting the
various forms of distributivity of parallel composition over choice, we can obtain more concise
ground-complete axiomatisations of BCCSPk modulo the coarser equivalences. We dedicate
the next two sections to the presentation of these results.

4

Completed simulation and simulation

In this section we refine the axiom system ERS to obtain finite, ground-complete axiomatisations of BCCSPk modulo completed simulation and simulation equivalences. To this end, we
replace RSP1 and RSP2 with new axioms, tailored for the considered semantics, that allow
us to obtain the elimination of k from closed BCCSPk terms, while imposing less restrictive
constraints on the distributivity of k over +.
Let us focus first on completed simulation equivalence. We can use axioms CSP1 and
CSP2 in Table 5 to characterise the distributivity of k over + modulo ∼CS . Intuitively, CSP1
is the completed simulation counterpart of RSP1, and CSP2 is that of RSP2. Notice that both
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CSP1 and CSP2 are such that when distributing k over + we never get 0 as an argument of k,
thus guaranteeing the soundness of the reduction modulo ∼CS . Moreover, we stress that CSP1
and CSP2 are not sound modulo ready simulation equivalence. This is due to the fact that
both axioms allow for distributing k over + regardless of the initial actions of the summands.
It is then immediate to check that, for instance, a k (b + c) 6∼RS a k b + a k c + a k (b + c),
whereas a k (b + c) ∼CS a k b + a k c + a k (b + c). Interestingly, due to the relaxed constraints
on distributivity, by (repeatedly) applying CSP1 and CSP2, from left to right, we are able
P
P
to reduce a BCCSPk process of the form ( i∈I pi ) k ( j∈J pj ) to a BCCSPk process of
P
the form k∈K pk such that whenever pk has k as head operator then pk = ak qk k bk qk0 for
some qk , qk0 . We can then use the refinement EL1 of the expansion law to proceed with the
elimination of k from these terms.
Consider the axiom system ECS = E1 ∪ {CS,CSP1,CSP2,EL1}. We can formalise the
elimination result for ∼CS in the following proposition.
I Proposition 5 (ECS elimination). For every closed BCCSPk term p there exists a BCCSP
term q such that ECS ` p ≈ q.
A similar reasoning could be applied to obtain the elimination result for simulation
equivalence. Although this result could be directly derived by the soundness of CSP1 and
CSP2 modulo simulation equivalence, we can provide stronger axioms for the distributivity
of k over summation modulo ∼S . Hence, we replace CSP1 and CSP2 by axioms SP1 and SP2
in Table 5 and we combine them with EL1 to eliminate all occurrences of k from the closed
BCCSPk terms. However, it is also possible to obtain the elimination result for simulation
equivalence as a corollary of that for completed simulation. Consider the axiom system
ES = E1 ∪ {S,SP1,SP2,EL1}. We can show that the axioms in ECS are all provable from the
axiom system ES .
I Lemma 6. The axioms of the system ECS are derivable from the axiom system ES , namely:
1. ES ` CS,
2. ES ` CSP1, and
3. ES ` CSP2.
I Proposition 7 (ES elimination). For every closed BCCSPk term p there exists a closed
BCCSP term q such that ES ` p ≈ q.
I Remark 8. A natural question that may arise is whether a similar derivation is possible for
ERS from ECS . We conjecture that the answer is negative. In particular, axiom RSP2 cannot
be derived from the axioms in ECS .
In light of the results above, and those in [16] showing that E0 ∪ {CS} and E0 ∪ {S} are
sound and ground-complete axiomatisations of BCCSP modulo ∼CS and ∼S , respectively, we
can infer that ECS and ES are ground-complete axiomatisations of BCCSPk modulo completed
simulation equivalence and simulation equivalence, respectively.
I Theorem 9 (Soundness and completeness of ECS and ES ). Let X ∈ {CS, S}. The axiom
system EX is a sound, ground-complete axiomatisation of BCCSPk modulo ∼X , i.e., p ∼X q if
and only if EX ` p ≈ q.
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Table 6 Additional axioms for trace and decorated trace equivalences.

P

|A|
(b x
i=1 i i



+ bi yi ) + z ≈ a

P

|A|
i=1



(RT)

a

bi xi + z + a

(FP)

(ax + ay + w) k z ≈ (ax + w) k z + (ay + w) k z

P

|A|
i=1

bi yi + z



ERT = E1 ∪ {RT,FP,EL2}
ax + ay ≈ ax + ay + a(x + y)

(FT)

EFT = E1 ∪ {FT,RS,FP,EL2}
(R)

a(bx + z) + a(by + w) ≈ a(bx + by + z) + a(by + w)

ER = E1 ∪ {R,FP,EL2}
(F)

ax + a(y + z) ≈ ax + a(x + y) + a(y + z)

EF = E1 ∪ {F,R,FP,EL2}
a(bx + z) + a(cy + w) ≈ a(bx + cy + z + w)

(CT)
(CTP)

(ax + by + w) k z ≈ (ax + w) k z + (by + w) k z

ECT = E1 ∪ {CT,CTP,EL1}
(T)
(TP)

ax + ay ≈ a(x + y)
(x + y) k z ≈ x k z + y k z

ET = E1 ∪ {T,TP,EL1}

5

Linear semantics: from ready traces to traces

We continue our journey in the spectrum by moving to the linear-time semantics. In this
section we consider trace semantics and all of its decorated versions, and we provide a finite,
ground-complete axiomatisation for each of them (see Table 6).
From a technical point of view, we can split the results of this section into two parts:
1. those for ready trace, failure trace, ready, and failures equivalence, and
2. those for completed trace, and trace equivalence.
In both parts we prove the elimination result only for the finest semantics, namely ready
trace (Proposition 11) and completed trace (Proposition 17) respectively. We then obtain
the remaining elimination results by showing that all the axioms in EX are provable from EY ,
where X is finer than Y in the considered part.

5.1

From ready traces to failures

First we deal with the decorated trace semantics based on the comparison of the failure and
ready sets of processes.
I Definition 10 (Readiness and failures equivalences).
α
A failure pair of a process p is a pair (α, X), with α ∈ A∗ and X ⊆ A, such that p −
→q
for some process q with I(q) ∩ X = ∅. We denote by F(p) the set of failure pairs of p.
Two processes p and q are failures equivalent, denoted p ∼F q, if F(p) = F(q).
α
A ready pair of a process p is a pair (α, X), with α ∈ A∗ and X ⊆ A, such that p −
→q
for some process q with I(q) = X. We let R(p) denote the set of ready pairs of p. Two
processes p and q are ready equivalent, written p ∼R q, if R(p) = R(q).

L. Aceto, V. Castiglioni, A. Ingólfsdóttir, B. Luttik, and M. R. Pedersen

18:11

A failure trace of a process p is a sequence X0 a1 X1 . . . an Xn , with Xi ⊆ A and ai ∈ A,
a1
a2
an
such that there are p1 , . . . , pn ∈ P with p = p0 −→
p1 −→
. . . −−→
pn and I(pi ) ∩ Xi = ∅
for all 0 ≤ i ≤ n. We write FT(p) for the set of failure traces of p. Two processes p and q
are failure trace equivalent, denoted p ∼FT q, if FT(p) = FT(q).
A ready trace of a process p is a sequence X0 a1 X1 . . . an Xn , for Xi ⊆ A and ai ∈ A,
a1
a2
an
such that there are p1 , . . . pn ∈ P with p = p0 −→
p1 −→
. . . −−→
pn and I(pi ) = Xi for
all 0 ≤ i ≤ n. We write RT(p) for the set of ready traces of p. Two processes p and q are
ready trace equivalent, denoted p ∼RT q, if RT(p) = RT(q).
We consider first the finest equivalence among those in Definition 10, namely ready
trace equivalence. This can be considered as the linear counterpart of ready simulation: we
focus on the current execution of the process and we require that each step is mimicked by
reaching processes having the same sets of initial actions. Interestingly, we can find a similar
correlation between the axioms characterising the distributivity of k over + modulo the two
semantics. Consider axiom FP in Table 6. We can see this axiom as the linear counterpart
of RSP1: since in the linear semantics we are interested only in the current execution of a
process, we can characterise the distributivity of k over + by treating the two arguments
of k independently from one another. To obtain the elimination result for ∼RT we do not
need to introduce the linear counterpart of axiom RSP2. In fact, FP imposes constraints on
the form of only one argument of k. Hence, it is possible to use it to reduce any process of
P
P
the form ( i∈I pi ) k ( j∈J pj ) into a sum of processes to which EL2 can be applied. We
can in fact prove that the axioms in the system ERT = E1 ∪ {RT, FP, EL2} are sufficient to
eliminate all occurrences of k from closed BCCSPk terms.
I Proposition 11 (ERT elimination). For every closed BCCSPk term p there is a closed
BCCSP term q such that ERT ` p ≈ q.
I Remark 12. Similarly to the case of completed simulation (cf. Remark 8), the reason why
we propose to prove directly the elimination result for ready trace equivalence is that we did
not manage to derive the axioms in ERS from those in ERT . Once again, the main issue is that
axiom RSP2 cannot be derived from those in ERT , even though all its closed instantiations
can. We leave a formal analysis of this issue as future work.
Interestingly, axiom FP also characterises the distributivity of k over + modulo ∼FT , ∼R
and ∼F , in the sense that the constraints that it imposes on the form of the arguments of k
to trigger the reduction cannot be relaxed when considering the above-mentioned coarser
semantics. Consider the axiom systems EFT = E1 ∪ {FT,RS,FP,EL2}, ER = E1 ∪ {R,FP,EL2}
and EF = E1 ∪ {F,R,FP,EL2}. The following derivability relations among them and ERT are
then easy to check.
I Lemma 13.
1. The axioms in the
2. The axioms in the
3. The axioms in the
a. EF ` FT, and
b. EF ` RS.
Moreover, also the

system ERT are derivable from EFT , namely EFT ` RT.
system ERT are derivable from ER , namely ER ` RT.
system EFT are derivable from EF , namely,

axioms in the system ER are derivable from EF .

The next proposition is then a corollary of Proposition 11 and Lemma 13.
I Proposition 14 (EFT , ER , EF elimination). Let X ∈ {FT, R, F}. For every BCCSPk term p
there is a closed BCCSP term q such that EX ` p ≈ q.
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In [7] it was proved that, under the assumption that A is finite, the axiom system
E0 ∪ {RT} is a ground-complete axiomatisation of BCCSP modulo ∼RT . Moreover, it was
also proved that E0 ∪ {FT,RS} is a ground-complete axiomatisation of BCCSP modulo ∼FT .
The ground-completeness of E0 ∪ {R}, modulo ∼R , and that of E0 ∪ {F, R}, modulo ∼F , over
BCCSP were proved in [16]. Consequently, the soundness and ground-completeness of the
proposed axioms systems can then be derived from the elimination results above and the
completeness results given in [7, 16].
I Theorem 15 (Soundness and completeness of ERT , EFT , ER and EF ). Let X ∈ {RT, FT, R, F}.
The axiom system EX is a sound, ground-complete axiomatisation of BCCSPk modulo ∼X ,
i.e., p ∼X q if and only if EX ` p ≈ q.

5.2

Completed traces and traces

It remains to consider completed trace equivalence and trace equivalence.
I Definition 16 (Trace and completed trace equivalences). Two processes p and q are trace
equivalent, denoted p ∼T q, if T(p) = T(q). If, in addition, it holds that CT(p) = CT(q), then
p and q are completed trace equivalent, denoted p ∼CT q.
Consider the axiom systems ECT = E1 ∪ {CT,CTP,EL1} and ET = E1 ∪ {T,TP,EL1},
presented in Table 6. In the same way that axiom FP is the linear counterpart of RSP1 and
RSP2, we have that CTP is the linear counterpart of CSP1 and CSP2, and TP is that of SP1
and SP2. It is then easy to check that we can use the axioms in ECT to obtain the elimination
result for ∼CT .
I Proposition 17 (ECT elimination). For every closed BCCSPk term p there is a closed
BCCSP term q such that ECT ` p ≈ q.
Moreover, the elimination for ∼T follows from the fact that the axioms in ECT are derivable
from those in ET .
I Lemma 18. The axioms in the system ECT are derivable from ET , namely,
1. ET ` CT, and
2. ET ` CTP.
I Proposition 19 (ET elimination). For every closed BCCSPk term p there exists a closed
BCCSP term q such that ET ` p ≈ q.
I Remark 20. The precise relationship between ECT on the one hand, and ERT and ECS on the
other hand still needs to be investigated further. We conjecture that the axioms of ERT are
derivable from ECT and that those of ECS are not.
In light of Proposition 17, the ground-completeness of ECT over BCCSPk modulo ∼CT follows from that of E0 ∪ {CT} over BCCSP provided in [16]. Similarly, the ground-completeness
of E0 ∪ {T} over BCCSP proved in [16] and Proposition 19 give us the ground-completeness
of ET over BCCSPk .
I Theorem 21 (Soundness and completeness of ECT and ET ). Let X ∈ {CT, T}. The axiom
system EX is a ground-complete axiomatisation of BCCSPk modulo ∼X , i.e., p ∼X q if and
only if EX ` p ≈ q.
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The negative results

We dedicate this section to the negative results: we prove that all the congruences between
possible futures equivalence (∼PF ) and bisimilarity (∼B ) do not admit a finite, groundcomplete axiomatisation over BCCSPk . This includes all the nested trace and nested
simulation equivalences. In [1] it was shown that, even if the set of actions is a singleton, the
nested semantics admit no finite axiomatisation over BCCSP. Indeed, the presence of the
additional operator k might, at least in principle, allow us to finitely axiomatise the equations
over closed BCCSP terms that are valid modulo the considered equivalences. Hence, we
prove these results directly.
In detail, firstly we focus on the negative result for possible futures semantics, corresponding to the 2-nested trace semantics [18]. To obtain it, we apply the general technique used
by Moller to prove that interleaving is not finitely axiomatisable modulo bisimilarity [22–24].
Briefly, the main idea is to identify a witness property. This is a specific property of BCCSPk
terms, say WN for N ≥ 0, that, when N is large enough, is an invariant that is preserved by
provability from finite, sound axiom systems. Roughly, this means that if E is a finite set
of axioms that are sound modulo possible futures equivalence, the equation p ≈ q can be
derived from E, and N is larger than the size of all the terms in the equations in E, then
either both p and q satisfy WN , or none of them does. Then, we exhibit an infinite family of
valid equations, called the witness family of equations, in which WN is not preserved, namely
it is satisfied only by one side of each equation.
Afterwards, we exploit the soundness modulo bisimilarity of the equations in the witness
family to lift the negative result for ∼PF to all congruences between ∼B and ∼PF .
Differently from the aforementioned negative results over BCCSP, ours are obtained
assuming that the set of actions contains at least two distinct elements. In fact, when the
action set is a singleton, and only in that case, the axiom
ax k (ay + az) ≈ ax k (ay + a(y + z)) + ax k (az + a(y + z))
is sound modulo ∼PF . Due to this axiom we were not able to prove the negative result for
∼PF in the case that |A| = 1, which we leave as an open problem for future work.

6.1

Possible futures equivalence

According to possible futures equivalence [27] two processes are deemed equivalent if, by
performing the same traces, they reach processes that are trace equivalent. For this reason,
possible futures equivalence is also known as the 2-nested trace equivalence [18].
I Definition 22 (Possible futures equivalence). A possible future of a process p is a pair
α
(α, X) where α ∈ A∗ and X ⊆ A∗ such that p −
→ p0 for some p0 with X = T(p0 ). We write
PF(p) for the set of possible futures of p. Two processes p and q are said to be possible futures
equivalent, denoted p ∼PF q, if PF(p) = PF(q).
Our order of business is to prove the following result.
I Theorem 23. Assume that |A| ≥ 2. Possible futures equivalence has no finite, groundcomplete, equational axiomatisation over the language BCCSPk .
In what follows, for actions a, b ∈ A and i ≥ 0, we let b0 a denote a.0 and bi+1 a stand for
b(bi a). Consider now the infinite family of equations {eN | N ≥ 1} given, for a 6= b, by:
pN =

N
X

bi a

(N ≥ 1)

i=1
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eN : a k pN ≈ apN +

N
X

b(a k bi−1 a)

(N ≥ 1) .

i=1

Notice that the equations eN are sound modulo ∼PF for all N ≥ 1.
We also notice that none of the summands in the right-hand side of equation eN is, alone,
possible futures equivalent to a k pN . However, we now proceed to show that, when N is
large enough, having a summand possible futures equivalent to a k pN is an invariant under
provability from finite sound axiom systems, and it will thus play the role of witness property
for our negative result.
To this end, we introduce first some basic notions and results on ∼PF .
I Definition 24. We say that a BCCSPk term t has a 0 factor if it contains a subterm of
the form t1 k t2 , where either t1 or t2 is possible futures equivalent to 0.
Next, we characterise closed BCCSPk terms that are possible futures equivalent to pN .
I Lemma 25. Let q be a BCCSPk term that does not have 0 summands or factors and
such that CT(q) = CT(pN ) for some N ≥ 1. Then q does not contain any occurrence of k.
P
Moreover q ∼PF pN if and only if q = j∈J qj for some terms qj such that none of them has
+ as head operator and:
for each i ∈ {1, . . . , N } there is some j ∈ J such that bi a ∼PF qj ;
for each j ∈ J there is some i ∈ {1, . . . , N } such that qj ∼PF bi a.
In light of Lemma 25, we can also provide a decomposition-like characterisation of closed
BCCSPk terms that are possible futures equivalent to a k pN .
I Proposition 26. Assume that p, q are two BCCSPk processes such that p, q 6∼PF 0, p, q do
not have 0 summands or factors, and p k q ∼PF a k pN , for some N > 1. Then either p ∼PF a
and q ∼PF pN , or p ∼PF pN and q ∼PF a.
The following lemma characterises the open BCCSPk terms whose substitution instances
can be equivalent in possible futures semantics to terms having at least two summands of
pN (N > 1) as their summands.
I Lemma 27. Let t be a BCCSPk term that does not have + as head operator. Let m > 1 and
Pm
σ be a closed substitution such that σ(t) has no 0 summands or factors. If σ(t) ∼PF k=1 bik a,
for some 1 ≤ i1 < · · · < im , then t = x for some variable x.
We now have all the ingredients necessary to prove Theorem 23. To streamline our
presentation, we split the proof of into two main parts: Proposition 28 deals with the
preservation of the witness property under provability from the substitution rule of equational
logic. Theorem 29 builds on Proposition 28 and proves the witness property to be an invariant
under provability from finite sound axiom systems. The full proofs of these two results are
provided in the Appendix.
I Proposition 28. Let t ≈ u be an equation over BCCSPk that is sound modulo ∼PF . Let σ
be a closed substitution with p = σ(t) and q = σ(u). Suppose that p and q have neither 0
summands nor 0 factors, and that p, q ∼PF a k pN for some N larger than the sizes of t and
u. If p has a summand possible futures equivalent to a k pN , then so does q.
I Theorem 29. Let E be a finite axiom system over BCCSPk that is sound modulo ∼PF . Let
N be larger than the size of each term in the equations in E. Assume that p and q are closed
terms that contain no occurrences of 0 as a summand or factor, and that p, q ∼PF a k pN . If
E ` p ≈ q and p has a summand possible futures equivalent to a k pN , then so does q.
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As the left-hand side of equation eN , i.e., the term a k pN , has a summand possible futures
PN
equivalent to a k pN , whilst the right-hand side, i.e., the term apN + i=1 b(a k bi−1 a), does
not, we can conclude that the collection of infinitely many equations eN (N ≥ 1) is the
desired witness family. This concludes the proof of Theorem 23.

6.2

Extending the negative result

It is easy to check that the equations eN (N ≥ 1) in the witness family of the negative result
for ∼PF are all sound modulo bisimilarity, i.e., the largest symmetric simulation. Consequently,
they are also sound modulo any congruence R such that ∼B ⊆ R ⊆ ∼PF . Hence, the negative
result for all these equivalences can be derived from that for ∼PF , by exploiting this fact and
that any finite axiom system that is sound modulo R is also sound modulo ∼PF .
I Theorem 30. Assume that |A| ≥ 2. Let R be a congruence such that ∼B ⊆ R ⊆ ∼PF .
Then R has no finite, ground-complete, equational axiomatisation over the language BCCSPk .
Theorem 30 can be applied to establish for n ≥ 2 that the n-nested trace and simulation
semantics have no finite, ground-complete equational axiomatisation over BCCSPk . The
n-nested trace equivalences were introduced in [18] as an alternative tool to define bisimilarity.
The hierarchy of n-nested simulations, namely simulation relations contained in a (nested)
simulation equivalence, was introduced in [17].
I Definition 31 (n-nested semantics). For n ≥ 0, the relation ∼nT over P, called the n-nested
trace equivalence, is defined inductively as follows:
p ∼0T q for all p, q ∈ P,
p ∼n+1
q if and only if for all traces α ∈ A∗ :
T
α
α
if p −→ p0 then there is a q 0 such that q −→ q 0 and p0 ∼nT q 0 , and
α
α
if q −→ q 0 then there is a p0 such that p −→ p0 and p0 ∼nT q 0 .
n
For n ≥ 0, the relation vS over P is defined inductively as follows:
p v0S q for all p, q ∈ P,
p vn+1
q if and only if p R q for some simulation R , with R −1 included in vnS .
S
n-nested simulation equivalence is the kernel of vnS , i.e., the equivalence ∼nS = vnS ∩ (vnS )−1 .
Notably, ∼1T corresponds to trace equivalence, ∼2T is possible futures equivalence, and ∼1S
is simulation equivalence. The following theorem is a corollary of Theorems 23 and 30.
I Theorem 32. Assume that |A| ≥ 2. Let n ≥ 2. Then, n-nested trace equivalence and
n-nested simulation equivalence admit no finite, ground-complete, equational axiomatisation
over the language BCCSPk .

7

Concluding remarks

We have studied the finite axiomatisability of the language BCCSPk modulo the behavioural
equivalences in the linear time-branching time spectrum. On the one hand we have obtained
finite, ground-complete axiomatisations modulo the (decorated) trace and simulation semantics in the spectrum. On the other hand we have proved that for all equivalences that are
finer than possible futures equivalence and coarser than bisimilarity a finite ground-complete
axiomatisation does not exist.
Since our ground-completeness proof for ready simulation equivalence proceeds via
elimination of k from closed terms (Proposition 3), and all behavioural equivalences in the
linear time-branching time spectrum that include ready simulation have a finite groundcomplete axiomatisation over BCCSP, it immediately follows from the elimination result
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that all these behavioural equivalences have a finite ground-complete axiomatisation over
BCCSPk . Exploiting various forms of distributivity of parallel composition over choice, we
were able to present more concise and elegant axiomatisations for the coarser behavioural
equivalences. We did not succeed to equationally derive the axioms of ready simulation
equivalence from the axiomatisations of the coarser equivalences. In fact, we conjecture that
this is not possible, and leave it for future research to find a proof.
The parallel composition operator we have considered in this paper implements interleaving
without synchronisation between parallel components. It is natural to consider extensions of
our result to parallel composition operators with some form synchronisation. We expect that
extension with CCS-style synchronisation is straightforward, both for the positive and the
negative results. Whether this is also the case for extension with ACP-style or CSP-style
synchronisation we leave as a topic for future investigations.
As previously outlined, in [1] it was proved that the nested semantics admit no finite
axiomatisation over BCCSP. However, our negative results cannot be reduced to a mere
lifting of those in [1], as the presence of the additional operator k might, at least in principle,
allow us to finitely axiomatise the equations over BCCSP processes that are valid modulo
the considered nested semantics. Indeed, auxiliary operators can be added to some language
in order to obtain a finite axiomatisation of some congruence relation (see, e.g. the classic
example given in [5]). Understanding whether it is possible to lift non-finite axiomatisability
results among different algebras, and under which constraints this can be done, is an
interesting research avenue and we aim to investigate it in future work. A methodology for
transferring non-finite-axiomatisability results across languages was presented in [3], where a
reduction-based approach was proposed. However, that method has some limitations and
thus further studies are needed.
A behavioural equivalence is finitely based if it has a finite equational axiomatisation
from which all valid equations between open terms are derivable. In [13] and [2] finite bases
for bisimilarity with respect to PA and BCCSPk extended with the auxiliary operators
left merge and communication merge were presented. Furthermore, in [9] an overview was
given of which behavioural equivalences in the linear time-branching time spectrum are
finitely based with respect to BCCSP. The negative results in Section 6 imply that none
of the behavioural equivalences between possible futures equivalence and bisimilarity is
finitely based with respect to BCCSPk . An interesting question is which of the behavioural
equivalences including ready simulation semantics is finitely based with respect to BCCSPk .
In [11] an alternative classification of the equivalences in the spectrum with respect to [16]
was proposed. In order to obtain a general, unified, view of process semantics, the spectrum
was divided into layers, each corresponding to a different notion of constrained simulation [10].
There are pleasing connections between the different layers and the partition they induce
over on the congruences in the spectrum, as given in [11], and the relationships between the
axioms for the interleaving operator we have presented in this study.
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Proof of Theorem 23

Before proceeding to the proof we introduce some auxiliary results.
For k ≥ 0, we denote by vark (t) the set of variables occurring in the k-derivatives of t,
α
namely vark (t) = {x ∈ var(t0 ) | t −→ t0 , |α| = k}.
I Lemma 33. Let t, u be two BCCSPk terms. If t ∼PF u then:
1. For each k ≥ 0 it holds that vark (t) = vark (u).
2. t has a summand x, for some variable x, if and only if u does.
3. norm(t) = norm(u) and depth(t) = depth(u).
The following result is immediate.
I Lemma 34. Let t be a BCCSPk term, and let σ be a closed substitution. If x ∈ var(t)
then depth(σ(t)) ≥ depth(σ(x)).
I Proposition 28. Let t ≈ u be an equation over BCCSPk that is sound modulo ∼PF . Let σ
be a closed substitution with p = σ(t) and q = σ(u). Suppose that p and q have neither 0
summands nor 0 factors, and that p, q ∼PF a k pN for some N larger than the sizes of t and
u. If p has a summand possible futures equivalent to a k pN , then so does q.
Proof. Observe, first of all, that since σ(t) = p and σ(u) = q have no 0 summands or factors,
then neither do t and u. We can therefore assume that, for some finite index sets I, J 6= ∅,
X
X
t=
ti and u =
uj ,
(1)
i∈I

j∈J

where none of the ti (i ∈ I) and uj (j ∈ J) is 0 or has + as its head operator. Note that, as t
and u have no 0 summands or factors, then none of the ti (i ∈ I) and uj (j ∈ J) does either.
Since p = σ(t) has a summand that is possible futures equivalent to a k pN , there is an
index i ∈ I such that σ(ti ) ∼PF a k pN . Our aim is now to show that there is an index j ∈ J
such that σ(uj ) ∼PF a k pN , proving that q = σ(u) has the required summand. This we
proceed to do by a case analysis on the form ti may have.
1. Case ti = x for some variable x. In this case, we have that σ(x) ∼PF a k pN and t
has x as a summand. As t ≈ u is sound with respect to possible futures equivalence, from
t ∼PF u we get t ∼CT u. Hence, by Lemma 33.2, we obtain that u has a summand x as
well, namely there is an index j ∈ J such that uj = x. It is then immediate to conclude
that q = σ(u) has a summand which is possible futures equivalent to a k pN .
2. Case ti = ct0 for some action c ∈ {a, b} and term t0 . This case is vacuous because,
c
since σ(ti ) = cσ(t0 ) −
→ σ(t0 ) is the only transition afforded by σ(ti ), this term cannot be
possible futures equivalent to a k pN .
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3. Case ti = t0 kt00 for some terms t0 , t00 . We have that σ(ti ) = σ(t0 )kσ(t00 ) ∼PF akpN . As
σ(ti ) has no 0 factors, it follows that σ(t0 ) 6∼PF 0 and σ(t00 ) 6∼PF 0. Thus, by Proposition 26,
we can infer that, without loss of generality, σ(t0 ) ∼PF a and σ(t00 ) ∼PF pN . Notice that
σ(t00 ) ∼PF pN implies CT(σ(t00 )) = CT(pN ). Now, t00 can be written in the general form
t00 = v1 + · · · + vl for some l > 0, where none of the summands vh is 0 or a sum. By
Lemma 25, σ(t00 ) ∼PF pN implies that for each i ∈ {1, . . . , N } there is a summand ri of
σ(t00 ) such that bi a ∼PF ri , and for each summand r of σ(t00 ) there is an ir ∈ {1, . . . , N }
such that r ∼PF bi a. Observe that, since N is larger than the size of t, we have that l < N .
Pm
Hence, there must be some h ∈ {1, . . . , l} such that σ(vh ) ∼S k=1 bik a for some m > 1
and 1 ≤ i1 < . . . < im ≤ N . The term σ(vh ) has no 0 summands or factors, or else, so
would σ(t00 ) and σ(t). By Lemma 27, it follows that vh can only be a variable x and thus
that
σ(x) ∼PF

m
X

bi k a .

(2)

k=1

Observe, for later use, that the above equation yields that x 6∈ var(t0 ), or else σ(t0 ) 6∼PF a
due to Lemma 34. So, modulo possible futures equivalence, ti has the form t0 k (x + t000 ),
for some term t000 , with x 6∈ var(t0 ), σ(t0 ) ∼PF a and σ(x + t00 ) ∼PF pN .
Our order of business will now be to show that u has a summand uj such that σ(uj ) is
possible futures equivalent to a k pN . We recall that t ∼PF u implies t ∼CT u. Thus, by
Lemma 33.1 we obtain that vark (t) = vark (u) for all k ≥ 0. Hence, from x ∈ var0 (ti ) =
var(ti ) we get that there is at least one j ∈ J such that x ∈ var0 (uj ) = var(uj ).
So, firstly, we show that x cannot occur in the scope of prefixing in uj , namely uj cannot
be of the form c.u0 or (c.u0 + u00 ) k u000 for some c ∈ {a, b} and u0 with x ∈ var(u0 ). We
proceed by a case analysis:
a. c = b and uj = (b.u0 + u00 ) k u000 for some u0 , u00 , u000 ∈ BCCSPk with x ∈ var(u0 ). As
σ(u) does not have 0 summands or factors we have that σ(u000 ) 6∼PF 0. Let D = max{d |
Pm
x ∈ vard (u0 )}. From σ(x) ∼PF k=1 bik a and CT(σ(u)) = CT(a k pN ) we can infer that
the completed traces of σ(u000 ) are of the form bi a, for some i ∈ {0, . . . , N − im − D − 1}.
α
Let α ∈ T(σ(u0 )) be such that |α| = D and u0 −→ w with x ∈ var(w). By the
choice of D, we can infer that x does not occur in the scope of prefixing in w,
and thus T(σ(x)) ⊆ T(σ(w)). Then we get that (bi abα, T(σ(w))) ∈ PF(σ(u)), where
bi abα

bi a ∈ CT(σ(u000 )). However, as m ≥ 2, there is no p0 such that a k pN −−−−→ p0
and T(σ(x)) ⊆ T(p0 ), thus giving (bi abα, T(σ(w))) 6∈ PF(a k pN ). This contradicts
σ(u) ∼PF a k pN .
b. c = b and uj = b.u0 for some BCCSPk term u0 with x ∈ var(u0 ). The proof is similar
to the one of the previous case and it is therefore omitted.
c. c = a and uj = (a.u0 + u00 ) k u000 for some u0 , u00 , u000 ∈ BCCSPk with x ∈ var(u0 ).
As σ(u) does not have 0 summands or factors we have that σ(u000 ) 6∼PF 0. From
Pm
σ(x) ∼PF k=1 bik a we infer that T(a.σ(u0 )) includes traces having two occurrences of
action a. Since σ(u) ∼PF a k pN , this implies that there is no α ∈ T(σ(u000 )) such that α
contains an occurrence of action a, for otherwise σ(u) could perform a trace having 3
occurrences of that action. In particular, this implies that the last symbol in each trace
of σ(u000 ) must be action b. This gives that there is at least one completed trace of σ(uj ),
and thus of σ(u), whose last symbol is action b. Hence we get CT(σ(u)) 6= CT(a k pN ),
which contradicts σ(u) ∼PF a k pN .
d. c = a and uj = a.u0 for some BCCSPk term u0 with x ∈ var(u0 ). In this case we are
going to prove a slightly weaker property, namely that not all summands uj with
x ∈ var(uj ) can be of this form. Consider the closed substitution σ 0 defined by
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(
0

σ (y) =

apN

if y = x

σ(y)

otherwise.
a

Then we have that σ 0 (ti ) = σ 0 (t0 ) k σ 0 (x) + σ 0 (t000 ) −→ σ(t0 ) k pN ∼PF a k pN . Since
a
σ 0 (t) ∼PF σ 0 (u) then there is a process r such that σ 0 (u) −→ r and T(r) = T(a k pN ).
In particular, this means that depth(r) = N + 2. Hence, from the choices of N, σ
and σ 0 , we can infer that such an a-move by σ 0 (u) can only stem from a summand
uj such that x ∈ var(uj ). Assume, towards a contradiction, that all such summands
uj are of the form a.u0j for some BCCSPk term u0j with x ∈ var(u0j ) and r = σ 0 (u0j ).
As depth(σ 0 (u0j )) = N + 2 = depth(σ 0 (x)), by Lemma 34 we get that u0j can only
be of the form u0j = x + wj for some BCCSPk term wj with depth(σ 0 (wj )) ≤ N + 2.
Notice that T(σ 0 (x)) ⊂ T(a k pN ). Hence σ 0 (wj ) 6= 0. More precisely, σ 0 (x) = apN
implies that {bα | bα ∈ T(a k pN )} ⊆ T(σ 0 (wj )) ⊆ T(a k pN ). Clearly, no trace starting
with action b can stem from σ 0 (x) and we can then infer, in light of Lemma 34, that
x 6∈ var(wj ), as depth(σ 0 (wj )) ≤ N + 2. This implies that σ 0 (wj ) = σ(wj ) and thus
{bα | bα ∈ T(a k pN )} ⊆ T(σ(wj )) ⊆ T(a k pN ). In particular, σ(wj ) can perform at
least one (completed) trace of the form bα where α contains two occurrences of action
a. From σ(uj ) = a.(σ(x) + σ(wj )), then get that (abα, ∅) ∈ PF(σ(u)), namely σ(u) can
perform at least one (completed) trace containing 3 occurrences of action a. This gives
a contradiction with σ(u) ∼PF a k pN .
We have therefore obtained that x does not occur in the scope of prefixing in (at least
one) uj . We proceed now by a case analysis on the possible forms of this summand.
Pm
a. uj = x. Then, modulo possible futures equivalence, σ(u) has the form r0 + k=1 bik a
for some r0 . We show that this contradicts σ(u) ∼PF a k pN . This follows directly by
noticing that, due to the summand bi1 a, we have that (bi1 a, ∅) ∈ PF(σ(u)). However,
(bi1 a, ∅) 6∈ PF(a k pN ), since a k pN by performing the trace bi1 a can reach either a
process that can perform an a (in case the first b-move is performed by the summand
bi1 a of pN ) or a b (in case the first b-move is performed by a summand bi a of pN such
that i > i1 ).
b. uj = (x + w) k w0 , for some terms w, w0 with w0 6∼PF 0. From σ(u) ∼PF a k pN , we
infer that CT(σ(uj )) ⊆ CT(a k pN ). We recall that no completed trace of a k pN has b
as last symbol and, moreover, in all the completed traces of a k pN there are exactly
two occurrences of a. Hence, all (nonempty) completed traces of σ(x), σ(w) and σ(w0 )
must have exactly one occurrence of a and this occurrence must be as the last symbol
in the completed trace.
We now proceed to show that σ(w0 ) has a summand a and a 6∈ I(σ(x) + σ(w)). We
start by noticing that it cannot be the case that a ∈ I(σ(x) + σ(w)) ∩ I(σ(w0 )), for
otherwise we would have a2 ∈ T(σ(uj )) ⊆ T(σ(u)), thus contradicting σ(u) ∼PF a k pN .
Assume now, towards a contradiction, that I(σ(w0 )) = {b}. Then, due to summand
bim −1

bim a of σ(x), we have that σ(uj ) −−−−→ ba k σ(w0 ) and aα 6∈ T(ba k σ(w0 )) for any
trace α ∈ A∗ . Clearly, (bim −1 , T(ba k σ(w0 ))) ∈ PF(σ(uj )), and thus it is also a possible
future of σ(u). However, (bim −1 , T(ba k σ(w0 ))) 6∈ PF(a k pN ), as the interleaving of pN
with a guarantees that after an initial trace of an arbitrary number of b-transitions
it is always possible to perform a trace starting with a. This gives a contradiction
with σ(u) ∼PF a k pN . We have obtained that a ∈ I(σ(w0 )). More precisely, from the
constraints on the completed traces of σ(w0 ), we infer that σ(w0 ) has a summand a.
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Our order of business will now be to show that σ(w0 ) ∼PF a. Since σ(w0 ) −→ 0, we
a
have that σ(uj ) −→ (σ(x) + σ(w)) k 0 ∼PF σ(x) + σ(w). Thus, σ(u) ∼PF a k pN implies
a
that a k pN −→ r for some r with T(r) = T(σ(x) + σ(w)). Since a k pN has only one
a
possible initial a-transition, namely a k pN −→ 0 k pN , we get that r ∼PF pN and thus
T(σ(x) + σ(w)) = T(pN ). In particular, this implies that depth(σ(x) + σ(w)) = N + 1.
Therefore, we have
1 ≤ depth(σ(w0 )) = depth(σ(uj )) − depth(σ(x) + σ(w))
= depth(σ(uj )) − (N + 1)
≤ depth(σ(u)) − (N + 1)
= depth(a k pN ) − (N + 1)

(by Lem. 33.3)

= N + 2 − (N + 1)
=1
and we can therefore conclude that σ(w0 ) ∼PF a. Furthermore, it is not difficult
to prove that CT(σ(x) + σ(w)) = CT(pN ), for otherwise we get a contradiction with
σ(u) ∼PF a k pN .
So far we have obtained that, modulo possible futures equivalence,
!
m
m
X
X
ik
b a + σ(w) k a and CT(
bik a + σ(w)) = {bi a | i ∈ {1, . . . , N }} .
σ(uj ) ∼PF
k=1

k=1

Pm
To conclude the proof, we need to show that k=1 bik a + σ(w) ∼PF pN . Let Im =
Pm
{i1 , . . . , im } and IN = {1, . . . , N }. Assume, towards a contradiction, that k=1 bik a +
P
σ(w) 6∼PF pN . Notice that σ(w) can be written in the general form σ(w) = l∈L ql
for some terms ql that do not have + as head operator nor contain any occurrence of
k. By Lemma 25, this means that either there is an i ∈ IN \ Im such that bi a 6∼PF ql
for any l ∈ L, or that there is a summand ql of σ(w) such that ql 6∼PF bi a for any
i ∈ IN . In both cases, we obtain that there is (at least) a summand ql of σ(w) such
that bk a, bh a ∈ CT(ql ) for some k 6= h, h, k ∈ IN . We can then proceed as in the proof
of Lemma 25 to prove that this gives the desired contradiction. We have therefore
Pm
obtained that k=1 bik a + σ(w) ∼PF pN . Hence, by congruence closure, we get that
σ(uj ) ∼PF a k pN and we can therefore conclude that σ(u) has the desired summand.
This concludes the proof.
J
Finally, we can formally prove Theorem 29.
I Theorem 29. Let E be a finite axiom system over BCCSPk that is sound modulo ∼PF . Let
N be larger than the size of each term in the equations in E. Assume that p and q are closed
terms that contain no occurrences of 0 as a summand or factor, and that p, q ∼PF a k pN . If
E ` p ≈ q and p has a summand possible futures equivalent to a k pN , then so does q.
Proof. Assume that E is a finite axiom system over the language BCCSPk that is sound
modulo possible futures equivalence, and that the following hold, for some closed terms p
and q and positive integer N larger than the size of each term in the equations in E:
1. E ` p ≈ q,
2. p ∼PF q ∼PF a k pN ,
3. p and q contain no occurrences of 0 as a summand or factor, and
4. p has a summand possible futures equivalent to a k pN .
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We prove that q also has a summand possible futures equivalent to a k pN by induction on
the depth of the closed proof of the equation p ≈ q from E. Without loss of generality, we
may assume that the closed terms involved in the proof of the equation p ≈ q have no 0
summands or factors, and that applications of symmetry happen first in equational proofs
(that is, E is closed with respect to symmetry).
We proceed by a case analysis on the last rule used in the proof of p ≈ q from E. The case
of reflexivity is trivial, and that of transitivity follows immediately by using the inductive
hypothesis twice. Below we only consider the other possibilities.
Case E ` p ≈ q, because σ(t) = p and σ(u) = q for some equation (t ≈ u) ∈ E
and closed substitution σ. Since σ(t) = p and σ(u) = q have no 0 summands or
factors, and N is larger than the size of each term mentioned in equations in E, the claim
follows by Proposition 28.
Case E ` p ≈ q, because p = cp0 and q = cq 0 for some p0 , q 0 such that E ` p0 ≈ q 0 ,
and for some action c. This case is vacuous because p = cp0 6∼PF a k pN , and thus p
does not have a summand possible futures equivalent to a k pN .
Case E ` p ≈ q, because p = p0 + p00 and q = q 0 + q 00 for some p0 , q 0 , p00 , q 00 such
that E ` p0 ≈ q 0 and E ` p00 ≈ q 00 . Since p has a summand possible futures equivalent
to a k pN , we have that so does either p0 or p00 . Assume, without loss of generality, that p0
has a summand possible futures equivalent to a k pN . Since p is possible futures equivalent
to a k pN , so is p0 . Using the soundness of E modulo possible futures equivalence, it
follows that q 0 ∼PF a k pN . The inductive hypothesis now yields that q 0 has a summand
possible futures equivalent to a k pN . Hence, q has a summand possible futures equivalent
to a k pN , which was to be shown.
Case E ` p ≈ q, because p = p0 k p00 and q = q 0 k q 00 for some p0 , q 0 , p00 , q 00 such that
E ` p0 ≈ q 0 and E ` p00 ≈ q 00 . Since the proof involves no uses of 0 as a summand or a
factor, we have that p0 , p00 6∼PF 0 and q 0 , q 00 6∼PF 0. It follows that q is a summand of itself.
By our assumptions, q 0 k q 00 ∼PF a k pN which, by Proposition 26 gives that either q 0 ∼S a
and q 00 ∼S pN , or q 0 ∼S pN and q 00 ∼S a. In both cases, we can conclude that q has itself
as summand of the required form.
This completes the proof of Theorem 29 and thus of Theorem 23.
J
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1

Introduction

Transformation monoids provide an abstraction of transition systems. One of the key tools
in their analysis is the notion of wreath product [7, 20, 18] which, when translated to the
language of finite state automata, corresponds to the cascade product. In the cascade product
of automata A and B, with A “followed by” B, the automaton A runs on the input sequence,
while the automaton B runs on the input sequence as well as the state sequence produced by
the automaton A. The wreath product principle (see [20, 18, 17]) is a key result which relates
a language accepted by a cascade/wreath product to languages accepted by the individual
automata.
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Wreath Products in the Concurrent Setting

In this work, we are interested in generalizing the wreath product operation from the
sequential setting to the concurrent setting involving multiple processes. Towards this, we
work with Mazurkiewicz traces (or simply traces) [12, 6] which are well established as models
of true concurrency, and asynchronous automata [21] which are natural distributed finite state
devices working on traces. A trace represents a concurrent behaviour as a labelled partial
order which faithfully captures the distribution of events across processes, and causality
and concurrency between them. An asynchronous automaton runs on the input trace in a
distributed fashion and respects the underlying causality and concurrency between events.
During the run, when working on an event, only the local states of the processes participating
in that event are updated; the rest of the processes remain oblivious to the occurrence of the
event at this point.
A natural generalization of the above mentioned sequential cascade product to asynchronous automata A and B is as follows: the asynchronous automaton A runs on the input trace,
thus assigning, for each event, a local state for every process participating in that event. Now
the asynchronous automaton B runs on the input trace with the same set of events which
are additionally labelled by the previous local states of the participating processes in A. It is
easy to capture this operational semantics by another asynchronous automaton which we
call the local cascade product of A and B. Such a construction is used in [2] to provide an
asynchronous automata-theoretic characterization of aperiodic trace languages.
Here we propose a new algebraic framework to deal with the issues posed by the concurrent setting. More precisely, we introduce a new class of transformation monoids called
asynchronous transformation monoids (in short, atm’s). These monoids make a clear distinction between local and global “states” and allow us to reason about whether a global
transformation is essentially induced by a particular subset of processes. Recall that, from a
purely algebraic viewpoint, the set of all traces forms a free partially commutative monoid
in which independent actions commute [6]. In order to recognize a trace language via an
atm, we introduce the notion of an asynchronous morphism which exploits the locality of
the underlying atm. It is rather easy to see that asynchronous morphisms are the algebraic
counterparts of asynchronous automata.
One of the central results here is a wreath product principle in the new algebraic framework.
It turns out that the standard wreath product operation yields an operation on asynchronous
transformation monoids. Let T1 and T2 be atm’s and T1 o T2 be the wreath product atm.
Our local wreath product principle describes a trace language recognized by T1 o T2 in terms
of a local asynchronous transducer which is a natural causality and concurrency preserving
map from traces to traces (over an appropriately extended alphabet), and trace languages
recognized by T1 and T2 . It is a novel generalization of the standard wreath product principle.
The work [8] presents a wreath product principle for traces in the setting of transformation
monoids but it seems less significant since it uses non-trace structures.
The importance of the standard wreath product operation is clearly highlighted by
the fundamental Krohn-Rhodes decomposition theorem [11] which, broadly speaking, says
that any finite transformation monoid can be simulated by wreath products of “simple”
transformation monoids. The wreath product principle along with the Krohn-Rhodes
theorem can be used to provide alternate and conceptually simpler proofs (see [14, 3]) of
several interesting classical results about formal languages of words such as the theorems
due to Schützenberger [19], McNaughton-Papert [13] and Kamp [9] which together show
the equivalence between star-free, aperiodic, first-order-definable and linear-temporal-logic
definable word languages. Motivated by these applications, we investigate an analogue of the
fundamental Krohn-Rhodes decomposition theorem over traces. We use the new algebraic
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framework to propose a simultaneous generalization of the Krohn-Rhodes theorem (for word
languages) and Zielonka’s theorem (for trace languages). The proof of this generalization for
the special case of acyclic architectures is another significant result. As an application, we
extend Kamp’s theorem: we show a natural local temporal logic to be expressively complete.
It turns out that asynchronous morphisms into wreath products correspond to the
aforementioned distributed automata-theoretic local cascade products. We also introduce
the global cascade product operation and show that it can be realized as the local cascade
product with the help of the ubiquitous gossip automaton from [16].
Our final major contribution concerns aperiodic trace languages and is in the spirit of the
Krohn-Rhodes theorem for the aperiodic case. We establish that aperiodic trace languages
can be characterized using global cascade products of localized and distributed two-state
reset automata. The proof of this characterization crucially uses an expressively complete
process-based local temporal logic over traces from [4].
The rest of the paper is organized as follows. After setting up the preliminaries in
Section 2, we develop the new algebraic framework in Section 3 and establish the local wreath
product principle. In Section 4, we postulate a new decomposition result, and we prove it
for acyclic architectures. We introduce and analyze local and global cascade products in
Section 5. The global cascade product based characterization of aperiodic trace languages
appears in Section 6. Finally, we conclude in Section 7. Due to space constraints some proofs
and examples are omitted and can be found in the extended version [1].

2
2.1

Preliminaries
Basic Notions in Trace Theory

e = {Σi }i∈P .
Let P be a finite set of agents/processes. A distributed alphabet over P is a family Σ
S
Let Σ = i∈P Σi . For a ∈ Σ, we set loc(a) = {i ∈ P | a ∈ Σi }. By (Σ, I) we denote the
corresponding trace alphabet, i.e., I is the independence relation {(a, b) ∈ Σ2 | loc(a)∩loc(b) =
e The corresponding dependence relation Σ2 \ I is denoted by D.
∅} induced by Σ.
A Σ-labelled poset is a structure t = (E, ≤, λ) where E is a set, ≤ is a partial order
on E and λ : E → Σ is a labelling function. For e, e0 ∈ E, define e l e0 if and only if
e < e0 and for each e00 with e ≤ e00 ≤ e0 either e = e00 or e0 = e00 . For X ⊆ E, let
↓X = {y ∈ E | y ≤ x for some x ∈ X}. For e ∈ E, we abbreviate ↓{e} by simply ↓e.
e is a finite Σ-labelled poset t = (E, ≤, λ) such that
A trace over Σ
0
If e, e ∈ E with e l e0 then (λ(e), λ(e0 )) ∈ D
If e, e0 ∈ E with (λ(e), λ(e0 )) ∈ D, then e ≤ e0 or e0 ≤ e
e denote the set of all traces over Σ.
e Henceforth a trace means a trace over Σ
e
Let T R(Σ)
e
unless specified otherwise. Let t = (E, ≤, λ) ∈ T R(Σ). The elements of E are referred to
as events in t and for an event e in t, loc(e) abbreviates loc(λ(e)). Further, let i ∈ P. The
set of i-events in t is Ei = {e ∈ E | i ∈ loc(e)}. This is the set of events in which process i
participates. It is clear that Ei is totally ordered by ≤.
A subset c ⊆ E is a configuration of t if and only if ↓c = c. We let Ct denote the set
of all configurations of t. Notice that ∅, the empty set, and E are configurations. More
importantly, ↓e is a configuration for every e ∈ E. There are two natural transition relations
that one may associate with the configurations of t. The event based transition relation
e
⇒t ⊆ Ct × E × Ct is defined by c ⇒t c0 if and only if e ∈
/ c and c ∪ {e} = c0 . The action based
a
transition relation →t ⊆ Ct × Σ × Ct is defined by c −
→t c0 if and only if there exists e ∈ E
e
such that λ(e) = a and c ⇒t c0 .
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Now we turn our attention to the important operation of concatenation of traces. Let
e and t0 = (E 0 , ≤0 , λ0 ) ∈ T R(Σ).
e Without loss of generality, we can
t = (E, ≤, λ) ∈ T R(Σ)
0
0
e to be the trace (E 00 , ≤00 , λ00 ) where
assume E and E to be disjoint. We define tt ∈ T R(Σ)
E 00 = E ∪ E 0 ,
≤00 is the transitive closure of ≤ ∪ ≤0 ∪ {(e, e0 ) ∈ E × E 0 | (λ(e), λ0 (e0 )) ∈ D},
λ00 : E 00 → Σ where λ00 (e) = λ(e) if e ∈ E; otherwise, λ00 (e) = λ0 (e).
e a monoid structure.
This operation, henceforth referred to as trace concatenation, gives T R(Σ)
Observe that, with a (resp. b) denoting the singleton trace with the only event labelled a
e
(resp. b), if (a, b) ∈ I then ab = ba in T R(Σ).
A basic result in trace theory gives a presentation of the trace monoid as a quotient of
the free word monoid Σ∗ . See [6] for more details. Let ∼I ⊆ Σ∗ × Σ∗ be the congruence
generated by ab ∼I ba for (a, b) ∈ I.
e sending a letter a ∈ Σ to
I Proposition 1. The canonical morphism from Σ∗ → T R(Σ),
the trace a, factors through the quotient monoid Σ∗ /∼I and induces an isomorphism from
e
Σ∗ /∼I to the trace monoid T R(Σ).

2.2

Transformation Monoids and Trace Languages

A map from a set X to itself is called a transformation of X. Under function composition,
the set of all such transformations forms a monoid; let us denote this monoid by F(X). The
function composition f1 f2 applies from left-to-right, that is, (f1 f2 )(·) = f2 (f1 (·)).
A transformation monoid (or simply tm) is a pair T = (X, M ) where M is a submonoid
of F(X). The tm (X, M ) is called finite if X is finite.
I Example 2. Consider X = {1, 2} with the monoid M = {idX , r1 , r2 } where idX is the
identity transformation and ri maps every element in X to element i. Note that r1 r2 = r2
and r2 r1 = r1 . Then (X, M ) is a tm. We will refer to it as U2 .
y
e to T , we mean a (monoid)
Let T = (X, M ) be a tm. By a morphism ϕ from T R(Σ)
e
e → T.
morphism ϕ : T R(Σ) → M . We abuse the notation and also write this as ϕ : T R(Σ)
e
Observe that, if (a, b) ∈ I, then as ab = ba in T R(Σ), ϕ(a) and ϕ(b) must commute in M .
In fact, in view of Proposition 1, any function ϕ : Σ → M which has the property that ϕ(a)
e
and ϕ(b) commute for every (a, b) ∈ I, can be uniquely extended to a morphism from T R(Σ)
to M .
Transformation monoids can be naturally used to recognize trace languages. Let L ⊆
e be a trace language. We say that L is recognized by a tm T = (X, M ) if there exists
T R(Σ)
e → T , an initial element xin ∈ X and a final subset Xfin ⊆ X such
a morphism ϕ : T R(Σ)
e
that L = {t ∈ T R(Σ) | ϕ(t)(xin ) ∈ Xfin }. A trace language is said to be recognizable if it is
recognized by a finite tm.

3
3.1

New Algebraic Framework
Asynchronous Transformation Monoids

Recall that we have a fixed finite set P of processes. If P is clear from the context, we use
the simpler notation {Xi } to denote the P-indexed family {Xi }i∈P . The elements of the sets
in a P-indexed family will be typically called states.
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We begin with some notation involving local and global states. Suppose that each process
S
i ∈ P is equipped with a finite non-empty set of local i-states, denoted Si . We set S = i∈P Si
and call S the set of local states. We let P range over non-empty subsets of P and let i, j
range over P. A P -state is a map s : P → S such that s(j) ∈ Sj for every j ∈ P . We let SP
denote the set of all P -states. We call SP the set of all global states.
If P 0 ⊆ P and s ∈ SP then sP 0 is s restricted to P 0 . We use the shorthand −P to indicate
the complement of P in P. We sometimes split a global state s ∈ SP as (sP , s−P ) ∈ SP × S−P .
We let Sa denote the set of all loc(a)-states which we also call a-states for simplicity. Thus if
loc(a) ⊆ P and s is a P -state we shall write sa to mean sloc(a) .
Now we are ready to introduce a new class of transformation monoids.
I Definition 3. An asynchronous transformation monoid (in short, atm) T (over P) is a
pair ({Si }, M ) where
Si is a finite non-empty set for each process i ∈ P.
M is a submonoid of F(SP ), the monoid of all transformations from SP to itself.
Note that this definition is dependent on P and an atm T = ({Si }, M ) naturally induces
the tm (SP , M ). We abuse the notation and write T also for this tm.
A crucial feature of the definition of an atm is that it makes a clear distinction between
local and global states. Observe that the underlying transformations operate on global
states. It will be useful to know whether a global transformation is essentially induced by a
particular subset of processes. We develop some notions to make this precise.
Fix an atm ({Si }, M ) and P ⊆ P. Let f : SP → SP be a map. We define g : SP → SP
as: for s ∈ SP ,
g(s) = s0 iff f (sP ) = s0P and s−P = s0−P
We refer to g as the extension of f . More generally, h : SP → SP is said to be a P -map if it
is the extension of some f : SP → SP . Note that, in this case, for all s = (sP , s−P ) ∈ SP ,
h((sP , s−P )) = (f (sP ), s−P ) and f is uniquely determined by h. It is worth pointing out that
a map h : SP → SP with the property that for every s ∈ SP there exists s0P ∈ SP such that
h((sP , s−P )) = (s0P , s−P ) is not necessarily a P -map. This condition merely says that the
(−P )-component of a global state is not updated by h. The update of the P -component may
still depend on the (−P )-component.
The following lemma provides a characterization of P -maps. We skip the easy proof.
I Lemma 4. Let h : SP → SP . Then h is a P -map if and only if for every s in SP ,
[h(s)]−P = s−P and for every s, s0 in SP , sP = s0P implies that [h(s)]P = [h(s0 )]P .
A simple but crucial observation regarding P -maps is recorded in the following lemma.
I Lemma 5. Let f, g : SP → SP be such that f is a P -map and g is a P 0 -map. If P ∩ P 0 = ∅,
then f g = gf .
I Example 6. Fix a process ` ∈ P. We define the atm U2 [`] = ({Si }, M ) where, S` = {1, 2}
and for each i 6= `, Si has exactly one element. Observe that SP has only two global states
which are completely determined by their `-components. We will identify a global state with
its `-component. The monoid M is {idSP , r1 , r2 } where idSP is the identity transformation
and ri maps every global state to the global state i. Note that r1 and r2 are {`}-maps. y
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3.2

Asynchronous Morphisms

e = {Σi }
Now we fix a distributed alphabet Σ
i∈P over P and introduce special morphisms
e
from the trace monoid T R(Σ) to atm’s.
e to
I Definition 7. Let T = ({Si }, M ) be an atm. An asynchronous morphism from T R(Σ)
e
T is a (monoid) morphism ϕ : T R(Σ) → M such that, for a ∈ Σ, ϕ(a) is a loc(a)-map (or
e → T.
simply, an a-map). We also write this as ϕ : T R(Σ)
e to
It is important to observe that, contrary to the sequential case, a morphism from T R(Σ)
e
M is not necessarily an asynchronous morphism from T R(Σ) to the atm T = ({Si }, M ). In
e → M , for (a, b) ∈ I, ψ(a) and ψ(b) must commute; however for some
a morphism ψ : T R(Σ)
a ∈ Σ, ψ(a) may not be an a-map.
e = {Σp = {a, b}, Σp = {b, c}, Σp = {c}} and
I Example 8. Consider P = {p1 , p2 , p3 }, Σ
1
2
3
the atm U2 [p1 ] = ({Si }, M ) where M = {id, r1 , r2 }. Recall that r1 and r2 are {p1 }-maps.
e to the
The function ψ(a) = id, ψ(b) = r2 and ψ(c) = r1 extends to a morphism from T R(Σ)
monoid M . However, it is not an asynchronous morphism to the atm U2 [p1 ] as ψ(c) (being
r1 ) is not a {p2 , p3 }-map.
y
A fundamental result about asynchronous morphisms is stated in the following lemma.
Its proof follows from Proposition 1 and Lemma 5, and can be found in [1].
I Lemma 9. Let T = ({Si }, M ) be an atm. Further, let ϕ : Σ → M be such that, for a ∈ Σ,
ϕ(a) is an a-map. Then ϕ can be uniquely extended to an asynchronous morphism from
e to T .
T R(Σ)
I Example 10. Consider the setup of Example 8. The function ϕ(a) = r1 , ϕ(b) = r2 and
e to U2 [p1 ].
ϕ(c) = id extends to an asynchronous morphism from T R(Σ)
y
Now we extend the notion of trace-language recognition from tm’s to atm’s via asyne be a trace language. We say that L is recognized by
chronous morphisms. Let L ⊆ T R(Σ)
e → T , an initial
an atm T = ({Si }, M ) if there exists an asynchronous morphism ϕ : T R(Σ)
element sin ∈ SP and a final subset Sfin ⊆ SP such that
e | ϕ(t)(sin ) ∈ Sfin }.
L = {t ∈ T R(Σ)
In the rest of this subsection, we bring out the intimate relationship between asynchronous
morphisms and asynchronous automata. We begin with the description of an asynchronous
automaton – a model introduced by Zielonka for concurrent computation on traces.
e is a structure ({Si } , {δa }
An asynchronous automaton A over Σ
i∈P
a∈Σ , sin ) where
Si is a finite non-empty set of local i-states for each process i
For a ∈ Σ, δa : Sa → Sa is a transition function on a-states
sin ∈ SP is an initial global state
Observe that an a-transition of A reads and updates only the local states of the agents which
participate in a. As a result, actions which involve disjoint sets of agents are processed
concurrently by A. For a ∈ Σ, let ∆a : SP → SP be the extension of δa : Sa → Sa . Clearly,
if (a, b) ∈ I then ∆a and ∆b commute. Similar to P-indexed families, we will follow the
convention of writing {Ya } to denote the Σ-indexed family {Ya }a∈Σ .
Now we describe the notion of a run of A on an input trace. A trace run is easiest to
e Recall that
define using configurations. Towards this, fix a trace t = (E, ≤, λ) ∈ T R(Σ).
(see Section 2.1) Ct is the set of all configurations of t and →t ⊆ Ct × Σ × Ct is the natural
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e is a map
action based transition relation on configurations. A trace run of A over t ∈ T R(Σ)
0
ρ : Ct → SP such that ρ(∅) = sin , and for every (c, a, c ) in →t , we have ∆a (ρ(c)) = ρ(c0 ). As
A is deterministic, t admits a unique trace run; it will be denoted by ρt .
e be a trace language. We say that L is accepted by A if there exists a
Let L ⊆ T R(Σ)
e | ρt (E) ∈ Sfin }.
subset Sfin ⊆ SP of final global states such that L = {t = (E, ≤, λ) ∈ T R(Σ)
Our aim is to associate with A, a natural atm TA and an asynchronous morphism ϕA
such that languages accepted by A are precisely the languages recognized via ϕA .
We first describe the transition monoid MA associated to A. It is possible to extend the
e we
global transition functions {∆a } to arbitrary traces using Proposition 1. For t ∈ T R(Σ),
denote this extended global transition function by ∆t : SP → SP . It is easy to check that,
e ∆t (sin ) = ρt (E). Further, as expected, for t, t0 ∈ T R(Σ),
e the
for t = (E, ≤, λ) ∈ T R(Σ),
function composition ∆t ∆t0 is identical to ∆tt0 . We let MA be the finite set of functions
e
{∆t | t ∈ T R(Σ)}.
Clearly, it is a monoid under the usual composition of functions.
Next, we define the transition atm of A to be TA = ({Si }, MA ) and the natural map
e → MA sending t to ∆t . It is clear that ϕA is a morphism of monoids. Furthermore,
ϕA : T R(Σ)
e to TA ; this is because, for a ∈ Σ, ϕA (a) = ∆a
it is an asynchronous morphism from T R(Σ)
is in fact an a-map of the atm TA . The map ϕA is called the transition (asynchronous)
e
morphism of A. Note that, for t = (E, ≤, λ) ∈ T R(Σ),
ϕA (t)(sin ) = ∆t (sin ) = ρt (E)
We refer to the above statement as the duality between a run of A and an evaluation of ϕA .
The following lemma summarizes the above discussion for later reference and its proof is
immediate.
e the transition
I Lemma 11. Given an asynchronous automaton A = ({Si }, {δa }, sin ) over Σ,
e → TA are
atm TA = ({Si }, MA ) and the transition asynchronous morphism ϕA : T R(Σ)
effectively constructible. Moreover, if L is a trace language, then L is accepted by A if and
only if it is recognized by TA via ϕA with sin as the initial state.
We now provide a form of converse to Lemma 11. Towards this, we fix an atm T =
e → T . Since ϕ is an
({Si }, M ), a state sin ∈ SP and an asynchronous morphism ϕ : T R(Σ)
asynchronous morphism, ϕ(a) is an a-map, and is an extension of some δa : Sa → Sa over
e It turns out that the transition monoid of Aϕ
a-states. We set Aϕ = ({Si }, {δa }, sin ) over Σ.
is the image of ϕ, a submonoid of M and the transition morphism of Aϕ is the appropriate
restriction of ϕ to this submonoid. The next lemma is easy to prove and we skip its proof.
e → T and sin ∈ SP , the asynchronous
I Lemma 12. Given T = ({Si }, M ), ϕ : T R(Σ)
e is effectively constructible. Moreover, a trace language L ⊆ T R(Σ)
e is
automaton Aϕ over Σ
recognized by T via ϕ (with initial state sin ) if and only if it is accepted by Aϕ .

3.3

Asynchronous Wreath Product

We begin with the crucial definition of a wreath product of transformation monoids. For sets
U and V , we denote the set of all functions from U to V by F(U, V ).
I Definition 13 (Wreath Product). Let T1 = (X, M ) and T2 = (Y, N ) be two tm’s. We define
T = T1 o T2 to be the tm (X × Y, M × F(X, N )) where, for m ∈ M and f ∈ F(X, N ), (m, f )
represents the following transformation on X × Y :
for (x, y) ∈ X × Y,

(m, f )((x, y)) = (m(x), f (x)(y))
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The tm T is called the wreath product of T1 and T2 . It turns out that, for (m1 , f1 ), (m2 , f2 )
in M × F(X, N ), the composition law (m1 , f1 )(m2 , f2 ) = (m, f ) is such that m = m1 m2 and
for x ∈ X, f (x) = f1 (x) + f2 (m1 (x)). Here + denotes the composition operation of N .
It is a standard fact that the wreath product operation is associative [7]. We now adapt this
operation to asynchronous transformation monoids.
I Definition 14. Let T1 = ({Si }, M ) and T2 = ({Qi }, N ) be two atm’s. We define their
asynchronous wreath product, also denoted by T1 oT2 , to be the atm ({Si ×Qi }, M ×F(SP , N )).
An element (m, f ) ∈ M × F(SP , N ) represents the following global1 transformation on
SP × QP :
for (s, q) ∈ SP × QP , (m, f )((s, q)) = (m(s), f (s)(q))
The composition law on M × F(SP , N ) is the same as in Definition 13.
An important observation is that the tm associated with T1 o T2 is the wreath product of
the tm’s (SP , M ) and (QP , N ) associated with T1 and T2 respectively. Sometimes, we will
refer to the asynchronous wreath product simply as wreath product. The associativity of the
asynchronous wreath product operation follows immediately.
We now present an important combinatorial lemma regarding the “support” of a global
transformation in the wreath product. It plays a crucial role later.
I Lemma 15. Fix atm’s T1 = ({Si }, M ) and T2 = ({Qi }, N ). Let (m, f ) ∈ M × F(SP , N )
represent a P -map in T1 o T2 for some subset P ⊆ P. Then
m is a P -map in T1 .
For every s ∈ SP , f (s) is a P -map in T2 . Further, if s, s0 ∈ SP are such that sP = s0P ,
then f (s) = f (s0 ).
Proof. Fix x0 ∈ S−P and y0 ∈ Q−P . We define g1 : SP → SP and g2 : SP × QP → QP
by g1 (x) = [m((x, x0 ))]P and g2 (x, y) = [f ((x, x0 ))(y, y0 )]P . We first show that for all
s ∈ SP , q ∈ QP , (m, f )((s, q)) = ((g1 (sP ), s−P ), (g2 (sP , qP ), q−P )). Take an arbitrary
(s, q) ∈ SP × QP . Then consider the global state ((sP , x0 ), (qP , y0 )) sharing the same
P -component as (s, q) and the fixed −P -component (x0 , y0 ). By the wreath product action
(see Definition 13), (m, f ) (((sP , x0 ), (qP , y0 ))) = (m((sP , x0 )), f ((sP , x0 ))((qP , y0 ))). Being a P -map, (m, f ) does not change the −P -component of any global state. So we have
m((sP , x0 )) = ([m((sP , x0 ))]P , x0 ) and f ((sP , x0 ))((qP , y0 )) = ([f ((sP , x0 ))((qP , y0 ))]P , y0 ).
Let (m, f )((s, q)) = (s0 , q 0 ). Since (m, f ) is a P -map and the two global states (s, q)
and ((sP , x0 ), (qP , y0 )) share the same P -component, by Lemma 4, s0P = [m((sP , x0 ))]P and
0
qP0 = [f ((sP , x0 ))((qP , y0 ))]P . Further, s0−P = s−P and q−P
= q−P . Using the definitions of g1
and g2 , we immediately see that (m, f )((s, q)) = ((g1 (sP ), s−P ), (g2 (sP , qP ), q−P )). However,
by the wreath product action, (m, f )((s, q)) = (m(s), f (s)(q)). Comparing this with the
previous expression, we have m(s) = (g1 (sP ), s−P ) and f (s)(q) = (g2 (sP , qP ), q−P ). The
result now follows from Lemma 4.
J

1

a global state (resp. P -state) of T1 o T2 is canonically identified with an element of SP × QP (resp.
SP × QP )
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Local Wreath Product Principle

e Based on A and Σ,
e we
Let A = ({Si }, {δa }, sin ) be an asynchronous automaton over Σ.
kS
define the alphabet Σ = {(a, sa ) | a ∈ Σ, s ∈ SP } where a letter a in Σ is extended with
g
kS
local a-state information of A. This can naturally be viewed as a distributed alphabet Σ
kS
where ∀a ∈ Σ, ∀s ∈ SP , (a, sa ) ∈ Σi if and only if a ∈ Σi . Then A induces the following
transducer over traces.
g
kS) be defined as
e → T R(Σ
I Definition 16 (Local Asynchronous Transducer). Let χA : T R(Σ)
g
kS) with the
e then χA (t) = t0 where t0 = (E, ≤, µ) ∈ T R(Σ
follows. If t = (E, ≤, λ) ∈ T R(Σ),
kS
labelling µ : E → Σ defined by:
∀e ∈ E, µ(e) = (a, sa ) where a = λ(e) and s = ρt (↓e \ {e})
(recall that ρt is the unique trace run of A over t). We call χA the local asynchronous
transducer of A.
I Example 17. Let χ be the local asynchronous transducer associated to Aϕ where ϕ is
e (by showing local
as in Example 10. Figure 1 shows the run of Aϕ on a trace t ∈ T R(Σ)
g
kS).
process states before and after each event), and the resulting trace χ(t) ∈ T R(Σ
y

p1
p2
p3

1

a

1

⊥2

2

b

p1

a
1

b
1

⊥2

⊥3

⊥2

c

⊥3

Run of trace t in Aϕ

p2

⊥2

c
⊥2

p3

⊥3

Trace χ(t)

Figure 1 Local asynchronous transducer output on a trace; Sp2 = {⊥2 }, Sp3 = {⊥3 }.

Note that, in general, χA is not a morphism of monoids. The following lemma is a
straightforward consequence of the definition of χA and the duality between trace runs of A
and evaluations of the asynchronous asynchronous morphism ϕA .
e with factorization t = t0 a (where a ∈ Σ),
e and s = ϕA (t0 )(sin ).
I Lemma 18. Let t ∈ T R(Σ)
g
kS) factors as χ (t) = χ (t0 )(a, s ).
Then the trace χA (t) ∈ T R(Σ
A
A
a
e and χA be the corresponding
I Theorem 19. Let A be an asynchronous automaton over Σ
g
local asynchronous transducer. If L ⊆ T R(ΣkS) is recognized by an atm T , then χ−1
A (L) is
recognized by the atm TA o T .
g
kS) → T = ({Q }, N ) be an asynchronous morphism, which recognizes
Proof. Let ψ : T R(Σ
i
L with qin ∈ QP as the initial global state, and Qfin ⊆ QP as the set of final global states.
g
kS) | ψ(t)(q ) ∈ Q }. Note that, for (a, s ) ∈ ΣkS , ψ((a, s )) is an
Then L = {t ∈ T R(Σ
in
fin
a
a
a-map (that is, an extension of a map from Qa to Qa ; recall that loc((a, sa )) = loc(a)).
For a ∈ Σ, we set η(a) = (ϕA (a), fa ) where fa : SP → N is defined by fa (s) = ψ((a, sa )).
It is easy to check that η(a) is an a-map (that is, an extension of a map from Sa × Qa to
e → TA o T .
Sa × Qa ). By Lemma 9, this uniquely defines an asynchronous morphism η : T R(Σ)
e We write η(t) = (π1 (t), π2 (t)). It follows from the definition
Let t = (E, ≤, λ) ∈ T R(Σ).
of wreath product that π1 (t) = ϕA (t). Now we claim that π2 (t)(sin ) = ψ(χA (t)). We
prove this by induction on the cardinality of E. Suppose t = t0 a. Then η(t) = η(t0 )η(a).
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As a result, we have (π1 (t), π2 (t)) = (π1 (t0 ), π2 (t0 ))(π1 (a), π2 (a)). Therefore, for s ∈ SP ,
π2 (t)(s) = π2 (t0 )(s) + π2 (a)(π1 (t0 )(s)). In particular, it holds with s = sin . Recall that
π1 (t0 ) = ϕA (t0 ). Also, by induction, π2 (t0 )(sin ) = ψ(χA (t0 )). Hence, with s = ϕA (t0 )(sin ),
π2 (t)(sin ) = π2 (t0 )(sin ) + π2 (a)(π1 (t0 )(sin ))
= ψ(χA (t0 )) + π2 (a)(s)
= ψ(χA (t0 )) + ψ((a, sa ))
= ψ(χA (t0 )(a, sa ))
= ψ(χA (t))
The last equality follows from Lemma 18. So, t ∈ χ−1
A (L) if and only if χA (t) ∈ L if and only if
ψ(χA (t))(qin ) ∈ Qfin if and only if π2 (t)(sin )(qin ) ∈ Qfin if and only if η(t)(sin , qin ) ∈ SP ×Qfin .
This shows that η recognizes χ−1
A (L) with (sin , qin ) ∈ SP × QP as the initial global state,
and SP × Qfin ⊆ SP × QP as the set of final global states.
J
Now we focus our attention on what is usually termed as the wreath product principle.
e
I Theorem 20 (Local Wreath Product Principle). Let T1 and T2 be atm’s and let L ⊆ T R(Σ)
e
be a trace language recognized by an asynchronous morphism η : T R(Σ) → T1 o T2 , with initial
e → T1 , defined
global state (sin , qin ). For each a ∈ Σ, let η(a) = (ma , fa ). Then ϕ : T R(Σ)
by ϕ(a) = ma , is an asynchronous morphism. Finally, let A = Aϕ be the asynchronous
automaton associated to ϕ and sin , and let χA be the corresponding local asynchronous
transducer. Then L is a finite union of languages of the form U ∩ χ−1
A (V ), where U ⊆ T R(Σ̃)
g
k
S
is recognized by T , and V ⊆ T R(Σ ) is recognized by T .
1

2

Proof. We write T1 = ({Si }, M ) and T2 = ({Qi }, N ). Consider a ∈ Σ and the a-map
η(a) = (ma , fa ) ∈ M × F(SP , N ). This means that η(a) is an extension of a map from
Sa × Qa to Sa × Qa . By Lemma 15, ma ∈ M is an a-map (of T1 ) and fa : SP → N is such
that, for s ∈ SP , fa (s) ∈ N is an a-map (of T2 ) and it depends only on sa . In particular,
fa : SP → N may be viewed as fa : Sa → N . Below we will use fa in this sense.
g
kS) → T as follows: ψ((a, s )) =
Now we define an asynchronous morphism ψ : T R(Σ
a

2

fa (sa ). Note that, by Lemma 9, ψ is indeed an asynchronous morphism as fa (sa ) is an
e → T1 , defined by ϕ(a) = ma , also extends to
a-map. Further, as ma is an a-map, ϕ : T R(Σ)
an asynchronous morphism.
Our aim is to express L in terms of languages recognized by T1 and T2 . It suffices to
show the result when L is recognized with a single final global state, say (sfin , qfin ). Then
e | η(t)((sin , qin )) = (sfin , qfin )}.
L = {t ∈ T R(Σ)
e we write η(t) = (π1 (t), π2 (t)). It follows from the definition of ϕ that
For t ∈ T R(Σ),
ϕ(t) = π1 (t). Hence, we can alternatively write L as
e | ϕ(t)(sin ) = sfin and π2 (t)(sin )(qin ) = qfin }
L = {t ∈ T R(Σ)
e | ϕ(t)(sin ) = sfin }. Then, with W = {t ∈ T R(Σ)
e | π2 (t)(sin )(qin ) = qfin },
Let U = {t ∈ T R(Σ)
L = U ∩ W . By using essentially the same ideas as in the proof of Theorem 19, we can show
e | ψ(χA (t))(qin ) = qfin }.
that π2 (t)(sin ) = ψ(χA (t)). Therefore, W = {t ∈ T R(Σ)
g
kS) | ψ(t0 )(q ) = q }, W = χ−1 (V ). Clearly, U is
It follows that, with V = {t0 ∈ T R(Σ
in

fin

A

recognized by the atm T1 (via ϕ), V is recognized by the atm T2 (via ψ) and L = U ∩ χ−1
A (V ).
This completes the proof.
J
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Towards a Decomposition Result

In this section, we use the algebraic framework developed so far to propose an analogue
of the fundamental Krohn-Rhodes decomposition theorem over traces. We first recall the
Krohn-Rhodes theorem in the purely algebraic setting of transformation monoids. We briefly
explain how it is used to analyze/decompose morphisms from the free monoid and point out
some difficulties that arise when we consider morphisms from the trace monoid.
Let M and N be monoids. We say that M divides N (in notation, M ≺ N ) if M is a
homomorphic image of some submonoid of N . This notion can be extended to transformation
monoids. Let (X, M ) and (Y, N ) be two tm’s. We say that (X, M ) divides (Y, N ), denoted
(X, M ) ≺ (Y, N ), if there exists a pair of mappings (f, ϕ) where f : Y → X is a surjective
function and ϕ : N 0 → M is a surjective morphism from a submonoid N 0 of N , such that
ϕ(n)(f (y)) = f (n(y)) for all n ∈ N 0 and all y ∈ Y .
Recall that U2 = ({1, 2}, {id, r1 , r2 }) denotes the reset transformation monoid on two
elements. Along with it, the following class of transformation monoids plays an important
role in the Krohn Rhodes theorem.
I Example 21. Let G be a group. Then (G, G) is a tm where the monoid element g represents
the transformation mg : G → G of the set G, which is the right multiplication by g. In other
words, for h ∈ G, mg (h) = hg.
y
We are now in a position to state the Krohn-Rhodes theorem [11]. See [20] for a classical
proof of the theorem, and [5] for a modern proof.
I Theorem 22 (Krohn-Rhodes Theorem). Every finite transformation monoid T = (X, M )
divides a wreath product of the form T1 o . . . o Tn where each factor Ti is either U2 or is of the
form (G, G) for some non-trivial simple group G dividing M .
Henceforth, we will be dealing with only finite tm’s and sometimes we will omit the
qualifier “finite”. Now we turn our attention to the use of this decomposition theorem for
analysing word languages recognized by morphisms from the free monoid.
I Definition 23. Let ϕ : Σ∗ → T = (X, M ) be a morphism. Further, let ψ : Σ∗ → T 0 = (Y, N )
be another morphism. We say that ψ simulates ϕ if there exists a surjective function
f : Y → X such that, for all a ∈ Σ and all y ∈ Y , f (ψ(a)(y)) = ϕ(a)(f (y)).
ψ(a)

Y

Y

f

X

f
ϕ(a)

X

Figure 2 Visual illustration of condition f (ψ(a)(y)) = ϕ(a)(f (y)) in Definition 23.

Observe that if ψ simulates ϕ then a language recognized by ϕ is also recognized by ψ.
I Proposition 24. Let ϕ : Σ∗ → T = (X, M ) be a morphism. Then there exists a morphism
ψ : Σ∗ → T 0 which simulates ϕ such that the tm T 0 is of the form T1 o . . . o Tn where each
factor Ti is either U2 or (G, G) for some non-trivial simple group G dividing M .
Proof. Given T , we get T 0 = T1 o. . .oTn = (Y, N ) by the Krohn-Rhodes theorem. Since T ≺ T 0 ,
there exists a pair of mappings (f, θ) where f : Y → X is a surjective function and θ : N 0 → M
is a surjective morphism from a submonoid N 0 of N , such that θ(n)(f (y)) = f (n(y)) for
CONCUR 2020

19:12

Wreath Products in the Concurrent Setting

all n ∈ N 0 and all y ∈ Y . Construct ψ : Σ → N by mapping ψ(a), for each a in Σ, to an
arbitrary element in θ−1 (ϕ(a)). Thanks to the fact that Σ∗ is a free monoid, ψ uniquely
extends to a morphism ψ : Σ∗ → T 0 . It is easily checked that ψ simulates ϕ.
J
Combined with the wreath product principle, the above proposition provides a powerful
inductive tool to prove many non-trivial results in the theory of finite words. See [14, 3].
Motivated by these applications, we look for an analogue of the above proposition for
the setting of traces. We now point to some problems that arise if one tries to naively lift
the Krohn-Rhodes theorem to the setting of traces. The first problem is that, unlike in the
word scenario, division does not imply simulation of morphisms from the trace monoid. By
simulation of morphisms from the trace monoid, we simply mean an obvious adaptation of
the Definition 23 to the morphisms from the trace monoid. See the extended version [1] for
an example of the problem of the first kind. The second problem is that even if there is a
e to a wreath product of tm’s, in general it does not induce morphisms
morphism from T R(Σ)
from trace monoids to the individual tm’s beyond the first one. This is primarily because
the output of the sequential transducer associated with the first tm is not a trace.
I Example 25. Assume the DFA in Figure 3 represents the induced morphism to the first tm
in a wreath product chain. The figure below shows the outputs of the sequential transducer
associated with this DFA on three different linearizations of a single input trace. These
outputs have different sets of letters and can not constitute a single trace.
y
a, b

a, c
b

a
c
b
abbc :

q

s

b
a
s

c

 b b  c 
s

q

q

babc :

b
s

 a b c
q

q

q

bbac :

b
s

 b  a c 
q

q

q

Figure 3 Sequential transducer outputs for all linearizations of a trace.

Prior work in [8] devised a wreath product principle for traces, but it uses non-trace structures
to circumvent the second problem, thus limiting its applicability.
As seen in the previous section, the new algebraic framework of asynchronous structures
supports true concurrency and is well suited to reason about trace languages. Most importantly, an asynchronous morphism to a wreath product chain gives rise to asynchronous
morphisms to individual atm’s of the chain (see the proof of Theorem 20 for an illustration).
This can be seen as a resolution of the second problem mentioned above.
Going ahead, we extend the notion of simulation to the case when the “simulating”
morphism is an asynchronous morphism to an atm.
e → T = (X, M ) be a morphism to a tm. Further, let
I Definition 26. Let ϕ : T R(Σ)
0
e → T 0 be an asynchronous morphism. We say that
T = ({Si }, N ) be an atm and ψ : T R(Σ)
ψ is an asynchronous simulation of ϕ (or simply ψ simulates ϕ) if there exists a surjective
function f : SP → X such that, for all a ∈ Σ and all s ∈ SP , f (ψ(a)(s)) = ϕ(a)(f (s)).
The fundamental theorem of Zielonka [21] states that every recognizable language is
accepted by some asynchronous automaton. See [15] for another proof of the theorem. From
the viewpoint of our algebraic setup and the previous definition, it guarantees the existence
of a simulating asynchronous morphism.

B. Adsul, P. Gastin, S. Sarkar, and P. Weil

19:13

e → T be a morphism to a finite tm.
I Theorem 27 (Zielonka’s Theorem). Let ϕ : T R(Σ)
e
There exists an asynchronous morphism ψ : T R(Σ) → T 0 , to a finite atm, which simulates ϕ.
Recall that the atm U2 [`], defined in Example 6, is a natural extension of the tm U2 to
the process `. In a similar vein, for a group G, the atm G[`] denotes the natural extension of
the tm (G, G) from Example 21 to the process `. We will use a similar notation to extend a
tm to an atm localized to a particular process.
Now we formulate the following decomposition question:
e → (X, M ) be a morphism to a finite tm. Does there exist an
I Question 1. Let ϕ : T R(Σ)
e → T 0 to a finite atm, such that ψ simulates ϕ, and the
asynchronous morphism ψ : T R(Σ)
0
atm T is of the form T1 o . . . o Tn where each factor Ti is, for some ` ∈ P, either the atm
U2 [`] or is of the form G[`] for some non-trivial simple group G dividing M ?
In view of our discussion so far, it is clear that the above question asks for a simultaneous
generalization of the Krohn-Rhodes theorem for the setting of words (that is, Proposition 24),
and Zielonka’s theorem for the setting of traces (that is, Theorem 27). Question 1 in general
remains open. However we answer it positively in a particular case, namely that of acyclic
architectures, which is general enough to include the common client-server settings.
e = {Σi }
I Definition 28. Let Σ
i∈P be a distributed alphabet. Then its communication graph
is G = (P, E) where E = {(i, j) ∈ P × P | i =
6 j and Σi ∩ Σj 6= ∅}. If the communication
graph is acyclic, then the distributed alphabet is called an acyclic architecture.
e is an acyclic architecture, then no action is shared by more than two
Observe that if Σ
processes. The work [10] provides a simpler proof of Zielonka’s theorem in this case.
e is an acyclic architecture, then Question 1 admits a positive answer.
I Theorem 29. If Σ

5

Local and Global Cascade Products

In this section, we introduce distributed automata-theoretic operations called local and global
cascade products.

5.1

Local Cascade Product

As seen before, asynchronous morphisms are the algebraic counterparts of asynchronous
automata. It turns out that an asynchronous morphism into a wreath product of atm’s
corresponds to the “local cascade product” of asynchronous automata. See [1] for details.
Here we simply define the local cascade product of two asynchronous automata.
e and A2 = ({Qi }, {δ(a,s ) }, qin ) over
I Definition 30. Let A1 = ({Si }, {δa }, sin ) over Σ,
a
g
ΣkS . We define the local cascade product of A1 and A2 to be the asynchronous automaton
e where, for a ∈ Σ and (sa , qa ) ∈ Sa × Qa ,
A1 ◦` A2 = ({Si × Qi }, {∆a }, (sin , qin )) over Σ,
∆a ((sa , qa )) = (δa (sa ), δ(a,sa ) (qa )).
The operational working of A = A1 ◦` A2 can be understood in terms of A1 and A2 using
g
kS) (associated with A ) as follows:
e → T R(Σ
the local asynchronous transducer χA1 : T R(Σ)
1
e
for an input trace t ∈ T R(Σ), the run of A on t ends in global state (s, q) if and only if the
run of A1 on t ends in global state s and the run of A2 on χA1 (t) ends in global state q. This
operational cascade of A1 followed by A2 is summarized in the right part of the Figure 4 and
is the essence of the local wreath product principle. Further, it is not difficult to check that
e
the local cascade product is associative and χA1 ◦` A2 (t) = χA2 (χA1 (t)) for all t ∈ T R(Σ).
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t

t

A

χA1 (t)

A1

A2
q

s

(s, q)

Figure 4 Operational view of local cascade product.

5.2

Global Asynchronous Transducer and its Local Implementation

e Recall that the local
Let A = ({Si }, {δa }, sin ) be an asynchronous automaton over Σ.
asynchronous transducer χA preserves the underlying set of events and, at an event, simply
records the previous local states of the processes participating in that event.
Now we introduce a natural variant of χA which is called the global asynchronous
transducer. In this variant, at an event, we record the maximal/best global state that causally
precedes the current event. This is the best global state that the processes participating in
the current event are (collectively) aware of. It is important to note that the global and local
asynchronous transducers coincide in the sequential setting.
We first define the alphabet ΣSP = Σ × SP where each letter in Σ is extended with global
g
SP where
state information of A. This can naturally be viewed as a distributed alphabet Σ
SP
for all a ∈ Σ and s ∈ SP , we have (a, s) ∈ Σi if and only if a ∈ Σi .
I Definition 31 (Global Asynchronous Transducer). Let A be an asynchronous automaton
g
SP) defined
e The global asynchronous transducer of A is the map θA : T R(Σ)
e → T R(Σ
over Σ.
g
SP) with the labelling
e then θA (t) = (E, ≤, µ) ∈ T R(Σ
as follows. If t = (E, ≤, λ) ∈ T R(Σ),
µ : E → Σ × SP defined by:
∀e ∈ E, µ(e) = (a, s) where a = λ(e) and s = ρt (↓e \ {e})
I Example 32. For t and Aϕ from Example 17, Figure 5 shows its global asynchronous
transducer output θ(t). Note the difference from Figure 1. For example, here the only
p3 -event has process p1 state 2 in its label (which is the best process p1 state in its causal
past) even though processes p1 and p3 never interact directly.
y

p1
p2
p3

1

a

1

⊥2

2

b

p1

⊥2

⊥3

c

⊥2

p2

⊥3

p3

Run of trace t in Aϕ

a

b

1
⊥2
⊥3

1
⊥2
⊥3

c
2
⊥2
⊥3

Trace θ(t)

Figure 5 Global asynchronous transducer output on a trace.

It is possible, albeit non-trivial, to give a uniform translation from the automaton A to
another automaton G(A) such that the global asynchronous transducer of A is realized by
the local asynchronous transducer of G(A). It turns out that one must make crucial use of
the latest information that the agents have about each other when defining the automaton
G(A). It has been shown in [16] that this information can be kept track of by a deterministic
asynchronous automaton. See [1] for more details.
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Global Cascade Product

Now we are ready to define a cascade model which uses the global asynchronous transducer.
I Definition 33 (Operational Global Cascade Product). Let A1 = ({Si }, {δa }, sin ) be an
e and A2 = ({Qi }, {δ(a,s) }, qin ) be an asynchronous automaton
asynchronous automaton over Σ,
g
over ΣSP . Then their operational global cascade product, denoted by A1 ◦g A2 , is a cascade
e A1 runs on t (and “outputs” θA (t)) and A2
model where, for any input trace t ∈ T R(Σ),
1

runs on θA1 (t). See Figure 6.
t

A1

θA1 (t)

s

A2
q

Figure 6 Operational view of global cascade product.

Note that A1 ◦g A2 is not, a priori, an asynchronous automaton, but in view of the discussion
in the preceeding subsection, it is simulated by the asynchronous automaton G(A1 ) ◦` A2 .
For simplicity, we view A1 ◦g A2 as an automaton with SP × QP as its global states, and
extend the notions of run, acceptance etc. to it in a natural way (see [1]). Henceforth, we
refer to the operational global cascade product as the simply global cascade product. It
turns out that the global cascade product is associative in a natural sense. See [1] for more
details. Thanks to this, we can also talk about the global cascade product of a sequence of
asynchronous automata.
The following global cascade product principle is an easy consequence of the definitions.
I Theorem 34 (Global Cascade Product Principle). Let A (resp. B) be a global cascade
g
SP ), where S is the set of global states of A. Then any language
e (resp. Σ
product over Σ
P
e accepted by A ◦g B is a finite union of languages of the form U ∩ θ−1 (V ) where
L ⊆ T R(Σ)
A
g
SP) is accepted by B.
e is accepted by A, and V ⊆ T R(Σ
U ⊆ T R(Σ)

6

Temporal Logics, Aperiodic Trace Languages & Cascade Products

An automata-theoretic consequence of Theorem 29 is that any aperiodic trace language
(that is, a trace language recognized by an aperiodic monoid) over an acyclic architecture
is accepted by a local cascade product of localized two-state reset automata. We call these
automata U2 [`] as well. In this section, we generalize this result to any distributed alphabet,
but using global cascade product of U2 [`]s.
Our proof uses a process-based past local temporal logic (over traces) called LocTL[Yi , Si ]
that exactly defines aperiodic trace languages. This expressive completeness property of
LocTL[Yi , Si ] is an easy consequence of a non-trivial result from [4], where the future version of
a similar local temporal logic is shown to coincide with first-order logic definable, equivalently,
aperiodic trace languages. The syntax of LocTL[Yi , Si ] is as follows.
Event formula α = a | ¬α | α ∨ α | Yi α | α Si α

a ∈ Σ, i ∈ P

Trace formula β = ∃i α | ¬β | β ∨ β
The semantics of the logic is given below. Each event formula is evaluated at an event of a
e be a trace with e ∈ E. For any event x in t and i ∈ P, we
trace. Let t = (E, ≤, λ) ∈ T R(Σ)
denote by xi the unique maximal event of (↓x \ {x}) ∩ Ei , if it exists.
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t, e |= a

if λ(e) = a

t, e |= ¬α

if t, e 6|= α

t, e |= α ∨ β

if t, e |= α or t, e |= β

t, e |= Yi α
t, e |= α Si α

if ei exists, and t, ei |= α
0

if e ∈ Ei and ∃f ∈ Ei such that f < e and t, f |= α0
and ∀g ∈ Ei f < g < e ⇒ t, g |= α

Note that the since operator is a strict version. LocTL[Yi , Si ] trace formulas are evaluated
for traces, with the following semantics.
t |= ∃i α

if there exists a maximal i-event e in t such that t, e |= α

The semantics of the boolean combinations of trace formulas are obvious. Any LocTL[Yi , Si ]
e defines the trace language Lβ = {t ∈ T R(Σ)
e | t |= β}. The following
trace formula β over Σ
theorem gives a global cascade product characterization of LocTL[Yi , Si ] definable languages.
I Theorem 35. A trace language is defined by a LocTL[Yi , Si ] formula if and only if it is
accepted by a global cascade product of U2 [`].
By the expressive completeness of LocTL[Yi , Si ] from [4], this gives a new characterization
of aperiodic or equivalently, first-order logic definable trace languages in terms of global
cascade products of localized two state asynchronous reset automata. It is in the spirit of
the classical Krohn-Rhodes theorem for aperiodic word languages.
We now give a temporal logic characterization of local cascade product of U2 [`]. The
local temporal logic LocTL[Si ] is simply the fragment of LocTL[Yi , Si ] where Yi is disallowed.
The semantics is inherited. It is unknown whether the logic LocTL[Si ] is as expressive as
LocTL[Yi , Si ].
I Theorem 36. A trace language is defined by a LocTL[Si ] formula if and only if it is
recognized by a local cascade product of U2 [`].
Note that if our postulated decomposition (see Question 1) were true, it would imply that
LocTL[Si ] is expressively complete, which would be a stronger temporal logic characterization
for aperiodic trace languages than what is currently known. In particular, by Theorem 29,
LocTL[Si ] is expressively complete over tree architecture. And this holds true for any
distributed alphabet where Question 1 admits a positive answer.

7

Conclusion

We have presented an algebraic framework equipped with wreath products and proved a
wreath product principle which is well suited for the analysis of trace languages. Building
on this framework, we have postulated a natural decomposition theorem which has been
proved for the case of acyclic architectures. This special case already provides an interesting
generalization of the Krohn-Rhodes theorem. It simultaneously proves Zielonka’s theorem
for acyclic architectures.
The wreath product operation in the new framework, when viewed in terms of automata,
manifests itself in the form of a local cascade product of asynchronous automata. We
have also proposed global cascade products of asynchronous automata and applied them to
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arrive at a novel decomposition of aperiodic trace languages. This is a non-trivial and truly
concurrent generalization of the cascade decomposition of aperiodic word languages using
two-state reset automata.
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1

Introduction

Kleene Algebra (KA) was originally proposed as the algebra of regular languages [21, 4, 16, 13],
but its well-developed meta-theory facilitates applications in the analysis and verification
of sequential programs. Many extensions of KA were studied in the last decades, notably
Kleene Algebra with Tests (KAT) [14], which enables reasoning about control structures
such as if-statements and while-loops. Orthogonally, Concurrent Kleene Algebra (CKA) was
proposed as an extension of KA to analyse concurrent program behaviour [9].
It is a natural question whether concurrent Kleene algebra can be extended with tests
as in KAT. This question was studied by Jipsen [10] and later by Kappé et al. [11, 12],
who proposed Concurrent Kleene Algebra with Observations (CKAO). Observations are
tests in a concurrent setting, and they are governed by different axioms than tests, hence
justifying their name change. It was illustrated that extending CKA with tests in a naive
way results in an algebraic framework that is unusable in program verification. In a nutshell,
the interactions of parallel threads are lost if we identify the conjunction of observations
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with their sequential composition, as is done in KAT. Instead, an algebra where conjunction
and sequential composition are kept distinct is essential to capture concurrent interaction
between conditionals in different threads – this distinguishes tests from observations.
In this paper we demonstrate how this class of techniques can be used for a more finegrained analysis of concurrent programs. We focus our development around the issue of
sequential consistency, i.e., whether programs behave as if memory accesses taking place were
interleaved and executed sequentially [17]. A standard way of testing this property is the
so-called store buffering litmus test [1]. Consider the following program with two threads:
T0: x ← 1;
r0 ← y;

T1: y ← 1;
r1 ← x;

A sequentially consistent implementation should satisfy the following property: if initially
both registers r0 and r1 are set to 0, after running the program one of them should have
value 1. Therefore, we can detect failures of sequential consistency by observing behaviour
that deviates from this specification. This test can be encoded algebraically [15] as:


(r0 = 0 ∧ r1 = 0); (T0 k T1); ¬(r0 = 1 ∨ r1 = 1) ≡ 0.
(†)
That is, the program that asserts that r0 and r1 are both 0, executes T0 and T1 in parallel,
and then asserts that neither r0 nor r1 is 1, is equivalent to the program 0, which has no valid
behaviour. To reason in this fashion, our algebraic framework should include observations of
the shape v = n as well as assignments v ← n and v ← v 0 , where v, v 0 and n range over some
fixed sets of variables and values. To that end, we propose Partially Observable Concurrent
Kleene Algebra (POCKA), an algebraic theory built on top of CKA that allows for an analysis
of concurrent programs manipulating memory, such as the simple program above. POCKA
has a natural interpretation in terms of pomset languages over assignments and memory
states, encoded as partial functions, similarly to separation logic [20], which describe the
behaviour of concurrent programs that can access variables and values (Section 3). We prove
soundness and completeness with respect to this interpretation (Section 4).
POCKA deviates from KAT and CKAO by using partial observations in its semantics.
These are crucial in a concurrent setting, where a single thread may have only a partial view
of the memory. Whilst memory as a whole depends on the combined action of all threads,
these partial views may be analysed on a thread-by-thread basis. This shift from total to
partial observations thus allows for a richer compositional semantic model. Formally, this
means that we move from a Boolean algebra of observations, as in CKAO or KAT, to a
pseudocomplemented distributive lattice (PCDL) [3], as proposed by Jipsen and Moshier [10].
To ensure compositionality, semantics of concurrent programs should capture not only
isolated program behaviour, but also all possible behaviours of the program when run in
parallel with another program. For example, take the program P = (x = 1); (x = 2), which
asserts that x has value 1 and then value 2, and the program Q = (x ← 2), which assigns the
value 2 to x. In an interpretation that captures isolated program behaviour, the semantics of
P would be empty, as x cannot change between the tests. In contrast, the program P k Q
(i.e., P and Q in parallel) does have behaviour, because the assignment may be interleaved
between the two observations. Hence, the isolated semantics of P is not sufficient.
Thus, the semantics of a POCKA term accommodates possible interference by an outside
context. As a result, the test (†) fails at this stage, meaning this semantics is not sequentially
consistent. This raises the question of how to study the isolated program behaviour. To this
end, we identify a subset of the semantics that captures isolated program behaviour, and
show that this fragment coincides with guarded pomsets [10] (Section 5). This turns out to
fix the defect in sequential consistency we observe earlier, as we show in Section 6.
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Preliminaries

Throughout this section we fix a finite alphabet Σ. We recall pomsets [7, 8], a generalisation of
words that model concurrent traces. First, a labelled poset over Σ is a tuple u = hSu , ≤u , λu i,
where Su is a finite set (the carrier of u), ≤u is a partial order on Su (the order of u), and
λu : Su → Σ is a function (the labelling of u). Pomsets are labelled posets up to isomorphism:
I Definition 2.1 (Poset isomorphism, pomset). Let u, v be labelled posets over Σ. We say
u is isomorphic to v, denoted u ∼
= v, if there exists a bijection h : Su → Sv that preserves
labels, and preserves and reflects ordering. More precisely, we require that λv ◦ h = λu , and
s ≤u s0 if and only if h(s) ≤v h(s0 ). A pomset over Σ is an isomorphism class of labelled
posets over Σ, i.e., the class [v] = {u | u ∼
= v} for some labelled poset v.
When two pomsets are in scope, we tacitly assume that they are represented by labelled
posets with disjoint carriers. We write Pom(Σ) for the set of pomsets over Σ, and 1 for the
empty pomset. When a ∈ Σ, we write a for the pomset represented by the labelled poset
whose sole element is labelled by a. Pomsets can be composed in sequence and in parallel:
I Definition 2.2 (Pomset composition). Let U = [u] and V = [v] be pomsets over Σ.
We write U k V for the parallel composition of U and V , which is the pomset over Σ
represented by the labelled poset u k v, where Sukv = Su ∪ Sv , ≤ukv = ≤u ∪ ≤v and for
x ∈ Su we have λukv (x) = λu (x) and for x ∈ Sv we let λukv (x) = λv (x).
We write U · V for the sequential composition of U and V , that is, the pomset represented
by the labelled poset u · v, where Su·v = Sukv , ≤u·v = ≤u ∪ ≤v ∪ (Su × Sv ) and λu·v = λukv .
The pomsets that we use can be built using sequential and parallel composition.
I Definition 2.3 (Series-parallel pomsets). The set of series-parallel pomsets (sp-pomsets)
over Σ, denoted SP(Σ), is the smallest subset of Pom(Σ) such that 1 ∈ SP(Σ) and a ∈ SP(Σ)
for every a ∈ Σ, and is furthermore closed under parallel and sequential composition.
One way of comparing pomsets is to see whether they have the same events and labels,
except that one is “more sequential” in the sense that more events are ordered. This is
captured by the notion of subsumption [7], defined as follows.
I Definition 2.4 (Subsumption). Let U = [u] and V = [v]. We say U is subsumed by V ,
written U v V , if there exists a label- and order-preserving bijection h : Sv → Su . That is, h
is a bijection such that λu ◦ h = λv and if s ≤v s0 , then h(s) ≤u h(s0 ).
In the rest of this paper we only consider the relation v restricted to series-parallel pomsets.
We will also need the notion of pomset contexts [12].
I Definition 2.5. Let ∗ be a symbol not in Σ. The set of pomset contexts, denoted PC(Σ),
is the smallest subset of SP(Σ ∪ {∗}) satisfying
X ∈ SP(Σ ∪ {∗})
∗ ∈ PC(Σ)

X · C ∈ PC(Σ)

C ∈ PC(Σ)

X ∈ SP(Σ ∪ {∗})

C · X ∈ PC(Σ)

C ∈ PC(Σ)

X k C ∈ PC(Σ)

Alternatively, PC(Σ) consists of the sp-pomsets over Σ ∪ {∗} with exactly one occurrence of ∗.
One can think of ∗ as a gap where another pomset can be inserted: given C ∈ PC and
U ∈ Pom, we can insert U into the gap in C to obtain C[U ]. More precisely, we define
∗[U ] = U

(C · X)[U ] = C[U ] · X

(X · C)[U ] = X · C[U ]

(X k C)[U ] = X k C[U ]

This insertion is well-defined, and can in fact be extended to pomsets in general [12]. We
extend the notation to a set of pomsets L ⊆ Pom by C[L] = {C[U ] | U ∈ L}.
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Bi-Kleene Algebra (BKA): syntax and semantics. Bi-Kleene Algebra [18] adds a binary
operator, denoted k, to KA, which satisfies a few basic axioms but does not interact with the
other KA operators. BKA-terms over Σ, denoted EΣ (the subscript is omitted if it is clear
from the context), also called series-rational expressions [19], are generated by the grammar
e, f ::= 0 | 1 | a ∈ Σ | e + f | e · f | e k f | e∗
The semantics of a BKA-term is a pomset language, i.e., an element of 2SP . Formally, the
BKA-semantics is a function J−K : E → 2SP defined inductively, as follows:
J0K = ∅

Je K = JeK
∗

∗

J1K = {1}

JaK = {a}

Je + f K = JeK ∪ Jf K
Je k f K = JeK k Jf K

Je · f K = JeK · Jf K

In this definition we use the pointwise lifting of sequential and parallel composition from
pomsets to pomset languages, e.g., L · K = {U · V | U ∈ L, V ∈ K}. The Kleene star of a
S
pomset language L is defined as L∗ = n∈N Ln , where L0 = {1} and Ln+1 = Ln · L.
We write ≡BKA or simply ≡ for the smallest congruence on E generated by the Kleene
algebra axiom together with the additional bi-Kleene algebra axioms, which govern the
parallel operator k; it is associative, commutative, has a unit and distributes over + (Table 1).
Soundness and completeness of ≡BKA w.r.t. the pomset language semantics was proved in [18]:
I Theorem 2.6 (Soundness and Completeness BKA). Let e, f ∈ E. Then e ≡ f ⇔ JeK = Jf K.

Given alphabets Σ and Γ, a function h : Σ → EΓ extends inductively to a map ĥ : EΣ → EΓ
(e.g., ĥ(e + f ) = ĥ(e) + ĥ(f )) which we refer to as the homomorphism generated by h.
Concurrent Kleene Algebra with Hypotheses (CKAH). Concurrent Kleene algebra with
Hypotheses [12] (see also [5] for the case of KA), allows for a set of additional axioms, called
hypotheses, to be added to the axioms of BKA. Based on these hypotheses, one can then
derive a sound model. This facilitates a modular completeness proof of POCKA based on
the completeness of BKA, as POCKA extends BKA with additional axioms.
I Definition 2.7. A hypothesis is an inequation e ≤ f where e, f ∈ E. When H is a set of
hypotheses, we write ≡H for the smallest congruence on E generated by the hypotheses in
H as well as the axioms and implications that build the equational theory of BKA. More
concretely, whenever e ≤ f ∈ H, also e 5H f .
I Definition 2.8. Let L ⊆ Pom. We define the H-closure of L, written L↓H , as the smallest
language containing L such that for all e ≤ f ∈ H and C ∈ PC, if C[Jf K] ⊆ L↓H , then
C[JeK] ⊆ L↓H . We stress here the use of the BKA-semantics for defining the H-closure of
any language. Formally, L↓H may be described as the smallest language satisfying:
e≤f ∈H
L ⊆ L↓H

C ∈ PC
C[JeK] ⊆ L↓H

C[Jf K] ⊆ L↓H

The H-closure adds those pomsets that are needed to ensure soundness of the axioms
generated by H. This yields a sound model for BKA with the set of hypotheses H [12]:
I Lemma 2.9 (Soundness). If e ≡H f , then JeK↓H = Jf K↓H .

An axiom often added to BKA is the exchange law, and together with BKA it axiomatises
Concurrent Kleene Algebra (CKA). It can be added in the form of a set of hypotheses [12]:
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I Definition 2.10. We write exch for the set {(e k f )·(g k h) ≤ (e·g) k (f ·h) | e, f, g, h ∈ E}.
These hypotheses encode the interleavings of a program: when e · g runs in parallel with f · h,
one possible behaviour is that e first runs in parallel with f , followed by g in parallel with h.
The exch-closure coincides with the downwards closure w.r.t. the subsumption order [12].
I Lemma 2.11. Let L ⊆ SP and U ∈ SP. U ∈ L↓exch ⇔ there exists a V ∈ L s.t. U v V .
I Definition 2.12. A map c : E → E is a syntactic closure for H when for all e ∈ E it holds
that e ≡H c(e) and JeK↓H = Jc(e)K.

Syntactic closures are used in modular constructions of completeness proofs: their existence
implies a completeness result for H, by reducing it to completeness of BKA, i.e. Theorem 2.6.

3

Partially Observable Concurrent Kleene Algebra

In this section we define partially observable concurrent Kleene algebra (POCKA). The syntax
of POCKA is given by BKA terms over an alphabet tailor-made to reason about programs
that can access variables and values. Specifically, this alphabet holds assignments of the
form (v ← n) and (v ← v 0 ), and observations of the form (v = n). We say (v ← n) assigns
the value n to variable v, (v ← v 0 ) copies the value of variable v 0 to v, and (v = n) asserts
that v must have value n. Formally, we define the alphabets
Act = {(v ← n), (v ← v 0 ) | v, v 0 ∈ Var, n ∈ Val}

Obs = {(v = n) | v ∈ Var, n ∈ Val}

where Var and Val are finite sets of variables and values, respectively (see Remark 3.12
for a discussion on the finiteness assumption). An example POCKA term would be (x =
1) · (x ← 2) · (x = 2), which asserts that x must start with value 1, assigns the value 2 to x,
and then asserts that x holds the value 2.
We will later give semantics to POCKA terms using program states, which are partial
functions from Var to Val: State = {α | α : Var * Val}. The domain of a state α is
denoted dom(α). State carries a partial order ≤, where α ≤ β iff dom(β) ⊆ dom(α) and for all
x ∈ dom(β) we have α(x) = β(x), which we will use to generate the algebra of observations.

3.1

Observation algebra: axiomatisation and semantics

To obtain POCKA, we define the observation algebra (OA) that will be added to CKA as the
algebraic structure of observations. This is similar to how a Boolean algebra enriches Kleene
algebra into Kleene algebra with tests. In contrast with KAT, the observation algebra of
POCKA is a pseudocomplemented distributive lattice, which is a generalisation of Boolean
algebra in which the law of excluded middle does not necessarily hold.
I Definition 3.1 (Pseudocomplemented Distributive Lattice). A pseudocomplemented distributive lattice (PCDL) is a tuple (A, ∧, ∨, · , >, ⊥) such that (A, ∧, ∨, >, ⊥) is a bounded
distributive lattice and · : A → A is such that for p, q ∈ A we have p ∧ q = ⊥ iff p ≤ q.
For a poset (X, ≤) and a set S ⊆ X, define the downwards-closure of S by S≤ ::=
{x | ∃y ∈ S s.t. x ≤ y} and P≤ (X) ::= {Y ⊆ X | Y = Y≤ }. It is well-known that P≤ (X)
carries the structure of a bounded distributive lattice, with intersection as meet, union as join,
X as top and ∅ as bottom. Further, if (X, ≤) is finite, the lattice is itself finite and thus carries
S
a (necessarily unique) pseudocomplement defined by Y ::= {Z ∈ P≤ (X) | Y ∩ Z = ∅}. This
simply reifies that the pseudocomplement of an element is the largest element incompatible
with it, which is guaranteed to exist in any complete lattice with bottom.
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Table 1 Axioms of POCKA, built over an alphabet of actions Act and observations Obs. The
left column contains the axioms of Concurrent Kleene Algebra. The right column axiomatises the
partial observations: they form a pseudocomplemented distributive lattice, subject to constraints on
the interface axioms that connect the lattice operators to the Kleene algebra ones. The last group of
axioms applies to the observation alphabet Obs. We write e 5 f as a shorthand for e + f ≡ f .
Kleene Algebra Axioms
e + (f + g) ≡ (f + g) + h

Bounded Distributive Lattice Axioms
p∨⊥≡ p≡ p∧>

e+f ≡ f +e

p∨q ≡ q∨p

e+0≡ e

p∧q ≡ q∧p

e+e≡ e

p ∧ (q ∧ r) ≡ (p ∧ q) ∧ r

e · (f · g) ≡ (e · f ) · g

p ∨ (q ∨ r) ≡ (p ∨ q) ∨ r

e·1≡ e≡ 1·e

p ∨ (p ∧ q) ≡ p ≡ p ∧ (p ∨ q)

e·0≡ 0≡ 0·e

p ∨ (q ∧ r) ≡ (p ∨ q) ∧ (p ∨ r)

e · (f + g) ≡ e · f + e · h
(e + f ) · g ≡ e · g + f · g
e∗ ≡ 1 + ee∗
e + f · g 5 f ⇒ e · g∗ 5 f
e∗ ≡ 1 + e∗ e

p ∧ (q ∨ r) ≡ (p ∧ q) ∨ (p ∧ r)
Pseudocomplement
p5 q ⇔p∧q ≡ ⊥
Observation Axioms
v =n∧v =m≡ ⊥

e + f · g 5 g ⇒ f∗ · e 5 g
Additional Bi-Kleene Algebra Axioms
ek1≡e
e k (f k g) ≡ (e k f ) k g
ek0≡0
e k (f + g) ≡ e k f + e k g
ekf ≡f ke
Exchange law
(e k f ) · (g k h) 5 (e · g) k (f · h)

v=n5

_

(n 6= m)

v=m

n6=m

^

vi = ni 5

i

_

vi = ni

(∀i 6= j.vi 6= vj )

i

Interface Axioms
p∧q 5 p·q
p∨q ≡ p+q
0≡⊥
>·p5 p

p·>5 p

(p ∈ O)

>·a5 a

a·>5 a

(a ∈ Act)

I Definition 3.2 (Observation Algebra). The Observation Algebra is the PCDL OA ::=
(P≤ (State), ∩, ∪, · , State, ∅) generated by (State, ≤).
Taking Obs as our set of propositions, we generate a term language O over the signature
of PCDLs as follows:
p, q ::= ⊥ | > | o ∈ Obs | p ∨ q | p ∧ q | p.
This language is interpreted in OA by the homomorphic extension of the assignment
Jv = nK ::= {{v 7→ n}}≤ = {α ∈ State | α(v) = n}.
Intuitively, the behaviour of an observation p consists of all partial functions that agree
with p. This is captured algebraically below, in Lemma 3.7. For instance, Jv = nK is the set
containing all partial functions assigning n to v, and this is downwards closed because any
partial function with a larger domain that also assigns n to v is included in this set.
If threads have only partial information about the machine state, an observation should
be satisfied only if there is positive evidence for it. Hence, v = n should be satisfied only
when v has a value that is different from n. To see why a Boolean algebra does not capture
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the intended meaning of v = n, consider using a BA over sets of partial functions, with
negation as set-complement. This entails that Jv = nK will include all partial functions where
v either gets a different value than n or no value at all. In the latter case, were we to obtain
more information about the machine state we may discover that the actual value of v is in
fact n, and it was therefore incorrect to assert v = n. Our pseudocomplement provides a
notion of negation that correctly excludes states for which this error could manifest, and this
motivates our use of a PCDL rather than a Boolean algebra. This can be calculated directly:
I Example 3.3. Consider the semantics of v = n:
Jv = nK =

[
{Z ∈ P≤ (State) | Jv = nK ∩ Z = ∅}

= {α | α ∈ Z and {β | β(v) = n} ∩ Z = ∅}

= {α | α(v) = m and m 6= n}
In the last step we use that Z is downwards closed: if α(v) were undefined, then the partial
function α0 which is the same as α except that α0 (v) = n would also occur in Z, making the
intersection with Jv = nK non-empty. Thus α ∈ Jv = nK only if α(v) is defined, and evaluates
to a value distinct from n. This witnesses the failure of the law of excluded middle.
I Definition 3.4 (Axiomatisation). ≡OA , or simply ≡, is the smallest congruence on O
generated by the distributive lattice, pseudocomplement and observation axioms in Table 1.
This axiomatisation supplements a standard axiomatisation of PCDLs with domainspecific axioms to capture the propositional theory of observations. For instance, the axiom
(v = n ∧ v = m ≡ ⊥) states that a variable cannot have two different values at the same
W
time. The axiom (v = n 5 n6=m v = m) tells us that the pseudocomplement of a variable
having a value n is the assertion that the variable holds some distinct value m (the axiom is
an inequality, but the other way around also holds). The last domain-specific axiom enforces
specific instances of a De Morgan law that does not hold generally hold in arbitrary PCDLs.
Soundness of this axiomatisation follows straightforwardly from the fact that OA is a
PCDL, together with basic consequences of the definition of the poset (State, ≤).
I Lemma 3.5 (Soundness OA). For all p, q ∈ O, if p ≡ q then JpK = JqK.
Let πα ::=

V

α(v)=n

v = n. Note that if α is the empty function, then πα =

V

∅ = >.

I Lemma 3.6. For all α, β ∈ State: α ∈ Jπβ K iff α ≤ β iff πα 5 πβ .
In the following sections, we will silently assume that State ⊆ O. This is possible because
π− provides us with a sound way of injecting State inside O. In order to prove completeness
for J−K w.r.t. ≡, we need an intermediary result, which allows us to syntactically rewrite
any OA-expression in terms of elements of State.
I Lemma 3.7. For all p ∈ O, we have p ≡

W

{α ∈ State | πα 5 p}.

With this result, we can then prove completeness of J−K w.r.t. ≡ on terms from O. In
short, from JpK = JqK, πα 5 p iff πα 5 q can be established, from which p ≡ q follows.
I Theorem 3.8 (Completeness OA). For all p, q ∈ O, we have p ≡ q if and only if JpK = JqK.
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3.2

POCKA: axiomatisation and semantics

I Definition 3.9. The POCKA-terms, denoted T , are formed by the following grammar:
e, f ::= 0 | 1 | a ∈ Act | p ∈ O | e + f | e · f | e k f | e∗ .
Note that T = EAct∪O .
The language model for POCKA consists of pomset languages over Act ∪ State. When
using pomsets to reason about behaviours of programs, we would like actions and states to
alternate, because the states allow one to take stock of the configuration of the machine in
between actions. However, imposing such an alternation in the semantics can be problematic
with the exchange law [11]. Imagine the program (α · β) k a, where α, β ∈ State and a ∈ Act.
We can derive the following:
α · a · β ≡ (α k 1) · (1 k a) · (β k 1)

(Unit axiom)

5 (α k 1) · ((1 · β) k (a · 1))

(Exchange Law)

≡ (α k 1) · (β k a)

(Unit Axiom)

5 (α · β) k (1 · a) ≡ (α · β) k a

(Exchange Law, Unit Axiom)

However, if the semantics Lβ−M contain only pomsets with alternating assignments and states,
Lβα · β M would have to consist of one state, and hence be empty if α 6= β. This would make
Lβ(α · β) k aM empty as well. As Lβα · a · β M should not be empty, the exchange law is unsound.
Thus, the POCKA-semantics is not restricted to pomsets with alternating states and actions.
I Definition 3.10 (Semantics). Let Lβ−M : T → 2SP , where 2SP are pomset languages over
Act ∪ State. For p ∈ O, (v ← n), (v ← v 0 ) ∈ Act and e, f ∈ T we have:
Lβv ← nM = State∗ · {v ← n} · State∗

Lβv ← v 0 M = State∗ · {v ← v 0 } · State∗
∗

∗

LβpM = State · JpKOA · State

Lβe + f M = LβeM ∪ Lβf M

Lβe∗ M = LβeM∗

Lβe k f M = LβeM k Lβf M

Lβ1M = {1}

Lβe · f M = LβeM · Lβf M

Lβ0M = ∅

We define the POCKA-semantics of e ∈ T as LβeM↓ = LβeM↓exch∪contr , where we use the closure
definition from Definition 2.8, and contr = {α ≤ α·α | α ∈ State}, referred to as contraction.
We briefly explain closure under exch and contr. These closures are not part of the
axiomatisation, but exist to ensure soundness of some of the axioms. The set of hypotheses
exch closes the POCKA-semantics under subsumption and ensures soundness for the exchange
law familiar from CKA. The set contr encodes that one way of observing α twice is to make
both observations on the same state. This provides soundness for the axiom p ∧ q 5 p · q,
which was introduced in [11]. This axiom captures that if p and q hold simultaneously in
some state, it is possible to observe p and q in sequence (the converse should not hold as
some action could happen in between the two obervations in a parallel thread).
I Remark 3.11. The assignment (v ← v 0 ) cannot be simulated. In a sequential setting, we
P
could express (v ← v 0 ) as n∈Val ((v 0 = n) · (v ← n)). However, in a parallel setting this
does not work, since some action can change the value of v 0 in between the observation that
(v 0 = n) and the assignment (v ← n), meaning that v does not get assigned the value of v 0 .
I Remark 3.12. In this paper we assume the set of variables Var and the set of values Val
are both finite, in keeping with other verification frameworks, e.g. in model-checking.
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The restriction on Var could be lifted, since the finite set of variables that appear
syntactically in a term completely determine its semantics. However, this is not the case for
the set of values: for instance, the term v = 0 evaluates to ∅ if the set of values is Val = {0},
but contains the partial function [v 7→ n] if Val contains some value n 6= 0.
It is possible that a more sophisticated reduction could still work: indeed it seems unlikely
that our finite terms would be able to manipulate non-trivially infinitely many values. For
now though, this question is left open for future investigations.
The POCKA-semantics of a program e contains the possible behaviours of e in any
possible context, where the context refers to any expression that could be put in parallel
with e. For instance, Lβ(v ← n)M↓ contains pomsets that consist of a string of possible states
of the machine, where the state of the machine can have been influenced by other parallel
threads, followed at some point by the assignment (v ← n), followed by another string of
states. In Section 5, we will show how to reason about programs in isolation, i.e., under the
hypothesis that there is no outside context to prompt state-modifying actions.
I Example 3.13. Let t = (r0 = 0 ∧ r1 = 0) · (T0 k T1) · (r0 = 1 ∨ r1 = 1) as in (†) be our
litmus test. A pomset in LβtM may look as follows, where we depict a pomset graphically with
nodes labelled by actions or observations and their ordering with arrows.
γ1

γ2

(x ← 1)

γ3

(r0 ← y)

γ4

γ5

(y ← 1)

γ6

(r1 ← x)

γ7

α

δ

γ8

Here, γi ∈ State, α(r0 ) = 0 = α(r1 ) and δ(r0 ) = 0 = δ(r1 ). However, as stated in the
introduction, if POCKA is sequentially consistent, this litmus test should pass, which means
that the semantics of t should instead be empty. The reason it is not empty is that our
semantics gives the behaviour of a program in any possible context, and indeed, if we put the
litmus test in parallel with a program such as (r0 ← 0) · (r1 ← 0), the final assertion becomes
satisfiable. In Sections 5 and 6, we look at how to execute the litmus test in isolation.
We also have axioms to algebraically describe equivalence between POCKA-terms, including some domain-specific axioms tailored to the alphabet. We define ≡ as the smallest
congruence on T generated by the axioms in Table 1.
I Theorem 3.14 (Soundness POCKA). For all e, f ∈ T , if e ≡ f then LβeM↓ = Lβf M↓.

4

Completeness

In this section we prove completeness of the POCKA-semantics w.r.t. the axioms provided in
Section 3.2. First, we show that POCKA terms can be normalised to a simpler form, where
the only observations that appear are states. Next, we show that the resulting POCKA-terms
can be used to describe the POCKA-semantics using BKA-semantics and closure. We then
use the techniques from [12] to obtain a completeness result with respect to this semantics.
Finally, we put all of the above together to obtain a completeness result for POCKA proper.
In order to normalise POCKA terms, we replace every observation by the summation of
states to which it corresponds. This is done using the homomorphism r̂ generated by
(P
α5OA a α a ∈ O
r(a) =
a
a ∈ Act
As a straightforward consequence of Lemma 3.7 and the interface axioms, we then obtain:
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I Lemma 4.1. For all e ∈ T , it holds that e ≡ r̂(e).
Proof. This can be proven by induction on the structure of e. If e = a ∈ Act, then r̂(a) =
P
W
a ≡ a immediately. Otherwise, if p ∈ O, then we derive r̂(p) = α5OA p α ≡ α5OA p α ≡ p,
where we apply Lemma 3.7 in the last step. The inductive step follows trivially.
J
The effect of r̂ is to bridge the gap between the semantics of BKA and that of observation
algebra: indeed for an observation p ∈ O, we have Jr̂(p)K = JpKOA . However, this does not
bring us fully to the unclosed POCKA-semantics Lβ−M, as the latter inserts state-nodes in
between actions and observations. For instance, Lβv ← nM includes pomsets like α · (v ← n) · β,
while Jv ← nK = {v ← n}. We cover for this by means of the following set of hypotheses:
top = {α · c ≤ c, c · α ≤ c | α ∈ State, c ∈ Act ∪ State}
The hypotheses in top allow us to connect the unclosed POCKA semantics to the
BKA-semantics, by filling in surrounding or preceding state-labelled nodes as necessary.
I Lemma 4.2. For all e ∈ T , we have LβeM = Jr̂(e)K↓top .
Sketch. Proceed by induction on the construction of e; the case where e ∈ Act ∪ O is
fairly straightforward. The inductive case follows from the fact that closure w.r.t. top is
compatible with pomset language composition, i.e., that (L ∪ K) ↓top = L↓top ∪ K↓top as well
as (L · K) ↓top = L↓top · K↓top , and similarly for the other operators defining J−K.
J
The next step is to provide syntactic closures for the sets of hypotheses involved. First,
we note that there exists a syntactic closure for exch ∪ contr, as shown in [12, Theorem 5.6].
I Lemma 4.3. There exists a syntactic closure k for exch ∪ contr.
For the set top we still need to provide a syntactic closure. To this end, we simply take
every action or observation in a term and surround it by a sequence of states of arbitrary
length, which can be done using the homomorphism generated by
s(a) =

 X
α∈State

α

∗

·a·

 X

α

∗

α∈State

It is fairly straightforward to show that this gives rise to a syntactic closure.
I Lemma 4.4. The homomorphism generated by s is a syntactic closure for top.
Sketch. The proof proceeds by induction on the construction of a term e. In the base, we
can show for a ∈ Act ∪ O that s(a) ≡top a and JaK↓top = Js(a)K. The inductive step follows
by an argument similar to that in Lemma 4.2.
J
The final step needed for the completeness proof of POCKA is a relation between the
axioms that generate ≡ and the hypotheses found in top and contr.
I Lemma 4.5. For all e, f ∈ T , if e ≤ f ∈ top ∪ contr, then e 5 f .
We now have all the ingredients in place for the desired completeness proof.
I Theorem 4.6. For all e, f ∈ T , we have e ≡ f if and only if LβeM↓ = Lβf M↓.
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Proof. The direction from left to right was already established in Theorem 3.14. For the
other direction, suppose that e, f ∈ T such that LβeM↓ = Lβf M↓. We can then derive that
LβeM↓ = LβeM↓exch∪contr

= Jr̂(e)K↓

top

= Jŝ ◦ r̂(e)K↓



↓

(def. Lβ−M↓)

(Lemma 4.2)

exch∪contr

(Lemma 4.4)

exch∪contr

= Jk ◦ ŝ ◦ r̂(e)K

(Lemma 4.3)

Similarly, Lβf M↓ = Jk ◦ ŝ ◦ r̂(e)K. Since LβeM↓ = Lβf M↓, also Jk ◦ ŝ ◦ r̂(e)K = Jk ◦ ŝ ◦ r̂(f )K; by
Theorem 2.6, it then follows that k ◦ ŝ ◦ r̂(e) ≡BKA k ◦ ŝ ◦ r̂(e). We then derive that
(Lemma 4.1)

e ≡ r̂(e)
≡BKA ŝ ◦ r̂(e)

(Lemma 4.4)

exch∪contr

(Lemma 4.3)

top

≡BKA

k ◦ ŝ ◦ r̂(e)

≡BKA k ◦ ŝ ◦ r̂(f )
exch∪contr

≡BKA

(Observation above)

ŝ ◦ r̂(f )

(Lemma 4.3)

≡top
BKA r̂(f )

(Lemma 4.4)

≡f

(Lemma 4.1)

exch∪contr
By Lemma 4.5, ≡top
are contained in ≡; we conclude that e ≡ f .
BKA and ≡BKA

5

J

Guarded Pomsets

We now identify a fragment of the semantics that we use in the analysis of the litmus test
from (†), namely the guarded pomsets. This term comes from Jipsen and Moshier [10], and
was meant to define guarded pomsets in analogy to guarded strings in KAT.
We need two pieces of notation. First, we define the result of a state after updating it for
one value. Let a ∈ Act and α ∈ State. We say that α[a] exists if a = v ← n for some n ∈ Val
or a = v ← v 0 and v 0 ∈ dom(α). If α[a] exists, we define it for all w ∈ Var as follows:
(
(
n
if w = v
α(v 0 ) if w = v
α[v ← n](w) =
α[v ← v 0 ](w) =
α(w) otherwise
α(w) otherwise
Second, we define a binary operator ⊕ on State to combine states. For α, β ∈ State:
(
α∪β
if α(v) = β(v) for all v ∈ dom(α) ∩ dom(β)
α⊕β =
undefined otherwise
I Definition 5.1. The set of guarded pomsets, denoted G, is the smallest set satisfying:
α ∈ State
α∈G
α·U ·β

α ∈ State

a ∈ Act

α[a] exists

U · α, α · V ∈ G

α · a · α[a] ∈ G
γ·V ·δ ∈G

α ⊕ γ defined

α ∈ State

U ·α·V ∈G
β ⊕ δ defined

α, β, γ, δ ∈ State

α ⊕ γ · (U k V ) · β ⊕ δ ∈ G
This definition is close to [10]. The definition in op. cit. is not catered to a specific
alphabet, and the operator ⊕ to combine states does not allow for the two states to have
any shared variable in their domains. We deliberately deviate from this, allowing threads to
share variables as long as they do so in a consistent manner.
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I Example 5.2. Consider the guarded pomsets (x = 1) · (x ← 2) · (x = 2) and (x = 1 ∧ y =
3) · (x ← 2) · (x = 2 ∧ y = 3) · (y ← x) · (x = 2 ∧ y = 2). The final rule for the construction of
G guarantees that the following pomset is again guarded:
(x ← 2)
(x = 1 ∧ y = 3)

(x ← 2)

(x = 2 ∧ y = 3)

(x = 2 ∧ y = 2)

(y ← x)

Note how (x = 2) ⊕ (x = 2 ∧ y = 3) is defined, because both states agree on the value of x.
In the execution of parallel threads in pomsets, no interaction between the threads takes
place: the threads execute “truly” concurrently. To account for interactions, we consider the
interleavings that result from closure w.r.t. the exchange law (c.f. Lemma 2.11).
I Example 5.3. Consider the a slightly adjusted version of the litmus test t discussed earlier:
t0 = (r0 = 0 ∧ r1 = 0); (T0 k T1); (r0 = 1 ∨ r1 = 1)
The unclosed semantics of t0 includes (but is not limited to) the pomset below on the left,
for all α, β, γ ∈ State, where α(r0 ) = α(r1 ) = 0, and γ(r0 ) = 1 or γ(r1 ) = 1. As a result of
the exchange law, the closed semantics includes the pomset below on the right.
α

(x ← 1)
(y ← 1)

β

(r0 ← y)
(r1 ← x)

γ

α

(x ← 1)
(y ← 1)

β

(r0 ← y)

γ

(r1 ← x)

In the special case where α = {r0 →
7 0, r1 7→ 0}, β = {r0 7→ 0, r1 7→ 0, x 7→ 1, y 7→ 1},
γ = {r0 7→ 1, r1 7→ 1, x 7→ 1, y 7→ 1}, the latter is a guarded pomset.
Guardedness in pomsets can be characterised by the conjunction of seven properties,
which we will discuss now. On the one hand, these properties have an intuitive explanation as
characteristics of behaviours of (possibly concurrent) programs running in isolation. Hence,
if a pomset represents some execution of an isolated program, it is guarded. On the other
hand, the characterisation in terms of these properties provides a proof method to show that
a pomset is not guarded, by demonstrating the failure of one such property.
We start by observing that guarded pomsets alternate states and actions. Formally, we
can capture this in three properties. Let U = [u] ∈ SP(Act ∪ State). We say that s0 ∈ Su is a
predecessor of s if it is the latest node ordered strictly before s – i.e., s s0 <u s and for all
s00 ∈ Su such that s00 <u s it holds that s00 ≤u s0 . The notion of successor is defined dually.
A node is a state-node if it is labelled by an element of State, and an action-node otherwise.
(A1) U admits a unique minimum and maximum, ∗min , ∗max ∈ Su , labelled by states.
(A2) Every two related state-nodes are separated by an action-node.
(A3) Action-nodes have unique state-nodes as neighbours (their predecessor and successor).
The next property formalises the idea that two related observations cannot contradict
each other, such as in the program (x = 1) · (x = 2). To this end, we need the notion of a
path. A path for a variable v from a state-node u to another state-node s is a chain such
that the changes in the value of v between u and s are explained by the actions between
them and recorded in all the states between u and s.
I Definition 5.4 (Path). Let U = [u] ∈ Pom(Act ∪ State) and u1 , u2 ∈ Su such that u1 ≤u u2
and λu (u1 ), λu (u1 ) ∈ State. We say a path pv from u1 to u2 for variable v ∈ Var is a
sequence of nodes q1 , a1 , . . . , an , qn+1 ∈ Su that satisfy the following conditions:
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(P1) For all 1 ≤ i ≤ n, we have λu (ai ) ∈ Act and u1 ≤u ai ≤u u2 for all i. Additionally we
require that ai ≤u ai+1 for 1 ≤ i < n.
(P2) For all 1 ≤ i ≤ n + 1 it holds that λu (qi ) ∈ State, and for all 1 ≤ i ≤ n, the predecessor
of ai is qi , and the successor of ai is qi+1 . Additionally we have that λu (q1 ) = λu (u1 ),
v ∈ dom(λu (u1 )) and λu (qn+1 ) = λu (u2 ). Lastly, for 1 ≤ i ≤ n we have:


λu (ai ) = v ← n for some n ∈ Val

n
0
λu (qi+1 )(v) = λu (qi )(v ) λu (ai ) = v ← v 0 for some v 0 ∈ Var, v 0 ∈ dom(λu (qi ))


λ (q )(v) otherwise
u

i

I Example 5.5. The following is a path for x:
(x = 1) · (y ← 3) · (x = 1) · (x ← 2) · (x = 2 ∧ y = 3) · (x ← y) · (x = 3)
Note that this is not a path for y, because it is not assigned a value by the final atom.
We can now formulate another criterion for a pomset executing in isolation: for every
variable in the domain of a state-node, there is a path explaining the changes in value of
that variable between the state-node and the maximum node of the pomset.
(A4) For all state-nodes u ∈ Su and v ∈ dom(λu (u)), there is a path for v from u to ∗max .
I Example 5.6. The first pomset below satisfies (A4), and the second pomset does not, as
there is no path from beginning to end for x: the value of x in the second observation is not
in accordance to the previous assignment.
(x ← 4)
(x = 2 ∧ y = 2)
(x = 4 ∧ y = 3)
(y ← 3)
(x = 2 ∧ y = 4)

(x ← 4)

(x = 5 ∧ y = 4)

(y ← 2)

(x = 4 ∧ y = 2)

If a pomset represents an isolated program, an action has an effect on its successor. If
that action is of the form v ← n, then the sucessor should assign n to v; likewise, if the
action is of the form v ← v 0 , then the successor should assign the value of v 0 to v, but the
predecessor should also be aware of a value for v 0 .
(A5) If u ∈ Su such that λu (u) = v ← n for some v ∈ Var and n ∈ Val, we require that
the successor of u is s s.t. λu (s)(v) = n.
(A6) Let u ∈ Su s.t. λu (u) = v ← v 0 for some v, v 0 ∈ Var and let p and s be the predecessor,
resp. successor, of u. Then v 0 ∈ dom(λu (p)) and λu (s)(v) = λu (s)(v 0 ) = λu (p)(v 0 ).
I Example 5.7. The pomset below on the left violates (A5), because the successor of (x ← 1)
does not assign 2 to x. On the other hand, the pomset on the right satisfies (A6), because
the predecessor of (x ← y) has a value for y, and that value is assigned to x in the successor.
(x = 0)
(x ← 1)
(x = 2)
(x = 1 ∧ y = 2)
(x ← y)
(x = 2 ∧ y = 2)
Finally, isolated programs cannot observe variables that have not been assigned a value
anywhere in the program. On the pomset-level, this translates to:
(A7) Let u ∈ Su be a state-node. Then for all v ∈ dom(λu (u)), there exists a path for v
from s ∈ Su to u such that either v ∈ dom(λu (s)) and s = ∗min or s is the successor of
an assignment-node with label v ← k with k ∈ Var ∪ Val.
I Example 5.8. The pomset on the left does not satisfy (A7), but the one on the right does.
(x = 1)

(x ← 2)

(x = 2 ∧ y = 2)

(x = 1)

(y ← 2)

(x = 1 ∧ y = 2)
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Guarded pomsets satisfy (A1)–(A7). In fact, there exists an equivalence:
I Theorem 5.9. For U ∈ SP, U is guarded if and only if U satisfies (A1)–(A7).
Sketch. The forward implication is proved by induction on the construction of G. For
the other direction, we perform induction on the size of U (which is possible because U is
series-parallel and therefore finite). The induction hypothesis then states that whenever V is
strictly smaller than U , and V satisfies the seven properties, then V is guarded. Since U
satisfies (A1), we know that either it consists of one node labelled by a state, in which case
U is immediately guarded, or U = α · V · β for α, β ∈ State and V ∈ SP. This gives us four
cases to consider: V = 1, V = a for some a ∈ Act ∪ State, V = V0 · V1 or V = V0 k V1 . The
first case can be disregarded as U would then violate (A2). In the second case, (A4)–(A7)
can be used to show that β = α[a]. In the latter two cases we show that U is built out of
two strictly smaller pomsets that satisfy (A1)–(A7), making them guarded by the induction
hypothesis. When these two pomsets are combined to form U , this is done according to the
rules of guarded pomsets, making U guarded as well. The details can be found in the full
version of this paper [22].
J

6

Litmus Test

The POCKA-semantics of a program captures all possible behaviours of the program, including
all behaviours that could arise when it is put in parallel with other programs. In this section
we look at the behaviour of the litmus test when it is executed in isolation. In the previous
section we saw that if a pomset represents an execution of a program in isolation, it is
guarded, and hence it is sufficient to look at the guarded pomsets. We demonstrate that there
are in fact no guarded pomsets in the semantics of the litmus test, which shows that it passes.
This suggests the guarded fragment of the POCKA-semantics is sequentially consistent: the
programs behave as if memory accesses performed concurrently are interleaved and executed
sequentially and writes to memory are broadcasted to all threads instantaneously.
Recall the litmus test t we considered before, with Var = {x, y, r0 , r1 } and Val = {0, 1}:
t := (r0 = 0 ∧ r1 = 0) · ((x ← 1 · r0 ← y) k (y ← 1 · r1 ← x)) · (r0 = 1 ∨ r1 = 1)
Our strategy for showing that the semantics of t does not contain guarded pomsets, is to
first show that all pomsets in the semantics of t have certain property. We then claim that if
a pomset has this property, then it is not guarded, using (A1)–(A7) from Section 5.
I Definition 6.1 (Litmus Pomsets). Let x, y, r0 , r1 , w ∈ Var be distinct and 0, 1 ∈ Val. A
pomset U = [u] has property P , denoted P (U ), if there exists u1 , u2 , v1 , v2 , w ∈ Su s.t.
1. the following conditions hold:
λu (u1 ) = (x ← 1)

λu (u2 ) = (y ← 1)

λu (w)(r0 ) = 0 = λu (w)(r1 )

λu (v1 ) = (r0 ← y)
u1 ≤u v1 ≤u w

λu (v2 ) = (r1 ← x)
u2 ≤u v2 ≤u w

Graphically, we can represent these conditions as the following diagram:


v1 : r0 ← x
u1 : x ← 1
r0 7→0
w:
r1 7→0
v2 : r1 ← y
u2 : y ← 1
2. For other assignment-nodes in U , we have the following conditions. Let k ∈ Val ∪ Var.
∀z.λu (z) = (x ← k) ⇒ z ≤u u1

∀z.λu (z) = (y ← k) ⇒ z ≤u u2

∀z.λu (z) = (r0 ← k) ⇒ z ≤u v1

∀z.λu (z) = (r1 ← k) ⇒ z ≤u v2
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The property P describes the actions and observations found in the litmus test, and their
relative ordering. For instance, ∀z.λu (z) = (x ← n) ⇒ z ≤u u1 states that all action-nodes
that change the value of x, occur before node u1 Hence, the maximal node that alters the
value of x, changes x to 1. The other requirements are explained similarly.
I Lemma 6.2. Let U = [u] ∈ SP. If P (U ) then U is not guarded.
We show that P is an invariant under closure w.r.t. exch and contr. To this end, it is
useful to study the effect of the contraction order on the level of pomsets; we introduce the
following partial order relation on pomsets, analogous to the subsumption order.
I Definition 6.3 (Contraction Order). Let U = [u] and V = [v] be pomsets over Act ∪ State.
We write U  V holds iff there exists a surjection h : Sv → Su satisfying: (i) λu ◦ h = λv ;
(ii) v ≤v v 0 implies h(v) ≤u h(v 0 ); (iii) if h(v) ≤u h(v 0 ), then λv (v), λv (v 0 ) ∈ State implies
v ≤v v 0 or v 0 ≤v v, and λv (v) or λv (v 0 ) 6∈ State implies v ≤v v 0 .
We then prove the analogue of Lemma 2.11, relating  to closure w.r.t. contr as follows.
I Lemma 6.4. Let L ⊆ SP and U ∈ SP. Now U ∈ L↓contr iff U  V for some V ∈ L.
With this characterisation in hand, we can prove that P is invariant under closure.
I Lemma 6.5. Let e ∈ T . If ∀U ∈ LβeM we have P (U ), then ∀V ∈ LβeM↓ it holds that P (V ).

Sketch. By [12, Lemma 5.4] we know that LβeM↓ = LβeM↓exch ↓contr . It then follows, by
Lemma 2.11 and Lemma 6.4, that if V ∈ LβeM↓, then there must exist W, X ∈ SP with X ∈ LβeM
and V  W v X. We then show that P is preserved by both of these orders.
J
I Corollary 6.6. The semantics of the litmus test contains no guarded pomsets: LβtM↓ ∩ G = ∅.
Proof. All pomsets in LβtM have property P if we pick for u1 the node with label (x ← 1), for
v1 the node with label (r0 ← y), and same for u2 and v2 (see Example 3.13). Lastly, we pick
for w the node with label δ. By Lemma 6.5 we can conclude that all pomsets in LβtM↓ have
property P , and by Lemma 6.2 we infer that t has no guarded pomsets in its semantics. J

We showed that we can correctly analyse the litmus test in our algebraic framework. In
the next example we show that addition of one extra axiom, which is a commonly made
assumption in programming languages, makes the litmus test fail on the guarded semantics.
I Example 6.7. We add the following axiom, which states that assignments to different
variables can be swapped as long as the assigned values are none of the involved variables:
v ← k·v 0 ← k 0 ≡ v 0 ← k 0 ·v ← k for v, v 0 ∈ Var, k, k 0 ∈ Var∪Val, k 0 6= v 6= v 0 , k 6= v 6= v 0
We show that with this assumption, which is commonly made in programming languages, we
get guarded pomsets in the semantics of the litmus program. We can derive:
((r0 ← y) · (r1 ← x)) ≡ ((r0 ← y) k 1) · (1 k (r1 ← x))
5 ((r0 ← y) · 1) k (1 · (r1 ← x))
≡ (r0 ← y) k (r1 ← x)

(Unit axiom)
(Exchange Law)
(Unit axiom)

Similarly, we can derive that (x ← 1) · (y ← 1) 5 (x ← 1) k (y ← 1). Hence, we have
((r0 ← y) · (r1 ← x)) · ((x ← 1) · (y ← 1)) 5 ((r0 ← y) k (r1 ← x)) · ((x ← 1) k (y ← 1))
5 ((r0 ← y) · (x ← 1)) k ((r1 ← x) · (y ← 1))

(Exchange law)

≡ ((x ← 1) · (r0 ← y)) k ((y ← 1) · (r1 ← x))

(New axiom)
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Let e = ((r0 ← y) · (r1 ← x)) · ((x ← 1) · (y ← 1)). We can conclude that
(r0 = 0 ∧ r1 = 0) · e · (r0 = 1 ∨ r1 = 1) 5 t
From soundness, we infer that Lβ(r0 = 0 ∧ r1 = 0) · e · (r0 = 1 ∨ r1 = 1)M↓ ⊆ LβtM↓. In the left
set we find at least one guarded pomset. Let α = (r0 = 0 ∧ r1 = 0 ∧ x = 0 ∧ y = 0),
β = (r0 = 0 ∧ r1 = 0 ∧ x = 1 ∧ y = 0) and γ = (r0 = 0 ∧ r1 = 0 ∧ x = 1 ∧ y = 1).
γ
α
α
α
(r0 ← y)
(r1 ← x)
(x ← 1)
β
(y ← 1)
It is easy to show that this pomset is guarded by observing that α · (r0 ← y) · α,
α · (r1 ← x) · α, α · (x ← 1) · β and β · (y ← 1) · γ are all guarded. Hence, by adding this one
extra axiom, we find guarded pomsets in the semantics of the litmus test, meaning that this
axiom breaks sequential consistency.

7

Discussion

We presented POCKA, a sound and complete algebraic framework that can be used to
analyse concurrent programs that manipulate variables. We identified the guarded fragment
of the semantics, and showed this fragment captures the behaviour of programs executing in
isolation. We demonstrated reasoning in POCKA by analysing a litmus test, also suggesting
that the guarded fragment of the POCKA-semantics is sequentially consistent.
This work is built on Kleene algebra and extensions thereof. It is closest to Concurrent
Kleene algebra with Observations [11, 12], which was proposed to integrate concurrency with
a form of tests (i.e., observations). We deviate from CKAO by using partial observations
and accordingly changing the algebraic structure of observations (a PCDL instead of a
Boolean algebra), and by incorporating explicit assignments and tests to manipulate variables.
Programs such as the litmus test that we analyse in POCKA are outside the scope of CKAO.
The idea of using a PCDL and partial functions in the semantics comes from Jipsen and
Moshier [10]. In the current paper we establish completeness w.r.t. the partial function model,
which is missing in loc. cit. A further contrast is that POCKA includes as basic syntax
atomic programs and assertions pertaining to variable assignment, as occur in the litmus
test. The definition of guarded pomset that we used is close to the one proposed in [10].
We provided an extensive analysis of guarded pomsets and showed how they can be used to
study concrete program behaviour: our new characterisation in terms of concrete properties
of pomsets (Theorem 5.9) is essential for the analysis of the litmus test in Section 6.
We suggest three avenues for future research. Firstly, the concrete observations and
assignments that we have used are reminiscent of NetKAT [2, 6], an algebraic framework
based on Kleene algebra with tests that allows for reasoning about networks. POCKA is thus
suggestive of a concurrent version of NetKAT, in which algebraic reasoning about concurrent
networks could be studied. While NetKAT arises as a particular instance of KAT, POCKA
is not an instance of its closest relative in the Kleene algebra family, CKAO, due to the
aforementioned move from an arbitrary Boolean algebra of observations to a concrete PCDL.
It would therefore be of interest to formulate the necessary metatheory for the analogous
framework of CKA with partial observations (where partial observations are given by an
arbitrary PCDL), and situate POCKA within it.
This naturally leads to a third line of research. We have used the CKAH framework to
obtain a completeness proof, and it turned out that the proof technique was perfectly amenable
to a replacement of the Boolean algebra structure of observations with our observation
algebra. This raises the question: which conditions are necessary on the algebraic structure
of observations to be able to prove completeness in a similar manner? In particular, what
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conditions are needed for a result similar to Lemma 4.1 to hold? Our conjecture is that
the observation algebra needs to be such that all elements can be written as a finite sum of
join-irreducible elements of the algebra (cf. Lemma 3.7).
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A

Proofs about observation algebra

I Lemma 3.5 (Soundness OA). For all p, q ∈ O, if p ≡ q then JpK = JqK.

Proof. The fact that OA is a PCDL and the assignment J−K is well-defined establishes the
soundness of the PCDL axioms. We thus only have the domain-specific axioms left to verify.
If n 6= m, it is immediate that
Jv = n ∧ v = mK = Jv = nK ∩ Jv = mK = {α | α(v) = n} ∩ {α | α(v) = m} = ∅ = J⊥K
rW
z
Next we show Jv = nK ⊆
v
=
m
. Assume
m6=n
α ∈ Jv = nK =

[

{B ∈ P≤ (State) | B ∩ Jv = nK = ∅}.

We have some downwards-closed B ⊆ State such that α ∈ B and B ∩ Jv = nK = ∅.
Suppose towards a contradiction that α(v) is undefined, or that α(v) = n. We can then
choose α0 ∈ State to be n on v, and identical to α elsewhere; in that case, α0 ≤ α, which
means that α0 ∈ B. But then, since α0 ∈ Jv = nK by construction, we have a contradiction
with the fact that B ∩ Jv = nK = ∅. Thus,
rW there exists
z an m ∈ Val such that α(v) = m
and m 6= n. It then follows that α ∈
m6=n v = m .
rV
z
W
Next we prove that
i vi = ni ⊆ J i vi = ni K, if the vi are distinct. Let α ∈ B such
V
that B ∩ J i vi = ni K = ∅. We claim that for some i, α(vi ) = m 6= ni . Suppose otherwise:
then for each vi either α(vi ) = ni or α(vi ) is undefined. Define:
(
ni
if v = vi and α(vi ) undefined;
α0 (v) ::=
α(v) otherwise.
This is well-defined by the assumption that the vi are all distinct. By construction,
T
V
α0 ≤ α and α0 ∈ i {β | β(vi ) = ni } = J i vi = ni K. As B is downwards-closed, we get
V
α0 ∈ B, contradicting B ∩ J i vi = ni K = ∅. Hence for some i, α(vi ) = m 6= ni . Hence
W
α ∈ Jvi = ni K ⊆ J i vi = ni K as required.

For the inductive step, we verify that the closure rules for congruence preserve soundness.
This is all immediate from the definition of J−K. For instance, if e = e0 ∨ e1 , f = f0 ∨ f1 ,
e0 ≡ f0 and e1 ≡ f1 , then JeK = Je0 K ∪ Je1 K = Jf0 K ∪ Jf1 K = Jf K, where we have used that
Je0 K = Jf0 K and Je1 K = Jf1 K by the induction hypothesis.
J
I Lemma 3.6. For all α, β ∈ State: α ∈ Jπβ K iff α ≤ β iff πα 5 πβ .

Proof. Assume α ∈ Jπβ K. Then for all v ∈ dom(β), α(v) is defined and α(v) = β(v), hence
α ≤ β. Assume α ≤ β. Then πα 5 πβ is established from πα ∧ πβ ≡ πα : by the assumption,
V
V
every conjunct in β(v)=n v = n appears as a conjunct in α(v)=n v = n, so by idempotence
V
 V

V
πα ∧ πβ ≡
α(v)=n v = n ∧
β(v)=n v = n ≡
α(v)=n v = n ≡ πα . Finally, assume
πα 5 πβ . By soundness Jπα K ⊆ Jπβ K, and it is trivial to establish α ∈ Jπα K.
J
W
I Lemma 3.7. For all p ∈ O, we have p ≡ {α ∈ State | πα 5 p}.
W
Proof. Noting that {α ∈ State | α 5 p} 5 p by definition, we focus on the other
W
inequality, proceeding by induction on p. For the base cases, ⊥ 5 {α ∈ State | α 5 ⊥}
W
by definition; > 5 {α ∈ State | α 5 >} as > ≡ π∅ ∈ {α ∈ State | α 5 >}; and
W
v = n 5 {α ∈ State | α 5 v = n} as v = n ≡ π{v7→n} ∈ {α ∈ State | α 5 v = n}.
In the induction step we have three cases.
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If p = p0 ∧ p1 , by the inductive hypothesis and distributivity we obtain
_
p0 ∧ p1 5 {α ∧ β | α 5 p0 , β 5 p1 }.
We claim that {α ∧ β | α 5 p0 , β 5 p1 } ⊆ {α | α 5 p0 ∧ p1 } ∪ {⊥}. Call α, β ∈ State
compatible if, for any v ∈ dom(α) ∩ dom(β), α(v) = β(v). Take α 5 p0 and β 5 p1 . There
are two cases. In the first, α and β are compatible. Then define γ by


if α(v) defined;

α(v)
γ(v) ::= β(v)
if β(v) defined;


undefined otherwise.
This is well-defined by compatability. Then γ ≤ α as well as γ ≤ β, and hence by
Lemma 3.6 we find γ 5 α ∧ β 5 p0 ∧ p1 . In the other case, α and β are not compatible:
hence for some distinct n and m, v = n and v = m are among the conjuncts of α ∧ β. By
the axiom v = n ∧ v = m ≡ ⊥, it then follows that α ∧ β ≡ ⊥. We obtain
_
_
_
{α ∧ β | α 5 p0 , β 5 p1 } 5 ({α | α 5 p0 ∧ p1 } ∪ {⊥}) ≡ {α | α 5 p0 ∧ p1 }.
If p = p0 ∨ p1 , we derive
_
_
p0 ∨ p1 5 {α ∈ State | α 5 p0 } ∨ {β ∈ State | β 5 p1 }
(IH)
_
5 {α ∈ State | α 5 p1 ∨ p2 }
(α 5 p0 5 p0 ∨ p1 , similar for β)
If p = p0 , we derive
_
{α | α 5 p0 }
^
≡ {α | α 5 p0 }
^ ^
≡ {
v = n | α 5 p0 }

(IH)

p0 ≡

(De Morgan)
(Definition of πα = α)

α(v)=n

^

_

v = n | α 5 p0 }

(De Morgan-like domain-specific axiom)

^ _
5 {
v = m | α 5 p0 }

(Pseudocomplement domain-specific axiom)

5

{

α(v)=n

α(v)=n
m6=n

Note that the De Morgan law applied in the second step is indeed satisfied by PCDLs [3].
S
Now, define K ::= {α ∈ State | α 5 p0 }, Jα ::= {(v, m) | α(v) = n 6= m}, J ::= α∈K Jα
and F ::= {f : K → J | ∀α ∈ K, f (α) ∈ Jα }. Further, let
(
v = m if α(v) = n 6= m;
pα,(v,m) ::=
⊥
otherwise
Then
^ _
^
{
v = m | α 5 p0 } ≡
α(v)=n
m6=n

_

α∈K (v,m)∈Jα

pα,(v,m) ≡

_ ^

pα,f (α)

f ∈F α∈K
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V
by distributivity. For each f ∈ F , if the pα,f (α) are compatible, α∈K pα,f (α) ≡ βf , for a
βf with the property that for every α 5 p0 , βf ∧ α = ⊥ (as by definition, for each such
α, βf has some v = m as a conjunct, where α has a conjunct v = n for n 6= m). If they
V
are incompatible, α∈K pα,f (α) ≡ ⊥. Hence
_ ^
_
pα,f (α) 5 {β | for all α, α 5 p0 implies α ∧ β ≡ ⊥}.
f ∈F α∈K

For any β satisfying the property that for all α, α 5 p0 implies α ∧ β ≡ ⊥, we have
W
W
β ∧ p0 ≡ β ∧ {α | α 5 p0 } ≡ {α ∧ β | α 5 p0 } ≡ ⊥, so β 5 p0 and
_
_
{β | for all α 5 p0 implies α ∧ β ≡ ⊥} 5 {β | β 5 p0 },
completing the proof.

J

I Theorem 3.8 (Completeness OA). For all p, q ∈ O, we have p ≡ q if and only if JpK = JqK.
Proof. The left-to-right direction follows from Lemma 3.5. For the right-to-left direction,
suppose that JpK = JqK. By Lemma 3.7, we obtain that
r_
z r_
z
JpK =
{α ∈ State | α 5 p} =
{β ∈ State | β 5 q} = JqK.
S
We prove α 5 p if and only if α 5 q. Take α 5 p. Then α ∈ JαK ⊆ JpK = β5q JβK
by Lemmas 3.5 and 3.6. Hence for some β 5 q, α ∈ JβK, and by Lemma 3.6 once more,
α 5 β 5 q. The other direction is symmetric. It follows that
_
_
p ≡ {α ∈ State | α 5 p} ≡ {α ∈ State | α 5 q} ≡ q,
as required.

B

J

Proofs towards completeness

The following three results are all needed in the proofs that follow, and come from [12]. First
of all, we can prove the following useful properties about the interaction between closure and
other operators on pomset languages:
I Lemma B.1. Let L, K ⊆ Pom and C
1. L ⊆ K↓H iff L↓H ⊆ K↓H .
2. If L ⊆ K, then L↓H ⊆ K↓H.
3. (L ∪ K) ↓H = L↓H ∪ K↓H ↓H
4. (L · K) ↓H = L↓H · K↓H ↓H

∈ PC. The following hold.
5.
6.
7.
8.


(L k K) ↓H = L↓H k K↓H ↓H
∗
(L∗ ) ↓H = ( L↓H )↓H
If L↓H ⊆ K↓H , then C[L]↓H ⊆ C[K]↓H .
If L ⊆ SP, then L↓H ⊆ SP.

Second, we can note the following result about the interaction between exch and contr:
I Lemma B.2. For any L ∈ 2SP , we have L↓contr∪exch = (L↓exch )↓contr .
We can then prove soundness of the POCKA semantics w.r.t. the axioms.
I Theorem 3.14 (Soundness POCKA). For all e, f ∈ T , if e ≡ f then LβeM↓ = Lβf M↓.
Proof. By construction it is immediate that Lβ−M↓ is closed under closure with respect to
exch ∪ contr. We then proceed by induction on ≡. For all the pairs from ≡BKA , it follows
from Theorem 2.6 that LβeM = Lβf M. Then immediately their POCKA-semantics also coincide.
For all the pairs from ≡OA , we make use of Theorem 3.8. Note that Lβ−M↓ almost coincides
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with J−KOA on O, so the proof is very straightforward. For instance, take p ∨ (p ∧ q) ≡OA p.
Then Lβp ∨ (p ∧ q)M = State∗ · Jp ∨ (p ∧ q)KOA · State∗ . From Theorem 3.8, we know that
Jp ∨ (p ∧ q)KOA = JpKOA , and thus we obtain Lβp ∨ (p ∧ q)M = State∗ · JpKOA · State∗ = LβpM. Then
from this we can conclude that Lβp ∨ (p ∧ q)M↓ = Lβp ∨ (p ∧ q)M↓exch∪contr = LβpM↓exch∪contr = LβpM↓.
We can prove soundness of the other observation algebra axioms analogously.
The next axiom is the exchange law. We show that Lβ(e k f ) · (g k h)M↓ ⊆ Lβ(e · g) k (f · h)M↓.
By Lemma B.1(1), it suffices to prove that Lβ(e k f ) · (g k h)M ⊆ Lβ(e · g) k (f · h)M↓. Take an
element in Lβ(e k f ) · (g k h)M. This is thus a pomset of the form (X k Y )·(V k W ) for X ∈ LβeM,
Y ∈ Lβf M, V ∈ Lβg M and W ∈ LβhM. Thus we immediately obtain that (X · V ) k (Y · W ) ∈
Lβ(e · g) k (f · h)M. From Lemma B.2, we know that Lβ−M↓ = (Lβ−M↓exch )↓contr . We know that
(X k Y )·(V k W ) v (X ·V ) k (Y ·W ) and that (X ·V ) k (Y ·W ) ∈ (Lβ(e · g) k (f · h)M↓exch )↓contr .
Then we can apply Lemmas 2.11 and B.2 to obtain that (X k Y )·(V k W ) ∈ Lβ(e · g) k (f · h)M↓.
Left to verify are the interface axioms. To check p ∧ q 5 p · q it again suffices to prove
that Lβp ∧ q M ⊆ Lβp · q M↓ by Lemma B.1(1). We take an element in Lβp ∧ q M. This a pomset
of the form U · α · V such that U, V ∈ State∗ and α ∈ JpKOA ∩ JqKOA . We can establish that
U · α · α · V ∈ Lβp · q M. Now take the pomset context C = U · ∗ · V . We have that C[Jα · αK] =
{U · α · α · V } ⊆ Lβp · q M ⊆ Lβp · q M↓. Then by closure we find C[JαK] = {U · α · V } ⊆ Lβp · q M↓.
Since Lβ⊥M = ∅ = Lβ0M, it follows that Lβ⊥M↓ = ∅ = Lβ0M↓. Similarly, since Lβp + q M = LβpM ∪ Lβq M =
Lβp ∨ q M, we also have that Lβp + q M↓ = Lβp ∨ q M↓
Now we have four axioms left. The first one we verify is >·p 5 p for p ∈ O. We immediately
obtain that Lβ> · pM = State · State∗ · JpKOA · State∗ ⊆ State∗ · JpKOA · State∗ = LβpM ⊆ LβpM↓. The
axioms > · p 5 p, a · > 5 a, and > · a 5 a for a ∈ Act are all verified in a similar manner.
In the inductive step we need to check whether the closure rules for congruence have
been preserved. We distinguish four cases.
If e = e0 + e1 and f = f0 + f1 with e0 ≡ f0 and e1 ≡ f1 , then by induction we know that
Lβe0 M↓ = Lβf0 M↓ and Lβe1 M↓ = Lβf1 M↓. By Lemma B.1(3), we can then derive that
LβeM↓ = (Lβe0 M ∪ Lβe1 M)↓exch∪contr

= (Lβe0 M↓exch∪contr ∪ Lβe1 M↓exch∪contr )↓exch∪contr

= (Lβf0 M↓exch∪contr ∪ Lβf1 M↓exch∪contr )↓exch∪contr

= (Lβf0 M ∪ Lβf1 M)↓exch∪contr
= Lβf M↓exch∪contr

The cases for ·, k and ∗ are argued similarly.

J

I Lemma 4.5. For all e, f ∈ T , if e ≤ f ∈ top ∪ contr, then e 5 f .
Proof. If e ≤ f ∈ contr, then e = α and f = α · α for some α ∈ State. We can then
derive that α ≡ α ∧ α 5 α · α, using the PCDL and the Interface axioms. Hence e 5 f . If
e ≤ f ∈ top, then we distinguish two cases.
1. Let e = α · c and g = c for c ∈ Act and α ∈ State. Then we derive
α·c5>·c5c

(PCDL and Interface axioms)

The case where e = c · α is similar.
2. Let e = α · β and g = β for α, β ∈ State. Then we derive
α·β 5>·β 5β

(PCDL and Interface axioms)

The case where e = β · α is similar. Hence, we can conclude that e 5 f .

J
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C

Proofs about the litmus test

I Lemma 6.2. Let U = [u] ∈ SP. If P (U ) then U is not guarded.
Proof. We prove by contradiction; assume that P (U ) and that U is guarded. Via Theorem 5.9
we conclude that U satisfies (A1)–(A7). From P (U ) we infer that there exists u1 , u2 , w ∈ Su
such that λu (u1 ) = (x ← 1), u1 ≤ w and λu (w)(r0 ) = 0 = λu (w)(r1 ). From (A2) and (A5),
we infer that u1 has a unique successor node s1 ∈ Su such that s1 is state-labelled, and
λu (s1 )(x) = 1. From (A4) there exists a path for x from s1 to w. Hence, if λu (w)(x) 6= 1,
there must be at least one assignment between s1 and w altering the value of x, as the path
must explain how the value of x changed from 1 to 0. Hence, there exists a node u3 ∈ Su
such that s1 ≤u u3 ≤u w and λu (u3 ) = (x ← n) for n ∈ Var ∪ Val. However, from property
P , we know that all such assignments occur before u1 , and thereby strictly before s1 . From
this we can conclude that λu (w)(x) = 1. Similarly, we obtain λu (w)(y) = 1.
From (A2) and (A6), we know that v1 has a unique successor node t1 , such that
λu (t1 )(r0 ) = λu (t1 )(y). Then from (A4), there must be a path for r0 from t1 to w. With
similar reasoning as for x above, we obtain λu (t1 )(r0 ) = λu (w)(r0 ) = 0. Similarly, we obtain
a successor node t2 of v2 such that λu (t2 )(r1 ) = λu (t2 )(x) = 0.
As we have that λu (t1 )(y) = 0 and λu (w)(y) = 1 and t1 ≤u w, we can conclude from (A4)
that there must be a path from t1 to w for y such that this path contains at least one
assignment that alters the value for y. Thus, there exists a node u3 such that t1 ≤u u3 ≤w w
and u3 has a label that changes the value of y. Similarly, we obtain a node u4 such that
t2 ≤u u4 ≤w w and u4 changes the value of x. From property P , we obtain u3 ≤u u2 and
u4 ≤u u1 . Then, making use of the fact that t1 and t2 are the successors of v1 and v2
respectively, we can derive: v2 ≤u t2 ≤u u4 ≤u u1 ≤u v1 ≤u t1 ≤u u3 ≤u u2 ≤u v2 Then, by
antisymmetry, all these nodes are equivalent. As they cannot be, we have a contradiction.
Hence, U is not a guarded pomset. Hence, U is not a guarded pomset.
J
I Lemma 6.5. Let e ∈ T . If ∀U ∈ LβeM we have P (U ), then ∀V ∈ LβeM↓ it holds that P (V ).

Proof. First, note that LβeM↓ = LβeM↓exch∪contr = LβeM↓exch ↓contr by Lemma B.2. Thus, if
V ∈ LβeM↓, we apply Lemma 6.4, to infer that there exists a pomset W ∈ LβeM↓exch such that
V  W . Next we can apply Lemma 2.11, to obtain a pomset U ∈ LβeM such that W v U .
We know that U has property P . We first show that W also has property P , and then that
the same holds for V . From the definition of v we get that there exists a bijective pomset
morphism h from W to U . Thus we have U = [u] and W = [w] and a bijective function
h : Su → Sw such that λw ◦ h = λu and if u ≤u u0 then h(u) ≤w h(u0 ). Now we need to
verify the two properties of Definition 6.1.
1. As λw (h(u1 )) = λu (u1 ), we get λw (h(u1 )) = (x ← 1). The same for the other existential
statements of Item 1. For the ordering: from u1 ≤u v1 ≤u w we immediately obtain that
h(u1 ) ≤w h(v1 ) ≤w h(w) and similarly for h(u2 ) ≤w h(v2 ) ≤w h(w).
2. Take a z such that λw (z) = (x ← n) for n ∈ Val ∪ Var. As h is surjective, we know
there exists a node s ∈ Su such that h(s) = z and λw (h(s)) = λu (s). As P (U ), we get
that s ≤u u1 . Hence, h(s) ≤w h(u1 ) and thus z ≤w h(u1 ). An analogue argument can
be given for the other conditions in property (2).
This demonstrates that W has property P . We know that V  W , and we will show this
implies that V also has property P . From the definition of  we know that there exists a
pomset morphism h from V to W . The argument to verify the two properties of Definition 6.1
is exactly the same as above. Hence we can conclude that V has property P .
J

Model-Free Reinforcement Learning for
Stochastic Parity Games
Ernst Moritz Hahn
University of Twente, Enschede, The Netherlands
E.M.Hahn@utwente.nl

Mateo Perez
University of Colorado Boulder, CO, USA
Mateo.Perez@Colorado.EDU

Sven Schewe
University of Liverpool, UK
Sven.Schewe@liverpool.ac.uk

Fabio Somenzi
University of Colorado Boulder, CO, USA
Fabio@Colorado.EDU

Ashutosh Trivedi
University of Colorado Boulder, CO, USA
Asutosh.Trivedi@Colorado.EDU

Dominik Wojtczak
University of Liverpool, UK
D.Wojtczak@liverpool.ac.uk

Abstract
This paper investigates the use of model-free reinforcement learning to compute the optimal value
in two-player stochastic games with parity objectives. In this setting, two decision makers, player
Min and player Max, compete on a finite game arena – a stochastic game graph with unknown but
fixed probability distributions – to minimize and maximize, respectively, the probability of satisfying
a parity objective. We give a reduction from stochastic parity games to a family of stochastic
reachability games with a parameter ε, such that the value of a stochastic parity game equals the
limit of the values of the corresponding simple stochastic games as the parameter ε tends to 0.
Since this reduction does not require the knowledge of the probabilistic transition structure of the
underlying game arena, model-free reinforcement learning algorithms, such as minimax Q-learning,
can be used to approximate the value and mutual best-response strategies for both players in the
underlying stochastic parity game. We also present a streamlined reduction from 1 12 -player parity
games to reachability games that avoids recourse to nondeterminism. Finally, we report on the
experimental evaluations of both reductions.
2012 ACM Subject Classification Theory of computation → Automata over infinite objects; Computing methodologies → Machine learning algorithms; Mathematics of computing → Markov processes;
Theory of computation → Convergence and learning in games
Keywords and phrases Reinforcement learning, Stochastic games, Omega-regular objectives
Digital Object Identifier 10.4230/LIPIcs.CONCUR.2020.21
Funding This work has been supported by the National Natural Science Foundation of China (Grant
Nr. 61532019), by the Engineering and Physical Sciences Research Council grants EP/M027287/1
and EP/P020909/1, by a CU Boulder Research and Innovation Office grant, and by the National
Science Foundation grant 2009022.
© Ernst Moritz Hahn, Mateo Perez, Sven Schewe, Fabio Somenzi, Ashutosh Trivedi, and Dominik
Wojtczak;
licensed under Creative Commons License CC-BY
31st International Conference on Concurrency Theory (CONCUR 2020).
Editors: Igor Konnov and Laura Kovács; Article No. 21; pp. 21:1–21:16
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

21:2

Model-Free Reinforcement Learning for Stochastic Parity Games

1

Introduction

Reinforcement Learning (RL, [34]) is an optimization approach applicable to stochastic games
with unknown but fixed probability distributions (unknown stochastic games). Users of RL
must specify a scalar reward signal whose expected return should be maximized. Therefore,
an objective to be satisfied has to be expressed in terms of scalar rewards, whose expected
value is then maximized. Turning a specification manually into such an optimization problem
is laborious and error prone [38, 22]. We therefore need an automatic conversion from
specifications to rewards in order to leverage the power of a logical specification in RL.
Reinforcement learning approaches can broadly be classified as model-free [33] and modelbased [12, 37]. Model-based approaches sample the environment and rewards to learn a
model of the stochastic game, while model-free approaches aim to compute optimal strategies
without explicitly estimating the transition probabilities and rewards. Model-free approaches
to RL, such as Q-learning [34], are asymptotically space-efficient [33] and enable the use of
universal approximation architectures, such as deep neural networks [13, 22], to store optimal
strategies; they have been demonstrated to scale well [33, 32, 15]. The focus of this paper
is to enable model-free RL to learn optimal strategies in unknown stochastic games with
ω-regular objectives [29] given as parity objectives.
We study stochastic parity games with unknown transition structure, where two players –
Player Min and Player Max – take turns to choose actions on a stochastic game arena (SGA)
to form an infinite play. Each position-action pair of the SGA is colored with a priority
from a finite set of natural numbers. The goal of Player Min is to choose her actions so as
to minimize the probability that the highest infinitely-occurring priority is an odd number,
while the goal of Player Max is the opposite. It is known that stochastic parity games
are positionally determined [8, 7] and, when the transition structure is known, the optimal
strategies can be computed in NP ∩ co-NP. This paper investigates the use of model-free
reinforcement learning in approximating the value of the stochastic parity game when the
transition structure is not known.
Littman [25] proposed the Markov Games framework to study the optimal strategies of
players in stochastic games with unknown but fixed probability distributions. For payoffs of
the players defined using stochastic reachability payoffs (under the stopping game assumption)
or, analogously, stochastic discounted payoffs, Littman generalized the classical Q-learning [36,
4] algorithm to compute the optimal value of a game. This algorithm, known as the minimaxQ algorithm, was shown to converge [26] to the optimal value of the game. To enable the
application of off-the-shelf convergent RL algorithms, such as the minimax-Q algorithm,
for stochastic parity objectives, one needs to reduce the stochastic parity objective to a
stochastic reachability objective. Moreover, to enable model-free RL, such a reduction cannot
use any information about the transition structure (such as end-component decomposition)
of the underlying stochastic game arena. This paper provides such model-free reduction from
stochastic parity games to stochastic reachability games.
There are translations of stochastic parity games to stochastic games with scalar payoffs
that – unlike model-free RL – require that the model is known [8, 6, 2]. Other approaches
are applicable to non-stochastic parity games [5], or to qualitative games [7], whose goal is
to compute strategies that guarantee almost-sure satisfaction of the parity condition.
The problem of translating ω-regular objectives into scalar rewards was recently solved in
the case of one strategic agent (also known as the case of 1 12 players) when the environment
is modeled as a Markov Decision Process (MDP) [17]. The MDP is equipped with a Büchi
acceptance condition, and the resulting 1 12 -player Büchi game is reduced to a reachability
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game by adding a sink state, which is reachable via all accepting transitions of the Büchi
game with probability ε. As ε tends to 0, the probability of reaching the sink approaches the
probability of satisfaction of the objective.
The translation of ω-regular objectives to scalar rewards for 1 12 -player games makes use of
Büchi automata with restricted nondeterminism (limit-deterministic automata [35, 10, 16, 31]
and, more generally, good-for-MDPs (GFM) automata [18]).
However, for 2 12 players, even the restricted nondeterminism that is acceptable for 1 12
players may lead to incorrect results, because a strategic player may force the objective
automaton to reject a valid computation. Therefore, to solve the case of two strategic agents,
one can resort to deterministic parity (or similarly powerful [29, 21]) automata. Since all
ω-regular objectives are expressible as deterministic parity conditions, we present in Section 3
a reduction of stochastic parity games [7, 8] to stochastic reachability games [30, 9]. The
latter can be solved by known model-free RL algorithms [25, 26].
For 1 12 -player games, a more efficient reduction from stochastic parity games to stochastic
reachability games is possible, and we discuss such a reduction in Section 4. Such a direct
translation relieves the RL agent from the task of controlling the nondeterministic choices
made by the Büchi automaton that encodes the objective.

2

Preliminaries

P
A probability distribution over a finite set S is a function d : S→[0, 1] such that s∈S d(s) = 1.
Let D(S) denote the set of all discrete distributions over S. We say a distribution d ∈ D(S)
is a point distribution if d(s)=1 for some s ∈ S. For d ∈ D(S) we write supp(d) for
{s ∈ S : d(s) > 0}.

2.1

Stochastic Parity Games and Simple Stochastic Games

A stochastic game arena (SGA) G is a tuple (S, A, T, SMin , SMax ), where S is a finite set of
states, A is a finite set of actions, T : S × A −
+ D(S) is the probabilistic transition (partial)
function, and {SMin , SMax } is a partition of the set of states S.
For s ∈ S, A(s) denotes the set of actions that can be selected in state s. For states s, s0 ∈ S
and a ∈ A(s) we write p(s0 |s, a) for T (s, a)(s0 ). A run of G is an ω-word hs0 , a1 , s1 , . . .i ∈
S × (A × S)ω such that p(si+1 |si , ai+1 ) > 0 for all i ≥ 0. A finite run is a finite such sequence,
that is, a word in S × (A × S)∗ . For an infinite run r, we write inf(r) for the set of state-action
pairs that appear infinitely often in r. We write Runs G (FRuns G ) for the set of runs (finite
runs) of the SGA G and Runs G (s)(FRuns G (s)) for the set of runs (finite runs) of the SGA G
starting from state s. We write last(r) for the last state of a finite run r.
A game on an SGA G starts with a token in an initial state s ∈ S; players Min and Max
construct an infinite run by taking turns to choose enabled actions, and then moving the
token to a successor state sampled from the selected distribution. A strategy of player Min in
G is a partial function µ : FRuns −
+ D(A), defined for r ∈ FRuns if and only if last(r) ∈ SMin ,
such that supp(σ(r)) ⊆ A(last(r)). A strategy ν of player Max is defined analogously.
A strategy σ is pure if σ(r) is a point distribution wherever it is defined; otherwise, σ is
mixed. We say that σ is stationary if last(r) = last(r0 ) implies σ(r) = σ(r0 ) wherever σ is
defined. A strategy is positional if it is both pure and stationary. Let ΣMin and ΣMax be the
sets of all strategies of player Min and player Max, respectively. Similarly, ΠMin and ΠMax
denote the sets of all positional strategies of player Min and player Max, respectively.
Let Runs Gµ,ν (s) denote the subset of runs Runs G (s) starting from state s that are consistent
with player Min and player Max following strategies µ and ν, respectively. The behavior
of an SGA G under a strategy pair (µ, ν) ∈ ΣMin × ΣMax is defined on a probability space
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(Runs Gµ,ν (s), FRunsGµ,ν (s) , PrGµ,ν (s)) over the set of infinite runs Runs Gµ,ν (s). Given a random
variable f : Runs G → R over the infinite runs of G, we denote by EGµ,ν (s) {f } the expectation
of f over the runs in the probability space (Runs Gµ,ν (s), FRunsGµ,ν (s) , PrGµ,ν (s)).
Let [k] denote the set of natural numbers {0, 1, . . . , k − 1}. We consider the following
payoffs of player Min to player Max.
Stochastic Parity Payoff. A stochastic parity payoff in an SGA G is defined by a
priority function pri : S × A → [k] that assigns to each state-action pair a natural number
G
called the priority (or color) of that pair. The stochastic parity payoff Pµ,ν
(s) for a
strategy pair (µ, ν) ∈ ΣMin × ΣMax from an initial state s ∈ S is the probability that the
highest recurring priority is odd, i.e.,
n
o
G
Pµ,ν
(s) = Pr Gµ,ν (s) r ∈ Runs Gµ,ν (s) : max {pri(s, a) : (s, a) ∈ inf(r)} is odd .
A stochastic Büchi payoff is a stochastic parity payoff with k = 2. It is customarily
specified as a set of accepting transitions: those with priority 1.
Stochastic Reachability Payoff. A stochastic reachability payoff in an SGA G is
defined by two distinguished sink states: the accepting sink state sa ∈ S and the rejecting
sink state sr ∈ S. Recall that a sink state s satisfies p(s|s, a) = 1 for all a ∈ A. The
stochastic reachability payoff RGµ,ν (s) for a strategy pair (µ, ν) ∈ ΣMin × ΣMax from an
initial state s ∈ S is the probability of reaching the accepting sink sa , i.e.,
n
o
RGµ,ν (s) = Pr Gµ,ν (s) r ∈ Runs Gµ,ν (s) : r visits sa .
We refer to a stochastic game arena with a parity payoff as a stochastic parity game (SPG)
G = (G, pri), and to a stochastic game arena with a reachability payoff as a stochastic
reachability game (SRG) G0 = (G, sa , sr ).
We assume that an SRG is a stopping game, i.e., for every pair of strategies (µ, ν) ∈
ΣMin × ΣMax and every initial state s ∈ S, the set {sa , sr } is visited with probability 1. This
implies that there are no sinks besides sa and sr and, in addition, that at least one sink is
reachable with positive probability from every state in S.
Given a payoff function C ∈ {P, R}, the objective of player Max in the corresponding
game G is to maximize the payoff, while the objective of player Min is the opposite. For
every state s ∈ S, we define its upper value Val(G, s) as the minimum payoff player Min can
ensure irrespective of player Max’s strategy. Similarly, the lower value Val(G, s) of a state
s ∈ S is the maximum payoff player Max can ensure irrespective of player Min’s strategy, i.e.,
Val(G, s) =

inf

G
sup Cµ,ν
(s)

µ∈ΣMin ν∈ΣMax

and

Val(G, s) = sup

inf

ν∈ΣMax µ∈ΣMin

G
Cµ,ν
(s) .

The inequality Val(G, s) ≤ Val(G, s) holds of all two-player zero-sum games. A game is
determined when, for every state s ∈ S, its lower value and its upper value are equal; we
then say that the value of the game Val exists and Val(G, s) = Val(G, s) = Val(G, s) for every
s ∈ S. For a strategy µ ∈ ΣMin of player Min and similarly, for a strategy ν ∈ ΣMax of player
Max, we define their values Valµ and Valν as
G
Valµ : s 7→ sup Cµ,ν
(s)
ν∈ΣMax

and

Valν : s 7→

inf

µ∈ΣMin

G
Cµ,ν
(s) .

We say that a positional strategy µ∗ ∈ ΠMin of player Min is optimal if Valµ∗ = Val. Similarly,
a positional strategy ν∗ ∈ ΠMax of player Max is optimal if Valν∗ = Val. We say that a game
is positionally determined if both players have positional optimal strategies.
I Theorem 1 ([8, 7, 9]). Stochastic parity games and stochastic reachability games are
positionally determined and are in NP ∩ co-NP.
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Markov Decision Processes and Markov Chains

If, for every state s ∈ SMin , or for every state s ∈ SMax , A(s) is a singleton, then G is a
Markov Decision Process (MDP). If we want to emphasize that only Player Max (Min) has
choices, we refer to Max-MDPs (Min-MDPs). If, for every state s ∈ S, A(s) is a singleton,
then G is a Markov chain. We denote by Gµ (Gν ) the MDP obtained by fixing the strategy
of player Min (Max) to positional strategy µ ∈ ΠMin (ν ∈ ΠMax ). If the strategies of both
players are fixed, we denote the resulting Markov chain by Gµ,ν .
Since an MDP has one strategic player, we can define an MDP by the tuple (S, A, T ).
For an MDP M = (S, A, T ), we define its directed underlying graph GR(M) = (V, E) where
V = S and E = {(s, s0 ) : T (s, a)(s0 ) > 0 for some a ∈ A(s)}. A sub-MDP of M is an MDP
M0 = (S 0 , A0 , T 0 ), where S 0 ⊂ S, A0 ⊆ A, is such that A0 (s) ⊆ A(s) for every s ∈ S 0 , and
T 0 is T restricted to S 0 and A0 . M0 is closed under probabilistic transitions, i.e., for all
s ∈ S 0 and a ∈ A0 , we have that T (s, a)(s0 ) > 0 implies that s0 ∈ S 0 . An end-component [11]
of an MDP is a sub-MDP such that its underlying graph is strongly connected. Once an
end-component C of an MDP is entered, there is a strategy that visits every state-action
combination in C with probability 1 and stays in C forever. Moreover, for every strategy the
union of the end-components is visited with probability 1.
A bottom strongly connected component (BSCC) of a Markov chain is a recurrent class.
A BSCC is even if the highest priority of its transitions is even; otherwise the BSCC is odd.

3

From Stochastic Parity Games to Stochastic Reachability Games

In this section, we now show how to construct, for a Stochastic Parity Game G, a family of
Stochastic Reachability Games (SRGs) Gε , parametrized by a parameter ε ∈ (0, 1), that have
strong convergence properties to G: for sufficiently small ε, optimal positional strategies (of
either player) for Gε are also optimal positional strategies for G, and the limit value (when ε
goes to 0) of Gε goes to the value of G for every state. Thus, learning optimal strategies for
this family of SRGs can be used to obtain optimal strategies for G.

3.1

Limit Reachability Theorem

Given a stochastic parity game G = (G = (S, A, T, SMin , SMax ), pri), with pri : S × A →
[k], and ε ∈ (0, 1), we define a related stochastic reachability game Gε = (G ε = (S ∪
{sa , sr } , A, T ε , SMin ∪ {sr } , SMax ∪ {sa }), sa , sr ) such that:


1
if s = s0 = sa or s = s0 = sr




k−i

if s ∈ S, s0 = sa , i = pri(s, a), and i is odd

ε
T ε (s, a)(s0 ) = εk−i
if s ∈ S, s0 = sr , i = pri(s, a), and i is even



(1 − εk−i ) · T (s, a)(s0 ) if s, s0 ∈ S and i = pri(s, a)



0
otherwise.
An example is shown in Figure 1, where boxes denote states in SMax , large circles denote
states in SMin and small circles denote probabilistic branches. Intuitively, for small enough ε,
the chance of prematurely moving to the wrong sink is negligible. Specifically, the probability
of reaching a sink from a transient transition is negligible, while in a recurrent set of states,
the probability of reaching a sink from a lower priority transition is negligible compared to
the probability of doing so from a higher priority transition. The definition of T ε also applies
to 1 21 -player games and to Markov chains; it is illustrated in Figure 2.
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q0

q0

1−ε2
(1−p)(1−ε)

a(2)

1−p

b(1)

a

ε

ε2
p(1−ε)

p

q1

sr

1

q1

b
sa

1−ε3

ε2

ε3

a(0)

1

a

a(1)

a

q2

1−ε2

q2

Figure 1 An SPG G (left) and the corresponding SRG Gε (right).

I Proposition 2. For every SPG G, the SRG Gε is a stopping game.
In the next section, we prove the following lemma.
I Lemma 3. For every positional strategy pair (µ, ν) ∈ ΠMin × ΠMax and every state s ∈ S
ε
G
we have that Pµ,ν
(s) = limε↓0 RGµ,ν (s). Moreover, for sufficiently small ε, optimal strategies
for Gε are also optimal for G.
I Theorem 4. For every stochastic parity game G = ((S, A, T, SMin , SMax ), pri) and the set
of stochastic reachability games Gε , we have that Val(G, s) = limε↓0 Val(Gε , s), for all s ∈ S.
Proof. Notice that, for every positional strategy ν ∈ ΠMax , we have that:
inf

µ∈ΣMin

G
G
Pµ,ν
(s) = min Pµ,ν
(s)
µ∈ΠMin

=
=

ε

min lim RGµ,ν (s)

µ∈ΠMin ε↓0

ε

lim min RGµ,ν (s) = lim inf
ε↓0 µ∈ΠMin

ε↓0 µ∈ΣMin

ε

RGµ,ν (s).

(1)

The first and the last equalities follow due to the optimality of positional strategies in
stochastic parity games (Theorem 1), while the second and the third equalities follows from
Lemma 3. Now, observe that for all s ∈ S we have that:
ValP (G, s)

=
=
=
=
=
=

sup

inf

G
Pµ,ν
(s)

(by definition)

max

inf

G
Pµ,ν
(s)

(from Theorem 1)

ν∈ΣMax µ∈ΣMin
ν∈ΠMax µ∈ΣMin

max lim inf

ν∈ΠMax ε↓0 µ∈ΣMin

lim max

inf

ε↓0 ν∈ΠMax µ∈ΣMin

lim sup

inf

ε↓0 ν∈ΣMax µ∈ΣMin
lim ValR (Gε , s)
ε↓0

ε

RGµ,ν (s)
ε

RGµ,ν (s)
ε

RGµ,ν (s)

(from (1))
(from Lemma 3)
(from Theorem 1)
(by definition).

J
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Absorption Probabilities

For a pair of positional strategies (µ, ν), a stochastic game arena G (G ε ) reduces to a Markov
ε
chain Gµ,ν (Gµ,ν
), whose states are partitioned into a set of transient states and one or more
recurrent (communicating) classes, where a communicating class is a class that becomes
ε
recurrent when removing the sinks sa and sr . Comparing the Markov chains Gµ,ν and Gµ,ν
,
one observes that:
ε
Every transient state of the Markov chain Gµ,ν remains transient in Gµ,ν
.
ε
All recurrent classes of Gµ,ν become communicating classes of Gµ,ν .
ε
The chain Gµ,ν
is absorbing; the runs that do not eventually reach either sa or sr form a
set of measure 0.
Since a positional strategy selects one action for each state, exactly one priority in [k],
denoted by pri(s) is associated to each state of Gµ,ν .
Note that the runs of Gµ,ν that do not reach some recurrent class are a set of measure 0.
Moreover, the runs that reach the absorbing states of Gε without going through a recurrent
class of G are a set, whose measure converges to 0 when  goes to 0. Hence, we can analyze
the Markov chains induced by positional strategies (µ, ν) one recurrent class at a time.
I Lemma 5. Suppose the Markov chain M is recurrent.
1. The sum of the absorption probabilities of the two sinks of Mε is always 1.
2. The limit, for ε that goes to 0, of the absorption probabilities of the odd sink of Mε is 1
if, and only if, the highest priority of the states in M is odd.
3. The limit, for ε that goes to 0, of the absorption probabilities of the even sink of Mε is 1
if, and only if, the highest priority of the states in M is even.
Proof. The first claim follows from Mε being a stopping game (cf. Proposition 2). For the
second claim, let M be the n × n transition matrix of M. Let pri(i) be the priority of state
i. The Markov chain Mε is absorbing and its transition matrix M ε can be written in the
following form:


I2 0
ε
M =
,
R Q
where Iu is the u × u identity matrix, R is n × 2, and Q is n × n. The first two rows and
columns of M ε are named o and e (odd and even, respectively). The other rows and columns
are numbered from 0 to n − 1. Let E be the n × n diagonal matrix such that
eii = εk−pri(i) .
The matrix R is defined by rio = eii if pri(i) is odd and 0 otherwise; likewise rie = eii if pri(i)
is even and 0 otherwise. The matrix Q is defined by
Q = (In − E) · M .
The probabilities of reaching the sinks from the remaining states are computed as
P = (In − Q)−1 · R ,
where N = (In − Q)−1 is called the fundamental matrix for the absorbing chain M ε and
nij is the expected number of times the absorbing chain is in state j if it starts in state i [23,
Theorem 3.2.1] [14, Theorem 11.4]. Since M is recurrent, nij > 0. Let Ni+ (ε) = maxj {nij }
and Ni− (ε) = minj {nij }. That gives lower and upper bounds for the rows of N that are
strictly positive row vectors with uniform entries. Then,
P
P
Ni− (ε)
pio
Ni+ (ε)
0≤`<n r`o
0≤`<n r`o
lim +
·P
≤ lim
≤ lim −
·P
.
ε↓0 N (ε)
ε↓0 pie
ε↓0 N (ε)
0≤`<n r`e
0≤`<n r`e
i
i
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m1 (1 − ε2 )
m0 (1 − ε)
(1 − m1 )(1 − ε2 )
sa

1

ε2

1

0

ε

sr

1

(1 − m0 )(1 − ε)
Figure 2 An augmented Markov chain.

Since

Ni+ (ε)
Ni− (ε)

converges to the ratio of the largest stationary probability in M to the smallest

such probability, regardless of i, its limit is positive and finite. The limit of pio /pie is therefore
determined by the ratio of the sums of the columns of R. Both columns are polynomials
in ε with no constant term, and the lowest degree of the two polynomials is different – one
is even and the other is odd. Therefore, either pio /pie goes to infinity (or the denominator
stays 0), or pio /pie goes to 0. Since pio + pie = 1, this entails that one probability goes to 1
(the one for the column of R with the lowest degree term), while the other goes to 0.
The proof for the third claim is similar.
J
I Example 6. Figure 2 shows an augmented Markov chain whose original Markov chain has
two states, State 0 with priority 2 and State 1 with priority 1. The probabilities m0 and m1
are from [0, 1]. The transition matrix, M ε , of the augmented chain is given by:


1

0
Mε = 
0
ε2

0
1
ε
0


0
0

0
0
 .
m0 (1 − ε)  (1 − m0 ) (1 − ε)
(1 − m1 ) 1 − ε2
m1 1 − ε2

The fundamental matrix N is:


1
1 − m1 + m1 ε2 (1 − m0 )(1 − ε)
·
,
N=
(1 − m1 )(1 − ε2 ) 1 − m0 + m0 ε
|I − Q|

with |I − Q| = ε 1 − m1 + ε(1 − m0 ) − ε2 (1 − m0 − m1 ) . The probabilities of eventually
reaching the sinks are given by:


ε
ε(1 − ε)(1 − m0 ) 1 − m1 + m1 ε2
N ·R=
.
|I − Q| ε(1 − m0 + m0 ε) (1 − ε2 )(1 − m1 )
Both rows of N · R sum to 1 and


0 1
lim N · R =
,
ε↓0
0 1
as expected.
Proof of Lemma 3. For a given pair of positional strategies (µ, ν) ∈ ΠMin × ΠMax on G, and
for every state s of the Markov chain G(µ,ν) , Lemma 5 shows that the following holds for
every state s ∈ S:
ε
G
1. if the state s is in an even BSCC of G(µ,ν) then limε↓0 RGµ,ν (s) = 0 = Pµ,ν
(s),
Gε
G
2. if the state s is in an odd BSCC of G(µ,ν) then limε↓0 Rµ,ν (s) = 1 = Pµ,ν (s),
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Let s ∈ S be a transient state of G(µ,ν) . Let fsµ,ν be the expected number of transitions
taken before reaching a BSCC when starting at s in G(µ,ν) . Note that, with argument similar
to the one used in [17, Lemma 2], one shows that
ε

ε

G
RGµ,ν (s) − εfsµ,ν ≤ Pµ,ν
(s) ≤ RGµ,ν (s) + εfsµ,ν .
ε

That is, the effect of transient states vanishes with ε. Therefore, as ε goes to 0, RGµ,ν (s)
G
tends to Pµ,ν
(s).
Note that this means that, for either player, for every strategy µ or ν that is superior
over a strategy µ0 or ν 0 , respectively, in P G , there is an ε0 > 0 such that, for ε ∈ (0, ε0 ), µ or
ε
ν is superior over µ0 or ν 0 , respectively, in RG .
Given that optimal strategies are positional, and that there are only finitely many
positional strategies, this implies that there is an ε0 > 0 such that, for ε ∈ (0, ε0 ), optimal
ε
strategies for either player in RG are also optimal in P G .
J

4

Markov Decision Processes with Parity Objectives

The reduction of Section 3 works for all stochastic parity games, but, for a parity condition
with k priorities, it employs up to k distinct powers of ε. In practice, this may lead to slow
convergence as a reinforcement learner will require long episodes. We introduce another
reduction, which is only valid for 1 12 -player games (Markov decision processes), but only uses
the first power of ε. We consider Max-MDPs. (Min-MDPs can be treated by dualizing the
MDP first.)
Our reduction is obtained by composing the MDP with the following priority tracker
gadget.
I Definition 7 (Priority Tracker). Given a set of priorities [k] and a parameter 0 ≤ ε ≤ 1,
the priority tracker T ε is an MDP (S, A, T ) where:
S = {sI , sa } ∪ {s2c : 2c ∈ [k]} is the set of states with 2 + dk/2e states including a
distinguished initial state sI , an accepting sink state sa , and a state s2c for each pair
(2c, 2c + 1) of priorities (w.l.o.g., we assume that k is even);
A = [k] is the set of actions that are labeled by priorities from the set [k]; and
T : S × A → D(S) is the transition function defined in the following way.

T (s, a)(s0 ) =


1−ε






ε





1



ε

if s = s0 = sI


1−ε





1






1



0

if s = 2c, a = 2c + 1, and s0 = 2c

if s = sI and s0 = s2c and a ∈ {2c, 2c + 1}
if s = s0 = s2c and a < 2c
if s = 2c, a = 2c + 1, and s0 = sa
if s = 2c, a > 2c + 1, and s0 = 2ba/2c
if s = s0 = sa
otherwise.

An example of the priority tracker for priority set {0, 1, . . . , 5} is shown in Figure 3. Intuitively,
for small enough ε, the gadget is, with high probability, still in state sI when the MDP
enters an end component. Moreover, for small enough ε, the gadget is very likely to see the
dominant priority of the end component before it reaches sa , in which case it reaches sa with
probability 1 if and only if the dominating priority of the end component is odd.

CONCUR 2020

21:10

Model-Free Reinforcement Learning for Stochastic Parity Games

1−ε

1−ε

sI

0, 1

4, 5
2, 3

1−ε

4, 5
ε

ε

2, 3
0

s0
1

0-2
1−ε

ε

ε
4, 5

s2
3

0-4

5

1−ε
ε

s4
1−ε

ε

sa

0-5
Figure 3 Priority tracker gadget for priorities 0-5.

To prove that the gadget of Figure 3 may be used for 1 21 -player stochastic games (MaxMDPs), we make use of a Büchi automaton (i.e., with a parity condition with priorities 0
and 1), which is derived from the priority tracker gadget, as follows.
The Parity to Büchi (PtB) gadget for 2k priorities, Pk , is a Büchi automaton over the
alphabet [2k] that accepts the language of the following LTL property:
G F{2k − 1} ∨ (F G [2k − 2] ∧ (G F{2k − 3} ∨ · · · )) .

(2)

The PtB P6 is shown in Figure 4. In general, the PtB is related to the priority tracker
gadget for the same number of priorities by the following transformation. One replaces the
transitions from the initial state by nondeterministic transitions (all non-accepting), and
uses non-accepting transitions:
from state 2c, one self-loops with every priority d < 2c + 1;
from state 2c, one moves to state 2 · bd/2c for every priority d > 2c + 1;
and accepting transitions
from state 2c, one self-loops with every priority d = 2c + 1.
I Lemma 8. Let B be the synchronous composition of the Max-MDP M = ((S, A, T, ∅,
S), pri) and P2k , with pri : S × A → [2k]. Then, for every s ∈ S,
Val(M, s) = Val(B, (s, sI )) .
Proof. The automaton P2k is good for MDPs [18], because it is a suitable limit-deterministic
Büchi automaton [16, 31]. This means that it can be composed with any Max-MDP equipped
with a parity condition to compute the probability of satisfaction of (2).
J
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0-5
sI
2, 3

0, 1

4, 5

4, 5
2, 3
0

s0

0-2

1

4, 5
s2

3

0-4

s4

5

Figure 4 PtB gadget for priorities 0-5. The transitions marked with a dot are accepting.

Let M = (M, pri) be a stochastic game arena, with no choices for Player Min and with
parity objective, and T ε be the priority tracker. We define MεT to be the synchronous
composition of M with T ε , synchronized with the priorities of the transitions. We assume
that MεT is equipped with a reachability objective with sa as the accept state.
I Theorem 9. For every Max-MDP M = ((S, A, T, SMin , SMax ), pri) and its induced set of
stochastic reachability games MεT , we have that, for all s ∈ S,
Val(M, s) = lim Val(MεT , (s, sI )) .
ε↓0

Proof. The proof is in two parts.
Bounding the limit from below. In the first part of the proof we show that, for every
δ > 0, there exists an εδ > 0 such that for every ε < εδ we have that
Val(MεT , (s, sI )) ≥ Val(M, s) − δ.
Assume that player Max plays a positional strategy, which is optimal for M. We first
consider the special cases that s is in a winning or losing BSCC in the Markov chain
induced by this strategy.
The state s is in an accepting BSCC with dominating odd priority o. In this case, the
probability to satisfy the parity objective is 1.
At the same time, in composition with the priority tracker gadget, no state se with
e > o can be reached in the priority tracker, and there is a path from every state to sa
in the finite product Markov chain. The reachability probability is therefore also 1. In
this case Val(MεT , (s, sI )) = Val(M, s) holds.
The state s is in a rejecting BSCC. In this case, the probability to satisfy the parity
objective is 0, and Val(MεT , (s, sI )) ≥ Val(M, s) holds trivially.
It is therefore enough to select εδ small enough that the chance of progressing away from
the initial state sI of the priority tracker before reaching a BSCC in the induced Markov
chain happens with a probability below δ.
Note that the chance of reaching any BSCC with the priority tracker still in state
sI is naturally no bigger than the chance of reaching the BSCC with or without the
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0-5
sI
2, 3

0, 1

4, 5

4, 5
2, 3
0

s0
1

0-2

4, 5
s2
3

1−ε

s4
5

1−ε
ε

ε

0-4

1−ε

ε

sa
0-5
Figure 5 The reduction of the PtB gadget for priorities 0-5 to the reachability problem

priority tracker being in state sI . Therefore, with the two special cases from above,
Val(MεT , (s, sI )) ≥ Val(M, s) − δ follows. (εδ can, for example, be chosen as δ divided by
the expected number of transitions taken before reaching a BSCC.)
Bounding the limit from above. In the second part of the proof we show
Val(MεT , (s, sI )) ≤ Val(Bε , (s, sI )) ≤ Val(B, (s, sI )) + δ = Val(M, s) + δ.
For the first inequality, note that Bε is similar to MεT , except in the nondeterministic
vs. probabilistic transitions from state sI . Therefore, the priority tracker gadget can be
interpreted as what one gets when the player uses a particular positional randomized
strategy to resolve the nondeterminism in Bε . As this is one possible strategy to resolve
the nondeterminism, the inequality follows.
The equation follows from the fact that the PtB is good for MDPs [18], because it is
a suitable limit-deterministic Büchi automaton [16, 31] that recognizes the words of
priorities, where the highest priority that occurs infinitely often is odd.
To establish the middle inequality, consider the gadget Bε that is obtained by composing
the gadget in Figure 5 with the MDP. Hahn et al. [17, Lemma 2] showed for such SLDBA
that, for every δ 0 , there exists ε0 such that, for all ε < ε0 , we have that
Val(B, (s, sI )) − δ 0 ≤ Val(Bε , (s, sI )) ≤ Val(B, (s, sI )) + δ 0
holds; this provides the second inequality.

(3)
J

While the previous theorem proves that the priority-tracker works in the case of MaxMDPs, unfortunately this reduction cannot be used for general stochastic games, or even
Min-MDPs, where (just as the nondeterminism in the MDP and the PtB gadget are resolved
by different players) Min can gain an unfair advantage from knowing the state of the priority
tracker gadget, as demonstrated by the following lemma.
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I Lemma 10. The priority tracker construction is incorrect for stochastic parity games,
even when restricted to Min-MDPs.
Proof. The game of Figure 6 shows that the priority-tracker should not be used for MinMDPs (or generally for 2 12 -player games). The example game is a Min-MDP: Min is the only
player who makes moves. Yet, Max wins because the highest recurring priority is either 3
or 1. If, however, Min chooses b from q0 until the priority-tracker enters state s2 , and then
switches to action a, the highest recurring priority is intuitively deemed to be even (as it is
not 3, while the priority tracker is in the component that intuitively checks if it is 2 or 3)
and Min is adjudicated the game, because Max cannot reach the reachability target sa . J

5

Experimental Results

Our reduction from stochastic parity games to stochastic reachability games can be done on
the fly because the augmentation of the game graph only requires knowledge of the current
priority. This enables us to use model-free RL to solve the stochastic reachability game that
results from our reduction. We use minimax Q-learning for alternating Markov Games [26] to
compute strategies. By assigning an undiscounted reward of +1 for reaching sa (and 0 reward
otherwise), the values of state-action pairs computed by Q-learning are direct estimates of
the probability of reaching sa , and hence of the probability to satisfy the property.
The models we use to test our reduction [27] are in Table 1. This table presents the name
of the game, the number of states of the game, the priorities in the game, the probability to
satisfy the property by player Max when both players play optimally, and the probability as
estimated by Q-learning. As a verifying step, we fixed Max player’s strategy after learning
and solved the resulting stochastic parity game with Mungojerrie [17]. The resulting
probability to satisfy the property is presented in the table. We also show the time (in
seconds) that it took for Q-learning to compute the strategies, and the value of  used in
learning. Each episode was run until it terminated by a transition to a sink.
In coprobActive [1], a cop and a robber take turns, deterministically moving to adjacent
vertices on a house-shaped graph. Cop is player Max and robber is player Min. The ω-regular
property for our game is to eventually reach a state where the cop and robber are at the
same vertex. Both players select their starting vertex in the first move of the game, starting
with the cop’s selection. In this game, the cop has a winning strategy. coprobPassive is
identical except the robber has an additional action where she does not move. In this variant,
the robber has a winning strategy. coprobActiveP and coprobPassiveP are identical to the
prior two models except that moves are only successful with probability 1/2. The state will
remain unchanged if the move is unsuccessful. The cop has a winning strategy in both of
these models. The randomME model is a randomized mutual exclusion protocol [3, p. 836],
modified to allow simultaneous requests by the two clients. Player Max controls the arbiter,
while player Min controls both clients. The objective of the game is to guarantee absence of

b(3)
a(1)

q0

q1
a(2)

Figure 6 A parity game. Both states are controlled by player Min.
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Table 1 Q-learning results for games. Estimated probabilities, verifying probabilities, and times
are the average of three runs. We tuned hyperparameters individually for each experiment.
Name
coprobActive
coprobPassive
coprobActiveP
coprobPassiveP
coprobSafe
coprobSafeP
randomME
harding
smg1
difference
ttt
coins
penney
robots

states
104
105
105
105
148
150
30
6
8
99241
6321
38200
1745
45784

priorities
0,1
0,1
0,1
0,1
0,1
0,1
1,2,3
0,1,2
0,1
0,1
0,1
0,1
0,1
0,1

prob.
1
0
1
1
1
13/15
1
1
1
1
1
1
1/3
1

estim. prob.
0.99
0
0.99
0.99
0.99
0.85
0.95
0.96
0.97
0.92
1
0.97
0.33
1

verify prob.
1
0
1
1
1
0.86
1
1
1
1
1
1
0.33
0.94

time (s)
1.13
0.46
2.97
4.01
3.50
13.57
4.43
2.88
2.91
12.23
1.57
2.92
0.28
1031.29


0.05
0.05
0.03
0.03
0.03
0.03
0.04
0.04
0.02
0.1
0.07
0.05
0.1
0.003

starvation for one client. The harding example [20] shows that the use of nondeterministic
automata to express ω-regular objectives for games with two strategic players may lead to
incorrect results. In smg1 messages are exchanged between a server and a client [24]. In
difference [39], the Max player chooses digits and the Min players assigns them to places
in two two-digit numbers, x and y. The goal of Player Max is to guarantee x − y ≥ 40.
Example ttt is a model of the tic-tac-toe game. In coins [39], the two players remove in
turn a coin from one end of a row of 4 coins. Player Max tries to collect coins worth at least
as much as the coins collected by Player Min. In penney [28], each player chooses a sequence
of three heads and tails. A fair coin is then tossed repeatedly, and the first player whose
sequence turn up wins. In robots [19], two robots, each controlled by one player, navigate
a grid world. Table 1 shows a strong correlation between the value of ε needed to reliably
learn an optimal strategy and the learning time.
The reduction of Section 4 from parity objectives to reachability objectives for Markov
decision processes can be done on the fly because it only requires knowledge of the current
priority. As before, we can use model-free RL to solve the resulting reachability objective.
In Table 2 we compare 3 methods that use Q-learning to learn a strategy that maximizes
the probability of satisfying a parity objective in a MDP. In Method 1, we translate the parity
objective into a SLDBA objective and use the reduction from [17]. In Method 2, we treat our
MDP as a stochastic game (with only one player) and utilize the reduction from Section 3.
In Method 3, we use the reduction introduced in Section 4. We tuned the hyperparameters
to minimize time subject to the following constraints. First, the strategies produced, as
verified by the model checker, satisfied the property with the maximum probability. Second,
since each method produces an estimate of the probability of the satisfaction of the property,
the estimated probability of satisfaction was within 10% of the true value.
The examples deferred and chocolates have properties where the learner has many
opportunties to transition the SLDBA to its final accepting region. The difficulty here is that
the learner must learn to wait to make this transition, which happens with low probability
during the initial phase of Q-learning where the learner explores randomly. Methods 2 and 3
perform better in these examples because there is no additional choice for the learner to
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Table 2 Q-learning results for MDPs. The Q-table for each experiment was initialized to zero.
The number of states with the SLDBA objective is listed first, followed by the parity objective.
Name
deferred
trafficNtk
chocolates
shoot1
agridGR2

states
74,25
392,773
7168,1034
1175,595
252,216

priorities
1,2
0,1,2
1,2
0,1,2
0-5

Meth. 1 time (s)
3.63
0.45
1523.89
0.36
25.59

Meth. 2 time (s)
2.73
1.87
13.21
> 2000
58.26

Meth. 3 time (s)
0.52
1.88
8.14
33.26
13.97

learn. In shoot1 and trafficNtk, all methods are able to produce strategies that satisfy
the property with the maximum probability relatively easily. However, Methods 2 and 3
require small values of  in order for the estimated probabilites to be close to their true
values, increasing the learning time. In agridGR2, the large number of priorities is harmful
to Method 2’s performance due to the increasing powers of . Throughout each of these
experiments, Method 3 outperforms Method 2 and is competitive with Method 1.

6

Conclusion

We have presented a reduction from stochastic parity games to stochastic reachability games
that allows one to apply model-free reinforcement learning to the computation of the game
values and optimal strategies. We have also described a translation that, while only suitable
for 1 12 -player games – more precisely, for Max-MDPs – requires shorter training episodes
than the more general reduction. Initial experiments show that the proposed approach allows
an off-the-shelf reinforcement learning algorithm like minimax Q-learning to compute optimal
strategies for games of moderate size.
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1

Introduction

Probabilistic finite automata (PFA) are an extension of classical nondeterministic finite
automata (NFA) where transitions, for each state and letter, are represented as probability
distributions. The PFA model was first introduced by Rabin [23].
There are a variety of classical problems for PFA. Let P denote a PFA, Σ an alphabet
and λ ∈ [0, 1] a probability. The acceptance probability of P on a word w ∈ Σ∗ is denoted
fP (w). A central question is (strict) emptiness of cutpoint languages: does there exist a finite
input word w for which fP (w) ≥ λ (or fP (w) > λ for strict emptiness). Another important
problem is that of cutpoint isolation – to determine if λ can be approached arbitrarily closely,
i.e., for each  > 0, does there exist a word w ∈ Σ such that |fP (w) − λ| <  (or the converse,
does there exist δ > 0 such that |fP (w) − λ| ≥ δ for all w ∈ Σ∗ )? The value-1 problem
is a special case of the cutpoint isolation when λ = 1 [13]. In the injectivity problem we
must determine if fP (w) is injective (i.e. do there exist two distinct words with the same
acceptance probability?) In the λ-probability problem we must determine if there exists
w ∈ Σ∗ such that fP (w) = λ.
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The emptiness problem is undecidable for rational matrices [22], even over a binary
alphabet when the PFA has dimension 46 [6], later improved to dimension 25 [18]. The
injectivity problem for PFA is undecidable [2], even for polynomially ambiguous PFA [4].
The main focus of this paper is the cutpoint isolation problem. The authors of [5] show
that the problem of determining if a given cutpoint is isolated (resp. if a PFA has any
isolated cutpoint) is undecidable and this was shown to hold even for PFA with 420 (resp.
2354) states over a binary alphabet [6]. The cutpoint isolation problem, in the special case
where λ = 1 (the value-1 problem), is also known to be undecidable [13]. The problem is
especially interesting given the seminal result of Rabin that if a cutpoint λ is isolated, then
the cutpoint language associated with λ is necessarily regular [23].
Most problems are undecidable for PFA and there exist very few algorithmic solutions [13].
Various classes of restrictions on PFA are possible, related to the number of states, the
alphabet size and whether one defines the PFA over the algebraic reals or the rationals.
Recent work has studied PFA with finite, polynomial or exponential ambiguity (in terms
of the underlying NFA) [10], PFA defined for restricted input words (e.g. those coming
from bounded or letter-bounded languages) [2, 3], commutative PFA, where all transition
matrices commute, for which cutpoint languages and non-free languages generated by such
automata become commutative [4] or other structural restrictions on the PFA such as
#-acyclic automata, for which some problems become decidable [13], including the value-1
problem. Such #-acyclic automata impose a restriction on the structure of the PFA (as we
shall see, we only restrict the input words).
A natural restriction on PFA was studied in [3], where input words of the PFA are
restricted to be from a letter-bounded language (also known as a letter-monotonic language)
of the form L = a∗1 a∗2 · · · a∗` with distinct letters ai ∈ Σ. This is analogous to a 1.5-way PFA,
whose read head may “stay put” on an input letter but never moves left. This may model a
situation where we have some finite number of probabilistic events and we know that there
is a fixed order and number of transitions between them, but with each event being applied
an arbitrary number of times. The model is also related to “promise problems” whereby we
restrict the decision question to a subset of possible inputs [16]. Letter-bounded languages
allow a natural and substantial extension to decision questions on a unary alphabet.
The emptiness and λ-probability problems for PFA on letter-bounded languages were
shown to be undecidable for high (finite) dimensional matrices via an encoding of Hilbert’s
tenth problem on the solvability of Diophantine equations and Turakainen’s method to
transform weighted integer automata to probabilistic automata [25]. These undecidability
results also hold for polynomially ambiguous PFA with commutative matrices [4].
The authors of [10] studied decision problems for PFA of various degrees of ambiguity.
The degree of ambiguity (finite, polynomial or exponential) of a PFA is a structural property,
giving an indication of the number of accepting runs for a given input word. The degree of
ambiguity of automata is a well-known and well-studied property in automata theory [26].
The authors of [10] show that the emptiness problem for PFA remains undecidable even for
polynomially ambiguous automata (quadratic ambiguity), show PSPACE-hardness results
for finitely ambiguous PFA and that emptiness is in NP for the class of k-ambiguous PFA
for every k > 0. The emptiness problem for PFA was later shown to be undecidable for
linearly ambiguous automata [9].

1.1

Our Contributions

It is natural to consider the decidability of the cutpoint isolation problem for polynomially
ambiguous PFA on letter-bounded or commutative languages, given that the (strict) emptiness
problems for such automata are undecidable [4]. In the present paper we prove the surprising
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result that the cutpoint isolation problem is in fact decidable, even if the PFA is exponentially
ambiguous, matrices are non-commutative, and the input language is not just the letterbounded language a∗1 · · · a∗` but instead a more general letter-bounded context-free language.
The results are shown in Table 1.
Table 1 The decidability of problems under different restrictions on the PFA. The main result of
this paper is shown in boldface. Symbol =⇒ denotes that decidability is implied by the decidability
of the more general model; ⇐= denotes that undecidability is implied by the more restricted model.

Problem

Polynomial ambiguity

Letter-bounded

Polynomial ambiguity;

CFL input;

letter-bounded input;

Exponential ambiguity

commutative matrices

(Strict) Emptiness

Undecidable [9, 10, 22]
⇐=

⇐=

Undecidable [4]

Cutpoint isolation

Undecidable [5, 10]

Decidable

=⇒

The result is surprising since in order to solve the cutpoint isolation problem, we must
solve two subproblems. Either the cutpoint λ can be reached exactly (the λ-probability
problem), or else it can only be approximated arbitrarily closely and is only reached exactly
in some limit. As mentioned, the emptiness problem for cutpoint languages is undecidable
for polynomially ambiguous PFA on letter-bounded languages, even when all matrices
commute [4]. The proof of this result shows a construction of a PFA for which determining
if a given λ ∈ [0, 1] is ever reached (i.e., the λ-probability problem) is undecidable. This may
at first seem to contradict the results of this paper, since the λ-probability problem is one of
the two subproblems to be solved for cutpoint isolation. Why is there no contradiction then?
It comes from the fact that as the powers of matrices used in the PFA constructed in [4]
increase, the PFA valuation tends towards the limit value λ. Therefore, this λ is always
non-isolated and hence the cutpoint isolation problem for such constructed PFA and λ is
decidable. However, determining if the PFA ever exactly reaches λ is undecidable. So, there
is no contradiction with the results of this paper. Our main result is stated as follows.
I Theorem 1. The cutpoint isolation problem for probabilistic finite automata where inputs
are constrained to a given letter-bounded context-free language is decidable. Moreover, if the
cutpoint is isolated, then a separation bound  > 0 can be computed such that no input word’s
acceptance probability lies within  of the cutpoint.
The proof of Theorem 1 is found in Section 3. Our proof technique for showing the
decidability of cutpoint isolation for PFA on letter-bounded languages uses the following
crucial facts. If a PFA over a letter-bounded context-free language can approach some
given cutpoint λ arbitrarily closely, then the PFA can reach λ exactly if we allow a subset
of the matrices to be taken to one of their “limiting powers”. We use the property that
each limiting power (of which there may be finitely many) of a stochastic matrix can be
computed in polynomial time (see Lemma 6), as well as a crucial property from linear algebra
that dominant eigenvalues (those of strictly largest magnitude) of a stochastic matrix are
necessarily of magnitude 1, roots of unity and they have equal geometric and algebraic
multiplicities (see Lemma 5). Since the input words of the PFA come from a letter-bounded
CFL, we also use the fact that a letter-bounded language is context-free if and only if its
Parikh image is a stratified semilinear set (see Proposition 3).
The combination of these ideas allows us to derive Algorithm 1, which works as follows.
We initially set all variables as free (rather than fixed), and compute the Parikh image p(L)
of the given letter-bounded CFL L. Using the fact that p(L) is a semilinear set, we compute
which letters can be taken to arbitrarily high powers and which letters have fixed finite values.
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We then use the technical Proposition 7 which states that if we can reach λ then we can
either do so by setting all free variables to an infinite power (which we denote by ω), or else
we can compute an integer C such that the value of one of free variables must be less than C.
We then either set all free variables as ω in the first case, or nondeterministically choose one
of the free variables and assign it a value less than C in the latter case. In the second case we
also update the semilinear set and repeat the above procedure until no free variables remain.
Finally, we verify that the PFA has exactly the value λ for the chosen values of the variables.
The crucial Proposition 7 is somewhat technical, but relies on splitting a product of
stochastic matrices into a summation involving dominant and subdominant eigenvalues (a
subdominant eigenvalue being one with magnitude strictly less than 1) and then applying the
spectral decomposition or Jordan normal form of each stochastic matrix in order to derive
the constant C which bounds the value of one of free variables.
Combining our proof technique with a result of Rabin [23], we derive the following result.
I Corollary 9. The emptiness problem is decidable for probabilistic finite automata on
letter-bounded context-free languages when the cutpoint is isolated.
The undecidability of the emptiness problem for PFA over letter-bounded inputs shown in [4]
therefore only applies when the cutpoint is non-isolated.
The provided algorithm is nondeterministic in nature although we do not have an upper
bound on its complexity. We can however provide the following lower bound via an adaptation
of a proof technique from [4] which proved the NP-hardness of the injectivity problem for
linearly ambiguous three-state probabilistic finite automata over letter-bounded languages.
I Theorem 12. Cutpoint isolation is NP-hard for 3-state PFA on letter-bounded inputs.
Our procedure also allows us to answer some equivalent problems (in Section 5), for
example: given a PFA, λ ∈ [0, 1] and a maximum number k ∈ N of alternations between
input letters, determine if λ is isolated. We also prove the value-1 problem is decidable over
letter-bounded context-free language inputs.

2

Preliminaries

2.1

Probabilistic Finite Automata on Letter-Bounded Inputs

We denote by Fn×n the set of all n × n matrices over some field F. We will primarily be
interested in rational matrices. We use a nonstandard form of Dirac bra-ket notation in several
calculations, to simplify the notation in some complex formulae. If u = (u1 , . . . , un )> ∈ Cn
is a column vector, then we write |ui = u and hu| = u> where u> denotes the transpose of
u, i.e., hu| = (u1 , . . . , un ). Note that Dirac bra-ket notation ordinarily defines that hu| = u∗
where u∗ denotes the conjugate transpose of u, however we will not use this notion at any
point. Note that |ui hv| is just a rank 1 matrix u> v. We use hei | and |ei i to denote the i’th
basis row/column vector respectively.
A PFA P with n states over an alphabet Σ is defined as A = (hu| , {Ma |a ∈ Σ}, |vi) where
hu| ∈ Rn is the initial probability distribution; |vi ∈ {0, 1}n is the final state vector and each
Ma ∈ Rn×n is a (row) stochastic matrix. For a word w = w1 w2 · · · wk ∈ Σ∗ , we define the
acceptance probability fP : Σ∗ → R of P as:
fP (w) = hu| Mw1 Mw2 · · · Mwk |vi ,
which denotes the acceptance probability of w.1
1

Some authors interchange the order of u and v and use column stochastic matrices, although the two
definitions are trivially isomorphic.
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For any λ ∈ [0, 1] and PFA P over alphabet Σ, we define a cutpoint language to be:
L≥λ (P) = {w ∈ Σ∗ |fP (w) ≥ λ}, and a strict cutpoint language L>λ (P) by replacing ≥ with
>. The (strict) emptiness problem for a cutpoint language is to determine if L≥λ (P) = ∅
(resp. L>λ (P) = ∅). Our main focus is on the cutpoint isolation problem, now defined.
I Problem 2 (Cutpoint isolation). Given a PFA P and cutpoint λ ∈ [0, 1], determine if for
each  > 0 there exists some w ∈ Σ∗ such that |fP (w) − λ| < .
Let Σ = {a1 , a2 , . . . , a` } be an alphabet with ` > 0 distinct letters. A language L is called
letter-bounded if L ⊆ a∗1 a∗2 · · · a∗` . If L is letter-bounded and also a context-free language, then
it is called a letter-bounded context-free language. We are interested in cutpoint isolation for
PFA whose inputs come from a given letter-bounded context-free language.
For a letter-bounded language L ⊆ a∗1 a∗2 · · · a∗` , define its Parikh image 2 as
p(L) = { (k1 , . . . , k` ) : ak11 ak22 · · · ak` ` ∈ L }.
Recall that a subset Q ⊆ N` is called linear if there are vectors q0 , q1 , . . . , qr ∈ N` such that
Q = { q0 + t1 q1 + · · · + tr qr : t1 , . . . , tr ∈ N }.
We say that a linear set Q is stratified if for each i ≥ 1 the vector qi has at most two nonzero
coordinates, and for any i, j ≥ 1 if both qi and qj have two nonzero coordinates, i1 < i2 and
j1 < j2 , respectively, then their order is not i1 < j1 < i2 < j2 , i.e., they are not interlaced.
A finite union of linear sets is called a semilinear set, and a finite union of stratified linear
sets is called a stratified semilinear set.
We will need the following classical fact about context-free languages.
I Proposition 3. If L is a context-free language, then its Parikh image p(L) is a semilinear
set that can be effectively constructed from the definition of L [21].
I Remark 4. There is a nice characterization of the letter-bounded context-free languages.
Namely, a letter-bounded language L ⊆ a∗1 a∗2 · · · a∗` is context-free if and only if p(L) is a
stratified semilinear set [14, 15].
Let A1 , . . . , A` ∈ Qn×n be row stochastic matrices. Let u ∈ Qn be a stochastic vector
(the initial vector) and v ∈ {0, 1}n (the final state vector). Let L ⊆ a∗1 a∗2 · · · a∗` be a letterbounded context-free language, and let λ ∈ [0, 1] be a cutpoint for which we want to decide
if it is isolated or not, that is, whether λ belongs to the closure of { hu| Ak11 Ak22 · · · Ak` ` |vi :
ak11 ak22 · · · ak` ` ∈ L }.
If λ is not isolated, then there are two scenarios: either there exists k1 , k2 , . . . , k` ∈ N such
that hu| Ak11 Ak22 · · · Ak` ` |vi = λ, or else λ is never reached but only approached arbitrarily
closely. In the second case there is a sequence of tuples {(k1m , k2m , . . . , k`m )}∞
m=1 such that
km

km

km

λ = lim hu| A11 A22 · · · A` ` |vi
m→∞

and, furthermore, for every t ∈ {1, . . . , `}, either ktm = kt1 for all m ≥ 1, i.e. ktm is fixed, or
km
ktm is strictly increasing and At t converges to a limit as m → ∞.

2

In general, the Parikh image of L ⊆ Σ∗ is defined as p(L) = { (|w|a1 , . . . , |w|a` ) : w ∈ L } where |w|ai
denotes the number of occurrences of letter ai in word w.
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We will use the notation Aω to denote the set of all limits of the sequence {Ak }∞
k=1 (see
Lemma 6 below for a detailed explanation). It follows that if λ is not isolated, then there
exists a choice of variables k1 , k2 , . . . , k` ∈ N ∪ {ω} such that
λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi .
ω
Note that if kt = ω, then Aω
t is a finite set. In this case we substitute all limits of At in the
k`
k1 k2
3
above formula, and so hu| A1 A2 · · · A` |vi also becomes a finite set.

2.2

Algebraic numbers

A complex number α is algebraic if it is a root of a polynomial p ∈ Z[x]. The defining
polynomial pα ∈ Z[x] for α is the unique polynomial of least degree with positive leading
coefficient such that the coefficients of pα do not have a common factor and pα (α) = 0. The
degree and height of α are defined to be that of pα .
In order to do computations with algebraic numbers we use their standard representations.
Namely, an algebraic number can be represented by its defining polynomial and a sufficiently
good complex rational approximation. More precisely, α will be represented by a tuple
(pα , a, b, r), where pα ∈ Z[x] is the defining polynomial for α and a, b, r ∈ Q are such that
α is the unique root of pα inside the circle in C with centre
√ a + bi and radius r. As shown
6
in [19], if α 6= β are roots of p ∈ Z[x], then |α − β| > (d+1)/2 d−1 , where d and H are the
d
H
degree and height of p, respectively. So, if we require r to be smaller than half of this bound,
the above representation is well-defined.
Let ||α|| be the size of the standard representation of α, that is, the total bit size of a, b, r
and the coefficients of pα . It is well-known fact that for given algebraic numbers α and β,
one can compute 1/α, ᾱ and |α| in time polynomial in ||α||, and one can compute α + β
and αβ and decide whether α = β in time polynomial in ||α|| + ||β||. Moreover, for a real
algebraic α, deciding whether α > 0 can be done in time polynomial in ||α||. Finally, there is
a polynomial time algorithm that for a given p ∈ Z[x] computes the standard representations
of all roots of p. For more information on efficient algorithmic computations with algebraic
numbers the reader is referred to [1, 8, 17, 20].

2.3

Spectral decomposition and Jordan normal forms

We define the spectrum (set of eigenvalues) of A ∈ Rn×n as σ(A) = {λ1 , . . . , λn } arranged
in monotonically nonincreasing order, i.e. |λi | ≥ |λj | for all 1 ≤ i < j ≤ n and we define
σ̂(A) ⊆ σ(A) as the set of eigenvalues of A of absolute value 1. We call eigenvalues σ̂(A)
dominant eigenvalues and eigenvalues σ(A) \ σ̂(A) subdominant eigenvalues.
Given A = (aij ) ∈ Fm×m and B ∈ Fn×n , we define the direct sum A ⊕ B of A and B by:


0m,n
A
A⊕B =
, where 0n,m is the n × m zero matrix.
0n,m B
We will use both the spectral decomposition theorem and the Jordan normal form of
stochastic matrices in later proofs. For background, see [11].

3

0
ω
0
0
If {Ak }∞
k=1 has a unique limit A , then we will identify the set A = {A } with the matrix A and write
Aω = A0 . Also, if all kt ’s are finite or if all limits are unique, we identify the number hu| Ak1 1 Ak2 2 · · · Ak` ` |vi
with the one element set {hu| Ak1 1 Ak2 2 · · · Ak` ` |vi}.
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Let Ai ∈ Qn×n be a matrix (we use notation Ai since it will prove useful in the proof
of Proposition 7), and let {λi,1 , . . . , λi,ni } be the eigenvalues of Ai listed according to
their geometric multiplicities4 . Then Ai can be written in Jordan normal form Ai =
Si−1 (J`i,1 (λi,1 ) ⊕ · · · ⊕ J`i,ni (λi,ni ))Si , where Si is an invertible matrix (det(Si ) 6= 0) and
J`i,j (λi,j ) is a `i,j × `i,j Jordan block for 1 ≤ j ≤ ni ≤ n, with ni the number of Jordan
blocks of Ai and `i,j the size of the Jordan block corresponding to eigenvalue λi,j , such that
`i,1 + · · · + `i,ni = n. Jordan block J`i,j (λi,j ) corresponds to the j th eigenvalue λi,j of Ai and
has the form:

λi,j
 0


J`i,j (λi,j ) =  0
 .
 ..
0

1
λi,j
0
..
.

0
1
λi,j
..
.

···
···
···
..
.

0
0
0
..
.

0

0

···

λi,j





 ∈ C`i,j ×`i,j




The matrix Si contains the generalised eigenvectors of Ai . Noting that xy = 0 if y > x, we
now see that
 k
 ki −1
 ki −2
 k −(` −1) 
ki
ki
λi,ji
· · · `i,jki−1 λi,ji i,j
1 λi,j
2 λi,j
 ki −1
 k −(` −2) 

ki
 0
λki,ji
· · · `i,jki−2 λi,ji i,j 
1 λi,j

 k −(` −3) 


J`i,j (λi,j )ki =  0
0
λki,ji
· · · `i,jki−3 λi,ji i,j  ∈ C`i,j ×`i,j


..
..
..
 ..

..

 .
.
.
.
.
0
0
0
···
λki,ji


 
X
X
k
i

|ep i hem+p |
(1)
=
λki,ji −m
m
0≤m≤`i,j −1

1≤p≤`i,j −m

The spectral decomposition of a matrix is a special case of the Jordan normal form.
Namely, any diagonalizable matrix Ai ∈ Qn×n can be written as
Ai = Si−1 (λi,1 ⊕ · · · ⊕ λi,n )Si =

n
X

λi,j |vi,j i hui,j | ,

(2)

j=1

where σ(M ) = {λi,1 , . . . , λi,n } is the set of eigenvalues of Ai , |vi,j i is the j’th column of Si−1
Pn
and hui,j | is the j’th row of Si . Thus we have Aki = j=1 λki,j |vi,j i hui,j |.
We will also require the following technical lemma concerning the dominant eigenvalues
of stochastic matrices.
I Lemma 5 ( [11, Theorem 6.5.3]). Let λ be a dominant eigenvalue of a stochastic matrix
A ∈ Rn×n . Then λ is a root of unity of order no more than n. Moreover, the geometric
multiplicity of λ is equal to its algebraic multiplicity. In other words, the Jordan blocks that
correspond to λ have size 1 × 1.
We also require the following lemma.

4

Note that ni is the number of linearly independent eigenvectors of Ai or the number of Jordan blocks
in the Jordan normal form of Ai . The matrix Ai is diagonalizable if and only if ni = n. Jordan normal
forms are unique up to permutations of the Jordan blocks.
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I Lemma 6. For any stochastic matrix A, the sequence {Ak }∞
k=1 has a finite number of
limits. Namely, there exist a computable constant d such that, for each r = 0, . . . , d − 1, the
subsequence {Adm+r }∞
m=1 converges to a limit, and this limit can be computed in polynomial
time given d and r.
Proof. Let A be a stochastic matrix. As shown in [7], we can compute in polynomial time the
Jordan normal form of A and a transformation matrix S such that A = S −1 JS. Note that A
may have complex eigenvalues, so all computations are done using standard representations
of algebraic numbers as explained in Section 2.2.
By Lemma 5, all dominant eigenvalues of A are roots of unity of orders no more than n,
and their Jordan blocks have size 1 × 1. If λ is a root of unity of order p, then {λk }∞
k=1 is a
periodic sequence with period p. On the other hand, if J` (λ) is a Jordan block corresponding
to an eigenvalue λ such that |λ| < 1, then limk→∞ J` (λ)k is equal to the zero matrix.
Let d be the least common multiple of the orders of the roots of unity among the
eigenvalues of A. Now if λ is a dominant eigenvalue of A, then the values of λdm+r = λr do
not depend on m, where r = 0, . . . , d − 1. Hence J dm+r converges to a limit when m → ∞.
This limit is equal to a matrix J 0 obtained from J by replacing all dominant λ with λr
and all Jordan blocks corresponding to subdominant eigenvalues with zero matrices. So,
limm→∞ Adm+r = S −1 J 0 S.
This shows that {Ak }∞
k=1 has at most d limits. Finally, we note that d may be exponential
in the dimension of A. However, if {Ak }∞
k=1 has a single limit, then this limit can be computed
in polynomial time.
J

3

Decidability of Cutpoint Isolation

In this section we will give a proof of Theorem 1 which is our main result. The crucial
ingredient of our proof is the following technical proposition which will be proven in Section 4.
I Proposition 7. Let J = {1, 2, . . . , `} be indices, λ ∈ [0, 1] a cutpoint, and let JF ⊆ J be
such that kt is a free variable, for t ∈ JF , and kt is assigned a fixed finite value, for t ∈ J \ JF .
Then
either λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi, where kt = ω for all t ∈ JF ,
or else there exists a constant C > 0 such that λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi implies kt < C
for at least one t ∈ JF .
Moreover, we can decide whether the first case holds and compute the constant C in the
second case.
Below we give a high-level description of the main algorithm (Algorithm 1), which gives
a formal proof of Theorem 1, and explain how Proposition 7 is used there.
Let L ⊆ a∗1 a∗2 · · · a∗` be a given letter-bounded CFL. We start by considering all indices
J = {1, . . . , `} as free (i.e. their value is not fixed and they will later be given a fixed
value from N ∪ {ω}) and iteratively fix them until no free indices remain. We first use
Parikh and Ginsburg’s results (Proposition 3) to compute the Parikh image p(L). Then we
nondeterministically choose a linear subset Q and use it to determine the indices which can
be taken to arbitrary high values while staying within Q. These indices will correspond to
the “free variables” in the algorithm.
Let JF be a set of such indices (which will be called R in Algorithm 1). We then set kt
for t ∈ J \ JF to appropriate finite values, while kt with t ∈ JF remain free variables. We
wish to determine if there is a choice of kt ∈ N ∪ {ω} for t ∈ JF such that
λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi ,
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that is, whether λ can be reached by setting each free variable kt either to some finite value or
else to ω, an “infinite” power. Proposition 7 then tells us that either all free variables should
be set at ω in order to reach λ (and this is decidable), or else there exists a computable
constant C such that if we can reach λ by some choice of these free variables, then some
kt < C for an index t ∈ JF .
In the first case, we set all free variables to ω. In the second case, we nondeterministically
choose some free variable, fix its value in the range [0, C) and then update our linear set Q to
satisfy a new constraint. The procedure repeats iteratively until all free variables have been
assigned a fixed value. The algorithm then verifies if this choice of variables gives a solution.
Algorithm 1 Nondeterministic algorithm deciding whether a given cutpoint is isolated.

Stage one (Nondeterministic iterative fixing of free variables):
Let T = J = {1, 2, . . . , `}.
Compute the Parikh image p(L) and nondeterministically choose one of its finitely
many linear subsets Q = { q0 + t1 q1 + · · · + tr qr : t1 , . . . , tr ∈ N } ⊆ p(L).5
while T 6= ∅ do
Let R be the set of indices j ∈ T such that at least one qi with i ≥ 1 has a nonzero
jth coordinate.6
For each j ∈ T \ R, the jth coordinate of all vectors from Q is equal to the jth
coordinate of q0 .7 So, we set kj for j ∈ T \ R to be the jth coordinate of q0 .
Then, for j ∈ R, compute the limits Aω
j with indices respecting set Q
(see Remark 8 below for details).
Check whether λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi, where kj = ω for all j ∈ R.
If yes, return True and stop.
Otherwise, assuming all indices kj for j ∈ J \ R are fixed and R is the set of free
variables, use Proposition 7 to compute the constant C > 0 such that
λ ∈ hu| Ak11 Ak22 · · · Ak` ` |vi implies kj < C for at least one j ∈ R.
Then nondeterministically choose j ∈ R, fix kj ∈ [0, C) and set T ← R \ {j}.
Next, for the chosen index j, find those indices i in {1, . . . , r} for which qi has a
nonzero jth coordinate. Without loss of generality, suppose {1, . . . , s} are these
indices.
Fixing kj ∈ [0, C), restricts the parameters t1 , . . . , ts in Q to a finite set of possible
values since the vector q0 + t1 q1 + · · · + ts qs must have kj in its jth coordinate.
Nondeterministically choose one of these values for t1 , . . . , ts or return False and
stop, if such a choice is impossible.
Let Q ← { (q0 + t1 q1 + · · · + ts qs ) + ts+1 qs+1 + · · · + tr qr : ts+1 , . . . , tr ∈ N }.8
Stage two (Verifying the computation):
At this stage we have fixed all variables k1 , k2 , . . . , k` to some finite values.
Compute hu| Ak11 Ak22 · · · Ak` ` |vi for the obtained values of k1 , . . . , k` ∈ N.
Return True if λ = hu| Ak11 Ak22 · · · Ak` ` |vi or False, otherwise.
End.

I Remark 8. To compute the limits Aω
j with indices respecting set Q, note that the projection
of Q on the jth coordinate is equal to { q0,j + t1 q1,j + · · · + tr qr,j : t1 , . . . , tr ∈ N }, where qi,j
is the jth coordinate of qi . The set hq1,j , . . . , qr,j i = {t1 q1,j + · · · + tr qr,j : t1 , . . . , tr ∈ N }
is a finitely generated subsemigroups of (N, +). Let d = gcd(q1,j , . . . , qr,j ), then there is a
number s > 0 such that for any t ≥ s, we have t ∈ hq1,j , . . . , qr,j i if and only if d divides t.
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This is a well-known property of the subsemigroups of (N, +) [24]. Thus the limits Aω
j with
q0,j
d ω
d ω
indices respecting Q are equal to Aω
=
A
(A
)
,
where
the
limits
(A
)
are
computed
j
j
j
j
using Lemma 6.
It remains to prove that we can compute a separation bound  > 0 between λ and the
closest acceptance probability of P for any input word w ∈ L. Algorithm 1 has two stopping
conditions, either by returning True in Stage one (which we discount since it implies the
cutpoint is not isolated), or else after Stage two.
Algorithm 1 has two sources of nondeterminism in Stage one: in the choice of linear
subset Q and then during the while loop in the choice of j ∈ R and kj ∈ [0, C). We will
evaluate every choice of linear subset Q and every choice of j and kj to cover all possible
cases, updating a global variable  at the end of every nondeterministic branch. Initially,
we set  ← ∞, and let 1 , 2 be additional global variables that are set 1 ← 2 ← ∞ at the
beginning of every nondeterministic branch.
During the execution of Stage one we use Proposition 7 to compute C such that if all
free variables are above C then we are at least some 0 > 0 away from λ. Note that 0 is
less than half of the distance between λ and some limit values. For each iteration of the
while loop, we set 1 ← min{1 , 0 } to keep track of the minimal value. During Stage two,
all variables have a fixed finite value, and we set 2 ← | hu| Ak11 Ak22 · · · Ak` ` |vi − λ| which is
greater than zero assuming λ is isolated. Finally, we set  ← min{, 1 , 2 } > 0.
After inspecting all possible nondeterministic runs of the algorithm, the obtained value
of  gives us the separation bound. Indeed, during the execution of the above procedure, 
is updated to the minimum of 1 and 2 , where 1 is less than half of the distance between
λ and some limit values and 2 keeps track of the distance between λ and the values
hu| Ak11 Ak22 · · · Ak` ` |vi when each index kj is less than the corresponding constant C.

4

Proof of Proposition 7

We begin with a proof sketch. Since each Ai is stochastic, σ̂(Ai ) contains at least one
eigenvalue 1 and all other eigenvalues in σ̂(Ai ) are roots of unity by Lemma 5. All eigenvalues
in σ(Ai ) \ σ̂(Ai ) have absolute value strictly smaller than 1. Our approach is to rewrite the
expression
hu| Ak11 Ak22 · · · Ak` ` |vi

(3)

into the sum of two terms (which will be denoted by S0 and S1 ) such that S0 determines the
limit behaviour as all free variables tend towards infinity, since they control only dominant
eigenvalues, while S1 is vanishing, since at least one free variable controls a subdominant
eigenvalue. We can then reason that if all free variables simultaneously become larger, then
Eqn (3) tends towards a set of computable limits with some vanishing terms. Therefore we
can determine either that we can reach λ when all free variables are ω, or else we can prove
that Eqn (3) is within any  > 0 of a limit value once all free variables are sufficiently large,
which proves the proposition (by setting  as less than the smallest difference from a limit
value and λ). We now proceed with the formal details.
First, we consider the simpler case when all matrices are diagonalizable and then show
how to extend this argument to the general case.
Diagonalizable matrices. Let us first assume that all matrices are diagonalizable. By the
spectral decomposition theorem (see Eqn (2)), we may write a matrix Aki i as:
Aki i

=

n
X
j=1

λki,ji |vi,j i hui,j | ,

(4)
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where {λi,1 , . . . , λi,n } are the eigenvalues of Ai repeated according to their multiplicities, and
the vectors |vi,j i and hui,j |, for 1 ≤ j ≤ n, are related to the eigenvectors of Ai . Now, we
can write:
 

`
n
Y
X
hu| Ak11 Ak22 · · · Ak` ` |vi = hu|  
λki,ji |vi,j i hui,j | |vi
i=1

=

X

1
λk1,j
λk2
1 2,j2

· · · λk`,j` `

j=1

hu|v1,j1 i hu1,j1 |v2,j2 i hu2,j2 | · · · |v`,j` i hu`,j` |vi

j1 ,...,j` ∈[1,n]

Let us thus define Θj1 ,...,j` = hu|v1,j1 i hu1,j1 |v2,j2 i hu2,j2 | · · · |v`,j` i hu`,j` |vi. The above sum
can be split in two: the first summand containing terms where only dominant eigenvalues are
to the power of free variables, and the second containing terms with at least one subdominant
eigenvalue to the power of a free variable (these two terms are labelled S0 and S1 below).
This is a useful decomposition since any term which contains a subdominant eigenvalue
taken to the power of a free variable will tend towards zero as the values of all free variables
(simultaneously) increase. Thus we can write hu| Ak11 Ak22 · · · Ak` ` |vi = S0 + S1 , where
S0 =

X

1
λk1,j
λk2 · · · λk`,j` ` Θj1 ,...,j` ,
1 2,j2

j1 ,...,j` ∈[1,n]
∀t∈JF : |λt,jt |=1

S1 =

X

1
λk1,j
λk2 · · · λk`,j` ` Θj1 ,...,j` .
1 2,j2

j1 ,...,j` ∈[1,n]
∃t∈JF : |λt,jt |<1

By Lemma 5 the dominant eigenvalues are roots of unity, and so S0 assumes only finitely
many different values as kt with t ∈ JF vary, while kt with t ∈ J \ JF are fixed.
Suppose S1 in not an empty sum since otherwise S1 = 0. Then there exists t ∈ JF and
jt ∈ [1, n] such that |λt,jt | < 1. Let ρ be the maximum among such values, that is,
ρ = max{ |λt,j | : t ∈ JF , j ∈ [1, n] and |λt,j | < 1 }.
Suppose kt ≥ C for t ∈ JF , where C is some constant to be chosen later. Then S1 can be
estimated as follows: since for every choice of j1 , . . . , j` in the summation S1 there is t ∈ JF
with |λt,jt | ≤ ρ < 1 and |λi,j | ≤ 1 for all other λi,j , we have
|S1 | ≤ C1 ρC ,

where C1 =

X

|Θj1 ,...,j` |.

j1 ,...,j` ∈[1,n]
∃t∈JF : |λt,jt |<1

Notice that for any rational  > 0, we can compute C ∈ N such that |S1 | ≤ C1 ρC < . Now,
S0 gives a finite number of limit values for hu| Ak11 Ak22 · · · Ak` ` |vi. If λ is not equal to any
of them, then choose  > 0 to be less than half the minimal distance between λ and those
limit values. Using this , we compute C as above. By definition of C, if all kt ≥ C for
t ∈ JF , then the distance between hu| Ak11 Ak22 · · · Ak` ` |vi and one of the limit values of S0
is less than . Thus hu| Ak11 Ak22 · · · Ak` ` |vi cannot be equal to λ when all kt ≥ C for t ∈ JF .
Hence if λ = hu| Ak11 Ak22 · · · A`k` |vi, then there is t ∈ JF such that kt < C.
The general case. We now show how to extend the proof to the case when some matrices
are non-diagonalizable.
Pj−1
Let ai,j = s=1 `i,s be the sum of the sizes of the first j − 1 Jordan blocks of matrix
Ai , so that ai,1 = 0, ai,2 = `i,1 , ai,3 = `i,1 + `i,2 etc. Then we see that by using Eqn (1),
Aki i = Si−1 (J`i,1 (λi,1 )ki ⊕ · · · ⊕ J`i,ni (λi,ni )ki )Si has the form
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X
k
i 
Si−1 
λki,ji −m
|eai,j +p i heai,j +m+p | Si
m
1≤j≤ni 0≤m≤`i,j −1
1≤p≤`i,j −m


 
X
X
X
k
i 
λki,ji −m
Si−1 |eai,j +p i heai,j +m+p | Si 
m
1≤j≤ni 0≤m≤`i,j −1
1≤p≤`i,j −m


 
X
X
X
k
i 
λki,ji −m
|vi,ai,j +p i hui,ai,j +m+p | ,
m
X

=

=

X

1≤j≤ni 0≤m≤`i,j −1

1≤p≤`i,j −m

Pn
Pn
where Si = q=1 |eq i hui,q | and Si−1 = q=1 |vi,q i heq |, with eq the q th basis vector. Here
we used the property that hei |ej i = 0 for any i 6= j. We may now compute that:

=

hu| Ak11 Ak22 · · · Ak` ` |vi

`
Y
X
X

hu|
1≤j≤ni 0≤m≤`i,j −1

i=1

=

=


 
ki 
λki,ji −m
m


X

|vi,ai,j +p i hui,ai,j +m+p | |vi

1≤p≤`i,j −m


 
ki

hu|
λki,ji −m
Ψi,j,m  |vi
m
i=1 1≤j≤ni 0≤m≤`i,j −1


 
X
Y
kt 
1 ,...,m`
t

λkt,jt −m
hu| Ψm
j1 ,...,j` |vi ,
t
mt
`
Y



X

X

j1 ,...,j` | jq ∈[1,nq ]
m1 ,...,m` | mq ∈[0,`q,jq −1]

where Ψi,j,m =

P

1≤t≤`

|vi,ai,j +p i hui,ai,j +m+p | and

1≤p≤`i,j −m
1 ,...,m`
= Ψ1,j1 ,m1 Ψ2,j2 ,m2 · · · Ψ`,j` ,m` .
Ψm
j1 ,...,j`

We may split the above summation, as before, into two parts corresponding to products
containing only dominant eigenvalues to powers of free variables and those containing at
least one subdominant eigenvalue to the power of a free variables. By Lemma 5, Jordan
blocks corresponding to dominant eigenvalues have size 1 × 1, that is, if |λt,jt | = 1 for t ∈ JF ,
then `t,jt = 1 and hence mt = 0. So, we can write
hu| Ak11 Ak22 · · · Ak` ` |vi = S0 + S1 ,
where
!
X

Y

j1 ,...,j` | jq ∈[1,nq ]
m1 ,...,m` | mq ∈[0,`q,jq −1]
∀t∈JF : |λt,jt |=1

t∈JF

X

Y

j1 ,...,j` | jq ∈[1,nq ]
m1 ,...,m` | mq ∈[0,`q,jq −1]
∃t∈JF : |λt,jt |<1

t∈JF

S0 =

S1 =

1 ,...,m`
Θm
=
j1 ,...,j`

Y
t∈J\JF

t
λkt,jt −m
t



kt
mt

λkt,jt t

1 ,...,m`
Θm
j1 ,...,j` ,

t
λkt,jt −m
t

!



kt
mt

!
1 ,...,m`
Θm
j1 ,...,j`

1 ,...,m`
hu| Ψm
j1 ,...,j` |vi .

and

(5)
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1 ,...,m`
Note that kt ’s in the formula for Θm
are fixed since t ∈
/ JF and so At is not a free
j1 ,...,j`
1 ,...,m`
matrix. In other words, Θm
does
not
depend
on
free
variables
ki for t ∈ JF . This also
j1 ,...,j`
implies that S0 assumes only finitely many different values as kt with t ∈ JF vary since by
Lemma 5 the dominant eigenvalues are roots of unity.
Again using the fact that Jordan blocks corresponding to the dominant eigenvalues have
size 1×1, we can rewrite the product inside the formula for S1 from Eqn (5) as follows
 
 
Y
Y
Y
kt −mt kt
kt
kt −mt kt
=
.
λt,jt
λt,jt ·
λt,jt
mt
mt

t∈JF

t∈JF
|λt,jt |=1

t∈JF
|λt,jt |<1

Suppose S1 in not an empty sum since otherwise S1 = 0. Then there exists t ∈ JF and
jt ∈ [1, nt ] such that |λt,jt | < 1. Let ρ be the maximum among such values, that is,
ρ = max{ |λt,j | : t ∈ JF , j ∈ [1, nt ] and |λt,j | < 1 }.
Notice that every summand in S1 has at least one |λt,jt | ≤ ρ < 1 with t ∈ JF , and |λi,j | ≤ 1
kt
for all other λi,j . Also, m
≤ ktmt ≤ ktn since mt ≤ n. So every summand in S1 can be
t
estimated by the expression
Y
C1 ·
ρkt ktn ,
where C1 is a computable constant.
t∈JF
|λt,jt |<1

We have ρk k n → 0 when k → ∞, and for any rational δ > 0 we can compute C such that
ρ k < δ for k ≥ C. If in addition we assume that 0 < δ < 1 and that kt ≥ C for all t ∈ JF ,
then |S1 | ≤ C1 n2` δ.
Now, S0 gives a finite number of limit values for hu| Ak11 Ak22 · · · Ak` ` |vi. If λ is not equal
to any of them, then choose a rational 0 < δ < 1 such that  = C1 n2` δ is less than half the
minimal distance between λ and those limit values. Using this δ, we compute C as before.
By definition of C, if all kt ≥ C for t ∈ JF , then the distance between hu| Ak11 Ak22 · · · Ak` ` |vi
and one of the limit values of S0 is less than . Thus hu| Ak11 Ak22 · · · Ak` ` |vi cannot be equal
to λ when all kt ≥ C for t ∈ JF . Hence if λ = hu| Ak11 Ak22 · · · Ak` ` |vi, then there is t ∈ JF
such that kt < C.
k n

5

Other decidability results and NP-hardness

In this section we utilise Theorem 1 to obtain some related decidability results. The first
of these combines Theorem 1 with a seminal result of Rabin and allows us to use our
decidability result for cutpoint isolation to solve the emptiness problem for PFA on letterbounded context-free languages when the cutpoint is isolated. We again highlight here that
the emptiness problem is undecidable in general on letter-bounded languages, even when all
matrices commute and the PFA is polynomially ambiguous [4].
I Corollary 9. The emptiness problem is decidable for probabilistic finite automata on
letter-bounded context-free languages when the cutpoint is isolated.
Proof. A seminal result of Rabin [23] showed that given a n-state PFA P acting on an
alphabet Σ and isolated cutpoint λ ∈ [0, 1] such that λ is isolated by  > 0 (i.e. |P(w)−λ| > 
for all w ∈ Σ∗ ), then there exists a DFA D such that L<λ (P) = L(D), where L(D) denotes
the language accepted by the DFA D. Moreover, Rabin showed that the number of states of

n−1
D is no more than 1 + |F |
where F is the set of final states of P.

CONCUR 2020

22:14

Decidability of Cutpoint Isolation for PFA on Letter-Bounded Inputs

We note that the proof of Theorem 1 not only determines if a cutpoint is isolated but
also determines an “isolation bound”  > 0 if it is isolated. In this case we can use Rabin’s
result to construct an equivalent DFA D< recognising L<λ (P). By inverting final and non
final states of D< , we can construct D≥ which recognises L≥λ (P). Finally we note that if λ
is isolated then L<λ (P) = L≤λ (P) and thus D< and D≥ recognise the same languages as
L≤λ (P) and L>λ (P), respectively. Hence the emptiness problem is decidable.
J
We now show that the value-1 problem for PFA on letter-bounded CFL inputs is decidable.
This problem is undecidable for standard PFA but decidable for #-cyclic automata [13].
I Corollary 10. The value-1 is decidable for probabilistic finite automata on letter-bounded
context-free languages.
Proof. This is trivial since the value-1 problem is equivalent to the isolation of the cutpoint 1
for a PFA [13].
J
Finally we note that Theorem 1 trivially allows us to determine if a given cutpoint is
isolated for a PFA which is allowed a fixed maximum number of alternations between input
letters (in any order), where each letter may be taken to an arbitrarily high power.
I Corollary 11. Given a probabilistic finite automaton P on alphabet Σ = {a1 , . . . , a` },
cutpoint λ ∈ [0, 1] and maximum number k > 0 of alternations between input letters, then
determining if the cutpoint is isolated is decidable.
Proof. We may apply Algorithm 1 on P and λ with each language from the following (finite)
set of letter-bounded languages Λ = {w1∗ w2∗ . . . wk∗ |wi ∈ Σ}.
This defines the set of inputs where we alternate between the input letters a maximum
of k times (analogous to how counter automata models are often studied with a maximum
number of alternations between increasing and decreasing the counters). If any L ∈ Λ on
Algorithm 1 returns that the cutpoint is not isolated then λ is not isolated for P with a
maximum number of alternations k, otherwise the cutpoint is isolated.
J
In the remainder of this section, we give a lower bound on the complexity of the cutpoint
isolation problem for 3-state PFA on letter-bounded inputs (noting that the encoded PFA
are polynomially rather than exponentially ambiguous).
I Theorem 12. Cutpoint isolation is NP-hard for 3-state PFA on letter-bounded inputs.
Proof. We use a reduction from the subset sum problem, defined thus: given a set of positive
integers S = {x1 , x2 , . . . , xk } ⊆ N and a natural number T ∈ N, does there exist a subset
P
S 0 ⊆ S such that `∈S 0 ` = T ? This problem is well known to be NP-complete [12]. We
define the set of matrices M = {Ai , Bi |1 ≤ i ≤ k} ⊆ Q3×3 in the following way:




1 xi
0
1 0
xi
1 
1 
Ai =
0 1
xi  , Bi =
0 1
xi 
xi + 1
xi + 1
0 0 xi + 1
0 0 xi + 1
Note that Ai and Bi are thus row stochastic. Let u = (1, 0, 0)> be the initial probability
distribution, v = (0, 1, 0)> be the final state vector and let P = (hu| , {Ai , Bi }, |vi) be our
Pk
PFA. We define the cutpoint λ = Ty , where y =
j=1 (xj + 1). Define letter-bounded
language L = (a1 |b1 )(a2 |b2 ) · · · (ak |bk ) ⊆ a∗1 b∗1 a∗2 b∗2 · · · a∗k b∗k (thus L is letter monotonic) and
define a morphism ϕ : {ai , bi |1 ≤ i ≤ k}∗ → {Ai , Bi |1 ≤ i ≤ k}∗ in the natural way (e.g. the
morphism induced by ϕ(ai ) = Ai and ϕ(bi ) = Bi ). Now, for a word w = w1 w2 · · · wk ∈ L,
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note that wj ∈ {aj , bj } for 1 ≤ j ≤ k. Define that v(ai ) = xi and v(bi ) = 0 and inductively
extend to v : Σ∗ → N by defining v(w1 w2 · · · wk ) = v(w1 ) + v(w2 · · · wk ) with v(ε) = 0. In
this case, we see that (due to the structure of Ai and Bi ):
hu| ϕ(w1 w2 · · · wk ) |vi = Qk

v(w)

j=1 (xj

Note of course that the factor Qk

+ 1)

1
(xj +1)

is the same for any w ∈ L.

j=1

Assume that there exists a solution to the subset sum problem, i.e., there exists S 0 ⊆ S
P
such that `∈S 0 ` = T . Then consider word w = w1 w2 · · · wk such that wj = aj if xj ∈ S 0
Pk
and wj = bj otherwise. In this case, i∈S 0 xi = v(w) and thus hu| ϕ(w1 w2 · · · wk ) |vi =
T
y = λ. If no solution exists, then for any word w = w1 w2 · · · wk , |v(w) − T | ≥ 1, and so
|hu| ϕ(w1 w2 · · · wk ) |vi − λ| > Qk 1
and thus λ cannot be arbitrarily approximated.
j=1

(xj +1)

Clearly the representation size of the PFA P and λ are polynomial in the representation
size of the subset sum problem instance and therefore we are done.
J

6

Conclusion

In this work we showed that the cutpoint isolation problem is decidable for PFA when the
input words are constrained to come from a letter-bounded context-free language, even for
exponentially ambiguous PFA. This is in contrast to the situation for the (strict) emptiness
problem and the injectivity problem, which are undecidable even over more restricted PFA
for which all matrices commute, the PFA is polynomially ambiguous and the input words
are over a simple letter-bounded language a∗1 · · · a∗` . We show that if the cutpoint is isolated
for words over the input language, then the emptiness problem becomes decidable. We also
show that the value-1 problem is decidable for these restricted input words.
It would be interesting to determine the complexity of the cutpoint isolation problem
more precisely. We show an NP-hard lower bound in Theorem 12. The algorithm we provide
may belong to NP, however there are some issues with showing this upper bound, namely
that the number of limits of a stochastic matrix may be exponential in its dimension and the
value of constant C from Proposition 7 may be exponential in terms of the bit size of the
matrices, making the verification stage of an NP algorithm difficult to achieve. Extending
the results to more general bounded languages would also be an interesting future work.
References
1

2
3
4

5

Saugata Basu, Richard Pollack, and Marie-Françoise Roy. Algorithms in real algebraic geometry,
volume 10 of Algorithms and Computation in Mathematics. Springer-Verlag, Berlin, second
edition, 2006.
P. C. Bell, S. Chen, and L. M. Jackson. Freeness properties of weighted and probabilistic
automata over bounded languages. Information and Computation, 269, 2019.
P. C. Bell, V. Halava, and M. Hirvensalo. Decision problems for probabilistic finite automata
on bounded languages. Fundamenta Informaticae, 123(1):1–14, 2012.
Paul C. Bell. Polynomially ambiguous probabilistic automata on restricted languages. In
International Colloquium on Automata, Languages, and Programming (ICALP’19), volume
132 of LIPIcs, pages 105:1–105:14, 2019. doi:10.4230/LIPIcs.ICALP.2019.105.
A. Bertoni, G. Mauri, and M. Torelli. Some recursively unsolvable problems relating to isolated
cutpoints in probabilistic automata. In Automata, Languages and Programming, volume 52,
pages 87–94, 1977.

CONCUR 2020

22:16

Decidability of Cutpoint Isolation for PFA on Letter-Bounded Inputs

6
7
8
9

10
11
12
13

14
15
16
17
18

19
20
21
22
23
24
25
26

V. Blondel and V. Canterini. Undecidable problems for probabilistic automata of fixed
dimension. Theory of Computing Systems, 36:231–245, 2003.
Jin-yi Cai. Computing Jordan normal forms exactly for commuting matrices in polynomial
time. Int. J. Found. Comput. Sci., 5(3/4):293–302, 1994. doi:10.1142/S0129054194000165.
Henri Cohen. A course in computational algebraic number theory, volume 138 of Graduate
Texts in Mathematics. Springer-Verlag, Berlin, 1993. doi:10.1007/978-3-662-02945-9.
L. Daviaud, M. Jurdzinski, R. Lazic, F. Mazowiecki, G. A. Pérez, and J. Worrell. When is
containment decidable for probabilistic automata? In International Colloquium on Automata,
Languages, and Programming (ICALP’18), volume 107 of LIPIcs, pages 121:1–121:14, 2018.
doi:10.4230/LIPIcs.ICALP.2018.121.
N. Fijalkow, C. Riveros, and J. Worrell. Probabilistic automata of bounded ambiguity. In
28th International Conference on Concurrency Theory (CONCUR), pages 19:1–19:14, 2017.
S. Friedland. Matrices: Algebra, Analysis and Applications. World Scientific Publishing
Company Pte Limited, 2015. URL: https://books.google.co.uk/books?id=y8fACwAAQBAJ.
M. R. Garey and D. S. Johnson. Computers and Intractability: A Guide to the Theory of
NP-Completeness. W. H. Freeman and Co. New York, NY, USA, 1979.
H. Gimbert and Y. Oualhadj. Probabilistic automata on finite words: decidable and undecidable
problems. In International Colloquium on Automata, Languages and Programming (ICALP’10),
volume 2, pages 527–538, 2010.
S. Ginsburg. The Mathematical Theory of Context Free Languages. McGraw-Hill, 1966.
Seymour Ginsburg and Edwin Spanier. Semigroups, Presburger formulas, and languages.
Pacific journal of Mathematics, 16(2):285–296, 1966.
O. Goldreich. On promise problems: a survey. In Essays in Memory of Shimon Even, volume
3895 of Lecture Notes in Computer Science, pages 254–290. Springer-Verlag, 2006.
V. Halava, T. Harju, M. Hirvensalo, and J. Karhumäki. Skolem’s problem — on the border
between decidability and undecidability. In TUCS Technical Report Number 683, 2005.
M. Hirvensalo. Improved undecidability results on the emptiness problem of probabilistic and
quantum cut-point languages. SOFSEM 2007: Theory and Practice of Computer Science,
Lecture Notes in Computer Science, 4362:309–319, 2007.
M. Mignotte. Some useful bounds. In Computer algebra, pages 259–263. Springer, Vienna,
1983.
V. Y. Pan. Optimal and nearly optimal algorithms for approximating polynomial zeros.
Comput. Math. Appl., 31(12):97–138, 1996. doi:10.1016/0898-1221(96)00080-6.
R. J. Parikh. On context-free languages. Journal of the ACM (JACM), 13(4):570–581, 1966.
A. Paz. Introduction to Probabilistic Automata. Academic Press, 1971.
M. O. Rabin. Probabilistic automata. Information and Control, 6:230–245, 1963.
J. C. Rosales and P. A. García-Sánchez. Numerical semigroups, volume 20 of Developments in
Mathematics. Springer, New York, 2009. doi:10.1007/978-1-4419-0160-6.
P. Turakainen. Generalized automata and stochastic languages. Proceedings of the American
Mathematical Society, 21:303–309, 1969.
A. Weber and H. Seidl. On the degree of ambiguity of finite automata. Theoretical Computer
Science, 88(2):325–349, 1991.

Multi-Dimensional Long-Run Average Problems
for Vector Addition Systems with States
Krishnendu Chatterjee
IST Austria, Klosterneuburg, Austria
https://pub.ist.ac.at/~kchatterjee/
krish.chat@ist.ac.at

Thomas A. Henzinger
IST Austria, Klosterneuburg, Austria
http://pub.ist.ac.at/~tah/
tah@ist.ac.at

Jan Otop
University of Wrocław, Poland
https://sites.google.com/a/cs.uni.wroc.pl/jan-otop/
jotop@cs.uni.wroc.pl

Abstract
A vector addition system with states (VASS) consists of a finite set of states and counters. A transition
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Introduction

Vector Addition System with States (VASS) and probabilistic VASS. Vector Addition
Systems (VASs) provide a powerful framework for analysis of parallel processes [16]. They
are equivalent to the well-studied model of Petri Nets [25]. The generalization of VASs with
a finite-state transition system gives Vector Addition Systems with States (VASS). The model
of VASS is as follows: there is a finite set of control states with transitions between them,
and a set of k counters, where at every transition between the control states each counter is
either incremented, decremented, or remains unchanged. For a VASS, a configuration is a
control state and a valuation of each counter, and the transitions of the VASS determines the
transitions between the configurations. Thus a VASS is a finite description of an infinite-state
transition system between the configurations. The class of VASS where the counters can
hold all possible integer values, are referred to as integer-valued VASS; and the class of
VASS where the counters can hold only non-negative values, are referred to as natural-valued
VASS. A probabilistic VASS consists of a VASS along with probability distribution over the
transitions for every state.
VASS Framework in Verification. VASS are an elegant mathematical framework for concurrent processes [16], and have been widely studied in performance analysis of concurrent
processes [14, 20, 23, 24]. They have also been used in several other contexts, such as:
(a) analysis of parametrized systems [3], (b) abstract models for programs for bounds analysis [34], (c) interactions between components of an API in component-based synthesis [18].
The probabilistic VASS provide a natural model for problems mentioned above with stochasticity in the system [6]. Thus VASS and probabilistic VASS provide a rich framework for
many problems in verification and program analysis.
Previous results for VASS. A computation (run) in a VASS is an infinite sequence of
configurations with transitions between successive configurations. The classical problems
studied for VASS are as follows: (a) control-state reachability where given a set of target
control states a computation satisfies the objective if a target state is reached; (b) configuration
reachability where given a set of target configurations a computation satisfies the objective if
a target configuration reached. For natural-valued VASS, (a) the control-state reachability
problem is ExpSpace-complete: the ExpSpace-hardness is shown in [15, 30] and the upper
bound follows from [33]; and (b) the configuration reachability problem is decidable [26,
27, 28, 31], and a recent breakthrough result establishes non-elementary hardness [13]. For
integer-valued VASS, (a) the control-state reachability problem is NLogSpace-complete (by
reduction to graph reachability); (b) the configuration reachability problem is NP-complete.
In probabilistic VASS, for the natural-valued class, even defining the probability measure
over infinite computations is a challenging and complex problem [6], as computations that
violate the non-negativity condition terminate as finite computations.
Long-run average objective and multi-dimensional long-run average problem. The classical problems for VASS consider qualitative (or Boolean) objectives where each computation
is either satisfactory or not. In this work we consider multi-dimensional long-run average
objective. For a counter, we consider the cost of a configuration as the value of the counter.
For a computation, the long-run average of the costs of the configurations of the computation
is the long-run average value for the respective counter. The multi-dimensional long-run
average problem given a VASS and a threshold value for each counter, asks whether there is
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a computation such that for each counter the long-run average value for the counter does
not exceed the respective threshold. For integer-valued probabilistic VASS, instead of the
existence of a computation, we consider whether the expected long-run average value for
each counter does not exceed the respective threshold. For natural-valued probabilistic
VASS, the presence of terminating runs makes even defining the probability measure complex. We consider two variants: (a) strict semantics that require all computations to be
non-terminating; (b) relaxed semantics where we consider the conditional probability with
respect to non-terminating runs.

Motivating examples. We present some motivating examples for the problems we consider.
First, consider a VASS where the counters represent different queue lengths, and each queue
consumes a resource type (e.g., energy or memory or time delay) proportional to its length.
The multi-dimensional long-run average problems asks that the average consumption of
each resource does not exceed a desired threshold. Second, consider a system that uses two
different batteries, and the counters represent the charge levels. At different states, different
batteries are used, and we are interested in the long-run average charge of each battery. This
is again modeled as the multi-dimensional long-run average problem.

Our contributions. Our main contributions are as follows:
1. For non-probabilistic VASS we show that the multi-dimensional long-run average problem
(a) is NP-complete for integer-valued VASS, and (b) is undecidable for natural-valued
VASS.
2. For probabilistic integer-valued VASS, we show that the multi-dimensional long-run
average problem can be solved in polynomial time. For natural-valued VASS, we show
that the multi-dimensional problem can be solved in polynomial-time for (a) the strict
semantics, and (b) the relaxed semantics for strongly connected VASS such that the
expected multi-dimensional long-run average is finite. For the relaxed semantics and
general natural-valued VASS, we show ExpSpace-hardness, and the exact decidability
and complexity remain open.

Related works. For probabilistic VASS the long-run average behavior problem has been
studied [6], as well as for other infinite-state models such as pushdown automata and
games [1, 11, 12]. However, these works consider that costs are associated with the transitions
of the finite-state system and do not depend on the counter values; moreover, they do not
consider the multi-dimensional problem. In contrast, we consider costs that depend on the
counter values, and hence on the configurations. Costs based on configurations, specifically
the content of the stack in pushdown automata, have been considered in [32]. Quantitative
asymptotic bounds for polynomial-time termination in VASS have also been studied [5, 29],
however, these works do not consider long-run average property. Finally, a related model
of automata with monitor counters with long-run average property have been considered
in [7, 8]. However, there is a crucial difference: in automata with monitor counters, counters
are reset once the value is used. Moreover, the complexity results for automata with monitor
counters are quite different from the results we establish. Finally a recent work considers
long-run average problem for VASS [9]. However, the cost is always single-dimensional with
a linear combination of the counter values, and moreover, probabilistic VASS have not been
considered in [9].
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2

Preliminaries

For a sequence w, we define w[i] as the (i + 1)-th element of w (we start with 0) and w[i, j]
as the subsequence w[i]w[i + 1] . . . w[j]. We allow j to be ∞ for infinite sequences. For a
finite sequence w, we denote by |w| its length; and for an infinite sequence the length is ∞.
We use the same notation for vectors. For a vector ~x ∈ Rk (resp., Qk , Zk or Nk ), we define
x[i] as the i-th component of ~x.

2.1

Vector addition systems with states (VASS)

A k-dimensional vector addition system with states (VASS) over Z (resp., over N), referred
to as VASS(Z, k) (resp., VASS(N, k)), is a tuple A = hQ, Q0 , δi, where (1) Q is a finite set
of states, (2) Q0 ⊆ Q is a set of initial states, and (3) δ ⊆ Q × Q × Zk is a transition relation.
In a transition (q, q 0 , ~y ), the vector ~y is called a counter update as we refer to k dimensions of
a VASS as counters. We often omit the dimension in VASS and write VASS(Z), VASS(N) if
a definition or an argument is uniform w.r.t. the dimension.
We define the size of a VASS in a standard way assuming binary encoding of counter
P
updates. Formally, the size of a VASS hQ, Q0 , δi is defined as |Q| + (q,q0 ,~y)∈δ len(~y ), where
len(~y ) is the length of the binary representation of ~y .

Configurations and computations. A configuration of a VASS(Z, k) A is a pair from
Q × Zk , which consists of a state and a valuation of the counters. A computation of A is an
infinite sequence π of configurations such that (a) π[0] ∈ Q0 × {~0}, and (b) for every i ≥ 0,
there exists (q, q 0 , ~y ) ∈ δ such that π[i] = (q, ~x) and π[i + 1] = (q 0 , ~x + ~y ). Note that, without
loss of generality, we assume that the initial counter valuation is ~0. We can encode any initial
configuration in the VASS itself.
A computation of a VASS(N, k) A is a computation π of A considered as a VASS(Z, k)
such that the values of all counters are non-negative, i.e., for all i we have π[i] ∈ Q × Nk .
Transitions of a VASS(N) that make the value of some counter negative are disabled.
We call a finite sequence ρ a subcomputation of a VASS(Z, k) (resp., VASS(N, k)) A, if
it satisfies condition (b), i.e., all configurations are consistent with some transitions of A,
and all configurations belong to Q × Zk (resp., Q × Nk ).
Paths and cycles. A path p = (q0 , q00 , ~y0 ), (q1 , q10 , ~y1 ), . . . in a VASS(Z) (resp., VASS(N))
A is a (finite or infinite) sequence of transitions (from δ) such that for all 0 ≤ i < |p| we
0
0
have qi0 = qi+1 . A finite path p is a cycle if p = (q0 , q00 , ~y0 ), . . . , (qm , qm
, ~ym ) and q0 = qm
.
Every computation in a VASS(Z) (resp., VASS(N)) corresponds to the unique infinite path.
Conversely, every infinite path in a VASS(Z) A starting with q0 ∈ Q0 defines a computation
in A. However, if A is a VASS(N, k), some paths do not correspond to valid computations
due to non-negativity restriction posed on the counters.

Cycle characteristics. For a path p we define Gain(p) as the vector of total counter
change upon p. Formally, for p of length n with counter updates ~y1 , . . . , ~yn we define
Pn
Gain(p) = i=1 ~yi .
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Probabilistic semantics

Markov chains. A Markov chain is a tuple hΣ, Q, Q0 , δ, P, µi such that (1) Σ is a (finite)
set of labels, (2) Q is a (finite) set of states, (3) Q0 is a set of initial states, (4) δ ⊆ Q × Q × Σ
is a transition relation, (5) P : δ → (0, 1] is a probability distribution over transitions such
P
that for every s ∈ S we have s0 ∈S,a∈Σ p(s, s0 , a) = 1, and (6) µ : Q0 → [0, 1] is an initial
P
distribution such that q∈Q0 µ(q) = 1.
Probability measures defined by Markov chains. For a finite path p in a Markov chain
M, we define the probability of p, denoted by PM (p), as the product of probabilities of
transitions along p. For any n > 0, the probability PM (·) is indeed a probability measure
over paths of length n. We extend this probability measure to infinite paths in the standard
fashion. Let X be the set of all infinite paths in M. For a basic open set p · X, which is
the set of all paths with the common prefix p, we define PM (p · X) = PM (p), and then the
probability measure over infinite paths defined by M is the unique extension of the above
measure (by Carathéodory’s extension theorem [17]). We will denote the unique probability
measure defined by M as PM .
Probabilistic VASS. Probabilistic VASS generalize both VASS and Markov chains. A probabilistic VASS is a VASS, in which transitions are labeled with probabilities. It can be also
considered to be an infinite-state Markov chain over the set of states Q × Zk (resp., Q × Nk )
and Σ is a singleton. Formally, a probabilistic VASS is a tuple A = hQ, Q0 , δ, P, µi such
that (1) hQ, Q0 , δi is a VASS (VASS(Z) or VASS(N)), (2) P : δ → (0, 1] is the probability
P
distribution over transitions, which for every q ∈ Q satisfies (q,q0 ,~y)∈δ P (q, q 0 , ~y ) = 1, and
P
(3) µ : Q0 → [0, 1] is the initial distribution, which satisfies q∈Q0 µ(q) = 1.
Probability measures defined by probabilistic VASS. A probabilistic VASS(Z) (resp.
VASS(N)) defines the probability measure over its computations. First, a probabilistic
VASS(Z) (resp., VASS(N)) A defines the probability measure over its infinite paths in the
same way as a Markov chain does. In VASS(Z), every path corresponds to a computation
and hence the probability measure over infinite paths carries over to computations.
We define PA as the probability measure on computations carried over from infinite paths.
However, in VASS(N) some paths may not correspond to valid computations. For that
reason, defining the probability measure over computations poses difficulties [6]. We consider
two possible solutions: the strict and the relaxed semantics.
Under the strict semantics, we require that all paths correspond to valid computations
and then we define the probability measure PsA over computations as in the VASS(Z)
case.
Under the relaxed semantics, we require the set of paths corresponding to valid computations to have a non-zero probability, and we define the probability measure PrA over
computations as the conditional probability under the condition being the set of all paths
that correspond to valid computations.
Random computations. To indicate that we consider a computation picked at random, we
denote by ξ computations considered as random events.
I Remark 1. Under the strict semantics we require that every path corresponds to a valid
computation, i.e., no counter gets a negative value. Note that relaxing all to almost all (i.e.,
with probability 1) gives us the same notion. Being a valid computation is a safety property
and hence if the set of paths corresponding to valid computations has probability 1, then it
is the set of all paths.
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3

Problems

In this section, we define the multi-dimensional average problem and the expected multidimensional average problem, which we study in this paper. We define the averages over
selected positions; averages are parametrized by a set of states S, called selected states, which
determines meaningful configurations over which we compute the average, while skipping
other configurations. This allows us to specify properties based on desired events (from S)
rather than steps.
Averages and limit-averages over selecting states. Let A = hQ, Q0 , δi be a VASS(Z, k)
(resp., VASS(N, k)) and S ⊆ Q be a set of selecting states. Fix a counter i ∈ {1, . . . , k}.
For a finite subcomputation ρ of A, which contains at least one configuration from S × Zk
(resp., S × Nk ), we define the average value of counter i (over S), denoted by AvgiS (ρ), as
the average over values of counter i over configurations with the state belonging to S, i.e.,
we first pick a subsequence (s1 , ~x1 ), . . . , (sm , ~xm ) consisting of all configurations (s, ~x) such
Pm
1
xj [i].
that s ∈ S, and then take the average of the values of counter i: AvgiS (ρ) = m
j=1 ~
i
If ρ has no configurations with states from S, then AvgS (ρ) is undefined. For an infinite
sequence π of configurations, which contains infinitely many configurations from S ×Zk (resp.,
S × Nk ), we define the limit-average value of the counter i (over S), denoted by LimAvgiS (π),
as LimAvgiS (π) = lim inf k→∞ AvgiS (π[0, k − 1]). If π does not contain infinitely many
configurations from S × Zk (resp., S × Nk ), then LimAvgiS (π) is undefined.
Multi-dimensional averages and limit-averages over selecting states. We extend averages
~ = (S[1], . . . , S[k]) be a k-tuple of the subsets
and limit-averages to multiple dimensions. Let S
of Q. For a (finite) subcomputation ρ and an (infinite) computation π, we define
AvgS~ (ρ) = (Avg1S[1] (ρ), . . . , AvgkS[k] (ρ))
LimAvgS~ (π) = (LimAvg1S[1] (π), . . . , LimAvgkS[k] (π))
if all their components are defined. If any component of AvgS~ (ρ) (resp., LimAvgS~ (π)) is
undefined, the whole vector is undefined.
I Definition 2 (The multi-dimensional average problem for VASS). Given a VASS(N, k) (resp.,
~ ∈ (2Q )k and ~λ ∈ Qk , the (multi-dimensional) average problem asks
VASS(Z, k)) A, S
whether there exists a computation π such that LimAvgS~ (π) is defined and LimAvgS~ (π) ≤ ~λ,
~ are component-wise bounded by ~λ.
i.e., the limit-averages of counter values over S
Expected limit-averages over selecting states. Consider a probabilistic VASS(Z, k) (resp.,
VASS(N, k)), which defines a probability measure PA (resp., PsA or PrA ) over its computations.
~ = (S[1], . . . , S[k]) be a k-tuple of the subsets of Q. The function ξ 7→ LimAvgiS[i] (ξ)
Let S
is a random variable w.r.t. PA (resp., PsA or PrA ) and we define EA (LimAvgiS[i] ) as the
expected value of this random variable. If the set of computations ξ, at which LimAvgiS[i] (ξ)
is undefined, has a non-zero probability, then the expected value is undefined as well. We
extend the expectation to vectors and define the expected multi-dimensional limit-average as
EA (LimAvgS~ ) = (EA (LimAvg1S[1] ), . . . , EA (LimAvgkS[k] )).
As above, the expected value EA (LimAvgS~ ) is defined only if all components are defined.
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I Definition 3 (The expected (multi-dimensional) average problem for VASS). Given a prob~ ∈ (2Q )k , the expected multi-dimensional average problem asks to
abilistic VASS A, S
~ i.e., EA (LimAvg ~ ).
compute the expected limit-averages over S,
S
I Remark 4. In all complexity results for the multi-dimensional average and the expected
multi-dimensional average problems, we consider VASS where the counter updates are
encoded in binary.

4

Results on integer-valued VASS

4.1

The multi-dimension average problem

~ ∈ (2Q )k and thresholds ~λ ∈ Qk . For
Consider a VASS(Z, k) A = hQ, Q0 , δi, a vector S
simplicity, we assume that Q0 = {q0 } and hence (q0 , ~0) is the initial configuration.
We present sufficient and necessary conditions for the existence of a computation π with
LimAvgS~ (π) ≤ ~λ. These conditions are expressed in terms of simple cycles in A, i.e., they
stipulate that for each counter i there exist (a) a simple cycle that can be iterated to ensure
that limit average infimum is consistent with the threshold ~λ[i], and (b) a path to access this
cycle, and then to switch back to another cycle. These conditions can be check in NP. We
present main ideas assuming that A is strongly connected.
Assume that A is strongly connected, i.e., it is strongly connected as a labeled graph.
We distinguish two types of counters based on their behavior in A: bounded and unbounded.
We first assume that for every counter i there is a cycle ci such that iterating this cycle
decreases this counter’s value, i.e., Gain(ci )[i] < 0. In such a case all counters are unbounded
and for any ~λ there exists a computation π such that LimAvgS~ (π) ≤ ~λ.
The all-unbounded case. We assume that all counters are unbounded. Fix some ~λ ∈ Qk .
We construct π such that LimAvgS~ (π) ≤ ~λ by interleaving strategies for each counter i to
make its partial average below ~λ[i]. More precisely, we define the path p of the form
p = s11 s12 . . . s1k s21 . . . s2k . . .
such that for every prefix s11 . . . sji of p, the subcomputation ρji corresponding to that prefix
satisfies AvgS[i] (ρji ) ≤ ~λ[i], i.e., the partial average over S[i] is bounded by ~λ[i]. We can
construct such p as follows. Suppose that a prefix of p has been defined as above, and we
need to construct sji . There are two cases: if the cycle ci with Gain(ci )[i] < 0 contains a
selecting state from S[i], then sji = (ci )m for some large m, i.e., we iterate ci long enough
such that the average of the whole prefix computation is below ~λ[i]. If ci does not contain
any state from S[i], then there exists c0i that contains a selecting state and Gain(c0i )[i] < 0.
Indeed, let d be a cycle from the initial state of ci to itself that contains a selecting state.
N
Then, d · cN
i contains a selecting state and Gain(d · ci )[i] < 0 for some N .
Now, let π be the computation corresponding to p. For every counter i there are infinitely
many positions at which the partial average over S[i] at most ~λ[i] and hence LimAvgS~ (π) ≤ ~λ.
The some-bounded case. Assume that for a counter j, there is no cycle such that iterating
it decreases the value of counter j. In other words, for all cycles c we have Gain(c)[j] ≥ 0.
We classify such a counter as bounded. It is clearly lower bounded and for the limit average
to be finite its has to be upper bounded. In consequence, in any computation π with finite
limit-average, all cycles c that occur infinitely often satisfy Gain(c)[j] = 0. This in turn
restricts the set of cycles that can appear infinitely often in the considered paths, which
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makes other counters bounded. We iterate this process until we reach a fixed point B, which is
the set of all bounded counters. The complement of B, denoted by U, is the set of unbounded
counters.
Note that for each unbounded counter i ∈ U there is a cycle ci such that:
(U1) we have Gain(ci )[i] < 0 and it contains a selecting state, and
(U2) for each bounded counter j ∈ B, we have Gain(ci )[j] = 0.
It follows that similarly to the all-unbounded case, we can make sure that the partial averages
of unbounded counters are arbitrarily low.
The limit average of a bounded counter depends on its initial value. Indeed, in the extreme
case, if the value of a counter i does not change in any transition, then it is bounded and in
every computation the limit average of counter i is precisely its initial value. However, to
characterize cycles that witness low limit-averages of bounded counters it is more convenient
to refer to a configuration that occurs infinitely often rather than the initial configuration.
Therefore, we consider a recurring configuration (s0 , ~x) that is: (a) reachable from the initial
configuration (q0 , ~0), (b) there are infinitely many configurations (s0 , ~y ) such that ~y and ~x
agree on bounded counters. We now drop the strongly-connected assumption on A.
Observe that switching between cycles for different (bounded or unbounded) counters
may affect values of bounded counters. Therefore, for a bounded counter i ∈ B we require
that there is a cycle ci , which (a) can be accessed with an appropriate path, and (b) its
average together with the initial value are bounded by ~λ[i]. To make it more precise: there
exist a cycle ci and paths ini , outi such that
(B1) we have AvgS[i] (ρ) ≤ ~λ[i], where ρ is the subcomputation corresponding to the cycle
ci starting from the configuration reached from (s0 , ~x) over the path ini , and
(B2) ini , outi are from s0 to some s ∈ ci and from the same s to s0 respectively, and for
each bounded counter j ∈ B, we have Gain(ci )[j] = 0 and Gain(ini outi )[j] = 0.
Finally, we require that for all unbounded counters i ∈ U there exist access paths ini , outi
as in condition (B2), i.e., paths ini , outi satisfy:
(U3) ini , outi are from s0 to some s ∈ ci and from the same s to s0 respectively, and for
each bounded counter j ∈ B, we have Gain(ini outi )[j] = 0.
Condition (U3) is necessary as otherwise, switching between cycles for unbounded cycles
and bounded cycles could change values of bounded counters. Observe that conditions (U2)
and (U3) together are the same as (B2). We unify these conditions into a single one
denoted (BU).
A witness for LimAvgS~ ≤ ~
λ. A witness for LimAvgS~ ≤ ~λ is a tuple consisting of (a) a
(recurring) configuration (s0 , ~x) reachable from the initial configuration (q0 , ~0), (b) a partition
of counters into B and U, and (c) cycles ci and access paths ini , outi , for all i, which all
satisfy conditions (U1), (B1) and (BU).
First, we show that the existence of a witness for LimAvgS~ ≤ ~λ is sufficient for the
existence of a computation π with LimAvgS~ (π) ≤ ~λ.
Key ideas. Using a witness, we construct a computation π satisfying LimAvgS~ (π) ≤ ~λ in
a similar way as in the all-unbounded case. The only difference here is that we use access
paths to switch between cycles for different counters so that we switch between the counters
in the state s0 , where the values of bounded counters are the same as in the configuration
(s0 , ~x). Due to condition (BU), we do not require A to be strongly connected. The full
proof is relegated to the appendix. In consequence, we have the following:
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I Lemma 5. Let A be a VASS(Z). If it has a witness for LimAvgS~ ≤ ~λ, then there exists
a computation π such that LimAvgS~ (π) ≤ ~λ.
We show that the existence of a witness for LimAvgS~ ≤ ~λ is necessary for the existence
of a computation π with LimAvgS~ (π) ≤ ~λ. We present key ideas, while the full proof is
relegated to the appendix.
Key ideas. Consider a computation π such that LimAvgS~ (π) ≤ ~λ and let p be the infinite
path corresponding to π. Let s0 be a state that occurs infinitely often. We can decompose
p into simple cycles greedily always picking the first occurring simple cycle. Now, consider
all simple cycles D = {d1 , . . . , dm } that occur infinitely often. Based on these cycles we
define B as the set of counters j such that for all cycles d ∈ D we have Gain(d)[j] = 0,
and U = {1, . . . , k} \ B. It follows that there is a configuration (s0 , ~x) in π such that for all
(s0 , ~y ) past that configuration ~x and ~y agree on the values of bounded counters. This follows
from the fact that eventually all cycles from s0 to itself in p can be decomposed into cycles
from D, which have zero gain for all bounded counters. We pick (s0 , ~x) as the recurrent
configuration in the witness.
Observe that for the limit-average to be finite, for every i ∈ U there has to be a simple
cycle ci with Gain(ci )[i] < 0. We can also enforce that ci contains a selecting state;
such a cycle with a selecting state is of the form fcN
i , where f , ci are simple cycles, but
N = Gain(f )[i] can be exponential. Still, this cycle can be represented polynomially by the
pair (f , ci ). Therefore, condition (U1) is satisfied. For counter i ∈ B there is a subsequence
on which the limit average of i converges to a value less or equal to ~λ[i]. It follows that there
has to be a cycle from D satisfying (B1). Otherwise, the limit averages of all computations
exceed ~λ[i].
Each cycle d from D is contained in some cycle d̃ from s0 to itself, i.e., d̃ = in · d · out.
We can pick such d̃ that occurs infinitely often and hence can be decomposed into cycles
e1 , . . . , el from D, which by the definition of B, satisfy Gain(ep )[j] = 0 for each j ∈ B.
Therefore, paths ini , outi for ci satisfy condition (BU).
Finally, we need to show that if there is a witness, then there is a witness of polynomial size.
Cycles ci (for i ∈ B) as well as paths ini , outi (for all i) can be picked to have polynomial
length and for i ∈ U cycles ci can be picked to have polynomial length representation. Now,
for the recurrent configuration (s0 , ~x), observe that the components of ~x are relevant only
for bounded counters, whose average is bounded by α, which has the binary representation
of polynomial length in |A|. Therefore, we need to find any reachable (s0 , ~x) such that for
all bounded i we have ~x[i] is less than −α + ~λ[i]. Furthermore, reachable configurations in
VASS(Z) are semilinear sets [4] defined by equations of polynomial size in |A| and hence
if there is any configuration (s0 , ~x) then there is also one with the binary representation of
polynomial length in |A| + |~λ|. In consequence, we have:
I Lemma 6. For all VASS(Z, k) A and ~λ ∈ Qk the following holds: if there is a computation
π such that LimAvgS~ (π) ≤ ~λ, then there exists a witness for LimAvgS~ ≤ ~λ, which has a
polynomial size in |A| + |~λ|.
Finally, a polynomial-size witness for LimAvgS~ (π) ≤ ~λ can be non-deterministically
picked and verified in polynomial time. More precisely, in the definition of a witness for
LimAvgS~ ≤ ~λ condition (a) can be checked in NP as reachability for VASS(Z) is NPcomplete [4], and conditions (b) and (c) can be check in polynomial time. In consequence,
we have:
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I Lemma 7. The multi-dimensional average problem for VASS(Z) is in NP.
For hardness of the multi-dimensional average problem, consider configuration-reachability
for VASS(Z), which is NP-complete. Configuration-reachability is mutually reducible to
coverability for VASS(Z) [21], which in turn is equivalent to dual coverability, i.e, the
problem, given a VASS(Z) and two configurations (s, ~0) and (t, ~x), decide whether there
is a (finite) subcomputation from (s, ~0) to some (t, ~y ), where ~y ≤ ~x. The dual coverability
straightforwardly reduces to the multi-dimensional average problem as follows. We construct
A0 from A by adding a fresh state t∗ and two transitions labeled with ~0: from t to t∗ and a
self-loop over t∗ . Observe that there is a subcomputation from (s, ~0) to (t, ~y ) where ~y ≤ ~x
in A if and only if there is a computation from (s, ~0) that eventually reaches t∗ and the
multi-dimensional limit-averages are bounded by ~x. To enforce that a computation eventually
reaches t∗ , we use an additional counter that is 0 in the configurations of A and it changes to
−1 upon moving to t∗ . Requirement that the limit average of this counter is less or equal to
−1 forces the computation to move to t∗ . In consequence, the dual coverability for VASS(Z)
reduces to the multi-dimensional average problem for VASS(Z) and hence the latter problem
is NP-complete.
I Theorem 8. The multi-dimensional average problem for VASS(Z) is NP-complete.

4.2

The expected average problem

Observe that the expected average problem for probabilistic VASS(Z) is modular and each
dimension can be considered separately. This follows from the fact that each path in a
VASS(Z) corresponds to a computation, which is not the case for VASS(N). Furthermore,
in this problem we compute the expected value over all computations and hence it can
be considered for each dimension separately. Therefore, we consider VASS that are singledimensional. We first discuss the strongly-connected case and then generalize our results to
all VASS(Z).

4.2.1

The strongly-connected case

Let A be a single-dimensional probabilistic VASS(Z, 1), which is strongly connected as a
labeled graph. We additionally assume that it has a single initial configuration (q0 , 0). The
case of any initial distribution follows easily. First, we define the expected gain of A, which
corresponds to the expected trend of the counter.
The expected gain. The graph of A can be considered as a Markov chain and using
standard methods we compute for each state q its long-run frequency xq [2, 19]. More
precisely, the frequency of q in a subcomputation ξ[1, n] is the number of configurations with
the state q in ξ[1, n] divided by n. The Ergodic Theorem for Markov chains implies that
with probability 1 over a random computation ξ, for every state q, the frequency of q in
ξ[1, n] converges to xq as n tends to infinity. Based on frequencies xq we define the expected
gain E(Gain) as the expected counter update provided that the initial state q is picked at
random according to the frequencies xq and the outgoing transition is picked at random
according to the distribution at q, that is:
E(Gain) =

X
(q,q 0 ,y)∈δ

xq · P (q, q 0 , y) · y
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The classification based on E(Gain). We show that if E(Gain) is positive (resp., negative),
then the limit-average is infinite (resp. minus infinity). However, if the expected gain is zero
there are two cases based on boundedness of configurations. Either the gain of every cycle is
actually zero, or cycles with a positive gain balance cycles with a negative gain so that the
expected gain is zero. We discuss these cases below.
We say that a VASS(Z, 1) is totally bounded if the gain of each cycle is zero. This
property does not depend on the probability distribution over transitions and we extend
it straightforwardly to probabilistic VASS(Z, 1). Note that if a VASS(Z, 1) is strongly
connected and totally bounded, then in each reachable configuration, the state uniquely
determines the counter’s value. Otherwise, there exists a cycle with a non-zero gain. This
observation allows us to reduce the expected limit-average problem for such VASS to
computing the expected long-run reward for Markov chains [2, Chapter 10.5].
Consider a VASS(Z, 1) with E(Gain) being zero and at least one cycle with a non-zero
gain. Observe that E(Gain) being 0 implies that there is at least on cycle with a positive
gain and a cycle with a negative gain. Let us consider the simplest probabilistic VASS,
which has a single state q0 and two self loops labeled with 1 and −1, both with probability
0.5. The distribution of the counter’s gain in n transitions, denoted Sn , is related to the
binomial distribution B(n, 0.5) in the following way: Sn ∼ 2 · B(n, 0.5) − n. It follows that
with probability 1 over a random computation ξ, the counter in ξ is neither lower nor upper
bounded. Furthermore, we show that with probability 1, a random computation ξ has two
subsequences such that the averages on one sequence tend to ∞, and on the other tend to
−∞. To state this formally we define:
LimAvgInfS (π) = lim inf AvgS (ρ[1, k])
k→∞

LimAvgSupS (π) = lim sup AvgS (ρ[1, k])
k→∞

Now, we present the lemma summarizing the above discussion.
I Lemma 9. Let A be a strongly-connected probabilistic VASS(Z, 1). One of the following
conditions holds:
(1) E(Gain) > 0, and LimAvgInfS (ξ) = LimAvgSupS (ξ) = ∞ with probability 1 (over ξ),
(2) E(Gain) < 0, and LimAvgInfS (ξ) = LimAvgSupS (ξ) = −∞ with probability 1,
(3) A is totally bounded, and for some x ∈ Q, with probability 1 over ξ we have
LimAvgInfS (ξ) = LimAvgSupS (ξ) = x, and
(4) E(Gain) = 0, A is not totally bounded, and with probability 1 over ξ we have
LimAvgInfS (ξ) = −∞ and LimAvgSupS (ξ) = ∞.
Proof’s sketch. To show conditions (1) and (2) observe that the Ergodic Theorem for Markov
chains implies that with probability 1 (over ξ) the value of the counter in configuration ξ[n]
divided by n converges to E(Gain) as n tends to infinity and hence the average counter value
converges to ∞ if E(Gain) > 0 and it converges to −∞ if E(Gain) < 0.
Condition (3) follows from the above discussion and the fact that in a strongly-connected
Markov chain there is a value x such that the long-run reward is almost surely x.
We present the full proof of conditions (1), (2) and (3) in the appendix. Now, we focus
on condition (4). We only show that LimAvgInfS (ξ) = −∞ holds with probability 1 over ξ,
as the proof of LimAvgSupS (ξ) = ∞ is symmetric. Observe that in a strongly-connected
VASS(Z), the event LimAvgInfS (ξ) = −∞ is a tail event. Therefore, due to Kolmogorov’s
0-1 law [17] it has either probability 0 or 1. In consequence, it suffices to show that it has a
positive probability.
First, we show that with a positive probability LimAvgInfS (ξ) is upper bounded.
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I Lemma 10. Consider a probabilistic VASS(Z) A as in (4) of Lemma 9. There exist c ∈ Q
and δ > 0 such that LimAvgInfS (ξ) < c holds with probability greater than δ.
Proof’s ideas. We observe that LimAvgInfS (ξ) = ∞ implies that the values of the counter
converge to infinity, which implies E(Gain) > 0. The full proof is relegated to the appendix.
J
For c ∈ Q, we define Xc as the set of computations π such that LimAvgInfS (π) < c.
Lemma 10 states that there are c ∈ Q and δ > 0 such that P(Xc ) = δ. We show that for
every d ∈ Q, LimAvgInfS (ξ) < d holds with probability at least δ.
I Lemma 11. Consider a probabilistic VASS(Z) A as in (4) of Lemma 9. Assume that
P(Xc ) = δ > 0. Then, for every d we have P(LimAvgInfS (ξ) < d) ≥ δ.
Proof’s ideas. The main idea is to prepend to computations from Xc a subcomputation
that decreases the initial counter’s value to a. Then, the limit infimum of averages is c + a.
Furthermore, we show that the set of such finite paths has probability 1.
More precisely, consider a subcomputation ρ from (q0 , 0) to (q0 , a) and π ∈ Xc . We
define the join of ρ and π, denoted by ρ o
n π, as the computation consisting of first ρ and
then π[1, ∞] (π with the first configuration removed) with a added to the counter of all
following configurations of π. Observe that the join of ρ and π is indeed a computation.
Moreover, the influence of the average of ρ on the whole computation diminishes and hence
LimAvgInfS (ρ o
n π) = LimAvgInfS (π) + a < c + a.
Let Y be the set of (finite) subcomputations that start in (q0 , 0) and terminate once
they reach some configuration (q0 , b) where b < d − c. Since A is strongly connected and
not totally bounded, almost surely a random computation ξ reaches a configuration (q0 , b)
where b < d − c. It follows that the set of all computations extending some subcomputation
from Y has probability 1. Therefore, the set of all joins of subcomputations from Y with
computations from Xc has probability at least δ and all such computations ρ o
n π satisfy
LimAvgInfS (ρ o
n π) < d, and hence Lemma 11 follows.
J
Lemma 11 implies that the set of computations ξ such that LimAvgInfS (ξ) = −∞ has
a positive probability. Since LimAvgInfS (ξ) = −∞ is a tail event in a strongly-connected
VASS(Z), Kolmogorov’s 0-1 law [17] implies that its probability is 1, which concludes the
proof of Lemma 9.
J
Lemma 9 implies the following:
I Lemma 12. The expected average problem for strongly-connected probabilistic VASS(Z, 1)
can be solved in polynomial time.
Proof’s ideas. Consider a strongly-connected probabilistic VASS(Z, 1) A. We can compute
frequencies xq of states of A in polynomial time using standard methods [2, Chapter 10.5].
Having frequencies xq , we can compute the expected gain E(Gain) of A in polynomial time
from the definition.
Assume that E(Gain) = 0. We can check whether A is not totally bounded by checking
whether it has a cycle with a non-zero gain, which can be done in polynomial time. Finally, if
it is totally bounded, then each state of A uniquely determines the value of each counter, and
we can eliminate the counters and label states with counter values. Therefore, the problem
of computing the long-run average of almost all computations, denoted by x, reduces to
computing the expected long-run reward a Markov chain with rewards, which can be done
in polynomial time [2, Chapter 10.5]. In consequence, we can check all the conditions of
Lemma 9 in polynomial time and hence the result follows.
J
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The general case

Let A be a probabilistic VASS(Z, 1). We show how to compute its expected limit-average in
polynomial time. We identify all bottom SCCs (BSCCs) of A (where an SCC B is bottom if
all states reachable from B belong to B). If there is a BSCC that does not contain a state
from S, then the expected limit-average is undefined. Assume that every BSSC contains a
state from S and consider the following cases:
If there are two BSCCs: (a) one with a positive expected gain, and (b) the other with a
negative expected gain, then the expected limit average is undefined. The expected value
is undefined for random variables that attain +∞ and −∞ with a positive probability [17].
If there is a BSCC with a positive gain and every BSCC has (a) a positive gain, or (b) it
has the zero gain and it is totally bounded, then the expected limit-average is ∞.
If there is a BSCC with (a) a negative gain, or (b) the zero gain and not totally bounded,
and every BSCC has a non-positive gain, then the expected limit-average is −∞.
If all BSCCs have the zero gain and are totally bounded, the expected limit-average is
finite and we discuss below how to compute it.
First, we compute all BSCCs B1 , . . . , Bm of A. We pick in each of these components an
initial state q0i . For each BSCC Bi with its initial configuration (q0i , 0), we compute xi , which
is the expected limit-average in Bi . As we observed before, if we join a subcomputation
from (q0 , 0) to (q0i , yi ) and some computation from (q0i , 0) with the limit-average xi , then
the limit-average of the resulting computation is xi + yi . Therefore, for each state q0i we
compute the probability of reaching that state from the initial distribution, denoted pi , and
the expected counter’s value yi upon reaching q0i , i.e., the conditional expected counter’s
value under the condition that the state q0i is reached. Probabilities pi can be computed
using standard methods for Markov chains [2, Chapter 10.1]. The values yi can be computed
as well using standard methods for Markov chains with rewards [2, Chapter 10.5]. Observe
that the expected limit-average of A is given by the following formula:
EA (LimAvgS ) =

m
X

pi · (yi + xi )

i=1

Finally, as we discussed above, we can compute the expected value for each counter
separately. In consequence we have the following:
I Theorem 13. The expected average problem for probabilistic VASS(Z) can be solved in
polynomial time.

5
5.1

Results on natural-valued VASS
The average problem in a single dimension

We first study the average problem for single-dimensional VASS(N, 1). For the lower bound
observe that the reachability problem for VASS(N, 1), which is NP-complete [22], reduces
to the average problem for VASS(N, 1). The reduction is straightforward and hence we omit
it. To show the NP upper bound, we show the following:
I Lemma 14. For all VASS(N, 1) A the following holds: there exists a computation π with
LimAvgS (π) ≤ λ if and only if there exist subcomputations ρ0 , ρc such that:
ρ0 is from (q0 , 0) to (s, x), where x ≤ λ, and
ρc is a cycle from (s, x) to itself satisfying the following conditions:
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(a) AvgS (ρc ) ≤ λ,
(b) the number of configurations with selecting states in ρc , i.e., configurations from S × N,
is O(|S| · |λ|2 ), and
(c) the value of the counter in each configuration of ρc from S × N is O(|S| · |λ|2 ).
We present the proof’s sketch, while the full proof is relegated to the appendix.
Proof’s sketch. Observe that having ρ0 , ρc as above, the computation π = ρ0 (ρc )∞ is a
valid computation and it satisfies LimAvgS (π) ≤ λ. Conversely, we observe that there has
to be a cycle ρ in π with the average AvgS (ρ) ≤ λ. Furthermore, we pick a cycle of minimal
length and observe that it satisfies all the conditions of the lemma, i.e., if some condition is
violated, then the cycle can be shortened.
J
We can check in NP whether there exist ρ0 , ρc satisfying the conditions from Lemma 14.
Key ideas. We non-deterministically pick all selecting configurations (s1 , x1 ), . . . , (sm , xm )
from ρc . Then, we check reachability from (q0 , 0) to (s1 , x1 ), and for each i < m reachability
over non-selecting configurations from (si , xi ) to (si+1 , xi+1 ), and from (sm , xm ) to (s1 , x1 ).
Pm
1
All these reachability checks can be done in NP. Finally, we check m
i=1 xi ≤ λ. All
these checks can be done is NP. The number of configurations m as well as the size of each
configuration is polynomially bounded due to Lemma 14. In consequence, we have:
I Theorem 15. The average problem for VASS(N, 1) is NP-complete.

5.2

The multi-dimension average problem

We show that the (decision variant of the) multi-dimensional average problem for VASS(N)
is undecidable. A related problem, called the average-value problem, has been studied in [9].
In that problem, the values of all counters in each configuration (q, ~x) are aggregated into a
single number, called the cost, by computing dot-product of ~x and a cost vector ~cq ∈ N k . A
cost vector ~cq depends on the state q in the configuration. The average-value problem asks
whether there exists a computation such that the limit average of costs is less or equal to
a threshold λ. The problem for VASS(N) with threshold 0 is undecidable [9, Theorem 24].
Threshold 0 in VASS(N) means that whenever a cost vector is non-zero at component i
(i.e, ~cq [i] 6= 0), then counter’s i value should be 0. This constraint is expressed in the
multi-dimensional average problem and hence we have:
I Theorem 16. The decision variant of the multi-dimensional average problem for VASS(N)
is undecidable.

5.3

The expected multi-dimensional average problem

We first study probabilistic VASS(N) under the strict semantics and give the precise complexity. Next, we consider the relaxed semantics, where we have the exact complexity in the
strongly-connected case and a hardness result in the general case.

5.3.1

Probabilistic natural-valued VASS under the strict semantics

Consider a probabilistic VASS(N) A under the strict semantics. To check whether every
path of A corresponds to a valid computation, we examine each counter i separately and
check whether it can reach a negative value from some initial configuration. This can be
done in polynomial time with the standard reachability analysis. If a negative value for some
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counter is reachable, then the expected limit-average is undefined under the strict semantics.
Otherwise, every path in A corresponds to a valid computation and we can consider A as a
VASS(Z) as the non-negativity restriction is vacuous for A. Therefore, we apply Theorem 13
and compute the expected value for A. In consequence, we have:
I Theorem 17. The expected average problem for probabilistic VASS(N) under the strict
semantics can be solved in polynomial time.

5.3.2

Probabilistic natural-valued VASS under the relaxed semantics

The finite strongly-connected case. Consider a probabilistic VASS(N) A, which is strongly
connected. We show that if the expected limit-average is finite, then the strict and the relaxed
semantics coincide. We first assume that A is single-dimensional. Using the classification
from Lemma 9 applied to A considered as a VASS(Z, 1), we observe that:
If E(Gain) < 0 or E(Gain) = 0 and A is not totally bounded, then a random computation
ξ (under the VASS(Z) semantics) satisfies LimAvgInfS (ξ) = −∞, and hence it is not
a valid computation of the VASS(N). Therefore, the expected limit-average under the
relaxed semantics is undefined for A.
If E(Gain) > 0, then LimAvgInfS (ξ) = ∞. Therefore, if the set of random computations
ξ (under the VASS(Z) semantics) that are also valid computations under the VASS(N)
semantics has a positive probability, then the expected limit-average under the relaxed
semantics is defined and infinite. Otherwise, it is undefined.
If E(Gain) = 0 and A is totally bounded, then (as we observe in Section 4.2) in each
configuration, the state uniquely determines the counters value. Therefore, we can check
whether counter values in all states are non-negative. If this is the case, then all paths
correspond to valid computations, the expected limit-average is defined and finite, and
we can compute it with Theorem 17. Otherwise, observe that in a strongly-connected A
every state is visited with probability 1 and hence the expected value is undefined.
Therefore, for the expected limit-average under the relaxed semantics to be defined and
finite, the expected gain w.r.t. every counter has to be 0 and it has to be totally bounded.
Furthermore, we check for each counter independently whether every path corresponds to
a valid computation in VASS(N). Since we consider all paths, we can make these checks
independently for all counters. In consequence we have the following:
I Theorem 18. Deciding whether the expected limit-average is defined and finite over stronglyconnected probabilistic VASS(N) under the relaxed semantics can be solved in polynomial
time. Furthermore, it if is it can be computed in polynomial time.
The general case. We present only a hardness result. The coverability problem for
VASS(N), which is ExpSpace-complete [30], reduces to (the decision version of) the expected
limit-average problem for VASS(N). The reduction is rather straightforward with minor
technical difficulties (we need to ensure that the expected value of each counter is finite). In
consequence, we have:
I Theorem 19. The problem, given a probabilistic VASS(N, k) A under the relaxed semantics,
S ⊆ Q and ~x ∈ Qk , decide whether EA (LimAvgS~ ) < ~x is ExpSpace-hard.
The proof has been relegated to the appendix.
I Remark 20. The decidability of the problem from Theorem 19 is open.
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Appendix

I Lemma 5. Let A be a VASS(Z). If it has a witness for LimAvgS~ ≤ ~λ, then there exists
a computation π such that LimAvgS~ (π) ≤ ~λ.
Proof. Let (q0 , ~0) be the initial configuration and (s0 , ~x) be the recurrent configuration of
the witness. We assume that B is non-empty. Otherwise, the construction presented in the
all-bounded case essentially works. The only difference is that we use paths ini , outi to
switch between cycles.
We define the path p of the form
p = s0 s11 s12 . . . s1k s21 . . . s2k . . .
such that for every prefix s0 s11 . . . sji of p, the precomputation ρji corresponding to that prefix
satisfies:
(a) AvgS[i] (ρji ) ≤ ~λ[i] + 1j , and
(b) ρji terminates in (s0 , ~y ), where for every i ∈ B we have ~y [i] = ~x[i].
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Having such a path p, consider the computation π that corresponds to p. Observe that for
every counter i, condition (a) implies that for every  > 0 there are infinitely many positions
k such that the average AvgS[i] (π[1, k]) is less than ~λ[i] +  and hence LimAvgS[i] (π) ≤ ~λ[i].
It follows that LimAvgS~ (π) ≤ ~λ.
Now, we discuss how to construct such p. First, s0 is a path that corresponds to a
computation from (q0 , ~0) to (s0 , ~x). Second, suppose that a prefix p1 of p has been defined
as above, and we need to construct sji . Observe that the already constructed subcomputation
ends in (s0 , ~y ) such that for every k ∈ B we have ~y [i] = ~x[i].
There exist paths ini , outi and a cycle ci satisfying (BU), and (U1) (if i ∈ U) or (B1)
(if i ∈ B). Consider sji of the form ini cN
i outi from some N > 0 fixed later. First, due to
condition (BU), for every k ∈ B we have Gain(ini outi ) = 0 and Gain(ci ) = 0, and hence
Gain(sji ) = 0. It follows that (b) holds.
Now, to see that (a) holds for N big enough we consider two cases. If counter i is bounded,
then (B1) implies that for ρN being the computation corresponding to p1 ini cN
i outi , the
~λ[i]. Therefore,
average of the part corresponding to cN
is
x,
which
is
less
or
equal
to
i
AvgS[i] (ρN ) tends to x as N → ∞ and hence there is N such that AvgS[i] (ρN ) ≤ ~λ[i] + 1j .
If counter i is unbounded, then Gain(ci )[i] < 0 and ci contains a selecting state. It
follows that the values of counter i tend to −∞, and hence AvgS[i] (ρN ) tends to −∞ as
N → ∞. Therefore, there exists N such that AvgS[i] (ρN ) ≤ ~λ[i] + 1j .
J
I Lemma 6. For all VASS(Z, k) A and ~λ ∈ Qk the following holds: if there is a computation
π such that LimAvgS~ (π) ≤ ~λ, then there exists a witness for LimAvgS~ ≤ ~λ, which has a
polynomial size in |A| + |~λ|.
Proof. Consider a computation π such that LimAvgS~ (π) ≤ ~λ and let p be the infinite path
corresponding to π. We decompose p into simple cycles greedily always picking the first
occurring simple cycle. Now, consider all simple cycles that occur infinitely often as well as
all rotations of these cycles D = {d1 , . . . , dm }. Based on these cycles, we define B as the set
of counters j such that for all cycles d ∈ D we have Gain(d)[j] = 0, and U = {1, . . . , k} \ B.
Let s0 be a state that occurs infinitely often in p. Note that eventually, past some
position K, all transitions belong to cycles from D. Therefore, we pick the first configuration
(s0 , ~x) past position K and observe that for all successive configurations (s0 , ~y ), for every
counter i ∈ B, the gain between these configurations is 0 and hence ~x[i] = ~y [i]. The length
of description of (s0 , ~x) is unbounded, but we show at the end of the proof that it can be
chosen to be polynomial in |A| + |~λ|. First, we show that there is any witness.
Consider a counter j such that all cycles d ∈ D satisfy Gain(d)[j] ≥ 0. We observe that
for all cycles d ∈ D we have Gain(d)[j] = 0 and hence j ∈ B. Indeed, if there is a cycle
d ∈ D that satisfies Gain(d)[j] > 0, then values of counter j in π tend to ∞ and hence
LimAvgS[j] (π) = ∞ > ~λ[j]. It follows that for ever i ∈ U, there is a cycle ci such that
Gain(ci )[i] < 0.
The unbounded-counter case. Consider i ∈ U. Let c˜i ∈ D be such that Gain(c˜i )[i] < 0
and let q be the first state of c˜i . Observe that there exist cycles f1 , f2 ∈ D such that f1 is
from s0 to itself and contains q, and f2 is from q to itself and contains some selecting state
from Si . Indeed, q and s0 occur infinite often in p. Consider disjoint cycles e1 , e2 , . . . each
from s0 to itself that contains q. For each el we remove from it iteratively simple cycles from
D such that the resulting e0l does not contain any simple cycle from D. Observe that only
finitely many e0l are non-empty as otherwise there would be another simple cycle that occurs
infinitely often and does not belong to D. Now, let el be a cycle that can be decomposed
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into simple cycles from D. Let us remove iteratively simple cycles to leave the ends s0 of el
and a single occurrence of q. The resulting cycle consists of one or two simple cycles from D.
The proof for f2 is similar.
Now, for N = |Gain(f2 )[i]| + 1 we define ci = f2 c˜i N . Then, Gain(cN
i )[i] < 0 and ci
contains a selecting state from S[i]. Therefore, condition (U1) holds.
The cycle f1 can be decomposed into paths ini , outi , respectively from s0 to q, and from
q to s0 . Furthermore, since f2 , ci , ini outi can be decomposed into cycles from D, then by
definition of B, for all j ∈ B we have Gain(f2 )[j] = Gain(ci )[j] = Gain(ini outi )[j] = 0 and
hence Gain(f2 cni )[j] = 0. Therefore, condition (BU) holds. Note that ini , outi have the
lengths bounded by 2 · |A| and ci can be represented by the pair of cycles: (c˜i , f2 ) of the
length at most 2 · |A|. Thus, all have polynomial-size representation.
The bounded-counter case. Let i ∈ B. Since every cycle d ∈ D satisfies Gain(d)[i] = 0,
from some position K onwards the gain of each cycle is 0 and hence the value of counter i
on any two positions past K with the same state are the same. Therefore, we associate with
each state the value of counter i and eliminate values of counters. Furthermore, we associate
with each cycle d ∈ D its average value over S[i], which is uniquely defined. Finally, if for
all cycles d ∈ D the average exceeds ~λ[i], then LimAvgS[i] (π) > ~λ[i]. Therefore, there exists
a cycle ci ∈ D with the average value less or equal to ~λ[i].
Since s0 occurs infinitely often, in particular it occurs past position K. Therefore, we
show as in the unbounded-counter case that there exist ini , outi such that ini leads from
s0 to some state q of ci and outi from q to s0 such that ci , ini , outi satisfy (BU). Finally,
observe that ci , ini , outi satisfy (U1). Note that ci , ini , outi can be picked to have the
lengths at most 2 · |A|.
A witness with polynomial recurrent configuration. We have shown that there exists a
witness for LimAvgS~ ≤ ~λ with (s0 , ~x). We show that there exists ~z such that (a) the witness
for LimAvgS~ ≤ ~λ with (s0 , ~x) replaced by (s0 , ~z) remains a witness for LimAvgS~ ≤ ~λ, and
(b) ~z has the binary representation of polynomial length in |A| + |~λ|.
For (a) we need to show that (i) (B1) is satisfied with (s0 , ~z), and (ii) (s0 , ~z) is reachable
from (q0 , ~0). Recall that (B1) states that for every i ∈ B, the subcomputation ρ corresponding
to the cycle ci starting from the configuration reached from (s0 , ~z) over the path ini satisfies
AvgS[i] (ρ) ≤ ~λ[i]. Note that the lengths of ini , ci are bounded by 2 · |A| (because i ∈ B) and
hence there exists αi with the binary representation of polynomial-length in |A| such that
AvgS[i] (ρ) = αi + ~z[i]. Therefore, any ~z such that ~z[i] < −αi + ~λ[i] for all i ∈ B satisfies (i).
For (ii) observe that reachable configurations in VASS(Z) are semilinear sets [4] represented
by polynomial-size equations (where coefficients are given in binary). Therefore, we can
find a vector ~z satisfying (i) and (ii) whose binary representation has polynomial length in
|A| + |~λ|.
J
I Lemma 9. Let A be a strongly-connected probabilistic VASS(Z, 1). One of the following
conditions holds:
(1) E(Gain) > 0, and LimAvgInfS (ξ) = LimAvgSupS (ξ) = ∞ with probability 1 (over ξ),
(2) E(Gain) < 0, and LimAvgInfS (ξ) = LimAvgSupS (ξ) = −∞ with probability 1,
(3) A is totally bounded, and for some x ∈ Q, with probability 1 over ξ we have
LimAvgInfS (ξ) = LimAvgSupS (ξ) = x, and
(4) E(Gain) = 0, A is not totally bounded, and with probability 1 over ξ we have
LimAvgInfS (ξ) = −∞ and LimAvgSupS (ξ) = ∞.
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Proof. We prove only (1),(2),(3), as (4) is presented with details in the paper.
We show conditions (1) and (2). Assume that E(Gain) 6= 0. The Ergodic Theorem for
Markov chains implies that with probability 1 (over ξ) for every state q, the frequency of
configurations with the state q converges to x[q]. For every transition (q, q 0 , y), the frequency
of this transition converges to xq · P (q, q 0 , y). Now, we multiply the frequency of each
transition (q, q 0 , y) by its update value y and get the value of the counter in ξ[n] divided
by n. On the other hand, this value converges to E(Gain) as n tends to infinity. It follows
that with probability 1 over ξ the counter’s value at a position n equals E(Gain) · n ± o(n).
Therefore, if E(Gain) > 0 we have LimAvgInfS (ξ) = LimAvgSupS (ξ) = ∞. Similarly, if
E(Gain) < 0, then LimAvgInfS (ξ) = LimAvgSupS (ξ) = −∞ with probability 1.
Now, we show condition (3). Assume that A is totally bounded. In every computation π
if there are two configurations with the same state (s, x1 ), (s, x2 ), then the counter’s value
is the same x1 = x2 . To see that, consider a subcomputation from (s, x1 ) to (s, x2 ) and let
p be the path that corresponds to that subcomputation. Then, 0 = Gain(p) = x2 − x1 .
Furthermore, since A is strongly connected and (q0 , 0) is the initial configuration for all
computations, then in all computations the state determines the value of the counter.
It follows that we can eliminate the counter and consider A as a Markov chain with
the limit-average objective with silent moves [10]. In a Markov chain with silent moves,
transitions are weighted with rational numbers and a special value ⊥, which is skipped in the
computation of partial averages. Similarly to Markov chains, in strongly-connected Markov
chains with silent moves, the expected limit-average in the Markov chain is actually the
limit-average of almost all paths and it is our value x. Moreover, the expected value can be
computed in polynomial time [10].
More precisely, let h(q) be the value of the counter in the state q. We define a Markov
chain M corresponding to A as follows. We define M = h{a}, Q, {q0 }, δ 0 , P 0 , µ0 i such that
P
δ 0 (q, q 0 , a) holds if and only if (q, q 0 , x) ∈ δ for some x ∈ Z, P 0 (q, q 0 , a) = x∈Z P (q, q 0 , x),
and µ0 (q0 ) = 1. We consider the weighted Markov chain with silent moves hM, ci such that
c : δ 0 → Z ∪ {⊥} is defined as c(q, q 0 , a) = h(q), if q ∈ S is a selecting state, and c(q, q 0 , a) = ⊥
(is silent) otherwise. Observe that for every computation π and the corresponding p (without
counter updates), we have LimAvgS (π) is precisely the limit average of costs c of transitions
along p. Since for almost all paths p in hM, ci, the limit average cost of p is the expected
cost x of hM, ci, almost all computations in A have the limit-average equal to x.
J
I Lemma 10. Consider a probabilistic VASS(Z) A as in (4) of Lemma 9. There exist c ∈ Q
and δ > 0 such that LimAvgInfS (ξ) < c holds with probability greater than δ.
Proof. Let A0 results from A by assuming that the all states are initial, i.e., Q0 = Q, and
the initial distribution over states µ coincides with the long-run frequencies of states, i.e.,
µ(q) = xq .
Suppose that LimAvgInfS (ξ) = ∞ with probability 1 w.r.t. A. Then, it also holds with
probability 1 w.r.t. A0 . Then, the average counter value at the n-th position converges to
∞ (limn→∞ AvgS (ξ[1, n]) = ∞) with probability 1 in A0 . Therefore, the expected average
counter value up to position n, EA0 (AvgS (ξ[1, n])), converges to ∞. However, the expected
gain is 0, which implies that in A0 , at every position n, the expected value of the counter (in
A0 ) is 0. It follows that EA0 (AvgS (ξ[1, n])) is 0. A contradiction.
J
I Lemma 14. For all VASS(N, 1) A the following holds: there exists a computation π with
LimAvgS (π) ≤ λ if and only if there exist subcomputations ρ0 , ρc such that:
ρ0 is from (q0 , 0) to (s, x), where x ≤ λ, and
ρc is a cycle from (s, x) to itself satisfying the following conditions:
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(a) AvgS (ρc ) ≤ λ,
(b) the number of configurations with selecting states in ρc , i.e., configurations from S × N,
is O(|S| · |λ|2 ), and
(c) the value of the counter in each configuration of ρc from S × N is O(|S| · |λ|2 ).
Proof. Observe that having ρ0 , ρc as above, the computation π = ρ0 (ρc )∞ is a valid computation and it satisfies LimAvgS (π) ≤ λ.
Conversely, assume that there is a computation π with LimAvgS (π) ≤ λ. Consider
 > 0 and pick a cycle subcomputation ρ from π of the average value at most λ +  of the
minimal length (all shorter subcomputations have higher average). Such a cycle exists as
there has to be a configuration (s, y) with y ≤ λ +  that occurs infinitely often. Otherwise,
LimAvgS (π) ≥ λ + . Then, we divide π into cycles with ends with configuration (s, y) and
there has to be a cycle with the average value at most λ + .
We show that this minimal ρ has few selecting configurations, which are configurations
with a selecting state. Let L be the number of selecting configurations in ρ with the counter’s
value at most dλe and let H be the number of selecting configurations with the counters
value at least dλe + 1. We lower the average if we replace the value of the configurations of
the first type by 0 and the second by dλe + 1 and get
(dλe + 1)H
≤λ+
L+H
and hence H ≤ λ+
1− · L Assuming that  ≤ 0.5, we can bound H ≤ 2 · (dλe + 1)L.
Now, we give a bound on L. Due to minimality assumption on ρ, it cannot contain
subcycles with the same properties. Suppose it has a subcycle τ . Due to minimality
assumption, the subcycle has the average value exceeding λ + . But then, ρ0 obtained from
ρ by removal of τ has a smaller average and a shorter length. A contradiction. It follows
that for every state q and for every value x ≤ dλe there is at most one configuration (q, x) in
ρ. Therefore, L ≤ (dλe + 1)|S|. and hence
L + H ≤ (dλe + 1)|S| + 2 · (dλe + 1)2 |S| ≤ 2 · |S| · (dλe + 2)2 .
As previously observed the minimal value of a configuration from L is 0 and from H
is dλe + 1. Suppose that there is a single high value B is ρ and all other values take the
minimal possible value. Then, we get:
B + (H − 1)dλe
≤λ
L+H
thus
B ≤ dλe(L + 1) ≤ (dλe + 1)2 |Q|
and that is the bound on the maximal value of a selecting configuration.

J

I Theorem 19. The problem, given a probabilistic VASS(N, k) A under the relaxed semantics,
S ⊆ Q and ~x ∈ Qk , decide whether EA (LimAvgS~ ) < ~x is ExpSpace-hard.
Proof. Consider a VASS(N, k) A, an initial configuration (s, ~x1 ), and a target configuration
(t, ~x2 ). Without loss of generality, we assume that ~x1 = ~x2 = ~0 and the update of each
counter is −1, 0, 1. We construct a probabilistic VASS(N) AP based on A by adding an
additional counter k + 1 and a sink state r, which has only a single outgoing transition, which
is a self-loop upon which counters do not change values, i.e., (r, r, ~0). We add a transition

CONCUR 2020

23:22

Multi-Dimensional Long-Run Average Problems for VASS

from t to r labeled with ~0 and assign to it some positive probability. To make sure that the
expected value of AP is defined and finite, we add to every state AP a transition to r labeled
with ~1 with probability 12 . We assign positive probabilities to the remaining transitions.
Observe that a random computation reaches the sink r with probability 1, and the probability
that it happens after more than n steps is bounded by ( 12 )n . The value of the counter after n
steps is at most n. Therefore, the expected limit-average of counters 1, . . . , k is bounded by
P∞ 1 i
j=1 ( 2 ) · i = 2. Upon reaching r the counter k + 1 has value 0, if the previous state was t,
and 1 otherwise. Therefore, the expected limit-average is strictly less than (2 + , . . . , 2 + , 1)
(for any  > 0) if and only if there is a computation from (s, ~0) to (t, ~y ) (with any ~y ) in A. J
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1

Introduction

Controller synthesis through the game-theoretic metaphor. Two-player games on (finite)
graphs are studied extensively, in particular for their application to controller synthesis for
reactive systems (see, e.g., [28, 35, 7, 2]). The seminal model is antagonistic (i.e., zero-sum if
one chooses a quantitative view): player 1 (P1 ) is seen as the system to control, player 2 (P2 )
as its antagonistic environment, and the game models their interaction. Each vertex of the
game graph (called arena) models a state of the system and belongs to one of the players.
Players take turns moving a pebble from state to state according to the edges, each player
choosing the destination whenever the pebble is on one of his states. These choices are made
according to the strategy of the player, which, in general, might use memory (bounded or
not) of the past moves to prescribe the next action.
The resulting infinite sequence of states, called play, represents the execution of the
system. The objective of P1 is to enforce a given specification, often encoded as a winning
condition (i.e., a set of winning plays) or as a payoff function to maximize (i.e., a quantitative
performance to optimize). This paradigm focuses on the worst-case performance of the
system, hence P2 ’s goal is to prevent P1 from achieving his objective.
The goal of synthesis is thus to decide if P1 has a winning strategy, i.e., one ensuring
a given winning condition or guaranteeing a given payoff threshold, against all possible
strategies of P2 , and to build such a strategy efficiently if it exists.
Winning strategies are formal blueprints for controllers to implement in applications.
Therefore, their complexity is of tremendous importance: the simpler the strategy, the easier
and cheaper it will be to build the controller and maintain it. This explains why a lot of
research effort is constantly put in identifying the exact complexity (in terms of memory and/or
randomness) of strategies needed to play optimally (i.e., to the best of the player’s ability)
for each specific class of games and objectives (e.g., [26, 17, 14, 40, 22, 10, 1, 4, 39, 5, 11]).
Alongside the practical interest lies the theoretical puzzle: understanding the underlying
mechanisms and implicit properties of games that lead to “simple” strategies being sufficient.
Given the numerous connections between games and various branches of mathematics and
computer science, this fundamental question has interest in its own right.

Preference relations. There are two prominent ways to formalize a game objective in the
literature. The first one, dubbed quantitative and inspired by games in economics, is to use
payoff functions mapping plays to numerical values, and to see P1 as a maximizer player.
This is for example the case of mean-payoff games [19]. The second one, called qualitative, is
to define a set of winning plays – called winning condition – induced by some property, as in,
e.g., parity games [20, 41]. The two formalisms are strongly linked: the classical decision
problem for quantitative games is to fix a payoff threshold and ask if P1 has a strategy to
guarantee it, transforming the problem into a qualitative one (where the winning plays are
all those with a payoff at least equal to the threshold). To define payoff functions or winning
conditions, one often uses weights, priorities, colors, etc, on states or edges of the arena.
In this work, we walk in the footsteps of Gimbert and Zielonka [26]: we associate a color
to each edge of our arenas, and we adopt the abstract formalism of preference relations over
infinite sequences of colors (induced by plays). This general formalism permits to encode
virtually all classical game objectives, both qualitative and quantitative, and lets us reason
in a well-founded framework under minimal assumptions.
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Memoryless optimal strategies. Remarkably, several canonical classes of games that have
been around for decades and proved their usefulness over and over – e.g., mean-payoff [19],
parity [20, 41], or energy games [12] – share a desirable property: they all admit memoryless
optimal strategies for both players. That is, for every strategy σi of Pi , there is a strategy
σiML which is at least as good (i.e., wins whenever σi wins or ensures at least the same payoff)
and that uses no memory at all. Such a memoryless strategy always picks the same edge
when in the same state, regardless of what happened before in the game.
Memoryless strategies are the simplest kind of strategies one can use. Therefore, it
is quite interesting that they suffice for objectives as rich as the ones we just discussed.
Following this observation, a lot of effort has been put in understanding which games
admit memoryless optimal strategies, and in identifying the exact frontiers of memoryless
determinacy. Let us mention, non-exhaustively, works by Gimbert and Zielonka [25, 26]
(culminating in a complete characterization), Aminof and Rubin [1] (through the prism of
first-cycle games), and Kopczyński [31] (half-positional determinacy). All these advances
were built by identifying the common underlying mechanisms in ad hoc proofs for specific
classes of games, and generalizing them to wide classes (e.g., the first-cycle games of [1] are
inspired by the seminal paper of Ehrenfeucht and Mycielski on mean-payoff games [19]).
Gimbert and Zielonka’s approach. Arguably, the most important result in this direction is
the complete characterization of preference relations admitting memoryless optimal strategies,
established in [26], fifteen years ago. By complete characterization, we mean sufficient and
necessary conditions on the preference relations.
It can be stated as follows: a preference relation admits memoryless optimal strategies
for both players on all arenas if and only if the relation (used by P1 ) and its inverse (used
by P2 ) are monotone and selective. These concepts will be defined formally in Section 3,
but let us give an intuition here. Roughly, a preference relation is monotone if it is stable
under prefix addition: given two sequences of colors such that one is strictly preferred to the
other, it is impossible to reverse this order of preference by adding the same prefix to both
sequences. Selectivity is similarly defined with regard to cycle mixing: if a preference relation
is selective, then, starting from two sequences of colors, it is impossible to create a third one
by mixing the first two in such a way that the third one is strictly preferred to the first two.
These elegant notions coincide with the natural intuition that memoryless strategies suffice if
there is no interest in behaving differently in a state depending on what happened before.
In addition to this complete characterization, Gimbert and Zielonka proved another great
result, of high interest in practice [26, Corollary 7]: as a by-product of their approach, they
obtain that if memoryless strategies suffice in all one-player games of P1 and all one-player
games of P2 , they also suffice in all two-player games. Such a lifting corollary provides a
neat and easy way to prove that a preference relation admits memoryless optimal strategies
without proving monotony and selectivity at all: proving it in the two one-player subcases,
which is generally much easier as it boils down to graph reasoning, and then lifting the result
to the general two-player case through the corollary.
The rise of memory. The need to model complex specifications has shifted research toward
games where multiple (quantitative and qualitative) objectives co-exist and interact, requiring
the analysis of interplay and trade-offs between several objectives. Hence, a lot of effort
is put in studying games where objectives are actually conjunctions of objectives, or even
richer Boolean combinations. See for example [16] for combinations of parity, [13, 17, 30] for
combinations of energy and parity, [40] for combinations of mean-payoff, [5, 4] for combinations
of energy and average-energy, [11] for combinations of energy and mean-payoff, [14] for
combinations of total-payoff, or [14, 10, 8] for combinations of window objectives.
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Figure 1 P1 (circle) needs infinite memory to win.

When considering such rich objectives, memoryless strategies usually do not suffice, and
one has to use an amount of memory that can quickly become an obstacle to implementation
(e.g., exponential memory) or that can prevent it completely (infinite memory). Establishing
precise memory bounds for such general combinations of objectives is tricky and sometimes
counterintuitive. For example, while energy games and mean-payoff games are inter-reducible
in the single-objective setting, exponential-memory strategies are both sufficient and necessary
for conjunctions of energy objectives [17, 30] while infinite-memory strategies are required
for conjunctions of mean-payoff ones [40].
A natural question arises: which preference relations do admit finite-memory optimal
strategies? Surprisingly, whether an equivalent to Gimbert and Zielonka’s characterization
could be obtained for finite memory or not has remained an open question up to now. It is
worth noticing that such an equivalent could be of tremendous help in practice, especially if
a lifting corollary also holds: see for example [5, 4, 11], where proving that finite-memory
strategies suffice in one-player games was fairly easy, in contrast to the high complexity of
the two-player case – a lifting corollary could grant the two-player case for free!
Having said that, one has to hope that the following corollary can be established: “if
finite-memory strategies suffice in all one-player games of P1 and all one-player games of P2 ,
they also suffice in all two-player games.” Unfortunately, this hope is but a delusion.
Lifting corollary: a counterexample. Consider games where the colors are integers, and
the objective of P1 is to create a play such that (a) the running sum of weights grows up to
infinity (e.g., consider its lim inf to define it properly), or (b) this running sum of weights
takes value zero infinitely often. As this defines a qualitative objective, the corresponding
preference relation induces only two equivalence classes: winning and losing plays. The
inverse relation, used by P2 , is trivial to obtain. It is fairly easy to prove that P1 always
has finite-memory optimal strategies in his one-player games (i.e., games where P2 has no
choice), and so does P2 in his one-player games.
Now, consider the very simple two-player game depicted in Figure 1. Player P1 (circle)
has an infinite-memory strategy to win: keeping track of the running sum of weights (which
is unbounded, hence the need for infinite memory) and looping in s1 up to the point where
this sum hits zero, then going to s2 . This strategy ensures victory because either P2 always
goes back to s1 , in which case (b) is satisfied; or P2 eventually loops forever on s2 , in which
case (a) is satisfied. It remains to argue that P1 has no finite-memory winning strategy in
this game. This can be done using a standard argument: whatever the amount of memory
used by P1 , P2 may loop in s2 long enough as to exceed the bound up to which P1 can track
the sum accurately; thus dooming P1 to fail to reset the sum to zero in s1 infinitely often.
This modest example proves that Gimbert and Zielonka’s approach cannot work in full
generality in the finite-memory case, and for good reasons. Informally, in this case, the
corollary breaks down because of (the absence of some sort of) monotony. In the case of
memoryless strategies, as in [26], P1 is already doomed in one-player games in the absence of
monotony: two prefixes to distinguish – in order to play optimally – can be hardcoded as
different paths leading to the same state in a game arena, as if they were chosen by P2 in a
two-player game. In the case of finite-memory strategies, however, the situation is different.
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In one-player games, the number of such paths that can be hardcoded in an arena is always
bounded, hence finite memory might suffice to react, i.e., to keep track of which prefix is the
current one and how to behave accordingly. However, in two-player games, P2 might create
an infinite number of prefixes to distinguish (using a cycle), thus requiring P1 to use infinite
memory to be able to do so. This is exactly what happens in the example above: in any
one-player game, the largest sum that P1 has to track is bounded, whereas P2 can make this
sum as large as he wants in two-player games.
Our approach. We generalize Gimbert and Zielonka’s results – characterization and lifting
corollary – to the case of arena-independent finite memory. That is, we encompass all
situations where the memory needed by the two players is solely dependent on the preference
relation (e.g., colors, dimensions of weight vectors), and not on the game arena (i.e., number
of edges/states). Let us take some examples.
All memoryless-determined relations – studied in [26] – use arena-independent memory:
the memory required, none, is the same for all arenas.
Combinations of parity objectives use arena-independent memory [16]: the memory only
depends on the number of objectives and the number of priorities – both parameters of
the preference relation, not on the size of the arena.
Lower- and upper-bounded energy objectives also use arena-independent memory (see,
e.g., [3, 5, 4]): the memory only depends on the bounds and the weights – parameters of
the preference relation, not on the size of the arena.
On the contrary, combinations of lower-bounded energy objectives (with no upper bound)
require arena-dependent memory [17, 30]: it depends on the size of the arena in addition
to the weights used in it. Such a setting falls outside the scope of our results.
This informal concept of arena-independent memory is transparent in our work: in all our
results, we use memory skeletons – essentially Mealy machines without a next-action function
(Section 2) – that suffice for all arenas, and that are at the basis of the strategies we build.
A quick look at our main concepts (Section 3) and results (Section 4) suffices to grasp the
formalism behind this intuition.
This restriction to arena-independent memory is natural given the counterexample to a
general approach presented above. It is also important to note that it is not as restrictive as
it may seem, as hinted by the examples above: we are not restricted to constant memory
but to memory only depending on the parameters of the preference relation (or equivalently,
objective), and not of the arena. This framework thus already encompasses many objectives
from the literature – e.g., [19, 20, 41, 12, 5, 21, 16, 10, 14, 3, 5, 4], as well as possible
extensions. More details in Appendix A.
The arena-independent case, which we solve here, is an exact equivalent to Gimbert and
Zielonka’s results in the finite-memory case: the memoryless case is de facto arena-independent.
Therefore, this paper strictly generalizes [26] by allowing to study any arena-independent
memory skeleton instead of the unique trivial one corresponding to memoryless strategies.
Outline of our contributions. Informally, our characterization can be stated as follows:
given a preference relation and a memory skeleton M, both players have optimal finitememory strategies based on skeleton M in all games if and only if the relation and its inverse
are M-monotone and M-selective.
These last two concepts are keys to our approach. Intuitively, they correspond to Gimbert
and Zielonka’s monotony and selectivity, modulo a memory skeleton. Recall that monotony
and selectivity are related to stability of the preference relation with regard to prefix addition
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and cycle mixing, respectively. Our more general concepts of M-monotony and M-selectivity
serve the same purpose, but they only compare sequences of colors that are deemed equivalent
by the memory skeleton. For the sake of illustration, take selectivity: it implies that one has
no interest in mixing different cycles of the game arena. For its generalization, the memory
skeleton is taken into account: M-selectivity implies that one has no interest in mixing cycles
of the game arena that are read as cycles on the same memory state in the skeleton M.
Let us give a quick breakdown of our paper. Due to space constraints, we only provide
an intuitive overview of our results and technical approach in this conference version: formal
details and proofs, along with additional results, can be found in the full article [6].
In Section 2, we introduce some basic notions, including the memory skeletons, and we
establish several technical results. We also discuss optimal strategies and Nash equilibria.
In Section 3, we introduce M-monotony and M-selectivity, cornerstones of our work. We
also present two essential tools: prefix-covers and cyclic-covers of arenas. Section 4 states
formally our characterization (Theorem 9), as well as the corresponding lifting corollary
(Corollary 10), from one-player to two-player games. We show an example of application
in Section 5. Finally, we give an overview of the technical highlights of our approach in
Section 6 – its details are broken down in several intermediate results in our full paper [6].
In a nutshell, the proof of the characterization (Theorem 9) is split in two. We first
establish that (the sufficiency of) finite memory based on M implies M-monotony and
M-selectivity of the preference relation. The crux is to build game arenas based on automata
recognizing the languages involved in the two concepts, and to use the existence of finitememory optimal strategies in these arenas to prove that M-monotony and M-selectivity hold.
To prove the converse implication, we proceed in two steps, first establishing the existence of
memoryless optimal strategies in “covered” arenas, and then building on it to obtain the
existence of finite-memory optimal strategies in general arenas. The main technical tools we
use are Nash equilibria and the aforementioned notions of prefix-covers and cyclic-covers.
Alongside the technical details, we analyze our characterization in Appendix A: we
highlight some limitations and interesting features, compare our techniques with Gimbert
and Zielonka’s, discuss our place in the research landscape, and sketch directions for future
work. Let us just stress already that our result – relating a memory skeleton M and preference
relations for which this skeleton suffices – cannot be obtained by simply considering product
arenas and invoking Gimbert and Zielonka’s result on memoryless determinacy [26]. While,
of course, memoryless strategies on product arenas correspond to memoryfull strategies on
original arenas (as we will formally establish in Lemma 1), invoking [26] requires to be able
to quantify on all arenas, not only product arenas. Filling this gap is exactly the goal of this
paper, and it is made possible through the new concepts we sketched above.

2

Preliminaries

We only give here the notions and results necessary to understand this overview. Necessary
notions and results – some of them interesting in their own right – to understand the technical
details of the approach are found in the full paper [6].
Automata and languages of colors. Let C be an arbitrary set of colors. We assume knowledge of non-deterministic finite-state automata (NFA), which recognize regular languages.
For any finite subset B ⊆ C, we denote by Reg(B) the set of all regular languages over B.
S
Let R(C) = B ⊆ C, |B|<∞ Reg(B), that is, all the regular languages built over C.
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Let K ⊆ C ∗ be a language of finite words. We write Prefs(K) for the set of all prefixes of
words in K. We define the set of infinite words [K] = {w = c1 . . . ∈ C ω | ∀ n ≥ 1, c1 . . . cn ∈
Prefs(K)}, which contains all infinite words for which every finite prefix is a prefix of a word
in K. Intuitively, if K is regular, [K] is the language of infinite words that correspond to
infinite paths that can always branch and reach a final state, on an automaton for K. Given
a finite word w ∈ C ∗ and a language K ⊆ C ∗ , we write wK for their concatenation, i.e., the
language wK = {w0 = ww00 | w00 ∈ K} ⊆ C ∗ .
Arenas. We consider two players: player 1 (P1 ) and player 2 (P2 ). An arena is a tuple
A = (S1 , S2 , E) such that S = S1 ] S2 (disjoint union) is a finite set of states partitioned into
states of P1 (S1 ) and P2 (S2 ), and E ⊆ S × C × S is a finite set of edges. Let col : E → C be
c its natural extension to sequences of edges. For an
the projection of edges to colors and col
edge e ∈ E, we use in(e) and out(e) to denote its starting state and arrival state respectively,
i.e., e = (in(e), col(e), out(e)). We assume all arenas to be non-blocking, i.e., for all s ∈ S,
there exists e ∈ E such that in(e) = s. For i ∈ {1, 2}, we call an arena A = (S1 , S2 , E) a Pi ’s
one-player arena if for all s ∈ S3−i , |{e ∈ E | in(e) = s}| = 1 – that is, P3−i has no choice.
Let Hists(A, s) denote the histories in A from s ∈ S, i.e., finite sequences of edges
ρ = e1 . . . en ∈ E + such that in(e1 ) = s and for all i, 1 ≤ i < n, out(ei ) = in(ei+1 ). Let
Plays(A, s) denote the plays in A from s ∈ S, i.e., infinite sequences π = e1 e2 . . . ∈ E ω such
that in(e1 ) = s and for all i ≥ 1, out(ei ) = in(ei+1 ). We write Hists(A, S 0 ) and Plays(A, S 0 )
for unions over S 0 ⊆ S, and write Hists(A) and Plays(A) for the unions over all states of A.
Let ρ = e1 . . . en ∈ Hists(A) (resp. π = e1 e2 . . . ∈ Plays(A)): we extend the operator in
to histories (resp. plays) by identifying in(ρ) (resp. in(π)) to in(e1 ). We proceed similarly
for out and histories: out(ρ) = out(en ). For the sake of convenience, we consider that any
set Hists(A, s) contains the empty history λs such that in(λs ) = out(λs ) = s. We write
Histsi (A, s) and Histsi (A) for the subsets of histories ρ such that out(ρ) ∈ Si , i ∈ {1, 2}, i.e.,
c
histories whose last state belongs to Pi . For any set H ⊆ Hists(A), we write col(H)
for its
c
c
projection to colors, i.e., col(H) = {col(ρ) | ρ ∈ H}. We do the same for sets of plays.
Memory skeletons. A memory skeleton is a tuple M = (M, minit , αupd ) where M is a finite
set of states, minit ∈ M is a fixed initial state and αupd : M × C → M is an update function.
∗
We write αd
upd for the natural extension of αupd to sequences in C . Memory skeletons are
deterministic and might have an infinite number of transitions, in contrast to NFA. We define
the trivial memory skeleton as Mtriv = (M = {minit }, minit , αupd : {minit } × C → {minit }): it
permits to formalize memoryless strategies [26] in our framework.
Let M = (M, minit , αupd ) be a skeleton. For m, m0 ∈ M , we define the language Lm,m0 =
0
0
{w ∈ C ∗ | αd
upd (m, w) = m } that contains all words that can be read from m to m in M.
1
1
1
1
2
2
2
2
1
Let M = (M , minit , αupd ) and M = (M , minit , αupd ). Their product M ⊗ M2 is the
memory skeleton M = (M, minit , αupd ) where M = M 1 × M 2 , minit = (m1init , m2init ), and, for
1
2
all m1 ∈ M 1 , m2 ∈ M 2 , c ∈ C, αupd ((m1 , m2 ), c) = (αupd
(m1 , c), αupd
(m2 , c)). That is, the
memories are updated in parallel when a color is read.
Product arenas. Let A = (S1 , S2 , E) be an arena and M = (M, minit , αupd ) be a skeleton.
Their product A n M is the arena (S10 , S20 , E 0 ) where S10 = S1 × M , S20 = S2 × M , and
E 0 ⊆ S 0 × C × S 0 , with S 0 = S10 ] S20 , is such that ((s1 , m1 ), c, (s2 , m2 )) ∈ E 0 if and only if
(s1 , c, s2 ) ∈ E and αupd (m1 , c) = m2 . That is, the memory is updated according to the colors
of the edges in E. Though M might contain an infinite number of transitions, A n M is
always finite, as E is finite. Since we assume A is non-blocking, it is also the case of A n M.
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Strategies. A strategy σi for Pi , i ∈ {1, 2}, on arena A = (S1 , S2 , E), is a function
σi : Histsi (A) → E such that for all ρ ∈ Histsi (A), in(σi (ρ)) = out(ρ). Let Σi (A) be the set
of all strategies of Pi on A. A finite-memory strategy σi can be encoded as a Mealy machine,
i.e., a skeleton M = (M, minit , αupd ) with transitions over a finite subset of colors B ⊆ C,
enriched with a next-action function αnxt : M × Si → E such that for all m ∈ M , s ∈ Si ,
in(αnxt (m, s)) = s. Given a Mealy machine Γσi = (M, αnxt ), strategy σi is defined as follows:
∀ s ∈ Si , σi (λs ) = αnxt (minit , s),




c
∀ ρ · e ∈ Histsi (A), e ∈ E, σi (ρ · e) = αnxt αd
upd minit , col (ρ · e) , out(e) .
FM
Let ΣFM
i (A) be the finite-memory strategies of Pi on A. We say that a strategy σi ∈ Σi (A)
is based on memory skeleton M if it can be encoded as a Mealy machine Γσi = (M, αnxt ), as
above. We implicitly assume that strategies of ΣFM
i (A) are built by restricting the transitions
of their skeleton M to the actual subset of colors appearing in A. A strategy σi is memoryless
if it is a function σi : Si → E, or equivalently, if it is based on Mtriv .
We write Plays(A, s, σi ) for the plays consistent with a strategy σi of Pi from a state s, i.e.,
plays π = e1 e2 . . . ∈ Plays(A, s) such that for all ρ = e1 . . . en , out(ρ) ∈ Si =⇒ σi (ρ) = en+1 .
We write Plays(A, s, σ1 , σ2 ) for the singleton set containing the unique play consistent with a
couple of strategies for the two players. We use similar notations for histories.

Preference relations. Let v be a total preorder on C ω , called preference relation. We
consider antagonistic games, where the objective of P1 is to create the best possible play
with regard to v whereas the objective of P2 is the opposite. That is, P2 uses the inverse
relation v−1 . This corresponds to zero-sum games when using a quantitative framework.
Given w, w0 ∈ C ω , we write w @ w0 if we have ¬(w0 v w) since the preorder is total. We
extend v to subsets: for W, W 0 ⊆ C ω , W v W 0 ⇐⇒ ∀ w ∈ W, ∃ w0 ∈ W 0 , w v w0 . We also
write W @ W 0 ⇐⇒ ∃ w0 ∈ W 0 , ∀ w ∈ W, w @ w0 . Note that W @ W 0 ⇐⇒ ¬(W 0 v W ).
To compare a word w ∈ C ω with a language K ⊆ C ω , we simply identify it to {w}.
Games. A (deterministic turn-based two-player) game is a tuple G = (A, v) where A is
an arena and v is a preference relation. All classical objectives from the literature (both
qualitative and quantitative) can be expressed in the general framework of preference relations
(see Example 3 in [6]). For i ∈ {1, 2}, a Pi ’s one-player game is a game G = (A, v) such that
A is a Pi ’s one-player arena.
Optimal strategies. Let G = (A, v) be a game on arena A = (S1 , S2 , E). Given a Pi strategy σi ∈ Σi (A) and a state s ∈ S, we define
c
UColv (A, s, σi ) = {w ∈ C ω | ∃ σ3−i ∈ Σ3−i (A), col(Plays(A,
s, σ1 , σ2 )) v w},
c
DColv (A, s, σi ) = {w ∈ C ω | ∃ σ3−i ∈ Σ3−i (A), w v col(Plays(A,
s, σ1 , σ2 ))}.
Note that DColv (A, s, σi ) = UColv−1 (A, s, σi ). Intuitively, UColv and DColv represent the
upward and downward closures of sequences of colors (consistent with a strategy) with respect
to the preference relation.
Taking the standpoint of P1 , we say that σ1 ∈ Σ1 (A) is at least as good as σ10 ∈ Σ1 (A)
from s ∈ S if UColv (A, s, σ1 ) ⊆ UColv (A, s, σ10 ). Intuitively, σ1 is at least as good as σ10 if
the “worst-case” plays consistent with σ1 are at least as good as the ones consistent with σ10 .
The UCol operator is useful to define this notion properly even in the case where there is no
“worst-case” play (i.e., if the infimum used in the classical quantitative setting is not reached).
Similar notions have been used before, e.g., in [36]. Symmetrically, for P2 , we say that
σ2 ∈ Σ2 (A) is at least as good as σ20 ∈ Σ2 (A) from s ∈ S if DColv (A, s, σ2 ) ⊆ DColv (A, s, σ20 ).
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Now, we say that σi ∈ Σi (A) of Pi is optimal from s ∈ S, aka s-optimal, if it is at least
as good as every other σi0 ∈ Σi (A) from s. We extend this notation to subsets of states in
the natural way, and we say that a strategy σi is uniformly-optimal if it is S-optimal.
Our goal is to characterize the preference relations that admit uniformly-optimal finitememory (UFM) strategies based on a given skeleton M in all arenas. We also discuss the
simpler case of uniformly-optimal memoryless (UML) strategies, which corresponds to the
subcase studied by Gimbert and Zielonka [26], using the trivial skeleton Mtriv .
In that respect, the following link is important to observe.
I Lemma 1. Let G = (A, v) be a game on arena A = (S1 , S2 , E). Let M = (M, minit , αupd )
be a memory skeleton and let σi ∈ ΣFM
i (A) be a finite-memory strategy encoded by the Mealy
machine Γσi = (M, αnxt ). Then, σi is a UFM strategy in G if and only if αnxt corresponds to
an (S × {minit })-optimal memoryless strategy in G 0 = (A n M, v).
Nash equilibria. We use Nash equilibria [34] as tools to establish the existence of optimal
strategies in some of our proofs. Let G = (A, v) be a game on arena A = (S1 , S2 , E). Formally,
a Nash equilibrium (NE) from a state s ∈ S is a couple of strategies (σ1 , σ2 ) ∈ Σ1 (A) × Σ2 (A)
such that, for all σ10 ∈ Σ1 (A), σ20 ∈ Σ2 (A),
c
c
c
col(Plays(A,
s, σ10 , σ2 )) v col(Plays(A,
s, σ1 , σ2 )) v col(Plays(A,
s, σ1 , σ20 )).

(1)

Similarly to optimal strategies, we call an NE uniform if it is an NE from all states s ∈ S.
The connection between optimal strategies and Nash equilibria in our specific context of
antagonistic games is interesting to discuss, especially with respect to Gimbert and Zielonka’s
original work [26]. We defer this discussion to [6] due to space constraints, and only provide
here a brief account of the results one has to know to understand this overview. First, NE
are de facto pairs of optimal strategies. Second, it is possible to mix different NE.
I Lemma 2. Let G = (A, v) be a game on arena A = (S1 , S2 , E), and let s ∈ S be a state.
Let (σ1a , σ2a ) and (σ1b , σ2b ) ∈ Σ1 (A) × Σ2 (A) be two Nash equilibria from s. Then, (σ1a , σ2b ) is
also a Nash equilibrium from s.
I Remark 3. Lemma 2 crucially relies on the assumption (transparent in our definition of
Nash equilibrium) that we consider antagonistic games, that is, P2 uses the inverse preference
relation v−1 .

3

Concepts

Generalizing monotony and selectivity. As seen in Section 1, Gimbert and Zielonka’s
characterization [26] relies on monotony and selectivity of the preference relation. The main
difference between their technical approach and ours is the following. In the memoryless
setting, all the reasoning can be abstracted away from the underlying arena and done on
sequences of colors. In the finite-memory one, however, one has to pay attention to how
sequences of colors are composed and compared, to maintain consistency with regard to
the memory and the game arena. This need to intertwine abstract reasoning on arbitrary
sequences of colors with concrete tracking of memory updates is the key obstacle to overcome.
Much of our effort was thus spent on trying to define concepts that would preserve the
elegance of monotony and selectivity while allowing us to lift the theory to the finite-memory
case. As often the case, the good concepts turned out to be the most natural ones, capturing
the intuitive idea that one needs monotony and selectivity modulo a memory skeleton.
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I Definition 4 (M-monotony). Let M = (M, minit , αupd ) be a memory skeleton. A preference
relation v is M-monotone if for all m ∈ M , for all K1 , K2 ∈ R(C),
(∃ w ∈ Lminit ,m , [wK1 ] @ [wK2 ]) =⇒ (∀ w0 ∈ Lminit ,m , [w0 K1 ] v [w0 K2 ]) .

(2)

Recall that a skeleton M has a fixed initial state minit . Intuitively, M-monotony extends
Gimbert and Zielonka’s monotony by comparing prefixes belonging to the same language
Lminit ,m , that is, prefixes that are deemed equivalent by skeleton M. This property roughly
captures that v is stable with regard to prefix addition, for memory-equivalent prefixes.
The original monotony notion is equivalent to our M-monotony with M being the trivial
skeleton Mtriv : that is, the memoryless case is naturally a subcase of our framework.
I Definition 5 (M-selectivity). Let M = (M, minit , αupd ) be a memory skeleton. A preference
relation v is M-selective if for all w ∈ C ∗ , m = αd
upd (minit , w), for all K1 , K2 ∈ R(C) such
that K1 , K2 ⊆ Lm,m , for all K3 ∈ R(C),
[w(K1 ∪ K2 )∗ K3 ] v [wK1∗ ] ∪ [wK2∗ ] ∪ [wK3 ].

(3)

Similarly, M-selectivity extends Gimbert and Zielonka’s selectivity by asking one to
compare sequences of colors belonging to the same language Lm,m , that is, sequences read as
cycles on the memory skeleton. Note also that the memory state m should be consistent
with the prefix w read from the initial memory state minit . This property roughly captures
that v is stable with regard to cycle mixing, for memory-equivalent cycles.
Again, the original selectivity notion is exactly equivalent to Mtriv -selectivity.
In a nutshell, M-monotony deals with prefixes up to the first cycle (on memory) and
M-selectivity deals with the cycles thereafter; we will see that memory skeletons can be built
in a compositional way based on these two orthogonal yet complementary tasks.
Our notions respect the natural intuition that access to additional memory should always
be helpful: if a skeleton M is sufficient to classify sequences of colors in a way that guarantees
M-monotony and M-selectivity, then it should also be the case for “more powerful” skeletons.
I Lemma 6. Let M and M0 be two memory skeletons. If v is M-monotone (resp. Mselective) then, it is also (M ⊗ M0 )-monotone (resp. (M ⊗ M0 )-selective).
Prefix-covers and cyclic-covers. While the concepts of M-monotony and M-selectivity
are the primordial ones for stating the characterization, we still need two additional notions
to prove it. Let us sketch the issue. To prove that monotone and selective preference relations
yield UML strategies, Gimbert and Zielonka deploy an inductive argument on the number
of choices in an arena. Intuitively, we want to use a similar approach for UFM strategies,
but because of the unavoidable coupling between the memory skeleton and the arena (e.g.,
Lemma 1), the induction argument breaks, as adding one choice in the arena results in adding
many in the product arena (as many as there are memory states), where the reasoning needs
to take place. New insight and techniques are thus needed to patch this scheme.
To solve this issue, we decouple the two aspects. We first establish that, on arenas that
inherently share the same good properties as product arenas (i.e., they already “classify”
prefixes and cycles as the memory would), we can deploy the induction argument and obtain
UML strategies. Then, we obtain UFM strategies on general arenas as a corollary. The crux
is identifying such “good” arenas: this is done through the following notions.
I Definition 7 (Prefix-covers and cyclic-covers). Let M = (M, minit , αupd ) be a memory
skeleton and A = (S1 , S2 , E) be an arena. Let Scov ⊆ S.
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We say that M is a prefix-cover of Scov in A if for all s ∈ S, there exists ms ∈ M such
that, for all ρ ∈ Hists(A) such that in(ρ) ∈ Scov , out(ρ) = s and such that for all ρ0 proper
c
prefix of ρ, out(ρ0 ) 6= s, we have αd
upd (minit , col(ρ)) = ms .
We say that M is a cyclic-cover of Scov in A if for all ρ ∈ Hists(A) such that in(ρ) ∈ Scov ,
0
0
0
c
if s = out(ρ) and m = αd
upd (minit , col(ρ)), for all ρ ∈ Hists(A) such that in(ρ ) = out(ρ ) = s,
0
c
αd
upd (m, col(ρ )) = m.
Intuitively, M is a prefix-cover for a set of states Scov if the histories starting in Scov and
visiting a given state s ∈ S for the first time are read up to the same memory state in the
memory skeleton. Similarly, M is a cyclic-cover of A if the cycles of A are read as cycles in
the memory skeleton, once the memory has been initialized properly.
As hinted above, the canonical example of a prefix- and cyclic-covered arena is a product
arena (but many more may be in this case; it is beneficial to be general with these concepts).
I Lemma 8. Let M = (M, minit , αupd ) be a memory skeleton and A = (S1 , S2 , E) be an
arena. Then M is a prefix- and cyclic-cover for Scov = S × {minit } in A n M.

4

Characterization

Equivalence.

We now have the necessary ingredients to state our equivalence result.

I Theorem 9 (Equivalence). Let v be a preference relation and let M be a memory skeleton.
Then, both players have UFM strategies based on memory skeleton M in all games G = (A, v)
if and only if v and v−1 are M-monotone and M-selective.
We state this theorem broadly and with a focus on UFM strategies. The actual results
we have for each direction of the equivalence – see [6, Section 4 and Section 5] – are a
bit stronger, of wider applicability and/or more interesting, but this statement carries the
take-home message of our work. It is also meant to mirror the seminal result of Gimbert
and Zielonka [26, Theorem 2]: their result can be retrieved from Theorem 9 by taking the
trivial memory skeleton Mtriv . As such, our work brings a strict generalization of Gimbert
and Zielonka’s results [26] to the finite-memory case.
Lifting corollary. As discussed in Section 1, the work of Gimbert and Zielonka contains
not one, but two great results. Alongside the aforementioned equivalence result, Gimbert
and Zielonka provide a corollary of high practical interest [26, Corollary 7]: they essentially
obtain as a by-product of their approach that if memoryless strategies suffice in all one-player
games of P1 and all one-player games of P2 , they also suffice in all two-player games.
This provides an elegant way to prove that a preference relation (equivalently, an objective)
admits memoryless optimal strategies without proving monotony and selectivity at all: proving
it in the two one-player subcases, which is generally much easier as it boils down to graph
reasoning, and then lifting the result to the general two-player case through the corollary.
See examples of one-player vs. two-player complexity in [5, 4, 11].
Again, we are able to lift this corollary to the arena-independent finite-memory case.
I Corollary 10. Let v be a preference relation and M1 , M2 be two memory skeletons.
Assume that
1. for all one-player arenas A = (S1 , S2 = ∅, E), P1 has a UFM strategy σ1 ∈ ΣFM
1 (A) based
on memory skeleton M1 in G = (A, v);
2. for all one-player arenas A = (S1 = ∅, S2 , E), P2 has a UFM strategy σ2 ∈ ΣFM
2 (A) based
on memory skeleton M2 in G = (A, v).
Then, for all two-player arenas A = (S1 , S2 , E), both P1 and P2 have UFM strategies
σi ∈ ΣFM
i (A) based on memory skeleton M = M1 ⊗ M2 in G = (A, v).
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We highlight the two (possibly different) skeletons of the two players to maintain a
compositional approach, but if the same skeleton M works in both one-player versions, it
also suffices in the two-player version.

5

Example of application

We present an illustrative application, thereby proving the existence of UFM strategies for
a specific preference relation: the conjunction of two reachability objectives, a subcase of
generalized reachability games, studied extensively in [21]. Let C be an arbitrary set of colors,
and T1 , T2 ⊆ C be two target sets of colors that have to be visited. Formally, let W ⊆ C ω be
the set of words w = c1 c2 . . . such that ∃ i, j ∈ N, ci ∈ T1 ∧ cj ∈ T2 . This winning condition
induces a two-level (i.e., win/lose) preference relation v.
In this example, we will use Theorem 9 directly in order to provide one thorough
illustration of the definitions of M-monotony and M-selectivity. However, in practice, using
Corollary 10 is preferable, as it yields a much shorter proof: by exhibiting the right skeletons
for P1 and P2 , we simply have to show that these skeletons are sufficient to play optimally
on both players’ one-player arenas, which amounts to graph reasoning.
C \ (T1 ∪ T2 )

C \ T1

s1
t2

mcinit

mpinit

s2
T1
C

mp2

T2 \ T1

T1
mc3

C

T1

s1 , m1

s1 , m2
t2

s2 , m1

t2
s2 , m2

t1
mc2

s3

t1
t1
s3 , m1

s3 , m3

C \ T1

Figure 2 First and second: memory skeletons Mp and Mc for two-target reachability games;
third: arena A; fourth: product arena A n M (only states reachable from S × {minit } are depicted).
We assume that T1 = {t1 }, T2 = {t2 }. The (S × {minit })-optimal memoryless strategy is in bold.

We start by showing that this preference relation is not Mtriv -monotone (that is, is not
monotone for [26]). Assume c1 ∈ T1 \ T2 , c2 ∈ T2 \ T1 , and c3 ∈
/ T1 ∪ T2 . Take K1 = c∗1 ,
K2 = c∗2 . For w = c1 , w0 = c2 , we have [wK1 ] @ [wK2 ], but [w0 K2 ] @ [w0 K1 ]. This means
that the preference relation is not stable with regard to prefix addition (at least, without
distinguishing different classes of prefixes). Similarly, it is not Mtriv -selective (take w as the
empty word, K1 = c∗1 , K2 = c∗2 , K3 = c∗3 : to win, K1 and K2 need to be mixed).
p
c
In Figure 2, we exhibit skeletons Mp = (M p , mpinit , αupd
) and Mc = (M c , mcinit , αupd
) such
that v is Mp -monotone and Mc -selective. Note that such skeletons are obviously not unique.

Let us prove that v is Mp -monotone. Let m ∈ M p , K1 , K2 ∈ R(C); we want to show that
Equation (2) is satisfied. We assume that there exists w ∈ Lmpinit ,m such that [wK1 ] @ [wK2 ]:
this means that all words of [wK1 ] are losing, and that there exists a winning word in [wK2 ].
Let w0 ∈ Lmpinit ,m ; we show that we necessarily have that [w0 K1 ] v [w0 K2 ]. Note that if
[K1 ] is empty, this always holds; we now assume that [K1 ] is non-empty. We study the two
possible values of m separately.
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If m = mpinit , then w and w0 do not reach T1 . If w does not reach T2 either, as there
is a winning word in [wK2 ], then there must be a winning word in [K2 ]. This word
is still winning after prepending w0 to it, so there is a winning word in [w0 K2 ], and
[w0 K1 ] v [w0 K2 ]. If w reaches T2 , then [K1 ] cannot have a word reaching T1 . As w0 does
not reach T1 either, all words of [w0 K1 ] are losing, so [w0 K1 ] v [w0 K2 ].
If m = mp2 , then w and w0 reach T1 . Clearly, w cannot reach T2 (as [wK1 ] would be
winning). This implies that [K2 ] must contain a word reaching T2 ; as w0 reaches T1 , the
concatenation of w0 with the word of [K2 ] reaching T2 means that there is a winning
word in [w0 K2 ], so [w0 K1 ] v [w0 K2 ].
c
c
Let us now prove that v is Mc -selective. Let w ∈ C ∗ , m = αd
upd (minit , w), K1 , K2 ∈ R(C)
such that K1 , K2 ⊆ Lm,m , and K3 ∈ R(C). We show that Equation (3) is satisfied, i.e., that
[w(K1 ∪ K2 )∗ K3 ] v [wK1∗ ] ∪ [wK2∗ ] ∪ [wK3 ]. If all words of [w(K1 ∪ K2 )∗ K3 ] are losing, this
equation trivially holds; we thus assume that this set contains a winning word. We therefore
have to show that there is a winning word in [wK1∗ ], [wK2∗ ], or [wK3 ]. We study the three
possible values of m separately.
If m = mcinit , then w does not reach T1 nor T2 , and the same holds for all words of K1
and K2 , as K1 , K2 ⊆ Lmcinit ,mcinit . Therefore, if a word of [w(K1 ∪ K2 )∗ K3 ] is winning, this
must be because a word of [wK3 ] is winning.
If m = mc2 , then w reaches T2 but not T1 , and K1 , K2 do not reach T1 . Thus, a word of
[K3 ] must reach T1 ; in particular, a word of [wK3 ] must reach both T1 and T2 .
If m = mc3 , we distinguish two cases. If w reaches T2 and T1 , then [wK1∗ ] ∪ [wK2∗ ] ∪ [wK3 ]
trivially contains only winning words. If w reaches T1 but not T2 , then there must be a
word reaching T2 in [(K1 ∪ K2 )∗ K3 ]. Hence, at least one set among [K1∗ ], [K2∗ ], and [K3 ]
must contain a word reaching T2 , so [wK1∗ ], [wK2∗ ], or [wK3 ] contains a winning word.

Similar arguments can be laid out to show that the preference relation v−1 of P2 is
M -monotone and Mtriv -selective (where Mtriv is the trivial memory skeleton defined earlier).
Let M = Mp ⊗ Mc ⊗ Mtriv be the product of all the considered skeletons. Although M
formally has six states, its only reachable part is isometric to skeleton Mc , with m1 ↔ mcinit
as initial state, m2 ↔ mc2 , and m3 ↔ mc3 : we thus do not depict it to save space.
By Lemma 6, we have that both v and v−1 are M-monotone and M-selective. Using
Theorem 9, we obtain that both players have UFM strategies based on skeleton M in all
games G = (A, v). Note that memory skeleton M is minimal (no memory skeleton with two
states or less suffices for P1 to play optimally in all arenas [21]).
We provide an example of a one-player arena A = (S1 , S2 = ∅, E) in Figure 2, and
show that there is a UFM strategy for the preference relation v based on skeleton M.
To do so, we invoke Lemma 1: we show equivalently that the product A n M admits an
(S × {minit })-optimal memoryless strategy for v. Notice that no memoryless strategy suffices
to play optimally in G = (A, v), as when starting in s2 , P1 should first visit s1 before going
to s3 . Also, the (S × {minit })-optimal memoryless strategy for the product arena is only
optimal if the initial state is in S × {minit }; it is for instance not optimal from state (s2 , m2 ).
p

6

Technical sketch

Due to space constraints, we only sketch our proof schemes here: full proofs are in [6].
From finite memory based on M to M-monotony and M-selectivity. For the left-toright implication of Theorem 9, it suffices to consider the weaker assumption involving only
one-player: we establish that if UFM strategies based on M exist in all one-player games of
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P1 (resp. P2 ), then his preference relation v (resp. v−1 ) is M-monotone and M-selective. To
maintain a compositional approach, we consider M-monotony and M-selectivity separately.
Details are in [6, Section 4].
Let us sketch the proof for M-monotony and P1 . We need to establish Equation (2).
We instantiate the four languages involved in it: {w}, {w0 }, K1 and K2 . We take NFA
recognizing them and build an NFA N that joins them in such a way that, when N is
considered as a one-player game arena, its plays correspond exactly to the languages of
infinite words considered in Equation (2). This arena is composed of two chains emulating
the two prefixes w and w0 and leading to a state t where P1 has to pick a side corresponding
to the two languages [K1 ] and [K2 ]. Now, proving the M-monotony of v boils down to
invoking an optimal strategy σ in the corresponding game, the crux being that σ always
picks the same edge in t (i.e., the same side between subarenas corresponding to [K1 ] and
[K2 ]) as both prefixes w and w0 are deemed equivalent by the memory skeleton M.
The proof for M-selectivity is similar. The main difference is that the “joining” state t
can be visited repeatedly in this case – possibly infinitely often. This is because Equation (3)
is about cycles and their languages. Our proof takes that into account.
From M-monotony and M-selectivity to finite memory based on M. The right-to-left
implication of Theorem 9 is more complex to establish. In this case, we want the result for
two-player games, provided both preference relations are M-monotone and M-selective. The
general scheme we use is an induction on the number of choices in arenas. The main issue
is dealing with the memory: one additional choice in an arena results in many ones in the
corresponding product arena. To circumvent this obstacle, we proceed in two steps. Details
are in [6, Section 5].
We first establish the existence of UML strategies in (prefix- and cyclic-)covered arenas.
Let us focus on the induction step we use to prove this result, as an example of the techniques
involved. For an arena A = (S1 , S2 , E), we write nA = |E| − |S| for its number of choices.
To simplify, let us say we have a skeleton M such that v is M-monotone and M-selective,
and that we assume that memoryless – for the two players – NE exist from all covered states
in arenas with less than n choices. Then we establish that we can also build an NE in arenas
with n choices, in which P1 uses a memoryless strategy – but maybe not P2 ! To prove this,
we proceed as follows.
Let A be an arena with nA = n choices. We identify a state t in which P1 has at least two
outgoing edges. By splitting the edges in t in two sets, we obtain two corresponding subarenas
Aa and Ab such that nAa , nAb < n, along with the corresponding subgames. The induction
hypothesis gives us two memoryless NE (from covered states) in these subgames: (σ1a , σ2a )
and (σ1b , σ2b ). The arguments can then be unfolded as follows. First, using M-monotony and
M being a prefix-cover, we identify one subarena (say Aa ) which is clearly at least as good
as the other for P1 . Second, we build a strategy profile (σ1# , σ2# ), that we claim to be an NE
in G = (A, v), in the following way: P1 uses strategy σ1a (the one from the best subarena)
and P2 reacts to P1 ’s actions by playing the corresponding best-response strategy. I.e., if
P1 plays in Aa , P2 plays according to σ2a , and otherwise he plays according to σ2b . Third, it
remains to prove the two inequalities of Equation (1). The rightmost one is easy, as well as
the leftmost one in the subcase where the unique play π ∈ Plays(A, s, σ1# , σ2# ) does not visit
state t: they can both be proved thanks to the induction hypothesis and easy construction
arguments. The crux of the proof is thus in the last step: proving that the leftmost inequality
holds when the play visits t. This can be achieved thanks to M-selectivity and M being a
cyclic-cover, properties of the union operator in languages of prefixes, inherent properties of
the preference relation, Aa being the best subarena thanks M-monotony, and the induction
hypothesis, in that order.
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The actual induction step and its proof are more subtle – for example, we use different
skeletons for monotony and selectivity and obtain the result in a compositional way; but
the main intuition is carried here. The same result can be established symmetrically for P2 ,
but again the resulting NE is only memoryless for P2 . Yet, assuming both v and v−1 are
M-monotone and M-selective, we have two half-memoryless NE that we can mix to obtain a
truly memoryless NE via Lemma 2; thus proving the existence of UML strategies in covered
arenas. Observe this interesting by-product of our approach: we can actually detect arenas
where memory is not needed at all thanks to our concepts of prefix- and cyclic-covers.
The final result – the existence of UFM strategies based on M in all arenas – can then be
obtained as a corollary, based on the link between memoryless strategies in product arenas
and memoryfull ones in original arenas (Lemma 1). Another nice by-product of our approach,
witnessed in Corollary 10, is that the product of individual memories from one-player games
is sufficient to play optimally in two-player games, for both players. This is in stark contrast
to the counter-example discussed in Section 1 and it illustrates that our characterization
matches well-behaved preference relations.
Equivalence and lifting corollary. The equivalence (Theorem 9) is easily obtained by putting
together its two directions. Note that we also establish a similar equivalence in the one-player
case as a by-product.
I Theorem 11 (One-player equivalence). Let v be a preference relation and let M be a
memory skeleton. Then, P1 has UFM strategies based on memory skeleton M in all his
one-player games G = (A, v) if and only if v is M-monotone and M-selective.
Although this looks like a weak version of Theorem 9 at first sight, this is actually a
distinct result as both sides of the equivalence are weaker: on the left side, it only handles
the memory requirements for P1 ’s one-player games; on the right side, it does not assume
anything about the inverse preference relation v−1 .
The lifting corollary, Corollary 10, is also a consequence of our approach. As we have
seen, the existence of UFM strategies based on a skeleton M in one-player games suffices to
yield M-monotony and M-selectivity of the corresponding preference relation. Hence if both
players have UFM strategies in their one-player games, both relations satisfy these properties
and we can take the other direction of Theorem 9 to ensure that UFM strategies also exist in
two-player games. As explained above, this approach can actually be used compositionally.
All proofs, as well as the one-player equivalence, are presented in details in [6].
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Discussion

We close our paper with a discussion of the assets and limits of our approach, its applicability
with regard to the current research landscape, and the directions we aim to follow in future
work.
Technical overview. Naturally, our technical approach is inspired by the one of Gimbert
and Zielonka for the memoryless case [26], which can actually be rediscovered through our
results using a trivial memory skeleton. Two of the most important challenges we had to
overcome were:
1. establishing natural concepts of monotony and selectivity modulo memory that are exactly
as powerful as required to maintain a complete characterization (i.e., sufficient and
necessary conditions) in the finite-memory case;
2. circumventing the seemingly unavoidable coupling between the memory skeleton and the
arena in the inductive argument needed to prove the implication from M-monotony and
M-selectivity to finite-memory optimal strategies – which we were able to do using our
notions of prefix-covers and cyclic-covers.
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All along our paper, we highlighted the similarities and discrepancies between our work and
Gimbert and Zielonka’s [26]. As observed through [6, Remark 16], our results are established
using fine-grained assumptions and conclusions, in an effort to push the approach to its
limits. They also preserve compositionality, splitting the reasoning for M-monotony and
M-selectivity, and for the two players.
Alongside M-monotony and M-selectivity, we define two other key concepts to solve the
technical issues related to the induction on product arenas: prefix-covers and cyclic-covers.
These notions are crucial tools to prove the right-to-left implication of Theorem 9.
Some advantages. The aforementioned concepts of prefix-covers and cyclic-covers also have
benefits from a practical point of view: given a preference relation v and the corresponding
memory skeleton M, they let us identify game arenas where memoryless strategies suffice
whereas finite memory (based on M) might be necessary in general. Such arenas are the
ones covered by M. Hence in practice, this approach permits to obtain UML strategies for
many arenas where a coarser approach would only provide UFM ones.
Our approach yields two methods to establish that a preference relation (or equivalently
a payoff function or a winning condition) admits UFM strategies. The first one, exhibiting
appropriate memory skeletons and proving M-monotony and M-selectivity, is based on
Theorem 9 and can be used compositionally through [6, Corollary 25]. The second one follows
the lifting corollary, Corollary 10: one only has to study the one-player subcases then invoke
this result to lift the existence of UFM strategies to the two-player case, without checking
for M-monotony and M-selectivity at all. Hence this second method is often painless in
practice.
Two interesting facts can be seen through Corollary 10. First, there is no blow-up in the
memory required when going from one-player games to two-player games: the overall memory
simply combines the memory skeletons of the two players. Second, assuming that one has an
algorithm to solve1 one-player games – say for P1 – for a winning condition satisfying our
hypotheses, this lifting corollary also induces a naive algorithm for the two-player case for
free: thanks to the bounds on memory, one may enumerate the strategies of the adversary,
P2 – or guess one if one aims for a non-deterministic algorithm – and solve the corresponding
P1 ’s game(s) where the strategy of P2 is fixed. Note that while such a simple algorithm
might not be optimal, it does correspond to the approach giving the best complexity class
known for the renowned family of games in NP ∩ coNP, such as, e.g., parity or mean-payoff
games (e.g., [29]). These last two cases could already be dealt with thanks to Gimbert and
Zielonka’s result since they involve memoryless strategies, but now a similar road can be
taken for any objective that admits arena-independent finite-memory optimal strategies, such
as, e.g., generalized parity games.
Applicability. Let us give a quick tour of some classical (combinations of) objectives –
expressed through winning conditions, payoffs or preference relations – and assess whether
our approach permits to establish the existence of UFM strategies in the corresponding
games.
Note that when considering multiple (quantitative) objectives, optimal strategies usually
do not exist, and one has to settle for Pareto-optimal ones (e.g., [18]). However, in many
cases, the (decision) problem under study is as follows: given a threshold (vector), define
the winning condition as all the plays achieving at least this threshold, and check for a

1

I.e., decide who has a winning strategy from a given state.
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winning strategy. Hence multi-objective quantitative games are often de facto reduced
to qualitative win-lose games for this so-called threshold problem. Observe that, given a
multi-objective setting, if UFM strategies exist for all threshold problems, then finite-memory
strategies suffice to realize the Pareto front (as each point of this front can be considered
as a threshold). Therefore, our approach also enables reasoning about the existence of
finite-memory Pareto-optimal strategies in multi-objective games.
We start our overview with some game settings that fall under the scope of our approach.
Obviously, all memoryless-determined objectives are among them, since we generalize Gimbert
and Zielonka’s work [26]: this includes, e.g., mean-payoff [19], parity [20, 41], energy [12]
or average-energy games [5]. As established in Section 1, our results encompass all cases
where arena-independent memory suffices. Hence they permit to rediscover the existence of
UFM strategies for games such as, e.g., generalized reachability [21], generalized parity [16],
window parity games [10], some variants of window mean-payoff games [14], or lower- and
upper-bounded (multi-dimension) energy games [3, 5, 4]. Our approach can also be useful to
extend these known results to more general combinations, either via appropriate memory
skeletons or through the lifting corollary (see an application in Section 5).
There are many games that do not fit our approach for good reasons, as they do not admit
UFM strategies in general: e.g., multi-dimension mean-payoff [40], mean-payoff parity [15],
or energy mean-payoff games [11]. More interesting are games for which finite-memory
strategies exist, but the memory is arena-dependent. These notably include games with
multi-dimension lower-bounded energy objectives and no upper bound [17, 30], or other
variants of window mean-payoff games [14]. In such games, the players usually have to keep
track of information such as, e.g., the sum of weights along an acyclic path, which is bounded
for any given arena, but by a value that grows when the arena grows. Hence the need for
memory that grows with the arena parameters. Our results cannot be applied directly to
such cases in order to obtain the existence of finite-memory strategies for all games. An
adaptation of our approach could potentially be used for subclasses of arenas where the
parameters are bounded (in order to regain a skeleton working on all arenas of the class).
Critical analysis. Let us take a step back and assess the place of our work in its larger line
of research. The natural endgame is characterizing all preference relations admitting finitememory optimal strategies, including those using arena-dependent memory, and pinpointing
the frontiers of application of the lifting corollary – that is, under which conditions is
finite-memory determinacy preserved when going from one-player to two-player games?
The road is long from Gimbert and Zielonka’s characterization in the memoryless case [26]
to such a general result, and this work is but a first step. We have already established that
Gimbert and Zielonka’s approach cannot be fully transposed for finite memory. Our focus on
arena-independent memory is a way to study the frontiers of this approach while providing an
extension of practical interest. While it may seem limited at first, note that our framework
already encompasses arguably rich classes of games such as, e.g., generalized parity games
and fully-bounded energy games. As argued in Section 1, recall that our result is in no way
a simple application of [26] to product arenas.
From a practical point of view, our equivalence result has limitations as it inherently
uses the memory skeleton M. At this point, our approach neither helps in finding an
appropriate skeleton, nor in determining the minimal one; two highly interesting questions
from a practical standpoint. Nonetheless, to advance toward answering these questions and
to be able to find good skeletons automatically, one first has to understand their theoretical
characteristics, which we do here as a necessary stepping stone. Focusing on applications, let
us note that the equivalence result is often not the most suited tool: this is instead where
the lifting corollary shines. As noted before, reasoning on one-player games (i.e., graphs) is
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generally much easier than in two-player games (e.g., [5, 4, 11]). Hence, a reasonably easy
way to tackle practical cases is to find skeletons sufficient for P1 and P2 in their respective
one-player games and to use our constructive result to build a skeleton that suffices for both
in two-player games.

Comparison with related work. We already discussed the most important related papers [25,
26, 31, 1, 33, 39] in Section 1. Let us highlight here some works where similar approaches
have been considered to establish “meta-theorems” applying to general classes of games, or
works that inspire interesting directions of research. First and foremost is the determinacy
theorem by Martin that guarantees determinacy (without considering the complexity of
strategies) for Borel winning conditions [33].
Aminof and Rubin provide a simpler (but incomplete) approach to memoryless determinacy
through the prism of first-cycle games in [1]: a similar take on finite-memory determinacy
could be appealing – it could provide sufficient conditions easier to test than M-monotony
and M-selectivity.
Let us discuss the work of Kopczyński. First, in [31], he establishes sufficient (and
relaxed) conditions to ensure the existence of UML strategies for one player, in two-player
games: it would be interesting to study the corresponding problem in the finite-memory case.
Indeed, in many games where infinite memory is needed, it is only the case for one of the
players (e.g., [40, 15, 11]) and conditions à la Kopczyński could thus prove useful. Note that
this is different from Theorem 11, which gives a sufficient and necessary condition but for
one-player games only. Second, we recently discovered unpublished content in Kopczyński’s
PhD thesis [32]. Kopczyński distinguishes chromatic memory (which corresponds to our
definition of memory skeleton), and the more powerful chaotic memory, where transitions
can depend on the actual edges of the arenas, rather than simply on their colors. Chaotic
memory is thus intrinsically arena-dependent. Our notion of an arena being both prefix- and
cyclic-covered by a memory skeleton M is equivalent to a notion in [32, Definition 8.12],
which defines that an arena adheres to chromatic memory M if it is possible to assign a state
of M to every state of the arena such that moving along the edges updates these memory
states in a consistent way. Our definitions of prefix- and cyclic-cover can be seen as two
distinct sides of this idea of adherence, which when added up, are actually equivalent to it.
Following the same motivation as our work – the need to characterize (combinations of)
objectives admitting finite-memory optimal strategies, Le Roux et al. [39] take another road:
whereas our work permits to lift results from one-player games to two-player games, they
provide a lifting from the single-objective case to the multi-objective one. Their techniques, as
well as the scope of their results, are somewhat orthogonal to ours. Whether both approaches
can be intertwined to obtain results on more general settings remains an open question.
Our work focuses on deterministic turn-based two-player games. Sufficient conditions
have been published for stochastic models but to the best of our knowledge, no complete
characterization, even for the simplest case of Markov decision processes (e.g., [23]). Two
unpublished articles contain interesting results on stochastic games [27, 24], including an
extension of Gimbert and Zielonka’s original work, by the same authors [27]. Whether part
of our approach can be useful to tackle the finite-memory case in this context, or in richer
contexts mixing games and stochastic models (e.g., [9]) is a question for future research.
Some sufficient criteria, orthogonal to our approach, were studied for concurrent games
in [37].
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Limits and future work. To close this paper, we recall three limits of our approach, and
the corresponding open problems.
First, as explained throughout the paper, our results cover all cases where arenaindependent memory suffices, and are limited to these cases. We have argued that the
approach cannot be fully lifted to the general case, for good reasons, as the lifting corollary
breaks in some situations (Section 1). Still, we have hope to generalize our approach to
some extent to the arena-dependent case, through some function associating memory skeletons to arenas, as discussed in Section 1. Obtaining a lifting corollary – under well-chosen
conditions – in the arena-dependent case would be of tremendous help in practice: see for
example [5, 4, 11]. Hence this is clearly the next step in our quest.
Second, our result is a characterization instantiated by a memory skeleton M. While
the lifting corollary is helpful in applications, it would be fantastic to be able to find an
appropriate skeleton automatically, and to be able to determine if a given skeleton is minimal
(with regard to a preference relation). This paper is a first step toward these long-term
objectives.
Lastly, as explained in Remark 3 and [6, Remark 24], most of our arguments carry over
to the case of general Nash equilibria. That is, when considering not necessarily antagonistic
games where the two players use different, not necessarily inverse, preference relations.
Whether our approach can be adapted in this case, at the price of an unavoidable blow-up
of memory, is an open question worth considering. In particular, we want to study the
links between our results (including the lifting from one-player to two-player games) and
recent results lifting finite-memory determinacy in two-player games to the existence of
finite-memory Nash equilibria in multi-player games [38].
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Introduction

Systems of fixpoint equations over complete lattices, consisting of (mixed) least and greatest
fixpoint equations, allow one to uniformly express many verification tasks. Notable examples
come from the area of model-checking. Invariant/safety properties can be characterised
as greatest fixpoints, while liveness/reachability properties as least fixpoints. Using both
least and greatest fixpoints leads to expressive specification logics. The µ-calculus [27] is a
prototypical example, encompassing various other logics such as LTL and CTL. Another area
of special interest for the present paper is that of behavioural equivalences, which typically
arise as solutions of greatest fixpoint equations (see, e.g., [38]).
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In the first part of the paper we develop a theory of approximation for systems of equations
in the style of abstract interpretation. The general idea of abstract interpretation [13, 14]
consists of extracting properties of programs by defining an approximated program semantics
over a so-called abstract domain, usually a complete lattice. Concrete and abstract semantics
are typically expressed in terms of (systems of) least fixpoint equations, with conditions
ensuring that the approximation obtained is sound, i.e., that properties derived from the
abstract semantics are also valid at the concrete level. In an ideal situation also the converse
holds and the abstract interpretation is called complete (see e.g. [18]). Abstract interpretation
has been applied also for the model checking of various kinds of mu-calculi and temporal
logics (see, e.g., [19, 30, 15, 40, 17, 28]).
We generalise this idea to systems of fixpoint equations, where least and greatest fixpoints
can coexist (§4). A system over some concrete domain C is abstracted by a system over
some abstract domain A. Suitable conditions are identified that ensure the soundness and
completeness of the approximation. This enables the use of the approximation theory on a
number of verification tasks. We show how to recover some results on property preserving
abstractions for the µ-calculus [30]. We also discuss a fixpoint extension of Łukasiewicz logic,
considered in [34] as a precursor to model-checking PCTL or probabilistic µ-calculi.
When dealing with greatest fixpoints, a key proof technique relies on the coinduction
principle, which uses the fact that a monotone function f over a complete lattice has a
greatest fixpoint νf , which is the join of all post-fixpoints, i.e., the elements l such that
l v f (l). As a consequence proving l v f (l) suffices to conclude that l v νf .
In this setting, up-to techniques have been proposed for “simplifying” proofs [32, 39, 37, 35].
and for reducing the search space in verification (e.g., in [8], up-to techniques applied to
language equivalence of NFAs are shown to provide in many cases an exponential speed-up).
A sound up-to function is a function u on the lattice such that ν(f ◦ u) v νf and hence
l v f (u(l)) implies l v ν(f ◦ u) v νf . The characteristics of u (typically, extensiveness) make
it easier to show that an element is a post-fixpoint of f ◦ u rather than a post-fixpoint of f .
We show that up-to techniques admit a natural interpretation as abstractions in our
framework (§5). This allows us to generalise the theory of up-to techniques to systems of
fixpoint equations and contributes to the understanding of the relation between abstract
interpretation and up-to techniques, a theme that received some recent attention [6].
We have recently shown in [2] that the solution of systems of fixpoint equations can be
characterised in terms of a parity game when working in a suitable subclass of complete
lattices, the so-called continuous lattices [41]. Here, relying on our approximation theory, we
get rid of continuity and design a game that works for general complete lattices (§6.1).
The above results open the way to the development of game-theoretical algorithms,
possibly integrating abstraction and up-to techniques, for solving systems of equations over
complete lattices. While global algorithms deciding the game at all positions, based on
progress measures [25], have already been studied in [20, 2], here we focus on local algorithms,
confining the attention to specific positions. Taking inspiration from backtracking methods
for bisimilarity [21] and for the µ-calculus [45, 44], we design a local (also called on-the-fly)
algorithm for the case of a single equation (§6.2) (general systems are dealt with in [3]).
This also establishes a link with some recent work relating abstract interpretation and up-to
techniques [6] and exploiting up-to techniques for language equivalence on NFAs [8].
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Preliminaries and Notation

A preordered or partially ordered set hP, vi is often denoted simply as P , omitting the
(pre)order relation. Given X ⊆ P , we denote by ↓ X = {p ∈ P | ∃x ∈ X. p v x} the
downward-closure and by ↑ X = {p ∈ P | ∃x ∈ X. x v p} the upward-closure of X. The join
F
d
and the meet of a subset X ⊆ P (if they exist) are denoted X and X, respectively.
I Definition 1 (complete lattice, basis). A complete lattice is a partially ordered set (L, v)
F
d
such that each subset X ⊆ L admits a join X and a meet X. A complete lattice (L, v)
F
d
always has a least element ⊥ = ∅ and a greatest element > = ∅. A basis for a complete
F
lattice is a subset BL ⊆ L such that for each l ∈ L it holds that l = (↓ l ∩ BL ).
For instance, the powerset of any set X, ordered by subset inclusion (2X , ⊆) is a complete
lattice. Join is union, meet is intersection, top (>) is X and bottom (⊥) is ∅. A basis is the
set of singletons B2X = {{x} | x ∈ X}. Another complete lattice used in the paper is the
real interval [0, 1] with the usual order ≤. Join and meet are the sup and inf over the reals, 0
is bottom and 1 is top. Any dense subset, e.g., the set of rationals Q ∩ (0, 1], is a basis.
A function f : L → L is monotone if for all l, l0 ∈ L, if l v l0 then f (l) v f (l0 ). By
Knaster-Tarski’s theorem [46, Theorem 1], any monotone function f on a complete lattice
d
has a least fixpoint arising as the meet of all pre-fixpoints µf = {l | f (l) v l} and a greatest
F
fixpoint arising as the join of all post-fixpoints νf = {l | l v f (l)}.
Given a complete lattice L, a subset X ⊆ L is directed if X =
6 ∅ and every pair of elements
in X has an upper bound in X. If L, L0 are complete lattices, a function f : L → L0 is
F
F
(directed-)continuous if for any directed set X ⊆ L it holds that f ( X) = f (X). The
function f is called strict if f (⊥) = ⊥. Co-continuity and co-strictness are defined dually.
I Definition 2 (Galois connection). Let (C, v), (A, ≤) be complete lattices. A Galois connection (or adjunction) is a pair of monotone functions hα, γi such that α : C → A, γ : A → C
and for all a ∈ A and c ∈ C it holds that α(c) ≤ a iff c v γ(a).
Equivalently, for all a ∈ A and c ∈ C, (i) c v γ(α(c)) and (ii) α(γ(a)) ≤ a. In this case
we will write hα, γi : C → A. The Galois connection is called an insertion when α ◦ γ = idA .
For a Galois connection hα, γi : C → A, the function α is called the left (or lower) adjoint
and γ the right (or upper) adjoint. The left adjoint α preserves all joins and the right adjoint
γ preserves all meets. Hence, in particular, the left adjoint is strict and continuous, while
the right adjoint is co-strict and co-continuous.
A function f : L → L is idempotent if f ◦ f = f and extensive if l v f (l) for all l ∈ L.
When f is monotone, extensive and idempotent it is called an (upper) closure. In this case,
hf, ii : L → f (L), where i is the inclusion, is an insertion and f (L) = {f (l) | l ∈ L} is a
complete lattice.
We will often consider tuples of elements. Given a set A, an n-tuple in An is denoted by
a boldface letter a and its components are denoted as a = (a1 , . . . , an ). For an index n ∈ N
we write n for the integer interval {1, . . . , n}. Given a ∈ An and i, j ∈ n we write ai,j for
the subtuple (ai , ai+1 , . . . , aj ). The empty tuple is denoted by (). Given two tuples a ∈ Am
and a0 ∈ An we denote by (a, a0 ) or simply by aa0 their concatenation in Am+n .
Given a complete lattice (L, v) we will denote by (Ln , v) the set of n-tuples endowed
with the pointwise order defined, for l, l0 ∈ Ln , by l v l0 if li v li0 for all i ∈ n. The
structure (Ln , v) is a complete lattice. More generally, for any set X, the set of functions
LX = {f | f : X → L}, endowed with pointwise order, is a complete lattice.
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A tuple of functions f = (f1 , . . . , fm ) with fi : X → Y , will be seen itself as a function
f : X → Y m , defined by f (x) = (f1 (x), . . . , fm (x)). We will also need to consider the product
function f × : X m → Y m , defined by f × (x1 , . . . , xm ) = (f1 (x1 ), . . . , fm (xm )).

3

Systems of Fixpoint Equations over Complete Lattices

We deal with systems of (fixpoint) equations over some complete lattice, where, for each
equation one can be interested either in the least or in the greatest solution. We define
systems, their solutions and we provide some examples that will be used as running examples.
I Definition 3 (system of equations). Let L be a complete lattice. A system of equations E
over L is an ordered list of m equations of the form xi =ηi fi (x1 , . . . , xm ), where fi : Lm → L
are monotone functions (with respect to the pointwise order on Lm ) and ηi ∈ {µ, ν}. The
system will often be denoted as x =η f (x), where x, η and f are the obvious tuples. We
denote by ∅ the system with no equations.
Systems of this kind have been often considered in connection to verification problems
(see e.g., [11, 42, 20, 2]). In particular, [20, 2] work on general classes of complete lattices.
Note that f can be seen as a function f : Lm → Lm . The solution of the system is a
selected fixpoint of such function. We first need some auxiliary notation.
I Definition 4 (substitution). Given a system E of m equations over a complete lattice L
of the kind x =η f (x), an index i ∈ m and l ∈ L we write E[xi := l] for the system of
m − 1 equations obtained from E by removing the i-th equation and replacing xi by l in
the other equations, i.e., if x = x0 xi x00 , η = η 0 ηi η 00 and f = f 0 fi f 00 then E[xi := l] is
x0 x00 =η0 η00 f 0 f 00 (x0 , l, x00 ).
For solving a system of m equations x =η f (x), the last variable xm is considered as a
fixed parameter x and the system of m − 1 equations E[xm := x] that arises from dropping
the last equation is recursively solved. This produces an (m − 1)-tuple parametric on x,
i.e., we get s1,m−1 (x) = sol (E[xm := x]). Inserting this parametric solution into the last
equation, we get an equation in a single variable x =ηm fm (s1,m−1 (x), x) that can be solved
by taking for the function λx. fm (s1,m−1 (x), x), the least or greatest fixpoint, depending on
whether the last equation is a µ- or ν-equation. This provides the m-th component of the
solution sm = ηm (λx. fm (s1,m−1 (x), x)). The remaining components are obtained inserting
sm in the parametric solution s1,m−1 (x) previously computed, i.e., s1,m−1 = s1,m−1 (sm ).
I Definition 5 (solution). Let L be a complete lattice and let E be a system of m equations
over L of the kind x =η f (x). The solution of E, denoted sol (E) ∈ Lm , is defined inductively:
sol (∅) = ()

sol (E) = (sol (E[xm := sm ]), sm )

where sm = ηm (λx. fm (sol (E[xm := x]), x)).
The order of equations matters: changing the order typically leads to a different solution.
I Example 6 (solving a simple system of equations). Consider the powerset lattice 2S of any
non-empty set S and the system of equations E consisting of the following two equations
x =µ x ∪ y
y =ν x ∩ y
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bde

x1
x2

=ν
=µ

p ∧ x1
x1 ∨ ♦x2

(c)

x1
x2

=ν
=µ

{b, d, e} ∩ T x1
x1 ∪ T x2

(d)

Figure 1 Transition systems and equational form for a µ-calculus formula.

In order to solve the system E, initially we need to compute the solution of the first equation
x =µ x ∪ y parametric in y, that is, sx (y) = µ(λx.(x ∪ y)) = y. Now we can solve the second
equation y =ν x ∩ y replacing x with the parametric solution, obtaining an equation in a
single variable whose solution is ν(λy.(sx (y) ∩ y)) = ν(λy.y) = S. Finally, the solution of the
first equation is obtained by inserting y = S in the parametric solution x = sx (S) = S.
Observe that even in this simple example the order of the equations matters. Indeed, if
we consider the system where the two equations above are swapped the solution is x = y = ∅.
I Example 7 (µ-calculus formulae as fixpoint equations). We adopt a standard µ-calculus
syntax. For fixed disjoint sets PVar of propositional variables, ranged over by x, y, z, . . . and
Prop of propositional symbols, ranged over by p, q, r, . . ., formulae are defined by
ϕ ::= t | f | p | x | ϕ ∧ ϕ | ϕ ∨ ϕ | ϕ | ♦ϕ | ηx. ϕ
where p ∈ Prop, x ∈ PVar and η ∈ {µ, ν}.
The semantics of a formula is given with respect to an unlabelled transition system (or
Kripke structure) T = (ST , →T ) where ST is the set of states and →T ⊆ ST × ST is the
transition relation. Given a formula ϕ and an environment ρ : Prop ∪ PVar → 2ST mapping
each proposition or propositional variable to the set of states where it holds, we denote by
||ϕ||Tρ the semantics of ϕ defined as usual (see, e.g., [9]).
As observed by several authors (see, e.g., [11, 42]), a µ-calculus formula can be seen as a
system of equations, with an equation for each fixpoint subformula. For instance, consider
ϕ = µx2 .((νx1 .(p ∧ x1 )) ∨ ♦x2 ) that requires that a state is eventually reached from which
p always holds. The equational form is reported in Fig. 1c. Consider a transition system
T = (ST , →T ) where ST = {a, b, c, d, e} and →T is as depicted in Fig. 1a, with p that holds in
the grey states b, d and e. Define the semantic counterpart of the modal operators as follows:
given a relation R ⊆ X × X let R , R : 2X → 2X be the functions defined, for Y ⊆ X, by
R (Y ) = {x ∈ X | ∃y ∈ Y. (x, y) ∈ R}, R (Y ) = {x ∈ X | ∀y ∈ X.(x, y) ∈ R ⇒ y ∈ Y }.
Then the formula ϕ interpreted over the transition system T leads to the system of equations
over the lattice 2ST in Fig. 1d, where we write T and T for →T and →T .
The solution is x1 = {b, d, e} (states where p always holds) and x2 = {a, b, d, e} (states
where the formula ϕ holds).
I Example 8 (Łukasiewicz µ-terms). Systems of equations over the real interval [0, 1] have
been considered in [34] as a precursor to model-checking PCTL or probabilistic µ-calculi.
More precisely, the authors study a fixpoint extension of Łukasiewicz logic, referred to as
Łukasiewicz µ-terms, whose syntax is as follows:
t ::= 1 | 0 | x | r · t | t t t | t u t | t ⊕ t | t

t | ηx.t

where x ∈ PVar is a variable (ranging over [0, 1]), r ∈ [0, 1] and η ∈ {µ, ν}. The various
syntactic operators have a semantic counterpart, given in Fig. 2a.
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0(x) = 0, 1(x) = 1
r · x = rx
x t y = max(x, y)
x u y = min(x, y)
x ⊕ y = min(x + y, 1)
x y = max(x + y − 1, 0)

(constant)
(scalar mult.)
(weak disj.)
(weak conj.)
(strong disj.)
(strong conj.)

(a) Semantics of µ-terms (x, y ∈ [0, 1]).

1
3

·

1
3

b

1

a

1
6
1
3

·



x1 =ν p x1
x2 =µ x1 ⊕ ♦x2



x1 =ν p x1
x2 =µ x1 ⊕ x2

ϕ

1
3

1
2

c

(b) A PNDT.

1

ϕ0

(c) Formulas as systems.

Figure 2

Then, each Łukasiewicz µ-term, in an environment ρ : PVar → [0, 1], can be assigned a
semantics which is a real number in [0, 1], denoted as ||t||ρ . Exactly as for the µ-calculus, a
Łukasiewicz µ-term can be naturally seen as a system of fixpoint equations over the lattice
[0, 1]. For instance, the term νx2 . (µx1 . ( 58 ⊕ 38 x2 ) ( 12 t ( 38 ⊕ 12 x1 ))) from an example in [34],
can be written as the system:
5 3
x 1 =µ ( ⊕ x 2 )
8 8
x2 =ν x1

1
3 1
( t ( ⊕ x1 ))
2
8 2

I Example 9 (Łukasiewicz µ-calculus). The Łukasiewicz µ-calculus, as defined in [34], extends
the Łukasiewicz µ-terms with propositions and modal operators. The syntax is as follows:
ϕ ::= p | p̄ | r · ϕ | ϕ t ϕ | ϕ u ϕ | ϕ ⊕ ϕ | ϕ

ϕ | ♦ϕ | ϕ | ηx.t

where x ranges in a set PVar of propositional variables, p ranges in a set Prop of propositional
symbols, each paired with an associated complement p̄, and η ∈ {µ, ν}.
The Łukasiewicz µ-calculus can be seen as a logic for probabilistic transition systems. It
extends the quantitative modal µ-calculus of [31, 24] and it allows to encode PCTL [5]. For
a finite set S, the set of (discrete) probability distributions over S is defined as D(S) = {d :
P
S → [0, 1] | s∈S d(s) = 1}. A formula is interpreted over a probabilistic non-deterministic
transition system (PNDT) N = (S, →) where → ⊆ S × D(S) is the transition relation. An
example of PNDT can be found in Fig. 2b. Imagine that the aim is to reach state b. State a
has two transitions. A “lucky” one where the probability to get to b is 13 and an “unlucky”
one where b is reached with probability 16 . For both transitions, with probability 13 one gets
back to a and then, with the residual probability, one moves to c. Once in states b or c, the
system remains in the same state with probability 1.
Given a formula ϕ and an environment ρ : Prop ∪ PVar → (S → [0, 1]) mapping each
proposition or propositional variable to a real-valued function over the states, the semantics
of ϕ is a function ||ϕ||N
ρ : S → [0, 1] defined as expected using the semantic operators. In
addition to those already discussed, we have the semantic operators for the complement and
the modalities: for v : S → [0, 1]
X
X
v̄(x) = 1 − v(x)
N (v)(x) = max
d(y) · v(y)
N (v)(x) = min
d(y) · v(y)
x→d

y∈S

x→d

y∈S

As it happens for the propositional µ-calculus, also formulas of the Łukasiewicz µ-calculus can
be seen as systems of equations, but on a different complete lattice, i.e., [0, 1]S . For instance,
consider the formulas ϕ = µx2 .(νx1 .(p x1 ) ⊕ ♦x2 ) and ϕ0 = µx2 .(νx1 .(p x1 ) ⊕ x2 ),
rendered as (syntactic) equations in Fig. 2c. Roughly speaking, they capture the probability
of eventually satisfying forever p, with an angelic scheduler and a daemonic one, choosing at
each step the best or worst transition, respectively. Assuming that p holds with probability 1
on b and 0 on a and c, we have ||ϕ||ρ (a) = 12 and ||ϕ0 ||ρ (a) = 41 .
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I Example 10 ((bi)similarity over transition systems). For defining (bi)similarity uniformly
with the example on µ-calculus, we work on unlabelled transition systems with atoms
T = (S, →, A) where A ⊆ 2S is a fixed set of atomic properties over the states. Everything
can be easily adapted to labelled transition systems.
Given T = (S, →, A), consider the lattice of relations on S, namely Rel(S) = (2S×S , ⊆).
We take as basis the set of singletons BRel(S) = {{(x, y)} | x, y ∈ S}. The similarity relation
on T , denoted -T , is the greatest fixpoint of the function sim T : Rel(S) → Rel(S), defined by

sim T (R) = (x, y) ∈ R | ∀a ∈ A. (x ∈ a ⇒ y ∈ a) ∧ ∀x → x0 . ∃y → y 0 . (x0 , y 0 ) ∈ R
In other words it can be seen as the solution of a system consisting of a single greatest
fixpoint equation x =ν sim T (x).
For instance, consider the transition system T in Fig. 1a and take p = {b, d, e} as the only
atom. Then similarity -T is the transitive reflexive closure of {(c, a), (a, b), (b, d), (d, e), (e, b)}.
Bisimilarity ∼T can be obtained analogously as the greatest fixpoint of bis T (R) =
sim T (R) ∩ sim T (R−1 ). In the transition system T above, bisimilarity ∼T is the equivalence
such that b ∼T d ∼T e.

4

Approximation for Systems of Fixpoint Equations

In this section we design a theory of approximation for systems of fixpoint equations over
complete lattices. The general setup is borrowed from abstract interpretation [13, 14], where
a concrete domain C and an abstract domain A are fixed. Semantic operators on the concrete
domain C have a counterpart in the abstract domain A, and suitable conditions can be
imposed on such operators to ensure that the least fixpoints of the abstract operators are
sound and/or complete approximations of the fixpoints of their concrete counterparts.
Similarly, here we will have a system of equations x =η f C (x) over a concrete domain C
and its abstract counterpart x =η f A (x) over an abstract domain A, and we want that the
solution of the latter provides an approximation of the solution of the former.
Let us first focus on the case of a single equation. Let (C, v) and (A, ≤) be complete
lattices and let f C : C → C and f A : A → A be monotone functions. The fact that f A is a
sound (over)approximation of f C can be formulated in terms of a concretisation function
γ : A → C, that maps each abstract element a ∈ A to a concrete element γ(a) ∈ C, for
which, intuitively, a is an overapproximation. In the setting of abstract interpretation, where
the interest is for program semantics, typically expressed in terms of least fixpoints, the
desired soundness property is µf C v γ(µf A ). A standard sufficient condition for soundness
(see [13, 14, 33]) is f C ◦ γ v γ ◦ f A . The same condition ensures soundness also for greatest
fixpoints, i.e., νf C v γ(νf A ), provided that γ is co-continuous and co-strict (see, e.g., [15,
Proposition 15], which states the dual result).
Then we can suitably combine the conditions for least and greatest fixpoints. We will
allow a different concretisation function for each equation.
I Theorem 11 (sound concretisation for systems). Let (C, v) and (A, ≤) be complete lattices,
let EC of the kind x =η f C (x) and EA of the kind x =η f A (x) be systems of m equations
over C and A, with solutions sC ∈ C m and sA ∈ Am , respectively. Let γ be an m-tuple of
monotone functions, with γi : A → C for i ∈ m. If γ satisfies f C ◦ γ × v γ × ◦ f A with γi
co-continuous and co-strict for each i ∈ m such that ηi = ν, then sC v γ × (sA ).
The standard abstract interpretation framework of [16] relies on Galois connections:
concretisation functions γ are right adjoints, whose left adjoint, the abstraction function α,
intuitively maps each concrete element in C to its “best” overapproximation in A. When
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hα, γi is a Galois connection, α is automatically continuous and strict, while γ is co-continuous
and co-strict. This leads to the following result, where, besides the soundness conditions, we
also make explicit the completeness conditions.
I Theorem 12 (abstraction via Galois connections). Let (C, v) and (A, ≤) be complete lattices,
let EC of the kind x =η f C (x) and EA of the kind x =η f A (x) be systems of m equations
over C and A, with solutions sC ∈ C m and sA ∈ Am , respectively. Let α and γ be m-tuples
of monotone functions, with hαi , γi i : C → A a Galois connection for each i ∈ m.
1. Soundness: If γ satisfies f C ◦γ × v γ × ◦f A or equivalently α satisfies α× ◦f C ≤ f A ◦α× ,
then α× (sC ) ≤ sA (equivalent to sC v γ × (sA )).
2. Completeness (for abstraction): If α satisfies f A ◦ α× ≤ α× ◦ f C with αi co-continuous
and co-strict for each i ∈ m such that ηi = ν, then sA ≤ α× (sC ).
3. Completeness (for concretisation): If γ satisfies γ × ◦ f A v f C ◦ γ × with γi continuous
and strict for each i ∈ m such that ηi = µ, then γ × (sA ) v sC .
Completeness for the abstraction, i.e., sA ≤ α× (sC ), together with soundness, leads to
α× (sC ) = sA . This is a rare but very pleasant situation in which the abstraction does not
lose any information as far as the abstract properties are concerned. We remark that here
the notion of “completeness” slightly deviates from the standard abstract interpretation
terminology where soundness is normally indispensable, and thus complete abstractions (see,
e.g., [18]) are, by default, also sound.
Moreover, completeness for the concretisation is normally of limited interest in abstract
interpretation. Alone, it states that the abstract solution is an underapproximation of the
concrete one, while typically the interest is for overapproximations. Together with soundness,
it leads to sC = γ × (sA ), a very strong property which is not meaningful in program analysis.
In our case, keeping the concepts of soundness and completeness separated and considering
also completeness for the concretisation is helpful in some cases, especially when dealing
with up-to functions, which are designed to provide underapproximations of fixpoints.
Standard arguments also show that abstract operators can be obtained compositionally
out of basic ones, preserving soundness.
I Example 13 (abstraction for the µ-calculus). The paper [30] observes that (bi)simulations
over transition systems can be seen as Galois connections and interpreted as abstractions.
Then it characterises fragments of the µ-calculus which are preserved and strongly preserved
by the abstraction. We next discuss how this can be derived as an instance of our framework.
Let TC = (SC , →C ) and TA = (SA , →A ) be transition systems and let hα, γi : 2SC → 2SA
be a Galois connection. It is a simulation, according to [30], if it satisfies the following
condition: α ◦ TC ◦ γ ⊆ TA . In this case TA is called a hα, γi-abstraction of TC , written
TC vhα,γi TA . This can be shown to be equivalent to the ordinary notion of simulation
between transition systems [30, Propositions 9 and 10]. In particular, if R ⊆ SC × SA is
a simulation in the ordinary sense then one can consider hR−1 , R i : 2SC → 2SA , where
R−1 is the function R−1 (X) = {y ∈ SA | ∃x ∈ X. (x, y) ∈ R}. This is a Galois connection
(in the abstract interpretation setting R−1 and R are often denoted pre
f R and post R ,
respectively [12]) inducing a simulation in the above sense, i.e., R−1 ◦ TC ◦ R ⊆ TA .
When TC vhα,γi TA , by [30, Theorem 2], one has that α “preserves” the µ♦-calculus,
i.e., the fragment of the µ-calculus without  operators. More precisely, for any formula ϕ
A
of the µ♦-calculus, we have α(||ϕ||Tρ C ) ⊆ ||ϕ||Tα◦ρ
. This means that for each sC ∈ SC , if sC
satisfies ϕ in the concrete system, then all the states in α({sC }) satisfy ϕ in the abstract
system, provided that each proposition p is interpreted in A with α(ρ(p)), the abstraction of
its interpretation in C.
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This can be obtained as an easy consequence of Theorem 12, where we use the same
function α as an abstraction for all equations. The condition α ◦ TC ◦ γ ⊆ TA above can
be rewritten as α ◦ TC ⊆ TA ◦ α which is the soundness condition (α× ◦ f C ≤ f A ◦ α× )
in Theorem 12 for the semantics of the diamond operator. For the other operators the
soundness condition is trivially shown to hold. In fact,
for t and f we have α(∅) = ∅ and α(SC ) ⊆ SA ;
for ∧ and ∨ we have α(X ∪ Y ) = α(X) ∪ α(Y ) and α(X ∩ Y ) ⊆ α(X) ∩ α(Y );
a proposition p represents the constant function ρ(p) in TC and α(ρ(p)) in TA .
In order to extend the logic by including negation on propositions, in [30], an additional
condition is required, called consistency of the abstraction with respect to the interpretation:
α(ρ(p))∩α(ρ(p)) = ∅, for all p. This is easily seen to be equivalent to α(ρ(p)) ⊆ α(ρ(p)) which
is the soundness condition (α× ◦ f C ≤ f A ◦ α× ) in Theorem 12 for negated propositions.
Our theory naturally suggests generalisations of [30]. E.g., by (the dual of) Theorem 11,
continuity and strictness of the abstraction α are sufficient to retain the results, hence one
could deal with an abstraction not being an adjoint, thus going beyond ordinary simulations.
I Example 14 (abstraction for Łukasiewicz µ-terms). For Łukasiewicz µ-terms, as introduced
in Example 8, leading to systems of fixpoint equations over the reals, we can consider
as an abstraction a form of discretisation: for some fixed n define the abstract domain
[0, 1]/n = {0} ∪ {k/n | k ∈ n} and the insertion hαn , γn i : [0, 1] → [0, 1]/n with αn defined
by αn (x) = dn · xe/n and γn the inclusion. We can consider for all operators op, their best
abstraction op# = αn ◦ op ◦ γn × , thus getting a sound abstraction.
Note that for all semantic operators, op# is the restriction of op to the abstract domain,
with the exception of r ·# x = αn (r · x) for x ∈ [0, 1]/n . Moreover, for x, y ∈ [0, 1] we have
αn (0(x)) = 0# (αn (x)), αn (1(x)) = 1# (αn (x));
αn (r · x) ≤ r ·# αn (x);
αn (x t y) = αn (x) t# αn (y), αn (x u y) = αn (x) u# αn (y);
αn (x⊕y) ≤ αn (x)⊕# αn (y), αn (x y) ≤ αn (x) # αn (y) since αn (x+y) ≤ αn (x)+αn (y)
i.e., the abstraction is complete for 0, 1, t, u, while it is just sound for the remaining
operators.
For instance, the system in Example 8 can be shown to have solution x1 = x2 = 0.2.
With abstraction α10 we get x1 = x2 = 0.8, with a more precise abstraction α100 we get
x1 = x2 = 0.22 and with α1000 we get x1 = x2 = 0.201.
I Example 15 (abstraction for Łukasiewicz µ-calculus). Although space limitations prevent
a detailed discussion, observe that when dealing with Łukasiewicz µ-calculus over some
probabilistic transition system N = (S, →), we can lift the Galois insertion above to [0, 1]S .
Define αn→ : [0, 1]S → [0, 1]S/n by letting, αn→ (v) = αn ◦ v for v ∈ [0, 1]S . Then hαn→ , γn→ i :
[0, 1]S → [0, 1]S/n , where γn→ is the inclusion, is a Galois insertion and, as in the previous case,
we can consider the best abstraction for the operators of the Łukasiewicz µ-calculus.
For instance, consider the system for ϕ0 in Example 9. Recall that the exact solution is
x2 (a) = 0.25. With abstraction α10 we get x2 (a) = 0.3, with α15 we get x2 (a) = 0.26̄.

5

Up-To Techniques

Up-to techniques have been shown effective in easing the proof of properties of greatest
fixpoints. Originally proposed for coinductive behavioural equivalences [32, 39], they have
been later studied in the setting of complete lattices [35, 36]. Some recent work [6] started the
exploration of the relation between up-to techniques and abstract interpretation. Roughly,
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they work in a setting where the semantic functions of interest f ∗ : L → L admits a left
adjoint f∗ : L → L, the intuition being that f ∗ and f∗ are predicate transformers mapping
a condition into, respectively, its strongest postcondition and weakest precondition. Then
complete abstractions for f ∗ and sound up-to functions for f∗ are shown to coincide. This
has a natural interpretation in our game theoretic framework, as discussed in §6.2.
Here we take another view. We work with general semantic functions and, in §5.1, we
first argue that up-to techniques can be naturally interpreted as abstractions where the
concretisation is complete (and sound, if the up-to function is a closure). Then, in §5.2 we
can smoothly extend up-to techniques from a single fixpoint to systems of fixpoint equations.

5.1

Up-To Techniques as Abstractions

The general idea of up-to techniques is as follows. Given a monotone function f : L → L
one is interested in the greatest fixpoint νf . In general, the aim is to establish whether
some given element of the lattice l ∈ L is under the fixpoint, i.e., if l v νf . In turn, since
F
by Tarski’s Theorem, νf = {x | x v f (x)}, this amounts to proving that l is under some
post-fixpoint l0 , i.e., l v l0 v f (l0 ). For instance, consider the function bis T : Rel(S) → Rel(S)
for bisimilarity on a transition system T in Example 10. Given two states s1 , s2 ∈ S, proving
{(s1 , s2 )} ⊆ νbis T , i.e., showing the two states bisimilar, amounts to finding a post-fixpoint,
i.e., a relation R such that R ⊆ bis T (R) (namely, a bisimulation) such that {(s1 , s2 )} ⊆ R.
I Definition 16 (up-to function). Let L be a complete lattice and let f : L → L be a monotone
function. A sound up-to function for f is any monotone function u : L → L such that
ν(f ◦ u) v νf . It is called complete if also the converse inequality νf v ν(f ◦ u) holds.
When u is sound, if l is a post-fixpoint of f ◦ u, i.e., l v f (u(l)) we have l v ν(f ◦ u) v νf .
The idea is that the characteristics of u should make it easier to prove that l is a postfix-point
of f ◦ u than proving that it is for f . This is clearly the case when u is extensive. In fact by
extensiveness of u and monotonicity of f we get f (l) v f (u(l)) and thus obtaining l v f (u(l))
is “easier” than obtaining l v f (l). Note that extensiveness also implies “completeness” of
the up-to function: since f v f ◦ u clearly νf v ν(f ◦ u). We remark that for up-to functions,
since the interest is for underapproximating fixpoints, the terms soundness and completeness
are somehow reversed with respect to their meaning in abstract interpretation.
A common sufficient condition ensuring soundness of up-to functions is compatibility [35].
I Definition 17 (compatibility). Let L be a complete lattice and let f : L → L be a monotone
function. A monotone function u : L → L is f -compatible if u ◦ f v f ◦ u.
The soundness of an f -compatible up-to function u can be proved by viewing it as an
abstraction. When u is a closure (i.e., extensive and idempotent), u(L) is a complete lattice
that can be seen as an abstract domain in a way that hu, ii : L → u(L), with i being the
inclusion, is a Galois insertion. Moreover f|u(L) can be shown to provide an abstraction
of both f and f ◦ u over L, sound and complete with respect to the inclusion i, seen as
the concretisation. The formal details are given below. Since we later aim to apply up-to
techniques to systems of equations, we deal with not only greatest but also least fixpoints.
I Lemma 18 (compatible up-to functions as sound and complete abstractions). Let f : L → L
be a monotone function and let u : L → L be an f -compatible closure. Consider the Galois
insertion hu, ii : L → u(L) where i : u(L) → L is the inclusion. Then
1. f restricts to u(L), i.e., f|u(L) : u(L) → u(L);
2. νf = i(νf|u(L) ) = ν(f ◦ u). If u is continuous and strict then µf = i(µf|u(L) ) = µ(f ◦ u).
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L

u(L)

f|u(L)

u

When the up-to function is just f -compatible (hence sound), but possibly not a closure,
we canonically turn u into an f -compatible closure by taking the least closure ū above u.
I Corollary 19 (soundness of compatible up-to functions). Let f : L → L be a monotone
function, let u : L → L be an f -compatible up-to function and let ū be the least closure above
u. Then ν(f ◦ u) v ν(f ◦ ū) = νf . If u is continuous and strict, then µ(f ◦ u) v µ(f ◦ ū) = µf .
In [35] the proof of soundness of a compatible up-to technique u relies on the definition
F
of a function uω defined as uω (x) = {un (x) | n ∈ N}, where un (x) is defined inductively
as u0 (x) = x and un+1 (x) = u(un (x)). The function uω is extensive but not idempotent in
general, and it can be easily seen that uω v ū. The paper [36] shows that for any monotone
function one can consider the largest compatible up-to function, the so-called companion,
which is extensive and idempotent. The companion could be used in place of ū for part of
the theory. However, we find it convenient to work with ū since, despite not discussed in the
present paper, it plays a key role for the integration of up-to techniques into the verification
algorithms. Furthermore the companion is usually hard to determine.

5.2

Up-To Techniques for Systems of Equations

Exploiting the view of up-to functions as abstractions, moving to systems of equations is
easy. As in the case of abstractions, a different up-to function is allowed for each equation.
I Definition 20 (compatible up-to for systems of equations). Let (L, v) be a complete lattice
and let E be x =η f (x), a system of m equations over L. A compatible tuple of upto functions for E is an m-tuple of monotone functions u, with ui : L → L, satisfying
compatibility (u× ◦ f v f ◦ u× ) with ui continuous and strict for each i ∈ m such that ηi = µ.
We can then generalise Corollary 19 to systems of equations.
I Theorem 21 (up-to for systems). Let (L, v) be a complete lattice and let E be x =η f (x),
a system of m equations over L, with solution s ∈ Lm . Let u be a compatible tuple of up-to
functions for E and let ū = (ū1 , . . . , ūm ) be the corresponding tuple of least closures. Let
s0 and s̄ be the solutions of the systems x =η f (u× (x)) and x =η f (ū× (x)), respectively.
Then s0 v s̄ = s. Moreover, if u is extensive then s0 = s.
I Example 22 (µ-calculus up-to (bi)similarity). Consider the problem of model-checking the
µ-calculus over some transition system with atoms T = (S, →, A).
Assuming that we have an a priori knowledge about the similarity relation - over some
of the states in T , then, restricting to a suitable fragment of the µ-calculus we can avoid
checking the same formula on similar states. This intuition can be captured in the form of
an up-to technique, that we refer to as up-to similarity. It is based on an up-to function
u- : 2S → 2S defined, for X ∈ 2S , by u- (X) = {s ∈ S | ∃s0 ∈ X. s0 - s}.
Function u- is monotone, extensive, and idempotent. It is also continuous and strict.
Moreover, u- is a compatible (and thus sound) up-to function for the µ♦-calculus where
propositional variables are interpreted as atoms. In fact, - is a simulation (the largest one)
and the function u- is the associated abstraction as defined in Example 13, namely u- = % .
Therefore, compatibility u- ◦ f v f ◦ u- corresponds to condition α ◦ TC ◦ γ ⊆ TA in
Example 13 which has been already observed to coincide with soundness in the sense of
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Table 1 The game on the powerset of the basis.
Position
(b, i)
X

Player
∃
∀

Moves
F
X s.t. b v fi ( X)
(b0 , j) s.t. b0 ∈ Xj

Theorem 12 for the operators of the µ♦-calculus. Concerning propositional variables, in
Example 13, they were interpreted, in the target transition system, by the abstraction of
their interpretation in the source transition system. Since here we have a single transition
system and a single interpretation ρ : Prop → 2S , we must have ρ(p) = u- (ρ(p)), i.e., ρ(p)
upward-closed with respect to -. This automatically holds by the fact that - is a simulation.
Similarly, we can define up-to bisimilarity via the up-to function u∼ (X) = {s ∈ S |
∃s0 ∈ X. s ∼ s0 }. As above, one can see that compatibility u∼ ◦ f v f ◦ u∼ holds for the
full µ-calculus with propositional variables interpreted as atoms. For instance, consider the
formula ϕ in Example 7 and the transition system in Fig. 1a. Using the up-to function u∼
corresponds to working in the bisimilarity quotient in Fig. 1b. Note, however, that when
using a local algorithm (see §6.2) the quotient does not need to be actually computed. Rather,
only the bisimilarity over the states explored by the searching procedure is possibly exploited.
I Example 23 (bisimilarity up-to transitivity). Consider the problem of checking bisimilarity
on a transition system T = hS, →i. A number of well-known sound up-to techniques have
been introduced in the literature [37]. As an example, we consider the up-to function
utr : Rel(S) → Rel(S) performing a single step of transitive closure. It is defined as:
utr (R) = R ◦ R = {(x, y) | ∃ z ∈ S. (x, z) ∈ R ∧ (z, y) ∈ R}.
It is easy to see that utr is monotone and compatible with respect to the function
bis T : Rel(S) → Rel(S) of which bisimilarity is the greatest fixpoint (see Example 10). Since
A is deterministic, bisimilarity coincides with language equivalence.
Note that utr is neither idempotent nor extensive. The corresponding closure ūtr maps a
relation to its (full) transitive closure (this is known to be itself a sound up-to technique, a
fact that we can also derive from the compatibility of utr and Corollary 19).

6

Solving Systems of Equations via Games

In this section, we first provide a characterisation of the solution of a system of fixpoint
equations over a complete lattice in terms of a parity game. This generalises a result in [2].
While the original result was limited to continuous lattices, here, exploiting the results on
abstraction in §4, we devise a game working for any complete lattice.
The game characterisation opens the way to the development of algorithms for solving
the game and thus the associated verification problem. A proper treatment of these aspects
is beyond the scope of the present paper, but covered in [3]. Here, in §6.2, we hint at the
algorithmic potentials of our theory focusing on the case of a single equation.

6.1

Game Characterization

We show that the solution of a system of equations over a complete lattice can be characterised
using a parity game.
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I Definition 24 (powerset game). Let L be a complete lattice with a basis BL . Given a
system E of m equations over L of the kind x =η f (x), the corresponding powerset game is
a parity game, with an existential player ∃ and a universal player ∀, defined as follows:
The positions of ∃ are pairs (b, i) where b ∈ BL , i ∈ m. Those of ∀ are tuples of subsets
of the basis X = (X1 , . . . , Xm ) ∈ (2BL )m .
F
From position (b, i) the moves of ∃ are E(b, i) = {X | X ∈ (2BL )m ∧ b v fi ( X)}.
From position X ∈ (2BL )m the moves of ∀ are A(X) = {(b, i) | i ∈ m ∧ b ∈ Xi }.
The game is schematised in Table 1. For a finite play, the winner is the player who moved
last. For an infinite play, let h be the highest index that occurs infinitely often in a pair (b, i).
If ηh = ν then ∃ wins, else ∀ wins.
Interestingly, the correctness and completeness of the game can be proved by exploiting
the results in §4. The crucial observation is that there is a Galois insertion between L and
the powerset lattice of its basis (which is algebraic hence continuous) hα, γi : 2BL → L
F
where abstraction α is the join α(X) = X and concretisation γ takes the lower cone
γ(l) = ↓ l ∩BL . Then a system of equations over a complete lattice L can be “transferred” to
a system of equations over the powerset of the basis 2BL along such insertion, in a way that
the system in L can be seen as a sound and complete abstraction of the one in 2BL .
I Theorem 25 (correctness and completeness). Let E be a system of m equations over a
complete lattice L of the kind x =η f (x) with solution s. For all b ∈ BL and i ∈ m, b v si
iff ∃ has a winning strategy from position (b, i).

6.2

An Algorithmic View

The game theoretical characterisation can be the basis for the development of algorithms,
possibly integrating abstraction and up-to techniques, for solving systems of equations. Here
we consider local algorithms for the case of a single equation. Our main focus is to provide a
general procedure which transcends the verification problem at hand, and also takes advantage
of heuristics based on abstractions and up-to techniques. This allows us also to establish
a link with some recent work relating abstract interpretation and up-to techniques [6] and
exploiting up-to techniques for computing language equivalence on NFAs [8]. While not
improving the complexity bounds, our algorithm is still in line with other local algorithms
designed for specific settings, such as [8, 21, 22], as they arise as proper instantiations.
An algorithm for general systems is considerably more difficult and cannot be described
here due to lack of space (it can be found in the full version of this paper [3]). Here we focus
on the special case of a single (greatest) fixpoint equation x =ν f (x).

6.2.1

Selections

For a practical use of the game it can be useful to observe that the set of moves of the
existential player can be suitably restricted without affecting the completeness of the game,
by introducing a notion of selection, similarly to what is done in [2].
Given a lattice L, define a preorder vH on 2BL by letting, for X, Y ∈ 2BL , X vH Y if
F
F
X v Y . (The subscript H comes from the fact that for completely distributive lattices,
if BL is the set of irreducible elements, then vH is the “Hoare preorder” [1], requiring that
∀x ∈ X. ∃y ∈ Y. x v y.) Observe that vH is not antisymmetric. We write ≡H for the
corresponding equivalence, i.e., X ≡H Y when X vH Y vH X.
The moves of player ∃ can be ordered by the pointwise extension of vH , thus leading to
the following definition. Since we deal with a single equation, we will omit the indices from
the positions of player ∃ and write b instead of (b, 1).
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I Definition 26 (selection). Let x =ν f (x) be an equation over a complete lattice L, with basis
B
BL . A selection is a function σ : BL → 22 L such that for all b ∈ BL it holds ↑H σ(b) = E(b),
i.e. the set of moves of ∃ from position b, where ↑H is the upward-closure with respect to vH .
This is equivalent to requiring that σ(b) ⊆ E(b) and for each X ∈ E(b) there exists
F
F
Y ∈ σ(b) such that Y v X.
For the case of a single fixpoint equation it is easy to see that Theorem 25 continues to
hold if we restrict the moves of player ∃ to those prescribed by a selection.
I Theorem 27 (game with selections). Let x =ν f (x) be an equation over a complete lattice
L with solution s. For all b ∈ BL , it holds that b v s iff ∃ has a winning strategy from
position b in the game restricted to selections.

6.2.2

Local Algorithm for a Special Case

In this section we assume that f : L → L is some fixed function that preserves non-empty
d
d
meets, i.e., for X =
6 ∅, f ( X) = f (X). This is equivalent to asking f (x) = f ∗ (x) u c for
some c ∈ L (just take c = f (>)), with f ∗ being a right adjoint of a map f∗ , a setting that
has been studied also in [6]. We will call a function satisfying this assumption a deterministic
function. Note that the adjunction hf∗ , f ∗ i is completely orthogonal to the adjunctions
(Galois connections) studied so far.
I Example 28. For a simple example adopted from [8], consider a deterministic finite
automaton A = (Q, Σ, δ, F ), where Q is a finite set of states, Σ is a finite alphabet, δ :
Q × Σ → Q is the transition function and F ⊆ Q is the set of final states. Since A
is deterministic, language equivalence coincides with bisimilarity. Consider the lattice of
relations L = (2Q×Q , v) with basis BL = {{(q1 , q2 )} | q1 , q2 ∈ Q}. The behaviour map,
having bisimilarity as largest fixpoint, is f : 2Q×Q → 2Q×Q defined as f (R) = f ∗ (R)∩C where
f ∗ (R) = {(q1 , q2 ) | ∀a ∈ Σ. (δ(q1 , a), δ(q2 , a)) ∈ R} with C = {(q1 , q2 ) | q1 ∈ F ⇐⇒ q2 ∈ F }.
The left adjoint is f∗ (R) = {(δ(q1 , a), δ(q2 , a)) | (q1 , q2 ) ∈ R, a ∈ Σ}.
Given two states q1 , q2 ∈ R, we want to decide whether (q1 , q2 ) ∈ S, where S is bisimilarity,
the solution of the greatest fixpoint equation R =ν f (R).
We first observe that for deterministic functions we can take a very simple selection.
I Lemma 29 (selection). Let L be a complete lattice with basis BL , and let f : L → L be a
deterministic function, i.e., f (x) = f ∗ (x) u c for some c ∈ L and hf∗ , f ∗ i : L → L a Galois
B
connection. A selection σ : BL → 22 L for x =ν f (x) can be defined, for b ∈ BL , as:

{X} with X ⊆ BL s.t. X ≡H ↓ f∗ (b) ∩BL when b v c
σ(b) =
∅
otherwise
Observe that there might be several choices for X ⊆ BL : one that always works is
F
X = ↓ f∗ (b) ∩BL , but subsets X ⊆ ↓ f∗ (b) ∩BL are also feasible, as long as X = f∗ (b). In
Example 28, given {(q1 , q2 )} ∈ BL , we can define σ({(q1 , q2 )}) = {{{(q10 , q20 )} | (q10 , q20 ) ∈
f∗ ({(q1 , q2 )})}} = {{{(δ(q1 , a), δ(q2 , a))} | a ∈ Σ}}.
By Lemma 29, in the game for x =ν f (x), either the existential player is stuck or she has
a best move. As a consequence, the game in §6.1 can be simplified. Let BL be any basis
for L such that ⊥ ∈
/ BL . The moves of player ∃ are deterministic, governed by σ, and only
player ∀ has choices when exploring the elements included in such moves.
For checking whether b v νf , for some b ∈ BL , the game starts from position b. Then, at
a generic position b0 , we do the following:
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1. if b0 6v c then σ(b0 ) = ∅ and ∃ loses;
2. otherwise, ∃ has to play the only element in σ(b0 ) = {X}
a. if f∗ (b0 ) = ⊥ then take X = ∅; hence ∃ wins since ∀ has no moves;
b. if instead f∗ (b0 ) 6= ⊥, we can take X ≡H ↓ f∗ (b0 ) ∩BL and thus player ∀ can play any
b00 ∈ X and the game continues.
Player ∃ wins the game iff no losing position for her (b0 6v c) is encountered in the exploration.
When a losing position for ∃ is encountered we immediately know that ∀ wins.
The game can be further simplified by observing that, if W denotes the set of positions
F
already visited during the exploration, whenever, at a position b0 , we have b0 v W then
∃ wins from b0 as long as she wins from all the positions in W . This leads to the local
algorithm outlined in List. 1, whose proof of correctness formalises the arguments above.
The procedure Explore allows to check if b v νf = ν(f ∗ u c) by invoking Explore(b,∅),
which returns true if and only if player ∃ wins in the simplified game.
Listing 1 Local algorithm for the simplified game.
Explore (b0 ,W ):
if b0 6v c thenF return false ;
else if b0 v W then return true ;
else take X ⊆ BL s . t . X ≡H ↓ f∗ (b0 ) ∩BL ;
return ∧b00 ∈X Explore (b00 ,W ∪ {b0 });

I Theorem 30 (correctness and completeness of the simplified game). Let L be a complete
lattice with basis BL ⊆ L \ {⊥}, and let f : L → L be a deterministic function, i.e.,
f (x) = f ∗ (x) u c for some c ∈ L and hf∗ , f ∗ i : L → L a Galois connection. Then, for all
b ∈ BL , b v νf iff the invocation Explore(b,∅) returns true.
For instance, for Example 28, the local algorithm of List. 1 works as follows: for checking
whether {(q1 , q2 )} is dominated by the solution, i.e., states q1 and q2 are bisimilar, one starts
from {(q1 , q2 )}. At position {(q10 , q20 )}, if one state is final and the other is not, ∃ loses. If the
pair has been already explored, the branch is not considered. Otherwise, the pairs arising as
a-successors {(q10 , q20 )} are explored. If no losing position is found, the exploration finishes
S
(recall that there are finitely many states) and W is a bisimulation including (q1 , q2 ).
Observe that when the basis is BL = L \ {⊥}, the game becomes deterministic also
for player ∀: in List. 1, when f∗ (b0 ) 6= ⊥ one can take X = {{f∗ (b0 )}}, otherwise X = ∅.
Therefore, since f∗ is a left adjoint and thus continuous, if we take the set S of all the
positions generated during the exploration (i.e., W with the addition of the last position, for
F
F
finite games) then S = i f∗i (b) is the least fixpoint of f∗ above b, which in turn coincides
with the least fixpoint of f ∗ t b. This establishes a direct link with [6] which shows that for
b ∈ L it holds that µ(f ∗ t b) v c iff b v ν(f ∗ u c) = νf .
Furthermore, we can bring up-to techniques into the picture: given an up-to function
u we can modify the procedure in List. 1 by replacing the winning condition for ∃, that is,
F
F
b0 v W , by b0 v u( W ). The procedure remains clearly complete and it is also correct
due to Theorem 21. This allows us to cover the algorithm in [8] which checks language
equivalence for non-deterministic automata. It performs on-the-fly determinization and
constructs a bisimulation up-to congruence on the determinized automaton. More concretely,
it tries to construct a bisimulation relation for the determinized automaton (along the lines
of Example 28) and remembers pairs (X1 , X2 ) of sets of states seen so far in a relation W (as
explained in the algorithm in List. 1). Once a pair (Y1 , Y2 ) is encountered that is contained
in the congruence closure of W (the least equivalence, closed under union, that contains W ),
one can stop exploring this branch. A more detailed comparison can be found in Appendix A.
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7

Conclusion

Our contribution is based on the notion of approximation as formalised in abstract interpretation [13, 14]. Due to the intimate connection of Galois connections and closure functions,
there is a close correspondence with up-to techniques for enhancing coinduction proofs [35, 37],
originally developed for CCS [32]. However, as far as we know, recent research has only
started to explore this connection: [6] explains the relation between sound up-to techniques
and complete abstract domains in the setting where the semantic function has an adjoint.
This adjunction or Galois connection plays a different role than the abstractions: it gives the
existential player a unique best move, a concept explored in §6.2.2.
Fixpoint equation systems largely derive their interest from µ-calculus model-checking [9].
Evaluating µ-calculus formulae on a transition system can be reduced to solving a parity
game and the exact complexity of this task is still open. Progress measures, introduced
in [25], allow one to solve parity games with a complexity which is polynomial in the number
of states and exponential in (half of) the alternation depth of the formula. Recently quasipolynomial algorithms for parity games [10, 26, 29] have been devised. Instead of improving
the complexity bounds, our aim here is to introduce heuristics, based on an on-the-fly
algorithm and up-to functions that are known to achieve good efficiency in practice.
Many papers deal with abstraction in the setting of µ-calculus model checking. We noted
that the results on simulation-based abstraction in [30] can be obtained as an instance of our
framework. The abstraction of the µ-calculus along a Galois connection and its soundness
is discussed in [4]. A general framework for abstract interpretation of temporal calculi
and logics is developed in [15]. In particular, an abstract calculus for expressing nested
fixpoint expressions is studied, parametric with respect to the basic operators. The calculus
is interpreted over complete boolean lattices and conditions ensuring the soundness and the
completeness of the abstraction along a Galois connection are singled out. Such results are
closely related to those in Section 4. The main differences reside in the fact that we work with
general complete lattices, rather than with boolean lattices. In addition, we treat separately
soundness and completeness, and, in order to establish a connection with up-to techniques,
we distinguish two forms of completeness (for the abstraction and for the concretisation).
We showed – for a special case – how on-the-fly algorithms inspired by [8, 6, 21, 22] for a
single (greatest) fixpoint equation can be adapted to the case of general lattices. For the
general case of arbitrary fixpoint equation systems a considerably more complex generalisation
along the lines of [44] is possible, but omitted due to lack of space.
The use of assumptions as stopping conditions in the algorithm is reminiscent of parameterized coinduction [43, 23], closely related to up-to-techniques, as spelled out in [36].
The notion of progress measures that has been studied in [2] can be adapted to the game
for arbitrary complete (rather than just continuous) lattices, introduced in this paper. A
first natural question is whether the on-the-fly algorithm arises as an instance of the single
equation algorithm instantiated with the progress measure fixpoint equation.
With respect to the applications, we believe that our case study on abstractions respectively simulations for µ-calculus model-checking can also be generalised to modal respectively
mixed transition systems [40, 17, 28] or to abstraction for the full µ-calculus as studied in [19]
by combining both under- and over-approximations. Furthermore, we plan to further study
over-approximations for fixpoint equations over the reals, closely connected to probabilistic
logics. In particular, we will investigate under which circumstances one can obtain guarantees
to be close to the exact solution or to compute the exact solution directly. Another interesting
area is the use of up-to techniques for behavioural metrics [7].
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Comparison to the Bonchi/Pous Algorithm

In a seminal paper [8] Bonchi and Pous revisited the question of checking language equivalence
for non-deterministic automata and presented an algorithm based on an up-to congruence
technique that behaves very well in practice.
We will here give a short description of this algorithm and then explain how it arises as a
special case of the algorithm developed in §6.2.2.
We are given a non-deterministic finite automaton (Q, Σ, δ, F ), where Q is the finite set
of states, Σ is the finite alphabet, δ : Q × Σ → 2Q is the transition function and F ⊆ Q
is the set of final states. Note that we omit initial states. Given a ∈ Σ, X ⊆ Q we define
S
δa (X) = q∈X δ(q, a).
Given q1 , q2 ∈ Q, the aim is to show whether q1 , q2 accept the same language (in the
standard sense).
In order to do this, the algorithm performs an on-the-fly determinization and constructs
a bisimulation relation R ⊆ 2Q × 2Q on the determinized automaton. This relation has to
satisfy the following properties:
{q1 } R {q2 }
Whenever X1 R X2 , then
δa (X1 ) R δa (X2 ) for all a ∈ Σ (transfer property)
and X1 ∩ F 6= ∅ ⇐⇒ X2 ∩ F 6= ∅ (one set is accepting iff the other is accepting)
Due to the up-to technique there is no need to fully enumerate R. Instead in the second item
above, it suffices to show that δa (X1 ) c(R) δa (X2 ) where c(R) is the congruence closure of
R, i.e., the least relation R0 containing R that is an equivalence and satisfies that X1 R X2
implies X1 ∪ X R X2 ∪ X (for X1 , X2 , X ⊆ Q). A major contribution of [8] is an algorithm for
efficiently checking whether two given sets are in the congruence closure of a given relation.
Here we will simply assume that this procedure is given and use it as a black box.
Q

Q

We will now translate this into our setting: the lattice is L = 22 ×2 (the lattice of all
relations over the powerset of states) with inclusion as partial order. The basis B consists of
all singletons {(X1 , X2 )} where X1 , X2 ⊆ Q. That is, we consider the setting of of §6.2.2.
The behaviour map f is given as follows: f (R) = f ∗ (R) ∩ C where
f ∗ (R)
C

= {(X1 , X2 ) | (δa (X1 ), δa (X2 )) ∈ R for all a ∈ Σ}
= {(X1 , X2 ) | X1 ∩ F = ∅ ⇐⇒ X2 ∩ F = ∅}

We want to solve a single fixpoint equation R =ν f (R) where we are interested in the
greatest fixpoint. In particular, we want to check whether (Q1 , Q2 ) ∈ R (where Q1 = {q1 },
Q2 = {q2 }) or alternatively I = {(Q1 , Q2 )} ⊆ R.
Since we have determinized the automaton, f ∗ has a left adjoint f∗ , given as
f∗ (R) = {(δa (X1 ), δa (X2 )) | (X1 , X2 ) ∈ R, a ∈ Σ}.
Now we can start exploring the game positions. Starting with I = {(Q1 , Q2 )} ⊆ F , the only
move of ∃ is to play {{(X1 , X2 )} | (X1 , X2 ) ∈ f∗ (I)}, then it is the turn of ∀ who can choose
any singleton set {(X1 , X2 )} and one has to explore all those singletons. This continues until
one encounters a singleton {(X1 , X2 )} 6⊆ C (which implies that ∃ has no move and loses) or
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one finds a set {(X1 , X2 )} where one can cut off a branch due to the up-to technique – more
concretely (X1 , X2 ) ∈ c(W ) where W is the collection of all pairs visited so far on all paths
and c(W ) is its congruence closure. One can conclude that ∃ wins if all encountered pairs
are in C. This is a straightforward instance of the more general algorithm, enriched with an
up-to technique, as explained in §6.2.2.
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1

Introduction

Game theory is now an established model in the computer-aided design of correct-byconstruction programs. Two players, the controller and an environment, are fighting one
against the other in a zero-sum game played on a graph of all possible configurations. A
winning strategy for the controller results in a correct program, while the environment is
a player modelling all uncontrollable events that the program must face. Many possible
objectives have been studied in such two-player zero-sum games played on graphs: reachability,
safety, repeated reachability, and even all possible ω-regular objectives [10].
Apart from such qualitative objectives, more quantitative ones are useful in order to
select a particular strategy among all the ones that are correct with respect to a qualitative
objective. Some metrics of interest, mostly studied in the quantitative game theory literature,
are mean-payoff, discounted-payoff, or total-payoff. All these objectives have in common that
both players have strategies using no memory or randomness to win or play optimally [9].
Combining quantitative and qualitative objectives, enabling to select a good strategy
among the valid ones for the selected metrics, often leads to the need of memory to play
optimally. One of the simplest combinations showing this consists in the shortest-path
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Figure 1 On the left, a shortest-path game, where Min requires memory to play optimally. In the
middle, the Markov Decision Process obtained when letting Min play at random, with a parametric
probability p ∈ (0, 1). On the right, the Markov Chain obtained when Max plays along a memoryless
randomised strategy, with a parametric probability q ∈ [0, 1].

games combining a reachability objective with a total-payoff quantitative objective (studied
in [11, 4] under the name of min-cost reachability games). Another case of interest is the
combination of a parity qualitative objective (modelling every possible ω-regular condition),
with a mean-payoff objective (aiming for a controller of good quality in the average long-run),
where controllers need memory, and even infinite memory, to play optimally [6].
It is often crucial to enable randomisation in the strategies. For instance, Nash equilibria
are only ensured to exist in matrix games (like rock-paper-scissors) when players can play
at random [13]. In the context of games on graphs, a player may choose, depending on the
current history, the probability distribution on the successors. In contrast, strategies that do
not use randomisation are called deterministic (we sometimes say pure).
In this article, we will focus on shortest-path games, as the one depicted on the left of
Figure 1. The objective of Min is to reach vertex ,, while minimising the total weight. Let us
consider the vertex vMin as initial. Player Min could reach directly ,, thus leading to a payoff
of 0. But he can also choose to go to vMax , in which case Max either jumps directly in ,
(leading to a beneficial payoff −10), or comes back to vMin , but having already capitalised
a total payoff −1. We can continue this way ad libitum until Min is satisfied (at least 10
times) and jumps to ,. This guarantees a value at most −10 for Min when starting in vMin .
Reciprocally, Max can guarantee a payoff at least −10 by directly jumping into , when she
must play for the first time. Thus, the optimal value is −10 when starting from vMin or vMax .
However, Min cannot achieve this optimal value by playing without memory (we sometimes
say positionally), since it either results in a total-payoff 0 (directly going to the target) or
Max has the opportunity to keep Min in the negative cycle for ever, thus never reaching the
target. Therefore, Min needs memory to play optimally. He can do so by playing a switching
strategy, turning in the negative cycle long enough so that no matter how he reaches the
target finally, the value he gets as a payoff is lower than the optimal value. This strategy
uses pseudo-polynomial memory with respect to the weights of the game graph.
In this example, such a switching strategy can be mimicked using randomisation only
(and no memory), Min deciding to go to vMax with high probability p < 1 and to go to the
target vertex with the remaining low probability 1 − p > 0 (we enforce this probability to
be positive, in order to reach the target with probability 1, no matter how the opponent is
playing). The resulting Markov Decision Process (MDP) is depicted in the middle of Figure 1.
The shortest path problem in such MDPs has been thoroughly studied in [2], where it is
proved that Max does not require memory to play optimally. Denoting by q the probability
that Max jumps in vMin in its memoryless strategy, we obtain the Markov chain (MC) on the
right of Figure 1. We can compute (see Example 4) the expected value in this MC, as well
as the best strategy for both players: in the overall, the optimal value remains −10, even if
Min no longer has an optimal strategy. He rather has an ε-optimal strategy, consisting in
choosing p = 1 − ε/10 that ensures a value at most −10 + ε.
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This article thus aims at studying the tradeoff between memory and randomisation in
strategies for shortest-path games. The study is only interesting in the presence of both
positive and negative weights, since both players have optimal memoryless deterministic
strategies when the graph contains only non-negative weights [11]. The tradeoff between
memory and randomisation has already been investigated in many classes of games where
memory is required to win or play optimally. This is for instance the case for qualitative
games like Street or Müller games thoroughly studied (with and without randomness in the
arena) in [5]. The study has been extended to timed games [7] where the goal is to use
as little information as possible about the precise values of real-time clocks. Memory or
randomness is also crucial in multi-dimensional objectives [8]: for instance, in mean-payoff
parity games, if there exists a deterministic finite-memory winning strategy, then there exists
a randomised memoryless almost-sure winning strategy.
In contrast to previous work, we show that deterministic memory and memoryless
randomisation provide the same power to Min. We leave the combination of memory and
randomisation for future work, as explained in the discussion. After a presentation of the
model of shortest-path games in Section 2, we show in Section 3 how the previous simulation
of memory with randomisation can be performed for all shortest-path games. The general
case is much more challenging, in particular in the presence of positive cycles in the graph,
that Min cannot avoid in general. Section 4 shows reciprocally how to mimic randomised
strategies with memory only. Section 5 studies the optimality of randomised strategies.
Indeed, all shortest-path games admit an optimal deterministic strategy for both players,
but Min may require memory to play optimally (even with randomisation allowed). We thus
characterises the shortest-path games in which Min admits an optimal memoryless strategy,
and decide this characterisation in polynomial time.

2

Shortest-path games: deterministic or memoryless strategies

In this section, we formally introduce the shortest-path games we consider throughout the
article, as already thoroughly studied in [4] under the name of min-cost reachability games.
We denote by Z the set of integers, and Z∞ = Z ∪ {−∞, +∞}. For a finite set V , we
denote by ∆(V ) the set of distributions over V , that are all mappings δ : V → [0, 1] such
P
that v∈V δ(v) = 1. The support of a distribution δ is the set {v ∈ V | δ(v) > 0}, denoted
by supp(δ). A Dirac distribution is a distribution with a singleton support: the Dirac
distribution of support {v} is denoted by Diracv .
We consider two-player turn-based games played on weighted graphs and denote the
players by Max and Min. Formally, a shortest-path game (SPG) is a tuple hVMax , VMin , E, ω, T i
where V := VMax ] VMin ] T is a finite set of vertices partitioned into the sets VMax and
VMin of Max and Min respectively, and a set T of target vertices, E ⊆ V \ T × V is a
set of directed edges, and ω : E → Z is the weight function, associating an integer weight
with each edge. In the drawings, Max vertices are depicted by circles; Min vertices by
rectangles. For every vertex v ∈ V , the set of successors of v with respect to E is denoted by
E(v) = {v 0 ∈ V | (v, v 0 ) ∈ E}. Without loss of generality, we assume that non-target vertices
are deadlock-free, i.e. for all vertices v ∈ V \ T , E(v) 6= ∅. Finally, throughout this article,
we let W = max(v,v0 )∈E |ω(v, v 0 )| be the greatest edge weight (in absolute value) in the arena.
A finite play is a finite sequence of vertices π = v0 v1 · · · vk ∈ V ∗ such that for all 0 6 i < k,
Pk−1
(vi , vi+1 ) ∈ E. Its total weight is the sum i=0 ω(vi , vi+1 ) of its weights. A play is either a
finite play ending in a target vertex, or an infinite sequence of vertices π = v0 v1 · · · avoiding
the target such that every finite prefix v0 · · · vk , denoted by π[k], is a finite play.
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The total-payoff of a play π = v0 v1 . . . is given by TP(π) = +∞ if the play is infinite
Pk−1
(and therefore avoids T ), or by the total weight TP(π) = i=0 ω(vi , vi+1 ) if π = v0 v1 · · · vk
is a finite play ending in a vertex vk ∈ T (for the first time).
A strategy for Min over an arena G = hVMax , VMin , E, ω, T i is a mapping σ : V ∗ VMin → ∆(V )
such that for all sequences π = v0 · · · vk with vk ∈ VMin , the support of the distribution σ(π)
is included in E(vk ). A play or finite play π = v0 v1 · · · conforms to the strategy σ if for
all k such that vk ∈ VMin , we have that σ(π[k])(vk+1 ) > 0. A similar definition allows one to
define strategies τ : V ∗ VMax → ∆(V ) for Max, and plays conforming to them.
A strategy σ is deterministic (or pure) if for all finite plays π, σ(π) is a Dirac distribution:
in this case, we let σ(π) denote the unique vertex in the support of this Dirac distribution.
We let dΣMin and dΣMax be the deterministic strategies of players Min and Max, respectively.
A strategy σ is memoryless if for all finite plays π, π 0 , and all vertices v ∈ V , we have that
σ(πv) = σ(π 0 v) for all v ∈ V . We let mΣMin and mΣMax be the memoryless strategies of
players Min and Max, respectively. To distinguish them easily from deterministic strategies,
we will denote a memoryless strategy of Min using letter ρ (for random).
In this article, we focus on deterministic strategies on the one hand, and memoryless
strategies on the other hand. Even if the notion of values that we will now introduce could
be defined in a more general setting, we prefer to give two simpler definitions in the two
separate cases, for the sake of clarity.

2.1

Deterministic strategies

In case of deterministic strategies, for all vertices v, we let Play(v, σ, τ ) be the unique play
conforming to strategies σ and τ of Min and Max, respectively, and starting in v. This unique
play has a payoff TP(Play(v, σ, τ )). Then, we define the value of strategies σ and τ by letting
for all v,
dValσ (v) =

TP(Play(v, τ 0 , σ))

sup

and

dValτ (v) =

τ 0 ∈dΣMax

inf

σ 0 ∈dΣMin

TP(Play(v, τ, σ 0 ))

Finally, the game itself has two possible values, an upper value describing the best Min can
hope for, and a lower value describing the best Max can hope for: for all vertices v,
dVal(v) =

inf

σ∈dΣMin

dValσ (v)

and

dVal(v) =

sup dValτ (v)
τ ∈dΣMax

We may easily show that dVal(v) 6 dVal(v) for all initial vertices v. In [3, Theorem 1], shortestpath games are shown to be determined when both players use deterministic strategies,
i.e. dVal(v) = dVal(v). We thus denote dVal(v) this common value. We say that deterministic
strategies σ ? of Min and τ ? of Max are optimal (respectively, ε-optimal for a positive real
?
?
number ε) if, for all vertices v: dValσ (v) = dVal(v) and dValτ (v) = dVal(v) (respectively,
?
?
dValσ (v) 6 dVal(v) + ε and dValτ (v) > dVal(v) − ε).
I Example 1. The deterministic value of the game on the left of Figure 1 is described in the
introduction: dVal(vMin ) = dVal(vMax ) = −10. An optimal strategy for player Min consists in
going to vMax the first 10 times, and switching to the target vertex afterwards. An optimal
strategy for player Max consists in directly going towards the target vertex.
If we remove the edge from vMax to the target (of weight −10), we obtain another game in
which dVal(vMin ) = dVal(vMax ) = −∞ since Min can decide to turn as long as he wants in
the negative cycle, before switching to the target. There is no optimal strategy for Min but a
sequence of strategies guaranteeing a value as low as we want.
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Figure 2 On the left, a more complex example of shortest-path game. On the right, the MDP
associated with a randomised strategy of Min with a parametric probability p ∈ (0, 1).

2.2

Memoryless strategies

Definitions above can be adapted for memoryless (randomised) strategies. In order to
keep the explanations simple, we only define the upper value above, without relying on
hypothetical determinacy results in this context. Once we fix a memoryless (randomised)
strategy ρ ∈ mΣMin , we obtain a Markov decision process (MDP) where the other player
must still choose how to react. An MDP is a tuple hV, A, P i where V is a set of vertices,
A is a set of actions, and P : V × A → ∆(V ) is a partial function mapping to some pair of
vertices and actions a distribution of probabilities over the successor vertices. In our context,
we let G ρ be the MDP with the same set V of vertices as G, actions A = V ∪ {⊥} being
either successor vertices of the game or an additional action ⊥ denoting the random choice
of ρ, and a probability distribution P defined by:
if v ∈ VMax , P (v, v 0 ) is only defined if (v, v 0 ) ∈ E in which case P (v, v 0 ) = Diracv0 , and
P (v, ⊥) is also undefined;
if v ∈ VMin , P (v, ⊥) = ρ(v), and P (v, v 0 ) is undefined for all v 0 ∈ V .
In drawings of MDPs (and also of Markov chains, later), we show weights as trivially
transferred from the game graph.
I Example 2. In Figure 1, a shortest-path game is presented on the left, with the MDP
in the middle obtained by picking as a memoryless strategy for Min the one choosing to
go to vMax with probability p ∈ (0, 1) and to the target vertex with probability 1 − p.
Another more complex example is given in Figure 2 where the memoryless strategy for Min
consists, in vertex v1 , to choose successor v0 with probability p ∈ (0, 1) and successor v2 with
probability 1 − p, and in vertex v3 , to choose successor v1 with the same probability p and
the target vertex with probability 1 − p.
In such an MDP, when player Max has chosen her strategy, there will remain no “choices”
to make, and we will thus end up in a Markov chain. A Markov chain (MC ) is a tuple
M = hV, P i where V is a set of vertices, and P : V → ∆(V ) associates to each vertex a
distribution of probabilities over the successor vertices. In our context, for all memoryless
strategies χ ∈ mΣMax , we let G ρ,χ the MC obtained from the MDP G ρ by following strategy
χ and action ⊥. Formally, it consists of the same set V of vertices as G, and mapping P
associating to a vertex v ∈ VMin , P (v) = ρ(v) and to a vertex v ∈ VMax , P (v) = χ(v).
I Example 3. On the right of Figure 1 is depicted the MC obtained when Max decides to
go to vMin with probability q ∈ [0, 1] and to the target vertex with probability 1 − q.
When starting in a given initial vertex v, we let Pρ,χ
denote the induced probability
v
measure over the sets of paths in the MC G ρ,χ (as before, G is made implicit in the notation).
A property is any measurable subset of finite or infinite paths in the MC with respect to the
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standard cylindrical sigma-algebra. For instance, we denote by Pρ,χ
v (T ) the probability of
the set of plays that reach the target set T ⊆ V of vertices. Given a random variable X over
the infinite paths in the MC, we let Eρ,χ
v (X) be the expectation of X with respect to the
ρ,χ
probability measure Pρ,χ
.
Therefore,
E
v
v (TP) is the expected weight of a path in the MC,
weights being the ones taken from G.
The objective of Max is to maximise the payoff in the MDP G ρ . We therefore define the
value of strategy ρ of Min as the best case scenario for Max:
mValρ (v) =

sup
χ∈mΣMax

Eρ,χ
v (TP)

By [1, Section 10.5.1], the value mValρ (v) is finite if and only if Pρ,χ
v (T ) = 1 for all χ, i.e. if
strategy ρ ensures the reachability of a target vertex with probability 1, no matter how the
opponent plays. In this case, letting P be the probability mapping defining the MC G ρ,χ ,
the vector (Eρ,χ
v (TP))v∈V is the only solution of the system of equations
(
Eρ,χ
v (TP)

=

0
P

if v ∈ T

v 0 ∈E(v)

0

0

P (v, v ) × (ω(v, v ) +

Eρ,χ
v 0 (TP))

if v ∈
/T

(1)

Since Min wants to minimise the shortest-path payoff, we finally define the memoryless
upper value as
mVal(v) =

inf

ρ∈mΣMin

mValρ (v)

Once again, we say that a memoryless strategy ρ is optimal (respectively, ε-optimal for a
positive real number ε) if mValρ (v) = mVal(v) (respectively, mValρ (v) 6 mVal(v) + ε). With
respect to player Max, we only consider optimality and ε-optimality in the MDP G ρ .
I Example 4. For the game of Figure 1, we let σ and τ the memoryless strategies that
ρ,χ
result in the MC on the right. Letting x = Eρ,χ
vMin (TP) and y = EvMax (TP), the system (1)
rewrites as x = (1 − p) × 0 + p × y and y = q × (−1 + x) + (1 − q) × (−10). We thus have
x = p(9q − 10)/(1 − pq). Two cases happen, depending on the value of p: if p < 9/10, then
Max maximises x by choosing q = 1, while she chooses q = 0 when p > 9/10. In all cases,
player Max will therefore play deterministically: if p < 9/10, the expected payoff from vMin
will then be mValρ (vMin ) = −p/(1 − p); if p > 9/10, it will be mValρ (vMin ) = −10p. This
value is always greater than the optimum −10 that Min were able to achieve with memory,
since we must keep 1 − p > 0 to ensure reaching the target with probability 1. We thus
obtain mVal(vMin ) = mVal(vMax ) = −10 as before. There are no optimal strategies for Min,
but an ε-optimal one consisting in choosing probability p > 1 − ε/10.
The fact that Max can play optimally with a deterministic strategy in the MDP G ρ is
not specific to this example. Indeed, in an MDP G ρ such that Pρ,χ
v (T ) = 1 for all χ, Max
cannot avoid reaching the target: she must then ensure the most expensive play possible.
Considering the MDP G̃ ρ obtained by multiplying all the weights in the graph by −1, the
objective of Max becomes a shortest-path objective. We can then deduce from [2] that she
has an optimal deterministic memoryless strategy: the same applies in the original MDP G ρ .
I Proposition 5. In the MDP G ρ such that Pρ,χ
v (T ) = 1 for all χ, Max has an optimal
deterministic memoryless strategy.
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Contribution

Our contribution consists in showing that optimal values are the same when restricting both
players to memoryless or deterministic strategies:
I Theorem 6. For all games G with a shortest-path objective, for all vertices v, we have
dVal(v) = mVal(v).
We show this theorem in the two next sections by a simulation of deterministic strategies
with memoryless ones, and vice versa. We start here by ruling out the case of values +∞.
Indeed, dVal(v) = +∞ signifies that Min is not able to reach a target vertex from v with
deterministic strategies. This also implies that Min has no memoryless randomised strategies
to ensure reaching the target with probability 1, and thus mVal(v) = +∞. Reciprocally,
if mVal(v) = +∞, then Min has no memoryless strategies to reach the target with probability 1
(since this is the only reason for having a value +∞). Since reachability is a purely qualitative
objective, and the game graph does not contain probabilities, Min cannot use memory in
order to guarantee reaching the target: therefore, this also means that dVal(v) = +∞. In the
end, we have shown that dVal(v) = +∞ if and only if mVal(v) = +∞. We thus remove every
such vertex from now on, which does not change the values of other vertices in the game.
I Assumption. From now on, all games G with a shortest-path objective are such that dVal(v)
and mVal(v) are different from +∞, for all vertices v.

3

Simulating deterministic strategies with memoryless strategies

Towards proving Theorem 6, we show in this section that, for all shortest-path games
G = hV, E, ω, Pi (where no values are +∞) and vertices v ∈ V , mVal(v) 6 dVal(v). This
is done by considering the switching strategies originated from [3], which are a particular
kind of deterministic strategies: they are optimal from vertices of finite value, and they
can get a value as low as wanted from vertices of value −∞. A switching strategy σ =
hσ1 , σ2 , αi is described by two deterministic memoryless strategies σ1 and σ2 , as well as
a switching parameter α. The strategy σ consists in playing along σ1 , until eventually
switching to σ2 when the length of the current finite play is greater than α. Strategy σ2
is thus any attractor strategy ensuring that plays reach the target set of vertices: it can
be computed via a classical attractor computation. Strategy σ1 is chosen so that every
cyclic finite play v0 v1 . . . vk v0 conforming to σ1 has a negative total weight: this is called
an NC-strategy (for negative-cycle-strategy) in [3]. The fake-value of σ1 from a vertex v0 is
defined by fakeσ1 (v0 ) = sup{TP(v0 v1 · · · vk ) | vk ∈ T, v0 v1 · · · vk conforming to σ1 }, letting
sup ∅ = −∞: it consists of only considering plays conforming σ1 that reach the target.
Strategy σ1 is said to be fake-optimal if fakeσ1 (v) 6 dVal(v) for all vertices v: in this case, if
a play from v conforms to σ1 (or σ before the switch happens) and reaches the target set of
vertices, it has a weight at most dVal(v).
I Proposition 7 ([3]). There exists a fake-optimal NC-strategy σ1 . Moreover, for all such
fake-optimal NC-strategies σ1 , for all attractor strategies σ2 , and for all n ∈ N, the switching
parameter α = (2W (|V | − 1) + n)|V | + 1 defines a switching strategy σ = hσ1 , σ2 , αi with a
value dValσ (v) 6 max(−n, dVal(v)), from all initial vertices v ∈ V .
In particular, if dVal(v) is finite, for n large enough, the switching strategy is optimal. If
dVal(v) = −∞ however, the sequence (σ n )n∈N of strategies, each with a different parameter n,
has a value that tends to −∞.
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I Example 8. For all n ∈ N, let σ = (σ1 , σ2 , α) the switching strategy described above. In
Figure 1, we have σ1 (vMin ) = vMax , σ2 (vMin ) = , and α = 3(40 + n) + 1. In Figure 2, σ1
chooses v0 from v1 and v1 from v3 , σ2 chooses v2 from v1 and , from v3 and α = 5(60+n)+1,
for all n ∈ N.
Definition of a memoryless (randomised) strategy. Let n ∈ N, we consider the switching
strategy σ = hσ1 , σ2 , αi described before, of value dValσ (v) 6 max(−n, dVal(v)), and simulate
it with a memoryless (randomised) strategy for Min, denoted ρp , with a parametrised
probability p ∈ (0, 1). This new strategy is a probabilistic superposition of the two memoryless
deterministic strategies σ1 and σ2 .
Formally, we define ρp on each strongly connected components (SCC) of the graph
according to the presence of a negative cycle. In an SCC that does not contain negative
cycles, for each vertex v ∈ VMin of the SCC, we let ρp (v) = Diracσ1 (v) : player Min chooses to
play the first strategy σ1 of the switching strategy, thus looking for a negative cycle in the
next SCCs (in topological order) if any. In an SCC that contains a negative cycle, for each
vertex v ∈ VMin of the SCC, we let ρp (v) be the distribution of support {σ1 (v), σ2 (v)} that
chooses σ1 (v) with probability p and σ2 (v) with probability 1 − p, except if σ1 (v) = σ2 (v) in
which case we choose it with probability 1. Note that MDPs in Figures 1 and 2 are obtained
by applying this strategy ρp .
We fix some vertex v0 ∈ V . In the rest of this section, we prove the following result:
I Proposition 9. For ε small enough and p close enough to 1, mValρp ,τ (v0 ) 6 dValσ (v0 ) + ε.
This entails the expected result. Indeed, if dVal(v0 ) ∈ Z, we get (with n = |dVal(v0 )|)
that mValρp (v0 ) 6 dVal(v0 ) + ε, and thus mVal(v0 ) 6 dVal(v0 ) since this holds for all ε > 0.
Otherwise, dVal(v0 ) = −∞, and letting n tend towards +∞, we also get mVal(v0 ) = −∞.
We first prove that ρp is one of the strategies of Min that guarantee to reach the target
with probability 1 in the MDP G ρp no matter how Max reacts.
ρ ,χ

I Proposition 10. For all strategies χ ∈ mΣMax , Pv0p ( T ) = 1.
Proof. Recall that we designed our graph games so that target vertices are the only deadlocks.
ρ ,χ
Thus, by using the characterisation of [1, Lemma 10.111], minχ∈mΣMax Pv0p ( T ) = 1 if and
only if for all χ ∈ mΣMax , all bottom SCCs of the MC G ρp ,χ (the ones from which we cannot
exit) consist in a unique target vertex. Suppose in the contrary that Max has a memoryless
strategy χ such that the MC G ρp ,χ contains a bottom SCC C with no target vertices.
If all vertices of C belong to Max, then they all have a successor in C and therefore there
also exists a deterministic memoryless strategy τ 0 for which all vertices v ∈ C are such that
0
dValτ (v) = +∞, and thus dVal(v) = +∞: this contradicts our hypothesis that all vertices
have a deterministic value different from +∞.
Otherwise, for all vertices v ∈ VMin ∩ C, since C is a bottom SCC of G ρp ,χ , the distribution
ρp (v) has its support included in C. If C is included in a SCC of G with no negative cycles,
supp(ρp (v)) = {σ1 (v)}: playing σ1 (v) in C will end up in a cycle (since there are no deadlocks)
that must be negative, by the hypothesis on σ1 , which is impossible. Thus, C must be included
in an SCC of G with a negative cycle. Then, supp(ρp (v)) = {σ1 (v), σ2 (v)} ⊆ C, and in
particular the attractor strategy is not able to reach a target vertex: playing the deterministic
switching strategy σ will result in not reaching a target vertex either, so that dVal(v) = +∞
for v ∈ VMin ∩ C, which also contradicts our hypothesis.
J
We can therefore apply Proposition 5. This result is very helpful since it allows us to only
consider deterministic memoryless strategies τ to compute mValρp (v0 ) = supτ mValρp ,τ (v0 ),
for all initial vertices v0 . We thus consider such a strategy τ and we now show that
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Figure 3 On the left, a game graph with no negative cycles where ρp is optimal. The MC
obtained when playing a different randomised memoryless strategy.

mValρp ,τ (v0 ) 6 dValσ (v) + ε whenever p < 1 is close enough to 1 (in function of ε > 0).
By gathering the finite number of lower bounds about p, for all deterministic memoryless
strategies of Max (there are a finite number of such), we obtain a lower bound for p such
that mValρp (v0 ) 6 dValσ (v0 ) + ε, as expected to prove Proposition 9.
The case where the whole game graph does not contain any negative cycles is easy. In
this case, ρp chooses the strategy σ1 with probability 1, by definition since no SCC contain
a negative cycle (this is the only reason why we defined ρp as it is, for such SCCs): a play
from initial vertex v0 conforming to ρp is thus conforming to σ1 . Since the graph contains no
negative cycles and all cycles conforming to σ1 must be negative, all plays from v0 conforming
to σ1 reach the target set of vertices, with a total payoff at most dValσ (v0 ). This single
ρ ,τ
play has probability 1 in the MC G ρp ,τ , thus Ev0p (TP) 6 dValσ (v0 ), which proves that
mValρp (v) 6 dValσ (v0 ) as expected.
I Example 11. If the definition of ρp would not distinguish the SCCs with no negative
cycles from the other SCCs, we would not have the optimality of ρp as shown before. Indeed,
consider the game graph on the left of Figure 3, which has no negative cycles. We have
dVal(v0 ) = −2 and dVal(v1 ) = −1. As a switching strategy, we can choose σ1 (v0 ) = v1 ,
σ1 (v1 ) = ,, σ2 (v0 ) = , and σ2 (v1 ) = v0 . Then, ρp is equal to σ1 (and thus independent
of p), and mValρp (v0 ) = −2 and mValρp (v1 ) = −1. However, if we would have chosen to still
mix σ1 and σ2 , we would obtain a strategy ρ0p , and the MC on the right of Figure 3. Then,
0

0

we get mValρp (v0 ) = −2p2 /(1 − p(1 − p)) and mValρp (v1 ) = (p2 − 3p + 1)/(1 − p(1 − p)) whose
limits are −2 and −1 respectively, when p tends to 1. This strategy ρ0p would then still be
ε-optimal for p close enough to 1.
Now, suppose that the graph game contains negative cycles. We let c > 0 be the maximal
size of an elementary cycle (that visits a vertex at most once) in G, w− > 0 be the opposite
of the maximal weight of an elementary negative cycle in G, and w+ > 0 be the maximal
weight of an elementary non-negative cycle in G (or 0 if such cycle does not exist).
I Example 12. In the graph of Figure 1, we have c = 2, w− = 1, and w+ = 0 (since there is
no non-negative cycles). In the game graph of Figure 2, we have c = 3, w− = 1, and w+ = 3.
The difficulty initiates from the possible presence of non-negative cycles too. Indeed,
when applying the switching strategy σ, all cycles conforming to σ1 have a negative weight.
This is no longer true with the probabilistic superposition ρp , as can be seen in the example
ρ ,τ
of Figure 2. Finding an adequate lower-bound for p requires to estimate Ev0p (TP), by
controlling the weight and probability of non-negative cycles, balancing them with the ones
of negative cycles. The crucial argument comes from the definition of the superposition ρp :
I Lemma 13. All cycles in G ρp ,τ of non-negative total weight contain at least one edge of
probability 1 − p.
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`
Π<I,>L

Π>I,N

L
e
Π
Π0,N
I

i

Figure 4 Partition of plays Π.

Proof. Suppose on the contrary that all edges have probability p or 1, then the cycle is
conforming to strategy σ1 , and has therefore a negative weight.
J
Proof of Proposition 9. The proof that mValρp ,τ (v0 ) 6 dValσ (v0 ) + ε is done by partitioning
the set Π of plays starting in v0 , conforming to ρp and τ , and reaching the target set of
vertices, into subsets Πi,` according to the number i of edges of probability 1 − p they go
through, and their length ` (we always have i 6 `). The partition is depicted in Figure 4:
Π0,N , depicted in yellow, contains all plays with no edges of probability 1 − p;
Π>I,N , depicted in green, contains all plays having at least
 +

2w
8(w+ + |V |W )
I=
+
γW
ε


w+
edges1 of probability 1 − p where γ = c 1 + w
> 1;
−
Π<I,>L , depicted in blue, contains all plays with at most I edges of probability 1 − p,
σ
and of length at least L = Iγ + 2|dVal (vw0−)|+|V |W c + |V |;
e depicted in red, is the rest of the plays.
Π,
ρ ,τ

We let γ0,N (respectively, γ<I,>L , γ>I,N , and γ
e) be the expectation Ev0p (TP) restricted
e By linearity of expectation,
to plays in Π0,N (respectively, Π<I,>L , Π>I,N , Π).
mValρp ,τ (v0 ) = Eρv0p ,τ (TP) = γ0,N + γ<I,>L + γ>I,N + γ
e

(2)

Partitioning the plays allows us to carefully control non-negative cycles: plays with a large
number of non-negative cycles contain a large number of edges of probability 1 − p, by
Lemma 13; thus if p is made close enough to 1, the probability of this set of plays will be
small enough. We thus control separately the four terms of (2) to obtain mValρp ,τ (v0 ) 6
dValσ (v0 ) + ε.

Yellow and blue zones are such that γ0,N + γ<I,>L 6 dValσ (v0 ) + ε/2
All plays of Π0,N reach the target without edges of probability 1 − p, i.e. by conforming to σ1 .
By fake-optimality of σ1 , their total payoff is upper-bounded by dValσ (v0 ). Notice that, in
case dVal(v0 ) = −∞, no plays conforming to σ1 starting in v0 reach the target, since Min has
the opportunity to stay as long as he wants in negative cycles: thus Π0,N = ∅ in this case,
and γ0,N = 0.
1

This intricate definition of I, as well as L in the next item, is justified by the computations that will
follow in the proof.
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All plays of Πi,` , with 1 6 i < I and ` > L, go through i edges of probability 1 − p. By
Lemma 13, they contain at most i elementary cycles of non-negative total weight (each of
weight at most w+ ). The total length of these cycles is at most ic. Once we have removed
these cycles from the play, it remainsja play ofklength at least ` − ic. By a repeated pumping
|
argument, it still contains at least `−ic−|V
elementary cycles, that have all a negative
c
total weight (each has a weight at most −w− ). The remaining part, once removed the last
negative cycles it contains, has length at most |V |, and thus a total payoff at most |V |W . In
summary, the total payoff of a play in Πi,` is at most


` − ic − |V |
L − Ic − |V |
iw+ +
(−w− ) + |V |W 6 Iw+ +
(−w− ) + |V |W
c
c
= −2|dValσ (v0 )| 6 0

(3)

Let us then consider three cases.
If dValσ (v0 ) > 0, we note that all plays in Π<I,>L have a non-positive total payoff,
therefore at most dValσ (v0 ). Thus,
γ0,N + γ<I,>L 6 dValσ (v0 )P(Π0,N ) + dValσ (v0 )P(Π<I,>L )

= dValσ (v0 ) P(Π0,N ) + P(Π<I,>L ) 6 dValσ (v0 )
If dValσ (v0 ) < 0 and Π<I,>L 6= ∅, we have γ0,N 6 0 (whatever dVal(v0 ) = −∞ or not).
Moreover, a play in Πi,` goes through i edges of probability 1 − p and at most ` edges of
probability p, other edges having probability 1. So, it has probability at least (1 − p)i p` .
We can deduce that




I−1 X
∞
X
` − ic − |V |
i `
+
−
γ<I,>L 6
(1 − p) p iw +
(−w ) + |V |W 6 dValσ (v0 )
c
i=1 `=L
|
{z
}
60 by (3)

the last inequality being true when p is close enough to 1, as shown in Appendix A.
If dValσ (v0 ) < 0 and Π<I,>L = ∅, then dVal(v0 ) 6= −∞, since otherwise a play conforming
to strategy σ1 for L rounds, and then switching to σ2 for at most |V | 6 I rounds,
would be in Π<I,>L . Thus, γ0,N + γ<I,>L = γ0,N 6 dValσ (v0 )P(Π0,N ). Moreover, by
the same argument, all plays in Π0,N are acyclic and their length is at most |V |: they
go through no edges of probability 1 − p, and thus at most |V | edges of probability
p. Therefore, P(Π0,N ) > p|V | , and thus, once again because dValσ (v0 ) < 0, when
1/|V |
p > (1 − ε/2|dValσ (v0 )|)
which is less than 1 for ε small enough,
γ0,N + γ<I,>L 6 dValσ (v0 )p|V | 6 dValσ (v0 ) + ε/2
In all cases, we have γ0,N + γ<I,>L 6 dValσ (v0 ) + ε/2.
e 6 ε/2
Red and green zones are such that γ>I,N + γ
First, a play of Π>I,N has a large total payoff, but a low probability to happen, which enables
us to control its expected payoff. Indeed, consider a play of Πi,N , with i > I. By Lemma 13,
it contains at most i elementary cycles of non-negative total weight. The remaining of
the play may contain negative cycles, as well as an acyclic part reaching the target in at
most |V | steps. The total payoff of the whole play is thus at most iw+ + |V |W . Moreover,
P(Πi,N ) 6 (1 − p)i since all the plays contain i edges of probability 1 − p. Overall,
 +

∞
X
w
w+ (1 − p) |V |W
ε
+
i
I
γ>I,N 6
(iw + |V |W )(1 − p) = (1 − p)
I+
+
6
p
p2
p
4
i=I

where the last inequality holds for p close enough to 1, as shown in Appendix A.
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e have a length less than L (and thus a total payoff at most LW )
Finally, all plays of Π
and a number i of edges of probability 1 − p such that 0 < i < I. By a similar argument as
before, if p > LW/(LW + ε/4), we have
γ
e6

I
X
i=1

LW (1 − p)i = LW

(1 − p)(1 − (1 − p)I )
1−p
ε
6 LW
6
p
p
4

since p 7→ (1 − p)/p is decreasing on (0, 1).

J

This ends the proof that for all vertices v, mVal(v) 6 dVal(v). Let us illustrate the
computation of the lower-bound on probability p of the memoryless strategy ρp in the
previously studied examples.
I Example 14. For the game in Figure 1, with initial vertex vMin , we have γ = 2. For ε = 0.1,
we then have I = 2400, and L = 4903. The lower-bound on p is then q = 0.9999995, which
gives a value mValρp (vMin ) = −10p = −9.999995. For the game in Figure 2, with initial
vertex v2 , we have γ = 12. For ε = 0.1, we then have I = 3121, and L = 37730. The
lower-bound on p is then q = 0.99999998, which gives a value mValρp (v2 ) ≈ −7.9999996. We
see that the lower-bound are correct, even if they could certainly be made coarser.

4

Simulating memoryless strategies with deterministic strategies

To finish the proof of Theorem 6, we will show that dVal(v) 6 mVal(v), for all vertices v. For
a given memoryless strategy ρ ensuring that Min reaches the target set T with probability 1,
we build a deterministic strategy σ which guarantees a value dValσ (v) 6 mValρ (v) from
vertex v. Then, as in the previous section, if mVal(v) is finite, for an ε-optimal memoryless
strategy ρ, we get a deterministic strategy such that dValσ (v) 6 mVal(v) + ε, and thus
dVal(v) 6 mVal(v) + ε. We can conclude since this holds for all ε > 0. In case mVal(v) = −∞,
if ρ guarantees a value at most −n with n ∈ N, then so does the deterministic strategy σ,
which also ensures that dVal(v) = −∞.
We fix a memoryless strategy ρ, and an initial vertex v0 . The first attempt to build a
deterministic strategy σ such that dValσ (v) 6 mVal(v)+ε would be to use classical techniques
of finite-memory strategies, for instance in Street or Müller games: for instance, to ensure
the visit of two vertices v1 and v2 infinitely often during an infinite play (to win a Müller
game with winning objective {v1 , v2 }), we would try to reach v1 with a first memoryless
strategy, and then reach v2 with another memoryless strategy, before switching again to
reach v1 again, etc.
I Example 15. Let us try this technique on the shortest-path game of Figure 1. We consider
as a starting point the memoryless strategy ρ such that ρ(vMin ) = δ with δ(,) = 2/3 and
δ(vMax ) = 1/3 (this is the case p = 1/3 in the MDP on the middle of Figure 1). As seen in
Example 4, this strategy has value mValρ (vMin ) = −1/2 et mValρ (vMax ) = −3/2. Naively, we
could try to mimic the distribution δ by using memory as follows: when in vMin , go to , two
thirds of the time and to vMin one third of the time. Moreover, we would naively try to follow
first the choice with greatest probability. In this case, the strategy σ would first choose to go
to ,, thus stopping immediately the play. We thus get dValσ (vMin ) = 0 > −1/2 + ε as soon
as ε < 1/2.
The main reason why this naive approach fails is that the plays are essentially finite in
shortest-path games. We thus cannot delay the choices and must carefully play as soon as
the play starts. Instead, our solution is to define a switching strategy σ = hσ1 , σ2 , αi, with σ2
any attractor strategy, and α = max(0, |V |W − mValρ (v0 )) × |V | + 1.
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I Example 16 (Example 15 continued). In the game of Figure 1, the attractor strategy is
σ2 (vMin ) = ,. We then choose σ1 (vMin ) so as to minimise the immediate reward obtained by
playing one turn and then getting the value ensured by ρ:
σ1 (vMin ) = argminv0 ∈{v

ρ 0
0
,} [w(v, v ) + mVal (v )] = vMax

Max ,

For an appropriate choice of α, we thus recover the optimal switching strategy for this game.
In the rest of this section, we will detail how to define strategy σ1 in general so as to
obtain the following property:
I Proposition 17. The switching strategy σ = hσ1 , σ2 , αi built from the memoryless (randomised) strategy ρ satisfies dValσ (v0 ) 6 mValρ (v0 ).
The construction of σ1 is split in two parts. First, we restrict the possibilities for σ1 (v)
e
to a subset E(v)
of supp(ρ(v)) in (4): with respect to Example 15, this will forbid the use of
edge (vMin , ,) in particular. The definition of σ1 (v) is then given later in (7).
We restrict our attention to edges present in the MDP G ρ , and for each vertex v ∈ VMin ,
we let
e
E(v)
=

argmin

[w(v, v 0 ) + mValρ (v 0 )]

(4)

v 0 ∈supp(ρ(v))

be the successors of v that minimise the expected value at horizon 1. We let Ge be the game
e
obtained from G by removing all edges (v, v 0 ) from a vertex v ∈ VMin such that v 0 ∈
/ E(v).
I Lemma 18. (i) Each finite play of Ge from a vertex v has a total payoff at most mValρ (v).
(ii) Each cycle in the game Ge has a non-positive total weight.
Proof. We prove the property (i) on finite plays π of Ge by induction on the length of π,
for all initial vertices v. If π has length 0, this means that v ∈ T , in which case TP(π) =
0 = mValρ (v). Consider then a play π = vπ 0 of length at least 1, with π 0 starting from v 0 ,
so that TP(π) = ω(v, v 0 ) + TP(π 0 ). By induction hypothesis, TP(π 0 ) 6 mValρ (v 0 ), so that
TP(π) 6 ω(v, v 0 ) + mValρ (v 0 ).
Suppose first that v ∈ VMax . By Proposition 5, we know that Max can play optimally in
the MDP G ρ with a deterministic and memoryless strategy. For each possible deterministic
and memoryless strategy τ of Max, we have mValρ (u) > Eρ,τ
u (TP) for all u ∈ VMax , and by
the system (1) of equations, letting u0 = τ (u), Eρ,τ
(TP)
=
ω(u, u0 ) + Eρ,τ
u
u0 (TP). We thus
ρ,τ
ρ
0
know that mVal (u) > ω(u, u ) + Eu0 (TP). By taking a maximum over all deterministic
and memoryless strategies τ of Max, Proposition 5 ensures that
∀u ∈ VMax

∀u0 ∈ E(u)

mValρ (u) > ω(u, u0 ) + mValρ (u0 )

(5)

In particular, mValρ (v) > ω(v, v 0 ) + mValρ (v 0 ) > TP(π).
e
If v ∈ VMin , then v 0 ∈ E(v)
so that ω(v, v 0 ) + mValρ (v 0 ) is minimum over all possible
0
successors v ∈ supp(ρ(v)). The system (1) of equations implies that, for an optimal strategy χ
of Max,
X
mValρ (v) = Eρ,χ
P (v, v 00 ) × (ω(v, v 00 ) + Eρ,χ
v (TP) =
v 00 (TP))
v 00 ∈E(v)

=

X

P (v, v 00 ) × (ω(v, v 00 ) + mValρ (v 00 )) > ω(v, v 0 ) + mValρ (v 0 )

(6)

v 00 ∈supp(ρ(v))

so that we also get mValρ (v) > TP(π).
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e and
We then prove the property (ii) on cycles. Consider thus a cycle v1 v2 · · · vk v1 of G,
let ω1 = ω(v1 , v2 ), ω2 = ω(v2 , v3 ), . . . , ωk = ω(vk , v1 ) be the sequence of weights of edges. We
also let vk+1 = v1 . We show that ω1 + ω2 + · · · + ωk 6 0. Let i ∈ {1, 2, . . . , k}. If vi ∈ VMax ,
by (5), mValρ (vi ) > ωi + mValρ (vi+1 ). If vi ∈ VMin , by the reasoning applied above in (6), we
also know that mValρ (vi ) > ωi + mValρ (vi+1 ). By summing all the inequalities above, we get
k
X
i=1

ρ

mVal (vi ) >

k
X

ωi +

i=1

k
X

mValρ (vi )

i.e. ω1 + ω2 + · · · + ωk 6 0

J

i=1

I Example 19. Consider again the game graph on the left of Figure 3, and the memoryless
0
strategy ρ0p giving rise to the MDP/MC on the right of Figure 3. Recall that mValρp (v0 ) =
0

−2p2 /(1 − p(1 − p)) and mValρp (v1 ) = (p2 − 3p + 1)/(1 − p(1 − p)). Consider p close enough
0
0
e 0 ) = {v1 } and
to 1 so that mValρp (v0 ) 6 −3/2 and mValρp (v1 ) 6 −1/2. Then, we have E(v
e
e
E(v1 ) = {,}. The corresponding game graph G contains only edges (v0 , v1 ) and (v1 , ,),
0
and thus no cycles. The unique finite play from vertex v0 has total-payoff −2 6 mValρp (v0 ).
In particular, the only possible memoryless deterministic strategy σ1 in Ge is optimal in G.
For each vertex v in the game, we let d(v) be the distance (number of steps) of v to
the target given by an attractor computation to the target in G ρ (notice that this may be
different from the distance given in the whole game graph, since some edges are taken with
probability 0 in ρ, but still d(v) < +∞ since ρ ensures to reach T with probability 1). We
then let, for all vertices v ∈ VMin ,
σ1 (v) = argmin d(v 0 )
e(v)
v 0 ∈E

(7)

I Example 20. Consider once again the game graph of Figure 3, but with a new memoryless
strategy ρ00p defined by ρ00p (v0 ) = Diracv1 and ρ00p (v1 ) = δ such that δ(v0 ) = 1 − p and δ(,) = p,
00

00

where p ∈ (0, 1). Then, we can check that mValρp (v0 ) = −2 and mValρp (v1 ) = −1. Thus,
e 0 ) = {v1 } and E(v
e 1 ) = {v0 , ,}. Not all memoryless deterministic strategies taken in Ge
E(v
are NC-strategies, since it contains the cycle v0 v1 v0 of total weight 0. We thus apply the
construction before, using the fact that d(,) = 0, d(v1 ) = 1 and d(v0 ) = 2 (since the edge
e Thus, σ1 is defined by σ1 (v0 ) = v1 and σ1 (v1 ) = ,, and is
(v0 , ,) is not present in G).
indeed an NC-strategy.
I Lemma 21. Strategy σ1 is an NC-strategy, i.e. all cycles of Ge conforming with σ1 have a
negative total weight.

Proof. Let v1 v2 · · · vk v1 be a cycle of Ge that conforms to σ1 , with v1 a vertex of minimal
distance d(v1 ) among the ones of the cycle. We can choose v1 such that it belongs to Min:
e By Lemma 18(ii), its total
otherwise, this would contradict the attractor computation in G.
weight is non-positive. Suppose that it is 0. Then, in the proof of Lemma 18(ii), all inequalities
mValρ (vi ) > ωi +mValρ (vi+1 ) are indeed equalities. In particular, mValρ (v1 ) = ω1 +mValρ (v2 ).
e 1 ), (6) ensures that all successors v 0 ∈ supp(ρ(v1 )), mValρ (v1 ) = ω(v1 , v 0 ) +
Since v2 ∈ E(v
ρ 0
e 1)
mVal (v ). Since v1 has minimal distance among all vertices of the cycle, it exists v 0 ∈ E(v
0
0
such that d(v ) = d(v1 ) − 1. But d(v2 ) > d(v1 ) > d(v ), which contradicts the choice of v2
for σ1 (v1 ) in (7).
J
Proof of Proposition 17. Let π be a play conforming to σ, from vertex v0 . Since σ is a
switching strategy, it necessarily reaches T . If σ conforms with σ1 , by Lemma 18(i), it has a
total-payoff TP(π) 6 mValρ (v0 ). Otherwise, it is obtained by a switch, and is thus longer than
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α = max(0, |V |W −mValρ (v0 ))× |V |+1. Then, it contains at least max(0, |V |W −mValρ (v0 ))
elementary cycles, before it switches to the attractor strategy σ2 . Once we remove the cycles,
it remains a play of length at most |V |, and thus of total payoff at most |V |W . Since all
cycles conforming to σ1 have a total weight at most −1, by Lemma 21, TP(π) is at most
(−1) × max(0, |V |W − mValρ (v0 )) + |V |W 6 mValρ (v0 ).
J
This concludes the proof of Theorem 6.

5

Characterisation of optimality

All shortest-path games admit an optimal deterministic strategy for both players: however,
as we have seen in Example 1, Min may require memory to play optimally. In this case, we
also have seen in Example 4 that Min does not have an optimal memoryless (randomised)
strategy: he only has ε-optimal ones, for all ε > 0. But some shortest-path games indeed
admit optimal memoryless strategies for Min: the strategy ρp described in Section 3 is
indeed optimal in graph games not containing negative cycles, for instance. In this final
section, we characterise the shortest-path games in which Min admits an optimal memoryless
strategy. For sure, Min does not have an optimal strategy if there is some vertex v of value
dVal(v) = −∞.
I Assumption. In this last section, we therefore suppose that all shortest-path games are
such that dVal(v) 6= −∞ for all vertices v.
We first recall the computations performed in [3] to compute values dVal(v). It consists
of an iterated computation, called value iteration based on the operator F : (Z ∪ {+∞})V →
(Z ∪ {+∞})V defined for all x = (xv )v∈V ∈ (Z ∪ {+∞})V and all vertices v ∈ V by


if v ∈ T

0
0
F(x)v = minv0 ∈E(v) (ω(v, v ) + xv0 ) if v ∈ VMin


max 0
(ω(v, v 0 ) + x 0 ) if v ∈ V
v ∈E(v)

v

Max

(0)

We let fv = 0 if v ∈ T and +∞ otherwise. By monotony of F, the sequence (f (i) =
F i (f (0) ))i∈N is non-increasing. It is proved to be stationary, and convergent towards
(dVal(v))v∈V , the smallest fixed-point of F. The pseudo-polynomial complexity of solving shortest-path games comes from the fact that this sequence may becomes stationary after
a pseudo-polynomial (and not polynomial) number of steps: the game of Figure 1 is one of
the typical examples.
We introduce a new notion, being the most permissive strategy of Min at each step i > 0
of the computation. It maps each vertex v ∈ VMin to the set
e (i) (v) = {v 0 ∈ E(v) | ω(v, v 0 ) + f (i−1)
E
= fv(i) }
v0
e (i) , we let Ge(i)
of vertices that Min can choose. For each such most permissive strategy E
0
0
e (i) (v). This
be the game graph where we remove all edges (v, v ) with v ∈ VMin and v ∈
/E
allows us to state the following result, whose proof is in Appendix B.
I Proposition 22. The following assertions are equivalent:
1. Min has an optimal memoryless deterministic strategy in G (for dVal);
2. Min has an optimal memoryless (randomised) strategy in G (for mVal);
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(|V |−1)

(|V |)

3. fv
= fv
= dVal(v) for all vertices v (this means that the sequence (f (i) ) is
stationary as soon as step |V | − 1), and Min can guarantee to reach T from all vertices in
the game graph Ge(|V |−1) .
This characterisation of the existence of optimal memoryless strategy is testable in
polynomial time since it is enough to compute vectors f (|V |−1) and f (|V |) , check their
e (|V |−1) (v) (this can be done while computing f (|V |) ) and check
equality, compute the sets E
whether Min can guarantee reaching the target in Ge(|V |−1) by an attractor computation.
The proof of implication 3 ⇒ 1 is constructive and actually allows one to build an optimal
memoryless deterministic strategy when it exists.

6

Discussion

This article studies the tradeoff between memoryless and deterministic strategies, showing
that Min guarantees the same value when restricted to these two kinds of strategies. We
also studied the existence of optimal memoryless strategies, which turns out to be equivalent
to the existence of optimal memoryless deterministic strategies, and testable in polynomial
time.
We could also define a more general lower and upper values Val(v)/Val(v) when we let
Min and Max play unrestricted strategies (randomised and with memory). The Blackwell
determinacy results [12] implies that, for such unrestricted strategies, shortest-path games
are still determined so that Val(v) = Val(v) = Val(v). The reasoning of Section 4 only
used the vector of values (mValρ (v))v∈V to define the deterministic switching strategy σ,
without using anywhere that ρ is memoryless. We thus indeed showed that dVal(v) 6 Val(v).
However, the proof of Section 3 is not directly translatable if we allow Min to use memory
and randomisation. In particular, we know nothing anymore about how Max can react, which
may break the result of Proposition 10. We leave this further study for future work.
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A

Computations for proof of Proposition 9

A.1

Computations for γ0,N + γ<I,>L 6 dValσ (v0 )

When dValσ (v0 ) < 0 and Π<I,>L 6= ∅, it remains to show under which conditions over p,

S=

∞
I−1 X
X
i=1 `=L





` − ic − |V |
(1 − p)i p` iw+ +
(−w− ) + |V |W 6 dValσ (v0 )
c

j
k


|
`−ic−|V |
−
Upper-bounding `−ic−|V
(−w
)
by
−
1
(−w− ) =
c
c
split the double sum S in three parts:
S = (w+ + w− )

I−1 X
∞
X

(1 − p)i p` i

i=1 `=L

|

{z

}

S1


+

−

`−ic−|V |−c
(−w− ),
c

we can

I−1 ∞
w− X X
(1 − p)i p` `
c i=1
`=L
{z
}
|
S2

−|V | − c
(−w− ) + |V |W
c

X
I−1 X
∞

(1 − p)i p`

i=1 `=L

|

{z
S3

}

σ

Using the fact that L > 2 (L = Iγ + 2|dVal (vw0−)|+|V |W c + |V | > |V | > 1 otherwise, for the
unique v ∈ V , dVal(v) = 0 or +∞ regarding v ∈ T or not), we have
S1 6

∞
X

i(1 − p)i

i=1

S3 6

∞
X
i=1

∞
X

p` =

`=2

(1 − p)i

∞
X
`=1

p` =

1−p
p2
=1
×
p2
1−p

1−p
p
×
=1
p
1−p
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and
S2 =

I−1
X

i

(1 − p)

i=1

∞
X

p` `

`=L

pL (−Lp + L + p)
1 − (1 − p)I−1
×
= (1 − p)
p
(1 − p)2
I−1 L−1
(1 − (1 − p) )p
(−Lp + L + p)
=
1−p
(1 − (1 − p)I−1 )pL
>
(since −Lp + L > 0)
1−p
1
1
>
(since p > 21/L
> 12 and 1 − (1 − p)I−1 > 12 by 0 6 I)
4(1 − p)
Therefore, we obtain
S 6 (w+ + w− ) −

w−
1
+
c 4(1 − p)



−|V | − c
(−w− ) + |V |W
c



The right term goes towards −∞ when p → 1. In particular, when
p>1−

w−
4(cw+ + 2cw− + |V |w− + c|V |W − dValσ (v0 )c)

we obtain
S 6 dValσ (v0 )

A.2

Computations for γ>I,N 6 ε/4

It remains to show that
 +

w
w+ (1 − p) |V |W
ε
I
(1 − p)
I+
+
6
p
p2
p
4
σ

We let here δ = 2|dVal (vw0−)|+|V |W c + |V | so that L = Iγ + δ. Since, p > LW/(LW + ε/4) =
(IγW + δW )/(IγW + δW + ε/4),
1−p6

ε/4
1
=
IγW + δW + ε/4
4IγW/ε + 4δW/ε + 1

By also using that p > 1/2 > 1/4, thus 1/p 6 4 and 1/p2 6 4, we obtain

I

1
γ>I,N 6
4w+ I + 4(w+ + |V |W )
4IγW/ε + 4δW/ε + 1
The value 4IγW/ε + 4δW/ε + 1 being greater than 1, we can write

I−1 

1
I
γ>I,N 6
4w+
+ 4(w+ + |V |W )
4IγW/ε + 4δW/ε + 1
4IγW/ε + 4δW/ε + 1
Since x/(ax + b) 6 1/a whenever a, x, b > 0, we have
4IγW
ε

+

4δW
ε

+1>


γ>I,N 6

2ε
IγW

IγW
2ε

and thus

I−1 

εw+
+ 4(w+ + |V |W )
γW



I
4IγW/ε+4δW/ε+1

6

ε
4γW

. Moreover,
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IγW
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εw+
ε
+ 4(w+ + |V |W ) 6
γW
4

if and only if

I−1
IγW
4w+
16(w+ + |V |W )
2w+
8(w+ + |V |W )
>
+
>
+
2ε
γW
ε
γW
ε
if and only if

(I − 1) ln

IγW
2ε

4εw+
γ2W 2




> ln

2w+
8(w+ + |V |W )
+
γW
ε




= ln

ξγW
2ε



+

+|V |W )
+ 16(w γW
. Consider ε small enough so that γW/2ε > 1 and ξγW/2ε > 2


(the two terms tend to +∞ when ε tends to 0). Then, (I − 1) ln IγW
> (I − 1) ln(I), and
2ε
it is sufficient to prove that


ξγW
(I − 1) ln(I) > ln
2ε

where ξ =

Since the mapping I 7→ (I − 1) ln(I) is increasing, and I >

 



ξγW
ξγW
ξγW
(I − 1) ln(I) >
− 1 ln
> ln
2ε
2ε
2ε

A.3

ξγW
2ε

(by definition),

Lower bound over p

If we gather all the lower bounds over p that we need in the proof, we get that:
if dValσ (v0 ) > 0, we must have


LW
1
,
p > max
LW + ε/4 2
if dValσ (v0 ) < 0, we must have
max


 |V1 |
1
ε
LW
,
, 1−
,
LW + ε/4 21/L
2|dValσ (v0 )|
1−

w−
+
−
−
4(cw + 2cw + |V |w + c|V |W + |dValσ (v0 )|c)



with ε small enough so that this bound is less than 1.

B

Proof of Proposition 22

Implication 1 ⇒ 2 is trivial by the result of Theorem 6.
For implication 3 ⇒ 1, consider any memoryless deterministic strategy σ ∗ that guarantees
Min to reach T from all vertices in the game graph Ge(|V |−1) . Then, for all vertices v, we show
by induction on n, that each play π from v that reaches the target in at most n steps, and
conforming to σ ∗ , has a total-payoff TP(π) 6 dVal(v). This is trivial for n = 0. If π = vπ 0
with π 0 starting in v, then
TP(π) = ω(v, v 0 ) + TP(π 0 ) 6 ω(v, v 0 ) + dVal(v 0 ) = ω(v, v 0 ) + fv(|V |−1)
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If v ∈ VMax , we have
TP(π) 6 ω(v, v 0 ) + fv(|V |−1) 6 fv(|V |) = dVal(v)
e (|V |−1) (v),
If v ∈ VMin , since v 0 ∈ E
TP(π) = fv(|V |) = dVal(v)
This ends the proof by induction. To conclude that 1 holds, since σ ∗ guarantees to reach
the target, all plays conforming to it reach the target in less than |V | steps, which proves
∗
that dValσ (v) 6 dVal(v), showing that σ ∗ is optimal.
For implication 1 ⇒ 3, consider an optimal deterministic memoryless strategy σ ∗ , such
∗
that for all v, dValσ (v) = dVal(v).
(|V |−1)
First, we show that fv
= dVal(v) for all vertices v. For that, consider the deterministic strategy τ of Max defined for all finite plays π having n 6 |V | vertices, ending in a vertex
(|V |−1−n)
(|V |−n)
v ∈ VMax , by τ (π) = v 0 such that ω(v, v 0 ) + fv0
= fv
. For longer finite plays,
we define τ arbitrarily. Then, let π be the play from v conforming to σ ∗ and τ . Since σ ∗
ensures reaching the target and is memoryless deterministic, π reaches the target in at most
(|V |−1)
|V | − 1 steps. Let π = v0 v1 v2 · · · vk−1 vk with k 6 |V |. Let us show that TP(π) > fv
.
We prove by induction on 0 6 j 6 k that
k−1
X

|−1−j)
ω(vi , vi+1 ) > fv(|V
j

i=j

When j = k − 1, the result is trivial since the sum is
|−1−(k−1))
0 = fv(0)
> fv(|V
k
k

Otherwise, by induction hypothesis
k−1
X

|−1−(j+1))
ω(vi , vi+1 ) > ω(vj , vj+1 ) + fv(|V
j+1

i=j

If vj ∈ VMax , vj+1 is chosen by τ so that
|−1−(j+1))
|−1−j)
ω(vj , vj+1 ) + fv(|V
= fv(|V
j+1
j

If v ∈ VMin , by definition of F,
|−1−(j+1))
|−1−j)
ω(vj , vj+1 ) + fv(|V
> fv(|V
j+1
j
(|V |−1)

We can conclude in all cases, so that fv
= dVal(v) for all vertices v.
Then, we show that Min can guarantee to reach T from all vertices in the game
graph Ge(|V |−1) . Let us suppose that this is not the case. Then, there exists a set V 0
of vertices in which Max can guarantee to keep Min for ever, in the game Ge(|V |−1) : for all
e (|V |−1) (v 0 ) ⊆ V 0 , and for all v 0 ∈ V 0 ∩ VMax , E(v) ∩ V 0 =
v 0 ∈ V 0 ∩ VMin , E
6 ∅. Since σ ∗
0
∗
guarantees to reach the target, there exists v ∈ V ∩ VMin such that σ (v) = v 0 ∈
/ V 0 : then
(|V |−1)
(|V |)
0
0
ω(v, v ) + dVal(v ) > dVal(v) (here we use that dVal(v) = fv
= fv
). Consider
an optimal deterministic memoryless strategy τ ∗ of Max in G. Then, the play π from v
conforming to σ ∗ and τ ∗ starts by taking the edge (v, v 0 ) and continues with a play π 0 . By
optimality, we know that TP(π) = dVal(v) and TP(π 0 ) = dVal(v 0 ). However,
TP(π) = ω(v, v 0 ) + TP(π 0 ) = ω(v, v 0 ) + dVal(v 0 ) > dVal(v)
which raises a contradiction.
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We finish the proof by showing 2 ⇒ 1. For that, consider an optimal memoryless
strategy ρ∗ for mVal. By following the construction of Section 4, we build a memoryless
deterministic strategy σ1 . Lemma 21 ensures that σ1 is an NC-strategy so that every cycle
conforming to σ1 has a negative total weight. Let us show that such a negative cycle
cannot exist, which will ensure that all plays conforming to σ1 reach the target, and thus
the optimality of σ1 . Suppose that a cycle v1 v2 · · · vk v1 conforms to σ1 . By following the
notations of the proof of Lemma 18(ii), we suppose that v1 is a vertex of minimal distance
d(v1 ) to the target, and that it is owned by VMin . Note that such a vertex exists, otherwise
only Max has the minimal distance vertices on the cycle and that contradicts the attractor
computation. By minimality of d(v1 ) among the vertices of the cycle, d(v2 ) > dv1 . Moreover,
by the attractor computation, there exists u ∈ E(v1 ) such that d(u) = d(v1 ) − 1 < d(v1 ). By
e 1 ), so that
definition of σ1 , we know for sure that u ∈
/ E(v
∗

∗

ω(v1 , u) + mValρ (u) > ω(v1 , v2 ) + mValρ (v2 )
By (6), we know that in this case
∗

∗

mValρ (v1 ) > ω(v1 , v2 ) + mValρ (v2 )
By optimality of ρ∗ , this rewrites in
mVal(v1 ) > ω(v1 , v2 ) + mVal(v2 )
By Theorem 6, this also rewrites in

dVal(v1 ) > ω(v1 , v2 ) + dVal(v2 ) > F (dVal(v))v∈V (v1 )
(since v1 ∈ VMin ): this contradicts the fact that the vector (dVal(v))v∈V is a fixed-point of F.
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Abstract
Behavioural distances provide a fine-grained measure of equivalence in systems involving quantitative
data, such as probabilistic, fuzzy, or metric systems. Like in the classical setting of crisp bisimulationtype equivalences, the wide variation found in system types creates a need for generic methods that
apply to many system types at once. Approaches of this kind are emerging within the paradigm of
universal coalgebra, based either on lifting pseudometrics along set functors or on lifting general
real-valued (fuzzy) relations along functors by means of fuzzy lax extensions. An immediate benefit
of the latter is that they allow bounding behavioural distance by means of fuzzy bisimulations that
need not themselves be (pseudo-)metrics, in analogy to classical bisimulations (which need not be
equivalence relations). The known instances of generic pseudometric liftings, specifically the generic
Kantorovich and Wasserstein liftings, both can be extended to yield fuzzy lax extensions, using
the fact that both are effectively given by a choice of quantitative modalities. Our central result
then shows that in fact all fuzzy lax extensions are Kantorovich extensions for a suitable set of
quantitative modalities, the so-called Moss modalities. For non-expansive fuzzy lax extensions, this
allows for the extraction of quantitative modal logics that characterize behavioural distance, i.e.
satisfy a quantitative version of the Hennessy-Milner theorem; equivalently, we obtain expressiveness
of a quantitative version of Moss’ coalgebraic logic.
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1

Introduction

Branching-time equivalences on reactive systems are typically governed by notions of bisimilarity [43, 37]. For systems involving quantitative data, such as transition probabilities, fuzzy
truth values, or labellings in metric spaces, it is often appropriate to use more fine-grained,
quantitative measures of behavioural similarity, arriving at notions of behavioural distance.
Distance-based approaches in particular avoid the problem that small quantitative deviations
in behaviour will typically render two given systems inequivalent under two-valued notions
of equivalence, losing information about their similarity.
Behavioural distances serve evident purposes in system verification, allowing as they
do for a reasonable notion of a specification being satisfied up to an acceptable margin of
deviation (e.g. [24]). Applications have also been proposed in differential privacy [9] and
conformance testing of hybrid systems [30]. Like their two-valued counterparts, behavioural
distances have been introduced for quite a range of system types, such as various forms of
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probabilistic labelled transition systems or labelled Markov processes [25, 53, 14, 16]; systems
combining nondeterministic and probabilistic branching variously known as nondeterministic
probabilistic transition systems [8], probabilistic automata [13], and Markov decision processes [22]; weighted automata [3]; fuzzy transition systems [7] and fuzzy Kripke models [21];
and various forms of metric transition systems [12, 20, 19]. This range of variation creates a
need for unifying concepts and methods. The present work contributes to developing such a
unified view within the framework of universal coalgebra, which is based on abstracting a
wide range of system types (including all the mentioned ones) as set functors.
Specifically, we fix a generic notion of quantitative bisimulation via the key notion of
non-expansive (fuzzy) lax extension of a functor. While existing coalgebraic approaches to
behavioural pseudometrics rely on pseudometric liftings of functors [2], fuzzy lax extensions act
on unrestricted quantitative relations. Hence, quantitative bisimulations need not themselves
be pseudometrics, in analogy to classical bisimulations not needing to be equivalence relations,
and thus may serve as small certificates for low behavioural distance. We show that two
known systematic constructions of functor liftings from chosen sets of modalities, the generic
Wasserstein and Kantorovich liftings, both extend to yield non-expansive fuzzy lax extensions
(it is essentially known that the Wasserstein lifting yields a fuzzy lax extension [26]). As
our main result, we then establish that every fuzzy lax extension of a finitary functor is a
Kantorovich extension induced by a suitable set of modalities, the so-called Moss modalities.
This result may be seen as a quantitative version of previous results asserting the existence
of separating sets of two-valued modalities for finitary functors [47, 32, 35], which allow
for generic Hennessy-Milner-type theorems stating that states in finitely branching systems
(coalgebras) are behaviourally equivalent iff they satisfy the same modal formulae [44, 47].
Indeed our main result similarly allows extracting characteristic quantitative modal logics from
given behavioural metrics, where a logic is characteristic or expressive if the induced logical
distance of states coincides with behavioural distance. This result may equivalently be phrased
as expressiveness of a quantitative version of Moss’ coalgebraic logic [42], which provides
a coalgebraic generalization of the classical relational ∇-modality (which e.g. underlies the
a → Ψ notation used in Walukiewicz’s µ-calculus completeness proof [55]). We relax the
standard requirement of finite branching, i.e. use of finitary functors, to an approximability
condition called finitary separability, and hence in particular cover countable probabilistic
branching.
Organization. We recall basic concepts on pseudometrics, coalgebraic bisimilarity, and
coalgebraic logic in Section 2. The central notion of (nonexpansive) fuzzy lax extension is
introduced in Section 3, and the arising principle of quantitative bisimulation in Section 4. The
generic Kantorovich and Wasserstein liftings are discussed in Sections 5 and 6, respectively.
Our central result showing that every lax extension is a Kantorovich lifting is established
in Section 7. In Section 8, we show how our results amount to extracting characteristic
modal logics from given non-expansive lax extensions. Proofs are sometimes omitted or
only sketched; some additional proofs are in Appendix A, a full version with all proofs is
available [56].
Related Work. Probabilistic quantitative characteristic modal logics go back to Desharnais
et al. [16]; they relate to fragments of quantitative µ-calculi [29, 38, 40]. A further well-known
class of quantitative modal logics are fuzzy modal and description logics (e.g. [41, 23, 49, 34]).
Van Breugel and Worrell [53] prove a Hennessy-Milner theorem for quantitative probabilistic
modal logic. Quantitative Hennessy-Milner-type theorems have since been established for
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fuzzy modal logic with Gödel semantics [21], for systems combining probability and nondeterminism [17], and for Heyting-valued modal logics [18] as introduced by Fitting [23].
König and Mika-Michalski [31] provide a quantitative Hennessy-Milner theorem in coalgebraic
generality for the case where behavioural distance is induced by the pseudometric Kantorovich
lifting defined by the same set of modalities as the logic, a result that we complement by
showing that in fact all fuzzy lax extensions are Kantorovich.
Fuzzy lax extensions are a quantitative version of lax extensions [35, 50, 33], which in
turn belong to an extended strand of research on relation liftings [28, 50, 33]. They appear
to go back to work on monoidal topology [27], and have been used in work on applicative
bisimulation [24]; as indicated above, Hofmann [26] effectively already introduces the generic
Wasserstein lax extension (without using the term but proving the relevant properties,
except non-expansiveness). Our notion of non-expansive lax extension, which is central to
the connection with characteristic logics, appears to be new. Our method of extracting
quantitative modalities from fuzzy lax extensions generalizes the construction of two-valued
Moss liftings for (two-valued) lax extensions [32, 35].

2

Preliminaries

We recall basic notions on pseudometrics, universal coalgebra [46], and the generic treatment
of two-valued bisimilarity. Basic knowledge of category theory (e.g. [1]) will be helpful.
Pseudometric Spaces. A (1-bounded) pseudometric on a set X is a function d∶ X ×X → [0, 1]
satisfying d(x, x) = 0 (reflexivity), d(x, y) = d(y, x) (symmetry), and d(x, z) ≤ d(x, y)+d(y, z)
(triangle inequality) for x, y, z ∈ X. If moreover d(x, y) = 0 implies x = y, then d is a metric.
The pair (X, d) is a (pseudo-)metric space. The unit interval [0, 1] is a metric space under
Euclidean distance dE (x, y) = ∣x − y∣. The supremum distance of functions f, g∶ X → [0, 1] is
∥f − g∥∞ = supx∈X ∣f (x) − g(x)∣. A map f ∶ X → Y of pseudometric spaces (X, d1 ), (Y, d2 ), is
nonexpansive (notation: f ∶ (X, d1 ) →1 (Y, d2 )) if d2 (f (x), f (y)) ≤ d1 (x, y) for all x, y ∈ X.
Universal Coalgebra is a uniform framework for a broad range of state-based system types.
It is based on encapsulating the transition type of a system as an (endo-)functor, for the
present purposes on the category of sets: A functor T assigns to each set X a set T X, and
to each map f ∶ X → Y a map T f ∶ T X → T Y , preserving identities and composition. We may
think of T X as a parametrized datatype; e.g. the (covariant) powerset functor P assigns to
each set X its powerset PX, and to f ∶ X → Y the direct image map Pf ∶ PX → PY, A ↦ f [A];
and the distribution functor D maps each set X to the set of discrete probability distributions
on X. Recall that a discrete probability distribution on X is given by a probability mass
function µ∶ X → [0, 1] such that ∑x∈X µ(x) = 1 (implying that the support {x ∈ X ∣ µ(x) > 0}
of µ is at most countable); we abuse µ to denote also the induced probability measure, writing
µ(A) = ∑x∈A µ(x) for A ⊆ X. Moreover, D maps f ∶ X → Y to Df ∶ DX → DY , µ ↦ µf −1
where the image measure µf −1 is given by µf −1 (B) = µ(f −1 [B]) for B ⊆ Y .
Systems of a transition type T are then cast as T -coalgebras (A, α), consisting of a set A of
states and a transition function α∶ A → T A, thought of as assigning to each state a structured
collection of successors. E.g. a P-coalgebra α∶ A → PA assigns to each state a a set α(a) of
successors, so is just a (non-deterministic) transition system. Similarly, a D-coalgebra assigns
to each state a distribution over successor states, and thus is a probabilistic transition system
or a Markov chain. A morphism f ∶ (A, α) → (B, β) of T -coalgebras (A, α) and (B, β) is a
map f ∶ A → B such that β ○ f = T f ○ α, where ○ denotes the usual (applicative) composition
of functions; e.g. morphisms of P-coalgebras are functional bisimulations.
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A functor T is finitary if for each set X and each t ∈ T X, there exists a finite subset Y ⊆ X
such that t = T i(t′ ) for some t′ ∈ T Y , where i∶ Y → X is the inclusion map. Intuitively, T is
finitary if every element of T X mentions only finitely many elements of X. Every set functor T
has a finitary part Tω given by Tω X = ⋃{T i[T Y ] ∣ Y ⊆ X finite, i∶ Y → X inclusion}. E.g. Pω ,
the finite powerset functor, maps a set to the set of its finite subsets, and Dω , the finite
distribution functor, maps a set X to the set of discrete probability distributions on X with
finite support. Coalgebras for finitary functors generalize finitely branching systems, and
hence feature in Hennessy-Milner type theorems, which typically fail under infinite branching.
Bisimilarity and Lax Extensions. Coalgebras come with a canonical notion of observable
equivalence: States a ∈ A, b ∈ B in T -coalgebras (A, α), (B, β) are behaviourally equivalent if
there exist a coalgebra (C, γ) and morphisms f ∶ (A, α) → (C, γ), g∶ (B, β) → (C, γ) such that
f (a) = g(b). Behavioural equivalence can often be characterized in terms of bisimulation
relations, which may provide small witnesses for behavioural equivalence of states and in
particular need not form equivalence relations. The most general known way of treating
bisimulation coalgebraically is via lax extensions L of the functor T , which map relations
R ⊆ X × Y to LR ⊆ T X × T Y subject to a number of axioms (monotonicity, preservation of
relational converse, lax preservation of composition, extension of function graphs) [35]; L
preserves diagonals if L∆X = ∆T X for each set X, where for any set Y , ∆Y denotes the
diagonal {(y, y) ∣ y ∈ Y }. The Barr extension T of T [4, 51] is defined by
T R = {(T π1 (r), T π2 (r)) ∣ r ∈ T R}
for R ⊆ X × Y , where π1 ∶ R → X and π2 ∶ R → Y are the projections; T preserves diagonals,
and is a lax extension if T preserves weak pullbacks. E.g., the Barr extension P of the
powerset functor P is the well-known Egli-Milner extension, given by
(V, W ) ∈ P(R) ⇐⇒ (∀x ∈ V. ∃y ∈ W. (x, y) ∈ R) ∧ (∀y ∈ W. ∃x ∈ V. (x, y) ∈ R)
for R ⊆ X × Y , V ∈ P(X), W ∈ P(Y ). An L-bisimulation between T -coalgebras (A, α),
(B, β) is a relation R ⊆ A × B such that (α(a), β(b)) ∈ LR for all (a, b) ∈ R; e.g. for L = P,
we obtain exactly Park/Milner bisimulation on transition systems. If L preserves diagonals,
then two states are behaviourally equivalent iff they are related by some L-bisimulation [35].
Coalgebraic Logic serves as a generic framework for the specification of state-based systems [11]. It is based on interpreting custom modalities of given finite arity over coalgebras
for a functor T as n-ary predicate liftings, which are families of maps
λX ∶ (2X )n → 2T X
(subject to a naturality condition) where 2 = {, ⊺} and for any set Y , 2Y is the set of 2-valued
predicates on Y . We do not distinguish notationally between modalities and the associated
predicate liftings. Satisfaction of a formula of the form λ(φ1 , . . . , φn ) (in some ambient logic)
in a state a ∈ A of a T -coalgebra (A, α) is then defined inductively by
a ⊧ λ(φ1 , . . . , φn ) iff α(a) ∈ λA (Jφ1 K, . . . , Jφn K)

(1)

where for any formula ψ, JψK = {c ∈ A ∣ c ⊧ ψ}. E.g. the standard diamond modality ◇
is interpreted over the powerset functor P by the predicate lifting ◇X (Y ) = {Z ∈ P(X) ∣
∃x ∈ Z. Y (x) = ⊺}, which according to (1) induces precisely the usual semantics of ◇ over
transition systems (P-coalgebras). The standard Hennessy-Milner theorem is generalized
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coalgebraically [44, 47] as saying that two states in T -coalgebras are behaviourally equivalent
iff they satisfy the same Λ-formulae, provided that T is finitary (which corresponds to the
usual assumption of finite branching) and Λ is separating, i.e. for any set X, every t ∈ T X is
uniquely determined (within T X) by the set
{(λ, Y1 , . . . , Yn ) ∣ λ ∈ Λ n-ary, Y1 , . . . , Yn ∈ 2X , t ∈ λ(Y1 , . . . , Yn )}.
For finitary T , a separating set of modalities always exists [47].

3

Fuzzy Relations and Lax Extensions

We next introduce the central notion of the paper, concerning extensions of fuzzy (or realvalued) relations along a set functor T , which we fix for the remainder of the paper. We
begin by fixing basic concepts and notation on fuzzy relations. Pseudometrics can be viewed
as particular fuzzy relations, forming a quantitative analogue of equivalence relations.
I Definition 3.1. Let A and B be sets. A fuzzy relation between A and B is a map
R∶ A × B → [0, 1], also written R∶ A →
+ B. We say that R is crisp if R(a, b) ∈ {0, 1} for
all a ∈ A, b ∈ B (and generally apply the term crisp to concepts that live in the standard
two-valued setting). The converse relation R○ ∶ B →
+ A is given by R○ (b, a) = R(a, b). For
R, S∶ A →
+ B, we write R ≤ S if R(a, b) ≤ S(a, b) for all a ∈ A, b ∈ B.
I Convention 3.2. Crisp relations are just ordinary relations. However, since we are working
in a pseudometric setting, it will be more natural to use the convention that elements
a ∈ A, b ∈ B are related by a crisp relation R if R(a, b) = 0, in which case we write aRb.
I Convention 3.3 (Composition). We write composition of fuzzy relations diagrammatically,
using ‘;’. Explicitly, the composite R1 ; R2 ∶ A →
+ C of R1 ∶ A →
+ B and R2 ∶ B →
+ C is defined by
(R1 ; R2 )(a, c) = inf b∈B R1 (a, b) ⊕ R2 (b, c),
where ⊕ denotes Łukasiewicz disjunction: x ⊕ y = min(x + y, 1). We reserve the applicative
composition operator ○ for composition of functions. In particular, R∶ A →
+ B is viewed as a
function A × B → [0, 1] whenever ○ is applied to R.
I Definition 3.4 (Functions as relations). The -graph of a function f ∶ A → B is the fuzzy
relation Gr,f ∶ A →
+ B given by Gr,f (a, b) =  if f (a) = b, and Gr,f (a, b) = 1 otherwise. The
-graph of the identity function idA is also called the -diagonal of A, and denoted by ∆,A .
We refer to Gr0,f simply as the graph of f , also denoted Grf , and to ∆0,A as the diagonal
of A, which we continue to denote as ∆A .
Using the notation assembled, we can rephrase the definition of pseudometric as follows.
I Lemma 3.5. A fuzzy relation d∶ X →
+ X is a pseudometric iff
d ≤ ∆X

(reflexivity)

d =d

(symmetry)

○

d ≤ d; d

(triangle inequality).

We now introduce our central notion of non-expansive lax extension:
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I Definition 3.6 (Fuzzy lax extensions). A (fuzzy) relation lifting L of T maps each fuzzy
relation R∶ A →
+ B to a fuzzy relation LR∶ T A →
+ T B such that
(L0)

L(R○ ) = (LR)○

for all R. We say that L is a fuzzy lax extension if it additionally satisfies
(L1)

R1 ≤ R2 ⇒ LR1 ≤ LR2

(L2)

L(R; S) ≤ LR; LS

(L3)

LGrf ≤ GrT f

for all sets A, B, and R, R1 , R2 ∶ A →
+ B, S∶ B →
+ C, f ∶ A → B. A fuzzy lax extension L is
non-expansive, and then briefly called a non-expansive lax extension, if
(L4) L∆,A ≤ ∆,T A
for all sets A and  > 0.
Axioms (L0)–(L3) are straightforward quantitative generalizations of the axiomatization
of two-valued lax extensions [35]; fuzzy lax extensions in this sense have also been called
[0, 1]-relators [24, 27] (in the more general setting of quantale-valued relations). Axiom (L4)
has no two-valued analogue; its role and the terminology are explained by the following
characterization:
I Lemma 3.7. Let L be a fuzzy lax extension of T . Then the following are equivalent.
1. L satisfies Axiom (L4) (i.e. is non-expansive).
2. For all functions f ∶ A → B and all  > 0, LGr,f ≤ Gr,T f .
3. For all sets A, B, the map R ↦ LR is non-expansive w.r.t. the supremum metric on A→
+ B.
This characterization is an important prerequisite for the Hennessy-Milner theorem. Its proof
relies on the following basic property [27, Corollary III.1.4.4]:
I Lemma 3.8 (Naturality). Let L be a fuzzy lax extension of T , let R∶ A′ →
+ B ′ be a fuzzy
relation, and let f ∶ A → A′ , g∶ B → B ′ . Then L(R ○ (f × g)) = LR ○ (T f × T g).
As indicated previously, existing approaches to behavioural metrics (e.g. [53, 2]) are based on
lifting functors to pseudometric spaces. Every lax extension induces such a functor lifting:
+ X be a pseudometric. Then
I Lemma 3.9. Let L be a fuzzy lax extension, and let d∶ X →
Ld is a pseudometric on T X. Moreover, for every non-expansive map f ∶ (X, d1 ) → (Y, d2 )
of pseudometric spaces, the map T f ∶ (T X, Ld1 ) → (T Y, Ld2 ) is non-expansive.
That is, every fuzzy lax extension of T ∶ Set → Set gives rise to a functor T ∶ PMet → PMet on
the category PMet of pseudometric spaces and nonexpansive maps that lifts T in the sense
that U ○ T = T ○ U , where U ∶ PMet → Set is the functor that forgets the pseudometric.
Much of the development will be based on finitary functors; for instance, we need a
finitary functor so we can give an explicit syntax for the characterizing logic of a lax extension.
The following notion captures a broader class of functors than just the finitary ones.
I Definition 3.10. A fuzzy lax extension L for the functor T is finitarily separable if for
every set X, Tω X is a dense subset of T X wrt. the pseudometric L∆X .
Clearly, any lax extension of a finitary functor is finitarily separable. The prototypical
example of a finitarily separable lax extension of a non-finitary functor is the Kantorovich
lifting of the discrete distribution functor D (Example 5.8.1). We conclude the section with
a basic example of a non-expansive lax extension, deferring further examples to the sections
on systematic constructions of such extensions (Sections 5 and 6):
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I Example 3.11 (Hausdorff lifting). The Hausdorff lifting is the relation lifting H for the
powerset functor P, defined for fuzzy relations R∶ A →
+ B by
HR(U, V ) = max(sup inf R(a, b), sup inf R(a, b)).
a∈U b∈V

b∈V a∈U

for U ⊆ A, V ⊆ B. The Hausdorff lifting can be viewed as a quantitative analogue of the
Egli-Milner extension (Section 2), where sup replaces universal quantification and inf replaces
existential quantification. It is shown already in [27] that H is a fuzzy lax extension. Indeed,
it is easy to see that H is also non-expansive. These properties will also follow from the
results of Section 6, where we show that H is in fact an instance of the Wasserstein lifting.
H is not finitarily separable, because for every set X we have H∆X = ∆PX .

4

Quantitative Bisimulations

We next identify a notion of bisimulation based on a lax extension L of the functor T ;
similar concepts appear in work on quantitative applicative bisimilarity [24]. We define
behavioural distance based on this notion, and show coincidence with the distance defined
via the pseudometric lifting induced by L according to Lemma 3.9.
I Definition 4.1. Let L be a lax extension of T , and let α∶ A → T A and β∶ B → T B be
coalgebras.
1. A fuzzy relation R∶ A →
+ B is an L-bisimulation if LR ○ (α × β) ≤ R.
2. We define L-behavioural distance dL
+ B to be the infimum of all L-bisimulations:
α,β ∶ A →
dL
+ B ∣ R is an L-bisimulation}.
α,β = inf{R∶ A →
L
If α = β, we write dL
α = dα,β instead.

I Remark 4.2. Putting Definition 4.1 in other words, an L-bisimulation is precisely a prefix
point for the map F (R) = LR ○ (α × β). Note that F is monotone by (L1). This means
that, according to the Knaster-Tarski fixpoint theorem, dL
α,β is itself a prefix point (i.e. an
L
L-bisimulation), and also the least fixpoint of F , i.e. dL
α,β = Ldα,β ○ (α × β).
As L-behavioural distance is the least L-bisimulation, we get:
I Lemma 4.3. For every coalgebra α∶ A → T A, dL
α is a pseudometric.
I Remark 4.4. As announced above, existing generic notions of behavioural distance defined
via functor liftings [2] agree with the one given above (when both apply). Specifically, when
applied to the functor lifting induced by a lax extension L of T according to Lemma 3.9,
the definition of behavioural distance via functor liftings amounts to taking the same least
fixpoint as in Definition 4.1 but only over pseudometrics instead of over fuzzy relations.
I Remark 4.5. Every fuzzy lax extension L induces a crisp lax extension Lc , where for any
crisp relation R, Lc R = (LR)−1 [{0}] ⊆ T A × T B (recall Convention 3.2). It is easily checked
that Lc preserves diagonals (Section 2) iff
L∆A is a metric for each set A.

(2)

By results on lax extensions cited in Section 2, Lc -bisimilarity coincides with behavioural equivalence in this case, i.e. if L satisfies (2), then L characterizes behavioural equivalence: Two
states a ∈ A, b ∈ B in coalgebras (A, α), (B, β) are behaviourally equivalent iff dL
α,β (a, b) = 0.
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I Example 4.6 (Small bisimulations). We give an example for the functor T X = [0, 1] × PX.
Coalgebras for T are Kripke frames where each state is labelled with a number from the unit
interval. This T has a non-expansive lax extension L, defined for fuzzy relations R∶ A →
+ B by
LR((p, U ), (q, V )) = 12 (∣p − q∣ + HR(U, V )),
where p, q ∈ [0, 1], U ⊆ A, V ⊆ B, and H is the Hausdorff lifting (Example 3.11). The
motivating idea behind this definition is that the L-behavioural distance of two states is the
supremum of the accumulated branching-time differences between state labels over all runs
of a process starting at these states. The factor 12 ensures that the total distance is at most 1
by discounting the differences at later stages with exponentially decreasing factors.
Now consider the T -coalgebras (A, α) and (B, β) below:
a1 0.7
a2 0.2

b1 0.4
a3 0.8

b2 0.7

b3 0

We put R(a1 , b1 ) = 0.2, R(a2 , b3 ) = 0.1, R(a3 , b2 ) = 0.05 and R(ai , bj ) = 1 in all other cases.
Then R is an L-bisimulation witnessing that dL
α,β (a1 , b1 ) ≤ 0.2, but is neither reflexive nor
symmetric, nor transitive on the disjoint union of the systems.
As indicated previously, quantitative Hennessy-Milner theorems can only be expected to hold
for non-expansive lax extensions. The key observation is the following. By standard fixpoint
theory, L-behavioural distance can be approximated from below by an ordinal-indexed
increasing chain. Crucially, if L is non-expansive and finitarily separable, then this chain
stabilizes after ω steps. Formally:
I Theorem 4.7. Let L be a non-expansive finitarily separable lax extension of T . Given
T -coalgebras (A, α), (B, β), define a sequence (dn ∶ A →
+ B)n<ω and dω ∶ A →
+ B by
d0 = 0,

dn+1 = Ldn ○ (α × β),

dω = supn<ω dn .

Then
(i) Ldω ○ (α × β) = dω , and
(ii) L-behavioural distance dL
α,β equals dω .
Proof (sketch). In case T is finitary, we can exploit the fact that under restriction to a finite
subset of A × B the pointwise convergence of (dn )n<ω becomes uniform, so (i) follows from
nonexpansivity of L using Lemma 3.7.3. To generalize to the non-finitary case, one can use
an unravelling construction and approximate the unravelled T -coalgebra by a Tω -coalgebra
such that the series of accumulated errors converges to a fixed . Claim (ii) is immediate
from (i) by the fixpoint definition of dL
J
α,β .

5

The Kantorovich Lifting

As a pseudometric lifting, the Kantorovich lifting is standard in the probabilistic setting:
Given a metric d on a set X, the Kantorovich distance Kd(µ1 , µ2 ) between discrete distributions µ1 , µ2 on X is defined by
Kd(µ1 , µ2 ) = sup{Eµ1 (f ) − Eµ2 (f ) ∣ f ∶ (X, d) → ([0, 1], dE ) nonexpansive}
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where E takes expected values. The coalgebraic generalization of the Kantorovich lifting,
both in the pseudometric setting [31] and in the present setting of fuzzy relations, is based on
fuzzy predicate liftings, a quantitative analogue of two-valued predicate liftings (Section 2)
that goes back to work on coalgebraic fuzzy description logics [48]. Fuzzy predicate liftings
will feature in the generic quantitative modal logics that we extract from fuzzy lax extensions
(Section 8).
Recall that the contravariant fuzzy powerset functor Q∶ Set → Set is defined on sets X as
QX = (X → [0, 1]) and on functions f ∶ X → Y as Qf (h) = h ○ f .
I Definition 5.1 (Fuzzy predicate liftings). Let n ∈ N.
1. An n-ary (fuzzy) predicate lifting is a natural transformation
λ∶ Qn ⇒ Q ○ T,
where the exponent n denotes n-fold cartesian product.
2. The dual of λ is the n-ary predicate lifting λ̄ given by λ̄(f1 , . . . , fn ) = 1−λ(1−f1 , . . . , 1−fn ).
3. We call λ monotone if for all sets X and all functions f1 , . . . , fn , g1 , . . . , gn ∈ QX such
that fi ≤ gi for all i, λX (f1 , . . . , fn ) ≤ λX (g1 , . . . , gn ).
4. We call λ nonexpansive if for all sets X and all functions f1 , . . . , fn , g1 , . . . , gn ∈ QX,
∥λX (f1 , . . . , fn ) − λX (g1 , . . . , gn )∥∞ ≤ max(∥f1 − g1 ∥∞ , . . . , ∥fn − gn ∥∞ ).
I Remark 5.2. By the Yoneda lemma, unary predicate liftings are equivalent to the evaluation
functions e∶ T [0, 1] → [0, 1] used in work on pseudometric functor liftings [2, 47] and on the
generic Wasserstein lifting [26]; more generally, an n-ary predicate lifting is equivalent to a
generalized form of evaluation function, of type T [0, 1]n → [0, 1] [47].
Before we can prove that the Kantorovich lifting is a lax extension, we first need to generalize
it so that it lifts arbitrary fuzzy relations instead of just pseudometrics. To this end, we
introduce the notion of nonexpansive pairs (a similar idea appears already in [54, Section 5]):
I Definition 5.3. Let R∶ A →
+ B. A pair (f, g) of functions f ∶ A → [0, 1] and g∶ B → [0, 1] is
R-nonexpansive if f (a) − g(b) ≤ R(a, b) for all a ∈ A, b ∈ B.
Given a function and a fuzzy relation, we can construct a nonexpansive companion:
I Definition 5.4. Let R∶ A →
+ B and f ∶ A → [0, 1]. Then we define R[f ]∶ B → [0, 1] by
R[f ](b) = supa∈A f (a) ⊖ R(a, b),
where for x, y ∈ [0, 1], x ⊖ y = max(x − y, 0).
I Definition 5.5. Let Λ be a set of monotone predicate liftings that is closed under duals.
The Kantorovich lifting KΛ is defined as follows: for R∶ A →
+ B, KΛ R∶ T A →
+ T B is given by
KΛ R(t1 , t2 ) = sup{λA (f1 , . . . , fn )(t1 ) − λB (g1 , . . . , gn )(t2 ) ∣
λ ∈ Λ n-ary, (f1 , g1 ), . . . (fn , gn ) R-nonexpansive}.
We show in the appendix that closure under duals guarantees that KΛ R(t1 , t2 ) ≥ 0 always.
I Theorem 5.6. Let Λ be a set of monotone predicate liftings that is closed under duals.
The Kantorovich lifting KΛ is a lax extension. If all λ ∈ Λ are nonexpansive, then KΛ is
nonexpansive as well.
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Proof (sketch). We sketch the proofs for (L2) and (L4). For (L2), one observes that given
a nonexpansive pair (f, h) for R; S, one can obtain nonexpansive pairs (f, g) for R and
(g, h) for S using the nonexpansive companion g = R[f ]. For (L4), we note that ∆,A nonexpansivity of (f, g) implies that f (a) − g(a) ≤  for all a ∈ A. By monotonicity of
predicate liftings, we can assume that w.l.o.g. g(a) = f (a) ⊖ . In this case, for every λ ∈ Λ
(for simplicity, unary) and t ∈ T A,
λ(f )(t) − λ(g)(t) ≤ ∥λ(f ) − λ(g)∥∞ ≤ ∥f − g∥∞ ≤ .

J

I Remark 5.7 (Kantorovich for pseudometrics). On pseudometrics, the Kantorovich lifting KΛ
as given by Definition 5.5 agrees with the usual Kantorovich distance −↑T [2, Definition 5.4]
defined for pseudometrics. If d∶ A →
+ A is a pseudometric, then d↑T (t1 , t2 ) equals
sup{∣λA (f1 , . . . , fn )(t1 ) − λA (f1 , . . . , fn )(t2 )∣ ∣ λ ∈ Λ, f1 , . . . , fn ∶ (A, d) →1 ([0, 1], dE )}
I Example 5.8 (Kantorovich liftings).
1. The standard Kantorovich lifting K of the discrete distribution functor D is an instance of
the generic one, for the single predicate lifting ◇(f )(µ) = Eµ (f ). Crucially, K is finitarily
separable, by the observation that for every discrete distribution µ ∈ DX and every  > 0,
there are only finitely many points x with µ(x) > .
2. The fuzzy neighbourhood functor is the (covariant) functor N = Q ○ Q; the elements of
N X are called fuzzy neighbourhood systems, and their coalgebras fuzzy neighbourhood
frames [45, 10]. The monotone (nonexpansive) fuzzy neighbourhood functor M is the
subfunctor M of N given by MX consisting of the fuzzy neighbourhood systems that
are monotone and nonexpansive as maps A∶ QX → [0, 1]. We put
LR(A, B) = max(supf ∈QX A(f ) ⊖ B(R[f ]), supg∈QX B(g) ⊖ A(R○ [g]))
for R∶ A →
+ B, A ∈ MX, B ∈ MY (recall Definition 5.4). Then L is a nonexpansive
lax extension of M; specifically, L = K{λ} where λ is the predicate lifting given by
λX (f )(A) = A(f ).

6

The Wasserstein Lifting

The other generic construction for lax extensions arises in a similar way, by generalizing the
generic Wasserstein lifting for pseudometrics [2] to lift arbitrary fuzzy relations instead of just
pseudometrics; our construction slightly generalizes one given by Hofmann [26]. Compared
to the case of the Kantorovich lifting, where we needed to work with nonexpansive pairs,
the generalization from pseudometric lifting to relation lifting is much more direct. In the
same way as for the original construction of pseudometric Wasserstein liftings, additional
constraints, both on the functor and the set of predicate liftings involved, are needed for the
Wasserstein lifting to be a lax extension. Indeed, the Wasserstein lifting may be seen as a
quantitative analogue of the two-valued Barr extension (Section 2), and like the latter works
only for functors that preserve weak pullbacks. In particular, Wasserstein liftings are based
on the central notion of coupling:
I Definition 6.1. Let t1 ∈ T A, t2 ∈ T B for sets A, B. The set of couplings of t1 and t2 is
Cpl(t1 , t2 ) = {t ∈ T (A × B) ∣ T π1 (t) = t1 , T π2 (t) = t2 }.
Like the Kantorovich lifting, the Wasserstein lifting is based on a choice of predicate liftings.
It is, however, built in a quite different manner, and in particular appears to make sense
only for unary predicate liftings, so unlike in some other places in the paper, the restriction
to unary liftings in the next definition is not just for readability.
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I Definition 6.2 (Wasserstein lifting). Let Λ be a set of unary predicate liftings. The generic
Wasserstein lifting is the relation lifting WΛ of T defined for R∶ A →
+ B by
WΛ R(t1 , t2 ) = supλ∈Λ inf{λA×B (R)(t) ∣ t ∈ Cpl(t1 , t2 )}.
This construction is similar to [26, Definition 3.4] except that we admit more than one
modality. On pseudometrics, the Wasserstein lifting coincides with the pseudometric lifting
−↓T as defined in [2, Definition 5.12]. We will see that the following conditions ensure that
the Wasserstein lifting is a fuzzy lax extension:
I Definition 6.3. Let λ be a unary predicate lifting.
1. λ is subadditive if for all sets X and all f, g ∈ QX, λX (f ⊕ g) ≤ λX (f ) ⊕ λX (g).
2. λ preserves the zero function if for all sets X, λX (0X ) = 0T X , where 0X ∶ x ↦ 0.
3. λ is standard if it is monotone, subadditive, and preserves the zero function.
I Remark 6.4. Baldan et al. give conditions under which the Wasserstein lifting arising from
some set of evaluation functions (Remark 5.2) preserves pseudometrics. For this purpose
they consider the notion of a well-behaved evaluation function [2, Definition 5.14]. We show
in Appendix A that this amounts to a slightly stronger condition than standardness of the
corresponding predicate lifting. Similar conditions also feature in Hofmann’s topological
theories [26, Definition 3.1], which consist of a monad acting on a quantale via an evaluation
function and on which his generic Wasserstein extension is based. We show in the appendix
that, ignoring some monad-specific axioms, the conditions imposed on the functor and
evaluation function are equivalent to standardness of the associated predicate lifting.
Now indeed we have
I Theorem 6.5. If T preserves weak pullbacks and Λ is a set of standard predicate liftings,
then the Wasserstein lifting WΛ is a lax extension. If additionally all λ ∈ Λ are nonexpansive,
then WΛ is nonexpansive as well.
Proof (sketch). The proofs of (L0)–(L3) are similar to [26, Theorem 3.5]. In particular, (L3)
follows by preservation of the zero function, and(L2) is based on subadditivity of predicate
liftings and weak pullback preservation of T . The latter is a prerequisite for the so-called
gluing lemma (e.g. [2, Lemma 5.18]), which gives a canonical way of producing couplings
t13 ∈ Cpl(t1 , t3 ) from couplings t12 ∈ Cpl(t1 , t2 ) and t23 ∈ Cpl(t2 , t3 ). The proof of (L4) is by
nonexpansivity of predicate liftings.
J

I Example 6.6 (Wasserstein liftings).
1. The Hausdorff lifting H (Example 3.11) is the Wasserstein lifting W{λ} for P, where
λX (f )(A) = sup f [A] for A ⊆ X.
2. The convex powerset functor C, whose coalgebras combine probabilistic branching and
nondeterminism [6], maps a set X to the set of nonempty convex subsets of DX. The
Wasserstein lifting W{λ} , where λX (f )(A) = supµ∈A Eµ (f ) for A ∈ CX, is a non-expansive
lax extension of C. Of course, λ is just the composite of the predicate liftings respectively
defining the standard Kantorovich and Hausdorff liftings. As we show in the appendix,
W{λ} indeed coincides with the composite of these liftings (for which a quantitative
equational axiomatization has recently been given by Mio and Vignudelli [39]).
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7

Lax Extensions as Kantorovich Liftings

We proceed to establish the central result that every fuzzy lax extension is a Kantorovich
lifting for some suitable set Λ of predicate liftings, and moreover we characterize the
Kantorovich liftings induced by non-expansive predicate liftings as precisely the non-expansive
lax extensions. For a given fuzzy lax extension L, the equality KΛ R = LR splits into two
inequalities, one of which is characterized straightforwardly:
I Definition 7.1. An n-ary predicate lifting λ preserves nonexpansivity if for
all fuzzy relations R and all R-nonexpansive pairs (f1 , g1 ), . . . , (fn , gn ), the pair
(λA (f1 , . . . , fn ), λB (g1 , . . . , gn )) is LR-nonexpansive. A set Λ of predicate liftings preserves
nonexpansivity if all λ ∈ Λ preserve nonexpansivity.
I Lemma 7.2. We have KΛ R ≤ LR if and only if Λ preserves nonexpansivity.
I Definition 7.3 (Separation). A set Λ of predicate liftings is separating for L if KΛ R ≥ LR
for all fuzzy relations R.
To motivate Definition 7.3, recall from Section 2 that in the two-valued setting a set Λ of
predicate liftings (for simplicity, assumed to be unary) is separating if
t1 ≠ t2 Ô⇒ ∃λ ∈ Λ, A′ ⊆ A such that t1 ∈ λA (A′ ) ↔
/ t2 ∈ λA (A′ )
for t1 , t2 ∈ T A. Analogously, unfolding definitions in the inequality KΛ R ≥ LR (and again
assuming unary liftings), we arrive at the condition that for all t1 ∈ T A, t2 ∈ T B,  > 0,
LR(t1 , t2 ) >  Ô⇒ ∃λ ∈ Λ, (f, g) R-nonexpansive such that λA (f )(t1 ) − λB (g)(t2 ) > .
We are now ready to state our main result, which says that all lax extensions are Kantorovich:
I Theorem 7.4. If L is a finitarily separable lax extension of T , then there exists a set Λ
of monotone predicate liftings that preserves nonexpansivity and is separating for L, i.e.
L = KΛ . Moreover, L is nonexpansive iff Λ can be chosen in such a way that all λ ∈ Λ are
nonexpansive.
This result can be seen as a fuzzy version of the statements that every finitary functor has a
separating set of two-valued modalities (and hence an expressive two-valued coalgebraic modal
logic) [47, Corollary 45], and that more specifically, every finitary functor equipped with
a diagonal-preserving lax extension has a separating set of two-valued monotone predicate
liftings [35, Theorem 14]. We will detail in Section 8 how Theorem 7.4 implies the existence
of characteristic modal logics. The proof of Theorem 7.4 uses a quantitative version of the
so-called Moss modalities [32, 35]. The construction of these modalities relies on the fact
that Tω can be presented by algebraic operations of finite arity:
I Definition 7.5. A finitary presentation of Tω consists of a signature Σ of operations with
given finite arities, and for each σ ∈ Σ of arity n a natural transformation σ∶ (−)n ⇒ Tω such
that every element of Tω X has the form σX (x1 , . . . , xn ) for some σ ∈ Σ.
For the remainder of this section, we fix a finitary presentation of Tω (such a presentation
always exists) and assume a finitarily separable fuzzy lax extension L of T .
I Definition 7.6. Let σ ∈ Σ be n-ary. The Moss lifting µσ ∶ Qn ⇒ Q ○ T is defined by
µσX (f1 , . . . , fn )(t) = LevX (σQX (f1 , . . . , fn ), t),
where evX ∶ QX →
+ X is given by evX (f, x) = f (x).
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We take Λ to be the set of all Moss liftings and their duals:
Λ = {µσ ∣ σ ∈ Σ} ∪ {µσ ∣ σ ∈ Σ}
Now Theorem 7.4 is immediate from
I Lemma 7.7. Λ is a set of monotone predicate liftings that preserves nonexpansivity and is
separating for L. If L is nonexpansive, then so are all predicate liftings in Λ.
Proof (sketch).
Λ is separating: Let s∶ B → QA, s(b)(a) = R(a, b) and  > 0. Because the set of Σterms over QA generates Tω QA and L is finitarily separable, there exists some σ ∈ Σ
(for simplicity unary) and some f ∈ QA such that L∆QA (σ(f ), T s(t2 )) ≤ . If we put
g = R[f ], then ∣µσ (f )(t1 ) − LR(t1 , t2 )∣ ≤  and µσ (g)(t2 ) ≤ . Then let  → 0.
Nonexpansivity of Moss liftings: This is based on the observation that for any set A and
any f, g ∈ QA, ∥f − g∥∞ ≤  iff both (f, g) and (g, f ) are ∆,A -nonexpansive pairs.
For the remaining properties we refer to the full version of this paper [56].
J

8

Real-valued Coalgebraic Modal Logic

We next recall the generic framework of real-valued coalgebraic modal logic, which lifts
two-valued coalgebraic modal logic (Section 2) to the quantitative setting, and will yield
characteristic quantitative modal logics for all non-expansive lax extensions. The framework
goes back to work on fuzzy description logics [48]. The present version, characterized by a
specific choice of propositional operators, appears in work on the coalgebraic quantitative
Hennessy-Milner theorem [31], and generalizes quantitative probabilistic modal logic [53].
Given a set Λ of (fuzzy) predicate liftings, the set LΛ of modal (Λ)-formulae is given by
φ, ψ ∶∶= c ∣ φ ⊖ c ∣ ¬φ ∣ φ ∧ ψ ∣ λ(φ1 , . . . , φn )

(3)

where c ∈ Q ∩ [0, 1] and λ ∈ Λ has arity n. The semantics assigns to each formula φ and each
coalgebra (A, α) a real-valued map JφKA,α ∶ A → [0, 1], or just JφK, defined by
JcK(a) = c

Jφ ⊖ cK(a) = max(JφK(a) − c, 0)
J¬φK(a) = 1 − JφK(a)

Jφ ∧ ψK(a) = min(JφK(a), JψK(a))

Jλ(φ1 , . . . , φn )K(a) = λA (Jφ1 K, . . . , Jφn K)(α(a))

I Remark 8.1. We thus adopt what is often called Zadeh semantics for the propositional
operators. This choice is pervasive in characteristic logics for behavioural distances (including [53, 31, 57]) – in particular, the more general Łukasiewiecz semantics fails to be
nonexpansive w.r.t. behavioural distance, and indeed induces a discrete logical distance [57].
In the two-valued setting, one can sometimes restrict the propositional base in characteristic logics; notably, two-valued probabilistic modal logic characterizes (event) bisimilarity
of probabilistic transition systems even with conjunction as the only propositional connective [15]. No similar results appear to be known in the quantitative case; e.g. van Breugel and
Worrell’s characteristic logic for behavioural distance of probabilistic transition systems [53]
does feature essentially the same propositional operators as our grammar (3).
I Example 8.2.
1. Fuzzy modal logic may be seen as a basic fuzzy description logic [34]. Eliding propositional
atoms for brevity (they may be added as nullary modalities), we take Λ = {◇}. Models are
fuzzy relational structures, i.e. coalgebras for the covariant fuzzy powerset functor F given
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by FX = [0, 1]X and Ff (g)(y) = supf (x)=y g(x), and ◇ is interpreted as the predicate
lifting ◇A (f )(g) = supa∈A min(g(a), f (a)). Hennessy-Milner-type results necessarily
apply only to finitely branching models, i.e. coalgebras for Fω .
2. Probabilistic modal logic: Take models to be probabilistic transition systems with possible
deadlocks, i.e. coalgebras for the functor 1 + D, where DA is the set of discrete probability
distributions on A (Section 2); and Λ = {◇}, with
◇A (f )(∗) = 0

for ∗ ∈ 1, and

◇A (f )(µ) = Eµ (f ) = ∑a∈A µ(a) ⋅ f (a).

When extended with propositional atoms, this induces (up to restricting to discrete probabilities) van Breugel et al.’s contraction-free quantitative probabilistic modal logic [52].
In the two-valued setting, modal logic is typically invariant under bisimulation, i.e. bisimilar
states satisfy the same modal formulae. In the quantitative setting, this corresponds to
non-expansiveness of formula evaluation, which may be phrased as saying that logical distance
is below behavioural distance:
I Definition 8.3. The Λ-logical distance between states a ∈ A, b ∈ B in T -coalgebras (A, α),
(B, β) is dΛ (a, b) = sup{∣JφK(a) − JφK(b)∣ ∣ φ ∈ LΛ }.
I Lemma 8.4 (Non-expansiveness of quantitative modal logic). If Λ preserves nonexpansiveness w.r.t. a lax extension L, then dΛ ≤ dL .
Finally, we show how the characterization of lax extensions as Kantorovich extensions can be
used to define characteristic logics for nonexpansive lax extensions. We use a Hennessy-Milner
result by König and Mika-Michalski [31], for the (pseudometric) Kantorovich lifting:
I Theorem 8.5. Let Λ be a set of predicate liftings such that iterative approximation of the
fixpoint dKΛ as in Theorem 4.7 stabilizes in ω steps. Then dΛ ≥ dKΛ .
We combine this result with our Theorems 4.7 and 5.6 to obtain, complementing Lemma 8.4,
a criterion phrased directly in terms of conditions on the lax extension and the modalities:
I Corollary 8.6 (Coalgebraic quantitative Hennessy-Milner theorem). Let L be a finitarily
separable fuzzy lax extension, and let Λ be a separating set of monotone non-expansive
predicate liftings for L. Then dΛ ≥ dL .
I Example 8.7. Since we only require L to be finitarily separable (rather than T finitary),
Example 5.8.1 implies that we recover expressiveness [52, 53] of quantitative probabilistic
modal logic over countably branching discrete probabilistic transition systems (Example 8.2.2)
as an instance of Corollary 8.6.
I Remark 8.8. In [31], Theorem 8.5 is in fact only shown for the case of distances dL
α defined
on a single coalgebra. The general case of distances dL
between
two
possibly
distinct
α,β
coalgebras can be recovered by working on their coproduct (disjoint union), using that both
L-behavioural distance and formula evaluation are preserved under morphisms.
Applying Lemma 8.4 and Corollary 8.6 to L = KΛ and using our result that all lax extensions
are Kantorovich extensions for their Moss liftings (Theorem 7.4), which moreover are
monotone and nonexpansive in case L is nonexpansive (Lemma 7.7), we obtain expressive
logics for finitarily separable nonexpansive lax extensions:
I Corollary 8.9. If L is a finitarily separable nonexpansive lax extension of a functor T ,
then dL = dΛ for the set Λ of Moss liftings.
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We can see the coalgebraic modal logic of Moss liftings as concrete syntax for a more abstract
logic where we incorporate functor elements into the syntax directly, as in Moss’ coalgebraic
logic [42]. The set LL of formulae in the arising quantitative Moss logic is generated by the
same propositional operators as above, and additionally by a modality ∆ that applies to
Φ ∈ T L0 for finite L0 ⊆ LL , with semantics
J∆ΦK(a) = LevA (Φ, α(a)).
The dual of ∆ is denoted ∇, and behaves like a quantitative analogue of Moss’ two-valued ∇.
From Corollary 8.9, it is immediate that this logic is expressive:
I Corollary 8.10 (Expressiveness of quantitative Moss logic). Let L be a finitarily separable
nonexpansive lax extension of a functor T . Then L-behavioural distance dL coincides with
logical distance in quantitative Moss logic, i.e. for all states a ∈ A, b ∈ B in (A, α), (B, β) of
coalgebras, and all a ∈ A, b ∈ B, dL
α,β (a, b) = sup{∣JφK(a) − JφK(b)∣ ∣ φ ∈ LL }.
I Example 8.11.
1. We equip the finite fuzzy powerset functor Fω with the Wasserstein lifting W◇ for ◇ as
in Example 8.2.1, in analogy to the Hausdorff lifting (Example 6.6.1). Then ∇ applies to
finite fuzzy sets Φ of formulae, and
J∇ΦK(a) = supt∈Cpl(Φ,α(a)) inf (φ,a′ )∈LL ×A max(1 − t(φ, a′ ), φ(a′ ))
for a state a in an F-coalgebra (A, α), i.e. in a finitely branching fuzzy relational structure.
2. Let Cfg be the subfunctor of the convex powerset functor C given by the finitely generated
convex sets of (not necessarily finite) discrete distributions, equipped with the Wasserstein
lifting described in Example 6.6.2. Then ∇ applies to finite sets of finite distributions
on formulae, understood as spanning a convex polytope. By Corollary 8.10, the arising
instance of quantitative Moss logic is expressive for all Cfg -coalgebras.

9

Conclusions

We have developed a systematic theory of behavioural distances based on fuzzy lax extensions,
identifying the key notion of non-expansive lax extension, which we believe has good claims
to being the right notion of quantitative relation lifting in this context. We give two
general constructions of non-expansive lax extensions, respectively generalizing the classical
Kantorovich and Wasserstein distances and strengthening previous generalizations where
only pseudometrics are lifted [2]. Our construction of the Kantorovich lifting is based in
particular on the key notion of non-expansive pair (implicit in recent work on optimal
transportation [54]). Our main result shows that every non-expansive lax extension is
a Kantorovich lifting for a suitable choice of modalities, the so-called Moss modalities.
Moreover, one can extract from a given non-expansive lax extension a characteristic modal
logic satisfying a strong form of quantitative Hennessy-Milner property. Future work will
concern the extension of the systematic study of behavioural distances beyond branchingtime distances as exemplified in previous work on the concrete case of metric transition
systems [20], possibly using a quantitative variant of graded monads [36]; as well as a further
generalization to quantale-valued metrics.
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Appendix

We assume w.l.o.g. that all functors preserve injective maps [5].

Proof of Lemma 3.7
1. ⇐⇒ 2.: The implication “⇐” is trivial; we prove “⇒”. We have
LGr,f = L(∆,B ○ (idB × f ))
= L∆,B ○ (idT B × T f )
≤ ∆,T B ○ (idT B × T f )
= Gr,T f

(Lemma 3.8)
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1. Ô⇒ 3.: Let R1 , R2 ∶ A →
+ B and  > 0 such that ∥R1 − R2 ∥∞ ≤ ; we need to show that
∥LR1 − LR2 ∥∞ ≤ . The assumption implies R1 ≤ R2 ; ∆,B , hence LR1 ≤ L(R2 ; ∆,B ) ≤
LR2 ; L∆,B ≤ LR2 ; ∆,T B using (L1), (L2), and (L4). Symmetrically, we show LR2 ≤
LR1 ; ∆,T B , so that ∥LR1 − LR2 ∥∞ ≤ .
3. Ô⇒ 1.: We have ∥∆,A − ∆A ∥∞ = , and hence by assumption ∥L∆,A − L∆A ∥∞ ≤ . In
particular, L∆,A − L∆A ≤ ∆,T A , so
L∆,A ≤ L∆A ; ∆,T A ≤ ∆T A ; ∆,T A = ∆,T A
using (L3).

Proof of Theorem 4.7
By the fixpoint definition of dL
α,β , (ii) is immediate from (i). We prove (i), i.e. that
Ldω (α(a), β(b)) = dω (a, b) for all a ∈ A, b ∈ B. We begin by assuming that T is finitary, and generalise to the non-finitary case later.
Since T is finitary, there exist finite subsets A0 ⊆ A, B0 ⊆ B and s ∈ T A0 , t ∈ T B0 such
that α(a) = T i(s) and β(b) = T j(t), where i∶ A0 → A and j∶ B0 → B are the inclusion maps.
We then have Ldω (α(a), β(b)) = L(dω ○ (i × j))(s, t) by naturality (Lemma 3.8). Now the
dn ○ (i × j) converge to dω ○ (i × j) pointwise, and therefore also under the supremum metric
(i.e. uniformly), since A0 × B0 is finite. Since the assumptions imply that L is continuous
w.r.t. the supremum metric, it follows that
L(dω ○ (i × j))(s, t)
= supn<ω L(dn ○ (i × j))(s, t)
= supn<ω Ldn (α(a), β(b))

(naturality)

= supn<ω dn+1 (a, b) = dω (a, b).
For non-finitary T , we refer to the full version.

Details for Remark 5.2
An evaluation function e∶ T [0, 1] → [0, 1] gives rise to a unary predicate lifting λe by putting
λe (f ) = e ○ T f . Conversely, an evaluation function for λ∶ Q ⇒ Q ○ T can be defined via
eλ = λ[0,1] (id).
Generalizing to higher arities, an n-ary evaluation function is a map e∶ T ([0, 1]n ) → [0, 1],
and gives rise to a predicate lifting λe (f1 , . . . , fn ) = e ○ T ⟨f1 , . . . fn ⟩, while for each n-ary
predicate lifting λ the corresponding evaluation function is eλ = λ[0,1]n (π1 , . . . , πn ).

Details for Definition 5.5
From the definition it is clear that KΛ R(t1 , t2 ) ∈ [−1, 1] for all t1 and t2 . To see that
KΛ R(t1 , t2 ) ≥ 0, consider the maps hX ∶ X → [0, 1], x ↦ 21 for any set X. The pair (hA , hB )
is clearly R-nonexpansive and so, for some arbitrary unary λ ∈ Λ
KΛ R(t1 , t2 ) ≥ max(λA (hA )(t1 ) − λB (hB )(t2 ), λ̄A (hA )(t1 ) − λ̄B (hB )(t2 ))
= ∣λA (hA )(t1 ) − λB (hB )(t2 )∣ ≥ 0.
(If λ has higher arity, just supply more copies of hA and hB .)
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Proof of Theorem 5.6
The following lemma will be used in the proof of (L2):
I Lemma A.1. Let R∶ A →
+ B, S∶ B →
+ C. Then for every (R; S)-nonexpansive pair (f, h)
there exists some function g∶ B → [0, 1] such that (f, g) is R-nonexpansive and (g, h) is
S-nonexpansive.
Proof. For each b ∈ B the value g(b) can be chosen arbitrarily in the interval
[sup f (a) ⊖ R(a, b), inf h(c) ⊕ S(b, c)],
c∈C

a∈A

so for instance we can use the nonexpansive companion g ∶= R[f ] (Definition 5.4). This
interval is non-empty because by assumption
f (a) − h(c) ≤ (R; S)(a, c)

≤ inf
R(a, b′ ) + S(b′ , c)
′
b ∈B

≤ R(a, b) + S(b, c)
for all a ∈ A, c ∈ C, so f (a) − R(a, b) ≤ h(c) + S(b, c) by rearranging. Similar rearranging
also shows that choosing g(b) in this way ensures that (f, g) is R-nonexpansive and (g, h) is
S-nonexpansive.
J
Now we are ready for the main proof.
Proof. For readability, we pretend that all λ ∈ Λ are unary although the proof works just as
well for unrestricted arities, whose treatment requires no more than adding indices. We show
the five properties one by one:
(L0): Let R∶ A →
+ B and t1 ∈ T A, t2 ∈ T B. Note that a pair (g, f ) is R○ -nonexpansive iff
(1 − f, 1 − g) is R-nonexpansive. Now, using that Λ is closed under duals,
KΛ (R○ )(t2 , t1 ) = sup{λB (g)(t2 ) − λA (f )(t1 ) ∣ λ ∈ Λ, (g, f ) R○ -nonexp.}
= sup{λ̄A (f )(t1 ) − λ̄B (g)(t2 ) ∣ λ ∈ Λ, (f, g) R-nonexp.} = KΛ R(t1 , t2 )
(L1): Let R1 ≤ R2 . Then every R1 -nonexpansive pair is also R2 -nonexpansive. Thus
KΛ R1 ≤ KΛ R2 , because the supremum on the left side is taken over a subset of that on
the right side.
(L2): Let R∶ A →
+ B, S∶ B →
+ C and t1 ∈ T A, t2 ∈ T B, t3 ∈ T C. Let λ ∈ Λ and let (f, h) be
(R; S)-nonexpansive. Let g be given by Lemma A.1. Then it is enough to observe that:
λA (f )(t1 ) − λC (h)(t3 ) = (λA (f )(t1 ) − λB (g)(t2 )) + (λB (g)(t2 ) − λC (h)(t3 ))
≤ KΛ R(t1 , t2 ) + KΛ S(t2 , t3 ).
(L3): Let h∶ A → B and t ∈ T A. We need to show that KΛ Grh (t, T h(t)) = 0. Let λ ∈ Λ
and let (f, g) be Grh -nonexpansive, implying f ≤ g ○ h. Then
λA (f )(t) ≤ λA (g ○ h)(t) = λB (g)(T h(t)),
by monotonicity and naturality of λ.
(L4): Let A be a set, t ∈ T A and  > 0. We need to show that KΛ ∆,A (t, t) ≤ . Let
λ ∈ Λ and let (f, g) be ∆,A -nonexpansive, implying f (a) − g(a) ≤  for all a ∈ A. By
monotonicity of λ, we can restrict our attention to the case g(a) = f (a) ⊖ . In this case,
λ(f )(t) − λ(g)(t) ≤ ∥λ(f ) − λ(g)∥∞ ≤ ∥f − g∥∞ ≤ .

J
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Details for Remark 5.7
First, note that if (f, g) with f, g∶ A → [0, 1] is d-nonexpansive, then f (a) − g(a) ≤ d(a, a) = 0
for all a ∈ A, so f ≤ g. By monotonicity of the λ ∈ Λ the value of the supremum in Definition 5.5
does not change if we restrict the choice of (f, g) to the case f = g. Finally, in the case f = g,
d-nonexpansivity implies that f (a)−f (b) ≤ d(a, b) and f (b)−f (a) ≤ d(b, a) = d(a, b) for every
a, b ∈ A, which means that f is in fact a nonexpansive map f ∶ (A, d) →1 ([0, 1], dE ). Also the
supremum does not change when taking the absolute value, because f is nonexpansive iff
1 − f is and Λ is closed under duals.

Details for Example 5.8.1
We show that K is finitarily separable. Let µ ∈ DX and  > 0. We need to find µ ∈ DX
with finite support such that K∆X (µ, µ ) ≤ . Note that a pair (f, g) is ∆X -nonexpansive
iff f ≤ g, so by monotonicity
K∆X (µ, µ ) = sup{∑x∈X f (x)(µ(x) − µ (x)) ∣ f ∶ X → [0, 1]} ≤ ∑x∈X ∣µ(x) − µ (x)∣.
Because µ is discrete, there exists a finite set Y ⊆ X with ∑x∈Y µ(x) ≥ 1 − 2 . If Y = X,
then we can just put µ = µ. Otherwise, let x0 ∈ X ∖ Y . Then we define µ as follows:
µ (x0 ) = µ(Y ), µ (x) = µ(x) for x ∈ Y , and µ (x) = 0 otherwise. In this case,
∑x∈X ∣µ(x) − µ (x)∣ ≤ 2µ(Y ) ≤ .

Details for Remark 6.4
We recall the definition of well-behaved evaluation functions from [2]:
I Definition A.2. An evaluation function e∶ T [0, 1] → [0, 1] is well-behaved if it satisfies the
following:
1. The predicate lifting λe is monotone.
2. For all t ∈ T ([0, 1]2 ), we have dE (e(t1 ), e(t2 )) ≤ λe (dE )(t), where t1 = T π1 (t) and
t2 = T π2 (t).
3. e−1 [{0}] = T i[T {0}], where i∶ {0} → [0, 1] is the inclusion map.
This notion is almost equivalent to that of a standard predicate lifting in the following sense:
I Lemma A.3. e is a well-behaved evaluation function iff the predicate lifting λe is standard
and e−1 [{0}] ⊆ T i[T {0}].
Proof. First, note that monotonicity of λe features in both notions and λe preserves zero iff
e−1 [{0}] ⊇ T i[T {0}]. It remains to relate Item 2 of Definition A.2 with subadditivity of λ.
Reformulating in terms of λe gives
∣λe (π1 )(t) − λe (π2 )(t)∣ ≤ λe (dE )(t)

for t ∈ T ([0, 1]2 ).

(4)

We show that (4) is equivalent to subadditivity of λe , given that λe is monotone:
“⇒”: Let f, g ∈ QX, t ∈ T X. Put t′ ∶= T ⟨f ⊕ g, f ⟩(t) ∈ T ([0, 1]2 ). Then, by naturality, we
have λe (π1 )(t′ ) = λe (f ⊕ g)(t) and λe (π2 )(t′ ) = λe (f )(t) and
λe (dE )(t′ ) = λe (dE ○ ⟨f ⊕ g, f ⟩)(t) ≤ λe (g)(t),
where we used monotonicity of λe in the last step. Therefore, λ(f ⊕ g)(t) − λ(f )(t) ≤
λ(g)(t) by (4).
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“⇐”: Put f = dE , g = π1 ∶ [0, 1]2 → [0, 1]. Then it is easily checked that f ⊕ g ≥ π2 and
therefore
λe (π2 ) ≤ λe (f ⊕ g) ≤ λe (f ) + λe (g) = λe (dE ) + λe (π1 )
by monotonicity and subadditivity of λe , so λe (π1 ) − λe (π2 ) ≤ λe (dE ). Similarly, we can
show that λe (π2 ) − λe (π1 ) ≤ λe (dE ) by swapping the roles of π1 and π2 .
J
In [26, Definition 3.1], topological theories are defined as triples consisting of a monad T , a
quantale V , and a map ξ∶ T V → V satisfying a number of axioms. We only consider the case
of the quantale [0, 1]op , with the order given by ≥ and the monoid structure by ⊕. The first
two axioms state that ξ is a T -algebra and can be ignored for our purposes. The remaining
axioms instantiate as follows, where as usual λξ (f ) = ξ ○ T f is the predicate lifting associated
with ξ:
(Q⊗ )

⊕ ○⟨λξ (π1 ), λξ (π2 )⟩ ≥ λξ (⊕)

(Qk )

0 ≥ λξ (01 )(t) for every t ∈ T 1, where 1 is a singleton set

(Q′∨ )

λξ is a monotone natural transformation

Using a similar idea as in Lemma A.3, we see that (Q⊗ ) is equivalent to subadditivity of λξ
and (Qk ) is equivalent to preservation of the zero function. Finally note that [26, Theorem
3.5 (d)] (which states that the Wasserstein lifting satisfies (L2)) requires that the functor
satisfies the Beck-Chevalley condition, i.e. preserves weak pullbacks.

Proof of Example 6.6.1
Let R∶ A →
+ B, and let U ⊆ A and V ⊆ B. We show HR(U, V ) = W{λ} R(U, V ). There are two
inequalities:
“≤”: Let Z ∈ Cpl(U, V ). Then for every a ∈ U there exists b ∈ V such that (a, b) ∈ Z,
so inf b∈V R(a, b) ≤ sup R[Z]. Thus, we have supa∈U inf b∈V R(a, b) ≤ sup R[Z], and, by a
symmetrical argument, supb∈V inf a∈U R(a, b) ≤ sup R[Z].
“≥”: It is enough to find for each  > 0 a coupling Z ∈ Cpl(U, V ) such that sup R[Z] ≤
HR(U, V ) + . So let  > 0. We construct functions f ∶ U → V and g∶ V → U as follows:
For each a ∈ U choose f (a) ∈ V such that R(a, f (a)) ≤ inf b∈V R(a, b) + . Similarly,
for each b ∈ V choose g(b) ∈ U such that R(g(b), b) ≤ inf a∈U R(a, b) + . Now put
Z = {(a, f (a)) ∣ a ∈ U } ∪ {(g(b), b) ∣ b ∈ V }. Clearly, Z ∈ Cpl(U, V ) and by construction,
sup R[Z] = max(supa∈U R(a, f (a)), supb∈V R(g(b), b)) ≤ HR(U, V ) + .

Details for Example 6.6.2
We denote the Wasserstein lifting of the distribution functor D by W . Let R∶ A →
+ B, and let
U ∈ CA and V ∈ CB. We show W{λ} (R)(U, V ) = HW (R)(U, V ). There are two inequalities:
“≥”: Let Z ∈ CplC (U, V ). We put Y = P⟨Dπ1 , Dπ2 ⟩(Z). Then Pπ1 (Y ) = PDπ1 (Z) =
Cπ1 (Z) = U and similarly Pπ2 (Y ) = V , so that Y ∈ CplP (U, V ). Now, note that for every
µ ∈ D(A × B) we have that Eµ (R) ≥ W R(Dπ1 (µ), Dπ2 (µ)) and therefore
sup Eµ (R) ≥
µ∈Z

sup

(µ1 ,µ2 )∈Y

W R(µ1 , µ2 ) ≥ HW (R)(U, V ).

“≤”: Let Y ∈ CplP (U, V ). It is enough to find for each  > 0 some Z ∈ CplC (µ1 , µ2 ) such
that
sup Eµ (R) ≤
µ∈Z

sup

(µ1 ,µ2 )∈Y

W R(µ1 , µ2 ) + .
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For every (µ1 , µ2 ) ∈ DA × DB there exists some µ ∈ CplD (U, V ) such that Eµ (R) ≤
W R(µ1 , µ2 ) + . Let Z ′ be a set consisting of one such µ for every pair (µ1 , µ2 ) ∈ Y and
put Z = conv(Z ′ ), where conv is convex hull. Then we have
Cπ1 (Z) = PDπ1 (conv(Z ′ )) = conv(PDπ1 (Z ′ )) = conv(U ) = U.
Here we made use of the fact that Dπ1 is linear when considered as a map RA×B → RA , and
linear maps preserve convex sets. We similarly get Cπ2 (Z) = V , so that Z ∈ CplC (U, V ).
Finally, we note that taking expected values is a linear operation, so if µ = ∑ni=1 pi µi
is a convex combination of probability measures, then Eµ = ∑ni=1 pi Eµi ≤ maxni=1 Eµi .
Therefore we have, as desired,
sup Eµ (R) = sup Eµ (R) ≤
µ∈Z

µ∈Z ′

sup

(µ1 ,µ2 )∈Y

W R(µ1 , µ2 ) + .

Proof of Lemma 8.4
Immediate from the following lemma:
I Lemma A.4. Let φ be a modal Λ-formula, and let a ∈ A, b ∈ B be states in T -coalgebras
Λ
(A, α), (B, β). Then JφKA,α (a) − JφKB,β (b)∣ ≤ dK
α,β (a, b).
Proof. Induction on φ, with trivial Boolean cases (in Zadeh semantics, all propositional
operators on [0, 1] are non-expansive). For the modal case, we have (for readability, restricting
to unary λ ∈ Λ and omitting subscripts)
∣Jλ(φ)K(a) − Jλ(φ)K(b)∣ = ∣λA (JφK)(α(a)) − λB (JφK(β(b))∣
≤ KΛ dKΛ (α(a), β(b))

(definition, IH)

=d

(definitionup)

KΛ

(a, b)

J

Proof of Corollary 8.10
Immediate from Corollary 8.9 once one notes that the closure under duals incorporated in the
Definition of the Kantorovich distance is ensured by the presence of negation in quantitative
Moss logic.
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1

Introduction

In the theory of programming languages the categorical concept of monad is used to handle
computational effects [43, 44]. As main examples, the powerset monad (P) and the probability
distribution monad (D) are used to handle nondeterministic and probabilistic behaviours,
respectively. It is of course desirable to handle the combination of these two effects to model,
for instance, concurrent randomised protocols where nondeterminism arises from the action
of an unpredictable scheduler and probability from the use of randomised procedures such as
coin tosses. However, the composite functor P ◦ D is not a monad (see, e.g., [52]).
A well–known way to handle this technical issue is to use instead the convex powerset of
distributions monad (C) which restricts P◦D by only admitting sets of probability distributions
that are closed under the formation of convex combinations (see [50, 29, 28, 42, 41, 33, 39]
and Section 2). Restricting P ◦ D to C is not only mathematically convenient, because it leads
to a monad, but also natural as convexity captures the possibility of a scheduler to make
probabilistic choices, as originally observed by Segala [46]. Suppose indeed that a scheduler
can select between two probabilistic behaviours {d1 , d2 } for execution. It is reasonable to
assume that said scheduler can also, with the aid of a (biased) coin, choose d1 with probability
p and d2 with probability 1 − p. Hence, effectively, the scheduler can choose any behaviour
in {p · d1 + (1 − p) · d2 | p ∈ [0, 1]}, which is indeed a convex set of distributions.
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In a recent work [13] the authors provide a proof for the following result: the equational
theory ThCS of convex semilattices is a presentation of the Set monad C. This means
(see Section 2 for details) that the category A(ThCS ) of convex semilattices and their
homomorphisms is isomorphic to the category EM(C) of Eilenberg-Moore algebras for C.
Presentation results of this kind have a number of applications in computer science due to
the interplay between the structure (syntax) and the dynamics (behaviour) of systems. For
example, it follows from the presentation result of [13] that the free convex semilattice with
set of generators X is isomorphic to C(X). This allows us to manipulate elements of C(X) as
convex semilattice terms modulo the equations of ThCS and, similarly, to perform equational
reasoning steps using facts (e.g., from geometry) related to the mathematical structure
of C(X). Applications in the field of program semantics and concurrency theory arise by
combining coalgebraic reasoning methods, associated with the use of monads as behaviour
functors, and algebraic methods, which are made available by presentation theorems. Well
known examples include bisimulation up–to techniques (e.g., up–to congruence [11]) and the
categorical approach to structural operational semantics, introduced by Turi and Plotkin in
[51] (see also [35]) and based on the notion of bialgebras.
The category EMet, having extended metric spaces as objects and non–expansive maps as
morphisms, is a natural mathematical setting1 which can replace the category Set when it is
desirable to switch from the concept of program equivalence to that of program distance. This
has been a very active topic of research in the last two decades (see, e.g, [45, 27, 15, 23, 16]).
In this context, it is necessary to deal with monads on EMet. Variants of the Set monads
P and D have been proposed on EMet (see, e.g., [15, 8] and Section 3), and are technically
based on different types of metric liftings, due to Hausdorff and Kantorovich.
Contributions of this work. In this work we investigate a EMet variant of the Set monad
ˆ As a functor, Cˆ : EMet → EMet maps a metric space (X, d) to
C, which we denote by C.
the metric space (C(X), HK(d)), the collection of non–empty, finitely generated convex sets
of finitely supported probability distributions on X endowed with the metric H(K(d)), the
Hausdorff lifting of the Kantorovich lifting of the metric d.


Cˆ : EMet → EMet
(X, d) 7→ C(X), H(K(d)) .
As a first contribution, in Section 4 we give a direct proof of the fact that Cˆ is indeed a monad
on EMet. This result does not seem straightforward to prove. Most notably, establishing
the non–expansiveness of the monad multiplication µĈ requires some detailed calculations.
ˆ PresentaOur second and main result concerns the presentation of the EMet monad C.
tions of monads in Set are given in terms of categories of algebras (in the sense of universal
algebra) and their homomorphisms, but these are not adequate in the metric setting. For
this reason we use, instead, the recently introduced apparatus of quantitative algebras and
quantitative equational theories of [36] (see also [37, 7, 5, 4]). This framework generalises that
of universal algebra and equational reasoning by dealing with quantitative algebras, which
are metric spaces equipped with non–expansive operations over a signature, and quantitative
equations of the form s = t, intuitively expressing that the distance between terms s and t
is less than or equal to . In Section 4 we define the quantitative equational theory QThCS of
1

The category EMet of extended metric spaces carries additional categorical structure compared to
the category Met of ordinary metric spaces such as, e.g., the existence of coproducts. This structure
is often useful in the field of program semantics. All the results obtained in this paper can be easily
adapted to hold in the category Met.
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quantitative convex semilattices, and in Section 5 we prove the presentation result (Theorem
ˆ of Eilenberg-Moore algebras for Cˆ is isomorphic to the category
36): the category EM(C)
QA(QThCS ) of quantitative convex semilattices and their non–expansive homomorphims.
Relation with other works. This work continues the research path opened in the seminal [36]
(see also subsequent works [37, 7, 5, 4]) where the authors investigated the connection between
the quantitative theories of semilattices (QThSL ) and convex algebras (QThCA ) and the monads
P̂ and D̂, which are EMet variants of P and D, respectively. Hence, our work constitutes a
natural step forward. From a technical standpoint, there is a difference between our main
presentation result and those of [36] regarding QThSL and QThCA (corollaries 9.4 and 10.6
respectively in [36]). Indeed, in [36] the authors only provide representations of the free objects
in the categories QA(QThSL ) and QA(QThCA ). While this suffices in many applications, we
believe that proving a full presentation, in the sense introduced and investigated in this work,
provides a more general and useful result, giving a representation for the whole categorical
structure and not just for free objects. This said, the technical machinery developed in [36]
suffices, with minor additional work2 , to establish the following presentation results in our
sense: QA(QThSL ) ∼
= EM(P̂) and QA(QThCA ) ∼
= EM(D̂).

2

Monads on Sets and Equational Theories

In this section we present basic definitions and results regarding monads. We assume the
reader is familiar with the basic concepts of category theory (see [3] as a reference).
I Definition 1. Given a category C, a monad on C is a triple (M, η, µ) composed of a
functor M : C → C together with two natural transformations: a unit η : id ⇒ M, where
id is the identity functor on C, and a multiplication µ : M2 ⇒ M, satisfying the two laws
µ ◦ ηM = µ ◦ Mη = id and µ ◦ Mµ = µ ◦ µM.
We now introduce three relevant monads on the category Set of sets and functions.
I Definition 2. The non–empty finite powerset monad (P, η P , µP ) on Set is defined as
follows. Given an object X in Set, P(X) = {X 0 ⊆ X | X 0 6= ∅ and X 0 is finite}. Given
S
an arrow f : X → Y , P(f ) : P(X) → P(Y ) is defined as P(f )(X 0 ) = x∈X 0 f (x) for any
P
P
X 0 ∈ P(X). The unit ηX
: X → P(X) is defined as ηX
(x) = {x}, and the multiplication
Sn
P
P
µX : PP(X) → P(X) is defined as µX ({X1 , . . . , Xn }) = i=1 Xi .
P
A probability distribution on a set X is a function ∆ : X → [0, 1] such that x∈X ∆(x) =
1. The support of ∆ is defined as the set supp(∆) = {x ∈ X | ∆(x) 6= 0}. In this paper we
only consider probability distributions with finite support which we often just refer to as
distributions. The Dirac distribution δ(x) is defined as δ(x)(x0 ) = 1 if x0 = x and δ(x)(x0 ) = 0
otherwise. We often denote a distribution having supp(∆) = {x1 , x2 } using the expression
Pn
p1 x1 + p2 x2 , with pi = ∆(xi ). Analogously, we let i=1 pi xi denote a distribution ∆ with
support {x1 , . . . , xn } and with pi = ∆(xi ).
I Definition 3. The finitely supported probability distribution monad (D, η D , µD ) on Set
is defined as follows. For objects X in Set, D(X) = {∆ | ∆ is a finitely supported probability
distribution on X}. For arrows f : X → Y in Set, D(f ) : D(X) → D(Y ) is defined as

2

The proof structure of our Theorem 36 can be adapted (and in fact much simplified due to the simpler
nature of QThSL and QThCA compared to QThCS ) to obtain these isomorphisms of categories. The recent
result [7, Thm 4.2] might also provide an alternative proof method.
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P
D
D(f )(∆) = y 7→
x∈f −1 (y) ∆(x) . The unit ηX : X → D(X) is defined as ηX (x) =
Pn
D
δ(x). The multiplication µX : DD(X)→ D(X) is defined, for i=1 pi ∆i ∈ DD(X), as
Pn
Pn
µD
X(
i=1 pi ∆i ) = x 7→
i=1 pi · ∆i (x) .
Pn
I Remark 4. Given elements ∆1 , . . . , ∆n ∈ D(X), the expression i=1 pi ∆i denotes an
element in DD(X). The set D(X) can be seen as a convex subset of the real vector space
Pn
RX , so in order to avoid confusion with the notation i=1 pi ∆i we will use the following
Pn
Pn
dot–notation i=1 pi · ∆i to denote convex
combinations of distributions:
i=1 pi · ∆i =

Pn
Pn
Pn
µD
(
∆
)
=
∆
(x)
Hence,
∆
denotes
an
element
of DD(X)
p
x
→
7
p
·
.
p
i
X
i=1 i
i=1 i i
i=1 i i
Pn
(a distribution of distributions), while i=1 pi · ∆i denotes an element of D(X).
Given a collection S ⊆ D(X) of distributions, we can construct its convex closure cc(S) =
Pn
Pn
{ i=1 pi · ∆i | n ≥ 1, ∆i ∈ S for all i, and
i=1 pi = 1}. Note that cc(cc(S)) = cc(S). A
subset S ⊆ D(X) is convex if S = cc(S). We say that a convex set S ⊆ D(X) is finitely
generated if there exists a finite set S 0 ⊆ D(X) (i.e., S 0 ∈ PD(X)) such that S = cc(S 0 ).
Given a finitely generated convex set S ⊆ D(X), there exists one minimal (with respect
to the inclusion order) finite set UB(S) ∈ PD(X) such that S = cc(UB(S)). The finite set
UB(S) is referred to as the unique base of S (see, e.g., [14]). The distributions in UB(S) are
convex–linear independent, i.e., if UB(S) = {∆1 , . . . , ∆n }, then for all i, ∆i ∈
/ cc({∆j | j 6= i}).
I Definition 5. The finitely generated non-empty convex powerset of distributions monad
(C, η C , µC ) on Set is defined as follows. Given an object X in Set, C(X) is the collection
of non-empty finitely generated convex sets of finitely supported probability distributions
on X, i.e., C(X) = {cc(S) | S ∈ PD(X)}. Given an arrow f : X → Y in Set, the
C
arrow C(f ) : C(X) → C(Y ) is defined as C(f )(S) = {D(f )(∆) | ∆ ∈ S}. The unit ηX
:
C
X → C(X) is defined as ηX (x) = {δ(x)}, the singleton (convex) set consisting of the Dirac
distribution. The mutiplication µCX : CC(X) → C(X) is defined, for any S ∈ CC(X), as
S
Pn
µCX (S) = ∆∈S WMS(∆), where, for any ∆ ∈ DC(X) of the form i=1 pi Si , with Si ∈ C(X),
the weighted Minkowski sum operation WMS : DC(X) → C(X) is defined as WMS(∆) =
Pn
{ i=1 pi · ∆i | for each 1 ≤ i ≤ n, ∆i ∈ Si }.

2.1

Equational Theories and Monad Presentations

An important concept regarding monads is that of algebras for a monad.
I Definition 6. Let (M : C → C, η, µ) be a monad. An algebra for M is a pair (A, h)
where A ∈ C is an object and h : M(A) → A is a morphism such that: h ◦ ηA = idA and
h ◦ Mh = h ◦ µA . Given two M–algebras (A, h) and (A0 , h0 ), a M–algebra morphism is an
arrow f : A → A0 in C such that f ◦ h = h0 ◦ M(f ). The category of Eilenberg-Moore algebras
for M, denoted by EM(M), has M–algebras as objects and M–morphisms as arrows.
The definitions above are purely categorical and, as a consequence, the category EM(M)
is sometimes hard to work with as an abstract entity. It is therefore very useful when EM(M)
can be proven isomorphic to a category whose objects and morphisms are well–known and
understood. This leads to the concept of presentation of a monad. Before introducing it, we
recall some basic definitions of universal algebra (see [17] for a standard introduction).
I Definition 7. A signature Σ is a set of function symbols each having its own finite arity.
We denote with T (X, Σ) the set of terms built from a set of generators X with the function
symbols of Σ. An equational theory Th of type Σ is a set Th ⊆ T (X, Σ) × T (X, Σ) of equations
between terms T (X, Σ) closed under deducibility in the logical apparatus of equational logic.
Given a set E ⊆ T (X, Σ) × T (X, Σ) of equations, the theory induced by E is the smallest
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equational theory containing E. The models of a theory Th are Σ–algebras of the theory Th,
i.e., structures (A, {f A }f ∈Σ ) consisting of a set A and operations f A : Aar(f ) → A, for each
operation symbol f ∈ Σ having arity ar(f ), satisfying all (universally quantified) equations in
Th. A homomorphism from (A, {f A }f ∈Σ ) to (B, {f B }f ∈Σ ) is a function g : A → B such that
g(f A (a1 , . . . , an )) = f B (g(a1 ), . . . , g(an )), for all f ∈ Σ. We denote with A(Th) the category
whose objects are models of the theory Th and morphisms are homomorphisms.
I Definition 8 (Presentation of Set monads). Let M be a monad on Set. A presentation of
M is an equational theory Th such that the categories EM(M) and A(Th) are isomorphic.
In what follows we introduce equational theories that are presentations of the three Set
monads P, D and C introduced earlier.
I Definition 9. The theory ThSL of semilattices is the theory having as signature ΣSL = {⊕}
and equations stating that ⊕ is associative, commutative, and idempotent:
(A) (x ⊕ y) ⊕ z = x ⊕ (y ⊕ z)

(C) x ⊕ y = y ⊕ x

(I) x ⊕ x = x.

I Definition 10. The theory ThCA of convex algebras has signature ΣCA = {+p }p∈(0,1)
and, for all p, q ∈ (0, 1), the equations for probabilistic associativity, commutativity, and
idempotency:
(Ap ) (x +q y) +p z = x +pq (y + p(1−q) z)

(Cp ) x +p y = y +1−p x

(Ip ) x +p x = x.

1−pq

I Definition 11. The theory ThCS of convex semilattices is the theory with signature ΣCS =
({⊕} ∪ {+p }p∈(0,1) ) where ⊕ satisfies the equations of semilattices, +p satisfies the equations
of convex algebras for every p ∈ (0, 1), and, furthermore, for every p ∈ (0, 1) the following
distributivity equation (D) is satisfied: x +p (y ⊕ z) = (x +p y) ⊕ (x +p z).
The following proposition collects known results in the literature (see [48, 24, 32, 13]).
I Proposition 12.
1. The theory ThSL of semilattices is a presentation of P, i.e., A(ThSL ) ∼
= EM(P).
2. The theory ThCA of convex algebras is a presentation of D, i.e., A(ThCA ) ∼
= EM(D).
3. The theory ThCS of convex semilattices is a presentation of C, i.e., A(ThCS ) ∼
= EM(C).

2.1.1

One Application: Representation of Term Algebras

Having presentations of Set monads as categories of algebras of equational theories is
mathematically convenient for several reasons. One useful application, especially in the
field of program semantics, are representation theorems for free algebras, which are, up to
isomorphism, term algebras.
In this section we assume the reader to be familiar with the concept of free object in a
category (see, e.g., [3, §10.3]). The free object generated by X in the category EM(M) is the
M–algebra (M(X), µM
X ). The free object generated by X in the category A(Th) is the term
algebra, i.e., the algebra whose carrier is T (X, Σ)/Th , the set of Σ–terms constructed from
the set of generators X taken modulo the equations of the theory Th, and with operations
defined on equivalences classes, that is, f ([t1 ]/Th , . . . , [tn ]/Th ) = [f (t1 , . . . , tn )]/Th for each
f ∈ Σ. These characterisations, together with the fact that free objects are unique up to
isomorphism, can be used to derive the following result.
I Proposition 13. Let M be a monad on Set and let F : A(Th) ∼
= EM(M) be a presentation
of M in terms of the equational theory Th of type Σ. Then the term algebra T (X, Σ)/Th and
the free Eilenberg-Moore algebra (M(X), µM
X ) are isomorphic (via F ).
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In other words, a presentation theorem for M provides automatically representation results
for term algebras via the known semantic behaviour of the multiplication of M.
I Example 14. The presentation of the monad C in terms of the theory of convex semilattices
implies that the free convex semilattice generated by X is isomorphic with the convex semilattice (CX, ⊕, +p ) where S1 ⊕S2 = cc(S1 ∪S2 ) (convex union) and S1 +p S2 = WMS(pS1 +(1−p)S2 )
(weighted Minkowski sum), for all S1 , S2 ∈ C(X). In other words, the set T (X, ΣCS )/ThCS
of convex semilattice terms modulo the equational theory of convex semilattices can be
identified with the set C(X) of finitely generated convex sets of finitely supported probability distributions on X. The isomorphism is explicitly given in [14] by the function
L
κ : C(X) → T (X, ΣCS )/ThCS defined as κ(S) = [ ∆∈UB(S) (+x∈supp(∆) ∆(x) x)]/ThCS , where
L
i∈I xi and +i∈I pi x are respectively notations for the binary operations ⊕ and +p extended to operations of arity I, for I finite (see, e.g., [47, 12]). We remark that the equation
x ⊕ y = x ⊕ y ⊕ (x +p y), which explicitly expresses closure under taking convex combinations,
is derivable from the theory of convex semilattices (see, e.g., [14, Lemma 14]), and that this
derivation critically uses the distributivity axiom (D).

3

Monads on Met and Quantitative Equational Theories

In Section 2 we have considered monads in the category Set. We now shift our focus to
monads in the category EMet of extended metric spaces and non–expansive functions. The
category EMet provides a natural mathematical setting for developing the semantics of
programs exhibiting quantitative behaviour such as, e.g., probabilistic choice. It is indeed
appropriate in this setting to replace the usual notion of program equivalence with the more
informative notion of program distance (see, e.g., [45, 27, 15, 23, 16]).
I Definition 15. An extended metric space is a pair (X, d) such that X is a set and
d : X × X → R≥0 ∪ {∞} is a function, called the metric, satisfying the following properties:
d(x, y) = 0 if and only if x = y, d(x, y) = d(y, x), and d(x, y) ≤ d(x, z) + d(z, y), for all
x, y, z ∈ X. A function f : X → Y between two extended metric spaces (X, dX ) and (Y, dY ) is
called non–expansive (a.k.a. 1–Lipschitz) if dY (f (x1 ), f (x2 )) ≤ dX (x1 , x2 ) for all x1 , x2 ∈ X.
We denote with EMet the category whose objects are extended metric spaces and whose
morphisms are non–expansive maps.
Since we only work with extended metric spaces, in the rest of this paper we will
systematically omit the adjective “extended”. Given two metrics d1 , d2 on X, we write d1 v d2
if for all x, x0 ∈ X, it holds that d1 (x, x0 ) ≤ d2 (x, x0 ). Let (Y, d) be a metric space, X a set and
f : X → Y . We write dhf, f i for the metric on X defined as dhf, f i(x1 , x2 ) = d(f (x1 ), f (x2 )).
Let dR be the Euclidean metric on R defined as dR (r1 , r2 ) = |r1 − r2 |. If (X, d) is a metric
space, we simply say that f : X → [0, 1] is non–expansive to mean that f : (X, d) → ([0, 1], dR )
is non–expansive. The metric d of a metric space (X, d) induces a topology on X whose
open sets are generated by the open balls of the form B(x, ) = {y ∈ X | d(x, y) < }, for
x ∈ X and  > 0. A subset Y ⊆ X is called compact if each of its open covers has a finite
subcover. Every compact set Y is closed and bounded (i.e., the distance between elements
in Y is bounded by some real number). The collection of non–empty compact subsets of a
metric space (X, d) is denoted by Comp(X, d). Note that every finite subset of X belongs to
Comp(X, d).
The Set monads P and D defined in Section 2 can be extended to monads in EMet.
These extensions are well–known and are based on metric liftings constructions due to
Hausdorff and Kantorovich (see [34] for a standard reference).
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I Definition 16 (Hausdorff Lifting). Let (X, d) be a metric space. The Hausdorff lifting of d
is a metric H(d) on Comp(X, d), the collection of non–empty compact subsets of X, defined
as follows for any pair X1 , X2 ∈ Comp(X, d):

H(d) X1 , X2 ) = max sup inf d(x1 , x2 ) , sup inf d(x1 , x2 ) .
x1 ∈X1 x2 ∈X2

x2 ∈X2 x1 ∈X1

This leads to the well–known hyperspace monad V on EMet ([31], see also [34]).3
I Definition 17. The hyperspace monad (V, η V , µV ) on EMet
is defined as follows. Given

an object (X, d) in EMet, V(X, d) = Comp(X, d), H(d) , the metric space of non–empty
compact subsets of X equipped with the Hausdorff distance. Given a non–expansive map
S
V
f : (X, dX ) → (Y, dY ), V(f )(X 0 ) = x∈X 0 f (x). The unit η(X,d)
: (X, d) → V(X, d) is
V
V
defined as η(X,d) (x) = {x}, and the multiplication µ(X,d) : VV(X, d) → V(X, d) is defined as
S
µV
i Xi .
(X,d) ({Xi }i∈I ) =
The restriction of the monad V to finite (hence compact) subsets leads to the non–empty
finite powerset monad on EMet, which we denote with P̂ to distinguish it from the Set
monad P.
I Definition 18. The non–empty finite powerset monad (P̂, η P̂ , µP̂ ) on
 EMet is defined
as follows. Given an object (X, d) in EMet, P̂(X, d) = P(X), H(d) , the collection of
finite non–empty subsets of X equipped with the Hausdorff distance. The action of P̂ on
morphisms, the unit η P̂ and the multiplication µP̂ are defined as for the Set monad P (or,
equivalently, as for the V monad on EMet restricted to finite sets).
Next, we introduce the Kantorovich lifting on finitely supported distributions [34].
I Definition 19 (Kantorovich Lifting). Let (X, d) be a metric space. The Kantorovich lifting
of d is a metric K(d) on D(X), the collection of finitely supported probability distributions
on X, defined as follows for any pair ∆1 , ∆2 ∈ D(X):


X
K(d)(∆1 , ∆2 ) =
inf
ω(x1 , x2 ) · d(x1 , x2 )
ω∈Coup(∆1 ,∆2 )

(x1 ,x2 )∈X×X

where Coup(∆1 , ∆2 ) is defined as the collection of couplings of ∆1 and ∆2 , i.e., the collection
of probability distributions on the product space X × X such that the marginals of ω are ∆1
and ∆2 . Formally, Coup(∆1 , ∆2 ) = {ω ∈ D(X × X) | D(π1 )(ω) = ∆1 and D(π2 )(ω) = ∆2 }
where π1 : X1 × X2 → X1 and π2 : X1 × X2 → X2 are the projection functions.
We can now introduce the following version of the finitely supported probability distribution monad on EMet, which we denote with D̂ to distinguish it from the Set monad
D.
I Definition 20. The finitely supported probability distribution monad (D̂, η D̂ , µD̂) on
EMet is defined as follows. Given an object (X, d) in EMet, D̂(X, d) = D(X), K(d) , the
collection of finitely supported probability distributions on X equipped with the Kantorovich
distance. The action of D̂ on morphisms, the unit η D̂ , and the multiplication µD̂ are defined
as for the Set monad D.
The fact that the above definitions are correct (i.e., that D̂ is a functor and that η D̂ and
µD̂ are non–expansive and satisfy the monad laws) is well–known (see, e.g., [34, 15, 8]).
3

This monad, defined on the category Met of ordinary (i.e., non–extended) metric spaces, is essentially
due to Hausdorff [31]. See, e.g., [34] for a detailed exposition.
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3.1

Quantitative Equational Theories and Quantitative Algebras

We provide here the essential definitions and results of the framework developed by Mardare,
Panangaden, and Plotkin in [36] (see also [7, 37, 5, 38]). In what follows, a signature Σ is fixed.
Recall that T (X, Σ) denotes the set of terms constructed from X using the function symbols
in Σ. A substitution is a map of type σ : X → T (X, Σ). As usual, to any interpretation
ι : X → A of the variables into a set corresponds, by homomorphic extension, a unique map
ι : T (X, Σ) → A.
I Definition 21 (Quantitative Equational Theory). A quantitative equation is an expression
of the form t = s, where t, s ∈ T (X, Σ) and  ∈ R≥0 . We denote with E(Σ) the collection
of all quantitative equations. We use the letters Γ, Θ to range over subsets of E(Σ). A
quantitative inference is an element of 2E(Σ) × E(Σ), i.e., a pair (Γ, t = s) where Γ ⊆ E(Σ)
and t = s is a quantitative equation. Note that Γ needs not be finite. A deducibility relation
is a set of quantitative inferences ` ⊆ 2E(Σ) × E(Σ) closed under the following conditions
which are stated for arbitrary s, t, u ∈ T (X, Σ), , 0 ∈ R≥0 , Γ, Θ ⊆ E(Σ), and f ∈ Σ:
(Notation: we use the infix notation Γ ` t = s to mean that (Γ, t = s) ∈ `)
(Refl) ∅ ` t =0 t
(Symm) {t = s} ` s = t
(Triang) {t = u, u =0 s} ` t =+0 s
(Max) {t = s} ` t =0 s, where 0 > 
(Arch) {t =0 s}0 > ` t = s
(NExp) {ti = si }i∈1...ar(f ) ` f (t1 , . . . , tn ) = f (s1 , . . . sn )
(Subst) if Γ ` t = s then {σ(t) = σ(s) | (t = s) ∈ Γ} ` σ(t) = σ(s), for all substitutions σ
(Cut) if Γ ` Θ and Θ ` t = s then Γ ` t = s
(Assum) if t = s ∈ Γ then Γ ` t = s, for all Γ, t, s, 

where in (Cut) the expression Γ ` Θ means that for all (t = s) ∈ Θ it holds that Γ ` t = s.
Given a set of quantitative inferences U ⊆ 2E(Σ) × E(Σ), the quantitative equational theory
induced by U is the smallest deducibility relation which includes U.
The models of quantitative theories are quantitative algebras, which we now introduce.
I Definition 22 (Quantitative
Algebra). A quantitative algebra of type Σ is a structure

A = A, {f A }f ∈Σ , dA where (A, dA ) is an extended metric space and, for each f ∈ Σ, the
function f A : Aar(f ) → A is a non–expansive map, with Aar(f ) endowed with the sup–metric
defined as dsup ({ai }i∈ar(f ) , {bi }i∈ar(f ) ) = maxi∈ar(f ) (d(ai , bi )). A homomorphism between
quantitative algebras A and B of type Σ is a non–expansive function g : (A, dA ) → (B, dB )
which preserves all operations in Σ, i.e., g(f A (x1 , . . . , xn )) = f B (g(x1 ), . . . , g(xn )), for all
xi ∈ A. We say that A satisfies a quantitative inference ({si =i ti }i∈I , s = t), written
{si =i ti } |=A s = t, if for every interpretation ι : X → A of the variables X into elements
of A the following holds: if for all i ∈ I, dA ι(si ), ι(ti ) ≤ i , then dA ι(s), ι(t) ≤ . We say
that A is a model of a quantitative theory QTh if A satisfies every quantitative inference in
QTh. We denote with QA(QTh) the category having as objects the quantitative algebras that
are models of QTh, and as arrows the non–expansive homomorphisms between quantitative
algebras of type Σ.
Every quantitative algebra of type Σ satisfies the quantitative inferences generating
the deducibility relation ` in Definition 21. We refer to [36] for proofs that all the above
definitions are indeed well–defined. Two interesting quantitative theories studied in [36] are
the following.4

4

We remark that, in [36], the quantitative theory of convex algebras is referred to as the quantitative
theory of interpolative barycentric algebras.
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I Definition 23 (Quantitative Semilattices). The quantitative theory of quantitative semilattices, denoted by QThSL , has type ΣSL (see Definition 9) and is induced by the following
quantitative inferences, for all 1 , 2 ∈ R≥0 :
(A) ∅ ` x ⊕ (y ⊕ z) =0 (x ⊕ y) ⊕ z
(C) ∅ ` x ⊕ y =0 y ⊕ x

(H) x1 =1 y1 , x2 =2 y2 ` x1 ⊕ x2 =max(1 ,2 ) y1 ⊕ y2 .

(I) ∅ ` x ⊕ x =0 x

I Definition 24 (Quantitative Convex Algebras). The quantitative theory of quantitative
convex algebras, denoted by QThCA , has type ΣCA (see Definition 10) and is induced by the
following quantitative inferences, for all p, q ∈ (0, 1) and 1 , 2 ∈ R≥0 :
(Ap ) ∅ ` (x +q y) +p z =0 x +pq (y + p(1−q) z)

(Cp ) ∅ ` x +p y =0 y +1−p x

1−pq

(Ip ) ∅ ` x +p x =0 x

(K)



x1 =1 y1 , x2 =2 y2 ` x1 +p x2 =p·1 +(1−p)·2 y1 +p y2 .

In other words, the theories QThSL and QThCA are obtained by taking the equational axioms
of semilattices and convex algebras respectively (Definitions 9 and 10), replacing the equality
(=) with (=0 ), and by introducing the quantitative inferences (H) and (K) respectively.
A general result from [36, §5] states that free objects always exist in QA(QTh), for any
QTh, and they are isomorphic to term quantitative algebras for QTh. Moreover, such free
objects are concretely identified for two relevant theories:
I Theorem 25 ([36, Cor 9.4 and 10.6]). The following hold:
The free quantitative semilattice in QA(QThSL ) generated
by a metric space (X, d) is

isomorphic to the metric space P̂(X, d) = P(X), H(d) .
The free quantitative convex algebra in QA(QThCA ) generated
by a metric space (X, d) is

isomorphic to the metric space D̂(X, d) = D(X), K(d) .
We remark that the above theorem from [36] falls short from a full presentation result
stating the isomorphisms of categories QA(QThSL ) ∼
= EM(P̂) and QA(QThCA ) ∼
= EM(D̂).
This latter more general statement does indeed hold and can be obtained, with some minor
extra work, from the technical machinery developed in [36] (see Footnote 2).

4

The Monad Ĉ on the Category of Metric Spaces

ˆ
In this section we introduce a EMet version of the Set monad C, and we denote it with C.
The monad Cˆ is obtained by composing the Hausdorff lifting H and the Kantorovich lifting
K introduced in the previous section.
I Proposition 26. Let (X, d) be a metric space and let S ∈ Comp(D(X), K(d)). Then
cc(S) ∈ Comp(D(X), K(d)), i.e., the convex closure of S is also compact.
I Corollary 27. Let (X, d) be a metric space. If S ∈ C(X) then S ∈ Comp(D(X), K(d)).
Corollary 27 implies that, given a metric space (X, d), the collection C(X) of finitely generated
non–empty convex sets of distributions on X can be endowed with the subspace metric of
V(D̂(X, d)), and therefore (C(X), HK(d)) is a metric space, with HK(d) = H(K(d)). This
observation leads to the following definition.
ˆ The finitely generated non–empty convex powerset of finitely
I Definition 28 (Monad C).
ˆ η Ĉ , µĈ ) on EMet is defined as follows. Given
supported probability distributions monad (C,

ˆ
an object (X, d) in EMet, C(X,
d) = C(X), HK(d) . The action of Cˆ on morphisms,
the monad unit η Ĉ , and the monad multiplication µĈ are defined as for the Set monad C
(Definition 5).
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The rest of this section is devoted to the proof that the above definition is well–specified,
i.e., that Cˆ is indeed a monad on EMet. First, one needs to verify that Cˆ is a functor on
EMet. This follows immediately from the definition, Corollary 27, and C being a functor
on Set. It then remains to verify that the unit η Ĉ and the multiplication µĈ of Cˆ are
indeed morphisms in EMet (i.e., they are non-expansive functions) and that they satisfy
the monad laws of Definition 1. The fact that the laws are satisfied follows directly from the
definitions µĈ = µC and η Ĉ = η C and the fact that C is a monad on Set (hence µC and η C
satisfy the monad laws). Then it only remains to verify that η Ĉ and µĈ are non–expansive.
Ĉ
It is straightforward to verify
(hence non–expansive) embedding
 that η is an isometric
of (X, d) into C(X), HK(d) . Proving that µĈ is non–expansive, instead, does not seem
straightforward and requires some detailed calculations. We state this result as a theorem.
ˆ
ˆ
d) → C(X,
d)
I Theorem 29. Let (X, d) be a metric space in EMet. Then µĈ(X,d) : CˆC(X,
is a non–expansive function, i,e., using functional notation, HK(d)hµĈ , µĈ i v HKHK(d).

4.1

Sketch of the Proof of Theorem 29

The key result to prove is Lemma 32, stating that the weighted Minkowski sum function
WMS is non–expansive. This is obtained by exploiting a key property of the HK metric (see
Lemma 31) called convexity. It might well be that both these results have already appeared
in the literature in some form or another or are known as folklore by specialists. We present
here a direct proof.
I Definition 30 (Convex metric). Let (X, {+p }p∈(0,1) ) be a convex algebra, i.e., a set X
equipped with operations +p : X × X → X satisfying the axioms of Definition 10. Let
d : X × X → R≥0 ∪ {∞} be a metric on X. We say that d is convex if d(x1 +p x2 , y1 +p y2 ) ≤
d(x1 , y1 ) +p d(x2 , y2 ) holds for all x1 , x2 , y1 , y2 ∈ X and p ∈ (0, 1), where d(x1 , y1 ) +p
d(x2 , y2 ) = p · d(x1 , y1 ) + (1 − p) · d(x2 , y2 ) with the convention that ∞ +p x = x +q ∞ =
∞ +r ∞ = ∞ for all p, q, r ∈ (0, 1) and x ∈ X.
It is well known that the Kantorovich metric K(d) is convex. The following lemma
states that also the Hausdorff–Kantorovich metric HK(d), defined on the collection C(X) of
non–empty finitely generated convex sets of distributions, which carries the structure of a
convex semilattice (see Example 14) and thus also of a convex algebra, is convex.
I Lemma 31. Let (X, d) be a metric space. The metric HK(d) on the convex algebra
(C(X), {+p }p∈(0,1) ), with S1 +p S2 = WMS(pS1 + (1 − p)S2 ), is convex.
Using the convexity of HK it is possible to prove that the WMS function is non–expansive.
ˆ
ˆ
I Lemma 32. Let (X, d) be a metric space. The function WMS : D̂(C(X,
d)) → C(X,
d) (see
Definition 5) is non–expansive, i.e. HK(d)hWMS, WMSi v KHK(d).
Lastly, we state the following two useful properties of the Hausdorff lifting.
I Proposition 33. Let d, d0 be two metrics over X such that d v d0 . Then H(d) v H(d0 ).
I Proposition 34. Let (X, dX ) and (Y, dY ) be metric spaces, let f : X → Y with dX =
dY hf, f i (i.e., dX (x1 , x2 ) = dY (f (x1 ), f (x2 )). Then H(dX ) = H(dY )hV(f ), V(f )i.
Proof of Theorem 29. We need to show that HK(d)hµĈ , µĈ i v HKHK(d).
Since V is a monad on EMet (Definition 17), µV is non-expansive, i.e., H(d)hµV , µV i v
HH(d). By applying this to the metric K(d), we derive
HK(d)hµV , µV i v HHK(d).

(1)
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S

WMS(∆) | ∆ ∈ S ) and therefore:

HK(d)hµĈ , µĈ i = HK(d)hµV ◦ V(WMS), µV ◦ V(WMS)i
= HK(d)hµV , µV ihV(WMS), V(WMS)i
Thus, by (1) we can derive
HK(d)hµĈ , µĈ i v HHK(d)hV(WMS), V(WMS)i.

(2)

Moreover, by the non-expansiveness of WMS (Lemma 32), we know that
HK(d)hWMS, WMSi v KHK(d)
which implies by the monotonicity of H (Proposition 33) that
H(HK(d)hWMS, WMSi) v HKHK(d).

(3)

By Proposition 34, we can rewrite the left-hand term of (3) as follows
H(HK(d)hWMS, WMSi) = HHK(d)hV(WMS), V(WMS)i
and thus we derive from (3):
HHK(d)hV(WMS), V(WMS)i v HKHK(d).
Lastly, by (2) and (4): HK(d)hµĈ , µĈ i v HHK(d)hV(WMS), V(WMS)i v HKHK(d).

5

(4)
J

Presentation of the Monad Ĉ

In this section we present the main result of this work and show that the monad Cˆ on EMet,
introduced in Section 4, is presented by quantitative convex semilattices.
I Definition 35. The quantitative equational theory of quantitative convex semilattices,
denoted by QThCS , is the quantitative theory over the signature ΣCS = ({⊕} ∪ {+p }p∈(0,1) )
of convex semilattices induced by the following set of quantitative inferences:
the quantitative inferences (A), (C), (I) and (H) inducing the quantitative theory of
semilattices (see Definition 23),
the quantitative inferences (Ap ), (Cp ), (Ip ), and (K) inducing the quantitative theory of
convex algebras (see Definition 24),
for every p ∈ (0, 1), the quantitative inference (D) ∅ ` x +p (y ⊕ z) =0 (x +p y) ⊕ (x +p z).
The following is the main result of this work.
I Theorem 36. The quantitative equational theory QThCS of quantitative convex semilattices
ˆ that is, QA(QThCS ) ∼
ˆ
is a presentation of the monad C,
= EM(C).
As one direct corollary of this general statement we automatically get the following result
(cf. with Theorem 25) characterising free quantitative convex semilattices, which, by [36, §5],
are in turn isomorphic to term quantitative algebras for QThCS .
I Corollary 37. The free quantitative algebra in QA(QThCS ) generated by a metric space
ˆ
(X, d) is isomorphic to C(X,
d), the metric space of finitely generated convex sets of probability
distributions metrized by the Hausdorff–Kantorovich metric HK(d).
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ˆ → QA(QThCS )
We prove Theorem 36 by explicitly defining a pair of functors F : EM(C)
ˆ
and G : QA(QThCS ) → EM(C) and proving that they are isomorphisms of categories, i.e.,
that G ◦ F = idEM(Ĉ) and F ◦ G = idQA(QThCS ) . In the following sections, we exhibit such
functors and show that they are well-defined isomorphisms.
I Remark 38. A recent result (Theorem 4.2 of [7]), showing that, for any quantitative
equational theory, the category of Eilenberg-Moore algebras of the term monad and the
category QA(QThCS ) are isomorphic, might provide an alternative route to obtain the result
of Theorem 36. Our proof technique has the virtue of concretely exhibiting the functors
witnessing the isomorphism.

5.1

The functor F : EM(Ĉ) → QA(QThCS )

ˆ is a structure ((X, d), α) where (X, d)
Recall from Definition 6 that an object in EM(C)
is a metric space and α : (C(X), HK(d)) → (X, d) is a non-expansive function satisfying
Ĉ
ˆ = α ◦ µĈ . A morphism f : ((X, dX ), αX ) → ((Y, dY ), αY ) in EM(C)
ˆ
α ◦ ηX
= idX and α ◦ Cα
X
ˆ
is a non–expansive function f : X → Y such that f ◦ αX = αY ◦ C(f ).
ˆ → QA(QThCS ) as follows:
I Definition 39 (Functor F). We define F : EM(C)
α
on objects: F((X, d), α) = (X, ΣCS , d)
α
α
with Σα
CS = ({⊕ } ∪ {+p }p∈(0,1) ) the interpretation of the convex semilattice operations
α
⊕ and +p as x1 ⊕ x2 = α(cc{δ(x1 ), δ(x2 )}) and x1 +α
p x2 = α({px1 + (1 − p)x2 }),
on morphisms: F(f ) = f , with f : X → Y seen as a non–expansive map from X to Y .
We now prove that the functor F is well-defined. First, on objects, we need to show that
F((X, d), α) is indeed a quantitative algebra satisfying the quantitative inferences of the
theory QThCS . To show that (X, Σα
CS , d) is a quantitative algebra (Definition 22), since (X, d)
is a metric space, we only need to verify that the operations ⊕α and +α
p are non–expansive.
I Lemma 40. The operations ⊕α and +α
p , for all p ∈ (0, 1), are non–expansive.
D
◦ (λx1 , x2 .{x1 , x2 }). The
Proof. Using functional notation we have ⊕α = α ◦ cc ◦ PηX
D
function α is non–expansive by assumption. PηX is non-expansive by P̂ and D̂ being
monads on EMet. The functions λx1 , x2 .{x1 , x2 } : (X, d) × (X, d) → P̂(X, d) and cc :
ˆ
P̂ D̂(X, d) → C(X,
d) are non–expansive as well. Hence ⊕α is non–expansive as composition

P
of non–expansive maps. Similarly, we have +α
p = α ◦ ηD(X) ◦ λx1 , x2 .(px1 + (1 − p)x2 ) and
all operations involved are non–expansive.
J

As F((X, d), α) is a quantitative algebra, it satisfies all the quantitative inferences of
Definition 21. It only remains to show that the quantitative inferences of the theory QThCS
(Definition 35) are also satisfied. For each of the quantitative inferences (A, C, I, Ap , Cp ,
Ip , D), which are of the form ∅ ` s =0 t, we need to show that the equality s = t holds
α
(universally quantified) in (X, Σα
CS , d). This amounts to showing that the algebra (X, ΣCS )
(with the metric d forgotten) is a model of the equational theory of convex semilattices
(Definition 11). This proof has no specific metric–theoretic content and is omitted here.
Thus, it only remains to show that the quantitative inferences (H) and (K) are satisfied.

I Lemma 41 (H). x1 =1 y1 , x2 =2 y2 |=F ((X,d),α) x1 ⊕ x2 =max(1 ,2 ) y1 ⊕ y2 .
Proof. The quantitative inference (H) is equivalent (i.e., mutually derivable in presence of
the others deductive rules of Definition 21) with the (NExp) deductive rule. This means that
(H) holds in F((X, d), α) because the operation ⊕α is non–expansive (Lemma 40).
J
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I Lemma 42 (K). x1 =1 y1 , x2 =2 y2 |=F ((X,d),α) x1 +p x2 =p·1 +(1−p)·2 y1 +p y2 .
Proof. For arbitrary x1 , x2 , y1 , y2 ∈ X, assume d(x1 , y1 ) ≤ 1 and d(x2 , y2 ) ≤ 2 . Then
α
d(x1 +α
p x2 , y1 +p y2 ) = d(α({px1 + (1 − p)x2 }), α({py1 + (1 − p)y2 })

≤ HK(d)({px1 + (1 − p)x2 }, {py1 + (1 − p)y2 })

(α non-exp.)

= K(d)(px1 + (1 − p)x2 , py1 + (1 − p)y2 )
≤ p · d(x1 , y1 ) + (1 − p) · d(x2 , y2 )

(the metric K(d) is convex)

≤ p · 1 + (1 − p) · 2

J

Hence F is well–defined on objects. It remains to verify that F is well defined on
ˆ We need to verify
morphisms. Let f : ((X, d), α) → ((Y, d0 ), β) be a morphism in EM(C).
that F(f ) is a morphisms in QA(QThCS ), i.e., a non–expansive homomorphism of convex
semilattices (see Definition 22). Since by definition F(f ) = f , the function F(f ) is non–
expansive. It remains to verify that it is a homomorphism. This proof has no specific
metric–theoretic content and we omit it here.

5.2

The functor G : QA(QThCS ) → EM(Ĉ)

Recall that an object in QA(QThCS ) is a quantitative convex semilattice A = (X, ΣA
CS , d),
A
A
A
with ΣCS = ({⊕ } ∪ {+p }p∈(0,1) ). Also, recall from Example 14 that there is an isomorphism κ mapping elements of C(X) to equivalence classes of convex semilattice terms in
T (X, ΣCS )/ThCS . Let us define ν : C(X) → T (X, ΣCS ) as a choice function, mapping each
S ∈ C(X) to one representative of the equivalence class κ(S). This allows us to uniquely
write down each S ∈ C(X) as a convex semilattice term:
!
M
ν(S) =
+ ∆(x) x .
∆∈UB(S)

x∈supp(∆)

With abuse of notation, we have used the letter X to range both over a set of variables and
the carrier of A. By interpreting each variable x with the corresponding element x ∈ X of A,
and by homomorphic extension, we get that each term t ∈ T (X, ΣCS ) can be interpreted as
an element tA of A, and in particular (ν(S))A denotes an element of A for each S ∈ C(X).
ˆ as follows:
I Definition 43 (Functor G). We specify G : QA(QThCS ) → EM(C)
A
on objects A = (X, ΣCS , d), we define G(A) = ((X, d), α),
with α : (C(X), HK(d)) → (X, d) defined as: α(S) = (ν(S))A ,
on morphisms (i.e., non-expansive homomorphisms) we define G(f ) = f .
In order to prove that G is well-defined on objects, we have to show that indeed ((X, d), α)
ˆ which amounts to proving the following lemma.
is an Eilenberg-Moore algebra for C,
I Lemma 44. Let G(A) = ((X, d), α), for A = (X, ΣA
CS , d) ∈ QA(QThCS ).
1. (X, α) is an Eilenberg-Moore algebra for C in Set, i.e., α ◦ η C = id and α ◦ Cα = α ◦ µC .
2. α is a morphism in EMet, i.e., α is a non-expansive map: dhα, αi v HK(d).
Proof. The proof of the first point does not have any specific metric–theoretic content and
is omitted here. For the second point, let S, T ∈ C(X). By the definition of α, we have
d(α(S), α(T )) = d((ν(S))A , (ν(T ))A ). As stated in Lemma 45 below, it is possible to derive
in QThCS the quantitative inference


[
[

{x =d(x,y) y} ` ν(S) =HK(d)(S,T ) ν(T )
(∆,Θ)∈UB(S)×UB(T )

(x,y)∈supp(∆)×supp(Θ)
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which, since A is a model of QThCS , is thereby satisfied by A. Since all the premises of the
inference hold in A, we conclude that d((ν(S))A , (ν(T ))A ) ≤ HK(d)(S, T ) and, therefore,
dhα, αi v HK(d) holds, as desired.
J
The following technical lemma is critically used in the proof of Lemma 44(2) above. Note
that its statement is purely syntactic as it deals with derivability in the deductive apparatus
of quantitative equational theories (Definition 21).
I Lemma 45. Let (X, d) be a metric space and let S, T ∈ C(X). Then we have in QThCS :


[
[

{x =d(x,y) y} ` ν(S) =HK(d)(S,T ) ν(T )
(∆,Θ)∈UB(S)×UB(T )

(x,y)∈supp(∆)×supp(Θ)

Proof Sketch. First, we derive the following useful quantitative inference dealing with the
case of S = {∆} and T = {Θ} being singletons, so that HK(d)(S, T ) = K(d)(∆, Θ). Let
(X, d) be a metric space and let ∆, Θ ∈ D(X). Then the following is derivable in QThCS :
[
{x =d(x,y) y} ` ν({∆}) =K(d)(∆,Θ) ν({Θ}).
(x,y)∈supp(∆)×supp(Θ)

To construct this derivation we take an optimal coupling ω of ∆ and Θ (see Definition 19)
witnessing the Kantorovich distance K(d)(∆, Θ) and then use the information provided by ω
to construct a syntactic derivation where only the quantitative inferences (Ap , Cp , Ip and K)
of the quantitative theory of convex algebras are used. The construction of this derivation
follows analogously to the completeness result for quantitative convex algebras from [36].
Secondly, we calculate the HK(d)(S, T ) distance between S and T .

HK(d)(S, T ) = max sup inf K(d)(∆, Θ) , sup inf K(d)(∆, Θ) .
∆∈S Θ∈T

Θ∈T ∆∈S

By compactness arguments, the inf and sup are always attained. Hence this calculation
involves distances K(d)(∆i , Θj ) between a finite number of elements ∆i ∈ S and Θj ∈ T ,
for 0 ≤ i ≤ n and 0 ≤ j ≤ m. Since the equation x ⊕ y = x ⊕ y ⊕ (x +p y) holds in
all convex semilattices, we can derive in the theory of convex semilattices the equalities:
ν(S) = ν(S)⊕ν({∆1 })⊕· · ·⊕ν({∆n }) and ν(T ) = ν(T )⊕ν({Θ1 })⊕· · ·⊕ν({Θm }). For each
of the pairs (∆i , Θj ) appearing in the expressions above we can derive, as described above,
the quantitative equation ν({∆i }) =K(d)(∆i ,Θj ) ν({Θj }). The calculation of HK(d)(S, T )
can then be mimicked syntactically to derive the quantitative equation ν(S) =HK(d)(S,T ) ν(T )
by only using the quantitative inferences (A, C, I and H) of quantitative semilattices. This
follows analogously to the completeness result for quantitative semilattices from [36].
J
It remains to verify that the functor G is well-defined on morphisms. To see this, take
f : X → Y a non-expansive homomorphism of quantitative algebras A = (X, ΣA
CS , d) and
B
0
B = (Y, ΣCS , d ) in QA(QThCS ). Then f is an arrow in EMet, being non-expansive. We
therefore only need to show that f is also a morphism of Eilenberg-Moore algebras (see
ˆ ). The verification of this equality involves no specific
Definition 6) i.e., that f ◦ α = β ◦ C(f
metric–theoretic considerations, and is therefore omitted.

5.3

The isomorphism

ˆ → QA(QThCS ) and G : EM(C)
ˆ →
It remains to prove that the functors F : EM(C)
ˆ and QA(QThCS ). This
QA(QThCS ) define an isomorphism between the categories EM(C)
means proving that G ◦ F = idEM(Ĉ) and F ◦ G = idQA(QThCS ) . On morphisms, by definition
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we have G ◦ F(f ) = f = F ◦ G(f ). Hence the identities trivially hold true. The proofs
regarding the identities on objects require only routine verifications, unfolding definitions,
not involving any specific metric–theoretic content and therefore we omit them here.

6

Conclusions

We have introduced the EMet monad Cˆ of finitely generated non–empty convex sets of
distributions equipped with the Hausdorff-Kantorovich distance, and we have proved that Cˆ
is presented by the quantitative equational theory QThCS of quantitative convex semilattices.
This result provides the basis for a foundational understanding of equational reasoning
about program distances in processes combining nondeterminism and probabilities, as in
bisimulation and trace metrics [22, 25, 26, 49, 6, 18]. This opens several directions for future
research.
For instance, one interesting line of research is to examine the axiomatizations of bisimulation equivalences and metrics for nondeterministic and probabilistic programs (or process
algebras) that have been proposed in the literature [40, 9, 21, 1, 2, 20]. The quantitative
equational framework of quantitative convex semilattices provides a novel tool for comparing
and further developing the existing works.
It is also important to explore variants of the EMet monad Cˆ such as, for instance, the
one that also includes the empty set. These are needed to model program observations such
as termination. Following the ideas presented in [13], these variants can be explored via
the lift monad (· + 1) and its quotients described by equational theories over the signature
of convex semilattices extended with a new constant symbol. A systematic study of these
quotients is a promising direction for future work. Applications to up-to techniques for
bisimulation metrics [19, 10] could then be pursued as well.
ˆ and its presentation, can be obtained as a
Lastly, it is natural to ask if the monad C,
general categorical composition of the hyperspace monad V and the distribution monad D̂.
Recently, Goy and Petrisan [30] have used the notion of weak distributive law to provide a
positive answer for the corresponding monads in the category Set. Investigating whether
this machinery is also applicable to the category EMet is an interesting topic for future
work.
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1

Introduction

Several operations and constants are used frequently on binary relations: set-theoretic operations (intersection, union, complement, empty and full relations), relational composition and
identity relation, and converse (transpose). Amongst others, Tarski studied those operations
and analysed their expressiveness and the equational laws they satisfy [25, 26, 24, 19]. It
turns out that these basic operations already make it possible to encode Peano arithmetic in
a purely algebraic setting, without variables. As a consequence, the corresponding equational
theory is undecidable and not finitely based [21].
The situation changes when considering positive fragments [13, 4, 1, 20, 2], where the
complement operation is removed. Indeed, the equational theory of those fragments is
decidable, even in the presence of additional operations like reflexive transitive closure [6, 22].
However, results concerning finite axiomatisations are more on the negative side. Hodkinson
and Mikulás proved that one cannot obtain a finite firstorder axiomatisation whenever the
operations of composition, intersection and converse are present [18]. When only two of
those operations are considered, we get positive results: the problem is straightforward for
converse and intersection; the case of composition and converse is more subtle and covered
in [4, 11, 1]; and the equational theory of composition and intersection coincides with that of
semilattice-ordered semigroups [3].
However, understanding the laws satisfied by the identity and the full-relation constants
is difficult. They are neutral elements for composition and intersection, respectively, but
they also satisfy rather unexpected laws, so that the equational theories depart from those
of semilattice-ordered monoids and bounded-semilattice-ordered semigroups. The case of
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composition, intersection, and identity was thought to be finitely based, with an explicit
candidate [2], but there was an error in the completeness proof so that it remained as a
conjecture. Our first contribution consists in refuting this conjecture: the equational theory
of this fragment is not finitely based. Our second contribution is that adding the full relation
to composition and intersection also yields an equational theory which is not finitely based.
The reasons for non finite axiomatisability of those two fragments are quite different. Still,
our two proofs rely on a graph-theoretical characterisation the equational theory of binary
relations [13, 1]. First, terms u, v built over a set of variables and the signature consisting of
composition, intersection, and their neutral elements, can be used to denote graphs. The
class of expressible graphs, those that may be denoted via a term, strongly depends on the
considered fragment: they are always of treewidth at most two [8], they are also acyclic
unless we have the identity constant, they are also connected unless we have the full-relation
constant. The key result shared for all fragments is that a law u ≤ v is valid for relations if
and only if there exists a homomorphism from the graph of v to the graph of u.
We prove the first negative result as follows: we first show that if we had a finite and
equational axiomatisation, then we would be able to decompose every homomorphism between
two expressible graphs while remaining within the class of expressible graphs – a similar idea
is used in [13] for representable allegories; we formalise it in Section 3. Then we provide
a counter-example: an infinite sequence of homomorphisms that cannot be decomposed
accordingly, by exploiting a necessary condition for a graph to be expressible (Section 4).
We do not think a similar argument can used for the second negative result. Instead, we
give directly an infinite sequence of homomorphisms and we show that for each of them, the
corresponding law essentially has to be included into any sound and complete axiomatisation
(Section 5).
As mentioned above, when neutral elements are taken into account, the equational theory
of binary relations differs from that of natural algebraic structures extending semilatticeordered semigroups (semilattice-ordered monoids, bounded-semilattice-ordered semigroups,
and bounded-semilattice-ordered monoids). Our last contribution consists in providing
graph-theoretical characterisations for those structures, yielding decidability in polynomial
time of their equational theories (Section 6).
From the concurrency theory point of view, the structures considered here should not
be confused with the ones studied in the litterature on pomsets [15, 14] or concurrent
Kleene algebra [17]. Indeed, two forms of composition are also put forward in those lines of
work: sequential and parallel composition, and they resemble the operations of relational
composition and intersection we consider in the present paper (e.g., they form monoids
related by the “weak exchange” law). However, the operation of intersection we use in the
present paper is idempotent, and thus induces a partial order, which is not the case for
parallel composition in concurrency theory. Accordingly, one should consider intersection as
an operator for combining specifications rather than a program construction for concurrency,
like with allegories and some of its extensions [13, 6, 23, 9].

2

Preliminaries

2.1

Terms

We fix in the rest of the paper an infinite alphabet A, and we let a, b . . . range over its letters.
SP1> terms (series-parallel with one and >) are generated by the following syntax
e, f ::= e · f | e ∩ f | 1 | > | a

(a ∈ A)

A. Doumane and D. Pous
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We denote their set by SP1> and we often write ef for e · f . We moreover assign priorities
so that ab ∩ c reads as (a · b) ∩ c. We define SP1, SP> and SP to be respectively the set of
SP1> terms not containing >, 1 and neither of them. We also use those symbols to denote
the associated signatures.

2.2

Relational interpretation

We are primarily interested in the relational interpretation of terms, where · is relational
composition, ∩ is set-theoretic intersection, 1 is the identity relation, and > is the full relation.
Given an interpretation σ : A → P(S × S) of letters into some space of binary relations, we
write σ
b : SP1> → P(S × S) for the corresponding extension to terms.
An inequation between two terms u and v is valid, written Rel |= u ≤ v, if for every such
interpretation σ we have σ
b(u) ⊆ σ
b(v). We call (in)equational theory of binary relations the
set Rel of valid inequations. (We focus on inequations in the present work; note however
that those are equivalent to equations: we have Rel |= u ≤ v iff Rel |= u ∩ v = u, where the
latter symbol is defined as expected.)

2.3

Graphs

As explained in the introduction, terms also make it possible to denote graphs – more precisely,
directed multigraphs with edges labelled in A and two designated vertices. Formally, those are
tuples hV, E, s, t, l, ι, oi with V (resp. E) a finite set of vertices (resp. edges), s, t : E → V the
source and target functions, l : E → A the labelling function, and ι, o ∈ V two distinguished
vertices, respectively called input and output. We simply call them graphs in the sequel; we
depict them as expected, with unlabelled ingoing and outgoing arrows to denote the input
and the output, respectively.
Vertices distinct from input and output are called inner vertices. A vertex without
incident edges is isolated.
Graphs can be composed in series or in parallel, as depicted below:
G·H ,

G

G∩H ,

H

G
H

Those operations do have neutral elements, which are edge-less graphs:
>,

1,

We can thus recursively associate to every term u a graph G (u) called the graph of u, where
the graph of a letter a ∈ A is
a

G (a) ,

Here are, from left to right, the graphs of a (b ∩ c) ∩ d, ab ∩ 1, a> and a ∩ >>:
a

b
a
c

b

a

a

d

We say that a graph is SP (resp. SP1, SP>, SP1>) if it is the graph of some SP (resp. SP1,
SP>, SP1>) term. The SP graphs are the acyclic and series-parallel graphs with all edges
directed from the input towards the output. In a SP1 graph, every vertex belongs to a
directed path from the input towards the output; unlike SP graphs, they may contain cycles.
In contrast, SP> graphs remain acyclic but they are not necessarily connected. SP1> have
treewidth at most two, i.e., they are K4 -free [8].
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2.4

Homomorphisms

Graph homomorphisms play a central role in the paper; they are defined as follows:
I Definition 1 (Graph homomorphism). Given two graphs G = hV, E, s, t, l, ι, oi and G0 =
hV 0 , E 0 , s0 , t0 , l0 , ι0 , o0 i, a (graph) homomorphism h : G → H is a pair hhv , he i of functions
hv : V → V 0 and he : E → E 0 that respect the various components: s0 ◦ he = hv ◦ s,
t0 ◦ he = hv ◦ t, l = l0 ◦ he , ι0 = hv (ι), and o0 = hv (o).
We write H C G if there exists a graph homomorphism from G to H. Like other relations
on graphs, we sometimes use this relation directly on terms, writing u C v for G (u) C G (v).
The vertex component of such a homomorphism is depicted below
a

G:

2

c

0

3
a

`

1

b

d

H :

b

4
a

5

6

c

A pleasant way to think about graph homomorphisms is the following: we have H C G
if H is obtained from G by merging (or identifying) some vertices and some edges, and by
adding some extra vertices and edges. For instance, the graph H in the example above is
obtained from G by merging vertices 1 and 2 and the two a-labelled edges, and by adding a
d-labelled edge from the input to the output.
We write h◦g for the pointwise composition of the two components of two homomorphisms,
which yields a homomorphism as expected.
A homomorphism is injective (resp. surjective, bijective) when its two components are so.
We write G ,→ H if there exists an injective homomorphism from G to H; in such a case, we
say that G is a subgraph of H. We write G ' H when there exists a bijective homomorphism
from G to H (an isomorphism). The aforementioned intuition about homomorphisms is
reflected by the epi-mono factorisation property: every homomorphism h : G → H factors
uniquely into a surjective homomorphism followed by an injective homomorphism:
G  h(G) ,→ H
The intermediate graph h(G) is the image of h; it is a subgraph of H by definition.
The key result we exploit in the present paper is the following characterisation:
I Theorem 2 ([1, Thm. 1], [13, p. 208]). For all terms u, v, Rel |= u ≤ v iff u C v.
Thus, analysing the inequational theory of binary relations amounts to analysing homomorphism between graphs denoted by terms.

2.5

Closure under taking subgraphs

We show below that, SP> (resp. SP1>), seen as a class of graphs, is the closure of SP (resp.
SP1) under taking subgraphs. This property is convenient in the sequel.
I Proposition 3. G is SP> (resp. SP1>) iff G is a subgraph of a SP (resp. SP1) graph.
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Proof. We can reason mostly on terms. The forward implication is easy: given a SP> (resp.
SP1>) term u, replacing all occurrences of > with an arbitrary letter yields a SP (resp. SP1)
term u0 such that G (u) ,→ G (u0 ).
For the converse implication, we proceed in two steps. Assume h : G ,→ G(u0 ) for some SP
(resp. SP1) term u0 . First observe that the edges in G (u0 ) are in one-to-one correspondence
with the occurrences of letters in u0 . By replacing with > all occurrences of letters in u0 that
are not in the image of h through this correspondence, we obtain a SP> (resp. SP1>) term
u0 such that h corestricts to h0 : G ,→ G(u0 ), which is actually bijective on edges. It remains
to get rid of the vertices G(u0 ) which are not in the image of h0 . Those are necessarily
isolated inner vertices in G(u0 ) since h0 is bijective on edges. Roughly speaking, those arise
via subterms of the shape >> in u0 , which we can replace with > to obtain a SP> (resp.
SP1>) term u whose graph is G. The formal argument is slightly more involved; we give it
in [10, Appendix A]
J
I Corollary 4. The classes of graphs SP> and SP1> are closed under taking subgraphs.

2.6

Inequational reasoning

Let us define what we mean by axiomatisation in the present context, where we focus on
inequations rather than equations.
Assume a signature Σ, and consider in this subsection terms u, v built over this signature
and variables in the alphabet A. We let σ, θ range over substitutions assigning a terms to
letters in A, and we write uσ for the result of applying such a substitution σ to a term u. A
renaming is a possibly non-injective substitution whose range consists only of letters. We let
C range over contexts, i.e., terms with exactly one occurrence of a special letter • called the
hole. We write C[u] for the term obtained by replacing the hole of a context C by a term u.
An inequation is a pair of terms, which we denote by u ≤ v. An inequational theory
is a set of inequations which forms a pre-order and which is stable under contexts and
substitutions. For instance, the set of inequations such that Rel |= u ≤ v is an inequational
theory.
Given a set H of inequations, the axioms, the inequational theory of H is the least
inequational theory containing H. We write H ` u ≤ v when the inequation u ≤ v belongs to
the inequational theory of H, or, equivalently, if it can be derived using the following rules:
u≤v
H
u≤v

u≤v
u≤u

u≤v
v≤w
u≤w

u≤v
uσ ≤ vσ

u≤v
C[u] ≤ C[v]

An inequational theory is finitely based if it can be generated by a finite set of axioms.

Standard algebraic structures
Inequational theories as defined above can be presented as equational theories as soon as the
signature Σ contains a binary symbol ∩ and H contains the following finite set of inequations:
P , {a ≤ a ∩ a, a ∩ b ≤ a, a ∩ b ≤ b}
Indeed, in such a case, ∩ turns the partial order ≤ into an inf-semilattice, and inf-semilattices
can be defined algebraically as commutative idempotent semigroups: the partial order can be
defined as u ≤ v , (u ∩ v = u). The other operations in the signature must all be monotone,
which can be expressed algebraically by adding equations of the form f (a ∩ b) ∩ f (a) = f (a),
say, for a unary symbol f . Conversely, any equational theory with a commutative idempotent

CONCUR 2020

29:6

Non Axiomatisability of Positive Relation Algebras with Constants

semigroup symbol and where all operations are monotone w.r.t. the associated partial order
can be represented as an inequational theory in the previous sense. (Those conversions
preserve the finiteness of the considered set of axioms, so that an inequational theory is
finitely based iff its associated equational theory is finitely based, and vice versa.)
In particular, we capture other standard algebraic structures as follows. Define the
following (finite) sets of inequations, where an equation is a shorthand for the corresponding
two inequations:
SP , P ∪ {a · (b · c) = (a · b) · c}
SP 1 , SP ∪ {a · 1 = a, 1 · a = a}

SP > , SP ∪ {a ≤ >}
SP 1> , SP 1 ∪ SP >

(Note that these sets are implicitly associated to the four signatures we consider in the present
paper: for instance, when writing SP 1 ` u ≤ v, we mean that u and v are SP1 terms and
that the derivation mentions only SP1 terms, contexts, and substitutions.)
We have that
SP axiomatises semilattice-ordered semigroups (sl-semigroups);
SP 1 axiomatises semilattice-ordered monoids (sl-monoids);
SP > axiomatises bounded-semilattice-ordered semigroups (bsl-semigroups);
SP 1> axiomatises bounded-semilattice-ordered monoids (bsl-monoids).

Axiomatisability of relations
Given a subsignature X of SP1>, we say that a set H of inequations on X axiomatises
relations on X if
for all terms u, v on X,

H`u≤v

iff Rel |= u ≤ v .

Bredihin and Schein proved that the equational theory of relations on SP coincides with that
of sl-semigroups [3], which means in the above terminology that SP axiomatises relations on
SP.
In contrast, SP 1 and SP > do not suffice to axiomatise relations on SP1 or SP>. For
instance, relations satisfy the laws below (by Theorem 2, this can be proved by providing
appropriate homomorphisms – most of them actually are isomorphisms here) but there are
bsl-monoids violating those laws1 .
Rel ` a> ∩ bc = (a> ∩ b)c
Rel ` a ∩ b ∩ 1 = (a ∩ 1)(b ∩ 1)

Rel ` >a>b> = >b>a>

Rel ` (a ∩ 1)b ∩ c = (a ∩ 1)(b ∩ c)

Rel ` a ∩ 1 ≤ aa

In fact, as shown in the sequel, Rel is not finitely based on SP1, SP>, and SP1> (so that
the corresponding equational theories are not finitely based either).

3

Decomposability

We fix a signature X ∈ {SP, SP1, SP>, SP1>} in this section, and we provide a necessary
condition for finite axiomatisability of relations on X (and thus existence of graph homomorphisms between X graphs). This is essentially the same condition as the one used by
Freyd and Scedrov for representable allegories [13, pp 208–210]. We generalise it here so that
it fits our needs, providing a different proof and more explicit treatment.

1

even finite ones, that can easily be found with tools such as Mace4.
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Recall that a homomorphism can be seen as the action of merging several vertices and
edges of the source graph and adding some vertices and edges. The degree of a homomorphism
is the number of vertices it merges:
I Definition 5 (Degree). Let h = (he , hv ) be a graph homomorphism. The degree of h,
denoted deg(h) is the number # {u | ∃w, w 6= u and hv (u) = hv (w)}. We write H Cn G
when there exists h : G → H with deg(h) ≤ n.
Since the vertices of a graph can always be merged two at a time, every homomorphism
can be decomposed into a sequence of homomorphisms of degree at most two. However,
intermediate graphs in this decomposition are not necessarily in X, even if the endpoints are.
For instance, we depict on the left below a homomorphism of degree three between
two SP graphs (top-down). This homomorphism can be decomposed into two sequences of
homomorphisms of degree two, given in the middle and on the right. The intermediate graph
in the middle is SP, while the intermediate graph on the right is not SP.

∗

X
We write u CX
n v when u, v are terms of X and G (u) Cn G (v); we write Cn for the reflexive
transitive closure of this relation.
In the above example, the valid law corresponding to (ab ∩ d)c C a(bc ∩ bc) ∩ dc can be
SP
decomposed into two valid laws (ab ∩ d)c CSP
2 abc ∩ dc and abc ∩ dc C2 a(bc ∩ bc) ∩ dc. These
latter laws are intuitively simpler: they can be justified by homomorphisms with a smaller
degree.
We need the following assumption about X to obtain Proposition 8 below.
∗

I Assumption 6. There is an integer k such that for every term u of X, we have u CX
u∩u.
k
This is a rather mild assumption, which is satisfied in the context of the present paper:
I Fact 7. Assumption 6 is satisfied with k = 2 for the four values of X considered here.
Proof. By a straightforward induction on u in each case.

J

I Proposition 8. Under Assumption 6, if Rel is finitely based on X, then there exists an
∗
integer n such that for all terms u, v in X, u C v entails u CX
n v.
Proof. Suppose that we have a finite axiomatisation H. By soundness (and Theorem 2),
each axiom of H gives rise to a graph homomorphism. Let n0 be the maximal degree of
these homomorphisms, and let n = max {k, n0 }. Now suppose u C v for some terms u, v of
∗
X. By completeness (and Theorem 2), we get a derivation H ` u ≤ v. We prove u CX
n v by
induction on this derivation. The only interesting case is that of the substitution rule. In this
∗
X∗
case, we have u CX
n v by induction, and we must prove uσ Cn vσ for a given substitution σ.
W.l.o.g., we can assume u CX
n v, and we consider the underlying homomorphism h : v → u,
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of degree at most n. Observe that h can be extended into a homomorphism hσ : vσ → uσ. If
h is injective on edges, then deg(hσ) = deg(h) ≤ n and we are done. If instead h merges two
a-labelled edges, then the degree of hσ is at least the number of inner vertices of σ(a), which
is not bounded by n, a priori. In this latter case, we use the homomorphism h0 : v → u0
obtained from h by duplicating all edges in the image graph as many times as necessary
to get injectivity on edges. The corresponding term u0 is obtained from u be replacing
some occurrences of letters, say a, with intersections of the same letter (e.g., a ∩ a ∩ a).
The homomorphism h0 σ : vσ → u0 σ satisfies deg(h0 σ) = deg(h0 ) = deg(h) ≤ n, so that
∗
X∗ 0
u0 σ CX
u σ by repeatedly using Assumption 6.
J
n vσ We finally obtain uσ Ck
By contraposition, to prove non-finite-axiomatisability, it suffices to find a sequence of
∗
homomorphisms (en C fn )n∈ω between terms of X such that for all n, en CX
n fn does not
hold. We define such a sequence in the following section, for SP1 and SP1>.

4

The fragments SP1 and SP1T

We show in this section that Rel is not finitely based on SP1 and SP1>.
I Definition 9. Let a, a0 , a1 , . . . be a fixed sequence of pairwise disjoint letters, and let n be
a strictly positive integer. Let cn be the term (a1 a2 . . . an a0 ) ∩ 1. We define the terms en and
fn with the help of the families (gin )i∈[1,n−1] and (hni )i∈[1,n−1] respectively as follows:
g0n = a0 cn ,

n
gi+1
= (gin ai+1 ) ∩ a,

n
en = (gn−1
an ) ∩ 1.

hn0 = a0 ,

hni+1 = (hni ai+1 ) ∩ a,

fn = (hnn−1 an ) ∩ 1.

For instance, the graphs of e3 and f3 are:

There is a homomorphism from G(e3 ) to G(f3 ), which maps the nodes of G(e3 ) tagged by
i ∈ [0, 3] to the node of G(f3 ) tagged i. More generally, it is not hard to see that, for every
n ∈ ω, there is a (unique) homomorphism from G(en ) to G(fn ), that is fn C en . Let us state
the main proposition of this section:
I Proposition 10. For every n ∈ ω, fnC6 SP1>∗
en .
n
Together with Proposition 8, this entails that Rel is not finitely based on SP1>. Since en
and fn actually are SP1 terms, this also entails that it is not finitely based on SP1.
We prove Proposition 10 below, by contradiction. In order to ease this proof, we first
establish a property verified by SP1> graphs; this will allow us to reach a contradiction in
the two main cases of the proof.
I Definition 11 (Back pattern). A back pattern in a graph is a pair of distinct nodes m, n
together with three directed paths: π from the input to m, κ from n to m, and ρ from n to
the output, such that π and κ intersect exactly on m and κ and ρ intersect exactly on n.

A. Doumane and D. Pous
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Figure 2 Second case in proof of Prop. 10.
π

κ

ρ

Such a back pattern can be depicted as follows: ι −→ m←−n −→ o. They cannot arise in
SP1> graphs. Intuitively, although SP1 graphs are not acyclic (unlike SP graphs), they are
nevertheless oriented from the input towards the output.
I Proposition 12. SP1> graphs do not contain back patterns.
A proof is given found in [10, Appendix B]; it is an easy induction on the structure of
SP1> terms, after adding some other forbidden patterns for the induction to go through.
Proposition 12 can be extended to characterise SP1 graphs (and thus SP1> graphs via
Corollary 4) using a slight relaxation of the definition of back patterns. Such a characterisation
is not needed here, however, and we can now prove Proposition 10.
Proof of Proposition 10. Let h be the (unique) homomorphism from G(en ) to G(fn ). To
simplify the presentation, we label the nodes of en and fn by integers from [0, n], in the same
way as in the above example for n = 3: the input is labelled 0, and for every i ∈ [0, n − 1], if
a node is labelled i, then its ai successors are labelled i + 1. Note that, for every i ∈ [1, n],
there is exactly one node labelled i in fn ; its pre-image by h consists of those nodes labelled
by i in G(en ).
Suppose by contradiction that (fn , en ) ∈ C∗n . Thus, we can find SP1> terms (gi )i∈[0,m+1]
and homomorphisms (hi : gi → gi+1 )i∈[0,m] of degree at most n, and such that g0 = en and
gm+1 = fn . The composition of the homomorphisms (hi )i∈[0,m] yields h.
Let k be an index such that en ,→ gk and en 6,→ gk+1 . This index exists since en ,→ g0
and en 6,→ gm+1 . As G(en ) is a sub-graph of G(gk ), we label the nodes of G(gk ) accordingly:
keep the same labels for nodes in G(en ), and do not label the other nodes.
The fact that en 6,→ gk+1 means that the homomorphism hk merged some labelled nodes.
Note that hk cannot merge nodes tagged by different integers. Otherwise, the composition
of the homomorphisms (hi )i∈[0,m] would also merge nodes tagged by different labels, which
is not possible. We label the nodes of G(gk+1 ) according to hk : a node is labelled i if it is
the image of a node labelled i by hk .
Let us show that gk+1 cannot be an SP1> term. Let i be the largest integer in [1, n] such
that for every j ∈ [1, i] the nodes labelled by j in G(gk ) have been merged by hk .
We define the function s : [1, n] → [0, n] as follows: s(x) = x + 1 if x ∈ [1, n − 1] and
s(n) = 0. Note that the nodes labelled by s(i) in G(gk ) are not merged by hk . If this was the
case, then either i ∈ [1, n − 1], which would contradict maximality of i, or i = n, meaning
that the degree of the homomorphism is at least n + 1, contradicting our hypothesis.
We distinguish two cases:
For every j ∈ [i + 1, n] ∪ {0}, the nodes labelled j in G(gk ) are not merged by hk . In this
case, i 6= 1, otherwise no labelled nodes of G(gk ) would be merged by hk . There are two
distinct directed paths from i to 1 in G(gk+1 ): one that visits the input and one that
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does not. We name the first one κ. The second can be decomposed into a path from i to
the input, we name it ρ, and a path from the input to 1, we name it π.
Then the nodes labelled i and 1, together with the paths π, κ, ρ form a back-pattern in
G(gk+1 ), as illustrated in Figure 1.
There is j ∈ [i + 1, n] ∪ {0} such that the nodes labelled j are merged. Recall that the
nodes labelled s(i) are not merged by hk . We call m the node of G(gk+1 ), which is labelled
s(i) and which is the a successor of the input. Note that since the nodes labelled j are
merged, there is a path in G(gk+1 ) connecting the node labelled i to the input (which
in this case coincide with the output), which does not go through m. We call this path
ρ. We call π the path labelled a from the input to m and κ the path labelled ai from i
to s(i). The nodes s(i) and i, together with the paths π, κ and ρ form a back-pattern in
G(gk+1 ), as illustrated in Figure 2.
J

5

The fragment SPT

We show in this section that Rel is not finitely based on SP>. We do not adopt the same
strategy as for SP12 . Instead, our proof in this case is in two steps. First, we show that
every axiomatisation can be turned into one with a very constrained shape, called simple
axiomatisation. In a second step, we exhibit an infinite collection of inequations (fn ≤ en )n∈ω
which any simple axiomatisation should contain in a certain sense.

5.1

Dealing with idempotency

Simple axiomatisations, which we introduce in the following, are axiomatisations where
idempotency of intersection is used in a very controlled way, following Freyd and Scedrov’
idea of separatedness [13, page 208].
We call idempotency axiom an inequation of the form a ≤ a ∩ a for some letter a.
I Definition 13. A term v is simple if every letter appears at most once in v. An inequation
u ≤ v is simple if v is simple. An axiomatisation H is simple if contains only simple axioms
and idempotency axioms.
The key intuition about simple axioms is that the corresponding homomorphisms cannot
merge edges; in a sense, they are idempotency-free.
For every term v, there is a simple term v 0 and a renaming θv such that v = v 0 θv (e.g., for
v = aa, take v 0 = a1 a2 and θv = {a1 , a2 7→ a}). In such a case, write θv−1 for the following
T
substitution: θv−1 (a) = θv (a0 )=a a0 . For every term u such that u C v, we have uθv−1 C v 0 .
We can thus turn any sound axiomatisation H into a simple axiomatisation H0 as follows:
adjoin an idempotency axiom, and replace each non-simple axiom u ≤ v of H with uθv−1 ≤ v 0 .
Every axiom of H is derivable in H0 using its simple counterpart and the idempotency axiom;
therefore if H axiomatises Rel then so does H0 . Note that H0 is finite whenever H is finite.
Idempotency can thus be isolated from the other axioms. We go further and show that
its use may actually be pushed towards the leaves. Let I be the following set of inequations
a≤a∩a

>≤>∩>

(a ∩ c)(b ∩ d) ≤ ab ∩ cd

(a ∩ c) ∩ (b ∩ d) ≤ (a ∩ b) ∩ (c ∩ d)

These axioms are sound w.r.t. Rel; we need these axioms to obtain Proposition 15 below:
every derivation can be seen as a sequence of rewriting steps where idempotency axioms are
used only on letters (i.e., to merge parallel edges).
2

∗

We actually conjecture that for all terms u, v in SP>, u C v entails uCSP>
v.
2
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I Definition 14. Given two terms e, f , if e = C[uσ] and f = C[vσ] for some context C,
substitution σ, and terms u, v, we say that (C, σ) is a unifying context-substitution for e and
f with inner terms u and v.
I Proposition 15. If I ⊆ H and H ` f ≤ e, then there is a sequence g0 , . . . , gm of terms
such that e = g0 , gm = f , and for all i < m, there is a unifying context-substitution for gi
and gi+1 with inner terms u and v such that (u ≤ v) ∈ H, and the substitution is a renaming
if the latter axiom is an idempotency axiom.
Proof. A simple induction on the derivation yields a sequence as in the statement, but
without the constraint idempotency axioms. We refine this sequence by using the following
property:
For every SP> term e there is a sequence g0 , . . . , gm of terms such that e ∩ e = g0 ,
gn = e, and for all i < m, there is a unifying context-substitution for gi and gi+1 with
inner terms u and v such that (u ≤ v) ∈ I, and the substitution is a renaming if the
latter axiom is the idempotency axiom of I.
This property is proved by an easy induction on e, using in each case the corresponding
axiom of I, e.g., in the product case,
ef ≤ (e ∩ e)f ≤ (e ∩ e)(f ∩ f ) ≤ ef ∩ ef
where the first two (sequences of) steps are obtained by induction hypothesis and the third
step is an instance of the third axiom of I.
J

5.2

The counter-example

We can finally give the counter-example.
I Definition 16. Let a, b be fixed letters. Given n ∈ ω, the SP> terms en and fn are defined
as follows, with the help of two sequences (uni )i≤n (vin )i≤n parameterised by n:
un0 = (>bb ∩ a)a ∩ a

uni+1 = (uni a) ∩ a

en = aunn

v0n = (a ∩ b)a ∩ a

n
vi+1
= (vin a) ∩ a

fn = (>b ∩ a)vnn

The graphs of f0 , e0 and f1 , e1 are depicted below.

There is a unique homomorphism !n from en to fn . This homomorphism is surjective, it just
merges two vertices of the graph of en , which are tagged by red stars in the picture above.
The key property of the sequences (en )n∈ω and (fn )n∈ω is stated in Proposition 18 below:
every inequation en ≤ fn can be injected up-to renaming into an inequation of H.
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I Definition 17. We say that v injects up-to renaming into u, written v ,→α u, if v ,→ uθ
for some renaming θ.
I Proposition 18. If H is a simple axiomatisation of relations on SP>, then for every n ∈ ω,
there are SP> terms e0n and fn0 such that fn ,→α fn0 , en ,→α e0n and (fn0 ≤ e0n ) ∈ H.
As the size of the graphs of en and fn grows infinitely, the set of inequations (fn0 ≤ e0n )n∈ω
is infinite. Thus Rel is not finitely based on SP>. (Note that the above proposition is
stronger than necessary: we could focus on one side of the equations.)
The proof of Proposition 18 relies on the three following lemmas, whose proofs can be
found in [10, Appendix C]. The first one says that if !n : en  fn decomposes into a sequence
of homomorphisms, then of one them must essentially act like !n under some irrelevant
context.
I Lemma 19. Fix n ∈ ω and assume !n : en  fn decomposes into a sequence hm ◦ · · · ◦ h0 .
For i < m, write h<i for the partial composition hi−1 ◦ · · · ◦ h0 . There exists an index i < m
such that h<i is injective and the image of h<i+1 is the graph of fn .
In other words, in the above statement, h<i+1 factors through fn as in the diagram below.
!n

fn
·

hi

en
h<i
·

The second lemma essentially says that if there is a unifying context-substitution (Definition 14) for en and fn whose inner terms are related by a homomorphism, then the context
is necessarily trivial and en and fn can be injected up-to renaming into the inner terms. We
˙ v if there
need to be slightly more flexible and we use the following notation: we write u ,→
is a homomorphism from u to v which is bijective on edges and injective on vertices. In other
˙ v when v is u with some additional isolated vertices.
words, u ,→
I Lemma 20. Fix n ∈ ω and suppose that there is a context C, a substitution σ and two
˙ C[vσ], en ,→
˙ C[uσ], and v C u. Then fn ,→α v and en ,→α u.
terms u and v such that fn ,→
The last ingredient says that when a term e can be injected in a term of the form C[uσ],
for a simple term u, then we can restrict C, u and σ to match e up to some isolated vertices.
I Lemma 21. If ι : e ,→ C[uσ] with u simple, then there is a context C 0 ,→ C, a substitution
˙ C 0 [u0 σ 0 ] ,→ C[uσ]. (Where
σ 0 ,→ σ and a term u0 ,→ u such that ι decomposes into e ,→
we extend ,→ to substitutions componentwise: σ ,→ γ if dom (σ) ⊆ dom (γ) and ∀a ∈
dom (σ) , σ(a) ,→ γ(a).)
Note that the requirement that u must be simple cannot be dropped (because, e.g., bc ,→
(b ∩ c)(b ∩ c) = (aa) {a 7→ b ∩ c}).
Proof of Proposition 18. Let H be a simple axiomatisation of relations on SP>. Since I is
simple and none of the fn ≤ en injects up-to renaming into I, we can assume w.l.o.g that H
contains I.
Let n ∈ ω. In the rest of this proof we write e, f , and ! for en , fn , and !n , respectively.
Since f C e, we have H ` f ≤ e by completeness (and Theorem 2). By Proposition 15,
we obtain a sequence g0 , . . . , gm of terms such that e = g0 , gm = f , and for all i < m, there
is a unifying-context substitution (Ci , σi ) for gi and gi+1 with inner terms ui and vi (i.e.,
gi = Ci [ui σi ] and gi+1 = Ci [vi σi ]) such that either (vi ≤ ui ) ∈ H is simple or this is an
idempotency axiom and σi is a renaming.
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By soundness (and Theorem 2), there are homomorphisms hi : ui → vi for all i < m.
Each of these homomorphisms can be extended, through the context Ci and the substitution
σi , into a homomorphism h↑i : gi → gi+1 . The composition of these homomorphisms must be
the only homomorphism ! : e  f . Hence, by Lemma 19, there is an index i such that h↑<i is
injective and the image of h↑<i+1 is f . Since hi merges two vertices, it cannot be the case
that this step is an idempotency step: since those are restricted to letters, they only merge
edges. Therefore ui must be simple.
Since h↑<i : e ,→ gi = Ci [ui σi ], Lemma 21 gives us a context C ,→ Ci , a substitution
˙ C[uσ]. Call ι the injective homomorphism
σ ,→ σi and a term u ,→ ui such that ι(e) ,→
u ,→ ui .
The image of hi ◦ ι : u → vi , as a subgraph of vi , must be a SP> term v by Proposition 3.
This decomposition corresponds to the commuting diagram on the left below, and assembling
the various ingredients collected so far, we obtain the commuting diagram on the right.

vi

hi

ui
v

ι

u

Ci [vi σi ]

h↑i

h↑<i
Ci [ui σi ]

C[uσ]

·

e

C[vσ]

˙ C[vσ].
Since f is the image of h↑<i+1 , we deduce f ,→
We can finally use Lemma 20 to deduce e ,→α u and f ,→α v. As u ,→ ui and v ,→ vi ,
we also have that e ,→α ui and f ,→α vi . Since (vi ≤ ui ) ∈ H this concludes the proof. J

6

Graph theoretical characterisation for natural structures

The characterisation of Rel in terms of graph homomorphisms (Theorem 2) works for all
SP1> terms. This inequational theory coincides with that of sl-semigroups (SP) for SP terms,
but we have seen that it departs from related algebraic structures (sl-monoids, bsl-semigroups
and bsl-monoids) for SP1, SP>, and SP1> terms. We show in this section that we can
nevertheless obtain simple graph theoretical characterisations of the (in)equational theory of
those three algebraic structures.
Let us focus on the SP case first, for which the notions we have used so far just work:
I Proposition 22. For all u, v ∈ SP, SP ` u ≤ v iff G (u) C G (v).
This result is a consequence of Theorem 2 and [3], but we give below a direct proof due to
Brunet [5]. We say that a graph goes forward if every vertex belongs to a simple directed
path from the input to the output, and so does every edge. All SP graphs go forward, which
make it possible to obtain the following property:
I Lemma 23. For all SP terms u, v1 , v2 such that G (u) C G(v1 v2 ), there are SP terms u1 , u2
such that G(u1 ) C G(v1 ), G(u2 ) C G(v2 ), and SP ` u ≤ u1 u2 .
Proposition 22 follows easily (see [10, Appendix D]).
The above lemma cannot be adapted directly in the presence of 1 and >, because the
graphs no longer go forward, Instead, we start from a simpler interpretation of terms into
graphs, ensuring that we keep forward graphs: we simply interpret 1 and > as letters, so that
graphs are now labelled in A ] {1} ] {>}. We write G 0 (·) for the corresponding interpretation
function. For instance, G 0 (a> ∩ 1) is the following graph:
>

a
1
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The previous notion of homomorphism is of course too strict, as it leaves the constants 1
and > uninterpreted. We thus adjust the notion of homomorphism below. We first define
some notations: given two vertices x, y in a graph as above, we write
x ⇒ y if there is a directed path from x to y along edges labelled with 1;
a
a
x ⇒ y if x ⇒ x0 → y 0 ⇒ y for some vertices x0 and y 0 ;
x →∗ y if there is a directed path from x to y along arbitrary edges;
x →+ y if there is a non-empty directed path from x to y along arbitrary edges.
I Definition 24. Fix X in {1, >, 1>} and two graphs G, H as above. An X-homomorphism
from G to H is a function h from the vertices of G to those of H preserving input and output,
and such that:
a

a

(a) if x → y in G then h(x) ⇒ h(y) in H;
1
(1) for X ∈ {1, 1>}, if x → y in G then h(x) ⇒ h(y) in H;
>

(>) for X = >, if x → y in G then h(x) →+ h(y) in H;
>

(>0 ) for X = 1>, if x → y in G then h(x) →∗ h(y) in H;
We write H CX G when there exists such a X-homomorphism.
We finally state our three characterisations, for sl-monoids, bsl-semigroups, and bsl-monoids.
I Theorem 25. For all X in {1, >, 1>}, for all u, v ∈ SPX, SP X ` u ≤ v iff G 0 (u)CX G 0 (v).
The distinction in the clause for >-labelled edges in the definitions of >- and 1>homomorphisms is required because bsl-monoids validate > ≤ >> (for instance, because > =
1> ≤ >>) while bsl-semigroups do not: allowing to use empty-paths with 1>-homomorphisms
makes it possible to absorb one of the two edges of G 0 (>>), while this not possible with
>-homomorphisms.
Lemma 23 extends as follows:
I Lemma 26. For all X in {1, >, 1>}, for all SPX terms u, v1 , v2 s.t. G 0 (u) CX G 0 (v1 v2 ),
there are SPX terms u1 , u2 such that G 0 (u1 )CX G 0 (v1 ), G 0 (u2 )CG 0 (v2 ), and SP ` u ≤ u1 u2 .
Like in the SP case, this lemma is proved by induction on the size of u, producing terms
u1 , u2 such that G 0 (u1 u2 ) is a subgraph of G 0 (u) (in the strict sense), this is why we can get
a derivation in SP rather than in SP X .
Theorem 25 follows like in the SP case, by two inductions. The base case for letters is
slightly more involved in the presence of 1; we give all details in [10, Appendix D].
I Corollary 27. The (in)equational theories of sl-monoids, bsl-semigroups, and bsl-monoids
are decidable in polynomial time.
Proof. The existence of an X-homomorphism from G to H is equivalent to the existence of
a homomorphism from G to an appropriate closure of H. The graph of a term can obviously
be computed in polynomial time, as well as its closure. The graph-homomorphism problem
can be solved in polynomial time when the source graph has bounded treewidth [12, 7, 16],
which is the case here (series-parallel graphs have treewidth at most two).
J
As an example, consider the following homomorphisms, establishing two valid laws of Rel:
Rel |= ab ∩ c ≤ (a ∩ >(a ∩ c>))b
c

c
a

b

C

a

a
a

Rel |= 1 ∩ a ≤ (1 ∩ a)(1 ∩ a)

b

a

C

a
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Those are not laws of bsl-monoids: under the simpler interpretation G 0 , we obtain the
following pairs of graphs, which are not related by C1> .
c

c
a

7

b

C
6 1>

>

a
a

>
b

a
1

C
6 1>

a

a

1

1

Conclusion

We have shown that on the signatures SP1, SP> and SP1>, Rel is not finitely axiomatisable
with a set of (in)equations. Does this change if we are more flexible on the shape of axioms?
For example if Horn sentences or first-order formulas are allowed as axioms?
We have given a necessary condition on signatures for Rel to be finitely based. This is
the decomposability condition given in Proposition 8. Can we obtain a full characterisation?
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1

Introduction

Proof and inference methods based on inductive invariants are widespread in automatic (or
semi-automatic) program and system verification (see, e.g., [2,5,8,9,10,11,18,19,22,25,28,32]).
The inductive invariant proof method roots at the works of Floyd [13], Park [29,30], Naur [27]
and Manna et al. [20]. Given a transition system T = hΣ, τ, Σ0 i, where τ is a transition
relation on states ranging in Σ and Σ0 ⊆ Σ is a subset of initial states, together with a safety
property P ⊆ Σ to check, let us recall that a property I ∈ ℘(Σ) is an inductive invariant for
hT , P i when: Σ0 ⊆ I, i.e. the initial states satisfy I; I ⊆ P , i.e. I entails P ; τ (I) ⊆ I, i.e.
I is inductive. The inductive invariant principle states that P holds for all the reachable
states of T iff there exists an inductive invariant I for hT , P i. In such an explicit form this
principle has been probably first formulated in 1982 by Cousot and Cousot [5, Section 5] and
called “induction principle for invariance proofs”. In most cases, verification and inference
methods rely on inductive invariants I that range in some restricted domain A ⊆ ℘(Σ),
such as a domain of logical formulae (e.g., some separation logic or a fragment of first-order
logic [28]) or a domain of abstract interpretation [3, 4] (e.g., numerical abstract domains of
affine relations or convex polyhedra). In this context, if an inductive invariant I belongs to
A then I is called an abstract inductive invariant (inductive A-invariant in [32, Section 1]).
© Francesco Ranzato;
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Main Contributions. Our primary goal was to investigate whether and how the inductive
invariant principle can be adapted when inductive invariants are restricted to range in an
abstract domain A. We make the following working assumption: A ⊆ ℘(Σ) is an abstract
domain as defined in abstract interpretation [3, 4]. This means that each state property
X ∈ ℘(Σ) has a best over-approximation (w.r.t. ⊆) αA (X) in A and each state transition
relation τ has a best correct approximation τ A on the abstract domain A. Under these
hypotheses, we prove an abstract inductive invariant principle stating that there exists an
abstract inductive invariant in A proving a property P of a transition system T iff the best
abstraction T A in A of the system T allows us to prove P . The decidability/undecidability
question of the existence of abstract inductive invariants in some abstract domain A for
some class of transition systems has been recently investigated in a few significant cases
[12, 16, 24, 31, 32]. We show how the abstract inductive invariant principle allows us to derive
a general decidability result on the existence of inductive invariants in some abstract domain
A and to design a general algorithm for synthesizing the least (w.r.t. the order of A) abstract
inductive invariant in A, when this exists, by a least fixpoint computation in A.
We also show a related result which is of independent interest in abstract interpretation:
the (concrete) inductive invariant principle for a system T is equivalent to the abstract
inductive invariant principle for T on an abstract domain A iff fixpoint completeness of T
on A holds, i.e., the best abstraction in A of the reachable states of T coincides with the
reachable states of the best abstraction T A of T on A.
The decidability/synthesis of abstract inductive invariants in a domain A for some class
C of systems essentially boils down to prove that the best correct approximation τ A in A of
the transition relation τ of systems in C is algorithmically computable. As case study, we
provide one such result for Karr’s affine relationships [17], which is a well-known and widely
used abstract domain in numerical program analysis [21]. As a second application, we design
an inductive invariant synthesis algorithm which, by generalizing an algorithm by Padon
et al. [28] tailored for logical invariants, outputs the most abstract (i.e., weakest/greatest)
inductive invariant in a domain A which satisfies some suitable hypotheses. In particular,
we show that this synthesis algorithm is obtained by instantiating a concrete co-inductive
greatest fixpoint checking algorithm by Cousot [1] to a domain A of abstract invariants which
is disjunctive, i.e., abstract least upper bounds of A do not lose precision. This generalization
allows us to design further related co-inductive algorithms for synthesizing abstract inductive
invariants.
Due to lack of space in the main body of the paper, the proofs are moved to Section A.2
in Appendix A.

2
2.1

Background
Order Theory

If X is a subset of some universe set U then ¬X denotes the complement of X with respect
to U when U is implicitly given by the context. If f : X → Y is a function between sets and
S ∈ ℘(X) then f (S) , {f (x) ∈ Y | x ∈ S} denotes the image of f on S. If ~x ∈ X n is a vector
in a product domain, j ∈ [1, n] and y ∈ X then ~x[xj /y] denotes the vector obtained from ~x
by replacing its j-th component xj with y. To keep the notation simple and compact, we use
the same symbol for a function/relation and its componentwise (i.e. pointwise) extension on
~ T~ ∈ ℘(X)n then S
~ ⊆ T~ denotes that for all i ∈ [1, n], S
~i ⊆ T~i .
product domains, e.g., if S,
Sometimes, to emphasize a pointwise definition, a dotted notation can be used such as in
˙ g for the pointwise ordering between functions.
f≤
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A quasiordered set (or poset) D≤ satisfies the ascending (resp. descending) chain condition
(ACC, resp. DCC) if D contains no countably infinite sequence of distinct elements {xi }i∈N
such that, for all i ∈ N, xi ≤ xi+1 (resp. xi+1 ≤ xi ). A poset is a directed-complete partial
order (CPO) if it has the least upper bound (lub) of all its directed subsets. A complete
lattice is a poset having the lub of all its arbitrary (possibly empty) subsets (and therefore
having arbitrary glbs). In a complete lattice (or CPO), ∨ (or t) and ∧ (or u) denote, resp.,
lub and glb, and ⊥ and > denote, resp., least and greatest element.
Let P≤ be a poset and f : P → P . Then, Fix(f ) , {x ∈ P | f (x) = x}, Fix≤ (f ) , {x ∈
P | f (x) ≤ x}, Fix≥ (f ) , {x ∈ P | f (x) ≥ x}, and lfp(f ), gfp(f ) denote, resp., the least and
greatest fixpoint in Fix(f ), when they exist. Let us recall Knaster-Tarski fixpoint theorem: if
hC, ≤, ∨, ∧i is a complete lattice and f : C → C is monotonic then hFix(f ), ≤i is a complete
lattice, lfp(f ) = ∧ Fix≤ (f ) and gfp(f ) = ∨ Fix≥ (f ). Also, Knaster-Tarski-Kleene fixpoint
theorem states that if hC, ≤, ∨, ⊥i is a CPO with least element and f : C → C is Scottcontinuous (i.e., f preserves lubs of directed subsets) then lfp(f ) = ∨i∈N f i (⊥), where, for all
x ∈ C and i ∈ N, f 0 (x) , x and f i+1 (x) , f (f i (x)); dually, if hC, ≤, ∧, >i is a dual-CPO
with greatest element and f : C → C is Scott-co-continuous then gfp(f ) = ∧i∈N f i (>). A
function f : C → C on a complete lattice is additive when f preserves arbitrary lubs.

2.2

Abstract Domains

Let us recall some basic notions on closures and Galois connections which are commonly used
in abstract interpretation [3, 4] to define abstract domains (see, e.g., [21]). Closure operators
and Galois connections are equivalent notions and are both used for defining the notion of
approximation in abstract interpretation, where closure operators bring the advantage of
defining abstract domains independently of a specific representation for abstract objects
which is required by Galois connections.
An upper closure operator (uco), or simply upper closure, on a poset C≤ is a function
µ : C → C which is monotonic, idempotent and extensive (i.e., x ≤ µ(x) for all x ∈ C).
Dually, a lower closure operator (lco) η : C → C is monotonic, idempotent and reductive
(i.e., η(x) ≤ x for all x ∈ C). The set of all upper/lower closures on C≤ is denoted by
uco(C≤ )/lco(C≤ ). We write c ∈ µ(C), or simply c ∈ µ, to denote that there exists c0 ∈ C
such that c = µ(c0 ), and we recall that this happens iff µ(c) = c. In what follows, assume
that C≤ is a complete lattice. Let us recall that hµ(C), ≤i is closed under glb of arbitrary
subsets and, conversely, X ⊆ C is the image of some µ ∈ uco(C) iff X is closed under glb
of all its subsets, and in this case µ(c) = ∧{c0 ∈ X | c ≤ c0 } holds. Dually, X ⊆ C is closed
under arbitrary lub of its subsets iff X is the image a lower closure η ∈ lco(C), and in
this case η(c) = ∨{c0 ∈ X | c0 ≤ c}. In abstract interpretation, a closure µ ∈ uco(C) on a
concrete domain C≤ plays the role of an abstract domain having best approximations: c ∈ C
is (upper-)approximated by any µ(c0 ) such that c ≤ µ(c0 ) and µ(c) is the best approximation
of c in µ because µ(c) = ∧{µ(c0 ) | c0 ∈ C, c ≤ µ(c0 )}.
A Galois Connection (GC, also called adjunction) between two posets hC, ≤C i, called
concrete domain, and hA, ≤A i, called abstract domain, consists of two maps α : C → A
and γ : A → C such that α(c) ≤A a ⇔ c ≤C γ(a) holds. A GC is called Galois insertion
(GI) when α is surjective or, equivalently, γ is injective. Any GC can be transformed into
a GI simply by removing useless elements in A r α(C) from the abstract domain A. A
GC/GI is denoted by (C≤C , α, γ, A≤A ). GCs and ucos are equivalent notions because any
GC G = (C, α, γ, A) induces a closure µG , γ ◦ α ∈ uco(C), any µ ∈ uco(C) induces a GI
Gµ , (C, µ, λx.x, µ(C)), and these two transforms are inverse of each other.
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2.3

Transition Systems

Let T = hΣ, τ i be a transition system where Σ is a set of states and τ ⊆ Σ × Σ is a transition
relation inducing the following transformers of type ℘(Σ) → ℘(Σ):
pre(X) , {s ∈ Σ | ∃s0 ∈ X.(s, s0 ) ∈ τ }

f
pre(X)
, {s ∈ Σ | ∀s0 .(s, s0 ) ∈ τ ⇒ s0 ∈ X}

post(X) , {s0 ∈ Σ | ∃s ∈ X.(s, s0 ) ∈ τ }

g
post(X)
, {s0 ∈ Σ | ∀s.(s, s0 ) ∈ τ ⇒ s ∈ X}

We will equivalently specify a transition system by one of the above transformers (typically post) in place of the transition relation τ . Let us also recall (see e.g. [6]) that
g ℘(Σ)⊆ ) and (℘(Σ)⊆ , post, pre,
f ℘(Σ)⊆ ) are GCs. The set of reachable states
(℘(Σ)⊆ , pre, post,
of T from a set of initial states Σ0 ⊆ Σ is Reach[T , Σ0 ] , lfp(λX ∈ ℘(Σ). Σ0 ∪ post(X)), and
T satisfies a safety property P ⊆ Σ when Reach[T , Σ0 ] ⊆ P holds.

2.4

Inductive Invariant Principle

Given a transition system T = hΣ, τ i, a set of states I ∈ ℘(Σ) is an inductive invariant for T
w.r.t. hΣ0 , P i ∈ ℘(Σ)2 when: (i) Σ0 ⊆ I; (ii) post(I) ⊆ I; (iii) I ⊆ P . An inductive invariant
I allows us to prove that T is safe, i.e. Reach[T , Σ0 ] ⊆ P , by the inductive invariant principle
(a.k.a. fixpoint induction principle), a consequence of Knaster-Tarski fixpoint theorem: If C≤
is a complete lattice, c0 ∈ C and f : C → C is monotonic then
lfp(f ) ≤ c0 ⇔ ∃i ∈ C. f (i) ≤ i ∧ i ≤ c0

(1)

In particular, given c, c0 ∈ C, since c ∨C f (i) ≤ i iff c ≤ i ∧ f (i) ≤ i, it turns out that:
lfp(λx.c ∨C f (x)) ≤ c0 ⇔ ∃i ∈ C. c ≤ i ∧ f (i) ≤ i ∧ i ≤ c0

(2)

One such i ∈ C such that c ≤ i ∧ f (i) ≤ i ∧ i ≤ c is called an inductive invariant of f
for hc, c0 i. Hence, (2) is applied to the function λX.Σ0 ∪ post(X) : ℘(Σ) → ℘(Σ), which is
monotonic on ℘(Σ)⊆ , so that lfp(λX.Σ0 ∪ post(X)) ⊆ P holds iff there exists an inductive
invariant I for T w.r.t. hΣ0 , P i. In most contexts for defining transition systems, the decision
problem of the existence of a (concrete) inductive invariant for a class of transition systems
w.r.t. a set of initial states and some safety property turns out to be undecidable.

3

Abstract Inductive Invariants

An array of recent works, [12,16, 24, 28,31, 32] among the others, consider a notion of abstract
inductive invariant and study the corresponding decidability/undecidability and synthesis
problems. The common approach of these works consists in restricting the range of inductive
invariants from a concrete domain C to some abstraction AC of C, which, in a general setting,
is simply a subset of C. Let us formalize abstract inductive invariants in order-theoretic terms.
Given a class C of complete lattices and, for all C ∈ C, a class of functions FC ⊆ C → C,
a set of initial properties InitC ⊆ C, a set of safety properties SafeC ⊆ C, and an abstract
domain AC ⊆ C, a first problem is the decidability of the following decision question:
∀C ∈ C.∀f ∈ FC .∀c ∈ InitC .∀c0 ∈ SafeC .∃i ∈?AC . c ≤ i ∧ f (i) ≤ i ∧ i ≤ c0

(3)

where one such i ∈ AC is called an abstract inductive invariant for f and hc, c0 i ∈ C 2 . Thakur
et al. [32, Section 1] use the terminology “inductive AC -invariant” when for some transition
system hΣ, τ i, f = postτ , AC ⊆ ℘(Σ) and c0 = Σ.
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The corresponding synthesis problem consists in designing algorithms which output
abstract inductive invariants in AC or notify that no inductive invariant in AC exists.
Given T = hΣ, τ i whose successor transformer is post, the problem (3) is instantiated
to C≤ = ℘(Σ)⊆ , f = post(X), c = Σ0 ∈ ℘(Σ) set of initial states and c0 = P ∈ ℘(Σ) safety
property. When T is the control flow graph generated by some program, Σ0 are the states of
some initial control node and P is a safety property given by the states which are not in
some bad control node, abstract inductive invariants are called separating invariants and
the decision problem (3) is called Monniaux problem by Fijalkow et al. [12], because this
problem was first formulated by Monniaux [23, 24].

3.1

Abstract Inductive Invariant Principle

Our working assumption is that in problem (3) the invariants i range in an abstract domain
A as dictated by abstract interpretation [3, 4].
I Assumption 3.1. hA, ≤A i is an abstract domain of the complete lattice hC, ≤C i which
has best approximations, i.e., one of these two equivalent assumptions is satisfied:
(i) (C≤C , α, γ, A≤A ) is a Galois insertion;
(ii) hA, ≤A i = hµ(C), ≤C i for some upper closure µ ∈ uco(C≤C ).
y
Under Assumption 3.1, let us recall that if f : C → C is a concrete monotonic function
then the mappings αf γ : A → A, for the case of GIs, and µf : µ(C) → µ(C), for the
case of ucos, are called best correct approximation (bca) in A of f . This is justified by the
observation that an abstract function f ] : A → A (or f ] : µ(C) → µ(C) for ucos) is a correct
˙ A f ] (or µf ≤
˙ C f ] for ucos) holds. Our first
(or sound) approximation of f when αf γ ≤
result is an abstract inductive invariant principle which restricts the invariants of f in (1) to
those ranging in an abstract domain A: when the abstract domain A is specified by a GI,
this means that a ∈ A is an abstract invariant of f when f γ(a) ≤C γ(a) holds; when the
abstract domain is a closure µ ∈ uco(C), this means that a ∈ µ ⊆ C is an abstract invariant
of f when f a ≤C a holds.
I Lemma 3.2 (Abstract Inductive Invariant Principle). Let (C≤C , α, γ, A≤A ) be a GI.
For all c0 ∈ C and a0 ∈ A:
(a) γ(lfp(αf γ)) ≤C c0 ⇔ ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C c0 ;
(b) lfp(αf γ) ≤A a0 ⇔ ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C γ(a0 ).
It is worth stating Lemma 3.2 (a) in an equivalent form for an abstract domain represented
by a closure µ ∈ uco(C): lfp(µf ) ≤C c0 ⇔ ∃a ∈ µ. f a ≤C a ∧ a ≤C c0 .
Let us observe that point (b) is an easy consequence of point (a), because, by surjectivity
of α in GIs, for all a0 ∈ A, there exists some c0 ∈ C such that a0 = α(c0 ), and γ(lfp(αf γ)) ≤C
γ(α(c0 )) ⇔ lfp(αf γ) ≤A α(c0 ) holds. Moreover, point (b) easily follows from the inductive
invariant principle (1) for the bca αf γ : A → A. On the other hand, it is worth remarking
that point (a) cannot be obtained from (b), i.e. (a) is strictly stronger than (b), because (a)
allows us to prove concrete properties c0 ∈ C which are not exactly represented by A (i.e.,
c0 6∈ γ(A)) by abstract inductive invariants in A, as shown by the following tiny example.
I Example 3.3. Consider a 4-points chain C = {1 < 2 < 3 < 4}, the function f : C → C
defined by {1 7→ 1; 2 7→ 2; 3 7→ 4; 4 7→ 4}, and the abstraction A = {2, 4} with γ = id
and α = {1 7→ 2; 2 7→ 2; 3 7→ 4; 4 7→ 4}. Here, we have that αf γ = {2 7→ 2; 4 7→ 4} and
lfp(αf γ) = 2. In this case, Lemma 3.2 (b) allows us to prove all the abstract properties
a0 ∈ A by abstract inductive invariants, while Lemma 3.2 (a) allows us to prove an additional
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concrete property 3 ∈ C r γ(A), which is not exactly represented by A, by an abstract
inductive invariant, and this would not be possible by resorting to Lemma 3.2 (b). Also,
γ(lfp(αf γ)) 6≤ 1 holds, thus, by Lemma 3.2 (a), the concrete property 1 ∈ C r γ(A) cannot
be proved by an abstract inductive invariant in A, whereas Lemma 3.2 (b) does not allow us
to infer this.
y
Lemma 3.2 (b) tells us that the existence of an abstract inductive invariant of f proving an
abstract property a0 ∈ A is equivalent to the fact that the least fixpoint of the bca αf γ entails
a0 . This formalizes for an abstract domain satisfying Assumption 3.1 an observation in [12,
Section 1] stating (in our terminology) that “the existence of some abstract inductive invariant
for αf γ proving a0 is equivalent to whether the strongest abstract invariant lfp(αf γ) entails a0 ”,
i.e. is inductive, and generalizes [32, Observation 1] stating (in our terminology) that “lfp(αf γ)
is the strongest abstract inductive invariant”. If, instead, we aim at proving any concrete
property c0 ∈ C, possibly not in γ(A), by an abstract inductive invariant then Lemma 3.2 (a)
states that this is equivalent to the strictly stronger condition γ(lfp(αf γ)) ≤C c0 .
As a consequence of Lemma 3.2 (a) we derive the following characterization of the
problem (3).
I Corollary 3.4. Let F ⊆ C → C and Init, Safe ⊆ C. The Monniaux decision problem
∀f ∈ F.∀c ∈ Init .∀c0 ∈ Safe .∃a ∈? A. c ≤C γ(a) ∧ f γ(a) ≤C γ(a) ∧ γ(a) ≤C c0 is decidable
iff the decision problem ∀f ∈ F.∀c ∈ Init .∀c0 ∈ Safe .γ(lfp(λx ∈ A.α(c) ∨A αf γ(x))) ≤?C c0 is
decidable.
Moreover, as a consequence of Lemma 3.2 (b) we obtain the following abstract invariant
synthesis algorithm.
I Corollary 3.5. Assume that the lub ∨A : A × A → A and the bca αf γ : A → A are finitely
computable, the partial order ≤A is decidable and A is an ACC CPO with least element. For
all c ∈ C such that α(c) is finitely computable and a0 ∈ A, the following procedure:
AInv(f, A, c, a0 ) , i := α(c);
while i ≤A a0 do {if αf γ(i) ≤A i return i; else i := αf γ(i); }
return no abstract inductive invariant for f and hc, γ(a0 )i;
is a terminating algorithm which outputs the least abstract inductive invariant for f and
hc, γ(a0 )i, when one such abstract inductive invariant exists, otherwise outputs “no abstract
inductive invariant”.
Under the same hypotheses for the abstract domain A, Thakur et al. [32, Observation 2]
state (in our terminology) that the problem of computing the least abstract inductive invariant
in A for some successor transformer postτ reduces to the problem of computing the best
correct approximation α postτ γ.

4
4.1

Fixpoint Completeness and Abstract Inductive Invariants
Completeness in Abstract Interpretation

Soundness in abstract interpretation (or, more in general, in static analysis) is a mandatory
requirement stating that no false negative can occur: if f : C → C and f ] : A → A
are the concrete and abstract monotonic transformers then fixpoint soundness means that
α(lfp(f )) ≤A lfp(f ] ) holds, so that a positive abstract proof lfp(f ] ) ≤A a0 entails that γ(a0 )
concretely holds, i.e., lfp(f ) ≤C γ(a0 ). Fixpoint soundness is usually proved as a consequence
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˙ A f ] α,
of pointwise soundness: if f ] is a pointwise correct approximation of f , i.e. αf ≤
]
then α(lfp(f )) ≤A lfp(f ) holds. While soundness is indispensable, completeness in abstract
interpretation encodes an ideal situation where no false positives (also called false alarms)
arise: fixpoint completeness means that α(lfp(f )) = lfp(f ] ) holds, so that lfp(f ] ) 6≤A a0
entails lfp(f ) 6≤C γ(a0 ). One can also consider a strong fixpoint completeness requiring that
lfp(f ) = γ(lfp(f ] )), so that lfp(f ] ) 6≤A α(c0 ) entails lfp(f ) 6≤C c0 . However, it should be
remarked that lfp(f ) = γ(lfp(f ] )) is much stronger than α(lfp(f )) = lfp(f ] ) since it means
that the concrete lfp is precisely represented by the abstract lfp.
It is important to remark that if f ] is a pointwise correct approximation of f and fixpoint
completeness for f ] holds then since α(lfp(f )) ≤A lfp(αf γ) ≤A lfp(f ] ) always holds, one
obtains that α(lfp(f )) = lfp(αf γ) = lfp(f ] ) holds, namely, the bca αf γ is fixpoint complete as
well. This means that the possibility (and therefore impossibility) of defining an approximate
transformer f ] : A → A on A which is fixpoint complete does not depend on the specific
definition of f ] but is instead an intrisic property of the abstract domain A w.r.t. the concrete
transformer f , as formalized by the equation α(lfp(f )) = lfp(αf γ). Moreover, fixpoint
completeness is typically proved as a by-product of pointwise completeness αf = f ] α, and
if f ] is pointwise complete then it turns out that f ] = αf γ, that is, f ] actually is the bca
of f . This justifies why, without loss of generality, we can consider fixpoint and pointwise
completeness of bca’s αf γ only, i.e., as properties of abstract domains [14, 15].

4.2

Characterizing Fixpoint Completeness by Abstract Inductive
Invariants

We show that the abstract inductive invariant principle is closely related to fixpoint completeness. More precisely, we provide an answer to the following question: in the abstract
inductive invariant principle as stated by Lemma 3.2, can we replace lfp(αf γ) with α(lfp(f ))?
This question is settled by the following result.
I Theorem 4.1. Let (C≤C , α, γ, A≤A ) be a GI.

(a) lfp(f ) = γ(lfp(αf γ)) iff ∀c0 ∈ C. lfp(f ) ≤C c0 ⇔ ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C c0 ;
0
0
(b) α(lfp(f
 )) = lfp(αf γ) iff ∀a ∈ A. lfp(f ) ≤C γ(a ) ⇔ ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C
0
γ(a ) .
Theorem 4.1 (b) can be stated by means of ucos as follows: if µ ∈ uco(C) then µ(lfp(f )) =
lfp(µf ) iff ∀a0 ∈ µ.(lfp(f ) ≤C a0 ⇔ ∃a ∈ µ. f a ≤C a ∧ a ≤C a0 ).
The above result can be read as follows. Since, by the inductive invariant principle (1),
lfp(f ) ≤C c0 iff there exists a concrete inductive invariant proving c0 , it turns out that
Theorem 4.1 (a) states that the existence of an abstract inductive invariant proving c0 is
equivalent to the existence of any inductive invariant proving c0 iff fixpoint completeness
holds. In other terms, the (concrete) inductive invariant principle is equivalent to the abstract
inductive invariant principle iff fixpoint completeness holds. This result is of independent
interest in abstract interpretation, since it provides a new characterization of the key property
of fixpoint completeness of abstract domains.
A further interesting characterization of fixpoint completeness is as follows.
I Lemma 4.2. α(lfp(f )) = lfp(αf γ) ⇔ ∃a ∈ A.f γ(a) ≤C γ(a) ∧ γ(a) ≤C γα(lfp(f )).
As a consequence, fixpoint completeness for f does not hold in A iff the abstract property
α(lfp(f )) ∈ A cannot be proved by an abstract inductive invariant in A
I Example 4.3. Consider a 3-points chain C = {1 < 2 < 3} and the monotonic concrete
function f : C → C defined by f = {1 7→ 1; 2 7→ 3; 3 7→ 3}.
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Consider the uco µ = {2, 3}, i.e., µ = {1 7→ 2; 2 7→ 2; 3 7→ 3}, so that µf = {1 7→ 2; 2 7→
3; 3 7→ 3}. Fixpoint completeness does not hold because µ(lfp(f )) = µ(1) = 2 < 3 = lfp(µf ).
Thus, in accordance with Lemma 4.2, it turns out that µ(lfp(f )) = 2 cannot be inductively
proved in the abstraction µ. In fact, f (2) 6≤ 2, while f (3) ≤ 3 but 3 6≤ µ(lfp(f )).
Consider now the uco η = {1, 3}, i.e., η = {1 7→ 1; 2 7→ 3; 3 7→ 3}, so that ηf = {1 7→ 1; 2 7→
3; 3 7→ 3}. Here, η(lfp(f )) = η(1) = 1 = lfp(ηf ), therefore fixpoint completeness holds. Thus,
by the uco version of Theorem 4.1 (b), any valid abstract invariant of f can be inductively
proved: in fact, 1, 3 ∈ η are valid abstract invariants of f and are both inductive.
y
Due to lack of space, we moved to Appendix A.1 an application of Theorem 4.1 which
provides a model showing how the “Safety =? Abstract Invariance” problem is related to
fixpoint completeness in abstract interpretation, as informally hinted by Padon et al. [28].

5

Abstract Inductive Invariants of Nondeterministic Programs

We consider transition systems as represented by a control flow graph (CFG) of a possibly
nondeterministic imperative program. A program is a tuple P = hQ, n, V, T, i where Q is a
finite set of control nodes (or program points), n ∈ N is the number of program variables of
type V (e.g., V = Z, Q, R), T is a finite set of (possibly nondeterministic) transfer functions
of type Vn → ℘(Vn ),  ⊆ Q × T × Q is a (possibly nondeterministic) control flow relation,
t
where q → q 0 denotes a flow transition with transfer function t ∈ T. A program P therefore
defines a transition system TP = hΣ, τ i where Σ , Q × Vn is the set of states and the
4
t
transition relation τ ⊆ Σ × Σ is defined by h(q, ~v ), (q 0 , ~v 0 )i ∈ τ ⇔ ∃t ∈ T. q → q 0 ∧ ~v 0 ∈ t(~v ).
The transfer functions in T include assignments and Boolean guards, where if b ∈ ℘(Vn )
is a deterministic Boolean predicate (such as x1 + 2x2 − 1 = 0) then the corresponding
transfer function tb : Vn → ℘(Vn ) is tb (~v ) , if ~v ∈ b then {~v } else ∅. Examples of transfer
functions include: affine, polynomial, nondeterministic assignments and affine equalities
guards. The next value transformer posthq,q0 i : ℘(Vn ) → ℘(Vn ) for a pair hq, q 0 i ∈ Q × Q
t
of control nodes is posthq,q0 i (X) , ∪{t(X) ∈ ℘(Vn ) | ∃t ∈ T.q → q 0 }. The complete lattice
h℘(Σ), ⊆i of sets of states can be equivalently represented by the Q-indexed product lattice
˙ Hence, the successor transformer postP : ℘(Vn )|Q| → ℘(Vn )|Q| and the set of
h℘(Vn )|Q| , ⊆i.
reachable states from Σ0 ∈ ℘(Vn )|Q| are defined as follows:
~ 0 ∪ postP (X))
~
Reach[P, Σ0 ] , lfp(λX.Σ

postP (hXq iq∈Q ) , h∪q∈Q posthq,q0 i (Xq )iq0 ∈Q

~ ∈ ℘(Vn )|Q| , we will also use πq (X)
~ and X
~q
For all control nodes q ∈ Q and vectors X
n
~ e.g., Reach[P, Σ0 ]q ∈ ℘(V ) will be the set of
to denote the q-indexed component of X,
reachable values at control node q.
We are interested in decidability and synthesis of abstract inductive invariants ranging
in an abstract domain A as specified by a GI (℘(Vn )⊆ , α, γ, A≤A ) parametric on n ∈ N.
By Corollary 3.4, for a given class C of programs, a class Init of sets of initial states and
a class Safe of sets of safety properties, the Monniaux problem (3) is decidable iff for all
P = hQ, n, V, T, i ∈ C, Σ0 ∈ Init and P ∈ Safe,
?

˙ P
γ̇(lfp(λ~a ∈ A|Q|. α̇(Σ0 ) ∨˙ A α̇(postP (γ̇(~a))))) ⊆

(4)

is decidable. Moreover, Corollary 3.5 provides an abstract inductive invariant synthesis
algorithm AInv for safety properties represented by A (i.e., P ∈ γ(A)) when A, C, Init and
Safe satisfy the hypotheses of Corollary 3.5.
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Karr’s Affine Equalities Domain

Program analysis on the domain of affine equalities has been introduced in 1976 by Karr [17]
who designed some algorithms computing for each program point some correct affine equalities
between numerical variables. This abstract domain, here denoted by Aff, is relatively simple
and widely used in numerical program analysis (see, e.g., [21]). Müller-Olm and Seidl [26]
put forward simpler and more efficient algorithms for Aff based on a different representation
of affine sets and proved that Aff is fixpoint complete for unguarded nondeterministic
affine programs, while for linearly guarded nondeterministic affine programs it is undecidable
whether a given affine equality holds at a given program point or not.
Let us briefly recall the definition of the abstract domain Affn for n program variables
ranging in Varn , {x1 , ..., xn } and assuming rational values1 , that is, V = Q. The logical
abstract invariants represented by Affn are finite (possibly empty) conjunctions of affine
Vk Pn
equalities between variables, namely, j=1 ( i=1 mi,j xi + bj = 0), with mi,j , bj ∈ Q. Any
conjunction of affine equalities defines an affine subset of Qn , and each subset X ∈ ℘(Qn ) is
approximated by the least (w.r.t. ⊆) affine subset containing X, which is:
Pm
Pm
aff(X) , { j=0 λj ~vj ∈ Qn | m ∈ N, λj ∈ Q, ~vj ∈ X, j=0 λj = 1}.
This map aff : ℘(Qn ) → ℘(Qn ) is an upper closure on h℘(Qn ), ⊆i whose fixpoints are
precisely the affine subsets of Qn and therefore may be used to define the affine equalities
domain Affn , haff(℘(Qn )), ⊆i independently of a specific representation for its elements.
Karr [17] represents affine sets by kernels of affine transformations stored as matrix-vector
pairs, while Müller-Olm and Seidl [26] employ an affine basis of indepedent vectors called
generators. One can switch from one representation to the other by solving equations and
using Gaussian elimination. Here, we do not need to choose a specific representation of affine
sets so that the upper closure aff is meant to act as abstraction map αAff : ℘(Qn ) → Affn
and correspondingly the concretization γAff : Affn → ℘(Qn ) is the identity. For the sake
of clarity, in our examples we will use logical affine equalities for representing affine sets.
Affn is a complete lattice of finite height n + 1, because if a, a0 ∈ Affn and a ( a0 then
dim(a) < dim(a0 ), where dim(∅) = −1 and dim(Qn ) = n. The domain Affn is not closed
under arbitrary unions, i.e., aff is not an additive uco, so that the lub of X ⊆ Affn is given
by tAffn X , aff(∪X∈X X). A matrix-based algorithm for computing a binary lub a tAff a0
of two affine sets represented by affine transformations is given by Karr [17, Section 5.2] (a
simpler and more efficient version is in [21, Section 5.2.2]), while a binary lub can be easily
computed for the generators-based representation in [26, Section 3].
By Corollary 3.4, the existence of abstract inductive invariants in Aff for a given class C
of programs, Init of sets of initial states and Safe of sets of safety properties, is a decidable
problem iff for all P ∈ C with n variables and control nodes in Q, for all Σ0 ∈ InitP ⊆ ℘(Vn )|Q|
and for all P ∈ SafeP ⊆ ℘(Vn )|Q| ,
?

˙ P
γ̇Const (lfp(λ~a ∈ Affn|Q| . α̇Aff (Σ0 ) ṫAffn α̇Aff (postP (γ̇Aff (~a))))) ⊆

(5)

is decidable. Therefore, when Σ0 , P ∈ Affn and since Aff|Q|
n has finite height |Q|(n + 1), a
sufficient condition for the decidability of the problem (5) is that the bca α̇Aff ◦ postP ◦γ̇Aff :
|Q|
Aff|Q|
a ∈ Aff|Q|
n → Affn is computable, where for all ~
n :
1

Values range in Q because the representation of affine subspaces and the transfer functions rely on
algorithms working on fields rather than rings such as Z.
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αAff
˙ (postP (γ̇Aff (~a))) = htAffn {αAff (t(πq (γ̇Aff (~a)))) | ∃q ∈ Q, ∃t ∈ TP . q → q 0 }iq0 ∈Q
t

(6)

Because in (6) we have a finite lub, it is enough that for all the transfer functions t ∈ TP of
P, the bca αAff ◦ t ◦ γAff : Affn → Affn is algorithmically computable.
Pn
4
We consider single affine assignments tja ≡ xj := i=1 mi xi + b and linear Boolean guards
4 Pn
tb ≡ i=1 mi xi + b ./ 0, where mi , b ∈ Q and ./ ∈ {=, 6=, <, ≤, >, ≥}, whose corresponding
transfer functions are as follows: for all Y ∈ ℘(Qn ),
Pn
Pn
tja (Y ) , {~v [~vj /v 0 ] ∈ Qn | ~v ∈ Y, v 0 = i=1 mi~vi +b}, tb (Y ) , {~v ∈ Y | i=1 mi~vi +b ./ 0}.
These transfer functions can be extended to include parallel affine assignments ~x := M~x + ~b,
where M ∈ Qn×n is a n × n matrix and ~b ∈ Qn , which performs n parallel single affine
assignments, and conjunctive (disjunctive) linear Boolean guards M~x + ~b ./ 0, which holds
Pn
iff, for all (there exists) j ∈ [1, n], i=1 Mji xi + bj ./ 0 holds.
Karr gave already in [17, Section 4.2] an algorithm for computing the bca of an affine
assignment tja for affine sets represented by kernels of affine transformations. Müller-Olm and
Seidl [26] put forward a more efficient algorithm for their representation based on generators.
It is also worth remarking that Müller-Olm and Seidl [26, Lemma 2] observe that the bca of
tja turns out to be pointwise complete, namely aff ◦ tja ◦ aff = aff ◦ tja holds. Hence, in turn,
computability of parallel affine assignments ~x := M~x + ~b easily follows. [26, Section 4] also
4
shows that the bca of a nondeterministic assignment tja? ≡ xj :=? is computable, where the
corresponding transfer function is defined by: txj :=? (Y ) , {~v [~vj /v 0 ] ∈ Qn | ~v ∈ Y, v 0 ∈ Q}.
In fact, one can observe [26, Lemma 4] that aff(txj :=? (aff(Y ))) = aff(txj :=0 (aff(Y ))) tAff
aff(txj :=1 (aff(Y ))), so that computing the bca aff(txj :=? (aff(Y ))) is reduced to the lub of the
bca’s of the transfer functions of the affine assignments xj := 0 and xj := 1.
As observed by Karr [17, Section 4.1] (see also [21, Section 5.2.3] for a modern approach),
4 Pn
bca’s of affine equalities Boolean guards of the shape tb= ≡ i=1 mi xi + b = 0 are algorithmically computable through the glb of Affn , i.e., for all a ∈ Affn , αAff (tb= (γAff (a))) =
a uAffn ab= , where ab= ∈ Affn denotes the affine set representing the affine equality
Pn
4 Pn
i=1 mi xi + b = 0. For affine inequalities Boolean guards tb6= ≡
i=1 mi xi + b 6= 0, Karr [17,
]
Section 4.1] defines the following abstract function: tb6= (a) , if a ⊆ ab= then ⊥Affn else a,
and states that “we must be content with a on the “otherwise” case...a general study of how
best to handle decision nodes which are not of the simple form tb= is in preparation”, but this
document never appeared. Nevertheless, we notice that the above definition of t]b6= actually
is the bca αAff ◦ tb6= ◦ γAff = λa. aff(a ∩ ¬ab= ). In fact, let us observe the following fact (∗):
if a, a0 ∈ Affn then a0 ( a ⇒ aff(a ∩ ¬a0 ) = a. In fact, we have that dim(a0 ) < dim(a)
and, in turn, dim(aff(a ∩ ¬a0 )) = dim(aff(a r a0 )) = dim(a) hold, therefore entailing that
aff(a ∩ ¬a0 ) = a. Thus: (a) if ab= ( a then, by (∗), aff(a ∩ ¬ab= ) = a; (b) if ab= and a are
incomparable then a ∩ ab= ( a, so that, by (∗), aff(a ∩ ¬ab= ) = aff(a ∩ ¬(a ∩ ab= )) = a.
Summing up, as a consequence of Corollary 3.4, the above analysis of bca’s in the abstract
domain Aff gives us the following result for the class CAff of nondeterministic programs
with (possibly parallel) affine assignments, (possibly parallel) nondeterministic assignments
and (conjunctive or disjunctive) affine equalities/inequalities guards.
I Theorem 5.1 (Decidability and Synthesis of Inductive Invariants in Aff). The Monniaux
problem (4) on Aff for programs in CAff , affine sets of initial states and affine sets of state
properties is decidable. Moreover, the algorithm AInv of Corollary 3.5 instantiated to postP
for P ∈ CAff , synthesizes the least inductive invariant of P in Aff, when this exists.

F. Ranzato

30:11

To the best of our knowledge, the literature provides no algorithm for computing the bca
Pn
of further linear Boolean guards i=1 mi xi + b ./ 0, with ./ ∈ {<, ≤, }. We conjecture that
at least some of these bca’s are algorithmically computable.
I Example 5.2. Consider the following nondeterministic program R with Σ0 = {q1 } × Q3 ∈
Aff|Q| and the property P ] = hq1 , >i, hq2 , >i, hq3 , >i, hq4 , x1 + x2 + 1 = 0i ∈ Aff|Q| .
q1

q2
x1 := −2x2 − 2;
x2 := x2 + x3 ;

x1 := −2;
x2 := 1;
x3 := 1;
x1 := 2x1 + 4;
x2 := −x1 − 2x3 ;

q3
x1 + 2x3 = 0
q4

The algorithm AInv of Corollary 3.5 yields the following sequence of I j ∈ Aff|Q| :
I 0 = α̇Aff (Σ0 ) = hq1 , >i, hq2 , ⊥i, hq3 , ⊥i, hq4 , ⊥i
I 1 = hq1 , >i, hq2 , x1 + 2 = 0 ∧ x2 − 1 = 0 ∧ x3 − 1 = 0i, hq3 , ⊥i, hq4 , ⊥i
I 2 = hq1 , >i, hq2 , x1 + 2 = 0 ∧ x2 − 1 = 0 ∧ x3 − 1 = 0i,
hq3 , x1 + 2x2 = 0 ∧ x3 = 1i, hq4 , ⊥i
3

I = hq1 , >i, hq2 , x1 + 2x2 = 0 ∧ x3 = 1i, hq3 , x1 + 2x2 = 0 ∧ x3 = 1i,
˙ Aff P ]
hq4 , x1 + x2 + 1 = 0 ∧ x3 = 1, ⊥i = α̇Aff (postR (γ̇Aff (I 3 ))) ≤
The output I 3 is the analysis of R with the bca’s of its transfer functions in Aff, i.e., it is
the least inductive invariant in Aff which allows us to prove that P ] holds.
y

5.1.1

Relationship with Müller-Olm and Seidl [26]

Müller-Olm and Seidl [26] implicitly show that the transfer functions of affine assignments ta
and of nondeterministic assignments txj :=? are pointwise complete. In fact, [26, Lemma 2]
shows that for all X ∈ ℘(Qn ), ta (aff(X)) = aff(ta (X)), from which we easily obtain:
aff(ta (X)) = aff(ta (aff(X))) and
aff(txj :=? (X)) = aff(∪z∈Q txj :=z (X)) = aff(∪z∈Q aff(txj :=z (X))) =
= aff(∪z∈Q aff(txj :=z (aff(X))) = aff(∪z∈Q txj :=z (aff(X)) = aff(txj :=? (aff(X)))
Thus, since pointwise completeness entails fixpoint completeness (cf. Section 4.1), for all
~ 0∪
unguarded programs P with affine and nondeterministic assignments, α̇Aff (lfp(λX.Σ
~
postP (X))) = lfp(λ~a.α̇Aff (Σ0 ) ṫAff α̇Aff (postP (γ̇Aff (~a)))) holds, which is the reason why
“Karr’s algorithm is precise for affine programs, i.e., computes not just some but all valid affine
relations” [26, Section 1]. However, fixpoint completeness is lost as soon as affine equality or
inequality guards are included, although these programs still belong to CAff , because these
guards are not pointwise complete: for example, we have that aff(tx1 =0 ({(1, 0), (−1, 0)})) =
aff(∅) = ∅, whereas aff(tx1 =0 (aff({(1, 0), (−1, 0)}))) = aff(tx1 =0 (x2 = 0)) = aff({(0, 0)}) =
{(0, 0)}. Müller-Olm and Seidl [26, Section 7] also prove that as soon as affine equality
guards are added to nondeterministic affine programs it becomes undecidable whether a
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given affine equality holds in some program point or not. It is therefore worth remarking
that this undecidability does not prevent the decidability result of Theorem 5.1 on the
existence (and synthesis) of inductive affine equalities proving a given affine equality, since
these two decision problems are different. In fact, Müller-Olm and Seidl [26, Section 7]
prove that ∀f ∈ CAff .∀a ∈ Aff . αAff (lfp(f )) ≤?Aff a is an undecidable problem, while
Theorem 5.1 shows that ∀f ∈ CAff .∀a ∈ Aff . lfp(αAff f γAff ) ≤?Aff a is decidable, and, by
Theorem 4.1 (b), these are equivalent problems iff (where “if” is obvious) fixpoint completeness
∀f ∈ CAff .αAff (lfp(f )) = lfp(αAff f γAff ) holds.
I Example 5.3. Consider the following deterministic program P ∈ CAff :
P ≡ x1 := 0; x2 := 3; while (x1 6= 3) do {x1 := x1 + 2; x2 := x2 − 2}
where qi and qo denote, resp., its entry and exit program points and Σ0 = {qi } × Q2 is the
set of initial states. Then, we have that the affine abstraction of the reachable states at the
exit point q0 is
~ 0 ∪ postP (X))))
~
αAff (πqo (lfp(λX.Σ
= αAff ({(0 + 2n, 3 − 2n) | n ∈ N} ∩ hx1 = 3i)
= αAff (∅) = ⊥Aff
while the algorithm AInv of Corollary 3.5 using the best correct approximations of the
transfer functions of b= ≡ (x1 = 3) and b6= ≡ (x1 6= 3) gives:
πqo (lfp(λ~a ∈ Aff|Q| . αAff
˙ (Σ0 ) ṫAff αAff
˙ (postP (γAff
˙ (~a))))) = hx1 + x2 = 3i uAff hx1 = 3i
= hx1 = 3 ∧ x2 = 0i 6≤Aff ⊥Aff
The least inductive invariant hx1 = 3 ∧ x2 = 0i in Aff does not entail ⊥Aff , namely, it
cannot prove that qo is unreachable, therefore showing that the two aforementioned decision
problems are not equivalent for programs ranging in CAff .
y

6

Co-Inductive Synthesis of Abstract Inductive Invariants

In this section we design a synthesis algorithm which, by generalizing an algorithm by Padon
et al. [28], outputs the greatest abstract inductive invariant ranging in some abstract domain,
when this exists. This algorithm is obtained by dualizing the procedure AInv in Corollary 3.5
to a co-inductive greatest fixpoint computation and requires that the abstract domain is
equipped with a suitable well-quasiorder relation. Let us recall that a quasiordered set D≤
is a well-quasiordered set (wqoset), and ≤ is called well-quasiorder (wqo), when for every
countably infinite sequence of elements {xi }i∈N in D there exist i, j ∈ N such that i < j and
xi ≤ xj . Equivalently, D is a wqoset iff D is DCC (also called well-founded) and D has no
infinite antichain (i.e., a subset whose distinct elements are pairwise incomparable).
In the following, we will leverage on the closure operator approach for defining abstract
domains, which, as recalled in Section 2.2, is completely equivalent to Galois connections
and particularly suitable for reasoning on abstract domains independently from their representation. Let T = hΣ, τ i be a transition system whose successor transformer is denoted by
post. Padon et al. [28] consider abstract invariants ranging in a set (of semantics of logical
formulae) L ⊆ ℘(Σ) and assume (in [28, Theorem 4.2]) that hL, ⊆i is closed under finite
intersections (i.e., logical conjunctions). Accordingly to Assumption 3.1, we ask that hL, ⊆i
satisfies the requirement of being an abstract domain of h℘(Σ), ⊆i, which corresponds to ask
that hL, ⊆i is closed under arbitrary, rather than finite, intersections. Thus, L is the image of
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an upper closure µ̌L ∈ uco(℘(Σ)⊆ ) defined by: µ̌L (X) , ∩{φ ∈ L | X ⊆ φ}. The three key
definitions and related assumptions of the synthesis algorithm defined in [28, Theorem 4.2]
concern a quasiorder vL ⊆ Σ × Σ between states, a function Av L : Σ → ℘(Σ) called Avoid,
and an abstract transition relation τ L ⊆ Σ × Σ, and are as follows:
4

(1) s vL s0 ⇔ ∀φ ∈ L. s0 ∈ φ ⇒ s ∈ φ

Assumption (A1 ): hΣ, vL i is a wqoset

(2) Av L (s) , ∪{φ ∈ L | φ ⊆ ¬{s}}

Assumption (A2 ): ∀s ∈ Σ. Av L (s) ∈ L

0

(3) (s, s ) ∈ τ

L

4

0

0

⇔ (s, s ) ∈ τ ∨ s vL s

Abstract Transition System T L , hΣ, τ L i

Correspondingly, we define the down-closure δL : ℘(Σ) → ℘(Σ) of the quasiorder vL ,
we lift Av L : ℘(Σ) → ℘(Σ) to sets of states and we define the successor transformer
postL : ℘(Σ) → ℘(Σ) of T L as follows:
(1) δL (X) , {s ∈ Σ | ∃s0 ∈ X. s vL s0 }

Down-closure of vL

(2) Av L (X) , ∪{φ ∈ L | φ ⊆ ¬X}

Av L acts on any set X of states

L

(3) post (X) , post(X) ∪ δL (X)

Successor transformer of T L

I Lemma 6.1. The following properties hold:
(a) s vL s0 iff µ̌L ({s}) ⊆ µ̌L ({s0 }).
(b) (A1 ) holds iff hL, ⊆i is a well-quasi order.
(c) (A2 ) holds iff L is closed under arbitrary unions.
(d) If (A2 ) holds then δL = µ̌L and both are additive ucos (and δL (φ) = φ ⇔ φ ∈ L).
(e) For all Σ0 ∈ ℘(Σ), lfp(λX.Σ0 ∪ postL (X)) = lfp(λX.µ̌L (Σ0 ∪ post(X))).
In particular, Lemma 6.1 (e) states that the reachable states in T L coincide with
the reachable states of the abstract transition system T µ̌L , hΣ, µ̌L ◦ posti obtained by
considering the best correct approximation of post in the abstract domain µ̌L . As a direct
consequence of the abstract inductive invariant principle Lemma 3.2 (a), we obtain the
following characterization of the abstract inductive invariants ranging in L of the transition
system T which relies on the reachable states of its best abstraction T µ̌L in the domain µ̌L .
I Corollary 6.2. Let Σ0 , P ∈ ℘(Σ). Then, ∃φ ∈ L. Σ0 ⊆ φ ∧ post(φ) ⊆ φ ∧ φ ⊆ P iff
Reach[T µ̌L , Σ0 ] ⊆ P .

6.1

Co-Inductive Invariants

Following [28], in the following we make assumption (A2 ), that is, by Lemma 6.1 (c), we
assume that L ⊆ ℘(Σ) is closed under arbitrary unions. This means that µ̌L is an additive
uco on ℘(Σ)⊆ , i.e., in abstract interpretation terminology, µ̌L is a disjunctive abstract domain
whose abstract lub does not lose precision (see, e.g., [21, Section 6.3]). Furthermore, we
also have that L is the image of a co-additive (i.e., preserving arbitrary intersections) lower
closure µ̂L : ℘(Σ) → ℘(Σ) defined by µ̂L (X) , ∪{φ ∈ L | φ ⊆ X}. It turns out that the uco
µ̌L is adjoint to the lco µ̂L namely, µ̌L (X) ⊆ Y ⇔ X ⊆ µ̂L (Y ) holds. In fact, if µ̌L (X) ⊆ Y
then, by applying µ̂L , X ⊆ µ̌L (X) = µ̂L (µ̌L (X)) ⊆ µ̂L (Y ); the converse is dual.
As observed by Cousot [1, Theorem 4], the inductive invariant principle (2) can be
dualized when f admits right-adjoint fe : C → C (this happens iff f is additive): in this case,
lfp(λx.c ∨ f (x)) ≤ c0 ⇔ c ≤ gfp(λx.c0 ∧ fe(x))

(7)

holds and one obtains a co-inductive invariant principle:
c ≤ gfp(λx.fe(x) ∧ c0 ) ⇔ ∃j ∈ C. c ≤ j ∧ j ≤ fe(j) ∧ j ≤ c0

(8)
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One such j ∈ C is therefore called a co-inductive invariant of f for hc, c0 i. The co-inductive
invariant proof method (8) can be applied to safety verification of any transition system T
f (cf. Section 2.3).
because post is additive and therefore it always admits right adjoint pre
f
Hence, we obtain that lfp(λX.Σ0 ∪ post(X)) ⊆ P iff Σ0 ⊆ gfp(λX. pre(X)
∩ P ) iff there exists
f for hΣ0 , P i. By (2) and (8), it turns out that I is an inductive
a co-inductive invariant for pre
f for hΣ0 , P i. Also, while
invariant of post for hΣ0 , P i iff I is a co-inductive invariant of pre
lfp(λX.Σ0 ∪ post(X)) is the least, i.e. logically strongest, inductive invariant, we have that
f
gfp(λX. pre(X)
∩ P ) is the greatest, i.e. logically weakest, inductive invariant [1, Theorem 6].
We show how the co-inductive invariant principle (8) applied to the best abstract transition
system T µ̌L = (Σ, µ̌L ◦ postT ) provides exactly the synthesis algorithm by Padon et al. [28,
Algorithm 1]. In order to do this, we first give the following alternative characterization of
the reachable states of T µ̌L .
I Lemma 6.3. lfp(λX.Σ0 ∪ µ̌L (post(X))) = lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X)).
Consequently, lfp(λX.Σ0 ∪ µ̌L (post(X))) ⊆ P ⇔ lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X)) ⊆ P
holds. Since λX. post(µ̌L (X)) ∪ µ̌L (X) is additive, we can apply the co-inductive invariant
principle (8) by considering its adjoint function, which is as follows:
post(µ̌L (X)) ∪ µ̌L (X) ⊆ Y ⇔ post(µ̌L (X)) ⊆ Y ∧ µ̌L (X) ⊆ Y ⇔
f )) ∧ X ⊆ µ̂L (Y ) ⇔ X ⊆ µ̂L (pre(Y
f )) ∩ µ̂L (Y ).
X ⊆ µ̂L (pre(Y
Thus, by Lemma 6.3 and (7), we obtain: lfp(λX.µ̌L (Σ0 ) ∪ µ̌L (post(X))) ⊆ P iff µ̌L (Σ0 ) ⊆
f
f
∩P )) iff Σ0 ⊆ gfp(λX.µ̂L (pre(X)∩X
∩P )), and, in turn, by the abstract
gfp(λX.µ̂L (pre(X)∩X
inductive invariant principle (Lemma 3.2 (a) for ucos) applied to µ̌L ◦ (λX.Σ0 ∪ post(X)) =
λX.µ̌L (Σ0 ) ∪ µ̌L (post(X)) we get:
f
∃φ ∈ L.Σ0 ⊆ φ ∧ post(φ) ⊆ φ ∧ φ ⊆ P ⇔ Σ0 ⊆ gfp(λX.µ̂L (pre(X)
∩ X ∩ P )).
This leads us to use the algorithm introduced by Cousot [1, Algorithm 2] which synthesizes
an inductive invariant by applying Knaster-Tarski theorem to compute the iterates of the
f
greatest fixpoint of λX.µ̂L (pre(X)
∩X ∩ P ) as long as the current iterate I1 contains Σ0 :
Algorithm 1 Co-inductive backward synthesis of abstract inductive invariants.

I1 := Σ;
while Σ0 ⊆ I1 do // Loop invariant: I1 ∈ L
f 1 ) ∩ I1 ∩ P )) then return I1 is an inductive invariant in L;
if (I1 = µ̂L (pre(I
f 1 ) ∩ I1 ∩ P );
I1 := I1 ∩ µ̂L (pre(I
return no inductive invariant in L;
f is computable and, by Lemma 6.1 (b), hµ̂L , ⊆i = hL, ⊆i is a wqo, we immediately
Since, pre
obtain that Algorithm 1 is correct and terminating. Furthermore, if Algorithm 1 outputs an
inductive invariant I1 proving the property P then I1 is the greatest inductive invariant in L
proving P . It turns out that Algorithm 1 exactly coincides with the synthesis algorithm by
Padon et al. [28], which is replicated here as Algorithm 2.
I Theorem 6.4. Algorithm 1 = Algorithm 2.
This shows that Algorithm 2 in [28] for a disjunctive GC-based abstract domain A amounts
f static analysis using the best correct approximations
to a backward (i.e., propagating pre)
in A of the transfer functions, as long as the ordering of A guarantees its termination, e.g.,
because A is well-founded.
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Algorithm 2 Inductive invariant algorithm by [28].

I2 := Σ;
while I2 is not an inductive invariant do // Loop invariant: I2 ∈ L
if Σ0 6⊆ I2 then return no inductive invariant in L;
choose s ∈ Σ as a counterexample to inductiveness of I2 ;
I2 := I2 ∩ Av L (s);
return I2 is an inductive invariant in L;

6.2

Backward and Forward Algorithms

f for termination it requires that the abstract
Algorithm 1 is backward because it applies pre,
domain hµ̌L , ⊆i is DCC and it turns out to be the dual of the forward algorithm AInv provided
by Corollary 3.5 for post and requiring that hµ̌L , ⊆i is ACC. A different gfp-based forward
algorithm can be designed by observing (as in [6, Section 3]) that lfp(λX.Σ0 ∪ post(X)) ⊆ P
iff lfp(λX.¬P ∪ pre(X)) ⊆ ¬Σ0 . Here, the dualization provided by the equivalence (7) yields:
g
lfp(λX.¬P ∪ µ̌L (pre(X))) ⊆ ¬Σ0 ⇔ ¬P ⊆ gfp(λX.µ̂L (post(X)
∩ X ∩ ¬Σ0 ))
and induces the following co-inductive forward algorithm which relies on the state transformer
g and is terminating when hµ̌L , ⊆i is assumed to be DCC:
post
Algorithm 3 Co-inductive forward synthesis of abstract inductive invariants.

I := Σ;
while ¬P ⊆ I do // Loop invariant: I ∈ L
g
if (I = µ̂L (post(I)
∩ I ∩ ¬Σ0 )) then return I is an inductive invariant in L;
g
I := I ∩ µ̂L (post(I)
∩ I ∩ ¬Σ0 );
return no inductive invariant in L;
Furthermore, by dualizing the technique described by Cousot and Cousot [6, Section 4.3]
for post and pre, one could also design a more efficient combined forward/backward synthesis
g steps.
f and forward, by post,
algorithm which simultaneously make backward, by pre,

7

Future Work

As hinted by Monniaux [24], results of undecidability to the question (3) for some abstract
domain A display a foundational trait since they “vindicate” (often years of intense) research
on precise and efficient algorithms for approximate static program analysis on A. To the
best of our knowledge, few undecidability results are available: an undecidability result by
Monniaux [24, Theorem 1] for convex polyhedra [7] and by Fijalkow et al. [12, Theorem 1]
for semilinear sets, i.e. finite unions of convex polyhedra. However, convex polyhedra and
semilinear sets cannot be defined by a Galois connection and therefore do not satisfy our
Assumption 3.1. As future work we plan to investigate whether the abstract inductive invariant
principle could be exploited to provide a reduction of the undecidability of the question (3)
for abstract domains which satisfy Assumption 3.1 and, in view of the characterization of
fixpoint completeness in Section 4.2, for transfer functions which are not fixpoint complete.
We also plan to study whether complete abstractions can play a role in the decidability
result by Hrushovski et al. [16] on the computation of the strongest polynomial invariant
of an affine program. This hard result relies on the Zariski closure, which is continuous
for affine functions and is pointwise complete for the transfer functions of affine programs.
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Thus, fixpoint completeness for affine programs holds, and one could investigate whether
the algorithm in [16] may be viewed as a least fixpoint computation of a best correct
approximation on the Zariski abstraction.
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A

Appendix

A.1

When Safety = Abstract Invariance?

Padon et al. [28, Section 9] in their investigation on the decidability of inferring inductive
invariants state that “Usually completeness for abstract interpretation means that the abstract
domain is precise enough to prove all interesting safety properties, e.g., [15]. In our terms,
this means that safe = inv, that is, that all safe programs have an inductive invariant
expressible in the abstract domain.” As a by-product of the results in Section 4.2, we are able
to give a formal justification and statement of this informal characterization of completeness.
Let F ⊆ C → C be a class of monotonic functions, S ⊆ C be some set of safety properties
and A ⊆ C be an abstract domain of program properties. Let us define:
safe[F, S] , {hf, si ∈ F × S | lfp(f ) ≤C s}
inv[F, S, A] , {hf, si ∈ F × S | ∃a ∈ A. f a ≤C a ∧ a ≤C s}
so that in our model safe[F, S] and inv[F, S, A] play the role of, resp., “safe programs” and
“programs having an inductive invariant expressible in A”. As a consequence of Theorem 4.1,
we derive the following characterization.
I Corollary A.1. Assume that A satisfies Assumption 3.1 for some GI hC, α, γ, Ai.
(a) Assume that S ⊆ A. Then, safe[F, S] = inv[F, S, A] iff ∀f ∈ F.α(lfp(f )) = lfp(αf γ).
(b) safe[F, S] = inv[F, S, A] iff ∀f ∈ F. lfp(f ) = γ(lfp(αf γ)).
Proof. Point (a) follows by Theorem 4.1 (a), since S ⊆ A is assumed to hold. Point (b)
follows by Theorem 4.1 (b).
J
Corollary A.1 therefore provides a precise equivalence of the safe =? inv problem, as
stated by Padon et al. [28], with fixpoint completeness (strong fixpoint completeness, in case
(b)) in abstract interpretation.

A.2

Proofs

Proof of Lemma 3.2. Let us first recall that in a GI, for all a, a0 ∈ A, a ≤A a0 ⇔ γ(a) ≤C
γ(a0 ) holds.
(a) (⇐) We have that:
∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C c0 ⇔

[by F x ≤ x ⇒ lfp(F ) ≤ x]

0

[by GI]

0

[by transitivity]

∃a ∈ A. αf γ(a) ≤A a ∧ γ(a) ≤C c ⇒
∃a ∈ A. lfp(αf γ) ≤A a ∧ γ(a) ≤C c ⇔
∃a ∈ A. γ(lfp(αf γ)) ≤C γ(a) ∧ γ(a) ≤C c ⇒
γ(lfp(αf γ)) ≤C c

[by GC]

0

0

(⇒) Define a , lfp(αf γ) ∈ A. It turns out that αf γ(a) ≤A a so that, by GC, f γ(a) ≤C
γ(a), and, by hypothesis, γ(a) ≤C c0 .
(b) It turns out that:
∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C γ(a0 ) ⇔
γ(lfp(αf γ)) ≤C γ(a0 ) ⇔
lfp(αf γ) ≤A a0

[By Lemma 3.2 (a)]
[by GI]
J
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Proof of Corollary 3.4. By Lemma 3.2 (a), because λx ∈ A.α(c)∨A αf γ(x) = λx ∈ A.α(c∨C
f γ(x)) is the best correct approximation of λx ∈ C.c ∨C f (x).
J
Proof of Corollary 3.5. The hypotheses guarantee that the procedure AInv is a terminating
algorithm, in particular because the sequence of computed iterates i is an ascending chain
in A. If the algorithm AInv outputs i then i = lfp(λa.α(c) ∨A αf γ(a)) ≤A a0 , so that
i = ∧{a ∈ A | α(c) ≤A i, αf γ(i) ≤A i, i ≤A a0 }, that is, i is the least inductive invariant
in A for f and hc, γ(a0 )i. If the algorithm AInv outputs “no abstract inductive invariant
for f and hc, γ(a0 )i” then there exists j ∈ N such that (λa.α(c) ∨A αf γ(a))j (⊥A ) 6≤A a0 , so
that lfp(λa.α(c) ∨A αf γ(a)) 6≤A a0 , that is, there exists no inductive invariant in A for f and
hc, γ(a0 )i.
J
Proof of Theorem 4.1.
(a) (⇒): By Lemma 3.2 (a).
(⇐): Since lfp(f ) ≤C lfp(f ) holds, we have that ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C
lfp(f ). Thus, by Lemma 3.2 (a), γ(lfp(αf γ)) ≤C lfp(f ) follows. On the other hand,
lfp(f ) ≤ γ(lfp(αf γ)) always holds because the pointwise correctness of αf γ implies
α(lfp(f )) ≤A lfp(αf γ), hence, by GC, lfp(f ) ≤ γ(lfp(αf γ)) follows.
(b) (⇒): By Lemma 3.2 (b) because lfp(αf γ) ≤A a0 ⇔ α(lfp(f )) ≤ a0 ⇔ lfp(f ) ≤C γ(a0 ).
(⇐): We consider a0 , α(lfp(f )), so that, lfp(f ) ≤C γ(a0 ) holds and by the equivalence
of the hypothesis, ∃a ∈ A. f γ(a) ≤C γ(a) ∧ γ(a) ≤C γα(lfp(f )) holds. This implies, by
GI, that ∃a ∈ A. αf γ(a) ≤C a ∧ a ≤A α(lfp(f )). By the inductive invariant principle
(1), this implies that (actually, is equivalent to) lfp(αf γ) ≤ α(lfp(f )). Furthermore,
α(lfp(f )) ≤A lfp(αf γ) always holds, therefore proving that α(lfp(f )) = lfp(αf γ).
J
Proof of Lemma 4.2. We have that:
∃a ∈ A.f γ(a) ≤C γ(a) ∧ γ(a) ≤C γα(lfp(f )) ⇔ [by GI]
∃a ∈ A.αf γ(a) ≤A a ∧ a ≤A α(lfp(f )) ⇔ [by (1) for αf γ]
lfp(αf γ) ≤A α(lfp(f )) ⇔ [as α(lfp(f )) ≤A lfp(αf γ)]
α(lfp(f )) = lfp(αf γ)

J

Proof of Lemma 6.1.
(a) If s vL s0 and t ∈ µ̌L ({s}) then t ∈ µ̌L ({s0 }) = ∩{φ ∈ L | s0 ∈ φ}: if φ ∈ L and s0 ∈ φ
then s ∈ φ, so that, since t ∈ µ̌L ({s}), t ∈ φ. Conversely, if µ̌L ({s}) ⊆ µ̌L ({s0 }), φ ∈ L
and s0 ∈ φ, then, since s ∈ µ̌L ({s0 }), s ∈ φ.
(b) By (a), we equivalently prove that h{µ̌L ({s}) | s ∈ Σ}, ⊆i is a wqo iff hL, ⊆i is a wqo.
(⇒): [28, Lemma 4.6] proves hL, ⊆i is well-founded, we additionally show that it does not
contain infinite antichains. By contradiction, assume that {φi }i∈N is an infinite antichain
in hL, ⊆i. Thus, for all i =
6 j, φi 6⊆ φj and φj 6⊆ φi , so that there exist si,j ∈ φi r φj and
sj,i ∈ φj rφi . From sj,i ∈ φj we obtain that µ̌L ({sj,i }) ⊆ µ̌L (φj ) = φj . From si,j 6∈ φj , we
obtain that si,j ∈ µ̌L ({si,j }) 6⊆ φj,i . It turns out that µ̌L ({si,j }) 6⊆ µ̌L ({sj,i }), otherwise
from si,j ∈ µ̌L ({si,j }) ⊆ µ̌L ({sj,i }) ⊆ φj we would obtain the contradiction si,j ∈ φj .
Dually, µ̌L ({sj,i }) 6⊆ µ̌L ({si,j }) holds. Thus, for any i ∈ N, {µ̌L ({si,j }) | j ∈ N, j =
6 i} is
an infinite antichain in h{µ̌L ({s}) | s ∈ Σ}, ⊆i, which is a contradiction.
(⇐): h{µ̌L ({s}) | s ∈ Σ}, ⊆i is trivially a wqo because {µ̌L ({s}) | s ∈ Σ} ⊆ L and L is a
wqo.
(c) Assume that for all s ∈ Σ, Av L (s) ∈ L. Let us show that for all S ∈ ℘(Σ), ∩s∈S Av L (s) =
Av L (S).
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(⊇): Let t ∈ φ for some φ ∈ L such that φ ⊆ ¬S. Then, for all s ∈ S, φ ⊆ Av L (s), so that
t ∈ ∩s∈S Av L (s).
(⊆): Let t ∈ ∩s∈S Av L (s). For all s ∈ S, there exists φs ∈ L such that φs ⊆ ¬{s} and
t ∈ φs . Thus, ∩s∈S φs ∈ L and t ∈ ∩s∈S φs ⊆ ¬S, meaning that t ∈ Av L (S).
Thus, since L is assumed to be closed under arbitrary intersections we obtain that
Av L (S) = ∩s∈S Av L (s) ∈ L. Consider now Φ ⊆ L. Then, Av L (¬(∪Φ)) = ∪{φ ∈ L | φ ⊆
¬¬(∪Φ)} = ∪{φ ∈ L | φ ⊆ ∪Φ} = ∪Φ, so that ∪Φ ∈ L.
Conversely, if L is closed under arbitrary unions then Av L (s) = ∪{φ ∈ L | φ ⊆ ¬{s}} ∈ L.
(d) Since vL is a quasi-order relation, its down-closure δL is an upper closure on h℘(Σ), ⊆i.
By (a), δL (X) = {s ∈ Σ | ∃s0 ∈ X.s vL s0 } = {s ∈ Σ | ∃s0 ∈ X.µ̌L ({s}) ⊆ µ̌L ({s0 })} =
{s ∈ Σ | ∃s0 ∈ X.s ∈ µ̌L ({s0 })} = ∪s∈X µ̌L ({s}). By (c), since L is closed under arbitrary
unions, the upper closure µ̌L is additive, so that ∪s∈X µ̌L ({s}) = µ̌L (∪s∈X {s}) = µ̌L (X),
consequently δL (X) = µ̌L (X). In particular, δL (φ) = φ ⇔ µ̌L (φ) = φ ⇔ φ ∈ L.
(e) By Lemma 6.1 (d), lfp(λX. post(X) ∪ δL (X) ∪ Σ0 ) = lfp(λX. post(X) ∪ µ̌L (X) ∪ Σ0 ). It
turns out that
Σ0 ∪ post(X) ∪ δL (X) ⊆ X ⇔

[by Lemma 6.1 (d)]

Σ0 ∪ post(X) ∪ µ̌L (X) ⊆ X ⇔

[by set theory]

Σ0 ⊆ X ∧ post(X) ⊆ X ∧ µ̌L (X) ⊆ X ⇔

[as µ̌L is a uco]

Σ0 ⊆ X ∧ post(X) ⊆ X ∧ µ̌L (X) = X ⇔

[as µ̌L (X) = X]

Σ0 ⊆ X ∧ post(µ̌L (X)) ⊆ X ∧ µ̌L (X) = X ⇔

[by set theory]

Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X) ⊆ X
Thus, by Knaster-Tarski theorem, lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X)) = lfp(λX.Σ0 ∪
post(X) ∪ δL (X)). We also have that:
Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X) ⊆ X ⇔
Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X) ⊆ X = µ̌L (X) ⇔

[by the equivalences above]
[by set theory]

Σ0 ∪ post(µ̌L (X)) ⊆ X = µ̌L (X) ⇔

[as µ̌L (X) = X]

Σ0 ∪ post(X) ⊆ X = µ̌L (X) ⇔

[as µ̌L is a uco]

µ̌L (Σ0 ∪ post(X)) ⊆ X = µ̌L (X) ⇔

[by set theory]

µ̌L (Σ0 ∪ post(X)) ⊆ X
Thus,
by applying Knaster-Tarski theorem,
lfp(µ̌L (Σ0 ∪ post(X)))
⊆
lfp(λX.Σ0 ∪post(µ̌L (X))∪ µ̌L (X)) follows. Moreover, if F , lfp(µ̌L (Σ0 ∪post(X))), so that
F = µ̌L (F ) = Σ0 ∪ post(F ), then Σ0 ∪ post(µ̌L (F )) ∪ µ̌L (F ) = Σ0 ∪ post(F ) ∪ µ̌L (F ) = F ,
and this implies that lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X)) ⊆ lfp(µ̌L (Σ0 ∪ post(X))). Therefore, lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪ µ̌L (X)) = lfp(µ̌L (Σ0 ∪ post(X))).
J
Proof of Corollary 6.2. It turns out that
lfp(λX.µ̌L (Σ0 ∪ post(X))) ⊆ P ⇔
∃φ ∈ µ̌L (℘(Σ)).Σ0 ∪ post(φ) ⊆ φ ∧ φ ⊆ P ⇔
∃φ ∈ L.Σ0 ⊆ φ ∧ post(φ) ⊆ φ ∧ φ ⊆ P

[by Lemma 3.2 (a) for ucos]
[as µ̌L (℘(Σ)) = L]
J

Proof of Lemma 6.3. The proof of Lemma 6.1 (e) shows that lfp(λX.Σ0 ∪ post(µ̌L (X)) ∪
µ̌L (X)) = lfp(µ̌L (Σ0 ∪ post(X))). Moreover, since µ̌L is additive and µ̌L (Σ0 ) = Σ0 , we also
have that µ̌L (Σ0 ∪ post(X)) = µ̌L (Σ0 ) ∪ µ̌L (post(X)) = Σ0 ∪ µ̌L (post(X)), and this allows
us to conclude.
J
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I Lemma A.2. Let I ∈ L and Σ0 ⊆ I.
f
f
(a) there exists a counterexample to inductiveness of I iff I 6⊆ pre(I)
∩ P iff I 6= µ̂L (pre(I)
∩
I ∩ P ).
f
(b) If s ∈ Σ is a counterexample to inductiveness of I then µ̂L (pre(I)
∩ I ∩ P ) ⊆ Av L (s).
Proof.
(a) Under the assumption that Σ0 ⊆ I, s is a counterexample to inductiveness of I iff
f
(s ∈ I ∧ post(s) 6⊆ I) ∨ s ∈ I ∩ ¬P . Observe that post(s) 6⊆ I iff s 6∈ pre(I),
so that
f
∃s ∈ Σ.s ∈ I ∧post(s) 6⊆ I iff I 6⊆ pre(I).
Hence, ∃s ∈ Σ.(s ∈ I ∧post(s) 6⊆ I)∨s ∈ I ∩¬P
f
iff I 6⊆ pre(I)
∩ P . Also:
f
I = µ̂L (pre(I)
∩ I ∩ P) ⇔

[as I ∈ L]

f
I = µ̂L (I) = µ̂L (pre(I)
∩ I ∩ P) ⇔

f
[as pre(I)
∩ I ∩ P ⊆ I]

f
I = µ̂L (I) ⊆ µ̂L (pre(I)
∩ I ∩ P) ⇔

[as µ̂L is a lco]

f
I = µ̂L (I) ⊆ pre(I)
∩I ∩P ⇔
f
I ⊆ pre(I)
∩P
(b) The proof of point (a) shows that if s ∈ Σ is a counterexample to inductiveness of I
f
f
then s ∈ I and s 6∈ pre(I)
∩ P . Then, pre(I)
∩ P ⊆ ¬{s}, so that, by monotonicity of µ̂L ,
f
f
µ̂L (pre(I)
∩ P ) ⊆ µ̂L (¬{s}) and, in turn, µ̂L (pre(I)
∩ I ∩ P ) ⊆ µ̂L (¬{s}) = Av L (s). J
Proof of Theorem 6.4. Consider the following variation of Algorithm 1:
Algorithm 4 A modification of Algorithm 1.

I4 := Σ;
while Σ0 ⊆ I4 do // Invariant: I4 ∈ L
f 4 ) ∩ P ) = ∅) then return I4 is an inductive invariant in L;
if (I4 r (pre(I
f 4 ) ∩ P );
choose s ∈ I4 r (pre(I
I4 := I4 ∩ µ̂L ({s});
return no inductive invariant in L;
f
Algorithm 1 returns I1 ∈ L iff I1 = gfp(λX.µ̂L (pre(X)
∩ X ∩ P )). In this case, by
Lemma A.2 (a), since Σ0 ⊆ I1 holds, I1 is an (actually, the greatest) inductive invariant in L. Otherwise, Algorithm 1 returns “no inductive invariant in L”. By Lemma A.2 (a),
f 4 ) ∩ P iff I4 = µ̂L (pre(I
f 4 ) ∩ I4 ∩ P ), otherwise it
Algorithm 4 returns I4 ∈ L iff I4 ⊆ pre(I
returns “no inductive invariant in L”. Algorithm 2 returns I2 ∈ L iff I2 is an inductive
invariant, otherwise it returns “no inductive invariant in L”. Let Ikn be the current candidate
invariant of Algorithm k ∈ {1, 2, 4} at its n-th iteration and Ik be the output invariant of
Algorithm k. By Lemma A.2 (b), I1n ⊆ I4n = I2n , so that I1 ⊆ I4 = I2 . Since Ik are fixpoints
f
of λX.µ̂L (pre(X)
∩ X ∩ P ) and I1 is the greatest fixpoint, it turns out that I1 = I4 = I2 . J
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1

Introduction

Security protocols implement secure communication over insecure channels, by using cryptography. Despite underpinning virtually every communication over the internet, new flaws
that compromise security are routinely discovered in deployed protocols. Automatic protocol
verification is highly desirable, but also very challenging: the space of possible attacks is
infinite. Indeed, even under the assumption of perfect cryptography, security properties are
undecidable [21]. The most problematic feature for decidability is the necessity of considering
unboundedly many fresh random numbers, called nonces, to distinguish between various
sessions of the protocol. There has been a proliferation of verification tools [11, 3, 35, 10, 4, 26]
which can be categorised according to the way the undecidability issue is resolved. A first
approach is to only consider a bounded number of sessions, possibly missing attacks. A second
is to over-approximate the protocol’s behaviour by representing nonces with less precision,
possibly reporting spurious attacks. A third is to implement semi-algorithms, accepting that
the tools might never terminate on some protocols.
© Emanuele D’Osualdo and Felix Stutz;
licensed under Creative Commons License CC-BY
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In this paper, we devise a sound and complete analysis, i.e. one that always terminates
with a correct answer, without need for approximations. We obtain this by developing
decision procedures for proving invariants of a rich sub-class of protocols with unbounded
sessions/nonces. An invariant is any property that holds for every reachable configuration. We
introduce depth-bounded protocols, a strict generalisation of the class of [18], and prove that
a class of invariants, called downward-closed, can be effectively represented using expressions
that we call limits. Our core technical results are a decision procedure for limit inclusion and
an algorithm called pd
ost that computes, from a limit L, a finite union of limits that represent
the (infinite) set of configurations reached in one step from L. By using these two components,
we obtain an algorithm to check if a limit is inductive, i.e. pd
ost(L) ⊆ L. An inductive limit
that contains the initial configuration is guaranteed to be an invariant for the protocol. We
show how to use this to prove a number of properties including depth-boundedness itself (a
semantic property), secrecy, and control-state reachability.
We define depth-bounded protocols as a subclass of a variant of the Applied π-calculus [31],
with support for user-defined cryptographic primitives, secure and public channels, stateful
principals, a Dolev-Yao-style intruder [17] supporting modelling of dishonest participants
and leaks of old keys. In particular, our results apply to any set of cryptographic primitives
that satisfy some simple axioms; examples include (a)symmetric encryption, blind signatures,
hashes, XOR. To gain intuition about depth-boundedness, consider the set of messages
Γn = {e(k1 )k2 , e(k2 )k3 , . . . e(kn−1 )kn } which “chains” key k1 to k2 , k2 to k3 and so on,
obtaining an encryption chain of length n. A depth-bounded protocol cannot produce, or
be tricked to produce, such chains of unbounded length. Note that, when computing depth,
we only consider chains that are essential: the set Γn ∪ {kn } for example has depth 1 (for
any n) because it is equivalent to the set {k1 , . . . , kn }. When there is a bound d on the
depth of reachable configurations, we say that the protocol is depth-bounded. We built
a proof-of-concept prototype tool to evaluate the approach, showing that many textbook
protocols fall into the depth-bounded class.
More precisely, bounding depth alone is not enough to obtain decidability [18]: one needs
to bound the size of messages too. For type-compliant protocols [2, 13] message size can
be bounded without excluding any security violation. More generally, for typical protocols
(including all our benchmarks), our inductive invariants can be computed on the size-bounded
model, and then generalised to invariants for the unrestricted version of the protocol.
Our approach has a number of notable properties. First, once a suitable inductive
invariant has been found, it can be provided as a certificate of correctness that can be
independently checked. Second, the search of a suitable invariant can be performed both
automatically (with a trade-off between precision and performance) or interactively. Third,
supporting unbounded nonces makes it possible to reason about properties like susceptibility
to known-plaintext attacks (Section 3.1). Finally, even coarse invariants inferred with our
method can be used to prune the search space of other model checking procedures.
Related work. The pure π-calculus version of depth-boundedness was originally proposed
in [27] and developed in [24, 36, 37]. Our work builds directly on [18], which introduced
depth-boundedness for the special case of secrecy of protocols using symmetric encryption.
We generalise to a strictly more expressive class of primitives and properties, a result that
requires much more sophisticated techniques and yields more powerful algorithms.
Our theory of invariants is framed in terms of ideal completions [22], which, to the best of
our knowledge, has not been instantiated to cryptographic protocols before. Our decidability
proofs introduce substantial new proof techniques to deal with an active intruder while being
parametric on the cryptographic primitives.
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Types [16, 14, 15] can be used to capture and generalise common safe usages of cryptographic primitives, and reduce verification to constraints which can be solved efficiently. We
speculate that our domain of limits and the associated algorithms could be used to define an
expressive class of solvable constraints that could be integrated in type systems.
In [14, 23] two classes of protocols with unbounded nonces are shown to enjoy decidable
verification. They consider a less general calculus ((a)symmetric encryption only, with atomic
keys), different properties (only secrecy [23], trace equivalence [14]), and restrict protocols
using (similar) syntactic conditions, obtaining classes that are orthogonal to ours.
ProVerif [4] and Tamarin [26] are two mature tools with support for a wide range of
cryptographic primitives and expressive properties, and handle unbounded sessions. Both
programs employ semi-algorithms and may diverge on verification tasks. ProVerif is known to
terminate on so-called tagged protocols [6] which are incomparable to depth-bounded protocols.
Tamarin offers an interactive mode when a proof cannot be carried out automatically. To the
best of our knowledge, there is no characterisation for a class of protocols on which Tamarin
is guaranteed to terminate.
Outline. Section 2 introduces the formal model and depth-bounded protocols. Section 3
presents our main theoretical results. In Section 4 we report on experiments with our tool
and discuss limitations. All omitted proofs can be found in the full version of the paper [19].

2

Formal Model

We introduce a variant of the Applied π-calculus as our formal model of protocols. Following
the Dolev-Yao intruder model, we treat cryptographic primitives algebraically. Assume
an enumerable set of names a, b, · · · ∈ N . A signature Σ of constructors, is a finite set of
symbols f with their arity ar(f) ∈ N. The set of messages over Σ is the smallest set MΣ which
contains all names, and is closed under application of constructors. The domain of finite sets of
messages is KΣ := ℘f (MΣ ). We define size(f(M1 , . . . , Mn )) := 1 + max {size(Mi ) | 1 ≤ i ≤ n},
Sn
size(a) := 1, and names(a) := {a}, names(f(M1 , . . . , Mn )) := i=1 names(Mi ). Given
:= {M ∈ MΣ | names(M ) ⊆ X, size(M ) ≤ s}. As is
X ⊆ N and s ∈ N, we define MΣ,X
s
0
standard, Γ, Γ and Γ, M stand for Γ ∪ Γ0 and Γ ∪ {M } respectively.
A substitution is a finite partial function θ : N * MΣ ; we write θ = [M1 /x1 , . . . , Mn /xn ],
~ /~x ], for the substitution with θ(xi ) = Mi for all 1 ≤ i ≤ n. We write M θ
abbreviated with [ M
for the application of substitution θ to the message M , and extend the notation to sets of
messages Γθ := {M θ | M ∈ Γ}. A substitution θ is a renaming of X ⊆ N if it is defined
on X, injective, and with θ(X) ⊆ N .
I Definition 1 (Intruder model). A derivability relation for a signature Σ, is a relation
` ⊆ KΣ × MΣ . The pair I = (Σ, `) is an (effective) intruder model if ` is a (decidable)
derivability relation for Σ, and for all M, N ∈ MΣ , Γ, Γ0 ∈ KΣ , a ∈ N :
M `M
0

(Id)
0

Γ ⊆ Γ ∧ Γ ` M =⇒ Γ ` M

(Mon)

Γ ` M ∧ Γ, M ` N =⇒ Γ ` N
M1 , . . . , Mn ` f(M1 , . . . , Mn )
Γθ ` M θ ⇐⇒ Γ ` M

(Cut)
for every f ∈ Σ with ar(f) = n

for any θ renaming of names(Γ)

Γ, a ` M ∧ a 6∈ names(Γ, M ) =⇒ Γ ` M

(Constr)
(Alpha)
(Relevancy)

The knowledge ordering for I is the relation ≤kn ⊆ KΣ × KΣ such that Γ1 ≤kn Γ2 if and only
if ∀M ∈ MΣ : Γ1 ` M =⇒ Γ2 ` M. We write Γ1 ∼kn Γ2 if Γ1 ≤kn Γ2 and Γ2 ≤kn Γ1 .

CONCUR 2020

31:4

Decidable Inductive Invariants for Cryptographic Protocols Verification

M ∈Γ
Id
Γ`M

Γ`K
Pub
Γ ` p(K)

Γ, (M, N ), M, N ` M 0
Γ, (M, N ) ` M 0

Γ, e(M )K ` K
Γ, e(M )K , M, K ` N
SL
Γ, e(M )K ` N
Γ, a(M )p(K) ` K
Γ, a(M )p(K) , M, K ` N
AL
Γ, a(M )p(K) ` N

Γ`M
Γ`N
PR
Γ ` (M, N )

PL

Γ`M
Γ`K
SR
Γ ` e(M )K
Γ`M
Γ`N
AR
Γ ` a(M )N

Figure 1 Deduction rules for the derivability relation of Ien .

The first three axioms deal exclusively with what it means to be a deduction relation:
what is known can be derived (Id); the more is known the more can be derived (Mon); what
can be derived is known (Cut). The (Constr) axiom ensures the intruder is able to construct
arbitrary messages by composing known messages. The (Alpha) axiom justifies α-renaming
in our calculus. The (Relevancy) axiom allows us to only consider boundedly many nonces
maliciously injected by the intruder, at each step of the protocol.
In the rest of the paper, unless otherwise specified, we fix an arbitrary effective intruder
model I and omit the corresponding superscripts.
I Proposition 2. Given Γ1 , Γ2 ∈ KΣ , Γ1 ≤kn Γ2 if and only if ∀M ∈ Γ1 : Γ2 ` M . As a
consequence, if ` is decidable, so is ≤kn .
Our framework uses the derivability relation as a black box and does not rely on the
way it is specified (e.g. with a rewriting system or a deduction system). It is possible to
formalise as an effective intruder model cryptographic primitives such as XOR, hashes and
blind signatures. We present here, for illustration, a model of (a)symmetric encryption, and
elaborate on extensions in Appendix A. We find it convenient to specify it with a sequent
calculus in the style of [34]. This is an alternative to more intuitive natural-deduction-style
rules, which has the key advantage of being cut-free, while admitting cut. This simplifies
considerably the proofs of properties (e.g. Lemma 21) of the intruder model.
I Example 3 (Model of Encryption). Symmetric and asymmetric encryption can be modelled
using the signature Σen = {(·, ·) , e(·)· , a(·)· , p(·)}, where (M, N ) pairs messages M and N ,
e(M )N represents the message M encrypted with symmetric key N , a(M )N represents the
message M encrypted with asymmetric key N , and p(K) is the public key associated with the
private key K. The intruder model for (a)symmetric encryption is the model Ien = (Σen , `)
where ` is defined by the deduction rules in Figure 1.
I Proposition 4. The model Σen is an effective intruder model.

2.1

A Calculus for Cryptographic Protocols

A common approach to model cryptographic primitives is to consider both constructors
(e.g. encryption) and destructors (e.g. decryption). Here messages only contain constructors,
and “destruction” is represented by pattern matching. Fix a finite signature Q of process
names (ranged over by Q) each of which has a fixed arity ar(Q) ∈ N. A protocol specification
consists of an initial process P and a finite set ∆ of (possibly recursive) definitions of the
form Q[x1 , . . . , xn ] := A, with ar(Q) = n, where the syntax of P and A follows the grammar:
~ ] (process)
P ::= 0 | νx.P | P k P | hM i | Q[ M
A ::= ahM i | a(~x : M ).P | A + A

(action)
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~ 1 ] , chN [ M
~ 0 /~
~ 2 ] , c(~
Q1 [M
x ]i.P1 + A1
Q2 [ M
x : N ).P2 + A2
Comm
~ 1 ] k Q2 [ M
~ 2 ] k C) →∆ ν~a.(hΓi k P1 k P2 [ M
~ 0 /~
ν~a.(hΓi k Q1 [M
x ] k C)
P ≡ P 0 →∆ Q0 ≡ Q
P →∆ Q

Struct

~ ] , chM i.P + A
Q[ M
Γ`c
PubOut
~
ν~a.(hΓi k Q[ M ] k C) →∆ ν~a.(hΓi k hM i k P k C)

~ ] , c(~
~ 0 /~
Q[ M
x : N ).P + A
Γ, ~
y ` N [M
x]
Γ`c
~
y fresh
PubIn
~ ] k C) →∆ ν~a.ν~
~ 0 /~
ν~a.(hΓi k Q[ M
y .(hΓi k h~
yi k P [ M
x ] k C)
Figure 2 Operational semantics.

We use the vector notation ~x = x1 , . . . , xn for lists of pairwise distinct names. In an action
~ ] are called
a(~x : M ).P , we call ~x : M the pattern, and P the continuation; processes Q[ M
process calls. If Γ = {M1 , . . . , Mk } is a finite set of messages, then hΓi := hM1 i k . . . k hMk i.
We define P 0 := 0 and P n+1 := P k P n . For brevity, we assume the special name in is
known to the intruder. The internal action τ , is an abbreviation for in(x : x), for a fresh x.
Processes of the form hM i or Q[~a ] are called sequential. The names ~x are bound in both ν~x.P
and c(~x : M ).P . We denote the set of free names of a term P with fn(P ) and the set of bound
names with bn(P ). As is standard, we require, wlog, that fn(P ) ∩ bn(P ) = ∅. When nesting
restrictions ν~x.ν~y .P , we implicitly assume wlog that ~x and ~y are disjoint. We assume there
is at most one definition for each Q ∈ Q, and that for each definition Q[x1 , . . . , xn ] := A,
fn(A) ⊆ {x1 , . . . , xn }. The set P consists of all processes over an underlying signature Q.
α

Structural congruence. We write = for standard α-equivalence. Structural congruence, ≡,
α
is the smallest congruence relation that includes =, and is associative and commutative with
respect to k and + with 0 as the neutral element, and satisfies the standard laws: νa.0 ≡ 0,
νa.νb.P ≡ νb.νa.P , and P k νa.Q ≡ νa.(P k Q) if a 6∈ fn(P ). Every process P is congruent
to a process in standard form:
~ 1 ] k · · · k Qk [ N
~k ]
ν~x. hM1 i k · · · k hMm i k Q1 [ N



(SF)

where every name in ~x occurs free in some subterm. We write sf(P ) for the standard form
of P , which is unique up to α-equivalence, and associativity and commutativity of parallel.
We abbreviate standard forms with ν~x.(hΓi k Q) where all the active messages are collected
in Γ, and Q is a parallel composition of process calls. Let sf(P ) be the expression (SF), we
Sk ~
define msg(P ) = {M1 , . . . , Mm } ∪ i=1 N
i . Thus msg(P ) is the set of messages appearing
in a term. When m = 0, k = 0, ~x = ∅, the expression (SF) is 0.
Reduction semantics. One can think of standard forms ν~x.(hΓi k Q) as runtime configurations of the protocol. They capture, at a specific point in time, the current relevant names
(which encode nonces/keys/data), the knowledge of the intruder Γ, and the local state of
~ ] represents a single participant in control state Q
each participant. A sequential term Q[ N
~.
with local knowledge of messages N
Principals can communicate through channels; a channel known by the intruder is
considered insecure. An input action over an insecure channel can be fired if the intruder
can produce any message that matches the action’s pattern. An output chM i to an insecure
channel c leaks message M to the intruder, who can decide to forward it angelically to a
corresponding input over c (modelling an honest step) or hijack the communication.
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S[a, b, kas , kbs ] := in(na : (na , b)).νk. he(k)kbs i k e(k)(na ,kas ) k S[a, b, kas , kbs ]



A1 [a, b, kas ] := τ .νna .(h(na , b)i k A2 [a, b, kas , na ] k A1 [a, b, kas ])



A2 [a, b, kas , na ] := in k : e(k)(na ,kas ) .A3 [a, b, kas , k]
A3 [a, b, kas , k] := in(nb : e(nb )k ).he(nb )(k,k) i
B1 [a, b, kbs ] := in(k : e(k)kbs ).νnb . he(nb )k i k B2 [a, b, kbs , nb , k] k B1 [a, b, kbs ]



B2 [a, b, kbs , nb , k] := in(e(nb )(k,k) ).Secret[k]
Figure 3 Formal model of Example 9.

~ ] , A if Q[~x ] := A0 ∈ ∆ and A = A0 [M
~ /~x], up to commutativity and
We write Q[ M
associativity of +. The transition relation →∆ is defined in Figure 2. In Rule PubIn,
~y denotes all fresh names introduced by the intruder in this step. Thanks to (Relevancy),
~ 0 ), since unused names would simply
one can wlog ignore transitions where fn(~y ) 6⊆ fn(M
not contribute to the intruder knowledge. The sets reach∆ (P ) := {Q | P →∗∆ Q} and
traces∆ (P ) := {Q0 · · · Qn | P ≡kn Q0 →∆ · · · →∆ Qn } collect the processes reachable from
P and all the transition sequences from P respectively, given the definitions ∆. We omit ∆
when unambiguous.
α

I Definition 5 (≡kn ). Knowledge congruence, P ≡kn Q, is the smallest congruence that
includes ≡ and such that hΓ1 i ≡kn hΓ2 i if Γ1 ∼kn Γ2 .
Knowledge congruence is also characterised by
α

α

P1 ≡kn P2 ⇐⇒ sf(P1 ) = ν~x.(hΓ1 i k Q) ∧ sf(P2 ) = ν~x.(hΓ2 i k Q) ∧ Γ1 ∼kn Γ2 .
Intuitively, modulo derivability, two processes P ≡kn Q are indistinguishable to the intruder
and to the principals. Formally, if P ≡kn Q then the transitions systems (P, →∆ ) and
(Q, →∆ ) are isomorphic. We thus close the reduction semantics under knowledge congruence:
we add the rule that if P ≡kn P 0 →∆ Q0 ≡kn Q then P →∆ Q.
While knowledge congruence captures when two configurations are essentially the same,
knowledge embedding formalises the notion of “sub-configuration”.
I Definition 6 (Knowledge embedding). The knowledge embedding relation P1 vkn P2 holds
if P1 ≡ ν~x.(hΓ1 i k Q), P2 ≡ ν~x.ν~y .(hΓ2 i k Q k Q0 ) and Γ1 ≤kn Γ2 .
I Proposition 7. P1 ≡kn P2 if and only if P1 vkn P2 and P2 vkn P1 .
I Theorem 8. Knowledge embedding is a simulation, that is, for all P , P 0 and Q, if P → Q
and P vkn P 0 then there is a Q0 such that P 0 → Q0 and Q vkn Q0 .
I Example 9. Consider the following toy protocol, given in Alice&Bob notation, meant to
establish a new session key K between A and B through a trusted server S:
(1) A → S : NA , B
(3) B → A : e(K)(NA ,KAS ) , e(NB )K
(2) S → B : e(K)(NA ,KAS ) , e(K)KBS
(4) A → B : e(NB )(K,K)
Figure 3 shows the protocol formalised in our calculus. Assume the initial state is
P0 = νa, b, kas , kbs .(S[a, b, kas , kbs ] k A1 [a, b, kas ] k B1 [a, b, kbs ] k ha, bi).
Step (1) is initiated by A1 which sends some new name na to the server; since communication is
over an insecure channel, the message is just output without indicating the intended recipient.
The server receives the message (or any message the intruder may decide to forge instead)
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and outputs the fresh key k encrypted with kbs (the long-term key between B and S) and
with the pair (na , kas ) (note the use of non-atomic encryption keys). In the protocol, these
two messages are sent to B but we model step (2) by B1 which just receives the message
relevant to B. The forwarding of e(k)(na ,kas ) from S to A is performed by the intruder
instead of B in the model.
In the last two steps, modelled by B2 and A3 , B sends a nonce nb encrypted with k, to
challenge A to prove she knows k, which she does by sending back e(nb )(k,k) . At this point, B
is convinced that by encrypting messages with k they will be only accessible to A. We model
this by making B2 transition to Secret[k] after a successful challenge. We always assume
the definition Secret[k] := in(k).Leak[k]. A transition to Leak[k] is only possible when the
intruder can derive k so we can check whether the secrecy assertion holds by checking that
no reachable process contains a call to Leak[k].
Notice how A1 and B1 spawn both the continuation of the session and (recursively) a
process ready to start a new session. This creates the possibility of an unbounded number of
sessions, each of which will involve fresh na , nb , and k.
Threat model. Our reduction semantics follows the Dolev-Yao attacker model in representing the intruder’s interference: the intruder mediates every communication over insecure
channels, is able to create new names and analyse and construct messages from all the
messages that have been communicated insecurely so far. Threat models that go beyond
Dolev-Yao include dishonest participants and compromised old session keys. These aspects
are not embedded in the semantics, but can be modelled through the process definitions.
If we wanted to model compromised keys in Example 9, for instance, we could modify
the definition of B2 to B2 [a, b, kbs , nb , k] := in(e(nb )(k,k) ).Secret[k] + in(e(nb )(k,k) ).hki which
makes a non-deterministic choice to declare k a secret, or to consider it as old and reveal it.
I Remark 10 (Implementable patterns). Our calculus represents message deconstruction
(e.g. decryption) with pattern matching. However, general pattern matching is too powerful:
a pattern like in(x, k : e(x)k ) would obtain both the key k and the plaintext x from an
encrypted message! This is only a modelling problem: one should make sure all patterns
can be implemented using the cryptographic primitives. Consider a pattern ~x : M and let
Z = names(M ) \ ~x; the pattern is implementable, if, for all θ : Z * M, we have M θ, Zθ ` y
for all y ∈ ~x.

2.2

Depth-Bounded Protocols

We can now define the class of depth-bounded protocols, a strict generalisation of the notion
in [18]. While the definitions of [18] depend on fixing the intruder to symmetric encryption
only, here we define it fully parametrically to the intruder model.
I Definition 11 (Depth). The nesting of restrictions of a term is given by the function
nestν (Q[~a ]) := nestν (hM i) := nestν (0) := 0, nestν (νx.P ) := 1 + nestν (P ), nestν (P k Q) :=
max(nestν (P ), nestν (Q)). The depth of a term is defined as the minimal nesting of restrictions
in its knowledge congruence class, depth(P ) := min {nestν (Q) | Q ≡kn P }.
I Lemma 12. Every Q is α-equivalent to a process Q0 such that |bn(Q0 )| ≤ nestν (Q).
Consider for example P = νa, b, c.(hai k he(b)a i k he(c)b i k hci) which has nestν (P ) = 3. The
process P is knowledge-congruent to Q = (νa.hai k νb.hbi k νc.hci) which has nestν (Q) = 1;
this gives us depth(P ) = nestν (Q) = 1. Although bn(Q) = {a, b, c}, by α-renaming all
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names to x we obtain Q0 = (νx.hxi k νx.hxi k νx.hxi) which has the property |bn(Q0 )| ≤
nestν (Q) ≤ depth(P ). More generally, Lemma 12 says that processes of depth k can always
be represented using at most k unique names, by reusing names in disjoint scopes.
Let Ss := {P ∈ P | ∀M ∈ msg(P ) : size(M ) ≤ s} be the set of processes containing
messages of size at most s. The set DX
s,k is the set of processes of depth at most k ∈ N, with
free names in X, and messages not exceeding size s:
DX
s,k := {P ∈ Ss | fn(P ) ⊆ X, ∃Q ∈ Ss : Q ≡kn P ∧ nestν (Q) ≤ k}.
When starting from some initial process P0 , every reachable process P has fn(P ) ⊆ fn(P0 )
so X can always be fixed to be fn(P0 ). We therefore omit X from the superscripts to
unclutter notation. The set of processes reachable from P while respecting a size bound s is
the set reachs∆ (P ) := {Q | P · · · Q ∈ traces∆ (P ) ∩ S∗s }.
I Definition 13. For some s, k ∈ N, we say the process P is (s, k)-bounded (w.r.t. a finite
set ∆ of definitions) if reachs∆ (P ) ⊆ Ds,k , i.e. from P only processes of depth at most k can
be reached, in traces respecting the size bound s.
I Example 14. Example 9 is (3, 7)-bounded. We defer the proof of this fact to Section 3.6.
I Example 15 (Encryption Oracle). The definition E[k] := in(x : x).(he(x)k i k E[k]) leads
to unboundedness as soon as the initial process contains E[k] for some k not known to the
intruder, and size bound such that x can match messages of size greater than 1. In such case,
the intruder can inject messages (ci , ci+1 ) for unboundedly many i, where ci are intrudergenerated nonces. Since k is secret, the resulting reachable configurations would contain
“encryption chains” of the form νk.νc1 , . . . , cn .(he(c1 , c2 )k i k he(c2 , c3 )k i k . . . he(cn−1 , cn )k i).
When such chains appear in a set for unboundedly many n ∈ N, the set is not depth-bounded.
This encryption oracle pattern could be considered an anti-pattern because it can be exploited
for a chosen-plaintext attack on the key k. The pattern can be usually modified or constrained
to obtain a bounded protocol. One option is to limit the verification to only consider traces
where x is of size 1.1
The two bounds s and k are very different in nature. For size, we ignore any trace that
involves messages exceeding size s. Then we determine if the depth bound k is respected by
all remaining traces. Ignoring traces exceeding s is acceptable for protocols not susceptible
to type confusion attacks and is achieved in other tools by using typing. Our method can
however be pushed beyond this limitation: In Section 4.1, we show how the results of our
analysis on the traces of bounded message size, can be generalised to results that hold for
the unrestricted set of traces.

3

Ideal Completions for Security Protocols

Our main technical contributions are the proofs needed to show that (s, k)-bounded protocols
form a post-effective ideal completion in the sense of [8]. First we outline the significance
and applications of this result, and then proceed with the proofs.

1

In Tamarin one would obtain this by typing x:fresh.
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Downward-Closed Invariants and Security Properties

Suppose we want to establish that a protocol P fulfils some security requirement. In a typical
proof, one needs to establish many intermediate facts about executions of the protocol. For
example, part of the argument may hinge on some key k being always unknown to the
intruder. This kind of property is an invariant of the protocol: it holds at every step of an
execution. Formally, an invariant of P (under definitions ∆ and size constraint s) is any
set of processes that includes reachs∆ (P ). For example, k is never leaked to the intruder
in executions of the protocol P if the set of processes Sk := {Q | hki 6vkn Q} – i.e. all the
processes where k is not public – is an invariant of P . We will focus here on the class of
vkn -downward-closed invariants. Formally, given a set of processes X, its vkn -downward
closure is the set X↓ := {Q | ∃P ∈ X : Q vkn P }. A set X is vkn -downward closed if X = X↓.
Many properties of interest are naturally downward closed. For example, the set Sk above is
downward-closed as hki 6vkn Q and Q0 vkn Q implies hki 6vkn Q0 .
The problem we need to solve is, then, how to show that a given downward-closed set X
is an invariant for a given protocol. Formally, that corresponds to checking X ⊇ reachs∆ (P )
which, by downward-closure of X, is equivalent to checking X ⊇ reachs∆ (P )↓. To prove
the latter inclusion, our strategy is to find an inductive invariant that includes the initial
state P and that is included in X. Let posts∆ (X) := {Q0 | ∃Q ∈ X, Q → Q0 ∈ Ss } be the
set of processes reachable in one step from processes in X. An invariant X is inductive if
X ⊇ posts∆ (X), which is equivalent to requiring X ⊇ posts∆ (X)↓ if X is downward-closed.
Any inductive invariant that contains the initial process P will include reachs∆ (P ).
To turn this proof strategy into an algorithm, we need three components:
1. a recursively enumerable finite representation of downward-closed sets,
2. a way to decide inclusion between two downward-closed sets, given their representation,
3. an algorithm (called pd
osts∆ ) to compute, given a finite representation of a downward-closed
set D, a finite representation of posts∆ (D)↓.
Unfortunately, downward-closed sets cannot be finitely represented in general, especially
if one considers unbounded sessions/nonces. We will show, however, that we can devise
solutions to all three items above for downward-closed subsets of Ds,k , under a mild restriction
on the intruder model. Solving problems 1 to 3 amounts to proving that Ds,k admits a
post-effective ideal completion in the sense of [22, 8]. This implies that we can decide if
the reachable configurations satisfy any given downward-closed property, by adapting the
enumeration scheme presented in [8].
I Theorem 16. Given a property D ⊆ P, and a protocol P with definitions ∆, we write
P, ∆ |=s D if reachs∆ (P ) ⊆ D. If D ⊆ Ds,k is downward-closed, then P, ∆ |=s D is decidable.
Proof. The algorithm runs two semi-procedures, Prover and Refuter, in parallel. The first
procedure, Prover, enumerates all the downward-closed subsets I of Ds,k . For each I, Prover
checks if
(a) P ∈ I,
(b) I is inductive, by checking pd
osts∆ (I) ⊆ I, and
(c) I ⊆ D.
If we find such a set I, then we have proven reach∆ (P ) ⊆ D, and the overall algorithm can
terminate returning “True”. The second procedure, Refuter, enumerates all Q ∈ reach∆ (P )
and checks if Q 6∈ D, in which case the overall algorithm can terminate returning “False”.
When P, ∆ |=s D holds, then, in the worst case, Prover will eventually consider the finite
representation of reachs∆ (P )↓, which satisfies checks (a) to (c) above. In the case where
P, ∆ |=s D does not hold, Refuter would eventually find a reachable process not in D. In
either case, the algorithm terminates with the correct answer.
J
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The above algorithm can be used to decide the following properties.
Deciding (s, k)-boundedness. The set Ds,k is itself downward-closed, so we can decide if
P is (s, k)-bounded, by deciding P, ∆ |=s Ds,k .
Deciding control-state reachability and secrecy. Control-state reachability asks whether
there is an execution of the protocol which reaches a process containing a process call Q[. . .]
for some given Q. Secrecy can be reduced to control-state reachability by introducing a
definition Secret[m] := in(m).Leak[m] (for a special process identifier Leak with no definition).
In the definition of the protocol one can call Secret[m] to mark some message m as a secret,
and secrecy corresponds to asking control-state (un)reachability for Leak.
If P is (s, k)-bounded, control-state reachability for Q from P , can decided by P, ∆ |=s DQ ,
where DQ is the (downward-closed) subset of Ds,k of processes that do not contain calls to Q.
Notice that, when P is arbitrary, the algorithm checks (s, k)-boundedness and control-state
reachability at the same time.
Absence of misauthentication. A misauthentication happens when a principal a believes
she shares a secret n with b but b believes she shares the secret n with some other entity c. To
check this situation can never arise, we can produce the process Auth[a, b, n] when a believes
to share the secret n with b. Absence of misauthentication can be decided by P, ∆ |=s A
where A = { Q ∈ Ds,k | νa, b, c, n.(Auth[a, b, n] k Auth[b, c, n]) 6vkn Q }.
Susceptibility to known-plaintext attacks. The task of guessing a symmetric key is made
much easier if it is possible for the attacker to have access to an arbitrarily large number of
known nonces encrypted with the same key k. We can model this situation by asking if:
∀n ∈ N : ∃Q ∈ reachs∆ (P ) : Rn vkn Q

where R = νm.(hmi k he(m)k i)

(†)

If (†) holds for P then the intruder does have access to an unbounded supply of known
messages m encrypted with the same key k. Interestingly, the property becomes meaningful only when considering unbounded number of nonces. Condition (†) is equivalent to
reachs∆ (P )↓ ⊇ {Rn | n ∈ N}↓. If we find a downward-closed inductive invariant I for P ,
such that I 6⊇ {Rn | n ∈ N}↓, then we can be sure that (†) does not hold, and P is not
susceptible to known-plaintext attacks on k. We can therefore semi-decide (†) by enumerating
all candidate I. Contrary to the previous algorithms, we are not able to provide a Refuter
procedure (we conjecture the problem is undecidable). We can get a decision procedure if,
instead of unboundedly many plaintext-encrypted pairs we ask whether a sufficiently high,
user-provided number N of such pairs can be produced. The problem can be extended to
cover the case where the known-plaintext can be any message of size at most s.
Notice how, if the protocol is found to satisfy the property, the algorithms above can
output an inductive invariant acting as an independently checkable certificate of correctness.
Although the mentioned security properties alone do not cover the full security requirements,
an effectively presented invariant can provide the foundations to prove further properties.
The algorithm of Theorem 16 relies on expensive enumeration schemes, which are mainly
a theoretical device to prove decidability. In a more practical setting, the candidate invariants
can be supplied by the user and refined interactively, avoiding the need for the enumeration
of Prover, or they can be inferred as we describe in Section 3.6.
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Bounded Processes are Well-Quasi-Ordered

We construct finite representations of downward-closed invariants by making use of the
algebraic structure of the quasi-order (Ds,k , vkn ). A relation v ⊆ S × S over some set S is a
quasi-order (qo) if it is reflexive and transitive. An infinite sequence s0 , s1 , . . . of elements of
S is called good if there are two indexes i < j such that si v sj . A qo (S, v) is called a well
quasi order (wqo) if all its sequences are good.
We prove (Ds,k , vkn ) is a wqo for any intruder model, by showing a correspondence
between processes in Ds,k and finitely-labelled forests of height at most k, which we represent
as nested multisets. The details can be found in the full version of the paper [19].

3.3

Limits and Ideal Decompositions

By exploiting the wqo structure of Ds,k , we can provide a finite representation for its
downward-closed sets. Let (S, v) be a qo. A set D ⊆ S is an ideal if it is downward-closed
and directed, i.e. for all x, y ∈ D there is a z ∈ D such that x v z and y v z. We write Idl(S)
for the set of ideals of S. It is well-known that in a well-quasi-order, every downward-closed
set is equal to a canonical minimal finite union of ideals, its ideal decomposition. To represent
downward-closed sets of Ds,k we will only need to provide finite representations of its ideals.
We represent ideals using limits, which have the same syntax as processes augmented with a
construct -ω to represent an arbitrary number of parallel components.
I Definition 17 (Limits). We call limits the terms L formed according to the grammar:
L 3 L ::= 0 | (R1 k · · · k Rn )

R ::= B | B ω

~ ] | νx.L
B ::= hM i | Q[ M

I Definition 18 (Denotation of limits). The denotation of L is the set JLK := [ L ]↓ where:
[ 0 ] := {0}
~ ] ] := {Q[ M
~ ]}
[ Q[ M
[ hM i ] := {hM i}

[ L1 k L2 ] := {(P1 k P2 ) | P1 ∈ [ L1 ], P2 ∈ [ L2 ]}
S
[ B ω ] := n∈N {(P1 k · · · k Pn ) | ∀i ≤ n : Pi ∈ [ B ]}
[ νx.L ] := {νx.P | P ∈ [ L ]}

We call the processes in JLK instances of L. Define nestν (L) to be as nestν on processes with
the addition of the case nestν (Lω ) := nestν (L). It is easy to check that for each P ∈ JLK,
depth(P ) ≤ nestν (L). We write LX
s,k for the set of limit expressions L with free names in X
that have nestν (L) ≤ k and do not contain messages of size exceeding s. We often omit X
and understand it is a fixed finite set of names.
I Theorem 19. Limits faithfully represent ideals: I ∈ Idl(Ds,k ) ⇐⇒ ∃L ∈ Ls,k : I = JLK.

3.4

Decidability of Inclusion

Now we turn to decidability of inclusion between downward-closed sets. It is well-known
that in a wqo, given the ideal decomposition of two downward-closed sets D1 = I1 ∪ . . . ∪ In
and D2 = J1 ∪ . . . ∪ Jm , we have D1 ⊆ D2 if and only if for all 1 ≤ i ≤ n, there is a
1 ≤ j ≤ m, such that Ii ⊆ Jj . Hence, decidability of ideals inclusion implies decidability of
downward-closed sets inclusion.
We extend structural congruence to limits in the obvious way, with the addition of the
law hM iω ≡ hM i obtaining that L ≡ L0 implies JLK = JL0 K. We can define a standard form
Q
~ i] k
for limits: every limit is structurally congruent to a limit of the form ν~x.(hΓi k i∈I Qi [M
Q
ω
B
)
where
every
name
in
~
x
occurs
free
at
least
once
in
the
scope
of
the
restriction,
and
j∈J j
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L
if L is sequential or 0

L




dL en k dL en if L = L k L
L ⊗ n k L ⊗ n
2
1
2
1
1
2
dLen :=
L ⊗ n :=
0
0 n
0


νx.(L
⊗
n)
νx.(dL
e
)
if
L
=
νx.L






n n
ω
(B ⊗ n)n k B ω
(dBe )

if L = B

if L is sequential or 0
if L = L1 k L2
if L = νx.L0
if L = B ω

Figure 4 The grounding d-en : Ls,k → Ds,k and extension - ⊗ n : Ls,k → Ls,k operations on limits.
α

for all j ∈ J, Bj is also in standard form. When we write sf(L) = ν~x.(hΓi k Q k R) we imply
Q
~ ] (in which case we write |Q|
that Q is a parallel composition of process calls i∈I Qi [M
Q i ω
for |I|) and R is a parallel composition of iterated limits j∈J Bj .
To better manipulate limits, we introduce, in Figure 4, the n-th grounding dLen and the
n-th extension L ⊗ n, of a limit L. Grounding replaces each -ω with -n , with the obvious
property that dLen ∈ JLK. An extension L ⊗ n produces a new limit with each sub-limit B ω
unfolded n times. Note that extension does not alter semantics: JLK = JL ⊗ nK.
The absorption axiom. The decidability proof hinges on a characterisation of inclusion
that requires an additional hypothesis on the intruder model.
I Definition 20 (Absorbing intruder). Fix an intruder model I = (Σ, `). Let ~x and ~y
be two lists of pairwise distinct names, Γ be a finite set of messages, and Γ0 = Γ[~y /~x ].
Moreover, assume that names(Γ) ∩ ~y = ∅. We say I is absorbing if, for all messages M with
names(M ) ⊆ names(Γ), we have that Γ, Γ0 ` M if and only if Γ ` M .
I Lemma 21. Ien is absorbing.
For the rest of the paper, we assume an absorbing intruder model. The absorption axiom has
a technical definition, which becomes
more intuitive if understood in the context of limits
ω
of the form L = ν~x.(hΓi k Q) . Imagine comparing the difference
in knowledge between

1
2
2 α
0
0
0
dLe and dLe : we have sf(dLe ) = ν~x.ν~x .(hΓi k hΓ i k Q k Q ) , where Γ0 = Γ[~x0 /~x ]. The
absorption axiom tells us that if we want to check whether a process ν~x.hM i is embedded
in sf(dLe2 ), we only need to check if M is derivable from Γ and we can ignore Γ0 . In other
words, we only need to check if ν~x.hM i is embedded in dLe1 .
We are now ready to prove our main result: a small model property that shows decidability
of limit inclusion. Let us present the intuition on the simpler problem of deciding inclusion
when one of the limits is a single
ωprocess P , i.e. deciding if P ∈ JLK. Take P = νa, b.(he(a)b i k
A[b]) and L = νx.(hxi k A[x]) . Suppose we replicate the ω twice, obtaining the equivalent
limit L ⊗ 2 ≡ νx0 , x1 .(hx0 i k A[x0 ] k hx1 i k A[x1 ] k L). The idea is that we can match P
against the fixed part of L ⊗ 2:
P ≡kn νx0 , x1 .(he(x0 )x1 i k A[x1 ]) vkn νx0 , x1 .(he(x0 )x1 i k A[x0 ] k A[x1 ])
vkn νx0 , x1 .(hx0 i k hx1 i k A[x0 ] k A[x1 ]) ∈ L ⊗ 2
The first observation is therefore that if we can find some m such that P is embedded in the
fixed part of L ⊗m, we have proven P ∈ JLK. To turn this into an algorithm, we need to prove
that there exists an n so that if we failed to embed P in the fixed part of L⊗m, for any m ≤ n
then P is not going to embed in L ⊗ m0 for every m0 , and therefore P 6∈ JLK. In other words,
we need to know that after some threshold n, there is no point trying with bigger extensions.
Take for example P = νx, y.(B[x, y]||B[y, x]) and L = (νx, y.B[x, y])ω . We can try and embed
P into L⊗2 but we would fail as the fixed part expands to νx0 , y0 .B[x0 , y0 ] k νx1 , y1 .B[x1 , y1 ].
It is easy to see that expanding further would not introduce new patterns in the fixed part
of the limit which would help embed P .
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Theorem 22 formalises the idea for general inclusion between two arbitrary limits L1
and L2 : it proves that the threshold for expansion is the number of fixed restrictions of L1
plus the number of fixed process calls of L1 , plus one; and it makes use of the absorption
axiom to prove the threshold is sound even in the presence of knowledge.
I Theorem 22 (Characterisation of Limits Inclusion). Let L1 and L2 be two limits, with
Q
α
sf(L1 ) = ν~x1 .(hΓ1 i k Q1 k i∈I Biω ), and let n = |~x1 | + |Q1 | + 1. Then:
(
α
sf(L2 ⊗ n) = ν~x1 , ~x2 .(hΓ2 i k Q1 k Q2 k R2 ) and Γ1 ≤kn Γ2
JL1 K ⊆ JL2 K ⇐⇒
Q
JhΓ1 i k i∈I Bi K ⊆ JhΓ2 i k R2 K

(A)
(B)

I Theorem 23. Given L1 , L2 ∈ L it is decidable whether JL1 K ⊆ JL2 K.
Proof. Theorem 22 leads to a recursive algorithm. Given L1 and L2 , one computes sf(L1 ) and
sf(L2 ⊗ n). For every α-renaming that makes condition (A) hold, one checks condition (B)
(recursively). If no renaming makes both true then the inclusion does not hold. In the
recursive case, there are fewer occurrences of ω in the limit on the left, eventually leading to
the case where L1 has no occurrence of ω, and only condition (A) needs to be checked. J
I Example 24 (Limit inclusion). Consider the following two limits:

L1 = νx1 . (νx2 .(he(x2 )x1 i k A[x2 ] k A[x1 ]))ω

L2 = νy1 , y3 . hy3 i k A[y3 ]ω k (νy2 .(hy2 i k A[y2 ]))ω
We prove that JL1 K ⊆ JL2 K by applying the recursive algorithm from Theorem 23. By
Theorem 22, here the threshold for expansion is n = 2, but we will try with n = 1. In case
we succeed, the inclusion holds. If not, we might have to increase n up to 2. This results in

L2 ⊗ 1 = νy1 , y3 . hy3 i k A[y3 ] k A[y3 ]ω k (νy2 .(hy2 i k A[y2 ]))ω k (νy2 .(hy2 i k A[y2 ]))

≡kn νy1 , y22 , y3 . hy3 i k hy22 i k A[y22 ] k A[y3 ] k A[y3 ]ω k (νy2 .(hy2 i k A[y2 ]))ω
To try and match the fixed part of L1 with L2 ⊗ 1, we could α-rename x1 to y1 . This works
for (A) but the remaining goal (B) cannot be shown as it does not hold because we cannot
derive he(x2 )y1 i from the knowledge on the right-hand side:
Jνx2 .(he(x2 )y1 i k A[x2 ] k A[x1 ])K 6⊆ Jhy3 i k he(y22 )y3 i k A[x1 ]ω k (νy2 .(he(y2 )y3 i k A[y2 ]))ω K
Choosing the α-renaming [x1 /y3 ] leaves us instead with:
Jνx2 .(he(x2 )y3 i k A[x2 ] k A[x1 ])K ⊆ Jhy3 i k he(y22 )y3 i k A[x1 ]ω k (νy2 .(he(y2 )y3 i k A[y2 ]))ω K
which holds. It suffices to expand the latter limit by 1 and to choose the renaming [x2 /y2 ].
Then, e(x1 )x2 ≤kn x1 , x2 holds and the process calls match. Note that it is crucial to keep
A[x1 ]ω on the right side.

3.5

Computing Post-Hat

The last result we need is the decidability of a function pd
osts∆ (L) which, given a limit L,
s
returns a finite set of limits {L1 , . . . , Ln } such that post∆ (JLK)↓ = JL1 K ∪ . . . ∪ JLn K. The
challenge is representing all the possible successors of processes in JLK without having to
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L = νa, b, kas , kbs .(ha, bi k A1 [a, b, kas ]ω k B1 [a, b, kbs ]ω k S[a, b, kas , kbs ]ω k Lω
1)
L1 = νna . hna i k A2 [a, b, kas , na ] k Lω
2



L2 = νk. he(k)(a,kas ) i k he(k)(b,kas ) i k he(k)(na ,kas ) i k he(k)kbs i k Secret[k]ω k A3 [a, b, kas , k]ω k Lω
3
L3 = νnb . he(nb )(k,k) i k he(nb )k i k B2 [a, b, kbs , nb , k]





Figure 5 An inductive invariant for Example 9.

enumerate JLK. The key idea hinges again on the absorption axiom: we observe that to
consider all possible process calls that may cause a transition, it is enough to unfold each ω
in L by some bounded number b. Any transition taken from further unfoldings will give rise
to successors that are congruent to some of the ones already considered.
The bound b used in extending a limit, is defined as a function of the process definitions
and the intruder model. The arity of a pattern ~x : M is |~x|. Given a set of definitions ∆,
β(∆) is the maximum arity of patterns in ∆. The function γ(I) returns the maximum arity
of the constructors in the signature of I.
I Definition 25 (d
post). Let b = β(∆) · γ(I)s−1 + 1 and sf(L ⊗ b) = ν~x.(hΓi k Q k R),




pd
osts∆ (L) := ν~y . hΓ0 i k Q0 k R
ν~x. hΓi k Q →∆ ν~y . hΓ0 i k Q0 ∈ Ss .
I Theorem 26. pd
osts∆ (L) = {L1 , . . . , Ln } =⇒ posts∆ (JLK)↓ = JL1 K ∪ . . . ∪ JLn K.

3.6

Algorithmic Aspects

The limit L in Figure 5 represents an inductive invariant for Example 9, under size bound 3.
It can be proven invariant by checking that post
d 3∆ (L) is included in L. Since the initial
process of Example 9, P0 , is in JLK, the invariant certificates that any reachable process is
(3, 7)-bounded (note nestν (L) = 7) and satisfies secrecy. In fact, Lω is also inductive, proving
boundedness and secrecy for any process in (P0 )ω . Since Jνk.(νx.(hx, e(x)k i))ω K 6⊆ JLω K,
Lω provides proof that the protocol is not susceptible to known-plaintext attacks where
arbitrary known nonces are available to the intruder encrypted with the same key.2 The
algorithms for inclusion and pd
ost can be used to check inductiveness given a candidate
invariant such as L. This leaves open the question of how to efficiently generate candidates.
The algorithm of Theorem 16 can in principle be used to enumerate all candidate invariants,
with an impractically high complexity. Luckily, a more directed inference of invariants can be
obtained by a widening operator, in the style of [37]; in fact, the invariant L was automatically
inferred from P0 using the widening of our prototype tool. The basic observation behind
invariant inference, is that from a sequence of transitions P1 →∗ P2 with P1 vkn P2 , one can
deduce that the same sequence can be simulated from P2 (by Theorem 8) obtaining a P3 with
P2 vkn P3 and so on. The embedding between P1 and P2 , is justified by P1 ≡kn ν~x.(hΓ1 i k Q),
P2 ≡kn ν~x.(hΓ1 i k Q k P ); we can extrapolate the difference P and accelerate the sequence of
transitions by constructing the limit ν~x.(hΓ1 i k Q k P ω ). This operation can be extended to
limits. The end product is a finite union of limits which is inductive by construction. This
procedure requires exploration of transitions and many inclusion checks, a costly combination.
To obtain a more practical algorithm, we devised two techniques: inductiveness checks
through “incorporation”, and a coarser widening.
2

The property could be extended to cover composite known-plaintext messages (of some maximum size s),
and the generation of a sufficiently high number N of plaintext-encrypted pair with the same key.
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Table 1 Experimental results. Columns: Inference of invariant fully automatic (f) or interactive (i); Check of inductiveness; Secrecy proved (X), not holding (×), not modelled (◦).
Name
Ex.9
OR
ORl
ORa
ORs

Infer
4.4s
3.4s
25.0s
13.8s
9.8s

f
f
f
i
f

C

S

1.8s X
1.9s ◦
3.5s ×
5.0s ◦
2.0s X

Name
NHS
NHSs
NHSr
KSL
KSLr

Infer
5.0s
6.8s
90.9s
37.0s
200.6s

C

S

Name

f 1.6s ◦
f 1.7s X
i 20.8s ×
f 9.8s X
f 31.4s X

YAH
YAHs1
YAHs2
YAHlk
ARPC

Infer
7.8s
12.3s
8.8s
11.9s
0.5s

C

S

f 2.5s ◦
f 2.6s X
f 2.0s X
i 17.3s X
f 0.1s X

q
y
Consider the inductiveness check post
d s∆ (L) ⊆ JLK implemented by checking that, for
each transition considered by pd
ost the resulting limit L0 is included by L. We observe that
~ ]] and L0 to
L0 and L will share the context of the transition: L can be rewritten to C[Q[ M
~
C[P ] for some P . To prove inclusion of C[P ] in C[Q[ M ]] it is then sufficient to show that P
~ ]]. We call this check an incorporation of P in C. See Appendix D
is embedded in C[Q[ M
for an example. Although incomplete in general, incorporation can prove inductiveness in
many practical examples, in a remarkably faster way.
There are cases, however, where the incorporation check fails on inductive invariants.
Consider for example an inductive invariant represented by the union of two incomparable
limits L1 , L2 . Suppose that for some P ∈ JL1 K there is P 0 with P → P 0 ∈ JL2 K \ JL1 K. Then,
incorporation of P 0 in L1 would fail. To side-step this problem we replace union of limits
with parallel composition: JL1 K ∪ JL2 K ⊆ JL1 k L2 K by downward closure of J-K. Using this
over-approximation, we can try to aim for an inductive invariant which consists of exactly
one limit, and for which the incorporation check suffices. This approximation is incomplete:
some protocols require inductive invariants consisting of unions of incomparable limits.

4

Evaluation

We built a proof-of-concept tool implementing limit inclusion, inductivity check, incorporation
and a coarse widening. Currently, the tool only supports symmetric encryption, but we
plan to add support for asymmetric encryption, signatures and hashing. The source code
and all the test protocol models are available at [20] where we also provide a tutorial-style
explanation of the methodology. We summarise our experiments3 in Table 1. The tool
is instructed to compute, using the widening, an invariant for the provided model, under
given message size assumptions. When an invariant can be found, it represents a proof that
the model is depth-bounded. If the inferred invariant is leak-free, secrecy is also proven.
We model a number of well-known protocols under various threat scenarios (e.g. with or
without leak of old keys): Needham-Schröder (NHS), Otway-Rees (OR), Kehne-SchönwälderLandendörfer (KSL), Yahalom (YAH) and Andrew RPC (ARPC). For any example containing
a problematic encryption oracle pattern (see Example 15) we constrain the input message of
the oracle to be a nonce (message of size 1). With the exception of NHSr, ORa and YAHlk,
all the invariants were obtained fully automatically. For YAHlk we had to combine two
widened limits (the timing is the sum of the time spent computing each limit); for NHSr
and ORa we had to tweak a partially widened limit manually to make it inductive. To
simulate using invariants as correctness certificates, for each example we re-checked them for
inductiveness.

3

Tests run with Python 2.7, z3-solver v4.8, 8GB RAM, Intel CPU i5, on Linux.
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4.1

Limitations

Message size bounds. Bounding message size in the analysis is not always acceptable, as it
may miss type confusion attacks. Such patterns arise, for example, in XOR-based protocols,
where considering only typed runs is not appropriate. This is problematic because in most
practical examples bigger size bounds lead to unboundedness in depth, as illustrated by
Example 15. However, not all is lost: our limits can be extended to provide invariants with
unbounded message size. The idea, detailed in Appendix B, is to first analyse a protocol
with a size bound that ensures depth-boundedness, obtaining an inductive invariant as one
or more limits; then we annotate such limits with “wildcards” (?) on occurrences of names.
A wildcarded name a? stands for an arbitrary message (of arbitrary size). By introducing
the appropriate wildcards, one can obtain an inductive invariant
for the protocol with no
ω
message size bounds. For Example 15, E[k] k νx.he(x)k i is an inductive invariant if we
restrict x to be of size 1. Since x is never inspected , injecting larger terms in it would
ω not
lead to new behaviour. We can therefore generalise the limit to E[k] k νx.he(x? )k i which
is an inductive invariant for the protocol with no size bounds.
Since verification with no size bounds is undecidable, this extension is by necessity
incomplete: there are downward-closed sets that cannot be represented by extended limits.
However, since protocols typically achieve resistance to type confusion attacks by making
sure that messages of the wrong type are discarded by honest principals, this extension is very
effective. In fact, all the size bounds in our benchmarks can be lifted using this technique.
Inherent unboundedness. There are two ways a protocol may fall outside of our class. The
first is when unboundedly many participants in a session form a ring/list topology, like
the recursive protocol of [30, §6]. One can provide a partial solution by using an underapproximate model with a ring/list of fixed size, or an over-approximate model by using
an unbounded star topology. The second way is when the intruder can produce irreducible
encryption chains and the participants would inspect them generating new behaviour. In
such cases not even extended limits can help. We deem this situation unlikely to be desirable
in a realistic protocol.

5

Conclusions and Future Work

We presented a theory of decidable inductive invariants for depth-bounded cryptographic
protocols. We showed how one can infer inductive invariants and evaluated the approach
through a prototype implementation.
From a theoretical perspective, it would be interesting to determine precise complexity
bounds for inclusion, for general intruder models. We can show that vkn is NP-complete for
any intruder model that has polynomially decidable ≤kn [33].
A direction for further improvement is extending the class of supported properties. In particular, we plan to study how invariants can be used to automatically prove diff-equivalence [5]
without bounding sessions/nonces.
Finally, we intend to explore ways in which our invariants can be integrated in existing
tools such as ProVerif and Tamarin. For instance, Tamarin performs a backwards search to
find possible attacks. Our invariants could provide a pruning technique to avoid exploring
paths that are unreachable from the initial state. Similar combinations of forward and
backward search have been shown to improve performance dramatically for analyses of
infinite-state systems such as Petri nets [7].
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Support for Other Cryptographic Primitives

We claim the assumptions we make on the intruder model are mild, and are satisfied by
the symbolic models of many cryptographic primitives. We illustrated the treatment of
(a)symmetric encryption; treatment of hashes and blind signatures is entirely analogous. By
using the sequent calculus formalisation of [34] one can trivially extend our proofs to prove
all these primitives form an effective absorbing intruder.
Supporting XOR requires a bit more analysis on the algebraic properties of the primitives.
We take as reference the model of XOR analysed in [1, 12]. The two constructors ⊕ (of
arity 2) and 0 (of arity 0) are added to the set of constructors. Their algebraic properties
are formalised through a congruence relation:
M1 ⊕ (M2 ⊕ M3 ) ∼
= (M1 ⊕ M2 ) ⊕ M3
M ⊕0∼
=M

M1 ⊕ M2 ∼
= M2 ⊕ M 1
M ⊕M ∼
=0

(1)
(2)

The results of [1, 12] establish that the laws (2) can be always orientated from left
to right. Formally, one can define the rewriting system
with two rules M ⊕ 0
M and M ⊕ M
0; and the congruence ∼
=AC defined by laws (1). Then the relation
∼
∼AC . The set of normal forms
) is terminating, and confluent modulo =
AC := (=AC ◦
∗
M ⇓ := {N | M AC N 6 AC } is then guaranteed to be finite, computable, and such that
M∼
= N ⇐⇒ (M ⇓ ∩ N ⇓) 6= ∅.
We can harmonise the equational theory of XOR with the deduction system of Figure 1
by adding the rules
Γ ` M1
Γ`0

Xor0

Γ ` M2

Γ ` M1 ⊕ M2
Γ, M, M ⇓ ` N
Γ, M ` N

⇓L

Γ, M1 , M2 , M1 ⊕ M2 ` N
XorR

Γ, M1 , M2 ` N
Γ`N

N ∈ M⇓
Γ`M

XorL

⇓R

The deduction system accurately models XOR, even if it uses ⇓ instead of ∼
=: as proven
in [12, Prop. 1], one can always restrict the intruder to manipulate messages in normal form
without loosing expressive power.
We are left to prove that the derivability satisfies the effective absorbing intruder axioms.
Decidability has been proven in [1, 12]. The axioms of Definitions 1 and 20 are easily satisfied
by the same arguments we used for Ien . The proofs of (Relevancy) and absorption make use
of the fact that if N ∈ M ⇓ then fn(N ) ⊆ fn(M ).
We conjecture Diffie-Hellman exponentiation (following the model of e.g. [32]) can be
shown to satisfy our axioms in the same way we treated XOR. The main issue with DiffieHellman, with respect to (Relevancy) and absorption, is the inverses law M ∗ M −1 ∼
= 1: by
using the law from right to left, one can involve arbitrary names in a derivation. This could
be handled in the same way we handle cancellation of XOR, by normalising derivations so
that the law is always applied left to right. We leave the formal development of this remark
as future work.
A delicate point is the bounded message size assumption. With advanced primitives like
XOR it is easier (but not inevitable) to encounter protocols for which it is impossible to
extend the results on the bounded model to the unbounded case.
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B

Towards Unbounded Message Size

The analysis presented in Section 3 considers only traces (and attacks) involving messages
of size smaller than some given bound s. We show here how the results of the analysis
can be generalised to inductive invariants for the full set of traces, with no restriction on
the size. Because of undecidability of the general problem, this generalisation will not be
precise for every protocol: there are protocols for which the most precise generalised limit is
trivial (i.e. does not ensure any non-trivial property of the protocol). For the protocols in
our benchmarks however, one can get precise invariants by generalising the ones inferred by
the tool.
We first introduce the syntax and semantics of generalised limits, and describe how we
can use them to generalise our benchmarks. Finally, although studying how to automate this
generalisation is beyond the scope of this paper, we briefly sketch how pd
ost can be adapted
to work on generalised limits.
Aside: finer size bounds via typing. In our development, we assumed a global size bound s.
To have finer control on the message sizes, as we do in our tool, one can introduce a primitive
form of typing. Assuming wlog that all pattern variables are unique, a typing is a partial
function ty : N * N, assigning to each pattern variable a maximum size for the messages it
can match. A typing induces a typed transition relation →∆,ty which only matches patterns
with subsitutions respecting ty; reachty
∆ (P ) collects all the terms reachable from P through
→∆,ty . A typing ty of P, ∆ is s-bounding if reachty
∆ (P ) ⊆ Ss . One can check if ty is s-bounding
on-the-fly while computing pd
ost.

B.1

Generalised Limits

Recall the “encryption oracle” of Example 15: E[k] = in(x : x).(he(x)k i k E[k]). Without
any restrictions on the pattern variable x, there is no way to prevent the encryption chains
described in Example 15. However,
ω we can use the 2-bounding typing ty = [x 7→ 1], to
obtain the limit E[k] k νm.he(m)k i which is inductive (wrt →∆,ty ) and contains the initial
state E[k]. Since x is never inspected, injecting larger messages in it would not lead to new
behaviour. We represent this arbitrary injection of messages in a limit by introducing a
“wildcard” annotation on occurrences of names a? .
Technically, we duplicate the set of names N to a disjoint set of ?-annotated names
N ? := {a? | a ∈ N }, and we allow messages to contain names from N ] N ? . All the
definitions of this paper can be adapted straightforwardly to support wildcards by simply not
distinguishing between a and a? . To stress the fact that a set of processes/limits contains
annotations, we annotate the set with a wildcard, e.g. L?s,k .
I Definition 27 (Wildcard semantics). Given P ∈ P? , its wildcard semantics is defined as
(
WJP K :=

P

0

 )
~ /~y ? ]
sf(P ) = ν~x.(hΓi k Q), P 0 ≡kn ν~x, ~c. (hΓi k Q)[ M
~ ) ⊆ ~x ∪ ~c
~y ? = names(P ) ∩ N ? , names(M

For L ∈ L?s,k , define WJLK := { WJP K | P ∈ JLK }.
With the help of wildcards, we can then take a limit L, annotate it with wildcards
obtaining a limit L? . Then we can check that the wildcards generalise the limit enough to
make it inductive wrt →∆ (i.e. without restricting the message size):
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(3)

ω
For our encryption oracle example, the annotated limit E[k] k νm.he(m? )k i represents an
inductive invariant for the unrestricted semantics.
For a more realistic application of generalised limits, consider our running Example 9.
The limit of Figure 5 is inductive with respect to the typing ty = [na 7→ 1]. To remove the
size bound we only need to annotate the occurrence of na in L2 obtaining the limit L? :
L? = νa, b, kas , kbs .(ha, bi k A1 [a, b, kas ]ω k B1 [a, b, kbs ]ω k S[a, b, kas , kbs ]ω k Lω
1)

ω
L1 = νna . hna i k A2 [a, b, kas , na ] k L2

L2 = νk. he(k)(n?a ,kas ) i k he(k)kbs i k Secret[k]ω k A3 [a, b, kas , k]ω k Lω
3

L3 = νnb . he(nb )(k,k) i k he(nb )k i k B2 [a, b, kbs , nb , k]
Indeed this generalised limit is inductive: the intruder can
 send any message (M, b) to the
server S[a, b, kas , kbs ] := in(x : (x, b)). . . . e(k)(x,kas ) . . . , which will use it as part of the
encryption key (M, kas ). None of the input patterns of the other processes would however
be able to match the message e(k)(M,kas ) unless M = na ; thus this attack attempt will not
generate new behaviour, and our generalised limit captures all the reachable configurations
without assuming bounds on the size of messages.
Similarly, it is not difficult to annotate the limits of our benchmarks4 so that the
generalised limits satisfy condition (3):
ARPC: There is only one reasonable annotation: (n?x , (k, b)). This is still inductive even
though it can be fed back as we can have a different substitutions for n?x .
KSL: We annotate B2 [a, b, kbb , kbs , n?x , ny ] in L2 and e(nz, (b, n?x , ))kxy in L4 . A knows the
actual nx as it produced it and hence it is still inductive.
KSLr: Additionally to KSL, we annotate e(m?x , my )kxy and B5 [a, b, kbb , kbs , kab , ty , m?x , my ]
in L7 . The new message cannot flow into B3 [−] or D2 [−] as both pattern-match names
on the second position which are different from my . However, due to the wildcard as
parameter which could become my , B4 [−] can produce B5 [−]’s input message. This is
still covered and inductive but does not comply with a normal re-authentification run.
NHS: We annotate e(n? , (b, e(k, a)kbs ))kas in L2 . A can only match on the original n so
it is still inductive.
NHSr: Same annotations as in NHS. Additionally, we annotate e(one, s? )k . in L3 and
hence have to annotate the s in Secret[s? ] as well as Leak[s? ]. This covers all the enabled
transitions and is hence inductive.
NHSs: The same annotation as in NHS works.
OR/ORl: We annotate e(ny , (m? , (a, b)))kbs in L2 . This does not enable any new transition
so it is inductive.
ORs: Same annotation as OR/ORl. But we also have to annotate the key kxy which we
declare as secret which is the difference to ORl and hence does not work here.
ORa: Similar annotation to OR/ORl. Analogously, inductivity is preserved.
YAH: We annotate e(a, (n?a , nb ))kbs in L3 . This can be fed back to B2 [−] and hence we
also annotate e(nb )(n?a ,nb ) in L5 . This is still inductive.
4

For the full limits for each benchmark see [20].
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YAHs1: We annotate as in YAH. The declaration of a secret happens only if A plays
back and hence it is inductive.
YAHs2: Without the size constraint for the key, the invariant obtained for YAHs1 is also
one for YAHs2.
YAHlk: We annotate e(one, s? )k in L4 which represents the case where the key k is leaked.
This annotation covers all newly enabled transitions. In case k is not leaked, there are no
new transitions. Hence, it is inductive.

B.2

Towards Automating Generalisation

Automating the check of condition (3) is beyond the scope of this paper, but we can sketch
how one would approach the problem by adapting our pd
ost definition to work on generalised
limits. The idea is that one can design a computable function post
d ty
∆,? , a “symbolic” version
of pd
ost, and b satisfying:
L?1 b L?2 =⇒ WJL?1 K ⊆ WJL?2 K
?

post(WJL K) ⊆

?
WJd
postty
∆,? (L )K

(4)
(5)

?
?
With these components, one can check (3) by checking pd
ostty
∆,? (L ) b L . Note that (4) is an
implication, and (5) a subset relation: an equivalence would be impossible to achieve due to
undecidability of the general problem; we therefore only require a sound over-approximation.
Designing b requires defining an approximate version of ≤kn which can work on ?-annotated sets of messages. A precise version of this can only be defined on a per-intruder-model
basis. A generic definition of b could simply extend the non-annotated inclusion check with
the axioms x? ≤kn x? and M ≤kn x? .
?
Designing a suitable pd
ostty
∆,? (L ) similarly depends on the choice of intruder-model. One
could, for example, define a symbolic matching function match(Γ? , ~x : N ? ) returning a finite
set of substitutions such that

Γ ` N ? θ ∧ Γ ∈ WJΓ? K =⇒ ∃σ ∈ match(Γ? , ~x : N ? ) : N ? θ ∈ WJN ? σK
and use it in pd
ostty
∆,? to find all symbolic redexes. It is relatively straightforward to define
a match function that is precise enough to check the generalised limits of our benchmarks.
Exploring the design of these symbolic analyses in general is left for future work.

C

Benchmarks

The Needham-Schröder protocol [28] is modelled with and without secrecy (NHS/NHSs).
The NHSr version models leaks of old session keys, which leads to a replay attack (and hence
the invariant is leaky). We provide four models of the Otway-Rees protocol [29]. OR does
not model secrecy and is used to prove the protocol depth-bounded. ORl models secrecy but
the inferred invariant contains a genuine leak, which is the result of a known type-confusion
attack. The attack substitutes a composite message for some input x that is (wrongly)
assumed to be a nonce by a principal. ORa models authentication and the invariant shows
the genuine misauthentication based on this attack. ORs models the same situation with the
assumption that x is of size one; with this assumption the inferred invariant is not leaky.
ARPC models Lowe’s modified BAN concrete ARPC protocol [25] (we model succ(-) with
pairs, i.e. succ((zero, −)) is (one, −)). We modelled the Kehne-Schönwälder-Landendörfer
protocol [25], as modified by Lowe, with (KSLr) and without (KSL) re-authentication.
We produced four models of the Yahalom protocol [9]. Our first model (YAH) does not
model secrecy and is used to establish depth-boundedness. The protocol has a type-confusion
attack (similar to the case of Otway-Rees) which does not lead to a leak of a secret. This is
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modelled in YAHs1. We rule out this type-confusion by adding a size assumption in YAHs2.
YAHlk is a variant where an additional fresh nonce is exchanged at the beginning of each
session, which makes the protocol secret even when old session keys can be leaked, a property
entailed by the inferred invariant.

D

Example of Incorporation


ω 
Consider the limit L = νy. νx.(A[x] k B[y, x]ω )
. To compute pd
ost we consider the limit




ω
L ⊗ 1 = νy. νx.(A[x] k B[y, x] k B[y, x]ω ) k νx.(A[x] k B[y, x]ω )
and assume
A[x] → νz.(A[z] k B[y, z]) k B[y, x] = P.


Then, pd
ost will contain the limit L0 = C[P ] for C[•] = νy. νx.( • k B[y, x] k B[y, x]ω ) k
ω 
νx.(A[x] k B[y, x]ω )
. Since we are trying to prove inclusion between L and L0 = C[P ],
and L is equivalent to L ⊗ 1 = C[A[x]], it seems likely that the inclusion could be proven by
matching C with C in the two limits, and by matching P in L ⊗ 1. Intuitively:

ω 

νy. νx.( A[x] k B[y, x] k B[y, x]ω ) k νx.(A[x] k B[y, x]ω )



ω 
νy. νx.( νz.(A[z] k B[y, z]) k B[y, x] k B[y, x] k B[y, x]ω ) k νx.(A[x] k B[y, x]ω )
where the part in blue is P and the context C is the part in black. The arrows indicate the
sublimits that can be further unfolded to show the inclusion of C[P ].
Formally, we want to check that ∀L0 ∈ post
d s∆ (L) : JL0 K ⊆ JLK. By construction, L0 = C[P ]
~ ]]. Then, if we can find P in the fixed part of
for some context C such that L ⊗ b = C[Q[ M
sf(L ⊗ b), conditions (A) and (B) of Theorem 22 are automatically satisfied because of the
shared context C.
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Introduction

Invariants are one of the most fundamental and useful notions in the quantitative sciences,
appearing in a wide range of contexts, from gauge theory, dynamical systems, and control
theory in physics, mathematics, and engineering to program verification, static analysis,
abstract interpretation, and programming language semantics (among others) in computer
science. In spite of decades of scientific work and progress, automated invariant synthesis
remains a topic of active research, particularly in the fields of computer-aided verification
and program analysis, and plays a central role in methods and tools seeking to establish
correctness properties of computer systems; see, e.g., [8], and particularly Sec. 8 therein.
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In this paper, we consider the task of computing strongest algebraic inductive invariants
for guard-free linear hybrid automata. Hybrid automata are a formalism for describing systems
or processes that combine discrete and continuous evolutions over their state variables (see,
for example, [6]). A hybrid automaton is therefore equipped with a finite set of real-valued
variables, as well as a finite set of control location (or modes). In each location, the variables
evolve in continuous time according to some dynamics. Transitions between control locations
may effect discrete updates (also known as resets) to these variables. A hybrid automaton is
guard-free if the transitions do not have any guards, or preconditions, in order to be fired, and
it is linear if the discrete updates on the variables consist entirely of affine transformations,
and the continuous dynamics within each control location are defined by linear differential
equations.1
An invariant assigns to each control location a fixed set of real values in such a way that
through any trajectory of the hybrid automaton, the values of the variables always remain
within the invariant. The invariant is inductive provided, informally speaking, that it is itself
preserved by the (continuous and discrete) dynamics of the hybrid automaton. Finally, an
invariant is algebraic (or polynomial) if it consists in a collection of varieties (or algebraic
sets), i.e., positive Boolean combination of polynomial equalities. As it happens, the strongest
polynomial invariant (i.e., smallest variety with respect to set inclusion) is obtained by taking
the Zariski closure of the set of reachable configurations in each control location; such an
invariant is always inductive provided that the dynamics are Zariski continuous.
There is a rich history of research into the computation of algebraic invariants for various
classes of (discrete) computer programs; we refer the reader to our recent paper [7] and
references therein. There has also been a substantial amount of work on algebraic invariant
generation for hybrid systems, albeit in more recent years. One of the earliest pieces of
work on this topic is by Rodrígez-Carbonell and Tiwari [15], who consider linear dynamical
systems (i.e., linear hybrid automata with a single discrete location and no transition)
and show how to compute strongest algebraic invariants for these. They then leverage
abstract-interpretation techniques to derive algebraic invariants for linear hybrid automata,
however without guarantees on the strength of the invariants. In [17], Sankaranarayanan et al.
compute algebraic invariants for polynomial hybrid systems directly using constraint solving
over template invariants (without however guaranteeing to obtain the strongest invariant).
In subsequent work, Sankaranarayanan shows how to compute strongest algebraic invariants
up to a fixed degree [16] for the same class of automata. Using different analytic techniques,
Ghorbal and Platzer show in [5] how to compute algebraic invariants and differential invariants
for polynomial hybrid automata; more precisely, they show that it is decidable whether
a collection of algebraic sets forms an algebraic invariant; however they do not provide a
procedure to guarantee that a given invariant is the strongest possible. In fact, while algebraic
invariants for various classes of systems is a well-studied topic (see e.g., [2, 4, 13, 14, 1, 9]
and references therein), as far as we know, none of these papers unconditionally guarantee
the strongest algebraic invariants when applied to hybrid automata.
Main results. Our contributions in the present paper are threefold. First, for the class of
guard-free linear hybrid automata, building on our recently developed invariant-generation
techniques for affine programs [7], we show how to compute strongest algebraic invariants.

1

Following [6], the control locations of hybrid automata can also be equipped with “invariant conditions”
meant to enforce discrete transitions when the continuous variables reach the limit of their allowed range;
however the hybrid automata considered in this paper do not feature any such invariant conditions.
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Our main technical tools come from linear algebra, algebraic geometry, and Diophantine
geometry. Second, we show how one can discretise a guard-free linear hybrid automaton in
such a way that the discretised version has precisely the same algebraic invariants as the
original one; we are not aware of any such result in the extant control-theoretic and cyberphysical systems literature. Third, we show that as soon as equality guards are allowed,
even for the restricted class of linear switching systems, there cannot exist an algorithm for
computing strongest algebraic invariants, thereby establishing clearly a hard theoretical limit
on how far the work presented here can be extended.
We now provide a slightly more detailed overview of our approach and results. Our main
theorem uses an effective reduction from guard-free linear hybrid automata to affine programs
that preserves algebraic invariants. More formally, given a hybrid automaton we show how
to construct a finite (discrete-time) affine program that has the same set of variables and the
same algebraic invariants as the original hybrid automaton. Thus we reduce the problem
of computing strongest algebraic invariants for hybrid automata to the analogous problem
for affine programs. In particular, this allow us to use a result in [7] to compute strongest
algebraic invariants for hybrid automata. In fact, we show a stronger discretisation result
that replaces the continuous dynamics with a finite set of discrete actions, which already
preserves algebraic invariants.
In Section 7 we consider a simple but important class of hybrid systems, with purely
continuous dynamics, called switching systems. A switching system [10] can transition
arbitrarily between modes, but the variables are not reset when changing mode. It is natural
to think of mode switches as being determined by an external controller which provides inputs
to the system. We show that for a switching system, the Zariski closure of the set of reachable
configurations is an irreducible variety. We exploit this feature to give a conceptually simple
algorithm to compute the strongest algebraic invariant of a given switching system.
On the other hand, we consider the problem of computing the strongest algebraic
invariant for switching systems that are augmented with the ability to test variables for
zero on transitions. Here again the dynamics are exclusively continuous. We show that it is
undecidable in general to compute a strongest algebraic invariant for such systems. Roughly
speaking, we prove this result by defining a simulation of an arbitrary Minsky machine C by
a hybrid automaton A, such that we can effectively determine whether the set of reachable
configurations of C is infinite from the strongest algebraic invariant of A.

2
2.1

Examples
Bouncing ball

Consider a ball that bounces on horizontal slabs, as illustrated in Figure 1. The ball is
moving at constant horizontal speed c and is subject to gravity along the vertical axis. We
assume that there is no friction and that collisions are perfectly elastic. We do not want to
make any assumption on the location of the slabs, to obtain the most general system. Thus
from the system’s point of the view, the positions of the slabs are “nondeterministic” and
the slabs can “appear” at any moment.
We fix an arbitrary coordinate system in which the ball starts at position (0, h) with initial
velocities (c, 0). The system is modelled using a single discrete location. There are three
constants c (the horizontal speed), h (the initial height), and g (approximately 9.8ms−2 ).
Technically speaking we could also include m (the mass of the ball), but it will not feature
in the final set of invariants that we derive nor in our differential equations. There are
five variables: t, x, y, vx , and vy , where t is the time variable. The differential equations
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y

x
Figure 1 A ball bouncing on horizontal slabs.

are simply Newton’s laws of motion. There is a single reset with no guards modelling the
action of the ball bouncing on each of the slabs (notably ensuring that the vertical velocity
is instantly inverted). We obtain the hybrid system described in Figure 2a.
Now we come to the invariants. The most obvious is that the horizontal speed is constant:
vx = c, which in turn entails that x = tc. Next, consider an inertial coordinate system moving
horizontally to the right at speed c. In that system energy must be conserved. Initially there
is no kinetic energy, and all the potential energy amounts to mgh (where m is the mass of the
ball). At any subsequent time t, the sum of the kinetic and potential energy must therefore
sum to that value, i.e., 12 mvy2 + mgy = mgh, so vy2 + 2g(y − h) = 0. These must be the only
invariants: the ambient space is 5-dimensional (given that our variables are t, x, y, vx , and
vy ), and the corresponding variety (with 3 equations) is two dimensional. But the system
has indeed exactly two degrees of freedom, since t and vy can be set to arbitrary values
(provided |vy | ≤ gt), and once t and vy are fixed, every other variable is fixed. In summary,
the strongest algebraic invariant is the conjunction of the following three equations:
vx = c,

x = tc,

vy2 + 2g(y − h) = 0.

(1)

One way to obtain the invariants in (1) is to construct an affine program (i.e., a hybrid
system with trivial continuous dynamics) over the same set of locations and variables as the
original hybrid automaton and that moreover has the same algebraic invariants. One can
then apply Theorem 2 to compute a strongest invariant of the latter. In the case at hand,
such an affine program can be obtained by a direct time-discretisation construction in which
the continuous flow of variables is replaced by a self-loop – see Figure 4a – which performs a
simultaneous assignment x := x + vx , y := y + vy − 12 g, vy := vy − g and t := t + 1. Here,
essentially, we have replaced a system of linear differential equations of the form ẋ(t) = Ax(t)
with an analogous system of linear difference equations x(t + 1) = eA x(t); this is sound
because the discrete semigroup {eAn : n ∈ N} is Zariski dense is the semigroup {eAt : t ≥ 0}
(see Proposition 13). Unfortunately, due to the presence of the matrix exponential, this naive
construction in general yields affine programs with transcendental constants, which precludes
applying the algorithm described in Theorem 2. As it happens, in the case at hand, the
matrix eA has rational entries. We refer to Section B of the Appendix for more details of
how the affine program is obtained.

2.2

RC circuit

Consider an RC circuit with a switch, as illustrated in Figure 3. When the switch is on,
the capacitor is connected to a battery and charges. When the switch is off, the capacitor
discharges through the resistor. The battery has constant voltage V , the resistor has
resistance R and the capacitor has capacity C. There are 5 variables: the current I in the
wire between the battery and the switch, the voltages VR and VC across the resistor and
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vy := −vy
open

t := 0
x := 0
y := h

ẋ
ẏ
v̇x
v̇y
ṫ

vx := c
vy := 0

I˙
˙
IR
V̇R
Q̇
V̇C

= vx
= vy
=0
= −g
=1

(a) Bouncing ball.

:= R1 (V −VC )
1
IR := R (V −VC )
VR :=V −VC

closed

I

=0
1
= − RC
IR
1
= − C IR
= IR
= C1 IR

:=0
1
IR :=− R VC
VR :=−VC
I

I˙
˙
IR
V̇R
Q̇
V̇C

1
= − RC
IR
1
= − RC
IR
= − C1 IR
= IR
= C1 IR

(b) RC circuit.

Figure 2 Examples of hybrid systems: (a) bouncing ball, (b) RC circuit.

I

IR

CLOSED
OPEN

V

VR
R

Q
C

VC

Figure 3 An RC circuit with a switch to disconnect the battery.

capacitor respectively, the current IR flowing through the resistor, and finally the charge Q
held by the capacitor. All derivatives are with respect to time, though this time we choose
not to include an explicit variable for the passage of time. There are two discrete locations,
open and closed, corresponding to the two possible positions of the switch. We assume the
switch starts in the open position. When switching from open to closed, all variables but
Q and VC experience a reset. We obtain the hybrid system described in Figure 2b.
In this example, there is one set of invariants per location. In both locations, we clearly
have the invariants associated with the passive components: Q = CVC and VR = RIR . In the
open location, we further have the invariants I = 0 and VR = −VC . On the other hand, in
the closed location, we have I = IR and V = VR + VC . These must be the only invariants:
once Q is fixed, all variables are uniquely determined. In summary, the invariants are
open:
closed:

Q = CVC ,
Q = CVC ,

VR = RIR ,
VR = RIR ,

I = 0,
I = IR ,

VR = −VC ,
VR = V − VC .

The above invariants were obtained by producing an affine program with the same set of
invariants as the hybrid system in Figure 2b, and applying Theorem 2 to compute a strongest
invariant of the latter. However, in this case, the naive discretisation procedure that was
used in Section 2.1 yields transcendental constants (for the reasons described in Section 2.1).
In fact the affine program that we construct, shown in Figure 4b, is the result of applying
the more abstract discretisation procedure that is described in Section 6. The core idea
of the latter procedure is, given a square matrix A with rational coefficients, to produce a
matrix B, with algebraic coefficients, such that the respective semigroups {eAt : t ≥ 0} and
{B n : n ∈ N} have the same Zariski closure (see Proposition 9). The algebraic nature of this
construction makes it more subtle to relate the dynamics of the resulting affine program to
the original hybrid system (we invite the reader to compare the automata shown respectively
in Figures 2b and 4b). We refer to Section B of the Appendix for more details of how the
affine program is obtained.
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I :=I+IR
IR :=2IR

IR :=2IR

vy := −vy
t := 0
x := 0
y := h
vx := c
vy := 0

VR :=RIR +VR

vy := vy − g
t := t + 1

Q :=−RCIR +Q
VC :=−RIR +VC

BALL

:= R1 (V −VC )
1
IR := R (V −VC )
VR :=V −VC
I

:=0
:=− R1 VC
VR :=−VC

VR :=RIR +VR
Q :=−RCIR +Q
VC :=−RIR +VC

I

x := x + vx
y := y + vy − 12 g

IR

OPEN

CLOSED

(a) Affine program modelling a bouncing ball. (b) Affine program modelling an RC circuit.

Figure 4 Time discretisation of the hybrid systems in Figure 2.

3

Mathematical Background

Let K be a field. Given a set X ⊆ Kn , we denote by I(X) the ideal of polynomials in
K[x1 , . . . , xn ] that vanish on X. Given an ideal I ⊆ K[x1 , . . . , xn ], we denote by V (I) ⊆ Kn
the set of common zeroes of the polynomials in I. A set X ⊆ Kn is said to be an affine
variety (also called an algebraic set) if X = V (I) for some ideal I ⊆ K[x1 , . . . , xn ]. By the
Hilbert Basis Theorem, every affine variety can be described as the set of common zeroes of
finitely many polynomials. We identify GLn (K), the set of n × n invertible matrices with
2
entries in K, with the variety {(A, y) ∈ Kn +1 : det(A) · y = 1}.
Given an affine variety X ⊆ Kn , the Zariski topology on X has as closed sets the
subvarieties of X, i.e., those sets A ⊆ X that are themselves affine varieties in Kn . Given an
arbitrary set S ⊆ X, we write S for its closure in the Zariski topology on X.
A set S ⊆ X is irreducible if for all closed subsets A1 , A2 ⊆ X such that S ⊆ A1 ∪ A2
we have either S ⊆ A1 or S ⊆ A2 . It is well known that the Zariski topology on a variety
is Noetherian. In particular, any closed subset A of X can be written as a finite union of
irreducible components, where an irreducible component of A is a maximal irreducible closed
subset of A.
The class of constructible subsets of a variety X is obtained by taking all finite Boolean
combinations (including complementation) of Zariski closed subsets. Suppose that the
underlying field K is algebraically closed. Since the first-order theory of algebraically closed
fields admits quantifier elimination, the constructible subsets of X are exactly the subsets of
X that are first-order definable over K.
A function f : Km → Kn is said to be a polynomial map if there exist polynomials
p1 , . . . , pn ∈ K[x1 , . . . , xm ] such that f (a) = (p1 (a), . . . , pn (a)) for all a ∈ Km . Recall that
polynomial maps are Zariski-continuous and thus f (X ) ⊆ f (X) for a polynomial map f . In
2
2
2
particular matrix multiplication is a Zariski-continuous map Kn × Kn → Kn .
Given a complex variety V ⊆ Cn , the intersection V ∩ Rn , which is a real variety, can
be computed effectively. Indeed if V is represented by the ideal I ⊆ C[x1 , . . . , xn ], then
V ∩ Rn is represented by the ideal generated by {p1 , p2 ∈ R[x1 , . . . , xn ] : p1 + ip2 ∈ I} Given
R
S ⊆ Rn , write S for its real Zariski closure and S for its complex Zariski closure (i.e., we
treat the complex Zariski closure of S ⊆ Rn as the default). It is straightforward to verify
R
that S = S ∩ Rn .

R. Majumdar, J. Ouaknine, A. Pouly, and J. Worrell

4

32:7

Algebraic Invariants for Hybrid Automata

We are concerned with computing strongest algebraic invariants for the subclass of hybrid
automata that has no guards, linear discrete updates, and linear continuous dynamics.
Each location of such an automaton specifies a linear differential equation (x0 = Ax),
and each transition between states (nondeterministic choices are allowed) specifies a linear
transformation (x 7→ Bx). Such a hybrid automaton can be pictured as follows:
B1ij
x 0 = Ai x

...

x 0 = Aj x

Bkij
Formally, such an automaton A in dimension d is a tuple (Q, A, E, T ), where Q is a finite
set of locations, A = {Aq : q ∈ Q} is a family of real d × d matrices, E ⊆ Q × Rd×d × Q is a
set of transitions labelled by real d × d matrices, and {Tq : q ∈ Q} is a family of algebraic
subsets of Rd . Matrix Aq ∈ Rd×d describes the continuous dynamics at location q ∈ Q and
Tq ⊆ Rd is the set of initial states in location q. We assume that the entries of all matrices
are algebraic numbers and that the polynomials defining Tq have algebraic coefficients.
We will consider the subclasses of automata with the following restrictions:
affine programs: Aq = 0 for all q ∈ Q, and E is finite,
constructible affine programs: Aq = 0 for all q ∈ Q, and E is constructible,
switching systems: E = {(p, In , q) : p, q ∈ Q}, i.e., every pair of locations is connected by
an edge that does not update the variables,
linear hybrid automata: E is finite.
In affine programs, variables are only updated on discrete edges: there is no continuous
evolution within locations. At the other end of the spectrum, in switching systems variables
only evolve continuously, and there are no discrete updates. The full class of linear hybrid
automata accommodate both discrete and continuous updates to the variables.
The collecting semantics of A assigns to each location q ∈ Q the set Sq ⊆ Rd of states
that can occur in location q during a run of the automaton, starting from a configuration
(q, a) for some a ∈ Tq . Formally, this the smallest family (with respect to set inclusion) such
that
Sq
Sq
Sq

⊇ Tq
⊇ BSp
⊇ eAq t Sq

for all q ∈ Q,
for all (p, B, q) ∈ E,
for all t ∈ R>0 .

Equivalently, let the operator ΦA : P(Rd )Q → P(Rd )Q be defined by
ΦA (S)


q

= Tq ∪

[
t>0

eAq t Sq ∪

[

BSp .

(p,B,q)∈E

Then S is the least fixed-point of ΦA with respect to set inclusion. Such a least fixed-point
exists because ΦA is monotone.
In general we say that a family of sets {Sq0 }q∈Q , with Sq0 ⊆ Rd is an inductive invariant
if ΦA (S 0 ) ⊆ S 0 , i.e., the family is pre-fixed-point of ΦA . If each set Sq0 is algebraic then we
moreover say that {Sq0 }q∈Q is an inductive algebraic invariant.
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Given P ∈ R[x1 , . . . , xd ], we say that the relation P = 0 holds at location q if P vanishes
on Sq . We are interested in computing at each location q ∈ Q a finite set of polynomials
that generates the ideal Iq := I(Sq ) ⊆ R[x1 , . . . , xd ] of all polynomial relations that hold at
R

location q. The real variety Vq := V (Iq ) = Sq corresponding to Iq is the Zariski closure of
Sq viewed a subset of the affine space Rd .
Note that the collection V (A) := {Vq : q ∈ Q} defines an inductive algebraic invariant.
Inductiveness amounts to the following two claims:
for every edge (p, B, q) ∈ E, we have BVp ⊆ Vq ,
for every q ∈ Q and t ∈ R>0 , we have eAq t Vq ⊆ Vq .
The first point follows from the fact that x 7→ Bx is Zariski-continuous; the second point
likewise follows from the fact that for every t ∈ R>0 the map x 7→ eAq t x is Zariski-continuous.
I Lemma 1. For an automaton A, V (A) is the least fixpoint of the map X 7→ ΦA (X).
Proof. Let S denote the collecting semantics of A, then
V (A) = S

by definition of V (A)

= ΦA (S)

by definition of S

= ΦA (S )

by Zariski-continuity of ΦA

= ΦA (V (A))
thus V (A) is indeed a fixed-point. Conversely, let X be such that X = ΦA (X). Then X is
closed and clearly ΦA (X) ⊆ ΦA (X) = X so it is a pre-fixpoint of ΦA . By virtue of S being
the least (pre-)fixpoint of ΦA we must have S ⊆ X. But then S ⊆ X i.e., V (A) ⊆ X.
J
The discussion above shows that V (A), the Zariski closure of the collecting semantics, is
the least inductive invariant of A. Previously we have shown how to compute the Zariski
closure of the collecting semantics of an affine program:
I Theorem 2 ([7]). There is an algorithm that given a constructible affine program A
computes V (A) = {Vq : q ∈ Q} – the real Zariski closure of its collecting semantics.
Note that this theorem also applies to (finite) affine programs since those are particular
instances of constructible affine programs.
The main result of the current paper extends the above result by accommodating the
continuous dynamics of hybrid automata:
I Theorem 3. There is an algorithm that given a guard-free linear hybrid automaton A
computes {Vq : q ∈ Q} – the real Zariski closure of its collecting semantics.

5

Proof of Theorem 3

The proof of Theorem 3 has two main ingredients. First, in Subsection 5.1, we show how
to compute the Zariski closure of the orbit of a single continuous linear dynamics (i.e., the
continuous evolution in a single state). Then, in Subsection 5.2, we show that computing the
real Zariski closure of the collecting semantics of a linear hybrid automaton can be effectively
reduced to computing the real Zariski closure of the collecting semantics of a constructible
affine program. At this point, we can apply the algorithm from Theorem 2.
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Linear Continuous Dynamics

The first step towards computing Zariski closure in the general case is to be able to handle the
case of one differential equation. Write A for the field of algebraic numbers. Let A ∈ Ad×d
and x0 ∈ Ad , then the solution to x(0) = x0 , x0 (t) = Ax(t) is given by x(t) = eAt x0 . We
are interested in computing the Zariski closure of the orbit {x(t) : t ∈ R>0 }. Since the map
φ : M 7→ M x0 is Zariski-continuous, we have that
{x(t) : t ∈ R>0 } = {eAt x0 : t ∈ R>0 } = φ({eAt : t ∈ R>0 }) = φ({eAt : t ∈ R>0 })

and thus it suffices to compute {eAt : t ∈ R>0 }. Furthermore, let OA := eAt : t ∈ R , which
is a commutative group. We claim that {eAt : t ∈ R>0 } = OA . The left-to-right inclusion is
clear. The converse inclusion comes from the fact that an exponential polynomial (in one
variable), being an analytic function, vanishes over R>0 if and only if it vanishes over R.
Thus it suffices to compute OA .
The following lemma gives a description of the ideal of the variety OA when A is diagonal.
I Lemma 4. Let A = diag(λ1 , . . . , λd ) ∈ Ad×d be a diagonal matrix, then
OA = {diag(z1 , . . . , zd ) : ∀p ∈ I, p(z1 , . . . , zd ) = 0} ,

where I = z a − z b : a − b ∈ L and L = n ∈ Zd : n1 λ1 + · · · + nd λd = 0 . Furthermore,
one can compute a basis for L considered as an abelian group under addition.
Proof. Clearly eAt = diag(eλ1 t , . . . , eλd t ). Since the set of diagonal matrices is closed, then
the closure is of the form
OA = {diag(z1 , . . . , zn ) : p1 (z) = · · · = pk (z) = 0}
for some polynomials p1 , . . . , pk . Thus, the ideal I of the closure is generated by all polynomials
p such that p(eλ1 t , . . . , eλd t ) = 0 for all t ∈ R. Let J be the ideal of all polynomials
xa − xb with a, b ∈ Nd such that λ · a = λ · b. Clearly J ⊆ I since if λ · a = λ · b, then
(eλ1 t )a1 · · · (eλd t )ad − (eλ1 t )b1 · · · (eλd t )bd = e(λ·a)t − e(λ·b)t = 0 for all t ∈ R. Conversely,
Pr
assume by contradiction that p ∈ I \ J and write p =
i=1 bi mi for some bi ∈ A and
monomials m1 , . . . , mr . Further choose p so that r is minimal. For each monomial mi (x) =
xa1 1 · · · xadd , let µi := λ · a. Then we must have µi 6= µj for i 6= j because otherwise
mi − mj ∈ J and p − bi (mi − mj ) ∈ I \ J would have fewer terms than p. Since the
maps t 7→ eµ1 t , . . . , t 7→ eµd t are linearly independent, it follows that b1 = · · · = br = 0
which is contradiction. Thus we must have have I = J. It is immediate to see that J is
generated
by all polynomials xa − xb such that λ · (a − b) = 0, thus it suffices to compute

L = a ∈ Zd : λ · a = 0 , the set of additive relations of λ. Notice that L is an additive
subgroup of Zd and as such must be finitely generated. An upper bound on the size of the
elements of a basis of L can be found in [11] and therefore we can compute a basis for L and
thus J, I and OA .
J
A corollary of this result is that we can compute OA by separating the diagonal and
nilpotent parts of A. The fact that this closure is computable is well known (see, e.g., [15]),
however the particular form of the polynomials determining the Zariski closure is the
important part of Lemma 4 for our purposes. In particular, Lemma 4 is instrumental in
the proof of Proposition 6, which reduces the problem of computing the strongest algebraic
invariants of hybrid automata to the analogous problem for affine programs.
I Proposition 5. There is an algorithm that given A ∈ Ad×d , computes {eAt : t ∈ R>0 }.
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Proof. We can write A = P (D + N )P −1 where P is invertible, D is diagonal, N is nilpotent,
and D and N commute. Notice that OD only consists of diagonal matrices and ON of
unipotent matrices. Since OA is a commutative group, and D and N commute, we have
that OA = P (OD · ON )P −1 , and thus OA = P OD · ON P −1 . All the operations in this
equation are effective thus it suffices to compute OD as explained above, and ON . But
since N is nilpotent, qn (t) := eN t is really a polynomial in N t and thus in t. It follows that
ON = qn (R) = qn (R) = qn (C) which we know how to compute.
J

5.2

From Continuous Dynamics to Constructible Discrete Dynamics

In the previous section, we saw that given a linear continuous system, one can compute
its strongest inductive algebraic invariant. The main obstacle to generalize this approach
to linear hybrid system is the mixture of discrete and continuous dynamics. In particular,
the invariants are not irreducible. The idea to work around this problem is to replace the
continuous evolution of the variables in each location of a hybrid automaton with an infinite
set of discrete transitions. Graphically this corresponds to rewriting the automaton as follows:
{eAt : t ∈ R>0 }
x0 = Ax

x0 = 0

The key point is that this infinite set is very special: it is constructible (and in fact algebraic),
and hence falls into the scope of our previous paper [7].
I Proposition 6. Given a linear hybrid automaton A, one can compute a constructible affine
program A0 that has the same algebraic invariants, i.e., V (A) = V (A0 ).
Proof. The idea is to replace each continuous dynamics x0 = Aq x by a closed (and thus
constructible) set of discrete transitions: {eAq t : t ∈ R>0 }, which we know how to compute
thanks to Proposition 5.
Formally, let A = (Q, A, E, T ) be a linear hybrid automaton. Define the constructible
affine program A0 = (Q, A0 , E 0 , T ) where A0q = 0 for all q ∈ Q and

E 0 = E ∪ (q, X, q) : q ∈ Q, X ∈ OAq

where OA := eAt : t ∈ R>0 . Note that it is constructible because OAq is closed (and thus
constructible).
We will now relate the operators ΦA and ΦA0 . Given X ∈ P(Cd )Q we have
[
ΦA (X)q = Tq ∪ (OAq · Xq ) ∪
BXp
(p,B,q)∈E

[

= Tq ∪ OAq · Xq ∪

BXp

(p,B,q)∈E

= Tq ∪ (OAq · Xq ) ∪

[

BXp

(p,B,q)∈E

= ΦA0 (X)q .
Thus the maps X 7→ ΦA (X) and X 7→ ΦA0 (X) are identical. But, by Lemma 1, V (A) is the
least fixpoint of X 7→ ΦA (X) and V (A0 ) is the least fixpoint of X →
7 ΦA0 (X). We conclude
that V (A0 ) = V (A).
J
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From Continuous Dynamics to Finite Discrete Dynamics

The proof of Theorem 3 used an effective reduction from a linear hybrid automaton to a
constructible affine program with the same set of algebraic invariants. In this section, we
show a stronger result – of independent control-theoretic interest – that one can in fact
reduce a linear hybrid automaton to a finite affine program with the same set of algebraic
invariants. The idea is to replace the continuous evolution of the variables in each location
of a hybrid automaton with a finite set of discrete transitions. Graphically this corresponds
to rewriting the automaton as follows:
. . . Bk

B1
x0 = Ax

x0 = 0

The result is stronger because finite affine programs are also constructible.
Mathematically, the task is as follows: Given A ∈ Ad×d , find B1 , . . . , Bk ∈ Ad×d such
that {eAt : t ∈ R} = hB1 , . . . , Bk i. There is a conceptually simple approach to this problem:
namely for every matrix A ∈ Ad×d and rational number τ we have {eAt : t ∈ R} = heAτ i
(see Section A). But this does not fulfil our desiderata, since it is not possible in general
to find τ ∈ R such that eAτ has exclusively algebraic entries. Nevertheless given A ∈ Ad×d
it is possible to find B ∈ Ad×d such that {eAt : t ∈ R} = hBi. The idea is to construct B
such that there is a correspondence between the set of additive relations satisfied by the
eigenvalues of A and the multiplicative relations satisfied by the eigenvalues of B.
I Proposition 7. Let a1 , . . . , ad ∈ C be algebraic numbers. Then we can compute rational
numbers λ1 , . . . , λd such that a1 n1 + · · · + ad nd = 0 iff λn1 1 · · · λnd d = 1 for all n1 , . . . , nd ∈ Z.
Proof. Let s be the dimension of the Q-vector space spanned by a1 , . . . , ad . By computing a
basis over Q for the number field Q(a1 , . . . , ad ) and the respective rational coordinates of
a1 , . . . , ad with respect to this basis, we obtain an s × d integer matrix A such that for every
integer vector x = (n1 , . . . , nd ) ∈ Zd we have n1 a1 + · · · + nd ad = 0 iff Ax = 0.
Now write A = P BQ, where B is an s × d matrix in Smith normal form
 and P, Q are
unimodular square matrices. Since B has rank s it has the form B = D 0 for D an s × s
diagonal matrix of full rank.
We define positive integers µ1 , . . . , µd as follows. Choose µ1 , . . . , µs to be the first s prime
numbers and let µs+1 = . . . = µd = 1. Write Q = (qij ) and define λi = µq11i · · · µqddi for
i ∈ {1, . . . , d}.
Then for all n1 , . . . , nd ∈ Z we have
λn1 1 · · · λnd d = 1 ⇔

(Qx)1

µ1

(Qx)d

· · · µd

=1

⇔

(Qx)1 = 0, . . . , (Qx)s = 0

⇔

BQx = 0 (since B = D

⇔

P BQx = 0 (since P is invertible)

⇔

Ax = 0

⇔

a1 n1 + · · · + ad nd = 0 .


0 )

J

I Corollary 8. Let D be a d × d diagonal matrix with algebraic entries. Then there exists a
diagonal matrix D0 , of the same dimension and with rational entries, such that heD i = hD0 i.
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Proof. Write D = diag(a1 , . . . , ad ) and let rational numbers λ1 , . . . , λd be chosen as in
Proposition 7, i.e., such that a1 n1 + · · · + ad nd = 0 iff λn1 1 · · · λnd d = 1 for all n1 , . . . , nd ∈ Z.
Define D0 = diag(λ1 , . . . , λd ). By Lemma 4, the ideal of the variety heD i is generated by
z n − z m such that (n1 − m1 )a1 + · · · + (nd − md )ad = 0. On the other hand, it follows
from [3, Lemma 6] that the ideal of the variety hD0 i is generated by z n − z m such that
λ1n1 −m1 · · · λnd d −md = 1. But by construction the additive relations of a are the same as the
multiplicative relations of λ, therefore the ideals are the same. It follows heD i = hD0 i. J
I Proposition 9. Let A ∈ Qd×d be a rational matrix. Then there exists an algebraic matrix
B such that hBi = heA i = {eAt : t ∈ R}.
Proof. Let P be an invertible matrix such that A = P −1 (D + N )P with D = diag(a1 , . . . , ad )
diagonal and N a nilpotent Jordan matrix. By Corollary 8 there exists a rational diagonal matrix D0 such that hD0 i = heD i. We now define B := P −1 (D0 eN )P where D0 = diag(λ1 , . . . , λd ).
Note that eN is a matrix of rational numbers. Then we have:
heA i = P −1 heD eN iP = P −1 heD i · heN iP = P −1 hD0 i · heN iP = P −1 hD0 eN iP = hBi . J
I Proposition 10. Given a linear hybrid automaton A, one can compute a finite affine
program A0 that has the same algebraic invariants, i.e., V (A) = V (A0 ).
Proof. Suppose that A = (Q, A, E, T ). We define A0 = (Q, A0 , E 0 , T ), where A0q = 0 for all
q ∈ Q and
E 0 = E ∪ {(q, Bq , q) : q ∈ Q} ,
with Bq is an algebraic matrix such that heAq i = hBq i for all q ∈ Q. The existence of the
matrices Bq is guaranteed by Proposition 9. In other words, we obtain A0 from A by setting
the derivative of all variables to 0 in every location and by adding a compensatory selfloop
edge to every location.
The reasoning that V (A) = V (A0 ) is entirely analogous to that in the proof of Proposition 6.
J

7

Switching Systems

Finally, we consider the special case of switching systems, that is, hybrid systems in which
every pair of locations is connected by an edge and such that variables are not updated
on discrete edges. It is known that reachability is undecidable even for this restricted
class of systems [12]. We show two results: first, we give a simple algorithm to compute
strongest algebraic invariants for this class, benefitting from the fact that the strongest
algebraic invariant is an irreducible variety (Subsection 7.1); second, we show undecidability
of computing a strongest algebraic invariant if guards are introduced (Subsection 7.2).

7.1

Computing Algebraic Invariants

We compute strongest algebraic invariants for switching systems building on Proposition 5.
I Proposition 11. Algorithm Semigroup-Closure terminates and outputs the Zariski closure
of the sub-semigroup of GLd (C) generated by {eA1 t , . . . , eAk t : t ≥ 0}.
Proof. First note that the effectiveness of Line 2 relies on Proposition 5.
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Procedure Semigroup-Closure(A1 , . . . , Ak ).
1
2
3
4
5
6
7

input : A1 , . . . , Ak ∈ Ad×d
H := {Id }
G1 := {eA1 t : t ≥ 0}; . . . ; Gk := {eAk t : t ≥ 0}
repeat
Hold := H
for i ∈ {1, . . . , k} do
H := H · Gi
until Hold = H
output : H

Now we argue that H in the algorithm is always an irreducible variety. For this it suffices
to show that if X ⊆ GLd (C) is an irreducible variety then so is Y := X · {eAt : t ≥ 0} for any
matrix A ∈ Cd×d . First observe that if X and Z are irreducible sets then so is X · Z , thus is
it enough to show that G = S is irreducible, where S = {eAt : t ≥ 0}. But S is a semigroup,
thus G is a group. This makes G a linear algebraic group, which is therefore irreducible if
and only if it is (Zariski-)connected. But G being the closure of S means it is enough to
show that S is Zariski-connected, and hence enough to show that it is Euclidean-connected.
The latter is trivial since every element of S is path-connected to Id .
Now a strictly increasing chain H1 ⊆ H2 ⊆ · · · of irreducible sub-varieties of GLd (C) has
length at most the dimension of GLd (C), which is d2 . Thus Algorithm Semigroup-Closure
terminates after at most d2 iterations of the outer loop. It is clear that the terminating
value of the algorithm is the Zariski closure of the sub-semigroup of GLd (C) generated by
{eA1 t , . . . , eAk t : t ≥ 0}.
J
Now consider a switching system A = (Q, A, E, T ). Let G be the Zariski closure of the
semigroup generated by the matrices eAq t , for q ∈ Q and t ≥ 0, which can be computed
by Proposition 11. Then V (A) = {Vq : q ∈ Q}, the real Zariski closure of the collecting
S
semantics of A, is such that Vq = G · X ∩ GLd (R) for every q ∈ Q, where X = q∈Q Tq . But
then V (A) is computable from G and T .

7.2

Undecidability for Switching Systems with Guards

Finally, we show that computing the strongest algebraic inductive invariant becomes undecidable if we introduce guards to switching systems. Specifically, we consider switching systems
with no discrete updates on the variables but with equality guards on the discrete mode
changes. For such systems there is a smallest algebraic inductive invariant, which can be
obtained as the (location-wise) intersection of the family of all algebraic inductive invariants.
However, as we show in this section, this invariant is no longer computable. In other words,
in the presence of equality guards the analog of Theorem 3 fails. (We remark also that the
discrete mode changes no longer induce Zariski continuous maps on configurations if there
are equality guards. Hence we cannot necessarily recover the smallest algebraic inductive
invariant as the Zariski closure of the collecting semantics).
I Theorem 12. There is no algorithm that computes the strongest algebraic inductive
invariant for the class of switching systems with equality guards.
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Proof Sketch (see full proof in appendix). The idea is to simulate a 2-counter machine in
such a way that if the machine has an infinite run then the strongest invariant has dimension
2, and otherwise it has dimension 1. Since the dimension of an algebraic set can be effectively
determined; this concludes the sketch.
J
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Time Discretisation

I Proposition 13. For a rational matrix A ∈ Qd×d we have
{eAt : t ∈ R} = heA i .
Proof. Suppose that A is diagonalisable – say A = U −1 DU for some invertible matrix U
and D = diag(a1 , . . . , ad ). It suffices to prove that {eDt : t ∈ R} = heD i.
Consider a multiplicative relationship among the eigenvalues of eD – say
a1 n1
(e ) · · ·(ead )nd = 1, where n1 , . . . , nd ∈ Z. Then a1 n1 + · · · + ad nd ∈ (2πi)Z. But since
a1 , . . . , ad are algebraic numbers, we must in fact have ad nd + · · · + ad nd = 0. It follows that
a1 tn1 + · · · + ad tnd = 0 for all t ∈ R and hence (ea1 t )n1 · · · (ead t )nd = 1 for all t ∈ R, i.e., the
same multiplicative relation also holds among the eigenvalues of eDt .
Since the ideal of all polynomial relations satisfied by heD i is generated by the multiplicative relations satisfied by the eigenvalues of eD , we have that for any t ∈ R, matrix eDt
satisfies all polynomial relations satisfied by heD i. This proves the proposition in case A is
diagonalisable.
Next, suppose that A is nilpotent. The fact that {eAt : t ∈ R} = heA i is already shown
in Section 3.3 of Derksen, Jeandel, and Koiran.
The general case can by handled by reduction to the diagonalisable and nilpotent cases
as in Proposition 5.
J
Proposition 13 crucially relies on thefact that π doesnot appear in the description of A.
Indeed, consider the case 
that A = 2πi ∈ C1×1 . Then eAt : t ∈ R = {z ∈ C : |z| = 1} is
the unit circle. However eAn : n ∈ Z = {1} is a singleton. Such an example is possible
because the map z ∈ C 7→ eAz is not Zariski-continuous in general.

B

Examples

We explain how to discretise the hybrid system in Section 2.1 into a corresponding affine
program. The first step is to get rid of the continuous dynamics entirely. Let X =
(x, y, vx , vy , t, 1) be the state, where we add 1 to make it linear, then the continuous behaviour
can be rewritten as Ẋ = AX. Intuitively, we can replace the continuous dynamics by infinitely
many discrete transitions eAt for t > 0. The key observation (Proposition 13) is that we
can in fact replace this infinite set with just one matrix, eA , without changing the smallest
algebraic invariant of the system. The strongest algebraic invariant is then obtained by our
previous result on affine programs (Theorem 2). In this example, we have




0 0 1 0 0 0
1 0 1 0 0
0
0 1 0 1 0 − 1 g 
0 0 0 1 0 0 



2 




0
0
1
0
0
0

0 0 0 0 0 0 

A=
eA = 
,
.
0 0 0 0 0 −g 
0 0 0 1 0 −g 




0 0 0 0 0 1 
0 0 0 0 1
1 
0 0 0 0 0
1
0 0 0 0 0 0
We can now rephrase the discrete transition X := eA X as x := x + vx , y := y + vy − 12 g,
vy := vy − g and t := t + 1. By construction, this exactly corresponds to a time-discretisation
with 1 unit of time. We then obtain the equivalent, for algebraic invariant, affine program
depicted in Figure 4a. For instance, one can check that (1) is indeed invariant under this
new transition (x0 , y 0 , . . . denotes the value after the transition):
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x0 − t0 c = x + vx − (t + 1)c = x − tc − c + vx = 0
2
vy0

0

since x = tc and vx = c,

2

+ 2g(y − h) = (vy − g) + 2g(y + vy − 21 g − h)
= vy2 + 2g(y − h) = 0.

We next describe how to use the procedure in Section 6 to transform the hybrid system
shown in Figure 2b to the equivalent (with respect to algebraic invariants) affine program in
Figure 4b. Let X = (I, IR , VR , Q, VC ) be the state, then the continuous behaviour in location
OPEN (resp. CLOSED) can be rewritten as Ẋ = AX (resp. Ẋ = BX). We proceed as in
the previous example and replace the continuous dynamics by two discrete transitions eA
and eB . Unfortunately in this case, the resulting matrices




1
0
0 0 0
0
0
0 0 0
1
0
0 − 1
e− RC
0 0 0
0 0 0


RC


1


A
1
− RC


e = 0 (e
A = 0 − C 0 0 0 ,
− 1)R 1 0 0


1
−

0
0 (1 − e RC )RC 0 1 0
1
0 0 0
1
1
0
0 0 0
0 (1 − e− RC )R 0 0 1
C
1

have non-algebraic entries in general. Indeed, since RC is algebraic, e− RC is never algebraic
and this prevents us from computing the strongest algebraic invariant using Theorem 2. We
circumvent this issue by constructing another matrix, call it Â, with algebraic coefficients such
that if we replace eA by Â then the two affine programs have the same algebraic invariants.
We show in Section 6 how to compute such a matrix, which is this example produces




1
0
0 0 0
1
1
0 0 0
0
0
2
0 0 0
2
0 0 0







Â = 0
B̂ = 0
R
1 0 0 ,
R
1 0 0
.
0 −RC 0 1 0
0 −RC 0 1 0
0 −R 0 0 1
0 −R 0 0 1
We then obtain the equivalent, for algebraic invariant, affine program depicted in Figure 4b.
For instance, one can check that the OPEN invariant is indeed invariant by Â:
Q0 − CVC0 = (−RCIR + Q) − C(−RIR + VC ) = Q − CVC = 0
0
VR0 − RIR
= (RIR + VR ) − R(2IR ) = VR − RIR = 0

VR0 + VC0 = (RIR + VR ) + (−RIR + VC ) = VR + VC = 0.

C

Proof of Theorem 12

Recall that a non-deterministic 2-counter machine M consists of two counters C and D and a
list of n instructions. Each instruction increments one of the counters, decrements one of the
counters, or tests one of the counters for zero. After executing a counter update or a successful
test, the machine proceeds nondeterministically to one of two specified instructions. The
machine halts if it executes a test instruction whose condition is false. Given an instruction
i, if j is one of the two possible successors of i then we call the pair (i, j) a transition of M .
Initially M starts with both counters zero and instruction 1 is the first to be executed. A
configuration of M is a triple consisting of the current instruction and the current counter
values. The problem of whether such a machine M can reach infinitely many configurations
from its initial configuration is undecidable.
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Corresponding to such a 2-counter machine M we define a linear hybrid automaton
A = (Q, A, E, q) in dimension 3. We think of A as having continuous variables c, d, t, where
c and d respectively correspond to the counters of M . Each variable has constant derivative
in each location, which is zero unless otherwise specified. For each instruction i of M we
postulate a location qi of A and for each transition (i, j) of M we postulate a location qi,j of
A. Variable t has slope 1 in each location qi and slope −1 in each location qi,j . For every
transition (i, j) of M , automaton A has an edge from qi to qi,j with guard t = 1 and an edge
from qi,j to qj with guard t = 0. Intuitively, if an execution of A correctly simulates a run
of M then A spends one time unit in each location, alternating between locations qi that
correspond to instructions of M and locations qi,j that correspond to transitions of M .
Suppose that the i-th instruction of M performs an incrementation C := C + 1. Then
variable C has slope 1 in location qi . Likewise if the i-th instruction if C := C − 1, then
variable c has slope −1 in location qi . If the i-th instruction of M is the zero test C = 0, then
the edge from location qi to qi,j in A has guard c = 0. There are corresponding constructions
for counter operations and tests on counter D.
This completes the description of A. We now claim that:
1. If M can only reach finitely many configurations from the initial configuration then
V (A) = {Vq : q ∈ Q}, the Zariski closure of the collecting semantics, is an inductive
invariant that has dimension one.
2. If infinitely many configurations are reachable from the initial configuration of M then
the smallest inductive invariant has dimension strictly greater than one.
To prove the claim, note that for each reachable configuration (i, z1 , z2 ) of M , the
collecting semantics Φ(A)qi contains a half-line L containing the point (z1 , z2 , 0), whose
direction is determined by the slopes of the respective variables of A in location qi . The
Zariski closure of L is the affine hull of L, i.e., the corresponding full line containing L.
Crucially, the points added to L to obtain the full line are all predecessors of L under the
flow relation of A. In particular the Zariski closure is inductive: it remains closed under the
transition relation of A. In particular, if M can only reach finitely many configurations, then
the Zariski closure of the collecting semantics consists of finitely many lines in each location
(and so has dimension one) and is moreover an inductive invariant.
Suppose M can reach infinitely many configurations. Since any algebraic inductive
invariant must in particular contain the Zariski closure of the collecting semantics, it follows
that any algebraic inductive invariant must contain infinitely many lines in some location
and thus must have dimension strictly greater than one.
Since the dimension of an algebraic set can be effectively determined, we conclude that it
is not possible to compute the smallest algebraic invariant of a linear hybrid automaton with
equality guards (even with a no discrete updates of the variables).
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Introduction

Reversible computing considers systems that can compute backward, recovering past states,
as well as forward. The studies on reversible computing gained in popularity in the 60’s,
thanks to the observation that only irreversible actions need to produce heat [21]. Beyond
obtaining computing machinery with low heat dissipation, reversible computing found its
application in a wide range of fields, from biochemical modelling [6, 12, 19, 41] to simulation [8],
robotics [34], programming [35, 46, 29] and program debugging [5, 16, 36, 28]. The main
objective of the theoretical computer science community in this research area has been to
provide a foundational understanding of reversibility. Nowadays, in the literature, there is a
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number of formalisms describing different approaches to reversibility with the purpose to
better understand its properties and characteristics, e.g. reversible computation in process
algebras [10, 42, 26], Petri Nets [40, 37], event structures [47], logic circuits [14], etc.
In a sequential system, backward computation is obtained by undoing forward actions
in reverse order of execution, starting from the last one. Undoing a forward action can
be seen as a backward action. In a concurrent setting, where many processes are running
at the same time, identifying the last action is not an easy task, and may sometimes be
impossible. Therefore, alternative approaches have been considered. Here we consider the
causal-consistent approach [10, 42, 27], which focuses on the causality relations between
actions to decide which actions can be undone. Consequently, while designing a reversible
model following the causal-consistent approach, one needs to take care of storing information
on the past of the system, to be able to recover past states, but also causality information,
to know which forward steps can be undone at a given moment. In order to show that
a reversible model follows the causal-consistent approach, a number of properties need to
be proved [10]. The most relevant are the Loop Lemma, showing that each action can be
undone, the Square Lemma, showing that the chosen notion of causality is compatible with
the semantics, and Causal Consistency, showing that the correct information is stored. More
recently [32], Causal Safety and Causal Liveness have also been proposed, stating that an
action can be undone if and only if its consequences, if any, are undone beforehand.
The aim of this paper is to explore how to mechanically obtain a causal-consistent
reversible extension of a given forward-only model. This is in sharp contrast with most of
the reversible models in the concurrency literature, which have been defined manually. An
advantage of building the reversible model in this way is that the properties mentioned before
are satisfied by construction. The only other work we are aware of providing an automatic
technique is [42], which considers process calculi defined in a specific SOS format [43].
Differently from [42], we focus on forward systems defined using a reduction semantics
(Section 2.1). While this is more limited since it does not consider open systems, our
approach can deal with systems that do not fit the model in [42]. This is the case for both
our case studies, namely higher-order π [44] and Core Erlang [7].
Given a forward-only system, we aim at building its uncontrolled [27] causal-consistent
reversible extension. Here with uncontrolled we mean that at any moment both forward
actions and backward actions are possible, and there is no policy on which action to prefer.
Uncontrolled semantics is the basis for a reversible model, on top of which control policies
selecting the actions to be done or undone can be added [11, 24, 2, 25].
Our approach works in two main steps. First, we attach a unique identifier, called key, to
every entity (process, messages, etc.) of the forward system, and then we enrich the model
with memories, where past information is stored (Section 2.2). After defining our method,
we show that the reversible models built using it satisfy the properties of causal-consistent
reversible models discussed above (Section 3). We prove them using a novel approach [32],
which consists in showing that the system satisfies a few basic axioms.
To show the generality of our method, we apply it to two case studies: higher-order
π-calculus [44] (used as a running example) and Core Erlang [7] (Section 4.2). After obtaining
the corresponding reversible models, we show that, while syntactically different, they have
the same behaviour as the ones in the literature [26, 30]. We also show how our approach can
be used to go further than what it is in the literature. As an example, we extend reversible
Core Erlang to also support Core Erlang constructs for remote error handling based on links
(Section 4.3). Such an extension has never been considered in the reversibility literature.
Due to space limitations, further details are in the Appendix while proofs are in [23].
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Our Approach

In this section we formally introduce our approach. We first define the constraints that the
forward-only model we take in input needs to satisfy, and then we describe how to derive the
syntax and semantics of the corresponding causal-consistent reversible model.
To give a better intuition about our approach, we will use as a running example its
instantiation on the asynchronous Higher-Order π-calculus [44].

2.1

Forward model

We assume a forward model equipped with a reduction semantics. The syntax of the forward
model is structured in two levels. The lower level is composed by entities, e.g., processes,
messages and resources, ranged over by P, Q. There are no restrictions on the syntax of the
lower level. The upper level needs to follow the structure below:
N ::= P | opn (N1 , . . . , Nn ) | 0
Essentially, a system is obtained by composing entities using composition operators opn ,
where n is the operator arity. Among the composition operators we assume a binary parallel
composition operator, thus N1 | N2 represents the parallel composition of two systems.
Additionally, 0 represents the empty system. Notably, 0 is not an entity.
Below we recall the syntax of HOπ-calculus and show how it fits in our framework.
I Example 1. The classical syntax of HOπ-calculus [44] is as follows:
P, Q ::= ahP i | a(X) . P | (P | Q) | νa (P ) | X | 0
Process variables are represented with X and channel names with a, b, c. Process ahP i
sends message P over channel a while a(X) . P denotes a process which receives a message
on channel a and replaces it for X inside P . There is no continuation after output since
the calculus is asynchronous. We denote parallel composition with P | Q and its neutral
element with 0. Restriction of name a inside P is written νa (P ). The binders are νa (P )
and a(X) . P , where the scope of name a and variable X is process P . We denote the set of
free names of process P with fn(P ).
In order to fit our framework we need to separate entities from systems. In this case, an
entity is any HOπ process whose topmost operator is neither a parallel composition nor a
restriction nor 0. The syntax of systems is thus as follows
N := P | (N1 | N2 ) | νa (N ) | 0
where parallel composition and 0 are the operators required by our framework and restriction
is an infinite family of unary operators with one instance for each name a.
y
Thanks to the syntax above, a generic system can be represented as a term T [P1 , . . . , Pn ],
where T [•1 , . . . , •n ] is a context with n numbered holes built from composition operators,
possibly including parallel composition, and 0. The term T [P1 , . . . , Pn ] is obtained by
replacing •i with Pi for each i ∈ {1, . . . , n}.
We complement our syntax with a structural congruence, specified by axioms of the form
T [P1 , . . . , Pn ] ≡ T 0 [P10 , . . . , Pn0 ]
and closed under contexts, reflexivity, symmetry and transitivity. As can be seen from the
rule format, structural congruence cannot change the number of entities in a term. Also,
it is understood that Pi and Pi0 refer to the same entity, which can however evolve while
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N ≡ N0
(Scm-Act)

(Scm-Opn)

P1 | . . . | Pn  T [Q1 , . . . , Qm ]

(Eqv)

Ni  Ni0
opn (N0 , . . . , Ni , . . . , Nn ) 

opn (N0 , . . . , Ni0 , . . . , Nn )

N1 ≡ N10

N  N1
0

N 
(Par)

N10
N  N0

N | N1  N 0 | N1

Figure 1 Forward rules structure; Scm- rules are schemas.

preserving its identity. This assumption will become clearer later on, when we introduce keys
(to track the identity) and the causality relation. We assume structural rules ensuring that
parallel composition is associative, commutative, and has 0 as neutral element.
We illustrate below that the structural congruence of HOπ satisfies the requirements.
I Example 2. Sample HOπ structural rules are as follows, the full structural congruence is
in Appendix A.
(Alpha) νa P ≡ νb P {b/a} if b ∈
/ fn(P )
(ResF) (νa P ) | Q ≡ νa (P | Q) if a ∈
/ fn(Q)

(ParC) P | Q ≡ Q | P

Rule (Alpha) is α-conversion. Rule (Alpha) is seen in our framework as an infinite family
of rules (and the same for rule (ResF) for scope extrusion), for each a, P and b satisfying
the side condition. Hence, no side condition is needed in the instance. Note that P on the
left-hand side and P {b/a} on the right-hand side are understood to be the same entity. Rule
(ParC) establishes commutativity of parallel composition as required. It exploits contexts of
the form •1 | •2 and •2 | •1 .
y
The reduction semantics of the forward model needs to have the format described in
Figure 1, which includes two rules ((Par) and (Eqv)), which need to belong to the semantics,
and two schemas ((Scm-Act) and (Scm-Opn)). The semantics can contain any number of
instances of the schemas (possibly an infinite number), obtained by replacing all placeholders
with terms of the corresponding category (e.g., P1 with an entity, T with a context, and
so on). One may notice that rule (Par) is an instance of schema (Scm-Opn): this means
that such an instance is required. Anyway, being an instance, we do not need to deal with it
explicitly in the following.
Rule schema (Scm-Act) allows one to specify interactions between entities. It is
understood that such an interaction consumes the entities P1 , . . . , Pn and produces the
entities Q1 , . . . , Qm . This intuition will be captured by keys and the causality relation. The
created entities are composed in a term T [Q1 , . . . , Qm ], where T is a context built from
composition operators. Rules in this schema, together with rule (Par), allowing a system
to execute inside a parallel composition, define the behaviour of parallel composition. The
behaviour of other operators is described by rule schema (Scm-Opn). Notably, this schema
allows a single entity to execute at each step. Rule (Eqv) allows one to exploit structural
congruence.
We see below how the rule for communication of HOπ fits the format given in Figure 1.
The full semantics of HOπ and the explanation of how it fits the format is in Appendix A.

I. Lanese and D. Medić

33:5

I Example 3. The communication rule (Act) of HOπ, where process Q is received and
bound to variable X, is defined as:
(Act)

ahQi | a(X) . P  P {Q/X}

Rule (Act) can be seen as an infinite family of rules fitting schema (Scm-Act). Notice that
the number of entities in the resulting process may vary, e.g., in:
ahνb (bhP i | b(Y ) . Y | chQi)i | a(X) . X  νb (bhP i | b(Y ) . Y | chQi)
the resulting process has three entities bhP i, b(Y ) . Y and chQi, composed using a context
T = νb (•1 | •2 | •3 ).
y
I Example 4. The CCS reduction a.P + Q|!a.R CCS P |!a.R|R, where the output a
synchronises with the replicated input !a and Q is discarded, can be seen as an instance of
schema (Scm-Act) as well. Indeed, the two parallel entities a.P + Q and !a.R interact to
produce the three entities P , !a.R and R on the right-hand side (assuming P and R to be
single entities).
y

2.2

Definition of the Reversible System

In order to define the causal-consistent reversible extension of a given system, one first needs
to extend the forward semantics so to keep track of past states. This information will be
used by the backward semantics. In particular, we use unique keys to distinguish identical
entities which have different history, and memories to recall parts of the system which have
been changed by a computational step. More in detail, each entity of a system is labelled
with its unique key. Also, each step of the system produces a memory allowing one to undo
it. We refer to systems extended with keys and memories as configurations.
I Definition 5. The syntax of configurations R is defined by the following grammar:
R ::= k : P | opn (R1 , . . . , Rn ) | 0 | [R ; C]

C ::= T [k1 : •1 , . . . , km : •m ]

where operators opn are the same as in the forward system and T is a context composed of
operators opn and 0. Also, •i are numbered holes, to be filled by the processes with keys ki .
Intuitively, a memory µ = [R ; C] is composed of the configuration R which gave rise to the
forward step and the context C of the configuration resulting from it.
I Example 6. The syntax of the reversible HOπ-calculus is defined as:
R ::= k : P | (R1 | R2 ) | νa (R) | 0 | [R ; C]
where entities P are as in the underlying calculus and a unique key k is attached to each
of them. Note that now parallel composition and restriction operators are applied to
configurations. Finally, memories are also part of the syntax.
y
We now define the structural congruence and the forward and backward operational
semantics for the reversible system. As in the original model, we can represent a reversible
system as T [k1 : P1 , . . . , kn : Pn ], where T is a context built from operators opn and 0. The
main difference w.r.t. the original calculus is that now each entity is labelled with its key.
We have one structural rule for each structural rule of the original semantics, with the same
context T , but now entities are labelled with keys, and keys on both sides are the same.
T [k1 : P1 , . . . , kn : Pn ] ≡ T 0 [k1 : P10 , . . . , kn : Pn0 ]
We define below the function key(·) that computes the set of keys in a configuration R:
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(F-Scm-Act)

P1 | . . . | Pn  T [Q1 , . . . , Qm ]

j1 , . . . , jm are fresh keys

k1 : P1 | . . . | kn : Pn  T [j1 : Q1 , . . . , jm : Qm ] | [k1 : P1 | . . . | kn : Pn ; T [j1 : •1 , . . . , jm : •m ]]

(F-Scm-Opn)

Ri  Ri0

(key(Ri0 ) \ key(Ri )) ∩ (key(R0 , . . . , Ri−1 , Ri+1 , . . . , Rn ) = ∅
opn (R0 , . . . , Ri , . . . , Rn )  opn (R0 , . . . , Ri0 , . . . , Rn )
R ≡ R0
(F-Eqv)

R  R1
0

R 

R1 ≡ R10

R10

Figure 2 Forward rules of the uncontrolled reversible semantics.

(B-Scm-Act)

(B-Scm-Opn)

µ = [k1 : P1 | . . . | kn : Pn ; T [j1 : •1 , . . . , jm : •m ]]
T [j1 : Q1 , . . . , jm : Qm ] | µ
k1 : P1 | . . . | kn : Pn

Ri0
0
opn (R0 , . . . , Ri , . . . , Rn )

R ≡ R0 R

Ri
opn (R0 , . . . , Ri , . . . , Rn )

(B-Eqv)

R

R1 R1 ≡ R10
0

R10

Figure 3 Backward rules of the uncontrolled reversible semantics.

I Definition 7. The set of keys of a configuration R, written as key(R), is defined as:
key(k : P ) = {k}

key(opn (R1 , . . . , Rn )) = key(R1 ) ∪ . . . ∪ key(Rn )

key(0) = ∅

key([R ; C]) = key(R) ∪ key(C)

The forward rules of the uncontrolled reversible semantics are in Figure 2. For schemas
(F-Scm-Act) and (F-Scm-Opn) we have one instance for each instance of the corresponding
schema in the original semantics. For schema (F-Scm-Act) the main difference w.r.t. the
original schema is that entities are labelled with keys and a memory stores information on
the performed step. More precisely, entities Q1 , . . . Qm on the right-hand side have fresh
keys j1 , . . . , jm . Also, the left configuration R = k1 : P1 | . . . | kn : Pn is saved in a
memory µ = [R; C] together with the context C = T [j1 : •1 , . . . , jm : •m ] of the resulting
configuration. In this way, the structure of the obtained system and the newly generated keys
are recorded. They will be needed to perform the corresponding backward step. As far as the
schema (F-Scm-Opn) is concerned, the only novelty is the side condition ensuring that keys
introduced during the step are fresh for the whole system. The structural congruence rule
(F-Eqv) is the same as in the original semantics (but structural congruence preserves keys).
The backward rules, depicted in Figure 3, are symmetric w.r.t. the forward ones. With
rule schema (B-Scm-Act) the forward action that produced term T [j1 : Q1 , . . . , jm : Qm ] is
undone. The past state of the system k1 : P1 | . . . | kn : Pn is restored from the memory
µ. The context C = T [j1 : •1 , . . . , jm : •m ] inside µ additionally ensures that all entities
produced by the forward action, together with the term composing them, are available in
the configuration and are consumed by the backward step.
),
I Definition 8 (Uncontrolled reversible semantics). The reduction relation  (resp.
defined as the smallest relation closed under the forward (resp. backward) rules, defines the
forward (resp. backward) reversible semantics. The semantics, denoted by →
− , is the union of
the forward semantics  and the backward semantics
(i.e. →
− = ∪
).
I Example 9. Below, we give the communication rule of the forward and backward reversible
semantics for the HOπ-calculus. The other rules can be found in Appendix A.
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ahP i | a(X) . P 0  P 0 {P/X}

j1 , . . . jm are fresh keys

and

P 0 {P/X} = T [Q1 , . . . , Qm ]

0

k1 : ahP i | k2 : a(X) . P  T [j1 : Q1 , . . . , jm : Qm ] |
[k1 : ahP i | k2 : a(X) . P 0 ; T [j1 : •1 , . . . , jm : •m ]]
(B-Act)

µ = [k1 : ahP i | k2 : a(X) . P 0 ; T [j1 : •1 , . . . , jm : •m ]]
T [j1 : Q1 , . . . , jm : Qm ] | µ

k1 : ahP i | k2 : a(X) . P 0

Using rule schema (F-Act) a configuration can execute a forward step in which the memory
µ = [k1 : ahP i | k2 : a(X) . P 0 ; T [j1 : •1 , . . . , jm : •m ]], recording the prior state of the
configuration and the context with the new fresh keys, is generated. After the communication
we obtain the system P 0 {P/X} which we can rewrite as a term T [Q1 , . . . , Qm ], where
Q1 , . . . , Qm are entities. Using rule (B-Act) the configuration can undo the forward step
which produced the memory µ. The prior state of the system is restored from it.
y

3

Properties

In this section, we show that the reversible semantics defined using the approach in the
previous section satisfies a number of properties expected from a causal-consistent reversible
semantics. In particular, the reversible semantics is a conservative extension of the forward
semantics, and it is causally consistent [10].
Since our syntax allows for a number of ill-formed terms, as commonly done, in the
following we restrict the attention to reachable configurations, defined below.
I Definition 10 (Initial and reachable configuration). A configuration R is initial if it does
not contain memories and all keys are distinct. A configuration R is reachable if it can be
derived from an initial configuration by applying the rules in Figures 2 and 3.

Correspondence between reversible and original semantics
In this section we prove that the forward reversible semantics is a conservative extension
of the original semantics. To this end, we first define the erasing function ϕ that given a
configuration R, by deleting histories and keys, generates a forward-only system N .
I Definition 11 (Erasing function). The function ϕ : R −
→ N , where R and N denote
respectively the sets of configurations and of original systems, is inductively defined as follows:
ϕ(k : P ) = P

ϕ([R ; C]) = 0

ϕ(0) = 0

ϕ(opn (R1 , . . . , Rn )) = opn (ϕ(R1 ), . . . , ϕ(Rn ))

Now, we can show that the forward semantics of a configuration R and the semantics of
its projection on the forward system ϕ(R) are strong bisimilar (Definition 28 in Appendix A).
I Theorem 12. For each configuration R, its forward semantics and the semantics of ϕ(R)
are strong bisimilar.

3.1

Concurrency and Causal Consistency

In order to prove that the defined reversible semantics is indeed causal-consistent we need to
define a causality relation on our systems. We define it directly on reversible systems, for
two reasons. First, keys and memories help in this respect. Second, in a reversible system
the concurrency relation induces a causality relation (see [30, Def. 11 and Lemma 6]).
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We extend the reduction semantics to a notion of transitions, which carry in the label
information on the used resources, in form of the memory involved in the transition. Formally,
µ
we define transitions t of a system R as t : R −
→ R0 , where µ is the memory created by the
transition, if it is forward, or consumed by it, if it is backward. There, R is the source while
R0 is the target of the transitions t. Two transitions are coinitial (resp. cofinal) if they have
the same source (resp. target), and composable if the target of the former is the source of
the latter. A derivation d from the source R to the target R0 , written as d : R →
− ∗ R0 , is a
sequence of composable transitions. A zero steps derivation is written .
The concurrency relation between transitions states that two coinitial transitions are
concurrent if they do not share entities. Formally:
µ0

I Definition 13 (Concurrent transitions). Two coinitial transitions t0 : R −→ R0 and t00 :
µ00

R −−→ R00 are concurrent, written t0 ^c t00 , if key(µ0 ) ∩ key(µ00 ) = ∅. Coinitial transitions
which are not concurrent are in conflict.
Notably, our notion of concurrency is extracted from the operational semantics (via its
extension with keys and memories), hence it can be obtained also for those models where no
notion of concurrency exists in the literature, like most mainstream programming languages.
Having fixed a notion of concurrency, we can proceed to show the Causal Consistency of
the reversible semantics. To prove it, we use the recent axiomatic approach given in [32],
which allows one to show a number of properties relevant for reversible calculi, such as
the Parabolic Lemma (PL) and Causal Consistency (CC), by just proving a few basic
axioms. The advantage is that proving the axioms is simpler than proving the results directly.
Moreover, [32] introduces two new properties: Causal Safety (CS) stating that an action
cannot be reversed until all actions caused by it have been reversed; and Causal Liveness
(CL) saying that actions do not necessarily need to be reversed in the exact inverse order of
the forward execution, but can be reversed in any order consistent with CS.
In the following we give the axioms and auxiliary definitions required by the framework
of [32] necessary to show Causal Consistency, Safety and Liveness.
First, we re-formulate our framework as a Labelled Transition System with Independence
(LTSI, see also [45]) (R, L, →
− , ι), where R is a set of systems, L is the set of action labels,
→
− ⊂ R × L × R is a transition relation and ι is the independence relation, namely an
irreflexive symmetric binary relation on transitions. In our case, R is the set of configurations
and L the set of labels of our transitions. The latter include both forward and backward
transitions. Also, the notion of independence is defined on coinitial transitions and it coincides
with the notion of concurrency, namely ι =^c . A key property required by the framework
in [32] is that each action is reversible, as shown by the following result.
I Lemma 14 (Loop Lemma). For every reachable configuration R and forward transition
µ

t : R  R0 , there exists a backward transition t• : R0

µ

R and vice versa.

From now on we denote with t• the reverse of t. The basic properties required to show
causal consistency are as follows.
I Definition 15 (Basic axioms).
µ1
µ2
Square Property (SP): if t1 : R −→ R0 and t2 : R −→ R00 are two coinitial independent
µ2
µ1
transitions, there exist two cofinal transitions t2 /t1 : R0 −→ R000 and t1 /t2 : R00 −→ R000 .
Backward transitions are independent (BTI): any two coinitial backward transitions t1 :
µ1

µ2

R
R1 and t2 : R
R2 where t1 6= t2 are independent.
Well-foundedness (WF): there is no infinite backward computation.
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SP states that independent transitions can be executed in any order. We follow the standard
notation and write t2 /t1 for the residual of t2 after t1 . Coinitial backward transitions are
always independent by BTI. WF ensures that each system has a finite past.
To state Causal Consistency, we first define Causal Equivalence [10], an equivalence
relation between derivations which stipulates that independent transitions can be swapped
while pairs of reverse transitions can be removed from the derivation. The definition is
well-posed if the LTSI satisfies the Square Property.
I Definition 16 (Causal equivalence). Causal equivalence, ∼, is the least equivalence relation
between derivations closed under composition satisfying
t1 ; t2 /t1 ∼ t2 ; t1 /t2

t; t• ∼ 

We now define two properties needed for Causal Safety and Causal Liveness, namely
Coinitial propagation of independence (CPI) and Coinitial independence respects events
(CIRE).
µ1

I Definition 17 (Coinitial propagation of independence (CPI)). If whenever t1 : R −→ R0 ,
µ2
µ2
µ1
t2 : R −→ R00 , t02 : R0 −→ R000 and t01 : R00 −→ R000 with t1 ^c t2 , then we have t02 ^c t•1 .
We introduce the notion of event, needed to state (CIRE), and define independence
(concurrency in our case) on them.
− , ^c ) be a LTSI satisfying SP,BTI,WF and CPI.
I Definition 18 (Events). Let (R, L, →
µ1
µ2
Let ≈ be the smallest equivalence relation satisfying: if t1 : R −→ R0 , t2 : R −→ R00 ,
µ2
µ1
t02 : R0 −→ R000 and t01 : R00 −→ R000 and t1 ^c t2 , then t1 ≈ t01 .
µ

The equivalence classes of forward transitions R  R0 , written [R, µ, R0 ], are the events.
µ

The equivalence classes of reverse transitions R
R0 , [R, µ• , R0 ], are the reverse events. A
labelling function l from →
− / ≈ to L is defined by settings l([R, µ, R0 ]) = l([R, µ• , R0 ]) = µ.
Events e1 , e2 are (coinitially) independent, written e1 ci e2 , iff there are coinitial transitions
t1 and t2 such that [t1 ] = e1 , [t2 ] = e2 and t1 ^c t2 .
I Definition 19 (Coinitial independence respects events (CIRE)). If [t1 ] ci [t2 ] and t1 and t2
are coinitial, then t1 ^c t2 .
I Proposition 20. Axioms SP, BTI, WF, CPI and CIRE hold for each instance of our
framework.
Given that our reversible semantics satisfies all the axioms, thanks to [32], all instances of
our framework satisfy the Parabolic Lemma, Causal Consistency, Causal Safety and Causal
Liveness, defined below.
I Definition 21 (Parabolic Lemma (PL)). Given a derivation d : R →
− ∗ R0 , there exists a
∗
∗
00
0
00
0
0
0
configuration R such that d : R
R  R and d ∼ d . Also, d is not longer than d.
I Definition 22 (Causal Consistency (CC)). Given two coinitial derivations d1 and d2 , d1 ∼ d2
if and only if d1 and d2 are cofinal.
Below, we state Causal Safety and Causal Liveness. We present them in a slightly
rephrased and more intuitive form w.r.t. [32], whose presentation is however more formal.
I Definition 23 (Causal Safety (CS) and Causal Liveness (CL)).
µ
Let L = (R, L, →
− , ^c ) be a LTSI satisfying SP,BTI,WF and CPI. Take a derivation R −
→
ρ
µ
µ
R0 −
→ ∗ R00 . Transition R −
→ R0 can be undone in R00 , that is there is a transition R1 −
→ R00
µ
0
00
0
with (R, µ, R ) ≈ (R1 , µ, R ), if (CL) and only if (CS) R −
→ R is concurrent to all transitions
ρ
ρ
R0 −
→ ∗ R00 which are not undone in R0 −
→ ∗ R00 .
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4

Case Studies

In this section we apply our approach to two relevant case studies from the literature, the
Higher-Order π-calculus [44] and Core Erlang [7]. Causal-consistent reversible semantics
for both of them are available in the literature [26, 29]. We show that the ones derived
using our approach, albeit syntactically different, are equivalent to the ones in the literature.
In the case of Core Erlang we go beyond the literature, which covers only the functional
and concurrent fragment of Core Erlang, showing how to deal also with constructs for error
handling based on links.

4.1

Reversible Semantics for Higher-Order π-calculus

In the previous sections, we already shown how to apply our approach to the Higher-Order
π-calculus. We show here that the semantics derived using our approach is equivalent to
the one of ρπ, the reversible HOπ in the literature [26]. Additionally, it is easy to see that
the notion of concurrency induced by our approach (Definition 13) on HOπ matches the
definition of concurrent transitions of [26, Definition 9].
Our reversible HOπ and the one in the literature are indeed quite close, but for a few
differences. Our approach stores a context for the resulting term, in ρπ only a key is kept.
Actually, the context is always composed by parallel operators and restriction operators. The
former are always collected during ρπ backward steps, the latter are instead removed by ρπ
structural congruence when no more needed. Also, in ρπ restrictions for keys are explicit, in
our approach they are implicit. In addition, the single key kept in ρπ is split into multiple
complex tags, in direct correspondence with our keys, by ρπ structural congruence, hence in
ρπ one key is enough.
For instance, starting from the system R = k1 : ahP1 | P2 i | k2 : a(X) . X, in our
reversible HOπ semantics, by applying rule (F-Act), we have:
k1 : ahP1 | P2 i | k2 : a(X) . X  j1 : P1 | j2 : P2 | [R ; j1 : •1 | j2 : •2 ]
In ρπ, by applying rule (R.Fw) followed by structural congruence [26], we have:
R  νk .k(P1 | P2 ) | [R ; k] ≡ νk, j̃ .(hj1 , j̃i · k : P1 | hj2 , j̃i · k : P2 ) | [R ; k]
Structural congruence splits key k referring to the whole continuation into complex tags
hji , j̃i · k, where j̃ = {j1 , j2 } and i ∈ {1, 2}. By using structural congruence, complex tags
for single entities can be always generated, as in our example above.
Despite the differences, our reversible HOπ semantics and ρπ semantics [26] are equivalent.
To show this, we exploit the encoding function L·M : R →
− M which translates a reversible
HOπ configuration into a ρπ configuration. Function L·M needs to extract the set of keys of
all entities obtained by the split from the memory of our HOπ system and to construct the
complex tags of ρπ configuration. The encoding function together with other technical details
can be found in Appendix A. Using the encoding function above we can show a bijective
correspondence between transitions in our approach and ρπ transitions.
I Theorem 24. Let R be a reachable configuration of reversible HOπ with LRM = M . There is
a transition R →
− R0 in reversible HOπ iff there is a ρπ transition M →
− M 0 with LR0 M ≡ M 0 .
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Reversible Semantics for Erlang

In this section we apply our approach to Core Erlang [7], an intermediate step in the
compilation of the concurrent and functional language Erlang. We also show the equivalence
between the obtained reversible semantics and the one in [30]. As a forward model, we use
the logging semantics of Core Erlang [30, Figure 14] (used also in [31]) with some minor
changes: we use floating messages, as in [33], instead of a global mailbox Γ and we omit the
labels of the relation ,→. Indeed, labels are used in [30] to log the steps of the computation
so to be able to replay it from logs [31, 30]. In our work, we are not interested in replaying
from logs, therefore we do not need this information.
The semantics of Core Erlang is defined in a modular way as in [30], with relation →
−
modelling the evaluation of expressions and relation ,→ representing reductions of systems.
Due to space constraints, we only present the application of our approach to selected rules of
the evaluation of systems →
− , referring to the Appendix A for the others. Since evaluation of
expressions is not central for us, we refer to [30] for their description.
A Core Erlang system E is defined as a pool of processes and floating messages:
E := hp, θ, ei | (p, p0 , v) | (E1 | E2 )
where
hp, θ, ei represents a process evaluating expression e in environment θ and uniquely
identified by a pid (process identifier) p;
(p, p0 , v) stands for a floating message carrying value v sent by the process with pid p to
the one with pid p0 . A floating message is a message in the system after it is sent and
before it is received.
We show below rules (Send) and (Rec) of Core Erlang semantics, the full semantics is
in Figure 7 of Appendix A.
send(p0 ,v)

rec(κ,cln )

θ, e −−−−−−→ θ0 , e0
(Send)

hp, θ, ei ,→ hp, θ0 , e0 i | (p, p0 , v)

(Rec)

θ, e −−−−−−→ θ0 , e0 and matchrec(θ, cln , v) = (θi , ei )
(p0 , p, v) | hp, θ, ei ,→ hp, θ0 θi , e0 {κ 7→ ei }i

Roughly speaking, rule (Send) states that if the evaluation of the expression e in the premise
requires as a side effect to send value v to process p0 , the process evolves accordingly and a
corresponding message is added to the system. Dually, rule (Rec) receives a message if the
expression e requires a message matching some clauses cln and the message at hand indeed
matches one of the clauses (second premise).
Now, we can apply our approach to the Core Erlang semantics and derive a reversible
semantics for it. A reversible Core Erlang configuration, denoted with R, is defined as usual
by adding keys and memories to an Erlang systems, as formalised by the following grammar:
R ::= k : hp, θ, ei | k : (p, p0 , v) | (R1 | R2 ) | [R; C]
In the following, we give the forward rules (F-Send) and (F-Rec) of the reversible
semantics for Erlang. The complete set of forward rules is given in Figure 8 of Appendix A.
send(p0 ,v)

θ, e −−−−−−→ θ0 , e0
(F-Send)

0

k : hp, θ, ei  k1 : hp, θ , e i | k2 : (p, p0 , v) | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
rec(κ,cln )

θ, e −−−−−−→ θ0 , e0
(F-Rec)

k1 , k2 are fresh keys

and

0

matchrec(θ, cln , v) = (θi , ei )

k1 is a fresh key

0

k2 : (p , p, v) | k : hp, θ, ei  k1 : hp, θ0 θi , e0 {κ 7→ ei }i | [k2 : (p0 , p, v) | k : hp, θ, ei ; k1 : •1 ]

CONCUR 2020

33:12

A General Approach to Derive Uncontrolled Reversible Semantics

Actually, both rules are to be interpreted as schemas, so that premises related to the
semantics of expressions and to match are used to select the allowed instances and do not
occur in actual instances. E.g., an allowed instance for (F-Send) is:
k1 , k2 are fresh keys
0

k : hp, θ, p !5i  k1 : hp, θ, 5i | k2 : (p, p0 , 5) | [k : hp, θ, p0 !5i ; k1 : •1 | k2 : •2 ]

where ! is Erlang operator for sending.
Below, we give the backward rules (B-Send) and (B-Rec) of the reversible semantics for
Erlang. The complete set of backward rules is given in Figure 9 of Appendix A. When the
action is undone, the prior state of the process is restored from the memory µ.
(B-Send) k1 : hp, θ0 , e0 i | k2 : (p, p0 , v) | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
(B-Rec) k1 : hp, θ0 , e0 i | [k2 : (p0 , p, v) | k : hp, θ, ei ; k1 : •1 ]

k : hp, θ, ei

k2 : (p0 , p, v) | k : hp, θ, ei

The reversible semantics obtained by applying our approach to Core Erlang is not exactly
the same as the one of [30]. There are two important differences. First, we are not using
execution logs, that we removed from the semantics we gave in input to our approach, since
we do not need them.
Another difference is in how the past information of the system is stored. In [30], a
history element h is kept as part of the process hp, h, θ, ei. It contains information to recover
all past states of the process. In our reversible semantics, each step generates a memory
with the information needed to reverse it, and the memories are connected using keys. Also,
memories are not inside processes but floating in the configuration.
In the following, we prove that, despite the differences above, the two semantics capture
the same behaviours. To this end, we first show that the two semantics are based on the
same notion of causality (by showing that conflicting transitions are the same) and then that
they are strong back and forth barbed equivalent [26]. Here we just discuss the idea, we refer
to Appendix A for the technical details.
The notion of conflict for reversible Core Erlang in [30, Definition 12] (which is an instance
of the happened-before relation [20] as discussed in [30]) is defined in general terms, referring
to which actions (e.g., send, . . . ) are performed and by which processes. Hence, it is also
applicable to our reversible Core Erlang. We show below that it coincides with the definition
we gave, based on keys and memories.
I Theorem 25 (Causal correspondence). Two coinitial transitions t1 and t2 of our reversible
Core Erlang semantics are in conflict according to [30, Definition 12] iff they are in conflict
according to Definition 13.
We show below that the reversible semantics of Erlang in [30] and ours are strong back
and forth barbed equivalent [26]. We let E to stand for a Core Erlang system, L for a
reversible Erlang system as in [30] and R for one of our reversible Erlang configurations.
Following [33], we write E ↓ p if the system E contains a floating message targeting a
process with pid p (i.e., if (p0 , p, v) | E 0 ≡ E for some p0 , v and E 0 ). We use the same notation
for systems L and configurations R, writing L ↓ p and R ↓ p.
We now adapt the definition of back and forth barbed bisimulation [26] to reversible
Erlang. In words, two reversible semantics are back and forth barbed bisimilar if they have
the same barbs and they can match each other execution steps. Formally:
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I Definition 26. Relation R is a strong back and forth barbed simulation if (L, R) ∈ R
implies:
L ↓ p implies R ↓ p
L * L0 implies R  R0 with (L0 , R0 ) ∈ R
L ) L0 implies R
R0 with (L0 , R0 ) ∈ R
Relation R is a strong back and forth barbed bisimulation if R and R−1 are strong back and
forth barbed simulations. Strong back and forth barbed bisimilarity is the largest strong back
and forth barbed bisimulation.
Now we can state the equivalence result between the two semantics.
I Theorem 27. The reversible semantics of Erlang in [30] and our reversible semantics of
Erlang are strong back and forth barbed bisimilar.

4.3

Reversible Link Semantics for Erlang

Here, we apply our approach to the remote error handling mechanism of Core Erlang, based
on links. No reversible semantics for it exists in the literature as far as we know. Defining
it correctly does not present specific technical challenges, but it requires care, hence its
definition is an interesting result on its own.
We start by giving some general idea about links and their role in Erlang (see [15] for more
details). A link can be seen as a bidirectional path between two processes along which error
signals travel. This can be used, e.g., to signal normal or abnormal termination. A process
terminates normally when its code is completely executed, or it can terminate abnormally
with a “reason”, meaning that some faulty behaviour occurred during the execution. In both
the cases, the process signals its termination to linked processes. This gives to the receiver
the role of a controller in charge of handling the termination. There are two possibilities,
depending on the nature of the receiver process: it can terminate too, or, if it is a system
process, it can trap the termination signal and “resolve” the faulty behaviour. For instance,
it could ignore it and continue with its execution, or start a copy of the terminated process,
etc. Thanks to this feature, Erlang is particularly suited to build fault-tolerant systems [1].
In Erlang, links between two processes can be created by calling either function link(),
linking any two processes (provided they are not terminated yet) or function spawn_link(),
which spawns a new process and links it with the parent process atomically. In this work, we
concentrate on function spawn_link(). Function link() can be dealt with similarly.
We start from the Core Erlang semantics discussed in the previous section and extend it
to support the functions spawn_link() and process_flag(). The latter allows one to set
the state of a process to system process, i.e. a process which will trap the error signal, or nonsystem process. More precisely, we add to Core Erlang syntax (see [30, Section 2.1, Figure 1])
expressions spawn_link(expr, [expr1 , . . . , expr1 ]) and process_flag(expr1 , expr2 ). In our
case, function process_flag() is always called as process_flag(trap_exit, f lag), where
the process becomes a system process if flag = true, a non-system process otherwise.
We show now a sample Erlang program to clarify the error handling mechanism described
above. It calculates the sum of a given list of elements and returns invalid if the list contains
some non-numeric element.
The execution starts by calling function total(), which first sets the process flag to true.
In this way, the process will be able to trap termination signals from any process linked with
it. The execution proceeds by calling function spawn_link(), which atomically spawns and
links a new process, executing function sumProcess(), in charge of calculating the sum via
auxiliary function sum(). Because of the link, when the linked process terminates, its parent
process will receive an exit notification message.
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Finally, function receiveValue() is invoked. It checks whether the computation finished
without misbehaviours: if this is the case message {0 EXIT0 , P id, normal} is received and the
function will read the result of the computation. If an error occurred during the computation
message {0 EXIT 0 , P id, {badarith, Stack}} is received and the function returns atom invalid.
total(List) →
−
process_flag(trap_exit, true),
SumPid = spawn_link(?M ODU LE, sumProcess, [self(), List]),
receiveValue(SumPid).
sumProcess(P id, List) →
− P id ! sum(List).
sum([ ]) →
− 0;
sum([H|T ]) →
− H + sum(T ).
receiveValue(P id) →
−
receive
{0 EXIT 0 , P id, normal} →
−
receive V alue →
− V alue end;
0

{ EXIT 0 , P id, {badarith, Stack}} →
− invalid
end.
To integrate the functions spawn_link() and process_flag(), we add to processes two
pieces of information, the set of links l and the flag f . The link set l is updated when a link
is created, adding the pid of the other process, or destroyed, removing it. The flag f is a
Boolean, tracking whether a process is a system process or not. Also, we say that the process
hp, θ, e, l, f i is terminated if e = v for some value v (normal termination) or e = r for some
reason r (faulty termination).
Formally, a Core Erlang system supporting links is defined as a pool of floating messages,
live and terminated processes, with the following grammar:
E := hp, θ, e, l, f i | (p, p0 , v) | (E1 | E2 )
By applying our approach we obtain the syntax for reversible Core Erlang supporting
links below. As usual, keys and memories are added to the system.
R := k : hp, θ, e, l, f i | k : (p, p0 , v) | R1 | R2 | [R; C]
The new rules of the reversible semantics of Erlang supporting links are in Figure 4, but
for rule (F-Nrm) which is very similar to rule (F-Err) and is given in Appendix A. We do
not show the original semantics, which can however be easily deduced by removing keys and
memories from the one in Figure 4. The reversible semantics includes also all the rules in
Figure 8, with the only addition of the set of links l and flag f in each process, which are
not affected by those rules, but for the fact that when a process is spawned its link set is
initialised to empty and its flag to false.
Rule (F-SpLink) above is similar to rule (F-Spawn) in Figure 8, with the addition that
the link between the two processes is created, by inserting the pid of the other process in the
link set. Rules (F-Err) and (F-Nrm) are similar: they both model the signalling of the
termination of a process p to all the processes it is linked with. In both of them links are
broken, by removing pids from link sets. The effect of termination depends on whether it is
a normal termination, as in rule (F-Nrm), or an error termination, as in rule (F-Err). Also,
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spawn_link(κ,f /n,[vn ])

θ, e −−−−−−−−−−−−−−−→ θ0 , e0
(F-SpLink)

0

0

p0 is a fresh pid

k : hp, θ, e, l, f i  k1 : hp, θ , e {κ 7→ p }, l ∪ {p0 }, f i | k2 : hp0 , id, apply f /n (vn ), {p}, f alsei |
[k : hp, θ, e, l, f i ; k1 : •1 | k2 : •2 ]
process_flag(κ,trap_exit,f 0 )

θ, e −−−−−−−−−−−−−−−−−−−→ θ0 , e0
(F-Flag)

(F-Err)

k1 , k2 are fresh keys

0

l = {p1 , . . . , pm }

1 ≤ i ≤ n ⇒ fi = true ∧ n + 1 ≤ i ≤ m ⇒ fi = false
k : hp, θ, r, l, f i |

Y

k1 is a fresh key

k : hp, θ, e, l, f i  k1 : hp, θ0 , e0 {κ 7→ f }, l, f 0 i | [k : hp, θ, e, l, f i ; k1 : •1 ]

hi : hpi , θi , ei , li \ {p}, fi i |

1≤i≤n

Y
1≤i≤m
Y

Y

Y

ji : (p, pi , {0 EXIT0 , p, r}) |

hi : hpi , θi , r, li \ {p}, fi i |

n+1≤i≤m

1≤i≤n

[k : hp, θ, r, l, f i |

h, hi , ji are fresh keys

ki : hpi , θi , ei , li , fi i  h : hp, θ, r, ∅, f i |

ki : hpi , θi , ei , li , fi i ; h : •h |

1≤i≤m

Y

hi : •hi |

1≤i≤m

Y

ji : •ji ]

1≤i≤n

Figure 4 Forward rules of the reversible link semantics for Erlang.

a termination signal affects system processes and non-system processes differently, and this
is why in the two rules we split the processes in two groups according to the value of the flag.
It can be set to the desired value using rule (F-Flag).
In rule (F-Err), the process terminates for some reason r. In this case messages
{0 EXIT0 , p, r} where p is the pid of the terminated process are sent to all system processes
while non-system processes are forced to terminate. We can see the latter, e.g., in non-system
process hpm , θm , r, lm \ {p}, fm i where expressions em is replaced by reason r, denoting
abnormal termination. A memory is generated as usual, recording the past state of the
system and the configuration of the resulting processes.
In rule (F-Nrm), the process terminates normally. The only differences w.r.t. rule
(F-Err) is that non-system processes are unaffected and the messages are of the form
{0 EXIT0 , p, normal}.
Backward rules are as usual.
We need to couple the rules in Figure 4, describing the semantics of Erlang configurations,
with rules describing the evaluation of expressions, as the ones in [30, Figure 11]. Two main
changes are needed. First, evaluation of operators may produce either a value or an error:
(Call3)

eval(op, v1 , . . . , vn ) = x with x = v ∨ x = r
τ

θ, call op(v1 , . . . , vn ) −
→ θ, x

Then, one also needs to add rules to evaluate the functions spawn_link() and process_flag().
They are quite standard and can be found in Appendix A.
We are working to integrate the error mechanisms above into Erlang reversible debugger
CauDEr [28]. CauDEr follows the reversible semantics of Core Erlang in [30], however our
results can be rephrased in that setting, as hinted at by Theorems 25 and 27.

5

Conclusion, Related and Future Work

We presented a fully automatic method to extend a given forward model to a reversible one.
Notably, our approach only needs a syntax and a reduction semantics of the forward model
fitting our constraints. A causal semantics is produced as a by-product of our approach (see
Definition 13). We exploited our method to obtain reversible extensions of Higher-Order
π and Core Erlang. We showed that the obtained reversible semantics are equivalent to
the ones in the literature [26, 30]. As an illustration that our approach can go beyond the
literature, we tackled Core Erlang constructs for remote error handling based on links.
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Sequential systems would correspond in our framework to single entities which evolve
using instances of schemas having a single entity both on the left- and on the right-hand
side. While our approach would create a reversible semantics for them, undoing actions in
reverse order of execution, many of our results would become trivial.
In the concurrency literature, one can find many approaches defining a single reversible
formalism or studying its properties, all using techniques tailored to the chosen model (e.g.,
[10, 9, 26, 39, 17, 38, 3, 18, 29, 37]). Indeed, our work can be seen as a generalisation of
[26, 29], which we also used as case studies. A few works present general approaches able to
cope with a number of formalisms. Our work fits in this class, hence we compare it below
with the other approaches of this kind we are aware of. Also, since we deal with concurrent
models, we focus on approaches targeting them as well.
Beyond ours, the only work that we are aware of providing a general and fully automatic
method to derive a reversible semantics is [42], which considers calculi defined in a specific
SOS format. Their approach allows to deal with open systems since their semantics is SOS,
while our approach based on a reduction semantics considers only close systems. On the
other hand, the higher degree of abstraction provided by reduction semantics simplifies the
approach and makes it applicable to a wider range of formalisms. Indeed, the approach
in [42] cannot cope with our two case studies, Higher-Order π-calculus and Core Erlang,
since they do not fit their SOS format.
Also [4], which presents a modular framework to define reversible extensions of models
such as CCS and concurrent X-machines, can deal with open systems. Its main limitation is
that it is not fully automatic. Indeed, it requires to manually refine the labels of a given
LTS to ensure properties such as determinism and codeterminism. This is far from trivial.
Two abstract approaches to reversibility are [13] and [32]. The former focuses on the
interplay between reversible and irreversible actions, hence its results become trivial if, like
in our case, there are no irreversible actions. We exploited the latter to prove properties of
reversible models built using our approach. It concentrates on deriving properties from a set
of axioms but gives no indication about how to render an irreversible system reversible.
Uncontrolled reversible semantics as obtained by our approach are the foundation of
a reversible model on which one can build on, by adding control mechanisms [25] such as
irreversible actions [11], rollback operators [17] or energy potentials [2]. An interesting line
for future work is to integrate such approaches in our framework. For rollback, we could
follow the ideas in [22], which leave however open the issue of how to manage rollback targets.
Another direction for future work is to adapt our approach so to handle further forward
models. For instance, we currently cannot cope with the semantics of muKlaim defined in [17],
since its concurrency model includes read dependencies. In particular, our approach is based
on consumed and produced resources, while in [17] resources can also be read without being
consumed. More in general, our approach can cope well with message-based concurrency
modelled by some form of happened-before relation [20] (e.g., beyond our case studies, CCS,
π-calculus and place-transition Petri nets) but not with read-write concurrency (e.g., beyond
muKlaim, imperative languages). In order to extend our method to cope with read-write
concurrency, we need to identify resources which are read but not consumed.
A last direction for future work concerns reducing the memory overhead of our approach.
While it is difficult to find optimisations sound for every instance, many optimisations can
work on specific classes of instances. E.g., in models where the context T in the instances of
schema (Scm-Act) is always composed by parallel operators only, as in Core Erlang, there
is no need to store T , but it is enough to store the set of fresh keys.
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A

Further Technical Material

Higher-Order π-calculus and reversible HOπ-calculus
This section recalls the semantics of the HOπ-calculus [44], discusses how it fits our framework
and details the reversible semantics derived for it using our approach.
The standard rules of the structural congruence for the HOπ-calculus are:
(ParC) P | Q ≡ Q | P

(ParA) P | (Q | S) ≡ (P | Q) | S

/ fn(P )
(Alpha) νa P ≡ νb P {b/a} if b ∈

(Nil) P | 0 ≡ P

/ fn(Q)
(ResF) (νa P ) | Q ≡ νa (P | Q) if a ∈

Rules (ParC) and (ParA) ensure that parallel composition is commutative and associative,
while rule (Nil) defines 0 as neutral element as required by our framework. Rule (Alpha) is
α-conversion while rule (ResF) deals with scope extrusion.
The semantics of HOπ is given by the reduction relation  below:
(Act)

ahQi | a(X) . P  P {Q/X}

(Res)

P  P0
νa P  νa P

P ≡ P0
(Eqv)

0

P  P0

(Par)

P | Q  P0 | Q
Q ≡ Q0

P Q
0

0

P Q

Rule (Act) is the communication rule where process Q is received and bound to variable
X. Process P can execute inside a parallel or a restriction operator thanks to rules (Par)
and (Res), respectively. Rules (Par) and (Eqv) are as required by our framework. Rules
(Act) and (Res) can be seen as infinite families of rules fitting schemas (Scm-Act) and
(Scm-Opn), respectively.
In Figure 5, we give forward and backward rules of the reversible semantics for the
HOπ-calculus derived using our approach.
0

(F-Act)

0

ahP i | a(X) . P  P {P/X}

j1 , . . . jm are fresh keys

0

P {P/X} = T [Q1 , . . . , Qm ]

and

0

k1 : ahP i | k2 : a(X) . P  T [j1 : Q1 , . . . , jm : Qm ] |
0
[k1 : ahP i | k2 : a(X) . P ; T [j1 : •1 , . . . , jm : •m ]]

(F-Par)

RR

0

0

(key(R ) \ key(R)) ∩ key(R1 ) = ∅

(F-Res)

0

R | R1  R | R1

(F-Eqv)

R≡R

0

R  R1
0

R 

RR

0

νa (R)  νa (R )

0

R1 ≡ R1

0
R1

0

(B-Act)

µ = [k1 : ahP i | k2 : a(X) . P ; T [j1 : •1 , . . . , jm : •m ]]
T [j1 : Q1 , . . . , jm : Qm ] | µ

(B-Res)

R
0

0

νa (R )

R
νa (R)

0

k1 : ahP i | k2 : a(X) . P

(B-Eqv)

(B-Par)

0

R≡R

0

R
R

0

R | R1

R
R | R1

0

R1 ≡ R1

R1
0

R
0

0

R1

Figure 5 Forward and backward rules of the reversible semantics for the Higher-Order π-calculus.

Properties
This section contains further technical material related to Section 3. We start by defining
strong bisimilarity between the forward semantics of a reversible configuration R and the
semantics of its projection on the original model ϕ(R).
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I Definition 28. A relation R between reversible configurations R and forward-only systems
N is a strong bisimulation whenever for each (R, N ) ∈ R:
if R  R0 , then N  N 0 with (R0 , N 0 ) ∈ R;
if N  N 0 , then R  R0 with (R0 , N 0 ) ∈ R.
Strong bisimilarity is the largest strong bisimulation.
Notably, only forward actions of the reversible systems need to be matched.
Concurrency and Causal Consistency. To fit the framework of [32], we re-formulate our
framework as a labelled transition system enriched with an independence relation (LTSI) [45,
Definition 3.7].
I Definition 29. A labelled transition system (LTS) is a structure (R, L, →
− ), where R is a
set of systems, L is the set of action labels and →
− ⊂ R × L × R is a transition relation.
I Definition 30. A labelled transition system with independence (LTSI) is a structure
(R, L, →
− , ι), where (R, L, →
− ) is an LTS and ι is the independence relation (an irreflexive
symmetric binary relation on transitions).
In our case, R is the set of configurations and L the set of labels of our transitions. The
latter include both forward and backward transitions. Also, the notion of independence
is defined on coinitial transitions and it coincides with the notion of concurrency, namely
ι =^c .
Given that our reversible semantics satisfies all the required axioms (Proposition 20),
thanks to [32], all instances of our framework satisfy the Parabolic Lemma, Causal Consistency,
Causal Safety and Causal Liveness.
I Proposition 31. For every instance of our framework, the LTSI (R, L, →
− , ^c ) satisfies
the Parabolic Lemma, Causal Consistency, Causal Safety and Causal Liveness.

Correspondence between our reversible HOπ and ρπ
This section contains technical material necessary to define the correspondence between our
reversible HOπ and ρπ (Section 4.1).
In the following, we recall the definition of thread normal form from [26, Lemma 1] using
which, by exploiting structural congruence, unique keys are generated for each primitive
thread process in a configuration (primitive thread processes are entities in our terminology).
I Definition 32 (Thread normal form). For any closed configuration M in ρπ, we have
Y
Y
M ≡ ν ũ
(κi : ρi )
[µj ; kj ]
with ρi = ai hPi i or ρi = ai (Xi ) . Pi
i∈I

j∈J

We now present an encoding from our reversible HOπ to ρπ. The encoding works in two
steps: a first step explores memories in our configurations to find related sets of keys, the
second step uses the gathered information to actually perform the translation. The first step
is done by function col(R), which computes (possibly annotated) sets of keys, one for each
memory [R0 ; C] in R. If C contains more than one key, the extracted set of keys is annotated
with a fresh key k, what is denoted with key(C)k . The formal definition of function col(R)
is in Figure 6. Note that the result of function col(R) is a set of possibly annotated sets of
keys. We denote with h̃k and h̃ sets key(C)k and key(C), respectively. We also assume to
have a fresh key generator, giving us fresh keys k as needed.
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col(νa (R)) = col(R)
col(R1 | R2 ) = col(R1 ) ∪ col(R2 )
col([R ; C]) = {key(C)k }
col([R ; C]) = {key(C)}

where k is fresh

if |key(C)| > 1

if |key(C)| = 1

col(k : P ) = ∅
col(0) = ∅
Figure 6 Function col().

The second step performs the translation of a given configuration R and uses as a
parameter a set of sets of keys S as above, which is initialised as S = col(R). Let us
denote with M the set of all ρπ [26] configurations in normal form and with R the set of
all configurations obtained by applying our approach to the HOπ-calculus. The encoding
function L·M : R →
− M, is defined as:
LRM = νK LRMcol(R)

where K = (

[

[

h̃ ∪ {k}) ∪

h̃k ∈col(R)

{h}

{h}∈col(R)

Lνa RMS = νa LRMS

LR1 | R2 MS = LR1 MS | LR2 MS
L[R ; C]MS = [LRMS ; LCMS ]
Lh : P MS = hh, h̃i · k : P

Lh : P MS = h : P
LCMS = k

LCMS = h

if h ∈ h̃ for some h̃k ∈ S
if h ∈
/ h̃ for all h̃k ∈ S
if key(C)k ∈ S
if key(C) = {h}

Let us comment on it. The first rule computes the parameter col(R) containing information
on keys, to be used in the rest of the translation, and creates restrictions for all the keys
occurring in it. The other rules just propagate the set S, till one of the last 4 rules applies.
The first two deal with keys labelling processes: it the key belongs to a non-singleton set,
then it is replaced by a complex tag, otherwise it is left unchanged. The two last rules
remove the context C in the memory, which is not needed in ρπ, replacing it with a key. If C
contains only one key, this is the key used. If it contains more than one key instead the fresh
key k generated for the set of keys is used. The keys in the set will become complex tags,
carrying k so to make the connection between the memory and all the processes created by
the corresponding transition.
Let us show a simple example to clarify how the translation works.

I Example 33. Let us consider the system produced by the sample transition in Section 4.1:
R0 = j1 : P1 | j2 : P2 | [R ; j1 : •1 | j2 : •2 ]

I. Lanese and D. Medić

τ

(Seq)

0

θ, e −
→ θ ,e
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rec(κ,cln )

0
0

(Rec)

0

hp, θ, ei ,→ hp, θ , e i
send(p0 ,v)

(Send)

0

0

0

0

0

0

0

self(κ)

0

0

matchrec(θ, cln , v) = (θi , ei )

and

(p , p, v) | hp, θ, ei ,→ hp, θ θi , e {κ 7→ ei }i

hp, θ, ei ,→ hp, θ , e i | (p, p , v)

θ, e −−−−−−−−−−−−→ θ , e

0

0

0

0

spawn(κ,f /n,[vn ])

(Spawn)

0

θ, e −−−−−−→ θ , e

0

θ, e −−−−−−−→ θ , e

(Self)

0

0

hp, θ, ei ,→ hp, θ , e {κ 7→ p }i | hp , id, apply f /n (vn )i

0

0

hp, θ, ei ,→ hp, θ , e {κ 7→ p}i

0

p is a fresh pid

0

θ, e −
−−−−
→ θ ,e

(Par)

E ,→ E

0

0

pid(E ) ∩ pid(E1 ) = ∅
0

E | E1 ,→ E | E1

Figure 7 System rules of standard Core Erlang.

We have col(R0 ) = {{j1 , j2 }k } where k is a fresh key. We now have:
LR0 M =νj1 , j2 , k LR0 Mcol(R0 ) =

=νj1 , j2 , k Lj1 : P1 Mcol(R0 ) | Lj2 : P2 Mcol(R0 ) | L[R ; j1 : •1 | j2 : •2 ]Mcol(R0 )
=νj1 , j2 , k hj1 , {j1 , j2 }i · k : P1 | hj2 , {j1 , j2 }i · k : P2 |
[LRMcol(R0 ) ; Lj1 : •1 | j2 : •2 Mcol(R0 ) ]

=νj1 , j2 , k hj1 , {j1 , j2 }i · k : P1 | hj2 , {j1 , j2 }i · k : P2 | [R ; k]
where R is unchanged since it only contains keys not occurring in col(R0 ).

Classic and reversible semantics for Core Erlang
This section recalls a reduction semantics for Core Erlang [30] and presents forward and backward rules of the reversible semantics for Core Erlang obtained using approach (Section 4.2).
In Figure 7 we give the reduction semantics for Core Erlang. Rule (Spawn) adds a new
process with a fresh pid p0 , initialised with an empty environment id, into the system. The
function pid(·) used in rule (Par) extracts the set of pids of processes in a given system. It
is used to ensure that the pid of the newly spawned process is fresh. We refer to [30] for a
detailed description of the rules.
The forward rules of the reversible semantics are given in Figure 8. Rule (F-Par) allows
configurations to execute as part of a larger configuration with the additional condition that
keys generated by the execution are not part of the parallel configuration.
Backward rules of the reversible semantics are given in Figure 9. Notably, to capture
exactly the instances produced by our approach some side conditions would be needed. E.g.,
in rule B-Par one would need condition pid(R0 ) ∩ pid(R00 ) = ∅. However, such conditions
are always satisfied in reachable configurations.

Reversible link semantics for Erlang
In this section we give the additional rules of the reversible link semantics for Erlang
(Section 4.3), namely system rule (F-Nrm) as well as rules describing the evaluation of
functions spawn_link() and process_flag(). In rule (Flag), f is a Boolean value.
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τ

(F-Seq)

0

θ, e −
→ θ ,e

(F-Spawn)

0

θ, e −−−−−−→ θ , e

0

0

0

k1 , k2 are fresh keys

0

0

k : hp, θ, ei  k1 : hp, θ , e i | k2 : (p, p , v) | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
rec(κ,cln )

(F-Rec)

k1 is a fresh key
0

k : hp, θ, ei  k1 : hp, θ , e i | [k : hp, θ, ei ; k1 : •1 ]
send(p0 ,v)

(F-Send)

0

0

θ, e −−−−−−−→ θ , e

0

matchrec(θ, cln , v) = (θi , ei )

and

0

0

0

k1 is a fresh key

0

k2 : (p , p, v) | k : hp, θ, ei  k1 : hp, θ θi , e {κ 7→ ei }i | [k2 : (p , p, v) | k : hp, θ, ei ; k1 : •1 ]
spawn(κ,f /n,[vn ])

0

0

0

θ, e −−−−−−−−−−−−→ θ , e
0

0

0

p is a fresh pid

k1 , k2 are fresh keys

and

0

k : hp, θ, ei  k1 : hp, θ , e {κ 7→ p }i | k2 : hp , id, apply f /n (vn )i | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
self(κ)

(F-Self)

(F-Par)

RR

0

θ, e −
−−−−
→ θ ,e
0

0

k1 is a fresh key

0

k : hp, θ, ei  k1 : hp, θ , e {κ 7→ p}i | [k : hp, θ, ei ; k1 : •1 ]

0

0

00

pid(R ) ∩ pid(R ) = ∅

0

R|R

00

(key(R ) \ key(R)) ∩ key(R ) = ∅

and
00

0

R |R

00

Figure 8 Forward rules of the reversible semantics for Erlang.

(B-Seq) k1 : hp, θ0 , e0 i | [k : hp, θ, ei ; k1 : •1 ]

k : hp, θ, ei

(B-Send) k1 : hp, θ0 , e0 i | k2 : (p, p0 , v) | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
(B-Rec) k1 : hp, θ0 , e0 i | [k2 : (p0 , p, v) | k : hp, θ, ei ; k1 : •1 ]

k : hp, θ, ei

0

k2 : (p , p, v) | k : hp, θ, ei

(B-Spawn) k1 : hp, θ0 , e0 i | k2 : hp0 , id, e00 i | [k : hp, θ, ei ; k1 : •1 | k2 : •2 ]
0

0

(B-Self) k1 : hp, θ , e i | [k : hp, θ, ei ; k1 : •1 ]

(B-Par)

k : hp, θ, ei

k : hp, θ, ei
R

0

0

R |R

R

00

R|R

00

Figure 9 Backward rules of the reversible semantics for Erlang.
l = {p1 , . . . , pm }

(F-Nrm)

1 ≤ i ≤ n ⇒ fi = true ∧ n + 1 ≤ i ≤ m ⇒ fi = false

k : hp, θ, v, l, f i |

Y

hi : hpi , θi , ei , li \ {p}, fi i |

1≤i≤n

[k : hp, θ, v, l, f i |

Y

Y 1≤i≤m

0

0

ji : (p, pi , { EXIT , p, normal}) |

Y1≤i≤n

ki : hpi , θi , ei , li , fi i ; h : •h |

1≤i≤m

Y

Y n+1≤i≤m

0

0

θ, ei −
→ θ , ei

hi : hpi , θi , ei , li \ {p}, fi i |

hi : •hi |

1≤i≤m
l

(Spawn_Link1)

h, hi , ji are fresh keys

ki : hpi , θi , ei , li , fi i  h : hp, θ, v, ∅, f i |

Y

ji : •ji ]

1≤i≤n

i ∈ {1, . . . , n}
l

0

0

θ, spawn_link(a/n, [v1,i−1 , ei , ei+1,n ]) −
→ θ , spawn_link(a/n, [v1,i−1 , ei , ei+1,n ])
n]
(Spawn_Link2) θ, spawn_link(a/n, [vn ]) −spawn_link(κ,a/n,[v
−−−−−−−−−−−−−−
→ θ, κ
)
(Flag) θ, process_flag(trap_exit, f ) −process_flag(κ,trap_exit,f
−−−−−−−−−−−−−−−−−−→ θ, κ
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Abstract
The π-calculus has been advocated as a model to interpret, and give semantics to, languages with
higher-order features. Often these languages make use of forms of references (and hence viewing a
store as set of references). While translations of references in π-calculi (and CCS) have appeared,
the precision of such translations has not been fully investigated. In this paper we address this issue.
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two calculi. We investigate proof techniques for barbed equivalence in Aπ, based on two forms of
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Introduction

The π-calculus has been advocated as a model to interpret, and give semantics to, languages
with higher-order features. Often these languages make use of forms of references (and hence
viewing a store as set of references). This therefore requires representations of references using
the names of the π-calculus. There are strong similarities between the names of the π-calculus
and the references of imperative languages. This is evident in the denotational semantics of
these languages: the mathematical techniques employed in modelling the π-calculus (e.g.,
[25, 6]) were originally developed for the semantic description of references. Yet names and
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references behave rather differently: receiving from a name is destructive – it consumes a
value – whereas reading from a reference is not; a reference has a unique location, whereas a
name may be used by several processes both in input and in output; etc. These differences
make it unclear if and how interesting properties of imperative languages can be proved via
a translation into the π-calculus.
A subset of the π-calculus that often appears in the literature, for its expressive power
and elegant theory, is the Asynchronous π-calculus (Aπ). Aπ allows one to provide a simpler
representation of references, where a reference ` storing a value n is just an output message
`hni (in Aπ output is not a prefix, hence it has no process continuation). A process that
wishes to access the reference is supposed to make an input at ` and then immediately emit
a message at ` with the new content of the reference. For instance a process reading on the
reference and binding its content to x in the continuation P is
`(x). (`hxi | P ) .
Another reason that makes this representation of references in Aπ interesting is the bisimilarity
of Aπ, called asynchronous bisimilarity. It differs from standard bisimilarity in the input
nhmi

clause, in which a transition P −−−→ P 0 (where P is receiving m on n) can be answered by
a bisimilar process Q thus:
nhmi | Q =
⇒ Q0

(*)

(provided P 0 and Q0 are bisimilar), where =
⇒ stands for zero or several internal communication
steps. Intuitively, Q does not necessarily perform an input on n in response to the transition
done by P . To see why this clause could be interesting with references, consider a process
that performs a useless read on a reference ` and then continues as P2 ; in a language with
references this would be equivalent to P2 itself. When written in Aπ, the process with the
def
useless read becomes P1 = `(x). (`hxi | P2 ) where x does not appear in P2 . In ordinary
bisimilarity, P1 is immediately distinguished from P2 , as the latter cannot answer the input
`hni

transition P1 −−−→ `hni | P2 . However, the answer is possible using the clause (∗), as we have
`hni | P2 =
⇒ `hni | P2 .
We are not aware of studies that investigate the faithfulness of the above representation
of references in Aπ. In this paper we address this issue. For this, we first define π ref , an
extension of Aπ with references and operators to manipulate them. We then consider a
translation of π ref into Aπ and:
we study the properties of this translation;
we establish proof techniques on Aπ to reason about references.
The calculus with references, π ref , has constructs for reading from a reference, writing
on a reference, and a swap operation for atomically reading on a reference and placing a
new value onto it. Modern computer architectures offer hardware instructions similar to
swap, e.g., test-and-set, or control-and-swap constructs to atomically check and modify the
content of a register. These constructs are important to tame the access to shared resources.
In distributed systems, swap can be used to solve the consensus problem with two parallel
processes, whereas simple registers cannot [8].
The swap construct is also suggested by the translation of references into Aπ. The pattern
for accessing a reference ` is `(x). (`hni | P ). This yields four cases, depending on whether x
is used in P and whether x is equal to n:
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x free in P
x not free in P

n 6= x
swap
write
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n=x
read
useless read

We define a type system in Aπ to capture the intended pattern of usage of names that
represent references, called reference names, in particular the property that there is always
a unique output message available at these names. The type system has linearity features
similar to π-calculus type systems for locks [13] or for receptiveness [22].
Imposing a type system has consequences on behavioural equivalences. Since the set
of legal contexts becomes smaller, the behavioural equivalence itself becomes coarser. For
instance, in the case of reference names, a process P is supposed to be tested only in a
context that guarantees that all references mentioned in P are “allocated” (thus, an input
at a reference name ` is never “stuck”, as an output message at ` must always exist). A
consequence of these is a read in which the value read is not used is irrelevant (see formally
law (1)).
In both calculi, as behavioural equivalence we use barbed congruence and barbed equivalence.
These equivalences equate processes which, roughly, in all contexts give rise to “matching
reductions”.
We establish an operational correspondence between the behaviour of a process in π ref and
its encoding in Aπ, and from this we establish full abstraction of the translation of π ref
into Aπ with respect to both barbed equivalence and barbed congruence in the two calculi.
We then investigate proof techniques for barbed equivalence in Aπ, based on two forms of
labelled bisimilarities. For one bisimilarity we derive both soundness and completeness. This
bisimilarity is similar to, but not the same as, asynchronous bisimilarity. For instance, it
is defined on “reference-closed” processes (intuitively, processes in which all references are
allocated); therefore inputs on reference names from the tested processes are not visible
(because such inputs are supposed to consume the unique output message at that reference
that is present in the tested processes). The output clause of bisimilarity on reference names
is also different, as we have to make sure that the observer respects the pattern of usage for
reference names; thus the observer consuming the output message on a reference name `
should immediately re-install an output on `.
The second bisimilarity is more efficient because it does not require processes to be
“reference-closed”. Thus output messages on reference names consumed by the observer need
not be immediately re-installed. However sometimes access to a certain reference is needed
by a process in order to answer the bisimulation challenge from the other process. And
depending on the content of such references, further accesses to other references may be
needed. Since we wish to add only the needed references, this introduces an inductive game, in
which a player requires a reference and the other player specifies the content of such reference,
within the coinductive game of bisimulation. We show that the resulting bisimilarity is sound,
and leave completeness as an open problem. Finally, we discuss examples of uses of the
bisimilarities.
Related Work. The classic encoding of references in the π-calculus [16] follows their encoding
into CCS [15]: a reference is a stateful recursive process, which may be interrogated using two
names, one for read operations, the other for write operations. Properties of this encoding
have been explored [20], comparing the π-calculus to Concurrent Idealised Algol [3], an
extension of Idealised Algol [19] with shared variables concurrency. The encoding has been
shown to be sound but not complete.
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Many works have studied the effect of type systems on behavioural equivalence, formalised
using both barbed congruence and labelled bisimilarity. (See the references in the books [24,
7]). To our knowledge, no such study has been done regarding the discipline for reference
names which we use in this work. This discipline bears similarities with receptiveness [22],
which is also related to the results in [23, 14]. We can also remark that our notion of complete
processes is reminiscent of the notion of catalysers used by Dezani et al. [5] in session types
to enforce progress.
Section 5 discusses further related work.
Paper outline. In Section 2, we introduce π ref and discuss examples of behavioural equivalences between π ref processes. In Section 3 we present Aπ with reference names, using a
type system that captures the usage of such names. We show the encoding of π ref into such
Aπ and prove its full abstraction for barbed equivalence and congruence. In Section 4 we
introduce the two new labelled bisimilarities for Aπ, we establish soundness and completeness
for one and soundness for the other (we conjecture that also completeness holds), and present
a useful “up-to” technique for the second one. Finally we illustrate the benefits of using the
proof techniques based on the labelled bisimilarities of Aπ on some examples.
The proofs of most of the results in this work are presented in a full version of this
paper [9].

Asynchronous Processes Accessing References: π ref

2

In this section, we introduce π ref , the asynchronous π-calculus extended with primitives to
interact with memory locations.

2.1

Syntax and Semantics

We assume an infinite set Names of names and a distinct infinite set Refs of references.
These sets do not contain the special symbol ?, that stands for the constant “unit”. We use
a, b, c, . . . , p, q, . . . to range over Names; `, . . . to range over Refs; and n, m, . . . , x, y, . . . to
def
range over All = Names ∪ Refs ∪ {?}. The grammar for the calculus π ref is the following; for
simplicity, we develop our theory on the monadic calculus (one value at a time is handled).
P

::=

0 a(x). P

ahni !P

(ν` = n)P

` / n. P

P 1 | P2
` . (x). P

(νa)P

[n = m]P

`o
n n(x). P

The operators in the first line are the standard π-calculus constructs for the inactive
process, input, asynchronous output, replication, parallel composition, name restriction, and
matching (however matching here is defined on both names and references). In the second
line, we find the operators to handle references: reference restriction, or allocation (creating
a new reference ` with initial value n), write (setting the content of ` to n), read (reading in
x the value of `), swap (atomically reading on x and replacing the content of the reference
with n).
As usual, we often omit 0, and abbreviate ah?i as a (and similarly for inputs a. P ). We
use a tilde, e·, for (possibly empty) finite tuples; then (νe
a) is a sequence of restrictions; and
e a sequence of reference allocations (i.e., a piece of store), using L to represent a single
(ν L)
allocation such as ` = n. Given the binders (νa)P and (ν` = n)P (for a and `, respectively),
a(x). P , ` . (x). P and ` o
n n(x) (for x), we define bn(O), fn(O) (resp. fr(O), br(O)), for the
bound and free names (resp. references) of some object O (process, action, etc.). The set
of names of O is defined as the union of its free and bound names; and analogously for
references. In a(x). P or ahxi, name a is the subject whereas x is the object.
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R-Equiv:

P ≡ P0

P 0 −→ Q0
P −→ Q
R-Comm:

R-Read:

R-Ctxt:

P −→ P 0
E[P ] −→ E[Q]

a(x). P | ahni −→ P {n/x}
e
`, n ∈
/ br(ν L)

e . (x). P | Q) −→ (ν` = n)(ν L)(P
e
(ν` = n)(ν L)(`
{n/x} | Q)

R-Write:

R-Swap:

Q0 ≡ Q
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e
`, n ∈
/ br(ν L)
e / n. P | Q) −→ (ν` = n)(ν L)(P
e
(ν` = m)(ν L)(`
| Q)
e
`, n, m ∈
/ br(ν L)

e
e
(ν` = m)(ν L)(`
o
n n(x). P | Q) −→ (ν` = n)(ν L)(P
{m/x} | Q)

Figure 1 π ref , reduction relation.

We assume the calculus is simply-typed. Any basic type system for the π-calculus would
do. In this paper, we assume Milner’s sorting: names and references are partitioned into
a collection of types (or sorts). Name types contain names, and reference types contain
references. Then a sorting function maps types onto types. If a name type s is mapped
onto a type t, this means that names in s may only carry, or contain, objects in t; if s is a
reference type then only objects of type t may be stored in s. We shall assume that there is a
sorting system under which all processes we manipulate are well-typed. For simplicity we use
simple types; e.g., the sorting is non-recursive (meaning that the graph that represents the
sorting function, in which the nodes are the types, does not contain cycles). In the remainder
we assume that all objects (processes, contexts, actions, etc.) respect a given sorting.
The definition of structural congruence, ≡, is the expected one from the π-calculus,
treating the (ν` = n) operator like a restriction (see Appendix B).
Contexts, ranged over by C, are process expressions with a hole [ ] in it. We write C[P ]
for the process obtained by replacing the hole in C with P . Active (or evaluation) contexts,
ranged over by E, are given by:
E

::=

[]

E|P

(νa)E

(ν` = n)E .

The reduction relation −→ is presented in Figure 1. It uses active contexts to isolate the
subpart of the term that is active in a reduction. We write =⇒ for the “multistep” version of
−→, whereby P =⇒ P 0 if P may become P 0 after a (possibly empty) sequence of reductions.
Rules R-Read, R-Write and R-Swap in Figure 1 describe an interaction between the process
e this is necessary because there
and a reference `. These rules make use of a store (ν L);
might be references that depend on `, and as such cannot be moved past the restriction
on `. An example is (ν` = a)(ν`0 = `)` / b. P : the write operation is executed by applying
e = (ν`0 = `), as the restriction on `0 cannot be brought above the
rule R-Write, with (ν L)
e are the references bound by the ν.
restriction on `. We recall that br(ν L)
As usual in concurrent calculi, the reference behavioural equivalence will be barbed
congruence (in its variant sometimes called reduction-closed barbed congruence), a form of
bisimulation on reduction that uses closure under contexts and simple observables. In the
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context closure, however, we make sure that all references mentioned in the tested process
have been allocated. As often in π-calculi, we also consider barbed equivalence, that uses only
active contexts.
e
P exhibits a barb at a (so a is in Names), written P ↓a , if P ≡ (νeb)(ν L)(ahmi
| P 0 ) with
a∈
/ eb. We write P ⇓a if P =⇒ P1 and P1 ↓a for some P1 .
I Definition 1. Given a relation R on processes, and P R Q, we say that P, Q (in R) are
closed under reductions if P −→ P 0 implies there is Q0 s.t. Q =⇒ Q0 and P 0 R Q0 ;
preserved by a set C of contexts if C[P ] R C[Q] for all C ∈ C;
compatible on barbs if P ↓a implies Q ⇓a , for all a.
A process P is reference-closed if fr(P ) = ∅. A context C is closing on the references of
a process P if C[P ] is reference-closed; similarly, C is closing on the references of P, Q if it
closing on the references of both P and Q. Since reductions may only decrease the set of
free names of a process, the property of being reference-closed is preserved by reductions.
I Definition 2 (Barbed congruence and equivalence in π ref ). Barbed congruence is the largest
symmetric relation ∼
=ref in π ref such that whenever P R Q then P, Q are: closed under
reductions if P, Q are reference-closed; preserved by the contexts that are closing on references
for P, Q; compatible on barbs if P, Q are reference-closed. Barbed equivalence, ∼
=eref , is
defined in the same way, but using active contexts in place of all contexts.
The restriction to closing contexts (as opposed to arbitrary contexts) yields laws such as
` . (x).P ∼
=ref P,

(1)

whenever x ∈
/ fn(P ). Closing contexts ensure that the reading on ` is not blocking, and
therefore possible observables in P are visible on both sides.
As the quantification on contexts refers to the free references of the tested processes,
transitivity of barbed congruence and equivalence requires some care. As usual in the
π-calculus, barbed equivalence is not preserved by the input construct, and the closure of
barbed equivalence under all (well-typed) substitutions coincides with barbed congruence.

2.2

Behavioural Equivalence in π ref : Examples

We present a few examples that illustrate some subtleties of behavioural equivalence in
π ref . These examples will be formally treated in Section 4.2 for Examples 3 and 4, and in
Appendix A for Examples 5 and 6.
The first example shows that processes may be equivalent even though the store is public
and holds different values. (In the example, the reference ` is actually restricted, but the
process P underneath the restriction, representing an observer, is arbitrary).
I Example 3. For any P , we have P1 ∼
=ref P2 , for
def

P1 = (ν` = a)(P | !` / a | !` / b)

def

P2 = (ν` = b)(P | !` / a | !` / b)

In the second example, the write on top of P is not blocking, provided that the same writing
is anyhow possible, and provided that the current value of the store can be recorded.
I Example 4. We have P1 ∼
=ref P2 , for
def

P1 = ` / b. P | !` / b | !` . (x). ` / x

def

P2 = P | !` / b | !` . (x). ` / x
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On the left, it would seem that P runs under a store in which ` contains b; whereas on the
right, P could also run under the initial store, where ` could contain a different value, say a.
However the component !` . (x). ` / x allows us to store a in x and then write it back later,
thus overwriting b.
I Example 5. We have Ps ∼
6=eref Qs , where
def

Ps = (νt)` / b. (t | !t. ` / a. (c | ` / b. (t | c)))

def

Qs = (νt)` / a. (t | !t. ` / b. (c | ` / a. (t | c)))

The discriminating context being large, the formal discussion is moved in Appendix A.
Intuitively, Ps and Qs are refinements of the processes in Example 3, in that their initial
writes store different values on the reference `, but both processes maintain the capability
of writing both values in `. The difference with Example 3 are the additional inputs and
outputs on name c, which are generated along the transitions. These allow an observer to
distinguish Ps from Qs by exploiting the swap construct. We informally explain the reason.
If the two processes have written the same value, say a, in `, then Qs has generated the
same number of inputs and outputs on c, while Ps must have generated an extra output. An
observer can use swap to read the content of `, so to check that the value is indeed a, and
write back a fresh name, say e. Now the observer can tell that Ps has an extra output on c:
process Qs cannot add a further output, because this would require overwriting e in `, which
can be tested by the observer at the end.
We have seen in Example 3 two equivalent processes whose initial store (a single reference)
is different. The equivalence holds intuitively because the values that the two processes
can store are the same. Using two references, it is possible to complicate the example. In
Example 6, the processes are equivalent and yet the pairs of values that may be simultaneously
stored in the two references are different for the two processes. For each reference separately,
the set of possible values is the same. But setting a reference to a certain value implies first
having set the other reference to some specific values. (The processes could be distinguished
if an observer had the possibility to simultaneously read the two references.)
I Example 6. Consider two references `1 , `2 where booleans (represented as 0,1 below) can
be stored. Then for any P , we have P1 ∼
=ref P2 , where
def

P1 = (ν`1 = 0, `2 = 0)(P | (νt)(t | !t. `1 / 1. `1 / 0. `2 / 1. `2 / 0. t))
def

P2 = (ν`1 = 0, `2 = 0)(P | (νt)(t | !t. `1 / 1. `2 / 1. `1 / 0. `2 / 0. t))
P1 and P2 can write 0 and 1 in references `1 and `2 , but not in the same order. By doing so,
we see that if P1 loops, the content of `1 and `2 will evolve thus: (0, 0) → (1, 0) → (0, 0) →
(0, 1) → (0, 0), while for P2 the loop is different: (0, 0) → (1, 0) → (1, 1) → (0, 1) → (0, 0).
In particular, P2 can always go through the state (1, 1), independently of the transitions
of P , while P1 cannot, in general, reach this state.
The example above relies on the fact that the domain of possible values for `1 and `2 is
finite. A more sophisticated example, without such assumption, is given in the Appendix A.

3

Mapping π ref onto the Asynchronous π-calculus

We present the encoding of π ref into Aπ, which follows the folklore encoding of references
into Aπ.

CONCUR 2020

34:8

On the Representation of References in the Pi-Calculus

3.1

The Asynchronous π-calculus

Below is the grammar of the asynchronous π-calculus, Aπ; we reuse all notations from π ref .
P

::=

0 n(x). P

!P

nhmi P1 | P2

(νn)P

[n = m]P

The reduction semantics, as well as barbed equivalence and congruence (written ∼
=ea and
ref
∼
=a , respectively), are standard (defined as in π , and recalled in Appendix B). We recall
the standard definition of asynchronous bisimilarity, ≈a , from [1]. To define ≈a , as well as
the other forms of bisimilarity we introduce in Section 4, we rely on the early transition
system for Aπ. In this LTS, which is presented in Appendix B labels are either free inputs of
the form nhmi (reception of name m on n), output (nhmi), bound output ((νm)nhmi) or
internal communication (τ ).
I Definition 7. A symmetric relation R between processes is an asynchronous bisimulation
µ
if whenever P R Q and P −
→ P 0 , one of these two clauses hold:
µ̂

there is Q0 such that Q =
⇒ Q0 and P 0 R Q0 ;
µ = nhmi and there is Q0 such that Q | nhmi =
⇒ Q0 and P 0 R Q0 .
Asynchronous bisimilarity, ≈a , is the largest asynchronous bisimulation.
I Theorem 8 ([1]). Relations ∼
=ea and ≈a coincide.

3.2

Encoding π ref

In π-calculi such as Aπ, there are no references, only names. To make the encoding easier to
read, we assume however that the set of names contains the set of references {`, · · · } of π ref .
We call such names reference names, and call plain names the remaining names. Reference
names will be used to represent the references of π ref .
The encoding EJ·K, from π ref to Aπ, is a homomorphism on all operators (thus, e.g.,
def

def

EJP1 | P2 K = EJP1 K | EJP2 K, and EJa(m). P K = a(m). EJP K), except for reference constructs
for which we have:
def

EJ(ν` = m). P K = (ν`)(`hmi | EJP K)
def

EJ` . (x). P K = `(x). (`hxi | EJP K)

def

EJ` / v. P K = `(_). (`hvi | EJP K)
def

EJ` o
n n(x). P K = `(x). (`hni | EJP K)

(We write `(_). Q for an input whose bound name does not appear in Q.) In the encoding, an
object m stored at reference ` is represented as a message `hmi. Accordingly, the encoding of
a write ` / v. P is `(_). (`hvi | EJP K), meaning that the process acquires the current message
at ` (which is thus not available anymore) and replaces it with an output with the new value.
The encoding of a read ` . (x). P follows a similar pattern, this time however the same value
is received and emitted: `(x). (`hxi | P ). The encoding of swap combines the two patterns.

3.3

Types and Behavioural Equivalences with Reference Names

To prove a full abstraction property for the encoding, we use types to formalise the behavioural
difference between reference names and plain names in the asynchronous π-calculus. The
typing discipline can be added onto any basic type system for the π-calculus. As for π ref ,
we follow Milner’s sorting. The types of the sorting impose a partition on the two sets of
names (reference names and plain names). Thus we assume such a sorting, under which
all processes are well-typed. We separate the base type system (Milner’s sorting) from the
typing rules for reference names so as to show the essence of the latter rules. Accordingly,
we only present the additional typing constraints for reference names.
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TNil

TPar

∅`0

∆1 ` P

TOut

∅ ` ahmi

∆2 ` Q

∆1 ] ∆2 ` P | Q
TRefO

` ` `hmi

TInp

TResN
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∅`P

TRep

∅ ` a(x). P
∆`P

∅ ` !P

TResR

∆ ` (νa)P
TRefI

∅`P

∆, ` ` P
∆ ` (ν`)P

``P
∅ ` `(x). P

Figure 2 Typing conditions for reference names in Aπ processes.

We write: RefTypes for the the set of reference types (i.e., types that contain reference
names); Type(n) is the type of name n; ObType(n) is the type of the objects of n (i.e., the
type of the names that may be carried at n). For example in well-typed processes such as
nhmi and n(m). P , name m will be of type ObType(n).
Notations. We use `, . . . to range over reference names, a, b, . . over plain names, n, m, . . .
over the set of all names. ∆ ranges over finite sets of reference names. We sometimes write
∆ − x as abbreviation for ∆ − {x}. Moreover ∆1 ] ∆2 is defined only when ∆1 ∩ ∆2 = ∅, in
which case it is ∆1 ∪ ∆2 ; we write ∆, x for ∆ ] {x}.
The type system is presented in Figure 2. Judgements have the form ∆ ` P , where P is
an Aπ process. Rule TRefO along with Rule TPar ensures that every reference names in ∆
appears in subject of exactly one unguarded output. Rule TResR ensures that new reference
names are always in ∆ while Rule TRefI ensures that ∆ is constant after a communication
between references (by re-emitting an output after one has been consumed).
Intuitively, if ∆ ` P , then P must make available the names in ∆ immediately and exactly
once in output subject position. We say that ` is output receptive in P if there is exactly
one unguarded output at `, and moreover this output is not underneath a replication. Then
∆ ` P holds if
any ` ∈ ∆ is output receptive in P ;
in any subterm of P of the form (ν`0 )Q or `0 (m). Q, name `0 is output receptive in Q.
This intuition is formalised in Lemma 9, and in Proposition 10 that relates types and
operational semantics.
Typing is important because it allows us to derive the required behavioural equivalences.
For instance, allowing parallel composition with the ill-typed process `(x). 0 would invalidate
barbed equivalence between the (translations of the) terms in law (1).
In the remainder of the paper, it is assumed that all processes are well typed, meaning
that each process P obeys the underlying sorting system and that there is ∆ s.t. ∆ ` P
holds. Two processes P, Q are type-compatible if both ∆ ` P and ∆ ` Q, for some ∆; we
write ∆ ` P, Q in this case. In the remainder of the paper, all relations are on pairs of
type-compatible processes. Similarly, all compositions (i.e., of a context with processes) and
actions are well-typed.
The type system satisfies standard properties, like uniqueness of typing (∆ ` P and
0
∆ ` P imply ∆ = ∆0 ), and preservation by structural congruence (P ≡ Q and ∆ ` P imply
∆ ` Q). As claimed above, if ∆ ` P , then names in ∆ are output receptive:
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I Lemma 9. If ∆, ` ` P then P ≡ (ν ñ)(`hmi | Q), with ` 6∈ ñ, and there is no unguarded
output at ` in Q.
The following standard property relies on the standard LTS for Aπ, which is given in
Appendix B.
µ

I Proposition 10 (Subject reduction). If ∆ ` P and P −
→ P 0 , then
1. if µ = τ , µ = ahmi, µ = ahmi or µ = (νb)ahbi, then ∆ ` P 0 .
2. if µ = (ν`)ah`i then ∆, ` ` P 0 .
3. if µ = `hmi and ` ∈
/ ∆, then ∆, ` ` P 0
4. if ` ∈
/ ∆, then ∆, ` ` P | `hmi.
5. if µ = `hmi or µ = (νb)`hbi, then ∆ − ` ` P 0 .
6. if µ = (ν`0 )`h`0 i, then (∆ − `), `0 ` P 0 .
We can remark that in case 3, we have ` ∈
/ ∆, as otherwise the context would not be able
to trigger an input (since, by typing, it could not generate an output on `).
Barbed congruence. As usual in typed calculi, the definitions of the barbed relations take
typing into account, so that the composition of a context and a process be well-typed. In the
case of reference names, an additional ingredient has to be taken into account, namely the
accessibility of reference names. If a process has the possibility of accessing a reference, then
a context in which the process is tested should guarantee the availability of that reference.
For this, we define the notion of completing context and complete process. Then, roughly,
barbed congruence becomes “barbed congruence under all completing contexts”.
A process P is complete if each reference name that appears free in P is “allocated” in P .
We write frn(P ) for the set of free reference names in P .
I Definition 11 (Open references and complete processes). The open references of P such
that ∆ ` P are the names in frn(P ) \ ∆; similarly the open references of processes P1 , . . . , Pn
is the union of the open references of the Pi ’s. P is complete if it contains no open reference.
frn(P ) ⊆ ∆ and ∆ ` P , for some ∆.
A context C is completing for P if C[P ] is complete.
(Note that an Aπ complete process might have free reference names, if these are not open
references; in contrast, a π ref reference-closed process does not have free references.)
def

I Lemma 12. P is complete iff ∅ ` (νe
n)P where n
e = frn(P ).
Completing contexts are the only contexts in which processes should be tested. We
constrain the definitions of typed barbed congruence and equivalence accordingly. The
grammar for the active contexts in Aπ is as expected:
E

::=

[]

E|P

(νn)E .

I Definition 13 (Barbed congruence and equivalence in Aπ with reference names). Barbed
congruence is the largest symmetric relation ∼
=Arn in Aπ such that whenever P R Q then
P, Q are: closed under reductions whenever they are complete; closed under the contexts that
are completing for P, Q; compatible on barbs whenever they are complete. Barbed equivalence,
∼
=eArn , is defined analogously except that one uses active contexts in place of all contexts.
This typed barbed equivalence is the behavioural equivalence we are mainly interested in.
The reference name discipline weakens the requirements on names (by limiting the number of
legal contexts), hence the corresponding typed barbed relation is coarser. We are not aware
of existing works in the literature that study the impact of the reference name discipline on
behavioural equivalence.
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I Lemma 14. For all compatible P , Q, P ∼
=ea Q (and hence also P ≈a Q) implies P ∼
=eArn Q.
We show in Section 4 that the inclusion is strict.

3.4

Validating the Encoding

We now show that the two notions of barbed congruence coincide via the encoding.
I Theorem 15 (Operational correspondence). If P −→ P 0 , then EJP K −→ EJP 0 K.
Conversely, if EJP K −→ Q, then P −→ P 0 , with EJP 0 K ≡ Q.
The next lemma shows that, up to asynchronous bisimilarity, we can “read back” welltyped processes in Aπ, via the encoding, as processes in π ref . And similarly for contexts.

I Lemma 16. If ∅ ` P , then there exists R in π ref such that EJRK ≈a P .
Theorem 15 and Lemma 16 are the main ingredients to derive the following theorem:
∼Arn EJQK;
I Theorem 17 (Full abstraction). For any P, Q in π ref : P ∼
=ref Q iff EJP K =
e
e
and similarly P ∼
=ref Q iff EJP K ∼
=Arn EJQK.

4

Bisimulation with Reference Names

4.1

Two Labelled Bisimilarities

In this section we present proof techniques for barbed equivalence based on the labelled
transition semantics of Aπ. For this we introduce two labelled bisimilarities.
The first form of bisimulation, reference bisimilarity, only relates complete processes;
processes that are not complete have to be made so. Intuitively, in this bisimilarity processes
are made complete by requiring a closure of the relation with respect to the (well-typed)
addition of output messages at reference names (the “closure under allocation” below).
Moreover, when an observer consumes an output at a reference name, say `hni, then,
following the discipline on reference names, he/she has to immediately provide another such
`hni[m]

output message, say `hmi. This is formalised using transition notations such as P −−−−−→ P 0 ,
which makes a swap on ` (reading its original content n and replacing it with m). As a
consequence of the appearance of such swap transitions, ordinary outputs at reference names
are not observed in the bisimulation. Similarly for inputs at reference names: an input
`hmi

P −−−→ P 0 from a complete process P is not observed, since it is supposed to interact with
unique output at ` contained in P (which exists as P is complete). Finally, an observer
should respect the completeness condition by the processes and should not communicate a
fresh reference name – to communicate such a reference, say `, an allocation for ` (an output
message at `) has first to be added.
A relation R is closed under allocation if P R Q implies P | `hni R Q | `hni for any `hni
`hni[m]

`hni

such that P | `hni and Q | `hni are well-typed. We write P −−−−−→ P 0 if P −−−→ P 00 and
(νn)`hni[m]

`hni[m]

P 0 = `hmi | P 00 , for some P 00 ; similarly for P −−−−−−−−→ P 0 . Then, as usual, P ====⇒ P 0
`hni[m]

(νn)`hni[m]

holds if P =
⇒ P 00 −−−−−→ P 000 =
⇒ P 0 for some P 00 , P 000 , and similarly for P =======⇒ P 0 .
We let α range over the actions µ plus the aforementioned “update actions” `hni[m] and
(νn)`hni[m].
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Setting m to be the object of an update actions, we write ∆ ` α when: (i) if the object
of α is a free reference name then it is in ∆, and (ii) α is not an input or an output at a
reference name.
I Definition 18 (Reference bisimilarity). A symmetric relation R closed under allocation is a
α
reference bisimulation if whenever P R Q with P, Q complete, ∆ ` P, Q and P −
→ P 0 with
∆ ` α, then
α̂
1. either there exists Q0 such that Q =
⇒ Q0 and P 0 R Q0 for some Q0
2. or α is an input ahmi and Q | ahmi =
⇒ Q0 with P 0 R Q0 for some Q0 .
Reference bisimilarity, written ≈, is the largest reference bisimulation.
We now show that ≈ coincides with barbed equivalence. The structure of the proof is
standard, however some care has to be taken to deal with closure under parallel composition.
I Lemma 19. If P ≈ Q, and ∅ ` R, then P | R ≈ Q | R.
I Proposition 20 (Substitutivity for active contexts). If P ≈ Q, then E[P ] ≈ E[Q] for any
active context E.
I Theorem 21 (Labelled characterisation). P ≈ Q iff P ∼
=eArn Q.
In reference bisimilarity, the tested processes are complete: hence all their references
must explicitly appear as allocated, and when a reference is accessed, an extension of the
store is made so to remain with complete processes (and if such an extension introduces
other new references, a further extension is needed). The goal of the bisimilarity ≈ip below
is to allow one to work on processes with open references, and make the extension of the
store only when necessary. The definition of the bisimulation exploits an inductive predicate
to accommodate finite extensions of the store, one step at a time. This predicate can be
thought of as an inductive game, in which the “verifier” can choose rule Base and close the
game, or choose rule Ext and a reference `; in the latter case the “refuter” chooses the value
stored in `.
I Definition 22 (Inductive predicate). The predicate ok(∆, R, P, Q, µ) (where ∆ is a set
of names, R a process relation, P, Q processes, and µ an action) holds if it can be proved
inductively from the following two rules:
(
Q | nhmi =
⇒ Q0 for µ = nhmi
P 0 R Q0
µ
Q=
⇒ Q0
otherwise
Base
ok(∆, R, P 0 , Q, µ)
Ext

`∈
/∆

∀ m : ok((∆, `), R, P 0 | `hmi, Q | `hmi, µ)
ok(∆, R, P 0 , Q, µ)

I Definition 23 (Bisimilarity with inductive predicate, ≈ip ). A symmetric relation R is a
µ
≈ip -bisimulation if whenever P R Q with ∆ ` P, Q, and P −
→ P 0 with ∆0 ` P 0 , we can
0
0
derive ok(∆ ∪ ∆ , R, P , Q, µ). We write ≈ip for the largest ≈ip -bisimulation.
The names in ∆ ∪ ∆0 are the reference names that appear in output subject position
in P 0 or Q. Therefore, when using rule Ext of the inductive predicate, the condition ` ∈
/∆
ensures us that the message at ` can be added without breaking typability.
The following up-to technique allows us to erase common messages on reference names
along the bisimulation game.

D. Hirschkoff, E. Prebet, and D. Sangiorgi

34:13

For this, we use the notation Ms , where s is a finite list of pairs (`,m), to describe parallel
def Q
compositions of outputs on reference names (i.e., Ms = (`,m)∈s `hmi), and ∆s ` Ms where
∆s contains all first components of pairs of s. Intuitively, Ms represents a chunk of store.
I Definition 24 (≈ip -bisimulation up to store). An ≈ip -bisimulation up to store is defined like
≈ip -bisimulation (Definition 23), using a predicate ok’(∆ ∪ ∆0 , R, P 0 , Q, µ). This predicate is
defined by a modified version of rule Ext where ok 0 is used instead of ok, both in the premise
and in the conclusion, and the following modified version of the Base rule:
(
Q | nhmi =
⇒≡ Q00 | Ms for µ = nhmi
0
00
P ≡ P | Ms
P 00 R Q00
µ
00
Q=
⇒≡ Q | Ms
otherwise
Base-Up
ok’(∆, R, P 0 , Q, µ)
Rule Base-Up makes it possible to erase common store components before checking that the
processes are related by R.
I Proposition 25. If R is a ≈ip -bisimulation up to store, then R⊆ ≈ip .
I Proposition 26 (Soundness of ≈ip ). ≈ip ⊆ ≈.
Intuitively, the inclusion holds because a ≈ip -bisimulation is closed by parallel composition
with Ms processes. We leave the opposite direction, completeness, as an open issue.

4.2

Examples

We now give examples of uses of the various forms of labelled bisimulation (≈a , ≈, ≈ip , ≈ip
up to store) for Aπ to establish equivalences between processes with references. In some
cases, we use the “up-to structural congruence” (≡) version of the bisimulations – a standard
“up-to” technique. In the examples we consider barbed equivalence; the results can be lifted
to barbed congruence using closure under substitutions.
The first example is about a form of commutativity for the write construct.
I Example 27. We wish to establish !` / a. ` / b ∼
=eref !` / b. ` / a. For this, we prove the law
e
!` / a. ` / b ∼
=ref !` / a | !` / b, which will be enough to conclude, by commutativity of parallel
composition. The two given processes are mapped into Aπ as
def

P1 = !`(_). (`hai | `(_). `hbi)

and

def

P2 = (!`(_). `hai) | (!`(_). `hbi).
def

We can derive P1 ≈a P2 , using the singleton relation R = {(P1 , P2 )}, and showing that R
is an asynchronous bisimilarity up-to context and structural congruence [18] (this known
’up-to’ technique allows one to remove additional processes created from the replications
after a transition). We can then conclude by Lemma 14.
We now consider Examples 3 and 4 from Section 2.
Proof of Example 3. Let R1 , R2 be the encodings of P1 , P2 in the example:

def
R1 = (ν`) `hai | EJP K | !`(_). `hai | !`(_). `hbi

def
R2 = (ν`) `hbi | EJP K | !`(_). `hai | !`(_). `hbi
We then have R1 =⇒≡ R2 and R2 =⇒≡ R1 , which implies R1 ≈a R2 (where ≈a is
asynchronous bisimilarity), as {(R1 , R2 )} ∪ I, where I = {(P, P )} is the identity relation, is
an asynchronous bisimulation up to ≡. We can then conclude by Theorems 8 and 17.
J
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Proof of Example 4. Let R1 , R2 be the encodings of P1 , P2 in the example:
R1
R2

def

=

def

=

`(_). (`hbi | EJP K) | !`(_). `hbi | !`(x). (`hxi | `(_). `hxi)
EJP K | !`(_). `hbi | !`(x). (`hxi | `(_). `hxi)

Then for all m, processes `hmi | R1 and `hmi | R2 are complete. We define
R

def


= { R1 | `hmi | BX , R2 | `hmi | BX } ,
def

where X = {x1 , . . . , xn } is a possibly empty finite set of names, and
def

BX = `(_). `hx1 i | . . . | `(_). `hxn i
Then R ∪ I is a ≈ip -bisimulation.

def
Reusing the same notations, R0 = { R1 | BX , R2 | BX } is an ≈ip -bisimulation up to
store: this up-to technique allows us to remove the `hmi particles.
J
The following example shows some benefits of using ≈ip and ≈ip up to store in the proof of
a property that generalises (the Aπ version of) law (1), which involves a “useless read”.
I Example 28. Consider ∅ ` P0 R Q0 , where R is an asynchronous bisimulation, ObType(`) ∈
RefTypes, and x is a fresh name. Then ∅ ` `(x). (P0 | `hxi) ≈ Q0 .
In general, `(x). (P0 | `hxi) and Q0 are not related by ≈a (take P0 = Q0 = ahni), thus
the inclusion in Lemma 14 is strict.
To prove `(x). (P0 | `hxi) ≈ Q0 using a ≈-bisimulation, we need a relation such as
def

R1 = {(`(x). (P0 | `hxi), Q0 )}
∪ {(`(x). (P0 | `hxi) | `h`0 i | `0 hmi, Q0 | `h`0 i | `0 hmi)
0

for any m}

0

∪ {(`(x). (P0 | `hxi) | `h` i | `0 hmi | Ms , Q0 | `h` i | `0 hmi | Ms )
0

0

∪ {P | `h` i | `0 hmi | Ms , Q | `h` i | `0 hmi | Ms )

for any m, Ms }

for any m, Ms , with P R Q}

−1
and prove that R1 ∪ R−1
1 (where R1 is the inverse of R1 ) is a ≈-bisimulation.
We can simplify the proof and avoid the several quantifications in R1 (in particular on
Ms , whose size is arbitrary), and prove that R2 is an ≈ip -bisimulation, for
def

R2 = R ∪ {(P | `hmi, Q | `hmi), for any m, with P R Q}
∪ {(`(x). (P0 | `hxi), Q0 ), (Q0 , `(x). (P0 | `hxi))}.
The last component of R2 is dealt with using rule Ext of the inductive predicate (Definition 22),
and this brings in the second component (the closure of R under messages on `).
We can simplify the proof further, by removing such second component, and show that
R3 is an ≈ip -bisimulation up to store, for
def

R3 = R ∪ {(`(x). (P0 | `hxi), Q0 ), (Q0 , `(x). (P0 | `hxi))}.
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Future work

In languages with store, which are usually sequential languages, bisimulation is commonly
defined on configurations. In π ref , a configuration would be written (νe
n)hP, si, where s is
an explicit store and n
e is a set of private names shared between process P and store s. We
could in principle read back ≈ onto π ref , and define a behavioural equivalence between π ref
configurations. The LTS on configurations would then have specific actions to describe how
an observer may act on the visible part of the store. The labelled transition semantics for
π ref and π ref configurations would however be more complex than those for Aπ; for instance
the forms of actions, expressing external observations, would be much broader.
The swap operation arises naturally in the encoding into Aπ. We do not know if and
how swap increases the discriminating power of external observers. We believe that, without
swap, the two processes in Example 5 could not be distinguished. This point deserves further
investigation, which we leave for future work. Similarly we leave for future work proving or
disproving the completeness of the bisimilarity with an inductive predicate (Definition 23).
It would be interesting to see if the labelled bisimilarities we have considered, whose
bisimulation clauses are different from those of ordinary bisimilarity, can be recovered in an
abstract setting, e.g., using coalgebras [12, 2, 21]. This would be particularly interesting for
≈ip -bisimulation, whose definition involves a mixture of induction and coinduction.
Equivalences for higher-order languages with state are known to be hard to establish.
Various approaches exist, from Kripke logical relations to trace semantics and game semantics [10, 11, 17, 4]. It would be interesting to compare the proof techniques offered by
these approaches with those shown in this paper, and developments of them. More generally,
more experimentation is needed to test the bisimilarities proposed in this paper and the
associated proof techniques, on examples from high-level languages that include higher-order
features, mutable state, and concurrency.
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A

Additional Material for the Examples in Section 2.2
def

Proof of Example 5. To get a idea of how Ps and Qs evolve, let us consider first E = (ν` =
z)[ ]. Then E[Qs ] can reduce to one of the following:
1. (ν` = z)(νt)` / a. (t | !t. ` / b. (c | ` / a. (t | c)))
2. (ν` = a)(νt)(t | !t. ` / b. (c | ` / a. (t | c))) | cn | cn
3. (ν` = a)(νt)(` / b. (c | ` / a. (t | c)) | !t. ` / b. (c | ` / a. (t | c))) | cn | cn
4. (ν` = b)(νt)(` / a. (t | c) | !t. ` / b. (c | ` / a. (t | c))) | cn | cn+1 .
Similarly, E[Ps ] can reduce to those four processes but with the role of a and b swapped.
Notice that when E[Qs ] =⇒ Q0 , then there is a correspondence between the value stored in
` (i.e a or b) and the presence of more c processes than c processes (or the same number).
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We now consider the following context:
def

E0 = (ν` = z)([ ] | ` o
n z(x). [x = b]s0 . s1 . (P11 | P12 ) | s0 | s1 )
def

P11 = ` . (x). [x = z]s11 | s11

def

P12 = c. ` . (x). [x = z]s12 | s12

with s0 , s11 , s12 fresh names.
At first s0 and s1 are the only observables, meaning E0 [Ps ] ↓s0 and E0 [Ps ] ↓s1 , but then
def

E0 [Ps ] −→−→−→ (ν` = z)((νt)(t | !t. ` / a. (c | ` / b. (t | c))) | s1 . (P11 | P12 ) | s1 ) = P 0
where the three reductions have been derived using rules R-Write, R-Swap, and R-Comm
respectively. Finally, we have P 0 6⇓s0 , whereas P 0 ↓s1 .
Thus, to avoid the observable s0 , process E0 [Qs ] must reduce to a process with b stored
in ` before doing the swap in E0 . This implies that the swap is executed in a state that
corresponds to case 4 above. So for any Q0 with E[Qs ] =⇒ Q0 and Q0 6↓s0 and Q0 ⇓s1 , such
process Q0 has one of the following forms:
def

1. Q01 = (ν` = a)((νt)(t | !t. ` / b. (c | ` / a. (t | c)) | cn | cn ) | s1 . (P11 | P12 ) | s1 )
def

2. Q02 = (ν` = a)((νt)(` / b. (c | ` / a. (t | c)) | !t. ` / b. (c | ` / a. (t | c)) | cn | cn )
| s1 . (P11 | P12 ) | s1 )
def

3. Q03 = (ν` = b)((νt)(` / a. (t | c) | !t. ` / b. (c | ` / a. (t | c)) | cn | cn+1 ) | s1 . (P11 | P12 ) | s1 )
def

4. Q04 = (ν` = z)((νt)(` / a. (t | c) | !t. ` / b. (c | ` / a. (t | c)) | cn | cn+1 ) | s1 . (P11 | P12 ) | s1 )
Then we use either P11 or P12 depending on the form of Q0 . If Q0 is of the first three forms,
then we use P11 .
def

Indeed, P 0 −→−→ (ν` = z)((νt)(t | !t. ` / a. (c | ` / b. (t | c))) | P12 ) = P 00 using rules
R-Read and R-Comm respectively. Notice that P 00 6⇓s11 . On the other hand, z does not appear
anywhere else than in a matching in Q0 , thus there is no reduction Q0 =⇒ Q00 with Q00 6↓s11
for any Q00 .
In the other case, it holds that Q04 −→−→−→ (ν` = z)((νt)(` / a. (t | c) | !t. ` / b. (c |
def

` / a. (t | c)) | cn | cn ) | P11 ) = Q00 using rules R-Comm, R-Read, and R-Comm respectively.
Then we have Q00 6⇓s12 . However, the only output c is behind a write ` / a in P 0 . Thus, there
is no P 0 =⇒ P 00 with P 00 6↓s12 .
∼ref Qs .
We can finally conclude Ps 6=
J

Proof of Example 6. Recall the definitions of the two processes (we rename the processes
that are given in the main text, to ease readability):
def

P = (ν`1 = 0, `2 = 0)(R | (νt)(t | !t. `1 / 1. `1 / 0. `2 / 1. `2 / 0. t))
def

Q = (ν`1 = 0, `2 = 0)(R | (νt)(t | !t. `1 / 1. `2 / 1. `1 / 0. `2 / 0. t))
To prove their equivalence, we introduce the following processes:
def

P 0 = !t. `1 (_). (`1 h1i | `1 (_). (`1 h0i | `2 (_). (`2 h1i | `2 (_). (`2 h0i | t))))
def

Q0 = !t. `1 (_). (`1 h1i | `2 (_). (`2 h1i | `1 (_). (`1 h0i | `2 (_). (`2 h0i | t))))
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def

P1 = Q1 = t
def

P2 = `1 (_). (`1 h1i | `1 (_). (`1 h0i | `2 (_). (`2 h1i | `2 (_). (`2 h0i | t))))
def

Q2 = `1 (_). (`1 h1i | `2 (_). (`2 h1i | `1 (_). (`1 h0i | `2 (_). (`2 h0i | t))))
def

P3 = `1 (_). (`1 h0i | `2 (_). (`2 h1i | `2 (_). (`2 h0i | t)))
def

Q3 = `2 (_). (`2 h1i | `1 (_). (`1 h0i | `2 (_). (`2 h0i | t)))
def

P4 = `2 (_). (`2 h1i | `2 (_). (`2 h0i | t))
def

Q4 = `1 (_). (`1 h0i | `2 (_). (`2 h0i | t))
def

P5 = Q5 = `2 (_). (`2 h0i | t)
P 0 and Q0 are the encodings of the replicated part of P and Q. Then Pi and Qi are the
processes that can be reached from P 0 and Q0 .
We now show that the relation R ∪ R−1 is an ≈ip -bisimulation where we have:
def



(`1 hn1 i | (νt)(P 0 | Pi ), `1 hn01 i | (νt)(Q0 | Qj ))
for any n1 , n01 ∈ {0, 1}, i, j





(`2 hn2 i | (νt)(P 0 | Pi ), `2 hn02 i | (νt)(Q0 | Qj ))
for any n2 , n02 ∈ {0, 1}, i, j





(`1 hn1 i | `2 hn2 i | (νt)(P 0 | Pi ), `1 hn01 i | `2 hn02 i | (νt)(Q0 | Qj ))
for any n1 , n01 , n2 , n02 ∈ {0, 1}, i, j

R =

∪
∪



First, note that the only free names appearing in those processes are `1 and `2 . Thus for any
P R Q, the only actions to consider are τ, `i hni and `i hni, for i = 1, 2.
For any P R Q, we have:
τ
If P −
→ P0 , then P0 R Q
`i hni

If P −−−→ P0 , then P0 R Q | `i hni
`i hni

`i hni

`i h1−ni

If P −−−→ P0 , then either Q −−−→ Q0 and P0 R Q0 , or Q −−−−−→ Q0 . In this case, we
use rule Ext (from Definition 22) to add the other location if ∆ 6= `1 , `2 . Then after at
most 5 internal transitions (by cycling around the Pi or Qj ), we obtain a process Q0 that
`i hni

can make the required transition Q0 −−−→ Q00 with P0 R Q00 .
As R ∪ R−1 is an ≈ip -bisimulation, we have R ⊆ ≈. Moreover, (ν`1 , `2 )(EJRK | [ ]) is
an active context, so this implies EJP K ≈ EJQK. By Theorems 21 and 17, we can conclude
P ∼
=eref Q.
To extend this result to barbed congruence, we notice that for all σ,
1. either P σ = (ν`1 = 0, `2 = 0)(Rσ | (νt)(t | !t. `1 / 1. `1 / 0. `2 / 1. `2 / 0. t)
2. or P σ = (ν`1 = 0, `2 = 0)(Rσ | (νt)(t | !t. `1 / 0. `1 / 0. `2 / 0. `2 / 0. t)
3. or P σ = (ν`1 = 1, `2 = 1)(Rσ | (νt)(t | !t. `1 / 1. `1 / 1. `2 / 1. `2 / 1. t)
As P ∼
=eref Q holds for any R, it also holds for any Rσ, which prove the first case. Moreover,
the proof never uses the fact that 0 and 1 are distinct, so we can prove in the same way that
cases 2 and 3 hold.
We conclude P ∼
J
=ref Q.
We now present an additional example, which corresponds to a generalisation of Example 6.

D. Hirschkoff, E. Prebet, and D. Sangiorgi

34:19

I Example 29. Here we remove the assumption that the two references can only hold values
0 and 1. This enables the context to store fresh names in references. If used with the
original processes, these are distinguished by using those fresh values to block transition
along the lines of Example 5. To make these processes equivalent again, we could add in
parallel a buffer as in Example 4. However, by making these additions, we would also enable
P1 to desynchronise the content in `1 and `2 and have (1, 1). The solution is to prevent
those buffers from writing at a different “time” than the “time” they have read. For this we
introduce a more complex buffer Bij . Consider the following processes:
def

Bij = r(xj ). 0 !r(xj ). ti . `j o
n xj (y j ). (rhy j i | ti )
def

Sij = !ti . `j . (xj ). (ti | (νr)(rhxj i | Bij ))

def
P = (νt1 , t2 , t3 , t4 ) t1 !t1 . `1 / 1. t2 | S11 | S12 !t2 . `1 / 0. t3 | S21 | S22
!t3 . `2 / 1. t4 | S31 | S32 !t4 . `2 / 0. t1 | S41 | S42




def
Q = (νt1 , t2 , t3 , t4 ) t1 !t1 . `1 / 1. t2 | S11 | S12 !t2 . `2 / 1. t3 | S21 | S22
!t3 . `1 / 0. t4 | S31 | S32 !t4 . `2 / 0. t1 | S41 | S42



def
We have P ∼
=ref Q. If we take E = (ν`1 = 0)(ν`2 = 0)[ ], we have
E[Q] −→−→ (ν`1 = 1)(ν`2 = 1)Q0 for some Q0 . However, there is no sequence of reductions
such that E[P ] =⇒ (ν`1 = 1)(ν`2 = 1)P 0 for any P 0 .

If we forget all Sij ’s, then these processes are similar to the ’loop’ used in the previous
example but split into multiple replications. Those Sij ’s help to equate the two processes
even if the context can write any value in `1 , `2 .
Process Sij can only be activated when ti is available. It then reads the content of `j to
initialise a new buffer Bij .
Process Bij contains value xji that is the object of rhxji i. Process Bij can be stopped by
making the communication with the first input on r, or can be used to swap its content with
the content of `j . Note that this swap can only be done when ti is available, so it cannot be
used to desynchronise the content in `1 , and `2 .

B

Operational Semantics of Aπ: Reduction and Labelled Transitions

Reduction
Structural congruence is defined as the smallest congruence that satisfies the following axioms:
P |0≡P

P |Q≡Q|P

P | (νn)Q ≡ (νn)P | Q if n ∈
/ fn(P )

P | (Q | R) ≡ (P | Q) | R

!P ≡ P

(νn)(νm)P ≡ (νm)(νn)P

(νn)0 ≡ 0

[x = x]P ≡ P
Active contexts in Aπ are defined by:
E

::=

[]

E|P

(νn)E .

Reduction is defined by the following rules:
P ≡ P0

P 0 −→ Q0
P −→ Q

Q0 ≡ Q

P −→ P 0
E[P ] −→ E[Q]

n(x). P | nhmi −→ P {m/x}
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Inp:

Out:

nhmi

n(x). P −−−→ P {m/x}
nhmi

P −−−→ P 0

Open:

µ

Rep:

(νm)nhmi

(νm)P −−−−−−→ P 0 if m 6= n
P −
→ P0

Par:

µ

(νn)P −
→ (νn)P 0 if n ∈
/µ
nhmi

Comm:
nhmi

Close:

P −−−→ P 0

P | !P −
→ P0
µ

!P −
→ P0

µ

µ

Res:

nhmi

nhmi −−−→ 0

P −
→ P0
µ

P |Q−
→ P 0 | Q if bn(µ) ∩ fn(Q) = ∅
nhmi

P −−−→ P 0

Q −−−→ Q0
τ

P |Q−
→ P 0 | Q0
µ

(νm)nhmi

Q −−−−−−→ Q0

τ

P |Q−
→ (νm)(P 0 | Q0 )

if m ∈
/ fn(P )

Match:

P −
→ P0
µ

[n = n]P −
→ P0

Figure 3 Labelled Transition Semantics for Aπ.

Labelled Transition Semantics
Actions of the LTS are defined as follows:
µ

::=

n(m) nhmi (νm)nhmi τ .

Transitions are defined in Figure 3. The symmetric versions of rules PAR, COM and CLOSE
def τ ∗

µ def

µ

µ̂ def µ

are omitted. Weak transitions are defined by =
⇒ = −
→ ,=
⇒ = ⇒
=−
→=
⇒, and =
⇒ = =
⇒ if µ =
6 τ
and =
⇒ otherwise.
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Abstract
In this paper we prove completeness of four axiomatisations for finite-state behaviours with respect
to behavioural equivalences at various τ -abstract levels: branching congruence, delay congruence,
η-congruence, and weak congruence. Instead of merging guarded recursive equations, which was the
approach originally used by Robin Milner and has since become the standard strategy for proving
completeness results of this kind, in this work we take a new approach by solving guarded recursive
equations with canonical solutions which are those with the fewest reachable states. The new strategy
allows uniform treatment of the axiomatisations with respect to different behavioural equivalences.
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1

Introduction

The notion of bisimulation which originated from the early ideas of Park and van Benthem and
coined by Milner is the foundation of many popular equivalence and congruence relations in
concurrency theory. Weak bisimilarity introduced by Milner [6] (originally called observational
equivalence) and branching bisimilarity introduced by van Glabbeek and Weijland [9] are
two widely studied equivalence relations for processes, with the former identifying more
processes than the latter because of the difference in treating internal actions (τ -moves)
to achieve observational abstractness. Delay bisimilarity and η-bisimilarity [9] are two
other interesting equivalence relations with abstractness in between weak and branching
bisimilarities. Although these relations are not congruences on process constructs, all can be
made into congruences, called weak congruence and branching congruence etc., which are very
close to the respective bisimilarities. For finite processes where every process will eventually
become inactive, complete inference systems for all four congruences mentioned above can be
found in the literature. For example, a complete axiomatisation of finite processes with respect
to weak congruence was devised by Hennessy and Milner [3], and complete axiomatisations
of finite processes with respect to branching, delay, and η-congruences were devised by van
Glabbeek and Weijland [9]. For finite-state processes where recursion is allowed in the process
constructs to introduce infinite behaviours, complete inference systems for weak congruence
and branching congruence were devised by Milner [7] and van Glabbeek [8] respectively,
© Xinxin Liu and TingTing Yu;
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while such inference systems for the other two congruences are not found in the literature.
In this paper we present a hierarchy of complete inference systems for finite-state processes
with respect to the four congruences. For proving completeness, we use a new approach by
constructing canonical solutions to guarded recursive equations which is different from the
common strategy of merging guarded recursive equations, a strategy originally proposed
by Milner [5] and later followed in many other completeness proofs [7][10][8][4]. Our new
strategy allows more uniform treatment of the axiomatisations with respect to different
behavioural equivalences. In the following we roughly explain the ideas of the old and new
approaches.
Both the old and new approaches rely on the following two fundamental facts:
Fact 1. Each expression provably solves a set of guarded recursive equations.
Fact 2. A set of guarded recursive equations has unique solution in the following
sense: if two expressions both provably solve the same set of guarded recursive
equations, then the two expressions are provably equal.
In [5], after setting up the foundation by proving the two facts above, Milner then devised the
following strategy to establish the provable equality of two semantically equivalent expressions
E1 and E2 :
Step 1. By Fact 1. above, let S1 , S2 be two sets of guarded recursive equations such
that E1 and E2 provably solve S1 and S2 respectively.
Step 2. Then, with the help of the semantic equality of E1 and E2 , by merging S1
and S2 in a systematic way to form a single set of guarded recursive equations S
which is provably solved by both E1 and E2 .
Step 3. Then by Fact 2. above, it follows that E1 and E2 are provably equal.
For Step 2. Milner provided a procedure which guarantees that the wanted guarded recursive
equation set S can be constructed. To see a tiny but nevertheless illustrative example,
consider the expressions µX.(a.a.X) and µY.(a.a.a.Y ), they both perform the visible action
a forever. If we write ` E = F to mean that the expressions E and F are provably equal,
then following Milner’s strategy, first note that by unfolding recursion we obtain
` µX.(a.a.X) = a.a.µX.(a.a.X), ` µY.(a.a.a.Y ) = a.a.a.µY.(a.a.a.Y ).
That is, µX.(a.a.X) and µY.(a.a.a.Y ) provably solve {X = a.a.X} and {Y = a.a.a.Y }
respectively. Now by equational reasoning, if ` E = a.a.E, then ` a.a.E = a.a.a.a.E,
and ` a.a.a.a.E = a.a.a.a.a.a.E, thus ` E = a.a.a.a.a.a.E. That is to say, a solution to
X = a.a.X also provably solves Z = a.a.a.a.a.a.Z. And for the same reason a solution to
Y = a.a.a.Y also provably solves Z = a.a.a.a.a.a.Z. Thus both µX.(a.a.X) and µY.(a.a.a.Y )
provably solve {Z = a.a.a.a.a.a.Z}, hence by Fact 2. ` µX.(a.a.X) = µY.(a.a.a.Y ). Note
that here we have simplified Milner’s procedure by allowing sets of guarded equations which
may not be in the standard form required in his procedure. That is sufficient to make our
points. (The sets of guarded equations in standard form which provably solved by µX.(a.a.X)
and µY.(a.a.a.Y ) are {X0 = a.X1 , X1 = a.X0 } and {Y0 = a.Y1 , Y1 = a.Y2 , Y2 = a.Y0 }
respectively, which can be merged to obtain the following set of standard equations, provably
solved by both µX.(a.a.X) and µY.(a.a.a.Y ) in Z00 : {Z00 = a.Z11 , Z11 = a.Z02 , Z02 = a.Z10 ,
Z10 = a.Z01 , Z01 = a.Z12 , Z12 = a.Z00 }.)
Now by examining Milner’s approach, we can find an interesting alternative which has
never been explored. The idea, which is very simple, is as follows. After Step 1., instead of
merging S1 and S2 to obtain S in Step 2. (which is the most involving and complex step in
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this approach), is it possible to find an expression E which provably solves both S1 and S2 ? If
the answer is yes, then by Fact 2. E is provably equal to both E1 and E2 , thus by transitivity
E1 is provably equal to E2 . Let us apply this alternative approach to the above example, and
consider the expression µZ.(a.Z). By unfolding we obtain ` µZ.(a.Z) = a.µZ.(a.Z), and
then by equational reasoning we obtain ` a.µZ.(a.Z) = a.a.µZ.(a.Z) and ` a.a.µZ.(a.Z) =
a.a.a.µZ.(a.Z), thus ` µZ.(a.Z) = a.µZ.(a.Z) = a.a.µZ.(a.Z) = a.a.a.µZ.(a.Z). This
shows that, µZ.(a.Z) provably solves both {X = a.a.X} (which is also probably solved by
µX.(a.a.X)) and {Y = a.a.a.Y } (which is also provably solved by µY.(a.a.a.Y )). Then we
can use Fact 2. to obtain ` µZ.(a.Z) = µX.(a.a.X) and ` µZ.(a.Z) = µY.(a.a.a.Y ), hence
` µX.(a.a.X) = µY.(a.a.a.Y ).
The work of this paper is to show that the alternative approach works in general case.
We show that the common provable solution E to S1 and S2 can always be constructed out
of canonical solutions to some set of guarded recursive equations, where canonical solutions
are those with the smallest number of reachable states amongst the solutions.
The paper is organized as follows. In the next section we settle the preliminaries. In section
3 we present a hierarchy of axiomatisations for branching congruence, delay congruence,
η-congruence, and weak congruence, and state some basic properties. In section 4 we carry
out in detail the construction of canonical solutions to recursive equations to prove the
completeness result for branching congruence. In section 5 we prove some saturation results,
and with which to obtain the completeness with respect to other three congruences. Then,
after discussing related work in section 6, we conclude in section 7.

2

Expressions, Equivalences, and Congruences

Let V be an infinite set of variables, A be an infinite set of visible actions, τ be the invisible
action or silent move (τ 6∈ A). We write Aτ for A ∪ {τ }. The set E of regular process
expressions is given by the following BNF grammar:
E

::=

0

X

a.E

E+E

µX.E

where a ∈ Aτ , X ∈ V. Here 0 is the null expression which is not capable of any action; a.E
is a prefix expression which first performs the action a and then proceeds as E; E + F is a
summation which will behave as either E or F ; µX.E stands for recursion, with µ binding the
variable X in E. We assume the usual notion of free and bound occurrences of variables with
respect to the variable binder µ, and write E{F/X} for the (capture free) substitution of F
for (free occurrences of) X in E. More generally, for a finite set of variables {X1 , . . . , Xn },
we write E{E1 , . . . , En /X1 , . . . , Xn } or E{Ei /Xi | i = 1, . . . , n} for the expression obtained
by simultaneous (capture free) substitution of F1 for X1 , . . ., Fn for Xn in E. We write
E ≡ F when E, F are syntactically identical.
For an expression E ∈ E, the set of free variables of E, written f v(E), is defined on the
structure of E such that
f v(0) = ∅, f v(X) = {X}, f v(a.E) = f v(E),
f v(E + F ) = f v(E) ∪ f v(F ), f v(µX.E) = f v(E) − {X}.
Then it is easy to prove that f v(E) is a finite set for all expression E ∈ E.
The operational semantics of expressions is given by a transition relation and two binary
relations between expressions and variables defined as follows.
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I Definition 1. The transition relation −→⊆ E × Aτ × E is the smallest relation such that
a
(as usual we write E −→ E 0 for (E, a, E 0 ) ∈−→):
a
1. a.E −→ E;
a
a
2. If E1 −→ E 0 then E1 + E2 −→ E 0 ;
a
a
3. If E2 −→ E 0 then E1 + E2 −→ E 0 ;
a
a
4. If E{µX.E/X} −→ E 0 then µX.E −→ E 0 .
Define . ⊆ E × V as the smallest relation such that
5. X . X;
6. If E1 . X then E1 + E2 . X;
7. If E2 . X then E1 + E2 . X;
8. If E{µY.E/Y } . X then µY.E . X.
Intuitively, E . X means that X has an occurrence in E which is not proceeded by any
action, not even a τ .
We follow the CCS (Milner’s Calculus of Communicating Systems [6]) tradition to write
a
τ
τ
=⇒ for (−→)∗ , i.e. the reflexive and transitive closure of −→. We also freely write =⇒−→
a
and =⇒−→=⇒ etc. for various composition of transition relations. We write E .̃X if
E =⇒ E 0 for some E 0 with E 0 . X.
I Definition 2. A free occurrence of a variable X in an expression E ∈ E is guarded if
it occurs in a subexpression of the form a.F where a 6= τ . X is (un)guarded in E if (not)
every free occurrence of X in E is guarded. An expression E ∈ E is guarded if for every
subexpression µX.F , X is guarded in F .
I Lemma 3. Let E ∈ E, X ∈ V. X is unguarded in E iff E .̃X.
Proof. Straightforward.

J

I Theorem 4. For E ∈ E, let EE be the set of expressions which are reachable from E, i.e.
a
EE is the smallest subset of E such that E ∈ EE and EE is closed for transitions (if F −→ G
with F ∈ EE and a ∈ Aτ then G ∈ EE ). Then EE is a finite set.
Proof. It was proved in [8] (Proposition 1).

J

I Definition 5. Let R ⊆ E × E be a symmetric binary relation between expressions. If for
all (E, F ) ∈ R the following hold:
a
1. whenever E −→ E 0 , then
a. either a = τ and (E 0 , F ) ∈ R,
a
b. or there exist F1 , F2 , F 0 such that F =⇒ F1 , F1 −→ F2 , F2 =⇒ F 0 , and
(E, F1 ), (E 0 , F2 ), (E 0 , F 0 ) ∈ R;
2. whenever E . X, then there exists F 0 such that F =⇒ F 0 , F 0 . X, and (E, F 0 ) ∈ R;
then R is called a branching bisimulation.
If for all (E, F ) ∈ R the above hold except that without requiring (E 0 , F2 ) ∈ R in 1. then
R is called an η-bisimulation.
If for all (E, F ) ∈ R the above hold except that without requiring (E, F1 ) ∈ R in 1. and
(E, F 0 ) ∈ R in 2., then R is called a delay bisimulation.
If for all (E, F ) ∈ R the above hold except that without requiring (E, F1 ), (E 0 , F2 ) ∈ R
in 1. and (E, F 0 ) ∈ R in 2., then R is called a weak bisimulation.
Define branching bisimilarity, delay bisimilarity, η-bisimilarity, weak bisimilarity, written
≈b , ≈d , ≈η , ≈w respectively as follows
S
S
≈b = {R | R is a branching bisimulation}, ≈d = {R | R is a delay bisimulation},
S
S
≈η = {R | R is an η-bisimulation},
≈w = {R | R is a weak bisimulation}.
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I Remark. Normally the definition of branching bisimulation does not require the existence
of F 0 in 1., that is because with the existence of F2 the requirement of F 0 is trivially satisfied
by taking F2 as F 0 . For this reason the variations of definition result in the same relation.
With the above definition, it is well-known that ≈b , ≈d , ≈η , ≈w are all equivalence relations.
Moreover, it is standard to prove that each of the equivalences is the largest one amongst
the corresponding bisimulation relations. Also, about the distinguishing power of these
equivalences we have ≈b ⊆≈d ⊆≈w , and ≈b ⊆≈η ⊆≈w .
None of the four equivalences is a congruence on E. As a classical counterexample, note
that a.0 ≈w τ.a.0 while a.0 + b.0 6≈w τ.a.0 + b.0, where a, b are different non-τ actions. A
standard way to get around this problem, as noted in [9], is to introduced a rootedness
condition on top of these equivalences to obtain congruence relations for expressions.
I Definition 6. Two expressions E and F are rooted branching bisimilar, notation E =b F ,
if the following hold:
a
a
1. whenever E −→ E 0 then F −→ F 0 such that E 0 ≈b F 0 ;
a
a
2. whenever F −→ F 0 then E −→ E 0 such that E 0 ≈b F 0 ;
3. E . X if and only if F . X.
Two expressions E and F are rooted delay bisimilar, notation E =d F , if the following
hold:
a
a
1. whenever E −→ E 0 then F =⇒−→ F 0 such that E 0 ≈d F 0 ;
a
a
2. whenever F −→ F 0 then E =⇒−→ E 0 such that E 0 ≈d F 0 ;
3. if E . X then F .̃X;
4. if F . X then E .̃X.
Two expressions E and F are rooted η-bisimilar, notation E =η F , if the following hold:
a
a
1. whenever E −→ E 0 then F −→=⇒ F 0 such that E 0 ≈η F 0 ;
a
a
2. whenever F −→ F 0 then E −→=⇒ E 0 such that E 0 ≈η F 0 ;
3. E . X if and only if F . X.
Two expressions E and F are rooted weak bisimilar, notation E =w F , if the following
hold:
a
a
1. whenever E −→ E 0 then F =⇒−→=⇒ F 0 such that E 0 ≈w F 0 ;
a
a
2. whenever F −→ F 0 then E =⇒−→=⇒ E 0 such that E 0 ≈w F 0 ;
3. if E . X then F .̃X;
4. if F . X then E .̃X.
Thus defined, it is easy to prove that the four rooted relations are all congruence relations
on the constructions of expressions, and that they are in fact the weakest congruences
included in the respective equivalences. From now on we will call =b branching congruence,
=d delay congruence, =η η-congruence, and =w weak congruence.

3

Axiomatisation Hierarchy

In [8] van Glabbeek presented an inference system for branching congruence =b . The following
is the set of axioms and rules of the inference system (with slight simplification), besides the
rules for equational reasoning ( reflexivity, symmetry, transitivity, and substituting equal for
equal):
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S1

E+F =F +E

S2

E + (F + G) = (E + F ) + G

S3

E+E =E

S4

E+0=E

B

a.(τ.(E + F ) + F ) = a.(E + F )

R1

µX.E = E{µX.E/X}

R2

if F = E{F/X} then F = µX.E

R3

µX.(X + E) = µX.E

R4

µX.(τ.(τ.E + F ) + G) = µX.(τ.(E + F ) + G)

provided X is guarded in E
provided X is unguarded in E

R5
µX.(τ.(X + E) + F ) = µX.(τ.(E + F ) + F )
We write SBR ` E = F if E = F can be inferred using the above axioms and rules
through equational reasoning, where SBR stands for the axioms S1-S4 plus axiom B plus
rule and axioms R1-R5. Often we will omit SBR and just write ` E = F .
To obtain a complete axiomatisation for =d , one only needs to add the following axiom
T2 into the inference system SBR:
T2
τ.E + E = τ.E.
We call the resulting system SBRT2, and write T2 ` E = F if E = F can be inferred in
SBRT2.
To obtain a complete axiomatisation for =η , one only needs to add the following axiom
T3 into the inference system SBR:
T3
a.(E + τ.F ) + a.F = a.(E + τ.F ).
We call the resulting system SBRT3, and write T3 ` E = F if E = F can be inferred in
SBRT3.
Now to obtain a complete axiomatisation for =w , we can add both T2 and T3 into SBR.
We call the resulting inference system SBRT2T3, and write T2T3 ` E = F if E = F can
be inferred in SBRT2T3.
The name T2 and T3 are from the famous three τ -laws by Hennessy and Milner [3], where
they proposed T2 and T3 together with T1: a.τ.E = a.E, to make a complete axiomatisation
with respect to =w for the set of CCS expressions without recursion. In SBR, T1 can be
easily inferred from B and S4 ( ` a.τ.E = a.(τ.(E + 0) + 0) = a.(E + 0) = a.E). Thus T1 is
relegated to a theorem in SBR as stated in the following lemma, and can be spared from
the axioms.
I Lemma 7. Let E ∈ E, then ` a.τ.E = a.E.
The following theorem states the soundness of the inference systems with respect to
corresponding congruences.
I Theorem 8. Let E, F ∈ E.
1. if ` E = F then E =b F ;
2. if T2 ` E = F then E =d F ;
3. if T3 ` E = F then E =η F ;
4. if T2T3 ` E = F then E =w F .
A standard strategy of proving soundness of an axiomatisation with respect to some
congruence is first to prove that all the axioms are sound and then to prove that all the
inference rules preserve soundness. In this paper, since we concentrate on completeness, we
will skip the proof of this theorem. A detailed proof of soundness of SBR with respect to
=b can be found in [8] (Corollary 1).
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Because the axioms and rules of SBR are also axioms and rules of SBRT2 and of
SBRT3 and of SBRT2T3, the following are relationships about these axiomatisations
obviously hold.
I Theorem 9. Let E, F ∈ E. If ` E = F then T2 ` E = F and T3 ` E = F and
T2T3 ` E = F .
The original axioms of the inference system for =b in [8] also include the equation
µX.(τ.(X + E) + τ.(X + F ) + G) = µX.(τ.(X + E + F ) + G). However it turns out that this
equation can be inferred from S1-S3 and R4-R5, thus it is a derived rule and can be omitted
from the set of axioms.
I Definition 10. A guarded recursion is an expression of the form µX.E where X is guarded
in E. An expression is said guarded if every recursive subexpression in it is a guarded
recursion.
I Theorem 11. Let E ∈ E. Then there is a guarded expression E 0 such that ` E = E 0 .
Proof. Has been proved by van Glabbeek in [8].

J

I Lemma 12. Let E ∈ E, E guarded.
1. If E 0 ∈ EE (the transition closure of E), then E 0 is also guarded.
τ
2. There is no infinite τ -transition sequence starting from E (−→ is well-founded).
Proof. See the proof of Lemma 2 in [8].

J
a

I Lemma 13. Let E ∈ E. Then {a.E 0 | E =⇒−→=⇒ E 0 } and {W | E .̃W } are finite sets.
Proof. It is easy to prove by induction on the rules which defines . and −→, that if E . W
a
then W ∈ f v(E), and if E −→ E 0 then f v(E 0 ) ⊆ f v(E). Thus if E .̃X i.e. there is E 0 such
that E =⇒ E 0 , E 0 . X, then X ∈ f v(E 0 ) ⊆ f v(E). So {W | E .̃W } ⊆ f v(E). Since f v(E) is
a finite set, so is {W | E .̃W }.
For E ∈ E, define sort(E) inductively on the structure of E such that:
sort(0) = sort(X) = ∅,

sort(E + F ) = sort(E) ∪ sort(F ),

sort(a.E) = sort(E) ∪ {a},

sort(µX.E) = sort(E).

Then it is easy to prove by induction on the structure of E that sort(E) is a finite set. Next,
a
we prove by induction on the rules which defines the transition relation that if E −→ E 0
a
0
0
then a ∈ sort(E) and sort(E ) ⊆ sort(E). Thus it follows that if E =⇒−→=⇒ E then
a
a ∈ sort(E). Now to prove that {a.E 0 | E =⇒−→=⇒ E 0 } is a finite set, we note that
a
{a.E 0 | E =⇒=⇒−→ E 0 } ⊆ {a.E 0 | a ∈ sort(E), E 0 ∈ EE }. Since sort(E) and EE are finite
a
sets, so is {a.E 0 | a ∈ sort(E), E 0 ∈ EE }. Thus {a.E 0 | E =⇒−→=⇒ E 0 } is a finite set.
J
For a finite set S = {E1 , . . . , En } of expressions, let ΣS be an abbreviation for E1 +. . .+En .
This notation is justified by the axioms S1-S4. Then with Lemma 13, the Σ notation used in
the following lemma is meaningful.
a

I Lemma 14. Let E ∈ E. Then ` E = Σ{a.E 0 | E −→ E 0 } + Σ{W | E . W }.
Proof. It was proved in [8] (Lemma 6).

J
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I Lemma 15. Let E ∈ E. Then
a
1. if E −→ E 0 then ` E = E + a.E 0 ;
2. if E . X then ` E = E + X;
a
3. if E =⇒−→ E 0 then T2 ` E = E + a.E 0 ;
4. if E .̃W , then T2 ` E = E + W ;
a
5. if E −→=⇒ E 0 then T3 ` E = E + a.E 0 ;
a
6. if E =⇒−→=⇒ E 0 then T2T3 ` E = E + a.E 0 .
Proof. 1. and 2. immediately follows from Lemma 14 and S3.
The rest can be proved by induction on the length of the τ -transition sequence in =⇒.
a
Here we prove 3. as follows. Suppose E =⇒−→ E 0 . If the length of the τ -transition sequence
a
in =⇒ is 0, then in this case E −→ E 0 , which is 1. If the length of the τ -transition sequence
τ
a
in =⇒ is greater than 0, then there is E 00 such that E =⇒−→ E 00 , E 00 −→ E 0 , and by the
induction hypothesis T2 ` E = E + τ.E 00 and T2 ` E 00 = E 00 + a.E 0 . Now we have the
following reasoning in SBRT2:
T2 ` E

= E + τ.E 00

(IH)

00

0

00

0

= E + τ.(E + a.E )

(IH)
00

= E + τ.(E + a.E ) + E + a.E

0

(T2)

= E + τ.(E 00 + a.E 0 ) + E 00 + a.E 0 + a.E 0

(S3)

= E + τ.(E 00 + a.E 0 ) + a.E 0

(T2)

00

= E + τ.E + a.E

0

= E + a.E 0

J

I Lemma 16. Let E ∈ E. Then
a
1. T2 ` E = Σ{a.E 0 | E =⇒−→ E 0 } + Σ{W | E .̃W };
a
0
2. T3 ` E = Σ{a.E | E −→=⇒ E 0 } + Σ{W | E . W };
a
3. T2T3 ` E = Σ{a.E 0 | E =⇒−→=⇒ E 0 } + Σ{W | E .̃W }.
Proof. For 1. we have the following reasoning in SBRT2:
a
T2 ` E = E + Σ{a.E 0 | E =⇒−→ E 0 } + Σ{W | E .̃W } (3. and 4. of Lemma 15)
a

= Σ{a.E 0 | E −→ E 0 } + Σ{W | E . W }
a

+ Σ{a.E 0 | E =⇒−→ E 0 } + Σ{W | E .̃W }
0

a

0

= Σ{a.E | E =⇒−→ E } + Σ{W | E .̃W }
2. and 3. can be proved as 1. by using Lemma 15 and Lemma 14.

4

(Lemma 14)
(S3)
J

Recursive Specifications and Provability

We now describe the recursive equations mentioned in the introduction. They are formally
called recursive specifications.
I Definition 17. A recursive specification S is a finite set of equations
{Xi = Fi | i = 0, 1, . . . , n − 1}
where n different variables X0 , . . . , Xn−1 are called the formal variables of S, and Fi ∈ E
for i = 0, . . . , n − 1. For E ∈ E, E is said to T -provably solve (or satisfy) the recursive
specification S above in the variable Xk ∈ VS if there are expressions Ei for i = 0, . . . , n − 1
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with E being Ek , such that T ` Ei = Fi {Ej /Xj | j = 0, . . . , n − 1} holds for i = 0, . . . , n − 1.
u
u
Define a relation −→S between the formal variables of S such that Xi −→S Xj if Fi .̃Xj .
u
S is said to be guarded if there is no infinite −→S transition sequence starting from any
Xi ∈ VS .
I Theorem 18. (Unique solution) If S is a recursive specification with formal variable X0 ,
then there is an expression E which SBR-provably solves S in X0 . Moreover if S is guarded
and there are two such expressions E and F which both SBR-provably solve S in X0 , then
` E = F.
Proof. In Milner [7], Theorem 4.2.

J

I Definition 19. Let E0 ⊆ E. E0 is called a simple set if
1. E0 is a finite set;
a
2. E0 is transition closed, i.e. whenever E ∈ E0 and E −→ E 0 then E 0 ∈ E0 ;
τ
3. −→ is well-founded in E0 , i.e. there does not exist an infinite sequence of τ -transitions
starting from any element in E0 .
The key step in our completeness proof is to show that if E, F are two expressions in the
same simple set E0 such that E ≈b F , then ` τ.E = τ.F (in [2] Deng proved this promotion
lemma for finite processes, which plays a key role in his completeness results). With this we
go on to prove the completeness of SBR with respect to =b . Since the detailed construction
is quite technical, before starting we spend a few words to explain the intuition behind it.
For an equivalence relation, let us say ≈b , one can quotient E0 into equivalence classes, and
then construct a minimal labeled transition system such that each equivalence class as a
state of the constructed transition system mimics the behaviour of its members. If we can
write expressions to describe the constructed labeled transition system, then there is a good
chance that we can use the expressions to solve a recursive specification.
In the rest of this section, we will fix a simple set E0 and construct recursive specifications
with respect to it.
Since E0 is a finite set, the equivalence relation ≈b partitions it into a finite number of
equivalence classes. Thus, we can assume that ≈b partitions E0 into n ≈b -equivalence classes,
and we write {C1 , . . . , Cn } for the partition. For E ∈ Ci , E is called a bottom element of
τ
Ci if whenever E −→ E 0 then E 0 ∈
/ Ci . That is to say, a bottom element of an equivalence
class cannot remain in the same class after performing a τ -transition. Take any E ∈ Ci , if
τ
E is not a bottom element of Ci , then we can find E 0 ∈ Ci such that E −→ E 0 , and since
τ
−→ is well-founded for elements of E0 , this cannot go on for ever, which implies that bottom
elements must exist in Ci . Now let us fix n expressions B1 , . . . , Bn such that each Bi is a
bottom element of Ci . For E ∈ E0 , if E ∈ Ci we call i the index of E, and we write ι(E)
for the index of E. With this notation, the following are two obvious relations hold for the
expressions in E0 : A) for all E ∈ E0 , E ≈b Bι(E) ; B) for all E, F ∈ E0 , E ≈b F if and only if
ι(E) = ι(F ).
I Definition 20. Define a recursive specification RE0 = {Zi = Hi | i = 1, . . . , n}, where
Z1 , . . . , Zn ∈ V are n different variables which do not occur free in any expressions in E0 ,
and each Hi is defined as follows:
a

Hi ≡ Σ{a.Zι(E) | Bi −→ E} + Σ{W | Bi . W }.
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Canonical Solutions to Recursive Equations

Now with the recursive specification RE0 defined above, according to Theorem 18, there
exist n expressions D1 , . . . , Dn , which SBR-provably satisfy RE0 , i.e. the following holds for
i = 1, . . . , n:
` Di = Hi {D1 , . . . , Dn /Z1 , . . . , Zn }.

(1)

In fact these D’s can be constructed so that they form a canonical solution to RE0 in that
the transition space consists of only D1 , . . . , Dn , which is minimal in size since Di 6≈b Dj
when i 6= j. However as we only need equality (1) without referring to the actual behaviour
of the D’s, here we will not further argue the canonicity of the D’s (the canonicity and
other properties of D’s will be clear after Theorem 29 in the next section). Next we will
concentrate on using the D’s to solve some useful recursive specifications.
I Lemma 21. Let E ∈ E0 . If E is a bottom element, then
a

` Dι(E) = Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }.
Proof. Since ` Dι(E) = Hι(E) {Di /Zi | i = 1, . . . , n} (equality (1) above), to prove the lemma,
we only need to establish:
a

` Hι(E) {Di /Zi | i = 1, . . . , n} = Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }.
According to Definition 20, the left hand side of the above equation is
a
Σ{a.Dι(F ) | Bι(E) −→ F } + Σ{W | Bι(E) . W } where Bι(E) is the chosen bottom element
in the equivalence class of E. As both E and Bι(E) are bottom elements of the same
a
equivalence class, a simple fact is that E . W if and only if Bι(E) . W , and E −→ F if
a
and only if Bι(E) −→ F 0 such that ι(F ) = ι(F 0 ) (this easily follows from Definition 5 and
the condition that bottom elements cannot perform τ -transition without moving state to a
different equivalence class). From this simple fact it follows that
a

a

` Σ{a.Dι(F ) | Bι(E) −→ F } + Σ{W | Bι(E) . W } = Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }
J

as both sides has the same set of summands.
I Lemma 22. Let E ∈ E0 , then
a
` τ.Dι(E) + Dι(E) = τ.Dι(E) + Dι(E) + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }.

Proof. Since ` Dι(E) = Hι(E) {Di /Zi | i = 1, . . . , n} (equality (1) above), to prove the lemma
we only need to establish:
`

τ.Dι(E) + Hι(E) {Di /Zi | i = 1, . . . , n} =
a

τ.Dι(E) + Hι(E) {Di /Zi | i = 1, . . . , n} + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }.
For that, with axioms S1, S2, S3, we need to show that the extra summands on the right
a
hand side of the equality in Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W } are also summands
in τ.Dι(E) + Hι(E) {Di /Zi | i = 1, . . . , n}, which can be verified with the condition that
E ≈b Bι(E) and Bι(E) is a bottom element of Cι(E) . Consider the summand W with E . W .
Since E ≈b Bι(E) , there exists E 0 ∈ Cι(E) such that Bι(E) =⇒ E 0 , E 0 . W . Because Bι(E)
is a bottom element which cannot perform any τ while staying within Cι(E) , E 0 must be
Bι(E) , thus according to the definition of Hi in Definition 20 W is a summand in Hι(E) , and
a
also in Hι(E) {Di /Zi | i = 1, . . . , n}. Consider the summand a.Dι(F ) with E −→ F . Since
E ≈b Bι(E) , then either a = τ and F ∈ Bι(E) and in this case a.Dι(F ) is just τ.Dι(E) , or
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there exists E 0 ∈ Bι(E) such that Bι(E) =⇒ E 0 , E 0 −→ F 0 such that F ≈b F 0 . Because Bι(E)
is a bottom element, E 0 must be Bι(E) , according to the definition of Hi in Definition 20,
a.Zι(F 0 ) is a summand in Hι(E) , thus a.Dι(F 0 ) (which in this case is the same as a.Dι(F ) ) is
a summand in Hι(E) {Di /Zi | i = 1, . . . , n}.
J
a

I Lemma 23. Let E ∈ E0 , then ` τ.Dι(E) = τ.(Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }).
Proof. If E is a bottom element, then the lemma follows from Lemma 21.
τ
If E is not a bottom element, i.e. there is E 0 such that E −→ E 0 and ι(E) = ι(E 0 ), then
` τ.Dι(E) = τ.(τ.Dι(E) + Dι(E) )

(B)
a

= τ.(τ.Dι(E) + Dι(E) + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })

(Lemma 22)

a

= τ.(τ.(τ.Dι(E) + Dι(E) + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })
a

+Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })

(B)

a

= τ.(τ.(τ.Dι(E) + Dι(E) ) + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })

(Lemma 22)

a

= τ.(τ.Dι(E) + Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })

(B)

a

= τ.(Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W }).

(†)

† is because ι(E) = ι(E 0 ) and τ.Dι(E) is the same as τ.Dι(E 0 ) , while τ.Dι(E 0 ) is a summand
a
in Σ{a.Dι(F ) | E −→ F }.
J
I Lemma 24 (Promotion). Let E1 , E2 ∈ E0 . If E1 ≈b E2 then ` τ.E1 = τ.E2 .
Proof. First note that for each E ∈ E0 the following holds:
a

` τ.Dι(E) = τ.(Σ{a.Dι(F ) | E −→ F } + Σ{W | E . W })
a

= τ.(Σ{a.τ.Dι(F ) | E −→ F } + Σ{W | E . W }).

(Lemma 23)
(Lemma 7)

On the other hand
a

` τ.E = τ.(Σ{a.F | E −→ F } + Σ{W | E . W })
a

= τ.(Σ{a.τ.F | E −→ F } + Σ{W | E . W }).

(Lemma 14)
(Lemma 7)

Thus, for each E ∈ E0 it holds that ` τ.Dι(E) = τ.E, because both τ.Dι(E) and τ.E
SBR-provably solve the following guarded recursive specification on XE :
a

S = {XE = τ.(Σ{a.XF | E −→ F }) + Σ{W | E . W } | E ∈ E0 }.
u

τ

The well-foundedness of −→S easily follows from the well-foundedness of −→ in E0 which is a
simple set. Thus S is a guarded recursive specification. Now if E1 ≈b E2 , then ι(E1 ) = ι(E2 ).
Thus ` τ.E1 = τ.Dι(E1 ) = τ.Dι(E2 ) = τ.E2 .
J
I Theorem 25 (Completeness of SBR). Let E, F ∈ E. If E =b F then ` E = F .
Proof. By Lemma 11 there exist guarded expressions E 0 ,F 0 such that ` E = E 0 , ` F = F 0 .
By the soundness of SBR, E 0 =b E =b F =b F 0 . Let E0 = EE 0 ∪ EF 0 , where EE 0 , EF 0 are the
sets of expressions reachable from E 0 and F 0 respectively. E0 is obviously transition closed.
τ
By Theorem 4 E0 is a finite set. By Lemma 12 −→ is well-founded in E0 . Thus E0 is a simple
a
0
set. By Lemma 14 ` F = ΣS1 + ΣS2 where S1 = {a.F 00 | F 0 −→ F 00 }, S2 = {W | F 0 . W }.
According to Lemma 13 S1 , S2 are finite sets, let S1 = {a1 .F1 , . . . , ak .Fk }, S2 = {W1 , . . . , Wm }.
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Canonical Solutions to Recursive Equations
a

i
E 00 and E 00 ≈d Fi , then
Because E 0 =b F 0 , for each ai .Fi ∈ S1 there is E 00 such that E 0 −→
00
00
by Lemma 7 and Lemma 24 (note that E , Fi ∈ E0 ) ` ai .E = ai .τ.E 00 = ai .τ.Fi = ai .Fi ,
and by Lemma 15 ` E 0 = E 0 + ai .E 00 . It follows that ` E 0 = E 0 + ai .Fi (A). For each
Wj ∈ S2 , since E 0 =b F 0 , E 0 . Wj , then by Lemma 15 ` E 0 = E 0 + Wj (B). After these
preparation we have the following reasoning in SBR:

` E 0 + F 0 = E 0 + Σki=1 ai .Fi + Σm
j=1 Wj
0

= E + a1 .F1 +
0

= E +

Σki=2 ai .Fi

Σki=2 ai .Fi

+

+

(Lemma 14)
Σm
j=1 Wj

Σm
j=1 Wj

= E 0 + Σm
j=1 Wj
0

= E + W1 +

(after k steps)

Σm
j=2 Wj

= E 0 + Σm
j=2 Wj
=

E

(A above)

(B above)

0

(after m steps)

In the same way we can prove ` E 0 + F 0 = F 0 . Thus ` E 0 = F 0 , and ` E = F .

J

To summarize, so far we proved the completeness of SBR with respect to =b by proving
promotion lemma (Lemma 24) through constructing solution to the recursive specification RE0 .
This plan of proof can be easily adapted to work for the completeness of SBRT2 w.r.t =d ,
that of SBRT3 w.r.t =η , and that of SBRT2T3 w.r.t. =w . Very few adjustment is required,
a
including to quotient with proper equivalence (of course), to change the transition Bi −→ E
a
a
a
in RE0 (Definition 20) accordingly to Bi =⇒−→ E and Bi −→=⇒ E and Bi =⇒−→=⇒ E,
and in establishing the corresponding promotion lemma to use results in Lemma 16 instead
of Lemma 14 to work out proper recursive specifications corresponding to the S in Lemma 24.
Instead of going through the same plan to establish the other three completeness results, here
we shall satisfy ourselves by applying the ideas which are needed in proving the completeness
of SBRT2T3 on deriving equality in SBRT2T3 of two concrete expressions.
I Example 26. Let E and F be b.µX.(a.a.X +τ.µY.a.Y ) and b.µZ.τ.a.Z respectively, in
this example we show SBRT2T3 ` E = F . The two expressions are modified from
an example in [6] (the modification is to prevent F being able to solve the recursive specification of E easily). By 3. of Lemma 16 the following equalities are provable in SBRT2T3:
T2T3 `

E

T2T3 `

µX.(a.a.X +τ.µY.a.Y )

= b.µX.(a.a.X + τ.µY.a.Y ) + b.µY.a.Y
= a.a.µX.(a.a.X +τ.µY.a.Y ) + τ.µY.a.Y +a.µY.a.Y

T2T3 ` a.µX.(a.a.X +τ.µY.a.Y )

= a.µX.(a.a.X + τ.µY.a.Y ) + a.µY.a.Y

T2T3 `

µY.a.Y

= a.µY.a.Y

T2T3 `

F

T2T3 `

µZ.τ.a.Z

T2T3 `

a.µZ.τ.a.Z

= b.µZ.τ.a.Z + b.a.µZ.τ.a.Z
= τ.a.µZ.τ.a.Z + a.µZ.τ.a.Z + a.a.µZ.τ.a.Z
= a.µZ.τ.a.Z + a.a.µZ.τ.a.Z

So, E and F are SBRT2T3-provably solve the following guarded recursive specification
S (below on the left) in X1 and Y1 respectively, with E2 ≡ µX.(a.a.X + τ.µY.a.Y ), E3 ≡
a.µX.(a.a.X + τ.µY.a.Y ), E4 ≡ µY.a.Y provably solving S in X2 , X3 , X4 respectively, and
F2 ≡ µZ.τ.a.Z, F3 ≡ a.µZ.τ.a.Z provably solving S in Y2 , Y3 respectively:
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S : X1

=

b.X2 + b.X4

X2

=

a.X3 + τ.X4 + a.X4

X2

= τ.(a.X3 + τ.X4 + a.X4 )

X3

=

a.X2 + a.X4

X3

= τ.(a.X2 + a.X4 )

X4

=

a.X4

X4

= τ.a.X4

Y1

=

b.Y2 + b.Y3

Y1

= b.Y2 + b.Y3

Y2

=

τ.Y3 + a.Y2 + a.Y3

Y2

= τ.(τ.Y3 + a.Y2 + a.Y3 )

Y3

=

a.Y2 + a.Y3

Y3

= τ.(a.Y2 + a.Y3 )

T : X1

= b.X2 + b.X4

Then by using Lemma 7, we easily obtain that E and F SBRT2T3-provably solve the
guarded recursive specification T (above on the right) in X1 and Y1 respectively, with
τ.E2 , τ.E3 , τ.E4 provably solving T in X2 , X3 , X4 , and τ.F2 , τ.F3 in Y2 , Y3 respectively.
On the other hand, the minimal reachable state space containing E and F is {E, E2 , E3 ,
E4 , F, F2 , F3 }, which is divided into two ≈w -equivalence classes C1 = {E, F } with bottom
element F , and C2 = {E2 , E3 , E4 , F2 , F3 } with bottom element F3 . Using the construction of
Definition 20, from C1 and C2 we obtain recursive specification R = {Z1 = b.Z2 , Z2 = a.Z2 },
which is provably solved by b.µZ.a.Z and µZ.a.Z in Z1 and Z2 respectively in SBRT2T3.
Now it is easy to see that b.µZ.a.Z provably solve T in both X1 and Y1 , with τ.µZ.a.Z
provably solving T in all X2 , X3 , X4 , Y2 , Y3 . Finally with E and b.µZ.a.Z both provably
solving T in X1 and F and b.µZ.a.Z both provably solving T in Y1 where T is guarded, we
obtain T2T3 ` E = b.µZ.a.Z and T2T3 ` F = b.µZ.a.Z, hence T2T3 ` E = F .

5

Saturation Results and Completeness of All Axiomatisations

With the completeness result of SBR with respect to =b , we can also use the method
employed in [1] to obtain the completeness results of the extended axiomatisations, i.e. by
using the notion of saturation to reduce the completeness of the extended axiomatisations to
the established completeness of SBR w.r.t =b . With this approach, besides the completeness
results, the saturation results (Theorem 30) are interesting in their own rights.
I Definition 27. A set of expressions S is called saturated if for each E ∈ S:
a
τ
a
1. whenever E −→−→ F then E −→ F ;
τ
a
a
2. whenever E −→−→ F then E −→ F ;
τ
3. whenever E −→ E 0 and E 0 . X then E . X.
S is called η-saturated if 1. is required to hold for each E ∈ S, and S is called d-saturated if
2. and 3. are required to hold for each E ∈ S.
An expression E ∈ E is called saturated (and η-saturated, d-saturated respectively)
if there is some S ⊆ E with E ∈ S such that S is transition closed and saturated (and
η-saturated, d-saturated respectively).
I Theorem 28. Let E, F ∈ E.
1. If E and F are d-saturated, then E =d F implies E =b F ;
2. If E and F are η-saturated, then E =η F implies E =b F ;
3. If E and F are saturated, then E =w F implies E =b F .
Proof. See [1], Theorem 4.6.

J
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Canonical Solutions to Recursive Equations

To prove the main result of this section, Theorem 30, we need the following theorem
which is a strengthened version of the existence part in Theorem 18 (a proof can be found in
the appendix).
I Theorem 29. Let {Xi = Fi | i = 1, . . . , n} be a recursive specification. Then there exist n
expressions E1 , . . . , En such that Ei SBR-provably solves {Xi = Fi | i = 1, . . . , n} in variable
Xi . Moreover, the following hold for i = 1, . . . , n:
a

a

for a ∈ Aτ , E ∈ E, Ei −→ E if and only if Fi {E1 , . . . , En /X1 , . . . , Xn } −→ E and
for W ∈ V, Ei . W if and only if Fi {E1 , . . . , En /X1 , . . . , Xn } . W .
I Theorem 30 (Saturation). Let E be a guarded expression. Then there exist guarded
expressions Ed , Eη , and Ew , such that Ed is d-saturated and T2 ` E = Ed , Eη is η-saturated
and T3 ` E = Eη , and Ew is saturated and T2T3 ` E = Ew .
Proof. Here we only show the existence of Ew . By the same procedure we can construct Ed
and Eη . As E is a guarded expression, we can show that EE (the transition closure of E) is
a simple set (in the same way to show that E0 is a simple set in the proof of Theorem 25).
By Lemma 16 for each F ∈ EE it holds that
a

T2T3 ` F = Σ{a.F 0 | F =⇒−→=⇒ F 0 } + Σ{W | F .̃W }.
Thus each F ∈ EE provably solves XF in the following recursive specification S EE :
a

{XF = Σ{a.XF 0 | F =⇒−→=⇒ F 0 } + Σ{W | F .̃W } | F ∈ EE }.
a

According to Theorem 29, there exist a set of expressions {DF | F ∈ EE } such that DF −→ H
a
a
for some expression H if and only if Σ{a.DF 0 | F =⇒−→=⇒ F 0 } + Σ{W | F .̃W } −→ H and
a
DF . W for some W ∈ V if and only if Σ{a.DF 0 | F =⇒−→=⇒ F 0 } + Σ{W | F .̃W } . W . Note
a
a
that Σ{a.DF 0 | F =⇒−→=⇒ F 0 } + Σ{W | F .̃W } −→ H if and only if H ≡ DF 0 for some F 0
a
a
a
0
such that F =⇒−→=⇒ F , thus DF −→ H if and only if H ≡ DF 0 where F =⇒−→=⇒ F 0 .
Which shows that {DF | F ∈ EE } is transition closed. Next we show that {DF | F ∈ EE } is
τ
a
saturated. For that, take arbitrary F ∈ EE , and suppose DF −→ H1 −→ H2 . Then there is
τ
a
F1 such that F =⇒−→=⇒ F1 and H1 ≡ DF1 and also there is F2 such that F1 =⇒−→=⇒ F2
a
a
and H2 ≡ DF2 , and in this case F =⇒−→=⇒ F2 , thus DF −→ DF2 ≡ H2 . In the same way
a
τ
a
τ
we can show that if DF −→ H1 −→ H2 then DF −→ H2 , and if DF −→ H, H . W then
DF . W . Thus {DF | F ∈ EE } is a saturated set, and DE is a saturated expression. Since
τ
E is guarded, −→ is well-founded in EE , from which it easily follows that S EE is a guarded
recursive specification. Now both E and DE provably solve S EE in the variable XE , and
S EE is guarded, thus by Theorem 18 T2T3 ` E = DE , and DE is saturated since it is in
the closed and saturated set {DF | F ∈ EE }. Thus we find DE for the wanted Ew .
J
With Theorem 30, the rest of the completeness results follows from the completeness of
SBR w.r.t. =b .
I Theorem 31. Let E, F ∈ E.
1. if E =d F then T2 ` E = F ;
2. if E =η F then T3 ` E = F ;
3. if E =w F then T2T3 ` E = F .
Proof. Here we only prove 1., the rest can be established in the same way. Let E =d F . By
Theorem 11 there exist guarded expressions E1 , F1 such that ` E = E1 , ` F = F1 , thus also
T2 ` E = E1 , T2 ` F = F1 . By Theorem 30 there exist d-saturated and guarded expressions
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E2 , F2 such that T2 ` E1 = E2 , T2 ` F1 = F2 . By the soundness of SBRT2 (Theorem 8),
E =d E1 =d E2 and F =d F1 =d F2 , thus E2 =d F2 . Since E2 , F2 are both d-saturated, by
Theorem 28, E2 =b F2 follows from E2 =d F2 . Then ` E2 = F2 follows from the completeness
of SBR, thus also T2 ` E2 = F2 , and T2 ` E = E1 = E2 = F2 = F1 = F .
J

6

Related Work

In [5], Milner proposed a set of axioms and rules to infer strong congruence (where τ is
treated just as any other action) for regular behaviours and proved the completeness of the
inference system by merging the equation sets. That was the first time when the equation
set merging strategy was introduced. Later in [7], Milner proposed a set of axioms and rules
to infer weak congruence for regular behaviours and used the same strategy to prove the
completeness of the inference system. Although our axiomatisation for =w in this paper is
obtained by expanding van Glabbeek’s axiomatisation for =b and has different axioms than
Milner’s axiomatisation for =w , it can be proved that the two axiomatisations are equivalent
in the sense that all the axioms and rules of one can be derived in the other axiomatisation
and vise versa.
In [8], van Glabbeek proposed a complete axiomatisation of branching congruence for
regular expressions. His axiomatisation is the base for the axiomatisations in the hierarchy
studied in this paper. He used Milner’s strategy of merging recursive equation sets (recursive
specifications) to arrive at the completeness result. In the proof of the main theorem of
completeness for guarded expressions, to bridge the gap between equivalence and congruence
he used a construction which is an implicit form of the promotion lemma. In principle van
Glabbeek’s construction can be adapted to work for the completeness proof of the extended
axiomatisations, however the interplay between such construction and the inevitable process
of saturation could become messy when merging the recursive equation sets.
In [4], Lohrey and the co-authors presented an axiomatisation hierarchy for divergence
sensitive weak congruences. They also used the strategy of merging recursive equation sets to
arrive at the completeness results. It is expected that our approach could work for divergence
sensitive variations of bisimulation based congruences which have not been treated here.
In [2], based on the promotion lemma, Deng presented a uniform completeness proof for
the axiomatisations of five congruences: branching congruence, η-congruence, quasi-branching
congruence, and weak congruence in the basic CCS without recursion. We have not treated
quasi-branching congruence which is sufficiently similar to branching congruence and on
which there shall be no difficulty to apply our method.
In [1], Aceto and the co-authors gave complete axiomatisations of branching, delay, weak,
and η-congruences for expressions which use prefix iteration instead of recursion to generate
infinite behaviours. Prefix iteration is a simpler syntax than recursion in that a normal form
exists for every expression of that kind, as a result the complex strategy of joining equation
sets is not needed in that case. The work about saturation results in section 6 of this paper
follows closely the framework laid out in [1].

7

Conclusion

In this paper we put up a hierarchy of axiomatisations of four well-known congruences with
various τ -abstract level for regular expressions, and proposed a new strategy for proving
completeness which works uniformly on four axiomatisations. Instead of merging recursive
equations as performed in the well-known approach proposed by Milner which usually causes

CONCUR 2020

35:16

Canonical Solutions to Recursive Equations

multiple increase of the number of recursive equations, in the new approach we construct
canonical solutions, for which one only deals with recursive equations not exceeding the
original number. We hope that this will set up a foundation for more feasible implementation
of automated proof tools, which after inputting two expressions will automatically output a
shorter formal proof of their equality, if any proof exists.
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Proof of Theorem 29

In the proof we need to use the lemma of substitution, which we state as follows without a
proof. The proof is a routine syntax analysis.
I Lemma 32 (Substitution). Let E, F, E1 , . . . , En ∈ E, X, X1 , . . . , Xn be variables which are
pairwise different. Then the following two equalities hold:
E{F/X}{E1 /X1 , . . . , En /Xn } ≡ E{F {E1 /X1 , . . . , En /Xn }/X, E1 /X1 , . . . , En /Xn },
E{E1 /X1 , . . . , En /Xn }{F/X} ≡ E{E1 {F/X}/X1 , . . . , En {F/X}/Xn , F/X}.
Proof of Theorem 29. Let us name the recursive specification S. First we prove the following
for each Ei by induction on the size of S (i.e. the number of equations in S):
a
a
1. for a ∈ Aτ , E ∈ E, Ei −→ E if and only if Fi {E1 , . . . , En /X1 , . . . , Xn } −→ E and for
W ∈ V, Ei . W if and only if Fi {E1 , . . . , En /X1 , . . . , Xn } . W ;
S
2. f v(Ei ) ⊆ {f v(Fj ) | 1 ≤ j ≤ n} − {X1 , . . . , Xn }.
Once this is established, Ei provably solves {Xi = Fi | i = 1, . . . , n} in variable Xi follows
from 1. and Lemma 14.
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For the base case S has just one equation, let E1 be µX1 .F1 . Then 1. holds by the fact that
a
a
for a ∈ Aτ , E ∈ E, µX1 .F1 −→ E if and only if F1 {µX1 .F1 /X1 } −→ E, which follows from
the operational semantics in Definition 1., 2. holds because f v(µX1 .F1 ) = f v(F1 ) − {X1 }.
For the induction step, let
S 0 = {Xi = Fi {µXn .Fn /Xn } | i = 1, . . . , n − 1}.
Then S 0 is a recursive specification of size n − 1. By the induction hypothesis there exist
n − 1 expressions E1 , . . . , En−1 such that the following hold for each 1 ≤ i ≤ n − 1:
a
a
3. for a ∈ Aτ , E ∈ E, Ei −→ E iff Fi {µXn .Fn /Xn }{E1 /X1 , . . . , En−1 /Xn−1 } −→ E;
S
4. f v(Ei ) ⊆ {f v(Fj {µXn .Fn /Xn }) | 1 ≤ j ≤ n − 1} − {X1 , . . . , Xn−1 }.
Now let En ≡ µXn .Fn {E1 /X1 , . . . , En−1 /Xn−1 }, then by the operational semantics in
a
a
Definition 1 En −→ E if and only if Fn {E1 /X1 , . . . , En−1 /Xn−1 }{En /Xn } −→ E. By the
lemma of substitution, Fn {E1 /X1 , . . . , En−1 /Xn−1 }{En /Xn } ≡ Fn {E1 /X1 , . . . , En /Xn }
(note that Xn is not free in Fj {µXn .Fn /Xn } for 1 ≤ j ≤ n − 1, with condition 4) above Xn
is not a free variable in Ei for i = 1, . . . , n − 1, thus Ei {En /Xn } ≡ Ei ). Again by the lemma
of substitution, we also have the following equalities for 1 ≤ i ≤ n − 1:
Fi {µXn .Fn /Xn }{E1 /X1 , . . . , En−1 /Xn−1 }
≡ Fi {µXn .Fn {E1 /X1 , . . . , En−1 /Xn−1 }/Xn , E1 /X1 , . . . , En−1 /Xn−1 }
≡ Fi {E1 /X1 , . . . , En /Xn }
together with 3), with E1 , . . . , En we arrive at the claim 1. for S. Direct calculation gives
f v(Fj {µXn .Fn /Xn }) ⊆ (f v(Fj ) ∪ f v(Fn )) − {Xn }, thus from 4) the following hold for
1 ≤ i ≤ n − 1:
S
f v(Ei ) ⊆ {(f v(Fj ) ∪ f v(Fn )) − {Xn } | 1 ≤ j ≤ n − 1} − {X1 , . . . , Xn−1 } ⊆
S
{f v(Fj ) | 1 ≤ j ≤ n} − {X1 , . . . , Xn }.
Hence we arrive at the claim 2. for S.
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1

Introduction

Determinism is a central notion of computational models, it ensures that there is one way
to proceed for every input. It often enables constructions which would not be possible
without it and allows for efficient algorithms. While the relation between deterministic vs
non-deterministic models is extensively studied, there exists also a less understood middle
ground of unambiguous systems. In the case of models accepting word languages, a model
is said to be unambiguous if for every word in its language, there is exactly one accepting
run, which is a much weaker restriction than determinism. Unambiguity, although featuring
non-determinism, often causes some problems to be computationally easier. As a prominent
example, the universality problem for finite automata (i.e., whether all words over the
alphabet are accepted by the automaton), which is PSpace-complete in general, is known
to be in PTime in the unambiguous case [14] and even in NC2 [15]. While the study of
unambiguous models of computation has lately attracted some attention, in some settings it
remains, by and large, an unexplored area.
In particular, there has been considerable volume of research on unambiguous finite
automata (see [1] for a nice overview). One way to design a polynomial time algorithm for the
universality problem on finite automata is to show that the shortest word which is not in the
language, if any, is of at most linear length. Then, by counting the number of linear length
runs one may answer the problem. The existence of a linear counterexample for universality
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and its PTime algorithm, led to the conjecture, formulated by Colcombet [1], that for every
unambiguous finite automaton (UFA) there exists another UFA of polynomial size accepting
the complement of its language. This conjecture was later shown false by Raskin [12]. As it
turns out, there is a family of UFA such that for accepting the complement of UFA with n
states even nondeterministic finite automaton (NFA) needs a super-polynomial number of
states – at least Θ(nlog log log n ). The universality problem for UFA is actually known to be
not only in PTime, but even in NC2 [15], the class of problems solvable by uniform families
of circuits with O(log2 n) depth and binary fan-in. The work [15] in fact solves the more
general problem of path equivalence for two NFA: is the number of accepting runs on w the
same for both automata, for every word w? However, to the best of our knowledge the best
known lower bound for the problem is NL-hardness, so the exact complexity of universality
problem for UFA is still open even in the simplest possible setting of finite automata.
There was also research about the universality problem and related ones for unambiguous
register automata. In [9] authors have shown that the containment problem for unambiguous
register automata is in 2ExpSpace and even in ExpSpace if the number of registers is fixed,
which implies similar upper bounds for the universality problem. Without the unambiguity
assumption, even the universality problem (and even with just one register) can be shown
undecidable [10] or Ackermann-hard [3] depending on the concrete model of register automata.
It is not by accident that existing research focuses on universality, equivalence and
containment of languages of unambiguous systems, and that there are efficient algorithms
for these problems under the assumption of unambiguity. Unambiguity speaks about the
language of a system, so it is natural to hope that problems related to the language of
the systems may become more tractable. But for the most natural problem concerning
the language, i.e., for the emptiness problem one cannot hope for improvement. This is
because for most of the systems one can relabel transitions giving each one a unique label.
Then the system becomes deterministic and in consequence unambiguous. The language
changes, but it is empty iff the original language was empty, which intuitively explains
why the emptiness problem shouldn’t be any easier for unambiguous systems compared to
general non-deterministic ones. On the other hand, it is more reasonable to expect that the
universality problem might be easier since both the universality problem and the unambiguity
property are universal properties of the form “For all words, [...]”.

Our contribution
The foremost goal of this paper is to push the understanding of unambiguity further. We
focus on the universality problem, which is arguably the most natural first step, that may
open the way for further studies on the equivalence, co-finiteness, containment and other
problems for languages. The universality problem was studied for finite automata and
register automata under the unambiguity assumption. In our opinion, the most interesting
yet unsolved cases in which one can expect some progress assuming unambiguity are One
Counter Nets (called also 1-dimensional VASS here) and its generalization Vector Addition
Systems with States (VASS).
The universality checking for VASS with state acceptance is known to be decidable by
the use of well quasi-order techniques [6] (the paper shows decidability of trace universality,
but language universality can be reduced to that problem). However the problem is also
known to be Ackermann-complete even for 1-dimensional VASS [5], so hardly tractable. For
deterministic VASS it is quite easy to show that the universality problem can be decided in
PTime. Therefore, it is natural to hope for improvement under the unambiguity restriction.
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Our main contribution is ExpSpace membership of the universality problem for unambiguous VASS. We believe that it is the most interesting result and it was as well the most
challenging problem and technically involved solution. We actually have shown that this
problem is ExpSpace-complete. For the completeness of the picture we have also analyzed
the complexity of the problem for d-dimensional VASS for fixed d ∈ N. We have shown that
the problem is PSpace-complete for every d ≥ 2. For d = 1 we have shown coNP-hardness,
although we do not have the matching upper bound, we conjecture that it is coNP-complete.
We additionally consider the variant of the problem in which the numbers in the input are
encoded in unary. Finally, we study also the problem of unambiguity checking (i.e., given a
VASS, is it unambiguous?). All our results are listed in Section 3.

2

Preliminaries

We use the letter Σ to denote a finite alphabet, Z to denote the set of all integers, and N the
set of non-negative integers. We use ε to denote the empty string, and Σε to denote Σ ∪ {ε}.
We use A ⊆fin B to denote that A is a finite subset of B, and ℘fin (A) to denote the set of all
finite subsets of A. We use ū, v̄, w̄, . . . to denote vectors of numbers, and we use 0̄ to denote
the all-0 vector and 1̄ to denote the all-1 vector. We use [i, j] for i, j ∈ N, i ≤ j to denote
the set {i, i + 1, . . . , j − 1, j}. For a vector ū ∈ Zd and i ∈ [1, d] we denote by ū[i] the i-th
coordinate of ū. For a word w ∈ Σ∗ and i ∈ N, i > 0 we denote by w[i] the i-th letter of w.
For ū, v̄ ∈ Zd we write ū  v̄ if for all i ∈ [1, d] we have ū[i] ≤ v̄[i]. We define the minimum
of ū and v̄ as min(ū, v̄)[i] = min(ū[i], v̄[i]) for any i ∈ [1, d].
We consider a Vector Addition Systems with States (VASS) of dimension d ∈ N as a tuple
A = (Σ, d, Q, q0 , δ, F ) where Σ is a finite alphabet, Q is a finite state space, q0 ∈ Q is the
initial state, F ⊆ Q is the set of final states, and δ ⊆fin Q×Σε ×Zd ×Q is the set of transitions.
a;v
We often write transition (p, a, v, q) as p −−→ q. We will henceforth write d-VASS to denote a
VASS of fixed dimension d. A configuration of A is a pair of a state q ∈ Q and a vector ū ∈ Nd ,
that we usually note q(ū). If c is a configuration, we write c[i] to denote the i-th coordinate
of the vector it contains. A run of A from a configuration q(ū) to a configuration q 0 (v̄)
reading the word w ∈ Σ∗ is a sequence of transitions (r1 , α1 , v̄1 , r10 ) · · · (rn , αn , v̄n , rn0 ) ∈ δ ∗
such that: (i) r1 = q and rn0 = q 0 , (ii) ri0 = ri+1 for every 1 ≤ i < n; (iii) w = α1 · · · αn ; (iv)
P
P
ū + i≤j v̄i ∈ Nk for every 1 ≤ j ≤ n; and (v) v̄ = ū + i≤n v̄i . If we further have q 0 ∈ F ,
we say that such run is accepting. We henceforth say that a configuration c is reachable
from a configuration c0 if there is a run from c0 to c. The effect of a transition (r, α, v̄, r0 ) is
the vector v̄ ∈ Zd , the effect of a run is the sum of effects of the transitions therein. The
norm of a VASS A is the maximal absolute value of a number occurring in its transition,
and we denote it by |A|. The language of a configuration c in A, denoted by L(A, c), is
the set of all w ∈ Σ∗ with an accepting run from c. We call q0 (0̄) the initial configuration
where q0 is the initial state. If c is the initial configuration then we just say language of A
and write L(A) instead of L(A, c). A VASS A is unambiguous if for every w ∈ Σ∗ there is
no more than one accepting run starting from the initial configuration and reading w. The
unambiguity checking problem for VASS is the problem of, given a VASS A, decide whether it
is unambiguous. An automaton over Σ (finite automaton or VASS) is universal if it accepts
the language Σ∗ . The universality problem for VASS is the problem of, given a VASS A,
decide whether it is universal. We will henceforth assume that the numbers contained in the
transitions of VASSes are always encoded in binary if not explicitly indicated otherwise.
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Observe that we work with VASS with ε-transitions, the reason for doing so is that it is
a natural model, the upper bounds still hold in this more general setup, and we can also
derive tight lower bounds by making use of ε-transitions. We do not know whether adding
ε-transitions increases the class of recognized languages, not even in the non-deterministic
case. It seems to us a rather difficult question.
Let us recall now the main result of the Rackoff construction [11]. Let us denote
d−1
AM,d,n = (2n2 (M + 1)2 )(4d) . We present here an adaptation of the Rackoff argument with
an explicit bound on the length of an accepting run.
I Proposition 1 (Adaptation of the Rackoff construction). If a language of a d-VASS with
norm M and n states is nonempty then there exists an accepting run of length at most
AM,d,n .
Proof. Let C = 2n2 (M + 1)2 . We proceed by induction on d. For d = 1 assume there is
some accepting run with no configuration repeating. Then in its prefix of length nM there
is definitely first a configuration q(x) and later a configuration q(ȳ) for some state q and
counter values x < y. Then we can change this accepting run into an accepting run of length
at most nM + (nM )2 + n − 1. We first pump the infix from q(x) do q(y) exactly nM times
obtaining then a configuration q(z) with z = y + nM (y − x) ≥ nM . As some accepting state
is reachable from q then it is also reachable by a run of length smaller than n. This run (and
any of its prefixes) can, at worst, have a negative effect of value (n − 1)M , and thus it can be
triggered from q(z), since z ≥ nM . In this way, we get an accepting run of length at most
nM + (nM )2 + n − 1 ≤ C, proving the base case.
ρ
For the inductive step, assume that there is an accepting run s(0̄) −
→ f (v̄) in a (d+1)-VASS
d−1
with norm M and n states. Let Kd = C (4d) . We distinguish two cases:
(i) the norm of every configuration on ρ is bounded by C · Kd ;
(ii) the norm of some configuration on ρ exceeds C · Kd .
Without loss of generality we can assume that no configuration on ρ appears more than once,
otherwise we can “unpump” ρ to obtain a shorter one. Observe that in the first case (i), the
length of ρ is bounded by D = (C · Kd )d+1 (we will bound D later on).
In the second case (ii), the run ρ might be long, but we will show that there is another
short accepting run ρ0 . Let p(ū) be the first configuration on ρ with norm exceeding C · Kd .
ρ1
ρ2
Let s(0̄) −→ p(ū) −→ f (v̄). Clearly, the length of ρ1 is bounded by D by a similar reasoning
π
as in the case (i). We will replace ρ2 with a “short” run π, so that c −
→ f (v̄ 0 ). First note that
some coordinate of p(ū) must have value greater or equal to C · Kd ; without loss of generality,
assume it is the last one, that is, the (d + 1)-st coordinate. Let us now ignore the last
coordinate in the VASS. By inductive hypothesis, there is a sequence of transitions π of length
πd
at most Kd such that p(ūd ) −→
f (v̄d0 ), where πd is the result of ignoring the last coordinate
of π, and ūd , v̄d ∈ Nd are the results of ignoring the last coordinate of ū, v̄. Consider now the
sequence of transitions π starting in p(ū). Its length is bounded by Kd , so its effect on the
(d + 1)-st coordinate is not smaller than −M · Kd . Since ū[d + 1] ≥ C · Kd ≥ M · Kd , then
π is indeed a valid run from p(ū) to f (v̄ 0 ) for some v̄ 0 ∈ Nd+1 . Therefore, the run ρ1 · π is
ρ1
π
accepting from s(0̄) as s(0̄) −→ p(ū) −
→ f (v̄ 0 ). The length of ρ1 · π is at most D + Kd .
In order to finish the argument in case (ii) we need to show that D + Kd ≤ Kd+1 , through
the following sequence of (very rough) estimations
D + Kd ≤ 2D ≤ C · D = C · (C · Kd )d+1 = C · (C · C (4d)
d−1

= C ((4d)

+1)(d+1)+1

d−1

≤ C 4(4d)

·(d+1)

d−1

)d+1

d

≤ C (4(d+1)) = Kd+1 .

Observe that in case (i), the bound D ≤ Kd+1 is trivial.
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The language emptiness problem for VASS (i.e., given a VASS, does it accept at least one
word?) is, basically, equivalent to the coverability problem, which is known to be ExpSpacecomplete as shown by the lower bound of Lipton [8] and the upper-bound of Rackoff [11]. The
coverability problem is the problem of, given a VASS A and two configurations c1 , c2 , whether
there is a run from c1 to some configuration c02 such that c02  c2 . In our setting, this result
can be restated as the language emptiness problem for VASS being ExpSpace-complete,
even when all transitions are ε-transitions, and hence the language is either ∅ or {ε}. What
is more, the construction of Lipton is unambiguous: if there is an accepting run, there is
exactly one. Indeed, the only situation in which Lipton’s construction is ambiguous along
a run is when it guesses whether the value of some counter is zero or non-zero. However,
the run of a wrong guess is never an accepting one, as the guess is always followed by a
verification. This is formalized in the next lemma. Let us denote by ε-VASS, a VASS whose
every transition reads ε (and thus the alphabet is not important here).
I Lemma 2 (consequence of [8, 11]). The problem of whether an unambiguous ε-VASS has
an empty language is ExpSpace-complete.

3

Results

We summarize all our results in the next two theorems. Detailed proofs will come in the
sections that follow.
I Theorem 3. The universality problem for
(i) VASS is ExpSpace-complete, both with binary and unary encodings;
(ii) d-VASS with unary encoding is in NC2 and NL-hard, for every d ≥ 1;
(iii) d-VASS with binary encoding is PSpace-complete, for every d ≥ 2;
(iv) 1-VASS (One Counter Net) with binary encoding is coNP-hard.
I Theorem 4. The unambiguity checking problem for
(i) VASS is ExpSpace-complete, both with binary and unary encodings;
(ii) d-VASS with unary encoding is NL-complete, for every d ≥ 1;
(iii) d-VASS with binary encoding is PSpace-complete, for every d ≥ 2;
(iv) 1-VASS with binary encoding is coNP-hard.
The main technical contribution lies in the ExpSpace bounds on the universality problem
in Theorem 3(i). The upper bound will need some insights on the structure of accepting runs
in unambiguous VASS which happen to have a universal language. The remaining upper
bounds will follow easily from this one. The PSpace, and coNP lower bounds of items
(iii), and (iv) are also of interest, as they reveal different ways in which unambiguity can
encode non-trivial properties. The ExpSpace lower bound of item (i) follows easily from
Lemma 2. All the remaining results of Theorems 3 and 4 are either easy, or follow from
simple adaptations of the three results just mentioned.
It is interesting to observe that complexity results on universality seem to coincide with
the complexity of emptiness for the non-deterministic version of the considered classes. Notice
also that closing the “gap” between NC2 and NL in Theorem 3(ii) would imply in particular
solving the corresponding problem for UFA, which is an open question.
We observe that, as a corollary, we obtain procedures for testing the equivalence problem
between an unambiguous VASS and a regular language. Indeed, the language of an unambiguous VASS A is equal to a regular language L if, and only if, the VASS B resulting from
the union of A and the DFA corresponding to the complement of L is unambiguous and
universal.

CONCUR 2020

36:6

Universality Problem for Unambiguous VASS

Organization
We will prove Theorem 3 in Section 4 and Theorem 4 in Section 5. Each of these sections
is divided into an “upper bounds” and “lower bounds” subsections. For reference, the
upper and lower bounds of item (i) of Theorem 3 are shown in Propositions 5 and 17
respectively; item (ii) in Propositions 16 and 21; item (iii) in Propositions 15 and 19; and
item (iv) in Proposition 20. The upper and lower bounds of item (i) of Theorem 4 are shown
in Propositions 22 and 23 respectively; item (ii) in Propositions 22 and 24; item (iii) in
Propositions 22 and 25; and item (iv) in Proposition 26.

4

Testing for Universality

In this section we will prove Theorem 3. Most of the section will be dedicated to proving the
ExpSpace upper bound of item (i).

4.1

Upper bounds

I Proposition 5 (Theorem 3(i) upper bound). The universality problem for unambiguous
VASSes is in ExpSpace.
The proof strategy is as follows. First, we define an abstraction of a configuration, called
an N -profile, for N ∈ N, which is the result of replacing every number bigger than or equal
to N with N in a configuration. The intuition is that any number bigger or equal N is so big
that we can disregard its exact value. We next show that in certain circumstances, for any
unambiguous d-VASS V with n states two configurations having equal f (|V |, d, n)-profile
have also the same language, where f is some fixed doubly-exponential function. This fact
allows us to construct an unambiguous finite automaton A of doubly-exponential size, whose
every state corresponds to one f (|V |, d, n)-profile, and such that A is universal if, and only
if, V is universal. As universality of UFAs is in NC2 and therefore in PolyLogSpace, this
gives us an ExpSpace algorithm for checking universality.
For any number N ∈ N, the N -profile of a configuration (q, v̄) ∈ Q × Nd is the pair
(q, min(v̄, N · 1̄)). Let BM,d,n = M · AM,2d,2n2 , and let CM,d,n = M · (BM,d,n + 1)d .
We start with a useful lemma which bounds the length of runs witnessing ambiguity.
I Lemma 6. Let V be a d-VASS with norm M and n states. If V is ambiguous then there
exist two different runs accepting the same word of length at most AM,2d,2n2 each.
Proof. Consider the following 2d-VASS V 0 , which accepts exactly these words, which have at
least two different accepting runs from the initial configuration of V . The VASS V 0 guesses
two different runs of V and simulates them, it is quite similar to a synchronized product of
V with itself. In its 2d counters V 0 keeps counter valuations of two configurations of V of
the simulated runs. State of V 0 is a pair of states of V together with one bit of information
indicating whether the two simulated runs have already differed or they are the same till
that moment. VASS V 0 accepts if states of both simulated runs are accepting and the bit
indicates that they have differed (even if now they are in the same state). It is easy to see
that V 0 indeed accepts words, which have two different accepting runs in V . Therefore if V
is ambiguous then L(V 0 ) is nonempty. Notice that the norm of V 0 is bounded by M , as the
norm of V is. Therefore by Proposition 1 if L(V 0 ) is nonempty then there is an accepting
run of V 0 of length at most AM,2d,2n2 . Notice that the existence of such a run implies the
existence of two different runs of V over the same word, which additionally also have length
bounded by AM,2d,2n2 . This finishes the proof.
J
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We state two basic properties of VASS which will be useful throughout.
B Claim 7. For any two configurations c and c0 of a VASS V with equal (|V | · N )-profile, if
ρ is an accepting run from c of length at most N then ρ is also accepting from c0 .
B Claim 8 (language monotonicity). If q(ū) and q(v̄) are two configurations of a VASS V
with ū  v̄ then L(V, q(ū)) ⊆ L(V, q(v̄)).
The following is the key lemma which will enable the improved complexity for the
universality problem.
I Lemma 9. Let V be a universal, unambiguous d-VASS with n states. Then, any two
configurations with equal B|V |,d,n -profile reachable from the initial configuration have the
same set of accepting runs (in particular, they have the same language).
Proof. By means of contradiction, let c1 , c2 ∈ Q × Nd be two configurations reachable from
the initial configuration cinit with the same B|V |,d,n -profile, but different sets of accepting
runs. Let ρ be an accepting run from c1 but not from c2 , reading the word w.
u
Let cinit −
→ c2 . The word uw is accepted by V since it is universal, so there must be a
u
configuration c02 such that cinit −
→ c02 and w ∈ L(V, c02 ). Therefore w is accepted both from
configuration c1 with the run ρ and from configuration c02 with some accepting run ρ̂. There
are two cases to consider: either (i) c2 6= c02 , or (ii) c2 = c02 and ρ̂ 6= ρ.
For (i), let us first consider an (ambiguous) VASS Ṽ , being the result of adding ε-labelled
self-loops with effect 0̄ in every state to V . Clearly, for every configuration c we have
L(V, c) = L(Ṽ , c). Let us confider a 2d-VASS V 0 , which is a synchronized product of Ṽ
with itself: transitions, initial and accepting states are defined in a natural way. Product is
synchronized, so for any a ∈ Σε there is an a-labelled transition in the product V 0 iff there exist
a-labelled transitions in the two components, both identical with Ṽ . For two configurations
c = q(ū) and c0 = q 0 (ū0 ) of V we denote by L(V 0 , c, c0 ) the language L(V 0 , (q, q 0 )(ū, ū0 )).
Notice that, by construction, L(V 0 , c, c0 ) is the intersection of L(V, c) and L(V, c0 ). Therefore
the word w belongs to L(V 0 , c1 , c02 ). By Proposition 1 there exists an accepting run ρ0 of
V 0 of length at most A|V |,2d,n2 reading a word w0 from L(V 0 , c1 , c02 ) = L(V, c1 ) ∩ L(V, c02 ).
Consider the projection ρ1 of ρ0 onto the first copy of Ṽ . We know thus that ρ1 is accepting
from c1 . Further, the absolute value of the effect of ρ1 on every coordinate is at most
|V | · A|V |,2d,n2 ≤ |V | · A|V |,2d,2n2 = B|V |,d,n . Recall that c1 and c2 have the same B|V |,d,n profile, so by Claim 7 if ρ1 is accepting from c1 then it is also accepting from c2 . Therefore
w0 ∈ L(V, c2 ) and w0 ∈ L(V, c02 ), which means that there are two distinct accepting runs over
uw0 in V , contradicting the fact that it is unambiguous.
For (ii), we have that there are two distinct accepting runs for w from max(c1 , c2 ), namely
ρ and ρ̂. Then, by Lemma 6, there exist two different runs ρ1 and ρ2 from max(c1 , c2 ) of
length at most A|V |,2d,2n2 accepting the same word w0 . Since c1 and c2 have the same B|V |,d,n profile, where B|V |,d,n = |V | · A|V |,2d,2n2 , by Claim 7 both ρ1 and ρ2 are accepting from
configuration c2 , and thus there are two distinct accepting runs over uw0 in V , contradicting
the fact that it is unambiguous.
J
I Corollary 10. If a universal, unambiguous d-VASS V with n states contains an accepting
run with two configurations c1 and c2 such that c1 occurs before c2 , then
(i) if c1 and c2 have equal B|V |,d,n -profile, then c1  c2 ;
(ii) for every i ∈ [1, d], c1 [i] − c2 [i] < C|V |,d,n .
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Proof.
(i) By means of contradiction, let c1 and c2 be configurations with the same profile such
that c1 6 c2 , meaning that c1 [i] > c2 [i] for some i. Let ρ1 ρ2 ρ3 be an accepting run
of V , such that ρ1 reaches the configuration c1 from the initial configuration, and ρ2
reaches the configuration c2 from configuration c1 . Since the effect of ρ2 decrements
component i, it is easy to see that there is some k ∈ N such that (ρ2 )k ρ3 is an accepting
run from c1 but not from c2 , contradicting Lemma 9 above.
(ii) Suppose there is a decrement of at least C|V |,d,n at some coordinate i. Since C|V |,d,n =
|V | · (B|V |,d,n + 1)d is at least the number of B|V |,d,n -profiles times the biggest effect of a
transition, this means that at least k = B|V |,d,n distinct configurations c01 , . . . , c0k occur
in the run between c1 and c2 such that c1 [i] > c01 [i] > c02 [i] > · · · > c0k [i]. Hence, among
c1 , c01 , . . . , c0k there must be two equal B|V |,d,n -profile configurations, contradicting the
item (i) above.
J
This last statement can be informally understood as follows: if V is universal, then it is still
universal if configurations are abstracted by their C|V |,d,n -profiles. We now formalize what
this means. Let us fix an unambiguous VASS V , and let us henceforth write ω as short for
C|V |,d,n . For any configuration c let bcc denote its ω-profile, that is, bq(ū)c = q(min(ū, ω · 1̄)).
Let V = (Σ, d, QV , qV , δV , FV ) be an unambiguous VASS. We construct a finite automaton
AV = (Σ, QA , qA , δA , FA ) in the following way:
the set of states QA is the set of pairs QV × [0, ω]d ;
the initial state qA is qV (0̄);
the set of final states FA consists of all the pairs having the first coordinate in FV , namely
FA = FV × [0, ω]d ;
a
δA is the set of all transitions p(ū) −
→ q(bū + v̄c) such that (p, a, v̄, q) ∈ δV and ū + v̄ ∈ Nd .
We now show that AV is unambiguous, and that it is universal iff V is universal.
a

a

a

1
2
n
p2 (ū2 ) −→
· · · pn (ūn ) −−→
pn+1 (ūn+1 ) of AV there is
I Lemma 11. For every run p1 (ū1 ) −→
a run (p1 , a1 , v̄1 , p2 ) · · · (pn , an , v̄n , pn+1 ) of V such that v̄1 + · · · + v̄i ≥ ūi for every i ∈ [1, n].

a

i
Proof. This can by shown by induction on n. It suffices to replace every transition pi (ūi ) −→
pi+1 (ūi+1 ) of AV by a transition (pi , ai , v̄, pi+1 ) ∈ δV such that ūi+1 = būi + v̄c, which exists
by construction.
J

As a consequence of the previous lemma, if there are two distinct accepting runs for a word
w in AV , then there are also two distinct accepting runs over w in V . In other words:
I Lemma 12. If V is unambiguous then AV is unambiguous.
I Lemma 13. V is universal if, and only if, AV is universal.
Proof. Observe first that L(AV ) ⊆ L(V ) by Lemma 11. Hence, if AV is universal, so is V .
For the converse direction, suppose V is universal, and let us show that AV is universal as
well. Let ρ = (q0 , a1 , v̄1 , q1 ) · · · (qn−1 , an , v̄n , qn ) be the accepting run of w = a1 · · · an in V .
Let us consider the run ρ0 = (q0 (x̄0 ), a1 , q1 (x̄1 )) · · · (qn−1 (x̄n−1 ), an , qn (x̄n )) of AV , where
x̄0 = 0̄ and for every i > 0, x̄i = bx̄i−1 + v̄i c. We claim that ρ0 is an accepting run on AV . By
ai+1
means of contradiction, if ρ0 is not a run, there must be some qi (x̄i ) −−−→ qi+1 (x̄i+1 ) which
is not a transition of AV . This can only happen if some configuration on ρ reaches some
big counter value at a position j which later decreases by at least ω. More concretely, this
means that there are, among the configurations reachable through ρ, two configurations c, c0
such that c appears before c0 and for some j ∈ [1, k] we have c[j] − c0 [j] > ω. But this would
contradict Corollary 10-(ii). Hence, ρ0 is an accepting run and thus AV is universal.
J
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Notice that the automaton AV has a doubly-exponential number of states. As checking
its universality is polynomial-time in its size [1], which is doubly exponential, the problem is
in 2ExpTime. In order to design an ExpSpace algorithm we need a bit more work. The
following lemma together with Lemma 13 finishes the proof of Proposition 5.
I Lemma 14. Checking universality of AV is in ExpSpace.
Proof. Notice first that the function V 7→ AV can be easily computed in ExpSpace. Indeed,
a state of AV is described by a pair consisting of a state from QV and a vector v̄ ∈ [0, ω]d ,
2d−1
where ω = C|V |,d,|QV | = |V | · (|V | · (4|QV |4 (|V | + 1)2 )(8d)
+ 1)d is doubly exponential with
respect to the description size of V , and therefore it can be kept in ExpSpace. It is then
possible to iterate through all the possible pairs in (QV , [0, ω]d ) in ExpSpace and for every
state output the transitions outgoing from this state.
By [15] checking universality of UFA without cycles containing only ε-labelled transitions
(ε-cycles) is in NC2 , namely in the class of languages recognizable by uniform families of
circuits of depth O(log2 (n)) and binary branching, where n is the number of inputs. A simple
procedure which eliminates all the ε-cycles (i.e., all the transitions involved in ε-cycles) can
be designed to be in NL. Observe that eliminating ε-cycles does not change the language of
unambiguous automata, since no accepting run can contain a transition from an ε-cycle (such
a run extended by the ε-cycle would be also accepting, which would violate the unambiguity
assumption). Since NL ⊆ NC2 and NC2 is closed under composition, we obtain that the
universality problem for an arbitrary UFA (possibly with ε-transitions) is in NC2 as well.
It is folklore that NC2 is included in poly-logarithmic space (actually in the deterministic
space log2 n). Indeed, one can simply simulate a circuit of depth D and binary branching in
space D.
It is now enough to argue that the composition of ExpSpace and PolyLogSpace is
included in ExpSpace. This result is also folklore, we sketch here a proof. Any algorithm
in the composition of ExpSpace and PolyLogSpace can be seen as a PolyLogSpace
algorithm inputting the output of an ExpSpace machine, potentially of a doubly exponential
length. This doubly exponential output cannot be kept by an ExpSpace algorithm, but one
can simulate the composition by a PolyLogSpace algorithm asking ExpSpace oracles for
particular letters of its input. Such an algorithm in turn can be simulated easily in ExpSpace.
We keep three exponential size pieces of the information: (i) the space of the oracle, (ii) the
index of the doubly exponential input being currently transferred to the oracle, and (iii) the
space of the poly-logarithmic algorithm, which is poly-logarithmic with respect to the doubly
exponential input, hence exponential. Therefore indeed ExpSpace ◦ PolyLogSpace ⊆
ExpSpace, which finishes the proof.
J
Let us now analyze the situation for a fixed dimension d ∈ N. The number of states of
2d−1
AV equals |QV | times |V | · (|V | · (4|QV |4 (|V | + 1)2 )(8d)
+ 1)d , which for a fixed d is a
polynomial depending on |QV | and |V |. This immediately implies that for V represented
in unary the size of AV is polynomial, while for |V | represented in binary the size of AV is
exponential in the size of the input. A proof almost identical to that of Lemma 14, where we
substitute ExpSpace with PSpace, yields the following result.
I Proposition 15 (Theorem 3(iii) upper bound). For every fixed d ∈ N the universality
problem for binary represented, unambiguous d-VASS is in PSpace.
In a similar way we solve the case of unary represented d-VASSes. In this case, we replace
ExpSpace with the class of problems solvable in logarithmic space L. We also use the fact
that L composed with NC2 is included in NC2 , which is immediately implied by a trivial
closure of NC2 by composition and inclusion L ⊆ NC2 . Then we get the following.
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I Proposition 16 (Theorem 3(ii) upper bound). For every fixed d ∈ N the universality problem
for unary represented, unambiguous d-VASS is in NC2 .

4.2

Lower bounds

I Proposition 17 (Theorem 3(i) lower bound). The universality problem for unambiguous
VASS is ExpSpace-hard, even on a one-letter alphabet.
Proof. We reduce from the problem of whether an unambiguous ε-VASS has an empty
language, which is ExpSpace-hard as observed in Lemma 2. Given an unambiguous ε-VASS
A = ({a}, d, Q, q0 , δ, F ), we build an unambiguous VASS B on a one-letter alphabet {a} such
that L(B) = a∗ if L(A) = {ε} and L(B) = ∅ otherwise. B is the result of adding a new final
state qf to A, and transitions (q, a, 0̄, qf ) for every q ∈ F ∪ {qf }.
J
I Corollary 18. The co-finiteness problem for unambiguous VASS, that is, whether the
complement of its language is finite, is ExpSpace-hard.
We leave open the question of whether the lower bound of Proposition 17 still holds for
unambiguous VASS without epsilon transitions.
The following proposition proves the lower bound of Theorem 3(iii).
I Proposition 19 (Theorem 3(iii) lower bound). The universality problem for unambiguous
2-VASS is PSpace-hard.
Proof. We reduce from the bounded one-counter automata reachability problem, which is
known to be PSpace-hard [4, Corollary 10]. This problem can be stated as follows: given a 1VASS A = (Σ, 1, QA , q, δA , F ), a number N ∈ N encoded in binary, and a configuration p(m),
P
is there a run (r1 , α1 , u1 , r10 ) · · · (rn , αn , un , rn0 ) from q(0) to p(m) such that i≤j ui ≤ N for
every 1 ≤ j ≤ n? The alphabet is not important for this problem, we can consider that every
transition reads the letter a.
Let A, N , p(m) be the input of the aforementioned problem. We now construct, in
polynomial time, an unambiguous 2-VASS B = (Σ, 2, Q, q0 , δ, F ), such that it is universal if,
and only if, the answer to the input is negative – the statement then follows by closure under
complement of PSpace. Concretely, the language of B is essentially the set of all sequences
of transitions in (δA )∗ which do not contain a run from q(0) to p(m) as a prefix. Intuitively,
the construction of B from A can be divided into two steps. First we change the N -bounded
1-VASS into a 2-VASS by simulating configuration q(i) by q(i, N − i). However, this 2-VASS
might be far from being universal. Therefore, we add to it a lot of transitions such that it
is almost universal: the only way for a word not to be accepted is to reach a configuration
corresponding to p(m).
˙
The construction of B is as follows. The alphabet Σ is defined as δA ∪{?};
the state set
˙
Q is defined as QA ∪{⊥,
qf , q0 }; and the set of final states is F = Q \ {⊥}, where ⊥ is a
sink state. B will always keep the invariant that the sum of its two components is equal to
N on all configurations with state in QA reachable from the initial configuration q0 (0, 0).
Further, the transition graph is as in δA but labels are used to enforce unambiguity. This is
done by initializing the vector in (0, N ) as the first thing the automaton does (by adding
a new initial state q0 and transition (q0 , t, (0, N ), q) from it to the initial state of A), and
additionally translating every transition t = (r, a, h, r0 ) ∈ δA into (r, t, (h, −h), r0 ). Now we
need to assure that the only way to be not accepted is to reach configuration p(m, N − m).
For that purpose we add a special transition reading ? with effect (−m, m − N ) and going
from p to the sink state ⊥. All the other sequences of transitions need to be made accepting.
For that we add an extra accepting state qf and a lot of transitions leading to it. Concretely,
B has these transitions:
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0
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q0
p
B:

t; (0, N )

r

t; (h, h)

s

r

0

?; (0, (N

N)

m)

1)

?
qf

p
?; ( m

1, 0)

⌃; (0, 0)

?; (0, 0)
t0 ; (0, 0)
(source of t0 is not s)
t00 ; (0, (N + `) 1)
(source of t00 is s and e↵ect is ` < 0)

Figure 1 Definition of B. An arrow labelled “α; x̄” denotes a transition reading α with effect x̄.

the initial transition (q0 , t, (0, N ), q) for every t ∈ Σ;
a “simulating” transition (r, t, (h, −h), r0 ) for every t = (r, a, h, r0 ) ∈ δA ;
a transition from p to ⊥ reading ? with effect (−m, m − N );
a transition from every r ∈ QA \ {p} to qf reading ? with effect (0, 0);
two transitions from p to qf reading ?, one with effect (−m − 1, 0) and one with effect
(0, −(N − m) − 1);
(vi) a transition from every r ∈ QA to qf reading t ∈ Σ \ {?} with effect (0, 0) if the
t-labelled transition is not outgoing from r;
(vii) a transition from every r ∈ QA to qf reading t ∈ Σ \ {?} with effect (0, −(N + `) − 1)
if the t-labelled transition is outgoing from r and has effect ` < 0;
(viii) 0̄-effect self-loops on qf , with all possible letters of Σ.
(i)
(ii)
(iii)
(iv)
(v)

Figure 1 contains a depiction of the construction. We now show the correctness of the
reduction. Observe first that, by construction, all configurations c of B reachable from q0 (0, 0)
are N -bounded. Further, if the state of c is from QA , then the sum of its components is
equal to N .
We show that B is unambiguous. What is more, we will show that for every configuration
r(ū0 ) reachable from q0 (0, 0) and for every letter a ∈ Σ there is at most one outgoing
transition from r reading a that can be applied to r(u0 , u00 ). By means of contradiction,
suppose that there are two distinct transitions (r, a, (u1 , u01 ), r1 ), (r, a, (u2 , u02 ), r2 ) ∈ δ such
that (u0 , u00 )+(u1 , u01 ) ∈ N2 and (u0 , u00 )+(u2 , u02 ) ∈ N2 . By construction, the only possibility
is that one transition is a simulating transition as defined in (ii), and the other transition
is as defined in (vii). In particular, a must be a transition from δA , r, r1 are states from
QA , and r2 = qf . By the above observation, u0 + u00 = N , and by construction (item (vii)),
u1 < 0 and u02 = −(N + u1 ) − 1. Since u00 + u02 ≥ 0 by the hypothesis (u0 , u00 ) + (u2 , u02 ) ∈ N2 ,
we can replace u02 with the equality u02 = −(N + u1 ) − 1 just observed, and we obtain
u00 − (N + u1 ) − 1 ≥ 0. Since we also know that u0 + u00 = N by the observation above, we
can further replace u00 with N − u0 in u00 − (N + u1 ) − 1 ≥ 0, and we obtain u0 + u1 < 0.
Note that this contradicts the hypothesis (u0 , u00 ) + (u1 , u01 ) ∈ N2 . The contradiction comes
from assuming that both transitions were possible to trigger.
We finally show that B is universal if, and only if, there is no N -bounded run from q(0) to
p(m) in A. Observe first that for every word w ∈ Σ∗ there is exactly one run of B reading w.
If there is an N -bounded run ρ from q(0) to p(m) in A, it follows that the run of B reading
ρ? ends in the sink state ⊥, and thus ρ? 6∈ L(B), witnessing the fact that B is not universal.
If, on the other hand, there is a run of B ending in state ⊥, it must be reading a word of
the form ρ? where ρ is an N -bounded run from q(0) to p(m) in A. Since ⊥ is the sole state
which is not accepting and since, as observed before, for all words there is a run, it follows
that if B is universal, then there is no N -bounded run in from q(0) to p(m) in A.
J
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1; 0
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1
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1; 0
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1; 2nk

1

rk

0; 2nk

1; 0
qk

1

p0
sk

1

"; (N + 1)

"; (N + 1)

0; 2nk

Figure 2 Definition of VS . An arrow labelled “i; `” denotes a transition reading i with effect `.
Double circled states are final.

Finally, we show coNP-hardness for universality of one counter nets.
I Proposition 20 (Theorem 3(iv)). The universality problem for unambiguous 1-VASS is
coNP-hard.
Proof. We equivalently will show that non-universality problem for unambiguous 1-VASSes
is NP-hard. The reduction is from the Perfect Partition problem. In the Perfect
Partition problem we are given a finite set of natural numbers S = {n1 , . . . , nk } ⊆fin N
and we are supposed to answer whether the set of indices [1, k] can be partitioned into two
P
P
subsets I1 , I2 ⊆ [1, k] such that i∈I1 ni = i∈I2 ni . Such a partition is called a perfect
partition. All the numbers are binary represented. The Perfect Partition problem is
known to be NP-hard [7].
For an instance of a Perfect Partition problem S ⊆fin N we build an unambiguous
1-VASS VS such that perfect partition for S exists if and only if the 1-VASS is not universal.
P
Let i∈[1,k] ni = N , note that the perfect partition exists iff there is a set of indices I such
P
that i∈I ni = N/2. Every word of length k encodes a natural number Sw in the following
P
way: for w ∈ {0, 1}k we define Sw = i|w[i]=1 ni . We will design VS in such a way that
L(VS ) ⊆ {0, 1}∗ will always contain all the words of length different than k. Among words of
length k language L(VS ) will contain exactly these for which Sw 6= N/2. Then indeed L(VS )
would be not universal iff set S has a perfect partition.
The 1-VASS VS is defined in Figure 2. It consists of two parts: the top part, with states
q0 to qk+1 accepts all the words of length different than |S| = k, while the bottom part
accepts some words of length k.
It is immediate to see that the top part accepts all words of length different to k, and all
of them by exactly one run.
The bottom part consists of states: p, p0 , r0 , r1 , . . . , rk and s0 , s1 , . . . , sk , where only
the state p0 is accepting. Notice that transitions in states ri are mirrored with respect to
transitions in states si , namely effect of a transition over some letter from ri equals the effect
of the transition over the other letter in si . Let us inspect now how an accepting run over
w ∈ {0, 1}k can look like. Every such run starts from q0 (0) and then goes to p(2N ). Then it
splits into two runs, to r0 (2N ) and s0 (2N ) and from this moment on there are two runs: one
in some state ri and the other in the corresponding state si . Then after reading the whole w
the two runs are in configurations rk (2N − 2Sw ) and sk (2N − 2(N − Sw )) = sk (2Sw ). Notice
that 0 ≤ Sw ≤ N , so both configurations are indeed always reachable. Now comes the last
transition from either rk or sk to p0 . Observe that if Sw 6= N/2 then exactly one of them
can be fired. Indeed if Sw 6= N/2 so 2Sw =
6 N then exactly one of the numbers 2Sw and
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2N − 2Sw equals at least N + 1. Then from exactly one of the configurations rk (2N − 2Sw )
and sk (2Sw ) counter value N + 1 can be subtracted and the run over the word w will reach
an accepting configuration p0 (c) for some c ≥ 0. Then we have w ∈ L(VS ) and exactly one
accepting run over w. On the other hand assume now that Sw = N/2. Then the two reached
configurations are rk (N ) and sk (N ). In none of them counter value N + 1 can be subtracted,
which means that in that case no accepting run over w exists and w 6∈ L(VS ). Therefore
indeed VS is unambiguous and importantly L(VS ) is not universal iff there exists a perfect
partition for S. This finishes the proof.
J
I Proposition 21 (Theorem 3(ii) lower bound). The universality problem for d-VASS with
unary encoding is NL-hard, for every d ≥ 1.
Proof. This already holds for UFA.

5

J

Testing for Unambiguity

Here we will prove Theorem 4. As we will see, upper bounds follow from the emptiness
problem and lower bounds from adaptations of the reductions from the previous section.

5.1

Upper bounds

We will next prove the upper bound of Theorem 4(i), (ii) and (iii) namely:
I Proposition 22 (Theorem 4(i), (ii) and (iii) upper bound). The unambiguity checking
problem is:
(i) in ExpSpace for VASSes with binary encoding;
(ii) in NL for d-VASSes with unary encoding for any fixed d ∈ N;
(iii) in PSpace for d-VASSes with binary encoding for any fixed d ∈ N.
Proof. By Lemma 6 if a d-VASS with norm M and n states is ambiguous then there exists
two different runs of length at most AM,2d,2n2 accepting the same word. Number AM,2d,2n2 =
2d−1
(4n4 (M + 1)2 )(8d)
is doubly exponential wrt. the size of the VASS representation when
M is given in binary and d is not fixed. For fixed d an M given in binary AM,2d,2n2 is
exponential wrt. the input and for fixed d and M given in unary it is polynomial wrt. the
input. Therefore the algorithm, which enumerates all the pairs of different runs of length
up to AM,2d,2n2 and checks whether some pair accepts the same word works in ExpSpace,
PSpace and NL, respectively, which finishes the proof.
J

5.2

Lower bounds

I Proposition 23 (Theorem 4(i) lower bound). The unambiguity checking problem for VASS
with unary encoding is ExpSpace-hard.
Proof. We reduce from the problem of whether an unambiguous ε-VASS has an empty
language, which is ExpSpace-complete as mentioned in Lemma 2 (it is a consequence of
Lipton’s construction [8]). To an unambiguous ε-VASS we add one state accepting the empty
word ε. Then the constructed VASS is unambiguous iff the original one has empty language,
which finishes the ExpSpace-hardness proof.
J
I Proposition 24 (Theorem 4(ii) lower bound). The unambiguity checking problem for d-VASS
with unary encoding is NL-hard.
Proof. This is already true for finite automata.

J
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I Proposition 25 (Theorem 4(iii) lower bound). The unambiguity checking problem for
2-VASS is PSpace-hard.
Proof. This is a corollary of the construction in the proof of Proposition 19. One can
adapt the automaton by now having ⊥ as a sole accepting state, and all other states as
non-accepting, and adding a transition (⊥, ε, (0, 0), ⊥), in such a way that B is unambiguous
if, and only if, there is no run that reaches ⊥.
J

I Proposition 26 (Theorem 4(iv)). The unambiguity checking problem for 1-VASS is coNPhard.
Proof. A construction very similar to the one used to show coNP-hardness of universality
(Proposition 20) can be used to show that unambiguity checking for 1-VASS is coNP-hard.
ε;−(N +1)

ε;−(N +1)

ε;−N

If instead of transitions rk −−−−−−→ p0 and sk −−−−−−→ p0 we have transitions rk −−−→ p0
ε;−N
and sk −−−→ p0 , then VS is ambiguous if and only if there is a perfect partition for S. This
shows that ambiguity checking is NP-hard and unambiguity checking is coNP-hard.
J

6

Discussion

We leave open the question about the exact complexity of universality problem for unambiguous 1-VASS with transitions represented in binary, which we showed to be PSpace-easy and
coNP-hard. We conjecture that it is coNP-complete. Another question that we leave open
is the complexity of the universality problem for VASS without ε-transitions; our ExpSpacehardness of Proposition 17 crucially uses ε-transitions, and it is not clear whether it can
be adapted to avoid them. We conjecture that the universality problem for unambiguous
VASS without ε-transitions is still ExpSpace-hard. An open question related to the gap
of Theorem 3(ii) is the one about the precise complexity of the universality problem for
unambiguous finite automata, which is NL-hard and only known to be in NC2 [15].
While we have focused our study on the universality and unambiguity checking problems
for unambiguous VASS, we point out that there are many intriguing unanswered problems
on unambiguous systems. In particular, closely related to the universality problem are:
co-finiteness, equivalence and inclusion problems. The universality problem is often strongly
connected with the equivalence and inclusion problems. As observed in Section 3, the
techniques allow for answering the equivalence problem with a regular language. However,
equivalence between two unambiguous VASS seems a more difficult question. In particular,
observe that trying to reduce L(A) ⊆ L(B) to L((A) ∩ L(B)) ∪ L(B) = Σ∗ would fail in this
case, since VASS and unambiguous VASS are not closed under complement – in fact, the
only VASSes whose complement is a VASS are those denoting regular languages [2].
It is natural to ask about the decidability and complexity of these problems for most
fundamental models of computation: finite automata, one counter nets, VASS or even
pushdown automata (PDA) under the assumption of unambiguity. We give some examples.
While equivalence of VASS languages is undecidable, is it decidable for unambiguous VASS?
Language equivalence is undecidable for PDA and decidable for deterministic PDA (by the
celebrated result of Sénizergues [13]), but might it still be decidable for unambiguous PDA?
And what about universality?
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Vector addition system with states is an ubiquitous model of computation with extensive applications
in computer science. The reachability problem for vector addition systems is central since many
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1

Introduction

Context. Vector addition systems with states (VASS for short) is an ubiquitous model of
computation with extensive applications in computer science. This model, equivalent to
Petri nets, is defined as a finite state automaton with transitions acting on a set of counters
ranging over the nonnegative integers by adding integers. The number of counters is called
the dimension and we write d-VASS for a VASS with d counters. The central problem on
VASS is the reachability problem since many other problems are reducible to reachability
questions. This problem was first proved to be hard for the exponential-space complexity by
Lipton [23] in 1976. At that time, the decidability of the problem was open. Three years
later [11], the reachability problem for 2-VASS was proved to be decidable by Hopcroft and
Pansiot by observing that reachability sets of 2-VASS are semilinear. Dimension two is
a special case since in contrast reachability sets of 3-VASS are not semilinear in general.
A few years later, the reachability problem for VASS was proved to be decidable in any
dimension by Mayr [24, 25] thanks to an algorithm simplified later by Kosaraju [12] and
Lambert [13]. Recently, the problem was revisited by Leroux [15, 16, 17] by observing
that the reachability problem can be decided with a simple algorithm based on semilinear
© Jérôme Leroux and Grégoire Sutre;
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inductive invariants. Despite recent improvements on the reachability problem, the exact
complexity is still open; the known lower-bound is Tower-hard [4] and the known upper-bound
is Ackermannian-easy [18].
When adding to VASS the ability to test counters for zero, the reachability problem
becomes undecidable in dimension two via a direct simulation of two-counters Minsky
machines [26, Chapter 14]. In dimension one, the class of VASS that we obtain by adding
zero-tests are usually called one counter automata (OCA for short). The reachability problem
for that class was proved to be NP-complete in [10]. The class of OCA can be naturally
extended by introducing the class of d-TVASS (or just TVASS when the dimension d is
not fixed) corresponding to a d-VASS extended with zero-tests on the first counter. In that
context, a OCA is just a 1-TVASS. The reachability problem is known to be decidable for
TVASS in any dimension [28, 2], but the complexity is open, even in dimension two.
In dimension two, the reachability problem for VASS is known to be PSPACE-complete.
This result was obtained thanks to a series of results from several authors. The PSPACE
lower-bound was proved in [8] and PSPACE membership was obtained as follows (notice that
the problem was recently revisited in [5]). First of all, the reachability relation was proved
to be semilinear in [19] by observing that it is flattenable, meaning that the reachability
relation can be captured by a finite set of regular expressions, so called linear path schemes,
of the form α0 β1∗ α1 · · · βk∗ αk where α0 , . . . , αk are paths and β1 , . . . , βk are cycles in the
underlying graph of the VASS. It was then proved in [1] that these regular expressions can
be exponentially bounded, and k is bounded by a polynomial in the number of states. By
introducing a system of inequalities over some variables n1 , . . . , nk counting the number of
times the cycles β1 , . . . , βk are iterated, an exponential bound on small paths witnessing
reachability was derived from a small solution theorem [27, 3]. From such a bound, it follows
that the reachability problem is decidable in PSPACE.
Our contribution. In this paper, we are interested in the complexity of the reachability
problem for 2-TVASS. We successfully follow the approach used for 2-VASS and outlined
above. This approach is not easily lifted to 2-TVASS, because the presence of zero-tests
breaks a fundamental property of VASS, namely monotonicity. By means of new proof
techniques to deal with zero-tests on a single counter, we obtain the following results:
We show that the reachability relation of a 2-TVASS is flattenable. Our proof does not
provide by itself any complexity bound but it is direct and simple, and it provides a
description of the reachability relation by linear path schemes α0 β1∗ α1 · · · βk∗ αk .
We prove that these linear path schemes can be exponentially bounded, and the number
k can be polynomially bounded in the number of states of the 2-TVASS. This bound is
obtained via a detour through the class of weighed one counter automata (WOCA for
short). We believe that our results on WOCA may be of independent interest.
We derive an exponential bound on paths witnessing reachability thanks to a small
solution theorem. From that bound, we deduce that the reachability problem for 2TVASS is decidable in polynomial space, and so is PSPACE-complete. This is, to our
knowledge, one of the few problems on extended VASS whose precise complexity is known.
Related work. TVASS are naturally related to other classical extensions of VASS by
observing that a reset is a “weak test”, and a testable counter is a “weak stack”.
By extending d-VASS with resets on the two first counters, we obtain the class of dRRVASS. It is known that the reachability problem for this class is undecidable if d ≥ 3
while it is decidable for d = 2 [6]. Since a reset can be simulated by a test, the class of
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2-TRVASS obtained from 2-VASS by allowing tests on the first counter and resets on the
second one, contains the 2-RRVASS. In [9], we proved that the reachability problem for
2-TRVASS is decidable by proving that the reachability relation is effectively semilinear. It
worth noticing that this relation is not flattenable, and the complexity of the reachability
problem for 2-RRVASS and 2-TRVASS is still open. When dealing with the lossy semantics
(i.e., when counters can be decreased arbitrarily at any step of the execution), tests and
resets have exactly the same behavior. In that case, the reachability problem for lossy
Minsky machines of arbitrary dimension becomes decidable and the exact complexity is
Ackermannian complete [29].
The class of TVASS is also related to the class of pushdown VASS (PVASS for short)
obtained by extending VASS with a stack over a finite alphabet. A PVASS can easily simulate
any TVASS since a testable counter can be simulated with a stack. The decidability of the
reachability problem is open even for 1-PVASS. We proved in [22] that the control-state
reachability problem for 1-PVASS is decidable. The complexity is still open.
Due to space constraints, some proofs are missing and some proofs are only sketched.
Detailed proofs can be found in the full version of the paper [21].

2

Flattenability of 2-TVASS

Preliminaries. The usual sets of integers and nonnegative integers are denoted by Z and
def
N, respectively. For any a, b ∈ Z, we let [a, b] = {z ∈ Z | a ≤ z ≤ b}. A d-dimensional
vector of integers is a tuple v = (v1 , . . . , vd ) in Zd . Its ith component vi is also written v(i).
We denote by kvk its infinity norm max{|v1 |, . . . , |vd |}. A word over some alphabet Σ is a
def
finite sequence w = a1 · · · an of elements ai ∈ Σ. The length of w is |w| = n. Given two
def
binary relations R and S over some set, we let R # S = {(x, z) | ∃y : x R y S z} denote their
def
relational composition. The powers of a binary relation R are inductively defined by R1 = R
def
and Rn+1 = R # Rn .
Vector Addition Systems with States and One Test. A TVASS is a vector addition system
with states (VASS) such that the first counter can be tested for zero. Formally, a d-dimensional
TVASS (shortly called a d-TVASS), is a triple V = (Q, Σ, ∆) where Q is a finite nonempty
set of states, Σ ⊆ Zd ∪ {tst} is a finite set of actions, and ∆ ⊆ Q × Σ × Q is a finite set of
transitions. Even though they are not mentioned explicitly, V implicitly comes with d counters
c1 , . . . , cd whose values range over nonnegative integers. Actions in Σ are either addition
actions a ∈ Zd or the zero-test action tst. Intuitively, an addition action a = (a1 , . . . , ad )
performs the instruction (c1 , . . . , cd ) ← (c1 + a1 , . . . , cd + ad ), provided that all counters
remain nonnegative ; the zero-test action tst tests the first counter for zero and leaves all
def
def
counters unchanged. We let A = {(p, σ, q) ∈ ∆ | σ ∈ Zd } and T = {(p, σ, q) ∈ ∆ | σ = tst}
denote the sets of addition transitions and zero-test transitions, respectively. The notation
kΣk stands for maxa kak where a ranges over addition actions (or {0} if there are none). A
d-dimensional VASS (shortly called a d-VASS) is a d-TVASS whose set of actions Σ excludes
tst, i.e., Σ ⊆ Zd .
We define the operational semantics of a d-TVASS V = (Q, Σ, ∆) as follows. A configuration of V is a pair (q, x) where q ∈ Q is a state and x ∈ Nd is a vector denoting the contents
of the counters c1 , . . . , cd . For the sake of readability, configurations (q, x) are written q(x)
δ

in the sequel. For each transition δ ∈ ∆, we let −
→ denote the least binary relation over
configurations satisfying the following rules:
δ = (p, a, q)

x ∈ Nd
δ

p(x) −
→ q(x + a)

x+a ≥0

δ = (p, tst, q)

x ∈ Nd

x(1) = 0

δ

p(x) −
→ q(x)
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c1 == 0
(c1 , c2 ) ← (c1 − 3, c2 + 4)

A

B

(c1 , c2 ) ← (c1 + 1, c2 − 1)

c1 ← c1 + 1
Figure 1 A simple 2-dimensional TVASS with actions written in verbose pseudo-code (to help
the reader). Instructions of the form (c1 , c2 ) ← (c1 + a1 , c2 + a2 ) stand for addition actions (a1 , a2 ).
The instruction c1 == 0 stands for the zero-test action tst.
π

Given a word π = δ1 · · · δn of transitions δi ∈ ∆, we denote by −
→ the binary relation over
δ1
δn
ε
configurations defined as the relational composition −→ # · · · # −→. The relation −
→ denotes
L
→ denote the union
the identity relation on configurations. Given a subset L ⊆ ∆∗ , we let −
∗
S
π
∆
∗
→. The relation −−→, also written −
→, is called the reachability relation of V. Observe
π∈L −
∗

def

∆

that −
→ is the reflexive-transitive closure of the step relation → = −→.
A run is a finite, alternating sequence (q0 (x0 ), δ1 , q1 (x1 ), . . . , δn , qn (xn )) of configurations
δ

i
and transitions, satisfying qi−1 (xi−1 ) −→
qi (xi ) for all i ∈ [1, n]. Note that this condition

δ ···δ

1
n
entails that q0 (x0 ) −−
−−→
qn (xn ). The word δ1 · · · δn is called the trace of the run and n is
its length.

I Example 1. Consider the 2-TVASS depicted in Figure 1. There are two states, namely A
and B, and four transitions, namely:
δAA
δAB

= (A , (−3, 4) , A)
= (A , tst , B)

δBB
δBA

(B , (1, −1) , B)
(B , (1, 0) , A) .

=
=

Starting from the configuration A(3, 5), the zero-test transition δAB cannot be taken as the
first counter is not zero. But we can take the loop on A and reach the configuration A(0, 9),
δ

AA
which is formally written as the step A(3, 5) −−
→ A(0, 9). We may then move to B via
the zero-test transition, take the loop on B four times, and get back to A. This yields the
run ρ = (A(3, 5), δAA , A(0, 9), δAB , B(0, 9), δBB , B(1, 8), . . . , δBB , B(4, 5), δBA , A(5, 5)). The
π
trace of this run is π = δAA δAB (δBB )4 δBA , and so we have A(3, 5) −
→ A(5, 5).

∗

The run ρ witnesses the fact that A(3, 5) −
→ A(5, 5). In a standard 2-VASS, i.e., without
zero-test, the run ρ could be “replayed” from the larger configuration A(5, 5). More precisely,
π
π
→ A(5, 5) −
→ A(7, 5). This is not the case in our 2-TVASS. Even though
we would have A(3, 5) −
π

π

δ

AA
A(3, 5) −
→ A(5, 5), it does not hold that A(5, 5) −
→ A(7, 5). Indeed, A(5, 5) −−
→ A(2, 9) and
the zero-test transition δAB cannot be taken from A(2, 9).

We cannot replay ρ from the larger configuration A(5, 5). Nonetheless, the configuration
∗
→ A(3 + 2k, 5)
A(7, 5) is reachable from A(3, 5) in our 2-TVASS. In fact, it holds that A(3, 5) −
for every k ∈ N. This property will be shown in Example 2.
y
Linear Path Schemes and Flattenability. Consider a d-TVASS V = (Q, Σ, ∆). A path
from a state p ∈ Q to a state q ∈ Q is either the empty word ε or a nonempty word δ1 · · · δn
of transitions, with δi = (pi , σi , qi ), such that p0 = p, qn = q and qi−1 = pi for all i ∈ [1, n].
π
Note that for every word π ∈ ∆∗ , if the relation −
→ is not empty then π is a path. The
converse does not hold in general (but it holds if π ∈ A∗ , i.e., if no zero-test occurs in π). A
cycle on a state q ∈ Q is a path from q to q.
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A linear path scheme from a state p ∈ Q to a state q ∈ Q is a regular expression L of
the form L = α0 β1∗ α1 · · · βk∗ αk where α0 β1 α1 · · · βk αk is a path from p to q and each βi
def
is a cycle. We call β1 , . . . , βk the cycles of L. Its length is |L| = |α0 β1 α1 · · · βk αk | and its
def
∗-length is |L|∗ = k. We slightly abuse notation and also write L for the language associated
to a linear path scheme L.
∗

I Example 2. We claimed at the end of Example 1 that A(3, 5) −
→ A(3 + 2k, 5) for every
k ∈ N. The case where k = 0 is trivial, so let us prove this property assuming that k > 0.
Consider the linear path scheme
L = δAA · (δAB δBB δBB δBA δAA )∗ · δAB · (δBB )∗ · δBA .
Note in passing that L has length |L| = 9 and ∗-length |L|∗ = 2. To simplify notation, let
def
π
π = δAB δBB δBB δBA δAA . Observe that A(0, x) −
→ A(0, x + 2) for every x ≥ 2. It follows
δ

π k−1

(δBB )2k+2

δ

δ

AA
AB
BA
that A(3, 5) −−
→ A(0, 9) −−−→ A(0, 2k + 7) −−
→ B(0, 2k + 7) −−−−−−−→ B(2k + 2, 5) −−
→
L
A(2k + 3, 5). We have shown that A(3, 5) −
→ A(3 + 2k, 5) for every k > 0.
y

A binary relation R over configurations is called flattenable 1 if there exists a finite set Λ
S
L
of linear path schemes such that R ⊆ L∈Λ −
→. It is readily seen that the class of flattenable
binary relations is closed under union and relational composition. We say that a d-TVASS V
∗
is flattenable when its reachability relation −
→ is flattenable.
Flattenability of TVASS in Dimension Two. We showed sixteen years ago in [19] that
2-VASS are flattenable. Our approach was refined ten years later by Blondin et al. to provide
bounds on the resulting linear path schemes and to show that the reachability problem for
2-VASS is solvable in polynomial space [1].
I Theorem 3 ([19, 1]). Every 2-VASS is flattenable. Furthermore, for every configurations
∗
p(x) and q(y) of a 2-VASS V = (Q, Σ, ∆) such that p(x) −
→ q(y), there exists a linear path
L
scheme L with |L| ≤ (|Q| + kΣk)O(1) and |L|∗ ≤ O(|Q|2 ) such that p(x) −
→ q(y).
The remainder of this section is devoted to the extension of the first part of Theorem 3 to
2-TVASS. The existence of small linear path schemes witnessing flattenability will be shown
in Sections 3 and 4, and ensuing complexity results will be presented in Sections 5 and 6.
Consider a 2-TVASS V = (Q, Σ, ∆). We introduce, for each state q ∈ Q, the binary
∗
relation lq over configurations defined by lq = {(q(0, x), q(0, y)) | q(0, x) −
→ q(0, y)}. This
S
relation is called the vertical loop relation on q. We let l denote the union q∈Q lq . We first
A∗

∗

T

provide a decomposition of −
→ in terms of −−→, −
→ and l. Recall that A and T are the sets
of addition transitions and zero-test transitions, respectively.
 ∗
2|Q|+1
∗
A
T
I Lemma 4. It holds that −
→ ⊆ −−→ ∪ −
→∪l
.
A∗

T

The binary relations −−→ and −
→ are already known to be flattenable. This is a consequence
of Theorem 3 for the former, and flattenability is obvious for the latter. As flattenable binary
relations are closed under union and relational composition, it remains to show that l is
∗
flattenable. Vertical loops q(0, x) −
→ q(0, y) either increase the second counter (i.e., y > x),
or decrease it (i.e., y < x), or leave it unchanged (i.e., y = x). Let ↑q and ↓q denote the
subrelations of lq that correspond to the first and second cases, respectively. We first prove
that the relations ↑q are flattenable.
1

The same notion is often called flattable in the literature. It was simply called flat in [19].
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Fix a state q ∈ Q and assume that ↑q is not empty (otherwise it is trivially flattenable).
We introduce the sequence (Dx )x∈N of subsets of N defined by
∗

Dx = {d ∈ N | q(0, x) −
→ q(0, x + d)}
We derive from the monotonicity of 2-TVASS with respect to the second counter that
D0 ⊆ D1 ⊆ D2 · · · and that2 (Dx + Dx ) ⊆ Dx for every x ∈ N. These two properties
entail that the sequence (Dx )x∈N is ultimately stationary. Indeed, suppose by contradiction
that there is an infinite increasing subsequence {0} ( Dx0 ( Dx1 ( Dx2 ( · · · . We may
extract c, d1 , d2 , . . . such that c ∈ Dx0 , c > 0, and di ∈ Dxi \ Dxi−1 for all i > 0. By the
pigeonhole principle, some congruence class modulo c contains infinitely many di . So there
exists 0 < i < j and k ∈ N such that dj = di + kc. As di and c are both in Dxi , we get from
(Dxi + Dxi ) ⊆ Dxi that dj ∈ Dxi , which is impossible since Dxi ⊆ Dxj−1 and dj 6∈ Dxj−1 .
We have shown that there exists t ∈ N such that Dx = Dt for all x ≥ t.
Recall that ↑q was assumed to be nonempty. So there exists h ≥ 0, m > 0 and a run from
q(0, h) to q(0, h + m). Let β denote the trace of this run. Note that β is a nonempty cycle
β

on q. We derive from q(0, h) −
→ q(0, h + m) that (d + m) ∈ Dx for all x ∈ N and d ∈ Dx
with d ≥ h. It follows that each Dx may be decomposed into Dx = Fx ∪ (Bx + Nm) where
Fx and Bx are finite subsets of N such that b ≥ h for all b ∈ Bx . For every d ∈ Dx , let αx,d
denote the trace of some run from q(0, x) to q(0, x + d). Consider the finite set Λ of linear
path schemes defined by
[
Λ =
Λx
and
Λx = {αx,f | f ∈ Fx } ∪ {αx,b β ∗ | b ∈ Bx } .
x≤t

Observe that Λ is finite as it collects the linear path schemes in Λx only for x ≤ t. The linear
path schemes in Λx with x > t are redundant because of the above-established stabilization
property of (Dx )x∈N . We obtain the following lemma by construction.
I Lemma 5. It holds that ↑q ⊆

S

L

L∈Λ

−
→, hence, the relation ↑q is flattenable.
∗

Notice that a decreasing vertical loop q(0, x) −
→ q(0, y) with y < x is an increasing
vertical loop in the 2-TVASS V obtained from V by reversing the effect of each transition,
i.e., ∆ = {δ | δ ∈ ∆} where (p, a, q) = (q, −a, p) and (p, tst, q) = (q, tst, p). Put differently,
the relation ↓q in V coincides with the relation ↑q in V. By applying Lemma 5 to V and
taking the mirror image of the resulting linear path schemes, we get that the relation ↓q in
S
ε
V is also flattenable. Since l = q∈Q lq and lq ⊆ ↑q ∪ ↓q ∪ −
→ for every q ∈ Q, we obtain
that l is flattenable. Together with Lemma 4 and Theorem 3, this concludes the proof of the
following theorem.
I Theorem 6. Every 2-TVASS is flattenable.
We have presented in this section a direct and simple proof that the reachability relation
of every 2-TVASS is flattenable. This result entails, in particular, that the reachability
relation is effectively semilinear for 2-TVASS (which was already known [9]) and computable
by cycle acceleration techniques (see, e.g., [20]).
To derive complexity results from flattenability, we need to bound the length of linear
path schemes witnessing flattenability. This requires a finer analysis of 2-TVASS runs than
what was done for Theorem 6 (the latter will not be used in the remainder of the paper).

2

The sum A + B of two subsets A, B ⊆ Z is defined as {a + b | a ∈ A ∧ b ∈ B}.
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Figure 2 Illustration of the pumping lemmas for one-counter automata (Lemma 7 on the left
and Lemma 9 on the right). The curves show the evolution of the counter along a run. Gray areas
denote forbidden zones for the counter.

3

A Detour via Weighted One-Counter Automata

We have given in the previous section a simple proof that 2-TVASS are flattenable. This
proof provides no bound on the length of the resulting linear path schemes, though. To obtain
small linear path schemes witnessing flattenability, we take a detour via weighted one-counter
automata. The rationale is that a 2-TVASS behaves like a one-counter automaton equipped
with an additional counter (that cannot be tested for zero). When this additional counter is
allowed to become negative, actions on it can be seen as weights. We show in this section that,
in a weighted one-counter automaton, the reachable weights between two mutually reachable
configurations p(0) and q(0) can be obtained via small linear path schemes. This will yield,
∗
for 2-TVASS, small linear path schemes for the reachability subrelations p(0, x) −
→ q(0, y)
∗
such that x and y are large and q(0, y) −
→ p(0, z) for some z. For simplicity, we consider
weighted one-counter automata where addition actions and weights are in {−1, 0, 1}
A weighted one-counter automaton (shortly called a WOCA), is a quadruple A =
(Q, Σ, ∆, λ) where (Q, Σ, ∆) is a 1-TVASS such that Σ = {−1, 0, 1, tst} and λ : ∆ →
{−1, 0, 1} is a weight function. All notions defined in Section 2 for 1-TVASS naturally
carry over to WOCA. The weight function is extended to words in ∆∗ by λ(δ1 · · · δn ) =
λ(δ1 ) + · · · + λ(δn ). The weight of a run is the weight of its trace. For notational convenience,
π
π
∗
we write p(x) −
→
q(y) when p(x) −
→ q(y) and w = λ(π). Similarly, we let p(x) −
→
q(y) stand
w
w
π

for the existence of π ∈ ∆∗ such that p(x) −
→
q(y).
w
As mentioned before, this section is devoted to the proof that, for any states p and q
∗
∗
→
q(0) −
→ p(0) can be obtained via small
in a WOCA, the weights w ∈ Z such that p(0) −
w
linear path schemes (see Theorem 12). We start with two pumping lemmas on runs of
one-counter automata. The first one, Lemma 7, can be seen as an iterated version of the
pumping lemma for one-counter languages due to Latteux [14]. It is an easy consequence of
the classical hill-cutting technique for one-counter automata (often attributed to Valiant and
Paterson [30]). The second one, Lemma 9, tunes the hill-cutting technique so as to obtain
short extracted cycles. This second pumping lemma is crucial to obtain linear path schemes
with short cycles. The hill-cutting techniques used in both lemmas are illustrated in Figure 2.
We assume for the remainder of this section that A = (Q, Σ, ∆, λ) is a WOCA and that
p, q ∈ Q are states of A.
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π

I Lemma 7. If p(0) −
→ q(0) then for every m > 0 such that |π| ≥ m2 |Q|3 , there exists a
factorization π = αβ1 · · · βm γθm · · · θ1 η, with βi θi 6= ε for all i ∈ [1, m], verifying
αβ

n1

nm
nm
···βm
γθm
···θ

n1

η

1
p(0) −−−1−−−−−−−−−−−−
−→ q(0)

for every n1 , . . . , nm ∈ N.
Proof Sketch. If the counter remains below m|Q|2 then some configuration repeats at least
m + 1 times, and the subruns in-between can be iterated arbitrarily many times. The cycles
βi come from these subruns and the cycles θi are empty. Otherwise, the run contains a
“high hill” and we extract, for each counter value in [0, m|Q|2 ], a pair of configurations with
this counter value (see Figure 2 (left)). This extraction proceeds from the inside of the
hill towards the outside. Some pair of states (r, s) necessarily occurs m + 1 times in this
extraction. The subruns between the r configurations provide the cycles βi and the subruns
between the s configurations provide the cycles θi . The extraction guarantees that these
cycles can be iterated arbitrarily many times.
J
∗

π

I Corollary 8. If p(x) −
→ q(y) then p(x) −
→ q(y) for some π ∈ ∆∗ such that |π| < (|Q|+x+y)3 .
π

I Lemma 9. If p(0) −
→ q(0) with |π| ≥ 2|Q|3 then there exists r, s ∈ Q, x, d ∈ N, and a
factorization π = αβγθη, with βθ 6= ε and no zero-test transition in γ, such that x+d ≤ 2|Q|2 ,
|βθ| ≤ 2|Q|3 and verifying
α

βn

γ

θn

η

p(0) −
→ r(x) −−→ r(x + nd) −
→ s(x + nd) −→ s(x) −
→ q(0)
for every n ∈ N.
Proof Sketch. If the counter remains below 2|Q|2 then some configuration repeats at least
twice. So there is a subrun of length at most 2|Q|3 from some configuration r(x) to the
same configuration r(x), and this subrun can be iterated arbitrarily many times. The cycle
β comes from this subrun and the cycle θ is empty. Otherwise, the run contains a “high
hill” and we extract, for each counter value in [|Q|2 , 2|Q|2 ], a pair of configurations with this
counter value (see Figure 2 (right)). For the counter value |Q|2 , the pair of configurations is
extracted from the inside of the hill towards the outside. Let t1 and t2 denote the positions
of these configurations. For the counter values in [|Q|2 + 1, 2|Q|2 ], this extraction proceeds
from the outside of the hill – but limited to [t1 , t2 ] – towards the inside. Some pair of states
(r, s) necessarily occurs twice in this extraction. The subrun between the two r configurations
provides the cycle β and the subrun between the two s configurations provides the cycle
θ. The extraction guarantees that these cycles can be iterated arbitrarily many times. By
construction, the counter remains below 2|Q|2 in the subrun providing the cycle β (except
possibly for the last configuration). If β > |Q|3 then some configuration repeats at least
twice in this subrun and we can proceed as in the first case of the proof. The same reasoning
can also be applied to the cycle θ.
J
We now exploit the two previous pumping lemmas to obtain short runs with appropriate
weights. First, we show in Lemma 10 that if there is a run from p(0) to q(0) with positive
(resp. negative) weight, then there is a short one. In fact, this lemma will be used in the
particular case where p = q to get short cyclic runs with positive (resp. negative) weights.
Second, we show in Lemma 11 that, assuming that p(0) and q(0) are mutually reachable, if
there is a run from p(0) to q(0) whose weight is in a given congruence class modulo m > 0,
then there is a short one and the weight difference between the two runs can be “qualitatively
compensated” by a cyclic run on q(0).
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∗

π

I Lemma 10. If p(0) −
→
q(0) for some w 6= 0 then p(0) −
→
q(0) for some u 6= 0 having the
w
u
same sign as w and some π ∈ ∆∗ such that |π| ≤ 539|Q|9 .
Proof. We only consider the case where the weight w is positive. The case where w is negative
π
is symmetric. Assume that the set {π ∈ ∆∗ | p(0) −
→ q(0)∧λ(π) > 0} is not empty, and take a
word π of minimal length in that set. If |π| < 2|Q|3 then we are done. Otherwise, by Lemma 9,
there exists r, s ∈ Q, x, d ∈ N, and a factorization π = αβγθη satisfying the conditions of
αγη
Lemma 9. Observe that p(0) −−→ q(0) and |αγη| < |αβγθη|. We deduce from the minimality
of π that λ(αγη) ≤ 0. This entails that λ(βθ) = λ(π) − λ(αγη) > 0. By Corollary 8, since
∗
∗
p(0) −
→ r(x) and s(x) −
→ q(0), there exists α0 , η 0 both of length at most (|Q| + x)3 such that
η0

α0

∗

p(0) −→ r(x) and s(x) −→ q(0). Similarly, since r(x) −
→ s(x) via a run with no zero-test,
γ0

there exists γ 0 with no zero-test and of length |γ 0 | ≤ (|Q| + 2x)3 such that r(x) −→ s(x).
As x ≤ 2|Q|2 , we get that |α0 γ 0 η 0 | ≤ (5|Q|2 )3 + 2(3|Q|2 )3 ≤ 179|Q|6 . Now consider the
π0

def

word π 0 defined by π 0 = α0 β n γ 0 θn η 0 where n = 1 + |α0 γ 0 η 0 |. Note that p(0) −→ q(0) as γ 0
contains no zero-test and the factorization π = αβγθη satisfies the conditions of Lemma 9.
Moreover, λ(π 0 ) = λ(α0 γ 0 η 0 ) + nλ(βθ), hence, λ(π 0 ) ≥ −|α0 γ 0 η 0 | + n > 0. We deduce from
the minimality of π that |π| ≤ |π 0 |. It remains to show that π 0 is short. By construction,
|π 0 | = |α0 γ 0 η 0 | + n|βθ| ≤ 179|Q|6 + 180|Q|6 · 2|Q|3 . We obtain that |π 0 | ≤ 539|Q|9 , which
concludes the proof of the lemma.
J
∗

∗

I Lemma 11. If p(0) −
→
q(0) −
→ p(0) then for every m > 0, there exists π ∈ ∆∗ with
w
π

|π| < m2 |Q|3 verifying p(0) −
→ q(0) and λ(π) ≡ w (mod m), and such that if w =
6 λ(π) then
∗
q(0) −
→
q(0)
for
some
v
=
6
0
having
the
same
sign
as
w
−
λ(π).
v
∗

∗

Proof. Assume that p(0) −
→
q(0) −
→ p(0) and let m > 0. Let C(π) denote the condition
w
∗

→
q(0) for some v =
that if w 6= λ(π) then q(0) −
6 0 having the same sign as w − λ(π).
v
π

Consider the set S of all words π ∈ ∆∗ such that p(0) −
→ q(0), λ(π) ≡ w (mod m) and
∗
C(π) holds. This set is not empty since p(0) −
→
q(0).
Take
a word π of minimal length
w
in S and let us prove that |π| meets the desired bound. Suppose, by contradiction, that
|π| ≥ m2 |Q|3 . By Lemma 7, there exists a factorization π = αβ1 · · · βm γθm · · · θ1 η, with
αβ

n1

nm
nm
···βm
γθm
···θ

n1

η

1
βi θi 6= ε for all i ∈ [1, m], such that p(0) −−−1−−−−−−−−−−−−
−→ q(0) for every n1 , . . . , nm ∈ N.
def
Let ui = λ(β1 · · · βi θi · · · θ1 ) for every i ∈ [0, m], with the understanding that u0 = λ(ε) = 0,
and consider the sequence u0 , . . . , um . By the pigeonhole principle, there exists 0 ≤ i < j ≤ m
such that ui and uj are in the same congruence class modulo m. So uj = ui + u for some
u ∈ Zm. This means that λ(βi+1 · · · βj θj · · · θi+1 ) = u. Now, for each k ∈ N, let πk0 denote
the word obtained from π by taking the cycles βi+1 , . . . , βj and θj , . . . , θi+1 exactly k times,
def
k
k
formally, πk0 = αβ1 · · · βi βi+1
· · · βjk βj+1 · · · βm γθm · · · θj+1 θjk · · · θi+1
θi · · · θ1 η. It is readily

π0

k
seen that p(0) −→
q(0) and λ(πk0 ) = λ(π) + (k − 1)u.

π0

0
Let us prove that π00 ∈ S. We have already shown that p(0) −→
q(0) and λ(π00 ) = λ(π)−u,
hence, λ(π00 ) ≡ w (mod m). It remains to show that C(π00 ) holds. Let s, s0 ∈ {−1, 0, 1}
denote the signs of w − λ(π) and w − λ(π00 ), respectively. If s0 = 0 then C(π00 ) holds trivially.
If s0 6= 0 and s = s0 then C(π00 ) holds because C(π) holds. If s0 = 1 and s ≤ 0 then
∗
λ(π00 ) < w ≤ λ(π), hence, u > 0. It follows from λ(πk0 ) = λ(π) + (k − 1)u that p(0) −
→
q(0)
v

∗

∗

for infinitely many v > 0. As q(0) −
→ p(0), we deduce that q(0) −
→
q(0) for some v > 0, hence,
v
C(π00 ) holds. If s0 = −1 and s ≥ 0 then λ(π) ≤ w < λ(π00 ), hence, u < 0. It follows from
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∗

∗

λ(πk0 ) = λ(π)+(k−1)u that p(0) −
→
q(0) for infinitely many v < 0. As q(0) −
→ p(0), we deduce
v
∗

that q(0) −
→
q(0) for some v < 0, hence, C(π00 ) holds. We have shown in all cases that π00 ∈ S.
v
This contradicts the minimality of π since |π00 | = |π| − |βi+1 · · · βj θj · · · θi+1 | < |π|.

J

We are now ready to prove the main result of this section, namely that the reachable
weights between two mutually reachable configurations p(0) and q(0) can be obtained via
small linear path schemes.
I Theorem 12. Let A = (Q, Σ, ∆, λ) be a WOCA. For every states p, q ∈ Q and weight w ∈ Z
∗

αβ n

∗

verifying p(0) −
→
q(0) −
→ p(0), there exists α, β ∈ ∆∗ and n ∈ N such that p(0) −−w−→ q(0),
w
β

q(0) −
→ q(0) and |αβ| ≤ (2|Q|)39 .
∗

∗

Proof. Assume that p(0) −
→
q(0) −
→ p(0). We start by fixing two short cyclic runs on
w
q(0), one with positive weight and one with negative weight, as follows. By Lemma 10, if
β

∗

q(0) −
→
q(0) for some w > 0 then q(0) −
→ q(0) for some β ∈ ∆∗ such that λ(β) > 0 and
w
∗

def

|β| ≤ 539|Q|9 . Let β = ε otherwise. Analogously, if q(0) −
→
q(0) for some w < 0 then
w
θ

def

q(0) −
→ q(0) for some θ ∈ ∆∗ such that λ(θ) < 0 and |θ| ≤ 539|Q|9 . Let θ = ε otherwise.
By Lemma 11, for each m ∈ {1, λ(β), −λ(θ), −λ(β)λ(θ)} such that m > 0, there exists
α
αm ∈ ∆∗ with |αm | < m2 |Q|3 verifying p(0) −−m
→ q(0) and λ(αm ) ≡ w (mod m), and such
∗
that if w =
6 λ(αm ) then q(0) −
→
q(0) for some v 6= 0 having the same sign as w − λ(αm ). Let
v
def

um = w − λ(αm ) and note that um ∈ Zm. Moreover, um > 0 implies β =
6 ε and um < 0
implies θ 6= ε. We now consider four cases depending on the emptiness of β and θ.
def

If β = θ = ε then we use αm and um for m = 1. We derive from β = θ = ε that um = 0.
It follows that w = λ(αm ) + um = λ(αm β).
def
If β 6= ε and θ = ε then we use αm and um for m = λ(β) > 0. We derive from θ = ε
that um ≥ 0. As um ∈ Zm, we get that um = nλ(β) for some n ∈ N. It follows that
w = λ(αm ) + um = λ(αm β n ).
def
If β = ε and θ 6= ε then we use αm and um for m = −λ(θ) > 0. We derive from β = ε
that um ≤ 0. As um ∈ Zm, we get that um = nλ(θ) for some n ∈ N. It follows that
w = λ(αm ) + um = λ(αm θn ).
def
If β 6= ε and θ 6= ε then we use αm and um for m = −λ(β)λ(θ) > 0. As um ∈ Zm, we
get that um = nλ(β)λ(θ) for some n ∈ Z. If n ≤ 0 then w = λ(αm ) + um = λ(αm β nλ(θ) ). If
n ≥ 0 then w = λ(αm ) + um = λ(αm θnλ(β) ).
We have shown in each case that w = λ(αm γ n ) for some m ∈ {1, λ(β), −λ(θ), −λ(β)λ(θ)}
with m > 0, some γ ∈ {β, θ} and some n ∈ N. Moreover, our choice of β and θ ensures
γ
α
that m ≤ (539|Q|9 )2 , q(0) −
→ q(0) and |γ| ≤ 539|Q|9 . Recall that p(0) −−m
→ q(0) and
αm γ n

|αm | < m2 |Q|3 . It follows that p(0) −−−
−→ q(0) and |αm | ≤ (539|Q|9 )4 |Q|3 . We obtain that
w
|αm γ| ≤ (2|Q|)39 , which concludes the proof of the theorem.

4

J

Succinct Flattenability of 2-TVASS

We have shown in Section 2 that 2-TVASS are flattenable. We now prove that flattenability
of 2-TVASS can be witnessed by small linear path schemes.
We first introduce a binary relation
over the states of a 2-TVASS V, defined by
∗
p
q if p(0, x) −
→ q(0, y) for some x, y ∈ N. Notice that this relation is transitive since
∗
∗
∗
∗
p(0, x) −
→ q(0, y) and q(0, x0 ) −
→ r(0, y 0 ) implies p(0, x + x0 ) −
→ q(0, y + x0 ) −
→ r(0, y + y 0 ) by
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monotonicity. As mentioned in Section 3, a WOCA can be associated to any 2-TVASS by
considering actions on the second counter, the one that is not tested for zero, as weights.
∗
Under this observation, p
q if, and only if, p(0) −
→ q(0) in the associated WOCA. This
observation also provides a way to convert Theorem 12 to the following lemma.
I Lemma 13. There exists a constant h ≥ 1 such that, for every 2-TVASS V = (Q, Σ, ∆), if
∗
p(0, x) −
→ q(0, y) with x, y ≥ (|Q| + kΣk)h and q
p, then there exists a linear path scheme
L
O(1)
L with |L| ≤ (|Q| + kΣk)
and |L|∗ = 1 such that p(0, x) −
→ q(0, y).
Proof. A 2-TVASS cannot be directly translated into a WOCA since some addition transitions
(p, a, q) may satisfy kak > 1. However, by introducing intermediate states and transitions
between p and q, we can overcome this problem. It follows that we can assume, without
loss of generality, that every addition transition (p, a, q) satisfies kak ≤ 1. Additionally, by
introducing for each state p and each addition transition δ an intermediate state, we can
assume that if (p, a, q) and (p, b, q) are two addition transitions such that a(1) = b(1) then
a(2) = b(2). Thanks to this assumption, we can associate to a 2-TVASS V = (Q, Σ, ∆) a
WOCA (Q, Σ0 , ∆0 , λ) in such a way (p, (a, b), q) is a transition in V if, and only if, (p, a, q) is
a transition in the WOCA weighted by b, and such that (p, tst, q) is a transition in V if, and
only if, (p, tst, q) is a transition in the WOCA, and in that case the transition is weighted by
zero. Now, let us consider two configurations p(0, x) and q(0, y) with x, y ≥ (2|Q|)39 such that
∗
∗
∗
p(0, x) −
→ q(0, y) and q
p in V. Notice that p(0) −
→
q(0) and q(0) −
→ p(0) in the WOCA
w
with w = y − x. From Theorem 12, it follows that there exists a path π from p to q, a cycle
πθ n
θ on q, and n ∈ N such that p(0) −−
→ q(0) with |πθ| ≤ (2|Q|)39 . Notice that π and θ in the
w
WOCA corresponds to a path α and a cycle β in V, respectively. Since x, y ≥ (2|Q|)39 ≥ |αβ|,
αβ n

observe that p(0, x) −−−→ q(0, y) since each execution of β can decrease or increase the second
counter by a value bounded by |β| ≤ (2|Q|)39 .
J
The previous lemma captures the reachability relation of a 2-TVASS between configurations p(0, x) and q(0, y) with p
q
p and x, y are large. In order to capture the same
relation when x or y are small, the following result will be useful.
I Theorem 14 ([7]). For every 2-VASS V = (Q, Σ, ∆), and for every configurations p(x)
∗
π
and q(y) such that p(x) −
→ q(y) in V, there exists a path π such that p(x) −
→ q(y) and
satisfying
|π| ≤ (|Q| + kΣk + kxk + kyk)O(1) .
We are now ready to refine Lemma 5 with complexity bounds. Recall that lq is the
∗
vertical loop relation on q defined by lq = {(q(0, x), q(0, y)) | q(0, x) −
→ q(0, y)}.
S
L
I Lemma 15. For every 2-TVASS V = (Q, Σ, ∆) and state q ∈ Q, we have lq ⊆ L∈Λ −
→ for
some finite set Λ of linear path schemes L such that |L| ≤ (|Q|+kΣk)O(1) and |L|∗ ≤ O(|Q|2 ).
Proof. Let h ≥ 1 be the constant of Lemma 13, and let c ≥ 1 be a constant satisfying
O(1) ≤ c and O(|Q|2 ) ≤ c|Q|2 in Lemma 13, Theorem 3, and Theorem 14. Let us consider a
2-TVASS V = (Q, Σ, ∆) and let N = |Q| + kΣk.
Observe that a run from a configuration q(0, x) to a configuration q(0, y) can be split in
such a way:
A∗ ∪ T

A∗ ∪ T

q(0, x) = q1 (0, x1 ) −−−−→ q2 (0, x2 ) · · · −−−−→ qk (0, xk ) = q(0, y)
Moreover, by removing some parts of such a run, we can assume that the configurations
qj (0, xj ) are pairwise distinct.
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Notice that if xj < N h for every j ∈ [1, k], then k ≤ |Q| · N h ≤ N h+1 . By applying Theorem 14, we deduce that for every j ∈ [2, k], there exists a path αj such that
αj
qj−1 (0, xj−1 ) −→ qj (0, xj ) with |αj | ≤ (N + 2N h )c . In particular α defined as α2 · · · αk is a
α
path such that q(0, x) −
→ q(0, y) with |α| ≤ k · (N + 2N h )c ≤ N e for some constant e. We
are done with the linear path scheme L = α. So, we can assume that there exists j such that
xj ≥ N h . In that case, we introduce jmin and jmax respectively defined as the minimal and
the maximal j satisfying this property.
Let us prove that there exists a linear path scheme Lmin such that |Lmin | ≤ N e + N c
L

min
and |Lmin |∗ ≤ c|Q|2 and such that q(0, x) −−
→ qjmin (0, xjmin ). Observe that if jmin = 1,
the proof is immediate with Lmin reduced to the empty path. If jmin > 1, as xj < N h
for every 1 ≤ j < jmin , we deduce from the previous paragraph that there exists a path
αmin
αmin with a length bounded by N e such that q(0, x) −−
→ qjmin −1 (0, xjmin −1 ). Recall that

A∗ ∪T

qjmin −1 (0, xjmin −1 ) −−−−→ qjmin (0, xjmin ). Based on Theorem 3, we deduce that there exists
L

0
qjmin (0, xjmin ) with |L0 | ≤ N c and
a linear path scheme L0 such that qjmin −1 (0, xjmin −1 ) −−→
2
|L0 |∗ ≤ c|Q| . By considering Lmin = αmin L0 we are done. Symmetrically, there exists a
linear path scheme Lmax such that |Lmax | ≤ N e + N c and |Lmax |∗ ≤ c|Q|2 and such that

L

qjmax (0, xjmax ) −−max
−→ q(0, y).
Note that qjmax
qk = q1
qjmin , hence, qjmax
qjmin . By applying Lemma 13, we
deduce that there exists a linear path scheme L1 with |L1 | ≤ N c and |L|∗ = 1 such that
L

1
qjmin (0, xjmin ) −−→
qjmax (0, xjmax ), It follows that the linear path scheme L defined as Lmin L1 Lmax
satisfies the lemma.
J

I Corollary 16. Every 2-TVASS is flattenable. Furthermore, for every configurations p(x)
∗
and q(y) of a 2-TVASS V = (Q, Σ, ∆) such that p(x) −
→ q(y), there exists a linear path
L
scheme L with |L| ≤ (|Q| + kΣk)O(1) and |L|∗ ≤ O(|Q|3 ) such that p(x) −
→ q(y).
Proof. The proof is a direct corollary of Lemma 4, Theorem 3, and Lemma 15.

J

I Example 17. As an illustration of Corollary 16, let us continue Examples 1 and 2 and
∗
provide a finite set Λ of “small” linear path schemes such that A(x) −
→ B(y) if, and only if,
L
∗
→ B(y) for some L ∈ Λ. First, we observe that for every x, y ∈ N, if A(0, x) −
→ A(0, y)
A(x) −
then x = y or the following condition is satisfied:
x ≥ 2 ∧ y ≥ x + 2 ∧ (y = x + 3 ⇒ x ≥ 5) ∧ (y = x + 5 ⇒ x ≥ 3) .
Second, we introduce the paths π = δAB δBB δBB δBA δAA and σ = δAB (δBB )5 δBA (δAA )2 . It
π
is routinely checked that A(0, x) −
→ A(0, y) if, and only if, x ≥ 2 and y = x + 2. Similarly,
σ
∗
A(0, x) −
→ A(0, y) if, and only if, x ≥ 5 and y = x + 3. We derive that A(0, x) −
→ A(0, y)
π ∗ ·{ε,σ}

if, and only if, A(0, x) −−−−−→ A(0, y). We are now done by taking Λ = {L1 , L2 } where
L1 and L2 are the linear path schemes defined by L1 = (δAA )∗ · π ∗ · δAB · (δBB )∗ and
L2 = (δAA )∗ · π ∗ · σδAB · (δBB )∗ .
y

5

Linear Path Schemes to Systems of Equations

In this section, we associate to a linear path scheme L = α0 β1∗ α1 · · · βk∗ αk of a d-TVASS V
from a state p to a state q, and to a vectors x, y ∈ Nd , a system of linear inequalities Sx,L,y
encoding over the variables (n1 , . . . , nk ) the following constraint:
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nk
α
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k

k
p(x) −−−−−−−−−
−−→ q(y)

Such a system is classical for d-VASS, but for d-TVASS, the presence of zero-test transitions
in the linear path scheme L requires some additional work.
π

Let us first characterize the binary relation −
→ thanks to a system of linear inequalities
associated to a path π. We introduce the displacement disp(δ) of a transition δ as the vector in
def
def
Zd defined by disp(δ) = a if δ is of the form (p, a, q) with a ∈ Zd and disp(δ) = 0 if δ is of the
def
form (p, tst, q). The displacement of a path π = δ1 . . . δn is disp(π) = disp(δ1 )+· · ·+disp(δn ).
d
We also introduce the vector mπ ∈ N defined component-wise for every i ∈ [1, d] by
def
mπ (i) = maxα (− disp(α)(i)) where α ranges over the prefixes of π.
π

A path π from a state p to a state q is said to be feasible if p(x) −
→ q(y) for some
d
d
x, y ∈ N . We introduce the partial order ≥1 defined over N by x ≥1 y if x(1) = y(1) and
x(i) ≥ y(i) for every i ∈ [2, d]. We let π denote the partial order over Nd defined as follows:
π is ≥1 if π contains a zero-test transition, and π is ≥ otherwise.
I Lemma 18. Let π be a feasible path from a state p to a state q. For every x, y ∈ Nd , we
have:
π

p(x) −
→ q(y) ⇐⇒ x π mπ ∧ y = x + disp(π)
Let us recall that in Section 2 we introduce the d-TVASS V obtained from V by reversing
the effect of each transition, i.e., ∆ = {δ | δ ∈ ∆} where (p, a, q) = (q, −a, p) and (p, T, q) =
(q, T, p). Given a path π = δ1 · · · δn from p to q in V, we introduce the path π from q to p in
π

def

π

V defined as π = δn · · · δ1 . Observe that p(x) −
→ q(y) if, and only if, q(y) −
→ p(x).
I Lemma 19. We have mπ = mπ + disp(π).
Proof. Observe that for any decomposition of π into αα0 , we have disp(π) = disp(α)+disp(α0 ).
Hence − disp(α) + disp(π) = disp(α0 ) = − disp(α0 ). In particular maxα (− disp(α)(i) +
disp(π)(i)) = maxα0 (− disp(α0 )(i)) for every i ∈ [1, d] where α ranges over the prefixes of π
and α0 over the suffixes of π. By observing that α0 ranges over all the prefixes of π when α0
ranges over the suffixes of π, we get mπ + disp(π) = mπ .
J
βn

We are now ready to express the relation −−→ where β is a cycle on a state q and n ≥ 1
is a positive natural number.
I Lemma 20. Let β be a feasible cycle on a state q. For every x, y ∈ Nd and n ∈ N \ {0},
we have:
βn

q(x) −−→ q(y) ⇐⇒ x π mβ ∧ y π mβ ∧ y = x + n disp(β)
A linear path scheme L = α0 β1∗ α1 · · · βk∗ αk is said to be feasible if the paths α0 , . . . , αk and
the cycles β1 , . . . , βk are feasible. We are now ready to introduce a system of linear inequalities
Sx,L,y over the variables (n1 , . . . , nk ) where x, y ∈ Nd , and n1 , . . . , nk are variables ranging
over N as follows:
k
^
j=0

xj αj mαj

∧

k
^

yj−1 βj mβj ∧ xj βj mβj

∧

y = yk

j=1

where x0 is the expression x, and by induction over j, by letting yj be the expression
xj + disp(αj ) for every j ∈ [0, k], and xj is the expression yj−1 + nj disp(βj ) for every
j ∈ [1, k]. From Lemmas 18 and 20, we derive the following corollary.
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I Corollary 21. Assume that L = α0 β1∗ α1 · · · βk∗ αk is a feasible linear path scheme from a
state p to a state q, and let x, y ∈ Nd . If (n1 , . . . , nk ) is a solution of Sx,L,y then
n

α0 β1 1 α1 ···β

nk

αk

k
p(x) −−−−−−−−−
−−→ q(y)

Conversely, a tuple (n1 , . . . , nk ) with n1 , . . . , nk ≥ 1 that satisfies the previous relation is a
solution of Sx,L,y .
I Remark 22. We can easily extend the definition of Sx,L,y to encode linear path schemes of
extended d-TVASS with zero-test actions on any counter.

6

Complexity Results

This section utilizes the results of Sections 4 and 5 to characterize the complexity of the
reachability problem in 2-TVASS. We assume that 2-TVASS and their configurations are
encoded in binary, and that sizes are defined as expected (up to a polynomial). Under this
binary encoding, the reachability problem in 2-TVASS is shown to be PSPACE-complete.
Since the reachability problem for 2-VASS (i.e., without zero-test transitions) is already
PSPACE-hard [8], we only need to prove PSPACE-membership.
The PSPACE complexity upper-bound is obtained via small solutions of the system of
inequalities Sx,L,y associated to a linear path scheme L and a pair of vectors x, y ∈ N2 . We
first recall some results about small solution of systems of equations.
I Theorem 23 ([27]). Let M = (Mi,j ) be a matrix in Ze×k . Every solution x ∈ Nk of
Pk
M x = 0 is a finite sum of solutions y ∈ Nk satisfying additionally i=1 y(i) ≤ (1 + m)k
Pk
where m = maxi j=1 |Mi,j |.
We also recall the classical application of the previous theorem to systems of inequalities
with constant terms (the vector b in the following corollary).
I Corollary 24. Let M = (Mi,j ) be a matrix in Ze×k and let b ∈ Ze . If there exists a solution
Pk
x ∈ Nk of M x ≥ b then there exists a solution y ∈ Nk such that i=1 y(i) ≤ (2 + m)k+1+e
Pk
where m = maxi j=1 |Mi,j | + |b(i)|.
def

Proof. Let y be the vector in Ne defined as y = M x − b and observe that (x, 1, y) is a
solution of M x − tb − y = 0. From Theorem 23 we derive that (x, 1, y) can be decomposed
Pk
Pe
as a finite sum of “small solutions” (u, s, v) with j=1 u(j) + s + i=1 v(i) ≤ (2 + m)k+1+e .
Since the sum of those small solutions is 1 on the “s” component, exactly one of them is 1 on
Pk
that component. This solution (u, 1, v) provides a vector u with j=1 u(j) ≤ (2 + m)k+1+e
such that M u ≥ b.
J
We deduce a bound on minimal runs between two configurations.
I Lemma 25. For every configurations p(x) and q(y) of a 2-TVASS V = (Q, Σ, ∆) such
∗
π
that p(x) −
→ q(y), there exists a path π such that p(x) −
→ q(y) and such that:
3

|π| ≤ (|Q| + kxk + kyk + kΣk)O(|Q|

)

Proof. Let c ≥ 1 be a constant satisfying Corollary 16, i.e., such that O(1) ≤ c and
O(|Q|3 ) ≤ c|Q|3 . Consider a 2-TVASS V and let p(x) and q(y) be two configurations such
∗
that p(x) −
→ q(y). The case where Σ ⊆ {0, tst} is trivial (there is a run of length at
most |Q| in that case), so we assume that kΣk ≥ 1 for the remainder of the proof. Let
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us introduce N = |Q| + kΣk. Corollary 16 shows that there exists a linear path scheme
L
L = α0 β1∗ α1 · · · βk∗ αk with p(x) −
→ q(y) and such that |L| ≤ N c and k ≤ c|Q|3 . It follows
that there exists n1 , . . . , nk ∈ N such that:
n

α0 β1 1 α1 ···β

nk
α

k

k
−−→ q(y)
p(x) −−−−−−−−−

By removing from L the cycles βj such that nj = 0, we can assume, without loss of generality,
that nj ≥ 1 for every j ∈ [1, k]. It follows that L is feasible. From Corollary 21 we
deduce that (n1 , . . . , nk ) is a solution of Sx,L,y . From Corollary 24 we deduce that there
exist m1 , . . . , mk ∈ N such that (m1 , . . . , mk ) satisfies Sx,L,y and such that m1 + · · · + mk ≤
def
(2+m)k+1+e where m ≤ kxk+kyk+kΣk·|L| and e = 9k +7. This expression for e comes from
the encoding of ≥1 with 3 inequalities. Let us introduce the path π = α0 β1m1 α1 · · · βkmk αk
π
and observe that p(x) −
→ q(y) from Corollary 21. Moreover |π| is bounded by:
3

(2 + m)10k+8 ·|L| ≤ (2 + kxk + kyk + kΣkN c )10c|Q|

+8

3

N c ≤ (|Q| + kxk + kyk + kΣk)O(|Q|

This concludes the proof of the lemma.

)

J

We are now ready to characterize the complexity of the reachability problem in 2-TVASS.
This decision problem asks, given a 2-TVASS V = (Q, Σ, ∆) and two configurations p(x)
∗
∗
and q(y), whether p(x) −
→ q(y). By Lemma 25, if p(x) −
→ q(y) then there exists a run from
p(x) to q(y) of length at most exponential in the sizes of V, p(x) and q(y). Notice that
configurations along that run have a polynomial size (with respect to the size of the input
problem). It follows that a polynomial-space bounded exploration of the reachability set
provides a way to decide the reachability problem. We have shown the following theorem.
I Theorem 26. The reachability problem for 2-TVASS is PSPACE-complete.
I Remark 27. Other natural problems on 2-TVASS are PSPACE-complete. In the full version
of the paper [21, Appendix D], we derive from the succinct flattenability of 2-TVASS that
the boundedness problem and the termination problem are both decidable in polynomial
space. These results are obtained by providing a polynomial bound on the size of reachable
configurations of a bounded 2-TVASS.

7

Conclusion and Perspectives

We have shown in this paper that extending 2-VASS with zero-tests on the first counter
is for free, in the sense that the reachability problem remains PSPACE-complete (and so
do the boundedness and termination problems). As in the case of 2-VASS, a crucial step
in our approach is what we call succinct flattenability, i.e., the existence of small linear
path schemes witnessing flattenability. Succinct flattenability of 2-VASS was leveraged by
Englert et al. in [7] to show that reachability in 2-VASS is NL-complete when the input
integers are encoded in unary. The question whether reachability in unary 2-TVASS remains
NL-complete is left open. We conjecture that this question can be answered positively, by
leveraging our succinct flattenability result for 2-TVASS and by extending [7] with zero-tests
on the first counter.
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Abstract
We study a class of reachability problems in weighted graphs with constraints on the accumulated
weight of paths. The problems we study can equivalently be formulated in the model of vector
addition systems with states (VASS). We consider a version of the vertex-to-vertex reachability
problem in which the accumulated weight of a path is required always to be non-negative. This is
equivalent to the so-called control-state reachability problem (also called the coverability problem)
for 1-dimensional VASS. We show that this problem lies in NC: the class of problems solvable in
polylogarithmic parallel time. In our main result we generalise the problem to allow disequality
constraints on edges (i.e., we allow edges to be disabled if the accumulated weight is equal to a
specific value). We show that in this case the vertex-to-vertex reachability problem is solvable in
polynomial time even though a shortest path may have exponential length. In the language of
VASS this means that control-state reachability is in polynomial time for 1-dimensional VASS with
disequality tests.
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1

Introduction

In this paper we study reachability problems in weighted graphs with constraints on the
accumulated weight along a path. We show that the vertex-to-vertex reachability problem is
in NC if the constraint is that the accumulated weight must always be non-negative, and
the problem is in polynomial time if we additonally allow disequality constraints on edges
(i.e., constraints that prevent an edge from being taken in a path if the accumulated weight
prior to taking the edge is equal to a specific value). In both cases a shortest path satisfying
the constraints may have length exponential in the problem description. Several related
problems have been studied in the literature, including the problem of finding a path from a
source vertex to target vertex that has a specific total weight [12].
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The problems we study can naturally be formalised as reachability problems for types of
one-counter machines, and the majority of the related work has been presented in this context.
Under this correspondence, the value of the counter represents the accumulated weight along a
path, and tests on the counter encode constraints on allowable paths. Algorithmic properties
of one-counter machines have been studied by many authors over several decades [2, 4, 6, 7, 8,
9, 10, 11]. The above references are a small subset of the extensive literature on one-counter
machines, but they well illustrate that there are many variations on the basic model and that
these variations can lead to the model having substantially different algorithmic properties.
Particular features mentioned in the references above, driven by applications to automated
verification and program analysis, include equality tests, disequality tests, inequality tests,
parametric tests, binary updates, polynomial updates, and parametric updates.
Analysing the complexity of reachability in the presence of the features listed above leads
to a rich complexity landscape. It is shown in [11] that control-state reachability is decidable in
NL for a “plain vanilla” model of one-counters machine – namely with a counter taking values
in the nonnegative integers with operations increment, decrement, and zero testing. Thinking
of one-counter machines as one-dimensional vector addition systems with states (1-VASS), it
is natural to allow the counter to be updated by adding integer constants in binary. In this
case, still with equality tests, control-state reachability becomes NP-complete [10]. The NP
upper bound here is non-trivial since, due to the binary encoding of integers, a computation
that reaches the goal state may have length exponential in the size of the machine. If one
enriches the model further by introducing inequality tests (comparing the counter with an
integer constant) then control-state reachability becomes PSPACE-complete [7]. A model of
intermediate complexity is one with equality and disequality tests (introduced in [6], with
applications to temporal-logic model checking). In this case the complexity of control-state
reachability is open (between NP and PSPACE).
In this paper we consider 1-VASS with disequality tests, but no equality tests. In terms
of 1-VASS, our main result states that the control-state reachability problem is solvable in
polynomial time for 1-VASS with disequality tests. This result confirms the intuition that
disequality tests are weaker than equality tests. The main technical challenge to obtaining
a polynomial-time bound is that a run witnessing that a given control state is reachable
may have length exponential in the description of the counter machine. A standard way
to overcome this obstacle in related settings is to show that one may restrict attention to
computations that fit a regular pattern (usually in terms of iterating a “small” number of
cycles). Here the presence of disequality tests proves to be surprisingly disruptive: it destroys
the monotonicity of the transition relation and prevents from freely iterating positive-weight
cycles. (For example, the lack of monotonicity means that it is coNP hard to determine
whether, given a control state s0 , for all counter values u ∈ N the configuration (s0 , u)
is unbounded, i.e., can reach infinitely many configurations – see Figure 1 – whereas the
same problem for 1-VASS without tests is easily seen to be decidable in polynomial time.)
Resolving the complexity of reachability for 1-VASS with both equality and disequality tests
remains open. We hope that the techniques developed here can help solve this challenging
problem.
To complement our main result, we show that for 1-VASS without tests control-state
reachability (and hence also boundedness) is decidable in NC, i.e., the subclass of P consisting
of problems solvable in polylogarithmic parallel time. Problems in NC are in particular
solvable in polylogarithmic space. Related to this, Rosier and Yen [16] have shown that
boundedness for VASS is NL-complete in case there are absolute bounds on the dimension
and bit-size of integer vectors.
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s0

c1

s1

c2

s2

···

sn

cm

Figure 1 A 1-VASS with disequality tests, derived from a 3-CNF formula ϕ having propositional
variables X1 , . . . , Xm and clauses C1 , . . . , Cn . We have states s1 , . . . , sn – one state for each clause
– and an initial state s0 . The reduction is such that (s0 , u) is unbounded for all u ∈ N iff ϕ is
unsatisfiable. Let p1 , . . . , pm be the first m primes and write P := p1 · · · pm for their product.
For all u ∈ N, define the propositional assignment valu : {X1 , . . . , Xm } → {0, 1} by valu (Xi ) = 1
if and only if pi | u. Suppose that state s corresponds to a clause C that mentions variables
Xi1 , Xi2 , Xi3 . Then we place a self-loop on s with increment ci := pi1 pi2 pi3 and add disequlity tests
on s (or equivalently on the self-loop on s) for all those values u ∈ {P, P + 1, . . . , P + pi1 pi2 pi3 − 1}
where the assignment valu satisfies the clause C. Given u ∈ {0, 1, . . . , P − 1}, observe that the
configuration (s0 , u) is bounded iff valu satisfies ϕ (see Appendix A for a complete proof).

2

Definitions

We write N to denote the set of all nonnegative integers 0, 1, 2, . . . In presenting our results
we assume familiarity of the reader with basic graph theory and computational complexity.

One-Dimensional Vector Addition Systems with States and Tests. A 1-VASS with disequality tests is a tuple V = (Q, D, ∆, w), where Q is a set of states, D = {Dq }q∈Q is a
collection of cofinite subsets Dq ⊆ N, ∆ ⊆ Q × Q is a set of transitions, and w : ∆ → Z is a
function that assigns an integer weight to each transition. In the special case that each Dq
equals N, we simply call V a 1-VASS (and we omit the collection D).
A configuration of V is a pair (q, z) comprising a state q ∈ Q and a nonnegative integer z ∈
N referred to as the counter value. We write Conf for the set Q × N of all configurations.
We define a partial order on Conf by (q, z) ≤ (q 0 , z 0 ) if and only if q = q 0 and z ≤ z 0 . A
configuration (q, z) is valid if z ∈ Dq .
A path in V is a sequence of states π = q1 , . . . , qn such that (qi , qi+1 ) ∈ ∆ for all
i ∈ {1, . . . , n − 1}. We sometimes refer to such a path as a q1 -qn path. Let π 0 = p1 , p2 , . . . , pm
be another path such that qn = p1 , we define π1 · π2 := q1 , . . . , qn , p2 , . . . , pm . Given states
p, q, r, a set P of p-q paths, and a set R of q-r paths, we define P ·R := {π ·π 0 | π ∈ P, π 0 ∈ R}.
Pn−1
The weight of π is defined to be weight(π) := i=1 w(qi , qi+1 ). A (possibly empty) prefix
of π is said to be minimal if it has minimal weight among all prefixes of π. Define pmin(π)
to be the weight of a minimal prefix of π.
A run is a sequence (q1 , z1 ), . . . , (qn , zn ) of configurations of V such that there is a path
π
π = q1 , . . . , qn with zi+1 = zi + w(qi , qi+1 ) for i = 1, . . . , n − 1. We write (q1 , z1 ) → (qn , zn )
to denote such a run. Observe that runs are not allowed to reach negative counter values. A
valid run is a run whose configurations are all valid. Intuitively, a valid run through q can
proceed if and only if the current counter value is in Dq . We say that a configuration (q 0 , z 0 )
π
is reachable from (q, z) if there is a valid run π such that (q, z) → (q 0 , z 0 ).
In computational problems all numbers in the description of V are given in binary. Given
a state q we represent the cofinite set Dq as the complement of an explicitly given subset
of N. Given this convention, we can assume without loss of generality that for all states q the
set Dq is either N or N \ {g} for some g ∈ N; see Appendix B. For states q with Dq = N \ {g},
we refer to the single missing value g in the domain as the disequality guard on q.
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Figure 2 A 1-VASS with disequality tests. Disequality guards are denoted by 6=. For example,
in state s1 the set Ds1 is N \ {60}, and no run goes through s1 if its current counter value is 60.

The Coverability and Unboundedness Problems. Let V = (Q, ∆, D, w) be a 1-VASS with
disequality tests, and let s and t be two distinguished states of V. The Coverability Problem
asks whether there exists a valid run in V from (s, 0) to (t, z) for some z ∈ N (in which
case we say that (s, 0) can cover t). The Unboundedness Problem asks whether the set of
configurations reachable from (s, 0) is infinite (in which case we say that (s, 0) is unbounded).
The Coverability problem reduces to the Unboundedness problem by, intuitively, forcing (t, 0) to be unbounded using a positive cycle, and removing all states that cannot reach t
in the underlying graph of V. In fact, the following holds.
I Lemma 1. There is an NC2 -computable many-one reduction from the Coverability Problem
to the Unboundedness Problem.
Henceforth, we focus on the complexity of deciding the Unboundedness Problem. In
Section 3 we prove that the Unboundedness Problem for 1-VASS with disequality tests is
decidable in polynomial time. Since NC2 ⊆ P, by Lemma 1 we also have that the Coverability
Problem in this setting is decidable in polynomial time. In Section 4 we prove that the
Unboundedness Problem for 1-VASS (without disequality tests) is in NC2 , and we deduce
that the Coverability Problem for 1-VASS is decidable in NC2 .

3

Unboundedness for 1-VASS with Disequality Tests

Fix a 1-VASS V = (Q, D, ∆, w) with disequality tests and a distinguished state s ∈ Q. We
are interested in determining whether the configuration (s, 0) is unbounded.
For a (possibly infinite) path π = q1 , q2 , . . ., denote by blocked(π) the set of z ∈ N such
that the unique induced run from (q, z) either contains a negative counter value or violates a
disequality guard. That is, π does not lift to a valid run from the configuration (q1 , z).
I Example 2. In Figure 2, since 41 is the guard on s5 the run (s4 , 93), (s5 , 41), (s6 , 93) is
not valid and 93 ∈ blocked(s4 , s5 , s6 ). Observe that blocked(s4 , s5 , s6 ) = [0, 52) ∪ {90, 93, 96}
and blocked((s4 , s5 , s6 )ω ) = [0, 52) ∪ {52 ≤ z ≤ 96 | z ≡ 0, 3, 6 (mod 9)}.
Recall that for a path π, pmin(π) is the weight of a minimum-weight prefix of π. Let
Q+ ⊆ Q be the set of states q ∈ Q such that there is a positive-weight simple cycle on q
in the underlying graph of V. For q ∈ Q+ we pick a simple cycle γq such that pmin(γq ) ≥
pmin(γ) for any other positive-weight simple cycle γ on q; write Wq for weight(γq ).1 Define
Conf + := {(q, z) ∈ Conf | q ∈ Q+ , z + pmin(γq ) ≥ 0}.
Define a path to be primitive if no proper infix is a positive cycle (note though that a
primitive path may itself be a positive cycle). We say that a run is primitive if the underlying
path is primitive. Observe that if ρ is a valid run, none of whose internal configurations (i.e.
excluding the first and last configurations) lies in Conf + , then ρ is primitive.
1

Note that γq does not necessarily have maximal weight Wq among the positive simple cycles on q.
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I Example 3. In Figure 2, for s1 ∈ Q+ we pick the simple cycle γs1 = s1 , s2 , s1 with Ws1 = 6.
Since pmin(γs1 ) = −12, we have that {z | (s1 , z) ∈ Conf + } = [12, ∞). Moreover, the path
s4 , s5 , s6 , s4 is primitive, but s1 , s2 , s1 , s3 is not primitive.
I Proposition 4. A configuration (s, 0) is unbounded if, and only if, (s, 0) can reach an
unbounded configuration in Conf + .
In order to decide whether (s, 0) is unbounded, by Proposition 4, it suffices to compute
the set of unbounded configurations in Conf + and determine whether (s, 0) can reach this set.
Define Conf ∞ ⊆ Conf + to be the set of all unbounded configurations in Conf + . Observe
that every configuration (q, z) ∈ Conf + with z ∈
/ blocked(γqω ) can take the cycle γq arbitrarily
many times and is thus included in Conf ∞ . However, even if z ∈ blocked(γqω ), it may still
be the case that (q, z) is unbounded, by traversing more complicated paths.
I Example 5. In Figure 2, all configurations (s4 , z) with z in N \ blocked((s4 , s5 , s6 )ω ) =
{52 ≤ z ≤ 96 | z 6≡ 0, 3, 6 (mod 9)} ∪ (96, ∞) are trivially unbounded and thus included
in Conf ∞ . It will transpire that {s4 }×{54, 60, 63, 69} ⊆ Conf ∞ even though {54, 60, 63, 69} ∈
blocked((s4 , s5 , s6 )ω ).
In order to reason about the aforementioned complicated paths, we proceed as follows. In
Section 3.1 we introduce residue classes and chains, which form a partition of Conf + , and are
the building blocks of our analysis. In Section 3.2 we characterize Conf ∞ as the limit of an
inductive construction. This enables us to reason about the structure of Conf ∞ in Section 3.3.
Finally, in Section 3.4 we show how to compute Conf ∞ and decide unboundedness.

3.1

Residue Classes and Chains

Given q ∈ Q+ and 0 ≤ r < Wq , we call the set of configurations {(q, z) ∈ Conf + | z ≡ r
(mod Wq )} a q-residue class. We simply speak of a residue class if we do not want to specify
the state q. Given a q-residue class R, a set C ⊆ R is called a q-chain if it is a maximal
subset of R for the property that every pair of configurations (q, z), (q, z 0 ) ∈ C with z < z 0 is
connected by a valid run obtained by iterating the cycle γq . Again, we speak of a chain if we
do not want to specify the state q.
We draw a distinction between bounded chains and unbounded chains, where a chain
is bounded if and only if the associated set of counter values is bounded. An unbounded
q-chain C is contained in Conf ∞ since the cycle γq can be taken arbitrarily many times from
any configuration in C to yield a valid run.
I Remark 6. Let us write γq = q1 , q2 , . . . For each q1 -residue class R, every z such that
z + weight(q1 , . . . , qi ) 6∈ Dqi , for some qi , induces at most two bounded chains. Namely, the
set of configurations below (q, z) form a chain; and the singleton {(q, z)} is also (vacuously)
a chain. Note that every residue class also has one unbounded chain. That is, the set of
configurations above (q, z) with z the maximal “induced guard” on q. Since there are at
most |Q| guards, each residue class decomposes as a disjoint union of at most 2|Q| bounded
chains and a single unbounded chain.
Intuitively, within each bounded chain we can iterate the cycle γq until hitting a guard. We
call a residue class R trivial if it consists solely of a single unbounded chain. Note that the
union of all bounded q-chains is equal to Conf + ∩ {q} × blocked(γqω ).
I Example 7. As indicated in Figure 3 for the running example, the residue classes {s4 }×(52+
i + 9N) with i ∈ {0, 1, 3, 4, 6, 7} are indeed trivial, while each residue class {s4 } × (52 + i + 9N)
with i ∈ {2, 5, 8} consists of two bounded chains {s4 } × {52 ≤ z < 88 + i | z ≡ i (mod 9)}
and {s4 } × {88 + i}, and a single unbounded chain {s4 } × (88 + i + 9N).
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Figure 3 We focus on states s1 , s4 , and s10 in the 1-VASS in Figure 2, each of which lies on a simple
positive cycle. We also indicate which counter values prevent taking the associated positive cycle.
For example, state s4 has the simple cycle γs4 with Ws4 = 9 and taking γs4 from {s4 } × {90, 93, 96}
is not allowed due to disequality guards along γs4 . The columns underneath each state represent
residue classes of that state in Conf + . We colour all unbounded chains in blue and all bounded
chains in pink; thus all blue configurations form the set U0 .

One of the main ideas in this section is to show that a configuration is unbounded if and
only if it can reach an unbounded chain via a valid run whose underlying path π has the form
π = π0 · γqn11 · π1 · · · πk−1 · γqnkk · πk ,
where π0 , . . . , πk are primitive paths and n1 , . . . , nk are non-negative integers. Moreover, we
give a polynomial bound on the length of the πi and the magnitude of k in terms of the size
of the underlying 1-VASS (in general, the exponents ni may be exponential in the size of the
1-VASS). We also show how to detect the existence of such a path in polynomial time.
Recall the structure of Conf as a partially ordered set. We will use standard ordertheoretic terminology and notation to refer to sets of configurations: in particular given sets
of configurations S, S 0 ⊆ Conf , we say that S is downward closed in S 0 if for all (q, z) ∈ S ∩ S 0
and (q, z 0 ) ∈ S 0 with z 0 ≤ z, we have (q, z 0 ) ∈ S.

3.2

Inductive Characterization of Conf ∞

We now give an inductive backward-reachability construction of the set of all configurations
in Conf + that can reach an unbounded chain. Since unbounded configurations can, in
particular, reach unbounded chains (as above the maximal disequality guard, all chains are
unbounded), this set is exactly Conf ∞ .
In order for our inductive construction to converge in a polynomial number of steps,
we essentially consider meta-transitions of the form γqk · π for γq a simple cycle, k ∈ N,
and π a primitive path. Formally, we define an increasing sequence U0 ⊆ U1 ⊆ U2 ⊆ · · · of
S
subsets of Conf + such that n∈N Un = Conf ∞ . Define U0 to be the union of the collection
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(a) The set U1 is obtained from U0 in Figure 3.
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80

80
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of s10 -chains

12

63
12

12
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(s3 , 30)

54
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(b) The set U2 .

Figure 4 The sets U1 and U2 of the running example. The blue configurations are in U0 ; green
ones are in U1 \U0 ; yellow one is in U2 \U1 . The pink configurations are in Conf + \U1 and Conf + \U2 ,
respectively. While computing U1 , the green configurations (s4 , 63) and (s4 , 69) take the primitive
path π = s4 , s7 , s8 , s9 , s10 to U0 . In all other pink configurations in s4 -chains, although enabled, the
path π either hits a guard or ends in (s10 , z) ∈ Conf + \ U1 .

of unbounded chains. Given n ∈ N we inductively construct Un+1 as follows. First, define
Un0 ⊆ Conf + as the set of configurations (q, z) 6∈ Un whose distance to Un is minimal among
all configurations in Conf + \ Un (here the distance of a configuration (q, z) to Un is the
length of the shortest valid run from (q, z) to Un ). Now define Un+1 ⊆ Conf + to be the
smallest set such that Un , Un0 ⊆ Un+1 and Un+1 ∩ C is downward closed in every chain C.
S
Then n∈N Un is the set of configurations in Conf + that can reach an unbounded chain
which, as noted above, is equal to Conf ∞ .
0
I Remark 8. By definition, a shortest run from a configuration (q, z) ∈ Un+1
\ Un to Un has
no internal configurations in Conf + , and is therefore primitive.

I Example 9. Figure 3 indicates the set U0 for the running example. Note that U0 contains
all trivial residue classes. Observe that U00 = {(s4 , 63), (s4 , 69)}; see Figure 4a. These two
configurations belong to two distinct chains. The downward closure of {(s4 , 63)} in its chain
is {s4 } × {54, 63}, and the downward closure of {(s4 , 69)} in its chain is {s4 } × {60, 69}. We
have that U1 = U0 ∪ ({s4 } × {54, 60, 63, 69}). The second iteration to compute U2 only adds
the configuration (s1 , 12) to U1 ; see Figure 4b. The sequence stabilizes in this iteration.

3.3

The Structure of Conf ∞

In this section we analyze the structure of Conf ∞ , based on its inductive characterization.
This analysis will be key in obtaining a polynomial-time algorithm to compute Conf ∞ .
The guiding intuition is that for all n the set Un is almost upward closed in each residue
class R. By this we mean that if (q, z) is the least configuration in R ∩ Un , then all but
polynomially many configurations of R above (q, z) are also in Un . More specifically, we
show that for any bounded chain C in R that lies above (q, z), although the number of
configurations in C may be exponential in |Q|, the size of C \ Un is bounded by a polynomial
in |Q|. (Note here that the unique unbounded chain in R is contained in U0 and hence is
contained in Un for all n ∈ N.) Using this observation, we provide a polynomial bound on the
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number of iterations until the inductive construction converges. Indeed, in every iteration,
unless a fixed point has been reached, there must exist some bounded chain C such that the
size of C \ Un strictly decreases. After showing that C \ Un is of polynomial size, we obtain
a polynomial bound on the number of iterations until Un converges by Remark 6.
We start by characterizing the paths between chains.
π

I Proposition 10. Let (q, z), (q 0 , z 0 ) ∈ Conf + and let (q, z) → (q 0 , z 0 ) be a (not necessarily
π0

valid) run such that π is a primitive path. Then there exists a run (q, z) → (q 0 , z 00 ) of length
at most |Q|2 + 2 such that
1. pmin(π 0 ) ≥ pmin(π),
2. z 00 ≥ z 0 , and
3. the q 0 -residue class of (q 0 , z 00 ) is either trivial or identical to that of (q 0 , z 0 ).
Given a q-residue class R, in general Un is not an upward closed subset of R. The
following definitions are intended to measure the defect of Un in this regard.
We say that a bounded chain C that is contained in a residue class R is n-active if
there exists a configuration in Un ∩ R that lies below some configuration in C. Let C be
an n-active chain. Recall that Un is downward closed in C and hence C \ Un is upward
closed in C. Suppose that C \ Un is non-empty, write m1 := min{x : (q, x) ∈ C \ Un } and
m2 := max{x : (q, x) ∈ C \ Un }, and define2
δn (C) := {(q, x) ∈ Conf + : m1 ≤ x ≤ m2 and (q, x) 6∈ Un }.
Thus δn (C) contains all configurations in C \ Un , as well as all configurations “between”
elements of C \ Un , apart from those that are themselves in Un . If C \ Un = ∅ then we define
δn (C) := ∅. Finally for a residue class R we write
δn (R) :=

[

{δn (C) : C ⊆ R an n-active chain} .

(1)

For (q, xmin ) the least element in R ∩ Un we have that |{(q, x) ∈ R \ Un : xmin ≤ x}| ≤ |δn (R)|.
I Example 11. In Figure 4a consider the chain C := {s4 } × {54, 63, 72, 81}, which is 1-active
as (s4 , 54) ∈ U1 . Since C \ U1 = {s4 } × {72, 81} we have that δ1 (C) = {s4 } × {72, 75, 78, 81}.
I Lemma 12. For all n ∈ N and every chain C we have that |δn (C)| ≤ |Q| · |C \ Un |.
We now come to the central technical part of the paper, controlling the growth of δn (R)
as a function of n:
I Lemma 13. There exists a polynomial poly2 such that for each residue class R and all
n ∈ N we have |δn+1 (R)| ≤ max{|δn (R0 )| : R0 a residue class} + poly2 (|Q|) if R contains a
chain that is (n + 1)-active but not n-active.
Before proceeding to prove Lemma 13, we demonstrate the underlying intuition. Consider
0
a configuration (q, z) ∈ R ∩ Un+1
that has a primitive path π to a configuration (q 0 , z 0 ) ∈ Un .
To prove Lemma 13, we argue that π lifts to a valid run from a “dense” subset of configurations
in {(q, z 00 ) ∈ R : z 00 ≥ z}. There are two main cases in this argument based on whether one
of the larger configurations in the chain induces a valid run ending in a trivial residue class.

2

We omit q from the definition of δn (C) for brevity.
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I Example 14. The first case occurs in obtaining U1 from U0 in the running example; see
Figure 4a. Consider the chain C := {s4 }×{54, 63, 72, 81}. The primitive path s4 , s7 , s8 , s9 , s10
from the largest configuration (s4 , 81) in C leads to a non-trivial s10 -residue class (out of U0 ).
However, one among the n-next largest configurations in C, for n = |blocked(s4 , s7 , s8 , s9 , s10 )|·
|Q|, lifts to a valid run to a trivial s10 -residue class. In the example, this is the case for (s4 , 63).
The second case occurs in obtaining U2 from U1 in the running example; see Figure 4b.
Consider the chain C 0 := {s1 } × {12, 18, 24, · · · , 54}. The primitive path s1 , s3 , s4 , from none
of the configurations in this chain, ends in a trivial s4 -residue class. However, we provide a
subtle argument to bound |C 0 \ U2 | with |δ1 (C)| + poly2 (|Q|).
0
Proof of Lemma 13. Pick the minimal element (q, z0 ) ∈ R ∩ Un+1
. Moreover, let (q 0 , z 0 ) ∈
π
Un and (q, z0 ) → (q 0 , z 0 ) be such that π is a shortest run from (q, z0 ) to Un . By Remark 8, π
is a primitive path.
π0

By Proposition 10 there is a run (q, z0 ) → (q 0 , z 00 ), for some z 00 ≥ z 0 , such that π 0 has
length at most |Q|2 + 2, and the residue class R0 of (q 0 , z 00 ) is either trivial or the same as
the residue class of (q 0 , z 0 ).
Note that we do not claim that (q 0 , z 00 ) ∈ Un , nor that π 0 lifts to a valid run. In what
follows we will argue that if there are more than some polynomial number of configurations
0
above (q, z0 ) in C \ Un+1
, where C is an (n + 1)-active chain of R, then π 0 does lift to a valid
run from one of them. Moreover, the run leads to some configuration in the same residue
class as (q 0 , z 0 ) or to a trivial residue class. Observe that, intuitively, this means we “pump”
γq before taking π 0 so if we wanted to reach the same residue class as (q 0 , z 0 ) we would need
some nonnegative integer c such that
z0 + Wq · c + weight(π 0 ) ≡ z0 + weight(π 0 )

(mod Wq0 ) .

Based on this intuition, we now identify two cases according to the order of Wq in the
W 0
group Z/ZWq0 of integers modulo Wq0 , which is gcd(Wqq,W 0 ) . Recall that this quantity is the
q
smallest integer c ≥ 1 such that Wq · c ≡ 0 (mod Wq0 ).
W

0

Case (i): gcd(Wqq,W 0 ) > |Q|. We first show that |C \ Un+1 | ≤ (|Q|2 + 2)(|Q| + 1) for every
q
(n + 1)-active chain C in R.
Let C be an (n + 1)-active chain of R and suppose for a contradiction that |C \ Un+1 | >
(|Q|2 + 2)(|Q| + 1). Since C is (n + 1)-active, for every configuration (q, z) ∈ C \ Un+1 we
have z ≥ z0 . Further, since pmin(π 0 ) + z0 ≥ 0, π 0 can only be blocked on a configuration due
to a violation of a disequality guard. Since the length of π 0 is at most |Q|2 + 2, it follows
that at most |Q|2 + 2 elements of C \ Un+1 lie in {q} × blocked(π 0 ).
Recall that C \ Un+1 is upward closed in C, so by the assumption that |C \ Un+1 | >
(|Q|2 + 2)(|Q| + 1), there exists a set S := {(q, z1 + iWq ) : 0 ≤ i ≤ |Q|} of |Q| + 1 “consecutive”
elements of C \ Un+1 , for some z1 , such that no element of S lies in {q} × blocked(π 0 ). Then
π 0 lifts to a valid run from each element of S. Moreover, since the order of Wq in Z/ZWq0
is assumed to be greater than |Q|, the images of the elements of S, after following π 0 , lie
in pairwise distinct q 0 -residue classes. But the number of non-trivial q 0 -residue classes is at
most |Q| and hence some configuration in S has a run over π 0 to a trivial q 0 -residue class
and hence to Un . But then such a configuration lies in Un+1 , which is a contradiction.
We conclude that |C \ Un+1 | ≤ (|Q|2 + 2)(|Q| + 1) for every (n + 1)-active chain C in
R. But then |δn+1 (C)| ≤ |Q|(|Q|2 + 2)(|Q| + 1) by Lemma 12. Finally, since R comprises at
most 2|Q| bounded chains by Remark 6, we have that |δn+1 (R)| ≤ 2|Q|2 (|Q|2 + 2)(|Q| + 1).
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W

0

Case (ii): gcd(Wqq,W 0 ) ≤ |Q|. For the residue classes R and R0 as above, define an injective
q
partial mapping Φ : δn+1 (R) → δn (R0 ) by Φ(q, x) = (q 0 , x0 ) if and only if x0 = x + weight(π 0 )
and (q 0 , x0 ) ∈ δn (R0 ). We will prove that Φ is defined on all but poly3 (|Q|) many configurations
in δn+1 (R), for some polynomial poly3 , thereby showing that |δn+1 (R)| ≤ |δn (R0 )|+poly3 (|Q|).
To this end, it suffices to show that Φ is defined on all but poly4 (|Q|) many configurations in
δn+1 (C) for every (n + 1)-active chain C in R, for some polynomial poly4 .
Let C be an (n+1)-active chain in R and let C1 , . . . , Cs be a list, given in increasing order,
of the chains in R0 that are mapped into by Φ from some configuration in δn+1 (C). Then
(i)
C1 , . . . , Cs are all n-active (as they are above (q 0 , z 0 ) ∈ Un ). For i ∈ {1, . . . , s}, write (q, xmin )
(i)
for the minimum configuration in δn+1 (C) that is mapped by Φ to Ci and write (q, xmax ) for
the maximum configuration in δn+1 (C) that is mapped to Ci . Then for each i = 1, . . . , s,
(i)
(i)
every configuration (q, x) ∈ δn+1 (C) such that xmin ≤ x ≤ xmax and x 6∈ ×blocked(π 0 ) is
0
mapped by Φ to δn (R ). Thus, writing (q, xmax ) and (q, xmin ) respectively for maximum and
minimum configurations in δn+1 (C), we have that Φ is defined on all non-blocked elements
of δn+1 (C) lying outside the set below.
(
)

i h
 s−1

[
(1)
(i+1)
(s)
(i)
(q, x) ∈ δn+1 (C) x ∈ xmax , xmax ∪ xmin , xmin ∪
xmax , xmin
(2)
i=1

Since blocked(π 0 ) contains at most |Q|2 + 2 elements, it remains to prove that the set (2)
has polynomial cardinality. We claim its size is at most (2|Q| + 1) · poly5 (|Q|), for some
polynomial poly5 . For this it will suffice to show that any sub-interval I of δn+1 (C) of the
form {(q, x) ∈ δn+1 (C) : a ≤ x ≤ b}, where a, b ≥ xmin , and such that it does not meet the
domain of Φ, has cardinality at most poly5 (|Q|). (Indeed, note that (2) is a union of at most
2|Q| + 1 such intervals since there are at most 2|Q| chains in R by Remark 6.)
Let poly6 (x) := (x2 + 2)(x + 1) + 1. Since blocked(π 0 ) has cardinality at most |Q|2 + 2, if
we take poly6 (|Q|) consecutive elements of C \ Un+1 then there are at least |Q| + 1 consecutive
elements that lie outside {q} × blocked(π 0 ) and at least one of these elements – say (q, x) – has
W 0
a valid run over π 0 to the residue class R0 by the assumption that gcd(Wqq,W 0 ) ≤ |Q|. Since
q
(q, x) 6∈ Un+1 we have that (q 0 , x + weight(π 0 )) 6∈ Un and hence (q, x) is in the domain of Φ.
We conclude that any sequence of at least poly6 (|Q|) consecutive elements of C \ Un+1 meets
the domain of Φ. Hence any sub-interval I, as defined above, contains at most poly6 (|Q|)
elements of C \ Un+1 and, by Lemma 12, contains at most |Q| · poly6 (|Q|) elements in
total.
J
Proposition 15 follows from Lemma 13 by induction, as follows.
I Proposition 15. There exists a polynomial poly1 such that for each residue class R and
all n ∈ N we have |δn (R)| ≤ poly1 (|Q|).
Proof. Let αn be the number of chains in Conf + that are n-active. Since n-active chains
are by definition bounded, we have that αn ≤ 2|Q|2 for all n ∈ N (see Remark 6). We argue
by induction on n that |δn (R)| ≤ αn · poly2 (|Q|) for all n ∈ N and all residue classes R. We
conclude that |δn (R)| ≤ 2|Q|2 · poly2 (|Q|).
The base case is trivial as there are no 0-active chains and δ0 (R) is empty for all
residue classes. The induction step has two cases. First, suppose that αn+1 = αn , i.e., all
chains in Conf + that are (n + 1)-active were already n-active. Since Un ⊆ Un+1 , we have
that δn+1 (C) ⊆ δn (C) for all chains C in R. We conclude that δn+1 (R) ⊆ δn (R) and so
|δn+1 (R)| ≤ |δn (R)|. Since |δn (R)| ≤ αn · poly2 (|Q|) by induction hypothesis, and αn = αn+1
we get that |δn+1 (R)| ≤ αn+1 · poly2 (|Q|).
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The second case is that αn+1 > αn . Then by Lemma 13 we have |δn+1 (R)| ≤ max{|δn (R0 )| :
R a residue class} + poly2 (|Q|). Since the right-hand side of the latter is at most ≤ αn ·
poly2 (|Q|) + poly2 (|Q|), by induction hypothesis, and αn+1 > αn we get that |δn+1 (R)| ≤
αn+1 · poly2 (|Q|).
J
0

Recall that (Un )n∈N is a monotone sequence. Furthermore, observe that by the proof of
Lemma 13 the sequence |δn (R)| either strictly decreases, or possible increases if R contains a
chain that is (n + 1)-active but not n-active. Since the latter can only take place |Q| times,
then |δn (R)| can take a polynomial number of distinct values before converging. Thus, as a
consequence of Proposition 15 we have:
I Corollary 16. The sequence (Un )n∈N stabilizes in at most poly1 (|Q|) steps.

3.4

Computing Conf ∞ and Deciding Unboundedness

In this section we show how to compute Conf ∞ in polynomial time and how to decide in
polynomial time whether the initial configuration (s, 0) can reach Conf ∞ .
We start by showing that if a configuration can reach Un via a primitive run, then it can
also reach Un via a polynomial-length run (see Appendix G for the proof).
I Proposition 17. There exists a polynomial poly7 such that the following holds. Let
π
(q, z), (q 0 , z 0 ) ∈ Conf + and let (q, z) → (q 0 , z 0 ) be a valid run such that (q 0 , z 0 ) ∈ Un and π
π0

is primitive. Then there is a valid run (q, z) → (q 0 , z 00 ) such that (q 0 , z 00 ) ∈ Un and π 0 has
length at most poly7 (|Q|).
0
Recall that Un+1
consists of all configurations in Conf + with minimal distance to Un .
Combining Remark 8 and Proposition 17, we have that the minimal distance from a configur0
ation (q, z) ∈ Un+1
\ Un to Un is at most poly7 (|Q|). It follows that we can restrict the search
for configurations that can reach Un , to those within a polynomially-bounded distance to Un .
By itself this is not sufficient to obtain a polynomial-time algorithm to decide whether Un is
reachable. However, using our analysis of the structure of Un in Section 3.3, we are able to
formulate the bounded reachability problem above in a form that admits a polynomial-time
algorithm.
Specifically, we consider the Bounded Coverability problem with a Disequality Objective:
Given as input a 1-VASS V = (Q, D, ∆, w) with a distinguished state qf , a positive integer L
(written in unary), an initial configuration (q0 , x0 ), and a coverability objective of the form
(
)
m
n
^
^
O = (qf , x) | x ≥ ` ∧
(x 6≡ ai mod W ) ∧
(x 6= bi ) ,
(3)
i=1

i=1

where `, W and the ai and bi are non-negative integers given in binary, decide whether O is
reachable from (q0 , x0 ) via a valid run of length at most L.
I Proposition 18. The Bounded Coverability problem with a Disequality Objective is decidable
in polynomial time.
We now show how to compute Conf ∞ in polynomial time. By Corollary 16, the sequence {Un }n∈N converges in at most poly1 (|Q|) steps. It remains to show how to compute Un+1 from Un in polynomial time for each n.
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Recall that all unbounded chains are contained in U0 and hence are contained in Un for
all n. Recall also that the total number of bounded chains is at most 2|Q| and that Un is
downward closed in each bounded chain. Thus Un is determined by giving, for every bounded
chain C such that Un ∩ C =
6 ∅, the maximum configuration in Un ∩ C. In particular, Un can
be described in space polynomial in the description of the given 1-VASS.
Recall that Un+1 is obtained from Un by adding the configurations in Conf + \Un that have
minimum distance to Un and then closing downward in each bounded chain. By Remark 8
and Proposition 17, a configuration in Conf + \ Un that has minimum distance to Un has
distance at most poly7 (|Q|). The idea to compute Un+1 from Un is as follows:
For each bounded chain C, and each configuration (q, x) ∈ C \ Un that is among the top
poly1 (|Q|) configurations in C, we determine the distance of (q, x) to Un up to a bound of
poly7 (|Q|). To do this we use the procedure described in Proposition 18, having first written
Un as a polynomial-size union of sets of the form (3) – see below for details. The reason that
it suffices to look only among the top poly1 (|Q|) configurations in each bounded chain is
because we know from Proposition 15 that |C \ Un+1 | ≤ poly1 (|Q|) for every (n + 1)-active
chain C.
We next show how to decompose Un into a polynomial union of sets of the form (3) in
order to apply Proposition 18. Fixing q ∈ Q+ , let R1 , . . . , Rm be a list of the non-trivial qresidue classes and for each i ∈ {1, . . . , m}, write ai for the corresponding residue modulo Wq
and define `i := min(Ri ∩ Un ). Moreover, let b1 , . . . , bk be a list of the counter values such
that for all 1 ≤ j ≤ k we have bj ≥ `i and (q, bj ) ∈ Ri \ Un for some i. Note that m ≤ |Q|
and k ≤ m poly1 (|Q|), and the corresponding classes and numbers can be enumerated in
polynomial time. We decompose the set of configurations {(q, z) ∈ Un } into the following
two components:
Vm
1. {(q, z) : z ≥ pmin(γq ) ∧ i=1 z 6≡ ai (mod Wq )}, i.e., all configurations in trivial q-residue
classes,
V
Vk
6 bi },
2. for all j ∈ {1, . . . , m}, the set {(q, z) : z ≥ `j ∧ i:i6=j z 6≡ ai (mod Wq ) ∧ i=1 z =
which includes Rj ∩ Un for the non-trivial residue class Rj .
Finally, it remains to decide whether the configuration (s, 0) is unbounded. By Proposition 4, (s, 0) is unbounded if and only if it can reach Conf ∞ . Now a shortest run from (s, 0)
to Conf ∞ is necessarily primitive: if an internal configuration in such a run lies in Conf +
then it is also in Conf ∞ – a contradiction. By Proposition 17, a shortest run from (s, 0)
to Conf ∞ has length at most poly7 (|Q|). Thus we can decide whether such a run exists in
polynomial time using Proposition 18. In conclusion we have
I Theorem 19. The Unboundedness Problem and the Coverability Problem for 1-VASS with
disequality tests are decidable in polynomial time.

4

Unboundedness for 1-VASS

In this section we show that the Unboundedness Problem for 1-VASS (i.e., with no disequality
tests) is in NC2 . Recall that NCi is the class of decision problems solvable in time O(logi n),
with n the size of the input, on a parallel computer with a polynomial number of processors
[13, 1].
Let V = (Q, ∆, w) be a 1-VASS with a distinguished state s ∈ Q. We want to decide
whether the configuration (s, 0) is unbounded. Since V has no disequality tests, deleting a
negative-weight or zero-weight cycle that appears as an infix of a valid run yields another
valid run. It follows that (s, 0) is unbounded if and only if there is a valid run from (s, 0)
consisting of a simple path (of length at most |Q|) followed by a positive-weight simple cycle
(again, of length at most |Q|). We call such a run a lasso.
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Let V = (Q, ∆, w) be a 1-VASS and let π = q1 , . . . , qn be a path in V. Recall that a
(possibly empty) prefix of π is said to be minimal if it has minimal weight among all prefixes
of π. Likewise a (possibly empty) suffix of π is said to be maximal if it has maximal weight
among all suffixes. It is clear that q1 , . . . , qm is a minimal prefix of π if and only if qm , . . . , qn
is a maximal suffix. In such a case let us call qm a nadir of π (the nadir is the lowest point
reached in any run over π). Recall that pmin(π) is the weight of a minimal prefix of π;
correspondingly we define smax(π) to be the weight of a maximal suffix.
Given paths π and π 0 , say that π is dominated by π 0 if pmin(π) ≤ pmin(π 0 ) and
smax(π) ≤ smax(π 0 ). Observe that if π is dominated by π 0 then weight(π) ≤ weight(π 0 ).

−2

s1

−3

s0

s2
−4

s3

3
3

s4

6

Figure 5 The topmost path dominates the middle one; the bottom path dominates no other
path.

I Example 20. In Figure 5, the path s0 , s1 , s4 dominates s0 , s2 , s4 . However, despite it being
the case that weight(s0 , s3 , s4 ) > weight(s0 , s2 , s4 ), s0 , s3 , s4 does not dominate s0 , s2 , s4
since the weight of a minimal prefix of the former is smaller than that of the latter.
Fix two states p, q ∈ Q and let P be a set of p-q paths. We say that a set P 0 of p-q paths is
a Pareto set for P if for every π ∈ P there exists π 0 ∈ P 0 such that π is dominated by π 0 .
We observe some simple properties of Pareto sets:
I Lemma 21. Let p, q, r ∈ Q. Then all of the following statements hold:
1. If P1 , P2 , P3 are sets of p-q paths such that P1 is a Pareto set of P2 and P2 is a Pareto
set of P3 , then P1 is a Pareto set of P3 .
2. If P, R are sets of p-q paths with respective Pareto sets P 0 , R0 , then P 0 ∪ R0 is a Pareto
set for P ∪ R
3. If P is a set of p-q paths and R is a set of q-r paths with respective Pareto sets P 0 , R0 ,
then P 0 · R0 is a Pareto set of P · R.
I Proposition 22. Let p, q ∈ Q. Then every set P of p-q paths of length at most k has a
Pareto set P 0 of cardinality at most |Q| such that each path in P 0 has length at most 2k.
Moreover such a set P 0 can be computed from P in NC1 .

An NC2 Upper Bound
I Theorem 23. The Unboundedness Problem and the Coverability Problem for 1-VASS are
decidable in NC2 .
Proof. By Lemma 1, it will suffice to show that Unboundedness is in NC2 .
Let V = (Q, ∆, w) be a 1-VASS. Given p, q ∈ Q and m ∈ N, denote by Pathsp,q,m the set
of all p-q paths in V of length at most m.
Given a state s ∈ Q, recall that (s, 0) is unbounded if and only if there exists a lasso run
that starts at (s, 0). To determine the existence of such a run we compute a Pareto set Pq
for Pathss,q,|Q| and a Pareto set Pq0 for Pathsq,q,|Q| for every state q ∈ Q. Having done this
we look for q ∈ Q and paths π ∈ Pq and π 0 ∈ Pq0 such that π · π 0 induces a valid run from
(s, 0) and π 0 has positive weight.
CONCUR 2020
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It remains to show how to compute a Pareto set of Pathsp,q,|Q| for all pairs of states p, q ∈ Q
(together with the values weight(π) and pmin(π) for every path π in the Pareto set) in NC2 .
For k = 1, . . . , dlog |Q|e, we show how to compute a family Pk = {Pp,q,k }p,q∈Q such that
for all p, q ∈ Q:
1. Pp,q,k is a Pareto set for Pathsp,q,2k ;
2. Pp,q,k ⊆ Pathsp,q,4k ;
3. |Pp,q,k | ≤ |Q|.
By Item 1, if k = dlog |Q|e then Pp,q,k is a Pareto set for Pathsp,q,|Q| . (Note that for
k = dlog |Q|e, Pk consists of paths of length at most |Q|2 .)
The construction of Pk is by induction on k. Suppose we have computed Pk with
Properties 1-3 above. Fix p, q ∈ Q. In order to compute Pp,q,k+1 we observe that
P := {π1 · π2 : ∃r ∈ Q(π1 ∈ Pp,r,k ∧ π2 ∈ Pr,q,k )}

(4)

is a Pareto set for Pathsp,q,2k+1 by Items 2 and 3 of Lemma 21. Applying Proposition 22,
we obtain a Pareto set P 0 for P of cardinality at most |Q|. By Item 1 of Lemma 21, P 0 is a
Pareto set for Pathsp,q,2k+1 . Finally, it is clear from the length bound in Proposition 22 that
all paths in P 0 have length at most 4k+1 . Thus we define Pp,q,k+1 := P 0 .
It remains to establish the NC2 complexity bound for computing Pdlog |Q|e . For this it
suffices to show that for all k the computation of Pk+1 from Pk can be carried out in NC1 .
But we may compute each set Pp,q,k+1 in parallel (over p, q ∈ Q), and the computation of
each such set can be done in NC1 by Proposition 22.
J

5

Conclusion

We have shown that control-state reachability for 1-VASS with disequality tests can be solved
in polynomial time. The complexity of reaching a given configuration in this model is open
(being equivalent to control-state reachability in the presence of both equality and disequality
tests), lying between NP and PSPACE. For multi-dimensional VASS with disequality tests,
the classical argument of Rackoff [15] easily generalises to show that control-state reachability
remains in EXPSPACE. By contrast, decidability of reachability is open to the best of our
knowledge. For comparison, recall that without disequality tests reachability is decidable
but non-elementary [5].
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Proof of the reduction in Figure 1

Proof. Let us recall that for every value u ∈ N, the assignment valu : {X1 , . . . , Xm } → {0, 1}
is defined by valu (Xi ) = 1 if and only if pi | u. For convenience, define the domain Ds ⊆ N
containing all allowable counter values in state s (exclude all disequality guards on s).
The key observation is the following: let u ∈ {0, . . . , P − 1}, and consider a clause
Ci = `i1 ∨ `i2 ∨ `i3 , where `ij is a literal of variable Xij , then valu satisfies Ci iff there exists
some k ∈ N such that u + kpi1 pi2 pi3 ∈
/ Di .
Indeed, note that for every j ∈ {1, 2, 3} and every k ∈ N we have that pij |u iff pij |u +
kpi1 pi2 pi3 . Recall that valu (Xij ) = 1 iff pij |u, and observe that since u < P , there exists
k ∈ N such that u + kpi1 pi2 pi3 ∈ {P, P + 1, . . . , P + pi1 pi2 pi3 − 1}. We thus have that valu
satisfies Ci iff valu+kpi1 pi2 pi3 satisfies Ci , iff u + kpi1 pi2 pi3 ∈
/ Di .
Now, assume ϕ is satisfiable, and let π be a satisfying assignment. We associate with π
Q
the number u = j:π(Xj )=1 pj (mod P ) (note that taking modulo P simply means that if
the product is exactly P , we take u = 0). Clearly π = valu . We claim that (s0 , u) is bounded.
Indeed, the only paths possible from (s0 , u) start by choosing a state si , and then repeatedly
applying the cycle of cost ci . However, since valu satisfies all clauses, then by the above, all
such paths are blocked by a disequality guard after taking the ci for k times, for some k ∈ N
(which depends on i). Thus, (s0 , u) is bounded.
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Conversely, assume (s0 , u) is bounded for some value u, we claim that valu satisfies ϕ.
Indeed, by the same reasoning above, it follows that for every cycle of cost ci , we have
u + kci ∈
/ Di for some k ∈ N, so valu satisfies Ci . Since this is true for all clauses, we have
that valu satisfies ϕ.
We conclude that ϕ is satisfiable iff some configuration (s0 , u) is bounded, which completes
the reduction.
Finally, we note that the reduction indeed takes polynomial time – indeed, the construction
clearly has polynomially many states. Also, the first m primes p1 , . . . , pm can be listed in
time polynomial in m, and are representable in polynomially many bits. Therefore, the
binary representation of the transition values and the amount of missing elements in the
domain of each state are both polynomial.
J

B

Single disequality guards suffice

Given a 1-VASS V = (Q, ∆, D, w) with disequality tests, we can assume that for all states q
the set Dq is either N or N \ {g} for some g ∈ N. This assumption is without loss of generality,
as a state q with Dq = N \ {a1 , . . . , an } can be replaced with a sequence of new states
q1 , · · · , qn , connected with 0-weight transitions, such that Dqi = N \ {ai } for i ∈ {1, . . . , n}.
The transformation yields only a polynomial blow-up in the size of the 1-VASS, and there is
a natural correspondence between runs in the original 1-VASS and the modified one.

C

Proof of Lemma 1

Proof. Consider a 1-VASS V = (Q, ∆, D, w) with disequality tests, and let s, t ∈ Q. We
reduce the Coverability problem to the Unboundedness problem as follows.
We obtain from V a new 1-VASS V 0 as follows. First, we remove from V all the states
that cannot reach t in the underlying graph. Second, we introduce a new state t0 with a
self-loop of weight +1, that is reachable from t with a transition of weight 0. The output of
the reduction is V 0 with the distinguished state s.
Recall that reachability in directed graphs can be decided in NL ⊆ NC2 , and hence this
reduction is NC2 -computable.
Henceforth assume that s can reach t in the underlying graph of V (otherwise s cannot
cover t, and the reduction can output a trivial negative instance). We proceed to prove the
correctness of the reduction.
First, if (s, 0) can cover t in V, then in particular it can only cover t using states in V 0 .
We now have that (s, 0) is unbounded in V 0 , by covering t, and then taking the transition
to t0 and repeating the self loop unboundedly. Note that crucially, there are no disequality
guards on t0 , and therefore once t is reached, we can take the transition to t and repeat the
self loop unboundedly.
Conversely, suppose (s, 0) is unbounded in V 0 , then either there is a valid run in V from
(s, 0) to (t0 , z) for some z, in which case (s, 0) can cover t in V, or (s, 0) is unbounded already
in V and, moreover, it is unbounded in V using only states that can reach t in the underlying
graph. We claim that in the latter case, (s, 0) can cover t in V. Indeed, from (s, 0) there is a
valid run to a configuration (q, z) with z that is large enough, such that a simple path from q
to t in the underlying graph lifts to a valid run from (q, z) to (t, z 0 ) for some z 0 . Specifically,
taking z > |Q| · W · G where W is the maximal absolute value of the weight of a transition
in V, and G is the maximal disequality guard, suffices for such a run.
J
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Proof of Proposition 4

Proof. Clearly if (s, 0) can reach an unbounded configuration in Conf + then it is unbounded.
Conversely, if (s, 0) is unbounded, then there is a state q such that for all z0 ∈ N, there
exist z, z 0 ≥ z0 and a valid run π starting in (s, 0) that visits (q, z) and ends in (q, z 0 ). Thus,
there is a positive cycle γ on q. The positive cycle γ on q may not be simple, but it certainly
visits a state p with a simple positive cycle γp on it. Pick z0 such that z0 > pmin(γ) + x.
for all x ∈ blocked(γpω ) (Note that blocked(γpω ) is finite since γp is a positive cycle. The
maximum is thus well-defined.) Hence, there is a valid run from (s, 0) to (p, y) where
y > max(blocked(γpω )). Observe that (p, y) ∈ Conf + and it is unbounded.
J

E

Proof of Proposition 10

Proof. Suppose that π has length strictly greater than |Q|2 + 2. By the Pigeonhole principle,
we can find |Q| + 1 distinct proper prefixes (i.e. prefixes that are not just the initial state,
or the entire path) of π that end in the same state. That is, |Q| proper cycles on the same
state. Let π1 , . . . , π|Q|+1 be a list of these prefixes, given in order of increasing length, and
0
let the corresponding suffixes be π10 , . . . , π|Q|+1
. We now consider two cases.
First, suppose that there exist i < j such that weight(πi ) and weight(πj ) have the same
residue modulo Wq0 . Then define π 0 := πi · πj0 . In this case path π 0 lifts to a run from (q, z)
to (q 0 , z 00 ) such that (q 0 , z 00 ) lies in the same q 0 -residue class as (q 0 , z 0 ). The second case
is that the respective residue classes of weight(π1 ), . . . , weight(π|Q|+1 ) modulo Wq0 are all
distinct. Then there exists i > 1 such that, defining π 0 := π1 · πi0 , the path π 0 lifts to a run
from (q, z) to (q 0 , z 00 ) such that (q 0 , z 00 ) lies in a trivial q 0 -residue class (as there are at most
|Q| non-trivial residue classes).
Continuing in this fashion we can recursively remove cycles from the original path π to
eventually obtain a path π 0 that has length at most |Q|2 + 2 and such that Item 3 is satisfied.
Consider all maximal infixes that were removed from π to obtain π 0 . Note that each such
infix must necessarily be a cycle as they arise from iteratively removing cycles. Since π was
primitive, all of them must have non-positive weight. Hence, Items 1 and 2 also hold3 . J

F

Proof of Lemma 12

Proof. Consider two “consecutive” configurations (q, z), (q, z + Wq ) ∈ C \ Un , then all
configurations (q, z 0 ) for z ≤ z 0 < z + Wq lie in pairwise-distinct q-residue classes. In
particular, since there are at most |Q| non-trivial residue classes, and since trivial residue
classes are contained in U0 , we have that at most |Q| such elements are in δn (C).
J

G

Proof of Proposition 17

Proof. By Proposition 15 we can find a polynomial poly0 7 such that
X
poly0 7 (|Q|) ≥ |Q|2 + |Q| + 3 +
|δn (R)|

(5)

R non-trivial

for all n ∈ N.
3

Note that we do not claim that the intermediate paths obtained in the procedure are primitive nor
that the individual cycles removed in this process are negative. Rather the observation is that π 0 can
equivalently be obtained from π in one step by simultaneously removing a disjoint family of infixes,
where each infix is a cycle (necessarily non-positive).
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Set poly7 (|Q|) := |Q| · (poly07 (|Q|))2 + |Q|2 + 4, and consider a valid, primitive path π
π
such that length(π) > poly7 (|Q|) and (q, z) → (q 0 , z 0 ).
Since π has length greater than |Q|·(poly07 (|Q|))2 +2, there exists a state q 00 ∈ Q that occurs
at least (poly07 (|Q|))2 times in internal configurations within the first |Q| · (poly07 (|Q|))2 + 2
configurations of π. Thus, there exists a sequence of proper prefixes π1 < . . . < πpoly07 (|Q|) of
π that all end in q 00 and such that one of the following two cases holds.
(i) The numbers weight(πi ) all have the same residue modulo Wq0 .
(ii) The numbers weight(πi ) have pairwise distinct residues modulo Wq0 .
Indeed, since there are (poly07 (|Q|))2 prefixes to choose from, either Case (i) holds, or there
are strictly less than poly07 (|Q|) prefixes per residue class. If the latter holds then there must
be least poly07 (|Q|) such distinct residue classes, so Case (ii) holds.
In either case, we decompose the computation π as π = πpoly07 (|Q|) · π 0 . Observe that since
π is primitive, then so is π 0 . Applying Proposition 10 to π 0 we obtain a path π 00 of length at
most |Q|2 + 1 such that πpoly07 (|Q|) · π 00 leads from (q, x) to either the same residue class as
(q 0 , z 0 ) or to a trivial q 0 -residue class.
It is important to note that we cannot assume π 00 is not blocked after the prefix πpoly07 (|Q|) .
However, since |blocked(π 00 )| ≤ |Q|2 , we can remove from the list of prefixes at most |Q|2
prefixes such that the remaining prefixes do not cause π 00 to block. (Indeed, we will not
modify the path by literally removing prefixes but rather cycles which correspond to the path
from a prefix to a longer prefix. For now, we are only speaking about removing elements
from the collection of prefixes we can choose from.) W.l.o.g, let π1 , . . . πd be the remaining
prefixes.
Consider the family of paths θi := πi · π 00 for i ∈ {1, . . . , d}. Note that every θi is of
length at most poly7 (|Q|), and since the θi are obtained by removing q 00 -cycles, and since π
is primitive, the configurations reached by θi are above (q 0 , z 0 ). We claim that one of the θi
is a valid run from (q, z) to Un .
We separate the analysis according to the cases above.
In Case (i), if π 00 leads to a trivial residue class, then all the θi reach Un , and we are
done. Otherwise, π 00 leads to the same residue class as (q 0 , z 0 ). By our choice of poly07 (|Q|)
P
in (5), we have that d > R non-trivial |δn (R)|. That is, there are more prefixes that do
not cause π 00 to block than there are missing elements above (q 0 , z 0 ) in Un . We conclude
that some θi reaches Un .
In Case (ii), the paths θi all reach distinct residue classes. In particular, since there are
more than |Q| such prefixes – i.e. d > |Q| by our choice of poly07 (|Q|) – then some θi
reach trivial residue classes, and thus reach Un .
J

H

Proof of Proposition 18

Proof. We carry out a forward reachability analysis starting from the initial configuration (q0 , x0 ). The algorithm runs for L + 1 rounds. In the k-th round, we maintain for each
state q a set Sq,k of configurations (q, x) that are reachable from (q0 , x0 ) by valid runs of
length k. Let Rq,k denote the set of all configurations (q, x) that are reachable from (q0 , x0 )
by valid runs of length k. We maintain the invariant that if some configuration (q, x) ∈ Rq,k
can reach the objective O in L − k steps via a path π then some configuration (q, x0 ) ∈ Sq,k
can also reach O via the same path π. We output that the objective is reachable if and only
if one of the sets Sqf ,k for some k ∈ {0, . . . , L} intersects O. This last step is clearly sound,
given the invariant.
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The key to obtaining a polynomial-time runtime bound is to suitably prune the sets Sq,k
to keep them of polynomial size. In order to compute {Sq,k+1 }q∈Q from {Sq,k }q∈Q we proceed
0
as follows. First define {Sq,k
}q∈Q to be the indexed set of all valid configurations reachable
0
in one step from {Sq,k }q∈Q . Now we obtain Sq,k+1 from Sq,k
by the following two steps:
0
First, we delete from Sq,k all configurations (q, x) such that there are (n + L) configura0
tions (q, x0 ) in Sq,k
with x0 > x and x0 ≡ x (mod W ).
0
Secondly, we delete from Sq,k
all configurations (q, x) such that there are (n + L)(m + 1)
0
0
configurations (q, x ) in Sq,k with x0 > x.
Clearly each set Sq,k has cardinality at most (n + L)(m + 1), and moreover, it can be
computed from the collection of sets {Sq0 ,k−1 | q 0 ∈ Q} in polynomial time.
It remains to argue that the invariant is maintained between rounds. To this end, suppose
some state (q, x) ∈ Rq,k+1 can reach the objective in L − k − 1 steps via a path π. Then there
exists a state (q 0 , x0 ) ∈ Rq0 ,k that can reach the objective in L − k steps via the path q 0 π.
By the loop invariant there exists a state (q 0 , x00 ) ∈ Sq0 ,k that can also reach the objective
via the path q 0 π. Hence there is a state (q, y) ∈ Sq0 0 ,k that can reach the objective via the
path π. Now if (q, y) is deleted in the first stage of pruning then there is some configuration
(q, y 0 ) such that y 0 > y, y 0 ≡ y (mod W ), and π yields a valid computation from (q, y 0 ) to
0
the objective O. After the first stage of pruning, each residue class in Sq,k
contains at most
0
n + L elements. Hence if (q, y ) is deleted in the second stage of pruning, there are at least
n + L configurations (q, y 00 ) in Sq,k+1 that are above (q, y 0 ) and are such that the run over π
Vm
from (q, y 0 ) leads to a configuration (qf , z) with i=1 z 6≡ ai mod W . Now from one of these
configurations π yields a valid run that reaches O since one of n + L choices of (q, y 00 ) will
Vn
avoid blocked(π) and lead to a configuration (qf , z) such that i=1 z 6= bi .
J

I

Proof of Lemma 21

Proof. Items 1 and 2 are obvious. Item 3 follows from the fact that if π1 ∈ P is dominated
by π10 ∈ P 0 and π2 ∈ R is dominated by π20 ∈ R0 then π1 · π2 is dominated by π10 · π20 . Indeed,
pmin(π1 · π2 )

=

min(pmin(π1 ), weight(π1 ) + pmin(π2 ))

≤ min(pmin(π10 ), weight(π10 ) + pmin(π20 ))
=

pmin(π10 · π20 ) .

We can similarly argue that smax(π1 · π2 ) ≤ smax(π10 · π20 ).

J

J

Proof of Proposition 22

Proof. Fix a state r ∈ Q. Consider all p-r paths that appear as a minimal prefix of some path
in P . Pick a single such prefix π1 of maximum weight. Likewise consider all r-q paths that
appear as a maximal suffix of some path in P and pick a single such suffix π2 of maximum
weight. Now form the path π := π1 · π2 . This path dominates any path in P with nadir r.
We define P 0 to be the set of paths π formed in this way as r runs through Q. By taking k
large enough, we can suppose without loss of generality, that the absolute weight of all paths
in P 0 is at most 2k . That is, it can be encoded in binary using k + 1 bits.
The NC1 bound on computing P 0 relies on the well-known fact that the sum of a list
of binary integers can be computed in NC1 [17, Chapter 1]. To obtain P 0 we compute the
weight of each prefix and suffix of every path in P in parallel. According to [17], this can
be done in time O(log k) on a parallel computer with |P |k processors: one for each element
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of P and each midpoint 0 ≤ m ≤ k. Finally, for each state r ∈ Q in parallel, we find a
maximum-weight prefix of a path in P that connects p and r and a maximum-weight suffix
of a path in P that connects r and q. It is straightforward to prove the latter is also in NC1
since sorting a list of numbers can be done in NC1 , [14, 3] thus completing the proof.
J
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1

Introduction

Background. Markov decision processes (MDPs) are a standard model for dynamic systems
that exhibit both stochastic and controlled behavior [17]. MDPs play a prominent role in
numerous domains, including artificial intelligence and machine learning [20, 19], control
theory [4, 1], operations research and finance [5, 18], and formal verification [7, 2].
An MDP is a directed graph where states are either random or controlled. Its observed
behavior is described by runs, which are infinite paths that are, in part, determined by the
choices of a controller. If the current state is random then the next state is chosen according
to a fixed probability distribution. Otherwise, if the current state is controlled, the controller
can choose a distribution over all possible successor states. By fixing a strategy for the
controller (and initial state), one obtains a probability space of runs of the MDP. The goal
of the controller is to optimize the expected value of some objective function on the runs.
The type of strategy necessary to achieve an optimal (resp. ε-optimal) value for a given
objective is called its strategy complexity. There are different types of strategies, depending
on whether one can take the whole history of the run into account (history-dependent; (H)),
or whether one is limited to a finite amount of memory (finite memory; (F)) or whether
decisions are based only on the current state (memoryless; (M)). Moreover, the strategy
type depends on whether the controller can randomize (R) or is limited to deterministic
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Figure 1 These diagrams show the strategy complexity of ε-optimal strategies and optimal
strategies (where they exist) for parity objectives. Depending on the position in the Mostowski
hierarchy, either MD-strategies (green), deterministic Markov-strategies (blue) or deterministic 1-bit
Markov strategies (red) are necessary and sufficient (and randomization does not help [12]). If the
MDPs are finitely branching then the Markov strategies can be replaced by MD-strategies (i.e., the
blue parts turn green), but the deterministic 1-bit Markov part (red) remains unchanged.

choices (D). The simplest type, MD, refers to memoryless deterministic strategies. Markov
strategies are strategies that base their decisions only on the current state and the number
of steps in the history of the run. Thus they do use infinite memory, but only in a very
restricted form by maintaining an unbounded step-counter. Slightly more general are 1-bit
Markov strategies that use 1 bit of extra memory in addition to a step-counter.
Parity objectives. We study countably infinite MDPs with parity objectives. Parity conditions are widely used in temporal logic and formal verification, e.g., they can express
ω-regular languages and modal µ-calculus [9]. Every state has a color, out of a finite set
of colors encoded as natural numbers. A run is winning iff the highest color that is seen
infinitely often is even. The controller wants to maximize the probability of winning runs.
The Mostowski hierarchy [15] is a classification of parity conditions based on restricting the
set of allowed colors. For instance, {1, 2, 3}-Parity objectives only use colors 1, 2, and 3.
This includes Büchi ({1, 2}-Parity) and co-Büchi objectives ({0, 1}-Parity), both of which
further subsume reachability and safety objectives.
Related work. In finite MDPs, there always exist optimal MD-strategies for parity objectives.
In fact, this holds even for finite turn-based 2-player stochastic parity games [6, 23]. Similarly,
there always exist optimal MD-strategies in countably infinite non-stochastic turn-based
2-player parity games [22].
The picture is more complex for countably infinite MDPs. Optimal strategies need
not exist (not even for reachability objectives [17, 16]), and ε-optimal strategies for Büchi
objectives [10] and optimal strategies for parity objectives [14] require infinite memory.
The paper [14] gave a complete classification whether MD-strategies suffice or whether
infinite memory is required for ε-optimal (resp. optimal) strategies for all subclasses of parity
objectives in the Mostowski-hierarchy.
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However, the mere fact that infinite memory is required for (a subclass of) parity does not
establish the precise strategy complexity. E.g., are Markov strategies (or Markov strategies
with finite extra memory) sufficient?
In [12] we showed that deterministic 1-bit Markov strategies are both necessary and sufficient for ε-optimal strategies for Büchi objectives. I.e., deterministic 1-bit Markov strategies
are sufficient, but neither randomized Markov strategies nor randomized finite-memory
strategies are sufficient. This solved a 40-year old problem in gambling theory from [10, 11].
The same paper [12] showed that even for finitely branching MDPs with {1, 2, 3}-Parity
objectives, optimal strategies (where they exist) need to be at least deterministic 1-bit Markov
in general, i.e., neither randomized Markov nor randomized finite-memory strategies are
sufficient.
While the lower bounds for ε-optimal strategies for Büchi objectives (resp. for optimal
strategies for {1, 2, 3}-Parity objectives) carry over to general parity objectives, the upper
bounds on the strategy complexity of ε-optimal (resp. optimal) parity remained open.
A basic upper bound and related conjecture. A basic upper bound on the complexity of
ε-optimal strategies for parity can be obtained by using a combination of the results of [12]
on Büchi objectives (1-bit Markov) and Lévy’s zero-one law as follows. (However, note that
the following argument does not work directly for optimal strategies.)
Informally speaking, Lévy’s zero-one law implies that, for a tail objective (like parity)
and any strategy, the level of attainment from the current state almost surely converges
to either zero or one. I.e., the runs that always stay in states where the strategy attains
something in (0, 1) is a null-set. A consequence for parity is that almost all winning runs
must eventually, with ever higher probability, commit to winning by some particular color.
Thus, with minimal losses (e.g., ε/2), after a sufficiently long finite prefix (depending on ε),
one can switch to a strategy that aims to visit some particular color x infinitely often. The
latter objective is like a Büchi objective where the states of color x are accepting and states
of color > x are considered losing sinks. By [12], an ε/2-optimal strategy for such a Büchi
objective can be chosen 1-bit Markov. However, one would also need to remember which
color x one is supposed to win by and stick to that color. The latter is critical, since strategies
that switch focus between winning colors infinitely often (e.g., if they follow some local
criteria based on the value of the current state wrt. various colors) can end up losing. Overall,
the memory needed for such an ε-optimal strategy for parity is: dlog2 (c)e bits for c even
colors to remember which color x one is supposed to win by and Markov plus 1 bit for the
Büchi strategy (see above), where the Markov step-counter also determines whether one
still plays in the prefix. Thus Markov plus (1 + dlog2 (c)e) bits are sufficient. This argument
would suggest that more memory is required for more colors. However, our result shows that
this is not the case.
Our contributions. We show tight upper bounds on the strategy complexity of ε-optimal
(resp. optimal) strategies for parity objectives: They can be chosen as deterministic 1-bit
Markov, regardless of the number of colors. I.e., we provide matching upper bounds to the
lower bounds from [12].
In Section 3 we prove Theorem 1. An iterative plastering construction (i.e., fixing player
choices on larger and larger subspaces) builds an ε-optimal 1-bit Markov strategy where
the probability of never switching between winning even colors is ≥ 1 − ε. Its correctness
relies heavily on Lévy’s zero-one law. The number of iterations is finite and proportional to
the number of even colors. It eliminates the need to remember the winning color x and the
dlog2 (c)e part of the memory.
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I Theorem 1. Consider an MDP M, a parity objective and a finite set S0 of initial states.
For every ε > 0 there exists a deterministic 1-bit Markov strategy that is ε-optimal from
every state s ∈ S0 .
In Section 4 we prove Theorem 2. If an optimal strategy exists, then an optimal 1-bit
Markov strategy can be constructed by the so-called sea urchin construction. It is a very
complex plastering construction with infinitely many iterations that uses the results of
Theorem 1 and Lévy’s zero-one law as building blocks. Its name comes from the shape of the
subspace in which player choices get fixed: a growing finite body (around a start set S0 ) with
a finite, but increasing, number of spikes, where each spike is of infinite size; cf. Figure 4.
E.g., if the initial states are almost surely winning then, at the stage with i spikes, this
strategy attains parity with some probability ≥ 1 − 2−i already inside this subspace, and
in the limit of i → ∞ it attains parity almost surely. A further step even yields a single
deterministic 1-bit Markov strategy that is optimal from every state that has an optimal
strategy.
I Theorem 2. Consider an MDP M with a parity objective and let Sopt be the subset of
states that have an optimal strategy.
There exists a deterministic 1-bit Markov strategy that is optimal from every s ∈ Sopt .
In Theorem 1 and Theorem 2 the initial content of the 1-bit memory is irrelevant (cf.
Lemma 9, Lemma 18 and Remark 8).
Moreover, we show in Section 5 and Section 6 that in certain subcases deterministic
Markov strategies are necessary and sufficient (i.e., these require a Markov step-counter,
but not the extra bit): optimal strategies for co-Büchi and {0, 1, 2}-Parity, and ε-optimal
strategies for safety and co-Büchi. In the special case of finitely branching MDPs, these
Markov strategies (but not the 1-bit Markov strategies) can be replaced by MD-strategies.
Together with the previously established lower bounds, this yields a complete picture of
the exact strategy complexity of parity objectives at all levels of the Mostowski hierarchy, for
countable MDPs. Figure 1 gives a complete overview.

2

Preliminaries

P
A probability distribution over a countable set S is a function f : S → [0, 1] with s∈S f (s) = 1.
We write D(S) for the set of all probability distributions over S.
We study Markov decision processes (MDPs) over countably infinite state spaces. Formally,
an MDP M = (S, S2 , S# , −→, P ) consists of a countable set S of states, which is partitioned
into a set S2 of controlled states and a set S# of random states, a transition relation −→ ⊆
S × S, and a probability function P : S# → D(S). We write s−→s0 if (s, s0 ) ∈ −→, and
refer to s0 as a successor of s. We assume that every state has at least one successor. The
probability function P assigns to each random state s ∈ S# a probability distribution P (s)
over its set of successors. A sink is a subset T ⊆ S closed under the −→ relation. An MDP
is acyclic if the underlying graph (S, −→) is acyclic. It is finitely branching if every state
has finitely many successors and infinitely branching otherwise. An MDP without controlled
states (S2 = ∅) is a Markov chain.
Strategies and Probability Measures. A run ρ is an infinite sequence s0 s1 · · · of states
def
such that si −→si+1 for all i ∈ N; write ρ(i) = si for the i-th state along ρ. A partial run is
a finite prefix of a run. We say that (partial) run ρ visits s if s = ρ(i) for some i, and that ρ
starts in s if s = ρ(0).
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A strategy is a function σ : S ∗ S2 → D(S) that assigns to partial runs ρs ∈ S ∗ S2 a
distribution over the successors of s. A (partial) run s0 s1 · · · is induced by strategy σ if for
all i either si ∈ S2 and σ(s0 s1 · · · si )(si+1 ) > 0, or si ∈ S# and P (si )(si+1 ) > 0.
A strategy σ and an initial state s0 ∈ S induce a standard probability measure on sets
of infinite plays. We write PM,s0 ,σ (R) for the probability of a measurable set R ⊆ s0 S ω
of runs starting from s0 . As usual, it is first defined on the cylinders s0 s1 . . . sn S ω , where
def
s1 , . . . , sn ∈ S: if s0 s1 . . . sn is not a partial run induced by σ then PM,s0 ,σ (s0 s1 . . . sn S ω ) = 0.
Q
def
n−1
Otherwise, PM,s0 ,σ (s0 s1 . . . sn S ω ) = i=0 σ̄(s0 s1 . . . si )(si+1 ), where σ̄ is the map that
extends σ by σ̄(ws) = P (s) for all ws ∈ S ∗ S# . By Carathéodory’s theorem [3], this extends
uniquely to a probability measure PM,s0 ,σ on measurable subsets of s0 S ω . We will write
EM,s0 ,σ for the expectation w.r.t. PM,s0 ,σ . We may drop the subscripts from notations, if it
is understood.
Objectives. The objective of the player is determined by a predicate on infinite plays. We
assume familiarity with the syntax and semantics of the temporal logic LTL [8]. Formulas are
interpreted on the structure (S, −→). We use JϕKs ⊆ sS ω to denote the set of runs starting
from s that satisfy the LTL formula ϕ, which is a measurable set [21]. We also write JϕK
S
for s∈S JϕKs . Where it does not cause confusion we will identify ϕ and JϕK and just write
PM,s,σ (ϕ) instead of PM,s,σ (JϕKs ).
Given a set T ⊆ S of states, the reachability objective Reach(T ) is the set of runs that
visit T at least once; and the safety objective Safety(T ) is the set of runs that never visit T .
Let C ⊆ N be a finite set of colors. A color function C ol : S → C assigns to each state s
its color C ol(s). The parity objective, written as Parity(C ol), is the set of infinite runs
such that the largest color that occurs infinitely often along the run is even. To define this
formally, let even(C) = {i ∈ C | i ≡ 0 mod 2}. For  ∈ {<, ≤, =, ≥, >}, n ∈ N, and Q ⊆ S,
def
let [Q]C oln = {s ∈ Q | C ol(s)  n} be the set of states in Q with color n. Then
_

def
Parity(C ol) =
GF[S]C ol=i ∧ FG[S]C ol≤i .
i∈even(C)

The Mostowski hierarchy [15] classifies parity objectives by restricting the range of C ol
to a set of colors C ⊆ N. We write C-Parity for such restricted parity objectives. In
particular, the classical Büchi and co-Büchi objectives correspond to {1, 2}-Parity and
{0, 1}-Parity, respectively. These two classes are incomparable but both subsume the
reachability and safety objectives. Assuming that T is a sink, Reach(T ) = Parity(C ol) for
the coloring with C ol(s) = 1 ⇐⇒ s ∈
/ T and Safety(T ) = Parity(C ol) for the coloring with
C ol(s) = 1 ⇐⇒ s ∈ T . Similarly, {0, 1, 2}-Parity and {1, 2, 3}-Parity are incomparable,
but they both subsume (modulo renaming of colors) Büchi and co-Büchi objectives.
An objective ϕ is called a tail objective (resp. suffix-closed) iff for every run ρ0 ρ with some
finite prefix ρ0 we have ρ0 ρ ∈ ϕ ⇔ ρ ∈ ϕ (resp. ρ0 ρ ∈ ϕ ⇒ ρ ∈ ϕ). In particular, Parity(C ol)
is tail for every coloring C ol. Moreover, if ϕ is suffix-closed then Fϕ is tail.
Strategy Classes. Strategies σ : S ∗ S2 → D(S) are in general randomized (R) in the sense
that they take values in D(S). A strategy σ is deterministic (D) if σ(ρ) is a Dirac distribution
for all partial runs ρ ∈ S ∗ S2 .
We formalize the amount of memory needed to implement strategies. Let M be a countable
set of memory modes. An update function is a function u : M × S → D(M × S) that meets
the following two conditions, for all modes m ∈ M:
for all controlled states s ∈ S2 , the distribution u((m, s)) is over M × {s0 | s−→s0 }.
P
for all random states s ∈ S# , we have that m0 ∈M u((m, s))(m0 , s0 ) = P (s)(s0 ).
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An update function u together with an initial memory m0 induce a strategy u[m0 ] :
S ∗ S2 → D(S) as follows. Consider the Markov chain with states set M × S, transition
relation (M × S)2 and probability function u. Any partial run ρ = s0 · · · si in M gives rise
to a set H(ρ) = {(m0 , s0 ) · · · (mi , si ) | m0 , . . . , mi ∈ M} of partial runs in this Markov chain.
Each ρs ∈ s0 S ∗ S2 induces a probability distribution µρs ∈ D(M), the probability of being in
state (m, s) conditioned on having taken some partial run from H(ρs). We define u[m0 ] such
def P
that u[m0 ](ρs)(s0 ) = m,m0 ∈M µρs (m)u((m, s))(m0 , s0 ) for all ρs ∈ S ∗ S2 and s0 ∈ S.
We say that a strategy σ can be implemented with memory M (and initial memory m0 )
if there exists an update function u such that σ = u[m0 ]. In this case we may also write
σ[m0 ] to explicitly specify the initial memory mode m0 . Based on this, we can define several
classes of strategies:
A strategy σ is memoryless (M) (also called positional) if it can be implemented with a
memory of size 1. We may view M-strategies as functions σ : S2 → D(S).
A strategy σ is finite memory (F) if there exists a finite memory M implementing σ.
More specifically, a strategy is k-bit if it can be implemented with a memory of size 2k .
Such a strategy is then determined by a function u : {0, 1}k × S → D({0, 1}k × S).
A strategy σ is Markov if it can be implemented with the natural numbers M = N as the
memory, initial memory mode m0 = 0 and a function u such that the distribution u(m, s)
is over {m + 1} × S for all m ∈ M and s ∈ S. Intuitively, such a strategy depends only on
the current state and the number of steps taken so far.
A strategy σ is k-bit Markov if it can be implemented with memory M = N × {0, 1}k ,
m0 ∈ {0} × {0, 1}k and a function u such that the distribution u((n, b, s)) is over
{n + 1} × {0, 1}k × S for all (n, b) ∈ M and s ∈ S.
Deterministic 1-bit strategies are central in this paper; by this we mean strategies that
are both deterministic and 1-bit.
Optimal and ε-optimal Strategies. Given an objective ϕ, the value of state s in an
MDP M, denoted by valM (s), is the supremum probability of achieving ϕ. Formally,
def
we have valM (s) = supσ∈Σ PM,s,σ (ϕ) where Σ is the set of all strategies. For ε ≥ 0
and state s ∈ S, we say that a strategy is ε-optimal from s iff PM,s,σ (ϕ) ≥ valM (s) − ε.
A 0-optimal strategy is called optimal. An optimal strategy is almost-surely winning if
valM (s) = 1.
Considering an MD strategy as a function σ : S2 → S and ε ≥ 0, σ is uniformly ε-optimal
(resp. uniformly optimal) if it is ε-optimal (resp. optimal) from every s ∈ S.
Fixing and Safe Sets. Let σ be an MD strategy. Given a set S 0 ⊆ S of states, write
M[σ, S 0 ] for the MDP obtained from M by fixing the strategy σ for all states in S 0 , that is,
def
def
M[σ, S 0 ] = (S, S2 \ S 0 , S# ∪ S 0 , −→, P 0 ) where P 0 (s) = σ(s) for all s ∈ S 0 .
For an objective ϕ and a threshold β ∈ [0, 1], denote by SafeM,σ,ϕ (β) the set of all states s
starting from which σ attains at least probability β; and denote by SafeM,ϕ (β) the set of
states whose value for ϕ is at least β. Formally,
def

SafeM,σ,ϕ (β) = {s ∈ S | PM,s,σ (ϕ) ≥ β}, SafeM,ϕ (β)

3

def

= {s ∈ S | valM,ϕ (s) ≥ β}. (1)

ε-Optimal Strategies for Parity

In this section we prove Theorem 1, stating that ε-optimal strategies for parity objectives
can be chosen 1-bit Markov. Given an MDP we convert it by three successive reductions to
a structurally simpler MDP where strategies require less sophistication to achieve parity.
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First reduction (Finitely Branching). This reduction converts an infinitely branching
MDP M to a finitely branching one M0 , with a clear bijection between the strategies in M
and M0 . The construction, first presented in our previous work [12], replaces each controlled
state s, that has infinitely many successors (si )i∈N , with a “ladder” of controlled states
(qi )i∈N , where each qi has only two successors: qi+1 and si . Roughly speaking, the controller
choice of successor sn at s in M, is simulated by a series of choices qi+1 at qi , 0 ≤ i < n,
followed by a choice of successor sn in state qn in M0 , and vice versa.
To prevent scenarios when the controller in M0 stays on a ladder and never commits to
a decision, we assign color 1 to all states (qi )i≥1 on the ladder (q0 inherits the color of s).
Hence, a hesitant run on the ladder is losing for parity. So w.l.o.g. we can assume that the
given M is finitely branching.
I Lemma 3.
1. Suppose that for every finitely branching acyclic MDP with a finite set S0 of initial states,
and a parity objective, there exist ε-optimal deterministic 1-bit strategies from S0 .
Then even for every infinitely branching acyclic MDP with a finite set S0 of initial states
and a parity objective, there exist ε-optimal deterministic 1-bit strategies from S0 .
2. Suppose that for every finitely branching acyclic MDP with a parity objective, there exists
a deterministic 1-bit strategy that is optimal from all states that have an optimal strategy.
Then even for every infinitely branching acyclic MDP with a parity objective, there exists
a deterministic 1-bit strategy that is optimal from all states that have an optimal strategy.
Second reduction (Acyclicity). A deterministic 1-bit Markov strategy can be seen as a
function σ : N × {0, 1} × S → {0, 1} × S, where σ has access to an internal bit b ∈ {0, 1},
which can be updated freely, and a step counter k ∈ N, which increments by one in each step.
Having b and k, σ produces a decision based on the current state of the MDP.
Following [12], we encode the step-counter from strategies into MDPs s.t. the current
state of the system uniquely determines the length of the path taken so far. This translation
allows us to focus on acyclic MDPs.
I Lemma 4. Consider MDPs with a parity objective and k ∈ N.
1. Suppose that for every acyclic MDP M0 and every finite set of initial states S00 and ε > 0,
there exists a deterministic k-bit strategy that is ε-optimal from all states s ∈ S00 .
Then for every MDP M and every finite set of initial states S0 and ε > 0, there exists a
deterministic k-bit Markov strategy that is ε-optimal from all states s ∈ S0 .
2. Suppose that for every acyclic MDP M0 and ε > 0, there exists a deterministic k-bit
strategy that is ε-optimal from all states. Then for every MDP M and ε > 0, there exists
a deterministic k-bit Markov strategy that is ε-optimal from all states.
0
3. Suppose that for every acyclic MDP M0 , where Sopt
is the subset of states that have an
optimal strategy, there exists a deterministic k-bit strategy that is optimal from all states
0
s ∈ Sopt
. Then for every MDP M, where Sopt is the subset of states that have an optimal
strategy, there exists a deterministic k-bit Markov strategy that is optimal from all states
s ∈ Sopt .
By Lemma 4, the sufficiency of deterministic 1-bit strategies in acyclic MDPs implies
the sufficiency of deterministic 1-bit Markov strategies in general MDPs. Thus to prove
Theorem 1, it suffices to prove the following:
I Theorem 5. Consider an acyclic MDP M, a parity objective and a finite set S0 of states.
For every ε > 0 there exists a deterministic 1-bit strategy that is ε-optimal from every s ∈ S0 .
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Third reduction (Layered MDP). This reduction is in the same spirit of the previous one,
in which the bit b ∈ {0, 1} is transferred from strategies to MDPs. Given an MDP M, the
corresponding layered MDP L(M) has two copies of each state s ∈ S and each transition t ∈
−→1 of M, one augmented with bit 0 and another with bit 1: (s, i) and (t, j) with i, j ∈ {0, 1}.
The states (s, i) are random if s ∈ S# and controlled if s ∈ S2 . All the (t, j) are controlled.
If there is a transition t = (a, b) from state a to b in M, there will be two transitions from
(a, i) to (t, i), and four transitions from (t, i) to (b, j) in L(M); see Figure 2.
A 1-bit deterministic strategy in M at a state a picks a single successor b and may flip
the bit from i to j; this is simulated in L(M) with an MD strategy σ within two consecutive
steps: σ first chooses the transition t = (a, b) by σ(a, i) = (t, i) and then updates the bit
by σ(t, i) = (b, j) thereby moving from layer i to layer j. The controlled states (t, i) are
essential for a correct simulation, since otherwise the controller cannot freely flip the bit
(switch between layers) after it observes the successor chosen randomly at a random state.
I Definition 6 (Layered MDP). Given an MDP M = (S, S2 , S# , −→1 , P1 ) with coloring
C ol1 : S → C, we define the corresponding layered MDP L(M) = (L, L2 , L# , −→2 , P2 ) with
coloring C ol2 : L → C as follows.
def
def
L = (S ∪ −→1 ) × {0, 1} where the set of controlled states is L2 = (S2 ∪ −→1 ) × {0, 1}.
0
For all t ∈ −→1 such that t = (s, s ) and for all i, j ∈ {0, 1}, we have:
1. (s, i)−→2 (t, i) and (t, i)−→2 (s0 , j),
def
2. P (s, i)((t, i)) = P (s)(s0 ) iff s ∈ S# , and
def
def
3. C ol2 ((s, i)) = C ol1 (s) and C ol2 ((t, i)) = C ol1 (s0 ).
The layered MDP of an acyclic MDP is acyclic. For q ∈ S ∪ −→1 , we refer to the copies
of q in layer 0 and layer 1 as siblings: (q, 0) and (q, 1). A set B ⊆ L is closed if for each
state (q, i) ∈ B its sibling is also in B. Denote by Cl(B) the minimal closed superset of B.
I Lemma 7. Consider an acyclic MDP M = (S, S2 , S# , −→, P ) with a parity objective ϕ =
Parity(C ol) and let L(M) be the corresponding layered MDP.
For every deterministic 1-bit strategy u[m0 ] in M there is a corresponding MD strategy τ
in L(M), and vice-versa, such that for every s0 ∈ S, PL(M),(s0 ,m0 ),τ (ϕ) = PM,s0 ,u[m0 ] (ϕ).
I Remark 8. We note that, in a layered system L(M), any two siblings have the same
value w.r.t. a parity objective ϕ. Moreover, any state s in M has an optimal strategy iff
(s, 0) ∈ L(M) has an optimal strategy iff its sibling (s, 1) has an optimal strategy.
Suppose τ is an MD strategy in L(M) that is optimal for all states that have an optimal
strategy. Let u be the update function of a corresponding 1-bit strategy in M, derived as
described in Lemma 7. Then for every state s in M that has an optimal strategy we have
PM,s,u[0] (ϕ) = PL(M),(s,0),τ (ϕ) = PL(M),(s,1),τ (ϕ) = PM,s,u[1] (ϕ). That is, both u[0] and
u[1] are optimal from s, so the initial memory mode is irrelevant.
J
To prove Theorem 5, given an acyclic MDP, a set of initial states S0 and ε > 0, we
consider the layered MDP L(M) and set L0 = S0 × {0} of initial states. In the following
lemma, we prove that there exists a single MD strategy that is ε-optimal starting from every
state `0 ∈ L0 in L(M). This and Lemma 7 will directly lead to Theorem 5.
I Lemma 9. Consider an acyclic MDP M and parity objective ϕ = Parity(C ol). Let L(M)
be the layered MDP of M and C ol. For all finite sets L0 of states in L(M) and all ε > 0
there exists a single MD strategy that is ε-optimal for ϕ from every state `0 ∈ L0 .
In the rest of this section, we prove Lemma 9. We fix a layered MDP L(M) (or simply L)
obtained from a given acyclic and finitely branching MDP M and a coloring C ol : S → C,
where the set of states is L and the finite set of initial states is L0 ⊆ L. Let ϕ be the resulting
parity objective in L.
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Figure 2 An MDP M (in grey) and the corresponding layered MDP L(M) with states of layer 0
and 1 in red and blue, respectively. Here, t = (a, b), t0 = (b, c) and t00 = (b, d) are transitions of M.

Recall that even(C) = 2N ∩ C denotes the set of even colors. We denote by emax the
largest even color in even(C) and assume w.l.o.g., that even(C) contains all even numbers
from 2 to emax inclusive. We have:
_

def
ϕ=
GF[L]C ol=e ∧ FG[L]C ol≤e
e∈even(C)

=

_

FGF[L]C ol=e ∧ FG[L]C ol≤e



since GF[L]C ol=e is a tail objective

e∈even(C)

=

_

F GF[L]C ol=e ∧ G[L]C ol≤e



since FGA ∧ FGB = F(GA ∧ GB)

e∈even(C)

=

_

Fϕe ,

e∈even(C)


def
where ϕe = GF[L]C ol=e ∧ G[L]C ol≤e . Indeed, ϕe is the set of runs that win through color e
(i.e., by visiting color e infinitely often and never visiting larger colors). Since the Fϕe are
disjoint, for all states ` and strategies σ, we have:
X
PL,`,σ (ϕ) =
PL,`,σ (Fϕe ).
(2)
e∈even(C)
def

Fix ε > 0 and define γ = emaxε +2 . To construct an MD strategy σ̂ that is ε-optimal
starting from every state in L0 we have an iterative procedure. In each iteration, we define
σ̂ at states in some carefully chosen region; and continuing in this fashion, we gradually
fix all choices of σ̂. In an iteration, in order to fix “good” choices in the “right” region we
need to carefully observe the behavior of finitely many γ2 -optimal strategies σ`0 , one for each
`0 ∈ L0 , which must respect the choices already fixed in previous iterations. We thus view
these strategies σ`0 to be γ2 -optimal not in L but in another layered MDP that is derived
from L after fixing the choices of partially defined σ̂.
In more detail, the proof consists of exactly emax
2 + 1 iterations: one iteration for each
def
even color e and a final “reach” iteration. Starting from color 2 and L0 = L, in the
iteration e ∈ {2, · · · , emax }, we obtain a layered MDP Le from Le−2 by fixing a single choice
for each controlled state in a set fix e . Roughly speaking, a run that falls in the set fix e is
likely going to win through ϕe (win through color e). We identify a certain subspace of fix e ,
referred to as core e , such that the following crucial fact holds: Once core e is visited the run
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remains in fix e with probability at least 1 − γ. At the final iteration, we fix the choices of
all remaining states to maximize the probability of falling into the union of core e sets. As
mentioned, the majority of such runs that visit core e , for some color e, will stay in fix e forever
and thus win parity through color e. After all the iterations, all choices of all controlled
states are fixed, and this prescribes the MD strategy σ̂ from L0 in L.
In order to define the sets fix e we heavily use Lévy’s zero-one law and follow an inductive
transformation on objectives. Lévy’s zero-one states that, for a given set of (infinite) runs of
a Markov chain, if we gradually observe a random run of the chain, we will become more and
more certain whether the random run belongs to that set. This law has a strong implications
for tail objectives. It asserts that on almost all runs s0 s1 s2 · · · the limit of the value of si
w.r.t. a tail objective tends to either 0 or 1.
In each iteration e ∈ {2, · · · , emax }, we transform an objective ψe−2 to a next objective ψe
def
where ψ0 = ϕ is the parity objective and the result of the last transformation is ψemax =
W
e∈even(C) Fcore e . We will also move from the MDP Le−2 to Le after the fixings so as to
maintain the following invariant: For all `0 ∈ L0 , the value of `0 for ψe in Le is almost as
high as its value for ϕ in L, that is
valLe ,ψe (`0 ) ≥ valL,ϕ (`0 ) − e · γ.

(3)

W
def
def S
Recall that ϕ = e∈even(C) Fϕe . Let Fix0 = ∅ and write Fixe = e0 ≤e Cl(fix e0 ) for e ∈
{2, 4, · · · , emax }. We define:
def

ψ0 =

_

Fϕe0 ∧ G ¬Fix0 = ϕ

e0 >0

def

ψe =

_

Fcore e0 ∨

_

(Fϕe0 ∧ G ¬Fixe ).

(4)

e0 >e

e0 ≤e
def

At each transformation, we examine the disjunct χe = Fϕe ∧ G¬Fixe−2 in ψe−2 . The set
of runs satisfying this objective χe not only win through color e but also avoid the previously
fixed regions. Roughly speaking, the aim is to transform χe to Fcore e , to move from ψe−2
to ψe . We apply Lévy’s zero-one law to deduce that the runs satisfying the χe are likely to
enter a region that has a high value for a slightly simpler objective, namely
def

θe = ϕe ∧ G ¬Fixe−2 .

(5)

To do so, we observe in Le−2 the behavior of several arbitrary γ2 -optimal strategies σ`0
for ψe−2 , one for each `0 ∈ L0 . Then, for each σ`0 , we apply Lévy’s zero-one law separately;
this provides that there exists a finite set Re of states that have a high value for θe , and
is reached by one of the σ`0 with probability as high as the probability of satisfying the
disjunct χe . Now we use our previous results [12] on the strategy complexity of Büchi
objectives and prove the existence of an MD strategy τe that is almost optimal for θe (error
less than γ), starting from every state in Re . We define sets fix e and core e to be the set of
def
states from which τe attains a high probability for θe in Le−2 ; see Figure 3. Define β = 1 − γ
def
and α = 1 − γ 2 , and
def

fix e = SafeLe−2 ,τe ,θe (β)

def

core e = SafeLe−2 ,τe ,θe (α).

(6)

We fix the strategy τe in the fix e -region to derive the MDP Le from Le−2 . Formally,
def

Le = Le−2 [τe , fix e ].

(7)
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Figure 3 The construction for Lemma 9. In the first iteration, for color 2, we fix the MD strategy
τ2 in the fix 2 -region. In the second iteration, for color 4, we fix τ4 in fix 4S
, and so on for all even
emax
colors. Everywhere else we fix an γ-optimal reachability strategy towards e=2
core e (in green).

Iteration e ∈ {2, · · · , emax }. For all states `0 ∈ L0 , let σ`0 be a general (not necessarily
MD) γ2 -optimal strategy w.r.t. ψe−2 in the layered MDP Le−2 . Consider the Markov chain C`0
induced by Le−2 , the fixed initial state `0 and strategy σ`0 .
By definition (Equation 5), θe is suffix-closed and Fθe is tail. The strategy σ`0 attains Fθe
with probability at least as large as it achieves disjunct χe in ψe−2 . We apply Lévy’s zero-one
law to deduce that the winning runs of Fθe likely reach a finite set Re of states that have
a high value for θe . In other words, most runs that eventually win through color e, while
eventually avoiding Fixe−2 , will reach Re within a bounded number of steps.
I Lemma 10. Let s0 ∈ S and E be a suffix-closed objective. For all ε, ε0 > 0, there exist n
and a finite set F ⊆ SafeE (1 − ε) such that Ps0 (FE ∧ F≤n F ) ≥ Ps0 (FE) − ε0 .
By Lemma 10, there exist n`0 and a finite set R`0 ⊆ SafeLe−2 ,θe (α) such that
PLe−2 ,`0 ,σ`0 (Fθe ∧ F≤n`0 R`0 ) ≥ PLe−2 ,`0 ,σ`0 (Fθe ) −
def

def

Define ne = max`0 ∈L0 (n`0 ) and R =
the projection of Re on the layer 0.

S

γ
.
2

(8)
def

`0 ∈L0

R`0 . Write Re = {(s, 0) | ∃b · (s, b) ∈ R} for

I Remark 11. Suppose E 0 ⊆ E and ε > 0 are such that P(E 0 ) ≥ P(E) − ε. Then, for any R,
we have P(E 0 ∩ R) ≥ P(E ∩ R) − ε.
Proof. We have:
P(E 0 ∩R) = P(E 0 )−P(E 0 \R) ≥ P(E)−ε−P(E 0 \R) ≥ P(E)−ε−P(E \R) = P(E ∩R)−ε .
J
We apply Remark 11 to Equation (8) to get
PLe−2 ,`0 ,σ`0 (Fθe ∧ G ¬Fixe−2 ∧ FCl(Re )) ≥ PLe−2 ,`0 ,σ`0 (Fθe ∧ G ¬Fixe−2 ) −

γ
.
2

Since FG ¬Fixe−2 ∧ G ¬Fixe−2 = G ¬Fixe−2 and χe = Fϕe ∧ G¬Fixe−2 ,
PLe−2 ,`0 ,σ`0 (χe ∧ FCl(Re )) ≥ PLe−2 ,`0 ,σ`0 (χe ) −

γ
.
2

(9)

We think of GF[S]C ol=e as a Büchi condition on a slightly modified MDP. This allows us
to apply the following theorem from [12] about the strategy complexity of Büchi objectives.
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I Theorem 12 (Theorem 5 in [12]). For every acyclic countable MDP M, a Büchi objective ϕ,
finite set I of initial states and ε > 0, there exists a deterministic 1-bit strategy that is εoptimal from every s ∈ I.
Using Theorem 12, we prove the following.
B Claim 13.
from Re .

In MDP Le−2 , there is an MD strategy τe , that is (α − β)-optimal for θe

Notice that τe is used to define regions core e ⊆ fix e ; see Equation (6) and Figure 3. Since
valLe−2 ,θe (`) = valLe−2 ,θe (`0 ) holds for all siblings ` and `0 , all states in Re have value ≥ α
w.r.t. θe . We have chosen τe to be (α − β)-optimal, which implies PLe−2 ,`,τe (θe ) ≥ β for
all ` ∈ Re . This shows that Re ⊆ fix e . Strategy τe is also used to obtain Le from Le−2 : for
all controlled states ` ∈ fix e , the successor is fixed to be τe (`) in Le , see Equation (7).
Invariant (3). Given a state `0 ∈ L0 , this invariant states that, for all colors e, valLe ,ψe (`0 ) ≥
valL,ϕ (`0 ) − e · γ holds. Recall that ψ0 = ϕ and L0 = L. To prove the invariant, by an
induction on even colors e, it suffices to prove the following:
valLe ,ψe (`0 ) ≥ valLe−2 ,ψe−2 (`0 ) − 2γ.
We construct a strategy π for ψe in Le such that PLe ,`0 ,π (ψe ) ≥ valLe−2 ,ψe−2 (`0 ) − 2γ.
Intuitively speaking, π enforces that most runs that win through colors e0 , with e0 ≤ e,
eventually reach the core e0 -region and most remaining winning runs always avoid the Fixe region.
The strategy π is defined by combining σ`0 and τe ; recall that the strategy σ`0 is γ2 -optimal
w.r.t. ψe−2 starting from `0 in Le−2 . We define π such that it starts by following σ`0 . If it
ever enters Cl(fix e ) then we ensure that it enters fix e as well (in at most one more step).
Then π continues by playing as τe does forever.
The following claim concludes the proof of Invariant (3).
B Claim 14. PLe ,`0 ,π (ψe ) ≥ valLe−2 ,ψe−2 (`0 ) − 2γ.
We summarize the main steps in the proof of Claim 14 here. We first prove the claim
that if π ever enters Cl(fix e ) then it is possible to define it in such a way that it actually
enters fix e .
Comparing ψe with ψe−2 , one notices that two significant terms in the symmetric difference
of these two objectives are χe and Fcore e . Roughly speaking, we use Equation (9) to move
from χe to FCl(fix e ). Then we move from FCl(fix e ) to Fcore e by proving that PLe ,`0 ,π (Fcore e )
is almost as high as PLe−2 ,`0 ,π (FCl(fix e )), modulo small errors. To derive the latter, we rely
on two facts: another application of Lévy’s zero-one law that guarantees PLe ,`0 ,π (θe ∧ Fcore e )
is equal to PLe ,`0 ,π (θe ); and the fact that, as soon as π visits the first state ` ∈ fix e , it
switches to τe forever, and thus attains θe with probability at least β.
Reach iteration. After all
for all `0 ∈ L0 , we have:

emax
2 -iterations

for even colors and the fixing, by Invariant (3),

valLemax ,ψemax (`0 ) ≥ valL,ϕ (`0 ) − emax γ.
(10)
W
Recall that ψemax = e∈even(C) Fcore e . At this last iteration, we fix the choice of all
remaining states in Lemax such that the probability of ψemax is maximized. Recall that there
are uniformly ε-optimal MD strategies for reachability objectives [16]. Hence, there is a
single MD strategy τreach in Lemax that is uniformly γ-optimal w.r.t. ψemax ; in particular,
τreach is γ-optimal from every state `0 ∈ L0 .
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Figure 4 Initial segment of the sea urchin construction. Li is the result of fixing τi inside BETAi
and then ρi inside the ki -bubble (the set of states reachable from the initial state(s) in ≤ ki steps).
Drawn here for i = 1, 2, 3, 4.

def

Let L0 = Lemax [τreach , L]. Let σ̂ be the MD strategy in L that plays from L0 as prescribed
by all the fixings in L0 . Since all choices in all the fix e -region are resolved according to τe ,
e ∈ {2, · · · , emax }, we can apply Lévy’s zero-one law another time.
I Lemma 15. Let 0 < β1 < β2 ≤ 1 and E a tail objective. For s ∈ SafeE (β2 ), the following
2 −β1
holds: Ps (G SafeE (β1 )) ≥ β1−β
.
1
By Lemma 15, for all states ` ∈ core e ,
PLemax ,`,τe (Gfix e ) ≥

α−β
≥ 1 − γ.
1−β

(11)

States in fix e have a high value for θe and thus also for Fϕe .
I Lemma 16. Let 0 < β < 1 and E a tail objective. For all states s ∈ SafeE (β):
1. Ps (FGSafeE (β) \ E) = 0; and
2. Ps (E \ FGSafeE (β)) = 0.
By Lemma 16.2, we satisfy Fϕe almost surely:
PLemax ,`,τe (Fϕe | Gfix e ) = 1.

(12)

Using Equations (10) and (11), we prove the following.
B Claim 17. The MD strategy σ̂ is ε-optimal for parity objective ϕ, from every state `0 ∈ L0 .
This concludes the proof of Lemma 9.

4

Optimal Strategies for Parity

In this section we show Theorem 2, i.e., that optimal strategies for parity, where they exist,
can be chosen deterministic 1-bit Markov.
First we show the main technical result of this section.
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I Lemma 18. Let L(M) be the layered MDP obtained from an acyclic and finitely branching MDP M and a coloring C ol such that all states are almost surely winning for ϕ =
Parity(C ol) (i.e., every state s has a strategy σs such that PL(M),s,σs (ϕ) = 1).
For every initial state s0 there exists an MD strategy σ that almost surely wins, i.e.,
PL(M),s0 ,σ (ϕ) = 1.
Proof sketch. For a complete proof we refer the reader to the technical report [13].
For some intuition consider Figure 4. The sea urchin construction is a plastering construction with infinitely many iterations where MD strategies are fixed in larger and larger
subspaces. Its name comes from the shape of the subspace in which player choices are
fixed up-to iteration i: A growing finite body of states that are reachable from the initial
state s0 within ≤ ki steps, plus i different spikes of infinite size. Each spike is composed of
nested subsets ALPHAi ⊆ BETAi (and ⊆ GAMMAi , which is used only in the correctness
argument) that correspond to different levels of attainment of certain ε-optimal MD strategies
τi , obtained from Lemma 9. Strategy τi is then fixed in BETAi (and thus in ALPHAi ). Other
MD strategies ρi are fixed elsewhere in the finite body, up-to horizon ki . Using Lévy’s
zero-one law, we prove that, once inside ALPHAi , there is a high chance of never leaving
the i-th spike BETAi . Moreover, almost all runs that stay in the i-th spike satisfy parity.
Finally, the strategies ρi ensure that at least 1/2 (by probability mass) of the runs from s0
that don’t stay in one of the first i spikes will eventually stay in the (i + 1)-th spike and
satisfy parity there. Thus, at the stage with i spikes, the fixed MD strategy attains parity
with some probability ≥ 1 − 2−i already inside this fixed subspace. In the limit of i → ∞,
the resulting MD strategy attains parity almost surely.
J
I Definition 19. For a tail objective ϕ and an MDP M = (S, S2 , S# , −→, P ), we define
the conditioned version of M w.r.t. ϕ to be the MDP M∗ = (S∗ , S∗2 , S∗# , −→∗ , P∗ ) with
S∗ = {s ∈ S | ∃ σ. PM,s,σ (ϕ) = valM (s) > 0} and S∗2 = S∗ ∩ S2 and S∗# = S∗ ∩ S# and
−→∗ = {(s, t) ∈ S∗ × S∗ | s−→t and if s ∈ S∗2 then valM (s) = valM (t)}

and P∗ : S∗# → D(S∗ ) so that P∗ (s)(t) = P (s)(t) ·
s −→∗ t.

valM (t)
valM (s)

for all s ∈ S∗# and t ∈ S∗ with

A proof that P∗ (s) is a probability distribution for all s ∈ S∗# and therefore that M∗
is well-defined, can be found in the full paper [13], Appendix C. The name “conditional
MDP” stems from a useful property that for all strategies that are optimal for ϕ in M,
the probability in M∗ of any event is the same as that of its probability in M conditioned
under ϕ.
The following theorem is a very slight generalization of [14, Theorem 5]. It gives a
sufficient condition under which we can conclude the existence of MD optimal strategies from
the existence of MD almost-sure winning strategies.
I Theorem 20. Let ϕ be a tail objective. Let M = (S, S2 , S# , −→, P ) be an MDP and
M∗ = (S∗ , S∗2 , S∗# , −→∗ , P∗ ) its conditioned version wrt. ϕ. Then:
1. For all s ∈ S∗ there exists a strategy σ with PM∗ ,s,σ (ϕ) = 1.
2. Suppose that for every s ∈ S∗ there exists an MD strategy σ 00 with PM∗ ,s,σ00 (ϕ) = 1. Then
there is an MD strategy σ 0 such that for all s ∈ S:

∃σ ∈ Σ. PM,s,σ (ϕ) = valM (s) =⇒ PM,s,σ0 (ϕ) = valM (s)
I Theorem 21. Consider an acyclic MDP M and a parity objective.
There exists a deterministic 1-bit strategy that is optimal from all states that have an
optimal strategy.
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Proof. Consider the corresponding layered system L(M) (cf. Definition 6), which is also
acyclic. Let Sopt be the subset of states that have an optimal strategy in M. Thus all states
in Sopt × {0, 1} have an optimal strategy in L(M) by Lemma 7.
We now use Theorem 20 to obtain an MD strategy σ 0 in L(M) that is optimal for all
states in L(M) that have an optimal strategy. First, the parity objective is tail. Second, in
L(M), any two siblings have the same value w.r.t. parity by Remark 8. Therefore the changes
from L(M) to its conditioned version L(M)∗ (wrt. the parity objective) are symmetric in
the two layers. Thus L(M)∗ is also a layered acyclic MDP (i.e., there exists some acyclic
MDP M0 s.t. L(M)∗ = L(M0 )), and by Theorem 20.1 all states in L(M)∗ are almost surely
winning. Now we can apply Lemma 18 (generalized to infinitely branching acyclic layered
MDPs by Lemma 3) to L(M)∗ and obtain that for every state in L(M)∗ there is an MD
strategy that almost surely wins. By Theorem 20.2 there is an MD strategy σ 0 in L(M) that
is optimal for all states that have an optimal strategy. In particular, σ 0 is optimal for the
states in Sopt × {0, 1} in L(M). By Lemma 7, this yields a deterministic 1-bit strategy in
M that is optimal for all states in Sopt .
J
In Theorem 21 the initial memory mode of the 1-bit strategy is irrelevant (recall Remark 8).
Theorem 2 now follows directly from Theorem 21 and Lemma 4(3).

5

Optimal Strategies for {0, 1, 2}-Parity

I Theorem 22. Let M = (S, S2 , S# , −→, P ) be an MDP, ϕ a {0, 1, 2}-Parity objective and
M∗ = (S∗ , S∗2 , S∗# , −→∗ , P∗ ) its conditioned version wrt. ϕ. Assume that in M∗ for every
safety objective (given by some target T ⊆ S∗ ) and ε > 0 there exists a uniformly ε-optimal
MD strategy. Let Sopt be the subset of states that have an optimal strategy for ϕ in M.
Then there exists an MD strategy in M that is optimal for ϕ from every state in Sopt .
The above result generalizes [14, Theorem 16], which considers only finitely-branching
MDPs and uses the fact that for every safety objective, an MD strategy exists that is
uniformly optimal. This is not generally true for infinitely-branching acyclic MDPs [14]. To
prove Theorem 22, we adjust the construction so that it only requires uniformly ε-optimal
MD strategies for safety objectives (in the conditioned MDP M∗ ).
In order to apply Theorem 22 to infinitely-branching acyclic MDPs, we now show that
acyclicity guarantees the existence of uniformly ε-optimal MD strategies for safety objectives.
I Lemma 23. For every acyclic MDP with a safety objective and every ε > 0 there exists
an MD strategy that is uniformly ε-optimal.
While we defined ε-optimality wrt. additive errors (cf. Section 2), our proof of Lemma 23
shows that the claim holds even wrt. multiplicative errors (in the style of [16]).
I Theorem 24. Consider an MDP M with a {0, 1, 2}-Parity objective and let Sopt be the
subset of states that have an optimal strategy.
1. If M is acyclic then there exists an MD strategy that is optimal from every state in Sopt .
2. There exists a deterministic Markov strategy that is optimal from every state in Sopt .
Proof. Towards item 1, if M is acyclic then also its conditioned version M∗ (with respect
to {0, 1, 2}-Parity) is acyclic. Thus, by Lemma 23, in M∗ for every ε > 0 and every
safety objective there is a uniformly ε-optimal MD strategy. The result now follows from
Theorem 22.
Item 2 follows from Item 1 and Lemma 4 (item 3 with k = 0).
J
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6

ε-Optimal Strategies for {0, 1}-Parity (co-Büchi)

I Theorem 25. Suppose that M = (S, S2 , S# , −→, P ) is an MDP such that for every safety
objective (given by some target T ⊆ S) and ε > 0 there exists a uniformly ε-optimal MD
strategy.
Then for every co-Büchi objective (given by some coloring C ol : S → {0, 1}) and ε > 0
there exists a uniformly ε-optimal MD strategy.
The precondition of Theorem 25 is satisfied by many classes of MDPs. Indeed, we obtain
the following.
I Corollary 26. Consider an MDP M and a co-Büchi objective.
1. If M is acyclic then, for every ε > 0, there exists a uniformly ε-optimal MD strategy.
2. If M is finitely branching then, for every ε > 0, there exists a uniformly ε-optimal MD
strategy.
3. For every ε > 0 there exists a deterministic Markov strategy that, from every initial state
s, attains at least valM (s) − ε.
Proof. Towards (1), for acyclic MDPs, uniformly ε-optimal strategies for safety can be
chosen MD by Lemma 23. Towards (2), for finitely branching MDPs there always exists even
a uniformly optimal MD strategy for every safety objective. In both cases the claim then
follows from Theorem 25. Claim (3) follows directly from (1) and Lemma 4 (item 2 with
k = 0).
J
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Introduction

Markov decision processes (MDP) are an important mathematical formalism for modeling
and solving sequential decision problems in stochastic environments [23]. The importance of
this model has triggered a large number of works in different research communities within
computer science, most notably in formal verification, and in artificial intelligence and
machine learning. The works done in these research communities have respective weaknesses
and complementary strengths. On the one hand, algorithms developed in formal verification
are generally complete and provide strong guarantees on the optimality of computed solutions
but they tend to be applicable to models of moderate size only. On the other hand, algorithms
developed in artificial intelligence and machine learning usually scale to larger models but
only provide weaker guarantees. Instead of opposing the two sets of algorithms, there have
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been recent works [2, 14, 6, 12, 11, 19, 1] that try to combine the strengths of the two
approaches in order to offer new hybrid algorithms that scale better and provide stronger
guarantees. The contributions described in this paper are part of this research agenda: we
show how to integrate symbolic advice defined by formal specifications into Monte Carlo Tree
Search algorithms [7] using techniques such as SAT [21] and QBF [24].
When an MDP is too large to be analyzed offline using verification algorithms, receding
horizon analysis combined with simulation techniques are used online [17]. Receding horizon
techniques work as follows. In the current state s of the MDP, for a fixed horizon H, the
receding horizon algorithm searches for an action a that is the first action of a plan to act
(almost) optimally on the finite horizon H. When such an action is identified, then it is
played from s and the state evolves stochastically to a new state s0 according to the dynamics
specified by the MDP. The same process is repeated from s0 . The optimization criterion
over the H next step depends on the long run measure that needs to be optimised. The tree
unfolding from s that needs to be analyzed is often very large (e.g. it may be exponential
in H). As a consequence, receding horizon techniques are often coupled with sampling
techniques that avoid the systematic exploration of the entire tree unfolding at the expense
of approximation. The Monte Carlo Tree Search (MCTS) algorithm [7] is an increasingly
popular tree search algorithm that implements these ideas. It is one of the core building
blocks of the AlphaGo algorithm [25].
While MCTS techniques may offer reasonable performances out of the shelf, they usually
need substantial adjustments that depend on the application to really perform well. One
way to adapt MCTS to a particular application is to bias the search towards promising
subspaces taking into account properties of the application domain [16, 26]. This is usually
done by coding directly handcrafted search and sampling strategies. We show in this paper
how to use techniques from formal verification to offer a flexible and rigorous framework to
bias the search performed by MCTS using symbolic advice. A symbolic advice is a formal
specification, that can be expressed for example in your favorite linear temporal logic, and
which constrain the search and the sampling phases of the MCTS algorithm using QBF and
SAT solvers. Our framework offers in principle the ability to easily experiment with precisely
formulated bias expressed declaratively using logic.
Contributions. On the theoretical side, we study the impact of using symbolic advice on
the guarantees offered by MCTS. We identify sufficient conditions for the symbolic advice to
preserve the convergence guarantees of the MCTS algorithm (Theorem 21). Those results are
partly based on an analysis of the incidence of sampling on those guarantees (Theorem 11)
which can be of independent interest.
On a more practical side, we show how symbolic advice can be implemented using SAT
and QBF techniques. More precisely, we use QBF [22] to force that all the prefixes explored
by the MCTS algorithm in the partial tree unfolding have the property suggested by the
selection advice (whenever possible) and we use SAT-based sampling techniques [9] to achieve
uniform sampling among paths of the MDP that satisfy the sampling advice. The use of this
symbolic exploration techniques is important as the underlying state space that we need to
analyze is usually huge (e.g. exponential in the receding horizon H).
To demonstrate the practical interest of our techniques, we have applied our new MCTS
with symbolic advice algorithm to play Pac-Man. Figure 1 shows a grid of the Pac-Man
game. In this version of the classical game, the agent Pac-Man has to eat food pills as fast
as possible while avoiding being pinched by ghosts. We have chosen this benchmark to
evaluate our algorithm for several reasons. First, the state space of the underlying MDP is
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Figure 1 We used two grids of size 9 × 21 and 27 × 28 for our experiments. Pac-Man loses if
he makes contact with a ghost, and wins if he eats all food pills (in white). The agents can travel
in four directions unless they are blocked by the walls in the grid, and ghosts cannot reverse their
direction. The score decreases by 1 at each step, and increases by 10 whenever Pac-Man eats a food
pill. A win (resp. loss), increases (resp. decreases) the score by 500. The game can be seen as an
infinite duration game by saying that whenever Pac-Man wins or loses, the positions of the agents
and of the food pills are reset.

way too large for the state-of-the-art implementations of complete algorithms. Indeed, the
reachable state space of the small grid shown here has approximately 1016 states, while the
classical grid has approximately 1023 states. Our algorithm can handle both grids. Second,
this application not only allows for comparison between performances obtained from several
versions of the MCTS algorithm but also with the performances that humans can attain in
this game. In the Pac-Man benchmark, we show that advice that instructs Pac-Man on
the one hand to avoid ghosts at all costs during the selection phase of the MCTS algorithm
(enforced whenever possible by QBF) and on the other hand to bias the search to paths in
which ghosts are avoided (using uniform sampling based on SAT) allow to attain or surpass
human level performances while the standard MCTS algorithm performs much worse.

Related works. Our analysis of the convergence of the MCTS algorithm with appropriate
symbolic advice is based on extensions of analysis results based on bias defined using UCT
(bandit algorithms) [18, 3]. Those results are also related to sampling techniques for finite
horizon objectives in MDP [17].
Our concept of selection phase advice is related to the MCTS-minimax hybrid algorithm
proposed in [4]. There the selection phase advice is not specified declaratively using logic but
encoded directly in the code of the search strategy. No use of QBF nor SAT is advocated
there and no use of sampling advice either. In [1], the authors provide a general framework
to add safety properties to reinforcement learning algorithms via shielding. These techniques
analyse statically the full state space of the game in order to compute a set of unsafe actions
to avoid. This fits our advice framework, so that such a shield could be used as an online
selection advice in order to combine their safety guarantees with our formal results for MCTS.
More recently, a variation of shielding called safe padding has been studied in [14]. Both
works are concerned with reinforcement learning and not with MCTS. Note that in general
multiple ghosts may prevent the existence of a strategy to enforce safety, i.e. always avoid
pincer moves.
Our practical handling of symbolic sampling advice relies on symbolic sampling techniques
introduced in [8], while our handling of symbolic selection advice relies on natural encodings
via QBF that are similar to those defined in [22].

CONCUR 2020

40:4

Monte Carlo Tree Search Guided by Symbolic Advice for MDPs

2

Preliminaries

P
A probability distribution on a finite set S is a function d : S → [0, 1] such that s∈S d(s) = 1.
We denote the set of all probability distributions on set S by D(S). The support of a
distribution d ∈ D(S) is Supp(d) = {s ∈ S | d(s) > 0}.

2.1

Markov decision process

I Definition 1 (MDP). A Markov decision process is a tuple M = (S, A, P, R, RT ), where S
is a finite set of states, A is a finite set of actions, P is a mapping from S × A to D(S) such
that P (s, a)(s0 ) denotes the probability that action a in state s leads to state s0 , R : S × A → R
defines the reward obtained for taking a given action at a given state, and RT : S → R assigns
a terminal reward to each state in S.1
For a Markov decision process M , a path of length i > 0 is a sequence of i consecutive
states and actions followed by a last state. We say that p = s0 a0 s1 . . . si is an i-length path
in the MDP M if for all t ∈ [0, i − 1], at ∈ A and st+1 ∈ Supp(P (st , at )), and we denote
last(p) = si and first(p) = s0 . We also consider states to be paths of length 0. An infinite
path is an infinite sequence p = s0 a0 s1 . . . of states and actions such that for all t ∈ N,
at ∈ A and st+1 ∈ Supp(P (st , at )). We denote the finite prefix of length t of a finite or
infinite path p = s0 a0 s1 . . . by p|t = s0 a0 . . . st . Let p = s0 a0 s1 . . . si and p0 = s00 a00 s01 . . . s0j
be two paths such that si = s00 , let a be an action and s be state of M . Then, p · p0 denotes
s0 a0 s1 . . . si a00 s01 . . . s0j and p · as denotes s0 a0 s1 . . . si as.
For an MDP M , the set of all finite paths of length i is denoted by PathsiM . Let PathsiM (s)
denote the set of paths p in PathsiM such that first(p) = s. Similarly, if p ∈ PathsiM and i ≤ j,
then let PathsjM (p) denote the set of paths p0 in PathsjM such that there exists p00 ∈ Pathsj−i
M
with p0 = p · p00 . We denote the set of all finite paths in M by PathsM and the set of finite
paths of length at most H by Paths≤H
M .
I Definition 2. The total reward of a finite path p = s0 a0 . . . sn in M is defined as
RewardM (p) =

n−1
X

R(st , at ) + RT (sn ) .

t=0

A (probabilistic) strategy is a function σ : PathsM → D(A) that maps a path p to a
probability distribution in D(A). A strategy σ is deterministic if the support of the probability
distributions σ(p) has size 1, it is memoryless if σ(p) depends only on last(p), i.e. if σ satisfies
that for all p, p0 ∈ PathsM , last(p) = last(p0 ) ⇒ σ(p) = σ(p0 ). For a probabilistic strategy
σ and i ∈ N, let PathsiM (σ) denote the paths p = s0 a0 . . . si in PathsiM such that for all
t ∈ [0, i − 1], at ∈ Supp(σ(p|t )). For a finite path p of length i ∈ N and some j ≥ i, let
PathsjM (p, σ) denote PathsjM (σ) ∩ PathsjM (p).
For a strategy σ and a path p ∈ PathsiM (σ), let the probability of p = s0 a0 . . . si in M
Qi−1
according to σ be defined as PiM,σ (p) = t=0 σ(p|t )(at )P (st , at )(st+1 ). The mapping PiM,σ
defines a probability distribution over PathsiM (σ).

1

We assume for convenience that every action in A can be taken from every state. One may need to limit
this choice to a subset of legal actions that depends on the current state. This concept can be encoded
in our formalism by adding a sink state reached with probability 1 when taking an illegal action.
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I Definition 3. The expected average reward of a probabilistic strategy σ in an MDP M ,
starting from state s, is defined as
1
ValM (s, σ) = lim inf E [RewardM (p)] ,
n→∞ n
where p is a random variable over PathsnM (σ) following the distribution PnM,σ .
I Definition 4. The optimal expected average reward starting from a state s in an MDP
M is defined over all strategies σ in M as ValM (s) = supσ ValM (s, σ).
One can restrict the supremum to deterministic memoryless strategies [23, Proposition 6.2.1]. A strategy σ is called -optimal for the expected average reward if ValM (s, σ) ≥
ValM (s) −  for all s.
I Definition 5. The expected total reward of a probabilistic strategy σ in an MDP M , starting
from state s and for a finite horizon i, is defined as ValiM (s, σ) = E [RewardM (p)], where p is
a random variable over PathsiM (σ) following the distribution PiM,σ .
I Definition 6. The optimal expected total reward starting from a state s in an MDP M ,
with horizon i ∈ N, is defined over all strategies σ in M as ValiM (s) = supσ ValiM (s, σ).
One can restrict the supremum to deterministic strategies [23, Theorem 4.4.1.b].
i,∗
Let σM,s
denote a deterministic strategy that maximises ValiM (s, σ), and refer to it as
an optimal strategy for the expected total reward of horizon i at state s. For i ∈ N, let
i
σM
refer to a deterministic memoryless strategy that maps every state s in M to the first
action of a corresponding optimal strategy for the expected total reward of horizon i, so
i,∗
i
that σM
(s) = σM,s
(s). As there may exist several deterministic strategies σ that maximise
ValiM (s, σ), we denote by optiM (s) the set of actions a such that there exists an optimal
i,∗
i
strategy σM,s
that selects a from s. A strategy σM
can be obtained by the value iteration
algorithm:
I Proposition 7 (Value iteration [23, Section 5.4]). For a state
s in MDP M , for all i ∈ N,

P
i
0
0
Vali+1
(s)
=
max
R(s,
a)
+
P
(s,
a)(s
)Val
(s
)
0
a∈A
M
M
sP


i
0
0
opti+1
M (s) = arg maxa∈A R(s, a) +
s0 P (s, a)(s )ValM (s )
n
Moreover, for a large class of MDPs and a large enough n, the strategy σM
is -optimal
for the expected average reward:

I Proposition 8 ([23, Theorem 9.4.5]). For a strongly aperiodic2 Markov decision process
n
M , it holds that ValM (s) = limn→∞ [Valn+1
M (s) − ValM (s)]. Moreover, for any  > 0 there
n
exists N ∈ N such that for all n ≥ N , V alM (s, σM
) ≥ V alM (s) −  for all s.
A simple transformation can be used to make an MDP strongly aperiodic without changing
the optimal expected average reward and the associated optimal strategies. Therefore, one
H
can use an algorithm computing the strategy σM
in order to optimise for the expected
average reward, and obtain theoretical guarantees for a horizon H big enough. This is known
as the receding horizon approach.
Finally, we will use the notation T (M, s0 , H) to refer to an MDP obtained as a tree-shaped
unfolding of M from state s0 and for a depth of H. In particular, the states of T (M, s0 , H)
correspond to paths in Paths≤H
M (s0 ). Then, it holds that:
H
H
H
I Lemma 9. ValH
M (s0 ) is equal to ValT (M,s0 ,H) (s0 ), and optM (s0 ) is equal to optT (M,s0 ,H) (s0 ).

The aperiodicity and unfolding transformations are detailed in Appendix A.
2

A Markov decision process is strongly aperiodic if P (s, a)(s) > 0 for all s ∈ S and a ∈ A.
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2.2

Bandit problems and UCB

In this section, we present bandit problems, whose study forms the basis of a theoretical
analysis of Monte Carlo tree search algorithms.
Let A denote a finite set of actions. For each a ∈ A, let (xa,t )t≥1 be a sequence of
random payoffs associated to a. They correspond to successive plays of action a, and for
every action a and every t ≥ 1, let xa,t be drawn with respect to a probability distribution
Da,t over [0, 1]. We denote by Xa,t the random variable associated to this drawing. In a
fixed distributions setting (the classical bandit problem), every action is associated to a fixed
probability distribution Da , so that Da,t = Da for all t ≥ 1.
The bandit problem consists of a succession of steps where the player selects an action
and observes the associated payoff, while trying to maximise the cumulative gains. For
example, selecting action a, then b and then a again would yield the respective payoffs
xa,1 , xb,1 and xa,2 for the first three steps, drawn from their respective distributions. Let
the regret Rn denote the difference, after n steps, between the optimal expected payoff
Pn
maxa∈A E[ t=1 Xa,t ] and the expected payoff associated to our action selection. The goal is
to minimise the long-term regret when the number of steps n increases.
The algorithm UCB1 of [3] offers a practical solution to this problem, and offers theoretical
Pn
guarantees. For an action a and n ≥ 1, let xa,n = n1 t=1 xa,t denote the average payoff
obtained from the first n plays of a. Moreover, for a given step number t let ta denote how
many times action a was selected in the first t steps. The algorithm q
UCB1 chooses, at step
t+1, the action a that maximises xa,ta +ct,ta , where ct,ta is defined as 2 tlna t . This procedure
enjoys optimality guarantees detailed in [3], as it keeps the regret Rn below O(log n).
We will make use of an extension of these results to the general setting of non-stationary
bandit problems, where the distributions Da,t are no longer fixed with respect to t. This
problem has been studied in [18], and results were obtained for a class of distributions Da,t
that respect assumptions referred to as drift conditions.
For a fixed n ≥ 1, let X a,n denote the random variable obtained as the average of the
random variables associated with the first n plays of a. Let µa,n = E[X a,n ]. We assume that
these expected means eventually converge, and let µa = limn→∞ µa,n .
I Definition 10 (Drift conditions). For all a ∈ A, the sequence (µa,n )n≥1 converges to some
value µa . Moreover, therep
exists a constant Cp > 0 and an integer Np such that for n ≥ Np and
any δ > 0, if ∆n (δ) = Cp n ln(1/δ) then the tail inequalities P[nX a,n ≥ nµa,n + ∆n (δ)] ≤ δ
and P[nX a,n ≤ nµa,n − ∆n (δ)] ≤ δ hold.
We recall in Appendix B the results of [18], and provide an informal description of
those results here. Consider using the algorithmqUCB1 on a non-stationary bandit problem
satisfying the drift conditions, with ct,ta = 2Cp lntat . First, one can bound logarithmically
the number of times a suboptimal action is played. This is used to bound the difference
between µa and E[X n ] by O(ln n/n), where a is an optimal action and where X n denotes
the global average of payoffs received over the first n steps. This is the main theoretical
guarantee obtained for the optimality of UCB1. Also for any action a, the authors state
a lower bound for the number of times the action is played. The authors also prove a tail
inequality similar to the one described in the drift conditions, but on the random variable
X n instead of X a,n . This will be useful for inductive proofs later on, when the usage of
UCB1 is nested so that the global sequence X n corresponds to a sequence X b,n of an action
b played from the next state of the MDP. Finally, it is shown that the probability of making
the wrong decision (choosing a suboptimal action) converges to 0 as the number of plays n
grows large enough.

D. Busatto-Gaston, D. Chakraborty, and J.-F. Raskin

3

40:7

Monte Carlo tree search with simulation

H
In a receding horizon approach, the objective is to compute ValH
M (s0 ) and σM for some state
s0 and some horizon H. Exact procedures such as the recursive computation of Proposition 7
can not be used on large MDPs, resulting in heuristic approaches. We focus on the Monte
Carlo Tree Search (MCTS) algorithm [7], that can be seen as computing approximations
H
of ValH
M and σM (s0 ) on the unfolding T (M, s0 , H). Note that rewards in the MDP M are
3
bounded. For the sake of simplicity we assume without loss of generality that for all paths
p of length at most H the total reward RewardM (p) belongs to [0, 1].
Given an initial state s0 , MCTS is an iterative process that incrementally constructs a
search tree rooted at s0 describing paths of M and their associated values. This process
goes on until a specified budget (of number of iterations or time) is exhausted. An iteration
constructs a path in M by following a decision strategy to select a sequence of nodes in the
search tree. When a node that is not part of the current search tree is reached, the tree is
expanded with this new node, whose expected reward is approximated by simulation. This
value is then used to update the knowledge of all selected nodes in backpropagation.
In the search tree, each node represents a path. For a node p and an action a ∈
A, let children(p, a) be a list of nodes representing paths of the form p · as0 where s0 ∈
Supp(P (last(p), a)). For each node (resp. node-action pair) we store a value value(p) (resp.
value(p, a)) computed for node p (resp. for playing a from node p), meant to approximate
P
H−|p|
H−|p|−1 0
ValM
(last(p)) (resp. R(last(p), a) + s0 P (last(p), a)(s0 )ValM
(s )), and a counter
count(p) (resp. count(p, a)), that keeps track of the number of iterations that selected node p
(resp. that selected the action a from p). We add subscripts i ≥ 1 to these notations to
denote the number of previous iterations, so that valuei (p) is the value of p obtained after i
iterations of MCTS, among which p was selected counti (p) times. We also define totali (p) and
totali (p, a) as shorthand for respectively valuei (p) × counti (p) and valuei (p, a) × counti (p, a).
Each iteration consists of three phases. Let us describe these phases at iteration number i.

Selection phase. Starting from the root node, MCTS descends through the existing search
tree by choosing actions based on the current values and counters and by selecting next
states stochastically according to the MDP. This continues until reaching a node q, either
outside of the search tree or at depth H. In the former case, the simulation phase is called
to obtain a value valuei (q) that will be backpropagated along the path q. In the latter case,
we use the exact value valuei (q) = RT (last(q)) instead.
The action selection process needs to balance between the exploration of new paths and
the exploitation of known, promising paths. A popular way to balance both is the upper
confidence bound for trees (UCT) algorithm [18], that interprets the action selection problem
∗
of each nodeh of the MCTS tree
q as a bandit iproblem, and selects an action a in the set
arg maxa∈A valuei−1 (p, a) + C

ln(counti−1 (p))
counti−1 (p,a)

, for some constant C.

Simulation phase. In the simulation phase, the goal is to get an initial approximation
for the value of a node p, that will be refined in future iterations of MCTS. Classically, a
sampling-based approach can be used, where one computes a fixed number c ∈ N of paths
P
1
0
p · p0 in PathsH
M (p). Then, one can compute valuei (p) = c
p0 RewardM (p ), and fix counti (p)
to 1. Usually, the samples are derived by selecting actions uniformly at random in the MDP.

3

There are finitely many paths of length at most H, with rewards in R.
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In our theoretical analysis of MCTS, we take a more general approach to the simulation
phase, defined by a finite domain I ⊆ [0, 1] and a function f : Paths≤H
M → D(I) that maps
every path p to a probability distribution on I. In this approach, the simulation phase simply
draws a value valuei (p) at random according to the distribution f (p), and sets counti (p) = 1.
Backpropagation phase. From the value valuei (p) obtained at a leaf node p = s0 a0 s1 . . . sh
Ph−1
at depth h in the search tree, let rewardi (p|k ) = l=k R(sl , al ) + valuei (p) denote the reward
associated with the path from node p|k to p in the search tree. For k from 0 to h − 1 we
total

(p )+reward (p )

i−1
i
|k
|k
update the values according to valuei (p|k ) =
. The value valuei (p|k , ak )
counti (p|k )
is updated based on totali−1 (p|k , ak ), rewardi (p|k ) and counti (p|k , ak ) with the same formula.

Theoretical analysis. In the remainder of this section, we prove Theorem 11, that provides
theoretical properties of the MCTS algorithm with a general simulation phase (defined
by some fixed I and f ). This theorem was proven in [18, Theorem 6] for a version of
the algorithm that called MCTS recursively until leaves were reached, as opposed to the
sampling-based approach that has become standard in practice. Note that sampling-based
approaches are captured by our general description of the simulation phase. Indeed, if
the number of samples c is set to 1, let I be the set of rewards associated with paths
of Paths≤H
M , and let f (p) be a probability distribution over I, such that for every reward
RewardM (p0 ) ∈ I, f (p)(RewardM (p0 )) is the probability of path p0 being selected with a
uniform action selections in T (M, s0 , H), starting from the node p. Then, the value valuei (p)
drawn at random according to the distribution f (p) corresponds to the reward of a random
sample p · p0 drawn in PathsH
M . If the number of samples c is greater than 1, one simply needs
to extend I to be the set of average rewards over c paths, while f (p) becomes a distribution
over average rewards.
I Theorem 11. Consider an MDP M , a horizon H and a state s0 . Let Vn (s0 ) be a random
variable that represents the value valuen (s0 ) at the root of the search tree after n iterations
of the MCTS algorithm on M . Then, |E[Vn (s0 )] − ValH
M (s0 )| is bounded by O((ln n)/n).
Moreover, the failure probability P[arg maxa valuen (s0 , a) 6⊆ optH
M (s0 )] converges to zero.
Following the proof scheme of [18, Theorem 6], this theorem is obtained from the results
mentioned in Section 2.2. To this end, every node p of the search tree is considered to be
an instance of a bandit problem with non-stationary distributions. Every time a node is
selected, a step is processed in the corresponding bandit problem.
Let (Ii (p))i≥1 be a sequence of iteration numbers for the MCTS algorithm that describes
when the node p is selected, so that the simulation phase was used on p at iteration number
I1 (p), and so that the i-th selection of node p happened on the iteration number Ii (p). We
define sequences (Ii (p, a))i∈N similarly for node-action pairs.
For all paths p and actions a, a payoff sequence (xa,t )t≥1 of associated random variables
(Xa,t )t≥1 is defined by xa,t = rewardIt (p,a) (p). Note that in the selection phase at iteration
number It (p, a), p must have been selected and must be a prefix of length k of the leaf node
p0 reached in this iteration, so that rewardIt (p,a) (p) is computed as rewardIt (p,a) (p0|k ) in the
backpropagation phase. According to the notations of Section 2.2, for all t ≥ 1 we have
countIt (p) (p) = t, countIt (p) (p, a) = ta and valueIt (p) (p, a) = xa,ta .
Then, one can obtain Theorem 11 by applying inductively the UCB1 results recalled in
Appendix B on the search tree in a bottom-up fashion. Indeed, as the root s0 is selected at
every iteration, In (s0 ) = n and valuen (s0 ) = xn , while ValH
M (s0 ) corresponds to recursively
selecting optimal actions by Proposition 7.
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The main difficulty, and the difference our simulation phase brings compared with the
proof of [18, Theorem 6], lies in showing that our payoff sequences (xa,t )t≥1 , defined with an
initial simulation step, still satisfy the drift conditions of Definition 10. We argue that this is
true for all simulation phases defined by any I and f :
I Lemma 12. For any MDP M , horizon H and state s0 , the sequences (Xa,t )t≥1 satisfy
the drift conditions.
Although the long-term guarantees of Theorem 11 hold for any simulation phase independently of the MDP, in practice one would expect better results from a good simulation,
that gives a value close to the real value of the current node. Domain-specific knowledge can
be used to obtain such simulations, and also to guide the selection phase based on heuristics.
Our goal will be to preserve the theoretical guarantees of MCTS in the process.

4

Symbolic advice for MCTS

In this section, we introduce a notion of advice meant to guide the construction of the Monte
Carlo search tree. We argue that a symbolic approach is needed in order to handle large
MDPs in practice. Let a symbolic advice A be a logical formula over finite paths whose truth
value can be tested with an operator |=.
I Example 13. A number of standard notions can fit this framework. For example, reachability and safety properties, LTL formulæ over finite traces or regular expressions could be
used. We will use a safety property for Pac-Man as a example (see Figure 1), by assuming
that the losing states of the MDP should be avoided. This advice is thus satisfied by every
path such that Pac-Man does not make contact with a ghost.
H
We denote by PathsH
M (A) the set of paths p ∈ PathsM such that p |= A. For a path
≤H
H
0
4
p ∈ PathsM , we denote by PathsM (p, A) the set of paths p0 ∈ PathsH
M (p) such that p |= A.
A
A nondeterministic strategy is a function σ : PathsM → 2 that maps a finite path
p to a subset of A. For a strategy σ 0 and a nondeterministic strategy σ, σ 0 ⊆ σ if for
all p, Supp(σ 0 (p)) ⊆ σ(p). Similarly, a nondeterministic strategy for the environment
is a function τ : PathsM × A → 2S that maps a finite path p and an action a to a
subset of Supp(P (last(p), a)). We extend the notations used for probabilistic strategies to
H
nondeterministic strategies in a natural way, so that PathsH
M (σ) and PathsM (τ ) denote the
paths of length H compatible with the strategy σ or τ , respectively.
H
For a symbolic advice A and a horizon H, we define a nondeterministic strategy σA
and
H
a nondeterministic strategy τA for the environment such that for all paths p with |p| < H,
H−|p|−1

H
σA
(p) = {a ∈ A | ∃s ∈ S, ∃p0 ∈ PathsM
H−|p|−1

H
τA
(p, a) = {s ∈ S | ∃p0 ∈ PathsM

(s), p · as · p0 |= A} ,

(s), p · as · p0 |= A} .

H
H
The strategies σA
and τA
can be defined arbitrarily on paths p of length at least H, for
H
H
example with σA (p) = A and τA
(p, a) = Supp(P (last(p), a)) for all actions a. Note that by
H
H
H
H
definition, PathsM (s, A) = PathsM (s, σA
) ∩ PathsH
M (s, τA ) for all states s.

4

In particular, for all s ∈ S, PathsH
M (s, A) refers to the paths of length H that start from s and that
satisfy A.
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Let > (resp. ⊥) denote the universal advice (resp. the empty advice) satisfied by every
finite path (resp. never satisfied), and let σ> and τ> (resp. σ⊥ and τ⊥ ) be the associated
nondeterministic strategies. We define a class of advice that can be enforced against an
adversarial environment by following a nondeterministic strategy, and that are minimal in
the sense that paths that are not compatible with this strategy are not allowed.
I Definition 14 (Strongly enforceable advice). A symbolic advice A is called a strongly
enforceable advice from a state s0 and for a horizon H if there exists a nondeterministic
H
strategy σ such that PathsH
M (s0 , σ) = PathsM (s0 , A), and such that σ(p) 6= ∅ for all paths
≤H−1
p ∈ PathsM
(s0 , σ).
Note that Definition 14 ensures that paths that follow σ can always be extended into
longer paths that follow σ. This is a reasonable assumption to make for a nondeterministic
strategy meant to enforce a property. In particular, s0 is a path of length 0 in Paths0M (s0 , σ),
so that σ(s0 ) 6= ∅ and so that by induction PathsiM (s0 , σ) 6= ∅ for all i ∈ [0, H].
I Lemma 15. Let A be a strongly enforceable advice from s0 with horizon H. It holds
≤H−1
H
H
that PathsH
(s0 ) and all
M (s0 , σA ) = PathsM (s0 , A). Moreover, for all paths p ∈ PathsM
H
H
actions a, either τA (p, a) = τ> (p, a) or τA (p, a) = τ⊥ (p, a). Finally, for all paths p in
H
H
H
H
Paths≤H−1
(s0 , σA
), σA
(p) 6= ∅ and a ∈ σA
(p) if and only if τA
(p, a) = τ> (p, a).
M
H
H
H
H
Proof. We have PathsH
M (s0 , A) = PathsM (s0 , σA ) ∩ PathsM (s0 , τA ) for any advice A. Let us
H
H
H
prove that PathsM (s0 , σA
) ⊆ PathsM (s0 , A) for a strongly enforceable advice A of associated
0
H
H
strategy σ. Let p = p · as be a path in PathsH
M (s0 , σA ). By definition of σA , there exists
H
H
0
0
0
0
0
s ∈ S such that p · as |= A, so that p · as ∈ PathsM (s0 , A) = PathsM (s0 , σ). Since
H
s ∈ Supp(P (last(p0 ), a)), p = p0 · as must also belong to PathsH
M (s0 , σ) = PathsM (s0 , A).
Consider a path p and an action a such that |p| < H. We want to prove that either
all stochastic transitions starting from (p, a) are allowed by A, or none of them are. By
contradiction, let us assume that there exists s1 and s2 in Supp(P (last(p), a)) such that for
H−|p|−1
H−|p|−1
all p01 ∈ PathsM
(s1 ), p · as1 · p01 6|= A, and such that there exists p02 ∈ PathsM
(s2 )
H
with p · as2 · p02 |= A. From p · as2 · p02 |= A, we obtain p · as2 · p02 ∈ PathsM (σ), so that
p · as2 is a path that follows σ. Then, p · as1 is a path that follows σ as well. It follows that
σ(p · as1 ) 6= ∅, and p · as1 can be extended in to a path p · as1 p03 ∈ PathsH
M (σ). This implies
the contradiction p · as1 p03 |= A.
H
H
H
Finally, consider a path p in Paths≤H−1
(s0 , σA
). By the definitions of σA
and τA
,
M
H
H
H
a ∈ σA (p) if and only if τA (p, a) 6= ∅, so that τA (p, a) = τ> (p, a). Then, let us write
H
H 0
H 0
p = p0 · as. From p ∈ Paths≤H−1
(s0 , σA
) we get a ∈ σA
(p ), so that s ∈ τA
(p , a), and
M
H
therefore σA (p) 6= ∅.
J
H
A strongly enforceable advice is encoding a notion of guarantee, as σA
is a winning
H
strategy for the reachability objective on T (M, s0 , H) defined by the set PathsM (A).
We say that the strongly enforceable advice A0 is extracted from a symbolic advice A for
a horizon H and a state s0 if A0 is the greatest part of A that can be guaranteed for the
H
0
horizon H starting from s0 , i.e. if PathsH
M (s0 , A ) is the greatest subset of PathsM (s0 , A) such
H
H
that σA
0 is a winning strategy for the reachability objective PathsM (s0 , A) on T (M, s0 , H).
0
0
This greatest subset always exists because if A1 and A2 are strongly enforceable advice in A,
then A01 ∪ A02 is strongly enforceable by union of the nondeterministic strategies associated
with A01 and A02 . However, this greatest subset may be empty, and as ⊥ is not a strongly
enforceable advice we say that in this case A cannot be enforced from s0 with horizon H.
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I Example 16. Consider a symbolic advice A described by the safety property for Pac-Man
H
H
of Example 13. For a fixed horizon H, the associated nondeterministic strategies σA
and τA
describe action choices and stochastic transitions compatible with this property. Notably,
A may not be a strongly enforceable advice, as there may be situations (p, a) where some
stochastic transitions lead to bad states and some do not. In the small grid of Figure 1,
the path of length 1 that corresponds to Pac-Man going left and the red ghost going up is
allowed by the advice A, but not by any safe strategy for Pac-Man as there is a possibility of
losing by playing left. If a strongly enforceable advice A0 can be extracted from A, it is a
more restrictive safety property, where the set of bad states is obtained as the attractor [20,
Section 2.3] for the environment towards the bad states defined in A. In this setting, A0
corresponds to playing according to a strategy for Pac-Man that ensures not being eaten by
adversarial ghosts for the next H steps.
I Definition 17 (Pruned MDP). For an MDP M = (S, A, P, R, RT ) a horizon H ∈ N, a
state s0 and an advice A, let the pruned unfolding T (M, s0 , H, A) be defined as a sub-MDP of
T (M, s0 , H) that contains exactly all paths in PathsH
M (s0 ) satisfying A. It can be obtained by
H
removing all action transitions that are not compatible with σA
, and all stochastic transitions
H
that are not compatible with τA . The distributions P (p, a) are then normalised over the
stochastic transitions that are left.
H
Note that by Lemma 15, if A is a strongly enforceable advice then τA
(p, a) = τ> (p, a)
≤H−1
H
for all paths p in PathsM
(s0 , σA ), so that the normalisation step for the distributions
P (p, a) is not needed. It follows that for all nodes p in T (M, s0 , H, A) and all actions a, the
distributions P (p, a) in T (M, s0 , H, A) are the same as in T (M, s0 , H). Thus, for all strategies
H
H
σ in T (M, s0 , H, A), ValH
T (M,s0 ,H,A) (s0 , σ) = ValT (M,s0 ,H) (s0 , σ), so that ValT (M,s0 ,H,A) (s0 ) ≤
H
H
ValT (M,s0 ,H) (s0 ) = ValM (s0 ) by Lemma 9.

I Definition 18 (Optimality assumption). An advice A satisfies the optimality assumption
H,∗
H,∗
H
for horizon H if σM,s
⊆ σA
for all s ∈ S, where σM,s
is an optimal strategy for the expected
total reward of horizon H at state s.
I Lemma 19. Let A be a strongly enforceable advice that satisfies the optimality assumption.
H
H
H
Then, ValH
M (s0 ) equals ValT (M,s0 ,H,A) (s0 ). Moreover, optT (M,s0 ,H,A) (s0 ) ⊆ optM (s0 ).
H,∗
Proof. By the optimality assumption σM,s
is a strategy that can be followed in T (M, s0 , H, A).
H,∗
H
Indeed, from a path p in Paths≤H−1
(s
,
σ
0
A ) any action a in the support of σM,s (last(p))
M
H,∗
H
H
H
satisfies a ∈ σA
(p). Thus, by Lemma 9 ValH
M (s0 ) = ValT (M,s0 ,H) (s0 , σM,s ) = ValT (M,s0 ,H,A)
H,∗
H,∗
(s0 , σM,s
). By definition of the optimal expected total reward, ValH
T (M,s0 ,H,A) (s0 , σM,s ) ≤
H
H
H
ValT (M,s0 ,H,A) (s0 ), so that ValM (s0 ) = ValT (M,s0 ,H,A) (s0 ). Let a be an action in
H
optH
T (M,s0 ,H,A) (s0 ). There exists an optimal strategy σ that maximises ValT (M,s0 ,H,A) (s0 , σ)
H
so that σ(s0 ) = a. It follows from ValH
T (M,s0 ,H) (s0 ) = ValT (M,s0 ,H,A) (s0 ) that σ is also an
H
optimal strategy in T (M, s0 , H), so that a ∈ optT (M,s0 ,H) (s0 ) = optH
M (s0 ) by Lemma 9. J

I Example 20. Let A0 be a strongly enforceable safety advice for Pac-Man as described in
Example 16. Assume that visiting a bad state leads to an irrecoverably bad reward, so that
taking an unsafe action (i.e. an action such that there is a non-zero probability of losing
associated with all Pac-Man strategies) is always worse (on expectation) than taking a safe
action. Then, the optimality assumption holds for the advice A0 . This can be achieved by
giving a penalty score for losing that is low enough.
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4.1

MCTS under symbolic advice

We will augment the MCTS algorithm using two advice: a selection advice ϕ to guide the
MCTS tree construction, and a simulation advice ψ to prune the sampling domain. We
assume that the selection advice is a strongly enforceable advice that satisfies the optimality
assumption. Notably, we make no such assumption for the simulation advice, so that any
symbolic advice can be used.
Selection phase under advice. We use the advice ϕ to prune the tree according to σϕH .
Therefore, from any node p our version of UCT selects an action a∗ in the set
"
arg max value(p, a) + C
H (p)
a∈σϕ

s

ln (count(p))
count(p, a)

#
.

Simulation phase under advice. For the simulation phase, we use a sampling-based approach biased by the simulation advice: paths are sampled by picking actions uniformly at
random in the pruned MDP T (M, s0 , H, ψ), with a fixed prefix p defined by the current node
in the search tree. This can be interpreted as a probability distribution over PathsH
M (p, ψ). If
p∈
/ T (M, s0 , H, ψ), the simulation phase outputs a value of 0 as it is not possible to satisfy
ψ from p. Another approach that does not require computing the pruned MDP repeats the
following steps for a bounded number of time before returning 0 if no valid sample is found:
1. Pick a path p · p0 ∈ PathsH
M (p) using a uniform sampling method;
0
2. If p · p 6|= ψ, reject and try again, otherwise output p0 as a sample.
We compute valuei (p) by averaging the rewards of these samples.
Theoretical analysis. We show that the theoretical guarantees of the MCTS algorithm
developed in Section 3 are maintained by the MCTS algorithm under symbolic advice.
I Theorem 21. Consider an MDP M , a horizon H and a state s0 . Let Vn (s0 ) be a random
variable that represents the value valuen (s0 ) at the root of the search tree after n iterations of
the MCTS algorithm under a strongly enforceable advice ϕ satisfying the optimality assumption
and a simulation advice ψ. Then, |E[Vn (s0 )]−ValH
M (s0 )| = O((ln n)/n). Moreover, the failure
probability P[arg maxa valuen (s0 , a) 6⊆ optH
(s
)]
converges to zero.
0
M
In order to prove Theorem 21, we argue that running MCTS under a selection advice ϕ
and a simulation advice ψ is equivalent to running the MCTS algorithm of Section 3 on the
pruned MDP T (M, s0 , H, ϕ), with a simulation phase defined using the advice ψ.
The simulation phase biased by ψ can be described in the formalism of Section 3,
Pc
with a domain I = { 1c i=1 RewardM (pi ) | p1 , . . . , pc ∈ Paths≤H
T (M,s0 ,H,ϕ) }, and a mapping fψ from paths p in Paths≤H
T (M,s0 ,H,ϕ) to a probability distribution on I describing
the outcome of a sampling phase launched from the node p. Formally, the weight of
Pc
1
i=1 RewardM (pi ) ∈ I in f (p) is the probability of sampling the sequence of paths p1 , . . . , pc
c
in the simulation phase under advice launched from p. Then, from Theorem 11 we obtain
convergence properties of MCTS under symbolic advice towards the value and optimal
strategy in the pruned MDP, and Lemma 19 lets us conclude the proof of Theorem 21 as
those values and strategies are maintained in M by the optimality assumption. In particular, the failure probability P[arg maxa valuen (s0 , a) 6⊆ optH
M (s0 )] is upper bounded by
H
H
P[arg maxa valuen (s0 , a) 6⊆ optH
(s
)]
since
opt
T (M,s0 ,H,ϕ) 0
T (M,s0 ,H,ϕ) ⊆ optM (s0 ).
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Using satisfiability solvers

We will now discuss the use of general-purpose solvers to implement symbolic advice according
to the needs of MCTS.
A symbolic advice A describes a finite set of paths in PathsH
M , and as such can be
encoded as a Boolean formula over a set of variables V , such that satisfying assignments
v : V → {true, false} are in bijection with paths in PathsH
M (A).
If a symbolic advice is described in Linear Temporal Logic, and a symbolic model of the
MDP M is available, one can encode A as a Boolean formula of size linear in the size of the
LTL formula and H [5].
I Example 22. In practice, one can use Boolean variables to encode the positions of Pac-Man
and ghosts in the next H steps of the game, then construct a CNF formula with clauses
that encode the game rules and clauses that enforce the advice. The former clauses are
implications such as “if Pac-Man is in position (x, y) and plays the action a, then it must be
in position (x0 , y 0 ) at the next game step”, while the latter clauses state that the position of
Pac-Man should never be equal to the position of one of the Ghosts.
On-the-fly computation of a strongly enforceable advice. A direct encoding of a strongly
enforceable advice may prove impractically large. We argue for an on-the-fly computation of
H
σA
instead, in the particular case where the strongly enforceable advice is extracted from a
symbolic advice A with respect to the initial state s0 and with horizon H.
I Lemma 23. Let A0 be a strongly enforceable advice extracted from A for horizon H.
H
Consider a node p at depth i in T (M, s0 , H, A0 ), for all a0 ∈ A, a0 ∈ σA
0 (p) if and only if
∀s1 ∃a1 ∀s2 . . . ∀sH−i+1 , p · a0 s1 a1 s2 . . . sH−i+1 |= A ,
where actions are quantified over A and every sk is quantified over Supp(P (sk−1 , ak−1 )).
Proof. The proof is a reverse induction on the depth i of p. For the initialisation step
H
with i = H, let us prove that ∀s1 , p · a0 s1 |= A if and only if a0 ∈ σA
0 (p). On the one
hand, if A is guaranteed by playing a0 from p, then a0 must be allowed by the greatest
H
0
strongly enforceable subset of A. On the other hand, a0 ∈ σA
0 (p) implies ∀s1 , p · a0 s1 |= A
0
0
as A is strongly enforceable, and finally A ⇒ A. We now assume the property holds for
H
H
1 ≤ i ≤ H, and prove it for i − 1. If a0 ∈ σA
0 (p), then for all s1 we have s1 ∈ τA0 (p, a0 ),
H
so that there exists a1 with a1 ∈ σA0 (p · a0 s1 ). As p · a0 s1 is at depth i we can conclude
that ∀s1 ∃a1 ∀s2 . . . ∀sH−i+1 , p · a0 s1 a1 s2 . . . sH−i+1 |= A by assumption. For the converse
direction, the alternation of quantifiers states that A can be guaranteed from p by some
deterministic strategy that starts by playing a0 , and therefore a0 must be allowed by the
strongly enforceable advice extracted from A.
J
Therefore, given a Boolean formula encoding A, one can use a Quantified Boolean
H
Formula (QBF) solver to compute σA
0 , the strongly enforceable advice extracted from A:
this computation can be used whenever MCTS performs an action selection step under the
advice A0 , as described in Section 4.1.
The performance of this approach will crucially depend on the number of alternating
quantifiers, and in practice one may limit themselves to a smaller depth h < H − i in this
step, so that safety is only guaranteed for the next h steps.
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Some properties can be inductively guaranteed, so that satisfying the QBF formula of
Lemma 23 with a depth H − i = 1 is enough to guarantee the property globally. For example,
if there always exists an action leading to states that are not bad, it is enough to check for
safety locally with a depth of 1. This is the case in Pac-Man for a deadlock-free layout
when there is only one ghost.
Weighted sampling under a symbolic advice. Given a symbolic advice A as a Boolean
formula, and a probability distribution w ∈ D(PathsH
M ), our goal is to sample paths of M
that satisfy A with respect to w.5 Let ω denote a weight function over Boolean assignments
that matches w. This reduces our problem to the weighted sampling of satisfying assignments
in a Boolean formula. An exact solver for this problem may not be efficient, but one can use
the techniques of [8] to perform approximate sampling in polynomial time:
I Proposition 24 ([8]). Given a CNF formula A, a tolerance  > 0 and a weight function ω,
we can construct a probabilistic algorithm which outputs a satisfying assignment z such that
for all y that satisfies A:
(1 + )

ω(y)
P

(1 + )ω(y)
≤ P r[z = y] ≤ P
.
x|=ψ ω(x)
x|=ψ ω(x)

The above algorithm occasionally “fails” (outputs no assignment even though there are
satisfying assignments) but its failure probability can be bounded by any given δ. Given an
oracle for SAT , the above algorithm runs in time polynomial in ln 1δ , |ψ|, 1 and r where r
is the ratio between highest and lowest weight according to ω.
In particular, this algorithm uses ω as a black-box, and thus does not require precomputing
the probabilities of all paths satisfying A. In our particular application of Proposition 24, the

H
|A|
value r can be bounded by pmax
where pmin and pmax are the smallest and greatest
pmin
probabilities for stochastic transitions in M .
Note that if we wish to sample from a given node p of the search tree, we can force p as a
mandatory prefix of satisfying assignments by fixing the truth value of relevant variables in
the Boolean formula.

5

A Pac-Man case study

We performed our experiments on the multi-agent game Pac-Man, using the code of [13].
The ghosts can have different strategies where they take actions based on their own position
as well as position of Pac-Man. In our experiments, we used two different types of ghosts,
the random ghosts (in green) always choose an action uniformly at random from the legal
actions available, while the directional ghosts (in red) take the legal action that minimises
the Manhattan distance to Pac-Man with probability 0.9, and move randomly otherwise.
The game can be seen as a Markov decision process, where states encode a position for
each agent6 and for the food pills in the grid, where actions encode individual Pac-Man moves,
and where stochastic transitions encode the moves of ghosts according to their probabilistic
models. For each state and action pair, we define a reward based on the score gained or lost
by this move, as explained in the caption of Figure 1. We also assign a terminal reward to
each state, so as to allow MCTS to compare paths of length H which would otherwise obtain

5
6

The probability of a path p being sampled should be equal to w(p)/ p0 |p0 |=A w(p0 ).
The last action played by ghosts should be stored as well, as they are not able to reverse their direction.

P
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the same score. Intuitively, better terminal rewards are given to states where Pac-Man is
closer to the food pills and further away from the ghosts, so that terminal rewards play the
role of a static evaluation of positions.
Experiments. We used a receding horizon H = 10. The baseline is given by a standard
implementation of the algorithm described in Section 3. A search tree is constructed with
a maximum depth H, for 100 iterations, so that the search tree constructed by the MCTS
algorithm contains up to 100 nodes. At the first selection of every node, 100 samples are
obtained by using a uniform policy. Overall, this represents a tiny portion of the tree
unfolding of depth 10, which underlines the importance of properly guiding the search to the
most interesting neighborhoods. As a point of reference, we also had human players take
control of Pac-Man, and computed the same statistics. The players had the ability to slow
down the game as they saw fit, as we aimed for a comparison between the quality of the
strategical decisions made by these approaches, and not of their reaction speeds.
We compare these baselines with the algorithm of Section 4.1, using the following advice.
The simulation advice ψ that we consider is defined as a safety property satisfied by every
path such that Pac-Man does not make contact with a ghost, as in Example 13. We provide a
Boolean formula encoding ψ, so that one can use a SAT solver to obtain samples, or sampling
tools as described in Proposition 24, such as WeightGen [8]. We use UniGen [9] to sample
almost uniformly over the satisfying assignments of ψ.7
From this simulation advice, we extract whenever possible a strongly enforceable selection
advice ϕ that guarantees that Pac-Man will not make contact with a ghost, as described
in Example 16. If safety cannot be enforced, > is used as a selection advice, so that no
pruning is performed. This is implemented by using the Boolean formula ψ in a QBF solver
according to Lemma 23. For performance reasons, we guarantee safety for a smaller horizon
h < 10, that we fixed at 3 in our experiments.
Several techniques were used to reduce the state-space of the MDP in order to obtain
smaller formulæ. For example, a ghost that is too far away with respect to H or h can be
safely ignored, and the current positions of the food pills is not relevant for safety.
Results. For each experiment, we ran 100 games in a high-end cluster using AMD Opteron
Processors 6272 at 2.1 GHz. A summary of our results is displayed in Table 1. We mainly
use the number of games won out of 100 to evaluate the performance of our algorithms.8 In
the small grid with four random ghosts, the baseline MCTS algorithm wins 17% of games.
Adding the selection advice results in a slight increase of the win rate to 25%. The average
score is improved as expected, but even if one ignores the ±500 score associated with a win
or a loss, we observe that more food pills were eaten on average as well. The simulation
advice provides in turn a sizeable increase in both win rate (achieving 71%) and average
score. Using both advice at the same time gave the best results overall, with a win rate of
85%. The same observations can be made in other settings as well, either with a directional
ghost model or on a large grid. Moreover, the simulation advice significantly reduces the
number of game turns Pac-Man needs to win, resulting in fewer game draws, most notably
on the large grid.

7
8

The distribution over path is slightly different than when sampling uniformly over actions in the pruned
MDP T (M, s0 , H, ψ), but UniGen enjoys better performances than WeightGen.
We do not evaluate the accuracy in terms of making optimal choices because those cannot be computed
due to the size of the MDPs (about 1016 states).
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Table 1 Summary of experiments with different ghost models, algorithms and grid size. The
win, loss and draw columns denote win/loss/draw rates in percents (the game ends in a draw after
300 game steps). The food eaten column refers to the number of food pills eaten on average, out of
25 food pills in total. Score refers to the average score obtained over all runs.

Grid

Ghosts

4 x Random
9 x 21
1 x Directional
+
3 x Random
27 x 28

4 x Random

Algorithm
MCTS
MCTS+Selection advice
MCTS+Simulation advice
MCTS+both advice
Human
MCTS
MCTS+Selection advice
MCTS+Simulation advice
MCTS+both advice
Human
MCTS
MCTS+both advice

win
17
25
71
85
44
11
16
27
33
24
1
95

loss
59
54
29
15
56
85
82
70
66
76
10
5

draw
24
21
0
0
0
4
2
3
1
0
89
0

food
16.65
17.84
22.11
23.42
18.87
14.86
15.25
17.14
17.84
15.10
14.85
24.10

score
-215.32
-146.44
291.80
468.74
57.76
-339.99
-290.6
-146.79
-92.47
-166.28
-182.77
517.04

In the baseline experiments without any advice, computing the next action played by
Pac-Man from a given state takes 200 seconds of runtime on average.9 Comparatively, the
algorithm with both advice is about three times slower than the baseline. If we make use of
the same time budget in the standard MCTS algorithm (roughly increasing the number of
nodes in the MCTS tree threefold), the win rate climbs to 26%, which is still significantly
below the 85% win rate achieved with advice. Moreover, while this experiment was not
designed to optimise the performance of these approaches in terms of computing time, we
were able to achieve a performance of 5s per move on a standard laptop by reducing the
number of iterations and samples in MCTS. This came at the cost of a decreased win-rate of
76% with both advice. Further code improvements e.g. using parallelism as in [10] could
reasonably lead to real-time performances.
Supplementary material is available at http://di.ulb.ac.be/verif/debraj/pacman/.

6

Conclusion and future works

In this paper, we have introduced the notion of symbolic advice to guide the selection and
the simulation phases of the MCTS algorithm. We have identified sufficient conditions to
preserve the convergence guarantees offered by the MCTS algorithm while using symbolic
advice. We have also explained how to implement them using SAT and QBF solvers in
order to apply symbolic advice to large MDP defined symbolically rather than explicitly. We
believe that the generality, flexibility and precision offered by logical formalism to express
symbolic advice in MCTS can be used as the basis of a methodology to systematically inject
domain knowledge into MCTS. We have shown that domain knowledge expressed as simple
symbolic advice (safety properties) improves greatly the efficiency of the MCTS algorithm
in the Pac-Man application. This application is challenging as the underlying MDPs have
huge state spaces, i.e. up to 1023 states. In this application, symbolic advice allow the MCTS
algorithm to reach or even surpass human level in playing.

9

This holds for both the small and large grids, as in both cases we consider the next 10 game steps only,
resulting in MCTS trees of similar size.
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As further work, we plan to offer a compiler from LTL to symbolic advice, in order to
automate their integration in the MCTS algorithm for diverse application domains. We also
plan to work on the efficiency of the implementation. So far, we have developed a prototype
implementation written in Python (an interpreted language). This implementation cannot
be used to evaluate performances in absolute terms but it was useful to show that if the same
amount of resources is allocated to the two algorithms the one with advice performs much
better. We believe that by using a well-optimised code base and by exploiting parallelism, we
should be able to apply our algorithm in real-time and preserve the level of quality reported
in the experimental section. Finally, we plan to study how learning can be incorporated in
our framework. One natural option is to replace the static reward function used after H
steps by a function learned from previous runs of the algorithm and implemented using a
neural network (as it is done in AlphaGo [25] for example).
We thank Gilles Geeraerts for fruitful discussions in the early phases of this work.
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Markov decision processes

One can make an MDP strongly aperiodic without changing the optimal expected average
reward and its optimal strategies with the following transition:
I Definition 25 (Aperiodic transformation [23, Section 8.5.4]). For an MDP M = (S, A, P, R),
we define a new MDP Mα = (S, A, Pα , Rα ) for 0 < α < 1, with Rα (s, a) = R(s, a),
Pα (s, a)(s) = α + (1 − α)P (s, a)(s) and Pα (s, a)(s0 ) = (1 − α)P (s, a)(s0 ). Notice that Mα is
strongly aperiodic.
Every finite path in M is also in Mα . Thus for a strategy σ
b in Mα , there is a σ in M
whose domain is restricted to the paths in M .
I Proposition 26 ([23, Section 8.5.4]). Let M be an MDP. Mα is a new MDP generated
by applying the aperiodic transformation mentioned above. Then the set of memoryless
strategies that optimises the expected average reward in Mα is the same as the set of
memoryless strategies the optimises the expected average reward in M . Also from any s,
ValM (s) = ValMα (s).
I Definition 27 (Finite horizon unfolding of an MDP). For an MDP M = (S, A, P, R, RT ),
a horizon depth H ∈ N and a state s0 , the unfolding of M from s0 and with horizon H is
a tree-shaped MDP defined as T (M, s0 , H) = (S 0 = S0 ∪ · · · ∪ SH , A, P 0 , R0 , RT0 ), where for
all i ∈ [0, H], Si = Pathsi (s0 ). The mappings P 0 , R0 and RT0 are inherited from P , R and
RT0 in a natural way with additional self-loops at the leaves of the unfolding, so that for all
i ∈ [0, H], p ∈ Si , a ∈ A and p0 ∈ S 0 ,

0
0
0
0


P (last(p), a)(last(p )) if i < H and ∃s ∈ S, p = p · as
P 0 (p, a)(p0 ) = 1
if i = H and p0 = p


0
otherwise,
(
R(last(p), a) if i < H
R0 (p, a) =
0
otherwise.
RT0 (p) =RT (last(p))
Proof of Lemma 9. Let us prove that for all i ∈ [0, H] and all p ∈ Si ,
H−i
ValH−i
M (last(p)) = ValT (M,s0 ,H) (p), and
H−i
optH−i
M (last(p)) = optT (M,s0 ,H) (p).
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We prove the first statement by induction on H − i. For H − i = 0, for all p ∈ Si ,
H−i
ValH−i
M (last(p)) = ValT (M,s0 ,H) (p) = RT (last(p)). Assume the statement is true for H − i = k,
so that for all p ∈ SH−k , ValkM (last(p)) = ValkT (M,s0 ,H) (p). Then for all p ∈ SH−k−1 , we have
for all a ∈ A and s ∈ Supp(P (last(p), a)), ValkM (s) = ValkT (M,s0 ,H) (p · as). It follows that
X
Valk+1
P (last(p), a)ValkM (s))
M (last(p)) = max(R(last(p), a) +
a∈A

= max(R(last(p), a) +
a∈A

s

X

P (last(p), a)ValkT (M,s0 ,H) (p · as))

s

= Valk+1
T (M,s0 ,H) (p) .
H−i
H
From ValH−i
M (last(p)) = ValT (M,s0 ,H) (p) and optM (last(p)) = arg maxa∈A (R(last(p), a) +
P
H−1
H−i
H−i
J
s P (last(p), a)ValM (s)) we derive optM (last(p)) = optT (M,s0 ,H) (p).

B

UCB

Pn
Let X a,n = n1 t=1 Xa,t denote the average of the first n plays of action a. Let µa,n = E[X a,n ].
We assume that these expected means eventually converge, and let µa = limn→∞ µa,n .
I Definition 28 (Drift conditions).
For all a ∈ A, the sequence (µa,n )n≥1 converges to some value µa .
There existspa constant Cp > 0 and an integer Np such that for n ≥ Np and any δ > 0,
∆n (δ) = Cp n ln(1/δ), the following bounds hold:
h
i
P nX a,n ≥ nµa,n + ∆n (δ) ≤ δ ,
h
i
P nX a,n ≤ nµa,n − ∆n (δ) ≤ δ .
We define δa,n = µa,n − µa . Then, µ∗ , µ∗n , δn∗ are defined as µj , µj,n , δj,n where j is the
optimal action.10 Moreover, let ∆a = µ∗ − µa .
As δa,n converges to 0 by assumption, for all  > 0 there exists N0 () ∈ N, such that for
t > N0 (), then 2|δa,t | ≤ ∆a and 2|δt∗ | ≤ ∆a for all all suboptimal actions a ∈ A.
The authors start by bounding the number of time a suboptimal action is played:
I Theorem 29q
([18, Theorem 1]). Consider UCB1 applied to a non-stationary bandit problem
with ct,s = 2Cp lns t . Fix  > 0. Let Ta (n) denote number of times action a has been played
at time n. Then under the drift conditions, there exists Np such that for all suboptimal
actions a ∈ A,
16Cp2 ln n
π2
+ N0 () + Np + 1 +
.
2
2
(1 − ) ∆a
3
P
Let X n = a∈A Tan(n) X̄a,Ta (n) denote the global average of payoffs received up to time n
Then, one can bound the difference between µ∗ and X n :

E[Ta (n)] ≤

I Theorem 30 ([18, Theorem 2]). Under the drift conditions of Definition 28, it holds that
!
2
|A|(C
ln
n
+
N
(1/2))
0
p
|E[X n ] − µ∗ | ≤ |δn∗ | + O
.
n
10

It is assumed for simplicity that a single action a is optimal, i.e. maximises E[Xa,n ] for n large enough.
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The following theorem shows that the number of times an action is played can be lower
bounded:
I Theorem 31 ([18, Theorem 3]). Under the drift conditions of Definition 28, there exists
some positive constant ρ such that after n iterations for all action a, Ta (n) ≥ dρ ln(n)e.
Then, the authors also prove a tail inequality similar to the one described in the drift
conditions, but on the random variable X n instead of X a,n .
p
I Theorem 32 ([18, Theorem 4]). Fix an arbitrary δ > 0 and let ∆n = 9 2n ln(2/δ). Let
√
n0 be such that n0 ≥ O(|A|(Cp2 ln n0 + N0 (1/2)). Then under the drift conditions, for any
n ≥ n0 , the following holds true:
P[nX n ≥ nE[X n ] + ∆n (δ)] ≤ δ
P[nX n ≤ nE[X n ] − ∆n (δ)] ≤ δ
Finally, the authors argue that the probability of making the wrong decision (choosing a
suboptimal action) converges to 0 as the number of plays grows:
I Theorem 33 ([18, Theorem 5]). Let It be the action chosen at time t, and let a∗ be the
optimal action. Then limt→∞ P r(It 6= a∗ ) = 0.

C

MCTS with Simulation

P
After n iterations of MCTS, we have totaln (p) = i|Ii (p)≤n rewardIi (p) (p) and total(p, a) =
P
i|Ii (p,a)≤n rewardIi (p,a) (p, a).
We use the following observations, derived from the structure of the MCTS algorithm.
For all nodes p in the search tree, after n iterations, we have:
X
totaln (p) = rewardI1 (p) (p) +
totaln (p, a)
a∈A

X

totaln (p, a) =

totaln (p · as) + R(last(p), a) · countn (p, a)

s∈Supp(P (last(p),a)

totaln (p)
countn (p)
X
countn (p) = 1 +
countn (p, a)
valuen (p) =

a

countn (p, a) =

X

countn (p · as)

s

In the following proof we will abuse notations slightly and conflate the variables and
counters used in MCTS with their associated random variables, e.g. we write E[valuen (s0 )]
instead of E[Vn (s0 )] with Vn (s0 ) a random variable that represents the value valuen (s0 ).
Proof of Lemma 12. We use the following inequality (Chernoff-Hoeffding inequality)[15,
Theorem 2] throughout the proof:
P
Let X1 , hX2 , . . . Xn be independent
variables
in [0, 1]. Let
Sn = n Xi . Then for
i
 random

h
i
2
2
all a > 0, P Sn ≥ E[Sn ] + t ≤ exp − 2tn and P Sn ≤ E[Sn ] − t ≤ exp − 2tn .
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We need to show that the following conditions hold:
1. limcountn (p)→∞ E[valuen (p, a)] exists for all a.
2. There exists a constant
p Cp > 0 such that for countn (p, a) big enough and any δ > 0,
∆countn (p,a) (δ) = Cp countn (p, a) ln(1/δ), the following bounds hold:
h
i
P totaln (p, a) ≥ E[totaln (p, a)] + ∆countn (p,a) (δ) ≤ δ
h
i
P totaln (p, a) ≤ E[totaln (p, a)] − ∆countn (p,a) (δ) ≤ δ
We show it by induction on H − |p|.
For |P | = H − 1: rewardi (p, a) follows a stationary distribution: rewardi (p, a) =
R(last(p), a) + RT (s) with probability P (last(p), a)(s). Thus


X
E[totaln (p, a)] = E 
rewardIi (p,a) (p, a)
i|Ii (p,a)≤n

!
= countn (p, a)

X

RT (s)P (last(p), a)(s) + R(last(p), a)

.

s

P
Thus E[valuen (p, a)] = s RT (s)P (last(p), a)(s) + R(last(p), a).
From the Chernoff-Hoeffding inequality,



 r
X
X
count
(p,
a)
1
n
ln  ≤ δ ,
P
rewardIi (p,a) (p, a) ≥ E 
rewardIi (p,a) (p, a) +
i|Ii (p,a)≤n

P






X

2

i|Ii (p,a)≤n

rewardIi (p,a) (p, a) ≤ E 

X

rewardIi (p,a) (p, a) −

i|Ii (p,a)≤n

i|Ii (p,a)≤n

r

δ


countn (p, a) 1 
ln
≤ δ.
2
δ

Therefore, condition 2 also holds with Cp = √12 .
Assume that the conditions are true for all p · as. Then, from Theorem 30 we get:
P

0
0 totaln (pas, a )
E Pa
−
lim
E [valuen (p · as, a∗ )]
0
a0

countn (pas, a )

≤ E [valuen (p · as, a∗ )] −

countn (p·as)→∞

lim
countn (p·as)→∞

E [valuen (p · as, a∗ )] + O



ln(countn (p · as) − 1)
countn (p · as) − 1


,

where a∗ is the optimal action from p · as. Now,


totaln (p · as)
lim
E[valuen (p · as)] =
lim
E
countn (p · as)
countn (p)→∞
countn (p)→∞


totaln (p · as) − rewardI1 (p) (p · as)
=
lim
E
countn (p · as) − 1
countn (p)→∞
P

0
0 totaln (p · as, a )
a
=
lim
E P
.
0
countn (p)→∞
a0 countn (p · as, a )
Let limcountn (p·as)→∞ E[valuen (p · as, a∗ )] be denoted by µp·as (we know that this limit exists
by the induction hypothesis). From Theorem 31, we know that countn (p, a) → ∞ for all a
when countn (p) → ∞. And as for all states s, state s is chosen according to distribution
P (p, a)(s), countn (p · as) → ∞ with probability 1. Then,
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countn (p)→∞

E[valuen (p · a)] =

lim
countn (p)→∞

E

"
X

= R(last(p), a) +

s

X
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#

countn (p · as)
valuen (p · as)
+ R(last(p), a)
countn (p, a)
µp·as · P (last(p), a)(s) .

s

So limcountn (p)→∞ E[valuen (p · a)] exists.
hP
0
From Theorem 32, when countn (p·as) is big enough, for all δ > 0, P
a0 totaln (pas, a ) ≥
r

i


P
δ
E[ a0 totaln (pas, a0 )] + ∆s1 (δ) ≤ 2|S|
where ∆s1 (δ) = 9
countn (p · as) ln 4|S|
.
δ
h
Therefore P totaln (p · as) − rewardI1 (p·as) (p · as) ≥ E[totaln (p · as) − rewardI1 (p·as) (p ·
i
δ
as)] + ∆s1 (δ) ≤ 2|S|
. Also the random variable associated to rewardI1 (p·as) (p · as) following a fixed
stationary distribution f (p) in [0, 1]. So from thei Chernoff-Hoeffding inh
δ
equality, P rewardI1 (p·as) (p · as) ≥ E[rewardI1 (p·as) (p · as)] + ∆2 (δ) ≤ 2|S|
where ∆2 (δ) =
r 


√1
ln 2|S|
.
δ
2
Now using the fact that for n random variables {Ai }i≤n and n random variables {Bi }i≤n ,
P
P
P
P[ i Ai ≥ i Bi ] ≤ i P[Ai ≥ Bi ], we get:
h
i
P totaln (p · as) ≥ E[totaln (p · as)] + ∆s1 (δ) + ∆2 (δ)

h

≤ P totaln (p · as) − rewardI1 (p·as) (p · as) ≥ E[totaln (p · as) − rewardI1 (p·as) (p · as)] + ∆s1 (δ)

h

i

+ P rewardI1 (p·as) (p · as) ≥ E[rewardI1 (p·as) (p · as)] + ∆2 (δ) ≤

i

δ
.
|S|

As countn (p, a)E[R(last(p), a)] = E[countn (p, a) · R(last(p), a)],
"
#
X
s
P totaln (p, a) ≥ E[totaln (p, a)] +
(∆1 (δ) + ∆2 (δ))
s

i
X h
≤
P totaln (p · as) ≥ E[totaln (p · as)] + (∆s1 (δ) + ∆2 (δ)) ≤ δ .
s

h
Similarly, when countn (p · as) is big enough, for all δ > 0 it holds that P totaln (p ·
i
δ
as) − rewardI1 (p·as) (p · as) ≤ E[totaln (p · as) − rewardI1 (p·as) (p · as)] − ∆s1 (δ) ≤ 2|S|
and
h
i
δ
P rewardI1 (p·as) (p · as) ≤ E[rewardI1 (p·as) (p · as)] − ∆2 (δ) ≤ 2|S|
.
h
i
P
s
Thus P totaln (p, a) ≤ E[totaln (p, a)] − s (∆1 (δ) + ∆2 (δ)) ≤ δ.
As countn (p · as) ≤ countn (p, a), there exists C ∈ N such that for countn (p · as) big enough
and for all δ > 0:
r
 
X s
X
1
(∆1 (δ) + ∆2 (δ)) ≤ C

s

countn (p · as) ln

δ

s

≤C

X

r
countn (p, a) ln

s

r
≤ C|S|

countn (p, a) ln

1
δ

 

1
.
δ
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So, there is a constant Cp
p such that for countn (p, a) big enough and any δ > 0, it holds
P
that ∆countn (p,a) (δ) = Chp countn (p, a) ln(1/δ) ≥ s (∆s1 (δ) + ∆2 (δ)).i Therefore, the fol-

lowing bound hold: P totaln (p, a) ≥ E[totaln (p, a)] + ∆countn (p,a) (δ) is upper bounded
h
i
h
P
by P totaln (p, a) ≥ E[totaln (p, a)] + s (∆s1 (δ) + ∆2 (δ)) . It follows that P totaln (p, a) ≥
i
h
i
E[totaln (p, a)]+∆countn (p,a) (δ) ≤ δ. Similarly, P totaln (p, a) ≤ E[totaln (p, a)]−∆countn (p,a) (δ)
i
h
P
is upper bounded by P totaln (p, a) ≤ E[totaln (p, a)] − s (∆s1 (δ) + ∆2 (δ)) . It follows that
h
i
P totaln (p, a) ≤ E[totaln (p, a)] − ∆countn (p,a) (δ) ≤ δ.

This proves that for any p, the sequences (xa,t )t≥1 associated with rewardIt (p,a) (p) satisfy
the drift conditions.
J
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Given two weighted automata, we consider the problem of whether one is big-O of the other, i.e., if
the weight of every finite word in the first is not greater than some constant multiple of the weight
in the second.
We show that the problem is undecidable, even for the instantiation of weighted automata as
labelled Markov chains. Moreover, even when it is known that one weighted automaton is big-O of
another, the problem of finding or approximating the associated constant is also undecidable.
Our positive results show that the big-O problem is polynomial-time solvable for unambiguous
automata, coNP-complete for unlabelled weighted automata (i.e., when the alphabet is a single
character) and decidable, subject to Schanuel’s conjecture, when the language is bounded (i.e., a
∗
subset of w1∗ . . . wm
for some finite words w1 , . . . , wm ).
On labelled Markov chains, the problem can be restated as a ratio total variation distance, which,
instead of finding the maximum difference between the probabilities of any two events, finds the
maximum ratio between the probabilities of any two events. The problem is related to -differential
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1

Introduction

Weighted automata over finite words are a well-known and powerful model of computation,
a quantitative analogue of finite-state automata. Special cases of weighted automata include
nondeterministic finite automata and labelled Markov chains, two standard formalisms for
modelling systems and processes. Algorithms for analysis of weighted automata have been
studied both in the early theory of computing and more recently by the infinite-state systems
and algorithmic verification communities.
Given two weighted automata A, B over an algebraic structure (S, +, ×), the equivalence
problem asks whether the two associated functions fA , fB : Σ∗ → S are equal: fA (w) = fB (w)
for all finite words w over the alphabet Σ. Over the ring (Q, +, ×), equivalence is decidable
in polynomial time by the results of Schützenberger [34] and Tzeng [38]; subsequently,
fast parallel (NC and RNC) algorithms have been found for this problem [39, 20]. In
contrast, for semirings the equivalence problem is hard: undecidable [21, 1] for the semiring
(Q, max, +) and PSPACE-hard [28] for the Boolean semiring (for which weighted automata
are usual nondeterministic finite automata and equivalence is equality of recognized languages).
Replacing = with ≤ makes the problem harder: even for the ring (Q, +, ×) the question of
whether fA (w) ≤ fB (w) for all w ∈ Σ∗ is undecidable – even if fA is constant [31]. This
problem subsumes the universality problem for (Rabin) probabilistic automata, yet another
subclass of weighted automata (see, e.g., [12]).
In this paper, we introduce and study another natural problem, in which the ordering is
relaxed from exact (in)equality to (in)equality to within a constant factor. Given A and B
as above, is it true that there exists a constant c > 0 such that
fA (w) ≤ c · fB (w)

for all w ∈ Σ∗ ?

Using standard mathematical notation, this condition asserts that fA (w) = O(fB (w)) as
|w| → ∞, and we refer to this problem as the big-O problem accordingly.1 The big-Θ problem
(which turns out to be computationally equivalent to the big-O problem), in line with the
Θ(·) notation in analysis of algorithms, asks whether fA = O(fB ) and fB = O(fA ).
We restrict our attention to the ring (Q, +, ×) and only consider non-negative weighted
automata, i.e., those in which all transitions have non-negative weights. We remark that,
even under this restriction, weighted automata still form a superclass of (Rabin) probabilistic
automata, a non-trivial and rich model of computation. Our initial motivation to study the
big-O problem came from yet another formalism, labelled Markov chains (LMCs). One can
think of the semantics of LMCs as giving a probability distribution or subdistribution on
the set of all finite words. LMCs, often under the name Hidden Markov Models, are widely
employed in a diverse range of applications; in computer-aided verification, they are perhaps
the most fundamental model for probabilistic systems, with model-checking tools such as
Prism [22] or Storm [10] based on analyzing LMCs efficiently. All the results in our paper
(including hardness results) hold for LMCs too. Our main findings are as follows.
The big-O problem for non-negative WA and LMCs turns out to be undecidable in
general, by a reduction from nonemptiness for probabilistic automata.
For unambiguous automata, i.e., where every word has at most one accepting path,
the big-O problem becomes decidable and can be solved in polynomial time.

1

There also exists a related but slightly different definition of big-O; see Remark 12 for details on the
corresponding version of our big-O problem.
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In the unary case, i.e., if the input alphabet Σ is a singleton, the big-O problem is
also decidable and, in fact, complete for the complexity class coNP. Unary LMCs are a
simple and pure probabilistic model of computation: they run in discrete time and can
terminate at any step; the big-O problem refers to this termination probability in two
LMCs (or two WA). Our upper bound argument refines an analysis of growth of entries
in powers of non-negative matrices by Friedland and Schneider [33], and the lower bound
is obtained by a reduction from unary NFA universality [37].
In a more general bounded case, i.e., if the languages of all words w associated with
∗
non-zero weight are included in w1∗ w2∗ . . . wm
for some finite words w1 , . . . , wm ∈ Σ∗ (that
is, are bounded in the sense of Ginsburg and Spanier; see [16, Chapter 5] and [17]),
the big-O problem is decidable subject to Schanuel’s conjecture. This is a well-known
conjecture in transcendental number theory [23], which implies that the first-order theory
of the real numbers with the exponential function is decidable [24]. Intuitively, our
reliance on this conjecture is linked to the expressions for the growth rate in powers of
non-negative matrices. These expressions are sums of terms of the form ρn · nk , where n
is the length of a word, k ∈ N, and ρ is an algebraic number. Our algorithms (however
implicitly) need to compare for equality pairs of real numbers of the form log ρ1 / log ρ2 ,
where ρi are algebraic, and it is an open problem in number theory whether there is an
effective procedure for this task (the four exponentials conjecture asks whether two such
ratios can ever be equal; see, e.g., Waldschmidt [40, Sections 1.3 and 1.4]).
Bounded languages form a well-known subclass of regular languages. In fact, a regular (or
even context-free) language L is bounded if and only if the number of words of length n in
L is at most polynomial in n. All other regular languages have, in contrast, exponential
growth rate (a fact rediscovered multiple times; see, e.g., references in Gawrychowski
et al. [14]). Bounded languages have been studied from combinatorial and algorithmic
points of view since the 1960s [17, 14], and have recently been used, e.g., in the analysis
of quantitative information flow problems in computer security [27, 26]. In the context of
labelled Markov chains, languages that are subsets of a∗1 a∗2 . . . a∗m (for individual letters
a1 , . . . , am ∈ Σ) model consecutive arrival of m events in a discrete-time system. It is
curious that natural decision problems for such simple systems can lead to intricate
algorithmic questions in number theory at the border of decidability.

Further motivation and related work
In the labelled Markov chain setting, the big-O problem can be reformulated as a boundedness
problem for the following function. For two LMCs A and B, define the (asymmetric) ratio
variation function by
r(A, B) = sup (fA (E)/fB (E)),
E⊆Σ∗

where fA (E) and fB (E) denote the total probability mass associated with an arbitrary set
of finite words E ⊆ Σ∗ in A and B, respectively. Here we assume 00 = 0 and x0 = ∞ for
∗
x > 0. Observe that, because max( ab , dc ) ≥ a+c
b+d for a, b, c, d ≥ 0, the supremum over E ⊆ Σ
∗
can be replaced with supremum over w ∈ Σ . Consequently, the big-O problem for LMCs is
equivalent to deciding whether r(A, B) < ∞.
Finding the value of r amounts to asking for the optimal (minimal) constant in the big-O
notation. Further, one can consider a symmetric variant, the ratio distance: rd(A, B) =
max{r(A, B), r(B, A)}, in an analogy with big-Θ. Now, rd is a ratio-oriented variant of the
classic total variation distance tv, defined by tv(A, B) = supE⊆Σ∗ (fA (E) − fB (E)), which is
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a well-established way of comparing two labelled Markov chains [5, 19]. We also consider the
problem of approximating r (as well as rd) to a given precision and the problem of comparing
it with a given constant (threshold problem), showing that both are undecidable.
The ratio distance rd is also equivalent to the exponential of the multiplicative total
variation distance defined in [4, 36] in the context of differential privacy. Consider a system
M, modelled by a single labelled Markov chain, where output words are observable to
the environment but we want to protect the privacy of the starting configuration. Let
R ⊆ Q × Q be a symmetric relation, which relates the starting configurations intended
to remain indistinguishable. Given  ≥ 0, we say that M is -differentially private (with
respect to R) if, for all (s, s0 ) ∈ R, we have fs (E) ≤ e · fs0 (E) for every observable set
of traces E ⊆ Σ∗ [11, 6]. Here in the subscript of f and elsewhere, references to
states s and s0 replace references to LMCs/automata: M stays implicit, and we
specify which state it is executed from. Note that there exists such an  if and only
if r(s, s0 ) < ∞ for all (s, s0 ) ∈ R or, equivalently, (the LMC M executed from) s is big-O
of (the LMC M executed from) s0 for all (s, s0 ) ∈ R. In fact, the minimal such  satisfies
e = max(s,s0 )∈R r(s, s0 ), thus r captures the level of differential privacy between s and s0 .
Our results show that even deciding whether the multiplicative total variation distance is
finite or +∞ is, in general, impossible. Likewise, it is undecidable whether a system modelled
by a labelled Markov chain provides any degree of differential privacy, however low.

2

Preliminaries

I Definition 1. A weighted automaton W over the (Q, +, ×) semi-ring is a 4-tuple
hQ, Σ, M, F i, where Q is a finite set of states, Σ is a finite alphabet, M : Σ → QQ×Q
is a transition weighting function, and F ⊆ Q is a set of final states. We consider only
non-negative weighted automata, i.e. M (a)(q, q 0 ) ≥ 0 for all a ∈ Σ and q, q 0 ∈ Q.
In complexity-theoretic arguments, we assume that each weight is given as a pair of integers
(numerator and denominator) in binary. The description size is then the number of bits
required to represent hQ, Σ, M, F i, including the bit size of the weights.
Each weighted automaton defines functions fs : Σ∗ → R, where for all s ∈ Q
X
fs (w) =
(M (a1 ) × M (a2 ) × · · · × M (an ))s,t
for w = a1 a2 . . . an ∈ Σ∗
t∈F

and A × B is standard matrix multiplication. We refer to fs (w) as the weight of w from
state s. Without loss of generality, a weighted automaton can have a single final state. If not,
P
introduce a new unique final state t s.t. M (a)(q, t) = q0 ∈F M (a)(q, q 0 ) for all q ∈ Q,a ∈ Σ.
I Definition 2. We denote by Ls (W) the set of w ∈ Σ∗ with fs (w) > 0, that is, with positive
weight from s. Equivalently, this is the language of Ns (W), the non-deterministic finite
automaton (NFA) formed from the same set of states (and final states) as W, start state s,
a
and transitions q −
→ q 0 whenever M (a)(q, q 0 ) > 0.
Given s, s0 ∈ Q, we say that s is big-O of s0 if there exists C > 0 such that fs (w) ≤
C · fs0 (w) for all w ∈ Σ∗ . The paper studies the following problem.
I Definition 3 (Big-O Problem).
input
output

Weighted automaton hQ, Σ, M, F i and s, s0 ∈ Q
Is s big-O of s0 ?
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I Remark 4. One could consider whether s is big-Θ of s0 , defined as s is big-O of s0 and s0 is
big-O of s; equivalently, whether rd(s, s0 ) < ∞ for LMCs. We note that these two notions
reduce to each other, justifying our consideration of only the big-O problem. There is an
obvious reduction from big-Θ to big-O making two oracle calls (a Cook reduction), but this
can be strengthened to a single call preserving the answer (a Karp reduction). This, however,
requires at least two characters. In the other direction, one can ask if s big-O of s0 using
big-Θ by asking if a linear combination of s and s0 is big-Θ of s0 .
In the paper we also work with labelled Markov chains. In particular, they will appear in
examples and hardness (including undecidability) arguments. As they are a special class of
weighted automata, this will imply hardness (resp. undecidability) for weighted automata in
general. On the other hand, our decidability results will be phrased using weighted automata,
which makes them applicable to labelled Markov chains.
I Definition 5. A labelled Markov chain (LMC) is a (non-negative) weighted automaton
P
P
0
hQ, Σ, M, F i such that, for all q ∈ Q \ F , we have
q 0 ∈Q
a∈Σ M (a)(q, q ) = 1 and
0
0
M (a)(q, q ) = 0 for all for all a ∈ Σ, q ∈ F and q ∈ Q.
Since final states have no outgoing transitions, w.l.o.g., one can assume a unique final
state. For LMCs, the function fs can be extended to a measure on the powerset of Σ∗ by
P
P
fs (E) = w∈E fs (w), where E ⊆ Σ∗ . The measure is a subdistribution: w∈Σ∗ fs (w) ≤ 1.
We will also consider unary weighted automata, and similarly LMCs, where |Σ| = 1.
Then we will often omit Σ on the understanding that Σ = {a}, and describe transitions with
a single matrix A = M (a) so that fs (an ) = Ans,t , where t is the unique final state. Note that
Ans,t stands for (An )(s, t), and not (A(s, t))n . Using the notation of regular expressions, we
can write Ls (W) ⊆ a∗ . It will turn out fruitful to consider several larger classes of languages:
∗
I Definition 6. Let L ⊆ Σ∗ . L is bounded [17] if L ⊆ w1∗ w2∗ · · · wm
for some w1 , . . . , wm ∈
∗ ∗
∗
∗
Σ . L is letter-bounded if L ⊆ a1 a2 . . . am for some a1 , . . . , am ∈ Σ. L is plus-letter-bounded
+
+
if L ⊆ a+
1 a2 . . . am for some a1 , . . . , am ∈ Σ.

In each case, if the language of an NFA is suitably bounded, one can extract a corresponding
bounding regular expression [14].

3

Big-O, Threshold and Approximation problems are undecidable

We show that the big-O problem is undecidable. We also establish undecidability for several
other problems related to computing and approximating the ratio variation distance. Recall
that this corresponds to identifying the optimal constant for positive instances of the big-O
problem or the level of differential privacy between two states in a labelled Markov chain.
I Definition 7. The asymmetric threshold problem takes an LMC along with two states s, s0
and a constant θ, and asks if r(s, s0 ) ≤ θ. The variant under the promise of boundedness
promises that r(s, s0 ) < ∞. The strict variant of each problem replaces ≤ with <.
The asymmetric additive approximation task takes an LMC, two states s, s0 and a
constant γ, and asks for x such that |r(s, s0 ) − x| ≤ γ. The asymmetric multiplicative
approximation task takes an LMC, two states s, s0 and a constant γ, and asks for x such
x
that 1 − γ ≤ r(s,s
0 ) ≤ 1 + γ.
In each case, the symmetric variant is obtained by replacing r with rd.
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I Theorem 8.
The big-O problem is undecidable, even for LMCs.
Each variant of the threshold problem (asymmetric/symmetric, non-strict/strict) is
undecidable, even under the promise of boundedness.
All variants of the approximation tasks (asymmetric/symmetric, additive/multiplicative)
are unsolvable, even under the promise of boundedness.
Probabilistic automata are similar to LMCs, except that M (a) is stochastic for every
P
a, rather than a∈Σ M (a) being stochastic. Formally, a probabilistic automaton is a nonP
negative weighted automaton with a distinguished start state qs such that q0 ∈Q M (a)(q, q 0 ) =
1 for all q ∈ Q and a ∈ Σ. The problem Empty asks if fqs (w) ≤ 21 for all words w. It is
known to be undecidable [31, 12].
Proof sketch of Theorem 8. We reduce from Empty. The construction creates two branches of a labelled Markov chain. The first simulates the probabilistic automaton using the
original weights multiplied by a scalar ( 14 in the case |Σ| = 2). The other branch will process
each letter from Σ with equal weight (also 14 in an infinite loop). Consequently, if there is a
word accepted with probability greater than 12 , the ratio between the two branches will be
greater than 1. The construction will enable words to be processed repeatedly, so that the
ratio can then be pumped unboundedly. Certain linear combinations of the branches enable
a gap promise, entailing undecidability of the threshold and approximation tasks.
J
I Remark. The classic non-strict threshold problem for the total variation distance (i.e.
whether tv(s, s0 ) ≤ θ) is known to be undecidable [19], like our distances. However, it is not
known if its strict variant (i.e. whether tv(s, s0 ) < θ) is also undecidable. In contrast, in
our case, both variants are undecidable. Further note that (additive) approximation of tv is
possible [19, 5], but this is not the case for our distances r and rd.
I Remark. We have shown the undecidability of the big-O problem using the undecidability
of the emptiness problem for probabilistic automata. Another proof of undecidability can be
obtained using the Value-1 problem (shown to be undecidable in [15]): indeed the big-O
problem and the Value-1 problem are interreducible. However, the reduction from big-O to
Value-1 does not entail decidability for subclasses of weighted automata (such as those with
bounded languages), as the image of these subclasses does not fall into the known decidable
fragments of the Value-1 problem. Further details are available in the full version.

4

The LC condition

Towards decidability results, we identify a simple necessary (but insufficient) condition for s
being big-O of s0 .
I Definition 9 (LC condition). A weighted automaton W = hQ, Σ, M, F i and s, s0 ∈ Q satisfy
the language containment condition (LC) if for all words w with fs (w) > 0 we also have
fs0 (w) > 0. Equivalently, Ls (W) ⊆ Ls0 (W).
The condition can be verified by constructing NFA Ns (W), Ns0 (W) that accept Ls (W) and
Ls0 (W) respectively and verifying L(Ns (W)) ⊆ L(Ns0 (W)).
I Remark 10. Recall that NFA language containment is NL-complete if the automata are
in fact deterministic, in P if they are unambiguous [8, Theorem 3], coNP-complete if they
are unary [37] and PSPACE-complete in general [28]. In all cases this complexity level will
match, or be lower than that for our respective algorithm for the big-O problem.
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Figure 1 Unbounded ratio but language equivalent.

We observe that, if s is big-O of s0 , the LC condition must hold and so the LC condition
is the first step in each of our verification routines. Example 11 shows that the condition
alone is not sufficient to solve the big-O problem, because two states can admit the same set
of words with non-zero weight, yet the weight ratios become unbounded.
I Example 11. Consider the unary automaton W in Figure 1. We have Ls (W) = Ls0 (W) =
n
(0.75)n−1 ·0.25
)
n−1
−
−−−→ ∞.
{an | n ≥ 1}, but ffs0(a
(an ) = (0.5)n−1 ·0.5 = 0.5 · 1.5
n→∞
s

I Remark 12. The original big-O notation on f, g : N → N, states that f is O(g) if ∃C, k > 0
∀n > k f (n) ≤ C g(n). Despite excluding finitely many points, when g(n) ≥ 1, it is equivalent
to ∃C > 0 ∀n > 0 f (n) ≤ C g(n) by taking C large enough to deal with the finite prefix.
In the paper, though, we formally consider s to not be big-O of s0 if there exists even a single
word w such that fs (w) > 0 and fs0 (w) = 0. However, for weighted automata, we could amend
our definition to “eventually big-O” as follows: ∃C > 0, k > 0 : ∀w ∈ Σ≥k fs (w) ≤ C · fs0 (w).
The big-O problem reduces to its eventual variant by checking both the LC condition
and the eventually big-O condition. Thus our undecidability (and hardness) results transfer
to the eventually big-O problem. The eventually big-O problem can be solved via the big-O
problem by “fixing” the LC condition through the addition of a branch from s0 that accepts
all appropriate words with very low probability. Further details are available in the full
version.

4.1

Application: unambiguous weighted automata

In this section, we prove the first decidability result, that is, polynomial-time solvability in
the unambiguous case. We say a weighted automaton W is unambiguous from a state s if
every word has at most one accepting path in Ns (W).
I Lemma 13. If a weighted automaton W is unambiguous from states s and s0 , the big-O
problem is decidable in polynomial time.
Proof sketch. We construct a product weighted automaton, with edge weights of the form
(a)(q1 ,q2 )
0
M 0 (a)((q1 , q10 ), (q2 , q20 )) = M
M (a)(q10 ,q20 ) and ask if there is a cycle on a path from (s, s ) to
(t, t) with weight > 1, which can be detected in polynomial time using a variation on the
Bellman-Ford algorithm.
J
Note the relevant behaviours are those on cycles – transitions which are taken at most once
are of little significance to the big-O problem. Such transitions have at most a constant
multiplicative effect on the ratio. This is the case whether or not the system is unambiguous.

5

The big-O problem for unary weighted automata is coNP-complete

In this section we show coNP-completeness in the unary case.
I Theorem 14. The big-O problem for unary weighted automata is coNP-complete. It is
coNP-hard even for unary labelled Markov chains.
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For the upper bound, our analysis will refine the analysis of the growth of powers of
non-negative matrices of Friedland and Schneider [13, 33] which gives the asymptotic order
n+q
n k
of growth of Ans,t + An+1
s,t + · · · + As,t ≈ ρ n for some ρ, k and q, which smooths over the
periodic behaviour (see Theorem 18). Our results require a non-smoothed analysis, valid for
each n. This isn’t provided in [13, 33], where the smoothing forces the existence of a single
limit – which we don’t require. Our big-Θ lemma (Lemma 21) will accurately characterise
the asymptotic behaviour of Ans,t by exhibiting the correct value of ρ and k for every word.

5.1

Preliminaries

Let W be a unary non-negative weighted automaton with states Q, transition matrix A and
a unique final state t. When we refer to a path in W, we mean a path in the NFA of W, i.e.
paths only use transitions with non-zero weights and states on a path may repeat.
I Definition 15.
A state q can reach q 0 if there is a path from q to q 0 . In particular, any state q can always
reach itself.
A strongly connected component (SCC) ϕ ⊆ Q is a maximal set of states such that for
each q, q 0 ∈ ϕ, q can reach q 0 . We denote by SCC(q) the SCC of state q and by Aϕ , the
|ϕ| × |ϕ| transition matrix of ϕ. Note every state is in a SCC, even if it is a singleton.
The DAG of W is the directed acyclic graph of strongly connected components. Components
ϕ, ϕ0 are connected by an edge if there exist q ∈ ϕ and q 0 ∈ ϕ0 with A(q, q 0 ) > 0.
The spectral radius of an m × m matrix A is the largest absolute value of its eigenvalues.
Recall the eigenvalues of A are {λ ∈ C | exists vector ~x ∈ Cm , ~x 6= 0 with A~x = λ~x}.
The spectral radius of ϕ, denoted by ρϕ , is the spectral radius of Aϕ . By ρ(q) we denote
the spectral radius of the SCC in which q is a member.
We denote by T ϕ the period of the SCC ϕ: the greatest common divisor of return times
for some state s ∈ ϕ, i.e. gcd{t ∈ N | At (s, s) > 0}. It is known that any choice of state
in the SCC gives the same value (see e.g. [35, Theorem 1.20]). If Aϕ = [0] then T ϕ = 0.
Let P(s, s0 ) be the set of paths from the SCC of s to the SCC of s0 in the DAG of W.
Thus a path π ∈ P(s, s0 ) is a sequence of SCCs ϕ1 , . . . , ϕm .
T (s, s0 ), called the local period between s and s0 , is defined by T (s, s0 ) = lcm 0 gcd T ϕ .
π∈P(s,s ) ϕ∈π

The spectral radius between states s and s0 , written ρ(s, s0 ), is the largest spectral radius
of any SCC seen on a path from s to s0 : ρ(s, s0 ) = maxπ∈P(s,s0 ) ρ(π), where ρ(π) =
maxϕ∈π ρϕ for π ∈ P(s, s0 ).
The following function captures the number of SCCs which attain the largest spectral
radius on the path that has the most SCCs of maximal spectral radius. Let k(s, s0 ) =
maxπ∈P(s,s0 ) k(π) − 1, where, for π ∈ P(s, s0 ), k(π) = |{ϕ ∈ π | ρϕ = ρ(s, s0 )}|.
I Remark 16. Since our weighted automata have rational weights, the spectral radius of
an SCC is an algebraic number, as the absolute value of a root of a polynomial with
rational coefficients. In general, an algebraic number z ∈ A can be represented by a tuple
(pz , a, b, r) ∈ Q[x] × Q3 , where pz is a polynomial over x and a, b, r specify an approximation
to distinguish z from all other roots: z is the only root of pz (x) with |z − (a + bi)| ≤ r. This
representation, which admits standard operations (addition, multiplication, absolute value,
(in)equality testing, etc.), can be found in polynomial time (see, e.g. [29]). Henceforth, when
we refer to the spectral radius we will implicitly mean representation in this form.
The asymptotic behaviours of weighted automata will be characterised using (ρ, k)-pairs:
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Figure 2 Different rates for different phases.

I Definition 17. A (ρ, k)-pair is an element of R×N. The ordering on R×N is lexicographic,
i.e. (ρ1 , k1 ) ≤ (ρ2 , k2 ) ⇐⇒ ρ1 < ρ2 ∨ (ρ1 = ρ2 ∧ k1 ≤ k2 ).
Friedland and Schneider [13, 33] essentially use (ρ, k)-pairs to show the asymptotic
behaviour of the powers of non-negative matrices. In particular they find the asymptotic
behaviour of the sum of several Ans,s0 , smoothing the periodic behaviour of the matrix.
I Theorem 18 (Friedland and Schneider [13, 33]). Let A be an m × m non-negative matrix,
inducing a unary weighted automaton W with states Q = {1, . . . , m}. Given s, t ∈ Q, let
Bn
n+T (s,t)−1
n
Bs,t
= Ans,t + An+1
. Then limn→∞ ρ(s,t)ns,t
= c, 0 < c < ∞.
s,t + · · · + As,t
nk(s,t)
In the case where the local period is 1 (T (s, t) = T (s0 , t) = 1), Theorem 18 can already
be used to solve the big-O problem (in particular if the matrix A is aperiodic). In this case
n
Ans,t = Bs,t
= Θ(ρ(s, t)n nk(s,t) ). Then to establish that s is big-O of s0 we check that the
language containment condition holds and that (ρ(s, t), k(s, t)) ≤ (ρ(s0 , t), k(s0 , t)). However,
this is not sufficient if the local period is not 1.
I Example 19. Consider the chains shown in Figure 2 with local period 2. The behaviour
for n ≥ 3 is Ans,t = Θ(0.5n n) and Ans0 ,t = Θ(0.25n ) when n is odd and Ans0 ,t = Θ(0.5n n)
n
when n is even. However, Theorem 18 tells us Bs,t
= Θ(0.5n n) and Bsn0 ,t = Θ(0.5n n)
suggesting the ratio is bounded, but in fact s is not big-O s0 (although s0 is big-O of s)
because

5.2

A2n+1
s,t

−−−−→ ∞.

n→∞
A2n+1
s0 ,t

Upper bound: The unary big-O problem is in coNP

Let W be a unary weighted automaton and suppose we are asked whether s is big-O of s0 .
We assume w.l.o.g. (a) that there is a unique final state t with no outgoing transitions, and
(b) that s, s0 do not appear on any cycle (if this is not the case, copies of s, s0 and their
transitions can be taken).
Next we define a “degree function”, which captures the asymptotic behaviour of each
word an by a (ρ, k)-pair, capturing the exponential and polynomial behaviours respectively.
I Definition 20. Given a unary weighted automaton W, let ds,t : N → R × N be defined by
ds,t (n) = (ρ, k), where:
ρ is the largest spectral radius of any vertex visited on any path of length n from s to t;
the path from s to t that visits the most SCCs of spectral radius ρ visits k + 1 such SCCs;
if there is no length-n path from s to t, then (ρ, k)=(0, 0).
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Let s, t ∈ Q be fixed. We are now ready to state the key technical lemma of this subsection
(cf. Theorem 18, Friedland and Schneider [13, 33]), where we assume the functions ρ(n), k(n),
defined by ds,t (n) = (ρ(n), k(n)).
I Lemma 21 (The big-Θ lemma). There exist c, C > 0 such that, for every n > |Q|,
c · ρ(n)n nk(n) ≤ Ans,t ≤ C · ρ(n)n nk(n) .
The set of admissible (ρ, k)-pairs is the image of ds,t . Observe that this set is finite and
of size at most |Q|2 : there can be no more than |Q| values of ρ (if at worst each state were
its own SCC) and the value of k is also bounded by the number of SCCs and thus |Q|.
We next define the (ρ, k)-annotated version of W, i.e. in each state we record the relevant
value of (ρ, k) corresponding to the current run to the state.
I Definition 22 (The weighted automaton W † ). Given W = hQ, Σ, A, {t}i and s ∈ Q, the
weighted automaton W † has states of the form (q, ρ, k) for all q ∈ Q and all admissible
p
(ρ, k)-pairs, the same Σ and no final states. For every transition q −
→ q 0 from W denoting
A(q, q 0 ) = p, include the following transition in W † for each admissible (ρ, k):
p
(q, ρ, k) −
→ (q 0 , ρ, k) if SCC (q)=SCC (q 0 ),
p

(q, ρ, k) −
→ (q 0 , ρ, k + 1) if SCC (q)6=SCC (q 0 ) and ρ = ρ(q 0 ),
p

(q, ρ, k) −
→ (q 0 , ρ, k) if SCC (q)6=SCC (q 0 ) and ρ > ρ(q 0 ),
p

(q, ρ, k) −
→ (q 0 , ρ(q 0 ), 0) if SCC (q)6=SCC (q 0 ) and ρ(q 0 ) > ρ.
W † is constructable in polynomial time given W. Indeed, the spectral radii of all SCCs
can be computed and compared to each other in time polynomial in the size of W (see
Remark 16).
For the following lemma, recall the language containment (LC) condition from Definition 9
and the ordering on (ρ, k)-pairs from Definition 17.
I Lemma 23. A state s is big-O of s0 if and only if the LC condition holds and, for all but
finitely many n ∈ N, we have ds,t (n) ≤ ds0 ,t (n).
0

Proof sketch. Whenever ds,t (n) ≤ ds0 ,t (n), by Lemma 21, we have fs (an ) ≤ ( Cc ( ρρ0 )n nk−k ) ·
0

0

fs0 (an ), in which case either ds,t (n) = ds0 ,t (n) and ( ρρ0 )n nk−k = 1 or limn→∞ ( ρρ0 )n nk−k = 0
0

and so ( ρρ0 )n nk−k ≤ 1 for all but finitely many n.
0

However, whenever ds,t (n) > ds0 ,t (n), Lemma 21 yields fs (an ) ≥ ( Cc ( ρρ0 )n nk−k ) · fs0 (an )
0

but then limn→∞ ( ρρ0 )n nk−k = ∞.

J

We are going to use the characterisation from Lemma 23 to prove Theorem 14. As already
discussed, the LC condition can be checked via NFA inclusion testing. To tackle the “for all
but finitely many ...” condition, we introduce the concept of eventual inclusion.
I Definition 24. Given sets A, B, we say A is eventually included in B, written A ⊂
∼ B, if
and only if A \ B is finite.
The next three lemmas relate deciding the big-O problem using the characterisation of
Lemma 23 to eventual inclusion.
I Lemma 25. Given unary NFAs N1 , N2 , the problem L(N1 ) ⊂
∼ L(N2 ) is in coNP.
I Lemma 26. Suppose d1 , d2 : N → X, with (X, ≤) a finite total order. Then d1 (n) ≤ d2 (n)
for all but finitely many n if and only if {n | d1 (n) ≥ x} ⊂
∼ {n | d2 (n) ≥ x} for all x ∈ X.
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I Lemma 27. Given a unary weighted automaton W, the associated problem whether
ds,t (n) ≤ ds0 ,t (n) for all but finitely many n ∈ N is in coNP.
Proof. Given an admissible pair x = (ρ, k), we construct an NFA Ns,x accepting {an | ds,t (n) ≥
x} (similarly Ns0 ,x for s0 ), by taking the NFA Ns (W † ) (Definitions 2, 22) with a suitable
choice of accepting states. Recall that states in W † are of the form (q, ρ0 , k 0 ), where q is a
state from W and (ρ0 , k 0 ) is admissible. If we designate states (t, ρ0 , k 0 ) with (ρ0 , k 0 ) ≥ x as
accepting, it will accept {an | ds,t (n) ≥ x}. This is a polynomial-time construction.
Then, by Lemma 26, the problem whether ds,t (n) ≤ ds0 ,t (n) for all but finitely many
2
n ∈ N is equivalent to L(Ns,x ) ⊂
∼ L(Ns0 ,x ) for all admissible x. As there are at most |Q|
values of x and each can be verified non-deterministically in coNP, it suffices to show that
L(Ns,x ) ⊂
J
∼ L(Ns0 ,x ) is in coNP for each x. This is the case by Lemma 25.
Remark 10 and Lemma 27 together complete the upper bound result for Theorem 14.
I Remark. Lemma 26 may appear simpler using {n | f1 (n) = x} ⊂
∼ {n | f2 (n) ≥ x}. However,
it does not seem possible to construct an NFA for {an | ds,t (n) = x} in polynomial time.
Taking just (t, ρ, k) as accepting would not be correct, as there could be paths of the same
length ending in (t, ρ0 , k 0 ) with (ρ0 , k 0 ) > (ρ, k). Using ≥ instead of = avoids this problem.
I Remark. An alternative approach for obtaining an upper bound could be to compute the
Jordan normal form of the transition matrix and consider its powers. Instead of the interplay
of strongly connected components in the transition graph, we would need to consider linear
combinations of the nth powers of complex numbers (such as roots of unity). It is not clear
this algebraic approach leads to a representation more convenient for our purposes.

5.3

coNP-hardness for unary LMC

Given a unary NFA N , the NFA universality problem asks if L(N ) = {an | n ∈ N}. This
problem is coNP-complete [37]. We exhibit a polynomial-time reduction from (a variant
of) the unary universality problem to the big-O problem on unary Markov chains. Further
details are available in the full version.

6

Decidability for weighted automata with bounded languages

In this section we consider the big-O problem for a weighted automaton W and states s, s0
such that Ls (W), Ls0 (W) are bounded. Throughout the section, we assume that the LC
condition has already been checked, i.e. Ls (W) ⊆ Ls0 (W). We will show that the problem is
conditionally decidable, subject to Schanuel’s conjecture.
Logical theories of arithmetic and Schanuel’s conjecture. In first-order logical theories
of arithmetic, variables denote numbers (from Z or R, as appropriate), and atomic predicates
are equalities and inequalities between terms built from variables and function symbols.
Nullary function symbols are constants, always from Z. If binary addition and multiplication
are available, then:
for R we obtain the first-order theory of the reals, where the truth value of sentences
is decidable due to the celebrated Tarski–Seidenberg theorem [3, Chapter 11 and Theorem 2.77];
for Z, the first-order theory of the integers is, in contrast, undecidable (see, e.g, [32]).
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Figure 3 Relative orderings are the same, but the boundedness question is different.

In the case of R, adding the unary symbol for the exponential function x 7→ ex , leads to
the first-order theory of the real numbers with exponential function (Th(Rexp )). Logarithms
base 2, for example, are easily expressible in Th(Rexp ). The decidability of Th(Rexp ) is an
open problem and hinges upon Schanuel’s conjecture [24].
Schanuel’s conjecture [23] is a unifying conjecture of transcendental number theory, saying
that for all z1 , . . . , zn ∈ C linearly independent over Q the field extension Q(z1 , . . . , zn , ez1 , . . . ,
ezn ) has transcendence degree at least n over Q, meaning that for some S ⊆ {z1 , . . . , zn ,
ez1 , . . . , ezn } of cardinality n, say S = {s1 , . . . , sn }, the only polynomial p over Q satisfying
p(s1 , . . . , sn ) = 0 is p ≡ 0. See, e.g., Waldschmidt’s book [40, Section 1.4] for further
context. If indeed true, this conjecture would generalise several known results, including
the Lindemann–Weierstrass theorem and Baker’s theorem, and would entail the decidability
of Th(Rexp ). Our work follows an exciting line of research that reduces problems from
verification [9, 25], linear dynamical systems [2, 7], and symbolic computation [18] to the
decision problem for Th(Rexp ).
I Theorem 28. Given a weighted automaton W = hQ, Σ, M, F i, s, s0 ∈ Q, with Ls (W) and
Ls0 (W) bounded, it is decidable whether s is big-O of s0 , subject to Schanuel’s conjecture.
In the unary case, it was sufficient to consider the relative order between spectral radii,
with careful handling of the periodic behaviour. This approach is insufficient in the bounded
case. Example 29 highlights that the actual values of the spectral radii have to be examined.
I Example 29 (Relative orderings are insufficient). Consider the LMC in Figure 3, with 0.61 ≤
p ≤ 0.62. We have fs (am bn ) = Θ(0.6m 0.4n ) and fs0 (am bn ) = Θ(pm 0.39n + 0.59m 0.41n ).
Note that neither 0.59m 0.41n nor pm 0.39n dominate, nor are dominated by, 0.6m 0.4n for any
value of 0.61 ≤ p ≤ 0.62. That is, there are values of m, n where 0.59m 0.41n  0.6m 0.4n
(in particular large n) and values of m, n where 0.59m 0.41n  0.6m 0.4n (in particular large
m); similarly for pm 0.39n vs 0.6m 0.4n (but the cases in which n or m needs to be large are
swapped). However, the big-O status can be different for different values of p ∈ [0.61, 0.62],
despite the same relative ordering between spectral radii. When p = 0.62, the ratio turns
m n
b )
1600
out to be bounded: ffs0(a
(am bn ) ≤ 1579 for all m, n (in particular, maximal at m = n = 0). In
s

contrast, when p = 0.61, we have

fs (am b0.66m )
−−−→
fs0 (am b0.66m ) −
m→∞

∞.

We first prove Theorem 28 for the plus-letter-bounded case, which is the most technically
involved; the other bounded cases will be reduced to it. In the plus-letter-bounded case, we
will characterise the behaviour of such automata, generalising (ρ, k)-pairs of the unary case.
We will need to rely upon the first-order theory of the reals with exponentials to compare
these behaviours.
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The plus-letter-bounded case

+
We assume Ls0 (W) ⊆ a+
1 · · · am , where a1 , · · · , an ∈ Σ and because the LC condition holds,
+
we also have Ls (W) ⊆ a1 · · · a+
m . In the plus-letter-bounded cases, without loss of generality,
we assume ai 6= aj for i 6= j. Then any word w = an1 1 . . . anmm is uniquely specified by a vector
(n1 , . . . , nm ) ∈ Nm
>0 , where ni is the number of ai ’s in w.
Like in Definition 20, we define a degree function d, which will be used to study the
asymptotic behaviour of words. This time we will associate a separate (ρ, k) pair to each of the
m characters and, consequently, words will induce sequences of the form (ρ1 , k1 ) · · · (ρm , km ).
Further, as there may be multiple, incomparable behaviours, words will induce sets of
such sequences, i.e. d : Nm → P((R × N)m ). For the sake of comparisons, it will be convenient
to focus on maximal elements with respect to the pointwise order on (R × N)m , written ≤,
where the lexicographic order (recall Definition 17) is used to compare elements of R × N.
Recall Lemma 21 does not capture the asymptotics when n ≤ |Q|. In the unary case this
is inconsequential as small words are covered by the finitely many exceptions and the LC
condition. However, here, a small number of one character may be used to enable access
to a particular part of the automaton in another character. For this case, we introduce a
new number δ = 12 minϕ:ρϕ >0 ρϕ which is strictly smaller than the spectral radius of every
non-zero SCC (so will not dominate with the partial order), but non-zero.

I Definition 30. Let ρ̂ = (ρ1 , k1 ), · · · , (ρm , km ) ∈ (R × N)m . An an1 1 an2 2 . . . anmm -labelled path
from s (to the final state) is compatible with ρ̂ if, for each i = 1, . . . , m, it visits ki + 1 SCCs
with spectral radius ρi while reading ai , unless the path visits only singletons with no loops,
in which case (ρi , ki ) = (δ, 0). The notation (ρ, k) ∈ ρ̂ is used for “(ρ, k) is an element of ρ̂”.
I Definition 31. Let ds : Nm → P((R × N)m ) be s.t.: ρ̂ ∈ ds (n1 , . . . , nm ) if and only if
(1) there exists an an1 1 an2 2 . . . anmm -labelled path from s to the final state compatible with ρ̂,
and
(2) for every an1 1 an2 2 . . . anmm -labelled path from s compatible with σ̂ s.t. ρ̂ ≤ σ̂, we have ρ̂ = σ̂.
Observe that ρ̂ may range over at most |Q|2m possible values. We write D for the set
containing them, so that ds : Nm → P(D). In this extended setting, the big-Θ lemma
(Lemma 21) may be generalised as follows.
P
Q
I Lemma 32. Denote z(n1 , · · · , nm ) = ρ̂∈ds (n1 ,...,nm ) (ρi ,ki )∈ρ̂ ρni i · nki i .
There exist c, C > 0 such that for all n1 . . . , nm ∈ N:
c · z(n1 , · · · , nm ) ≤ fs (an1 1 an2 2 . . . anmm ) ≤ C · z(n1 , · · · , nm ).
The following lemma provides the key characterisation of negative instances of the big-O
problem, in the plus-letter-bounded case and assuming the LC condition. Here and below,
we write n(t) to refer to the the tth vector in a sequence n : N → Nm .
I Lemma 33 (Main lemma). Assume Ls (W) ⊆ Ls0 (W). Then s is not big-O of s0 if and
only if there exists a sequence n : N → Nm and X ∈ D, Y ⊆ D such that
(a) X ∈ ds (n(t)) and Y = ds0 (n(t)) for all t, and
(b) for all j ∈ hY , the sequence n satisfies
m
X

αj,i n(t)i + pj,i log n(t)i −
−−→ −∞,
t→∞

i=1

where hY ⊆ {1, . . . , |Y|}, αj,i ∈ R, pj,i ∈ Z (1 ≤ i ≤ m) are uniquely determined by X and Y
(in a way detailed below), hY and pj,i ’s are effectively computable and αj,i ’s are first-order
expressible (with exponential function).
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Proof. Observe that then s is not big-O of s0 iff there exists an infinite sequence of words
such that, for all C > 0, the sequence contains a word w such that ffs0(w)
> C. Thanks to
s (w)
Lemma 32, this is equivalent to the existence of a sequence n : N → Nm such that
X
Y
n(t)
ρi i · n(t)ki i
X∈ds (n(t)1 ,...,n(t)m ) (ρi ,ki )∈X

X

n(t)i

Y

σi

−
−−→ ∞,
t→∞

· n(t)`i i

Y ∈ds0 (n(t)1 ,...,n(t)m ) (σi ,`i )∈Y

where n(t)i denotes the ith component of n(t). Since there are finitely many possible values
of ds and ds0 , it suffices to look for sequences n such that ds (n(t)) and ds0 (n(t)) are fixed.
Further, because of the sum in the numerator, only one X ∈ X is required such that
X ∈ ds (n1 , . . . , nm ). Thus, we need to determine whether there exist X ∈ D, Y ⊆ D and
n : N → Nm such that X ∈ ds (n(t)), ds0 (n(t)) = Y (for all t) and
Qm

n(t)i

i=1 ρi
PhY Qm
j=1

i=1

· n(t)ki i

n(t)i

σji

`

· n(t)i ji

−
−−→ ∞.
t→∞

where X = (ρ1 , k1 ) · · · (ρm , km ), Y = {Y1 , · · · , Y|Y| }, and Yj = (σj1 , `j1 ) · · · (σjm , `jm ) (1 ≤
j ≤ |Y|). Taking the reciprocal and requiring each of the summands to go to zero, we obtain
n(t)i
i=1 σji
Qm n(t)i
i=1 ρi

Qm

`

· n(t)i ji
· n(t)ki i

=

n(t)i
m 
Y
σji
i=1

ρi

If we take logarithms, letting αj,i = log(
m
X

n(t)i
σji
ρi )

`ji −ki

−
−−→ 0
t→∞

for all 1 ≤ j ≤ |Y|.

and pj,i = `ji − ki , we get

αj,i n(t)i + pj,i log n(t)i −
−−→ −∞
t→∞

i=1

for all j in hY = {1 ≤ j ≤ |Y| | σji > 0 for all 1 ≤ i ≤ m}.
The number αj,i is the logarithm of the ratio of two algebraic numbers, which are not given
explicitly. However, they admit an unambiguous, first-order expressible characterisation
(see Remark 16). The logarithm is encoded using the exponential function: log(z) is
∃x ∈ R : exp(x) = z.
J
Lemma 33 identifies violation of the big-O property using two conditions. In the remainder
of this subsection we will handle Condition (a) using automata-theoretic tools (the Parikh
theorem and semi-linear sets) and Condition (b) using logics. In summary, the characterisation
of Lemma 33 will be expressed in the first-order theory of the reals with exponentiation,
which is decidable subject to Schanuel’s conjecture.

Condition (a) via automata
It turns out that sequences n satisfying Condition (a) in Lemma 33 can be captured by a
s
finite automaton. In more detail, for any X ∈ D, there exists an automaton NX
such that
n
s
nm
1
L(NX ) = {a1 · · · am | X ∈ ds (n1 , · · · , nm )}. For any Y ⊆ D, there exists an automaton NYs
such that L(NYs ) = {an1 1 · · · anmm | ds (n1 , · · · , nm ) = Y}. The relevant automaton capturing
0
s
X and Y is then found by taking the intersection of L(NX
) and L(NYs ).
I Lemma 34. For any X ∈ D and Y ⊆ D, there exists an automaton NX,Y such that
L(NX,Y ) = {an1 1 · · · anmm | X ∈ ds (n1 , · · · , nm ), Y = ds0 (n1 , · · · , nm )}.
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Because of our ai 6= aj assumption, the vector (n1 , · · · , nm ) indicates the number of
occurrences of each character. The set of such vectors derived from the language of an
automaton is known as the Parikh image of this language [30]. It is well known that the
Parikh image of an NFA is a semi-linear set, i.e. a finite union of linear sets (a linear set
has the form {~b + λ1~r1 + · · · + λs~rs | λ1 , . . . , λs ∈ N}, where ~b ∈ Nm is the base vector and
+
+
~r1 , · · · ~rs ∈ Nm are called period vectors). However, since L(NX,Y ) ⊆ a+
1 a2 . . . am , the linear
i
sets are of a very particular form, where each ~r is a constant multiple of the ith unit vector.
SSX,Y
Lk ,
I Lemma 35.
as L(NX,Y ) = k=1
n The language of NX,Y can be effectively decomposed
o
where Lk = ab1k1 +rk1 λ1 · · · abmkm +rkm λm | λ1 , · · · , λm ∈ N , SX,Y ∈ N and bki , rki ∈ N (1 ≤
k ≤ SX,Y , 1 ≤ i ≤ m).
Lemma 35 captures Condition (a) of Lemma 33 precisely.

Condition (b) via logic
With Lemma 35 in place, we now move on to add Condition (b) to the existing machinery.
In fact, the logical formulae in the following lemmas will express the conjunction of both
conditions of Lemma 33.
I Lemma 36. Assume Ls (W) ⊆ Ls0 (W). Then s is not big-O of s0 if and only if there exists
X ∈ D, Y ⊆ D, 1 ≤ k ≤ SX,Y such that
∀C < 0 ∃~λ ∈ Nm

m
^ X

αj,i (bki + rki λi ) + pj,i log(bki + rki λi ) < C,

j∈hY i=1

where hY , αj,i , pj,i (resp. bki , rki ) satisfy the same conditions as in Lemma 33 (resp. 35).
Note that the formula of Lemma 36 uses quantification over natural numbers. Our next
step will be to replace integer variables with real variables. In other words, we will obtain an
equivalent condition in the first-order theory of the reals with exponentiation, as follows.
I Lemma 37. Assume Ls (W) ⊆ Ls0 (W). Then s is not big-O of s0 if and only if there exist
X ∈ D, Y ⊆ D, 1 ≤ k ≤ SX,Y and U ⊆ {i ∈ {1, · · · , m} | rki > 0} such that
|U |

∀C < 0 ∃~x ∈ R≥Bk

^ X

αj,i rki xi + pj,i log(xi ) < C,

j∈hY i∈U

where Bk = maxi bki and hY , αj,i , pj,i , bki , rki are as in Lemma 36.
Proof Sketch. Compare the logical characterisation in Lemmas 36 and 37. The first difference
to note is that the effect of bki ’s is simply a constant offset, and so the sequence would tend
to −∞ with or without its presence. Similar simplifications can be made inside the logarithm:
the multiplicative effect of rki inside the logarithm can be extracted as an additive offset and
thus similarly be discarded.
The second crucial difference is to relax the variable domains from integers to reals. If
each of the λi in the satisfying assignment is sufficiently large, we show we can relax the
condition to real numbers rather than integers without affecting whether the sequence goes
to −∞. To do this, we test sets of indices U , where if i ∈ U then λi needs to be arbitrarily
large over all C (i.e. unbounded). The positions where λi is always bounded are again a
constant offset and are omitted.
J
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By testing the LC condition and the condition from Lemma 37 for each possible X, Y, k, U ,
in turn using the relevant (conditionally decidable) first-order theory of the reals, we have:
I Lemma 38. Given a weighted automaton W and states s, s0 such that Ls (W) and Ls0 (W)
are plus-letter-bounded, it is decidable whether s is big-O s0 , subject to Schanuel’s conjecture.

6.2

The letter-bounded case

Here we consider the case where Ls (W) and Ls0 (W) are letter-bounded, Ls (W) and Ls0 (W)
are subsets of a∗1 . . . a∗m for some a1 , . . . , am ∈ Σ, which is a relaxation of the preceding case.
For the plus-letter-bounded case, we relied on a 1-1 correspondence between numeric vectors
and words. This correspondence no longer holds in the letter-bounded case: for example, an
matches a∗ b∗ a∗ , but it could correspond to (n, 0, 0), (0, 0, n), as well as any (n1 , 0, n2 ) with
n1 + n2 = n. Still, there is a reduction to the plus-letter-bounded case.
I Lemma 39. The big-O problem for W, s, s0 with Ls (W) and Ls0 (W) letter-bounded reduces
to the plus-letter-bounded case.
Proof. Suppose the LC condition holds and Ls (W) ⊆ Ls0 (W) ⊆ a∗1 · · · a∗m . Let I be the set
of strictly increasing sequences ~ı = i1 · · · ik of integers between 1 and m. Given ~ı ∈ I, let
+
W~ı be the weighted automaton obtained by intersecting W with a DFA for a+
i1 · · · aik whose
0
0
initial state is q. Note that s is big-O of s (in W) iff (s, q) is big-O of (s , q) in W~ı for all
S
+
~ı ∈ I, because a∗1 · · · a∗m = ~ı∈I a+
i1 · · · aik . Because the big-O problem for each W~ı, (s, q),
0
(s , q) falls into the plus-letter-bounded case, the results follows from Lemma 38.
J

6.3

The bounded case

Here we consider the case where Ls (W) and Ls0 (W) are bounded, which is a relaxation of
∗
letter-boundedness (see Definition 6): Ls (W) and Ls0 (W) are subsets of w1∗ . . . wm
for some
w1 , . . . , wm ∈ Σ∗ . We show a reduction to the letter-bounded case from Section 6.2.
To showcase the difference to the letter-bounded case, consider the language
(abab)∗ a∗ b∗ (ab)∗ . Observe that, for example the word (ab)4 can be decomposed in a
number of ways: (abab)2 a0 b0 (ab)0 , (abab)1 a1 b1 (ab)1 , (abab)1 a0 b0 (ab)2 , (abab)0 a1 b1 (ab)3 or
(abab)0 a0 b0 (ab)4 . One must be careful to consider all such decompositions.
I Lemma 40. The big-O problem for W, s, s0 with Ls (W) and Ls0 (W) bounded reduces to
the letter-bounded case.
∗
Proof sketch. Suppose W is bounded over w1∗ . . . wm
, we will construct a new weighted
0
∗
automaton W letter-bounded over a new alphabet a1 . . . a∗m with the following property. For
nm
every decomposition of a word w, as w1n1 . . . wm
, the weight of an1 1 . . . anmm in W 0 is equal to
the weight of w in W.
J

7

Conclusion

Despite undecidability results, we have identified several decidable cases of the big-O problem.
However, for bounded languages, the result depends on a conjecture from number theory,
leaving open the exact borderline between decidability and undecidability.
Natural directions for future work include the analogous problem for infinite words,
further analysis on ambiguity (e.g., is the big-O problem decidable for k-ambiguous weighted
automata?), and the extension to negative edge weights.

D. Chistikov, S. Kiefer, A. S. Murawski, and D. Purser

41:17

References
1
2

3

4

5

6

7

8

9

10

11

12

Shaull Almagor, Udi Boker, and Orna Kupferman. What’s decidable about weighted automata?
In ATVA, volume 6996 of Lecture Notes in Computer Science, pages 482–491. Springer, 2011.
Shaull Almagor, Dmitry Chistikov, Joël Ouaknine, and James Worrell. O-minimal invariants
for linear loops. In Ioannis Chatzigiannakis, Christos Kaklamanis, Dániel Marx, and Donald
Sannella, editors, 45th International Colloquium on Automata, Languages, and Programming,
ICALP 2018, July 9-13, 2018, Prague, Czech Republic, volume 107 of LIPIcs, pages 114:1–
114:14. Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2018. doi:10.4230/LIPIcs.ICALP.
2018.114.
Saugata Basu, Richard Pollack, and Marie-Françoise Roy. Algorithms in Real Algebraic
Geometry, volume 10 of Algorithms and computation in mathematics. Springer, 2nd edition,
2006.
Konstantinos Chatzikokolakis, Daniel Gebler, Catuscia Palamidessi, and Lili Xu. Generalized
Bisimulation Metrics. In Paolo Baldan and Daniele Gorla, editors, CONCUR 2014 - Concurrency Theory - 25th International Conference, CONCUR 2014, volume 8704 of Lecture Notes
in Computer Science, pages 32–46. Springer, 2014. doi:10.1007/978-3-662-44584-6_4.
Taolue Chen and Stefan Kiefer. On the total variation distance of labelled Markov chains. In
Thomas A. Henzinger and Dale Miller, editors, Joint Meeting of the Twenty-Third EACSL Annual Conference on Computer Science Logic (CSL) and the Twenty-Ninth Annual ACM/IEEE
Symposium on Logic in Computer Science (LICS), CSL-LICS 2014, pages 33:1–33:10. ACM,
2014. doi:10.1145/2603088.2603099.
Dmitry Chistikov, Andrzej S. Murawski, and David Purser. Asymmetric distances for approximate differential privacy. In Wan Fokkink and Rob van Glabbeek, editors, 30th International
Conference on Concurrency Theory, CONCUR 2019, volume 140 of LIPIcs, pages 10:1–10:17.
Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2019. doi:10.4230/LIPIcs.CONCUR.2019.
10.
Ventsislav Chonev, Joël Ouaknine, and James Worrell. On the Skolem problem for continuous
linear dynamical systems. In Ioannis Chatzigiannakis, Michael Mitzenmacher, Yuval Rabani,
and Davide Sangiorgi, editors, 43rd International Colloquium on Automata, Languages, and
Programming, ICALP 2016, July 11-15, 2016, Rome, Italy, volume 55 of LIPIcs, pages 100:1–
100:13. Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2016. doi:10.4230/LIPIcs.ICALP.
2016.100.
Thomas Colcombet. Unambiguity in automata theory. In Jeffrey O. Shallit and Alexander
Okhotin, editors, Descriptional Complexity of Formal Systems - 17th International Workshop,
DCFS 2015, volume 9118 of Lecture Notes in Computer Science, pages 3–18. Springer, 2015.
doi:10.1007/978-3-319-19225-3_1.
Laure Daviaud, Marcin Jurdzinski, Ranko Lazic, Filip Mazowiecki, Guillermo A. Pérez, and
James Worrell. When is containment decidable for probabilistic automata? In Ioannis
Chatzigiannakis, Christos Kaklamanis, Dániel Marx, and Donald Sannella, editors, 45th
International Colloquium on Automata, Languages, and Programming, ICALP 2018, July 9-13,
2018, Prague, Czech Republic, volume 107 of LIPIcs, pages 121:1–121:14. Schloss Dagstuhl Leibniz-Zentrum für Informatik, 2018. doi:10.4230/LIPIcs.ICALP.2018.121.
C. Dehnert, S. Junges, J.-P. Katoen, and M. Volk. A Storm is coming: A modern probabilistic
model checker. In Proceedings of Computer Aided Verification (CAV), pages 592–600. Springer,
2017.
Cynthia Dwork, Frank McSherry, Kobbi Nissim, and Adam D. Smith. Calibrating Noise
to Sensitivity in Private Data Analysis. In Shai Halevi and Tal Rabin, editors, Theory of
Cryptography, Third Theory of Cryptography Conference, TCC 2006, volume 3876 of Lecture
Notes in Computer Science, pages 265–284. Springer, 2006. doi:10.1007/11681878_14.
Nathanaël Fijalkow. Undecidability results for probabilistic automata. SIGLOG News, 4(4):10–
17, 2017. URL: https://dl.acm.org/citation.cfm?id=3157833.

CONCUR 2020

41:18

The Big-O Problem for Weighted Automata

13
14

15

16
17
18

19

20

21
22

23
24
25

26

27

28

Shmuel Friedland and Hans Schneider. The growth of powers of a nonnegative matrix. SIAM
J. Matrix Analysis Applications, 1(2):185–200, 1980. doi:10.1137/0601022.
Pawel Gawrychowski, Dalia Krieger, Narad Rampersad, and Jeffrey Shallit. Finding the
growth rate of a regular or context-free language in polynomial time. Int. J. Found. Comput.
Sci., 21(4):597–618, 2010. doi:10.1142/S0129054110007441.
Hugo Gimbert and Youssouf Oualhadj. Probabilistic automata on finite words: Decidable and
undecidable problems. In Samson Abramsky, Cyril Gavoille, Claude Kirchner, Friedhelm Meyer
auf der Heide, and Paul G. Spirakis, editors, Automata, Languages and Programming, 37th
International Colloquium, ICALP 2010, Bordeaux, France, July 6-10, 2010, Proceedings,
Part II, volume 6199 of Lecture Notes in Computer Science, pages 527–538. Springer, 2010.
doi:10.1007/978-3-642-14162-1_44.
Seymour Ginsburg. The Mathematical Theory of Context-Free Languages. McGraw-Hill, 1966.
Seymour Ginsburg and Edwin H Spanier. Bounded algol-like languages. Transactions of the
American Mathematical Society, 113(2):333–368, 1964.
Cheng-Chao Huang, Jing-Cao Li, Ming Xu, and Zhi-Bin Li. Positive root isolation for
poly-powers by exclusion and differentiation. Journal of Symbolic Computation, 85:148–169,
2018. 41th International Symposium on Symbolic and Alge-braic Computation (ISSAC’16).
doi:10.1016/j.jsc.2017.07.007.
Stefan Kiefer. On computing the total variation distance of hidden Markov models. In
Ioannis Chatzigiannakis, Christos Kaklamanis, Dániel Marx, and Donald Sannella, editors,
45th International Colloquium on Automata, Languages, and Programming, ICALP 2018,
volume 107 of LIPIcs, pages 130:1–130:13. Schloss Dagstuhl - Leibniz-Zentrum für Informatik,
2018. doi:10.4230/LIPIcs.ICALP.2018.130.
Stefan Kiefer, Andrzej S. Murawski, Joël Ouaknine, Björn Wachter, and James Worrell. On
the Complexity of Equivalence and Minimisation for Q-weighted Automata. Logical Methods
in Computer Science, 9(1), 2013. doi:10.2168/LMCS-9(1:8)2013.
Daniel Krob. The equality problem for rational series with multiplicities in the tropical
semiring is undecidable. International Journal of Algebra and Computation, 4:405–425, 1994.
M. Kwiatkowska, G. Norman, and D. Parker. PRISM 4.0: Verification of probabilistic real-time
systems. In Proceedings of Computer Aided Verification (CAV), volume 6806 of LNCS, pages
585–591. Springer, 2011.
Serge Lang. Introduction to transcendental numbers. Addison-Wesley Pub. Co., 1966.
Angus Macintyre and Alex J Wilkie. On the decidability of the real exponential field, 1996.
Rupak Majumdar, Mahmoud Salamati, and Sadegh Soudjani. On decidability of timebounded reachability in CTMDPs. In Artur Czumaj, Anuj Dawar, and Emanuela Merelli,
editors, 47th International Colloquium on Automata, Languages, and Programming (ICALP
2020), volume 168 of Leibniz International Proceedings in Informatics (LIPIcs), pages 133:1–
133:19, Dagstuhl, Germany, 2020. Schloss Dagstuhl–Leibniz-Zentrum für Informatik. doi:
10.4230/LIPIcs.ICALP.2020.133.
David Mestel. Quantifying information flow in interactive systems. In 32nd IEEE Computer
Security Foundations Symposium, CSF 2019, Hoboken, NJ, USA, June 25-28, 2019, pages
414–427. IEEE, 2019. doi:10.1109/CSF.2019.00035.
David Mestel. Widths of Regular and Context-Free Languages. In 39th IARCS Annual
Conference on Foundations of Software Technology and Theoretical Computer Science (FSTTCS
2019), volume 150 of Leibniz International Proceedings in Informatics (LIPIcs), pages 49:1–
49:14, Dagstuhl, Germany, 2019. Schloss Dagstuhl–Leibniz-Zentrum fuer Informatik. doi:
10.4230/LIPIcs.FSTTCS.2019.49.
Albert R. Meyer and Larry J. Stockmeyer. The equivalence problem for regular expressions
with squaring requires exponential space. In Proceedings of the 13th Annual Symposium on
Switching and Automata Theory, College Park, Maryland, USA, October 25-27, 1972, pages
125–129. IEEE Computer Society, 1972.

D. Chistikov, S. Kiefer, A. S. Murawski, and D. Purser

29

30
31
32

33

34
35
36
37

38
39
40

41:19

Joël Ouaknine and James Worrell. Positivity problems for low-order linear recurrence sequences.
In Chandra Chekuri, editor, Proceedings of the Twenty-Fifth Annual ACM-SIAM Symposium on
Discrete Algorithms, SODA 2014, pages 366–379. SIAM, 2014. doi:10.1137/1.9781611973402.
27.
Rohit J Parikh. On context-free languages. Journal of the ACM (JACM), 13(4):570–581, 1966.
Azaria Paz. Introduction to probabilistic automata. Academic Press, 2014.
Bjorn Poonen. Hilbert’s tenth problem over rings of number-theoretic interest. Note from
the lecture at the Arizona Winter School on “Number Theory and Logic”, 2003. URL: https:
//math.mit.edu/~poonen/papers/aws2003.pdf.
Hans Schneider. The influence of the marked reduced graph of a nonnegative matrix on
the Jordan form and on related properties: A survey. Linear Algebra and its Applications,
84:161–189, 1986.
Marcel Paul Schützenberger. On the definition of a family of automata. Information and
Control, 4(2-3):245–270, 1961. doi:10.1016/S0019-9958(61)80020-X.
Bruno Sericola. Markov chains: theory and applications. John Wiley & Sons, 2013.
Adam D. Smith. Efficient, Differentially Private Point Estimators. CoRR, abs/0809.4794,
2008. arXiv:0809.4794.
Larry J. Stockmeyer and Albert R. Meyer. Word problems requiring exponential time:
Preliminary report. In Alfred V. Aho, Allan Borodin, Robert L. Constable, Robert W. Floyd,
Michael A. Harrison, Richard M. Karp, and H. Raymond Strong, editors, Proceedings of
the 5th Annual ACM Symposium on Theory of Computing, 1973, pages 1–9. ACM, 1973.
doi:10.1145/800125.804029.
Wen-Guey Tzeng. A polynomial-time algorithm for the equivalence of probabilistic automata.
SIAM J. Comput., 21(2):216–227, 1992. doi:10.1137/0221017.
Wen-Guey Tzeng. On path equivalence of nondeterministic finite automata. Inf. Process. Lett.,
58(1):43–46, 1996. doi:10.1016/0020-0190(96)00039-7.
Michel Waldschmidt. Diophantine Approximation on Linear Algebraic Groups, volume 326
of Grundlehren der mathematischen Wissenschaften (A Series of Comprehensive Studies in
Mathematics). Springer, Berlin, Heidelberg, 2000.

CONCUR 2020

Determinisability of One-Clock Timed Automata
Lorenzo Clemente
University of Warsaw, Poland
clementelorenzo@gmail.com

Sławomir Lasota
University of Warsaw, Poland
sl@mimuw.edu.pl

Radosław Piórkowski
University of Warsaw, Poland
r.piorkowski@mimuw.edu.pl

Abstract
The deterministic membership problem for timed automata asks whether the timed language
recognised by a nondeterministic timed automaton can be recognised by a deterministic timed
automaton. We show that the problem is decidable when the input automaton is a one-clock
nondeterministic timed automaton without epsilon transitions and the number of clocks of the
deterministic timed automaton is fixed. We show that the problem in all the other cases is undecidable,
i.e., when either 1) the input nondeterministic timed automaton has two clocks or more, or 2) it uses
epsilon transitions, or 3) the number of clocks of the output deterministic automaton is not fixed.
2012 ACM Subject Classification Theory of computation → Automata over infinite objects; Theory
of computation → Timed and hybrid models
Keywords and phrases Timed automata, determinisation, deterministic membership problem
Digital Object Identifier 10.4230/LIPIcs.CONCUR.2020.42
Related Version A full version of the paper is available as an arXiv technical report [17] at https:
//arxiv.org/abs/2007.09340.
Funding Lorenzo Clemente: Partially supported by the Polish NCN grant 2017/26/D/ST6/00201.
Sławomir Lasota: Partially supported by the Polish NCN grant 2019/35/B/ST6/02322 and by the
ERC grant LIPA, agreement no. 683080.
Radosław Piórkowski: Partially supported by the Polish NCN grant 2017/27/B/ST6/02093.
Acknowledgements We thank S. Krishna for fruitful discussions and the anonymous reviewers for
their constructive comments.

1

Introduction

Nondeterministic timed automata (NTA) are one of the most widespread model of real-time
reactive systems. They are an extension of finite automata with real-valued clocks which
can be reset and compared by inequality constraints. The nonemptiness problem for NTA is
decidable and in fact PSpace-complete, as shown by Alur and Dill in their landmark paper
[2]. As a testimony to the importance of the model, the authors received the 2016 Church
Award for the invention of timed automata. This paved the way to the automatic verification
of timed systems, leading to mature tools such as UPPAAL [8], UPPAAL Tiga (timed games)
[14], and PRISM (probabilistic timed automata) [32]. The reachability problem is still a very
active research area to these days [21, 29, 1, 25, 26, 28], as well as expressive generalisations
thereof, such as the binary reachability problem [19, 20, 31, 23].
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Deterministic timed automata (DTA) form a strict subclass of NTA where the next
configuration is uniquely determined from the current one and the timed input symbol.
The class of DTA enjoys stronger properties than NTA, such as decidable universality and
inclusion problems and closure under complementation [2]. Moreover, the more restrictive
nature of DTA is necessary in several applications of timed automata, such as test generation
[36], fault diagnosis [11], and learning [45, 41], winning conditions in timed games [4, 30, 12],
and in a notion of recognisability of timed languages [34]. For these reasons, and for the
more general quest of understanding the nature of the expressive power of nondeterminism
in timed automata, many researchers have focused on defining determinisable classes of
timed automata, such as strongly non-zeno NTA [5], event-clock NTA [3], and NTA with
integer-resets [40]. The classes above are not exhaustive, in the sense that there are NTA
recognising deterministic timed languages not falling into any of the classes above.
Another remarkable subclass of NTA is obtained by requiring the presence of just one
clock (without epsilon transitions). The resulting class of NTA1 is incomparable with DTA:
For instance, NTA1 are not closed under complement (unlike DTA) and there are very simple
DTA languages which are not recognisable by any NTA1 . Nonetheless, NTA1 , like DTA, have
decidable inclusion, equivalence, and universality problems [37, 33], albeit the complexity is
non-primitive recursive [33, Corollary 4.2] (see also [38, Theorem 7.2] for an analogous lower
bound for the satisfiability problem of metric temporal logic). Moreover, the non-emptiness
problem for NTA1 is NLogSpace-complete (vs. PSpace-complete for unrestricted NTA and
DTA, already with two clocks [21]), and computing the binary reachability relation is simpler
when there is only one clock than in the general case [16].

The deterministic membership problem. The DTA membership problem asks, given an
NTA, whether there exists a DTA recognising the same language. There are two natural
variants of this problem, which are obtained by restricting the resources available to the
sought DTA. Let k ∈ N be a bound on the number of clocks, and let m ∈ N be a bound
on the maximal absolute value of numerical constants. The DTAk and DTAk,m membership
problems are the restriction of the problem above where the DTA is required to have at most
k clocks, resp., at most k clocks and absolute value of maximal constant bounded by m.
Notice that we do not bound the number of control locations of the DTA, which makes the
problem non-trivial.
Since regular languages are deterministic, the DTAk membership problem can be seen as
a quantitative generalisation of the regularity problem. For instance, the DTA0 membership
problem is exactly the regularity problem since a timed automaton with no clocks is the
same as a finite automaton. We remark that the regularity problem is usually undecidable
for nondeterministic models of computation generalising finite automata, e.g., context-free
grammars/pushdown automata [39, Theorem 6.6.6], labelled Petri nets under reachability
semantics [44], Parikh automata [13], etc. One way to obtain decidability is to either
restrict the input model to be deterministic (e.g., [43, 44, 7]), or to consider finer notions of
equivalence, such as bisimulation (e.g., [27]).
This negative situation is generally confirmed for timed automata. For every number of
clocks k ∈ N and maximal constant m, the DTA, DTAk , and DTAk,m membership problems
are known to be undecidable when the input NTA has ≥ 2 clocks, and for 1-clock NTA with
epsilon transitions [22, 42]. To the best of our knowledge, the deterministic membership
problem was not studied before when the input automaton is NTA1 without epsilon transitions.
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Contributions. We complete the study of the decidability border for the deterministic
membership problem initiated in [22, 42]. Our main result is the following.
I Theorem 1.1. The DTAk membership and the DTAk,m membership problems are decidable
for NTA1 languages.
Our decidability result contrasts starkly with the abdundance of undecidability results
for the regularity problem. We establish decidability by showing that if a NTAk,m recognises
a DTAk language, then in fact it recognises a DTAk,m language and moreover there is
a computable bound on the number of control locations of the deterministic acceptor
(cf. Lemma 4.1). This provides a decision procedure since there are finitely many DTA once
the number of clocks, the maximal constant, and the number of control locations are fixed.
In our technical analysis we find it convenient to introduce the so called always resetting
subclass of NTAk . These automata are required to reset at least one clock at every transition
and are thus of expressive power intermediate between NTAk−1 and NTAk . Always resetting
NTA2 are strictly more expressive than NTA1 : For instance, the language of timed words
of the form (a, t0 )(a, t1 )(a, t2 ) s.t. t2 − t0 > 2 and t2 − t1 < 1 can be recognised by an
always resetting NTA2 but by no NTA1 . Despite their increased expressive power, always
resetting NTA2 still have a decidable universality problem (the well-quasi order approach of
[37] goes through), which is not the case for NTA2 . Thanks to this restricted form, we are
able to provide in Lemma 4.1 an elegant characterisation of those NTA1 languages which are
recognised by an always resetting DTAk .
We complement the decidability result above by showing that the problem becomes
undecidable if we do not restrict the number of clocks of the DTA.
I Theorem 1.2. The DTA and DTA_,m (m > 0) membership problems are undecidable
for NTA1 .
Finally, by refining the analysis of [22], we show that the DTAk and DTAk,m membership
problems for NTA1 are non-primitive recursive.
I Theorem 1.3. The DTAk and DTAk,m membership problems are HyperAckermann-hard
for NTA1 and undecidable for NTA1 with epsilon transitions.
Related research. Many works addressed the construction of a DTA equivalent to a given
NTA (see [9] and references therein), however since the general problem is undecidable, one
has to either sacrifice termination, or consider deterministic under/over-approximations. In
a related line of work, we have shown that the deterministic separability problem is decidable
for the full class of NTA, when the number of clocks of the separator is given in the input [18].
This contrasts with undecidability of the corresponding membership problem. Decidability
of the deterministic separability problem when the number of clocks of the separator is not
provided remains a challenging open problem.

2

Preliminaries

Timed words and languages. Fix a finite alphabet Σ. Let R and R≥0 denote reals and
nonnegative reals1 , respectively. A timed word over Σ is any sequence of the form
w = (a1 , t1 ) . . . (an , tn ) ∈ (Σ × R≥0 )∗
1

(1)

Equivalently, nonnegative rationals may be considered in place of reals.
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which is monotonic, in the sense that the timestamps ti ’s satisfy 0 ≤ t1 ≤ t2 ≤ · · · ≤ tn . Let
T(Σ) be the set of all timed words over Σ, and let T≥t (Σ) be, for t ∈ R≥0 , the set of timed
words with t1 ≥ t. A timed language is a subset of T(Σ).
The concatenation w · v of two timed words w and v is defined only when the first
time-stamp of v is greater or equal than the last timestamp of w. Using this partial operation,
we define, for a timed word w ∈ T(Σ) and a timed language L ⊆ T(Σ), the left quotient
w−1 L := {v ∈ T(Σ) | w · v ∈ L}. Clearly w−1 L ⊆ T≥tn (Σ).
Clock constraints and regions. Let X = {x1 , . . . , xk } be a finite set of clocks. A clock
valuation is a function µ ∈ RX≥0 assigning a non-negative real number µ(x) to every clock
x ∈ X. A clock constraint is a quantifier-free formula of the form
ϕ, ψ ::≡ true | false | xi − xj ∼ z | xi ∼ z | ¬ϕ | ϕ ∧ ψ | ϕ ∨ ψ,
where “∼” is a comparison operator in {=, <, ≤, >, ≥} and z ∈ Z. A clock valuation µ
satisfies a constraint ϕ, written µ |= ϕ, if interpreting each clock xi by µ(xi ) makes ϕ a
tautology. An k, m-region is a non-empty set of valuations JϕK satisfied by a constraint ϕ
with k clocks and absolute value of maximal constant bounded by m, which is minimal
w.r.t. set inclusion. For instance, the clock constraint 1 < x1 < 2 ∧ 4 < x2 < 5 ∧ x2 − x1 < 3
defines a 2, 5-region consisting of an open triangle with nodes (1, 4), (2, 4) and (2, 5).
Timed automata. A (nondeterministic) timed automaton is a tuple A = (Σ, L, X, I, F, ∆),
where Σ is a finite input alphabet, L is a finite set of control locations, X is a finite set of
clocks, I, F ⊆ L are the subsets of initial, resp., final, control locations, and ∆ is a finite set
of transition rules of the form
(p, a, ϕ, Y, q)

(2)

with p, q ∈ L control locations, a ∈ Σ, ϕ a clock constraint to be tested, and Y ⊆ X the set of
clocks to be reset. We write NTA for the class of all nondeterministic timed automata, NTAk
when the number k of clocks is fixed, NTA_,m when the bound m on constants is fixed, and
NTAk,m when both k and m are fixed.
An NTA_,m A is always resetting if every transition rule as in (2) resets some clock
Y 6= ∅, and greedily resetting if, for every clock x, whenever ϕ implies that x belongs to
{0, . . . , m} ∪ (m, ∞), then x ∈ Y.
Reset-point semantics. A configuration of an NTA A is a tuple (p, µ, t0 ) consisting of a
control location p ∈ L, a reset-point assignment µ ∈ RX≥0 , and a “now” timestamp t0 ∈ R≥0
satisfying µ(x) ≤ t0 for all clocks x ∈ X. Intuitively, t0 is the last timestamp seen in the
input and, for every clock x, µ(x) stores the timestamp of the last reset of x. A configuration
is initial if p is so, t0 = 0, and µ(x) = 0 for all clocks x, and it is final if p is so (without
any further restriction on µ or t0 ). For a set of clocks Y ⊆ X and a timestamp u ∈ R≥0 , let
µ[Y 7→ u] be the assignment which is u on Y and agrees with µ on X \ Y. An assignment
µ together with t0 induces a clock valuation t0 − µ defined as (t0 − µ)(x) = t0 − µ(x) for
all clocks x ∈ X. Clock assignments and valuations have the same type RX≥0 , however we
find it technically convenient to store assignments in configurations and use the derived
valuations to interpret the clock constraints. Such reset-point semantics based on reset-point
assignments has already appeared in the literature on timed automata [24] and it is the
foundation of the related model of timed-register automata [10].
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a,t

Every transition rule (2) induces a transition between configurations (p, µ, t0 ) −−→ (q, ν, t)
labelled by (a, t) ∈ Σ × R≥0 whenever t ≥ t0 , t − µ |= ϕ, and ν = µ[Y 7→ t]. The
timed transition system induced by A is (JAK , →
− , F ), where JAK is the set of configurations,
→
− ⊆ JAK × Σ × R≥0 × JAK is as defined above, and F ⊆ JAK is the set of final configurations.
Since there is no danger of confusion, we use JAK to denote either the timed transition
system above, or its domain. A run of A over a timed word w as in (1) starting in
configuration (p, µ, t0 ) and ending in configuration (q, ν, tn ) is a path ρ in JAK of the form
a1 ,t1
an ,tn
ρ = (p, µ, t0 ) −−−→ . . . −−−→ (q, ν, tn ). The run ρ is accepting if its last configuration
satisfies (q, ν, tn ) ∈ F . The language recognised by configuration (p, µ, t0 ) is defined as:
LJAK (p, µ, t0 ) = {w ∈ T(Σ) | JAK has an accepting run over w starting in (p, µ, t0 )} .

Clearly LJAK (p, µ, t0 ) ⊆ T≥t0 (Σ). We write LA (c) instead of LJAK (c). The language recognised
S
by the automaton A is L(A) = c initial LA (c). A configuration is reachable if it is the ending
configuration in a run starting in an initial configuration. In an always resetting NTA_,m ,
every reachable configuration (p, µ, t0 ) satisfies t0 ∈ µ(X), and in a greedily resetting one, 1)
(p, µ, t0 ) has m-bounded span, in the sense that µ(X) ⊆ (t0 − m, t0 ], and moreover 2) any two
clocks x, y with integer difference µ(x) − µ(y) ∈ Z are actually equal µ(x) = µ(y). Condition
2) follows from the fact that if x, y have integer difference and y was reset last, then x was
itself an integer when this happened, and in fact they were both reset together in a greedily
resetting automaton.
Deterministic timed automata. A timed automaton A is deterministic if it has exactly
one initial location and, for every two rules (p, a, ϕ, Y, q) , (p, a0 , ϕ0 , Y0 , q 0 ) ∈ ∆, if a = a0 and
Jϕ ∧ ϕ0 K 6= ∅ then Y = Y0 and q = q 0 . Hence A has at most one run over every timed word w.
A DTA can be easily transformed to a total one, where for every location p ∈ L and a ∈ Σ,
the sets defined by clock constraints {JϕK | ∃Y, q · (p, a, ϕ, Y, q) ∈ ∆} are a partition of RX≥0 .
Thus, a total DTA has exactly one run over every timed word w. We write DTA for the
class of deterministic timed automata, and DTAk , DTA_,m , and DTAk,m for the respective
subclasses thereof. A timed language is called NTA language, DTA language, etc., if it is
recognised by a timed automaton of the respective type.
I Example 2.1. Let Σ = {a} be a unary alphabet. As an example of a timed language L
recognised by a NTA1 , but not by any DTA, consider the set of non-negative timed words
of the form (a, t1 ) · · · (a, tn ) where tn − ti = 1 for some 1 ≤ i < n. The language L is
recognised by the NTA1 A = (Σ, L, X, I, F, ∆) with a single clock X = {x} and three locations
L = {p, q, r}, of which I = {p} is initial and F = {r} is final, and transition rules
(p, a, true, ∅, p)

(p, a, true, {x} , q)

(q, a, x < 1, ∅, q)

(q, a, x = 1, ∅, r) .

Intuitively, in p the automaton waits until it guesses that the next input will be (a, ti ), at
which point it moves to q by resetting the clock (and subsequently reading a). From q, the
automaton can accept by going to r only if exactly one time unit elapsed since (a, ti ) was
read. The language L is not recognised by any DTA since, intuitively, any deterministic
acceptor needs to store unboundedly many timestamps ti ’s.
Deterministic membership problems. Let X be a subclass of NTA. We are interested in
the following decision problem.
X membership problem.
Input: A timed automaton A ∈ NTA.
Output: Does there exist a B ∈ X s.t. L(A) = L(B)?
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In the rest of the paper, we study the decidability status of the X membership problem
where X ranges over DTA, DTAk (for every fixed number of clocks k), DTA_,m (for every
maximal constant m), and DTAk,m (when both clocks k and maximal constant m are fixed).
Example 2.1 shows that there are NTA languages which cannot be accepted by any DTA.
Moreover, there is no computable bound for the number of clocks k which suffice to recognise
a NTA1 language by a DTAk (when such a number exists), which follows from the following
three observations: 1) the DTA membership problem is undecidable for NTA1 (Theorem 1.2),
2) the problem of deciding equivalence of a given NTA1 to a given DTA is decidable [37], and
3) if a NTA1,m is equivalent to some DTAk then it is in fact equivalent to some DTAk,m with
computably many control locations (by Lemma 4.1).

3

Timed automorphisms and invariance

A fundamental tool in this paper is invariance properties of timed languages recognised by
NTA with respect to permutations of R preserving integer differences. In this section we
establish these properties. A timed automorphism is a monotone bijection π : R → R s.t. for
every x ∈ R, π(x + 1) = π(x) + 1. For instance, if π(3.4) = 4.5, then necessarily π(5.4) = 6.5
and π(−3.6) = −2.5. Timed automorphisms π are extended point-wise to timed words
π((a1 , t1 ) . . . (an , tn )) = (a0 , π(t1 )) . . . (an , π(tn )), configurations π(p, µ, t0 ) = (p, π◦µ, π(t0 )),
a,t

a,π(t)

transitions π(c −−→ c0 ) = π(c) −−−−→ π(c0 ), and sets X thereof π(X) = {π(x) | x ∈ X}.
I Remark 3.1. A timed automorphism π can in general take a nonnegative real t ≥ 0 to a
negative one. Whenever we write π(x), we always implicitly assume that π is defined on x.
Let S ⊆ R≥0 . An S-timed automorphism is a timed automorphism s.t. π(t) = t for all
t ∈ S. Let ΠS denote the set of all S-timed automorphisms, and let Π = Π∅ . A set X is
S-invariant if π(X) = X for every π ∈ ΠS ; equivalently, for every π ∈ ΠS , x ∈ X if, and
only if π(x) ∈ X. A set X is invariant if it is S-invariant with S = ∅. The following three
facts express some basic invariance properties.
I Fact 3.2. The timed transition system JAK is invariant.
By unrolling the definition of invariance in the previous fact, we obtain that the set of
configurations is invariant, the set of transitions →
− is invariant, and that the set of final
configurations F is invariant.
I Fact 3.3 (Invariance of the language semantics). The function c 7→ LA (c) from JAK to
languages is invariant, i.e., for all timed permutations π, LA (π(c)) = π(LA (c)).
I Fact 3.4 (Invariance of the language of a configuration). The language LA (p, µ, t0 ) is
(µ(X) ∪ {t0 })-invariant. Moreover, if A is always resetting, then LA (p, µ, t0 ) is µ(X)-invariant.
Since timed automorphisms preserve integer differences, only the fractional parts of
elements of S ⊆ R≥0 matter for S-invariance, and hence it makes sense to restrict to subsets
of the half-open interval [0, 1). Let fract(S) = {fract(x) | x ∈ S} ⊆ [0, 1) stand for the set of
fractional parts of elements of S. The following lemma shows that, modulo the irrelevant
integer parts, there is always the least set S witnessing S-invariance.
I Lemma 3.5. For finite subsets S, S 0 ⊆ R≥0 , if a timed language L is both S-invariant and
S 0 -invariant, then it is also S 00 -invariant where S 00 = fract(S) ∩ fract(S 0 ).
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The S-orbit of an element x ∈ X (which can be an arbitrary object on which the action of
timed automorphisms is defined) is the set orbitS (x) = {π(x) ∈ X | π ∈ ΠS } of all elements
π(x) which can be obtained by applying some S-automorphism to x. The orbit of x is just
its S-orbit with S = ∅, written orbit(x). Clearly x and x0 have the same S-orbit if, and
only if, π(x) = x0 for some π ∈ ΠS . For greedily resetting NTA, orbits of single configurations
are in bijective correspondence with bounded regions.
I Fact 3.6. Assume A is a greedily resetting NTAk,m . Two reachable configurations (p, µ, t0 )
and (p, µ0 , t00 ) of A with the same control location p have the same orbit if, and only if, the
corresponding clock valuations t0 − µ and t00 − µ0 belong to the same k, m-region.
S
The S-closure of a set Y , written ΠS (Y ) = x∈Y orbitS (x), is the union of the S-orbits
of all its elements. The following fact characterises invariance in term of closures.
I Fact 3.7. A set Y is S-invariant if, and only if, ΠS (Y ) = Y .
Proof. Only if direction follows by the definition of S-invariance. For the converse direction
observe that ΠS (X) = X implies π(X) ⊆ X for every π ∈ ΠS . The opposite inclusion follows
by closure of S-timed automorphisms under inverse: π −1 (X) ⊆ X, hence X ⊆ π(X).
J

4

Decidability of DTAk and DTAk,m membership for NTA1

In this section we prove Theorem 1.1 thus establishing decidability of the DTAk and DTAk,m
membership problems for NTA1 . Both results are shown using the following key characterisation of DTAk languages as a subclass of NTA1 languages. In particular, this characterisation
provides a small bound on the number of control locations of a DTAk equivalent to a given
NTA1 (if any exists).
I Lemma 4.1. Let A be a NTA1,m with n control locations, and let k ∈ N. The following
conditions are equivalent:
1. L(A) = L(B) for some always resetting DTAk B.
2. For every timed word w, there is S ⊆ R≥0 of size at most k s.t. the last timestamp of w
is in S and w−1 L(A) is S-invariant.
3. L(A) = L(B) for some always resetting DTAk,m B with at most f (k, m, n) = Reg(k, m) ·
2n(2km+1) control locations (Reg(k, m) stands for the number of k, m-regions).
The proof of Theorem 1.1 builds on Lemma 4.1 and on the following fact:
I Lemma 4.2. The DTAk and DTAk,m membership problems are both decidable for DTA
languages.
Proof. We reduce to a deterministic separability problem. Recall that a language S separates
two languages L, M if L ⊆ S and S ∩ M = ∅. It has recently been shown that the DTAk
and DTAk,m separability problems are decidable for NTA [18, Theorem 1.1], and thus, in
particular, for DTA. To solve the membership problem, given a DTA A, the procedure
computes a DTA A0 recognising the complement of L(A) and checks whether A and A0
are DTAk separable (resp., DTAk,m separable) by using the result above. It is a simple
set-theoretic observation that L(A) is a DTAk language if, and only if, the languages L(A)
and L(A0 ) are separated by some DTAk language, and likewise for DTAk,m languages.
J
Proof of Theorem 1.1. We solve both problems in essentially the same way. Given a
NTA1,m A, the decision procedure enumerates all always resetting DTAk+1,m B with at most
f (k, m, n) locations and checks whether L(A) = L(B) (which is decidable by [37]). If no such
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DTAk+1 B is found, the L(A) is not an always resetting DTAk+1 language, due to Lemma 4.1,
and hence forcedly is not a DTAk language either; the procedure therefore answers negatively.
Otherwise, in case when such a DTAk+1 B is found, then DTAk membership (resp. DTAk,m
membership) test is performed on B, decidable due to Lemma 4.2.
J
I Remark 4.3 (Complexity). The decision procedure for NTA1 invokes the HyperAckermann subroutine of [37] to check equivalence between a NTA1 and a candidate DTA. This is
in a sense unavoidable, since we show in Lemma 5.5 that the DTAk and DTAk,m membership
problems are HyperAckermann-hard for NTA1 .
In the rest of this section we present the proof of Lemma 4.1. Let us fix a NTA1,m
A = (Σ, L, {x} , I, F, ∆), where m is the greatest constant used in clock constraints in A, and
k ∈ N. We assume w.l.o.g. that A is greedily resetting: This is achieved by resetting the
clock as soon as upon reading an input symbol its value becomes greater than m or is an
integer ≤ m; we can record in the control location the actual integral value if it is ≤ m, or a
special flag otherwise. Consequently, after every discrete transition the value of the clock is
at most m, and if it is an integer then it equals 0.
The implication 3 =⇒ 1 follows by definition. For the implication 1 =⇒ 2 suppose, by
assumption, L(A) = L(B) for a total always resetting DTAk B. Every left quotient w−1 L(A)
equals LB (c) for some configuration c, hence Point 2 follows by Fact 3.4. Here we use the
fact that B is always resetting in order to apply the second part of Fact 3.4; without the
assumption, we would only have S-invariance for sets S of size at most k + 1.
It thus remains to prove the implication 2 =⇒ 3, which will be the content of the rest
of the section. Assuming Point 2, we are going to define an always resetting DTAk,m B 0
with clocks X = {x1 , . . . , xk } and with at most f (k, m, n) locations such that L(B 0 ) = L(A).
We start from the timed transition system X obtained by the finite powerset construction
underlying the determinisation of A, and then transform this transition system gradually,
while preserving its language, until it finally becomes isomorphic to the reachable part of JB 0 K
for some DTAk,m B 0 . As the last step we extract from this deterministic timed transition
system a syntactic definition of B 0 and prove equality of their languages. This is achievable
due to the invariance properties witnessed by the transition systems in the course of the
transformation.
Macro-configurations. Configurations of the NTA1 A are of the form c = (p, u, t0 ) where
u, t0 ∈ R≥0 and u ≤ t0 . A macro-configuration is a (not necessarily finite) set X of
configurations (p, u, t0 ) of A which share the same value of the current timestamp t0 , which
S
we
n denote as now(X) = t0 . We useothe notation LA (X) := c∈X LA (c). Let succa,t (X) :=
a,t

c0 ∈ JAK c −−→ c0 for some c ∈ X be the set of successors of configurations in X. We
define a deterministic timed transition system X consisting of the macro-configurations
reachable in the course of determinisation of A. Let X be the smallest set of macroconfigurations and transitions such that
X contains the initial macro-configuration: X0 = {(p, 0, 0) | p ∈ I} ∈ X ;
X is closed under successor: for every X ∈ X and (a, t) ∈ Σ × R≥0 , there is a transition
a,t

X −−→ succa,t (X) in X .
Due to the fact that JAK is finitely branching, i.e. succa,t ({c}) is finite for every fixed
(a, t), all macro-configurations X ∈ X are finite. Let the final configurations of X be
FX = {X ∈ X | X ∩ F 6= ∅}.
B Claim 4.4. LA (X) = LX (X) for every X ∈ X . In particular L(A) = LX (X0 ).
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For a macro-configuration X we write Val(X) := {u | (p, u, now(X)) ∈ X} ∪ {now(X)} to
denote the reals appearing in X. Since A is greedily resetting, every macro-configuration
X ∈ X satisfies Val(X) ⊆ (now(X) − m, now(X)]. Whenever a macro-configuration X
satisfies this condition we say that the span of X is bounded by m.
Pre-states. By assumption (Point 2), LA (X) is S-invariant for some S of size at most k,
but the macro-configuration X itself needs not be S-invariant in general. Indeed, a finite
macro-configuration X ∈ X is S-invariant if, and only if, fract(Val(X)) ⊆ fract(S), which is
impossible in general when X is arbitrarily large, its span is bounded (by m), and size of
S is bounded (by k). Intuitively, in order to assure S-invariance we will replace X by its
S-closure ΠS (X) (recall Fact 3.7).
A set S ⊆ R≥0 is fraction-independent if it contains no two reals with the same fractional
part. A pre-state is a pair Y = (X, S), where X is an S-invariant macro-state, and S is a
finite fraction-independent subset of Val(X) that contains now(X). The intuitive rationale
behind assuming the S-invariance of X is that it implies, together with the bounded span
of X and bounded size of S, that there are only finitely many pre-states, up to timed
automorphism. We define the deterministic timed transition system Y as the smallest set of
pre-states and transitions between them such that:
Y contains the initial pre-state: Y0 = (X0 , {0}) ∈ Y;
Y is closed under the closure of successor: for every (X, S) ∈ Y and (a, t) ∈ Σ × R≥0 ,
a,t

there is a transition (X, S) −−→ (X 0 , S 0 ), where S 0 is the least, with respect to set
inclusion, subset of S ∪ {t} containing t such that the language L0 = (a, t)−1 LA (X) =
LA (succa,t (X)) is S 0 -invariant, and X 0 = ΠS 0 (succa,t (X)).
I Example 4.5. Suppose k = 3, m = 2, succa,t (X) = {(p, 3.7, 5), (q, 3.9, 5), (r, 4.2, 5)} and
S 0 = {3.7, 4.2, 5}. Then X 0 = {(p, 3.7, 5)} ∪ {(q, t, 5) | t ∈ (3.7, 4)} ∪ {(r, 4.2, 5)}. now(X 0 ) =
5. A corresponding state is (X 0 , µ0 ), where µ0 = {x1 7→ 3.7, x2 7→ 4.2, x3 7→ 5}.
Observe that the least such fraction-independent subset S 0 exists due to the following facts:
as X is S-invariant, due to Fact 3.3 so is its language LA (X), and hence L0 is necessarily
(S ∪ {t})-invariant; by assumption (Point 2), L0 is R-invariant for some set R ⊆ R≥0 of size
at most k containing t; let T ⊆ R≥0 be the least set given by Lemma 3.5, i.e., fract(T ) ⊆
fract(S) ∩ fract(R); and finally let S 0 ⊆ S be chosen so that fract(S 0 ) = fract(T ∪ {t}). Due
to fraction-independence of S the choice is unique, S 0 is fraction-independent, and t ∈ S 0 .
Furthermore, the size of S 0 is at most k. By Fact 3.3, we deduce:
a,t1

For every two transitions (X1 , S1 ) −−→ (X10 , S10 ) and
B Claim 4.6 (Invariance of Y).
a,t2
(X2 , S2 ) −−→ (X20 , S20 ) in Y and a timed permutation π, if π(X1 ) = X2 and π(S1 ) = S2 and
π(t1 ) = t2 , then we have π(X10 ) = X20 and π(S10 ) = S20 .
Let the final configurations of Y be FY = {(X, S) ∈ Y | X ∩ F 6= ∅}. By induction on the
length of timed words it is easy to show:
B Claim 4.7. LX (X0 ) = LY (Y0 ).
Due to the assumption that A is greedily resetting and due to Point 2, in every pre-state
(X, S) ∈ Y the span of X is bounded by m and the size of S is bounded by k.
States. We now introduce states, which are designed to be in one-to-one correspondence
with configurations of the forthcoming DTAk B 0 . Intuitively, a state differs from a pre-state
(X, S) only by allocating the values from S into k clocks, thus while a pre-state contains a set
S, the corresponding state contains a clock assignment µ : X → R≥0 with image µ(X) = S.

CONCUR 2020

42:10

Determinisability of One-Clock Timed Automata

Let X = {x1 , . . . , xk } be a set of k clocks. A state is a pair Z = (X, µ), where X is a
macro-configuration, µ : X → Val(X) is a clock reset-point assignment, µ(X) is a fractionindependent set containing now(X), and X is µ(X)-invariant. Thus every state Z = (X, µ)
determines uniquely a corresponding pre-state σ(Z) = (X, S) with S = µ(X). We define the
deterministic timed transition system Z consisting of those states Z s.t. σ(Z) ∈ Y, and of
a,t
transitions determined as follows: (X, µ) −−→ (X 0 , µ0 ) if the corresponding pre-state has a
a,t
transition (X, S) −−→ (X 0 , S 0 ) in Y, where S = µ(X), and
(
t
if µ(xi ) ∈
/ S 0 or µ(xi ) = µ(xj ) for some j > i
0
µ (xi ) :=
(3)
µ(xi ) otherwise.
Intuitively, the equation (3) defines a deterministic update of the clock reset-point assignment
µ that amounts to resetting (µ0 (xi ) := t) all clocks xi whose value is either no longer needed
(because µ(xi ) ∈
/ S 0 ), or is shared with some other clock xj , for j > i and is thus redundant.
Due to this disciplined elimination of redundancy, knowing that t ∈ S 0 and the size of S 0 is at
most k, we ensure that at least one clock is reset in every step. In consequence, µ0 (X) = S 0 ,
and the forthcoming DTAk B 0 will be always resetting. Using Claim 4.6 we derive:
a,t1

B Claim 4.8 (Invariance of Z). For every two transitions (X1 , µ1 ) −−→ (X10 , µ01 ) and
a,t2
(X2 , µ2 ) −−→ (X20 , µ02 ) in Z and a timed permutation π, if π(X1 ) = X2 and π◦µ1 = µ2 and
π(t1 ) = t2 , then we have π(X10 ) = X20 and π◦µ01 = µ02 .
Let the initial state be Z0 = (X0 , µ0 ), where µ0 (xi ) = 0 for all xi ∈ X, and let final states
be FZ = {(X, µ) ∈ Z | X ∩ F 6= ∅}. By induction on the length of timed words one proves:
B Claim 4.9. LY (Y0 ) = LZ (Z0 ).
In the sequel we restrict Z to states reachable from Z0 . In every state Z = (X, µ) in Z, we
have now(X) ∈ µ(X). This will ensure the resulting DTAk B 0 to be always resetting.
Orbits of states. While a state is designed to correspond to a configuration of the forthcoming DTAk B 0 , its orbit is designed to play the role of control location of B 0 . We therefore need
to prove that the set of states in Z is orbit-finite, i.e., the set of orbits {orbit(Z) | Z ∈ Z}
is finite and its size is bounded by f (k, m, n). We start by deducing an analogue of Fact 3.6:
B Claim 4.10. For two states Z = (X, µ) and Z 0 = (X 0 , µ0 ) in Z, their clock assignments
are in the same orbit, i.e., π◦µ = µ0 for some π ∈ Π, if, and only if, the corresponding clock
valuations now(X) − µ and now(X 0 ) − µ0 belong to the same k, m-region.
(In passing note that, since in every state (X, µ) in Z the span of X is bounded by m, only
bounded k, m-regions can appear in the last claim. Moreover, in each of k, m-regions one
of clocks equals 0.) The action of timed automorphisms on macro-configurations and clock
assignments is extended to states as π(X, µ) = (π(X), π◦µ). Recall that the orbit of a state
Z is defined as orbit(Z) = {π(Z) | π ∈ Π}.
B Claim 4.11. The number of orbits of states in Z is bounded by f (k, m, n).
Proof. We finitely represent a state Z = (X, µ), relying on the following general fact.
I Fact 4.12. For every u ∈ R≥0 and S ⊆ R≥0 , the S-orbit2 orbitS (u) is either the singleton
{u} (when u ∈ S) or an open interval with ends-points of the form t + z where t ∈ S and
z ∈ Z (when u ∈
/ S).
2

The orbits of states Z should not be confused with S-orbits of individual reals u ∈ R≥0 .
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We apply the fact above to S = µ(X). In our case the span of X is bounded by m,
and thus the same holds for µ(X). Consequently, the integer z in the fact above always
belongs to {−m, −m+1, . . . , m}. In turn, X splits into disjoint µ(X)-orbits orbitµ(X) (u)
consisting of open intervals separated by endpoints of the form t + z where t ∈ µ(X) and
z ∈ {−m, −m+1, . . . , m}.
I Example 4.13. Continuing Example 4.5, the endpoints are {3, 3.2, 3.7, 4, 4.2, 4.7, 5}, as
shown in the illustration:
1
2
3
5
6
7 time
3.7 4 4.2
x1
x2
x3
now(X) − m

now(X)

Recall that µ(X) is fraction-independent. Let e1 < e2 < · · · < el+1 be all the endpoints of openinterval orbits (l ≤ km), and let o1 , o2 , o3 , . . . := {e1 } , (e1 , e2 ), {e2 } , . . . be the consecutive
S-orbits orbitµ(X) (u) of elements u ∈ µ(X). The number thereof is 2l + 1 ≤ 2km + 1. The
finite representation of Z = (X, µ) consists of the pair (O, µ), where
O = {(o1 , P1 ), . . . , (o2l+1 , P2l+1 )}

(4)

assigns to each orbit oi the set of locations Pi = {p | (p, u, t0 ) ∈ X for some u ∈ oi } ⊆ L,
(which is the same as Pi = {p | (p, u, t0 ) ∈ X for all u ∈ oi } since X is µ(X)-invariant, and
hence µ(X)-closed). Thus a state Z = (X, µ) is uniquely determined by the sequence O as
in (4) and the clock assignment µ.
We claim that the set of all the finite representations (O, µ), as defined above, is orbit-finite.
Indeed, the orbit of (O, µ) is determined by the orbit of µ and the sequence
P1 , P2 , . . . , P2km+1

(5)

induced by the assignment O as in (4). Therefore, the number of orbits is bounded by the
number of orbits of µ (which is bounded, due to Claim 4.10, by Reg(k, m)) times the number
of different sequences of the form (5) (which is bounded by (2n )2km+1 ). This yields the
required bound f (k, m, n) = Reg(k, m) · 2n(2km+1) .
C
Construction of the DTA. As the last step we define a DTAk B 0 = (Σ, L0 , X, {o0 } , F0 , ∆0 )
such that the reachable part of JB 0 K is isomorphic to Z. Let locations L0 = {orbit(Z) | Z ∈ Z}
be orbits of states from Z, the initial location be the orbit o0 of Z0 , and final locations
a,t
F0 = {orbit(Z) | Z ∈ FZ } be orbits of final states. A transition Z = (X, µ) −−→ (X 0 , µ0 ) = Z 0
in Z induces a transition rule in B 0
(o, a, ψ, Y, o0 ) ∈ ∆0

(6)

whenever o = orbit(Z), o0 = orbit(Z 0 ), ψ is the unique k, m-region satisfying t − µ ∈ JψK,
and Y = {xi ∈ X | µ0 (xi ) = t}. The automaton B 0 is indeed a DTA since o, a and ψ uniquely
determine Y and o0 :
a,t1

a,t2

B Claim 4.14. Suppose that two transitions (X1 , µ1 ) −−→ (X10 , µ01 ) and (X2 , µ2 ) −−→ (X20 , µ02 )
in Z induce transition rules (o, a, ψ, Y1 , o01 ) , (o, a, ψ, Y2 , o02 ) ∈ ∆0 with the same source location
o and constraint ψ, i.e,
t1 − µ1 ∈ JψK

t2 − µ2 ∈ JψK .

(7)

Then the target locations are equal o01 = o02 , and the same for the reset sets Y1 = Y2 .
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Proof. We use the invariance of semantics of A and Claim 4.8. Let o = orbit(X1 , µ1 ) =
orbit(X2 , µ2 ). Thus there is a timed automorphism π such that
X2 = π(X1 )

µ2 = π◦µ1 .

(8)

It suffices to show that there is a (possibly different) timed permutation σ satisfying the
following equalities:
t2 = σ(t1 )

{i | µ01 (xi ) = t1 } = {i | µ02 (xi ) = t2 }

µ02 = σ◦µ01

X20 = σ(X10 ).

(9)

We now rely the fact that both t01 = now(X1 ) ∈ µ1 (X) and t02 = now(X2 ) ∈ µ2 (X) are
assigned to (the same) clock due to the second equality in (8): t01 = µ1 (xi ) and t02 = µ2 (xi ).
We focus on the case when t1 − t01 ≤ m (the other case is similar but easier as all clock
are reset due to greedy resetting), which implies t2 − t02 ≤ m due to (7). In this case we
may assume w.l.o.g., due to (7) and the equalities (8), that π is chosen so that π(t1 ) = t2 .
We thus take σ = π for proving the equalities (9). Being done with the first equality, we
observe that the last two equalities in (9) hold due to the invariance of Z (cf. Claim 4.8).
The remaining second equality in (9) is a consequence of the third one.
C
B Claim 4.15. Let Z = (X, µ) and Z 0 = (X 0 , µ) be two states in Z with the same clock
assignment. If π(X) = X 0 and π◦µ = µ for some timed automorphism π then X = X 0 .
B Claim 4.16. Z is isomorphic to the reachable part of JB 0 K.
Proof. For a state Z = (X, µ), let c(Z) = (o, µ, t), where o = orbit(Z) and t = now(X).
By Claim 4.15, the mapping c(_) is a bijection between Z and its image c(Z) ⊆ JB 0 K. By
(6), Z is isomorphic to a subsystem of the reachable part of JB 0 K. The converse inclusion
follows by the observation that Z is total: for every (a1 , t1 ) . . . (an , tn ) ∈ T(Σ), there is a
a1 ,t1
an ,tn
sequence of transitions (X0 , µ0 ) −−−→ · · · −−−→ in Z.
C
Claims 4.4, 4.7, 4.9, and 4.16 prove L(A) = L(B 0 ).

5

Undecidability and hardness

In this section we complete the decidability status of the deterministic membership problem by
providing matching undecidability and hardness results. In Section 5.1 we prove undecidability
of the DTAm embership problem for NTA1 (cf. Theorem 1.2) and in Section 5.2 we prove
HyperAckermann-hardness of the DTAk membership problem for NTA1 (cf. Theorem 1.3).

5.1

Undecidability of DTA and DTA_,m membership for NTA1

It has been shown in [22, Theorem 1] that it is undecidable whether a NTAk timed language
can be recognised by some DTA, for any fixed k ≥ 2. This was obtained by a reduction
from the NTAk universality problem, which is undecidable for any fixed k ≥ 2. While the
universality problem becomes decidable for k = 1, we show in this section that, as announced
in Theorem 1.2, the DTA membership problem remains undecidable for NTA1 .
Since the universality problem for NTA1 is decidable, we need to reduce from another
(undecidable) problem. Our candidate is the finiteness problem of lossy counter machines,
which is undecidable [35, Theorem 13]. A k-counters lossy counter machine (k-LCM) is a
tuple M = (C, Q, q0 , ∆), where C = {c1 , . . . , ck } is a set of k counters, Q is a finite set of
control locations, q0 ∈ Q is the initial control location, and ∆ is a finite set of instructions
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?

of the form (p, op, q), where op is one of c ++, c –, and c = 0. A configuration of an LCM M
is a pair (p, u), where p ∈ Q is a control location, and u ∈ NC is a counter valuation. For
two counter valuations u, v ∈ NC , we write u ≤ v if u(c) ≤ v(c) for every counter c ∈ C.
The semantics of an LCM M is given by a (potentially infinite) transition system over the
δ

configurations of M s.t. there is a transition (p, u) −
→ (q, v), for δ = (p, op, q) ∈ ∆, whenever
1) op = c ++ and v ≤ u[c 7→ u(c) + 1], or
2) op = c – and v ≤ u[c 7→ u(c) − 1], or
?

3) op = c = 0 and u(c) = 0 and v ≤ u.
The finiteness problem (a.k.a. space boundedness) for an LCM M asks to decide whether the
reachability set Reach(M ) = {(p, u) | (q0 , u0 ) →
− ∗ (p, u)} is finite, where u0 is the constantly
0 counter valuation.
I Theorem 5.1 ([35, Theorem 13]). The 4-LCM finiteness problem is undecidable.
We use the following encoding of LCM runs as timed words over the alphabet Σ = Q ∪ ∆ ∪ C
(cf. [33, Definition 4.6] for a similar encoding). We interpret a counter valuation u ∈ NC as
the word over Σ
u = c1 c1 · · · c1 c2 c2 · · · c2 c3 c3 · · · c3 c4 c4 · · · c4 .
| {z } | {z } | {z } | {z }
u(c1 ) letters u(c2 ) letters u(c3 ) letters u(c4 ) letters

δ

δ

δ

1
2
n
With this interpretation, we encode an LCM run π = (p0 , u0 ) −→
(p1 , u1 ) −→
· · · −→
(pn , un )
as the following timed word, called the reversal-encoding of π,

pn δn un

···

p1 δ1 u1

p0 u0 ,

s.t. pn occurs at time 0, for every 1 ≤ i < n, pi occurs exactly after one time unit since pi+1 ,
and if a “unit” of counter c1 did not disappear due to lossiness when going from ui to ui+1 ,
then the timestamps of the corresponding occurrences of letter c1 in ui and ui+1 are also at
distance one (and similarly for the other counters). Under the encoding above, we can build
a NTA1 A recognising the complement of the set of reversal-encodings of the runs of M ([33]
for more details about the construction of A). Intuitively, when reading the reversal-encoding
of a run of M , the counters are allowed to spontaneously increase. Therefore, the only kind
of error that A must verify is that some counter spontaneously decreases. This can be done
by guessing an occurrence of letter (say) c1 in the current configuration which does not have
a corresponding occurrence in the next configuration after exactly one time unit. This check
can be performed by an NTA with one clock.
I Lemma 5.2. The set of reachable configurations Reach(M ) is finite if, and only if, L(A)
is a deterministic timed language.
Since the timed automaton constructed in the proof uses only constant 1, the reduction
works also for the DTA_,m membership problem for every m > 0:
I Corollary 5.3. For every fixed m > 0, the DTA_,m membership problem for NTA1 languages
is undecidable.
This result is the best possible in terms of the parameter m since the problem becomes
decidable for m = 0. In fact, the class of DTAk,0 languages coincides with the class of DTA1,0
languages (one clock is sufficient; cf. [37, Lemma 19]), and thus DTA_,0 membership reduces
to DTA1,0 membership, which is decidable for NTA1 by Theorem 1.1.
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I Remark 5.4. We observe that the reduction above uses a large alphabet Σ whose size
depends on the input LCM M . In fact, an alternative encoding exists using a unary alphabet
Σ = {a}. Let the input LCM M have control locations Q = {p1 , . . . , pm } and instructions
∆ = {δ1 , . . . , δn }. An LCM configuration pj δk u is represented by the timed word consisting
a
· · a}
a
· · a}
a
· · a} s.t. in each block the
· · a}
· · a}
of 6 blocks a
· · a} |a ·{z
| ·{z
| ·{z
| ·{z
|a ·{z
| ·{z
j letters k letters u(c1 ) letters u(c2 ) letters u(c3 ) letters u(c4 ) letters

last a is at timed distance exactly one from the last a of the previous block. A unit of counter
c1 now repeats at distance 6 in the next configuration (instead of 1). This shows that the
DTA membership problem is undecidable for NTA1 using maximal constant m = 6 over a
unary alphabet.

5.2

Undecidability and hardness for DTAk and DTAk,m membership

All the lower bounds in this section are obtained by a reduction from the universality problem
for the respective language classes (does a given language L ⊆ T(Σ) satisfy L = T(Σ)?).
The reduction is a suitable adaptation, generalization, and simplification of [22, Theorem 1]
showing undecidability of DTA membership for NTA languages.
A timed language L is timeless if L = L(A) for A ∈ NTA0 a timed automaton with no
clocks (hence timestamps appearing in input words are irrelevant for acceptance). For two
languages L ⊆ T(Σ) and M ⊆ T(Γ), and a fresh alphabet symbol $ 6∈ Σ ∪ Γ, we define their
composition L B {$} B M to be the following timed language over Σ0 = Σ ∪ {$} ∪ Γ:
LB{$}BM = {v($, t)(a1 , t1 + t) . . . (an , tn + t) ∈ T(Σ0 ) | v ∈ L, (a1 , t1 ) . . . (an , tn ) ∈ M } .
I Lemma 5.5. Let k, m ∈ N and let Y be a class of timed languages that
1. contains all the timeless timed languages,
2. is closed under union and composition, and
3. contains some non-DTAk (resp. non-DTAk,m ) language.
The universality problem for languages in Y reduces in polynomial time to the DTAk (resp.
DTAk,m ) membership problem for languages in Y.
We immediately obtain Theorem 1.3 as a corollary of Lemma 5.5, thanks to the following
observations. First, the lemma is applicable by taking as Y the classes of languages recognised
by NTA1 since this class contains all timeless timed languages, is closed under union and
composition, and is not included in DTAk for any k nor in DTAk,m for any k, m (cf. the NTA1
language from Example 2.1 which is not recognised by any DTA). Second, HyperAckermann-hardness of the universality problem for NTA1 follows form the same lower bound
for the reachability problem in lossy channel systems [15, Theorem 5.5], together with the
reduction from this problem to universality of NTA1 given in [33, Theorem 4.1].
Since the universality problem is undecidable for NTA2 [2, Theorem 5.2] and NTAε1 (NTA1
with epsilon steps) [33, Theorem 5.3], using the same reasoning we can apply Lemma 5.5
to observe that the DTAk and DTAk,m membership problems are undecidable for NTA2 and
NTAε1 , which refines the analysis of [22, Theorem 1].

6

Conclusions

We have shown decidability and undecidability results for several variants of the deterministic
membership problem for timed automata. Regarding undecidability, we have extended the
previously known results [22, 42] by proving that the DTA membership problem is undecidable
already for NTA1 (Theorem 1.2), and, over a unary input alphabet, it is undecidable for
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NTA1,m with m ≥ 6 (Remark 5.4). We leave open the question of what is the minimal m
guaranteeing undecidability. Regarding decidability, we have shown that when the resources
available to the deterministic automaton are fixed (either just the number of clocks k, or both
clocks k and maximal constant m), then the respective deterministic membership problem is
decidable (Theorem 1.1) and HyperAckermann-hard (Theorem 1.3).
Our deterministic membership algorithm is based on a characterisation of NTA1 languages
which happen to be DTAk (Lemma 4.1), which is proved using a semantic approach leveraging
on notions from the theory of sets with atoms [10]. Analogous decidability results for register
automata can be obtained with similar techniques. It would be interesting to compare this
approach to the syntactic determinisation method of [6].
Finally, our decidability results extend to the slightly more expressive class of always
resetting NTA2 , which have intermediate expressive power strictly between NTA1 and NTA2 .
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1

Introduction

Let Inputs and Outputs be two arbitrary sets of elements called inputs and outputs respectively.
A general formulation of the synthesis problem is as follows: for a given specification
of a function S : Inputs → 2Outputs relating any input u ∈ dom(S)1 to a set of outputs
S(u) ⊆ Outputs, decide whether there exists a (total) function f : dom(S) → Outputs such
that (i) for all u ∈ dom(S), f (u) ∈ S(u) and (ii) f satisfies some additional constraints such
as being computable in some way, by some device which is effectively returned by the synthesis
procedure. Assuming the axiom of choice, the relaxation of this problem without constraint
(ii) always has a positive answer. However with additional requirement (ii), a function f
realising S may not exist in general. In this paper, we consider the particular case where
the specification S is functional,2 in the sense that S(u) is singleton set for all u ∈ dom(S).
Even in this particular case, S may not be realisable while satisfying requirement (ii).
The latter observation on the functional case can already be made in the Church approach
to synthesis [1, 18], for which Inputs, Outputs are sets of infinite words and f is required to be
implementable by a Mealy machine (a deterministic automaton which can output symbols).
More precisely, an infinite word α over a finite alphabet Σ is a function α : N → Σ and is
written as α = α(0)α(1) . . .. The set of infinite words over Σ is denoted by Σω . In Church
ω
ω-regular synthesis, we have Inputs = Σω
i and Outputs = Σo , and functions S are specified by
ω-automata over Σi .Σo . Thus, such an automaton defines a language L ⊆ (Σi .Σo )ω and in
turn, through projection, a function SL defined by SL (i1 i2 . . . ) = {o1 o2 · · · | i1 o1 i2 o2 · · · ∈ L}.
Such a specification is said to be synchronous, meaning that they alternatively read an input
symbol and produce an output symbol deterministically. It is also ω-regular because it can
be represented as an automaton over Σi .Σo . As an example, consider Σi = Σo = {a, b, @}
and the function Sswap defined only for all words of the form u1 σ@u2 such that u1 ∈ {a, b}∗
and σ ∈ {a, b} by S(u1 σ@u2 ) = σu1 @u2 . The specification S is easily seen to be synchronous
and ω-regular, but not realisable by any Mealy machine. This is because a Mealy machine is
an input deterministic model and so cannot guess the last symbol before the @ symbol.
Computability of functions over infinite words. In Church synthesis, the notion of computability used for requirement (ii) is that of being computable by a Mealy machine. While
this makes sense in a reactive scenario where output symbols (reactions) have to be produced
immediately after input symbols are received, this computability notion is too strong in a
more relaxed scenario where reactivity is not required. Instead, we propose here to investigate
the synthesis problem for functional specifications over infinite words where the computability assumption (ii) for f is just being computable by some algorithm (formally a Turing
machine) running on infinite inputs. In other words, our goal is to synthesize algorithms
from specifications of functions of infinite words. There are classical computability notions
for infinite objects, like infinite sequences of natural numbers, motivated by real analysis,
or computation of functions of real numbers. The model of computation we consider for
infinite words is a deterministic machine with 3 tapes : a read-only one-way tape holding the
input, a two-way working tape with no restrictions and a write-only one-way output tape.
All three tapes are infinite on the right. A function f is computable if there exists such a
machine M such that, if its input tape is fed with an infinite word x in the domain of f ,
then M outputs longer and longer prefixes of f (x) when reading longer and longer prefixes

1
2

dom(S) is the domain of S, i.e. the set of inputs that have a non-empty image by S.
In this case, we just write S(u) = v instead of S(u) = {v}.
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of x. This machine model has been defined in [25, Chap. 2]. If additionally one requires the
existence of a computable function m : N → N such that for all i ∈ N, for all infinite input x,
M writes at least i output symbols when reading m(i) input symbols of x, we obtain the
notion of uniform computability. This offers promptness guarantees on the production of
output symbols with respect to the number of symbols read on input.
Obviously, not all functions are computable. In this paper, we aim to solve the following
synthesis problem: given a (finite) specification of a (partial) function f from infinite words
to infinite words, is f computable (respectively uniformly computable)? If it is the case,
then the procedure should return a Turing machine computing f (respectively uniformly
computing f ).
Examples. The function Sswap is computable. Since it is defined over all inputs containing
at least one @ symbol, if a Turing machine is fed with such a word, it suffices for it to read
its input until the first @ symbol is met, store in memory the symbol σ ∈ {a, b} just before
@, come back to the beginning of the tape and start producing the output infinite word
σu1 @u2 .
Over the alphabet Σ = {a, b}, consider the function f∞ defined by f∞ (u) = aω if u
contains infinitely many as, and by bω otherwise. This simple function is not computable,
as it requires to read the whole infinite input to produce even the very first output symbol.
For any word u ∈ Σ∗ , we denote by u its mirror (e.g. abaa = aaba). Consider the (partial)
function fmir defined on (Σ∗ ])ω by f (u1 ]u2 ] . . .) = u1 ]u2 ] . . .. It is computable by a machine
that stores its input u1 in memory until the first ] is read, then outputs u1 , and proceeds
with u2 , and so on. It is however not uniformly computable. Indeed, if it were, with some
m : N → N, then, for inputs u1 ]u2 ] · · · such that |u1 | > m(1), it is impossible to determine
the first output symbol (which is the last of u1 ) by reading only a prefix of length m(1) of u1 .
Finally, consider the (partial) function fdbl defined on (Σ∗ ])ω by f (u1 ]u2 ] . . .) = u1 u1 ]
u2 u2 ] . . .. Similarly as before, it is computable but also uniformly computable: to determine
the ith output symbol, it suffices to read an input prefix of length at most i. Indeed, let
u1 ]u2 ] . . . ]u be a prefix of length i of the input x, then u1 u1 ]u2 u2 ] . . . ]u is a prefix of f (x)
of length ≥ i.
Computability and continuity. There are strong connections between computability and
continuity: computable functions are continuous for the Cantor topology, that is where words
are close to each other if they share a long common prefix. Intuitively, it is because the very
definition of continuity asks that input words sharing longer and longer prefixes also share
longer and longer output prefixes. It is the case of the functions fmir and fdbl seen before.
Likewise, uniformly computable functions are uniformly continuous. The reverse direction
does not hold in general: assuming an effective enumeration M1 , M2 , . . . of Turing machines
(on finite word inputs), the function fhalt defined as fhalt (aω ) = b1 b2 b3 . . . where bi ∈ {0, 1} is
such that bi = 1 iff Mi halts on input , is not computable but (uniformly) continuous (as it
is defined on a single point).
Beyond synchronous functions: regular functions. functional specifications in Church
ω-regular synthesis problem range over the class of synchronous functions as described
before: they can be specified using automata over Σi .Σo . For example, while Sswap and f∞
are synchronous, fmir and fdbl are not. In this paper, we intend to go much beyond this
class by dropping the synchronicity assumption and consider the so-called class of regular
functions. It is a well-behaved class, captured by several models such as streaming ω-string
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transducers (SST), deterministic two-way Muller transducers with look around (2DMTla ),
and also by MSO-transducers [2, Thm. 1, Prop. 1]. We propose the model of deterministic
two-way transducers with a prophetic Büchi look-ahead (2DFTpla ) and show that they
are equivalent to 2DMTla . This kind of transducer is defined by a deterministic two-way
automaton without accepting states, extended with output words on the transitions, and
which can consult another automaton, called the look-ahead automaton, to check whether an
infinite suffix satisfies some regular property. We assume this automaton to be a prophetic
Büchi automaton [7, Sec. 7], because this class is naturally suited to implement a regular
look-ahead, while capturing all regular languages of infinite words. Look-ahead is necessary
to capture functions such as f∞ . Two-wayness is needed to capture, for instance, functions
fdbl and fmir .
Contributions. We call effectively reg-preserving functions those functions that effectively
preserve regular languages by inverse image [24, 19, 23, 20]. This includes for instance rational
functions, regular functions and the more general class of polyregular functions [4, 11]. We
first show that for effectively reg-preserving functions, computability and continuity coincide,
respectively, uniform computability and uniform continuity (Section 3, Theorem 6). To the
best of our knowledge, this connection was not made before. The connection is effective, in the
sense that when f is effectively reg-preserving and continuous (resp. uniformly continuous),
we can effectively construct a Turing machine computing f (resp. uniformly computing f ).
For rational functions (functions defined by non-deterministic one-way Büchi transducers),
we show that continuity and uniform continuity are decidable in NLogSpace (Section 5,
Theorem 12). Continuity and uniform continuity for rational functions were already known
to be decidable in PTime, from Prieur [21, Prop. 4]. However, Prieur’s proof techniques do
not transfer to the two-way case. We then prove that continuity (and hence computability)
is decidable for regular functions given by deterministic Büchi two-way transducers with
look-ahead (Section 5, Theorem 16). Using our techniques, we also get the decidability of
uniform continuity for regular functions (also Theorem 16). Our proof technique relies on
a characterisation of non-continuous reg-preserving functions by the existence of pairs of
sequences of words which have a nice regular structure (Section 4, Corollary 10). Based on this,
we derive a decision procedure for continuity of rational functions by checking in NLogSpace
a structural transducer pattern. For regular functions, we rely on a characterisation of the
form of output words produced by idempotent loops in two-way transducers [3]. Most of the
proofs have been sketched and the full proofs can be found in full version [10].
Related work. To the best of our knowledge, our results are new and the notion of continuity
has not been extensively studied in the transducers literature over infinite words. The work
by Prieur [21] is the closest to ours, while [8] looks at continuity of regular functions encoded
by ω-automata.
Notions of continuity with respect to language varieties have been studied for rational
functions of finite words in [5]. Our notion of uniform continuity can be linked to continuity
with respect to a particular language variety which was not studied in [5] (namely the
non-erasing variety generated by languages of the shape uA∗ ). A quite strong Lipschitz
continuity notion, called bounded variation due to Choffrut (e.g. [9]), was shown to capture,
over finite words, the sequential functions (the corresponding topology is however trivial,
hence simple continuity is not very interesting in this context).
Another result connecting computability and continuity is from [6] where the authors find
that some notion of computability by AC0 circuits corresponds, over sequential functions, to
continuity with respect to some language variety.
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Our result on rational functions has been extended recently to rational functions of
infinite words over an infinite alphabet in [12]. More precisely, continuity for functions of
infinite data words defined by (one-way) transducers with registers has been shown to be
decidable. The proof of [12] goes by reduction to the finite alphabet setting and uses the
result presented in this paper, which is publicly available on Arxiv [10], to decide continuity.
Finally, a discussion and comparison of Church ω-synthesis with our work is given in the
conclusion of this paper.

2

Languages, Automata and Transducers over ω-Words

Given a finite set Σ, we denote by Σ∗ (resp. Σω ) the set of finite (resp. infinite) words over
Σ, and by Σ∞ the set of finite and infinite words. Let Σj represent the set of all words over
Σ with length j. We denote by |u| ∈ N ∪ {∞} the length of u ∈ Σ∞ (in particular |u| = ∞
if u ∈ Σω ). For a word w = a1 a2 a3 . . . , w[:j] denotes the prefix a1 a2 . . . aj of w. Let w[j]
denote aj , the j th symbol of w and w[j:] denote the suffix aj+1 aj+2 . . . of w. For a word
w and i ≤ j, w[i:j] denotes the factor of w with positions from i to j, both included. For
two words u, v ∈ Σ∞ , u  v (resp. u ≺ v) denotes that u is a prefix (resp. strict prefix) of
v (in particular if u, v ∈ Σω , u  v iff u = v). For u ∈ Σ∗ , let ↑u denote the set of words
w ∈ Σ∞ having u as prefix i.e. u  w. Let mismatch be a function which takes two words,
and returns a boolean value, denoted by mismatch(u, v) for u and v; it returns true if there
exists a position i ≤ |u|, |v| such that u[i] 6= v[i], and returns false otherwise. The longest
common prefix between two words u and v is denoted by u ∧ v and their distance is defined
as d(u, v) = 0 if u = v, and 2−|u∧v| if u 6= v.
A Büchi automaton is a tuple B = (Q, Σ, δ, Q0 , F ) consisting of a finite set of states Q,
a finite alphabet Σ, a set Q0 ⊆ Q of initial states, a set F ⊆ Q of accepting states, and
a transition relation δ ⊆ Q × Σ × Q. A run ρ on a word w = a1 a2 . . . ∈ Σω starting in a
a
a
state q1 in B is an infinite sequence q1 →1 q2 →2 . . . such that (qi , ai , qi+1 ) ∈ δ for all i ∈ N.
Let Inf(ρ) denote the set of states visited infinitely often along ρ. The run ρ is a final run
iff Inf(ρ) ∩ F =
6 ∅. A run is accepting if it is final and starts from an initial state. A word
w ∈ Σω is accepted (w ∈ L(B)) iff it has an accepting run. A language L of ω-words is called
ω-regular if L = L(B) for some Büchi automaton B.
An automaton is co-deterministic if any two final runs on any word w are the same [7,
Sec. 7.1]. Likewise, an automaton is co-complete if every word has at least one final run. A
prophetic automaton P = (QP , Σ, δP , Q0 , FP ) is a Büchi automaton which is co-deterministic
and co-complete. Equivalently, a Büchi automaton is prophetic iff each word admits a unique
final run. The states of the prophetic automaton partition Σω : each state q defines a set of
words w such that w has a final run starting from q. For any state q, let L(P, q) be the set of
words having a final run starting at q. Then Σω = ]q∈QP L(P, q). It is known [7, Thm. 7.2]
that prophetic automata capture ω-regular languages.
Transducers. We recall the definitions of one-way and two-way transducers over infinite
words. A one-way transducer A is a tuple (Q, Σ, Γ, δ, Q0 , F ) where Q is a finite set of states,
Q0 , F respectively are sets of initial and accepting states; Σ, Γ respectively are the input and
output alphabets; δ ⊆ (Q × Σ × Q × Γ∗ ) is the transition relation. We equip A with a Büchi
acceptance condition. A transition in δ of the form (q, a, q 0 , γ) represents that from state q,
on reading a symbol a, the transducer moves to state q 0 , producing the output γ. Runs, final
runs and accepting runs are defined exactly as in Büchi automata, with the addition that
each transition produces some output ∈ Γ∗ .
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The output produced by a run ρ, denoted out(ρ), is obtained by concatenating the
outputs generated by transitions along ρ. Let dom(A) represent the language accepted by
the underlying automaton of A, ignoring the outputs. The relation computed by A is defined
as [[A]] = {(u, v) ∈ Σω × Γω | u ∈ dom(A), ρ is an accepting run of u, out(ρ) = v}.3 We say
that A is functional if [[A]] is a function. A relation (function) is rational iff it is recognised
by a one-way (functional) transducer.
Two-way transducers extend one-way transducers and two-way finite state automata. A
two-way transducer is a two-way automaton with outputs. In [2, Prop. 1], regular functions
are shown to be those definable by a two-way deterministic transducer with Muller acceptance
condition, along with a regular look-around (2DMTla ). In this paper, we propose an alternative
machine model for regular functions, namely, 2DFTpla . A 2DFTpla is a deterministic two-way
automaton with outputs, along with a look-ahead given by a prophetic automaton.
Let Σ` = Σ ] {`}. Formally, a 2DFTpla is a pair (T , A) where A = (QA , Σ, δA , SA , FA ) is
a prophetic Büchi automaton and T = (Q, Σ, Γ, δ, q0 ) is a two-way transducer s.t. Σ and Γ
are finite input and output alphabets, Q is a finite set of states, q0 ∈ Q is a unique initial
state, δ : Q × Σ` × QA → Q × Γ∗ × {−1, +1} is a partial transition function. T has no
acceptance condition: every infinite run in T is a final run. A two-way transducer stores its
input `a1 a2 . . . on a two-way tape, and each index of the input can be read multiple times.
A configuration of a two-way transducer is a tuple (q, i) ∈ Q × N where q ∈ Q is a state
and i ∈ N is the current position on the input tape. The position is an integer representing
the gap between consecutive symbols. Thus, before `, the position is 0, between ` and
a1 , the position is 1, between ai and ai+1 , the position is i + 1 and so on. The 2DFTpla is
deterministic: for every word w = `a1 a2 a3 . . . ∈ `Σω , every input position i ∈ N, and state
q ∈ Q, there is a unique state p ∈ QA such that ai ai+1 . . . ∈ L(A, p). Given w = a1 a2 . . .,
from a configuration (q, i), on a transition δ(q, ai , p) = (q 0 , γ, d), d ∈ {−1, +1}, such that
ai ai+1 . . . ∈ L(A, p), we obtain the configuration (q 0 , i + d) and the output γ is appended
ai ,p/γ

to the output produced so far. This transition is denoted as (q, i) −→ (q 0 , i + d). A run
ai ,p1 /γ1

ai ,p2 /γ2

ρ of a 2DFTpla (T , A) is a sequence of transitions (q0 , i0 = 0) 0−→ (q1 , i1 ) 1−→ · · · .
The output of ρ, denoted out(ρ) is then γ1 γ2 · · · . The run ρ reads the whole word w if
sup{in | 0 ≤ n < |ρ|} = ∞. The output [[(T , A)]](w) of a word w on run ρ is defined only
when sup{in | 0 ≤ n < |ρ|} = ∞, and equals out(ρ). 2DFTpla are equivalent to 2DMTla , and
capture all regular functions (see full version [10] for the proof).
I Theorem 1. A function f : Σω → Γω is regular iff it is 2DFTpla definable.
I Example 2. Consider the function g : Σω → Γω over Σ = Γ = {a, b} such that g(uabω ) =
uubω for u ∈ Σ∗ and g(bω ) = bω . The 2DFTpla is shown in Figure 1 with the prophetic
look-ahead automaton A on the right. The transitions are decorated as α, p | γ, d where
α ∈ {a, b}, p is a state of A, γ is the output and d is the direction. In transitions not using the
look-ahead information, the decoration is simply α | γ, d. Notice that L(A, p1 ) = `Σ∗ abω ,
L(A, p2 ) = `bω , L(A, p3 ) = Σ+ abω , L(A, p4 ) = abω . Each word in `Σω has a unique
final run; L(A, p1 ) ∪ L(A, p2 ) = `dom(g). The remaining states ensure that each word in
(`Σω \`dom(g)) ] Σω has a unique final run.
y

3

We assume that final runs always produce infinite words, which can be enforced syntactically by a Büchi
condition such that any input word produces non-empty output in a single loop execution containing
Büchi accepting state.
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a, b

`
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a

p5
`

`

p1

p6
`

q4

p4

p2
`

b

p7

p8
a

b | b, +1

α, p3 | α, +1

b

a

Figure 1 A 2DFTpla with automaton on the right implementing the look-ahead.

We also use a look-ahead-free version of two-way transducers in some of the proofs, where
we also have a Büchi acceptance condition given by a set of states F , just as for Büchi
automata. The resulting model is called two-way deterministic Büchi transducer (2DBT).
The definitions of configuration, run, and the semantics are done just like for 2DFTpla .

3

Computability versus Continuity

Computability of a function on infinite words can be described intuitively in the following
way: there is an algorithm which, given access to the input word, can enumerate the letters
in the output word. We also investigate a stronger notion of computability, which we call
uniform computability. The main idea is that given some input word x and some position j
one can compute the j th position of the output in time that depends on j but not on x. An
appealing aspect of uniform computability is that it offers a uniform bound on the number
of input symbols one needs to read in order to produce the output at some fixed precision.
I Definition 3 (Computability/Uniform computability). A function f : Σω → Γω is computable
if there exists a deterministic multitape Turing machine M computing it in the following
sense. The machine M has a read-only one-way input tape, a two-way working tape, and
a write-only one-way output tape. All tapes have a left delimiter ` and are infinite to the
right. Let x ∈ dom(f ). For any j ∈ N, let M (x, j) denote the output produced by M till the
time it moves to the right of position j, onto position j + 1 in the input (or  if this move
never happens). The function f is computable by M if for all x ∈ dom(f ), for all i ≥ 0,
there exists j ≥ 0 such that f (x)[:i]  M (x, j).
Moreover if there exists a computable function m : N → N (called a modulus of continuity
for M ) such that for all x ∈ dom(f ), for all i ≥ 0, f (x)[:i]  M (x, m(i)), f is called
uniformly computable.
It turns out that there is a quite strong connection between computability and continuity
of functions. In particular computable functions are always continuous. This can be seen
intuitively since given a deterministic Turing machine, it must behave the same on the
common prefixes of two words. Hence two words with a very long common prefix must have
images by the machine that have a somewhat long common prefix. This connection also
transfers to uniform computability and uniform continuity. We start by formally defining
continuity and uniform continuity. We interchangeably use the following two definitions [22]
of continuity.
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I Definition 4 (Continuity/Uniform continuity).
1. A function f : Σω → Γω is continuous at x ∈ dom(f ) if (equivalently)
(a) for all (xn )n∈N converging to x, where xi ∈ dom(f ) for all i ∈ N, (f (xn ))n∈N converges.
(b) ∀i ≥ 0 ∃j ≥ 0 ∀y ∈ dom(f ), |x ∧ y| ≥ j ⇒ |f (x) ∧ f (y)| ≥ i
2. A function is continuous if it is continuous at every x ∈ dom(f ).
3. A function f : Σω → Γω is uniformly continuous if:
there exists m : N → N, called a modulus of continuity for f such that,
∀i ≥ 0, ∀x, y ∈ dom(f ), |x ∧ y| ≥ m(i) ⇒ |f (x) ∧ f (y)| ≥ i.
I Example 5. As explained in the introduction, the function f∞ is not continuous, and, as
we will see later, is thus not computable. The function fhalt is continuous, even uniformly
continuous (it is constant) yet is obviously not computable. The function fmir is computable,
however is not uniformly continuous, two words can be arbitrarily close but with far away
outputs: consider an ]ω and an b]ω . Finally, the function fdbl is uniformly computable.
y
We now investigate the relationship between continuity and computability for functions
that are effectively reg-preserving. More precisely, we say that a function f : Σω → Γω is
effectively reg-preserving if there is an algorithm which, for any automaton recognizing a
regular language L ⊆ Γω , produces an automaton recognizing the language f −1 (L) = {u |
f (u) ∈ L}.
Two well-studied classes (see e.g. [13]) of reg-preserving functions are the rational and
the regular functions, which we will study in Section 5. As announced, continuity and
computability coincide for effectively reg-preserving functions:
I Theorem 6. An effectively reg-preserving function f : Σω → Γω is computable (resp.
uniformly computable) if and only if it is continuous (resp. uniformly continuous).
Proof. ⇒) This implication is easy and actually holds without the reg-preserving assumption.
If f is computable by some machine M , then it is not difficult to see that it is continuous.
Intuitively, the longer the prefix of input x ∈ dom(f ) is processed by M , the longer the
output produced by M on that prefix, which converges to f (x), according to the definition
of computability. More details of this proof can be found in full version. Moreover, if f is
uniformly computable, then the modulus of continuity of M is in particular a modulus of
continuity for f and is thus uniformly continuous.
Algorithm 1 Algorithm describing M .
1
2
3
4
5
6

Input: x ∈ Σω
out :=  ; ;
for i = 0 to +∞ do
for γ ∈ Γ do
if f (↑x[:i]) ⊆ ↑out.γ then
out := out.γ ; ;
output γ ; ;

// this is written on the working tape

// append to the working tape
// this is written on the output tape

⇐) The converse direction is less trivial and makes use of the reg-preserving assumption.
Suppose that f is continuous. We design the machine M , represented as Algorithm 1, which
is shown to compute f . This machine processes longer and longer prefixes x[:i] of its input
x (for loop at line 2), and tests (line 4) whether a symbol γ can be safely appended to the
output. The test ensures that the invariant out  f (x) is preserved at any point. Moreover,
the continuity of f at x ensures that out is updated infinitely often. The only thing left to
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obtain computability is that the test of line 4 is decidable. Let u and v be two words, deciding
f (↑u) ⊆ ↑v is equivalent to deciding if dom(f ) ∩ ↑u ⊆ f −1 (↑v). These sets are effectively
regular since u, v are given and f is effectively reg-preserving, and dom(f ) = f −1 (Γω ). Since
the constructions are effective, and the languages are regular, the inclusion is decidable.
We only have left to show that if f is moreover uniformly continuous, then M has a
computable modulus of continuity. We start by showing that f has a computable modulus of
continuity. Let us consider the predicate P (i, j) : ∀x, y |x ∧ y| ≥ j ⇒ |f (x) ∧ f (y)| ≥ i. Then
we define m : i 7→ min {j| P (i, j)}. Since f is uniformly continuous, m is indeed well defined
and is a modulus of continuity of f . To show that m is computable, we only have to show
that P (i, j) is decidable.
Let us consider the negation of P (i, j): there exist u, x1 , x2 , v1 , v2 , w1 , w2 such that
|u| = j, and f (uxk ) = vk wk for k ∈ {1, 2} with |v1 | = |v2 | = i and v1 6= v2 . Hence to
decide ¬P (i, j), we only have to find two words v1 6= v2 in Γi , such that S 6= ∅ where
S = {vw | v ∈ Σj , ∃w1 , w2 , s.t. vw1 ∈ f −1 (↑v1 ), vw2 ∈ f −1 (↑v2 )}. Since f is effectively
reg-preserving, S is effectively regular. By searching exhaustively for words v1 , v2 ∈ Γi we
get decidability of P (i, j). We only have left to define a modulus of continuity for M . Let
m0 : N → N be defined by m0 (i) = m(i) + i. If we read m(i) symbols, we know we can output
at least i symbols. Hence in each of the next i steps, we are guaranteed to output a letter.
Hence m0 is a modulus of continuity for M and f is uniformly computable.
J
I Remark 7. Note that we focus on functions that are effectively reg-preserving, but Algorithm 1 is actually more general than that. The continuity-computability equivalence
indeed carries over to any class of functions for which the test in line 4 is decidable.

4

A Characterisation of Continuity and Uniform Continuity

We provide here a characterisation of continuity (and uniform continuity) for reg-preserving
functions (we don’t need effectiveness here). The characterisation is based on a study of
some particular properties of sequences and pairs of sequences which we define below:
I Definition 8. Let f : Σω → Γω .
Let (xn )n∈N be a sequence of words in dom(f ) converging to x ∈ Σω , such that (f (xn ))n∈N
is not convergent. Such a sequence is called a bad sequence at x for f .
Let (xn )n∈N and (x0n )n∈N be two sequences in dom(f ) both converging to x ∈ Σω , such
that either (f (xn ))n∈N is not convergent, (f (x0n ))n∈N is not convergent, or limn f (xn ) 6=
limn f (x0n ). Such a pair of sequences is called a bad pair of sequences at x for f .
A pair of sequences is synchronised if it is of the form: ((uv n wz ω )n , (uv n w0 z 0ω )n )
I Proposition 9. A function is not continuous if and only if it has a bad pair at some point
of its domain. A function is not uniformly continuous if and only if it has a bad pair.
Proof. The case of continuous functions is obtained just by definition. For uniform continuity,
consider a function f with a bad pair ((xn )n∈N , (x0n )n∈N ), and let us show that it is not
uniformly continuous. We can assume that both (f (xn ))n∈N and (f (x0n ))n∈N converge.
Otherwise we can extract subsequences that converge, by compactness of Γω . Moreover,
since the pair is bad, one can assume that they converge to different limits y 6= y 0 . Let i
be such that y[i] 6= y 0 [i]. For any j, one can find N such that for all n ≥ N , |xn ∧ x0n | ≥ j
since both sequences converge to x. Since (f (xn ))n∈N converges to y, we can ensure that N
is large enough so that for all n ≥ N , |f (xn ) ∧ y| ≥ i. We can also ensure that for n ≥ N ,
|f (x0n ) ∧ y 0 | ≥ i holds. Let n ≥ N , we have both |xn ∧ x0n | ≥ j and |f (xn ) ∧ f (x0n )| < i, which
means that f is not uniformly continuous.
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Let f be a function which is not uniformly continuous, we want to exhibit a bad pair
of f . According to the definition, there exists i such that for all j there exist xj , x0j with
|xj ∧ x0j | ≥ j but |f (xj ) ∧ f (x0j )| < i. By compactness of Σω , there exists a subsequence
of (xj )j∈N which is convergent. Let xτ (j) j∈N , with τ : N → N increasing, denote such a
subsequence. Then we have for all j that |xτ (j) ∧x0τ (j) | ≥ τ (j) ≥ j and |f (xτ (j) )∧f (x0τ (j) )| < i.
Therefore up to renaming the sequences, we can assume that for all j, |xj ∧ x0j | ≥ j and
|f (xj ) ∧ f (x0j )| < i, with (xj )j∈N being convergent. By repeating the process of extracting


subsequences, we can assume that x0j j∈N , (f (xj ))j∈N , f (x0j ) j∈N are also convergent. Since
for any j, |xj ∧ x0j | ≥ j, the two sequences converge to the same limit. In the end we obtain
that ((xj )j∈N , x0j j∈N ) is a bad pair for f at limj xj = limj x0j .
Note that in case dom(f ) is not compact, then we may not have a subsequence of (xj )j∈N
which converges in dom(f ). However, the definition of bad pairs does not require convergence
in the domain; it only asks for convergence to some x, which need not be in dom(f ).
J
The main result of this section is the following lemma which says that one can restrict to
considering only synchronised bad pairs. In the following sections this characterisation will
be used to decide continuity/uniform continuity.
I Lemma 10 (Characterisation). A reg-preserving function is not continuous if and only if it
has a synchronised bad pair at some point of its domain. A reg-preserving function is not
uniformly continuous if and only if it has a synchronised bad pair.
Sketch of Proof. This lemma extends Proposition 9. It shows that, in the case of regpreserving functions, one can restrict to considering synchronised pairs, which are much
easier to deal with. The proof is done in several steps but due to a lack of space, we only
sketch these steps, the full proof being given in full version [10].
First we show that for a reg-preserving function f , if there is a bad pair at some x, then
there is one at some regular z, i.e. z = uv ω for some finite words u, v. Moreover, for the case
of non-uniform continuity, we show that z can be chosen so that x ∈ dom(f ) ⇔ z ∈ dom(f ).
In the second step, since we have two sequences converging to regular z, we show how
to replace the bad pair by a bad pair of regular sequences, still using the fact that f is
reg-preserving. Finally, we prove that we can synchronise these two regular sequences and
end up with a synchronised bad pair at z.
J

5

Deciding Continuity and Uniform Continuity

We first show how to decide (uniform) continuity for rational and then for regular functions.
Rational case. We exhibit structural patterns which are shown to be satisfied by a one-way
Büchi transducer iff the rational function it defines is not continuous (resp. not uniformly
continuous). We express those patterns in the pattern logic defined in [15, Sec. 6], which is
u|v

based on existential run quantifiers of the form ∃π : p −−→ q where π is a run variable, p, q
are state variables and u, v are word variables. Intuitively, there exists a run π from state p
to state q on input u, producing output v. A one-way transducer is called trim if each of its
states appears in some accepting run. Any one-way Büchi transducer can be trimmed in
polynomial time. The structural patterns for trim transducers are given in Figures 2 and 3.
The predicate init(p) expresses that p is initial while acc(p) expresses that it is accepting.
The predicate mismatch expresses the existence of a mismatch between two words, as defined
in Section 2.
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v|v1
u|u1

v|v1

u|u2

v|v2

∃π1 : p1 −−−→ q1 , ∃π10 : q1 −−−→ q1
w|w2

0
00
φcont = ∃π2 : p2 −−−→ q2 , ∃π2 : q2 −−−→ q2 , ∃π2 : q2 −−−→ r2
init(p1 ) ∧ init(p2 ) ∧ acc(q1 ) ∧

mismatch(u1 , u2 ) ∨ (v2 =  ∧ mismatch(u1 , u2 w2 ))

p1

u|u1

q1
v|v2

p2

u|u2

q2

w|w2

r2

Figure 2 Pattern characterising non-continuity of rational functions given by trim one-way Büchi
transducers.
u|u1

v|v1

w|w1

u|u2

v|v2

w|w2

v|v1

∃π1 : p1 −−−→ q1 , ∃π10 : q1 −−−→ q1 , ∃π100 : q1 −−−→ r1
φu-cont

∃π2 : p2 −−−→ q2 , 
∃π20 : q2 −−−→ q2 , ∃π200 : q2 −−−→ r2
= init(p1 ) ∧ init(p2 ) ∧
mismatch(u1 , u2 ) ∨ (v1 =  ∧ mismatch(u1 w1 , u2 ))

∨(v1 = v2 =  ∧ mismatch(u1 w1 , u2 w2 ))

p1

u|u1

q1

w|w1

r1

v|v2
p2

u|u2

q2

w|w2

r2

Figure 3 Pattern characterising non-uniform continuity of rational functions given by trim
one-way Büchi transducers.

I Lemma 11. A trim one-way Büchi transducer defines a non-continuous (resp. nonuniformly continuous) function if and only if it satisfies the formula φcont of Fig. 2 (resp.
the formula φu-cont of Fig. 3).
Sketch of Proof. Showing that the patterns of Figure 2 and Figure 3 induce non-continuity
and non-uniform continuity, respectively, is quite simple. Indeed, the first pattern φcont is a
witness that (uv n wz)n∈N is a bad sequence at a point uv ω of its domain, for z a word with a final run from r2 , which entails non-continuity by Proposition 9 (if a sequence s is bad then (s,
 s)
n
n 0 0
is bad). Similarly, the pattern φu-cont witnesses that the pair (uv wz)n∈N , (uv w z )n∈N is
synchronised and bad (with z, z 0 words that have a final run from r1 , r2 , respectively), which
entails non-uniform continuity by Lemma 10.
For the other direction, we again use Lemma 10. From a synchronised bad pair, we can
find a pair of runs with a synchronised loop, such that iterating the loop does not affect the
existing mismatch between the outputs of the two runs, which is in essence what the pattern
formulas of Figure 2 and Figure 3 state. The full proof is available in full version [10]. J
I Theorem 12. Deciding if a one way Büchi transducer defines a continuous (resp. uniformly
continuous) function can be done in NLogSpace.
Proof. Let T be a one way Büchi transducer defining a function f . From Lemma 11, if
T is trim, non-continuity of f is equivalent to T satisfying the formula φcont of Fig. 2.
This formula is expressed in the syntax of the pattern logic from [15], where it is proved
that model-checking pattern formulas against transducers can be done in NLogSpace [15,
Thm. 6]. This yields the result.
If T is not trim, then we modify the formula φcont to additionally express that there must
be some accepting run from r2 on some input. Equivalently, we express that there exists
a run from r2 to some accepting state s, and a run looping in s, in the following way: we
α|β

γ|τ

just add the quantifiers ∃π3 : r2 −−→ s ∃π4 : s −−→ s to φcont and the constraint acc(s) which
requires s to be accepting.
The proof for non-uniform continuity, using formula φu-cont is similar.
J
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u2
γ1

u2

u2

u2

γ1

γ1

γ1

β3
β3

β2
β1

β2

β3
β2
β1

β1

β3
β2
β1
α3

α3
α3
α2
α1

α3
α2
α1

α2
α1

α2
α1

2 more copies of u2

Figure 4 Pumping u2 . α1 , α2 , α3 , β1 , β2 , β3 , γ1 are the outputs seen on u2 . The blue, red and
green arrows are part of the run r while reading u2 .

Regular case. The case of regular functions is more intricate. We have to exploit the form
of the output words produced by idempotent loops of two-way transducer runs. Idempotent
loops always exist for sufficiently long inputs and indeed have a nice structure which allows
one to characterise the form of the output words produced when iterating such loops [3].
A detailed definition of idempotent loops, based on the traversal monoid is in [3]. We
have abstracted the main property of idempotent loops which is sufficient in our context,
and for which it is not necessary to know the precise definition of idempotency. So, given
a deterministic two-way transducer T on finite words (we need the notion only for finite
words) and an input word u1 u2 u3 , we will say that u2 is idempotent in (u1 , u2 , u3 ) (or just
idempotent when u1 , u3 are clear from the context), if in the run r of T on u1 u2 u3 , the
restriction of r to u2 (which is a sequence of possibly disconnected runs on u2 ) is idempotent
i.e. we can pump u2 any number of times in the context of u1 and u3 and still get a valid
run of T [3]. See Figure 4, if the sequence of states visited before reading first position of
u2 (at first vertical dashed line in figure) and the sequence of states visited after reading
u2 (at second vertical dashed line), we can pump u2 , in other words concatenate the run
shown in left to itself multiple times. In right side figure, the partial run is shown where
u2 is concatenated with itself twice. Observe that the outputs on the factors that is shown
on each blue, red and green arrow remain same and the output words are concatenated in
pumped word in a systematic manner.
Given a language of ω-words L ⊆ Σω , we denote by Pref(L) the set of finite prefixes
of words in L, i.e. Pref(L) = {u ∈ Σ∗ | ∃v ∈ L, with u  v}. In order to deal with lookaheads more easily, we remove look-aheads by considering words annotated with look-ahead
information. Given a 2DFTpla (T , P ) over alphabet Σ and with a set of look-ahead states QP ,
realising a function f , we define Te , a 2DBT over Σ × QP which simulates (T , P ) over words
annotated with look-ahead states, and which accepts only words with a correct look-ahead
annotation with respect to P (the formal definition can be found in full version [10]). We
denote by f˜ the function it realises, in particular for all words u ∈ dom(f ), there exists
a unique annotated word ũ ∈ dom(f˜) such that f˜(ũ) = f (u), as P is prophetic. For any
annotated word ũ, π(ũ) = u stands for its Σ-projection.
From Te , we define T∗ , a deterministic two-way transducer of finite words over the input
alphabet Σ × QP . Its domain is restricted to Pref(dom(f˜)) (which is a regular set) and it
behaves just as Te until it reaches the right border of its input for the first time, after which it
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accepts iff the input was indeed a prefix of dom(f˜) which, as said before, is a regular property
which can be checked by T∗ while simulating Te . We let f∗ be the function realised by T∗
(which depends on T ). We have that, for any infinite word x ∈ dom(f˜), f˜(x) = limu≺x f∗ (u).
The following lemma is a first characterisation of non-continuity which we can get by
exploiting the existence of synchronised bad pairs.
I Lemma 13. Let f : Σω → Γω be a regular function defined by some deterministic two-way
transducer T with look-ahead and let QP be the set of look-ahead states. Then f is not
continuous (resp. uniformly continuous) iff there exist finite words u1 , u01 , u2 , u02 , u3 , u03 ∈
(Σ × QP )∗ such that u1 u2 u3 , u01 u02 u03 ∈ dom(f∗ ) and
1. π(u1 ) = π(u01 ), π(u2 ) = π(u02 ), and x = π(u1 )π(u2 )ω ∈ dom(f ) (resp. x ∈ Σω ),
2. u2 and u02 are idempotent in (u1 , u2 , u3 ) and (u01 , u02 , u03 ) respectively (for T∗ ),
n
3. there exists i such that for all n ≥ 1, f∗ (u1 un2 u3 )[i] 6= f∗ (u01 u02 u03 )[i].
Sketch of Proof. For the if direction, since dom(f∗ ) = Pref(dom(f˜)), for any n there are
n
some u4,n , u04,n such that the words xn = u1 un2 u4,n and x0n = u01 u02 u04,n are both in dom(f˜).
Moreover, the sequences (π(xn ))n∈N and (π(x0n ))n∈N both converge to x. However, since
n
there is a mismatch between f∗ (u1 un2 u3 ) and f∗ (u01 u02 u03 ) at position i, and by definition
n
of f∗ we have f∗ (u1 un2 u3 )  f˜(xn ) and f∗ (u01 u02 u03 )  f˜(x0n ), there is also one between
f˜(xn ) and f˜(x0n ) at position i. Thus the pair (π(xn ))n∈N , (π(x0n ))n∈N is a bad pair and
we conclude by Lemma 10.
In the other direction, as for the rational case, we start from Lemma 10 stating that
it suffices to check for a synchronised bad pair. Like in the rational case, we successively
extract subsequences of the synchronised bad pair and at each step we need to preserve
synchronicity as well as badness. The main idea is that if we iterate enough times the loop
in the synchronised bad pair, we will end up with synchronised idempotent loops. The more
detailed version is available in [10].
J
Given a deterministic two-way transducer T (i.e. with a trivial look-ahead) defining a
function f and words u1 , u2 , u3 ∈ Σ∗ such that u1 u2 u3 ∈ Pref(dom(T )) and u2 is idempotent
for T , we say that u2 is “producing” in (u1 , u2 , u3 ) if the run of T on u1 u2 u3 produces some
output when reading at least one symbol of u2 , at some point in the run. If u2 is producing,
then |f∗ (u1 ui2 u3 )| < |f∗ (u1 ui+1
2 u3 )| for all i ≥ 1.
Our goal is now to give another characterisation of (non-) continuity, which replaces the
quantification on n in Lemma 13 by a property which does not need iteration, and therefore
which is more amenable to an algorithmic check. It is based on the following key result.
I Lemma 14. Let Σ be an alphabet such that # 6∈ Σ. Let g : Σω → Γω be a regular function
defined by some deterministic two-way transducer U . There exists a function ρU : (Σ∗ )3 → Γ∗
defined on all tuples (u1 , u2 , u3 ) such that u2 is idempotent and u1 u2 u3 ∈ Pref(dom(g)), and
which satisfies the following conditions:
1. if u2 is producing in (u1 , u2 , u3 ), then ρU (u1 , u2 , u3 ) ≺ ρU (u1 u2 , u2 , u2 u3 )
2. for all n ≥ 1, ρU (u1 , u2 , u3 )  g∗ (u1 un2 u3 )
3. for all n ≥ 1, ρU (u1 , u2 , u3 ) = g∗ (u1 un2 u3 ) if u2 is not producing in (u1 , u2 , u3 )
4. the finite word function ρ0U : u1 #u2 #u3 7→ ρU (u1 , u2 , u3 ) is (effectively) regular.
Proof. The proof of Lemma 14 is based on a thorough study of the form of the output words
produced by idempotent loops [3]. The whole proof, which requires technical notions, can be
found in full version [10].
J
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Note that the previous lemma is stated for transducers without look-ahead. It is however
sufficient as we apply it to transducers of the form Te . In particular, we use this lemma to
characterise the continuity of a function defined by a 2DFTpla T by using the function ρTe .
Unlike in Lemma 13, in the following characterisation, we do not need to iterate the loop
to check existence of a mismatch for all iterations, as we just need to inspect ρTe (u1 , u2 , u3 ).
I Lemma 15. Let f : Σω → Γω be a function defined by some deterministic two-way
transducer T with look-ahead and let QP be the set of look-ahead states. The function f is not
continuous (resp. not uniformly continuous) iff there exist u1 , u01 , u2 , u02 , u3 , u03 ∈ (Σ × QP )∗
such that u1 u2 u3 , u01 u02 u03 ∈ dom(f∗ ) and
1. π(u1 ) = π(u01 ), π(u2 ) = π(u02 ), and x = π(u1 )π(u2 )ω ∈ dom(f ) (resp. x ∈ Σω )
2. u2 and u02 are idempotent in (u1 , u2 , u3 ) and (u01 , u02 , u03 ) respectively (for Te )
3. there is a mismatch between ρTe (u1 , u2 , u3 ) and ρTe (u01 , u02 , u03 ).
Sketch of proof. We show how to replace condition 3 of Lemma 13 by condition 3 of
this lemma. One direction is easy: if ρTe (u1 , u2 , u3 )[i] 6= ρTe (u01 , u02 , u03 )[i] for some i,
then by Condition 2 of Lemma 14, we get the result. Conversely, assume there is i
such that f∗ (u1 un2 u3 )[i] 6= f∗ (u01 (u02 )n u03 )[i] for all n ≥ 1 and u2 , u02 are both producing
(the other cases are similar and done in full version). By Condition 1 of Lemma 14,
ρTe (u1 , u2 , u3 ) ≺ ρTe (u1 u2 , u2 , u2 u3 ) ≺ · · · ≺ ρTe (u1 uk2 , u2 , uk2 u3 ) for all k ≥ 1, and similarly
k

k

for the u0i . Therefore, for large enough k, ρTe (u1 uk2 , u2 , uk2 u3 ) and ρTe (u01 u02 , u02 , u02 u03 ),
have length at least i. By Condition 2, x = ρTe (u1 uk2 , u2 , uk2 u3 )  f∗ (u1 un2 u3 ) and x0 =
k

k

n

ρTe (u01 u02 , u02 , u02 u03 )  f∗ (u01 u02 u03 ) for all n ≥ 2k + 1, from which we get x[i] 6= x0 [i].

J

Finally, we show how to decide continuity by reduction to the emptiness problem of boundedvisit two-way Parikh automata [17, 14]. (Full details are in full version [10])
I Theorem 16. Continuity and uniform continuity are decidable for regular functions.
Sketch of proof. The proof is based on Lemma 15. First, we encode words u1 , u01 , u2 , u02 as
words over the alphabet (Σ × QP 2 ) to hard-code condition 1 of the lemma. In particular, we
define the language L of words of the form w1 #w2 #u3 #u03 such that w1 , w2 ∈ (Σ × QP 2 )∗
represent u1 , u01 , u2 , u02 and such that conditions 1 and 2 of the lemma are satisfied. Condition
2 and condition π(u1 )π(u2 )ω ∈ dom(f ) are simple because they are regular properties of
words, the domain of f being regular. For condition 3, we need counters to identify positions
i and j such that ρTe (u1 , u2 , u3 )[i] 6= ρTe (u1 , u2 , u3 )[j], and later on check that i = j. In
particular, we rely on the model of two-way Parikh automata which extend two-way automata
with counters which can be only incremented and tested at the end of the computation.
If such automata visit any input position a bounded number of times, their emptiness is
decidable [17, 14]. We show that L is definable by an automaton which (1) visits any input
boundedly many times, and (2) simulates the transducer obtained by Lemma 14.4.
J

6

Discussion and Further Directions

Summary. In this paper, we have studied two notions of computability for rational and
regular functions, shown their correspondences to continuity notions which we proved to
be decidable. The notion of uniform computability asks for the existence of a modulus of
continuity, which tells how far one has to go in the input to produce a certain amount of
output. It would be interesting to give a tight upper bound on modulus of continuity for
regular functions, and we conjecture that it is always a linear (affine) function in that case.
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Discussion on Church synthesis. This work is motivated by a synthesis problem: given a
specification of a function of infinite words (as a transducer), does there exist an algorithm to
compute it and if true, synthesize such an algorithm. We have established in the introduction
that even in the setting of Church ω-regular synthesis, this question makes sense as some
(functional and synchronous) ω-regular specifications may describe functions which are not
even computable. Here we compare our work with Church synthesis and address some open
question. The Church ω-regular synthesis problem is known be decidable [18]. The setting
we consider in this paper is orthogonal: Church ω-regular synthesis considers non-functional
specifications but they have to be synchronous, while we consider functional specifications but
they can be represented by way more expressive automata devices (two-way transducers with
look-ahead). Moreover, Church synthesis asks for computability by Mealy machines while our
goal is to relax this notion to more general computability notions. A corollary of our results
is that the Church ω-regular synthesis problem when the specification is functional and the
function realising the specification is only required to be computable, can be decided in
NLogSpace. An interesting open question that we do not solve here is the extension of this
latter result to non-functional specifications. More precisely, we leave the following problem
open: given an automaton over Σi .Σo defining an ω-regular synchronous specification S, is S
realisable by a computable function? This question was partially answered in [16], where
S is assumed to be total, i.e. dom(S) = Σω
i . Intuitively, it is shown that in this case, if S
is realisable, then it is realisable by a bounded delay function, i.e. a function which can be
implemented by a deterministic transducer which needs to read at most i + K input symbols
before outputting the ith output symbol, where K is a constant that depends only on f and
not on the input. The open case where S is partial is more challenging. For example, the
function Sswap has partial domain, is computable, but not bounded delay computable.
Other future directions. Another interesting direction is to find a transducer model which
captures exactly the computable, and uniformly computable, rational and regular functions.
For rational functions, the deterministic (one-way) transducers are not sufficient, already for
uniform computability, as witnessed by the rational function which maps any word of the
form an bω to itself, and any word an cω to a2n cω . For regular functions, we conjecture that
2DFT characterise the computable ones, but we have not been able to show it yet.
Finally, much of our work deals with reg-preserving functions in general. An interesting
line of research would be to investigate continuity and uniform continuity for different classes of
functions which have this property. One natural candidate is the class of polyregular functions
introduced in [4] which enjoy several different characterisations and many nice properties,
including being effectively reg-preserving. This means that continuity and computability also
coincide, however deciding continuity seems challenging.
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We are motivated by the following question: which nominal languages admit an active learning
algorithm? This question was left open in previous work, and is particularly challenging for languages
recognised by nondeterministic automata. To answer it, we develop the theory of residual nominal
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1

Introduction

Formal languages over infinite alphabets have received considerable attention recently. They
include data languages for reasoning about XML databases [32], trace languages for analysis
of programs with resource allocation [18], and behaviour of programs with data flows [19].
Typically, these languages are accepted by register automata, first introduced in the seminal
paper [20]. Another appealing model is that of nominal automata [6]. While nominal automata
are as expressive as register automata, they enjoy convenient properties. For example, the
deterministic ones admit canonical minimal models, and the theory of formal languages and
many textbook algorithms generalise smoothly.
In this paper, we investigate the properties of so-called residual nominal automata. An
automaton accepting a language L is residual whenever the language of each state is a
derivative of L. In the context of regular languages over finite alphabets, residual finite state
automata (RFSAs) are a subclass of nondeterministic finite automata (NFAs) introduced by
Denis et al. [14] as a solution to the well-known problem of NFAs not having unique minimal
representatives. They show that every regular language L admits a unique canonical RFSA.
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Residual Nominal Automata

Nondeterministic
Residual

Nondeterministic−

Residual−
Deterministic
Figure 1 Relationship between classes of nominal languages. Edges are strict inclusions. With ·−
we denote classes where automata are not allowed to guess values, i.e., to store symbols in registers
without explicitly reading them.

Residual automata play a key role in the context of exact learning 1 , in which one computes
an automaton representation of an unknown language via a finite number of observations.
The defining property of residual automata allows one to (eventually) observe the semantics
of each state independently. In the finite-alphabet setting, residuality underlies the seminal
algorithm L? for learning deterministic automata [1] (deterministic automata are always
residual), and enables efficient algorithms for learning nondeterministic [8] and alternating
automata [2, 3]. Residuality has also been studied for learning probabilistic automata [13].
Existence of canonical residual automata is crucial for the convergence of these algorithms.
Our investigation of residuality in the nominal setting is motivated by the following
question: which nominal languages admit an exact learning algorithm? In previous work [28],
we have shown that the L? algorithm generalises smoothly to nominal languages, meaning that
deterministic nominal automata can be learned. However, the general non-deterministic case
proved to be significantly more challenging. In fact, in stark contrast with the finite-alphabet
case, nondeterministic nominal automata are strictly more expressive than deterministic
ones, thus residual automata are not just succinct representations of deterministic languages.
As a consequence, our attempt to generalise the NL? algorithm for nondeterministic finite
automata to the nominal setting did not fully succeed: we could only prove that it works for
deterministic languages, leaving the nondeterministic case open. By investigating residual
languages, and how they relate to deterministic and nondeterministic ones, we are finally
able to settle this case.
In summary, our contributions are as follows:
Section 3: We refine nominal languages as depicted in Figure 1, by giving separating
languages for each class.
Section 4: We develop new results of nominal lattice theory, and we provide the main
characterisation theorem (Theorem 4.10), showing that the class of residual languages
allow for canonical automata which: a) are minimal in their respective class and unique
(up to isomorphism); b) can be constructed via a finite number of observations of the
language. Both properties are crucial for learning. We prove this important result by
a machine-independent characterisation of those classes of languages. We also give an
analogous result for non-guessing languages (Theorem 4.16).
Section 5: We study decidability and closure properties. Many decision problems, such as
equivalence and universality, are known to be undecidable for nondeterministic nominal
automata. For residual automata, we show that universality becomes decidable. However,
the problem of whether an automaton is residual is undecidable.

1

Exact learning is also known as query learning or active (automata) learning [1].
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Section 6: We settle important open questions about exact learning of nominal languages.
We show that residuality does not imply convergence of existing algorithms, and we give
a (modified) NL? -style algorithm that works precisely for residual languages.
This research mirrors that of residual probabilistic automata [13]. There, too, one has
distinct classes of which the deterministic and residual ones admit canonical automata
and have an algebraic characterisation. We believe that our results contribute to a better
understanding of learnability of automata with some sort of nondeterminism.

2

Preliminaries

We recall the notions of nominal sets [33] and nominal automata [6]. Let A be a countably
infinite set of atoms 2 and let Perm(A) be the set of permutations on A, i.e., the bijective
functions π : A → A. Permutations form a group where the unit is given by the identity
function, the inverse by functional inverse, and multiplication by function composition.
A nominal set is a set X equipped with a function · : Perm(A) × X → X, interpreting
permutations over X. This function must be a group action of Perm(A), i.e., it must satisfy
id ·x = x and π · (π 0 · x) = (π ◦ π 0 ) · x. We say that a set A ⊂ A supports x ∈ X whenever
π · x = x for all π fixing A, i.e., such that π|A = idA . We require for nominal sets that each
element x has a finite support. We denote by supp(x) the smallest finite set supporting x.
The orbit orb(x) of x ∈ X is the set of elements in X reachable from x via permutations:
orb(x) := {π · x | π ∈ Perm(A)}. X is orbit-finite whenever it is a finite union of orbits.
Orbit-finite sets are finitely-representable, hence algorithmically tractable [5].
Given a nominal set X, a subset Y ⊆ X is equivariant if it is preserved by permutations,
i.e., π · Y = Y , for all π ∈ Perm(A), where π acts element-wise. This definition extends
to relations and functions. For instance, a function f : X → Y between nominal sets is
equivariant whenever π · f (x) = f (π · x). Given a nominal set X, the nominal power set is
defined as Pfs (X) := {U ⊆ X | U is finitely supported}.
We recall the notion of nominal automaton from [6]. The theory of nominal automata seamlessly extends classical automata theory by having orbit-finite nominal sets and equivariant
functions in place of finite sets and functions.
I Definition 2.1. A (nondeterministic) nominal automaton A consists of: an orbit-finite
nominal set Σ, the alphabet; an orbit-finite nominal set of states Q; equivariant subsets
I, F ⊆ Q of initial and final states; and an equivariant subset δ ⊆ Q × Σ × Q of transitions.
The usual notions of acceptance and language apply. We denote the language of A
by L(A), and the language accepted by a state q ∈ Q by L(q). Note that the language
L(A) ∈ Pfs (Σ∗ ) is equivariant, and that L(q) ∈ Pfs (Σ∗ ) need not be equivariant, but it is
supported by supp(q).
We recall the notion of derivative language [14].3
I Definition 2.2. Given a language L and a word u ∈ Σ∗ , we define the derivative of L w.r.t.
u as u−1 L := {w | uw ∈ L} and the set of all derivatives as Der(L) := u−1 L | u ∈ Σ∗ .
These definitions seamlessly extend to the nominal setting. Note that w−1 L is finitely
supported whenever L is.
2
3

Sometimes these are called data values.
This is sometimes called a residual language or left quotient. We do not use the term residual language
here, because residual language will mean a language accepted by a residual automaton.
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Of special interest are the deterministic, residual, and non-guessing nominal automata,
which we introduce next.
I Definition 2.3. A nominal automaton A is:
Deterministic if I = {q0 }, and for each q ∈ Q and a ∈ Σ there is a unique q 0 such that
(q, a, q 0 ) ∈ δ. In this case, the relation is in fact functional δ : Q × Σ → Q.
Residual if each state q ∈ Q accepts a derivative of L(A), formally: L(q) = w−1 L(A) for
some word w ∈ Σ∗ . The words w such that L(q) = w−1 L(A) are called characterising
words for the state q.
Non-guessing if supp(q0 ) = ∅, for each q0 ∈ I, and supp(q 0 ) ⊆ supp(q) ∪ supp(a), for each
(q, a, q 0 ) ∈ δ.
Observe that the transition function of a deterministic automaton preserves supports (i.e., if
C supports (q, a) then C also supports δ(q, a)). Consequently, all deterministic automata are
non-guessing. For the sake of succinctness, in the following we drop the qualifier “nominal”
when referring to these classes of nominal automata.
For many examples, it is useful to define the notion of an anchor. Given a state q, a word
w is an anchor if δ(I, w) = {q}, that is, the word w leads to q and no other state. Every
anchor for q is also a characterising word for q (but not vice versa).
Finally, we recall the Myhill-Nerode theorem for nominal automata.
I Theorem 2.4 ([6, Theorem 5.2]). Let L be a language. Then L is accepted by a deterministic
automaton if and only if Der(L) is orbit-finite.

3

Separating languages

Deterministic, nondeterministic and residual automata have the same expressive power when
dealing with finite alphabets. The situation is more nuanced in the nominal setting. We
now give one language for each class in Figure 1. For the sake of simplicity, we will use the
one-orbit nominal set of atoms A as alphabet. These languages separate the different classes,
meaning that they belong to the respective class, but not to the classes below or beside it.
For each example language L, we depict: a nominal automaton recognising L (on the
left); the set of derivatives Der(L) (on the right). We make explicit the poset structure of
Der(L): grey rectangles represent orbits of derivatives, and lines stand for set inclusions (we
grey out irrelevant ones). This poset may not be orbit-finite, in which case we depict a small,
indicative part. Observing the poset structure of Der(L) explicitly is important for later,
where we show that the existence of residual automata depends on it. We write aa−1 L to
mean (aa)−1 L. Variables a, b, . . . are always atoms and u, w, . . . are always words.

Deterministic: First symbol equals last symbol
Consider the language Ld := {awa | a ∈ A, w ∈ A∗ }. This is accepted by the following
deterministic nominal automaton. The automaton is actually infinite-state, but we represent
it symbolically using a register-like notation, where we annotate each state with the current
6= a

a
a

Ad =

a

a

a
6= a

aa−1 Ld

bb−1 Ld

···

a−1 Ld

b−1 Ld

···

Ld

Figure 2 A deterministic automaton accepting Ld , and the poset Der(Ld ).
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value of a register. Note that the derivatives a−1 Ld , b−1 Ld , . . . are in the same orbit. In total
Der(Ld ) has three orbits, which correspond to the three orbits of states in the deterministic
automaton. The derivative awa−1 Ld , for example, equals aa−1 Ld .

Non-guessing residual: Some atom occurs twice
The language is Lng,r := {uavaw | u, v, w ∈ A∗ , a ∈ A}. The poset Der(Lng,r ) is not
orbit-finite, so by the nominal Myhill-Nerode theorem there is no deterministic automaton
accepting Lng,r . However, derivatives of the form ab−1 Lng,r can be written as a union
ab−1 Lng,r = a−1 Lng,r ∪ b−1 Lng,r . In fact, we only need an orbit-finite set of derivatives to
recover Der(Lng,r ). These orbits are highlighted in the diagram on the right. Selecting the
“right” derivatives is the key idea behind constructing residual automata in Theorem 4.10.
aa−1 Lng,r

A
a

Ang,r =

A

A

a

···

abc−1 Lng,r

···

···

ab−1 Lng,r

···

a

a−1 Lng,r · · · b−1 Lng,r
Lng,r

Figure 3 A (nonresidual) nondeterministic automaton accepting Lng,r , and the poset Der(Lng,r ).

Nondeterministic: Last letter is unique
The language is Ln := {wa | a not in w} ∪ {}. Derivatives a−1 Ln are again unions of smaller
S
languages: a−1 Ln = b6=a ab−1 Ln . (We have omitted languages like aa−1 Ln , as they only
differ from a−1 Ln on the empty word.) However, the poset Der(L) has an infinite descending
chain of languages (with an increasing support), namely a−1 L ⊃ ab−1 L ⊃ abc−1 L ⊃ . . . The
existence of a such a chain implies that Ln cannot be accepted by a residual automaton. This
is a consequence of Theorem 4.10, as we shall see later.
Ln
a−1 Ln

6= a

An =

guess a

a

a

···

b−1 Ln

···

ab−1 Ln

···

···

abc−1 Ln

···

Figure 4 A nondeterministic automaton accepting Ln , and the poset Der(Ln ).
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Residual: Last letter is unique but anchored
Consider the alphabet Σ = A ∪ {Anc(a) | a ∈ A}, where Anc is nothing more than a label.
We add the transitions (a, Anc(a), a) to the automaton in the previous example. We obtain
the language Lr = L(Ar ). Here, we have forced the automaton to be residual, by adding an
anchor to the first state. Nevertheless, guessing is still necessary. In the poset, we note that all
elements in the descending chain can now be obtained as unions of Anc(a)−1 Lr . For instance,
S
a−1 Lr = b6=a Anc(b)−1 Lr . Note that Anc(a)Anc(b)−1 Lr = ∅ and Anc(a)a−1 Lr = {}.
Lr
a−1 Lr

6= a
guess a

Ar =

a

a

b−1 Lr

···

···

ab−1 Lr

···

···

abc−1 Lr

···

Anc(a)

Anc(c)−1 Lr

Anc(a)a−1 Lr

Anc(c)Anc(d)−1 Lr

Figure 5 A residual automaton accepting Lr , and the poset Der(Lr ).

Non-guessing nondeterministic: Repeated atom with different successor
The language is Lng := {uabvac | u, v ∈ A∗ , a, b, c ∈ A, b 6= a}. (We allow a = b or a = c.)
This is a language which can be accepted by a non-guessing automaton. However, there is no
residual automaton for this language. The poset structure of Der(Lng ) is very complicated.
We will return to this example after Theorem 4.10.

A

aba−1 Lng
a

Ang =

a

cba−1 Lng

b
aa−1 Lng

ba−1 Lng

A

ab

a

b

6= b

a−1 Lng

b−1 Lng
Lng

Figure 6 A deterministic automaton accepting Lng , and the poset Der(Lng ).

ab−1 Lng
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In this section we will give a characterisation of canonical residual automata. We will first
introduce notions of nominal lattice theory, then we will state our main result (Theorem 4.10).
We conclude the section by providing similar results for non-guessing automata.

4.1

Nominal lattice theory

We abstract away from words and languages and consider the set Pfs (Z) for an arbitrary
nominal set Z. This is a Boolean algebra of which the operations ∧, ∨, ¬ are all equivariant
maps [17]. Moreover, the finitely supported union
_
: Pfs (Pfs (Z)) → Pfs (Z)
is also equivariant. We note that this is more general than a binary union, but it is not a
complete join semi-lattice. Hereafter, we shall denote set inclusion by ≤ (< when strict).
I Definition 4.1. Given a nominal set Z and X ⊆ Pfs (Z) equivariant4 , we define the set
generated by X as
n_
o
hXi :=
x | x ⊆ X finitely supported ⊆ Pfs (Z).
W
I Remark 4.2. The set hXi is closed under the operation , and moreover is the smallest
W
equivariant set closed under containing X. In other words, h−i defines a closure operator.
We will often say “X generates Y ”, by which we mean Y ⊆ hXi.
I Definition 4.3. Let X ⊆ Pfs (Z) equivariant and x ∈ X, we say that x is join-irreducible
W
in X if it is non-empty and x = x =⇒ x ∈ x, for every finitely supported x ⊆ X. The set
of all join-irreducible elements is denoted by
JI(X) := {x ∈ X | x join-irreducible in X} .
This is again an equivariant set.
I Remark 4.4. In lattice and order theory, join-irreducible elements are usually defined only
for a lattice (see, e.g., [11]). However, we define them for arbitrary subsets of a lattice. (Note
that a subset of a lattice is merely a poset.) This generalisation will be needed later, when
we consider the poset Der(L) which is not a lattice, but is contained in the lattice Pfs (Σ∗ ).
I Remark 4.5. The notion of join-irreducible, as we have defined here, corresponds to the
notion of prime in [8, 14, 28]. Unfortunately, the word prime has a slightly different meaning
in lattice theory. We stick to the terminology of lattice theory.
If a set Y is well-behaved, then its join-irreducible elements will actually generate the set Y .
This is normally proven with a descending chain condition. We first restrict our attention to
orbit-finite sets. The following Lemma extends [11, Lemma 2.45] to the nominal setting.
I Lemma 4.6. Let X ⊆ Pfs (Z) be an orbit-finite and equivariant set.
1. Let a ∈ X, b ∈ Pfs (Z) and a 6≤ b. Then there is a join-irreducible x ∈ X such that x ≤ a
and x 6≤ b.
W
2. Let a ∈ X, then a = {x ∈ X | x join-irreducible in X and x ≤ a}.

4

A similar definition could be given for finitely supported X. In fact, all results in this section generalise
to finitely supported. But we use equivariance for convenience.
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I Corollary 4.7. Let X ⊆ Pfs (Z) be an orbit-finite equivariant subset. The join-irreducibles
of X generate X, i.e., X ⊆ hJI(X)i.
So far, we have defined join-irreducible elements relative to some fixed set. We will now
show that these elements remain join-irreducible when considering them in a bigger set, as
long as the bigger set is generated by the smaller one. This will later allow us to talk about
the join-irreducible elements.
I Lemma 4.8. Let Y ⊆ X ⊆ Pfs (Z) equivariant and suppose that X ⊆ hJI(Y )i. Then
JI(Y ) = JI(X).
In other words, the join-irreducibles of X are the smallest set generating X.
I Corollary 4.9. If an orbit-finite set Y generates X, then JI(X) ⊆ Y .

4.2

Characterising Residual Languages

We are now ready to state and prove the main theorem of this paper. We fix the alphabet
Σ. Recall that the nominal Myhill-Nerode theorem tells us that a language is accepted
by a deterministic automaton if and only if Der(L) is orbit-finite. Here, we give a similar
characterisation for languages accepted by residual automata. Moreover, the following result
gives a canonical construction.
I Theorem 4.10. Given a language L ∈ Pfs (Σ∗ ), the following are equivalent:
1. L is accepted by a residual automaton.
2. There is some orbit-finite set J ⊆ Der(L) which generates Der(L).
3. The set JI(Der(L)) is orbit-finite and generates Der(L).
Proof. We prove three implications:
(1 ⇒ 2) Take the set of languages accepted by the states: J := {L(q) | q ∈ A}. This
is clearly orbit-finite, since Q is. Moreover, each derivative is generated as follows:
W
w−1 L = {L(q) | q ∈ δ(I, w)}.
(2 ⇒ 3) We can apply Lemma 4.8 with Y = J and X = Der(L). Now it follows that
JI(Der(L)) is orbit-finite (since it is a subset of J) and generates Der(L).
(3 ⇒ 1) We can construct the following residual automaton, whose language is exactly L:
Q := JI(Der(L))

I := w−1 L ∈ Q | w−1 L ≤ L

F := w−1 L ∈ Q |  ∈ w−1 L

δ(w−1 L, a) := v −1 L ∈ Q | v −1 L ≤ wa−1 L
First, note that A := (Σ, Q, I, F, δ) is a well-defined nominal automaton. In fact, all the
components are orbit-finite, and equivariance of ≤ implies equivariance of δ. Second, we
show by induction on words that each state q = w−1 L accepts its corresponding language,
namely L(q) = w−1 L.
 ∈ L(w−1 L) ⇐⇒ w−1 L ∈ F ⇐⇒  ∈ w−1 L

au ∈ L(w−1 L) ⇐⇒ u ∈ L δ(w−1 L, a)


⇐⇒ u ∈ L v −1 L ∈ Q | v −1 L ≤ wa−1 L
_
(i)
⇐⇒ u ∈
v −1 L ∈ Q | v −1 L ≤ wa−1 L
⇐⇒ ∃v −1 L ∈ Q with v −1 L ≤ wa−1 L and u ∈ v −1 L
(ii)

⇐⇒ u ∈ wa−1 L ⇐⇒ au ∈ w−1 L

J. Moerman and M. Sammartino
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At step (i) we have used the induction hypothesis (u is a shorter word than au) and
the fact that L(−) preserves unions. At step (ii, right-to-left) we have used that v −1 L is
join-irreducible. The other
steps are unfolding definitions.
W  −1
w L | w−1 L ≤ L , since the join-irreducible languages generFinally, note that L =
ate all languages. In particular, the initial states (together) accept L.
J
I Corollary 4.11. The construction above defines a canonical residual automaton with the
following uniqueness property: it has the minimal number of orbits of states and the maximal
number of orbits of transitions.
For finite alphabets, the classes of languages accepted by DFAs and NFAs are the same
(by determinising an NFA). This means that Der(L) is always finite if L is accepted by an
NFA, and we can always construct the canonical RFSA. Here, this is not the case, that is why
we need to stipulate (in Theorem 4.10) that the set JI(Der(L)) is orbit-finite and actually
generates Der(L). Either condition may fail, as we will see in Example 4.13.
I Example 4.12. In this example we show that residual automata can also be used to
compress deterministic automata. The language L := {abb . . . b | a =
6 b} can be accepted by
a deterministic automaton of 4 orbits, and this is minimal. (A zero amount of bs is also
accepted in L.) The minimal residual automaton, however, has only 2 orbits, given by the
join-irreducible languages:
−1 L = {abb . . . b | a 6= b}
ab−1 L = {bb . . . b}

(a, b ∈ A distinct)

The trick in defining the automaton is that the a-transition from −1 L to ab−1 L guesses the
value b. In the next section (Section 4.3), we will define the canonical non-guessing residual
automaton, which has 3 orbits.
I Example 4.13. We return to the examples Ln and Lng from Section 3. We claim that
neither language can be accepted by a residual automaton.
For Ln we note that there is an infinite descending chain of derivatives
Ln > a−1 Ln > ab−1 Ln > abc−1 Ln > · · ·
Each of these languages can be written as a union of smaller derivatives. For instance,
S
a−1 Ln = b6=a ab−1 Ln . This means that JI(Der(Ln )) = ∅, hence it does not generate Der(Ln )
and by Theorem 4.10 there is no residual automaton.
In the case of Lng , we have an infinite ascending chain
Lng < a−1 Lng < ba−1 Lng < cba−1 Lng < · · ·
This in itself is not a problem: the language Lng,r also has an infinite ascending chain.
However, for Lng , none of the languages in this chain are a union of smaller derivatives. Put
differently: all the languages in this chain are join-irreducible (see appendix for the details).
So the set JI(Der(Lng )) is not orbit-finite. By Theorem 4.10, we conclude that there is no
residual automaton accepting Lng .
I Remark 4.14. For arbitrary (nondeterministic) languages there is also a characterisation in
the style of Theorem 4.10. Namely, L is accepted by an automaton iff there is an orbit-finite
set Y ⊆ Pfs (Σ∗ ) which generates the derivatives. However, note that the set Y need not be a
subset of the set of derivatives. In these cases, we do not have a canonical construction for
the automaton. Different choices for Y define different automata and there is no way to pick
Y naturally.
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4.3

Automata without guessing

We reconsider the above results for non-guessing automata. Nondeterminism in nominal
automata allows naturally for guessing, meaning that the automaton may store symbols
in registers without explicitly reading them. However, the original definition of register
automata in [20] does not allow for guessing, and non-guessing automata remain actively
researched [29]. Register automata with guessing were introduced in [21], because it was
realised that non-guessing automata are not closed under reversal.
To adapt to non-guessing automata, we redefine join-irreducible elements. As we would
like to remove states which can be written as a “non-guessing” union of other states, we only
consider joins of sets of elements where all elements are supported by the same support.
I Definition 4.15. Let X ⊆ Pfs (Z) be equivariant and x ∈ X, we say that x is joinW
irreducible− in X if x = x =⇒ x ∈ x, for every finitely supported x ⊆ X such that
supp(x0 ) ⊆ supp(x), for each x0 ∈ x. The set of all join-irreducible− elements is denoted by

JI− (X) := x ∈ X | x join-irreducible− in X .
The only change required is an additional condition on the elements and supports in x. In
particular, the sets x are uniformly supported sets. Unions of such sets are called uniformly
supported unions.
All the lemmas from the previous section are proven similarly. We state the main result
for non-guessing automata.
I Theorem 4.16. Given a language L ∈ Pfs (Σ∗ ), the following are equivalent:
1. L is accepted by a non-guessing residual automaton.
2. There is some orbit-finite set J ⊆ Der(L) which generates Der(L) by uniformly supported
unions.
3. The set JI− (Der(L)) is orbit-finite and generates Der(L) by uniformly supported unions.
Proof. The proof is similar to that of Theorem 4.10. However, we need a slightly different
definition of the canonical automaton. It is defined as follows.
Q := JI− (Der(L))

I := w−1 L ∈ Q | w−1 L ≤ L, supp(w−1 L) ⊆ supp(L)

F := w−1 L ∈ Q |  ∈ w−1 L

δ(w−1 L, a) := v −1 L ∈ Q | v −1 L ≤ wa−1 L, supp(v −1 L) ⊆ supp(wa−1 L)
Note that, in particular, the initial states have empty support since L is equivariant. This
means that the automaton cannot guess any values at the start. Similarly, the transition
relation does not allow for guessing.
J
To better understand the structure of the canonical non-guessing residual automaton, we
recall the following fact (see [33] for details) and its consequence on non-guessing automata.
I Lemma 4.17. Let X be an orbit-finite nominal set and A ⊂ A be a finite set of atoms.
The set {x ∈ X | A supports x} is finite.
I Corollary 4.18. The transition relation δ of non-guessing automata can be equivalently be
described as a function δ : Q × Σ → Pfin (Q), where Pfin (Q) is the set of finite subsets of Q.
In particular, this shows that the canonical non-guessing residual automaton has finite
nondeterminism. It also shows that it is sufficient to consider finite unions in Theorem 4.16,
instead of uniformly supported unions.

J. Moerman and M. Sammartino
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Decidability and Closure Results

In this section we investigate decidability and closure properties. First, a positive result:
universality is decidable for residual automata. This is in contrast to the nondeterministic
case, where universality is undecidable, even for non-guessing automata [4].
I Proposition 5.1. Universality for residual nominal automata is decidable. Formally: given
a residual automaton A, it is decidable whether L(A) = Σ∗ .
Second, a negative result: determining whether an automaton is residual is undecidable.
In other words, residuality cannot be characterised as a syntactic property. This adds value to
learning techniques, as they are able to provide automata that are residual by construction,
thus “getting around” this undecidability issue.
I Proposition 5.2. The problem of determining whether a given nondeterministic nominal
automaton is residual is undecidable.
The above result is obtained by reducing the universality problem for general nondeterministic nominal automata to the residuality problem. Given an automaton A, we construct
another automaton A0 which is residual if and only if A is universal (see appendix for details).
This result also holds for the subclass of non-guessing automata, as the construction of A0
does not introduce any guessing and universality for non-guessing nondeterministic nominal
automata is undecidable.
I Remark 5.3. Equivalence between residual nominal automata is still an open problem. The
usual proof of undecidability of equivalence is via a reduction from universality. This proof does
not work anymore, because universality for residual automata is decidable (Proposition 5.1).
We conjecture that equivalence remains undecidable for residual automata.

Closure properties
We will now show that several closure properties fail for residual languages. Interestingly, this
parallels the situation for probabilistic languages: residual ones are not even closed under
convex sums. We emphasise that residual automata were devised for learning purposes, where
closure properties play no significant role. In fact, one typically exploits closure properties
of the wider class of nondeterministic models, e.g., for automata-based verification. The
following results show that in our setting this is indeed unavoidable.
Consider the alphabet Σ = A ∪ {Anc(a) | a ∈ A} and the residual language Lr from
Section 3. We consider a second language L2 = A∗ which can be accepted by a deterministic
(hence residual) automaton. We have the following non-closure results:
Union: The language L = Lr ∪ L2 cannot be accepted by a residual automaton. In fact,
although derivatives of the form Anc(a)−1 L are still join-irreducible (see Section 3,
residual case), they have no summand A∗ , which means that they cannot generate
S
a−1 L = A∗ ∪ b6=a Anc(b)−1 L. By Theorem 4.10(3) it follows that L is not residual.
Intersection: The language L = Lr ∩ L2 = Ln cannot be accepted by a residual automaton,
as we have seen in Section 3.
Concatenation: The language L = L2 · Lr cannot be accepted by a residual automaton, for
similar reasons as the union.
Reversal: The language {aw | a not in w} is residual (even deterministic), but its reverse
language is Ln and cannot be accepted by a residual automaton.
Complement: Consider the language Lng,r of words where some atom occurs twice. Its
complement Lng,r is the language of all fresh atoms, which cannot even be recognised by
a nondeterministic nominal automaton [6].
Closure under Kleene star is yet to be settled.
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6

Exact learning

In our previous paper on learning nominal automata [28], we provided an exact learning
algorithm for nominal deterministic languages. Moreover, we observed by experimentations
that the algorithm was also able to learn specific nondeterministic languages. However, several
questions on nominal languages remained open, most importantly:
Which nominal languages can be characterised via a finite set of observations?
Which nominal languages admit an Angluin-style learning algorithm?
In this section we will answer these questions using the theory developed in the previous
sections.

6.1

Angluin-style learning

We briefly review the classical automata learning algorithms L? by Angluin [1] for deterministic
automata, and NL? by Bollig et al. [8] for residual automata. Then we discuss convergence
in the nominal setting.
Both algorithms can be seen as a game between two players: the learner and the teacher.
The learner aims to construct the minimal automaton for an unknown language L over a
finite alphabet Σ. In order to do this, it may ask the teacher, who knows about the language,
two types of queries:
Membership query: Is a given word w in the target language, i.e., w ∈ L?
Equivalence query: Does a given hypothesis automaton H recognise the target language,
i.e., L = L(H)?
If the teacher replies yes to an equivalence query, then the algorithm terminates, as the
hypothesis H is correct. Otherwise, the teacher must supply a counterexample, that is a word
in the symmetric difference of L and L(H). Availability of equivalence queries may seem like
a strong assumption, and in fact it is often weakened by allowing only random sampling
(see [22] or [35] for details).
Observations about the language made by the learner via queries are stored in an
observation table T . This is a table where rows and columns range over two finite sets of
words S, E ⊆ Σ? respectively, and T (u, v) = 1 if and only if uv ∈ L. Intuitively, each row of
T approximates a derivative of L, in fact we have T (u) ⊆ u−1 L. However, the information
contained in T may be incomplete: some derivatives w−1 L are not reached yet because no
membership queries for w have been posed, and some pairs of rows T (u), T (v) may seem
equal to the learner, because no word has been seen yet which distinguishes them. The
learning algorithm will add new words to S when new derivatives are discovered, and to E
when words distinguishing two previously identical derivatives are discovered.
The table T is closed whenever one-letter extensions of derivatives are already in the
table, i.e., T has a row for ua−1 L, for all u ∈ S, a ∈ Σ. If the table is closed,5 L? is able
to construct an automaton from T , where states are distinct rows (i.e., derivatives). The
construction follows the classical one for the canonical automaton of a language from its
derivatives [31]. The NL? algorithm uses a modified notion of closedness, where one is allowed
to take unions (i.e., a one-letter extension can be written as unions of rows in T ), and hence
is able to learn a RFSA accepting the target language.

5

L? also needs the table to be consistent. We do not need that in our discussion here.
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When the table is not closed, then a derivative is missing, and a corresponding row needs
to be added. Once an automaton is constructed, it is submitted in an equivalence query. If
a counterexample is returned, then again the table is extended6 , after which the process is
repeated iteratively.

6.2

The nominal case

In [28] we have given nominal versions of L? and NL? , called νL? and νNL? respectively. They
seamlessly extend the original algorithms by operating on orbit-finite sets. The algorithm
νL? always terminates for deterministic languages, because distinct derivatives, and hence
distinct rows in the observation table, are orbit-finitely many (see Theorem 2.4).
However, it will never terminate for languages not accepted by deterministic automata
(such as residual or nondeterministic languages).
I Theorem 6.1 ([27]). νL? converges if and only if Der(L) is orbit-finite, in which case
it outputs the canonical deterministic automaton accepting L. Moreover, at most O(nk)
equivalence queries are needed, where n is the number of orbits of the minimal deterministic
automaton, and k is the maximum support size of its states.
The nondeterministic case is more interesting. Using Theorem 4.10, we can finally establish
which nondeterministic languages can be characterised via orbit-finitely-many observations.
I Corollary 6.2 (of Theorem 4.10). Let L be a nondeterministic nominal language. Then L
can be represented via an observation table with orbit-finitely-many rows and columns if and
only if L is residual. Rows of this table correspond to join-irreducible derivatives.
This explains why in [28] νNL? was able to learn some residual nondeterministic automata:
an orbit-finite observation table exists, which allows νNL? to construct the canonical residual
automaton. Unfortunately, the current νNL? algorithm does not guarantee that it finds this
orbit-finite observation table. We only have that guarantee for deterministic languages. The
following example shows that νNL? may indeed diverge when trying to close the table.
I Example 6.3. Suppose νNL? tries to learn the residual language L accepted by the
automaton below over the alphabet Σ = A ∪ {Anc(a) | a ∈ A}. This is a slight modification
of the residual language of Section 3.
6= a
guess a
Anc(a)

Anc(6= a)

a

6= a

a
a

Anc(a)
a

The algorithm starts by considering the row for the empty word , and its one-letter extensions
 · a = a and  · Anc(a) = Anc(a). These rows correspond to the derivatives −1 L = L, a−1 L
and Anc(a)−1 L. Column labels are initialised to the empty word . At this point a−1 L and
Anc(a)−1 L appear identical, as the only column  does not distinguish them. However, they
appear different from −1 L, so the algorithm will add the row for either a or Anc(a) in order

6

L? and NL? adopt different counterexample-handling strategies: the former adds a new row, the latter a
new column. Both result in a new derivative being detected.
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to close the table. Suppose the algorithm decides to add a. Then it will consider one-letter
extensions ab, abc, abcd, etc... Since these correspond to different derivatives – each strictly
smaller than the previous one – the algorithm will get stuck in an attempt to close the table.
At no point it will try to close the table with the word Anc(a), since it stays equivalent to
a. So in this case νNL? will not terminate. However, if the algorithm instead adds Anc(a)
to the row labels, it will then also add Anc(a)Anc(b), which is a characterising word for the
initial state. In that case, νNL? will terminate.
While there is no hope of convergence in the non-residual case, as no orbit-finite observation table exists characterising derivatives, we now propose a modification of νNL? which
guarantees termination for residual languages.
I Theorem 6.4. There is an algorithm which query learns residual nominal languages.
Proof (Sketch). When the algorithm adds a word w to the set of rows, then it also adds
all other words of length |w|.7 Since all words of bounded length are added, the algorithm
will eventually find all words that are characterising for states of the canonical residual
automaton, and it will therefore be able to reconstruct this automaton. See appendix for
details.
J
Unfortunately, considering all words bounded by a certain length requires many membership
queries. In fact, characterising words can be exponential in length [14], meaning that this
algorithm may need doubly exponentially many membership queries.
I Remark 6.5. We note that nondeterministic automata can be enumerated, and hence can be
learned via equivalence queries only. This would result in a highly inefficient algorithm. This
parallels the current understanding of learning probabilistic languages. Although efficient
(learning in the limit) learning algorithms for deterministic and residual languages exist [12],
the general case is still open.

7

Conclusions, related and future work

In this paper we have investigated a subclass of nondeterministic automata over infinite
alphabets. This class naturally arises in the context of query learning, where automata have
to be constructed from finitely many observations. Although there are many classes of data
languages, we have shown that our class of residual languages admit canonical automata.
The states of these automata correspond to join-irreducible elements.
In the context of learning, we show that convergence of standard Angluin-style algorithms
is not guaranteed, even for residual languages. We propose a modified algorithm which
guarantees convergence at the expense of an increase in the number of observations.
We emphasise that, unlike other algorithms based on residuality such as NL? [8] and
?
AL [2], our algorithm does not depend on the size, or even the existence, of the minimal
deterministic automaton for the target language. This is a crucial difference, since dependence
on the minimal deterministic automaton hinders generalisation to nondeterministic nominal
automata, which are strictly more expressive. Ideally, in the residual case, one would like
an algorithm for which the complexity depends only on the length of characterising words,
which is an intrinsic feature of residual automata. To the best of our knowledge, no such
algorithm exists in the finite setting.

7

The set {w ∈ Σ∗ | |w| = k} is orbit-finite, for any fixed k ∈ N.
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We also show that universality is decidable for residual automata, in contrast to undecidability in the general nondeterministic case. As future work, we plan to attack the language
inclusion/equivalence problem for residual automata. This is a well-known and challenging
problem for data languages, which has been answered for specific subclasses [9, 10, 29, 34].
Of special interest is the subclass of unambiguous automata [10, 29]. We note that
residual languages are orthogonal to unambiguous languages. For instance, the language
Ln is unambiguous but not residual, whereas Lng,r is residual but ambiguous. Moreover,
their intersection has neither property, and every deterministic language has both properties.
One interesting fact is that if a canonical residual automaton is unambiguous, then the
join-irreducibles form an anti-chain.
Other related work are nominal languages/expressions with an explicit notion of binding [15, 25, 26, 34]. Although these are sub-classes of nominal languages, binding is an
important construct, e.g., to represent resource-allocation. Availability of a notion of derivatives [25] suggests that residuality may prove beneficial for learning these languages.
Residual automata over finite alphabets also have a categorical characterisation [30].
We see no obstructions in generalising those results to nominal sets. This would amount
to finding the right notion of nominal (complete) join-semilattice, with either finitely or
uniformly supported joins.
Finally, in [16, 17] aspects of nominal lattices and Boolean algebras are investigated.
To the best of our knowledge, our results of nominal lattice theory, especially those on
join-irreducibles, are new.
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Omitted proofs

W
I Remark 4.2. The set hXi is closed under the operation , and moreover is the smallest
W
equivariant set closed under containing X. In other words, h−i defines a closure operator.
We will often say “X generates Y ”, by which we mean Y ⊆ hXi.
W
Proof. Take any x ⊆ hXi finitely supported. All x ∈ x are of the form yx , for some yx ⊆ X
finitely supported. Consider the finitely supported set T = {y | y ∈ yx , x ∈ x} ⊆ X. Then
W
W
W
we see that x = T ∈ hXi, meaning that hXi is closed under . The second part of the
W
claim is easy: any set closed under
and containing X must also contain hXi.
J
I Lemma 4.6. Let X ⊆ Pfs (Z) be an orbit-finite and equivariant set.
1. Let a ∈ X, b ∈ Pfs (Z) and a 6≤ b. Then there is a join-irreducible x ∈ X such that x ≤ a
and x 6≤ b.
W
2. Let a ∈ X, then a = {x ∈ X | x join-irreducible in X and x ≤ a}.
Proof. In this proof we need a technicality. Let P be a finitely supported, non-empty poset
(i.e., both P and ≤ are supported by a finite A ⊂ A). If P is A-orbit-finite then P has a
minimal element, as we can consider the finite poset of A-orbits and find a minimal A-orbit.
Here we use the notion of an A-orbit, i.e., an orbit defined over permutations that fix A.
(See [33, Chapter 5] for details.)
Ad 1. Consider the set S = {x ∈ X | x ≤ a, x 6≤ b}. This is a finitely supported and
supp(S)-orbit-finite set, hence it has some minimal element m ∈ S. We shall prove that m is
join-irreducible in X. Let x ⊆ X finitely supported and assume that x0 < m for each x0 ∈ x.
Note that x0 < m ≤ a and so that x0 ∈
/ S (otherwise m was not minimal). Hence x0 ≤ b (by
W
W
W
W
definition of S). So x ≤ b and so x ∈
/ S, which concludes that x 6= m, and so x < m
as required.
Ad 2. Consider the set T = {x ∈ JI(X) | x ≤ a}. This set is finitely supported, so we
W
may define the element b = T ∈ Pfs (Z). It is clear that b ≤ a, we shall prove equality by
contradiction. Suppose a 6≤ b, then by (1.), there is a join-irreducible x such that x ≤ a and
W
y 6≤ b. By the first property of x we have x ∈ T , so that x 6≤ b = T is a contradiction. We
W
conclude that a = b, i.e. a = T as required.
J
I Lemma 4.8. Let Y ⊆ X ⊆ Pfs (Z) equivariant and suppose that X ⊆ hJI(Y )i. Then
JI(Y ) = JI(X).
W
Proof. (⊇) Let x ∈ X be join-irreducible in X. Suppose that x = y for some finitely
supported y ⊆ Y . Note that also y ⊆ X Then x = y0 for some y0 ∈ y, and so x is
join-irreducible in Y .
W
(⊆) Let y ∈ Y be join-irreducible in Y . Suppose that y = x for some finitely supported
x ⊆ X. Note that every element x ∈ x is a union of elements in JI(Y ) (by the assumption
W
X ⊆ hJI(Y0 )i). Take yx = {y ∈ JI(Y ) | y ≤ x}, then we have x = yx and
y=

_

x=

_ n_

o _
yx | x ∈ x =
{y0 | y0 ∈ yx , x ∈ x} .

The last set is a finitely supported subset of Y , and so there is a y0 in it such that y = y0 .
Moreover, this y0 is below some x0 ∈ x, which gives y0 ≤ x0 ≤ y. We conclude that y = x0
for some x0 ∈ x.
J
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I Corollary 4.11. The construction above defines a canonical residual automaton with the
following uniqueness property: it has the minimal number of orbits of states and the maximal
number of orbits of transitions.
Proof. State minimality follows from Corollary 4.9, where we note that the states of any
residual automata accepting L form a generating subset of Der(L). Maximality of transitions
follows from the fact that it is saturated, meaning that no transitions can be added without
changing the language.
J
I Example 4.13. All the languages in the following ascending chain are join-irreducible.
Lng < a−1 Lng < ba−1 Lng < cba−1 Lng < · · ·
Proof. Consider the word w = ak . . . a1 a0 with k ≥ 1 and all ai distinct atoms. We will
prove that w−1 Lng is join-irreducible in Der(Lng ), by considering all u−1 Lng ⊆ w−1 Lng .
Observe that if u is a suffix of w, then u−1 Lng ⊆ w−1 Lng . This is easily seen from the
given automaton, since it may skip any prefix. We now show that u being a suffix of w is
also a necessary condition.
First, suppose that u contains an atom a different from all ai . If it is the last symbol of
u, then aaa0 ∈ u−1 Lng , but aaa0 ∈
/ w−1 Lng . If a is succeeded by b (not necessarily distinct),
−1
then either aa or aa0 is in u Lng . But neither aa nor aa0 is in w−1 Lng . This shows that
for u−1 Lng ⊆ w−1 Lng , we necessarily have that u ∈ {a0 , . . . , ak }∗ . (This also means that
automatically supp(u−1 Lng ) ⊆ supp(w−1 Lng ).)
Second, when u = , we have u−1 Lng ⊆ w−1 Lng . And for |u| = 1, if u = a0 , then
−1
u Lng ⊆ w−1 Lng . If u = ai with i > 0, then ai ai ai−1 ∈ u−1 Lng , but that word is not in
w−1 Lng . This shows that for u−1 Lng ⊆ w−1 Lng with |u| ≤ 1, we necessarily have that u is a
suffix of w.
Third, we prove the same for |u| ≤ 2. We first consider which bigrams may occur in
u. Suppose that u contains a bigram ai aj with i > 0 and j 6= i − 1. Then ai ai−1 is in
u−1 Lng , but not in w−1 Lng . Suppose that u contains a0 ai (i > 0) or a0 a0 , then u−1 Lng
contains either a0 a0 or a0 a1 respectively. Neither of these words are in w−1 Lng . This shows
that u−1 Lng ⊆ w−1 Lng implies that u may only contain the bigrams ai ai−1 . In particular,
these bigrams compose in a unique way. So u is a (contiguous) subword of w, whenever
u−1 Lng ⊆ w−1 Lng .
Continuing, suppose that u ends in the bigram ai+1 ai with i > 0. Then we have ai ai ai−1
in u−1 Lng , but not in w−1 Lng . This shows that u has to end in a1 a0 . That is, for u−1 Lng ⊆
w−1 Lng with |u| ≥ 2, we necessarily have that u is a suffix of w.
So far, we have shown that
{u | u−1 Lng ⊆ w−1 Lng } = {u | u is a suffix of w}.
W
To see that w−1 Lng is indeed join-irreducible, we consider the join X = {u−1 Lng |
u is a strict suffix of w}. Note that ak ak ∈
/ X, but ak ak ∈ w−1 Lng . We conclude that
W −1
−1
−1
−1
w Lng 6= {u Lng | u Lng $ w Lng } as required.
J
I Proposition 5.1. Universality for residual nominal automata is decidable. Formally: given
a residual automaton A, it is decidable whether L(A) = Σ∗ .
Proof. In the constructions below, we use computation with atoms. This is a computation
paradigm which allow algorithmic manipulation of infinite – but orbit-finite – nominal
sets. For instance, it allows looping over such a set in finite time. Important here is that
this paradigm is equivalent to regular computability (see [7]) and implementations exist to
compute with atoms [23, 24].
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We will sketch an algorithm that, given a residual automaton A, answers whether
L(A) = Σ∗ . The algorithm decides negatively in the following cases:
I = ∅. In this case the language accepted by A is empty.
Suppose there is a q ∈ Q with q ∈
/ F . By residuality we have L(q) = w−1 L(A) for some
w. Note that q is not accepting, so that  ∈
/ w−1 L(A). Put differently: w ∈
/ L(A). (We
note that w is not used by the algorithm. It is only needed for the correctness.)
Suppose there is a q ∈ Q and a ∈ Σ such that δ(q, a) = ∅. Again L(q) = w−1 L(A) for
some w. Note that a is not in L(q). This means that wa is not in the language.
When none of these three cases hold, the algorithm decides positively. We shall prove that
this is indeed the correct decision. If none of the above conditions hold, then I 6= ∅, Q = F ,
and for all q ∈ Q, a ∈ Σ we have δ(q, a) 6= ∅. Here we can prove that the language of each
state is L(q) = Σ∗ . Given that there is an initial state, the automaton accepts Σ∗ .
Note that the operations on sets performed in the above cases all terminate, because all
involve orbit-finite sets.
J
I Proposition 5.2. The problem of determining whether a given nondeterministic nominal
automaton is residual is undecidable.
Proof. The construction is inspired by [14, Proposition 8.4].8 We show undecidability by
reducing the universality problem for nominal automata to the residuality problem.
Let A = (Σ, Q, I, F, δ) be a nominal (nondeterministic) automaton on the alphabet Σ.
We first extend the alphabet:

Σ0 = Σ ∪ q | q ∈ Q ∪ {q | q ∈ Q} ∪ {$, #} ,
where we assume the new symbols to be disjoint from Σ. We define A0 = (Σ0 , Q0 , I 0 , F 0 , δ 0 ) by

Q0 = {q | q ∈ Q} ∪ q | q ∈ Q ∪ {>, x, y}

I 0 = q | q ∈ Q ∪ {x, y}
F 0 = {q | q ∈ F } ∪ {>}


δ 0 = {(q, a, q 0 | (q, a, q 0 ) ∈ δ} ∪ (q, q, q) | q ∈ Q ∪ (q, q, q) | q ∈ Q

∪ {(x, $, >), (x, #, x), (y, #, y)}∪ {(>, a, >) | a ∈ Σ} ∪ (y, $, i) | i ∈ I
See Figure 7 for a sketch of the automaton A0 . The blue part is a copy of the original
automaton. The red part forces the original states to be residual, by providing anchors to
each state. Finally the orange part is the interesting part. The key players are states x and y
with their languages L(y) ⊆ L(x). Note that their languages are equal if and only if A is
universal.
Before we assume anything about A, let us analyse A0 . In particular, let us consider
whether the residuality property holds for each state. For the original states of A the property
holds, as we can provide anchors: All the states q and q are anchored by the words q and q
respectively. Then we consider the states x and >, their languages are L(>) = Σ∗ = $−1 L(A0 )
and L(x) = #−1 L(A0 ) (see Figure 7). The only remaining state for which we do not yet
know whether the residuality property holds is state y.
If L(A) = Σ∗ (i.e. the original automaton is universal), then we note that L(y) = L(x).
In this case, L(y) = #−1 L(A0 ). So, in this case, A0 is residual.

8

They prove that checking residuality for NFAs is PSpace-complete via a reduction from universality.
Instead of using NFAs, they use a union of n DFAs. This would not work in the nominal setting.
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Figure 7 Sketch of the automaton A0 constructed in the proof of Proposition 5.2.

Suppose that A0 is residual. Then L(y) = w−1 L0 for some word w. Provided that L(A)
is not empty, there is some u ∈ L(A). So we know that $u ∈ L(y). This means that word
w cannot start with a ∈ Σ, q, q for q ∈ Q, or $ as their derivatives do not contain $u. The
only possibility is that w = #k for some k > 0. This implies L(y) = L(x), meaning that the
language of A is universal.
This proves that A is universal iff A0 is residual. Moreover, the construction A 7→ A0 is
effective, as it performs computations with orbit-finite sets.
J
I Theorem 6.4. There is an algorithm which query learns residual nominal languages.
Proof. As explained in the text, we modify the νNL? algorithm from [28]: When the table is
not closed, we not only add the missing words, but all the words of the same length. This
guarantees that the algorithm finds rows for all join-irreducible derivatives, i.e., all states of
the canonical residual automaton.
The pseudocode is given in Algorithm 1, where the modifications to νNL? are highlighted
in red. We briefly explain the notation. An observation table T is defined by a set of row
(resp. column) indices S (resp. E). The value T (s, e) is given by L(se) (we may do this via
membership queries). We denote the set of rows by Rows(S, E) := {row(s) | s ∈ SΣ ∪ S},
Algorithm 1 Modified nominal NL? algorithm for Theorem 6.4.

Modified νNL? learner
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

S, E = {}
repeat
while (S, E) is not residually-closed or not residually-consistent
if (S, E) is not residually-closed
find s ∈ S, a ∈ A such that row(sa) ∈ JI(Rows(S, E)) \ Rows> (S, E)
k = length of the word sa
S = S ∪ Σ≤k
if (S, E) is not residually-consistent
find s1 , s2 ∈ S, a ∈ A, and e ∈ E such that row(s1 ) v row(s2 ) and
L(s1 ae) = 1, L(s2 ae) = 0
E = E ∪ orb(ae)
Make the conjecture N (S, E)
if the Teacher replies no, with a counter-example t
E = E ∪ {orb(t0 ) | t0 is a suffix of t}
until the Teacher replies yes to the conjecture N (S, E).
return N (S, E)
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where row(s)(e) = T (s, e). Note that Rows(S, E) also includes rows for one-letter extensions.
The set of rows labelled by S is denoted by Rows> (S, E) := {row(s) | s ∈ S}. The set
Rows(S, E) is a poset, ordered by r1 v r2 iff r1 (e) ≤ r2 (e) for all e ∈ E. To construct a
hypothesis N (S, E), we use the construction from Theorem 4.10, where Rows(S, E) plays
the role of Der(L).
We can give a bound to the number of equivalence queries. Given an orbit-finite nominal
set X, let |X| be the number of its orbit. Then equivalence queries are bounded by O(m +
|Σ≤m+1 | × k), where m is the length of the longest characterising word and k is the maximum
support size of the canonical residual automaton. Intuitively, each of the rows in the table
could be a separate state, and for each state there is some work to be done, concerning
learning the right support and local symmetries (see [27] for details on this).
J

CONCUR 2020

Flatness and Complexity of Immediate
Observation Petri Nets
Mikhail Raskin
Technical University of Munich, Germany
raskin@in.tum.de

Chana Weil-Kennedy
Technical University of Munich, Germany
chana.weilkennedy@in.tum.de

Javier Esparza
Technical University of Munich, Germany
esparza@in.tum.de

Abstract
In a previous paper we introduced immediate observation (IO) Petri nets, a class of interest in the
study of population protocols and enzymatic chemical networks. In the first part of this paper
we show that IO nets are globally flat, and so their safety properties can be checked by efficient
symbolic model checking tools using acceleration techniques, like FAST. In the second part we study
Branching IO nets (BIO nets), whose transitions can create tokens. BIO nets extend both IO nets
and communication-free nets, also called BPP nets, a widely studied class. We show that, while
BIO nets are no longer globally flat, and their sets of reachable markings may be non-semilinear,
they are still locally flat. As a consequence, the coverability and reachability problem for BIO nets,
and even a certain set-parameterized version of them, are in PSPACE. This makes BIO nets the
first natural net class with non-semilinear reachability relation for which the reachability problem is
provably simpler than for general Petri nets.
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1

Introduction

Immediate observation Petri nets (IO nets) model immediate observation population protocols,
as introduced by Angluin et al. in their seminal paper on the expressive power of population
protocols [2]. In an IO net each transition is defined by three places: the source place ps , the
destination place pd , and the observed place po . The transition can move one token from ps
to pd , provided that po is not empty (if ps = po , then po should contain at least two tokens).
In the population protocol interpretation, ps , pd , and po are three possible states of each of
the identical agents executing the protocol, and a transition models an agent in the state ps
observing another agent in the state po and switching to the state pd .
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In a previous paper [10] we investigated “many-to-many” versions of the reachability and
coverability problems for IO nets, in which we have a set of initial markings and a set of
final markings instead of the standard “one-to-one” versions with a single initial marking
and a single final marking. The sets we consider are cubes, i.e., sets of markings obtained
by attaching to each place a lower bound and an upper bound (possibly infinite) for the
number of tokens. We showed that while the standard one-to-one problems are PSPACE-hard,
they remain in PSPACE in the many-to-many case. This is in strong contrast with general
conservative Petri nets (nets in which transitions neither create nor destroy tokens), for which
the many-to-many versions of the problems become EXPSPACE-hard or even non-elementary.
In this paper we continue our study of IO nets, and initiate the study of Branching IO
nets (BIO nets for short), in which transitions can create or destroy agents. BIO nets deserve
study for at least three reasons:
They are a natural generalization of both IO nets and communication-free nets (aka BPP
nets), another very well studied subclass (see e.g. [8, 9, 17, 11, 14, 13, 16]).
The reachability sets of BIO nets are not necessarily semilinear. In particular, Hopcroft
and Pansiot’s well-known example of a Petri net with a non-semilinear reachability set (see
[12]) is a BIO net. The classes of unbounded Petri nets for which the reachability problem
is demonstrably simpler than for arbitrary Petri nets, like BPP-nets, reversible nets, and
IO nets, have semilinear reachability sets. This makes BIO nets ideal to investigate the
existence of efficient verification techniques that do not depend on semilinearity.
BIO nets are a natural model for enzymatic catalytic reactions of the form A + C →
C + B1 + · · · + Bn with more than one product. For example, catalase degrades hydrogen
peroxide into water and oxygen, a reaction of the form A + C → C + B1 + B2 [7]. Since
IO nets have been used to model and analyze enzymatic reactions A + C → C + B (see
[1, 4, 15]), we expect our results to find a similar application.
In this paper we prove that IO nets are globally flat, in the sense of Leroux and Sutre [14].
In particular, this shows that their reachability relation is semilinear. Since the reachability
relation of BIO nets is not semilinear, this result cannot extend to BIO nets. However, we
prove that they are locally pre ∗ -flat, also in the sense of [14] 1 . Both global and local flatness
allow us to analyze nets applying existing symbolic model checking tools like FAST [5], LASH
[6] and TREX [3]. Further, we prove that the many-to-many versions of the reachability and
coverability problems for BIO nets are still PSPACE-complete, as for IO nets. To the best of
our knowledge, this makes BIO nets the first natural class of nets whose reachability relation
is non-semilinear for which these problems have elementary complexity.
Our flatness and complexity results are consequences of two theorems, called the Shortening Theorems for IO and BIO nets. They state that if M is reachable from M 0 , then M
can be reached by a sequence of bounded accelerated length, defined as the length of the
sequence after exhaustively replacing any subsequence of the form tt by t. In the case of IO
nets the accelerated length is independent of the initial and final markings, while for BIO
nets it only depends on the final marking. We consider that the Shortening Theorems are
also interesting in their own right.
The paper is organized as follows. Section 2 contains preliminaries, and Section 3 defines
IO and BIO nets. Section 4 states the Shortening Theorems, and derives our flatness and
complexity results for the one-to-one reachability and coverability problems as corollaries.

1

Actually, the locally flat of [14] are what we call locally post ∗ -flat. A net is locally pre ∗ -flat iff its reverse
net is locally post ∗ -flat, and so with respect to reachability questions the difference is immaterial.
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The proof of the Shortening Theorem for IO nets is given in Section 5 and our main result,
the Shortening Theorem for BIO nets, is proved in Section 6. Finally, we prove in Section 7
that the many-to-many reachability and coverability problems remain in PSPACE.

2

Preliminaries

Multisets. A multiset on a finite set E is a mapping C : E → N, i.e. for any e ∈ E, C(e)
denotes the number of occurrences of element e in C. Let He1 , . . . , en I denote the multiset C
such that C(e) = |{j | ej = e}|. Operations on N like addition or comparison are extended
to multisets by defining them component wise on each element of E. Subtraction is allowed
in the following way: if C, D are multisets on set E then for all e ∈ E, (C − D)(e) =
def P
def
max(C(e) − D(e), 0). We call |C| = e∈E C(e) the size of C, and kCk = {e | C(e) > 0} the
support of C. Given a total order e1 ≺ e2 ≺ · · · ≺ en on E, a multiset C can be equivalently
represented by the vector (C(e1 ), . . . , C(en )) ∈ Nn . A set V ⊆ Nn is linear if there is a root
Pn
r ∈ Nn and a set {p1 , . . . , pn } of periods such that V = {v + i=1 λi pi | λ1 , . . . , λn ∈ N},
and semilinear if it is the union of a finite set of linear sets. A relation on Nn is semilinear if
it is semilinear as a set of N2n . All these notions extend to sets of multisets.

Place/transition Petri nets with weighted arcs. A Petri net N is a triple (P, T, F )
consisting of a finite set of places P , a finite set of transitions T and a flow function
F : (P × T ) ∪ (T × P ) → N. A marking M is a multiset on P , and we say that a marking M
puts M (p) tokens in place p of P . The size of M , denoted by |M |, is the total number of
tokens in M . The preset • t and postset t• of a transition t are the multisets on P given by
•
t(p) = F (p, t) and t• (p) = F (t, p). A transition t is enabled at a marking M if • t ≤ M , i.e.
•
t is component-wise smaller or equal to M . If t is enabled then it can be fired, leading to a
t
new marking M 0 = M − • t + t• . We let M →
− M 0 denote this.

σ

t

t

1
2
Reachability and coverability. Given σ = t1 . . . tn we write M −
→ Mn when M −→
M1 −→
tn
∗
σ
M2 . . . −→ Mn , and call σ a firing sequence. We write M 0 −
→ M 00 if M 0 −
→ M 00 for some
∗
00
0
σ ∈ T , and say that M is reachable from M . A marking M covers another marking M 0 ,
written M ≥ M 0 if M (p) ≥ M 0 (p) for all places p. A marking M is coverable from M 0 if
∗
there exists a marking M 00 such that M 0 −
→ M 00 ≥ M . The reachability relation is the set of
∗
∗
pairs of markings (M, M 0 ) such that M −
→ M 0 , and we denote it −
→. The sets of predecessors
def
∗
and successors of a set M of markings of N are pre ∗ (M) = {M 0 |∃M ∈ M . M 0 −
→ M } and
def
∗
post ∗ (M) = {M |∃M 0 ∈ M . M 0 −
→ M }, respectively.

Global and local flatness. A net N = (P, T, F ) is globally flat if there exist transition
∗
words w1 , w2 , . . . , wk ∈ T ∗ such that for every two markings M 0 , M , if M 0 −
→ M , then
j

w11 ...w

jk

k
there exist j1 , . . . , jk ≥ 0 satisfying M 0 −−−−−−
→ M . Observe that the words w1 , w2 , . . . , wk
0
are independent of both M and M . A net N = (P, T, F ) N is locally pre ∗ -flat (resp.
locally post ∗ -flat) if for every M (resp. M 0 ) there exist transition words w1 , w2 , . . . , wk ∈ T ∗
∗
such that for every M 0 (resp. M ) satisfying M 0 −
→ M there exist j1 , . . . , jk ≥ 0 such that
j

w11 ...w

jk

k
M 0 −−−−−−
→ M . The locally flat Petri nets of [14] correspond to our post ∗ -flat nets.
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(a) An IO net.
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C

(b) A BIO net.

Figure 1 Examples of IO and BIO nets.

3

Immediate Observation and Branching Immediate Observation
Nets

We recall the definition of immediate observation nets (IO nets), as introduced in [10], and
extend it to branching immediate observation nets (BIO nets).
I Definition 1. A transition t of a Petri net is an immediate observation transition (IO
transition) if there are places ps , pd , po , not necessarily distinct, such that • t = Hps , po I and
t• = Hpd , po I. We call ps , pd , po the source, destination, and observed places of t, respectively.
A Petri net is an immediate observation net (IO net) if all its transitions are IO transitions.
A transition t of a Petri net is a branching IO transition (BIO transition) if there is
k ≥ 0 and places ps , pd1 , . . . , pdk , po , not necessarily distinct, such that • t = Hps , po I and
t• = Hpd1 , . . . , pdk , po I. A Petri net is a branching IO net (BIO net) if all its transitions are
BIO transitions.
In the following examples, we allow ourselves to consider IO and BIO nets containing
transitions with no observed place. To make the net a formally correct IO or BIO net, it
suffices to add an extra marked place which acts as observed place for these transitions.
I Example 2. Figure 1a shows an IO net taken from the literature on population protocols [2].
Intuitively, it models a protocol allowing a crowd of undistinguishable agents that can only
interact in pairs to decide whether they are at least 3. Initially all agents are in state p1 ,
modelled by tokens in place p1 . If two agents in state p1 interact, one of them moves to state
p2 (transition t1 ). If two agents in state p2 interact, one of them moves to p3 (transition t2 ).
Finally, an agent in state p3 can “attract” all other agents to state p3 (transitions t3 and
t4 ). Given a marking M0 with tokens only in p1 , if M0 (p1 ) ≥ 3 and the pairs of tokens that
interact next are chosen uniformly at random, then eventually all tokens reach p3 .
Figure 1b shows a BIO net representing a client server interaction. If the server S observes
a client C, it creates a worker W , which creates a response R and terminates. The client C
“leaves” after observing a response. Responses may expire.
IO nets are conservative, i.e. there is no creation or destruction of tokens, while BIO nets
are not. The next example, taken from [12], shows that BIO nets may have non-semilinear
sets of reachable markings.
I Example 3 ([12]). Consider the BIO net N of Figure 2, with states p, q, c1 , c2 , c3 and initial
marking M0 = (1, 0, 0, 0, 1). The set of markings reachable from M0 in N is characterized by
the condition (p = 1 ∧ q = 0 ∧ 0 < c2 + c3 ≤ 2c1 ) ∨ (p = 0 ∧ q = 1 ∧ 0 < 2c2 + c3 ≤ 2c1 +1 ),
where c denotes the number of tokens in some place c. Informally, one token cycles between
p and q, putting a new token in c1 at every new cycle. When p is marked, tokens in c3 can
move to c2 , and when q is marked, tokens in c2 can move to c3 while doubling their number
(see Lemma 2.8 of [12]). Clearly the reachability relation of this BIO net is not semilinear.
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Figure 2 A non-flat BIO net.

4

Shortening Theorems

We introduce the main results of our paper, called the Shortening Theorems. We use them
to prove flatness results for IO and BIO nets, and to extend complexity results of [10] for
the reachability and coverability problems of IO nets to the (much harder) case of BIO nets.
The Shortening Theorems themselves are proved in Sections 5 and 6, respectively.
First, we introduce a measure of the length of firing sequences that abstracts from the
number of times a transition is consecutively executed.
I Definition 4. Let N be a Petri net, and let σ be a firing sequence. Let k1 , . . . , km be
the unique positive natural numbers such that σ = tk11 tk22 . . . tkmm and ti 6= ti+1 for every
i = 1, . . . , m − 1. We say that σ has accelerated length m, and let |σ|a denote the accelerated
length of σ.
The Shortening Theorems for IO and BIO show that a firing sequence leading from M 0
to M can be shortened to a sequence of bounded accelerated length. For IO nets the bound
only depends on the net, not on the markings M or M 0 :
I Theorem 5 (IO Shortening). Let N be an IO net with n places, and let M 0 , M be two
∗
σ
markings of N . If M 0 −
→ M , then M 0 −
→ M for some σ of accelerated length |σ|a ≤ (n3 + 1)n .
Example 3 shows that for BIO nets the bound cannot be independent of both M and M 0 :
I Example 6. Recall the BIO net of Example 3 with states p, q, c1 , c2 , c3 . It is easy to see
def
that for j ≥ 1 the marking Mj = (1, 0, j, 0, 2j ) is reachable only via the firing sequence
(t1 t2 t3 t4 )(t21 t2 t23 t4 ) . . . (ti1 t2 ti3 t4 ) . . . (tj1 t2 tj3 t4 ).
This sequence has accelerated length 4j, which depends on the target marking Mj .
However, we can still obtain a bound independent of M 0 :
I Theorem 7 (BIO Shortening). Let N be a BIO net with n places, let M 0 , M be two markings
of N , and let |M 0 | = m0 , |M | = m. Let md := maxt∈T |t• − • t| denote the maximum number
∗
σ
of tokens created by a transition of N . If M 0 −
→ M , then M 0 −
→ M for some σ of accelerated
length |σ|a ≤ 2n (m + 1)n (n + 1)n . Further, the intermediate markings along σ have size at
most (m0 + 2n (m + 1)n (n + 1)n (m + n)md )mnd .

4.1

Flatness and complexity results

The Shortening Theorems lead easily to our flatness and complexity results:
I Theorem 8. IO nets are globally flat. BIO nets are locally pre ∗ -flat, but neither globally
flat nor locally post ∗ -flat.
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Proof.
(a) We show that IO nets are globally flat. Let N = (P, T, F ) be an IO net with n places
and T = {t1 , . . . , tm }, and let K = (n3 + 1)n . By Theorem 5, for every two markings
K
M 0 and M of N there is a firing sequence tji11 · · · tjiK
leading from M 0 to M . Since every
K
∗ ∗
such sequence belongs to the regular language (t1 t2 · · · t∗m ) , the words w1 , w2 , . . . , wm·K
given by wi = t((i−1) mod m)+1 for every 1 ≤ i ≤ m · K witness that N is globally flat.
(b) We show that BIO nets are locally pre ∗ -flat. Let N = (P, T, F ) be a BIO net with
n places and T = {t1 , . . . , tm }, let M be a marking of N with |M | = m, and let
K = 2n (m + 1)n (n + 1)n . By Theorem 7, for every marking M 0 of N there is a firing
K
sequence tji11 · · · tjiK
leading from M 0 to M . Proceed now as for (a).
(c) We show that BIO nets are not locally post ∗ -flat, and so also not globally flat. Consider
the BIO net of Figure 2 with states p, q, c1 , c2 , c3 . Recall that for all j ≥ 1, M0 only
def
reaches the marking Mj = (1, 0, j, 0, 2j ) via (t1 t2 t3 t4 )(t21 t2 t23 t4 ) . . . (ti1 t2 ti3 t4 ) . . . (tj1 t2 tj3 t4 ).
So in order to reach Mj it is necessary to fire j times a sequence of the form tk1 tk22 tk3 tk44 ,
which proves the result.
J
I Theorem 9. The reachability and coverability problems for BIO nets are PSPACE-complete.
Proof. Reachability and coverability are PSPACE-complete for IO nets [10], and IO nets
are a subclass of BIO nets, so the problems stay PSPACE-hard for BIO nets. By Savitch’s
theorem it suffices to show that the problems are in NPSPACE. Consider first the reachability
problem. By the Shortening Theorem, given a BIO net with n places and two markings
M and M 0 we can guess a firing sequence leading from M to M 0 , if one exists, using
space log(f (n, m, m0 , md )), where f (n, m, m0 , md ) is the exponential bound of the Shortening
Theorem. So the reachability problem is in NPSPACE. For coverability, we reduce it to
reachability in the usual way. Let M be the marking we want to cover. For each place p, we
add a “destroying transition” τp with preset • t = {p} and postset t• = ∅. It is easy to see
that for every marking M 0 , the modified net N 0 has a firing sequence from M 0 to M iff N
has a firing sequence from M 0 to some marking covering M .
J

5

Shortening Theorem for IO nets

The proof of Theorem 5 is based on a result of [10] called the Pruning Lemma. We briefly
introduce some notions required to state the lemma, and then the lemma itself. More details
can be found in [10].
Trajectories and histories. Since the transitions of IO nets do not create or destroy tokens,
we can give tokens identities. Given a firing sequence, each token of the initial marking
follows a trajectory through the places of the net until it reaches the final marking of the
sequence. The trajectories of the tokens between given source and target markings constitute
a history.
Fix an IO net N . A trajectory of an IO net N is a sequence τ = p1 . . . pk of places. We
let τ (i) denote the i-th place of τ . The i-th step of τ is the pair τ (i)τ (i + 1). A history
H of length h is a multiset of trajectories of length h. Given an index 1 ≤ i ≤ h, the i-th
i
i
marking of H, denoted MH
, is defined as follows: for every place p, MH
(p) is the number of
1
h
trajectories τ ∈ H such that τ (i) = p. The markings MH
and MH
are the initial and final
H

1
h
markings of H, and we write MH
−→ MH
. A history H of length h ≥ 1 is realizable if there
exist transitions t1 , . . . , th−1 and numbers k1 , . . . , kh−1 ≥ 0 such that
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(b) Pruning of the history on the left.

Figure 3 A realizable history of the IO net of Figure 1a before and after pruning.

t

k1

k

h−1
th−1

t0

1
h−1
1
2
h
MH
−−
→ MH
· · · MH
−−−−→ MH
, where for every t we define M 0 −→ M iff M 0 = M .
For every 1 ≤ i ≤ h−1, there are exactly ki trajectories τ ∈ H such that τ (i)τ (i+1) = ps pd ,
where ps , pd are the source and target places of ti , and all other trajectories τ ∈ H
satisfy τ (i) = τ (i + 1). Moreover, there is at least one trajectory τ in H such that
τ (i)τ (i + 1) = po po , where po is the observed place of ti .
kh−1
We say that tk11 · · · th−1
realizes H. Intuitively, at a step of a realizable history only one
transition occurs, although perhaps multiple times, for different tokens. From the definition
of realizable history we immediately obtain:
∗
→ M iff there exists a realizable history with M 0 and M as initial and final markings.
M0 −
Every firing sequence that realizes a history of length h has accelerated length at most h.

I Example 10. Figure 3a shows a realizable history of the IO net of Figure 1a. It consists
of six trajectories. The initial and final markings are (5, 0, 1) and (1, 0, 5). The history is
realized by the firing sequence t3 t1 t1 t3 t2 t4 .
Bunches and Pruning Lemma. A bunch is a multiset of trajectories with the same length
and the same initial and final place. The Pruning Lemma states that every realizable history
containing a bunch of trajectories from p to p0 of size larger than the number of places n can
be “pruned”, meaning that the bunch can be replaced by a smaller one, also leading from p
to p0 , while keeping the history realizable. (Notice, however, that the smaller bunch cannot
always be chosen as a sub-multiset of the original one.)
I Lemma 11 (Pruning Lemma). Let N be an IO net with n places. Let H be a realizable
history of N containing a bunch B ⊆ H of size larger than n. There exists a bunch B 0 of size
def
at most n with the same initial and final places as B, such that the history H 0 = H − B + B 0
(where + and − denote multiset addition and subtraction) is also realizable in N .
I Example 12. The realizable history H of Figure 3a, leading from (5, 0, 1) to (1, 0, 5), has
a bunch B of size 4 ≥ n from p1 to p3 . Figure 3b shows a history H 0 , leading from (4, 0, 1)
to (1, 0, 4), resulting from the application of the Pruning Lemma to H and B. The new
bunch B 0 from p1 to p3 given by the Pruning Lemma is drawn in dashed trajectories. Notice
that the trajectory of B 0 that passes through p2 does not appear in B. The firing sequence
t3 t1 t3 t4 realizes H 0 .
Proof of the Shortening Theorem. We need a Boosting Lemma, which states that duplicating a trajectory of a history of an IO net preserves realizability. Intuitively, duplicating a
trajectory corresponds to adding a “shadow” to a token, that follows the token wherever it
goes. Since an enabled IO transition can move arbitrarily many tokens from its source place
to its destination place, the shadow token can always follow the primary token. A formal
proof of the lemma is given in the Appendix.
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I Lemma 13 (Boosting Lemma). Let H be a realizable history of an IO net containing a
trajectory τ . The history H + Hτ I is also realizable.
I Theorem 5 (IO Shortening). Let N be an IO net with n places, and let M 0 , M be two
∗
σ
markings of N . If M 0 −
→ M , then M 0 −
→ M for some σ of accelerated length |σ|a ≤ (n3 + 1)n .
∗

Proof sketch. We explain our proof strategy for the IO Shortening Theorem. Given M 0 −
→
H
M , we take a history H such that M 0 −→ M . Repeatedly applying the Pruning Lemma, we
e such that Tep,q = min{n, Tp,q } for every two places
construct another realizable history H
e
e leading from p
p and q, where Tp,q and Tp,q denote the number of trajectories of H and H
3
e
e
to q. Using the fact that H has at most n trajectories, we show that H can be chosen so
e does
that its length is bounded by (n3 + 1)n . We are not done yet, because in general H
e
H
f0 −→ M
f for markings M
f0 , M
f such that M
f0 ≤ M 0
not lead from M 0 to M , we only have M
f
e
and M ≤ M . In the last step we use the Boosting Lemma to add trajectories to H without
e but satisfying
increasing its length, yielding a realizable history H of the same length as H,
H

σ

M 0 −→ M . Finally, we extract from H a sequence M 0 −
→ M of accelerated length at most
(n3 + 1)n . The full proof can be found in the Appendix.
J

6

Shortening Theorem for BIO nets

The proof of the BIO Shortening Theorem (Theorem 7) is very involved. It follows the proof
outline of Theorem 5: Given a firing sequence, consider a history H realized by it, construct
an equivalent “small” history H 0 , and extract from H 0 a sequence of short accelerated length.
However, since BIO nets can create and destroy tokens, trajectories must be generalized to
branching trajectories, which are trees of places; intuitively, the tree captures the cascade of
tokens created by a token of the initial marking.
We fix a BIO net N = (P, T, F ) with n places, and let md := maxt∈T |t• − • t| denote the
maximum number of tokens created by a transition.
Branching trajectories. A branching trajectory of N is a nonempty, directed tree β whose
nodes are labeled with places of P . A node labeled by p is called a p-node. The i-th level of
β, denoted by β(i), is the (possibly empty) set of nodes of β at distance (i − 1) from the
root. We let Mβ (i) denote the multiset of places labeling the nodes of β(i). Observe that
Mβ (i) is a marking. We say that β has length l if β(l) 6= ∅ and β(l + 1) = ∅.
Histories and realizable histories. A history H of length l is a forest of branching trajectories
of length at most l. We use histories to describe a behaviour from an initial marking; the
history contains a branching trajectory for each token of the initial marking.
Given a history H of length h and an index 1 ≤ i ≤ h, the i-th level of H is the set H(i) =
S
P
i
i
β∈H β(i), and the the i-th marking of H, denoted MH , is the multiset MH =
β∈H Mβ (i).
1
h
The markings MH
and MH
are called the initial and final markings of H, and we write
H

1
h
MH
−→ MH
. If the length of H is longer than the length of its branching trajectories, the
final marking of H is the zero marking. Two histories are equivalent if they have the same
initial and final markings.
A history H of length h ≥ 1 is realizable if there exist transitions t1 , . . . , th−1 ∈ T and
numbers k1 , . . . , kh−1 ≥ 0 such that for every 1 ≤ i ≤ h − 1 the set H(i) can be partitioned
into two sets:

M. Raskin, C. Weil-Kennedy, and J. Esparza

1

2
p

3

p

4

5

45:9

6

7

8

9

p

βc

q
q

q

q

q

q

q

p

q

q

q

q

q
r

r
r

p
p

p

p

p

4 × β1

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

q

cargo

fuel

smoke

p
p

p

β2

Figure 4 A decorated realizable history of a BIO net.

A set Ha (i) of exactly ki nodes labeled by the source place of ti . We call these nodes
active nodes. Given a particular active node, say v, the multiset of labels of its children
is the (possibly empty) multiset Hpd1 , . . . , pdk I of destination places of ti .
A set Hp (i) of nodes, each of them with exactly one child, carrying the same label as
their parents. We call these nodes passive nodes. This set must contain at least one node
labeled by the place po observed by ti .
kh−1
We say that the sequence tk11 · · · th−1
realizes H. It follows easily from the definitions that
k

k

1
1 t1
MH
−−→

h−1
· · · MH

h−1
th−1

t0

h
−−−−→ MH
holds (where M −→ M 0 iff M = M 0 ).
From this definition we easily obtain:
∗
M−
→ M 0 iff there exists a realizable history with M and M 0 as initial and final markings.
Every firing sequence that realizes a history of length h has accelerated length at most h.
2
MH

I Example 14. - Figure 4 shows a realizable history H of a BIO net with places {p, q, r}.
H consists of six branching trajectories: βc , four copies of β1 , and β2 . The initial and final
markings are (6, 0, 0) and (0, 1, 1). The transition ti executed at step i is
p

t1 = p −
→ Hq, pI
p
t5 = r −
→∅

p

t2 = p −
→ H2q, pI
q
t6 = p −
→ H2qI

q

q

t3 = p −
→ ∅ t4 = q −
→ Hr, qI
r
t7 = t4
t8 = q −
→∅

y

where t = x −
→ m denotes that x is the source place, y the observed place, and m the multiset
of destination places of t. The firing sequence that realizes H is t1 t52 t23 t4 t5 t46 t7 t18
8 . While
the final marking of H is produced by βc only, βc is not realizable on its own. For example,
the r-node of βc at level 5 is destroyed in the next step by the firing of t5 , but t5 can only
occur if there is at least one token in place p; this token is supplied by β1 or β2 . We can think
of β1 and β2 as branching trajectories that eventually become extinct, but before extinction
provide tokens that need to be observable to fire some transitions.

b of a history H consists of the history
Cargo, fuel, and smoke of a history. A decoration H
H itself and a partition of the nodes of H into cargo, fuel, and smoke nodes. Figure 4 shows
b Cargo nodes are white, grey nodes are fuel,
not only a history H but also a decoration H.
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and black nodes are smoke. Before giving the formal definition of a decoration, let us provide
some intuition. Think of the sequence of markings of a history as the sequence of states of a
ship. All nodes of the final marking are cargo, they are what the ship “delivers” in the end.
At any other marking, the cargo nodes are the “causal predecessors” of the final cargo nodes.
Every decoration has the same cargo nodes, they only differ in the partition of the other
nodes into fuel and smoke. Intuitively, a decoration reserves the right to use fuel nodes to
fire transitions (a p-node can be “used” to fire a transition that observes p), and commits
to never using a smoke node or its descendants. The most conservative decoration (which
always exists) is the one that declares all non-cargo nodes as fuel. Our first goal will be to
show that every history has an equivalent fuel-efficient history that delivers the same cargo
but admits a low-fuel decoration.
Formally, a decoration of H is a partition of the nodes of H into cargo, fuel, and smoke
nodes satisfying the following conditions:
A node of H is a cargo node iff it has at least one descendant in H(l).
All descendants of smoke nodes are smoke nodes.
For every place p and level i, if H(i) contains smoke p-nodes, then it also contains fuel
p-nodes. (“No smoke without fuel”. Intuitively, the smoke p-nodes are not needed because
the fuel p-nodes can be used instead.)
A decorated history is a pair consisting of H and a decoration of H. Observe that along all
paths cargo comes before fuel, and fuel before smoke. Graphically, white nodes (if any) come
before grey nodes (if any), and grey nodes before black nodes (if any).
Every history is equivalent to a fuel-efficient history. We prove that every realizable
history has an equivalent realizable history with a fuel-efficient decoration, defined as follows:
b be a decorated history. A place p is wasteful at level i if H(i)
b
I Definition 15. Let H
b
contains more than n fuel p-nodes. A place p is wasteful in H if it is wasteful at some level;
b Finally, H
b is fuel-efficient if all places are fuel-efficient.
otherwise p is fuel-efficient in H.
I Example 16. Since n = 3, in the decorated history of Figure 4 place p is wasteful at levels
1 to 6, and q is wasteful at levels 3 to 8. The history is not fuel-efficient.
The proof is based on a Replacement Lemma, which plays the same role as the combination
of the Pruning and Boosting Lemmas for IO nets. We start by introducing a definition.
I Definition 17. The (p, i)-bunch of H, denoted Bp (i), is the set of subtrees of H rooted at
the p-nodes of H(i).
Loosely speaking, the Replacement Lemma shows that if i is the earliest level at which p
is wasteful, then the bunch Bp (i) of trajectories can be replaced so that the new history has a
decoration where p is not wasteful anymore. The lemma shows how to do this while ensuring
that the histories before and after the replacement are equivalent. Repeated applications of
the Replacement Lemma yield a fuel-efficient history.
Formally, given a history Bp0 with p-nodes as roots and with the same number of trees
as Bp (i), we let H[Bp0 /Bp (i)] denote the result of replacing each tree of Bp (i) by a different
tree of Bp0 . For this we assume that Bp (i) and Bp0 have been enumerated in some way, and
the j-th tree of Bp (i) is replaced by the j-th tree of Bp0 . We state the Replacement Lemma:
b be a decoration of a realizable history H such
I Lemma 18 (Replacement Lemma). Let H
that p is wasteful, and i is the earliest level at which p is wasteful. There exists a history
def
Bp0 such that H 0 = H[Bp0 /Bp (i)] is realizable, equivalent to H, and has a decoration whose
b and p.
fuel-efficient places contain all fuel-efficient places of H
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Proof sketch. We describe the history Bp0 , illustrating the construction on the decorated
history of Figure 4. In this example p is already wasteful at level i = 1, and Bp (1) = H. So
all of H is replaced by the bunch Bp0 , shown in Figure 5.
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Figure 5 Result of replacing Bp (1) in the history of Figure 4.

In order to describe Bp0 we need some notions. We call smoke and fuel nodes transportation
b let last(p) denote the last level i such that H(i)
b
nodes. Given a decorated history H,
contains
a transportation p-node. A place-level is a pair (q, j), where q is a place and j is a level of H. A
path of place-levels is a concatenation of “steps” of two types: “doing nothing steps” from (r, l)
to (r, l + 1) such that l < last(r), and “transportation steps” from (r, l) to (s, l + 1) such that
b
b + 1). We say that (q, j) is reachable
some transportation r-node of H(l)
has an s-child in H(l
from (p, i) if there is a path from (p, i) to (q, j), and let Rp,i be the set of all place-levels (q, j)
reachable from (p, i). In our example we have Rp,1 = {(p, 1), . . . , (p, 6), (q, 3), . . . , (q, 8)}.
(Observe that (r, 5) does not belong to Rp,1 , because its parent is a cargo node.)
Bp0 is the union of three sets of branching trajectories, Bc , Bf , and Bs (where c, f, s stand
for cargo, fuel, and smoke):
Bc contains all branching trajectories of Bp (i) rooted at a cargo node. (In Figure 5, Bc
is the singleton set {βc }.) The decoration of Bc is chosen so that it conserves the cargo
b Intuitively, Bc ensures that H 0 delivers the same cargo as H.
nodes of H.
Bf contains a branching trajectory βq for every q such that (q, j) ∈ Rp,i for some j. (In
Figure 5, Bf contains the two trees βp and βq .) Intuitively, these trajectories guarantee
c0 is a superset of the old one, and so that any transition firing
that the new set Rp,i of H
that relies on observing some place q at level j can still occur, because (q, j) is still
reachable from (p, i).
Let us now define βq . (Figure 6 shows βq for the history of Figure 5.) Let first(q) be
the smallest j such that (q, j) ∈ Rp,i . There is a shortest path from (p, i) to (q, first(q)),
and each step of the path corresponds to doing nothing or to executing a transition once.
(In Figure 6 we have (p, i) = (p, 1), (q, first(q)) = (q, 3), and the path corresponds to
doing nothing in the first step, and then firing t2 .) Let δq be the corresponding branching
trajectory. (In Figure 6, δq is the tree contained in the blue area.) First we append a
path to each leaf of δq : If the leaf is, say, an r-node at level j, then we append to it a

CONCUR 2020

45:12

Flatness and Complexity of Immediate Observation Petri Nets

path of r-nodes from level j to level last(r). (Red area of Figure 6.) Then, we append to
the end of each path a destroyer, i.e., a tree that makes the token disappear. We choose
b rooted in a transportation node of (r, last(r)). (Green area of
for this any subtree of H
Figure 6; in order to destroy a p-node we first transform it into two q-nodes by firing
t6 , wait while t7 is fired in another part of the history, and then destroy the q-nodes by
firing t8 twice. The two q-nodes are destroyed by firing t8 twice.) The decoration of βq is
chosen so that there is a fuel path rooted in (p, i) containing q-nodes from levels first(q)
to last(q), and the rest is smoke.
Bs contains |Bp (i)| − |Bc | − |Bf | copies of a tree of smoke nodes βs , consisting of a path
of p-nodes, leading from level i to level last(p), appended with a destroyer. Intuitively,
this is smoke added to ensure that H(i) = H 0 (i).
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Figure 6 Illustration of the construction of the set Bf of trees.

This concludes the description of Bp0 . There are at most |Bf | ≤ n fuel nodes per level
in Bp0 , so p is fuel-efficient. The proof that H 0 is realizable, equivalent to H, and has a
decoration in which there are no new wasteful places can be found in the appendix.
J
Repeated applications of the Replacement Lemma yield the existence of a fuel-efficient
c0 of a history H 0 equivalent to H.
decoration H
I Example 19. Applying the Replacement Lemma to p and i := 1 and the decorated history
b of Figure 4 yields the decorated history H
c0 of Figure 5. Like H, it leads from (6, 0, 0) to
H
5
12
c0 , and in fact
(0, 1, 1). It is realized by t1 t2 t3 t4 t5 t6 t7 t8 . Place p is no longer wasteful in H
all places are fuel-efficient.
The next step of the proof is the Unique Footprint Lemma. Loosely speaking, it shows
that for every history there exists an equivalent history in which any two levels differ in the
cargo, the fuel, or the support of the smoke. This allows us to bound the length of the history.
b c (i), H
b f (i), H
b s (i) denote the multisets of cargo, fuel,
We need a preliminary lemma. Let H
b
and smoke nodes of H(i). Intuitively, the Smoke Irrelevance lemma shows that we can always
deliver the same cargo using the same fuel independently of the initial amount of smoke.
b be a realizable decorated history of length
I Lemma 20 (Smoke Irrelevance Lemma). Let H
b s (1)k. There exists a realizable
h, and let µ be any multiset of places such that kµk ⊆ kH
0
0
c
c
c
b c (i) and H
c0 f (i) = H
b f (i)
decorated history H of length h such that H s (1) = µ, and H 0 c (i) = H
for every level 1 ≤ i ≤ h.
def
b s (1) for clarity. To construct H
c0 , start with H,
b and do the
Proof sketch. Rename ν = H
following for every place p ∈ P . If µ(p) ≤ ν(p), then delete ν(p) − µ(p) smoke p-nodes from
b
H(1)
as well as all their descendants (which are all smoke nodes by definition). If µ(p) > ν(p),
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b (µ(p) − ν(p)) copies of an arbitrary tree β of smoke nodes of H
b rooted in
then add to H
(p, 1). This tree exists because p ∈ kµk, and so p ∈ kνk. The addition of the copies of β
b by the
maintains the “no smoke without fuel” property, because it was already fulfilled in H
0
b (1) thus constructed are labelled by µ, and fuel and cargo
nodes of β. The smoke nodes of H
b 0 is realizable can be found in the
nodes are neither added nor removed. The proof that H
Appendix.
J
b
I Definition 21. Given a level H(i)
of a decorated history, define its footprint as the triple
b c (i), H
b f (i), kH
b s (i)k) (that is, we only take the support of H
b s (i), not H
b s (i) itself).
(H
I Lemma 22 (Unique Footprint Lemma). Every realizable history has an equivalent fuelefficient decorated history in which every level has a different fooprint.
b be a realizable decorated history. By the Replacement Lemma, we can assume
Proof. Let H
b is fuel-efficient. Assume further that H
b has minimal length h, i.e., every
w.l.o.g. that H
equivalent decorated history that is also fuel-efficient has length at least h. We claim that
b has a different footprint. Assume this is not the case. Then there exist
every level of H
b f (i), kH
b s (i)k) = (H
b f (j), kH
b s (j)k). The
b c (i), H
b c (j), H
two indices 1 ≤ i < j ≤ h such that (H
b H(j
b + 1) . . . H(h)
b
b s (i)k = kH
b s (j)k, we
truncated history H(j)
is clearly realizable. Since kH
b s (i) and obtain a decorated history H
c0
can apply the Smoke Irrelevance Lemma with µ := H
0
0
0
b
b
c
c
b
c
of length h − j + 1 such that (Hc (i), Hf (i), Hs (i)) = (H c (1), H f (1), H s (1)) (notice: now
b s (i) = H
c0 s (1), instead of only kH
b
c0 (1), and
b s (i)k = kH
c0 s (1)k ). But this implies H(i)
H
=H
so the concatenation H(1) · · · H(i − 1)H 0 (1) · · · H 0 (h − j + 1) is also a realizable history. By
c0 c (h − j + 1) = H
b c (h). Since the last levels of
the Smoke Irrelevance Lemma we have H
c0 (h − j + 1) = H(h),
b
a decorated history only contain cargo nodes, this implies H
and so
0
c
the concatenation is equivalent to H. Further, since H has the same cargo and fuel nodes
b H(j
b + 1) . . . H(h),
b has
b
as H(j)
the concatenation is also fuel-efficient, contradicting that H
minimal length.
J
We are equipped to prove the Shortening Theorem.
I Theorem 7 (BIO Shortening). Let N be a BIO net with n places, let M 0 , M be two markings
of N , and let |M 0 | = m0 , |M | = m. Let md := maxt∈T |t• − • t| denote the maximum number
∗
σ
of tokens created by a transition of N . If M 0 −
→ M , then M 0 −
→ M for some σ of accelerated
length |σ|a ≤ 2n (m + 1)n (n + 1)n . Further, the intermediate markings along σ have size at
most (m0 + 2n (m + 1)n (n + 1)n (m + n)md )mnd .
Proof. We first prove the bound on the accelerated length. By the Unique Footprint Lemma,
H
b where every level has a
there is a history H such that M 0 −→ M and H has a decoration H
b
different footprint. So the length of H is bounded by the number of possible footprints of
the histories leading from M 0 to M . Since, by definition, the number of cargo nodes cannot
decrease from a level to the next, and the last level consists of only cargo, every level has
b is fuel-efficient, every level has between 0
between 0 and m cargo nodes per place. Since H
and n fuel nodes per place. Finally, there are at most 2n possible supports in a net with n
b and the accelerated length of
places. So the number of footprints, and so the length of H,
n
n
b is at most 2 (m + 1) (n + 1)n .
any firing sequence realizing H,
Let us now prove the token bound. To bound the number of smoke nodes in each level, we
apply the following operation. Replace every largest tree of smoke nodes (since the children
of smoke nodes are smoke, this means trees rooted at smoke nodes whose parents are cargo
or fuel) by the tree βs defined as in the Replacement Lemma: βs is a path of smoke p-nodes
ending at level last(p), appended by a p-destroyer tree. This maintains realizability, because
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b it does not decrease the support of the
(by the “no smoke without fuel” property in H),
0
c
multiset of places of any level. We call H the resulting realizable history with decorated
c0 , so it is not
nodes. Note that the “no smoke without fuel” property may not hold in H
c0 has the following
formally a decorated history, but it is sufficient to conclude the proof. H
property: smoke p-nodes can only create other nodes (which, by definition, are also smoke)
at the level last(p), and it can create at most md of them.
b 0 , only cargo and fuel nodes can create nodes. There are at most
At all other levels j of H
0
n
n
n
h ≤ 2 (m + 1) (n + 1) levels, and at most (m + n) cargo and fuel nodes per place. Each
transition has a unique source place, and all the nodes are added to the initial m0 nodes
corresponding to the tokens of M 0 . Thus there are at most m0 + h0 (m + n)md nodes at the
first level last(p) in which a smoke node creates nodes. At most all of the nodes are smoke,
so at most (m0 + h0 (m + n)md )md nodes are created. There are at most n levels last(p),
which each create at most the total amount of nodes times md nodes. Thus at every level of
the history there are at most (m0 + h0 (m + n)md )mnd nodes, concluding the proof.
J

7

Many-to-many reachability and coverability

In [10] we prove that many-to-many versions of the reachability and coverability problems
for IO nets are PSPACE-complete. We extend this result to BIO nets, which requires to use
not only the Shortening Theorem itself, but also the lemmas conducting to its proof.
We recall some definitions of [10]. A set C of markings of a net N = (P, T, F ) is a cube
if there exist mappings L : P → N and U : P → N ∪ ∞ such that M ∈ C if and only if
L ≤ M ≤ U . Abusing language, we identify C with the pair (L, U ). Observe that cubes can
be infinite sets of markings. The cube-reachability (coverability) consists of deciding, given a
net N and cubes C, C 0 of N, whether there exist markings M ∈ C and M 0 ∈ C 0 such that M
is reachable (coverable) from M 0 .
I Theorem 23. The cube-reachability and cube-coverability problems for BIO nets are
PSPACE-complete.
Proof. PSPACE-hardness follows from PSPACE-hardness for IO nets. We show that the
problems are in NPSPACE and apply Savitch’s theorem. Cube-coverability from C 0 to
C = (L, U ) reduces to cube-reachability from C 0 to the cube (L, U 00 ) such that U 00 (p) = ∞ for
all p, so it suffices to consider cube-reachability from C 0 = (L0 , U 0 ) to C = (L, U ). For each
place p with upper bound U (p) = ∞ in C, add a “destroying transition” τp to N with preset
•
τp = {p} and postset τp • = ∅. We guess a marking M of size m satisfying M (p) = L(p) if
U (p) = ∞, and L(p) ≤ M (p) ≤ U (p) if U (p) < ∞. This reduces the problem to checking
if M is reachable in the modified net from some marking of C 0 . By Lemma 20, only the
footprint of a marking matters for knowing whether it can reach marking M . We pick M 0 in
C 0 of size m0 ≤ m+n2 +max(|L0 |, n). The summands correspond to the cargo, fuel and smoke
nodes of the initial marking of a fuel-efficient decorated history given by the Replacement
∗
Lemma if M 0 −
→ M holds, where max(|L0 |, n) is enough smoke nodes so that M 0 ∈ C 0 and
∗
any set of places is covered. By Theorem 9, M 0 −
→ M can be checked in PSPACE.
J

8

Conclusion

We have shown that immediate observation Petri nets are globally flat, allowing the use of
existing efficient verification tools. We have also studied branching immediate observation
nets, which are simultaneously a generalisation of IO nets, and of the Basic Parallel Processes
model. The class of BIO nets significantly extends the expressive power of both IO nets and
BPP nets, bringing together process creation and (restricted) cross-process interaction via
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a simple and natural definition. While such an extension does not preserve global flatness,
we have proven that local flatness is still preserved, and many-to-many reachability and
coverability problems are still in PSPACE.
As BIO nets combine PSPACE-verifiable reachability and non-semilinear reachability
relation, the further study of the structure of this reachability relation seems of interest. For
instance, we plan to obtain the bounds on the size of the pre- and post- image of a marking,
provided that these images are finite. It is also worth noting that the results of this paper
still hold (up to a slight alteration of the Shortening Theorem bounds) if we define BIO
transitions via the constraint |• t − t• | ≤ 1. This is equivalent to extending BIO transitions
with the possibility of multiple observations and the absence of a source place.
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A

Shortening Theorem for IO nets

I Lemma 13 (Boosting Lemma). Let H be a realizable history of an IO net containing a
trajectory τ . The history H + Hτ I is also realizable.
k

h−1
Proof sketch. Let h be the length of H, and let tk11 · · · th−1
be a realization of H. For every
def

1 ≤ i ≤ h − 1 define ki0 as follows: if τ (i) = τ (i + 1), then ki0 = ki ; if τ (i) 6= τ (i + 1), then
0
kh−1
t1 · · · th−1

k10

def

ki0 = ki + 1. We claim that
is a realization of H + τ . The proof is by induction
on h.
Assume h = 1. Then H is realizable by t0 for any transition t, and so is H + τ .
Assume that the induction property holds for some h ≥ 1, and let H be of length
h + 1, realizable by tk11 · · · tkhh . By induction, the history H + τ truncated of its last step is
k0

k0

h−1
realizable by t11 · · · th−1
. If τ (h) 6= τ (h + 1) in H, then since τ ∈ H and H is realizable,
τ (h)τ (h + 1) = ps pd for ps and pd the source and destination places of th . Additionally,
there are kh − 1 other trajectories τ 0 such that τ 0 (h)τ 0 (h + 1) = ps pd , and there is at least

k0

k0

h−1 kh +1
one trajectory τ 0 such that τ 0 (h)τ 0 (h + 1) = po po . Thus t11 · · · th−1
th
realizes H + τ . If

k0

k0

h−1 kh
τ (h) = τ (h + 1) in H, then H + τ is realized by t11 · · · th−1
th .

J

I Theorem 5 (IO Shortening). Let N be an IO net with n places, and let M 0 , M be two
∗
σ
markings of N . If M 0 −
→ M , then M 0 −
→ M for some σ of accelerated length |σ|a ≤ (n3 + 1)n .
H

Proof. Let H be a realizable history such that M 0 −→ M , and let h be the length of H. For
every two places p, q, let Bp,q denote the bunch of all trajectories of H leading from p to
q, and let Tp,q = size(Bp,q ). Applying the Pruning Lemma to all bunches Bp,q such that
e satisfying
Tp,q ≥ n, we obtain a new realizable history H
Tep,q = min{n, Tp,q }

for every p, q ∈ P .

(1)
k

h−1
k
th−1
t1 1
h−1
2
e has P
ep,q ≤ n3 trajectories. Let M 1 −
T
So H
−
→
M
·
·
·
M
−
−
−
−→ M h be a
p,q∈P
e
e
e
e
H
H
H
H
e Since H
e hast at most n3 trajectories, we have M i (p) ≤ n3 for every p ∈ P
realization of H.
e
H
and 1 ≤ i ≤ n. If h ≥ (n3 + 1)n , then there are 1 ≤ i 6= j ≤ h such that M i = M j , and the
e
e
H
H
f0 obtained by “cutting out” the fragment of H
e between M i and M j is also realizable.
history H
e
e
H
H
f0 is the result of replacing every trajectory τ ∈ H
e by τ (1) · · · τ (i)τ (j +1) · · · τ (h).)
(Formally, H
So w.l.o.g. we can assume e
h < (n3 + 1)n .
e f
H
e is realizable, we have M
f0 −
f0 , M
f. We examine the
Since H
→M
for some markings M
0
0
f
f
relation between M and M , and between M and M . For every place p, the initial (final)
number of tokens of p in H is equal to the number of trajectories of H of starting in p (ending
e So we have
in p), and similarly for H.

P
M 0 (p) = q∈P Tp,q
P
f0 (p) =
e
M
q∈P Tp,q

and
and

P
M (p) = q∈P Tq,p
f(p) = P
e
M
q∈P Tq,p .

Further, for every place p ∈ P :
f0 (p) ≤ M 0 (p), and M
f(p) ≤ M (p).
(a) M
Follows immediately from Tep,q ≤ Tp,q for every q ∈ P (Equation 1).
f0 (p) = 0 then M 0 (p) = 0, and if M
f(p) = 0 then M (p) = 0.
(b) If M
0
f
e
If M (p) = 0 then Tp,q = 0 for every q ∈ P . So, by Equation 1, Tep,q = Tp,q for every
P
P
f0 (p) = 0. The proof for the target
q ∈ P , and so M 0 (p) = q∈P Tp,q = q∈P Tep,q = M
markings is analogous.
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e as follows: For every p, q ∈ P , if Tep,q > 0 then pick
Let H be the history obtained from H
e
a trajectory τ ∈ Bp,q , and set B p,q = Bp,q + (Tep,q − Tp,q − 1) · τ By the Boosting Lemma, H
H

is realizable, and so there are markings M 0 , M such that M 0 −→ M . Further, by (a) and (b)
above we have T p,q = Tp,q for every p, q ∈ P , and so for every p ∈ P :
M 0 (p) =

X
q∈P

T p,q =

X

Tp,q = M 0 (p)

q∈P

H
e and H have the same length, we get h < (n3 + 1)n . So every
So we get M 0 −→ M . Since H
firing sequence realizing H has accelerated length at most (n3 + 1)n , and we are done. J

B

Shortening Theorem for BIO nets

We give ourselves a few more definitions to help in the proofs. We call smoke and fuel nodes
b let last(p) denote the last level i such
transportation nodes. Given a decorated history H,
b
that H(i)
contains a transportation p-node. A place-level is a pair (q, j), where q is a place
and j is a level of H. A path of place-levels is a concatenation of “steps” of two types: “doing
nothing steps” from (r, l) to (r, l + 1), and “transportation steps” from (r, l) to (s, l + 1) such
b
b + 1). We say that (q, j)
that some transportation r-node of H(l)
that has an s-child in H(l
is reachable from (p, i) if there is a path from (p, i) to (q, j), and let Rp,i be the set of all
place-levels (q, j) reachable from (p, i).
b be a decoration of a realizable history H such
I Lemma 18 (Replacement Lemma). Let H
that p is wasteful, and i is the earliest level at which p is wasteful. There exists a history
def
Bp0 such that H 0 = H[Bp0 /Bp (i)] is realizable, equivalent to H, and has a decoration whose
b and p.
fuel-efficient places contain all fuel-efficient places of H
def

Proof. We first construct H 0 = H[Bp0 /Bp (i)] and show that it is realizable and equivalent
c0 of H 0 , and show that it realizes the condition of the
to H. Then, we define a decoration H
lemma.
Construction of H 0 . We define Bp0 as the union of three sets of branching trajectories, Bc ,
Bf , and Bs (where c, f, s stand for cargo, fuel, and smoke):
Bc contains all branching trajectories of Bp (i) rooted at a cargo node.
Bf contains a branching trajectory βq for every q ∈ Rp,i .
We define βq . Let first(q) be the smallest j such that (q, j) ∈ Rp,i . Notice that first(q) ≤
last(q) for all q ∈ P , since by definition of reachability there exists a transportation
q-node in level first(q). There is a shortest path from (p, i) to (q, first(q)), and each step
of the path corresponds to doing nothing or to executing a transition once. Let δq be the
corresponding branching trajectory. First we append a path to each leaf of δq : If the leaf
is, say, an r-node at level j, then we append to it a path of r-nodes from level j to level
last(r). Then, we append to the end of each path a destroyer, i.e., a tree that makes the
b rooted in a transportation node
token disappear. We choose for this any subtree γr of H
of (r, last(r)).
Bs contains |Bp (i)| − |Bc | − |Bf | copies of a tree βs , consisting of a path of p-nodes,
leading from level i to level last(p), appended with a destroyer γp .
We define the replacement H 0 = H[Bp0 /Bp (i)]: we replace the trees of Bp (i) with a cargo
b by the same tree in Bc , we replace some trees of Bp (i) with a fuel root in H
b by
root in H
the trees of Bf (in any order), and the rest of the trees of Bp (i) by the trees of Bs . This is
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well-defined because the the trees of Bp0 all have p-nodes as root, there are no more than n
trees in Bf and more than n trees with fuel roots in Bp (i) since p is wasteful at i, and there
are as many trees overall in Bp0 as in Bp (i).
History H 0 is realizable and equivalent. History H 0 is equivalent to history H: the trees
added in Bp0 \ Bc all end in destroyers, and the other trees of H 0 were already in H, so H 0
has the same final marking. In case i = 1, the number of p-nodes in H(i) and H 0 (i) is the
same so H 0 has the same initial marking.
kh−1
History H is realizable, and we note tk11 · · · th−1
a sequence that realizes it, for some
transitions t1 , . . . , th−1 ∈ T and numbers k1 , . . . , kh−1 ≥ 0. We show that H 0 is realizable
using the same transitions but different numbers l1 , . . . , lh−1 ≥ 0. Let 1 ≤ j ≤ h − 1. Let
Hp0 (i) be the set of nodes of H 0 (j) which have exactly one child with the same label, and let
Ha0 (j) be the rest. We claim that for every node v 0 in Ha0 (j) with label r and multiset of
children labels c, there exists a node v in Ha (j) with label r and multiset of children labels c.
By realizability of H this entails that v 0 is labeled with the source place ps of tj , and the
multiset of labels of its children is the multiset Hpd1 , . . . , pdk I of destinations of tj .
Now to show our claim. Let v 0 a node of Ha0 (j). If v 0 is not a node of the subtree Bp0 , or
if v 0 is a node of Bc , then we are done. Let us assume this is not the case, i.e. v 0 ∈ Bf ∪ Bs .
If v 0 is in a tree βs , then it is in a a destroyer (since v 0 is not in Hp0 (j)) and so it is in a
b .
copy of a subtree of H
0
Assume v is in a tree βq for some q ∈ Rp,i . If v 0 is in a destroyer then it is in a copy of a
b we are done. Otherwise, v 0 is in the tree δq induced by the shortest path ρq
subtree of H,
from (p, i) to (q, first(q)) in H. Since v 0 is not passive, i.e. v 0 ∈
/ Hp0 (j), and by definition
of how a path induces a tree, there is an r-node v of H(j) with the same children as v 0 .
We now show that the set Hp0 (j) contains a node labeled by the place po observed by tj .
If there is a node labeled po in Hp (j) that is not in Bp (i), then it is also in Hp0 (j) and we
are done. Let us assume that the only nodes of Hp (j) labeled po are in Bp (i). If there is
b p (j) then it is also in Hp0 (j) so we are done. Otherwise there
a cargo node labeled po in H
b p (j), and j ≤ last(po ) by definition. Since v is
exists a transportation node v labeled po in H
in Bp (i), either v is in a tree with a cargo root, or place-level (po , j) is reachable from (p, i).
If v is in a tree of Bp (i) with a cargo root, it is also in Bc ⊆ Bp0 . Otherwise (po , j) ∈ Rp,i ,
and therefore by construction there is a node in Bp0 labeled po at every level between first(po )
and last(po ), in particular at j.
c0 be the following decoration of H 0 .
Decoration of H 0 . Let H
We start with the nodes of Bf and Bs . In each tree βq in Bf , constructed around the
tree induced by a shortest path ρq from (p, i) to (q, first(q)), we let the nodes along the path
ρq be fuel nodes, along with the nodes along one branch from (q, first(q)) to (q, last(q)). All
the other nodes of βq are defined as smoke nodes. We let all the nodes of the trees βs be
smoke nodes.
c0 to be equal to
The rest of the nodes of H 0 are decorated in two steps. First, we set H
0
0
0
b on the nodes of H \ (Bf ∪ Bs ), which is possible because H \ B = H \ Bp (i) and the
H
p

trajectories of Bc are trajectories of Bp (i). Then, we do the following “re-decoration”. Let
(q, j) be a place level reachable from (p, i) in H 0 . If there are any fuel nodes labeled q in
c0 . Do this for
(H 0 \ Bf )(j), redecorate them and all their descendants as smoke nodes in H
every (q, j) reachable from (p, i).
The order of “cargo then fuel then smoke” is respected along the branching trajectories
c0 because they are respected in B 0 , and there are no more than n trees with a fuel root
of H
p
c0 are well defined, as the
in Bp0 while there are more than n in Bp (i). The cargo nodes in H
c0 are the cargo nodes of H.
b
cargo nodes of H
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c0 is well defined: First, remark that the last level index
The smoke/fuel partition of H
c0 is equal to last(p) in H,
b for any place
last(p) at which there is a transportation p-node in H
0
c (j), for some q and j. We check that
p by construction. Let v be a smoke q-node at level H
the “no smoke without fuel” condition is fulfilled. If (q, j) is reachable from (p, i) in H then
c0 (j) provided by βq , since j ≤ last(q) by virtue of v being
there exists a fuel q-node in H
smoke. If (q, j) is not reachable from (p, i) in H, then there is no subtree of Bp (i) rooted
c0 , node v is not in
in a transportation p-node with a descendant labeled q. Therefore in H
Bf . Since it is also not in Bs , whose trees are only p nodes until last(p), v is in either a
b as a smoke node. Since the
tree of Bc or in no tree of Bp0 , and therefore v exists also in H
b is well defined, there exists a fuel q-node v 0 in H(j).
b
smoke/fuel partition of H
Since (q, j)
is not reachable from (p, i) in H, v 0 is either in Bc or not part of Bp (i) and so v 0 is also in
c0 (j).
H
For every place-level (q, j) in H 0 reachable from (p, i), there are at most n fuel q-nodes in
0
c (j). Indeed, by definition, the only fuel nodes labeled q in H
c0 (j) are in Bf (j). By definition
H
of Bf (j), the only fuel nodes labeled q in Bf (j) are in the trees βr for some r ∈ Rp,i . There
are a most n such trees, and in each tree there is at most one fuel node per level.
Therefore there are no wasteful places q at some level j such that (q, j) is reachable from
(p, i) in H 0 . In particular, p is fuel-efficient since i is the earliest level at which p is wasteful
c0 , then it is unreachable from (p, i) in H 0 . By
in H. If there is a wasteful place-level in H
definition of H 0 , this means that it is also a wasteful place-level in H \ Bp0 and thus in H.
c0 contain all the fuel-efficient places of H,
b as well as the
Thus the fuel-efficient places of H
place p.
J
b c (i), H
b f (i), H
b s (i) denote the multiset of cargo, fuel, and
We remind the reader that H
b
smoke nodes of H(i).
b be a realizable decorated history of length
I Lemma 20 (Smoke Irrelevance Lemma). Let H
b s (1)k. There exists a realizable
h, and let µ be any multiset of places such that kµk ⊆ kH
0
0
c
c
c
b c (i) and H
c0 f (i) = H
b f (i)
decorated history H of length h such that H s (1) = µ, and H 0 c (i) = H
for every level 1 ≤ i ≤ h.
b s (1) for clarity. To construct H
c0 , start with H,
b and do the following
Proof. Rename ν := H
b
for every place p ∈ P . If µ(p) ≤ ν(p), then delete ν(p) − µ(p) smoke p-nodes from H(1)
as
well as all their descendants (which are all smoke nodes by definition). If µ(p) > ν(p), then
b (µ(p) − ν(p)) copies of an arbitrary tree β of smoke nodes of H
b rooted in (p, 1).
add to H
This tree exists because p ∈ kµk, and so p ∈ kνk. The addition of the copies of β maintains
b by the nodes of β.
the “no smoke without fuel” property, because it was already fulfilled in H
0
b
The smoke nodes of H (1) thus constructed are labelled by µ, and fuel and cargo nodes
b 0 is realizable. Let tk1 · · · tkh−1 be a sequence
are neither added nor removed. We prove that H
1
h−1
b for some transitions t1 , . . . , th−1 ∈ T and numbers k1 , . . . , kh−1 ≥ 0.
that realizes H,
b 0 does not affect realizability: if there is a smoke
Removing trees of smoke nodes from H
b
po -node labeled by the observed place of ti in some level H(i)
with a child labeled the same
b + 1), then there is also a pair of such fuel po -node in H(i)
b
b + 1) by property
in H(i
and H(i
b 0 because we only remove trees of smoke
of smoke nodes. This pair of fuel nodes is still in H
nodes. Removing the trees translates as decreasing the iterations of some transitions in the
b The trees of smoke nodes that we add to H
b 0 also do not affect
realizing sequence of H.
realizability: they only increase the iterations of the transitions in the realizing sequence, as
in the proof of the Replacement Theorem.
J
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1

Introduction

Networks with many identical processes. One of the difficulty in verifying distributed systems
lies in the fact that many of them are designed for an unbounded number of participants.
As a consequence, to be exhaustive in the analysis, one needs to design formal methods
which takes into account this characteristic. In [21], German and Sistla introduce a model
to represent networks with a fix but unbounded number of entities. In this model, each
participant executes the same protocol and they communicate between each other thanks
to rendez-vous (a synchronization mechanism allowing two entities to change their local
state simultaneously). The number of participants can then be seen as a parameter of the
model and possible verification problems ask for instance whether a property holds for all the
values of this parameter or seeks for some specific value ensuring a good behavior. With the
increasing presence of distributed mechanisms (mutual exclusion protocols, leader election
algorithms, renaming algorithms, etc) in the core of our computing systems, there has been
in the last two decades a regain of attention in the study of such parameterized networks.
Surprisingly, the verification of these parameterized systems is sometimes easier than the
case where the number of participants is known. This can be explained by the following
reason: in the parameterized case the procedure can adapt on demand the number of
participants to build a problematic execution. It is indeed what happens with the liveness
verification of asynchronous shared-memory systems. This problem is Pspace-complete
for a finite number of processes and in NP when this number is a parameter [14]. It is
hence worth studying the complexity of the verification of such parameterized models and
many recent works have attacked these problems considering networks with different means
of communication. For instance in [16, 13, 7, 6] the participants communicate thanks to
© Florian Horn and Arnaud Sangnier;
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broadcast of messages, in [11, 2] they use a token-passing mechanism , in [10] a message
passing mechanism and in [18] the communication is performed through shared registers.
The relative expressiveness of some of those models has been studied in [4]. Finally in his
survey [15], Esparza shows that minor changes in the setting of parameterized networks,
such as the presence of a controller (or equivalently a leader), might drastically change the
complexity of the verification problems.
Cut-off to ease the verification. When one has to prove the correctness of a distributed
algorithm designed to work for an unbounded number of participants, one technique consists
in proving that the algorithm has a cut-off, i.e. a bound on the number of processes such
that if it behaves correctly for this specific number of processes then it will still be correct
for any bigger networks. Such a property allows to reduce the verification procedure to the
analysis of the algorithm with a finite number of entities. Unfortunately, as shown in [3],
many parameterized systems do not have a cut-off even for basic properties. Instead of
checking whether a general class of models admits a cut-off, we propose in this work to study
the following problem: given a representation of a system and a class of properties, does
it admit a cutoff ? To the best of our knowledge, looking at the existence of a cutoff as a
decision problem is a subject that has not received a lot of attention although it is interesting
both practically and theoretically. First, in the case where this problem is decidable, it
allows to find automatically cutoffs for specific systems even though they belong to a class
for which there is no general results on the existence of cutoff. The search of cutoffs has been
studied in [1] where the authors propose a semi-algorithm for verification of parameterized
networks with respect to safety properties. This algorithm stops when a cutoff is found.
However it is not stated how to determine the existence of this cutoff, neither if this is
possible or not. In [25], the authors propose a way to compute dynamically a cutoff, but
they consider systems and properties for which they know that a cutoff exists. Second,
from the theoretical point of view, the cutoff decision problem is interesting because it goes
beyond the classical problems for parameterized systems that usually seek for the existence
of a number of participants which satisfies a property or check that a property hold for all
possible number of participants. Note that in the latter case, one might be in a situation
that for a property to hold a minimum number of participants is necessary (and below this
number the property does not hold), such a situation can be detected with the existence of a
cutoff but not with the simple universal quantification.
Rendez-vous networks. We focus on networks where the communication is performed by
rendez-vous. There are different reasons for this choice. First, we are not aware of any
technique to decide automatically the existence of a cut-off in parameterized systems, it is
hence convenient to look at this problem in a well-known setting. Another aspect which
motivates the choice of this model is that the rendez-vous communication corresponds
to a well-known paradigm in the design of concurrent/distributed systems (for instance
rendez-vous in the programming languages C or Java can be easily implemented thanks to
wait/notify mechanisms). Rendez-vous communication seems as well a natural feature for
parameterized systems used to model for instance crowds or biological systems (at some point
we consider symmetric rendez-vous which can be seen less common in computing systems but
make sense for these other applications). Last but not least, rendez-vous networks are very
close to population protocols [5] for which there has been in the last years a regain of interest
in the community of formal methods [17, 8, 9]. Population protocols and rendez-vous networks
are both based on rendez-vous communication, but in population protocols it is furthermore

F. Horn and A. Sangnier

46:3

required that all the fair executions converge to some accepting set of configurations (see [17]
for more details). In our case, we seek for the existence of an execution ending with all the
processes in a final state. The similarities between the two models let us think that the
formal techniques we use could be adapted for the analysis of some population protocols.

Our contributions. We study the Cut-off Problem (C.O.P.) for rendez-vous networks. It
consists in determining whether, given a protocol labeled with rendez-vous primitives, there
exists a bound B, such that in any networks of size bigger than B where the processes all run
the same protocol there is an execution which brings all the processes to a final state. We
assume furthermore that in our network, there could be one extra entity, called the leader,
that runs its own specific protocol. We first show that C.O.P. is decidable by reducing it to a
new decision problem on Petri nets. Unfortunately we show as well that it is non elementary
thanks to a reduction from the reachability problem in Petri nets[12]. We then show that
better complexity bounds can be obtained if we assume the rendez-vous to be symmetric
(i.e. any process that requests a rendez-vous can as well from the same state accept one
and vice-versa) or if we assume that there is no leader. For each of these restrictions, new
algorithmic techniques for the analysis of rendez-vous networks are proposed. The following
table sums up the complexity bounds we obtain.
Table 1 Complexity results obtained for the Cut-Off Problem.

Presence of a leader
Absence of leader

Asymmetric rendez-vous

Symmetric rendez-vous

Decidable and non-elementary
EXPSpace

PSpace
NP

Due to lack of space, omitted details and proofs can be found in [23].

2

Modeling networks with rendez-vous communication

We write N to denote the set of natural numbers and [i, j] to represent the set {k ∈ N | i ≤
k and k ≤ j} for i, j ∈ N. For a finite set E, the set NE represents the multisets over E. For
two elements m, m0 ∈ NE , we denote m+m0 the multiset such that (m+m0 )(e) = m(e)+m0 (e)
for all e ∈ E. We say that m ≤ m0 if and only if m(e) ≤ m0 (e) for all e ∈ E. If m ≤ m0 ,
then m0 − m is the multiset such that (m0 − m)(e) = m0 (e) − m(e) for all e ∈ E. The size
of a multiset m is given by |m| = Σe∈E m(e). For e ∈ E, we use sometimes the notation e
for the multiset m verifying m(e) = 1 and m(e0 ) = 0 for all e0 ∈ E \ {e} and the notation
hhe1, e1, e2, e3ii to represent the multiset with four elements e1, e1, e2 and e3.

2.1

Rendez-vous protocols

We are now ready to define our model of networks. We assume that all the entities in the
network (called sometimes processes) behave similarly following the same protocol except one
entity, called the leader, which might behave differently. The communication in the network is
pairwise and is performed by rendez-vous through a communication alphabet Σ. Each entity
can either request a rendez-vous, with the primitive ?a, or answer to a rendez-vous, with the
primitive !a where a belongs to Σ. The set of actions is hence RV (Σ) = {?a, !a | a ∈ Σ}.
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I Definition 1 (Rendez-vous protocol). A rendez-vous protocol P is a tuple hQ, QP , QL , Σ, qi ,
qf , qiL , qfL , Ei where Q is a finite set of states partitioned into the processes states QP and
the leader states QL , Σ is a finite alphabet, qi ∈ QP [resp. qiL ∈ QL ] is the initial state of
the processes [resp. of the leader], qf ∈ QP [resp. qfL ∈ QL ] is the final state of the processes
[resp. of the leader], and E ⊆ (QP × RV (Σ) × QP ) ∪ (QL × RV (Σ) × QL ) is the set of edges.
A configuration of the rendez-vous protocol P is a multiset C ∈ NQ verifying that there
exists q ∈ QL such that C(q) = 1 and C(q 0 ) = 0 for all q 0 ∈ QL \ {q}, in other words there
is a single entity corresponding to the leader. The number of processes in a configuration
C is given by |C| − 1. We denote by C (n) the set of configurations C involving n processes,
(n)
i.e. such that |C| = n + 1. The initial configuration with n processes Ci is such that
(n)
(n)
(n)
Ci (qi ) = n and Ci (qiL ) = 1 and Ci (q) = 0 for all q ∈ Q \ {qi , qiL }. Similarly the final
(n)
(n)
(n)
(n)
configuration with n processes Cf verifies Cf (qf ) = n and Cf (qfL ) = 1 and Cf (q) = 0
for all q ∈ Q \ {qf , qfL }. Hence in an initial configuration all the entities are in their initial
state and in a final configuration they are all in their final state. The notation C represents
S
the whole set of configurations equals to n∈N C (n) .
We are now ready to formalize the behavior of a rendez-vous protocol. In this matter,
S
we define the relation →⊆ n≥1 C (n) × C (n) as follows : C → C 0 if, and only if, there is
a ∈ Σ and two edges (q1 , ?a, q2 ), (q10 , !a, q20 ) ∈ E such that C(q1 ) > 0 and C(q10 ) > 0 and
C(q1 ) + C(q10 ) ≥ 2 and C 0 = C − (q1 + q10 ) + (q2 + q20 ). Intuitively it means that in C there is
one entity in q1 that requests a rendez-vous and one entity in q10 that answers to it and they
both change their state to respectively q2 and q20 . We need the hypothesis C(q1 ) + C(q10 ) ≥ 2
in case q1 = q10 . We use →∗ to represent the reflexive and transitive closure of →. Note
that if C →∗ C 0 then |C| = |C 0 |, in other words there is no deletion or creation of processes
during an execution.
?d

!d
?a

?a

!a
qf

qi

q

?c

q

qiL

L

!c

qfL

!b

?b
Figure 1 A rendez-vous protocol.

I Example 2. Figure 1 provides an example of rendez-vous protocol where the process states
are represented by circles and the leader states by diamond.

2.2

The cut-off problem

We can now describe the problem we address. It consists in determining given a protocol
whether there exists a number of processes such that if we put more processes in the network
it is always possible to find an execution which brings all the entities from their initial state
to their final state. This cut-off problem (C.O.P.) can be stated formally as follows:
Input: A rendez-vous protocol P;
(n)
(n)
Output: Does there exist a cut-off B ∈ N such that Ci →∗ Cf for all n ≥ B ?
I Example 3. The rendez-vous network represented in Figure 1 admits a cut-off equal to 3.
d
a
(3)
(3)
For n = 3, we have indeed an execution Ci →∗ Cf : hhqiL , qi , qi , qi ii −
→ hhqiL , qi , q, qf ii −
→
b

c

hhq L , qi , q, qf ii →
− hhqiL , qi , qf , qf ii →
− hhqfL , qf , qf , qf ii (we indicate for each transition the
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label of the corresponding rendez-vous). For n = 4, the following sequence of rendez-vous leads
(4)

d

(4)

a

d

to an execution Ci →∗ Cf : hhqiL , qi , qi , qi , qi ii −
→ hhqiL , qi , qi , q, qf ii −
→ hhq L , qi , qi , qi , qf ii −
→
b

c

hhq L , qi , q, qf , qf ii →
− hhqiL , qi , qf , qf , qf ii →
− hhqfL , qf , qf , qf , qf ii. Then for any n > 4, we can
always come back to the case where n = 3 (if n is odd) or n = 4 (if n is even). In fact, we
can always let 3 or 4 processes in qi and move pairwise the other processes, one in q and one
in qf . Then the processes in q can be brought in qf thanks to the rendez-vous a and b and
the leader loop between qiL and q L . Note that if we delete the edge (q, ?a, qi ), this protocol
(n)
(n)
does not admit anymore a cut-off but for all odd number n ≥ 3, we have Ci →∗ Cf .

2.3

Petri nets

As we shall see there are some strong connections between rendez-vous protocols and Petri
nets, this is the reason why we recall the definition of this latter model.
I Definition 4 (Petri net). A Petri net N is a tuple hP, T, P re, P osti where P is a finite
set of places, T is a finite set of transitions, P re : T 7→ NP is the precondition function and
P ost : T 7→ NP is the postcondition function.
A marking of a Petri net is a multiset M ∈ NP . A Petri net defines a transition relation
t
⇒⊆ NP × T × NP such that M =
⇒ M 0 for M, M 0 ∈ NP and t ∈ T if and only if M ≥ P re(t)
and M 0 = M − P re(t) + P ost(t). The intuition behind Petri nets is that marking put
tokens in some places and each transition consumes with P re some tokens and produces
others thanks to P ost in order to create a new marking. We write M ⇒ M 0 iff there exists
t
t ∈ T such that M =
⇒ M 0 . Given a marking M ∈ NP , the reachability set of M is the set
Reach(M ) = {M 0 ∈ NP | M ⇒∗ M 0 } where ⇒∗ is the reflexive and transitive closure of ⇒.
One famous problem in Petri nets is the reachability problem:
Input: A Petri net N and two markings M and M 0 ;
Output: Do we have M 0 ∈ Reach(M ) ?
This problem is decidable [32, 27, 28, 29] and non elementary [12]. Another similar problem
that we will refer to and which is easier to solve is the reversible reachability problem:
Input: A Petri net N and two markings M and M 0 ;
Output: Do we have M 0 ∈ Reach(M ) and M ∈ Reach(M 0 )?
It has been shown in [31] to be EXPSpace-complete.

3
3.1

Back and forth between rendez-vous protocols and Petri nets
From Petri nets to rendez-vous protocols

We will see here how the reachability problem for Petri nets can be reduced to the C.O.P.
which gives us a non-elementary lower bound for this latter problem. We consider in the
sequel a Petri net N = hP, T, P re, P osti and two markings M, M 0 ∈ NP . Without loss of
generality we can assume that M and M 0 are of the following form: there exists pi ∈ P
such that M (pi ) = 1 and M (p) = 0 for all p ∈ P \ {pi } and there exists pf ∈ P such that
M 0 (pf ) = 1 and M 0 (p) = 0 for all p ∈ P \ {pf }. Taking these restrictions on the markings
does not alter the complexity of the reachability problem.
We build from N a rendez-vous protocol PN which admits a cut-off if and only if
M 0 ∈ Reach(M ). The states of the processes in PN are matched to the places of N , the
number of processes in a state corresponding to the number of tokens in the associated
place, and the leader is in charge to move the processes in order to simulate the changing
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qf
qfL

Figure 2 A Petri net N and its associated rendez-vous network PN .

on the number of tokens. The protocol is equipped with an extra state R, the reserve state,
where the leader stores at the beginning of the simulation the number of processes which
will simulate the tokens: when a transition produces a token in a place p, the leader moves a
process from R to p and when it consumes a token from a place p, the leader moves a process
from p to qf . Figure 2 provides an example of a Petri net and its associated rendez-vous
network. In this net, the transition letter a is used to put as many processes as necessary
to simulate the number of tokens in the places in the reserve state R. The letters pr(pj )
are used to simulate the production of a token in the place pj by moving a process from
R to pj and the letter co(pj ) are used to simulate the consumption of a token in the place
pj by moving a process from pj to qf . It is then easy to see that each loop on the state
qsL simulates a transition of the Petri net whereas the transition from qiL to qsL is used to
build the initial marking and the transition from qsL to qfL is used to delete one token from
the single place pf and move the corresponding process to qf . Finally, the letter b is used
to ensure the cutoff property by moving from qi to qf the extra processes not needed to
simulate the tokens. This construction gives us a hardness result for the C.O.P. thanks to
the fact that the reachability problem in Petri nets is non-elementary [12].
I Theorem 5. The C.O.P. is non-elementary.

3.2

From rendez-vous protocols to Petri nets

We now show how to encode the behavior of a rendez-vous protocol into a Petri net
and give a reduction from the C.O.P. to a problem on the built Petri net. We consider
a rendez-vous protocol P = hQ, QP , QL , Σ, qi , qf , qiL , qfL , Ei. From P, we build a Petri
net NP = hP, T, P re, P osti with P = {pq | q ∈ Q} and T = {ti , tL
f } ∪ {t(q1 ,q2 ,a,q10 ,q20 ) |
q1 , q2 , q10 , q20 ∈ Q and a ∈ Σ and (q1 , !a, q10 ), (q2 , ?a, q20 ) ∈ E}. Intuitively in NP , we have a
place for each state of P, the transition ti puts tokens corresponding to new processes in the
place corresponding to the initial state qi , the transition tL
f consumes a token in the place
corresponding to the final state of the leader qfL and each transition t(q1 ,q2 ,a,q10 ,q20 ) simulates
the protocol respecting the associated semantics (it checks that there is one process in q1
another one in q2 and that they can communicate thanks to the communication letter a ∈ Σ
moving to q10 and q20 ). Figure 3 represents the Petri net NP for the protocol P of Figure 1
(the transitions are only labeled with the letter of the rendez-vous).
Unfortunately we did not find a way to reduce directly the C.O.P. to the reachability
problem in Petri nets which would have lead directly to the decidability of C.O.P. However we
will see how the C.O.P. on P can lead to a decision problem on NP . We consider the initial
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pqf
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pqi
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pq
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Figure 3 The Petri net NP for the protocol P of Figure 1.

marking M0 ∈ NP such that M0 (pqiL ) = 1 and M0 (p) = 0 for all p ∈ P \ {pqiL } and the family
(n)

(n)

(n)

of markings (Mf ){n∈N} such that Mf (pqf ) = n and Mf (p) = 0 for all p ∈ P \ {pqf }.
From the way we build the Petri net NP , we deduce the following lemma:
(n)

I Lemma 6. For all n ∈ N, Ci

(n)

→∗ C f

(n)

in P iff Mf

∈ Reach(M0 ) in NP .

This leads us to propose a cut-off problem for Petri nets, which asks whether given an
initial marking and a specific place, there exists a bound B ∈ N such that for all n ≥ B it is
possible to reach a marking with n tokens in the specific place and none in the other. This
single place cut-off problem (single place C.O.P.) can be stated formally as follows:
Input: A Petri net N , an initial marking M0 and a place pf ;
Output: Does there exist B ∈ N such that for all n ≥ B, we have M (n) ∈ Reach(M0 )
in N where M (n) is the marking verifying M (n) (pf ) = n and M (n) (p) = 0 for all
p ∈ P \ {pf }?
Thanks to Lemma 6, we can then conclude the following proposition which justifies the
introduction of the single place C.O.P. in our context.
I Proposition 7. The C.O.P. reduces to the single place C.O.P.

4

Solving C.O.P. in the general case

We show how to solve the C.O.P. by solving the single place C.O.P. To the best of our
knowledge this latter problem has not yet been studied and we do not see direct connections
with existing studied problems on Petri nets. It amounts to check if for some B ∈ N we have
{M ∈ NP | M (p) = 0 for all p ∈ P \ {pf } and M (pf ) ≥ B} ⊆ Reach(M0 ). We know from
[26] that the projection of the reachability set on the single place pf is semilinear (that can
be represented by a Presburger arithmetic formula), however this does not help us since we
furthermore require the other places different from pf to be empty.

4.1

Formal tools and associated results

For P, P0 ⊆ Nn , we let P + P0 = {p + p0 | p ∈ P and p0 ∈ P0 } and we shall sometimes identify
an element p ∈ Nn with the singleton {p}. A subset P of Nn for n > 0 is said to be periodic
iff 0 ∈ P and P + P ⊆ P. Such a periodic set P is finitely generated if there exists a finite set
of elements {p1 , . . . , pk } ⊂ Nn such that P = {λ1 .p1 + . . . + λk .pk | λi ∈ N for all i ∈ [1, k]}.
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A semilinear set of Nk is then a finite union of sets of the form b + P where b ∈ Nk and P
is finitely generated. Semilinear sets are particularly useful tools because they are closed
under the classical operations (union, complement and projection) and they provide a finite
representation of infinite sets of vectors of naturals. Furthermore they can be represented
by logical formulae expressed in Presburger arithmetic which is the decidable first-order
theory of natural numbers with addition. A formula φ(x1 , . . . , xk ) of Presburger arithmetic
with free variables x1 , . . . , xk defines a set JφK ⊆ Nk given by {v ∈ Nk | v |= φ} (here
|= is the classical satisfiability relation for Presburger arithmetic and it holds true if the
formula holds when replacing each xi by v[i]). In [22], it was proven that a set S ⊆ Nk
is semilinear iff there exists a Presburger formula φ such that S = JφK. Note that the set
{M ∈ NP | M (p) = 0 for all p ∈ P \ {pf }} has a single interesting component, the other
being 0. We will hence need the following result to show it is indeed semilinear.
I Lemma 8. Every periodic subset P ⊆ N is semilinear.
We now recall some connections between Petri nets and semilinear sets. Let N =
hP, T, P re, P osti be a Petri net with P = {p1 , . . . , pk }, this allows us to look at the markings
as elements of Nk or of NP . Given a language of finite words of transitions L ⊆ T ∗ and a
marking M , let Reach(M, L) be the reachable markings produced by L from M defined by
w
{M 0 ⊆ Nk | ∃w ∈ L such that M =
⇒ M 0 } where we extend in the classical way the relation
ε
w
⇒ over words of transitions by saying M =
⇒ M and if w = t.w0 , we have M =
⇒ M 0 iff there
t

w0

exists M 00 such that M =
⇒ M 00 =⇒ M 0 . A flat expression of transitions is a regular expression
over T of the form T1 T2 . . . T` where each Ti is either a finite word in T ∗ or of the form w∗
with w ∈ T ∗ . For a flat expression F E, we denote by L(F E) its associated language. In [20],
the following result relating flat expressions of transitions and their produced reachability
set is given (it has then been extended to more complex systems [19]).
I Proposition 9 ([20]). Let N = hP, T, P re, P osti be a Petri net, F E a flat expression
of transitions and M ∈ NP a marking. Then Reach(M, L(F E)) is semilinear (and the
corresponding Presburger formula can be computed).

4.2

Deciding if a bound is a single-place cut-off

We prove that if one provides a bound B ∈ N, we are able to decide whether it corresponds
to a cut-off as defined in the single place C.O.P. Let N = hP, T, P re, P osti be a Petri
net with an initial marking M0 ∈ NP , a specific place pf ∈ P and a bound B ∈ N. We
would like to decide whether the following inclusion holds {M ∈ NP | M (p) = 0 for all p ∈
P \ {pf } and M (pf ) ≥ B} ⊆ Reach(M0 ). An important point to decide this inclusion lies in
the fact that the set {M ∈ NP | M (p) = 0 for all p ∈ P \ {pf } and M (pf ) ≥ B} is semilinear
and this allows us to use a method similar to the one proposed in [24] to check whether the
reachability set of a Petri net equipped with a semilinear set of initial markings is universal.
One key point is the following result which is a reformulation of a Lemma in [30]. This result
was originally stated for Vector Addition System with States (VASS), but it is well known
that a Petri net can be translated into a VASS with an equivalent reachability set.
I Proposition 10 ([24, Theorem 1]). Let N = hP, T, P re, P osti be a Petri net, M ∈ NP a
marking and S ⊆ NP a semilinear set of markings. If S ⊆ Reach(M ) then there is a flat
expression F E of transitions such that S ⊆ Reach(M, L(F E)).
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Following the technique used in [24], this proposition provides us a tool to solve our
inclusion problem. We use two semi-procedures, one searches for a M 0 ∈ {M ∈ NP |
M (p) = 0 for all p ∈ P \ {pf } and M (pf ) ≥ B} but not in Reach(M0 ) and the other one
searches a flat expression of transitions F E such that {M ∈ NP | M (p) = 0 for all p ∈
P \ {pf } and M (pf ) ≥ B} ⊆ Reach(M0 , L(F E)).
I Proposition 11. For a Petri net N = hP, T, P re, P osti, a marking M0 ∈ NP , a place
pF ∈ P and a bound B ∈ N, testing whether {M ∈ NP | M (p) = 0 for all p ∈ P \
{pf } and M (pf ) ≥ B} ⊆ Reach(M0 ) is decidable.

4.3

Finding the bound

We now show why the single-place C.O.P. is decidable. Let N = hP, T, P re, P osti be a
Petri net with a marking M0 ∈ NP and a place pf ∈ P . One key aspect is that the set of
markings reachable from M0 with no token in the other places except pf is semilinear. This
is a consequence of the following proposition.
I Proposition 12 ([30, Lemma IX.1]). Let S ⊆ NP be a semilinear set of markings. Then
the set Reach(M0 ) ∩ S is a finite union of sets b + P where b ∈ NP and P ⊆ NP is periodic.
From this proposition and Lemma 8, we can deduce the following result.
I Proposition 13. Reach(M0 ) ∩ {M ∈ NP | M (p) = 0 for all p ∈ P \ {pf }} is semilinear.
Another key point for the decidability of the single-place C.O.P. is the ability to test
whether the intersection of the reachability set of a Petri net with a linear set is empty. In
fact, it reduces to the reachability problem.
I Lemma 14. If S ⊆ NP is a linear set of the form b + P where P is finitely generated,
then testing whether Reach(M0 ) ∩ S = ∅ is decidable.
The previous results allow us to design two semi-procedures to decide the single place
C.O.P. The first one enumerates the B ∈ N and uses the result of Proposition 11 to check if
one is a cut-off. The other one uses the fact that if there does not exist a cut-off then the
set {M ∈
/ Reach(M0 ) | M (p) = 0 for all p ∈ P \ {pf }} is semi-linear (by Proposition 13) and
infinite and it includes a semi-linear set of the form {b + λ.p | λ ∈ N} with b, p ∈ NP and
0 < p. In this latter case we have Reach(M0 ) ∩ {b + λ.p | λ ∈ N} = ∅ and we use the result
of Lemma 14 to enumerate the b, p and find a pair satisfying this property.
I Theorem 15. The single place C.O.P. is decidable.
Thanks to Proposition 7, we obtain the result which concludes this section.
I Corollary 16. The C.O.P. is decidable.

5

The specific case of symmetric rendez-vous

Even though the C.O.P. is decidable, the lower bound is quite bad as mentioned in Theorem
5 and the decision procedure presented in the proof of Theorem 15 is quite technical. We
show here that for a specific family of rendez-vous protocols, solving C.O.P. is easier.
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5.1

Definition and basic properties

A rendez-vous protocol P = hQ, QP , QL , Σ, qi , qf , qiL , qfL , Ei is symmetric if it respects the
following property: for all q, q 0 ∈ Q and a ∈ Σ, we have (q, !a, q 0 ) ∈ E iff (q, ?a, q 0 ) ∈ E. In
this context we denote such transitions by (q, a, q 0 ). We furthermore assume w.l.o.g. that
in the underlying graph of P for every states q in QP there is a path from qi to q and a
path from q to qf (otherwise an initial configuration can never reach a configuration with a
process in q or from a configuration with a process in q a final configuration can never been
reached). We now work under these hypotheses.
In symmetric rendez-vous protocols, it is always possible to bring in any state as many
pairs of processes one desires from the initial state qi and to remove as many pairs of processes
(and bring them to the final state qf ). To perform such actions, it is enough to move pairs
of processes following the same path (as the rendez-vous are symmetric, this is allowed
by the semantics of rendez-vous protocols). We now state these properties formally. Let
P = hQ, QP , QL , Σ, qi , qf , qiL , qfL , Ei be a symmetric rendez-vous protocol.
(|C|−1)

I Lemma 17. Let C ∈ C verifying Ci
→∗ C. Then:
0
0
1. for all C ∈ C such that C(q) ≤ C (q) and (C(q) = C 0 (q)) mod 2 for all q ∈ Q, we have
(|C 0 |−1)
Ci
→∗ C 0 ,and,
0
2. for all C ∈ C such that |C 0 | = |C| and C 0 (q) ≤ C(q) for all q ∈ Q \ {qf } and (C(q) =
(|C 0 |−1)
C 0 (q)) mod 2 for all q ∈ Q, we have Ci
→∗ C 0 .
As a consequence, we show that there is a cut-off in P iff a final configuration with an
even number and another one with an odd number of processes are reachable in P.
(n)

I Lemma 18. There exists B ∈ N such that Ci
even nE ∈ N and an odd nO ∈ N such that

5.2

(n )
Ci E

(n)

→∗ Cf
∗

→

(n )
Cf E

for all n ≥ B iff there exists an
(nO )

and Ci

(nO )

→∗ C f

.

The even-odd abstraction

We now present our tool to decide C.O.P. for a symmetric rendez-vous protocol P =
hQ, QP , QL , Σ, qi , qf , qiL , qfL , Ei. We build an abstraction of the transition system (C, →)
where we only remember the state of the leader and whether the number of processes in
b
b = O and E
b = E. The set of even-odd
each state is even (denoted by E) or odd (O). Let E
configurations is ΓEO = QL × {E, O}QP . To an even-odd configuration (q L , γ) ∈ ΓEO , we
associate the set of configurations J(q L , γ)K ⊆ C such that J(q L , γ)K = {C ∈ C | C(q L ) =
1 and C(q) = 0 mod 2 iff γ(q) = E}. We now define the even-odd transition relation
e,e0

99K⊆ ΓEO × E × E × ΓEO . We have (q1L , γ1 ) 99K (q2L , γ2 ) iff one the following conditions holds:
1. e = (q1L , a, q2L ) and e0 = (q1 , a, q2 ) belongs to QP × RV (Σ) × QP and if q1 = q2 then
\
γ2 = γ1 else γ2 (q1 ) = γ\
1 (q1 ), γ2 (q2 ) = γ1 (q2 ) and γ2 (q) = γ1 (q) for all q ∈ QP \ {q1 , q2 }.
L
L
0
2. e, e ∈ QP × RV (Σ) × QP and q1 = q2 and e = (q1 , a, q2 ) and e0 = (q3 , a, q4 ) and there
exists γ 0 ∈ {E, O}QP such that:
0
0
\
if q1 = q2 then γ 0 = γ1 else γ 0 (q1 ) = γ\
1 (q1 ), γ (q2 ) = γ1 (q2 ) and γ (q) = γ1 (q) for all
q ∈ QP \ {q1 , q2 }, and,
0 (q ), γ (q ) = γ
0 (q ) and γ (q) = γ 0 (q) for all
\
if q3 = q4 then γ2 = γ 0 else γ2 (q3 ) = γ\
2 4
2
3
4
q ∈ QP \ {q3 , q4 }.
e,e0

The relation 99K reflects how the parity of the number of processes changes when performing
a rendez-vous involving edges e and e0 . For instance, the first case illustrates a rendez-vous
between the leader and a process, hence the parity of the number of states in q1 and in
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q2 changes except when these two control states are equal. The second case deals with a
rendez-vous between two processes and it is cut in two steps to take care of the cases like for
instance q1 =
6 q2 and q3 =
6 q4 and q1 6= q4 and q2 = q3 ; in fact here the parity of the number
of processes in q2 should not change, since the first transition adds one process to q2 and the
second one removes one from it. We write (q1L , γ1 ) 99K (q2L , γ2 ) iff there exists e, e0 ∈ E such
e,e0

that (q1L , γ1 ) 99K (q2L , γ2 ) and 99K∗ denotes the reflexive and transitive closure of 99K.
As said earlier, (ΓEO , 99K) is an abstraction of (C, →). We will prove that this abstraction
is enough to solve the C.O.P. For this, we define the following abstract configurations in ΓEO :
(qiL , γiE ) and (qfL , γfE ) are such that γiE (q) = γfE (q) = E for all q ∈ QP ;
(qiL , γiO ) and (qfL , γfO ) are such that γiO (q) = γfO (q) = E for all q ∈ QP \ {qi , qf } and
γiO (qf ) = γfO (qi ) = E and γiO (qi ) = γfO (qf ) = O.
(n)

(n)

Note that we have then {Ci | n is even} ⊆ J(qiL , γiE )K and {Ci | n is odd} ⊆ J(qiL , γiO )K
(n)
(n)
and {Cf | n is even} ⊆ J(qfL , γfE )K and {Cf | n is odd} ⊆ J(qfL , γfO )K. According to the
definitions of the relations → and 99K, we can easily deduce this first result.
(n)

(n)

I Lemma 19 (Completeness). Let n ∈ N. If Ci →∗ Cf
then (qiL , γiE ) 99K∗ (qfL , γfE ) [resp. (qfL , γiO ) 99K∗ (qfL , γfO )].

and n is even [resp. n is odd]

The two next lemmas show that our abstraction is sound for C.O.P. The first one can be
proved by induction on the length of the path in (ΓEO , 99K) using Point 1. of Lemma 17.
I Lemma 20. If (qiL , γiE ) 99K∗ (q L , γ) [resp. (qiL , γiO ) 99K∗ (q L , γ)] then there exists n ∈
(n)
N \ {0} such that n is even [resp. n is odd] and Ci →∗ C with C ∈ J(q L , γ)K.
Using Point 2. of Lemma 17 we obtain the soundness of our abstraction.
I Lemma 21 (Soundness). If (qiL , γiE ) 99K∗ (qfL , γfE ) [resp. (qiL , γiO ) 99K∗ (qfL , γfO )] then there
(n)

exists n ∈ N such that n is even [resp. n is odd] and Ci

(n)

→∗ C f .

Thanks to the Lemmas 18, 19 and 21 to solve the C.O.P. when the considered rendez-vous
protocol is symmetric it is enough to check whether (qiL , γiE ) 99K∗ (qfL , γfE ) and (qiL , γiO ) 99K∗
(qfL , γfO ). But since the transition system (ΓEO , 99K) has a finite number of vertices whose
number is bounded by |QL | · 2|QP | , these two reachability questions can be solved in NPspace
in |Q|. By Savitch’s theorem, we obtain the following result.
I Theorem 22. C.O.P. restricted to symmetric rendez-vous protocols is in PSpace.

6

Supressing the leader

6.1

Definition and properties

A rendez-vous protocol P = hQ, QP , QL , Σ, qi , qf , qiL , qfL , Ei has no leader when QL = {qfL }
and qiL = qfL and the transition relation does not refer to the state in QL , i.e. E ⊆
QP × RV (Σ) × QP . We can then assume that P = hQP , Σ, qi , qf , Ei and delete any reference
to the leader state. We suppose again w.l.o.g. that in the considered rendez-vous protocols
without leader there is a path from qi to q and a path from q to qf for all q in QP . Rendez-vous
protocols with no leader enjoy some properties easing the resolution of the C.O.P.
I Lemma 23. Let P = hQP , Σ, qi , qf , Ei be a rendez-vous protocol with no leader. Then the
following properties hold:
(n)
(n)
(m)
(m)
(n+m)
(n+m)
1. If Ci →∗ Cf and Ci →∗ Cf for m, n ∈ N, then Ci
→∗ Cf
.
(n)

2. There exists B ∈ N such that Ci
that

(N )
Ci

→

∗

(N )
Cf

and

(N +1)
Ci

→

∗

(n)

→∗ Cf

for all n ≥ B iff there exists N ∈ N such

(N +1)
Cf
.
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Proof.
1. This point is a direct consequence of the semantics of rendez-vous protocols associated
(n)
(n)
(m)
(m)
with the fact that there is no leader. In fact assume Ci →∗ Cf and Ci →∗ Cf .
And consider the configuration C such that C(qi ) = m, C(qf ) = n and C(q) = 0 for all
(n+m)
(n+m)
q ∈ QP \ {qi , qf }. Then it is clear that we have Ci
→∗ C →∗ Cf
, the first part
(n)

of this execution mimicking the execution Ci
execution

(m)
Ci

∗

→

(m)
Cf

(n)

(B+1)

(B+1)

→∗ C f

(N +1)

and the last part mimics the

on the m processes left in qi in C.

2. If there exists B ∈ N such that Ci
and Ci

(n)

→∗ Cf

(n)

→∗ Cf

(B)

→∗ Cf

(N )

→∗ Cf

for all n ≥ B, then we have Ci

. Assume now that there exists N ∈ N such that Ci

(N +1)

(n)

(B)

(N )

(n)

and Ci
→∗ C f
. We show that for all n ≥ N 2 , we have Ci →∗ Cf . Let
2
n ≥ N and let R ∈ [0, N − 1] be such that (n = R) mod N . By definition of the
modulo, there exists A ≥ 0 such that n = A · N + R. Since n ≥ N 2 , we have necessarily
A ≥ N . As a consequence we can rewrite n as: n = R · (N + 1) + (A − R) · N .
(N )
(N )
((A−R)·N )
((A−R)·N )
But then since Ci
→∗ Cf , by 1. we have Ci
→∗ C f
and since
(N +1)

Ci

(N +1)

→∗ Cf
(n)

we get Ci

6.2

(R·(N +1))

, by 1. we have Ci

(R·(N +1))

→∗ Cf

. By a last application of 1.

(n)

→∗ Cf .

J

The symmetric case

We will now see how the procedure proposed in the proof of Theorem 22 to solve in polynomial
space the C.O.P. for symmetric rendez-vous protocols can be simplified when there is no
leader. Let P = hQP , Σ, qi , qf , Ei be a symmetric rendez-vous protocol with no leader and
let (ΓEO , 99K) be the abstract transition system of (C, →) as defined in Section 5.2. If we
adapt the results of Lemmas 18, 19 and 21 to the no leader case, we deduce that to solve
the C.O.P. it is enough to check whether γiE 99K∗ γfE and γiO 99K∗ γfO (we have deleted the
leader states from these results). Note that by definition γiE = γfE , hence the only thing to
verify is if γiO 99K∗ γfO holds. This check can be made efficiently using the fact that there
is no leader, because any reodering of a path is still a path in (ΓEO , 99K) (since we do not
need to worry anymore about the leader state) and we can delete the pairs of edges that
consecutively repeat since they have the same action on the parity.
I Lemma 24. If γ 99K∗ γ 0 then there exists k ≤ |E|2 and e1 , e01 , e2 , e02 , . . . , ek , e0k ∈ E such
e1 ,e01

e2 ,e02

ek ,e0k

that γ 99K γ1 99K . . . 99K γ 0 .
It means that if γiO 99K∗ γfO then there is a path of polynomial length (in the size of P)
between these two abstract configurations. It is hence enough to guess such a sequence of
polynomial length and to check that it effectively corresponds to a path in (ΓEO , 99K).
I Theorem 25. C.O.P. for symmetric rendez-vous protocols with no leader is in NP.

6.3

Upper bound for the C.O.P. with no leader

We now prove that the C.O.P. for rendez-vous protocols with no leader reduces to the
reversible reachability problem in Petri nets. Let P = hQP , Σ, qi , qf , Ei be a rendez-vous
protocol with no leader and such that w.l.o.g. there is no edge going out of qf 1 .

1

To achieve this, we can simply duplicate qf adding a new final state qf0 and for each edge going into qf
we add an edge from the same state to qf0
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?a
qi

pR
qi

pq i

ti

tR
i

2

!b
?b

2
qf

a

2 2
bR

b

aR

2 2
!a
pq f
Figure 4 A rendez-vous protocol with no leader P and the associated Petri net NP0 .

Let NP = hP, T, P re, P osti be the Petri net whose construction is provided in Section 3.2
(where we have removed all the places corresponding to leader states as well as the transition
R
tL
f ). From NP , we build the reverse Petri net NP obtained by keeping the same set of
places and reversing all the transitions. Formally NPR = hP R , T R , P reR , P ostR i, where
P R = {pR | p ∈ P }, T R = {tR | t ∈ T } and for all pR ∈ P R and tR ∈ T R , we have
P reR (tR )(pR ) = P ost(t)(p) and P ostR (tR )(pR ) = P re(t)(p). Let M0R be the marking such
R,(n)
that M0R (pR ) = 0 for all pR ∈ P R and (Mf
){n∈N} be the family of markings verifying
R,(n)

Mf

R,(n)

(pR
qf ) = n and Mf

(p) = 0 for all p ∈ P R \ {pR
qf }. A direct consequence of Lemma
(n)

R,(n)

(n)

6 and of the definition of NPR is that Ci →∗ Cf iff M0R ∈ Reach(Mf
) for all n ∈ N.
From NP and NPR , we build the Petri net NP0 obtained by taking the disjoint unions of
places and transitions of the two nets except for the place pqf and pR
qf which are merged
0
0
0
0
0
0
in a single place pqf . Formally, NP = hP , T , P re , P ost i where P = (P ∪ P R ) \ {pR
qf },
T 0 = T ∪ T R , P re0 (t)(p) = P re(t)(p) and P ost0 (t)(p) = P ost(t)(p) and P re0 (t)(pR ) =
P ost0 (t)(pR ) = 0 for all p ∈ P , pR ∈ P R and t ∈ T , P re0 (tR )(pR ) = P reR (tR )(pR ) and
P ost0 (tR )(pR ) = P ostR (tR )(pR ) and P re0 (tR )(p) = P ost0 (tR )(p) = 0 for all pR ∈ P R ,
0 R
p ∈ P \ {pqf } and t ∈ T , and P re0 (tR )(pqf ) = P reR (tR )(pR
qf )) and P ost (t )(pqf ) =
R R
R
R
P ost (t )(pqf )) (this last case corresponds to the merging of pqf and pqf ). Figure 4 provides
an example of this latter Petri net.
We now explain why this new net is useful to solve the C.O.P. when there is no leader.
First remember that thanks to Point 2. of Lemma 23 it is enough to check whether there
(N )
(N )
(N +1)
(N +1)
exists N ∈ N such that Ci
→∗ Cf and Ci
→∗ C f
. Intuitively, in NP0 this
property will be witnessed by the fact that we can bring N + 1 tokens in pqf using transitions
in T and remove N tokens from pqf thanks to the transitions in T R letting hence one token
in pqf and similarly if there is already a token in pqf we can bring N others and remove
afterwards N + 1. As for NP , we let M0 be the marking with no token, and (M (n) ){n∈N}
be the family of markings such that M (n) (pqf ) = n and M (n) (p) = 0 for all p ∈ P 0 \ {pqf }.
Note that since there is no leader, we have here M0 = M (0) . The next lemma states the
correctness of our reduction to the reversible reachability problem.
(N )

(N )

(N +1)

I Lemma 26. There exists N ∈ N such that Ci
→∗ Cf and Ci
M (1) ∈ Reach(M0 ) and M0 ∈ Reach(M (1) ) in the Petri net NP0 .

(N +1)

→∗ C f

iff

Since we know that the reversible reachability problem for Petri net is EXPspacecomplete [31], we obtain the following complexity result.
I Theorem 27. C.O.P. restricted to rendez-vous protocols with no leader is in EXPSpace.
We were not able to propose a lower bound for the C.O.P. apart for the general case,
but when there is no leader, we know that there is a protocol which admits a cut-off whose
value is exponential in the size of a protocol. This protocol is shown on Figure 5. To bring
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qi

!1
?1

q1

!2

q2

!3

q3

···

!n

qn

qf
!a

?2
?3
?n

Figure 5 A rendez-vous protocol with no leader and an exponential cut-off.

a process in q1 , we need in fact two processes, to bring a process in q2 and empty q1 , we
need four processes and so on. The letter a is then used to ensure that as soon as we have
processes only in qn and in qi (and at least one of them in each of these states), there is a
way to bring all of them in qf .

7

Conclusion

We have shown here that the C.O.P. is decidable for rendez-vous networks. Furthermore
we have provided complexity upper bounds when considering restrictions on the networks
such as symmetric rendez-vous or absence of leader. Unfortunately, we did not succeed in
finding matching lower bounds. Reducing other problems to the C.O.P. is in fact tedious
without leader or when allowing only symmetric rendez-vous, because it is then quite hard
to enforce that a specific number of processes are in some states which is a property that
is in general needed to design reductions. However we have some hope to either improve
our upper bounds or find matching lower bounds. We wish as well to understand in which
matters the techniques we used could be adapted to other parameterized systems and more
specifically to population protocols. Finally, one of the justification to consider the cutoff
problem is that in some distributed systems it could be the case that a correctness property
does not hold for any number of processes, but that a minimal number of participants is
needed to reach a goal. It could be interesting to study a variant of our cutoff problem where
we do not require all the processes to reach a final state but we want to know given a number
of processes how many among them can be brought in such a state. An interesting property
could be to check whether there exists a bound b such that for any number of processes, the
minimal number that can not be brought to a final state by any execution is always lower
than b. In such networks, it would mean that at most b entities have to be sacrificed to let
the others reach the final state.
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Abstract
We study the language universality problem for One-Counter Nets, also known as 1-dimensional
Vector Addition Systems with States (1-VASS), parameterized either with an initial counter value,
or with an upper bound on the allowed counter value during runs. The language accepted by an
OCN (defined by reaching a final control state) is monotone in both parameters. This yields two
natural questions: 1) does there exist an initial counter value that makes the language universal? 2)
does there exist a sufficiently high ceiling so that the bounded language is universal?
Although the ordinary universality problem is decidable (and Ackermann-complete) and these
parameterized variants seem to reduce to checking basic structural properties of the underlying
automaton, we show that in fact both problems are undecidable. We also look into the complexities
of the problems for several decidable subclasses, namely for unambiguous, and deterministic systems,
and for those over a single-letter alphabet.
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1

Introduction

One-Counter Nets (OCNs) are finite-state machines equipped with an integer counter that
cannot decrease below zero and which cannot be explicitly tested for zero. They are the
same as 1-dimensional Vector Addition Systems (or Petri nets with exactly one unbounded
place). In order to use them as formal language acceptors we assume that transitions are
labelled with letters from a finite alphabet and that some states are marked as accepting.
OCNs are a syntactic restriction of One-Counter Automata – Minsky Machines with
only one counter, which can have zero-tests, i.e., transitions that depend on the counter
value being exactly zero. If counter updates are restricted to ±1, the model corresponds to
Pushdown automata with a single-letter stack alphabet. OCNs are one of the simplest types
of discrete infinite-state systems, which makes them suitable for exploring the decidability
border of classical decision problems from automata and formal-language theory.
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Parametrized Universality Problems for One-Counter Nets

Universality Problems. The universality problem for a class of automata asks if a given
automaton accepts all words over its input alphabet. Due to their lack of an explicit
zero-test, OCNs are monotone with respect to counter values: if it is possible to make an
a-labelled step from a configuration with state p and counter n to state q with counter n + d,
a
written as (p, n) −
→ (q, n + d) here, then the same holds for any larger counter value m ≥ n:
a
(p, m) −
→ (q, m + d). Consequently, if we define the language via acceptance by reaching a
final control state, then for all states s and n ≤ m ∈ N, the language L(s, n) of the initial
configuration (s, n) is included in that of (s, m). This motivates our first variation of the
universality problem. The Initial-Value Universality problem asks if there exists a sufficiently
large initial counter to make the resulting language universal.
Input: An OCN with alphabet Σ and an initial state s0 .
Question: Does there exist c0 ∈ N such that L(s0 , c0 ) = Σ∗ ?
The second question we consider is the Bounded Universality problem, which asks if there
exists a large enough upper bound on the counter so that every word can be accepted via a
run that remains within this bound. Writing L≤b (s0 , c0 ) ⊆ Σ∗ for the b-bounded language
from configuration (s0 , c0 ), the decision problem is as follows.
Input: An OCN with alphabet Σ, an initial state s0 , and c0 ∈ N.
Question: Does there exist b ∈ N such that L≤b (s0 , c0 ) = Σ∗ ?
The motivation for studying these parameterized problems comes from the observation that
the “vanilla” universality problem, without existentially quantifying over parameters, is
decidable, but Ackermann-complete [15], and the lower bound depends strongly on the
assumption that we start with a fixed initial counter (and that its value is not bounded).
The two new variants of the universality problem relax these assumptions in an attempt to
allow efficient decision procedures via simple cycle analysis or similar.
Our Results. We show that both initial-value universality and bounded universality are
undecidable (Section 3). The proofs use techniques from weighted automata [12, 4], reducing
the halting problem of two-counter machines to our setting.
In light of these negative results, we proceed to study restricted classes of OCNs, for which
the problems become decidable, as we elaborate below. In most cases, the complexity crucially
depends on how transition updates are encoded: we consider both the case of “succinct”,
binary-encoded updates, and the case of unary-encoded updates, which corresponds to
systems where transitions can only update the counter by ±1.
The most intricate and interesting case is that of OCNs over a single-letter alphabet
(Section 4). In order to analyze this model, we split universality to criteria on “short” words,
and on longer words that admit a cyclic behavior. In particular, we devise a canonical
representation of “pumpable” paths, akin to the so-called linear-path schemes [18, 7]. We
show that the complexity of some of the problems is coNP complete, where others range
between coNP and coNPNP (see Tables 1 and 2).
We then consider deterministic, and unambiguous OCNs (Sections 5 and 6, respectively).
For such systems, deciding (bounded) universality problems mostly reduces to checking
simple conditions on the cyclic structure of the control automaton underlying the OCN.
Based on known (but in some cases very recent) results on unambiguous finite automata and
vector-addition systems, we derive relatively low complexity upper bounds, in polynomial
time (assuming unary encoding) and space (assuming binary encoding). Tables 1 and 2
summarize the status quo, following our results.
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Table 1 The complexity of the universality problems of one-counter nets in which weights are
encoded in unary.

Unary
encoding

Universality

Initial-Value Universality

Bounded Universality

Singleton
Alphabet

General
Alphabet

Singleton
Alphabet

General
Alphabet

Singleton
Alphabet

General
Alphabet

Deterministic

L
Theorem 28

NL-comp.
Theorem 26

L
Theorem 28

NL-comp.
Theorem 26

L
Theorem 28

NL-comp.
Theorem 26

Unambiguous

NL
Theorem 31

NC2 ;
[11]
NL-hard

NL
Theorem 34

NC2
Theorem 34

NL
Theorem 36

NC2
Theorem 36

Ackermann

coNP-comp. Undecidable
Theorem 15 Theorem 1

NoncoNP-comp.
deterministic Theorem 10

[15]

coNP-comp. Undecidable
Theorem 22 Theorem 2

Table 2 The complexity of the bounded universality problems of one-counter nets in which
weights are encoded in binary.

Binary
encoding

Universality

Initial-Value Universality

Bounded Universality

Singleton
Alphabet

General
Alphabet

Singleton
Alphabet

General
Alphabet

Deterministic

NC2
Theorem 28

NC
Theorem 26

NC2
Theorem 28

NC2
Theorem 34

NC2
NC
Theorem 28 Theorem 26

Unambiguous

coNP-comp. PSPACE;
NC2
[11]
Theorem 34
Theorem 12 coNP-hard

NC2
Theorem 34

coNPNP
PSPACE
Theorem 22 Theorem 36

NoncoNPNP
deterministic Theorem 12

Ackermann
[15]

coNP-comp. Undecidable
Theorem 15 Theorem 1

Singleton
Alphabet

General
Alphabet

coNPNP
Undecidable
Theorem 22 Theorem 2

Related work. The undecidability of language universality for pushdown automata is
textbook. In his 1973 PhD thesis [24], Valiant showed that the problem remains undecidable
for the strictly weaker model of one-counter automata (OCA, with zero tests) by recognizing
the complement of all accepting runs of a two-counter machine. Language inclusion is
undecidable for the further restricted model of OCNs [14]. If one considers ω-regular
languages defined by OCNs with Büchi acceptance condition then the resulting universality
problem is undecidable [8].
On the positive side, universality is decidable for vector addition systems [16] and
Ackermann-complete for the special case of OCNs [15]. One-counter systems have received
some attention in regards to checking bisimulation and simulation relations, which underapproximate language equivalence (and inclusion, respectively) and are computationally
simpler. For OCAs/OCNs, bisimulation is PSPACE-complete [9], while weak bisimulation
is undecidable for OCNs [19]. Both strong and weak simulation are PSPACE-complete for
OCNs, and checking if an OCN simulates an OCA is decidable [1].
Universality problems for OCNs over single-letter alphabets are related to the termination
problem for VASS, which asks if there exists an infinite run. Non-termination naturally
corresponds to the property that an ∈ L(s0 , v0 ), i.e., all finite words are accepted, assuming
that all states are accepting. Termination reduces to boundedness (finiteness of the reachability set) which is EXPSPACE-complete [21, 13] in general and PSPACE-complete for systems
with fixed dimensions [22]. In contrast, the structural termination problem (there exists no
infinite run, regardless of the initial configuration) is equivalent to finding an executable
cycle that is non-decreasing on all dimensions, and can be solved in polynomial time [17].
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Finally, the idea to existentially quantify over some initial resource is commonplace in the
formal verification literature. Examples include unknown initial-credit problems for energy
games [10, 1] and R-Automata [3], timed Petri nets [2], and inclusion problems for weighted
automata [12, 4].

2

Preliminaries

One-Counter Nets. A one-counter net (OCN) is a finite directed graph where edges carry
both an integer weight and a letter from a finite alphabet. We write A = (Σ, Q, s0 , δ, F) for
the net A where Q is a finite set of states, Σ is a finite set of letters, s0 ∈ Q is an initial
state, δ ⊆ Q × Σ × Z × Q is the transition relation, and F ⊆ Q are the accepting states.
def

For a transition t = (s, a, e, s0 ) ∈ δ we write effect(t) = e for its (counter) effect, and
write kδk for the largest absolute effect among all transitions. By the underlying automaton
of an OCN we mean the NFA obtained from the OCN by disregarding the transition effects.
A path in the OCN is a sequence π = (s1 , a1 , e1 , s2 )(s2 , a2 , e2 , s3 ) . . . (sk , ak , ek , sk+1 ) ∈ δ ∗ .
Such a path π is a cycle if s1 = sk+1 , and is a simple cycle if no other cycle is a proper infix
of it. We say that the path above reads word a1 a2 . . . ak ∈ Σ∗ and is accepting if sk+1 ∈ F.
def Pk
Its effect(π) =
i=1 ei is the sum of its transition effects . Its height is the maximal effect
of any prefix and, similarly, its depth is the inverse of the minimal effect of any prefix.
An OCN naturally induces an infinite-state labelled transition system in which each
configuration is a pair (s, c) ∈ Q × N comprising a state and a non-negative integer. We call
such a configuration final, or accepting, if s ∈ F . Every letter a ∈ Σ induces a step relation
a
−
→ ⊆ (Q × N)2 between configurations where, for every two configurations (s, c) and (s0 , c0 ),
a

(s, c) −
→ (s0 , c0 ) ⇐⇒ (s, a, d, s0 ) ∈ δ

and c0 = c + d.

A run on a word w = a1 a2 . . . ak ∈ Σ∗ is a path in this induced infinite system; that is, a
ai
sequence ρ = (s0 , c0 ), (s1 , c1 ), (s2 , c2 ), . . . (sk , ck ) such that (si−1 , ci−1 ) −→
(si , ci ) holds for
all 1 ≤ i ≤ k. Naturally, a run uniquely describes a path in the underlying finite OCN.
Conversely, for every such path and initial counter value c0 ∈ N, there is at most one
corresponding run: A path π is executable from c0 if its depth is at most c0 (that is, we do
not allow the counter to become negative). A run as above is called a (simple) cycle if its
underlying path is a (simple) cycle. It is accepting if it ends in an accepting configuration.
We call a run bounded by b ∈ N if ci ≤ b for all 0 ≤ i ≤ k.
For any fixed initial configuration (s, c), we define its language LA (s, c) ⊆ Σ∗ to contain
exactly all words on which an accepting run starting in (s, c) exists. (We omit the subscript
A if the OCN is clear from context.) Similarly, the b-bounded language L≤b (s, c) is the set of
those words on which there is a b-bounded run starting in (s, c).
The OCN is deterministic if for every pair (s, a) ∈ Q × Σ there is at most one pair
(d, q) ∈ N × Q with (s, a, d, s0 ) ∈ δ. A net together with an initial configuration (s0 , c0 ) is
unambiguous if for every word w ∈ Σ∗ there is at most one accepting run starting in (s0 , c0 ).
Two-Counter Machines. A two-counter machine (Minsky Machine) M is a sequence
(l1 , . . . , ln ) of commands involving two counters x and y. We refer to {1, . . . , n} as the
locations of the machine. There are five possible forms of commands: inc(c), dec(c), goto
li , halt, if c=0 goto li else goto lj , where c ∈ {x, y} is a counter and 1 ≤ i, j ≤ n are
locations. The counters are initially set to 0. Since we can always check whether c = 0 before
a dec(c) command, we assume that the machine never reaches dec(c) with c = 0. That is,
the counters never have negative values.
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Σ \ {‘inc x’, ‘dec x’, ‘x=0 then goto’, ‘halt’, #}, 0
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q5 and q6 are identical to q3 and q4 ,
respectively, but with respect to y

q6
Σ \ {‘inc x’, ‘dec x’, ‘x>0 then goto’, ‘halt’, #}, 0

Figure 1 The one-counter net A from the proof of Theorem 1.

3

Undecidability

We show that both initial-value universality and bounded universality are undecidable by
reduction from the undecidable halting problem of two-counter machines (2CM) [20].
The idea underlying both reductions is that the initial counter value, or the bound on
the allowed counter, prescribes a bound on the number of steps until the OCN must make
a decision weather the input word, which encodes a prefix of the run of the 2CM, either
halts or cheats. After this decision the OCN is reset and continues to read the remaining
word within an adjusted bound. If the decision was correct then the bound remains the
same and otherwise, it is strictly reduced. The existence of a halting run of the 2CM now
implies that its length corresponds to a sufficient initial bound for this simulating OCN to
be universal. Conversely, if the run of the machine does not halt then for every bound n,
there exists a non-cheating, and non-terminating prefix of length n. Repeating this prefix n
times witnesses non-universality for the simulating OCN with initial counter n.

3.1

Initial-Value Universality

Given a two-counter machine M, we construct a one-counter net A as follows (see Figure 1).
Intuitively, an input word w to A is a sequence of segments separated by #, where each
segment is a sequence of commands from M. Accordingly, the alphabet of A consists of #
and all possible commands of M.
We build A to accept w, once starting with a big enough initial counter value, if one
of the following conditions holds: i) one of w’s segments is shorter than the length of the
(legal halting) run of M; or ii) one of w’s segments does not respect the control structure
underlying M, which is called a “non-counting cheat” here; or iii) all of w’s segments do not
describe a prefix of the run of M, making “counting cheats”. The OCN reads every segment
in between two #’s starting in, and returning to, a central state q0 .
Non-counting cheats are easy to verify – for every line l of M, there is a corresponding
state q in A, and when A is at state q and reads a letter a, A checks if a matches the
command in l. For example, if l =‘goto i’ and a = ‘inc x’, the transition from q goes
to a forever accepting state (heaven), and if a =‘goto i’, it goes to the state of A that
corresponds to the line li . This is the “command-checker gadget” of A.
Counting cheats are more challenging to verify, as OCNs cannot branch according to a
counter value. We consider separately “positive cheats” and “negative cheats”. The former
stands for the case that the input letter is ‘x=0 then goto’ (or ‘y=0 then goto’) while the
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value of x (or y) in the legal run of M should be positive. The latter stands for the case
that the input letter is ‘x>0 then goto’ (or ‘y>0 then goto’) while the value of x (or y) in
the legal run of M should be 0.
Positive cheats can be verified by directly simulating the respective counter of M using
the counter in A (states q3 and q5 in Figure 1). Once the cheat occurs, A can return to q0
with a penalty of −1, and since the counter in M is positive, we are guaranteed that the
counter in A did not decrease since leaving q0 , allowing A to continue the run.
For verifying a negative cheat, we simulate the counting of M by an “opposite-counting”
in A (states q4 and q6 in Figure 1), whereby an increment of the counter in M results in a
decrement of the counter in A, and vice versa – once the cheat occurs, A can return to q0
with no penalty, and since the counter in M is 0, we are guaranteed that the counter in A
did not decrease since leaving q0 , allowing A to continue the run.
Formally, we construct A from M as follows.
The alphabet Σ of A consists of # and the descriptive commands for the counter
machine M : ‘inc x’, ‘inc y’, ‘dec x’, ‘dec y’, ‘halt’, and for every line i of M, the
commands ‘goto i’, ‘x=0 then goto i’, ‘y=0 then goto i’, ‘x>0 then goto i’, and
‘y>0 then goto i’.
The initial state q0 is accepting, it has a self transition over Σ \ {#} and nondeterministic
transitions to the states q1 . . . q6 over #, all with weight 0.
There is a heaven state, which is accepting, and has a self loop over Σ with weight 0.
The state q1 is accepting and intuitively allows to accept short segments between consecutive #’s: It has a self transition over Σ \ {#} and a transition to heaven over #, all
with weight −1.
The state q2 starts the command-checker gadget, which looks for a non-counting violation
of M’s commands (which is a simple regular check). Once reaching a violation it goes to
heaven. All of its transitions are with weight 0. If it does not find a violation, it cannot
continue the run.
The state q3 is a positive-cheat checker for M’s counter x. It has a self loop over
‘inc x’ with weight +1 and over ‘dec x’ with weight −1. Over ‘x=0 then goto’ it can
nondeterministically choose between a self loop with weight 0 and a transition to q0 with
weight −1. Over the rest of the alphabet lettres, except for ‘halt’ and #, it has a self
loop with weight 0. (Over ‘halt’ and # it cannot continue the run.)
The state q4 is a negative-cheat checker for M’s counter x. It has a self loop over
‘inc x’ with weight −1 and over ‘dec x’ with weight +1. Over ‘x>0 then goto’ it can
nondeterministically choose between a self loop with weight 0 and a transition to q0 with
weight 0. Over the rest of the alphabet lettres, except for ‘halt’ and #, it has a self loop
with weight 0.
The states q5 and q6 provide positive-cheat checker and negative-cheat checker for M’s
counter y, respectively, analogously to states q3 and q4 .
I Theorem 1. The initial-value universality problem for one-counter nets is undecidable.
Proof. We show that a given two-counter machine M halts if and only if the corresponding
one-counter net A, as constructed in Section 3.1, is initial-value universal.
⇒: When M halts, its (legal) run has some length n − 1. We claim that A is universal with
the initial value n.
Consider some word w over the alphabet of A. We shall describe an accepting run ρ of A
on w. Until the first occurrence of #, the run ρ is deterministically in q0 , which is accepting.
We show that for every segment between two consecutive #’s, as well as the segment after
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the last #, the run ρ may either reach heaven or reach q0 with counter value at least n
(and remains there until the next # or the end of the word), from which it follows that ρ is
accepting.
If the segment is shorter than n, q0 can choose to go to q1 over #, and from there it will
reach heaven. If the segment is longer than n, it cannot describe the legal run of M. Then,
it must cheat within up to n steps. We show that each of the 5 possible cheats fulfills the
claim.
1. If it makes a non-counting cheat, q0 will go to q2 over #, and will reach heaven. (This is
also the case if it has additional letters different from # after the ‘halt’ letter.)
2. If it makes a positive cheat on x, q0 will go to q3 upon reading the next #. When the cheat
occurs, the value of x is positive, while reading the letter ‘x=0 then goto’. Notice that
the value of A’s counter is accordingly bigger than its value when entering q3 (and by the
inductive assumption bigger than n). Then, q3 goes to q0 with weight −1, guaranteeing
that A’s counter value is at least n. Notice that the counter value cannot go below n at
any point, since M cannot make the value of x negative without a counting cheat. (We
equipped M with a counter check before every decrement.)
3. If it makes a negative cheat on x, q0 will go to q4 . Then, when the cheat occurs, the value
of x is 0, while there is the letter ‘x>0 then goto’. Notice that the value of A’s counter
is accordingly exactly its value when entering q3 (and by the inductive assumption at
least n). Then, q4 goes to q0 with weight 0, guaranteeing that A’s counter value is at
least n. Notice that the counter might go below n between getting to q4 and returning to
q0 . Yet, since the violation must occur within up to n steps, and the value of the counter
when entering q4 is at least n, we are guaranteed to be able to properly continue with
the run, as the counter need not go below 0.
4-5. Analogously, if it makes a positive or negative cheat over y, the choice of q0 will be q5
or q6 , respectively.
⇐: When M does not halt, for every positive integer n, we build the word wn and show that
it is not accepted by A with an initial counter value n.
The word wn consists of n + 1 segments between #’s, where each segment is the prefix of
length n + 1 of the (legal) run of M. Consider the possible runs of A on wn . It cannot go
from q0 to q1 , because it will stop after n steps. It also cannot go to q2 , because there is no
cheating. We show that if it goes to q3 ..q6 , it must return to q0 before the next #, while
decreasing the value of A’s counter, which can be done only n times until the run stops.
If it goes to q3 , it must return to q0 upon some ‘x=0 then goto’, as it cannot continue
the run on #. Yet, as there is no cheating, it returns to q0 when x = 0, which implies
that A’s counter has the same value as when entering q3 , and due to the −1 weight of the
transition to q0 , it returns to q0 while decreasing the value of A’s counter by 1. An analogous
argument follows if it goes to q5 .
If it goes to q4 , it must return to q0 upon some ‘x>0 then goto’, as it cannot continue
the run on #. Yet, as there is no cheating, it returns to q0 while the value of x is indeed
strictly positive, which implies that the value of A’s counter is smaller than the value it had
when entering q4 , and therefore due to the 0-weight transition to q0 , it returns to q0 with a
smaller value of A’s counter. An analogous argument follows if it goes to q6 .
J

3.2

Bounded Universality

We show that the problem is undecidable by making some changes to the undecidability
proof of the initial-value universality problem.
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A0 :

Σ, +1
q00
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#, 0
Σ, −1
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q0
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.
..

The transitions of q1 ..q6 are as in A

q6

Figure 2 The one-counter net A0 from the proof of Theorem 2.

Given a two-counter machine M, we construct a one-counter net A0 that is similar to A,
as constructed above, except for the following changes (see Figure 2):
There is an additional state q00 that is accepting, it is the new initial state, and it has a
nondeterministic choice over Σ of either taking a self loop with weight +1 or going to q0
with weight 0.
The state q0 is no longer initial, and it has an additional transition over # to a new state
q7 with weight 0.
The state q7 is accepting, and it has nondeterministic choice over Σ of either taking a self
loop with weight −1 or going to q0 with weight −1.
Now M halts if and only if A0 is bounded universal for an initial counter value 0. We refer
the reader to the full version [5] for a detailed proof.
I Theorem 2. The bounded universality problem for one-counter nets is undecidable.

4

Singleton Alphabet

In this section we study universality problems on OCN over singleton alphabets. The
universality problem for NFA over singleton alphabets is already coNP-hard [23], a lower
bound which trivially carries over to all problems considered here1 .
For simplicity, we identify languages L ⊆ {a}∗ with their Parikh image, so that the
universality problems ask if the (bounded) language of a given OCN equals N. Throughout
this section, fix an OCN A = (Σ, Q, s0 , δ, F).
We start by sketching our approach. Observe that the language of an OCN is not universal
iff the OCN does not accept some word w. To show that such w exists, we distinguish
between two cases: either w is “relatively short”, in which case we use a guess-and-check
approach to find it, or it is long, in which case we deduce its existence by analyzing some
cyclic behaviour of the OCN. The details of both the guess-and-check elements and the cyclic
behaviour depend on the encoding of the weights and the variant of universality.

4.1

Universality

We start by describing a procedure to decide the ordinary universality problem for OCN over
singleton alphabets – with fixed initial configuration and no bounds on the counter.
Consider a cycle γ = s1 , s2 , . . . , sk (with s1 = sk ). Recall that effect(γ) is the sum of
weights along γ and depth(γ) is the inverse of the lowest effect along the prefixes of γ. We
call 1 ≤ d ≤ k a nadir of γ if it is the index of a prefix that attains the depth of γ. That is,

1

The proof in [23, Theorem 6.1] in fact shows NP-completeness of the problem of whether two regular
expressions over {0} define different languages. Hardness is shown by reduction from Boolean satisfiability
to non-universality of expressions using prime-cycles, and it is straightforward to rephrase it in terms of
DFAs.
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effect(s1 , . . . , sd ) = −depth(γ). We say that γ is positive if effect(γ) is positive (and similarly
for negative, non-negative, zero, etc.). We call γ good if it a simple, non-negative cycle, and
depth(γ) = 0.
def

I Observation 3. If γ is non-negative and it has a nadir d, then the shifted cycle γ ←d =
sd sd+1 , · · ·, sk , s2 , · · ·, sd is good. Similarly, if γ is negative, then effect(γ ←d ) = −depth(γ ←d ).
For a state r ∈ Q and an initial configuration s0 , c0 , let Lr (s0 , c0 ) ⊆ L(s0 , c0 ) be the
language of words accepted by a run that visits r.
The first tool we use in studying the universality problem is a canonical form for accepting
runs, akin to linear path schemes of [18, 7].
I Definition 4 (Linear Forms). A path π is in linear form if there exist simple cycles γ1 , . . . , γk
and paths τ0 , . . . , τk such that π = τ0 γ1e1 τ1 · · · τk−1 γkek τk for some numbers e1 , . . . , ek ∈ N,
and such that every non-negative cycle γi , is taken from a nadir, and so is executable with
any counter value.
We call ei the exponent of γi , and we refer to τ0 γ1 τ1 . . . γk τk as the underlying path of
π. The length of the linear form is the length of the underlying path.
A linear form is described by the components above, where the exponents are given in
binary. In the following, we show that every path can be transformed to a path in linear
form with a small description size.
I Lemma 5. Let π be an executable path of length n from (p, c) to (q, c0 ). Then there exists
an executable path π 0 of length n in linear form whose length is at most 2|Q|2 , from (p, c) to
(q, c00 ) with c00 ≥ c0 .
Proof Sketch: π 0 is obtained from π in two steps, namely rearranging simple cycles, and
then choosing a small set of “representative” simple cycles to replace others. The crux of
the proof is the first step, where instead of simply moving a cycle, we also shift it so that it
is taken from its nadir. Then, for every set of simple cycles of the same length and on the
same state, we take the one with maximal effect as a representative.
J
We now turn to identify states that have a special significance in analyzing universality.
I Definition 6. Let Pump ⊆ Q be the set of states that admit good cycles. For each such
state r fix a shortest good cycle γr .
Intuitively, a state r is in Pump if it has a cycle that can be taken with any counter value,
any number of times. That is, it can be used to “pump” the length of the word. Another
important property is that if a path never visits a state in Pump then all its simple cycles
must be negative. Indeed, any non-negative cycle must contain a non-negative simple cycle
and any state at a nadir of such cycle must be in Pump.
If however, a state in Pump occurs along an accepting run, we can accept the same word
using a run in a short linear form, as we now show.
I Lemma 7. There exists a bound B1 ∈ poly(|Q|, kδk) such that, for every n ∈ N, if n is
accepted by a run that visits a state r ∈ Pump, then n has an accepting run of the form
η1 γrt η2 for paths η1 , η2 of length at most B1 .
Proof Sketch. Using Lemma 5, we split an accepting run on n that visits r to the form
π1 , r, π2 where π1 and π2 are in linear form. Then, we successively shorten π1 and π2 by
eliminating simple cycles along them, and instead pumping the non-negative cycle γr . Some
careful accounting is needed so that the length of the path is maintained, and so that it
remains executable.
J

CONCUR 2020

47:10

Parametrized Universality Problems for One-Counter Nets

We now characterize the regular language Lr (s0 , c0 ) using a DFA of bounded size.
I Lemma 8. There exists a bound B2 ∈ poly(kδk · |Q|) such that, for every r ∈ Pump, there
exists a DFA that accepts Lr (s0 , c0 ) and is of size at most B2 .
def S
Define P = r∈Pump Lr (s0 , c0 ). Notice that P ⊆ L(s0 , c0 ) and that L(s0 , c0 ) \ P must
be finite. Indeed, if w ∈ L(s0 , c0 ) \ P then it can only be accepted by runs with only negative
cycles, of which there are finitely many. In particular, if N \ P is infinite, then L(s0 , c0 ) 6= N.
Using the bounds from Lemma 8, we have the following.

I Lemma 9. There exists B3 ∈ poly(kδk, |Q|) such that L(s0 , c0 ) 6= N if, and only if, there
|Q|
|Q|
exists n ∈ N such that either n < B2 and n ∈
/ L(s0 , c0 ), or B3 ≤ n ≤ 2B3 and n ∈
/ P.
Lemma 9 suggests the following algorithmic scheme for deciding non-universality: nondeterministically either (1) guess n < B3 , and check that n ∈
/ L(s0 , c0 ), or (2) guess
|Q|
|Q|
B3 ≤ n ≤ 2B3 and check that n ∈
/ Lr (s0 , c0 ) for all r ∈ Pump, which implies that n ∈
/ P.
Note that even if the transitions are encoded in unary, n still needs to be guessed in
binary for part (2) (and also for part (1) if the encoding is binary). The complexity of the
checks involved in both parts of the algorithm depend on the encoding of the transitions,
and are handled separately in the following.
Unary Encoding. If the transitions are encoded in unary, then B3 is polynomial in the size
of the OCN. Consequently, we can check for n < B3 whether n ∈ L(s0 , c0 ) by simulating the
OCN for n steps, while keeping track of the maximal run to each state. Indeed, due to the
monotonicity of executability of OCN paths it suffices to remember, for each state s, the
maximal possible counter-value c so that (s, c) is reachable via the current prefix, which must
be a number ≤ c0 + n · kδk or −∞ (to represent that no configuration (s, c) can be reached).
|Q|
|Q|
Next, in order to check whether n ∈
/ Lr (s0 , c0 ) for all r ∈ Pump for B3 ≤ n ≤ 2B3
written in binary, we notice that since B3 is polynomial in the description of the OCN, then
the size of each DFA for Lr (s0 , c0 ) constructed as per Lemma 8 is polynomial in the OCN.
Since the proof in Lemma 8 is constructive, we can obtain an explicit representation of these
DFAs. Finally, given a DFA (or indeed, and NFA) over a singleton alphabet and n written
in binary, we can check whether n is accepted in time O(log n) by repeated squaring of the
transition matrix for the DFA [23]. We conclude with the following.
I Theorem 10. The universality problem for singleton-alphabet one-counter nets with transitions encoded in unary is in coNP, and is thus coNP-complete.
Binary Encoding. When the transitions are encoded in binary, B3 is potentially exponential
in the encoding of the OCN. Thus, naively adapting the methods taken in the unary case
(with basic optimization) will lead to a PSPACE algorithm for universality (using Savitch’s
Theorem). As we now show, by taking a different approach, we can obtain an upper bound
of coNPNP , placing the problem in the second level of the polynomial hierarchy.
In order to obtain this bound, we essentially show that given n encoded in binary, checking
whether n is accepted by the OCN can be done in NP. This is based on the linear form of
Lemma 5.
I Lemma 11. Let π = τ0 γ1e1 τ1 · · · τk−1 γkek τk be a run in linear form, then we can check
whether π is executable from counter value c in time polynomial in the description of π.

S. Almagor, U. Boker, P. Hofman, and P. Totzke

47:11

Lemma 11 shows that, given n in binary, we can check whether n ∈ L(s0 , c0 ) in NP.
Indeed, we guess the structure of an accepting run in linear form (including the exponents of
the cycles), and check in polynomial time whether this run is executable, and whether it is
accepting.
In order to complete our algorithmic scheme for universality, it remains to show how we
can check in NP, given n in binary, whether n ∈
/ Lr (s0 , c0 ) for every r. In contrast to the
case of unary encoding, this is fairly simple.
Given r, we can construct an OCN Ar such that LAr (s0 , c0 ) = LrA (s0 , c0 ) by taking
two copies of A, and allowing a transition to the second copy only once r is reached. The
accepting states are then those of the second copy. Thus, checking whether n ∈
/ Lr (s0 , c0 )
amounts to checking whether n ∈
/ LAr (s0 , c0 ). We can now complete the algorithmic scheme.
I Theorem 12. The universality problem for singleton-alphabet one-counter nets with transitions encoded in binary is in coNPNP .

4.2

Initial-Value Universality

The characterization of universality given in Lemma 9 can be simplified in the case of
initial-value universality, in the sense that the freedom in choosing an initial value allows us
to work with the underlying automaton of the OCN, disregarding the transition effects. This
also allows us to obtain the same complexity results under unary and binary encodings.
Recall that Pump is the set of states that admit good cycles (see Definition 6). Let N
be the underlying NFA of A. For a state r ∈ Pump, define LrN (s0 ) to be the set of words
accepted by N via a run that visits r. Overloading the notation of Section 4.1, we define
def S
P = r∈Pump LrN (s0 ).
I Lemma 13. There exists c0 such that LA (s0 , c0 ) = N iff LN (s0 ) = N and N \ P is finite.
Following similar arguments to those in Lemmas 7 and 8, and using the fact that we
work with the underlying NFA, we can show the following.
I Lemma 14. There exists a bound B4 ∈ poly(|Q|) such that, for every r ∈ Pump there
exists a DFA that accepts Lr (s0 ) and which is of size at most B4 .
We can now solve the initial-value universality problem.
I Theorem 15. The initial-value universality problem for one-counter nets (in unary or
binary encoding) is coNP-complete.
Proof. First, observe that the problem is coNP-hard by reduction from the universality
problem for NFAs. We now turn to show the upper bound.
By Lemma 13, it is enough to decide whether LN (s0 ) = N and N \ P is finite. Checking
whether LN (s0 ) = N, i.e., deciding the universality problem for NFA over a single-letter
alphabet, can be done in coNP [23].
|Q|
By Lemma 14, there exists a DFA D for N \ P of size at most M = B4 , by taking the
intersection of the respective DFAs over every r ∈ Pump. Thus, N \ P is infinite iff D accepts
a word of length M < n ≤ 2M (as such a word induces infinitely many other words). Thus,
we can decide in NP whether N \ P is infinite, by guessing M < n ≤ 2M , and checking that
it is in Lr (s0 ) for every r ∈ Pump (using repeated squaring on the respective DFAs).
We conclude that both checking whether LN (s0 ) = N and whether N \ P is finite can be
done in coNP, and so the initial value universality problem is also in coNP.
J
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4.3

Bounded Universality

For bounded universality, the states in Pump are not restrictive enough: in order to keep
the counter bounded, a state must admit a 0-effect cycle. However, these cycles need not be
simple. Thus, we need to adjust our definitions somewhat. Fortunately, however, once the
correct definitions are in place, most of the proofs carry out similarly to those of Section 4.1.
I Definition 16. A state q ∈ Q is stable if either:
1. it is at the nadir of a simple positive cycle, and admits a negative cycle, or
2. it is at the nadir of a simple zero cycle.
We denote by Stable the set of stable states.
Identifying stable states can be done in polynomial time (see e.g. Lemma 24). The motivation
behind this definition is to identify states that admit a zero-effect (not necessarily simple)
cycle.
I Lemma 17. There exists a bound B5 ∈ poly(|Q|, kδk) such that, every stable state q admits
a zero cycle of length and depth at most B5 .
By Lemma 17 we can fix, for each q ∈ Stable, some zero-cycle ζq with effect and depth
bounded by B5 . Recall that Lr (s0 , c0 ) is the set of words that are accepted with a path that
def S
passes through r. Let S = r∈Stable Lr (s0 , c0 ). We prove an analogue of Lemma 7.
I Lemma 18. There exists a bound B6 ∈ poly(|Q|, kδk) such that every n ∈ Lr (s0 , c0 ) has
an accepting run of the form η1 ζrt η2 for paths η1 , η2 of length at most B6 .
Proof. The proof follows mutatis-mutandis that of Lemma 7, with one important difference:
before replacing cycles with iterations of the zero cycle ζr , we replace a bounded number of
cycles with the positive cycle on r, on which r is at a nadir,2 so that the counter value goes
above depth(ζr ), enabling us to take ζr arbitrarily many times. Note that this lengthens the
prefix η1 at most polynomially in (|Q| · kδk).
J
Lemma 18 implies that every word n ∈ S can be accepted by a run whose counter values
are bounded because there must by an accepting run that, except for some bounded prefix
and suffix, only iterates some zero-cycle ζr . More precisely, we have the following.
I Theorem 19. There exists B6 ∈ poly(|Q|, kδk) such that every word n ∈ S is accepted by
a run whose counter value remains below 2B6 + c0 .
In addition, Lemma 18 immediately gives us (with an identical proof) an analogue of Lemma 8.
I Lemma 20. There exists a bound B7 ∈ poly(|Q|, kδk) such that, for every r ∈ Stable there
exists a DFA that accepts Lr (s0 , c0 ) and is of size at most B7 .
We can now characterize bounded universality in terms of S, the set of stable states.
I Lemma 21. L(s0 , c0 ) is bounded-universal if, and only if, the underlying automaton N is
universal (LN (s0 ) = N) and N \ S is finite.
Finally, checking whether N \ S is finite can be done similarly to Section 4.1 (and the
complexity depends on the transition encoding), by checking that a candidate word n of
bounded length is not in Lr (s0 , c0 ) for all stable states r. We conclude with the following.
I Theorem 22. Bounded universality of one-counter nets is coNP-complete assuming unary
encoding, and in coNPNP assuming binary encoding.
2

That is, unless r is the nadir of a zero cycle, in which case the proof requires no changes.
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Deterministic Systems

We turn to deterministic one-counter nets (DOCNs) for which the underlying finite automaton
is a DFA. We assume without loss of generality that the graphs underlying the DOCNs are
connected, i.e., that all states are reachable from the initial state.
For such systems, (bounded) universality problems can be decided by checking a suitable
combination of simple conditions on cycles and short words. Lemma 24 lists these conditions
and upper complexity bounds for checking them. We then show which combination allows
to solve each decision problem (Lemma 25). All mentioned upper bounds follow either
easily from first principles, or from the result that the state reachability problem (a.k.a.,
coverability) for OCN is in NC [6, Theorem 15]. We will also use the following fact which
follows from [25].
I Lemma 23. Given a set S = {α1 , α2 . . . αn } of integers written in binary, the question
whether the sum of all elements in S is non-negative is in NC2 .
I Lemma 24 (Basic Conditions). Consider the following conditions on a deterministic
one-counter net A = (Σ, Q, s0 , δ, F), initial value c0 ∈ N, and bound b ∈ N.
(C1) The underlying automaton is universal.
(C2) Every word w of length |w| ≤ |Q| is in L(s0 , c0 )
(C3) Every word w of length |w| ≤ |Q| is in L≤b (s0 , c0 )
(C4) All simple cycles have non-negative effect.
(C5) All simple cycles have 0-effect.
Condition (C1) can be checked in non-deterministic logspace (NL), independently of the
encoding of numbers. All other conditions can be verified in NL assuming unary encoding,
and in NC (conditions (C4) and (C5) even in NC2 ) assuming binary encoding.
I Lemma 25. Consider a deterministic one-counter net with initial state s0 .
1. For any c0 ∈ N, the language L(s0 , c0 ) is universal if, and only if, all simple cycles are
non-negative (C4), and all words shorter than the number of states are accepting (C2).
2. There exists an initial counter value c0 ∈ N such that L(s0 , c0 ) is universal if, and only if,
all simple cycles are non-negative (C4), and the underlying automaton is universal (C1).
3. For any c0 ∈ N, there exists a bound b ∈ N such that the bounded language L≤b (s0 , c0 )
is universal if, and only if, (C5) the effect of all simple cycles is 0 and (C3) all words
0

def

shorter than the number of states are in L≤b (s0 , c0 ) for b0 = |Q| · kδk.
The following is a direct consequence of Lemmas 24 and 25.
I Theorem 26. The universality, initial-value universality, and bounded universality problems
for deterministic one-counter nets are in NL assuming unary encoding, and in NC assuming
binary encoding.
For the special case of DOCN over single letter alphabets, it is possible to derive even
better upper bounds, based on the particular shape of the underlying automaton.
Recall that a deterministic automaton over a singleton alphabet is in the shape of a lasso:
it consists of an acyclic path that ends in a cycle.
I Lemma 27. For any given deterministic one-counter net A = (Σ, Q, s0 , δ, F) with |Σ| = 1
and c0 , b ∈ N, one can verify in deterministic logspace (L) that (C1) the underlying DFA is
universal. Moreover, conditions (C2), (C3), (C4), and (C5) as defined in Lemma 24 can be
verified in L assuming unary encodings and in NC2 assuming binary encodings.
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Using Lemma 27 and the characterisation of the three universality problems by Lemma 25,
we get the desired complexity upper bounds.
I Theorem 28. The universality, initial-value universality, and bounded universality problems
of deterministic one-counter nets over a singleton alphabet are in L assuming unary encoding
and in NC2 assuming binary encoding.

6

Unambiguous Systems

In line with the usual definition of unambiguous finite automata, we call an OCN with a
given initial configuration unambiguous iff for every word in its language there exists exactly
one accepting run. Since the language of an OCN depends in a monotone fashion on the
initial counter value, there is also a related, but different, notion of unambiguity. We call
an OCN (which has a fixed initial state s0 ) structurally unambiguous if the unambiguity
condition holds for every initial counter c0 . Notice that every OCN that has an unambiguous
underlying automaton is necessarily structurally unambiguous. We will show (Lemma 32)
that these conditions are in fact equivalent.
In [11], the complexity of the universality problem for unambiguous vector addition
systems with states (VASSs) was studied. In particular, for unambiguous OCNs, it is shown
that checking universality is in NC2 and NL-hard, assuming unary encoded inputs, and in
PSPACE and coNP-hard, assuming binary encoding. The special case of unambiguous OCN
over a single letter alphabet is not considered there, nor are the initial-counter – and bounded
universality problems. We discuss these problems in the remainder of this section.
We assume w.l.o.g, that for any given OCN, all states in the underlying automaton are
reachable from the initial state, and that from every state it is possible to reach an accepting
state. States that do not satisfy these properties can be removed in NL. Moreover, all
algorithms we propose need to check universality for the underlying automaton, and hence
rely on the following computability result (see [26] for a proof for general alphabet, and the
full paper for singleton alphabet).
I Lemma 29. Universality of an unambiguous finite automaton over single letter alphabet
is in NL, and over general alphabet is in NC2 .
We will start by considering the universality problem for unambiguous OCNs over a single
letter alphabet. Here, unambiguity implies a strong restriction on accepting runs: if a run is
accepting then it contains at most one positive cycle (which may be iterated multiple times).
I Lemma 30. Let π = π1 π2 π3 be an accepting run where π2 is a positive simple cycle. Then
π3 = π2k π4 for some k ∈ N and acyclic path π4 .
Proof. Assume towards contradiction that there is an accepting run π = π1 π2 π3 π4 π5 , where
π2 is a positive simple cycle and π4 is a simple cycle. Based on this we show that the system
cannot be unambiguous. Let c = |Q| · kδk and denote by |π| the length of path π.
|π |+c·|π2 |
Since π2 has a positive effect, it follows that π 0 = π1 π2 4
π3 π4 π5 is an accepting
c·|π |
|π |
run. But there is a second run that reads the same word, namely π 00 = π1 π2 2 π3 π4 2 π5 .
c·|π |
The second run is indeed a run as the increment along π2 2 is bigger than any possible
|π2 |
|π |
|π |
negative effect of π4 . Moreover the lengths of both runs are the same as π2 4 = π4 2 . J
A consequence of Lemma 30 is that if along any accepting run the value of the counter
exceeds B0 = |Q| · kδk then it cannot drop to zero afterwards, as it would require at least
one negative cycle to do so. One can therefore encode all counter values up to B0 into the
finite-state control and solve universality for the resulting UFA. Lemma 29 thus yields the
following.
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I Theorem 31. The universality problem of unary encoded unambiguous one-counter nets
over a singleton alphabet is in NL.
We consider next the initial-value universality problem for unambiguous OCNs. Since
whether an OCN is unambiguous depends on the initial counter value, the initial-value
universality problem is only meaningful for structurally unambiguous systems, those which
are unambiguous regardless of the initial counter. We first observe a simple fact about these
definitions.
I Lemma 32. An OCN is structurally unambiguous if and only if its underlying automaton
is unambiguous.
I Lemma 33. Consider a structurally unambiguous OCN with initial state s0 . There exists
an initial counter c0 so that L(s0 , c0 ) = Σ∗ if, and only if, the underlying automaton is
universal and has no negative cycles.
The following is a direct consequence of Lemma 33 and the complexity bounds provided
by Lemmas 24 and 29, for the cycle condition (C4).
I Theorem 34. The initial-value universality problem of structurally unambiguous onecounter nets is in NC2 assuming binary encoding, and in NL assuming unary encoding and
single-letter alphabets.
Finally, we turn our attention to the bounded universality problem for unambiguous
OCNs. This turns out to be quite easy, due to the following observation.
I Lemma 35. If an unambiguous OCN is bounded universal then no accepting run contains
a positive cycle.
I Theorem 36. The bounded universality problem of unambiguous one-counter nets with
unary-encoded transition weights is in NC2 , and in NL if the alphabet has only one letter, and
for binary-encoded transition weights it is in PSPACE.
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1

Introduction

Context
Vector addition systems with states (shortly, VASS) [20, cf. Section 5.1], [24], vector addition
systems without states (shortly, VAS) [27], and Petri nets [37], are equally expressive with
well-known straightforward mutual translations. They form a long established model of
concurrency with extensive applications in modelling and analysis of hardware [7, 28], software
[19, 6, 25] and database [4, 5] systems, as well as chemical [1], biological [36, 2] and business
[43, 32] processes (where the references are illustrative).
Two central decision problems in the context of formal verification based on that model
are the following. Stated in terms of the first formalism, the input of both problems is a
VASS V, and two configurations p(v) and q(w).
Coverability asks whether V has a run starting at p(v) and finishing at some configuration
q(w0 ) such that w0 ≥ w. Thus the final configuration of the run needs to have control
that is in the given target state q and resources that are component-wise no smaller than
the given target vector w. In applications, q(w) is typically seen as a minimal unsafe
configuration, and the coverability problem is fundamental for verifying safety properties.
Reachability asks whether V has a run starting at p(v) and finishing at q(w). Thus the run
needs to reach the given target configuration exactly. It has turned out that verification of
liveness properties amounts to solving the reachability problem [22]. Moreover, a plethora
of problems from formal languages [10], logic [26, 13, 12, 8], concurrent systems [18, 16],
process calculi [35], linear algebra [23] and other areas (the references are again illustrative,
cf. Schmitz’s recent survey [40]) are inter-reducible with the reachability problem.
The coverability problem was found ExpSpace-complete already in the 1970s [33, 38], and the
reachability problem was proved decidable in the early 1980s [34]. However, the complexity
of the latter has become one of the most studied open questions in the theory of verification.
The best upper and lower bounds are both very recent, and are given by an Ackermannian
function [29] and a tower of exponentials [11], respectively.

Fixed Dimension VASS
The gaps in the state of the art on the complexity of the reachability problem are particularly
vivid when the dimension is fixed. For concreteness, we focus on VASS, bearing in mind
that corresponding statements in terms of VAS or Petri nets can be obtained by means of
standard translations (we refer to [40, Section 2.1] for details, noting that in some cases the
dimension is affected by a small additive constant). The only broadly settled cases are for
dimensions 1 and 2, as shown in the following table, where “unary” and “binary” specify
how the integers in the input to the reachability problem are encoded.

dimension 1
dimension 2

unary VASS
NL-complete [42]
NL-complete [14]

binary VASS
NP-complete [21]
PSpace-complete [3]

For dimensions d ≥ 3, the best known bounds are from [29] and [11], namely membership of
the fast-growing primitive recursive class Fd+4 and hardness for (d − 13)-ExpSpace when
d ≥ 14, respectively, which hold with both unary and binary encodings. In particular, for
3 ≤ d < 14, no better lower bounds have been known than NL for unary VASS and PSpace
for binary VASS, whereas the Fd+4 upper bound is far above elementary already for d = 3.
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Flat Control
The structural restriction of flatness, which is essentially that the control graph contains no
nested cycles, has long played a prominent role in a number of settings in verification, cf.
e.g. [9]. In fact, all the tight upper bounds for dimensions 1 and 2 recalled above can be seen
as due to the effective flattability of 2-dimensional VASS [30]. Regarding the complexity of
reachability for flat VASS, there has been a marked contrast in the state of the art depending
on the encoding.
Binary: Thanks to reducibility to existential Presburger arithmetic [17, 3], we have NP
membership, even when the dimension is not fixed. And already for dimension 1, we have
NP hardness.
Unary: With the exception of dimensions 1 and 2 for which we have the NL memberships,
no better upper bound than NP has been known in dimension 3 or higher. And for any
fixed dimension, no better lower bound than NL has been obtained.
Interestingly, from the results of Rosier and Yen [39], we have that the coverability problem
for fixed dimension flat VASS is in NP with the binary encoding and in NL with the unary
encoding, which not provably better than the reachability problem as just discussed.

Main Results
The NL memberships of reachability for unary VASS in dimension 2 and of coverability for
unary VASS in any fixed dimension were obtained by proving that polynomially bounded
witnessing runs always exist. It is therefore pertinent to ask:
Do polynomially bounded witnessing runs exist for reachability for unary flat VASS in
fixed dimensions greater than 2?
Our first main result, presented in Section 3, provides a negative answer immediately in
dimension 3. We believe this is very significant for the continuing quest to understand the
reachability problem, for which as we have seen there is currently a huge complexity gap
already in dimension 3. Namely, 3-dimensional VASS have so far been distinguished from
2-dimensional VASS only by means of the infamous example of Hopcroft and Pansiot [24,
proof of Lemma 2.8], which shows that, in contrast to the latter, the former do not have
semi-linear reachability sets and are hence not flattable. However, we now have a new
distinguishing feature which is present even under the restriction of flatness.
Even if polynomially bounded witnessing runs do not exist, it is conceivable that the
decision problem nevertheless has low complexity, so we next ask:
Is reachability for unary flat VASS in NL in fixed dimensions greater than 2?
We show that this is unlikely in Section 4, where our second main result establishes NP
hardness in dimension 7. This provides the first concrete indication that the reachability
problem is harder than the coverability problem for fixed dimension flat VASS.
Lastly, we turn to binary VASS in fixed dimensions d, where without the flat assumption,
the enormous complexity gap between PSpace hardness and Fd+4 membership remains for
3 ≤ d ≤ 13. Given that exponentially bounded witnessing runs exist for d = 2 [14] (which
yields PSpace membership) but not for d = 14 [11], we ask:
Do exponentially bounded witnessing runs exist for reachability for binary VASS in
fixed dimensions from 3 to 13?
A negative answer is provided in Section 5 by our third main result, which exhibits a family
of 4-dimensional VASSes whose shortest witnessing runs are doubly exponentially long.
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Technical Contributions
In all three of the main results, we make use of a key technical pattern first seen in [11], namely
checking divisibility of a counter x by a large integer as follows: ensure that a counter y is
initially equal to x, then multiply x weakly (which a priori may nondeterministically produce
an erroneous smaller result) by many integer fractions greater 1 whose product is c/d, and
finally verify that x = y · (c/d) by subtracting c from x and d from y repeatedly until they
are both 0. The divisibility by the large integer is ensured because the check succeeds if and
only if the weak multiplications are all exact. However, much additional development has
been involved:
1. For the exponentially long shortest runs in Section 3, we employ the factorial fractions
also seen in [11], but in reverse order, with the construction stripped to its essentials to
minimise the dimension, and with a detailed divisibility analysis of large integers.
2. The NP hardness in Section 4 builds on the development in the previous section, adding
careful machinery that facilitates exact computations on exponentially large integers.
3. To obtain the doubly exponentially long shortest runs in Section 5, we have developed
an intricate new family of sequences of fractions, where in contrast to the much simpler
factorial equations, the number of distinct fractions in a sequence is logarithmic in relation
to both the numerators and the denominators as well as to the length of the sequence.

2

Preliminaries

Vector Addition Systems with States
A vector addition system with states in dimension d (d-VASS, or simply VASS if the dimension
is irrelevant) is a pair V = (Q, T ) consisting of a finite set Q of states and a finite set of
transitions T ⊆ Q × Zd × Q. The size of a VASS is |Q| + |T | · s, where s is the maximum on
the representation size of a vector in T . A configuration of a d-VASS is a pair (p, v) ∈ Q × Nd ,
denoted p(v), consisting of a state p and a nonnegative integer vector v. A run of a d-VASS
is a sequence of configurations
p0 (v0 ), . . . , pk (vk ),

(1)

such that for every 1 ≤ i ≤ k there is a transition αi = (pi−1 , wi , pi ) ∈ T satisfying
vi−1 + wi = vi . The sequence of transitions α1 , . . . , αk we call the path of the run (1).
We are interested in the complexity of the reachability problem: given a d-VASS and two
configurations p(v), q(w) does there exist a run from p(v) to q(w). W.l.o.g. we can restrict
v = w = 0 to be the zero vectors, as the general case polynomially reduces to such restricted
case. Indeed, it suffices to add a new initial state whose only out-going transition adds v,
and likewise a new final state whose only in-going transition subtracts w. In the sequel we
usually assume that VASS is additionally equipped with a pair of configurations, a source
p(v) and a target q(w), thus V = (Q, T, p(v), q(w)). Thus we do not distinguish between a
VASS and a VASS reachability instance. Runs from p(v) to q(w) we call halting runs of V.
We study the reachability problem under two further restrictions. The first restriction
assumes that the dimension d is fixed. In this case it may matter, for the complexity of the
reachability problem, whether the numbers appearing in the vectors in T are encoded in
unary or binary. We will thus distinguish these two cases, and speak of unary, respectively
binary VASS. Note that in the unary case one can assume w.l.o.g. all vectors in T to be
either the zero vector, or the unit vector ei = (0, . . . , 0, 1, 0, . . . , 0) with single 1 on some i-th
coordinate, or inverse −ei thereof. The second restriction is flatness and concerns cycles
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in runs (see e.g. [30, 3]). The path α1 , . . . , αk of a run (1) is called simple if there is no
repetition of states along the path; it is called simple cycle if there is no repetition of states
along the path except for the first and the last states which are equal: p0 = pk . A VASS is
flat if every state admits at most one simple cycle on it (i.e., the VASS has no nested cycles).

Counter Programs
We are going to represent VASSes by counter programs. A counter program is a numbered
sequence of commands of the following types:
x += n
x −= n
goto L or L0

(increment counter x by n)
(decrement counter x by n)
(jump to either line L or line L0 )

except that the first and the last command of the program, respectively, are of the form
initialise to 0
halt if x1 , . . . , xl = 0

(initialise all counters to zero);
(terminate provided all listed counters are zero).

(We note that in the unary case, increments x += m and decrements x −= m can be
written as m consecutive unitary increments x += 1 and decrements x −= 1, respectively,
introducing only linear blow-up. In the binary case this would lead to an exponential
blow-up.) Indeed, a counter program P represents a VASS (in fact, a VASS reachability
instance) of dimension equal to the number of counters used in P, with a separate state for
every line in P. The increment and decrement commands in P are simulated by transition
vectors of the VASS. The source and target configurations of the VASS correspond to the
first and last line of P. The size of the VASS is linear with respect to the size of the program.
This convenient representation was adopted e.g. in [15, 11].
Accordingly with runs of a VASS, we speak of runs of a counter program (in particular,
values of counters along a run are nonnegative) with the proviso that the initial value of
all counters is 0. A run is halting if it has successfully executed its (necessarily last) halt
command; otherwise, the run is partial. The reachability problem for a VASS translates into
the question whether there exists a halting run in a counter program.
Note that a counter program does not need to test for zero all counters in the final halt
command; for the sake of presentation it is convenient to allow for halting runs with non-zero
final value of certain (irrelevant) counters. On the other hand, formally, our intention is
that a counter program represents a VASS reachability instance with the zero target vector.
This incompatibility can be circumvented by assuming that counter programs are implicitly
completed with additional loops allowing to decrease every untested counter just before
executing the halt command.
In case of fragments of counter programs which neither start with initialise nor end
with halt, we consider explicit initial and final values of counters. Note however that due to
nondeterministic goto command, final values are not uniquely determined by initial ones.
When writing counter program we use a syntactic sugar: we write goto L instead of
goto L or L, and whenever a program repeats the block of commands in line 2 some
nondeterministically chosen number of times (possibly zero, possibly infinite), as shown on
the left, we use a shorthand as shown on the right:
1: goto 4 or 2

1: loop

2: <iterated commands>

2:

3: goto 1

3: <remaining commands>

<iterated commands>

4: <remaining commands>
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In the sequel we will only occasionally use goto commands explicitly. Observe that a counter
program without explicit goto commands, but using unnested loop commands (which
implicitly use goto commands), always represents a flat VASS.
Algorithm I Weak multiplication by

c
,
d

for c > d.

1: loop
2:

x −= 1

y += 1

3: loop
4:

x += c

y −= d

We end this section with examples of counter programs that weakly compute a number b
in some counter x, i.e., all runs end with x ≤ b, and there is a run that ends with x = b. On
the way we also introduce macros to be used later to facilitate writing complex programs.
As a preparation, consider the program in Algorithm I which weakly multiplies the initial
value of x by dc .
Let x0 , y0 and x1 , y1 be initial and final values, respectively, of counters x, y. We claim that
the sum of final values is at most dc times larger than the sum of initial values. Moreover, it
is exactly dc times larger if, and only if, both loops are iterated maximally: the first loop
exits only when the counter x, decreased in its every iteration, reaches the minimal possible
value 0; and likewise the second loop exits only when the counter y reaches 0. Enforcing
maximal iteration of loops will be our fundamental technical objective in the sequel.
B Claim 1. Let x0 , y 0 be the values of counters x, y at the exit from the first loop. Then
x1 + y1 ≤ (x0 + y0 ) · dc . Moreover, x1 = (x0 + y0 ) · dc if, and only if, x0 = y1 = 0.
Proof. As x0 + y 0 = x0 + y0 and c > d we get:
x1 + y1 ≤ x0 +

c
c 0
· y ≤ · (x0 + y0 ).
d
d

(2)

We now concentrate on the second part of the claim. If x0 = y1 = 0 then d | (x0 + y0 ) and
thus x1 = (x0 + y0 ) · dc . For the opposite direction, if y1 6= 0 then x1 < x1 + y1 ≤ (x0 + y0 ) · dc .
If x0 6= 0 then by (2) we get
x1 ≤ x0 +

c 0
c
c
· y < · (x0 + y 0 ) = · (x0 + y0 ).
d
d
d

Algorithm II Program fragment Wb .
1: initialise to 0
2: for i := m downto 0 do
3:
4:
5:
6:
7:

loop
x −= 1 y += 1
loop
x += 2 y −= 1
if bi = 1 then x += 1

C
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(0, 0)

q0

Figure 1 A 2-VASS represented by the program W2 . The first coordinate corresponds to the
value of counter x and the second one to the value of counter y.

Algorithm III Unfolding of macros in W2 .
1: initialise to 0
2: loop
3:
4:
5:
6:
7:
8:
9:
10:

x −=
loop
x +=
x += 1
loop
x −=
loop
x +=

1

y += 1

2

y −= 1

1

y += 1

2

y −= 1

The counter program Wb shown in Algorithm II weakly computes a number b, assuming
that bm . . . b0 = Bin(b) is the binary representation of b (the oldest bit bm = 1). The halt
command is omitted as no zero-testing is relevant in this example. We use for and if then
preprocessing macros with the following semantics. The macro
for i := m downto 0 do

<program fragment>

is understood as (m + 1)-fold repetition of copies of <program fragment>:
<program fragment>
<program fragment>
...
<program fragment>

(i = m)
(i = m − 1)
(i = 0)

for i = m, m − 1, . . . , 0. It is important that i is not a counter but a meta-variable that
is treated as a constant in every program fragment. By convention we use different fonts
for counters and meta-variables: i is a counter while i is a meta-variable. Furthermore in
every copy, say for i = k, at every appearance of the macro if ϕ(i) then <optional program
fragment>, the formula ϕ(i) is evaluated and, if it evaluates positively then macro is replaced
by <optional program fragment>, otherwise it is removed. Specifically, consider for example
m = 1 and b = 2, i.e., b1 = 1 and b0 = 0. Unfolding of the macros appearing in W2 yields
the counter program shown in Algorithm III. Figure 1 shows the corresponding 2-VASS. We
remark that the programs in Algorithm I and Algorithm II represent flat VASS.
Clearly, we do not want for and if then to be full-fledged commands operating on
program counters, as this would make counter programs as powerful as Minsky machines,
hence undecidable. They are just pre-processing macros that operate on meta-variables i
only, and constitute syntactic sugar helpful in writing repetitive program fragments.
I Proposition 2. The program Wb weakly computes b.
Proof. By Claim 1, the program Wb weakly multiplies x by 2 in lines (3)–(6). Combining
this with addition of a bit in (7) gives weak computation of b.
J
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3

Exponential Shortest Runs

I Theorem 3. There is a family of unary flat 3-VASS (Vn )n∈N of size O(n2 ) such that every
halting run of Vn is of length exponential in n.

Algorithm IV Counter program Pn .
1: initialise to 0
2: x += 1

y += 1

3: loop
4:
5:
6:
7:
8:
9:
10:
11:
12:

x += 1 y += 1
for i := n down to 1 do
loop
x −= 1 z += 1
loop
x += i + 1 z −= i
loop
x −= n + 1 y −= 1
halt if y = 0.

In this section we prove the theorem. The VASS Vn are represented by the counter
programs Pn shown in Algorithm IV. The idea of multiplying by consecutive fractions
2 3
n+1
1 , 2 . . . n comes from [11] (cf. Algorithms I,II therein), however, we need to apply the
multiplications in the reverse order. The size of Pn is quadratic in n, as the for macro
unfolds n times, and the constants appearing in the increment/decrement commands, like
i + 1 in x += i + 1, are written in unary. Consider any run that reaches (but not yet executes)
line 12. For every i = n, . . . , 1 let xi and zi be the values of counters x and z, respectively,
at the exit from the loop in lines 8–9. Similarly, let x0i be the value of counter x at the exit
from the loop in lines 6–7. For uniformity we write xn+1 and zn+1 for the values of x and z,
respectively, just before entering the for macro, and call these values initial. Notice that
xn+1 is equal to the value of counter y at that point and zn+1 = 0. By Claim 1 we derive:
B Claim 4. For all i = 1, . . . , n, we have xi + zi ≤ (xi+1 + zi+1 ) ·

i+1
i .

We focus on runs that maximally iterate both inner loops, by which we mean:
the value of x is 0 at the exit of the loop in lines 6–7;
the value of z is 0 at the exit of the loop in lines 8–9;
B Claim 5. We have x1 ≤ xn+1 · (n + 1). The equality holds if, and only if, zi = x0i = 0 for
all i = 1, . . . , n.
Qn
Proof. By Claim 4 we get x1 + z1 ≤ (xn+1 + zn+1 ) · i=1 i+1
i = (xn+1 + zn+1 ) · (n + 1). Since
zn+1 = 0 this implies the inequality.
Now we step to the second part of the claim. If zi = x0i = 0 for all i = 1, . . . , n then by
Claim 1 we get xi = xi+1 · i+1
i for every i, which implies x1 = xn+1 · (n + 1).
Conversely, suppose for some i we have zi =
6 0 or x0i 6= 0. Then by Claim 1 we get
i+1
xi +zi < (xi+1 +zi+1 )· i . Combined with Claim 4 this yields x1 +z1 < (xn+1 +zn+1 )·(n+1),
which concludes the proof as zn+1 = 0.
C
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For a finite subset X ⊆ N of natural numbers, we write Lcm(X) for the least common
multiple of all numbers in X. We will use the number N (n) defined as
N (n)

:=

Lcm({2, . . . , n + 1})
.
n+1

The following two claims conclude the proof of Theorem 3.
B Claim 6. The function N grows exponentially with respect to n. The binary representation
Bin(N (n)) is computable in time polynomial with respect to n.
Proof. For the exponential upper bound we recall that N (n) ≤ n! For the exponential lower
bound we use the prime number theorem (proved independently by Jacques Hadamard and
Charles Jean de la Vallée Poussin in 1896): the number of primes π(n) between 2 and n is
at least π(n) ≥ c · n − 1 for some constants c > 0 and 0 <  < 1. Since Lcm({2 . . . n + 1})
must be divisible by all prime numbers between 2 and n + 1 and each prime number is at
least 2 we get Lcm({2, . . . , n + 1}) ≥ 2π(n+1) .
N (n) is computed by exhaustive enumeration of all non-divisors of n + 1, computing their
prime decompositions, and combining them into prime decomposition of N (n).
C
B Claim 7. For every initial value xn+1 of counter x there is at most one halting run. Such
a run exists if, and only if, xn+1 is a positive multiple of N (n).
Proof. Recall that the last loop in Pn in line 11 decreases simultaneously y by 1 and x by
n + 1. Therefore, the run halts only if x ≥ y · (n + 1). By Claim 5 we have x ≤ y · (n + 1).
Thus every halting run satisfies the equality x = y · (n + 1). By Claim 5 we know that is
possible only if zi = xi0 = 0 for all i = 1, . . . , n, which uniquely determines the run for a given
xn+1 . It remains to prove that a halting run exists if, and only if, xn+1 is a positive multiple
of N (n). Notice that by Claim 4 and Claim 5 in a halting run
xi = xi+1 ·

n
Y
j+1
n+1
i+1
= . . . = xn+1 ·
= xn+1 ·
.
i
j
i
j=i

Therefore xn+1 · (n + 1) must be always divisible by all numbers in {1 . . . n}. Since n + 1
divides xn+1 · (n + 1) as well, we deduce that Lcm({2, . . . , n + 1}) divides xn+1 · (n + 1) which
is equivalent to N (n) divides xn+1 . Conversely, if xn+1 is a multiple of N (n) then there is a
run where all loops are iterated maximally, satisfying xi = xi+1 · i+1
C
i and thus halting.

4

NP-hardness

This section is devoted to proving NP-lower bound for flat VASS in fixed dimension.
I Theorem 8. The reachability problem for unary flat 7-VASS is NP-hard.
As mentioned in the introduction NP-membership is already known (even in binary VASS of
unrestricted dimension). Thus as a corollary we get the following result.
I Corollary 9. The reachability problem for flat d-VASS is NP-complete for fixed d ≥ 7.
To prove Theorem 8 we reduce from the Subset Sum problem: given a set of positive
integers S = {s1 , . . . , sk } ⊆ N − {0} and an integer s0 > 0, determine if some subset R ⊆ S
P
satisfies s∈R s = s0 . Note that all the numbers s0 , s1 , . . . , sk are encoded in binary.
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Fix an instance s0 , s1 , . . . , sk of the Subset Sum problem and let n be the smallest
natural number such that N (n) ≥ s0 , s1 , . . . , sk . By Claim 6 the number n as well as the
binary representation Bin(N (n)) = bm . . . b0 is computable in time polynomial with respect
to the sizes of binary representations of s0 , s1 , . . . , sk . Recall that bm = 1. We are going
to define a unary counter program P of polynomial size using 7 counters, as a function of
s0 , s1 , . . . , sk and n, which halts if, and only if, the instance s0 , s1 , . . . , sk is positive.
The main obstacle is that the numbers in the Subset Sum problem are represented in
binary, while the numbers in a counter program are to be represented in unary. Thus we
have to exactly compute with exponential numbers, using a fixed number of 7 counters.

Construction of P
We face the challenge by combining the weak computation given by Proposition 2 (that
allows us to compute at most a required value b) with the insight of the proof of Theorem 3
(that enforces that the computed value is simultaneously at least b).
Algorithm V Counter program I.
1: initialise to 0
2: x += 1
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

y += 1 e +=
for i := m − 1 to 0
loop
x −= 1 x0 += 1
y −= 1 e −= 1
loop
x += 2 x0 −= 1
y += 2 e += 2

1 f += k + 1
do

f −= k + 1

f += 2(k + 1)

if bi = 1 then
x += 1 y += 1 e += 1 f += k + 1
for i := n down to 1 do
loop
x −= 1 z += 1
loop
x += i + 1 z −= i
loop
x −= n + 1 y −= 1
halt if y = 0
// removed in I 0

Program I in Algorithm V implements this idea. The first half of the program, namely
lines 1–11, weakly computes in counter e the value N (n), and in counter f the value
N (n) · (k + 1), very much like the counter program Wb . Note a slight difference compared
to Algorithm II: the oldest bit bm = 1 is treated in a different way than other bits bi for
0 ≤ i < m, by initializing counters e and f to 1 and k + 1, respectively, which excludes a
trivial halting run that would never iterate any loop and end with the value of y equal 0.
Then the second part of I checks, very much like the counter program Pn , if the values
are computed exactly. (Notice that lines (12)–(19) are exactly the same as lines 5–12 of
Algorithm IV.) Using Claim 7 we get:
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B Claim 10. Counter program I has exactly one halting run that computes N (n) and
N (n) · (k + 1) in counters e and f, respectively, and 0 in the remaining counters x, x0 , y and z.
The program P (shown in Algorithm VI) consists of the program I 0 obtained from I by
removing the last halt command. The remaining part of P exploits the values of counters e
and f computed by I 0 to turn weak computations of exponential numbers into exact ones. It
never modifies the counter y again, hence y is listed in the final halt command of P, and uses
a distinguished counter u, initially set to 0, a program fragment R+
s0 ,true , and a number of
−
program fragments Rs,p for s ∈ {s1 , s2 . . . sk } and p ∈ {true, false}. We call these program
fragments components. In every halting run of P, the component R−
s,true decrements u by
s while the other component R−
has
no
effect
on
counter
u.
Likewise,
the component
s,false
+
Rs0 ,true increments u by s0 . Finally, u is zero-tested by the final halt command.
Algorithm VI Program P.

I0
R+
s0 ,true
goto f1 or t1
−
f1 : Rs1 ,false
goto f2
−
t1 : Rs1 ,true
goto f2
−
f2 : Rs2 ,false
goto f3
−
t2 : Rs2 ,true
goto f3
...
−
fk : Rsk ,false
goto h
−
tk : Rsk ,true
h: halt if y, u, f = 0

or t2
or t2
or t3
or t3

For 1 ≤ i ≤ k, we use fi , respectively ti , to denote the the first line of the program fragment
R∗si ,false , respectively R∗si ,true . Every component R∗si ,p , for 0 ≤ i < k and ∗ ∈ {+, −}, is
−
followed by goto fi+1 or ti+1 . Thus for every i = {1 . . . k} either R−
si ,false or Rsi ,true is
executed, as shown by the following control flow diagram of P:
R−
s1 ,false
I0

R+
s0 ,true

R−
s2 ,false

R−
sk ,false

...
R−
s1 ,true

R−
s2 ,true

R−
sk ,true

Observe that every halting run of P determines a subset R ⊆ {1, . . . , k} such that for i ∈ R
−
the component R−
si ,true is executed, while for i 6∈ R the component Rsi ,false is executed.

The Components
The component R∗a,p is shown in Algorithm VII. By Binm (a) = am . . . a0 we mean the
(m + 1)-bit binary representation of the number a < 2m+1 , padded with leading 0 bits if
needed. The aim of every R∗a,true is to increment (when ∗ = +) or decrement (when ∗ = −)
a from the counter u, using the counters e and f to enforce exactness. After the auxiliary
counter v is initialised to 1, in every iteration of the for loop (in lines 2-9) counter v is weakly
multiplied by 2, so after i iterations its value is at most 2i .
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Algorithm VII Component R∗a,p .
1: v += 1

:= 0 to m − 1 do
loop
v −= 1 v0 += 1
if bj = 1 then
e −= 1 e0 += 1 f −= 1
if p ∧ (aj = 1) then u ∗= 1

2: for j
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

loop
v += 2 v0 −= 1
loop
v −= 1
e −= 1 e0 += 1 f −= 1
if p ∧ (am = 1) then u ∗= 1

14: loop
15:

e += 1

e0 −= 1

In lines 6 and 12 counter f is decremented, in both cases together with counter e, hence
the total decrement of f is at most the initial value of counter e. Now recall that in a halting
run of P the values of e and f output by I 0 are N (n) and N (n) · (k + 1), respectively. As
every halting run of P passes through exactly k + 1 components and f is zero-tested by the
final halt command of P, every of the components forcedly decrements f by exactly N (n).
Also forcedly, after i iterations of the for loop in lines 2-9 the value of counter v is exactly 2i .
This in consequence implies that the counter u is incremented (respectively, decremented) in
lines 7 and 13 by exactly a times, hence by a in total. Lines 14-15 are to revert the roles of
counters e and e0 .
Note that the oldest bit am , irrespectively of its value 0 or 1, is treated differently (in lines
10-13) from the other bits am−1 . . . a0 of Binm (a) (treated in the body of the for loop in
lines 2–9). This is because the auxiliary counter v needs to be multiplied by 2 exactly m
times, which happens in the course of m iterations of the for loop, while the number of bits
in Bin(a) is m + 1, thus larger by 1. Consequently, in lines 10-13 the value of v is not flashed
to v0 nor restored back from v0 , and hence v is forcedly 0 at the end of R∗a,true and can be
reused by the following commands. Note that the if macro is used in line 13 as, due to the
choice of m, the oldest bit bm of Bin(N (n)) is 1.
The above analysis applies equally well to every component R∗a,false , as its computation
is exactly the same as that of R∗a,true , except that the value of u is not changed.

Dimension 7
To estimate the dimension of the VASS represented by P, notice that I 0 uses counters
x, x0 , y, z, e, f and components R∗si ,p use additionally v, v0 , e0 , u. However, by Claim 10 the final
values of x, x0 , z computed by I 0 are 0 in every halting run of P, hence the three counters
can be reused in components, which reduces the number of counters to 7.

5

Doubly Exponential Shortest Runs

I Theorem 11. There is a family of binary 4-VASS (Vn )n∈N of size O(n3 ) such that every
halting run of Vn is of length doubly exponential in n.
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In this section we prove the theorem. Define the description size of an irreducible fraction
p
q as max{p, q}. We start with a key technical lemma stating existence of arbitrarily long
increasing sequences of rationals greater than 1, of description size exponential with respect
to k, with the property that the result of multiplying consecutive exponential powers of these
rationals has only exponential (and not doubly exponential) description size.
I Lemma 12. For each k ≥ 1 there are k rational numbers
1 < f1 < . . . < fk = 1 +

1
,
4k

(3)

of description size bounded by 4k
k

2

f = (fk )2 · . . . · (f2 )2 · (f1 )2
is bounded by 42(k

2

+k)

2

+k

, such that the description size of f defined by

1

(4)

.

Proof. For 1 ≤ i ≤ k put ri :=
equalities:

4k +2k−i
,
4k

and observe the following (straightforward)

 1 2i−1
 1  21  1  22
i
·
· ... ·
· ri2 = ri2 .
ri
ri
ri
Multiplying all these equalities yields the equality:
1

2

f12 · f22 · . . . · fk2

k

= f,

where

fi =

ri
ri+1 · . . . · rk

2

f = (r1 · . . . · rk ) .

(5)

As numerators and denominators of all ri are bounded by 4k+1 , numerators and denominators
2
2
of all fi are bounded by 4k +k , and numerator and denominator of f are bounded by 42(k +k) ,
as required.
It remains to argue that the (in)equalities (3) hold. We notice the following relation
between ri and ri−1 , for 1 < i ≤ k:
ri2 =



1+

2k−i 2
2k+1−i
= ri−1 ,
> 1+
k
4
4k

(6)

which implies
fi
fi−1

=

ri · (ri · . . . · rk )
ri2
=
> 1
ri−1 · (ri+1 · . . . · rk )
ri−1

and hence f1 < f2 < . . . < fk . For i = k we have fk = rk = 1 +
f1 > 1, which is equivalent to

1
.
4k

It thus remains to show

r1 > r2 · . . . · rk .

(7)
i

By (6) we deduce rk2 > rk−i , by induction on i, which implies the following inequality:
rk2

k−1

−1

= rk1+2+4+...+2

k−2

> r2 · . . . · rk .

For (7) it suffices to show, relying on the above inequality, that r1 > rk2
for convenience. We thus need to prove:

1 N
r1 > 1 + k
.
4

k−1

−1

. Put N := 2k−1 −1

(8)
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By inspecting the expansion of the right-hand side
N  

X
1 N
N
1
1+ k
=
· ik
4
4
i
i=0
we observe that the right-hand side is bounded by the sum of first N elements of a geometric
progression, which, in turn, is bounded by the sum of the whole infinite one:

1 N
N
N2
NN
1
1+ k
≤ 1 + k + 2k + . . . + N k <
.
4
4
4
4
1 − 4Nk
Thus for showing (8) it is sufficient to prove the inequality r1 >

1
1− Nk

, which is equivalent to

4


2k−1 − 1 
2k−1 
1−
1
+
> 1.
4k
4k
The latter inequality is easily verified to hold true as
2k−i − 1 2k−i
1
>
· k .
4k
4k
4
The inequality (8) is proved, and hence so is Lemma 12.

J

A distinguished counter x in the 4-VASS Vk will play a special role: in every halting
run, x will be exactly multiplied by consecutive powers as in (4). As the denominator of the
irreducible form of fk is at least 2, the counter x, just before the very first multiplication
k
by (fk )2 , must be divisible by the denominator of fk to the power 2k , which is doubly
exponential in k. In consequence, every halting run has to be doubly exponentially long.
Algorithm VIII Program fragment HP(c, d); counters x, y and z correspond to dimension 1, 2
and 3, respectively, of the VASS.
1: loop
2:
3:
4:
5:
6:

loop
x −= 1
loop
x += c
z −= 1

y += 1
y −= d

As before, the main difficulty is to turn weak multiplications into exact ones. To this aim
we will rely on Lemma 12 and on a well-known weakly exponentiating 3-VASS gadget of
Hopcroft and Pansiot [24]:
(0, 0, 0)
(−1, 1, 0)

p

(0, 0, −1)

q

(c, −d, 0)

The gadget is represented by the program fragment HP(c, d) shown in Algorithm VIII.
I Proposition 13. Consider program fragment HP(c, d) for an irreducible fraction dc > 1,
and initial values x0 , y0 , z0 of counters x, y and z. In every run, the respective final values
x1 , y1 , z1 satisfy
 c z0 −z1
x1 + y1 ≤ (x0 + y0 ) ·
.
d
 z 0
Moreover, there is a run satisfying x1 = (x0 + y0 ) · dc
if, and only if, x0 + y0 is divisible
z0
by d . In this case y1 = z1 = 0.
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Proof. The two inner loops (lines 2–5) coincide with the counter program fragment shown
in Algorithm I. As the outer loop is executed z1 − z0 times, the first part follows by Claim 1.
For the second part, assume x0 + y0 is divisible by dz0 , and consider the unique run where
all the loops are iterated maximally, by which we mean:
the outer loop (lines 1–6) is executed exactly z0 times;
whenever execution of the first inner loop (lines 2–3) ends, the value of x is 0;
whenever execution of the second inner loop (lines 4–5) ends, the value of y is 0;
Thus every execution of the two inner loops necessarily multiplies the sum x + y by dc , and
consequently, after i iterations of the outer loop the values of respective counters x0 , y 0 , z 0
satisfy
x0 = (x0 + y0 ) ·

 c z0 −i
d

y0 = 0

z 0 = z0 − i.

(9)

 z0
and y1 = z1 = 0, as required.
Repeating the multiplication z0 times yields x1 = dc
 z0
Conversely, suppose x1 = (x0 + y0 ) · dc
. As c and d are co-primes, the sum of initial
z0
values x0 + y0 is thus forcedly divisible by d . By the first part we know that the outer loop
has been iterated maximally, hence z1 = 0. Then y1 = 0 follows by the first part.
J

Construction of Vk
Fix k ≥ 1. Let fi = abii , for i ≤ i ≤ k, be the fractions from Lemma 12, and let f =
result of their multiplication as in (4). We thus have:
 a  2k
 a  2  a  22
1
k
2
· ... ·
·
b1
b2
bk

=

a
.
b

a
b

be the

(10)

Algorithm IX (on the left below) shows the counter program representing the 4-VASS Vk (on
the right below), using four counters t, x, y and z. The constants appearing in increment and
decrement commands are exponential in k, represented in binary in size O(k 2 ). The length
of Vk is O(k) and hence its size is O(k 3 ).
Algorithm IX Program representing 4-VASS Vk shown on the right. Counters t, x, y and z
correspond to consecutive dimensions.
1: initialise to 0
2: t += 1

x += 1

3: loop
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

t += 1 x += 1
for i := k down to 1 do
z += 2i
loop
loop
x −= 1 y += 1
loop
x += ai y −= bi
z −= 1
loop
t −= b x −= a
halt if t = 0
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(1, 1, 0, 0)

·

(1, 1, 0, 0)

·

(0, 0, 0, 2k )

pk

(0, −1, 1, 0)

qk

(0, ak , −bk , 0)

(0, 0, 0, −1)
(0, 0, 0, 2k−1 )

pk−1

(0, −1, 1, 0)

···

qk−1

(0, ak−1 , −bk−1 , 0)

(0, 0, 0, −1)

(0, 0, 0, 21 )

p1

(0, −1, 1, 0)

q1

(0, a1 , −b1 , 0)

(0, 0, 0, −1)

·
(−a, −b, 0, 0)

B Claim 14. For every k ≥ 0, the 4-VASS Vk has a halting run.
Q
2i
Proof. Put N :=
i=1...k (bi ) . By performing the first loop (lines 3–4) exactly N − 1 times,
the run reaches the following valuation of counters x, y, z:
xk = N

yk = zk = 0.

(11)

Notice that the outer loop (lines 7–12) coincides with the program fragment HP(ai , bi ).
We use the second part of Proposition 13 for consecutive iterations of the for macro. The
proposition allows us to derive a run where the values xj , yj , zj of counters x, y, z, after
k − j iterations of the for macro (for j ∈ {0, . . . , k}), satisfy:
xj = N ·

 a  2j
j

bj

· ... ·

 a  2k
k

bk

yj = zj = 0.

(12)

Indeed, by induction with respect to k − j (using (11) as induction base for j = k), we argue
j−1
as follows: if (12) holds then xj is divisible by (bj−1 )2 , and hence by Proposition 13 there
is a continuation of the run that yields
xj−1 = xj ·

a

j−1

bj−1

2j−1

yj−1 = zj−1 = 0.

In consequence, for j = 0 we obtain, using (10):
x0 = N ·

a
b

y0 = z0 = 0.

As the counter t is not modified inside the for loop (lines 5–12), its value is still equal to N
after for loop is finished. Thus, by executing N iterations of the last loop (in lines 13–14)
we reach the value 0 of all the four counters t, x, y, z and hence halt in line 15. Summing up,
every Vk admits a halting run.
C
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Proof of Theorem 11. We argue that every halting run of Vk has length at least doubly
exponential in k. Consider an arbitrary halting run, i.e., a run reaching the final value t = 0
in line (15). As before, let xj , yj and zj , for j = 0, . . . , k, stand for the values of counters x,
y and z, respectively, after k − j iterations of the for macro. Let xk = N ≥ 1 be the value of
the counters t and x after exiting from the first loop (lines 3–4); cf. (11). The counter t is
not modified inside the for loop (lines 5–12). Thus the last loop (in lines 13–14) has to be
performed exactly Nb times, which implies
a
x0 ≥ N · .
b

(13)

Let nk , nk−1 , . . . , n1 stand for the number of iterations of the outer loop (lines 7–12) in
consecutive iterations of the for macro. By the very structure of Vk we know that, for every
1 ≤ i ≤ k,
k
X
j=i

nj ≤

k
X

2j .

(14)

j=i

We aim to show that the inequality (13) implies nj = 2j for every j ∈ {1, . . . , k}. As the
outer loop (lines 7–12) coincides with the program fragment HP(ai , bi ), we may apply the
first part of Proposition 13 to derive, similarly as above:
 a  nj
 a  nk
j
k
xj ≤ N ·
· ... ·
.
(15)
bj
bk
Claim 15 will imply that, roughly speaking, the biggest value of xj is obtained, if in every
unfolding of the for macro we perform the maximal possible number of iterations of the
outer loop, and hence finish with the counter value z = 0.
  n1   n2
  nk
B Claim 15. Assuming (14), ab11
· ab22
· . . . · abkk
≤ ab . The equality holds if,
and only if, nj = 2j for all j ∈ {1, . . . , k}.
  n1
Proof. For vectors (n1 , . . . , nk ) satisfying (14), we define the function f (n1 , . . . , nk ) = ab11
·
 nk
ak
a
1
k
. . . · bk
. Thus (10) says that f (2 , . . . , 2 ) = b . Observe that any other vector (n1 , . . . , nk )
satisfying (14) is obtained from (21 , . . . , 2k ) by applying a number of times one of the following
two operations:
1. decrement some ni by 1
2. decrement some ni by 1 and increment ni−1 by 1.
As any of this operations strictly decreases the value of f , Claim 15 follows.
C
By the first part of Claim 15, together with inequalities (14) and (15) we deduce x0 ≤ N · ab
which, combined with (13) yields the equality:
a
x0 = N · .
b
The latter equality, together with the second part of Claim 15, implies nj = 2j for all
j = 1 . . . k. As a consequence, the initial value N of x is, due to the second part of
k
Proposition 13, divisible by M = (bk )2 . As 1 < abkk < 2, we have bk ≥ 2, and hence M is
doubly exponential with respect to k. It follows that the length of the run is also doubly
exponential, as the first inner loop, in the first iteration of the for macro (i = k), is necessarily
executed N − 1 ≥ M − 1 times. This concludes the proof of Theorem 11.
J
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6

Conclusion

Our three main results have provided non-trivial counter-examples that advance the state
of the art in the challenging area of the complexity of the reachability problem for VASS
(equivalently, VAS and Petri nets). We have focussed on fixed dimension, and in particular,
answered a central question that had remained open since [3] and [14], namely whether
reachability for flat VASS given in unary is decidable in nondeterministic logarithmic space
for any fixed dimension, by establishing NP hardness in dimension 7. Two specific matters
that remain unresolved by this work are: whether NP hardness of reachability for unary flat
VASS is obtainable in any dimension less than 7 (and more than 2), and whether binary
VASS in dimension 3 can have doubly exponential shortest reachability witnesses.
We also remark that, although it has never been made precise, there seems to be an
intriguing deep connection between the still open gap from NL hardness to NP membership
of reachability for unary flat 3-VASS and the still open gap from PSpace hardness to
ExpSpace membership of coverability for 1-GVAS (1-VASS with pushdown) [31, 41]. Finally,
we expect that the novel family of sequences of fractions developed in Section 5 will have
applications beyond the result obtained here.
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Missing proofs

Proof of Theorem 8. The size of P is polynomial in n, k and m and it can be computed in
time polynomial with respect to the size of the input: s0 , S = {s1 , . . . , sk }. P represents a flat
VASS since its explicit goto commands form a directed acyclic graph, and loop macros are
not nested. We prove that P has a halting run if, and only if, the instance {s0 }, {s1 , . . . , sk }
of the subset problem is positive.
P
(⇐=) Fix a subset R ⊆ S with s∈R s = s0 . We define a halting run ρ that starts
(cf. Claim 10) by executing I 0 to compute N (n) and N (n) · (k + 1) in counters e and f,
respectively, and 0 in the remaining counters x, y and z. Then R+
s0 ,true is executed, and
−
finally for every 1 ≤ i ≤ k, if i ∈ R then ρ jumps to R−
si ,true , otherwise ρ jumps to Rsi ,false .
∗
Inside every component Rsi ,p the run ρ iterates all loops maximally, by which we mean:
the value of v is 0 at the exit of the loops in lines 3–7 and in lines 10–13;
the value of v0 is 0 at the exit of the loop in lines 8–9;
the value of e0 is 0 at the exit of the loop in lines 14–15.
It remains to observe that by iterating all loops maximally, in every component R∗si ,p , for
0 ≤ i ≤ k, the counter f will be decremented by exactly N (n), and thus the value of f at the
end of ρ is zero. Moreover, R+
/ R the value
s0 ,true sets the counter u to s0 , and for every si ∈

W. Czerwiński, S. Lasota, R. Lazić, J. Leroux, and F. Mazowiecki

48:21

of counter u is preserved by R−
si ,false , and for every si ∈ R the counter u is decremented by
si in R−
.
Thus
the
value
of
the counter u is 0 at the end of ρ, as well as the values of y
si ,true
and f, as required by the final halt.
(=⇒) Consider a halting run ρ of P, and recall that after I 0 the counter y is not modified
any more, and zero-tested by the final halt command of P. By Claim 10 the values of e and
f after I 0 are N (n) and N (n) · (k + 1), respectively.
The sum of counters e and e0 is invariantly equal N (n) as decrement of one is always
accompanied by increment of the other. Thus in every component R∗a,p visited by ρ, the
counter f is decreased by at most the initial value of e, hence by at most N (n). Finally, by
construction of P the run ρ passes through exactly k + 1 components R∗a,p . Therefore, as f
is zero-tested by the final halt command, we deduce.
B Claim 16. The run ρ decreases f by exactly N (n) in every visited component R∗a,p .
In consequence, the initial values of component R∗si ,p , for 0 ≤ i ≤ k, satisfy:
e = N (n)

f = N (n) · (k + 1 − i)

v = v0 = e0 = 0.

Using Claim 16 we deduce.
B Claim 17. The run ρ iterates all loops maximally in every visited component R∗a,p , except
possibly the last loop in line (15) in the last two components R∗sk ,p .
Possible non-maximal iteration of the last loop in R∗sk ,true and R∗sk ,false has no impact on
the further analysis of the run ρ. As a direct corollary we deduce:
B Claim 18. The run ρ executes the command u ∗= 1 exactly a times in every visited
component R∗a,true .
Therefore, the value of u is incremented by s0 in component R+
s0 ,true . Let R ⊆ {s1 , . . . , sk }
−
be the set of all si such that ρ passes through Rsi ,true . Again by Claim 18, for every si ∈ R
the value of u is decreased by si in component R−
/ R the value of u
si ,true , and for every si ∈
is preserved in component R−
.
Since
u
is
zero-tested
by
the
final
halt
command, the
si ,false
instance of the Subset Sum problem is necessarily positive.
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1

Introduction

Context. Asynchronous distributed processes communicating using First In First Out
(FIFO) channels are being widely used for distributed and concurrent programming, and
more recently, for web service choreographies. Since systems of processes communicating
through (at least two) one-directional FIFO channels, or equivalently, machines having a
unique control-structure with a single FIFO channel (acting as a buffer) simulate Turing
machines, most properties, such as unboundedness of a channel, are undecidable for such
systems [31, 6, 30].
Reachability in FIFO machines. If one restricts to runs with B-bounded channels (the
number of messages in every channel does not exceed B), then reachability becomes decidable
for existentially-bounded and universally-bounded FIFO systems [20]. When limiting the
number of phases, the bounded-context reachability problem is in 2-EXPTIME, even for
recursive FIFO systems [27, 24]. For non-confluent topology, reachability is in EXPTIME
for recursive FIFO systems with 1-bounded channels [24]. The notion of k-synchronous
computations was introduced in [5]. Reachability under this restriction and checking ksynchronizability are both PSPACE-complete [22]. Reachability is in PTIME in half-duplex
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systems [7] with two processes (moreover, the reachability set is recognizable and effectively
computable), but the natural extension to three processes leads to undecidability. Lossy FIFO
systems (where the channels can lose messages) [1, 16] have been shown to be well-structured
and have a decidable (but non-elementary) reachability problem [9]. In [28, 2], uniform
criteria for decidability of reachability and model-checking questions are established for
communicating recursive systems whose restricted architecture or communication mechanism
gives rise to behaviours of bounded tree-width.
Input-bounded FIFO machines. Many papers, starting in the 80s until today, have studied
FIFO machines in which the input-language of a channel (i.e. the set of words that record
the messages entering a channel) is included in the set Pref (w1∗ w2∗ . . . wn∗ ) of prefixes of a
bounded language w1∗ w2∗ . . . wn∗ . We call this class of FIFO machines input-bounded.
If the set of letters that may enter a channel c is reduced to a unique letter ac , then the
input-language of c is included in a∗c and this subclass trivially reduces to VASS and Petri
nets [32]. Also note that, in general, the behaviour of those FIFO machines does not have
bounded tree-width. Monogeneous FIFO nets [15, 30, 19] (input-languages of channels c are
included in LF (uc vc∗ ) where uc , vc are two words associated with c) and linear FIFO nets
[17] (input-languages are included in Pref (a∗1 a∗2 . . . a∗n ) where each ai is a letter and ai 6= aj
iff i 6= j) both generalize Petri nets with still a decidable reachability problem. A variant of
the reachability problem, the deadlock problem, is shown decidable for input-letter-bounded
FIFO systems in [23] by reducing to reachability for VASS, but the extension to general
input-bounded machines was left open.
Flat machines are another subclass of input-bounded machines in which the language
of their control-graph, considered as a finite automaton, is a bounded language. For flat
FIFO machines, control-state reachability is NP-complete [14]; this result has recently been
extended to reachability, channel unboundedness, and other classical properties [18].
To the best of our knowledge, the decidability status of control-state reachability, reachability, deadlock, and termination was not known for input-bounded FIFO machines, which
strictly include all the classes discussed above such as flat, input-letter-bounded, monogeneous,
and linear FIFO machines (the last three types contain VASS and they are all incomparable).
The unboundedness problem of input-bounded FIFO machines was shown decidable in [26]
by using the well-structured concepts but with no extension to decidability of reachability.
Our contributions:
We solve a problem that was left open in [23], the decidability of the reachability problem
for input-bounded FIFO machines. We present a simulation of input-bounded FIFO
machines by counter machines with restricted zero tests. The main idea is to associate a
counter with each word in the bounded language, and to ensure that the counters are
incremented and decremented in a way that corresponds to the FIFO order. Since we can
have repeated letters, and ambiguities in the FIFO machine, we first need to construct
a normal form of the FIFO machine. Furthermore, we ensure that for every run in the
FIFO machine, we can construct an equivalent run in the counter machine and vice-versa.
As we actually solve the general rational-reachability problem, we can deduce the decidability of other verification properties like control-state reachability, deadlock, unboundedness,
and termination.
We unify various definitions from the literature, survey the (not well-known) results, and
generalize them.
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Following the bounded verification paradigm, applied to FIFO machines (for instance
in [14, 18]), we open the way to a methodology that would apply existing results on
input-bounded FIFO machines to general FIFO machines.
Plan. In Section 2, we present counter and FIFO machines, with the connection-deconnection
protocol as an example. Section 3 contains the main result, which states the decidability of
rational-reachability for FIFO machines restricted to input-bounded languages. Section 4
considers variants of the reachability problem such as unboundedness and termination.
Finally, in Section 5, we mention further results, state some open problems, and discuss
a possible theory of boundable FIFO machines. Missing proofs can be found in the long
version of the paper, available at: https://hal.archives-ouvertes.fr/hal-02900813

2

Preliminaries

Words and Languages. Let A be a finite alphabet. As usual, A∗ is the set of finite words
over A, and A+ the set of non-empty finite words. We let |w| denote the length of w ∈ A∗ .
For the empty word ε, we have |ε| = 0. Given a ∈ A, let |w|a denote the number of
occurrences of a in w. With this, we let Alph(w) = {a ∈ A | |w|a ≥ 1}. The concatenation
of two words u, v ∈ A∗ is denoted by u · v or u.v or simply uv. The sets of prefixes, suffixes,
and infixes of w ∈ A∗ are denoted by Pref (w), Suf (w), and Infix(w), resp. Note that
{ε, w} ⊆ Pref (w) ∩ Suf (w) ∩ Infix(w). For a set X, any mapping f : A∗ → 2X can be
S
∗
extended to f : 2A → 2X letting, for L ⊆ A∗ , f (L) = w∈L f (w). In particular, Alph, Pref ,
Suf , and Infix are extended in that way.
I Definition 1 ([21]). Let w1 , . . . , wn ∈ A+ be non-empty words where n ≥ 1. A bounded
language over (w1 , . . . , wn ) is a language L ⊆ w1∗ . . . wn∗ .
We always assume that a bounded language L is given together with its tuple (w1 , . . . , wn )
and that Alph(L) = Alph(w1 . . . wn ). We say that L is distinct-letter if |w1 . . . wn |a ≤ 1 for
all a ∈ A. If |w1 | = . . . = |wn | = 1, i.e. w1 , . . . , wn ∈ A, then L is a letter-bounded language.
Let us remark that the set of bounded languages is closed under Pref and Suf .
Semi-Linear Sets. A linear set X (of dimension d ≥ 1) is defined as a subset of Nd for
which there exist a basis b ∈ Nd and a finite set of periods {p1 , . . . , pm } ⊆ Nd such that
Pm
X = {b + i=1 λi pi | λ1 , . . . , λm ∈ N}. A semi-linear set is defined as a finite union of
linear sets.
Transition Systems. A labeled transition system is a quadruple T = (S, A, →, init) where
S is the (potentially infinite) set of configurations 1 , A is a finite alphabet, init ∈ S is the
initial configuration, and → ⊆ S × A × S is the transition relation.
a
w
For s, s0 ∈ S, let s → s0 if s −
→ s0 for some a ∈ A. For w ∈ A∗ , we write s −
→ s0 if there
ε
aw
0
0
0
0
is a w-labeled path from s to s . Formally, s −
→ s if s = s , and s −−→ s if there is t ∈ S
a
w
w
0
such that s −
→ t and t −
→ s . We let Traces(T ) = {w ∈ A∗ | init −
→ s for some s ∈ S}.
w
Given w ∈ A∗ , we let Reach T (w) = {s ∈ S | init −
→ s}. Moreover, for L ⊆ A∗ ,
S
Reach T (L) = w∈L Reach T (w) is the set of configurations that are reachable via a word
from L. Finally, the reachability set of T is defined as ReachT = Reach T (A∗ ). We call T
finite if ReachT is finite (and this is the case if S is finite). Otherwise, T is called infinite.
1

We say configurations rather than states to distinguish them from the control states used in FIFO and
counter machines.
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FIFO Machines. We consider FIFO machines having a sequential control graph rather
than systems of communicating processes that are distributed systems. It is clear that, given
a distributed system, one may compute the Cartesian product of all processes to obtain a
FIFO machine (the converse is not always true).
I Definition 2. A FIFO machine is a tuple M = (Q, Ch, Σ, T, q0 ) where Q is a finite set of
control states, q0 ∈ Q is an initial control state, and Ch is a finite set of channels. Moreover,
U
Σ is a finite message alphabet. It is partitioned into Σ = c∈Ch Σc where Σc contains the
messages that can be sent through channel c. Finally, T ⊆ Q × AM × Q is a transition
relation where AM = {hc!ai | c ∈ Ch and a ∈ Σc } ∪ {hc?ai | c ∈ Ch and a ∈ Σc } is the set of
send and receive actions.
I Example 3 (Connection-Deconnection Protocol). A model for the (simplified) connectiondeconnection protocol, CDP, between two processes is described as follows (see Figure 1):
We model the protocol with two automata (representing the two processes) and two (infinite)
channels. The first processes (on the left) can open a session (this is denoted by sending
the message “a” through channel c1 to the other process). Once a session is open, the first
process can close it (by sending message “b” to the other process), or on the demand of the
second process (if it receives the message “e”). This protocol has been studied in [25].
In the example, it is natural to have two separate processes. However, following Definition 2, we formalize this in terms of the Cartesian product of the two processes. That is,
the CDP is modeled as the FIFO machine M = (Q, Ch, Σ, T, q0 ) where Q = {0, 1} × {0, 1}
(the Cartesian product of the local state spaces) with initial state q0 = (0, 0), Ch = {c1 , c2 },
Σ = Σc1 ] Σc2 with Σc1 = {a, b} and Σc2 = {e}. Moreover, the transition relation T contains,
amongst others, ((0, 0), hc1 !ai, (1, 0)) and ((1, 0), hc1 ?ai, (1, 1)).
y
c1
hc1 !ai
0

hc1 !bi
hc2 ?ei

hc1 ?ai
1

0
c2

hc1 ?bi

1

hc2 !ei

Figure 1 The model of the connection-deconnection protocol.

A FIFO machine M = (Q, Ch, Σ, T, q0 ) induces a (potentially infinite) transition system
Q
TM = (SM , AM , →M , init M ). Its set of configurations is SM = Q× c∈Ch Σ∗c . In (q, w) ∈ SM ,
the first component q denotes the current control state and w = (wc )c∈Ch determines the
contents wc ∈ Σ∗c for every channel c ∈ Ch. The initial configuration is init M = (q0 , ε) where
ε = (ε, . . . , ε), i.e., every channel is empty. The transitions are given as follows:
hc!ai

(q, w) −−−→M (q 0 , w0 ) if (q, hc!ai, q 0 ) ∈ T , wc0 = wc · a, and wd0 = wd for all d ∈ Ch \ {c};
hc?ai

(q, w) −−−→M (q 0 , w0 ) if (q, hc?ai, q 0 ) ∈ T , wc = a · wc0 , and wd0 = wd for all d ∈ Ch \ {c}.
The index M may be omitted whenever M is clear from the context.
The reachability set of M is defined as the reachability set of TM , i.e., ReachM = ReachTM
and, for L ⊆ A∗M , Reach M (L) = Reach TM (L). Moreover, we let Traces(M ) = Traces(TM ).
I Example 4. An example run of the FIFO machine M from Example 3 and Figure 1
hc1 !ai

hc1 ?ai

hc2 !ei

is ((0, 0), (ε, ε)) −−−−→ ((1, 0), (a, ε)) −−−−→ ((1, 1), (ε, ε)) −−−→ ((1, 0), (ε, e)). As for the
reachability set, we have, e.g., ((1, 1), ((ba)∗ , ε))) ⊆ ReachM and ((0, 0), (b(ab)∗ , e)) ⊆ ReachM .
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Let us remark that CDP is not half-duplex because there are reachable configurations with
both channels non-empty, e.g., ((0, 0), (b, e)); moreover, it is neither monogeneous, nor linear,
nor input-letter-bounded.
y
Counter Machines. We next recall the notion of counter machines, where multiple counters
can take non-negative integer values, be incremented and decremented, and be tested for
zero (though in a restricted fashion).
I Definition 5. A counter machine (with zero tests) is a tuple C = (Q, Cnt, T, q0 ). Like in a
FIFO machine, Q is the finite set of control states and q0 ∈ Q is the initial control state.
Moreover, Cnt is a finite set of counters and T ⊆ Q × AC × Q is the transition relation
where AC = {inc(x), dec(x) | x ∈ Cnt} × 2Cnt .
The counter machine C induces a transition system TC = (SC , AC , →C , init C ) with set of
configurations SC = Q×NCnt . In (q, v) ∈ SC , q is the current control state and v = (vx )x∈Cnt
represents the counter values. The initial configuration is init C = (q0 , 0) where 0 maps all
counters to 0. For op ∈ {inc, dec}, x ∈ Cnt, and Z ⊆ Cnt (the counters tested for zero),
(op(x),Z)

there is a transition (q, v) −−−−−−→C (q 0 , v0 ) if (q, (op(x), Z), q 0 ) ∈ T , vy = 0 for all y ∈ Z
(applies the zero tests), vx0 = vx + 1 if op = inc and vx0 = vx − 1 if op = dec, and vy0 = vy
for all y ∈ Cnt \ {x}.
The reachability set of C is defined as ReachC = ReachTC . For L ⊆ A∗C , we also let
Reach C (L) = Reach TC (L). Moreover, Traces(C) = Traces(TC ). To get decidability of reachability in counter machines, we impose the restriction that, once a counter has been tested
for zero, it cannot be incremented or decremented anymore. This is clearly an extension of
VASS. To define this, let Lzero
be the set of words (op1 (x1 ), Z1 ) . . . (opn (xn ), Zn ) ∈ A∗C such
C
that, for every two positions 1 ≤ i ≤ j ≤ n, we have xj 6∈ Zi .
I Theorem 6. The following problem is decidable (though inherently non-elementary): Given
a counter machine C = (Q, Cnt, T, q0 ), a regular language L ⊆ A∗C , a control state q ∈ Q,
and a semi-linear set V ⊆ NCnt , do we have (q, v) ∈ Reach C (Lzero
∩ L) for some v ∈ V ?
C
Proof sketch. Reachability in presence of a semi-linear target set and restricted zero tests
straightforwardly reduces to configuration-reachability in counter machines without zero tests
(i.e., VASS and Petri nets). The latter is decidable [29], though inherently non-elementary
[11]. First, zero tests are postponed to the very end of an execution and, to this aim, stored
in the control-state. Second, to check whether a counter valuation is contained in V , we can
branch, whenever we are in the given control-state q, into a new component that decrements
counters accordingly and eventually checks whether they are all zero.
J

3

The Input-Bounded Rational-Reachability Problem

It is very well known that the following reachability problem is undecidable: Given a FIFO
machine M = (Q, Ch, Σ, T, q0 ), a configuration (q, w) ∈ SM , and a regular language L ⊆ A∗M ,
do we have (q, w) ∈ Reach M (L)? Of course, the problem is already undecidable when we
impose L = A∗M . Motivated by this negative result, we are looking for language classes C
that render the problem decidable under the restriction that L ∈ C.
We say that a FIFO machine M = (Q, Ch, Σ, T, q0 ) has a bounded reachability set if there
is a tuple (Lc )c∈Ch of regular bounded languages Lc ⊆ Σ∗c such that, for all (q, w) ∈ ReachM ,
Q
we have w ∈ c∈Ch Lc . We observe that restricting the reachability set to be bounded is
not sufficient to obtain a decidable reachability problem. We show this by simulating any
two counter Minsky machine by a FIFO machine with fixed languages Lc .
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I Theorem 7. The reachability problem is undecidable for FIFO machines with a (given)
bounded reachability set.
We therefore consider a different restriction to obtain decidability. For a given FIFO
machine M = (Q, Ch, Σ, T, q0 ), we are interested in Reach M (L) where L ⊆ A∗M is inputbounded in the following sense: For every channel c, the sequence of messages that are sent
through channel c is from a given regular bounded language Lc ⊆ Σ∗c .
Let us be more formal. For c ∈ Ch, we let proj c! : A∗M → Σ∗c be the homomorphism
defined by proj c! (hc!ai) = a for all a ∈ Σc , and proj c! (β) = ε if β ∈ AM is not of the form
hc!ai for some a ∈ Σc . We define proj c? : A∗M → Σ∗c accordingly.
With this, given a tuple ℒ = (Lc )c∈Ch of bounded languages Lc ⊆ Σ∗c , we set ℒ! = {σ ∈
A∗M | proj c! (σ) ∈ Lc for all c ∈ Ch} and ℒ? = {σ ∈ A∗M | proj c? (σ) ∈ Lc for all c ∈ Ch}. We
observe that, if all Lc are regular, then so are ℒ! and ℒ? .
I Definition 8. The input-bounded (IB) reachability problem asks whether a given configuration (q, w) is reachable along a sequence of actions from ℒ! , i.e., whether (q, w) ∈
Reach M (ℒ! ).
σ

→M (q, w) and σ ∈ ℒ! , then we also have σ ∈ Pref (ℒ? ) due to the
Note that, if (q0 , ε) −
FIFO policy. Thus, Reach M (ℒ! ) = Reach M (ℒ! ∩ Pref (ℒ? )) so that we can restrict to action
sequences from ℒ! ∩ Pref (ℒ? ). We will call ℒ! ∩ Pref (ℒ? ) the set of valid words.
I Example 9. Let us come back to the protocol CDP M from Example 3 and Figure 1,
which is neither monogeneous nor linear nor flat. Since the “input-languages” of the two
channels (i.e. the languages of words that record the messages entering a channel) contain
{a, ab}∗ and e∗ , resp., and since {a, ab}∗ is not a bounded language, we have Traces(M ) 6⊆ ℒ!
for every pair of bounded languages ℒ. In other words, M is not input-bounded. However,
when we look at the reachability set obtained by considering the tuple of bounded languages
ℒ = (Lc1 , Lc2 ) where Lc1 = (ab)∗ (a + ε)(ab)∗ is a bounded language over (ab, a, ab), and
Lc2 = e∗ is a bounded language over (e), we still obtain the entire reachability set. That is,
we have ReachM = Reach M (ℒ! ). Hence, even though the input-languages of the system are
not all bounded, we can still compute the reachability set by restricting our exploration to a
tuple of (regular) bounded languages ℒ.
y
Actually, instead of reachability of a single configuration as stated in Definition 8, we
study a more general problem, called the input-bounded rational-reachability problem. It asks
whether a configuration (q, w) is reachable for some channel contents w from a given rational
relation. So let us define rational relations.
Q
Rational and Recognizable Relations. Consider a relation ℛ ⊆ c∈Ch Σ∗c . We say that ℛ
Q
is rational if there is a regular word language R ⊆ Θ∗ over the alphabet Θ = c∈Ch (Σc ∪ {ε})
such that ℛ = {(ac1 · . . . · acn )c∈Ch | a1 . . . an ∈ R with n ∈ N and ai = (aci )c∈Ch ∈ Θ for
i ∈ {1, . . . , n}}. Here, ac1 · . . . · acn ∈ Σ∗c is the concatenation of all aci ∈ Σc ∪ {ε} while ignoring
the neutral element ε. For example, in the presence of two channels, ℛ = {(am , bn ) | m ≥ n}
is a rational relation, witnessed by R = ((a, b) + (a, ε))∗ . In the following, we will always
assume that a rational relation is given in terms of a finite automaton for the underlying
regular language R.
Q
A relation ℛ ⊆ c∈Ch Σ∗c is called recognizable if it is the finite union of relations of
Q
the form c∈Ch Rc where all Rc ⊆ Σ∗c are regular languages. Note that every recognizable
relation is rational while the converse is, in general, false.
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Q
We define the Parikh image of a relation ℛ ⊆ c∈Ch Σ∗c as Parikh(ℛ) = {(πa )a∈Σ ∈
NΣ | ∃w = (wc )c∈Ch ∈ ℛ : πa = |wc |a for all c ∈ Ch and a ∈ Σc }. It is well known that, if
ℛ is rational, then Parikh(ℛ) is semi-linear.
For more background on rational relations and their subclasses, we refer to [4, 10].
The IB Rational-Reachability Problem. We are now prepared to define the input-bounded
(IB) rational-reachability problem and to state its decidability:
I Definition 10. The IB rational-reachability problem is defined as follows: Given a FIFO
machine M = (Q, Ch, Σ, T, q0 ), a tuple ℒ = (Lc )c∈Ch of non-empty regular bounded languages
Lc ⊆ Σ∗c (each given in terms of a finite automaton), a control state q ∈ Q, and a rational
Q
relation ℛ ⊆ c∈Ch Σ∗c . Do we have (q, w) ∈ Reach M (ℒ! ) for some w ∈ ℛ?
I Theorem 11. IB rational-reachability is decidable for FIFO machines.
The remainder of this section is devoted to the proof of Theorem 11.
Let M = (Q, Ch, Σ, T, q0 ) and let ℒ = (Lc )c∈Ch be a tuple of non-empty regular bounded
languages Lc ⊆ Σ∗c over (wc,1 , . . . , wc,nc ). We proceed by reduction to counter machines.
The rough idea is to represent the contents of channel c in terms of several counters, one for
every component wc,i . To have a faithful simulation, we rely on a normal form of M and its
bounded languages, which can be achieved at the expense of an exponential blow-up of the
FIFO machine.
I Definition 12. We say that M and ℒ are in normal form if the following hold:
1. For all c ∈ Ch, Σc ⊆ Alph(Lc ) and Lc is distinct-letter.
2. We have Traces((Q, AM , T, q0 )) ⊆ Pref (V) where V = ℒ! ∩ Pref (ℒ? ). Note that
(Q, AM , T, q0 ) is the finite transition system induced by the control graph of M .
Given a FIFO machine M̂ = (Q̂, Ch, Σ̂, T̂ , q̂0 ) and the tuple ℒ̂ = (L̂c )c∈Ch of nonempty regular bounded languages L̂c ⊆ Σ̂∗c , we now construct M = (Q, Ch, Σ, T, q0 ) and
ℒ = (Lc )c∈Ch in normal form such that a reachability query in the former can be transformed
into a reachability query in the latter (made precise in Lemma 15 below).
Distinct-Letter Property. Consider the bounded language L̂c over (ŵc,1 , . . . , ŵc,nc ). For
i ∈ {1, . . . , nc }, let mi = |ŵc,1 | + . . . + |ŵc,i | be the number of letters in the first i words.
Moreover, m = mnc . Let Σc denote the alphabet {ac1 , . . . , acm }. It contains the “distinct”
letters for the bounded language Lc over (wc,1 , . . . , wc,nc ), where we let wc,1 = ac1 . . . acm1 and
wc,i = acmi−1 +1 . . . acmi for i ≥ 2. In other words, the letters in (wc,1 , . . . , wc,nc ) are numbered
consecutively. In order to obtain the language Lc , we first consider the homomorphism
hc : Σ∗c → Σ̂∗c where hc (aci ) is the i-th letter in the word ŵc,1 . . . ŵc,nc . We obtain Lc as
∗
∗
h−1
c (L̂c ) ∩ (wc,1 ) . . . (wc,nc ) , hence preserving regularity and boundedness. We then remove
those words from (wc,1 , . . . , wc,nc ) (and their letters from Σc ) whose letters do not occur in
Lc . We have Σc ⊆ Alph(Lc ).
I Example 13. For example, suppose we have one channel c and L̂c = (ab)∗ bb∗ over (ab , b).
We determine the language Lc over (a1 a2 , a3 ) (omitting the superscript c in the letters). The
homomorphism hc : {a1 , a2 , a3 }∗ → {a, b}∗ is given by hc (a1 ) = a and hc (a2 ) = hc (a3 ) = b.
∗
∗
∗ ∗
We have h−1
c (L̂c ) = (a1 (a2 + a3 )) (a2 + a3 )(a2 + a3 ) , which we intersect with (a1 a2 ) a3 . We
∗
∗
thus get the regular bounded language Lc = (a1 a2 ) a3 a3 over (a1 a2 , a3 ). All letters from
{a1 , a2 , a3 } occur in Lc so that we are done.
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!a | !b | ?a
q0

!a1 | !a2 | !a3 | ?a1

?b
?b

q1

?a2 | ?a3

q0

M̂
L̂c = (ab)∗ bb∗

−1

h

A for V = ℒ! ∩ Pref (ℒ? )

?a2 | ?a3

!a1
q1

L
!a2
?a1

(M̂ )
L

Lc = (a1 a2 )∗ a3 a∗3
M
q0

!a1

L,M

q0

!a3

M,M

q0
L,L

!a3

R

?a3

!a3
q0

?a3

dec(y)
x=0

?a3

inc(y)

C
inc(x)

q1

q0

q0

R,R

L,M

M,M

inc(y)

q0

dec(y)
x=0

R,M

q1
R,R

inc(x)
?a1

?a3

dec(x)

dec(x)

dec(x)

dec(y)
x=0

inc(x)
q0
M,L

!a2

R

?a2

R,M

?a1
!a1

?a3

M

!a2
?a1

!a3

M

q0
!a3

R,L

!a3

?a2

q1

q0

R,M

L,L

q0
M,L
inc(x)

inc(y)

q0
R,L

dec(x)

q1
R,M

inc(y)

Figure 2 For a FIFO machine M̂ with a single channel c and the bounded language L̂c = (ab)∗ bb∗
over (ab , b) (top leftmost), we construct a FIFO machine M (bottom left), together with Lc =
(a1 a2 )∗ a3 a∗3 , in normal form as the product of h−1 (M̂ ) and an automaton for V (top right). From
M , we then obtain the counter machine C (bottom right).

Trace Property. In the next step, we build the FIFO machine M = (Q, Ch, Σ, T, q0 ) such
that Traces((Q, AM , T, q0 )) ⊆ Pref (V) with V = ℒ! ∩ Pref (ℒ? ). First, to take care of the
homomorphisms hc , we define the transition relation h−1 (T̂ ) = {(q, hc!ℯi, q 0 ) | (q, hc!ai, q 0 ) ∈
0
0
−1
T̂ and ℯ ∈ h−1
c (a)} ∪ {(q, hc?ℯi, q ) | (q, hc?ai, q ) ∈ T̂ and ℯ ∈ hc (a)}. Thus, the set of
actions of M will be AM = {hc!ℯi | c ∈ Ch and ℯ ∈ Σc } ∪ {hc?ℯi | c ∈ Ch and ℯ ∈ Σc }.
To continue our above example, a transition (q, hc!bi, q 0 ) would be replaced with the two
transitions (q, hc!a2 i, q 0 ) and (q, hc!a3 i, q 0 ), and similarly for (q, hc?bi, q 0 ).
To guarantee trace inclusion in Pref (V), we will consider a deterministic (not necessarily
0
complete) finite automaton A = (QA , AM , TA , qA
, FA ), with set of final states FA ⊆ QA ,
whose language is L(A) = V and where, from every state, a final state is reachable in
the finite graph (QA , TA ). With this, we define M as the product of the FIFO machine
h−1 (M̂ ) = (Q̂, Ch, Σ, h−1 (T̂ ), q̂0 ) and A in the expected manner. In particular, the set of
0
control states of M is Q̂ × QA , and its initial state is the pair (q̂0 , qA
).
I Example 14. Figure 2 illustrates the result of the normalization procedure for a FIFO
machine M̂ with one single channel c (which is therefore omitted) and its bounded language
L̂c = (ab)∗ bb∗ over (ab , b). Recall from Example 13 that the corresponding homomorphism
hc maps a1 to a and both a2 and a3 to b, and that we obtain Lc = (a1 a2 )∗ a3 a∗3 . Moreover,
M is the product of h−1 (M̂ ) (depicted in the top center) and a finite automaton A for
V = ℒ! ∩ Pref (ℒ? ) (obtained as the shuffle of the two finite automata on the top right).
The state names in M reflect the states of M̂ and A they originate from. We depict only
accessible states of M from which we can still complete the word read so far to a word in V.
For example, (q1 , M, L) and (q1 , L, R) would no longer allow us to reach the final state R of
the ℒ! -component.
y
Now suppose we are given a reachability query for M̂ in terms of q̂ ∈ Q̂ and a rational
Q
relation ℛ̂ ⊆ c∈Ch Σ̂∗c . The lemma below shows how to reduce it to a reachability query in
Q
Q
M . Here, for w = (wc )c∈Ch ∈ c∈Ch Σ∗c , we define h(w) = (hc (wc ))c∈Ch ∈ c∈Ch Σ̂∗c . Note
that h−1 (ℛ̂) is rational.

B. Bollig, A. Finkel, and A. Suresh

49:9

I Lemma 15. We have (q̂, ŵ) ∈ Reach M̂ (ℒ̂! ) for some ŵ ∈ ℛ̂ iff ((q̂, qA ), w) ∈ Reach M (ℒ! )
for some qA ∈ QA and w ∈ h−1 (ℛ̂).

Reduction of Normal Form to Counter Machine
Henceforth, we suppose that M = (Q, Ch, Σ, T, q0 ) and ℒ = (Lc )c∈Ch are in normal form,
where Lc is a bounded language over (wc,1 , . . . , wc,nc ). In particular, for every letter a ∈ Σc ,
there is a unique index i ∈ {1, . . . , nc } such that a ∈ Σc,i where Σc,i = Alph(wc,i ). We denote
this index i by ia .
We build a counter machine C such that the IB rational-reachability problem for M can be
solved by answering a reachability query in C, using Theorem 6. Each run in C will simulate
a run in M . In particular, we want a configuration of C to allow us to draw conclusions about
the simulated configuration in M . The difficulty here is that counter values are just natural
numbers and a priori store less information than channel contents with their messages. To
overcome this, the idea is to represent each word wc,i of a tuple (wc,1 , . . . , wc,nc ) as a counter
x(c,i) . Since the set of possible action sequences is “guided” by a bounded language, we can
replace send actions with increments and receive actions with decrements. More precisely,
hc!ai becomes (inc(x(c,ia ) ), ∅), thus incrementing the counter associated with the unique word
wc,i in which a occurs. Similarly, hc?ai translates to (dec(x(c,ia ) ), Z) (for suitable Z).
This alone does not put us in a position yet where, from a counter valuation, we can infer
a unique channel contents. However, when we additionally keep track of the last messages
that have been sent for each channel, we can reconstruct a unique channel contents.
There is one more thing to consider here. While the counters x(c,i) for a given channel c
are kind of independent, the FIFO policy would not allow us to receive a letter from wc,j
while a letter from wc,i with i < j is in transit. Translated to the counter setting, this means
that performing dec(x(c,j) ) should require all counters x(c,i) with i < j to be 0, so this is
where zero tests come into play. As the Lc are bounded languages and thanks to the normal
form, however, a counter that has been tested for zero does not need to be modified anymore.
We can directly implement these ideas formally and define C = (Q, Cnt, T 0 , q0 ) as follows
(note that Q and q0 remain unchanged):
The set of counters is Cnt = {x(c,i) | c ∈ Ch and i ∈ {1, . . . , nc }}.
For every (q, hc!ai, q 0 ) ∈ T , we have (q, (inc(x(c,ia ) ), ∅), q 0 ) ∈ T 0 .
For every (q, hc?ai, q 0 ) ∈ T , we have (q, (dec(x(c,ia ) ), Z), q 0 ) ∈ T 0 where the set of counters
to be tested for zero is Z = {x(c,j) | j < ia }.
I Example 16. Figure 2 illustrates the construction of C from a FIFO machine M in
normal form (cf. Example 14). Recall that we have one channel c and the bounded language
Lc = (a1 a2 )∗ a3 a∗3 over (a1 a2 , a3 ). Thus, C will have two counters, say x for a1 a2 and y for
a3 . Note that performing dec(y) indeed comes with a test of x for zero.
Let us first observe that it is actually important that the FIFO machine satisfies the trace
property. Suppose that, rather than from M , we constructed the counter machine directly
from h−1 (M̂ ). Then, configuration (q1 , (1, 0)) would be reachable in the counter machine
via inc(x)inc(x)dec(x), which arises from hc!a1 ihc!a2 ihc?a2 i. However the only corresponding
trace from Pref (V) is hc!a1 ihc!a2 ihc?a1 i, which in the FIFO machine h−1 (M̂ ) leads to q0 .
So consider M and its counter machine C. A channel contents w ∈ Σ∗c (here, we have one
channel) has a natural counter analogue ⟪w⟫ = (|w|a1 + |w|a2 , |w|a3 ). In fact, if (q, w) is
reachable in M , then following the corresponding transitions in C will lead us to (q, ⟪w⟫). For
example, ((q0 , R, L), a2 a3 a3 ) is reachable in M along the trace hc!a1 ihc!a2 ihc?a1 ihc!a3 ihc!a3 i,
and so is ((q0 , R, L), (1, 2)) in C along inc(x)inc(x)dec(x)inc(y)inc(y) (all zero tests are empty).
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But how about the converse? In general, one may associate with a counter valuation
such as (4, 0) several channel contents. Actually, both a1 a2 a1 a2 and a2 a1 a2 a1 seem suitable.
However, if we know the most recent message that has been sent, say a1 , then this leaves only
one option, namely a2 a1 a2 a1 . In this way, we can associate with each counter valuation v and
message ai ∈ Σc a unique (if it exists at all) possible channel contents JvKai . Suppose that τ
is a trace in C arising from a trace σ in M whose last sent message is ai . If (q, v) is reachable
in C via τ , then (q, JvKai ) is reachable in M via σ. For example, τ = inc(x)inc(x)dec(x) allows
us to go to configuration ((q0 , M, L), (1, 0)). It arises from σ = hc!a1 ihc!a2 ihc?a1 i ∈ Pref (V),
whose last sent message is a2 . We have J(1, 0)Ka2 = a2 . Indeed, σ leads to ((q0 , M, L), a2 ). y

Relation between FIFO Machine and Counter Machine
Recall that the FIFO machine M = (Q, Ch, Σ, T, q0 ) and ℒ = (Lc )c∈Ch are in normal
form, where Lc is a bounded language over (wc,1 , . . . , wc,nc ). Let C = (Q, Cnt, T 0 , q0 ) be the
associated counter machine. We will now formalize the tight forth-and-back correspondence
that allows us to solve reachability queries in M in terms of reachability queries in C.
We start with a simple observation concerning the traces of M and C.
I Lemma 17. We have Traces(M ) ⊆ Pref (V) and Traces(C) ⊆ Lzero
C .
Q
With every channel contents w ∈ c∈Ch Σ∗c of the FIFO machine M , we associate
a counter valuation ⟪w⟫ = v ∈ NCnt where, for each counter x(c,i) , we let vx(c,i) =
P
∗
∗
a∈Σc,i |wc |a . Furthermore, abusing notation, we define a homomorphism ⟪ . ⟫ : AM → AC
which maps a sequence of actions of M to a sequence of actions of C. It is defined by
⟪hc!ai⟫ = (inc(x(c,ia ) ), ∅) and ⟪hc?ai⟫ = (dec(x(c,ia ) ), Z) where Z = {x(c,j) | j < ia }.
Conversely, we will associate, with counter values and traces of C the corresponding objects
in the FIFO machine. Because of the inherent ambiguity, this is, however, less straightforward.
First, we define a partial mapping J . K : A∗C → A∗M (that is not a homomorphism). For
τ ∈ A∗C , we let Jτ K be the unique (if it exists) word σ ∈ Pref (V) such that ⟪σ⟫ = τ .

Next, we associate with a counter valuation a corresponding channel contents. As
explained above, there is no unique choice unless we make an assumption on the last messages
⊥
∗
that have been sent. For c ∈ Ch, we set Σ⊥
c = Σc ] {⊥}. Let a ∈ Σc and w ∈ Σc . We say
∗
that a is good for w if w ∈ Infix(Lc ) and either w = ε or w = u.a for some u ∈ Σc . Intuitively,
it may be possible to obtain contents w in channel c when a is the last message sent (no
message was sent yet through c if a = ⊥). Note that the set of words w ∈ Σ∗c such that a is
Q
good for w is a regular language. Moreover, with w ∈ c∈Ch Σ∗c , we associate the finite set
Q
G(w) ⊆ c∈Ch Σ⊥
a = (ac )c∈Ch such that, for all c ∈ Ch, ac is good for wc .
c of tuples
Q
Cnt
Let v ∈ N
and a ∈ c∈Ch Σ⊥
c . Abusing notation, we will associate with v and a the
Q
channel contents JvKa ∈ c∈Ch Σ∗c (if it exists). We let JvKa = w if ⟪w⟫ = v and a ∈ G(w).
There is at most one such w so that this is well-defined. Note that ⟪JvKa ⟫ = v.
I Example 18. If we have one channel c and our bounded language is Lc = (a1 a2 a3 )∗ (a4 )∗ ,
then J(4, 0)Ka2 = a2 a3 a1 a2 and J(2, 1)Ka4 = a2 a3 a4 , whereas J(3, 1)Ka3 is undefined. Moreover,
G(a2 a3 ) = {a3 } and G(ε) = {a1 , a2 , a3 , a4 , ⊥}.
y
Given v and a, we can easily compute JvKa since there are only finitely many words w
for a given v such that ⟪w⟫ = v. Furthermore, we can also compute G(w) for a given w as
we have finitely many possibilities of a.
Q
last
∗
Finally, for a ∈ c∈Ch Σ⊥
c , we let La ⊆ AM be the set of words σ such that, for all
c ∈ Ch, ac is the last message sent to c in σ (no message was sent if ac = ⊥). We are now
ready to state that runs in the FIFO machine are faithfully simulated by runs in the counter
machine (the proof is by induction on the length of the trace):
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I Proposition 19. Let σ ∈ A∗M . For all (q, w) ∈ SM and a ∈
σ

we have: (q0 , ε) −
→M (q, w) =⇒

last
Σ⊥
c such that σ ∈ La ,

(q0 , 0) −−→C (q, ⟪w⟫) and a ∈ G(w) .
⟪σ⟫

Q

c∈Ch

Conversely, we can show that runs of the counter machine can be retrieved in the FIFO
machine (again, the proof proceeds by induction on the length of the trace):
I Proposition 20. Let τ ∈ A∗C . For all (q, v) ∈ SC and a ∈

Q

c∈Ch

Σ⊥
c such that τ ∈

⟪Pref (V) ∩ Llast
→C (q, v) =⇒ (q0 , ε) −−→M (q, JvKa ) .
a ⟫, we have: (q0 , 0) −
τ

Jτ K

From Propositions 19 and 20 and Lemma 17, we obtain the following corollary.
I Corollary 21. For all (q, w) ∈ SM , we have: (q, w) ∈ Reach M (ℒ! ) ⇐⇒ (q, ⟪w⟫) ∈
S
Reach C (Lzero
∩ ⟪V ∩ a∈G(w) Llast
a ⟫) .
C
From Theorem 6, we know that verifying whether (q, ⟪w⟫) ∈ Reach C (Lzero
∩ L) where
C
S
L = ⟪V ∩ a∈G(w) Llast
⟫
is
decidable.
Hence,
we
can
already
deduce
decidability
of the
a
(configuration-)reachability problem. In fact, using Propositions 19 and 20, we can solve the
more general IB rational-reachability problem. For this, it is actually enough to check, in the
counter machine, the reachability of a counter value that belongs to a semi-linear set. For
Q
Q
∗
Cnt
a ∈ c∈Ch Σ⊥
| JvKa ∈ ℛ}.
c and a rational relation ℛ ⊆
c∈Ch Σc , let Va (ℛ) = {v ∈ N
I Lemma 22. The set Va (ℛ) is effectively semi-linear.
Using this property, we finally reduce the IB rational-reachability problem to a reachability
problem in counter machines:
I Corollary 23. For every q ∈ Q, we have: (q, w) ∈ Reach M (ℒ! ) for some w ∈ ℛ ⇐⇒
Q
⊥
(q, v) ∈ Reach C (Lzero
∩ ⟪V ∩ Llast
a ⟫) for some a ∈
C
c∈Ch Σc and v ∈ Va (ℛ) .
By Theorem 6, we can now deduce Theorem 11, i.e., decidability of IB rational-reachability.

4

Reachability, Deadlock, Unboundedness, and Termination

We now address some other commonly studied reachability problems, which, as it turns out,
can be reduced to the IB rational-reachability problem studied in the previous section.
A configuration (q, w) of a FIFO machine M is a deadlock if there is no (q 0 , w0 ) such that
(q, w) →M (q 0 , w0 ).
I Definition 24 (IB decision problems). Given a FIFO machine M = (Q, Ch, Σ, T, q0 ), a
control-state q ∈ Q, a configuration s ∈ SM , and a tuple ℒ = (Lc )c∈Ch of non-empty regular
bounded languages Lc ⊆ Σ∗c .
IB reachability: Do we have s ∈ Reach M (ℒ! ) ?
IB control-state reachability: Do we have (q, w) ∈ Reach M (ℒ! ) for some w ?
IB deadlock: Does Reach M (ℒ! ) contain a deadlock ?
IB unboundedness: Is Reach M (Pref (ℒ! )) infinite?
β

β

β

1
2
3
IB termination: Is there no infinite execution of the form init M −→
s1 −→
s2 −→
...
such that, for all i ∈ N, we have si ∈ SM , βi ∈ AM , and β1 . . . βi ∈ Pref (ℒ! )?
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Reachability and Deadlock
In [18], it was shown that reachability reduces to control-state reachability for flat FIFO
machines but the converse is not true. However, using the same reductions as in [18], we
obtain the following results:
I Proposition 25. IB reachability is
(a) recursively equivalent to IB control-state reachability for FIFO machines, and
(b) recursively reducible to IB deadlock for FIFO machines.
Q
If, for a given q ∈ Q, we set ℛ to be the universal relation c∈Ch Σ∗c , IB rationalreachability captures IB control-state reachability, and if we set ℛ = {w}, we can decide
if the configuration (q, w) is reachable. In order to reduce IB deadlock to IB rationalreachability, we first explore the control states in order to find the set of states Q0 ⊆ Q
which allow only receptions (no control states with sends can be part of a deadlock). This
set can easily be computed from the set of transitions of the machine. Then, for each
q ∈ Q0 , we can see if there exists a reachable configuration (q, w) such that, for all c, we
have wc ∈ Kc = {ε} ∪ {a.u | u ∈ Σ∗c and a ∈ Σc such that there is no transition (q, hc?ai, q 0 )
Q
in M }. Note that ℛq = c∈Ch Kc is recognizable and, therefore, rational. Furthermore, if
there exists such a reachable (q, w) with w ∈ ℛq , then it is a deadlock. Hence, using the fact
that generalized IB rational-reachability is decidable (Theorem 11), we immediately deduce
the following corollary:
I Corollary 26. The problems IB reachability, IB control-state reachability, and IB deadlock
are decidable for FIFO machines.
I Remark. Since input-bounded FIFO machines subsume VASS (a VASS can be seen as an
input-bounded FIFO machine with an alphabet reduced to a unique letter), the complexity
of IB reachability is not elementary, which is inherited from the lower bound for VASS [11].

Unboundedness and Termination
IB unboundedness in FIFO machines reduces to an equivalent problem in counter machines.
Given a FIFO machine M̂ and ℒ̂, the associated FIFO machine M in normal form (with
the corresponding tuple ℒ of distinct-letter languages), as well as the associated counter
machine C, the following result can be derived.
I Proposition 27. Reach M̂ (ℒ̂! ) is infinite iff Reach M (ℒ! ) is infinite iff Reach C (Lzero
∩ ⟪V⟫)
C
is infinite.
This statement also applies to prefix-closed languages so we have Reach M̂ (Pref (ℒ̂! )),
Reach M (Pref (ℒ! )), and Reach C (Lzero
∩ ⟪Pref (V)⟫) are either all infinite or all finite. The
C
latter-most is decidable as we establish in the following. Recall that, by the construction of
C, we have ReachC = Reach C (Lzero
∩ ⟪Pref (V)⟫).
C
The main idea that follows is the reduction of unboundedness of the counter machine
to reachability in a modified counter machine. It is not immediate that we can use the
results in the literature (for example [13]) which reduce boundedness to reachability in Petri
nets/VASS. This is because the property of monotonicity does not extend to zero tests; if
one can execute a zero test at (q, v), it is not necessarily the case that it can be executed at
(q, v0 ) with v ≤ v0 , where we let v ≤ v0 if vx ≤ vx0 for all x ∈ Cnt. However, we show that,
for the counter machine that we construct from the FIFO machine, this property does hold.
If we are able to show this, the constructions used in the case of VASS can be adapted.
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σ

σ0

I Lemma 28. For every execution in C of the form (q0 , 0) −
→ (q, v) −→ (q, v0 ) such that
v ≤ v0 , the following holds: The only counters that are tested to zero during σ 0 already
evaluate to zero at (q, v), and do not change their value throughout the execution of σ 0 .
Proof. Let us assume to the contrary that there is at least one counter which is incremented
or decremented during σ 0 and also tested to zero during the execution. Without loss of
generality, let us consider x(c,i) to be the first counter along the execution σ 0 that is tested
to zero during σ 0 and also incremented/decremented before it was tested to zero.
Case (1): It has a non-zero value at (q, v), and is then either decremented, or first
incremented and then decremented, and finally tested to zero. Since we know that
σ.σ 0 ∈ Lzero
C , no counter tested to zero can then be incremented. Hence, its value will
remain zero. But this is a contradiction to our assumption that v ≤ v0 . Hence, all the
counters with non-zero values at (q, v) cannot be tested to zero during σ 0 .
Case (2): It has value zero in (q, v), and is incremented, then decremented, then tested
to zero during σ 0 . This implies that it first has to be incremented. Consider now some
σ 00

sub-execution σ 00 ∈ Pref (σ 0 ) where (q, v) −−→ (q1 , v1 ) such that the value of x(c,i) in
the configuration (q1 , v1 ) is non-zero. Since there are no “new” zero-tests along the
execution σ 00 (by our assumption), we can execute σ 00 from (q, v0 ) (by the monotonicity
and trace property). However, we cannot increment
the counter x(c,i) along σ 00 , because
σ.σ 0
it was tested to zero during the run (q0 , 0) −−→ (q, v0 ). Hence, we once again have a
contradiction.
J
Now, we can use results from [19] to show the following:
I Proposition 29. The set ReachC is infinite iff there exist σ, σ 0 ∈ A∗C , q ∈ Q, and v, v0 ∈
σ

σ0

NCnt such that (q0 , 0) −
→ (q, v) −→ (q, v0 ) and v < v0 (i.e., v ≤ v0 and v 6= v0 ).
Construction of modified counter machine. We modify the counter machine C and construct a new counter machine C 0 such that ReachC is infinite iff a configuration belonging
to a finite set is reachable in C 0 . The construction is loosely based on the reduction of
boundedness to reachability for Petri Nets in [13]. Since we do not know the values of v
and v0 a priori, we will try to characterize the general condition. The difference v0 − v is
a non negative vector, with at least one strictly positive component. We add a duplicate
set of counters for every counter in the system. The intuition is that the counter machine
non-deterministically moves from operating on both sets to a configuration from where it
only operates on this second set. The first set will remain unchanged (with the value v), and
the second set will keep track of the values (until it reaches v0 ). From this configuration
(which represents (q, v0 )), we move to a new control state, qreach . Here, we check for the
condition v0 − v > 0 by first decrementing each counter in the first set which has a non-zero
value in tandem with the corresponding counter in the second set. We do this until all the
counters in the first set are equal to zero. If v0 − v > 0, then there is at least one counter
in the second set with a non-zero counter value. We non-deterministically decrement all
the counters in the second set until we reach a configuration that has some counter c in the
second set with a value of 1, and all other counters evaluate to zero. Since there are finitely
many such configurations, we can just check every case.
Note that we can extend all these results for the case of termination as well. The only
difference is that we now consider configurations (q, v) and (q, v0 ) such that v ≤ v0 . Once
again, we can follow a similar argument to reduce the termination to the reachability of a
configuration in this same modified counter machine.
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Hence, we obtain the following theorem:
I Theorem 30. IB unboundedness and IB termination are decidable for FIFO machines.
I Remark. Gouda et al, stated that unboundedness is in EXPSPACE for letter-bounded
systems [23]. However, they only give an idea of the proof, stating that it can be done in
a similar fashion as for the deadlock problem. In the construction for solving the deadlock
problem, they reduce the input language to tally letter-bounded languages (tally means that
the input-language is included in a∗ where a is a letter). They add as many channels as
letters in the original letter-bounded-language. Furthermore, in order to ensure that every
channel is empty before the next channel is read, they ensure that in all control states where
a later channel is being read, there are reception transitions of previous channel contents
which lead to a sink state (where there is never a deadlock). Notice that it is still possible to
leave a channel non-empty before the next channel is read. But one never reaches a deadlock
in such an “incorrect” run, since there is always the option of reading the unread channel
contents of the previous channels and reach the sink state.
However, when we consider this model for unboundedness, there may exist unbounded
“incorrect” runs since we can leave a channel non-empty and proceed to the next and may
have an unbounded run. Hence, it seems that one still needs some reachability test to check
if the runs are correct as we cannot ensure that some channels are zero in an unbounded run.

5

Conclusion and Perspectives

We extend recent results of the bounded verification of communicating finite-state machines
(equivalently FIFO machines) [14] and of flat FIFO machines [18] by using bounded languages
for controlling the input-languages of FIFO channels (and not for controlling the runs of
the machine). We extend old and recent results about input-bounded FIFO machines (see
Table 1). In particular, we introduce the rational-reachability problem, which subsumes
most of the well-known variants of reachability problems like: the (classical) reachability
problem, the control-state reachability problem, and the deadlock problem. We also unify
the terminology to facilitate the comparison between results. Moreover, note that, for most
problems (except general/rational reachability), we can reduce output-bounded reachability
to an equivalent input-bounded problem. There are still many open problems and challenges:
What is the precise complexity of the five problems for input-bounded FIFO machines
with a fixed number of channels?
What is the precise complexity of control-state reachability, deadlock, unboundedness,
and termination for input-bounded FIFO machines?
The size of the counter machine associated with a FIFO machine and a tuple of bounded
languages is exponential, but only polynomial when we start from a normal form. It will
be interesting to see whether the use of existing tools for counter machines is feasible for
the verification of FIFO machines from case studies. Case studies shall also reveal how
many FIFO machines/systems are actually boundable and/or flattable.

Towards a theory of boundable FIFO machines. In Example 9, we have seen that all
configurations that are reachable in the CDP protocol are already reachable in presence of
a suitable collection ℒ of bounded input-languages. By analogy with the well-established
theory of flattable machines [3, 12, 8], we propose the following definition.
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Table 1 Summary of key results; results for all other extensions are subsumed by these results
(D stands for decidable).

UNBOUND
TERM
REACH
CS-REACH
DEADLOCK

Flat
NP-C ([18])
NP-C ([18])
NP-C ([18])
NP-C ([14, 18])
D

Letter-bounded
D ([23])
D
D
D
D ([23])

Bounded
D ([26])
D
D, not ELEM
D
D

I Definition 31. Let M be a FIFO machine and let ℒ be a tuple of regular bounded languages.
We say that M is ℒ-boundable if ReachM = Reach M (ℒ! ). We say that M is boundable if
there exists a tuple ℒ of regular bounded languages such that M is ℒ-boundable.
Hence, we deduce that reachability is decidable for ℒ-boundable FIFO machines, which
is a strictly larger class than input-bounded machines. CDP is not input-bounded but it
is ℒCDP -boundable with ℒCDP = ((ab)∗ (a + ε)(ab)∗ , e∗ ). Let us also remark that CDP
is flattable by using the bounded set of runs (!a!b)∗ !a!e?e(!a!b)∗ + (!a!b)∗ (where we omit
channel information for readability), because it covers the reachability set which is equal to
(ab)∗ (a + ε)(ab)∗ on control-state (0, 0). It is not clear whether reachability is decidable for
boundable machines. A strategy that would fairly enumerate all regular bounded families
ℒ1 , ℒ2 , . . . , ℒn , . . . will necessarily find the good one, if M is boundable, but this is not
sufficient because we must be able to recognize ReachM . Observe that boundable machines
are more robust than flat machines. Consider a system S = (A1 , A2 , . . . , An ) of n flat finite
automata Ai communicating peer to peer (P2P) through one-directional FIFO channels. Let
MS denote FIFO the machine obtained as the Cartesian product of all automata Ai of S;
there is no reason to assume that MS is flattable but it is input-bounded and thus MS is
ℒ-boundable where ℒ is computable from S.
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1

Introduction

Temporal logics like LTL, CTL or CTL∗ have been used successfully in verification. These
logics consider paths of a structure (in linear time logics) or paths and their possible extensions
(in branching time logics). Notably, since they cannot refer to multiple paths at once, they
cannot express hyperproperties that relate multiple paths to each other. Examples of
hyperproperties include information security properties like non-interference [6] or properties
of distributed systems like linearizablity [2]. In order to develop a dedicated logic for these
properties, Clarkson et. al. [5, 12] introduced HyperLTL and HyperCTL∗ , which extend
LTL and CTL∗ by path variables. However, just like LTL and CTL [22], they cannot
express arbitrary ω-regular properties of traces [20], a desirable property of specification
logics [1, 16]. Logics like Propositional Dynamic Logic (PDL) [13, 18] and Linear Dynamic
Logic (LDL) [8, 10] are able to do so for single traces. As we seek to extend this ability to
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hyperproperties, we introduce a variant of PDL for hyperproperties called HyperPDL-∆ in
this paper. HyperPDL-∆ properly extends logics like HyperLTL, HyperCTL∗ , LDL and
PDL-∆ and can express all ω-regular properties over hypertraces in a handy formalism
based on regular expressions over programs. We develop a model checking algorithm for
HyperPDL-∆ inspired by one for HyperCTL∗ [12] and show that the model checking problem
for HyperPDL-∆ is decidable at no higher asymptotic cost than the corresponding problem
for HyperCTL∗ despite the vastly increased expressive power. Our algorithm non-trivially
differs from the algorithm in [12] in two ways: first of all, it handles more general, regular
modalities that subsume the modalities of HyperCTL∗ and require different constructions.
Then, we use a different notion of alternation depth (called criticality) which conservatively
extends their notion, but requires handling structurally different operators and regular
expressions. We also show that for fragments of HyperPDL-∆ similar to the fragments of
HyperLTL considered in [11], the satisfiability problem is decidable.
This paper is structured as follows: Section 2 introduces Kripke Transition Systems
and (alternating) Büchi automata. In Section 3, we define our new logic HyperPDL-∆ and
describe properties expressible in it. Afterwards, in Section 4, we outline a model checking
algorithm for HyperPDL-∆ and show that it is asymptotically optimal by providing a precise
complexity classification. In Section 5, we consider fragments of HyperPDL-∆ for which
the satisfiability problem is decidable. Then, in Section 6, we show that HyperPDL-∆ can
express all ω-regular properties over sets of traces and compare it to existing hyperlogics
with regard to expressivity. Finally, in Section 7, we provide a summary of this paper. The
appendices contain two constructions only sketched in the main body of this paper. Due to
lack of space, some proofs can be found in the appendix of the extended version only.
Related Work. Hyperproperties were systematically analysed in [6] and dedicated temporal
logics for hyperproperties, HyperLTL and HyperCTL∗ , were introduced in [5]. An overview
of temporal hyperlogics and discussion of their expressive power can be found in [7]. Efficient
model checking algorithms for these logics were introduced in [12] by Finkbeiner et al. and
our model checking algorithm for HyperPDL-∆ builds on ideas from their construction.
Our satisfiability algorithm, on the other hand, is inspired by the corresponding algorithm
for HyperLTL [11]. Recently, Bonakdapour et. al. proposed regular hyperlanguages and a
corresponding automata model [3]. In contrast to our work, their model is concerned with
hyperproperties over finite instead of infinite words and does not concern branching-time
properties. Moreover, they study automata-theoretic questions while our focus here is on
verification of hyperproperties specified by logical means. A different line of research for
properties involving multiple traces at once is given by epistemic temporal logics [14]. An
attempt to unify epistemic temporal logics and hyperlogics is given by Bozzelli et. al in [4]
via a variant of HyperCTL∗ with past modalities. PDL was originally introduced in [13] by
Fischer and Ladner and has been extended in multiple ways [18]. There are several attempts
to extend temporal logic by regular properties: a variant of PDL for linear time properties of
finite traces, LDLf , was introduced in [8] and was extended upon for the infinite setting in
[10] by introducing parametrised operators. Other regular extensions of temporal logics were
studied e.g. by Wolper [22] or by Kupferman et. al [16]. However, all these extensions do
not concern hyperproperties.

2

Preliminaries

Let AP be a finite set of atomic propositions and Σ a finite set of atomic programs. A
Kripke Transition System (KTS) is a tuple T = (S, s0 , {δσ | σ ∈ Σ}, L) where S is a finite
set of states, s0 ∈ S is an initial state, δσ ⊆ S × S is a transition relation for each σ ∈ Σ and
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L : S → 2AP is a labeling function. We assume that there are no states without outgoing
edges, that is for each s ∈ S, there is s0 ∈ S with (s, s0 ) ∈ δσ for some σ ∈ Σ. A KTS is a
combination of a Kripke Structure and a labeled transition system (LTS) where a Kripke
Structure K is a KTS for |Σ| = 1 and an LTS T is a KTS with the labelling function s 7→ ∅
for all s ∈ S. A path in a KTS T is an infinite alternating sequence s0 σ0 s1 σ1 ... ∈ (SΣ)ω
where s0 is the initial state of T and (si , si+1 ) ∈ δσi for all i ≥ 0. We denote by Paths(T , s)
the set of paths in T starting in s and by Paths ∗ (T , s) the set of corresponding path suffixes
{p[i, ∞] | p ∈ Paths(T , s), i ∈ N0 } where p[i, ∞] is the path suffix of p starting at index i. A
trace is an alternating infinite sequence t ∈ (2AP Σ)ω . For a path π = s0 σ0 s1 σ1 ..., the induced
trace is given by L(s0 )σ0 L(s1 )σ1 .... For a KTS T and a state s ∈ S, we write Traces(T , s)
to denote the traces induced by paths of T starting in s.
An alternating Büchi automaton (ABA) is a tuple A = (Q, q0 , Σ, ρ, F ) where Q is a finite
set of states, q0 ∈ Q is an initial state, Σ is a finite alphabet, ρ : Q × Σ → B+ (Q) is a
transition function mapping each pair of state and input symbol to a non-empty positive
boolean combination of successor states and F ⊆ Q is a set of accepting states. We assume
that every ABA has two distinct states true ∈ F and false ∈ Q \ F with ρ(true, σ) = true
and ρ(false, σ) = f alse for all σ ∈ Σ. Thus, all maximal paths in an ABA are infinite. A
tree T is a subset of N∗ such that for every node t ∈ N∗ and every positive integer n ∈ N:
t · n ∈ T implies (i) t ∈ T (we then call t · n a child of t), and (ii) for every 0 < m < n,
t · m ∈ T . We assume every node has at least one child. A path in a tree T is a sequence
of nodes t0 t1 ... such that t0 = ε and ti+1 is a child of ti for all i ∈ N0 . A run of an ABA
A on an infinite word w ∈ Σω is defined as a Q-labeled tree (T, r) where r : T → Q is a
labelling function such that r(ε) = q0 and for every node t ∈ T with children t1 , ..., tk , we
have 1 ≤ k ≤ |Q| and the valuation assigning true to the states r(t1 ), ..., r(tk ) and false to all
other states satisfies ρ(r(t), w(|t|)). A run (T, r) is an accepting run iff for every path t1 t2 ...
in T , there are infinitely many i with r(ti ) ∈ F . A word w is accepted by A iff there is an
accepting run of A on w. The set of infinite words accepted by A is denoted by L(A). A
nondeterministic Büchi automaton is an ABA in which every transition rule consists only of
disjunctions.
We will make use of two well-known theorems about ABA:
I Proposition 1 ([19]). For every ABA A with n states, there is a nondeterministic Büchi
automaton MH(A) with 2O(n) states that accepts the same language.
I Proposition 2 ([19, 17]). For every ABA A with n states, there is an ABA A with O(n2 )
states that accepts the complement language, i.e., L(A) = L(A).

3

Propositional Dynamic Logic for Hyperproperties

In this section, we define our new logic, HyperPDL-∆. Structurally, it consists of formulas ϕ
referring to state labels and programs α referring to transition labels. We use the syntax
of HyperCTL* as a basis for formulas but replace the modalities , U and R by PDLlike expressions hαiϕ, [α]ϕ and ∆α constructed from programs. These programs α are
regular expressions over tuples of atomic programs τ capturing the transition behaviour
on the considered paths. Additionally, we allow test-operators ϕ? in α in order to enable
constructions like conditional branching.
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I Definition 3 (Syntax of HyperPDL-∆). Let N = {, π1 , π2 . . .} be a set of path variables
with a special path variable  ∈ N . A formula ϕ is a HyperPDL-∆ formula if it is built from
the following context-free grammar:
ϕ ::= ∃π.ϕ | ∀π.ϕ | aπ | ¬ϕ | ϕ ∧ ϕ | ϕ ∨ ϕ | hαiϕ | [α]ϕ | ∆α
α ::= τ | ε | α + α | α · α | α∗ | ϕ?
where π ∈ N \ {}, a ∈ AP and τ ∈ (Σ ∪ {·})n for the number n > 0 of path quantifiers that
α is in scope of. The constructs hαiϕ, [α]ϕ and ∆α are only allowed in scope of at least one
quantifier.
We call a HyperPDL-∆ formula ϕ closed iff all occurrences of path variables π in ϕ
(as indices of atomic propositions or in atomic programs) are bound by a quantifier. In
this paper, we only consider closed formulas ϕ. In programs α, each component of tuples
τ ∈ (Σ ∪ {·})n corresponds to one of the path variables bound by a quantifier α is in scope
of. We assume that a quantifier that is in scope of i − 1 other quantifiers quantifies path
variable πi .
Connectives inherited from HyperCTL∗ are interpreted analogously: quantifiers ∃ and ∀
should be read as “along some path” and “along all paths”. Using different path variables π
enables us to refer to multiple paths at the same time. For example, with ∀π1 .∃π2 .∃π3 .ϕ,
one can express that for all paths π1 , there are paths π2 and π3 such that ϕ holds along
these three paths. Boolean connectives are defined in the usual way. Atomic propositions
a ∈ AP express information about a state and have to be indexed by a path variable π to
express on which path we expect a to hold.
Intuitively, a program α explores all paths it is in scope of synchronously and thus allows
us to pose a regular constraint on the sequence of atomic programs visited on path prefixes
of equal length. In addition, properties of infinite suffixes can be required at certain points
during the exploration using tests ϕ?. In formulas ϕ, atomic propositions aπ on single
paths suffice to relate behavior on different paths because boolean connectives are available.
Referring to occurences of atomic programs on single paths in programs α in a similar way,
however, would reduce expressivity since neither negation nor conjunction are present in α.
As a remedy, we use tuples τ ∈ (Σ ∪ {·})n to refer to atomic programs on paths π1 , ..., πn ,
where σ in position i means that on path πi , we expect a use of σ to reach the next state. A
wildcard symbol · expresses that any atomic program is allowed on the corresponding path.
The constructs using α can be interpreted as follows: the diamond operator hαiϕ means
that α matches a prefix of the current paths after which ϕ holds. The box operator [α]ϕ is
the dual of hαiϕ, meaning ϕ holds at the end of all prefixes matching α. The last construct
∆α is of a different kind and expresses ω-regular rather than regular properties. It says that
α occurs repeatedly, i.e., the currently quantified paths can be divided into infinitely many
segments matching α. ∆α expresses a variant of a Büchi condition. Instead of moving from
accepting states to accepting states in a Büchi automaton, one moves from initial states to
accepting states repeatedly.
Using our logic, common hyperproperties can be expressed easily and intuitively. Let us
consider two examples: the first, observational determinism [6], states that if two executions of
a system receive equal low security inputs, they are indistinguishable for a low security observer
V
V
all the time. It can be expressed by ∀π1 .∀π2 .( a∈L (aπ1 ↔ aπ2 )) → [•∗ ] a∈L (aπ1 ↔ aπ2 ),
where low security observable behaviour is modelled by the atomic propositions in L. Here,
we use the common boolean abbreviations → for implication and ↔ for equivalence as
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well as • as an abbreviation the program τ = (·, ..., ·). The second example, generalized
noninterference [6], states that high security injections do not interfere with low security
observable behaviour. It can be expressed by stating that for all pairs of executions π1 , π2 there
is a third execution π3 agreeing with π1 on high security injections and is indistinguishable
V
V
from π2 for a low security observer: ∀π1 .∀π2 .∃π3 .[•∗ ] a∈H (aπ1 ↔ aπ3 ) ∧ a∈L (aπ2 ↔ aπ3 ).
Since these hyperproperties can already be expressed in HyperLTL [5], which is subsumed
by our logic by encoding ϕ1 Uϕ2 formulas with h(ϕ1 ? · •)∗ iϕ2 , it is no surprise, that they can
be expressed in HyperPDL-∆ as well.
The ability to express arbitrary ω-regular properties however, allows a much more finegrained analysis of a system than HyperLTL. For example, by replacing the program •∗ with
(• · •)∗ · • · (σ1 , σ1 ) in the observational determinism formula, we can restrict the requirement
on low security outputs to only apply for every other state with the additional constraint
that some specific program σ1 was last executed in both π1 and π2 . As was argued in [1]
for linear time specification logics, the ability to express ω-regular properties can indeed
become a practical issue when in an assume-guarantee setting detailed information about
the behaviour of the context has to be taken into account in order to prove properties of
interest. This indicates that availability of ω-regular properties is not just a theoretical issue
in specification logics.
While there are hyperlogics with the ability to express all ω-regular languages [7], these
lack properties desirable for verification: HyperQPTL obtains the ability to express ωregular properties from the addition of propositional quantification, which complicates
its use for specification purposes since the user has to keep track of heterogeneous types
of quantifiers. The simple property that all executions π1 and π2 agree on propositions
from a set P in every other state for example is expressed by the HyperQPTL formula
V
∀π1 .∀π2 .∃t : t ∧ ( t ↔ ¬t) ∧ (t → a∈P aπ1 ↔ aπ2 ) [15]. The specification of this
V
property in HyperPDL-∆ is much more direct: ∀π1 .∀π2 .[(• · •)∗ ] a∈P aπ1 ↔ aπ2 . This
example also illustrates another problem: due to the additional quantifier alternation, the
only known model checking algorithm for HyperQPTL [20] is exponentially more expensive
than that of HyperPDL-∆ for such formulas. S1S[E] on the other hand, while being even
more expressive than HyperPDL-∆, has an undecidable model checking problem [7].
Before formally defining our logic’s semantics, we introduce some notation. We call a
partial function Π : N
Paths ∗ (T , s0 ) with dom(Π) = {, π1 , ..., πn } a path assignment and
denote by PA the set of all path assignments. In the context of a subformula ϕ, dom(Π)
contains exactly the variables it is in scope of as well as . The path variable  refers to the
most recently assigned path in a path assignment and is used to ensure that paths induced
by quantifiers branch from the most recently quantified path. We use { → p} for a path p
to denote the path assignment Π with dom(Π) = {} and Π() = p. We introduce Π[i, ∞] as
a notation to manipulate path assignments Π such that Π[i, ∞](π) = Π(π)[i, ∞] holds for all
π ∈ dom(Π). Also, Π[πi → p] is a notation for a path assignment Π0 where Π0 (πi ) = p and
Π0 (πj ) = Π(πj ) for all j 6= i. As a convention, we do not count  when determining |dom(Π)|.
For a tuple τ = (σ1 , ..., σn ), we write τ |i to refer to σi .
We write Π |=T ϕ to denote that in the context of a KTS T , a path assignment Π fulfills
a formula ϕ. We also write (Π, i, k) ∈ R(α) for a path assignment Π and two even numbers
i ≤ k to denote that the transition labels on the paths in Π between i and k match α.
Formally, we define these two relations as follows:
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I Definition 4 (Semantics of HyperPDL-∆). Given a KTS T = (S, s0 , {δσ | σ ∈ Σ}, L), we
inductively define both satisfaction of formulas ϕ and programs α on path assignments Π.
Π |=T ∃π.ϕ

iff there is p ∈ Paths(T , Π()(0)) s.t. Π[π → p,  → p] |=T ϕ

Π |=T ∀π.ϕ

iff for all p ∈ Paths(T , Π()(0)) : Π[π → p,  → p] |=T ϕ

Π |=T aπ

iff a ∈ L(Π(π)(0))

Π |=T ¬ϕ

iff Π 6|=T ϕ

Π |=T ϕ1 ∧ ϕ2

iff Π |=T ϕ1 and Π |=T ϕ2

Π |=T ϕ1 ∨ ϕ2

iff Π |=T ϕ1 or Π |=T ϕ2

Π |=T hαiϕ

iff there is i ≥ 0 s.t. Π[i, ∞] |=T ϕ and (Π, 0, i) ∈ R(α)

Π |=T [α]ϕ

iff for all i ≥ 0 with (Π, 0, i) ∈ R(α) : Π[i, ∞] |=T ϕ

Π |=T ∆α

iff there are 0 = k1 ≤ k2 ≤ ... s.t. for all i ≥ 1 :
(Π, ki , ki+1 ) ∈ R(α)

(Π, i, k) ∈ R(τ )

iff k = i + 2 and for all 1 ≤ l ≤ |dom(Π)| :
τ |l = · or Π(πl )(i + 1) = τ |l

(Π, i, k) ∈ R(ε)

iff i = k

(Π, i, k) ∈ R(α1 + α2 )

iff (Π, i, k) ∈ R(α1 ) or (Π, i, k) ∈ R(α2 )

(Π, i, k) ∈ R(α1 · α2 )

iff there is j s.t. i ≤ j ≤ k, (Π, i, j) ∈ R(α1 ) and
(Π, j, k) ∈ R(α2 )

∗

(Π, i, k) ∈ R(α )

iff there are l ≥ 0, i = j0 ≤ j1 ≤ ... ≤ jl = k s.t.
for all 0 ≤ m < l : (Π, jm , jm+1 ) ∈ R(α)

(Π, i, k) ∈ R(ϕ?)

iff i = k and Π[i, ∞] |=T ϕ

A KTS T satisfies a formula ϕ, denoted by T |= ϕ, iff { → p} |=T ϕ holds for an
arbitrary p ∈ Paths(T , s0 ). Note that the choice of p ensures that the outermost quantified
paths in a formula always branch from the starting state of K, i.e. s0 .

4

Model Checking HyperPDL-∆

In order to tackle the model checking problem for HyperPDL-∆, that is to check whether
T |= ϕ holds for arbitrarily given KTS T and closed HyperPDL-∆ formulas ϕ, we develop a new algorithm inspired by the HyperCTL∗ model checking algorithm from [12].
A crucial idea is to represent a path assignment Π with dom(Π) = {, π1 , ..., πn } by an
S
ω-word over (S n × Σn ). Formally, we define a translation function ν : PA → n∈N0 (S n ×
Σn )ω such that a path assignment Π with Π(πi ) = s0i σi0 s1i σi1 ... is mapped to ν(Π) =
((s00 , ..., s0n ), (σ00 , ..., σn0 ))((s10 , ..., s1n ), (σ01 , ..., σn1 ))... ∈ (S n × Σn )ω for n = |dom(Π)|. Note that
 need not be encoded separately in ν(Π) since Π(πn ) = Π() always holds. Similar to the
notation for τ used before, we use the notation s to refer to tuples (s1 , ..., sn ) and write s |i
to refer to si . Then, given a formula ϕ and a KTS T , we construct an ABA Aϕ recognising
ν(Π) iff Π |=T ϕ holds.
First, we transform all formulas into a variation of negation normal form, where only
existential quantifiers are allowed and negation can only occur in front of existential quantifiers,
atomic propositions or ∆s. This form differs from conventional NNF in that negated existential
instead of universal quantifiers are used, because they can be handled more efficiently in our
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setup. The transformation is done by driving all negations in the formula inwards using De
Morgan’s laws and the duality ¬hαiϕ ≡ [α]¬ϕ while also replacing universal quantifiers ∀
with ¬∃¬ and cancelling double negations successively. For example, the formula ∀π.[α]¬aπ
is transformed into ¬∃π.¬[α]¬aπ , ¬∃π.hαi¬¬aπ and then ¬∃π.hαiaπ successively.
Then, as another preprocessing step, all programs α appearing in the formula are
inductively translated to an intermediate automaton representation Mα = (Q, q0 , Σn , ρ, qf , Ψ).
The automaton Mα can be seen as a nondeterministic finite automaton (NFA) with access to
oracles for the tests in α which recognises all prefixes up to index j of the ω-word ν(Π[i, ∞])
such that (Π, i, j) ∈ R(α). This is formalised in Lemma 5. The only differences in syntax
when compared to a conventional NFA are (i) there is exactly one final state qf instead
of a set F , (ii) ε-edges are not eliminated and (iii) we have a state marking function Ψ
mapping every state q ∈ Q to a singleton or empty set of formulas Ψ(q). State markings
Ψ(q) are introduced to tackle tests ψ? and are later replaced by transitions to automata Aψ ,
which we define in the construction for formulas. These state markings make the standard
elimination of ε-edges impossible, which is why we delay the elimination until the markings
are eliminated as well. This approach is similar to the one used in [10] to transform LDL
formulas into automata. However, we apply the construction in a hyperlogic context and
make it more succinct by offering an alternative approach to constructing the transition
function, thus avoiding an exponential blowup.
Construction of Mα . We now describe the construction of Mα . When an expression α has
one or more subexpressions αi , we assume that automata Mαi = (Qi , q0,i , Σn , ρi , qf,i , Ψi ) are
already constructed. Intuitively, most cases are analogous to the translation from regular
expressions to NFA. For the case of a test ψ?, a state marked with ψ is introduced in between
starting and final state. Detailed constructions are shown in Figure 1.
ε
ε
⇒X ⊆ Q × Q for a set of formulas X be the smallest relation such that (i) q =
Let =
⇒Ψ(q) q
τ
ε
ε
⇒X be the
and (ii) q 0 =
⇒X q 00 and q 0 ∈ ρ(q, ε) imply q =
⇒X∪Ψ(q) q 00 . Then, for τ ∈ Σn , let =
τ
ε
smallest relation such that q =
⇒X q 00 iff there is a q 0 ∈ Q such that q =
⇒X q 0 and q 00 ∈ ρ(q 0 , τ ).
These relations capture the encountered markings along ε-paths in Mα in the following way:
ε
q=
⇒X q 0 holds if there is an ε-path from q to q 0 in Mα that encounters exactly the state
τ
markings in the set X. q =
⇒X q 0 is used to describe the same behaviour, but requires an
additional τ -step at the end.
We obtain the following Lemma:
I Lemma 5. Let Π be a path assignment with ν(Π) = (s0 τ1 )(s2 τ3 )... and α a program, then
(Π, i, k) ∈ R(α) iff there is a state sequence q0 q1 ...qm with m = k−i
2 in Mα and sets of
formulas X0 , ..., Xm such that
(i) q0 is the initial state of Mα ,
ε
(ii) qm =
⇒Xm qf for the final state qf of Mα ,
τi+2l+1
(iii) ql ====⇒Xl ql+1 for all l < m and
(iv) ψ ∈ Xl implies Π[i + 2l, ∞] |=T ψ for all l ≤ m.
As mentioned, we transform ϕ into an ABA Aϕ recognising ν(Π) iff Π |=T ϕ holds.
Formally, a language L ⊆ (S n × Σn )ω is called T -equivalent to a formula ϕ, if for each
Π the statements ν(Π) ∈ L(Aϕ ) and Π |=T ϕ are equivalent; we say that an ABA A is
T -equivalent to ϕ iff its language L(A) is T -equivalent to ϕ. As a closed formula ϕ is a
boolean combination of quantified subformulas, the model checking problem can be solved
by performing separate nonemptiness checks on Aψ for all maximal quantified subformulas
ψ and combining the results in accordance with the global structure of ϕ. For example, if ϕ
is given as ψ1 ∧ ¬ψ2 for quantified formulas ψ1 and ψ2 , one performs emptiness tests on Aψ1
as well as Aψ2 and accepts iff the first test is positive and the second test is negative.
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n
Mα = ({q0 , q1 }, q0 , Σ(
, ρ, q1 , Ψ), Ψ(qi ) = ∅

τ

ρ(q, (σ1 , . . . , σn )) =

{q1 }

if ∀i.τ |i = · ∨ τ |i = σi and q = q0

∅

else

ρ(q, ε) = ∅
Mα = ({q0 , q1 }, q0 , Σn , ρ, q1 , Ψ), Ψ(qi ) = ∅
ρ(qi , τ ) = (
∅

ε

ρ(qi , ε) =

α1 + α 2

{qi+1 }

if i = 0

∅
else
˙ 2 ∪{q
˙ 0 , qf }, q0 , Σn , ρ, qf , Ψ),
Mα = (Q1 ∪Q
Ψ(q0 ) = Ψ(q
( f ) = ∅, Ψ(q) = Ψi (q) for q ∈ Qi
ρ(q, τ ) =

ρ(q, ε) =

ρi (q, τ )

if q ∈ Qi

∅

else



{q0,1 , q0,2 }
ρi (q, ε)

if q = q0
if q ∈ Qi \ {qf,i }


ρ (q, ε) ∪ {q } if q = q
i
f
f,i
α1 · α 2

˙ 2 , q0,1 , Σn , ρ, qf,2 , Ψ), Ψ(q) = Ψi (q) for q ∈ Qi
Mα = (Q1 ∪Q
ρ(q, τ ) = (
ρi (q, τ ) for q ∈ Qi

(α1 )∗

ρ1 (q, ε) ∪ {q0,2 } if q = qf,1
˙
Mα = (Q1(∪{q0 , qf }, q0 , Σn , ρ, qf , Ψ) ,Ψ(q0 ) = Ψ(qf ) = ∅, Ψ(q) = Ψ1 (q), for q ∈ Q1
ρ(q, τ ) =

ρ(q, ε) =

ψ?

if q ∈ Qi , q 6= {qf,1 }

ρi (q, ε)

ρ(q, ε) =

ρ1 (q, τ )

if q ∈ Q1

∅

else



ρ1 (q, ε)


{q , q }

if q 6∈ {q0 , qf , qf,1 }


{q0 }




if q = qf

0,1

if q = q0

f

ρ1 (q, ε) ∪ {qf } if q = qf,1
Mα = ({q0 , q1 , q2 }, q0 , Σn , ρ, q2 , Ψ),Ψ(q0 ) = Ψ(q2 ) = ∅, Ψ(q1 ) = {ψ}
ρ(q, τ ) = ∅(
ρ(qi , ε) =

{qi+1 }

if i = 0, 1

∅

else

Figure 1 Construction of Mα .

Construction of Aϕ . We construct the ABA Aϕ inductively. The alphabet of Aϕ is given
as Σϕ = S n × Σn where n is the number of path quantifiers the formula ϕ is in scope of.
When constructing an automaton for ϕ with subformulas ϕi , we assume that the automata
Aϕi = (Qϕi , q0,ϕi , Σϕi , ρϕi , Fϕi ) are already constructed. Similarly, when a formula contains
an expression α, we assume that not only Mα = (Qα , q0,α , Σn , ρα , qf,α , Ψ) but also Aψi in
the case of hαiϕ and ∆α or Aψ̄i in case of [α]ϕ for each construct ψi ? in α are already
constructed. Here, ψ̄i is the negation normal form of ¬ψi . Recall that states true and
false are always part of an ABA in our definition, so we will not mention them explicitly.
Furthermore, let T = (S, s0 , {δσ | σ ∈ Σ}, L) be the KTS to be checked.
The cases of the constructions shown in Figure 2 are straightforward: for aπk (resp.
¬aπk ), only those words are accepted where the state first read for path πk is labelled with a
(resp. not labelled with a). For the connectives ∧ and ∨, one checks whether both automata
Aϕ1 and Aϕ2 accept (resp. at least one automaton accepts) the word.
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aπk

Aϕ = ({q0 }, q0(
, Σϕ , ρ, ∅)
ρ(q0 , (s , τ )) =

¬aπk

if a ∈ L(s |k )

false

else

false

if a ∈ L(s |k )

true

else

˙ 2 ∪{q
˙
˙
Aϕ = (Q1 ∪Q
( 0 }, q0 , Σϕ , ρ, F1 ∪F2 )
ρ(q, (s , τ )) =

ϕ1 ∨ ϕ2

true

Aϕ = ({q0 }, q0(
, Σϕ , ρ, ∅)
ρ(q0 , (s , τ )) =

ϕ1 ∧ ϕ2
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ρ1 (q0,1 , (s , τ )) ∧ ρ2 (q0,2 , (s , τ ))

ρi (q, (s , τ ))
˙
˙
˙ 2)
Aϕ = (Q1 ∪Q(
2 ∪{q0 }, q0 , Σϕ , ρ, F1 ∪F
ρ(q, (s , τ )) =

if q = q0
if q ∈ Qi , i ∈ {1, 2}

ρ1 (q0,1 , (s , τ )) ∨ ρ2 (q0,2 , (s , τ ))

if q = q0

ρi (q, (s , τ ))

if q ∈ Qi , i ∈ {1, 2}

Figure 2 Construction of Aϕ in basic cases.

We now discuss how to handle the PDL-like modalities hαiϕ, [α]ϕ and ∆α. In the
correctness statement for the automata Mα constructed for this purpose, we rely on oracle
requests for tests ψ? (Lemma 5 (iv)). As mentioned, we eliminate these oracle requests by
transitioning into the automaton Aψ whenever we reach a state marked with ψ?.
In the construction for hαiϕ1 , we want to recognise a single path where after a prefix
satisfying α, ϕ1 holds. This is achieved by enabling a move into Aϕ1 whenever the final state
qf,α of Mα is reached. Since none of the states of Mα are declared final in Aϕ , an accepting
run in Aϕ cannot stay in Mα forever and thus eventually has to move into Aϕ1 in this way.
Moves into Aψ for tests ψ? are made conjunctively since all tests on an accepting run have
to be successful. For the dual case [α]ϕ1 , we want ϕ1 to hold after all prefixes satisfying
α. Thus, dual to the previous construction, whenever reaching the state qf,α , we are not
only given the possibility to, but have to move into Aϕ1 as well. Since all transitions in this
construction are combined with ∧ to ensure that all prefixes satisfying α are considered, we
have to take care of paths in Aϕ that never leave Mα by declaring all states of Mα accepting.
On the other hand, paths not satisfying α due to a violation of a test ψ? are ruled out by
a disjunctive test for the negation of ψ. An illustration of these two cases can be found in
Figure 4. To handle formulas of the form ∆α, we transform Mα into a Büchi automaton
with a distinguished new initial state q0 which ensures that in between two visits of q0 , α
is satisfied. The state q0 acts like the initial state q0,α for outgoing, and like the final state
qf,α for incoming transitions and is the only accepting state (apart from those in the Aψi
automata). Moves into test-automtata are handled just as in the hαiϕ1 case. This ensures
that an accepted input word consists of repeated segments matched by α. Negated ∆α
constructions can be handled by complementation using Proposition 2.
ε
Note that when we translate state markings in Mα into transitions in Aϕ , q =
⇒X q 0
may hold for exponentially many sets X, resulting in disjunctions of exponential size (in
|α|) in the transition functions for h·i and ∆, and conjunctions of exponential size for [·].
This can, however, be avoided by constructing formulas equivalent to these disjunctions and
conjunctions during the inductive construction of Mα , the size of which is not larger than
3 · |α| + 2. We discuss the case of disjunctions; the other case can be handled in a dual way.
Two observations are exploited. First of all, the formula need not be written in a disjunctive
form but can mix disjunctions and conjunctions freely. Thus, one source of exponential
increase can be avoided by constructing the formulas for nested sums and concatenations
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hαiϕ1

[α]ϕ1

∆α

S
S
Q , q , Σ , ρ, F1 ∪˙ i Fψi )
 i ψi 0,α ϕ
ρ1 (q, (s , τ ))





, τ ))
ρWψi (q, (sV
τ
0
ρ(q, (s , τ )) =
{q ∧ ψ ∈X ρψi (q0,ψi , (s , τ )) | q =
⇒X q 0 } ∪
i



{ρ(q0,1 , (s , τ ))∧


V

ε
ρ (q
, (s , τ )) | q =
⇒X qf,α }
ψi ∈X ψi 0,ψi
S
S
˙ α ∪˙ i Qψ¯ , q0,α , Σϕ , ρ, F1 ∪Q
˙ α ∪˙ i Fψ¯ )
Aϕ = (Q1 ∪Q
i
i

ρ
(q,
(
s
,
τ
))
1





, τ ))
ρVψ¯i (q, (sW
τ
ρ(q, (s , τ )) =
{q 0 ∨ ψ ∈X ρψ¯i (q0,ψ¯i , (s , τ )) | q =
⇒X q 0 } ∪
i



{ρ(q0,1 , (s , τ ))∨


W

ε
ρ (q
, (s , τ )) | q =
⇒X qf,α }
ψi ∈X ψ¯i 0,ψ¯i
S
S
˙ 0 }∪˙ i Qψi , q0 , Σϕ , ρ, {q0 }∪˙ i Fψi )
Aϕ = (Qα ∪{q


ρψi (q, (s , τ ))
W

V
τ


⇒X q 0 }∪
 {q 0 ∧ ψi ∈X ρψi (q0,ψi , (s , τ )) | q0,α =


V
ε
 {
⇒X qf,α }
ρψ (q0,ψi , (s , τ )) | q0,α =
V i
ρ(q, (s , τ )) = W 0 ψi ∈X
τ

{q ∧ ψ ∈X ρψi (q0,ψi , (s , τ )) | q =
⇒X q 0 } ∪

i

V


{q0 ∧ ψ ∈X ρψi (q0,ψi , (s , τ ))∧



Vi
τ

0 ε

˙ α ∪˙
Aϕ = (Q1 ∪Q

ψi ∈Y

¬∆α

q0,ψi | q =
⇒X q =
⇒Y qf,α }

if q ∈ Q1
if q ∈ Qψi

if q ∈ Qα
if q ∈ Q1
if q ∈ Qψ¯i

if q ∈ Qα
if q ∈ Qψi
if q = q0

if q ∈ Qα

Aϕ = A∆α

Figure 3 Construction of Aϕ for α formulas.

inductively using that their contribution is directly captured by disjunction and conjunction,
respectively. The second observation is that the conjunction resulting from a subpath of a
path subsumes the conjunction for that path. This can be exploited to show that only paths
using backwards edges (i.e., edges from qf to q0 in *-constructions) at most once and using
only particular backward edges have to be considered for treating iteration. We refer the
interested reader to Appendix B for a more detailed look at this alternative construction.
In the constructions for path quantifiers (Figure 5), we eliminate one component of the
alphabet Σϕ1 = S n+1 × Σn+1 and switch to Σϕ = S n × Σn . The eliminated component is
now simulated by the state space of Aϕ , which ensures that said component is indeed a
path in T by using the additional components from S and Σ. The rule for the initial state
guarantees that this path from T starts in the state it is branching from. Negated existential
quantifiers that by our definition can occur in formulas in negation normal form are handled
straightforwardly by complementation.

Aψ

∧
ψ

Aϕ

∨
Mα ,

W

A¬ψ

∨
ψ

Aϕ

∧
Mα ,

V

Figure 4 Illustration of the constructions for hαiϕ and [α]ϕ. In automata shown with a single
dashed line all states are non-final. In automata shown with a double dashed line all states are final.
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Aϕ1 dealternised: MH(Aϕ1 ) = (Q1 , q0,1 , Σϕ1 , ρ1 , F1 )
˙ 0 }, q0 , Σϕ , ρ, F1 × S × Σ)
Aϕ = (Q1 × S × Σ∪{q
0 0
ρ(q0 , (s , τ )) = {(q , s , σ 0 ) | q 0 ∈ ρ1 (q0,1 , s + s |n , τ + σ), s0 ∈ δσ (s |n ), σ, σ 0 ∈ Σ}
ρ((q, s, σ), (s , τ )) = {(q 0 , s0 , σ 0 ) | q 0 ∈ ρ1 (q, s + s, τ + σ), s0 ∈ δσ (s), σ 0 ∈ Σ}
Aϕ = A∃π.ϕ1

Figure 5 Construction of Aϕ for quantifier formulas.

For the construction, we obtain the following theorem via induction:
I Theorem 6. The automaton Aϕ is T -equivalent to ϕ.
For the complexity analysis, we introduce a notion of criticality.
I Definition 7 (Criticality). The criticality of a HyperPDL-∆ formula ϕ in negation normal
form equals the highest number of critical quantifiers along any path in the formula’s syntax
tree. A quantifier is called critical iff it is a non-outermost quantifier, fulfills at least one of
the following three conditions:
(i) it is a negated quantifier,
(ii) it is an outermost quantifier in a test ϕ? in some program α,
(iii) it is an outermost quantifier in the subformula ϕ of [α]ϕ,
and is not a negated outermost quantifier in a test ϕ? occuring in a modality [α] where the
automaton Mα is deterministic.
We call a HyperPDL-∆ formula with criticality 0 uncritical.
This definition is designed carefully in order to ensure that the alternation depth of
HyperCTL∗ formulas coincides with the criticality of their direct translation to HyperPDL-∆.
Intuitively, an uncritical quantifier is one where the next dealternation construction MH(A)
does not cause another exponential blowup on this part of the automaton. Accordingly, a
critical quantifier is one where this exponential blowup for the next dealternation construction
cannot be avoided in general. Thus, the criticality of a formula accounts for the number of
times an exponential blowup may happen during the construction.
Since exponential blowups occur in a nested manner, we can only bound the size of the
resulting automaton by an exponential tower. As argued in the last paragraph, its height is
determined by criticality rather than quantifier depth. Formally, we define a function g as
gp,c (0, n) = p(n) and gp,c (k + 1, n) = cg(k,n) for a constant c > 1 and a polynomial p. We
use O(g(k, n)) as an abbreviation for O(gp,c (k, n)) for some c > 1 and polynomial p.
Two remarks are in order about the next Lemma. Firstly, the statement refers to the
number of states of the construction, disregarding the number of transitions. However, this
is harmless for our complexity analysis: while the alphabet size increases exponentially
with the nesting depth of quantifiers, alphabets need not be represented explicitly and the
number of transitions of the automata can be kept polynomial by delaying the substitution
of the wildcard symbol · by concrete programs until the intersection with the system T . We
refrain from explicating this in our construction in order to increase readability. Secondly,
the construction’s size can also increase exponentially in the nesting level of negated ∆α
constructions. Since we expect that negated ∆α constructions are rarely nested in formulas,
we assume for the remainder of this paper a bound on this nesting level in order to simplify
our complexity statement. Indeed, in Section 6, we will show that a bound of 1 suffices to
express ω-regular properties, thus making this a reasonable constraint. The dependency from
the nesting depth is reflected in the proof of Lemma 8 in Appendix A.
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I Lemma 8. The automaton Aϕ has size O(g(k + 1, |ϕ| + log(|T |))) for formulas ϕ with
criticality k.
Proof (Sketch). By induction on the criticality k. In the base case, the dealternation
constructions from Proposition 1 overall cause a single exponential blowup at most since
in all constructions not increasing the criticality, one has to keep track of only a single
state of each already dealternised subautomaton in further dealternations. Since the only
dealternation is done before the system T is folded around the automaton, the automaton’s
size is only exponential in the size of ϕ, but not in the size of T .
In the inductive step, the construction for the outermost critical quantifier increases the
size of the automaton exponentially. For all further constructions, it can be argued that the
automaton’s size is asymptotically not further increased, just like in the base case.
J
I Theorem 9. The problem to decide whether T |= ϕ holds for KTS T and HyperPDL-∆
formulas ϕ with criticality k is in NSPACE(g(k, |ϕ| + log(|T |)).
Proof. The formula arising from the transformation of ϕ to our variant of negation normal
form is a boolean combination of subformulas ψ with an outermost existential quantifier. Due
to dealternation for the existential quantifier, the automata Aψ are non-deterministic Büchi
automata. We perform nonemptiness checks on these automata separately. It is well-known
that the nonemptiness check for Büchi automata is possible in NLOGSPACE in the size of the
automaton [9]. We then combine the results in accordance with the structure of ϕ. This does
not add to the complexity. Thus, by Lemma 8, we obtain an NSPACE(g(k, |ϕ| + log(|T |))
model checking algorithm for criticality k HyperPDL-∆ formulas.
J
Since we can easily translate HyperCTL∗ formulas to HyperPDL-∆ while preserving the
alternation depth as criticality, we can use known hardness results for HyperCTL∗ model
checking [20] to obtain the following Theorem:
I Theorem 10. Given a KTS T and a HyperPDL-∆ formula ϕ with criticality k, the
model checking Problem for HyperPDL-∆ is hard for NSPACE(g(k, |ϕ|)) and NSPACE(g(k −
1, |T |)).1

5

Satisfiability

While model checking of temporal logics is an essential technique for verification, it requires
meaningful specifications in order to be useful. For example, if a formula is fulfilled by every
or no structure, it is useless for specification purposes. To evaluate whether this is the case,
satisfiability testing can be employed as a sanity check [21]. Since satisfiability checking
is already undecidable for HyperLTL [11] via a reduction from the Post Correspondence
Problem (PCP) and HyperLTL can be embedded into HyperPDL-∆, we consider only
restrictions of a fragment of HyperPDL-∆ where quantified paths can be traversed linearly
for the purpose of this section.

1

Note that we have not defined g(−1, n) in this paper. For k = 0 and a fixed size formula ϕ, we use the
definition from [12], where NSPACE(g(−1, n)) was defined as NLOGSPACE. Since one can see that
our algorithm has NLOGSPACE complexity in this instance, the lower and upper bounds match in all
cases. For k = 0 and a fixed size structure T or k > 1, we can use Savitch’s Theorem to see that the
problems are actually complete for the deterministic space classes.
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I Definition 11. A linear HyperPDL-∆ formula is of the form Q1 π1 . . . Qn πn .ψ for Qi ∈
{∃, ∀} and ψ a quantifier-free formula. A linear HyperPDL-∆ formula ϕ is an ∀∗ -formula if
Qi = ∀ for all 1 ≤ i ≤ n. The ∃∗ -fragment and the ∃∗ ∀∗ -fragment are defined analogously.
For linear HyperPDL-∆, we generalise the semantics to arbitrary sets of traces T instead
of only those induced by KTS. More concretely, for a fixed set of traces T , we let the
assignment functions Π map variables to traces in T instead of paths of a structure. Such
a function Π is called a trace assignment; the set of all trace assignments is called TA.
Furthermore, we let all quantifiers range over T instead of Paths(T , Π()(0)). We further
define T |= ϕ to hold for a linear HyperPDL-∆ formula ϕ iff {} |= ϕ holds for the trace
assignment {} with empty domain over T . For linear HyperPDL-∆ formulas and using
T = Traces(T , s0 ), this definition coincides with the definition in Section 3. We then call a
linear HyperPDL-∆ formula ϕ satisfiable iff there is a non-empty set of traces T such that
T |= ϕ holds. The satisfiability problem for linear HyperPDL-∆ is to check whether a linear
HyperPDL-∆ formula ϕ is satisfiable. For full linear HyperPDL-∆, we obtain undecidability
via a reduction from HyperLTL satisfiability [11]:
I Theorem 12. The satisfiability problem for linear HyperPDL-∆ is undecidable.
However, since the encoding relies on the availability of arbitrary combinations of quantifiers, a natural question is whether fragments of linear HyperPDL-∆ with restricted quantifier
combinations yield a decidable satisfiability problem. For HyperLTL, several such restrictions were considered [11]. In [11], the satisfiability problem for the restricted fragments
in HyperLTL is solved via the transformation of a HyperLTL formula to an equisatisfiable
LTL formula and solving the satisfiability problem for the latter. Since there is no apparent
connection of this form between HyperPDL-∆ and LTL, we use a similar type of translation,
but instead translate our formulas into suitable ABA and check those for emptiness. In
all cases, the lower complexity bound can be obtained via reduction from the satisfiability
problem of the corresponding fragment of HyperLTL.
I Theorem 13. The satisfiability problem for the ∀∗ -fragment of HyperPDL-∆ is PSPACEcomplete.
Proof (Sketch). Let ϕ be a ∀∗ -fragment formula, i.e. ϕ ≡ ∀π1 . . . ∀πn .ψ for a quantifier-free
formula ψ. We manipulate ψ by substituting π1 , ..., πn with a single fresh variable π and
obtain a formula ψ 0 . This is done by (i) replacing every occurence of an atomic proposition
aπi with aπ and (ii) compressing each tuple of atomic programs τ into a program α with
only 1-tuples. The compression discriminates three cases. If τ only consists of wildcard
programs, i.e. τ = •, then it is compressed to (·). If τ is composed from the set {σ, ·} for
some atomic program σ, then it is compressed to (σ). Otherwise, i.e. if τ is composed of
distinct non-wildcard atomic programs, it is compressed to false? · (·). For example, for
ϕ ≡ ∀π1 ∀π2 h(·, σ)iaπ1 ∧ [• + (σ, σ 0 )]¬aπ2 , ψ 0 is given by h(σ)iaπ ∧ [(·) + false? · (·)]¬aπ . Let
A be the ABA for ψ 0 as described in Section 4. We can test A for emptiness in PSPACE
[9]. A is non-empty iff ϕ is satisfiable: any word w accepted by A gives rise to the trace set
{w} satisfying ϕ. Analogously, a non-empty trace set T with T |= ϕ can be used to obtain a
word accepted by A since A accepts all traces satisfying ψ 0 and we can thus pick any trace t
in T as a witness.
The lower bound directly follows by a reduction from the satisfiability problem for the
∃∗ ∀∗ fragment of HyperLTL [11].
J
Similarly, we can show that the ∃∗ fragment is also PSPACE-complete.
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I Theorem 14. The satisfiability problem for the ∃∗ -fragment of HyperPDL-∆ is PSPACEcomplete.
Proof (Sketch). Let ϕ be a ∃∗ -fragment formula, i.e. ϕ ≡ ∃π1 . . . ∃πn .ψ for a quantifier-free
formula ψ. We construct the alternating Büchi automaton A for ψ. Non-emptiness of A
and satisfiability of ϕ are equivalent: every trace set T fulfilling ϕ contains traces t1 . . . tn
fulfilling ψ and these give rise to a word accepted by A. On the other hand, if L(A) is
non-empty, the trace set T induced by an arbitrary w ∈ L(A) fulfills ϕ.
The lower bound follows straightforwardly by a reduction from the satisfiability problem
for the ∃∗ fragment of HyperLTL [11].
J
For the ∃∗ ∀∗ -fragment, we eliminate the universal quantifiers by taking the variables
bound by existential quantifiers and replacing the variables bound by universal quantifiers
by all possible combinations of them. Unlike the previous two fragments, this increases the
complexity beyond PSPACE.
I Theorem 15. The satisfiability problem is EXPSPACE-complete for the ∃∗ ∀∗ -fragment of
HyperPDL-∆.
0
.ψ for a quantifierProof (Sketch). Let ϕ be a ∃∗ ∀∗ -formula, i.e. ϕ ≡ ∃π1 . . . ∃πn ∀π10 . . . ∀πm
0
free formula ψ. For a formula ψ and path variables π, π , we define the substitution ψ[π/π 0 ]
to be the variant of ψ in which all occurences of π 0 have been replaced by π similar
to the substitution in the proof of Theorem 13. The main difference here is that only
two instead of n path variables are compressed into one. Thus only two instead of all
atomic programs have to be considered when determining the replacement of a tuple. Let
Vn
Vn
0
ϕ0 ≡ ∃π1 . . . ∃πn . j1 =1 · · · jm =1 ψ[πj1 /π10 ] . . . [πjm /πm
]. For example, for ϕ ≡ ∃π1 .∃π2 .∀π10 .
0
h(·, ·, σ)iaπ1 ∧ ¬aπ2 ∧ aπ10 , ϕ = ∃π1 .∃π2 .(h(σ, ·)iaπ1 ∧ ¬aπ2 ∧ aπ1 ) ∧ (h(·, σ)iaπ1 ∧ ¬aπ2 ∧ aπ2 ).
ϕ0 is an ∃∗ formula and is equisatisfiable to ϕ: any trace assignment satisfying ϕ naturally
induces a model of ϕ0 . For the reverse direction, assume Π |= ϕ0 . ϕ0 contains all possible
0
combinations of assignments for the variables π10 . . . πm
with traces chosen for the existentially
quantified variables π1 . . . πn . Then T = {Π(πi ) | 1 ≤ i ≤ n} |= ϕ. ϕ0 is constructible in
EXPTIME. Therefore the satisfiability check is possible in EXPSPACE due to Theorem 14.
The lower bound easily follows by a reduction from the satisfiability problem for the ∃∗ ∀∗
fragment of HyperLTL [11].
J

As in [11], from Theorem 15, we obtain that it is an EXPSPACE-complete problem to
decide whether one uncritical HyperPDL-∆ formula is implied by another. In particular, the
uncritical fragment includes properties like variants of observational determinism enriched
by regular predicates.

6

Expressivity Results

As mentioned in the introduction, a desirable property of temporal logics is the ability to
specify arbitrary ω-regular properties. We show that HyperPDL-∆ indeed has this property.
I Theorem 16. Let Π be a trace assignment and π1 . . . πn be the variables bound by Π. Let
νAP : TA → ((2AP )n × Σn )ω be the analog of ν for trace assignments. For a given ω-regular
language L over (2AP )n × Σn , there is a quantifier-free HyperPDL−∆ formula ϕ with path
variables π1 . . . πn such that Π |= ϕ iff νAP (Π) ∈ L.
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Proof. Let L be an ω-regular language over (2AP )n × Σn . It is well-known [9] that L =
Sk
ω
i=1 Li,0 Li,1 holds for some regular languages Li,0 , Li,1 . Let ri,j be a regular expression for
Li,j . Every symbol in ri,j has the form ((P1 , ..., Pn ), τ ) for Pk ⊆ AP and τ ∈ Σn . Let αi,j be
Vn V
the regular expression obtained by replacing each such symbol in ri,j by ( l=1 a∈Pl aπl ∧
V
Wk
J
a6∈Pl ¬aπl )? · τ . Then ϕ ≡
i=1 hαi,0 i∆αi,1 yields the desired formula.
It follows from this theorem that HyperPDL-∆ can express an infinitary version of the
regular hyperlanguages recently proposed in [3].
We now compare our logic to other hyperlogics. For this purpose we introduce a logic
that adds to HyperCTL∗ the ability to quantify over atomic propositions.
I Definition 17 ([7]). The logic HyperQCTL∗ is obtained by adding to the syntax of
HyperCTL∗ the rules ϕ ::= q | ∃q.ϕ and to the semantics the rules
Π |=T q

iff

q ∈ Π(πq )(0)

Π |=T ∃q.ϕ

iff

∃t ∈ (2{q} )ω .Π[πq → t] |=T ϕ

The sub-logic HyperQPTL consists of the HyperQCTL∗ formulas where both path quantifiers
Qπ.ϕ and propositional quantifiers Qq.ϕ only occur at the front of the formula.
I Theorem 18.
1. HyperCTL∗ < HyperPDL-∆ ≤ HyperQCTL∗
2. HyperLTL < Linear HyperPDL-∆ ≤ HyperQPTL
Proof. Part one of both claims is straightforward: Embedding HyperLTL and HyperCTL∗
into (linear) HyperPDL-∆ works as described in Section 3. An embedding in the other
direction is impossible due to the inability of HyperLTL and HyperCTL∗ to express arbitrary
ω-regular properties [20].
For the second part of the first claim, we observe that the semantics of HyperPDL-∆ can
straightforwardly be encoded in MSO[E], which is equally expressive as HyperQCTL∗ by [7].
The last claim can be shown by a direct translation via Büchi automata: A quantifier-free
HyperPDL-∆ formula can be translated into a Büchi Automaton as described in Section 4.
By [15], there is a QPTL formula for that automaton, where the quantifiers can be reattached
to yield the desired formula.
J
By the results of [7], we obtain that linear HyperPDL-∆ is stricly less expressive than
S1S[E], which, as mentioned, has an undecidable model checking problem. We leave a more
precise localisation of linear and unrestricted HyperPDL-∆ in the hierarchies of hyperlogics
from [7] for future work. This includes comparisons with FO[<,E] and MPL[E] and an answer
to the question if the second inequalities from the claims in Theorem 18 are indeed strict.

7

Conclusion

We introduced the logic HyperPDL-∆ as a variant of Propositional Dynamic Logic for
hyperproperties that can express all ω-regular properties. Our model checking algorithm has
the same complexity as model checking HyperCTL∗ , despite the increased expressive power.
Finally, we showed that satisfiability checking for certain fragments has the same complexity
as for structurally similar, but less expressive fragments of HyperLTL.
Future work includes implementing a model checker for HyperPDL-∆. It would also be
interesting to explore alternative model checking and satisfiability testing algorithms for
subfragments of HyperPDL-∆, possibly by exploiting classical techniques for PDL.
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Detailed Complexity Analysis

Proof of Lemma 8. By induction on the criticality k.
0

Base case: ϕ has criticality 0. We show inductively that Aϕ has size 2O(p(n)+p (log(m)))
in the size n of ϕ and the size m of T for some polynomials p, p0 . First, notice that |Mα |
is linear in the size of α. This can easily be shown by a structural induction, where each
construction adds a constant number of states to its subautomata only.
Basic constructions Aaπ and A¬aπ have constant size. For boolean connectives as well as
hαiϕ, [α]ϕ and ∆α, the construction of Aϕ again just adds a constant number of states to
the automata for the subformulas. The construction for ¬∆α introduces a quadratic increase
by Proposition 2. Throughout the whole construction, this results in an exponential increase
in the nesting depth of negated ∆α constructs at most. More precisely, when bounding this
nesting depth to a constant d, the polynomial p on top of the exponential tower has degree
at most 2d. Existential quantifiers increase the size of the automaton exponentially in the
size of the formula ϕ and add a factor polynomial in the size of the structure T . Using
logarithmic laws, this translates to the form above. Note that the factor depending on |T | is
added after the exponential blowup from the dealternation construction MH(A).
It remains to show that the dealternation construction MH(A) introduces an exponential
blowup of the structure’s size at most once for formulas of criticality 0, regardless of how
many quantifiers the formula contains. In order to do this, we have to look closer at the
proof of Proposition 1. We show that once the dealternation construction MH(A) is done
for the innermost quantifiers, at most one state of each dealternised automaton has to be
tracked in further dealternations. Thus, the exponential size of the subautomaton is added
as a factor rather than in an exponent when determining the size of the state space of the
full automaton.
Our claim can be shown by an induction over the number of constructions on top of the
dealternised automaton. In the base case, no construction is done on top of a dealternised
automaton Aϕ . Since Aϕ is a Büchi automaton, a run of the resulting automaton is a path
rather than a tree on every word. Thus, only one state has to be tracked. In the inductive
step, we discriminate cases for the outermost construction. By the induction hypothesis, at
most one state of each dealternised automaton has to be tracked in each subautomaton. For
the construction ϕ1 ∨ ϕ2 , a run tree moving into Aϕ1 or Aϕ2 never returns to the initial
state. Thus, since Aϕ1 and Aϕ2 are unconnected, we track states of only one of the automata.
Then, the claim is implied by the induction hypothesis. The construction for Aϕ1 ∧ϕ2 works
similarly, with the difference that we have to track states of both subautomata when a run
moves into this automaton over the initial state. This does, however, not lead to an increase
in states of each dealternised automaton that have to be tracked, since these subautomata
are unconnected. The next construction we have to consider is Ahαiϕ . Here, a run has
the property that at most one state of Mα has to be tracked, which can be replaced by
states of Aϕ at some point. Additionally, arbitrarily many states of Aψ for subformulas
ψ of α can be tracked. However, this is no contradiction to our claim, since α may not
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contain any quantified subformulas and thus Aψ may not contain dealternised automata in
uncritical formulas. Thus, since the induction hypothesis states that at most one state of
each dealternised automaton of Aϕ has to be tracked at any point, this shows our claim.
As another case, we consider the construction for ∃π.ϕ. Here, since only a disjunctive
transition is added on top of Aϕ , we can argue similar as in the case for ϕ1 ∨ ϕ2 with the
difference that we consider only a single subautomaton. Due to the exemption rule in the
definition of criticality, there is an additional construction to be considered: [α]ϕ, where α
is deterministic and the outermost quantifier inside α is negated.2 Since tests ψ in α are
handled by disjunctively transitioning into the automaton for ¬ψ in the [α]ϕ construction,
this cancels out the negation of the quantifier. Therefore, no critical negation construction
has to be performed on a dealternised subautomaton during the construction of A¬ψ . Then,
since due to the fact that Mα is deterministic, conjunctions of transitions in Mα behave the
same as disjunctions and we can argue just as in the case for Ahαiϕ . Finally, observe that
we do not have to consider constructions for ∆α, ¬∆α, or general [α]ϕ, since the resulting
formula is not uncritical when any of these contain a quantified subformula.
Inductive step: ϕ has criticality k + 1. On the path in ϕ’s syntax tree inducing the criticality,
we inspect the outermost critical quantifier. Its subformulas ϕi have criticality at most
k. Using the induction hypothesis on all subformulas, we obtain automata of size at most
O(g(k+1, |ϕi |+log(|T |))). The next dealternation will result in an automaton of size 2O(|Aϕi |)
(by Proposition 1) which can be bounded by 2O(g(k+1,|ϕi |+log(|T |))) = O(g(k+2, |ϕ|+log(|T |))).
Since we inspected the outermost critical quantifier on the path inducing the criticality of
the formula, any of the subsequent constructions will not cause a further exponential blowup
of the automaton’s size, as argued in the base case.
J

B

Alternative Construction for the Transition Function of Aϕ

In the main body of the paper, we have argued that the transition function in Aϕ for ϕ
containing α can be exponential in the size of α. Consider the automaton in Figure 6
where states annotated with ψi,j are marked with the corresponding formula and each
unannotated edge stands for an ε-transition. Such an automaton can occur when α has
the form (ψ0,1 ? + ψ0,2 ?)(ψ1,1 ? + ψ1,2 ?)...(ψn,1 ? + ψn,2 ?)τ and should serve as an illustrative
example. We consider the case where this α is used in a h.i formula. For ease of presentation,
we assume that ψi,j can be tested by moving into a state pi,j . It is possible to reach qf from
q0 with an exponential number of ε-paths, each with a different combination of markings.
τ
Therefore we have q0 =
⇒X q for exponentially many X, transferring into the size of the
W
V
τ
transition function when constructing ρ(q0 , τ ) ≡ {q ∧ ψi,j ∈X pi,j | q0 =
⇒X q}.
For this example, it is easy to see that these exponentially many different combinations
of transitions could equally be represented by a formula of a much smaller size, namely
(p0,1 ∨ p0,2 ) ∧ (p1,1 ∨ p1,2 ) ∧ ... ∧ (pn,1 ∨ pn,2 ). This is due to the fact that conjunction and
disjunction closely resemble the behaviour of concatenation and sum constructions in Mα
when considering ε-paths for the construction of ρ. We will show here, that using these ideas
it is possible to construct such a formula of size not greater than 3 · |α| + 2 for every α.

2

There are additional forms of α, where explosion through a negated quantifier inside the modality [α]
can be avoided. This includes all forms where in any run in Mα , a test for ¬ψ occurs only in a situation
where all states occurring at the same level of the run can transition into A¬ψ . Then, when a transition
into A¬ψ can be taken in one of the states, it can be taken in all of the states. Since they are on the
same level, the same continuation in A¬ψ can be used for all these branches, such that only a single
state of each dealternised subautomaton of A¬ψ needs to be tracked.
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Figure 6 Automaton Mα with an exponential number of test combinations.

We proceed by constructing a function εp such that εp(q, q 0 , α) = ϑ for a formula
W V
ε
ε
ϑ equivalent to { ψi ∈X vi | q =
⇒X q 0 } for =
⇒X constructed from Mα . Here we use
variables vi as placeholders for formulas ψi to be later replaced by a transition into the
corresponding automaton Aψi . For τ -transitions, this can straightforwardly be extended
to a function τ p which can then be used to construct the τ transition function for a
state q in a more succinct way. For a hαiϕ formula and some q ∈ Qα we then have
W
ρ(q, (s , τ )) = {q 0 ∧ τ p(q, q 0 , α)[ρψi (q0,ψi , (s , τ ))/vi ] | q 0 ∈ Q}. Some remarks are in order
for this transition function construction: (i) in this construction, opposed to the one used
before, each q 0 ∈ Q can occur at most once in the disjunction, (ii) for q 0 ∈ Q such that there
τ
is no X with q =
⇒X q 0 , i.e. q 0 is not reachable from q with τ , we have τ p(q, q 0 , α) ≡ f alse
and thus the state can be eliminated from the disjunction and (iii) for [.] formulas, τ p and ρ
can similarly be constructed in a dual way.
Since there is no direct way to create the desired formula for α = α1∗ while meeting the
size constraints, we cannot do a direct inductive construction for εp. Instead we perform
an inductive construction dp that is similar to εp but does not take backwards edges (qf , q0 )
originating from α∗ -constructions into account. Then, εp can be constructed from dp by only
considering a single backwards edge for each pair of states. The idea behind this is that each
path p∗ considering more than one backwards edge is subsumed by some path p1 considering
only one backwards edge in the sense that if p∗ visits the set X∗ of markings and p1 visits
the set X1 of markings, then X1 ⊆ X∗ . Then, the conjunction over X∗ is implied by the
conjunction over X1 . Since in the construction of ρ, we perform a disjunction over all paths
with a conjunction over all seen markings inside, we can then omit p∗ from the disjunction.

Construction of dp and εp.

First, we construct dp inductively.

(
α=τ

0

dp(q, q , α) =
(

α=ε

α = α1 + α2

dp(q, q 0 , α) =

false

if q 6= q 0

true

else

false

if q = q1 and q 0 = q0

true else


dp(q, q 0 , αi )




0


dp(q0,i , q , αi )
dp(q, q 0 , α) = dp(q, qf,i , αi )




dp(q0,1 , qf,1 , α1 ) ∨ dp(q0,2 , qf,2 , α2 )



false

if q, q 0 ∈ Qi
if q = q0 and q 0 ∈ Qi
if q ∈ Qi and q 0 = qf
if q = q0 and q 0 = qf
else
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α = α1 · α2

α = (α1 )∗

α = ψk ?

dp(q, q 0 , α) =


0


dp(q, q , αi )

if q, q 0 ∈ Qi

dp(q, qf,1 , α1 ) ∧ dp(q0,2 , q 0 , α2 ) if q ∈ Q1 and q 0 ∈ Q2


false
else


dp(q, q 0 , α1 )
if q, q 0 ∈ Q1





if q = q0 and q 0 = qf

true
0
dp(q, q , α) = dp(q0,1 , q 0 , α1 ) if q = q0 and q 0 ∈ Q1




dp(q, qf,1 , α1 ) if q ∈ Q1 and q 0 = qf



false
else


true if q = q 0 6= q1

0
dp(q, q , α) = false if q = qi , q 0 = qj , i > j


v
else
k

Using dp, we are now able to construct εp directly for all q, q 0 and α.
εp(q, q 0 , α) = dp(q, q 0 , α) ∨ (dp(q, qf,ᾱ , α) ∧ dp(q0,ᾱ , q 0 , α))
Here ᾱ is the innermost ∗-construction that contains both q and q 0 . In case no such ᾱ exists,
both dp(q, qf,ᾱ , α) and dp(q0,ᾱ , q 0 , α) are given by false instead.
Theoretical justification. In order to use this succinct alternative in our construction, we
have to argue that it indeed has the desired properties. Therefore we establish a number of
theorems:
I Theorem 19. |dp(q, q 0 , α)| ≤ |α| and |εp(q, q 0 , α)| ≤ 3 · |α| + 2 for all q, q 0 and α.
Proof. The first claim can be established by a straightforward structural induction on α.
It is easy to see that in each case of the construction, at most one operator is added to
dp(q, q 0 , α) and each partial term is used at most once.
The second claim follows directly from the first claim and the definition of εp.
J
W
V
ε
ε
I Lemma 20. We have dp(q, q 0 , α) ≡ { ψi ∈X vi | q =
⇒X constructed from Mα
⇒X q 0 } for =
where all backwards edges from ∗-constructions are removed.
Proof. We show this claim by a structural induction on α.
Case α = τ : There are two unmarked states q0 , q1 in Mα with a τ -transition connecting
ε
them. There are no ε-transitions. Thus, we have q =
⇒X q 0 iff q = q 0 and X = ∅. Therefore
W V
W V
ε
ε
0
0
we have { ψi ∈X vi | q =
⇒X q } ≡ false for q 6= q and { ψi ∈X vi | q =
⇒X q 0 } ≡ true
for q = q 0 , establishing the claim.
Case α = ε: There are two unmarked states q0 , q1 in Mα with an ε-transition connecting q0
ε
to q1 . Thus, we have q =
⇒X q 0 iff X = ∅ and either q 6= q1 or q 0 6= q0 . Therefore we have
W V
W V
ε
ε
0
{ ψi ∈X vi | q =
⇒X q } ≡ false for q = q1 ,q 0 = q0 and { ψi ∈X vi | q =
⇒X q 0 } ≡ true
else, establishing the claim.
Case α = α1 + α2 : By induction hypothesis, the claim holds for α1 and α2 . To obtain
Mα from Mα1 and Mα2 , a new starting and final state are added with ε-transitions to
the old starting states and from the old final states, respectively. We consider different
ε
cases how a path inducing q =
⇒X q 0 could have been constructed. In the first case,
where both q and q 0 are in the same automaton Mαi , no additional paths could have
been introduced by the new transitions. Thus, the claim follows immediately from the
induction hypothesis. In the second case, where q = q0 and q 0 is in Mαi a path must
take the ε-transition to q0,i and then take a path between q0,i and q 0 . Since q0 is not
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ε

marked, we have q0 =
⇒X q 0 iff q0,i =
⇒X q 0 , establishing the claim by induction hypothesis.
The third case, where q is in Mαi and q 0 = qf is analogous to the second one. Another
ε
case is q = q0 and q 0 = qf . Since Mα1 and Mα2 are not connected, we have q =
⇒X q 0 iff
ε
ε
q0,1 =
⇒X qf,1 or q0,2 =
⇒X qf,2 with the same argument as used in cases two and three.
ε
Since no paths are added from q0,i to qf,i when going over from Mαi to Mα , q0,i =
⇒X qf,i
ε
ε
holds for =
⇒ constructed from Mαi iff it holds for =
⇒X constructed from Mα . Therefore
WX
V
W V
W V
ε
ε
ε
we have { ψi ∈X vi | q =
⇒X q 0 } ≡ { ψi ∈X vi | q0,1 =
⇒X qf,1 } ∨ { ψi ∈X vi |q0,2 =
⇒X
0
qf,2 } ≡ dp(q0,1 , qf,1 , α1 ) ∨ dp(q0,2 , qf,2 , α2 ) = dp(q, q , α) using the induction hypothesis.
The remaining cases include q = qf with q 0 = q0 and q being in Mαi with q 0 being in
Mα1−i . In both cases, q 0 is not reachable from q using only ε-transitions. Thus, the claim
is established with similar arguments as in previous cases.
Case α = α1 · α2 : We consider three cases. In the first one, q and q 0 are both in Mαi . Since
only transitions from Mα1 into Mα2 are possible but not backwards, a path inducing
ε
q=
⇒X q 0 has to stay in Mαi the whole time. The claim then follows from the induction
hypothesis. In the second case, q is in Mα1 and q 0 is in Mα2 . A path from q to q 0 has to
ε
transition through qf,1 and q0,2 to be able to switch automata, thus we have q =
⇒X q 0 iff
ε
ε
q=
⇒Y qf,1 and q0,2 =
⇒Z q 0 for some Y, Z with X = Y ∪ Z. Since for state pairs inside one
ε
of the subautomata it does not matter whether =
⇒X was constructed from Mα or Mαi ,
the claim follows from the induction hypothesis. In the last case, q is in Mα2 and q 0 is in
ε
Mα1 . Since q 0 is not reachable from q, q =
⇒X q 0 can not hold for any X and the claim
follows immediately.
Case α = α∗1 : We consider five cases. In the first case, we have q, q 0 ∈ Q1 . Since the
backwards edge that was added during the construction is ignored for this lemma, no
new paths from q to q 0 are added compared to Mα1 . Therefore the claim follows from
the induction hypothesis. In the second case, we have q = q0 and q 0 = qf . The claim
follows immediately from the fact that there is an ε-edge in between the two states. The
third case, where q = q0 and q 0 ∈ Q1 , and the fourth case, where q ∈ Q1 and q 0 = qf
work in a similar way by considering the added ε edges between old and new starting and
final states and by using the induction hypothesis. In the last case, we have q = qf and
q 0 = q0 . The claim holds since the backwards edge connecting the two states is ignored
for this lemma.
Case α = ψk ?: We consider the different cases how q 0 can be reached by ε-transitions from
q in Mα . In the first case, q = q 0 with q =
6 q1 , we have trivial reachability without
encountering a state marking. Here, the claim is established as in previous cases. In
the second case, where q = qi , q 0 = qj with i > j, q 0 is not reachable from q since the
ε-transitions only point in the other direction. The claim is again established as in
previous cases. In all other cases, q 0 can be reached from q with ε-transitions, but only
with encountering the state marking in q1 . Since this is the only state marking in Mα ,
W V
ε
we have { ψi ∈X vi | q =
⇒X q 0 } ≡ vi = dp(q, q 0 , α), establishing the claim.
J
W
V
ε
ε
I Theorem 21. We have εp(q, q 0 , α) ≡ { ψi ∈X vi | q =
⇒X q 0 } for =
⇒X constructed from
the automaton Mα .
Proof. Compared to the claim made about dp in Lemma 20, backwards edges must now be
considered in our claim about εp. The central observation is that the contribution of all
ε-paths from q to q 0 is already captured by two particular types of ε-paths: either by going
from q to q 0 directly without taking a backwards edge, or by taking only the backwards
edge from the construction of Mᾱ exactly once (where ᾱ is the innermost *-construction
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that contains both q and q 0 ). As was shown in Lemma 20, the first type is captured by
dp(q, q 0 , α). It is also straightforward to see from Lemma 20 that the second type is captured
by dp(q, qf,ᾱ , α) ∧ dp(q0,ᾱ , q 0 , α).
We now argue that further backwards edges need not be considered and thus all paths
are subsumed by these two cases. In order to use a backwards edge outside of Mᾱ , a path
has to leave Mᾱ via qf,ᾱ and finally reenter it via q0,ᾱ . The contribution of such paths to
the disjunction is subsumed by paths taking the backwards edge from qf,ᾱ to q0,ᾱ directly.
Backwards edges on the paths from q to qf,ᾱ or on the paths from q0,ᾱ to q 0 on the other
hand that originate in a final state qf of some subautomaton only lead to paths that later
visit qf a second time. Thus their contribution is again subsumed by the contribution of the
path where loops from qf to itself are cut out.
J

